Aggregate Loss Modeling
One of the primary goals of actuarial risk theory is
the evaluation of the risk associated with a portfolio of insurance contracts over the life of the contracts. Many insurance contracts (in both life and
non-life areas) are short-term. Typically, automobile
insurance, homeowner’s insurance, group life and
health insurance policies are of one-year duration.
One of the primary objectives of risk theory is
to model the distribution of total claim costs for
portfolios of policies, so that business decisions can
be made regarding various aspects of the insurance
contracts. The total claim cost over a fixed time
period is often modeled by considering the frequency
of claims and the sizes of the individual claims
separately.
Let X1 , X2 , X3 , . . . be independent and identically
distributed random variables with common distribution function FX (x). Let N denote the number of
claims occurring in a fixed time period. Assume that
the distribution of each Xi , i = 1, . . . , N , is independent of N for fixed N. Then the total claim cost for
the fixed time period can be written as
S = X1 + X2 + · · · + XN ,
with distribution function
FS (x) =

∞


pn FX∗n (x),

(1)

n=0

where FX∗n (·) indicates the n-fold convolution of
FX (·).
The distribution of the random sum given by equation (1) is the direct quantity of interest to actuaries
for the development of premium rates and safety
margins. In general, the insurer has historical data on
the number of events (insurance claims) per unit time
period (typically one year) for a specific risk, such
as a given driver/car combination (e.g. a 21-year-old
male insured in a Porsche 911). Analysis of this data
generally reveals very minor changes over time. The
insurer also gathers data on the severity of losses per
event (the X ’s in equation (1)). The severity varies
over time as a result of changing costs of automobile
repairs, hospital costs, and other costs associated with
losses.
Data is gathered for the entire insurance industry
in many countries. This data can be used to develop

models for both the number of claims per time period
and the number of claims per insured. These models
can then be used to compute the distribution of
aggregate losses given by equation (1) for a portfolio
of insurance risks.
It should be noted that the analysis of claim
numbers depends, in part, on what is considered
to be a claim. Since many insurance policies have
deductibles, which means that small losses to the
insured are paid entirely by the insured and result in
no payment by the insurer, the term ‘claim’ usually
only refers to those events that result in a payment
by the insurer.
The computation of the aggregate claim distribution can be rather complicated. Equation (1) indicates that a direct approach requires calculating
the n-fold convolutions. As an alternative, simulation and numerous approximate methods have been
developed.
Approximate distributions based on the first few
lower moments is one approach; for example, gamma
distribution. Several methods for approximating specific values of the distribution function have been
developed; for example, normal power approximation, Edgeworth series, and Wilson–Hilferty transform. Other numerical techniques, such as the Fast
Fourier transform, have been developed and promoted. Finally, specific recursive algorithms have
been developed for certain choices of the distribution of the number of claims per unit time period
(the ‘frequency’ distribution).
Details of many approximate methods are given
in [1].

Reference
[1]

Beard, R.E., Pentikainen, T. & Pesonen, E. (1984). Risk
Theory, 3rd Edition, Chapman & Hall, London.

(See also Beekman’s Convolution Formula; Claim
Size Processes; Collective Risk Theory; Compound Distributions; Compound Poisson Frequency Models; Continuous Parametric Distributions; Discrete Parametric Distributions; Discrete
Parametric Distributions; Discretization of Distributions; Estimation; Heckman–Meyers Algorithm; Reliability Classifications; Ruin Theory;
Severity of Ruin; Sundt and Jewell Class of Distributions; Sundt’s Classes of Distributions)
HARRY H. PANJER

Approximating the
Aggregate Claims
Distribution
Introduction
The aggregate claims distribution in risk theory is
the distribution of the compound random variable

0
N =0
S = N
(1)
Y
N
≥ 1,
j
j =1
where N represents the claim frequency random
variable, and Yj is the amount (or severity) of the j th
claim. We generally assume that N is independent
of {Yj }, and that the claim amounts Yj > 0 are
independent and identically distributed.
Typical claim frequency distributions would be
Poisson, negative binomial or binomial, or modified
versions of these. These distributions comprise the
(a, b, k) class of distributions, described more in
detail in [12].
Except for a few special cases, the distribution
function of the aggregate claims random variable is
not tractable. It is, therefore, often valuable to have
reasonably straightforward methods for approximating the probabilities. In this paper, we present some
of the methods that may be useful in practice.
We do not discuss the recursive calculation of the
distribution function, as that is covered elsewhere.
However, it is useful to note that, where the claim
amount random variable distribution is continuous,
the recursive approach is also an approximation in
so far as the continuous distribution is approximated
using a discrete distribution.
Approximating the aggregate claim distribution
using the methods discussed in this article was
crucially important historically when more accurate methods such as recursions or fast Fourier
transforms were computationally infeasible. Today,
approximation methods are still useful where full
individual claim frequency or severity information
is not available; using only two or three moments
of the aggregate distribution, it is possible to apply
most of the methods described in this article. The
methods we discuss may also be used to provide quick, relatively straightforward methods for
estimating aggregate claims probabilities and as a
check on more accurate approaches.

There are two main types of approximation. The
first matches the moments of the aggregate claims
to the moments of a given distribution (for example, normal or gamma), and then use probabilities from the approximating distribution as estimates
of probabilities for the underlying aggregate claims
distribution.
The second type of approximation assumes a given
distribution for some transformation of the aggregate
claims random variable.
We will use several compound Poisson–Pareto
distributions to illustrate the application of the
approximations. The Poisson distribution is defined
by the parameter λ = E[N ]. The Pareto distribution
has a density function, mean, and kth moment
about zero
fY (y) =

αβ α
;
(β + y)α+1

E[Y k ] =

k!β k
(α − 1)(α − 2) . . . (α − k)

E[Y ] =

β
;
α−1
for α > k.
(2)

The α parameter of the Pareto distribution determines the shape, with small values corresponding to
a fatter right tail. The kth moment of the distribution
exists only if α > k.
The four random variables used to illustrate the
aggregate claims approximations methods are described below. We give the Poisson and Pareto parameters for each, as well as the mean µS , variance
σS2 , and γS , the coefficient of skewness of S, that
is, E[(S − E[S])3 ]/σS3 ], for the compound distribution
for each of the four examples.
Example 1 λ = 5, α = 4.0, β = 30; µS = 50; σS2 =
1500, γS = 2.32379.
Example 2 λ = 5, α = 40.0, β = 390.0; µS = 50;
σS2 = 1026.32, γS = 0.98706.
Example 3 λ = 50, α = 4.0, β = 3.0; µS = 50;
σS2 = 150, γS = 0.734847.
Example 4 λ = 50, α = 40.0, β = 39.0; µS = 50;
σS2 = 102.63, γS = 0.31214.
The density functions of these four random variables
were estimated using Panjer recursions [13], and are
illustrated in Figure 1. Note a significant probability
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mass at s = 0 for the first two cases, for which the
probability of no claims is e−5 = 0.00674. The other
interesting feature for the purpose of approximation is
that the change in the claim frequency distribution has
a much bigger impact on the shape of the aggregate
claims distribution than changing the claim severity
distribution.
When estimating the aggregate claim distribution,
we are often most interested in the right tail of the
loss distribution – that is, the probability of very
large aggregate claims. This part of the distribution
has a significant effect on solvency risk and is key,
for example, for stop-loss and other reinsurance
calculations.

sum is itself random. The theorem still applies, and
the approximation can be used if the expected number of claims is sufficiently large. For the example
random variables, we expect a poor approximation
for Examples 1 and 2, where the expected number
of claims is only 5, and a better approximation for
Examples 3 and 4, where the expected number of
claims is 50.
In Figure 2, we show the fit of the normal distribution to the four example distributions. As expected,
the approximation is very poor for low values of
E[N ], but looks better for the higher values of E[N ].
However, the far right tail fit is poor even for these
cases. In Table 1, we show the estimated value that
aggregate claims exceed the mean plus four standard

The Normal Approximation (NA)
Using the normal approximation, we estimate the
distribution of aggregate claims with the normal distribution having the same mean and variance.
This approximation can be justified by the central
limit theorem, since the sum of independent random
variables tends to a normal random variable, as the
number in the sum increases. For aggregate claims,
we are summing a random number of independent
individual claim amounts, so that the number in the

Table 1 Comparison of true and estimated right tail
(4 standard deviation) probabilities; Pr[S > µS + 4σS ]
using the normal approximation
Example
Example
Example
Example
Example

1
2
3
4

True
probability

Normal
approximation

0.00549
0.00210
0.00157
0.00029

0.00003
0.00003
0.00003
0.00003

0.015
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deviations, and compare this with the ‘true’ value –
that is, the value using Panjer recursions (this is
actually an estimate because we have discretized the
Pareto distribution). The normal distribution is substantially thinner tailed than the aggregate claims
distributions in the tail.

The Translated Gamma Approximation
The normal distribution has zero skewness, where
most aggregate claims distributions have positive
skewness. The compound Poisson and compound
negative binomial distributions are positively skewed
for any claim severity distribution. It seems natural
therefore to use a distribution with positive skewness
as an approximation. The gamma distribution was
proposed in [2] and in [8], and the translated gamma
distribution in [11]. A fuller discussion, with worked
examples is given in [5].
The gamma distribution has two parameters
and a density function (using parameterization as
in [12])
f (x) =

x a−1 e−x/θ
θ a (a)

x, a, θ > 0.

(3)

The translated gamma distribution has an identical
shape, but is assumed to be shifted by some amount
k, so that

f (x) =

(x − k)a−1 e−(x−k)/θ
θ a (a)

x, a, θ > 0.

(4)

So, the translated gamma distribution has three parameters, (k, a, θ) and we fit the distribution by matching the first three moments of the translated gamma
distribution to the first three moments of the aggregate claims distribution.
The moments of the translated gamma distribution
given by equation (4) are
Mean = aθ + k
Variance > aθ 2
2
Coefficient of Skewness > √ .
a

(5)

This gives parameters for the translated gamma
distribution as follows for the four example
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distributions:
Example
Example
Example
Example

1
2
3
4

a
0.74074
4.10562
7.40741
41.05620

Table 2 Comparison of true and estimated right tail
probabilities Pr[S > E[S] + 4σS ] using the translated
gamma approximation

θ
k
45.00
16.67
15.81 −14.91
4.50
16.67
1.58 −14.91

Example
1
2
3
4

Translated
gamma
approximation

0.00549
0.00210
0.00157
0.00029

0.00808
0.00224
0.00132
0.00030

provided that the area of the distribution of interest
is not the left tail.

Bowers Gamma Approximation
Noting that the gamma distribution was a good starting point for estimating aggregate claim probabilities,
Bowers in [4] describes a method using orthogonal
polynomials to estimate the distribution function of
aggregate claims. This method differs from the previous two, in that we are not fitting a distribution to
the aggregate claims data, but rather using a functional form to estimate the distribution function. The
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The fit of the translated gamma distributions for the
four examples is illustrated in Figure 3; it appears
that the fit is not very good for the first example, but
looks much better for the other three. Even for the
first though, the right tail fit is not bad, especially
when compared to the normal approximation. If we
reconsider the four standard deviation tail probability
from Table 1, we find the translated gamma approximation gives much better results. The numbers are
given in Table 2.
So, given three moments of the aggregate claim
distribution we can fit a translated gamma distribution
to estimate aggregate claim probabilities; the left tail
fit may be poor (as in Example 1), and the method
may give some probability for negative claims (as in
Example 2), but the right tail fit is very substantially
better than the normal approximation. This is a very
easy approximation to use in practical situations,
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first term in the Bowers formula is a gamma distribution function, and so the method is similar to
fitting a gamma distribution, without translation, to
the moments of the data, but the subsequent terms
adjust this to allow for matching higher moments of
the distribution. In the formula given in [4], the first
five moments of the aggregate claims distribution are
used; it is relatively straightforward to extend this to
even higher moments, though it is not clear that much
benefit would accrue.
Bowers’ formula is applied to a standardized random variable, X = βS where β = E[S]/Var[S]. The
mean and variance of X then are both equal to
E[S]2 /Var[S]. If we fit a gamma (α, θ) distribution to
the transformed random variable X, then α = E[X]
and θ = 1.
Let µk denote the kth central moment of X; note
that α = µ1 = µ2 . We use the following constants:
A=

µ3 − 2α
3!

B=

µ4 − 12µ3 − 3α 2 + 18α
4!

C=

µ5 − 20µ4 − (10α − 120)µ3 + 6 − α 2 − 144α
.
5!
(6)

Then the distribution function for X is estimated as
follows, where FG (x; α) represents the Gamma (α, 1)
distribution function – and is also the incomplete
gamma gamma function evaluated at x with parameter α.

xα
−x
FX (x) ≈ FG (x; α) − Ae
(α + 1)


x α+2
2x α+1
xα
+
+ Be−x
−
(α + 2) (α + 3)
(α + 1)

α+1
α+2
α+3
3x
x
3x
+
−
−
(α + 2) (α + 3) (α + 4)

4x α+1
6x α+2
xα
−x
+ Ce
−
+
(α + 1) (α + 2) (α + 3)

x α+4
4x α+3
.
(7)
+
−
(α + 4) (α + 5)
Obviously, to convert back to the original claim
distribution S = X/β, we have FS (s) = FX (βs).
If we were to ignore the third and higher moments,
and fit a gamma distribution to the first two moments,

5

the probability function for X would simply be
FG (x; α). The subsequent terms adjust this to match
the third, fourth, and fifth moments.
A slightly more convenient form of the formula is
F (x) ≈ FG (x; α)(1 − A + B − C) + FG (x; α + 1)
× (3A − 4B + 5C) + FG (x; α + 2)
× (−3A + 6B − 10C) + FG (x; α + 3)
× (A − 4B + 10C) + FG (x; α + 4)
× (B − 5C) + FG (x; α + 5)(C).

(8)

We cannot apply this method to all four examples, as
the kth moment of the Compound Poisson distribution exists only if the kth moment of the secondary
distribution exists. The fourth and higher moments
of the Pareto distributions with α = 4 do not exist;
it is necessary for α to be greater than k for the kth
moment of the Pareto distribution to exist. So we have
applied the approximation to Examples 2 and 4 only.
The results are shown graphically in Figure 4; we
also give the four standard deviation tail probabilities
in Table 3.
Using this method, we constrain the density to positive values only for the aggregate claims. Although
this seems realistic, the result is a poor fit in the
left side compared with the translated gamma for the
more skewed distribution of Example 2. However,
the right side fit is very similar, showing a good tail
approximation. For Example 4 the fit appears better,
and similar in right tail accuracy to the translated
gamma approximation. However, the use of two additional moments of the data seems a high price for
little benefit.

Normal Power Approximation
The normal distribution generally and unsurprisingly
offers a poor fit to skewed distributions. One method
Table 3 Comparison of true and estimated right tail
probabilities Pr[S > E[S] + 4σS ] using Bower’s gamma
approximation
Example
Example
Example
Example
Example

1
2
3
4

True
probability

Bowers
approximation

0.00549
0.00210
0.00157
0.00029

n/a
0.00190
n/a
0.00030
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of improving the fit whilst retaining the use of the
normal distribution function is to apply the normal
distribution to a transformation of the original random variable, where the transformation is designed to
reduce the skewness. In [3] it is shown how this can
be taken from the Edgeworth expansion of the distribution function. Let µS , σS2 and γS denote the mean,
variance, and coefficient of skewness of the aggregate
claims distribution respectively. Let () denote the
standard normal distribution function. Then the normal power approximation to the distribution function
is given by

FS (x) ≈ 

6(x − µS )
9
+1+
γS σS
γS2


−

3
γS

. (9)

provided the term in the square root is positive.
In [6] it is claimed that the normal power approximation does not work where the coeffient of skewness
γS > 1.0, but this is a qualitative distinction rather
than a theoretical problem – the approximation is not
very good for very highly skewed distributions.
In Figure 5, we show the normal power density
function for the four example distributions.
The right tail four standard deviation estimated
probabilities are given in Table 4.

Note that the density function is not defined at all
parts of the distribution. The normal power approximation does not approximate the aggregate claims
distribution with another, it approximates the aggregate claims distribution function for some values,
specifically where the square root term is positive.
The lack of a full distribution may be a disadvantage
for some analytical work, or where the left side of
the distribution is important – for example, in setting
deductibles.

Haldane’s Method
Haldane’s approximation [10] uses a similar theoretical approach to the normal power method – that
is, applying the normal distribution to a transformation of the original random variable. The method is
described more fully in [14], from which the following description is taken.
The transformation is
 h
S
,
(10)
Y =
µS
where h is chosen to give approximately zero skewness for the random variable Y (see [14] for
details).
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Table 4 Comparison of true and estimated right
tail probabilities Pr[S > E[S] + 4σS ] using the
normal power approximation
Example
Example
Example
Example
Example

1
2
3
4

True
probability

Normal power
approximation

0.00549
0.00210
0.00157
0.00029

0.01034
0.00226
0.00130
0.00029

and variance
sY2 =



σS2
σS2 2
1
−
h
(1
−
h)(1
−
3h)
. (12)
µ2S
2µ2S

We assume Y is approximately normally distributed,
so that

FS (x) ≈ 

Using µS , σS , and γS to denote the mean, standard
deviation, and coefficient of skewness of S, we have
γS µS
h=1−
,
3σS
and the resulting random variable Y = (S/µS )h has
mean


σ2
σ2
mY = 1 − S2 h(1 − h) 1 − S2 (2 − h)(1 − 3h) ,
2µS
4µS
(11)

(x/µS )h − mY
sY


.

(13)

For the compound Poisson–Pareto distributions the
parameter
h=1−

(α − 2)
γS µS
(α − 4)
=1−
=
3σS
2(α − 3)
2(α − 3)

(14)

and so depends only on the α parameter of the Pareto
distribution. In fact, the Poisson parameter is not
involved in the calculation of h for any compound
Poisson distribution. For examples 1 and 3, α = 4,
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giving h = 0. In this case, we use the limiting equation for the approximate distribution function


 
σS4
σs2
x
+
−

 log

µS
2µ2S
4µ4S 
 . (15)

FS (x) ≈  




σS2
σS
1−
2
µS
2µS
These approximations are illustrated in Figure 6, and
the right tail four standard deviation probabilities are
given in Table 5.
This method appears to work well in the right tail,
compared with the other approximations, even for the
first example. Although it only uses three moments,
Table 5 Comparison of true and estimated right
tail probabilities Pr[S > E[S] + 4σS ] using the
Haldane approximation
Example
1
2
3
4

Haldane
approximation

0.00549
0.00210
0.00157
0.00029

0.00620
0.00217
0.00158
0.00029

The Wilson–Hilferty method, from [15], and described in some detail in [14], is a simplified version
of Haldane’s method, where the h parameter is set at
1/3. In this case, we assume the transformed random
variable as follows, where µS , σS and γS are the
mean, standard deviation, and coefficient of skewness
of the original distribution, as before
Y = c1 + c2

S − µS
σS + c3

1/3
,

where
c1 =

γS
6
−
6
γS
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2
c2 = 3
γS
c3 =
Then

2/3

2
.
γS





F (x) ≈  c1 + c2

(x − µS )
σS + c3

1/3 
.

(17)

The calculations are slightly simpler, than the Haldane method, but the results are rather less accurate
for the four example distributions – not surprising,
since the values for h were not very close to 1/3.
Table 6 Comparison of true and estimated right tail (4
standard deviation) probabilities Pr[S > E[S] + 4σS ] using
the Wilson–Hilferty approximation

1
2
3
4

Wilson–Hilferty
approximation

0.00549
0.00210
0.00157
0.00029

0.00812
0.00235
0.00138
0.00031
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The Esscher Approximation
The Esscher approximation method is described in [3,
9]. It differs from all the previous methods in that,
in principle at least, it requires full knowledge of
the underlying distribution; all the previous methods have required only moments of the underlying
distribution. The Esscher approximation is used to
estimate a probability where the convolution is too
complex to calculate, even though the full distribution is known. The usefulness of this for aggregate claims models has somewhat receded since
advances in computer power have made it possible to

Actual pdf
Estimated pdf

0.0

0.0

Actual pdf
Estimated pdf

50

100
Example 1

150

200

0

0.05

0.05

0

50

100
Example 2

150

200

0.03

Actual pdf
Estimated pdf

0.0 0.01

0.0 0.01

0.03

Actual pdf
Estimated pdf

0

Figure 7

In the original paper, the objective was to transform a chi-squared distribution to an approximately
normal distribution, and the value h = 1/3 is reasonable in that circumstance. The right tail four
standard deviation probabilities are given in Table 6,
and Figure 7 shows the estimated and actual density
functions.
This approach seems not much less complex than
the Haldane method and appears to give inferior
results.
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Summary of true and estimated right tail (4 standard deviation) probabilities
Normal (%)

Example
Example
Example
Example

1
2
3
4

−99.4
−98.5
−98.0
−89.0

Translated gamma (%)
47.1
6.9
−15.7
4.3

n/a
−9.3
n/a
3.8

determine the full distribution function of most compound distributions used in insurance as accurately
as one could wish, either using recursions or fast
Fourier transforms. However, the method is commonly used for asymptotic approximation in statistics, where it is more generally known as exponential
tilting or saddlepoint approximation. See for example [1].
The usual form of the Esscher approximation for
a compound Poisson distribution is
FS (x) ≈ 1 − eλ(MY (h)−1)−hx


M  (h)
× E0 (u) − 1/2 Y 
E
(u)
, (18)
3
6λ (M (h))3/2
where MY (t) is the moment generating function
(mgf) for the claim severity distribution; λ is the
Poisson parameter; h is a function of x, derived from
MY (h) = x/λ. Ek (u) are called Esscher Functions,
and are defined using the kth derivative of the standard normal density function, φ (k) (), as
 ∞
Ek (u) =
e−uz φ (k) (z) dz.
(19)
0

This gives
E0 (u) = eu

2

/2

(1 − (u)) and

1 − u2
E3 (u) = √
+ u3 E0 (u).
2π

Bower’s gamma (%)

(20)

The approximation does not depend on the underlying distribution being compound Poisson; more
general forms of the approximation are given in [7,
9]. However, even the more general form requires
the existence of the claim severity moment generating function for appropriate values for h, which
would be a problem if the severity distribution mgf
is undefined.
The Esscher approximation is connected with the
Esscher transform; briefly, the value of the distribution function at x is calculated using a transformed
distribution, which is centered at x. This is useful

NP (%)
88.2
7.9
−17.0
0.3

Haldane (%)
12.9
3.6
0.9
0.3

WH (%)
47.8
12.2
−11.9
7.3

because estimation at the center of a distribution is
generally more accurate than estimation in the tails.

Concluding Comments
There are clearly advantages and disadvantages
to each method presented above. Some require
more information than others. For example, Bower’s
gamma method uses five moments compared with
three for the translated gamma approach; the
translated gamma approximation is still better in the
right tail, but the Bower’s method may be more useful
in the left tail, as it does not generate probabilities for
negative aggregate claims.
In Table 7 we have summarized the percentage
errors for the six methods described above, with
respect to the four standard deviation right tail probabilities used in the Tables above. We see that, even
for Example 4 which has a fairly small coefficient of
skewness, the normal approximation is far too thin
tailed. In fact, for these distributions, the Haldane
method provides the best tail probability estimate,
and even does a reasonable job of the very highly
skewed distribution of Example 1.
In practice, the methods most commonly cited
are the normal approximation (for large portfolios),
the normal power approximation and the translated
gamma method.
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Bailey–Simon Method
Introduction
The Bailey–Simon method is used to parameterize classification rating plans. Classification plans
set rates for a large number of different classes by
arithmetically combining a much smaller number of
base rates and rating factors (see Ratemaking). They
allow rates to be set for classes with little experience using the experience of more credible classes.
If the underlying structure of the data does not exactly
follow the arithmetic rule used in the plan, the fitted
rate for certain cells may not equal the expected rate
and hence the fitted rate is biased. Bias is a feature of
the structure of the classification plan and not a result
of a small overall sample size; bias could still exist
even if there were sufficient data for all the cells to
be individually credible.
How should the actuary determine the rating variables and parameterize the model so that any bias is
acceptably small? Bailey and Simon [2] proposed a
list of four criteria for an acceptable set of relativities:
BaS1. It should reproduce experience for each class
and overall (balanced for each class and overall).

is necessary to have a method for comparing them.
The average bias has already been set to zero, by
criterion BaS1, and so it cannot be used. We need
some measure of model fit to quantify condition
BaS3. We will show how there is a natural measure of
model fit, called deviance, which can be associated to
many measures of bias. Whereas bias can be positive
or negative – and hence average to zero – deviance
behaves like a distance. It is nonnegative and zero
only for a perfect fit.
In order to speak quantitatively about conditions
BaS2 and BaS4, it is useful to add some explicit
distributional assumptions to the model. We will
discuss these at the end of this article.
The Bailey–Simon method was introduced and
developed in [1, 2]. A more statistical approach to
minimum bias was explored in [3] and other generalizations were considered in [12]. The connection
between minimum bias models and generalized linear models was developed in [9]. In the United
States, minimum bias models are used by Insurance
Services Office to determine rates for personal and
commercial lines (see [5, 10]). In Europe, the focus
has been more on using generalized linear models
explicitly (see [6, 7, 11]).

BaS2. It should reflect the relative credibility of the
various groups.

The Method of Marginal Totals and
General Linear Models

BaS3. It should provide the minimum amount of
departure from the raw data for the maximum number
of people.

We discuss the Bailey–Simon method in the context of a simple example. This greatly simplifies
the notation and makes the underlying concepts far
more transparent. Once the simple example has been
grasped, generalizations will be clear. The missing
details are spelt out in [9].
Suppose that widgets come in three qualities –
low, medium, and high – and four colors – red, green,
blue, and pink. Both variables are known to impact
loss costs for widgets. We will consider a simple
additive rating plan with one factor for quality and
one for color. Assume there are wqc widgets in the
class with quality q = l, m, h and color c = r, g, b, p.
The observed average loss is rqc . The class plan will
have three quality rates xq and four color rates yc .
The fitted rate for class qc will be xq + yc , which is
the simplest linear, additive, Bailey–Simon model.
In our example, there are seven balance requirements
corresponding to sums of rows and columns of the
three-by-four grid classifying widgets. In symbols,

BaS4. It should produce a rate for each subgroup of
risks which is close enough to the experience so that
the differences could reasonably be caused by chance.
Condition BaS1 says that the classification rate
for each class should be balanced or should have
zero bias, which means that the weighted average rate
for each variable, summed over the other variables,
equals the weighted average experience. Obviously,
zero bias by class implies zero bias overall. In a two
dimensional example, in which the experience can be
laid out in a grid, this means that the row and column
averages for the rating plan should equal those of
the experience. BaS1 is often called the method of
marginal totals.
Bailey and Simon point out that since more than
one set of rates can be unbiased in the aggregate, it
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BaS1 says that, for all c,


wqc rqc =

q



wqc (xq + yc ),

(1)

q

and similarly for all q, so that the rating plan reproduces actual experience or ‘is balanced’ over subtotals by each class. Summing over c shows that the
model also has zero overall bias, and hence the rates
can be regarded as having minimum bias.
In order to further understand (1), we need to write
it in matrix form. Initially, assume that all weights
wqc = 1. Let


1
1

1

1

0

0
X=
0

0

0
0

0
0

0
0
0
0
1
1
1
1
0
0
0
0

0
0
0
0
0
0
0
0
1
1
1
1

1
0
0
0
1
0
0
0
1
0
0
0

0
1
0
0
0
1
0
0
0
1
0
0

0
0
1
0
0
0
1
0
0
0
1
0


0
0

0

1

0

0

0

1

0
0

0
1

0
0
4
1
1
1
1

1
1
1
3
0
0
0

1
1
1
0
3
0
0


1
1

1

0.

0
0
3

1
1
1
0
0
3
0

We can now use the Jacobi iteration [4] to solve
Xt Xβ = Xt r for β. Let M be the matrix of diagonal
elements of Xt X and N = Xt X − M. Then the Jacobi
iteration is
Mβ (k+1) = Xt r − Nβ (k) .

(3)

Because of the simple form of Xt X, this reduces to
what is known as the Bailey–Simon iterative method

(rqc − yc(k) )
c

xq(k+1) =



.

(4)

1

c

be the design matrix corresponding to the simple
additive model with parameters β: = (xl , xm , xh , yr ,
yg , yb , yp )t . Let r = (rlr , rlg , . . . , rhp )t so, by definition, Xβ is the 12 × 1 vector of fitted rates (xl +
yr , xm + yr , . . . , xh + yp )t . Xt Xβ is the 7 × 1 vector
of row and column sums of rates by quality and by
color. Similarly, Xt r is the 7 × 1 vector of sums of
the experience rqc by quality and color. Therefore,
the single vector equation
Xt Xβ = Xt r

It is easy to see that

4 0
0 4

0 0

t
X X = 1 1

1 1
1 1
1 1

(2)

expresses all seven of the BaS1 identities in (1),
for different q and c. The reader will recognize (2)
as the normal equation for a linear regression
(see Regression Models for Data Analysis)! Thus,
beneath the notation we see that the linear additive
Bailey–Simon model is a simple linear regression
model. A similar result also holds more generally.

Similar equations hold for yc(k+1) in terms of xq(k) .
The final result of the iterative procedure is given by
xq = limk→∞ xq(k) , and similarly for y.
If the weights are not all 1, then straight sums
and averages must be replaced with weighted sums
and averages.
 The weighted row sum for quality q
becomes c wqc rqc and so the vector of all row and
column sums becomes Xt Wr where W is the diagonal matrix with entries (wlr , wlg , . . . , whp ). Similarly,
the vector of weighted sum fitted rates becomes
Xt WXβ and balanced by class, BaS1, becomes the
single vector identity
Xt WXβ = Xt Wr.

(5)

This is the normal equation for a weighted linear
regression with design matrix X and weights W. In
the iterative method, M is now the diagonal elements
of Xt WX and N = Xt WX − M. The Jacobi iteration
becomes the well-known Bailey–Simon iteration

wqc (rqc − yc(k) )
xq(k+1) =

c



.

(6)

wqc

c

An iterative scheme, which replaces each x (k) with
x (k+1) as soon as it is known, rather than once each

Bailey–Simon Method
variable has been updated, is called the Gauss–Seidel
iterative method. It could also be used to solve
Bailey–Simon problems.
Equation (5) identifies the linear additive Bailey–Simon model with a statistical linear model,
which is significant for several reasons. Firstly, it
shows that the minimum bias parameters are the same
as the maximum likelihood parameters assuming
independent, identically distributed normal errors (see
Continuous Parametric Distributions), which the
user may or may not regard as a reasonable assumption for his or her application. Secondly, it is much
more efficient to solve the normal equations than to
perform the minimum bias iteration, which can converge very slowly. Thirdly, knowing that the resulting
parameters are the same as those produced by a linear model allows the statistics developed to analyze
linear models to be applied. For example, information about residuals and influence of outliers can be
used to assess model fit and provide more information about whether BaS2 and BaS4 are satisfied. [9]
shows that there is a correspondence between linear
Bailey–Simon models and generalized linear models,
which extends the simple example given here. There
are nonlinear examples of Bailey–Simon models that
do not correspond to generalized linear models.

Bias, Deviance, and Generalized Balance
We now turn to extended notions of bias and associated measures of model fit called deviances. These are
important in allowing us to select between different
models with zero bias. Like bias, deviance is defined
for each observation and aggregated over all observations to create a measure of model fit. Since each
deviance is nonnegative, the model deviance is also
nonnegative, and a zero value corresponds to a perfect
fit. Unlike bias, which is symmetric, deviance need
not be symmetric; we may be more concerned about
negatively biased estimates than positively biased
ones or vice versa.
Ordinary bias is the difference r − µ between an
observation r and a fitted value, or rate, which we
will denote by µ. When adding the biases of many
observations and fitted values, there are two reasons
why it may be desirable to give more or less weight
to different observations. Both are related to the condition BaS2, that rates should reflect the credibility of
various classes. Firstly, if the observations come from

3

cells with different numbers of exposures, then their
variances and credibility may differ. This possibility
is handled using prior weights for each observation.
Secondly, if the variance of the underlying distribution from which r is sampled is a function of its
mean (the fitted value µ), then the relative credibility
of each observation is different and this should also
be considered when aggregating. Large biases from
a cell with a large expected variance are more likely,
and should be weighted less than those from a cell
with a small expected variance. We will use a variance function to give appropriate weights to each cell
when adding biases.
A variance function V is any strictly positive
function of a single variable. Three examples of
variance functions are V (µ) ≡ 1 for µ ∈ (−∞, ∞),
V (µ) = µ for µ ∈ (0, ∞), and V (µ) = µ2 also for
µ ∈ (0, ∞).
Given a variance function V and a prior weight
w, we define a linear bias function as
b(r; µ) =

w(r − µ)
.
V (µ)

(7)

The weight may vary between observations but it is
not a function of the observation or of the fitted value.
At this point, we need to shift notation to one
that is more commonly used in the theory of linear
models. Instead of indexing observations rqc by classification variable values (quality and color), we will
simply number the observations r1 , r2 , . . . , r12 . We
will call a typical observation ri . Each ri has a fitted
rate µi and a weight wi .
For a given model structure, the total bias is

i

b(ri ; µi ) =

 wi (ri − µi )
.
V (µi )
i

(8)

The functions r − µ, (r − µ)/µ, and (r − µ)/µ2 are
three examples of linear bias functions, each with
w = 1, corresponding to the three variance functions
given above.
A deviance function is some measure of the distance between an observation r and a fitted value µ.
The deviance d(r; µ) should satisfy the two conditions: (d1) d(r; r) = 0 for all r, and (d2) d(r; µ) >
0 for all r  = µ. The weighted squared difference
d(r; µ) = w(r − µ)2 , w > 0, is an example of a
deviance function. Deviance is a value judgment:
‘How concerned am I that an observation r is this
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far from its fitted value µ?’ Deviance functions need
not be symmetric in r about r = µ.
Motivated by the theory of generalized linear
models [8], we can associate a deviance function to
a linear bias function by defining
d(r; µ): = 2w

r
µ

(r − t)
dt.
V (t)

(9)

Clearly, this definition satisfies (d1) and (d2). By the
Fundamental Theorem of Calculus,
∂d
(r − µ)
= −2w
∂µ
V (µ)

(10)

which will be useful when we compute minimum
deviance models.
If b(r; µ) = r − µ is ordinary bias, then the associated deviance is
r

d(r; µ) = 2w

(r − t) dt = w(r − µ)2 (11)

µ

is the squared distance deviance. If b(r; µ) = (r −
µ)/µ2 corresponds to V (µ) = µ2 for µ ∈ (0, ∞),
then the associated deviance is
d(r; µ) = 2w

r
µ

= 2w

(r − t)
dt
t2

r
r −µ
− log
µ
µ

.

(12)

In this case, the deviance is not symmetric about
r = µ. The deviance d(r; µ) = w|r − µ|, w > 0, is
an example that does not come from a linear bias
function.
For a classification plan, the total deviance is
defined as the sum over each cell
D=


i

di =



d(ri ; µi ).

(13)

i

Equation (10) implies that a minimum deviance
model will be a minimum bias model, and this is the
reason for the construction and definition of deviance.
Generalizing slightly, suppose the class plan determines the rate for class i as µi = h(xi β), where β
is a vector of fundamental rating quantities, xi =
(xi1 , . . . , xip ) is a vector of characteristics of the risk

being rated, and h is some further transformation. For
instance, in the widget example, we have p = 7 and
the vector xi = (0, 1, 0, 0, 0, 1, 0) would correspond
to a medium quality, blue risk. The function h is the
inverse of the link function used in generalized linear
models. We want to solve for the parameters β that
minimize the deviance.
To minimize D over the parameter vector β,
differentiate with respect to each βj and set equal to
zero. Using the chain rule, (10), and assuming that the
deviance function is related to a linear bias function
as in (9), we get a system of p equations
 ∂di
 ∂di ∂µi
∂D
=
=
∂βj
∂βj
∂µi ∂βj
i
i
= −2

 wi (ri − µi )
h (xi β)xij = 0. (14)
V
(µ
)
i
i

Let X be the design matrix with rows xi , W
be the diagonal matrix of weights with i, ith element wi h (xi β)/V (µi ), and let µ equal (h(x1 β), . . . ,
h(xn β))t , a transformation of Xβ. Then (14) gives
Xt W(r − µ) = 0

(15)

which is simply a generalized zero bias equation
BaS1 – compare with (5). Thus, in the general framework, Bailey and Simon’s balance criteria, BaS1, is
equivalent to a minimum deviance criteria when bias
is measured using a linear bias function and weights
are adjusted for the link function and form of the
model using h (xi β).
From here, it is quite easy to see that (15) is the
maximum likelihood equation for a generalized linear model with link function g = h−1 and exponential
family distribution with variance function V . The correspondence works because of the construction of the
exponential family distribution: minimum deviance
corresponds to maximum likelihood. See [8] for
details of generalized linear models and [9] for a
detailed derivation of the correspondence.

Examples
We end with two examples of minimum bias models and the corresponding generalized linear model

Bailey–Simon Method
assumptions. The first example illustrates a multiplicative minimum bias model. Multiplicative models
are more common in applications because classification plans typically consist of a set of base rates and
multiplicative relativities. Multiplicative factors are
easily achieved within our framework using h(x) =
ex . Let V (µ) = µ. The minimum deviance condition (14), which sets the bias for the i th level of the
first classification variable to zero, is
 wij (rij − exi +yj )
exi +yj
xi +yj
e
j =1
=



wij (rij − exi +yj ) = 0,

(16)

j =1

including the link-related adjustment. The iterative
method is Bailey–Simon’s multiplicative model
given by


wij rij

j

ex i = 

(17)

wij eyj

j

and similarly for j . A variance function V (µ) = µ
corresponds to a Poisson distribution (see Discrete
Parametric Distributions) for the data. Using
V (µ) = 1 gives a multiplicative model with normal
errors. This is not the same as applying a linear
model to log-transformed data, which would give
log-normal errors (see Continuous Parametric
Distributions).
For the second example, consider the variance
functions V (µ) = µk , k = 0, 1, 2, 3, and let h(x) =
x. These variance functions correspond to exponential family distributions as follows: the normal for
k = 0, Poisson for k = 1, gamma (see Continuous
Parametric Distributions) for k = 2, and the inverse
Gaussian distribution (see Continuous Parametric
Distributions) for k = 3. Rearranging (14) gives the
iterative method

xi =

j

wij (rij − yj )/µkij

j

wij /µkij

When k = 0 (18) is the same as (6). The form of
the iterations shows that less weight is being given
to extreme observations as k increases, so intuitively
it is clear that the minimum bias model is assuming
a thicker-tailed error distribution. Knowing the correspondence to a particular generalized linear model
confirms this intuition and gives a specific distribution for the data in each case – putting the modeler
in a more powerful position.
We have focused on the connection between linear
minimum bias models and statistical generalized
linear models. While minimum bias models are
intuitively appealing and easy to understand and
compute, the theory of generalized linear models
will ultimately provide a more powerful technique
for the modeler: the error distribution assumptions
are explicit, the computational techniques are more
efficient, and the output diagnostics are more
informative. For these reasons, the reader should
prefer generalized linear model techniques to linear
minimum bias model techniques. However, not
all minimum bias models occur as generalized
linear models, and the reader should consult [12]
for nonlinear examples. Other measures of model
fit, such as χ 2 , are also considered in the
references.
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Hence, 1 − ψ(u) = Pr[L ≤ u], so the nonruin probability can be interpreted as the cdf of some random
variable defined on the surplus process. A typical realization of a surplus process is depicted in
Figure 1. The point in time where S(t) − ct is maximal is exactly when the last new record low in the
surplus occurs. In this realization, this coincides with
the ruin time T when ruin (first) occurs. Denoting
the number of such new record lows by M and the
amounts by which the previous record low was broken by L1 , L2 , . . ., we can observe the following.
First, we have

Beekman’s Convolution
Formula
Motivated by a result in [8], Beekman [1] gives a
simple and general algorithm, involving a convolution formula, to compute the ruin probability in a
classical ruin model. In this model, the random surplus of an insurer at time t is
U (t) = u + ct − S(t),

t ≥ 0,

(1)

where u is the initial capital, and c, the premium
per unit of time, is assumed fixed. The process S(t)
denotes the aggregate claims incurred up to time t,
and is equal to
S(t) = X1 + X2 + · · · + XN(t) .

L = L1 + L2 + · · · + LM .

Further, a Poisson process has the property that it
is memoryless, in the sense that future events are independent of past events. So, the probability that some
new record low is actually the last one in this instance
of the process, is the same each time. This means that
the random variable M is geometric. For the same
reason, the random variables L1 , L2 , . . . are independent and identically distributed, independent also of
M, therefore L is a compound geometric random
variable. The probability of the process reaching a
new record low is the same as the probability of getting ruined starting with initial capital zero, hence
ψ(0). It can be shown, see example Corollary 4.7.2
in [6], that ψ(0) = λµ/c, where µ = E[X1 ]. Note
that if the premium income per unit of time is not
strictly larger than the average of the total claims per
unit of time, hence c ≤ λµ, the surplus process fails
to have an upward drift, and eventual ruin is a certainty with any initial capital. Also, it can be shown
that the density of the random variables L1 , L2 , . . . at

(2)

Here, the process N (t) denotes the number of claims
up to time t, and is assumed to be a Poisson process
with expected number of claims λ in a unit interval.
The individual claims X1 , X2 , . . . are independent
drawings from a common cdf P (·). The probability
of ruin, that is, of ever having a negative surplus
in this process, regarded as a function of the initial
capital u, is
ψ(u) = Pr[U (t) < 0 for some t ≥ 0].

(3)

It is easy to see that the event ‘ruin’ occurs if and
only if L > u, where L is the maximal aggregate loss,
defined as
L = max{S(t) − ct|t ≥ 0}.

(4)

u
L1
L2
U (t )

L
L3

0

t
T1

Figure 1

The quantities L, L1 , L2 , . . .

T2

(5)

T3

T4 = T

T5

2

Beekman’s Convolution Formula

y is proportional to the probability of having a claim
larger than y, hence it is given by
fL1 (y) =

1 − P (y)
.
µ

(6)

As a consequence, we immediately have Beekman’s
convolution formula for the continuous infinite time
ruin probability in a classical risk model,
ψ(u) = 1 −

∞


p(1 − p)m H ∗m (u),

(7)

m=0

where the parameter p of M is given by p = 1 −
λµ/c, and H ∗m denotes the m-fold convolution of
the integrated tail distribution
 x
1 − P (y)
dy.
(8)
H (x) =
µ
0
Because of the convolutions involved, in general,
Beekman’s convolution formula is not very easy to
handle computationally. Although the situation is not
directly suitable for employing Panjer’s recursion
since the Li random variables are not arithmetic, a
lower bound for ψ(u) can be computed easily using
that algorithm by rounding down the random variables Li to multiples of some δ. Rounding up gives
an upper bound, see [5]. By taking δ small, approximations as close as desired can be derived, though
one should keep in mind that Panjer’s recursion is
a quadratic algorithm, so halving δ means increasing
the computing time needed by a factor four.
The convolution series formula has been rediscovered several times and in different contexts. It can
be found on page 246 of [3]. It has been derived
by Benes [2] in the context of the queuing theory
and by Kendall [7] in the context of storage theory.

Dufresne and Gerber [4] have generalized it to the
case in which the surplus process is perturbed by
a Brownian motion. Another generalization can be
found in [9].
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Beta Function
A function used in the definition of a beta distribution
is the beta function defined by
 1
t a−1 (1 − t)b−1 dt, a > 0, b > 0, (1)
β(a, b) =
0

or alternatively,

β(a, b) = 2

Closely associated with the beta function is the
incomplete beta function defined by

(a + b) x a−1
β(a, b; x) =
t (1 − t)b−1 dt,
(a)(b) 0
a > 0, b > 0, 0 < x < 1.

In general, we cannot express (8) in closed form.
However, the incomplete beta function can be evaluated via the following series expansion

π/2

(sin θ)2a−1 (cos θ)2b−1 dθ,

β(a, b; x) =

0

a > 0, b > 0.

(2)

Like the gamma function, the beta function satisfies
many useful mathematical properties. A detailed discussion of the beta function may be found in most
textbooks on advanced calculus. In particular, the
beta function can be expressed solely in terms of
gamma functions. Note that
 ∞
 ∞
ua−1 e−u du
v b−1 e−v dv. (3)
(a)(b) =
0

0

If we first let v = uy in the second integral above,
we obtain
 ∞
 ∞
(a)(b) =
ua+b−1
e−u(y+1) y b−1 dy du.
0

0

Setting s = u(1 + y), (4) becomes
 ∞
y b−1
dy.
(a)(b) = (a + b)
(1 + y)a+b
0

(4)

(a − 1)!(b − 1)!
.
(a + b − 1)!

(7)

(a + b)x a (1 − x)b
a(a)(b)


∞

(a + b)(a + b + 1) · · · (a + b + n) n+1
× 1+
.
x
(a + 1)(a + 2) · · · (a + n + 1)
n=0
(9)
Moreover, just as with the incomplete gamma
function, numerical approximations for the incomplete beta function are available in many statistical software and spreadsheet packages. For further
information concerning numerical evaluation of the
incomplete beta function, we refer the reader to
[1, 3].
Much of this article has been abstracted from
[1, 2].
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Censored Distributions
In some settings the exact value of a random variable X can be observed only if it lies in a specified
range; when it lies outside this range, only that fact is
known. An important example in general insurance is
when X represents the actual loss related to a claim
on a policy that has a coverage limit C (e.g. [2],
Section 2.10).
If X is a continuous random variable with cumulative distribution function (c.d.f.) FX (x) and probability density function (p.d.f.) fX (x) = FX (x), then
the amount paid by the insurer on a loss of amount
X is Y = min(X, C).
The random variable Y has c.d.f.

FX (y) y < C
(1)
FY (y) =
1
y=C
and this distribution is said to be ‘censored from
above’, or ‘right-censored’.
The distribution (1) is continuous for y < C, with
p.d.f. fX (y), and has a probability mass at C of size
P (Y = C) = 1 − FX (C) = P (X ≥ C).

Left-censoring sometimes arises in time-to-event
studies. For example, a demographer may wish to
record the age X at which a female reaches puberty.
If a study focuses on a particular female from age C
and she is observed thereafter, then the exact value
of X will be known only if X ≥ C.
Values of X can also be simultaneously subject
to left- and right-censoring; this is termed interval
censoring. Left-, right- and interval-censoring raise
interesting problems when probability distribution are
to be fitted, or data analyzed.
This topic is extensively discussed in books on
lifetime data or survival analysis (e.g. [1, 3]).

Example
Suppose that X has a Weibull distribution with c.d.f.
FX (x) = 1 − e−(λx)

β

(4)

where λ > 0 and β > 0 are parameters. Then if X
is right-censored at C, the c.d.f. of Y = min(X, C)
is given by (1), and Y has a probability mass at C
given by (2), or

(2)

A second important setting where right-censored distributions arise is in connection with data on times to
events, or durations. For example, suppose that X is
the time to the first claim for an insured individual, or
the duration of a disability spell for a person insured
against disability.
Data based on such individuals typically include
cases where the value of X has not yet been observed
because the spell has not ended by the time of
data collection. For example, suppose that data on
disability durations are collected up to December 31,
2002. If X represents the duration for an individual
who became disabled on January 1, 2002, then the
exact value of X is observed only if X ≤ 1 year.
The observed duration Y then has right-censored
distribution (1) with C = 1 year.
A random variable X can also be censored from
below, or ‘left-censored’. In this case, the exact value
of X is observed only if X is greater than or equal
to a specified value C. The observed value is then
represented by Y = max(X, C), which has c.d.f.

FX (y) y > C
.
(3)
FY (y) =
FX (C) y = C

x≥0

P (Y = C) = e−(λC) .
β

(5)

Similarly, if X is left-censored at C, the c.d.f. of Y =
max(X, C) is given by (3), and Y has a probability
mass at C given by P (Y = C) = P (X ≤ C) = 1 −
exp[−(λC)β ].
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Claim Size Processes
The claim size process is an important component
in the insurance risk models. In the classical insurance risk models, the claim process is a sequence
of i.i.d. random variables. Recently, many generalized models have been proposed in the actuarial
science literature. By considering the effect of inflation and/or interest rate, the claim size process will
no longer be identically distributed. Many dependent
claim size process models are used nowadays.

Renewal Process Models
The following renewal insurance risk model was
introduced by E. Sparre Andersen in 1957 (see [2]).
This model has been studied by many authors (see
e.g. [4, 20, 24, 34]). It assumes that the claim sizes,
Xi , i ≥ 1, form a sequence of independent, identically distributed (i.i.d.) and nonnegative r.v.s. with a
common distribution function F and a finite mean µ.
Their occurrence times, σi , i ≥ 1, comprise a renewal
process N (t) = #{i ≥ 1; σi ∈ (0, t]}, independent of
Xi , i ≥ 1. That is, the interoccurrence times θ1 =
σ1 , θi = σi − σi−1 , i ≥ 2, are i.i.d. nonnegative r.v.s.
Write X and θ as the generic r.v.s of {Xi , i ≥ 1} and
{θi , i ≥ 1}, respectively. We assume that both X and
θ are not degenerate at 0. Suppose that the gross premium rate is equal to c > 0. The surplus process is
then defined by
S(t) =

N(t)


Xi − ct,

(1)

i=1


where, by convention, 0i=1 Xi = 0. We assume the
relative safety loading condition
cEθ − EX
> 0,
EX

(2)

and write F for the common d.f. of the claims. The
Andersen model above is also called the renewal
model since the arrival process N (t) is a renewal
one. When N (t) is a homogeneous Poisson process,
the model above is called the Cramér–Lundberg
model. If we assume that the moment generating
function of X exists, and that the adjustment coefficient equation
MX (r) = E[erX ] = 1 + (1 + θ)µr,

(3)

has a positive solution, then the Lundberg inequality for the ruin probability is one of the important
results in risk theory. Another important result is the
Cramér–Lundberg approximation.
As evidenced by Embrechts et al. [20], heavytailed distributions should be used to model the claim
distribution. In this case, the moment generating
function of X will no longer exist and we cannot have
the exponential upper bounds for the ruin probability.
There are some works on the nonexponential upper
bounds for the ruin probability (see e.g. [11, 37]),
and there is also a huge amount of literature on
the Cramér–Lundberg approximation when the claim
size is heavy-tailed distributed (see e.g. [4, 19, 20]).

Nonidentically Distributed Claim Sizes
Investment income is important to an insurance company. When we include the interest rate and/or
inflation rate in the insurance risk model, the claim
sizes will no longer be an identically distributed
sequence. Willmot [36] introduced a general model
and briefly discussed the inflation and seasonality
in the claim sizes, Yang [38] considered a discretetime model with interest income, and Cai [9] considered the problem of ruin probability in a discrete
model with random interest rate. Assuming that the
interest rate forms an autoregressive time series,
Lundberg-type inequality for the ruin probability
was obtained. Sundt and Teugels [35] considered a
compound Poisson model with a constant force of
interest. Let Uδ (t) denote the value of the surplus at
time t. Uδ (t) is given by

Uδ (t) = ue +
δt

ps (δ)
t

−

t

eδ(t−v) dS(v),

(4)

0

where u = U (0) > 0 and
 t
s (δ)
=
eδv dv
t
0


=

t

e −1
δ
δt

if
if

δ=0
,
δ>0

S(t) =

N(t)


Xj ,

j =1

N (t) denotes the number of claims that occur in an
insurance portfolio in the time interval (0, t] and
is a homogeneous Poisson process with intensity
λ, and Xi denotes the amount of the i th claim.

2

Claim Size Processes

Owing to the interest factor, the claim size process is not an i.i.d. sequence in this case. By using
techniques that are similar to those used in dealing with the classical model, Sundt and Teugels [35]
obtained Lundberg-type bounds for the ruin probability. Cai and Dickson [10] obtained exponential type
upper bounds for ultimate ruin probabilities in the
Sparre Andersen model with interest. Boogaert and
Crijns [7] discussed related problems. Delbaen and
Haezendonck [13] considered risk theory problems in
an economic environment by discounting the value
of the surplus from the current (or future) time to
the initial time. Paulsen and Gjessing [33] considered
a diffusion-perturbed classical risk model. Under
the assumption of stochastic investment income,
they obtained a Lundberg-type inequality. Kalashnikov and Norberg [26] assumed that the surplus of
an insurance business is invested in a risky asset,
and obtained upper and lower bounds for the ruin
probability. Klüppelberg and Stadtmüller [27] considered an insurance risk model with interest income
and heavy-tailed claim size distribution. Asymptotic
results for ruin probability were obtained.
Asmussen [3] considered an insurance risk model
in a Markovian environment and Lundberg-type
bound and asymptotic results were obtained. In this
case, the claim sizes depend on the state of the
Markov chain and are no longer identically distributed. Point process models have been used by
some authors (see e.g. [5, 6, 34]). In general, the
claim size processes are even not stationary in the
point process models.

Correlated Claim Size Processes
In the classical renewal process model, the assumptions that the successive claims are i.i.d., and that
the interoccurring times follow a renewal process
seem too restrictive. The claim frequencies and
severities for automobile insurance and life insurance are not altogether independent. Different models have been proposed to relax such restrictions.
The simplest dependence model is the discrete-time
autoregressive model in [8]. Gerber [23] considered
the linear model, which can be considered as an
extension of the model in [8]. The common Poisson
shock model is commonly used to model the dependency in loss frequencies across different types of
claims (see e.g. [12]). In [28], finite-time ruin probability is calculated under a common shock model

in a discrete-time setting. The effect of dependence
between the arrival processes of different types of
claims on the ruin probability has also been investigated (see [21, 39]). In [29], the claim process is
modeled by a sequence of dependent heavy-tailed
random variables, and the asymptotic behavior of ruin
probability was investigated. Mikosch and Samorodnitsky [30] assumed that the claim sizes constitute
a stationary ergodic stable process, and studied how
ruin occurs and the asymptotic behavior of the ruin
probability.
Another approach for modeling the dependence
between claims is to use copulas. Simply speaking, a
copula is a function C mapping from [0, 1]n to [0, 1],
satisfying some extra properties such that given any
n distribution functions F1 , . . . , Fn , the composite
function
C(F (x1 ), . . . , F (xn ))
is an n-dimensional distribution. For the definition
and the theory of copulas, see [32]. By specifying the
joint distribution through a copula, we are implicitly
specifying the dependence structure of the individual
random variables.
Besides ruin probability, the dependency structure between claims also affects the determination
of premiums. For example, assume that an insurance company is going to insure a portfolio of n
risks, say X1 , X2 , . . . , Xn . The sum of these random
variables
(5)
S = X1 + · · · + Xn ,
is called the aggregate loss of the portfolio. In the
presence of deductible d, the insurance company may
want to calculate the stop-loss premium:
E[(X1 + · · · + Xn − d)+ ].
Knowing only the marginal distributions of the individual claims is not sufficient to calculate the stoploss premium. We need to also know the dependence
structure among the claims. Holding the individual
marginals the same, it can be proved that the stoploss premium is the largest when the joint distribution
of the claims attains the Fréchet upper-bound, while
the stop-loss premium is the smallest when the joint
distribution of the claims attains the Fréchet lowerbound. See [15, 18, 31] for the proofs, and [1, 14,
25] for more details about the relationship between
stop-loss premium and dependent structure among
risks.

Claim Size Processes
The distribution of the aggregate loss is very
useful to an insurer as it enables the calculation
of many important quantities, such as the stoploss premiums, value-at-risk (which is a quantile of the aggregate loss), and expected shortfall
(which is a conditional mean of the aggregate loss).
The actual distribution of the aggregate loss, which
is the sum of (possibly dependent) variables, is
generally extremely difficult to obtain, except with
some extra simplifying assumptions on the dependence structure between the random variables. As
an alternative, one may try to derive aggregate
claims approximations by an analytically more
tractable distribution. Genest et al. [22] demonstrated
that compound Poisson distributions can be used to
approximate the aggregate loss in the presence of
dependency between different types of claims. For
a general overview of the approximation methods
and applications in actuarial science and finance,
see [16, 17].
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Collective Risk Models

Examples
•

In the individual risk model, the total claim size is
simply the sum of the claims for each contract in the
portfolio. Each contract retains its special characteristics, and the technique to compute the probability
of the total claims distribution is simply convolution. In this model, many contracts will have zero
claims. In the collective risk model, one models the
total claims by introducing a random variable describing the number of claims in a given time span
[0, t]. The individual claim sizes Xi add up to the
total claims of a portfolio. One considers the portfolio as a collective that produces claims at random
points in time. One has S = X1 + X2 + · · · + XN ,
with S = 0 in case N = 0, where the Xi ’s are actual
claims and N is the random number of claims. One
generally assumes that the individual claims Xi are
independent and identically distributed, also independent of N . So for the total claim size, the statistics
concerning the observed claim sizes and the number of claims are relevant. Under these distributional
assumptions, the distribution of S is called a compound distribution. In case N is Poisson distributed,
the sum S has a compound Poisson distribution.
Some characteristics of a compound random variable
are easily expressed in terms of the corresponding
characteristics of the claim frequency and severity. Indeed, one has E[S] = EN [E[X1 + X2 + · · · +
XN |N ]] = E[N ]E[X] and
Var[S] = E[Var[S|N ]] + Var[E[S|N ]]
= E[N Var[X]] + Var[N E[X]]
= E[N ]Var[X] + E[X]2 Var[N ].

(1)

For the moment generating function of S, by
conditioning on N one finds mS (t) = E[etS ] =
mN (log mX (t)). For the distribution function of S,
one obtains
FS (x) =

∞


FXn∗ (x)pn ,

(2)

n=0

where pn = Pr[N = n], FX is the distribution function of the claim severities and FXn∗ is the n-th
convolution power of FX .

•

Geometric-exponential compound distribution. If
N ∼ geometric(p), 0 < p < 1 and X is exponential (1), the resulting moment-generating function
corresponds with the one of FS (x) = 1 − (1 −
p)e−px for x ≥ 0, so for this case, an explicit
expression for the cdf is found.
Weighted compound Poisson distributions. In case
the distribution of the number of claims is a
Poisson() distribution where there is uncertainty about the parameter , such that the
risk parameter in actuarial terms is assumed
to

vary randomly, we have Pr[N = n] = Pr[N =
n
n| = λ] dU (λ) = e−λ λn! dU (λ), where U (λ)
is called the structure function or structural distribution. We have E[N ] = E[], while Var[N ] =
E[Var[N |]] + Var[E[N |]] = E[] + Var[]
≥ E[N ]. Because these weighted Poisson distributions have a larger variance than the pure Poisson case, the weighted compound Poisson models
produce an implicit safety margin. A compound
negative binomial distribution is a weighted compound Poisson distribution with weights according to a gamma pdf. But it can also be shown to be
in the family of compound Poisson distributions.

Panjer [2, 3] introduced a recursive evaluation
of a family of compound distributions, based on
manipulations with power series that are quite familiar in other fields of mathematics; see Panjer’s
recursion. Consider a compound distribution with
integer-valued nonnegative claims with pdf p(x),
x = 0, 1, 2, . . . and let qn = Pr[N = n] be the probability of n claims. Suppose qn satisfies the following
recursion relation


b
(3)
qn = a +
qn−1 , n = 1, 2, . . .
n
for some real a, b. Then the following initial value
and recursions hold

Pr[N = 0)
if p(0) = 0,
(4)
f (0) =
mN (log p(0)) if p(0) > 0;

s 

1
bx
f (s) =
a+
p(x)f (s − x),
1 − ap(0) x=1
s
s = 1, 2, . . . ,

(5)

where f (s) = Pr[S = s]. When the recursion between
qn values is required only for n ≥ n0 > 1, we get
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a wider class of distributions that can be handled
by similar recursions (see Sundt and Jewell Class
of Distributions). As it is given, the discrete distributions for which Panjer’s recursion applies are
restricted to
1. Poisson (λ) where a = 0 and b = λ ≥ 0;
2. Negative binomial (r, p) with p = 1 − a and
r = 1 + ab , so 0 < a < 1 and a + b > 0;
a
, k = − b+a
, so
3. Binomial (k, p) with p = a−1
a
a < 0 and b = −a(k + 1).
Collective risk models, based on claim frequencies
and severities, make extensive use of compound distributions. In general, the calculation of compound
distributions is far from easy. One can use (inverse)
Fourier transforms, but for many practical actuarial
problems, approximations for compound distributions
are still important. If the expected number of terms
E[N ] tends to infinity, S = X1 + X2 + · · · + XN will
consist of a large number of terms and consequently,
in general, the
theorem is applicable, so
 central limit

S−E[S]
≤ x = (x). But as compound
limλ→∞ Pr
σS
distributions have a sizable right hand tail, it is generally better to use a slightly more sophisticated analytic approximation such as the normal power or the
translated gamma approximation. Both these approximations perform better in the tails because they are
based on the first three moments of S. Moreover,
they both admit explicit expressions for the stop-loss
premiums [1].
Since the individual and collective model are
just two different paradigms aiming to describe the
total claim size of a portfolio, they should lead to
approximately the same results. To illustrate how
we should choose the specifications of a compound
Poisson distribution to approximate an individual
model, we consider a portfolio of n one-year life
insurance policies. The claim on contract i is
described by Xi = Ii bi , where Pr[Ii = 1] = qi =
1 − Pr[Ii = 0]. The claim total is approximated
 by
the compound Poisson random variable S = ni=1 Yi
with Yi = Ni bi and Ni ∼ Poisson(λi ) distributed. It
can be shown that S is a compound Poisson 
random
n
variable with expected claim frequency
λ
=
i=1 λi
 n λi
and claim severity cdf FX (x) = i=1 λ I[bi ,∞) (x),
where IA (x) = 1 if x ∈ A and IA (x) = 0 otherwise.
By taking λi = qi for all i, we get the canonical
collective model. It has the property that the expected
number of claims of each size is the same in

the individual and the collective model. Another
approximation is obtained choosing λi = − log(1 −
qi ) > qi , that is, by requiring that on each policy,
the probability to have no claim is equal in both
models. Comparing the individual model S̃ with the
claim total S for the canonical collective model, an
easy calculation
results in E[S] = E[S̃] and Var[S] −

Var[S̃] = ni=1 (qi bi )2 , hence S has larger variance
and therefore, using this collective model instead of
the individual model gives an implicit safety margin.
In fact, from the theory of ordering of risks, it
follows that the individual model is preferred to the
canonical collective model by all risk-averse insurers,
while the other collective model approximation is
preferred by the even larger group of all decision
makers with an increasing utility function.
Taking the severity distribution to be integer valued enables one to use Panjer’s recursion to compute
probabilities. For other uses like computing premiums in case of deductibles, it is convenient to
use a parametric severity distribution. In order of
increasing suitability for dangerous classes of insurance business, one may consider gamma distributions, mixtures of exponentials, inverse Gaussian
distributions, log-normal distributions and Pareto
distributions [1].
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Though the distribution of S(t) can be expressed by

In individual risk theory, we consider individual
insurance policies in a portfolio and the claims produced by each policy which has its own characteristics; then aggregate claims are obtained by summing
over all the policies in the portfolio. However, collective risk theory, which plays a very important role in
the development of academic actuarial science, studies the problems of a stochastic process generating
claims for a portfolio of policies; the process is characterized in terms of the portfolio as a whole rather
than in terms of the individual policies comprising
the portfolio.
Consider the classical continuous-time risk model
U (t) = u + ct −

N(t)


Xi , t ≥ 0,

(1)

i=1

where U (t) is the surplus of the insurer at time
t {U (t): t ≥ 0} is called the surplus process, u =
U (0) is the initial surplus, c is the constant rate per
unit time at which the premiums are received, N (t)
is the number of claims up to time t ({N (t): t ≥ 0} is
called the claim number process, a particular case
of a counting process), the individual claim sizes
X1 , X2 , . . ., independent of N (t), are positive, independent, and identically distributed random variables
({Xi : i = 1, 2, . . .} is called the claim size process)
with common distributionfunction P (x) = Pr(X1 ≤
N(t)
x) and mean p1 , and
i=1 Xi denoted by S(t)
(S(t) = 0 if N (t) = 0) is the aggregate claim up to
time t.
The number of claims N (t) is usually assumed
to follow by a Poisson distribution with intensity
λ and mean λt; in this case, c = λp1 (1 + θ) where
θ > 0 is called the relative security loading, and the
associated aggregate claims process {S(t): t ≥ 0} is
said to follow a compound Poisson process with
parameter λ. The intensity λ for N (t) is constant,
but can be generalized to relate to t; for example,
a Cox process for N (t) is a stochastic process with
a nonnegative intensity process {λ(t): t ≥ 0} as in
the case of the Ammeter process. An advantage of
the Poisson distribution assumption on N (t) is that
a Poisson process has independent and stationary
increments. Therefore, the aggregate claims process
S(t) also has independent and stationary increments.

Pr(S(t) ≤ x) =

∞


P n (x) Pr(N (t) = n),

(2)

n=0

where P n (x) = Pr(X1 + X2 + · · · + Xn ≤ x) is called the n-fold convolution of P, explicit expression
for the distribution of S(t) is difficult to derive;
therefore, some analytical approximations to the
aggregate claims S(t) were developed.
A less popular assumption that N (t) follows a
binomial distribution can be found in [3, 5, 6, 8,
17, 24, 31, 36]. Another approach is to model the
times between claims; let {Ti }∞
i=1 be a sequence of
independent and identically distributed random variables representing the times between claims (T1 is
the time until the first claim) with common probability density function k(t). In this case, the constant
premium rate is c = [E(X1 )/E(T1 )](1 + θ) [32]. In
the traditional surplus process, k(t) is most assumed
exponentially distributed with mean 1/λ (that is,
Erlang(1); Erlang(α) distribution is gamma distribution G(α, β) with positive integer parameter α),
which is equivalent to that N (t) is a Poisson distribution with intensity λ. Some other assumptions for k(t)
are Erlang(2) [4, 9, 10, 12] and phase-type(2) [11]
distributions.
The surplus process can be generalized to the
situation with accumulation under a constant force
of interest δ [2, 25, 34, 35]
 t
δt
U (t) = ue + cs t|δ −
eδ(t−r) dS(r),
(3)
0

where


if δ = 0,
 t,
s t|δ =
eδv dv = eδt−1

0
, if δ > 0.
δ
Another variation is to add an independent Wiener
process [15, 16, 19, 26–30] so that


t

U (t) = u + ct − S(t) + σ W (t),

t ≥ 0,

(4)

where σ > 0 and {W (t): t ≥ 0} is a standard Wiener
process that is independent of the aggregate claims
process {S(t): t ≥ 0}.
For each of these surplus process models, there
are several interesting and important topics to study.
First, the time of ruin is defined by
T = inf{t: U (t) < 0}

(5)
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with T = ∞ if U (t) ≥ 0 for all t (for the model
with a Wiener process added, T becomes T =
inf{t: U (t) ≤ 0} due to the oscillation character of
the added Wiener process, see Figure 2 of time of
ruin); the probability of ruin is denoted by
ψ(u) = Pr(T < ∞|U (0) = u).

(6)

When ruin occurs caused by a claim, |U (T )| (or
−U (T )) is called the severity of ruin or the deficit
at the time of ruin, U (T −) (the left limit of U (t)
at t = T ) is called the surplus immediately before
the time of ruin, and [U (T −) + |U (T )|] is called the
amount of the claim causing ruin (see Figure 1 of
severity of ruin). It can be shown [1] that for u ≥ 0,
ψ(u) =

e−Ru
,
E[eR|U (T )| |T < ∞]

(7)

where R > 0 is the adjustment coefficient and −R is
the negative root of Lundberg’s fundamental equation
 ∞
λ
e−sx dP (x) = λ + δ − cs.
(8)
0

In general, an explicit evaluation of the denominator
of (7) is not possible; instead, a well-known upper
bound (called the Lundberg inequality)
ψ(u) ≤ e−Ru ,

(9)

was easily obtained from (7) since the denominator
in (7) exceeds 1. The upper bound e−Ru is a rough
one; Willmot and Lin [33] provided improvements
and refinements of the Lundberg inequality if the
claim size distribution P belongs to some reliability classifications. In addition to upper bounds,
some numerical estimation approaches [6, 13] and
asymptotic formulas for ψ(u) were proposed. An
asymptotic formula of the form
ψ(u) ∼ Ce−Ru ,

as u → ∞,

for some constant C > 0 is called Cramer–Lundberg asymptotics under the Cramer–Lundberg
condition where a(u) ∼ b(u) as u → ∞ denotes
limu→∞ a(u)/b(u) = 1.
Next, consider a nonnegative function w(x, y)
called penalty function in classical risk theory; then
φw (u) = E[e−δT w(U (T −), |U (T )|)
× I (T < ∞)|U (0) = u],

u ≥ 0,(10)

is the expectation of the discounted (at time 0 with
the force of interest δ ≥ 0) penalty function w [2, 4,
19, 20, 22, 23, 26, 28, 29, 32] when ruin is caused
by a claim at time T. Here I is the indicator function
(i.e. I (T < ∞) = 1 if T < ∞ and I (T < ∞) = 0
if T = ∞). It can be shown that (10) satisfies the
following defective renewal equation [4, 19, 20,
22, 28]

 ∞
λ u
φw (u) =
φw (u − y)
e−ρ(x−y) dP (x) dy
c 0
y


λ ∞ −ρ(y−u) ∞
+
e
w(y, x − y) dP (x) dy,
c u
y
(11)
where ρ is the unique nonnegative root of (8). Equation (10) is usually used to study a variety of interesting and important quantities in the problems of
classical ruin theory by an appropriate choice of the
penalty function w, for example, the (discounted) nth
moment of the severity of ruin
E[e−δT |U (T )|n I (T < ∞)|U (0) = u],
the joint moment of the time of ruin T and the
severity of ruin to the nth power
E[T |U (T )|n I (T < ∞)|U (0) = u],
the nth moment of the time of ruin
E[T n I (T < ∞)|U (0) = u]
[23, 29], the (discounted) joint and marginal distribution functions of U (T −) and |U (T )|, and the (discounted) distribution function of U (T −) + |U (T )|
[2, 20, 22, 26, 34, 35]. Note that ψ(u) is a special
case of (10) with δ = 0 and w(x, y) = 1. In this case,
equation (11) reduces to

λ u
ψ(u − y)[1 − P (y)] dy
ψ(u) =
c 0

λ ∞
+
[1 − P (y)] dy.
(12)
c u
The quantity (λ/c)[1 − P (y)] dy is the probability
that the surplus will ever fall below its initial value
u and will be between u − y and u − y − dy when
it happens for the first time [1, 7, 18]. If u = 0,
the probability
 ∞ that the surplus will ever drop below
0 is (λ/c) 0 [1 − P (y)] dy = 1/(1 + θ) < 1, which
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implies ψ(0) = 1/(1 + θ). Define the maximal aggregate loss [1, 15, 21, 27] by L = maxt≥0 {S(t) − ct}.
Since a compound Poisson process has stationary
and independent increments, we have
L = L1 + L2 + · · · + LN ,

(13)

(with L = 0 if N = 0) where L1 , L2 , . . . , are identical and independent distributed random variables
(representing the amount by which the surplus falls
below the initial level for the first time, given that
this ever happens)
with common distribution function
y
FL1 (y) = 0 [1 − P (x)]dx/p1 , and N is the number
of record highs of {S(t) − ct: t ≥ 0} (or the number
of record lows of {U (t): t ≥ 0}) and has a geometric
distribution with Pr(N = n) = [1 − ψ(0)][ψ(0)]n =
[θ/(1 + θ)][1/(1 + θ)]n , n = 0, 1, 2, . . . Then the
probability of ruin can be expressed as the survival
distribution of L, which is a compound geometric
distribution, that is,

=

∞


Pr(L > u|N = n) Pr(N = n)

n=1

=

∞


θ
1+θ
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Comonotonicity
When dealing with stochastic orderings, actuarial
risk theory generally focuses on single risks or sums
of independent risks. Here, risks denote nonnegative
random variables such as they occur in the individual and the collective model [8, 9]. Recently, with an
eye on financial actuarial applications, the attention
has shifted to sums X1 + X2 + · · · + Xn of random
variables that may also have negative values. Moreover, their independence is no longer required. Only
the marginal distributions are assumed to be fixed. A
central result is that in this situation, the sum of the
components X1 + X2 + · · · + Xn is the riskiest if the
random variables Xi have a comonotonic copula.

Definition and Characterizations
We start by defining comonotonicity of a set of
n-vectors in n . An n-vector (x1 , . . . , xn ) will be
denoted by x. For two n-vectors x and y, the notation
x ≤ y will be used for the componentwise order,
which is defined by xi ≤ yi for all i = 1, 2, . . . , n.
Definition 1 (Comonotonic set) The set A ⊆ n is
comonotonic if for any x and y in A, either x ≤ y or
y ≤ x holds.
So, a set A ⊆ n is comonotonic if for any x and
y in A, the inequality xi < yi for some i, implies
that x ≤ y. As a comonotonic set is simultaneously
nondecreasing in each component, it is also called a
nondecreasing set [10]. Notice that any subset of a
comonotonic set is also comonotonic.
Next we define a comonotonic random vector
X = (X1 , . . . , Xn ) through its support. A support
of a random vector X is a set A ⊆ n for which
Prob[ X ∈ A] = 1.
Definition 2 (Comonotonic random vector) A
random vector X = (X1 , . . . , Xn ) is comonotonic if
it has a comonotonic support.
From the definition, we can conclude that comonotonicity is a very strong positive dependency structure. Indeed, if x and y are elements of the (comonotonic) support of X, that is, x and y are possible

outcomes of X, then they must be ordered componentwise. This explains why the term comonotonic
(common monotonic) is used.
In the following theorem, some equivalent characterizations are given for comonotonicity of a random
vector.
Theorem 1 (Equivalent conditions for comonotonicity) A random vector X = (X1 , X2 , . . . , Xn ) is
comonotonic if and only if one of the following equivalent conditions holds:
1. X has a comonotonic support
2. X has a comonotonic copula, that is, for all x =
(x1 , x2 , . . . , xn ), we have


FX (x) = min FX1 (x1 ), FX2 (x2 ), . . . , FXn (xn ) ;
(1)
3. For U ∼ Uniform(0,1), we have
d
(U ), FX−1
(U ), . . . , FX−1
(U )); (2)
X=
(FX−1
1
2
n

4. A random variable Z and nondecreasing functions fi (i = 1, . . . , n) exist such that
d
X=
(f1 (Z), f2 (Z), . . . , fn (Z)).

(3)

From (1) we see that, in order to find the probability
of all the outcomes of n comonotonic risks Xi being
less than xi (i = 1, . . . , n), one simply takes the
probability of the least likely of these n events. It
is obvious that for any random vector (X1 , . . . , Xn ),
not necessarily comonotonic, the following inequality
holds:
Prob[X1 ≤ x1 , . . . , Xn ≤ xn ]


≤ min FX1 (x1 ), . . . , FXn (xn ) ,

(4)

and since Hoeffding [7] and Fréchet [5], it is known
that the function min{FX1 (x1 ), . . . FXn (xn )} is indeed
the multivariate cdf of a random vector, that is,
(U ), . . . , FX−1
(U )), which has the same marginal
(FX−1
1
n
distributions as (X1 , . . . , Xn ). Inequality (4) states
that in the class of all random vectors (X1 , . . . , Xn )
with the same marginal distributions, the probability that all Xi simultaneously realize large values is
maximized if the vector is comonotonic, suggesting
that comonotonicity is indeed a very strong positive dependency structure. In the special case that
all marginal distribution functions FXi are identical,
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we find from (2) that comonotonicity of X is equivalent to saying that X1 = X2 = · · · = Xn holds almost
surely.
A standard way of modeling situations in which
individual random variables X1 , . . . , Xn are subject
to the same external mechanism is to use a secondary mixing distribution. The uncertainty about the
external mechanism is then described by a structure
variable z, which is a realization of a random variable
Z and acts as a (random) parameter of the distribution of X. The aggregate claims can then be seen
as a two-stage process: first, the external parameter
Z = z is drawn from the distribution function FZ of
z. The claim amount of each individual risk Xi is then
obtained as a realization from the conditional distribution function of Xi given Z = z. A special type of
such a mixing model is the case where given Z = z,
the claim amounts Xi are degenerate on xi , where the
xi = xi (z) are nondecreasing in z. This means that
d
(f1 (Z), . . . , fn (Z)) where all func(X1 , . . . , Xn ) =
tions fi are nondecreasing. Hence, (X1 , . . . , Xn ) is
comonotonic. Such a model is in a sense an extreme
form of a mixing model, as in this case the external
parameter Z = z completely determines the aggregate claims.
If U ∼ Uniform(0,1), then also 1 − U ∼ Uniform
(0,1). This implies that comonotonicity of X can also
be characterized by
d (F −1 (1 − U ), F −1 (1 − U ), . . . , F −1 (1 − U )).
X=
X1
X2
Xn
(5)

Similarly, one can prove that X is comonotonic if
and only if there exists a random variable Z and
nonincreasing functions fi , (i = 1, 2, . . . , n), such
that
d
X=
(f1 (Z), f2 (Z), . . . , fn (Z)).

(6)

Comonotonicity of an n-vector can also be characterized through pairwise comonotonicity.
Theorem 2 (Pairwise comonotonicity) A random
vector X is comonotonic if and only if the couples (Xi , Xj ) are comonotonic for all i and j in
{1, 2, . . . , n}.
A comonotonic random couple can then be characterized using Pearson’s correlation coefficient r [12].

Theorem 3 (Comonotonicity and maximum correlation) For any random vector (X1 , X2 ) the following inequality holds:


r(X1 , X2 ) ≤ r FX−1
(U ), FX−1
(U ) ,
(7)
1
2
with strict inequalities when (X1 , X2 ) is not comonotonic.
(U ),
As a special case of (7), we find that r(FX−1
1
(U
))
≥
0
always
holds.
Note
that
the
maximal
FX−1
2
correlation attainable does not equal 1 in general [4].
In [1] it is shown that other dependence measures
such as Kendall’s τ , Spearman’s ρ, and Gini’s γ
equal 1 (and thus are also maximal) if and only if the
variables are comonotonic. Also note that a random
vector (X1 , X2 ) is comonotonic and has mutually
independent components if and only if X1 or X2 is
degenerate [8].

Sum of Comonotonic Random Variables
In an insurance context, one is often interested in the
distribution function of a sum of random variables.
Such a sum appears, for instance, when considering
the aggregate claims of an insurance portfolio over
a certain reference period. In traditional risk theory, the individual risks of a portfolio are usually
assumed to be mutually independent. This is very
convenient from a mathematical point of view as the
standard techniques for determining the distribution
function of aggregate claims, such as Panjer’s recursion, De Pril’s recursion, convolution or momentbased approximations, are based on the independence
assumption. Moreover, in general, the statistics gathered by the insurer only give information about the
marginal distributions of the risks, not about their
joint distribution, that is, when we face dependent
risks. The assumption of mutual independence however does not always comply with reality, which may
resolve in an underestimation of the total risk. On
the other hand, the mathematics for dependent variables is less tractable, except when the variables are
comonotonic.
In the actuarial literature, it is common practice
to replace a random variable by a less attractive random variable, which has a simpler structure, making
it easier to determine its distribution function [6, 9].
Performing the computations (of premiums, reserves,
and so on) with the less attractive random variable

Comonotonicity
will be considered as a prudent strategy by a certain
class of decision makers. From the theory on ordering of risks, we know that in case of stop-loss order
this class consists of all risk-averse decision makers.
Definition 3 (Stop-loss order) Consider two random variables X and Y . Then X precedes Y in the
stop-loss order sense, written as X ≤sl Y , if and only
if X has lower stop-loss premiums than Y :
E[(X − d)+ ] ≤ E[(Y − d)+ ],

Theorem 6 (Stop-loss premiums of a sum of
comonotonic random variables) The stop-loss
premiums of the sum S c of the components of the
comonotonic random vector with strictly increasing
distribution functions FX1 , . . . , FXn are given by
E[(S c − d)+ ] =

Additionally, requiring that the random variables
have the same expected value leads to the so-called
convex order.
Definition 4 (Convex order) Consider two random
variables X and Y . Then X precedes Y in the convex
order sense, written as X ≤cx Y , if and only if E[X] =
E[Y ] and E[(X − d)+ ] ≤ E[(Y − d)+ ] for all real d.
Now, replacing the copula of a random vector by the
comonotonic copula yields a less attractive sum in
the convex order [2, 3].
Theorem 4 (Convex upper bound for a sum of
random variables) For any random vector (X1 , X2 ,
. . ., Xn ) we have
X1 + X2 + · · · + Xn ≤cx FX−1
(U )
1
(U ) + · · · + FX−1
(U ).
+ FX−1
2
n
Furthermore, the distribution function and the stoploss premiums of a sum of comonotonic random
variables can be calculated very easily. Indeed, the
inverse distribution function of the sum turns out
to be equal to the sum of the inverse marginal
distribution functions. For the stop-loss premiums, we
can formulate a similar phrase.
Theorem 5 (Inverse cdf of a sum of comonotonic random variables) The inverse distribution
of a sum S c of comonotonic random
function FS−1
c
variables with strictly increasing distribution functions FX1 , . . . , FXn is given by

i=1

From (8) we can derive the following property [11]:
if the random variables Xi can be written as a
linear combination of the same random variables
Y1 , . . . , Ym , that is,
d a Y + ··· + a Y ,
Xi =
i,1 1
i,m m

i=1

FX−1
(p),
i

0 < p < 1.

(8)

(9)

then their comonotonic sum can also be written
as a linear combination of Y1 , . . . , Ym . Assume,
for instance, that the random variables Xi are
Pareto (α, βi ) distributed with fixed first parameter,
that is,

βi α
,
α > 0, x > βi > 0,
FXi (x) = 1 −
x
(10)
d β X, with X ∼ Pareto(α,1), then the
or Xi =
i
comonotonic sum is also Pareto distributed, with
parameters α and β = ni=1 βi . Other examples of
such distributions are exponential, normal, Rayleigh, Gumbel, gamma (with fixed first parameter), inverse Gaussian (with fixed first parameter),
exponential-inverse Gaussian, and so on.
Besides these interesting statistical properties, the
concept of comonotonicity has several actuarial and
financial applications such as determining provisions
for future payment obligations or bounding the price
of Asian options [3].
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Compound Distributions
Let N be a counting random variable with probability
function qn = Pr{N = n}, n = 0, 1, 2, . . .. Also, let
{Xn , n = 1, 2, . . .} be a sequence of independent and
identically distributed positive random variables (also
independent of N ) with common distribution function
P (x).
The distribution of the random sum
S = X1 + X2 + · · · + XN ,

negative binomial distribution, plays a vital role in
analysis of ruin probabilities and related problems
in risk theory. Detailed discussions of the compound
risk models and their actuarial applications can be
found in [10, 14]. For applications in ruin problems
see [2].
Basic properties of the distribution of S can be
obtained easily. By conditioning on the number of
claims, one can express the distribution function
FS (x) of S as

(1)

with the convention that S = 0, if N = 0, is called
a compound distribution. The distribution of N is
often referred to as the primary distribution and the
distribution of Xn is referred to as the secondary
distribution.
Compound distributions arise from many applied
probability models and from insurance risk models
in particular. For instance, a compound distribution
may be used to model the aggregate claims from an
insurance portfolio for a given period of time. In this
context, N represents the number of claims (claim
frequency) from the portfolio, {Xn , n = 1, 2, . . .} represents the consecutive individual claim amounts
(claim severities), and the random sum S represents
the aggregate claims amount. Hence, we also refer to
the primary distribution and the secondary distribution as the claim frequency distribution and the claim
severity distribution, respectively.
Two compound distributions are of special importance in actuarial applications. The compound Poisson distribution is often a popular choice for aggregate claims modeling because of its desirable properties. The computational advantage of the compound
Poisson distribution enables us to easily evaluate the
aggregate claims distribution when there are several
underlying independent insurance portfolios and/or
limits, and deductibles are applied to individual
claim amounts. The compound negative binomial distribution may be used for modeling the aggregate
claims from a nonhomogeneous insurance portfolio.
In this context, the number of claims follows a (conditional) Poisson distribution with a mean that varies
by individual and has a gamma distribution. It also
has applications to insurances with the possibility
of multiple claims arising from a single event or
accident such as automobile insurance and medical insurance. Furthermore, the compound geometric distribution, as a special case of the compound

FS (x) =

∞


qn P ∗n (x),

x ≥ 0,

(2)

n=0

or
1 − FS (x) =

∞


qn [1 − P ∗n (x)],

x ≥ 0,

(3)

n=1

where P ∗n (x) is the distribution function of the n-fold
∗0
convolution of P(x)
n with itself, that is P (x) = 1,
∗n
and P (x) = Pr
i=1 Xi ≤ x for n ≥ 1.
Similarly, the mean, variance, and the Laplace
transform are obtainable as follows.
E(S) = E(N )E(Xn ),
Var(S) = E(N )Var(Xn ) + Var(N )[E(Xn )]2 ,

(4)

and
f˜S (z) = PN (p̃X (z)) ,

(5)

where PN (z) = E{zN } is the probability generating
function of N, and f˜S (z) = E{e−zS } and p̃X (z) =
E{e−zXn } are the Laplace transforms of S and Xn ,
assuming that they all exist.
The asymptotic behavior of a compound distribution naturally depends on the asymptotic behavior of
its frequency and severity distributions. As the distribution of N in actuarial applications is often light
tailed, the right tail of the compound distribution
tends to have the same heaviness (light, medium, or
heavy) as that of the severity distribution P (x). Chapter 10 of [14] gives a short introduction on the definition of light, medium, and heavy tailed distributions
and asymptotic results of compound distributions
based on these classifications. The derivation of these
results can be found in [6] (for heavy-tailed distributions), [7] (for light-tailed distributions), [18] (for
medium-tailed distributions) and references therein.
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Compound Distributions

Reliability classifications are useful tools in analysis of compound distributions and they are considered in a number of papers. It is known that a compound geometric distribution is always new worse
than used (NWU) [4]. This result was generalized
to include other compound distributions (see [5]).
Results on this topic in an actuarial context are given
in [20, 21].
Infinite divisibility is useful in characterizing compound distributions. It is known that a compound
Poisson distribution is infinitely divisible. Conversely,
any infinitely divisible distribution defined on nonnegative integers is a compound Poisson distribution.
More probabilistic properties of compound distributions can be found in [15].
We now briefly discuss the evaluation of compound distributions. Analytic expressions for compound distributions are available for certain types
of claim frequency and severity distributions. For
example, if the compound geometric distribution has
an exponential severity, it itself has an exponential
tail (with a different parameter); see [3, Chapter 13].
Moreover, if the frequency and severity distributions
are both of phase-type, the compound distribution is
also of phase-type ([11], Theorem 2.6.3). As a result,
it can be evaluated using matrix analytic methods
([11], Chapter 4).
In general, an approximation is required in order to
evaluate a compound distribution. There are several
moment-based analytic approximations that include
the saddle-point (or normal power) approximation,
the Haldane formula, the Wilson–Hilferty formula,
and the translated gamma approximation. These
analytic approximations perform relatively well for
compound distributions with small skewness.
Numerical evaluation procedures are often necessary for most compound distributions in order to
obtain a required degree of accuracy. Simulation,
that is, simulating the frequency and severity distributions, is a straightforward way to evaluate a
compound distribution. But a simulation algorithm
is often ineffective and requires a great capacity of
computing power.
There are more effective evaluation methods/algorithms. If the claim frequency distribution belongs
to the (a, b, k) class or the Sundt–Jewell class
(see also [19]), one may use recursive evaluation
procedures. Such a recursive procedure was first
introduced into the actuarial literature by Panjer
in [12, 13]. See [16] for a comprehensive review on

recursive methods for compound distributions and
related references.
Numerical transform inversion is often used as
the Laplace transform or the characteristic function
of a compound distribution can be derived (analytically or numerically) using (5). The fast Fourier
transform (FFT) and its variants provide effective
algorithms to invert the characteristic function. These
are Fourier series–based algorithms and hence discretization of the severity distribution is required. For
details of the FFT method, see Section 4.7.1 of [10]
or Section 4.7 of [15]. For a continuous severity distribution, Heckman and Meyers proposed a method
that approximates the severity distribution function
with a continuous piecewise linear function. Under
this approximation, the characteristic function has an
analytic form and hence numerical integration methods can be applied to the corresponding inversion
integral. See [8] or Section 4.7.2 of [10] for details.
There are other numerical inversion methods such
as the Fourier series method, the Laguerre series
method, the Euler summation method, and the generating function method. Not only are these methods
effective, but also stable, an important consideration
in numerical implementation. They have been widely
applied to probability models in telecommunication
and other disciplines, and are good evaluation tools
for compound distributions. For a description of these
methods and their applications to various probability
models, we refer to [1].
Finally, we consider asymptotic-based approximations. The asymptotics mentioned earlier can be used
to estimate the probability of large aggregate claims.
Upper and lower bounds for the right tail of the
compound distribution sometimes provide reasonable
approximations for the distribution as well as for the
associated stop-loss moments. However, the sharpness of these bounds are influenced by reliability classifications of the frequency and severity distributions.
See the article Lundberg Approximations, Generalized in this book or [22] and references therein.
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Compound Poisson
Frequency Models

Also known as the Polya distribution, the negative binomial distribution has probability function

In this article, some of the more important compound Poisson parametric discrete probability compound distributions used in insurance modeling are
discussed. Discrete counting distributions may serve
to describe the number of claims over a specified
period of time. Before introducing compound Poisson
distributions, we first review the Poisson distribution
and some related distributions.
The Poisson distribution is one of the most important in insurance modeling. The probability function
of the Poisson distribution with mean λ is
pk =

λk e−λ
,
k!

k = 0, 1, 2, . . .

(1)

where λ > 0. The corresponding probability generating function (pgf) is
P (z) = E[zN ] = eλ(z−1) .

(2)

The mean and the variance of the Poisson distribution
are both equal to λ.
The geometric distribution has probability
function
1
pk =
1+β



β
1+β

k
,

k = 0, 1, 2, . . . ,

(3)

k


1
1+β

r 

β
1+β

k
,
(6)

where r, β > 0.
Its probability generating function is
P (z) = {1 − β(z − 1)}−r ,

|z| <

1+β
.
β

(7)

When r = 1 the geometric distribution is obtained.
When r is an integer, the distribution is often called
a Pascal distribution.
A logarithmic or logarithmic series distribution
has probability function
qk
−k log(1 − q)

k
1
β
=
,
k log(1 + β) 1 + β

pk =

k = 1, 2, 3, . . .
(8)

where 0 < q = β/(1 + β) < 1. The corresponding
probability generating function is
P (z) =

log(1 − qz)
log(1 − q)
log[1 − β(z − 1)] − log(1 + β)
,
− log(1 + β)

|z| <

1
.
q
(9)

py

y=0


=1−



k = 0, 1, 2, . . . ,

=

where β > 0. It has distribution function
F (k) =

(r + k)
pk =
(r)k!

β
1+β

k+1
,

k = 0, 1, 2, . . .
(4)

and probability generating function
P (z) = [1 − β(z − 1)]−1 ,

|z| <

1+β
.
β

(5)

The mean and variance are β and β(1 + β), respectively.

Compound distributions are those with probability generating functions of the form P (z) =
P1 (P2 (z)) where P1 (z) and P2 (z) are themselves
probability generating functions. P1 (z) and P2 (z) are
the probability generating functions of the ‘primary’
and ‘secondary’ distributions, respectively. From (2),
compound Poisson distributions are those with probability generating function of the form
P (z) = eλ[P2 (z)−1]

(10)

where P2 (z) is a probability generating function.
Compound distributions arise naturally as follows.
Let N be a counting random variable with pgf P1 (z).

2

Compound Poisson Frequency Models

Let M1 , M2 , . . . be independent and identically distributed random variables with pgf P2 (z). Assuming
that the Mj ’s do not depend on N, the pgf of the
random sum
K = M1 + M2 + · · · + MN

(11)

is P (z) = P1 [P2 (z)]. This is shown as follows:
P (z) =

∞


Pr{K = k}zk

k=0

=

∞
∞ 


∞


∞


=

(15)

If P2 is binomial, Poisson, or negative binomial,
then Panjer’s recursion (13) applies to the evaluation
of the distribution with pgf PY (z) = P2 (PX (z)). The
resulting distribution with pgf PY (z) can be used
in (13) with Y replacing M, and S replacing K.

P (z) = [1 − β(z − 1)]−r = eλ[P2 (z)−1] ,

(16)

where
Pr{M1 + · · · + Mn = k|N = n}z

and

Pr{N = n}[P2 (z)]n

n=0

= P1 [P2 (z)].

(12)

In insurance contexts, this distribution can arise naturally. If N represents the number of accidents arising
in a portfolio of risks and {Mk ; k = 1, 2, . . . , N } represents the number of claims (injuries, number of
cars, etc.) from the accidents, then K represents the
total number of claims from the portfolio. This kind
of interpretation is not necessary to justify the use of
a compound distribution. If a compound distribution
fits data well, that itself may be enough justification.
Numerical values of compound Poisson distributions are easy to obtain using Panjer’s recursive
formula
k 

y
Pr{K = k} = fK (k) =
a+b
k
y=0
× fM (y)fK (k − y),

λ = r log(1 + β)

k

k=0
∞


= P1 (P2 (PX (z))).

Pr{N = n}

n=0

×

PS (z) = P (PX (z))

Example 1 Negative Binomial Distribution One
may rewrite the negative binomial probability generating function as

Pr{K = k|N = n}zk

k=0 n=0

=

The pgf of the total loss S is

k = 1, 2, 3, . . . , (13)

with a = 0 and b = λ, the Poisson parameter.
It is also possible to use Panjer’s recursion to
evaluate the distribution of the aggregate loss
S = X1 + X2 + · · · + XN ,

(14)

where the individual losses are also assumed to be
independent and identically distributed, and to not
depend on K in any way.



βz
log 1 −
1+β

.
P2 (z) =
β
log 1 −
1+β

(17)

Thus, P2 (z) is a logarithmic pgf on comparing (9)
and (17).
Hence, the negative binomial distribution is itself
a compound Poisson distribution, if the ‘secondary’
distribution P2 (z) is itself a logarithmic distribution.
This property is very useful in convoluting negative binomial distributions with different parameters.
By multiplying Poisson-logarithmic representations
of negative binomial pgfs together, one can see that
the resulting pgf is itself compound Poisson with the
secondary distribution being a weighted average of
logarithmic distributions. There are many other possible choices of the secondary distribution.
Three more examples are given below.
Example 2 Neyman Type A Distribution The pgf
of this distribution, which is a Poisson sum of Poisson
variates, is given by
λ2 (z−1)
−1]

P (z) = eλ1 [e

.

(18)

Example 3 Poisson-inverse Gaussian Distribution
The pgf of this distribution is
P (z) = e

−

µ
{[1+2β(1−z)](1/2) −1}
β
.

(19)

Compound Poisson Frequency Models
Its name originates from the fact that it can be
obtained as an inverse Gaussian mixture of a Poisson
distribution. As noted below, this can be rewritten as
a special case of a larger family.
Example 4 Generalized Poisson–Pascal Distribution The distribution has pgf
P (z) = eλ[P2 (z)−1] ,

(20)

where
P2 (z) =

[1 − β(z − 1)]−r − (1 + β)−r
1 − (1 + β)−r

It is interesting to note the third central moment of
these distributions in terms of the first two moments:
Negative binomial:
(σ 2 − µ)2
µ

Polya–Aeppli:
µ3 = 3σ 2 − 2µ +

3 (σ 2 − µ)2
2
µ

Neyman Type A:
µ3 = 3σ 2 − 2µ +

(σ 2 − µ)2
µ

Generalized Poisson–Pascal:
µ3 = 3σ 2 − 2µ +

The range of r is −1 < r < ∞, since the generalized Poisson–Pascal is a compound Poisson distribution with an extended truncated negative binomial
secondary distribution.
Note that for fixed mean and variance, the skewness only changes through the coefficient in the last
term for each of the five distributions.
Note that, since r can be arbitrarily close to
−1, the skewness of the generalized Poisson–Pascal
distribution can be arbitrarily large.
Two useful references for compound discrete distributions are [1, 2].

(21)

and λ > 0, β > 0, r > −1. This distribution has
many special cases including the Poisson–Pascal
(r > 0), the Poisson-inverse Gaussian (r = −.5),
and the Polya–Aeppli (r = 1). It is easy to show that
the negative binomial distribution is obtained in the
limit as r → 0 and using (16) and (17). To understand that the negative binomial is a special case,
note that (21) is a logarithmic series pgf when r = 0.
The Neyman Type A is also a limiting form, obtained
by letting r → ∞, β → 0 such that rβ = λ1 remains
constant.

µ3 = 3σ 2 − 2µ + 2

3

r + 2 (σ 2 − µ)2
.
r +1
µ
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Compound Process
In an insurance portfolio, there are two basic sources
of randomness. One is the claim number process
and the other the claim size process. The former
is called frequency risk and the latter severity risk.
Each of the two risks is of interest in insurance. Compounding the two risks yields the aggregate claims
amount, which is of key importance for an insurance
portfolio. Mathematically, assume that the number of
claims up to time t ≥ 0 is N (t) and the amount of
the k th claim is Xk , k = 1, 2, . . .. Further, we assume
that {X1 , X2 , . . .} are a sequence of independent and
identically distributed nonnegative random variables
with common distribution F (x) = Pr{X1 ≤ x} and
{N (t), t ≥ 0} is a counting process with N (0) = 0.
In addition, the claim sizes {X1 , X2 , . . .} and the
counting process {N (t), t ≥ 0} are assumed to be
independent. Thus, the aggregate claims amount
up

to time t in the portfolio is given by S(t) = N(t)
i=1 Xi
with S(t) = 0 when
 N (t) = 0. Such a stochastic
process {S(t) = N(t)
i=1 Xi , t ≥ 0} is called a compound process and is referred to as the aggregate
claims process in insurance while the counting process {N (t), t ≥ 0} is also called the claim number
process in insurance; See, for example, [5].
A compound process is one of the most important
stochastic models and a key topic in insurance and
applied probability. The distribution of a compound
process {S(t), t ≥ 0} can be expressed as
Pr{S(t) ≤ x} =

∞


Pr{N (t) = n}F (n) (x),

n=0

x ≥ 0,

t > 0,

(1)

(n)

is the n-fold convolution of F with
where F
F (0) (x) = 1 for x ≥ 0.
We point out that for a fixed time t > 0 the
distribution (1) of a compound process {S(t), t ≥ 0}
is reduced to the compound distribution.
One of the interesting questions in insurance is the
probability that the aggregate claims up to time t will
excess some amount x ≥ 0. This probability is the tail
probability of a compound process {S(t), t ≥ 0} and
can be expressed as
Pr{S(t) > x} =

∞


Pr{N (t) = n}F (n) (x),

n=1

x ≥ 0,

t > 0,

(2)

where and throughout this article, B = 1 − B denotes
the tail of a distribution B.
Further, expressions for the mean, variance, and
Laplace
N(t) transform of a compound process {S(t) =
i=1 Xi , t ≥ 0} can be given in terms of the corresponding quantities of X1 and N (t) by conditioning
on N (t). For example, if we denote E(X1 ) = µ and
Var(X1 ) = σ 2 , then E(S(t)) = µE(N (t)) and
Var(S(t)) = µ2 Var(N (t)) + σ 2 E(N (t)).

(3)

If an insurer has an initial capital of u ≥ 0 and
charges premiums at a constant rate of c > 0, then
the surplus of the insurer at time t is given by
U (t) = u + ct − S(t),

t ≥ 0.

(4)

This random process {U (t), t ≥ 0} is called a surplus
process or a risk process. A main question concerning a surplus process is ruin probability, which is the
probability that the surplus of an insurer is negative
at some time, denoted by ψ(u), namely,
ψ(u) = Pr{U (t) < 0,

for some t > 0}

= Pr{S(t) > u + ct,

for some t > 0}. (5)

The ruin probability via a compound process has
been one of the central research topics in insurance
mathematics. Some standard monographs are [1, 3,
5, 6, 9, 13, 17, 18, 25–27, 30].
In this article, we will sum up the properties of
a compound Poisson process, which is one of the
most important compound processes, and discuss the
generalizations of the compound Poisson process.
Further, we will review topics such as the limit laws
of compound processes, the approximations to the
distributions of compound processes, and the asymptotic behaviors of the tails of compound processes.

Compound Poisson Process and its
Generalizations
One of the most important compound processes is
a compound Poisson
process that is a compound

X
process {S(t) = N(t)
i , t ≥ 0} when the counting
i=1
process {N (t), t ≥ 0} is a (homogeneous) Poisson
process. The compound Poisson process is a classical model for the aggregate claims amount in an
insurance portfolio and also appears in many other
applied probability models.
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k
Let
i=1 Ti be the time of the k th claim, k =
1, 2, . . .. Then, Tk is the interclaim time between
the (k − 1)th and the k th claims, k = 1, 2, . . .. In
a compound Poisson process, interclaim times are
independent and identically distributed exponential
random variables.
Usually, an insurance portfolio consists of several
businesses. If the aggregate claims amount in
each business is assumed to be a compound
Poisson process, then the aggregate claims amount
in the portfolio is the sum of these compound
Poisson processes. It follows from the Laplace
transforms of the compound Poisson processes
that the sum of independent compound processes
is still a compound Poisson process.
 i (t) (i)More
specifically, assume that {Si (t) = N
k=1 Xk , t ≥
0, i = 1, . . . , n} are independent compound Poisson
(i)
processes with E(Ni (t)) = λi t and
i (x) = Pr{X1 ≤
F
n
x}, i = 1, . . . , n. Then {S(t) = i=1 Si (t), t ≥ 0} is
still a compound
Poisson process and has the form

X
{N (t), t ≥ 0} is
of {S(t) = N(t)
i , t ≥ 0} where
i=1
a Poisson process with E(N (t)) = ni=1 λi t and the
distribution F of X1 is a mixture of distributions
F1 , . . . , Fn ,
F (x) =

λn
λ1
F1 (x) + · · · + n
Fn (x),
n


λi
λn
i=1

x ≥ 0.

where ρ = (c − λµ)/(λµ) is called the safety loading
and is assumed to be positive; see, for example, [17].
However, for the compound Poisson process
{S(t), t ≥ 0} itself, explicit and closed-form expressions of the tail or the distribution of {S(t), t ≥ 0}
are rarely available even if claim sizes are exponentially distributed. In fact, if E(N (t)) = t and F (x) =
of the compound
1 − e−x , x ≥ 0, then the distribution

Poisson process {S(t) = N(t)
X
,
t
≥ 0} is
i
i=1
 t
 √ 
Pr{S(t) ≤ x} = 1 − e−x
e−s I0 2 xs ds,
0

x ≥ 0,

t > 0,

where I0 (z) = j =0 (z/2)2j /(j !)2 is a modified
Bessel function; see, for example, (2.35) in [26].
Further, a compound Poisson process {S(t),
t ≥ 0} has stationary, independent increments, which
means that S(t0 ) − S(0), S(t1 ) − S(t0 ), . . . , S(tn ) −
S(tn−1 ) are independent for all 0 ≤ t0 < t1 < · · · <
tn , n = 1, 2, . . . , and S(t + h) − S(t) has the same
distribution as that of S(h) for all t > 0 and h > 0;
see, for example, [21]. Also, in a compound Poisson
process {S(t), t ≥ 0}, the variance of {S(t), t ≥ 0} is
a linear function of time t with
Var(S(t)) = λ(µ2 + σ 2 )t,

i=1

(6)

See, for example, [5, 21, 24]. Thus, an insurance
portfolio with several independent businesses does
not add any difficulty to the risk analysis of the
portfolio if the aggregate claims amount in each
business is assumed to be a compound Poisson
process.
A surplus process associated with a compound
Poisson process is called a compound Poisson risk
model or the classical risk model. In this classical
risk model, some explicit results on the ruin probability can be derived. In particular, the ruin probability can be expressed as the tail of a compound
geometrical distribution or Beekman’s convolution
formula. Further, when claim sizes are exponentially
distributed with the common mean µ > 0, the ruin
probability has a closed-form expression


ρ
1
exp −
u , u ≥ 0, (7)
ψ(u) =
1+ρ
µ(1 + ρ)

(8)

∞

t > 0,

(9)

where λ > 0 is the Poisson rate of the Poisson process
{N (t), t ≥ 0} satisfying E(N (t)) = λt.
Stationary increments of a compound Poisson
process {S(t), t ≥ 0} imply that the average number
of claims and the expected aggregate claims of
an insurance portfolio in all years are the same,
while the linear form (9) of the variance Var(S(t))
means the rates of risk fluctuations are invariable
over time. However, risk fluctuations occur and the
rates of the risk fluctuations change in many realworld insurance portfolios. See, for example, [17] for
the discussion of the risk fluctuations. In order to
model risk fluctuations and their variable rates, it is
necessary to generalize compound Poisson processes.
Traditionally, a compound mixed Poisson process
is used to describe short-time risk fluctuations. A
compound mixed Poisson process is a compound
process when the counting process {N (t), t ≥ 0} is a
mixed Poisson process. Let  be a positive random
variable with distribution B. Then, {N (t), t ≥ 0} is
a mixed Poisson process if, given  = λ, {N (t),
t ≥ 0} is a compound Poisson process with a Poisson
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rate λ. In this case, {N (t), t ≥ 0} has the following
mixed Poisson distribution of
 ∞
(λt)k
e−λt
dB(λ),
Pr{N (t) = k} =
k!
0
k = 0, 1, 2, . . . ,

(10)

and  is called the structure variable of the mixed
Poisson process.
An important example of a compound mixed
Poisson process is a compound Pólya process when
the structure variable  is a gamma random variable.
If the distribution B of the structure variable  is a
gamma distribution with the density function
x α−1 e−x/β
d
,
B(x) =
dx
(α)β α

α > 0,

β > 0,

x ≥ 0,
(11)

then N (t) has a negative binomial distribution with
E(N (t)) = αβt and
Var(N (t)) = αβ 2 t 2 + αβt.

(12)

Hence, the mean and variance of the compound Pólya
process are E(S(t)) = µαβt and
Var(S(t)) = µ2 (αβ 2 t 2 + αβt) + σ 2 αβt,

(13)

respectively. Thus, if we choose αβ = λ so that a
compound Poisson process and a compound Pólya
process have the same mean, then the variance of the
compound Pólya process is
Var(S(t)) = λ(µ2 + σ 2 )t + λβµ2 t 2 .

(14)

Therefore, it follows from (9) that the variance of
a compound Pólya process is bigger than that of
a compound Poisson process if the two compound
processes have the same mean. Further, the variance
of the compound Pólya process is a quadratic function
of time according to (14), which implies that the
rates of risk fluctuations are increasing over time.
Indeed, a compound mixed Poisson process is more
dangerous than a compound Poisson process, in the
sense that the variance and the ruin probability in the
former model are larger than the variance and the
ruin probability in the latter model, respectively. In
fact, ruin in the compound mixed Poisson risk model
may occur with a positive probability whatever size
the initial capital of an insurer is. For detailed study
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of ruin probability in a compound mixed Poisson risk
model, see [8, 18].
However, a compound mixed Poisson process still
has stationary increments; see, for example, [18]. A
generalization of a compound Poisson process so
that increments may be nonstationary is a compound
inhomogeneous Poisson process. Let A(t) be a rightcontinuous, nondecreasing function with A(0) = 0
and A(t) < ∞ for all t < ∞. A counting process
{N (t), t ≥ 0} is called an inhomogeneous Poisson
process with intensity measure A(t) if {N (t), t ≥
0} has independent increments and N (t) − N (s) is
a Poisson random variable with mean A(t) − A(s)
for any 0 ≤ s < t. Thus, a compound, inhomogeneous Poisson process is a compound process when
the counting process is an inhomogeneous Poisson
process.
A further generalization of a compound inhomogeneous Poisson process so that increments may not
be independent, is a compound Cox process, which
is a compound process when the counting process
is a Cox process. Generally speaking, a Cox process is a mixed inhomogeneous Poisson process. Let
 = {(t), t ≥ 0} be a random measure and A =
{A(t), t ≥ 0}, the realization of the random measure
. A counting process {N (t), t ≥ 0} is called a Cox
process if {N (t), t ≥ 0} is an inhomogeneous Poisson
process with intensity measure A(t), given (t) =
A(t). A detailed study of Cox processes can be found
in [16, 18]. A tractable compound Cox process is a
compound Ammeter process when the counting process is an Ammeter process; see, for example, [18].
Ruin probabilities with the compound mixed Poisson
process, compound inhomogeneous Poisson process,
compound Ammeter process, and compound Cox
process can be found in [1, 17, 18, 25].
On the other hand, in a compound Poisson process,
interclaim times {T1 , T2 , . . .} are independent and
identically distributed exponential random variables.
Thus, another natural generalization of a compound
Poisson process is to assume that interclaim times
are independent and identically distributed positive
random variables. In this case, a compound process
is called a compound renewal process and the
counting process {N (t), t ≥ 0} is a renewal process
with N (t) = sup{n: T1 + T2 + · · · + Tn ≤ t}. A risk
process associated with a compound renewal process
is called the Sparre Andersen risk process. The ruin
probability in the Sparre Andersen risk model has
an expression similar to Beekman’s convolution
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formula for the ruin probability in the classical
risk model. However, the underlying distribution
in Beekman’s convolution formula for the Sparre
Andersen risk model is unavailable in general; for
details, see [17].
Further, if interclaim times {T2 , T3 , . . .} are independent and identically distributed with a common
∞
distribution K and a finite mean 0 K(s) ds > 0,
and T1 is independent of {T2 , T3 , . . .} and has an
integrated tail distribution
 ∞or a stationary distribut
tion Ke (t) = 0 K(s) ds/ 0 K(s) ds, t ≥ 0, such a
compound process is called a compound stationary
renewal process. By conditioning on the time and
size of the first claim, the ruin probability with a
compound stationary renewal process can be reduced
to that with a compound renewal process; see, for
example, (40) on page 69 in [17].
It is interesting to note that there are some
connections between a Cox process and a renewal
process, and hence between a compound Cox process
and a compound renewal process. For example, if
{N (t), t ≥ 0} is a Cox process with random measure
, then {N (t), t ≥ 0} is a renewal process if and only
if −1 has stationary and independent increments.
Other conditions so that a Cox process is a renewal
process can be found in [8, 16, 18].
For more examples of compound processes and
related studies in insurance, we refer the reader to [4,
9, 17, 18, 25], and among others.

Limit Laws of Compound Processes
The distribution
function of a compound process

X
,
t ≥ 0} has a simple form given by
{S(t) = N(t)
i
i=1
(1). However, explicit and closed-form expressions
for the distribution function or equivalently for the
tail of {S(t), t ≥ 0} are very difficult to obtain except
for a few special cases. Hence, many approximations
to the distribution and tail of a compound process
have been developed in insurance mathematics and
in probability.
First, the limit law of {S(t), t ≥ 0} is often available as t → ∞. Under suitable conditions, results
similar
N(t) to the central limit theorem hold for {S(t) =
i=1 Xi , t ≥ 0}. For instance, if N (t)/t → λ as
t → ∞ in probability and Var(X1 ) = σ 2 < ∞, then
under some conditions
S(t) − µN (t)
→ N (0, 1) as
√
λσ 2 t

t →∞

(15)

in distribution, where N (0, 1) is the standard normal
random variable; see, for example, Theorems 2.5.9
and 2.5.15 of [9] for details. For other limit laws for a
compound process, see [4, 14]. A review of the limit
laws of a compound process can be found in [9].
The limit laws of a compound process are interesting questions in probability. However, in insurance, one is often interested in the tail probability
Pr{S(t) > x} of a compound process {S(t), t ≥ 0}
and its asymptotic behaviors as the amount x → ∞
rather than its limit laws as the time t → ∞. In the
subsequent two sections, we will review some important approximations and asymptotic formulas for the
tail probability of a compound process.

Approximations to the Distributions of
Compound Processes
Two of the most important approximations to the
distribution and tail of a compound process are
the Edgeworth approximation and the saddlepoint
approximation or the Esscher approximation.
Let ξ be a random variable with E(ξ ) = µξ and
Var(ξ ) = σξ2 . Denote the distribution function and the
moment generating function of ξ by H (x) = Pr{ξ ≤
x} and Mξ (t) = E(etξ ), respectively. The standardized random variable of ξ is denoted by Z = (ξ −
µξ )/σξ . Denote the distribution function of Z by
G(z).
By interpreting the Taylor expansion of log Mξ (t),
the Edgeworth expansion for the distribution of the
standardized random variable Z is given by
G(z) =

(z) −
+

E(Z 3 )
3!

10(E(Z 3 ))2
6!

(3)

(6)

(z) +

E(Z 4 ) − 3
4!

(z) + · · · ,

(4)

(z)

(16)

where (z) is the standard normal distribution function; see, for example, [13].
Since H (x) = G((x − µξ )/σξ ), an approximation
to H is equivalent to an approximation to G. The
Edgeworth approximation is to approximate the distribution G of the standardized random variable Z
by using the first several terms of the Edgeworth
expansion. Thus, the Edgeworth approximation to the
distribution of the compound process {S(t), t ≥ 0} is
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to use the first several terms of the Edgeworth expansion to approximate the distribution of

E(ξt ) =

S(t) − E(S(t))
.
√
Var(S(t))

(17)

For instance, if {S(t), t ≥ 0} is a compound
Poisson process with E(S(t)) = λtEX1 = λtµ1 , then
the Edgeworth approximation to the distribution of
{S(t), t ≥ 0} is given by

Pr{S(t) ≤ x} = Pr

S(t) − λtµ1
x − λtµ1
≤ √
√
λtµ2
λtµ2

1 κ3
(z) −
3! κ23/2

≈
+

1 κ4
4! κ22

(4)

It is easy to see that

(3)

(z) +



Var(ξt ) =

d2
ln Mξ (t).
dt 2

(21)

Further, the tail probability Pr{ξ > x} can be expressed in terms of the Esscher transform, namely
 ∞
e−ty dHt (y)
Pr{ξ > x} = Mξ (t)
= Mξ (t)e−tx



∞

e−hz

√

Var(ξt )

dH̃t (z),

0

(6)

(z),
(18)

(22)
 √

where H̃t (z) = Pr{Zt ≤ z} = Ht √
z Var(ξt ) + x is
the distribution of Zt = (ξt − x)/ Var(ξt )
Let h > 0 be the saddlepoint satisfying
Eξh =

j

where κj =√λtµj , µj = E(X1 ), j = 1, 2, . . . , z =
(x − λtµ1 )/ λtµ2 , and (k) is the k th derivative of
the standard normal distribution ; see, for example,
[8, 13].
It should be pointed out that the Edgeworth expansion (16) is a divergent series. Even so, the Edgeworth approximation can yield good approximations
in the neighborhood of the mean of a random variable ξ . In fact, the Edgeworth approximation to the
distribution Pr{S(t) ≤ x} of a compound Poisson process {S(t), t ≥ 0} gives good
√ approximations when
x − λtµ1 is of the order λtµ2 . However, in general, the Edgeworth approximation to a compound
process is not accurate, in particular, it is poor for
the tail of a compound process; see, for example, [13,
19, 20] for the detailed discussions of the Edgeworth
approximation.
An improved version of the Edgeworth approximation was developed and called the Esscher approximation. The distribution Ht of a random variable ξt associated with the random variable ξ
is called the Esscher transform of H if Ht is
defined by

−∞ < x < ∞.
(19)

d
ln Mξ (t)|t=h = x.
dt

(23)

Thus, Zh is the standardized random variable of ξh
with E(Zh ) = 0 and Var(Zh ) = 1. Therefore, applying the Edgeworth approximation to the distribution
the standardized random variable of Zh =
H̃h (z) of √
(ξh − x)/ Var(ξh ) in (22), we obtain an approximation to the tail probability Pr{ξ > x} of the random variable ξ . Such an approximation is called the
Esscher approximation.
For example, if we take the first two terms of
the Edgeworth series to approximate H̃h in (22), we
obtain the second-order Esscher approximation to the
tail probability, which is
Pr{ξ > x} ≈ Mξ (h)
E(ξh − x)3
E3 (u) , (24)
6(Var(ξh ))3/2
∞
√
where u = h Var(ξh ) and Ek (u) = 0 e−uz φ (k) (z)
dz, k = 0, 1, . . . , are the Esscher functions with
× e−hx E0 (u) −

2

E0 (u) = eu /2 (1 −
and

Ht (x) = Pr{ξt ≤ x}
 x
1
=
ety dH (y),
Mξ (t) −∞

(20)

x

(z)

10 κ32
6! κ23

and

d
ln Mξ (t)
dt

(u))

1 − u2
E3 (u) = √
+ u3 E0 (u),
2π

where φ (k) is the k th derivative of the standard normal
density function φ; see, for example, [13] for details.
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If we simply replace the distribution H̃h in (22) by
the standard normal distribution , we get the firstorder Esscher approximation to the tail Pr{ξ > x}.
This first-order Esscher approximation is also called
the saddlepoint approximation to the tail probability,
namely,
Pr{ξ > x} ≈ Mξ (h)e−hx eu /2 (1 −
2

(u)).

(25)

Thus, applying the saddlepoint approximation (25) to
the compound Poisson process S(t), we obtain
Pr{S(t) > x} ≈

ϕ(s)e−sx
B0 (sσ (s)),
sσ (s)

(26)

where ϕ(s) = E(exp{sS(t)}) = exp{λt (EesX1 − 1)} is
the moment generating function of S(t) at s, σ 2 (s) =
(d2 /dt 2) ln ϕ(t)|t=s , B0 (z) = z exp{(1/2z2 )(1− (z))},
and the saddlepoint s > 0 satisfying
d
ln ϕ(t)|t=s = x.
dt

(27)

See, for example, (1.1) of [13, 19].
We can also apply the second-order Esscher
approximation to the tail of a compound Poisson
process. However, as pointed out by Embrechts
et al. [7], the traditionally used second-order Esscher approximation to the compound Poisson process
is not a valid asymptotic expansion in the sense
that the second-order term is of smaller order than
the remainder term under some cases; see [7] for
details.
The saddlepoint approximation to the tail of a
compound Poisson process is more accurate than
the Edgeworth approximation. The discussion of the
accuracy can be found in [2, 13, 19]. A detailed
study of saddlepoint approximations can be found
in [20].
In the saddlepoint approximation to the tail of
the compound Poisson process, we specify that x =
λtµ1 . This saddlepoint approximation is a valid
asymptotic expansion for t → ∞ under some conditions. However, in insurance risk analysis, we are
interested in the case when x → ∞ with time t is
not very large. Embrechts et al. [7] derived higherorder Esscher approximations to the tail probability
Pr{S(t) > x} of a compound process {S(t), t ≥ 0},
which is either a compound Poisson process or a compound Pólya process as x → ∞ and for a fixed t > 0.

They considered the accuracy of these approximations under different conditions. Jensen [19] considered the accuracy of the saddlepoint approximation to
the compound Poisson process when x → ∞ and t is
fixed. He showed that for a large class of densities of
the claim sizes, the relative error of the saddlepoint
approximation to the tail of the compound Poisson
process tends to zero for x → ∞ whatever the value
of time t is. Also, he derived saddlepoint approximations to the general aggregate claim processes.
For other approximations to the distribution of a
compound process such as Bowers’ gamma function
approximation, the Gram–Charlier approximation,
the orthogonal polynomials approximation, the normal power approximation, and so on; see [2, 8, 13].

Asymptotic Behaviors of the Tails of
Compound Processes

In a compound process {S(t) = N(t)
i=1 Xi , t ≥ 0}, if
the claims sizes {X1 , X2 , . . .} are heavy-tailed, or
their moment generating functions do not exist, then
the saddlepoint approximations are not applicable for
the compound process {S(t), t ≥ 0}. However, in this
case, some asymptotic formulas are available for the
tail probability Pr{S(t) > x} as x → ∞.
A well-known asymptotic formula for the tail
of a compound process holds when claim sizes
have subexponential distributions. A distribution F
supported on [0, ∞) is said to be a subexponential
distribution if
lim

x→∞

F (2) (x)
F (x)

=2

(28)

and a second-order subexponential distribution if
lim

x→∞

F (2) (x) − 2F (x)
(F (x))2

= −1.

(29)

The class of second-order subexponential distributions is a subclass of subexponential distributions;
for more details about second-order subexponential
distributions, see [12]. A review of subexponential
distributions can be found in [9, 15].
Thus, if F is a subexponential distribution and the
probability generating function E(zN(t) ) of N (t) is
analytic in a neighborhood of z = 1, namely, for any
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fixed t > 0, there exists a constant ε > 0 such that
∞

(1 + ε)n Pr{N (t) = n} < ∞,
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Examples of compound processes and conditions
so that (33) holds, can be found in [22, 28] and others.

(30)

n=0

References

then (e.g. [9])
[1]

Pr{S(t) > x} ∼ E{N (t)}F (x) as

x → ∞, (31)

where a(x) ∼ b(x) as x → ∞ means that limx→∞
a(x)/b(x) = 1.
Many interesting counting processes, such as Poisson processes and Pólya processes, satisfy the analytic condition. This asymptotic formula gives the
limit behavior of the tail of a compound process. For
other asymptotic forms of the tail of a compound
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Continuous Multivariate
Distributions

inferential procedures for the parameters underlying
these models. Reference [32] provides an encyclopedic treatment of developments on various continuous
multivariate distributions and their properties, characteristics, and applications. In this article, we present
a concise review of significant developments on continuous multivariate distributions.

Definitions and Notations
We shall denote the k-dimensional continuous
random vector by X = (X1 , . . . , Xk )T , and its
probability density function by pX (x)and cumulative
distribution function by FX (x) = Pr{ ki=1 (Xi ≤ xi )}.
We shall denote the moment generating function
T
of X by MX (t) = E{et X }, the cumulant generating
function of X by KX (t) = log MX (t), and the
T
characteristic function of X by ϕX (t) = E{eit X }.
Next, we shall denote
 the rth mixed raw moment of
X by µr (X) = E{ ki=1 Xiri }, which is the coefficient
k
ri
of
X (t), the rth mixed central
i=1 (ti /ri !) in M
moment by µr (X) = E{ ki=1 [Xi − E(Xi )]ri }, and the
rth
mixed cumulant by κr (X), which is the coefficient
of ki=1 (tiri /ri !) in KX (t). For simplicity in notation,
we shall also use E(X) to denote the mean vector of
X, Var(X) to denote the variance–covariance matrix
of X,
Cov(Xi , Xj ) = E(Xi Xj ) − E(Xi )E(Xj )

Cov(Xi , Xj )
{Var(Xi )Var(Xj )}1/2

Using binomial expansions, we can readily obtain the
following relationships:
µr (X) =

(2)

r1


···

1 =0

1 +···+k

(−1)

k =0

 
 
r1
rk
···
1
k
(3)

and
µr (X)

=

r1


···

1 =0

rk  

r1
k =0

1

 
rk
···
k

× {E(X1 )}1 · · · {E(Xk )}k µr− (X).

(4)

By denoting µr1 ,...,rj ,0,...,0 by µr1 ,...,rj and κr1 ,...,rj ,0,...,0
by κr1 ,...,rj , Smith [188] established the following two
relationships for computational convenience:
µr1 ,...,rj +1

to denote the correlation coefficient between Xi and
Xj .

=

r1


···

1 =0

rj
rj +1 −1


j =0 j +1 =0

   

r1
rj
rj +1 − 1
×
···
j +1
1
j

Introduction
The past four decades have seen a phenomenal
amount of activity on theory, methods, and applications of continuous multivariate distributions. Significant developments have been made with regard
to nonnormal distributions since much of the early
work in the literature focused only on bivariate and
multivariate normal distributions. Several interesting
applications of continuous multivariate distributions
have also been discussed in the statistical and applied
literatures. The availability of powerful computers
and sophisticated software packages have certainly
facilitated in the modeling of continuous multivariate distributions to data and in developing efficient

rk


× {E(X1 )}1 · · · {E(Xk )}k µr− (X)

(1)

to denote the covariance of Xi and Xj , and
Corr(Xi , Xj ) =

Relationships between Moments

× κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1

(5)

and
κr1 ,...,rj +1 =

r1

1 =0

···

rj
rj +1 −1


j =0 j +1 =0

 
 

r1
rj
rj +1 − 1
×
···
j +1
1
j
× µr1 −1 ,...,rj +1 −j +1 µ∗
1 ,...,j +1 ,

(6)

where µ∗
 denotes the th mixed raw moment of a distribution with cumulant generating function −KX (t).
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Along similar lines, [32] established the following
two relationships:
r1


µr1 ,...,rj +1 =

···

1 =0

rj
rj +1 −1  

 r1
j =0 j +1 =0

1

 
rj
···
j



rj +1 − 1 
κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1
×
j +1

− E {Xj +1 }µ1 ,...,j ,j +1 −1

κr1 ,...,rj +1 =


1 ,1 =0

···

rj


(7)

rj +1 −1



j ,j =0 j +1 ,j +1 =0

 

r1
rj
·
·
·
1 , 1 , r1 − 1 − 1
j , j , rj − j − j


rj +1 − 1
×
j +1 , j +1 , rj +1 − 1 − j +1 − j +1
×

× µr1 −1 −1 ,...,rj +1 −j +1 −j +1

µ∗
1 ,...,j +1

j +1



(µi +

1

p(x1 , x2 ; ρ) =

× exp −


µ∗i )i

2π 1 − ρ 2


1
2
2
−
2ρx
x
+
x
)
,
(x
1 2
2
2(1 − ρ 2 ) 1
x2 < ∞,

(10)

which is termed the standard bivariate normal density function. When ρ = 0 and σ1 = σ2 in (9), the
density is called the circular normal density function, while the case ρ = 0 and σ1  = σ2 is called the
elliptical normal density function.
The standard trivariate normal density function of
X = (X1 , X2 , X3 )T is
pX (x1 , x2 , x3 ) =

1
(2π)3/2

√




3
3 

 1
Aij xi xj ,
× exp −

 2
i=1 j =1

Bivariate and Trivariate Normal
Distributions
As mentioned before, early work on continuous multivariate distributions focused on bivariate and multivariate normal distributions; see, for example, [1,
45, 86, 87, 104, 157, 158]. Anderson [12] provided
a broad account on the history of bivariate normal
distribution.

1

− ∞ < x1 ,

(8)

where µr1 ,...,rj denotes µr1 ,...,rj ,0,...,0 , I {·} denotes
n

the indicator function, , ,n−−
 = n!/(! !(n − 
r

− )!), and , =0 denotes the summation over all
nonnegative integers  and  such that 0 ≤  +  ≤
r.
All these relationships can be used to obtain
one set of moments (or cumulants) from another
set.

1
2(1 − ρ 2 )

This bivariate normal distribution is also sometimes referred to as the bivariate Gaussian, bivariate
Laplace–Gauss or Bravais distribution.
In (9), it can be shown that E(Xj ) = ξj , Var(Xj ) =
σj2 (for j = 1, 2) and Corr(X1 , X2 ) = ρ. In the special case when ξ1 = ξ2 = 0 and σ1 = σ2 = 1, (9)
reduces to

i=1

+ µj +1 I {r1 = · · · = rj = 0, rj +1 = 1},

−

exp

2πσ1 σ2 1 −





x 1 − ξ1 2
x 2 − ξ2
x 1 − ξ1
×
− 2ρ
σ1
σ1
σ2



x 2 − ξ2 2
(9)
, −∞ < x1 , x2 < ∞.
+
σ2
ρ2

and
r1


p(x1 , x2 ; ξ1 , ξ2 , σ1 , σ2 , ρ) =

− ∞ < x1 , x2 , x3 < ∞,

(11)

where
A11 =

2
1 − ρ23
,


A22 =

2
1 − ρ13
,


2
1 − ρ12
ρ12 ρ23 − ρ12
, A12 = A21 =
,


ρ12 ρ23 − ρ13
= A31 =
,


Definitions

A33 =

The pdf of the bivariate normal random vector X =
(X1 , X2 )T is

A13
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A23 = A32 =

ρ12 ρ13 − ρ23
,


2
2
2
 = 1 − ρ23
− ρ13
− ρ12
+ 2ρ23 ρ13 ρ12 ,

joint moment generating function is
(12)

and ρ23 , ρ13 , ρ12 are the correlation coefficients
between (X2 , X3 ), (X1 , X3 ), and (X1 , X2 ), respectively. Once again, if all the correlations are zero and
all the variances are equal, the distribution is called
the trivariate spherical normal distribution, while the
case in which all the correlations are zero and all the
variances are unequal is called the ellipsoidal normal
distribution.

Moments and Properties
By noting that the standard bivariate normal pdf
in (10) can be written as


1
x2 − ρx1
p(x1 , x2 ; ρ) =
φ(x1 ), (13)
φ
1 − ρ2
1 − ρ2
√
2
where φ(x) = e−x /2 / 2π is the univariate standard
normal density function, we readily have the conditional distribution of X2 , given X1 = x1 , to be normal
with mean ρx1 and variance 1 − ρ 2 ; similarly, the
conditional distribution of X1 , given X2 = x2 , is normal with mean ρx2 and variance 1 − ρ 2 . In fact,
Bildikar and Patil [39] have shown that among bivariate exponential-type distributions X = (X1 , X2 )T has
a bivariate normal distribution iff the regression of
one variable on the other is linear and the marginal
distribution of one variable is normal.
For the standard trivariate normal distribution
in (11), the regression of any variable on the other
two is linear with constant variance. For example,
the conditional distribution of X3 , given X1 = x1 and
X2 = x2 , is normal with mean ρ13.2 x1 + ρ23.1 x2 and
2
variance 1 − R3.12
, where, for example, ρ13.2 is the
partial correlation between X1 and X3 , given X2 , and
2
is the multiple correlation of X3 on X1 and X2 .
R3.12
Similarly, the joint distribution of (X1 , X2 )T , given
X3 = x3 , is bivariate normal with means ρ13 x3 and
2
2
and 1 − ρ23
, and correlation
ρ23 x3 , variances 1 − ρ13
coefficient ρ12.3 .
For the bivariate normal distribution, zero correlation implies independence of X1 and X2 , which is not
true in general, of course. Further, from the standard
bivariate normal pdf in (10), it can be shown that the

MX1 ,X2 (t1 , t2 ) = E(et1 X1 +t2 X2 )


1 2
2
= exp − (t1 + 2ρt1 t2 + t2 ) (14)
2
from which all the moments can be readily derived.
A recurrence relation for product moments has also
been given by Kendall and Stuart [121]. In this
case, the orthant probability Pr(X1 > 0, X2 > 0) was
shown to be (1/2π) sin−1 ρ + 1/4 by Sheppard [177,
178]; see also [119, 120] for formulas for some
incomplete moments in the case of bivariate as well
as trivariate normal distributions.

Approximations of Integrals and Tables
With F (x1 , x2 ; ρ) denoting the joint cdf of the
standard bivariate normal distribution, Sibuya [183]
and Sungur [200] noted the property that
dF (x1 , x2 ; ρ)
= p(x1 , x2 ; ρ).
dρ

(15)

Instead of the cdf F (x1 , x2 ; ρ), often the quantity
L(h, k; ρ) = Pr(X1 > h, X2 > k)

 ∞ ∞
1
1
exp −
=
2
2(1
−
ρ2)
k
2π 1 − ρ h

× (x12 −2ρx1 x2 + x22 ) dx2 dx1
(16)
is tabulated. As mentioned above, it is known
that L(0, 0; ρ) = (1/2π) sin−1 ρ + 1/4. The function
L(h, k; ) is related to joint cdf F (h, k; ρ) as follows:
F (h, k; ρ) = 1 − L(h, −∞; ρ) − L(−∞, k; ρ)
+ L(h, k; ρ).

(17)

An extensive set of tables of L(h, k; ρ) were
published by Karl Pearson [159] and The National
Bureau of Standards
√ [147]; tables for the special
cases when ρ = 1/ 2 and ρ = 1/3 were presented
by Dunnett [72] and Dunnett and Lamm [74],
respectively. For the purpose of reducing the amount
of tabulation of L(h, k; ρ) involving three arguments,
Zelen and Severo [222] pointed out that L(h, k; ρ)
can be evaluated from a table with k = 0 by means
of the formula
L(h, k; ρ) = L(h, 0; ρ(h, k)) + L(k, 0; ρ(k, h))
− 12 (1 − δhk ),

(18)

4

Continuous Multivariate Distributions
to be the best ones for use. While some approximations for the function L(h, k; ρ) have been discussed in [6, 70, 71, 129, 140], Daley [63] and Young
and Minder [221] proposed numerical integration
methods.

where
(ρh − k)f (h)

ρ(h, k) =

f (h) =

h2 − 2ρhk + k 2
1
−1

,

if h > 0
if h < 0,

Characterizations

and


δhk =

0
1

if sign(h) sign(k) = 1
otherwise.

Another function that has been evaluated rather
extensively in the tables of The National Bureau of
Standards [147] is V (h, λh), where
 kx1 / h
 h
φ(x1 )
φ(x2 ) dx2 dx1 .
(19)
V (h, k) =
0

0

This function is related to the function L(h, k; ρ)
in (18) as follows:


k − ρh
L(h, k; ρ) = V h,
1 − ρ2


1
k − ρh
+ 1 − { (h) + (k)}
+ V k,
2
2
1−ρ
−

cos−1 ρ
,
2π

(20)

where (x) is the univariate standard normal cdf.
Owen [153] discussed the evaluation of a closely
related function
 ∞
 ∞
1
φ(x1 )
φ(x2 ) dx2 dx1
T (h, λ) =
2π h
λx1


∞


1  −1
tan λ −
=
cj λ2j +1 , (21)

2π 
j =0

where


j

(−1)j
(h2 /2)
−h2 /2
1−e
.
cj =
2j + 1
!
=0
Elaborate tables of this function have been constructed by Owen [154], Owen and Wiesen [155],
and Smirnov and Bol’shev [187].
Upon comparing different methods of computing
the standard bivariate normal cdf, Amos [10] and
Sowden and Ashford [194] concluded (20) and (21)

Brucker [47] presented the conditions
d N (a + bx , g)
X1 | (X2 = x2 ) =
2

and

d N (c + dx , h)
X2 | (X1 = x1 ) =
1

(22)

for all x1 , x2 ∈ , where a, b, c, d, g (>0) and
h > 0 are all real numbers, as sufficient conditions for the bivariate normality of (X1 , X2 )T . Fraser
and Streit [81] relaxed the first condition a little.
Hamedani [101] presented 18 different characterizations of the bivariate normal distribution. Ahsanullah
and Wesolowski [2] established a characterization of
bivariate normal by normality of the distribution of
X2 |X1 (with linear conditional mean and nonrandom conditional variance) and the conditional mean
of X1 |X2 being linear. Kagan and Wesolowski [118]
showed that if U and V are linear functions of a pair
of independent random variables X1 and X2 , then the
conditional normality of U |V implies the normality
of both X1 and X2 . The fact that X1 |(X2 = x2 ) and
X2 |(X1 = x1 ) are both distributed as normal (for all
x1 and x2 ) does not characterize a bivariate normal
distribution has been illustrated with examples in [38,
101, 198]; for a detailed account of all bivariate distributions that arise under this conditional specification,
one may refer to [22].

Order Statistics
Let X = (X1 , X2 )T have the bivariate normal pdf
in (9), and let X(1) = min(X1 , X2 ) and X(2) =
max(X1 , X2 ) be the order statistics. Then, Cain [48]
derived the pdf and mgf of X(1) and showed, in
particular, that




ξ 2 − ξ1
ξ 1 − ξ2
+ ξ2
E(X(1) ) = ξ1
δ
δ


ξ2 − ξ1
− δφ
,
(23)
δ

where δ = σ22 − 2ρσ1 σ2 + σ12 . Cain and Pan [49]
derived a recurrence relation for moments of X(1) . For
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the standard bivariate normal case, Nagaraja [146]
earlier discussed the distribution of a1 X(1) + a2 X(2) ,
where a1 and a2 are real constants.
Suppose now (X1i , X2i )T , i = 1, . . . , n, is a random sample from the bivariate normal pdf in (9), and
that the sample is ordered by the X1 -values. Then,
the X2 -value associated with the rth order statistic of
X1 (denoted by X1(r) ) is called the concomitant of
the rth order statistic and is denoted by X2[r] . Then,
from the underlying linear regression model, we can
express


X1(r) − ξ1
+ ε[r] ,
X2[r] = ξ2 + ρσ2
σ1
r = 1, . . . , n,

(24)

where ε[r] denotes the εi that is associated with
X1(r) . Exploiting the independence of X1(r) and
ε[r] , moments and properties of concomitants of
order statistics can be studied; see, for example, [64,
214]. Balakrishnan [28] and Song and Deddens [193]
studied the concomitants of order statistics arising
from ordering a linear combination Si = aX1i + bX2i
(for i = 1, 2, . . . , n), where a and b are nonzero
constants.

Trivariate Normal Integral and Tables

Mukherjea and Stephens [144] and Sungur [200]
have discussed various properties of the trivariate
normal distribution. By specifying all the univariate
conditional density functions (conditioned on one as
well as both other variables) to be normal, Arnold,
Castillo and Sarabia [21] have derived a general
trivariate family of distributions, which includes
the trivariate normal as a special case (when the
coefficient of x1 x2 x3 in the exponent is 0).

Truncated Forms
Consider the standard bivariate normal pdf in (10)
and assume that we select only values for which X1
exceeds h. Then, the distribution resulting from such
a single truncation has pdf
ph (x1 , x2 ; ρ) =

exp −

1
2π 1 −

ρ 2 {1

−

(h)}


1
2
2
(x − 2ρx1 x2 + x2 ) ,
2(1 − ρ 2 ) 1

x1 > h, −∞ < x2 < ∞.

(27)

Using now the fact that the conditional distribution
of X2 , given X1 = x1 , is normal with mean ρx1 and
variance 1 − ρ 2 , we readily get
E(X2 ) = E{E(X2 |X1 )} = ρE(X1 ), (28)

Let us consider the standard trivariate normal pdf
in (11) with correlations ρ12 , ρ13 , and ρ23 . Let
F (h1 , h2 , h3 ; ρ23 , ρ13 , ρ12 ) denote the joint cdf of
X = (X1 , X2 , X3 )T , and
L(h1 , h2 , h3 ; ρ23 , ρ13 , ρ12 ) =
Pr(X1 > h1 , X2 > h2 , X3 > h3 ).

5

Var(X2 ) = E(X22 ) − {E(X2 )}2
= ρ 2 Var(X1 ) + 1 − ρ 2 ,
Cov(X1 , X2 ) = ρVar(X1 )
and

(25)

It may then be observed that F (0, 0, 0; ρ23 , ρ13 ,
ρ12 ) = L(0, 0, 0; ρ23 , ρ13 , ρ12 ), and that F (0, 0, 0;
ρ, ρ, ρ) = 1/2 − 3/4π cos−1 ρ. This value as well as
F (h, h, h; ρ, ρ, ρ) have been tabulated by [171, 192,
196, 208]. Steck has in fact expressed the trivariate
cdf F in terms of the function


1
b
−1
S(h, a, b) =
tan
√
4π
1 + a 2 + a 2 b2
+ Pr(0 < Z1 < Z2
+ bZ3 , 0 < Z2 < h, Z3 > aZ2 ), (26)
where Z1 , Z2 , and Z3 are independent standard
normal variables, and provided extensive tables of
this function.

(29)
(30)


−1/2
1 − ρ2
.
Corr(X1 , X2 ) = ρ ρ 2 +
Var(X1 )

(31)

Since Var(X1 ) ≤ 1, we get |Corr(X1 , X2 )| ≤ ρ meaning that the correlation in the truncated population is
no more than in the original population, as observed
by Aitkin [4]. Furthermore, while the regression of
X2 on X1 is linear, the regression of X1 on X2 is
nonlinear and is
E(X1 |X2 = x2 ) =


h − ρx2
φ
1 − ρ2


ρx2 +
h − ρx2
1−
1 − ρ2

1 − ρ2.

(32)

6

Continuous Multivariate Distributions

Chou and Owen [55] derived the joint mgf, the joint
cumulant generating function and explicit expressions
for the cumulants in this case. More general truncation scenarios have been discussed in [131, 167,
176].
Arnold et al. [17] considered sampling from the
bivariate normal distribution in (9) when X2 is
restricted to be in the interval a < X2 < b and that
X1 -value is available only for untruncated X2 -values.
When β = ((b − ξ2 )/σ2 ) → ∞, this case coincides
with the case considered by Chou and Owen [55],
while the case α = ((a − ξ2 )/σ2 ) = 0 and β → ∞
gives rise to Azzalini’s [24] skew-normal distribution
for the marginal distribution of X1 . Arnold et al. [17]
have discussed the estimation of parameters in this
setting.
Since the conditional joint distribution of
(X2 , X3 )T , given X1 , in the trivariate normal case is
bivariate normal, if truncation is applied on X1 (selection only of X1 ≥ h), arguments similar to those in
the bivariate case above will readily yield expressions for the moments. Tallis [206] discussed elliptical truncation of the form a1 < (1/1 − ρ 2 )(X12 −
2ρX1 X2 + X22 ) < a2 and discussed the choice of a1
and a2 for which the variance–covariance matrix of
the truncated distribution is the same as that of the
original distribution.

Related Distributions

2

πσ1 σ2 1 − ρ 2
  2  2 
x2 
x1





+

σ1
σ2 
× exp −


2(1 − ρ 2 )








× cosh

− ∞ < x1 , x2 < ∞,

ρx1 x2
σ1 σ2 1 − ρ 2

(34)

where a, b > 0, c ≥ 0 and K(c) is the normalizing
constant. The marginal pdfs of X1 and X2 turn out to
be

a
1
2
e−ax1 /2
K(c)

2π 1 + acx 2
1

b
1
2
and K(c)

e−bx2 /2 .
(35)
2π 1 + bcx 2
2

Note that, except when c = 0, these densities are not
normal densities.
The density function of the bivariate skew-normal
distribution, discussed in [26], is
f (x1 , x2 ) = 2p(x1 , x2 ; ω) (λ1 x1 + λ2 x2 ),

Mixtures of bivariate normal distributions have been
discussed in [5, 53, 65].
By starting with the bivariate normal pdf in (9)
when ξ1 = ξ2 = 0 and taking absolute values of X1
and X2 , we obtain the bivariate half normal pdf
f (x1 , x2 ) =

corresponding to the distribution of the absolute value
of a normal variable with mean |ρ|X1 and variance
1 − ρ2.
Sarabia [173] discussed the bivariate normal distribution with centered normal conditionals with joint
pdf
√
ab
f (x1 , x2 ) = K(c)
2π


1
× exp − (ax12 + bx22 + abcx12 x22 ) ,
2

(36)

where p(x1 , x2 ; ω) is the standard bivariate normal
density function in (10) with correlation coefficient
ω, (·) denotes the standard normal cdf, and
δ1 − δ2 ω
λ1 = 
(1 − ω2 )(1 − ω2 − δ12 − δ22 + 2δ1 δ2 ω)
(37)
and
δ2 − δ1 ω
.
λ2 = 
(1 − ω2 )(1 − ω2 − δ12 − δ22 + 2δ1 δ2 ω)



(38)
,

x1 , x2 > 0.

(33)

In this case, the marginal distributions of X1 and
X2 are both half normal; in addition, the conditional distribution of X2 , given X1 , is folded normal

It can be shown in this case that the joint moment
generating function is


1 2
2
2 exp
(δ1 t1 + δ2 t2 ),
(t + 2ωt1 t2 + t2 )
2 1
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the marginal distribution of Xi (i = 1, 2) is

d
Xi =
δi |Z0 | + 1 − δi2 Zi , i = 1, 2,

(39)

where Z0 , Z1 , and Z2 are independent standard
normal variables, and ω is such that

δ1 δ2 − (1 − δ12 )(1 − δ22 ) < ω

< δ1 δ2 + (1 − δ12 )(1 − δ22 ).

Inference
Numerous papers have been published dealing with
inferential procedures for the parameters of bivariate
and trivariate normal distributions and their truncated
forms based on different forms of data. For a detailed
account of all these developments, we refer the
readers to Chapter 46 of [124].

Multivariate Normal Distributions
The multivariate normal distribution is a natural multivariate generalization of the bivariate normal distribution in (9). If Z1 , . . . , Zk are independent standard normal variables, then the linear transformation
ZT + ξ T = XT HT with |H|  = 0 leads to a multivariate normal distribution. It is also the limiting form of
a multinomial distribution. The multivariate normal
distribution is assumed to be the underlying model
in analyzing multivariate data of different kinds and,
consequently, many classical inferential procedures
have been developed on the basis of the multivariate
normal distribution.

Definitions
A random vector X = (X1 , . . . , Xk )T is said to have
a multivariate normal distribution if its pdf is


1
1
T −1
pX (x) =
exp − (x − ξ ) V (x − ξ ) ,
(2π)k/2 |V|1/2
2
x ∈ k ;

(40)

in this case, E(X) = ξ and Var(X) = V, which is
assumed to be a positive definite matrix. If V is a
positive semidefinite matrix (i.e., |V| = 0), then the
distribution of X is said to be a singular multivariate
normal distribution.
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From (40), it can be shown that the mgf of X is
given by


1
T
MX (t) = E(et X ) = exp tT ξ + tT Vt
(41)
2
from which the above expressions for the mean
vector and the variance–covariance matrix can be
readily deduced. Further, it can be seen that all
cumulants and cross-cumulants of order higher than 2
are zero. Holmquist [105] has presented expressions
in vectorial notation for raw and central moments of
X. The entropy of the multivariate normal pdf in (40)
is
E {− log pX (x)} =

k
1
k
log(2π) + log |V| +
(42)
2
2
2

which, as Rao [166] has shown, is the maximum
entropy possible for any k-dimensional random vector with specified variance–covariance matrix V.
Partitioning the matrix A = V−1 at the sth row
and column as


A11 A12
,
(43)
A=
A21 A22
it can be shown that (Xs+1 , . . . , Xk )T has a multivariate normal distribution with mean (ξs+1 , . . . , ξk )T and
−1
variance–covariance matrix (A22 − A21 A−1
11 A12 ) ;
further, the conditional distribution of X(1) =
(X1 , . . . , Xs )T , given X(2) = (Xs+1 , . . . , Xk )T = x(2) ,
T
− (x(2) −
is multivariate normal with mean vector ξ(1)
−1
T
ξ(2) ) A21 A11 and variance–covariance matrix A−1
11 ,
which shows that the regression of X(1) on X(2) is
linear and homoscedastic.
For the multivariate normal pdf in (40),
Šidák [184] established the inequality


k
k
 

(|Xj − ξj | ≤ aj ) ≥
Pr{|Xj − ξj | ≤ aj }
Pr


j =1
j =1
(44)
for any set of positive constants a1 , . . . , ak ; see
also [185]. Gupta [95] generalized this result to
convex sets, while Tong [211] obtained inequalities
between probabilities in the special case when all the
correlations are equal and positive. Anderson [11]
showed that, for every centrally symmetric convex
set C ⊆ k , the probability of C corresponding to
the variance–covariance matrix V1 is at least as
large as the probability of C corresponding to V2
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when V2 − V1 is positive definite, meaning that the
former probability is more concentrated about 0 than
the latter probability. Gupta and Gupta [96] have
established that the joint hazard rate function is
increasing for multivariate normal distributions.

Order Statistics
Suppose X has the multivariate normal density
in (40). Then, Houdré [106] and Cirel’son, Ibragimov and Sudakov [56] established some inequalities
for variances of order statistics. Siegel [186] proved
that

 
k
Cov X1 , min Xi =
Cov(X1 , Xj )
1≤i≤k

j =1



× Pr Xj = min Xi ,
1≤i≤k

(45)

which has been extended by Rinott and SamuelCahn [168]. By considering the case when (X1 , . . . ,
Xk , Y )T has a multivariate normal distribution, where
X1 , . . . , Xk are exchangeable, Olkin and Viana [152]
established that Cov(X( ) , Y ) = Cov(X, Y ), where
X( ) is the vector of order statistics corresponding
to X. They have also presented explicit expressions
for the variance–covariance matrix of X( ) in the
case when X has a multivariate normal distribution
with common mean ξ , common variance σ 2 and
common correlation coefficient ρ; see also [97] for
some results in this case.

Evaluation of Integrals
For computational purposes, it is common to work
with the standardized multivariate normal pdf


|R|−1/2
1 T −1
pX (x) =
exp
−
R
x
, x ∈ k ,
x
(2π)k/2
2
(46)
where R is the correlation matrix of X, and the
corresponding cdf


k


FX (h1 , . . . , hk ; R) = Pr
(Xj ≤ hj ) =


j =1





hk
h1
|R|−1/2
···
k/2
(2π)
−∞
−∞


1 T −1
× exp − x R x dx1 · · · dxk .
2

(47)

Several intricate reduction formulas, approximations and bounds have been discussed in the literature.
As the dimension k increases, the approximations
in general do not yield accurate results while the
direct numerical integration becomes quite involved
if not impossible. The MULNOR algorithm, due
to Schervish [175], facilitates the computation of
general multivariate normal integrals, but the computational time increases rapidly with k making it
impractical for use in dimensions higher than 5 or 6.
Compared to this, the MVNPRD algorithm of Dunnett [73] works well for high dimensions as well, but
is applicable only in the special case when ρij = ρi ρj
(for all i  = j ). This algorithm uses Simpson’s rule for
the required single integration and hence a specified
accuracy can be achieved. Sun [199] has presented a
Fortran program for computing the orthant probabilities Pr(X1 > 0, . . . , Xk > 0) for dimensions up to 9.
Several computational formulas and approximations
have been discussed for many special cases, with a
number of them depending on the forms of the variance–covariance matrix V or the correlation matrix
R, as the one mentioned above of Dunnett [73]. A
noteworthy algorithm is due to Lohr [132] that facilitates the computation of Pr(X ∈ A), where X is a
multivariate normal random vector with mean 0 and
positive definite variance–covariance matrix V and A
is a compact region, which is star-shaped with respect
to 0 (meaning that if x ∈ A, then any point between
0 and x is also in A). Genz [90] has compared the
performance of several methods of computing multivariate normal probabilities.

Characterizations
One of the early characterizations of the multivariate normal distribution is due to Fréchet [82] who
proved that if X1 , . . . , Xk are random variables and
the distribution of kj =1 aj Xj is normal for any set
of real numbers a1 , . . . , ak (not all zero), then the
distribution of (X1 , . . . , Xk )T is multivariate normal.
Basu [36] showed that if X1 , . . . , Xn are independent k × 1 vectors and that there are two sets of
constants a1 , . . . , an and b1 , . . . , bn such that the
n
n
vectors
j =1 aj Xj and
j =1 bj Xj are mutually
independent, then the distribution of all Xj ’s for
which aj bj  = 0 must be multivariate normal. This
generalization of Darmois–Skitovitch theorem has
been further extended by Ghurye and Olkin [91]. By
starting with a random vector X whose arbitrarily

Continuous Multivariate Distributions
dependent components have finite second moments,
Kagan [117] established that all uncorrelated pairs
k
k
of linear combinations
i=1 ai Xi and
i=1 bi Xi
are independent iff X is distributed as multivariate
normal.
Arnold and Pourahmadi [23], Arnold, Castillo and
Sarabia [19, 20], and Ahsanullah and Wesolowski [3]
have all presented several characterizations of the
multivariate normal distribution by means of conditional specifications of different forms. Stadje [195]
generalized the well-known maximum likelihood
characterization of the univariate normal distribution to the multivariate normal case. Specifically,
it is shown that if X1 , . . . , Xn is a random sample from a population with pdf p(x) in k and
X = (1/n) nj=1 Xj is the maximum likelihood estimator of the translation parameter θ, then p(x) is
the multivariate normal distribution with mean vector θ and a nonnegative definite variance–covariance
matrix V.

Truncated Forms
When truncation is of the form Xj ≥ hj , j =
1, . . . , k, meaning that all values of Xj less
than hj are excluded, Birnbaum, Paulson and
Andrews [40] derived complicated explicit formulas
for the moments. The elliptical truncation in which
the values of X are restricted by a ≤ XT R−1 X ≤ b,
discussed by Tallis [206], leads to simpler formulas
due to the fact that XT R−1 X is distributed as chisquare with k degrees of freedom. By assuming
that X has a general truncated multivariate normal
distribution with pdf
1
K(2π)k/2 |V|1/2


1
T −1
× exp − (x − ξ ) V (x − ξ ) ,
2

p(x) =

x ∈ R, (48)

where K is the normalizing constant and R = {x :
bi ≤ xi ≤ ai , i = 1, . . . , k}, Cartinhour [51, 52] discussed the marginal distribution of Xi and displayed
that it is not necessarily truncated normal. This has
been generalized in [201, 202].

Related Distributions
Day [65] discussed methods of estimation for mixtures of multivariate normal distributions. While the
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method of moments is quite satisfactory for mixtures
of univariate normal distributions with common variance, Day found that this is not the case for mixtures
of bivariate and multivariate normal distributions
with common variance–covariance matrix. In this
case, Wolfe [218] has presented a computer program
for the determination of the maximum likelihood estimates of the parameters.
Sarabia [173] discussed the multivariate normal
distribution with centered normal conditionals that
has pdf
√
βk (c) a1 · · · ak
(2π)k/2
 k


k

1 
2
2
,
× exp −
ai xi + c
ai xi
2 i=1
i=1

p(x) =

(49)

where c ≥ 0, ai ≥ 0 (i = 1, . . . , k), and βk (c) is the
normalizing constant. Note that when c = 0, (49)
reduces to the joint density of k independent univariate normal random variables.
By mixing the multivariate normal distribution
Nk (0, V) by ascribing a gamma distribution
G(α, α) (shape parameter is α and scale is 1/α) to ,
Barakat [35] derived the multivariate K-distribution.
Similarly, by mixing the multivariate normal distribution Nk (ξ + W βV, W V) by ascribing a generalized inverse Gaussian distribution to W , Blaesild
and Jensen [41] derived the generalized multivariate
hyperbolic distribution. Urzúa [212] defined a distribution with pdf
p(x) = θ(c)e−Q(x) ,

x ∈ k ,

(50)

where θ(c) is the normalizing constant and
Q(x) is a polynomial of degree  in x1 , . . . , xk
given by Q(x) = q=0 Q(q) (x) with Q(q) (x) =
(q)
j
j
cj1 ···jk x11 · · · xk k being a homogeneous polynomial
of degree q, and termed it the multivariate Qexponential distribution. If Q(x) is of degree  = 2
relative to each of its components xi ’s then (50)
becomes the multivariate normal density function.
Ernst [77] discussed the multivariate generalized
Laplace distribution with pdf
p(x) =

λ(k/2)
2π k/2 (k/λ)|V|1/2



× exp −[(x − ξ )T V−1 (x − ξ )]λ/2 ,

(51)
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which reduces to the multivariate normal distribution
with λ = 2.
Azzalini and Dalla Valle [26] studied the multivariate skew-normal distribution with pdf
x ∈ k ,

p(x) = 2ϕk (x, ) (α T x),

(52)

where (·) denotes the univariate standard normal
cdf and ϕk (x, ) denotes the pdf of the k-dimensional
normal distribution with standardized marginals and
correlation matrix . An alternate derivation of this
distribution has been given in [17]. Azzalini and
Capitanio [25] have discussed various properties and
reparameterizations of this distribution.
If X has a multivariate normal distribution with
mean vector ξ and variance–covariance matrix V,
then the distribution of Y such that log(Y) = X is
called the multivariate log-normal distribution. The
moments and properties of X can be utilized to study
the characteristics of Y. For example, the rth raw
moment of Y can be readily expressed as
µr (Y)

=

E(Y1r1

· · · Ykrk )

= E(e
···e )


1
T
= E(er X ) = exp rT ξ + rT Vr .
2
r1 X1

and the corresponding pdf
pX1 ,X2 (x1 , x2 ) =


σ1 σ2 1 + e−(x1 −µ1 )/σ1 + e−(x2 −µ2 )/σ2

(53)

Let Zj = Xj + iYj (j = 1, . . . , k), where X =
(X1 , . . . , Xk )T and Y = (Y1 , . . . , Yk )T have a joint
multivariate normal distribution. Then, the complex
random vector Z = (Z1 , . . . , Zk )T is said to have a
complex multivariate normal distribution.

Multivariate Logistic Distributions
The univariate logistic distribution has been studied quite extensively in the literature. There is a
book length account of all the developments on the
logistic distribution by Balakrishnan [27]. However,
relatively little has been done on multivariate logistic
distributions as can be seen from Chapter 11 of this
book written by B. C. Arnold.

Gumbel–Malik–Abraham form

(55)

The standard forms are obtained by setting µ1 =
µ2 = 0 and σ1 = σ2 = 1.
By letting x2 or x1 tend to ∞ in (54), we readily
observe that both marginals are logistic with
−1

FXi (xi ) = 1 + e−(xi −µi )/σi
,
xi ∈  (i = 1, 2).

(x1 , x2 ) ∈ 2 ,

(54)

(56)

From (55) and (56), we can obtain the conditional
densities; for example, we obtain the conditional
density of X1 , given X2 = x2 , as
2e−(x1 −µ1 )/σ1 (1 + e−(x2 −µ2 )/σ2 )2

3 ,
σ1 1 + e−(x1 −µ1 )/σ1 + e−(x2 −µ2 )/σ2
x1 ∈ ,

(57)

which is not logistic. From (57), we obtain the
regression of X1 on X2 = x2 as
E(X1 |X2 = x2 ) = µ1 + σ1 − σ1
× log 1 + e−(x2 −µ2 )/σ2

(58)

which is nonlinear.
Malik and Abraham [134] provided a direct generalization to the multivariate case as one with cdf
−1

k

−(xi −µi )/σi
e
, x ∈ k . (59)
FX (x) = 1 +
i=1

Once again, all the marginals are logistic in this case.
In the standard case when µi = 0 and σi = 1 for
(i = 1, . . . , k), it can be shown that the mgf of X is
 k

k


T
ti
(1 − ti ),
MX (t) = E(et X ) =  1 +
i=1

Gumbel [94] proposed bivariate logistic distribution
with cdf

−1
FX1 ,X2 (x1 , x2 ) = 1 + e−(x1 −µ1 )/σ1 + e−(x2 −µ2 )/σ2
,

3 ,

(x1 , x2 ) ∈ 2 .

p(x1 |x2 ) =

rk Xk

2e−(x1 −µ1 )/σ1 e−(x2 −µ2 )/σ2

|ti | < 1 (i = 1, . . . , k)

i=1

(60)

from which it can be shown that Corr(Xi , Xj ) = 1/2
for all i  = j . This shows that this multivariate logistic
model is too restrictive.

Continuous Multivariate Distributions

Frailty Models (see Frailty)
For a specified distribution P on (0, ∞), consider the
standard multivariate logistic distribution with cdf
θ
 ∞ 
k
Pr(U ≤ xi ) dP (θ),
FX (x) =
0

i=1

x∈ ,
k

(61)

where the distribution of U is related to P in the form



1
Pr(U ≤ x) = exp −L−1
P
1 + e−x
∞

with LP (t) = 0 e−θt dP (θ) denoting the Laplace
transform of P . From (61), we then have



 ∞
k

1
−1
dP (θ)
exp −θ
LP
FX (x) =
1 + e−xi
0
i=1
 k



1
−1
,
(62)
= LP
LP
1 + e−xi
i=1
which is termed the Archimedean distribution by
Genest and MacKay [89] and Nelsen [149]. Evidently, all its univariate marginals are logistic. If
we choose, for example, P (θ) to be Gamma(α, 1),
then (62) results in a multivariate logistic distribution
of the form

−α
k

−xi 1/α
(1 + e ) − k
,
FX (x) = 1 +
i=1

α > 0,

(63)

which includes the Malik–Abraham model as a
particular case when α = 1.

Farlie–Gumbel–Morgenstern Form
The standard form of Farlie–Gumbel–Morgenstern
multivariate logistic distribution has a cdf


 k
k


1
e−xi
1+α
,
FX (x) =
1 + e−xi
1 + e−xi
i=1
i=1
− 1 < α < 1,

x∈ .
k

(64)

In this case, Corr(Xi , Xj ) = 3α/π 2 < 0.304 (for all
i  = j ), which is once again too restrictive. Slightly
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more flexible models can be constructed from (64)
by changing the second term, but explicit study of
their properties becomes difficult.

Mixture Form
A multivariate logistic distribution with all its
marginals as standard logistic can be constructed by
considering a scale-mixture of the form Xi = U Vi
(i = 1, . . . , k), where Vi (i = 1, . . . , k) are i.i.d. random variables, U is a nonnegative random variable
independent of V, and Xi ’s are univariate standard
logistic random variables. The model will be completely specified once the distribution of U or the
common distribution of Vi ’s is specified. For example, the distribution of U can be specified to be
uniform, power function, and so on. However, no
matter what distribution of U is chosen, we will
have Corr(Xi , Xj ) = 0 (for all i  = j ) since, due to
the symmetry of the standard logistic distribution, the
common distribution of Vi ’s is also symmetric about
zero. Of course, more general models can be constructed by taking (U1 , . . . , Uk )T instead of U and
ascribing a multivariate distribution to U.

Geometric Minima and Maxima Models
Consider a sequence of independent trials taking on
values 0, 1, . . . , k, with probabilities p0 , p1 , . . . , pk .
Let N = (N1 , . . . , Nk )T , where Ni denotes the number of times i appeared before 0 for the first time.
Then, note that Ni + 1 has a Geometric (pi ) dis(j )
tribution. Let Yi , j = 1, . . . , k, and i = 1, 2, . . . ,
be k independent sequences of independent standard
logistic random variables. Let X = (X1 , . . . , Xk )T be
(j )
the random vector defined by Xj = min1≤i≤Nj +1 Yi ,
j = 1, . . . , k. Then, the marginal distributions of X
are all logistic and the joint survival function can be
shown to be

−1
k

pj

Pr(X ≥ x) = p0 1 −
1 + ex j
j =1
×

k


(1 + exj )−1 .

(65)

j =1

Similarly, geometric maximization can be used to
develop a multivariate logistic family.
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Other Forms
Arnold, Castillo and Sarabia [22] have discussed
multivariate distributions obtained with logistic conditionals. Satterthwaite and Hutchinson [174] discussed a generalization of Gumbel’s bivariate form
by considering
F (x1 , x2 ) = (1 + e−x1 + e−x2 )−γ ,

γ > 0,

(66)

which does possess a more flexible correlation
(depending on γ ) than Gumbel’s bivariate logistic.
The marginal distributions of this family are Type-I
generalized logistic distributions discussed in [33].
Cook and Johnson [60] and Symanowski and
Koehler [203] have presented some other generalized bivariate logistic distributions. Volodin [213]
discussed a spherically symmetric distribution with
logistic marginals. Lindley and Singpurwalla [130],
in the context of reliability, discussed a multivariate
logistic distribution with joint survival function

Pr(X ≥ x) = 1 +

k


−1
e

xi

,

(67)

i=1

which can be derived from extreme value random
variables.

Multivariate Pareto Distributions

Multivariate Pareto of the First Kind
Mardia [135] proposed the multivariate Pareto distribution of the first kind with pdf
pX (x) = a(a + 1) · · · (a + k − 1)
−(a+k)
 k −1  k

 xi
θi
−k+1
,
×
θ
i=1
i=1 i
a > 0.

(68)

Evidently, any subset of X has a density of the
form in (68) so that marginal distributions of any

−a



k

xi − θi
= 1+
θi
i=1

xi > θi > 0,

,
a > 0.

(69)

References [23, 115, 117, 217] have all established different characterizations of the distribution.

Multivariate Pareto of the Second Kind
From (69), Arnold [14] considered a natural generalization with survival function
−a

k

xi − µi
Pr(X ≥ x) = 1 +
,
θi
i=1
xi ≥ µi ,

θi > 0,

a > 0, (70)

which is the multivariate Pareto distribution of the
second kind. It can be shown that
E(Xi ) = µi +

Simplicity and tractability of univariate Pareto distributions resulted in a lot of work with regard to
the theory and applications of multivariate Pareto
distributions; see, for example, [14] and Chapter 52
of [124].

xi > θi > 0,

order are also multivariate Pareto of the first kind.
Further, the conditional density of (Xj +1 , . . . , Xk )T ,
given (X1 , . . . , Xj )T , also has the form in (68) with
a, k and, θ’s changed. As shown by Arnold [14], the
survival function of X is
 k
−a
 xi
Pr(X ≥ x) =
−k+1
θ
i=1 i

θi
,
a−1

E{Xi |(Xj = xj )} = µi +

i = 1, . . . , k,
θi
a


1+

xj − µj
θj

(a + 1)
a(a − 1)


xj − µj 2
,
× 1+
θj

(71)

, (72)

Var{Xi |(Xj = xj )} = θi2

(73)

revealing that the regression is linear but heteroscedastic. The special case of this distribution
when µ = 0 has appeared in [130, 148]. In this case,
when θ = 1 Arnold [14] has established some interesting properties for order statistics and the spacings
Si = (k − i + 1)(Xi:k − Xi−1:k ) with X0:k ≡ 0.

Multivariate Pareto of the Third Kind
Arnold [14] proposed a further generalization, which
is the multivariate Pareto distribution of the third kind
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with survival function

 −1
k 

xi − µi 1/γi
Pr(X > x) = 1 +
,
θi
i=1
xi > µi ,

θi > 0,

γi > 0.

Marshall–Olkin Form of Multivariate Pareto

(74)

Evidently, marginal distributions of all order are
also multivariate Pareto of the third kind, but the
conditional distributions are not so. By starting with Z
that has a standard multivariate Pareto distribution of
the first kind (with θi = 1 and a = 1), the distribution
in (74) can be derived as the joint distribution of
γ
Xi = µi + θi Zi i (i = 1, 2, . . . , k).

Multivariate Pareto of the Fourth Kind
A simple extension of (74) results in the multivariate
Pareto distribution of the fourth kind with survival
function

 −a
k 

xi − µi 1/γi
,
Pr(X > x) = 1 +
θi
i=1
xi > µi (i = 1, . . . , k),

(75)

whose marginal distributions as well as conditional
distributions belong to the same family of distributions. The special case of µ = 0 and θ = 1 is the
multivariate Pareto distribution discussed in [205].
This general family of multivariate Pareto distributions of the fourth kind possesses many interesting
properties as shown in [220]. A more general family
has also been proposed in [15].

Conditionally Specified Multivariate Pareto

xi > 0,

s∈ξk

λ0 , . . . , λk ,

θ > 0;

i=1

(77)

this can be obtained by transforming the Marshall–Olkin multivariate exponential distribution (see
the section ‘Multivariate Exponential Distributions’).
This distribution is clearly not absolutely continuous and Xi ’s become independent when λ0 = 0.
Hanagal [103] has discussed some inferential procedures for this distribution and the ‘dullness property’,
namely,
Pr(X > ts|X ≥ t) = Pr(X > s) ∀s ≥ 1,

(78)

where s = (s1 , . . . , sk )T , t = (t, . . . , t)T and 1 =
(1, . . . , 1)T , for the case when θ = 1.

Multivariate Semi-Pareto Distribution
Balakrishnan and Jayakumar [31] have defined a
multivariate semi-Pareto distribution as one with
survival function
Pr(X > x) = {1 + ψ(x1 , . . . , xk )}−1 ,

(79)

where ψ(x1 , . . . , xk ) satisfies the functional equation
ψ(x1 , . . . , xk ) =

1
ψ(p 1/α1 x1 , . . . , p 1/αk xk ),
p

0 < p < 1, αi > 0, xi > 0.

By specifying the conditional density functions to
be Pareto, Arnold, Castillo and Sarabia [18] derived
general multivariate families, which may be termed
conditionally specified multivariate Pareto distributions. For example, one of these forms has pdf
−(a+1)
 k

k

 δ −1  
pX (x) =
xi i
λs
xisi δi
,


i=1

The survival function of the Marshall–Olkin form of
multivariate Pareto distribution is

 k
 % xi &−λi  max(x1 , . . . , xk ) −λ0
,
Pr(X > x) =
θ
θ
i=1

(80)

The solution of this functional equation is
ψ(x1 , . . . , xk ) =

k


xiαi hi (xi ),

(81)

i=1

where hi (xi ) is a periodic function in log xi with
period (2παi )/(− log p). When hi (xi ) ≡ 1 (i =
1, . . . , k), the distribution becomes the multivariate
Pareto distribution of the third kind.

(76)

where ξk is the set of all vectors of 0’s and
1’s of dimension k. These authors have also discussed various properties of these general multivariate distributions.

Multivariate Extreme Value Distributions
Considerable amount of work has been done during the past 25 years on bivariate and multivariate
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extreme value distributions. A general theoretical work on the weak asymptotic convergence of
multivariate extreme values was carried out in [67].
References [85, 112] discuss various forms of bivariate and multivariate extreme value distributions and
their properties, while the latter also deals with inferential problems as well as applications to practical
problems. Smith [189], Joe [111], and Kotz, Balakrishnan and Johnson ([124], Chapter 53) have provided detailed reviews of various developments in
this topic.

Models
The classical multivariate extreme value distributions arise as the asymptotic distribution of normalized componentwise maxima from several dependent populations. Suppose Mnj = max(Y1j , . . . , Ynj ),
for j = 1, . . . , k, where Yi = (Yi1 , . . . , Yik )T (i =
1, . . . , n) are i.i.d. random vectors. If there exist
normalizing vectors an = (an1 , . . . , ank )T and bn =
(bn1 , . . . , bnk )T (with each bnj > 0) such that

lim Pr

n→∞

Mnj − anj
≤ xj , j = 1, . . . , k
bnj

= G(x1 , . . . , xk ),



j =1

(84)
where 0 ≤ α ≤ 1 measures the dependence, with α =
1 corresponding to independence and α = 0, complete dependence. Setting Yi = (1 − %(ξi (Xi − µi &))/
α
1/α
k
,
(σi ))1/ξi (for i = 1, . . . , k) and Z =
i=1 Yi
a transformation discussed by Lee [127], and
then taking Ti = (Yi /Z)1/α , Shi [179] showed that
(T1 , . . . , Tk−1 )T and Z are independent, with the former having a multivariate beta (1, . . . , 1) distribution
and the latter having a mixed gamma distribution.
Tawn [207] has dealt with models of the form
G(y1 , . . . , yk ) = exp{−tB(w1 , . . . , wk−1 )},
yi ≥ 0,
where wi = yi /t, t =

(82)

(83)
where z+ = max(0, z). This includes all the three
types of extreme value distributions, namely, Gumbel, Fréchet and Weibull, corresponding to ξ = 0,
ξ > 0, and ξ < 0, respectively; see, for example,
Chapter 22 of [114]. As shown in [66, 160], the distribution G in (82) depends on an arbitrary positive
measure over (k − 1)-dimensions.
A number of parametric models have been suggested in [57] of which the logistic model is one with
cdf

(85)
k
i=1

yi , and

B(w1 , . . . , wk−1 )

 
=
max wi qi dH (q1 , . . . , qk−1 )
Sk

where G is a nondegenerate k-variate cdf, then G is
said to be a multivariate extreme value distribution.
Evidently, the univariate marginals of G must be
generalized extreme value distributions of the form
 


x − µ 1/ξ
,
F (x; µ, σ, ξ ) = exp − 1 − ξ
σ
+

G(x1 , . . . , xk ) =

α 
 

k 

ξj (xj − µj ) 1/(αξj ) 
,
exp −
1−


σj

1≤i≤k

(86)

with H being an arbitrary positive finite measure over
the unit simplex
Sk = {q ∈ k−1 : q1 + · · · + qk−1 ≤ 1, qi ≥ 0,
(i = 1, . . . , k − 1)}
satisfying the condition

qi dH (q1 , . . . , qk−1 ) (i = 1, 2, . . . , k).
1=
Sk

B is the so-called ‘dependence function’. For the
logistic model given in (84), for example, the dependence function is simply
B(w1 , . . . , wk−1 ) =

 k


1/r
wir

,

r ≥ 1.

(87)

i=1

In general, B is a convex function satisfying
max(w1 , . . . , wk ) ≤ B ≤ 1.
Joe [110] has also discussed asymmetric logistic and negative asymmetric logistic multivariate
extreme value distributions. Gomes and Alperin [92]
have defined a multivariate generalized extreme
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value distribution by using von Mises–Jenkinson
distribution.

Some Properties and Characteristics
With the classical definition of the multivariate
extreme value distribution presented earlier, Marshall
and Olkin [138] showed that the convergence in distribution in (82) is equivalent to the condition
lim n{1 − F (an + bn x)} = − log H (x)

n→∞

(88)

for all x such that 0 < H (x) < 1. Takahashi [204]
established a general result, which implies that if H
is a multivariate extreme value distribution, then so
is H t for any t > 0.
Tiago de Oliveira [209] noted that the components of a multivariate extreme value random vector
with cdf H in (88) are positively correlated, meaning that H (x1 , . . . , xk ) ≥ H1 (x1 ) · · · Hk (xk ). Marshall
and Olkin [138] established that multivariate extreme
value random vectors X are associated, meaning that
Cov(θ(X), ψ(X)) ≥ 0 for any pair θ and ψ of nondecreasing functions on k . Galambos [84] presented
some useful bounds for H (x1 , . . . , xk ).

parameters (θ1 , . . . , θk , θ0 ) has its pdf as


k


θ0 −1

θj 
k
k


j =0
θ −1
xj j 1 −
xj 
,
pX (x) = k

j =1
j =1
(θj )
j =0

0 ≤ xj ,

Shi [179, 180] discussed the likelihood estimation
and the Fisher information matrix for the multivariate
extreme value distribution with generalized extreme
value marginals and the logistic dependence function.
The moment estimation has been discussed in [181],
while Shi, Smith and Coles [182] suggested an alternate simpler procedure to the MLE. Tawn [207],
Coles and Tawn [57, 58], and Joe [111] have all
applied multivariate extreme value analysis to different environmental data. Nadarajah, Anderson and
Tawn [145] discussed inferential methods when there
are order restrictions among components and applied
them to analyze rainfall data.

Dirichlet, Inverted Dirichlet, and Liouville
Distributions
Dirichlet Distribution
The standard Dirichlet distribution, based on a
multiple integral evaluated by Dirichlet [68], with

k


xj ≤ 1.

(89)

j =1

It can be shown that this arises as the joint distribution of Xj = Yj / ki=0 Yi (for j = 1, . . . , k),
where Y0 , Y1 , . . . , Yk are independent χ 2 random
variables with 2θ0 , 2θ1 , . . . , 2θk degrees of freedom, respectively. It is evident that the marginal
distribution of Xj is Beta(θj , ki=0 θi − θj ) and,
hence, (89) can be regarded as a multivariate beta
distribution.
From (89), the rth raw moment of X can be easily
shown to be

µr (X) = E

Inference
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 k

i=1

k



Xiri

=

[rj ]

θj

j =0

+



k

r
j =0 j

,,

(90)

where  = kj =0 θj and θj[a] = θj (θj + 1) · · · (θj +
a − 1); from (90), it can be shown, in particular,
that
θi
θi ( − θi )
, Var(Xi ) = 2
,

 ( + 1)
θi θj
,
(91)
Corr(Xi , Xj ) = −
( − θi )( − θj )
E(Xi ) =

which reveals that all pairwise correlations are negative, just as in the case of multinomial distributions; consequently, the Dirichlet distribution is commonly used to approximate the multinomial distribution. From (89), it can also be shown that the
marginal distribution of (X1 , . . . , Xs )T is Dirichlet
with parameters (θ1 , . . . , θs ,  − si=1 θi ), while the
conditional joint distribution of Xj /(1 − si=1 Xi ),
j = s + 1, . . . , k, given (X1 , . . . , Xs ), is also Dirichlet with parameters (θs+1 , . . . , θk , θ0 ).
Connor and Mosimann [59] discussed a generalized Dirichlet distribution with pdf
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k 


1
a −1
x j
pX (x) =
 B(aj , bj ) j
j =1

×

1−

j −1

i=1

0 ≤ xj ,

bk −1
bj −1 −(aj +bj )  
k


, 1 −
xi
xj 
,

j =1

k


xj ≤ 1,

(92)

j =1

which reduces to the Dirichlet distribution when
bj −1 = aj + bj (j = 1, 2, . . . , k). Note that in this
case the marginal distributions are not beta. Ma [133]
discussed a multivariate rescaled Dirichlet distribution with joint survival function
a

k
k


θi xi ,
0≤
θi xi ≤ 1,
S(x) = 1 −
i=1

i=1

a, θi > 0,

(93)

of [190, 191] will also assist in the computation
of these probability integrals. Fabius [78, 79] presented some elegant characterizations of the Dirichlet distribution. Rao and Sinha [165] and Gupta
and Richards [99] have discussed some characterizations of the Dirichlet distribution within the class
of Liouville-type distributions.
Dirichlet and inverted Dirichlet distributions have
been used extensively as priors in Bayesian analysis.
Some other interesting applications of these distributions in a variety of applied problems can be found
in [93, 126, 141].

Liouville Distribution
On the basis of a generalization of the Dirichlet
integral given by J. Liouville, [137] introduced the
Liouville distribution. A random vector X is said to
have a multivariate Liouville distribution if its pdf is
proportional to [98]

which possesses a strong property involving residual
life distribution.


f

i=1

Inverted Dirichlet Distribution
The standard inverted Dirichlet distribution, as given
in [210], has its pdf as
k
θj −1
()
j =1 xj
pX (x) = k
%
& ,
j =0 (θj )
1 + kj =1 xj
0 < xj , θj > 0,

k


k


θj = . (94)

j =0

It can be shown that this arises as the joint distribution of Xj = Yj /Y0 (for j = 1, . . . , k), where
Y0 , Y1 , . . . , Yk are independent χ 2 random variables
with degrees of freedom 2θ0 , 2θ1 , . . . , 2θk , respectively. This representation can also be used to obtain
joint moments of X easily.
From (94), it can be shown that if X has a
k-variate inverted Dirichlet distribution, then Yi =
Xi / kj =1 Xj (i = 1, . . . , k − 1) have a (k − 1)variate Dirichlet distribution.
Yassaee [219] has discussed numerical procedures
for computing the probability integrals of Dirichlet and inverted Dirichlet distributions. The tables


xi

k


xiai −1 ,

xi > 0,

ai > 0,

(95)

i=1

where the function f is positive, continuous, and
integrable. If the support of X is noncompact, it
is said to have a Liouville distribution of the first
kind, while if it is compact it is said to have a
Liouville distribution of the second kind. Fang, Kotz,
and Ng [80] have presented an alternate definition
k
d RY, where R =
as X =
i=1 Xi has an univariate Liouville distribution (i.e. k = 1 in (95)) and
Y = (Y1 , . . . , Yk )T has a Dirichlet distribution independently of R. This stochastic representation has
been utilized by Gupta and Richards [100] to establish that several properties of Dirichlet distributions
continue to hold for Liouville distributions. If the
function f (t) in (95) is chosen to be (1 − t)ak+1 −1 for
0 < t < 1, the corresponding Liouville distribution of
the second kind becomes the Dirichlet distribution;
k+1
if f (t) is chosen to be (1 + t)− i=1 ai for t > 0,
the corresponding Liouville distribution of the first
kind becomes the inverted Dirichlet distribution. For
a concise review on various properties, generalizations, characterizations, and inferential methods for
the multivariate Liouville distributions, one may refer
to Chapter 50 [124].
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Multivariate Exponential Distributions

Basu and Sun [37] have shown that this generalized
model can be derived from a fatal shock model.

As mentioned earlier, significant amount of work in
multivariate distribution theory has been based on
bivariate and multivariate normal distributions. Still,
just as the exponential distribution occupies an important role in univariate distribution theory, bivariate
and multivariate exponential distributions have also
received considerable attention in the literature from
theoretical as well as applied aspects. Reference [30]
highlights this point and synthesizes all the developments on theory, methods, and applications of
univariate and multivariate exponential distributions.

Marshall–Olkin Model
Marshall and Olkin [136] presented a multivariate
exponential distribution with joint survival function
 
k
λ i xi
Pr(X1 > x1 , . . . , Xk > xk ) = exp −
−



i=1

λi1 ,i2 max(xi1 , xi2 ) − · · · − λ12···k

1≤i1 <i2 ≤k


× max(x1 , . . . , xk ) ,

Freund–Weinman Model
Freund [83] and Weiman [215] proposed a multivariate exponential distribution using the joint pdf
pX (x) =

k−1

1 −(k−i)(xi+1 −xi )/θi
e
,
θ
i=0 i

0 = x0 ≤ x1 ≤ · · · ≤ xk < ∞,

θi > 0. (96)

xi > 0.

(98)

This is a mixture distribution with its marginal
distributions having the same form and univariate
marginals as exponential. This distribution is the only
distribution with exponential marginals such that
Pr(X1 > x1 + t, . . . , Xk > xk + t) =
Pr(X1 > x1 , . . . , Xk > xk )

This distribution arises in the following reliability context. If a system has k identical components
with Exponential(θ0 ) lifetimes, and if  components have failed, the conditional joint distribution
of the lifetimes of the remaining k −  components
is that of k −  i.i.d. Exponential(θ ) random variables, then (96) is the joint distribution of the failure
times. The joint density function of progressively
Type-II censored order statistics from an exponential distribution is a member of (96); [29]. Cramer
and Kamps [61] derived an UMVUE in the bivariate normal case. The Freund–Weinman model is
symmetrical in (x1 , . . . , xk ) and hence has identical marginals. For this reason, Block [42] extended
this model to the case of nonidentical marginals by
assuming that if  components have failed by time x
(1 ≤  ≤ k − 1) and that the failures have been to the
components i1 , . . . , i , then the remaining k −  com()
(x)
ponents act independently with densities pi|i
1 ,...,i
(for x ≥ xi ) and that these densities do not depend on
the order of i1 , . . . , i . This distribution, interestingly,
has multivariate lack of memory property, that is,
p(x1 + t, . . . , xk + t) =
Pr(X1 > t, . . . , Xk > t) p(x1 , . . . , xk ).

(97)

× Pr(X1 > t, . . . , Xk > t).

(99)

Proschan and Sullo [162] discussed the simpler
case of (98) with the survival function
Pr(X1 > x1 , . . . , Xk > xk ) =

 k

λi xi − λk+1 max(x1 , . . . , xk ) ,
exp −
i=1

xi > 0, λi > 0, λk+1 ≥ 0,

(100)

which is incidentally the joint distribution of Xi =
min(Yi , Y0 ), i = 1, . . . , k, where Yi are independent
Exponential(λi ) random variables for i = 0, 1, . . . , k.
In this model, the case λ1 = · · · = λk corresponds to
symmetry and mutual independence corresponds to
λk+1 = 0. While Arnold [13] has discussed methods
of estimation of (98), Proschan and Sullo [162] have
discussed methods of estimation for (100).

Block–Basu Model
By taking the absolutely continuous part of the
Marshall–Olkin model in (98), Block and Basu [43]
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defined an absolutely continuous multivariate exponential distribution with pdf
 k
k

λi1 + λk+1 
pX (x) =
λir exp −
λir xir − λk+1
α
r=2
r=1

× max(x1 , . . . , xk )

Moran–Downton Model

x i 1 > · · · > xi k ,
i1  = i2  = · · ·  = ik = 1, . . . , k,

(101)

where


···

k 
k


λ ir

i1 =i2 =···=ik =1 r=2

 .
α= 
k
r




λij + λk+1 


r=2

The joint distribution of X(K) defined above, which
is the Olkin–Tong model, is a subclass of the Marshall–Olkin model in (98). All its marginal distributions are clearly exponential with mean 1/(λ0 + λ1 +
λ2 ). Olkin and Tong [151] have discussed some other
properties as well as some majorization results.

The bivariate exponential distribution introduced
in [69, 142] was extended to the multivariate case
in [9] with joint pdf as


k

λ1 · · · λk
1
exp −
λ i xi
pX (x) =
(1 − ρ)k−1
1 − ρ i=1


ρλ1 x1 · · · λk xk
× Sk
, xi > 0, (103)
(1 − ρ)k
i
k
where Sk (z) = ∞
i=0 z /(i!) . References [7–9, 34]
have all discussed inferential methods for this model.

j =1

Under this model, complete independence is
present iff λk+1 = 0 and that the condition λ1 = · · · =
λk implies symmetry. However, the marginal distributions under this model are weighted combinations
of exponentials and they are exponential only in the
independent case. It does possess the lack of memory
property. Hanagal [102] has discussed some inferential methods for this distribution.

Raftery Model
Suppose (Y1 , . . . , Yk ) and (Z1 , . . . , Z ) are independent Exponential(λ) random variables. Further, suppose (J1 , . . . , Jk ) is a random vector taking on values
in {0, 1, . . . , }k with marginal probabilities
Pr(Ji = 0) = 1 − πi and Pr(Ji = j ) = πij ,
i = 1, . . . , k; j = 1, . . . , ,

Olkin–Tong Model
Olkin and Tong [151] considered the following special case of the Marshall–Olkin model in (98). Let
W , (U1 , . . . , Uk ) and (V1 , . . . , Vk ) be independent
exponential random variables with means 1/λ0 , 1/λ1
and 1/λ2 , respectively. Let K1 , . . . , Kk be nonnegative integers such that Kr+1 = · · · Kk = 0, 1 ≤ Kr ≤
k
· · · K1 and
i=1 Ki = k. Then, for a given K, let
X(K) = (X1 , . . . , Xk )T be defined by

Xi =


min(Ui , V1 , W ),



min(U

i , V2 , W ),


···





 min(Ui , Vr , W ),

i = 1, . . . , K1
i = K1 + 1, . . . ,
K1 + K2
···
i = K1 + · · · +
Kr−1 + 1, . . . , k.
(102)

(104)

where πi = j =1 πij . Then, the multivariate exponential model discussed in [150, 163] is given by
Xi = (1 − πi )Yi + ZJi ,

i = 1, . . . , k.

(105)

The univariate marginals are all exponential.
O’Cinneide and Raftery [150] have shown that the
distribution of X defined in (105) is a multivariate
phase-type distribution.

Multivariate Weibull Distributions
Clearly, a multivariate Weibull distribution can be
obtained by a power transformation from a multivariate exponential distribution. For example, corresponding to the Marshall–Olkin model in (98), we
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can have a multivariate Weibull distribution with joint
survival function of the form
Pr(X1 > x1 , . . . , Xk > xk ) =



α
exp −
λJ max(xi ) , xi > 0, α > 0, (106)
J

λJ > 0 for J ∈ J, where the sets J are elements
of the class J of nonempty subsets of {1, . . . , k}
such that for each i, i ∈ J for some J ∈ J. Then,
the Marshall–Olkin multivariate exponential distribution in (98) is a special case of (106) when α = 1.
Lee [127] has discussed several other classes of multivariate Weibull distributions. Hougaard [107, 108]
has presented a multivariate Weibull distribution with
survival function
 
 
k



p
,
θi xi
Pr(X1 > x1 , . . . , Xk > xk ) = exp −


i=1

xi ≥ 0,

p > 0,

 > 0,

(107)

which has been generalized in [62]. Patra and
Dey [156] have constructed a class of multivariate
distributions in which the marginal distributions are
mixtures of Weibull.

Multivariate Gamma Distributions
Many different forms of multivariate gamma distributions have been discussed in the literature
since the pioneering paper of Krishnamoorthy and
Parthasarathy [122]. Chapter 48 of [124] provides a
concise review of various developments on bivariate
and multivariate gamma distributions.


× exp (k − 1)y0 −

k
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xi ,

i=1

0 ≤ y0 ≤ x1 , . . . , x k .

(108)

Though the integration cannot be done in a compact
form in general, the density function in (108) can be
explicitly derived in some special cases. It is clear that
the marginal distribution of Xi is Gamma(θi + θ0 ) for
i = 1, . . . , k. The mgf of X can be shown to be

MX (t) = E(e

tT X

)= 1−

k

i=1

−θ0
ti

k

(1 − ti )−θi
i=1

(109)

from which expressions for all the moments can be
readily obtained.

Krishnamoorthy–Parthasarathy Model
The standard multivariate gamma distribution
of [122] is defined by its characteristic function


(110)
ϕX (t) = E exp(itT X) = |I − iRT|−α ,
where I is a k × k identity matrix, R is a k × k
correlation matrix, T is a Diag(t1 , . . . , tk ) matrix,
and positive integral values 2α or real 2α > k −
2 ≥ 0. For k ≥ 3, the admissible nonintegral values 0 < 2α < k − 2 depend on the correlation matrix
R. In particular, every α > 0 is admissible iff |I −
iRT|−1 is infinitely divisible, which is true iff the
cofactors Rij of the matrix R satisfy the conditions (−1) Ri1 i2 Ri2 i3 · · · Ri i1 ≥ 0 for every subset
{i1 , . . . , i } of {1, 2, . . . , k} with  ≥ 3.

Gaver Model
Cheriyan–Ramabhadran Model
With Yi being independent Gamma(θi ) random variables for i = 0, 1, . . . , k, Cheriyan [54] and Ramabhadran [164] proposed a multivariate gamma distribution as the joint distribution of Xi = Yi + Y0 ,
i = 1, 2, . . . , k. It can be shown that the density function of X is
k

 min(xi )

1
θ0 −1
θi −1
y0
(xi − y0 )
pX (x) = k
i=0 (θi ) 0
i=1

Gaver [88] presented a general multivariate gamma
distribution with its characteristic function

−α
k

,
ϕX (t) = (β + 1) (1 − itj ) − β
i=1

α, β > 0.

(111)

This distribution is symmetric in x1 , . . . , xk , and the
correlation coefficient is equal for all pairs and is
β/(β + 1).
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Dussauchoy–Berland Model
Dussauchoy and Berland [75] considered a multivariate gamma distribution with characteristic function

 
k






 φ t +

βj b tb  
j
j




k



b=j +1


ϕX (t) =
, (112)


k


j =1 






βj b tb  



 φj
b=j +1

where
φj (tj ) = (1 − itj /aj )j

for j = 1, . . . , k,

βj b ≥ 0, aj ≥ βj b ab > 0 for j < b = 1, . . . , k,
and 0 < 1 ≤ 2 ≤ · · · ≤ k .
The corresponding density function pX (x) cannot be
written explicitly in general, but in the bivariate case
it can be expressed in an explicit form.

Prékopa–Szántai Model
Prékopa and Szántai [161] extended the construction
of Ramabhadran [164] and discussed the multivariate
distribution of the random vector X = AW, where Wi
are independent gamma random variables and A is a
k × (2k − 1) matrix with distinct column vectors with
0, 1 entries.

Kowalczyk–Tyrcha Model
Let Y =d G(α, µ, σ ) be a three-parameter gamma
random variable with pdf

σ > 0,

α > 0.

Mathai–Moschopoulos Model
Suppose Vi =d G(αi , µi , σi ) for i = 0, 1, . . . , k, with
pdf as in (113). Then, Mathai and Moschopoulos [139] proposed a multivariate gamma distribution of X, where Xi = (σi /σ0 ) V0 + Vi for i =
1, 2, . . . , k. The motivation of this model has also
been given in [139]. Clearly, the marginal distribution of Xi is G(α0 + αi , (σi /σ0 )µ0 + µi , σi ) for
i = 1, . . . , k. This family of distributions is closed
under shift transformation as well as under convolutions. From the representation of X above and using
the mgf of Vi , it can be easily shown that the mgf of
X is
MX (t) = E{exp(tT X)}

T 
µ0
σ
t
exp
µ+
σ0
, (114)
=
k

(1 − σ T t)α0
(1 − σi ti )αi
i=1

where µ = (µ1 , . . . , µk ) , σ = (σ1 , . . . , σk )T , t =
T
T
(t
. 1 , k. . . , tk ). , |σi ti | < 1 for i = 1, . . . , k, and |σ t| =
.
.
i=1 σi ti < 1. From (114), all the moments of
X can be readily obtained; for example, we have
Corr(Xi , Xj ) = α0 / (α0 + αi )(α0 + αj ), which is
positive for all pairs.
A simplified version of this distribution when
σ1 = · · · = σk has been discussed in detail in [139].
T

Royen Models

1
e−(x−µ)/σ (x − µ)α−1 ,
(α)σ α
x > µ,

distributions of all orders are gamma and that the
√
correlation between Xi and Xj is θ0 / αi αj (i  = j ).
This family of distributions is closed under linear
transformation of components.

(113)

For a given α = (α1 , . . . , αk )T with αi > 0, µ =
(µ1 , . . . , µk )T ∈ k , σ = (σ1 , . . . , σk )T with σi > 0,
and 0 ≤ θ0 < min(α1 , . . . , αk ), let V0 , V1 , . . . , Vk be
independent random variables with V0 =d G(θ0 , 0, 1)
d
and Vi =
G(αi − θ0 , 0, 1) for i = 1, . . . , k. Then,
Kowalczyk and Tyrcha [125] defined a multivariate
gamma distribution as the distribution of the random
√
vector X, where Xi = µi + σi (V0 + Vi − αi )/ αi
for i = 1, . . . , k. It is clear that all the marginal

Royen [169, 170] presented two multivariate gamma
distributions, one based on ‘one-factorial’ correlation matrix R of the form rij = ai aj (i  = j ) with
a1 , . . . , ak ∈ (−1, 1) or rij = −ai aj and R is positive
semidefinite, and the other relating to the multivariate
Rayleigh distribution of Blumenson and Miller [44].
The former, for any positive integer 2α, has its characteristic function as
ϕX (t) = E{exp(itT x)}
= |I − 2i Diag(t1 , . . . , tk )R|−α . (115)
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Some Other General Families

exponential-type. Further, all the moments can be
obtained easily from the mgf of X given by

The univariate Pearson’s system of distributions has
been generalized to the bivariate and multivariate
cases by a number of authors including Steyn [197]
and Kotz [123].
With Z1 , Z2 , . . . , Zk being independent standard
normal variables and W being an independent chisquare random variable
with ν degrees of freedom,
√
and with Xi = Zi ν/W (for i = 1, 2, . . . , k), the
random vector X = (X1 , . . . , Xk )T has a multivariate
t distribution. This distribution and its properties and
applications have been discussed in the literature
considerably, and some tables of probability integrals
have also been constructed.
Let X1 , . . . , Xn be a random sample from the multivariate normal distribution with mean vector ξ and
variance–covariance matrix V. Then, it can be shown
that the maximum likelihood estimators of ξ and
V are the sample mean vector X and the sample
variance–covariance matrix S, respectively, and these
two are statistically independent. From the reproductive property of the multivariate normal distribution,
it is known that X is distributed as multivariate normal with mean ξ and variance–covariance matrix
V/n, and that nS = ni=1 (Xi − X)(Xi − X)T is distributed as Wishart distribution Wp (n − 1; V).
From the multivariate normal distribution in (40),
translation systems (that parallel Johnson’s systems in
the univariate case) can be constructed. For example,
by performing the logarithmic transformation Y =
log X, where X is the multivariate normal variable
with parameters ξ and V, we obtain the distribution
of Y to be multivariate log-normal distribution. We
can obtain its moments, for example, from (41) to be
µr (Y)

=E

 k



Yiri

= E{exp(rT X)}

i=1



1
= exp rT ξ + rT Vr .
2

(116)

Bildikar and Patil [39] introduced a multivariate
exponential-type distribution with pdf
pX (x; θ) = h(x) exp{θ T x − q(θ)},
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(117)

where x = (x1 , . . . , xk )T , θ = (θ1 , . . . , θk )T , h is a
function of x alone, and q is a function of θ alone.
The marginal distributions of all orders are also

MX (t) = E{exp(tT X)}
= exp{q(θ + t) − q(θ)}.

(118)

Further insightful discussions on this family have
been provided in [46, 76, 109, 143]. A concise review
of all the developments on this family can be found
in Chapter 54 of [124].
Anderson [16] presented a multivariate Linnik distribution with characteristic function

 m
α/2 −1



t T i t
,
(119)
ϕX (t) = 1 +


i=1

where 0 < α ≤ 2 and i are k × k positive semidefinite matrices with no two of them being proportional.
Kagan [116] introduced two multivariate distributions as follows. The distribution of a vector X of
dimension m is said to belong to the class Dm,k
(k = 1, 2, . . . , m; m = 1, 2, . . .) if its characteristic
function can be expressed as
ϕX (t) = ϕX (t1 , . . . , tm )

ϕi1 ,...,ik (ti1 , . . . , tik ),
=

(120)

1≤i1 <···<ik ≤m

where (t1 , . . . , tm )T ∈ m and ϕi1 ,...,ik are continuous
complex-valued functions with ϕi1 ,...,ik (0, . . . , 0) = 1
for any 1 ≤ i1 < · · · < ik ≤ m. If (120) holds in the
neighborhood of the origin, then X is said to belong to
the class Dm,k (loc). Wesolowski [216] has established
some interesting properties of these two classes of
distributions.
Various forms of multivariate Farlie–Gumbel–
Morgenstern distributions exist in the literature.
Cambanis [50] proposed the general form as one with
cdf

k
k


F (xi1 ) 1 +
ai1 {1 − F (xi1 )}
FX (x) =
i1 =1

+



i1 =1

ai1 i2 {1 − F (xi1 )}{1 − F (xi2 )}

1≤i1 <i2 ≤k


k

+ · · · + a12···k
{1 − F (xi )} .
i=1

(121)
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A more general form was proposed by Johnson and
Kotz [113] with cdf

k


FXi1 (xi1 ) 1 +
ai 1 i 2
FX (x) =
i1 =1

1≤i1 <i2 ≤k

× {1 − FXi1 (xi1 )}{1 − FXi2 (xi2 )}

k

+ · · · + a12···k
{1 − FXi (xi )} .

(122)
[5]

In this form, the coefficients ai were taken to be 0 so
that the univariate marginal distributions are the given
distributions Fi . The density function corresponding
to (122) is

k


pXi (xi ) 1 +
ai 1 i 2
pX (x) =

[6]

[7]

1≤i1 <i2 ≤k

i=1

× {1 − 2FXi1 (xi1 )}{1 − 2FXi2 (xi2 )}

k

{1 − 2FXi (xi )} . (123)
+ · · · + a12···k
i=1

[8]

[9]

The multivariate Farlie–Gumbel–Morgenstern distributions can also be expressed in terms of survival
functions instead of the cdf’s as in (122).
Lee [128] suggested a multivariate Sarmanov distribution with pdf
pX (x) =

[3]

[4]

i=1

k


[2]

[10]

[11]

pi (xi ){1 + Rφ1 ,...,φk ,k (x1 , . . . , xk )},

i=1

(124)

where pi (xi ) are specified density functions on ,

Rφ1 ,...,φk ,k (x1 , . . . , xk ) =
ωi1 i2 φi1 (xi1 )φi2 (xi2 )
1≤i1 <i2 ≤k

+ · · · + ω12···k

[12]

k


φi (xi ),

[13]
[14]

(125)

[15]

and k = {ωi1 i2 , . . . , ω12···k } is a set of real numbers
such that the second term in (124) is nonnegative for
all x ∈ k .

[16]

i=1

[17]
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Birkhäuser, Boston, MA.
Balakrishnan, N. & Basu, A.P., eds (1995). The Exponential Distribution: Theory, Methods and Applications, Gordon & Breach Science Publishers, New York,
NJ.
Balakrishnan, N., Johnson, N.L. & Kotz, S. (1998).
A note on relationships between moments, central
moments and cumulants from multivariate distributions, Statistics & Probability Letters 39, 49–54.
Balakrishnan, N. & Leung, M.Y. (1998). Order statistics from the type I generalized logistic distribution,
Communications in Statistics-Simulation and Computation 17, 25–50.
Balakrishnan, N. & Ng, H.K.T. (2001). Improved estimation of the correlation coefficient in a bivariate exponential distribution, Journal of Statistical Computation
and Simulation 68, 173–184.
Barakat, R. (1986). Weaker-scatterer generalization
of the K-density function with application to laser
scattering in atmospheric turbulence, Journal of the
Optical Society of America 73, 269–276.

[36]

[37]

[38]

[39]

[40]

[41]

[42]

[43]

[44]

[45]

[46]

[47]

[48]

[49]

[50]

[51]

[52]

23

Basu, A.P. & Sun, K. (1997). Multivariate exponential
distributions with constant failure rates, Journal of
Multivariate Analysis 61, 159–169.
Basu, D. (1956). A note on the multivariate extension
of some theorems related to the univariate normal
distribution, Sankhya 17, 221–224.
Bhattacharyya, A. (1943). On some sets of sufficient
conditions leading to the normal bivariate distributions,
Sankhya 6, 399–406.
Bildikar, S. & Patil, G.P. (1968). Multivariate
exponential-type distributions, Annals of Mathematical
Statistics 39, 1316–1326.
Birnbaum, Z.W., Paulson, E. & Andrews, F.C. (1950).
On the effect of selection performed on some coordinates of a multi-dimensional population, Psychometrika
15, 191–204.
Blaesild, P. & Jensen, J.L. (1980). Multivariate Distributions of Hyperbolic Type, Research Report No.
67, Department of Theoretical Statistics, University of
Aarhus, Aarhus, Denmark.
Block, H.W. (1977). A characterization of a bivariate exponential distribution, Annals of Statistics 5,
808–812.
Block, H.W. & Basu, A.P. (1974). A continuous bivariate exponential extension, Journal of the American
Statistical Association 69, 1031–1037.
Blumenson, L.E. & Miller, K.S. (1963). Properties of
generalized Rayleigh distributions, Annals of Mathematical Statistics 34, 903–910.
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Continuous Parametric
Distributions
General Observations
Actuaries use continuous distributions to model a
variety of phenomena. Two of the most common are
the amount of random selected property damage or
liability claim and the number of years until death for
a given individual. Even though the recorded numbers must be countable (being measured in monetary
units or numbers of days) the number of possibilities are usually numerous and the values sufficiently close to make a continuous model useful.
(One exception is the case where the future lifetime
is measured in years, in which case a discrete model
called the life table is employed.) When selecting
a distribution to use as a model, one approach is
to use a parametric distribution. A parametric distribution is a collection of random variables that
can be indexed by a fixed-length vector of numbers
called parameters. That is, let  be a set of vectors,
θ = (θ1 , . . . , θk ) . The parametric distribution is then
the set of distribution functions, {F (x; θ), θ ∈ }.
For example, the two-parameter Pareto distribution
is defined by
 θ1

θ2
, x>0
(1)
F (x; θ1 , θ2 ) = 1 −
θ2 + x
with  = {(θ1 , θ2 ) : θ1 > 0, θ2 > 0}. A specific
model is constructed by assigning numerical values
to the parameters.
For actuarial applications, commonly used parametric distributions are the log-normal, gamma,
Weibull, and Pareto (both one and two-parameter versions). The standard reference for these and many
other parametric distributions are [4] and [5]. Applications to insurance problems along with a list of
about 20 such distributions can be found in [8].
Included among them are the inverse distributions,
derived by obtaining the distribution function of the
reciprocal of a random variable.
For a survey of some of the basic continuous
distributions used in actuarial science, we refer to
pages 612–615 in [11] (see Table 1).
More complex models such as the three-parameter
transformed gamma distribution and four-parameter
transformed beta distribution are discussed in [12].

Finite mixture distributions (convex combinations
of parametric distributions) such as the mixture of
exponentials distribution has been discussed by
Keatinge [7] and are also covered in detail in the
book [10].
Often there are relationships between parametric
distributions that can be of value. For example,
by setting appropriate parameters to be equal to
1, the transformed gamma distribution can become
either the gamma or Weibull distribution. In addition,
a distribution can be the limiting case of another
distribution as two or more of its parameters become
zero or infinity in a particular way.
For most actuarial applications, it is not possible
to look at the process that generates the claims
and from it determine an appropriate parametric
model. For example, there is no reason automobile
physical damage claims should have a gamma as
opposed to a Weibull distribution. However, there
is some evidence to support the Pareto distribution
for losses above a large value [13]. This is in
contrast with discrete models for counts, such as
the Poisson distribution, which can have a physical
motivation.
The main advantage in using parametric models
over the empirical distribution or semiparametric
distributions such as kernel-smoothing distributions
is parsimony. When there are few data points, using
them to estimate two or three parameters may be
more efficient than using them to determine the
complete shape of the distribution. Also, these models
are usually smooth, which is in agreement with our
assessment of such phenomena.

Particular Examples
The remainder of this article discusses some particular distributions that have proved useful to actuaries.

Transformed Beta Class
The transformed beta (also called the generalized F )
distribution is specified as follows:
f (x) =

(α + τ )
γ (x/θ)γ τ
(α)(τ ) x[1 + (x/θ)γ ]α+τ

F (x) = β(τ, α; u), u =

(x/θ)γ
1 + (x/θ)γ

(2)
(3)

a, λ > 0

n = 1, 2, . . . , λ > 0

λ>0

(a, λ)

Erl(n, λ)

Exp(λ)

α, c > 0

r, c> 0 
r +n
ωn = 
r

µ > 0, λ > 0

α>1

W(r, c)

IG(µ, λ)

PME(α)

2

ω = exp(b )

−∞ < a < ∞, b > 0

n = 1, 2 . . ..

Par(α, c)

LN(a, b)

λ2 (n)

σ >0

−∞ < µ < ∞

−∞ < a < b < ∞

(a, b)

N(µ, σ 2 )

Parameters



n

x

λe−λx : x ≥ 0


(x − µ)2
exp
2σ 2
;x ∈ 
√
2πσ

α−1
α

α

λ
2π x 3

α



;x > 0

y −(α+2) e−x/y dy;

r>0

α

−λ(x − µ)2
2µ2 x

α−1
α

exp



2

1

r

rcx r−1 e−cx ; x ≥ 0

1

µ

1+

2
α(α − 2)

µ3
λ

(ω1 − ω22 )c−2/r

α>2

α>1
ω1 c−1/r

αc2
;
(α − 1)2 (α − 2)

e2a ω(ω − 1)

2n

σ2

αc
;
α−1



b2
exp a +
2

n

µ

1

2

2

1

;

2
α(α − 2)

λ

µ1

ω2
−1
ω12


1+



α>2

[α(α −

1
2)]− 2

(ω − 1) 2

σ
µ

2
n

1

n− 2

1

a− 2

1

3(b + a)

b−a

(b − a)2
12
a
λ2
n
λ2
1
λ2

a+b
2
a
λ
n
λ
1
λ

1
; x ∈ (a, b)
b−a
λa x a−1 e−λx
;x ≥ 0
(a)
λn x n−1 e−λx
;x ≥ 0
(n − 1)!
√

c.v.

Variance

Mean

Density f (x)

(2n/2 (n/2))−1 x 2 −1 e− 2 ; x ≥ 0


(log x − a)2
exp −
2b2
;x ≥ 0
√
xb 2π
α  c α+1
;x > c
c x

Absolutely continuous distributions

Distribution

Table 1

s

2 2a

xα
dr
x−s ;

s<0

α α−1
(α − 1)α

∫0α−1

α

*
 
λ
exp
µ


2
λ
exp 
− 2λs 
µ2

*

*

(1 − 2s)−n/2 ; s < 1/2

1

eµs+ 2 σ

ebs − eas
s(b − a)

a
λ
;s < λ
λ−s

n
λ
;s < λ
λ−s
λ
;s < λ
λ−s

m.g.f.
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Continuous Parametric Distributions
E[X k ] =

θ k (τ + k/γ )(α − k/γ )
,
(α)(τ )

− τ γ < k < αγ


τ γ − 1 1/γ
mode = θ
,
αγ + 1

(4)
τ γ > 1,

else 0. (5)

Special cases include the Burr distribution (τ = 1,
also called the generalized F ), inverse Burr (α = 1),
generalized Pareto (γ = 1, also called the beta distribution of the second kind), Pareto (γ = τ = 1, also
called the Pareto of the second kind and Lomax),
inverse Pareto (α = γ = 1), and loglogistic (α = τ =
1). The two-parameter distributions as well as the
Burr distribution have closed forms for the distribution function and the Pareto distribution has a closed
form for integral moments. Reference [9] provides a
good summary of these distributions and their relationships to each other and other distributions.

Transformed Gamma Class
The transformed gamma (also called the generalized
gamma) distribution is specified as follows:
f (x) =

τ uα e−u
,
x(α)

u=

 x τ
θ

,

F (x) = (α; u),
θ (α + k/τ )
, k > −ατ
(α)


ατ − 1 1/τ
, ατ > 1, else 0.
mode = θ
τ

E[X k ] =

(6)
(7)

k

(8)
(9)

Special cases include the gamma (τ = 1, and is
called Erlang when α is an integer), Weibull (α = 1),
and exponential (α = τ = 1) distributions. Each of
these four distributions also has an inverse distribution obtained by transforming to the reciprocal of
the random variable. The Weibull and exponential
distributions have closed forms for the distribution
function while the gamma and exponential distributions do not rely on the gamma function for integral
moments. The gamma distribution is closed under
convolutions (the sum of identically and independently distributed gamma random variables is also
gamma).
If one replaces the random variable X by eX , then
one obtains the log-gamma distribution that has a

heavy-tailed density for x > 1 given by


x −(1/θ)−1 log x α−1
f (x) =
.
θ(α)
θ

3

(10)

Generalized Inverse Gaussian Class
The generalized inverse Gaussian distribution is
given in [2] as follows:


1
(ψ/χ)θ/2 θ−1
exp − (χx −1 + ψx) ,
f (x) =
x
√
2
2Kθ ( ψχ)
x > 0, χ, ψ > 0.

(11)

See [6] for a detailed discussion of this distribution,
and for a summary of the properties of the modified
Bessel function Kθ .
Special cases include the inverse Gaussian
(θ = −1/2), reciprocal inverse Gaussian (θ =
1/2), gamma or inverse gamma (ψ = 0, inverse
distribution when θ < 0), and Barndorff-Nielsen
hyperbolic (θ = 0). The inverse Gaussian distribution
has useful actuarial applications, both as a mixing
distribution for Poisson observations and as a claim
severity distribution with a slightly heavier tail than
the log-normal distribution. It is given by

1/2
λ
f (x) =
2πx 3



λ x
µ
× exp −
−2+
, (12)
2µ µ
x
 

λ x
F (x) =
−1
x µ
  

λ x
2λµ−1
+e
−
+ 1 . (13)
x µ
The mean is µ and the variance is µ3 /λ. The inverse
Gaussian distribution is closed under convolutions.

Extreme Value Distribution
These distributions are created by examining the
behavior of the extremes in a series of independent
and identically distributed random variables. A thorough discussion with actuarial applications is found
in [2].

exp[−(1 + ξ z)−1/ξ ], ξ  = 0
(14)
F (x) =
exp[− exp(−z)], ξ = 0

4
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where z = (x − µ)/θ. The support is (−1/ξ, ∞)
when ξ > 0, (−∞, −1/ξ ) when ξ < 0 and is the
entire real line when ξ = 0. These three cases also
represent the Fréchet, Weibull, and Gumbel distributions respectively.

Other Distributions Used for Claim Amounts
•

The log-normal distribution (obtained by exponentiating a normal variable) is a good model for
less risky events.
 2
φ(z)
−z
1
=
,
√ exp
f (x) =
2
σx
xσ 2π
log x − µ
,
σ
F (x) = (z),


k2 σ 2
,
E[X k ] = exp kµ +
2
z=

mode = exp(µ − σ 2 ).
•

(16)
(17)
(18)

The single parameter Pareto distribution (which
is the ‘original’ Pareto model) is commonly used
for risky insurances such as liability coverages. It
only models losses that are above a fixed, nonzero
value.
αθ α
f (x) = α+1 , x > θ
x
 α
θ
F (x) = 1 −
, x>θ
x
αθ k
,
α−k
mode = θ.

E[X k ] =

•

(15)

k<α

(19)
(20)
(21)
(22)

The generalized beta distribution models losses
between 0 and a fixed positive value.
τ
(a + b) a
u (1 − u)b−1 ,
(a)(b)
x
 x τ
,
0 < x < θ, u =
θ
F (x) = β(a, b; u),
f (x) =

E[X k ] =

(23)
(24)

θ (a + b)(a + k/τ )
,
(a)(a + b + k/τ )
k

k > −aτ.

(25)

•

Setting τ = 1 produces the beta distribution (with
the more common form also using θ = 1).
Mixture distributions were discussed above.
Another possibility is to mix gamma distributions
with a common scale (θ) parameter and different
shape (α) parameters.

See [3] and references therein for further details
of scale mixing and other parametric models.

Distributions Used for Length of Life
The length of human life is a complex process
that does not lend itself to a simple distribution
function. A model used by actuaries that works fairly
well for ages from about 25 to 85 is the Makeham
distribution [1].


B(cx − 1)
.
(26)
F (x) = 1 − exp −Ax −
ln c
When A = 0 it is called the Gompertz distribution.
The Makeham model was popular when the cost of
computing was high owing to the simplifications that
occur when modeling the time of the first death from
two independent lives [1].

Distributions from Reliability Theory
Other useful distributions come from reliability theory. Often these distributions are defined in terms of
the mean residual life, which is given by
e(x) :=

1
1 − F (x)

x+

(1 − F (u)) du,

(27)

x

where x+ is the right hand boundary of the distribution F . Similarly to what happens with the failure
rate, the distribution F can be expressed in terms of
the mean residual life by the expression


x
1
e(0)
exp −
du .
(28)
1 − F (x) =
e(x)
0 e(u)
For the Weibull distributions, e(x) = (x 1−τ /θτ )
(1 + o(1)). As special cases we mention the Rayleigh
distribution (a Weibull distribution with τ = 2),
which has a linear failure rate and a model created from a piecewise linear failure rate function.

Continuous Parametric Distributions
For the choice e(x) = (1/a)x 1−b , one gets the
Benktander Type II distribution
1 − F (x) = ace−(a/b)x x −(1−b) ,
b

x > 1,

(29)

where 0 < a, 0 < b < 1 and 0 < ac < exp(a/b).
For the choice e(x) = x(a + 2b log x)−1 one
arrives at the heavy-tailed Benktander Type I
distribution
1 − F (x) = ce−b(log x) x −a−1 (a + 2b log x),
2

x>1

[6]

[7]

[8]
[9]

[10]

(30)

[11]

where 0 < a, b, c, ac ≤ 1 and a(a + 1) ≥ 2b.
[12]
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Convolutions of
Distributions
Let F and G be two distributions. The convolution
of distributions F and G is a distribution denoted by
F ∗ G and is given by
 ∞
F (x − y) dG(y).
(1)
F ∗ G(x) =
−∞

Assume that X and Y are two independent random
variables with distributions F and G, respectively.
Then, the convolution distribution F ∗ G is the distribution of the sum of random variables X and Y,
namely, Pr{X + Y ≤ x} = F ∗ G(x).
It is well-known that F ∗ G(x) = G ∗ F (x), or
equivalently,
 ∞
 ∞
F (x − y) dG(y) =
G(x − y) dF (y).
−∞

−∞

(2)
See, for example, [2].
The integral in (1) or (2) is a Stieltjes integral with
respect to a distribution. However, if F (x) and G(x)
have density functions f (x) and g(x), respectively,
which is a common assumption in insurance applications, then the convolution distribution F ∗ G also
has a density denoted by f ∗ g and is given by
 ∞
f (x − y)g(y) dy,
(3)
f ∗ g(x) =
−∞

and the convolution distribution F ∗ G is reduced a
Riemann integral, namely
 ∞
F (x − y)g(y) dy
F ∗ G(x) =
−∞


=

∞

−∞

G(x − y)f (y) dy.

(4)

More generally, for distributions F1 , . . . , Fn , the convolution of these distributions is a distribution and is
defined by
F1 ∗ F2 ∗ · · · ∗ Fn (x) = F1 ∗ (F2 ∗ · · · ∗ Fn )(x). (5)
In particular, if Fi = F, i = 1, 2, . . . , n, the convolution of these n identical distributions is denoted
by F (n) and is called the n-fold convolution of the
distribution F.

In the study of convolutions, we often use the
moment generating function (mgf) of a distribution.
Let X be a random variable with distribution F. The
function
 ∞
mF (t) = EetX =
etx dF (x)
(6)
−∞

is called the moment generating function of X or F.
It is well-known that the mgf uniquely determines a
distribution and, conversely, if the mgf exists, it is
unique. See, for example, [22].
If F and G have mgfs mF (t) and mG (t), respectively, then the mgf of the convolution distribution
F ∗ G is the product of mF (t) and mG (t), namely,
mF ∗G (t) = mF (t)mG (t).
Owing to this property and the uniqueness of the
mgf, one often uses the mgf to identify a convolution
distribution. For example, it follows easily from the
mgf that the convolution of normal distributions is
a normal distribution; the convolution of gamma distributions with the same shape parameter is a gamma
distribution; the convolution of identical exponential distributions is an Erlang distribution; and the
sum of independent Poisson random variables is a
Poisson random variable.
A nonnegative distribution means that it is the
distribution of a nonnegative random variable. For a
nonnegative distribution, instead of the mgf, we often
use the Laplace transform of the distribution. The
Laplace transform of a nonnegative random variable
X or its distribution F is defined by
 ∞
e−sx dF (x), s ≥ 0. (7)
fˆ(s) = E(e−sX ) =
0

Like the mgf, the Laplace transform uniquely determines a distribution and is unique. Moreover, for
nonnegative distributions F and G, the Laplace transform of the convolution distribution F ∗ G is the
product of the Laplace transforms of F and G. See,
for example, [12]. One of the advantages of using
the Laplace transform fˆ(s) is its existence for any
nonnegative distribution F and all s ≥ 0. However,
the mgf of a nonnegative distribution may not exist
over (0, ∞). For example, the mgf of a log-normal
distribution does not exist over (0, ∞).
In insurance, the aggregate claim amount or loss
is usually assumed to be a nonnegative random variable. If there are two losses X ≥ 0 and Y ≥ 0 in
a portfolio with distributions F and G, respectively,
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then the sum X + Y is the total of losses in the portfolio. Such a sum of independent loss random variables
is the basis of the individual risk model in insurance.
See, for example, [15, 18]. One is often interested
in the tail probability of the total of losses, which
is the probability that the total of losses exceeds an
amount of x > 0, namely, Pr{X + Y > x}. This tail
probability can be expressed as
Pr{X + Y > x} = 1 − F ∗ G(x)
 x
G(x − y) dF (y)
= F (x) +
0


= G(x) +

x

F (x − y) dG(y), (8)

0

which is the tail of the convolution distribution
F ∗ G.
It is interesting to note that many quantities related
to ruin in risk theory can be expressed as the tail of a
convolution distribution, in particular, the tail of the
convolution of a compound geometric distribution
and a nonnegative distribution.
A nonnegative distribution F is called a compound
geometric distribution if the distribution F can be
expressed as
F (x) = (1 − ρ)

∞


ρ n H (n) (x), x ≥ 0,

(9)

n=0

where 0 < ρ < 1 is a constant, H is a nonnegative
distribution, and H (0) (x) = 1 if x ≥ 0 and 0 otherwise. The convolution of the compound geometric
distribution F and a nonnegative distribution G is
called a compound geometric convolution distribution and is given by
W (x) = F ∗ G(x)
= (1 − ρ)

∞


ρ n H (n) ∗ G(x), x ≥ 0.

(10)

n=0

The compound geometric convolution arises as
Beekman’s convolution series in risk theory and
in many other applied probability fields such
as reliability and queueing. In particular, ruin
probabilities in perturbed risk models can often
be expressed as the tail of a compound geometric
convolution distribution. For instance, the ruin
probability in the perturbed compound Poisson
process with diffusion can be expressed as the

convolution of a compound geometric distribution
and an exponential distribution. See, for example, [9].
For ruin probabilities that can be expressed as the tail
of a compound geometric convolution distribution in
other perturbed risk models, see [13, 19, 20, 26].
It is difficult to calculate the tail of a compound
geometric convolution distribution. However, some
probability estimates such as asymptotics and bounds
have been derived for the tail of a compound geometric convolution distribution. For example, exponential
asymptotic forms of the tail of a compound geometric
convolution distribution have been derived in [5, 25].
It has been proved under some Cramér–Lundberg
type conditions that the tail of the compound geometric convolution distribution W in (10) satisfies
W (x) ∼ Ce−Rx , x → ∞,

(11)

for some constants C > 0 and R > 0. See, for example, [5, 25]. Meanwhile, for heavy-tailed distributions, asymptotic forms of the tail of a compound
geometric convolution distribution have also been
discussed. For instance, it has been proved that
W (x) ∼

ρ
H (x) + G(x), x → ∞,
1−ρ

(12)

provided that H and G belong to some classes
of heavy-tailed distributions such as the class of
intermediately regularly varying distributions, which
includes the class of regularly varying tail distributions. See, for example, [6] for details. Bounds for
the tail of a compound geometric convolution distribution can be found in [5, 24, 25]. More applications
of this convolution in insurance and its distributional
properties can be found in [23, 25].
Another common convolution in insurance is the
convolution of compound distributions. A random
N variable S is called a random sum if S =
i=1 Xi , where N is a counting random variable
and {X1 , X2 , . . .} are independent and identically distributed nonnegative random variables, independent
of N. The distribution of the random sum is called a
compound distribution. See, for example, [15]. Usually, in insurance, the counting random variable N
denotes the number of claims and the random variable Xi denotes the amount of i th claim. If an insurance portfolio consists of two independent businesses
and the total amount of claims or losses in these two
businesses are random sums SX and SY respectively,
then, the total amount of claims in the portfolio is the
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sum SX + SY . The tail of the distribution of SX + SY
is of form (8) when F and G are the distributions of
SX and SY , respectively.
One of the important convolutions of compound
distributions is the convolution of compound Poisson distributions. It is well-known that the convolution of compound Poisson distributions is still a compound Poisson distribution. See, for example, [15].
It is difficult to calculate the tail of a convolution
distribution, when F or G is a compound distribution in (8). However, for some special compound
distributions such as compound Poisson distributions,
compound negative binomial distributions, and so
on, Panjer’s recursive formula provides an effective
approximation for these compound distributions. See,
for example, [15] for details. When F and G both
are compound distributions, Dickson and Sundt [8]
gave some numerical evaluations for the convolution
of compound distributions. For more applications of
convolution distributions in insurance and numerical
approximations to convolution distributions, we refer
to [15, 18], and references therein.
Convolution is an important distribution operator in probability. Many interesting distributions are
obtained from convolutions. One important class of
distributions defined by convolutions is the class
of infinitely divisible distributions. A distribution F
is said to be infinitely divisible if, for any integer
n ≥ 2, there exists a distribution Fn so that F =
Fn ∗ Fn ∗ · · · ∗ Fn . See, for example, [12]. Clearly,
normal and Poisson distributions are infinitely divisible. Another important and nontrivial example of an
infinitely divisible distribution is a log-normal distribution. See, for example, [4]. An important subclass
of the class of infinitely divisible distributions is the
class of generalized gamma convolution distributions,
which consists of limit distributions of sums or positive linear combinations of all independent gamma
random variables. A review of this class and its applications can be found in [3].
Another distribution connected with convolutions
is the so-called heavy-tailed distribution. For two
independent nonnegative random variables X and Y
with distributions F and G respectively, if
Pr{X + Y > x} ∼ Pr{max{X, Y } > x}, x → ∞,
(13)
or equivalently
1 − F ∗ G(x) ∼ F (x) + G(x), x → ∞, (14)

we say that F and G is max-sum equivalent, written
F ∼M G. See, for example, [7, 10].
The max-sum equivalence means that the tail
probability of the sum of independent random variables is asymptotically determined by that of the
maximum of the random variables. This is an interesting property used in modeling extremal events,
large claims, and heavy-tailed distributions in insurance and finance.
In general, for independent nonnegative random
variables X1 , . . . , Xn with distributions F1 , . . . , Fn ,
respectively, we need to know under what conditions,
Pr{X1 + · · · + Xn > x} ∼ Pr{max{X1 , . . . , Xn } > x},
x → ∞,

(15)

or equivalently
1 − F1 ∗ · · · ∗ Fn (x) ∼ F 1 (x) + · · · + F n (x),
x → ∞,

(16)

holds.
We say that a nonnegative distribution F is subexponential if F ∼M F , or equivalently,
F (2) (x) ∼ 2F (x),

x → ∞.

(17)

A subexponential distribution is one of the most
important heavy-tailed distributions in insurance,
finance, queueing, and many other applied probability
models. A review of subexponential distributions can
be found in [11].
We say that the convolution closure holds in a
distribution class A if F ∗ G ∈ A holds for any
F ∈ A and G ∈ A. In addition, we say that the maxsum-equivalence holds in A if F ∼M G holds for any
F ∈ A and G ∈ A.
Thus, if both the max-sum equivalence and the
convolution closure hold in a distribution class A,
then (15) or (16) holds for all distributions in A.
It is well-known that if Fi = F, i = 1, . . . , n are
identical subexponential distributions, then (16) holds
for all n = 2, 3, . . .. However, for nonidentical subexponential distributions, (16) is not valid. Therefore,
the max-sum equivalence is not valid in the class
of subexponential distributions. Further, the convolution closure also fails in the class of subexponential
distributions. See, for example, [16].
However, it is well-known [11, 12] that both the
max-sum equivalence and the convolution closure
hold in the class of regularly varying tail distributions.
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Further, Cai and Tang [6] considered other classes
of heavy-tailed distributions and showed that both
the max-sum equivalence and the convolution closure
hold in two other classes of heavy-tailed distributions.
One of them is the class of intermediately regularly
varying distributions. These two classes are larger
than the class of regularly varying tail distributions
and smaller than the class of subexponential distributions; see [6] for details. Also, applications of these
results in ruin theory were given in [6].
The convolution closure also holds in other important classes of distributions. For example, if nonnegative distributions F and G both have increasing
failure rates, then the convolution distribution F ∗ G
also has an increasing failure rate. However, the convolution closure is not valid in the class of distributions with decreasing failure rates [1]. Other classes
of distributions classified by reliability properties can
be found in [1]. Applications of these classes can be
found in [21, 25].
Another important property of convolutions of
distributions is their closure under stochastic orders.
For example, for two nonnegative random variables
X and Y with distributions F and G respectively, X is
said to be smaller than Y in a stop-loss order, written
X ≤sl Y , or F ≤sl G if
 ∞
 ∞
F (x) dx ≤
G(x) dx
(18)
t

t

for all t ≥ 0.
Thus, if F1 ≤sl F2 and G1 ≤sl G2 . Then F1 ∗
G1 ≤sl F2 ∗ G2 [14, 17]. For the convolution closure
under other stochastic orders, we refer to [21]. The
applications of the convolution closure under stochastic orders in insurance can be found in [14, 17] and
references therein.
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[7]
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Copulas
Introduction and History
In this introductory article on copulas, we delve into
the history, give definitions and major results, consider methods of construction, present measures of
association, and list some useful families of parametric copulas.
Let us give a brief history. It was Sklar [19], with
his fundamental research who showed that all finite
dimensional probability laws have a copula function associated with them. The seed of this research
is undoubtedly Fréchet [9, 10] who discovered the
lower and upper bounds for bivariate copulas. For
a complete discussion of current and past copula
methods, including a captivating discussion of the
early years and the contributions of the French and
Roman statistical schools, the reader can consult the
book of Dall’Aglio et al. [6] and especially the article by Schweizer [18]. As one of the authors points
out, the construction of continuous-time multivariate
processes driven by copulas is a wide-open area of
research.
Next, the reader is directed to [12] for a good summary of past research into applied copulas in actuarial
mathematics. The first application of copulas to actuarial science was probably in Carrière [2], where the
2-parameter Fréchet bivariate copula is used to investigate the bounds of joint and last survivor annuities.
Its use in competing risk or multiple decrement
models was also given by [1] where the latent probability law can be found by solving a system of
ordinary differential equations whenever the copula is
known. Empirical estimates of copulas using joint life
data from the annuity portfolio of a large Canadian
insurer, are provided in [3, 11]. Estimates of correlation of twin deaths can be found in [15]. An example
of actuarial copula methods in finance is the article
in [16], where insurance on the losses from bond and
loan defaults are priced. Finally, applications to the
ordering of risks can be found in [7].

Bivariate Copulas and Measures of
Association
In this section, we give many facts and definitions in
the bivariate case. Some general theory is given later.

Denote a bivariate copula as C(u, v) where (u, v) ∈
[0, 1]2 . This copula is actually a cumulative distribution function (CDF) with the properties: C(0, v) =
C(u, 0) = 0, C(u, 1) = u, C(1, v) = v, thus the
marginals are uniform. Moreover, C(u2 , v2 ) −
C(u1 , v2 ) − C(u2 , v1 ) + C(u1 , v1 ) ≥ 0 for all u1 ≤
u2 , v1 ≤ v2 ∈ [0, 1]. In the independent case, the copula is C(u, v) = uv. Generally, max(0, u + v − 1) ≤
C(u, v) ≤ min(u, v). The three most important copulas are the independent copula uv, the Fréchet lower
bound max(0, u + v − 1), and the Fréchet upper
bound min(u, v). Let U and V be the induced random
variables from some copula law C(u, v). We know
that U = V if and only if C(u, v) = min(u, v), U =
1 − V if and only if C(u, v) = max(0, u + v − 1)
and U and V are stochastically independent if and
only if C(u, v) = uv.
For examples of parametric families of copulas, the reader can consult Table 1. The Gaussian
copula is defined later in the section ‘Construction
of Copulas’. The t-copula is given in equation (9).
Table 1 contains one and two parameter models.
The single parameter models are Ali–Mikhail–Haq,
Cook–Johnson [4], Cuadras–Augé-1, Frank, Fréchet
-1, Gumbel, Morgenstern, Gauss, and Plackett. The
two parameter models are Carrière, Cuadras–Augé-2,
Fréchet-2, Yashin–Iachine and the t-copula.
Next, consider Frank’s copula. It was used to
construct Figure 1. In that graph, 100 random pairs
are drawn and plotted at various correlations. Examples of negative, positive, and independent samples
are given. The copula developed by Frank [8] and
later analyzed by [13] is especially useful because it
includes the three most important copulas in the limit
and because of simplicity.
Traditionally, dependence is always reported as
a correlation coefficient. Correlation coefficients are
used as a way of comparing copulas within a family
and also between families. A modern treatment of
correlation may be found in [17].
The two classical measures of association are
Spearman’s rho and Kendall’s tau. These measures
are defined as follows:

Spearman: ρ = 12

Kendall: τ = 4
0

0
1

1



1

C(u, v) du dv − 3,

(1)

0



1
0

C(u, v) dC(u, v) − 1. (2)
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Table 1

One and two parameter bivariate copulas
C(u, v) where (u, v) ∈ [0, 1]2

Parameters

uv[1 − α(1 − u)(1 − v)]−1
(1 − p)uv + p(u−α + v −α − 1)−1/α
[u−α + v −α − 1]−1/α
[min(u, v)]α [uv]1−α
u1−α v 1−β min(uα , v β )
−1
α ln[1 + (eαu − 1)(eαv − 1)(eα − 1)−1 ]
p max(0, u + v − 1) + (1 − p) min(u, v)
p max(0, u + v − 1) + (1 − p − q)uv + q min(u, v)
G(−1 (u), −1 (v)|ρ)
exp{−[(− ln u)α + (− ln v)α ]1/α }
uv[1 + 3ρ(1 − u)(1 − v)]

1 + (α − 1)(u + v) − 1 + (α − 1)(u + v)2 + 4α(1 − α)
1
(α − 1)
2
CT (u, v|ρ, r)
(uv)1−p (u−α + v −α − 1)−p/α

−1 < α < 1
0 ≤ p ≤ 1, α > 0
α>0
0≤α≤1
0 ≤ α, β ≤ 1
α = 0
0≤p≤1
0 ≤ p, q ≤ 1
−1 < ρ < 1
α>0
− 13 < ρ < 13

Model name
Ali–Mikhail–Haq
Carrière
Cook–Johnson
Cuadras–Augé-1
Cuadras–Augé-2
Frank
Fréchet-1
Fréchet-2
Gauss
Gumbel
Morgenstern
Plackett
t-copula
Yashin–Iachine

1.0

−1 < ρ < 1, r > 0
0 ≤ p ≤ 1, α > 0

1.0
Independent

Positive correlation
0.8

0.6

0.6

v

v

0.8

0.4

0.4

0.2

0.2

0.0

0.2

0.4

0.6

0.8

1.0

0.0

0.2

0.4

u

0.6

0.8

1.0

0.8

1.0

u

1.0

1.0
Strong negative correlation

Negative correlation
0.8

0.6

0.6

v

v

0.8

0.4

0.4

0.2

0.2

0.0

0.2

0.4

0.6

u
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α≥0
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1.0

0.0

0.2

0.4

0.6

u

Scatter plots of 100 random samples from Frank’s copula under different correlations

Copulas
It is well-known that −1 ≤ ρ ≤ 1 and if C(u, v) =
uv, then ρ = 0. Moreover, ρ = +1 if and only
if C(u, v) = min(u, v) and ρ = −1 if and only if
C(u, v) = max(0, u + v − 1). Kendall’s tau also has
these properties. Examples of copula families that
include the whole range of correlations are Frank,
Fréchet, Gauss, and t-copula. Families that only allow
positive correlation are Carrière, Cook–Johnson, Cuadras–Augé, Gumbel, and Yashin–Iachine. Finally,
the Morgenstern family can only have a correlation
between − 13 and 13 .

Definitions and Sklar’s Existence and
Uniqueness Theorem
In this section, we give a general definition of a
copula and we also present Sklar’s Theorem. This
important result is very useful in probabilistic modeling because the marginal distributions are often
known. This result implies that the construction of
any multivariate distribution can be split into the construction of the marginals and the copula separately.
Let P denote a probability function and let Uk
k = 1, 2, . . . , n, for some fixed n = 1, 2, . . . be a
collection of uniformly distributed random variables
on the unit interval [0,1]. That is, the marginal CDF
is equal to P[Uk ≤ u] = u whenever u ∈ [0, 1]. Next,
a copula function is defined as the joint CDF of all
these n uniform random variables. Let uk ∈ [0, 1].
We define
C(u1 , u2 , . . . , un ) = P[U1 ≤ u1 , U2
≤ u2 , . . . , Un ≤ un ].

(3)

An important property of C is uniform continuity. If
independent,
U1 , U2 , . . . , Un are jointly stochastically

then C(u1 , u2 , . . . , un ) = nk=1 uk . This is called
the independent copula. Also note that for all
k, P[U1 ≤ u1 , U2 ≤ u2 , . . . , Un ≤ un ] ≤ uk . Thus,
C(u1 , u2 , . . . , un ) ≤ min(u1 , u2 , . . . , un ). By letting
U1 = U2 = · · · = Un , we find that the bound
min(u1 , u2 , . . . , un ) is also a copula function. It
is called the Fréchet upper bound. This function
represents perfect positive dependence between
all the random variables. Next, let X1 , . . . , Xn
be any random variable defined on the same
probability space. The marginals are defined as
Fk (xk ) = P[Xk ≤ xk ] while the joint CDF is defined
as H (x1 , . . . , xn ) = P[X1 ≤ x1 , . . . , Xn ≤ xn ] where
xk ∈  for all k = 1, 2, . . . , n.
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Theorem 1 [Sklar, 1959] Let H be an n-dimensional CDF with 1-dimensional marginals equal to Fk ,
k = 1, 2, . . . , n. Then there exists an n-dimensional
copula function C (not necessarily unique) such that
H (x1 , x2 , . . . , xn ) = C(F1 (x1 ), F2 (x2 ), . . . , Fn (xn )).
(4)
Moreover, if H is continuous then C is unique,
otherwise C is uniquely determined on the Cartesian
product ran(F1 ) × ran(F2 ) × · · · × ran(Fn ), where
ran(Fk ) = {Fk (x) ∈ [0, 1]: x ∈ }. Conversely, if C
is an n-dimensional copula and F1 , F2 , . . . , Fn are
any 1-dimensional marginals (discrete, continuous,
or mixed) then C(F1 (x1 ), F2 (x2 ), . . . , Fn (xn )) is an
n-dimensional CDF with 1-dimensional marginals
equal to F1 , F2 , . . . , Fn .
A similar result was also given by [1] for
multivariate survival functions that are more useful
than CDFs when modeling joint lifetimes. In this
case, the survival function has a representation: S(x1 ,
x2 , . . . , xn ) = C(S1 (x1 ), S2 (x2 ), . . . , Sn (xn )), where
Sk (xk ) = P[Xk > xk ] and S(x1 , . . . , xn ) = P[X1 >
x1 , . . . , Xn > xn ].

Construction of Copulas
1. Inversion of marginals: Let G be an n-dimensional
CDF with known marginals F1 , . . . , Fn . As an
example, G could be a multivariate standard Gaussian
CDF with an n × n correlation matrix R. In that case,
G(x1 . . . . , xn |R)
 xn

=
···
−∞

x1

1

−∞

(2π)n/2 |R| 2

1



1
−1

× exp − [z1 , . . . , zn ]R [z1 , . . . , zn ]
2
× dz1 · · · dzn ,

(5)

and Fk (x) = (x) for all k, where (x) =
1
√
x
− z2
2 dz is the univariate standard
−∞ (1/ 2π)e
Gaussian CDF. Now, define the inverse Fk−1 (u) =
inf{x ∈ : Fk (x) ≥ u}. In the case of continuous distributions, Fk−1 is unique and we find
that C(u1 . . . . , un ) = G(F1−1 (u1 ), . . . , Fn−1 (un )) is a
unique copula. Thus, G(−1 (u1 ), . . . , −1 (un )|R)
is a representation of the multivariate Gaussian
copula. Alternately, if the joint survival function
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S(x1 , x2 , . . . , xn ) and its marginals Sk (x) are known,
then S(S1−1 (u1 ), . . . , Sn−1 (un )) is also a unique copula
when S is continuous.
2. Mixing of copula families: Next, consider a class
of copulas indexed by a parameter ω ∈  and denoted
as Cω . Let M denote a probabilistic measure on .
Define a new mixed copula as follows:

Cω (u1 , . . . , un ) dM(ω).
C(u1 , . . . , un ) =


(6)

Examples of this type of construction can be found
in [3, 9].
3. Inverting mixed multivariate distributions (frailties): In this section, we describe how a new copula
can be constructed by first mixing multivariate distributions and then inverting the new marginals. As
an example, we construct the multivariate t-copula.
Let G be an n-dimensional standard Gaussian CDF
with correlation matrix R and let Z1 , . . . , Zn be
the induced randomvariables with common CDF
(z). Define Wr = χr2 /r and Tk = Zk /Wr , where
χr2 is a chi-squared random variable with r > 0
degrees of freedom that is stochastically independent of Z1 , . . . , Zn . Then Tk is a random variable
with a standard t-distribution. Thus, the joint CDF
of T1 , . . . , Tn is
P[T1 ≤ t1 , . . . , Tn ≤ tn ] = E[G(Wr t1 , . . . , Wr tn |R)],

(7)
where the expectation is taken with respect to Wr .
Note that the marginal CDFs are equal to
1

 t
(r + 1)
2
1 
P[Tk ≤ t] = E[(Wr t)] =
r
−∞
2
z2
× 1+
r

1
− (r+1)
2

dz ≡ Tr (t). (8)

Thus, the t-copula is defined as
CT (u1 . . . . , un |R, r)
−1
= E[G(Wr T −1
r (u1 ), . . . , Wr T r (un )|R)].

(9)

This technique is sometimes called a frailty
construction. Note that the chi-squared distribution
assumption can be replaced with other nonnegative
distributions.
4. Generators: Let MZ (t) = E[etZ ] denote the
moment generating function of a nonnegative random

variable Z ≥ 0. Then, it can be shown that
n
−1
MZ
k=1 MZ (uk ) is a copula function constructed
by a frailty method. In this case, the MGF is called
a generator. Given a generator, denoted by g(t), the
copula is constructed as
 n


−1
g (uk ) .
(10)
C(u1 , . . . , un ) = g
k=1

Consult [14] for a discussion of Archimedian
generators.
5. Ad hoc methods: The geometric average method
was used by [5, 20]. In this case, if 0 < α < 1
and C1 , C2 are distinct bivariate copulas, then
[C1 (u, v)]α [C2 (u, v)]1−α may also be a copula when
C2 (u, v) ≥ C1 (u, v) for all u, v. This is a special case
of the transform g −1 [  g[Cω (u1 . . . . , un )] dM(ω)].
Another ad hoc technique is to construct a copula (if
possible) with the transformation g −1 [C(g(u), g(v))]
where g(u) = uξ as an example.
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et leurs marges, Publications de I’Institut de Statistique
de l’Universite de Paris 8, 229–231.
[20] Yashin, A. & Iachine, I. (1995). How long can humans
live? Lower bound for biological limit of human
longevity calculated from Danish twin data using correlated frailty model, Mechanisms of Ageing and Development 80, 147–169.

(See also Claim Size Processes; Comonotonicity;
Credit Risk; Dependent Risks; Value-at-risk)
J.F. CARRIÈRE

Cramér–Lundberg
Asymptotics
In risk theory, the classical risk model is a compound
Poisson risk model. In the classical risk model, the
number of claims up to time t ≥ 0 is assumed to be a
Poisson process N (t) with a Poisson rate of λ > 0;
the size or amount of the i th claim is a nonnegative
random variable Xi , i = 1, 2, . . .; {X1 , X2 , . . .} are
assumed to be independent and identically distributed
with common distribution function
 ∞ P (x) = Pr{X1 ≤
x} and common mean µ = 0 P (x) dx > 0; and
the claim sizes {X1 , X2 , . . .} are independent of the
claim number process {N (t), t ≥ 0}. Suppose that
an insurer charges premiums at a constant rate of
c > λµ, then the surplus at time t of the insurer
with an initial capital of u ≥ 0 is given by
X(t) = u + ct −

N(t)


Cramér–Lundberg condition. This condition is to
assume that there exists a constant κ > 0, called
the adjustment coefficient, satisfying the following
Lundberg equation
 ∞
c
eκx P (x) dx = ,
λ
0
or equivalently


∞

eκx dF (x) = 1 + θ,

(4)

0

x
where F (x) = (1/µ) 0 P (y) dy is the equilibrium
distribution of P.
Under the condition (4), the Cramér–Lundberg
asymptotic formula states that if
 ∞
xeκx dF (x) < ∞,
0

then
Xi ,

t ≥ 0.

(1)

θµ



ψ(u) ∼

i=1

∞

ye P (y) dy

κ

One of the key quantities in the classical risk model is
the ruin probability, denoted by ψ(u) as a function
of u ≥ 0, which is the probability that the surplus of
the insurer is below zero at some time, namely,

e−κu as u → ∞. (5)

κy

0

If



∞

xeκx dF (x) = ∞,

(6)

0

ψ(u) = Pr{X(t) < 0 for some t > 0}.

(2)

To avoid ruin with certainty or ψ(u) = 1, it is necessary to assume that the safety loading θ, defined by
θ = (c − λµ)/(λµ), is positive, or θ > 0. By using
renewal arguments and conditioning on the time and
size of the first claim, it can be shown (e.g. (6) on
page 6 of [25]) that the ruin probability satisfies the
following integral equation, namely,


λ u
λ ∞
P (y) dy +
ψ(u − y)P (y) dy,
ψ(u) =
c u
c 0
(3)
where throughout this article, B(x) = 1 − B(x)
denotes the tail of a distribution function B(x).
In general, it is very difficult to derive explicit
and closed expressions for the ruin probability. However, under suitable conditions, one can obtain some
approximations to the ruin probability.
The pioneering works on approximations to
the ruin probability were achieved by Cramér
and Lundberg as early as the 1930s under the

then
ψ(u) = o(e−κu ) as u → ∞;

(7)

and meanwhile, the Lundberg inequality states that
ψ(u) ≤ e−κu ,

u ≥ 0,

(8)

where a(x) ∼ b(x) as x → ∞ means limx→∞ a(x)/
b(x) = 1.
The asymptotic formula (5) provides an exponential asymptotic estimate for the ruin probability
as u → ∞, while the Lundberg inequality (8) gives
an exponential upper bound for the ruin probability for all u ≥ 0. These two results constitute the
well-known Cramér–Lundberg approximations for
the ruin probability in the classical risk model.
When the claim sizes are exponentially distributed,
that is, P (x) = e−x/µ , x ≥ 0, the ruin probability has
an explicit expression given by


1
θ
ψ(u) =
exp −
u , u ≥ 0.
1+θ
(1 + θ)µ
(9)
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Thus, the Cramér–Lundberg asymptotic formula is
exact when the claim sizes are exponentially distributed. Further, the Lundberg upper bound can be
improved so that the improved Lundberg upper bound
is also exact when the claim sizes are exponentially distributed. Indeed, it can be proved under the
Cramér–Lundberg condition (e.g. [6, 26, 28, 45]) that
ψ(u) ≤ βe−κu ,

u ≥ 0,

(10)

where β is a constant, given by
 ∞
eκy dF (y)
t
−1
,
β = inf
0≤t<∞
eκt F (t)
and satisfies 0 < β ≤ 1.
This improved Lundberg upper bound (10) equals
the ruin probability when the claim sizes are exponentially distributed. In fact, the constant β in (10) has
an explicit expression of β = 1/(1 + θ) if the distribution F has a decreasing failure rate; see, for
example [45], for details.
The Cramér–Lundberg approximations provide an
exponential description of the ruin probability in the
classical risk model. They have become two standard
results on ruin probabilities in risk theory.
The original proofs of the Cramér–Lundberg
approximations were based on Wiener–Hopf methods and can be found in [8, 9] and [29, 30]. However, these two results can be proved in different
ways now. For example, the martingale approach
of Gerber [20, 21], Wald’s identity in [35], and the
induction method in [24] have been used to prove the
Lundberg inequality. Further, since the integral equation (3) can be rewritten as the following defective
renewal equation
 u
1
1
F (u) +
ψ(u − x) dF (x),
ψ(u) =
1+θ
1+θ 0
u ≥ 0,

(11)

the Cramér–Lundberg asymptotic formula can be
obtained simply from the key renewal theorem for
the solution of a defective renewal equation, see,
for instance [17]. All these methods are much simpler than the Wiener–Hopf methods used by Cramér
and Lundberg and have been used extensively in
risk theory and other disciplines. In particular, the
martingale approach is a powerful tool for deriving
exponential inequalities for ruin probabilities. See, for

example [10], for a review on this topic. In addition, the induction method is very effective for one
to improve and generalize the Lundberg inequality.
The applications of the method for the generalizations and improvements of the Lundberg inequality
can be found in [7, 41, 42, 44, 45].
Further, the key renewal theorem has become a
standard method for deriving exponential asymptotic
formulae for ruin probabilities and related ruin quantities, such as the distributions of the surplus just
before ruin, the deficit at ruin, and the amount of
claim causing ruin; see, for example [23, 45].
Moreover, the Cramér–Lundberg asymptotic formula is also available for the solution to defective renewal equation, see, for example [19, 39] for
details. Also, a generalized Lundberg inequality for
the solution to defective renewal equation can be
found in [43].
On the other hand, the solution to the defective
renewal equation (11) can be expressed as the tail of
a compound geometric distribution, namely,
n
∞ 
1
θ 
F (n) (u), u ≥ 0,
ψ(u) =
1 + θ n=1 1 + θ
(12)
where F (n) (x) is the n-fold convolution of the distribution function F (x). This expression is known as
Beekman’s convolution series.
Thus, the ruin probability in the classical risk
model can be characterized as the tail of a compound
geometric distribution. Indeed, the Cramér–Lundberg
asymptotic formula and the Lundberg inequality can
be stated generally for the tail of a compound geometric distribution. The tail of a compound geometric distribution is a very useful probability model
arising in many applied probability fields such as
risk theory, queueing, and reliability. More applications of a compound geometric distribution in
risk theory can be found in [27, 45], and among
others.
It is clear that the Cramér–Lundberg condition
plays a critical role in the Cramér–Lundberg
approximations. However, there are many interesting
claim size distributions that do not satisfy the
Cramér–Lundberg condition. For example, when the
moment generating function of a distribution does not
exist or a distribution is heavy-tailed such as Pareto
and log-normal distributions, the Cramér–Lundberg
condition is not valid. Further, even if the moment
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generating function of a distribution exists, the
Cramér–Lundberg condition may still fail. In fact,
there exist some claim size distributions, including
certain inverse Gaussian and generalized inverse
distributions, so that for any r > 0 with
Gaussian
∞ rx
0 e dF (x) < ∞,
 ∞
erx dF (x) < 1 + θ.
0

Such distributions are said to be medium tailed; see,
for example, [13] for details.
For these medium- and heavy-tailed claim size distributions, the Cramér–Lundberg approximations are
not applicable. Indeed, the asymptotic behaviors of
the ruin probability in these cases are totally different from those when the Cramér–Lundberg condition
holds. For instance, if F is a subexponential distribution, which means
lim

x→∞

F (2) (x)
F (x)

= 2,

(13)

then the ruin probability ψ(u) has the following
asymptotic form
1
ψ(u) ∼ F (u) as u → ∞,
θ

ψ(u) ≤ B(u),

u ≥ 0.

(16)

The condition (15) can be satisfied by some medium
and heavy-tailed claim size distributions. See, [6, 41,
42, 45] for more discussions on this aspect. However,
the condition (15) still fails for some claim size
distributions; see, for example, [6] for the explanation
of this case.
Dickson [11] adopted a truncated Lundberg condition and assumed that for any u > 0 there exists a
constant κu > 0 so that
 u
eκu x dF (x) = 1 + θ.
(17)
0

Under the truncated condition (17), Dickson [11]
derived an upper bound for the ruin probability, and
further Cai and Garrido [7] gave an improved upper
bound and a lower bound for the ruin probability,
which state that
θe−2κu u + F (u)

≤ ψ(u) ≤

θe−κu u + F (u)
θ + F (u)

,

u > 0.
(18)

(14)

In particular, an exponential distribution is an example of an NWU distribution when the equality holds
in (14).
Willmot [41] used an NWU distribution function
to replace the exponential function in the Lundberg
equation (4) and assumed that there exists an NWU
distribution B so that
 ∞
(B(x))−1 dF (x) = 1 + θ.
(15)
0

Under the condition (15), Willmot [41] derived a
generalized Lundberg upper bound for the ruin probability, which states that

θ + F (u)

which implies that ruin is asymptotically determined
by a large claim. A review of the asymptotic behaviors of the ruin probability with medium- and heavytailed claim size distributions can be found in [15,
16].
However, the Cramér–Lundberg condition can be
generalized so that a generalized Lundberg inequality
holds for more general claim size distributions. In
doing so, we recall from the theory of stochastic
orderings that a distribution B supported on [0, ∞)
is said to be new worse than used (NWU) if for any
x ≥ 0 and y ≥ 0,
B(x + y) ≥ B(x)B(y).
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The truncated condition (17) applies to any positive claim size distribution with a finite mean. In
addition, even when the Cramér–Lundberg condition
holds, the upper bound in (18) may be tighter than
the Lundberg upper bound; see [7] for details.
The Cramér–Lundberg approximations are also
available for ruin probabilities in some more general risk models. For instance, if the claim number
process N (t) in the classical risk model is assumed
to be a renewal process, the resulting risk model is
called the compound renewal risk model or the Sparre
Andersen risk model. In this risk model, interclaim
times {T1 , T2 , . . .} form a sequence of independent
and identically distributed positive random variables
with common
distribution function G(t) and common
∞
mean 0 G(t) dt = (1/α) > 0. The ruin probability in the Sparre Andersen risk model, denoted by
ψ 0 (u), satisfies the same defective renewal equation
as (11) for ψ(u) and is thus the tail of a compound
geometric distribution. However, the underlying distribution in the defective renewal equation in this case
is unknown in general; see, for example, [14, 25] for
details.
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Suppose that there exists a constant κ 0 > 0 so that
E(eκ

0

(X1 −cT1 )

) = 1.

(19)

Thus, under the condition (19), by the key renewal
theorem, we have
ψ 0 (u) ∼ C0 e−κ

0

u

as u → ∞,

(20)

where C0 > 0 is a constant. Unfortunately, the
constant C0 is unknown since it depends on
the unknown underlying distribution. However, the
Lundberg inequality holds for the ruin probability
ψ 0 (u), which states that
ψ 0 (u) ≤ e−κ u ,
0

u ≥ 0;

(21)

see, for example, [25] for the proofs of these results.
Further, if the claim number process N (t) in the
classical risk model is assumed to be a stationary renewal process, the resulting risk model is
called the compound stationary renewal risk model.
In this risk model, interclaim times {T1 , T2 , . . .} form
a sequence of independent positive random variables;
{T2 , T3 , . . .} have a common distribution function
G(t) as that in the compound renewal risk model;
and T1 has an equilibrium distribution function of
t
Ge (t) = α 0 G(s) ds. The ruin probability in this risk
model, denoted by ψ e (u), can be expressed as the
function of ψ 0 (u), namely

αµ
αµ u 0
F (u) +
ψ (u − x) dF (x),
ψ e (u) =
c
c 0
(22)
which follows from conditioning on the size and time
of the first claim; see, for example, (40) on page 69
of [25].
Thus, applying (20) and (21) to (22), we have
ψ e (u) ∼ Ce e−κ

0

u

as u → ∞,

(23)

and
ψ e (u) ≤

α
0
(m(κ 0 ) − 1)e−κ u ,
cκ 0

the constant (α/cκ 0 )(m(κ 0 ) − 1) in the Lundberg
upper bound (24) may be greater than one.
The Cramér–Lundberg approximations to the ruin
probability in a risk model when the claim number
process is a Cox process can be found in [2, 25, 38].
For the Lundberg inequality for the ruin probability
in the Poisson shot noise delayed-claims risk model,
see [3]. Moreover, the Cramér–Lundberg approximations to ruin probabilities in dependent risk models
can be found in [22, 31, 33].
In addition, the ruin probability in the perturbed
compound Poisson risk model with diffusion also
admits the Cramér–Lundberg approximations. In this
risk model, the surplus process X(t) satisfies

u ≥ 0, (24)

Ce = (α/cκ 0 )(m(κ 0 ) − 1)C0 and m(t) =
where
∞ tx
0 e dP (x) is the moment generating function of
the claim size distribution P. Like the case in the
Sparre Andersen risk model, the constant Ce in the
asymptotic formula (23) is also unknown. Further,

X(t) = u + ct −

N(t)


Xi + Wt ,

t ≥ 0, (25)

i=1

where {Wt , t ≥ 0} is a Wiener process, independent
of the Poisson process {N (t), t ≥ 0} and the claim
sizes {X1 , X2 , . . .}, with infinitesimal drift 0 and
infinitesimal variance 2D > 0.
Denote the ruin probability in the perturbed risk
model by ψp (u) and assume that there exists a
constant R > 0 so that
 ∞
eRx dP (x) + DR 2 = λ + cR.
(26)
λ
0

Then Dufresne and Gerber [12] derived the following
Cramér–Lundberg asymptotic formula
ψp (u) ∼ Cp e−Ru as u → ∞,
and the following Lundberg upper bound
ψp (u) ≤ e−Ru ,

u ≥ 0,

(27)

where Cp > 0 is a known constant. For the
Cramér–Lundberg approximations to ruin probabilities in more general perturbed risk models, see [18,
37]. A review of perturbed risk models and the
Cramér–Lundberg approximations to ruin probabilities in these models can be found in [36].
We point out that the Lundberg inequality is also
available for ruin probabilities in risk models with
interest. For example, Sundt and Teugels [40] derived
the Lundberg upper bound for the ruin probability
in the classical risk model with a constant force of
interest; Cai and Dickson [5] gave exponential upper
bounds for the ruin probability in the Sparre Andersen
risk model with a constant force of interest; Yang [46]
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obtained exponential upper bounds for the ruin probability in a discrete time risk model with a constant
rate of interest; and Cai [4] derived exponential upper
bounds for ruin probabilities in generalized discrete
time risk models with dependent rates of interest. A
review of risk models with interest and investment
and ruin probabilities in these models can be found
in [32]. For more topics on the Cramér–Lundberg
approximations to ruin probabilities, we refer to [1,
15, 21, 25, 34, 45], and references therein.
To sum up, the Cramér–Lundberg approximations
provide an exponential asymptotic formula and an
exponential upper bound for the ruin probability in
the classical risk model or for the tail of a compound
geometric distribution. These approximations are also
available for ruin probabilities in other risk models
and appear in many other applied probability models.
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Lundberg, F. (1926). in Försäkringsteknisk Riskutjämning, F. Englunds, A.B. Bobtryckeri, Stockholm.
Lundberg, F. (1932). Some supplementary researches on
the collective risk theory, Skandinavisk Aktuarietidskrift
15, 137–158.
Müller, A. & Pflug, G. (2001). Asymptotic ruin probabilities for risk processes with dependent increments,
Insurance: Mathematics and Economics 28, 381–392.
Paulsen, J. (1998). Ruin theory with compounding
assets – a survey, Insurance: Mathematics and Economics 22, 3–16.
Promislow, S.D. (1991). The probability of ruin in a process with dependent increments, Insurance: Mathematics
and Economics 10, 99–107.
Rolski, T., Schmidli, H., Schmidt, V. & Teugels, J.
(1999). Stochastic Processes for Insurance and Finance,
John Wiley & Sons, Chichester.

6
[35]

Cramér–Lundberg Asymptotics

Ross, S. (1996). Stochastic Processes, 2nd Edition,
Wiley, New York.
[36] Schlegel, S. (1998). Ruin probabilities in perturbed
risk models, Insurance: Mathematics and Economics 22,
93–104.
[37] Schmidli, H. (1995). Cramér–Lundberg approximations
for ruin probabilities of risk processes perturbed by
diffusion, Insurance: Mathematics and Economics 16,
135–149.
[38] Schmidli, H. (1996). Lundberg inequalities for a Cox
model with a piecewise constant intensity, Journal of
Applied Probability 33, 196–210.
[39] Schmidli, H. (1997). An extension to the renewal
theorem and an application to risk theory, Annals of
Applied Probability 7, 121–133.
[40] Sundt, B. & Teugels, J.L. (1995). Ruin estimates under
interest force, Insurance: Mathematics and Economics
16, 7–22.
[41] Willmot, G.E. (1994). Refinements and distributional
generalizations of Lundberg’s inequality, Insurance:
Mathematics and Economics 15, 49–63.

[42]

Willmot, G.E. (1996). A non-exponential generalization
of an inequality arising in queueing and insurance risk,
Journal of Applied Probability 33, 176–183.
[43] Willmot, G., Cai, J. & Lin, X.S. (2001). Lundberg
inequalities for renewal equations, Advances of Applied
Probability 33, 674–689.
[44] Willmot, G.E. & Lin, X.S. (1994). Lundberg bounds on
the tails of compound distributions, Journal of Applied
Probability 31, 743–756.
[45] Willmot, G.E. & Lin, X.S. (2001). Lundberg Approximations for Compound Distributions with Insurance Applications, Springer-Verlag, New York.
[46] Yang, H. (1999). Non-exponential bounds for ruin probability with interest effect included, Scandinavian Actuarial Journal 66–79.

(See also Collective Risk Theory; Time of Ruin)
JUN CAI

Cramér–Lundberg
Condition and Estimate

Assume that the moment generating function of
X1 exists, and the adjustment coefficient equation,

The Cramér–Lundberg estimate (approximation) provides an asymptotic result for ruin probability. Lundberg [23] and Cramér [8, 9] obtained the result
for a classical insurance risk model, and Feller [15,
16] simplified the proof. Owing to the development
of extreme value theory and to the fact that claim
distribution should be modeled by heavy-tailed distribution, the Cramér–Lundberg approximation has
been investigated under the assumption that the claim
size belongs to different classes of heavy-tailed distributions. Vast literature addresses this topic: see,
for example [4, 13, 25], and the references therein.
Another extension of the classical Cramér–Lundberg
approximation is the diffusion perturbed model
[10, 17].

has a positive solution. Let R denote this positive
solution. If
 ∞
xeRx F (x) dx < ∞,
(5)

MX (r) = E[erX ] = 1 + (1 + θ)µr,

Classical Cramér–Lundberg
Approximations for Ruin Probability
The classical insurance risk model uses a compound
Poisson process. Let U (t) denote the surplus process of an insurance company at time t. Then
U (t) = u + ct −

N(t)


Xi

(1)

i=1

where u is the initial surplus, N (t) is the claim
number process, which we assume to be a Poisson
process with intensity λ, Xi is the claim random
variable. We assume that {Xi ; i = 1, 2, . . .} is an i.i.d.
sequence with the same distribution F (x), which has
mean µ, and independent of N (t). c denotes the risk
premium rate and we assume that c = (1 + θ)λµ,
where θ > 0 is called the relative security loading.
Let
T = inf{t; U (t) < 0|U (0) = u},

inf ∅ = ∞. (2)

The probability of ruin is defined as
ψ(u) = P (T < ∞|U (0) = u).

(3)

The Cramér–Lundberg approximation (also called
the Cramér–Lundberg estimate) for ruin probability
can be stated as follows:

(4)

0

then

ψ(u) ∼ Ce−Ru ,

u → ∞,

(6)

where


R
C=
θµ



∞

−1
Rx

xe F (x) dx

.

(7)

0

Here, F (x) = 1 − F (x).
The adjustment coefficient equation is also called
the Cramér–Lundberg condition. It is easy to see
that whenever R > 0 exists, it is uniquely determined [19]. When the adjustment coefficient R exists,
the classical model is called the classical Lundberg–Cramér model. For more detailed discussion
of Cramér–Lundberg approximation in the classical
model, see [13, 25].
Willmot and Lin [31, 32] extended the exponential function in the adjustment coefficient equation
to a new, worse than used distribution and obtained
bounds for the subexponential or finite moments
claim size distributions. Sundt and Teugels [27] considered a compound Poisson model with a constant
interest force and identified the corresponding Lundberg condition, in which case, the Lundberg coefficient was replaced by a function.
Sparre Andersen [1] proposed a renewal insurance
risk model by replacing the assumption that N (t)
is a homogeneous Poisson process in the classical
model by a renewal process. The inter-claim arrival
times T1 , T2 , . . . are then independent and identically distributed with common distribution G(x) =
P (T1 ≤ x) satisfying G(0) = 0. Here, it is implicitly assumed
that a claim has occurred at time 0.
 +∞
Let λ−1 = 0 x dG(x) denote the mean of G(x).
The compound Poisson model is a special case of
the Andersen model, where G(x) = 1 − e−λx (x ≥
0, λ > 0).
Result (6) is still true for the Sparre Anderson
model, as shown by Thorin [29], see [4, 14].
Asmussen [2, 4] obtained the Cramér–Lundberg
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approximation for Markov-modulated random
walk models.

Heavy-tailed Distributions
In the classical Lundberg–Cramér model, we assume
that the moment generating function of the claim
random variable exists. However, as evidenced
by Embrechts et al. [13], heavy-tailed distribution
should be used to model the claim distribution.
One important concept in the extreme value theory
is called regular variation. A positive, Lebesgue
measurable function L on (0, ∞) is slowly varying
at ∞ (denoted as L ∈ R0 ) if
lim

x→∞

L(tx)
= 1,
L(x)

t > 0.

(8)

L is called regularly varying at ∞ of index α ∈ R
(denoted as L ∈ Rα ) if
lim

x→∞

L(tx)
= tα,
L(x)

t > 0.

(9)

For detailed discussions of regular variation functions, see [5].
Let the integrated tail distribution of F (x) be
x
FI (x) = µ1 0 F (y) dy (FI is also called the equilibrium distribution of F ), where F (x) = 1 − F (x).
Under the classical model and assuming a positive
security loading, for the claim size distributions with
regularly varying tails we have
 ∞
1
1
F (y) dy = F I (u), u → ∞.
ψ(u) ∼
θµ u
θ
(10)
Examples of distributions with regularly varying tails
are Pareto, Burr, log-gamma, and truncated stable
distributions. For further details, see [13, 25].
A natural and commonly used heavy-tailed distribution class is the subexponential class. A distribution function F with support (0, ∞) is subexponential
(denoted as F ∈ S), if for all n ≥ 2,
lim

x→∞

F n∗ (x)
F (x)

= n,

(11)

where F n∗ denotes the nth convolution of F with
itself. Chistyakov [6] and Chover et al. [7] independently introduced the class S. For a detailed discussion of the subexponential class, see [11, 28]. For

a discussion of the various types of heavy-tailed
distribution classes and the relationship among the
different classes, see [13].
Under the classical model and assuming a positive
security loading, for the claim size distributions with
subexponential integrated tail distribution, the asymptotic relation (10) holds. The proof of this result can
be found in [13]. Von Bahr [30] obtained the same
result when the claim size distribution was Pareto.
Embrechts et al. [13] (see also [14]) extended the
result to a renewal process model. Embrechts and
Klüppelberg [12] provided a useful review of both
the mathematical methods and the important results
of ruin theory.
Some studies have used models with interest rate
and heavy-tailed claim distribution; see, for example,
[3, 21]. Although the problem has not been completely solved for some general models, some authors
have tackled the Cramér–Lundberg approximation in
some cases. See, for example, [22].

Diffusion Perturbed Insurance Risk
Models
Gerber [18] introduced the diffusion perturbed compound Poisson model and obtained the Cramér–
Lundberg approximation for it. Dufresne and Gerber
[10] further investigated the problem. Let the surplus
process be
U (t) = u + ct −

N(t)


Xi + W (t)

(12)

i=1

where W (t) is a Brownian motion with drift 0 and
infinitesimal variance 2D > 0 and independent of
the claim process, and all the other symbols have
the same meaning as before. In this case, the ruin
probability ψ(u) can be decomposed into two parts:
ψ(u) = ψd (u) + ψs (u)

(13)

where ψd (u) is the probability that ruin is caused by
oscillation and ψs (u) is the probability that ruin is
caused by a claim. Assume that the equation
 ∞
erx dF (x) + Dr 2 = λ + cr
(14)
λ
0

has a positive solution. Let R denote this positive solution and call it the adjustment coefficient.
Dufresne and Gerber [10] proved that
ψd (u) ∼ C d e−Ru ,

u→∞

(15)
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and

ψs (u) ∼ C s e−Ru ,

[9]

u → ∞.

(16)

u → ∞,

(17)

Therefore,
ψ(u) ∼ Ce−Ru ,

where C = C d + C s .
Similar results have been obtained when the claim
distribution is heavy-tailed. If the equilibrium distribution function FI ∈ S, then we have
ψσ (u) ∼

1
FI ∗ G(u),
µθ

[10]

[11]

[12]

(18)

where G is an exponential distribution function with
mean Dc .
Schmidli [26] extended the Dufresne and Gerber
[10] results to the case where N (t) is a renewal process, and to the case where N (t) is a Cox process
with an independent jump intensity. Furrer [17] considered a model in which an α-stable Lévy motion is
added to the compound Poisson process. He obtained
the Cramér–Lundberg type approximations in both
light and heavy-tailed claim distribution cases.
For other related work on the Cramér–Lundberg
approximation, see [20, 24].

[13]

[14]

[15]

[16]

[17]
[18]
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Embrechts, P., Klüppelberg, C. & Mikosch, T. (1997).
Modelling Extremal Events for Insurance and Finance,
Springer, New York.
Embrechts, P. and Veraverbeke, N. (1982). Estimates
for the probability of ruin with special emphasis on the
possibility of large claims, Insurance: Mathematics and
Economics 1, 55–72.
Feller, W. (1968). An Introduction to Probability Theory
and its Applications, Vol. 1, 3rd Edition, Wiley, New
York.
Feller, W. (1971). An Introduction to Probability Theory
and its Applications, Vol. 2, 2nd Edition, Wiley, New
York.
Furrer, H. (1998). Risk processes perturbed by α-stable
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Credit Risk
Introduction
Credit risk captures the risk on a financial loss that an
institution may incur when it lends money to another
institution or person. This financial loss materializes
whenever the borrower does not meet all of its obligations specified under its borrowing contract. These
obligations have to be interpreted in a large sense.
They cover the timely reimbursement of the borrowed sum and the timely payment of the due interest
rate amounts, the coupons. The word ‘timely’ has
its importance also because delaying the timing of
a payment generates losses due to the lower time
value of money. Given that the lending of money
belongs to the core activities of financial institutions,
the associated credit risk is one of the most important risks to be monitored by financial institutions.
Moreover, credit risk also plays an important role
in the pricing of financial assets and hence influences the interest rate borrowers have to pay on their
loans. Generally speaking, banks will charge a higher
price to lend money if the perceived probability of
nonpayment by the borrower is higher. Credit risk,
however, also affects the insurance business as specialized insurance companies exist that are prepared
to insure a given bond issue. These companies are
called monoline insurers. Their main activity is to
enhance the credit quality of given borrowers by writing an insurance contract on the credit quality of the
borrower. In this contract, the monolines irrevocably
and unconditionally guarantee the payment of all the
agreed upon flows. If ever the original borrowers
are not capable of paying any of the coupons or the
reimbursement of the notional at maturity, then the
insurance company will pay in place of the borrowers, but only to the extent that the original debtors
did not meet their obligations. The lender of the
money is in this case insured against the credit risk
of the borrower.
Owing to the importance of credit risk management, a lot of attention has been devoted to credit risk
and the related research has diverged in many ways.
A first important stream concentrates on the empirical distribution of portfolios of credit risk; see, for
example, [1]. A second stream studies the role of
credit risk in the valuation of financial assets. Owing
to the credit spread being a latent part of the interest

rate, credit risk enters the research into term structure models and the pricing of interest rate options;
see, for example, [5] and [11]. In this case, it is the
implied risk neutral distributions of the credit spread
that is of relevance. Moreover, in order to be able to
cope with credit risk, in practice, a lot of financial
products have been developed. The most important
ones in terms of market share are the credit default
swap and the collateralized debt obligations. If one
wants to use these products, one must be able to value
them and manage them. Hence, a lot of research has
been spent on the pricing of these new products; see
for instance, [4, 5, 7, 9, 10]. In this article, we will
not cover all of the subjects mentioned but restrict
ourselves to some empirical aspects of credit risk as
well as the pricing of credit default swaps and collateralized debt obligations. For a more exhaustive
overview, we refer to [6] and [12].

Empirical Aspects of Credit Risk
There are two main determinants to credit risk: the
probability of nonpayment by the debtor, that is, the
default probability, and the loss given default. This
loss given default is smaller than the face amount of
the loan because, despite the default, there is always
a residual value left that can be used to help pay back
the loan or bond. Consider for instance a mortgage.
If the mortgage taker is no longer capable of paying
his or her annuities, the property will be foreclosed.
The money that is thus obtained will be used to pay
back the mortgage. If that sum were not sufficient to
pay back the loan in full, our protection seller would
be liable to pay the remainder. Both the default risk
and the loss given default display a lot of variation
across firms and over time, that is, cross sectional and
intertemporal volatility respectively. Moreover, they
are interdependent.

Probability of Default
The main factors determining the default risk are
firm-specific structural aspects, the sector a borrower
belongs to and the general economic environment.
First, the firm-specific structural aspects deal
directly with the default probability of the company
as they measure the debt repayment capacity of
the debtor. Because a great number of different
enterprise exists and because it would be very costly
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for financial institutions to analyze the balance sheets
of all those companies, credit rating agencies have
been developed. For major companies, credit-rating
agencies assign, against payment, a code that signals
the enterprise’s credit quality. This code is called
credit rating. Because the agencies make sure that
the rating is kept up to date, financial institutions use
them often and partially rely upon them. It is evident
that the better the credit rating the lower the default
probability and vice verse.
Second, the sector to which a company belongs,
plays a role via the pro- or countercyclical character of the sector. Consider for instance the sector
of luxury consumer products; in an economic downturn those companies will be hurt relatively more as
consumers will first reduce the spending on pure luxury products. As a consequence, there will be more
defaults in this sector than in the sector of basic consumer products.
Finally, the most important determinant for default
rates is the economic environment: in recessionary
periods, the observed number of defaults over all sectors and ratings will be high, and when the economy
booms, credit events will be relatively scarce. For the
period 1980–2002, default rates varied between 1 and
11%, with the maximum observations in the recessions in 1991 and 2001. The minima were observed
in 1996–1997 when the economy expanded.
The first two factors explain the degree of cross
sectional volatility. The last factor is responsible for
the variation over time in the occurrence of defaults.
This last factor implies that company defaults may
influence one another and that these are thus interdependent events. As such, these events tend to be
correlated both across firms as over time. Statistically,
together these factors give rise to a frequency distribution of defaults that is skewed with a long right
tail to capture possible high default rates, though the
specific shape of the probability distributions will be
different per rating class. Often, the gamma distribution is proposed to model the historical behavior of
default rates; see [1].

Recovery Value
The second element determining credit risk is the
recovery value or its complement: the loss you will
incur if the company in which you own bonds has
defaulted. This loss is the difference between the
amount of money invested and the recovery after the

default, that is, the amount that you are paid back.
The major determinants of the recovery value are
(a) the seniority of the debt instruments and (b) the
economic environment. The higher the seniority of
your instruments the lower the loss after default,
as bankruptcy law states that senior creditors must
be reimbursed before less senior creditors. So if the
seniority of your instruments is low, and there are a
lot of creditors present, they will be reimbursed in
full before you, and you will only be paid back on
the basis of what is left over.
The second determinant is again the economic
environment albeit via its impact upon default rates.
It has been found that default rates and recovery
value are strongly negatively correlated. This implies
that during economic recessions when the number
of defaults grows, the severity of the losses due to
the defaults will rise as well. This is an important
observation as it implies that one cannot model credit
risk under the assumption that default probability and
recovery rate are independent. Moreover, the negative correlation will make big losses more frequent
than under the independence assumption. Statistically
speaking, the tail of the distribution of credit risk
becomes significantly more important if one takes the
negative correlation into account (see [1]).
With respect to recovery rates, the empirical distribution of recovery rates has been found to be
bimodal: either defaults are severe and recovery values are low or recoveries are high, although the lower
mode is higher. This bimodal character is probably
due to the influence of the seniority. If one looks at
less senior debt instruments, like subordinated bonds,
one can see that the distribution becomes unimodal
and skewed towards lower recovery values. To model
the empirical distribution of recovery values, the beta
distribution is an acceptable candidate.

Valuation Aspects
Because credit risk is so important for financial institutions, the banking world has developed a whole
set of instruments that allow them to deal with credit
risk. The most important from a market share point of
view are two derivative instruments: the credit default
swap (CDS) and the collateralized debt obligation
(CDO). Besides these, various kinds of options have
been developed as well. We will only discuss the CDS
and the CDO.

Credit Risk
Before we enter the discussion on derivative
instruments, we first explain how credit risk enters
the valuation of the building blocks of the derivatives:
defaultable bonds.

Modeling of Defaultable Bonds
Under some set of simplifying assumptions, the price
at time t of a defaultable zero coupon bond, P (t, T )
can be shown to be equal to a combination of c
default-free zero bonds and (1 − c) zero recovery
defaultable bonds; see [5] or [11]:
 T

−
(r(s)+λ(s)) ds
t
P (t, T ) = (1 − c)1{τ >t} Et e
+ ce

−

T
t

r(s) ds

,

(1)

where c is the assumption on the recovery rate, r the
continuous compounded infinitesimal risk-free short
rate, 1{τ >t} is the indicator function signaling a default
time, τ , somewhere in the future, T is the maturity of
the bonds and λ(s) is the stochastic default intensity.
The probability
 that the bond in (1) survives until T
is given by e

−

T

λ(s) ds

of the first default
 . The density
T
−
λ(s) ds
time is given by Et λ(T )e t
, which follows
t

from the assumption that default times follow a Cox
process; see [8].
From (1) it can be deduced that knowledge of the
risk-free rate and knowledge of the default intensity allows us to price defaultable bonds and hence
products that are based upon defaultable bonds, as
for example, options on corporate bonds or credit
default swaps. The corner stones in these pricing
models are the specification of a law of motion for the
risk-free rate and the hazard rate and the calibration
of observable bond prices such that the models do
not generate arbitrage opportunities. The specifications of the process driving the risk-free rate and the
default intensity are mostly built upon mean reverting Brownian motions; see [5] or [11]. Because of
their reliance upon the intensity rate, these models
are called intensity-based models.

Credit Default Swaps
Credit default swaps can best be considered as tradable insurance contracts. This means that today I can
buy protection on a bond and tomorrow I can sell that
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same protection as easily as I bought it. Moreover,
a CDS works just as an insurance contract. The protection buyer (the insurance taker) pays a quarterly
fee and in exchange he gets reimbursed his losses if
the company on which he bought protection defaults.
The contract ends after the insurer pays the loss.
Within the context of the International Swap and
Derivatives Association, a legal framework and a set
of definitions of key concepts has been elaborated,
which allows credit default swaps to be traded efficiently. A typical contract consists only of a couple
of pages and it only contains the concrete details of
the transaction. All the other necessary clauses are
already foreseen in the ISDA set of rules.
One of these elements is the definition of default.
Typically, a credit default swap can be triggered
in three cases. The first is plain bankruptcy (this
incorporates filing for protection against creditors).
The second is failure to pay. The debtor did not meet
all of its obligations and he did not cure this within a
predetermined period of time. The last one is the case
of restructuring. In this event, the debtor rescheduled
the agreed upon payments in such way that the value
of all the payments is lowered.
The pricing equation for a CDS is given by
 T
τ
−
λ(u) du
(1 − c)
λ(τ )e t
P (τ ) dτ
t
s=
,
(2)
N
 Ti

−
λ(u) du
e 0
P (Ti )
i=1

where s is the quarterly fee to be paid to receive
credit protection, N denotes the number of insurance fee payments to be made until the maturity and Ti indicates the time of payment of the
fee. To calculate (2), the risk neutral default intensities must be known. There are three ways to
go about this. One could use intensity-based models as in (1). Another related way is not to build
a full model but to extract the default probabilities out of the observable price spread between
the risk-free and the risky bond by the use of
a bootstrap reasoning; see [7]. An altogether different approach is based upon [10]. The intuitive
idea behind it is that default is an option that
owners of an enterprise have; if the value of the
assets of the company descends below the value
of the liabilities, then it is rational for the owners
to default. Hence the value of default is calculated
as a put option and the time of default is given
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by the first time the asset value descends below
the value of the liabilities. Assuming a geometric Brownian motion as the stochastic process for
the value of the assets of a firm, one can obtain
the default probability at a given time
√ horizon as
N [−(ln(VA /XT ) + (µ − σA2 /2)T )/σA T ] where N
indicates the cumulative normal distribution, VA the
value of the assets of the firm, XT is value of the
liabilities at the horizon T , µ is the drift in the asset
value and σ stands for the volatility of the assets.
This probability can be seen as the first derivative
of the Black–Scholes price of a put option on the
value of the assets with strike equal to X; see [2].
A concept frequently used in this approach is distance to default. It indicates the number of standard
deviations a firm is away from default. The higher
the distance to default the less risky the firm. In
the setting from above, the distance
is given by
√
(ln(VA /XT ) + (µ − σA2 /2)T )/σA T .

Collateralized Debt Obligations (CDO)
Collateralised debt obligations are obligations whose
performance depends on the default behavior of an
underlying pool of credits (be it bonds or loans).
The bond classes that belong to the CDO issuance
will typically have a different seniority. The lowest
ranked classes will immediately suffer losses when
credits in the underlying pool default. The higher
ranked classes will never suffer losses as long as
the losses due to default in the underlying pool are
smaller than the total value of all classes with a lower
seniority. By issuing CDO’s, banks can reduce their
credit exposure because the losses due to defaults are
now born by the holders of the CDO.
In order to value a CDO, the default behavior of
a whole pool of credits must be known. This implies
that default correlation across companies must be
taken into account. Depending on the seniority of
the bond, the impact of the correlation will be more
important. Broadly speaking, two approaches to this
problem exist. On the one hand, the default distribution of the portfolio per se is modeled (cfr supra)
without making use of the market prices and spreads
of the credits that make out the portfolio. On the other
hand, models are developed that make use of all the
available market information and that obtain a risk
neutral price of the CDO.
In the latter approach, one mostly builds upon the
single name intensity models (see (1)) and adjusts

them to take default contagion into account; see [4]
and [13]. A simplified and frequently practiced approach is to use copulas in a Monte Carlo framework,
as it circumvents the need to formulate and calibrate
a diffusion equation for the default intensity; see [9].
In this setting, one simulates default times from
a multivariate distribution where the dependence
parameters are, like in the distance to default models,
estimated upon equity data. Frequently, the Gaussian
copula is used, but others like the t-copula have been
proposed as well; see [3].

Conclusion
From a financial point of view, credit risk is one of
the most important risks to be monitored in financial
institutions. As a result, a lot of attention has been
focused upon the empirical performance of portfolios
of credits. The importance of credit risk is also
expressed by the number of products that have been
developed in the market in order to deal appropriately
with the risk.
(The views expressed in this article are those
of the author and not necessarily those of Dexia
Bank Belgium.)
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De Pril Recursions and
Approximations
Introduction
Around 1980, following [15, 16], a literature on
recursive evaluation of aggregate claims distributions
started growing. The main emphasis was on the collective risk model, that is, evaluation of compound
distributions. However, De Pril turned his attention
to the individual risk model, that is, convolutions,
assuming that the aggregate claims of a risk (policy)
(see Aggregate Loss Modeling) were nonnegative
integers, and that there was a positive probability that
they were equal to zero.
In a paper from 1985 [3], De Pril first considered
the case in which the portfolio consisted of n independent and identical risks, that is, n-fold convolutions.
Next [4], he turned his attention to life portfolios
in which each risk could have at most one claim, and
when that claim occurred, it had a fixed value, and he
developed a recursion for the aggregate claims distribution of such a portfolio; the special case with the
distribution of the number of claims (i.e. all positive
claim amounts equal to one) had been presented by
White and Greville [28] in 1959. This recursion was
rather time-consuming, and De Pril, therefore, [5]
introduced an approximation and an error bound for
this. A similar approximation had earlier been introduced by Kornya [14] in 1983 and extended to general claim amount distributions on the nonnegative
integers with a positive mass at zero by Hipp [13],
who also introduced another approximation.
In [6], De Pril extended his recursions to general claim amount distributions on the nonnegative
integers with a positive mass at zero, compared his
approximation with those of Kornya and Hipp, and
deduced error bounds for these three approximations.
The deduction of these error bounds was unified
in [7]. Dhaene and Vandebroek [10] introduced a
more efficient exact recursion; the special case of
the life portfolio had been presented earlier by Waldmann [27].
Sundt [17] had studied an extension of Panjer’s [16] class of recursions (see Sundt’s Classes
of Distributions). In particular, this extension incorporated De Pril’s exact recursion. Sundt pursued this
connection in [18] and named a key feature of De
Pril’s exact recursion the De Pril transform. In the

approximations of De Pril, Kornya, and Hipp, one
replaces some De Pril transforms by approximations
that simplify the evaluation. It was therefore natural
to extend the study of De Pril transforms to more
general functions on the nonnegative integers with a
positive mass at zero. This was pursued in [8, 25].
In [19], this theory was extended to distributions that
can also have positive mass on negative integers, and
approximations to such distributions.
Building upon a multivariate extension of Panjer’s
recursion [20], Sundt [21] extended the definition of
the De Pril transform to multivariate distributions,
and from this, he deduced multivariate extensions of
De Pril’s exact recursion and the approximations of
De Pril, Kornya, and Hipp. The error bounds of these
approximations were extended in [22].
A survey of recursions for aggregate claims distributions is given in [23].
In the present article, we first present De Pril’s
recursion for n-fold convolutions. Then we define the
De Pril transform and state some properties that we
shall need in connection with the other exact and
approximate recursions. Our next topic will be the
exact recursions of De Pril and Dhaene–Vandebroek,
and we finally turn to the approximations of De Pril,
Kornya, and Hipp, as well as their error bounds.
In the following, it will be convenient to relate a
distribution with its probability function, so we shall
then normally mean the probability function when
referring to a distribution.
As indicated above, the recursions we are going
to study, are usually based on the assumption that
some distributions on the nonnegative integers have
positive probability at zero. For convenience, we
therefore denote this class of distributions by P0 . For
studying approximations to such distributions, we let
F0 denote the class of functions on the nonnegative
integers with a positive mass at zero.
We denote by p ∨ h, the compound distribution
with counting distribution p ∈ P0 and severity distribution h on the positive integers, that is,

(p ∨ h)(x) =

x


p(n)hn∗ (x).

(x = 0, 1, 2, . . .)

n=0

(1)
This definition extends to the situation when p is an
approximation in F0 .
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De Pril’s Recursion for n-fold
Convolutions

(see Sundt’s Classes of Distributions). In particular,
when k = ∞ and a ≡ 0, we obtain

For a distribution f ∈ P0 , De Pril [3] showed that
f n∗ (x) =

1
f (0)

x 


(n + 1)

y=1

f (x) =


y
−1
x

× f (y)f n∗ (x − y) (x = 1, 2, . . .)
f n∗ (0) = f n (0).

(2)

This recursion is also easily deduced from Panjer’s [16] recursion for compound binomial distributions (see Discrete Parametric Distributions).
Sundt [20] extended the recursion to multivariate distributions. Recursions for the moments of f n∗ in
terms of the moments of f are presented in [24].
In pure mathematics, the present recursion is
applied for evaluating the coefficients of powers of
power series and can be traced back to Euler [11] in
1748; see [12].
By a simple shifting of the recursion above, De
Pril [3] showed that if f is distributed on the integers
k, k + 1, k + 2, . . . with a positive mass at k, then

x−nk 
1  (n + 1)y
f (x) =
−1
f (k) y=1
x − nk

x
1
ϕf (y)f (x − y),
x y=1

(x = 1, 2, . . .)
(5)

where we have renamed b to ϕf , which Sundt [18]
named the De Pril transform of f . Solving (5) for
ϕf (x) gives


x−1

1 
xf (x) −
ϕf (y)f (x − y) .
ϕf (x) =
f (0)
y=1
(x = 1, 2, . . .)

(6)

As f should sum to one, we see that each distribution
in P0 has a unique De Pril transform. The recursion
(5) was presented by Chan [1, 2] in 1982.
Later, we shall need the following properties of
the De Pril transform:
1. For f, g ∈ P0 , we have ϕf ∗g = ϕf + ϕg , that is,
the De Pril transform is additive for convolutions.
2. If p ∈ P0 and h is a distribution on the positive
integers, then

n∗

ϕp∨h (x) = x

× f (y + k)f n∗ (x − y)

x

ϕp (y)
y=1

y

hy∗ (x).

(x = 1, 2, . . .)
(7)

(x = nk + 1, nk + 2, . . .)
f n∗ (nk) = f (k)n .

(3)

In [26], De Pril’s recursion is compared with other
methods for evaluation of f n∗ in terms of the number
of elementary algebraic operations.

3. If p is the Bernoulli distribution (see Discrete
Parametric Distributions) given by
p(1) = 1 − p(0) = π,

(0 < π < 1)

then

ϕp (x) = −

The De Pril Transform
Sundt [24] studied distributions f ∈ P0 that satisfy a
recursion in the form
f (x) =


k 

b(y)
a(y) +
f (x − y)
x
y=1
(x = 1, 2, . . .)

(4)

π
π −1

x
.

(x = 1, 2, . . .)

(8)

For proofs, see [18].
We shall later use extensions of these results to
approximations in F0 ; for proofs, see [8]. As for
functions in F0 , we do not have the constraint that
they should sum to one like probability distributions,
the De Pril transform does not determine the function
uniquely, only up to a multiplicative constant. We
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shall therefore sometimes define a function by its
value at zero and its De Pril transform.

De Pril’s Exact Recursion for the
Individual Model
Let us consider a portfolio consisting of n independent risks of m different types. There are ni
m
risks of type i
i=1 ni = n , and each of these
risks has aggregate claims distribution fi ∈ P0 . We
want to evaluate the aggregate claims distribution
ni ∗
of the portfolio.
f = ∗m
i=1 fi
From the convolution property of the De Pril
transform, we have that
ϕf =

m


ni ϕfi ,

These recursions were presented in [6]. The special case when the hi s are concentrated in one (the
claim number distribution), was studied in [28] and
the case when they are concentrated in one point (the
life model), in [4].
De Pril [6] used probability generating functions
(see Transforms) to deduce the recursions. We have
the following relation between the probability genx
erating function ρf (s) = ∞
x=0 s f (x) of f and the
De Pril transform ϕf :

∞
ρf (s) 
d
ϕf (x)s x−1 .
ln ρf (s) =
=
ds
ρf (s)
x=1

(14)

(9)

i=1

so that when we know the De Pril transform of each
fi , we can easily find the De Pril transform of f and
then evaluate f recursively by (5).
To evaluate the De Pril transform of each fi ,
we can use the recursion (6). However, we can also
find an explicit expression for ϕfi . For this purpose,
we express fi as a compound Bernoulli distribution
fi = pi ∨ hi with

Dhaene–Vandebroek’s Recursion
Dhaene and Vandebroek [10] introduced a more efficient recursion for f . They showed that for i =
1, . . . , m,

pi (1) = 1 − pi (0) = πi = 1 − fi (0)
fi (x)
. (x = 1, 2, . . .)
hi (x) =
πi

(10)

ψi (x) =

x


ϕfi (y)f (x − y) (x = 1, 2, . . .)

y=1

(15)

By insertion of (7) in (9), we obtain
ϕf (x) = x

x
m

1
y∗
ni ϕpi (y)hi (x),
y
y=1
i=1

(x = 1, 2, . . .)

satisfies the recursion
(11)
1 
(yf (x − y) − ψi (x − y))fi (y).
fi (0) y=1
x

ψi (x) =

and (8) gives


πi
ϕpi (x) = −
πi − 1

x

(x = 1, 2, . . .)

,

(x = 1, 2, . . . ; i = 1, 2, . . . , m)

(16)

(12)
From (15), (9), and (5) we obtain

so that
ϕf (x) = −x


y
x
m

1
πi
y∗
ni
hi (x).
y
π
−
1
i
y=1
i=1

(x = 1, 2, . . .)

(13)

f (x) =

m
1
ni ψi (x).
x i=1

(x = 1, 2, . . .)

(17)
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We can now evaluate f recursively by evaluating
each ψi by (16) and then f by (17). In the life model,
this recursion was presented in [27].

m
m
−1
i=1 ni πi and severity distribution h = λ
i=1
πi hi (see Discrete Parametric Distributions).

ni

Error Bounds
Approximations
When x is large, evaluation of ϕf (x) by (11) can
be rather time-consuming. It is therefore tempting
to approximate f by a function in the form f (r) =
(r)
(r)
ni ∗
∗m
i=1 (pi ∨ hi ) , where each pi ∈ F0 is chosen
such that ϕp(r) (x) = 0 for all x greater than some fixed
i
integer r. This gives
ϕf (r) (x) = x

r
m

1
y∗
ni ϕp(r) (y)hi (x)
i
y
y=1
i=1

Dhaene and De Pril [7] gave several error bounds for
approximations f ∈ F0 to f ∈ P0 of the type studied
in the previous section.
For the distribution f , we introduce the mean
µf =

(21)

cumulative distribution function
(18)
f (x) =

= 0 when y > x).
(we have
Among such approximations, De Pril’s approximation is presumably the most obvious one. Here,
one lets pi(r) (0) = pi (0) and ϕp(r) (x) = ϕpi (x) when
i
x ≤ r. Thus, f (r) (x) = f (x) for x = 0, 1, 2, . . . , r.
Kornya’s approximation is equal to De Pril’s
approximation up to a multiplicative constant chosen
so that for each i, pi(r) sums to one like a probability
distribution. Thus, the De Pril transform is the same,
but now we have



y
r

1
π
i
.
(19)
pi(r) (0) = exp 
y
π
−
1
i
y=1
In [9], it is shown that Hipp’s approximation is
obtained by choosing pi(r) (0) and ϕp(r) such that pi(r)
i
sums to one and has the same moments as pi up to
order r. This gives
 
r 
z

(−1)y+1 z
ϕf (r) (x) = x
y
z
z=1 y=1
m


xf (x),

x=0

y∗

ni πiz hi (x)

x


f (y),

(x = 0, 1, 2, . . .)

(22)

y=0

y∗
hi (x)

×

∞


and stop-loss transform (see Stop-loss Premium)
f (x) =

∞


(y − x)f (x)

y=x+1

=

x−1

(x − y)f (x) + µf − x.
y=0

(x = 0, 1, 2, . . .)

(23)

We also introduce the approximations
f˜ (x) =

x


f (y) (x = 0, 1, 2, . . .)

y=0

f˜ (x) =

x−1

(x − y)f (x) + µf − x.
y=0

(x = 0, 1, 2, . . .)

(24)

We shall also need the distance measure


∞
 f (0)  
|ϕf (x) − ϕf˜ (x)|


. (25)
+
δ(f, f ) = ln

 f (0) 
x
x=1

i=1

(x = 1, 2, . . .)


m
r 
y

πi
(r)
ni  .
f (0) = exp −
y
y=1 i=1

Dhaene and De Pril deduced the error bounds
(20)

With r = 1, this gives the classical compound
Poisson approximation with Poisson parameter λ =

∞



f (x) − f (x) ≤ eδ(f,f˜) − 1

(26)

x=0



˜


f (x) − f˜ (x) ≤ (eδ(f,f ) − 1)(f (x)
+ x − µf ).

(x = 0, 1, 2, . . .)

(27)
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[2]

Upper bound for δ(f, f (r) )

Table 1

Approximation Upper bound for δ(f, f (r) )

r
πi
πi
1
m
De Pril
n
i
r + 1 i=1 1 − 2πi 1− πi 
r
πi
πi (1 − πi )
2
m
Kornya
i=1 ni
r +1
1 − 2πi
1 − πi
(2πi )r+1
1
m
Hipp
ni
r + 1 i=1 1 − 2πi

˜

(x = 0, 1, 2, . . .)

[4]

[5]

[6]

From (26), they showed that


˜


f (x) − f˜ (x) ≤ (eδ(f,f ) − 1)f (x)
≤ eδ(f,f ) − 1.

[3]

[7]

(28)
[8]

As f (x) and f (x) will normally be unknown, (27)
and the first inequality in (28) are not very applicable
in practice. However, Dhaene and De Pril used these
inequalities to show that if δ(f, f ) < ln 2, then, for
x = 0, 1, 2, . . .,

[9]

 eδ(f,f˜) − 1



(f (x) + x − µf )
f (x) − f˜ (x) ≤
2 − eδ(f,f˜)
 eδ(f,f˜) − 1



f˜ (x).
(29)
f (x) − f˜ (x) ≤
2 − eδ(f,f˜)

[11]

They also deduced some other inequalities. Some of
their results were reformulated in the context of De
Pril transforms in [8].
In [7], the upper bounds displayed in Table 1
were given for δ(f, f (r) ) for the approximations
of De Pril, Kornya, and Hipp, as presented in the
previous section, under the assumption that πi <
1/2 for i = 1, 2, . . . , m. The inequalities (26) for the
three approximations with δ(f, f (r) ) replaced with
the corresponding upper bound, were earlier deduced
in [6].
It can be shown that the bound for De Pril’s
approximation is less than the bound of Kornya’s
approximation, which is less than the bound of the
Hipp approximation. However, as these are upper
bounds, they do not necessarily imply a corresponding ordering of the accuracy of the three
approximations.
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associated with X1 + X2 , that is,

Dependent Risks

(q)
VaRq [X1 + X2 ] = FX−1
1 +X2

Introduction and Motivation

= inf{x ∈ |FX1 +X2 (x) ≥ q}.

In risk theory, all the random variables (r.v.s,
in short) are traditionally assumed to be independent. It is clear that this assumption is made for
mathematical convenience. In some situations however, insured risks tend to act similarly. In life
insurance, policies sold to married couples involve
dependent r.v.s (namely, the spouses’ remaining lifetimes). Another example of dependent r.v.s in an
actuarial context is the correlation structure between
a loss amount and its settlement costs (the so-called
ALAE’s). Catastrophe insurance (i.e. policies covering the consequences of events like earthquakes,
hurricanes or tornados, for instance), of course, deals
with dependent risks.
But, what is the possible impact of dependence?
To provide a tentative answer to this question, we
consider an example from [16]. Consider two unit
exponential r.v.s X1 and X2 with ddf’s Pr[Xi > x] =
exp(−x), x ∈ + . The inequalities
exp(−x) ≤ Pr[X1 + X2 > x]


(x − 2 ln 2)+
≤ exp −
2

(1)

hold for all x ∈ + (those bounds are sharp; see [16]
for details). This allows us to measure the impact
of dependence on ddf’s. Figure 1(a) displays the
bounds (1), together with the values corresponding
to independence and perfect positive dependence
(i.e. X1 = X2 ). Clearly, the probability that X1 + X2
exceeds twice its mean (for instance) is significantly
affected by the correlation structure of the Xi ’s, ranging from almost zero to three times the value computed under the independence assumption. We also
observe that perfect positive dependence increases the
probability that X1 + X2 exceeds some high threshold compared to independence, but decreases the
exceedance probabilities over low thresholds (i.e. the
ddf’s cross once).
Another way to look at the impact of dependence
is to examine value-at-risks (VaR’s). VaR is an
attempt to quantify the maximal probable value of
capital that may be lost over a specified period
of time. The VaR at probability level q for X1 +
X2 , denoted as VaRq [X1 + X2 ], is the qth quantile

(2)

For unit exponential Xi ’s introduced above, the
inequalities
− ln(1 − q) ≤ VaRq [X1 + X2 ] ≤ 2{ln 2 − ln(1 − q)}
(3)
hold for all q ∈ (0, 1). Figure 1(b) displays the
bounds (3), together with the values corresponding
to independence and perfect positive dependence.
Thus, on this very simple example, we see that the
dependence structure may strongly affect the value of
exceedance probabilities or VaR’s. For related results,
see [7–9, 24].
The study of dependence has become of major
concern in actuarial research. This article aims to
provide the reader with a brief introduction to results
and concepts about various notions of dependence.
Instead of introducing the reader to abstract theory
of dependence, we have decided to present some
examples. A list of references will guide the actuarial
researcher and practitioner through numerous works
devoted to this topic.

Measuring Dependence
There are a variety of ways to measure dependence.
First and foremost is Pearson’s product moment
correlation coefficient, which captures the linear dependence between couples of r.v.s. For a random
couple (X1 , X2 ) having marginals with finite variances, Pearson’s product correlation coefficient r is
defined by
r(X1 , X2 ) = √

Cov[X1 , X2 ]
,
Var[X1 ]Var[X2 ]

(4)

where Cov[X1 , X2 ] is the covariance of X1 and X2 ,
and Var[Xi ], i = 1, 2, are the marginal variances.
Pearson’s correlation coefficient contains information on both the strength and direction of a linear
relationship between two r.v.s. If one variable is an
exact linear function of the other variable, a positive
relationship exists when the correlation coefficient
is 1 and a negative relationship exists when the
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Figure 1

(a) Impact of dependence on ddf’s and (b) VaR’s associated to the sum of two unit negative exponential r.v.s

correlation coefficient is −1. If there is no linear predictability between the two variables, the correlation
is 0.
Pearson’s correlation coefficient may be misleading. Unless the marginal distributions of two r.v.s
differ only in location and/or scale parameters, the
range of Pearson’s r is narrower than (−1, 1) and
depends on the marginal distributions of X1 and X2 .
To illustrate this phenomenon, let us consider the
following example borrowed from [25, 26]. Assume

for instance that X1 and X2 are both log-normally
distributed; specifically, ln X1 is normally distributed
with zero mean and standard deviation 1, while ln X2
is normally distributed with zero mean and standard
deviation σ . Then, it can be shown that whatever the
dependence existing between X1 and X2 , r(X1 , X2 )
lies between rmin and rmax given by
rmin (σ ) = 

exp(−σ ) − 1
(e − 1)(exp(σ 2 ) − 1)

(5)
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Bounds on Pearson’s r for Log-Normal marginals

exp(σ ) − 1
rmax (σ ) = 
.
(e − 1)(exp(σ 2 ) − 1)

(6)

Figure 2 displays these bounds as a function of σ .
Since limσ →+∞ rmin (σ ) = 0 and limσ →+∞ rmax (σ ) =
0, it is possible to have (X1 , X2 ) with almost zero correlation even though X1 and X2 are perfectly dependent (comonotonic or countermonotonic). Moreover,
given log-normal marginals, there may not exist a
bivariate distribution with the desired Pearson’s r (for
instance, if σ = 3, it is not possible to have a joint
cdf with r = 0.5). Hence, other dependency concepts
avoiding the drawbacks of Pearson’s r such as rank
correlations are also of interest.
Kendall τ is a nonparametric measure of association based on the number of concordances and discordances in paired observations. Concordance occurs
when paired observations vary together, and discordance occurs when paired observations vary differently. Specifically, Kendall’s τ for a random couple
(X1 , X2 ) of r.v.s with continuous cdf’s is defined as
τ (X1 , X2 ) = Pr[(X1 − X1 )(X2 − X2 ) > 0]
− Pr[(X1 − X1 )(X2 − X2 ) < 0]
= 2 Pr[(X1 − X1 )(X2 − X2 ) > 0] − 1,
(7)
where (X1 , X2 ) is an independent copy of (X1 , X2 ).

Contrary to Pearson’s r, Kendall’s τ is invariant
under strictly monotone transformations, that is, if φ1
and φ2 are strictly increasing (or decreasing) functions on the supports of X1 and X2 , respectively, then
τ (φ1 (X1 ), φ2 (X2 )) = τ (X1 , X2 ) provided the cdf’s of
X1 and X2 are continuous. Further, (X1 , X2 ) are perfectly dependent (comonotonic or countermonotonic)
if and only if, |τ (X1 , X2 )| = 1.
Another very useful dependence measure is
Spearman’s ρ. The idea behind this dependence
measure is very simple. Given r.v.s X1 and X2
with continuous cdf’s F1 and F2 , we first create
U1 = F1 (X1 ) and U2 = F2 (X2 ), which are uniformly
distributed over [0, 1] and then use Pearson’s r.
Spearman’s ρ is thus defined as ρ(X1 , X2 ) =
r(U1 , U2 ). Spearman’s ρ is often called the ‘grade’
correlation coefficient. Grades are the population
analogs of ranks, that is, if x1 and x2 are
observations for X1 and X2 , respectively, the grades
of x1 and x2 are given by u1 = F1 (x1 ) and u2 =
F2 (x2 ).
Once dependence measures are defined, one could
use them to compare the strength of dependence
between r.v.s. However, such comparisons rely on
a single number and can be sometimes misleading.
For this reason, some stochastic orderings have been
introduced to compare the dependence expressed by
multivariate distributions; those are called orderings of dependence.
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To end with, let us mention that the measurement
of the strength of dependence for noncontinuous r.v.s
is a difficult problem (because of the presence of ties).

Collective Risk Models
Let Yn be the value of the surplus of an insurance
company right after the occurrence of the nth claim,
and u the initial capital. Actuaries have been interested for centuries in the ruin event (i.e. the event
 that
Yn > u for some n ≥ 1). Let us write Yn = ni=1 Xi
for identically distributed (but possibly dependent)
Xi ’s, where Xi is the net profit for the insurance
company between the occurrence of claims number
i − 1 and i.
In [36], the way in which the marginal distributions of the Xi ’s and their dependence structure affect
the adjustment coefficient r is examined. The ordering of adjustment coefficients yields an asymptotic
ordering of ruin probabilities for some fixed initial capital u. Specifically, the following results come
from [36].
n in the convex order (denoted as
If Yn precedes Y
n ) for all n, that is, if Ɛf (Yn ) ≤ Ɛf (Y
n ) for
Yn cx Y
all the convex functions f for which the expectations
exist, then r ≥ 
r. Now, assume that the Xi ’s are
associated, that is
Cov[1 (X1 , . . . , Xn ), 2 (X1 , . . . , Xn )] ≥ 0

(8)

for all nondecreasing functions 1 , 2 : n → .
n where the
Then, we know from [15] that Yn cx Y
i ’s are independent. Therefore, positive dependence
X
increases Lundberg’s upper bound on the ruin probability. Those results are in accordance with [29, 30]
where the ruin problem is studied for annual gains
forming a linear time series.
In some particular models, the impact of dependence on ruin probabilities (and not only on adjustment coefficients) has been studied; see for example [11, 12, 50].

Widow’s Pensions
An example of possible dependence among insured
persons is certainly a contract issued to a married
couple. A Markovian model with forces of mortality depending on marital status can be found in [38,
49]. More precisely, assume that the husband’s force

of mortality at age x + t is µ01 (t) if he is then still
married, and µ23 (t) if he is a widower. Likewise, the
wife’s force of mortality at age y + t is µ02 (t) if she
is then still married, and µ13 (t) if she is a widow.
The future development of the marital status for a xyear-old husband (with remaining lifetime Tx ) and a
y-year-old wife (with remaining lifetime Ty ) may be
regarded as a Markov process with state space and
forces of transitions as represented in Figure 3.
In [38], it is shown that, in this model,
µ01 ≡ µ23 and µ02 ≡ µ13
⇔ Tx and Ty are independent,

(9)

while
µ01 ≤ µ23 and µ02 ≤ µ13 ⇒ Pr[Tx > s, Ty > t]
≥ Pr[Tx > s] Pr[Ty > t]∀s, t ∈ + .

(10)

When the inequality in the right-hand side of (10) is
valid Tx and Ty are said to be Positively Quadrant
Dependent (PQD, in short). The PQD condition for
Tx and Ty means that the probability that husband
and wife live longer is at least as large as it would
be were their lifetimes independent.
The widow’s pension is a reversionary annuity
with payments starting with the husband’s death
and terminating with the death of the wife. The
corresponding net single life premium for an x-yearold husband and his y-year-old wife, denoted as ax|y ,
is given by

v k Pr[Ty > k]
ax|y =
k≥1

−



v k Pr[Tx > k, Ty > k].

(11)

k≥1

Let the superscript ‘⊥’ indicate that the corresponding amount of premium is calculated under the independence hypothesis; it is thus the premium from the
tariff book. More precisely,

⊥
=
v k Pr[Ty > k]
ax|y
k≥1

−



v k Pr[Tx > k] Pr[Ty > k].

(12)

k≥1

When Tx and Ty are PQD, we get from (10) that
⊥
.
ax|y ≤ ax|y

(13)
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State 0:
Both spouses
alive

State 1:

State 2:

Husband dead

Wife dead

State 3:
Both spouses
dead

Figure 3

Norberg–Wolthuis 4-state Markovian model

The independence assumption appears therefore as
conservative as soon as PQD remaining lifetimes
are involved. In other words, the premium in the
insurer’s price list contains an implicit safety loading
in such cases. More details can be found in [6, 13,
14, 23, 27].

Pr[NT +1 > k1 |N• = k2 ] ≤ Pr[NT +1 > k1 |N• = k2 ]
for any integer k1 .

Credibility
In non-life insurance, actuaries usually resort to
random effects to take unexplained heterogeneity
into account (in the spirit of the Bühlmann–Straub
model). Annual claim characteristics then share the
same random effects and this induces serial dependence. Assume that given  = θ, the annual claim
numbers Nt , t = 1, 2, . . . , are independent and conform to the Poisson distribution with mean λt θ, that
is,
Pr[Nt = k| = θ] = exp(−λt θ)
k ∈ ,

Then, NT +1 is strongly correlated to N• , which legitimates experience-rating (i.e. the use of N• to reevaluate the premium for year T + 1). Formally, given
any k2 ≤ k2 , we have that

t = 1, 2, . . . .

This provides a host of useful inequalities. In particular, whatever the distribution of , Ɛ[NT +1 |N• = n]
is increasing in n.
As in [41], let πcred be the Bühlmann linear credibility premium. For p ≤ p  ,
Pr[NT +1 > k|πcred = p] ≤ Pr[NT +1 > k|πcred = p  ]
for any integer k,

(λt θ)k
,
k!
(14)

The dependence structure arising
 in this model has
been studied in [40]. Let N• = Tt=1 Nt be the total
number of claims reported in the past T periods.

(15)

(16)

so that πcred is indeed a good predictor of future claim
experience.
Let us mention that an extension of these results to
the case of time-dependent random effects has been
studied in [42].
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Discrete Multivariate
Distributions

ance–covariance matrix of X,
Cov(Xi , Xj ) = E(Xi Xj ) − E(Xi )E(Xj )

(3)

to denote the covariance of Xi and Xj , and

Definitions and Notations

Corr(Xi , Xj ) =

We shall denote the k-dimensional discrete ran, and its probadom vector by X = (X1 , . . . , Xk )T
bility mass function by PX (x) = Pr{ ki=1 (Xi = xi )},
andcumulative distribution function by FX (x) =
Pr{ ki=1 (Xi ≤ xi )}. We shall denote the probability

generating function of X by GX (t) = E{ ki=1 tiXi },
the moment generating function of X by MX (t) =
T
E{et X }, the cumulant generating function of X by
cumulant generating
KX (t) = log MX (t), the factorial 
function of X by CX (t) = log E{ ki=1 (ti + 1)Xi }, and
T
the characteristic function of X by ϕX (t) = E{eit X }.
Next, we shall denote
 the rth mixed raw moment
of X by µr (X) = E{ ki=1 Xiri }, which is the coeffi
cient of ki=1 (tiri /ri !) in MX (t), the rth mixed central

moment by µr (X) = E{ ki=1 [Xi − E(Xi )]ri }, the rth
descending factorial moment by

 k
 (r )

i
Xi
µ(r) (X) = E
i=1

=E

 k



Xi (Xi − 1) · · · (Xi − ri + 1) ,

i=1

(1)
the rth ascending factorial moment by

 k
 [r ]

i
Xi
µ[r] (X) = E

=E

i=1
k



Xi (Xi + 1) · · · (Xi + ri − 1) ,

i=1

(2)
the rth mixedcumulant by κr (X), which is the
coefficient of ki=1 (tiri /ri !) in KX (t), and the rth
descending factorial cumulant by κ(r) (X), which is

the coefficient of ki=1 (tiri /ri !) in CX (t). For simplicity in notation, we shall also use E(X) to denote
the mean vector of X, Var(X) to denote the vari-

Cov(Xi , Xj )
{Var(Xi )Var(Xj )}1/2

(4)

to denote the correlation coefficient between Xi
and Xj .

Introduction
As is clearly evident from the books of Johnson,
Kotz, and Kemp [42], Panjer and Willmot [73], and
Klugman, Panjer, and Willmot [51, 52], considerable amount of work has been done on discrete
univariate distributions and their applications. Yet,
as mentioned by Cox [22], relatively little has been
done on discrete multivariate distributions. Though
a lot more work has been done since then, as
remarked by Johnson, Kotz, and Balakrishnan [41],
the word ‘little’ can still only be replaced by the word
‘less’.
During the past three decades, more attention
had been paid to the construction of elaborate and
realistic models while somewhat less attention had
been paid toward the development of convenient and
efficient methods of inference. The development of
Bayesian inferential procedures was, of course, an
important exception, as aptly pointed out by Kocherlakota and Kocherlakota [53]. The wide availability of statistical software packages, which facilitated
extensive calculations that are often associated with
the use of discrete multivariate distributions, certainly resulted in many new and interesting applications of discrete multivariate distributions. The books
of Kocherlakota and Kocherlakota [53] and Johnson, Kotz, and Balakrishnan [41] provide encyclopedic treatment of developments on discrete bivariate
and discrete multivariate distributions, respectively.
Discrete multivariate distributions, including discrete
multinomial distributions in particular, are of much
interest in loss reserving and reinsurance applications. In this article, we present a concise review
of significant developments on discrete multivariate
distributions.

2
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Relationships Between Moments

and

Firstly, we have

 k
 (r )
µ(r) (X) = E
Xi i

=E

µr (X)



=

···

1 =0

for

where  = (1 , . . . , k )T and s(n, ) are Stirling numbers of the first kind defined by

s(n, n) = 1,

(n − 1)!,

S(n, n) = 1.

Next, we have

 k
rk
r1
 r



i
µr (X) = E
Xi =
···
S(r1 , 1 )
k =0

· · · S(rk , k )µ() (X),

(7)

where  = (1 , . . . , k )T and S(n, ) are Stirling numbers of the second kind defined by
S(n, 1) = 1,

(8)

Similarly, we have the relationships

 k
 [r ]
µ[r] (X) = E
Xi i
i=1


Xi (Xi + 1) · · · (Xi + ri − 1)

i=1

1 =0

···

1

k

× {E(X1 )}1 · · · {E(Xk )}k µr− (X)
r1

1 =0

S(n, n) = 1.

=

Using binomial expansions, we can also readily
obtain the following relationships:
 
 
rk
r1


rk
1 +···+k r1
µr (X) =
···
(−1)
···


1
k
 =0
 =0

µr (X) =

for  = 2, . . . , n − 1,

r1


(12)

(13)

and

S(n, ) = S(n − 1,  − 1) + S(n − 1, )

=E

(11)

for  = 2, . . . , n − 1,

(6)

1 =0

 = 2, . . . , n − 1,

S(n, ) = S(n − 1,  − 1) − S(n − 1, )

s(n, n) = 1.

k


(10)

S(n, 1) = (−1)n−1 ,

for  = 2, . . . , n − 1,



S(r1 , 1 )

k =0

and S(n, ) are Stirling numbers of the fourth kind
defined by

s(n, ) = s(n − 1,  − 1) − (n − 1)s(n − 1, )

i=1

1 =0

rk


s(n, ) = s(n − 1,  − 1) + (n − 1)s(n − 1, )

(5)

s(n, 1) = (−1)

···

s(n, 1) = (n − 1)!,
s(r1 , 1 ) · · · s(rk , k )µ (X),

k =0

n−1

r1


where  = (1 , . . . , k )T , s(n, ) are Stirling numbers
of the third kind defined by

Xi (Xi − 1) · · · (Xi − ri + 1)
rk


=

· · · S(rk , k )µ[] (X),

i=1
r1



Xiri

i=1

i=1
k


=E

 k


s(r1 , 1 ) · · · s(rk , k )µ (X)

k =0

(9)

rk  

r1
k =0

1

···

 
rk
k

× {E(X1 )}1 · · · {E(Xk )}k µr− (X).

(14)

By denoting µr1 ,...,rj ,0,...,0 by µr1 ,...,rj and
κr1 ,...,rj ,0,...,0 by κr1 ,...,rj , Smith [89] established the
following two relationships for computational convenience:
 
rj rj +1 −1  
r1


 r1
rj
···
···
µr1 ,...,rj +1 =
1
j
 =0
 =0  =0
1

rk


···

j

j +1



rj +1 − 1
κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1
×
j +1
(15)
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Conditional Distributions

and
r1


κr1 ,...,rj +1 =

···

1 =0

rj +1 −1 

 
rj

j =0 j +1 =0

r1
1



 
rj
···
j

We shall denote the conditional probability mass
function of X, given Z = z, by


 h
k



(Xi = xi ) (Zj = zj )
PX|z (x|Z = z) = Pr





rj +1 − 1 
×
µr1 −1 ,...,rj +1 −j +1
j +1
∗

× µ 1 ,...,j +1 ,

j =1

i=1

(16)

(19)

where
denotes the -th mixed raw moment
of a distribution with cumulant generating function
−KX (t). Along similar lines, Balakrishnan, Johnson, and Kotz [5] established the following two
relationships:

and the conditional cumulative distribution function
of X, given Z = z, by


 h
k



(Xi ≤ xi ) (Zj = zj ) .
FX|z (x|Z = z) = Pr



µ ∗

µr1 ,...,rj +1 =

r1


···

1 =0

rj rj +1 −1  

 r1
j =0 j +1 =0

1

(20)


rj +1 − 1
{κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1
×
j +1


− E{Xj +1 }µ1 ,...,j ,j +1 −1 }

(17)

and
κr1 ,...,rj +1 =

j =1

i=1

 
rj
···
j

With X = (X1 , . . . , Xh )T , the conditional expected
value of Xi , given X = x = (x1 , . . . , xh )T , is
given by


h
  

E(Xi |X = x ) = E Xi  (Xj = xj ) . (21)


j =1

r1


···

1 ,1 =0



×

×

×

rj +1 −1





rj

j ,j =0 j +1 ,j +1 =0

r1
1 , 1 , r1 − 1 − 1
rj
j , j , rj − j − j


···


rj +1 − 1
j +1 , j +1 , rj +1 − 1 − j +1 − j +1



× µr1 −1 −1 ,...,rj +1 −j +1 −j +1 µ∗
1 ,...,j +1
j +1

×





(µi + µ∗i )i + µj +1

The conditional expected value in (21) is called the
multiple regression function of Xi on X , and it is
a function of x and not a random variable. On the
other hand, E(Xi |X ) is a random variable.
The distribution in (20) is called the array distribution of X given Z = z, and its variance–covariance
matrix is called the array variance–covariance
matrix. If the array distribution of X given Z = z
does not depend on z, then the regression of X on Z
is said to be homoscedastic.
The conditional probability generating function of
(X2 , . . . , Xk )T , given X1 = x1 , is given by
GX2 ,...,Xk |x1 (t2 , . . . , tk ) =

i=1

× I {r1 = · · · = rj = 0, rj +1 = 1},

(22)

(18)

where µr1 ,...,rj denotes µr1 ,...,rj ,0,...,0 , I {·} denotes
n

the indicator function, , ,n−−
 = n!/(! !(n − 
r

− )!), and , =0 denotes the summation over all
nonnegative integers  and  such that 0 ≤  +
 ≤ r.
All these relationships can be used to obtain one
set of moments (or cumulants) from another set.

G(x1 ,0,...,0) (0, t2 , . . . , tk )
,
G(x1 ,0,...,0) (0, 1, . . . , 1)

where
G(x1 ,...,xk ) (t1 , . . . , tk ) =

∂ x1 +···+xk
G(t1 , . . . , tk ).
∂t1x1 · · · ∂tkxk
(23)

An extension of this formula to the joint conditional
probability generating function of (Xh+1 , . . . , Xk )T ,
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given (X1 , . . . , Xh )T = (x1 , . . . , xh )T , has been given
by Xekalaki [104] as

For a discrete multivariate distribution with probability mass function PX (x1 , . . . , xk ) and support T , the
truncated distribution with x restricted to T ∗ ⊂ T
has its probability mass function as

GXh+1 ,...,Xk |x1 ,...,xh (th+1 , . . . , tk )
=

G(x1 ,...,xh ,0,...,0) (0, . . . , 0, th+1 , . . . , tk )
.
G(x1 ,...,xh ,0,...,0) (0, . . . , 0, 1, . . . , 1)
(24)

Inflated Distributions
An inflated distribution corresponding to a discrete
multivariate distribution with probability mass function P (x1 , . . . , xk ), as introduced by Gerstenkorn and
Jarzebska [28], has its probability mass function as
P ∗ (x1 , . . . , xk )

β + αP (x10 , . . . , xk0 ) for x = x0
=
αP (x1 , . . . , xk )
otherwise,

(25)

where x = (x1 , . . . , xk )T , x0 = (x10 , . . . , xk0 )T , and
α and β are nonnegative numbers such that α +
β = 1. Here, inflation is in the probability of the
event X = x0 , while all the other probabilities are
deflated.
From (25), it is evident that the rth mixed raw
moments corresponding to P and P ∗ , denoted respectively by µr and µ ∗r , satisfy the relationship
µ∗
r =

 k



x1 ,...,xk

=β

k



xiri

P ∗ (x1 , . . . , xk )

1
PX (x),
C

x ∈ T ∗,

(28)

where C is the normalizing constant given by


C=
···
PX (x).
(29)
x∈T ∗

For example, suppose Xi (i = 0, 1, . . . , k) are variables taking on integer values from 0 to n such
k
that
i=0 Xi = n. Now, suppose one of the variables Xi is constrained to the values {b + 1, . . . , c},
where 0 ≤ b < c ≤ n. Then, it is evident that the
variables X0 , . . . , Xi−1 , Xi+1 , . . . , Xk must satisfy
the condition
n−c ≤

k


Xj ≤ n − b − 1.

(30)

j =0
j =i

Under this constraint, the probability mass function
of the truncated distribution (with double truncation
on Xi alone) is given by
P (x1 , . . . , xk )
,
Fi (c) − Fi (b)

(31)

y

ri
xi0
+ αµr .

(26)

i=1

Similarly, if µ(r) and µ∗(r) denote the rth mixed central
moments corresponding to P and P ∗ , respectively,
we have the relationship
k


PT (x) =

PT (x) =

i=1

µ∗(r) = β

Truncated Distributions

(ri )
xi0
+ αµ(r) .

where Fi (y) = xi =0 PXi (y) is the marginal cumulative distribution function of Xi .
Truncation on several variables can be treated in
a similar manner. Moments of the truncated distribution can be obtained from (28) in the usual
manner. In actuarial applications, the truncation that
most commonly occurs is at zero, that is, zerotruncation.

(27)

i=1

Clearly, the above formulas can be extended easily
to the case of inflation of probabilities for more than
one x.
In actuarial applications, inflated distributions are
also referred to as zero-modified distributions.

Multinomial Distributions
Definition Suppose n independent trials are performed, with each trial resulting in exactly one
of k mutually exclusive events E1 , . . . , Ek with
the corresponding probabilities of occurrence as
k
p1 , . . . , pk (with
i=1 pi = 1), respectively. Now,
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let X1 , . . . , Xk be the random variables denoting the
number of occurrences of the events E1 , . . . , Ek ,
respectively, in these n trials. Clearly, we have
k
i=1 Xi = n. Then, the joint probability mass function of X1 , . . . , Xk is given by

PX (x) = Pr



n
x1 , . . . , x k


=

n!
k


=

xi !

i=1

pi ti

,

(32)

j =1

(n + 1)
k


,

(xi + 1)
k


i=1

xi = n

(35)

(36)

From (32) or (35), we obtain the rth descending
factorial moment of X as

 k
k
k
 (r )

r

i
= n i=1 i
Xi
piri (37)
µ(r) (X) = E

i=1

n, xi > 0,

n

which, therefore, is the probability generating function GX (t) of the multinomial distribution in (32).
The characteristic function of X is (see [50]),
n

k

√
T
ϕX (t) = E{eit X } = 
pj eitj  , i = −1.

i=1

where


k

i=1


k
n
=
p xi ,
x1 , . . . , xk i=1 i
xi = n,


(p1 t1 + · · · + pk tk ) =



k


The
in (32) is evidently the coefficient of
k expression
xi
i=1 ti in the multinomial expansion of
n

k
k


pixi
(Xi = xi ) = n!
x!
i=1
i=1 i

xi = 0, 1, . . . ,

Generating Functions and Moments

(33)

i=1

from which we readily have

i=1

E(Xi ) = npi ,
is the multinomial coefficient.
Sometimes, the k-variable multinomial distribution defined above is regarded as (k − 1)-variable
multinomial distribution, since the variable of any
one of the k variables is determined by the values
of the remaining variables.
An appealing property of the multinomial distribution in (32) is as follows. Suppose Y1 , . . . , Yn are
independent and identically distributed random variables with probability mass function

py > 0,

E(Xi Xj ) = n(n − 1)pi pj ,
Cov(Xi , Xj ) = −npi pj ,

pi pj
Corr(Xi , Xj ) = −
.
(1 − pi )(1 − pj )

(38)

From (38), we note that the variance–covariance
matrix in singular with rank k − 1.

Properties

Pr{Y = y} = py ,
y = 0, . . . , k,

Var(Xi ) = npi (1 − pi ),

k


py = 1.

(34)

y=0

Then, it is evident that these variables can be considered as multinomial variables with index n. With
the joint distribution of Y1 , . . . , Yn being the product measure on the space of (k + 1)n points, the
multinomial distribution of (32) is obtained by idenn
tifying all points such that
j =1 δiyj = xi for i =
0, . . . , k.

From the probability generating function of X
in (35), it readily follows that the marginal distribution of Xi is Binomial(n, pi ). More generally, the subset (Xi1 , . . . , Xis , n − sj =1 Xij )T has
a Multinomial(n; pi1 , . . . , pis , 1 − sj =1 pij ) distribution. As a consequence, the conditional joint distribution of (Xi1 , . . . , Xis )T , given {Xi = xi } of the
remaining X’s, is also Multinomial(n − m; (pi1 /pi• ),
. . . , (pis /pi• )), where m = j =i1 ,...,is xj and pi• =
s
j =1 pij . Thus, the conditional distribution of
(Xi1 , . . . , Xis )T depends on the remaining X’s only
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through their sum m. From this distributional result,
we readily find
E(X |Xi = xi ) = (n − xi )




p
,
1 − pi

(39)

(X1• , . . . , Xk• )T = ( j =1 X1j , . . . , j =1 Xkj )T can
be computed from its joint probability generating
function given by (see (35))
 k




 s

E X  (Xij = xij )


j =1

= n −

s

j =1

j =1


xi j 
1−

p
s


,
p ij

j =1

Var(X |Xi = xi ) = (n − xi )

(40)

p
1 − pi

.

(43)

Mateev [63] has shown that the entropy of the
multinomial distribution defined by

P (x) log P (x)
(44)
H (p) = −



p
,
1 − pi

1
is the maximum for p = 1T = (1/k, . . . , 1/k)T –
k
that is, in the equiprobable case.
Mallows [60] and Jogdeo and Patil [37] established the inequalities


 s

Var X  (Xij = xij )



k
k


(Xi ≤ ci ) ≤
Pr{Xi ≤ ci }
Pr


i=1

j =1















s



p
p
xi j 
= n −
1
−
.
s
s






j =1


1−
p ij 
1−
p ij 




j =1

pij ti

i=1

x


1−

(41)
and

 nj

j =1

(42)
While (39) and (40) reveal that the regression of
X on Xi and the multiple regression of X on
Xi1 , . . . , Xis are both linear, (41) and (42) reveal that
the regression and the multiple regression are not
homoscedastic.
From the probability generating function in (35)
or the characteristic function in (36), it can be readily
shown that, if
d Multinomial(n ; p , . . . , p )
X=
1
1
k
d Multinomial(n ; p , . . . , p )
and Y=
2
1
k
d
are independent random variables, then X + Y=
Multinomial(n1 + n2 ; p1 , . . . , pk ). Thus, the multinomial distribution has reproducibility with respect
to the index parameter n, which does not
hold when the p-parameters differ. However, if
we consider the convolution of  independent
Multinomial(nj ; p1j , . . . , pkj ) (for j = 1, . . . , ) distributions, then the joint distribution of the sums

(45)

i=1

and

Pr

k



(Xi ≥ ci ) ≤

i=1

k


Pr{Xi ≥ ci },

(46)

i=1

respectively, for any set of values c1 , . . . , ck and
any parameter values (n; p1 , . . . , pk ). The inequalities in (45) and (46) together establish the negative
dependence among the components of multinomial
vector. Further monotonicity properties, inequalities,
and majorization results have been established by [2,
68, 80].

Computation and Approximation
Olkin and Sobel [69] derived an expression for the
tail probability of a multinomial distribution in terms
of incomplete Dirichlet integrals as

k−1
 p1
 pk−1

(Xi > ci ) = C
···
x1c1 −1
Pr
0

i=1


ck−1 −1
· · · xk−1

1−

k−1


n−k−

0

k−1
i=1

ci

xi

i=1

× dxk−1 · · · dx1 ,

(47)
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n
k−1
where
− k and C = n − k − i=1 .
ci , c1 , . . . , ck−1
Thus, the incomplete Dirichlet integral of Type
1, computed extensively by Sobel, Uppuluri,
and Frankowski [90], can be used to compute
certain cumulative probabilities of the multinomial
distribution.
From (32), we have
−1/2

k

pi
PX (x) ≈ 2πn


k−1
i=1 ci ≤ n

i=1



1  (xi − npi )2
1  xi − npi
−
2 i=1
npi
2 i=1 npi

k
1  (xi − npi )3
+
.
(48)
6 i=1 (npi )2
k

k

× exp −

Discarding the terms of order n−1/2 , we obtain
from (48)
−1/2

k

2
pi
e−χ /2 , (49)
PX (x1 , . . . , xk ) ≈ 2πn
i=1

where
k

(xi − npi )2
χ =
npi
i=1
2

(50)
is the very familiar chi-square approximation.
Another popular approximation of the multinomial
distribution, suggested by Johnson [38], uses the
Dirichlet density for the variables Yi = Xi /n (for
i = 1, . . . , k) given by
 (n−1)p −1 
k
i

yi
,
PY1 ,...,Yk (y1 , . . . , yk ) = (n − 1)
((n − 1)pi )
i=1
k


yi = 1.

Characterizations
Bol’shev [10] proved that independent, nonnegative,
integer-valued random variables X1 , . . . , Xk have
nondegenerate Poisson distributions if and only if
the conditional distribution of these variables, given
k
that
i=1 Xi = n, is a nondegenerate multinomial
distribution. Another characterization established by
Janardan [34] is that if the distribution of X, given
X + Y, where X and Y are independent random vectors whose components take on only nonnegative
integer values, is multivariate hypergeometric with
parameters n, m and X + Y, then the distributions of
X and Y are both multinomial with parameters (n; p)
and (m; p), respectively. This result was extended by
Panaretos [70] by removing the assumption of independence. Shanbhag and Basawa [83] proved that if
X and Y are two random vectors with X + Y having a multinomial distribution with probability vector
p, then X and Y both have multinomial distributions
with the same probability vector p; see also [15]. Rao
and Srivastava [79] derived a characterization based
on a multivariate splitting model. Dinh, Nguyen, and
Wang [27] established some characterizations of the
joint multinomial distribution of two random vectors
X and Y by assuming multinomials for the conditional distributions.

Simulation Algorithms (Stochastic Simulation)

k

(obs. freq. − exp. freq.)2
=
exp. freq.
i=1

yi ≥ 0,

7

(51)

i=1

This approximation provides the correct first- and
second-order moments and product moments of the
Xi ’s.

The alias method is simply to choose one of the k
categories with probabilities p1 , . . . , pk , respectively,
n times and then to sum the frequencies of the k categories. The ball-in-urn method (see [23, 26]) first
determines the cumulative probabilities p(i) = p1 +
· · · + pi for i = 1, . . . , k, and sets the initial value
of X as 0T . Then, after generating i.i.d. Uniform(0,1)
random variables U1 , . . . , Un , the ith component of X
is increased by 1 if p(i−1) < Ui ≤ p(i) (with p(0) ≡ 0)
for i = 1, . . . , n. Brown and Bromberg [12], using
Bol’shev’s characterization result mentioned earlier,
suggested a two-stage simulation algorithm as follows: In the first stage, k independent Poisson random variables X1 , . . . , Xk with means λi = mpi (i =
1, . . . , k) are generated, where m (< n) and depends
k
on n and k; In the second stage, if
i=1 Xi > n
k
the sample is rejected, if i=1 Xi = n, the sample is
accepted, and if ki=1 Xi < n, the sample is expanded
by the addition of n − ki=1 Xi observations from
the Multinomial(1; p1 , . . . , pk ) distribution. Kemp

8

Discrete Multivariate Distributions

and Kemp [47] suggested a conditional binomial
method, which chooses X1 as a Binomial(n, p1 )
variable, next X2 as a Binomial(n − X1 , (p2 )/(1 −
p1 )) variable, then X3 as a Binomial(n − X1 −
X2 , (p3 )/(1 − p1 − p2 )) variable, and so on. Through
a comparative study, Davis [25] concluded Kemp and
Kemp’s method to be a good method for generating
multinomial variates, especially for large n; however,
Dagpunar [23] (see also [26]) has commented that
this method is not competitive for small n. Lyons and
Hutcheson [59] have given a simulation algorithm for
generating ordered multinomial frequencies.

Inference
Inference for the multinomial distribution goes to
the heart of the foundation of statistics as indicated by the paper of Walley [96] and the discussions following it. In the case when n and k
are known, given X1 , . . . , Xk , the maximum likelihood estimators of the probabilities p1 , . . . , pk are
the relative frequencies, p̂i = Xi /n(i = 1, . . . , k).
Bromaghin [11] discussed the determination of the
sample size needed to ensure that a set of confidence intervals for p1 , . . . , pk of widths not exceeding 2d1 , . . . , 2dk , respectively, each includes the
true value of the appropriate estimated parameter
with probability 100(1 − α)%. Sison and Glaz [88]
obtained sets of simultaneous confidence intervals of
the form
c
c+γ
p̂i − ≤ pi ≤ p̂i +
,
n
n
i = 1, . . . , k,
(52)
where c and γ are so chosen that a specified 100(1 −
α)% simultaneous confidence coefficient is achieved.
A popular Bayesian approach to the estimation
of p from observed values x of X is to assume a
joint prior Dirichlet (α1 , . . . , αk ) distribution (see, for
example, [54]) for p with density function
(α0 )

k

piαi −1
,
(αi )
i=1

where α0 =

k


αi .

(53)

i=1

The posterior distribution of p, given X = x, also
turns out to be Dirichlet (α1 + x1 , . . . , αk + xk ) from
which Bayesian estimate of p is readily obtained.
Viana [95] discussed the Bayesian small-sample estimation of p by considering a matrix of misclassification probabilities. Bhattacharya and Nandram [8]

discussed the Bayesian inference for p under stochastic ordering on X.
From the properties of the Dirichlet distribution (see, e.g. [54]), the Dirichlet approximation to
multinomial in (51) is equivalent to taking Yi =
Vi / kj =1 Vj , where Vi ’s are independently dis2
for i = 1, . . . , k. Johnson and
tributed as χ2(n−1)p
i
Young [44] utilized this approach to obtain for the
equiprobable case (p1 = · · · = pk = 1/k) approximations for the distributions of max1≤i≤k Xi and
{max1≤i≤k Xi }/{min1≤i≤k Xi }, and used them to test
the hypothesis H0 : p1 = · · · = pk = (1/k). For a
similar purpose, Young [105] proposed an approximation to the distribution of the sample range W =
max1≤i≤k Xi − min1≤i≤k Xi , under the null hypothesis H0 : p1 = · · · = pk = (1/k), as
 
k
,
Pr{W ≤ w} ≈ Pr W ≤ w
n




(54)

where W  is distributed as the sample range of k i.i.d.
N (0, 1) random variables.

Related Distributions
A distribution of interest that is obtained from a
multinomial distribution is the multinomial class size
distribution with probability mass function



m+1
x0 , x1 , . . . , x k

k
1
k!
,
×
(0!)x0 (1!)x1 · · · (k!)xk m + 1

P (x0 , . . . , xk ) =

xi = 0, 1, . . . , m + 1 (i = 0, 1, . . . , k),
k

i=0

xi = m + 1,

k


ixi = k.

(55)

i=0

Compounding (Compound Distributions)

Multinomial(n; p1 , . . . , pk )
p1 ,...,pk

Dirichlet(α1 , . . . , αk )
yields the Dirichlet-compound multinomial distribution or multivariate binomial-beta distribution with
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probability mass function
P (x1 , . . . , xk ) =

n!
k


E

 k


i=1

n!

[n]

αi



k

αi[xi ]
,
xi !
i=1

i=1

xi ≥ 0,

xi = n.

i=1

Negative Multinomial Distributions
Definition The negative multinomial distribution
has its probability generating function as
−n

k

GX (t) = Q −
Pi ti
,
(57)
where n > 0, Pi > 0 (i = 1, . . . , k) and Q − ki=1
Pi = 1. From (57), the probability mass function is
obtained as
 k


PX (x) = Pr
(Xi = xi )

 n+
=

k


(n)

i=1

 
k

Pr
(Xi > xi ) =

yk

y1

fx (u) du1 · · · duk ,

0

(61)
where yi = pi /p0 (i = 1, . . . , k) and
!
 n + ki=1 xi + k
fx (u) =

(n) ki=1 (xi + 1)
k
xi
i=1 ui
×
, ui > 0.
!n+ k xi +k
i=1
k
1 + i=1 ui

(62)

From (57), we obtain the moment generating function as
−n

k

ti
Pi e
(63)
MX (t) = Q −
i=1

xi
xi !


···

0

i=1



i=1

k

and


(60)

Moments

i=1

i=1

y1

× fx (u) du1 · · · duk

(56)

This distribution is also sometimes called as the
negative multivariate hypergeometric distribution.
Panaretos and Xekalaki [71] studied cluster
multinomial distributions from a special urn model.
Morel and Nagaraj [67] considered a finite mixture
of multinomial random variables and applied it to
model categorical data exhibiting overdispersion.
Wang and Yang [97] discussed a Markov multinomial
distribution.



yk

i=1
k


(59)

where 0 < pi < 1 for i = 0, 1, . . . , k and ki=0 pi =
1. Note that n can be fractional in negative multinomial distributions. This distribution is also sometimes
called a multivariate negative binomial distribution.
Olkin and Sobel [69] and Joshi [45] showed that
 
 k
 ∞
∞

(Xi ≤ xi ) =
···
Pr

pixi

i=1

xi !

= 
k


xi = 0, 1, . . . (i = 1, . . . , k),
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Q−n


k 

Pi xi
i=1

Q

and the factorial moment generating function as
, xi ≥ 0.


GX (t + 1) = 1 −

(58)
Setting p0 = 1/Q and pi = Pi /Q for i = 1, . . . , k,
the probability mass function in (58) can be rewritten as


k

xi
 n+
k

i=1
PX (x) =
pixi ,
p0n
(n)x1 ! · · · xk !
i=1

k


−n
Pi ti

.

(64)

i=1

From (64), we obtain the rth factorial moment of
X as

 k
" k #
k
 (r )
r

i
= n i=1 i
µ(r) (X) = E
Xi
Piri ,
i=1

i=1

(65)
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where a [b] = a(a + 1) · · · (a + b − 1). From (65), it
follows that the correlation coefficient between Xi
and Xj is
$
Pi Pj
.
(66)
Corr(Xi , Xj ) =
(1 + Pi )(1 + Pj )

(θk /θ• )), where θi = npi /p0 (for i = 1, . . . , k)
and θ• = ki=1 θi = n(1 − p0 )/p0 . Further, the sum
N = ki=1 Xi has an univariate negative binomial
distribution with parameters n and p0 .

Note that the correlation in this case is positive,
while for the multinomial distribution it is
always negative. Sagae and Tanabe [81] presented
a symbolic Cholesky-type decomposition of the
variance–covariance matrix.

Suppose t sets of observations (x1 , . . . , xk )T ,  =
1, . . . , t, are available from (59). Then, the likelihood equations for pi (i = 1, . . . , k) and n are
given by

Inference

t n̂ +
xi
=
p̂i
1+

Properties
From (57), upon setting tj = 1 for all j  = i1 , . . . , is ,
we obtain the probability generating function of
(Xi1 , . . . , Xis )T as

−n
s


Q −
Pj −
Pij tij  ,
j =i1 ,...,is

j =1

which implies that the distribution of (Xi1 , . . . , Xis )T
is Negative multinomial(n; Pi1 , . . . , Pis ) with probability mass function
!
 n + sj =1 xij

P (xi1 , . . . , xis ) =
(Q )−n
(n) sj =1 nij !

s 

Pij xij
×
,
(67)
Q
j =1
where
Q = Q − j =i1 ,...,is Pj = 1 + sj =1 Pij .
Dividing (58) by (67), we readily see that the conditional distribution of {Xj , j  = i1 , . . . , is }, given
(Xi1 , . . . , Xis )T = (xi1 , . . . , xis )T , is Negative multinomial(n + sj =1 xij ; (P /Q ) for  = 1, . . . , k,   =
i1 , . . . , is ); hence, the multiple regression of X on
Xi1 , . . . , Xis is
 


s
s

  

P
xi j   ,
E X  (Xij = xij ) = n +


Q
j =1
j =1
(68)
which shows that all the regressions are linear.
Tsui [94] showed that for the negative multinomial
distribution in (59), the conditional distribution of X,
given ki=1 Xi = N , is Multinomial(N ; (θ1 /θ• ), . . . ,

and
t y
 −1

=1 j =0

t
=1 y
,
k
j =1 p̂j

i = 1, . . . , k,



k

1
p̂j  ,
= t log 1 +
n̂ + j
j =1

(69)

(70)

where y = kj =1 xj  and xi = t=1 xi . These
reduce to the formulas
xi
(i = 1, . . . , k) and
p̂i =
t n̂


∞
t

y
Fj
= log 1 + =1
,
(71)
n̂ + j − 1
t n̂
j =1
where Fj is the proportion of y ’s which are at least
j . Tsui [94] discussed the simultaneous estimation of
the means of X1 , . . . , Xk .

Related Distributions
Arbous and Sichel [4] proposed a symmetric bivariate negative binomial distribution with probability
mass function

θ
θ
Pr{X1 = x1 , X2 = x2 } =
θ + 2φ

x1 +x2
(θ − 1 + x1 + x2 )!
φ
×
,
(θ − 1)!x1 !x2 !
θ + 2φ
x1 , x2 = 0, 1, . . . ,

θ, φ > 0,

(72)

which has both its regression functions to be linear
with the same slope ρ = φ/(θ + φ).
Marshall and Olkin [62] derived a multivariate
geometric distribution as the distribution of X =

Discrete Multivariate Distributions
([Y1 ] + 1, . . . , [Yk ] + 1)T , where [] is the largest
integer contained in  and Y = (Y1 , . . . , Yk )T has a
multivariate exponential distribution.
Compounding

Negative multinomial(n; p1 , . . . , pk )
!
Pi 1
,
Q Q

Dirichlet(α1 , . . . , αk+1 )
gives rise to the Dirichlet-compound negative multinomial distribution with probability mass function
" k #
x
n i=1 i
P (x1 , . . . , xk ) =
# α [n]
"
! n+ k xi k+1
i=1
k
i=1 αi


k

αi[ni ]
.
(73)
×
ni !
i=1
The properties of this distribution are quite similar to
those of the Dirichlet-compound multinomial distribution described in the last section.
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If Xj = (X1j , . . . , Xkj )T , j = 1, . . . , n, are n
independent multivariate Bernoulli distributed random vectors with the same p for each j , then the
distribution of X• = (X1• , . . . , Xk • )T , where Xi • =
n
j =1 Xij , is a multivariate binomial distribution.
Matveychuk and Petunin [64, 65] and Johnson and
Kotz [40] discussed a generalized Bernoulli model
derived from placement statistics from two independent samples.

Multivariate Poisson Distributions
Bivariate Case
Holgate [32] constructed a bivariate Poisson distribution as the joint distribution of
X1 = Y1 + Y12

and X2 = Y2 + Y12 ,

(77)

d
d
where Y1 =
Poisson(θ1 ), Y2 =
Poisson(θ2 ) and Y12 =d
Poisson(θ12 ) are independent random variables. The
joint probability mass function of (X1 , X2 )T is
given by

P (x1 , x2 ) = e−(θ1 +θ2 +θ12 )

Generalizations
The joint distribution of X1 , . . . , Xk , each of which
can take on values only 0 or 1, is known as multivariate Bernoulli distribution. With
Pr{X1 = x1 , . . . , Xk = xk } = px1 ···xk ,
xi = 0, 1 (i = 1, . . . , k),

(74)

Teugels [93] noted that there is a one-to-one correspondence with the integers ξ = 1, 2, . . . , 2k through
the relation
ξ(x) = 1 +

k


2i−1 xi .

(75)

i=1

Writing px1 ···xk as pξ(x) , the vector p = (p1 , p2 , . . . ,
p2k )T can be expressed as
'
% 1 
& 1 − Xi 
,
(76)
p=E
Xi
i=k
(
where
is the Kronecker product operator. Similar general expressions can be provided for joint
moments and generating functions.

×

min(x
1 ,x2 )

i=0

i
θ1x1 −i θ2x2 −i θ12
.
(x1 − i)!(x2 − i)!i!

(78)

This distribution, derived originally by Campbell [14], was also derived easily as a limiting form
of a bivariate binomial distribution by Hamdan and
Al-Bayyati [29].
From (77), it is evident that the marginal distributions of X1 and X2 are Poisson(θ1 + θ12 ) and
Poisson(θ2 + θ12 ), respectively. The mass function
P (x1 , x2 ) in (78) satisfies the following recurrence
relations:
x1 P (x1 , x2 ) = θ1 P (x1 − 1, x2 )
+ θ12 P (x1 − 1, x2 − 1),
x2 P (x1 , x2 ) = θ2 P (x1 , x2 − 1)
+ θ12 P (x1 − 1, x2 − 1).

(79)

The relations in (79) follow as special cases of Hesselager’s [31] recurrence relations for certain bivariate
counting distributions and their compound forms,
which generalize the results of Panjer [72] on a
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family of compound distributions and those of Willmot [100] and Hesselager [30] on a class of mixed
Poisson distributions.
From (77), we readily obtain the moment generating function as
MX1 ,X2 (t1 , t2 ) = exp{θ1 (et1 − 1) + θ2 (et2 − 1)
+ θ12 (e

t1 +t2

− 1)}

(80)

and the probability generating function as
GX1 ,X2 (t1 , t2 ) = exp{φ1 (t1 − 1) + φ2 (t2 − 1)
+ φ12 (t1 − 1)(t2 − 1)},

(81)

where φ1 = θ1 + θ12 , φ2 = θ2 + θ12 and φ12 = θ12 .
From (77) and (80), we readily obtain
Cov(X1 , X2 ) = Var(Y12 ) = θ12

which cannot exceed θ12 {θ12 + min(θ1 , θ2 )}−1/2 .
The conditional distribution of X1 , given X2 = x2 ,
is readily obtained from (78) to be
Pr{X1 = x1 |X2 = x2 } = e

min(x
1 ,x2 ) 

j =0


×

θ12
θ2 + θ12

j 

θ2
θ2 + θ12

x2 −j

x2
j



x −j

θ1 1
,
(x1 − j )!
(84)

which is clearly the sum of two mutually independent
d
random variables, with one distributed as Y1 =
Poisson(θ1 ) and the other distributed as Y12 |(X2 =
d Binomial(x ; (θ /(θ + θ ))). Hence, we
x2 ) =
2
12
2
12
see that
θ12
x2
θ2 + θ12

(85)

θ2 θ12
x2 ,
(θ2 + θ12 )2

(86)

E(X1 |X2 = x2 ) = θ1 +
and
Var(X1 |X2 = x2 ) = θ1 +

1
n

n

j =1

i = 1, 2,

(87)

P (X1j − 1, X2j − 1)
= 1,
P (X1j , X2j )

(88)

where X i • = (1/n) nj=1 Xij (i = 1, 2) and (88) is
a polynomial in θ̂12 , which needs to be solved
numerically. For this reason, θ12 may be estimated
by the sample covariance (which is the moment
estimate) or by the even-points method proposed by
Papageorgiou and Kemp [75] or by the double zero
method or by the conditional even-points method
proposed by Papageorgiou and Loukas [76].

Distributions Related to Bivariate Case

θ12
, (83)
(θ1 + θ12 )(θ2 + θ12 )

−θ1

θ̂i + θ̂12 = X i • ,

(82)

and, consequently, the correlation coefficient is
Corr(X1 , X2 ) = √

On the basis of n independent pairs of observations (X1j , X2j )T , j = 1, . . . , n, the maximum likelihood estimates of θ1 , θ2 , and θ12 are given by

which reveal that the regressions are both linear
and that the variations about the regressions are
heteroscedastic.

Ahmad [1] discussed the bivariate hyper-Poisson distribution with probability generating function
eφ12 (t1 −1)(t2 −1)


2 

1 F1 (1; λi ; φi ti )
i=1

1 F1 (1; λi ; φi )

,

(89)

where 1 F1 is the Gaussian hypergeometric function,
which has its marginal distributions to be hyperPoisson.
By starting with two independent Poisson(θ1 ) and
Poisson(θ2 ) random variables and ascribing a joint
distribution to (θ1 , θ2 )T , David and Papageorgiou [24]
studied the compound bivariate Poisson distribution
with probability generating function
E[eθ1 (t1 −1)+θ2 (t2 −1) ].

(90)

Many other related distributions and generalizations can be derived from (77) by ascribing different distributions to the random variables Y1 , Y2
and Y12 . For example, if Consul’s [20] generalized
Poisson distributions are used for these variables,
we will obtain bivariate generalized Poisson distribution. By taking these independent variables to
be Neyman Type A or Poisson, Papageorgiou [74]
and Kocherlakota and Kocherlakota [53] derived two
forms of bivariate short distributions, which have
their marginals to be short. A more general bivariate
short family has been proposed by Kocherlakota and
Kocherlakota [53] by ascribing a bivariate Neyman
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Type A distribution to (Y1 , Y2 )T and an independent
Poisson distribution to Y12 . By considering a much
more general structure of the form
X1 = Y1 + Z1

and X2 = Y2 + Z2

(91)

and ascribing different distributions to (Y1 , Y2 )T and
(Z1 , Z2 )T along with independence of the two parts,
Papageorgiou and Piperigou [77] derived some more
general forms of bivariate short distributions. Further,
using this approach and with different choices for
the random variables in the structure (91), Papageorgiou and Piperigou [77] also derived several forms
of bivariate Delaporte distributions that have their
marginals to be Delaporte with probability generating function


1 − pt
1−p

−k
eλ(t−1) ,

(92)

which is a convolution of negative binomial and
Poisson distributions; see, for example, [99, 101].
Leiter and Hamdan [57] introduced a bivariate
Poisson–Poisson distribution with one marginal as
Poisson(λ) and the other marginal as Neyman Type
A(λ, β). It has the structure
Y = Y1 + Y2 + · · · + YX ,

(93)

the conditional distribution of Y given X = x as
Poisson(βx), and the joint mass function as
Pr{X = x, Y = y} = e−(λ+βx)
x, y = 0, 1, . . . ,

λx (βx)y
,
x! y!

λ, β > 0.

(94)

For the general structure in (93), Cacoullos and Papageorgiou [13] have shown that the joint probability
generating function can be expressed as
GX,Y (t1 , t2 ) = G1 (t1 G2 (t2 )),

(95)

where G1 (·) is the generating function of X and G2 (·)
is the generating function of Yi ’s.
Wesolowski [98] constructed a bivariate Poisson
conditionals distribution by taking the conditional
distribution of Y , given X = x, to be Poisson(λ2 λx12 )
and the regression of X on Y to be E(X|Y = y) =
y
λ1 λ12 , and has noted that this is the only bivariate
distribution for which both conditionals are Poisson.
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Multivariate Forms
A natural generalization of (77) to the k-variate case
is to set
Xi = Yi + Y,

i = 1, . . . , k,

(96)

d
d
where Y =
Poisson(θ) and Yi =
Poisson(θi ), i =
1, . . . , k, are independent random variables. It is
evident that the marginal distribution
) of Xi is Poisson(θ + θi ), Corr(Xi , Xj ) = θ/ (θi + θ)(θj + θ),
and Xi − Xi  and Xj − Xj  are mutually independent
when i, i  , j, j  are distinct.
Teicher [92] discussed more general multivariate Poisson distributions with probability generating
functions of the form

k


Ai ti +
Aij ti tj
exp

i=1

1≤i<j ≤k



+ · · · + A12···k t1 · · · tk − A , (97)


which are infinitely divisible.
Lukacs and Beer [58] considered multivariate
Poisson distributions with joint characteristic functions of the form




k



tj  − 1 , (98)
ϕX (t) = exp θ exp i


j =1

which evidently has all its marginals to be Poisson.
Sim [87] exploited the result that a mixture of
d Binomial(N ; p) and N d Poisson(λ) leads to a
X=
=
Poisson(λp) distribution in a multivariate setting to
construct a different multivariate Poisson distribution.
The case of the trivariate Poisson distribution
received special attention in the literature in terms
of its structure, properties, and inference.
As explained earlier in the sections ‘Multinomial
Distributions’ and ‘Negative Multinomial Distributions’, mixtures of multivariate distributions can be
used to derive some new multivariate models for
practical use. These mixtures may be considered
either as finite mixtures of the multivariate distributions or in the form of compound distributions by
ascribing different families of distributions for the
underlying parameter vectors. Such forms of multivariate mixed Poisson distributions have been considered in the actuarial literature.
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Multivariate Hypergeometric Distributions

Properties

Definition Suppose a population of m individuals
contain m1 of type G1 , m2 of type G2 , . . . , mk of type
Gk , where m = ki=1 mi . Suppose a random sample
of n individuals is selected from this population without replacement, and Xi denotes the number of individuals of type Gi in the sample for i = 1, 2, . . . , k.
k
Clearly,
i=1 Xi = n. Then, the probability mass
function of X can be shown to be

k 
k

1  mi
, 0 ≤ xi ≤ mi ,
xi = n.
PX (x) = m
xi
n i=1
i=1

From (99), we see that the marginal distribution
of Xi is hypergeometric(n; mi , m − mi ). In fact,
the distribution of (Xi1 , . . . , Xis , n − sj =1 Xij )T
is multivariate hypergeometric(n; mi1 , . . . , mis , n −
s
j =1 mij ). As a result, the conditional distribution
of the remaining elements (X1 , . . . , Xk−s )T , given
(Xi1 , . . . , Xis )T = (xi1 , . . . , xis )T , is also Multivariate
hypergeometric(n − sj =1 xij ; m1 , . . . , mk−s ), where
(1 , . . . , k−s ) = (1, . . . , k)/(i1 , . . . , is ). In particular, we obtain for t ∈ {1 , . . . , k−s }

(99)
This distribution is called a multivariate hypergeometric distribution, and is denoted by multivariate hypergeometric(n; m1 , . . . , mk ). Note that in (99),
there are only k − 1 distinct variables. In the case
when k = 2, it reduces to the univariate hypergeometric distribution.
When m → ∞ with (mi /m) → pi for i = 1,
2, . . . , k, the multivariate hypergeometric distribution
in (99) simply tends to the multinomial distribution
in (32). Hence, many of the properties of the
multivariate hypergeometric distribution resemble
those of the multinomial distribution.

Moments
From (99), we readily find the rth factorial moment
of X as

 k
k
 (r )
n(r)  (ri )

i
= (r)
Xi
m , (100)
µ(r) (X) = E
m i=1 i
i=1
where r = r1 + · · · + rk . From (100), we get
n
mi ,
m
n(m − n)
Var(Xi ) = 2
mi (m − mi ),
m (m − 1)

Xt |(Xij = xij , j = 1, . . . , s)

s

d

xij ; mt ,
Hypergeometric
n
−
=
k−s




j =1

mj − mt  .

(102)

j =1

From (102), we obtain the multiple regression of Xt
on Xi1 , . . . , Xis to be
E{Xt |(Xij = xij , j = 1, . . . , s)}


s

mt
= n −
xi j 
,
s
m
−
j =1 mij
j =1

(103)

k−s
s
since
j =1 mj = m −
j =1 mij . Equation (103)
reveals that the multiple regression is linear, but
the variation about regression turns out to be
heteroscedastic.
While Panaretos [70] presented an interesting
characterization of the multivariate hypergeometric
distribution, Boland and Proschan [9] established the
Schur convexity of the likelihood function.

E(Xi ) =

n(m − n)
mi mj ,
m2 (m − 1)

mi mj
Corr(Xi , Xj ) = −
.
(m − mi )(m − mj )

Inference

Cov(Xi , Xj ) = −

(101)

Note that, as in the case of the multinomial distribution, all correlations are negative.

The minimax estimation of the proportions (m1 /m,
. . . , mk /m)T has been discussed by Amrhein [3]. By
approximating the joint distribution of the relative
frequencies (Y1 , . . . , Yk )T = (X1 /n, . . . , Xk /n)T by
a Dirichlet distribution with parameters (mi /m)((n
(m − 1)/(m − n)) − 1), i = 1, . . . , k, as well as
by an equi-correlated multivariate normal distribution with correlation −1/(k − 1), Childs and
Balakrishnan [18] developed tests for the null
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hypothesis H0 : m1 = · · · = mk = m/k based on the
test statistics
min1≤i≤k Xi max1≤i≤k Xi − min1≤i≤k Xi
,
max1≤i≤k Xi
n
and

max1≤i≤k Xi
.
n

(104)

Related Distributions
By noting that the parameters in (99) need not all be
nonnegative integers and using the convention that
(−θ)! = (−1)θ−1 /(θ − 1)! for a positive integer θ,
Janardan and Patil [36] defined multivariate inverse
hypergeometric, multivariate negative hypergeometric, and multivariate negative inverse hypergeometric
distributions. Sibuya and Shimizu [85] studied the
multivariate generalized hypergeometric distributions
with probability mass function


k

αi (ω − λ)
 ω−
PX (x) =

i=1


 ω−

k



αi − λ (ω)

i=1



k


xi 
×

λ

i=1



k


xi 

k

α [xi ]
i

i=1

xi !

,

(105)

i=1

ω
which reduces to the multivariate hypergeometric
distribution when ω = λ = 0.
Janardan and Patil [36] termed a subclass of
Steyn’s [91] family as unified multivariate hypergeometric distributions and its probability mass function is


a0

k 

k
ai
 

n−
xi
xi
i=1
i=1
 
,
(106)
PX (x) =
a
n
where a = ki=0 ai , ab = (a + 1)/((b + 1)(a
−b + 1)), and n need not be a positive integer.
Janardan and Patil [36] displayed that (106) contains
many distributions (including those mentioned
earlier) as special cases.

While Charalambides [16] considered the equiprobable multivariate hypergeometric distribution
(i.e. m1 = · · · = mk = m/k) and studied the restricted occupancy distributions, Chesson [17] discussed
the noncentral multivariate hypergeometric distribution. Starting with the distribution of X|m as multivariate hypergeometric in (99) and giving a prior
for m as Multinomial(m; p1 , . . . , pk ), where m =
k
T
i=1 mi and p = (p1 , . . . , pk ) is the hyperparameter, we get the marginal joint probability mass function of X to be
P (x) = k

k


n!

i=1
k

i=1

xi !

pixi , 0 ≤ pi ≤ 1, xi ≥ 0,

i=1

xi = n,

k


pi = 1,

(107)

i=1

which is just the Multinomial(n; p1 , . . . , pk ) distribution. Balakrishnan and Ma [7] referred to this as the
multivariate hypergeometric-multinomial model and
used it to develop empirical Bayes inference concerning the parameter m.
Consul and Shenton [21] constructed a multivariate Borel–Tanner distribution with probability
mass function
P (x) = |I − A(x)|

xj −rj
 '
%  k
k









λij xi
exp −
λ j i xj 


k



i=1
i=1
×
,


(xj − rj )!

j =1 








(108)
where A(x) is a (k × k) matrix with its (p, q)th
element as λpq (xp − rp )/ ki=1 λij xi , and λ’s are
positive constants for xj ≥ rj . A distribution that is
closely related to this is the multivariate Lagrangian
Poisson distribution; see [48].
Xekalaki [102, 103] defined a multivariate generalized Waring distribution which, in the bivariate
situation, has its probability mass function as
P (x, y) =

ρ [k+m] a [x+y] k [x] m[y]
,
(a + ρ)[k+m] (a + k + m + ρ)[x+y] x!y!
x, y = 0, 1, . . . ,

where a, k, m, ρ are all positive parameters.

(109)
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The multivariate hypergeometric and some of its
related distributions have found natural applications
in statistical quality control; see, for example, [43].

Definition Suppose in an urn there are a balls of k
different colors C1 , . . . , Ck , with a1 of color C1 , . . . ,
ak of color Ck , where a = ki=1 ai . Suppose one ball
is selected at random, its color is noted, and then it is
returned to the urn along with c additional balls of the
same color, and that this selection is repeated n times.
Let Xi denote the number of balls of colors Ci at the
end of n trials for i = 1, . . . , k. It is evident that when
c = 0, the sampling becomes ‘sampling with replacement’ and in this case the distribution of X will
become multinomial with pi = ai /a (i = 1, . . . , k);
when c = −1, the sampling becomes ‘sampling without replacement’ and in this case the distribution
of X will become multivariate hypergeometric with
mi = ai (i = 1, . . . , k).
The probability mass function of X is given by


k
n
1  [xi ,c]
a
,
(110)
PX (x) =
x1 , . . . , xk a [n,c] i=1 i
k
i=1

xi = n,

k
i=1

ai = a, and

a [y,c] = a(a + c) · · · (a + (y − 1)c)
with

a [0,c] = 1.

xi ≥ 0(i = 1, . . . , k),
k

i=1

xi ≥ 0.

Moments
From (113), we can derive the rth factorial moment
of X as

 k
k
 (r )
n(r)  [ri ,c/a]

i
= [r,c/a]
Xi
pi
, (114)
µ(r) (X) = E
1
i=1
i=1
where r =
(114) that

k
i=1 ri .

In particular, we obtain from

nai
,
a
nai (a − ai )(a + nc)
Var(Xi ) =
,
a 2 (a + c)
E(Xi ) = npi =

nai aj (a + nc)
,
a 2 (a + c)

ai aj
,
X
)
=
−
.
Corr(Xi j
(a − ai )(a − aj )
Cov(Xi , Xj ) = −

(115)

As in the case of multinomial and multivariate hypergeometric distributions, all the correlations are negative in this case as well.

Properties
(111)

Marshall and Olkin [61] discussed three urn models,
each of which leads to a bivariate Pólya–Eggenberger
distribution.
Since the distribution in (110) is (k − 1)-dimensional, a truly k-dimensional distribution can be
obtained by adding another color C0 (say, white)
initially represented by a0 balls. Then, with a =
k
i=0 ai , the probability mass function of X =
(X1 , . . . , Xk )T in this case is given by


k
n
1  [xi ,c]
a
,
PX (x) =
x0 , x1 , . . . , xk a [n,c] i=0 i

x0 = n −

(113)

where pi = ai /a is the initial proportion of balls of
color Ci for i = 1, . . . , k and ki=0 pi = 1.

Multivariate Pólya–Eggenberger
Distributions

where

This can also be rewritten as
 [x ,c/a] 
k
n!  pi i
PX (x) = [n,c/a]
,
1
xi !
i=0

(112)

The multiple regression of Xk on X1 , . . . , Xk1
given by
  k


pk

E Xk  (Xi = xi ) = npk −
{(x1 − np1 )
p
0 + pk
i=1
+ · · · + (xk−1 − npk−1 )}

(116)

reveals that it is linear and that it depends only on
k−1
the sum
i=1 xi and not on the individual xi ’s.
The variation about the regression is, however, heteroscedastic.
The multivariate Pólya–Eggenberger distribution
includes the following important distributions as special cases: Bose–Einstein uniform distribution when
p0 = · · · = pk = (1/(k + 1)) and c/a = (1/(k + 1)),
multinomial distribution when c = 0, multivariate
hypergeometric distribution when c = −1, and multivariate negative hypergeometric distribution when
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c = 1. In addition, the Dirichlet distribution can be
derived as a limiting form (as n → ∞) of the multivariate Pólya–Eggenberger distribution.

Inference
If a is known and n is a known positive integer, then
the moment estimators of ai are âi = ax i /n (for i =
1, . . . , k), which are also the maximum likelihood
estimators of ai . In the case when a is unknown,
under the assumption c > 0, Janardan and Patil [35]
discussed moment estimators of ai .
By approximating the joint distribution of
(Y1 , . . . , Yk )T = (X1 /n, . . . , Xk /n)T by a Dirichlet
distribution (with parameters chosen so as to match
the means, variances, and covariances) as well as by
an equi-correlated multivariate normal distribution,
Childs and Balakrishnan [19] developed tests for the
null hypothesis H0 : a1 = · · · = ak = a/k based on
the test statistics given earlier in (104).

Generalizations and Related Distributions
By considering multiple urns with each urn containing the same number of balls and then employing
the Pólya–Eggenberger sampling scheme, Kriz [55]
derived a generalized multivariate Pólya–Eggenberger distribution.
In the sampling scheme of the multivariate
Pólya–Eggenberger distribution, suppose the sampling continues until a specified number (say, m0 ) of
balls of color C0 have been chosen. Let Xi denote
the number of balls of color Ci drawn when this
requirement is achieved (for i = 1, . . . , k). Then, the
distribution of X is called the multivariate inverse
Pólya–Eggenberger distribution and has its probability mass function as


m0 − 1 + x
a0 + (m0 − 1)c
P (x) =
a + (m0 − 1 + x)c m0 − 1, x1 , . . . , xk
k
a0[m0 −1,c]  [xi ,c]
× [m −1+x,c]
ai ,
a 0
i=1
k
i=0

(117)

where a =
ai , −cxi ≤ ai (i = 1, . . . , k), and
x = ki=1 xi .
Consider an urn that contains ai balls of color
Ci for i = 1, . . . , k, and a0 white balls. A ball is
drawn randomly and if it is colored, it is replaced
with additional c1 , . . . , ck balls of the k colors, and
if it is white, it is replaced with additional d =
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k
i=1 ci

white balls, where (ci /ai ) = d/a = 1/K.
The selection is done n times, and let Xi denote
the number of balls of color Ci (for i = 1, . . . , k)
and X0 denote the number of white balls. Clearly,
k
i=0 Xi = n. Then, the distribution of X is called
the multivariate modified Pólya distribution and has
its probability mass function as

 [x0 ,d] [x,d] 
k
a0 a
n
ai !xi
P (x) =
,
[n,d]
x0 , x1 , . . . , xk (a0 + a)
a
i=1
(118)
where xi = 0, 1, . . . (for i = 1, . . . , k) and x =
k
i=1 xi ; see [86].
Suppose in the urn sampling scheme just
described, the sampling continues until a specified
number (say, w) of white balls have been chosen.
Let Xi denote the number of balls of color Ci
drawn when this requirement is achieved (for i =
1, . . . , k). Then, the distribution of X is called the
multivariate modified inverse Pólya distribution and
has its probability mass function as


a0[w,d] a [x,d]
w+x−1
P (x) =
x1 , . . . , xk , w − 1 (a0 + a)[w+x,d]
×

k

ai ! x i
,
a
i=1

(119)

where xi = 0, 1, . . . (for i = 1, . . . , k), x = ki=1 xi
and a = ki=1 ai ; see [86].
Sibuya [84] derived the multivariate digamma distribution with probability mass function
1
(x − 1)!
P (x) =
ψ(α + γ ) − ψ(γ ) (α + γ )[x]
×

k

α [xi ]
i

i=1

x=

xi !
k

i=1

,

αi , γ > 0, xi = 0, 1, . . . ,

xi > 0, α =

k


αi ,

(120)

i=1

where ψ(z) = (d/dz) ln (z) is the digamma distribution, as the limit of a truncated multivariate
Pólya–Eggenberger distribution (by omission of the
case (0, . . . , 0)).

Multivariate Discrete Exponential Family
Khatri [49] defined a multivariate discrete exponential family as one that includes all distributions of X
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with probability mass function of the form

 k

Ri (θ )xi − Q(θ ) ,
P (x) = g(x) exp

many prominent multivariate discrete distributions
discussed above as special cases.
(121)

i=1

where θ = (θ1 , . . . , θk )T , x takes on values in a region
S, and
'
 k
%



.
g(x) exp
Ri (θ )xi
Q(θ ) = log
···
x∈S

i=1

(122)
This family includes many of the distributions listed
in the preceding sections as special cases, including
nonsingular multinomial, multivariate negative binomial, multivariate hypergeometric, and multivariate
Poisson distributions.
Some general formulas for moments and
some other characteristics can be derived. For
example, with


∂Ri (θ)
(123)
M = (mij )ki,j =1 =
∂θj
and M−1 = (mij ), it can be shown that
E(X) = M
=

−1

k


∂Q(θ )
∂θ

mj 

=1

and

∂E(Xi )
,
∂θ

Cov(Xi , Xj )
i  = j.

(124)

Multivariate Power Series Distributions
Definition The family of distributions with probability mass function
a(x)  xi
θ
A(θ ) i=1 i
k

P (x) =

x1 =0

···

∞

xk =0

a(x1 , . . . , xk )

From (127), all moments can be immediately
obtained. For example, we have for i = 1, . . . , k
θi ∂A(θ )
E(Xi ) =
(128)
A(θ ) ∂θi
and



θi2
∂A(θ) 2
∂ 2 A(θ)
Var(Xi ) = 2
−
A(θ)
A (θ)
∂θi
∂θi2

A(θ) ∂A(θ)
.
(129)
+
θi
∂θi

Properties
From the probability generating function of X
in (127), it is evident that the joint distribution of any
subset (Xi1 , . . . , Xis )T of X also has a multivariate
power series distribution with the defining function
A(θ) being regarded as a function of (θi1 , . . . , θis )T
with other θ’s being regarded as constants. Truncated
power series distributions (with some smallest
and largest values omitted) are also distributed
as multivariate power series. Kyriakoussis and
Vamvakari [56] considered the class of multivariate
power series distributions in (125) with the support
xi = 0, 1, . . . , m (for i = 1, 2, . . . , k) and established
their asymptotic normality as m → ∞.

Related Distributions

A(θ ) = A(θ1 , . . . , θk )
∞


From (125), we readily obtain the probability generating function of X as

 k
 X
A(θ1 t1 , . . . , θk tk )
i
. (127)
GX (t) = E
=
ti
A(θ1 , . . . , θk )
i=1

(125)

is called a multivariate power series family of distributions. In (125), xi ’s are nonnegative integers, θi ’s
are positive parameters,

=

Moments

k


θixi

(126)

i=1

Patil and Bildikar [78] studied the multivariate
logarithmic series distribution with probability
mass function
k

(x − 1)!
θixi ,
P (x) = k
( i=1 xi !){− log(1 − θ)} i=1
xi ≥ 0,

x=

k

i=1

is said to be the ‘defining function’ and a(x)
the ‘coefficient function’. This family includes

xi > 0,

θ=

k


θi .

(130)

i=1

A compound multivariate power series distribution can be derived from (125) by ascribing a joint

Discrete Multivariate Distributions
prior distribution to the parameter θ. For example,
if fθ (θ1 , . . . , θk ) is the ascribed prior density function of θ, then the probability mass function of the
resulting compound distribution is
 ∞
 ∞
1
···
P (x) = a(x)
A(θ)
0
0

 k
 x
×
θi i fθ (θ1 , . . . , θk ) dθ1 · · · dθk .
(131)
i=1

Sapatinas [82] gave a sufficient condition for identifiability in this case.
A special case of the multivariate power series
distribution in (125), when A(θ) = B(θ) with θ =
k
i=1 θi and B(θ) admits a power series expansion
in powers of θ ∈ (0, ρ), is called the multivariate
sum-symmetric power series distribution. This family
of distributions, introduced by Joshi and Patil [46],
allows for the minimum variance unbiased estimation
of the parameter θ and some related characterization results.

Miscellaneous Models
From the discussion in previous sections, it is clearly
evident that urn models and occupancy problems
play a key role in multivariate discrete distribution
theory. The book by Johnson and Kotz [39] provides an excellent survey on multivariate occupancy
distributions.
In the probability generating function of X
given by
GX (t) = G2 (G1 (t)),

ik =0

Jain and Nanda [33] discussed these weighted distributions in detail and established many properties.
In the past two decades, significant attention was
focused on run-related distributions. More specifically, rather than be interested in distributions regarding the numbers of occurrences of certain events,
focus in this case is on distributions dealing with
occurrences of runs (or, more generally, patterns) of
certain events. This has resulted in several multivariate run-related distributions, and one may refer to
the recent book of Balakrishnan and Koutras [6] for
a detailed survey on this topic.

References
[1]

[2]

GX (t) = exp{θ[G1 (t) − 1]}



∞
∞
k




i
= exp
···
θi1 ···ik  tjj − 1


i1 =0

distribution, and the special case given in (133) as
that of a compound Poisson distribution.
Length-biased distributions arise when the sampling mechanism selects units/individuals with probability proportional to the length of the unit (or some
measure of size). Let Xw be a multivariate weighted
version of X and w(x) be the weight function,
where w: X → A ⊆ R + is nonnegative with finite
and nonzero mean. Then, the multivariate weighted
distribution corresponding to P (x) has its probability
mass function as
w(x)P (x)
.
(134)
P w (x) =
E[w(X)]

(132)

if we choose G2 (·) to be the probability generating function of a univariate Poisson(θ) distribution,
we have

[3]

[4]

[5]

j =1

(133)
upon expanding G1 (t) in a Taylor series in t1 , . . . , tk .
The corresponding distribution of X is called generalized multivariate Hermite distribution; see [66].
In the actuarial literature, the generating function
defined by (132) is referred to as that of a compound

19

[6]

[7]

Ahmad, M. (1981). A bivariate hyper-Poisson distribution, in Statistical Distributions in Scientific Work,
Vol. 4, C. Taillie, G.P. Patil & B.A. Baldessari, eds, D.
Reidel, Dordrecht, pp. 225–230.
Alam, K. (1970). Monotonicity properties of the multinomial distribution, Annals of Mathematical Statistics
41, 315–317.
Amrhein, P. (1995). Minimax estimation of proportions
under random sample size, Journal of the American
Statistical Association 90, 1107–1111.
Arbous, A.G. & Sichel, H.S. (1954). New techniques
for the analysis of absenteeism data, Biometrika 41,
77–90.
Balakrishnan, N., Johnson, N.L. & Kotz, S. (1998).
A note on relationships between moments, central
moments and cumulants from multivariate distributions, Statistics & Probability Letters 39, 49–54.
Balakrishnan, N. & Koutras, M.V. (2002). Runs and
Scans with Applications, John Wiley & Sons, New
York.
Balakrishnan, N. & Ma, Y. (1996). Empirical Bayes
rules for selecting the most and least probable multivariate hypergeometric event, Statistics & Probability
Letters 27, 181–188.

20
[8]

[9]

[10]

[11]

[12]

[13]

[14]

[15]

[16]

[17]

[18]

[19]

[20]

[21]

[22]

[23]

Discrete Multivariate Distributions
Bhattacharya, B. & Nandram, B. (1996). Bayesian
inference for multinomial populations under stochastic
ordering, Journal of Statistical Computation and Simulation 54, 145–163.
Boland, P.J. & Proschan, F. (1987). Schur convexity of
the maximum likelihood function for the multivariate
hypergeometric and multinomial distributions, Statistics & Probability Letters 5, 317–322.
Bol’shev, L.N. (1965). On a characterization of the
Poisson distribution, Teoriya Veroyatnostei i ee Primeneniya 10, 446–456.
Bromaghin, J.E. (1993). Sample size determination
for interval estimation of multinomial probability, The
American Statistician 47, 203–206.
Brown, M. & Bromberg, J. (1984). An efficient twostage procedure for generating random variables for the
multinomial distribution, The American Statistician 38,
216–219.
Cacoullos, T. & Papageorgiou, H. (1981). On bivariate discrete distributions generated by compounding,
in Statistical Distributions in Scientific Work, Vol. 4,
C. Taillie, G.P. Patil & B.A. Baldessari, eds, D. Reidel,
Dordrecht, pp. 197–212.
Campbell, J.T. (1938). The Poisson correlation function, Proceedings of the Edinburgh Mathematical Society (Series 2) 4, 18–26.
Chandrasekar, B. & Balakrishnan, N. (2002). Some
properties and a characterization of trivariate and multivariate binomial distributions, Statistics 36, 211–218.
Charalambides, C.A. (1981). On a restricted occupancy
model and its applications, Biometrical Journal 23,
601–610.
Chesson, J. (1976). A non-central multivariate hypergeometric distribution arising from biased sampling with
application to selective predation, Journal of Applied
Probability 13, 795–797.
Childs, A. & Balakrishnan, N. (2000). Some approximations to the multivariate hypergeometric distribution
with applications to hypothesis testing, Computational
Statistics & Data Analysis 35, 137–154.
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Journal of Multivariate Analysis 35, 48–65.

[62]

[63]

[64]

[65]

[66]

[67]

[68]

[69]

[70]

[71]

[72]
[73]

[74]

[75]

[76]

[77]

21

Marshall, A.W. & Olkin, I. (1995). Multivariate exponential and geometric distributions with limited memory, Journal of Multivariate Analysis 53, 110–125.
Mateev, P. (1978). On the entropy of the multinomial
distribution, Theory of Probability and its Applications
23, 188–190.
Matveychuk, S.A. & Petunin, Y.T. (1990). A generalization of the Bernoulli model arising in order statistics.
I, Ukrainian Mathematical Journal 42, 518–528.
Matveychuk, S.A. & Petunin, Y.T. (1991). A generalization of the Bernoulli model arising in order statistics.
II, Ukrainian Mathematical Journal 43, 779–785.
Milne, R.K. & Westcott, M. (1993). Generalized multivariate Hermite distribution and related point processes,
Annals of the Institute of Statistical Mathematics 45,
367–381.
Morel, J.G. & Nagaraj, N.K. (1993). A finite mixture
distribution for modelling multinomial extra variation,
Biometrika 80, 363–371.
Olkin, I. (1972). Monotonicity properties of Dirichlet
integrals with applications to the multinomial distribution and the analysis of variance test, Biometrika 59,
303–307.
Olkin, I. & Sobel, M. (1965). Integral expressions for
tail probabilities of the multinomial and the negative
multinomial distributions, Biometrika 52, 167–179.
Panaretos, J. (1983). An elementary characterization of
the multinomial and the multivariate hypergeometric
distributions, in Stability Problems for Stochastic Models, Lecture Notes in Mathematics – 982, V.V. Kalashnikov & V.M. Zolotarev, eds, Springer-Verlag, Berlin,
pp. 156–164.
Panaretos, J. & Xekalaki, E. (1986). On generalized
binomial and multinomial distributions and their relation to generalized Poisson distributions, Annals of the
Institute of Statistical Mathematics 38, 223–231.
Panjer, H.H. (1981). Recursive evaluation of a family
of compound distributions, ASTIN Bulletin 12, 22–26.
Panjer, H.H. & Willmot, G.E. (1992). Insurance Risk
Models, Society of Actuaries Publications, Schuamburg, Illinois.
Papageorgiou, H. (1986). Bivariate “short” distributions, Communications in Statistics-Theory and Methods 15, 893–905.
Papageorgiou, H. & Kemp, C.D. (1977). Even point
estimation for bivariate generalized Poisson distributions, Statistical Report No. 29, School of Mathematics,
University of Bradford, Bradford.
Papageorgiou, H. & Loukas, S. (1988). Conditional
even point estimation for bivariate discrete distributions, Communications in Statistics-Theory & Methods
17, 3403–3412.
Papageorgiou, H. & Piperigou, V.E. (1977). On bivariate ‘Short’ and related distributions, in Advances in the
Theory and Practice of Statistics–A Volume in Honor
of Samuel Kotz, N.L. Johnson & N. Balakrishnan, John
Wiley & Sons, New York, pp. 397–413.

22
[78]

[79]

[80]

[81]

[82]

[83]

[84]

[85]

[86]

[87]

[88]

[89]

[90]

[91]

[92]

Discrete Multivariate Distributions
Patil, G.P. & Bildikar, S. (1967). Multivariate logarithmic series distribution as a probability model in
population and community ecology and some of its statistical properties, Journal of the American Statistical
Association 62, 655–674.
Rao, C.R. & Srivastava, R.C. (1979). Some characterizations based on multivariate splitting model, Sankhya
Series A 41, 121–128.
Rinott, Y. (1973). Multivariate majorization and rearrangement inequalities with some applications to probability and statistics, Israel Journal of Mathematics 15,
60–77.
Sagae, M. & Tanabe, K. (1992). Symbolic Cholesky
decomposition of the variance-covariance matrix of the
negative multinomial distribution, Statistics & Probability Letters 15, 103–108.
Sapatinas, T. (1995). Identifiability of mixtures of
power series distributions and related characterizations,
Annals of the Institute of Statistical Mathematics 47,
447–459.
Shanbhag, D.N. & Basawa, I.V. (1974). On a characterization property of the multinomial distribution,
Trabajos de Estadistica y de Investigaciones Operativas
25, 109–112.
Sibuya, M. (1980). Multivariate digamma distribution,
Annals of the Institute of Statistical Mathematics 32,
25–36.
Sibuya, M. & Shimizu, R. (1981). Classification of
the generalized hypergeometric family of distributions,
Keio Science and Technology Reports 34, 1–39.
Sibuya, M., Yoshimura, I. & Shimizu, R. (1964). Negative multinomial distributions, Annals of the Institute
of Statistical Mathematics 16, 409–426.
Sim, C.H. (1993). Generation of Poisson and gamma
random vectors with given marginals and covariance
matrix, Journal of Statistical Computation and Simulation 47, 1–10.
Sison, C.P. & Glaz, J. (1995). Simultaneous confidence
intervals and sample size determination for multinomial proportions, Journal of the American Statistical
Association 90, 366–369.
Smith, P.J. (1995). A recursive formulation of the old
problem of obtaining moments from cumulants and
vice versa, The American Statistician 49, 217–218.
Sobel, M., Uppuluri, V.R.R. & Frankowski, K. (1977).
Dirichlet distribution–Type 1, Selected Tables in Mathematical Statistics–4, American Mathematical Society,
Providence, Rhode Island.
Steyn, H.S. (1951). On discrete multivariate probability functions, Proceedings, Koninklijke Nederlandse
Akademie van Wetenschappen, Series A 54, 23–30.
Teicher, H. (1954). On the multivariate Poisson distribution, Skandinavisk Aktuarietidskrift 37, 1–9.

[93]

[94]

[95]

[96]

[97]

[98]

[99]

[100]

[101]

[102]

[103]

[104]

[105]

Teugels, J.L. (1990). Some representations of the multivariate Bernoulli and binomial distributions, Journal
of Multivariate Analysis 32, 256–268.
Tsui, K.-W. (1986). Multiparameter estimation for
some multivariate discrete distributions with possibly
dependent components, Annals of the Institute of Statistical Mathematics 38, 45–56.
Viana, M.A.G. (1994). Bayesian small-sample estimation of misclassified multinomial data, Biometrika 50,
237–243.
Walley, P. (1996). Inferences from multinomial data:
learning about a bag of marbles (with discussion),
Journal of the Royal Statistical Society, Series B 58,
3–57.
Wang, Y.H. & Yang, Z. (1995). On a Markov multinomial distribution, The Mathematical Scientist 20,
40–49.
Wesolowski, J. (1994). A new conditional specification of the bivariate Poisson conditionals distribution,
Technical Report, Mathematical Institute, Warsaw University of Technology, Warsaw.
Willmot, G.E. (1989). Limiting tail behaviour of some
discrete compound distributions, Insurance: Mathematics and Economics 8, 175–185.
Willmot, G.E. (1993). On recursive evaluation of
mixed Poisson probabilities and related quantities,
Scandinavian Actuarial Journal, 114–133.
Willmot, G.E. & Sundt, B. (1989). On evaluation of
the Delaporte distribution and related distributions,
Scandinavian Actuarial Journal, 101–113.
Xekalaki, E. (1977). Bivariate and multivariate extensions of the generalized Waring distribution, Ph.D.
thesis, University of Bradford, Bradford.
Xekalaki, E. (1984). The bivariate generalized Waring
distribution and its application to accident theory,
Journal of the Royal Statistical Society, Series A 147,
488–498.
Xekalaki, E. (1987). A method for obtaining the
probability distribution of m components conditional on
 components of a random sample, Rvue de Roumaine
Mathematik Pure and Appliquee 32, 581–583.
Young, D.H. (1962). Two alternatives to the standard
χ2 test of the hypothesis of equal cell frequencies,
Biometrika 49, 107–110.

(See also Claim Number Processes; Combinatorics; Counting Processes; Generalized Discrete
Distributions; Multivariate Statistics; Numerical
Algorithms)
N. BALAKRISHNAN

Discrete Parametric
Distributions

Suppose N1 and N2 have Poisson distributions
with means λ1 and λ2 respectively and that N1 and
N2 are independent. Then, the pgf of N = N1 + N2
is

The purpose of this paper is to introduce a large class
of counting distributions. Counting distributions are
discrete distributions with probabilities only on the
nonnegative integers; that is, probabilities are defined
only at the points 0, 1, 2, 3, 4,. . .. The purpose of
studying counting distributions in an insurance context is simple. Counting distributions describe the
number of events such as losses to the insured or
claims to the insurance company. With an understanding of both the claim number process and the
claim size process, one can have a deeper understanding of a variety of issues surrounding insurance
than if one has only information about aggregate
losses. The description of total losses in terms of
numbers and amounts separately also allows one to
address issues of modification of an insurance contract. Another reason for separating numbers and
amounts of claims is that models for the number of
claims are fairly easy to obtain and experience has
shown that the commonly used distributions really
do model the propensity to generate losses.
Let the probability function (pf) pk denote the
probability that exactly k events (such as claims or
losses) occur. Let N be a random variable representing the number of such events. Then
pk = Pr{N = k},

k = 0, 1, 2, . . .

(1)

The probability generating function (pgf) of a discrete
random variable N with pf pk is
P (z) = PN (z) = E[z ] =
N

∞


k

pk z .

(2)

k=0

Poisson Distribution
The Poisson distribution is one of the most important
in insurance modeling. The probability function of the
Poisson distribution with mean λ > 0 is
λk e−λ
pk =
, k = 0, 1, 2, . . .
(3)
k!
its probability generating function is
P (z) = E[zN ] = eλ(z−1) .

(4)

The mean and variance of the Poisson distribution
are both equal to λ.

PN (z) = PN1 (z)PN2 (z)
= e(λ1 +λ2 )(z−1)

(5)

Hence, by the uniqueness of the pgf, N is a Poisson distribution with mean λ1 + λ2 . By induction,
the sum of a finite number of independent Poisson
variates is also a Poisson variate. Therefore, by the
central limit theorem, a Poisson variate with mean
λ is close to a normal variate if λ is large.
The Poisson distribution is infinitely divisible,
a fact that is of central importance in the study
of stochastic processes. For this and other reasons
(including its many desirable mathematical properties), it is often used to model the number of claims
of an insurer. In this connection, one major drawback
of the Poisson distribution is the fact that the variance
is restricted to being equal to the mean, a situation
that may not be consistent with observation.
Example 1 This example is taken from [1], p. 253.
An insurance company’s records for one year show
the number of accidents per day, which resulted in
a claim to the insurance company for a particular
insurance coverage. The results are in Table 1. A
Poisson model is fitted to these data. The maximum
likelihood estimate of the mean is
742
= 2.0329.
(6)
λ̂ =
365
Table 1

Data for Example 1

No. of
claims/day

Observed no.
of days

0
1
2
3
4
5
6
7
8
9+

47
97
109
62
25
16
4
3
2
0

The resulting Poisson model using this parameter
value yields the distribution and expected numbers
of claims per day as given in Table 2.
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Table 2

Its probability generating function is

Observed and expected frequencies

No. of
claims
/day, k

Poisson
probability,
p̂k

Expected
number,
365 p̂k

Observed
number,
nk

0
1
2
3
4
5
6
7
8
9+

0.1310
0.2662
0.2706
0.1834
0.0932
0.0379
0.0128
0.0037
0.0009
0.0003

47.8
97.2
98.8
66.9
34.0
13.8
4.7
1.4
0.3
0.1

47
97
109
62
25
16
4
3
2
0

The results in Table 2 show that the Poisson distribution fits the data well.

Geometric Distribution
The geometric distribution has probability function

k
1
β
, k = 0, 1, 2, . . . (7)
pk =
1+β 1+β
where β > 0; it has distribution function
F (k) =

k


py

y=0


=1−

β
1+β

k+1
,

k = 0, 1, 2, . . . .

(8)

and probability generating function
P (z) = [1 − β(z − 1)]−1 ,

|z| <

1+β
.
β

1+β
.
β

(11)

The mean and variance are rβ and rβ(1 + β),
respectively. Thus the variance exceeds the mean,
illustrating a case of overdispersion. This is one
reason why the negative binomial (and its special
case, the geometric, with r = 1) is often used to
model claim numbers in situations in which the
Poisson is observed to be inadequate.
If a sequence of independent negative binomial
variates {Xi ; i = 1, 2, . . . , n} is such that Xi has
parameters ri and β, then X1 + X2 + · · · + Xn is
again negative binomial with parameters r1 + r2 +
· · · + rn and β. Thus, for large r, the negative binomial is approximately normal by the central limit
theorem. Alternatively, if r → ∞, β → 0 such that
rβ = λ remains constant, the limiting distribution is
Poisson with mean λ. Thus, the Poisson is a good
approximation if r is large and β is small.
When r = 1 the geometric distribution is obtained.
When r is an integer, the distribution is often called
a Pascal distribution.
Example 2 Tröbliger [2] studied the driving habits
of 23 589 automobile drivers in a class of automobile insurance by counting the number of accidents
per driver in a one-year time period. The data as
well as fitted Poisson and negative binomial distributions (using maximum likelihood) are given in
Table 3.
From Table 3, it can be seen that negative binomial distribution fits much better than the Poisson
distribution, especially in the right-hand tail.
Table 3

Two models for automobile claims frequency

No. of
claims/year

Negative Binomial Distribution
Also known as the Polya distribution, the negative
binomial distribution has probability function

r 
k
(r + k)
1
β
,
pk =
(r)k!
1+β
1+β

where r, β > 0.

|z| <

(9)

The mean and variance are β and β(1 + β),
respectively.

k = 0, 1, 2, . . .

P (z) = {1 − β(z − 1)}−r ,

(10)

0
1
2
3
4
5
6
7+
Totals

No. of
drivers

Fitted
Poisson
expected

Fitted
negative
binomial
expected

20 592
2651
297
41
7
0
1
0
23 589

20 420.9
2945.1
212.4
10.2
0.4
0.0
0.0
0.0
23 589.0

20 596.8
2631.0
318.4
37.8
4.4
0.5
0.1
0.0
23 589.0
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Logarithmic Distribution
A logarithmic or logarithmic series distribution has
probability function
qk
−k log(1 − q)

k
1
β
,
=
k log(1 + β) 1 + β

pk =

k = 1, 2, 3, . . .

where 0 < q = (β)/(1 + β < 1). The corresponding
probability generating function is

Unlike the distributions discussed above, the binomial distribution has finite support. It has probability
function
 
n k
pk =
p (1 − p)n−k , k = 0, 1, 2, . . . , n
k
and pgf

log(1 − qz)
log(1 − q)

P (z) = {1 + p(z − 1)}n ,

log[1 − β(z − 1)] − log(1 + β)
,
=
− log(1 + β)

1
|z| < .
q
(13)

The mean and variance are (β)/(log(1 + β)) and
(β(1 + β) log(1 + β) − β 2 )/([log(1 + β)]2 ), respectively.
Unlike the distributions discussed previously, the
logarithmic distribution has no probability mass at
x = 0. Another disadvantage of the logarithmic and
geometric distributions from the point of view of
modeling is that pk is strictly decreasing in k.
The logarithmic distribution is closely related to
the negative binomial and Poisson distributions. It
is a limiting form of a truncated negative binomial
distribution. Consider the distribution of Y = N |N >
0 where N has the negative binomial distribution. The
probability function of Y is
Pr{N = y}
, y = 1, 2, 3, . . .
1 − Pr{N = 0}

y
β
(r + y)
(r)y!
1+β
.
(14)
=
(1 + β)r − 1

py =

This may be rewritten as
py =

where q = β/(1 + β). Thus, the logarithmic distribution is a limiting form of the zero-truncated negative
binomial distribution.

Binomial Distribution

(12)

P (z) =

(r + y)
r
(r + 1)y! (1 + β)r − 1



β
1+β

. (15)

r→0

qy
−y log(1 − q)

(16)

(17)

Generalizations
There are many generalizations of the above distributions. Two well-known methods for generalizing
are by mixing and compounding. Mixed and compound distributions are the subjects of other articles
in this encyclopedia. For example, the Delaporte distribution [4] can be obtained from mixing a Poisson
distribution with a negative binomial. Generalized
discrete distribution using other techniques are the
subject of another article in this encyclopedia. Reference [3] provides comprehensive coverage of discrete
distributions.
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h
h
= FX j h + − 0 − FX j h − − 0 ,
2
2

Discretization of
Distributions

j = 1, 2, . . .

Let S = X1 + X2 + · · · + XN denote the total or
aggregate losses of an insurance company (or some
block of insurance policies). The Xj ’s represent the
amount of individual losses (the ‘severity’) and N
represents the number of losses.
One major problem for actuaries is to compute
the distribution of aggregate losses. The distribution
of the Xj ’s is typically partly continuous and partly
discrete. The continuous part results from losses
being of any (nonnegative) size, while the discrete
part results from heaping of losses at some amounts.
These amounts are typically zero (when an insurance claim is recorded but nothing is payable by
the insurer), some round numbers (when claims are
settled for some amount such as one million dollars) or the maximum amount payable under the
policy (when the insured’s loss exceeds the maximum
payable).
In order to implement recursive or other methods for computing the distribution of S, the easiest
approach is to construct a discrete severity distribution on multiples of a convenient unit of measurement
h, the span. Such a distribution is called arithmetic
since it is defined on the nonnegative integers. In
order to ‘arithmetize’ a distribution, it is important
to preserve the properties of the original distribution both locally through the range of the distribution
and globally – that is, for the entire distribution. This
should preserve the general shape of the distribution
and at the same time preserve global quantities such
as moments.
The methods suggested here apply to the discretization (‘arithmetization’) of continuous, mixed,
and nonarithmetic discrete distributions. We consider
a nonnegative random variable with distribution function FX (x).
Method of rounding (mass dispersal): Let fj denote
the probability placed at j h, j = 0, 1, 2, . . .. Then
set




h
h
= FX
−0
f0 = Pr X <
2
2


h
h
fj = Pr j h − ≤ X < j h +
2
2

(1)
(2)

(3)

(The notation FX (x − 0) indicates that discrete probability at x should not be included. For continuous distributions, this will make no difference.) This
method splits the probability between (j + 1)h and
j h and ‘assigns’ it to j + 1 and j . This, in effect,
rounds all amounts to the nearest convenient monetary unit, h, the span of the distribution.
Method of local moment matching: In this method,
we construct an arithmetic distribution that matches p
moments of the arithmetic and the true severity distributions. Consider an arbitrary interval of length,
ph, denoted by [xk , xk + ph). We will locate point
masses mk0 , mk1 , . . . , mkp at points xk , xk + 1, . . . , xk +
ph so that the first p moments are preserved. The system of p + 1 equations reflecting these conditions is
 xk +ph−0
p

r k
(xk + j h) mj =
x r dFX (x),
xk −0

j =0

r = 0, 1, 2, . . . , p,

(4)

where the notation ‘−0’ at the limits of the integral
are to indicate that discrete probability at xk is to be
included, but discrete probability at xk + ph is to be
excluded.
Arrange the intervals so that xk+1 = xk + ph, and
so the endpoints coincide. Then the point masses
at the endpoints are added together. With x0 =
0, the resulting discrete distribution has successive
probabilities:
f0 = m00 ,

f1 = m01 ,

fp = m0p + m10 ,

f2 = m02 , . . . ,

fp+1 = m11 ,

fp+2 = m12 , . . . . (5)

By summing (5) for all possible values of k, with
x0 = 0, it is clear that p moments are preserved for
the entire distribution and that the probabilities sum
to 1 exactly. The only remaining point is to solve the
system of equations (4). The solution of (4) is
 xk +ph−0 
x − xk − ih
mkj =
dFX (x),
(j − i)h
xk −0
i=j
j = 0, 1, . . . , p.

(6)

This method of local moment matching was introduced by Gerber and Jones [3] and Gerber [2] and
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studied by Panjer and Lutek [4] for a variety of
empirical and analytical severity distributions. In
assessing the impact of errors on aggregate stoploss net premiums (aggregate excess-of-loss pure
premiums), Panjer and Lutek [4] found that two
moments were usually sufficient and that adding a
third moment requirement adds only marginally to
the accuracy. Furthermore, the rounding method and
the first moment method (p = 1) had similar errors
while the second moment method (p = 2) provided
significant improvement. It should be noted that the
discretized ‘distributions’ may have ‘probabilities’
that lie outside [0, 1].
The methods described here are qualitative, similar
to numerical methods used to solve Volterra integral
equations developed in numerical analysis (see, for
example, [1]).

[2]

[3]

[4]

Gerber, H. (1982). On the numerical evaluation of the distribution of aggregate claims and its stop-loss premiums,
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Panjer, H. & Lutek, B. (1983). Practical aspects of stoploss calculations, Insurance: Mathematics and Economics
2, 159–177.
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Empirical Distribution

mean is the mean of the empirical distribution,
1
xi .
n i=1
n

The empirical distribution is both a model and an
estimator. This is in contrast to parametric distributions where the distribution name (e.g. ‘gamma’)
is a model, while an estimation process is needed to
calibrate it (assign numbers to its parameters). The
empirical distribution is a model (and, in particular,
is specified by a distribution function) and is also an
estimate in that it cannot be specified without access
to data.
The empirical distribution can be motivated in two
ways. An intuitive view assumes that the population
looks exactly like the sample. If that is so, the distribution should place probability 1/n on each sample
value. More formally, the empirical distribution function is
Fn (x) =

number of observations ≤ x
.
n

(1)

For a fixed value of x, the numerator of the empirical
distribution function has a binomial distribution
with parameters n and F (x), where F (x) is the
population distribution function. Then E[Fn (x)] =
F (x) (and so as an estimator it is unbiased) and
Var[Fn (x)] = F (x)[1 − F (x)]/n.
A more rigorous definition is motivated by the
empirical likelihood function [4]. Rather than assume
that the population looks exactly like the sample,
assume that the population has a discrete distribution. With no further assumptions, the maximum
likelihood estimate is the empirical distribution (and
thus is sometimes called the nonparametric maximum
likelihood estimate).
The empirical distribution provides a justification
for a number of commonly used estimators. For
example, the empirical estimator of the population

x=

(2)

Similarly, the empirical estimator of the population
variance is
1
(xi − x)2 .
n i=1
n

s2 =

(3)

While the empirical estimator of the mean is unbiased, the estimator of the variance is not (a denominator of n − 1 is needed to achieve unbiasedness).
When the observations are left truncated or rightcensored the nonparametric maximum likelihood
estimate is the Kaplan–Meier product-limit estimate.
It can be regarded as the empirical distribution under
such modifications. A closely related estimator is
the Nelson–Aalen estimator; see [1–3] for further
details.
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Esscher Transform

P {X > x} = M(h)e−hx



∞

e−hσ (h)z

0

The Esscher transform is a powerful tool invented
in Actuarial Science. Let F (x) be the distribution
function of a nonnegative random variable X, and its
Esscher transform is defined as [13, 14, 16]
 x
ehy dF (y)
0
.
(1)
F (x; h) =
E[ehX ]
Here we assume that h is a real number such that the
moment generating function M(h) = E[ehX ] exists.
When the random variable X has a density function
f (x) = (d/dx)F (x), the Esscher transform of f (x)
is given by
ehx f (x)
f (x; h) =
.
(2)
M(h)
The Esscher transform has become one of the most
powerful tools in actuarial science as well as in
mathematical finance. In the following section, we
give a brief description of the main results on the
Esscher transform.

Approximating the Distribution of the
Aggregate Claims of a Portfolio
The Swedish actuary, Esscher, proposed (1) when he
considered the problem of approximating the distribution of the aggregate claims of a portfolio. Assume
that the total claim amount is modeled by a compound Poisson random variable.
X=

N


Yi

(3)

i=1

where Yi denotes the claim size and N denotes the
number of claims. We assume that N is a Poisson
random variable with parameter λ. Esscher suggested
that to calculate 1 − F (x) = P {X > x} for large x,
one transforms F into a distribution function F (t; h),
such that the expectation of F (t; h) is equal to x and
applies the Edgeworth expansion (a refinement of the
normal approximation) to the density of F (t; h). The
Esscher approximation is derived from the identity

× dF (yσ (h) + x; h)
 ∞
e−hσ (h)z dF ∗ (z; h)
= M(h)e−hx

(4)

0

where h is chosen so that x = (d/dh) ln M(h) (i.e.
x is equal to the expectation of X under the probability measure after the Esscher transform), σ 2 (h) =
(d2 /dh2 )(ln M(h)) is the variance of X under the
probability measure after the Esscher transform and
F ∗ (z; h) is the distribution of Z = (X − x/σ (h))
under the probability measure after the Esscher transform. Note that F ∗ (z; h) has a mean of 0 and a
variance of 1. We replace it by a standard normal
distribution, and then we can obtain the Esscher
approximation
P {X > x} ≈ M(h)e

−hx+

1 2 2
h σ (h)
2
{1 − (hσ (h))}
(5)

where  denotes the standard normal distribution
function. The Esscher approximation yields better
results when it is applied to the transformation of
the original distribution of aggregate claims because
the Edgeworth expansion produces good results for x
near the mean of X and poor results in the tail. When
we apply the Esscher approximation, it is assumed
that the moment generating function of Y1 exists and
the equation E[Y1 ehY1 ] = µ has a solution, where µ is
in an interval round E[Y1 ]. Jensen [25] extended the
Esscher approximation from the classical insurance
risk model to the Aase [1] model, and the model of
total claim distribution under inflationary conditions
that Willmot [38] considered, as well as a model
in a Markovian environment. Seal [34] discussed
the Edgeworth series, Esscher’s method, and related
works in detail.
In statistics, the Esscher transform is also called
the Esscher tilting or exponential tilting, see [26,
32]. In statistics, the Esscher approximation for distribution functions or for tail probabilities is called
saddlepoint approximation. Daniels [11] was the first
to conduct a thorough study of saddlepoint approximations for densities. For a detailed discussion on
saddlepoint approximations, see [3, 26]. Rogers and
Zane [31] compared put option prices obtained by
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saddlepoint approximations and by numerical integration for a range of models for the underlying return
distribution. In some literature, the Esscher transform
is also called Gibbs canonical change of measure
[28].

Esscher Premium Calculation Principle
Bühlmann [5, 6] introduced the Esscher premium
calculation principle and showed that it is a special
case of an economic premium principle. Goovaerts
et al.[22] (see also [17]) described the Esscher premium as an expected value. Let X be the claim
random variable, and the Esscher premium is given
by

∞

E[X; h] =

x dF (x; h).

(6)

0

where F (x; h) is given in (1).
Bühlmann’s idea has been further extended by
Iwaki et al.[24]. to a multiperiod economic equilibrium model. Van Heerwaarden et al.[37] proved that
the Esscher premium principle fulfills the no rip-off
condition, that is, for a bounded risk X, the premium
never exceeds the maximum value of X. The Esscher premium principle is additive, because for X
and Y independent, it is obvious that E[X + Y ; h] =
E[X; h] + E[Y ; h]. And it is also translation invariant
because E[X + c; h] = E[X; h] + c, if c is a constant.
Van Heerwaarden et al.[37], also proved that the Esscher premium principle does not preserve the net
stop-loss order when the means of two risks are equal,
but it does preserve the likelihood ratio ordering of
risks. Furthermore, Schmidt [33] pointed out that the
Esscher principle can be formally obtained from the
defining equation of the Swiss premium principle.
The Esscher premium principle can be used to
generate an ordering of risk. Van Heerwaarden
et al.[37], discussed the relationship between the
ranking of risk and the adjustment coefficient, as
well as the relationship between the ranking of risk
and the ruin probability. Consider two compound
Poisson processes with the same risk loading θ > 0.
Let X and Y be the individual claim random variables for the two respective insurance risk models. It
is well known that the adjustment coefficient RX for
the model with the individual claim being X is the
unique positive solution of the following equation in
r (see, e.g. [4, 10, 15]).
1 + (1 + θ)E[X]r = MX (r),

(7)

where MX (r) denotes the moment generating function of X. Van Heerwaarden et al.[37] proved that,
supposing E[X] = E[Y ], if E[X; h] ≤ E[Y ; h] for all
h ≥ 0, then RX ≥ RY . If, in addition, E[X 2 ] = E[Y 2 ],
then there is an interval of values of u > 0 such that
ψX (u) > ψY (u), where u denotes the initial surplus
and ψX (u) and ψY (u) denote the ruin probability for
the model with initial surplus u and individual claims
X and Y respectively.

Option Pricing Using the Esscher
Transform
In a seminal paper, Gerber and Shiu [18] proposed
an option pricing method by using the Esscher transform. To do so, they introduced the Esscher transform
of a stochastic process. Assume that {X(t)} t ≥ 0,
is a stochastic process with stationary and independent increments, X(0) = 0. Let F (x, t) = P [X(t) ≤
x] be the cumulative distribution function of X(t),
and assume that the moment generating function of
X(t), M(z, t) = E[ezX(t) ], exists and is continuous at
t = 0. The Esscher transform of X(t) is again a process with stationary and independent increments, the
cumulative distribution function of which is defined
by

x

ehy dF (y, t)
F (x, t; h) =

0

E[ehX(t) ]

.

(8)

When the random variable X(t) (for fixed t, X(t)
is a random variable) has a density f (x, t) = (d/dx)
F (x, t), t > 0, the Esscher transform of X(t) has a
density
f (x, t; h) =

ehx f (x, t)
ehx f (x, t)
=
.
E[ehX ]
M[h, t]

(9)

Let S(t) denote the price of a nondividend paying
stock or security at time t, and assume that
S(t) = S(0)eX(t) ,

t ≥ 0.

(10)

We also assume that the risk-free interest rate, r > 0,
is a constant. For each t, the random variable X(t)
has an infinitely divisible distribution. As we assume
that the moment generating function of X(t), M(z, t),
exists and is continuous at t = 0, it can be proved
that
(11)
M(z, t) = [M(z, 1)]t .

Esscher Transform
The moment generating function of X(t) under the
probability measure after the Esscher transform is
 ∞
ezx dF (x, t; h)
M(z, t; h) =
−∞


=
=

∞

e(z+h)x dF (x, t)

−∞

M(h, t)
M(z + h, t)
.
M(h, t)

(12)

Assume that the market is frictionless and that trading
is continuous. Under some standard assumptions,
there is a no-arbitrage price of derivative security
(See [18] and the references therein for the exact
conditions and detailed discussions). Following the
idea of risk-neutral valuation that can be found in
the work of Cox and Ross [9], to calculate the noarbitrage price of derivatives, the main step is to find
a risk-neutral probability measure. The condition of
no-arbitrage is essentially equivalent to the existence
of a risk-neutral probability measure that is called
Fundamental Theorem of Asset Pricing. Gerber and
Shiu [18] used the Esscher transform to define a
risk-neutral probability measure. That is, a probability
measure must be found such that the discounted stock
price process, {e−rt S(t)}, is a martingale, which is
equivalent to finding h∗ such that
1 = e−rt E∗ [eX(t) ],

(13)

where E ∗ denotes the expectation with respect to
the probability measure that corresponds to h∗ . This
indicates that h∗ is the solution of
r = ln[M(1, 1; h∗ )].

(14)

Gerber and Shiu called the Esscher transform of
parameter h∗ , the risk-neutral Esscher transform, and
the corresponding equivalent martingale measure, the
risk-neutral Esscher measure.
Suppose that a derivative has an exercise date T
and payoff g(S(T )). The price of this derivative is
E∗ [e−rT g(S(T ))].
It is well known that when the market is incomplete,
the martingale measure is not unique. In this case, if
we employ the commonly used risk-neutral method
to price the derivatives, the price will not be unique.
Hence, there is a problem of how to choose a price

3

from all of the no-arbitrage prices. However, if we
use the Esscher transform, the price will still be
unique and it can be proven that the price that is
obtained from the Esscher transform is consistent
with the price that is obtained by using the utility
principle in the incomplete market case. For more
detailed discussion and the proofs, see [18, 19]. It is
easy to see that, for the geometric Brownian motion
case, Esscher Transform is a simplified version of the
Girsanov theorem.
The Esscher transform is used extensively in mathematical finance. Gerber and Shiu [19] considered
both European and American options. They demonstrated that the Esscher transform is an efficient tool
for pricing many options and contingent claims if
the logarithms of the prices of the primary securities
are stochastic processes, with stationary and independent increments. Gerber and Shiu [20] considered
the problem of optimal capital growth and dynamic
asset allocation. In the case in which there are
only two investment vehicles, a risky and a risk-free
asset, they showed that the Merton ratio must be the
risk-neutral Esscher parameter divided by the elasticity, with respect to current wealth, of the expected
marginal utility of optimal terminal wealth. In the
case in which there is more than one risky asset, they
proved ‘the two funds theorem’ (‘mutual fund’ theorem): for any risk averse investor, the ratios of the
amounts invested in the different risky assets depend
only on the risk-neutral Esscher parameters. Hence,
the risky assets can be replaced by a single mutual
fund with the right asset mix. Bühlmann et al.[7] used
the Esscher transform in a discrete finance model and
studied the no-arbitrage theory. The notion of conditional Esscher transform was proposed by Bühlmann
et al.[7]. Grandits [23] discussed the Esscher transform more from the perspective of mathematical
finance, and studied the relation between the Esscher transform and changes of measures to obtain the
martingale measure. Chan [8] used the Esscher transform to tackle the problem of option pricing when the
underlying asset is driven by Lévy processes (Yao
mentioned this problem in his discussion in [18]).
Raible [30] also used Esscher transform in Lévy process models. The related idea of Esscher transform for
Lévy processes can also be found in [2, 29]. Kallsen
and Shiryaev [27] extended the Esscher transform
to general semi-martingales. Yao [39] used the Esscher transform to specify the forward-risk-adjusted
measure, and provided a consistent framework for
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pricing options on stocks, interest rates, and foreign
exchange rates. Embrechts and Meister [12] used
Esscher transform to tackle the problem of pricing
insurance futures. Siu et al.[35] used the notion of a
Bayesian Esscher transform in the context of calculating risk measures for derivative securities. Tiong
[36] used Esscher transform to price equity-indexed
annuities, and recently, Gerber and Shiu [21] applied
the Esscher transform to the problems of pricing
dynamic guarantees.

[19]
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Estimation
In day-to-day insurance business, there are specific
questions to be answered about particular portfolios.
These may be questions about projecting future profits, making decisions about reserving or premium
rating, comparing different portfolios with regard to
notions of riskiness, and so on. To help answer these
questions, we have ‘raw material’ in the form of
data on, for example, the claim sizes and the claim
arrivals process. We use these data together with
various statistical tools, such as estimation, to learn
about quantities of interest in the assumed underlying
probability model. This information then contributes
to the decision making process.
In risk theory, the classical risk model is a common choice for the underlying probability model.
In this model, claims arrive in a Poisson process
rate λ, and claim sizes X1 , X2 , . . . are independent,
identically distributed (iid) positive random variables,
independent of the arrivals process. Premiums accrue
linearly in time, at rate c > 0, where c is assumed
to be under the control of the insurance company.
The claim size distribution and/or the value of λ are
assumed to be unknown, and typically we aim to
make inferences about unknown quantities of interest
by using data on the claim sizes and on the claims
arrivals process. For example, we might use the data
to obtain a point estimate λ̂ or an interval estimate
(λ̂L , λ̂U ) for λ.
There is considerable scope for devising procedures for constructing estimators. In this article, we
concentrate on various aspects of the classical frequentist approach. This is in itself a vast area, and it
is not possible to cover it in its entirety. For further
details and theoretical results, see [8, 33, 48]. Here,
we focus on methods of estimation for quantities of
interest that arise in risk theory. For further details,
see [29, 32].

Estimating the Claim Number and Claim
Size Distributions
One key quantity in risk theory is the total or aggregate claim amount in some fixed time interval (0, t].
Let N denote the number of claims arriving in this
interval. In the classical risk model, N has a Poisson
distribution with mean λt, but it can be appropriate to

use other counting distributions, such as the negative
binomial, for N
. The total amount of claims arriving
in (0, t] is S = N
k=1 Xk (if N = 0 then S = 0). Then
S is the sum of a random number of iid summands,
and is said to have a compound distribution. We can
think of the distribution of S as being determined by
two basic ingredients, the claim size distribution and
the distribution of N , so that the estimation for the
compound distribution reduces to estimation for the
claim number and the claim size distributions separately.

Parametric Estimation
Suppose that we have a random sample Y1 , . . . , Yn
from the claim number or the claim size distribution,
so that Y1 , . . . , Yn are iid with the distribution function FY say, and we observe Y1 = y1 , . . . , Yn = yn . In
a parametric model, we assume that the distribution
function FY (·) = FY (·; θ) belongs to a specified family of distribution functions indexed by a (possibly
vector valued) parameter θ, running over a parameter set . We assume that the true value of θ is fixed
but unknown. In the following discussion, we assume
for simplicity that θ is a scalar quantity.
An estimator θ̂ of θ is a (measurable) function
Tn (Y1 , . . . , Yn ) of the Yi ’s, and the resulting estimate of θ is tn = Tn (y1 , . . . , yn ). Since an estimator
Tn (Y1 , . . . , Yn ) is a function of random variables, it is
itself a random quantity, and properties of its distribution are used for evaluation of the performance of
estimators, and for comparisons between them. For
example, we may prefer an unbiased estimator, that
is, one with Ɛθ (θ̂ ) = θ for all θ (where Ɛθ denotes
expectation when θ is the true parameter value), or
among the class of unbiased estimators we may prefer
those with smaller values of varθ (θ̂ ), as this reflects
the intuitive idea that estimators should have distributions closely concentrated about the true θ.
Another approach is to evaluate estimators on
the basis of asymptotic properties of their distributions as the sample size tends to infinity. For
example, a biased estimator
may be asymptotically

unbiased in that limn→∞ Ɛθ (Tn ) − θ = 0, for all θ.
Further asymptotic properties include weak
consis

−
θ| >
|T
tency,
where
for
all
ε
>
0,
lim
n→∞ θ
n

ε = 0, that is, Tn converges to θ in probability,
for all θ. An estimator Tn is strongly consistent if
θ Tn → θ as n → ∞ = 1, that is, if Tn converges
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to θ almost surely (a.s.), for all θ. These are probabilistic formulations of the notion that Tn should be
close to θ for large sample sizes. Other probabilistic
notions of convergence include convergence in distribution (→d ), where Xn →d X if FXn (x) → FX (x)
for all continuity points x of FX , where FXn and
FX denote the distribution functions of Xn and X
respectively.
For an estimator sequence, we often
√
have n(Tn − θ) →d Z as n → ∞, where Z is normally distributed with zero mean and variance σ 2 ;
often σ 2 = σ 2 (θ). Two such estimators may be compared by looking at the variances of the asymptotic normal distributions, the estimator with the
smaller value being preferred. The asymptotic normality result above also means that we can obtain an
(approximate) asymptotic 100(1 − α)% (0 < α < 1)
confidence interval for the unknown parameter with
endpoints
σ (θ̂ )
θ̂L , θ̂U = Tn ± zα/2 √
n

(1)

where (zα/2 ) = 1 − α/2 and  is the standard normal distribution function. Then θ ((θ̂L , θ̂U )  θ) is,
for large n, approximately 1 − α.

Finding Parametric Estimators
In this section, we consider the above set-up with
θ ∈ p for p ≥ 1, and we discuss various methods
of estimation and some of their properties.
In the method of moments, we obtain p equations by equating each of p sample moments to the
corresponding theoretical moments. The method of
moments estimator for θ is the solution (if a unique

j
j
one exists) of the p equations Ɛθ (Y1 ) = n1 ni=1 yi ,
j = 1, . . . , p. Method of moments estimators are
often simple to find, and even if they are not optimal, they can be used as starting points for iterative
numerical procedures (see Numerical Algorithms)
for finding other estimators; see [48, Chapter 4] for
a more general discussion.
In the method of maximum likelihood, θ is estimated by that value θ̂ of θ that maximizes the likelihood L(θ; y) = f (y; θ) (where f (y; θ) is the joint
density of the observations), or equivalently maximizes the log-likelihood l(θ; y) = log L(θ; y). Under
regularity conditions, the resulting estimators can be
shown to have good asymptotic properties, such as

consistency and asymptotic normality with best possible asymptotic variance. Under appropriate definitions and conditions, an additional property of maximum likelihood estimators is that a maximum likelihood estimate of g(θ) is g(θ̂ ) (see [37] Chapter VII).
In particular, the maximum likelihood estimator is
invariant under parameter transformations. Calculation of the maximum likelihood estimate usually
involves solving the likelihood equations ∂l/∂θ = 0.
Often these equations have no explicit analytic solution and must be solved numerically. Various extensions of likelihood methods include those for quasi-,
profile, marginal, partial, and conditional likelihoods
(see [36] Chapters 7 and 9, [48] §25.10).
The least squares estimator of θ minimizes
2
n 
with respect to θ. If the Yi ’s
i=1 yi − Ɛθ (Yi )
are independent with Yi ∼ N (Ɛθ Yi , σ 2 ) then this is
equivalent to finding maximum likelihood estimates,
although for least squares, only the parametric
form of Ɛθ (Yi ) is required, and not the complete
specification of the distributional form of the Yi ’s.
In insurance, data may be in truncated form, for
example, when there is a deductible d in force.
Here we suppose that losses X1 , . . . , Xn are iid
each with density f (x; θ) and distribution function F (x; θ), and that if Xi > d then a claim of
density of the Yi ’s is
Yi = Xi − d is made. The

fY (y; θ) = f (y + d; θ)/ 1 − F (d; θ) , giving rise
 to
n
log-likelihood
l(θ)
=
f
(y
+
d;
θ)
−
n
log
1−
i
i=1

F (d; θ) .
We can also adapt the maximum likelihood method
to deal with grouped data, where, for example, the
original n claim sizes are not available, but we
have the numbers of claims falling into particular disjoint intervals. Suppose Nj is the number of
claims whose claim amounts are in (cj −1 , cj ], j =
1, . . . , k + 1, where c0 = 0 and c
k+1 = ∞. Suppose
that we observe Nj = nj , where k+1
j =1 nj = n. Then
the likelihood satisfies
L(θ) ∝

k



n
F (cj ; θ) − F (cj −1 ; θ) j

j =1

× [1 − F (ck ; θ)]nk+1

(2)

and maximum likelihood estimators can be sought.
Minimum chi-square estimation is another method

for
 grouped data. With the above set-up, Ɛθ Nj =
n F (cj ; θ) − F (cj −1 ; θ) . The minimum chi-square
estimator of θ is the value of θ that minimizes (with
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respect to θ)
2
k+1 

Nj − Ɛθ (Nj )
Ɛθ (Nj )
j =1
that is, it minimizes the χ 2 -statistic. The modified
minimum chi-square estimate is the value of θ that
minimizes the modified χ 2 -statistic which is obtained
when Ɛθ (Nj ) in the denominator is replaced by
Nj , so that the resulting minimization becomes a
weighted least-squares procedure ([32] §2.4).
Other methods of parametric estimation include
finding other minimum distance estimators, and percentile matching. For these and further details of the
above methods, see [8, 29, 32, 33, 48]. For estimation
of a Poisson intensity (and for inference for general
point processes), see [30].

Nonparametric Estimation
In nonparametric estimation, we drop the assumption
that the unknown distribution belongs to a parametric
family. Given Y1 , . . . , Yn iid with common distribution function FY , a classical nonparametric estimator
for FY (t) is the empirical distribution function,
1
1(Yi ≤ t)
n i=1
n

F̂n (t) =

(3)

where 1(A) is the indicator function of the event A.
Thus, F̂n (t) is the distribution function of the empirical distribution, which puts mass 1/n at each of
the observations, and F̂n (t) is unbiased for FY (t).
Since F̂n (t) is the mean of Bernoulli random variables, pointwise consistency, and asymptotic normality results are obtained from the Strong Law of Large
Numbers and the Central Limit Theorem respectively,
so that F̂n (t) → FY (t) almost surely as n → ∞, and
√
n(F̂n (t) − FY (t)) →d N (0, FY (t)(1 −
FY (t))) as n → ∞.
These pointwise properties can be extended to
function-space (and more general) results. The classical Glivenko–Cantelli Theorem says that supt |F̂n (t)
− FY (t)| → 0 almost surely as n → ∞ and Donsker’s Theorem gives an empirical central limittheo√
rem that says that the empirical processes n F̂n −
FY converge in distribution as n → ∞ to a zeromean Gaussian process Z with cov(Z(s), Z(t)) =
FY (min(s, t)) − FY (s)FY (t), in the space of rightcontinuous real-valued functions with left-hand limits
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on [−∞, ∞] (see [48] §19.1). This last statement
hides some (interconnected) subtleties such as specification of an appropriate topology, the definition of
convergence in distribution in the function space, different ways of coping with measurability and so on.
For formal details and generalizations, for example,
to empirical processes indexed by functions, see [4,
42, 46, 48, 49].
Other nonparametric methods include density
estimation ([48] Chapter 24 [47]). For semiparametric methods, see [48] Chapter 25.

Estimating Other Quantities
There are various approaches to estimate quantities
other than the claim number and claim size distributions. If direct independent observations on the
quantity are available, for example, if we are interested in estimating features related to the distribution
of the total claim amount S, and if we observe iid
observations of S, then it may be possible to use
methods as in the last section.
If instead, the available data consist of observations on the claim number and claim size distributions, then a common approach in practice is to
estimate the derived quantity by the corresponding
quantity that belongs to the risk model with the estimated claim number and claim size distributions. The
resulting estimators are sometimes called “plug-in”
estimators. Except in a few special cases, plug-in estimators in risk theory are calculated numerically or via
simulation.
Such plug-in estimators inherit variability arising
from the estimation of the claim number and/or the
claim size distribution [5]. One way to investigate
this variability is via a sensitivity analysis [2, 32].
A different approach is provided by the delta
method, which deals with estimation of g(θ) by g(θ̂ ).
Roughly, the delta method says that, when g is differentiable in an appropriate sense, under
√ conditions,
and with√appropriate definitions, if n(θ̂n − θ) →d
Z, then n(g(θ̂n ) − g(θ)) →d gθ (Z). The most familiar version of this is when θ is scalar, g :  →  and
Z is a zero mean normally distributed random variable with variance σ 2 . In this case, gθ(Z) = g (θ)Z,
√
and so the limiting distribution of n g(θ̂n ) − g(θ)
is a zero-mean normal distribution, with variance
g (θ)2 σ 2 . There is a version for finite-dimensional
θ, where, for example, the limiting distributions are
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multivariate normal distributions [48] Chapter 3.
In infinite-dimensional versions of the delta method,
we may have, for example, that θ is a distribution
function, regarded as an element of some normed
space, θ̂n might be the empirical distribution function,
g might be a Hadamard differentiable map between
function spaces, and the limiting distributions might
be Gaussian processes, in particular the limiting dis√
tribution of n(F̂n − F ) is given by the empirical
central limit theorem [20], [48] Chapter 20. Hipp [28]
gives applications of the delta method for real-valued
functions g of actuarial interest, and Præstgaard [43]
uses the delta method to obtain properties of an estimator of actuarial values in life insurance. Some
other actuarial applications of the delta method are
included below.
In the rest of this section, we consider some quantities from risk theory and discuss various estimation
procedures for them.



 S>y ∼

Compound Distributions
As an illustration, we first consider a parametric
example where there is an explicit expression for
the quantity of interest and we apply the finitedimensional delta method. Suppose we are interested
in estimating (S > M) for some fixed M > 0 when
N has a geometric distribution with (N = k) =
(1 − p)k p, k = 0, 1, 2, . . ., 0 < p < 1 (this could
arise as a mixed Poisson distribution with exponential
mixing distribution), and when X1 has an exponential distribution with rate ν. In this case, there is an
explicit formula (S > M) = (1 − p) exp(−pνM)
(= sM , say). Suppose we want to estimate sM for
a new portfolio of policies, and past experience with
similar portfolios gives rise to data N1 , . . . , Nn and
X1 , . . . , Xn . For simplicity, we have assumed the
same size for the samples. Maximum likelihood (and
methodof moments)
estimators
for the

 parameters are

p̂ = n/ n + ni=1 Ni and ν̂ = n/ ni=1 Xi , and the
following asymptotic normality result holds:

√
p̂
p
0
n
−
→d N
,
ν̂
ν
0


=

p 2 (1 − p) 0
0
ν2

(p, ν) is some function of p and ν obtained as
follows. If g : (p, ν) → (1 − p) exp(−pνM), then
σS2 (p, ν) is given by (∂g/∂p, ∂g/∂ν) (∂g/∂p, ∂g/
∂ν)T (here T denotes transpose). Substituting estimates of p and ν into the formula for σS2 (p, ν)
leads to an approximate asymptotic 100(1 − α)%
confidence interval
for sM with end points ŝM ±
√
zα/2 σ (p̂, ν̂)/ n.
It is unusual for compound distribution functions to have such an easy explicit formula as in the
above example. However, we may have asymptotic
approximations for (S > y) as y → ∞, and these
often require roots of equations involving moment
generating functions. For example, consider again
the geometric claim number case, but allow claims
X1 , X2 , . . . to be iid with general distribution function
F (not necessarily exponential) and moment generating function M(s) = Ɛ(esX1 ). Then, using results
from [16], we have, under conditions,

(4)

Then sM has plug-in estimator ŝM = (1 − p̂)
exp(−p̂√ν̂M). The finite-dimensional delta method
gives n(ŝM − sM ) →d N (0, σS2 (p, ν)), where σS2

pe−κy
(1 − p)κM (κ)

as

y→∞

(5)

where κ solves M(s) = (1 − p)−1 , and the notation
f (y) ∼ g(y) as y → ∞ means that f (y)/g(y) → 1
as y → ∞.
A natural approach to estimation of such approximating expressions is via the empirical moment generating function M̂n , where
1  sXi
e
n i=1
n

M̂n (s) =

(6)

is the moment generating function associated with
the empirical distribution function F̂n , based on
observations X1 , . . . , Xn . Properties of the empirical
moment generating function are given in [12], and
include, under conditions, almost sure convergence
of M̂n to M uniformly over certain closed intervals
of the
real line,
 and convergence in distribution of
√ 
n M̂n − M to a particular Gaussian process in
the space of continuous functions on certain closed
intervals with supremum norm.
Csörgő and Teugels [13] adopt this approach to
the estimation of asymptotic approximations to the
tails of various compound distributions, including the
negative binomial. Applying their approach to the
special case of the geometric distribution, we assume
p is known, F is unknown, and that data X1 , . . . , Xn
are available. Then we estimate κ in the asymptotic
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approximation by κ̂n satisfying M̂n κ̂n = (1 − p)−1 .
Plugging κ̂n in place of κ, and M̂n in place of M, into
the asymptotic approximation leads to an estimate
of (an approximation to) (S > y) for large y. The
results in [13] lead to strong consistency and asymptotic normality for κ̂n and for the approximation. In
practice, the variances of the limiting normal distributions would have to be estimated in order to obtain
approximate confidence limits for the unknown quantities. In their paper, Csörgő and Teugels [13] also
adopt a similar approach to compound Poisson and
compound Pólya processes.
Estimation of compound distribution functions
as elements of function spaces (i.e. not pointwise
as above) is given in [39], where pk = (N = k),
k = 0, 1, 2, . . . are assumed known, but the claim
size distribution function F is not. On the basis
of observed claim sizes X1
, . . . , Xn , the compound
∗k
∗k
distribution function FS = ∞
k=0 pk F , where F
denotes thek-fold convolution power of F , is esti∞
∗k
mated by
k=0 pk F̂n , where F̂n is the empirical
distribution function. Under conditions on existence
of moments of N and X1 , strong consistency and
asymptotic normality in terms of convergence in distribution to a Gaussian process in a suitable space of
functions, is given in [39], together with asymptotic
validity of simultaneous bootstrap confidence bands
for the unknown FS . The approach is via the infinitedimensional delta method, using the function-space
framework developed in [23].

The Adjustment Coefficient
Other derived quantities of interest include the probability that the total amount claimed by a particular
time exceeds the current level of income plus initial capital. Formally, in the classical risk model, we
define the risk reserve at time t to be
U (t) = u + ct −

N(t)


Xi

(7)

i=1

where u > 0 is the initial capital, N (t) is the number
of claims in (0, t] and other notation is as before. We
are interested in the probability of ruin, defined as


ψ(u) =  U (t) < 0 for some t > 0
(8)
We assume the net profit condition c > λƐ(X1 )
which implies that ψ(u) < 1. The Lundberg inequality gives, under conditions, a simple upper bound for
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the ruin probability,
ψ(u) ≤ exp(−Ru)

∀u > 0

(9)

where the adjustment coefficient (or Lundberg coefficient) R is (under conditions) the unique positive
solution to
cr
(10)
M(r) − 1 =
λ
where M is the claim size moment generating function [22] Chapter 1. In this section, we consider
estimation of the adjustment coefficient.
In certain special parametric cases, there is an
easy expression for R. For example, in the case of
exponentially distributed claims with mean 1/θ in
the classical risk model, the adjustment coefficient is
R = θ − (λ/c). This can be estimated by substituting
parametric estimators of θ and λ.
We now turn to the classical risk model with
no parametric assumptions on F . Grandell [21]
addresses estimation of R in this situation, with λ
and F unknown, when the data arise through observation of the claims process over a fixed time interval (0, T ], so that the number N (T ) of observed
claims is random. He estimates R by the value
R̂T that solves an empirical version of (10),
 as) we
rXi
now explain. Define M̂T (r) = 1/N (T ) N(T
i=1 e
and λ̂T = N (T )/T . Then R̂T solves M̂T (r) − 1 =
cr/λ̂T , with appropriate definitions if the particular samples do not give rise to a unique positive
solution of this equation. Under conditions including
M(2R) < ∞, we have
√ 

T R̂T − R →d N (0, σG2 ) as T → ∞ (11)
with σG2 = [M(2R) − 1 − 2cR/λ]/[λ(M (R) − c/
λ)2 ].
Csörgő and Teugels [13] also consider this
classical risk model, but with λ known, and with
data consisting of a random sample X1 , . . . , Xn of
claims. They estimate R by the solution R̂n of
M̂n (r) − 1 = cr/λ, and derive asymptotic normality
for this estimator under conditions, with variance
2
=
of the limiting normal distribution given by σCT
2
2
[M(2R) − M(R) ]/[(M (R) − c/λ) ]. See [19] for
similar estimation in an equivalent queueing model.
A further estimator for R in the classical risk
model, with nonparametric assumptions for the claim
size distribution, is proposed by Herkenrath [25].
An alternative procedure is considered, which uses
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a Robbins–Monro recursive stochastic approximation to the solution of ƐSi (r) = 0, where Si (r) =
erXi − rc/λ − 1. Here λ is assumed known, but the
procedure can be modified to include estimation of
λ. The basic recursive sequence {Zn } of estimators
for R is given by Zn+1 = Zn − an Sn (Zn ). Herkenrath
has an = a/n and projects Zn+1 onto [ξ, η] where
0 < ξ ≤ R ≤ η < γ and γ is the abscissa of convergence of M(r). Under conditions, the sequence
converges to R in mean square, and under further
conditions, an asymptotic normality result holds.
A more general model is the Sparre Andersen
model, where we relax the assumption of Poisson
arrivals, and assume that claims arrive in a renewal
process with interclaim arrival times T1 , T2 , . . . iid,
independent of claim sizes X1 , X2 , . . .. We assume
again the net profit condition, which now takes the
form c > Ɛ(X1 )/Ɛ(T1 ). Let Y1 , Y2 , . . . be iid random
variables with Y1 distributed as X1 − cT1 , and let
MY be the moment generating function of Y1 . We
assume that our distributions are such that there is a
strictly positive solution R to MY (r) = 1, see [34] for
conditions for the existence of R. This R is called the
adjustment coefficient in the Sparre Andersen model
(and it agrees with the former definition when we
restrict to the classical model). In the Sparre Andersen
model, we still have the Lundberg inequality ψ(u) ≤
e−Ru for all u ≥ 0 [22] Chapter 3.
Csörgő and Steinebach [10] consider estimation of
R in this model. Let Wn = [Wn−1 + Yn ]+ , W0 = 0, so
that the Wn is distributed as the waiting time of the
nth customer in the corresponding GI /G/1 queueing model with service times iid and distributed as
X1 , and customer interarrival times iid, distributed
as cT1 . The correspondence between risk models and
queueing theory (and other applied probability models) is discussed in [2] Sections I.4a, V.4. Define
ν0 = 0, ν1 = min{n ≥ 1: Wn = 0} and νk = min{n ≥
νk−1 + 1: Wn = 0} (which means that the νk th customer arrives to start a new busy period in the queue).
Put Zk = maxνk−1 <j ≤νk Wj so that Zk is the maximum
waiting time during the k th busy period. Let Zk,n ,
k = 1, . . . , n, be the increasing order statistics of the
Zk ’s. Then Csörgő and Steinebach [10] show that, if
1 ≤ kn ≤ n are integers with kn /n → 0, then, under
conditions,
lim

n→∞

Zn−kn +1,n
1
=
a.s.
log(n/kn )
R

(12)

The paper considers estimation of R based on (12),
and examines rates of convergence results. Embrechts
and Mikosch [17] use this methodology to obtain
bootstrap versions of R in the Sparre Andersen
model. Deheuvels and Steinebach [14] extend the
approach of [10] by considering estimators that are
convex combinations of this type of estimator and a
Hill-type estimator.
Pitts, Grübel, and Embrechts [40] consider
estimating R on the basis of independent samples
T1 , . . . , Tn of interarrival times, and X1 , . . . , Xn of
claim sizes in the Sparre Andersen model. They
estimate R by the solution R̃n of MY,n (r) = 1, where
MY,n is the empirical moment generating function
based on Y1 , . . . , Yn , where Y1 is distributed as X1 −
cT1 as above, and making appropriate definitions
if there is not a unique positive solution of the
empirical equation. The delta method is applied to
the map taking the distribution function of Y onto
the corresponding adjustment coefficient, in order to
prove that, assuming M(s) < ∞ for some s > 2R,

√ 
n R̃n − R →d N (0, σR2 ) as n → ∞ (13)
with σR2 = [MY (2R) − 1]/[(MY (R))2 ]. This paper
then goes on to compare various methods of obtaining
confidence intervals for R: (a) using the asymptotic
normal distribution with plug-in estimators for the
asymptotic variance; (b) using a jackknife estimator
for σR2 ; (c) using bootstrap confidence intervals;
together with a bias-corrected version of (a) and a
studentized version of (c) [6]. Christ and Steinebach
[7] include consideration of this estimator, and give
rates of convergence results.
Other models have also been considered. For
example, Christ and Steinebach [7] show strong consistency of an empirical moment generating function
type of estimator for an appropriately defined adjustment coefficient in a time series model, where gains
in succeeding years follow an ARMA(p, q) model.
Schmidli [45] considers estimating a suitable adjustment coefficient for Cox risk models with piecewise
constant intensity, and shows consistency of a similar estimator to that of [10] for the special case of a
Markov modulated risk model [2, 44].

Ruin Probabilities
Most results in the literature about the estimation of
ruin probabilities refer to the classical risk model
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with positive safety loading, although some treat
more general cases. For the classical risk model, the
probability of ruin ψ(u) with initial capital u > 0
is given by the Pollaczeck–Khinchine formula or
the Beekman convolution formula (see Beekman’s
Convolution Formula),
1 − ψ(u) =

∞


1−

k=0

λµ
c

λµ
c

k

FI∗k (u)

(14)

where FI (x) = µ−1 0 (1 − F (y)) dy is called the
equilibrium distribution associated with F (see, for
example [2], Chapter 3). The right-hand side of (14)
is the distribution function of a geometric number
of random variables distributed with distribution
function FI , and so (14) expresses 1 − ψ(·) as a
compound distribution. There are a few special cases
where this reduces to an easy explicit expression,
for example, in the case of exponentially distributed
claims we have
x

ψ(u) = (1 + ρ)−1 exp(−Ru)

(15)

where R is the adjustment coefficient and ρ = (c −
λµ)/λµ is the relative safety loading. In general, we
do not have such expressions and so approximations
are useful. A well-known asymptotic approximation
is the Cramér–Lundberg approximation for the
classical risk model,
c − λµ
exp(−Ru) as u → ∞ (16)
ψ(u) ∼
λM (R) − c
Within the classical model, there are various possible
scenarios with regard to what is assumed known and
what is to be estimated. In one of these, which we
label (a), λ and F are both assumed unknown, while
in another, (b), λ is assumed known, perhaps from
previous experience, but F is unknown. In a variant
on this case, (c) assumes that λµ is known instead of
λ, but that µ and F are not known. This corresponds
to estimating ψ(u) for a fixed value of the safety
loading ρ. A fourth scenario, (d), has λ and µ known,
but F unknown. These four scenarios are explicitly
discussed in [26, 27].
There are other points to bear in mind when
discussing estimators. One of these is whether the
estimators are pointwise estimators of ψ(u) for each
u or whether the estimators are themselves functions,
estimating the function ψ(·). These lead respectively
to pointwise confidence intervals for ψ(u) or to
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simultaneous confidence bands for ψ(·). Another
useful distinction is that of which observation scheme
is in force. The data may consist, for example, of a
random sample X1 , . . . , Xn of claim sizes, or the data
may arise from observation of the process over a fixed
time period (0, T ].
Csörgő and Teugels [13] extend their development of estimation of asymptotic approximations for
compound distributions and empirical estimation of
the adjustment coefficient, to derive an estimator of
the right-hand side of (16). They assume λ and µ
are known, F is unknown, and data X1 , . . . , Xn are
available. They estimate R by R̂n as in the previous
subsection and M (R) by M̂n (R̂n ), and plug these
into (16). They obtain asymptotic normality of the
resulting estimator of the Cramér–Lundberg approximation.
Grandell [21] also considers estimation of the
Cramér–Lundberg approximation. He assumes λ and
F are both unknown, and that the data arise from
observation of the risk process over (0, T ]. With
the same adjustment coefficient estimator R̂T and
the same notation as in discussion of Grandell’s
results in the previous subsection, Grandell obtains
the estimator
ψ̂T (u) =

c − λ̂T µ̂T
λ̂T M̂T (R̂T ) − c

exp(−R̂T u)

(17)

 )
where µ̂T = (N (T ))−1 N(T
i=1 Xi , and then obtains
asymptotic confidence bounds for the unknown righthand side of (16).
The next collection of papers concern estimation
of ψ(u) in the classical risk model via (14). Croux
and Veraverbeke [9] assume λ and µ known. They
construct U -statistics estimators Unk of FI∗k (u) based
on a sample X1 , . . . , Xn of claim sizes, and ψ(u)
is estimated by plugging this into the right-hand
side of (14) and truncating the infinite series to a
finite sum of mn terms. Deriving extended results
for the asymptotic normality of linear combinations
of U -statistics, they obtain asymptotic normality for
this pointwise estimator of the ruin probability under
conditions on the rate of increase of mn with n, and
also for the smooth version obtained using kernel
smoothing. For information on U -statistics, see [48]
Chapter 12.
In [26, 27], Hipp is concerned with a pointwise
estimation of ψ(u) in the classical risk model, and
systematically considers the four scenarios above. He
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adopts a plug-in approach, with different estimators
depending on the scenario and the available data.
For scenario (a), an observation window (0, T ], T
fixed, is taken, λ is estimated by λ̂T = N (T )/T
and FI is estimated by the equilibrium distribution
associated with the
distribution function F̂T where
)
F̂T (u) = (1/N (T )) N(T
k=1 1(Xk ≤ u). For (b), the
data are X1 , . . . , Xn and the proposed estimator is the
probability of ruin associated with a risk model with
Poisson rate λ and claim size distribution function F̂n .
For (c), λµ is known (but λ and µ are unknown),
and the data are a random sample of claim sizes,
X1 = x1 , . . . , Xn = xn , and FI (x) is estimated by
 x
1
F̂I,n (x) =
(1 − F̂n (y)) dy
(18)
xn 0
which is plugged into (14). Finally, for (d), F is estimated by a discrete signed measure P̂n constructed
to have mean µ, where
#{j : xj = xi }
(xi − x n )(x n − µ)
1−
n
s2
(19)

where s 2 = n−1 ni=1 (xi − x n )2 (see [27] for more
discussion of P̂n ). All four estimators are asymptoti2
is the variance of the limiting
cally normal, and if σ(1)
normal distribution in scenario (a) and so on then
2
2
2
2
σ(4)
≤ σ(3)
≤ σ(2)
≤ σ(1)
. In [26], the asymptotic efficiency of these estimators is established. In [27], there
is a simulation study of bootstrap confidence intervals
for ψ(u).
Pitts [39] considers the classical risk model
scenario (c), and regards (14)) as the distribution
function of a geometric random sum. The ruin
probability is estimated by plugging in the empirical
distribution function F̂n based on a sample of n claim
sizes, but here the estimation is for ψ(·) as a function
in an appropriate function space corresponding to
existence of moments of F . The infinite-dimensional
delta method gives asymptotic normality in terms of
convergence in distribution to a Gaussian process,
and the asymptotic validity of bootstrap simultaneous
confidence bands is obtained.
A function-space plug-in approach is also taken
by Politis [41]. He assumes the classical risk model
under scenario (a), and considers estimation of the
probability Z(·) = 1 − ψ(·) of nonruin, when the
data are a random sample X1 , . . . , Xn of claim sizes
and an independent random sample T1 , . . . , Tn of
P̂n (xi ) =

interclaim arrival times. Then Z(·) is estimated by
the plug-in 
estimator that arises when λ is estimated
by λ̂ = n/ nk=1 Tk and the claim size distribution
function F is estimated by the empirical distribution
function F̂n . The infinite-dimensional delta method
again gives asymptotic normality, strong consistency,
and asymptotic validity of the bootstrap, all in
two relevant function-space settings. The first of
these corresponds to the assumption of existence of
moments of F up to order 1 + α for some α > 0,
and the second corresponds to the existence of the
adjustment coefficient.
Frees [18] considers pointwise estimation of ψ(u)
in a more general model where pairs (X1 , T1 ), . . . ,
(Xn , Tn ) are iid, where Xi and Ti are the ith claim
size and interclaim arrival time respectively. An
estimator of ψ(u) is constructed in terms of the
proportion of ruin paths observed out of all possible sample paths resulting from permutations of
(X1 , T1 ), . . . , (Xn , Tn ). A similar estimator is constructed for the finite time ruin probability
ψ(u, T ) = (U (t) < 0 for some t ∈ (0, T ]) (20)
Alternative estimators involving much less computation are also defined using Monte Carlo estimation of
the above estimators. Strong consistency is obtained
for all these estimators.
Because of the connection between the probability
of ruin in the Sparre Andersen model and the
stationary waiting time distribution for the GI /G/1
queue, the nonparametric estimator in [38] leads
directly to nonparametric estimators of ψ(·) in the
Sparre Andersen model, assuming the claim size
and the interclaim arrival time distributions are both
unknown, and that the data are random samples
drawn from these distributions.

Miscellaneous
The above development has touched on only a
few aspects of estimation in insurance, and for
reasons of space many important topics have not been
mentioned, such as a discussion of robustness in
risk theory [35]. Further, there are other quantities
of interest that could be estimated, for example,
perpetuities [1, 24] and the mean residual life [11].
Many of the approaches discussed here deal with
estimation when a relevant distribution has moment
generating function existing in a neighborhood of the
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origin (for example [13] and some results in [41]).
Further, the definition of the adjustment coefficient
in the classical risk model and the Sparre Andersen
model presupposes such a property (for example [10,
14, 25, 40]). However, other results require only the
existence of a few moments (for example [18, 38, 39],
and some results in [41]). For a general discussion
of the heavy-tailed case, including, for example,
methods of estimation for such distributions and the
asymptotic behavior of ruin probabilities see [3, 15].
An important alternative to the classical approach
presented here is to adopt the philosophical approach
of Bayesian statistics and to use methods appropriate
to this set-up (see [5, 31], and Markov chain Monte
Carlo methods).
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Grübel, R. & Pitts, S.M. (2000). Statistical aspects
of perpetuities, Journal of Multivariate Analysis 75,
143–162.
Herkenrath, U. (1986). On the estimation of the adjustment coefficient in risk theory by means of stochastic
approximation procedures, Insurance: Mathematics and
Economics 5, 305–313.
Hipp, C. (1988). Efficient estimators for ruin probabilities, in Proceedings of the Fourth Prague Symposium on
Asymptotic Statistics, Charles University, pp. 259–268.
Hipp, C. (1989). Estimators and bootstrap confidence
intervals for ruin probabilities, ASTIN Bulletin 19,
57–90.
Hipp, C. (1996). The delta-method for actuarial statistics,
Scandinavian Actuarial Journal 79–94.
Hogg, R.V. & Klugman, S.A. (1984). Loss Distributions,
Wiley, New York.
Karr, A.F. (1986). Point Processes and their Statistical
Inference, Marcel Dekker, New York.
Klugman, S. (1992). Bayesian Statistics in Actuarial
Science, Kluwer Academic Publishers, Boston, MA.
Klugman, S.A., Panjer, H.H. & Willmot, G.E. (1998).
Loss Models: From Data to Decisions, Wiley, New York.
Lehmann, E.L. & Casella, G. (1998). Theory of Point
Estimation, 2nd Edition, Springer, New York.

10
[34]

Estimation

Mammitsch, V. (1986). A note on the adjustment
coefficient in ruin theory, Insurance: Mathematics and
Economics 5, 147–149.
[35] Marceau, E. & Rioux, J. (2001). On robustness in
risk theory, Insurance: Mathematics and Economic 29,
167–185.
[36] McCullagh, P. & Nelder, J.A. (1989). Generalised
Linear Models, 2nd Edition, Chapman & Hall, London.
[37] Mood, A.M., Graybill, F.A. & Boes, D.C. (1974).
Introduction to the Theory of Statistics, 3rd Edition,
McGraw-Hill, Auckland.
[38] Pitts, S.M. (1994a). Nonparametric estimation of the
stationary waiting time distribution for the GI /G/1
queue, Annals of Statistics 22, 1428–1446.
[39] Pitts, S.M. (1994b). Nonparametric estimation of compound distributions with applications in insurance,
Annals of the Institute of Statistical Mathematics 46,
147–159.
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Extreme Value
Distributions
Consider a portfolio of n similar insurance claims.
The maximum claim Mn of the portfolio is the
maximum of all single claims X1 , . . . , Xn
Mn = max Xi
i=1,...,n

(1)

The analysis of the distribution of Mn is an important
topic in risk theory and risk management. Assuming
that the underlying data are independent and identically distributed (i.i.d.), the distribution function of
the maximum Mn is given by
P (Mn ≤ x) = P (X1 ≤ x, . . . , Xn ≤ x) = {F (x)}n ,
(2)
where F denotes the distribution function of X. Rather
than searching for an appropriate model within familiar classes of distributions such as Weibull or lognormal distributions, the asymptotic theory for maxima initiated by Fisher and Tippett [5] automatically
leads to a natural family of distributions with which
one can model an example such as the one above.
Theorem 1 If there exist sequences of constants (an )
and (bn ) with an > 0 such that, as n → ∞ a limiting
distribution of
Mn =

M n − bn
an

(3)

exists with distribution H, say, the H must be one of
the following extreme value distributions:
1. Gumbel distribution:
H (y) = exp(−e−y ), −∞ < y < ∞

(4)

2. Fréchet distribution:
H (y) = exp(−y −α ), y > 0, α > 0

(5)

3. Weibull distribution:
H (y) = exp(−(−y)α ), y < 0, α > 0.

(6)

This result implies that, irrespective of the underlying distribution of the X data, the limiting distribution of the maxima should be of the same type as

one of the above. Hence, if n is large enough, then
the true distribution of the sample maximum can be
approximated by one of these extreme value distributions. The role of the extreme value distributions for
the maximum is in this sense similar to the normal
distribution for the sample mean.
For practical purposes, it is convenient to work
with the generalized extreme value distribution
(GEV), which encompasses the three classes of
limiting distributions:

 


x − µ −1/γ
(7)
Hµ,σ,γ (x) = exp − 1 + γ
σ
defined when 1 + γ (x − µ)/σ > 0. The location
parameter −∞ < µ < ∞ and the scale parameter
σ > 0 are motivated by the standardizing sequences
bn and an in the Fisher–Tippett result, while −∞ <
γ < ∞ is the shape parameter that controls the tail
weight. This shape parameter γ is typically referred
to as the extreme value index (EVI). Essentially,
maxima of all common continuous distributions are
attracted to a generalized extreme value distribution.
If γ < 0 one can prove that there exists an upper
endpoint to the support of F. Here, γ corresponds
to −1/α in (3) in the Fisher–Tippett result. The
Gumbel domain of attraction
corresponds to γ =

0 where H (x) = exp − exp (−(x − µ/σ )) . This
set includes, for instance, the exponential, Weibull,
gamma, and log-normal distributions. Distributions
in the domain of attraction of a GEV with γ > 0
(or a Fréchet distribution with α = 1/γ ) are called
heavy tailed as their tails essentially decay as power
functions. More specifically this set corresponds to
the distributions for which conditional distributions
of relative excesses over high thresholds t converge
to strict Pareto distributions when t → ∞,


1 − F (tx)
X
>x X>t =
→ x −1/γ ,
P
t
1 − F (t)
as t → ∞, for any x > 1.

(8)

Examples of this kind include the Pareto, log-gamma,
Burr distributions next to the Fréchet distribution
itself.
A typical application is to fit the GEV distribution
to a series of annual (say) maximum data with n
taken to be the number of i.i.d. events in a year.
Estimates of extreme quantiles of the annual maxima,
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corresponding to the return level associated with a
return period T, are then obtained by inverting (7):






σ
1 −γ
1
=µ−
1 − − log 1 −
.
Q 1−
T
γ
T
(9)
In largest claim reinsurance treaties, the above
results can be used to provide an approximation to
the pure risk premium E(Mn ) for a cover of the
largest claim of a large portfolio assuming that the
individual claims are independent. In case γ < 1
E(Mn ) = µ + σ E(Zγ ) = µ +

σ
((1 − γ ) − 1),
γ

A major weakness with the GEV distribution is
that it utilizes only the maximum and thus much of
the data is wasted. In extremes threshold methods
are reviewed that solve this problem.
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Extreme Value Theory
Classical Extreme Value Theory
Let {ξn }∞
n=1 be independent, identically distributed
random variables, with common distribution function
F . Let the upper endpoint û of F be unattainable
(which holds automatically for û = ∞), that is,
û = sup{x ∈  : P {ξ1 > x} > 0}
satisfies P {ξ1 < û} = 1
In probability of extremes, one is interested in
characterizing the nondegenerate distribution functions G that can feature as weak convergence limits
max ξk − bk

1≤k≤n

ak

d

−−−→ G as

n → ∞,

(1)

for suitable sequences of normalizing constants
∞
{an }∞
n=1 ⊆ (0, ∞) and {bn }n=1 ⊆ . Further, given a
possible limit G, one is interested in establishing for
which choices of F the convergence (1) holds (for
∞
suitable sequences {an }∞
n=1 and {bn }n=1 ). Notice that
(1) holds if and only if
lim F (an x + bn )n = G(x)

n→∞

for continuity points

x ∈  of G.

(2)

Clearly, the symmetric problem for minima can
be reduced to that of maxima by means of considering maxima for −ξ . Hence it is enough to discuss
maxima.
Theorem 1 Extremal Types Theorem [8, 10, 12] The
possible limit distributions in (1) are of the form
G(x) = Ĝ(ax + b), for some constants a > 0 and
b ∈ , where Ĝ is one of the three so-called extreme
value distributions, given by

Type I: Ĝ(x) = 
exp{−e−x } for x ∈ ;




exp{−x −α } for x > 0

 Type II: Ĝ(x) =
0
for x ≤ 0
for
a
constant
α
>
0;



α


 Type III: Ĝ(x) = exp{−[0 ∨ (−x)] }
for x ∈  for a constant α > 0.
(3)
In the literature, the Type I, Type II, and Type III
limit distributions are also called Gumbel, Fréchet,
and Weibull distributions, respectively.

The distribution function F is said to belong to
the Type I, Type II, and Type III domain of attraction of extremes, henceforth denoted D(I), Dα (II),
and Dα (III), respectively, if (1) holds with G given
by (3).
Theorem 2 Domains of Attraction [10, 12] We have

1 − F (u + xw(u))

F ∈ D(I) ⇔ lim


u↑û
1 − F (u)




−x

=
e
for
x∈




for
a
function
w > 0;




F ∈ Dα (II) ⇔ û = ∞ and lim 1 − F (u + xu)
u→∞
1 − F (u)


= (1 + x)−α for x > −1;



F ∈ Dα (III) ⇔ û < ∞ and lim



u↑û



1
−
F
(u
+
x(
û − u))





1
−
F
(u)

= (1 − x)α for x < 1.
(4)
In the literature, D(I), D α (II), and D α (III) are
also denoted D(), D(α ), and D(α ), respectively.
Notice that F ∈ D α (II) if and only if 1 − F is regularly varying at infinity with index −α < 0 (e.g. [5]).
Examples The standard Gaussian distribution function (x) = P {N(0, 1) ≤ x} belongs to D(I). The
corresponding function w in (4) can then be chosen
as w(u) = 1/u.
The Type I, Type II, and Type III extreme value
distributions themselves belong to D(I), Dα (II), and
Dα (III), respectively.
The classical texts on classical extremes are [9,
11, 12]. More recent books are [15, Part I], which
has been our main inspiration, and [22], which gives
a much more detailed treatment.
There exist distributions that do not belong to
a domain of attraction. For such distributions, only
degenerate limits (i.e. constant random variables) can
feature in (1). Leadbetter et al. [15, Section 1.7] give
some negative results in this direction.
Examples Pick ân > 0 such that F (ân )n → 1 and
F (−ân )n → 0 as n → ∞. For an > 0 with an /ân →
∞, and bn = 0, we then have
max ξk − bk

1≤k≤n

ak

d

−−−→ 0

2

Extreme Value Theory

since
lim F (an x + bn )n =



n→∞

Condition D (un ) [18, 26] We have
1
0

for x > 0
.
for x < 0

n/m

lim lim sup n

Since distributions that belong to a domain of
attraction decay faster than some polynomial of negative order at infinity (see e.g. [22], Exercise 1.1.1
for Type I and [5], Theorem 1.5.6 for Type II), distributions that decay slower than any polynomial, for
example, F (x) = 1 − 1/ log(x ∨ e), are not attracted.

Extremes of Dependent Sequences
Let {ηn }∞
n=1 be a stationary sequence of random
variables, with common distribution function F and
unattainable upper endpoint û. Again one is interested
in convergence to a nondegenerate limit G of suitably
normalized maxima
max ηk − bk

1≤k≤n

ak

d

−−−→ G

as n → ∞.

−P

=1


p


q
{ηik ≤ un } P
{ηi ≤ un }

k=1

j =2

P {η1 > un , ηj > un } = 0.

Let {ξn }∞
n=1 be a so-called associated sequence of
independent identically distributed random variables
with common distribution function F .
Theorem 4 Extremal Types Theorem [14, 18, 26]
Assume that (1) holds for the associated sequence,
and that the Conditions D(an x + bn ) and D (an x +
bn ) hold for x ∈ . Then (5) holds.
Example If the sequence {ηn }∞
n=1 is Gaussian, then
Theorem 4 applies (for suitable sequences {an }∞
n=1
and {bn }∞
n=1 ), under the so-called Berman condition
(see [3])
lim log(n)Cov{ξ1 , ξn } = 0.

n→∞

(5)

Under the following Condition D(un ) of mixing
type, stated in terms of a sequence {un }∞
n=1 ⊆ , the
Extremal Types Theorem extends to the dependent
context:
Condition D(un ) [14] For any integers 1 ≤ i1 <
· · · ip < j1 < · · · < jq ≤ n such that j1 − ip ≥ m, we
have
  p
q

 
P
{η
≤
u
},
{ηi ≤ un }
i
n
k

k=1

m→∞ n→∞



 ≤ α(n, m),


=1

Much effort has been put into relaxing the
Condition D (un ) in Theorem 4, which may lead to
more complicated limits in (5) [13]. However, this
topic is too technically complicated to go further into
here. The main text book on extremes of dependent
sequences is Leadbetter et al. [15, Part II]. However,
in essence, the treatment in this book does not go
beyond the Condition D (un ).

Extremes of Stationary Processes
Let {ξ(t)}t∈ be a stationary stochastic process, and
consider the stationary sequence {ηn }∞
n=1 given by
ηn =

sup

ξ(t).

t∈[n−1,n)

where
lim α(n, mn ) = 0 for some sequence mn = o(n)

n→∞

Theorem 3 Extremal Types Theorem [14, 18]
Assume that (4) holds and that the Condition D(an x +
bn ) holds for x ∈ . Then G must take one of the three
possible forms given by (3).
A version of Theorem 2 for dependent sequences
requires the following condition D (un ) that bounds
the probability of clustering of exceedances of
{un }∞
n=1 :

[Obviously, here we assume that {ηn }∞
n=1 are welldefined random variables.]
Again, (5) is the topic of interest. Since we are
considering extremes of dependent sequences, Theorems 3 and 4 are available. However, for typical
processes of interest, for example, Gaussian processes, new technical machinery has to be developed
in order to check (2), which is now a statement about
the distribution of the usually very complicated random variable supt∈[0,1) ξ(t). Similarly, verification of
the conditions D(un ) and D (un ) leads to significant
new technical problems.

Extreme Value Theory
Arguably, the new techniques required are much
more involved than the theory for extremes of dependent sequences itself. Therefore, arguably, much
continuous-time theory can be viewed as more or less
developed from scratch, rather than built on available
theory for sequences.
Extremes of general stationary processes is a much
less finished subject than is extremes of sequences.
Examples of work on this subject are Leadbetter and
Rootzén [16, 17], Albin [1, 2], together with a long
series of articles by Berman, see [4].
Extremes for Gaussian processes is a much more
settled topic: arguably, here the most significant articles are [3, 6, 7, 19, 20, 24, 25]. The main text book
is Piterbarg [21].
The main text books on extremes of stationary processes are Leadbetter et al. [15, Part III] and
Berman [4]. The latter also deals with nonstationary
processes. Much important work has been done in the
area of continuous-time extremes after these books
were written. However, it is not possible to mirror
that development here.
We give one result on extremes of stationary
processes that corresponds to Theorem 4 for sequences:
Let {ξ(t)}t∈ be a separable and continuous in
probability stationary process defined on a complete
probability space. Let ξ(0) have distribution function F . We impose the following version of (4),
that there exist constants −∞ ≤ x < 0 < x ≤ ∞,
together with continuous functions F̂ (x) < 1 and
w(u) > 0, such that
lim
u↑û

1 − F (u + xw(u))
= 1 − F̂ (x)
1 − F (u)

for x ∈ (x, x).

(6)

We assume that supt∈[0,1] ξ(t) is a well-defined random variable, and choose
T (u) ∼

1
P supt∈[0,1] ξ(t) > u

as

u ↑ û. (7)

Theorem 5 (Albin [1]) If (6) and (7) hold, under
additional technical conditions, there exists a constant
c ∈ [0, 1] such that

ξ(t) − u
lim P
sup
≤x
u↑û
t∈[0,T (u)] w(u)
= exp −[1 − F̂ (x)]c

for x ∈ (x, x).

3

Example For the process ξ zero-mean and unitvariance Gaussian, Theorem 5 applies with w(u) =
1/u, provided that, for some constants α ∈ (0, 2] and
C > 0 (see [19, 20]),
1 − Cov{ξ(0), ξ(t)}
=C
t→0
tα
lim

and
lim log(t)Cov{ξ(0), ξ(t)} = 0.

t→∞

As one example of a newer direction in continuoustime extremes, we mention the work by Rosiński and
Samorodnitsky [23], on heavy-tailed infinitely divisible processes.
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Failure Rate
Let X be a nonnegative random variable with distribution F = 1 − F denoting the lifetime of a device.
Assume that xF = sup{x: F (x) > 0} is the right endpoint of F. Given that the device has survived up to
time t, the conditional probability that the device
will fail in (t, t + x] is by
Pr{X ∈ (t, t + x]|X > t} =
−

F (t + x)
F (t)

,

F (t + x) − F (t)
F (t)

0 ≤ t < xF .

=1
(1)

To see the failure intensity at time t, we consider the
following limit denoted by
Pr{X ∈ (t, t + x]|X > t}
x


1
F (t + x)
1−
, 0 ≤ t < xF . (2)
= lim
x→0 x
F (t)

λ(t) = lim

x→0

If F is absolutely continuous with a density f, then
the limit in (2) is reduced to
λ(t) =

f (t)
F (t)

,

0 ≤ t < xF .

(3)

This function λ in (3) is called the failure rate of F. It
reflects the failure intensity of a device aged t. In actuarial mathematics, it is called the force of mortality.
The failure rate is of importance in reliability, insurance, survival analysis, queueing, extreme value
theory, and many other fields. Alternate names in
these disciplines for λ are hazard rate and intensity
rate. Without loss of generality, we assume that the
right endpoint xF = ∞ in the following discussions.
The failure rate and the survival function, or equivalently, the distribution function can be determined
from each other. It follows from integrating both sides
of (3) that
 x
λ(t) dt = − log F (x), x ≥ 0,
(4)
0

and thus

 
F (x) = exp −

x



λ(t) dt = e−(x) ,

x ≥ 0,

0

(5)

x
where (x) = − log F (x) = 0 λ(t) dt is called the
cumulative failure rate function or the (cumulative) hazard function. Clearly, (5) implies that F is
uniquely determined by λ.
For an exponential distribution, its failure rate is
a positive constant. Conversely, if a distribution on
[0, ∞) has a positive constant failure rate, then the
distribution is exponential. On the other hand, many
distributions hold monotone failure rates. For example, for a Pareto distribution with distribution F (x) =
1 − (β/β + x)α , x ≥ 0, α > 0, β > 0, the failure rate
λ(t) = α/(t + β) is decreasing. For a gamma distribution G(α, β) with a density function f (x) =
β α /(α)x α−1 e−βx , x ≥ 0, α > 0, β > 0, the failure
rate λ(t) satisfies
 ∞
y α−1 −λy
e
dy.
(6)
1+
[λ(t)]−1 =
t
0
See, for example, [2]. Hence, the failure rate of the
gamma distribution G(α, β) is decreasing if 0 < α ≤
1 and increasing if α ≥ 1. On the other hand, the
monotone properties of the failure rate λ(t) can be
characterized by those of F (x + t)/F (t) due to (2).
A distribution F on [0, ∞) is said to be an increasing failure rate (IFR) distribution if F (x + t)/F (t) is
decreasing in 0 ≤ t < ∞ for each x ≥ 0 and is said
to be a decreasing failure rate (DFR) distribution if
F (x + t)/F (t) is increasing in 0 ≤ t < ∞ for each
x ≥ 0. Obviously, if the distribution F is absolutely
continuous and has a density f, then F is IFR (DFR)
if and only if the failure rate λ(t) = f (t)/F (t) is
increasing (decreasing) in t ≥ 0.
For general distributions, it is difficult to check
the monotone properties of their failure rates based
on the failure rates. However, there are sufficient
conditions on densities or distributions that can be
used to ascertain the monotone properties of a failure
rate. For example, if distribution F on [0, ∞) has
a density f, then F is IFR (DFR) if log f (x) is
concave (convex) on [0, ∞). Further, distribution F
on [0, ∞) is IFR (DFR) if and only if log F (x) is
concave (convex) on [0, ∞); see, for example, [1, 2]
for details. Thus, a truncated normal distribution with
the density function


(x − µ)2
1
f (x) =
, x ≥ 0 (7)
√ exp −
2σ 2
aσ 2π
has an increasing
failure rate since log f (x) =
√
− log(aσ 2π) − (x − µ)2 /(2σ 2 ) is concave on
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∞), √
where σ > 0, −∞ < µ < ∞, and a =
[0,
∞
1/(σ
2π ) exp{−(x − µ)2 /2σ 2 } dx.
0
In insurance, convolutions and mixtures of distributions are often used to model losses or risks.
The properties of the failure rates of convolutions
and mixtures of distributions are essential. It is well
known that IFR is preserved under convolution, that
is, if Fi is IFR, i = 1, . . . , n, then the convolution distribution F1 ∗ · · · ∗ Fn is IFR; see, for example, [2].
Thus, the convolution of distinct exponential distributions given by
n

Ci,n e−αi x ,

F (x) = 1 −

x ≥ 0,

(8)

i=1

is IFR, where αi > 0, i = 1, . . . , n and αi  = αj for
i  = j , and Ci,n = 1≤j =i≤n αj /(αj − αi ) with ni=1
Ci,n = 1; see, for example, [14]. On the other hand,
DFR is not preserved under convolution, for example,
for any β > 0, the gamma distribution G(0.6, β) is
DFR. However, G(0.6, β) ∗ G(0.6, β) = G(1.2, β)
is IFR.
As for mixtures of distributions, we know that if
Fα is DFR for each α ∈ A and G is a distribution on
A, then the mixture of Fα with the mixing distribution
G given by

F (x) =
Fα (x) dG(α)
(9)
α∈A

is DFR. Thus, the finite mixture of exponential
distributions given by
n

pi e−αi x ,

F (x) = 1 −

x≥0

(10)

i=1

is DFR, where pi ≥ 0, αi > 0, i = 1, . . . , n, and
n
i=1 pi = 1. However, IFR is not closed under mixing; see, for example, [2]. We note that distributions
given by (8) and (10) have similar expressions but
they are totally different. The former is a convolution
while the latter is a mixture.
In addition, DFR is closed under geometric compounding, that is, if F is DFR, then the compound
n (n)
(x) is
geometric distribution (1 − ρ) ∞
n=0 ρ F
DFR, where 0 < ρ < 1; see, for example, [16] for a
proof and its application in queueing. An application
of this closure property in insurance can be found
in [20].
The failure rate is also important in stochastic
ordering of risks. Let nonnegative random variables

X and Y have distributions F and G with failure rates
λX and λY , respectively. We say that X is smaller
than Y in the hazard rate order if λX (t) ≥ λY (t) for
all t ≥ 0, written X ≤hr Y . It follows from (5) that
if X ≤hr Y , then F (x) ≤ G(x), x ≥ 0, which implies
that risk Y is more dangerous than risk X. Moreover,
X ≤hr Y if and only if F (t)/G(t) is decreasing in
t ≥ 0; see, for example, [15]. Other properties of
the hazard rate order and relationships between the
hazard rate order and other stochastic orders can be
found in [12, 15], and references therein.
The failure rate is also useful in the study of risk
theory and tail probabilities of heavy-tailed distributions. For example, when claim sizes have monotone
failure rates, the Lundberg inequality for the ruin
probability in the classical risk model or for the tail
of some compound distributions can be improved;
see, for example, [7, 8, 20]. Further, subexponential distributions and other heavy-tailed distributions
can be characterized by the failure rate or the hazard
function; see, for example, [3, 6]. More applications
of the failure rate in insurance and finance can be
found in [6–9, 13, 20], and references therein.
Another important distribution which often appears in insurance and many other applied probability
models is the integrated tail distribution or the
equilibrium distribution. The integrated tail distribution
 ∞of a distribution F on [0, ∞) with mean
µ = 0 F (x) dx ∈ (0, ∞) is defined by FI (x) =
x
(1/µ) 0 F (y) dy, x ≥ 0. The failure rate of the
integrated
 ∞ tail distribution FI is given by λI (x) =
F (x)/ x F (y) dy, x ≥ 0. The failure rate λI of FI
is the reciprocal of the mean residual lifetime of
∞
F. Indeed, the function e(x) = x F (y) dy/F (x) is
called the mean residual lifetime of F.
Further, in the study of extremal events in insurance and finance, we often need to discuss the subexponential property of the integrated tail distribution.
A distribution F on [0, ∞) is said to be subexponential, written F ∈ S, if
lim

x→∞

F (2) (x)
F (x)

= 2.

(11)

There are many studies on subexponential distributions in insurance and finance. Also, we know sufficient conditions for a distribution to be a subexponential distribution. In particular, if F has a regularly
varying tail then F and FI both are subexponential;
see, for example, [6] and references therein. Thus, if
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F is a Pareto distribution, its integrated tail distribution FI is subexponential. However, in general, it
is not easy to check the subexponential property of
an integrated tail distribution. In doing so, the class
S∗ introduced in [10] is very useful. We say that a
distribution F on [0, ∞) belongs to the class S∗ if
x
 ∞
F (x − y)F (y) dy
=2
F (x) dx. (12)
lim 0
x→∞
F (x)
0
It is known that if F ∈ S∗ , then FI ∈ S; see, for
example, [6, 10]. Further, many sufficient conditions
for a distribution F to belong to S∗ can be given in
terms of the failure rate or the hazard function of F.
For example, if the failure rate λ of a distribution
F satisfies lim supx→∞ xλ(x) < ∞, then FI ∈ S. For
other conditions on the failure rate and the hazard
function, see [6, 11], and references therein. Using
these conditions, we know that if F is a log-normal
distribution then FI is subexponential. More examples of subexponential integrated tail distributions can
be found in [6].
In addition, the failure rate of a discrete distribution is also useful in insurance. Let N be a nonnative,
integer-valued random variable with the distribution {pk = Pr{N = k}, k = 0, 1, 2, . . .}. The failure
rate of the discrete distribution {pn , n = 0, 1, . . .} is
defined by
hn =

pn
∞

pj

=

Pr{N = n}
,
Pr{N > n − 1}

n = 0, 1, . . . .

j =n

(13)
See, for example, [1, 13, 19, 20]. Thus, if N denotes
the number of integer years survived by a life, then
the discrete failure rate is the conditional probability
that the life will die in the next year, given that the
life has survived n − 1 years.
Let an = ∞
k=n+1 pk = Pr{N > n} be the tail probability of N or the discrete distribution {pn , n =
0, 1, . . .}. It follow from (13) that hn = pn /(pn +
an ), n = 0, 1, . . .. Thus,
an
= 1 − hn , n = 0, 1, . . . ,
an−1

(14)

where a−1 = 1. Hence, hn is increasing (decreasing)
in n = 0, 1, . . . if and only if an+1 /an is decreasing
(increasing) in n = −1, 0, 1, . . ..

3

Thus, analogously to the continuous case, a discrete distribution {pn = 0, 1, . . .} is said to be a discrete decreasing failure rate (D-DFR) distribution if
an+1 /an is increasing in n for n = 0, 1, . . .. However,
another natural definition is in terms of the discrete
failure rate. The discrete distribution {pn = 0, 1, . . .}
is said to be a discrete strongly decreasing failure rate
(DS-DFR) distribution if the discrete failure rate hn
is decreasing in n for n = 0, 1, . . ..
It is obvious that DS-DFR is a subclass of DDFR. In general, it is difficult to check the monotone properties of a discrete failure rate based on
the failure rate. However, a useful result is that
if the discrete distribution {pn , n = 0, 1, . . .} is log2
≤ pn pn+2 for all n = 0, 1, . . . ,
convex, namely, pn+1
then the discrete distribution is DS-DFR; see, for
example, [13]. Thus, the negative binomial distribution with {pn = n+α−1
(1 − p)α p n , 0 < p < 1, α >
n
0, n = 0, 1, . . .} is DS-DFR if 0 < α ≤ 1.
Similarly, the discrete distribution {pn = 0, 1, . . .}
is said to be a discrete increasing failure rate (DIFR) distribution if an+1 /an is increasing in n for n =
0, 1, . . .. The discrete distribution {pn = 0, 1, . . .} is
said to be a discrete strongly increasing failure rate
(DS-IFR) distribution if hn is increasing in n for
n = 0, 1, . . .. Hence, DS-IFR is a subclass of D-IFR.
Further, if the discrete distribution {pn , n = 0, 1, . . .}
2
≥ pn pn+2 for all n =
is log-concave, namely, pn+1
0, 1, . . ., then the discrete distribution is DS-IFR;
see, for example, [13]. Thus, the negative binomial
distribution with {pn = n+α−1
(1 − p)α p n , 0 < p <
n
1, α > 0, n = 0, 1, . . .} is DS-IFR if α ≥ 1. Further,
the Poisson and binomial distributions are DS-IFR.
Analogously to an exponential distribution in the
continuous case, the geometric distribution {pn =
(1 − p)p n , n = 0, 1, . . .} is the only discrete distribution that has a positive constant discrete failure rate.
For more examples of DS-DFR, DS-IFR, D-IFR, and
D-DFR, see [9, 20].
An important class of discrete distributions in
insurance is the class of the mixed Poisson distributions. A detailed study of the class can be found
in [8]. The mixed Poisson distribution is a discrete
distribution with
 ∞
(θx)n e−θx
pn =
dB(x), n = 0, 1, . . . , (15)
n!
0
where θ > 0 is a constant and B is a distribution
on (0, ∞). For instance, the negative binomial distribution is the mixed Poisson distribution when B is
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a gamma distribution. The failure rate of the mixed
Poisson distribution can be expressed as
pn

hn =

[4]

[5]

pk
k=n



=



0
∞

θ
0

[6]

∞

(θx)n e−θx
dB(x)
n!
,
(θx)n−1 e−θx
B(x) dx
(n − 1)!

n = 1, 2, . . .

(16)
∞
with h0 = p0 = 0 e−θx dB(x); see, for example,
Lemma 3.1.1 in [20].
It is hard to ascertain the monotone properties of
the mixed Poisson distribution by the expression (16).
However, there are some connections between aging
properties of the mixed Poisson distribution and those
of the mixing distribution B. In fact, it is well known
that if B is IFR (DFR), then the mixed Poisson distribution is DS-IFR (DS-DFR); see, for example, [4,
8]. Other aging properties of the mixed Poisson distribution and their applications in insurance can be
found in [5, 8, 18, 20], and references therein.
It is also important to consider the monotone
properties of the convolution of discrete distributions
in insurance. It is well known that DS-IFR is closed
under convolution. A proof similar to the continuous
case was pointed out in [1]. A different proof of the
convolution closure of DS-IFR can be found in [17],
which also proved that the convolution of two logconcave discrete distributions is log-concave. Further,
as pointed in [13], it is easy to prove that DS-DFR
is closed under mixing. In addition, DS-DFR is also
closed under discrete geometric compounding; see,
for example, [16, 19] for related discussions.
For more properties of the discrete failure rate and
their applications in insurance, we refer to [8, 13, 19,
20], and references therein.
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is used for x ≤ α + 1, whereas the continued fraction
expansion

Gamma Function
A function used in the definition of a gamma distribution is the gamma function defined by
 ∞
(α) =
t α−1 e−t dt,
(1)

(α; x) = 1 −

x α e−x
(α)

0

which is finite if α > 0. If α is a positive integer,
the above integral can be expressed in closed form;
otherwise it cannot. The gamma function satisfies
many useful mathematical properties and is treated in
detail in most advanced calculus texts. In particular,
applying integration by parts to (1), we find that
the gamma function satisfies the important recursive
relationship
(α) = (α − 1)(α − 1),

α > 1.

Combining (2) with the fact that
 ∞
e−y dy = 1,
(1) =

(2)

(3)

(4)

In other words, the gamma function is a generalization of the factorial. Another useful special case,
which one can verify using polar coordinates (e.g. see
[2], pp. 104–5), is that
 
√
1
(5)
= π.

2
Closely associated with the gamma function is the
incomplete gamma function defined by
 x
1
t α−1 e−t dt, α > 0, x > 0.
(α; x) =
(α) 0
(6)
In general, we cannot express (6) in closed form
(unless α is a positive integer). However, many
spreadsheet and statistical computing packages contain built-in functions, which automatically evaluate (1) and (6). In particular, the series expansion
∞
xn
x α e−x 
(α) n=0 α(α + 1) · · · (α + n)

−x

α−1 j

x
j =0

we have for any integer n ≥ 1,

(α; x) =

(8)
is used for x > α + 1. For further information
concerning numerical evaluation of the incomplete
gamma function, the interested reader is directed
to [1, 4]. In particular, an effective procedure for
evaluating continued fractions is given in [4].
In the case when α is a positive integer, however, one may apply repeated integration by parts to
express (6) in closed form as
(α; x) = 1 − e

0

(n) = (n − 1)!.

1
1−α
x+
1
1+
2−α
x+
2
1+
x + ···

(7)

j!

,

x > 0.

(9)

The incomplete gamma function can also be used to
produce cumulative probabilities from the standard
normal distribution. If (z) denotes the cumulative
distribution function of the standard normal distribution, then (z) = 0.5 + (0.5; z2 /2)/2 for z ≥ 0
whereas (z) = 1 − (−z) for z < 0. Furthermore,
the error function and complementary error function
are special cases of the incomplete gamma function
given by


 x
1 2
2
−t 2
e dt = 
(10)
;x
erf(x) = √
2
π 0
and
2
erfc(x) = √
π


x

∞

e−t dt = 1 − 
2




1 2
; x . (11)
2

Much of this article has been abstracted from
[1, 3].
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Generalized Discrete
Distributions
A counting distribution is said to be a power series
distribution (PSD) if its probability function (pf) can
be written as
a(k)θ k
,
pk = Pr{N = k} =
f (θ)

k = 0, 1, 2, . . . ,

g(t) = 1, a Lagrange expansion is identical to a Taylor expansion.
One important member of the LPD class is the
(shifted) Lagrangian Poisson distribution (also known
as the shifted Borel–Tanner distribution or Consul’s
generalized Poisson distribution).
It has a pf
pk =

θ(θ + λk)k−1 e−θ−λk
,
k!

k = 0, 1, 2, . . . .
(5)

(1)

k
where a(k) ≥ 0 and f (θ) = ∞
k=0 a(k)θ < ∞.
These distributions are also called (discrete) linear
exponential distributions. The PSD has a probability
generating function (pgf)
P (z) = E[zN ] =

f (θz)
.
f (θ)

(2)

Amongst others, the following well-known discrete
distributions are all members:
Binomial:
f (θ) = (1 + θ)n
Poisson:
f (θ) = eθ
Negative binomial: f (θ) = (1 − θ)−r , r > 0
Logarithmic
f (θ) = − ln(1 − θ).
A counting distribution is said to be a modified
power series distribution (MPSD) if its pf can be
written as
pk = Pr{N = k} =

a(k)[b(θ)]k
,
f (θ)

(3)

where the support of N is any subset of the nonnegative
integers, and where a(k) ≥ 0, b(θ) ≥ 0, and
f (θ) = k a(k)[b(θ)]k , where the sum is taken over
the support of N .
When b(θ) is invertible (i.e. strictly monotonic) on
its domain, the MPSD is called a generalized power
series distribution (GPSD). The pgf of the GPSD is
P (z) =

f (b−1 (zb(θ)))
.
f (θ)

(4)

Many references and results for PSD, MPSD, and
GPSD’s are given by [4, Chapter 2, Section 2].
Another class of generalized frequency distributions is the class of Lagrangian probability distributions (LPD). The probability functions are derived
from the Lagrangian expansion of a function f (t)
as a power series in z, where zg(t) = t and f (t)
and g(t) are both pgf’s of certain distributions. For

See [1] and [4, Chapter 9, Section 11] for an extensive bibliography on these and related distributions.
Let g(t) be a pgf of a discrete distribution on the
nonnegative integers with g(0)  = 0. Then the transformation t = zg(t) defines, for the smallest positive
root of t, a new pgf t = P (z) whose expansion in
powers of z is given by the Lagrange expansion
 

∞

zk
∂ k−1
k
(g(t))
.
(6)
P (z) =
k!
∂t
k=1
t=0

The above pgf P (z) is called the basic Lagrangian
pdf. The corresponding probability function is
1 ∗k
(7)
g , k = 1, 2, 3, . . . ,
k k−1
 ∗(n−1)

∗n
j
gj −k
where g(t) = ∞
j =0 gj t and gj =
k gk
is the nth convolution of gj .
Basic Lagrangian distributions include the Borel–
Tanner distribution with (θ > 0)
pk =

g(t) = eθ(t−1) ,
e−θk (θk)k−1
, k = 1, 2, 3, . . . ;
k!
the Haight distribution with (0 < p < 1)
and

pk =

(8)

g(t) = (1 − p)(1 − pt)−1 ,
and

pk =

(2k − 1)
(1 − p)k p k−1 ,
k!(k)
k = 1, 2, 3, . . . ,

(9)

and, the Consul distribution with (0 < θ < 1)
g(t) = (1 − θ + θt)m ,


k−1
1 mk
θ
(1 − θ)mk ,
and pk =
k k−1
1−θ
k = 1, 2, 3, . . . ,
and m is a positive integer.

(10)
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Generalized Discrete Distributions

The basic Lagrangian distributions can be
extended as follows. Allowing for probabilities at
zero, the pgf is
  

∞

zk ∂ k−1
∂
P (z) = f (0) +
,
g(t)k f (t)
k! ∂t
∂t
t=0
k=1
(11)
with pf

pk =

1
k!



 

∂
∂ k−1
.
(g(t))k f (t)
∂t
∂t
t=0

[1]

[3]

(12)
[4]

Choosing g(t) and f (t) as pgf’s of discrete distributions (e.g. Poisson, binomial, and negative binomial) leads to many distributions; see [2] for many
combinations.
Many authors have developed recursive formulas
(sometimes including 2 and 3 recursive steps) for the
distribution of aggregate claims or losses
S = X1 + X2 + · · · + XN ,
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Heckman–Meyers
Algorithm
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The Heckman–Meyers algorithm was first published
in [3]. The algorithm is designed to solve the following specific problem. Let S be the aggregate loss
random variable [2], that is,
S = X1 + X2 + · · · + XN ,

(1)

where X1 , X2 , . . . are a sequence of independent
and identically distributed random variables, each
with a distribution function FX (x), and N is a discrete random variable with support on the nonnegative integers. Let pn = Pr(N = n), n = 0, 1, . . .. It is
assumed that FX (x) and pn are known. The problem
is to determine the distribution function of S, FS (s).
A direct formula can be obtained using the law of
total probability.
FS (s) = Pr(S ≤ s)
=

∞


∞


=

eitx fX (x) dx,

PN (t) = E(t N ) =

(3)

∞


t n pn .

(4)

n=0

It should be noted that the characteristic function is
defined for all random variables and for all values
of t. The probability function need not exist for a
particular random variable and if it does exist, may do
so only for certain values of t. With these definitions,
we have
ϕS (t) = E(eitS ) = E[eit (X1 +···+XN ) ]

Pr(S ≤ s|N = n) Pr(N = n)

= E{E[eit (X1 +···+XN ) |N ]}
 

N



= E E  eitXj |N 



Pr(X1 + · · · + Xn ≤ s)pn

n=0
∞


−∞

√
where i = −1 and the second integral applies only
when X is an absolutely continuous random variable with probability density function fX (x). The
probability generating function of a discrete random variable N (with support on the nonnegative
integers) is

n=0

=

∞

j =1

FX∗n (s)pn ,



N

 itX 
E e j
=E



(2)

n=0

where FX∗n (s) is the distribution of the n-fold
convolution of X.
Evaluation of convolutions can be difficult and
even when simple, the number of calculations
required to evaluate the sum can be extremely large.
Discussion of the convolution approach can be found
in [2, 4, 5]. There are a variety of methods available to
solve this problem. Among them are recursion [4, 5],
an alternative inversion approach [6], and simulation
[4]. A discussion comparing the Heckman–Meyers
algorithm to these methods appears at the end of this
article. Additional discussion can be found in [4].
The algorithm exploits the properties of the characteristic and probability generating functions of random variables. The characteristic function of a random variable X is
 ∞
eitx dFX (x)
ϕX (t) = E(eitX ) =
−∞

j =1

=E


N



j =1



ϕXj (t)


= E[ϕX (t)N ] = PN [ϕX (t)].

(5)

Therefore, provided the characteristic function of X
and probability function of N can be obtained, the
characteristic function of S can be obtained.
The second key result is that given a random variable’s characteristic function, the distribution function can be recovered. The formula is (e.g. [7],
p. 120)
FS (s) =

1
1
+
2 2π


0

∞

ϕS (−t)eits − ϕS (t)e−its
dt.
it
(6)
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Evaluation of the integrals can be simplified by using
Euler’s formula, eix = cos x + i sin x. Then the characteristic function can be written as
 ∞
(cos ts + i sin ts) dFS (s) = g(t) + ih(t),
ϕS (t) =
−∞

(7)
and then

1
1
+
2 2π


0

∞

[g(−t) + ih(−t)][cos(ts) + i sin(ts)]
it

[g(t) + ih(t)][cos(−ts) + i sin(−ts)]
dt
−
it
 ∞
1
g(−t) cos(ts) − h(−t) sin(ts)
1
= +
2 2π 0
it

bk with discrete probability
where b0 < b1 < · · · <
Pr(X = bk ) = u = 1 − kj =1 aj (bj − bj −1 ). Then
the characteristic function of X is easy to obtain.

h(−t) cos(ts) + g(−t) sin(ts)
t
i[g(t) cos(−ts) − h(t) sin(−ts)]
+
t
h(t) cos(−ts) + g(t) sin(−ts)
−
dt.
t

(8)

Because the result must be a real number, the coefficient of the imaginary part must be zero. Thus,

0

∞

h(−t) cos(ts) + g(−t) sin(ts)
t

h(t) cos(−ts) + g(t) sin(−ts)
−
dt.
t

k 

j =1

(9)

This seems fairly simple, except for the fact that
the required integrals can be extremely difficult to
evaluate. Heckman and Meyers provide a mechanism
for completing the process. Their idea is to replace
the actual distribution function of X with a piecewise
linear function along with the possibility of discrete

bj

aj (cos tx + i sin tx) dx

bj −1

+ u(cos tbk + i sin tbk )
k

aj
j =1

+

1
1
+
2 2π

=

=

i[h(−t) cos(ts) + g(−t) sin(ts)]
+
it
g(t) cos(−ts) − h(t) sin(−ts)
−
it
i[h(t) cos(−ts) + g(t) sin(−ts)]
−
dt
it

1
1 ∞ −i[g(−t) cos(ts) − h(−t) sin(ts)]
= +
2 2π 0
t

FS (s) =

fX (x) = aj , bj −1 ≤ x < bj , j = 1, 2, . . . , k,

ϕX (t)

FS (s)
=

probability at some high value. For the continuous
part, the density function can be written as

t

(sin tbj − sin tbj −1

− i cos tbj + i cos tbj −1 ) + u(cos tbk + i sin tbk )
=

k

aj
j =1

t

(sin tbj − sin tbj −1 ) + u cos tbk



k

aj
+i
(− cos tbj + cos tbj −1 ) + u sin tbk 
t
j =1
= g ∗ (t) + ih∗ (t).

(10)

If k is reasonably large and the constants {bi , 0 ≤
i ≤ k} astutely selected, this distribution can closely
approximate almost any model.
The next step is to obtain the probability generating function of N. For frequently used distributions, such as the Poisson and negative binomial, it
has a convenient closed form. For the Poisson distribution with mean λ,
PN (t) = eλ(t−1)

(11)

and for the negative binomial distribution with mean
rβ and variance rβ(1 + β),
PN (t) = [1 − β(t − 1)]−r .

(12)

For the Poisson distribution,
ϕS (t) = PN [g ∗ (t) + ih∗ (t)]
= exp[λg ∗ (t) + λih∗ (t) − λ]
= exp[λg ∗ (t) − λ][cos λh∗ (t) + i sin λh∗ (t)],
(13)

Heckman–Meyers Algorithm
and therefore g(t) = exp[λg ∗ (t) − λ] cos λh∗ (t) and
h(t) = exp[λg ∗ (t) − λ] sin λh∗ (t). For the negative
binomial distribution, g(t) and h(t) are obtained in a
similar manner.
With these functions in hand, (9) needs to be evaluated. Heckman and Meyers recommend numerical
evaluation of the integral using Gaussian integration.
Because the integral is over the interval from zero to
infinity, the range must be broken up into subintervals. These should be carefully selected to minimize
any effects due to the integrand being an oscillating
function. It should be noted that in (9) the argument s
appears only in the trigonometric functions while the
functions g(t) and h(t) involve only t. That means
these two functions need only to be evaluated once
at the set of points used for the numerical integration
and then the same set of points used each time a new
value of s is used.
This method has some advantages over other popular methods. They include the following:
1. Errors can be made as small as desired. Numerical integration errors can be made small and more
nodes can make the piecewise linear approximation as accurate as needed. This advantage
is shared with the recursive approach. If enough
simulations are done, that method can also reduce
error, but often the number of simulations needed
is prohibitively large.
2. The algorithm uses less computer time as the
number of expected claims increases. This is the
opposite of the recursive method, which uses
less time for smaller expected claim counts.
Together, these two methods provide an accurate and efficient method of calculating aggregate
probabilities.
3. Independent portfolios can be combined. Suppose S1 and S2 are independent aggregate models

3

as given by (1), with possibly different distributions for the X or N components, and the distribution function of S = S1 + S2 is desired. Arguing as in (5), ϕS (t) = ϕS1 (t)ϕS2 (t) and therefore
the characteristic function of S is easy to obtain.
Once again, numerical integration provides values of FS (s). Compared to other methods, relatively few additional calculations are required.
Related work has been done in the application of
inversion methods to queueing problems. A good
review can be found in [1].
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The cdf FX ∗ FY (·) is called the convolution of the
cdf’s FX (·) and FY (·). For the cdf of X + Y + Z,
it does not matter in which order we perform the
convolutions; hence we have

Individual Risk Model
Introduction
In the individual risk model, the total claims amount
on a portfolio of insurance contracts is the random
variable of interest. We want to compute, for instance,
the probability that a certain capital will be sufficient to pay these claims, or the value-at-risk at
level 95% associated with the portfolio, being the
95% quantile of its cumulative distribution function
(cdf). The aggregate claim amount is modeled as
the sum of all claims on the individual policies,
which are assumed independent. We present techniques other than convolution to obtain results in this
model. Using transforms like the moment generating function helps in some special cases. Also, we
present approximations based on fitting moments of
the distribution. The central limit theorem (CLT),
which involves fitting two moments, is not sufficiently accurate in the important right-hand tail of the
distribution. Hence, we also present two more refined
methods using three moments: the translated gamma
approximation and the normal power approximation. More details on the different techniques can be
found in [18].

Convolution
In the individual risk model, we are interested in the
distribution of the total amount S of claims on a fixed
number of n policies:
S = X1 + X2 + · · · + Xn ,

For the sum of n independent and identically distributed random variables with marginal cdf F, the
cdf is the n-fold convolution of F, which we write as
F ∗ F ∗ · · · ∗ F =: F ∗n .

(4)

Transforms
Determining the distribution of the sum of independent random variables can often be made easier by
using transforms of the cdf. The moment generating
function (mgf) is defined as
mX (t) = E[etX ].

(5)

If X and Y are independent, the convolution of cdfs
corresponds to simply multiplying the mgfs. Sometimes it is possible to recognize the mgf of a convolution and consequently identify the distribution
function.
For random variables with a heavy tail, such as
the Cauchy distribution, the mgf does not exist. The
characteristic function, however, always exists. It is
defined as follows:

(1)

where Xi , i = 1, 2, . . . , n, denotes the claim payments on policy i. Assuming that the risks Xi are
mutually independent random variables, the distribution of their sum can be calculated by making use of
convolution.
The operation convolution calculates the distribution function of X + Y from those of two independent
random variables X and Y , as follows:
FX+Y (s) = Pr[X + Y ≤ s]
 ∞
=
FY (s − x) dFX (x)

φX (t) = E[eitX ],

(2)

−∞ < t < ∞.

(6)

Note that the characteristic function is one-to-one, so
every characteristic function corresponds to exactly
one cdf.
As their name indicates, moment generating functions can be used to generate moments of random
variables. The kth moment of X equals


dk
E[X ] = k mX (t) .
dt
t=0
k

−∞

=: FX ∗ FY (s).

(FX ∗ FY ) ∗ FZ ≡ FX ∗ (FY ∗ FZ ) ≡ FX ∗ FY ∗ FZ .
(3)

(7)

A similar technique can be used for the characteristic
function.
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The probability generating function (pgf) is used
exclusively for random variables with natural numbers as values:
gX (t) = E[t X ] =

∞


t k Pr[X = k].

(8)

k=0

So, the probabilities Pr[X = k] in (8) serve as coefficients in the series expansion of the pgf.
The cumulant generating function (cgf) is convenient for calculating the third central moment; it is
defined as
κX (t) = log mX (t).

(9)

The coefficients of t k /k! for k = 1, 2, 3 are E[X],
Var[X] and E[(X − E[X])3 ]. The quantities generated
this way are the cumulants of X, and they are denoted
by κk , k = 1, 2, . . .. The skewness of a random variable X is defined as the following dimension-free
quantity:
γX =

κ3
E[(X − µ)3 ]
=
,
3
σ
σ3

(10)

with µ = E[X] and σ 2 = Var[X]. If γX > 0, large
values of X − µ are likely to occur, then the probability density function (pdf) is skewed to the right.
A negative skewness γX < 0 indicates skewness to
the left. If X is symmetrical then γX = 0, but having zero skewness is not sufficient for symmetry. For
some counterexamples, see [18].
The cumulant generating function, the probability
generating function, the characteristic function, and
the moment generating function are related to each
other through the formal relationships
κX (t) = log mX (t);

gX (t) = mX (log t);

φX (t) = mX (it).

(11)

‘large’ formally and moreover this approximation is
usually not satisfactory for the insurance practice,
where especially in the tails, there is a need for more
refined approximations that explicitly recognize the
substantial probability of large claims. More technically, the third central moment of S is usually greater
than 0, while for the normal distribution it equals 0.
As an alternative for the CLT, we give two
more refined approximations: the translated gamma
approximation and the normal power (NP) approximation. In numerical examples, these approximations
turn out to be much more accurate than the CLT
approximation, while their respective inaccuracies are
comparable, and are minor compared to the errors that
result from the lack of precision in the estimates of
the first three moments that are involved.

Translated Gamma Approximation
Most total claim distributions have roughly the same
shape as the gamma distribution: skewed to the right
(γ > 0), a nonnegative range, and unimodal. Besides
the usual parameters α and β, we add a third degree
of freedom by allowing a shift over a distance x0 .
Hence, we approximate the cdf of S by the cdf of
Z + x0 , where Z ∼ gamma(α, β). We choose α, β,
and x0 in such a way that the approximating random
variable has the same first three moments as S.
The translated gamma approximation can then be
formulated as follows:
FS (s) ≈ G(s − x0 ; α, β), where
 x
1
y α−1 β α e−βy dy,
G(x; α, β) =
(α) 0
x ≥ 0.

(12)

Here G(x; α, β) is the gamma cdf. To ensure that α,
β, and x0 are chosen such that the first three moments
agree, hence µ = x0 + βα , σ 2 = βα2 , and γ = √2α , they
must satisfy

Approximations
A totally different approach is to approximate the distribution of S. If we consider S as the sum of a ‘large’
number of random variables, we could, by virtue of
the Central Limit Theorem, approximate its distribution by a normal distribution with the same mean
and variance as S. It is difficult however to define

α=

4
,
γ2

β=

2
γσ

and

x0 = µ −

2σ
.
γ

(13)

For this approximation to work, the skewness γ has
to be strictly positive. In the limit γ ↓ 0, the normal
approximation appears. Note that if the first three
moments of the cdf F (·) are the same as those of
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G(·), by partial integration it can be shown that the
∞
same holds for 0 x j [1 − F (x)] dx, j = 0, 1, 2. This
leaves little room for these cdf’s to be very different
from each other.
Note that if Y ∼ gamma(α, β) with α ≥ 14 , then
√
√
roughly 4βY − 4α − 1 ∼ N(0, 1). For the translated gamma approximation for S, this yields

γ
S−µ
≤ y + (y 2 − 1)
Pr 
σ
8

− y 1 −


γ2
 ≈ (y).
1−
16

(14)

Xi be the claim amount of policy i, i = 1, . . . , n
and let the claim probability of policy i be given
by Pr[Xi > 0] = qi = 1 − pi . It is assumed that for
each i, 0 < qi < 1 and that the claim amounts of
the individual policies are integral multiples of some
convenient monetary unit, so that for each i the
severity distribution gi (x) = Pr[Xi = x | Xi > 0] is
defined for x = 1, 2, . . ..
The probability that the aggregate claims S equal
s, that is, Pr[S = s], is denoted by p(s). We assume
that the claim amounts of the policies are mutually
independent. An exact recursion for the individual
risk model is derived in [12]:
1
vi (s),
s i=1
n

The right-hand side of the inequality is written as
y plus a correction to compensate for the skewness
of S. If the skewness tends to zero, both correction
terms in (14) vanish.

NP Approximation
The normal power approximation is very similar
to (14). The correction term has a simpler form, and
it is slightly larger. It can be obtained by the use of
certain expansions for the cdf.
If E[S] = µ, Var[S] = σ 2 and γS = γ , then, for
s ≥ 1,


γ 2
S−µ
(15)
Pr
≤ s + (s − 1) ≈ (s)
σ
6
or, equivalently, for x ≥ 1,



S−µ
6x
9
3
.
Pr
+
≤x ≈
+1−
σ
γ2
γ
γ


(16)
The latter formula can be used to approximate the cdf
of S, the former produces approximate quantiles. If
s < 1 (or x < 1), then the correction term is negative,
which implies that the CLT gives more conservative
results.

Recursions
Another alternative to the technique of convolution
is recursions. Consider a portfolio of n policies. Let

p(s) =

s = 1, 2, . . .

(17)


with initial value given by p(0) = ni=1 pi and where
the coefficients vi (s) are determined by
vi (s) =

s
qi 
gi (x)[xp(s − x) − vi (s − x)],
pi x=1

s = 1, 2, . . .

(18)

and vi (s) = 0 otherwise.
Other exact and approximate recursions have been
derived for the individual risk model, see [8].
A common approximation for the individual risk
model is to replace the distribution of the claim
amounts of each policy by a compound Poisson
distribution with parameter λi and severity distribution hi . From the independence assumption, it
follows that the aggregate claim S is then approximated by a compound Poisson distribution with
parameter
n

λi
(19)
λ=
i=1

and severity distribution h given by
n


h(y) =

λi hi (y)

i=1

λ

,

y = 1, 2, . . . ,

(20)

see, for example, [5, 14, 16]. Denoting the approximation for f (x) by g cP (x) in this particular case, we
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find from Panjer [21] (see Sundt and Jewell Class
of Distributions) that the approximated probabilities
can be computed from the recursion
g cP(x) =

1
x

for

x

y=1

y

n


λi hi (y)g cp (x − y)
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Inflation Impact on
Aggregate Claims

Then the discounted aggregate claims at time 0 of
all claims recorded over [0, t] are given by:
Z(t) =

Inflation can have a significant impact on insured
losses. This may not be apparent now in western
economies, with general inflation rates mostly below
5% over the last decade, but periods of high inflation
reappear periodically on all markets. It is currently of
great concern in some developing economies, where
two or even three digits annual inflation rates are
common.
Insurance companies need to recognize the effect
that inflation has on their aggregate claims when setting premiums and reserves. It is common belief that
inflation experienced on claim severities cancels, to
some extent, the interest earned on reserve investments. This explains why, for a long time, classical
risk models did not account for inflation and interest.
Let us illustrate how these variables can be incorporated in a simple model.
Here we interpret ‘inflation’ in its broad sense;
it can either mean insurance claim cost escalation,
growth in policy face values, or exogenous inflation
(as well as combinations of such).
Insurance companies operating in such an
inflationary context require detailed recordings of
claim occurrence times. As in [1], let these
occurrence times {Tk }k≥1 , form an ordinary renewal
process. This simply means that claim interarrival
times τk = Tk − Tk−1 (for k ≥ 2, with τ1 = T1 ), are
assumed independent and identically distributed, say
with common continuous d.f. F . Claim counts at
different times t ≥ 0 are then written as N (t) =
max{k ∈ ; Tk ≤ t} (with N (0) = 0 and N (t) = 0 if
all Tk > t).
Assume for simplicity that the (continuous) rate of
interest earned by the insurance company on reserves
at time s ∈ (0, t], say βs , is known in advance. Similarly, assume that claim severities Yk are also subject
to a known inflation rate αt at time t. Then the corresponding deflated claim severities can be defined as
Xk = e
t

Yk ,

k ≥ 1,

(1)

where A(t) = 0 αs ds for any t ≥ 0. These amounts
are expressed in currency units of time point 0.

e−B(Tk ) Yk ,

(2)

k=1

s
where B(s) = 0 βu du for s ∈ [0, t] and Z(t) = 0 if
N (t) = 0.
Premium calculations are essentially based on
the one-dimensional distribution of the stochastic
process Z, namely, FZ (x; t) = P {Z(t) ≤ x}, for x ∈
+ . Typically, simplifying assumptions are imposed
on the distribution of the Yk ’s and on their dependence with the Tk ’s, to obtain a distribution FZ that
allows premium calculations and testing the adequacy
of reserves (e.g. ruin theory); see [4, 5, 13–22], as
well as references therein.
For purposes of illustration, our simplifying assumptions are that:
(A1) {Xk }k≥1 are independent and identically
distributed,
(A2) {Xk , τk }k≥1 are mutually independent,
(A3) E(X1 ) = µ1 and 0 < E(X12 ) = µ2 < ∞.
Together, assumptions (A1) and (A2) imply that
dependence among inflated claim severities or
between inflated severities and claim occurrence
times is through inflation only. Once deflated, claim
amounts Xk are considered independent, as we can
confidently assume that time no longer affects them.
Note that these apply to deflated claim amounts
{Xk }k≥1 . Actual claim severities {Yk }k≥1 are not
necessarily mutually independent nor identically distributed, nor does Yk need to be independent of Tk .
A key economic variable is the net rate of interest
δs = βs − αs . When net interest rates are negligible,
inflation and interest are usually omitted from classical risk models, like Andersen’s. But this comes with
a loss of generality.
From the above definitions, the aggregate discounted value in (2) is
Z(t) =

−A(Tk )

N(t)


N(t)

k=1

e−B(Tk ) Yk =

N(t)


e−D(Tk ) Xk ,

t > 0, (3)

k=1

t
(where D(t) = B(t) − A(t) = 0 (βs − αs ) ds =
t
0 δs ds, with Z(t) = 0 if N (t) = 0) forms a compound renewal present value risk process.
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The distribution of the random variable Z(t) in
(3), for fixed t, has been studied under different
models. For example, [12] considers Poisson claim
counts, while [21] extends it to mixed Poisson models. An early look at the asymptotic distribution of
discounted aggregate claims is also given in [9].
When only moments of Z(t) are sought, [15]
shows how to compute them recursively with the
above renewal risk model. Explicit formulas for the
first two moments in [14] help measure the impact of
inflation (through net interest) on premiums.
Apart from aggregate claims, another important
process for an insurance company is surplus. If π(t)
denotes the aggregate premium amount charged by
the company over the time interval [0, t], then
 t
eB(t)−B(s) π(s) ds
U (t) = eB(t) u +
0

−e

B(t)

depends on the zero net interest assumption. A slight
weakening to constant net rates of interest, δs =
δ  = 0, and ruin problems for U can no longer be
represented by the classical risk model. For a more
comprehensive study of ruin under the impact of
economical variables, see for instance, [17, 18].
Random variables related to ruin, like the surplus
immediately prior to ruin (a sort of early warning
signal) and the severity of ruin, are also studied.
Lately, a tool proposed by Gerber and Shiu in [10],
the expected discounted penalty function, has allowed
breakthroughs (see [3, 22] for extensions).
Under the above simplifying assumptions, the
equivalence extends to net premium equal to π0 (t) =
λµ1 t for both processes (note that
N(t)


−D(Tk )
E[Z(t)] = E
e
Xk
k=1

Z(t),

t > 0,

(4)

forms a surplus process, where U (0) = u ≥ 0 is
the initial surplus at time 0, and U (t) denotes the
accumulated surplus at t. Discounting these back to
time 0 gives the present value surplus process
U0 (t) = e−B(t) U (t)
 t
=u+
e−B(s) π(s) ds − Z(t),

(5)

0

with U0 (0) = u.
When premiums inflate at the same rate as claims,
that is, π(s) = eA(s) π(0) and net interest rates are
negligible (i.e. δs = 0, for all s ∈ [0, t]), then the
present value surplus process in (5) reduces to a
classical risk model
U0 (t) = u + π(0)t −

N(t)


Xk ,

(6)

k=1

T = inf{t > 0; U (t) < 0}

Xk = λµ1 t,

(8)

when D(s) = 0 for all s ∈ [0, t]). Furthermore, knowledge of the d.f. of the classical U0 (t) in (6), that
is,
FU0 (x; t) = P {U0 (t) ≤ x}
= P {U (t) ≤ eB(t) x} = FU {eB(t) x; t}

(9)

is sufficient to derive the d.f. of U (t) = eB(t) U0 (t).
But the models differ substantially in other respects.
For example, they do not always produce equivalent
stop-loss premiums. In the classical model, the (single net) stop-loss premium for a contract duration of
t > 0 years is defined by
N(t)


Xk − dt
(10)
πd (t) = E
+

(d > 0 being a given annual retention limit and (x)+
denoting x if x ≥ 0 and 0 otherwise). By contrast,
in the deflated model, the corresponding stop-loss
premium would be given by

N(t)

eB(t)−B(Tk ) Yk − d(t)
E e−B(t)
k=1

(7)

Both times have the same distribution and lead to
the same ruin probabilities. This equivalence highly



k=1

k=1

where the sum is considered null if N (t) = 0.
In solving ruin problems, classical and the above
discounted risk model are equivalent under the above
conditions. For instance, if T (resp. T0 ) is the time to
ruin for U (resp. U0 in (6)), then

= inf{t > 0; U0 (t) < 0} = T0 .

=E

N(t)


=E

N(t)

k=1

e−D(Tk ) Xk − e−B(t) d(t)

+

.
+

(11)

Inflation Impact on Aggregate Claims
When D(t) = 0 for all t > 0, the above expression
(11) reduces to πd (t) if and only if d(t) = eA(t) dt.
This is a significant limitation to the use of the
classical risk model. A constant retention limit of d
applies in (10) for each year of the stop-loss contract.
Since inflation is not accounted for in the classical
risk model, the accumulated retention limit is simply
dt which is compared, at the end of the t years, to
the accumulated claims N(t)
k=1 Xk .
When inflation is a model parameter, this accumulated retention limit, d(t), is a nontrivial function
of the contract duration t. If d also denotes the
annual retention limit applicable to a one-year stoploss contract starting at time 0 (i.e. d(1) = d) and if
it inflates at the same rates, αt , as claims, then a twoyear contract should bear a retention limit of d(2) =
d + eA(1) d = ds2 α less any scale savings. Retention
limits could also inflate continuously, yielding functions close to d(t) = ds t α . Neither case reduces to
d(t) = eA(t) dt and there is no equivalence between
(10) and (11). This loss of generality with a classical
risk model should not be overlooked.
The actuarial literature is rich in models with
economical variables, including the case when these
are also stochastic (see [3–6, 13–21], and references
therein). Diffusion risk models with economical
variables have also been proposed as an alternative
(see [2, 7, 8, 11, 16]).
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Integrated Tail
Distribution

and more generally,
 ∞
(y − x)k dFn (x)
x

Let X0 be a nonnegative random variable with distribution function (df) F0 (x). Also, for k = 1, 2, . . .,
denote the kth moment of X0 by p0,k = E(X0k ), if it
exists. The integrated tail distribution of X0 or F0 (x)
is a continuous distribution on [0, ∞) such that its
density is given by
f1 (x) =

F 0 (x)
,
p0,1

x > 0,

(1)

where F 0 (x) = 1 − F0 (x). For convenience, we write
F (x) = 1 − F (x) for a df F (x) throughout this article. The integrated tail distribution is often called the
(first order) equilibrium distribution. Let X1 be a nonnegative random variable with density (1). It is easy
to verify that the kth moment of X1 exists if the
(k + 1)st moment of X0 exists and
p1,k =

p0,k+1
,
(k + 1)p0,1

(2)


=

1
p0,n

(3)

We may now define higher-order equilibrium distributions in a similar manner. For n = 2, 3, . . ., the
density of the nth order equilibrium distribution of
F0 (x) is defined by
fn (x) =

F n−1 (x)
,
pn−1,1

x > 0,

(4)

where Fn−1 (x) is the df of the (n −
1)st order equi∞
librium distribution and pn−1,1 = 0 F n−1 (x)dx is
the corresponding mean assuming that it exists. In
other words, Fn (x) is the integrated tail distribution
of Fn−1 (x). We again denote by Xn a nonnegative
random variable with df Fn (x) and pn,k = E(Xnk ). It
can be shown that
 ∞
1
F n (x) =
(y − x)n dF0 (y),
(5)
p0,n x

x

∞

 

n+k
(y − x)n+k dF0 (y)
,
k
(6)

The latter leads immediately to the following moment
property:

 

p0,n+k
n+k
pn,k =
.
(7)
k
p0,n
Furthermore, the higher-order equilibrium distributions are used in a probabilistic version of the Taylor
expansion, which is referred to as the Massey–Whitt
expansion [18]. Let h(u) be a n-times differentiable
real function such that (i) the nth derivative h(n)
is Riemann integrable on [t, t + x] for all x > 0;
(ii) p0,n exists; and (iii) E{h(k) (t + Xk )} < ∞, for
k = 0, 1, . . . , n. Then, E{|h(t + X0 )|} < ∞ and
E{h(t + X0 )} =

n−1

p0,k
k=0

where p1,k = E(X1k ). Furthermore, if f˜0 (z) =
E(e−zX0 ) and f˜1 (z) = E(e−zX1 ) are the Laplace–
Stieltjes transforms of F0 (x) and F1 (x), then
1 − f˜0 (z)
f˜1 (z) =
.
p0,1 z



+

k!

h(k) (t)

p0,n
E{h(n) (t + Xn )},
n!

(8)

for n = 1, 2, . . .. In particular, if h(y) = e−zy and
t = 0, we obtain an analytical relationship between
the Laplace–Stieltjes transforms of F0 (x) and Fn (x)
f˜0 (z) =

n−1

p0,k k
p0,n n ˜
z + (−1)n
z fn (z), (9)
(−1)k
k!
n!
k=0

where f˜n (z) = E(e−zXn ) is the Laplace–Stieltjes
transform of Fn (x). The above and other related
results can be found in [13, 17, 18].
The integrated tail distribution also plays a role
in classifying probability distributions because of
its connection with the reliability properties of the
distributions and, in particular, with properties involving their failure rates and mean residual lifetimes.
For simplicity, we assume that X0 is a continuous
random variable with density f0 (x) (Xn , n ≥ 1, are
already continuous by definition). For n = 0, 1, . . .,
define
fn (x)
,
x > 0.
(10)
rn (x) =
F n (x)
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The function rn (x) is called the failure rate or hazard
rate of Xn . In the actuarial context, r0 (x) is called the
force of mortality when X0 represents the age-untildeath of a newborn. Obviously, we have
x
−
r (u) du
F n (x) = e 0 n
.
(11)
The mean residual lifetime of Xn is defined as
 ∞
1
F n (y) dy.
en (x) = E{Xn − x|Xn > x} =
F n (x) x
(12)
The mean residual lifetime e0 (x) is also called the
complete expectation of life in the survival analysis
context and the mean excess loss in the loss modeling
context. It follows from (12) that for n = 0, 1, . . .,
en (x) =

1
.
rn+1 (x)

(13)

Probability distributions can now be classified based
on these functions, but in this article, we only discuss
the classification for n = 0 and 1. The distribution
F0 (x) has increasing failure rate (IFR) if r0 (x) is nondecreasing, and likewise, it has decreasing failure rate
(DFR) if r0 (x) is nonincreasing. The definitions of
IFR and DRF can be generalized to distributions that
are not continuous [1]. The exponential distribution
is both IFR and DFR. Generally speaking, an IFR
distribution has a thinner right tail than a comparable
exponential distribution and a DFR distribution has a
thicker right tail than a comparable exponential distribution. The distribution F0 (x) has increasing mean
residual lifetime (IMRL) if e0 (x) is nondecreasing
and it has decreasing mean residual lifetime (DMRL)
if e0 (x) is nonincreasing. Identity (13) implies that a
distribution is IMRL (DMRL) if and only if its integrated tail distribution is DFR (IFR). Furthermore,
it can be shown that IFR implies DMRL and DFR
implies IMRL. Some other classes of distributions,
which are related to the integrated tail distribution are
the new worse than used in convex ordering (NWUC)
class and the new better than used in convex ordering
(NBUC) class, and the new worse than used in expectation (NWUE) class and the new better than used in
expectation (NBUE) class. The distribution F0 (x) is
NWUC (NBUC) if for all x ≥ 0 and y ≥ 0,
F 1 (x + y) ≥ (≤)F 1 (x)F 0 (y).

The implication relationships among these classes are
given in the following diagram:
DFR(IFR) ⇒ IMRL(DMRL) ⇒ NWUC (NBUC )
⇒ NWUE (NBUE )
For comprehensive discussions on these classes and
extensions, see [1, 2, 4, 6–9, 11, 19].
The integrated tail distribution and distribution
classifications have many applications in actuarial
science and insurance risk theory, in particular. In
the compound Poisson risk model, the distribution
of a drop below the initial surplus is the integrated
tail distribution of the individual claim amount as
shown in ruin theory. Furthermore, if the individual claim amount distribution is slowly varying [3],
the probability of ruin associated with the compound
Poisson risk model is asymptotically proportional
to the tail of the integrated tail distribution as follows from the Cramér–Lundberg Condition and
Estimate and the references given there. Ruin estimation can often be improved when the reliability
properties of the individual claim amount distribution
and/or the number of claims distribution are utilized.
Results on this topic can be found in [10, 13, 15, 17,
20, 23]. Distribution classifications are also powerful tools for insurance aggregate claim/compound
distribution models. Analysis of the claim number process and the claim size distribution in an
aggregate claim model, based on reliability properties, enables one to refine and improve the classical
results [12, 16, 21, 25, 26]. There are also applications
in stop-loss insurance, as Formula (6) implies that
the higher-order equilibrium distributions are useful
for evaluating this type of insurance. If X0 represents
the amount of an insurance loss, the integral in (6) is
in fact the nth moment of the stop-loss insurance on
X0 with a deductible of x (the first stop-loss moment
is called the stop-loss premium. This, thus allows for
analysis of the stop-loss moments based on reliability
properties of the loss distribution. Some recent results
in this area can be found in [5, 14, 22, 24] and the
references therein.
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Largest Claims and
ECOMOR Reinsurance

•

If we just think about excessive claims, then
largest claims reinsurance deals with the largest
claims only. It is defined by the expression
Lr =

Introduction
As mentioned by Sundt [8], there exist a few intuitive
and theoretically interesting reinsurance contracts
that are akin to excess-of-loss treaties, (see Reinsurance Forms) but refer to the larger claims in a portfolio. An unlimited excess-of-loss contract cuts off
each claim at a fixed, nonrandom retention. A variant
of this principle is ECOMOR reinsurance where the
priority is put at the (r + 1)th largest claim so that
the reinsurer pays that part of the r largest claims
that exceed the (r + 1)th largest claim. Compared to
unlimited excess-of-loss reinsurance, ECOMOR reinsurance has an advantage that gives the reinsurer
protection against unexpected claims inflation (see
Excess-of-loss Reinsurance); if the claim amounts
increase, then the priority will also increase. A related
and slightly simpler reinsurance form is largest claims
reinsurance that covers the r largest claims but without a priority.
In what follows, we will highlight some of the
theoretical results that can be obtained for the case
where the total volume in the portfolio is large. In
spite of their conceptual appeal, largest claims type
reinsurance are rarely applied in practice. In our
discussion, we hint at some of the possible reasons
for this lack of popularity.

General Concepts
Consider a claim size process where the claims Xi
are independent and come from the same underlying
claim size distribution function F . We denote the
number of claims in the entire portfolio by N , a
random variable with probabilities pn = P (N = n).
We assume that the claim amounts {X1 , X2 , . . .} and
the claim number N are independent. As almost all
research in the area of large claim reinsurance has
been concentrated on the case where the claim sizes
are mutually independent, we will only deal with this
situation.
A class of nonproportional reinsurance treaties
that can be classified as large claims reinsurance
treaties is defined in terms of the order statistics
X1,N ≤ X2,N ≤ · · · ≤ XN,N .

r


XN−i+1,N

(1)

i=1

•

(in case r ≤ N ) for some chosen value of r.
In case r = 1, L1 is the classical largest claim
reinsurance form, which has, for instance, been
studied in [1] and [3]. Exclusion of the largest
claim(s) results in a stabilization of the portfolio
involving large claims. A drawback of this form
of reinsurance is that no part of the largest claims
is carried by the first line insurance.
Thépaut [10] introduced Le traité d’excédent du
coût moyen relatif, or for short, ECOMOR reinsurance where the reinsured amount equals
Er =

r


XN−i+1,N − rXN−r,N

i=1

=

r



XN−i+1,N − XN−r,N + .

(2)

i=1

This amount covers only that part of the r largest
claims that overshoots the random retention XN−r,N .
In some sense, the ECOMOR treaty rephrases the
largest claims treaty by giving it an excess-of-loss
character. It can in fact be considered as an excess-ofloss treaty with a random retention. To motivate the
ECOMOR treaty, Thépaut mentioned the deficiency
of the excess-of-loss treaty from the reinsurers view
in case of strong increase of the claims (for instance,
due to inflation) when keeping the retention level
fixed. Lack of trust in the so-called stability clauses,
which were installed to adapt the retention level to
inflation, lead to the proposal of a form of treaty with
an automatic adjustment for inflation. Of course, from
the point of view of the cedant (see Reinsurance), the
fact that the retention level (and hence the retained
amount) is only known a posteriori makes prospects
complicated. When the cedant has a bad year with
several large claims, the retention also gets high.
ECOMOR is also unpredictable in long-tail business
as then one does not know the retention for several
years. These drawbacks are probably among the main
reasons why these two reinsurance forms are rarely
used in practice. As we will show below, the complicated mathematics that is involved in ECOMOR and
largest claims reinsurance does not help either.
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General Properties
Some general distributional results can however be
obtained concerning these reinsurance forms. We
limit our attention to approximating results and to
expressions for the first moment of the reinsurance
amounts. However, these quantities are of most use
in practice. To this end, let
r = P (N ≤ r − 1) =

r−1


pn ,

(3)

n=0

Q (z) =
(r)

∞

k=r

k!
pk zk−r .
(k − r)!

(4)

For example, with r = 0 the second quantity leads
to the probability generating function of N . Then
following Teugels [9], the Laplace transform (see
Transforms) of the largest claim reinsurance is given
for nonnegative θ by

1 1 (r+1)
Q
(1 − v)
E{exp(−θLr )} = r +
r! 0
r
 v
e−θ U (y) dy dv
(5)
×

•

Of course, also the claim counting variable needs
to be approximated and the most obvious condition is that
D
N
−−−→ 
E(N )
meaning that the ratio on the left converges in distribution to the random variable . In the most classical
case of the mixed Poisson process, the variable 
is (up to a constant) equal to the structure random
variable  in the mixed Poisson process.
With these two conditions, the approximation for
the largest claims reinsurance can now be carried out.
•

0

where U (y) = inf{x: F (x) ≥ 1 − (1/y)}, the tail
quantile function associated with the distribution
F . This formula can be fruitfully used to derive
approximations for appropriately normalized versions
of Lr when the size of the portfolio gets large. More
specifically we will require that λ := E(N ) → ∞.
Note that this kind of approximation can also be
written in terms of asymptotic limit theorems when
N is replaced by a stochastic process {N (t); t ≥ 0}
and t → ∞.
It is quite obvious that approximations will be
based on approximations for the extremes of a sample. Recall that the distribution F is in the domain of
attraction of an extreme value distribution if there
exists a positive auxiliary function a(·) such that
 v
U (tv) − U (t)
w γ −1 dw
−−−→ hγ (v) :=
a(t)
1
as t −−−→ ∞ (v > 0)

(6)

where γ ∈ (−∞, +∞) is the extreme value index.
For the case of large claims reinsurance, the relevant
values of γ are
•

either γ > 0 in which case the distribution of X
is of Pareto-type, that is, 1 − F (x) = x −1/γ (x)

with some slowly varying function  (see Subexponential Distributions).
or the Gumbel case where γ = 0 and h0 (v) =
log v.

In the Pareto-type case, the result is that for
λ = E(N ) → ∞




1 ∞
Lr
−−−→
qr+1 (w)
E exp −θ
U (λ)
r! 0
r
 w
−θz−γ
e
dy dw
(7)
×
0

•

where qr (w) = E(r e−w ).
For the Gumbel case, this result is changed into



Lr − rU (λ)
E exp −θ
a(λ)
−−−→

(r(θ + 1) + 1) E(−rθ )
. (8)
r!
(1 + θ)r

From the above results on the Laplace transform,
one can also deduce results for the first few moments.
For instance, concerning the mean one obtains
 λ r
U (λ)
w
w
Q(r+1) 1 −
E(Lr ) =
(r − 1)! 0 λr+1
λ
 1
U (λ/(wy))
dy dw.
(9)
×
U (λ)
0
Taking limits for λ → ∞, it follows that for the
Pareto-type case with 0 < γ < 1 that
1
E(Lr )
−−−→
U (λ)
(r − 1)!(1 − γ )
 ∞
×
w r−γ qr+1 (w) dw.
0

(10)
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Note that the condition γ < 1 implicitly requires
that F itself has a finite mean. Of course, similar
results can be obtained for the variance and for higher
moments.
Asymptotic results concerning Lr can be found
in [2] and [7]. Kupper [6] compared the pure
premium for the excess-loss cover with that of the
largest claims cover. Crude upper-bounds for the net
premium under a Pareto claim distribution can be
found in [4]. The asymptotic efficiency of the largest
claims reinsurance treaty is discussed in [5].
With respect to the ECOMOR reinsurance, the
following expression of the Laplace transform can
be deduced:

1 1 (r+1)
E{exp(−θEr )} = r +
Q
(1 − v)
r! 0
  r
 v
   
1
1
−U
dw dv.
×
exp −θ U
w
v
0
(11)
In general, limit distributions are very hard to recover
except in the case where F is in the domain of attraction of the Gumbel law. Then, the ECOMOR quantity
can be neatly approximated by a gamma distributed
variable (see Continuous Parametric Distributions)
since



Er
E exp −θ
−−−→ (1 + θ)−r . (12)
a(λ)
Concerning the mean, we have in general that
 1
1
Q(r+1) (1 − v)v r−1
E{Er } =
(r − 1)! 0
 
 v  
1
1
×
U
−U
dy dv. (13)
y
v
0
Taking limits for λ → ∞, and again assuming that
F is in the domain of attraction of the Gumbel
distribution, it follows that
E{Er }
−−−→ r,
(14)
a(λ)

while for Pareto-type distributions with 0 < γ < 1,
 ∞
E{Er }
1
−−−→
w r−γ qr+1 (w) dw
U (λ)
(r − 1)!(1 − γ ) 0
=

(r − γ + 1)
E(γ −1 ).
(1 − γ )(r)

(15)
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= E[exp{iλ, Xp/q }]q ,

Lévy Processes
On a probability space (, F, P), a stochastic process {Xt , t ≥ 0} in d is a Lévy process if
1. X starts in zero, X0 = 0 almost surely;
2. X has independent increments: for any t, s ≥ 0,
the random variable Xt+s − Xs is independent of
{Xr : 0 ≤ r ≤ s};
3. X has stationary increments: for any s, t ≥ 0, the
distribution of Xt+s − Xs does not depend on s;
4. for every ω ∈ , Xt (ω) is right-continuous in
t ≥ 0 and has left limits for t > 0.
One can consider a Lévy process as the analog in
continuous time of a random walk. Lévy processes
turn up in modeling in a broad range of applications.
For an account of the current research topics in
this area, we refer to the volume [4]. The books of
Bertoin [5] and Sato [17] are two standard references
on the theory of Lévy processes.
Note that for each positive integer n and t > 0,
we can write




Xt = X t + X 2t − X t + · · · + Xt − X (n−1)t .
n

n

n

n

(3)

which proves (2) for t = p/q. Now the path t  →
Xt (ω) is right-continuous and the mapping t  →
E[exp{iλ, Xt }] inherits this property by bounded
convergence. Since any real t > 0 can be approximated by a decreasing sequence of rational numbers,
we then see that (2) holds for all t ≥ 0. The function  = − log ρ1 is also called the characteristic
exponent of the Lévy process X. The characteristic
exponent  characterizes the law P of X. Indeed, two
Lévy processes with the same characteristic exponent have the same finite-dimensional distributions
and hence the same law, since finite-dimensional distributions determine the law (see e.g. [12]).
Before we proceed, let us consider some concrete
examples of Lévy processes. Two basic examples of
Lévy processes are the Poisson process with intensity
a > 0 and the Brownian motion, with (λ) = a(1 −
eiλ ) and (λ) = 12 |λ|2 respectively, where the form
of the characteristic exponents directly follows from
the corresponding form of the characteristic functions
of a Poisson and a Gaussian random variable.
The compound Poisson process, with intensity
a > 0 and jump-distribution ν on d (with ν({0}) =
0) has a representation

(1)
Since X has stationary and independent increments,
we get from (1) that the measures µ = P [Xt ∈ ·]
and µn = P [Xt/n ∈ ·] satisfy the relation µ = µn
n ,
denotes
the
k-fold
convolution
of
the
meawhere µk
n

µn (d(x −
sure µn with itself, that is, µk
n (dx) =
y))µ(k−1)
(dy)
for
k
≥
2.
We
say
that
the onen
dimensional distributions of a Lévy process X are
infinitely divisible. See below for more information

on infinite divisibility. Denote by x, y = di=1 xi yi
the standard inner product for x, y ∈ d and let
(λ) = − log ρ1 (λ),
 where ρ1 is the characteristic
function ρ1 (λ) = exp(iλ, x)ρ1 (dx) of the distribution ρ1 = P (X1 ∈ ·) of X at time 1. Using equation
(1) combined with the property of stationary independent increments, we see that for any rational t > 0
E[exp{iλ, Xt }] = exp{−t(λ)},

λ ∈ d ,

Indeed, for any positive integers p, q > 0
E[exp{iλ, Xp }] = E[exp{iλ, X1 }]p
= exp{−p(λ)}

(2)

Nt


ξi ,

t ≥ 0,

i=1

where ξi are independent random variables with law
ν and N is a Poisson process with intensity a and
independent of the ξi . We find that its characteristic
exponent is (λ) = a d (1 − eiλx )ν(dx).
Strictly stable processes form another important
group of Lévy processes, which have the following important scaling property or self-similarity: for
every k > 0 a strictly stable process X of index
α ∈ (0, 2] has the same law as the rescaled process
{k −1/α Xkt , t ≥ 0}. It is readily checked that the scaling property is equivalent to the relation (kλ) =
k α (λ) for every k > 0 and λ ∈ d where  is the
characteristic exponent of X. For brevity, one often
omits the adverb ‘strictly’ (however, in the literature ‘stable processes’ sometimes indicate the wider
class of Lévy processes X that have the same law as
{k −1/α (Xkt + c(k) × t), t ≥ 0}, where c(k) is a function depending on k, see [16]). See below for more
information on strictly stable processes.
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As a final example, we consider the Normal
Inverse Gaussian (NIG) process. This process is frequently used in the modeling of the evolution of
the log of a stock price (see [4], pp. 238–318). The
family of all NIG processes is parameterized by the
quadruple (α, β, µ, δ) where 0 ≤ β ≤ α and µ ∈ 
and δ ∈ + . An NIG process X with parameters
(α, β, µ, δ) has characteristic exponent  given for
λ ∈  by


(λ) = −iµλ − δ
α 2 − β 2 − α 2 − (β + iλ)2 .
(4)
It is possible to characterize the set of all Lévy
processes. The following result, which is called the
Lévy–Itô decomposition, tells us precisely which
functions can be the characteristic exponents of a
Lévy process and how to construct this Lévy process. Let c ∈ d , a symmetric nonnegative-definite
d × d matrix and a measure on d with ({0}) =
0 and (1 ∧ x 2 ) (dx) < ∞. Define  by
1
(λ) = −ic, λ + λ, λ
2
−

(eiλ,x − 1 − iλ, x1{|x|≤1} ) (dx) (5)

for λ ∈ d . Then, there exists a Lévy process X with
characteristic exponent  = X . The converse also
holds true: if X is a Lévy process, then  = − log ρ1
is of the form (5), where ρ1 is the characteristic function of the measure ρ1 = P (X1 ∈ ·). The quantities
(c, , ) determine  = X and are also called the
characteristics of X. More specifically, the matrix
and the measure are respectively called the Gaussian covariance matrix and the Lévy measure of X.
The characteristics (c, , ) have the following
probabilistic interpretation. The process X can be represented explicitly by X = X (1) + X (2) + X (3) where
all components are independent Lévy processes: X (1)
is a Brownian motion with drift c and covariance
matrix , X (2) is a compound Poisson process
with intensity  = ({|x| ≥ 1}) and jump-measure
1{|x|≥1} −1 (dx) and X (3) is a pure jump martingale
with Lévy measure 1{|x|<1} (dx). The process X (1)
and X (2) + X (3) are called the continuous and jump
part of X respectively. The process X (3) is the limit
of compensated sums of jumps of X. Without compensation, these sums of jumps need not converge.
More precisely, let Xs = Xs − Xs − denote the jump

of X at time s (where Xs − = limr↑s Xr denotes the
left-hand limit of X at time s) and for t ≥ 0 we write

Xt(3,) =
Xs 1{|Xs |∈(,1)}
s≤t

−t

d

x1{|x|∈(,1)} (dx)

(6)

for the compensated sum of jumps of X of size
between  and 1. Then one can prove that Xt(3) (ω) =
lim↓0 Xt(3,) (ω) for P -almost all ω ∈ , where the
convergence is uniform in t on any bounded interval.
Related to (6) is the following approximation
result: if X is a Lévy process with characteristics (0, 0, ), the compound Poisson processes X ()
( > 0) with intensity and jump-measure respectively
given by
a () =

1{|x|≥} (dx), ν () (dx) =

1{|x|≥} (dx)
,
a ()
(7)

converge weakly to X as  tends to zero (where the
convergence is in the sense of weak convergence on
the space D of right-continuous functions with left
limits (càdlàg) equipped with the Skorokhod topology). In pictorial language, we could say we approximate X by the process X () that we get by throwing
away the jumps of X of size smaller than . More
generally, in this sense, any Lévy process can be
approximated arbitrarily closely by compound Poisson processes. See, for example, Corollary VII.3.6
in [12] for the precise statement.
The class of Lévy processes forms a subset of the
Markov processes. Informally, the Markov property
of a stochastic process states that, given the current
value, the rest of the past is irrelevant for predicting
the future behavior of the process after any fixed time.
For a precise definition, we consider the filtration
{Ft , t ≥ 0}, where Ft is the sigma-algebra generated by (Xs , s ≤ t). It follows from the independent
increments property of X that for any t ≥ 0, the process X· = Xt+· − Xt is independent of Ft . Moreover,
one can check that X has the same characteristic
function as X and thus has the same law as X.
Usually, one refers to these two properties as the
simple Markov property of the Lévy process X. It
turns out that this simple Markov property can be
reinforced to the strong Markov property of X as follows: Let T be the stopping time (i.e. {T ≤ t} ∈ Ft
for every t ≥ 0) and define FT as the set of all F for

Lévy Processes
which {T ≤ t} ∩ F ∈ Ft for all t ≥ 0. Consider for
any stopping time T with P (T < ∞) > 0, the probability measure P̂ = PT /P (T < ∞) where PT is the
law of X̂ = (XT +· − XT , t ≥ 0). Then the process X̂
is independent of FT and P̂ = P , that is, conditionally on {T < ∞} the process X̂ has the same law
as X. The strong Markov property thus extends the
simple Markov property by replacing fixed times by
stopping times.

Wiener–Hopf Factorization
For a one-dimensional Lévy process X, let us denote
by St and It the running supremum St = sup0≤s≤t Xs
and running infimum It = inf0≤s≤t Xs of X up till
time t. It is possible to factorize the Laplace transform (in t) of the distribution of Xt in terms of the
Laplace transforms (in t) of St and It . These factorization identities and their probabilistic interpretations are called Wiener–Hopf factorizations of X.
For a Lévy process X with characteristic exponent ,
∞

q > 0, the supremum Sτ of X up to τ and the amount
Sτ − Xτ , that X is away of the current supremum at
time τ are independent.
From the above factorization, we also find the
Laplace transforms of Iτ and Xτ − Iτ . Indeed, by
the independence and stationarity of the increments
and right-continuity of the paths Xt (ω), one can show
that, for any fixed t > 0, the pairs (St , St − Xt ) and
(Xt − It , −It ) have the same law. Combining with
the previous factorization, we then find expressions
for the Laplace transform in time of the expectations
E[exp(λIt )] and E[exp(−λ(Xt − It ))] for λ > 0.
Now we turn our attention to a second factorization identity. Let T (x) and O(x) denote the first
passage time of X over the level x and the overshoot
of X at T (x) over x:
T (x) = inf{t > 0: X(t) > x},

O(x) = XT (x) − x.
(12)

Then, for q, µ, q > 0 the Laplace transform in x of
the pair (T (x), O(x)) is related to q+ by
∞

qe−qt E[exp(iλXt )] dt = q(q + (λ))−1 . (8)

0

3

e−qx E[exp(−qT (x) − µO(x))] dx

0

For fixed d > 0, this function can be factorized as
(q + (λ))−1 q = q+ (λ)q− (λ) λ ∈ 

(9)

where q± (λ) are analytic in the half-plane ±(λ) >
0 and continuous and nonvanishing on ±(λ) ≥ 0
and for λ with (λ) ≥ 0 explicitly given by
q+ (λ) = q

∞

e−qt E[exp(iλSt )] dt

0



∞

= exp

(eiλx − 1)

0
∞

×

t

−1 −qt

e


P (Xt ∈ dx)dt

(10)

0

q− (λ)

∞

=q

e

−qt

E[exp(−iλ(St − Xt ))] dt

0



= exp

0
−∞

∞

×

(eiλx − 1)

t −1 e−qt P (Xt ∈ dx) dt


(11)

0

Moreover, if τ = τ (q) denotes an independent exponentially distributed random variable with parameter

=

q+ (iq)
1
1− +
.
q−µ
q (iµ)

(13)

For further reading on Wiener–Hopf factorizations,
we refer to the review article [8] and [5, Chapter VI],
[17, Chapter 9].
Example Suppose X is Brownian motion. Then
(λ) = 12 λ2 and

−1  
=
2q( 2q − iλ)−1
q q + 12 λ2

 
2q( 2q + iλ)−1
(14)
×
The first and second factors are the characteristic
functions of
√ an exponential random variable with
parameter 2q and its negative, respectively. Thus,
the distribution of Sτ (q) and Sτ (q) − Xτ (q) , the supremum and the distance to the supremum of a Brownian
motion at an independent exp(q) time√τ (q), are exponentially distributed with parameter 2q.
In general, the factorization is only explicitly
known in special cases: if X has jumps in only one
direction (i.e. the Lévy measure has support in the
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positive or negative half-line) or if X belongs to a
certain class of strictly stable processes (see [11]).
Also, if X is a jump-diffusion where the jump-process
is compound Poisson with the jump-distribution
of phase type, the factorization can be computed
explicitly [1].

Subordinators
A subordinator is a real-valued Lévy process with
increasing sample paths. An important property of
subordinators occurs in connection with time change
of Markov processes: when one time-changes a
Markov process M by an independent subordinator
T , then M Ž T is again a Markov process. Similarly,
when one time-changes a Lévy process X by an
independent subordinator T , the resulting process
X Ž T is again a Lévy process. Since X is increasing,
X takes values in [0, ∞) and has bounded variation.
In particular, the
 ∞ Lévy measure of X, , satisfies
the condition 0 (1 ∧ |x|) (dx) < ∞, and we can
work with the Laplace exponent E[exp(−λXt )] =
exp(−ψ(λ)t) where
∞

ψ(λ) = (iλ) = dλ +

(1 − e

−λx

) (dx), (15)

0

where d ≥ 0 denotes the drift of X. In the text above,
we have already encountered an example of a subordinator, the compound Poisson process with intensity c and jump-measure ν with support in (0, ∞).
Another example lives in a class that we also considered before–the strictly stable subordinator with
index α ∈ (0, 1). This subordinator has Lévy measure
(dx) = x −1−α dx and Laplace exponent
∞

α
(1 − α)

Using the earlier mentioned property that the class
Lévy process is closed under time changing by an
independent subordinator, one can use subordinators
to build Lévy processes X with new interesting laws
P (X1 ∈ ·). For example, a Brownian motion time
changed by an independent stable subordinator of
index 1/2 has the law of a Cauchy process. More
generally, the Normal Inverse Gaussian laws can be
obtained as the distribution at time 1 of a Brownian motion with certain drift time changed by an
independent Inverse Gaussian subordinator (see [4],
pp. 283–318, for the use of this class in financial
econometrics modeling). We refer the reader interested in the density transformation and subordination
to [17, Chapter 6].
By the monotonicity of the paths, we can characterize the long- and short-term behavior of the paths
X· (ω) of a subordinator. By looking at the short-term
behavior of a path, we can find the value of the drift
term d:
lim
t↓0

Xt
=d
t

P -almost surely.

(18)

Also, since X has increasing paths, almost surely
Xt → ∞. More precisely, a strong law of large
numbers holds
lim

t→∞

Xt
= E[X1 ]
t

P -almost surely,

(19)

which tells us that for almost all paths of X the longtime average of the value converges to the expectation
of X1 . The lecture notes [7] provide a treatment of
more probabilistic results for subordinators (such as
level passage probabilities and growth rates of the
paths Xt (ω) as t tends to infinity or to zero).

(1 − e−λx )x −1−α dx = λα ,

0

α ∈ (0, 1).

(16)

The third example we give is the Gamma process,
which has the Laplace exponent


λ
ψ(λ) = a log 1 +
b
∞

=

(1 − e−λx )ax −1 e−bx dx

(17)

0

where the second equality is known as the Frullani
integral. Its Lévy measure is (dx) = ax −1 e−bx dx
and the drift d is zero.

Lévy Processes without Positive Jumps
Let X = {Xt , t ≥ 0} now be a real-valued Lévy process without positive jumps (i.e. the support of is
contained in (−∞, 0)) where X has nonmonotone
paths. As models for queueing, dams and insurance risk, this class of Lévy processes has received
a lot of attention in applied probability. See, for
instance [10, 15].
If X has no positive jumps, one can show that,
although Xt may take values of both signs with positive probability, Xt has finite exponential moments
E[eλXt ] for λ ≥ 0 and t ≥ 0. Then the characteristic
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function can be analytically extended to the negative half-plane (λ) < 0. Setting ψ(λ) = −(−iλ)
for λ with (λ) > 0, the moment-generating function
is given by exp(t ψ(λ)). Hölder’s inequality implies
that
E[exp((λ + (1 − )λ)Xt )] < E[exp(λXt )]
× E[exp(λXt )]1− ,

 ∈ (0, 1),

(20)

thus ψ(λ) is strictly convex for λ ≥ 0. Moreover,
since X has nonmonotone paths P (X1 > 0) > 0 and
E[exp(λXt )] (and thus ψ(λ)) becomes infinite as λ
tends to infinity. Let (0) denote the largest root of
ψ(λ) = 0. By strict convexity, 0 and (0) (which
may be zero as well) are the only nonnegative solutions of ψ(λ) = 0. Note that on [(0), ∞) the function ψ is strictly increasing; we denote its right
inverse function by : [0, ∞) → [(0), ∞), that is,
ψ((λ)) = λ for all λ ≥ 0. Let (as before) τ = τ (q)
be an exponential random variable with parameter
q > 0, which is independent of X. The Wiener–Hopf
factorization of X implies then that Sτ (and then also
Xτ − Iτ ) has an exponential distribution with parameter (q). Moreover,
E[exp(−λ(S − X)τ (q) )] = E[exp(λIτ (q) )]
=

q
(q) − λ
.
q − ψ(λ) (q)

(21)

Since {Sτ (q) > x} = {T (x) < τ (q)}, we then see that
for q > 0 the Laplace transform E[e−qT (x) ] of T (x) is
given by P [T (x) < τ (q)] = exp(−(q)x). Letting
q go to zero, we can characterize the long-term
behavior of X. If (0) > 0 (or equivalently the
right-derivative ψ+ (0) of ψ in zero is negative),
S∞ is exponentially distributed with parameter (0)
and I∞ = −∞ P -almost surely. If (0) = 0 and
+ (0) = ∞ (or equivalently ψ+ (0) = 0), S∞ and
−I∞ are infinite almost surely. Finally, if (0) =
0 and + (0) > 0 (or equivalently ψ+ (0) > 0), S∞
is infinite P -almost surely and −I∞ is distributed
according to the measure W (dx)/W (∞) where
W (dx) has Laplace–Stieltjes transform λ/ψ(λ).
The absence of positive jumps not only gives
rise to an explicit Wiener–Hopf factorization, it also
allows one to give a solution to the two-sided exit
problem which, as in the Wiener–Hopf factorization,
has no known solution for general Lévy processes.
Let τ−a,b be the first time that X exits the interval
[−a, b] for a, b > 0. The two-sided exit problem
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consists in finding the joint law of (τ−a,b , Xτ−a,b ) the
first exit time and the position of X at the time of exit.
Here, we restrict ourselves to finding the probability
that X exits [−a, b] at the upper boundary point.
For the full solution to the two-sided exit problem,
we refer to [6] and references therein. The partial
solution we give here goes back as far as Takács [18]
and reads as follows:
P (Xτ−a,b > −a) =

W (a)
W (a + b)

(22)

where the function W :  → [0, ∞) is zero on
(−∞, 0) and the restriction W |[0,∞) is continuous and
increasing with Laplace transform
∞
0

e−λx W (x) dx =

1
ψ(λ)

(λ > (0)).

(23)

The function W is called the scale function of
X, since in analogy with Feller’s diffusion theory
 
{W (Xt∧
T ), t ≥ 0} is a martingale where T = T (0) is
the first time X enters the negative half-line (−∞, 0).
As explicit examples, we mention that a strictly stable Lévy process with no positive jumps and index
α ∈ (1, 2] has as a characteristic exponent ψ(λ) =
λα and W (x) = x α−1 / (α) is its scale function. In
particular, a Brownian motion (with drift µ) has
1
(1 − e−2µx )) as scale function
W (x) = x(W (x) = 2µ
respectively.
For the study of a number of different but related
exit problems in this context (involving the reflected
process X − I and S − X), we refer to [2, 14].

Strictly Stable Processes
Many phenomena in nature exhibit a feature of selfsimilarity or some kind of scaling property: any
change in time scale corresponds to a certain change
of scale in space. In a lot of areas (e.g. economics,
physics), strictly stable processes play a key role in
modeling. Moreover, stable laws turn up in a number
of limit theorems concerning series of independent
(or weakly dependent) random variables. Here is a
classical example. Let ξ1 , ξ2 , . . . be a sequence of
independent random variables taking values in d .
Suppose that for some sequence of positive numbers
a1 , a2 , . . ., the normalized sums an−1 (ξ1 + ξ2 + · · · +
ξn ) converge in distribution to a nondegenerate law
µ (i.e. µ is not the delta) as n tends to infinity. Then
µ is a strictly stable law of some index α ∈ (0, 2].
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From now on, we assume that X is a real-valued
and strictly stable process for which |X| is not a
subordinator. Then, for α ∈ (0, 1) ∪ (1, 2], the characteristic exponent looks as

 πα
λ ∈ ,
(λ) = c|λ|α 1 − iβ sgn(λ) tan
2
(24)
where c > 0 and β ∈ [−1, 1]. The Lévy measure
is absolutely continuous with respect to the Lebesgue
measure with density

c+ x −α−1 dx, x > 0
,
(25)
(dx) =
c− |x|−α−1 dx x < 0
where c± > 0 are such that β = (c+ − c− /c+ − c− ).
If c+ = 0[c− = 0] (or equivalently β = −1[β = +1])
the process has no positive (negative) jumps, while
for c+ = c− or β = 0 it is symmetric. For α = 2 X
is a constant multiple of a Wiener process. If α =
1, we have (λ) = c|λ| + diλ with Lévy measure
(dx) = cx −2 dx. Then X is a symmetric Cauchy
process with drift d. For α  = 2, we can express the
Lévy measure of a strictly stable process of index
α in terms of polar coordinates (r, θ) ∈ (0, ∞) × S 1
(where S 1 = {−1, +1}) as
(dr, dθ) = r

−α−1

drσ (dθ)

(26)

where σ is some finite measure on S 1 . The
requirement that a Lévy measure integrates 1 ∧ |x|2
explains now the restriction on α. Considering the
radial part r −α−1 of the Lévy measure, note that as α
increases, r −α−1 gets smaller for r > 1 and bigger for
r < 1. Roughly speaking, an α-strictly stable process
mainly moves by big jumps if α is close to zero
and by small jumps if α is close to 2. See [13] for
computer simulation of paths, where this effect is
clearly visible.
For every t > 0, the Fourier-inversion of
exp(t(λ)) implies that the stable law P (Xt ∈ ·) =
P (t 1/α X1 ∈ ·) is absolutely continuous with respect
to the Lebesgue measure with a continuous density
pt (·). If |X| is not a subordinator, pt (x) > 0 for all
x. The only cases for which an expression of the
density p1 in terms of elementary functions is known,
are the standard Wiener process, Cauchy process, and
the strictly stable- 12 process.
By the scaling property of a stable process, the
positivity parameter ρ, with ρ = P (Xt ≥ 0), does

not depend on t. For α  = 1, 2, it has the following expression in terms of the index α and the
parameter β

 πα
ρ = 2−1 + (πα)−1 arctan β tan
.
(27)
2
The parameter ranges over [0, 1] for 0 < α < 1
(where the boundary points ρ = 0, 1 correspond to
the cases that −X or X is a subordinator, respectively). If α = 2, ρ = 2−1 , since then X is proportional to a Wiener process. For α = 1, the parameter
ρ ranges over (0, 1). See [19] for a detailed treatment
of one-dimensional stable distributions.
Using the scaling property of X, many asymptotic
results for this class of Lévy processes have been
proved, which are not available in the general case.
For a stable process with index α and positivity
parameter ρ, there are estimates for the distribution
of the supremum St and of the bilateral supremum
|Xt∗ | = sup{|Xs | : 0 ≤ s ≤ t}. If X is a subordinator,
X = S = X ∗ and a Tauberian theorem of de Bruijn
(e.g. Theorem 5.12.9 in [9]) implies that log P (X1∗ <
x) ∼ −kx α/(1−α) as x ↓ 0. If X has nonmonotone
paths, then there exist constants k1 , k2 depending on
α and ρ such that
P (S1 < x) ∼ k1 x αρ and
log P (X1∗ < x) ∼ −k2 x −α

as x ↓ 0. (28)

For the large-time behavior of X, we have the following result. Supposing now that , the Lévy measure
of X does not vanish on (0, ∞), there exists a constant k3 such that
P (X1 > x) ∼ P (S1 > x) ∼ k3 x −α

(x → ∞).
(29)

Infinite Divisibility
Now we turn to the notion of infinite divisibility,
which is closely related to Lévy processes. Indeed,
there is a one-to-one correspondence between the
set of infinitely divisible distributions and the set
of Lévy processes. On the one hand, as we have
seen, the distribution at time one P (X1 ∈ ·) of any
Lévy process X is infinitely divisible. Conversely, as
will follow from the next paragraph combined with
the Lévy–Itô decomposition, any infinitely divisible
distribution gives rise to a unique Lévy process.

Lévy Processes
Recall that we call a probability measure ρ infinitely divisible if, for each positive integer n, there
exists a probability measure ρn on d such that
 the characteristic function
ρ = ρnn. Denote by ρ
ρ
(λ) = exp(iλ, x)ρ(dx) of ρ. Recall that a measure uniquely determines and is determined by its
characteristic function and µ
ν =
µ ·
ν for probability measures µ, ν. Then, we see that ρ is infinitely
divisible if and only if, for each positive integer
n, ρ
 = (
ρn )n . Note that the convolution ρ1  ρ2 of
two infinitely divisible distributions ρ1 , ρ2 is again
infinitely divisible. Moreover, if ρ is an infinitely
divisible distribution, its characteristic function has
no zeros and ρ (if ρ is not a point mass) has
unbounded support (where the support of a measure is the closure of the set of all points where the
measure is nonzero). For example, the uniform distribution is not infinitely divisible. Basic examples of
infinitely divisible distributions on d are the Gaussian, Cauchy and δ-distributions and strictly stable
laws with index α ∈ (0, 2] (which are laws µ that
α
µ(cz)). On , for
for any c > 0 satisfy 
µ(z)c = 
example, the Poisson, geometric, negative binomial,
exponential, and gamma-distributions are infinitely
divisible. For these distributions, one can directly verify the infinite divisibility by considering the explicit
forms of their characteristic functions. In general, the
characteristic functions of an infinitely divisible distribution are of a specific form. Indeed, let ρ be a
probability measure on d . Then ρ is infinitely divisible if and only if there are c ∈ d , a symmetric
nonnegative-definite d × d-matrix
and a measure

on d with ({0}) = 0 and (1 ∧ x 2 ) (dx) < ∞
such that ρ
(λ) = exp(−(λ)) where  is given by
1
(λ) = −ic, λ + λ, λ
2
−

(eiλ,x − 1 − iλ, x1{|x|≤1} ) (dx) (30)

for every λ ∈ d . This expression is called the
Lévy–Khintchine formula.
The parameters c, , and
appearing in (5)
are sometimes called the characteristics of ρ and
determine the characteristic function ρ
. The function
(λ) is called
: d →  defined by exp{−(λ)} = ρ
the characteristic exponent of ρ. In the literature,
one sometimes finds a different representation of
the Lévy–Khintchine formula where the centering
function 1{|x|≤1} is replaced by (|x|2 + 1)−1 . This

7

change of centering function does not change the
Lévy measure and the Gaussian covariance matrix
, but the parameter c has to be replaced by


1
c =c+
− 1{|x|≤1}
x
(dx). (31)
|x|2 + 1
d
If the Lévy measure
satisfies the condi∞
(1
∧
|x|)
(dx)
<
∞,
the mapping λ →
tion
0

λ, x1{|x|<1} (dx) is a well-defined function and
the Lévy–Khintchine formula (30) simplifies to
1
(λ) = −id, λ + λ, λ −
2

(eiλ,x − 1) (dx).
(32)

where d is called the drift.
Infinitely divisible distributions on  for which
their infinite divisibility is harder to prove include
the Student’s t, Pareto, F -distributions, Gumbel,
Weibull, log-normal, logistic and half-Cauchy-distribution (see [17 p. 46] for references). More generally, the following connection with exponential
families comes up: it turns out that either all or
no members of an exponential family are infinitely
divisible. Suppose ρ is a nondegenerate probability
measure on  (i.e. not a point
 mass) and define D(ρ)
as the set of all θ for which  exp(θx)ρ(dx) is finite
and let (ρ) be the interior of D(ρ). Given that
(ρ) is nonempty, the full natural exponential family of ρ, F(ρ), is the class of probability measures
{Pθ , θ ∈ D(ρ)} such that Pθ is absolutely continuous with respect to ρ with density p(x; θ) = dPθ /dρ
given by
(33)
p(x; θ) = exp(θx − kρ (θ)),

where kρ (θ) = log  exp(θx)ρ(dx). The subfamily
F(ρ) ⊂ F(ρ) consisting of those Pθ for which θ ∈
(ρ) is called the natural exponential family generated by ρ. Supposing (ρ) to be nonempty, there
exists an element P of F(ρ) that is infinitely divisible
if and only if all elements of F(ρ) are infinitely divisible. Equivalently, there exists
 a measure R such that
(R) = (ρ) and kρ (θ) =  exp(θx)R(dx). Moreover, for θ ∈ D(ρ) the Lévy measure θ corresponding to p(x; θ) is given by
θ (dx)

= x −2 exp(θx)R(dx)

for x  = 0. See [3] for a proof.

(34)
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[18] Takács, L. (1966). Combinatorial Methods in the Theory
of Stochastic Processes, Wiley, New York.
[19] Zolotarev, V.M. (1986). One-dimensional Stable Distributions, Translations of Mathematical Monographs, 65,
American Mathematical Society, Providence, RI.

(See also Convolutions of Distributions; Cramér–Lundberg Condition and Estimate; Esscher
Transform; Risk Aversion; Stochastic Simulation;
Value-at-risk)
MARTIJN R. PISTORIUS

Lundberg
Approximations,
Generalized

An exponential upper bound for FS (x) can also be
derived. It can be shown (e.g. [13]) that
FS (x) ≤ e−κx ,

Consider the random sum
S = X1 + X2 + · · · + XN ,

(1)

where N is a counting random variable with probability function
qn = Pr{N = n} and survival func
tion an = ∞
j =n+1 qj , n = 0, 1, 2, . . ., and {Xn , n =
1, 2, . . .} a sequence of independent and identically
distributed positive random variables (also independent of N ) with common distribution function P (x)
(for notational simplicity, we use X to represent any
Xn hereafter, that is, X has the distribution function
P (x)). The distribution of S is referred to as a compound distribution.
Let FS (x) be the distribution function of S and
FS (x) = 1 − FS (x) the survival function. If the random variable N has a geometric distribution with
parameter 0 < φ < 1, that is, qn = (1 − φ)φ n , n =
0, 1, . . ., then FS (x) satisfies the following defective
renewal equation:
 x
FS (x) = φ
FS (x − y) dP (y) + φP (x). (2)
0

Assume that P (x) is light-tailed, that is, there is
κ > 0 such that
 ∞
1
eκy dP (y) = .
(3)
φ
0
It follows from the Key Renewal Theorem (e.g.
see [7]) that if X is nonarithmetic or nonlattice, we
have
FS (x) ∼ Ce−κx ,
with
C=

x → ∞,

assuming that E{XeκX } exists. The notation a(x) ∼
b(x) means that a(x)/b(x) → 1 as x → ∞. In
the ruin context, the equation (3) is referred to
as the Lundberg fundamental equation, κ the
adjustment coefficient, and the asymptotic result (4)
the Cramér–Lundberg estimate or approximation.

(5)

The inequality (5) is referred to as the Lundberg
inequality or bound in ruin theory.
The Cramér–Lundberg approximation can be
extended to more general compound distributions.
Suppose that the probability function of N satisfies
qn ∼ C(n)nγ φ n ,

n → ∞,

(6)

where C(n) is a slowly varying function. The condition (6) holds for the negative binomial distribution and many mixed Poisson distributions (e.g. [4]).
If (6) is satisfied and X is nonarithmetic, then
FS (x) ∼

C(x)
x γ e−κx ,
κ[φE{XeκX }]γ +1

x → ∞.
(7)

See [2] for the derivation of (7). The right-hand side
of the expression in (7) may be used as an approximation for the compound distribution, especially
for large values of x. Similar asymptotic results for
medium and heavy-tailed distributions (i.e. the condition (3) is violated) are available.
Asymptotic-based approximations such as (4)
often yield less satisfactory results for small values of
x. In this situation, we may consider a combination of
two exponential tails known as Tijm’s approximation.
Suppose that the distribution of N is asymptotically
geometric, that is,
qn ∼ Lφ n ,

n → ∞.

(8)

for some positive constant L, and an ≤ a0 φ n for
n ≥ 0. It follows from (7) that
FS (x) ∼

(4)

1−φ
,
κφE{XeκX }

x ≥ 0.

L
e−κx =: CL e−κx ,
κφE{XeκX }

x → ∞.
(9)

When FS (x) is not an exponential tail (otherwise, it
reduces to a trivial case), define Tijm’s approximation
([9], Chapter 4) to FS (x) as
T (x) = (a0 − CL ) e−µx + CL e−κx ,

x ≥ 0.
(10)

where
µ=

(a0 − CL )κ
κE(S) − CL
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Thus, T (0) = FS (0) = a0 and the distribution with
the survival function T (x) has the same mean as
that of S, provided µ > 0. Furthermore, [11] shows
that if X is nonarithmetic and is new worse than
used in convex ordering (NWUC) or new better
than used in convex ordering (NBUC) (see reliability
classifications), we have µ > κ. Also see [15], Chapter 8. Therefore, Tijm’s approximation (10) exhibits
the same asymptotic behavior as FS (x). Matching the
three quantities, the mass at zero, the mean, and the
asymptotics will result in a better approximation in
general.
We now turn to generalizations of the Lundberg
bound. Assume that the distribution of N satisfies
an+1 ≤ φan ,

n = 0, 1, 2, . . . .

(11)

Many commonly used counting distributions for N
in actuarial science satisfy the condition (11). For
instance, the distributions in the (a, b, 1) class, which
include the Poisson distribution, the binomial distribution, the negative binomial distribution, and their
zero-modified versions, satisfy this condition (see
Sundt and Jewell Class of Distributions). Further
assume that
 ∞

−1
1
B(y)
dP (y) = ,
(12)
φ
0
where B(y), B(0) = 1 is the survival function of
a new worse than used (NWU) distribution (see
again reliability classifications). Condition (12) is a
generalization of (3) as the exponential distribution
is NWU. Another important NWU distribution is the
Pareto distribution with B(y) = 1/(1 + κy)α , where
κ is chosen to satisfy (12). Given the conditions (11)
and (12), we have the following upper bound:
FS (x) ≤

a0
B(x − z)P (z)
.
sup  ∞
φ 0≤z≤x z {B(y)}−1 dP (y)

(13)

The above result is due to Cai and Garrido (see [1]).
Slightly weaker bounds are given in [6, 10], and a
more general bound is given in [15], Chapter 4.
If B(y) = e−κy is chosen, an exponential bound is
obtained:
FS (x) ≤

a0
eκz P (z)
e−κx .
sup  ∞ κy
φ 0≤z≤x z e dP (y)

one. A similar exponential bound is obtained in [8]
in terms of ruin probabilities. In that context, P (x)
in (13) is the integrated tail distribution of the
claim size distribution of the compound Poisson risk
process. Other exponential bounds for ruin probabilities can be found in [3, 5]. The result (13) is
of practical importance, as not only can it apply
to light-tailed distributions but also to heavy- and
medium-tailed distributions. If P (x) is heavy tailed,
we may use a Pareto tail given earlier for B(x). For
a medium-tailed distribution, the product of an exponential tail and a Pareto tail will be a proper choice
since the NWU property is preserved under tail multiplication (see [14]).
Several simplified forms of (13) are useful as they
provide simple bounds for compound distributions. It
is easy to see that (13) implies
(15)

FS (x) ≤ a0 B(x).

(16)

If P (x) is NWUC,

an improvement of (15). Note that an equality is
achieved at zero. If P (x) is NWU,
FS (x) ≤ a0 {P (x)}1−φ .

(17)

For the derivation of these bounds and their generalizations and refinements, see [6, 10, 13–15].
Finally, NWU tail-based bounds can also be used
for the solution of more general defective renewal
equations, when the last term in (2) is replaced by
an arbitrary function, see [12]. Since many functions
of interest in risk theory can be expressed as the
solution of defective renewal equations, these bounds
provide useful information about the behavior of the
functions.
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Lundberg Inequality for
Ruin Probability
Harald Cramér [9] stated that Filip Lundberg’s
works on risk theory were all written at a time when
no general theory of stochastic processes existed, and
when collective reinsurance methods, in the present
day sense of the word, were entirely unknown to
insurance companies. In both respects, his ideas were
far ahead of his time, and his works deserve to be generally recognized as pioneering works of fundamental
importance.
The Lundberg inequality is one of the most important results in risk theory. Lundberg’s work (see [26])
was not mathematically rigorous. Cramér [7, 8] provided a rigorous mathematical proof of the Lundberg inequality. Nowadays, preferred methods in
ruin theory are renewal theory and the martingale
method. The former emerged from the work of Feller
(see [15, 16]) and the latter came from that of Gerber
(see [18, 19]).
In the following text we briefly summarize some
important results and developments in the Lundberg
inequality.

Continuous-time Models
The most commonly used model in risk theory is the
compound Poisson model: Let {U (t); t ≥ 0} denote
the surplus process that measures the surplus of the
portfolio at time t, and let U (0) = u be the initial
surplus. The surplus at time t can be written as
U (t) = u + ct − S(t)

(1)

where c > 0 
is a constant that represents the premium
rate, S(t) = N(t)
i=1 Xi is the claim process, {N (t); t ≥
0} is the number of claims up to time t. We assume
that {X1 , X2 , . . .} are independent and identically
distributed (i.i.d.) random variables with the same
distribution F (x) and are independent of {N (t); t ≥
0}. We further assume that N (t) is a homogeneous
Poisson process with intensity λ. Let µ = E[X1 ] and
c = λµ(1 + θ). We usually assume θ > 0 and θ is
called the safety loading (or relative security loading).
Define
ψ(u) = P {T < ∞|U (0) = u}

(2)

as the probability of ruin with initial surplus u, where
T = inf{t ≥ 0: U (t) < 0} is called the time of ruin.
The main results of ruin probability for the classical risk model came from the work of Lundberg [27]
and Cramér [7], and the general ideas that underlie
the collective risk theory go back as far as Lundberg [26]. Write X as the generic random variable of
{Xi , i ≥ 1}. If we assume that the moment generating
function of the claim random variable X exists, then
the following equation in r
1 + (1 + θ)µr = E[erX ]

(3)

has a positive solution. Let R denote this positive
solution. R is called the adjustment coefficient (or
the Lundberg exponent), and we have the following
well-known Lundberg inequality
ψ(u) ≤ e−Ru .

(4)

As in many fundamental results, there are versions
of varying complexity for this inequality. In general, it is difficult or even impossible to obtain a
closed-form expression for the ruin probability. This
renders inequality (4) important. When F (x) is an
exponential distribution function, ψ(u) has a closedform expression


1
θu
ψ(u) =
exp −
.
(5)
1+θ
µ(1 + θ)
Some other cases in which the ruin probability can
have a closed-form expression are mixtures of exponential and phase-type distribution. For details, see
Rolski et al. [32]. If the initial surplus is zero, then
we also have a closed form expression for the ruin
probability that is independent of the claim size
distribution:
1
λµ
=
.
(6)
ψ(0) =
c
1+θ
Many people have tried to tighten inequality (4)
and generalize the model. Willmot and Lin [36]
obtained Lundberg-type bounds on the tail probability of random sum. Extensions of this paper,
yielding nonexponential as well as lower bounds,
and many other related results are found in [37].
Recently, many different models have been proposed
in ruin theory: for example, the compound binomial
model (see [33]). Sparre Andersen [2] proposed a
renewal insurance risk model. Lundberg-type bounds
for the renewal model are similar to the classical case
(see [4, 32] for details).
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Discrete Time Models

probability. In this case, two types of ruin can be
considered.

Let the surplus of an insurance company at the end
of the nth time period be denoted by Un . Let Xn be
the premium that is received at the beginning of the
nth time period, and Yn be the claim that is paid at
the end of the nth time period. The insurance risk
model can then be written as
Un = u +

n

(Xk − Yk )

(7)

k=1

where u is the initial surplus. Let T = min{n; Un <
0} be the time of ruin, and we denote
ψ(u) = P {T < ∞}

(8)

as the ruin probability. Assume that Xn = c, µ =
E[Y1 ] < c and that the moment generating function
of Y exists, and equation
 
(9)
e−cr E erY = 1
has a positive solution. Let R denote this positive
solution. Similar to the compound Poisson model, we
have the following Lundberg-type inequality:
ψ(u) ≤ e−Ru .

(10)

For a detailed discussion of the basic ruin theory
problems of this model, see Bowers et al. [6].
Willmot [35] considered model (7) and obtained
Lundberg-type upper bounds and nonexponential
upper bounds. Yang [38] extended Willmot’s results
to a model with a constant interest rate.

ψ(u) = ψd (u) + ψs (u).

(12)

Here ψd (u) is the probability of ruin that is caused
by oscillation and the surplus at the time of ruin is
0, and ψs (u) is the probability that ruin is caused by
a claim and the surplus at the time of ruin is negative. Dufresne and Gerber [13] obtained a Lundbergtype inequality for the ruin probability. Furrer and
Schmidli [17] obtained Lundberg-type inequalities
for a diffusion perturbed renewal model and a diffusion perturbed Cox model.
Asmussen [3] used a Markov-modulated random process to model the surplus of an insurance
company. Under this model, the systems are subject to jumps or switches in regime episodes, across
which the behavior of the corresponding dynamic
systems are markedly different. To model such a
regime change, Asmussen used a continuous-time
Markov chain and obtained the Lundberg type upper
bound for ruin probability (see [3, 4]).
Recently, point processes and piecewise-deterministic Markov processes have been used as insurance risk models. A special point process model is
the Cox process. For detailed treatment of ruin probability under the Cox model, see [23]. For related
work, see, for example [10, 28]. Various dependent
risk models have also become very popular recently,
but we will not discuss them here.

Finite Time Horizon Ruin Probability
Diffusion Perturbed Models, Markovian
Environment Models, and Point Process
Models
Dufresne and Gerber [13] considered an insurance
risk model in which a diffusion process is added
to the compound Poisson process.
U (t) = u + ct − S(t) + Bt

(11)

where u isthe initial surplus, c is the premium
rate, St = N(t)
i=1 Xi , Xi denotes the i th claim size,
N (t) is the Poisson process and Bt is a Brownian motion. Let T = inf{t: U (t) ≤ 0} be the time of
t≥0

ruin (T = ∞ if U (t) > 0 for all t ≥ 0). Let φ(u) =
P {T = ∞|U (0) = u} be the ultimate survival probability, and ψ(u) = 1 − φ(u) be the ultimate ruin

It is well known that ruin probability for a finite time
horizon is much more difficult to deal with than ruin
probability for an infinite time horizon. For a given
insurance risk model, we can consider the following
finite time horizon ruin probability:
ψ(u; t0 ) = P {T ≤ t0 |U (0) = u}

(13)

where u is the initial surplus, T is the time of ruin,
as before, and t0 > 0 is a constant. It is obvious
that any upper bound for ψ(u) will be an upper
bound for ψ(u, t0 ) for any t0 > 0. The problem is
to find a better upper bound. Amsler [1] obtained
the Lundberg inequality for finite time horizon ruin
probability in some cases. Picard and Lefèvre [31]
obtained expressions for the finite time horizon ruin
probability. Ignatov and Kaishev [24] studied the
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Picard and Lefèvre [31] model and derived twosided bounds for finite time horizon ruin probability.
Grandell [23] derived Lundberg inequalities for finite
time horizon ruin probability in a Cox model with
Markovian intensities. Embrechts et al. [14] extended
the results of [23] by using a martingale approach,
and obtained Lundberg inequalities for finite time
horizon ruin probability in the Cox process case.

In the classical risk theory, it is often assumed that
there is no investment income. However, as we
know, a large portion of the surplus of insurance
companies comes from investment income. In recent
years, some papers have incorporated deterministic
interest rate models in the risk theory. Sundt and
Teugels [34] considered a compound Poisson model
with a constant force of interest. Let Uδ (t) denote the
value of the surplus at time t. Uδ (t) is given by
(14)

where c is a constant denoting the premium rate and
δ is the force of interest,
S(t) =

N(t)


Xj .

(15)

j =1

As before, N (t) denotes the number of claims that
occur in an insurance portfolio in the time interval
(0, t] and is a homogeneous Poisson process with
intensity λ, and Xi denotes the amount of the i th
claim.
Let ψδ (u) denote the ultimate ruin probability with
initial surplus u. That is
ψδ (u) = P {T < ∞|Uδ (0) = u}

investment income, they obtained a Lundberg-type
inequality. Paulsen [29] provided a very good survey
of this area. Kalashnikov and Norberg [25] assumed
that the surplus of an insurance business is invested
in a risky asset, and obtained upper and lower bounds
for the ruin probability.

Related Problems (Surplus Distribution
before and after Ruin, and Time of Ruin
Distribution, etc.)

Insurance Risk Model with Investment
Income

dUδ (t) = c dt + Uδ (t) δ dt − dS(t),

3

(16)

where T = inf{t; Uδ (t) < 0} is the time of ruin. By
using techniques that are similar to those used in dealing with the classical model, Sundt and Teugels [34]
obtained Lundberg-type bounds for the ruin probability. Boogaert and Crijns [5] discussed related problems. Delbaen and Haezendonck [11] considered the
risk theory problems in an economic environment by
discounting the value of the surplus from the current (or future) time to the initial time. Paulsen and
Gjessing [30] considered a diffusion perturbed classical risk model. Under the assumption of stochastic

Recently, people in actuarial science have started paying attention to the severity of ruin. The Lundberg
inequality has also played an important role. Gerber
et al. [20] considered the probability that ruin occurs
with initial surplus u and that the deficit at the time
of ruin is less than y:
G(u, y) = P {T < ∞, −y ≤ U (T ) < 0|U (0) = u}
(17)
which is a function of the variables u ≥ 0 and y ≥
0. An integral equation satisfied by G(u, y) was
obtained. In the cases of Yi following a mixture exponential distribution or a mixture Gamma distribution,
Gerber et al. [20] obtained closed-form solutions for
G(u, y).
Later, Dufresne and Gerber [12] introduced the
distribution of the surplus immediately prior to ruin
in the classical compound Poisson risk model. Denote
this distribution function by F (u, y), then
F (u, x) = P {T < ∞, 0 < U (T −) ≤ x|U (0) = u}
(18)
which is a function of the variables u ≥ 0 and x ≥
0. Similar results for G(u, y) were obtained. Gerber and Shiu [21, 22] examined the joint distribution of the time of ruin, the surplus immediately
before ruin, and the deficit at ruin. They showed
that as a function of the initial surplus, the joint
density of the surplus immediately before ruin and
the deficit at ruin satisfies a renewal equation. Yang
and Zhang [39] investigated the joint distribution of
surplus immediately before and after ruin in a compound Poisson model with a constant force of interest.
They obtained integral equations that are satisfied by
the joint distribution function, and a Lundberg-type
inequality.
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Markov Chain Monte
Carlo Methods
Introduction
One of the simplest and most powerful practical uses
of the ergodic theory of Markov chains is in Markov
chain Monte Carlo (MCMC). Suppose we wish to
simulate from a probability density π (which will be
called the target density) but that direct simulation is
either impossible or practically infeasible (possibly
due to the high dimensionality of π). This generic
problem occurs in diverse scientific applications, for
instance, Statistics, Computer Science, and Statistical
Physics.
Markov chain Monte Carlo offers an indirect solution based on the observation that it is much easier
to construct an ergodic Markov chain with π as
a stationary probability measure, than to simulate
directly from π. This is because of the ingenious
Metropolis–Hastings algorithm, which takes an arbitrary Markov chain and adjusts it using a simple
accept–reject mechanism to ensure the stationarity
of π for the resulting process.
The algorithm was introduced by Metropolis
et al. [22] in a statistical physics context, and was
generalized by Hastings [16]. It was considered in
the context of image analysis [13] data augmentation [46]. However, its routine use in statistics (especially for Bayesian inference) did not take place until
its popularization by Gelfand and Smith [11]. For
modern discussions of MCMC, see for example, [15,
34, 45, 47].
The number of financial applications of MCMC
is rapidly growing (see e.g. the reviews of Kim
et al. [20] and Johannes and Polson [19]. In this
area, important problems revolve around the need to
impute latent (or imperfectly observed) time series
such as stochastic volatility processes. Modern developments have often combined the use of MCMC
methods with filtering or particle filtering methodology. In Actuarial Sciences, there is an increase
in the need for rigorous statistical methodology,
particularly within the Bayesian paradigm, where
proper account can naturally be taken of sources
of uncertainty for more reliable risk assessment;
see for instance [21]. MCMC therefore appears to
have huge potential in hitherto intractable inference
problems.

Scollnik [44] provides a nice review of the use of
MCMC using the excellent computer package BUGS
with a view towards actuarial modeling. He applies
this to a hierarchical model for claim frequency
data. Let Xij denote the number of claims from
employees in a group indexed by i in the j th year of
a scheme. Available covariates are the payroll load
for each group in a particular year {Pij }, say, which
act as proxies for exposure. The model fitted is
Xij ∼ Poisson(Pij θi ),
where θi ∼ Gamma(α, β) and α and β are assigned
appropriate prior distributions. Although this is a
fairly basic Bayesian model, it is difficult to fit without MCMC. Within MCMC, it is extremely simple
to fit (e.g. it can be carried out using the package
BUGS).
In a more extensive and ambitious Bayesian analysis, Ntzoufras and Dellaportas [26] analyze outstanding automobile insurance claims. See also [2] for
further applications. However, much of the potential
of MCMC is untapped as yet in Actuarial Science.
This paper will not provide a hands-on introduction
to the methodology; this would not be possible in
such a short article, but hopefully, it will provide a
clear introduction with some pointers for interested
researchers to follow up.

The Basic Algorithms
Suppose that π is a (possibly unnormalized) density
function, with respect to some reference measure (e.g.
Lebesgue measure, or counting measure) on some
state space X. Assume that π is so complicated, and X
is so large, that direct numerical integration is infeasible. We now describe several MCMC algorithms,
which allow us to approximately sample from π. In
each case, the idea is to construct a Markov chain
update to generate Xt+1 given Xt , such that π is a
stationary distribution for the chain, that is, if Xt has
density π, then so will Xt+1 .

The Metropolis–Hastings Algorithm
The Metropolis–Hastings algorithm proceeds in the
following way. An initial value X0 is chosen for the
algorithm. Given Xt , a candidate transition Yt+1 is
generated according to some fixed density q(Xt , ·),
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and is then accepted with probability α(Xt , Yt+1 ),
given by
α(x, y)



π(y) q(y, x)

,
1
π(x)q(x, y) > 0
min
=
π(x) q(x, y)

1
π(x)q(x, y) = 0,

(1)

otherwise it is rejected. If Yt+1 is accepted, then we
set Xt+1 = Yt+1 . If Yt+1 is rejected, we set Xt+1 =
Xt . By iterating this procedure, we obtain a Markov
chain realization X = {X0 , X1 , X2 , . . .}.
The formula (1) was chosen precisely to ensure
that, if Xt has density π, then so does Xt+1 . Thus,
π is stationary for this Markov chain. It then follows
from the ergodic theory of Markov chains (see the
section ‘Convergence’) that, under mild conditions,
for large t, the distribution of Xt will be approximately that having density π. Thus, for large t, we
may regard Xt as a sample observation from π.
Note that this algorithm requires only that we
can simulate from the density q(x, ·) (which can
be chosen essentially arbitrarily), and that we can
compute the probabilities α(x, y). Further, note that
this algorithm only ever requires the use of ratios
of π values, which is convenient for application
areas where densities are usually known only up to a
normalization constant, including Bayesian statistics
and statistical physics.

Specific Versions of the Metropolis–Hastings
Algorithm
The simplest and most widely applied version of the
Metropolis–Hastings algorithm is the so-called symmetric random walk Metropolis algorithm (RWM).
To describe this method, assume that X = Rd , and let
q denote the transition density of a random walk with
spherically symmetric transition density: q(x, y) =
g(y − x) for some g. In this case, q(x, y) =
q(y, x), so (1) reduces to



π(y)

π(x)q(x, y) > 0 (2)
α(x, y) = min π(x) , 1

1
π(x)q(x, y) = 0.
Thus, all moves to regions of larger π values are
accepted, whereas all moves to lower values of π are
potentially rejected. Thus, the accept–reject mechanism ‘biases’ the random walk in favor of areas of
larger π values.

Even for RWM, it is difficult to know how to
choose the spherically symmetric function g. However, it is proved by Roberts et al. [29] that, if the
dimension d is large, then under appropriate conditions, g should be scaled so that the asymptotic
acceptance rate of the algorithm is about 0.234, and
the required running time is O(d); see also [36].
Another simplification of the general Metropolis–Hastings algorithm is the independence sampler,
which sets the proposal density q(x, y) = q(y) to be
independent of the current state. Thus, the proposal
choices just form an i.i.d. sequence from the density
q, though the derived Markov chain gives a dependent
sequence as the accept/reject probability still depends
on the current state.
Both the Metropolis and independence samplers
are generic in the sense that the proposed moves are
chosen with no apparent reference to the target density π. One Metropolis algorithm that does depend
on the target density is the Langevin algorithm, based
on discrete approximations to diffusions, first developed in the physics literature [42]. Here q(x, ·) is
the density of a normal distribution with variance δ
and mean x + (δ/2)∇π(x) (for small fixed δ > 0),
thus pushing the proposal in the direction of increasing values of π, hopefully speeding up convergence.
Indeed, it is proved by [33] that, in large dimensions,
under appropriate conditions, δ should be chosen so
that the asymptotic acceptance rate of the algorithm
is about 0.574, and the required running time is only
O(d 1/3 ); see also [36].

Combining Different Algorithms: Hybrid Chains
Suppose P1 , . . . , Pk are k different Markov chain
updating schemes, each of which leaves π stationary.
Then we may combine the chains in various ways, to
produce a new chain, which still leaves π stationary.
For example, we can run them in sequence to produce
the systematic-scan Markov chain given by P =
P1 P2 . . . Pk . Or, we can select one of them uniformly
at random at each iteration, to produce the randomscan Markov chain given by P = (P1 + P2 + · · · +
Pk )/k.
Such combining strategies can be used to build
more complicated Markov chains (sometimes called
hybrid chains), out of simpler ones. Under some
circumstances, the hybrid chain may have good convergence properties (see e.g. [32, 35]). In addition,
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such combining is the essential idea behind the Gibbs
sampler, discussed next.

•
•

3

for each 1 ≤ i ≤ n, we replace λi,t by λi,t+1 ∼
Gamma(Yi + 1, θt + 1);

then we replace θt by θt+1 ∼ Gamma(n, ni=1
λi,t+1 );

The Gibbs Sampler
thus generating the vector (λt+1 , θt+1 ).
Assume that X = R , and that π is a density
function with respect to d-dimensional Lebesgue
measure. We shall write x = (x (1) , x (2) , . . . , x (d) )
for an element of Rd where x (i) ∈ R, for 1 ≤
i ≤ d. We shall also write x(−i) for any vector
produced by omitting the i th component, x (−i) =
(x (1) , . . . , x (i−1) , x (i+1) , . . . , x (d) ), from the vector x.
The idea behind the Gibbs sampler is that even
though direct simulation from π may not be possible,
the one-dimensional conditional densities πi (·|x (−i) ),
for 1 ≤ i ≤ d, may be much more amenable to simulation. This is a very common situation in many
simulation examples, such as those arising from
the Bayesian analysis of hierarchical models (see
e.g. [11]).
The Gibbs sampler proceeds as follows. Let Pi be
the Markov chain update that, given Xt = x , samples
Xt+1 ∼ πi (·|x (−i) ), as above. Then the systematicscan Gibbs sampler is given by P = P1 P2 . . . Pd ,
while the random-scan Gibbs sampler is given by
P = (P1 + P2 + · · · + Pd )/d.
The following example from Bayesian Statistics
illustrates the ease with which a fairly complex model
can be fitted using the Gibbs sampler. It is a simple
example of a hierarchical model.
d

Example Suppose that for 1 ≤ i ≤ n. We observe
data Y, which we assume is independent from the
model Yi ∼ Poisson(λi ). The λi s are termed individual level random effects. As a hierarchical prior
structure, we assume that, conditional on a parameter θ, the λi is independent with distribution λi |θ ∼
Exponential(θ), and impose an exponential prior on
θ, say θ ∼ Exponential(1).
The multivariate distribution of (θ, λ|Y) is complex, possibly high-dimensional, and lacking in any
useful symmetry to help simulation or calculation
(essentially because data will almost certainly vary).
However, the Gibbs sampler for this problem is easily
constructed by noticing that (θ|λ, Y) ∼ Gamma(n,

n
i=1 λi ) and that (λi |θ, other λj s, Y) ∼ Gamma(Yi +
1, θ + 1).
Thus, the algorithm iterates the following procedure. Given (λt , θt ),

The Gibbs sampler construction is highly dependent on the choice of coordinate system, and indeed
its efficiency as a simulation method can vary wildly
for different parameterizations; this is explored in, for
example, [37].
While many more complex algorithms have been
proposed and have uses in hard simulation problems,
it is remarkable how much flexibility and power
is provided by just the Gibbs sampler, RWM, and
various combinations of these algorithms.

Convergence
Ergodicity
MCMC algorithms are all constructed to have π as
a stationary distribution. However, we require extra
conditions to ensure that they converge in distribution
to π. Consider for instance, the following examples.
1. Consider the Gibbs sampler for the density π on
R2 corresponding to the uniform density on the
subset
S = ([−1, 0] × [−1, 0]) ∪ ([0, 1] × [0, 1]). (3)
For positive X values, the conditional distribution of Y |X is supported on [0, 1]. Similarly,
for positive Y values, the conditional distribution of X|Y is supported on [0, 1]. Therefore,
started in the positive quadrant, the algorithm
will never reach [−1, 0] × [−1, 0] and therefore must be reducible. In fact, for this problem,
although π is a stationary distribution, there are
infinitely many different stationary distributions
corresponding to arbitrary convex mixtures of the
uniform distributions on [−1, 0] × [−1, 0] and
on [0, 1] × [0, 1].
2. Let X = {0, 1}d and suppose that π is the uniform distribution on X. Consider the Metropolis
algorithm, which takes at random one of the
d dimensions and proposes to switch its value,
that is,
P (x1 , . . . , xd ; x1 , . . . , xi−1 , 1 − xi , xi+1 , . . . , xd )
=

1
d

(4)
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for each 1 ≤ i ≤ d. Now it is easy to check that
in this example, all proposed moves are accepted,
and the algorithm is certainly irreducible on X.
However,
 d

Xi,t is even | X0 = (0, . . . , 0)
P
i=1


=

1, d even
0, d odd.

(5)

Therefore, the Metropolis algorithm is periodic
in this case.
On the other hand, call a Markov chain aperiodic if disjoint nonempty subsets do not exist
X1 , . . . , Xr ⊆ X for some r ≥ 2, with P (Xt+1 ∈
Xi+1 |Xt ) = 1 whenever Xt ∈ Xi for 1 ≤ i ≤ r − 1,
and P (Xt+1 ∈ X1 |Xt ) = 1 whenever Xt ∈ Xr . Furthermore, call a Markov chain φ-irreducible if there
exists a nonzero measure φ on X, such that for all
x ∈ X and all A ⊆ X with φ(A) > 0, there is positive probability that the chain will eventually hit
A if started at x. Call a chain ergodic if it is both
φ-irreducible and aperiodic, with stationary density
function π. Then it is well known (see e.g. [23, 27,
41, 45, 47]) that, for an ergodic Markov chain on
the state space X having stationary density function
π, the following convergence theorem holds. For any
B ⊆ X and π-a.e. x ∈ X,

means we start with X0 having density π (see e.g. [5,
14, 47]):
T
1 
f (Xt )
√
T t=1

⇒ N (mf , σf2 ).

(8)

In the i.i.d. case, of course σf2 = Varπ (f (X0 )). For
general Markov chains, σf2 usually cannot be computed directly, however, its estimation can lead to
useful error bounds on the MCMC simulation results
(see e.g. [30]). Furthermore, it is known (see e.g. [14,
17, 23, 32]) that under suitable regularity conditions
T
1 
lim Var √
f (Xi ) = σf2
T →∞
T i=1

(9)

In particular, π is the unique stationary probability
density function for the chain.

regardless of the distribution of X0 .
The quantity τf ≡ σf2 /Varπ (f (X0 )) is known as
the integrated autocorrelation time for estimating
Eπ (f (X)) using this particular Markov chain. It has
the interpretation that a Markov chain sample of
length T τf gives asymptotically the same Monte
Carlo variance as an i.i.d. sample of size T ; that
is, we require τf dependent samples for every one
independent sample. Here τf = 1 in the i.i.d. case,
while for slowly mixing Markov chains, τf may be
quite large.
There are numerous general results, giving conditions for a Markov chain to be ergodic or geometrically ergodic; see for example, [1, 43, 45, 47]. For
example, it is proved by [38] that if π is a continuous, bounded, and positive probability density with
respect to Lebesgue measure on Rd , then the Gibbs
sampler on π using the standard coordinate directions
is ergodic. Furthermore, RWM with continuous and
bounded proposal density q is also ergodic provided
that q satisfies the property q(x) > 0 for |x| ≤ , for
some  > 0.

Geometric Ergodicity and CLTs

Burn-in Issues

Under slightly stronger conditions (e.g. geometric ergodicity, meaning the convergence in (6) is
exponentially fast, together with |g|2+ π < ∞),
a central
√ limit theorem (CLT) will hold, wherein
(1/ T ) Tt=1 (f (Xt ) − X f (x)π(x) dx) will converge in distribution to a normal distribution
with mean 0, and variance σf2 ≡ Varπ (f (X0 )) +

2 ∞
i=1 Covπ (f (X0 ), f (Xi )), where the subscript π

Classical Monte Carlo simulation produces i.i.d. simulations from the target distribution π, X1 , . . . , XT ,
(X)), using the
and attempts to estimate, say Eπ (f 
Monte Carlo estimator e(f, T ) = Tt=1 f (Xt )/T .
The elementary variance result, Var(e(f, T )) =
Varπ (f (X))/T , allows the Monte Carlo experiment
to be constructed (i.e. T chosen) in order to satisfy
any prescribed accuracy requirements.

lim P (Xt ∈ B|X0 = x) =

t→∞

and for any function f with
T
1 
f (Xt ) =
T →∞ T
t=1

π(y) dy;

(6)

B
X

lim

|f (x)|π(x) dx < ∞,

f (x)π(x) dx, a.s. (7)
X

Markov Chain Monte Carlo Methods
Despite the convergence results of the section
‘Convergence’, the situation is rather more complicated for dependent data. For instance, for small
values of t, Xt is unlikely to be distributed as
(or even similar to) π, so that it makes practical
sense to omit the first few iterations of the algorithm when computing appropriate estimates. Therefore,
we often use the estimator eB (f, T ) = (1/(T −
B)) Tt=B+1 f (Xt ), where B ≥ 0 is called the burn-in
period. If B is too small, then the resulting estimator
will be overly influenced by the starting value X0 .
On the other hand, if B is too large, eB will average
over too few iterations leading to lost accuracy.
The choice of B is a complex problem. Often,
B is estimated using convergence diagnostics, where
the Markov chain output (perhaps starting from multiple initial values X0 ) is analyzed to determine
approximately at what point the resulting distributions become ‘stable’; see for example, [4, 6, 12].
Another approach is to attempt to prove analytically that for appropriate choice of B, the distribution
of XB will be within  of π; see for example, [7,
24, 39, 40]. This approach has had success in various specific examples, but it remains too difficult for
widespread routine use.
In practice, the burn-in B is often selected in an
adhoc manner. However, as long as B is large enough
for the application of interest, this is usually not a
problem.

Perfect Simulation
Recently, algorithms have been developed, which use
Markov chains to produce an exact sample from π,
thus avoiding the burn-in issue entirely. The two
main such algorithms are the Coupling from the
Past (CFTP) algorithm of Propp and Wilson [28],
and Fill’s Markov chain rejection algorithm ([9]; see
also [10]).
To define CFTP, let us assume that we have
an ergodic Markov chain {Xn }n∈Z with transition
kernel P (x, ·) on a state space X, and a probability
measure π on X, such that π is stationary for P
(i.e. (πP )( dy) ≡ X π( dx)P (x, dy) = π( dy)). Let
us further assume that we have defined the Markov
chain as a stochastic recursive sequence, so there is
a function φ : X × R → X and an i.i.d. sequence of
random variables {Un }n∈Z , such that we always have
Xn+1 = φ(Xn , Un ).

5

CFTP involves considering negative times n, rather than positive times. Specifically, let
φ (n) (x; u−n , . . . , u−1 ) = φ(φ(φ(. . . φ(x, u−n ),
u−n+1 ), u−n+2 ), . . . , u−1 ).
(10)
Then, CFTP proceeds by considering various increasing choices of T > 0, in the search for a value T > 0
such that
φ (T ) (x; U−T , . . . , U−1 ) does not depend on x ∈ X,
that is, such that the chain has coalesced in the time
interval from time −T to time 0. (Note that the values
{Un } should be thought of as being fixed in advance,
even though, of course, they are only computed as
needed. In particular, crucially, all previously used
values of {Un } must be used again, unchanged, as T
is increased.)
Once such a T has been found, the resulting value
W ≡ φ (T ) (x; U−T , . . . , U−1 )

(11)

(which does not depend on x ) is the output of
the algorithm. Note in particular that, because of
the backward composition implicit in (11), W =
φ (n) (y; U−n , . . . , U−1 ) for any n ≥ T and any y ∈ X.
In particular, letting n → ∞, it follows by ergodicity that W ∼ π(·). That is, this remarkable algorithm
uses the Markov chain to produce a sample W , which
has density function exactly equal to π.
Despite the elegance of perfect simulation methods, and despite their success in certain problems in
spatial statistics (see e.g. [25]), it remains difficult to
implement perfect simulation in practice. Thus, most
applications of MCMC continue to use conventional
Markov chain simulation, together with appropriate
burn-in periods.

Other Recent Developments
MCMC continues to be an active research area in
terms of applications methodology and theory. It is
impossible to even attempt to describe the diversity of current applications of the technique which
extend throughout natural life, social, and mathematical sciences. In some areas, problem-specific MCMC
methodology needs to be developed, though (as stated
earlier) in many applications, it is remarkable how
effective generic techniques such as RWM or the
Gibbs sampler can be.
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More generally, in statistical model choice problems, it is often necessary to try and construct samplers that can effectively jump between spaces of
different dimensionalities (model spaces), and for
this purpose, Green [8] devised trans-dimensional
algorithms (also called reversible jump algorithms).
Though such algorithms can be thought of as specific examples of the general Metropolis–Hastings
procedure described in the subsection ‘The Metropolis–Hastings Algorithm’, great care is required in
the construction of suitable ‘between-model’ jumps.
The construction of reliable methods for implementing reversible jump algorithms remains an active and
important research area (see e.g. [3]).
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Mean Residual Lifetime
Let X be a nonnegative random variable denoting
the lifetime of a device that has a distribution
F =
∞
1 − F and a finite mean µ = E(X) = 0 F (t) dt >
0. Assume that xF is the right endpoint of F, or xF =
sup{x :F (x) > 0}. Let Xt be the residual lifetime
of the device at time t, given that the device has
survived to time t, namely, Xt = X − t|X > t. Thus,
the distribution Ft of the residual lifetime Xt is
given by
Ft (x) = Pr{Xt ≤ x} = Pr{X − t ≤ x|X > t}
=1−

F (x + t)
F (t)

,

x ≥ 0.

(1)

Therefore, the mean of the residual lifetime Xt is
given by


∞

e(t) = E(Xt ) = E[X − t|X > t] =
∞
=

t

0

F (x) dx
F (t)

,

0 ≤ t < xF .

F (x + t)
F (t)

dx
(2)

In other words, e(t) is the conditional expectation of
the residual lifetime of a device at time t, given that
the device has survived to time t. This function e(t) =
E[X − t|X > t] is called the mean residual lifetime
(MRL) of X or its distribution F. Also, it is called
the mean excess loss and the complete expectation of
life in insurance. The MRL is of interest in insurance,
finance, survival analysis, reliability, and many
other fields of probability and statistics.
In an insurance policy with an ordinary deductible
of d > 0, if X is the loss incurred by an insured,
then the amount paid by the insurer to the insured
is the loss in excess of the deductible if the loss
exceeds the deductible or X − d if X > d. But no
payments will be made by the insurer if X ≤ d.
Thus, the expected loss in excess of the deductible,
conditioned on the loss exceeding the deductible,
is the MRL e(d) = E(X − d|X > d), which is also
called the mean excess loss for the deductible of d;
see, for example, [8, 11].
In insurance and finance applications, we often
assume that the distribution F of a loss satisfies
F (x) < 1 for all x ≥ 0 and thus the right endpoint xF = ∞. Hence, without loss of generality, we

assume that the right endpoint xF = ∞ when we
consider the MRL function e(t) for a distribution F.
The MRL function is determined by the distribution. However, the distribution can also be expressed
in terms of the MRL function. Indeed, if F is continuous, then (2) implies that
  x

e(0)
1
F (x) =
exp −
dy , x ≥ 0.
e(x)
0 e(y)
(3)
See, for example, (3.49) of [8].
Further, if F is absolutely continuous with a density f, then the failure rate function of F is given
by λ(x) = f (x)/F
 x (x). Thus, it follows from (2) and
F (x) = exp{− 0 λ(y) dy}, x ≥ 0 that
  y

 ∞
e(x) =
exp −
λ(u) du dy, x ≥ 0.
x

x

(4)
Moreover, (4) implies that
λ(x) =

e (x) + 1
,
e(x)

x ≥ 0.

(5)

See, for example, page 45 of [17].
However, (5) implies (e(x) + x) = λ(x)e(x) ≥ 0
for x ≥ 0. Therefore, e(x) + x = E(X|X > x) is an
increasing function in x ≥ 0. This is one of the
interesting properties of the MRL. We know that
the MRL e is not monotone in general. But, e is
decreasing when F has an increasing failure rate;
see, for example [2]. However, even in this case, the
function e(x) + x is still increasing.
An important example of the function e(x) + x
appears in finance risk management. Let X be a
nonnegative random variable with distribution F and
denote the total of losses in an investment portfolio.
For 0 < q < 1, assume that xq is the 100qth percentile of the distribution F, or xq satisfies F (xq ) =
Pr{X > xq } = 1 − q. The amount xq is called the
value-at-risk (VaR) with a degree of confidence of
1 − q and denoted by VaRX (1 − q) = xq in finance
risk management. Another amount related to the VaR
xq is the expected total losses incurred by an investor,
conditioned on the total of losses exceeding the VaR
xq , which is given by CTE X (xq ) = E(X|X > xq ).
This function CTE X (xq ) is called the conditional tail
expectation (CTE) for the VaR xq . This is one of the
important risk measures in finance risk measures;
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see, for example [1], and among others. It is obvious
that CTE X (xq ) = xq + e(xq ). Hence, many properties and expressions for the MRL apply for the CTE.
For example, it follows from the increasing property of e(x) + x that the CTE function CTE X (xq )
is increasing in xq ≥ 0, or equivalently, decreasing
in q ∈ (0, 1).
In fact, the increasing property of the function
e(x) + x is one of the necessary and sufficient conditions for a function to be a mean residual lifetime.
Indeed, a function e(t) is the MRL of a nonnegative
random variable with an absolutely continuous distribution if and only if e satisfies the following properties: (i) 0 ≤ e(t) < ∞, t ≥ 0; (ii) e(0) > 0; (iii) e
is continuous; (iv) e(t) + t is increasing on [0, ∞);
and (iv) when there exists a t0 so that e(t0 ) = 0, then
e(t) = 0 for all t ≥ t0 ; otherwise,
 ∞ when there does not
exist such a t0 with e(t0 ) = 0, 0 1/e(t) dt = ∞; see,
for example, page 43 of [17].
Moreover, it is obvious that the MRL e of a
distribution F is just the reciprocal of the failure rate
function
of the equilibrium distribution Fe (x) =
x
F
(y)
dy/µ.
In fact, the failure rate λe of the
0
equilibrium distribution Fe is given by
λe (x) =  ∞
x

F (x)

=

F (y) dy

1
,
e(x)

x ≥ 0.

(6)

µ = E(X ∧ x) + E(X − x)+
= E(X; x) + E(X − x|X > x)Pr{X > x},


E(X; u) = E(X ∧ u) =

u

y dF (y) + uF (u),

0

(7)

The function E(X; u) is called the limited expected
value (LEV) function (e.g. [10, 11]) for the limit of
u and is connected with the MRL. To see that, we

(8)

where (a)+ = max{0, a}. Thus,
e(x) =

µ − E(X; x)
F (x)

.

(9)

Therefore, expressions for the MRL and LEV functions of a distribution can imply each other by relation (9). However, the MRL usually has a simpler
expression. For example, if X has an exponential
distribution with a density function f (x) = λe−λx ,
x ≥ 0, λ > 0, then e(x) = 1/λ is a constant. If X
has a Pareto distribution with a distribution function
F (x) = 1 − (λ/(λ + x))α , x ≥ 0, λ > 0, α > 1, then
e(x) = (λ + x)/(α − 1) is a linear function of x. Further, let X be a gamma distribution with a density
function
β α α−1 −βx
x e ,
(α)

f (x) =

x > 0, α > 0, β > 0.
(10)

This gamma distribution is denoted by G(α, β). We
have
e(x) =

Hence, the properties and expressions of the failure
rate of an equilibrium distribution can be obtained
from those for the MRL of the distribution. More
discussions of relations between the MRL and the
quantities related to the distribution can be found
in [9].
In insurance, if an insurance policy has a limit u
on the amount paid by an insurer and the loss of an
insured is X, then the amount paid by the insurer is
X ∧ u = min{X, u}. With such a policy, an insurer
can limit the benefit that will be paid by it, and the
expected amount paid by the insurer in this policy is
given by

u > 0.

have X = (X ∧ x) + (X − x)+ , and hence

α 1 − (α + 1; βx)
− x,
β 1 − (α; βx)

(11)

where the incomplete gamma function is given by
x
(α; x) = 0 y α−1 e−y dy/(α). Moreover, let X be
a Weibull distribution with a distribution function
F (x) = 1 − exp{−cx τ }, x ≥ 0, c > 0, τ > 0. This
Weibull distribution is denoted by W (c, τ ). We have
e(x) =

(1 + 1/τ ) 1 − (1 + 1/τ ; cx τ )
− x.
c1/τ
exp{−cx τ }
(12)

See, for example, [10, 11].
The MRL has appeared in many studies of probability and statistics. In insurance and finance, the
MRL is often used to describe the tail behavior of
a distribution. In particular, an empirical MRL is
employed to describe the tail behavior of the data.
Since e(x) = E(X|X > x) − x, the empirical MRL
function is defined by
ê(x) =

1
xi − x,
k x >x
i

x ≥ 0,

(13)
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where (x1 , . . . , xn ) are the observations of a sample
(X1 , . . . , Xn ) from a distribution F, and k is the number of observations greater than x. In model selection,
we often plot the empirical MRL based on the data,
then choose a suitable distribution for the data according to the feature of the plotted empirical MRL. For
example, if the empirical MRL seems like a linear
function with a positive slope, a Pareto distribution
is a candidate for the data; if the empirical MRL
seems like a constant, an exponential distribution is
an appropriate fit for the data. See [8, 10] for further
discussions of the empirical MRL.
In the study of extremal events for insurance and
finance, the asymptotic behavior of the MRL function
plays an important role. As pointed out in [3], the
limiting behavior of the MRL of a distribution gives
important information on the tail of the distribution.
For heavy-tailed distributions that are of interest
in the study of the extremal events, the limiting
behavior of the MRL has been studied extensively.
For example, a distribution F on [0, ∞) is said
to have a regularly varying tail with index α ≥ 0,
written F ∈ R−α , if
lim

F (xy)

x→∞

F (x)

= y −α

(14)

for some α ≥ 0 and any y > 0. Thus, if F ∈ R−α
with α > 1, it follows from the Karamata theorem that
e(x) ∼

x
,
α−1

x → ∞.

(15)

See, for example, [4] or page 162 of [8]. We note
that the above condition of α > 1 guarantees a finite
mean for the distribution F ∈ R−α .
In addition, if
lim

x→∞

F (x − y)
F (x)

= eγ y

(16)

for some γ ∈ [0, ∞] and all y ∈ (−∞, ∞), it can be
proved that
lim e(x) =

x→∞

1
.
γ

(17)

See, for example, page 295 of [8]. Hence, if F ∈ S,
the class of subexponential distributions, we have
γ = 0 in (16) and thus limx→∞ e(x) = ∞.

3

On the other hand, for a superexponential distribution F of the type of the Weibull-like distribution
with
F (x) ∼ Kx α exp{−cx τ },

x → ∞,

(18)

where K > 0, −∞ < α < ∞, c > 0, and τ > 1, we
know that its tail goes to zero faster than an exponential tail and γ = ∞ in (16) and thus limx→∞ e(x) =
0.
However, for an intermediate-tailed distribution,
the limit of e(x) will be between 0 and ∞. For
example, a distribution F on [0, ∞) is said to belong
to the class S(γ ) if
 ∞
F (2) (x)
=2
lim
eγ y dF (y) < ∞ (19)
x→∞ F (x)
0
and
lim

x→∞

F (x − y)
F (x)

= eγ y

(20)

for some γ ≥ 0 and all y ∈ (−∞, ∞). Clearly,
S(0) = S is the class of subexponential distributions.
Another interesting class of distributions in S(γ ) is
the class of generalized inverse Gaussian distributions. A distribution F on (0, ∞) is called a generalized inverse Gaussian distribution if F has the
following density function


γ x −1 + βx
(β/γ )λ/2 λ−1
exp −
x
,
f (x) =
√
2
2Kλ ( γβ)
x > 0,

(21)

where Kλ (x) is the modified Bessel function of the
third kind with index λ. The class of the generalized inverse Gaussian distributions is denoted by
N −1 (λ, γ , β). Thus, if F ∈ N −1 (λ, γ , β) with λ < 0,
γ > 0 and β > 0, then F ∈ S(β/2); see, for example, [6]. Hence, for such an intermediate-tailed distribution, we have limx→∞ e(x) = 2/β. For more discussions of the class S(γ ), see [7, 13]. In addition,
asymptotic forms of the MRL functions of the common distributions used in insurance and finance can
be found in [8].
Further, if F has a failure rate function λ(x) =
f (x)/F (x) and limx→∞ λ(x) = γ , it is obvious from
L’Hospital rule that limx→∞ e(x) = 1/γ . In particular, in this case, λ(∞) = 1/e(∞) is the abscissa of
convergence of the Laplace transform of F or the
singular point of the moment generating function of
F; see, for example, Lemma 1 in [12]. Hence, the

4

Mean Residual Lifetime

limiting behavior of the MRL can also be obtained
from that of the failure rate. Many applications of
the limit behavior of the MRL in statistics, insurance, finance, and other fields can be found in [3, 8],
and references therein.
The MRL is also used to characterize a lifetime
distribution in reliability. A distribution F on [0, ∞)
is said to have a decreasing mean residual lifetime
(DMRL), written F ∈ DMRL, if the MRL function
e(x) of F is decreasing in x ≥ 0 and F is said to
have an increasing mean residual lifetime (IMRL),
written F ∈ DMRL, if the MRL function e(x) of
F is increasing in x ≥ 0. The MRL functions of
many distributions hold the monotone properties. For
example, for a Pareto distribution, e(x) is increasing;
for a gamma distribution G(α, β), e(x) is increasing
if 0 < α < 1 and decreasing if α > 1; for a Weibull
distribution W (c, τ ), e(x) is increasing if 0 < τ < 1
and decreasing if τ > 1. In fact, more generally, any
distribution with an increasing failure rate (IFR) has
a decreasing mean failure rate while any distribution
with a decreasing failure rate (DFR) has an increasing
mean failure rate; see, for example, [2, 17].
It is well known that the class IFR is closed under
convolution but its dual class DFR is not. Further,
the classes DMRL and IMRL both are not preserved
under convolutions; see, for example, [2, 14, 17].
However, If F ∈ DMRL and G ∈ IFR, then the convolution F ∗ G ∈ DMRL; see, for example, [14] for
the proof and the characterization of a DMRL distribution. In addition, it is also known that the class
IMRL is closed under mixing but its dual class
DMRL is not; see, for example, [5].
The DMRL and IMRL classes have been
employed in many studies of applied probability;
see, for example, [17] for their studies in reliability
and [11, 18] for their applications in insurance.
Further, a summary of the properties and the multivariate version of the MRL function can be found
in [16]. A stochastic order for random variables
can be defined by comparing the MRL functions of
the random variables; see, for example, [17]. More
applications of the MRL or the mean excess loss in
insurance and finance can be found in [8, 11, 15, 18],
and references therein.
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Mixed Poisson
Distributions
One very natural way of modeling claim numbers is
as a mixture of Poissons. Suppose that we know that a
risk has a Poisson number of claims distribution when
the risk parameter λ is known. In this article, we will
treat λ as the outcome of a random variable . We
will denote the probability function of  by u(λ),
where  may be continuous or discrete, and denote
the cumulative distribution function (cdf) by U (λ).
The idea that λ is the outcome of a random variable
can be justified in several ways. First, we can think
of the population of risks as being heterogeneous
with respect to the risk parameter . In practice
this makes sense. Consider a block of insurance
policies with the same premium, such as a group of
automobile drivers in the same rating category. Such
categories are usually broad ranges such as 0–7500
miles per year, garaged in a rural area, commuting
less than 50 miles per week, and so on. We know
that not all drivers in the same rating category are
the same even though they may ‘appear’ to be the
same from the point of view of the insurer and
are charged the same premium. The parameter λ
measures the expected number of accidents. If λ
varies across the population of drivers, then we can
think of the insured individual as a sample value
drawn from the population of possible drivers. This
means implicitly that λ is unknown to the insurer
but follows some distributions, in this case, u(λ),
over the population of drivers. The true value of λ
is unobservable. All we observe are the number of
accidents coming from the driver. There is now an
additional degree of uncertainty, that is, uncertainty
about the parameter.
In some contexts, this is referred to as parameter uncertainty. In the Bayesian context, the distribution of  is called a ‘prior distribution’ and
the parameters of its distribution are sometimes
called ‘hyperparameters’. When the parameter λ is
unknown, the probability that exactly k claims will
arise can be written as the expected value of the
same probability but conditional on  = λ where
the expectation is taken with respect to the distribution of . From the law of total probability,
we can write the unconditional probability of k

claims as
pk = Pr{N = k}
= E[Pr{n = k|}]
 ∞
=
Pr{N = k| = λ}u(λ) dλ


0
∞

=
0

e−λ λk
u(λ) dλ.
k!

(1)

Now suppose  has a gamma distribution. Then
 ∞ −λ k α−1 λ
e λ λ eθ
pk =
dλ
k! θ α (α)
0
 ∞
1
1
1
e−λ(1+ θ ) λk+α−1 dλ. (2)
=
α
k! θ (α) 0
This expression can be evaluated as
(k + α)
θk
k!(α) (1 + θ)k+α


k 
α
θ
1
k+α−1
=
k
1+θ
1+θ


k+α−1
=
p k (1 − p)α .
−k

pk =

(3)

This is the pf of the negative binomial distribution, demonstrating that the mixed Poisson, with a
gamma mixing distribution, is the same as a negative
binomial distribution.
The class of mixed Poisson distributions has
played an important role in actuarial mathematics. The probability generating function (pgf) of the
mixed Poisson distribution is

P (z) = eλθ(z−1) u(θ) dθ or P (z)
=



eλθi (z−1) u(θi )

(4)

by introducing a scale parameter λ, for convenience,
depending on whether the mixing distribution is continuous or discrete.
Douglas [1] proves that for any mixed Poisson
distribution, the mixing distribution is unique. This
means that two different mixing distributions cannot lead to the same mixed Poisson distribution.
This allows us to identify the mixing distribution in
some cases.
The following result relates mixed Poisson distributions to compound Poisson distributions. Suppose P (z) is a mixed Poisson pgf with an infinitely
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divisible mixing distribution. Then P (z) is also a
compound Poisson pgf and may be expressed as
P (z) = eλ[P2 (z)−1] ,

(5)

where the ‘secondary distribution’ P2 (z) is a pgf. If
one adopts the convention that P2 (0) = 0, then P2 (z)
is unique; see [2], Ch. 12.
As a result of this theorem, if one chooses any
infinitely divisible mixing distribution, the corresponding mixed Poisson distribution can be equivalently described as a compound Poisson distribution.
For some distributions, this is a distinct advantage in
carrying out numerical work since recursive formulas
can be used in evaluating the probabilities, once the
secondary distribution is identified. For most cases,
this identification is easily carried out.
Let P (z) be the pgf of a mixed Poisson distribution with arbitrary mixing distribution U (θ). Then
(with formulas given for the continuous case)


 λ(z−1) θ
e
u(θ) dθ
P (z) = eλθ(z−1) u(θ) dθ =
=E


θ 
eλ(z−1)
= M [λ(z − 1)] ,

(6)

where M (z) is the pgf of the mixing distribution.
Example 1 A gamma mixture of Poisson variables
is negative binomial. If the mixing distribution is
gamma, it has the moment generating function
α

β
, β > 0, α > 0.
(7)
M (z) =
β −z
It is clearly infinitely divisible because [M (z)]1/n is
the pgf of a gamma distribution with parameters α/n
and β. Then the pgf of the mixed Poisson distribution
is
P (z) =
=

β
β − log[eλ(z−1) ]
β
β − λ(z − 1)

= 1−

λ
(z − 1)
β

α

α

−α

,

(8)

which is the form of the pgf of the negative binomial
distribution.
A compound Poisson distribution with a logarithmic secondary distribution is a negative binomial

distribution. Many other similar relationships can be
identified for both continuous and discrete mixing
distributions.
Further examination of (6) reveals that if u(θ) is
the pf for any discrete random variable with pgf
P (z), then the pgf of the mixed Poisson distribution is P [eλ(z−1) ], a compound distribution with a
Poisson secondary distribution.
Example 2 Neyman Type A distribution can be
obtained by mixing.
If in (6), the mixing distribution has pgf
P (z) = eµ(z−1) ,

(9)

then the mixed Poisson distribution has pgf
P (z) = exp{µ[eλ(z−1) − 1]},

(10)

the pgf of a compound Poisson with a Poisson secondary distribution, that is, the Neyman Type A
distribution.
A further interesting result obtained by Holgate [5] is that if a mixing distribution is absolutely
continuous and unimodal, then the resulting mixed
Poisson distribution is also unimodal. Multimodality
can occur when discrete mixing functions are used.
For example, the Neyman Type A distribution can
have more than one mode.
Most continuous distributions involve a scale
parameter. This means that scale changes to distributions do not cause a change in the form of the
distribution, only in the value of its scale parameter.
For the mixed Poisson distribution, with pgf (6), any
change in λ is equivalent to a change in the scale
parameter of the mixing distribution. Hence, it may
be convenient to simply set λ = 1 where a mixing
distribution with a scale parameter is used.
Example 3 A mixed Poisson with an inverse Gaussian mixing distribution is the same as a PoissonETNB distribution with r = −0.5. That is,


1/2

θ x−µ 2
θ
,x > 0
exp −
f (x) =
2πx 3
2x
µ
(11)
which is conveniently rewritten as
f (x) =

(x − µ)2
µ
exp −
,
3
1/2
(2πβx )
2βx

x>0
(12)

Mixed Poisson Distributions
where β = µ2 /θ. The pgf of this distribution is
µ
P (z) = exp − [(1 − 2β log z)1/2 − 1] .
β

and where λ1 > 0 and β1 > 0 are appropriately chosen parameters.
(13)

Hence, the inverse Gaussian distribution is infinitely
divisible ([P (z)]1/n is also inverse Gaussian, but with
µ replaced by µ/n). From (6) with λ = 1, the pgf of
the mixed distribution is
µ
P (z) = exp − {[1 + 2β(1 − z)]1/2 − 1} . (14)
β

The pgf (20) is the pgf of a compound Poisson distribution with a gamma secondary distribution. This type of distribution (compound Poisson
with continuous severity) has a mass point at zero,
and is of the continuous type over the positive real
axis.
When −1 < r < 0, (18) can be reparameterized
as
P (z) = exp {−λ{[1 − µ(z − 1)]α − 1}} ,

By setting
λ=

µ
[(1 + 2β)1/2 − 1]
β

(15)

and
[1 − 2β(z − 1)]1/2 − (1 + 2β)1/2
,
P2 (z) =
1 − (a + 2β)1/2

(21)

where λ > 0, µ > 0 and 0 < α < 1, this can be
rewritten as
(22)
P (z) = P [e(1−z) ],
where
M (z) = exp{−λ[(1 − µz)α − 1]}.

(16)

(23)

Feller [3], pp. 448, 581 shows that

we see that

Mα (z) = e−(−z)

α

P (z) = exp{λ[P2 (z) − 1]},

(17)

where P2 (z) is the pgf of the extended truncated
negative binomial distribution with r = −1/2.
Hence, the Poisson-inverse Gaussian distribution
is a compound Poisson distribution with an ETNB
(r = −1/2) secondary distribution.
Example 4 The Poisson-ETNB (also called the
generalized Poisson Pascal distribution) can be written as a mixed distribution.
The skewness of this distribution can be made
arbitrarily large by taking r close to −1. This suggests, a potentially very heavy tail for the compound
distribution for values of r that are close to −1. When
r = 0, the secondary distribution is the logarithmic
and the corresponding compound Poisson distribution is a negative binomial distribution. When r > 0,
the pgf is
P (z) = exp λ{

[1 − β(z − 1)]−r − (1 + β)−r
− 1}
1 − (1 + β)−r
(18)

which can be rewritten as

(24)

is the mgf of the stable distribution with pdf
fα (x) =

∞
1  (kα + 1)
(−1)k−1 x −(kα+1) sin(αkπ),
π k=1
k!

x > 0.

(25)

From this, it can be shown that the mixing distribution
with pgf (23) has pdf


eλ −x/µ
x
e
fα
f (x) =
, x > 0.
(26)
µλ1/α
µλ1/α
Although this is a complicated mixing distribution,
it is infinitely divisible. The corresponding secondary
distribution in the compound Poisson formulation of
this distribution is the ETNB. The stable distribution
can have arbitrarily large moments and is the very
heavy-tailed.
Exponential bounds, asymptotic behavior, and
recursive evaluation of compound mixed Poisson distributions receive extensive treatment in [4]. Numerous examples of mixtures of Poisson distributions are
found in [6], Chapter 8.
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Mixture of Distributions
In this article, we examine mixing distributions by
treating one or more parameters as being ‘random’
in some sense. This idea is discussed in connection with the mixtures of the Poisson distribution.
We assume that the parameter of a probability
distribution is itself distributed over the population
under consideration (the ‘collective’) and that the
sampling scheme that generates our data has two
stages. First, a value of the parameter is selected
from the distribution of the parameter. Then, given
the selected parameter value, an observation is generated from the population using that parameter
value.
In automobile insurance, for example, classification schemes attempt to put individuals into (relatively) homogeneous groups for the purpose of
pricing. Variables used to develop the classification scheme might include age, experience, a history
of violations, accident history, and other variables.
Since there will always be some residual variation in accident risk within each class, mixed distributions provide a framework for modeling this
heterogeneity.
For claim size distributions, there may be uncertainty associated with future claims inflation, and
scale mixtures often provide a convenient mechanism
for dealing with this uncertainty.
Furthermore, for both discrete and continuous
distributions, mixing also provides an approach for
the construction of alternative models that may well
provide an improved
 ∞ fit to a given set of data.
Let M(t|θ) = 0 etx f (x|θ) dx denote the moment generating function (mgf) of the probability
distribution, if the risk parameter is known to be θ.
The parameter, θ, might be the Poisson mean, for
example, in which case the measurement of risk is
the expected number of events in a fixed time period.
Let U (θ) = Pr( ≤ θ) be the cumulative distribution function (cdf) of , where  is the risk
parameter, which is viewed as a random variable.
Then U (θ) represents the probability that, when a
value of  is selected (e.g. a driver is included in the
automobile example), the value of the risk parameter
does not exceed θ. Then,

M(t) = M(t|θ) dU (θ)
(1)

is the unconditional mgf of the probability distribution. The corresponding unconditional probability
distribution is denoted by

f (x) = f (x|θ) dU (θ).
(2)
The mixing distribution denoted by U (θ) may be of
the discrete or continuous type or even a combination
of discrete and continuous types. Discrete mixtures
are mixtures of distributions when the mixing function is of the discrete type. Similarly for continuous
mixtures.
It should be noted that the mixing distribution is
normally unobservable in practice, since the data are
drawn only from the mixed distribution.
Example 1 The zero-modified distributions may
be created by using two-point mixtures since
M(t) = p1 + (1 − p)M(t|θ).

(3)

This is a (discrete) two-point mixture of a degenerate
distribution (i.e. all probability at zero), and the
distribution with mgf M(t|θ).
Example 2 Suppose drivers can be classified as
‘good drivers’ and ‘bad drivers’, each group with
its own Poisson distribution. This model and its
application to the data set are from Tröbliger [4].
From (2) the unconditional probabilities are
f (x) = p

e−λ2 λx2
e−λ1 λx1
+ (1 − p)
,
x!
x!
x = 0, 1, 2, . . . .

(4)

Maximum likelihood estimates of the parameters
were calculated by Tröbliger [4] to be p̂ = 0.94,
λ̂1 = 0.11, and λ̂2 = 0.70. This means that about
6% of drivers were ‘bad’ with a risk of λ1 = 0.70
expected accidents per year and 94% were ‘good’
with a risk of λ2 = 0.11 expected accidents per year.
Mixed Poisson distributions are discussed in
detail in another article of the same name in this
encyclopedia. Many of these involve continuous
mixing distributions. The most well-known mixed
Poisson distribution includes the negative binomial
(Poisson mixed with the gamma distribution) and the
Poisson-inverse Gaussian (Poisson mixed with the
inverse Gaussian distribution).
Many other mixed models can be constructed
beginning with a simple distribution.
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Example 3 Binomial mixed with a beta distribution. This distribution is called binomial-beta, negative hypergeometric, or Polya–Eggenberger.
The beta distribution has probability density
function
(a + b) a−1
u(q) =
q (1 − q)b−1 ,
(a)(b)
a > 0, b > 0, 0 < q < 1.

(5)

Then the mixed distribution has probabilities
 1 
m x
f (x) =
q (1 − q)m−x
x
0
×
=

=

x = 0, 1, 2, . . . .

∞

0

Let M (t) = 0 etθ dU (θ) be the mgf associated
with the random parameter θ, and one has f (x) =
M (−x). For example, if θ has the gamma probability density function
λ(λθ)α−1 e−λθ
,
(α)

f (x) = αλα (λ + x)−α−1 ,

(6)

m

Example 4 Negative binomial distribution mixed
on the parameter p = (1 + β)−1 with a beta distribution. The mixed distribution is called the generalized
Waring.
Arguing as in Example 3, we have
(r + x) (a + b)
f (x) =
(r)(x + 1) (a)(b)
 1
×
p a+r−1 (1 − p)b+x−1 dp

θ > 0,

(9)

(10)
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When b = 1, this distribution is called the Waring
distribution. When r = b = 1, it is termed the Yule
distribution.
Examples 3 and 4 are mixtures. However, the
mixing distributions are not infinitely divisible,
because the beta distribution has finite support.
Hence, we cannot write the distributions as compound
Poisson distributions to take advantage of the
compound Poisson structure.
The following class of mixed continuous distributions is of central importance in many areas of
actuarial science.
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Mixtures of Exponential
Distributions
An exponential distribution is one of the most important distributions in probability and statistics. In insurance and risk theory, this distribution is used to model
the claim amount, the future lifetime, the duration
of disability, and so on. Under exponential distributions, many quantities in insurance and risk theory
have explicit or closed expressions. For instance, in
the compound Poisson risk model, if claim sizes
are exponentially distributed, then the ruin probability in this risk model has a closed and explicit
form; see, for example [1]. In life insurance, when
we assume a constant force of mortality for a life,
the future lifetime of the life is an exponential random variable. Then, premiums and benefit reserves in
life insurance policies have simple formulae; see, for
example [4]. In addition, an exponential distribution
is a common example in insurance and risk theory
for one to illustrate theoretic results.
An exponential distribution has a unique property
in that it is memoryless. Let X be a positive random
variable. The distribution F of X is said to be an
exponential distribution and X is called an exponential random variable if
F (x) = Pr{X ≤ x} = 1 − e−θx ,

x ≥ 0,

θ > 0.
(1)

Thus, the survival function of the exponential distribution satisfies F (x + y) = F (x)F (x), x ≥ 0, y ≥ 0,
or equivalently,
Pr{X > x + y|X > x} = Pr{X > y},
x ≥ 0,

y ≥ 0.

(2)

The equation (2) means the memoryless property
of an exponential distribution. However, when an
exponential distribution is used to model the future
lifetime, the memoryless property implies that the
life is essentially young forever and never becomes
old. Further, the exponential tail of an exponential
distribution is not appropriate for claims with the
heavy-tailed character. Hence, generalized exponential distributions are needed in insurance and risk
theory.
One of the common methods to generalize distributions or to produce a class of distributions is

mixtures of distributions. In particular, mixtures of
exponential distributions are important models and
have many applications in insurance. Let X be a positive random variable. Assume that the distribution of
X is subject to another positive random variable 
with a distribution G. Suppose that, given  = θ >
0, the conditional distribution of X is an exponential distribution with Pr{X ≤ x| = θ} = 1 − e−θx ,
x ≥ 0. Then, the distribution of X is given by
 ∞
F (x) =
Pr{X ≤ x| = θ} dG(θ)
0


=

∞

(1 − e−θx ) dG(θ),

x ≥ 0.

(3)

0

A distribution F on (0, ∞) given by (3) is called
the mixture of exponential distributions by the mixing
distribution G. From (3), we know that the survival
function F (x) of a mixed exponential distribution F
satisfies
 ∞
F (x) =
e−θx dG(θ), x ≥ 0.
(4)
0

In other words, a mixed exponential distribution is
a distribution so that its survival function is the
Laplace transform of a distribution G on (0, ∞).
It should be pointed out that when one considers
a mixture of exponential distributions with a mixing distribution G, the mixing distribution G must be
assumed to be the distribution of a positive random
variable, or G(0) = 0. Otherwise, F is a defective
distribution since F (∞) = 1 − G(0) < 1. For example, if G is the distribution of a Poisson random
variable  with
e−λ λk
, k = 0, 1, 2, . . . ,
k!
where λ > 0. Thus, (4) yields
Pr{ = k} =

−x

F (x) = eλ(e

−1)

,

x ≥ 0.

(5)

(6)

However, F (∞) = e−λ > 0, and thus F is not a
(proper) distribution.
Exponential mixtures can produce many interesting distributions in probability and are often considered as candidates for modeling risks in insurance.
For example, if the mixing distribution G is a gamma
distribution with density function
G (x) =

β α α−1 −βx
x e ,
(α)
α > 0,

x ≥ 0,

β > 0,

(7)
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then the mixed exponential distribution F is a Pareto
distribution with
α

β
F (x) = 1 −
, x ≥ 0.
(8)
β +x
It is interesting to note that the mixed exponential
distribution is a heavy-tailed distribution although the
mixing distribution is light tailed. Further, the lighttailed gamma distribution itself is also a mixture of
exponential distribution; see, for example [6].
Moreover, if the mixing distribution G is an
inverse Gaussian distribution with density function
 √
√ 2
x b− c

c −
x
, x > 0 (9)
e
G (x) =
πx 3
then, (3) yields
F (x) = 1 − e−2

√

c

√

√ 
x+b− b

,

x≥0

(10)

The distribution (10) has thinner tails than Pareto or
log-normal distributions, but thicker tails than gamma
or inverse Gaussian distributions; see, for example [7,
16]. Hence, it may be a candidate for modeling
intermediate-tailed data. In addition, the mixed exponential distribution (10) can be used to construct
mixed Poisson distributions; see, for example [16].
It is worthwhile to point out that a log-normal
distribution is not a mixed exponential distribution.
However, a log-normal distribution can be obtained
by allowing G in (3) to be a general function. Indeed,
if G is a differentiable function with



exp{π 2 /(2σ 2 )} ∞
y2

µ−σy
exp −xe
−
G (x) =
√
2
xπ 2π
−∞
πy
dy, x > 0,
(11)
× sin
β
where −∞ < µ < ∞ and σ > 0, then G(x) is a
continuous function with G(0) = 0 and G(∞) = 1.
But G(x) is not monotone, and thus is not a distribution function; see, for example [14]. However,
the resulting function F by (2) is a log-normal distribution function ((log y − µ)/σ ), y > 0, where
(x) is the standard normal distribution; see, for
example [14]. Using such an exponential mixture for
a log-normal distribution, Thorin and Wikstad [14]
derived an expression for the finite time ruin probability in the Sparre Andersen risk model when claim
sizes have log-normal distributions. In addition, when

claim sizes and interclaim times are both mixed
exponential distributions, the expression for the ruin
probability in this special Sparre Andersen risk model
was derived in [13]. A survey of the mixed exponential distributions yielded by (3) where G is not
necessarily monotone but G(0) = 0 and G(∞) = 1
can be found in [3].
A discrete mixture of exponential distributions is
a mixed exponential distribution when the mixing
distribution G in (3) is the distribution of a positive
discrete random variable. Let G be the distribution
of a positive discrete random variable  with
Pr{ = θi } = pi ,

i = 1, 2, . . . ,

(12)

where 0 < θ1 < θ2 < · · · , pi ≥ 0 for i = 1, 2 . . ., and
∞
i=1 pi = 1. Thus, the resulting mixed exponential
distribution by (3) is
∞

F (x) = 1 −

pi e−θi x ,

x ≥ 0.

(13)

i=1

In particular, if a discrete mixture of exponential
distributions is a finite mixture, that is
n

pi e−θi x ,

F (x) = 1 −

x ≥ 0,

(14)

i=1

where 0 < θ1 < θ2 < · · · < θn and pi ≥ 0 for i =
1, . . . , n, and ni=1 pi = 1, then the finite mixture of
exponential distributions is called the hyperexponential distribution. The hyperexponential distribution is
often used as an example beyond an exponential distribution in insurance and risk theory to illustrate
theoretic results; see, for example [1, 10, 17]. In particular, the ruin probability in the compound Poisson
risk model has an explicit expression when claim
sizes have hyperexponential distributions; see, for
example [1]. In addition, as pointed out in [1], an
important property of the hyperexponential distribution is that its squared coefficient of variation is larger
than one for all parameters in the distributions.
The hyperexponential distribution can be characterized by the Laplace transform. It is obvious that
the Laplace transform φ(λ) of the hyperexponential
distribution (16) is given by
n

φ(λ) =

pk
k=1

Q(λ)
θk
=
,
λ + θk
P (λ)

(15)
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where P is a polynomial of degree n with roots {−θk ,
k = 1, . . . , n}, and Q is a polynomial of degree n − 1
with Q(0)/P (0) = 1. Conversely, let P and Q be any
polynomials of degree n and n − 1, respectively, with
Q(0)/P (0) = 1. Then, Q(λ)/P (λ) is the Laplace
transform of the hyperexponential distribution (16) if
and only if the roots {−θk , k = 1, . . . , n} of P , and
{−bk , k = 1, . . . , n − 1} of Q are distinct and satisfy
0 < θ1 < b1 < θ2 < b2 < · · · < bn−1 < θn .
See, for example [5] for details.
We note that a distribution closely related to the
hyperexponential distribution is the convolution of
distinct exponential distributions. Let Fi (x) = 1 −
e−θi x , x ≥ 0, θi > 0, i = 1, 2 . . . , n and θi  = θj for
i  = j , be n distinct exponential distributions. Then
the survival function of the convolution F1 ∗ · · · ∗ Fn
is a combination of the exponential survival functions
Fi (x) = e−θi x , x ≥ 0, i = 1, . . . , n and is given by
n

Ci,n e−θi x ,

1 − F1 ∗ · · · ∗ Fn (x) =

x ≥ 0, (16)

i=1

where
Ci,n =

θj
.
θ
− θi
j
1≤j =i≤n

See, for example [11]. It should be pointed out that
n
i=1 Ci,n = 1 but {Ci,n , i = 1, . . . , n} are not probabilities since some of them are negative. Thus,
although the survival function (16) of the convolution of distinct exponential distributions is similar
to the survival function of a hyperexponential distribution, these two distributions are very different.
For example, a hyperexponential distribution has a
decreasing failure rate but the convolution of exponential distribution has an increasing failure rate; see,
for example [2].
A mixture of exponential distributions has many
important properties. Since the survival function of
a mixture exponential distribution is the Laplace
transform of the mixing distribution, many properties
of mixtures of exponential distributions can be
obtained from those of the Laplace transform. Some
of these important properties are as follows.
A function h defined on [0, ∞) is said to be
completely monotone if it possesses derivatives of all
orders h(n) (x) and (−1)h(n) (x) ≥ 0 for all x ∈ (0, ∞)
and n = 0, 1, . . .. It is well known that a function
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h defined on [0, ∞) is the Laplace transform of a
distribution on [0, ∞) if and only if h is completely
monotone and h(0) = 1; see, for example [5]. Thus,
a distribution on (0, ∞) is a mixture of exponential
distributions if and only if its survival function is
completely monotone.
A mixed exponential distribution is absolutely
continuous. The density function of a mixed exponen∞
tial distribution f (x) = F  (x) = 0 θe−θx dG(θ),
x > 0 and thus is also completely monotone; see,
for example, Lemma 1.6.10 in [15]. The failure
rate function of a mixed exponential distribution is
given by
λ(x) =

f (x)
F (x)

=

∞
−θx
dG(θ)
0 θe
,
∞ −θx
dG(θ)
0 e

x > 0.

(17)

This failure rate function λ(x) is decreasing since
an exponential distribution has a decreasing failure
rate, indeed a constant failure rate, and the decreasing
failure rate (DFR) property is closed under mixtures
of distributions; see, for example [2].
Further, it is important to note that the asymptotic tail of a mixed exponential distribution can be
obtained when the mixing distribution G is regularly
varying. Indeed, we know (e.g. [5]) that if the mixing
distribution G satisfies
G(x) ∼

1 ρ−1
x l(x),
(ρ)

x → ∞,

(18)

where l(x) is a slowly varying function and ρ >
0, then the survival function F (x) of the mixed
exponential distribution F (x) satisfies
 
1
, x → ∞.
(19)
F (x) ∼ x 1−ρ l
x
In fact, (19) follows from the Tauberian theorem.
Further, (19) and (18) are equivalent, that is, (19)
also implies (18); see, for example [5] for details.
Another important property of a mixture of exponential distributions is its infinitely divisible property.
A distribution F is said to be infinitely divisible if,
for any n = 2, 3, . . . , there exists a distribution Fn
so that F is the n-fold convolution of Fn , namely,
F = Fn(n) = Fn ∗ · · · ∗ Fn . It is well known (e.g. [5]
or [15]) that the class of distributions on [0, ∞)
with completely monotone densities is a subclass of
infinitely divisible distributions. Hence, mixtures of
exponential distributions are infinitely divisible. In
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particular, it is possible to show that the hyperexponential distribution is infinitely divisible directly
from the Laplace transform of the hyperexponential distribution; see, for example [5], for this proof.
Other properties of infinitely divisible distributions
and completely monotone functions can be found
in [5, 15].
In addition, a summary of the properties of mixtures of exponential distributions and their stop-loss
transforms can be found in [7]. For more discussions
of mixed exponential distributions and, more generally, mixed gamma distributions, see [12]. Another
generalization of a mixture of exponential distributions is the frailty model, in which F is defined by
∞
F (x) = 0 e−θM(x) dG(θ), x ≥ 0, where M(x) is a
cumulative failure rate function; see, for example [8],
and references therein for details and the applications of the frailty model. Further, more examples of
mixtures of exponential distributions and their applications in insurance can be found in [9, 10, 17], and
references therein.
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JUN CAI

Options and Guarantees
in Life Insurance
Introduction
In the context of life insurance, an option is a
guarantee embedded in an insurance contract. There
are two major types – the financial option, which
guarantees a minimum payment in a policy with a
variable benefit amount, and the mortality option,
which guarantees that the policyholder will be able
to buy further insurance cover on specified terms.
An important example of the financial insurance
option arises in equity-linked insurance. This offers
a benefit that varies with the market value of a (real
or notional) portfolio of equities. A financial option
arises when there is an underlying guaranteed benefit
payable on the death of the policyholder or possibly on the surrender or the maturity of the contract.
Equity-linked insurance is written in different forms
in many different markets, and includes unit-linked
contracts (common in the UK and Australia), variable
annuities and equity indexed annuities in the United
States and segregated funds in Canada. In the following section, we will discuss methods of valuing
financial options primarily in terms of equity-linked
insurance. However, the same basic principles may
be applied to other financial guarantees.
A different example of a financial option is the
fixed guaranteed benefit under a traditional withprofit (or participating) insurance policy (see Participating Business). Another is the guaranteed annuity
option, which gives the policyholder the option to
convert the proceeds of an endowment policy into
an annuity at a guaranteed rate. Clearly, if the market rate at maturity were more favorable, the option
would not be exercised. This option is a feature of
some UK contracts.
All of these financial guarantees are very similar
to the options of financial economics (see Derivative
Securities). We discuss this in more detail in the next
section with respect to equity-linked insurance.
The mortality option in a life insurance contract
takes the form of a guaranteed renewal, extension,
or conversion option. This allows the policyholder
to effect additional insurance on a mortality basis
established at the start, or at the standard premium
rates in force at the date that the option is exercised,
without further evidence of health. For example, a

term insurance policy may carry with it the right
for the policyholder to purchase a further term or
whole life insurance policy at the end of the first
contract, at the regular premium rates then applicable,
regardless of their health or insurability at that time.
Without the renewal option the policyholder would
have to undergo the underwriting process, with the
possibility of extra premiums or even of having
insurance declined if their mortality is deemed to be
outside the range for standard premiums. The term
‘mortality option’ is also used for the investment
guarantee in equity-linked insurance which is payable
on the death of the insured life.

Financial Options
Diversifiable and Nondiversifiable Risk
A traditional nonparticipating insurance contract offers a fixed benefit in return for a fixed regular or
single premium. The insurer can invest the premiums at a known rate of interest, so there is no need
to allow for interest variability (note that although
the insurer may choose to invest in risky assets, the
actual investment medium should make no difference to the valuation). The other random factor is the
policyholder’s mortality. The variability in the mortality experience can be diversified if a sufficiently
large portfolio of independent policies is maintained.
Hence, diversification makes the traditional financial
guarantee relatively easily managed.
For example, suppose an insurer sells 10 000 oneyear term insurance contracts to independent lives,
each having a sum insured of 100, and a claim
probability of 5%. The total expected payment under
the contracts is 50 000, and the standard deviation of
the total payment is 2179. The probability that the
total loss is greater than, say 60 000 is negligible.
In equity-linked insurance with financial guarantees, the risks are very different. Suppose another
insurer sells 10 000 equity-linked insurance contracts.
The benefit under the insurance is related to an underlying stock price index. If the index value at the end
of the term is greater than the starting value, then no
benefit is payable. If the stock price index value at the
end of the contract term is less than its starting value,
then the insurer must pay a benefit of 100. Suppose
that the probability of a claim is 0.05.
The total expected payment under the equitylinked insurance is the same as that under the term
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insurance – that is 50 000, but the standard deviation
is 217 900. The nature of the risk is that there is a 5%
chance that all 10 000 contracts will generate claims,
and a 95% chance that none of them will. Thus, the
probability that losses are greater than 60 000 is 5%.
In fact, there is a 95% probability that the payment
is zero, and a 5% probability that the payment is 1
million. In this case, the expected value is not a very
useful measure.
In the second case, selling more contracts does
not reduce the overall risk – there is no benefit from
diversification so we say that the risk is nondiversifiable (also called systematic or systemic risk).
A major element of nondiversifiable risk is the
common feature of investment options in insurance.
Where the benefit is contingent on the death or
survival of the policyholder, the claim frequency risk
is diversifiable, but if the claim amount depends on
an equity index, or is otherwise linked to the same,
exogenous processes, then the claim severity risk is
not diversifiable.
Nondiversifiable risk requires different techniques
to the deterministic methods of traditional insurance.
With traditional insurance, with many thousands of
policies in force on lives, which are largely independent, it is clear from the Central Limit Theorem that
there will be very little uncertainty about the total
claims (assuming the claim probability is known).
With nondiversifiable risk we must deal more directly
with the stochastic nature of the liability.

Types of Financial Options in Life Insurance
In this section, we list some examples of financial
options that are offered with insurance contracts. The
largest concentration of actuarial involvement comes
with the equity-linked product known variously as
unit-linked insurance in the United Kingdom, variable
annuity insurance in the United States and segregated
fund insurance in Canada. All these terms describe
the same basic form; premiums (after expense deductions) are placed in a fund that is invested in equities,
or a mixture of equities and bonds. The proceeds of
this fund are then paid out at maturity, or earlier if
the policyholder dies or surrenders (see Surrenders
and Alterations). The option feature arises when the
payout is underpinned by a minimum guarantee.
Common forms of the guarantee are guaranteed
minimum maturity proceeds and guaranteed minimum death benefits. These may be fixed or may

increase from time to time as the fund increases. For
example, the guaranteed minimum accumulation benefit ratchets the death or maturity guarantee up to
the fund value at regular intervals. Guaranteed minimum death benefits are a universal feature of equitylinked insurance. Guaranteed maturity proceeds are
less common. They were a feature of UK contracts
in the 1970s, but became unpopular in the light of
a more realistic assessment of the risks, and more
substantial regulatory capital requirements, following the work of the Maturity Guarantees Working
Party, reported in [17]. Maturity guarantees are a
feature of the business in Canada, and are becoming more popular in the United States, where they
are called VAGLBs, for Variable Annuity Guaranteed Living Benefits. There are guaranteed surrender
payments with some equity-linked contracts in the
United States.
An important financial option in the United Kingdom scene in the past decade has been the guaranteed
annuity option. This provides a guaranteed annuitization rate, which is applied to the maturity proceeds of
a unit-linked or with-profit endowment policy. A similar guaranteed minimum income benefit is attached
to some variable annuity policies, although the guarantee is usually a fixed sum rather than an annuity
rate.
The equity indexed annuity offers participation
at some specified rate in an underlying index. A
participation rate of, say, 80% of the specified price
index means that if the index rises by 10% the interest
credited to the policyholder will be 8%. The contract
will offer a guaranteed minimum payment of the
original premium accumulated at a fixed rate; 3% per
year is common. These contracts are short relative to
most equity-linked business, with a typical contract
term of seven years.

Valuation and Risk Management
There are two approaches to the valuation and risk
management of financial options in insurance. The
first is to use stochastic simulation to project the
liability distribution, and then apply an appropriate risk measure to that distribution for a capital
requirement in respect of the policy liability. This is
sometimes called the actuarial approach. The second
method is to recognize the guarantees as essentially
the same as call or put options in finance, and use
the standard methodology of financial engineering to
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value and manage the risk. This approach involves
constructing a hedge portfolio of stocks and bonds,
which, under certain assumptions, will exactly meet
the option liability at maturity (see Hedging and
Risk Management); the hedge portfolio may include
other securities, such as options and futures, but
the simplest form uses stocks and bonds. Because
the hedge portfolio must be dynamically rebalanced
(that is, rebalanced throughout the contract term, taking into consideration the experience at rebalancing),
the method is sometimes called the dynamic hedging approach. Other terms used for the same method
include the financial engineering and the option pricing approach.

The Actuarial Approach
We may model the guarantee liability for an equitylinked contract by using an appropriate model for
the equity process, and use this to simulate the
guarantee liability using stochastic simulation. This
approach was pioneered in [17], and has become
loosely known as the actuarial or stochastic simulation approach; this does not imply that other
approaches or not ‘actuarial’, nor does it mean that
other methods do not use stochastic simulation.
For example, suppose we have a single premium
variable annuity contract, which offers a living benefit guarantee. The premium, of P say, is assumed
to be invested in a fund that tracks a stock index.
The contract term is n-years. If the policyholder surrenders the contract, the fund is returned without any
guarantee. If the policyholder survives to the maturity
date, the insurer guarantees a payment of at least the
initial premium, without interest. A fund management
charge of m per year, compounded continuously, is
deducted from the fund to cover expenses.
Let St denote the value of the stock index at t.
If the policyholder survives to the maturity date,
the fund has value P Sn e−mn /S0 . The insurer’s liability at maturity is


Sn −mn
L = max P − P e
,0 .
(1)
S0
So, given a model for the equity process, {St }, it is
a relatively simple matter to simulate values for the
liability L. Suppose we simulate N such values, and
order them, so that L(j ) is the jth smallest simulated
value of the liability at maturity, given survival to
maturity.
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This needs to be adjusted to allow for the probability that the life will not survive to maturity.
We may simulate the numbers of policyholders surviving using a binomial model. However, the risk from
mortality variability is very small compared with the
equity risk, (see [11]) and it is usual to treat mortality deterministically. Thus, we simply multiply L(j )
by the survival probability, n px , say, for the jth simulated, unconditional guarantee liability. This may also
incorporate the probability of lapse if appropriate.
It is appropriate to discount the liability at a risk
free interest rate, r, say, (see Interest-rate Modeling)
to determine the economic capital for the contract,
assuming the economic capital will be invested in
risk free bonds.
So, we have a set of N values for the discounted
guarantee liability, H (j ), say, where
H (j ) = L(j )n px e−rn

j = 1, 2, . . . , n

(2)

Now we use the N values of H to determine the
capital required to write the business. This will also
help determine the cost of the guarantee. Because of
the nondiversifiability of the risk, the mean is not
a very useful measure. Instead we manage the risk
by looking at measures of the tail, which captures
the worst cases. For example, we could hold capital
sufficient to meet all but the worst 5% of cases.
We estimate this using the 95th percentile of the
simulated liabilities, that is, H (0.95N ) (since the
H (j ) are assumed ordered lowest to highest). This
is called a quantile risk measure, or the Value-atRisk measure, and it has a long history in actuarial
science.
Another approach is to use the average of the
worst 5% (say) of outcomes. We estimate this using
the average of the worst 5% of simulated outcomes,
that is
N

1
H (j ).
0.05N k=0.95N+1
This measure is variously called the Conditional Tail
Expectation (CTE), TailVaR, and expected shortfall.
It has various advantages over the quantile measure.
It is more robust with respect to sampling error than
the quantile measure. Also, it is coherent in the sense
described in [2]. For more information on these and
other risk measures, see [15, 20].
Of course, contracts are generally more complex
than this, but this example demonstrates that the
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essential idea is very straightforward. Perhaps the
most complex and controversial aspect is choosing
a model for the equity process. Other issues include
choosing N, and how to assess the profitability of a
contract given a capital requirement. All are discussed
in more detail in [15].

Models for the Equity Process
The determination of an appropriate model for the
uncertain benefit process can be very difficult. It is
often the case that the guarantee only comes into play
when the equity experience is extremely adverse. In
other words, it may involve the extreme tail of the
distribution for the equity process. It is very hard to
find sufficient data to model this tail well. Models
in common use for equity-linked guarantees include
the Wilkie model, which was, in fact, first developed for this purpose. Also frequently seen is the
log-normal model, under which the equity returns
in each successive time period are assumed to be
independent, each having identical log-normal distributions (see Continuous Parametric Distributions).
The use of this model probably comes from financial economics, as it is the discrete time version of
the geometric Brownian motion, which is widely
used for financial engineering. However, if the tail
or tails of the distribution of equities are important,
the log-normal model generally is not appropriate.
This is a particular problem for more long-term problems. An analysis of equity data over longer periods
indicates that a fatter-tailed, autocorrelated, stochastic volatility model may be necessary – that is, a
model in which the standard deviation of the logreturns is allowed to vary stochastically. Examples
include the regime switching family of models, as
well as autoregressive conditionally heteroscedastic
models (ARCH, GARCH, and many other variants).
For details of the ARCH family of models, see [9].
Regime switching models are introduced in [12], and
are discussed in the specific context of equity returns
in [13].
A description of the actuarial approach for investment guarantees in equity-linked life insurance, including details of selecting and fitting models, is
given in [15].

Dynamic Hedging
The simplest forms of option contracts in financial
economics are the European call option and the

European put option. The call option on a stock
gives the purchaser the right (but not the obligation)
to purchase a specified quantity of the underlying
stock at a fixed price, called the strike price at a
predetermined date, known as the expiry or maturity
date of the contract. The put option on a stock gives
the purchaser the right to sell a specified quantity
of the underlying stock at a fixed strike price at the
expiry date.
Suppose a put option is issued with strike price K,
term n years, where the value at t of the underlying
stock is St . At maturity, compare the price of the
stock Sn with the strike price K. If Sn > K then the
option holder can sell the option in the market, and
the option expires with no value. If Sn ≤ K, then
the option holder will exercise the option; the option
seller must pay K, but then acquires an asset worth
Sn . In other words, the option cost at maturity is
max(K − Sn , 0).
Suppose an insurer issues a single premium unitlinked contract with a guaranteed minimum payment
at maturity of G. The premium (after deductions) is
invested in a fund that has random value Ft at t. At the
maturity of the contract, if Ft > G then the guarantee
has no value. If Ft ≤ G then the insurer must find an
additional G − Ft to make up the guarantee. In other
words, the payout at maturity is
max(G − Fn , 0).
So, the equity-linked guarantee looks exactly like
a put option.
In [4, 18], Black and Scholes and Merton showed
that it is possible, under certain assumptions, to set up
a portfolio that has an identical payoff to a European
put (or call) option (see Black–Scholes Model). This
is called the replicating or hedge portfolio. For the
put option, it comprises a short position in the underlying stock together with a long position in a pure
discount bond. The theory of no arbitrage means that
the replicating portfolio must have the same value as
the call option because they have the same payoff
at the expiry date. Thus, the Black–Scholes option
pricing formula not only provides the price, but also
provides a risk management strategy for an option
seller – hold the replicating portfolio to hedge the
option payoff. A feature of the replicating portfolio is that it changes over time, so the theory also
requires the balance of stocks and bonds will need to
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be rearranged continuously over the term of the contract. In principle, the rebalancing is self-financing –
that is, the cost of the rebalanced hedge is exactly
equal to the value of the hedge immediately before
rebalancing; only the proportion of bonds and stocks
changes.
Consider the maturity guarantee discussed in the
section ‘The Actuarial Approach’. A single premium
P is paid into a fund, worth P (Sn /S0 )e−mn at maturity, if the contract remains in force. If we denote the
equity fund process by Ft , then
Ft = P

St −mt
e .
S0

(3)

The guarantee is a put option on Ft , maturing at
time n (if the contract remains in force), with strike
price P. If we assume the stock price St follows a
geometric Brownian motion, according to the original
assumptions of Black, Scholes, and Merton, then the
price at issue for the option is given by the following
formula, in which () represents the standard normal
distribution function (see Continuous Parametric
Distributions), σ is the volatility of the stock process
(that is, the standard deviation of log St /St−1 ), r
is the continuously compounded risk free rate of
interest, and m is the continuously compounded fund
management charge.
BSP = P e−rn (−d2 (n))
− S0 e−mn (−d1 (n)),
where


log
d1 (n) =




S0 e−mn
r + σ2
+n
P
2
√
nσ

and
d2 (n) = d1 (n) −

√

nσ,

(4)

(5)

(6)

and the replicating portfolio at any point t, during
the term of the contract, 0 ≤ t < n comprises a long
holding with market value P e−r(n−t) (−d2 (n − t))
in zero coupon bonds, maturing at n, and a short
holding with market value St e−mn (−d1 (n − t)) in
the underlying stock St .
To allow for the fact that the option can only be
exercised if the contract is still in force, the cost
of the option, which is contingent on survival is
BSP n px , where n px is the survival probability.

5

Most of the research relating to equity-linked
insurance published in actuarial, finance, and business journals assumes an option pricing approach.
The early papers, such as [5, 7, 8], showed how
straightforward equity-linked contracts could be valued and hedged as European options. The interesting
issue, which is that a guarantee that is payable on
the death of the policyholder is a European option
with a random term, is addressed. The conclusion
is that an arbitrage-free approach requires a deterministic approach to mortality. This has been considered in more detail in, for example [3]. The general
result is that, provided sufficient policies are sold
for broad diversification of the mortality risk, and
given that BSP(t) represent the value at time 0 of
the European put option maturing at t, and T represents the future lifetime random variable for the
policyholder, then the price of the option maturing
on death is
 n
E[BSP(T )] =
BSP(t)t px µx+t dt.
(7)
0

Other papers, including [1, 10] consider more
complex embedded options; incomplete markets are
explored in [19]. Most of the academic literature is
concerned predominantly with pricing, though some
papers do consider hedging issues.
Despite an extensive literature, the financial engineering approach to long-term, equity-linked insurance is still not widely applied in practice. In most
cases, the risk management of unit-linked, variable annuity and segregated fund business uses the
more passive ‘actuarial’ approach. The option pricing approach is used for shorter-term contracts, such
as equity indexed annuities, which many insurers will
fully hedge by buying options in the market.

A Hybrid Approach
One reason for the reluctance of insurers to adopt
dynamic hedging methods is that assumptions underlying the Black–Scholes–Merton approach are unrealistic. In particular, the following three assumptions
are considered problematic:
•

Assumption 1: Stock prices follow a geometric
Brownian motion. It is quite clear from considering stock price data that the geometric Brownian
motion model (also known as the independent
log-normal model) does not adequately capture
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the variability in equity returns, nor the autocorrelation.
Assumption 2: The replicating portfolio may be
continuously rebalanced. The balance of stocks
and bonds in the hedge portfolio must be continuously adjusted. This is necessary in principle
to ensure that the hedge is self-financing (i.e.
no additional funds are required after the initial
option price). Clearly, continuous rebalancing is
not practical or even possible.
Assumption 3: There are no transactions costs.
This too is unrealistic. While bonds may be traded
at very little or no cost by large institutions, stock
trades cost money.

In practice, the failure of assumptions 1 and 2 in
practice mean that the replicating portfolio derived
using Black–Scholes–Merton theory may not exactly
meet the liability at maturity, and that it may not be
self financing. The failure of assumption 3 in practice means that dynamic hedging has additional costs
after meeting the hedge portfolio price that need to be
analyzed and provided for in good time. Many papers
deal with extensions of the Black–Scholes–Merton
model to deal with the relaxing of these assumptions, including, for example [6, 16], which examine discrete hedging and transactions costs, and [13]
in which the option price under a (more realistic) regime switching model for the stock prices is
derived.
The basic message of these and similar papers is
that the replicating portfolio will not, in fact, fully
hedge the guarantee, though it may go a good way
toward immunizing the liability. A hybrid approach
could be used, where the actuarial approach is used
to project and analyze the costs that are required
in addition to the initial option price. We can do
this for example, by assuming a straightforward
Black–Scholes–Merton hedge is dynamically rebalanced at, say, monthly intervals.
Using stochastic simulation we can generate scenarios for the stock prices each month. For each
month of each scenario, we can calculate the cost
of rebalancing the hedge, including both the transactions costs and any costs arising from tracking error.
This is the difference between the market value of
the fund before and after rebalancing. At the maturity date, we can calculate the amount of shortfall
or excess of the hedge portfolio compared with the
guarantee. If we discount the costs at the risk free

rate of interest, we will have generated a set of
simulations of the value at issue of the additional
costs of hedging the guarantee. Then we can use the
risk measures discussed in the section, ‘The Actuarial Approach’ to convert the simulated values into a
capital requirement for a given security level. For
worked examples of this method, with simulation
results, see [15].

Comparing the Actuarial and Dynamic Hedging
Approaches
The philosophy behind the two approaches to financial options in life insurance is so different that a
comparison is not straightforward. Under the actuarial approach, a sum of money is invested in risk free
bonds. With fairly high probability, little or none of
this sum will be used and it can be released back to
the company by the time the contracts have expired.
Under the dynamic hedging approach, the cost of the
hedge portfolio is not recovered if the guarantee ends
up with zero value – if the policyholder’s fund is
worth more than the guarantee at expiry, then the
hedge portfolio will inexorably move to a value of
zero at the maturity date. Under the hybrid approach,
the cost of the hedge is lost, but the capital held in
respect of additional costs may be recovered, at least
partially.
Generally, the initial capital required under the
actuarial approach is greater than the option cost.
However, because of the high probability of later
recovery of that capital, on average the actuarial
approach may be cheaper – depending very much on
the allowance for the cost of capital. This is illustrated in Figure 1, which shows the mean net present
value of future loss for a guaranteed maturity benefit
on a 20-year equity-linked contract with a guaranteed minimum accumulation benefit. The net present
value includes a proportion of the management charge
deductions, which provide the risk premium income
for the contract. The risk discount rate is the interest
rate used to discount the cash flows from the contract.
At low risk discount rates, the burden of carrying a
relatively large amount of capital is not heavily penalized. At higher rates, the lower costs of hedging prove
more attractive, despite the fact that most of the initial capital will not be recovered even in the most
favorable scenarios.
Many experiments show that the option approach
is usually better at immunizing the insurer against
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Figure 1 Mean net present value of loss on a 20-year equity-linked insurance contract with a guaranteed minimum
accumulation benefit at maturity
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15

Simulated probability density function for the present value of future loss

very adverse outcomes, that is, while the actuarial
approach may look preferable under the best scenarios, it looks much worse under the worst scenarios. Which method is preferred then depends on the
riskiness of the contract and the insurer’s attitude
to risk. In Figure 2, this is illustrated through the

density functions of the net present value for the same
contract as in Figure 1, using a risk discount rate of
12% per year. The right tail of the loss distributions
indicates the greater risk of large losses using the
actuarial approach.
Some other examples are shown in [14, 15].
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Mortality Options
Examples
Typical mortality options include
•
•
•

the option to purchase additional insurance at
standard premium rates;
the option to convert an insurance contract (for
example, from term to whole life) without further
evidence of health (convertible insurance);
automatic renewal of a term insurance policy
without further evidence of health.

In fact, combination policies are common. For example, a term insurance policy may carry an automatic
renewal option, as well as allowing conversion to a
whole life policy. These options are very common
with term insurance policies in the United States. In
the United Kingdom, RICTA contracts offer Renewable, Increasable, Convertible Term Assurance. The
renewal option offers guaranteed renewal of the term
assurance at the end of the original contract; the
increasability option offers the option to increase the
sum insured during the contract term, and the convertibility option allows the policyholder to convert the
insurance to a different form (whole life or endowment) during the contract term. All these mortality
options guarantee that there will be no requirement
for evidence of health if the option is exercised,
and therefore guarantee that the premium rates will
be independent of health at the exercise date. It is
not essential for the premiums charged at any point
to be the same as for similar contracts outside the
RICTA policy. What is required is that all policyholders renewing or converting their policies do so
on the same premium basis, regardless of their individual insurability at that time.

Adverse Selection
It is evident that there is a substantial problem of
adverse selection with mortality options. The option
has little value for lives that are insurable at standard rates anyway. The real value is for policyholders
who have health problems that would make insurance
more expensive or impossible to obtain, if they were
required to offer evidence of health. We might therefore expect the policyholders who exercise the option
to be in substantially poorer health than those who do
not exercise the option.

If the insurer responds to the adverse selection
by charging higher premiums for the postconversion
contracts, then the situation is just exacerbated. A
better approach is to try to design the contract such
that it is attractive for most policyholders to exercise
the option, even for the lives insurable at standard
rates. In the United States, renewal of term contracts
is often automatic, so that they can be treated as longterm contracts with premiums increasing every 5 or
10 years, say. Because of the savings on acquisition
costs, even for healthy lives the renewal option may
be attractive when compared with a new insurance
policy.
Other design features to reduce the effects of
adverse selection would be to limit the times when
the policy is convertible, or to limit the maximum
sum insured for an increasability option. All contracts
include a maximum age for renewal or conversion.

Valuation – The Traditional Approach
One method of valuing the option is to assume all
eligible policyholders convert at some appropriate
time. If each converting policyholder is charged the
same pure premium as a newly selected life of the
same age, then the cost is the difference between
the select mortality premium charged and the same
premium charged on a more appropriate ultimate
mortality basis. The cost is commuted and added to
the premium before the option is exercised.
For example, suppose that a newly selected policyholder age x purchases a 10-year discrete term
insurance policy with a unit sum assured and annual
premiums. At the end of the contract, the policyholder
has the option to purchase a whole life insurance with
unit sum insured, at standard rates. We might assume
that for pricing the option the standard rates do not
change over the term of the contract. If all the eligible lives exercise the option, then the net premium
that should be charged is
Px+10 =

Ax+10
äx+10

(8)

and the premium that is charged is P[x+10] – that is,
the same calculation but on a select basis.
The value at age x of the additional cost is the discounted value of the difference between the premiums
paid and the true pure premium after conversion:
H = (Px+10 − P[x+10] )10| ä[x]

(9)
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and if this is spread over the original 10-year term,
the extra premium would be
π=

H
.
ä[x]:10

•

Suppose p ij (y, n) represents the probability that
a life is in state j at age y + n, given that the life
is in state i at age y. Here i, j refer to the state
numbers given in the boxes in Figure 3.
The force of interest is δ.
The sum insured under the converted policy is S.
The premium paid for the converted policy is y
where y is the age at conversion.

(10)

There are several flaws with this method. The main
problem is in the assumption that all policyholders
exercise the option, and that the true mortality is
therefore just the ultimate version of the regular select
and ultimate table. If there is any adverse selection,
this will understate the true cost. Of course, the
method could easily be adapted to allow for more
accurate information on the difference between the
premium charged after conversion and the true cost
of the converted policies, as well as allowing for
the possibility that not all policies convert. Another
problem is that the method is not amenable to cases in
which the option may be exercised at a range of dates.

•
•
•

From multiple state theory, we know that
p 00 ([x], t)
  t

= exp − (ν[x]+u + ρ[x]+u + µ[x]+u ) du
0

(11)
and
p 22 (y, t)

  t

= exp − (ηy+u + ξy+u ) du

The Multiple State Approach

(12)

0

This is a more sophisticated method, which can be
used where conversion is allowed for a somewhat
more extended period, rather than at a single specific
date. We use multiple state model-to-model transitions from the original contract to the converted contract. This is shown in Figure 3 for a newly selected
life aged x. Clearly, this method requires information
on the transition intensity for conversion, and on the
mortality and (possibly) lapse experience of the converted policies.
The actuarial value at issue of the benefits under
the converted policy can then be determined as
follows:

and
p 02 ([x], t)
 t
=
p 00 ([x], u)ρ[x]+u p 22 (x + u, t − u) du.
0

(13)
Then the actuarial value of the death benefit under
the converted policy is

DB =

n

Sp 02 ([x], t)ηx+t e−δt dt.

0

Not converted
0

n[x ]+t

Lapsed
1

Figure 3

r[x ]+t

x[x ]+t

Converted
2

Multiple state model for convertible insurance

m[x ]+t

h[x ]+t

Died
3

(14)
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The actuarial value of the premiums paid after conversion is
 n
22
CP =
x+t p 00 ([x], t)ρ[x]+t e−δt ax+t
dt, (15)
0

[7]

[8]

jj

where ax+t is the value at age x + t of an annuity
of 1 per year paid while in state j , with frequency
appropriate to the policy. It can be calculated as a
sum or integral over the possible payment dates of
the product p jj (y, u)e−δu .
The total actuarial value, at issue, of the convertible option cost is then DB − CP, and this can be
spread over the original premium term as an annual
addition to the premium of
π=

DB − CP
.
00
a[x]

[9]

[10]

[11]

[12]

(16)
[13]

The method may be used without allowance for
lapses, provided, of course, that omitting lapses does
not decrease the liability value.

[14]

References

[15]

[1]

[2]

[3]

[4]

[5]

[6]

Aase, K. & Persson, S.-A. (1997). Valuation of the
minimum guaranteed return embedded in life insurance
products, Journal of Risk and Insurance 64(4), 599–617.
Artzner, P., Delbaen, F., Eber, J.-M. & Heath, D. (1999).
Coherent measures of risk, Mathematical Finance 9(3),
203–228.
Bacinello, A.R. & Ortu, F. (1993). Pricing equity-linked
life insurance with endogenous minimum guarantees,
Insurance: Mathematics and Economics 12, 245–257.
Black, F. & Scholes, M. (1973). The pricing of options
and corporate liabilities, Journal of Political Economy
81, 637–654.
Boyle, P.P. & Schwartz, E.S. (1977). Equilibrium prices
of guarantees under equity-linked contracts, Journal of
Risk and Insurance 44(4), 639–660.
Boyle, P.P. & Vorst, T. (1992). Option replication in
discrete time with transaction costs, Journal of Finance
47(1), 271–294.

[16]
[17]

[18]

[19]

[20]

Brennan, M.J. & Schwartz, E.S. (1976). The pricing
of equity-linked life insurance policies with an asset
value guarantee, Journal of Financial Economics 3,
195–213.
Brennan, M.J. & Schwartz, E.S. (1979). Alternative
investment strategies for the issuers of equity-linked life
insurance policies with an asset value guarantee, Journal
of Business 52(1), 63–93.
Campbell, J.Y., Lo, A.W. & MacKinlay, A.C. (1996).
The Econometrics of Financial Markets, Princeton University Press, USA.
Ekern, S. & Persson, S.-A. (1996). Exotic unit-linked
life insurance contracts, The Geneva Papers on Risk and
Insurance Theory 21(1), 35–63.
Frees, E.W. (1990). Stochastic life contingencies with
solvency considerations, Transactions of the Society of
Actuaries 42, 91–148.
Hamilton, J.D. (1989). A new approach to the economic
analysis of non-stationary time series, Econometrica 57,
357–384.
Hardy, M.R. (2001). A regime switching model of longterm stock returns, North American Actuarial Journal
5(2), 41–53.
Hardy, M.R. (2002). Bayesian risk management for
equity-linked insurance, Scandinavian Actuarial Journal
(3), 185–211.
Hardy, M.R. (2003). Investment Guarantees; Modeling
and Risk Management for Equity-Linked Life Insurance,
Wiley, New York.
Leland, H. (1995). Option pricing and replication with
transactions costs, Journal of Finance 40, 1283–1302.
Maturity Guarantees Working Party of the Institute and
Faculty of Actuaries. (1980). Report of the Maturity
Guarantees Working Party, Journal of the Institute of
Actuaries 107, 103–212.
Merton, R.C. (1973). Theory of rational option pricing,
Bell Journal of Economics and Management Science 4,
141–183.
Møller, T. (2001). Hedging equity-linked life insurance contracts, North American Actuarial Journal 5(2),
79–95.
Wirch, J.L. & Hardy, M.R. (1999). A synthesis of risk
measures for capital adequacy, Insurance: Mathematics
and Economics 25, 337–347.

MARY R. HARDY

Ordering of Risks
Comparing risks is the very essence of the actuarial
profession. Two mathematical order concepts are well
suited to do this, and lead to important results in
non-life actuarial science, see, for instance, Chapter
10 in [1]. The first is that a risk X, by which
we mean a nonnegative random variable (a loss),
may be preferable to another risk Y if Y is larger
than X. Since only marginal distributions should be
considered in this comparison, this should mean that
the marginal distributions F and G of X and Y allow
the existence of a random pair (X  , Y  ) with the same
marginal distributions but Pr[X  ≤ Y  ] = 1. It can be
shown that this is the case if and only if F ≥ G
holds. Note that unless X and Y have the same cdf,
E[X] < E[Y ] must hold. This order concept is known
as stochastic order (see Stochastic Orderings). The
second is that, for risks with E[X] = E[Y ], it may be
that Y is thicker-tailed (riskier). Thicker-tailed means
that for some real number c, F ≤ G on (−∞, c) but
F ≥ G on (c, ∞), hence the cdfs cross once. This
property makes a risk less attractive than another with
equal mean because it is more spread and therefore
less predictable. Thicker tails can easily be shown
to imply larger stop-loss premiums, hence E[(Y −
d)+ ] ≥ E[(X − d)+ ] holds for all real numbers d.
Having thicker tails is not a transitive property, but it
can be shown that Y having larger stop-loss premiums
than X implies that a sequence of cdfs H1 , H2 , . . .
exists such that G = lim Hi , Hi+1 is thicker-tailed
than Hi for all i, and H1 ≤ F . The order concept of
having larger stop-loss premiums is known as stoploss order.
It can be shown that both the risk orders above
have a natural economic interpretation, in the sense
that they represent the common preferences of large
groups of decision makers who base their actions on
expected utility of risks (see Utility Theory). Every
decision maker who has an increasing utility function,
which means that he grows happier as his capital
increases, prefers the smaller loss, if the financial
compensations for the losses are equal. On the other
hand, all risk-averse (see Risk Aversion) decision
makers can be shown to prefer a risk with lower
stop-loss premiums. A risk-averse decision maker
has a concave increasing utility function. This means
that his marginal increase in happiness decreases
with his current wealth. By Jensen’s inequality (see

Convexity), decision makers of this type prefer a loss
of fixed size E[X] to a random loss X.
The common preferences of the subgroup of riskaverse decision makers retaining the same preferences between risks whatever their current capital
constitute the exponential order, since it can be shown
that their utility function must be exponential. The
smaller the group of decision makers considered is,
the sooner they all will agree on the order between
risks. Hence, stochastic order is the strongest and
exponential order the weakest of the three orders
shown. None is, however, a total order: if X is not
preferred to Y, Y can be preferred to X, but this
issue can also be undecided. From the fact that a
risk is smaller or less risky than another, one may
deduce that it is also preferable in the mean-variance
ordering, used in the CAPM theory (see Market
Equilibrium). In this ordering, one prefers the risk
with the smaller mean, and the variance serves as a
tiebreaker. This is a total order, but it is unsatisfactory in the sense that it leads to decisions that many
sensible decision makers would dispute.
A useful sufficient condition for stochastic order
is that the densities cross once. In this way, it is easy
to prove that, for instance, the binomial(n, p) distributions (see Discrete Parametric Distributions)
increase in p (and in n). Sufficient for stop-loss
order is equal means and twice-crossing densities.
Using this, it can be shown that a binomial(n, p) random variable has smaller stop-loss premiums than a
Poisson(np) one (see Discrete Parametric Distributions). If, for a certain cdf, we concentrate its
probability of some interval on some point of this
interval in such a way that the mean remains the
same, we get a cdf with lower stop-loss premiums.
Dispersion to the edges of that interval, however,
increases the stop-loss premiums.
Because stochastic order between risks is in essence the same as being smaller with probability one,
it is in general easy to describe what happens if we
replace a random component X of a model by a
stochastically larger component Y . For instance, convolution preserves stochastic order: if risk Z is independent of X and Y, then X + Z is stochastically less
than Y + Z. But the invariance properties of the stoploss order are more interesting. The most important
one for actuarial applications is that it is preserved
under compounding (see Compound Distributions).
This means that a sum S = X1 + X2 + · · · + XM
with a random number M of independent, identically
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distributed terms Xi has smaller stop-loss premiums
than T = Y1 + Y2 + · · · + YN , if either the terms X
are stop-loss smaller than Y, or the claim numbers
M and N are ordered this way. Also, mixing (see
Mixture of Distributions) preserves this order, if
the cdfs to be mixed are replaced by stop-loss larger
ones. The cdf of X can be viewed as a mixture, with
mixing coefficients Pr[ = λ], of random variables
with cdf Pr[X ≤ x| = λ]. Also, the cdf of the random variable E[X|] is a mixture (with the same
coefficients) of cdfs of random variables concentrated on E[X| = λ]. Hence, it follows that E[X|]
is stop-loss smaller than X itself. This explains the
Rao–Blackwell theorem from mathematical statistics: when E[X|] is a statistic, its use should be
preferred over that of X, because it is less spread. It
can be shown that when we look at a random variable
with a mixture of Poisson (λ) distributions as its cdf,
if the mixing distribution is replaced by a stop-loss
larger one, the resulting random variable is also stoploss larger. Since a negative binomial distribution can
be written as a gamma (see Continuous Parametric
Distributions) mixture of Poisson distributions, we
see that a negative binomial risk has larger stop-loss
premiums than a pure Poisson risk, in line with the
variance of binomial, Poisson, and negative binomial
risks being less than, equal to, and greater than the
mean, respectively.
The theory of ordering of risks has a number of
important actuarial applications. One is that the individual model is less risky than the collective model.
In the collective model, the claims X1 , X2 , . . . , Xn
on each of n policies, independent but not necessarily identical, are replaced by Poisson (1) many claims
with the same cdf. This leads to a compound Poisson distributed total claims, with the advantage that
Panjer’s recursion (see Sundt and Jewell Class of
Distributions) can be used to compute its probabilities, instead of a more time-consuming convolution
computation. This leads to a claim total that has the
same mean but a slightly larger variance than the
individual model. Since just one claim of type Xi
is replaced by Poisson (1) many such claims, the
collective model produces higher stop-loss premiums
than the individual model. Also, all ‘sensible’ decision makers prefer a loss with the distribution of the
latter, and hence decisions based on the former will
be conservative ones.
It can be shown that if we replace the individual
claims distribution in a classical ruin model (see

Ruin Theory) by a distribution that is preferred by
all risk-averse decision makers, this is reflected in
the probability of eventual ruin getting lower, if the
premium income remains the same. Replacing the
individual claims by exponentially larger ones can
be shown to lead to an increased upper bound in
the Lundberg inequality for ruin probability, but it
may happen that the actual ruin probability decreases.
Many parametric families of distributions of risks
are monotonic in their parameters, in the sense that
the risk increases (or decreases) with the parameters.
For instance, the gamma(α, β) distributions decrease
stochastically with β, increase with α. One may show
that in the subfamily of distributions with a fixed
mean α/β = µ, the stop-loss premiums at each d
grow with the variance α/β 2 , hence, with decreasing α. In this way, it is possible to compare all
gamma distributions with the gamma(α0 , β0 ) distribution. Some will be preferred by all decision makers
with increasing utility, some only by those who are
also risk averse, but for others, the opinions will differ. Similar patterns can be found, for instance, in the
families of binomial distributions: stochastic increase
in p as well as in n, stop-loss increase with n when
the mean is kept constant.
It is well-known that stop-loss reinsurance (see
Stop-loss Reinsurance) is optimal in the sense that
it gives the lowest variance for the retained risk when
the mean is fixed, see, for instance, Chapter 1 of [1].
Using the order concepts introduced above, one can
prove the stronger assertion that stop-loss reinsurance
leads to a retained loss that is preferable for any riskaverse decision maker. This is because the retained
loss after a stop-loss reinsurance with retention d,
hence Z = min{X, d} if X is the original loss, has
a cdf which crosses once, at d, with that of the
retained loss X − I (X) for any other reinsurance with
0 ≤ I (x) ≤ x for all x.
Quite often, but not always, the common good
opinion of all risk-averse decision makers about some
risk is reflected in the premium that they would ask
for it. If the premium is computed by keeping the
expected utility at the same level for some riskaverse utility function, and every risk-averse decision
maker prefers X to Y as a loss, X has lower premiums. An example of such zero-utility premiums (see
Premium Principles) are the exponential premiums
π[X] = log E[eαX ]/α, which solve the utility equilibrium equation u(w − π[X]) = E[u(w − X)] for
someone with utility function u(x) = −e−αx , α >
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0, and with current wealth w. But, for instance,
a standard deviation principle, that is, a premium
E[X] + α · σ [X], might be lower for a risk that is
larger with probability
  one, as exemplified by taking
X to be a Bernoulli 12 risk (see Discrete Parametric
Distributions), Y ≡ 1, and α > 1.
Using the theory of ordering of risks, the following
problem can easily be solved: a risk-averse decision
maker can invest an amount 1 in n companies with
independent and identically distributed yields. It can
easily be shown that spreading of risks, hence investing 1/n in each company, is optimal
in this situation.

For sample averages X n = Xi /n, where the Xi
are i.i.d., it can be shown that as n increases, X n
decreases in stop-loss order, to the degenerate r.v.
E[X] which is also the limit in the sense of the weak
law of large numbers. This is in line with the fact
that their variances decrease as Var[X]/n.
Sometimes one has to compute a stop-loss premium at retention d for a single risk of which only
certain global characteristics are known, such as the
mean value µ, an upper bound b, and possibly the
variance σ 2 . It is possible to determine risks with
these characteristics that produce upper and lower
bounds for such premiums. Since the results depend
on the value of d chosen, this technique does not
lead to upper bounds for the ruin probability or a
compound Poisson stop-loss premium. But uniform
results are obtained when only mean and upper bound
are fixed, by concentration on the mean and dispersion to the boundaries, respectively. Uniformity still
holds when, additionally, unimodality with mode 0,
and hence a decreasing density on the domain [0, b]
of the risk, is required.
It is quite conceivable that in practical situations,
the constraints of nonnegativity and independence of
the terms of a sum such as they are imposed above are
too restrictive. Many invariance properties of stoploss order depend crucially on nonnegativity, but in
financial actuarial applications, both gains and losses
must be incorporated in the models. Moreover, the
independence assumption is often not even approximately fulfilled, for instance, if the terms of a sum are
consecutive payments under a random interest force,
or in case of earthquake and flooding risks. Also, the
mortality patterns of husband and wife are obviously
related, both because of the so-called ‘broken heart
syndrome’ and the fact that their environments and
personalities will be alike (‘birds of a feather flock
together’). Nevertheless, most traditional insurance
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models assume independence. One can force a portfolio of risks to satisfy this requirement as much as
possible by diversifying, therefore not including too
many related risks like the fire risks of different floors
of a building or the risks concerning several layers
of the same large reinsured risk. The assumption of
independence plays a very crucial role in insurance.
In fact, the basis of insurance is that, by undertaking
many small independent risks, an insurer’s random
position gets more and more predictable because of
the two fundamental laws of statistics, the Law of
Large Numbers and the Central Limit Theorem (see
Central Limit Theorem). One risk is hedged by
other risks (see Hedging and Risk Management),
since a loss on one policy might be compensated by
more favorable results on others. Moreover, assuming independence is very convenient, because mostly,
the statistics gathered only give information about
the marginal distributions of the risks, not about
their joint distribution, that is, the way these risks
are interrelated. Also, independence is mathematically much easier to handle than most other structures
for the joint cdf. Note by the way that the Law of
Large Numbers does not entail that the variance of
an insurer’s random capital goes to zero when his
business expands, but only that the coefficient of variation, that is, the standard deviation expressed as a
multiple of the mean, does so.
Recently, research on ordering of risks has focused
on determining how to make safe decisions in case
of a portfolio of insurance policies that produce
gains and losses of which the stochastic dependency
structure is unknown. It is obvious that the sum of
random variables is risky if these random variables
exhibit a positive dependence, which means that large
values of one term tend to go hand in hand with large
values of the other terms. If the dependence is absent
such as is the case for stochastic independence, or if
it is negative, the losses will be hedged. Their total
becomes more predictable and hence, more attractive
in the eyes of risk-averse decision makers. In case
of positive dependence, the independence assumption
would probably underestimate the risk associated
with the portfolio. A negative dependence means that
the larger the claim for one risk, the smaller the other
ones. The central result here is that sums of random
variables X1 + X2 + · · · + Xn with fixed marginal
distributions are the riskiest if these random variables
are comonotonic, which means that for two possible
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realizations (x1 , . . . , xn ) and (y1 , . . . , yn ), the signs of
xi − yi are either all nonnegative, or all nonpositive.
For pairs of continuous random variables with
joint cdf F (x, y) and fixed marginal distributions
F (x) and G(y), the degree of dependence is generally
measured by using the Pearson product moment correlation r(X, Y ) = (E[XY ] − E[X]E[Y ])/σX σY , the
correlation of the ranks F (X) and G(Y ) (Spearman’s ρ), or Kendall’s τ , based on the probability
of both components being larger in an independent
drawing (concordance). A stronger ordering concept
is to call (X, Y ) more related than (X • , Y • ) (which
has the same marginals) if the probability of X and
Y both being small is larger than the one for X •
and Y • , hence Pr[X ≤ x, Y ≤ y] ≥ Pr[X • ≤ x, Y • ≤
y] for all x and y. It can be shown that X + Y has
larger stop-loss premiums than X • + Y • . If (X, Y ) are
more related than an independent pair, X and Y are
called Positive Quadrant Dependent. A pair (X, Y ) is
most related if its cdf equals the Fréchet–Hoeffding
upper bound min{F (x), G(y)} for a joint cdf with
marginals F and G. The pair (F −1 (U ), G−1 (U )) for
some uniform(0, 1) random variable U (see Continuous Parametric Distributions) has this upper
bound as its cdf. Obviously, its support is comono-

tonic, with elements ordered component-wise, and
the rank correlation is unity. The copula mechanism is a way to produce joint cdfs with pleasant
properties, the proper marginals and the same rank
correlation as observed in some sample. This means
that to approximate the joint cdf of some pair (X, Y ),
one chooses the joint cdf of the ranks U = F (X) and
V = G(Y ) from a family of cdfs with a range of possible rank correlations. As an example, mixing the
Fréchet–Hoeffding upper-bound min{u, v} and the
lower-bound max{0, u + v − 1} with weights p and
1 − p gives a rank correlation of 2p − 1, but more
realistic copulas can be found.
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Pareto Rating
The Pareto distribution (see Continuous Parametric Distributions) has been largely studied in the
literature for its nice properties over other standard
loss distributions. One of the most important characteristics of the Pareto distribution is that it produces
a better extrapolation from the observed data when
pricing high excess layers where there is little or no
experience. Other distributions such as the exponential, the gamma, or the log-normal distribution (see
Continuous Parametric Distributions) are generally ‘cheaper’ in those excess layers where there is no
experience but there is higher uncertainty. See [1, 3]
for applications of the Pareto model in rating property
excess-of-loss reinsurance.
There are various parameterizations of the Pareto
distribution, each of which has its own advantages depending on the available data and the purpose of the analysis. Some of the most commonly
used parameterizations in practice are summarized in
Table 1.
There are other Pareto-type distributions such as
the Generalized Pareto Distribution (see Continuous Parametric Distributions). The mathematical
results of extreme value theory justify the use of
the Generalized Pareto Distribution as the limiting
distribution of losses in excess of large thresholds.
See, for example, [4, 6] for mathematical details and
applications of the Generalized Pareto Distribution in
extreme value analysis.
One of the most useful characteristics of the
Pareto-type distributions in excess-of-loss rating is
that it is closed under change of thresholds. In other
words, if X, the individual claim amount for a portfolio, follows a one-parameter Pareto distribution,
then the conditional distribution of X − u given that
X > u, is a two-parameter Pareto distribution and if
Table 1 Comparison of parameterizations of the Pareto
distribution
Name
Pareto
(α)

Density
function f (x)
αd
x α+1

αβ α
Pareto
(x
+
β)α+1
(α, β)

Mean
(α > 1)

Variance
(α > 2)

x>d

dα
α−1

αd 2
(α − 1)2 (α − 2)

x>0

β
α−1

αβ 2
(α − 1)2 (α − 2)

X has a two-parameter Pareto distribution, then the
conditional distribution of X − u given that X > u,
is another two-parameter Pareto distribution with
parameters depending on u. See [7] for detailed mathematical proofs of these results.
Table 1 shows the probability density function
and the first two moments of the one- and twoparameter Pareto distributions. The one-parameter
Pareto distribution is useful when only individual
claims greater than d are available and since there is
only one parameter, it is easy to compare the effect
of the parameter on the distribution shape depending
on the line of business [1, 3]. The two-parameter
Pareto distribution is particularly useful when all
claims incurred to a portfolio are available. In this
case, goodness-of-fit comparisons may be performed
with other two-parameter distributions such as the
log-normal.
The following example shows the use of the
two-parameter Pareto distribution when rating high
excess-of-loss layers where there has been little or
no experience.

Example
Assume that the losses shown below represent claims
experience in an insurance portfolio. The losses have
been adjusted to allow for inflation.
10 500
66 942
148 936

10 435
15 090
26 730
93 228
109 577
110 453
236 843
452 734
534 729
41 988
42 209
47 680
112 343
119 868
125 638
754 683
1 234 637
1 675 483

Using maximum likelihood estimation we fitted
a two-parameter Pareto distribution to these historical
losses. For estimation in the Pareto model see [7]
and for other general loss distribution models see, for
example, [5]. The estimated parameters for the Pareto
are α̂ = 1.504457 and β̂ = 187 859.8. We used this
distribution function to estimate the expected cost per
claim in various reinsurance layers. Table 2 shows the
expected cost per claim for two various reinsurance
layers. Note that the layer notation  xs m stands for
the losses excess of m subject to a maximum of ,
that is, min(, max(0, X − m)), where X represents
the individual claim size. The expected cost per claim
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Table 2 Expected cost per claim in excess layers using
the Pareto model
Layer

Pareto (1.504457, 187859.8)

$500 000 xs $500 000
$1 000 000 xs $1 000 000
$1 000 000 xs $2 000 000

to the reinsurance layer can be calculated directly
integrating the expression for the expected value as
m+

E[min(, max(0, X − m))] =

+  (1 − F (m + )) =

(x − m)f (x) dx

m
m+

(1 − F (x)) dx



1
m+β



α−1
−

1
+m+β

α−1 

(3)

$46 609
$38 948
$18 668



βα
=
α−1

When rating excess layers, the Pareto distributions
usually provide a better fit compared to other standard loss distributions in layers where there is little or
no experience; in other words, it extrapolates better
beyond the observed data [6]. However, one of the
practical disadvantages of the Pareto distribution is
that the expected value exists only when the parameter α > 1 and the variance exists when α > 2. This
is a limitation of the use of the model in practice.

(1)

m

where f (x) and F (x) are the probability density
function and cumulative distribution function of X
respectively, see, for example, [2]. Alternatively, the
expected cost in the layer may be calculated using
limited expected values, (see Exposure Rating).
Note that the expression in (1) has a closed form
for the one- and two-parameter Pareto distributions.
If X follows a one-parameter Pareto distribution, the
expected cost per claim in the layer  xs m is given
by
 +m  α
d
dx
E[min(, max(0, X − m))] =
x
m
 

α−1 
dα
1
1 α−1
(2)
=
−
α−1
m
+m
whereas if X follows a two-parameter Pareto, the
expected cost per claim in the layer  xs m is
given by
α
 +m 
β
dx
E[min(, max(0, X − m))] =
x+β
m

References
[1]

[2]
[3]

[4]

[5]

[6]

[7]
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Phase Method
Introduction
The method of stages (due to Erlang) refers to the
assumption of – and techniques related to – a positive
random variable X, which can be decomposed into
(a possibly random number of) stages each of which
having an exponentially distributed duration. A useful
generalization is phase-type distributions, defined as
the distribution of the time until a (continuous-time)
Markov jump process first exists a set of m < ∞
transient states. Let E = {1, 2, . . . , m} denote a set
of transient states, and in the present context, we
may assume that all remaining states being pooled
into one single absorbing state m + 1 (sometimes 0 is
also used whenever convenient). Thus, we consider a
continuous-time Markov jump process {Jt }t≥0 on the
state space E  = E ∪ {m + 1}. Let X be the time until
absorption (at state m + 1) of the process {Jt }t≥0 .
Then X is said to have a phase-type distribution. The
intensity matrix Q of {Jt }t≥0 may be decomposed into

Q=

T
0

t
0


,

(1)

where T = {tij }i,j =1,...,m is an m × m-dimensional
nonsingular matrix (referred to as subintensity matrix)
containing the rates of transitions between states in
E, t = (ti )i=1,...,m is a m-dimensional column vector
giving the rates for transition to the absorbing state
(referred to as exit rates) and 0 is an m-dimensional
row vector of zeros. If π  = (π, 0) = (π1 , . . . , πm , 0)
denotes the initial distribution of {Jt }t≥0 concentrated
on E, πi = (J0 = i), i ∈ E, then (π, T ) fully characterizes the corresponding phase-type distribution
(notice that t = −Te, where e is the column vector of 1’s, since rows in an intensity matrix sum
to 0) and we shall write X ∼ PH(π, T ) and call
(π, T ) a representation of the phase-type distribution. Unless otherwise stated, we shall assume that
π1 + · · · + πm = 1, since otherwise the distribution
will have an atom at 0; modification of the theory to
the latter case is, however, straightforward.
Examples of phase-type distributions include the
exponential distribution (1 phase/stage), the convolution of m independent exponential distributions (m
phases) (we think of each exponential distribution as
a stage and in order to generate the sum we have

to pass through m stages) and convolutions of mixtures of exponential distributions. The distributions
that are the convolution of m independent and identically distributed exponential distributions are called
Erlang distributions. Coxian distributions are the convolutions of random number of possibly differently
distributed exponential distributions. A phase diagram is often a convenient way of representing the
evolution of a phase-type distribution. Figure 1 shows
the possible moves of a Markov jump process generating a Coxian distribution.
In the remainder of this section, we list some
additional properties of phase-type distributions. The
class of phase-type distributions is dense in the class
of distributions on the positive real axis, that is, for
any distribution F on (0, ∞) there exists a sequence
of phase-type distributions {Fn } such that Fn → F
weakly. Hence, any distribution on (0, ∞) may be
approximated arbitrarily close by phase-type distributions. Tails of phase-type distributions are light as
they approach 0 exponentially fast. Representations
of phase-type distributions are in general not unique
and overparameterized. The latter refers to phase-type
distributions, which might be represented with fewer
parameters, but usually with the expense of loosing
their interpretation as transition rates. A distribution
on the positive real axis is of phase-type if and only
if it has a rational Laplace–Stieltjes transform with a
unique pole of maximal real part and with a density
that is continuous and positive everywhere (see [15]).
A unique pole of maximal real part means that nonreal (complex) poles have real parts that are less than
the maximal real pole.
Distributions with rational Laplace–Stieltjes transform generalize the phase-type distributions, as we
can see from the characterization above. This class is
referred to as Matrix-exponential distributions since
they have densities on the form f (x) = α exp(S x)s,
where α is a row vector, S a matrix, and s a
column vector. Interpretations like initial distributions and transition rates need not hold for these
parameters. In [6], some result from phase-type
renewal theory and queueing theory was extended
to matrix-exponential distributions through matrix
algebra using transform methods. A more challenging
result, an algorithm for calculating the ruin probability in a model with nonlinear premium rates depending on the current reserve (see [5]), was recently
proved to hold under the more general assumption
of matrix-exponentially distributed claims using a
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Figure 1 Phase diagram of a Coxian distribution. Arrows indicate possible direction of transitions. Downward arrows
indicate that a transition to the absorbing state is possible. ti,i+1 and ti indicate transition intensities (rates) from state i to
i + 1 and to the absorbing state respectively

flow interpretation of the matrix-exponential distributions. The flow interpretations provide an environment where arguments similar to the probabilistic
reasoning for phase-type distributions may be carried out for general matrix-exponential distributions;
see [10] and related [7] for further details.
Further properties of phase-type distributions and
their applications to queueing theory can be found
in the classic monographs [11–13] and partly in [3].

Probabilistic Reasoning with Phase-type
Distributions
One advantage of working with phase-type distributions is their probabilistic interpretation of being
generated by Markov jump processes on a finite
state space. Such processes possess the following
appealing structure: if τ1 , τ2 , . . . denote the times
of state transitions of {Jt }t≥0 , then Yn = J (τi ) = Jτi
is a Markov chain and the stages (sojourn times)
τi+1 − τi are exponentially distributed. The power of
the phase method relies on this structure. In the following, we provide some examples of the probabilistic technique deriving some of the basic properties of
phase-type distributions.

n n
Let exp(Qs) = ∞
n=0 Q s /n! denote the matrixexponential of Qs, where s is a constant (the time)
multiplied by the matrix Q. Then, by standard
Markov process theory, the transition matrix P s of
{Jt }t≥0 is given by P s = exp(Qs). For the special
structure of Q above, it is easily seen that


exp(T s) e − exp(T s)e
exp(Qs) =
.
(2)
0
1
Example 1 Consider a renewal process with
phase-type distributed interarrival times with representation (π, T ). Then the renewal density u(s)
is given by u(s) = π exp((T + tπ)s)t. To see this,
notice that by piecing together the Markov jump

processes from the interarrivals, we obtain a new
Markov jump process, {Jt }t≥0 , with state space E
and intensity matrix  = {γij } = T + tπ. Indeed, a
transition from state i to j (i, j ∈ E) of {Jt }t≥0 in
the time interval [s, s + ds) can take place in exactly
two mutually exclusive ways: either through a transition of {Jt }t≥0 from i to j , which happens with
probability tij ds or by some {Jt }t≥0 process exits in
[s, s + ds) and the following {Jt }t≥0 process initiates
in state j , which happens with probability ti ds πj .
Thus, γij ds = tij ds + ti πj ds leading to  = T +
tπ. Thus, (Js = i|J0 = j ) = (exp(s))j,i . Using
that {Jt }t≥0 and {Jt }t≥0 have the same initial distribution and that u(s) ds is the probability of a renewal
in [s, s + ds), we get that
u(s) ds =

m
m 


πj (exp((T + tπ)s))j,i ti ds

j =1 i=1

= π exp((T + tπ)s)t ds.

(3)

Example 2 Consider a risk-reserve process Rt with
constant premium rate, which without loss of generality may be taken to be 1, claims arriving according to
a Poisson process Nt with intensity β and claim sizes
U1 , U2 , . . . being identically and independently distributed with common distribution PH(π, T ). Hence,
Rt = u + t −

Nt


Ui ,

(4)

i=1

u = R0 being the initial reserve. We shall consider
the ruin probability


(5)
φ(u) =  inf Rt < 0|R0 = u .
t≥0

The drift of the process is assumed to be positive, since otherwise the ruin probability is trivially
1. Initiating from R0 = u, we consider the first time
Rt ≤ u for some t > 0. This can only happen at the
time of a claim. There will be a jump (downwards) of
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3

Rt

u

u1

t1

Figure 2 The defective phase-type renewal processes constructed by piecing together the underlying Markov processes
of the ladder variables originating from the claims. It starts (time 0) at level u as the Markov jump process underlying
the first claim which downcrosses level u (at time τ1 ) until absorption; from this new level u1 the argument starts all over
again and we piece together the first part with the next Markov jump process that crosses u1 and so on. Ruin occurs if and
only if the process pieced together reaches time u (level 0)

the process Rt at the time τ of a claim, and we may
think of an underlying Markov jump process of the
claim starting at level Rτ − , running vertically downwards and ending at Rτ . Such a Markov jump process
will be in some state i ∈ E when it passes level u
(see Figure 2). Let πi+ denote the probability that
the underlying Markov jump process downcrosses
level u in state i. Then π + = (π1+ , . . . , πm+ ) will be a
defective distribution (π + e < 1), the defect 1 − π + e
being the probability that the process Rt will never
downcross level u, which is possible due to the positive drift. If Rt downcrosses level u at time τ1 ,
then we consider a new risk reserve process initiating with initial capital u1 = Rτ1 and consider the
first time this process downcrosses level u1 . Continuing this way, we obtain from piecing together
the corresponding Markov jump processes underlying the claims a (defective) phase-type renewal process with interarrivals being phase-type (π + , T ). The
defectiveness of the interarrival distribution makes
the renewal process terminating, that is, there will
at most be finitely many interarrivals. Ruin occurs if
and only if the renewal process passes time u, which

happens with probability π + exp((T + tπ + )u)e since
the latter is simply the sum of the probabilities that
the renewal process is in some state in E by time u.
Hence φ(u) = π + exp((T + tπ + )u)e. The probability π + can be calculated to be −βπT −1 by a renewal
argument; see, for example, [2] for details.
Ruin probabilities of much more general risk
reserve processes can be calculated in a similar way
when assuming phase-type distributed claims. This
includes models, where the premium may depend
on the current reserve and claims arriving according to a Markov modulated Poisson process (or even
a Markovian Arrival Process, MAP). Both premium
and claims may be of different types subject to the
underlying environment, (see [5]). Ruin probabilities
in finite time may also be calculated using the phasetype assumption (see [4]). When the time horizon
T is a random variable with an Erlang distribution one can obtain a recursive scheme for calculating the probability of ruin before time T . One
may then calculate the probability of ruin before
some time (deterministic) S by letting the number of
phases in a sequence of Erlang distributions increase
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toward infinity approximating a (degenerate) distribution concentrated in S; see [4] for further details.

Estimation of Phase-type Distributions and
Related Functionals
Data from phase-type distributions shall be considered to be either of two kinds. In the first case,
full information about the sample paths is available,
that is we have i.i.d. data J1 , . . . , Jn , where n is
the sample size and each Ji is a trajectory of the
Markov jump process until absorption. In the second
case, we assume that only the times until absorption X1 , . . . , Xn , say, are available. Though there
may be situations in which complete sample path
information is available (see e.g. [1] where states
have physical interpretations), an important case is
when only X1 , . . . , Xn are observed. For example,
in ruin theory, it is helpful for calculation of the
ruin probability to assume that the claim amounts
X1 , . . . , Xn are of phase type, but there is no natural
interpretation of the phases. In general, care should
be taken when interpreting phases as the representation of phase-type distributions is not unique and
overparameterized.
First, consider the case of complete data of the
trajectories. Let Bi be the number of times the realizations of the Markov processes are initiated in state
i, Zi , the total time the Markov processes have spent
in state i, and Nij , the number of jumps from state i
to j among all processes. Then, the maximum likelihood estimator of the parameter (π̂ , 
T ) is given by
Bi
,
n
Nij
=
(i = j, j = 0),
Zi
Ni0
= tˆi0 =
,
Zi
m

tˆij .
= −tˆi −

π̂i =
tˆij
tˆi
tˆii

(6)

j =1
j =i

Next, consider the case in which only absorption
times X = (X1 , . . . , Xn ) i.i.d. are observed. This is
a standard situation of incomplete information and
the EM algorithm may be employed to perform
maximization of the likelihood function. The EM
algorithm essentially works as follows. Let (π0 , T0 )

denote any initial value of the parameters. Then,
calculate the expected values given the data X of
the sufficient statistics Bi , Zi and Nij , assuming the
Markov process follows (π0 , T0 ). Calculate the maximum likelihood estimators π̂ and 
T as above and
T . Then repeat the procedure
put π0 = π̂ and T0 = 
iteratively. Taking the expectation is referred to as
the E-step and the maximization as the M-step. A
typical formula in the E-step (see [8]) is


Ɛxp(π,T ) Zik |Xk = xk
 xk
π exp(Tu)ei ei exp(T (xk − u))t du
0
=
,
π exp(Txk )t
i = 1, . . . , m.
In practice, such quantities are evaluated by establishing an m(m + 2) dimensional system of linear
homogeneous differential equations for the integral
and the exponentials, applying a numerical procedure
such as fourth order Runge–Kutta for their solution.
A program that estimates phase-type distributions can
be downloaded from home.imf.au.dk/asmus/
As with any application of the EM algorithm convergence is guaranteed though the point to which
the algorithm converges need not be a global maximum. Confidence bounds for the parameters can
be obtained directly from the EM algorithm itself
(see [14]). There is some polemic about to what
extend such bounds make sense due to nonuniqueness
and overparameterization mentioned earlier.
While estimation of phase-type parameters may
be of interest itself, often phase-type distributions are
assumed only for convenience and the main purpose
would be the estimation of some related functional
(e.g. a ruin probability, which may be explicitly evaluated once phase-type parameters are known or a
waiting time in a queue). Estimated parameters and
their confidence bounds obtained by the EM algorithm do not automatically provide information about
the confidence bounds for the functional of interest.
In fact, in most cases, such bounds are not easily obtained explicitly or asymptotically and it is
common practice to employ some kind of resampling scheme (e.g. bootstrap), which, however, in
our case seems prohibitive due to the slow execution
of the EM algorithm. In what follows, we present a
Bayesian approach for the estimation of such functionals based on [9].

Phase Method
The basic idea is to establish a stationary Markov
chain of distributions of Markov jump processes
(represented by the parameters of the intensity matrix
and initial distribution) where the stationary distribution is the conditional distribution of (π, T , J ) given
data X . Then, by ergodicity of the chain, we may estimate functionals, which are invariant under different
representation of the same phase-type distribution, by
averaging sample values of the functional obtained by
evaluating the functional for each draw of the stationary chain. As we get an empirical distribution for the
functional values, we may also calculate other statistics of interests such as credibility bounds for the
estimated functional.
As representations are not unique, there is no
hope for estimating parameters of the phase-type
distribution themselves since the representation may
shift several times through a series and averaging
over parameters would not make any sense.
First, we show how to sample trajectories of the
Markov jump processes underlying the phase-type
distributions, that is, how to sample a path J = j
given that the time of absorption is X = x. Here,
J = {Jt } denotes a Markov jump process and j , a
particular realization of one.
The algorithm is based on the Metropolis–Hastings algorithm and works as follows.
Algorithm 3.1
0. Generate a path {jt , t < x} from ∗x = (·|X ≥
x) by rejection sampling (reject if the process gets absorbed before time x and accept
otherwise).
1. Generate {jt , t < x} from ∗x = (·|X ≥ x) by
rejection sampling.
2. Draw U ∼ Uniform [0,1].

 ), then replace {j }
3. If U ≤ min(1, tjx− /tjx−
t t<x with
{jt }t<x .
4. GO TO 1.
After a certain burn-in period, the algorithm will
produce a stationary Markov chain of probability
distributions of Markov jump processes that get
absorbed by time X = x, that is, samples drawn from
(·|X = x). Then, any sample path of the Markov
jump process (beyond the burn-in time) may be considered a realization of how a Markov jump process
looks like, given that it gets absorbed at a specified
time.
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The Gibbs sampler, which generates the stationary
sequence of phase-type measures, alternates between
sampling from the conditional distribution of the
Markov jump processes J given (π, T ) and absorption times x1 , . . . , xn , and the conditional distribution
of (π, T ) given complete data J (and x1 , . . . , xn ,
which is of course contained in J and hence not
needed).
For the second step, we need to impose some
distributional structure on (π, T ). We choose constant
hyperparameters βi , νij , and ζi and specify a prior
density of (π, T ) as being proportional to
m

β −1

φ(π, T ) =

m

πi i
i=1

tiνi0 −1 exp(−ti ζi )

i=1
m

m

×

ν −1

tijij

exp(−tij ζi ).

(7)

i=1 j =1

j =i

It is easy to sample from this distribution since
π, ti , and tij are all independent with π Dirichlet
distributed and ti and tij are gamma distributed with
the same scale parameter.
The posterior distribution of (π, T ) (prior times
likelihood) then turns out to be of the same type.
Thus, the family of prior distributions is conjugate
for complete data, and the updating formulae for the
hyperparameters are
βi∗ = βi + Bi
νij∗ = νij + Nij
ζi∗ = ζi + Zi .

(8)

Thus, sampling (π, T ) given complete data J , we
use the updating formulas above and sample from the
prior with these updated parameters. Mixing problems may occur, for example, for multi-modal distributions, where further hyperparameters may have
to be introduced (see [9] for details). A program for
estimation of functionals of phase-type distributions
is available upon request from the author.
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MOGENS BLADT

Phase-type Distributions
Phase-type distributions have garnered much attention over the last 25 years as a popular way of generalizing beyond the exponential distribution while
retaining some of its important characteristics. In
fact, they are one of the most general classes of
distributions permitting a Markovian interpretation.
The phase-type family possesses nice analytical properties, and includes the exponential, combinations/
mixtures of exponentials, and Erlang distributions as
special cases. Moreover, phase-type distributions play
a major computational role in analyzing stochastic
processes due to the ability to derive algorithmically
tractable solution procedures. As a result, phase-type
distributions have been used extensively in many
areas of applied probability, namely, queueing theory and insurance ruin theory (see Ruin Theory).
Phase-type distributions were first introduced by
Marcel Neuts in 1975, but his 1981 book [4] has
become the standard reference for them. Thorough
treatments of phase-type distributions and their applications can also be found in other texts, including [1,
3, 5, 6]. In what follows, we present only a brief
overview of phase-type distributions and some of
their key properties.
Consider a Markov process (see Markov Chains
and Markov Processes) with transient states
{1, 2, . . . , m} and a single absorbing state m + 1.
Define the row vector α = (α1 , α2 , . . . , αm ), containing the initial probabilities αj of beginning in the
various transient states j = 1, 2, . . . , m. The components of α need not sum to 1, as the process may
start in the absorbing state with probability αm+1 . In
situations in which one is using a phase-type distribution to model a purely continuous quantity with
no probability mass at 0, αm+1 = 0. The infinitesimal
generator Q for this Markov process can be represented as


T t0
Q=
.
(1)
0 0
In (1), T is an m × m nonsingular matrix containing
the transition rates among the m transient states. The
diagonal entries of T are necessarily negative while
the other entries of T are nonnegative. t 0 is the m × 1
column vector of absorption rates into state m + 1
from the individual transient states. Necessarily, t 0 =
−T e, where e is an m × 1 column vector of ones.
Also, 0 is a 1 × m row vector of zeros.

If X represents the time to absorption into state
m + 1, then the random variable X is said to have a
(continuous) phase-type distribution with representation (α, T ). The cumulative distribution function of
X is given by
F (x) = 1 − α exp(T x)e

for

x ≥ 0,

(2)

where the matrix exponential in (2) is defined by
exp(T x) =

∞

xn
n=0

n!

T n.

(3)

Furthermore, X also has probability mass αm+1 at
x = 0, the density portion on (0, ∞) is given by
f (x) = α exp(T x)t 0 ,

(4)

Laplace–Stieltjes transform
f˜(s) = αm+1 + α(sI − T )−1 t 0

for Re(s) ≥ 0,
(5)

where I is an m × m identity matrix, and the nth
noncentral moment is given by
E{X n } = n!α(−T )−n e

for

n = 0, 1, 2, . . . . (6)

Computation of the above quantities is a routine task
with the aid of most mathematical software packages.
For an excellent treatment regarding the calculation of matrix exponentials, the interested reader is
directed to [2], pp. 160–162.
Numerous operations on phase-type distributions
lead again to distributions which are of phase type.
This is a very appealing quality of phase-type distributions. Among the many closure properties are the
following key ones we wish to highlight: (1) finite
n-fold convolutions of phase-type distributions are
again of phase type, (2) the equilibrium or integrated
tail distribution (i.e., forward recurrence time distribution) of a phase-type random variable is again
of phase type, and (3) geometric mixtures of n-fold
convolutions (or equivalently, compound geometric
distributions) of phase-type distributions are again of
phase type. The interested reader is directed to [4] for
rigorous proofs of these results.
Finally, we mention that a discrete analog to the
continuous phase-type distribution exists by considering the time to absorption X into state m + 1 in
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the discrete time Markov chain with initial probability vector (α, αm+1 ) and transition probability
matrix


T t0
P =
.
(7)
0 1
In (7), T is now a substochastic matrix and t 0 + T e =
e. The probability mass function pk = P r{X = k} of
discrete phase type is then defined by
p0 = αm+1 ,
pk = αT

k−1

(8)
t0

for

k ≥ 1.

(9)

It is readily verified that every discrete probability
distribution with finite support on the nonnegative
integers is of discrete phase type. Readers wanting more detail on discrete phase-type distributions
should consult [3, 4].
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STEVE DREKIC

Reliability Classifications
Distributions are fundamental to probability and
statistics. A lot of distributions have been proposed
in theory and application. In reliability, distributions
of nonnegative random variables that are called life
distributions, are used to describe the behaviors of the
lifetimes of devices and systems while in insurance
these life distributions are basic probability models
for losses or risks. Exponential, gamma, Pareto,
and Weibull distributions are examples of the life
distributions often used in reliability and insurance.
Although each distribution has a unique functional
expression, many different distributions share the
same distributional properties. For example, a gamma
distribution has a moment generating function and
hence is a light-tailed distribution while a Pareto
distribution has no moment generating function and
hence is a heavy-tailed distribution. However, if
the shape parameter of a gamma distribution is
less than one, both the gamma distribution and
the Pareto distribution have decreasing failure rate
functions. Indeed, to obtain analytic properties of
distributions and other related quantities, distributions
are often classified by interesting quantities or
criteria. In reliability, life distributions are usually
classified by failure rates and mean residual lifetime,
and equilibrium distributions or integrated tail
distributions. Various classes of life distributions
have been introduced according to these reliability
classifications. In reliability, the most commonly
used classes of life distributions are the classes
of IFR (increasing failure rate), IFRA (increasing
failure rate in average), NBU (new better than used),
NBUC (new better than used in convex ordering),
DMRL (decreasing mean residual life), NBUE (new
better than used in expectation), and HNBUE
(harmonic new better than used in expectation) with
their dual classes of DFR (decreasing failure rate),
DFRA (decreasing failure rate in average), NWU
(new worse than used), NWUC (new worse than
used in convex ordering), IMRL (increasing mean
residual life), NWUE (new worse than used in
expectation), and HNWUE (harmonic new worse
than used in expectation). These classes have also
been used extensively in other disciplines such as
queueing, insurance, and survival analysis; see, for
example, [1, 2, 17, 18, 23, 28, 29, 31, 32, 46] and
references therein.

In this article, we first give the definitions of these
classes of life distributions and then consider the
closure properties of these classes under convolution,
mixture, and compounding, which are the three most
important probability operations in insurance. Further
applications of the classes in insurance are discussed
as well.
A life distribution F = 1 − F is said to be an
IFR distribution if the function F (x + t)/F (t) is
decreasing in t ≥ 0 for each x ≥ 0; an IFRA distribution if the function − ln F (t)/t is increasing
in t ≥ 0; and an NBU distribution if the inequality
F (x + y) ≤ F (x)F (y) holds for all x, y ≥ 0.
Moreover,
a life distribution F with a finite mean
∞
µ = 0 F (x) dx > 0is said to be an NBUC
 ∞distribu∞
tion if the inequality x+y F (t) dt ≤ F (x) y F (t) dt
holds forall x, y ≥ 0; a DMRL distribution if the
∞
function x F (y) dy/F (x) is decreasing in x ≥ 0;
∞
an NBUE distribution if the inequality x F (y) dy ≤
µF (x) holds for all x ≥ 0; and an HNBUE distribu∞
tion if the inequality x F (y) dy ≤ µe−x/µ holds for
all x ≥ 0.
Further, by reversing the inequalities or the monotonicities in the definitions of IFR, IFRA, NBU,
NBUC, DMRL, NBUE, and HNBUE, the dual classes
of these classes are defined. They are the classes
of DFR distributions, DFRA distributions, NWU
distributions, NWUC distributions, IMRL distributions, NWUE distributions, and HNWUE distributions, respectively.
These classes physically describe the aging notions
of the lifetimes of devices or systems in reliability.
For example, if a life distribution F has a density f ,
then F is IFR (DFR) if and only if the failure rate
function λ(t) = f (t)/F (t) is increasing (decreasing)
in t ≥ 0; see, for example, [2]. Further, if X is the
lifetime of a device with distribution F , then F is
NBU if and only if
Pr{X > x + y|X > y} ≤ Pr{X > x}

(1)

holds for all x ≥ 0, y ≥ 0. The right side of (1) refers
to the survival probability of a new device while the
left side of (1) denotes the survival probability of
a used device. In addition, if F has a finite mean
µ > 0, then F is DMRL (IMRL) if and only if the
mean residual lifetime E(X − x|X > x) is decreasing (increasing) in x ≥ 0. For physical interpretations
of other reliability classifications, see [2, 29].
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In insurance, these classes of life distributions
have been used to classify the distributions of claim
sizes or risks and have appeared in many studies of
risk theory; see, for example, [17, 18, 27, 46] and
references therein. In fact, these classes have attracted
more and more attention in different disciplines such
as reliability, queueing theory, inventory theory,
and survival analysis; see, for example, [1, 2, 28,
29, 31, 32] and among others.
The implications among these classes are indicated
in the figure below.
The discussions of the implications and properties
of these classes can be found in [2, 13, 22, 29] and
references therein.
It is clear that a life distribution F with a finite
mean µ > 0 is HNBUE, the largest class among all
the seven classes, if and only if the equilibrium distrix
bution Fe (x) = 0 F (y) dy/µ, x ≥ 0 is less than an
exponential distribution with the same mean as that
of F in the first-order stochastic dominance order or
the usual stochastic order; see, for example, [29].
In fact, many of the reliability classifications can
be characterized in terms of stochastic orders and
by comparing a life distribution with an exponential
distribution; see [26, 29, 31] for details. Indeed, the
exponential distribution is one of the most important
distributions in insurance and reliability, and it is both
IFR and DFR. In addition, a gamma distribution with
the density function f (x) = λα x α−1 e−λx / (α), x ≥
0, λ > 0, α > 0, is DFR if the shape parameter α ≤ 1
and IFR if α ≥ 1. A Weibull distribution with the
distribution function F (x) = 1 − exp{−(λx)α }, x ≥
0, λ > 0, α > 0, is DFR if the shape parameter α ≤ 1
and IFR if α ≥ 1. A Pareto distribution with the
distribution function F (x) = 1 − (λ/λ + x)α , x ≥ 0,
α > 0, λ > 0, is DFR.
IFRA


−−−→

In reliability, systems consist of devices. The distributions of the lifetimes of systems consist of different distribution operators. Interesting systems or
distribution operators in reliability include the convolution of distributions, the mixture of distributions,
the distribution of maximum lifetimes or the lifetime of a parallel system that is equivalent to that
of the last-survival status in life insurance, and the
distribution of the minimum lifetimes or the lifetime
of a series system that is equivalent to that of the
joint-survival status in life insurance, and the distribution of the lifetime of a coherent system; see, for
example, [1, 2]. One of the important properties of
reliability classifications is the closure of the classes
under different distribution operators.
In risk theory and insurance, we are particularly
interested in the convolution, mixture, and compounding of probability models for losses or risks in
insurance. It is of interest to study the closure properties of the classes of life distributions under these
distributions operators.
The convolution of life
 ∞ distributions F1 and
F2 is given by F (x) = 0 F1 (x − y) dF2 (y), x ≥
0.
 The mixture distribution is defined by F (x) =
is a life
α∈A Fα (x) dG(α), x ≥ 0, where Fα
distribution with a parameter α ∈ A, and G is a
distribution on A. In the mixture distribution F , the
distribution G is often called the mixing distribution.
We say that a class C is closed under convolution if
the convolution distribution F ∈ C for all F1 ∈ C and
F2 ∈ C. We say that a class C is closed under mixture
if the mixture distribution F ∈ C when Fα ∈ C for
all α ∈ A. The closure properties of the classes of
IFR, IFRA, NBU, DMRL, NBUC, NBUE, HNBUE,
and their dual classes under convolution and mixture
have been studied in reliability or other disciplines.

NBU


IFR

NBUC




−−−→ NBUE

−−−→

HNBUE

DMRL
and
DFRA


−−−→

NWU


DFR



IMRL

NWUC −−−→

NWUE −−−→ HNWUE.

Reliability Classifications
We summarize the closure properties of the classes
in Table 1.
For the closures of IFR (DFR), IFRA (DFRA),
NBU (NWU), NBUE (NWUE), see [1–3, 5, 25]. The
discussions of the closures of DMRL (IMRL) can be
found in [5, 24]. The closures of NBUC (NWUC) are
considered in [12, 13, 20]. The closures of HNBUE
(NNWUE) are given in [22].
It should be pointed out that the mixture closure
in Table 1 means the arbitrary mixture closure as
defined above. However, for a special mixture such
as the mixture of distributions that do not cross, some
classes that are not closed under arbitrary mixture can
be closed under such a special mixture. For instance,
suppose that F (x) = α∈A Fα (x) dG(α), x ≥ 0 is the
mixture of NWU distributions Fα , α ∈ A with no two
distinct Fα1 , Fα2 crossing on (0, ∞), then F is NWU.
Also, NWUE is closed under such a special mixture;
see, for example, [2] for details.
A compound
distribution is given in the form of

(n)
p
F
(x), x ≥ 0, where F (n) is the nG(x) = ∞
n
n=0
fold convolution of a life distribution F and {pn , n =
0, 1, . . .} is a discrete distribution. The compound
distribution G is another important probability model
in insurance. It is often used to model the distribution
of the aggregate claim amount in an insurance portfolio. In general, it is difficult to obtain analytic properties for compound distributions. However, for some
special compound distributions, closure and aging
properties of these compound distributions have been
derived. One such compound distribution is the compound geometric distribution, which is one of the
most important compound distributions in risk theory
and applied probability; see, for example, [21, 46].
It is well-known that DFR is closed under geometric compounding; see, for example, [30]. For other
classes that are closed under geometric compounding, see [6, 32]. An important aging property of a
Table 1 Convolution and mixture closures of reliability classifications
Class

Convolution

Mixture

IFR (DFR)
IFRA (DFRA)
NBU (NWU)
DMRL (IMRL)
NBUC (NWUC)
NBUE (NWUE)
HNBUE (HNWUE)

Yes (no)
Yes (no)
Yes (no)
No (no)
Yes (no)
Yes (no)
Yes (no)

No
No
No
No
No
No
No

(yes)
(yes)
(no)
(yes)
(no)
(no)
(yes)
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compound geometric distribution is that a compound
geometric distribution is always an NWU distribution
whatever the underlying distribution F is; see, for
instance, [6, 32, 39] for various proofs. Applications
of this NWU property in risk theory can be found
in [7, 39, 46]. Further, Cai and Kalashnikov [10]
extended the NWU property to more general compound distributions, and they proved that a compound
distribution with a discrete strongly new worse than
used (DS-NWU) distribution {pn , n = 0, 1, 2, . . .} is
always an NWU distribution whatever the underlying distribution F is; see [10] for the definition of
a DS-NWU distribution and examples of DS-NWU
distributions. Further discussions of the aging properties of compound geometric distributions and their
applications in insurance can be found in [39, 40].
For more general compound distributions, Willmot
et al. [43] gave an expectation variation of the result
in [10] and showed that a compound distribution with
a discrete strongly new worse than used in expectation (DS-NWUE) distribution {pn , n = 0, 1, . . .} is
always an NWUE distribution whatever the underlying distribution F is; see [43] for details and
the definition of a DS-NWUE distribution. Further,
the closure properties of NBUE and NWUE under
more general compound distributions are considered
in [43].
When F belongs to some classes of life distributions, we can derive upper bounds for the
tail probability F = 1 − F . For instance, if F is
IFRA with mean µ > 0, then F (t) ≤ exp{−βt}, t >
µ, where β > 0 is the root of the equation 1 − βµ =
exp{−βt}; see, for example, [2]. Further, if F is
HNBUE with a mean µ > 0, then


µ−t
F (t) ≤ exp
, t > µ.
(2)
µ
See, for example, [22]. Bounds for the tail probability F when F belongs to other classes can be
found in [2]. In addition, bounds for the moments
of life distributions in these classes can be derived
easily. These moment inequalities can yield useful
results in identifying distributions. For example, if
X is a nonnegative random variable with HNBUE
(HNWUE) distribution F and mean µ > 0, then
of
EX 2 ≤ (≥)2µ2 , which implies that the coefficient
√
variation CX of X, defined by CX = VarX/EX,
satisfies CX ≤ (≥)1. This result is useful in discussing the tail thickness of a distribution; see, for
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example, [23, 46] for details. Thus, one of the applications of these closure properties is to give upper
bounds for the tail probabilities or the moments of
convolution, mixture, and compound distributions.
Some such applications can be found in [7, 9, 11,
46].
Another interesting application of the reliability classes in insurance is given in terms of the
Cramér–Lundberg asymptotics for the ruin probability in the compound Poisson risk model and tail
probabilities of some compound distributions. Willmot [36] generalized the Cramér–Lundberg condition and assumed that there exists an NWU distribution B so that
 ∞
(B(x))−1 dF (x) = 1 + θ,
(3)
0

where F is the integrated tail distribution of the
claim size distribution and θ > 0 is the safety loading
in the compound Poisson risk model. Under the
condition (3), Willmot [36] proved that the tail of
the NWU distribution B is the upper bound for the
ruin probability, which generalizes the exponential
Lundberg inequality and applies for some heavytailed claim sizes. Further, upper bounds for the
tail probabilities of some compound distributions
have been derived in terms of the tail of an NWU
distribution; see, for example, [8, 9, 11, 18, 37, 44,
45]. In addition, lower bounds for tail probabilities
for some compound distributions can be derived
when (3) holds for an NBU distribution B; see, for
example, [45, 46]. Further, an asymptotic formula
for the ruin probability in the compound Poisson
risk model can be given in terms of the tail of an
NWU distribution; see, for example, [38]. A review
of applications of the NWU and other classes of life
distributions in insurance can be found in [46].
In insurance, life distributions are also classified
by moment generating functions. We say that a life
distribution F is
 ∞light-tailed if its moment generating exists, or 0 esx dF (x) < ∞, for some s > 0
while F is said to be heavy-tailed if its moment
∞
generating function 0 esx dF (x) does not exist for
all s > 0. It should be pointed out that distributions in all the seven classes of IFR, IFRA, NBU,
DMRL, NBUC, NBUE, HNBUE are light-tailed. In
fact, if F ∈ HNBUE, the largest class among the
seven classes, then the inequality (2) implies that
∞
there exists some α > 0 such that 0 eαx dF (x) <
∞; see [8] for details.

However, there are some intersections between the
HNWUE class and the class of heavy-tailed distributions. It is obvious that there are both light-tailed
and heavy-tail distributions in the class of HNWUE
distribution. For example, the gamma distribution
with the shape parameter α less than one is both
DFR ⊂ HNWUE and light-tailed. On the other hand,
some distributions can be both HNWUE and heavytailed distributions. For instance, a Pareto distribution is both a DFR distribution and a heavy-tailed
distribution.
It is also of interest to note that all seven reliability
classes can be characterized by Laplace transforms.
Let F be a life distribution with F(0) = 0 and denote
∞
its Laplace transform by f˜(s) = 0 e−sx dF (x), s ≥
0. Define


(−1)n dn 1 − f˜(s)
, n ≥ 0, s ≥ 0.
an (s) =
n! ds n
s
(4)
Denote αn+1 (s) = s n+1 an (s) for n ≥ 0, s ≥ 0 with
α0 (s) = 1 for all s ≥ 0.
Then, the reliability classes can be characterized by the aging notions of the discrete sequence
{αn (s), n ≥ 1}. For example, let F be a life distribution with F (0) = 0, then F is IFR (DFR) if and only
if the sequence {αn (s), n ≥ 1} is log-concave (logconvex) in n for all s > 0; see, for example, [4, 34].
Other classes of life distributions can also be characterized by the sequence {αn (s), n ≥ 1}; see [4, 22,
34, 41] for details.
An important application of the characterizations
of the reliability classes in terms of the sequence
{αn (s), n ≥ 1} is to obtain analytic properties of
a mixed Poisson distribution, which is one of
the most important discrete distributions in insurance and other applied probability fields. For a discrete distribution {pn , n = 0, 1, . . .}, the discrete failure 
rate of {pn , n = 0, 1, . . .} is defined by hn =
pn / ∞
k=n pk , n = 0, 1, . . .; see, for example, [2, 29].
The discrete distribution {pn , n = 0, 1, . . .} is said to
be a discrete strongly increasing failure rate (DSIFR) distribution if the discrete failure rate hn is
increasing in n for n = 0, 1, 2 . . . . Similarly, the discrete distribution {pn , n = 0, 1, . . .} is said to be a
discrete strongly decreasing failure rate (DS-DFR)
distribution if the discrete failure rate hn is decreasing
in n for n = 0, 1, 2 . . . .

Reliability Classifications
Thus, let {pn , n = 0, 1, . . .} be a mixed Poisson
distribution with
 ∞ n −λt
λ e
pn =
dB(t), n = 0, 1, . . . ,
(5)
n!
0
where B is a distribution on (0, ∞), using the characterizations of IFR and DFR in terms of the sequence
{αn (s), n ≥ 1}, it can be proved that the mixed Poisson distribution {pn , n = 0, 1, . . .} is a DS-IFR (DSDFR) distribution if B is IFR (DFR). See, for example, [18]. When B belongs to other reliability classes,
the mixed Poisson distribution also has the corresponding discrete aging properties. See [18, 41, 46]
for details and their applications in insurance. In fact,
these discrete aging notions consist of the definitions
of the reliability classes of discrete distributions.
The discrete analogs of all the seven classes and
their dual classes can be found in [2, 14, 19, 22].
The implications between these classes of discrete
distributions can be discussed in a similar way to the
continuous cases. However, more details are involved
in the discrete cases. Some implications may be
different from the continuous cases. See, for example, [19, 46]. Most of the properties and results in
continuous cases are still valid in discrete cases. For
example, the convolution of two DS-IFR distributions is still a DS-IFR. See, for example, [2, 35].
Upper bounds for tail probabilities and moments of
discrete distributions can also be derived. See, for
example, [19].
As with the compound geometric distribution in
the continuous case, the discrete compound geometric
distribution is also a very important discrete distribution in insurance. Many analytic properties including
closure and aging properties of the discrete compound
geometric distribution have been derived. See, for
example, [33, 42]. For applications of the reliability
classes of discrete distributions in insurance, we refer
to [10, 18, 41, 42, 46], and references therein.
 ∞For a life distribution F with mean µ =
0 F (x) dx > 0, the equilibrium distribution of F is
x
defined by Fe (x) = 0 F (y) dy/µ, x ≥ 0. We notice
that the equilibrium distribution of a life distribution
appears in many studies of risk theory, reliability,
renewal theory, and queueing. Also, some reliability
classes can be characterized by the aging properties of
equilibrium distributions. For example, let F be a life
distribution with finite mean µ > 0, then F is DMRL
(IMRL) if and only if its equilibrium distribution
Fe is IFR (DFR). It is also of interest to discuss

5

aging properties of equilibrium distributions. Therefore, higher-order classes of life distributions can be
defined by considering the reliability classes for equilibrium distributions. For example, if the equilibrium
distribution Fe of a life distribution F is IFR (DFR),
we say that F is a 2-IFR (2-DFR) distribution. In
addition, F is said to be a 2-NBU (2-NWU) distribution if its equilibrium distribution Fe is NBU (NWU).
See [15, 16, 46] for details and properties of these
higher-order reliability classes. Application of these
higher-order classes of life distributions in insurance
can be found in [46] and references therein.
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Retention and
Reinsurance Programmes
Introduction
The main reason for an insurer to carry the reinsurance of most of its risks (by risk we mean a
policy, a set of policies, a portfolio or even the
corresponding total claims amount) is the protection
against losses that might create financial snags or
even insolvency. By means of reinsurance the insurance companies protect themselves against the risk
of large fluctuations in the underwriting result, thus
reducing the amount of capital needed to respond to
their liabilities. Of course, there are other reasons for
a company to perform reinsurance, for example, the
increase of underwriting capacity (due to the meeting of solvency requirements), incorrect assessment
of the risk, liquidity, and services provided by the
reinsurer.
There are several forms of reinsurance, the more
usual ones being quota-share reinsurance, the surplus treaty, excess-of-loss and stop loss. Another
kind of arrangement is the pool treaty (see Pooling
in Insurance), which, because of its characteristics,
does not come, strictly speaking, under the heading
‘forms of reinsurance’. Yet, one should make a reference to Borch’s work on the subject, that in a series
of articles [5, 6, 9, 11] has characterized the set of
Pareto optimal solutions in a group of insurers forming a pool to improve the situation vis-a-vis of the
risk. Borch proved that when the risks of the members of the pool are independent and when the utility
functions (see Utility Theory) are all exponential,
quadratic, or logarithmic the Pareto optimal contracts
become quota contracts.
When outlining a reinsurance scheme for a line of
business, an insurer will normally resort to several
forms of reinsurance. Indeed, there is no ideal type
of reinsurance applicable to all the cases. Each kind
of reinsurance offers protection against only certain
factors that have an effect on the claim distribution. For example, the excess-of-loss and the surplus
forms offer protection against big losses involving
individual risks. Yet, the former offers no protection at all against fluctuations of small to medium
amounts and the latter offers but little protection. For
any line of business, the insurer should identify all

the important loss potentials to seek a suitable reinsurance program. With a given reinsurance program
the annual gross risk, S, is split into two parts: the
retained risk, Y , also called retention and the ceded
risk, S − Y . The retention is the amount of the loss
that a company will pay. To be able to attain a certain
retention, the company incurs costs, which are the
premium loadings, defined by the difference between
the reinsurance premiums and the expected ceded
risks, associated to the several components of the
reinsurance program. Hence, in order to decide for a
given retention, a trade-off between the profitability
and safety will be the main issue.
As it was mentioned, a reinsurance program may
consist of more than one form of reinsurance. For
instance, in property insurance (see Property Insurance – Personal) it is common to start the reinsurance program by a facultative (see Reinsurance
Forms) proportional reinsurance arrangement (to
reduce the largest risks), followed by a surplus
treaty which homogenizes the remaining portfolio,
followed, possibly, by a quota-share (on the retention
of the surplus treaty) and followed, yet on a per risk
basis, by an excess-of-loss treaty (per risk WXL – per
risk Working excess-of-loss, see Working Covers).
As one event (such as a natural hazard) can affect
several policies at the same time, it is convenient
to protect the insurance company’s per risk retention
with a catastrophe excess-of-loss treaty (see Catastrophe Excess of Loss). Both the per risk and the
per event arrangements protect the company against
major losses and loss events. However, the accumulation of small losses can still have a considerable
impact on the retained reinsured business. Therefore,
an insurer might consider to include in his reinsurance
program a stop loss treaty or an aggregate XL (see
Stop-loss Reinsurance). Schmutz [39] provides a set
of rules of thumb for the calculation of the key figures
for each of the per risk reinsurance covers composing
a reinsurance program in property insurance.
Sometimes a company, when designing the
reinsurance program for its portfolios, arranges
an umbrella cover to protect itself against an
accumulation of retained losses under one or more
lines of insurance arising out of a single event,
including the losses under life policies.
Several questions arise when an insurer is deciding on the reinsurance of a portfolio of a given
line of business, namely which is the optimal form
of reinsurance? should a quota-share retention be
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protected by an excess-of-loss treaty? once the form
or forms of reinsurance are decided which are the
optimal retention levels? These kind of questions
have been considered in the actuarial literature for
many years.
Of course, the insurer and reinsurer may have conflicting interests, in the sense that in some situations,
both of them would fear the right tail of the claim
distributions (see [43]). Most of the articles on reinsurance deal with the problem from the viewpoint
of the direct insurer. They assume that the premium
calculation principle(s) used by the reinsurer(s) is
known, and attempt to calculate the optimal retention according to some criterion. In those articles, the
interests of the reinsurer(s) are protected through the
premium calculation principles used for each type of
treaty. There are however some articles that treat the
problem from both points of views, defining the set
of optimal treaties such that any other treaty is worse
for at least one of the parties (the direct insurer and
the reinsurer) as Pareto optimal. Martti Pesonen [38]
characterizes all Pareto optimal reinsurance forms as
being those where both Y and S − Y are nondecreasing functions of S.
We confine in this article to the problem from
the viewpoint of the cedent, and will divide the
results into two sections. The section that follows
concerns the results on optimal reinsurance, without limiting the arrangements to any particular form.
Under the last section, we analyze the determination of the retention levels under several criteria.
We start by just one form of reinsurance and proceed with the combination of a quota-share with a
nonproportional treaty (see Nonproportional Reinsurance). When we consider these combinations, we
shall study simultaneously the optimal form and the
optimal retention level.
The results summarized here are important from
the mathematical point of view and can help in
the designing of the reinsurance program. However,
with the fast development of computers, it is now
possible to model the entire portfolio of a company,
under what is known as DFA – Dynamic Financial
Analysis (see also [31, 35]), including the analysis
of the reinsurance program, modeling of catastrophic
events, dependences between random elements, and
the impact on the investment income. However, a
good understanding of uncertainties is crucial to the
usefulness of a DFA model, which shows that the
knowledge of the classical results that follow can be

of help to understand the figures that are obtained by
simulation in a DFA model.

The Optimal Form of Reinsurance
We will denote by a the quota-share retention level,
that is,
Y = aS =

N


aXi ,

(1)

i=1


(with 0i=1 = 0) where N denotes the annual number
of claims and Xi are the individual claim amounts,
which are supposed to be independent and identically
distributed random variables, independent of N .
The excess-of-loss and the stop loss retention levels, usually called retention limits, are both denoted
by M. The retention is for excess-of-loss reinsurance
(unlimited)
Y =

N


min(Xi , M),

(2)

i=1

and for stop loss reinsurance
Y = min(S, M).

(3)

Note that the stop loss contract assumed here is of
the form S − Y = (S − M)+ = max(S − M, 0), that
is, L = +∞ and c = 0 in the encyclopedia article
Stop loss.
In 1960, Borch [8] proved that stop loss minimizes
the variance of the retained risk for a fixed reinsurance risk premium. Similar results in favor of the
stop loss contract were developed later (see [29, 32,
33, 36, 37, 44]) under the pure premium assumption
or the premium calculated according to the expected
value principle (see Premium Principles).
A similar result in favor of the stop loss contract
was proved by Arrow [2], taking another approach to
optimal reinsurance: the expected utility criterion.
Hesselager [28] has proved that the stop loss contract is optimal based on the maximization of the
adjustment coefficient, again for a fixed reinsurance risk premium. Note that the maximization of
the adjustment coefficient is equivalent to the minimization of the upper bound of the probability of
ruin in discrete time and infinite horizon provided by
Lundberg inequality for the probability of ruin.
The behavior of the ruin probability as a function of
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the retentions is very similar to the behavior of the
adjustment coefficient, which makes it acceptable to
use Lundberg’s upper bound as an approximation to
the ultimate probability of ruin.
Recently, Gajek and Zadrodny [25], followed by
Kaluszka [30], have shown that the reinsurance arrangement that minimizes the variance of the retained
risk for a fixed reinsurance premium, when the loading of reinsurance premium used is based on the
expected value and/or on the variance of the reinsured risk, is of the form S − Y = (1 − r)(S − M)+ ,
with 0 ≤ r < 1, called in their articles change loss (it
is still a stop loss contract in the terminology of the
encyclopedia article Stop loss).
All these articles in favor of the stop loss contract are based on the assumption that the reinsurance
premium principle is calculated on S − Y , independently of the treaty, although Borch himself has
made, in [10], a number of negative remarks to his
result, namely at pages 293–295,
‘I do not consider this a particularly interesting
result. I pointed out at the time that there are two
parties to a reinsurance contract, and that an arrangement which is very attractive to one party, may be
quite unacceptable to the other.
...
Do we really expect a reinsurer to offer a stop loss
contract and a conventional quota treaty with the
same loading on the net premium? If the reinsurer
is worried about the variance in the portfolio he
accepts, he will prefer to sell the quota contract,
and we should expect him to demand a higher
compensation for the stop loss contract.’

About the same problem he writes [7], page 163:
‘In older forms of reinsurance, often referred as
proportional reinsurance, there is no real problem
involved in determining the correct safety loading of
premiums. It seems natural, in fact almost obvious,
that the reinsurance should take place on original
terms, and that any departure from this procedure
would need special justification.
...
In nonproportional reinsurance it is obviously not
possible to attach any meaning to “original terms”.
It is therefore necessary to find some other rule for
determining the safety loading.’

With respect to the same result Gerathewhol et al.
[26], page 393, say:
‘They presume either that the reinsurance premium
contains no safety loading at all or that the safety
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loading for all types of reinsurance is exactly equal,
in which case the “perfect” type of reinsurance for
the direct insurer would be stop loss reinsurance.
This assumption, however, is unrealistic, since the
safety loading charged for the nonproportional reinsurance cover is usually higher, in relative terms,
than it is for proportional reinsurance.’

There are other results in favor of other kinds of
reinsurance. Beard et al. [3] proved that the quotashare type is the most economical way to reach a
given value for the variance of the retained risk if
the reinsurer calculates the premium in such a way
that the loading increases according to the variance
of the ceded risk.
Gerber [27] has proved that of all the kinds of
reinsurance of which the ceded part is a function
of the individual claims, the excess-of-loss treaty is
optimal, in the sense that it maximizes the adjustment
coefficient, when the reinsurer premium calculation
principle used is the expected value principle and
the loading coefficient is chosen independently of the
kind of reinsurance.
Still under the same assumption on the reinsurance premium, if one only takes reinsurance schemes
based on the individual claims, excess-of-loss will be
optimal if the criterion chosen is the maximization of
the expected utility (see [12]).
In [25, 30], when the reinsurance scheme is confined to reinsurance based on the individual claims X,
the authors show that the optimal form is such that
the company cedes (1 − r)(X − M)+ of each claim.
Such results, which are significant in mathematical
terms, are nevertheless of little practical meaning,
since they are grounded upon hypotheses not always
satisfied in practice. Indeed, the loadings used on
the nonproportional forms of reinsurance are often
much higher than those of the proportional forms.
The reinsurance premium for the latter is assessed in
original terms (proportion of the premium charged by
the insurer), but this is not the case in the former ones.
In rather skew forms of reinsurance, such as stop loss
and CAT-XL, the reinsurer will often charge a loading
that may amount to several times the pure premium,
which is sometimes of an irrelevant amount.

The Optimal Retention Level
Most of the authors try to tackle the issue of the
assessment of the retention level, once the form of
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reinsurance is agreed upon. We will now summarize
some of the theoretical results concerning the determination of the optimal retention when a specific
scheme is considered for the reinsurance of a risk
(usually a portfolio of a given line of business).

Results Based on Moments
Results Based on the Probability of a Loss in One
Year. For an excess-of-loss reinsurance arrangement Beard et al. [4], page 146, state the retention
problem as the ascertainment of the maximum value
of M in such a way that it is granted, with probability
1 − , that the retained risk will not consume the initial reserve U during the period under consideration
(which is usually one year). For the effect they have
used the normal power approximation (see Approximating the Aggregate Claims Distribution), transforming the problem in a moment’s problem. An
alternative reference to this problem is Chapter 6
of [23]. They also provide some rules of thumb for
the minimum value of M.
In the example given by them, with the data
used through their book, the initial reserve needed
to achieve a given probability 1 −  is an increasing
function with the retention limit. However, this function is not always increasing. Still using the normal
power approximation and under some fair assumptions (see [18]), it was shown that it has a minimum,
which rends feasible the formulation of the problem
as the determination of the retention limit to minimize
the initial reserve that will give a one year ruin probability of at most . In the same article, it has been
shown that, if we apply the normal approximation to
the retained risk, Y = Y (M), the reserve, U (M), as
a function of the retention limit M, with M > 0, has
a global minimum if and only if
√
α>z

Var[N ]
,
E[N ]

(4)

where α is the loading coefficient on the excess-ofloss reinsurance premium (assumed to be calculated
according to the expected value principle), Var[N ]
is the variance of the number of claims, E[N ] is its
expected value and z = −1 (1 − ), where  stands
for the distribution function of a standard normal
distribution (see Continuous Parametric Distributions). The minimum is attained at the point M ∗ ,

where M ∗ is the unique solution to the equation

σY (M)
Var[N ] − E[N ] M
(1 − G(x)) dx
M=
α−
z
E[N ]
0
(5)
where σY (M) is the standard deviation of the
retained aggregate claims and G(·) is the individual
claims distribution. Note that in the Poisson case
(see Discrete Parametric Distributions), Var[N ] =
E[N ] and (5) is equivalent to M = ασY (M) /z.
See [18] for the conditions obtained when the
normal power is used instead of the normal
approximation. Note that although the use of the
normal approximation is questionable, because when
M increases the distribution of Y becomes skewer
and skewer, the optimal value given by (5) does not
differ much from the corresponding value obtained
when the approximation used is the normal power.
Results for Combinations of Two Treaties. Lemaire et al. [34], have proved that if the insurer can
choose from a pure quota-share treaty, a pure nonproportional treaty, excess-of-loss or stop loss, or a
combination of both and if the total reinsurance loading is a decreasing function with the retention levels,
then the pure nonproportional treaty minimizes the
coefficient of variation and the skewness coefficient
for a given loading. In the proof for the combination of quota-share with excess-of-loss, they have
assumed that the aggregate claims amount follows a
compound Poisson distribution (see Compound Distributions).
In an attempt to tackle the problems related to
the optimal form and the optimal retention simultaneously, in the wake of Lemaire et al. [34], Centeno [14, 15] studied several risk measures, such
as the coefficient of variation, the skewness coefficient and the variance of the retained risk for the
quota-share and the excess-of-loss or stop loss combination (of which the pure treaties are particular cases),
assuming that the premium calculation principles are
dependent on the type of treaty.
Let P be the annual gross (of reinsurance and
expenses) premium with respect to the risk S under
consideration. Let the direct insurer’s expenses be
a fraction f of P . By a combination of quotashare with a nonproportional treaty (either excessof-loss or stop loss) we mean a quota-share, with
the premium calculated on original terms with a
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commission payment at rate c, topped by an unlimited
nonproportional treaty with a deterministic premium
given by Q(a, M). Hence, the retained risk Y can be
regarded as a function of a and M and we denote it
Y (a, M), with
Y (a, M) =

N


min(aXi , M)

(6)

i=1

and the total reinsurance premium is
V (a, M) = (1 − c)(1 − a)P + Q(a, M).

(7)

Note that the stop loss treaty can, from the mathematical point of view be considered an excess-of-loss
treaty by assuming that N is a degenerate random
variable.
The insurer’s net profit at the end of the year is
W (a, M) with
W (a, M) = (1 − f )P − V (a, M) − Y (a, M).

(8)

Note also that Y (a, M) = aY (1, M/a), which implies
that the coefficient of variation and the skewness
coefficient of the retained risk, CV [Y (a, M)] and
γ [Y (a, M)] respectively, will depend on a and M
only through M/a. Using this fact, it was first shown,
under very fair assumptions on the moments of the
claim number distribution (fulfilled by the Poisson,
binomial, negative binomial, and degenerate random
variable (see Discrete Parametric Distributions)),
that both the coefficient of variation and the skewness
coefficient of the retained risk, are strictly increasing
functions of M/a, which implies that the minimization of the coefficient of variation is equivalent to the
minimization of the skewness coefficient and equivalent to minimizing M/a. These functions were then
minimized under a constraint on the expected net
profit, namely
E[W (a, M)] ≥ B,

(9)

with B a constant.
Assuming that (1 − c)P − E[S] > 0, that B >
(c − f )P and that B < (1 − f )P − E[S], the main
result is that the optimal solution is a pure nonproportional treaty (with M given by the only solution
to E[W (1, M)] = B) if the nonproportional reinsurance premium is calculated according to the expected
value principle or the standard deviation principle

5

(see Premium Principles), but this does not need
to be the case if the nonproportional reinsurance
premium is calculated according to the variance
principle (see Premium Principles). In this case,

the solution is given by the only point (
a , M),
satisfying





2[(f − c)P + B]
,1
.
[(1 − c)P − E[S]]

E[W (â, M̂)] = B
â = min

(10)

Note that the main difference between this result and
the result obtained in [34] is that by calculating the
premiums of the proportional and nonproportional
treaties separately, the isocost curves (set of points
(a, M) defined by having a constant loading, or which
is the same originating the same expected profit) are
not necessarily decreasing.
The problem of minimizing the variance of the
retained risk with a constraint of type (9) on the
expected profit was also considered in [15]. The problem is however, from the mathematical point of view,
a more difficult one than the problems considered
first. The reason is that the variance of Y (a, M)
is not a convex function (not even quasi-convex)
of the retention levels a and M. By considering
that the excess-of-loss reinsurance premium is calculated according to the expected value principle, and
assuming that Var[N ] ≥ E[N ] (not fulfilled by the
degenerate random variable) the problem was solved.
The solution is never a pure quota-share treaty. It is
either a combination of quota-share with excess-ofloss or a pure excess-of-loss treaty, depending on the
loadings of both premiums. If quota-share is, in the
obvious sense, at least as expensive as excess-of-loss,
that is, if
(1 − c)P ≥ (1 + α)E[S],

(11)

then, quota-share should not make part of the reinsurance arrangement.
Note that assuming that the quota-share treaty is
based on the original terms with a commission, could,
from the mathematical point of view, be considered
that it is calculated according to the expected value
principle or the standard deviation principle (both are
proportional to 1 − a).
In a recent article, Verlaak and Beirlant [45] study
combinations of two treaties, namely, excess-of-loss
(or stop loss) after quota-share, quota-share after

6

Retention and Reinsurance Programmes

excess-of-loss (or stop loss), surplus after quotashare, quota-share after surplus and excess-of-loss
after surplus. The criterion chosen was the maximization of the expected profit with a constraint
on the variance of the retained risk. The criterion
is equivalent, in relative terms, to the one considered in [15] (minimization of the variance with
a constraint on the expected profit). They have
assumed that the premium calculation principle is the
expected value principle and that the loading coefficient varies per type of protection. They provide the
first order conditions for the solution of each problem. It is to emphasize that the surplus treaty is for
the first time formalized in the literature on optimal
reinsurance.

Results Based on the Adjustment Coefficient or the
Probability of Ruin
Waters [47], studied the behavior of the adjustment
coefficient as a function of the retention level either
for quota-share reinsurance or for excess-of-loss reinsurance.
Let θ be the retention level (θ is a for the
proportional arrangement and M for the nonproportional). Let Y (θ) be the retained aggregate annual
 the
claims, V (θ) the reinsurance premium, and P
annual gross premium, net of reinsurance, but liquid
of expenses. Assuming that the moment generating
function of the aggregate claims distribution exists
and that the results from different years are independent and identically distributed, the adjustment
coefficient of the retained claims is defined as the
unique positive root, R = R(θ), of
P −V (θ))
= 1.
E eRY (θ)−R(

(12)

For the proportional treaty and under quite fair
assumptions for the reinsurance premium, he showed
that the adjustment coefficient is a unimodal function of the retention level a, 0 < a ≤ 1, attaining its
maximum value at a = 1 if and only if
lim

a→1

dV (a) R(1)
e P + E[SeR(1)S ] ≤ 0.
da

(13)

He also proved that a < 1 when the premium calculation principle is the variance principle or the
exponential principle.
For the excess-of-loss treaty, and assuming that
the aggregate claims are compound Poisson with

individual claim amount distribution G(·), he proved
that if the function
q(M) = (1 − G(M))−1

dV (M)
dM

(14)

is increasing with M then R(M) is unimodal with the
retention limit M. If V (M) is calculated according to
the expected value principle with loading coefficient
α, then the optimal retention is attained at the unique
point M satisfying
M = R −1 ln(1 + α),

(15)

where R is the adjustment coefficient of the retained
risk, that is, the optimal M is the only positive root of
 ∞
 − λ(1 + α)
P
(1 − G(x)) dx

−λ

M
M

exM

−1

ln(1+α)

(1 − G(x)) dx = 0.

(16)

0

The finite time ruin probability or its respective upper
bound are used in [19, 21, 42].
For a combination of quota-share with an excessof-loss treaty, confining to the case when the excessof-loss premium is calculated by the expected value
principle with loading coefficient α, Centeno [16,
20], has proved that the adjustment coefficient of the
retained risk is a unimodal function of the retentions
and that it is maximized either by a pure excessof-loss treaty or a combination of quota-share with
excess-of-loss but never by a pure quota-share treaty.
If (11) holds, that is, if excess-of-loss is in the obvious
sense cheaper than quota-share, then the optimal
solution is a pure excess-of-loss treaty. See [16, 20]
for details on the optimal solution for the general
case.

The Relative Risk Retention
Although all the results presented before concern only
one risk (most of the times, a portfolio in a certain line of business), the first problem that arises
in methodological terms is to decide whether reinsurance is to be carried independently for each risk
or if the reinsurance set of programs of an insurance company should be considered as a whole.
Although it is proved in [17], that the insurer maximizes the expected utility of wealth of n independent
risks, for an exponential utility function, only if the
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expected utility for each risk is maximized, such a
result is not valid in a general way; this is particularly true in the case of a quadratic or logarithmic
utility function, and so the primary issue remains
relevant.
It was de Finetti [24] who first studied the problem of reinsurance when various risks are under
consideration. He took into account the existence of
n independent risks and a quota-share reinsurance for
each one of them and he solved the problem of the
retention assessment using the criterion of minimizing the variance of the retained risk within the set
of solutions for which the retained expected profit is
a constant B. Let Pi be the gross premium (before
expenses and reinsurance) associated to risk Si and
ci the commission rate used in the quota-share treaty
with retention ai , 0 ≤ ai ≤ 1, i = 1, 2, . . . , n. Let
(1 − ci )Pi > E[Si ], that is, the reinsurance loading
is positive. The solution is

[(1 − ci )Pi − E[Si ]]
ai = min µ
,1 ,
Var[Si ]
i = 1, 2, . . . , n

(17)

The value of µ depends on the value chosen for B,
that is, depends on the total loading that a company
is willing to pay for the reinsurance arrangements.
For the choice of B, he suggested to limit the ruin
probability to a value considered acceptable by the
insurance company. A similar result is obtained by
Schnieper [41] by maximizing the coefficient of variation of the retained profit (called in the cited paper
net underwriting risk return ratio).
The relation between the retentions ai , i = 1, . . . n,
is called the relative retention problem. The choice
of µ (or equivalently of B) is the absolute retention
problem. From (17) we can conclude that the retention for each risk should be directly proportional to
the loading on the treaty and inversely proportional
to the variance of the risk (unless it hits the barrier
ai = 1).
Bülhmann [13] used the same criterion for excessof-loss reinsurance. When Si is compound-distributed
with claim numbers Ni and individual claims distribution Gi (·), the loading is a proportion αi of the
expected ceded risk, the retention limits should satisfy

Var[Ni ] − E[Ni ] Mi
(1 − Gi (x)) dx.
Mi = µαi −
E[Ni ]
0
(18)
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Note that when each Ni , i = 1, . . . , n, is Poisson
distributed (Var[Ni ] = E[Ni ]) the reinsurance limits
should be proportional to the loading coefficients αi .
See also [40] for a more practical point of view on
this subject.
The problem can be formulated in a different way,
considering the same assumptions. Suppose that one
wishes to calculate the retention limits to minimize
the initial reserve, U (M), M = (M1 , . . . , Mn ), that
will give a one year ruin probability of at most .
Using the normal approximation and letting z be
defined by (z) = 1 −  one gets that the solution is
Mi =

σY (M)
z

×

αi −

Mi

Var[Ni ] − E[Ni ]
E[Ni ]

(1 − Gi (x)) dx.

(19)

0

which are equivalent to (18) with
µ=

σY (M)
z

.

Note that (19) generalizes (5) for several risks.
Hence the principle of determining retentions, usually stated as minimum variance principle, or meanvariance criterion, provides the retentions in such a
way that the initial reserve necessary to assure with
the given probability that it is not absorbed during the
period under consideration is reduced to a minimum
(using the normal approximation).
Waters [46] solved, for the compound Poisson
case, the problem of determining the retention limits
of n excess-of-loss treaties in such a way as to maximize the adjustment coefficient, the very same criterion being adopted by Andreadakis and Waters [1] for
n quota-share treaties. Centeno and Simões [22] dealt
with the same problem for mixtures of quota-share
and excess-of-loss reinsurance. They proved in these
articles that the adjustment coefficient is unimodal
with the retentions and that the optimal excess-of-loss
reinsurance limits are of the form
Mi =

1
ln(1 + αi ),
R

(20)

where R is the adjustment coefficient of the retained
risk. Again the excess-of-loss retention is increasing
with the loading coefficient, now with ln(1 + αi ).
All these articles assume independence of
the risks. de Finetti [24] discusses the effect of
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correlation. Schnieper [41] deals with correlated risks
also for quota treaties.

[20]

[21]
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Beard, R.E., Pentikäinen, T. & Pesonen, E. (1977). Risk
Theory, 2nd Edition, Chapman & Hall, London.
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DE

LOURDES CENTENO

Ruin Theory
Classical ruin theory studies insurer’s surplus, the
time of ruin, and their related functionals arising from
the classical continuous-time risk model.
The classical continuous-time risk model for
an insurance portfolio over an extended period of
time can be described as follows. The number of
claims process from the insurance portfolio follows
a Poisson process N (t) with intensity λ. Let Xi
represent the claim amount for the ith individual
claim. It is assumed that these individual claim
amounts X1 , X2 , . . ., are positive, independent, and
identically distributed with the common distribution
function P (x), and that they are independent of the
number of claims process N (t). Thus, the aggregate
claims process from the insurance portfolio S(t) =
X1 + X2 + · · · + XN(t) , with the convention S(t) =
0 if N (t) = 0, is a compound Poisson process,
where S(t) represents the aggregate claims amount
up to time t. The mean and the variance of S(t)
are E{S(t)} = λp1 t and Var{S(t)} = λp2 t, where p1
and p2 are the first two moments about the origin
of X, a representative of the claim amounts Xi ’s.
Suppose that the insurer has an initial surplus u ≥
0 and receives premiums continuously at the rate
of c per unit time. The insurer’s surplus process
is then U (t) = u + ct − S(t). Risk aversion of the
insurer implies that the premium rate c exceeds the
expected aggregate claims per unit time, that is, c >
E{S(1)} = λp1 . Let θ = [c − E{S(1)}]/E{S(1)} > 0
or c = λp1 (1 + θ). Thus, θ is the risk premium for
the expected claim of one monetary unit per unit time
and is called the relative security loading.
Consider now the first time when the surplus drops
below the initial surplus u, that is, T1 = inf{t; U (t) <
u}. The amount of the drop is L1 = u − U (T1 ) and
the surplus at time T1 reaches a record low. It can
be shown that the distribution of L1 , given the drop
occurs, is the integrated tail distribution of the
individual claim amount distribution
fL1 (x) =

1 − P (x)
,
p1

x > 0.

(1)

Similarly, we may describe a drop below the
record low each time the surplus process reaches
a new record low as follows. For i = 2, 3 . . ., Ti =
inf{t; U (t) < U (Ti−1 ), t > Ti−1 } is the time when the
ith drop occurs. Also, Li = U (Ti−1 ) − U (Ti ) is the

amount of the ith drop. See the figure in the article
Beekman’s convolution formula. The independent
increments property of the Poisson process implies
that the drops Li , i = 1, 2, . . ., given that they occur,
are independent, and identically distributed with a
common density given by (1). Furthermore, let L =
maxall t>0 {S(t) − ct}. Then L is the total amount of
drops over time and it is called the maximal aggregate
loss. Obviously,
L = L1 + L2 + · · · + LM ,

(1a)

where M = max{i; Ti < ∞}, the total number of
drops. The independent-increments property again
ensures that M is geometrically distributed with
parameter Pr{M > 0}, and the independence between
N (t) and the individual claims Xi ’s implies that the
drops Li ’s are independent of M. In other words, L
is compound geometrically distributed. As a result,
the distribution of L can explicitly be expressed as a
series of convolutions, which is often referred to as
Beekman’s convolution formula [5].
The time of ruin is defined as T = inf{t; U (t) <
0}, the first time when the surplus becomes negative.
The probability that ruin occurs, ψ(u) = Pr{T < ∞},
is referred to as the probability of ruin (in infinite
time). With the independent-increments property of
the Poisson process, it can be shown that the probability of ruin ψ(u) satisfies the defective renewal
equation
 u
1
ψ(u − x)fL1 (x) dx
ψ(u) =
1+θ 0
 ∞
1
+
fL1 (x) dx.
(2)
1+θ u
Two immediate implications are (a) ψ(0) = 1/
(1 + θ ) and (b) ψ(u) is the tail probability of a
compound geometric distribution with the geometric
distribution having the probability function

n
1
θ
, n = 0, 1, . . . ,
(3)
1+θ 1+θ
and the summands having the density function (1).
The compound geometric representation of ψ(u)
enables us to identify the geometric parameter of the
maximal aggregate loss distribution. Since the event
{T < ∞} is the same as the event {L > u}, we have
that ψ(u) = Pr{T < ∞} = Pr{L > u}. In particular,
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for the case of u = 0, the time of the first drop T1 is
the time of ruin and
Pr{M > 0} = Pr{T1 < ∞} = Pr{L > 0}
= ψ(0) =

1
.
1+θ

(4)

Thus, the number of drops follows the geometric distribution given in (3). Consequently, the
Laplace–Stieltjes transform of L is given by
f˜L (z) =

θp1 z
,
p̃(z) + (1 + θ)p1 z − 1

(5)

where p̃(z) is the Laplace–Stieltjes transform of
P (x). The formula (5) thus allows a closed-form
expression for the probability of ruin when the individual claim amount has a distribution that is a
combination of several exponential distributions.
As the probability of ruin is the solution of the
defective renewal equation (2), methods for renewal
equations may be applicable for the probability of
ruin. Let κ exists and satisfy
 ∞
eκx fL1 (x) dx = 1 + θ.
(6)
0

The quantity κ is called the Lundberg adjustment
coefficient (−κ is called the Malthusian parameter in
the demography literature) and it can be alternatively
expressed as
 ∞
eκx dP (x) = 1 + (1 + θ)p1 κ,
(7)
0

in terms of the individual claim amount distribution.
Equation (7) shows that −κ is the largest negative
root of the denominator of (5). The Lundberg adjustment coefficient κ plays a central role in the analysis
of the probability of ruin and in classical ruin theory
in general. For more details on the Lundberg adjustment coefficient, (see Adjustment Coefficient and
Cramér–Lundberg Condition and Estimate). The
Key Renewal Theorem shows that
ψ(u) ∼

θp1
e−κu ,
E{XeκX } − (1 + θ)p1

as

u → ∞.
(8)

Moreover, a simple exponential upper bound, called
the Lundberg bound, is obtainable in terms of the
Lundberg adjustment coefficient κ and is given by
ψ(u) ≤ e−κu ,

u ≥ 0.

(9)

The above classical results may be found in [6, 7, 9,
23], or other books on insurance risk theory. These
results may also be found in the queueing context,
as the compound Poisson risk model described above
is essentially the same as the M/G/1 queue. The
ith claim amount Xi is interpreted as the ith service time. The ith drop amount is the ith ladder
height and the distribution of the drop amount is
hence called the ladder height distribution. We remark
that a ladder height is usually defined as an unconditional random variable in queueing theory, and it
includes zero that corresponds to the case of no new
height. As a result, the density for a positive ladder height is fL1 (x)/(1 + θ). The maximal aggregate
loss L is then the equilibrium actual waiting time
and its Laplace transform (5) is referred to as the
Pollaczek–Khintchine transform equation. Other versions of the Pollaczek–Khintchine formula include
the mean of L and the distribution of the number of
customers in the system in equilibrium. See Chapter 5
of [35] for details.
There is an extensive literature on probabilistic
properties of the time of ruin and its two related quantities: the surplus immediately before ruin U (T −),
where T − is the left limit of T , and the deficit at
ruin |U (T )|.
The probability of ruin ψ(u) has a closed-form
expression for several classes of individual claim
amount distributions, in addition to the exponential class. A closed-form expression of ψ(u) for the
individual claim amount distribution as a combination of a finite number of exponentials was obtained
in [19, 25]. Lin and Willmot [38] derive a closedform expression when the claim amount distribution
is a mixture of Erlang distributions. A closed-form
expression for ψ(u), in general, does not exist but
ψ(u) may be expressed as a convolution series as
in [44, 50]. We may also use approximations, and
in this case, the combination of two exponentials
and the mixture of Erlang distributions become useful. Tijms [48] shows that any continuous distribution
may be approximated by a mixture of Erlang distributions to any given accuracy. Willmot [52] shows
that when the integrated tail distribution of the
claim amount is New Worse than Used in Convex
ordering (NWUC) or New Better than Used in Convex ordering (NBUC), ψ(u) may be approximated
using the tail of a mixture of two exponentials by
matching the probability mass at zero, its mean, and
its asymptotics to those of the maximal aggregate
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loss (this approximation is referred to as the Tijms
approximation as it was suggested by Tijms [48]).
Thus, a proper mixture of two exponentials for the
claim amount may be used such that the resulting probability of ruin is the Tijms approximation.
Refined and improved bounds on ψ(u), as compared
to (9), are available. For instance, if the claim amount
is NWUC (NBUC)
ψ(u) ≤ (≥)

1 −κu
e ,
1+θ

u ≥ 0,

(10)

and if only a finite number of moments of the claim
amount exist,
ψ(u) ≤ (1 + κx)−m ,

u ≥ 0,

(11)

where m is the highest order of the moment and κ
satisfies
 ∞
1+θ =
(1 + κx)m fL1 (x) dx.
(12)
0

For more refined and improved bounds, see [23, 33,
34, 36, 47, 51, 53].
The distribution of the time of ruin T is of
interest not only in its own right but also because its
(defective) distribution function, ψ(u, t) = Pr{T ≤
t}, may be interpreted as the probability of ruin in
finite time. However, it is difficult to analyze the
distribution due to its complexity. In the simplest case
where the individual claim amount is exponential, the
density of T is an infinite series of modified Bessel
functions of the first kind [17, 49]. The research
has hence mainly focused on the numerical valuation
of the probability of ruin in finite time. Numerical
algorithms for the probability of ruin in finite time
as well as in infinite time may be found in [9–11,
13–15]. All the algorithms involve the discretization
of time and the claim amount in some ways.
The moments of the time of ruin may be calculated
recursively. Let ψk (u) = E[T k I (T < ∞)] be the kth
defective moment of T , where I (T < ∞) = 1 if
T < ∞ and I (T < ∞) = 0 if otherwise. Delbaen [8]
shows that ψk (u) exists if the (k + 1)th moment
of the claim amount exists. Lin and Willmot [38]
show that ψk (u) satisfies the following recursive
relationship: for k = 1, 2, 3, . . .,
 u
1
ψk (u − x)fL1 (x) dx
ψk (u) =
1+θ 0

k ∞
+
ψk−1 (x) dx,
(13)
c u
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with ψ0 (u) = ψ(u). The defective renewal equation (13) allows ψk (u) to be explicitly expressed
in terms of ψk−1 (u) [37, 38]. The explicit expression of ψ1 (u) is also obtained by [42] (also in [41])
using a martingale argument. Algorithms on solving
the moments of the time of ruin using (13) are discussed in [16, 18]. Picard and Lefèvre [40] also give
a numerical algorithm for the moments of the time
of ruin when the claim amount is discrete.
A number of papers have considered the joint distribution and moments of the surplus before ruin
U (T −) and the deficit at ruin |U (T )|. Gerber,
Goovaerts, and Kaas [25] derive the distribution
function of the deficit at ruin in terms of the convolutions of the first drop distribution. Dufresne and
Gerber [20] express the joint density of U (T −) and
|U (T )| in terms of the marginal density of the surplus
U (T −). Using the result of Dufresne and Gerber,
Dickson [12] gives the joint density of U (T −) and
|U (T )|
f (x, y)

ψ(u − x) − ψ(u)
λ


,
 p(x + y)
c
1 − ψ(0)
= λ
1 − ψ(u)


,
 p(x + y)
c
1 − ψ(0)

x≤u
(14)
x>u

An expected discounted penalty function introduced
by Gerber and Shiu [28] provides a unified treatment
of the joint distribution of the time of ruin T , the
surplus U (T −) and the deficit |U (T )|, and related
functionals. The expected discounted penalty function
is defined as
(u) = E[e−δT w(U (T −), |U (T )|)I (T < ∞)], (15)
where w(x, y) is the penalty for a surplus amount of
x before ruin and a deficit amount of y at ruin, and δ
is a force of interest. The probability of ruin ψ(u) and
the joint distribution of U (T −) and |U (T )| are the
special cases of the expected discounted penalty function. The former is obtained with w(x, y) = 1 and
δ = 0, and the latter with w(x, y) = I (x ≤ u, y ≤ v)
for fixed u and v, and δ = 0. With other choices of
the penalty w(x, y), we obtain the Laplace transform of T with δ being the argument, mixed and
marginal moments of U (T −) and |U (T )|, and more.
Gerber and Shiu [28] show that the expected discounted penalty function (u) satisfies the following
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defective renewal equation

 ∞
λ u
(u − x)
e−ρ(y−x) dP (y) dx
(u) =
c 0
x
 ∞
 ∞
λ
+ eρu
e−ρx
w(x, y − x) dP (y) dx.
c
u
x
(16)

([1], Chapter 7 of [4], Section 6.4 of [7, 24, 31, 32,
39]), and the use of a Lévy process for the surplus
process [21, 22, 26, 55].
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Bühlmann, H. (1970). Mathematical Methods in Risk
Theory, Springer-Verlag, New York.
Delbaen, F. (1990). A remark on the moments of ruin
time in classical risk theory, Insurance: Mathematics and
Economics 9, 121–126.
De Vylder, F.E. (1996). Advanced Risk Theory: A SelfContained Introduction, Editions de L’Universite de
Bruxelles, Brussels.
De Vylder, F.E. & Goovaerts, M.J. (1988). Recursive
calculation of finite time survival probabilities, Insurance: Mathematics and Economics 7, 1–8.
De Vylder, F.E. & Marceau, E. (1996). Classical numerical ruin probabilities, Scandinavian Actuarial Journal
109–123.
Dickson, D.C.M. (1992). On the distribution of surplus
prior to ruin, Insurance: Mathematics and Economics 11,
191–207.
Dickson, D.C.M., Egı́dio dos Reis, A.D. & Waters, H.R.
(1995). Some stable algorithms in ruin theory and their
applications, ASTIN Bulletin 25, 153–175.
Dickson, D. & Waters, H.R. (1991). Recursive calculation of survival probabilities, ASTIN Bulletin 21,
199–221.
Dickson, D. & Waters, H.R. (1992). The probability and
severity of ruin in finite and in infinite time, ASTIN
Bulletin 22, 177–190.
Dickson, D. & Waters, H. (2002). The Distribution
of the Time to Ruin in the Classical Risk Model,
Research Paper No. 95, Centre for Actuarial Studies,
The University of Melbourne, Melbourne, Australia.
Drekic, S. & Willmot, G.E. (2003). On the density and
moments of the time of ruin with exponential claims,
ASTIN Bulletin; in press.

Ruin Theory
[18]

[19]

[20]

[21]

[22]

[23]

[24]

[25]

[26]

[27]

[28]

[29]
[30]
[31]

[32]

[33]
[34]

[35]
[36]

Drekic, S., Stafford, J.E. & Willmot, G.E. (2002).
Symbolic Calculation of the Moments of the Time
of Ruin, IIPR Research Report 02–16, Department of
Statistics and Actuarial Science, University of Waterloo,
Waterloo, Canada.
Dufresne, F. & Gerber, H. (1988). The probability and
severity of ruin for combinations of exponential claim
amount distributions and their translations, Insurance:
Mathematics and Economics 7, 75–80.
Dufresne, F. & Gerber, H. (1988). Surpluses immediately before and at ruin, the amount of claim causing
ruin, Insurance: Mathematics and Economics 7, 75–80.
Dufresne, F. & Gerber, H. (1991). Risk theory for the
compound Poisson process that is perturbed by diffusion,
Insurance: Mathematics and Economics 12, 9–22.
Dufresne, F., Gerber, H. & Shiu, E.S.W. (1991). Risk
theory with the Gamma process, ASTIN Bulletin 21,
177–192.
Gerber, H. (1979). An Introduction to Mathematical
Risk Theory, S.S. Huebner Foundation, University of
Pennsylvania, Philadelphia.
Gerber, H. (1981). On the probability of ruin in the
presence of a linear dividend barrier, Scandinavian
Actuarial Journal, 105–115.
Gerber, H., Goovaerts, M. & Kaas, R. (1987). On the
probability and severity of ruin, ASTIN Bulletin 17,
151–163.
Gerber, H. & Landry, B. (1998). On the discounted
penalty at ruin in a jump-diffusion and the perpetual
put option, Insurance: Mathematics and Economics 22,
263–276.
Gerber, H. & Shiu, E.S.W. (1997). The joint distribution
of the time of ruin, the surplus immediately before
ruin, and the deficit at ruin, Insurance: Mathematics and
Economics 21, 129–137.
Gerber, H. & Shiu, E.S.W. (1998). On the time value
of ruin, North American Actuarial Journal 2, 48–72;
Discussions, 72–78.
Grandell, J. (1991). Aspects of Risk Theory, SpringerVerlag, New York.
Grandell, J. (1997). Mixed Poisson Processes, Chapman
& Hall, London.
Højgaard, B. (2002). Optimal dynamic premium control
in non-life insurance: maximizing dividend payouts,
Scandinavian Actuarial Journal, 225–245.
Højgaard, B. & Taskar, M. (1999). Controlling risk
exposure and dividends payout schemes: insurance company example, Mathematical Finance 9, 153–182.
Kalashnikov, V. (1996). Two-sided bounds of ruin
probabilities, Scandinavian Actuarial Journal (1), 1–18.
Kalashnikov, V. (1997). Geometric Sums: Bounds for
Rare Events with Applications, Kluwer Academic Publishers, Dordrecht.
Kleinrock, L. (1975). Queueing Systems, Volume 1:
Theory, John Wiley, New York.
Lin, X. (1996). Tail of compound distributions and
excess time, Journal of Applied Probability 33, 184–195.

[37]

[38]

[39]

[40]

[41]

[42]

[43]
[44]

[45]

[46]

[47]

[48]
[49]
[50]

[51]

[52]

[53]

[54]

[55]

5

Lin, X. & Willmot, G.E. (1999). Analysis of a defective
renewal equation arising in ruin theory, Insurance:
Mathematics and Economics 25, 63–84.
Lin, X. & Willmot, G.E. (2000). The moments of the
time of ruin, the surplus before ruin and the deficit at
ruin, Insurance: Mathematics and Economics 27, 19–44.
Paulsen, J. & Gjessing, H. (1997). Optimal choice of
dividend barriers for a risk process with stochastic return
on investments, Insurance: Mathematics and Economics
20, 215–223.
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Scale Distribution
Claims are often modeled with parametric distributions ([3], Chapter 2). Some parametric distributions
have the following property. Suppose X has a particular parametric distribution with parameter θ. Let
Y = cX be a new random variable. Further suppose
that Y happens to also have that parametric distribution, but with parameter θ ∗ . If this is true for all
θ and all c > 0, then this parametric distribution is
said to be a scale distribution. There are two main
advantages to choosing a scale distribution:
1. If inflation is uniformly applied to a such a
distribution, the resulting random variable has
the same distribution (but with a different parameter).
2. Changes in monetary units do not change the
distribution.
This is true for the Pareto distribution, as outlined
below.
FY (y) = Pr(Y ≤ y) = Pr(cX ≤ y)


y 
X≤y
= Pr
= FX
c
c

 θ1
θ2
=1−
θ2 + y/c

θ1
cθ2
=1−
,
cθ2 + y
θ1∗

than θ2 are unchanged while θ2 is multiplied by c.
When all but one parameter is unchanged and the
remaining parameter is multiplied by c, that parameter is called a scale parameter. When a scale
distribution does not have a scale parameter, it can
usually be reparameterized to create one. For example, the log-normal distribution has a scale parameter
when it is parameterized as follows:


ln x − ln ν
,
(3)
F (x; ν, σ ) = 
σ
where (z) is the standard normal distribution function. Written this way, ν is a scale parameter.
If a distribution is not a scale distribution, it can
be turned into one by multiplying the random variable by c. For example, consider the one-parameter
distribution
F (x; θ) = x θ ,

0 < x < 1,

θ > 0.

(4)

Letting Y = cX creates the two-parameter scale distribution
 y θ
, 0 < y < c, c > 0, θ > 0.
F (y; θ, c) =
c
(5)
While many commonly used distributions are scale
distributions, not all models have this property. For
example, the log-gamma distribution [1, 2] does not
have this property.

(1)
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which is a Pareto distribution with
= θ1 and
=
cθ2 . Note that the first two lines apply to any distribution. Similarly, where the probability density function
exists,
y 
y 
fY (y) = FY (y) = c−1 FX
= c−1 fX
. (2)
c
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Seasonality
Introduction
Many time series display seasonality. Seasonality
is just a cyclical behavior that occurs on a regular
calendar basis. A series exhibits periodical behavior
with period s, when similarities in the series occur
after s basic time intervals.
Seasonality is quite common in economic time
series. Often, there is a strong yearly component
occurring at lags s = 12 months. For example, retail
sales tend to peak for the Christmas season and then
decline after the holidays. Calendar effects, such as
the beginning and end of the school year, are likely
to generate regular flows such as changes in the labor
force and mobility of people. Similarly, the regular
fluctuations in the weather are likely to produce regular responses in production, sales, and consumption
of certain goods. Agriculture-related variables will
vary with the growing and harvesting seasons. The
number of insurance claims are likely to rise during
the hurricane season or during dry weather due to
increase in the number of fires. Seasonality can
usually be assessed from an autocorrelation plot, a
seasonal subseries plot, or a spectral plot.
There is vast literature on seasonality. A short
summary on this subject can be found in [9].

Classical Model
The time series assumes to consist of four different
components.
•

The trend component (Tt ) represents the longterm evolution of the series.
• The cycle component (Ct ) represents a smooth
movement around the trend, revealing a succession of phases of expansion and recession.
• The seasonal component (St ) represents intrayear
fluctuations, monthly or quarterly, that are repeated more or less regularly year after year.
• A random component (Yt ) or irregular component. Yt is a stationary process (i.e. the mean
does not depend on time and its autocovariance
function depends only on the time lag).
The difference between a cyclical and a seasonal
component is that the latter occurs at regular (seasonal) intervals, while cyclical factors have usually a

longer duration that varies from cycle to cycle. The
trend and the cyclical components are customarily
combined into a trend-cycle component (T C t ). For
example, if Xt is the time of commuting to work,
seasonality is reflected in more people driving on
Monday mornings and fewer people driving on Friday mornings than on average. The trend is reflected
in the gradual increase in traffic. The cycle is reflected
at the time of energy crisis when traffic decreased
but then reverted to normal levels (that is the trend)
later on. Finally, an accident slowing the traffic on a
particular day is one form of randomness (see [28]).
These components are then combined according to
well-known additive or multiplicative decomposition
models
Additive model: Xt = T C t + St + Yt
Multiplicative model: Xt = T C t × St × Yt .
Here Xt stands for the observed value of the time
series at time t. In the multiplicative model, T C t
and Yt are expressed in percentage. It may be the
case that the multiplicative model is a more accurate
representation for Xt . In that situation, the additive
model would be appropriate for the logarithms of the
original series.
In plots of series, the distinguishing characteristic between an additive and multiplicative seasonal
component is that in the additive case, the series
shows steady seasonal fluctuations, regardless of the
level of the series; in the multiplicative case, the size
of the seasonal fluctuation varies, depending on the
overall level of the series. For example, during the
month of December, the sales for a particular product may increase by a certain amount every year. In
this case, the seasonal is additive. Alternatively, during the month of December, the sales for a particular
product may increase by a certain percentage every
year. Thus, when the sales for the product are generally weak, then the absolute amount increase in sales
during December will be relatively weak (but the percentage will be constant). In this case the seasonal is
multiplicative.

Adjustment Procedures
One of the goals people often have in approaching
a seasonal time series is the estimation and removal
of the seasonal component St from the observable
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series Xt to produce a seasonally adjusted series.
A deseasonalized time series is left with a simpler
pattern to be studied. In general, there are three
different approaches for estimating St : regression,
moving averages, and explicit models.

Regression Methods
Regression methods provided the first model-based
approach to seasonal adjustment. The basic approach
consists of specifying functional forms for the trend
and seasonal components that depend linearly on
some parameters, estimating the parameters by least
squares, and subtracting the estimated seasonal component from the data.
The seasonal component can be represented as
St =

I


αi Ct,i ,

(1)

i=1

and the trend-cycle component can be represented as
T Ct =

I


βi Dt,i ,

(2)

where Ct,i can be a set of dummy variables or if the
seasonality pattern is assumed to display a certain
amount of continuity from one season to the next, it
can be modeled by trigonometric functions,


m

2πi
αi cos
t + θi .
St =
(3)
s
i=1
A simple and obvious modification of (3) is to make
αi depend upon t so that
I

i=1


αt,i


2πi
t + θi .
s

The Census X-11 Method
The Census X-11 software was developed in the
1954 by Julius Shiskin, and has been widely used in
government and industry. This seasonal adjustment
technique was followed by the Census Method II
in 1957 and 11 versions X-1, X-2, . . . X-11 of this
method.
The basic feature of the census procedure is that it
uses a sequence of moving average filters to decompose a series into a seasonal component, a trend
component, and a noise component. Moving averages, which are the basic tool of the X-11 seasonal
adjustment method are smoothing tools designed to
eliminate an undesirable component of the series.
A symmetric moving averages operator is of the
form
S(λ, m)Xt =

m


λ|j | Xt−j ,

(5)

j =−m

i=1

St =

and seasonal components. However, economic series
can rarely be expressible in terms of simple mathematical functions (see [1]).

(4)

Of course αt,i will need to change slowly with t.
In [15] model (3) is generalized by allowing the
coefficients of the trigonometric terms to follow firstorder autoregressive processes and thus allow seasonality to be stochastic rather than deterministic.
Major contributions to the development of regression methods of seasonal adjustment were proposed
in [13, 14, 16, 18, 19, 21, 22, 24, 26]. The regression
approach for seasonal adjustment was not used by
the US government agencies, since it requires explicit
specification of the mathematical forms of the trend

where m is a nonnegative integer, and λ|j | are the
weights for averaging X.
The Census method II is an extension and refinement of the simple adjustment method. The method
has become most popular and is used most widely in
government and business in the so-called X-11 variant of the Census method II. It is described in [25].
Although it includes procedures for including outliers and for making trading day adjustments, the
basic linear filter feature of the program is of the
form (5)
The X-11 variant of the Census II method contains
many adhoc features and refinements, which over the
years have proved to provide good estimates for many
real-world applications (see [4, 5, 27]). The main
criticism that can be made is that it is impossible
to know the statistical properties of the estimators
used by this procedure. In construct, many other timeseries modeling techniques are grounded in some
theoretical model of an underlying process. Yet the
relevance of modeling is not always clear. Another
difficulty in X-11 is that the use of moving averages,
poses problems at the series’ ends. For a series of
length T, S(λ, m)Xt cannot be computed according to
(5) for t = 1, . . . , m and t = T − m + 1, . . . , T . This
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problem is addressed by the X-11-ARIMA method,
which replaces the necessary initial and final unobserved values by their forecasts (see section ’X11-ARIMA and X-12-ARIMA’).

Model-based Approach
As an alternative to the Census X-11 method, modelbased methods were considered in [5, 6, 17, 23].
Their methods assume an additive model of the form
Xt = T C t + St + Yt , for some suitable transformation of the observed data where the component T C t ,
St and Yt are mutually independent.
We provide more details on the model-based
approach in [17]. They assume that the components
T C t , St , and Yt follow the Gaussian autoregressive integrated moving average model (ARIMA). In
practice, the components are unobservable. Thus, an
ARIMA model for Xt is firstly determined. It turns
out that under some restrictions, the components T C t ,
St , and Yt can be estimated uniquely.
ARIMA models, are the most general class of
models for a time series, which can be stationarized
by transformations such as differencing (see [3]). Xt
is said to be ARIMA(p, d, q) process if d is a
nonnegative integer and Yt := (1 − B)d Xt is a causal
autoregressive moving average (ARMA) process, of
order p, q. B is the backward shift operator defined
by
B k Xt = Xt−k

k = 0, 1, . . . .

(6)

Thus, Xt is an ARIMA model of order p, d, q if Xt ,
generated by an equation of the form
φ(B)(1 − B)d Xt = θ(B)t ,

(8)

and
θ(x) = 1 + θ1 x + · · · θq x q .

(1 + B + · · · B 11 )St12 = (1 + θ1 B + · · · θ11 B 11 )νt ,
(10)
where νt is a white noise process with variance σν2 ,
then in order to identify the unobservable components, it is required that σν2 is very small. However,
this implies that the seasonal fluctuations are set close
to constant, an assumption that does not always hold.

Multiplicative Seasonal ARIMA Models
Multiplicative Seasonal ARIMA models provide a
useful form for the representation of seasonal time
series. Such a model is developed in [2] and further
examined in [3] as follows. Seasonal models such as
monthly data might be related from year to year by a
model like (7) in which B is replaced by B 12 . Thus,
(B 12 )(1 − B 12 )D Xt =

(9)

It will generally be assumed that the roots of
φ(x) = 0 all lie outside the unit circle |x| = 1. Thus
Yt = (1 − B)d Xt is stationary and causal and hence
there is an equivalent MA(∞) process, that is, Yt is a
weighted sum of present and past values of a ‘white
noise’ process.

(B 12 )Ut ,

(11)

where

(7)

where t is a ‘white noise’ process (i.e. t is a
sequence of uncorrelated random variables, each with
zero mean and variance σ 2 ),
φ(x) = 1 − φ1 x − · · · φp x p ,

This choice of models can be justified by a famous
theorem due to Wold (see [29]). He proved that any
stationary process Yt can be uniquely represented
as the sum of two mutually uncorrelated processes
Yt = Dt + Et , where Dt is deterministic and Et is
an MA(∞).
One assumption in [17] is that the fitted model
must be decomposable into a sum of ARIMA models appropriate for modeling seasonal, trend, and
irregular components. Many ARIMA models have
parameter values for which no such decomposition
exists. Furthermore, if St follows a model such as,

(B 12 ) = 1 −

1B

12

− ···

PB

12P

(B 12 ) = 1 +

1B

12

+ ···

QB

12Q

and

In fact, Ut can be considered as a deseasonalized
series. In effect, this model is applied to 12 separate
time series – one for each month of the year whose
observations are separated by yearly intervals. If there
is a connection between successive months within
the year, then there should be a pattern of serial
correlation amongst the elements of the Ut s. They
can be related by a model like
φ(B)(1 − B)d Ut = θ(B)t ,

(12)
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where φ(x) and θ(x) are defined in (8) and (9).
Then on substituting (12) in (11), we obtain the
multiplicative seasonal model

A periodic autoregression of order p [PAR(p)] can
be written as
Xt = µ +

φ(B) (B 12 )(1 − B 12 )D (1 − B)d Xt
= θ(B) (B 12 )t .

i Xt−i

+ t ,

(14)

i=1

(13)

A model of this type has been described
in [3] as the general multiplicative seasonal model,
or ARIMA (P , D, Q) × (p, d, q) model. Seasonal
ARIMA models allow for randomness in the seasonal
pattern from one cycle to the next.

p


where µ and i are parameters that may vary across
the seasons.
The main criticism that can be made is that these
models are in conflict with Box and Jenkins’ important principle of ‘parsimonious parametrization’. Yet,
as mentioned in [11], it is important to at least consider such models in practical occasions.

X-11-ARIMA and X-12-ARIMA
The X-11-ARIMA (see [7, 8]) is an extended version
of the X-11 variant of the Census II method. The
X-11-ARIMA method allows two types of decomposition models that assume additive or multiplicative (i.e. logarithmically additive) relation among
the three components (trend-cycle, seasonal, and
noise). The basic stochastic model assumes a seasonal
ARIMA model of the form (13) for Xt .
The problem of the end points of the observations
(see section ’The Census X-11 Method’) in X-11
is addressed by the X-11-ARIMA method, which
basically consists of extending the original series,
at each end, with extrapolated values from seasonal
ARIMA models of the form (13) and then seasonally
adjusting the extended series with the X-11 filters.
Similar approaches using autoregressive models were
investigated in [12, 20].
The X-12-ARIMA (see [10]) contains significant
improvements over the X-11 ARIMA, though the
core seasonal adjustment operations remain essentially the same as X-11. The major contribution of
the X-12-ARIMA is in its additional flexibility.
While the X-11-ARIMA and X-12-ARIMA procedures use parametric models, they remain in essence,
very close to the initial X-11 method.

Periodic Models
Periodic models are discussed in [11] and its references. These models allow autoregressive or moving
average parameters to vary with the seasons of the
year. These models are useful for time series in which
the seasonal and the nonseasonal components are not
only correlated but also that this correlation varies
across the seasons.
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(See also Claim Size Processes)
OSNAT STRAMER

λp1 then for u ≥ 0,

Severity of Ruin

ψ(u) =
The severity of ruin, in connection with the time of
ruin, is an important issue in classical ruin theory.
Let N (t) denote the number of insurance claims
occurring in the time interval (0, t]. Usually, N (t) is
assumed to follow a Poisson distribution with mean
λt, and the claim number process {N (t): t ≥ 0}
is said to be a Poisson process with parameter λ.
Consider the surplus process of the insurer at time
t in the classical continuous (for discrete case, see
time of ruin) time risk model,
U (t) = u + ct − S(t),

t ≥ 0,

T = inf{t: U (t) < 0}

(2)

with T = ∞ if U (t) ≥ 0 for all t. The probability of
ruin is denoted by
ψ(u) = E[I (T < ∞)|U (0) = u]
= Pr(T < ∞|U (0) = u)

(3)

where I is the indicator function, that is, I (T <
∞) = 1 if T < ∞ and I (T < ∞) = 0 if T = ∞.
We assume c > λp1 to ensure that ψ(u) < 1; let
c = λp1 (1 + θ) where θ > 0 is called the relative
security loading. When ruin occurs because of a
claim, |U (T )| (or −U (T )) is called the severity of
ruin or the deficit at the time of ruin, U (T −) (the
left limit of U (t) at t = T ) is called the surplus
immediately before the time of ruin (see Figure 1(a)),
and [U (T −) + |U (T )|] is called the amount of the
claim causing ruin. It can be shown [1] that if c >

< ∞]

(4)

where R is the adjustment coefficient. In general,
an explicit evaluation of the denominator of (4) is
not possible. Instead, some numerical and estimating methods for ψ(u) were developed. However,
equation (4) can be used to derive the Lundberg
inequality for ruin probability; since the denominator in (4) exceeds 1, it follows that ψ(u) < e−Ru .
The classical risk model (1) was extended by Gerber [11] by adding an independent Wiener process or
Brownian motion to (1) so that
U (t) = u + ct − S(t) + σ W (t),

(1)

(a variation of surplus process U (t) is to consider
the time value under constant interest force [21, 30,
31]) where the nonnegative quantity u = U (0) is
the initial surplus, c is the constant rate per unit
time at which the premiums are received, S(t) =
X1 + X2 + · · · + XN(t) (with S(t) = 0 if N (t) = 0)
is the aggregate claims up to time t, and the individual claim sizes X1 , X2 , . . . , independent of N (t),
are positive, independent, and identically distributed
random variables with common distribution function
P (x) = Pr(X ≤ x) and mean p1 . In this case, the
continuous time aggregate claims process {S(t): t ≥
0} is said to follow a compound Poisson process
with parameter λ. The time of ruin is defined by

e−Ru
E[eR|U (T )| |T

t ≥ 0,

(5)

where σ  0 and {W (t): t ≥ 0} is a standard Wiener
process that is independent of the compound Poisson
process {S(t): t ≥ 0}. In this case, the definition of the
time of ruin becomes T = inf{t: U (t) ≤ 0} (T = ∞
if the set is empty) due to the oscillation character
of the added Wiener process; that is, there are two
types of ruins: one is ruin caused by a claim (T < ∞
and U (T ) < 0), the other is ruin due to oscillation
(T < ∞ and U (T ) = 0). The surplus immediately
before and at the time of ruin due to a claim are
similarly defined (see Figure 1(b)).
When ruin occurs because of a claim, let
f (x, y, t; D|u) (where D = σ 2 /2 ≥ 0) denote the
joint probability density function of U (T −), |U (T )|
and T. Define the discounted joint and marginal
probability density functions of U (T −) and |U (T )|
based on model (5) with δ ≥ 0 as follows:
 ∞
e−δt f (x, y, t; D|u) dt,
(6)
f (x, y; δ, D|u) =


0



0

∞

f1 (x; δ, D|u) =

f (x, y; δ, D|u) dy
∞

=



0

∞

e−δt f (x, y, t; D|u) dt dy,

0

(7)
and


∞

f2 (y; δ, D|u) =

f (x, y; δ, D|u) dx


0
∞

=
0



∞

e−δt f (x, y, t; D|u) dt dx.

0

(8)
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U(t )

U(t )
u
U(T−)
U(T−)

u
0

0

T
−U(T )

t

T

t

−U(T )

(a)

Figure 1

Without diffusion

(b)

With diffusion

The surplus immediately before and at the ruin (a) (without diffusion) (b) (with diffusion)

Let the discounted joint and marginal distribution
functions of U (T −) and |U (T )| be denoted by
F (x, y; δ, D|u), F1 (x; δ, D|u) and F2 (y; δ, D|u), respectively. There have been many papers discussing
the marginal and/or joint distributions of T, U (T −),
and |U (T )| [1, 4–9, 12, 14–17, 19, 20, 22, 26,
28–31]. Above all, F2 (y; δ, D|u) is the subject matter
of classical ruin theory; studying the distribution
of |U (T )| helps one understand the risk of ruin.
Note that the distribution function F2 (y; 0, 0|u) =
Pr(|U (T )| ≤ y, T < ∞|U (0) = u) is defective since
limy→∞ F2 (y; 0, 0|u) = ψ(u) < 1. It was proved that
F2 (y; 0, 0|u) satisfies the defective renewal equation
[12, 29]
F2 (y; 0, 0|u) =

λ
c
+


0

λ
c

u

F2 (y; 0, 0|u − x)P (x) dx



u+y

P (x) dx,

(9)

u

and can be expressed [17, 22] by
F2 (y; 0, 0|u) =

1+θ
[ψ(u) − ψ(u + y)]
θ
1
1
− P1 (y)ψ(u) +
θ
θp1
 y
×
ψ(u + y − x)P (x) dx

(10)

0

y
with F2 (y; 0, 0|0) = (λ/c) 0 P (x) dx and f2 (y; 0,
0|0) = (λ/c)P (y) [4, 12] where P (y) = 1 − P (y)
y
and P1 (y) = 0 P (x) dx/p1 . Furthermore, there is a

relationship between F1 (x; 0, 0|u) and F2 (y; 0, 0|u)
[4] as follows:


P 1 (x)
F1 (x; 0, 0|u) = F2 (x; 0, 0|u − x) − 1 +
θ
× [ψ(u − x) − ψ(u)],



0 < x ≤ u.
(11)

The corresponding relationship between F1 (x; δ,
D|u) and F2 (y; δ, D|u) can be found in [22]. The
quantity (λ/c)P (y) dy is the probability that the first
record low of {U (t)} caused by a claim is between
u − y and u − y − dy (that is, the probability that
the surplus (1) will ever fall below its initial surplus
level u, and will be between u − y and u − y − dy
when it happens for the first time) [1, 4, 12] (for
the case D > 0 and δ ≥ 0, see [13]). If u = 0, the
probability
that the surplus will
 ∞ever drop below 0
∞
is 0 f2 (y; 0, 0|0) dy = (λ/c) 0 P (y) dy = 1/(1 +
θ) < 1, which implies ψ(0) = 1/(1 + θ). Let L1
be a random variable denoting the amount by
which the surplus falls below the initial level for
the first time, given that this ever happens. Then
the probability density and distribution
function of
∞
L1 are fL1 (y) = f2 (y; 0, 0|0)/ 0 f2 (y; 0, 0|0) dy =
y
P (y)/p1 and FL1 (y) = 0 P (x) dx/p1 = P1 (y), respectively. If we define the maximal aggregate loss
[1, 10, 23] based on (1) by L = maxt≥0 {S(t) − ct},
then the fact that a compound Poisson process has
stationary and independent increments implies
L = L1 + L2 + · · · + LN

(12)

Severity of Ruin
(with L = 0 if N = 0) where L1 , L2 , . . . , are identical and independent distributed random variables
with common distribution function FL1 , and N is
the number of record highs and has a geometric
distribution with Pr(N = n) = [1 − ψ(0)][ψ(0)]n =
[θ/(1 + θ)][1/(1 + θ)]n , n = 0, 1, 2, . . . The probability of ruin can be expressed as a compound
geometric distribution,
ψ(u) = Pr(L > u)
=

∞


Pr(L > u|N = n)Pr(N = n)

n=1

=

∞

n=1

θ
1+θ



1
1+θ

n

FL∗n1 (u),

(13)

where FL∗n1 (u) = FL1 ∗ FL1 ∗ · · · ∗ FL1 (u) = Pr(L1 +

n

L2 + · · · + Ln > u).
When ruin occurs because of a claim, the expected
discount value (discounted from the time of ruin T to
time 0) of some penalty function [2, 3, 13, 15, 17, 18,
22, 24, 25, 27] is usually used in studying a variety
of interesting and important quantities. To see this,
let w(x, y) be a nonnegative function. Then
φw (u) = E[e−δT w(U (T −), |U (T )|)
× I (T < ∞, U (T ) < 0)|U (0) = u] (14)
is the expectation of the present value (at time 0) of
the penalty function at the time of ruin caused by a
claim (that is, the mean discounted penalty). Letting
the penalty function w(U (T −), |U (T )|) = |U (T )|n
yields the (discounted) nth moment of the severity of
ruin caused by a claim,
ψn (u, δ) = E[e

−δT

|U (T )|

n

× I (T < ∞, U (T ) < 0)|U (0) = u],

(15)

where δ ≥ 0. If we denote the joint moment of the
time of ruin T caused by a claim and the severity of
ruin to the nth power by
ψ1,n (u) = E[T |U (T )|n
× I (T < ∞, U (T ) < 0)|U (0) = u], (16)
n = 0, 1, 2, . . . , then ψ1,n (u) = (−1)[∂ψn (u, δ)/
∂δ]|δ=0 . Some results for ψn (u, δ) and ψ1,n (u) were
derived in [18, 25]. Moreover, by an appropriate

3

choice of the penalty function w(x, y), we can obtain
the (discounted) defective joint distribution function
of U (T −) and |U (T )|. To see this, for any fixed x
and y, let
1,
0,

w(x1 , x2 ) =

if x1 ≤ x, x2 ≤ y,
otherwise.

(17)

x y ∞
Then φw (u) in (14) becomes φw (u) = 0 0 0 e−δt
f (x1 , x2 , t; D|u) dt dx1 dx2 = F (x, y; δ, D|u) [17,
22]. The (discounted) defective joint probability density function of U (T −) and |U (T )| can be derived by
f (x, y; δ, D|u) = ∂ 2 F (x, y; δ, D|u)/∂x∂y. Studying
the (discounted) defective joint distribution function of U (T −) and |U (T )| [14, 15, 17, 20, 22,
30] helps one derive both the (discounted) defective marginal distribution functions of U (T −) and
|U (T )| by F2 (y; δ, D|u) = limx→∞ F (x, y; δ, D|u)
and F1 (x; δ, D|u) = limy→∞ F (x, y; δ, D|u). Then
the (discounted) defective probability density functions of |U (T )| and U (T −) are f2 (y; δ, D|u) =
∂F2 (y; δ, D|u)/∂y and f1 (x; δ, D|u) = ∂F1 (x; δ,
D|u)/∂x, respectively. Renewal equations and/or
explicit expressions for these functions can be found
in [4, 12, 14, 15, 17, 22]. We remark that each of
the expressions for the (discounted) probability distribution/density functions involves a compound geometric distribution (e.g. (10)), which has an explicit
analytical solution if P (x) is a mixture of Erlangs
(Gamma distribution G(α, β) with positive integer
parameter α) or a mixture of exponentials [8, 23].
It was shown [6, 9, 14, 15, 22] that the ratio
of the (discounted) joint probability density function
of U (T −) and |U (T )| to the (discounted) marginal
probability density function of U (T −),
f (x, y; δ, 0|u)
f (x, y; 0, 0|u)
f (x, y; δ, D|u)
=
=
f1 (x; δ, D|u)
f1 (x; δ, 0|u)
f1 (x; 0, 0|u)
=

p(x + y)
P (x)

,

(18)

is independent of u where x + y is the amount of the
claim causing ruin. Equation (18) can be obtained
directly by Bayes’ theorem: the (discounted) joint
probability density function of U (T −) and |U (T )|
at (x, y) divided by the (discounted) marginal probability density function of U (T −) at x is equal to
the (discounted) conditional probability density function of |U (T
)| at y, given that U (T −) = x, which is
∞
p(x + y)/ 0 p(x + y) dy = p(x + y)/P (x).
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The amount of claim causing ruin has a different
distribution than the amount of an arbitrary claim
(since it is large enough to cause ruin). Some
others have discussed its distribution in the classical
model [4, 5], so it is clearly of interest. To derive the
discounted probability density function of [U (T −) +
|U (T )|], let w(x, y) = x + y; then by
φw (u) in
∞ ∞  ∞ −δt
e (x +
(14) turns out to be φw (u) =
0
0
0
∞
y)f (x, y, t; D|u) dt dx dy = 0 zfZ (z; δ, D|u) dz,
the expectation of the amount of the claim causing
ruin, where by (18)
 z
f (x, z − x; δ, D|u) dx
fZ (z; δ, D|u) =
0



z

= p(z)

f1 (x; δ, D|u)

[5]

[6]

[7]

[8]

[9]

(19)

[10]

is the discounted defective probability density function of the amount of the claim causing ruin. Equation
(19) provides an alternative formula for fZ (z; δ, D|u)
once explicit expression for f (x, y; δ, D|u) or
f1 (x; δ, D|u) is available. The expressions for
FZ (z; δ, D|u) (the discounted defective distribution
functions of the amount of the claim causing ruin)
can be obtained from (19) as follows:
 z
 y
f1 (x; δ, D|u)
dx dy
p(y)
FZ (z; δ, D|u) =
P (x)
0
0

[11]

0

P (x)

= F1 (z; δ, D|u) − P (z)
 z
f1 (x; δ, D|u)
dx
×
P (x)
0

dx

(20)
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Stationary Processes

with mean 0 and variance σ 2 , becomes stationary if started with X(0) ∼ N (0, σ 2 /(1 − θ 2 )). An
equally important example in continuous time is
the Ornstein–Uhlenbeck process,
 t
−βt
X(t) = e U + σ
e−β(t−s) dWs , (3)

Basics
A stochastic process X(t) with parameter t, often
resembling a time or space coordinate, is said to
be (strictly) stationary if all its finite-dimensional
distributions remain unchanged after a time shift, that
is, the distribution of

0

with Ws a standard Wiener process, which is
stationary if β > 0 and U ∼ N (0, σ 2 /(2β 2 )).
The deterministic transformation

(X(t1 ), . . . , X(tn )) is the same as that of

X(t + 1) = X(t) + θ mod(1),

(X(t1 + τ ), . . . , X(tn + τ ))
for all t1 , . . . , tn and all n and τ . The time t can
be continuous, with t varying in an interval [a, b],
or discrete, when t varies in equidistant steps. The
parameter t can also be multivariable, for example,
spatial coordinates in the plane, in which case one
also uses the term homogeneous random field to
signify that translation t  → t + τ does not change the
distributions of a random surface, and spatiotemporal
models to describe time-changing surfaces.
Stationary processes can be categorized in a number of ways. Here are three examples representing
three partly overlapping groups of processes.
•

The first group of processes is based on Fourier
methods, and are the sums of periodic functions
with fixed frequencies ωk > 0, random phases,
and random or fixed amplitudes Ak , for example,
sine- and cosine-functions.
X(t) =

n


Ak cos(ωk t + φk ),

(1)

k=0

•

(0 ≤ ω0 < ω1 < · · · < ωn ) is stationary if the
phases φk are chosen independently and uniformly between 0 and 2π.
The second group of processes occur in time
series analysis and Itô Calculus, and are solutions to difference or differential equations with
random elements. Important examples are the
autoregressive, moving average, and mixed autoregressive–moving average processes. In discrete
time, the AR(1) process,
X(t + 1) = θX(t) + t ,

(2)

with a constant |θ| < 1, and t a sequence of independent normal random variables (innovations)

•

(4)

renders a stationary process if X(0) is chosen
randomly with uniform distribution between 0
and 1.
The third group consists of processes with local
dependence structure of different type. Examples
of these are processes of shot-noise type that
consist of sums of random functions starting from
random or deterministic time origins.

gk (t − τk ),
(5)
X(t) =
τk

where τk are time points in, for example, a Poisson process and gk are deterministic or random
functions. Also processes with wavelet decomposition,



1
t
wk,n n/2 ψ
−
k
,
(6)
X(t) =
2
2n
k,n
belong to this group.
A general class of processes in this group are (stationary) Markov processes and stationary regenerative processes.
This article deals mainly with methods typical for
processes in the first group.

Correlation Properties, Time Domain
Properties
A stationary process has constant mean E(X(t)) =
m and its covariance function r(s, t) = C(X(s),
X(t)) is a function of the time difference τ = s − t
only, whenever it exists, that is, when E(X 2 (t)) <
∞. Any process that satisfies these conditions is
called weakly stationary or covariance stationary.
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The covariance function is defined as r(τ ) = C(X
(s + τ ), X(s)). Every covariance
function is nonnegative definite, in the sense that j,k zj zk r(tj − tk ) ≥
0 for all complex z1 , . . . , zn and real t1 , . . . , tn .

Spectrum, Frequency Domain Properties
In continuous time, X(t), t ∈ R, every continuous
covariance function has a spectral distribution function F (ω) that is a bounded, nondecreasing, rightcontinuous function, such that
 ∞
eiωτ dF (ω),
(7)
r(τ ) =
−∞

and V (X 2 (t)) = r(0) = F (∞) − F (−∞). The variable ω is interpreted as a frequency and the spectral
distribution can be thought of as a distribution of
the variance of the process over all frequencies. The
use of both positive and negative frequencies in (7) is
motivated partly from mathematical convenience, but
it becomes necessary when one deals with more general processes with both time and space parameter,
for example, random water waves. Then the sign of
the frequency determines the direction of the moving
waves.
The interpretation of the ω-variables as frequencies is best illustrated by the sum of harmonics with
random amplitudes Ak with σk2 = E(A2k )/2, and independent and uniform, (0, 2π), phases φk , like in (1).
The covariance function is then
r(τ ) =



σk2 cos ωk τ =

 σ2 
k

k

k

2


e−iωk t + eiωk t .



τ |r(τ )| dτ < ∞,
 ∞the spectral density is obtained as
f (ω) = (2π)−1 −∞ e−iωτ r(τ ) dτ .
For a stationary sequence X(t), t ∈ Z, the spectrum can be reduced to the interval (−π, π], since,
for k = ±1, 2, . . . , eiωτ = ei(ω+2kπ)τ , when τ is an
integer. The spectral distribution is concentrated to
π
(−π, π], and r(τ ) = −π eiωτ dF (ω), and has spec∞
−1
−iωτ
r(τ ) when
tral
τ =−∞ e
 density f (ω) = (2π)
|r(τ
)|
<
∞.
τ
Spectral densities, as well as covariance functions,
are naturally indexed fX (ω), rX (t), and so on, when
many processes are involved.
White noise in discrete time is a sequence of
uncorrelated variables with mean zero and equal variance σ 2 . The spectral density is σ 2 /(2π). White noise
in continuous time has formally constant spectral density, and can be handled either as part of Itô calculus
as the formal derivative of a Wiener process, or more
generally a Lévy process, or as an input to bandlimited filters.

Spectral Representation
The sum (1) of discrete harmonics can be
extended to an integral formula, usually presented
in complex form. Let U0 , U1 , . . . , Un , V1 , . . . , Vn , be
uncorrelated variables with E(Uk ) = E(Vk ) = 0, and
E(Uk2 ) = E(Vk2 ) = σk2 , and introduce the complex
random variables Zk = (Uk − iVk )/2 and Z−k =
(Uk + iVk )/2 = Zk , for k = 1, . . . , n. Take ω−k =
−ωk , and set ω0 = 0, Z0 = U0 , V0 = 0. Then
X(t) =

(8)

Then the spectrum is discrete and the spectral distribution function F (ω) is piecewise constant with
jumps of size σk2 /2 at the frequencies ±ωk . The sum
of σk2 for ωk in a given frequency interval is equal
to the contribution to V (X(t)) of harmonics in that
specific interval.
For a process with continuous spectrum, the spectral distribution function
 ω
f (ω̃) dω̃
(9)
F (ω) =
−∞

a spectral density f (ω) = f (−ω), and r(τ ) =
has
∞ iωτ
f (ω) dω. When r(τ ) is absolutely integrable,
−∞ e

n

k=−n

=

n


Zk eiωk t =

n


{Uk cos ωk t + Vk sin ωk t}

k=0

Ak cos(ωk t + φk ),

(10)

k=0

with Ak = Uk2 + Vk2 and cos φk = Uk /Ak , sin φk =
−Vk /Ak . The complex variables Zk are orthogonal,
E(Zk ) = 0, E(Zj Zk ) = 0 for j  = k and = σk2 /2 for
j = k  = 0, E(|Z0 |2 ) = σ02 . They are the jumps in the
spectral process, Z(ω), ω ∈ R, that generates X(t).
For processes with discrete spectrum, the spectral
process is a piecewise constant process with orthogonal random jumps.
By letting the number of frequencies increase and
become dense over the entire frequency interval ,
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one can arrive at a continuous parameter spectral
process Z(ω) with orthogonal increments, such that

X(t) =

∞

eiωt dZ(ω).

(11)

ω=−∞

The representation (11) is the most general form of
a (mean square) continuous stationary process.
The relation between the spectral process and the
spectral distribution function is
E(|Z(ω2 ) − Z(ω1 )|2 ) = F (ω2 ) − F (ω1 )

(12)

E((Z(ω4 ) − Z(ω3 ))(Z(ω2 ) − Z(ω1 ))) = 0,

(13)

for ω1 < ω2 < ω3 < ω4 .
These relations are conveniently written as
E(Z(dω)Z(dµ)) = F (dω) = f (ω) dω, if ω = µ, and
= 0, if ω  = µ. Also the deceiving notation Z(dω) =
|Z(dω)|eiφ(ω) , Z(− dω) = |Z(dω)|e−iφ(ω) can be
given a meaning: the contribution to the integral (11)
from frequencies ±ω is
eiωt Z(dω) + e−iωt Z(− dω)

(14)

This is the continuous spectrum correspondence to
the discrete cosine term in (10).

Stationary Processes in a Linear Filter
A linear time invariant filter transforms an input
process X(t) into an output process Y (t) in such
a way that the superposition principle holds, and
a time translation of the input signal only results
in an equal
translation of the output signal. When

is a stationary process, the outX(t) = eiωt dZ(ω)

put is Y (t) = eiωt H (ω) dZ(ω), where H (ω) is the
transfer function of the filter. In time domain, the
relation is




 h(t − u)X(u) du, in continuous time,

Y (t) =

u




h(t − u)X(u),




The function h(u) = eiωu H (ω) dω is the impulse
response of the filter. The relation between the spectral densities is
fY (ω) = |H (ω)|2 fX (ω).

(16)

When X(t) is formal white noise, the output is well
defined if |H (ω)|2 dω < ∞. A filter is bandlimited
if H (ω) = 0 outside a bounded interval.
The pure and mixed autoregressive and moving
average processes, AR, MA, and ARMA processes,
familiar in time series analysis are formulated as the
output X(t) of a linear time invariant filter,
a0 X(t) + a1 X(t − 1) + · · · + ap X(t − p)
= c0 e(t) + c1 e(t − 1) + · · · + cq e(t − q),

(17)

with uncorrelated input variables e(t), E(e(t)) = 0,
V (e(t)2 ) = σ 2 , and X(t) uncorrelated with e(t + k),
k > 0. The equation has a stationary
solution if the
p
roots of the characteristic equation, k=0 zk ap−k =
0, all fall within the unit circle. The spectral density is

2

−iωk 
c
e


k
σ
fX (ω) =

2 .
2π 

ak e−iωk 

2

= |Z(dω)| ei(ωt+φ(ω) + e−i(ωt+φ(ω)
= 2|Z(dω)| cos(ωt + φ(ω)).
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in discrete time.

u

(15)

(18)

Regularity Properties
Weak regularity conditions for quadratic mean properties are simply formulated in terms of the covariance function. A continuous-time weakly stationary
process X(t) is k times differentiable (in quadratic
mean) if its covariance function rX is 2k times differentiable at the origin, or equivalently,
if the spectral

moment of order 2k, ω2k = ω2k dF (ω), is finite. In
particular, every stationary process with continuous
covariance function, is continuous in quadratic mean,
that is, E((X(t + h) − X(t))2 ) → 0 as h → 0. This
means, for example, that the random telegraph signal, which switches between 0 and 1 at time points
determined by a Poisson process with intensity λ, is
continuous in quadratic mean, since its covariance
function is r(t) = e−λ|t| /4.
The derivative X (t) of a stationary process is
also stationary, has mean zero, and its covariance
function is
(19)
rX (t) = −rX (t).

4

Stationary Processes

Slightly stronger conditions are needed to guarantee
sample function continuity and differentiability. A
stationary process has, with probability 1, continuous
sample functions if, for some constants C > 0, and
α, with 1 < α ≤ 2,
r(t) = r(0) − C|t|α + o(|t|α ), as t → 0.

(20)

Note that for Gaussian processes, 0 < α ≤ 2 is sufficient for sample function continuity. Conditions
and properties for higher order derivatives are found
recursively by means of (19). For even weaker regularity conditions, and conditions related to Hölder
continuity, see [4].

Cross covariance and Cross spectrum
Two stationary processes X(t) and Y (t) are said to
be jointly weakly stationary if the cross-covariance
function rX,Y (s, t) = Cov(X(s), Y (t)) only depends
on the time difference s − t, and strictly stationary if
all joint distributions are invariant under time shift.
One then writes rX,Y (t) = Cov(X(s + t), Y (s)). The
cross spectrum FX,Y (ω) is defined by
 ∞
rX,Y (t) =
eiωt dFX,Y (ω),
(21)
−∞

and fX,Y (ω) = dFX,Y (ω)/dω = AX,Y (ω) exp i X,Y
(ω) is the (possibly complex) cross-spectral density,
with fX,Y (−ω) = fX,Y (ω). The functions AX,Y (ω) ≥
0 and X,Y (ω) = − X,Y (−ω) are called the amplitude spectrum and the phase spectrum, respectively. The functions cX,Y (ω), qX,Y (ω) in fX,Y (ω) =
cX,Y (ω) − iqX,Y (ω) are called the cospectrum and
quadrature spectrum, respectively. (Note the choice
of sign in the definition of the quadrature spectrum.)
Finally,
|fX,Y (ω)|2
(22)
κX,Y (ω)2 =
fX (ω)fY (ω)
is called the quadratic coherence spectrum.
In the same way as the spectral density fX (ω)
describes the distribution of the total process variation
over all frequencies, the cross spectrum describes
how the correlation between two processes is built
up, frequency by frequency. This can be described in
a symbolic fashion by means of the spectral processes
for X(t) and Y (t). With ZX (dω) = |ZX (dω)|eiφX (ω) ,

ZY (dω) = |ZY (dω)|eiφY (ω) , one has, under the condition that the φ-functions are nonrandom functions,


fX,Y (ω) dω = E ZX (dω)ZY (dω)




= E ZX (dω)ZY (dω) ei(φX (ω)−φY (ω)) .
(23)
Thus, the phase spectrum should be
X,Y (ω)

= φX (ω) − φY (ω).

(24)

Comparing this with (14), we see that X(t) would
contain a term 2|ZX (dω)| cos(ωt + φX (ω)) while
Y (t) would contain 2|ZY (dω)| cos(ωt + φY (ω)) =
2|ZY (dω)| cos(ωt + φX (ω) − X,Y (ω)). Thus, any
common ω-component in the two processes would
have time lead of X,Y (ω)/ω in the X-process over
that in the Y -process. Now, this interpretation is
not entirely convincing, since the phases φ(ω) are
random, but has to be thought of as to hold ‘on the
average’.
The coherence spectrum should be understood as
a squared correlation,
κX,Y (ω)2 =

|E(ZX (dω)ZY (dω))|2
E(|ZX (dω|2 )E(|ZY (dω|2 )

(25)

between the spectral increments in the two processes,
and it describes the extent to which one can explain
the presence of a particular frequency component in
one process, from its presence in another process.
Further discussion on this can be found, for example,
in [5], Sect. 5.5.

Evolutionary Spectra
The stationary processes are the building blocks of
many phenomena in nature. However, in their basic
form (1), the amplitudes and phases, once determined, are assumed to remain constant forever. This
is clearly unrealistic, and one would like to have models in which these were allowed to vary with time,
for example, as in a music tone from an instrument in
which some harmonic overtones die out faster than
others. One way of achieving this in the realm of
stationary processes is by means of an evolutionary
spectrum, and instead of (11), consider
 ∞
At (ω)eiωt dZ(ω).
(26)
X(t) =
ω=−∞

Stationary Processes
where the (complex-valued) function At (ω) is allowed to vary over time. Details on this can be found
in [7], Chap. 11.
Another way of dealing with time-changing character of a time series is to model it with a wavelet
representation.

Stationary and Self-similar Processes
A process X(t), t ∈ R is self-similar with index κ if
and only if Y (t) = e−καt X(eαt ), t ∈ R, is stationary
for all α. For example, the Ornstein–Uhlenbeck process is a stationary Gaussian process obtained from
the self-similar Wiener process: Y (t) = e−αt W (e2αt ).

Reference [4] is a classic, still cited and worth
reading. [2] is a standard volume while [3] provides
an introductory version. So does [7] that also deals
with nonstationary generalizations. [6] is in the form
of lectures. [1] is a mathematically oriented book also
aimed at modern methods. [5] gives good intuitive
views of spectral methods. [8] contains a wealth of
good examples.
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Stop-loss Premium
Assume that a loss to be incurred by an insurer in
an insurance policy is a nonnegative random
variable
∞
X with distribution F and mean µ = 0 F (x) dx. If
the loss can be a very large claim, to protect from
the potential large loss, an insurer would make a
reinsurance arrangement. There are different reinsurance contracts in practice. One of these is the stop
loss reinsurance contract. In this contract, an insurer
can retain his or her loss to a level of d ≥ 0, called
retention d, and it pays the minimum of the loss X
and the retention d. While a reinsurer pays the excess
of the loss X if the loss X exceeds the retention d.
Thus, the amount paid by the insurer is
X ∧ d = min{X, d},

(1)

which is called the retained loss in stop loss reinsurance. Meanwhile, the amount paid by the reinsurer is
(X − d)+ = max{0, X − d},

(2)

which is called the stop loss random variable. The
retained loss and the stop loss random variable satisfy
(X ∧ d) + (X − d)+ = X.

(3)

The net premium in the stop loss reinsurance contract is the expectation of the stop loss random variable (X − d)+ , denoted by πX (d), and is given by
πX (d) = E[(X − d)+ ],

d ≥ 0.

(4)

This premium is called the stop loss premium.
We note that expressions (2) and (4) can also be
interpreted in an insurance policy with an ordinary
deductible of d. In this policy, if the loss X is less
than or equal to the deductible d, there is no payment
for an insurer. If the loss exceeds the deductible,
the amount paid by an insurer is the loss less the
deductible. Thus, the amount paid by the insurer in
this policy is given by (2). Therefore, expression (4)
is also the expected amount paid by an insurer in an
insurance policy with an ordinary deductible d or is
the net premium in this policy.
The stop loss premium has a general expression (e.g. [16, 18]) in terms of the survival function
F (x) = 1 − F (x), namely,
πX (d) = E[(X − d)+ ]
 ∞
=
F (y) dy,
d

d ≥ 0,

(5)

which is also called the stop loss transform of the
distribution F; see, for example, [6], for the properties
of the stop loss transform.
We point out that the loss X or its distribution F
is tacitly assumed to have a finite expectation when
we consider the stop loss premium or the stop loss
transform. Clearly, πX (0) = µ.
If the distribution function F (x) has a density
function f (x), the stop loss premium is given by
 ∞
(x − d)f (x) dx.
πX (d) = E[(X − d)+ ] =
d

(6)
If X is a discrete random variable with a probability
function {pk = Pr{X = xk }, k = 0, 1, 2, . . .}, the stop
loss premium is calculated by

πX (d) = E[(X − d)+ ] =
(xk − d)pk . (7)
xk >d

Further, as pointed in [10], for computational purposes, the following two formulae that are equivalent
to (6) and (7), respectively, are preferable in practice,
namely,
 d
πX (d) = E(X − d)+ = µ − d −
xf (x) dx

+d

0
d

f (x) dx

(8)

0

or
πX (d) = E(X − d)+ = µ − d −
+d





xk p k

0≤xk ≤d

pk .

(9)

0≤xk ≤d

In these two formulae, the mean µ is often available
and integrals in (8) or summations in (9) are over a
finite interval.
The stop loss premium is one of the important
concepts in insurance and has many applications
in practice and in connection with other topics in
insurance mathematics.
One of the important results of the stop loss
premium is its application in proving the optimality of the stop loss reinsurance under some optimization criteria. For example, for any reinsurance contract, let I (X) be the amount paid by an
reinsurer in this contract, where X ≥ 0 is the loss
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to be incurred by an insurer. If 0 ≤ I (x) ≤ x for
all x ≥ 0, then the variance of the retained loss
X − I (X) in the contract is always larger than or
equal to the variance of the retained loss X ∧ d in
the stop loss reinsurance provided that E(I (X)) =
πX (d). This implies the optimality of the stop loss
reinsurance with respect to the criterion of a minimum variance of retained losses; see, for example [12, 16] for details and more discussions on this
issue.
The stop loss premium is also used in comparing risks. For two risks X ≥ 0 and Y ≥ 0, we
say that risk X is smaller than risk Y in a stop
loss order, if the stop loss premiums of X and Y
satisfy
πX (d) ≤ πY (d),

d ≥ 0.

α
[1 − G(d; α + 1, β)]
β
− d [1 − G(d; α, β)] .

d

where B(x) is the common distribution function of
X1 , . . . , Xn . In this case, approximations and estimates for πX (d) can be obtained by those for the
convolution distribution function B (n) (x). For example, if B is a subexponential distribution, then
(e.g. [7])

(10)

We point out that (10) is equivalent to E[f (X)] ≤
E[f (Y )] for all increasing convex functions f so that
the expectations exist; see, for example [23]. Thus,
the stop loss order is the same as the increasing convex order used in other disciplines such as reliability,
decision theory, and queueing. The stop loss order
is an important stochastic order and has many applications in insurance. Applications of the stop loss
premium and its relation to other stochastic orders
can be found in [12, 16, 17, 20, 23], and references
therein.
For some special distribution functions F (x),
we can give explicit or closed expressions for
the stop loss premium πF (d). For example,
if F (x) is a gamma distribution function, that
is, F (x) = G(x; α, β) with the density function
x α−1 β α e−βx /(α), x ≥ 0, α > 0, β > 0, then
πF (d) =

model, the calculation of the stop loss premium
πX (d) becomes more complicated.
In the individual risk model, the total of losses is
usually modeled by X = X1 + · · · + Xn , that is, the
sum of independent and identically distributed losses
X1 , . . . , Xn . In this case, we have
 ∞
πX (d) =
B (n) (x) dx,
(12)

(11)

See, for example [16, 18].
However, the calculation of the stop loss premium
is not simple in general. Hence, many approximations
and estimates for the stop loss premium have been
developed including numerical evaluations, asymptotics, probability inequalities; see, for example, [5,
10, 14, 16], among others. A review of the calculation of the stop loss premium can be found
in [15].
On the other hand, when X is the total loss in
the individual risk model or the collective risk

B (n) (x) ∼ nB(x),

x → ∞.

(13)

Thus, by L’Hospital’s rule, we have
πX (d) ∼ nµB B e (d),

d → ∞,

(14)

∞
x
where µB = 0 B(x) dx and Be (x) = 0 B(y) dy/
µB is the equilibrium distribution of B.
There are many approximations and estimates in
probability for the convolution of distributions. For
those commonly used in insurance; see [10, 12, 16,
18, 21] and references therein.
In the collective risk model, the total
 of losses
X or a
X is often a random sum of X = N
i=1 i
compound process of X = X(t) = N(t)
i=1 Xi . For
example, if the number of claims in an insurance
portfolio is a counting random variable N and the
amount or size of the i th claim is a nonnegative
the total amount of
random Xi , i = 1, 2, . . ., then 
claims in the portfolio is X = N
i=1 Xi . We further
assume that {X1 , X2 , . . .} are independent and identically distributed, has a common distribution
 ∞ function
B(x) = Pr{X1 ≤ x} with mean µB = 0 B(x) dx,
and are independent of N.Thus, the distribution F
of the random sum X = N
i=1 Xi is called a compound distribution. In this case, approximations and
estimates to the stop loss premium πX (d) can be
obtained from those of the compound distribution F
using (5).
In fact, if the tail F (x) of the distribution function
F (x) has an asymptotic form of
F (x) ∼ A(x),

x → ∞,

(15)
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then, by L’Hospital’s rule, we have
 ∞
 ∞
πX (d) =
F (x) dx ∼
A(x) dx,
d

distribution B of {X1 , X2 , . . .} is a subexponential
distribution, then (e.g. [7])
d → ∞.

d

(16)
For
N instance, suppose that the random sum X =
i=1 Xi has a compound negative binomial distribution with


α−1+n n α
Pr{N = n} =
p q , n = 0, 1, 2, . . . ,
n
(17)
where 0 < p < 1, q = 1 − p, and α > 0. Assume
that there exists a constant κ > 0 satisfying the Lundberg equation
 ∞
1
eκx dB(x) =
(18)
p
0
and



∞

v=p

xeκx dB(x) < ∞,

(19)

0

F (x) ∼ E(N )B(x),

F (x) ∼

πX (d) ∼ E(N )µB B e (d),

x α−1 e−κx ,

x → ∞.

 q α

κ α+1

v

(24)

x ≥ 0,

(25)



∞

πX (d) ≤

A(x) dx,

d ≥ 0,

(26)

d

Thus, by (5), we have
1

d → ∞.

then from (5),
(20)

πX (d) ∼

(23)

Indeed, (23) and (24) hold for any compound distribution when the probability generating function
E(zN ) of N is analytic at z = 1; see, for example, [7,
27, 28] for details and more examples. Other approximations and estimates for the stop loss premium of
a compound distribution can be found in [1, 2, 11,
22, 24–26], and among others. In addition, for an
intermediate distribution such as an inverse Gaussian distribution, the asymptotic form of πX (d) is
given in [28]. A review of the asymptotic forms of
compound geometric distributions or ruin probabilities can be found in [9].
Further, it is possible to obtain probability inequalities for the stop loss premium πX (d) from those
for the distribution F. Indeed, if the tail F (x) of the
distribution function F (x) satisfies
F (x) ≤ A(x),

1
κ(α) v

x → ∞.

Hence, by (5), we have

then (e.g. [8]),
 q α

3

[1 − G(d; α, κ)] ,

d → ∞.
(21)

Further, results similar to (20) and (21) hold for more
general compound distributions such as those satisfying
Pr{N = n} ∼ l(n)n τ ,
ρ n

n → ∞,

(22)

where l(x) is a slowly varying function and −∞ <
ρ < ∞, 0 < τ < 1 are constant; see, for example, [8,
13, 30] for details.
The condition (18) means that B is light tailed.
However, for a heavy-tailed distribution B, we have
a different asymptotic form for πX (d).
For example,
assume that the random sum X = N
i=1 Xi has a
compound Poisson distribution and if the common

provided that A(x) is integrable on [0, ∞). 
For instance, if the random sum X = N
i=1 Xi
has a compound geometric distribution F and
the Cramér–Lundberg condition holds, then the
following Lundberg inequality holds, namely,
(e.g., [30])
F (x) ≤ e−Rx ,

x ≥ 0,

(27)

where R > 0 is the adjustment coefficient. Thus, we
have
πX (d) ≤

1 −Rd
,
e
R

d ≥ 0.

(28)

Other probability inequalities for the stop loss premium of a compound distribution can be obtained
from those for a compound distribution given in [22,
27, 30], and among others.
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Further, for the total of losses X(t) = N(t)
i=1 Xi
in the collective risk model, there are two common
reinsurance contracts defined by the retention d. If
the amount
 paid by an
 reinsurer is Q(t) = (X(t) −
N(t)
X
−
d
, this reinsurance is the stop
d)+ =
i
i=1
+
loss reinsurance. However, if a reinsurer pays for all
individual losses in excess of the deductible d, that
is, it covers
R(t) =

N(t)


[8]

[9]

[10]

(Xi − d)+ ,

(29)
[11]

i=1

this reinsurance is called excess-of-loss reinsurance;
see, for example, [7, 29]. The process R(t) is
connected with the stop loss random variables
(Xi − d)+ , i = 1, 2, . . .. In particular, E(R(t)) =
πX1 (d)E(N (t)). In addition, in the excess-of-loss
reinsurance, the total amount paid by the insurer is
N(t)
N(t)


S(t) =
(Xi ∧ d) =
min{Xi , d}.
i=1

[7]

[12]

[13]
[14]

(30)

i=1

Asymptotic estimates for the tails of these processes
Q(t), R(t), and S(t) can be found in [7, 19], and
references therein. Moreover, ruin probabilities associated with the processes R(t) and S(t) can be found
in [3, 4, 29].
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Stop-loss Reinsurance
Stop loss is a nonproportional type of reinsurance
and works similarly to excess-of-loss reinsurance.
While excess-of-loss is related to single loss
amounts, either per risk or per event, stop-loss
covers are related to the total amount of claims
X in a year – net of underlying excess-of-loss
contracts and/or proportional reinsurance. The
reinsurer pays the part of X that exceeds a certain
amount, say R. The reinsurer’s liability is often
limited to an amount L so that the payment is
no more than if the total claim exceeds L + R.
Furthermore, it is common for the reinsurer’s liability
to be limited to a certain share (1 − c) of the
excess X − R, the remaining share c being met
by the ceding company (see Reinsurance). The
reinsurer’s share Z of the claims may by summarized
as follows

0
X≤R
Z = (1 − c)(X − R) R < X < R + L
(1)
(1 − c)L
X ≥ R + L,
where X is the total claim amount in the contract
period, typically a year
X=

N


Yi

(2)

i=1

where the stochastic variables, Yi , i = 1, . . . , N , are
the individual loss amounts, and the stochastic variable N is the number of losses.
Like for excess-of-loss covers, the stop-loss cover
is denoted by L xs R. Both retention (see Retention and Reinsurance Programmes) and limit can
be expressed as amounts, as percentages of the premiums (net of underlying excess-of-loss contracts
and/or proportional reinsurance), or as percentages
of the total sums insured, but mostly as percentages
of the premiums.
While normal excess-of-loss reinsurance provides
a ceding company with protection mainly against
severity of loss and with no protection against an
increase in the frequency of losses below the priority, stop-loss reinsurance offers protection against an
increase in either or both elements of a company’s
loss experience.
One of the purposes of reinsurance is to reduce
the variance of the underwriting results. Stop-loss

reinsurance is the optimal solution among all types
of reinsurance in the sense that it gives, for a fixed
reinsurance risk premium, the smallest variance for
the company’s net retention [3, 10, 26, 29, 30]
(see Retention and Reinsurance Programmes). It
is cheaper in respect of risk premium given a fixed
level of variance, and it gives a far greater reduction of variance than other forms of reinsurance
given a fixed level of risk premium. With a sufficiently large limit, the stop-loss contract gives an
almost total guarantee against ruin – if the ceding
company is able to pay all losses up to the stoploss priority.
Stop loss appears to be the ideal form of reinsurance. However, stop-loss reinsurance maximizes
the dispersion for the reinsurer. Therefore, the reinsurer will prefer a proportional contract if he wants
to reduce his costs, [6, 26], and will ask for a high
loading of the stop-loss contract to compensate for
the high variance accepted. The reinsurer will usually
require the following:
1. The underwriting results should fluctuate considerably from year to year. Fluctuation should
come from the claims side (not from the premium
side) and be of a random nature.
2. The business should be short tailed.
3. The reinsurer will design the cover in such a
way that the ceding company does not have a
guaranteed profit, which means that the retention
should be fixed at a level clearly above premiums
minus administrative expenses plus financial revenue. In other words, the ceding company shall
make a loss before the stop-loss cover comes
into operation. A further method that stimulates
the ceding company to maintain the quality of its
business is that the stop-loss reinsurer does not
pay 100% but 90 or 80% of the stop-loss claims,
that is, requiring c > 0 in (1). The remaining 10
or 20% is a ‘control quote’ to be covered by the
ceding company.
4. An upper limit is placed on the cover provided.
For various reasons (such as inflation, growth of
portfolio) the premium income can grow rapidly
and the reinsurer may like to restrict the range of
cover not only to a percentage of the premiums,
but also to a fixed amount per year to discourage
the ceding company from writing more business
than expected.
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Stop-loss covers are mostly seen either for some
property classes (see Property Insurance – Personal) or for life portfolios (see Life Insurance; Life
Reinsurance). Stop-loss covers are particularly suitable for risks such as hail, and crop, which suffers
from an occasional bad season and for which a single loss event would be difficult to determine, since
changes in claims ratios are mostly due to strong fluctuations in the frequency of small- and medium-sized
claims. Furthermore, these classes are characterized
by a correlation between the risks. An assumption
that the individual claims Yi ’s are independent will
therefore not necessarily be satisfied.
As mentioned above, reinsurers will not accept
stop-loss contracts that will guarantee profits to the
ceding companies by applying a low retention, such
that the stop-loss contract covers losses even before
the ceding company suffers from a loss. It should
at least be required that the retention exceeds the
expected loss ratio (or the risk premium of the ceding
company), or R ≥ E where E denotes the expected
loss cost for the portfolio. Another possibility is to
require c > 0, that is, forcing the ceding company
to pay part of the losses that exceed the retention.
However, this is not a very interesting possibility
from a theoretical point of view and in the remaining
part of this article it is assumed that c = 0.
Benktander [4] has studied a special (unlimited)
stop-loss cover having the retention R = E, and has
found a simple approximation formula for the risk
premium for such a stop-loss cover too
π(E) ∼
= EPλ ([λ])

(3)

with λ = E2 /V where Pλ is the Poisson distribution
Pλ (k) = λk e−λ /λ! (see Discrete Parametric Distributions), [λ] is the integer part of λ, E is the expected
2
value of the total claims distribution,
√ and V = σ
is the variance. It is shown that σ/ 2π is a good
approximation for the risk premium of this special
loss cover.
Stop-loss covers can be used internally in a company, as a tool for spreading exceptional losses
among subportfolios such as tariff groups [2]. The
idea is to construct an internal stop-loss cover excess
of, for example, k% of the premiums. On the other
hand, the tariff group has to pay a certain ‘reinsurance premium’. The company will earmark for
this purpose, a certain fund, which is debited with
all excess claims falling due on the occurrence of a
claim, and credited with all stop-loss premiums from

the different tariff groups. The same idea can be used
for establishing a catastrophe fund to spread extreme
losses over a number of accounting years.
Since stop-loss reinsurance is optimal, in the sense
that if the level V of the variance of the retained
business is fixed, the stop-loss reinsurance leaves
the maximum retained risk premium income to the
ceding company; therefore, stop-loss treaties are the
most effective tools to decrease the necessary solvency margin.

Variations of Stop-Loss Covers
In the reinsurance market, some variations from the
typical stop-loss contract as described by (1) and (2)
are seen from time to time. However, they are not
frequently used. One of these variations is the form of
aggregate excess-of-loss contracts covering the total
loss cost for, for example, losses larger than a certain
amount D, that is, having (2) replaced by
N


X=

I {Yi > D}Yi

(4)

i=1



1 Yi > D
0 Yi ≤ D.
Another variation covers the total loss cost for, for
example, the k largest claims in a year, that is,
having (2) replaced by

with I {Yi > D} =

X=

k


Y[i]

(5)

i=1

where Y[1] ≥ Y[2] ≥ · · · ≥ Y[N] are the ordered claim
amounts (see Largest Claims and ECOMOR Reinsurance).
More different from the standard stop-loss covers
are the frequency excess-of-loss covers. Such covers
will typically apply if the loss frequency rate f (number of claims in percent of the number of policies)
exceeds a certain frequency a up to a further b

0
f ≤a
K = (f − a) a < f < b
(6)
(b − a) f ≥ b,
The claim to the frequency excess-of-loss contract is
then defined as K multiplied with the average claim
amount for the whole portfolio. Such covers protect
the ceding company only against a large frequency in
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losses – not against severity, and are typically seen
for motor hull business (see Automobile Insurance,
Private; Automobile Insurance, Commercial).
None of these variations seem to be described in
the literature. However, they can be priced using the
same techniques as the standard stop-loss cover (see
below) by modifying the models slightly.

Stop-Loss Premiums and Conditions
As in the case of excess-of-loss contracts, the premium paid for stop-loss covers consists of the risk
premium plus loadings for security, administration
and profits, and so on (see Reinsurance Pricing).
The premium is usually expressed as a percentage
of the gross premiums (or a percentage of the sums
insured if the retention and limit of the cover are
expressed as percentages of the sums insured). Burning cost rates subject to minimum–maximum rates
are known but not frequently seen. In the section
‘Pricing stop loss’ below, we shall therefore concentrate on estimating the risk premium for a stoploss cover.
Stop-loss covers can also be subject to additional
premiums paid in case the observed loss ratio exceeds
a certain level and/or no claims bonus conditions (see
Reinsurance Pricing).

Pricing Stop Loss
Let us denote the aggregate annual claims amount
for a certain portfolio X and its distribution function
F (x) and let π(R, L) be the risk premium of the
layer L excess R, that is,
 ∞
 R+L
(x − R) dF (x) + L
dF (x).
π(R, L) =
R

R+L

(7)

where π(R) is the risk premium for the unlimited
stop-loss cover in excess of R (see Stop-loss Premium).
The estimation of stop-loss premiums can therefore be based on some knowledge about the distribution function F (x) of the sum of all claims in a
year (assuming that the stop-loss cover relates to a
period of one year). Generally speaking, there are
two classes of methods to estimate F (x):
1. Derivation of the distribution function using the
underlying individual risk, using data concerning
number of claims per year, and severity of individual claims amounts. This is by far the most
interesting from a theoretical point of view, and
is extensively covered in the literature.
2. Derivation of the distribution function from the
total claims data. This is – at least for non-life
classes – the most interesting method from a
practical point of view. Only a limited number
of papers cover this topic.

Derivation of the Distribution Function Using the
Individual Data
This class of methods can be divided into two subclasses:
1. In the collective risk model, the aggregate claims
X = Y1 + · · · + YN is often assumed to have a
compound distribution, where the individual
claim amounts Yi are independent, identically
distributed following a distribution H (y), and
independent of the number of claims N , [7, 17,
20, 24]. Often, N is assumed to be Poisson
distributed, say with Poisson parameter λ (the
expected number of claims). Thus
F (x) = e−λ

∞

λk
k=0

By integrating, the above expression can be written as
 R+L
LF (R + L) −
F (x) dx + L − LF (R + L),
R

so that the net premium becomes
 R+L
π(R, L) =
(1 − F (x)) dx = π(R) − π(L)
R

(8)

3

k!

H ∗k (x)

(9)

where H ∗k (x) is the kth convolution of H (x).
There is a large number of papers describing how
to approximate the compound distribution function F (x), and to compute the stop-loss premium.
The aggregate claims distribution function can in
some cases be calculated recursively, using, for
example, the Panjer recursion formula [7, 19, 27]
(see Sundt and Jewell Class of Distributions).
But for large portfolios, recursive methods may
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be too time consuming. By introducing the concept of stop-loss ordering [8] (see Ordering of
Risks), it is possible to derive lower and upper
bound for stop-loss premiums. Stop-loss upper
and lower bounds have been studied by a large
number of authors, see, for example, [8, 15, 16,
18, 21, 24, 31, 32, 34].
2. The individual risk model. Consider a portfolio
of n independent policies, labeled from 1 to n.
Let 0 < pi < 1 be the probability that policy i
produces no claims in the reference period and
qi = 1 − pi be the probability that this policy
leads to at least one positive claim. Further,
denote by
Gi (u) =

∞


gi (x)ux ,

i = 1, 2, . . . , n, (10)

x=1

the probability generating function of the total
claim amount of policy i, given that this policy
has at least one claim. The probability generating
function of the aggregate claim X of the portfolio
is then given by
P (x) =

n


[pi + qi Gi (x)].

(11)

i=1

Many authors have studied these approximations,
for example, [12–14, 17, 23, 25, 33] (see De Pril
Recursions and Approximations).

Derivation of the Distribution Function from the
Total Claims Data
When rating stop loss for non-life classes of business,
the information available in most practical situations
is the claims ratios – claims divided by premiums (or
claims divided by sums insured – similar to how the
cover is defined). The second method will have to
be used then, but is not necessarily straightforward.
Do we have of enough information of the past to
have a reasonable chance to calculate the risk of
the future? Here also comes in the question of the
number of years necessary or desirable as a basis
for the rating. In excess-of-loss reinsurance, rating is
often based on five years of statistical information.
In stop loss, we would need a much longer period,
ideally 20 to 25 years. If data are available for a
large number of years, these data often turn out to be
heterogeneous or to be correlated with time because

conditions, premium rates, portfolio composition, size
of portfolio, new crops, and so on, have changed
during the period in question. If, in that case, only the
data of the most recent years are used, the number of
these data is often too small a base for construction
of a distribution function.
Instead of cutting off the earlier years, we could
take a critical look at the data. First, we will have
to recalculate the claims ratios according to today’s
level of premium rates. On the other hand, it is not
necessary to take inflation into account unless there is
a different inflation working on the premiums and on
the claims amounts. Is there still any visible trend in
the claims ratio? If the claims ratio seems to vary
around a constant or around a slightly decreasing
level we can ignore the trend. But if the trend points
upwards we will have to adjust expected claims ratio
and retention accordingly. Do we fear that the change
in portfolio composition has increased the variability
in the underwriting results, or do we feel that a
measure of variation calculated from past statistics
is representative for the future?
Distributions in non-life insurance are not symmetrical but show a positive skewness. This means
that the variations around the average usually give
stronger positive deviations (larger claims, negative
underwriting results) than negative ones. This is very
obvious not only for the claims-size distributions of
importance in excess-of-loss reinsurance but also,
however less markedly, in the distribution of the total
claims amount protected by stop-loss reinsurance.
A number of distributions are suggested in the
literature:
1. The exponential distribution [4] (see Continuous
Parametric Distributions) giving the following
risk premium for the unlimited stop-loss cover
excess R
π(R) = Ee−R/E

(12)

2. The log-normal distribution [4] (see Continuous
Parametric Distributions) with mean µ and
variance σ 2 , giving the risk premium



ln R − µ − σ 2
π(R) = E 1 − 
σ



ln R − µ
−R 1−
(13)
σ
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where  denotes the cumulative standard normal
cumulative distribution function (see Continuous Parametric Distributions).
3. Bowers [5] has shown that the stop-loss risk
premium for an unlimited layer excess R




R−E 2 R−E

−
π(R) ≤ 0.5σ  1 +
σ
σ
when R ≥ E

(14)

4. A simple approximation is the normal approximation, where F (x) is approximated by the
normal distribution ((x − E)/σ ) [9]. Since
the normal distribution is symmetrical, a better
approximation is the Normal Power approximation [3, 9, 10] (see Approximating the Aggregate Claims Distribution), where the stop-loss
premium can be expressed in terms of the normal distribution function . When R > E + σ ,
the risk premium π(R) for the unlimited stoploss cover in excess of R can be approximated
by the following expression

γ  1
2
π(R) = σ 1 + yR √ e−(yR /2)
6
2π
− (R − E)(1 − (yR ))

(15)

where E is the total risk premium (the mean
value of the aggregate claim amount), σ and γ
are the standard deviation and skewness of the
aggregate claim amount. yR is related to R via
the Normal Power transformation, that is,


R−E
(16)
yR = vγ−1
σ
where
vγ−1 (x) =

1+

9
6x
3
+
−
γ2
γ
γ

F (X) ≈ [vγ−1 (x)]
Other distribution functions suggested in the literature are the Gamma distribution and the inverse
Gaussian distribution, [4, 9, 28]. Other improvements
of the normal distributions are the Edgeworth or the
Esscher approximations [9] (see Approximating the
Aggregate Claims Distribution).
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New Portfolios
There is a problem when rating new portfolios where
the claims ratios are only available for a few years
(if any at all). In such cases, one must combine
with market data. For instance, hail market data are
available for a large number of countries, and the
hail portfolios in the same market can always be
assumed to be correlated to a certain extent, such
that years that are bad for one company in the
market will be bad for all companies in the market.
However, one should always have in mind when
using market data that the individual variance in
the claims ratio for one company will always be
larger than the variance in the claims ratio for the
whole market, and the premium for a stop-loss cover
should reflect the variance in the claims ratios for the
protected portfolio.

Which Type of Model Is To Be used?
The individual risk model is based on the assumption
that the individual risks are mutually independent.
This is usually not the case for classes such as hail
and crop portfolios. As shown in [1, 11, 18, 22]
the stop-loss premium may increase considerably if
the usual assumption of independence of the risks
in the reinsured portfolio is dropped. In such cases,
modeling the total claims amount or claims ratios
should be preferred.
The independence assumption is more likely to be
satisfied when looking at the largest claims only in a
portfolio. Therefore, the individual models are much
more suitable for pricing aggregate excess-of-loss
covers for the k largest losses or aggregate excessof-loss covering claims exceeding a certain amount.
The individual risk models are often used in stop
loss covering life insurance, since the assumption
of independency is more likely to be met and the
modeling of the individual risks are easier: there are
no partial losses and ‘known’ probability of death for
each risk.
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Bühlmann, H. (1984). Numerical evaluation of the compound Poisson distribution: recursion of fast-Fourier
transform, Scandinavian Actuarial Journal, 116–126.
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Subexponential
Distributions
Definition and First Properties
Subexponential distributions are a special class of
heavy-tailed distributions. The name arises from one
of their properties that their tails decrease slower than
any exponential tail (3). This implies that large values
can occur in a sample with nonnegligible probability,
which makes the subexponential distributions natural
candidates for modeling situations in which some
extremely large values occur in a sample compared
with the mean size of the data. Such a pattern is
often seen in insurance data, for instance, in fire,
wind–storm, or flood insurance (collectively known
as catastrophe insurance). Subexponential claims can
account for large fluctuations in the surplus process
of a company, increasing the risk involved in such
portfolios.
Heavy tails is just one of the consequences of the
defining property of subexponential distributions that
is designed to work well with the probabilistic models
commonly employed in insurance applications. The
subexponential concept has just the right level of generality that is usable in these models, while including
as wide a range of distributions as possible.
Some key names in the early (up to 1990) development of the subject are Chistyakov, Kesten, Athreya
and Ney, Teugels, Embrechts, Goldie, Veraverbeke,
and Pitman. Various review papers appeared on
subexponential distributions [26, 46]; textbook accounts are in [2, 9, 21, 45]. We present two defining
properties of subexponential distributions.
Definition 1 (Subexponential distribution function)
Let (Xi )i∈ be i.i.d. positive rvs with df F such
that F (x) < 1 for all x > 0. Denote
F (x) = 1 − F (x), x ≥ 0,
the tail of F , and for n ∈ 
F n∗ (x) = 1 − F n∗ (x)
= P (X1 + · · · + Xn > x), x ≥ 0,
the tail of the n-fold convolution of F . F is a
subexponential df (F ∈ S) if one of the following
equivalent conditions holds:

F n∗ (x)

= n for some (all) n ≥ 2,
F (x)
P (X1 + · · · + Xn > x)
(b) lim
= 1 for some
x→∞ P (max(X1 , . . . , Xn ) > x)
(all) n ≥ 2.
(a)

lim

x→∞

Remark 1
1. A proof of the equivalence is based on (∼ means
that the quotient of lhs and rhs tends to 1)
P (X1 + · · · + Xn > x)
P (max(X1 , . . . , Xn ) > x)
∼

F n∗ (x)
nF (x)

→ 1 ⇐⇒ F ∈ S.

(1)

2. From Definition (a) and the fact that S is closed
with respect to tail- equivalence (see after Example 2), it follows that S is closed with respect to
taking sums and maxima of i.i.d. rvs.
3. Definition (b) demonstrates the heavy-tailedness
of subexponential dfs. It is further substantiated
by the implications
F ∈ S ⇒ lim

F (x − y)

x→∞


⇒

∞

F (x)

=1

∀ y ∈  (2)

eεx df(x) = ∞ ∀ ε > 0

0

⇒

F (x)
→ ∞ ∀ ε > 0.
e−εx

(3)

Conditions for Subexponentiality
It should be clear from the definition that a characterization of subexponential dfs or even of dfs, whose
integrated tail df is subexponential (as needed in the
risk models), will not be possible in terms of simple
expressions involving the tail.
Recall that all subexponential dfs have property
(2) that defines a special class.
Definition 2 (The class L)
Let F be a df on (0, ∞) such that F (x) < 1 for
all x > 0. We say F ∈ L if
lim

x→∞

F (x − y)
F (x)

=1

∀ y ∈ .

2
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Unfortunately, S is a proper subset of L; examples
are given in [18, 44].
A famous subclass of S is the class of dfs with
regularly varying tail; see the monograph [13]. For
a positive measurable function f , we write f ∈
R(α) for α ∈  (f is regularly varying with index
α), if
lim

x→∞

f (tx)
= tα
f (x)

∀ t > 0.

Example 1 (Distribution functions with regularly
varying tails)
Let F ∈ R(−α) for α ≥ 0, then it has the representation
F (x) = x −α (x),

x > 0,

for some  ∈ R(0), the class of slowly varying functions. Notice first that F ∈ L, hence it is a candidate
for S. To check Definition 1(a), let X1 , X2 be i.i.d.
rvs with df F . Then x > 0
F 2∗ (x)
F (x)



x/2

=2

F (x − y)

0

F (x)

2

dF (y) +

F (x/2)
F (x)

.
(4)

Immediately, by the definition of R(−α), the last
term tends to 0. The integrand satisfies F (x − y)/
F (x) ≤ F (x/2)/F (x) for 0 ≤ y ≤ x/2, hence Lebesgue dominated convergence applies and, since F ∈ L,
the integral on the rhs tends to 1 as x → ∞.
Examples of dfs with regularly varying tail are
Pareto, Burr, transformed beta (also called generalized F ), log–gamma and stable dfs (see [28, 30, 31]
for details).
As we shall see in the section ’Ruin Probabilities’
below, the integrated tail df plays an important role
in ruin theory. It is defined for a df F on (0, ∞)
with finite mean µ as
1
FI (x) =
µ



x

F (y) dy, x ∈ .

In order to unify the problem of finding conditions for F ∈ S and FI ∈ S, the following class was
introduced in [33].
Definition 3 (The class S∗ )
Let F be a df on (0, ∞) such that F (x) < 1 for
all x > 0. We say F ∈ S∗ if F has finite mean µ and
 x
F (x − y)
F (y) dy = 2µ.
lim
x→∞ 0
F (x)
The next result makes the class useful for applications.
Proposition 1 If F ∈ S∗ , then F ∈ S and FI ∈ S.
Remark 2 The class S∗ is “almost” S ∩ {F : µ(F ) <
∞}, where µ(F ) is the mean of F . A precise formulation can be found in [33]. An example where F ∈ S
with finite mean, but F ∈
/ S∗ , can be found in [39].
Example 2 (Subexponential distributions)
Apart from the distributions in Example 1, also
the log-normal, the two Benktander families and the
heavy-tailed Weibull (shape parameter less than 1)
belong to S. All of them are also in S∗ , provided
they have a finite mean; see Table 1.2.6 in [21].
In much of the present discussion, we are dealing
only with the right tail of a df. This notion can
be formalized by denoting two dfs, F and G, with
support unbounded to the right tail–equivalent if
limx→∞ F (x)/G(x) = c ∈ (0, ∞).
The task of finding easily verifiable conditions for
F ∈ S or/and FI ∈ S, has now been reduced to the
finding of conditions for F ∈ S∗ . We formulate some
of them in terms of the hazard function Q = − ln F
and its density q, the hazard or failure rate of F .
Recall that (provided µ < ∞) S∗ ⊂ S ⊂ L. It can
be shown that each F ∈ L is tail-equivalent to an
absolutely continuous df with hazard rate q that tends
to 0. Since S and S∗ are closed with respect to
tail–equivalence it is of interest to find conditions
on the hazard rate such that the corresponding df is
S or S∗ . Define r = lim supx→∞ xq(x)/Q(x).
Theorem 1 (Conditions for F ∈ S or S∗ )

(5)

0

If F has regularly varying tail with index α > 1,
then F has finite mean and, by Karamata’s Theorem,
FI ∈ R(−(α − 1)), giving FI ∈ S as well.

1. If lim supx→∞ xq(x) < ∞, then F ∈ S. If additionally µ < ∞ then F ∈ S∗ .
2. If r < 1, then F ∈ S.
1−r−ε
is integrable for some ε > 0,
3. If r < 1 and F
∗
then F ∈ S .

Subexponential Distributions
4. Let q be eventually decreasing
to 0. Then F ∈ S
x
if and only if limx→∞ 0 eyq(x) dF (y)
 x= 1. Moreover, F ∈ S∗ if and only if limx→∞ 0 eyq(x) F (y)
dy = µ < ∞.
There are many more conditions for F ∈ S or
FI ∈ S to be found in the literature; for example, [14,
15, 25, 33, 35, 44, 47]; the selection above is taken
from [11, 12].

Ruin Probabilities
We consider the Sparre-Andersen model, in which
the claim times constitute a renewal process, that
is, the interclaim times (Tn )n∈ are i.i.d. rvs and
we assume that they have finite second moment.
Furthermore, the claim sizes (Xk )k∈ (independent
of the claims arrival process) are i.i.d. rvs with df F
and EX1 = µ < ∞. We denote by R0 = u the initial
risk reserve and by c > 0 the intensity of the risk
premium. We also assume that m = EX1 − cET1 =
µ − c/λ < 0.
Define the surplus process for u ≥ 0 as
R(t) = u + ct −

N(t)


Xk ,

t ≥ 0,

(6)

k=1


where (with the convention 0i=1 ai = 0) N (0) = 0
k
and N (t) = sup{k ≥ 0 : i=1 Ti ≤ t} for t > 0. For
n ∈ 0 , the rvs R(n), that is, the level of the surplus
process immediately after the nth claim, constitute
a random walk. Setting Zk = Xk − cTk , k ∈ , the
sequence
S0 = 0,

Sn =

n


= P (u +

3

n

(cTk − Xk ) < 0 for some n ∈ )
k=1

= P (max Sn > u).

(9)

n≥1

If the interclaim times are exponential, that is, the
claim arrival process is a Poisson process, then the
last probability has an explicit representation, called
Pollacek-Khinchine formula. This model is called the
Cramér–Lundberg model.
Theorem 2 (Pollacek-Khinchine formula or Beekman’s convolution series).
In the Cramér–Lundberg model, in which the
claims arrival process constitutes a Poisson process,
the ruin probability is given by
ψ(u) = (1 − ρ)

∞


ρ n FIn∗ (u), u ≥ 0,

n=1

u
where ρ = λµ/c and FI (u) = µ−1 0 P (X1 > y) dy,
u ≥ 0, is the integrated tail distribution of X1 .
The following result can partly be found already
in [9], accredited to Kesten. Its present form goes
back to [16, 19, 20].
Theorem 3 (Random sums of i.i.d. subexponential
rvs)
Suppose (p
n )n≥0 defines a probability measure on
n
0 such that ∞
n=0 pn (1 + ε) < ∞ for some ε > 0
and pk > 0 for some k ≥ 2. Let
G(x) =

∞


pn F n∗ (x), x ≥ 0.

n=0

Zk ,

n ∈ ,

(7)

k=1

defines a random walk starting in 0 with mean m < 0.
The ruin probability in finite time is defined as

(8)

The ruin probability in infinite time is then ψ(u) =
ψ(u, ∞), for u ≥ 0. By definition of the risk process,
ruin can occur only at the claim times, hence for
u ≥ 0,
ψ(u) = P (R(t) < 0 for some t ≥ 0|R(0) = u)

F ∈ S ⇐⇒ lim

x→∞

G(x)
F (x)

=

∞


npn

n=1

⇐⇒ G ∈ S and F (x)  = o(G(x)).

ψ(u, T ) = P (R(t) < 0 for some 0 ≤ t ≤ T |
R(0) = u), 0 < T < ∞, u ≥ 0.

Then

Remark 3 Let (Xi )i∈ be i.i.d. with df F and let N
(pn )n≥0 .
be a rv taking values in 0 with distribution

Then G is the df of the random sum N
X
and the
i
i=1
result of Theorem 3 translates into

 N

Xi > x ∼ EN P (X1 > x), x → ∞.
P
i=1
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For the ruin probability, this implies the following
result.
Theorem 4 (Ruin probability in the Cramér–Lundberg model; subexponential claims)
Consider the Cramér–Lundberg model, in which
the claims arrival process constitutes a Poisson process and the claim sizes are subexponential with df F .
Then the following assertions are equivalent:
1. FI ∈ S,
2. 1 − ψ ∈ S,
3. limu→∞ ψ(u)/F I (u) = ρ/(1 − ρ).
Theorem 4 has been generalized to classes S(γ )
for γ ≥ 0 with S(0) = S; see [18–20]. The classes
S(γ ) for γ > 0 are “nearly exponential”, in the sense
that their tails are only slightly modified exponential.
The slight modification, however, results in a moment
generating function, which is finite at the point γ .
An important class of dfs belonging to S(γ ) for
γ > 0 is the generalized inverse Gaussian distribution
(see [17, 35]).
Remark 4
1. The results of Theorem 4 can be extended to
the Sparre-Anderson model (see [22]), but also
to various more sophisticated stochastic processes. As an important example, we mention
Markov modulation of the risk process; see [4,
6, 29]. Modeling interest to be received on the
capital is another natural extension. The ruin
probability decreases slightly when investing
into bond only, which has been shown in [38],
for regularly varying claims, and for general
subexponential claims in [1]; see also [24] for
investment into risky assets in combination with
regularly varying claims.
2. Localized versions of Theorem 4 have been considered in [34] and, more recently, in [5].

We need certain conditions on the quantities of
the Sparre-Anderson model from section ‘Ruin Probabilities’. Assume for the interarrival time df A, the
existence of some finite exponential moment. Furthermore, assume that the claim size df F has finite
second moment and is absolutely continuous with
density f so that its hazard function Q = − log F
has a hazard rate q = Q = f/F satisfying r: =
then F ∈ S∗ and
limt→∞ tq(t)/Q(t) < 1/2. Indeed,
√
− x
F has a tail heavier than e
.
Versions of the following result can be found
in [11, 12].
Theorem 5 (Large deviations property for rvs with
subexponential tail)
Assume that for the random walk (Sn )n≥0 in (7) the
above conditions hold. Then for any sequence (tn )n∈
satisfying
√
lim sup nQ(tn )/tn < ∞,
n→∞

the centered random walk (Sn )n∈ , satisfies



 P (Sn − ESn > t)

− 1 = 0.
lim sup
n→∞ t≥tn 
nF (t)

(10)

A classical version of this result states that for
F ∈ R(−α) relation (10) is true for any sequence
tn = αn for all α > 0; see [36] for further references.
In that paper extensions of (10), for F ∈ R(−α),
towards random sums with applications to insurance and finance are treated, an important example
concerning the modeling and pricing of catastrophe
futures. A very general treatment of large deviation results for subexponentials is given in [43]; see
also [40–42].
Theorem 5 has been applied in [10] to prove the
following results for the time of ruin
τ (u) = inf{t > 0 : R(t) < 0|R(0) = u}, u ≥ 0.
(11)

Large Deviations and Finite Time Ruin
Probabilities

Theorem 6 (Asymptotic behavior of ruin time)
Assume that the above conditions on interarrival
time and claim size distributions hold.

A further question immediately arises from Definition 1, that is, what happens if n varies together with
x. Hence large deviations theory is called for. Notice
that the usual “rough” large deviations machinery
based on logarithms cannot be applied to dfs in S,
since exponential moments do not exist.

1. For fixed u > 0,
P (∞ > τ (u) > t) ∼ P (∞ > τ (0) > t)V (u)
∼

∞

n=0

F I (|µ|n)P (N (t) = n)V (u),

t →∞

Subexponential Distributions
where V (u) is the renewal function of the strictly
increasing ladder heights of (Sn )n≥0 .
2. If the hazard rate qI of FI satisfies qI (t) =
O(1)q(t) as t → ∞,
B
P (∞ > τ (0) > t) ∼ e−

m
F I (|µ|(λ/c)t)
|µ|

B
= e−

m
EX1
t , t → ∞,
FI 1 −
|µ|
cET1

 = ∞ P (Sn > 0)/n (which is finite
where B
n=1
according to [23], Theorem XII, 2).
Such a result has been proven in [8] for Poisson
arrivals and regularly varying claim sizes.

When and How Ruin Occurs: A Sample
Path Analysis
Consider the continuous-time version of the random
walk (7) of the Sparre-Anderson model
S(t) =

N(t)


Xi − ct,

t ≥ 0,

(12)

i=1

where the increment S1 has df B and we require that
B(x) = P (X1 − cT1 > x) ∼ F (x),

x → ∞.
(13)

Since (S(t))t≥0 has drift m = ES1 < 0, M = maxt≥0
S(t) < ∞ a.s. The time of ruin
τ (u) = inf{t > 0: S(t) > u},

u ≥ 0,

(14)

yields an expression for the ruin probability as
ψ(u) = P (τ (u) < ∞) = P (M > u),

u ≥ 0.
(15)

From section ‘Conditions for Subexponentiality’, we
know the asymptotic form of ψ(u) as u → ∞, and
in this section we investigate properties of a sample
path leading to ruin, that is, an upcrossing of a high
level u. Let
P

(u)

= P (· | τ (u) < ∞),

u ≥ 0,

(16)

5

then we are interested in the P (u) -distribution of the
path
S([0, τ (u))) = (S(t))0≤t≤τ (u)
(17)
leading to ruin.
In particular, we study the following quantities:
Y (u) = S(τ (u))

the level of the process after
the upcrossing,
Z(u) = S(τ (u)−) the level of the process just
before the upcrossing,
Y (u) − u the size of the overshoot,
W (u) = Y (u) + Z(u) the size of the increment
leading to the upcrossing.
In this subexponential setup, an upcrossing happens as a result of one large increment, whereas
the process behaves in a typical way until the rare
event happens. The following result describes the
behavior of the process before an upcrossing, and the
upcrossing event itself; see [7] and also the review in
Section 8.4 of [21].
Not surprisingly, the behavior of the quantities
above is a result of subexponentiality in combination
with extreme value theory; see [21] or any other
book on extreme value theory for background.
Under weak regularity conditions, any subexponential df F belongs to the maximum domain of
attraction of an extreme value distribution G (we
write F ∈ MDA (G)), where
G(x) =
or G(x) =

α (x)

= exp(−x −α )I{x>0} , α ∈ (0, ∞),

(x) = exp(−e−x ), x ∈ .

Theorem 7 (Sample path leading to ruin)
Assume that the increment S1 has df B with
finite mean m < 0. Assume furthermore that B(x) ∼
F (x), as x → ∞, for some F ∈ S∗ ∩ MDA(G),
for
 ∞ an extreme value distribution G. Let a(u) =
u F (y) dy/F (u). Then, as u → ∞,
Z(u) τ (u) Y (u) − u Stτ (u)
,
,
,
a(u) a(u)
a(u)
τ (u)
−−−→ Vα ,

0≤t<1

Vα
, Tα , (mt)0≤t<1
µ

in P (u) –distribution in  × + × + × [0, 1),
where [0, 1) denotes the space of cadlag functions

6

Subexponential Distributions

on [0, 1), and Vα and Tα are positive rvs with df
satisfying for x, y > 0
P (Vα > x, Tα > y) = Gα (x + y)

x + y −α

if F ∈ MDA( α+1 ),
1+
=
 −(x+y) α
e
if F ∈ MDA( ).

How to simulate events of small probabilities as ruin
events and subexponential distributions is an area in
its early development; see [3, 32] for the present state
of the art.
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Klüppelberg, C. & Mikosch, T. (1997). Large deviations of heavy–tailed random sums with applications
to insurance and finance, Journal of Applied Probability
34, 293–308.
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Sundt and Jewell Class of
Distributions
Let P (z) = E[zN ] denote the probability generating function of a discrete counting distribution
representing the number N of insurance claims in a
fixed time period. Let X1 , X2 , . . . denote the (nonnegative) sizes (or severity) of the corresponding claims
with common probability function fX (x). The aggregate (or total) claims in the time period is
S = X1 + X2 + · · · + XN .

(1)

We assume that the claims sizes do not depend in any
way on the number of claims and that the Xi ’s are
mutually independent.
The probability function of the total claims is
given by
fS (x) =

∞


Pr{N = n}fX∗n (x),

(2)

n=0

with Laplace transform
f˜S (z) = E[ezS ] = P (f˜X (z)),

(3)

where f˜X (z) is the Laplace transform of the claim
size distribution.
If the distribution of the number of claims has
certain desirable properties, it is sometimes possible
to take advantage of those properties in the analysis or computation of the distribution of aggregate
claims (1). In particular, consider the so-called Panjer
class of distributions satisfying


b
pn = a +
(4)
pn−1 , n = 1, 2, 3, . . .
n
with p0 > 0. Members of this class and the corresponding parameter values and probability generating
functions are listed in Table 1 below:
Panjer [2] showed that for this class of distributions, when the claim severity distribution was
arithmetic (defined on the nonnegative integers), the
probability function of the total claims distribution
satisfies the recursive relation
x 

y
fS (x) =
a+b
fX (y)fS (x − y),
x
y=0
x = 1, 2, 3, . . . .

(5)

This recursive relation has become known as the
Panjer recursion. It can be used to obtain values of
the distribution of aggregate claims beginning with a
starting value of fS (0) = P (fX (0)).
When the claim severity distribution is of the
continuous type, Panjer [2] showed that the analog
of (5) is
 x
y
a+b
fS (x) = p1 fX (x) +
x
0
× fX (y)fS (x − y) dy,

x > 0.

(6)

This is a Volterra integral equation of the second kind.
Although solutions to this type of equation using
numerical integration methods (see [3], Appendix D)
to solve (6) are possible, simple techniques are often
used in practice. One relatively simple approach is to
‘discretize’ the claim severity distribution so that (5)
can be used directly. Discretization is the subject of
another article in this encyclopedia. When the claim
size distribution is partly continuous and partly discrete (as the case with a maximum claim amount) or
there are other anomalies in the severity distributions,
this discretization idea is easily utilized.
Sundt and Jewell [4] extended the idea of (5) to
situations in which the recursive relation (4) holds for
n = 2, 3, 4, . . . only, so that


b
pn = a +
pn−1 , n = 2, 3, 4, . . . . (7)
n
This is the so-called Sundt–Jewell class. Sundt and
Jewell [4] extended the Panjer recursion to this class.
The Sundt–Jewell family includes, in addition to
the members of the Panjer class, the corresponding
zero-truncated and zero-modified distributions. The
zero-modified distributions are those with an arbitrary
choice of probability p0 with equation (4) (except for
n = 1) holding. Sundt and Jewell [4] showed that the
range of the parameter for the zero-modified negative
binomial could be extended to −1 < r < ∞ rather
than 0 < r < ∞. This distribution has been called
the extended truncated negative binomial distribution
(ETNB). The special case of r = 1 is the geometric
distribution. If r = 0 and p0 = 0, the ETNB is just
the logarithmic distribution. The article [5] shows
that (except for an anomalous case with infinite
moments) these are the only possible distributions
satisfying (7).
Zero-modified distributions are particularly useful
in insurance modeling when observed numbers of
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Table 1

Parameters and probability generating functions

Distribution
Poisson
Binomial
Geometric
Negative binomial

a

b

P (z)

0
q
−
1−q
β
1+β
β
1+β

λ

eλ(z−1)

q
(m + 1)
1−q

{1 + q(z − 1)}h

0

{1 − β(z − 1)}−1

(r − 1)

policies are greater or less than what is expected using
the standard form of the distribution. In particular,
p0 = 0 occurs when one is modeling the number of
claims per accident if ‘accidents’ are defined as those
events for which at least one claim occurs.
It is possible to extend the Sundt–Jewell idea so
that the recursive relation (4) holds. That is, suppose
that (4) is replaced by


b
pn−1 , n = m, m + 1, m + 2, . . . .
pn = a +
n
(8)

References
[1]

[2]

+

m 

n=1




b
pn−1 fX∗n (x),
pn − a +
n

[3]
[4]

(9)

where pn is the probability function of the claim
number distribution.
Similarly, the analog of (6) is
fS (x) = p1 fx (x) +

+
0

x




m 

b
pn − a +
pn−1 fX∗n (x)
n
n=1


y
a+b
fX (y)fS (x − y) dy.
x

(10)

{1 − β(z − 1)}−r

Reference [1] provides a detailed characterization
of the distributions satisfying (8). They refer to the
class of distributions (8) as ‘Panjer of order m − 1’
or Panjer (a, b; m − 1). Their results include many
previously known results as special cases.
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y
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Sundt’s Classes of
Distributions

Recursive Evaluation of the Compound
Distributions
An important result of [8] concerns the recursive
evaluation of a compound distribution with the counting distribution given by (1). The recursion is

Framework and Definitions
Let X be a nonnegative, integer-valued random variable denoting the aggregate claim amount (see
Aggregate Loss Modeling) that occurred in an insurance portfolio within a given period, and let g be
its discrete probability function (p.f.). In the following text, we shall refer to probability functions as
distributions.
In the collective model, the portfolio is considered
as a whole. Therefore, let N denote the total number
of claims affecting the portfolio during the considered
period, and let p be its probability function. If we
assume that the individual claim sizes Y1 , Y2 , . . . are
nonnegative integer-valued random variables independent of N , mutually independent and identically
distributed
probability function f , then
 with common
∞
n∗
n∗
X= N
Y
and
g
=
i=1 i
n=0 p(n)f , where f
denotes the nth convolution of f . The distribution
of X is called a compound distribution with counting distribution p and severity distribution f . The
recursive evaluation of such distributions is mainly
due to a particular form of the counting distribution.
Sundt [8] proposed the following recursive form
p(n) =


k 

b(i)
a(i) +
p(n − i),
n
i=1
n = 1, 2, . . . ,

(1)

for some positive integer k and functions a, b, with
p(n) = 0 if n < 0. Such a distribution was denoted
by Sundt with Rk [a, b] and the class of all such distributions with Rk , for a given k. The Rk classes
are also known as Sundt’s classes of distributions.
In particular, R0 consists of the distribution concentrated at zero and R∞ is the set of all distributions
on the nonnegative integers with a positive mass at
zero. If l > k, then Rk ⊂ Rl .
Sundt’s classes generalize some classes of counting distributions previously introduced in the actuarial literature, like the well-known Panjer’s class [5],
which is equal to R1 , and Schröter’s class [7], contained in R2 for a(2) = 0.

x


1

g(x) =
1−

k


i

a(i)f (0)

g(x − y)

y=1

i=1

×


k 

b(i) y
a(i) +
f i∗ (y),
i
x
i=1
x = 1, 2, . . . ,

(2)

∞

with g(0) = n=0 p(n)f n (0). This recursion generalizes Panjer’s [5] and Schröter’s [7] recursive algorithms.
From (2), Sundt [8] also proved that if the distribution of N is in Rk , then the distribution of X is in
Rmk , where m = max{y|f (y) > 0}.
The above definition of a compound distribution
is given for an univariate setting. This definition can
be extended to the multivariate case by letting the
severities be independent and identically distributed
random vectors. Such a situation arises, for example,
when each claim event generates a random vector.
Assuming that the counting distribution is still univariate and belongs to the Rk classes, multivariate
recursions similar to (2) are obtained in [10, 11].
Another way to extend the definition of the compound distribution to the multivariate case is by considering that the counting distribution is multivariate,
while the severities are one dimensional. Vernic [14]
proposed a bivariate generalization of the Rk classes
and gave a recursion for the corresponding bivariate
compound distributions.

Some Properties of Sundt’s Classes
Sundt [8] gives a detailed study of the distributions
belonging to the Rk classes. In the following text, we
shall present some of the main results.
The first theorem in [8] provides a characterization
of the Rk classes: A counting distribution belongs
to Rk if and only if the derivative of the natural
logarithm of its probability generating function can be
expressed as the ratio between a polynomial of degree
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at most k − 1 and a polynomial of degree at most k
with a nonzero constant term.
The uniqueness of the functions a and b is stated
by a second theorem in [8]: If Rk [a, b] ∈ Rk ∼ Rk−1
with 0 < k < ∞, then the functions a and b on
{1, . . . , k} are uniquely determined. The uniqueness
does not hold for k = ∞.
The third theorem shows that any distribution
on {0, 1, . . . , k} with positive probability at zero is
contained in Rk .
An entire section of [8] is dedicated to the study
of convolutions, from which we retain that the convolution of a distribution in Rk and a distribution in
Rl is a distribution in Rk+l .
Other results of [8] consist of some mixtures properties and formulas for the mean and variance of a
distribution belonging to Rk , expressed in terms of
a and b. Moreover, Sundt et al. [12] deduced recursions for moments and cumulants of distributions
in Rk , and for compound distributions with counting distribution in Rk . Recursions for other functions
obtained from the probability functions satisfying (1)
and (2), like their cumulative functions and stop-loss
transforms, are given in [3, 8].
Computational aspects of the recursions (1) and
(2) are investigated by Panjer and Wang [6] in connection with numerical stability.

Generalizations of the Recursion (1)
A first generalization of (1) is also given by Sundt in
the same paper [8], as

k 

b(i)
p(n) =
a(i) +
p(n − i),
n
i=1
n = r + 1, r + 2, . . . ,

1−

×

k

i=1

r

n=1

i=1

(4)

Inspired by the paper of De Pril [1] and defined by
Sundt [9], the De Pril transform ϕg of a distribution
g can be used for the recursive evaluation of the
aggregate claims distribution in the individual model.
Several results concerning Sundt’s classes and the De
Pril transform are presented in [2, 9, 11].
In particular, any counting distribution p with
a positive probability in zero is R∞ [0, ϕp ]. Thus,
Sundt [9] obtained some results for the De Pril transform from the results for R∞ .
After extending the definition of the De Pril transform and of Rk to the class F0 of all functions
on the nonnegative integers with positive mass in
zero, Dhaene and Sundt [2] found a characterization
of a function in the form Rk [a, b] belonging to F0 ,
through its De Pril transform.
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Thinned Distributions
Consider a discrete counting random variable N
with probability generating function (pgf)
G(z) = E(z ) =
N

∞


Pr(N = n)zn .

(1)

n=0

Next, let {I1 , I2 , . . .} be a sequence of independent
and identically distributed indicator variables, independent of N , with
Pr(Ij = 1) = 1 − Pr(Ij = 0) = p; j = 1, 2, . . .
(2)
n k
n
For fixed n, Pr( j =1 Ij = k) = k p (1 − p)n−k
for k = 0, 1,
2, . . . , n, and thus the random variNp
able Np = N
j =1 Ij has pgf Gp (z) = E(z ) =
∞
n
n=0 Pr(N = n)(1 − p + pz) . That is, from (1),
Gp (z) = G(1 − p + pz).

(3)



1−z
G(z) = Gp 1 −
.
p

(4)

Conversely,

Then Np is said to be a p-thinning of N, and
N a p-inverse of Np ([1], p. 45). Since 1 − p +
pz = 1 − p(1 − z), it is clear from (3) and (4) that
G(z) may be obtained formally from Gp (z) by
replacement of p by 1/p in the present context, but
G(z) may not be a pgf. Also, since 1 − p + pz is
a pgf (of Ij ), (3) is the pgf of a discrete compound
distribution.
The random variables N and Np arise naturally in
a loss-modeling context. If N is the number of losses
on an insurance portfolio, and each loss results in
a payment probability p (e.g. p may represent the
probability that a loss exceeds a deductible), then Np
represents the number of losses on which payments
are made, or simply the number of payments ([3],
Section 3.10.2).
More generally, suppose that a claim is of Type i
with probability pi and Ki is the number of Type
i claims for i = 1, 2, . . . , m. If each claim is categorized as being
type, then one has the
 of exactly one

m
m
Ki
joint pgf E
=G
i=1 zi
i=1 pi zi . The pgf of
the marginal distribution of Ki is therefore E(zKi ) =
G(1 − pi + pi z), of the form (3). In a loss-reserving

context, Ki may represent the number of claims
settled in the i th time period. In a reinsurance context,
Ki may represent the number of losses in the i th
reinsurance layer.
Returning to (3), if N has a Poisson distribution with mean λ, then G(z) = eλ(z−1) and thus
Gp (z) = eλp(z−1) , so that Np has a Poisson distribution with mean λp. Thus, Np is from the
same parametric family as N, but with a new parameter. More generally, if G(z) = φ{λ(1 − z)} where
φ is a function not depending on a parameter λ,
then from (3), Gp (z) = φ{λp(1 − z)}, and λ is still
replaced by λp in this more general class of distributions. Other examples in this class include the
binomial distribution with φ(x) = (1 − x)n where
n ∈ {1, 2, 3, . . .}, and the mixed Poisson distribution with φ(x) the Laplace–Stieltjes transform
of a nonnegative random variable, and in particular, the negative binomial distribution with φ(x) =
(1 + x)−r where r ∈ (0, ∞). Many other discrete
distributions have pgf of this form as well ([3],
Chapter 3).
A generalization involving two parameters has
been considered in [5], Section 4. Suppose that
G(z) = G(z; λ, θ), where the dependency on parameters λ and θ is explicitly denoted, and G(z; λ, θ)
may be expressed in the form
G(z; λ, θ) = θ + (1 − θ)

φ{λ(1 − z)} − φ(λ)
. (5)
1 − φ(λ)

Note that θ = G(0; λ, θ) = Pr(N = 0) from (5), and
thus the probability θ at zero may be viewed
(see Zero-modified Frequency Distributions) as a
model parameter in the present context. Therefore,
if φ{λ(1 − z)} is itself a pgf, (5) is the pgf of the
associated zero-modified distribution, and the original pgf recovered as the special case with θ = φ(λ).
The class of distributions with pgf (5) also includes
other members with φ{λ(1 − z)} not a pgf, however. For example, if θ = 0 and φ(x) = 1 + ln(1 +
x), (5) is a logarithmic series pgf, and if φ(x) =
(1 + x)−r where r ∈ (−1, 0), (5) is the pgf of an
extended truncated negative binomial distribution.
Many claim count models which have proven to
be useful both for fitting to data and for recursive
evaluation of the associated compound distribution have zero-modified pgf of the form (5) ([3],
Section 3.6).

2

Thinned Distributions

If (5) holds, then with Gp (z) = Gp (z; λ, θ), it is
not difficult to show ([5], p. 22) that
Gp (z; λ, θ) = G(1 − p + pz; λ, θ)
= G{z; λp, G(1 − p; λ, θ)}.

therein, in which applications to claim reserving,
discounting, and inflation are discussed.
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Time of Ruin

Poisson process with parameter λ. The time of ruin
is similarly defined by

The time of ruin is one of the particular questions of
interest in classical ruin theory. Consider the surplus
process of the insurer at time n, n = 0, 1, 2, . . ., in
the classical discrete-time risk model,
Un = u + n c − S n ,

(2)

with T̃ = ∞ if Un ≥ 0 for all n. The probability of
ruin is denoted by
ψ̃(u) = Pr(T̃ < ∞|U0 = u).

(3)

ψ(u) = E[I (T < ∞)|U (0) = u]
= Pr(T < ∞|U (0) = u)

t ≥ 0,

ψ(u, t) = E[I (T ≤ t)|U (0) = u]
= Pr(T ≤ t|U (0) = u)

(7)

which is more intractable mathematically (some recursive calculations of time to ruin distribution were
proposed in [3, 8, 12]) than ψ(u). We assume c >
λp1 to ensure that {U (t): t ≥ 0} has a positive
drift; hence limu→∞ U (t) = ∞ with certainty, and
ψ(u) < 1. Obviously, ψ(u, t) is nondecreasing in t
and limt→∞ ψ(u, t) = ψ(u) < 1, which implies that
the distribution function of T , ψ(u, t), is defective. It
can be shown [19] that the expectation of the present
value of the time of ruin T ,
E[e−δT I (T < ∞)|U (0) = u]
 ∞
∂
e−δt ψ(u, t) dt
=
∂t
0
 ∞
e−δt ψ(u, t) dt
=δ

(4)

where the nonnegative quantity u = U (0) is the initial surplus, c is the constant rate per unit time
at which the premiums are received, and S(t) =
X1 + X2 + · · · + XN(t) (with S(t) = 0 if N (t) = 0).
The individual claim sizes X1 , X2 , . . ., independent
of N (t), are positive, independent, and identically
distributed random variables with a common distribution function P (x) = Pr(X ≤ x) and mean p1 .
Usually, N (t) is assumed to follow a Poisson distribution (those with a binomial assumption can be
found in [4, 7, 9, 10, 17, 24, 30, 33]) with mean
λt. The claim number process {N (t): t ≥ 0} is
said to be a Poisson process with parameter λ. In
this case, the continuous-time aggregate claims process {S(t): t ≥ 0} is said to follow a compound

(6)

where I is the indicator function, that is, I (T <
∞) = 1 if T < ∞, and I (T < ∞) = 0 if T = ∞;
the probability of ruin before or at time t (that is, the
distribution function of T ) is denoted by

For the classical continuous-time risk model, let
N (t) denote the number of claims and S(t) the
aggregate claims up to time t; then the surplus of
the insurer at time t is
U (t) = u + ct − S(t),

(5)

with T = ∞ if U (t) ≥ 0 for all t (see Figure 1). The
probability of ruin is denoted by

(1)

where u = U0 is the initial surplus, c is the amount of
premiums received each period and is assumed constant, and Sn = W1 + W2 + · · · + Wn is the aggregate claim of the first n periods, where Wi is
the sum of the claims in period i. We assume
W1 , W2 , . . . are nonnegative, independent (see [1] for
dependent case), and identically distributed random
variables. Then {Un : n = 0, 1, 2, . . .} is called the
discrete-time surplus process, and the time of ruin
(the first time that the surplus becomes negative) is
defined as
T̃ = min{n: Un < 0}

T = inf{t: U (t) < 0}

(8)

0

U (t )

u
0
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Figure 2 Time of ruin: (a) The time of ruin caused by a claim (with diffusion), (b) The time of ruin caused by oscillation
(with diffusion)

and
E[e−δT I (T < ∞)|U (0) = 0]

λ ∞ −ρx
e [1 − P (x)] dx,
=
c 0

U (T ) < 0) (see Figure 2a), the other is ruin due to
oscillation (T < ∞ and U (T ) = 0) (see Figure 2b).
The probability of ruin due to a claim is denoted by
(9)

where ρ is the unique nonnegative
root of Lund∞
berg’s fundamental equation λ 0 e−ξ x dP (x) = λ +
δ − cξ . In general, there are no explicit analytical
solutions to ψ̃(u), ψ(u), and ψ(u, t); instead, some
upper bounds, numerical solutions and asymptotic
formulas were proposed. When ruin occurs because
of a claim, |U (T )| (or −U (T )) is called the severity
of ruin or the deficit at the time of ruin, and U (T −)
(the left limit of U (t) at t = T ) is called the surplus
immediately before the time of ruin. The severity of
ruin |U (T )| is an important nonnegative random variable in connection with the time of ruin T .
Gerber [16] extended the classical risk model (4)
by adding an independent Wiener process to (4) so
that
U (t) = u + ct − S(t) + σ W (t),

t ≥ 0, (10)

where σ ≥ 0 (equation (10) reduces to (4) if σ = 0)
and {W (t): t ≥ 0} is a standard Wiener process that
is independent of the compound Poisson process
{S(t): t ≥ 0}. In this case, the definition of the time
of ruin becomes T = inf{t: U (t) ≤ 0} (T = ∞ if
U (t) > 0 for all t) due to the oscillation character of
the added Wiener process. That is, there are two types
of ruins: one is ruin caused by a claim (T < ∞ and

ψs (u) = E[I (T < ∞, U (T ) < 0)|U (0) = u]
= Pr(T < ∞, U (T ) < 0|U (0) = u), (11)
and the probability of ruin caused by oscillation is
denoted by
ψd (u) = E[I (T < ∞, U (T ) = 0)|U (0) = u]
= Pr(T < ∞, U (T ) = 0|U (0) = u) (12)
[14, 29]. Therefore, the probability of ruin due to
either oscillation or a claim is ψt (u) = ψs (u) +
ψd (u).
When ruin occurs, the expected discount value
(discounted from the time of ruin T to time 0) of
some penalty function [2, 5, 18, 19, 21, 25, 27, 28,
31] is usually used to study a variety of interesting
and important quantities. To see this, consider a
penalty scheme that is defined by a constant w0 and
a nonnegative function w(x, y). That is, the penalty
due at ruin is w0 if ruin is caused by oscillation,
and w(U (T −), |U (T )|) if ruin is caused by a claim.
Then the expected discounted penalty φ(u) is φ(u) =
w0 φd (u) + φw (u), u ≥ 0, where
φw (u) = E[e−δT w(U (T −), |U (T )|)
× I (T < ∞, U (T ) < 0)|U (0) = u], (13)

Time of Ruin
and
φd (u) = E[e−δT I (T < ∞, U (T ) = 0)|U (0) = u]
(14)
is the Laplace transform (if δ is treated as a dummy
variable, or the expectation of the present value if
δ is interpreted as a force of interest) of the time
of ruin T due to oscillation. Note that φw (0) =
0 since Pr(T < ∞, U (T ) < 0|U (0) = 0) = ψs (0) =
0. When w(x, y) = 1, φw (u) (and φ(u) if w0 = 0 as
well) turns out to be
φs (u) = E[e−δT I (T < ∞, U (T ) < 0)|U (0) = u],
(15)
the Laplace transform (or the expectation of the
present value) of the time of ruin T due to a claim.
For the case that w(x, y) = 1 and w0 = 1, φ(u)
becomes φt (u) = φd (u) + φs (u), the Laplace transform (or the expectation of the present value) of the
time of ruin T . That is,
φt (u) = E[e−δT I (T < ∞, U (T ) = 0)|U (0) = u]
+ E[e−δT I (T < ∞, U (T ) < 0)|U (0) = u].
(16)
Obviously, ψd (u) = φd (u)|δ=0 , ψs (u) = φs (u)|δ=0 ,
and ψt (u) = φt (u)|δ=0 . See [14, 29] for some
properties of ψs (u) and ψd (u) (or φs (u) and φd (u)
[26]).
The (discounted) nth moment of the severity of
ruin caused by a claim,
ψn (u, δ) = E[e−δT |U (T )|n I (T < ∞, U (T ) < 0)|
U (0) = u],

(17)

is just a special case of (13) by letting the penalty
function w(U (T −), |U (T )|) = |U (T )|n , where n is
a nonnegative integer. Equation (17) with n = 1 can
be interpreted as the expectation of the present value
(at time 0) of the deficit at the time of ruin caused by
a claim, that is, the mean discounted severity of ruin.
Also, a relatively simple expression exists for (17)
[21, 28]. An upper bound on (17) was also given
in [21, 28] if the claim size distribution P belongs
to the DMRL (decreasing mean residual lifetime)
class. For n = 0, 1, 2, . . ., define
ψ1,n (u) = E[T |U (T )|n I (T < ∞, U (T ) < 0)|
U (0) = u],

(18)

3

the joint moment of the time of ruin T caused
by a claim and the severity of ruin to the nth
power. Then ψ1,n (u) can be obtained by ψ1,n (u) =
(−1)[∂ψn (u, δ)/∂δ]|δ=0 . Also ψ1,n (u) satisfies a
defective renewal equation and has an explicit
expression [21, 28].
For σ > 0 and n = 1, 2, 3, . . ., the nth moment of
the time of ruin due to oscillation (if this kind of ruin
occurs) is defined as
ψd;n (u) = E[T n I (T < ∞, U (T ) = 0)|U (0) = u],
(19)
and the nth moment of the time of ruin caused by a
claim (if this kind of ruin occurs) is defined by
ψs;n (u) = E[T n I (T < ∞, U (T ) < 0)|U (0) = u].
(20)
Then we have ψd;n (u) = (−1)n (∂ n /∂δ n )φd (u)|δ=0
and ψs;n (u) = (−1)n (∂ n /∂δ n )φs (u)|δ=0 by (14) and
(15), respectively. Each of ψd;n (u) and ψs;n (u)
satisfies a sequence of integro-difference equations
and can be expressed recursively [21, 28] (see also
[6, 11, 15, 22, 23] for alternative approaches to
ψs;n (u) based on model (4)). With expressions for
the moments of the time of ruin, the mean, variance,
skewness, and kurtosis of the time of ruin caused
by oscillation or a claim can be easily obtained.
Also, an approximation to and an upper bound on the
mean time of ruin based on model (4) can be found
in [32]. Combining equation (17) (with δ = 0) with
ψs;1 (u) and ψ1,n (u) leads to Cov[(T , |U (T )|n )I (T <
∞, U (T ) < 0)|U (0) = u], the covariance of the time
of ruin T caused by a claim and the severity of ruin
to the nth power.
The expressions for ψd;n (u), ψs;n (u), and ψ1,n (u)
involve a compound geometric distribution which
has an explicit analytical solution if P (x) is a mixture
of Erlangs (Gamma distribution G(α, β) with positive
integer parameter α) or a combination of exponentials
[13, 26]. Therefore, the moments of the time of
ruin caused by oscillation or a claim, and the joint
moment of the time of ruin T caused by a claim and
the severity of ruin to the nth power have explicit
analytical solutions if P (x) is a mixture of Erlangs
or a combination of exponentials.
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Truncated Distributions
A probability distribution for a random variable X
is said to be truncated when some set of values in
the range of X are excluded. The two most important
cases are truncation from below (also called left truncation) and truncation from above (also called right
truncation) for positive-valued random variables. In
particular, let X be a continuous random variable with
probability density function (p.d.f.) f (x) and cumulative distribution function (c.d.f.) F (x) = P (X ≤ x).
If values of X below a specified value T are excluded
from the distribution, then the remaining values of X
in the population have p.d.f.
fL (x; T ) =

f (x)
1 − F (T )

T ≤x<∞

(1)

and the distribution is said to be left truncated at
T. Note that (1) is the conditional distribution of X,
given that X ≥ T . Conversely, if values of X above a
specified value T are excluded from the distribution,
the remaining values have a distribution with p.d.f.
fR (x; T ) =

f (x)
F (T )

0≤x≤T

(2)

and the distribution is said to be right truncated at
T. Note that (2) is the conditional distribution of X,
given that X ≤ T .

of T, then a loss is reported to the insurer only if
X > T , and the insurer pays an amount X − T . The
distribution of reported losses is then given by (1).
Another place where (1) arises is in connection with
lifetimes: it is the density function of the future
lifetime for an individual of current age T. The
expectation of X based on (1) is the mean residual
lifetime at age T. Right truncation arises in the
context of report lags for certain types of insurance
claims. For example, in liability insurance the time
between the issue of a policy and the reporting of a
claim can be long if the effect of an incident takes
a long time to manifest itself. Suppose the random
variable X represents the time between policy issue
and a claim report, and let X have p.d.f. f (x), x > 0.
Suppose also that data on claims reported up to some
current date, say December 31, 2002, are considered.
If a particular policy was issued on January 1, 1999,
then any claim with X greater than four years is
excluded. That is, the distribution of report lags X for
policies issued on January 1, 1999 is right truncated
at four years, and has the distribution (2) with T = 4.
Other types of data on duration variables X are
also frequently subject to left or right truncation.
Books on survival analysis or lifetime data analysis
may be consulted for examples and for methods of
statistical analysis for truncated data [1, Sections 3.3,
3.4] and [3, Sections 2.4, 3.5, 4.3].
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Then (1) is given by
(βλ)(λx)β−1 e−(λx)
, T ≤ x < ∞. (4)
e−(λT )β
β

fL (x; T ) =

Left truncation arises in general insurance when there
are deductibles in a policy [2, Section 2.10]. If X
represents the actual loss related to a given claim for
a policy holder, and if the policy has a deductible

(See also Affine Models of the Term Structure
of Interest Rates; Bayesian Statistics; Burning
Cost; Censoring; Empirical Distribution; Estimation; Life Table Data, Combining; Maximum Likelihood; Survival Analysis; Thinned Distributions)
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Value-at-risk
The Value at Risk (VaR) on a portfolio is the maximum loss we might expect over a given period, at
a given level of confidence. It is therefore defined
over two parameters – the period concerned, usually known as the holding period, and the confidence
level – whose values are arbitrarily chosen. The VaR
is a relatively recent risk measure whose roots go
back to Baumol [5], who suggested a risk measure
equal to µ − kσ , where µ and σ are the mean and
standard deviation of the distribution concerned, and
k is a subjective parameter that reflects the user’s attitude to risk. The term value at risk only came into
widespread use much later. The notion itself lay dormant for nearly 30 years, and then shot to prominence
in the early to mid 1990s as the centerpiece of the risk
measurement models developed by leading securities
firms. The most notable of these, Morgan’s RiskMetrics model, was made public in October 1994,
and gave rise to a widespread debate on the merits,
and otherwise, of VaR. Since then, there have been
major improvements in the methods used to estimate
VaR, and VaR methodologies have been applied to
other forms of financial risk besides the market risks
for which it was first developed.

determine internal capital allocation. We can use it
to determine capital requirements at the level of the
firm, but also right down the line, down to the level
of the individual investment decision: the riskier the
activity, the higher the VaR and the greater the capital requirement. (3) VaR can be used for reporting
and disclosing purposes, and firms increasingly make
a point of reporting VaR information in their annual
reports. (4) We can use VaR information to assess
the risks of different investment opportunities before
decisions are made. VaR-based decision rules can
guide investment, hedging, and trading decisions, and
do so taking account of the implications of alternative choices for the portfolio risk as a whole. (5) VaR
information can be used to implement portfolio-wide
hedging strategies that are otherwise very difficult to
identify. (6) VaR information can be used to remunerate traders, managers, and other employees in
ways that take account of the risks they take, and
so discourage the excessive risk-taking that occurs
when employees are rewarded on the basis of profits alone, without reference to the risks taken to get
those profits. (7) Systems based on VaR methodologies can be used to measure other risks such as
liquidity, credit and operational risks. In short, VaR
can help provide for a more consistent and integrated
approach to risk management, leading also to greater
risk transparency and disclosure, and better strategic
risk management.

Attractions and Uses of VaR
The VaR has two highly attractive features as a measure of risk. The first is that it provides a common
consistent measure of risk across different positions
and risk factors: it therefore enables us to measure
the risk associated with a fixed-income position, say,
in a way that is comparable to and consistent with a
measure of the risk associated with equity or other
positions. The other attraction of VaR is that it takes
account of the correlations between different risk factors. If two risks offset each other, for example, the
VaR allows for this offset and tells us that the overall risk is fairly low. Naturally, a risk measure that
accounts for correlations is essential if we are to handle portfolio risks in a statistically meaningful way.
VaR has many possible uses. (1) Senior management can use it to set their overall risk target, and
from that determine risk targets and position limits
down the line. (2) Since VaR tells us the maximum
amount we are likely to lose, we can also use it to

Criticisms of VaR
Whilst most risk practitioners have embraced VaR
with varying degrees of enthusiasm, others are highly
critical. At the most fundamental level, there are
those such as Taleb [26] and Hoppe [18] who were
critical of the naı̈ve transfer of mathematical and
statistical models from the physical sciences where
they are well suited to social systems where they
are often invalid. They argued that such applications
often ignore important features of social systems –
the ways in which intelligent agents learn and react
to their environment, the nonstationarity and dynamic
interdependence of many market processes, and so
forth – features that undermine the plausibility of
many models and leave VaR estimates wide open to
major errors.
A related concern was that VaR estimates are
too imprecise to be of much use, and empirical
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evidence presented by Beder [6] and others in this
regard is worrying, as it suggests that different VaR
models can give vastly different VaR estimates. Work
by Marshall and Siegel [23] also showed that VaR
models were exposed to considerable implementation
risk as well – so even theoretically similar models
could give quite different VaR estimates because of
the differences in the ways in which the models
were implemented. There is also the problem that
if VaR measures are used to control or remunerate
risk-taking, traders will have an incentive to seek
out positions where risk is over- or underestimated
and trade them [21]. They will therefore take on
more risk than suggested by VaR estimates – so our
VaR estimates will be biased downwards – and their
empirical evidence suggests that the magnitude of
these underestimates can be substantial.
Concerns have also been expressed that the use of
VaR might destabilize the financial system. Taleb [26]
pointed out that VaR players are dynamic hedgers
who need to revise their positions in the face of
changes in market prices. If everyone uses VaR,
there is a danger that this hedging behavior will
make uncorrelated risks become very correlated –
and again firms will bear much greater risk than their
VaR models might suggest. Similarly, Danielsson [9],
Basak and Shapiro [3] and others have suggested that
poorly thought through regulatory VaR constraints
could destabilize the financial system by inducing
banks to increase their risk-taking: for instance, a VaR
position limit can give risk managers an incentive to
protect themselves against relatively mild losses, but
not against very large ones.
Even if one is to grant the usefulness of risk measures based on the lower tail of a probability density
function, there is still the question of whether VaR
is the best tail-based risk measure, and it is now
clear that it is not. In some important recent work,
Artzner, Delbaen, Eber, and Heath [1] examined this
issue by first setting out the axioms that a ‘good’
(or, in their terms, coherent) risk measure should satisfy. They then looked for risk measures that satisfied
these coherence properties, and found that VaR did
not satisfy them. It turns out that the VaR measure
has various problems, but perhaps the most striking
of these is its failure to satisfy the property of subadditivity – namely, that we cannot guarantee that
the VaR of a combined position will be no greater
than the sum of the VaRs of the constituent positions.
The risk of the sum, as measured by VaR, might be

greater than the sum of the risks – a serious drawback for a measure of risk. Their work suggests that
risk managers would be better off abandoning VaR
for other tail-based risk measures that satisfy coherence. The most prominent of these is the average of
losses exceeding VaR, known as the expected tail loss
or expected shortfall – and, ironically, this measure
is very similar to the measures of conditional loss
coverage that have been used by insurers for over
a century.

Estimating VaR: Preliminary
Considerations
We turn now to VaR estimation. In order to estimate
VaR, we need first to specify whether we are working
at the level of the aggregate (and often firm-wide)
portfolio using portfolio-level data, or whether we
are working at the deeper level of its constituent
positions or instruments, and inferring portfolio VaR
from position-level data. We can distinguish between
these as portfolio-level and position-level approaches
to VaR estimation. The estimation approach used also
depends on the unit of measure, and there are four
basic units we can use: units of profit/loss (P/L),
loss/profit (the negative of P/L), arithmetic return, or
geometric return.

Estimating VaR: Parametric Approaches
at Portfolio Level
Many approaches to VaR estimation are parametric,
in the sense that they specify the distribution function
of P/L, L/P (loss/profit) or returns. To begin, note that
the VaR is given implicitly by
Pr(L/P ≤ VaR) = cl,

(1)

where cl is our chosen confidence level, and the holding period is implicitly defined by the data frequency.
We now make some parametric assumption.
1. The simplest of these is that portfolio P/L is
normally distributed with mean µP/L and standard
deviation σP/L . The loss/profit (L/P) therefore has
mean −µP/L and standard deviation σP/L , and the
VaR is
VaR = −αcl σP/L − µP/L ,
(2)
where αcl is the standard normal variate corresponding to our confidence level cl, Thus, αcl is the value
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of the standard normal variate such that 1–cl of the
probability density lies to the left, and cl of the probability density lies to the right. For example, if our
confidence level is 95%, αcl will be −1.645; and if
P/L is distributed as standard normal, then VaR will
also be equal to −1.645. Of course, in practice µP/L
and σP/L would be unknown, and we would have to
estimate VaR based on estimates of these parameters,
obtained using suitable estimation techniques; this in
turn gives rise to the issue of the precision of our
VaR estimators.
Equivalently, we could also assume that arithmetic
returns r (equal to P /P−1 − 1 ignoring reinvestment
of profits, where P and P−1 are the current and lagged
values of our portfolio) are normally distributed. Our
VaR is then
VaR = −(µr + αcl σr )P

(3)

where µr and σr are the mean and standard deviation
of arithmetic returns. However, both these approaches
have a problem: they imply that losses can be arbitrarily high and this is often unreasonable, because
the maximum potential loss is usually limited to the
value of our portfolio.
2. An alternative that avoids this problem is to
assume that geometric returns R (equal to ln(P /P−1 ),
ignoring reinvestment) are normally distributed,
which is equivalent to assuming that the value of the
portfolio is lognormally distributed. The formula for
this lognormal VaR is
VaR = P−1 − exp[µR + αcl σR + ln P−1 ]

(4)

This formula rules out the possibility of negative
portfolio values and ensures that the VaR can never
exceed the value of the portfolio. However, since
the difference between the normal and lognormal
approaches boils down to that between arithmetic
and geometric returns, the two approaches tend to
yield substantially similar results over short holding periods; the difference between them therefore
only matters if we are dealing with a long holding
period.
3. A problem with all these approaches is that empirical returns tend to exhibit excess (or greater than
normal) kurtosis, often known as ‘fat’ or heavy tails,
which implies that normal or lognormal approaches
can seriously underestimate true VaR. The solution is
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to replace normal or lognormal distributions with distributions that can accommodate fat tails, and there
are many such distributions to choose from. One such
distribution is the Student-t distribution: a Student-t
distribution with υ degrees of freedom has a kurtosis of 3(υ − 2)/(υ − 4), provided υ > 4, so we can
approximate an observed kurtosis of up to 9 by a suitable choice of υ. This gives us considerable scope to
accommodate excess kurtosis, so long as the kurtosis is not too extreme. In practice, we would usually
work with a generalized Student-t distribution that
allows us to specify the mean and standard deviation
of our P/L or return distribution, as well as the number of degrees of freedom. Using units of P/L, our
VaR is then

(υ − 2)
σP/L − µP/L ,
(5)
VaR = −αcl,υ
υ
where the confidence level term, αcl,υ , now refers to
a Student-t distribution instead of a normal one, and
so depends on υ as well as on cl.
To illustrate the impact of excess kurtosis, Figure 1
shows plots of a normal density function and a
standard textbook Student-t density function with 5
degrees of freedom (and, hence, a kurtosis of 9). The
Student-t has fatter tails than the normal, and also
has a higher VaR at any given (relatively) high confidence level. So, for example, at the 99% confidence
level, the normal VaR is 2.326, but the Student-t VaR
is 3.365.
4. We can also accommodate fat tails by using
a mixture of normal distributions [27]. Here, we
assume that P/L or returns are usually drawn from
one normal process, but are occasionally, randomly
drawn from another with a higher variance. Alternatively, we can use a jump-diffusion process [11,
29], in which returns are usually well behaved, but
occasionally exhibit discrete jumps. These approaches can incorporate any degree of observed kurtosis, are intuitively simple and (fairly) tractable,
and require relatively few additional parameters. We
can also use stable Lévy processes, sometimes also
known as α -stable or stable Paretian processes [25].
These processes accommodate the normal as a special case, and have some attractive statistical properties: they have domains of attraction, which means
that any distribution ‘close’ to a stable distribution
will have similar properties to such a distribution;
they are stable, which means that the distribution
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retains its shape when summed; and they exhibit
scale invariance or self-similarity, which means that
we can rescale the process over one time period
so that it has the same distribution over another
time period. However, stable Lévy processes also
imply that returns have an infinite variance, which
is generally regarded as being inconsistent with the
empirical evidence. Finally, we can also accommodate fat tails (and, in some cases, other nonnormal
moments of the P/L or return distribution) by using
Cornish–Fisher or Box–Cox adjustments, or by fitting the data to more general continuous distributions
such as elliptical, hyperbolic, Pearson or Johnson
distributions.
5. Another parametric approach that has become
prominent in recent years is provided by extremevalue theory, which is suitable for estimating VaR
at extreme confidence levels. This theory is based
on the famous Fisher–Tippett theorem [15], which
tells us that if X is a suitably ‘well-behaved’
(i.e. independent) random variable with distribution
function F (x), then the distribution function of
extreme values of X (taken as the maximum value
of X from a sample of size n, where n gets large)
converges asymptotically to a particular distribution,
the extreme-value distribution. Using L/P as our

unit of measurement, this distribution yields the
following formulas for VaR:
VaR = a −

b
[1 − (− ln cl)−ξ ]
ξ

(6)

if ξ > 0, and where 1 + ξ(x − a)/b > 0; and
VaR = a − b ln[ln(1/cl)]

(7)

if ξ = 0. a and b are location and scale parameters,
which are closely related to the mean and standard
deviation; and ξ is the tail index, which measures the
shape or fatness of the tail [14]. These two cases
correspond to our primary losses (i.e. X) having
excess and normal kurtosis respectively. There is also
a second branch of extreme-value theory that deals
with excesses over a (high) threshold. This yields the
VaR formula


−ξ
n
β
(1 − cl)
−1 , 0<ξ <1
VaR = u +
ξ
Nu
(8)
where u is a threshold of x, β > 0 is a scale parameter, n is the sample size, Nu is the number of
observations in excess of the threshold [24] and
1 − cl < Nu /n. This second approach dispenses with
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the location parameter, but requires the user to specify
the value of the threshold instead.

Estimating VaR: Parametric Approaches
at Position Level
We turn now to the position level.
1. The most straightforward position-level approach
is the variance–covariance approach, the most wellknown commercial example of which is the RiskMetrics model. This approach is based on the underlying assumption that returns are multivariate normal.
Suppose, for example, that we have a portfolio consisting of n different assets, the arithmetic returns
to which are distributed as multivariate normal with
mean µr and variance–covariance matrix r , where
µr is an n × 1 vector, and r is an n × n matrix
with variance terms down its main diagonal and
covariances elsewhere. The 1 × n vector w gives the
proportion of our portfolio invested in each asset (i.e.
so the first element w1 gives the proportion of the
portfolio invested in asset 1, and so on, and the sum
of the wi terms is 1). Our portfolio return therefore
has an expected value of wµr , a variance of w r wT ,
where wT is the n × 1transpose vector of w, and a
standard deviation of w r wT . Its VaR is then
 

VaR = − αcl . w r wT + wµr P .
(9)
The variance–covariance matrix r captures the
interactions between the returns to the different
assets. Other things being equal, the portfolio VaR
falls as the correlation coefficients fall and, barring
the special case in which all the correlations are 1,
the VaR of the portfolio is less than the sum of the
VaRs of the individual assets.
2. Unfortunately, the assumption of multivariate
normality runs up against the empirical evidence
that returns are fat tailed, which raises the tricky
issue of how to estimate VaR from the position
level taking account of fat tails. One solution is to
fit a more general class of continuous multivariate distributions, such as the family of elliptical
distributions that includes the multivariate Student-t
and multivariate hyperbolic distributions [4, 12, 16].
If we are dealing with extremely high confidence
levels, we can also apply a multivariate extremevalue approach. Another response, suggested by Hull
and White [19], is that we transform our returns to
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make them multivariate normal. We then apply the
variance–covariance analysis to our transformed returns, and unravel the results to derive our ‘true’
VaR estimates. This approach allows us to retain the
benefits of the variance–covariance approach – its
tractability, etc. – whilst allowing us to estimate VaR
and ETL in a way that takes account of skewness,
kurtosis, and the higher moments of the multivariate
return distribution.
3. A final solution, and perhaps the most natural from the statistical point of view, is to apply
the theory of copulas. A copula is a function that
gives the multivariate distribution in terms of the
marginal distribution functions, but in a way that
takes their dependence structure into account. To
model the joint distribution function, we specify our
marginal distributions, choose a copula to represent
the dependence structure, and apply the copula function to our marginals. The copula then gives us the
probability values associated with each possible P/L
value, and we can infer the VaR from the associated
P/L histogram.

Estimating VaR: Nonparametric
Approaches
We now consider nonparametric approaches, which
seek to estimate VaR without making strong assumptions about the distribution of P/L or returns. These
approaches let the P/L data speak for themselves
as much as possible, and use the recent empirical
distribution of P/L – not some assumed theoretical
distribution – to estimate our VaR. All nonparametric methods approaches are based on the underlying
assumption that the near future will be sufficiently
like the recent past, that we can use the data from the
recent past to forecast risks over the near future –
and this assumption may or may not be valid in any
given context.
The first step in any nonparametric approach is to
assemble a suitable data set: the set of P/L ‘observations’ that we would have observed on our current portfolio, had we held it throughout the sample
period. Of course, this set of ‘observations’ will not,
in general, be the same as the set of P/L values actually observed on our portfolio, unless the composition
of our portfolio remained fixed over that period.
1. The first and most popular nonparametric approach is historical simulation, which is conceptually
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simple, easy to implement, widely used, and has
a fairly good track record. In the simplest form
of historical simulation, we can estimate VaR by
constructing a P/L histogram, and then reading the
VaR off from this histogram as the negative of the
value that cuts off the lower tail, or the bottom
1 − cl of the relative frequency mass, from the rest
of the distribution. We can also estimate the historical
simulation VaR more directly, without bothering with
a histogram, by ranking our data and taking the
VaR to be the appropriate order statistic (or ranked
observation).
2. However, this histogram-based approach is rather
simplistic, because it generally fails to make the
best use of the data. For the latter, we should apply
the theory of nonparametric density estimation. This
theory treats our data as if they were drawings from
some unspecified or unknown empirical distribution
function, and then guides us in selecting bin widths
and bin centers, so as to best represent the information
in our data. From this perspective, a histogram is a
poor way to represent data, and we should use naı̈ve
estimators or, better still, kernel estimators instead.
Good decisions on these issues should then lead to
better estimates of VaR [8].
3. All these approaches share a common problem:
they imply that any observation should have the
same weight in our VaR-estimation procedure if it
is less than a certain number of periods old, and
no weight (i.e. a zero weight) if it is older than
that. This weighting structure is unreasonable a priori,
and creates the potential for distortions and ghost
effects – we can have a VaR that is unduly high, say,
because of a single loss observation, and this VaR
will continue to be high until n days have passed and
the observation has fallen out of the sample period.
The VaR will then appear to fall again, but this fall is
only a ghost effect created by the way in which VaR is
estimated. Various approaches have been suggested to
deal with this problem, most notably: age-weighting
and volatility-weighting the data e.g., [20]; filtered
historical simulation, which bootstraps returns within
a conditional volatility (e.g. GARCH) framework [2];
covariance weighting, with weights chosen to reflect
current market estimates of the covariance matrix
[11]; and moment weighting, in which weights are
chosen to reflect all relevant moments of the return
distribution [17].

4. Finally, we can also estimate nonparametric VaR
using principal components and factor analysis methods. These are used to provide a simpler representation of the risk factors present in a data set. They
are useful because they enable us to reduce the
dimensionality of problems and reduce the number of
variance–covariance parameters that we need to estimate. The standard textbook application of principalcomponents VaR estimation is to fixed-income portfolios whose values fluctuate with a large number of
spot interest rates. In these circumstances, we might
resort to principal-components analysis to identify the
underlying sources of movement in our data. Typically, the first three such factors – the first three
principal components – will capture 95% or thereabouts of the variance of our data, and so enable
us to cut down the dimensionality of the problem
and (sometimes drastically) cut down the number of
parameters to be estimated. However, principal components analysis needs to be used with care because
estimates of principal components can be unstable
[28]. Factor analysis is a related method that focuses
on explaining correlations rather than (as principalcomponents analysis does) explaining variances, and
is particularly useful when investigating correlations
among a large number of variables. When choosing between them, a good rule of thumb is to use
principal components when dealing with instruments
that are mainly volatility-dependent (e.g. portfolios
of interest-rate caps), and to use factor analysis when
dealing with problems that are mainly correlationdependent (e.g. portfolios of diff swaps).

Estimating Confidence Intervals for VaR
There are many ways to estimate confidence intervals for VaR, but perhaps the most useful of these
are the quantile-standard error, order-statistics, and
bootstrap approaches.
1. The simplest of these is the quantile-standarderror approach, outlined by Kendall and Stuart [22]:
if we have a sample of size n and a quantile (or VaR)
x that is exceeded with probability p, they show that
the standard error of the quantile is approximately

p(1 − p)
1
,
(10)
se(x) =
f (x)
n
where f (x) is the density function of x. The standard
error can be used to construct confidence intervals
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around our quantile estimates in the usual textbook
way: for example, a 95% confidence interval for our
quantile is
[x − 1.96 se(x), x + 1.96 se(x)].
This approach is easy to implement and has some
plausibility with large sample sizes. However, it also
has weaknesses: in particular, it relies on asymptotic theory, and can therefore be unreliable with
small sample sizes; and the symmetric confidence
intervals it produces are misleading for extreme quantiles whose ‘true’ confidence intervals are asymmetric reflecting the increasing sparsity of extreme
observations.
2. A more sophisticated approach is to estimate VaR
confidence intervals using the theory of order statistics. If we have a sample of n P/L observations, we
can regard each observation as giving an estimate
of VaR at an implied confidence level. For example,
if n = 100, we can take the VaR at the 95% confidence level as the negative of the sixth smallest P/L
observation. More generally, the VaR is equal to the
negative of rth lowest observation, known as the rth
order statistic, where r = n(1 − cl) + 1. Following
Kendall and Stuart [22], suppose our observations
x1 , x2 , . . . , xn come from a known distribution (or
cumulative density) function F (x), with rth order
statistic x(r) . The probability that j of our n observations do not exceed a fixed value x must obey the
following binomial distribution
Pr{j observations ≤ x} =

n
j

{F (x)}j

× {1 − F (x)}n−j .

(11)

It follows that the probability, that at least r observations in the sample do not exceed x, is also a binomial
n

Gr (x) =
j =r

n
{F (x)}j {1 − F (x)}n−j .
j

(12)

Gr (x) is therefore the distribution function of our
order statistic. It follows, in turn, that Gr (x) also
gives the distribution function of our VaR.
This VaR distribution function provides us with
estimates of our VaR and of its associated confidence intervals. The median (i.e. 50 percentile) of the
estimated VaR distribution function gives us a natural estimate of our VaR, and estimates of the lower
and upper percentiles of the VaR distribution function
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give us estimates of the bounds of our VaR confidence interval. This is useful, because the calculations
are accurate and easy to carry out on a spreadsheet.
The approach mentioned above is also very general
and gives us confidence intervals for any distribution
function F (x), parametric (normal, t, etc.) or empirical. In addition, the order statistics approach applies
even with small samples – although estimates based
on small samples will also be less precise, precisely
because the samples are small.
3. We can also obtain confidence intervals using a
bootstrap procedure [13]. We start with a sample of
size n. We then draw a new sample of the same size
from the original sample, taking care to replace each
selected observation back into the sample pool after it
has been drawn. In doing so, we would typically find
that some observations get chosen more than once,
and others don’t get chosen at all, so the new sample
would typically be different from the original one.
Once we have our new sample, we estimate its VaR
using a historical simulation (or histogram) approach.
We then carry out this process M times, say, to obtain
a bootstrapped sample of M parameter estimates, and
use this sample of VaR estimates to estimate a confidence interval for the VaR (so the upper and lower
bounds of the confidence interval would be given by
the percentiles points (or quantiles) of the sample distribution of VaR estimates). This bootstrap approach
is easy to implement and does not rely on asymptotic or parametric theory. Its main limitation arises
from the (often inappropriate) assumption that the
data are independent, although there are also various ways of modifying bootstraps to accommodate
data-dependency (e.g. we can use a GARCH model
to accommodate dynamic factors and then bootstrap
the residuals; for more on these methods, see [10]).

Other Issues
There are, inevitably, a number of important VaRrelated issues that this article has skipped over or
omitted altogether. These include parameter estimation, particularly the estimation of volatilities, correlations, tail indices, etc.; the backtesting (or validation) of risk models, which is a subject in its own
right; the use of delta–gamma, quadratic, and other
approximations to estimate the VaRs of options portfolios, on which there is a large literature; the use
of simulation methods to estimate VaR, on which
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there is also a very extensive literature; the many,
and rapidly growing, specialist applications of VaR
to options, energy, insurance, liquidity, corporate,
crisis, and pensions risks, among others; the many
uses of VaR in risk management and risk reporting; regulatory uses (and, more interestingly, abuses)
of VaR, and the uses of VaR to determine capital
requirements; and the estimation and uses of incremental VaR (or the changes in VaR associated with
changes in positions taken) and component VaR (or
the decomposition of a portfolio VaR into its constituent VaR elements).

[16]
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Ratchev, S. & Mittnik, S. (2000). Stable Paretian Models
in Finance, John Wiley & Sons, Chichester, New York.
Taleb, N. (1997). The world according to Nassim Taleb,
Derivatives Strategy 2, 37–40.
Venkataraman, S. (1997). Value at risk for a mixture of
normal distributions: the use of Quasi-Bayesian estimation techniques, Economic Perspectives, March/April,
Federal Reserve Bank of Chicago, pp. 3–13.
Wilson, T.C. (1994). Debunking the myths, Risk 7,
67–72.
Zangari, P. (1997). What risk managers should know
about mean reversion and jumps in prices, RiskMetrics 
Monitor, Fourth Quarter, pp. 12–41.

(See also Claim Size Processes; Dependent Risks;
DFA – Dynamic Financial Analysis; Financial
Intermediaries: the Relationship Between their
Economic Functions and Actuarial Risks; Mean
Residual Lifetime; Parameter and Model Uncertainty; Risk Measures; Stochastic Orderings;
Stochastic Simulation)
KEVIN DOWD

Zero-modified Frequency
Distributions
In actuarial practice, the main distributions used to
model the claim numbers are the Poisson, binomial,
and negative binomial distributions. These distributions are the only members of a simple class of
distributions, the (a, b, 0) class, which is characterized by the recursive relation


b
(1)
pk−1 , k = 1, 2, 3, . . . ,
pk = a +
k
where pk = Pr{N = k} represents the probability that
exactly k ‘events’ (e.g. accidents, insurance losses)
occur.
At times, these distributions do not adequately
describe the characteristics of some data sets encountered in practice. This may be because the tail of the
negative binomial is not heavy enough or because
the distributions in the (a, b, 0) class cannot capture
the shape of the data set in some other part of the
distribution.
In this article, we address the problem of a poor fit
at the left-hand end of the distribution, in particular –
the probability at zero.
For insurance count data, the probability at zero is
the probability that no claims occur during the period
under study. For applications in insurance where the
probability of occurrence of a loss is low, the probability at zero has the largest value. Thus, it is important to pay special attention to the fit at this point.
There are also situations that naturally occur,
which generate unusually large (or small) probabilities at zero. One such situation is when there are
fundamentally different risk characteristics amongst
those who are insured in a portfolio of insurance
contracts. For example, consider the case of group
dental insurance. If, in a family, both husband and
wife have coverage with their employer-sponsored
group insurance plans and both plans provide coverage for all family members, the claims will be made
to the insurer of the plan that provides the better benefits; and no claims may be made under the other
contract. Then, in conducting studies for a specific
insurer, one may find a higher than expected number
of individuals who made no claim.
Similarly, it is possible to have situations in which
there are fewer than the expected number, or even

zero occurrences at zero. For example, if one is counting the number of claims from accidents resulting in a
claim, the minimum observed value is 1. In this case,
the probability of zero claims is 0 and the distribution
is said to be ‘zero-truncated’.
The idea of adjusting the probability at zero is
applicable to any counting distribution, not just
those given by (1). In any case, the addition of a free
choice of the probability at zero introduces an additional parameter. Much of the remainder of this article
will focus on the application of a zero modification
to the distribution given by (1), namely the Poisson,
binomial, and negative binomial distributions.
We will distinguish between the situations in
which p0 = 0 and those where p0 > 0. The first
subclass is called the truncated (more specifically,
zero-truncated) distributions.
The second subclass will be referred to as the
zero-modified distributions because the probability
is modified from that for the (a, b, 0) class. These
distributions have p0 as an arbitrary third parameter. Note that all zero-truncated distributions can be
considered as zero-modified distributions, with the
particular modification being p0 = 0.
Although we have only discussed the zerotruncated members of the (a, b, 0) class, the (a, b, 1)
class admits additional distributions. The (a, b)
parameter space can be expanded to admit an
extension of the negative binomial distribution.
To ensure that the recursive equation


b
, k = 2, 3, . . . ,
(2)
pk = pk−1 a +
k
with p0 = 0 defines a proper distribution, we require
that for any value of p1 , the successive values
 of pk
obtained recursively are positive and that ∞
k=1 pk =
1. For the negative binomial distribution with probability generating function P (z) = {1 + β(z − 1)}−r ,
the parameters a and b are
a=

β
,
1+β

b = (r − 1)

β>0
β
,
1+β

r > 0.

(3)

For the ‘Extended’ Truncated Negative Binomial
(ETNB), the parameters a and b are
a=

β
,
1+β

β>0

(4)
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b = (r − 1)

β
,
1+β

r > −1.

subsequently modified) since an infinite number of
claims are expected. This might be difficult to price!
We will ignore the case where β → ∞. There are
no other members of the (a, b, 1) class except the
zero-modified versions of the ones discussed above.
If p0 > 0, the relationship between the ‘zeromodified’ (denoted by M), the ‘zero-truncated’
(denoted by T) and the corresponding original
distribution can be described via the pgf relationships
as follows:

(5)

Note that r can now also lie in the region (−1, 0].
When r = 0, the limiting case of the ETNB is the
logarithmic distribution with


k
β
1+β
,
pk =
k log(1 + β)

k = 1, 2, 3, . . . .

(6)

P M (z) = p0M + (1 − p0M )P T (z)

The pgf of the logarithmic distribution is
P (z) = 1 −

log[1 − β(z − 1)]
.
log(1 + β)

and

(7)

P T (z) =

The zero-modified logarithmic distribution is created
by assigning an arbitrary probability at zero and
renormalizing the remaining probabilities.
It is also interesting that the special extreme
case with −1 < r < 0 and with β → ∞ is a proper
distribution. However, no moments exist. Distributions with no moments are not particularly interesting
for modeling claim numbers (unless the right tail is
Table 1

where
P (z) =

P (z)
;
1 − p0

∞


pk z k ,

p0

Poisson
ZT Poisson
ZM Poisson

−λ

0
arbitrary

Binomial

(1 − q)m

e

ZT binomial

0

ZM binomial

arbitrary

Negative binomial

(1 + β)−r

ETNB

0

ZM ETNB

arbitrary

Geometric

(1 + β)−1

ZT geometric

0

ZM geometric

arbitrary

Logarithmic
ZM logarithmic

0
arbitrary

(9)

(10)

k=0

represents the original pgf with p0 > 0. The probabilities pkM and pkT are the coefficients of zk in (8)
and (9) respectively.

Members of the (a, b, 1) class

Distribution

(8)

a

b

Parameter space

0
0
0
q
−
1−q
q
−
1−q
q
−
1−q
β
1+β
β
1+β
β
1+β
β
1+β
β
1+β
β
1+β
β
1+β
β
1+β

λ
λ
λ

λ>0
λ>0
λ>0

q
1−q
q
(m + 1)
1−q
q
(m + 1)
1−q
β
(r − 1)
1+β
β
(r − 1)
1+β
β
(r − 1)
1+β
(m + 1)

0<q<1
0<q<1
r > 0, β > 0
r > −1, β > 0
r > −1, β > 0

0

β>0

0

β>0

0

β>0

β
1+β
β
−
1+β
−

0<q<1

β>0
β>0

Zero-modified Frequency Distributions
If the ‘original’ distribution has no probability
mass at zero (e.g. logarithmic distribution), then (8)
applies directly with P T (z) representing the ‘original’
distribution.
This can be applied to the (a, b, 0) class to
generate the distribution given in Table 1. Note the
extension of the parameter space of the ETNB when
compared with the negative binomial.
For maximum likelihood estimation of the parameters of any zero-modified distribution, the maximum likelihood estimate of the probability at 0
(viewed as a parameter) is the sample proportion of
zeros, and the maximum likelihood estimates of other
parameters are obtained by fitting the corresponding zero-truncated distribution (with pgf satisfying
(8)) to the remainder of the data (with the observed
‘zeros’ removed). More details on estimation are
given in [1, 2].
The idea of modification at zero can be applied
to any distribution. Furthermore, it can be extended
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to modification at any subset of points. However, in
insurance applications, modification at zero seems to
be the most important for reasons outlined earlier in
the article.
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Adjustment Coefficient
The adjustment coefficient is a positive number, R,
associated with a classical ruin model. It can be
shown to be equal to the risk aversion coefficient
that makes the actual premium per unit of time equal
to a zero-utility premium with an exponential utility
function. But the most common use of the adjustment
coefficient is in F. Lundberg’s well-known exponential upper bound e−Ru for the ruin probability, dating
back to 1909 [3]. If the claims are bounded from
above by b, an exponential lower bound e−R(u+b) for
the probability of ruin holds. Asymptotically, the ruin
probability generally equals C · e−Ru for some constant C ∈ (0, 1). Hence, for large values of the initial
capital u, by increasing it by one unit, the probability of ever getting in ruin diminishes by a factor
about equal to e−R . The name adjustment coefficient
derives from the fact that R, and with it the ruin
probability as a measure for stability, can be adjusted
by taking measures such as reinsurance and raising
premiums. Apart from the classical ruin model, in
which ruin is checked at every instant in (0, ∞), the
adjustment coefficient, leading to a similar exponential upper bound, can also be used in some discrete
processes.
In a classical ruin model, the random capital (surplus) of an insurer at time t is
U (t) = u + ct − S(t),

t ≥ 0,

(1)

where u is the initial capital, and c, the premium
per unit of time, is assumed fixed. The process S(t)
denotes the aggregate claims incurred up to time t,
and is equal to
S(t) = X1 + X2 + · · · + XN(t) .

(2)

Here, the process N (t) denotes the number of claims
up to time t, and is assumed to be a Poisson process
with expected number of claims, λ in a unit interval.
The individual claims X1 , X2 , . . . are independent
drawings from a common cdf P (·). The probability of
ruin, that is, of ever having a negative surplus in this
process, regarded as a function of the initial capital
u, is
ψ(u) = Pr[U (t) < 0 for some t ≥ 0].

The adjustment coefficient, R is defined as the solution in (0, ∞) of the following equation
1 + (1 + θ)µR = mX (R).

1 + (1 + q)m1r

Figure 1

Determining the adjustment coefficient R

(4)

Here, µ = E[X] is the mean of the claims X;
mX (·) is their moment generating function (mgf),
assumed to exist for some positive arguments; and
θ = (c/λµ) − 1 is the safety loading contained in the
premiums. Ordinarily, there is exactly one such solution (Figure 1). But in some situations, there is no
solution for large θ, because the mgf is bounded on
the set where it is finite. This is, for instance, the
case with the Inverse Gaussian distribution for the
claims. From this, one sees that R increases with θ,
and also that replacing the claim size with one having
a larger moment generating function on (0, ∞) leads
to a smaller value of R, hence a higher exponential
bound for the ruin probability. A claim size distribution with a larger moment generating function is
called exponentially larger (see Ordering of Risks).
Replacing mX (R) by 1 + RE[X] + 12 R 2 E[X 2 ] gives
R < 2θµ/E[X 2 ]; having an upper bound for R available might be convenient if one has to compute R
numerically. In general, explicit expressions for R
cannot be found. But if the claims are exponential,
we have R = θ/(1 + θ)µ.

mX (r )

0

(3)

R

r
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Write S = S(1) for the compound Poisson random variable denoting the total claims in the time
interval (0, 1). Then some equivalent equations that
R has to fulfill are
eRc = E[eRS ] ⇐⇒ mc−S (−R) = 1
⇐⇒ c =

1
log mS (R).
R

(5)

The first equation says that when amounts of money x
are valued at eRx , the ‘value’ of the premium per unit
of time should be the mean ‘value’ for the claims. The
last equation states that c is actually the exponential
premium with coefficient of risk aversion R. Using
it, one may determine a premium c per unit time
that ensures that the ruin probability, ψ(u), does not
exceed a certain threshold ε. This is achieved by
taking R such that e−Ru = ε, hence R = − u1 log ε.
An elegant proof that ψ(u) ≤ e−Ru holds can be
given as follows [1]. Let ψk (u) denote the probability
of ruin at or before the kth claim. Then obviously
ψk (u)  ψ(u) for k → ∞. So we only need to prove
that for all k, we have ψk (u) ≤ e−Ru for all u. We
will do this using mathematical induction, starting
from ψ0 (u) ≤ e−Ru for all u. For larger k, we split
up the event of ruin at or before the kth claim by the
time t and the size x of the first claim. Multiplying by
the probability of that event occurring and integrating
over x and t leads to
 ∞ ∞
ψk−1 (u + ct − x) dP (x)λe−λt dt
ψk (u) =

≤

∞

0

=e

0
∞



−Ru

0

exp{−R(u + ct − x)} dP (x)λe

0



∞



∞

λ exp{−t (λ + Rc)} dt

0

−λt

dt

eRx dP (x)

0

λ
mX (R) = e−Ru ,
= e−Ru
λ + Rc

(6)

where the inequality is just the induction hypothesis
and the last equality follows by the defining equation
of R.
The adjustment coefficient R has the property that
{e−RU (t) } is a martingale. Indeed,
E[e−RU (t) ] = E[e−R{u+ct−S(t)} ]
= e−Ru [e−Rc exp{λ(mX (R) − 1)}]t
= e−Ru ,

by the fact that S(t) is compound Poisson with
parameter λt and claims with the same distribution
as X, and again by the defining equation of R.
In fact, the following general expression for the
ruin probability in a classical ruin model can be
derived (see Theorem 4.4.1 in [2]):

(7)

ψ(u) =

e−Ru
,
E[e−RU (T ) |T < ∞]

(8)

where T denotes the time of ruin, hence T < ∞ is
the event of ruin ever happening, and the surplus at
ruin U (T ) is negative. Some consequences of this
expression are
•
•
•
•

if θ ↓ 0 then R ↓ 0 and hence ψ(u) ↑ 1. If θ ≤ 0,
ψ(u) = 1 for all u;
ψ(u) < e−Ru holds, just as above;
if the claims are bounded by b, we have U (T ) ≥
−b, hence ψ(u) ≥ e−R(u+b) is an exponential
lower bound for the ruin probability;
assuming that, as is entirely plausible, the denominator above has a limit for u → ∞, say 1/C for
some C ≥ 1, for large u we have the approximation ψ(u) ∼ C · e−Ru .

As −U (T ) is the part of the claim causing ruin
that exceeds the capital available just before ruin,
in the case of exponential claim sizes it is also
exponential, with the same mean µ. So formula (8)
leads to ψ(u) = ψ(0)e−Ru for the exponential case.
A consequence of this is that we have
ψ(2u)
ψ(u)
=
,
ψ(u)
ψ(0)

(9)

which can loosely be interpreted as follows: the
probability of using up capital 2u, given that we use
up u, is equal to the probability that we use up u,
given that sometime we reach our original wealth
level again. This gives an explanation for the fact
that the ruin probability resembles an exponential
function.
Ruin probabilities can also be used in a discretetime framework, in which the surplus is inspected
only at times 0, 1, 2, . . .:
ψ̃(u) = Pr[U (t) < 0 for some t ∈ {0, 1, 2, . . .}].
(10)
In this case, a similar general expression for ψ̃(u) can
be derived, leading to the same exponential upper

Adjustment Coefficient
bound ψ̃(u) ≤ e−R̃u . The claims S(t) − S(t − 1)
between t − 1 and t, for t = 1, 2, . . ., must be
independent and identically distributed, say as S. This
random variable needs not be compound Poisson;
only E[S] < c and Pr[S < 0] > 0 are needed. The
adjustment coefficient R̃ is the positive solution to
the equation mc−S (−R̃) = 1.
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Aggregate Loss Modeling
One of the primary goals of actuarial risk theory is
the evaluation of the risk associated with a portfolio of insurance contracts over the life of the contracts. Many insurance contracts (in both life and
non-life areas) are short-term. Typically, automobile
insurance, homeowner’s insurance, group life and
health insurance policies are of one-year duration.
One of the primary objectives of risk theory is
to model the distribution of total claim costs for
portfolios of policies, so that business decisions can
be made regarding various aspects of the insurance
contracts. The total claim cost over a fixed time
period is often modeled by considering the frequency
of claims and the sizes of the individual claims
separately.
Let X1 , X2 , X3 , . . . be independent and identically
distributed random variables with common distribution function FX (x). Let N denote the number of
claims occurring in a fixed time period. Assume that
the distribution of each Xi , i = 1, . . . , N , is independent of N for fixed N. Then the total claim cost for
the fixed time period can be written as
S = X1 + X2 + · · · + XN ,
with distribution function
FS (x) =

∞


pn FX∗n (x),

(1)

n=0

where FX∗n (·) indicates the n-fold convolution of
FX (·).
The distribution of the random sum given by equation (1) is the direct quantity of interest to actuaries
for the development of premium rates and safety
margins. In general, the insurer has historical data on
the number of events (insurance claims) per unit time
period (typically one year) for a specific risk, such
as a given driver/car combination (e.g. a 21-year-old
male insured in a Porsche 911). Analysis of this data
generally reveals very minor changes over time. The
insurer also gathers data on the severity of losses per
event (the X ’s in equation (1)). The severity varies
over time as a result of changing costs of automobile
repairs, hospital costs, and other costs associated with
losses.
Data is gathered for the entire insurance industry
in many countries. This data can be used to develop

models for both the number of claims per time period
and the number of claims per insured. These models
can then be used to compute the distribution of
aggregate losses given by equation (1) for a portfolio
of insurance risks.
It should be noted that the analysis of claim
numbers depends, in part, on what is considered
to be a claim. Since many insurance policies have
deductibles, which means that small losses to the
insured are paid entirely by the insured and result in
no payment by the insurer, the term ‘claim’ usually
only refers to those events that result in a payment
by the insurer.
The computation of the aggregate claim distribution can be rather complicated. Equation (1) indicates that a direct approach requires calculating
the n-fold convolutions. As an alternative, simulation and numerous approximate methods have been
developed.
Approximate distributions based on the first few
lower moments is one approach; for example, gamma
distribution. Several methods for approximating specific values of the distribution function have been
developed; for example, normal power approximation, Edgeworth series, and Wilson–Hilferty transform. Other numerical techniques, such as the Fast
Fourier transform, have been developed and promoted. Finally, specific recursive algorithms have
been developed for certain choices of the distribution of the number of claims per unit time period
(the ‘frequency’ distribution).
Details of many approximate methods are given
in [1].
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Ammeter Process
One of the important point processes used in modeling the number of claims in an insurance portfolio is
a (homogeneous) Poisson process. A Poisson process
is a stationary one, which implies that the average
sizes of a portfolio in all periods with the same length
of time are equal. However, in practice, the size of
a portfolio can increase or decrease over time. This
situation in insurance is referred to as size fluctuation; see, for example, [6]. In order to describe such
size fluctuations, actuaries have employed generalized point processes as claim number processes.
The simplest way to model the size fluctuation of
a portfolio is to let a claim number process be an
inhomogeneous Poisson process. Suppose that A(t)
is a right-continuous nondecreasing function with
A(0) = 0 and A(t) < ∞ for all t < ∞. Thus, a point
process {N (t), t ≥ 0} is called an inhomogeneous
Poisson process with intensity measure A if N (t)
has independent increments and N (t) − N (s) is a
Poisson random variable with mean A(t) − A(s) for
any 0 ≤ s < t. A Poisson process with intensity λ is
a special case of inhomogeneous Poisson processes
when A(t) = λt. In a Poisson process, the arrival
rates of claims are constant, λ, and independent
of time. However, general inhomogeneous Poisson
processes can be used to describe time-dependent
arrival rates of claims, hence, size fluctuations. It
should be pointed out that there are several equivalent
definitions of inhomogeneous Poisson processes. See,
for example, [4, 8, 9].
A further generalization of an inhomogeneous
Poisson process is a Cox process that was introduced
by Cox [3] and is also called a double stochastic
Poisson process. Detailed discussions about Cox processes can be found in [5]. Generally speaking, a Cox
process is a mixed inhomogeneous Poisson process (see Mixed Poisson Distributions). See, for
example, [2]. Thus, a point process {N (t), t ≥ 0} is
called a Cox process if {N (t), t ≥ 0} is an inhomogeneous Poisson process with intensity measure A,
given  = A, where  = {(t), t ≥ 0} is a random
measure and A = {A(t), t ≥ 0} is a realization of the
random measure . We point out that there are rigorous mathematical definitions of Cox processes. See,
for example, [4, 5, 8, 9].

In many examples of Cox processes, the random
measure  = {(t), t ≥ 0} has the following representation:

t

(t) =

λ(s) ds.

(1)

0

When the representation exists, the random process
{λ(s), s ≥ 0} is called an intensity process. A mixed
Poisson process is an example of a Cox process
when λ(s) = L at any time s ≥ 0, where L is a
positive random variable with distribution B(λ) =
Pr{L ≤ λ}, λ > 0. That is, (t) = L t. In this case,
the random variable L is called a structure variable
of the mixed Poisson process and N (t) has a mixed
Poisson distribution with
 ∞
(λt)k e−λt
dB(λ),
Pr{N (t) = k} =
k!
0
k = 0, 1, 2, . . . .

(2)

A comprehensive study of mixed Poisson processes
can be found in [8]. A traditional example of a mixed
Poisson process used in modeling claim number
processes is a Pólya process in which the structure
variable L is a gamma random variable. In this case,
N (t) has a negative binomial distribution.
However, mixed Poisson processes are still stationary. See, for example, page 64 and Remark 5.1
of [8]. In order to obtain a nonstationary but tractable
Cox process, Ammeter [1] considered a simple example of a Cox process by letting
λ(t) = Lk ,

k ≤ t < (k + 1), k = 0, 1, 2, . . . ,
(3)

where  > 0 is a constant and {Lk ; k = 0, 1, 2, . . .}
is a sequence of nonnegative, independent and identically distributed random variables. A Cox process
with the intensity process λ(t) given in (3) is called
an Ammeter process.
Ammeter processes and mixed Poisson processes
have similar structures of intensity processes. However, the latter have the same intensity at any time
while the former have the varying intensities over
time intervals [k, (k + 1)), k = 0, 1, 2, . . .. Furthermore, they have different distributional properties
and will yield different impacts on the aggregate
claim amount (see Claim Size Processes) and ruin
probabilities when we use them to model claim
number processes. To see these, we denote the total
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amount of claims up to time t in a portfolio by the
following compound process:
Y (t) =

N(t)


Xk ,

(4)

where c > 0 is the premium rate and u > 0 is the
initial capital of an insurer.
It is easy to see by conditioning on the structure
variable L that
ψM (u) ≥ Pr{L ≥ c/µ} ≥ 0.

k=1

where {N (t), t ≥ 0} is a claim number process, independent of the claim sizes {X1 , X2 , . . .}. We assume
that the claim sizes {X1 , X2 , . . .} are independent and
identically distributed with µ = EX1 > 0 and σ 2 =
Var(X1 ) > 0. Let the claim number process N (t) be
a mixed Poisson process or an Ammeter process and
denote the corresponding total amount of claims by
YM (t) and YA (t), respectively. In the two cases, YM (t)
and YA (t) are called compound mixed Poisson process
and compound Ammeter process, respectively. Also,
we assume that the common distribution of {Lk ; k =
0, 1, 2, . . .} given in (3) for the Ammeter process is
the same as that of the structure variable L for the
mixed Poisson process with E(L1 ) = E(L) = µL > 0
and Var(L1 ) = Var(L) = σL2 > 0.
Then, by (9.1) and page 214 of [8], we have
E(YM (t)) = E(YA (t)) = µ µL t. However, for large
values of t, (9.2) and page 214 of [8] imply
Var(YM (t)) ∼ µ2 σL2 t 2

(5)

and
Var(YA (t)) ∼ ((σ 2 + µ2 ) µL + µ2 σL2 ) t,

ψM (u) = Pr{YM (t) > ct + u,

for some t > 0}
(7)

t → ∞,

for some t > 0}
(8)

be the ruin probabilities in the compound mixed
Poisson and Ammeter risk models, respectively,

(10)

where Z is the standard normal random variable. For
the proof of this limit process, see Proposition 9.3
of [8]. But for YM (t), it can be shown that
YM (t)
= µL,
t→∞
t
lim

a.s.

(11)

See, for example, Proposition 9.1 of [8].
To sum up, an Ammeter process is an example of
a nonstationary Cox process or a nonstationary mixed
inhomogeneous Poisson process.
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d
YA (t) − µµL t
−−−→
(σ 2 + µ2 )µL + µ2 σL2  Z,
√
t

(6)

where f (t) ∼ g(t) means f (t)/g(t) → 1 as t → ∞.
Relations (5) and (6) indicate that a mixed Poisson
process can describe a stationary claim number process with a large volatility while an Ammeter Poisson
process can model a nonstationary claim number process with a small volatility. Indeed, the compound
mixed Poisson process is more dangerous than the
compound Ammeter Process in the sense that the ruin
probability in the former model is larger than that in
the latter model. To see that, let

(9)
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Embrechts, P. & Klüppelberg, C. (1993). Some aspects
of insurance mathematics, Theory of Probability and its
Applications 38, 262–295.
Grandell, J. (1976). Double Stochastic Poisson Processes,
Lecture Notes in Math. 529, Springer-Verlag, Berlin.
Grandell, J. (1991). Aspects of Risk Theory, SpringerVerlag, New York.
Grandell, J. (1995). Some remarks on the Ammeter
risk process, Mitteilungen der Vereinigung Schweizerische
Versicherungsmathematiker 95, 43–72.
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Ammeter, Hans
(1912–1986)
Hans Ammeter was an exceptional personality, always overflowing with energy and new ideas. Born
in Geneva, Switzerland, in 1912, he attended school
in Zurich, where he passed his final examination in
1932. Despite his obvious talent, he was unable to
take up university studies for financial reasons, and
thus joined Swiss Life as an ‘assistant calculator’ in
the same year. He left the company in 1978 as a
Member of the Management and Co-President.
Thanks to a strong will and unquenchable scientific curiosity, Hans Ammeter gained his mathematical knowledge – which was in every way equivalent
to an academic level – through diligent study at night.
His first paper was published in 1942 [6]; however,
international experts became familiar with the name
of Ammeter only toward the end of the 1940s. In
a pioneering work [1], he extended the collective
risk theory to the case of fluctuating basic probabilities, which brought the theory much closer to
practical applications (see Ammeter Process). Other
important publications followed in quick succession,
dealing with both statistical issues [9] and with the
risk theory [3, 5, 8]. Papers [8] and [9] were awarded
prestigious prizes, while [5], a lecture on the 50th
anniversary of the Swiss Association of Actuaries
(SAA), was described as ‘a milestone in research.’
He continued to publish remarkable studies on a
variety of topics at regular intervals, always striving
to achieve a close connection with practice. Reference [7] offers an excellent review of his scientific
activities during the late 1950s and the 1960s.
Hans Ammeter received many honors, and the
greatest of these must have been the honorary doctorate from the Federal Institute of Technology in Zurich
in 1964. He was a lecturer and honorary professor at
this institute from 1966 to 1981 and the driving force
behind his students’ enthusiasm for actuarial science.
Two of his published lectures [2, 4] are particularly
worth reading.
Moreover, Hans Ammeter was an authority on
Swiss social insurance, and many committees relied

on his profound knowledge. He was President of
the SAA from 1971 to 1979, and again showed his
exceptional qualities in this function. As Congress
President, he was responsible for preparing and carrying out the 21st International Congress of Actuaries in
Switzerland in 1980, a highlight in his career. During
the same year, he was appointed Honorary President
of the SAA.
Hans Ammeter left his mark on the twentieth century history of actuarial science. We will remember
him not only as a fundamental thinker but also as a
skillful negotiator, a humorous speaker, and a charming individual with an innate charisma.
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Approximating the
Aggregate Claims
Distribution
Introduction
The aggregate claims distribution in risk theory is
the distribution of the compound random variable

0
N =0
S = N
(1)
Y
N
≥ 1,
j
j =1
where N represents the claim frequency random
variable, and Yj is the amount (or severity) of the j th
claim. We generally assume that N is independent
of {Yj }, and that the claim amounts Yj > 0 are
independent and identically distributed.
Typical claim frequency distributions would be
Poisson, negative binomial or binomial, or modified
versions of these. These distributions comprise the
(a, b, k) class of distributions, described more in
detail in [12].
Except for a few special cases, the distribution
function of the aggregate claims random variable is
not tractable. It is, therefore, often valuable to have
reasonably straightforward methods for approximating the probabilities. In this paper, we present some
of the methods that may be useful in practice.
We do not discuss the recursive calculation of the
distribution function, as that is covered elsewhere.
However, it is useful to note that, where the claim
amount random variable distribution is continuous,
the recursive approach is also an approximation in
so far as the continuous distribution is approximated
using a discrete distribution.
Approximating the aggregate claim distribution
using the methods discussed in this article was
crucially important historically when more accurate methods such as recursions or fast Fourier
transforms were computationally infeasible. Today,
approximation methods are still useful where full
individual claim frequency or severity information
is not available; using only two or three moments
of the aggregate distribution, it is possible to apply
most of the methods described in this article. The
methods we discuss may also be used to provide quick, relatively straightforward methods for
estimating aggregate claims probabilities and as a
check on more accurate approaches.

There are two main types of approximation. The
first matches the moments of the aggregate claims
to the moments of a given distribution (for example, normal or gamma), and then use probabilities from the approximating distribution as estimates
of probabilities for the underlying aggregate claims
distribution.
The second type of approximation assumes a given
distribution for some transformation of the aggregate
claims random variable.
We will use several compound Poisson–Pareto
distributions to illustrate the application of the
approximations. The Poisson distribution is defined
by the parameter λ = E[N ]. The Pareto distribution
has a density function, mean, and kth moment
about zero
fY (y) =

αβ α
;
(β + y)α+1

E[Y k ] =

k!β k
(α − 1)(α − 2) . . . (α − k)

E[Y ] =

β
;
α−1
for α > k.
(2)

The α parameter of the Pareto distribution determines the shape, with small values corresponding to
a fatter right tail. The kth moment of the distribution
exists only if α > k.
The four random variables used to illustrate the
aggregate claims approximations methods are described below. We give the Poisson and Pareto parameters for each, as well as the mean µS , variance
σS2 , and γS , the coefficient of skewness of S, that
is, E[(S − E[S])3 ]/σS3 ], for the compound distribution
for each of the four examples.
Example 1 λ = 5, α = 4.0, β = 30; µS = 50; σS2 =
1500, γS = 2.32379.
Example 2 λ = 5, α = 40.0, β = 390.0; µS = 50;
σS2 = 1026.32, γS = 0.98706.
Example 3 λ = 50, α = 4.0, β = 3.0; µS = 50;
σS2 = 150, γS = 0.734847.
Example 4 λ = 50, α = 40.0, β = 39.0; µS = 50;
σS2 = 102.63, γS = 0.31214.
The density functions of these four random variables
were estimated using Panjer recursions [13], and are
illustrated in Figure 1. Note a significant probability
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mass at s = 0 for the first two cases, for which the
probability of no claims is e−5 = 0.00674. The other
interesting feature for the purpose of approximation is
that the change in the claim frequency distribution has
a much bigger impact on the shape of the aggregate
claims distribution than changing the claim severity
distribution.
When estimating the aggregate claim distribution,
we are often most interested in the right tail of the
loss distribution – that is, the probability of very
large aggregate claims. This part of the distribution
has a significant effect on solvency risk and is key,
for example, for stop-loss and other reinsurance
calculations.

sum is itself random. The theorem still applies, and
the approximation can be used if the expected number of claims is sufficiently large. For the example
random variables, we expect a poor approximation
for Examples 1 and 2, where the expected number
of claims is only 5, and a better approximation for
Examples 3 and 4, where the expected number of
claims is 50.
In Figure 2, we show the fit of the normal distribution to the four example distributions. As expected,
the approximation is very poor for low values of
E[N ], but looks better for the higher values of E[N ].
However, the far right tail fit is poor even for these
cases. In Table 1, we show the estimated value that
aggregate claims exceed the mean plus four standard

The Normal Approximation (NA)
Using the normal approximation, we estimate the
distribution of aggregate claims with the normal distribution having the same mean and variance.
This approximation can be justified by the central
limit theorem, since the sum of independent random
variables tends to a normal random variable, as the
number in the sum increases. For aggregate claims,
we are summing a random number of independent
individual claim amounts, so that the number in the

Table 1 Comparison of true and estimated right tail
(4 standard deviation) probabilities; Pr[S > µS + 4σS ]
using the normal approximation
Example
Example
Example
Example
Example

1
2
3
4

True
probability

Normal
approximation

0.00549
0.00210
0.00157
0.00029

0.00003
0.00003
0.00003
0.00003

0.015
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deviations, and compare this with the ‘true’ value –
that is, the value using Panjer recursions (this is
actually an estimate because we have discretized the
Pareto distribution). The normal distribution is substantially thinner tailed than the aggregate claims
distributions in the tail.

The Translated Gamma Approximation
The normal distribution has zero skewness, where
most aggregate claims distributions have positive
skewness. The compound Poisson and compound
negative binomial distributions are positively skewed
for any claim severity distribution. It seems natural
therefore to use a distribution with positive skewness
as an approximation. The gamma distribution was
proposed in [2] and in [8], and the translated gamma
distribution in [11]. A fuller discussion, with worked
examples is given in [5].
The gamma distribution has two parameters
and a density function (using parameterization as
in [12])
f (x) =

x a−1 e−x/θ
θ a (a)

x, a, θ > 0.

(3)

The translated gamma distribution has an identical
shape, but is assumed to be shifted by some amount
k, so that

f (x) =

(x − k)a−1 e−(x−k)/θ
θ a (a)

x, a, θ > 0.

(4)

So, the translated gamma distribution has three parameters, (k, a, θ) and we fit the distribution by matching the first three moments of the translated gamma
distribution to the first three moments of the aggregate claims distribution.
The moments of the translated gamma distribution
given by equation (4) are
Mean = aθ + k
Variance > aθ 2
2
Coefficient of Skewness > √ .
a

(5)

This gives parameters for the translated gamma
distribution as follows for the four example

4

Approximating the Aggregate Claims Distribution

distributions:
Example
Example
Example
Example

1
2
3
4

a
0.74074
4.10562
7.40741
41.05620

Table 2 Comparison of true and estimated right tail
probabilities Pr[S > E[S] + 4σS ] using the translated
gamma approximation

θ
k
45.00
16.67
15.81 −14.91
4.50
16.67
1.58 −14.91

Example
1
2
3
4

Translated
gamma
approximation

0.00549
0.00210
0.00157
0.00029

0.00808
0.00224
0.00132
0.00030

provided that the area of the distribution of interest
is not the left tail.

Bowers Gamma Approximation
Noting that the gamma distribution was a good starting point for estimating aggregate claim probabilities,
Bowers in [4] describes a method using orthogonal
polynomials to estimate the distribution function of
aggregate claims. This method differs from the previous two, in that we are not fitting a distribution to
the aggregate claims data, but rather using a functional form to estimate the distribution function. The
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The fit of the translated gamma distributions for the
four examples is illustrated in Figure 3; it appears
that the fit is not very good for the first example, but
looks much better for the other three. Even for the
first though, the right tail fit is not bad, especially
when compared to the normal approximation. If we
reconsider the four standard deviation tail probability
from Table 1, we find the translated gamma approximation gives much better results. The numbers are
given in Table 2.
So, given three moments of the aggregate claim
distribution we can fit a translated gamma distribution
to estimate aggregate claim probabilities; the left tail
fit may be poor (as in Example 1), and the method
may give some probability for negative claims (as in
Example 2), but the right tail fit is very substantially
better than the normal approximation. This is a very
easy approximation to use in practical situations,
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first term in the Bowers formula is a gamma distribution function, and so the method is similar to
fitting a gamma distribution, without translation, to
the moments of the data, but the subsequent terms
adjust this to allow for matching higher moments of
the distribution. In the formula given in [4], the first
five moments of the aggregate claims distribution are
used; it is relatively straightforward to extend this to
even higher moments, though it is not clear that much
benefit would accrue.
Bowers’ formula is applied to a standardized random variable, X = βS where β = E[S]/Var[S]. The
mean and variance of X then are both equal to
E[S]2 /Var[S]. If we fit a gamma (α, θ) distribution to
the transformed random variable X, then α = E[X]
and θ = 1.
Let µk denote the kth central moment of X; note
that α = µ1 = µ2 . We use the following constants:
A=

µ3 − 2α
3!

B=

µ4 − 12µ3 − 3α 2 + 18α
4!

C=

µ5 − 20µ4 − (10α − 120)µ3 + 6 − α 2 − 144α
.
5!
(6)

Then the distribution function for X is estimated as
follows, where FG (x; α) represents the Gamma (α, 1)
distribution function – and is also the incomplete
gamma gamma function evaluated at x with parameter α.

xα
−x
FX (x) ≈ FG (x; α) − Ae
(α + 1)


x α+2
2x α+1
xα
+
+ Be−x
−
(α + 2) (α + 3)
(α + 1)

α+1
α+2
α+3
3x
x
3x
+
−
−
(α + 2) (α + 3) (α + 4)

4x α+1
6x α+2
xα
−x
+ Ce
−
+
(α + 1) (α + 2) (α + 3)

x α+4
4x α+3
.
(7)
+
−
(α + 4) (α + 5)
Obviously, to convert back to the original claim
distribution S = X/β, we have FS (s) = FX (βs).
If we were to ignore the third and higher moments,
and fit a gamma distribution to the first two moments,

5

the probability function for X would simply be
FG (x; α). The subsequent terms adjust this to match
the third, fourth, and fifth moments.
A slightly more convenient form of the formula is
F (x) ≈ FG (x; α)(1 − A + B − C) + FG (x; α + 1)
× (3A − 4B + 5C) + FG (x; α + 2)
× (−3A + 6B − 10C) + FG (x; α + 3)
× (A − 4B + 10C) + FG (x; α + 4)
× (B − 5C) + FG (x; α + 5)(C).

(8)

We cannot apply this method to all four examples, as
the kth moment of the Compound Poisson distribution exists only if the kth moment of the secondary
distribution exists. The fourth and higher moments
of the Pareto distributions with α = 4 do not exist;
it is necessary for α to be greater than k for the kth
moment of the Pareto distribution to exist. So we have
applied the approximation to Examples 2 and 4 only.
The results are shown graphically in Figure 4; we
also give the four standard deviation tail probabilities
in Table 3.
Using this method, we constrain the density to positive values only for the aggregate claims. Although
this seems realistic, the result is a poor fit in the
left side compared with the translated gamma for the
more skewed distribution of Example 2. However,
the right side fit is very similar, showing a good tail
approximation. For Example 4 the fit appears better,
and similar in right tail accuracy to the translated
gamma approximation. However, the use of two additional moments of the data seems a high price for
little benefit.

Normal Power Approximation
The normal distribution generally and unsurprisingly
offers a poor fit to skewed distributions. One method
Table 3 Comparison of true and estimated right tail
probabilities Pr[S > E[S] + 4σS ] using Bower’s gamma
approximation
Example
Example
Example
Example
Example

1
2
3
4

True
probability

Bowers
approximation

0.00549
0.00210
0.00157
0.00029

n/a
0.00190
n/a
0.00030
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Approximating the Aggregate Claims Distribution
0.020

6

Actual pdf
Estimated pdf

0.0

0.0

0.01

0.005

0.02

0.010

0.03

0.015

0.04

Actual pdf
Estimated pdf

0

Figure 4

50

100
150
Example 2

200

0

20

40
60
Example 4

80

100

Actual and Bower’s approximation estimated probability density functions for Example 2 and Example 4

of improving the fit whilst retaining the use of the
normal distribution function is to apply the normal
distribution to a transformation of the original random variable, where the transformation is designed to
reduce the skewness. In [3] it is shown how this can
be taken from the Edgeworth expansion of the distribution function. Let µS , σS2 and γS denote the mean,
variance, and coefficient of skewness of the aggregate
claims distribution respectively. Let () denote the
standard normal distribution function. Then the normal power approximation to the distribution function
is given by

FS (x) ≈ 

6(x − µS )
9
+1+
γS σS
γS2


−

3
γS

. (9)

provided the term in the square root is positive.
In [6] it is claimed that the normal power approximation does not work where the coeffient of skewness
γS > 1.0, but this is a qualitative distinction rather
than a theoretical problem – the approximation is not
very good for very highly skewed distributions.
In Figure 5, we show the normal power density
function for the four example distributions.
The right tail four standard deviation estimated
probabilities are given in Table 4.

Note that the density function is not defined at all
parts of the distribution. The normal power approximation does not approximate the aggregate claims
distribution with another, it approximates the aggregate claims distribution function for some values,
specifically where the square root term is positive.
The lack of a full distribution may be a disadvantage
for some analytical work, or where the left side of
the distribution is important – for example, in setting
deductibles.

Haldane’s Method
Haldane’s approximation [10] uses a similar theoretical approach to the normal power method – that
is, applying the normal distribution to a transformation of the original random variable. The method is
described more fully in [14], from which the following description is taken.
The transformation is
 h
S
,
(10)
Y =
µS
where h is chosen to give approximately zero skewness for the random variable Y (see [14] for
details).
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Table 4 Comparison of true and estimated right
tail probabilities Pr[S > E[S] + 4σS ] using the
normal power approximation
Example
Example
Example
Example
Example

1
2
3
4

True
probability

Normal power
approximation

0.00549
0.00210
0.00157
0.00029

0.01034
0.00226
0.00130
0.00029

and variance
sY2 =



σS2
σS2 2
1
−
h
(1
−
h)(1
−
3h)
. (12)
µ2S
2µ2S

We assume Y is approximately normally distributed,
so that

FS (x) ≈ 

Using µS , σS , and γS to denote the mean, standard
deviation, and coefficient of skewness of S, we have
γS µS
h=1−
,
3σS
and the resulting random variable Y = (S/µS )h has
mean


σ2
σ2
mY = 1 − S2 h(1 − h) 1 − S2 (2 − h)(1 − 3h) ,
2µS
4µS
(11)

(x/µS )h − mY
sY


.

(13)

For the compound Poisson–Pareto distributions the
parameter
h=1−

(α − 2)
γS µS
(α − 4)
=1−
=
3σS
2(α − 3)
2(α − 3)

(14)

and so depends only on the α parameter of the Pareto
distribution. In fact, the Poisson parameter is not
involved in the calculation of h for any compound
Poisson distribution. For examples 1 and 3, α = 4,
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giving h = 0. In this case, we use the limiting equation for the approximate distribution function


 
σS4
σs2
x
+
−

 log

µS
2µ2S
4µ4S 
 . (15)

FS (x) ≈  




σS2
σS
1−
2
µS
2µS
These approximations are illustrated in Figure 6, and
the right tail four standard deviation probabilities are
given in Table 5.
This method appears to work well in the right tail,
compared with the other approximations, even for the
first example. Although it only uses three moments,
Table 5 Comparison of true and estimated right
tail probabilities Pr[S > E[S] + 4σS ] using the
Haldane approximation
Example
1
2
3
4

Haldane
approximation

0.00549
0.00210
0.00157
0.00029

0.00620
0.00217
0.00158
0.00029

The Wilson–Hilferty method, from [15], and described in some detail in [14], is a simplified version
of Haldane’s method, where the h parameter is set at
1/3. In this case, we assume the transformed random
variable as follows, where µS , σS and γS are the
mean, standard deviation, and coefficient of skewness
of the original distribution, as before
Y = c1 + c2

S − µS
σS + c3

1/3
,

where
c1 =

γS
6
−
6
γS
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results here are in fact more accurate for Example 2,
and have similar accuracy for Example 4. We also get
better approximation than any of the other approaches
for Examples 1 and 3.
Another Haldane transformation method, employing higher moments, is also described in [14].
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2
c2 = 3
γS
c3 =
Then

2/3

2
.
γS





F (x) ≈  c1 + c2

(x − µS )
σS + c3

1/3 
.

(17)

The calculations are slightly simpler, than the Haldane method, but the results are rather less accurate
for the four example distributions – not surprising,
since the values for h were not very close to 1/3.
Table 6 Comparison of true and estimated right tail (4
standard deviation) probabilities Pr[S > E[S] + 4σS ] using
the Wilson–Hilferty approximation

1
2
3
4

Wilson–Hilferty
approximation

0.00549
0.00210
0.00157
0.00029

0.00812
0.00235
0.00138
0.00031

0.010 0.020 0.030

Example
Example
Example
Example

True
probability

The Esscher Approximation
The Esscher approximation method is described in [3,
9]. It differs from all the previous methods in that,
in principle at least, it requires full knowledge of
the underlying distribution; all the previous methods have required only moments of the underlying
distribution. The Esscher approximation is used to
estimate a probability where the convolution is too
complex to calculate, even though the full distribution is known. The usefulness of this for aggregate claims models has somewhat receded since
advances in computer power have made it possible to
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Figure 7

In the original paper, the objective was to transform a chi-squared distribution to an approximately
normal distribution, and the value h = 1/3 is reasonable in that circumstance. The right tail four
standard deviation probabilities are given in Table 6,
and Figure 7 shows the estimated and actual density
functions.
This approach seems not much less complex than
the Haldane method and appears to give inferior
results.
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Actual and Wilson–Hilferty approximation probability density functions for four example random variables
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Table 7

Approximating the Aggregate Claims Distribution
Summary of true and estimated right tail (4 standard deviation) probabilities
Normal (%)

Example
Example
Example
Example

1
2
3
4

−99.4
−98.5
−98.0
−89.0

Translated gamma (%)
47.1
6.9
−15.7
4.3

n/a
−9.3
n/a
3.8

determine the full distribution function of most compound distributions used in insurance as accurately
as one could wish, either using recursions or fast
Fourier transforms. However, the method is commonly used for asymptotic approximation in statistics, where it is more generally known as exponential
tilting or saddlepoint approximation. See for example [1].
The usual form of the Esscher approximation for
a compound Poisson distribution is
FS (x) ≈ 1 − eλ(MY (h)−1)−hx


M  (h)
× E0 (u) − 1/2 Y 
E
(u)
, (18)
3
6λ (M (h))3/2
where MY (t) is the moment generating function
(mgf) for the claim severity distribution; λ is the
Poisson parameter; h is a function of x, derived from
MY (h) = x/λ. Ek (u) are called Esscher Functions,
and are defined using the kth derivative of the standard normal density function, φ (k) (), as
 ∞
Ek (u) =
e−uz φ (k) (z) dz.
(19)
0

This gives
E0 (u) = eu

2

/2

(1 − (u)) and

1 − u2
E3 (u) = √
+ u3 E0 (u).
2π

Bower’s gamma (%)

(20)

The approximation does not depend on the underlying distribution being compound Poisson; more
general forms of the approximation are given in [7,
9]. However, even the more general form requires
the existence of the claim severity moment generating function for appropriate values for h, which
would be a problem if the severity distribution mgf
is undefined.
The Esscher approximation is connected with the
Esscher transform; briefly, the value of the distribution function at x is calculated using a transformed
distribution, which is centered at x. This is useful

NP (%)
88.2
7.9
−17.0
0.3

Haldane (%)
12.9
3.6
0.9
0.3

WH (%)
47.8
12.2
−11.9
7.3

because estimation at the center of a distribution is
generally more accurate than estimation in the tails.

Concluding Comments
There are clearly advantages and disadvantages
to each method presented above. Some require
more information than others. For example, Bower’s
gamma method uses five moments compared with
three for the translated gamma approach; the
translated gamma approximation is still better in the
right tail, but the Bower’s method may be more useful
in the left tail, as it does not generate probabilities for
negative aggregate claims.
In Table 7 we have summarized the percentage
errors for the six methods described above, with
respect to the four standard deviation right tail probabilities used in the Tables above. We see that, even
for Example 4 which has a fairly small coefficient of
skewness, the normal approximation is far too thin
tailed. In fact, for these distributions, the Haldane
method provides the best tail probability estimate,
and even does a reasonable job of the very highly
skewed distribution of Example 1.
In practice, the methods most commonly cited
are the normal approximation (for large portfolios),
the normal power approximation and the translated
gamma method.
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Bayesian Claims
Reserving
Overview
Bayesian methodology is used in various areas within
actuarial science [18, 19]. Some of the earliest applications of Bayesian concepts and techniques (see
Bayesian Statistics) in actuarial science appear to be
in 1918 for experience-rating [31], where it is mentioned that the solution of the problem ‘depends upon
the use of inverse probabilities’. This is the term used
originally by Bayes. However, Ove Lundberg was
apparently one of the first to fully realize the importance of Bayesian procedures for experience-rating in
1940 [16]. A clear and strong argument in favor of
using Bayesian methods in actuarial science is given
in [2]. The earliest explicit use of Bayesian methods
to estimate claims reserves can be found in [12, 28],
although there may be some implicit uses of Bayesian
methods in (see Reserving in Non-life Insurance)
through the application of credibility methods for this
purpose (see Claims Reserving using Credibility
Methods) [10]. A related approach, known as the
empirical Bayes methodology (see Credibility Theory), will not be considered in this article.
Claims reserving methods are usually classified as
stochastic or nonstochastic (deterministic) depending
on whether or not they allow for random variation.
Bayesian methods fall within the first class [8, 11,
27, 30]. Being stochastic, they allow the actuary to
carry out statistical inference of reserve estimates
as opposed to deterministic models, like the traditional chain-ladder. As an inference process, the
Bayesian approach is an alternative to classical or
frequentist statistical inference. From a theoretical
point of view, Bayesian methods have an axiomatic
foundation and are derived from first principles [4].
From a practical perspective, Bayesian inference is
the process of fitting a probability model to a set
of data and summarizing the result by a probability
distribution on the parameters of the model and on
unobserved quantities, such as predictions for new
observations. A central feature of Bayesian inference is the direct quantification of uncertainty. For its
application, the actuary must set up a full probability
model (a joint probability distribution) for all observable and unobservable quantities in a given problem.
This model should be consistent with knowledge

about the claims-generation process. Then, Bayesian
statistical conclusions about the parameters in the
model or about unobserved data are made in terms
of probability statements that are conditional on the
given data. Hence, these methods provide a full distributional profile for the parameters, or other quantities
of interest, so that the features of their distribution are
readily apparent, for example, nonnormality, skewness, tail behavior, or others.
Thus, Bayesian methods have some characteristics that make them particularly attractive for their
use in actuarial practice, specifically in claims reserving. First, through the specification of the probability
model, they allow the actuary to formally incorporate expert or existing prior information. Very frequently, in actuarial science, one has considerable
expert, or prior information. The latter can be in the
form of global or industry-wide information (experience) or in the form of tables. In this respect, it
is indeed surprising that Bayesian methods have not
been used more intensively up to now. There is a
wealth of ‘objective’ prior information available to
the actuary.
Another advantage of Bayesian methods is that
the analysis can always be done using the complete
probability distribution for the quantities of interest. These quantities can be either parameters, or the
future values of a random variable. To obtain these
distributions, Bayesian methods combine the available information, no matter how limited, with the
theoretical models for the variables of interest. Having their complete distribution it is then possible to
obtain a wealth of information, in addition to point
estimates. Actuarial science is a field where adequate
understanding and knowledge of the complete distribution is essential; in addition to expected values
we are usually looking at certain characteristics of
probability distributions, for example, ruin probability (see Ruin Theory), extreme values (see Extreme
Value Theory), value-at-risk (VaR), and so on. For
example, if an actuary has the complete distributions
for the number of claims and their amounts, and these
incorporate whatever previous information was available in addition to the model, then he/she will be able
to evaluate more accurately what the probabilities of
claims are within given ranges and be able to determine adequate reserves.
As mentioned in [8], ‘there is little in the actuarial
literature which considers the predictive distribution
of reserve outcomes; to date the focus has been on
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estimating variability using prediction errors. [It] is
difficult to obtain analytically’ these distributions taking into account both the process variability and the
estimation variability. Bayesian models automatically
account for all the uncertainty in the parameters. They
allow the actuary to provide not only point estimates
of the required reserves and measures of dispersion
such as the variance, but also the complete distribution for the reserves as well. This makes it feasible
to compute other risk measures.
These distributions are particularly relevant in
order to compute the probability of extreme values,
especially if the use of normal approximation (see
Continuous Parametric Distributions) is not warranted. In many real/life situations, the distribution is
clearly skewed. Confidence intervals obtained with
normal approximations can then be very different
from exact ones. The specific form of the claims
distribution is automatically incorporated when using
Bayesian methods, whether analytically or numerically. One advantage of full Bayesian methods is that
the posterior distribution for the parameters is essentially the exact distribution, that is, it is true given
the specific data used in its derivation.
Although in many situations it is possible to obtain
analytic expressions for the distributions involved,
we frequently have to use numerical or simulation
methods (see Stochastic Simulation). Hence, one
cause, probably the main one, of the low usage of
Bayesian methods up to now, has been the fact that
closed analytical forms were not always available and
numerical approaches were too cumbersome to carry
out. However, the availability of software that allows
one to obtain the posterior or predictive distributions
by direct Monte Carlo methods, or by Markov chain
Monte Carlo (MCMC), has opened a broad area of
opportunities for the applications of these methods in
actuarial science.

of origin (or accident year) i. Thus, we have a
k × k matrix {Xit ; i = 1, . . . , k, t = 1, . . . , k}, where
k = maximum number of years (subperiods) it takes
to completely pay out the total number (or amount)
of claims corresponding to a given exposure year.
This matrix is usually split into a set of known or
observed variables (the upper left-hand part) and a
set of variables whose values are to be predicted (the
lower right-hand side). Thus, we know the values
of Xit , i = 1, . . . , k, t = 1, . . . , k, for i + t ≤ k + 1,
and the triangle of known values is the typical run-off
triangle used in claims reserving, Table 1 [20].

Some Notation

Table 1

Most methods make the assumptions that (a) the
time (number of periods) it takes for the claims
to be completely paid is fixed and known; (b) the
proportion of claims payable in the tth development
period is the same for all periods of origin; and
(c) quantities relating to different occurrence years
are independent [10, 27].
Let Xit = number (or amount) of events (claims)
in the tth development year corresponding to year

Bayesian Models
For a general discussion on Bayesian theory and
methods see [3, 4, 22, 32]. For other applications of
Bayesian methods in actuarial science see [14, 18,
19, 23]. Bayesian analysis of claims reserves can be
found in [1, 9, 12, 13, 21].
If the random variables Xit , i = 1, . . . , k; t =
1, . . . , k, denote claim figures (amount, loss ratios,
claim frequencies, etc.) the (observed) run-off triangle
has the structure given in Table 1. The unobserved
variables (the lower triangle) must be predicted in
order to estimate the reserves. Let f (xit |θ) be the
corresponding density function, where θ is a vector
of parameters. Then, assuming the random variables
are
 conditionally independent given θ, L(θ|x) =
i+t≤k+1 f (xit |θ) is the likelihood function for the
parameters given the data in the upper portion of the
triangle, that is x = {xit ; i = 1, . . . , k; t = 1, . . . , k,
with i + t ≤ k + 1}. The use of f throughout is
not intended to imply that the data are identically
distributed. Available information on the parameters
θ, is incorporated through a prior distribution π(θ)
that must be modeled by the actuary. This is
then combined with the likelihood function via
Typical run-off (loss development) trinagle
Development year
Year of
origin
1
2
3
:
k−1
k

1

2

......

t

X11
X21
X31

X12
X22
X32

...
...
...

X1t
X2t
X3t

Xk−1,1 Xk−1,2
Xk1
–

...

k−1

k

X1,k−1 X1k
X2,k−1
–
–
–
–
–
–
–

Bayesian Claims Reserving
Bayes’ Theorem to obtain a posterior distribution
for the parameters, f (θ|x), as follows: f (θ|x) ∝
L(θ|x)π(θ), where ∝ indicates proportionality. When
interest centers on inference about the parameters,
it is carried out using f (θ|x). When interest is on
prediction, as in loss reserving, then the past (known)
data in the upper portion of the triangle, Xit for
i + t ≤ k + 1, are used to predict the observations
in the lower triangle, Xit for i + t > k + 1, by
means of the posterior predictive distribution. To
emphasize whether past or future observations are
being considered, we use Zit instead of Xit for
i + t > k + 1, reserving Xit for i + t ≤ k + 1. As
Xit and Zit , i = 1, . . . , k; t = 1, . . . , k, with i + t ≤
k + 1, are conditionally independent given θ, this
predictive distribution is defined as follows:

f (zit |x) = f (zit |θ)f (θ|x) dθ, i = 1, . . . , k,
t = 1, . . . , k,

with i + t > k + 1.
(1)

In the alternative situation where this assumption
of independence does not hold, the model would
need to be modified accordingly and the analysis
would have to be carried out using the joint predictive
distribution for all the cells.
In claims reserving, the benefit of the Bayesian
approach is in providing the decision maker with
a posterior predictive distribution for every entry
in the lower portion of the run-off triangle and,
consequently, for any function of them. One such
function could be the sum of their expected values for
one given year of origin i, that is, an estimate of the
required claims reserves corresponding to that year:

E(Zit |D), i = 2, . . . , k.
(2)
Ri =
t>k−i+1

Adequate understanding and knowledge of the
complete distribution is essential. It allows the actuary to assess the required reserves not in terms of
expected values only.
A standard measure of variability is prediction
error. In claims reserving, it may be defined as the
standard deviation of the distribution of reserves. In
the Bayesian context, the usual measure of variability
is the standard deviation of the predictive distribution
of the reserves. This is a natural way of doing analysis
in the Bayesian approach [1, 8].
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Hence, besides the usual modeling process, the
actuary has two important additional tasks to carry
out when using Bayesian methods:
(a) specifying the prior distribution for the parameters in the model, and
(b) computing the resulting posterior or predictive
distribution and any of its characteristics.

Prior Distribution
This first one of these tasks is not foreign to
actuarial practice. For example, in the traditional
Bornhuetter–Ferguson method explicit use is
made of perfect prior (expert) knowledge of ‘row’
parameters. An external initial estimate of ultimate
claims is used with the development factors of
the chain-ladder technique (or others) to estimate
outstanding claims. This is clearly well suited for
the application of Bayesian methods when the
prior knowledge about the ‘row’ parameters is
not perfect and may be modeled by a probability
distribution. This use of external information to
provide the initial estimate leads naturally to a
Bayesian model [8].
Bayesian models have the advantage that actuarial
judgment can be incorporated through the choice of
informative prior distributions. However, this may be
considered as a disadvantage, since there is the risk
that the approach may be misused. Admittedly, this
approach is open to the criticism that our answers
can depend on our prior distribution π(θ), and our
model distributional assumptions. This should not
be a conceptual stumbling block, since in the actuarial field, data and experience from related problems are often used to support our assumptions.
The structure distribution frequently used in credibility theory is another example of situations in
which actuaries use previous experience to specify
a probabilistic model for the risk structure of a
portfolio.
The Bayesian approach constitutes a powerful formal alternative to both deterministic and classical
statistical methods when prior information is available. But they can also be used when there is no
agreement on the prior information, or even when
there is a total lack of it. In this last situation, we
can use what are known as noninformative or reference priors; the prior distribution π(θ) will be
chosen to reflect our state of ignorance. Inference
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under these circumstances is known as objective
Bayesian inference [3]. It can also be used to avoid
the criticism mentioned in the last paragraph. In many
cases, Bayesian methods can provide analytic closed
forms for the predictive distribution of the variables
involved, for example, outstanding claims. Predictive
inference is then carried out directly from this distribution. Any of its characteristics and properties,
such as quantiles, can be used for this purpose. However, if the predictive distribution is not of a known
type, or if it does not have a closed form, or if it
has a complicated closed form, then it is possible
to derive approximations using Monte Carlo (MC)
simulation methods [5, 26]. One alternative is the
application of direct Monte Carlo, where the random values are generated directly from their known
distribution, which is assumed to be available in an
explicit form. Another alternative, when the distribution does not have a closed form, or it is a complex
one, is to use Markov chain Monte Carlo methods [23, 26].

data for the number of claims in each row of the
triangle and
fk−i+1 (xi |ni , p)
=

ni !
(ni − xi∗ )!

∗

k−i+1


∗
)ni −xi
(1 − pk−i+1

ptxit ,

t=1

xit !

t=1

(4)

∗
with xi∗ = k−i+1
xit and pk−i+1
= p1 + p2 + · · · +
t=1
pk−i+1 [1]. The next step will be to specify a prior
distribution for the parameters: f (n2 , . . . , nk , p). The
joint posterior distribution is then obtained as
f (n2 , . . . , nk , p|D) ∝ L(n1 , n2 , . . . , nk , p|x1 , . . . , xk )
× f (n2 , . . . , nk , p),
and it may be written in terms of the posterior
distributions as
f (n2 , . . . , nk , p|D) =

Examples

k−i+1


k


f (ni |p, D)f (p|D), (5)

i=2

Example 1 In the run-off triangle of Table 1, let
Xit = number of claims in tth development year corresponding to year of origin (or accident year) i, so
the available information is: 
Xit ; i = 1, . . . , k, t =
k
1, . . . , k, i + t ≤ k + 1. Let
t=1 Xit = Ni = total
number of claims for year of origin i. Assume Ni follows a Poisson distribution (see Discrete Parametric Distributions) and that the development structure p is the same for all i = 1, . . . , k, that is,
p = (p1 , . . . , pk ) is the vector of the proportions
of payments in each development year [1]. Then,
given Ni = ni and p, the accident years are independent and the claim numbers in the ith year follow a multinomial distribution (see Discrete Multivariate Distributions), Multk (ni ; p), i = 1, . . . , k.
The likelihood function for the unknown parameters (n2 , n3 , . . . , nk , p), given the data, will be of the
form
L(n1 , n2 , . . . , nk , p|x1 , . . . , xk )
=

k


fk−i+1 (xi |ni , p).

(3)

i=1

The vectors x1 = (x11 , x12 , . . . , x1k ) , x2 = (x21 ,
x22 , . . . , x2k−1 ) , . . . , xk = (xk1 ) contain the known

where D = {x1 , x2 , . . . , xk , n1 } represents all the
known information [1, 21]. We can then use this
distribution to compute the mean and/or other
characteristics for any of the parameters. Notice
that if in this model, the quantities of interest
are the total numbers of claims for each year,
(n2 , . . . , nk ), then we can use their marginal
posterior distribution, f (n2 , . . . , nk |D), to analyze
the probabilistic behavior of the total number of
claims by year of origin. However, if we want to
estimate the future number of claims per cell in
the lower portion of the triangle, we then use the
predictive distribution:

f (zit |n2 , . . . , nk , p)
f (zit |D) =
× f (n2 , . . . , nk , p|D) dp,

(6)

for i = 1, . . . , k; t = 1, . . . , k, with i + t > k + 1,
and the summation is over (n2 , . . . , nk ). We are using
Zit instead of Xit for i + t > k + 1, again.
Example 2 Let the random variable Xit > 0 represent the value of aggregate claims in the tth development year of accident year i, for i, t = 1, . . . , k.
As in the previous model, the Xit are known for
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i + t ≤ k + 1. Define Yit = log(Xit ). We assume in
addition that
Yit = µ + αi + βt + εij

εij ∼ N (0, σ 2 )

(7)

i = 1, . . . , k, t = 1, . . . , k and i + t ≤ k + 1, that
is, an unbalanced two-way analysis of variance
(ANOVA) model. This was originally used in claims
reserving by Kremer [15]; see also [1, 6, 28].
Thus Xit follows a log-normal distribution (see
Continuous Parametric Distributions), and
f (yit |µ, αi , βt , σ 2 )


1
1
∝ exp − 2 (yit − µ − αi − βt )2 .
σ
2σ
Let TU = (k + 1)k/2 = number of cells with
known claims information in the upper triangle;
and TL = (k − 1)k/2 = number of cells in the
lower triangle, whose claims are unknown. If y =
{yit ; i, t = 1, . . . , k, i + t ≤ k + 1} is a TU -dimension
vector that contains all the observed values of Yit ,
and θ = (µ, α1 , . . . , αk , β1 , . . . , βk ) is the (2k + 1)
vector of parameters, and assuming the random
variables are conditionally independent given θ, then
the likelihood function can be written as
L(θ, σ |y)
∝σ

−TU


exp −

k
k
1 
(yit − µ−αi − βt )2 ,
2σ 2 i t

where the double sum in the exponent is for i + t ≤
k + 1, that is, the upper portion of the triangle.
The actuary must next specify a prior distribution
for the parameters, f (θ, σ ), and the joint posterior
distribution is then
f (θ, σ |y) ∝ L(θ, σ |y)f (θ, σ ),
where the vector y represents all the known
information included in the posterior distribution,
from the cells with known claims in the upper
triangle. The specific form of the joint posterior
distribution, as well as the marginal distribution
of each parameter, will depend on the choice of
the prior distribution [1, 21, 28]. In this model,
the quantities of interest are the random variables
Xit ; i = 1, . . . , k, t = 1, . . . , k, i + t > k + 1, so that
it is necessary to obtain their predictive distribution.
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As before, Zit is used instead of Xit for i + t >
k + 1. Let z be a vector containing all these TL
variables so that the predictive distribution may be
written as

f (z|y) = f (z|θ, σ )f (θ, σ |y) dθ dσ.
(8)
Thus
Var(z|y) = Eθ,σ [Var(z|θ, σ )|y]
+ Varθ,σ [E(z|θ, σ )|y],

(9)

where Eθ,σ [·|y] and Varθ,σ [·|y] denote, respectively,
expectation and variance under the posterior distribution of the parameters. Any dependences between
the predicted values will be implicitly incorporated
through the posterior distribution of the parameters.
Although, under suitable conditions, it is also possible to derive analytic expressions for the predictive
distributions, further analysis of this distribution will
usually be done by some type of simulation [1, 21,
23, 28].

Bayesian Computation
In each one of the examples described above, to
compute the reserves for the outstanding aggregate
claims, we need to estimate the values of the cells
in the lower portion of the development triangle. We
do this by obtaining the mean and variance of the
predictive distribution. This is the second task, in
addition to modeling, that we must carry out when
using Bayesian methods.
For each cell, we need E(Xit |D), the Bayesian
‘estimator’. Then the corresponding ‘estimator’ of
outstanding claims for year of business, i, is Ri =

t>k−i+1 E(Xit |D), and the Bayes ‘estimator’ of
the variance (the predictive variance) for that same
year is
Var


t>k−i+1

=



Xit |D

Var(Xit |D)

t>k−i+1

+2


s>t

Cov(Xis , Xit |D) .

(10)
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In order to compute equation (10), we would need
to find Cov(Xis , Xj t |D), for each i, j, s, t, i  = j ,
t > k − i + 1 and s > t. Thus, the covariance for
each pair of elements in the lower triangle would
need to be evaluated to find the variance of the
reserves. These formulas can be very cumbersome to
compute [6, 7, 29], and we would still not have the
complete distribution. However, it may be relatively
easy to obtain the distribution of the reserves by direct
simulation, as follows: for j = 1, . . . , N , and N very
large, obtain a sample of randomly generated values
for claims (number or amount) in each cell of the
(j )
(unobserved) lower right triangle, xit = i = 2, . . . , k
and t > k − i + 1, from the respective predictive dis(j )
tributions. These xit values will include both parameter variability and process variability. Thus, for each
j , we can compute a simulated random value of the
total outstanding claims
R (j ) =

k



(j )

xit ,

j = 1, . . . , N.

(11)

i=2 t>k−i+1

These R (j ) , j = 1, . . . , N , can be used to analyze
the behavior of claims reserves requirements. The
mean and variance can be computed as
σR2 =

200 000

N
1  (j )
(R − R)2
N j =1

and R =

N
1  (j )
R .
N j =1

(12)
The standard deviation σR thus obtained is an
‘estimate’ for the prediction error of total claims to

be paid. The simulation process has the added advantage that it is not necessary to obtain explicitly the
covariances that may exist between parameters, since
they are dealt with implicitly [1]. In fact, any dependence between predicted values has also implicitly
been taken into account in the predictive distribution. Figure 1 shows an example of the distribution
of reserves generated by directly simulating N =
5000 values from the predictive distribution of total
reserves using a model similar to the one given in
Example 2, [1], with data from [17]. One can appreciate the skewness of the distribution by comparison
with the overlaid normal density.
The method of direct simulation outlined above is
reasonable if the joint distribution of the parameters
can be identified and is of a known type. When this
is not the case, and the distribution may not be recognizable as a standard one, a possible solution may
be found via Markov chain Monte Carlo methods.
In fact, on occasions, the use of the Bayesian
paradigm will not be motivated by the need to use
prior information, but rather from its computational
flexibility. It allows the actuary to handle complex
models. As with direct simulation methods, Markov
chain Monte Carlo sampling strategies can be used
to generate samples from each posterior distribution
of interest. A comprehensive description of their use
in actuarial science can be found in [23]. A set of
four models analogous to the examples given above
is presented in [21] and analyzed using Markov chain
Monte Carlo methods. In the discussion in that paper,
it is described how those models may be implemented

Bayesian Claims Reserving
and analyzed using the package BUGS (Bayesian
inference Using Gibbs Sampling). BUGS is a specialized software package for implementing MCMCbased analyses of full Bayesian probability models [24, 25]. The BUGS Project website is found at
www.mrc-bsu.cam.ac.uk/bugs. As with direct Monte
Carlo simulation, and since MCMC methods provide
a predictive distribution of unobserved values using
simulation, it is straightforward to calculate the prediction error using (12).
Concluding, simulation methods do not provide
parameter estimates per se, but simulated samples
from the joint distribution of the parameters or future
values. In the claims reserving context, a distribution of future payments in the run-off triangle is
produced from the predictive distribution. The appropriate sums of the simulated predicted values can then
be computed to provide predictive distributions of
reserves by origin year, as well as for total reserves.
The means of those distributions may be used as the
best estimates. Other summary statistics can also be
investigated, since the full predictive distribution is
available.
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ENRIQUE

DE

ALBA

Hence, 1 − ψ(u) = Pr[L ≤ u], so the nonruin probability can be interpreted as the cdf of some random
variable defined on the surplus process. A typical realization of a surplus process is depicted in
Figure 1. The point in time where S(t) − ct is maximal is exactly when the last new record low in the
surplus occurs. In this realization, this coincides with
the ruin time T when ruin (first) occurs. Denoting
the number of such new record lows by M and the
amounts by which the previous record low was broken by L1 , L2 , . . ., we can observe the following.
First, we have

Beekman’s Convolution
Formula
Motivated by a result in [8], Beekman [1] gives a
simple and general algorithm, involving a convolution formula, to compute the ruin probability in a
classical ruin model. In this model, the random surplus of an insurer at time t is
U (t) = u + ct − S(t),

t ≥ 0,

(1)

where u is the initial capital, and c, the premium
per unit of time, is assumed fixed. The process S(t)
denotes the aggregate claims incurred up to time t,
and is equal to
S(t) = X1 + X2 + · · · + XN(t) .

L = L1 + L2 + · · · + LM .

Further, a Poisson process has the property that it
is memoryless, in the sense that future events are independent of past events. So, the probability that some
new record low is actually the last one in this instance
of the process, is the same each time. This means that
the random variable M is geometric. For the same
reason, the random variables L1 , L2 , . . . are independent and identically distributed, independent also of
M, therefore L is a compound geometric random
variable. The probability of the process reaching a
new record low is the same as the probability of getting ruined starting with initial capital zero, hence
ψ(0). It can be shown, see example Corollary 4.7.2
in [6], that ψ(0) = λµ/c, where µ = E[X1 ]. Note
that if the premium income per unit of time is not
strictly larger than the average of the total claims per
unit of time, hence c ≤ λµ, the surplus process fails
to have an upward drift, and eventual ruin is a certainty with any initial capital. Also, it can be shown
that the density of the random variables L1 , L2 , . . . at

(2)

Here, the process N (t) denotes the number of claims
up to time t, and is assumed to be a Poisson process
with expected number of claims λ in a unit interval.
The individual claims X1 , X2 , . . . are independent
drawings from a common cdf P (·). The probability
of ruin, that is, of ever having a negative surplus
in this process, regarded as a function of the initial
capital u, is
ψ(u) = Pr[U (t) < 0 for some t ≥ 0].

(3)

It is easy to see that the event ‘ruin’ occurs if and
only if L > u, where L is the maximal aggregate loss,
defined as
L = max{S(t) − ct|t ≥ 0}.

(4)

u
L1
L2
U (t )

L
L3

0

t
T1

Figure 1

The quantities L, L1 , L2 , . . .

T2

(5)

T3

T4 = T

T5

2

Beekman’s Convolution Formula

y is proportional to the probability of having a claim
larger than y, hence it is given by
fL1 (y) =

1 − P (y)
.
µ

(6)

As a consequence, we immediately have Beekman’s
convolution formula for the continuous infinite time
ruin probability in a classical risk model,
ψ(u) = 1 −

∞


p(1 − p)m H ∗m (u),

(7)

m=0

where the parameter p of M is given by p = 1 −
λµ/c, and H ∗m denotes the m-fold convolution of
the integrated tail distribution
 x
1 − P (y)
dy.
(8)
H (x) =
µ
0
Because of the convolutions involved, in general,
Beekman’s convolution formula is not very easy to
handle computationally. Although the situation is not
directly suitable for employing Panjer’s recursion
since the Li random variables are not arithmetic, a
lower bound for ψ(u) can be computed easily using
that algorithm by rounding down the random variables Li to multiples of some δ. Rounding up gives
an upper bound, see [5]. By taking δ small, approximations as close as desired can be derived, though
one should keep in mind that Panjer’s recursion is
a quadratic algorithm, so halving δ means increasing
the computing time needed by a factor four.
The convolution series formula has been rediscovered several times and in different contexts. It can
be found on page 246 of [3]. It has been derived
by Benes [2] in the context of the queuing theory
and by Kendall [7] in the context of storage theory.

Dufresne and Gerber [4] have generalized it to the
case in which the surplus process is perturbed by
a Brownian motion. Another generalization can be
found in [9].
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Brownian Motion
Introduction
Brownian motion, also called Wiener process, is
probably the most important stochastic process. Its
key position is due to various reasons. The aim of this
introduction is to present some of these reasons without striving to a complete presentation. The reader
will find Brownian motion appearing also in many
other articles in this book, and can in this way form
his/her own understanding of the importance of the
matter.
Our starting point is that Brownian motion has a
deep physical meaning being a mathematical model
for movement of a small particle suspended in water
(or some other liquid). The movement is caused
by ever moving water molecules that constantly
hit the particle. This phenomenon was observed
already in the eighteenth century but it was Robert
Brown (1773–1858), a Scottish botanist, who studied the phenomenon systematically and understood
its complex nature. Brown was not, however, able
to explain the reason for Brownian motion. This
was done by Albert Einstein (1879–1955) in one of
his famous papers in 1905. Einstein was not aware
of the works of Brown but predicted on theoretical
grounds that Brownian motion should exist. We refer
to [10] for further readings on Brown’s and Einstein’s
contributions.
However, before Einstein, Louis Bachelier (1870–
1946), a French mathematician, studied Brownian
motion from a mathematical point of view. Also
Bachelier did not know Brown’s achievements and
was, in fact, interested in modeling fluctuations in
stock prices. In his thesis Théorie de la Spéculation,
published in 1900, Bachelier used simple symmetric
random walk as the first step to model price fluctuations. He was able to find the right normalization for
the random walk to obtain Brownian motion after a
limiting procedure. In this way, he found among other
things, that the location of the Brownian particle at
a given time is normally distributed and that Brownian motion has independent increments. He also
computed the distribution of the maximum of Brownian motion before a given time and understood the
connection between Brownian motion and the heat
equation. Bachelier’s work has received much attention during the recent years and Bachelier is now

considered to be the father of financial mathematics;
see [3] for a translation of Bachelier’s thesis.
The usage of the term Wiener process as a synonym for Brownian motion is to honor the work
of Norbert Wiener (1894–1964). In the paper [13],
Wiener constructs a probability space that carries a
Brownian motion and thus proves the existence of
Brownian motion as a mathematical object as given
in the following:
Definition Standard one-dimensional Brownian
motion initiated at x on a probability space (, F, P )
is a stochastic process W = {Wt : t ≥ 0} such that
(a) W0 = x a.s.,
(b) s  → Ws is continuous a.s.,
(c) for all 0 = t0 < t1 < · · · < tn the increments
Wtn − Wtn−1 , Wtn−1 − Wtn−2 , . . . , Wt1 − Wt0
are normally distributed with
E(Wti − Wti−1 ) = 0,

E(Wti − Wti−1 )2 = ti − ti−1 .
(1)

Standard d -dimensional Brownian motion is
defined as W = {(Wt(1) , . . . , Wt(d) ): t ≥ 0}, where
W (i) , i = 1, 2, . . . , d, are independent, one-dimensional standard Brownian motions.
Notice that because uncorrelated normally distributed random variables are independent it follows
from (c) that the increments of Brownian motion are
independent. For different constructions of Brownian motion and also for Paul Lévy’s (1886–1971)
contribution for the early development of Brownian
motion, see [9].
Another reason for the central role played by
Brownian motion is that it has many ‘faces’. Indeed,
Brownian motion is
–
–
–
–
–

a strong Markov process,
a diffusion,
a continuous martingale,
a process with independent and stationary increments,
a Gaussian process.

The theory of stochastic integration and stochastic
differential equations is a powerful tool to analyze
stochastic processes. This so-called stochastic calculus was first developed with Brownian motion as the
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integrator. One of the main aims hereby is to construct and express other diffusions and processes in
terms of Brownian motion. Another method to generate new diffusions from Brownian motion is via
random time change and scale transformation. This
is based on the theory of local time that was initiated
and much developed by Lévy.
We remark also that the theory of Brownian
motion has close connections with other fields of
mathematics like potential theory and harmonic analysis. Moreover, Brownian motion is an important
concept in statistics; for instance, in the theory of
the Kolmogorov–Smirnov statistic, which is used to
test the parent distribution of a sample.
Brownian motion is a main ingredient in many
stochastic models. Many queueing models in heavy
traffic lead to Brownian motion or processes closely
related to it; see, for example, [6, 11]. Finally, in
the famous Black–Scholes market model the stock
price process P = {Pt : t ≥ 0}, P0 = po is taken to be
a geometric Brownian motion, that is,

FT of events occurring before the time point T , that
is,

A ∈ FT ⇔ A ∈ F and A ∩ {T ≤ t} ∈ Ft .
Then the strong Markov property says that a.s. on the
set {T < ∞}
E(f (Wt+T )|FT ) = EWT (f (Wt )),

(4)

where Ex is the expectation operator of W when
started at x and f is a bounded and measurable
function. The strong Markov property of Brownian
motion is a consequence of the independence of
increments.
Spatial homogeneity. Assume that W0 = 0. Then for
every x ∈ R the process x + W is a Brownian motion
initiated at x.
Symmetry. −W is a Brownian motion initiated at 0
if W0 = 0.

Using Itô’s formula it is seen that P satisfies the
stochastic differential equation

Reflection principle. Let Ha := inf{t: Wt = a}, a = 0,
be the first hitting time of a. Then the process given
by

Wt ,
t ≤ Ha ,
(5)
Yt :=
2a − Wt , t ≥ Ha ,



σ2
dPt
dt.
= σ dWt + µ +
Pt
2

is a Brownian motion. Using reflection principle for
a > 0 we can find the law of the maximum of
Brownian motion before a given time t:

Pt = po eσ Wt +µt .

(2)

(3)

In the next section, we present basic distributional
properties of Brownian motion. We concentrate on
the one-dimensional case but it is clear that many
of these properties hold in general. The third section
treats local properties of Brownian paths and in the
last section, we discuss the important Feynman–Kac
formula for computing distributions of functionals
of Brownian motion. For further details, extensions,
and proofs, we refer to [2, 5, 7–9, 12]. For the
Feynman–Kac formula, see also [1, 4].

Basic Properties of Brownian Motion
Strong Markov property. In the introduction above,
it is already stated that Brownian motion is a strong
Markov process. To explain this more in detail let
{Ft : t ≥ 0} be the natural completed filtration of
Brownian motion. Let T be a stopping time with
respect to this filtration and introduce the σ -algebra

P0 (sup{Ws : s ≤ t} ≥ a) = 2P0 (Wt ≥ a)
 ∞
2
2
e−x /2t dx.
=√
2πt a
(6)
Further, because
P0 (sup{Ws : s ≤ t} ≥ a) = P0 (Ha ≤ t),

(7)

we obtain, by differentiating with respect to t, the
density of the distribution of the first hitting time Ha :
a
2
e−a /2t dt.
(8)
P0 (Ha ∈ dt) = √
3
2πt
The Laplace transform of the distribution of Ha is
√


E0 e−αHa = e−a 2α , α > 0.
(9)
Reflecting Brownian motion. The process {|Wt |: t ≥
0} is called reflecting Brownian motion. It is a timehomogeneous, strong Markov process. A famous

Brownian Motion
result due to Paul Lévy is that the processes {|Wt |: t ≥
0} and {sup{Ws : s ≤ t} − Wt : t ≥ 0} are identical in
law.
√
Scaling. For every c > 0, the process { cWt/c : t ≥ 0}
is a Brownian motion.

only if both X itself and {Xt2 − t: t ≥ 0} are Ft martingales.
Strong law of large numbers.
lim

t→∞

Time inversion. The process given by

0,
t = 0,
Zt :=
tW1/t , t > 0,

Wt
=0
t

a.s.

(10)

lim sup √
t↓0

Last exit time. For a given t > 0 assuming that W0 =
0 the last exit time of 0 before time t
λ0 (t) : = sup{s ≤ t: Ws = 0}

(11)

is arcsine-distributed on (0, t), that is,
dv
.
√
π v(t − v)

(12)

Lévy’s martingale characterization. A continuous
real-valued process X in a filtered probability space
(, F, {Ft }, P ) is an Ft -Brownian motion if and

Wt
=1
2t ln ln(1/t)

lim sup √

Time reversibility. Assume that W0 = 0. Then for
a given t > 0, the processes {Ws : 0 ≤ s ≤ t} and
{Wt−s − Wt : 0 ≤ s ≤ t} are identical in law.

t→∞

Wt
2t ln ln t

=1

0.8
0.6
0.4
0.2
0
−0.2
−0.4

Figure 1

0.1

0.2

0.3

0.4

(14)

a.s.

(15)

A (very) nice property Brownian paths t  → Wt is
that they are continuous (as already stated in the
definition above). However, the paths are nowhere
differentiable and the local maximum points are
dense. In spite of these irregularities, we are faced
with astonishing regularity when learning that the
quadratic variation of t  → Wt , t ≤ T is a.s. equal to
T. Below we discuss in more detail, these and some
other properties of Brownian paths. See Figure 1, for
a simulated path of Brownian motion.

1

0

a.s.

Local Properties of Brownian Paths

1.2

−0.6

(13)

Laws of the iterated logarithm.

is a Brownian motion.

P0 (λ0 (t) ∈ dv) =

3
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A realization of a standard Brownian motion (by Margret Halldorsdottir)

0.8

0.9

0
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Hölder continuity and nowhere differentiability.
Brownian paths are a.s. locally Hölder continuous of
order α for every α < 1/2. In other words, for all
T > 0, 0 < α < 1/2, and almost all ω, there exists a
constant CT ,α (ω) such that for all t, s < T ,

such that for all s ∈ (0, ) we have f (t − s) ≤
f (t) ≤ f (t + s). A point of decrease is defined
analogously. Then for almost every ω ∈  the
Brownian path W. (ω) has no points of increase
or decrease.

|Wt (ω) − Ws (ω)| ≤ CT ,α (ω)|t − s|α .

Level sets. For a given ω and a ∈ R, let Za (ω) :=
{t: Wt (ω) = a}. Then a.s. the random set Za (ω) is
unbounded and of the Lebesgue measure 0. It is
closed and has no isolated points, that is, is dense
in itself. A set with these properties is called perfect.
The Hausdorff dimension of Za is 1/2.

(16)

Brownian paths are a.s. nowhere locally Hölder
continuous of order α ≥ 1/2. In particular, Brownian
paths are nowhere differentiable.
Lévy’s modulus of continuity.
|Wt − Wt1 |
lim sup sup √ 2
=1
2δ ln(1/δ)
δ→0

a.s.

(17)

where the supremum is over t1 and t2 such that
|t1 − t2 | < δ.
Variation. Brownian paths are of infinite variation on
intervals, that is, for every s ≤ t a.s.

(18)
sup
|Wti − Wti−1 | = ∞
where the supremum is over all subdivisions s ≤ t1 ≤
· · · ≤ tn ≤ t of the interval (s, t). On the other hand,
let n := {ti(n) } be a sequence of subdivisions of (s, t)
such that n ⊆ n+1 and



(n) 
lim max ti(n) − ti−1
(19)
 = 0.
n→∞

i

Then a.s. and in L2 ,
2
 

lim
Wt (n) − Wt (n)  = t − s.
n→∞

i

(20)

i−1

This fact is expressed by saying that the quadratic
variation of W over (s, t) is t − s.
Local maxima and minima. Recall that for a continuous function f : [0, ∞) → R a point t is called
a point of local (strict) maximum if there exists
> 0 such that for all s ∈ (t − , t + ), we have
f (s) ≤ f (t)(f (s) < f (t), s = t). A point of local
minimum is defined analogously. Then for almost
every ω ∈ , the set of points of local maxima for
the Brownian path W(ω) is countable and dense in
[0, ∞), each local maximum is strict, and there is no
interval on which the path is monotone.
Points of increase and decrease. Recall that for a
continuous function f : [0, ∞) → R, a point t is
called a point of increase if there exists > 0

Feynman–Kac Formula for Brownian
Motion
Consider the function

 t

v(t, x) := Ex F (Wt ) exp
f (t − s, Ws ) ds
,
0

(21)
where f and F are bounded and Hölder continuous
(f locally in t). Then the Feynman–Kac formula
says that v is the unique solution of the differential
problem
ut (t, x) = 12 uxx (t, x) + f (t, x)u(t, x),
u(0, x) = F (x)

(22)

Let now τ be an exponentially distributed (with
parameter λ) random variable, and consider the
function



 τ
v(x) := Ex F (Wτ ) exp −γ
f (Ws ) ds
,
0

(23)
where γ ≥ 0, F is piecewise continuous and bounded,
and f is piecewise continuous and nonnegative. Then
v is the unique bounded function with continuous
derivative, which on every interval of continuity of f
and F satisfies the differential equation
1
u
2

(x) − (λ + γf (x))u(x) = −λF (x). (24)

We give some examples and refer to [2] for more:
Arcsine law. For F ≡ 1 and f (x) = 1(0,∞) (x) we
have



 τ
E0 exp −γ
1(0,∞) (Ws ) ds
0

Brownian Motion

√

λ
λ
λ


−
−√



λ+γ
λ+γ
 λ+γ

√



× e−x 2λ+2γ ,
if x ≥ 0,

=
√

λ



1− 1− √


λ
+
γ



√

x 2λ+2γ
×e
,
if x ≤ 0.
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Change of Measure

P̃ have densities g(x) and g̃(x) respectively. We
compute by simulation

Change of measure is a technique used for deriving
saddlepoint approximations, bounds or optimal methods of simulation. It is used in risk theory.

Theoretical Background; Radon–Nikodym
Theorem
Let  be a basic space and F a σ -field of subsets.
We consider two probability measures P and P̃ on
(, F ). Expectations with respect to P and P̃ are
denoted by E and Ẽ respectively. We say that P̃ is
absolute continuous with respect to P, if for all A ∈ F
such that P(A) = 0 we have P̃(A) = 0. We write then
P̃  P. If P̃  P and P  P̃, then we say that P̃ is
equivalent to P and write P̃ ≡ P. A version of RadonNikodym theorem, that is useful here, states that there
exists a nonnegative random variable Z on (, F)
such that EZ = 1 and
E[Z; A] = P̃(A)

(1)


for all A ∈ F, where we denote E[Z; A] = A Z dP .
Random variable Z is usually referred to as a RadonNikodym derivative, written dP̃/dP. The relation (1)
is basic for the change of measure technique and can
be stated equivalently as follows. For each random
variable X such that Ẽ|X| < ∞,
E[ZX] = Ẽ[X].

(2)

Moreover if P ≡ P̃, then conversely
Ẽ[Z −1 ; A] = P(A).

(3)

We now survey important cases and applications.

Importance Sampling
In the theory of simulation, one of the basic variance
reduction techniques is importance sampling. This
technique is in fact a change of measure and uses the
basic identity (2). Let, for example,  =  (although
derivation can be easily adapted to  = k ), F =
B(), in which B() denotes the σ -field of Borel
subsets, X(ω) = ω, and probability measures P and


Ẽφ(X) =

∞

φ(x)g̃(x) dx.

(4)

−∞


An ad hoc estimator is (1/n) nj=1 φ(Xj ), where
X1 , . . . , Xn are independent replications of X with
density g̃(x), but frequently this estimator is not good.
Assuming that the set {x: g(x) = 0} has P-probability
zero, we can write
 ∞
φ(x)g̃(x) dx
Ẽφ(X) =

=

−∞
∞

φ(x)
−∞

= Eφ(X)

g̃(x)
g(x) dx
g(x)

g̃(X)
.
g(X)

(5)

A suitable choice of g allows the improvement
of properties of the importance sampling estimator (1/n) nj=1 (φ(X)g̃(Xj )/g(Xj )), where now
X1 , . . . , Xn are independent replications of X1 considered on the probability space (, F, P). Notice
that g̃(x)/g(x) is called likelihood ratio [1, 3, 7].

Likelihood Ratio Sequence
Consider now a sequence of random variables
X1 , X2 , . . . on (, F ) under two different probability
measures P and P̃ and let Fn denote the σ -field
generated by X1 , . . . , Xn , that is, {Fn } is a filtration.
Let P|n and P̃|n be the restrictions of P and P̃ to Fn
and assume that P̃|n  P|n for all n = 1, 2, . . .. Then,
Zn = dP̃|n /dP|n , n = 1, 2, . . . is an Fn -martingale
on (, F, P) because for n ≤ m and A ∈ Fn ⊂ Fm ,
we have by (1)
E[Zn ; A] = P̃|n (A) = P̃|m (A) = E[Zm ; A].

(6)

Note that P̃  P if Zn → Z a.s. and {Zn } is uniformly integrable, which holds very rarely, and typically this is not true in most of applications.
The following converse construction is important
for various applications. Suppose, X1 , X2 , . . . is a
sequence of random variables on (, F, P) and {Fn }
as before. Let Zn be a positive Fn -martingale, such
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that EZ1 = 1. Under these assumptions, the relation
dP̃|n = Zn dP|n , which means that
P̃|n (A) = E[Zn ; A],

A ∈ Fn ,

n = 1, 2, . . . ,
(7)

defines a consistent sequence
 of probability measures. We assume that F = ∞
j =1 Fn , and that there
exists the unique probability measure P̃ on F, such
that P̃(A) = P̃|n (A), for all A ∈ Fn . A standard version of Kolmogorov consistency theorem suffices if
 =  ×  × · · ·. For other spaces, one needs a
more general version of the Kolmogorov theorem;
see, for example, [9], Theorem 4.2 on page 143. Suppose, furthermore, that for all n we have Zn > 0
P̃-a.s. Then
P|n (A) = Ẽ[Zn−1 ; A],

A ∈ Fn .

(8)

Moreover, for each P̃-finite stopping time τ , the
above can be extended to the basic identity
P(A) = Ẽ[Zτ−1 ; A],

A ∈ Fτ .

(9)

As a special case, assume that X1 , X2 , . . . are independent and identically distributed random variables;
under P or P̃, random variable Xn has distribution
F or F̃ respectively. Then P̃|n  P|n , if and only if
F̃  F . If furthermore F and F̃ have densities g̃(x)
and g(x) respectively, then
Zn =

g̃(Xn )
dP̃|n
g̃(X1 ) g̃(X2 )
···
=
dP|n
g(X1 ) g(X2 )
g(Xn )

(10)

which is called likelihood ratio sequence. See for
details [2, 3].

Associated Sequences
Let X1 , X2 , . . . be a sequence of independent and
identically distributed random variables with a common distribution F, and let m̂(s) = E exp(sX), be the
moment generating function of F. We assume that
m̂(s) is finite in an interval (θl < 0 < θr ). For all
θl < θ < θr , we define the so-called associated distribution or Esscher transform

eθx F (dx)
B
F̃θ (B) =
.
(11)
m̂(θ)

We have the following formulas for the moment
generating function, mean and variance of F̃θ
m̂(s + θ)
m̂(θ)

(12)

µθ = Ẽθ X1 =

m̂ (θ)
m̂(θ)

(13)

σθ2 = Ẽθ X1 =

m̂ (θ)m̂(θ) − (m̂ (θ))2
. (14)
(m̂(θ))2

m̂θ (s) = Ẽθ esX =

Clearly F ≡ F̃0 , and
eθ(X1 +···+Xn )
dP̃|n
= Ln;θ =
,
dP|n
m̂n (θ)

n = 1, 2, . . . . (15)

The basic identity can be expressed now as follows:
if τ is a finite P̃θ -a.s. stopping time and A ∈ Fτ , then
 −θ(X1 +···+Xτ ) 
e
;A
P(A) = Ẽθ
m̂−τ (θ)
= Ẽθ [e−θSτ +τ κ(θ) ; A],

(16)

where Sn = X1 + · · · + Xn and κ(θ) = log m̂(θ).
More details on associated distributions can be found
in [2, 11]. One also refers to the above technique as
exponential tilting.

An Example; Proof of Chernov Bound
and Efficient Simulation
Under assumption from the last paragraph on associated sequences, we derive now an inequality for
P(A(n)), where
A(n) = {Sn > (EX1 + )n}

(17)

and Sn = X1 + · · · + Xn .
The relevant choice of θ is fulfilling
Eθ X1 =

m̂ (θ)
= EX1 + .
m̂ (θ)

(18)

Let I = θ(EX1 + ) − κ(θ) > 0. Using the basic
identity (16) with τ = n, we have
P(Sn > (EX1 + )n) = Ẽθ [e−θSn +nκ(θ) ;
Sn > (EX1 + )n]
=e

−nI

Ẽθ [e−θ(Sn −n(EX1 +)) ;

Sn > (EX1 + )n]
≤e

−nI

.

(19)
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According to the theory of simulation, the sequence
of events A(n) is rare because P(A(n)) → 0. It
turns out that the above change of measure is in
some sense optimal for simulation of P(A(n)). One
. . , Xn according to P̃θ and use
has to sample X1 , .
the estimator (1/n) nj=1 Yj , where Yj = Ln;θ 1I(Sn >
n(EX1 + )). Details can be found in [1].

Continuous-time Stochastic Processes; A
General Scheme
All considered processes are assumed to be cádlág,
that is, right-continuous and with left limits realiza, P), equipped
tions, and they are defined on (, F
with a filtration {Ft }t≥0 , where F = t≥0 Ft is the
smallest σ -field generated by all subsets from Ft
(t ≥ 0). For a probability measure P, we denote
the restriction to Ft by P|t . Suppose that {Z(t)}
is a positive martingale, such that EZ(t) = 1, and
define
P̃|t (A) = E[Z(t); A],

A ∈ F|t

(20)

for all t ≥ 0. Then P̃|t is a probability measure and
{P̃|t , t ≥ 0} form a consistent family. We assume that
the standard setup is fulfilled, that is
1. the filtered probability space (, , P), has rightcontinuous filtration {Ft },
2. there exists the unique probability measure P̃,
such that P̃(A) = P̃|t (A), for A ∈ Ft .
A useful model in which the standard setup
holds is  = D[0, ∞), X(t, ω) = ω(t), with filFt = σ {X(s), 0 ≤ s ≤ t} (t ≥ 0), and F =
tration

F
. Assuming moreover Z(t) > 0 P̃-a.s., we
t
t≥0
also have
P|t (A) = Ẽ[Z −1 (t); A],

A ∈ Ft

(21)

and furthermore, for a stopping time τ which is finite
P̃ a.s.
−1

P(A) = Ẽ[Z (τ ); A],

A ∈ Fτ .

(22)

Assume from now on that {X(t)} is a Markov
process. For such class of processes one defines a
generator A that can be thought of as an operator
from a class of function, to a class of function (on the

state space). Define for a strictly positive function f
  t

f (X(t))
(Af )(X(s))
Ef (t) =
exp −
ds ,
f (X(0))
f (X(s))
0
t ≥ 0.

(23)

If for some h, the process {Eh (t)} is a mean-one
martingale, then we can make the change of measure
with Z(t) = Eh (t). Note that EEh (t) = 1. Then from
Kunita–Watanabe theorem we know, the process
{X(t)} on (, F, {Ft }, P̃), is Markovian. It can be
shown, with some care, that a generator Ã of this
new stochastic process fulfills
Ãf = h−1 [A(f h) − f Ah].

(24)

Details can be found in [8].

Continuous-time Markov Chains (CTMC)
The simplest case we can analyze completely is when
{X(t)} is a continuous-time Markov chain (CTMC),
with a finite state space. In this case, the generator
A is Q = (qij )i,j =1,..., , the intensity matrix of the
process that acts on the space of all finite column
vectors. Thus functions f, h are column vectors, and
h is positive. We change the measure by E h . Then
{X(t)} is a CTMC with new intensity matrix Q̃ =
(q̃ij ) given by

q̃ij =






qij



−

hj
hi
qij

k=1

i =j
hj
,
hi

.

(25)

i=j

Poisson Process
Suppose that under P(P̃), the stochastic process
{X(t)} is the Poisson process with intensity λ > 0
(with λ̃ > 0). Then P|t ≡ P̃|t , for all t > 0 and
dP̃|t
Z(t) =
=
dP|t

 X(t)−X(0)
λ̃
e−(λ̃−λ)t ,
λ

t ≥ 0.
(26)

Note that we can rewrite the above in form (23):

h(X(t)) − t (Ah)(X(t))
dt
(27)
Z(t) =
e 0 h(X(t))
h(X(0))
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where h(x) = (λ̃/λ)x and formally for a function f
we define (Af )(x) = λ(f (x + 1) − f (x)).

Claim Surplus Process in the Classical Poisson
Model
We consider claims arriving according to a Poisson
process {N (t)} with rate λ, and independent and identically distributed claims U1 , U2 , . . . with a common
distribution B. Let β > 0 be the premium rate. We
assume that the Poisson process and claim sequence
are independent. The claim surplus process in such
a model is
N(t)

Uj − βt,

S(t) =

t ≥ 0.

(28)

j =1

A classical problem of risk theory, is to compute
the ruin probability P(τ (u) < ∞), where the ruin
time τ (u) = min{t: S(t) > u}. Notice that P(τ (u) <
∞) < 1 if (λEU1 )/β < 1. We show how the technique of change of measure can be used to analyze
this problem. We need some preliminary results that
are of interest in their own right and are useful in
other applications too.
The stochastic process
Zθ (t) = eθS(t)−tκ(θ)

The strict positivity follows from the analysis of
function κ(s). Hence, S(t) → ∞ P̃-a.s. and therefore
τ (u) is finite P̃-a.s. Now the ruin probability can be
written using (22) and recalling P̃(τ (u) < ∞) = 1,
we have
P(τ (u) < ∞) = Ẽ[e−γ S(τ (u)) ; τ < ∞]
= e−γ u Ẽ[e−γ (S(τ (u))−u) ].

(31)

Since S(τ (u)) − u ≥ 0, we obtain immediately a
Lundberg inequality that
P(τ (u) < ∞) ≤ e−γ u ,

u ≥ 0.

(32)

Cramer–Lundberg asymptotics follows from the
observation that, under P̃, the process {ξ(t)} defined
by ξ(t) = S(τ (t)) − t is the residual lifetime process
in a renewal process and therefore
Ẽe−ξ(t) → Ẽe−ξ(∞) .

Further Reading Recommendation
Related material on the change of measure or Girsanov type theorems can be found, for example, in
books Revuz and Yor [10], Kűchler and Sorensen [6],
Jacod and Shirayev [5], Jacobsen [4].

(29)

is a mean-one martingale for θ such that EeθS(t) <
∞, where κ(θ) = λ(m̂(θ) − 1) − βθ and m̂(θ) =
E exp(θU ), is the moment generating function of U.
Assume, moreover that there exists γ > 0, such that
κ(γ ) = 0. For this it is necessary that (λEU1 )/β < 1.
Then the process {Z(t)}, where Z(t) = exp(γ S(t))
is a positive mean-one martingale. Moreover Z(t) =
Eh (t) for h(x) = exp(γ x). We may define the
new measure P̃ by {Z(t)}. It can be shown that
{S(t)} under P̃ is a claim surplus process in the
classical Poisson model, but with the claim arrival
rate λm̂(γ ), the claim size distribution B̃θ (dx) =
exp(γ x) B(dx)/m̂(γ ) and premium rate β. This
means that the process {S(t)} is a Lévy process and
to find its drift we compute, using the Wald identity,
that
 ∞
x exp(γ x) B(dx) − β = κ  (γ ) > 0.
ẼS(1) =
0

(30)
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TOMASZ ROLSKI

Claim Number Processes
Risk theory models describe the uncertainty
associated with the claims recorded by an insurance
company. For instance, assume that a particular
portfolio of insurance policies will generate N claims
over the next period (say one year). Even if the
company were able to maintain the exact same
portfolio composition of policies from one year to
the next, this number of claims N would still vary in
different years. Such natural fluctuations are modeled
by assuming that claim numbers N are random
variables (see [4], Chapter 12).
For arbitrary time intervals [0, t] (not necessarily a year), denote the random number of claims
recorded in the portfolio by N (t) (with N (0) = 0).
As time evolves, these claim numbers {N (t)}t≥0 form
a collection of random variables called a stochastic process, more specifically here, the claim number
process.
For each one of these N (t) claims, the insurance company will also record the claim amounts,
X1 , X2 , . . . , generated by the insurance portfolio.
The aggregate claims up to a fixed time t,
S(t) = X1 + · · · + XN(t) =

N(t)


Xi ,

t ≥ 0,

(1)

i=1

(with S(t) = 0 if N (t) = 0) is a random variable of
interest in insurance risk models. It combines the
two sources of uncertainty about the portfolio, the
claim frequency and the claim severity, to represent
the aggregate risk. As such, S(t) is itself a random
variable, called a compound or random sum (see the
compound distribution section).
The collection {S(t)}t≥0 forms a stochastic process
called the aggregate claim process (see the compound process section). The next section describes
the claim frequency model for a single period, while
the last section discusses the contribution of the claim
number process to the aggregate claim process.

The Claim Number Random Variable
Claim Counting Distributions
Different counting distributions are used to model
the number of claims N (t) over a fixed period [0,

t] (denoted N for simplicity). The most common is
the Poisson distribution
pn = P {N = n} =

λn −λ
e ,
n!

n = 0, 1, . . . ,

(2)

where λ > 0 is a parameter. Its interesting mathematical properties partly explain its popularity. For
instance, the sum of k independent Poisson random
variables N1 + · · · + Nk , with respective parameters
λ1 , . . . , λk , is also Poisson distributed, with parameter
λ1 + · · · + λk .
Moreover, moments E(N m ) of all order m =
1, 2, . . . exist for the Poisson distribution, while the
maximum likelihood estimator (MLE) of its sole
parameter λ has a closed form (see [13], Chapter 3
for these and additional properties).
The fact that Poisson probabilities, pn , only have
one parameter can be a draw back. For instance, this
forces the mean of a Poisson variable to be equal in
value to its variance, and to its third central moment
E(N ) = Var(N ) = E(N − λ)3 = λ.

(3)

This is a restriction in fitting the Poisson distribution
to the claim numbers of an insurance portfolio. Usually, the observed average is smaller than the portfolio
sample variance, the latter being in squared integer
units.
The negative binomial distribution is another popular model for the number of claims. Depending on
the parameterization, the probabilities pn = P {N =
n} can be written as


r +n−1
p r (1 − p)n , n = 0, 1, . . . ,
pn =
n
(4)
where r > 0 and 0 < p < 1 are parameters. The latter
are estimated from data, although their MLE’s do not
exist in closed form and require numerical methods.
When r is an integer, the probabilistic interpretation given to N is the number of failures required
in Bernoulli trials to obtain exactly r successes (the
probability of which being p at each trial).
Negative binomial probabilities in (4) have two
parameters, allowing sufficient flexibility for the
mean E(N ) = rq/p to be smaller than the variance Var(X) = rq/p 2 . We say that the distribution
is overdispersed, a desirable property in fitting the
distribution to real portfolio claim counts (see [19]).
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A simple way to overdisperse claim counts N
around their mean E(N ) is by mixing distributions
(see the mixtures of distributions section). Consider
the claim count of a subportfolio composed of
risks with certain common characteristics. Further,
assume that these characteristics vary greatly between
different subportfolios in the main, heterogeneous
portfolio (as is the case for worker’s compensation,
or car insurance).
Then let the conditional distribution of N be Poisson with parameter λ for a particular subportfolio, but
assume that λ is a realization of a random variable ,
taking different values from one subportfolio to the
other. The marginal distribution for N is a mixture
of Poisson distributions.
In particular, since the conditional mean
E(N |) =  is given by (3), the (unconditional)
mean of this mixed Poisson is
E(N ) = E[E(N |)] = E().

(5)

Similarly, the conditional variance Var(N |) =  is
also given by (3) and hence the variance of the mixed
Poisson is clearly larger than its mean:
Var(N ) = E[Var(N |)] + Var[E(N |)]
= E() + Var() ≥ E() = E(N ). (6)
Mixed Poisson distributions are thus overdispersed,
just as is the case of the negative binomial distribution. In fact, it can be seen that a Gamma
(α, β) mixing distribution for  produces a negative binomial marginal distribution for N (see for
instance [8] Example 2.2 and the section on mixtures
of distributions).
Both the Poisson and negative binomial distributions are defined over the unbounded set of nonnegative integers. Although an infinite number of claims
is impossible in practice, these are appropriate models when the insurance company does not know in
advance the maximum number of claims that could
be recorded in a period. Most property and casualty
insurance portfolios fall into this category.
By contrast, in some other lines of business, there
is a known upper bound to the number of possible
claims. In life insurance, for example, each policy
in force cannot generate more than one claim. Then
the number of claims cannot exceed the number of
policies, say m.
The binomial distribution is an appropriate model
in such cases, with probabilities pn = P {N = n}

given by
 
m
pn =
p n (1 − p)m−n ,
n

n = 0, 1, . . . , m, (7)

where m ∈ + and 0 < p < 1 are parameters. In
probability, N is interpreted as the number of successes recorded in m Bernoulli trials, the probability
of which being p at each trial.
Binomial probabilities in (7) also have two parameters, yielding a mean E(N ) = mp larger than the
variance Var(X) = mpq. Consequently, we say that
this distribution is underdispersed.

Recursive Families
The three counting distributions discussed above
belong to a family where the probabilities pn satisfy
the following recursive relation with pn−1 :


b
pn = a +
(8)
pn−1 , for n ∈ S ⊆ + ,
n
where a and b are parameters and S some subset of
+ . For instance,
pn =

λ
λn e−λ
= pn−1 ,
n!
n

n≥1

(9)

for a = 0, b = λ and p0 = e−λ , in the Poisson case.
Similarly,


r +n−1
pn =
pr q n
n
=

r +n−1
qpn−1 ,
n

n≥1

(10)

for a = q, b = (r − 1)q and p0 = p r , in the negative
binomial case.
In all cases, recursions start at p0 , a parameter
fixed such that pn values sum to 1. Hence, distributions satisfying (8) for particular choices of a and b
are said to belong to the (a, b, 0) family or Sundt
and Jewell family (see [13], Section 3.5). Estimation of a and b from claim numbers data is discussed
in [14].
Panjer [15] showed that if the claim frequency
distribution belongs to the (a, b, 0) family and its
probabilities are calculated recursively by (10), then
the distribution of aggregate claims S(t) in (1) can
also be evaluated recursively for any fixed t (see the
compound distribution section). For the stability of
such numerical recursive procedures, see [16].
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Sundt and Jewell [22] characterized the set of
a and b values that define a proper distribution
in (10). They show that the Poisson, negative binomial (with its geometric special case) and binomial
distributions (with its Bernoulli special case) are the
only members of the (a, b, 0) family. Since, various
generalizations have enlarged the family of counting distributions defined recursively [7, 17, 23] to
now include most discrete distributions, including
multivariate ones (see [11, 20, 21] and references
therein).

The Claim Number Process
The previous section presents the number of claims,
N (t), recorded in an insurance portfolio over a fixed
time t > 0, as a random variable and studies its
distribution.
When the time parameter t is no longer fixed,
we can study the evolution of N (t) over time.
Then {N (t)}t≥0 forms a stochastic process called
the claim number (or counting process). Its study
allows the answer to more complex questions. For
instance, the degree of association between claim
counts at different times can be measured by covariances, like Cov[N (t), N (t + h)], (t, h > 0). These
involve the ‘path properties’ of the claim number
process.
The paths {N (t)}t≥0 form random functions of
time. One way to characterize them is through a
detailed recording of claim occurrence times. As
in [1], let these occurrence times, {Tk }k≥1 , form an
ordinary renewal process. This simply means that
claim interarrival times τk = Tk − Tk−1 (for k ≥ 2,
with τ1 = T1 ), are assumed independent and identically distributed, say with common continuous df F
on + (and corresponding density f ).
Claim counts at different times t ≥ 0 are obtained
alternatively as N (t) = max{k ∈ ; Tk ≤ t} (with
N (0) = 0 and N (t) = 0 if all Tk > t). Note that
the random events [N (t) < k] and [Tk > t] are
equivalent. Hence,
{N (t); t ≥ 0},

{Tk ; k ≥ 1}

and

{τi ; i ≥ 1}

all provide equivalent information on the evolution of
the process in time. Any of them is called a renewal
process (see [18], Section 5.2).
An important special case is when the claim interarrival times τk have a common exponential distribution with mean λ−1 , that is F (t) = 1 − e−λ t for

t > 0. Then the claim occurrence times Tk = τ1 +
· · · + τk must have an Erlang (k, λ) distribution and
it can be seen that
P {N (t) = k} = P {N (t) < k + 1} − P {N (t) < k}
= P {Tk+1 > t} − P {Tk > t}
e−λt (λt)k
, k = 0, 1, . . . .
(11)
k!
That is, for every fixed t > 0 the distribution of
N (t) is Poisson with parameter λt. Otherwise said,
a renewal process with exponential claim interarrival
waiting times of mean λ−1 is a homogeneous Poisson
process with parameter λ (see the Poisson process
section).
Apart from being the only renewal process with
exponential waiting times, the homogeneous Poisson
process has particular path properties, which characterize it as follows (see [18], Section 5.2):
=

(a) N (0) = 0,
(b) Independent increments: for any 0 < t1 < t2 <
· · · < tn−1 < tn ,
N (t2 ) − N (t1 ), . . . , N (tn ) − N (tn−1 )
are mutually independent,
(c) Stationary increments: for any 0 < t1 < t2 and
h > 0,
P {N (t2 + h) − N (t1 + h) = k}
= P {N (t2 ) − N (t1 ) = k},

k ∈ , (12)

(d) For t, h > 0, limh→0, h>0 (1/ h)P {N (t + h) −
N (t) = 1} = λ, where λ > 0 and limh→0, h>0
(1/ h)P {N (t + h) − N (t) > 1} = 0.
The homogeneous Poisson process forms the basis of
the classical risk model. Its interesting mathematical
properties make it a very popular model for the
claim frequency process of insurance portfolios (see
the Poisson process and risk process sections).
In particular, thanks to its stationary, independent
increments and exponential (memoryless) claim
interarrival times, one can easily obtain maximum
likelihood estimates of the parameter (or constant
intensity):
λ=
=

lim

h→0, h>0

1
P {N (t + h) − N (t) = 1}
h

f (t)
,
1 − F (t)

for any t > 0.

(13)
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Extensions of the Poisson risk model have also
been investigated. In practice, when we cannot
assume that claim interarrival times are exponentially
distributed (one parameter), a better fit is sometimes
obtained with a more general distribution F (e.g. 2
or 3 parameters). This yields Andersen’s model of
an ordinary renewal claim number process N (t)
(see [1]), or Janssen’s stationary renewal model, if
the distribution of the first waiting time is modified
(see [12]).
Another extension of the Poisson risk model is
obtained by assuming a time-dependent parameter
λ(t): the nonhomogeneous Poisson process. Here
the claim intensity is no longer constant, as in (13).
This is an appropriate model when the portfolio composition changes over time, or when the underlying
risk itself fluctuates over time (e.g. a periodic environment as in the case of hurricanes; see [6]).
A further generalization of the nonhomogeneous
Poisson process allows the claim intensity to be
itself a nonnegative stochastic process. This was
first proposed by Ammeter (see [2]) with random,
piecewise constant intensities and later extended by
Cox [5] (see the Ammeter Process section). The
nonhomogeneous Poisson process, the mixed Poisson
process and some more generally Markovian claim
counting processes are all Cox processes (see [3, 9,
10, 18] for more details).

[7]
[8]

[9]
[10]
[11]

[12]
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[14]
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Examples
•

In the individual risk model, the total claim size is
simply the sum of the claims for each contract in the
portfolio. Each contract retains its special characteristics, and the technique to compute the probability
of the total claims distribution is simply convolution. In this model, many contracts will have zero
claims. In the collective risk model, one models the
total claims by introducing a random variable describing the number of claims in a given time span
[0, t]. The individual claim sizes Xi add up to the
total claims of a portfolio. One considers the portfolio as a collective that produces claims at random
points in time. One has S = X1 + X2 + · · · + XN ,
with S = 0 in case N = 0, where the Xi ’s are actual
claims and N is the random number of claims. One
generally assumes that the individual claims Xi are
independent and identically distributed, also independent of N . So for the total claim size, the statistics
concerning the observed claim sizes and the number of claims are relevant. Under these distributional
assumptions, the distribution of S is called a compound distribution. In case N is Poisson distributed,
the sum S has a compound Poisson distribution.
Some characteristics of a compound random variable
are easily expressed in terms of the corresponding
characteristics of the claim frequency and severity. Indeed, one has E[S] = EN [E[X1 + X2 + · · · +
XN |N ]] = E[N ]E[X] and
Var[S] = E[Var[S|N ]] + Var[E[S|N ]]
= E[N Var[X]] + Var[N E[X]]
= E[N ]Var[X] + E[X]2 Var[N ].

(1)

For the moment generating function of S, by
conditioning on N one finds mS (t) = E[etS ] =
mN (log mX (t)). For the distribution function of S,
one obtains
FS (x) =

∞


FXn∗ (x)pn ,

(2)

n=0

where pn = Pr[N = n], FX is the distribution function of the claim severities and FXn∗ is the n-th
convolution power of FX .

•

Geometric-exponential compound distribution. If
N ∼ geometric(p), 0 < p < 1 and X is exponential (1), the resulting moment-generating function
corresponds with the one of FS (x) = 1 − (1 −
p)e−px for x ≥ 0, so for this case, an explicit
expression for the cdf is found.
Weighted compound Poisson distributions. In case
the distribution of the number of claims is a
Poisson() distribution where there is uncertainty about the parameter , such that the
risk parameter in actuarial terms is assumed
to

vary randomly, we have Pr[N = n] = Pr[N =
n
n| = λ] dU (λ) = e−λ λn! dU (λ), where U (λ)
is called the structure function or structural distribution. We have E[N ] = E[], while Var[N ] =
E[Var[N |]] + Var[E[N |]] = E[] + Var[]
≥ E[N ]. Because these weighted Poisson distributions have a larger variance than the pure Poisson case, the weighted compound Poisson models
produce an implicit safety margin. A compound
negative binomial distribution is a weighted compound Poisson distribution with weights according to a gamma pdf. But it can also be shown to be
in the family of compound Poisson distributions.

Panjer [2, 3] introduced a recursive evaluation
of a family of compound distributions, based on
manipulations with power series that are quite familiar in other fields of mathematics; see Panjer’s
recursion. Consider a compound distribution with
integer-valued nonnegative claims with pdf p(x),
x = 0, 1, 2, . . . and let qn = Pr[N = n] be the probability of n claims. Suppose qn satisfies the following
recursion relation


b
(3)
qn = a +
qn−1 , n = 1, 2, . . .
n
for some real a, b. Then the following initial value
and recursions hold

Pr[N = 0)
if p(0) = 0,
(4)
f (0) =
mN (log p(0)) if p(0) > 0;

s 

1
bx
f (s) =
a+
p(x)f (s − x),
1 − ap(0) x=1
s
s = 1, 2, . . . ,

(5)

where f (s) = Pr[S = s]. When the recursion between
qn values is required only for n ≥ n0 > 1, we get
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a wider class of distributions that can be handled
by similar recursions (see Sundt and Jewell Class
of Distributions). As it is given, the discrete distributions for which Panjer’s recursion applies are
restricted to
1. Poisson (λ) where a = 0 and b = λ ≥ 0;
2. Negative binomial (r, p) with p = 1 − a and
r = 1 + ab , so 0 < a < 1 and a + b > 0;
a
, k = − b+a
, so
3. Binomial (k, p) with p = a−1
a
a < 0 and b = −a(k + 1).
Collective risk models, based on claim frequencies
and severities, make extensive use of compound distributions. In general, the calculation of compound
distributions is far from easy. One can use (inverse)
Fourier transforms, but for many practical actuarial
problems, approximations for compound distributions
are still important. If the expected number of terms
E[N ] tends to infinity, S = X1 + X2 + · · · + XN will
consist of a large number of terms and consequently,
in general, the
theorem is applicable, so
 central limit

S−E[S]
≤ x = (x). But as compound
limλ→∞ Pr
σS
distributions have a sizable right hand tail, it is generally better to use a slightly more sophisticated analytic approximation such as the normal power or the
translated gamma approximation. Both these approximations perform better in the tails because they are
based on the first three moments of S. Moreover,
they both admit explicit expressions for the stop-loss
premiums [1].
Since the individual and collective model are
just two different paradigms aiming to describe the
total claim size of a portfolio, they should lead to
approximately the same results. To illustrate how
we should choose the specifications of a compound
Poisson distribution to approximate an individual
model, we consider a portfolio of n one-year life
insurance policies. The claim on contract i is
described by Xi = Ii bi , where Pr[Ii = 1] = qi =
1 − Pr[Ii = 0]. The claim total is approximated
 by
the compound Poisson random variable S = ni=1 Yi
with Yi = Ni bi and Ni ∼ Poisson(λi ) distributed. It
can be shown that S is a compound Poisson 
random
n
variable with expected claim frequency
λ
=
i=1 λi
 n λi
and claim severity cdf FX (x) = i=1 λ I[bi ,∞) (x),
where IA (x) = 1 if x ∈ A and IA (x) = 0 otherwise.
By taking λi = qi for all i, we get the canonical
collective model. It has the property that the expected
number of claims of each size is the same in

the individual and the collective model. Another
approximation is obtained choosing λi = − log(1 −
qi ) > qi , that is, by requiring that on each policy,
the probability to have no claim is equal in both
models. Comparing the individual model S̃ with the
claim total S for the canonical collective model, an
easy calculation
results in E[S] = E[S̃] and Var[S] −

Var[S̃] = ni=1 (qi bi )2 , hence S has larger variance
and therefore, using this collective model instead of
the individual model gives an implicit safety margin.
In fact, from the theory of ordering of risks, it
follows that the individual model is preferred to the
canonical collective model by all risk-averse insurers,
while the other collective model approximation is
preferred by the even larger group of all decision
makers with an increasing utility function.
Taking the severity distribution to be integer valued enables one to use Panjer’s recursion to compute
probabilities. For other uses like computing premiums in case of deductibles, it is convenient to
use a parametric severity distribution. In order of
increasing suitability for dangerous classes of insurance business, one may consider gamma distributions, mixtures of exponentials, inverse Gaussian
distributions, log-normal distributions and Pareto
distributions [1].
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Though the distribution of S(t) can be expressed by

In individual risk theory, we consider individual
insurance policies in a portfolio and the claims produced by each policy which has its own characteristics; then aggregate claims are obtained by summing
over all the policies in the portfolio. However, collective risk theory, which plays a very important role in
the development of academic actuarial science, studies the problems of a stochastic process generating
claims for a portfolio of policies; the process is characterized in terms of the portfolio as a whole rather
than in terms of the individual policies comprising
the portfolio.
Consider the classical continuous-time risk model
U (t) = u + ct −

N(t)


Xi , t ≥ 0,

(1)

i=1

where U (t) is the surplus of the insurer at time
t {U (t): t ≥ 0} is called the surplus process, u =
U (0) is the initial surplus, c is the constant rate per
unit time at which the premiums are received, N (t)
is the number of claims up to time t ({N (t): t ≥ 0} is
called the claim number process, a particular case
of a counting process), the individual claim sizes
X1 , X2 , . . ., independent of N (t), are positive, independent, and identically distributed random variables
({Xi : i = 1, 2, . . .} is called the claim size process)
with common distributionfunction P (x) = Pr(X1 ≤
N(t)
x) and mean p1 , and
i=1 Xi denoted by S(t)
(S(t) = 0 if N (t) = 0) is the aggregate claim up to
time t.
The number of claims N (t) is usually assumed
to follow by a Poisson distribution with intensity
λ and mean λt; in this case, c = λp1 (1 + θ) where
θ > 0 is called the relative security loading, and the
associated aggregate claims process {S(t): t ≥ 0} is
said to follow a compound Poisson process with
parameter λ. The intensity λ for N (t) is constant,
but can be generalized to relate to t; for example,
a Cox process for N (t) is a stochastic process with
a nonnegative intensity process {λ(t): t ≥ 0} as in
the case of the Ammeter process. An advantage of
the Poisson distribution assumption on N (t) is that
a Poisson process has independent and stationary
increments. Therefore, the aggregate claims process
S(t) also has independent and stationary increments.

Pr(S(t) ≤ x) =

∞


P n (x) Pr(N (t) = n),

(2)

n=0

where P n (x) = Pr(X1 + X2 + · · · + Xn ≤ x) is called the n-fold convolution of P, explicit expression
for the distribution of S(t) is difficult to derive;
therefore, some analytical approximations to the
aggregate claims S(t) were developed.
A less popular assumption that N (t) follows a
binomial distribution can be found in [3, 5, 6, 8,
17, 24, 31, 36]. Another approach is to model the
times between claims; let {Ti }∞
i=1 be a sequence of
independent and identically distributed random variables representing the times between claims (T1 is
the time until the first claim) with common probability density function k(t). In this case, the constant
premium rate is c = [E(X1 )/E(T1 )](1 + θ) [32]. In
the traditional surplus process, k(t) is most assumed
exponentially distributed with mean 1/λ (that is,
Erlang(1); Erlang(α) distribution is gamma distribution G(α, β) with positive integer parameter α),
which is equivalent to that N (t) is a Poisson distribution with intensity λ. Some other assumptions for k(t)
are Erlang(2) [4, 9, 10, 12] and phase-type(2) [11]
distributions.
The surplus process can be generalized to the
situation with accumulation under a constant force
of interest δ [2, 25, 34, 35]
 t
δt
U (t) = ue + cs t|δ −
eδ(t−r) dS(r),
(3)
0

where


if δ = 0,
 t,
s t|δ =
eδv dv = eδt−1

0
, if δ > 0.
δ
Another variation is to add an independent Wiener
process [15, 16, 19, 26–30] so that


t

U (t) = u + ct − S(t) + σ W (t),

t ≥ 0,

(4)

where σ > 0 and {W (t): t ≥ 0} is a standard Wiener
process that is independent of the aggregate claims
process {S(t): t ≥ 0}.
For each of these surplus process models, there
are several interesting and important topics to study.
First, the time of ruin is defined by
T = inf{t: U (t) < 0}

(5)
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with T = ∞ if U (t) ≥ 0 for all t (for the model
with a Wiener process added, T becomes T =
inf{t: U (t) ≤ 0} due to the oscillation character of
the added Wiener process, see Figure 2 of time of
ruin); the probability of ruin is denoted by
ψ(u) = Pr(T < ∞|U (0) = u).

(6)

When ruin occurs caused by a claim, |U (T )| (or
−U (T )) is called the severity of ruin or the deficit
at the time of ruin, U (T −) (the left limit of U (t)
at t = T ) is called the surplus immediately before
the time of ruin, and [U (T −) + |U (T )|] is called the
amount of the claim causing ruin (see Figure 1 of
severity of ruin). It can be shown [1] that for u ≥ 0,
ψ(u) =

e−Ru
,
E[eR|U (T )| |T < ∞]

(7)

where R > 0 is the adjustment coefficient and −R is
the negative root of Lundberg’s fundamental equation
 ∞
λ
e−sx dP (x) = λ + δ − cs.
(8)
0

In general, an explicit evaluation of the denominator
of (7) is not possible; instead, a well-known upper
bound (called the Lundberg inequality)
ψ(u) ≤ e−Ru ,

(9)

was easily obtained from (7) since the denominator
in (7) exceeds 1. The upper bound e−Ru is a rough
one; Willmot and Lin [33] provided improvements
and refinements of the Lundberg inequality if the
claim size distribution P belongs to some reliability classifications. In addition to upper bounds,
some numerical estimation approaches [6, 13] and
asymptotic formulas for ψ(u) were proposed. An
asymptotic formula of the form
ψ(u) ∼ Ce−Ru ,

as u → ∞,

for some constant C > 0 is called Cramer–Lundberg asymptotics under the Cramer–Lundberg
condition where a(u) ∼ b(u) as u → ∞ denotes
limu→∞ a(u)/b(u) = 1.
Next, consider a nonnegative function w(x, y)
called penalty function in classical risk theory; then
φw (u) = E[e−δT w(U (T −), |U (T )|)
× I (T < ∞)|U (0) = u],

u ≥ 0,(10)

is the expectation of the discounted (at time 0 with
the force of interest δ ≥ 0) penalty function w [2, 4,
19, 20, 22, 23, 26, 28, 29, 32] when ruin is caused
by a claim at time T. Here I is the indicator function
(i.e. I (T < ∞) = 1 if T < ∞ and I (T < ∞) = 0
if T = ∞). It can be shown that (10) satisfies the
following defective renewal equation [4, 19, 20,
22, 28]

 ∞
λ u
φw (u) =
φw (u − y)
e−ρ(x−y) dP (x) dy
c 0
y


λ ∞ −ρ(y−u) ∞
+
e
w(y, x − y) dP (x) dy,
c u
y
(11)
where ρ is the unique nonnegative root of (8). Equation (10) is usually used to study a variety of interesting and important quantities in the problems of
classical ruin theory by an appropriate choice of the
penalty function w, for example, the (discounted) nth
moment of the severity of ruin
E[e−δT |U (T )|n I (T < ∞)|U (0) = u],
the joint moment of the time of ruin T and the
severity of ruin to the nth power
E[T |U (T )|n I (T < ∞)|U (0) = u],
the nth moment of the time of ruin
E[T n I (T < ∞)|U (0) = u]
[23, 29], the (discounted) joint and marginal distribution functions of U (T −) and |U (T )|, and the (discounted) distribution function of U (T −) + |U (T )|
[2, 20, 22, 26, 34, 35]. Note that ψ(u) is a special
case of (10) with δ = 0 and w(x, y) = 1. In this case,
equation (11) reduces to

λ u
ψ(u − y)[1 − P (y)] dy
ψ(u) =
c 0

λ ∞
+
[1 − P (y)] dy.
(12)
c u
The quantity (λ/c)[1 − P (y)] dy is the probability
that the surplus will ever fall below its initial value
u and will be between u − y and u − y − dy when
it happens for the first time [1, 7, 18]. If u = 0,
the probability
 ∞ that the surplus will ever drop below
0 is (λ/c) 0 [1 − P (y)] dy = 1/(1 + θ) < 1, which
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implies ψ(0) = 1/(1 + θ). Define the maximal aggregate loss [1, 15, 21, 27] by L = maxt≥0 {S(t) − ct}.
Since a compound Poisson process has stationary
and independent increments, we have
L = L1 + L2 + · · · + LN ,

(13)

(with L = 0 if N = 0) where L1 , L2 , . . . , are identical and independent distributed random variables
(representing the amount by which the surplus falls
below the initial level for the first time, given that
this ever happens)
with common distribution function
y
FL1 (y) = 0 [1 − P (x)]dx/p1 , and N is the number
of record highs of {S(t) − ct: t ≥ 0} (or the number
of record lows of {U (t): t ≥ 0}) and has a geometric
distribution with Pr(N = n) = [1 − ψ(0)][ψ(0)]n =
[θ/(1 + θ)][1/(1 + θ)]n , n = 0, 1, 2, . . . Then the
probability of ruin can be expressed as the survival
distribution of L, which is a compound geometric
distribution, that is,

=

∞


Pr(L > u|N = n) Pr(N = n)

n=1

=

∞


θ
1+θ
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Comonotonicity
When dealing with stochastic orderings, actuarial
risk theory generally focuses on single risks or sums
of independent risks. Here, risks denote nonnegative
random variables such as they occur in the individual and the collective model [8, 9]. Recently, with an
eye on financial actuarial applications, the attention
has shifted to sums X1 + X2 + · · · + Xn of random
variables that may also have negative values. Moreover, their independence is no longer required. Only
the marginal distributions are assumed to be fixed. A
central result is that in this situation, the sum of the
components X1 + X2 + · · · + Xn is the riskiest if the
random variables Xi have a comonotonic copula.

Definition and Characterizations
We start by defining comonotonicity of a set of
n-vectors in n . An n-vector (x1 , . . . , xn ) will be
denoted by x. For two n-vectors x and y, the notation
x ≤ y will be used for the componentwise order,
which is defined by xi ≤ yi for all i = 1, 2, . . . , n.
Definition 1 (Comonotonic set) The set A ⊆ n is
comonotonic if for any x and y in A, either x ≤ y or
y ≤ x holds.
So, a set A ⊆ n is comonotonic if for any x and
y in A, the inequality xi < yi for some i, implies
that x ≤ y. As a comonotonic set is simultaneously
nondecreasing in each component, it is also called a
nondecreasing set [10]. Notice that any subset of a
comonotonic set is also comonotonic.
Next we define a comonotonic random vector
X = (X1 , . . . , Xn ) through its support. A support
of a random vector X is a set A ⊆ n for which
Prob[ X ∈ A] = 1.
Definition 2 (Comonotonic random vector) A
random vector X = (X1 , . . . , Xn ) is comonotonic if
it has a comonotonic support.
From the definition, we can conclude that comonotonicity is a very strong positive dependency structure. Indeed, if x and y are elements of the (comonotonic) support of X, that is, x and y are possible

outcomes of X, then they must be ordered componentwise. This explains why the term comonotonic
(common monotonic) is used.
In the following theorem, some equivalent characterizations are given for comonotonicity of a random
vector.
Theorem 1 (Equivalent conditions for comonotonicity) A random vector X = (X1 , X2 , . . . , Xn ) is
comonotonic if and only if one of the following equivalent conditions holds:
1. X has a comonotonic support
2. X has a comonotonic copula, that is, for all x =
(x1 , x2 , . . . , xn ), we have


FX (x) = min FX1 (x1 ), FX2 (x2 ), . . . , FXn (xn ) ;
(1)
3. For U ∼ Uniform(0,1), we have
d
(U ), FX−1
(U ), . . . , FX−1
(U )); (2)
X=
(FX−1
1
2
n

4. A random variable Z and nondecreasing functions fi (i = 1, . . . , n) exist such that
d
X=
(f1 (Z), f2 (Z), . . . , fn (Z)).

(3)

From (1) we see that, in order to find the probability
of all the outcomes of n comonotonic risks Xi being
less than xi (i = 1, . . . , n), one simply takes the
probability of the least likely of these n events. It
is obvious that for any random vector (X1 , . . . , Xn ),
not necessarily comonotonic, the following inequality
holds:
Prob[X1 ≤ x1 , . . . , Xn ≤ xn ]


≤ min FX1 (x1 ), . . . , FXn (xn ) ,

(4)

and since Hoeffding [7] and Fréchet [5], it is known
that the function min{FX1 (x1 ), . . . FXn (xn )} is indeed
the multivariate cdf of a random vector, that is,
(U ), . . . , FX−1
(U )), which has the same marginal
(FX−1
1
n
distributions as (X1 , . . . , Xn ). Inequality (4) states
that in the class of all random vectors (X1 , . . . , Xn )
with the same marginal distributions, the probability that all Xi simultaneously realize large values is
maximized if the vector is comonotonic, suggesting
that comonotonicity is indeed a very strong positive dependency structure. In the special case that
all marginal distribution functions FXi are identical,
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we find from (2) that comonotonicity of X is equivalent to saying that X1 = X2 = · · · = Xn holds almost
surely.
A standard way of modeling situations in which
individual random variables X1 , . . . , Xn are subject
to the same external mechanism is to use a secondary mixing distribution. The uncertainty about the
external mechanism is then described by a structure
variable z, which is a realization of a random variable
Z and acts as a (random) parameter of the distribution of X. The aggregate claims can then be seen
as a two-stage process: first, the external parameter
Z = z is drawn from the distribution function FZ of
z. The claim amount of each individual risk Xi is then
obtained as a realization from the conditional distribution function of Xi given Z = z. A special type of
such a mixing model is the case where given Z = z,
the claim amounts Xi are degenerate on xi , where the
xi = xi (z) are nondecreasing in z. This means that
d
(f1 (Z), . . . , fn (Z)) where all func(X1 , . . . , Xn ) =
tions fi are nondecreasing. Hence, (X1 , . . . , Xn ) is
comonotonic. Such a model is in a sense an extreme
form of a mixing model, as in this case the external
parameter Z = z completely determines the aggregate claims.
If U ∼ Uniform(0,1), then also 1 − U ∼ Uniform
(0,1). This implies that comonotonicity of X can also
be characterized by
d (F −1 (1 − U ), F −1 (1 − U ), . . . , F −1 (1 − U )).
X=
X1
X2
Xn
(5)

Similarly, one can prove that X is comonotonic if
and only if there exists a random variable Z and
nonincreasing functions fi , (i = 1, 2, . . . , n), such
that
d
X=
(f1 (Z), f2 (Z), . . . , fn (Z)).

(6)

Comonotonicity of an n-vector can also be characterized through pairwise comonotonicity.
Theorem 2 (Pairwise comonotonicity) A random
vector X is comonotonic if and only if the couples (Xi , Xj ) are comonotonic for all i and j in
{1, 2, . . . , n}.
A comonotonic random couple can then be characterized using Pearson’s correlation coefficient r [12].

Theorem 3 (Comonotonicity and maximum correlation) For any random vector (X1 , X2 ) the following inequality holds:


r(X1 , X2 ) ≤ r FX−1
(U ), FX−1
(U ) ,
(7)
1
2
with strict inequalities when (X1 , X2 ) is not comonotonic.
(U ),
As a special case of (7), we find that r(FX−1
1
(U
))
≥
0
always
holds.
Note
that
the
maximal
FX−1
2
correlation attainable does not equal 1 in general [4].
In [1] it is shown that other dependence measures
such as Kendall’s τ , Spearman’s ρ, and Gini’s γ
equal 1 (and thus are also maximal) if and only if the
variables are comonotonic. Also note that a random
vector (X1 , X2 ) is comonotonic and has mutually
independent components if and only if X1 or X2 is
degenerate [8].

Sum of Comonotonic Random Variables
In an insurance context, one is often interested in the
distribution function of a sum of random variables.
Such a sum appears, for instance, when considering
the aggregate claims of an insurance portfolio over
a certain reference period. In traditional risk theory, the individual risks of a portfolio are usually
assumed to be mutually independent. This is very
convenient from a mathematical point of view as the
standard techniques for determining the distribution
function of aggregate claims, such as Panjer’s recursion, De Pril’s recursion, convolution or momentbased approximations, are based on the independence
assumption. Moreover, in general, the statistics gathered by the insurer only give information about the
marginal distributions of the risks, not about their
joint distribution, that is, when we face dependent
risks. The assumption of mutual independence however does not always comply with reality, which may
resolve in an underestimation of the total risk. On
the other hand, the mathematics for dependent variables is less tractable, except when the variables are
comonotonic.
In the actuarial literature, it is common practice
to replace a random variable by a less attractive random variable, which has a simpler structure, making
it easier to determine its distribution function [6, 9].
Performing the computations (of premiums, reserves,
and so on) with the less attractive random variable

Comonotonicity
will be considered as a prudent strategy by a certain
class of decision makers. From the theory on ordering of risks, we know that in case of stop-loss order
this class consists of all risk-averse decision makers.
Definition 3 (Stop-loss order) Consider two random variables X and Y . Then X precedes Y in the
stop-loss order sense, written as X ≤sl Y , if and only
if X has lower stop-loss premiums than Y :
E[(X − d)+ ] ≤ E[(Y − d)+ ],

Theorem 6 (Stop-loss premiums of a sum of
comonotonic random variables) The stop-loss
premiums of the sum S c of the components of the
comonotonic random vector with strictly increasing
distribution functions FX1 , . . . , FXn are given by
E[(S c − d)+ ] =

Additionally, requiring that the random variables
have the same expected value leads to the so-called
convex order.
Definition 4 (Convex order) Consider two random
variables X and Y . Then X precedes Y in the convex
order sense, written as X ≤cx Y , if and only if E[X] =
E[Y ] and E[(X − d)+ ] ≤ E[(Y − d)+ ] for all real d.
Now, replacing the copula of a random vector by the
comonotonic copula yields a less attractive sum in
the convex order [2, 3].
Theorem 4 (Convex upper bound for a sum of
random variables) For any random vector (X1 , X2 ,
. . ., Xn ) we have
X1 + X2 + · · · + Xn ≤cx FX−1
(U )
1
(U ) + · · · + FX−1
(U ).
+ FX−1
2
n
Furthermore, the distribution function and the stoploss premiums of a sum of comonotonic random
variables can be calculated very easily. Indeed, the
inverse distribution function of the sum turns out
to be equal to the sum of the inverse marginal
distribution functions. For the stop-loss premiums, we
can formulate a similar phrase.
Theorem 5 (Inverse cdf of a sum of comonotonic random variables) The inverse distribution
of a sum S c of comonotonic random
function FS−1
c
variables with strictly increasing distribution functions FX1 , . . . , FXn is given by

i=1

From (8) we can derive the following property [11]:
if the random variables Xi can be written as a
linear combination of the same random variables
Y1 , . . . , Ym , that is,
d a Y + ··· + a Y ,
Xi =
i,1 1
i,m m

i=1

FX−1
(p),
i

0 < p < 1.

(8)

(9)

then their comonotonic sum can also be written
as a linear combination of Y1 , . . . , Ym . Assume,
for instance, that the random variables Xi are
Pareto (α, βi ) distributed with fixed first parameter,
that is,

βi α
,
α > 0, x > βi > 0,
FXi (x) = 1 −
x
(10)
d β X, with X ∼ Pareto(α,1), then the
or Xi =
i
comonotonic sum is also Pareto distributed, with
parameters α and β = ni=1 βi . Other examples of
such distributions are exponential, normal, Rayleigh, Gumbel, gamma (with fixed first parameter), inverse Gaussian (with fixed first parameter),
exponential-inverse Gaussian, and so on.
Besides these interesting statistical properties, the
concept of comonotonicity has several actuarial and
financial applications such as determining provisions
for future payment obligations or bounding the price
of Asian options [3].
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Compound Distributions
Let N be a counting random variable with probability
function qn = Pr{N = n}, n = 0, 1, 2, . . .. Also, let
{Xn , n = 1, 2, . . .} be a sequence of independent and
identically distributed positive random variables (also
independent of N ) with common distribution function
P (x).
The distribution of the random sum
S = X1 + X2 + · · · + XN ,

negative binomial distribution, plays a vital role in
analysis of ruin probabilities and related problems
in risk theory. Detailed discussions of the compound
risk models and their actuarial applications can be
found in [10, 14]. For applications in ruin problems
see [2].
Basic properties of the distribution of S can be
obtained easily. By conditioning on the number of
claims, one can express the distribution function
FS (x) of S as

(1)

with the convention that S = 0, if N = 0, is called
a compound distribution. The distribution of N is
often referred to as the primary distribution and the
distribution of Xn is referred to as the secondary
distribution.
Compound distributions arise from many applied
probability models and from insurance risk models
in particular. For instance, a compound distribution
may be used to model the aggregate claims from an
insurance portfolio for a given period of time. In this
context, N represents the number of claims (claim
frequency) from the portfolio, {Xn , n = 1, 2, . . .} represents the consecutive individual claim amounts
(claim severities), and the random sum S represents
the aggregate claims amount. Hence, we also refer to
the primary distribution and the secondary distribution as the claim frequency distribution and the claim
severity distribution, respectively.
Two compound distributions are of special importance in actuarial applications. The compound Poisson distribution is often a popular choice for aggregate claims modeling because of its desirable properties. The computational advantage of the compound
Poisson distribution enables us to easily evaluate the
aggregate claims distribution when there are several
underlying independent insurance portfolios and/or
limits, and deductibles are applied to individual
claim amounts. The compound negative binomial distribution may be used for modeling the aggregate
claims from a nonhomogeneous insurance portfolio.
In this context, the number of claims follows a (conditional) Poisson distribution with a mean that varies
by individual and has a gamma distribution. It also
has applications to insurances with the possibility
of multiple claims arising from a single event or
accident such as automobile insurance and medical insurance. Furthermore, the compound geometric distribution, as a special case of the compound

FS (x) =

∞


qn P ∗n (x),

x ≥ 0,

(2)

n=0

or
1 − FS (x) =

∞


qn [1 − P ∗n (x)],

x ≥ 0,

(3)

n=1

where P ∗n (x) is the distribution function of the n-fold
∗0
convolution of P(x)
n with itself, that is P (x) = 1,
∗n
and P (x) = Pr
i=1 Xi ≤ x for n ≥ 1.
Similarly, the mean, variance, and the Laplace
transform are obtainable as follows.
E(S) = E(N )E(Xn ),
Var(S) = E(N )Var(Xn ) + Var(N )[E(Xn )]2 ,

(4)

and
f˜S (z) = PN (p̃X (z)) ,

(5)

where PN (z) = E{zN } is the probability generating
function of N, and f˜S (z) = E{e−zS } and p̃X (z) =
E{e−zXn } are the Laplace transforms of S and Xn ,
assuming that they all exist.
The asymptotic behavior of a compound distribution naturally depends on the asymptotic behavior of
its frequency and severity distributions. As the distribution of N in actuarial applications is often light
tailed, the right tail of the compound distribution
tends to have the same heaviness (light, medium, or
heavy) as that of the severity distribution P (x). Chapter 10 of [14] gives a short introduction on the definition of light, medium, and heavy tailed distributions
and asymptotic results of compound distributions
based on these classifications. The derivation of these
results can be found in [6] (for heavy-tailed distributions), [7] (for light-tailed distributions), [18] (for
medium-tailed distributions) and references therein.
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Reliability classifications are useful tools in analysis of compound distributions and they are considered in a number of papers. It is known that a compound geometric distribution is always new worse
than used (NWU) [4]. This result was generalized
to include other compound distributions (see [5]).
Results on this topic in an actuarial context are given
in [20, 21].
Infinite divisibility is useful in characterizing compound distributions. It is known that a compound
Poisson distribution is infinitely divisible. Conversely,
any infinitely divisible distribution defined on nonnegative integers is a compound Poisson distribution.
More probabilistic properties of compound distributions can be found in [15].
We now briefly discuss the evaluation of compound distributions. Analytic expressions for compound distributions are available for certain types
of claim frequency and severity distributions. For
example, if the compound geometric distribution has
an exponential severity, it itself has an exponential
tail (with a different parameter); see [3, Chapter 13].
Moreover, if the frequency and severity distributions
are both of phase-type, the compound distribution is
also of phase-type ([11], Theorem 2.6.3). As a result,
it can be evaluated using matrix analytic methods
([11], Chapter 4).
In general, an approximation is required in order to
evaluate a compound distribution. There are several
moment-based analytic approximations that include
the saddle-point (or normal power) approximation,
the Haldane formula, the Wilson–Hilferty formula,
and the translated gamma approximation. These
analytic approximations perform relatively well for
compound distributions with small skewness.
Numerical evaluation procedures are often necessary for most compound distributions in order to
obtain a required degree of accuracy. Simulation,
that is, simulating the frequency and severity distributions, is a straightforward way to evaluate a
compound distribution. But a simulation algorithm
is often ineffective and requires a great capacity of
computing power.
There are more effective evaluation methods/algorithms. If the claim frequency distribution belongs
to the (a, b, k) class or the Sundt–Jewell class
(see also [19]), one may use recursive evaluation
procedures. Such a recursive procedure was first
introduced into the actuarial literature by Panjer
in [12, 13]. See [16] for a comprehensive review on

recursive methods for compound distributions and
related references.
Numerical transform inversion is often used as
the Laplace transform or the characteristic function
of a compound distribution can be derived (analytically or numerically) using (5). The fast Fourier
transform (FFT) and its variants provide effective
algorithms to invert the characteristic function. These
are Fourier series–based algorithms and hence discretization of the severity distribution is required. For
details of the FFT method, see Section 4.7.1 of [10]
or Section 4.7 of [15]. For a continuous severity distribution, Heckman and Meyers proposed a method
that approximates the severity distribution function
with a continuous piecewise linear function. Under
this approximation, the characteristic function has an
analytic form and hence numerical integration methods can be applied to the corresponding inversion
integral. See [8] or Section 4.7.2 of [10] for details.
There are other numerical inversion methods such
as the Fourier series method, the Laguerre series
method, the Euler summation method, and the generating function method. Not only are these methods
effective, but also stable, an important consideration
in numerical implementation. They have been widely
applied to probability models in telecommunication
and other disciplines, and are good evaluation tools
for compound distributions. For a description of these
methods and their applications to various probability
models, we refer to [1].
Finally, we consider asymptotic-based approximations. The asymptotics mentioned earlier can be used
to estimate the probability of large aggregate claims.
Upper and lower bounds for the right tail of the
compound distribution sometimes provide reasonable
approximations for the distribution as well as for the
associated stop-loss moments. However, the sharpness of these bounds are influenced by reliability classifications of the frequency and severity distributions.
See the article Lundberg Approximations, Generalized in this book or [22] and references therein.
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Compound Poisson
Frequency Models

Also known as the Polya distribution, the negative binomial distribution has probability function

In this article, some of the more important compound Poisson parametric discrete probability compound distributions used in insurance modeling are
discussed. Discrete counting distributions may serve
to describe the number of claims over a specified
period of time. Before introducing compound Poisson
distributions, we first review the Poisson distribution
and some related distributions.
The Poisson distribution is one of the most important in insurance modeling. The probability function
of the Poisson distribution with mean λ is
pk =

λk e−λ
,
k!

k = 0, 1, 2, . . .

(1)

where λ > 0. The corresponding probability generating function (pgf) is
P (z) = E[zN ] = eλ(z−1) .

(2)

The mean and the variance of the Poisson distribution
are both equal to λ.
The geometric distribution has probability
function
1
pk =
1+β



β
1+β

k
,

k = 0, 1, 2, . . . ,

(3)

k


1
1+β

r 

β
1+β

k
,
(6)

where r, β > 0.
Its probability generating function is
P (z) = {1 − β(z − 1)}−r ,

|z| <

1+β
.
β

(7)

When r = 1 the geometric distribution is obtained.
When r is an integer, the distribution is often called
a Pascal distribution.
A logarithmic or logarithmic series distribution
has probability function
qk
−k log(1 − q)

k
1
β
=
,
k log(1 + β) 1 + β

pk =

k = 1, 2, 3, . . .
(8)

where 0 < q = β/(1 + β) < 1. The corresponding
probability generating function is
P (z) =

log(1 − qz)
log(1 − q)
log[1 − β(z − 1)] − log(1 + β)
,
− log(1 + β)

|z| <

1
.
q
(9)

py

y=0


=1−



k = 0, 1, 2, . . . ,

=

where β > 0. It has distribution function
F (k) =

(r + k)
pk =
(r)k!

β
1+β

k+1
,

k = 0, 1, 2, . . .
(4)

and probability generating function
P (z) = [1 − β(z − 1)]−1 ,

|z| <

1+β
.
β

(5)

The mean and variance are β and β(1 + β), respectively.

Compound distributions are those with probability generating functions of the form P (z) =
P1 (P2 (z)) where P1 (z) and P2 (z) are themselves
probability generating functions. P1 (z) and P2 (z) are
the probability generating functions of the ‘primary’
and ‘secondary’ distributions, respectively. From (2),
compound Poisson distributions are those with probability generating function of the form
P (z) = eλ[P2 (z)−1]

(10)

where P2 (z) is a probability generating function.
Compound distributions arise naturally as follows.
Let N be a counting random variable with pgf P1 (z).
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Let M1 , M2 , . . . be independent and identically distributed random variables with pgf P2 (z). Assuming
that the Mj ’s do not depend on N, the pgf of the
random sum
K = M1 + M2 + · · · + MN

(11)

is P (z) = P1 [P2 (z)]. This is shown as follows:
P (z) =

∞


Pr{K = k}zk

k=0

=

∞
∞ 


∞


∞


=

(15)

If P2 is binomial, Poisson, or negative binomial,
then Panjer’s recursion (13) applies to the evaluation
of the distribution with pgf PY (z) = P2 (PX (z)). The
resulting distribution with pgf PY (z) can be used
in (13) with Y replacing M, and S replacing K.

P (z) = [1 − β(z − 1)]−r = eλ[P2 (z)−1] ,

(16)

where
Pr{M1 + · · · + Mn = k|N = n}z

and

Pr{N = n}[P2 (z)]n

n=0

= P1 [P2 (z)].

(12)

In insurance contexts, this distribution can arise naturally. If N represents the number of accidents arising
in a portfolio of risks and {Mk ; k = 1, 2, . . . , N } represents the number of claims (injuries, number of
cars, etc.) from the accidents, then K represents the
total number of claims from the portfolio. This kind
of interpretation is not necessary to justify the use of
a compound distribution. If a compound distribution
fits data well, that itself may be enough justification.
Numerical values of compound Poisson distributions are easy to obtain using Panjer’s recursive
formula
k 

y
Pr{K = k} = fK (k) =
a+b
k
y=0
× fM (y)fK (k − y),

λ = r log(1 + β)

k

k=0
∞


= P1 (P2 (PX (z))).

Pr{N = n}

n=0

×

PS (z) = P (PX (z))

Example 1 Negative Binomial Distribution One
may rewrite the negative binomial probability generating function as

Pr{K = k|N = n}zk

k=0 n=0

=

The pgf of the total loss S is

k = 1, 2, 3, . . . , (13)

with a = 0 and b = λ, the Poisson parameter.
It is also possible to use Panjer’s recursion to
evaluate the distribution of the aggregate loss
S = X1 + X2 + · · · + XN ,

(14)

where the individual losses are also assumed to be
independent and identically distributed, and to not
depend on K in any way.



βz
log 1 −
1+β

.
P2 (z) =
β
log 1 −
1+β

(17)

Thus, P2 (z) is a logarithmic pgf on comparing (9)
and (17).
Hence, the negative binomial distribution is itself
a compound Poisson distribution, if the ‘secondary’
distribution P2 (z) is itself a logarithmic distribution.
This property is very useful in convoluting negative binomial distributions with different parameters.
By multiplying Poisson-logarithmic representations
of negative binomial pgfs together, one can see that
the resulting pgf is itself compound Poisson with the
secondary distribution being a weighted average of
logarithmic distributions. There are many other possible choices of the secondary distribution.
Three more examples are given below.
Example 2 Neyman Type A Distribution The pgf
of this distribution, which is a Poisson sum of Poisson
variates, is given by
λ2 (z−1)
−1]

P (z) = eλ1 [e

.

(18)

Example 3 Poisson-inverse Gaussian Distribution
The pgf of this distribution is
P (z) = e

−

µ
{[1+2β(1−z)](1/2) −1}
β
.

(19)

Compound Poisson Frequency Models
Its name originates from the fact that it can be
obtained as an inverse Gaussian mixture of a Poisson
distribution. As noted below, this can be rewritten as
a special case of a larger family.
Example 4 Generalized Poisson–Pascal Distribution The distribution has pgf
P (z) = eλ[P2 (z)−1] ,

(20)

where
P2 (z) =

[1 − β(z − 1)]−r − (1 + β)−r
1 − (1 + β)−r

It is interesting to note the third central moment of
these distributions in terms of the first two moments:
Negative binomial:
(σ 2 − µ)2
µ

Polya–Aeppli:
µ3 = 3σ 2 − 2µ +

3 (σ 2 − µ)2
2
µ

Neyman Type A:
µ3 = 3σ 2 − 2µ +

(σ 2 − µ)2
µ

Generalized Poisson–Pascal:
µ3 = 3σ 2 − 2µ +

The range of r is −1 < r < ∞, since the generalized Poisson–Pascal is a compound Poisson distribution with an extended truncated negative binomial
secondary distribution.
Note that for fixed mean and variance, the skewness only changes through the coefficient in the last
term for each of the five distributions.
Note that, since r can be arbitrarily close to
−1, the skewness of the generalized Poisson–Pascal
distribution can be arbitrarily large.
Two useful references for compound discrete distributions are [1, 2].

(21)

and λ > 0, β > 0, r > −1. This distribution has
many special cases including the Poisson–Pascal
(r > 0), the Poisson-inverse Gaussian (r = −.5),
and the Polya–Aeppli (r = 1). It is easy to show that
the negative binomial distribution is obtained in the
limit as r → 0 and using (16) and (17). To understand that the negative binomial is a special case,
note that (21) is a logarithmic series pgf when r = 0.
The Neyman Type A is also a limiting form, obtained
by letting r → ∞, β → 0 such that rβ = λ1 remains
constant.

µ3 = 3σ 2 − 2µ + 2

3

r + 2 (σ 2 − µ)2
.
r +1
µ
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Compound Process
In an insurance portfolio, there are two basic sources
of randomness. One is the claim number process
and the other the claim size process. The former
is called frequency risk and the latter severity risk.
Each of the two risks is of interest in insurance. Compounding the two risks yields the aggregate claims
amount, which is of key importance for an insurance
portfolio. Mathematically, assume that the number of
claims up to time t ≥ 0 is N (t) and the amount of
the k th claim is Xk , k = 1, 2, . . .. Further, we assume
that {X1 , X2 , . . .} are a sequence of independent and
identically distributed nonnegative random variables
with common distribution F (x) = Pr{X1 ≤ x} and
{N (t), t ≥ 0} is a counting process with N (0) = 0.
In addition, the claim sizes {X1 , X2 , . . .} and the
counting process {N (t), t ≥ 0} are assumed to be
independent. Thus, the aggregate claims amount
up

to time t in the portfolio is given by S(t) = N(t)
i=1 Xi
with S(t) = 0 when
 N (t) = 0. Such a stochastic
process {S(t) = N(t)
i=1 Xi , t ≥ 0} is called a compound process and is referred to as the aggregate
claims process in insurance while the counting process {N (t), t ≥ 0} is also called the claim number
process in insurance; See, for example, [5].
A compound process is one of the most important
stochastic models and a key topic in insurance and
applied probability. The distribution of a compound
process {S(t), t ≥ 0} can be expressed as
Pr{S(t) ≤ x} =

∞


Pr{N (t) = n}F (n) (x),

n=0

x ≥ 0,

t > 0,

(1)

(n)

is the n-fold convolution of F with
where F
F (0) (x) = 1 for x ≥ 0.
We point out that for a fixed time t > 0 the
distribution (1) of a compound process {S(t), t ≥ 0}
is reduced to the compound distribution.
One of the interesting questions in insurance is the
probability that the aggregate claims up to time t will
excess some amount x ≥ 0. This probability is the tail
probability of a compound process {S(t), t ≥ 0} and
can be expressed as
Pr{S(t) > x} =

∞


Pr{N (t) = n}F (n) (x),

n=1

x ≥ 0,

t > 0,

(2)

where and throughout this article, B = 1 − B denotes
the tail of a distribution B.
Further, expressions for the mean, variance, and
Laplace
N(t) transform of a compound process {S(t) =
i=1 Xi , t ≥ 0} can be given in terms of the corresponding quantities of X1 and N (t) by conditioning
on N (t). For example, if we denote E(X1 ) = µ and
Var(X1 ) = σ 2 , then E(S(t)) = µE(N (t)) and
Var(S(t)) = µ2 Var(N (t)) + σ 2 E(N (t)).

(3)

If an insurer has an initial capital of u ≥ 0 and
charges premiums at a constant rate of c > 0, then
the surplus of the insurer at time t is given by
U (t) = u + ct − S(t),

t ≥ 0.

(4)

This random process {U (t), t ≥ 0} is called a surplus
process or a risk process. A main question concerning a surplus process is ruin probability, which is the
probability that the surplus of an insurer is negative
at some time, denoted by ψ(u), namely,
ψ(u) = Pr{U (t) < 0,

for some t > 0}

= Pr{S(t) > u + ct,

for some t > 0}. (5)

The ruin probability via a compound process has
been one of the central research topics in insurance
mathematics. Some standard monographs are [1, 3,
5, 6, 9, 13, 17, 18, 25–27, 30].
In this article, we will sum up the properties of
a compound Poisson process, which is one of the
most important compound processes, and discuss the
generalizations of the compound Poisson process.
Further, we will review topics such as the limit laws
of compound processes, the approximations to the
distributions of compound processes, and the asymptotic behaviors of the tails of compound processes.

Compound Poisson Process and its
Generalizations
One of the most important compound processes is
a compound Poisson
process that is a compound

X
process {S(t) = N(t)
i , t ≥ 0} when the counting
i=1
process {N (t), t ≥ 0} is a (homogeneous) Poisson
process. The compound Poisson process is a classical model for the aggregate claims amount in an
insurance portfolio and also appears in many other
applied probability models.
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k
Let
i=1 Ti be the time of the k th claim, k =
1, 2, . . .. Then, Tk is the interclaim time between
the (k − 1)th and the k th claims, k = 1, 2, . . .. In
a compound Poisson process, interclaim times are
independent and identically distributed exponential
random variables.
Usually, an insurance portfolio consists of several
businesses. If the aggregate claims amount in
each business is assumed to be a compound
Poisson process, then the aggregate claims amount
in the portfolio is the sum of these compound
Poisson processes. It follows from the Laplace
transforms of the compound Poisson processes
that the sum of independent compound processes
is still a compound Poisson process.
 i (t) (i)More
specifically, assume that {Si (t) = N
k=1 Xk , t ≥
0, i = 1, . . . , n} are independent compound Poisson
(i)
processes with E(Ni (t)) = λi t and
i (x) = Pr{X1 ≤
F
n
x}, i = 1, . . . , n. Then {S(t) = i=1 Si (t), t ≥ 0} is
still a compound
Poisson process and has the form

X
{N (t), t ≥ 0} is
of {S(t) = N(t)
i , t ≥ 0} where
i=1
a Poisson process with E(N (t)) = ni=1 λi t and the
distribution F of X1 is a mixture of distributions
F1 , . . . , Fn ,
F (x) =

λn
λ1
F1 (x) + · · · + n
Fn (x),
n


λi
λn
i=1

x ≥ 0.

where ρ = (c − λµ)/(λµ) is called the safety loading
and is assumed to be positive; see, for example, [17].
However, for the compound Poisson process
{S(t), t ≥ 0} itself, explicit and closed-form expressions of the tail or the distribution of {S(t), t ≥ 0}
are rarely available even if claim sizes are exponentially distributed. In fact, if E(N (t)) = t and F (x) =
of the compound
1 − e−x , x ≥ 0, then the distribution

Poisson process {S(t) = N(t)
X
,
t
≥ 0} is
i
i=1
 t
 √ 
Pr{S(t) ≤ x} = 1 − e−x
e−s I0 2 xs ds,
0

x ≥ 0,

t > 0,

where I0 (z) = j =0 (z/2)2j /(j !)2 is a modified
Bessel function; see, for example, (2.35) in [26].
Further, a compound Poisson process {S(t),
t ≥ 0} has stationary, independent increments, which
means that S(t0 ) − S(0), S(t1 ) − S(t0 ), . . . , S(tn ) −
S(tn−1 ) are independent for all 0 ≤ t0 < t1 < · · · <
tn , n = 1, 2, . . . , and S(t + h) − S(t) has the same
distribution as that of S(h) for all t > 0 and h > 0;
see, for example, [21]. Also, in a compound Poisson
process {S(t), t ≥ 0}, the variance of {S(t), t ≥ 0} is
a linear function of time t with
Var(S(t)) = λ(µ2 + σ 2 )t,

i=1

(6)

See, for example, [5, 21, 24]. Thus, an insurance
portfolio with several independent businesses does
not add any difficulty to the risk analysis of the
portfolio if the aggregate claims amount in each
business is assumed to be a compound Poisson
process.
A surplus process associated with a compound
Poisson process is called a compound Poisson risk
model or the classical risk model. In this classical
risk model, some explicit results on the ruin probability can be derived. In particular, the ruin probability can be expressed as the tail of a compound
geometrical distribution or Beekman’s convolution
formula. Further, when claim sizes are exponentially
distributed with the common mean µ > 0, the ruin
probability has a closed-form expression


ρ
1
exp −
u , u ≥ 0, (7)
ψ(u) =
1+ρ
µ(1 + ρ)

(8)

∞

t > 0,

(9)

where λ > 0 is the Poisson rate of the Poisson process
{N (t), t ≥ 0} satisfying E(N (t)) = λt.
Stationary increments of a compound Poisson
process {S(t), t ≥ 0} imply that the average number
of claims and the expected aggregate claims of
an insurance portfolio in all years are the same,
while the linear form (9) of the variance Var(S(t))
means the rates of risk fluctuations are invariable
over time. However, risk fluctuations occur and the
rates of the risk fluctuations change in many realworld insurance portfolios. See, for example, [17] for
the discussion of the risk fluctuations. In order to
model risk fluctuations and their variable rates, it is
necessary to generalize compound Poisson processes.
Traditionally, a compound mixed Poisson process
is used to describe short-time risk fluctuations. A
compound mixed Poisson process is a compound
process when the counting process {N (t), t ≥ 0} is a
mixed Poisson process. Let  be a positive random
variable with distribution B. Then, {N (t), t ≥ 0} is
a mixed Poisson process if, given  = λ, {N (t),
t ≥ 0} is a compound Poisson process with a Poisson

Compound Process
rate λ. In this case, {N (t), t ≥ 0} has the following
mixed Poisson distribution of
 ∞
(λt)k
e−λt
dB(λ),
Pr{N (t) = k} =
k!
0
k = 0, 1, 2, . . . ,

(10)

and  is called the structure variable of the mixed
Poisson process.
An important example of a compound mixed
Poisson process is a compound Pólya process when
the structure variable  is a gamma random variable.
If the distribution B of the structure variable  is a
gamma distribution with the density function
x α−1 e−x/β
d
,
B(x) =
dx
(α)β α

α > 0,

β > 0,

x ≥ 0,
(11)

then N (t) has a negative binomial distribution with
E(N (t)) = αβt and
Var(N (t)) = αβ 2 t 2 + αβt.

(12)

Hence, the mean and variance of the compound Pólya
process are E(S(t)) = µαβt and
Var(S(t)) = µ2 (αβ 2 t 2 + αβt) + σ 2 αβt,

(13)

respectively. Thus, if we choose αβ = λ so that a
compound Poisson process and a compound Pólya
process have the same mean, then the variance of the
compound Pólya process is
Var(S(t)) = λ(µ2 + σ 2 )t + λβµ2 t 2 .

(14)

Therefore, it follows from (9) that the variance of
a compound Pólya process is bigger than that of
a compound Poisson process if the two compound
processes have the same mean. Further, the variance
of the compound Pólya process is a quadratic function
of time according to (14), which implies that the
rates of risk fluctuations are increasing over time.
Indeed, a compound mixed Poisson process is more
dangerous than a compound Poisson process, in the
sense that the variance and the ruin probability in the
former model are larger than the variance and the
ruin probability in the latter model, respectively. In
fact, ruin in the compound mixed Poisson risk model
may occur with a positive probability whatever size
the initial capital of an insurer is. For detailed study
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of ruin probability in a compound mixed Poisson risk
model, see [8, 18].
However, a compound mixed Poisson process still
has stationary increments; see, for example, [18]. A
generalization of a compound Poisson process so
that increments may be nonstationary is a compound
inhomogeneous Poisson process. Let A(t) be a rightcontinuous, nondecreasing function with A(0) = 0
and A(t) < ∞ for all t < ∞. A counting process
{N (t), t ≥ 0} is called an inhomogeneous Poisson
process with intensity measure A(t) if {N (t), t ≥
0} has independent increments and N (t) − N (s) is
a Poisson random variable with mean A(t) − A(s)
for any 0 ≤ s < t. Thus, a compound, inhomogeneous Poisson process is a compound process when
the counting process is an inhomogeneous Poisson
process.
A further generalization of a compound inhomogeneous Poisson process so that increments may not
be independent, is a compound Cox process, which
is a compound process when the counting process
is a Cox process. Generally speaking, a Cox process is a mixed inhomogeneous Poisson process. Let
 = {(t), t ≥ 0} be a random measure and A =
{A(t), t ≥ 0}, the realization of the random measure
. A counting process {N (t), t ≥ 0} is called a Cox
process if {N (t), t ≥ 0} is an inhomogeneous Poisson
process with intensity measure A(t), given (t) =
A(t). A detailed study of Cox processes can be found
in [16, 18]. A tractable compound Cox process is a
compound Ammeter process when the counting process is an Ammeter process; see, for example, [18].
Ruin probabilities with the compound mixed Poisson
process, compound inhomogeneous Poisson process,
compound Ammeter process, and compound Cox
process can be found in [1, 17, 18, 25].
On the other hand, in a compound Poisson process,
interclaim times {T1 , T2 , . . .} are independent and
identically distributed exponential random variables.
Thus, another natural generalization of a compound
Poisson process is to assume that interclaim times
are independent and identically distributed positive
random variables. In this case, a compound process
is called a compound renewal process and the
counting process {N (t), t ≥ 0} is a renewal process
with N (t) = sup{n: T1 + T2 + · · · + Tn ≤ t}. A risk
process associated with a compound renewal process
is called the Sparre Andersen risk process. The ruin
probability in the Sparre Andersen risk model has
an expression similar to Beekman’s convolution
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formula for the ruin probability in the classical
risk model. However, the underlying distribution
in Beekman’s convolution formula for the Sparre
Andersen risk model is unavailable in general; for
details, see [17].
Further, if interclaim times {T2 , T3 , . . .} are independent and identically distributed with a common
∞
distribution K and a finite mean 0 K(s) ds > 0,
and T1 is independent of {T2 , T3 , . . .} and has an
integrated tail distribution
 ∞or a stationary distribut
tion Ke (t) = 0 K(s) ds/ 0 K(s) ds, t ≥ 0, such a
compound process is called a compound stationary
renewal process. By conditioning on the time and
size of the first claim, the ruin probability with a
compound stationary renewal process can be reduced
to that with a compound renewal process; see, for
example, (40) on page 69 in [17].
It is interesting to note that there are some
connections between a Cox process and a renewal
process, and hence between a compound Cox process
and a compound renewal process. For example, if
{N (t), t ≥ 0} is a Cox process with random measure
, then {N (t), t ≥ 0} is a renewal process if and only
if −1 has stationary and independent increments.
Other conditions so that a Cox process is a renewal
process can be found in [8, 16, 18].
For more examples of compound processes and
related studies in insurance, we refer the reader to [4,
9, 17, 18, 25], and among others.

Limit Laws of Compound Processes
The distribution
function of a compound process

X
,
t ≥ 0} has a simple form given by
{S(t) = N(t)
i
i=1
(1). However, explicit and closed-form expressions
for the distribution function or equivalently for the
tail of {S(t), t ≥ 0} are very difficult to obtain except
for a few special cases. Hence, many approximations
to the distribution and tail of a compound process
have been developed in insurance mathematics and
in probability.
First, the limit law of {S(t), t ≥ 0} is often available as t → ∞. Under suitable conditions, results
similar
N(t) to the central limit theorem hold for {S(t) =
i=1 Xi , t ≥ 0}. For instance, if N (t)/t → λ as
t → ∞ in probability and Var(X1 ) = σ 2 < ∞, then
under some conditions
S(t) − µN (t)
→ N (0, 1) as
√
λσ 2 t

t →∞

(15)

in distribution, where N (0, 1) is the standard normal
random variable; see, for example, Theorems 2.5.9
and 2.5.15 of [9] for details. For other limit laws for a
compound process, see [4, 14]. A review of the limit
laws of a compound process can be found in [9].
The limit laws of a compound process are interesting questions in probability. However, in insurance, one is often interested in the tail probability
Pr{S(t) > x} of a compound process {S(t), t ≥ 0}
and its asymptotic behaviors as the amount x → ∞
rather than its limit laws as the time t → ∞. In the
subsequent two sections, we will review some important approximations and asymptotic formulas for the
tail probability of a compound process.

Approximations to the Distributions of
Compound Processes
Two of the most important approximations to the
distribution and tail of a compound process are
the Edgeworth approximation and the saddlepoint
approximation or the Esscher approximation.
Let ξ be a random variable with E(ξ ) = µξ and
Var(ξ ) = σξ2 . Denote the distribution function and the
moment generating function of ξ by H (x) = Pr{ξ ≤
x} and Mξ (t) = E(etξ ), respectively. The standardized random variable of ξ is denoted by Z = (ξ −
µξ )/σξ . Denote the distribution function of Z by
G(z).
By interpreting the Taylor expansion of log Mξ (t),
the Edgeworth expansion for the distribution of the
standardized random variable Z is given by
G(z) =

(z) −
+

E(Z 3 )
3!

10(E(Z 3 ))2
6!

(3)

(6)

(z) +

E(Z 4 ) − 3
4!

(z) + · · · ,

(4)

(z)

(16)

where (z) is the standard normal distribution function; see, for example, [13].
Since H (x) = G((x − µξ )/σξ ), an approximation
to H is equivalent to an approximation to G. The
Edgeworth approximation is to approximate the distribution G of the standardized random variable Z
by using the first several terms of the Edgeworth
expansion. Thus, the Edgeworth approximation to the
distribution of the compound process {S(t), t ≥ 0} is
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to use the first several terms of the Edgeworth expansion to approximate the distribution of

E(ξt ) =

S(t) − E(S(t))
.
√
Var(S(t))

(17)

For instance, if {S(t), t ≥ 0} is a compound
Poisson process with E(S(t)) = λtEX1 = λtµ1 , then
the Edgeworth approximation to the distribution of
{S(t), t ≥ 0} is given by

Pr{S(t) ≤ x} = Pr

S(t) − λtµ1
x − λtµ1
≤ √
√
λtµ2
λtµ2

1 κ3
(z) −
3! κ23/2

≈
+

1 κ4
4! κ22

(4)

It is easy to see that

(3)

(z) +



Var(ξt ) =

d2
ln Mξ (t).
dt 2

(21)

Further, the tail probability Pr{ξ > x} can be expressed in terms of the Esscher transform, namely
 ∞
e−ty dHt (y)
Pr{ξ > x} = Mξ (t)
= Mξ (t)e−tx



∞

e−hz

√

Var(ξt )

dH̃t (z),

0

(6)

(z),
(18)

(22)
 √

where H̃t (z) = Pr{Zt ≤ z} = Ht √
z Var(ξt ) + x is
the distribution of Zt = (ξt − x)/ Var(ξt )
Let h > 0 be the saddlepoint satisfying
Eξh =

j

where κj =√λtµj , µj = E(X1 ), j = 1, 2, . . . , z =
(x − λtµ1 )/ λtµ2 , and (k) is the k th derivative of
the standard normal distribution ; see, for example,
[8, 13].
It should be pointed out that the Edgeworth expansion (16) is a divergent series. Even so, the Edgeworth approximation can yield good approximations
in the neighborhood of the mean of a random variable ξ . In fact, the Edgeworth approximation to the
distribution Pr{S(t) ≤ x} of a compound Poisson process {S(t), t ≥ 0} gives good
√ approximations when
x − λtµ1 is of the order λtµ2 . However, in general, the Edgeworth approximation to a compound
process is not accurate, in particular, it is poor for
the tail of a compound process; see, for example, [13,
19, 20] for the detailed discussions of the Edgeworth
approximation.
An improved version of the Edgeworth approximation was developed and called the Esscher approximation. The distribution Ht of a random variable ξt associated with the random variable ξ
is called the Esscher transform of H if Ht is
defined by

−∞ < x < ∞.
(19)

d
ln Mξ (t)|t=h = x.
dt

(23)

Thus, Zh is the standardized random variable of ξh
with E(Zh ) = 0 and Var(Zh ) = 1. Therefore, applying the Edgeworth approximation to the distribution
the standardized random variable of Zh =
H̃h (z) of √
(ξh − x)/ Var(ξh ) in (22), we obtain an approximation to the tail probability Pr{ξ > x} of the random variable ξ . Such an approximation is called the
Esscher approximation.
For example, if we take the first two terms of
the Edgeworth series to approximate H̃h in (22), we
obtain the second-order Esscher approximation to the
tail probability, which is
Pr{ξ > x} ≈ Mξ (h)
E(ξh − x)3
E3 (u) , (24)
6(Var(ξh ))3/2
∞
√
where u = h Var(ξh ) and Ek (u) = 0 e−uz φ (k) (z)
dz, k = 0, 1, . . . , are the Esscher functions with
× e−hx E0 (u) −

2

E0 (u) = eu /2 (1 −
and

Ht (x) = Pr{ξt ≤ x}
 x
1
=
ety dH (y),
Mξ (t) −∞

(20)

x

(z)

10 κ32
6! κ23

and

d
ln Mξ (t)
dt

(u))

1 − u2
E3 (u) = √
+ u3 E0 (u),
2π

where φ (k) is the k th derivative of the standard normal
density function φ; see, for example, [13] for details.
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If we simply replace the distribution H̃h in (22) by
the standard normal distribution , we get the firstorder Esscher approximation to the tail Pr{ξ > x}.
This first-order Esscher approximation is also called
the saddlepoint approximation to the tail probability,
namely,
Pr{ξ > x} ≈ Mξ (h)e−hx eu /2 (1 −
2

(u)).

(25)

Thus, applying the saddlepoint approximation (25) to
the compound Poisson process S(t), we obtain
Pr{S(t) > x} ≈

ϕ(s)e−sx
B0 (sσ (s)),
sσ (s)

(26)

where ϕ(s) = E(exp{sS(t)}) = exp{λt (EesX1 − 1)} is
the moment generating function of S(t) at s, σ 2 (s) =
(d2 /dt 2) ln ϕ(t)|t=s , B0 (z) = z exp{(1/2z2 )(1− (z))},
and the saddlepoint s > 0 satisfying
d
ln ϕ(t)|t=s = x.
dt

(27)

See, for example, (1.1) of [13, 19].
We can also apply the second-order Esscher
approximation to the tail of a compound Poisson
process. However, as pointed out by Embrechts
et al. [7], the traditionally used second-order Esscher approximation to the compound Poisson process
is not a valid asymptotic expansion in the sense
that the second-order term is of smaller order than
the remainder term under some cases; see [7] for
details.
The saddlepoint approximation to the tail of a
compound Poisson process is more accurate than
the Edgeworth approximation. The discussion of the
accuracy can be found in [2, 13, 19]. A detailed
study of saddlepoint approximations can be found
in [20].
In the saddlepoint approximation to the tail of
the compound Poisson process, we specify that x =
λtµ1 . This saddlepoint approximation is a valid
asymptotic expansion for t → ∞ under some conditions. However, in insurance risk analysis, we are
interested in the case when x → ∞ with time t is
not very large. Embrechts et al. [7] derived higherorder Esscher approximations to the tail probability
Pr{S(t) > x} of a compound process {S(t), t ≥ 0},
which is either a compound Poisson process or a compound Pólya process as x → ∞ and for a fixed t > 0.

They considered the accuracy of these approximations under different conditions. Jensen [19] considered the accuracy of the saddlepoint approximation to
the compound Poisson process when x → ∞ and t is
fixed. He showed that for a large class of densities of
the claim sizes, the relative error of the saddlepoint
approximation to the tail of the compound Poisson
process tends to zero for x → ∞ whatever the value
of time t is. Also, he derived saddlepoint approximations to the general aggregate claim processes.
For other approximations to the distribution of a
compound process such as Bowers’ gamma function
approximation, the Gram–Charlier approximation,
the orthogonal polynomials approximation, the normal power approximation, and so on; see [2, 8, 13].

Asymptotic Behaviors of the Tails of
Compound Processes

In a compound process {S(t) = N(t)
i=1 Xi , t ≥ 0}, if
the claims sizes {X1 , X2 , . . .} are heavy-tailed, or
their moment generating functions do not exist, then
the saddlepoint approximations are not applicable for
the compound process {S(t), t ≥ 0}. However, in this
case, some asymptotic formulas are available for the
tail probability Pr{S(t) > x} as x → ∞.
A well-known asymptotic formula for the tail
of a compound process holds when claim sizes
have subexponential distributions. A distribution F
supported on [0, ∞) is said to be a subexponential
distribution if
lim

x→∞

F (2) (x)
F (x)

=2

(28)

and a second-order subexponential distribution if
lim

x→∞

F (2) (x) − 2F (x)
(F (x))2

= −1.

(29)

The class of second-order subexponential distributions is a subclass of subexponential distributions;
for more details about second-order subexponential
distributions, see [12]. A review of subexponential
distributions can be found in [9, 15].
Thus, if F is a subexponential distribution and the
probability generating function E(zN(t) ) of N (t) is
analytic in a neighborhood of z = 1, namely, for any

Compound Process
fixed t > 0, there exists a constant ε > 0 such that
∞

(1 + ε)n Pr{N (t) = n} < ∞,
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Examples of compound processes and conditions
so that (33) holds, can be found in [22, 28] and others.

(30)

n=0
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Convolutions of
Distributions
Let F and G be two distributions. The convolution
of distributions F and G is a distribution denoted by
F ∗ G and is given by
 ∞
F (x − y) dG(y).
(1)
F ∗ G(x) =
−∞

Assume that X and Y are two independent random
variables with distributions F and G, respectively.
Then, the convolution distribution F ∗ G is the distribution of the sum of random variables X and Y,
namely, Pr{X + Y ≤ x} = F ∗ G(x).
It is well-known that F ∗ G(x) = G ∗ F (x), or
equivalently,
 ∞
 ∞
F (x − y) dG(y) =
G(x − y) dF (y).
−∞

−∞

(2)
See, for example, [2].
The integral in (1) or (2) is a Stieltjes integral with
respect to a distribution. However, if F (x) and G(x)
have density functions f (x) and g(x), respectively,
which is a common assumption in insurance applications, then the convolution distribution F ∗ G also
has a density denoted by f ∗ g and is given by
 ∞
f (x − y)g(y) dy,
(3)
f ∗ g(x) =
−∞

and the convolution distribution F ∗ G is reduced a
Riemann integral, namely
 ∞
F (x − y)g(y) dy
F ∗ G(x) =
−∞


=

∞

−∞

G(x − y)f (y) dy.

(4)

More generally, for distributions F1 , . . . , Fn , the convolution of these distributions is a distribution and is
defined by
F1 ∗ F2 ∗ · · · ∗ Fn (x) = F1 ∗ (F2 ∗ · · · ∗ Fn )(x). (5)
In particular, if Fi = F, i = 1, 2, . . . , n, the convolution of these n identical distributions is denoted
by F (n) and is called the n-fold convolution of the
distribution F.

In the study of convolutions, we often use the
moment generating function (mgf) of a distribution.
Let X be a random variable with distribution F. The
function
 ∞
mF (t) = EetX =
etx dF (x)
(6)
−∞

is called the moment generating function of X or F.
It is well-known that the mgf uniquely determines a
distribution and, conversely, if the mgf exists, it is
unique. See, for example, [22].
If F and G have mgfs mF (t) and mG (t), respectively, then the mgf of the convolution distribution
F ∗ G is the product of mF (t) and mG (t), namely,
mF ∗G (t) = mF (t)mG (t).
Owing to this property and the uniqueness of the
mgf, one often uses the mgf to identify a convolution
distribution. For example, it follows easily from the
mgf that the convolution of normal distributions is
a normal distribution; the convolution of gamma distributions with the same shape parameter is a gamma
distribution; the convolution of identical exponential distributions is an Erlang distribution; and the
sum of independent Poisson random variables is a
Poisson random variable.
A nonnegative distribution means that it is the
distribution of a nonnegative random variable. For a
nonnegative distribution, instead of the mgf, we often
use the Laplace transform of the distribution. The
Laplace transform of a nonnegative random variable
X or its distribution F is defined by
 ∞
e−sx dF (x), s ≥ 0. (7)
fˆ(s) = E(e−sX ) =
0

Like the mgf, the Laplace transform uniquely determines a distribution and is unique. Moreover, for
nonnegative distributions F and G, the Laplace transform of the convolution distribution F ∗ G is the
product of the Laplace transforms of F and G. See,
for example, [12]. One of the advantages of using
the Laplace transform fˆ(s) is its existence for any
nonnegative distribution F and all s ≥ 0. However,
the mgf of a nonnegative distribution may not exist
over (0, ∞). For example, the mgf of a log-normal
distribution does not exist over (0, ∞).
In insurance, the aggregate claim amount or loss
is usually assumed to be a nonnegative random variable. If there are two losses X ≥ 0 and Y ≥ 0 in
a portfolio with distributions F and G, respectively,
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then the sum X + Y is the total of losses in the portfolio. Such a sum of independent loss random variables
is the basis of the individual risk model in insurance.
See, for example, [15, 18]. One is often interested
in the tail probability of the total of losses, which
is the probability that the total of losses exceeds an
amount of x > 0, namely, Pr{X + Y > x}. This tail
probability can be expressed as
Pr{X + Y > x} = 1 − F ∗ G(x)
 x
G(x − y) dF (y)
= F (x) +
0


= G(x) +

x

F (x − y) dG(y), (8)

0

which is the tail of the convolution distribution
F ∗ G.
It is interesting to note that many quantities related
to ruin in risk theory can be expressed as the tail of a
convolution distribution, in particular, the tail of the
convolution of a compound geometric distribution
and a nonnegative distribution.
A nonnegative distribution F is called a compound
geometric distribution if the distribution F can be
expressed as
F (x) = (1 − ρ)

∞


ρ n H (n) (x), x ≥ 0,

(9)

n=0

where 0 < ρ < 1 is a constant, H is a nonnegative
distribution, and H (0) (x) = 1 if x ≥ 0 and 0 otherwise. The convolution of the compound geometric
distribution F and a nonnegative distribution G is
called a compound geometric convolution distribution and is given by
W (x) = F ∗ G(x)
= (1 − ρ)

∞


ρ n H (n) ∗ G(x), x ≥ 0.

(10)

n=0

The compound geometric convolution arises as
Beekman’s convolution series in risk theory and
in many other applied probability fields such
as reliability and queueing. In particular, ruin
probabilities in perturbed risk models can often
be expressed as the tail of a compound geometric
convolution distribution. For instance, the ruin
probability in the perturbed compound Poisson
process with diffusion can be expressed as the

convolution of a compound geometric distribution
and an exponential distribution. See, for example, [9].
For ruin probabilities that can be expressed as the tail
of a compound geometric convolution distribution in
other perturbed risk models, see [13, 19, 20, 26].
It is difficult to calculate the tail of a compound
geometric convolution distribution. However, some
probability estimates such as asymptotics and bounds
have been derived for the tail of a compound geometric convolution distribution. For example, exponential
asymptotic forms of the tail of a compound geometric
convolution distribution have been derived in [5, 25].
It has been proved under some Cramér–Lundberg
type conditions that the tail of the compound geometric convolution distribution W in (10) satisfies
W (x) ∼ Ce−Rx , x → ∞,

(11)

for some constants C > 0 and R > 0. See, for example, [5, 25]. Meanwhile, for heavy-tailed distributions, asymptotic forms of the tail of a compound
geometric convolution distribution have also been
discussed. For instance, it has been proved that
W (x) ∼

ρ
H (x) + G(x), x → ∞,
1−ρ

(12)

provided that H and G belong to some classes
of heavy-tailed distributions such as the class of
intermediately regularly varying distributions, which
includes the class of regularly varying tail distributions. See, for example, [6] for details. Bounds for
the tail of a compound geometric convolution distribution can be found in [5, 24, 25]. More applications
of this convolution in insurance and its distributional
properties can be found in [23, 25].
Another common convolution in insurance is the
convolution of compound distributions. A random
N variable S is called a random sum if S =
i=1 Xi , where N is a counting random variable
and {X1 , X2 , . . .} are independent and identically distributed nonnegative random variables, independent
of N. The distribution of the random sum is called a
compound distribution. See, for example, [15]. Usually, in insurance, the counting random variable N
denotes the number of claims and the random variable Xi denotes the amount of i th claim. If an insurance portfolio consists of two independent businesses
and the total amount of claims or losses in these two
businesses are random sums SX and SY respectively,
then, the total amount of claims in the portfolio is the
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sum SX + SY . The tail of the distribution of SX + SY
is of form (8) when F and G are the distributions of
SX and SY , respectively.
One of the important convolutions of compound
distributions is the convolution of compound Poisson distributions. It is well-known that the convolution of compound Poisson distributions is still a compound Poisson distribution. See, for example, [15].
It is difficult to calculate the tail of a convolution
distribution, when F or G is a compound distribution in (8). However, for some special compound
distributions such as compound Poisson distributions,
compound negative binomial distributions, and so
on, Panjer’s recursive formula provides an effective
approximation for these compound distributions. See,
for example, [15] for details. When F and G both
are compound distributions, Dickson and Sundt [8]
gave some numerical evaluations for the convolution
of compound distributions. For more applications of
convolution distributions in insurance and numerical
approximations to convolution distributions, we refer
to [15, 18], and references therein.
Convolution is an important distribution operator in probability. Many interesting distributions are
obtained from convolutions. One important class of
distributions defined by convolutions is the class
of infinitely divisible distributions. A distribution F
is said to be infinitely divisible if, for any integer
n ≥ 2, there exists a distribution Fn so that F =
Fn ∗ Fn ∗ · · · ∗ Fn . See, for example, [12]. Clearly,
normal and Poisson distributions are infinitely divisible. Another important and nontrivial example of an
infinitely divisible distribution is a log-normal distribution. See, for example, [4]. An important subclass
of the class of infinitely divisible distributions is the
class of generalized gamma convolution distributions,
which consists of limit distributions of sums or positive linear combinations of all independent gamma
random variables. A review of this class and its applications can be found in [3].
Another distribution connected with convolutions
is the so-called heavy-tailed distribution. For two
independent nonnegative random variables X and Y
with distributions F and G respectively, if
Pr{X + Y > x} ∼ Pr{max{X, Y } > x}, x → ∞,
(13)
or equivalently
1 − F ∗ G(x) ∼ F (x) + G(x), x → ∞, (14)

we say that F and G is max-sum equivalent, written
F ∼M G. See, for example, [7, 10].
The max-sum equivalence means that the tail
probability of the sum of independent random variables is asymptotically determined by that of the
maximum of the random variables. This is an interesting property used in modeling extremal events,
large claims, and heavy-tailed distributions in insurance and finance.
In general, for independent nonnegative random
variables X1 , . . . , Xn with distributions F1 , . . . , Fn ,
respectively, we need to know under what conditions,
Pr{X1 + · · · + Xn > x} ∼ Pr{max{X1 , . . . , Xn } > x},
x → ∞,

(15)

or equivalently
1 − F1 ∗ · · · ∗ Fn (x) ∼ F 1 (x) + · · · + F n (x),
x → ∞,

(16)

holds.
We say that a nonnegative distribution F is subexponential if F ∼M F , or equivalently,
F (2) (x) ∼ 2F (x),

x → ∞.

(17)

A subexponential distribution is one of the most
important heavy-tailed distributions in insurance,
finance, queueing, and many other applied probability
models. A review of subexponential distributions can
be found in [11].
We say that the convolution closure holds in a
distribution class A if F ∗ G ∈ A holds for any
F ∈ A and G ∈ A. In addition, we say that the maxsum-equivalence holds in A if F ∼M G holds for any
F ∈ A and G ∈ A.
Thus, if both the max-sum equivalence and the
convolution closure hold in a distribution class A,
then (15) or (16) holds for all distributions in A.
It is well-known that if Fi = F, i = 1, . . . , n are
identical subexponential distributions, then (16) holds
for all n = 2, 3, . . .. However, for nonidentical subexponential distributions, (16) is not valid. Therefore,
the max-sum equivalence is not valid in the class
of subexponential distributions. Further, the convolution closure also fails in the class of subexponential
distributions. See, for example, [16].
However, it is well-known [11, 12] that both the
max-sum equivalence and the convolution closure
hold in the class of regularly varying tail distributions.
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Further, Cai and Tang [6] considered other classes
of heavy-tailed distributions and showed that both
the max-sum equivalence and the convolution closure
hold in two other classes of heavy-tailed distributions.
One of them is the class of intermediately regularly
varying distributions. These two classes are larger
than the class of regularly varying tail distributions
and smaller than the class of subexponential distributions; see [6] for details. Also, applications of these
results in ruin theory were given in [6].
The convolution closure also holds in other important classes of distributions. For example, if nonnegative distributions F and G both have increasing
failure rates, then the convolution distribution F ∗ G
also has an increasing failure rate. However, the convolution closure is not valid in the class of distributions with decreasing failure rates [1]. Other classes
of distributions classified by reliability properties can
be found in [1]. Applications of these classes can be
found in [21, 25].
Another important property of convolutions of
distributions is their closure under stochastic orders.
For example, for two nonnegative random variables
X and Y with distributions F and G respectively, X is
said to be smaller than Y in a stop-loss order, written
X ≤sl Y , or F ≤sl G if
 ∞
 ∞
F (x) dx ≤
G(x) dx
(18)
t

t

for all t ≥ 0.
Thus, if F1 ≤sl F2 and G1 ≤sl G2 . Then F1 ∗
G1 ≤sl F2 ∗ G2 [14, 17]. For the convolution closure
under other stochastic orders, we refer to [21]. The
applications of the convolution closure under stochastic orders in insurance can be found in [14, 17] and
references therein.
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Counting Processes
Multivariate counting processes provide a useful
mathematical framework for survival analysis or
more general event history analysis. A multivariate
counting process N = (Nh (t), t ≥ 0, h ∈ H), where
H is a finite set of event types, is a point process
on [0, ∞). However, the ordering of the positive
real line implies a number of essential properties
not possessed by general point processes. The interpretation of each component is that Nh (t) ‘counts’
the number of events of type h in the time interval [0, t] for some ‘individual’ and statistical inference is usually based on observation of multivariate counting processes Ni (t) for independent individuals i = 1, . . . , n. An example could be a sample of n insured persons for whom two types of
events ‘disability’ and ‘death’ could occur and where
interest could focus on disability rates and mortality rates for both able and disabled persons. We
shall return to such examples in the section ‘An
Example’.
The structure of this article is as follows. First,
probabilistic properties of counting processes, useful
for their applications in statistics, are reviewed. Next,
counting process representations of event history data
and statistical models based on counting processes are
discussed and we conclude with an example.
Many references in the text are to the monograph [1] by Andersen, Borgan, Gill and Keiding,
which focuses on statistical models and applications for counting processes. Another basic text on
counting processes giving more details on the probabilistic background is Fleming and Harrington’s
book [2].

sample paths, and an adapted process M(t) with finite
expectation is a martingale if
E(M(t)|Fs ) = M(s), ∀s ≤ t.

An adapted process N = (Nh (t), t ∈ T, h ∈ H), where
H is a finite set, is a multivariate counting process
if each component Nh (t) has finite expectation and a
right-continuous sample path which is piecewise constant, nondecreasing with Nh (0) = 0 and with jumps
of size 1, and if the probability of any two components
 jumping simultaneously is 0. It follows that
N = h Nh is a marked point process on T with
mark space H.
According to the Doob–Meyer decomposition theorem ([1], Section II.3.1), there exists for each h ∈ H
a unique, nondecreasing, predictable process h (t),
the compensator of Nh (t), such that
Mh (t) = Nh (t) − h (t)

To define the key concepts, a martingale and a
counting process and its associated intensity process,
a few other definitions are needed.
A filtration (Ft ) on a probability space is an
increasing family of σ -algebras and a stochastic process X = (X(t), t ∈ T ) is adapted to the filtration if
X(t) is Ft -measurable for all t ∈ T. Here, the time
interval T is [0, τ ] or [0, τ ) with τ ≤ ∞. An adapted
process X is Ft -predictable if it has left-continuous

(2)

is a martingale. In applications, the compensator is
usually assumed to be absolutely continuous, that is,
there exists a predictable process, λh (t), such that


t

h (t) =

λh (u) du.

(3)

0

In that case, λh (t) is called the intensity process
for Nh (t) as it (under suitable regularity conditions,
see [1], Section II.4.1) can be represented as
lim E(Nh (t + t) − Nh (t)|Ft ) = λh (t+).

t→0

(4)

Statistical models may be specified via the intensity
process and rewriting (2) as


Definitions and Basic Probabilistic
Properties

(1)

Nh (t) =

t

λh (u) du + Mh (t)

(5)

0

gives the interpretation ‘data = model + noise’.
When studying properties of statistical methods
based on counting processes, martingale techniques,
in particular results on stochastic integration of
predictable processes with respect to martingales
and martingale central limit theory, have been
extremely useful ([1], Chapters IV–VII). Note that
the conditions about finite expectations made above
for convenience may be relaxed by considering local
martingales and so on [1], Section II.3.1.
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Counting Process Representations of Event
History Data
The simplest event history model is the two-state
model for survival data with states ‘0: alive’ and ‘1:
dead’ and with only 0 → 1 transitions possible. The
survival time, Ti , is the time of entry into state 1
for individual i and this may be represented by the
univariate counting process Ni (t) = I (Ti ≤ t) (with
I (·) the indicator function). If αi (t) is the hazard
or failure rate function for the distribution of Ti ,
then (5) becomes
 t
αi (u)Yi (u) du + Mi (t)
(6)
Ni (t) =
0

with Yi (t) = I (Ti ≥ t) being the indicator that the
individual i is still alive at time t−. Then λi (t) =
αi (t)Yi (t) is the intensity process with respect to
the filtration generated by (Ni (s), 0 ≤ s ≤ t). For
independent individuals, i = 1, . . . , n, the product
probability and filtration is used ([1], Section II.4.3).
In applications, survival data are inevitably observed with right-censoring, that is Ti is only observed
if it does not exceed a certain limit, Ui , the rightcensoring time of i. In this case, the observed counting process is Ni (t) = I (Ti ≤ t, Ti ≤ Ui ) and it is
also observed if i fails or if i is censored. The decomposition (6) is the same with Yi (t) now defined as
I (Ti ≥ t, Ui ≥ t), (i.e. the indicator that i is alive and
uncensored at time t−,) provided that the censoring
mechanism is ‘independent’. A definition of independent censoring can be found in ([1], Section III.2.2).
The interpretation is that independent censoring preserves the hazard rate function for the survival time,
that is, the rate of failure, given the individual is still
alive, is the same as the failure rate given the individual is alive and uncensored.
A finite-state Markov process may also be represented using counting processes. Let Xi (t) be a
Markov process with finite-state space and let h, j
be states. If Nhji (t) is the number of direct h → j
transitions for Xi in [0, t], then the Doob–Meyer
decomposition is
 t
Nhji (t) =
αhji (u)Yhi (u) du + Mhji (t) (7)
0

where Yhi (t) = I (Xi (t−) = h) is the indicator of i
being in the state h at time t− and αhji (t) is the
h → j transition intensity for Xi (·). With independent right-censoring the decomposition of Nhji (t) is

unchanged except for the fact that Yhi (t) must be
redefined as the indicator that i is observed to be in
state h at time t−.
We note that the intensity process in these models
has a common multiplicative structure as a product
of an observable process Y (·) and a hazard/intensity
function α(·), which, in statistical applications, is
usually unknown and subject to modeling. Thus,
statistical models based on counting processes are
frequently specified via α(·). More general models
than those mentioned above are obtained by letting
α(t) depend on the ’past’, that is, on Ft− . The intensity may, for example, depend on previous events or
other available information may be included in the
model as covariates. Examples are provided in the
next section.

Statistical Inference
Nonparametric Inference
The simplest situation is when a multivariate counting process N has components Ni (t) with intensity
process α(t)Yi (t) where α(t) is the same unknown
and unspecified function for all components and
Y1 (t), . . . , Yn (t) are observed together with N. An
example would be independent identically distributed
survival times subject to (independent) right-censoring or some fixed transition in a multistate model, see
section ‘Counting Process Representations of Event
History Data’. For this model, the aggregated counting process
n

Ni (t)
(8)
N· (t) =
i=1

has the decomposition, see (6),
 t
α(u)Y· (u) du + M· (t)
N· (t) =
where Y· =



0

Yi and M· =



(9)

Mi . Heuristically,

dN· (t) = α(t)Y· (t) dt + dM· (t)

(10)

and a natural nonparametric
estimator for the cumut
lative hazard A(t) = 0 α(u) du is therefore the Nelson–Aalen estimator
 t
J (u)
 =
(11)
dN· (u)
A(t)
0 Y· (u)

Counting Processes
where J (t) = I (Y· (t) > 0). Martingale central limit
theory may be applied to study the large sample
properties of (11) as n → ∞ whereby confidence
limits for A(t) may be obtained ([1], Section IV.1.3).
 is plotted against t and the
In applications, A(t)
local slope af the curve estimates the hazard α(t).
Formal estimates of the hazard may be obtained by
smoothing (11) ([1], Section IV.2).
If the individuals may be categorized into groups
h = 1, . . . , k (males/females, different policy types
etc.), with separate hazards in each group, then each
Ah (t) may be estimated by the Nelson–Aalen estimator and several nonparametric tests for the hypothesis
α1 (t) = · · · = αk (t) exist [1], Chapter V.

Parametric Models
Some times a parametric model α(t|θ) for α(t) is
studied, for example, a Gompertz-Makeham model
for a mortality rate or a model in which the hazard
is assumed to be piecewise constant. In such cases,
inference for θ may be based on a likelihood function


k
n 


dNhi (t)
(αhi (t|θ)Yhi (t))
L(θ) =
i=1 h=1

t∈T



× exp −

τ

αhi (t|θ)Yhi (t) dt . (12)
0

Here, it may be shown that the score function
based on (12) is a martingale when evaluated at
the true parameter value θ0 and asymptotic properties of the maximum likelihood estimator θ may be
obtained using martingale central limit theory [1],
Section VI.2.2. This means that ‘standard’ likelihood
methods such as likelihood ratio and Wald tests may
be applied.

Regression Models
Using the models described in the previous two
subsections, it will typically be assumed that groups
of individuals are homogeneous. However, there are
frequently covariates available for which some sort
of adjustment in the analysis is warranted. This is
usually done by studying a regression model for
the intensities. To do this, the covariate information
must be included in the filtration for which the
intensities are computed. The simplest situation is
when covariates are fixed throughout the observation
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period like sex or status at entry, in which case the
covariate information is usually included in the initial
σ -algebra F0 . Covariates that change with time may
be divided into
(a) those whose values are already known from the
history of the counting process like the sojourn
time spent in a given state of a multistate model
or (if age at entry is included in F0 ) the current
age,
(b) those (like current blood pressure in a survival
study) cases in which an extended filtration
(including each individual’s longitudinal blood
pressure measurements) must be studied.
In situation (a), the likelihood (12) may be used as
the basis of the inference directly, whereas in situation (b), (12) is just a partial likelihood. However, it
may still be used for inference for parameters in the
intensities, that is, in the conditional distribution of
the multivariate counting process, given the covariates ([1], Section III.5.)
Let Zhi (t) be (possibly time-dependent) covariates
observed for individual i and relevant for events of
type h. The most frequently used regression model
for a counting process intensity is the Cox regression
model where
αhi (t) = αh0 (t) exp(βh Zhi (t)).

(13)

In (13), αh0 (t) is the baseline type h intensity assumed common for all individuals and βh is a vector
of regression coefficients for type h events. As
an alternative to the semiparametric Cox regression
model in which the baseline hazard is left completely
unspecified, multiplicative parametric regression
models may be studied. Here, αh0 (t) = αh0 (t|θ) is
specified using a finite-dimensional parameter vector
θ. For example, αh0 (t) may be assumed piecewise
constant in prespecified time intervals leading (for
categorical covariates) to Poisson regression models
([1], Section VII.6) for which the likelihood (12) may
be used directly for inference. Also, additive models
may be studied [1], Section VII.4; [4].

Inference for Probabilities
Multistate models based on counting processes may
be obtained in great generality via a specification
of the intensity process as exemplified in the previous sections. However, to compute state probabilities
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usually requires extra assumptions. For the simple
two-state model for survival data, where the model
for α(t) contains no time-dependent covariates of
type (b) the relation between the hazard function and
the survival probability function S(t) = P (T > t) is
given by the product integral. For continuous distributions, this is simply

0
Alive: no DN

1
Alive: DN
a01(t )

a02(t )

a12(t, d )

2
Dead

S(t) = exp(−A(t))

(14)

while for discrete distributions S(t) is given by a
simple product and direct estimation of S(t) from
the cumulative hazard A(t) is straightforward. If
A(t) is estimated using the (discrete) Nelson–Aalen
estimator (11), the product-integral relation leads to
the Kaplan–Meier estimator for S(t), cf. ([1], Section IV.3).
In Markovian multistate models, the relation between cumulative transition intensities and transition
and state probabilities is also given by a (matrixvalued) product -integral, which leads to the so-called
Aalen–Johansen estimator for the probabilities [1],
Section IV.4). For non-Markovian processes without
covariates, it has been shown [3], that state probabilities may still be estimated via product integration
of the transition intensities. Extension to time-fixed
covariates is possible. However, with time-dependent
covariates, the situation is considerably more complicated and, in general, a joint model for the counting
process and the time-dependent covariate is needed
to obtain probability estimates.

An Example
Ramlau–Hansen et al. [5] analyzed data on 2727
Danish patients suffering from insulin-dependent diabetes. The patients were followed from first contact,
at the Steno Memorial diabetes specialist Hospital
in Copenhagen, Denmark (1933–81) to death, emigration, or 1984. Information on time of occurrence
of the serious renal complication ‘diabetic nephropathy’ (DN) was available making it possible to apply a
three-state illness-death model as depicted in Figure 1
with states ‘0: alive without DN’, ‘1: alive with DN’,
and ‘2: dead’. Right-censoring occurred for patients
who emigrated during follow-up and for patients alive
as on January 1, 1984.
For each individual, a three-variate counting process (N01i (t), N02i (t), N12i (t)) was defined, Nhji (t)
having intensity process equal to Yhi (t)αhji (t) where

Figure 1 The three-state illness-death model for the diabetes survival data

Yhi (t) = I (i is in state h at time t−). Time t was
defined as the current age of the patients. Each transition intensity αhji (t) was modeled using a Cox-type
regression model (13) with covariates defined from
the sex, age at diabetes onset, and calendar time
at diabetes onset of the patients. Furthermore, the
model for the mortality rate, α12i (t) = α12i (t, d) after
onset of DN included the time-dependent covariate
defined by duration, d, since entry into state 1, making the three-state process non-Markovian. From the
estimated transition intensities, probability estimates
were obtained and thereby life insurance premiums
for diabetics at given ages, with given age at disease onset, and with given DN status. Depending
on these variables and on the term of the insurance policy excess premiums for diabetics without
DN compared to standard policies ranged from 1.3
to 6.1 making such policies feasible. However, for
patients with DN, the mortality was so high compared to standard lives, that the estimated excess
premiums were too high for such policies to be implemented.
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Coverage
An insurance policy (see Policy) indemnifies the
insured against loss arising from certain perils. The
terms and conditions of the policy will define
•
•

the precise circumstances in which the insurer
will pay a claim under the policy, and
the amount payable in respect of that claim.

This combination of definitions, together with a
listing of the perils covered, is referred to generically
as the coverage provided by the policy.
A peril is a single specific risk that is potentially
the cause of loss to the insured. Examples in Property
insurance (see Property Insurance – Personal) are
fire, windstorm, flood, theft, and so on.
The coverage will need to make a precise identification of the entity in respect of which insurance is
provided. For example,
•

•

A Property insurance will need to identify precisely the property at risk. Under a homeowners’
insurance, this might be a designated residential property.
A Liability insurance will need to stipulate
the person or organization generating the risk
insured. Under an employer’s liability insurance, this would usually be an identification of
the employer, and possibly particular locations at
which that employer operates work sites.

Coverage may be restricted by the exclusion of
certain defined events. Policy conditions that do so
are called exclusions. For example, a homeowners’
insurance might exclude cash and/or jewelery from
the items insured against the peril of theft.
The claim amount payable by the insurer in respect
of a loss suffered by the insured would normally be

related to the financial measure of that loss. Because
of the moral hazard involved, the claim amount
would rarely exceed the quantum of the insured’s
loss, but might often be less than this. An insurance
that pays the full amount of a loss is referred to as
full-value insurance.
An insurance might be subject to an agreed fixed
amount maximum, or otherwise limited. This is usually called the sum insured in the case of property
insurance, and policy limit, or maximum limit, in the
case of liability insurance. For example, a workers’
compensation insurance might provide an income
replacement benefit equal to x% (x ≤ 100) of the
worker’s pre-injury income, precisely defined, and
might be subject to an overriding maximum of two
times average weekly earnings in the relevant jurisdiction.
Some risks can involve very large amounts at risk
in the event of total loss, but very low probabilities of
total loss. An example would be a large city building,
insured for its estimated replacement value of $200
million. The likelihood of total loss is very low, and
the insurer may regard $200 million as an unrealistic
and unhelpful way of quantifying its exposure under
this contract.
In these circumstances, the exposure may be quantified by means of the Probable Maximum Loss, or
PML. This is the amount that the insurer regards as
‘unlikely to be exceeded’ by a loss under the contract. This definition is inherently vague, but widely
used nonetheless.
Sometimes attempts are made to define PML more
precisely by defining it as the amount that will be
exceeded by a loss under the contract with a probability of only p% (e.g. p = 2).
(See also Non-life Insurance)
GREG TAYLOR

Cramér, Harald
(1893–1985)
Cramér started his mathematical career in analytic
number theory, but from the 1920s, he gradually
changed his research field to probability and mathematical statistics. In the 1930s, he published articles
on the theory of limit theorems for sums of independent random variables, and, in the 1940s, his important work on the structure of stationary stochastic
processes (see Stationary Processes) was published.
His famous treatise [4] had great influence as the
first rigorous and systematic treatment of mathematical statistics. In the 1960s, after his retirement, he
took up work on stochastic processes, summed up
in his book [7] with Leadbetter. From the 1920s, he
was also engaged in work on the refinement of the
central limit theorem (see Central Limit Theorem)
motivated by practical applications. He was one of
the few persons who could penetrate the risk theory (see Collective Risk Theory) of Filip Lundberg
and could present an expanded and clarified version
in review articles [2, 5, 6]. After his appointment as
professor of actuarial mathematics and mathematical
statistics at Stockholm University in 1929, he developed the risk theory with his students Arwedson,
Segerdahl, and Täcklind; their results were published
in Skandinavisk Aktuarietidskrift (see Scandinavian
Actuarial Journal) in the 1940s and 1950s. A review
of this work is in [5], where the probability distribution of the surplus process and of the time of ruin
is studied in detail using the so-called Wiener–Hopf
method for solving the relevant integral equations. In
this work, he also develops the approximation of the
distribution of the surplus introduced by Fredrik Esscher, an early example of a large deviation method.
Such methods have turned out to be very useful in
many other contexts.
In the 1930s and 1940s, Cramér was also engaged
in practical actuarial work. He was the actuary of
‘Sverige’, the reinsurance company of the Swedish
life insurers and was a member of the government
commission that created a new insurance law around
1940. He also developed new technical bases for
Swedish life insurance, which were adopted in 1938.
They were partly prompted by the crisis caused by the
fall of interest rates in the 1930s. Cramér also worked
out mortality predictions (see Decrement Analysis)

on the basis of the detailed Swedish records from
the period 1800–1930 in cooperation with Herman
Wold [3]. In his work on technical bases, the socalled zero-point method was introduced to obtain a
safe upper bound of the reserve. It consists in solving
Thiele’s differential equation, using a high mortality
when the sum at risk is positive, and a low mortality
when it is negative [10].
Being a great mathematician with genuine interest in the actuarial problems and being a talented
communicator gave Cramér an undisputed position
as an authority in the actuarial community of Sweden throughout his long career. This is reflected in
the fact that he was the chairman of the Swedish
Actuarial Society (see Svenska Aktuarieföreningen,
Swedish Society of Actuaries) (1935–1964) and an
editor of Skandinavisk Aktuarietidskrift (see Scandinavian Actuarial Journal) (1920–1963). A general
survey of his works is given in [1, 8]; a more detailed
survey of his works on insurance mathematics is
in [10]. See also the article about Filip Lundberg in
this encyclopedia.
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Cramér–Lundberg
Asymptotics
In risk theory, the classical risk model is a compound
Poisson risk model. In the classical risk model, the
number of claims up to time t ≥ 0 is assumed to be a
Poisson process N (t) with a Poisson rate of λ > 0;
the size or amount of the i th claim is a nonnegative
random variable Xi , i = 1, 2, . . .; {X1 , X2 , . . .} are
assumed to be independent and identically distributed
with common distribution function
 ∞ P (x) = Pr{X1 ≤
x} and common mean µ = 0 P (x) dx > 0; and
the claim sizes {X1 , X2 , . . .} are independent of the
claim number process {N (t), t ≥ 0}. Suppose that
an insurer charges premiums at a constant rate of
c > λµ, then the surplus at time t of the insurer
with an initial capital of u ≥ 0 is given by
X(t) = u + ct −

N(t)


Cramér–Lundberg condition. This condition is to
assume that there exists a constant κ > 0, called
the adjustment coefficient, satisfying the following
Lundberg equation
 ∞
c
eκx P (x) dx = ,
λ
0
or equivalently


∞

eκx dF (x) = 1 + θ,

(4)

0

x
where F (x) = (1/µ) 0 P (y) dy is the equilibrium
distribution of P.
Under the condition (4), the Cramér–Lundberg
asymptotic formula states that if
 ∞
xeκx dF (x) < ∞,
0

then
Xi ,

t ≥ 0.

(1)

θµ



ψ(u) ∼

i=1

∞

ye P (y) dy

κ

One of the key quantities in the classical risk model is
the ruin probability, denoted by ψ(u) as a function
of u ≥ 0, which is the probability that the surplus of
the insurer is below zero at some time, namely,

e−κu as u → ∞. (5)

κy

0

If



∞

xeκx dF (x) = ∞,

(6)

0

ψ(u) = Pr{X(t) < 0 for some t > 0}.

(2)

To avoid ruin with certainty or ψ(u) = 1, it is necessary to assume that the safety loading θ, defined by
θ = (c − λµ)/(λµ), is positive, or θ > 0. By using
renewal arguments and conditioning on the time and
size of the first claim, it can be shown (e.g. (6) on
page 6 of [25]) that the ruin probability satisfies the
following integral equation, namely,


λ u
λ ∞
P (y) dy +
ψ(u − y)P (y) dy,
ψ(u) =
c u
c 0
(3)
where throughout this article, B(x) = 1 − B(x)
denotes the tail of a distribution function B(x).
In general, it is very difficult to derive explicit
and closed expressions for the ruin probability. However, under suitable conditions, one can obtain some
approximations to the ruin probability.
The pioneering works on approximations to
the ruin probability were achieved by Cramér
and Lundberg as early as the 1930s under the

then
ψ(u) = o(e−κu ) as u → ∞;

(7)

and meanwhile, the Lundberg inequality states that
ψ(u) ≤ e−κu ,

u ≥ 0,

(8)

where a(x) ∼ b(x) as x → ∞ means limx→∞ a(x)/
b(x) = 1.
The asymptotic formula (5) provides an exponential asymptotic estimate for the ruin probability
as u → ∞, while the Lundberg inequality (8) gives
an exponential upper bound for the ruin probability for all u ≥ 0. These two results constitute the
well-known Cramér–Lundberg approximations for
the ruin probability in the classical risk model.
When the claim sizes are exponentially distributed,
that is, P (x) = e−x/µ , x ≥ 0, the ruin probability has
an explicit expression given by


1
θ
ψ(u) =
exp −
u , u ≥ 0.
1+θ
(1 + θ)µ
(9)

2
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Thus, the Cramér–Lundberg asymptotic formula is
exact when the claim sizes are exponentially distributed. Further, the Lundberg upper bound can be
improved so that the improved Lundberg upper bound
is also exact when the claim sizes are exponentially distributed. Indeed, it can be proved under the
Cramér–Lundberg condition (e.g. [6, 26, 28, 45]) that
ψ(u) ≤ βe−κu ,

u ≥ 0,

(10)

where β is a constant, given by
 ∞
eκy dF (y)
t
−1
,
β = inf
0≤t<∞
eκt F (t)
and satisfies 0 < β ≤ 1.
This improved Lundberg upper bound (10) equals
the ruin probability when the claim sizes are exponentially distributed. In fact, the constant β in (10) has
an explicit expression of β = 1/(1 + θ) if the distribution F has a decreasing failure rate; see, for
example [45], for details.
The Cramér–Lundberg approximations provide an
exponential description of the ruin probability in the
classical risk model. They have become two standard
results on ruin probabilities in risk theory.
The original proofs of the Cramér–Lundberg
approximations were based on Wiener–Hopf methods and can be found in [8, 9] and [29, 30]. However, these two results can be proved in different
ways now. For example, the martingale approach
of Gerber [20, 21], Wald’s identity in [35], and the
induction method in [24] have been used to prove the
Lundberg inequality. Further, since the integral equation (3) can be rewritten as the following defective
renewal equation
 u
1
1
F (u) +
ψ(u − x) dF (x),
ψ(u) =
1+θ
1+θ 0
u ≥ 0,

(11)

the Cramér–Lundberg asymptotic formula can be
obtained simply from the key renewal theorem for
the solution of a defective renewal equation, see,
for instance [17]. All these methods are much simpler than the Wiener–Hopf methods used by Cramér
and Lundberg and have been used extensively in
risk theory and other disciplines. In particular, the
martingale approach is a powerful tool for deriving
exponential inequalities for ruin probabilities. See, for

example [10], for a review on this topic. In addition, the induction method is very effective for one
to improve and generalize the Lundberg inequality.
The applications of the method for the generalizations and improvements of the Lundberg inequality
can be found in [7, 41, 42, 44, 45].
Further, the key renewal theorem has become a
standard method for deriving exponential asymptotic
formulae for ruin probabilities and related ruin quantities, such as the distributions of the surplus just
before ruin, the deficit at ruin, and the amount of
claim causing ruin; see, for example [23, 45].
Moreover, the Cramér–Lundberg asymptotic formula is also available for the solution to defective renewal equation, see, for example [19, 39] for
details. Also, a generalized Lundberg inequality for
the solution to defective renewal equation can be
found in [43].
On the other hand, the solution to the defective
renewal equation (11) can be expressed as the tail of
a compound geometric distribution, namely,
n
∞ 
1
θ 
F (n) (u), u ≥ 0,
ψ(u) =
1 + θ n=1 1 + θ
(12)
where F (n) (x) is the n-fold convolution of the distribution function F (x). This expression is known as
Beekman’s convolution series.
Thus, the ruin probability in the classical risk
model can be characterized as the tail of a compound
geometric distribution. Indeed, the Cramér–Lundberg
asymptotic formula and the Lundberg inequality can
be stated generally for the tail of a compound geometric distribution. The tail of a compound geometric distribution is a very useful probability model
arising in many applied probability fields such as
risk theory, queueing, and reliability. More applications of a compound geometric distribution in
risk theory can be found in [27, 45], and among
others.
It is clear that the Cramér–Lundberg condition
plays a critical role in the Cramér–Lundberg
approximations. However, there are many interesting
claim size distributions that do not satisfy the
Cramér–Lundberg condition. For example, when the
moment generating function of a distribution does not
exist or a distribution is heavy-tailed such as Pareto
and log-normal distributions, the Cramér–Lundberg
condition is not valid. Further, even if the moment
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generating function of a distribution exists, the
Cramér–Lundberg condition may still fail. In fact,
there exist some claim size distributions, including
certain inverse Gaussian and generalized inverse
distributions, so that for any r > 0 with
Gaussian
∞ rx
0 e dF (x) < ∞,
 ∞
erx dF (x) < 1 + θ.
0

Such distributions are said to be medium tailed; see,
for example, [13] for details.
For these medium- and heavy-tailed claim size distributions, the Cramér–Lundberg approximations are
not applicable. Indeed, the asymptotic behaviors of
the ruin probability in these cases are totally different from those when the Cramér–Lundberg condition
holds. For instance, if F is a subexponential distribution, which means
lim

x→∞

F (2) (x)
F (x)

= 2,

(13)

then the ruin probability ψ(u) has the following
asymptotic form
1
ψ(u) ∼ F (u) as u → ∞,
θ

ψ(u) ≤ B(u),

u ≥ 0.

(16)

The condition (15) can be satisfied by some medium
and heavy-tailed claim size distributions. See, [6, 41,
42, 45] for more discussions on this aspect. However,
the condition (15) still fails for some claim size
distributions; see, for example, [6] for the explanation
of this case.
Dickson [11] adopted a truncated Lundberg condition and assumed that for any u > 0 there exists a
constant κu > 0 so that
 u
eκu x dF (x) = 1 + θ.
(17)
0

Under the truncated condition (17), Dickson [11]
derived an upper bound for the ruin probability, and
further Cai and Garrido [7] gave an improved upper
bound and a lower bound for the ruin probability,
which state that
θe−2κu u + F (u)

≤ ψ(u) ≤

θe−κu u + F (u)
θ + F (u)

,

u > 0.
(18)

(14)

In particular, an exponential distribution is an example of an NWU distribution when the equality holds
in (14).
Willmot [41] used an NWU distribution function
to replace the exponential function in the Lundberg
equation (4) and assumed that there exists an NWU
distribution B so that
 ∞
(B(x))−1 dF (x) = 1 + θ.
(15)
0

Under the condition (15), Willmot [41] derived a
generalized Lundberg upper bound for the ruin probability, which states that

θ + F (u)

which implies that ruin is asymptotically determined
by a large claim. A review of the asymptotic behaviors of the ruin probability with medium- and heavytailed claim size distributions can be found in [15,
16].
However, the Cramér–Lundberg condition can be
generalized so that a generalized Lundberg inequality
holds for more general claim size distributions. In
doing so, we recall from the theory of stochastic
orderings that a distribution B supported on [0, ∞)
is said to be new worse than used (NWU) if for any
x ≥ 0 and y ≥ 0,
B(x + y) ≥ B(x)B(y).

3

The truncated condition (17) applies to any positive claim size distribution with a finite mean. In
addition, even when the Cramér–Lundberg condition
holds, the upper bound in (18) may be tighter than
the Lundberg upper bound; see [7] for details.
The Cramér–Lundberg approximations are also
available for ruin probabilities in some more general risk models. For instance, if the claim number
process N (t) in the classical risk model is assumed
to be a renewal process, the resulting risk model is
called the compound renewal risk model or the Sparre
Andersen risk model. In this risk model, interclaim
times {T1 , T2 , . . .} form a sequence of independent
and identically distributed positive random variables
with common
distribution function G(t) and common
∞
mean 0 G(t) dt = (1/α) > 0. The ruin probability in the Sparre Andersen risk model, denoted by
ψ 0 (u), satisfies the same defective renewal equation
as (11) for ψ(u) and is thus the tail of a compound
geometric distribution. However, the underlying distribution in the defective renewal equation in this case
is unknown in general; see, for example, [14, 25] for
details.
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Suppose that there exists a constant κ 0 > 0 so that
E(eκ

0

(X1 −cT1 )

) = 1.

(19)

Thus, under the condition (19), by the key renewal
theorem, we have
ψ 0 (u) ∼ C0 e−κ

0

u

as u → ∞,

(20)

where C0 > 0 is a constant. Unfortunately, the
constant C0 is unknown since it depends on
the unknown underlying distribution. However, the
Lundberg inequality holds for the ruin probability
ψ 0 (u), which states that
ψ 0 (u) ≤ e−κ u ,
0

u ≥ 0;

(21)

see, for example, [25] for the proofs of these results.
Further, if the claim number process N (t) in the
classical risk model is assumed to be a stationary renewal process, the resulting risk model is
called the compound stationary renewal risk model.
In this risk model, interclaim times {T1 , T2 , . . .} form
a sequence of independent positive random variables;
{T2 , T3 , . . .} have a common distribution function
G(t) as that in the compound renewal risk model;
and T1 has an equilibrium distribution function of
t
Ge (t) = α 0 G(s) ds. The ruin probability in this risk
model, denoted by ψ e (u), can be expressed as the
function of ψ 0 (u), namely

αµ
αµ u 0
F (u) +
ψ (u − x) dF (x),
ψ e (u) =
c
c 0
(22)
which follows from conditioning on the size and time
of the first claim; see, for example, (40) on page 69
of [25].
Thus, applying (20) and (21) to (22), we have
ψ e (u) ∼ Ce e−κ

0

u

as u → ∞,

(23)

and
ψ e (u) ≤

α
0
(m(κ 0 ) − 1)e−κ u ,
cκ 0

the constant (α/cκ 0 )(m(κ 0 ) − 1) in the Lundberg
upper bound (24) may be greater than one.
The Cramér–Lundberg approximations to the ruin
probability in a risk model when the claim number
process is a Cox process can be found in [2, 25, 38].
For the Lundberg inequality for the ruin probability
in the Poisson shot noise delayed-claims risk model,
see [3]. Moreover, the Cramér–Lundberg approximations to ruin probabilities in dependent risk models
can be found in [22, 31, 33].
In addition, the ruin probability in the perturbed
compound Poisson risk model with diffusion also
admits the Cramér–Lundberg approximations. In this
risk model, the surplus process X(t) satisfies

u ≥ 0, (24)

Ce = (α/cκ 0 )(m(κ 0 ) − 1)C0 and m(t) =
where
∞ tx
0 e dP (x) is the moment generating function of
the claim size distribution P. Like the case in the
Sparre Andersen risk model, the constant Ce in the
asymptotic formula (23) is also unknown. Further,

X(t) = u + ct −

N(t)


Xi + Wt ,

t ≥ 0, (25)

i=1

where {Wt , t ≥ 0} is a Wiener process, independent
of the Poisson process {N (t), t ≥ 0} and the claim
sizes {X1 , X2 , . . .}, with infinitesimal drift 0 and
infinitesimal variance 2D > 0.
Denote the ruin probability in the perturbed risk
model by ψp (u) and assume that there exists a
constant R > 0 so that
 ∞
eRx dP (x) + DR 2 = λ + cR.
(26)
λ
0

Then Dufresne and Gerber [12] derived the following
Cramér–Lundberg asymptotic formula
ψp (u) ∼ Cp e−Ru as u → ∞,
and the following Lundberg upper bound
ψp (u) ≤ e−Ru ,

u ≥ 0,

(27)

where Cp > 0 is a known constant. For the
Cramér–Lundberg approximations to ruin probabilities in more general perturbed risk models, see [18,
37]. A review of perturbed risk models and the
Cramér–Lundberg approximations to ruin probabilities in these models can be found in [36].
We point out that the Lundberg inequality is also
available for ruin probabilities in risk models with
interest. For example, Sundt and Teugels [40] derived
the Lundberg upper bound for the ruin probability
in the classical risk model with a constant force of
interest; Cai and Dickson [5] gave exponential upper
bounds for the ruin probability in the Sparre Andersen
risk model with a constant force of interest; Yang [46]
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obtained exponential upper bounds for the ruin probability in a discrete time risk model with a constant
rate of interest; and Cai [4] derived exponential upper
bounds for ruin probabilities in generalized discrete
time risk models with dependent rates of interest. A
review of risk models with interest and investment
and ruin probabilities in these models can be found
in [32]. For more topics on the Cramér–Lundberg
approximations to ruin probabilities, we refer to [1,
15, 21, 25, 34, 45], and references therein.
To sum up, the Cramér–Lundberg approximations
provide an exponential asymptotic formula and an
exponential upper bound for the ruin probability in
the classical risk model or for the tail of a compound
geometric distribution. These approximations are also
available for ruin probabilities in other risk models
and appear in many other applied probability models.
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Brémaud, P. (2000). An insensitivity property of Lundberg’s estimate for delayed claims, Journal of Applied
Probability 37, 914–917.
Cai, J. (2002). Ruin probabilities under dependent rates
of interest, Journal of Applied Probability 39, 312–323.
Cai, J. & Dickson, D.C.M. (2003). Upper bounds for
ultimate ruin probabilities in the Sparre Andersen model
with interest, Insurance: Mathematics and Economics
32, 61–71.
Cai, J. & Garrido, J. (1999a). A unified approach to
the study of tail probabilities of compound distributions,
Journal of Applied Probability 36, 1058–1073.
Cai, J. & Garrido, J. (1999b). Two-sided bounds for ruin
probabilities when the adjustment coefficient does not
exist, Scandinavian Actuarial Journal 80–92.
Cramér, H. (1930). On the Mathematical Theory of Risk,
Skandia Jubilee Volume, Stockholm.
Cramér, H. (1955). Collective Risk Theory, Skandia
Jubilee Volume, Stockholm.
Dassios, A. & Embrechts, P. (1989). Martingales and
insurance risk, Stochastic Models 5, 181–217.
Dickson, D.C.M. (1994). An upper bound for the probability of ultimate ruin, Scandinavian Actuarial Journal
131–138.
Dufresne, F. & Gerber, H.U. (1991). Risk theory for the
compound Poisson process that is perturbed by diffusion,
Insurance: Mathematics and Economics 10, 51–59.
Embrechts, P. (1983). A property of the generalized
inverse Gaussian distribution with some applications,
Journal of Applied Probability 20, 537–544.

[22]
[23]
[24]

[25]
[26]
[27]

[28]
[29]
[30]

[31]

[32]

[33]

[34]

5
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Cramér–Lundberg
Condition and Estimate

Assume that the moment generating function of
X1 exists, and the adjustment coefficient equation,

The Cramér–Lundberg estimate (approximation) provides an asymptotic result for ruin probability. Lundberg [23] and Cramér [8, 9] obtained the result
for a classical insurance risk model, and Feller [15,
16] simplified the proof. Owing to the development
of extreme value theory and to the fact that claim
distribution should be modeled by heavy-tailed distribution, the Cramér–Lundberg approximation has
been investigated under the assumption that the claim
size belongs to different classes of heavy-tailed distributions. Vast literature addresses this topic: see,
for example [4, 13, 25], and the references therein.
Another extension of the classical Cramér–Lundberg
approximation is the diffusion perturbed model
[10, 17].

has a positive solution. Let R denote this positive
solution. If
 ∞
xeRx F (x) dx < ∞,
(5)

MX (r) = E[erX ] = 1 + (1 + θ)µr,

Classical Cramér–Lundberg
Approximations for Ruin Probability
The classical insurance risk model uses a compound
Poisson process. Let U (t) denote the surplus process of an insurance company at time t. Then
U (t) = u + ct −

N(t)


Xi

(1)

i=1

where u is the initial surplus, N (t) is the claim
number process, which we assume to be a Poisson
process with intensity λ, Xi is the claim random
variable. We assume that {Xi ; i = 1, 2, . . .} is an i.i.d.
sequence with the same distribution F (x), which has
mean µ, and independent of N (t). c denotes the risk
premium rate and we assume that c = (1 + θ)λµ,
where θ > 0 is called the relative security loading.
Let
T = inf{t; U (t) < 0|U (0) = u},

inf ∅ = ∞. (2)

The probability of ruin is defined as
ψ(u) = P (T < ∞|U (0) = u).

(3)

The Cramér–Lundberg approximation (also called
the Cramér–Lundberg estimate) for ruin probability
can be stated as follows:

(4)

0

then

ψ(u) ∼ Ce−Ru ,

u → ∞,

(6)

where


R
C=
θµ



∞

−1
Rx

xe F (x) dx

.

(7)

0

Here, F (x) = 1 − F (x).
The adjustment coefficient equation is also called
the Cramér–Lundberg condition. It is easy to see
that whenever R > 0 exists, it is uniquely determined [19]. When the adjustment coefficient R exists,
the classical model is called the classical Lundberg–Cramér model. For more detailed discussion
of Cramér–Lundberg approximation in the classical
model, see [13, 25].
Willmot and Lin [31, 32] extended the exponential function in the adjustment coefficient equation
to a new, worse than used distribution and obtained
bounds for the subexponential or finite moments
claim size distributions. Sundt and Teugels [27] considered a compound Poisson model with a constant
interest force and identified the corresponding Lundberg condition, in which case, the Lundberg coefficient was replaced by a function.
Sparre Andersen [1] proposed a renewal insurance
risk model by replacing the assumption that N (t)
is a homogeneous Poisson process in the classical
model by a renewal process. The inter-claim arrival
times T1 , T2 , . . . are then independent and identically distributed with common distribution G(x) =
P (T1 ≤ x) satisfying G(0) = 0. Here, it is implicitly assumed
that a claim has occurred at time 0.
 +∞
Let λ−1 = 0 x dG(x) denote the mean of G(x).
The compound Poisson model is a special case of
the Andersen model, where G(x) = 1 − e−λx (x ≥
0, λ > 0).
Result (6) is still true for the Sparre Anderson
model, as shown by Thorin [29], see [4, 14].
Asmussen [2, 4] obtained the Cramér–Lundberg
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approximation for Markov-modulated random
walk models.

Heavy-tailed Distributions
In the classical Lundberg–Cramér model, we assume
that the moment generating function of the claim
random variable exists. However, as evidenced
by Embrechts et al. [13], heavy-tailed distribution
should be used to model the claim distribution.
One important concept in the extreme value theory
is called regular variation. A positive, Lebesgue
measurable function L on (0, ∞) is slowly varying
at ∞ (denoted as L ∈ R0 ) if
lim

x→∞

L(tx)
= 1,
L(x)

t > 0.

(8)

L is called regularly varying at ∞ of index α ∈ R
(denoted as L ∈ Rα ) if
lim

x→∞

L(tx)
= tα,
L(x)

t > 0.

(9)

For detailed discussions of regular variation functions, see [5].
Let the integrated tail distribution of F (x) be
x
FI (x) = µ1 0 F (y) dy (FI is also called the equilibrium distribution of F ), where F (x) = 1 − F (x).
Under the classical model and assuming a positive
security loading, for the claim size distributions with
regularly varying tails we have
 ∞
1
1
F (y) dy = F I (u), u → ∞.
ψ(u) ∼
θµ u
θ
(10)
Examples of distributions with regularly varying tails
are Pareto, Burr, log-gamma, and truncated stable
distributions. For further details, see [13, 25].
A natural and commonly used heavy-tailed distribution class is the subexponential class. A distribution function F with support (0, ∞) is subexponential
(denoted as F ∈ S), if for all n ≥ 2,
lim

x→∞

F n∗ (x)
F (x)

= n,

(11)

where F n∗ denotes the nth convolution of F with
itself. Chistyakov [6] and Chover et al. [7] independently introduced the class S. For a detailed discussion of the subexponential class, see [11, 28]. For

a discussion of the various types of heavy-tailed
distribution classes and the relationship among the
different classes, see [13].
Under the classical model and assuming a positive
security loading, for the claim size distributions with
subexponential integrated tail distribution, the asymptotic relation (10) holds. The proof of this result can
be found in [13]. Von Bahr [30] obtained the same
result when the claim size distribution was Pareto.
Embrechts et al. [13] (see also [14]) extended the
result to a renewal process model. Embrechts and
Klüppelberg [12] provided a useful review of both
the mathematical methods and the important results
of ruin theory.
Some studies have used models with interest rate
and heavy-tailed claim distribution; see, for example,
[3, 21]. Although the problem has not been completely solved for some general models, some authors
have tackled the Cramér–Lundberg approximation in
some cases. See, for example, [22].

Diffusion Perturbed Insurance Risk
Models
Gerber [18] introduced the diffusion perturbed compound Poisson model and obtained the Cramér–
Lundberg approximation for it. Dufresne and Gerber
[10] further investigated the problem. Let the surplus
process be
U (t) = u + ct −

N(t)


Xi + W (t)

(12)

i=1

where W (t) is a Brownian motion with drift 0 and
infinitesimal variance 2D > 0 and independent of
the claim process, and all the other symbols have
the same meaning as before. In this case, the ruin
probability ψ(u) can be decomposed into two parts:
ψ(u) = ψd (u) + ψs (u)

(13)

where ψd (u) is the probability that ruin is caused by
oscillation and ψs (u) is the probability that ruin is
caused by a claim. Assume that the equation
 ∞
erx dF (x) + Dr 2 = λ + cr
(14)
λ
0

has a positive solution. Let R denote this positive solution and call it the adjustment coefficient.
Dufresne and Gerber [10] proved that
ψd (u) ∼ C d e−Ru ,

u→∞

(15)

Cramér–Lundberg Condition and Estimate
and

ψs (u) ∼ C s e−Ru ,

[9]

u → ∞.

(16)

u → ∞,

(17)

Therefore,
ψ(u) ∼ Ce−Ru ,

where C = C d + C s .
Similar results have been obtained when the claim
distribution is heavy-tailed. If the equilibrium distribution function FI ∈ S, then we have
ψσ (u) ∼

1
FI ∗ G(u),
µθ

[10]

[11]

[12]

(18)

where G is an exponential distribution function with
mean Dc .
Schmidli [26] extended the Dufresne and Gerber
[10] results to the case where N (t) is a renewal process, and to the case where N (t) is a Cox process
with an independent jump intensity. Furrer [17] considered a model in which an α-stable Lévy motion is
added to the compound Poisson process. He obtained
the Cramér–Lundberg type approximations in both
light and heavy-tailed claim distribution cases.
For other related work on the Cramér–Lundberg
approximation, see [20, 24].

[13]

[14]

[15]

[16]

[17]
[18]
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Klüppelberg, C. & Stadtmüller, U. (1998). Ruin probabilities in the presence of heavy-tails and interest rates,
Scandinavian Actuarial Journal 49–58.
Konstantinides, D., Tang, Q. & Tsitsiashvili, G. (2002).
Estimates for the ruin probability in the classical risk
model with constant interest force in the presence of
heavy tails, Insurance: Mathematics and Economics 31,
447–460.
Lundberg, F. (1932). Some supplementary researches on
the collective risk theory, Skandinavisk Aktuarietidskrift
15, 137–158.
Müller, A. & Pflug, G. (2001). Asymptotic ruin probabilities for risk processes with dependent increments,
Insurance: Mathematics and Economics 28, 381–392.
Rolski, T., Schmidli, H., Schmidt, V. & Teugels, J.
(1999). Stochastic Processes for Insurance and Finance,
Wiley & Sons, New York.
Schmidli, H. (1995). Cramér-Lundberg approximations
for ruin probabilities of risk processes perturbed by

4

Cramér–Lundberg Condition and Estimate

diffusion, Insurance: Mathematics and Economics 16,
135–149.
[27] Sundt, B. & Teugels, J.L. (1995). Ruin estimates under
interest force, Insurance: Mathematics and Economics
16, 7–22.
[28] Teugels, J.L. (1975). The class of subexponential distributions, Annals of Probability 3, 1001–1011.
[29] Thorin, O. (1970). Some remarks on the ruin problem
in case the epochs of claims form a renewal process,
Skandinavisk Aktuarietidskrift 29–50.
[30] von Bahr, B. (1975). Asymptotic ruin probabilities
when exponential moments do not exist, Scandinavian
Actuarial Journal, 6–10.

[31]

[32]

Willmot, G.E. & Lin, X.S. (1994). Lundberg bounds on
the tails of compound distributions, Journal of Applied
Probability 31, 743–756.
Willmot, G.E. & Lin, X.S. (2001). Lundberg Approximations for Compound Distributions with Insurance Applications, Lecture Notes in Statistics, 156, Springer, New
York.

(See also Collective Risk Theory; Estimation; Ruin
Theory)
HAILIANG YANG

De Pril Recursions and
Approximations
Introduction
Around 1980, following [15, 16], a literature on
recursive evaluation of aggregate claims distributions
started growing. The main emphasis was on the collective risk model, that is, evaluation of compound
distributions. However, De Pril turned his attention
to the individual risk model, that is, convolutions,
assuming that the aggregate claims of a risk (policy)
(see Aggregate Loss Modeling) were nonnegative
integers, and that there was a positive probability that
they were equal to zero.
In a paper from 1985 [3], De Pril first considered
the case in which the portfolio consisted of n independent and identical risks, that is, n-fold convolutions.
Next [4], he turned his attention to life portfolios
in which each risk could have at most one claim, and
when that claim occurred, it had a fixed value, and he
developed a recursion for the aggregate claims distribution of such a portfolio; the special case with the
distribution of the number of claims (i.e. all positive
claim amounts equal to one) had been presented by
White and Greville [28] in 1959. This recursion was
rather time-consuming, and De Pril, therefore, [5]
introduced an approximation and an error bound for
this. A similar approximation had earlier been introduced by Kornya [14] in 1983 and extended to general claim amount distributions on the nonnegative
integers with a positive mass at zero by Hipp [13],
who also introduced another approximation.
In [6], De Pril extended his recursions to general claim amount distributions on the nonnegative
integers with a positive mass at zero, compared his
approximation with those of Kornya and Hipp, and
deduced error bounds for these three approximations.
The deduction of these error bounds was unified
in [7]. Dhaene and Vandebroek [10] introduced a
more efficient exact recursion; the special case of
the life portfolio had been presented earlier by Waldmann [27].
Sundt [17] had studied an extension of Panjer’s [16] class of recursions (see Sundt’s Classes
of Distributions). In particular, this extension incorporated De Pril’s exact recursion. Sundt pursued this
connection in [18] and named a key feature of De
Pril’s exact recursion the De Pril transform. In the

approximations of De Pril, Kornya, and Hipp, one
replaces some De Pril transforms by approximations
that simplify the evaluation. It was therefore natural
to extend the study of De Pril transforms to more
general functions on the nonnegative integers with a
positive mass at zero. This was pursued in [8, 25].
In [19], this theory was extended to distributions that
can also have positive mass on negative integers, and
approximations to such distributions.
Building upon a multivariate extension of Panjer’s
recursion [20], Sundt [21] extended the definition of
the De Pril transform to multivariate distributions,
and from this, he deduced multivariate extensions of
De Pril’s exact recursion and the approximations of
De Pril, Kornya, and Hipp. The error bounds of these
approximations were extended in [22].
A survey of recursions for aggregate claims distributions is given in [23].
In the present article, we first present De Pril’s
recursion for n-fold convolutions. Then we define the
De Pril transform and state some properties that we
shall need in connection with the other exact and
approximate recursions. Our next topic will be the
exact recursions of De Pril and Dhaene–Vandebroek,
and we finally turn to the approximations of De Pril,
Kornya, and Hipp, as well as their error bounds.
In the following, it will be convenient to relate a
distribution with its probability function, so we shall
then normally mean the probability function when
referring to a distribution.
As indicated above, the recursions we are going
to study, are usually based on the assumption that
some distributions on the nonnegative integers have
positive probability at zero. For convenience, we
therefore denote this class of distributions by P0 . For
studying approximations to such distributions, we let
F0 denote the class of functions on the nonnegative
integers with a positive mass at zero.
We denote by p ∨ h, the compound distribution
with counting distribution p ∈ P0 and severity distribution h on the positive integers, that is,

(p ∨ h)(x) =

x


p(n)hn∗ (x).

(x = 0, 1, 2, . . .)

n=0

(1)
This definition extends to the situation when p is an
approximation in F0 .
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De Pril’s Recursion for n-fold
Convolutions

(see Sundt’s Classes of Distributions). In particular,
when k = ∞ and a ≡ 0, we obtain

For a distribution f ∈ P0 , De Pril [3] showed that
f n∗ (x) =

1
f (0)

x 


(n + 1)

y=1

f (x) =


y
−1
x

× f (y)f n∗ (x − y) (x = 1, 2, . . .)
f n∗ (0) = f n (0).

(2)

This recursion is also easily deduced from Panjer’s [16] recursion for compound binomial distributions (see Discrete Parametric Distributions).
Sundt [20] extended the recursion to multivariate distributions. Recursions for the moments of f n∗ in
terms of the moments of f are presented in [24].
In pure mathematics, the present recursion is
applied for evaluating the coefficients of powers of
power series and can be traced back to Euler [11] in
1748; see [12].
By a simple shifting of the recursion above, De
Pril [3] showed that if f is distributed on the integers
k, k + 1, k + 2, . . . with a positive mass at k, then

x−nk 
1  (n + 1)y
f (x) =
−1
f (k) y=1
x − nk

x
1
ϕf (y)f (x − y),
x y=1

(x = 1, 2, . . .)
(5)

where we have renamed b to ϕf , which Sundt [18]
named the De Pril transform of f . Solving (5) for
ϕf (x) gives


x−1

1 
xf (x) −
ϕf (y)f (x − y) .
ϕf (x) =
f (0)
y=1
(x = 1, 2, . . .)

(6)

As f should sum to one, we see that each distribution
in P0 has a unique De Pril transform. The recursion
(5) was presented by Chan [1, 2] in 1982.
Later, we shall need the following properties of
the De Pril transform:
1. For f, g ∈ P0 , we have ϕf ∗g = ϕf + ϕg , that is,
the De Pril transform is additive for convolutions.
2. If p ∈ P0 and h is a distribution on the positive
integers, then

n∗

ϕp∨h (x) = x

× f (y + k)f n∗ (x − y)

x

ϕp (y)
y=1

y

hy∗ (x).

(x = 1, 2, . . .)
(7)

(x = nk + 1, nk + 2, . . .)
f n∗ (nk) = f (k)n .

(3)

In [26], De Pril’s recursion is compared with other
methods for evaluation of f n∗ in terms of the number
of elementary algebraic operations.

3. If p is the Bernoulli distribution (see Discrete
Parametric Distributions) given by
p(1) = 1 − p(0) = π,

(0 < π < 1)

then

ϕp (x) = −

The De Pril Transform
Sundt [24] studied distributions f ∈ P0 that satisfy a
recursion in the form
f (x) =


k 

b(y)
a(y) +
f (x − y)
x
y=1
(x = 1, 2, . . .)

(4)

π
π −1

x
.

(x = 1, 2, . . .)

(8)

For proofs, see [18].
We shall later use extensions of these results to
approximations in F0 ; for proofs, see [8]. As for
functions in F0 , we do not have the constraint that
they should sum to one like probability distributions,
the De Pril transform does not determine the function
uniquely, only up to a multiplicative constant. We
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shall therefore sometimes define a function by its
value at zero and its De Pril transform.

De Pril’s Exact Recursion for the
Individual Model
Let us consider a portfolio consisting of n independent risks of m different types. There are ni
m
risks of type i
i=1 ni = n , and each of these
risks has aggregate claims distribution fi ∈ P0 . We
want to evaluate the aggregate claims distribution
ni ∗
of the portfolio.
f = ∗m
i=1 fi
From the convolution property of the De Pril
transform, we have that
ϕf =

m


ni ϕfi ,

These recursions were presented in [6]. The special case when the hi s are concentrated in one (the
claim number distribution), was studied in [28] and
the case when they are concentrated in one point (the
life model), in [4].
De Pril [6] used probability generating functions
(see Transforms) to deduce the recursions. We have
the following relation between the probability genx
erating function ρf (s) = ∞
x=0 s f (x) of f and the
De Pril transform ϕf :

∞
ρf (s) 
d
ϕf (x)s x−1 .
ln ρf (s) =
=
ds
ρf (s)
x=1

(14)

(9)

i=1

so that when we know the De Pril transform of each
fi , we can easily find the De Pril transform of f and
then evaluate f recursively by (5).
To evaluate the De Pril transform of each fi ,
we can use the recursion (6). However, we can also
find an explicit expression for ϕfi . For this purpose,
we express fi as a compound Bernoulli distribution
fi = pi ∨ hi with

Dhaene–Vandebroek’s Recursion
Dhaene and Vandebroek [10] introduced a more efficient recursion for f . They showed that for i =
1, . . . , m,

pi (1) = 1 − pi (0) = πi = 1 − fi (0)
fi (x)
. (x = 1, 2, . . .)
hi (x) =
πi

(10)

ψi (x) =

x


ϕfi (y)f (x − y) (x = 1, 2, . . .)

y=1

(15)

By insertion of (7) in (9), we obtain
ϕf (x) = x

x
m

1
y∗
ni ϕpi (y)hi (x),
y
y=1
i=1

(x = 1, 2, . . .)

satisfies the recursion
(11)
1 
(yf (x − y) − ψi (x − y))fi (y).
fi (0) y=1
x

ψi (x) =

and (8) gives


πi
ϕpi (x) = −
πi − 1

x

(x = 1, 2, . . .)

,

(x = 1, 2, . . . ; i = 1, 2, . . . , m)

(16)

(12)
From (15), (9), and (5) we obtain

so that
ϕf (x) = −x


y
x
m

1
πi
y∗
ni
hi (x).
y
π
−
1
i
y=1
i=1

(x = 1, 2, . . .)

(13)

f (x) =

m
1
ni ψi (x).
x i=1

(x = 1, 2, . . .)

(17)
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We can now evaluate f recursively by evaluating
each ψi by (16) and then f by (17). In the life model,
this recursion was presented in [27].

m
m
−1
i=1 ni πi and severity distribution h = λ
i=1
πi hi (see Discrete Parametric Distributions).

ni

Error Bounds
Approximations
When x is large, evaluation of ϕf (x) by (11) can
be rather time-consuming. It is therefore tempting
to approximate f by a function in the form f (r) =
(r)
(r)
ni ∗
∗m
i=1 (pi ∨ hi ) , where each pi ∈ F0 is chosen
such that ϕp(r) (x) = 0 for all x greater than some fixed
i
integer r. This gives
ϕf (r) (x) = x

r
m

1
y∗
ni ϕp(r) (y)hi (x)
i
y
y=1
i=1

Dhaene and De Pril [7] gave several error bounds for
approximations f ∈ F0 to f ∈ P0 of the type studied
in the previous section.
For the distribution f , we introduce the mean
µf =

(21)

cumulative distribution function
(18)
f (x) =

= 0 when y > x).
(we have
Among such approximations, De Pril’s approximation is presumably the most obvious one. Here,
one lets pi(r) (0) = pi (0) and ϕp(r) (x) = ϕpi (x) when
i
x ≤ r. Thus, f (r) (x) = f (x) for x = 0, 1, 2, . . . , r.
Kornya’s approximation is equal to De Pril’s
approximation up to a multiplicative constant chosen
so that for each i, pi(r) sums to one like a probability
distribution. Thus, the De Pril transform is the same,
but now we have



y
r

1
π
i
.
(19)
pi(r) (0) = exp 
y
π
−
1
i
y=1
In [9], it is shown that Hipp’s approximation is
obtained by choosing pi(r) (0) and ϕp(r) such that pi(r)
i
sums to one and has the same moments as pi up to
order r. This gives
 
r 
z

(−1)y+1 z
ϕf (r) (x) = x
y
z
z=1 y=1
m


xf (x),

x=0

y∗

ni πiz hi (x)

x


f (y),

(x = 0, 1, 2, . . .)

(22)

y=0

y∗
hi (x)

×

∞


and stop-loss transform (see Stop-loss Premium)
f (x) =

∞


(y − x)f (x)

y=x+1

=

x−1

(x − y)f (x) + µf − x.
y=0

(x = 0, 1, 2, . . .)

(23)

We also introduce the approximations
f˜ (x) =

x


f (y) (x = 0, 1, 2, . . .)

y=0

f˜ (x) =

x−1

(x − y)f (x) + µf − x.
y=0

(x = 0, 1, 2, . . .)

(24)

We shall also need the distance measure


∞
 f (0)  
|ϕf (x) − ϕf˜ (x)|


. (25)
+
δ(f, f ) = ln

 f (0) 
x
x=1

i=1

(x = 1, 2, . . .)


m
r 
y

πi
(r)
ni  .
f (0) = exp −
y
y=1 i=1

Dhaene and De Pril deduced the error bounds
(20)

With r = 1, this gives the classical compound
Poisson approximation with Poisson parameter λ =

∞



f (x) − f (x) ≤ eδ(f,f˜) − 1

(26)

x=0



˜


f (x) − f˜ (x) ≤ (eδ(f,f ) − 1)(f (x)
+ x − µf ).

(x = 0, 1, 2, . . .)

(27)

De Pril Recursions and Approximations
[2]

Upper bound for δ(f, f (r) )

Table 1

Approximation Upper bound for δ(f, f (r) )

r
πi
πi
1
m
De Pril
n
i
r + 1 i=1 1 − 2πi 1− πi 
r
πi
πi (1 − πi )
2
m
Kornya
i=1 ni
r +1
1 − 2πi
1 − πi
(2πi )r+1
1
m
Hipp
ni
r + 1 i=1 1 − 2πi

˜

(x = 0, 1, 2, . . .)

[4]

[5]

[6]

From (26), they showed that


˜


f (x) − f˜ (x) ≤ (eδ(f,f ) − 1)f (x)
≤ eδ(f,f ) − 1.

[3]

[7]

(28)
[8]

As f (x) and f (x) will normally be unknown, (27)
and the first inequality in (28) are not very applicable
in practice. However, Dhaene and De Pril used these
inequalities to show that if δ(f, f ) < ln 2, then, for
x = 0, 1, 2, . . .,

[9]

 eδ(f,f˜) − 1



(f (x) + x − µf )
f (x) − f˜ (x) ≤
2 − eδ(f,f˜)
 eδ(f,f˜) − 1



f˜ (x).
(29)
f (x) − f˜ (x) ≤
2 − eδ(f,f˜)

[11]

They also deduced some other inequalities. Some of
their results were reformulated in the context of De
Pril transforms in [8].
In [7], the upper bounds displayed in Table 1
were given for δ(f, f (r) ) for the approximations
of De Pril, Kornya, and Hipp, as presented in the
previous section, under the assumption that πi <
1/2 for i = 1, 2, . . . , m. The inequalities (26) for the
three approximations with δ(f, f (r) ) replaced with
the corresponding upper bound, were earlier deduced
in [6].
It can be shown that the bound for De Pril’s
approximation is less than the bound of Kornya’s
approximation, which is less than the bound of the
Hipp approximation. However, as these are upper
bounds, they do not necessarily imply a corresponding ordering of the accuracy of the three
approximations.
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associated with X1 + X2 , that is,

Dependent Risks

(q)
VaRq [X1 + X2 ] = FX−1
1 +X2

Introduction and Motivation

= inf{x ∈ |FX1 +X2 (x) ≥ q}.

In risk theory, all the random variables (r.v.s,
in short) are traditionally assumed to be independent. It is clear that this assumption is made for
mathematical convenience. In some situations however, insured risks tend to act similarly. In life
insurance, policies sold to married couples involve
dependent r.v.s (namely, the spouses’ remaining lifetimes). Another example of dependent r.v.s in an
actuarial context is the correlation structure between
a loss amount and its settlement costs (the so-called
ALAE’s). Catastrophe insurance (i.e. policies covering the consequences of events like earthquakes,
hurricanes or tornados, for instance), of course, deals
with dependent risks.
But, what is the possible impact of dependence?
To provide a tentative answer to this question, we
consider an example from [16]. Consider two unit
exponential r.v.s X1 and X2 with ddf’s Pr[Xi > x] =
exp(−x), x ∈ + . The inequalities
exp(−x) ≤ Pr[X1 + X2 > x]


(x − 2 ln 2)+
≤ exp −
2

(1)

hold for all x ∈ + (those bounds are sharp; see [16]
for details). This allows us to measure the impact
of dependence on ddf’s. Figure 1(a) displays the
bounds (1), together with the values corresponding
to independence and perfect positive dependence
(i.e. X1 = X2 ). Clearly, the probability that X1 + X2
exceeds twice its mean (for instance) is significantly
affected by the correlation structure of the Xi ’s, ranging from almost zero to three times the value computed under the independence assumption. We also
observe that perfect positive dependence increases the
probability that X1 + X2 exceeds some high threshold compared to independence, but decreases the
exceedance probabilities over low thresholds (i.e. the
ddf’s cross once).
Another way to look at the impact of dependence
is to examine value-at-risks (VaR’s). VaR is an
attempt to quantify the maximal probable value of
capital that may be lost over a specified period
of time. The VaR at probability level q for X1 +
X2 , denoted as VaRq [X1 + X2 ], is the qth quantile

(2)

For unit exponential Xi ’s introduced above, the
inequalities
− ln(1 − q) ≤ VaRq [X1 + X2 ] ≤ 2{ln 2 − ln(1 − q)}
(3)
hold for all q ∈ (0, 1). Figure 1(b) displays the
bounds (3), together with the values corresponding
to independence and perfect positive dependence.
Thus, on this very simple example, we see that the
dependence structure may strongly affect the value of
exceedance probabilities or VaR’s. For related results,
see [7–9, 24].
The study of dependence has become of major
concern in actuarial research. This article aims to
provide the reader with a brief introduction to results
and concepts about various notions of dependence.
Instead of introducing the reader to abstract theory
of dependence, we have decided to present some
examples. A list of references will guide the actuarial
researcher and practitioner through numerous works
devoted to this topic.

Measuring Dependence
There are a variety of ways to measure dependence.
First and foremost is Pearson’s product moment
correlation coefficient, which captures the linear dependence between couples of r.v.s. For a random
couple (X1 , X2 ) having marginals with finite variances, Pearson’s product correlation coefficient r is
defined by
r(X1 , X2 ) = √

Cov[X1 , X2 ]
,
Var[X1 ]Var[X2 ]

(4)

where Cov[X1 , X2 ] is the covariance of X1 and X2 ,
and Var[Xi ], i = 1, 2, are the marginal variances.
Pearson’s correlation coefficient contains information on both the strength and direction of a linear
relationship between two r.v.s. If one variable is an
exact linear function of the other variable, a positive
relationship exists when the correlation coefficient
is 1 and a negative relationship exists when the
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Figure 1

(a) Impact of dependence on ddf’s and (b) VaR’s associated to the sum of two unit negative exponential r.v.s

correlation coefficient is −1. If there is no linear predictability between the two variables, the correlation
is 0.
Pearson’s correlation coefficient may be misleading. Unless the marginal distributions of two r.v.s
differ only in location and/or scale parameters, the
range of Pearson’s r is narrower than (−1, 1) and
depends on the marginal distributions of X1 and X2 .
To illustrate this phenomenon, let us consider the
following example borrowed from [25, 26]. Assume

for instance that X1 and X2 are both log-normally
distributed; specifically, ln X1 is normally distributed
with zero mean and standard deviation 1, while ln X2
is normally distributed with zero mean and standard
deviation σ . Then, it can be shown that whatever the
dependence existing between X1 and X2 , r(X1 , X2 )
lies between rmin and rmax given by
rmin (σ ) = 

exp(−σ ) − 1
(e − 1)(exp(σ 2 ) − 1)

(5)
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Bounds on Pearson’s r for Log-Normal marginals

exp(σ ) − 1
rmax (σ ) = 
.
(e − 1)(exp(σ 2 ) − 1)

(6)

Figure 2 displays these bounds as a function of σ .
Since limσ →+∞ rmin (σ ) = 0 and limσ →+∞ rmax (σ ) =
0, it is possible to have (X1 , X2 ) with almost zero correlation even though X1 and X2 are perfectly dependent (comonotonic or countermonotonic). Moreover,
given log-normal marginals, there may not exist a
bivariate distribution with the desired Pearson’s r (for
instance, if σ = 3, it is not possible to have a joint
cdf with r = 0.5). Hence, other dependency concepts
avoiding the drawbacks of Pearson’s r such as rank
correlations are also of interest.
Kendall τ is a nonparametric measure of association based on the number of concordances and discordances in paired observations. Concordance occurs
when paired observations vary together, and discordance occurs when paired observations vary differently. Specifically, Kendall’s τ for a random couple
(X1 , X2 ) of r.v.s with continuous cdf’s is defined as
τ (X1 , X2 ) = Pr[(X1 − X1 )(X2 − X2 ) > 0]
− Pr[(X1 − X1 )(X2 − X2 ) < 0]
= 2 Pr[(X1 − X1 )(X2 − X2 ) > 0] − 1,
(7)
where (X1 , X2 ) is an independent copy of (X1 , X2 ).

Contrary to Pearson’s r, Kendall’s τ is invariant
under strictly monotone transformations, that is, if φ1
and φ2 are strictly increasing (or decreasing) functions on the supports of X1 and X2 , respectively, then
τ (φ1 (X1 ), φ2 (X2 )) = τ (X1 , X2 ) provided the cdf’s of
X1 and X2 are continuous. Further, (X1 , X2 ) are perfectly dependent (comonotonic or countermonotonic)
if and only if, |τ (X1 , X2 )| = 1.
Another very useful dependence measure is
Spearman’s ρ. The idea behind this dependence
measure is very simple. Given r.v.s X1 and X2
with continuous cdf’s F1 and F2 , we first create
U1 = F1 (X1 ) and U2 = F2 (X2 ), which are uniformly
distributed over [0, 1] and then use Pearson’s r.
Spearman’s ρ is thus defined as ρ(X1 , X2 ) =
r(U1 , U2 ). Spearman’s ρ is often called the ‘grade’
correlation coefficient. Grades are the population
analogs of ranks, that is, if x1 and x2 are
observations for X1 and X2 , respectively, the grades
of x1 and x2 are given by u1 = F1 (x1 ) and u2 =
F2 (x2 ).
Once dependence measures are defined, one could
use them to compare the strength of dependence
between r.v.s. However, such comparisons rely on
a single number and can be sometimes misleading.
For this reason, some stochastic orderings have been
introduced to compare the dependence expressed by
multivariate distributions; those are called orderings of dependence.
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To end with, let us mention that the measurement
of the strength of dependence for noncontinuous r.v.s
is a difficult problem (because of the presence of ties).

Collective Risk Models
Let Yn be the value of the surplus of an insurance
company right after the occurrence of the nth claim,
and u the initial capital. Actuaries have been interested for centuries in the ruin event (i.e. the event
 that
Yn > u for some n ≥ 1). Let us write Yn = ni=1 Xi
for identically distributed (but possibly dependent)
Xi ’s, where Xi is the net profit for the insurance
company between the occurrence of claims number
i − 1 and i.
In [36], the way in which the marginal distributions of the Xi ’s and their dependence structure affect
the adjustment coefficient r is examined. The ordering of adjustment coefficients yields an asymptotic
ordering of ruin probabilities for some fixed initial capital u. Specifically, the following results come
from [36].
n in the convex order (denoted as
If Yn precedes Y
n ) for all n, that is, if Ɛf (Yn ) ≤ Ɛf (Y
n ) for
Yn cx Y
all the convex functions f for which the expectations
exist, then r ≥ 
r. Now, assume that the Xi ’s are
associated, that is
Cov[1 (X1 , . . . , Xn ), 2 (X1 , . . . , Xn )] ≥ 0

(8)

for all nondecreasing functions 1 , 2 : n → .
n where the
Then, we know from [15] that Yn cx Y
i ’s are independent. Therefore, positive dependence
X
increases Lundberg’s upper bound on the ruin probability. Those results are in accordance with [29, 30]
where the ruin problem is studied for annual gains
forming a linear time series.
In some particular models, the impact of dependence on ruin probabilities (and not only on adjustment coefficients) has been studied; see for example [11, 12, 50].

Widow’s Pensions
An example of possible dependence among insured
persons is certainly a contract issued to a married
couple. A Markovian model with forces of mortality depending on marital status can be found in [38,
49]. More precisely, assume that the husband’s force

of mortality at age x + t is µ01 (t) if he is then still
married, and µ23 (t) if he is a widower. Likewise, the
wife’s force of mortality at age y + t is µ02 (t) if she
is then still married, and µ13 (t) if she is a widow.
The future development of the marital status for a xyear-old husband (with remaining lifetime Tx ) and a
y-year-old wife (with remaining lifetime Ty ) may be
regarded as a Markov process with state space and
forces of transitions as represented in Figure 3.
In [38], it is shown that, in this model,
µ01 ≡ µ23 and µ02 ≡ µ13
⇔ Tx and Ty are independent,

(9)

while
µ01 ≤ µ23 and µ02 ≤ µ13 ⇒ Pr[Tx > s, Ty > t]
≥ Pr[Tx > s] Pr[Ty > t]∀s, t ∈ + .

(10)

When the inequality in the right-hand side of (10) is
valid Tx and Ty are said to be Positively Quadrant
Dependent (PQD, in short). The PQD condition for
Tx and Ty means that the probability that husband
and wife live longer is at least as large as it would
be were their lifetimes independent.
The widow’s pension is a reversionary annuity
with payments starting with the husband’s death
and terminating with the death of the wife. The
corresponding net single life premium for an x-yearold husband and his y-year-old wife, denoted as ax|y ,
is given by

v k Pr[Ty > k]
ax|y =
k≥1

−



v k Pr[Tx > k, Ty > k].

(11)

k≥1

Let the superscript ‘⊥’ indicate that the corresponding amount of premium is calculated under the independence hypothesis; it is thus the premium from the
tariff book. More precisely,

⊥
=
v k Pr[Ty > k]
ax|y
k≥1

−



v k Pr[Tx > k] Pr[Ty > k].

(12)

k≥1

When Tx and Ty are PQD, we get from (10) that
⊥
.
ax|y ≤ ax|y

(13)
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State 0:
Both spouses
alive

State 1:

State 2:

Husband dead

Wife dead

State 3:
Both spouses
dead

Figure 3

Norberg–Wolthuis 4-state Markovian model

The independence assumption appears therefore as
conservative as soon as PQD remaining lifetimes
are involved. In other words, the premium in the
insurer’s price list contains an implicit safety loading
in such cases. More details can be found in [6, 13,
14, 23, 27].

Pr[NT +1 > k1 |N• = k2 ] ≤ Pr[NT +1 > k1 |N• = k2 ]
for any integer k1 .

Credibility
In non-life insurance, actuaries usually resort to
random effects to take unexplained heterogeneity
into account (in the spirit of the Bühlmann–Straub
model). Annual claim characteristics then share the
same random effects and this induces serial dependence. Assume that given  = θ, the annual claim
numbers Nt , t = 1, 2, . . . , are independent and conform to the Poisson distribution with mean λt θ, that
is,
Pr[Nt = k| = θ] = exp(−λt θ)
k ∈ ,

Then, NT +1 is strongly correlated to N• , which legitimates experience-rating (i.e. the use of N• to reevaluate the premium for year T + 1). Formally, given
any k2 ≤ k2 , we have that

t = 1, 2, . . . .

This provides a host of useful inequalities. In particular, whatever the distribution of , Ɛ[NT +1 |N• = n]
is increasing in n.
As in [41], let πcred be the Bühlmann linear credibility premium. For p ≤ p  ,
Pr[NT +1 > k|πcred = p] ≤ Pr[NT +1 > k|πcred = p  ]
for any integer k,

(λt θ)k
,
k!
(14)

The dependence structure arising
 in this model has
been studied in [40]. Let N• = Tt=1 Nt be the total
number of claims reported in the past T periods.

(15)

(16)

so that πcred is indeed a good predictor of future claim
experience.
Let us mention that an extension of these results to
the case of time-dependent random effects has been
studied in [42].

6

Dependent Risks

Bibliography
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Diffusion Approximations
Calculations of characteristics of stochastic processes, as for example, ruin probabilities, is often
difficult. One therefore has to resort to approximations. Approximation of the process at a fixed point
often suggests by the central limit theorem to use a
normal approximation. Approximation of the whole
process should then result in a Gaussian process. In
many situations, the Brownian motion is the natural
choice.
The earliest approximation by the Brownian
motion in actuarial science that the author is aware
of is Hadwiger [6]. Even though the approximation
is heuristic, he obtains the correct partial differential
equation for the ruin probability of the Brownian
motion.
We start with an example. Consider the classical
surplus process Y,
Yt = u + ct −

Nt


Ui ,

(1)

i=1

where N is a Poisson process with rate λ, {Ui } are iid
positive random variable with mean µ and variance
σ 2 independent of N, and u, c are constants. The
process is a Lévy process, that is, a process with
independent and stationary increments. Splitting the
interval (0, t] into n equal parts, Yt can be expressed
as
n

(Yit/n − Y(i−1)t/n ).
(2)
Yt = u +
i=1

Because {Yit/n − Y(i−1)t/n } are iid, it seems natural to
approximate Yt by a normal distribution. For s > t
a natural approximation to Ys − Yt would also be a
normal distribution because Y has independent and
stationary increments. Proceeding in this way, the
approximation will have the same finite-dimensional
distributions as a Brownian motion. One therefore
considers the Brownian motion X (with drift)
Xt = u + mt + ηWt ,

(3)

where W is a standard Brownian motion. In order
that the two processes are comparable, one wishes
that Ɛ[Yt ] = Ɛ[Xt ] and Var[Yt ] = Var[Xt ], that is,
m = c − λµ and η2 = λ(σ 2 + µ2 ).
The problem with the above construction is that
as n → ∞ the distributions do not change. It would

be preferable to consider processes X (n) such that the
distribution of Xt(n) tends to a normal distribution for
each t. The idea
 tis to consider the aggregate claims
process St = N
i=1 Ui . Then
Nt
1 
1
Ui
√ St = √
Nt
Nt i=1

(4)

would converge to a normal distribution as Nt → ∞.
Instead of letting Nt → ∞, we let t → ∞. Because,
by the strong law of large numbers Nt /t → λ we get
that
√
Ntn
Ntn 1 
Ui
√ √
n
Ntn i=1
converges (intuitively) to a normal distribution with
mean value λµt. We obtain the same distribution
by√just letting λ(n) = λn and [Ui(n) ≤ x] = [Ui ≤
x n] in the n-th process. Considering
Xt(n)



Nt(n)

√
ρ
=u+ 1+ √
Ui(n)
λµ n −
n
i=1

(5)

with ρ = (c − λµ)/(λµ) we obtain processes such
that Ɛ[Xt(n) ] = Ɛ[Yt ] and Var[Xt(n) ] = Var[Yt ].
If one is interested in ruin probabilities,
ψ(u; T ) = [inf{Yt : 0 ≤ t ≤ T } < 0] or ψ(u) =
limT →∞ ψ(u; T ) one could now as an approximation use the corresponding ruin probabilities of the
Brownian motion X. Because the characteristics one
is interested in are functionals of the sample path, one
should rather approximate the whole sample path and
not the process at fixed time points. The natural way
to approximate the process is via weak convergence
of stochastic processes.
We next give a formal definition of weak convergence of stochastic processes for the interested
reader. It is possible to skip the next two paragraphs and proceed directly with Proposition 1. Weak
convergence has then to be understood in an intuitive way.
In order to define weak convergence, we first need
to specify the space of the sample paths and the
topology. Suppose that the stochastic process is in
DE (+ ), the space of all cadlag (right-continuous
paths, left limits exist) functions on E, where E is
a metric space. Let  be the set of strictly increasing
continuous functions λ on + = [0, ∞) with λ(0) =
0 and λ(∞) = ∞. A sequence of functions {xn } in
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DE (+ ) is said to converge to x ∈ DE (+ ) if for
each T > 0 there exists a sequence {λn } ⊂  such
that
lim sup |λn (t) − t| + d(xn (t), x(λn (t))) = 0, (6)

n→∞ 0≤t≤T

By Yt = u + mt + ηWt we denote a Brownian motion
with drift. Let β > 0 and define the discounted models
 t
e−βs dYs(n) ,
Xt(n) = ue−βt +
Xt = ue−βt +

where d(·, ·) denotes the metric of E. If the limit
x is continuous, we could replace the condition by
uniform convergence on compact sets.
A sequence of stochastic processes X (n) = {Xt(n) }
with paths in DE (+ ) is said to converge weakly
to a stochastic process X with paths in DE (+ ) if
limn→∞ Ɛ[f (X (n) )] = Ɛ[f (X)] for all bounded continuous functionals f. A diffusion approximation X is
a continuous process of unbounded variation obtained
as a weak limit of processes {X (n) }, where the processes {X (n) } are of the ‘same type’ as the process
one wishes to approximate. We next formulate some
functional limit theorems.
The first result is known as Donsker’s theorem or
functional central limit theorem.
Proposition 1 Let {Yn } be an iid sequence with finite
variance σ 2 and mean value µ. Let Sn = Y1 + · · · +
Yn denote the random walk with increments {Yn }. Then
the sequence of stochastic processes {X (n) } defined as
Xt(n) =

1
√ (Snt − µnt)
σ n

(7)

converges weakly to a standard Brownian motion.
Here xt denotes the integer part.
The proof can, for instance, be found in [3].
Harrison [8] considers classical risk models Y (n)
and the corresponding models with interest at a constant rate. We use the notation as in the example
above and mark the n-th model and its parameters
by (n).
Proposition 2 Let Y (n) be a sequence of classical
risk processes and suppose that Y0(n) = u for all n,


c(n) − λ(n) Ɛ Ui(n) = m ∀n,

2
λ(n) Ɛ Ui(n) = η2 ∀n,


2
λ(n) Ɛ Ui(n) U (n) >ε −−−→ 0 as n → ∞ ∀ε > 0.
i
(8)



0

t

e−βs dYs ,

(9)

0

where the latter integral is the Itô integral. Then
Y (n) converges weakly to Y and X (n) converges weakly
to X.
Both Propositions 1 and 2 justify the diffusion
approximation we used for the classical risk model
in (5). The assumption that mean value and variance of Yt(n) is fixed is not necessary. One could
also formulate the result such that Ɛ[Yt(n) ] → m and
Var[Yt(n) ] → η2 , see Proposition 5 below.
As in Proposition 2, many risk models are constructed from classical risk models. The result can
be generalized and diffusion approximations to the
classical risk model lead directly to diffusion approximations for more general models (as for instance
models including interest). The following result is
from [12] and concerns martingales.
Proposition 3 Let δ: →  be a Lipschitz-continuous function, {Y (n) } a sequence of semi-martingales
and Y a continuous semi- martingale, {X (n) } a sequence of stochastic processes satisfying the stochastic
differential equation
dXt(n) = δ(Xt ) dt + dYt(n) ,

X0(n) = Y0(n) ,

(10)

and X a diffusion satisfying the stochastic differential
equation
dXt = δ(Xt ) dt + dYt ,

X0 = Y0 .

(11)

Then Y (n) converges weakly to Y if and only if {X (n) }
converges weakly to X.
An application of diffusion approximations to ruin
theory was first made by Iglehart [10]. Let the
processes X (n) be defined by (5) and X be the
weak limit. Assume the net profit condition c > λµ.
Let τ (n) = inf{t: Xt(n) < 0} be the time of ruin of
{X (n) } and τ = inf{t: Xt < 0} be the ruin time of
the limiting Brownian motion. By the continuous
mapping theorem, τ (n) converges weakly to τ , that
is,
lim [τ (n) ≤ t] = [τ ≤ t]
(12)
n→∞
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for all t ∈ + . This yields an approximation to the
finite horizon ruin probabilities.
Grandell [5] gives a slightly different interpretation. Instead of letting the intensity tend to zero
he increases the time horizon and rescales the ruin
process. In order to obtain a limit, he also lets the
safety loading ρ = c/(λµ) − 1 tend to√zero. Then√the
finite horizon ruin probabilities ψ(u n, nt, ρ/ n)
converge to the corresponding finite horizon ruin
probability of the Brownian motion. We do not use
Grandell’s interpretation because the setup of Proposition 3 would not make sense under the rescaling.
If the safety loading is not small, the diffusion
approximation does not work well. However, it is
possible to improve the approximation by so-called
corrected diffusion approximations, see [1, 13, 14].
In general, the infinite horizon ruin probabilities
[τ (n) < ∞] do not converge to [τ < ∞]. However, for classical risk models, we have the following
result proved in [12].
Proposition 4 Let {X (n) } be a sequence of classical
risk processes with parameters u(n) , c(n) , λ(n) , µ(n) ,
σ (n) converging to a Brownian motion. If
2

2

lim sup λ(n) (µ(n) + σ (n) ) < ∞
n→∞

(13)

lim [τ (n) < ∞] = [τ < ∞].

valued process with sample paths in Dd×d (+ )
(n)
is
such that A(n) is symmetric and A(n)
t − As
positive semidefinite for each t > s ≥ 0. Define
(n)
|} ≥
the stopping times τnr = inf{t: max{|Xt(n) |, |Xt−
r}. Suppose that M (n) = X (n) − B (n) and Mi(n) Mj(n) −
A(n)
ij are local martingales, and that for each r, T > 0

lim Ɛ

n→∞

(n)
Xt(n) − Xt−

sup
t≤T ∧τnr

lim Ɛ

n→∞

t≤T ∧τnr

sup

t≤T ∧τnr

= 0,

(16)

b(Xs(n) ) ds −−−→ 0,

(17)

(n)
A(n)
t − At−

sup
t≤T ∧τnr

sup

(n)
Bt(n) − Bt−

sup
t≤T ∧τnr



= 0,



lim Ɛ

n→∞

2



t

Bt(n) −
0



t

A(n)
t −
0

2

= 0,
P

P

a(Xs(n) ) ds −−−→ 0,
d

X0(n) −−−→ X0 ,

(18)

P

where −−−→ denotes convergence in probability and
d

then
n→∞

3

(14)

It therefore makes sense to approximate infinite horizon ruin probabilities by the ruin probability of the
diffusion approximation.
More complicated diffusions can be obtained when
considering Markov processes (see Markov Chains
and Markov Processes). The following (rather technical) result is proved in [3].

−−−→ denotes weak convergence. Then (under some
technical condition on the generator A) {X (n) } converges weakly to X.
We conclude this section by giving some additional references. More general limit theorems are
proved in [2] (discrete case) and [11] (continuous
case). More references can also be found in the survey papers [4, 9] or in the books [3, 7].
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Hadwiger, H. (1940). Über die Wahrscheinlichkeit des
Ruins bei einer grossen Zahl von Geschäften, Archiv
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Dividends
Introduction
In this article, we discuss how a risk process can be
modified to include dividend payments to an insurance company’s shareholders. We also discuss strategies under which dividends can be made payable to
shareholders.

Let {U (n)}∞
n=0 be a discrete time risk process (surplus process) defined by U (0) = u and for n =
1, 2, 3, . . .
U (n) = U (n − 1) + 1 − Zn ,

(1)

where {Zn }∞
n=1 is a sequence of independent and identically distributed random variables, and Zn denotes
the aggregate claim amount in the nth time period.
In this model, the premium income per unit time
is 1, and it is assumed that E[Z1 ] < 1. Let u be a
nonnegative integer and let Z1 be distributed on the
nonnegative integers, so that the risk process moves
on the integers.
Let b ≥ u be an integer. We call b a dividend
barrier, and dividends are payable to shareholders
according to the following strategy. If the (modified)
risk process is at level b at time n, n = 0, 1, 2, . . ., a
dividend of 1 (i.e. the premium income) is payable at
time n + 1 only if Zn+1 = 0, that is, if the aggregate
claim amount for the (n + 1)th time period is 0. The
introduction of the dividend barrier means that the
modified risk process never attains a level greater
than b. Ruin occurs if the modified risk process falls
to zero or below at some time in the future (although
U (0) may be zero), and dividends are payable only
until ruin occurs. When Pr(Z1 > 1) > 0, it is certain
that ruin will occur.
This model was first studied in [4] where the
special case

and

V1 (u, b) = e−δ (pV1 (u + 1, b) + qV1 (u − 1, b))
(3)
for u = 2, 3, . . . , b − 1, and
V1 (b, b) = e−δ (p (1 + V1 (b, b)) + qV1 (b − 1, b)) .
(4)

A Discrete Time Risk Process

Pr(Z1 = 0) = p >

start of the time period. Defining Du to be the
present value of dividend income (to shareholders)
until the time of ruin at force of interest δ, and letting
Vm (u, b) = E[Dum ], we have V1 (u, b) = e−δ pV1 (u +
1, b) for u = 0 and 1,

1
2

Pr(Z1 = 2) = q = 1 − p

(2)

was considered. Allowing for premium income, this
means that the risk process can either move up by
1 or down by 1 in any time period provided that
the level of the risk process is less than b at the

These equations yield
V1 (u, b) =

r u − su
(r − 1)r b − (s − 1)s b

(5)

for u = 1, 2, . . . , b, where 0 < s < 1 < r are the
roots of the auxiliary equation of the difference
equation, with V1 (0, b) = V1 (1, b)/(r + s). Note that
V1 (u, b) can also be written as h(u)/h(b), where
h(u) = r u − s u and  is the forward difference operator. For a discussion of this result, and its counterpart
in continuous-time models, see [6].
A strategy for setting the level of the dividend
barrier is to set it at b∗ , where b∗ is the value of b that
maximizes V1 (u, b). In the case of the distribution for
Z1 given by (2), this level is
log
b∗ =

(r − 1) log r
(s − 1) log s
,
log(s/r)

(6)

but this value may need to be adjusted if it is not an
integer.
In a more general setting with gj = Pr(Z1 = j ),
for m = 1, 2, 3, . . ., the mth moment can be calculated from the equations
Vm (u, b) = e

−mδ

u


gj Vm (u + 1 − j, b)

(7)

j =0

for u = 0, 1, 2, . . . , b − 1, and

m  

m
−mδ 
Vj (b, b)
g0
Vm (b, b) = e
j
j =0
+

b

j =1

see [5].



gj Vm (b + 1 − j, b) ;

(8)
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A summary in English of the work in [4] is given
by [3], while a general discussion of dividend problems can be found in [2].

The Classical Risk Process
The classical risk process can be modified in a
similar manner to the discrete time process discussed
above. Let c denote the insurer’s premium income
per unit time in the classical risk process. When a
dividend barrier is introduced at level b ≥ u, where
u is the initial level of the risk process, dividends are
paid out continuously to shareholders at rate c per
unit time from the time that the risk process attains
level b until a claim occurs. As in the case of the
discrete time model, it is certain that the risk process
will fall below 0 at some stage in the future (i.e. ruin
will occur), and no dividends are payable after this
point in time.
Again let Du denote the present value at force
of interest δ of dividend payments until ruin occurs,
and let Vm (u, b) = E[Dum ]. Then, letting f denote the
density function of individual claims,
λ + mδ
d
Vm (u, b) =
Vm (u, b)
du
c
 u
λ
−
f (x)Vm (u − x, b) dx
c 0

(9)

for m = 1, 2, 3, . . ., with boundary condition
d
Vm (u, b)
du

= mVm−1 (b, b);

(10)

u=b

see [5]. In the special case when the individual claim
amount distribution is exponential with mean 1/α,
Vm (u, b)
α + r1,m exp r1,m u
= mVm−1 (b, b)

− α + r2,m exp r2,m u
α + r1,m r1,m exp r1,m b

, (11)

− α + r2,m r2,m exp r2,m b
where r1,m and r2,m are the roots of the equation


λ + mδ
αmδ
2
s + α−
s−
=0
c
c
for m = 1, 2, 3, . . ..

In the special case when δ = 0, the distribution of
Du is a mixture of a degenerate distribution at 0 and
an exponential distribution (see [5] for details), but
the distribution of Du is not known when δ > 0.
As in the case of the discrete time model, the
barrier can be set at b∗ , where b∗ is the value of
b, which maximizes V1 (u, b). In the special case
when the individual claim amount distribution is
exponential with mean 1/α, we have
b∗ =

2
r2,1
α + r2,1
1
.
log 2
r1,1 − r2,1
r1,1 α + r1,1

(12)

See [7] for details, including a discussion of how to
deal with the situation when the calculated value for
b∗ is less than u.
An alternative strategy for setting the barrier level
is to find the value of b that maximizes


V1 (u, b) − u − E e−δTu Yu ,
where Tu denotes the time of ruin and Yu denotes
the severity of ruin. In this situation, the expected
present value of net income to shareholders is being
considered, rather than just income. This strategy
is based on the shareholders being responsible for
providing u at time 0 and for covering the deficit at
ruin. This strategy, which is also applicable to the
discrete time model, is discussed in [5].
An alternative approach to the study of this model
is discussed in [11].
The case of a linear dividend barrier is discussed
in [7]. However, the focus of results in this study is
on ruin probability rather than on the expected present
value of dividend income; see also [8].
In [12], a linear dividend barrier is also discussed.
The expected present value of dividends is considered in the situation when the Poisson parameter is
allowed to vary and when individual claims have a
gamma distribution. The case of dividend payments
continuing after ruin is also discussed.

The Brownian Motion Risk Process
The Brownian motion risk process can be modified
in a similar fashion to the classical risk model. This
modification is discussed extensively in [10], the reference from which all results quoted below are taken.
Adopting the same notation as in the above models,
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and writing the (unrestricted) Brownian motion risk
model as
U (t) = u + µt + σ W (t),

(13)

where {W (t)}t≥0 is a standard Brownian motion and
both µ and σ are positive, we have
d
σ 2 d2
Vm (u, b) + µ Vm (u, b) − mδVm (u, b) = 0,
2
2 du
du
(14)
with Vm (0, b) = 0 and, as in the classical risk process,
d
Vm (u, b)
du

= mVm−1 (b, b).

(15)

g1 (b)· · ·gm−1 (b)gm (u)

 (b)
g1 (b)· · ·gm−1
(b)gm

(16)

u=b

3

ruin. Under the assumption that the rate of dividend
payment is restricted to the interval [0, a0 ], the optimal strategy is to pay a0 , provided that a0 is below
a certain level, M. Otherwise, the optimal strategy
is to set a(t) = 0, when R(t) is below M, and to
set a(t) = a0 , when R(t) is greater than this level.
Under the alternative assumption that the rate of dividend payment is unrestricted, the optimal strategy
is to pay dividends at time t only if R(t) exceeds a
certain level.
A different type of dividends problem is studied
in [9] where the surplus process is modeled as the
difference between two geometric Brownian motions,
and the dividend barrier is proportional to the liability
process.

This yields
Vm (u, b) = m!

for m = 1, 2, 3, . . ., where

[1]

gm (u) = er1,m u − er2,m u
and for m = 1, 2, 3, . . ., r1,m , and r2,m are the roots
of
σ2 2
(17)
s + µs − mδ = 0.
2
A further analogy with the classical risk process is
that when δ = 0, the distribution of Du is a mixture
of a degenerate distribution at 0 and an exponential
distribution (where Du is again defined as the present
value at force of interest δ of dividend payments until
ruin occurs).
Under the criterion of maximizing the expected
present value of dividend payments to shareholders,
the optimal barrier level is


2
−r2,1
log
.
(18)
b∗ =
r1,1 − r2,1
r1,1
In [1], a Brownian motion risk model is also
considered, but the risk process {R(t)}t≥0 is governed
by the stochastic differential equation
dR(t) = (µ − a(t)) dt + σ dW (t),
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Early Warning Systems
An early warning system is an assessment mechanism
for monitoring the financial stability and soundness
of insurance companies before it is too late to take
any remedial action. In general, a solvency measurement system can be used as an early warning system
to assess the static financial conditions of insurance
companies at a particular instant. Solvency normally
means that there are more assets than liabilities, and
the excess is regarded as a buffer to prevent insurance
companies from becoming insolvent. A meaningful
solvency measurement therefore cannot exist without
a sound and proper valuation of assets and liabilities, which are mostly the policy reserves for the
life insurance business. The establishment of policy
reserves is to ensure that a life insurance company
can meet the policy liabilities when they fall due.
The methods for calculating the policy reserves can
be broadly categorized into two general types – modified net premium reserve, known as implicit valuation
method, and gross premium reserve plus a provision
for adverse deviation, referred to as explicit valuation
method. At present, the implicit valuation method is
widely adopted.
For the life insurance industry, a percentage of
reserves and sums at risk (PRSR) and risk-based
capitals (RBC) are currently the two main paradigms
of solvency measurement. The PRSR is based on
a percentage of the mathematical reserves and a
percentage of sums at risk. The sum of both components is usually subject to a minimum fixed dollar
amount. Most European and several Asian countries
and regions, such as the United Kingdom, Singapore,
Hong Kong, and China, are currently adopting this
type of solvency measurement. The PRSR approach
relates the solvency measurement to the size of the
life insurance company and the risks to which it is
exposed. It thus addresses the liabilities only.
The second type of solvency measurement is the
RBC method, which is broadly used throughout North
America, for example, the minimum continuing capital and surplus requirement (MCCSR) in Canada
and the RBC formula in the United States. In practice, after analyzing the risks of assets and liabilities
to which a life insurance company is exposed, the
RBC factors and formula are employed to calculate
the amount of required solvency margin. In other
words, it adopts an integrated approach that addresses

both assets and liabilities of a life insurance company. It takes into consideration the asset default risk
(C1 risk), mortality and morbidity risk (C2 risk),
interest-rate risk (C3 risk), and general business risk
(C4 risk). As the RBC solvency measurement is more
sophisticated, the resources required to perform the
calculation are more significant than those required
under the PRSR approach. In considering C1 risk,
different RBC factors are applied to assets with different credit ratings to reflect the level of default risk.
On the basis of the nature of liabilities and degree of
asset and liability matching, RBC factors are applied
to sums at risk, to net of reinsurance, for C2 risk,
and to mathematical reserves for C3 risk. Besides,
RBC factors are directly applied to the total premiums written for C4 risk calculation. In fact, the PRSR
is actually a subset of the RBC measurement such
that the percentage of sums at risk and percentage of
reserves are calculated under C2 and C3 risks in the
RBC formula, respectively. As both PRSR and RBC
calculations are based on some quantifiable measures
of insurers’ annual statements, they are viewed as a
static solvency measurement at a particular date.
Although a solvency measurement system can be
used as an early warning system, its assessment is
insufficient to oversee the long-term risks to which
life insurance companies are exposed. The static
nature in such a system may understate the risk of
insolvency. A sound early warning system should
therefore allow regulators to not only identify the
insurers who face an insolvency problem so that early
remedial actions can be taken, but also effectively
evaluate insurers’ ability to remain solvent in the
future and not just at a particular valuation date in
the past.
It is clear that a dynamic analysis of financial
condition can furnish valuable insights into how an
insurer’s financial soundness might fare in the future
under varying situations. For instance, it is able to
replicate more closely the real-world environment
whose ebb and flow would have an impact on the
solvency status of insurance companies. Taking into
account the changing conditions, an insurer’s operating policies and strategies, a dynamic financial
analysis system can be used to analyze and project
the trends of an insurer’s capital position given its
current circumstances, its recent past, and its intended
business plans, under a variety of future scenarios. It
therefore allows the actuary to inform the management on the likely implications of a business plan

2

Early Warning Systems

on capital and significant risks to which the company
may be exposed. In other words, it is concerned with
the trends of surplus in the period immediately following the statement date, and over the longer term,
using both best estimates of future experience, and
all plausible deviations from those estimates. This
effectively enables the actuary to advise management
as to the significance of various risks to the company, and the projected impact of its business plans
on surplus. Thus, a sound dynamic financial analysis system would not only quantify future financial
variabilities and improve management’s understanding of the risks, but also allow the regulator to identify
an insurance company that may be heading for trouble so that it can intervene promptly whenever the
company starts to look shaky. Currently, dynamic
financial analysis systems include the dynamic solvency testing (e.g. in Singapore) and dynamic capital
adequacy testing (e.g. in Canada).
An appropriate early warning system should not
only consider the interests of insurers and their shareholders, but also the protection to consumers and
policyholders. Because of its new business strain
and the long-term nature of liabilities, life insurance
industry is commonly regarded as a capital-intensive
industry. Too small a solvency margin will defeat the
purpose of absorbing unpredictable business risks and
will not be sufficient to protect the insurers and the
policyholders against insolvency. However, too large
a solvency margin will not only reduce shareholder
returns but also reduce returns to policyholders by
requiring higher premiums. This could even result in
the ultimate harm to consumers that there may not be
insurance products available, as returns are impaired
to the point where capital cannot be attracted. In
short, the consumers are hurt by extremes – too small
or too large a solvency margin. Therefore, it is important for an early warning system to achieve a balance
among the interests of the consumers, policyholders,
insurers, and shareholders.
An early warning system can provide a measure
to promptly trigger the supervisory intervention in
order to prevent further deterioration of the situation. Normally, regulators are authorized by laws,
under various circumstances, to take remedial actions

against the potential insolvency of an insurance company. The degree of the intervention, depending on
the level of deficiency and insufficient balance below
the required solvency margin, varies from setting
more stringent requirements over the management or
even liquidating the company. In general, interventions can be broadly categorized into three types – the
insurer will be required to submit a plan to restore its
financial soundness within a particular period of time;
the insurer will be asked to take immediate action(s),
such as suspension of particular types of new business and/or injection of new capital; and the insurer
will be immediately taken over by the regulator or
its representative, or asked to declare bankruptcy to
protect the interests of the policyholders.
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Esscher Transform

P {X > x} = M(h)e−hx



∞

e−hσ (h)z

0

The Esscher transform is a powerful tool invented
in Actuarial Science. Let F (x) be the distribution
function of a nonnegative random variable X, and its
Esscher transform is defined as [13, 14, 16]
 x
ehy dF (y)
0
.
(1)
F (x; h) =
E[ehX ]
Here we assume that h is a real number such that the
moment generating function M(h) = E[ehX ] exists.
When the random variable X has a density function
f (x) = (d/dx)F (x), the Esscher transform of f (x)
is given by
ehx f (x)
f (x; h) =
.
(2)
M(h)
The Esscher transform has become one of the most
powerful tools in actuarial science as well as in
mathematical finance. In the following section, we
give a brief description of the main results on the
Esscher transform.

Approximating the Distribution of the
Aggregate Claims of a Portfolio
The Swedish actuary, Esscher, proposed (1) when he
considered the problem of approximating the distribution of the aggregate claims of a portfolio. Assume
that the total claim amount is modeled by a compound Poisson random variable.
X=

N


Yi

(3)

i=1

where Yi denotes the claim size and N denotes the
number of claims. We assume that N is a Poisson
random variable with parameter λ. Esscher suggested
that to calculate 1 − F (x) = P {X > x} for large x,
one transforms F into a distribution function F (t; h),
such that the expectation of F (t; h) is equal to x and
applies the Edgeworth expansion (a refinement of the
normal approximation) to the density of F (t; h). The
Esscher approximation is derived from the identity

× dF (yσ (h) + x; h)
 ∞
e−hσ (h)z dF ∗ (z; h)
= M(h)e−hx

(4)

0

where h is chosen so that x = (d/dh) ln M(h) (i.e.
x is equal to the expectation of X under the probability measure after the Esscher transform), σ 2 (h) =
(d2 /dh2 )(ln M(h)) is the variance of X under the
probability measure after the Esscher transform and
F ∗ (z; h) is the distribution of Z = (X − x/σ (h))
under the probability measure after the Esscher transform. Note that F ∗ (z; h) has a mean of 0 and a
variance of 1. We replace it by a standard normal
distribution, and then we can obtain the Esscher
approximation
P {X > x} ≈ M(h)e

−hx+

1 2 2
h σ (h)
2
{1 − (hσ (h))}
(5)

where  denotes the standard normal distribution
function. The Esscher approximation yields better
results when it is applied to the transformation of
the original distribution of aggregate claims because
the Edgeworth expansion produces good results for x
near the mean of X and poor results in the tail. When
we apply the Esscher approximation, it is assumed
that the moment generating function of Y1 exists and
the equation E[Y1 ehY1 ] = µ has a solution, where µ is
in an interval round E[Y1 ]. Jensen [25] extended the
Esscher approximation from the classical insurance
risk model to the Aase [1] model, and the model of
total claim distribution under inflationary conditions
that Willmot [38] considered, as well as a model
in a Markovian environment. Seal [34] discussed
the Edgeworth series, Esscher’s method, and related
works in detail.
In statistics, the Esscher transform is also called
the Esscher tilting or exponential tilting, see [26,
32]. In statistics, the Esscher approximation for distribution functions or for tail probabilities is called
saddlepoint approximation. Daniels [11] was the first
to conduct a thorough study of saddlepoint approximations for densities. For a detailed discussion on
saddlepoint approximations, see [3, 26]. Rogers and
Zane [31] compared put option prices obtained by
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saddlepoint approximations and by numerical integration for a range of models for the underlying return
distribution. In some literature, the Esscher transform
is also called Gibbs canonical change of measure
[28].

Esscher Premium Calculation Principle
Bühlmann [5, 6] introduced the Esscher premium
calculation principle and showed that it is a special
case of an economic premium principle. Goovaerts
et al.[22] (see also [17]) described the Esscher premium as an expected value. Let X be the claim
random variable, and the Esscher premium is given
by

∞

E[X; h] =

x dF (x; h).

(6)

0

where F (x; h) is given in (1).
Bühlmann’s idea has been further extended by
Iwaki et al.[24]. to a multiperiod economic equilibrium model. Van Heerwaarden et al.[37] proved that
the Esscher premium principle fulfills the no rip-off
condition, that is, for a bounded risk X, the premium
never exceeds the maximum value of X. The Esscher premium principle is additive, because for X
and Y independent, it is obvious that E[X + Y ; h] =
E[X; h] + E[Y ; h]. And it is also translation invariant
because E[X + c; h] = E[X; h] + c, if c is a constant.
Van Heerwaarden et al.[37], also proved that the Esscher premium principle does not preserve the net
stop-loss order when the means of two risks are equal,
but it does preserve the likelihood ratio ordering of
risks. Furthermore, Schmidt [33] pointed out that the
Esscher principle can be formally obtained from the
defining equation of the Swiss premium principle.
The Esscher premium principle can be used to
generate an ordering of risk. Van Heerwaarden
et al.[37], discussed the relationship between the
ranking of risk and the adjustment coefficient, as
well as the relationship between the ranking of risk
and the ruin probability. Consider two compound
Poisson processes with the same risk loading θ > 0.
Let X and Y be the individual claim random variables for the two respective insurance risk models. It
is well known that the adjustment coefficient RX for
the model with the individual claim being X is the
unique positive solution of the following equation in
r (see, e.g. [4, 10, 15]).
1 + (1 + θ)E[X]r = MX (r),

(7)

where MX (r) denotes the moment generating function of X. Van Heerwaarden et al.[37] proved that,
supposing E[X] = E[Y ], if E[X; h] ≤ E[Y ; h] for all
h ≥ 0, then RX ≥ RY . If, in addition, E[X 2 ] = E[Y 2 ],
then there is an interval of values of u > 0 such that
ψX (u) > ψY (u), where u denotes the initial surplus
and ψX (u) and ψY (u) denote the ruin probability for
the model with initial surplus u and individual claims
X and Y respectively.

Option Pricing Using the Esscher
Transform
In a seminal paper, Gerber and Shiu [18] proposed
an option pricing method by using the Esscher transform. To do so, they introduced the Esscher transform
of a stochastic process. Assume that {X(t)} t ≥ 0,
is a stochastic process with stationary and independent increments, X(0) = 0. Let F (x, t) = P [X(t) ≤
x] be the cumulative distribution function of X(t),
and assume that the moment generating function of
X(t), M(z, t) = E[ezX(t) ], exists and is continuous at
t = 0. The Esscher transform of X(t) is again a process with stationary and independent increments, the
cumulative distribution function of which is defined
by

x

ehy dF (y, t)
F (x, t; h) =

0

E[ehX(t) ]

.

(8)

When the random variable X(t) (for fixed t, X(t)
is a random variable) has a density f (x, t) = (d/dx)
F (x, t), t > 0, the Esscher transform of X(t) has a
density
f (x, t; h) =

ehx f (x, t)
ehx f (x, t)
=
.
E[ehX ]
M[h, t]

(9)

Let S(t) denote the price of a nondividend paying
stock or security at time t, and assume that
S(t) = S(0)eX(t) ,

t ≥ 0.

(10)

We also assume that the risk-free interest rate, r > 0,
is a constant. For each t, the random variable X(t)
has an infinitely divisible distribution. As we assume
that the moment generating function of X(t), M(z, t),
exists and is continuous at t = 0, it can be proved
that
(11)
M(z, t) = [M(z, 1)]t .

Esscher Transform
The moment generating function of X(t) under the
probability measure after the Esscher transform is
 ∞
ezx dF (x, t; h)
M(z, t; h) =
−∞


=
=

∞

e(z+h)x dF (x, t)

−∞

M(h, t)
M(z + h, t)
.
M(h, t)

(12)

Assume that the market is frictionless and that trading
is continuous. Under some standard assumptions,
there is a no-arbitrage price of derivative security
(See [18] and the references therein for the exact
conditions and detailed discussions). Following the
idea of risk-neutral valuation that can be found in
the work of Cox and Ross [9], to calculate the noarbitrage price of derivatives, the main step is to find
a risk-neutral probability measure. The condition of
no-arbitrage is essentially equivalent to the existence
of a risk-neutral probability measure that is called
Fundamental Theorem of Asset Pricing. Gerber and
Shiu [18] used the Esscher transform to define a
risk-neutral probability measure. That is, a probability
measure must be found such that the discounted stock
price process, {e−rt S(t)}, is a martingale, which is
equivalent to finding h∗ such that
1 = e−rt E∗ [eX(t) ],

(13)

where E ∗ denotes the expectation with respect to
the probability measure that corresponds to h∗ . This
indicates that h∗ is the solution of
r = ln[M(1, 1; h∗ )].

(14)

Gerber and Shiu called the Esscher transform of
parameter h∗ , the risk-neutral Esscher transform, and
the corresponding equivalent martingale measure, the
risk-neutral Esscher measure.
Suppose that a derivative has an exercise date T
and payoff g(S(T )). The price of this derivative is
E∗ [e−rT g(S(T ))].
It is well known that when the market is incomplete,
the martingale measure is not unique. In this case, if
we employ the commonly used risk-neutral method
to price the derivatives, the price will not be unique.
Hence, there is a problem of how to choose a price
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from all of the no-arbitrage prices. However, if we
use the Esscher transform, the price will still be
unique and it can be proven that the price that is
obtained from the Esscher transform is consistent
with the price that is obtained by using the utility
principle in the incomplete market case. For more
detailed discussion and the proofs, see [18, 19]. It is
easy to see that, for the geometric Brownian motion
case, Esscher Transform is a simplified version of the
Girsanov theorem.
The Esscher transform is used extensively in mathematical finance. Gerber and Shiu [19] considered
both European and American options. They demonstrated that the Esscher transform is an efficient tool
for pricing many options and contingent claims if
the logarithms of the prices of the primary securities
are stochastic processes, with stationary and independent increments. Gerber and Shiu [20] considered
the problem of optimal capital growth and dynamic
asset allocation. In the case in which there are
only two investment vehicles, a risky and a risk-free
asset, they showed that the Merton ratio must be the
risk-neutral Esscher parameter divided by the elasticity, with respect to current wealth, of the expected
marginal utility of optimal terminal wealth. In the
case in which there is more than one risky asset, they
proved ‘the two funds theorem’ (‘mutual fund’ theorem): for any risk averse investor, the ratios of the
amounts invested in the different risky assets depend
only on the risk-neutral Esscher parameters. Hence,
the risky assets can be replaced by a single mutual
fund with the right asset mix. Bühlmann et al.[7] used
the Esscher transform in a discrete finance model and
studied the no-arbitrage theory. The notion of conditional Esscher transform was proposed by Bühlmann
et al.[7]. Grandits [23] discussed the Esscher transform more from the perspective of mathematical
finance, and studied the relation between the Esscher transform and changes of measures to obtain the
martingale measure. Chan [8] used the Esscher transform to tackle the problem of option pricing when the
underlying asset is driven by Lévy processes (Yao
mentioned this problem in his discussion in [18]).
Raible [30] also used Esscher transform in Lévy process models. The related idea of Esscher transform for
Lévy processes can also be found in [2, 29]. Kallsen
and Shiryaev [27] extended the Esscher transform
to general semi-martingales. Yao [39] used the Esscher transform to specify the forward-risk-adjusted
measure, and provided a consistent framework for
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pricing options on stocks, interest rates, and foreign
exchange rates. Embrechts and Meister [12] used
Esscher transform to tackle the problem of pricing
insurance futures. Siu et al.[35] used the notion of a
Bayesian Esscher transform in the context of calculating risk measures for derivative securities. Tiong
[36] used Esscher transform to price equity-indexed
annuities, and recently, Gerber and Shiu [21] applied
the Esscher transform to the problems of pricing
dynamic guarantees.

[19]
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Financial Insurance
Financial Insurance Defined
Putting aside any distinction between the concepts
of financial insurance and financial guaranty insurance for the moment, one of the most fundamental definitions available for financial guaranty insurance is in [12], which I modify only slightly here:
an insurance contract that guarantees a cash (or
cash equivalent) payment from a financial obligation, or a stream of such payments, at specified points
of time.
A more detailed and also more limiting definition, found in Rupp’s Insurance & Risk Management
Glossary, is based on the National Association of
Insurance Commissioners (‘NAIC’) Financial Guaranty Model Act:
It is a descendent of suretyship and is generally
recorded as surety on the annual statement that insurers file with regulators. Loss may be payable in any
of the following events: the failure of an obligor
on a debt instrument or other monetary obligation
to pay principal, interest, purchase price or dividends when due as a result of default or insolvency
(including corporate or partnership obligations, guaranteed stock, municipal or special revenue bonds,
asset-backed securities, consumer debt obligations,
etc.); a change in interest rates; a change in currency exchange rates; or a change in value of specific
assets, commodities or financial indices [14].

We can distinguish between financial insurance and
financial guaranty insurance by the manner in which
a particular contract responds when coverage is triggered, as their economic risk transfer is roughly
equivalent. Typical financial guaranty contract wording provides for the unconditional and irrevocable
payment of that portion of principal or accreted value
of and interest on the insured obligation, which is
due for payment and which the issuer has failed to
pay [15]. The financial guaranty insurer effectively
agrees to make payment immediately and specifically
forgoes the right to withhold payment in case they
are contesting a claim. Financial insurance can be
viewed as a broader concept, including both financial guaranty contracts as well as other ‘more typical
indemnification contracts, which allow for the rights
of reviewing and challenging claims’ [12].
Another characteristic that is typical of financial guaranty insurance is the concept of a zero-loss

ratio approach. Monoline financial guaranty insurers
(highly rated insurers whose only line of business
is financial guaranty insurance) generally write contracts intended to have extremely low probabilities of
triggered coverage and hence require minimal, if any,
loss reserves (see Reserving in Non-life Insurance).
The probability of triggering coverage is intended to
be in line with the very low probabilities of default
normally associated with investment grade securities.
‘In fact, all Triple-A insurers subscribe to what may
be termed a “zero loss” or “remote loss” underwriting
standard’ [16].
Other writers of financial insurance deviate dramatically from this zero-loss ratio approach and have
insured exposures with relatively high probabilities
of triggering coverage. This is particularly true in the
case of coverage for primary or low deductible ‘mezzanine’ coverage for securities whose underlying cash
flows are generated by pools of financial obligations.

Product Types
Financial Insurance Policies Covering the
Obligations of a Single Obligor or Project
These are contracts that generally provide for coverage against failure to pay interest and principal of an
obligation, which is supported by the cash flows associated with a single entity or project. The majority of
the obligations insured by such policies are issued by
municipal and state governments or private entities
that serve some public purpose [9]. The securities
can be general obligations of these entities or can
be supported only by specific projects. Examples of
the categories of obligations insured by the monoline
insurers include airport revenue, college and university, municipal electric and gas, private and public
schools, solid waste resource recovery, toll roads, tunnels and bridges, other infrastructure finance issues,
general obligation bonds, water and sewer bonds, and
infrastructure finance bonds [5].
Other financial insurers, including commercial
insurers and reinsurers, have further expanded the
universe of insurable financial obligations beyond
those that monoline insurers have been willing to
underwrite. This expansion has accelerated in recent
years. ‘There has been a recent trend by (these entities) to financially guaranty almost all asset risk
categories in the capital markets. In many instances,
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a very risky asset (e.g. cruise ship construction
or future film production receivables) is insured
in some way and converted into investment grade
bonds’ [12].

Financial Insurance Policies Covering Securities
Backed by Pools of Obligations
These contracts provide coverage for failure to pay
interest and principal of obligations whose underlying
cash flows are generated by pools of other financial obligations. The monoline insurance companies
have insured securities backed by assorted financial
obligations including: automobile loans, credit card
receivables, equipment leases, rental car fleet loans,
boat loans, franchise receivables, tax liens, student
loans, pools of loans or bonds (CDOs or Collateralized Debt Obligations), as well as structured financings that help financial institutions manage their risk
profiles or obtain regulatory capital relief [2].
Generally, these pools are funded with the issuance
of several tranches of financial obligations. The
tranches can be characterized as equity or first
loss position, mezzanine layers, and senior layer.
‘The equity is the amount of risk often retained
by the issuer, in that respect it is similar to a
deductible’ [12]. As such, it is also the first layer to
experience losses if the underlying obligations do not
perform. The lower mezzanine tranches are typically
not insured by monoline insurers but may be insured
by multilines, with their greater appetite for higher
frequency risk or retained by end investors in the obligation. Senior mezzanine tranches may be insured by
monoline insurers to the extent that their risk profile is
consistent with an investment grade rating. The senior
layers are generally insured by monoline writers and
represent the most senior and least risky of all the
obligations issued.

Credit Derivatives Providing Protection for Pools
of Obligations
A recent innovation in the field of financial insurance
has been the advent of credit derivatives, which
are financial instruments used to transfer credit risk
separately from the funding of obligations [11]. This
has led insurers to provide protection on pools of
obligations directly rather than identifying an insured
obligation, which would be, in turn, backed by that
pool. The contract providing the protection, can take
the form of either a credit derivative or an insurance

contract depending on the nature of the vehicle used
to aggregate the individual risks. In their discussion
of English case law, Ross and Davies [13] explain
the distinction in the form of a contract:
The most important features for the purpose of distinguishing credit insurance from a credit derivative
is that the insured must have an insurable interest in
the subject matter of the insurance. In other words,
the insured must stand to lose financially if the event
insured against happens.

In the case of a credit derivative contract,
although the originating party may suffer a loss if
the relevant credit event occurs and, indeed, may
have entered into the credit derivative specifically
to hedge against that risk of loss, the counterparty
is obliged to pay the originating party on the occurrence of a credit event whether or not the originating
party had actually suffered a loss.

Similar legal distinctions exist in the United States
and have significant accounting, tax, and regulatory
consequences.

Exposure Bases
The primary exposure base for financial insurance
is the total undiscounted amount of interest and
principal payments due under the insured obligation.
This exposure base has been criticized, ‘since it
ignores the timing of the risk: a dollar of debt service
due in one year bears the same premium that a dollar
of debt service due in 30 years bears’ [1].
The inherent weakness and theoretical implications
of this exposure base are highlighted by Angel [1]:
‘If the premium is proportional to the present value
of the expected losses, use of the undiscounted
amount of payments as an exposure base implies that
expected losses increase exponentially over time at
the same rate as the discount rate, which would be
an unlikely coincidence.’

Rating Criteria and Methodology
Brown [3] cites the following as general underwriting
considerations for financial guaranty insurance products: nature of the obligation, purpose of financial guaranty, character, capital and capacity of the
obligor, other parties to the transaction, collateral,
deductibles, reserves, recourse and legal features of
the structure, project property and assets.

Financial Insurance

differences in the goals of each process drive slight
differences in their focus.

Financial Insurance Policies Covering the
Obligations of a Single Obligor/Project
There is a clear link between rating agency credit
analysis and financial insurance underwriting, but
Table 1

With few exceptions, the credit analysis performed
by the insurers parallels that performed by the rating

Illustrative rating criteria for various obligation types

Underlying
obligation type
General obligation
Airport revenue bond

Managerial/performance

Economic

Revenue and financial history
Quality of management
Proforma financials
Historical passenger facility
charge and
Enplaning passenger trends

Demographics

College and university Operating history
revenue bonds
Growth in enrollment
Healthcare revenue
bonds

Housing bonds

Electric and gas
revenue bonds &
Water and sewer
revenue bonds

Recruitment and retention
programs
Management experience and
tenure
Top admitter percentages

Airline market share
Service area attractiveness to
airlines
Other than those that use airport
as a hub
For public universities –
continued state support

Use of independent real estate
consultants
Site visit requirements
Ability to demonstrate
prudent management
Clearly articulated strategy

Occupancy rates

Customer and sales trends

Demonstrated economic
feasibility of new projects
Transaction size

Enrollment trends

Solid waste/resource
recovery bonds

Technology used in facility
Operating history
Operator experience

Legal/structural

Pledge of revenue
Level of rate covenant
Reserve fund
provisions
Level of security/Liens
Reserve funds requirements
Max debt services as %
unrestricted revenues

Type of hospital or system

Evidence of hospital providing
essential services
Active medical staff age
requirements
Level of board oversight of
Dominance of facility/ Presence
strategic decisions
of unique niche
Historic financial performance Inpatient/Outpatient trends
State agency oversight/
Demographic indicators
management
Financial operating history
Employment indicators
Board of directors
Property value indicators
involvement
Management presence
Real estate quality

Private secondary
school bonds
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Loan to value statistics
Diversity of economic base of
service area
System condition and capacity

Cash flow sufficiency tests
Reserve levels
Legal/Security provisions
Level of credit support of
agency/state
Taylored legal
documents/structure
Level of security
Level of credit support/liens
Rate covenant level
Reserve fund requirements

Annual debt service
limitations
Reserve fund requirements
Cost structure relative to
Contract status
neighboring facilities
Reserve fund
Service area economic conditions Licensing status
Landfill capacity
Level of security
Review by independent
Rate covenant level
engineering firm
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agencies. In addition, the underwriting analysts for
the insurers must consider the credit-worthiness of
the underlying obligor over the full term of the
financing. As a result, underwriters for the insurers
often tend to take a longer view as to the creditworthiness of an issue than might analysts for rating
agencies or other research analysts, who are more
free to update opinions, amend ratings, or trade
bonds out of their portfolios [4].

‘Though specific underwriting criteria will vary by
firm and by the type of bond being insured, there is
a general consensus on the factors to be considered.
For municipal issuers, for example, the insurers will
look at revenue and financial history, demographics
and the quality of management’ [9]. Given the low
frequency and high severity nature of the product,
rating criteria are used equally to measure pricing
and to gain the greatest assurance that the underlying obligor will not default on principal or interest
payments [4]. In fact, the insurers’ ability to extract
contractual considerations from issuers at the time of
underwriting based on rating criteria has been sighted
as a cause for the value created by financial guaranty
insurance [1].
The principal rating criteria can been divided into
the following categories: managerial/performance
related, economic, and legal/structural. Table 1
summarizes illustrative rating criteria for various
obligation types based on criteria published by
MBIA [6].

Financial Insurance Policies Covering Securities
Backed by Pools of Obligations and Credit
Derivatives

is assessed using a variety of methods including:
(a) rating agency public ratings; (b) rating agency
private or shadow ratings; (c) implied ratings; and
(d) the use of internal credit scoring models that can
be mapped to rating agency models. Based on this
analysis, the amount of structural mezzanine debt
and equity providing first-loss protection for each
succeeding senior layer is determined [11].

For other types of obligations backed by pools, the
method for measuring credit quality of the underlying
assets will differ, but the general framework for the
analysis of the pool will remain intact. This holds true
for protection sold in the form of a credit derivative as
well. For a more theoretical discussion of the pricing
of default risk for correlated portfolios, I point the
reader to [7, 8, 10].

Reserving for Financial Insurance
Contracts
Given the zero-loss ratio approach ascribed to by
many financial insurers, IBNR reserves are generally
not established or are very limited in scale. Reserves
are established through various methods including
exposure monitoring, loss ratio methods, unallocated
reserves as a percent of par outstanding or written,
and reserving methods based on market-implied default probabilities. I point the reader to [12] for
a detailed discussion of these various reserving
techniques.
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Gaussian Processes

Covariance Function

The class of Gaussian stochastic processes plays an
important role in stochastic modeling and is widely
used as a rich source of models in many areas of
applied probability, including actuarial and financial
mathematics.
There are many practical and theoretical reasons
for using Gaussian processes to model actuarial problems. For instance, the family of Gaussian processes
covers a large class of correlation structures and
enables explicit analysis of models for which classical renewal-type tools do not work.
On the other hand, theoretical results, mostly
based on central limit theorem-type argumentation, formally justify the use of Gaussian processes
[7, 9, 14].
Definition 1 A stochastic process {X(t): t ∈ T } is
said to be Gaussian if each finite linear combination
n


ai X(ti ),

n


ai (ti , tj )aj ≥ 0

i,j =1

for all a1 , . . . , an ∈ , n ∈ ). More important is the
converse result. By Kolmogorov’s existence theorem
combined with the form of the multivariate Gaussian
distribution, every symmetric semidefinite function
on T × T is the covariance function of some centered
Gaussian stochastic process on T.
The equivalence between the class of covariance
functions and positive semidefinite functions allows
us to make the structure of the covariance function precise, for some important classes of Gaussian
processes.
In particular, if {X(t): t ∈ } is stationary and
centered, then
R(t) = (t, 0)

i=1

where n ∈ , a1 , . . . , an ∈  and t1 , . . . , tn ∈ T, is a
real-valued Gaussian random variable.
Equivalently, by basic properties of Gaussian random variables, {X(t): t ∈ T } is Gaussian if all finitedimensional distributions (X(t1 ), . . . , X(tn )), where
n ∈  and t1 , . . . , tn ∈ T, are multivariate Gaussian
random variables.
The modern theory of Gaussian processes is currently being developed for very general parameter
sets T. In this study, we are mainly interested in the
cases T = , + , [0, T ], , that play a significant
role in applied probability.
The process X(t) is said to be centered if ƐX(t) =
0 for each t ∈ T. Since the transition from a centered
to a noncentered Gaussian process is by addition of a
deterministic function, it is natural in some cases to
work only with centered Gaussian processes. Moreover, following the definition of a Gaussian process,
if ƐX(t) = 0 for each t ∈ T, then the covariance
function
(s, t) = Cov(X(s), X(t)) = Ɛ(X(s)X(t))

A basic result from the general theory of stochastic
processes states that the covariance function has to
be positive semidefinite (that is,

(1)

defined on T × T, completely determines the law of
the entire process.

(2)

determines the covariance function (s, t); namely,
due to stationarity, we have
(s, t) = Cov(X(s), X(t))
= Cov(X(s − t), X(0)) = R(s − t). (3)
As long as there is no danger of confusion, R(t) is
said to be the covariance function of the stationary
process X(t). Moreover, by Bochner’s theorem (e.g.
Theorem 4.1 in [11]), if R(t) is continuous, then it
can be expressed as

exp(ixt) dF (x),
(4)
R(t) =


where F (x) is a nondecreasing, right continuous,
and bounded real function. The function F (x) is
called the spectral distribution function of the process
(or spectral measure of the process). An extensive
analysis of the properties of the spectral distribution
function and its connections to the spectral representation of a stationary Gaussian process can be found
in [3, 12].
Another class, for which there is a reasonably large
theory on the structure of the covariance function,
is the family of Gaussian processes with stationary
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increments. In particular, if {X(t): t ∈ [0, ∞)} is a
centered Gaussian process with stationary increments,
then the variance function σ 2 (t) = Var(X(t)) =
(t, t) completely describes the law of the entire
process; namely, due to stationarity of increments,
it follows in a straightforward way that
(s, t) = 12 (σ 2 (t) + σ 2 (s) − σ 2 (|t − s|)).

(5)

Moreover, (s, t) admits the following spectral representation:

(s, t) = (exp(isx) − 1)(exp(itx) − 1) dF (x),


(6)
where F (x) is
 even (i.e. F (x) = F (−x) for each
x ∈ ) and  min(x 2 , 1) dF (x) < ∞ (see [6] or
Section 4 in [11]).

process B1/2 (t) is standard Brownian motion. For
H > 1/2, the increments of BH (t) are positively corcalled long-range
related and BH (t) possesses the so
dependence property, that is,
i∈ Cov(BH (i +
1) − BH (i), BH (1) − BH (0)) = ∞. If H = 1, then
B1 (t) = tB1 (1) is a random straight line.
Fractional Brownian motion BH (t) is a selfsimilar process with index H in the sense that
for any c > 0 the process {c−H BH (ct): t ∈ [0, ∞)}
is again a fractional Brownian motion with Hurst
parameter H . A detailed overview of the properties
of fractional Brownian motion is given in [19]. The
use of fractional Brownian motion in collective risk
theory is proposed in [14].
• Ornstein–Uhlenbeck process {Z(t): t ∈ [0, ∞)}
is a centered stationary Gaussian process with covariance function R(t) = λe−αt , where λ, α > 0. Properties of Z(t) are described in Ornstein–Uhlenbeck
process.

Important Gaussian Processes
In the context of applied probability (including insurance and financial mathematics), the following Gaussian processes play a fundamental role:
• Standard Brownian motion (Wiener process)
{W (t): t ∈ [0, ∞)} is a centered Gaussian process
with stationary increments and covariance function
(s, t) = min(s, t). For a more detailed analysis of
the properties and applications of W (t) in insurance
mathematics, we refer to Brownian motion.
• Brownian bridge {W̃ (t): t ∈ [0, 1]} is a centered
Gaussian process with covariance function (s, t) =
min(s, t) − st. W̃ (t) may be interpreted as the error
of linear interpolation of the Brownian motion W (t),
given its values at t = 0 and t = 1. In particular, the
process W (t) − tW (1) is a Brownian bridge. More
advanced properties of W̃ (t) are analyzed in [11].
The importance of Brownian bridge in applied
probability is discussed in [18].
• Fractional Brownian motion {BH (t): t ∈ [0, ∞)}
with Hurst parameter H ∈ (0, 1] is a centered
Gaussian process with stationary increments and
covariance function (s, t) = (1/2)(t 2H + s 2H −
|t − s|2H ).
If H < 1/2, then the increments
of BH (t) are

|Cov(B
negatively correlated and
H (i + 1) −
i∈
BH (i), BH (1) − BH (0))| < ∞. For H = 1/2, the

Regularity of Gaussian Processes
Many properties of Gaussian processes and their
functionals are intimately related to the regularity of
sample paths. For instance, if X(t) is stationary, then
due to Belyaev’s dichotomy (see e.g. Theorem 7.3
in [11]) X(t) is either a.s. (almost surely) continuous
or a.s. unbounded on every open subset of T.
One of the natural and easy applicable notions
that provides sufficient conditions for smoothness
properties of realizations of Gaussian processes, is the
pseudometric d(s, t). For a given centered Gaussian
process X(t), it is defined by

(7)
d(s, t) = Ɛ(X(t) − X(s))2 .
In particular, we have the following criterion (cf.
Theorem 1.4. in [1] and Section 9.5 in [3]).
Theorem 1 If {X(t): t ∈ [0, T ]} is a centered Gaussian process, then a sufficient condition for sample
paths of X(t) to be
1. continuous with probability one is that for some
positive α, η, C
d 2 (s, t) ≤

C
|log |s − t||1+α

for all s, t ∈ [0, T ], such that |s − t| ≤ η;
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2. continuously differentiable with probability one is
that for some positive α, η, C
d 2 (s, t) ≤

C|s − t|2
| log |s − t||1+α

for all s, t ∈ [0, T ], such that |s − t| ≤ η.
Although most of the Gaussian processes that are
encountered in applied probability are a.s. continuous,
their sample paths may still be highly irregular. For
example, sample paths of
•

•

Another very special property of Gaussian processes
is the concentration principle. It states that
supt∈T X(t) is concentrated around its median
med(supt∈T X(t)) at least as strongly as a centered
Gaussian random variable ζ with variance σT2
is concentrated around zero. More precisely, if
{X(t): t ∈ T } is a centered Gaussian process with
sample paths bounded in T a.s. [11], then









 sup X(t) − med sup X(t)  > u ≤ (|ζ | > u)
t∈T

t∈T

(11)
standard Brownian motion, Brownian bridge, and
Ornstein–Uhlenbeck process are with probability
one α-Hölder-continuous if α < 1/2, but not if
α > 1/2;
fractional Brownian motion BH (t) is with probability one α-Hölder-continuous if α < H , but not
if α > H [2].

More advanced studies on quadratic mean analysis, modulus of continuity, and Hölder continuity are
given in [3, 12].

Suprema Distribution, Concentration
Principle
The explicit distribution function of supt∈T X(t), relevant to the study of ruin probabilities, is known only
for very special Gaussian processes and mostly for
T = [0, T ] or + . There are, however, reasonably
many tools that provide bounds and asymptotics. Let
 2
 ∞
1
−y
(x) =
dy
(8)
√ exp
2
2π
x
be the tail distribution of a standard Gaussian random
variable.
One of the basic properties is that the supremum
of a Gaussian process behaves much as a single
Gaussian variable with variance
σT2 = sup Var(X(t)).

(9)

t∈T

In particular, if we assume that {X(t): t ∈ T } has
bounded sample paths with probability one, then
following [13] we have
log (supt∈T X(t) > u)
u→∞
log((u/σT ))

for each u ≥ 0 and




med sup X(t) ≤ Ɛ sup X(t) < ∞. (12)
t∈T

Useful upper bounds for med(supt∈T X(t)) and
Ɛ(supt∈T X(t)), given in the language of the
pseudometric (1) and Dudley’s integral, are discussed
in [11], Section 14.
Another example of the concentration principle is
Borell’s inequality, which provides an upper bound
for the supremum distribution [17].
Theorem 2 (Borell’s inequality) Let {X(t): t ∈ T }
be a centered Gaussian process with sample paths
bounded a.s. Then for any u > 0




u − med(supt∈T X(t))
 sup X(t) > u ≤ 2
.
σT
t∈T
(13)
Borell’s inequality is one of the most useful
bounds in extreme value theory for Gaussian processes. Combined with more subtle techniques such
as the double sum method [17], it is the key to obtain
exact asymptotics of the tail distribution function
of supt∈T X(t). In particular, we have the following
result for stationary Gaussian processes, which is due
to Pickands [16].
Theorem 3 Let {X(t): t ∈ [0, T ]} be a stationary
centered Gaussian process with covariance function
R(t) such that R(t) = 1 − |t|α (1 + o(1)) as t → 0,
α ∈ (0, 2], and R(t) < 1 for all t > 0. Then

lim

= lim

u→∞

log (supt∈T X(t) > u)
= 1. (10)
−u2 /(2σT2 )

t∈T

lim

u→∞

(supt∈[0,T ] X(t) > u)
= T Hα ,
u2/α (u)

where Hα is a finite constant depending only on α.
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The analysis of properties of Pickands’ constants
Hα , α ∈ (0, 2], is given in [4, 17]. Pickands’ theorem was extended in several directions, including
nonstationary Gaussian processes and more general
parameter sets. However, due to many special cases
that have to be treated separately, there is no unified
form of the asymptotics [17].

Level Crossings

t∈[0,T ]

+ Ɛ(Nu (X, T )).
Moreover, for stationary Gaussian processes, the
celebrated Rice’s formula gives the exact form of
Ɛ(Nu (X, T )).
Theorem 4 (Rice’s formula) Let {X(t): t ∈ [0, T ]}
be a stationary a.s. differentiable Gaussian process.
Then the expected number of up-crossings of level u
in the interval [0, T ] is given by

Ɛ(Nu (X, T ))
T
2π

Theorem 5 (Slepian’s inequality) Let {X(t): t ∈ T }
and {Y (t): t ∈ T } be a.s. bounded Gaussian processes such that Ɛ(X(t)) = Ɛ(Y (t)) and Var(X(t))
= Var(Y (t)) for each t ∈ T. If, for each s, t ∈ T,

Ɛ(X(s) − X(t))2 ≤ Ɛ(Y (s) − Y (t))2 ,

We say that a continuous function f (t) has an upcrossing of level u at point t0 if there exists > 0
such that f (t) ≤ u for all t ∈ (t0 − , t0 ] and f (t) ≥
u for all t ∈ [t0 , t0 + ). By Nu (f, T ) we denote the
number of up-crossings of level u by f (t) in the
interval [0, T ].
Level crossings of Gaussian stochastic processes
play a significant role in extreme value theory and
the analysis of variability. In particular, the following approximation for the tail distribution of the
supremum of an a.s. continuous Gaussian process
{X(t): t ∈ [0, T ]} is often accurate [17].


 sup X(t) > u ≤ (X(0) > u)

=

correlated a Gaussian process is, the less the probability that it deviates from the mean. An important
example of the comparison principle is Slepian’s
inequality [20].



Var(X  (0))
(u − Ɛ(X(0)))2
.
exp −
Var(X(0))
2Var(X(0))

Extensions of Rice’s formula to nonstationary and
non-Gaussian processes can be found in [10, 17].
Higher moments of Nu (X, T ) are analyzed in [17].

Comparison Principle
The Gaussian comparison principle is extremely useful in finding bounds and reducing problems to
more simple and better known suprema distributions.
An intuition behind this principle is that the more

then for all real u




 sup X(t) > u ≤  sup Y (t) > u .
t∈T

t∈T

Another version of the comparison principle is
Sudakov–Fernique’s inequality, in which it is not
required that variances are equal.
Theorem 6 (Sudakov–Fernique’s inequality) If
{X(t): t ∈ T } and {Y (t): t ∈ T } are a.s. bounded centered Gaussian processes such that for each s, t ∈ T

Ɛ(X(t) − X(s))2 ≤ Ɛ(Y (t) − Y (s))2 ,
then

Ɛ sup X(t) ≤ Ɛ sup Y (t).
t∈T

t∈T

For an overview of the extensions of Slepian’s
inequality and implications of the comparison principle, we refer to [1, 11].

Gaussian Processes in Risk Theory
The concept of approximation of an appropriately
scaled risk process by a Brownian motion was mathematically made precise by Iglehart [9] (see also [7]).
One of the advantages of this approach, also called
the diffusion approximation, is that it allows the
analysis of more general models that arise in classical risk theory and for which renewal-type tools
do not work [7]. The idea of Iglehart was extended
in many directions, and other (nondiffusion) Gaussian processes were proposed to approximate the risk
process (e.g. fractional Brownian motion in [14]). For
instance,
U (t) = u + ct − X(t),

(14)

where u > 0, c > 0 and X(t) is a centered Gaussian
process with stationary increments, is a model that
naturally appears in ruin theory.

Gaussian Processes
Define

[5]



ψ(u, T ) =  inf U (t) < 0
t∈[0,T ]



=  sup (X(t) − ct) > u

[6]

(15)

t∈[0,T ]

[7]

as the finite-horizon ruin probability and


ψ(u) =  inf U (t) < 0

[8]

t≥0



=  sup(X(t) − ct) > u

[9]

(16)

t≥0

as the infinite-horizon ruin probability.
It turns out that for a reasonable large class of
Gaussian processes the exact asymptotics of the ruin
probability has the following form


u + cT
(1 + o(1))
ψ(u, T ) = f (u, c, T )
σT
as u → ∞;

(17)

[10]

[11]
[12]

[13]

ψ(u) = g(u, c)(m(u))(1 + o(1))
as u → ∞,
(18)
u + ct
and the functions
where m(u) = mint≥0 √
Var(X(t))
f, g are certain polynomials of u. The form of the
function f and exact asymptotics of the finite-horizon
ruin probability are studied in [5, 14]. The analysis of
ψ(u) and the form of the function g for X(t) being
a fractional Brownian motion are given in [15] (see
also [8]). Exact asymptotics of the infinite-horizon
t
ruin probability for X(t) = 0 Z(s) ds, where Z(s)
is a stationary Gaussian process, is presented in [5].
If X(t) = W (t) is a Brownian motion, then the exact
form of ψ(u) and ψ(u, T ) is known [7].

[14]

[15]

[16]

[17]

[18]
[19]

References
[1]

[2]

[3]
[4]

Adler, R.J. (1990). An Introduction to Continuity,
Extrema, and Related Topics for General Gaussian
Processes. Institute of Mathematical Statistics Lecture
Notes – Monograph Series, Vol. 12, Institute of
Mathematical Statistics, Hayward, CA.
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Generalized Discrete
Distributions
A counting distribution is said to be a power series
distribution (PSD) if its probability function (pf) can
be written as
a(k)θ k
,
pk = Pr{N = k} =
f (θ)

k = 0, 1, 2, . . . ,

g(t) = 1, a Lagrange expansion is identical to a Taylor expansion.
One important member of the LPD class is the
(shifted) Lagrangian Poisson distribution (also known
as the shifted Borel–Tanner distribution or Consul’s
generalized Poisson distribution).
It has a pf
pk =

θ(θ + λk)k−1 e−θ−λk
,
k!

k = 0, 1, 2, . . . .
(5)

(1)

k
where a(k) ≥ 0 and f (θ) = ∞
k=0 a(k)θ < ∞.
These distributions are also called (discrete) linear
exponential distributions. The PSD has a probability
generating function (pgf)
P (z) = E[zN ] =

f (θz)
.
f (θ)

(2)

Amongst others, the following well-known discrete
distributions are all members:
Binomial:
f (θ) = (1 + θ)n
Poisson:
f (θ) = eθ
Negative binomial: f (θ) = (1 − θ)−r , r > 0
Logarithmic
f (θ) = − ln(1 − θ).
A counting distribution is said to be a modified
power series distribution (MPSD) if its pf can be
written as
pk = Pr{N = k} =

a(k)[b(θ)]k
,
f (θ)

(3)

where the support of N is any subset of the nonnegative
integers, and where a(k) ≥ 0, b(θ) ≥ 0, and
f (θ) = k a(k)[b(θ)]k , where the sum is taken over
the support of N .
When b(θ) is invertible (i.e. strictly monotonic) on
its domain, the MPSD is called a generalized power
series distribution (GPSD). The pgf of the GPSD is
P (z) =

f (b−1 (zb(θ)))
.
f (θ)

(4)

Many references and results for PSD, MPSD, and
GPSD’s are given by [4, Chapter 2, Section 2].
Another class of generalized frequency distributions is the class of Lagrangian probability distributions (LPD). The probability functions are derived
from the Lagrangian expansion of a function f (t)
as a power series in z, where zg(t) = t and f (t)
and g(t) are both pgf’s of certain distributions. For

See [1] and [4, Chapter 9, Section 11] for an extensive bibliography on these and related distributions.
Let g(t) be a pgf of a discrete distribution on the
nonnegative integers with g(0)  = 0. Then the transformation t = zg(t) defines, for the smallest positive
root of t, a new pgf t = P (z) whose expansion in
powers of z is given by the Lagrange expansion
 

∞

zk
∂ k−1
k
(g(t))
.
(6)
P (z) =
k!
∂t
k=1
t=0

The above pgf P (z) is called the basic Lagrangian
pdf. The corresponding probability function is
1 ∗k
(7)
g , k = 1, 2, 3, . . . ,
k k−1
 ∗(n−1)

∗n
j
gj −k
where g(t) = ∞
j =0 gj t and gj =
k gk
is the nth convolution of gj .
Basic Lagrangian distributions include the Borel–
Tanner distribution with (θ > 0)
pk =

g(t) = eθ(t−1) ,
e−θk (θk)k−1
, k = 1, 2, 3, . . . ;
k!
the Haight distribution with (0 < p < 1)
and

pk =

(8)

g(t) = (1 − p)(1 − pt)−1 ,
and

pk =

(2k − 1)
(1 − p)k p k−1 ,
k!(k)
k = 1, 2, 3, . . . ,

(9)

and, the Consul distribution with (0 < θ < 1)
g(t) = (1 − θ + θt)m ,


k−1
1 mk
θ
(1 − θ)mk ,
and pk =
k k−1
1−θ
k = 1, 2, 3, . . . ,
and m is a positive integer.

(10)
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The basic Lagrangian distributions can be
extended as follows. Allowing for probabilities at
zero, the pgf is
  

∞

zk ∂ k−1
∂
P (z) = f (0) +
,
g(t)k f (t)
k! ∂t
∂t
t=0
k=1
(11)
with pf

pk =

1
k!



 

∂
∂ k−1
.
(g(t))k f (t)
∂t
∂t
t=0

[1]

[3]

(12)
[4]

Choosing g(t) and f (t) as pgf’s of discrete distributions (e.g. Poisson, binomial, and negative binomial) leads to many distributions; see [2] for many
combinations.
Many authors have developed recursive formulas
(sometimes including 2 and 3 recursive steps) for the
distribution of aggregate claims or losses
S = X1 + X2 + · · · + XN ,

References

[2]

p0 = f (0)

and

Sundt and Jewell Class of Distributions) for the
Poisson, binomial, and negative binomial distributions. A few such references are [3, 5, 6].

(13)

when N follows a generalized distribution. These formulas generalize the Panjer recursive formula (see

[5]

[6]

Consul, P.C. (1989). Generalized Poisson Distributions,
Marcel Dekker, New York.
Consul, P.C. & Shenton, L.R. (1972). Use of Lagrange
expansion for generating generalized probability distributions, SIAM Journal of Applied Mathematics 23, 239–248.
Goovaerts, M.J. & Kaas, R. (1991). Evaluating compound Poisson distributions recursively, ASTIN Bulletin
21, 193–198.
Johnson, N., Kotz, A. & Kemp, A. (1992). Univariate
Discrete Distributions, 2nd Edition, Wiley, New York.
Kling, B.M. & Goovaerts, M. (1993). A note on compound generalized distributions, Scandinavian Actuarial
Journal, 60–72.
Sharif, A.H. & Panjer, H.H. (1995). An improved
recursion for the compound generalize Poisson distribution, Mitteilungen der Vereinigung Schweizerischer Versicherungsmathematiker 1, 93–98.

(See also Continuous Parametric Distributions;
Discrete Multivariate Distributions)
HARRY H. PANJER



Heckman–Meyers
Algorithm

=

The Heckman–Meyers algorithm was first published
in [3]. The algorithm is designed to solve the following specific problem. Let S be the aggregate loss
random variable [2], that is,
S = X1 + X2 + · · · + XN ,

(1)

where X1 , X2 , . . . are a sequence of independent
and identically distributed random variables, each
with a distribution function FX (x), and N is a discrete random variable with support on the nonnegative integers. Let pn = Pr(N = n), n = 0, 1, . . .. It is
assumed that FX (x) and pn are known. The problem
is to determine the distribution function of S, FS (s).
A direct formula can be obtained using the law of
total probability.
FS (s) = Pr(S ≤ s)
=

∞


∞


=

eitx fX (x) dx,

PN (t) = E(t N ) =

(3)

∞


t n pn .

(4)

n=0

It should be noted that the characteristic function is
defined for all random variables and for all values
of t. The probability function need not exist for a
particular random variable and if it does exist, may do
so only for certain values of t. With these definitions,
we have
ϕS (t) = E(eitS ) = E[eit (X1 +···+XN ) ]

Pr(S ≤ s|N = n) Pr(N = n)

= E{E[eit (X1 +···+XN ) |N ]}
 

N



= E E  eitXj |N 



Pr(X1 + · · · + Xn ≤ s)pn

n=0
∞


−∞

√
where i = −1 and the second integral applies only
when X is an absolutely continuous random variable with probability density function fX (x). The
probability generating function of a discrete random variable N (with support on the nonnegative
integers) is

n=0

=

∞

j =1

FX∗n (s)pn ,



N

 itX 
E e j
=E



(2)

n=0

where FX∗n (s) is the distribution of the n-fold
convolution of X.
Evaluation of convolutions can be difficult and
even when simple, the number of calculations
required to evaluate the sum can be extremely large.
Discussion of the convolution approach can be found
in [2, 4, 5]. There are a variety of methods available to
solve this problem. Among them are recursion [4, 5],
an alternative inversion approach [6], and simulation
[4]. A discussion comparing the Heckman–Meyers
algorithm to these methods appears at the end of this
article. Additional discussion can be found in [4].
The algorithm exploits the properties of the characteristic and probability generating functions of random variables. The characteristic function of a random variable X is
 ∞
eitx dFX (x)
ϕX (t) = E(eitX ) =
−∞

j =1

=E


N



j =1



ϕXj (t)


= E[ϕX (t)N ] = PN [ϕX (t)].

(5)

Therefore, provided the characteristic function of X
and probability function of N can be obtained, the
characteristic function of S can be obtained.
The second key result is that given a random variable’s characteristic function, the distribution function can be recovered. The formula is (e.g. [7],
p. 120)
FS (s) =

1
1
+
2 2π


0

∞

ϕS (−t)eits − ϕS (t)e−its
dt.
it
(6)
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Evaluation of the integrals can be simplified by using
Euler’s formula, eix = cos x + i sin x. Then the characteristic function can be written as
 ∞
(cos ts + i sin ts) dFS (s) = g(t) + ih(t),
ϕS (t) =
−∞

(7)
and then

1
1
+
2 2π


0

∞

[g(−t) + ih(−t)][cos(ts) + i sin(ts)]
it

[g(t) + ih(t)][cos(−ts) + i sin(−ts)]
dt
−
it
 ∞
1
g(−t) cos(ts) − h(−t) sin(ts)
1
= +
2 2π 0
it

bk with discrete probability
where b0 < b1 < · · · <
Pr(X = bk ) = u = 1 − kj =1 aj (bj − bj −1 ). Then
the characteristic function of X is easy to obtain.

h(−t) cos(ts) + g(−t) sin(ts)
t
i[g(t) cos(−ts) − h(t) sin(−ts)]
+
t
h(t) cos(−ts) + g(t) sin(−ts)
−
dt.
t

(8)

Because the result must be a real number, the coefficient of the imaginary part must be zero. Thus,

0

∞

h(−t) cos(ts) + g(−t) sin(ts)
t

h(t) cos(−ts) + g(t) sin(−ts)
−
dt.
t

k 

j =1

(9)

This seems fairly simple, except for the fact that
the required integrals can be extremely difficult to
evaluate. Heckman and Meyers provide a mechanism
for completing the process. Their idea is to replace
the actual distribution function of X with a piecewise
linear function along with the possibility of discrete

bj

aj (cos tx + i sin tx) dx

bj −1

+ u(cos tbk + i sin tbk )
k

aj
j =1

+

1
1
+
2 2π

=

=

i[h(−t) cos(ts) + g(−t) sin(ts)]
+
it
g(t) cos(−ts) − h(t) sin(−ts)
−
it
i[h(t) cos(−ts) + g(t) sin(−ts)]
−
dt
it

1
1 ∞ −i[g(−t) cos(ts) − h(−t) sin(ts)]
= +
2 2π 0
t

FS (s) =

fX (x) = aj , bj −1 ≤ x < bj , j = 1, 2, . . . , k,

ϕX (t)

FS (s)
=

probability at some high value. For the continuous
part, the density function can be written as

t

(sin tbj − sin tbj −1

− i cos tbj + i cos tbj −1 ) + u(cos tbk + i sin tbk )
=

k

aj
j =1

t

(sin tbj − sin tbj −1 ) + u cos tbk



k

aj
+i
(− cos tbj + cos tbj −1 ) + u sin tbk 
t
j =1
= g ∗ (t) + ih∗ (t).

(10)

If k is reasonably large and the constants {bi , 0 ≤
i ≤ k} astutely selected, this distribution can closely
approximate almost any model.
The next step is to obtain the probability generating function of N. For frequently used distributions, such as the Poisson and negative binomial, it
has a convenient closed form. For the Poisson distribution with mean λ,
PN (t) = eλ(t−1)

(11)

and for the negative binomial distribution with mean
rβ and variance rβ(1 + β),
PN (t) = [1 − β(t − 1)]−r .

(12)

For the Poisson distribution,
ϕS (t) = PN [g ∗ (t) + ih∗ (t)]
= exp[λg ∗ (t) + λih∗ (t) − λ]
= exp[λg ∗ (t) − λ][cos λh∗ (t) + i sin λh∗ (t)],
(13)

Heckman–Meyers Algorithm
and therefore g(t) = exp[λg ∗ (t) − λ] cos λh∗ (t) and
h(t) = exp[λg ∗ (t) − λ] sin λh∗ (t). For the negative
binomial distribution, g(t) and h(t) are obtained in a
similar manner.
With these functions in hand, (9) needs to be evaluated. Heckman and Meyers recommend numerical
evaluation of the integral using Gaussian integration.
Because the integral is over the interval from zero to
infinity, the range must be broken up into subintervals. These should be carefully selected to minimize
any effects due to the integrand being an oscillating
function. It should be noted that in (9) the argument s
appears only in the trigonometric functions while the
functions g(t) and h(t) involve only t. That means
these two functions need only to be evaluated once
at the set of points used for the numerical integration
and then the same set of points used each time a new
value of s is used.
This method has some advantages over other popular methods. They include the following:
1. Errors can be made as small as desired. Numerical integration errors can be made small and more
nodes can make the piecewise linear approximation as accurate as needed. This advantage
is shared with the recursive approach. If enough
simulations are done, that method can also reduce
error, but often the number of simulations needed
is prohibitively large.
2. The algorithm uses less computer time as the
number of expected claims increases. This is the
opposite of the recursive method, which uses
less time for smaller expected claim counts.
Together, these two methods provide an accurate and efficient method of calculating aggregate
probabilities.
3. Independent portfolios can be combined. Suppose S1 and S2 are independent aggregate models

3

as given by (1), with possibly different distributions for the X or N components, and the distribution function of S = S1 + S2 is desired. Arguing as in (5), ϕS (t) = ϕS1 (t)ϕS2 (t) and therefore
the characteristic function of S is easy to obtain.
Once again, numerical integration provides values of FS (s). Compared to other methods, relatively few additional calculations are required.
Related work has been done in the application of
inversion methods to queueing problems. A good
review can be found in [1].
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The cdf FX ∗ FY (·) is called the convolution of the
cdf’s FX (·) and FY (·). For the cdf of X + Y + Z,
it does not matter in which order we perform the
convolutions; hence we have

Individual Risk Model
Introduction
In the individual risk model, the total claims amount
on a portfolio of insurance contracts is the random
variable of interest. We want to compute, for instance,
the probability that a certain capital will be sufficient to pay these claims, or the value-at-risk at
level 95% associated with the portfolio, being the
95% quantile of its cumulative distribution function
(cdf). The aggregate claim amount is modeled as
the sum of all claims on the individual policies,
which are assumed independent. We present techniques other than convolution to obtain results in this
model. Using transforms like the moment generating function helps in some special cases. Also, we
present approximations based on fitting moments of
the distribution. The central limit theorem (CLT),
which involves fitting two moments, is not sufficiently accurate in the important right-hand tail of the
distribution. Hence, we also present two more refined
methods using three moments: the translated gamma
approximation and the normal power approximation. More details on the different techniques can be
found in [18].

Convolution
In the individual risk model, we are interested in the
distribution of the total amount S of claims on a fixed
number of n policies:
S = X1 + X2 + · · · + Xn ,

For the sum of n independent and identically distributed random variables with marginal cdf F, the
cdf is the n-fold convolution of F, which we write as
F ∗ F ∗ · · · ∗ F =: F ∗n .

(4)

Transforms
Determining the distribution of the sum of independent random variables can often be made easier by
using transforms of the cdf. The moment generating
function (mgf) is defined as
mX (t) = E[etX ].

(5)

If X and Y are independent, the convolution of cdfs
corresponds to simply multiplying the mgfs. Sometimes it is possible to recognize the mgf of a convolution and consequently identify the distribution
function.
For random variables with a heavy tail, such as
the Cauchy distribution, the mgf does not exist. The
characteristic function, however, always exists. It is
defined as follows:

(1)

where Xi , i = 1, 2, . . . , n, denotes the claim payments on policy i. Assuming that the risks Xi are
mutually independent random variables, the distribution of their sum can be calculated by making use of
convolution.
The operation convolution calculates the distribution function of X + Y from those of two independent
random variables X and Y , as follows:
FX+Y (s) = Pr[X + Y ≤ s]
 ∞
=
FY (s − x) dFX (x)

φX (t) = E[eitX ],

(2)

−∞ < t < ∞.

(6)

Note that the characteristic function is one-to-one, so
every characteristic function corresponds to exactly
one cdf.
As their name indicates, moment generating functions can be used to generate moments of random
variables. The kth moment of X equals


dk
E[X ] = k mX (t) .
dt
t=0
k

−∞

=: FX ∗ FY (s).

(FX ∗ FY ) ∗ FZ ≡ FX ∗ (FY ∗ FZ ) ≡ FX ∗ FY ∗ FZ .
(3)

(7)

A similar technique can be used for the characteristic
function.
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The probability generating function (pgf) is used
exclusively for random variables with natural numbers as values:
gX (t) = E[t X ] =

∞


t k Pr[X = k].

(8)

k=0

So, the probabilities Pr[X = k] in (8) serve as coefficients in the series expansion of the pgf.
The cumulant generating function (cgf) is convenient for calculating the third central moment; it is
defined as
κX (t) = log mX (t).

(9)

The coefficients of t k /k! for k = 1, 2, 3 are E[X],
Var[X] and E[(X − E[X])3 ]. The quantities generated
this way are the cumulants of X, and they are denoted
by κk , k = 1, 2, . . .. The skewness of a random variable X is defined as the following dimension-free
quantity:
γX =

κ3
E[(X − µ)3 ]
=
,
3
σ
σ3

(10)

with µ = E[X] and σ 2 = Var[X]. If γX > 0, large
values of X − µ are likely to occur, then the probability density function (pdf) is skewed to the right.
A negative skewness γX < 0 indicates skewness to
the left. If X is symmetrical then γX = 0, but having zero skewness is not sufficient for symmetry. For
some counterexamples, see [18].
The cumulant generating function, the probability
generating function, the characteristic function, and
the moment generating function are related to each
other through the formal relationships
κX (t) = log mX (t);

gX (t) = mX (log t);

φX (t) = mX (it).

(11)

‘large’ formally and moreover this approximation is
usually not satisfactory for the insurance practice,
where especially in the tails, there is a need for more
refined approximations that explicitly recognize the
substantial probability of large claims. More technically, the third central moment of S is usually greater
than 0, while for the normal distribution it equals 0.
As an alternative for the CLT, we give two
more refined approximations: the translated gamma
approximation and the normal power (NP) approximation. In numerical examples, these approximations
turn out to be much more accurate than the CLT
approximation, while their respective inaccuracies are
comparable, and are minor compared to the errors that
result from the lack of precision in the estimates of
the first three moments that are involved.

Translated Gamma Approximation
Most total claim distributions have roughly the same
shape as the gamma distribution: skewed to the right
(γ > 0), a nonnegative range, and unimodal. Besides
the usual parameters α and β, we add a third degree
of freedom by allowing a shift over a distance x0 .
Hence, we approximate the cdf of S by the cdf of
Z + x0 , where Z ∼ gamma(α, β). We choose α, β,
and x0 in such a way that the approximating random
variable has the same first three moments as S.
The translated gamma approximation can then be
formulated as follows:
FS (s) ≈ G(s − x0 ; α, β), where
 x
1
y α−1 β α e−βy dy,
G(x; α, β) =
(α) 0
x ≥ 0.

(12)

Here G(x; α, β) is the gamma cdf. To ensure that α,
β, and x0 are chosen such that the first three moments
agree, hence µ = x0 + βα , σ 2 = βα2 , and γ = √2α , they
must satisfy

Approximations
A totally different approach is to approximate the distribution of S. If we consider S as the sum of a ‘large’
number of random variables, we could, by virtue of
the Central Limit Theorem, approximate its distribution by a normal distribution with the same mean
and variance as S. It is difficult however to define

α=

4
,
γ2

β=

2
γσ

and

x0 = µ −

2σ
.
γ

(13)

For this approximation to work, the skewness γ has
to be strictly positive. In the limit γ ↓ 0, the normal
approximation appears. Note that if the first three
moments of the cdf F (·) are the same as those of

3

Individual Risk Model
G(·), by partial integration it can be shown that the
∞
same holds for 0 x j [1 − F (x)] dx, j = 0, 1, 2. This
leaves little room for these cdf’s to be very different
from each other.
Note that if Y ∼ gamma(α, β) with α ≥ 14 , then
√
√
roughly 4βY − 4α − 1 ∼ N(0, 1). For the translated gamma approximation for S, this yields

γ
S−µ
≤ y + (y 2 − 1)
Pr 
σ
8

− y 1 −


γ2
 ≈ (y).
1−
16

(14)

Xi be the claim amount of policy i, i = 1, . . . , n
and let the claim probability of policy i be given
by Pr[Xi > 0] = qi = 1 − pi . It is assumed that for
each i, 0 < qi < 1 and that the claim amounts of
the individual policies are integral multiples of some
convenient monetary unit, so that for each i the
severity distribution gi (x) = Pr[Xi = x | Xi > 0] is
defined for x = 1, 2, . . ..
The probability that the aggregate claims S equal
s, that is, Pr[S = s], is denoted by p(s). We assume
that the claim amounts of the policies are mutually
independent. An exact recursion for the individual
risk model is derived in [12]:
1
vi (s),
s i=1
n

The right-hand side of the inequality is written as
y plus a correction to compensate for the skewness
of S. If the skewness tends to zero, both correction
terms in (14) vanish.

NP Approximation
The normal power approximation is very similar
to (14). The correction term has a simpler form, and
it is slightly larger. It can be obtained by the use of
certain expansions for the cdf.
If E[S] = µ, Var[S] = σ 2 and γS = γ , then, for
s ≥ 1,


γ 2
S−µ
(15)
Pr
≤ s + (s − 1) ≈ (s)
σ
6
or, equivalently, for x ≥ 1,



S−µ
6x
9
3
.
Pr
+
≤x ≈
+1−
σ
γ2
γ
γ


(16)
The latter formula can be used to approximate the cdf
of S, the former produces approximate quantiles. If
s < 1 (or x < 1), then the correction term is negative,
which implies that the CLT gives more conservative
results.

Recursions
Another alternative to the technique of convolution
is recursions. Consider a portfolio of n policies. Let

p(s) =

s = 1, 2, . . .

(17)


with initial value given by p(0) = ni=1 pi and where
the coefficients vi (s) are determined by
vi (s) =

s
qi 
gi (x)[xp(s − x) − vi (s − x)],
pi x=1

s = 1, 2, . . .

(18)

and vi (s) = 0 otherwise.
Other exact and approximate recursions have been
derived for the individual risk model, see [8].
A common approximation for the individual risk
model is to replace the distribution of the claim
amounts of each policy by a compound Poisson
distribution with parameter λi and severity distribution hi . From the independence assumption, it
follows that the aggregate claim S is then approximated by a compound Poisson distribution with
parameter
n

λi
(19)
λ=
i=1

and severity distribution h given by
n


h(y) =

λi hi (y)

i=1

λ

,

y = 1, 2, . . . ,

(20)

see, for example, [5, 14, 16]. Denoting the approximation for f (x) by g cP (x) in this particular case, we
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find from Panjer [21] (see Sundt and Jewell Class
of Distributions) that the approximated probabilities
can be computed from the recursion
g cP(x) =

1
x

for

x

y=1

y

n


λi hi (y)g cp (x − y)
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Integrated Tail
Distribution

and more generally,
 ∞
(y − x)k dFn (x)
x

Let X0 be a nonnegative random variable with distribution function (df) F0 (x). Also, for k = 1, 2, . . .,
denote the kth moment of X0 by p0,k = E(X0k ), if it
exists. The integrated tail distribution of X0 or F0 (x)
is a continuous distribution on [0, ∞) such that its
density is given by
f1 (x) =

F 0 (x)
,
p0,1

x > 0,

(1)

where F 0 (x) = 1 − F0 (x). For convenience, we write
F (x) = 1 − F (x) for a df F (x) throughout this article. The integrated tail distribution is often called the
(first order) equilibrium distribution. Let X1 be a nonnegative random variable with density (1). It is easy
to verify that the kth moment of X1 exists if the
(k + 1)st moment of X0 exists and
p1,k =

p0,k+1
,
(k + 1)p0,1

(2)


=

1
p0,n

(3)

We may now define higher-order equilibrium distributions in a similar manner. For n = 2, 3, . . ., the
density of the nth order equilibrium distribution of
F0 (x) is defined by
fn (x) =

F n−1 (x)
,
pn−1,1

x > 0,

(4)

where Fn−1 (x) is the df of the (n −
1)st order equi∞
librium distribution and pn−1,1 = 0 F n−1 (x)dx is
the corresponding mean assuming that it exists. In
other words, Fn (x) is the integrated tail distribution
of Fn−1 (x). We again denote by Xn a nonnegative
random variable with df Fn (x) and pn,k = E(Xnk ). It
can be shown that
 ∞
1
F n (x) =
(y − x)n dF0 (y),
(5)
p0,n x

x

∞

 

n+k
(y − x)n+k dF0 (y)
,
k
(6)

The latter leads immediately to the following moment
property:

 

p0,n+k
n+k
pn,k =
.
(7)
k
p0,n
Furthermore, the higher-order equilibrium distributions are used in a probabilistic version of the Taylor
expansion, which is referred to as the Massey–Whitt
expansion [18]. Let h(u) be a n-times differentiable
real function such that (i) the nth derivative h(n)
is Riemann integrable on [t, t + x] for all x > 0;
(ii) p0,n exists; and (iii) E{h(k) (t + Xk )} < ∞, for
k = 0, 1, . . . , n. Then, E{|h(t + X0 )|} < ∞ and
E{h(t + X0 )} =

n−1

p0,k
k=0

where p1,k = E(X1k ). Furthermore, if f˜0 (z) =
E(e−zX0 ) and f˜1 (z) = E(e−zX1 ) are the Laplace–
Stieltjes transforms of F0 (x) and F1 (x), then
1 − f˜0 (z)
f˜1 (z) =
.
p0,1 z



+

k!

h(k) (t)

p0,n
E{h(n) (t + Xn )},
n!

(8)

for n = 1, 2, . . .. In particular, if h(y) = e−zy and
t = 0, we obtain an analytical relationship between
the Laplace–Stieltjes transforms of F0 (x) and Fn (x)
f˜0 (z) =

n−1

p0,k k
p0,n n ˜
z + (−1)n
z fn (z), (9)
(−1)k
k!
n!
k=0

where f˜n (z) = E(e−zXn ) is the Laplace–Stieltjes
transform of Fn (x). The above and other related
results can be found in [13, 17, 18].
The integrated tail distribution also plays a role
in classifying probability distributions because of
its connection with the reliability properties of the
distributions and, in particular, with properties involving their failure rates and mean residual lifetimes.
For simplicity, we assume that X0 is a continuous
random variable with density f0 (x) (Xn , n ≥ 1, are
already continuous by definition). For n = 0, 1, . . .,
define
fn (x)
,
x > 0.
(10)
rn (x) =
F n (x)
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The function rn (x) is called the failure rate or hazard
rate of Xn . In the actuarial context, r0 (x) is called the
force of mortality when X0 represents the age-untildeath of a newborn. Obviously, we have
x
−
r (u) du
F n (x) = e 0 n
.
(11)
The mean residual lifetime of Xn is defined as
 ∞
1
F n (y) dy.
en (x) = E{Xn − x|Xn > x} =
F n (x) x
(12)
The mean residual lifetime e0 (x) is also called the
complete expectation of life in the survival analysis
context and the mean excess loss in the loss modeling
context. It follows from (12) that for n = 0, 1, . . .,
en (x) =

1
.
rn+1 (x)

(13)

Probability distributions can now be classified based
on these functions, but in this article, we only discuss
the classification for n = 0 and 1. The distribution
F0 (x) has increasing failure rate (IFR) if r0 (x) is nondecreasing, and likewise, it has decreasing failure rate
(DFR) if r0 (x) is nonincreasing. The definitions of
IFR and DRF can be generalized to distributions that
are not continuous [1]. The exponential distribution
is both IFR and DFR. Generally speaking, an IFR
distribution has a thinner right tail than a comparable
exponential distribution and a DFR distribution has a
thicker right tail than a comparable exponential distribution. The distribution F0 (x) has increasing mean
residual lifetime (IMRL) if e0 (x) is nondecreasing
and it has decreasing mean residual lifetime (DMRL)
if e0 (x) is nonincreasing. Identity (13) implies that a
distribution is IMRL (DMRL) if and only if its integrated tail distribution is DFR (IFR). Furthermore,
it can be shown that IFR implies DMRL and DFR
implies IMRL. Some other classes of distributions,
which are related to the integrated tail distribution are
the new worse than used in convex ordering (NWUC)
class and the new better than used in convex ordering
(NBUC) class, and the new worse than used in expectation (NWUE) class and the new better than used in
expectation (NBUE) class. The distribution F0 (x) is
NWUC (NBUC) if for all x ≥ 0 and y ≥ 0,
F 1 (x + y) ≥ (≤)F 1 (x)F 0 (y).

The implication relationships among these classes are
given in the following diagram:
DFR(IFR) ⇒ IMRL(DMRL) ⇒ NWUC (NBUC )
⇒ NWUE (NBUE )
For comprehensive discussions on these classes and
extensions, see [1, 2, 4, 6–9, 11, 19].
The integrated tail distribution and distribution
classifications have many applications in actuarial
science and insurance risk theory, in particular. In
the compound Poisson risk model, the distribution
of a drop below the initial surplus is the integrated
tail distribution of the individual claim amount as
shown in ruin theory. Furthermore, if the individual claim amount distribution is slowly varying [3],
the probability of ruin associated with the compound
Poisson risk model is asymptotically proportional
to the tail of the integrated tail distribution as follows from the Cramér–Lundberg Condition and
Estimate and the references given there. Ruin estimation can often be improved when the reliability
properties of the individual claim amount distribution
and/or the number of claims distribution are utilized.
Results on this topic can be found in [10, 13, 15, 17,
20, 23]. Distribution classifications are also powerful tools for insurance aggregate claim/compound
distribution models. Analysis of the claim number process and the claim size distribution in an
aggregate claim model, based on reliability properties, enables one to refine and improve the classical
results [12, 16, 21, 25, 26]. There are also applications
in stop-loss insurance, as Formula (6) implies that
the higher-order equilibrium distributions are useful
for evaluating this type of insurance. If X0 represents
the amount of an insurance loss, the integral in (6) is
in fact the nth moment of the stop-loss insurance on
X0 with a deductible of x (the first stop-loss moment
is called the stop-loss premium. This, thus allows for
analysis of the stop-loss moments based on reliability
properties of the loss distribution. Some recent results
in this area can be found in [5, 14, 22, 24] and the
references therein.
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Large Deviations
Introduction
Large deviations theory provides estimates for the
probabilities of rare events. In a narrow sense, it
gives refinements for the laws of large numbers. We
illustrate the viewpoint by means of an example.
Let ξ, ξ1 , ξ2 , . . . be independent and identically
distributed random variables. Assume that the expectation E(ξ ) exists, and let x > E(ξ ) be fixed. Write
Yn = ξ1 + · · · + ξn for n ∈ N. A typical event of
interest in large deviations theory is {Yn /n ≥ x}, for
large n. The law of large numbers tells us that the
probability of the event tends to zero when n tends
to infinity. Large deviations theory states that


Yn
P
(1)
≥ x = e−n(I (x)+o(1))
n
where I (x) ∈ [0, ∞] can be specified and o(1) tends
to zero when n tends to infinity. Suppose that I (x) is
positive and finite. Then, (1) shows that P(Yn /n ≥ x)
tends to zero exponentially fast and that I (x) is the
rate of convergence.
A basic problem in large deviations theory is
finding out rates like I (x), above, for sequences of
random variables, or actually, for general sequences
of distributions. The theory has an interesting internal
structure that provides tools for analyzing rare events.
We refer to [4, 17] for wide descriptions of these
topics.
The scope of this article is in the exponential
estimates for probabilities similar to (1). If the distribution of ξ is heavy tailed, then one can often obtain
more accurate information by means of nonexponential estimates.

Connections with Insurance Problems
Tails of distributions and small probabilities are of
interest in insurance applications. In the example
given in the Introduction, we may interpret n as
the number of policy holders in the portfolio of an
insurance company and ξi as the total claim amount
of the policy holder i in a given year. Estimate (1)
then gives information about the right tail of the total
claim amount of the company. The asymptotic nature
of the estimate presupposes a big portfolio.

Another application of (1) can be found in ruin
theory. We then interpret Yn as the accumulated net
payout of an insurance company in the years 1, . . . , n.
Let U0 be the initial capital of the company. The time
of ruin is defined by

T =

inf{n ≥ 1 | Yn > U0 }
+∞ if Yn ≤ U0 for each n.

(2)

We consider the infinite time ruin probability P(T <
∞). By writing
{T < ∞} =

∞


{Yn > U0 },

(3)

n=1

one can expect that estimates like (1) could be used to
approximate the probability for large U0 . In fact, large
deviations theory leads to the asymptotic estimate
P(T < ∞) = e−U0 (R+o(1))

(4)

when U0 tends to infinity. The parameter R is known
as the Lundberg exponent. We note that the classical
Cramér–Lundberg approximation gives a sharper
result [3]. Large deviations theory provides further
insight into the ruin event by means of sample path
descriptions. It also applies to general models for the
net payouts [8, 10, 12, 13].

Large Deviations for Sequences of
Random Vectors
Let X1 , X2 , . . . be random vectors taking values in
the euclidean space Rd . We consider in this section,
large deviations associated with the sequence {Xn }.
To simplify notations, we assume that all the vectors
are defined on the same probability space (, S, P).
The large deviations principle is a basic concept of
large deviations theory. It gives exponential estimates
for a big collection of probabilities.
Definition 1 A function, I : Rd → [0, ∞], is a rate
function if it is lower semicontinuous. The sequence
{Xn } satisfies the large deviations principle with the
rate function I if
lim sup n−1 log P(Xn ∈ F ) ≤ − inf{I (x) | x ∈ F }
n→∞

(5)
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for every closed set F ⊆ Rd and
lim inf n−1 log P(Xn ∈ G) ≥ − inf{I (x) | x ∈ G}
n→∞

(6)
for every open set G ⊆ Rd .

Classes of Large Deviations Principles
We present in this subsection sufficient conditions for
the existence of the large deviations principle. The
rate function will also be identified. It is convenient
to start with a sequence {Yn } of random vectors taking
values in Rd and write Xn = Yn /n for n ∈ N.
We begin with some preliminary considerations.
Define the function : Rd → R ∪ {±∞} by
(λ) = lim sup n−1 log E{eλ,Yn }

(7)

n→∞

where · , · denotes the euclidean inner product. Let
D be the effective domain of , that is,
D = {λ ∈ R | (λ) < ∞}.
d

(8)

°

Denote by D the interior of D. The Fenchel–Legendre transform ∗ of  is defined by
∗ (x) = sup{λ, x − (λ) | λ ∈ Rd }

(9)

for x ∈ Rd .
Cramér’s theorem is viewed as the historical
starting point of large deviations theory. It deals
with the case in which {Yn } is a random walk.
The sequence on the right hand side of (7) does
not depend on n in this case and  is simply the
logarithm of the moment generating function of Y1 .
Theorem 1 (Cramér’s theorem) Let {Yn } be a ran°
dom walk in Rd . Assume that 0 ∈ D. Then, {Xn }
satisfies the large deviations principle with the rate
function ∗ .
There are some useful refinements of Theorem 1
available. The large deviations principle of the theorem
is satisfied for every one-dimensional random walk,
°
that is, it is not needed that 0 ∈ D. Lower bounds (6)
are satisfied with I = ∗ , for every multidimensional
°
random walk, too. Upper bounds may fail if 0 ∈ D. We
refer to [1, 2, 4, 5] for the background.
We next consider an extension of Cramér’s
theorem, by allowing dependence for the increments

of the process {Yn }. Recall that  is essentially
°
°
smooth if D is nonempty,  is differentiable on D
and | ∇(λi ) | tends to infinity for every sequence
°
{λi } ⊆ D, tending to a boundary point of D. In particular,  is essentially smooth if D = Rd and  is
differentiable everywhere.
Theorem 2 (Gärtner–Ellis theorem) Assume that
°
0 ∈ D and that  is essentially smooth. Suppose
°
that (7) holds as the limit for every λ ∈ D. Then {Xn }
satisfies the large deviations principle with the rate
function ∗ .
The development and the proof of Theorem 2 can
be found in [4, 6, 7, 14]. To apply the theorem, one
has to find out the function  and study its properties.
This can be done case by case, but there are also
general results available concerning the matter. A
basic example is given in [9] in which Markovian
dependence is considered.

General Properties of the Large Deviations
Principle
We illustrate in this subsection the structure of
the theory by means of two theorems. Specifically,
we consider transformations of the large deviations
principles and relate exponential rates to expectations.
Further general properties can be found in [4].
Let {Xn } be as at the beginning of the section
‘Large Deviations for Sequences of Random Vectors’.
We assume that {Xn } satisfies the large deviations
principle with the rate function I.
Theorem 3 (Contraction principle) Let f : Rd →
Rd be a continuous function. Define the function
J : Rd → [0, ∞] by
J (y) = inf{I (x) | x ∈ Rd , f (x) = y}

(10)

(by convention, the infimum over the empty set is
+∞). If J is lower semicontinuous, then {f (Xn )}
satisfies the large deviations principle with the rate
function J.
We refer to [4, 17] for the proof and for extensions
of the theorem. We note that if J is not lower semicontinuous, then, {f (Xn )} still satisfies the large deviations principle. The rate function is the lower semicontinuous hull of J, namely, the biggest lower semicontinuous function that is majorized by J [4, 15].

Large Deviations
In addition to the probabilities, it is often necessary
to consider expectations associated with {Xn }. The
second result deals with this question.
Theorem 4 (Varadhan’s integral lemma) Let f :
Rd → R be a continuous function. Assume that
lim lim sup n−1 log E{enf (Xn )

M→∞ n→∞

× 1(f (Xn ) ≥ M)} = −∞.

(11)

Then
lim n−1 log E{enf (Xn ) } = sup{f (x)

n→∞

− I (x) | x ∈ Rd }.

(12)

A useful sufficient condition for (11) is that
lim sup n−1 log E{eγ nf (Xn ) } < ∞

(13)

n→∞

for some γ > 1. We refer to [4, 17] for the proofs.

Large Deviations in Abstract Spaces
The concept of the large deviations principle can be
generalized to deal with abstract spaces. We state
here a direct extension of the definition in the section
‘Large Deviations for Sequences of Random Vectors’
and give an illustrative example.
Let (X, τ ) be an arbitrary topological space
and BX the sigma-algebra on X generated by the
open sets. Let (, S, P) be a probability space and
Xn : (, S) → (X, BX ) a measurable map for n =
1, 2, . . .. Then definition 1 applies to the sequence
{Xn }. The rate function is now defined on X and the
open and closed sets correspond to the topology τ .
All the results that are described in the section ’Large
Deviations for Sequences for Sequences of Random
Vectors’ have counterparts in general spaces [4].
Abstract considerations are interesting from the
theoretical point of view but they are sometimes concrete enough for a direct applied use. This should be
the case in the Mogulskii theorem where sample path
results are given. A further useful example is stated in
Sanov’s theorem where empirical measures are studied. We refer to [4, 11, 16] for more information.
We illustrate the abstract setting by means of a
sample path result. Let Y1 , Y2 , . . . be a random walk
in R and Y0 ≡ 0. For n ∈ N, define the continuoustime process Xn = {Xn (t) | t ∈ [0, 1]} by
Y[nt]
Xn (t) =
(14)
n

3

(we denote by [a] the integer part of a ≥ 0). The
sample paths of Xn give information on the whole
history of the underlying random walk because they
attain Yk /n for every k = 1, . . . , n.
We take X = L∞ ([0, 1]), the set of all bounded
real valued functions on [0,1], and let τ correspond
to the supremum norm on X. The sample paths of
Xn can be regarded as elements of X. Let  and
∗ be as in the section ‘Classes of Large Deviations
Principles’. Define the rate function I on X by
 1


∗ (x (t)) dt if x(0) = 0
0
I (x) =
(15)

 and x is absolutely continuous
+ ∞ otherwise.
Theorem 5 (Mogulskii theorem) Assume that (λ)
is finite for every λ ∈ R. Then, {Xn } satisfies the large
deviations principle with the rate function I of (15).
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Lundberg
Approximations,
Generalized

An exponential upper bound for FS (x) can also be
derived. It can be shown (e.g. [13]) that
FS (x) ≤ e−κx ,

Consider the random sum
S = X1 + X2 + · · · + XN ,

(1)

where N is a counting random variable with probability function
qn = Pr{N = n} and survival func
tion an = ∞
j =n+1 qj , n = 0, 1, 2, . . ., and {Xn , n =
1, 2, . . .} a sequence of independent and identically
distributed positive random variables (also independent of N ) with common distribution function P (x)
(for notational simplicity, we use X to represent any
Xn hereafter, that is, X has the distribution function
P (x)). The distribution of S is referred to as a compound distribution.
Let FS (x) be the distribution function of S and
FS (x) = 1 − FS (x) the survival function. If the random variable N has a geometric distribution with
parameter 0 < φ < 1, that is, qn = (1 − φ)φ n , n =
0, 1, . . ., then FS (x) satisfies the following defective
renewal equation:
 x
FS (x) = φ
FS (x − y) dP (y) + φP (x). (2)
0

Assume that P (x) is light-tailed, that is, there is
κ > 0 such that
 ∞
1
eκy dP (y) = .
(3)
φ
0
It follows from the Key Renewal Theorem (e.g.
see [7]) that if X is nonarithmetic or nonlattice, we
have
FS (x) ∼ Ce−κx ,
with
C=

x → ∞,

assuming that E{XeκX } exists. The notation a(x) ∼
b(x) means that a(x)/b(x) → 1 as x → ∞. In
the ruin context, the equation (3) is referred to
as the Lundberg fundamental equation, κ the
adjustment coefficient, and the asymptotic result (4)
the Cramér–Lundberg estimate or approximation.

(5)

The inequality (5) is referred to as the Lundberg
inequality or bound in ruin theory.
The Cramér–Lundberg approximation can be
extended to more general compound distributions.
Suppose that the probability function of N satisfies
qn ∼ C(n)nγ φ n ,

n → ∞,

(6)

where C(n) is a slowly varying function. The condition (6) holds for the negative binomial distribution and many mixed Poisson distributions (e.g. [4]).
If (6) is satisfied and X is nonarithmetic, then
FS (x) ∼

C(x)
x γ e−κx ,
κ[φE{XeκX }]γ +1

x → ∞.
(7)

See [2] for the derivation of (7). The right-hand side
of the expression in (7) may be used as an approximation for the compound distribution, especially
for large values of x. Similar asymptotic results for
medium and heavy-tailed distributions (i.e. the condition (3) is violated) are available.
Asymptotic-based approximations such as (4)
often yield less satisfactory results for small values of
x. In this situation, we may consider a combination of
two exponential tails known as Tijm’s approximation.
Suppose that the distribution of N is asymptotically
geometric, that is,
qn ∼ Lφ n ,

n → ∞.

(8)

for some positive constant L, and an ≤ a0 φ n for
n ≥ 0. It follows from (7) that
FS (x) ∼

(4)

1−φ
,
κφE{XeκX }

x ≥ 0.

L
e−κx =: CL e−κx ,
κφE{XeκX }

x → ∞.
(9)

When FS (x) is not an exponential tail (otherwise, it
reduces to a trivial case), define Tijm’s approximation
([9], Chapter 4) to FS (x) as
T (x) = (a0 − CL ) e−µx + CL e−κx ,

x ≥ 0.
(10)

where
µ=

(a0 − CL )κ
κE(S) − CL
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Thus, T (0) = FS (0) = a0 and the distribution with
the survival function T (x) has the same mean as
that of S, provided µ > 0. Furthermore, [11] shows
that if X is nonarithmetic and is new worse than
used in convex ordering (NWUC) or new better
than used in convex ordering (NBUC) (see reliability
classifications), we have µ > κ. Also see [15], Chapter 8. Therefore, Tijm’s approximation (10) exhibits
the same asymptotic behavior as FS (x). Matching the
three quantities, the mass at zero, the mean, and the
asymptotics will result in a better approximation in
general.
We now turn to generalizations of the Lundberg
bound. Assume that the distribution of N satisfies
an+1 ≤ φan ,

n = 0, 1, 2, . . . .

(11)

Many commonly used counting distributions for N
in actuarial science satisfy the condition (11). For
instance, the distributions in the (a, b, 1) class, which
include the Poisson distribution, the binomial distribution, the negative binomial distribution, and their
zero-modified versions, satisfy this condition (see
Sundt and Jewell Class of Distributions). Further
assume that
 ∞

−1
1
B(y)
dP (y) = ,
(12)
φ
0
where B(y), B(0) = 1 is the survival function of
a new worse than used (NWU) distribution (see
again reliability classifications). Condition (12) is a
generalization of (3) as the exponential distribution
is NWU. Another important NWU distribution is the
Pareto distribution with B(y) = 1/(1 + κy)α , where
κ is chosen to satisfy (12). Given the conditions (11)
and (12), we have the following upper bound:
FS (x) ≤

a0
B(x − z)P (z)
.
sup  ∞
φ 0≤z≤x z {B(y)}−1 dP (y)

(13)

The above result is due to Cai and Garrido (see [1]).
Slightly weaker bounds are given in [6, 10], and a
more general bound is given in [15], Chapter 4.
If B(y) = e−κy is chosen, an exponential bound is
obtained:
FS (x) ≤

a0
eκz P (z)
e−κx .
sup  ∞ κy
φ 0≤z≤x z e dP (y)

one. A similar exponential bound is obtained in [8]
in terms of ruin probabilities. In that context, P (x)
in (13) is the integrated tail distribution of the
claim size distribution of the compound Poisson risk
process. Other exponential bounds for ruin probabilities can be found in [3, 5]. The result (13) is
of practical importance, as not only can it apply
to light-tailed distributions but also to heavy- and
medium-tailed distributions. If P (x) is heavy tailed,
we may use a Pareto tail given earlier for B(x). For
a medium-tailed distribution, the product of an exponential tail and a Pareto tail will be a proper choice
since the NWU property is preserved under tail multiplication (see [14]).
Several simplified forms of (13) are useful as they
provide simple bounds for compound distributions. It
is easy to see that (13) implies
(15)

FS (x) ≤ a0 B(x).

(16)

If P (x) is NWUC,

an improvement of (15). Note that an equality is
achieved at zero. If P (x) is NWU,
FS (x) ≤ a0 {P (x)}1−φ .

(17)

For the derivation of these bounds and their generalizations and refinements, see [6, 10, 13–15].
Finally, NWU tail-based bounds can also be used
for the solution of more general defective renewal
equations, when the last term in (2) is replaced by
an arbitrary function, see [12]. Since many functions
of interest in risk theory can be expressed as the
solution of defective renewal equations, these bounds
provide useful information about the behavior of the
functions.
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Lundberg Inequality for
Ruin Probability
Harald Cramér [9] stated that Filip Lundberg’s
works on risk theory were all written at a time when
no general theory of stochastic processes existed, and
when collective reinsurance methods, in the present
day sense of the word, were entirely unknown to
insurance companies. In both respects, his ideas were
far ahead of his time, and his works deserve to be generally recognized as pioneering works of fundamental
importance.
The Lundberg inequality is one of the most important results in risk theory. Lundberg’s work (see [26])
was not mathematically rigorous. Cramér [7, 8] provided a rigorous mathematical proof of the Lundberg inequality. Nowadays, preferred methods in
ruin theory are renewal theory and the martingale
method. The former emerged from the work of Feller
(see [15, 16]) and the latter came from that of Gerber
(see [18, 19]).
In the following text we briefly summarize some
important results and developments in the Lundberg
inequality.

Continuous-time Models
The most commonly used model in risk theory is the
compound Poisson model: Let {U (t); t ≥ 0} denote
the surplus process that measures the surplus of the
portfolio at time t, and let U (0) = u be the initial
surplus. The surplus at time t can be written as
U (t) = u + ct − S(t)

(1)

where c > 0 
is a constant that represents the premium
rate, S(t) = N(t)
i=1 Xi is the claim process, {N (t); t ≥
0} is the number of claims up to time t. We assume
that {X1 , X2 , . . .} are independent and identically
distributed (i.i.d.) random variables with the same
distribution F (x) and are independent of {N (t); t ≥
0}. We further assume that N (t) is a homogeneous
Poisson process with intensity λ. Let µ = E[X1 ] and
c = λµ(1 + θ). We usually assume θ > 0 and θ is
called the safety loading (or relative security loading).
Define
ψ(u) = P {T < ∞|U (0) = u}

(2)

as the probability of ruin with initial surplus u, where
T = inf{t ≥ 0: U (t) < 0} is called the time of ruin.
The main results of ruin probability for the classical risk model came from the work of Lundberg [27]
and Cramér [7], and the general ideas that underlie
the collective risk theory go back as far as Lundberg [26]. Write X as the generic random variable of
{Xi , i ≥ 1}. If we assume that the moment generating
function of the claim random variable X exists, then
the following equation in r
1 + (1 + θ)µr = E[erX ]

(3)

has a positive solution. Let R denote this positive
solution. R is called the adjustment coefficient (or
the Lundberg exponent), and we have the following
well-known Lundberg inequality
ψ(u) ≤ e−Ru .

(4)

As in many fundamental results, there are versions
of varying complexity for this inequality. In general, it is difficult or even impossible to obtain a
closed-form expression for the ruin probability. This
renders inequality (4) important. When F (x) is an
exponential distribution function, ψ(u) has a closedform expression


1
θu
ψ(u) =
exp −
.
(5)
1+θ
µ(1 + θ)
Some other cases in which the ruin probability can
have a closed-form expression are mixtures of exponential and phase-type distribution. For details, see
Rolski et al. [32]. If the initial surplus is zero, then
we also have a closed form expression for the ruin
probability that is independent of the claim size
distribution:
1
λµ
=
.
(6)
ψ(0) =
c
1+θ
Many people have tried to tighten inequality (4)
and generalize the model. Willmot and Lin [36]
obtained Lundberg-type bounds on the tail probability of random sum. Extensions of this paper,
yielding nonexponential as well as lower bounds,
and many other related results are found in [37].
Recently, many different models have been proposed
in ruin theory: for example, the compound binomial
model (see [33]). Sparre Andersen [2] proposed a
renewal insurance risk model. Lundberg-type bounds
for the renewal model are similar to the classical case
(see [4, 32] for details).
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Discrete Time Models

probability. In this case, two types of ruin can be
considered.

Let the surplus of an insurance company at the end
of the nth time period be denoted by Un . Let Xn be
the premium that is received at the beginning of the
nth time period, and Yn be the claim that is paid at
the end of the nth time period. The insurance risk
model can then be written as
Un = u +

n

(Xk − Yk )

(7)

k=1

where u is the initial surplus. Let T = min{n; Un <
0} be the time of ruin, and we denote
ψ(u) = P {T < ∞}

(8)

as the ruin probability. Assume that Xn = c, µ =
E[Y1 ] < c and that the moment generating function
of Y exists, and equation
 
(9)
e−cr E erY = 1
has a positive solution. Let R denote this positive
solution. Similar to the compound Poisson model, we
have the following Lundberg-type inequality:
ψ(u) ≤ e−Ru .

(10)

For a detailed discussion of the basic ruin theory
problems of this model, see Bowers et al. [6].
Willmot [35] considered model (7) and obtained
Lundberg-type upper bounds and nonexponential
upper bounds. Yang [38] extended Willmot’s results
to a model with a constant interest rate.

ψ(u) = ψd (u) + ψs (u).

(12)

Here ψd (u) is the probability of ruin that is caused
by oscillation and the surplus at the time of ruin is
0, and ψs (u) is the probability that ruin is caused by
a claim and the surplus at the time of ruin is negative. Dufresne and Gerber [13] obtained a Lundbergtype inequality for the ruin probability. Furrer and
Schmidli [17] obtained Lundberg-type inequalities
for a diffusion perturbed renewal model and a diffusion perturbed Cox model.
Asmussen [3] used a Markov-modulated random process to model the surplus of an insurance
company. Under this model, the systems are subject to jumps or switches in regime episodes, across
which the behavior of the corresponding dynamic
systems are markedly different. To model such a
regime change, Asmussen used a continuous-time
Markov chain and obtained the Lundberg type upper
bound for ruin probability (see [3, 4]).
Recently, point processes and piecewise-deterministic Markov processes have been used as insurance risk models. A special point process model is
the Cox process. For detailed treatment of ruin probability under the Cox model, see [23]. For related
work, see, for example [10, 28]. Various dependent
risk models have also become very popular recently,
but we will not discuss them here.

Finite Time Horizon Ruin Probability
Diffusion Perturbed Models, Markovian
Environment Models, and Point Process
Models
Dufresne and Gerber [13] considered an insurance
risk model in which a diffusion process is added
to the compound Poisson process.
U (t) = u + ct − S(t) + Bt

(11)

where u isthe initial surplus, c is the premium
rate, St = N(t)
i=1 Xi , Xi denotes the i th claim size,
N (t) is the Poisson process and Bt is a Brownian motion. Let T = inf{t: U (t) ≤ 0} be the time of
t≥0

ruin (T = ∞ if U (t) > 0 for all t ≥ 0). Let φ(u) =
P {T = ∞|U (0) = u} be the ultimate survival probability, and ψ(u) = 1 − φ(u) be the ultimate ruin

It is well known that ruin probability for a finite time
horizon is much more difficult to deal with than ruin
probability for an infinite time horizon. For a given
insurance risk model, we can consider the following
finite time horizon ruin probability:
ψ(u; t0 ) = P {T ≤ t0 |U (0) = u}

(13)

where u is the initial surplus, T is the time of ruin,
as before, and t0 > 0 is a constant. It is obvious
that any upper bound for ψ(u) will be an upper
bound for ψ(u, t0 ) for any t0 > 0. The problem is
to find a better upper bound. Amsler [1] obtained
the Lundberg inequality for finite time horizon ruin
probability in some cases. Picard and Lefèvre [31]
obtained expressions for the finite time horizon ruin
probability. Ignatov and Kaishev [24] studied the
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Picard and Lefèvre [31] model and derived twosided bounds for finite time horizon ruin probability.
Grandell [23] derived Lundberg inequalities for finite
time horizon ruin probability in a Cox model with
Markovian intensities. Embrechts et al. [14] extended
the results of [23] by using a martingale approach,
and obtained Lundberg inequalities for finite time
horizon ruin probability in the Cox process case.

In the classical risk theory, it is often assumed that
there is no investment income. However, as we
know, a large portion of the surplus of insurance
companies comes from investment income. In recent
years, some papers have incorporated deterministic
interest rate models in the risk theory. Sundt and
Teugels [34] considered a compound Poisson model
with a constant force of interest. Let Uδ (t) denote the
value of the surplus at time t. Uδ (t) is given by
(14)

where c is a constant denoting the premium rate and
δ is the force of interest,
S(t) =

N(t)


Xj .

(15)

j =1

As before, N (t) denotes the number of claims that
occur in an insurance portfolio in the time interval
(0, t] and is a homogeneous Poisson process with
intensity λ, and Xi denotes the amount of the i th
claim.
Let ψδ (u) denote the ultimate ruin probability with
initial surplus u. That is
ψδ (u) = P {T < ∞|Uδ (0) = u}

investment income, they obtained a Lundberg-type
inequality. Paulsen [29] provided a very good survey
of this area. Kalashnikov and Norberg [25] assumed
that the surplus of an insurance business is invested
in a risky asset, and obtained upper and lower bounds
for the ruin probability.

Related Problems (Surplus Distribution
before and after Ruin, and Time of Ruin
Distribution, etc.)

Insurance Risk Model with Investment
Income

dUδ (t) = c dt + Uδ (t) δ dt − dS(t),

3

(16)

where T = inf{t; Uδ (t) < 0} is the time of ruin. By
using techniques that are similar to those used in dealing with the classical model, Sundt and Teugels [34]
obtained Lundberg-type bounds for the ruin probability. Boogaert and Crijns [5] discussed related problems. Delbaen and Haezendonck [11] considered the
risk theory problems in an economic environment by
discounting the value of the surplus from the current (or future) time to the initial time. Paulsen and
Gjessing [30] considered a diffusion perturbed classical risk model. Under the assumption of stochastic

Recently, people in actuarial science have started paying attention to the severity of ruin. The Lundberg
inequality has also played an important role. Gerber
et al. [20] considered the probability that ruin occurs
with initial surplus u and that the deficit at the time
of ruin is less than y:
G(u, y) = P {T < ∞, −y ≤ U (T ) < 0|U (0) = u}
(17)
which is a function of the variables u ≥ 0 and y ≥
0. An integral equation satisfied by G(u, y) was
obtained. In the cases of Yi following a mixture exponential distribution or a mixture Gamma distribution,
Gerber et al. [20] obtained closed-form solutions for
G(u, y).
Later, Dufresne and Gerber [12] introduced the
distribution of the surplus immediately prior to ruin
in the classical compound Poisson risk model. Denote
this distribution function by F (u, y), then
F (u, x) = P {T < ∞, 0 < U (T −) ≤ x|U (0) = u}
(18)
which is a function of the variables u ≥ 0 and x ≥
0. Similar results for G(u, y) were obtained. Gerber and Shiu [21, 22] examined the joint distribution of the time of ruin, the surplus immediately
before ruin, and the deficit at ruin. They showed
that as a function of the initial surplus, the joint
density of the surplus immediately before ruin and
the deficit at ruin satisfies a renewal equation. Yang
and Zhang [39] investigated the joint distribution of
surplus immediately before and after ruin in a compound Poisson model with a constant force of interest.
They obtained integral equations that are satisfied by
the joint distribution function, and a Lundberg-type
inequality.
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Markov Chains and
Markov Processes

basic of all Markov processes. For such a chain, the
Markov property (1) may be written

(Xn = in |X0 = i0 , . . . , Xm = im )
= (Xn = in |Xm = im )

The Definition of a Markov Process
A Markov process is a stochastic process X =
{Xt }t∈I in discrete time (typically I = 0 =
{0, 1, 2, . . .}) or continuous time (typically I = 0 =
[0, ∞[) characterized by the Markov property: for
any s ≤ t,
L(Xt |(Xu )0≤u≤s ) = L(Xt |Xs )

(1)

where ‘L’ denotes distribution. More informally, (1)
states that ‘the future depends on the past only
through the present’ or, equivalently, ‘given the
present, past, and future are independent’; see (40)
and (41) below for sharper versions of (1) involving
the entire future (Xu )u≥s of X.
More generally, if X is defined on a filtered
probability space (, F, Ft , ) (see filtration), X is
a Markov process with respect to the filtration (Ft )
if it is adapted (Xt is Ft -measurable for each t) and
if for every s ≤ t,
L(Xt |Fs ) = L(Xt |Xs ).

(3)

for any choice of m < n ∈ 0 and i0 , . . . , im , in ∈ E
such that the conditional probability on the left
makes sense, that is,

(X0 = i0 , . . . , Xm = im ) > 0.

(4)

The conditional probability on the right of (3) is the
transition probability from state im at time m to state
in at time n. The standard notation
pij (m, n) = (Xn = j |Xm = i)

(5)

is used from now on with pij (m, n) uniquely defined
if (Xm = i) > 0 and arbitrarily defined otherwise.
Of particular importance are the one-step transition
probabilities pij (m) = pij (m, m + 1): (3) holds for
all m < n if and only if it holds for all m and n =
m + 1. Furthermore, for all m ∈ 0 and n ≥ m + 2,
and all i = im , j = in ∈ E with (Xm = i) > 0,
pij (m, n) =



n−1


pik ik+1 (k, k + 1),

(6)

im+1 ,...,in−1 ∈E k=m

(2)

Since X is adapted, (2) implies (1), which corresponds to the special case Ft = FX
t = σ (Xu )u≤t , the
filtration generated by X. For most of what follows, it
will suffice to think of the filtration (FX
t ) although the
discussion is performed with reference to a general
filtration (Ft ).
It is assumed that all the random variables Xt take
their values in a given set E, the state space for X. On
E is given a σ -algebra E of subsets. For this article, it
will suffice to consider E either a finite or countably
infinite set (with E the σ -algebra of all subsets) or a
measurable subset of d (with E the corresponding
Borel σ -algebra).

Markov Chains in Discrete Time
Let X = {Xn }n∈0 be a Markov process in discrete
time with E finite or countably infinite. X is then a
Markov chain in discrete time, the simplest and most

which shows that the one-step transition probabilities
determine all the transition probabilities.
It is assumed from now on that (6) holds for
all m ≤ n ∈ 0 and all i, j ∈ E with, in particular,
pij (m, m) = δij . (6) is then conveniently written in
matrix form
P(m, n) =

n−1


P(k),

(7)

k=m

where for arbitrary m ≤ n , P(m , n ) = (pij (m ,
n ))i,j ∈E (written as P(m ) if n = m + 1) is the
transition probability matrix from time m to time
n with, in particular, P(m , m ) = I d, the identity
matrix. All the P(m , n ) are stochastic matrices,
that
are ≥ 0 and all row sums = 1,
 is, all entries

p
(m
,
n
)
=
1.
ij
j
The equations (7) are discrete time Markov chain
versions of the Chapman–Kolmogorov equations,
see (30) below for the general form.
The distribution µ0 of X0 is the initial distribution of the Markov chain. Together with the
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one-step transition probabilities, it determines the
finite-dimensional distributions of the chain,

(X0 = i0 , . . . , Xn = in )
= µ0 (i0 )

n−1


pik ik+1 (k, k + 1)

(8)

k=0

for all n ≥ 0 and all i0 , . . . , in ∈ E.
The distribution of the Markov chain X is the
probability measure P on the space (E 0 , E ⊗0 )
of all infinite sequences (ik )k≥0 from E given by
P (H ) = (X ∈ H ) for H ∈ E ⊗0 : formally P is
obtained by transformation of  with the measurable
map X from  to E 0 . In particular, writing Xn°
for the coordinate projection Xn° (i0 , i1 , . . .) = in from
E 0 to E, the probability P (X0° = i0 , . . . , Xn° = in ) is
given by the expression on the right of (8) and these
probabilities characterize P uniquely.
With the one-step transition matrices P(n) given,
it follows from the Kolmogorov consistency theorem
that for any n0 ∈ 0 and any probability measure µn0
on E, there exists a Markov chain X̃ = (X̃n )n≥n0 with
time set I = {n0 , n0 + 1, . . .} such that X̃ has onestep transition matrices P(n) for n ≥ n0 and the distribution of X̃n0 is µn0 . In terms of the original chain
X, the distribution of X̃ is referred to simply as that of
X (i.e. having the same transition probabilities as X)
starting at time n0 with distribution µn0 ; if µn0 = εi0
is the point mass at i0 , the distribution of X̃ is that of
X started at time n0 in the state i0 . With these notational conventions in place, it is possible to phrase the
following sharpening of the Markov property (3) for
X: for any n0 ∈ 0 , the conditional distribution of the
post-n0 process (Xn )n≥n0 given Fn0 evaluated at ω is
that of X started at time n0 in the state Xn0 (ω); see the
section. ‘The Distribution of a Markov Process, Continuous Time’ for a precise formulation of this type of
Markov property MP for general Markov processes.
The time-homogeneous Markov chains X in discrete time are of particular importance: X is timehomogeneous (or has stationary transition probabilities) if all the one-step transition matrices are
the same, that is, for all m ≥ 0, P(m) = P for
some stochastic matrix P = (pij )i,j ∈E . If X is timehomogeneous, all the transition probabilities are
determined by P and for any n ≥ 0 the n-step transition matrix, P(m, m + n) is the same for all m, and is
given as Pn , the nth power of P with P0 = I d. Given
an arbitrary probability µ0 on E, there always exists

a homogeneous Markov chain X̃ = (X̃n0 )n0 ∈0 with
initial distribution µ0 and transition matrix P, that is,
the distribution of X̃ is that of X with initial distribution µ0 , or that of X with initial state i0 if µ0 = εi0 .
The sharpened version of the Markov property (3)
for a homogeneous chain X may then be phrased as
follows: for any n0 ∈ 0 , the conditional distribution
given Fn0 evaluated at ω of the shifted post-n0 process (Xn0 +n )n∈0 is that of X with initial state Xn0 (ω);
see also the general form MPH of the Markov property for homogeneous processes in the section. ‘The
Distribution of a Markov Process, Continuous Time’.
A Markov chain in discrete time is automatically
strong Markov : if τ :  → 0 ∪ {∞} is a stopping
time, that is, (τ = n) ∈ Fn for all n ∈ 0 , and Fτ
is the pre-τ σ -algebra consisting of all sets F ∈ F
such that F ∩ (τ = n) ∈ Fn for all n ∈ 0 , then
if, for example X is homogeneous, the conditional
distribution of (Xn+τ )n≥0 given Fτ evaluated at ω ∈
(τ < ∞) is that of X with initial state Xτ (ω) (ω).
A number of important concepts in Markov process theory are relevant only for the homogeneous
case. So let now X be a time-homogeneous Markov
chain in discrete time with transition matrix P and
denote by pij(n) the elements of the n-step transition
matrix Pn . Write i  j if j can be reached from
i, that is, if pij(n) > 0 for some n ≥ 1. The chain is
irreducible if i  j for all i, j ∈ E. Defining τi =
inf{n ≥ 1 : Xn = i} (with inf ∅ = ∞), call i transient
if i (τi < ∞) < 1 and recurrent if i (τi < ∞) = 1.
For an irreducible chain, either all states are transient
or all states are recurrent. (Here the notation i signifies that the chain starts from i, i (X0 = i) = 1.)
The period for a state i ∈ E is the largest integer
that divides all n ≥ 1 such that pii(n) > 0. All states
for an irreducible chain have the same period and if
this period is 1, the chain is called aperiodic.
A recurrent state i ∈ E is positive recurrent if
Ɛi τi < ∞ and null recurrent if Ɛi τi = ∞. For an
irreducible, recurrent chain, either all states are positive or all states are null.
Suppose X is irreducible and aperiodic. Then all
the limits
ρj = lim pij(n)
n→∞

(i, j ∈ E)

(9)

exist and do not depend on i. The limits are all 0 iff
X is transient or null recurrent and are all > 0 iff X
is positive recurrent. If X is irreducible and periodic
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with a period ≥ 2, the limits
1  (k)
pij
n→∞ n
k=0
n−1

ρj = lim

(10)

should be considered instead.
A probability ρ = (ρj )j ∈E on E is invariant for
X or a stationary distribution for X, if for all j ∈ E,

ρj =
ρi pij ;
(11)
i∈E

see the section on stationarity below for elaboration
and comments. If X is irreducible, an invariant probability ρ exists iff X is positive recurrent and in that
case, ρ is uniquely determined and for X aperiodic
given by (9) and also by the expression ρi = 1/Ɛi τi .
For all irreducible positive recurrent chains, periodic
or not, (10) determines the invariant distribution.
If X is a homogeneous chain with an invariant
distribution ρ such that the distribution of X0 is
ρ, then X is a stationary stochastic process in the
traditional sense: for any n0 ∈ 0 , X̃ = (Xn0 +n )n∈0
has the same distribution as X.
So far only Markov chains on an at most countably infinite state space have been considered. A
Markov process X = (Xn )n∈0 in discrete time with
an uncountable state space E (e.g. E = d ) is also
called a Markov chain. It is homogeneous if the onestep transition probabilities
p(x, B) = (Xn+1 ∈ B|Xn = x),

(12)

defined for x ∈ E and B ∈ E, may be chosen not to
depend on n. Here p is a Markov kernel on E, that
is, p(x, B) is measurable as a function of x for any
given B and it is a probability measure on (E, E ) as
a function of B for any given x. With the notation
used above, if E is at most countably infinite, p
is determined fromthe transition matrix P by the
formula p(i, B) = j ∈B pij .
A probability measure ρ on E is invariant for the
homogeneous Markov chain X if

ρ(dx)p(x, B)
(13)
ρ(B) =
E

for all B ∈ E. This is a natural generalization of (11)
in contrast to the definition of concepts such as irreducibility and recurrence for a time-homogeneous
Markov chain on a general state space, which requires
the introduction of a nontrivial σ -finite reference
measure ϕ on (E, E ): X is ϕ-irreducible if for every

3

x ∈ E and B ∈ E with ϕ(B) > 0, there exists n ≥
1 such that p (n) (x, B) = x (Xn ∈ B) > 0 and ϕrecurrent if for all x ∈ E and B ∈ E with φ(B) > 0,
x (τB < ∞) = 1 where τB = inf{n ≥ 1 : Xn ∈ B}.
Chains that are ϕ-recurrent with respect to some ϕ are
called Harris chains. They always have an invariant
measure which if bounded yields a unique invariant
probability ρ, and then, if in a suitable sense the chain
is aperiodic, it also holds that p (n) (x, B) → ρ(B) as
n → ∞ for all x ∈ E, B ∈ E.

Markov Chains in Continuous Time
For the purpose of this article, a Markov process
X = (Xt )t∈0 is a continuous-time Markov chain if it
is piecewise constant, right-continuous, and has only
finitely many jumps on finite time intervals. More
precisely, if T0 ≡ 0 and for n ≥ 1, Tn denotes the
time of the nth jump for X (with Tn (ω) defined as
∞ if the step function t → Xt (ω) has less than n
jumps), then Xt = XTn for Tn ≤ t < Tn+1 , n ∈ 0 .
The state space for X may be arbitrary, but for the
discussion here, it will be assumed that E is at most
countably infinite.
Introduce the transition probabilities
pij (s, t) = (Xt = j |Xs = i ),

(14)

uniquely defined for all i, j ∈ E and 0 ≤ s ≤ t such
that (Xs = i) > 0. The family (P(s, t))0≤s≤t of
stochastic matrices P(s, t) = (pij (s, t))i,j ∈E satisfy
the Chapman–Kolmogorov equations if for all 0 ≤
s ≤ t ≤ u,
P(s, u) = P(s, t) P(t, u)

(15)

with all P(s, s) = I d. As is argued below Equation (29), the Chapman–Kolmogorov equations are
almost an automatic consequence of the Markov
property (1).
A simple way of constructing continuous-time
Markov chains is the following: suppose given functions λi (t) ≥ 0 of t for each i ∈ E and stochastic
matrices (t) = (πij (t))i,j ∈E with all the diagonal
elements πii (t) = 0 such that (for convenience) all
the functions λi and πij are continuous. Then, in
order to obtain X with an arbitrary initial state i0 ∈
E, define on a suitable probability space random
variables Tn and Yn for n ∈ 0 with T0 ≡ 0 and
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Y0 ≡ i0 such that for all n ≥ 0,

i0 (Tn+1

  t

> t|Zn ) = exp −
λYn (s)ds
Tn

(t ≥ Tn ),

(16)

i0 (Yn+1 = j |Zn , Tn+1 ) = πYn ,j (Tn+1 ),

(17)

where Zn = (T1 , . . . , Tn ; Y1 , . . . , Yn ), and simply put
Xt = Yn for Tn ≤ t < Tn+1 . (For n = 0, the left hand
side of (16) is simply i0 (T1 > t), that of (17), the
conditional probability i0 (Y1 = j |T1 )). Thus, Tn is
the time of the nth jump for X and Yn = XTn the state
reached by that jump, and provided limn→∞ Tn = ∞
almost surely (a condition that can be very difficult to
verify), X is indeed a continuous-time Markov chain
in the sense treated here, with transition probabilities
that satisfy the Chapman–Kolmogorov equations,
and are the same no matter what the initial state i0
is. In the construction, (16) is used only on the set
(Tn < ∞) and (17) only on the set (Tn+1 < ∞). It is
entirely possible that some Tn = ∞, so that altogether
X has less than n jumps, and in that case, Yn is
irrelevant (and the distribution of Yn is not defined
by (17) either).
The quantity
qij (t) = λi (t)πij (t),

(18)

defined for t ≥ 0 and i = j is the transition intensity
from state i to state j at time t. Also introduce
qii (t) = −λi (t). The intensity matrix at time t is
Q(t) = (qij (t))i,j ∈E with all
 off-diagonal elements
≥ 0 and all row sums = 0, j ∈E qij (t) = 0.
The transition probabilities for X, as just constructed satisfy the backward integral equations,
  t

pij (s, t) = δij exp −
λi (u)du
+

 t
s

s

 
qik (u) exp −



u

λi (v)dv
s

k =i

× pkj (u, t)du,

(19)

+

s

s

pik (s, u)qkj (u)

k =j


  t
λj (v)dv du.
× exp −
u

∂
pij (s, t) = λi (s)pij (s, t)
∂s

qik (s)pkj (s, t) or
−
k =i

∂
P(s, t) = −Q(s)P(s, t),
∂s
∂
pij (s, t) = −pij (s, t)λj (t)
∂t

pik (s, t)qkj (t) or
+

(21)

k =j

∂
P(s, t) = P(s, t)Q(t),
∂t

(22)

and here, for s = t, one finds the interpretation
1
qij (t) = lim pij (t − h, t)
h↓0 h
1
= lim pij (t, t + h)
h↓0 h

(i = j )

(23)

of the transition intensities.
A Markov chain in continuous time is timehomogeneous if all the transition probabilities
pij (s, t) depend on s and t only through the
difference t − s. Defining the transition matrices
P(t) = P(s, s + t) for any s, with P(0) = I d, the
Chapman–Kolmogorov equations (15) translate into
P (s + t) = P (s) P (t) = P (t) P (s)

(s, t ≥ 0) .
(24)

The construction of continuous-time chains X above
yields a homogeneous chain precisely when the continuous functions λi (t) and πij (t) of t are constant.
Then (16) may be written as


i0 (Tn+1 − Tn > t |Zn ) = exp −λYn t
(t ≥ 0) ,
(25)

and the forward integral equations
  t

λj (u)du
pij (s, t) = δij exp −
 t

By differentiation, one then obtains the backward and
forward Feller–Kolmogorov differential equations,

(20)

that is, the waiting times between jumps are exponential at a rate depending on the present state of the
chain. Also (17) in the homogeneous case shows that
(Yn )n∈0 , the jump chain for X, moves as a homogeneous Markov chain in discrete time with transition
probabilities πij as long as X keeps jumping.
For a homogeneous chain in continuous time,
the transition intensities qij = λi πij for i = j are

Markov Chains and Markov Processes
constant over time. The intensity matrix is Q =
(qij )i,j ∈E where qii = −λi and the backward and
forward differential equations (21) and (22) in matrix
form combine to
d
P (t) = QP (t) = P (t) Q.
dt

5

also be written

(iii)*
pst (Xs , B) d = (Xs ∈ A, Xt ∈ B),
(Xs ∈A)

(28)
(26)

If λi = 0, the state i is absorbing for X: once
the chain reaches i it stays in i forever. If there
are no absorbing states, the chain is irreducible,
resp. recurrent iff the jump chain is irreducible,
resp. recurrent. If X has an invariant distribution
ρ = (ρi )i∈E , then

ρi qij
(27)
ρj =
i∈E

for all j . If X is irreducible, if it exists, the invariant
distribution is uniquely determined. It is possible for
X to have an invariant distribution without the jump
chain having one, and also for the jump chain to have
an invariant distribution without X having one.

and we have pst (Xs , B) = (Xt ∈ B|Xs ) = (Xt ∈
B|Fs ) with the two conditional probabilities understood in the standard sense of a conditional probability given a random variable or a σ -algebra. Note
that for all s, the transition probability pss is trivial:
pss (x, ·) = εx , the probability degenerate at x.
The Markov property (2) imposes an essential
structure on the transition probabilities: if 0 ≤ s ≤
t ≤ u,
psu (Xs , B) =  (Xu ∈ B |Fs )
= Ɛ  (Xu ∈ B |Ft ) Fs
= Ɛ ptu (Xt , B) |Fs

pst (Xs , dy) ptu (y, B),
=

(29)

E

General Markov Processes
Let X = {Xt }t∈I be a Markov process with state space
(E, E), defined on a probability space (, F, ) and
satisfying the Markov property (2) with respect to a
given filtration (Ft ), for example, the filtration (FX
t )
generated by X itself.
In discrete time, I = 0 , the distributional properties of the process are determined by the initial
distribution and the one-step transition probabilities.
In continuous time, I = 0 , the situation is not as
simple and the discussion that follows is therefore
aimed primarily at the continuous time case.
For s ≤ t, the conditional distribution of Xt given
Xs is given by the transition probability pst from
time s to time t, that is,. pst (x, B) is the conditional
probability that Xt ∈ B given Xs = x and formally
pst is a Markov kernel on E (properties (i) and (ii)
below) that integrates as specified in (iii):
(i)
(ii)
(iii)

x → pst (x, B) is measurable for all B ∈ E,
B → pst (x, B) is a probability on (E, E )
for all x ∈ E,
A pst (x, B)µs (dx) = (Xs ∈ A, Xt ∈ B)
for all A, B ∈ E,

where in (iii) and in what follows µs (dx) = (Xs ∈
dx) denotes the marginal distribution of Xs . (iii) may

an identity valid -a.s for any given s, t, u and B. The
transition probabilities are said to satisfy the general
Chapman–Kolmogorov equations if for all s and x,
pss (x, ·) = εx and for all 0 ≤ s ≤ t ≤ u, x ∈ E and
B ∈ E, the identity

psu (x, B) =
(30)
pst (x, dy) ptu (y, B)
E

holds exactly. It is assumed everywhere in the sequel
that the Chapman–Kolmogorov equations hold.
For 0 ≤ s ≤ t, define the transition operator Pst as
the linear operator acting on the space bE of bounded
and measurable functions f : E →  given by

Pst f (x) =
(31)
pst (x, dy) f (y).
E

Then pst (x, B) = (Pst 1B )(x), Pss = Id (the identity
operator) and the Chapman–Kolmogorov equations
(30) translate into the semigroup property, (see (15)
for the Markov chain case),
Psu = Pst ° Ptu

(0 ≤ s ≤ t ≤ u).

(32)

Also, for 0 ≤ s ≤ t and f ∈ bE,

Ɛ(f (Xt )|Fs ) = Pst f (Xs ).

(33)
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From (31), it follows that (si) Pst 1 = 1 (1 denoting
the constant function ≡ 1), (sii) Pst is positive
(Pst f ≥ 0 if f ≥ 0) (siii) Pst is a contraction
(supx |Pst f (x)| ≤ supx |f (x)|) and finally, (siv)
Pst fn ↓ 0 pointwise whenever (fn ) is a sequence
in bE with fn ↓ 0 pointwise. If conversely, the
Pst are linear operators on bE satisfying (si)–(siv),
then the expression pst (x, B) = (Pst 1B )(x) defines a
collection of transition probabilities on E, and if also
Pss = I d for all s and (32) holds, then these transition
probabilities satisfy the Chapman–Kolmogorov
equations.
By far, the most important Markov processes are
those that are time-homogeneous, also called Markov
processes with stationary transition probabilities: if
X is Markov Ft with transition probabilities pst and
transition operators Pst , it is time-homogeneous if
pst = pt−s (equivalently Pst = Pt−s ) depend on s, t
through the difference t − s only. Then p0 (x, ·) = εx
and (30) becomes

ps (x, dy)pt (y, B)
ps+t (x, B) =
E


=

pt (x, dy)ps (y, B)
E

(s, t ≥ 0, B ∈ E ),

(34)

while for the transition operators, we have P0 = I d
and
Ps+t = Ps ° Pt = Pt ° Ps

(s, t ≥ 0) .

(35)

For general Markov processes, the family (Pst ) of
transition operators is a two-parameter semigroup, for
homogeneous Markov processes the family (Pt ) is a
one-parameter semigroup.

The Distribution of a Markov Process,
Continuous Time
Let X be Markov Ft with transition probabilities pst ,
transition operators Pst , and with µt the distribution of Xt . The initial distribution µ0 is particularly
important because the finite-dimensional distributions
for X are determined by µ0 and the transition probabilities or transition operators: for f ∈ bE, t ≥ 0,

Ɛf (Xt ) =
µ0 (dx) P0t f (x),
(36)
E

which shows the claim for the distribution of one
Xt , and then the claim for arbitrary n ≥ 2 and 0 ≤
t1 < · · · < tn follows by induction on n using that for
fk ∈ bE, 1 ≤ k ≤ n,


n
n−1


Ɛ
fj (Xtj ) = Ɛ  fj (Xtj ) Ptn−1 tn fn (Xtn−1 ).
j =1

j =1

(37)
If one starts with a probability, µ0 on (E, E) and
transition probabilities pst that satisfy the Chapman–Kolmogorov equations, one may define for each
n, 0 ≤ t1 < · · · < tn , a unique possible candidate for
the joint distribution µt1 ...tn of (Xt1 , . . . , Xtn ) when
X is to be a Markov process with initial distribution
µ0 and transition probabilities pst : for n = 1, B ∈ E
define

(38)
µt (B) =
µ0 (dx) p0t (x, B) ,
E

and for n ≥ 2, C ∈ E ⊗n define recursively

µt1 ...tn (C) =
µt1 ...tn−1 (dx1 · · · dxn−1 )
E n−1

× ptn−1 tn (xn−1 , Cx1 ...xn−1 ),

(39)

where Cx1 ...xn−1 = {xn ∈ E : (x1 , . . . , xn−1 , xn ) ∈ C}.
The Chapman–Kolmogorov equations ensure that
the µt1 ...tn form a consistent family of distributions;
hence, by Kolmogorov’s consistency theorem there
exists a unique probability measure P on the function space ((d )0 , (Bd )⊗0 ) such that under P , the
canonical process X° is Markov Ht with initial distribution µ0 and transition probabilities pst . Furthermore, if pst = pt−s for all 0 ≤ s ≤ t, P makes X° a
time-homogeneous Markov process. (The canonical
process X° = (Xt° )t≥0 is defined by Xt° (w) = w(t) for
w ∈ (d )0 . Ht is the σ -algebra generated by the Xs°
for s ∈ [0, t]. Note that P is a probability on (d )0 ,
not on E 0 , but that of course P (Xt° ∈ E) = 1 for all
t; often it is possible to argue that P is concentrated
on E 0 .)
Suppose now that X is Markov Ft and let F t,X
denote the post-t σ -algebra for X, that is, the σ algebra generated by the Xu for u ≥ t. Then for any
bounded and F t,X -measurable random variable V ,

Ɛ (V |Ft ) = Ɛ (V |Xt ) .

(40)
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This is easily shown for V of the form nj=1 fj (Xtj )
where t ≤ t1 < · · · < tn and fj ∈ bE and then follows
for general V by a standard extension argument.
Equivalently to (40), if V is as above and U is
bounded and Ft -measurable,

Ɛ (U V |Xt ) = Ɛ (U |Xt ) Ɛ (V |Xt ) .

(41)

Equations (40) and (41) are the precise versions of
the informal phrasings of the Markov property quoted
after (1) above.
For X = (Xt )t≥0 a Markov process in continuous
time to be of practical interest, it is necessary that
it behave nicely as a function of t: the sample paths
t → Xt (ω) should be at least right-continuous with
left-limits (corlol) or continuous. To construct such a
process from µ0 and the pst Kolmogorov’s theorem
is not enough and one needs additional conditions
on the transition probabilities. An alternative is to
construct a nicely behaved X by other means, for
example, as the solution to a stochastic differential
equation.
Example Suppose X in continuous time is such that
the Xt are independent with µt , the distribution of
Xt . Then X is (trivially) Markov FX
t with transition
probabilities pst (x, ·) = µt for s < t. Such a process
can never be realized as a corlol process (unless
all the µt = εϕ(t) are degenerate with ϕ a given
corlol function) and is therefore uninteresting for
applications. If all the µt are the same, the Xt are
i.i.d and X is a white noise process.
Let WD (E) denote the space of corlol paths w :
0 → E, WC (E) that of continuous paths. On both
path spaces define Xt° (w) = w(t), H as the σ -algebra
generated by all the Xt° and Ht as the σ -algebra
generated by the Xs° for s ≤ t. (Note: on WD (E),
the left limits w(t−) should exist as limits in E, the
closure of E, not necessarily as limits in E .)
If X is a corlol (resp. continuous) Markov process, it may be viewed as a random variable or
random element defined on (, F, Ft , ) with values in (WD (E), H) (resp. (WC (E), H)) and as such
has a distribution P ,
P (H ) =  (X ∈ H )

(H ∈ H) .
°

or WC (E) and introduce for any t, W t (E) as the
space of corlol or continuous paths w: [t, ∞[→ E
with the obvious σ -algebra Ht and filtration (Htu )u≥t
where Htu = σ (Xv° )t≤v≤u . Also define for t ≥ 0 the
shifts ϑt,X :  → W t (E) and θt,X :  → W (E) by

(42)

Under P, the canonical process X is itself Markov
Ht with the same initial distribution and the same
transition probabilities as X.
With X Markov Ft and corlol or continuous, write
W (E) for the relevant of the two path spaces WD (E)

Xu° ° ϑt,X = Xu
Xs°

° θt,X = Xt+s

(u ≥ t),
(s ≥ 0).

(43)

Then we have the following important sharpening
of (40):
MP For every given t0 ≥ 0, there is a regular
conditional distribution Pt0 ,Xt0 of ϑt0 ,X , given
Ft0 , which because X is Markov, depends on
Ft0 through t0 and Xt0 only, and is such that
under the probability Pt0 ,Xt0 (ω, ·) on W t0 (E), the
canonical process (Xt° )t≥t0 on the time interval
[t0 , ∞[ is Markov Htt0 with initial state Xt0 (ω)
and transition probabilities pst for t0 ≤ s ≤ t
inherited from X.
As a regular conditional probability, given Ft0 ,
which depends only on t0 and Xt0 , the Markov kernel Pt0 ,Xt0 :  × H → [0, 1] is characterized by the
properties
(mi) ω → Pt0 ,Xt0 (ω, H ) is σ (Xt0 )-measurable for
all H ∈ Ht0 ,
(mii) H → Pt0 ,Xt0 (ω, H ) is a probability on W t0 (E)
for all ω ∈ ,
(miii) F (dω)Pt0 ,Xt0 (ω, H ) = (F ∩ (ϑt,X ∈ H ))
for F ∈ Ft0 , H ∈ Ht0 .
If X is homogeneous, the Markov property MP
takes the form
MPH For every given t0 ≥ 0, there is a regular conditional distribution PXt0 of θt,X , given Ft0 , which
because X is homogeneous Markov depends on
Ft0 through Xt0 only, and is such that under the
probability PXt0 (ω, ·) on W (E), the canonical
process X° = (Xt° )t≥0 is homogeneous Markov
Ht with initial state Xt0 (ω) and transition probabilities pt for t ≥ 0 inherited from X.
For PXt0 , the analog of (miii) becomes

PXt0 (ω, H )( dω) = (F ∩ (θt0 ,X ∈ H ))
F

(F ∈ Ft0 , H ∈ H).

(44)
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So far only one probability  on the filtered space
(, F, Ft ) has been considered such that under ,
a given process X is Markov Ft . It is customary,
however, and very useful to consider Markov families
of probabilities, that is, on (, F, Ft ) with X a
given adapted process, one also assumes given a
family (x )x∈E of probabilities such that for each
F ∈ F, x → x (F ) is measurable, and as is the
essential requirement, under each x , the process X is
Markov Ft with initial state x (x (X0 = x) = 1) and
common transition probabilities pst not depending
on x. If (x )x∈E is a Markov family, one may then,
corresponding to an arbitrary given probability µ
on (E, E), construct a probability µ on (, F, Ft )
such that under µ , X is Markov Ft with initial
distribution µ0 = µ and transition probabilities pst :
simply define

µ (F ) =
µ(dx)x (F ) (F ∈ F).
(45)
E

Markov families are readily constructed on the canonical spaces W (E) but are also usually available
in more general settings. Below, the existence of
Markov families will be taken for granted.
Example To illustrate the preceding material, consider processes with independent increments: a continuous-time process (with state space typically d or
d or suitable subsets, such as d0 or d0 ) has independent increments with respect to the filtration Ft if
for all 0 ≤ s ≤ t, Xt − Xs is independent of Fs . If X
has independent increments Ft , it is a Lévy process
or a process with stationary independent increments
if the distribution of Xt − Xs depends on s, t through
the difference t − s only.
Suppose X has independent increments Ft and
let νst denote the distribution of Xt − Xs , in particular, νss = ε0 . Then the νst forms a convolution
semigroup,
νsu = νst ∗ νtu (0 ≤ s ≤ t ≤ u) ,

(46)

and X is Markov Ft with transition probabilities

pst (x, B) = 1B (x + y) νst (dy) = νst (B − x) ,
(47)
from which it is seen that the Chapman–Kolmogorov
equations amount precisely to (46) and the condition
νss = ε0 .

If P is a probability on the canonical space W (E),
such that under P , X° has independent increments
with P (X0° = 0) = 1, it is easy to construct a Markov
family (Px ) : define P0 = P and Px = Sx (P ), the
probability obtained by transforming P with the spatial shift Sx : W (E) → W (E) given by Xt° ° Sx =
x + Xt° for all t.
Suppose, now that X is a Lévy process Ft and
let νt denote the distribution of Xt+s − Xs for any s.
Then ν0 = ε0 and (46) becomes
νs+t = νs ∗ νt

(s, t ≥ 0),

(48)

and X is homogeneous Markov Ft with transition
probabilities pt and transition operators Pt given by
pt (x, B) = νt (B − x),

Pt f (x) = f (x + y)νt (dy).

(49)

A Lévy process can be realized as a corlol process iff the convolution semigroup (νt ) is weakly
w
continuous: νt →
ε0 as t ↓ 0. Furthermore, this
occurs iff the distribution ν1 is infinitely divisible
in which case the characteristic function ϕ1 (u) =
exp(iu, x)ν1 (dx) is given by the Lévy–Khinchine
formula and the characteristic function ϕt for νt is
well-defined as ϕt (u) = (ϕ1 (u))t .
In order for a Lévy process to be realized as a
continuous process, it is necessary and sufficient that
the convolution semigroup be Gaussian: there exists
a vector ξ ∈ d and a covariance matrix , possibly
singular, such that νt is the Gaussian distribution
(see Continuous Multivariate Distributions) on d
with mean vector tξ and covariance matrix t. The
corresponding Lévy process is Brownian motion in d
dimensions with drift vector ξ and squared diffusion
matrix .

The Strong Markov Property, Continuous
Time
For ‘nice’ Markov processes, the sharp form of the
Markov property described in MP and MPH remains
valid when the fixed time t0 is replaced by a stopping
time τ : suppose X is Markov Ft , corlol or continuous
and let τ :  → [0, ∞] be a stopping time, that is,
(τ < t) ∈ Ft for all t, and let
Fτ = {F ∈ F : F ∩ (τ < t) ∈ Ft for all t ≥ 0}

(50)
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denote the pre-τ σ -algebra of events determined by
what is observed on the random time interval [0, τ ].
(Please note that there is a qualitative difference in
the definition of stopping times when moving from
discrete time (as seen earlier) to continuous time:
the direct continuous-time analog of the discrete time
definition is that τ is a stopping time if (τ ≤ t) ∈ Ft
for all t and
Fτ = {F ∈ F : F ∩ (τ ≤ t) ∈ Ft for all t ≥ 0} .

(51)
Requiring instead that (τ < t) ∈ Ft for all t enlarges
the class of stopping times, and also using (50)
instead of (51) increases Fτ ). Define the shifts ϑτ,X :
(τ < ∞) → W τ (E) (to be understood as follows: if
τ (ω) = t0 < ∞, then ϑτ,X (ω) ∈ W t0 (E)) and θτ,X :
(τ < ∞) → W (E) by

 °
Xt ° ϑτ,X (ω) = Xt° (ω) (t ≥ τ (ω)) , (52)
 °

°
Xt ° θτ,X (ω) = Xt+τ
(53)
(ω) (ω) (t ≥ 0) .
The strong Markov property may now be phrased as
follows, where Cb (E) denotes the space of continuous, bounded functions f : E → :
SMP Suppose that the transition operators for X
satisfy that (s, x) → Ps,s+t f (x) is continuous
for all t ≥ 0 and all f ∈ Cb (E). Then for ω ∈
(τ < ∞), the regular conditional distribution of
ϑτ,X given Fτ evaluated at ω is the probability
on W τ (ω) (E) that makes the process (Xt° )t≥τ (ω)
Markov Hτt (ω) with initial state Xτ° (ω) (ω) and
transition probabilities pst for τ (ω) ≤ s ≤ t
inherited from X.
SMPH Suppose that X is time-homogeneous and
that the transition operators for X satisfy that
Pt : Cb (E) → Cb (E) for all t ≥ 0. Then for ω ∈
(τ < ∞), the regular conditional distribution of
θτ,X given Fτ evaluated at ω is the probability
on W (E) that makes the canonical process X°
Markov Ht with initial initial state Xτ° (ω) (ω) and
transition probabilities pt inherited from X.
The conditions on the transition operators imposed
in SMP and SMPH are sufficient, but not necessary
for the strong Markov property to hold.
Example Suppose that X is a corlol or continuous
Lévy process Ft , in particular, X is timehomogeneous Markov and from (49) it follows
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directly that Pt : Cb (E) → Cb (E) so X has the
strong Markov property described in SMPH, in
particular, if τ is a finite stopping time, (τ < ∞) =
1, it follows that the process (Xt+τ − Xτ )t≥0 is a
Lévy process with the same convolution semigroup
as X, starting from 0 and independent of the
past, Fτ . Applying this to X = B, a standard onedimensional Brownian motion, and τ = τx = inf{t ≥
0 : Bt = x}, one obtains the well-known and useful
fact that (Bt+τx − x)t≥0 is a standard Brownian
motion independent of Fτx .
Even for τ ≡ t0 constant, the strong Markov
property has interesting consequences: for this choice
of τ , the definition (50) of Fτ yields Fτ = Ft0 + =

s>t0 Fs , a σ -algebra that may well be strictly
larger than Ft0 . Thus, if, for example, X is timehomogeneous with the strong Markov property
SMPH valid, Blumenthal’s 0 -1 law holds: if  = x0
for some x0 so that X starts from x0 ,

x0 (X ∈ H ) = 0 or 1

(54)

for all H ∈ H0+ . In particular, if the derivative X0 =
limh↓0 (Xh − X0 )/ h exists x0 -a.s, the distribution of
that derivative is degenerate.
One final property that a Markov process may
have which is related to the strong Markov property, is that of quasi-left-continuity which for a
time-homogeneous Markov process X is valid provided Pt : Cb (E) → Cb (E) for all t and states that
for any increasing sequence (τn ) of stopping times,
Xτ = limn→∞ Xτn -a.s on the set (τ < ∞) where
τ := limn→∞ τn . In particular, if t0 > 0 and tn ↑ t0
with all tn < t0 constant, taking τn ≡ tn , one finds
that if X is quasi-left-continuous, then Xt0 = Xt0 − a.s: X is continuous at any given time point t0 with
probability one.

Homogeneous Processes in Continuous
Time: The Infinitesimal Generator
Suppose that X is corlol or continuous and timehomogeneous Markov Ft such that the condition
Pt : Cb (E) → Cb (E) from SMPH holds. Since for
f ∈ Cb (E), f (Xt ) → f (X0 ) = f (x) x -a.s as t ↓
0, we have limt↓0 Pt f (x) = f (x) and may ask for
refinements of this convergence, in particular, it is of
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interest if
1
Af (x) = lim (Pt f (x) − f (x))
t↓0 t

(55)

exists. Here, the convergence should be at least
pointwise, that is, for each x, but other stronger
forms of convergence such as uniform convergence
may also be used. Whatever mode of convergence is
chosen, (55) will only be applicable to f ∈ D(A), a
certain linear subspace of Cb (E), and (55) then yields
a version of the infinitesimal generator for X defined
as the linear operator A acting on the domain D(A).
One particular and often used version of
(A, D(A)) is the following: Af is the pointwise limit
from (55) and D(A) consists of all f ∈ Cb (E) such
that (gi) the pointwise limit in (55) exists; (gii) Af ∈
Cb (E); (giii) supt>0 supx∈E |Pt f (x) − f (x)|/t < ∞
(where supt>0 may be replaced by sup0<t≤t0 for any
t0 > 0). With this, and also certain other definitions
of the generator, it may be shown that (A, D(A))
characterizes the transition semigroup (Pt )t≥0 .
For all definitions of the generator, the constant
function f = 1 belongs to D(A) and Af = 0.
A useful method for finding at least the form of
the generator, if not the precise domain, consists in
trying to write for special f ∈ Cb (E),


Ys ds + Mt (f )

(56)

0

with Y a bounded predictable process and M(f ) a
local martingale. When this is possible, Ys typically
has the form ϕ(Xs ) for some function ϕ = ϕf , which
evidently depends linearly on f ; hence, may be
written ϕ = Af with A some linear operator. If
Af ∈ Cb (E), the local martingale M(f ) becomes
bounded on finite intervals; hence, it is a true meanzero martingale with respect to any x and from (56)
one finds taking x -expectations,


0

that is, M̃(f ) − M(f ) is a continuous local martingale of finite variation on finite intervals with initial
value 0, which forces M̃(f ) ≡ M(f ).
Suppose that X is a homogeneous diffusion process with state space E an open subset of d such
that X solves a stochastic differential equation
dXt = b (Xt ) dt + σ (Xt ) dBt ,

t

Ps (Af ) (x)ds

(57)

0

whence (55) follows with pointwise convergence and
it also follows automatically that (giii) above holds
for f .
In order to arrive at (56) for a given process X, one
may use Itô’s formula for general semimartingales.
It is important to note that the decomposition (56), if
it exists, is always unique: if for a given f there is

(59)

driven by a standard k-dimensional Brownian motion
B and where the functions b : E → d×1 and σ :
E → d×k are continuous. Itô’s formula for continuous semimartingales now gives for f ∈ C 2 (E), the
space of twice continuously differentiable f : E →
,
(60)
df (Xt ) = Af (Xt )dt + dMt (f ),
where M(f ) is a continuous local martingale and
Af (x) =

d

i=1

t

f (Xt ) = f (X0 ) +

Pt f (x) = f (x) +

a second decomposition with some integrand Ỹ and
some local martingale M̃(f ), one finds
 t
(Ys − Ỹs )ds,
(58)
M̃t (f ) − Mt (f ) =

+

bi (x)

∂
f (x)
∂xi

d
∂2
1   T
f (x),
σ σ ij (x)
2 i,j =1
∂xi ∂xj

(61)

which gives the form of the generator. With E open as
assumed above, one may take D(A) = {f ∈ C 2 (E) :
A f is bounded}. For diffusions with reflecting or
absorbing boundaries the domain D(A) must be
carefully adjusted to accommodate the appropriate
boundary behavior.
For d = k and X = B, one obtains the form of
the generator
for standard Brownian motion: A =

(1/2) i (∂ 2 /∂ 2 xi ), the Laplacian.
Examples of generators for processes with jumps
are presented in the section on piecewise deterministic Markov processes below.
If f ∈ D(A) so that (56) holds with Ys = Af (Xs ),
there is a useful generalization of (57) known as
Dynkin’s formula: for every x and every stopping
time τ such that Ɛx τ < ∞,
 τ
(62)
Ɛx f (Xτ ) = f (x) + Ɛx
Af (Xs ) ds.
0
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For the preceding discussion, it was assumed that
Pt : Cb (E) → Cb (E) for all t. But even without this
assumption, (56) may hold for suitable bounded f and
with Ys = Af (Xs ) for some bounded function Af .
This leads to the concept of an extended generator
for X.
If (A, D(A)) is a given linear operator on a
domain D(A) ⊂ Cb (E), one says that a homogeneous
Markov process X solves the martingale problem
for (A, D(A)) if (56) holds for all f ∈ D(A) with
Ys = Af (Xs ) and M(f ) a martingale.

Homogeneous Processes: Stationarity
Suppose that X is a corlol or continuous timehomogeneous Markov process Ft . A probability
measure ρ on (E, E ) is invariant for X or a stationary
initial distribution if for all t and all B ∈ E,

ρ (Xt ∈ B) = ρ (B) .

(63)

Equivalently, ρ(Pt f ) = ρ(f ) for all t and all f ∈ bE.
If an invariant probability ρ exists, under ρ , the
process X becomes strictly stationary: for all t0 > 0
the ρ -distribution of the post-t0 process θt0 ,X =
(Xt+t0 )t≥0 is the same as that of X.
Suppose that (A, D(A)) is an infinitesimal generator such that (57) holds. If X has an invariant
probability ρ, using (57) for f ∈ D(A) and integrating with respect to ρ(dx) gives
ρ (Af ) = 0,

(64)

which is the simplest equation available for finding
invariant probabilities. If, conversely, (64) holds
for all f ∈ D(A) and furthermore, for all s, we
have Ps f ∈ D(A) with A(Ps f ) = P(As f ) (as will
typically be the case), (57) yields ρ(Pt f ) = ρ(f ) for
all t and all f ∈ D(A); so if D(A) is a determining
class, (the integrals π(f ) of arbitrary f from the class
with respect to any probability π, characterizes π),
then ρ is invariant.
If an invariant probability ρ exists, it need not be
unique. For uniqueness, some kind of irreducibility
is required in the (vague) sense that it should be
possible to move from ‘anywhere’ in the state space
to ‘anywhere’ else: if, for example, ρ is invariant
and A, B
∈ E are disjoint with ρ(A) > 0, ρ(B) > 0
and x t≥0 (Xt ∈ A) = 1 for ρ-a.a x ∈ A, so that
it is not possible to move from A to B, then also
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the conditional probability ρ(·|A) is invariant and
obviously different from ρ.
The existence of an invariant probability requires
X to be positive recurrent in a suitable sense.
For example, if ρ is invariant and B0 ∈ E satisfies
ρ(B0 ) > 0, then provided the hitting times τt0 ,B0 =
inf{t ≥ t0 : Xt ∈ B0 } are measurable (e.g for B0
open), it holds for ρ-a.a x ∈ B0 , simultaneously for
all t0 > 0 that
Ɛx τt0 ,B0 < ∞.
When they exist, invariant probabilities may be
expressed in terms of occupation measures. For this
we assume that Pt : Cb (E) → Cb (E) so that X is
strong Markov, and we also require a generator
(A, D(A)) such that Dynkin’s formula (62) holds.
Now consider for some given A0 ∈ E, the stopping
time τA0 = inf{t ≥ 0 : Xt ∈ A0 } and for t0 > 0 the
stopping times τt0 ,A0 as defined above, assuming
A0 to be such that τA0 and then automatically all
the τt0 ,A0 are measurable. By Blumenthal’s 0-1 law,
x (τA0 = 0) = 0 or 1 for all x and trivially = 1 if
x ∈ A0 . Defining A0 = {x ∈ E : x (τA0 = 0) = 1},
A0 is a subset of the closure of A0 and for every
x0 ∈ E it holds that Xτt0 ,A0 ∈ A0 , x0 -a.s on the set
(τt0 ,A0 < ∞). For a given t0 > 0, it therefore makes
sense to ask for the existence of a probability ζt0
concentrated on A0 such that ζt0 (τt0 ,A0 < ∞) = 1
and under ζt0 , Xτt0 ,A0 has distribution ζt0 ,


ζt0 (A) = ζt0 Xτt0 ,A0 ∈ A



A ∈ E ∩ A0 , (65)

a form of spatial invariance inside A0 .
If such a probability measure ζt0 exists and if
furthermore A0 is positive recurrent in the sense that
Ɛζt0 τt0 ,A0 < ∞, then defining the expected pre-τt0 ,A0
occupation measure
 τt ,A
0 0
1
ρ(B) =
Ɛζt0
1(Xs ∈B) ds (B ∈ E),
Ɛζt0 τt0 ,A0
0
(66)
ρ is a probability on (E, E) such that (64) holds for all
f ∈ D(A); hence, ρ is invariant if, for example, the
conditions listed after (64) are satisfied. To prove (64)
for ρ given by (66), one notes that for f ∈ D(A),
 τt ,A
0 0
1
ρ(Af ) =
Ɛζt0
Af (Xs ) ds (67)
Ɛζt0 τt0 ,A0
0
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and then uses Dynkin’s formula (62) together with
(65).
A particularly simple case is obtained if there
exists x0 ∈ E such that Ɛx0 τt0 ,{x0 } < ∞ for some
t0 > 0. Since automatically ζt0 = εx0 , it then follows
that ρ given by (66) with A0 = {x0 } satisfies (64).

Piecewise Deterministic Markov Processes
If the state space E is finite or countably infinite, a
corlol Markov process X must necessarily be piecewise constant and is a Markov chain in continuous
time as discussed above. An important generalization
is to the class of piecewise deterministic Markov processes (PDMPs), which are processes on a state space
typically ⊂ d with finitely many jumps on finite
time intervals and where the behavior between the
jumps is deterministic in the sense that it is determined exclusively by the time of the most recent
jump and the state reached by that jump. More precisely, with Tn , the time of the nth jump and Yn =
XTn , the state reached by that jump, for Tn ≤ t < Tn+1
one has
(68)
Xt = φTn ,t (Yn ) ,
where in general φst (x) (defined for 0 ≤ s ≤ t and
x ∈ E) describes where the process is at time t if
at time s it was in state x and there were no jumps
during the time interval [s, t]. The functions φst : E →
E must satisfy the deterministic Markov property
φsu = φtu ° φst (0 ≤ s ≤ t ≤ u) ,

(69)

that is, they form a semigroup under composition,
together with the boundary condition φtt (x) = x for
all t and x. The joint distribution of the Tn and
Yn may be determined from successive conditional
distributions as in (16) and (17) using time-dependent
jump intensities λt (x) and time dependent jump
probabilities πt (x, dy); see (71) and (72) below
for the precise form in the homogeneous case. (In
order to generate true jumps, the πt should satisfy
πt (x, {x}) = 0 for all x .)
For a time-homogeneous PDMP, the φst = φt−s
depend on s, t through the difference t − s only so
(69) is replaced by
φs+t = φs ° φt = φt ° φs (s, t ≥ 0) ,

(70)

with the interpretation that φt (x) is the state of the
process at some point in time when t units of time

prior to that, the process was in state x and there were
no jumps during the time interval of length t. The
boundary condition for the φt is φ0 (x) = x. The timehomogeneity also forces the jump intensities λt (x) =
λ(x) and the jump probabilities πt (x, dy) = π(x, dy)
to be constant over time, and the successive conditional distributions for jump times and jumps then
take the form, writing Zn = (T1 , . . . , Tn ; Y1 , . . . , Yn ),

x0 (Tn+1 > t |Zn )

  t−Tn
= exp −
λ (φs (Yn )) ds

(t ≥ Tn ) ,

0

x0 (Yn+1

(71)


∈ B |Zn , Tn+1 ) = π φTn+1 −Tn (Yn ) , B

(B ∈ E)

(72)

with the PDMP itself defined by Xt = φt−Tn (Yn ) for
Tn ≤ t < Tn+1 . Here for n = 0, T0 ≡ 0, Y0 ≡ x0 , the
left hand side of (71) is x0 (T1 > t) and that of (72)
is the conditional probability x0 (Y1 ∈ B|T1 ).
A time-homogeneous PDMP constructed in this
manner with an arbitrary fixed initial state, X0 =
Y0 ≡ x0 , has transition probabilities that do not
depend on x0 , and is automatically strong Markov.
Subject to mild smoothness conditions on the φt ,
if the process is d-dimensional (E ⊂ d ), the
infinitesimal generator has the form
d


∂
ai (x)
f (x) + λ(x)
Af (x) =
∂x
i
i=1


π (x, dy)
E

× (f (y) − f (x)) ,

(73)

where a(x) = (ai (x))1≤i≤d = (∂/∂t)φt (x)|t=0 .
Example Time-homogeneous Markov chains in
continuous time correspond to taking φt (x) = x, in
which case (73) simplifies to

Af (x) = λ(x) π (x, dy) (f (y) − f (x)) . (74)
E

Important one-dimensional homogeneous PDMP’s
include the piecewise linear processes where φt (x) =
x + αt and the piecewise exponential processes
where φt (x) = xeβt . The piecewise linear processes
with α > 0 and only negative jumps are examples
of risk processes that are time-homogeneous
Markov.
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Example Renewal theory provides some nice
examples of homogeneous PDMP’s: let (Tn )n≥0
be a zero-delayed renewal sequence, that is, T0 ≡
0 and the waiting times Vn = Tn − Tn−1 for n ≥
1 are i.i.d., strictly positive and finite. Then the
backward recurrence time process X b and the
forward recurrence time process X f defined by
Xtb = t − Tn ,

f

Xt = Tn+1 − t

(Tn ≤ t < Tn+1 )

(75)

are both time-homogeneous PDMP’s (with respect to
their own filtrations) as is the joint process Xbf =
f
Xbf
(Xb , Xf ) (with respect to the filtration FX
t = Ft ).
It should be noted that neither Xf nor Xbf has jump
intensities: it is known for certain that if, for example,
f
Xt0 = x0 > 0, then the next jump will occur at time
t0 + x0 . Also, while Xb and Xf are one-dimensional
piecewise linear, Xbf is two-dimensional piecewise
bf
linear with φt (x1 , x2 ) = (x1 + t, x2 − t).
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Markov Models in
Actuarial Science
The purpose of this article is to give a brief overview
on the use of Markov processes for computational
and modeling techniques in actuarial science. Let
us recall that, loosely speaking, Markov processes
are stochastic processes whose future development
depends on the past only through its present value.
An equivalent way to put it is that, conditioned on
the present, the past and the future are independent.
Markov processes can be considered in discrete or
continuous time, and can take values in a discrete
or continuous state space. If the state space of the
Markov process is discrete (finite or countable), then
it is usually referred to as a Markov chain (note
however, that this term is ambiguous throughout
the literature). Formal definitions and properties of
Markov chains and processes can be found in a
separate article.
Markov processes form a large and important subset of stochastic processes since they often enable
a refined analysis of probabilistic properties. At the
same time they turn out to be a powerful and frequently used modeling tool for a variety of different
contexts within actuarial science. We will first give
a general account on the role of Markov processes
within the class of stochastic processes and then
we will point out some particular actuarial models
using the Markovian approach. This list is by no
means exhaustive, the idea is rather to provide crossreferences to other articles and to demonstrate the
versatility of the ‘Markovian method’.

Properties of Markov Processes
Markov processes lie in the heart of stochastic process theory and serve as a tractable special case in
many situations. For instance, every Markov process
is a semimartingale and by definition short-range
dependent. For the analysis of various characteristics
of a stochastic process (such as the hitting time of
sets in the state space), the strong Markov property
is of particular interest (it essentially states that the
Markov property of memorylessness also holds for
arbitrary stopping times). It is fulfilled for a large
class of Markov processes and, in particular, for all
Markov processes in discrete time.

At the same time, Markov processes represent
a unifying concept for many important stochastic
processes: Brownian motion, processes of Ornstein–Uhlenbeck type (which are the only stationary
Gaussian processes), random walks and all processes with stationary and independent increments
are examples of Markov processes. Moreover, under
weak regularity conditions, every diffusion process
is Markov. Another advantage of the Markovian setup
is that it is particularly simple to simulate a Markov
chain, given the initial distribution and the transition probabilities. If, on the other hand, one needs to
sample from the stationary distribution of a Markov
chain, perfect sampling can be achieved by coupling
techniques. Coupling is also a powerful tool to investigate properties of Markov chains such as asymptotic
stationarity. In some cases, stability bounds for
the stationary distribution of a Markov chain can be
obtained, which can itself be used to derive stability
bounds for relevant quantities in a stochastic model in
terms of the input parameters (for instance, stability
bounds for ruin probabilities in risk theory [7]).
Piecewise deterministic Markov processes form an
important subclass of Markov processes, which, for
instance, play a prominent role in stochastic control
theory. In some contexts, it is useful to approximate
a Markov process by a diffusion approximation.
A finite-state Markov process can be represented
using counting processes. Irreducible and recurrent
Markov chains belong to the class of regenerative
processes. There is a strong link between Markov
chains and discrete renewal processes.
A Markov additive process is a bivariate Markov
process {Xt } = {(Jt , St )}, where {Jt } is a Markov
process (usually in a finite state space) and the
increments of {St } are governed by {Jt } (see
e.g. [4]). The notion of a Markov additive process
is a unification of various Markovian structures: it
contains the class of Markovian arrival processes,
which are dense in the class of all point processes
on the positive half line, and it also contains
Markov renewal processes. The latter are defined as
a point process, where the interarrival times are not
necessarily i.i.d., but governed by a Markov chain
with finite or countable state space. Markov renewal
processes are a generalization of Markov chains,
continuous-time Markov processes, and renewal
processes at the same time. Note that the discrete
time Markovian arrival processes are essentially the
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same as the hidden Markov models, a frequently
used modeling tool in actuarial science.
The theory of ergodic Markov chains gives rise
to an effective computational technique with wide
applicability: if one has to numerically determine
the value of an (possibly high-dimensional) integral
whose integrand is difficult to simulate or known
only up to a constant, it is often possible to simulate
an appropriate ergodic Markov chain whose equilibrium distribution is the one from which the sample is
needed and, by the ergodic theorem, the corresponding Monte Carlo estimate will converge to the desired
value. This technique is known as Markov chain
Monte Carlo [5, 8] and is used in various branches
of insurance such as premium rating.

Actuarial Models of Markovian Type
A Markovian setup is a natural starting point for
formulating stochastic models. In many cases, one
can come up with explicit solutions and get a feeling for more general models. Moreover, many relevant situations in actuarial science practically are of
Markovian type. Examples are certain bonus-malus
systems in car insurance, decrement analysis (for
instance models for the mortality force depending
on the marital status) in life insurance, multi-state
models in disability insurance and critical illness
insurance. Markovian models are also successfully
used in credit scoring and interest-rate modeling.
In claims reserving, Markov chains are sometimes
used to track the claims history.
In queueing theory, numerous Markovian models
have been studied, which are of particular importance for the investigation of the surplus process
in collective risk theory due to the duality of these
two concepts (which, for instance, holds for all
stochastically monotone Markov processes). Various
generalizations of the classical Cramér–Lundberg
model can be studied using Markovian techniques, for
example, using Markov-modulated compound Poisson processes or relaxing the involved independence assumptions among claim sizes and interarrival
times [1–3]. Note that the Cramér–Lundberg process
is itself a Markov process.
Some distributions allow for a Markovian interpretation, a fact that often leads to analytic solutions
for the quantities under study (such as the probability
of ruin in a risk model). Among the most general

classes with that property are the phase-type distributions, which extend the framework of exponential
and Erlang distributions and are described as the
time of absorption of a Markov chain with a number of transient states and a single absorbing state.
Since phase-type distributions are dense in the class
of all distributions on the positive half line, they are
of major importance in various branches of actuarial
science.
In many situations, it is useful to consider a
discrete-time Markovian structure of higher order
(e.g. the distribution of the value Xt+1 of the process at time t + 1 may depend not only on Xt , but
also on Xt−1 and Xt−2 etc.). Note that such a process can always be presented in a Markovian way
at the expense of increasing the dimension of the
state space like often done in Bonus-malus systems.
Such techniques are known as ‘markovizing’ the system (typically markovization is achieved by introducing auxiliary processes). This technique can also be
applied in more general settings (see for instance [6]
for an application in collective risk theory).
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Mean Residual Lifetime
Let X be a nonnegative random variable denoting
the lifetime of a device that has a distribution
F =
∞
1 − F and a finite mean µ = E(X) = 0 F (t) dt >
0. Assume that xF is the right endpoint of F, or xF =
sup{x :F (x) > 0}. Let Xt be the residual lifetime
of the device at time t, given that the device has
survived to time t, namely, Xt = X − t|X > t. Thus,
the distribution Ft of the residual lifetime Xt is
given by
Ft (x) = Pr{Xt ≤ x} = Pr{X − t ≤ x|X > t}
=1−

F (x + t)
F (t)

,

x ≥ 0.

(1)

Therefore, the mean of the residual lifetime Xt is
given by


∞

e(t) = E(Xt ) = E[X − t|X > t] =
∞
=

t

0

F (x) dx
F (t)

,

0 ≤ t < xF .

F (x + t)
F (t)

dx
(2)

In other words, e(t) is the conditional expectation of
the residual lifetime of a device at time t, given that
the device has survived to time t. This function e(t) =
E[X − t|X > t] is called the mean residual lifetime
(MRL) of X or its distribution F. Also, it is called
the mean excess loss and the complete expectation of
life in insurance. The MRL is of interest in insurance,
finance, survival analysis, reliability, and many
other fields of probability and statistics.
In an insurance policy with an ordinary deductible
of d > 0, if X is the loss incurred by an insured,
then the amount paid by the insurer to the insured
is the loss in excess of the deductible if the loss
exceeds the deductible or X − d if X > d. But no
payments will be made by the insurer if X ≤ d.
Thus, the expected loss in excess of the deductible,
conditioned on the loss exceeding the deductible,
is the MRL e(d) = E(X − d|X > d), which is also
called the mean excess loss for the deductible of d;
see, for example, [8, 11].
In insurance and finance applications, we often
assume that the distribution F of a loss satisfies
F (x) < 1 for all x ≥ 0 and thus the right endpoint xF = ∞. Hence, without loss of generality, we

assume that the right endpoint xF = ∞ when we
consider the MRL function e(t) for a distribution F.
The MRL function is determined by the distribution. However, the distribution can also be expressed
in terms of the MRL function. Indeed, if F is continuous, then (2) implies that
  x

e(0)
1
F (x) =
exp −
dy , x ≥ 0.
e(x)
0 e(y)
(3)
See, for example, (3.49) of [8].
Further, if F is absolutely continuous with a density f, then the failure rate function of F is given
by λ(x) = f (x)/F
 x (x). Thus, it follows from (2) and
F (x) = exp{− 0 λ(y) dy}, x ≥ 0 that
  y

 ∞
e(x) =
exp −
λ(u) du dy, x ≥ 0.
x

x

(4)
Moreover, (4) implies that
λ(x) =

e (x) + 1
,
e(x)

x ≥ 0.

(5)

See, for example, page 45 of [17].
However, (5) implies (e(x) + x) = λ(x)e(x) ≥ 0
for x ≥ 0. Therefore, e(x) + x = E(X|X > x) is an
increasing function in x ≥ 0. This is one of the
interesting properties of the MRL. We know that
the MRL e is not monotone in general. But, e is
decreasing when F has an increasing failure rate;
see, for example [2]. However, even in this case, the
function e(x) + x is still increasing.
An important example of the function e(x) + x
appears in finance risk management. Let X be a
nonnegative random variable with distribution F and
denote the total of losses in an investment portfolio.
For 0 < q < 1, assume that xq is the 100qth percentile of the distribution F, or xq satisfies F (xq ) =
Pr{X > xq } = 1 − q. The amount xq is called the
value-at-risk (VaR) with a degree of confidence of
1 − q and denoted by VaRX (1 − q) = xq in finance
risk management. Another amount related to the VaR
xq is the expected total losses incurred by an investor,
conditioned on the total of losses exceeding the VaR
xq , which is given by CTE X (xq ) = E(X|X > xq ).
This function CTE X (xq ) is called the conditional tail
expectation (CTE) for the VaR xq . This is one of the
important risk measures in finance risk measures;
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see, for example [1], and among others. It is obvious
that CTE X (xq ) = xq + e(xq ). Hence, many properties and expressions for the MRL apply for the CTE.
For example, it follows from the increasing property of e(x) + x that the CTE function CTE X (xq )
is increasing in xq ≥ 0, or equivalently, decreasing
in q ∈ (0, 1).
In fact, the increasing property of the function
e(x) + x is one of the necessary and sufficient conditions for a function to be a mean residual lifetime.
Indeed, a function e(t) is the MRL of a nonnegative
random variable with an absolutely continuous distribution if and only if e satisfies the following properties: (i) 0 ≤ e(t) < ∞, t ≥ 0; (ii) e(0) > 0; (iii) e
is continuous; (iv) e(t) + t is increasing on [0, ∞);
and (iv) when there exists a t0 so that e(t0 ) = 0, then
e(t) = 0 for all t ≥ t0 ; otherwise,
 ∞ when there does not
exist such a t0 with e(t0 ) = 0, 0 1/e(t) dt = ∞; see,
for example, page 43 of [17].
Moreover, it is obvious that the MRL e of a
distribution F is just the reciprocal of the failure rate
function
of the equilibrium distribution Fe (x) =
x
F
(y)
dy/µ.
In fact, the failure rate λe of the
0
equilibrium distribution Fe is given by
λe (x) =  ∞
x

F (x)

=

F (y) dy

1
,
e(x)

x ≥ 0.

(6)

µ = E(X ∧ x) + E(X − x)+
= E(X; x) + E(X − x|X > x)Pr{X > x},


E(X; u) = E(X ∧ u) =

u

y dF (y) + uF (u),

0

(7)

The function E(X; u) is called the limited expected
value (LEV) function (e.g. [10, 11]) for the limit of
u and is connected with the MRL. To see that, we

(8)

where (a)+ = max{0, a}. Thus,
e(x) =

µ − E(X; x)
F (x)

.

(9)

Therefore, expressions for the MRL and LEV functions of a distribution can imply each other by relation (9). However, the MRL usually has a simpler
expression. For example, if X has an exponential
distribution with a density function f (x) = λe−λx ,
x ≥ 0, λ > 0, then e(x) = 1/λ is a constant. If X
has a Pareto distribution with a distribution function
F (x) = 1 − (λ/(λ + x))α , x ≥ 0, λ > 0, α > 1, then
e(x) = (λ + x)/(α − 1) is a linear function of x. Further, let X be a gamma distribution with a density
function
β α α−1 −βx
x e ,
(α)

f (x) =

x > 0, α > 0, β > 0.
(10)

This gamma distribution is denoted by G(α, β). We
have
e(x) =

Hence, the properties and expressions of the failure
rate of an equilibrium distribution can be obtained
from those for the MRL of the distribution. More
discussions of relations between the MRL and the
quantities related to the distribution can be found
in [9].
In insurance, if an insurance policy has a limit u
on the amount paid by an insurer and the loss of an
insured is X, then the amount paid by the insurer is
X ∧ u = min{X, u}. With such a policy, an insurer
can limit the benefit that will be paid by it, and the
expected amount paid by the insurer in this policy is
given by

u > 0.

have X = (X ∧ x) + (X − x)+ , and hence

α 1 − (α + 1; βx)
− x,
β 1 − (α; βx)

(11)

where the incomplete gamma function is given by
x
(α; x) = 0 y α−1 e−y dy/(α). Moreover, let X be
a Weibull distribution with a distribution function
F (x) = 1 − exp{−cx τ }, x ≥ 0, c > 0, τ > 0. This
Weibull distribution is denoted by W (c, τ ). We have
e(x) =

(1 + 1/τ ) 1 − (1 + 1/τ ; cx τ )
− x.
c1/τ
exp{−cx τ }
(12)

See, for example, [10, 11].
The MRL has appeared in many studies of probability and statistics. In insurance and finance, the
MRL is often used to describe the tail behavior of
a distribution. In particular, an empirical MRL is
employed to describe the tail behavior of the data.
Since e(x) = E(X|X > x) − x, the empirical MRL
function is defined by
ê(x) =

1
xi − x,
k x >x
i

x ≥ 0,

(13)

Mean Residual Lifetime
where (x1 , . . . , xn ) are the observations of a sample
(X1 , . . . , Xn ) from a distribution F, and k is the number of observations greater than x. In model selection,
we often plot the empirical MRL based on the data,
then choose a suitable distribution for the data according to the feature of the plotted empirical MRL. For
example, if the empirical MRL seems like a linear
function with a positive slope, a Pareto distribution
is a candidate for the data; if the empirical MRL
seems like a constant, an exponential distribution is
an appropriate fit for the data. See [8, 10] for further
discussions of the empirical MRL.
In the study of extremal events for insurance and
finance, the asymptotic behavior of the MRL function
plays an important role. As pointed out in [3], the
limiting behavior of the MRL of a distribution gives
important information on the tail of the distribution.
For heavy-tailed distributions that are of interest
in the study of the extremal events, the limiting
behavior of the MRL has been studied extensively.
For example, a distribution F on [0, ∞) is said
to have a regularly varying tail with index α ≥ 0,
written F ∈ R−α , if
lim

F (xy)

x→∞

F (x)

= y −α

(14)

for some α ≥ 0 and any y > 0. Thus, if F ∈ R−α
with α > 1, it follows from the Karamata theorem that
e(x) ∼

x
,
α−1

x → ∞.

(15)

See, for example, [4] or page 162 of [8]. We note
that the above condition of α > 1 guarantees a finite
mean for the distribution F ∈ R−α .
In addition, if
lim

x→∞

F (x − y)
F (x)

= eγ y

(16)

for some γ ∈ [0, ∞] and all y ∈ (−∞, ∞), it can be
proved that
lim e(x) =

x→∞

1
.
γ

(17)

See, for example, page 295 of [8]. Hence, if F ∈ S,
the class of subexponential distributions, we have
γ = 0 in (16) and thus limx→∞ e(x) = ∞.
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On the other hand, for a superexponential distribution F of the type of the Weibull-like distribution
with
F (x) ∼ Kx α exp{−cx τ },

x → ∞,

(18)

where K > 0, −∞ < α < ∞, c > 0, and τ > 1, we
know that its tail goes to zero faster than an exponential tail and γ = ∞ in (16) and thus limx→∞ e(x) =
0.
However, for an intermediate-tailed distribution,
the limit of e(x) will be between 0 and ∞. For
example, a distribution F on [0, ∞) is said to belong
to the class S(γ ) if
 ∞
F (2) (x)
=2
lim
eγ y dF (y) < ∞ (19)
x→∞ F (x)
0
and
lim

x→∞

F (x − y)
F (x)

= eγ y

(20)

for some γ ≥ 0 and all y ∈ (−∞, ∞). Clearly,
S(0) = S is the class of subexponential distributions.
Another interesting class of distributions in S(γ ) is
the class of generalized inverse Gaussian distributions. A distribution F on (0, ∞) is called a generalized inverse Gaussian distribution if F has the
following density function


γ x −1 + βx
(β/γ )λ/2 λ−1
exp −
x
,
f (x) =
√
2
2Kλ ( γβ)
x > 0,

(21)

where Kλ (x) is the modified Bessel function of the
third kind with index λ. The class of the generalized inverse Gaussian distributions is denoted by
N −1 (λ, γ , β). Thus, if F ∈ N −1 (λ, γ , β) with λ < 0,
γ > 0 and β > 0, then F ∈ S(β/2); see, for example, [6]. Hence, for such an intermediate-tailed distribution, we have limx→∞ e(x) = 2/β. For more discussions of the class S(γ ), see [7, 13]. In addition,
asymptotic forms of the MRL functions of the common distributions used in insurance and finance can
be found in [8].
Further, if F has a failure rate function λ(x) =
f (x)/F (x) and limx→∞ λ(x) = γ , it is obvious from
L’Hospital rule that limx→∞ e(x) = 1/γ . In particular, in this case, λ(∞) = 1/e(∞) is the abscissa of
convergence of the Laplace transform of F or the
singular point of the moment generating function of
F; see, for example, Lemma 1 in [12]. Hence, the
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limiting behavior of the MRL can also be obtained
from that of the failure rate. Many applications of
the limit behavior of the MRL in statistics, insurance, finance, and other fields can be found in [3, 8],
and references therein.
The MRL is also used to characterize a lifetime
distribution in reliability. A distribution F on [0, ∞)
is said to have a decreasing mean residual lifetime
(DMRL), written F ∈ DMRL, if the MRL function
e(x) of F is decreasing in x ≥ 0 and F is said to
have an increasing mean residual lifetime (IMRL),
written F ∈ DMRL, if the MRL function e(x) of
F is increasing in x ≥ 0. The MRL functions of
many distributions hold the monotone properties. For
example, for a Pareto distribution, e(x) is increasing;
for a gamma distribution G(α, β), e(x) is increasing
if 0 < α < 1 and decreasing if α > 1; for a Weibull
distribution W (c, τ ), e(x) is increasing if 0 < τ < 1
and decreasing if τ > 1. In fact, more generally, any
distribution with an increasing failure rate (IFR) has
a decreasing mean failure rate while any distribution
with a decreasing failure rate (DFR) has an increasing
mean failure rate; see, for example, [2, 17].
It is well known that the class IFR is closed under
convolution but its dual class DFR is not. Further,
the classes DMRL and IMRL both are not preserved
under convolutions; see, for example, [2, 14, 17].
However, If F ∈ DMRL and G ∈ IFR, then the convolution F ∗ G ∈ DMRL; see, for example, [14] for
the proof and the characterization of a DMRL distribution. In addition, it is also known that the class
IMRL is closed under mixing but its dual class
DMRL is not; see, for example, [5].
The DMRL and IMRL classes have been
employed in many studies of applied probability;
see, for example, [17] for their studies in reliability
and [11, 18] for their applications in insurance.
Further, a summary of the properties and the multivariate version of the MRL function can be found
in [16]. A stochastic order for random variables
can be defined by comparing the MRL functions of
the random variables; see, for example, [17]. More
applications of the MRL or the mean excess loss in
insurance and finance can be found in [8, 11, 15, 18],
and references therein.
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Mixtures of Exponential
Distributions
An exponential distribution is one of the most important distributions in probability and statistics. In insurance and risk theory, this distribution is used to model
the claim amount, the future lifetime, the duration
of disability, and so on. Under exponential distributions, many quantities in insurance and risk theory
have explicit or closed expressions. For instance, in
the compound Poisson risk model, if claim sizes
are exponentially distributed, then the ruin probability in this risk model has a closed and explicit
form; see, for example [1]. In life insurance, when
we assume a constant force of mortality for a life,
the future lifetime of the life is an exponential random variable. Then, premiums and benefit reserves in
life insurance policies have simple formulae; see, for
example [4]. In addition, an exponential distribution
is a common example in insurance and risk theory
for one to illustrate theoretic results.
An exponential distribution has a unique property
in that it is memoryless. Let X be a positive random
variable. The distribution F of X is said to be an
exponential distribution and X is called an exponential random variable if
F (x) = Pr{X ≤ x} = 1 − e−θx ,

x ≥ 0,

θ > 0.
(1)

Thus, the survival function of the exponential distribution satisfies F (x + y) = F (x)F (x), x ≥ 0, y ≥ 0,
or equivalently,
Pr{X > x + y|X > x} = Pr{X > y},
x ≥ 0,

y ≥ 0.

(2)

The equation (2) means the memoryless property
of an exponential distribution. However, when an
exponential distribution is used to model the future
lifetime, the memoryless property implies that the
life is essentially young forever and never becomes
old. Further, the exponential tail of an exponential
distribution is not appropriate for claims with the
heavy-tailed character. Hence, generalized exponential distributions are needed in insurance and risk
theory.
One of the common methods to generalize distributions or to produce a class of distributions is

mixtures of distributions. In particular, mixtures of
exponential distributions are important models and
have many applications in insurance. Let X be a positive random variable. Assume that the distribution of
X is subject to another positive random variable 
with a distribution G. Suppose that, given  = θ >
0, the conditional distribution of X is an exponential distribution with Pr{X ≤ x| = θ} = 1 − e−θx ,
x ≥ 0. Then, the distribution of X is given by
 ∞
F (x) =
Pr{X ≤ x| = θ} dG(θ)
0


=

∞

(1 − e−θx ) dG(θ),

x ≥ 0.

(3)

0

A distribution F on (0, ∞) given by (3) is called
the mixture of exponential distributions by the mixing
distribution G. From (3), we know that the survival
function F (x) of a mixed exponential distribution F
satisfies
 ∞
F (x) =
e−θx dG(θ), x ≥ 0.
(4)
0

In other words, a mixed exponential distribution is
a distribution so that its survival function is the
Laplace transform of a distribution G on (0, ∞).
It should be pointed out that when one considers
a mixture of exponential distributions with a mixing distribution G, the mixing distribution G must be
assumed to be the distribution of a positive random
variable, or G(0) = 0. Otherwise, F is a defective
distribution since F (∞) = 1 − G(0) < 1. For example, if G is the distribution of a Poisson random
variable  with
e−λ λk
, k = 0, 1, 2, . . . ,
k!
where λ > 0. Thus, (4) yields
Pr{ = k} =

−x

F (x) = eλ(e

−1)

,

x ≥ 0.

(5)

(6)

However, F (∞) = e−λ > 0, and thus F is not a
(proper) distribution.
Exponential mixtures can produce many interesting distributions in probability and are often considered as candidates for modeling risks in insurance.
For example, if the mixing distribution G is a gamma
distribution with density function
G (x) =

β α α−1 −βx
x e ,
(α)
α > 0,

x ≥ 0,

β > 0,

(7)
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then the mixed exponential distribution F is a Pareto
distribution with
α

β
F (x) = 1 −
, x ≥ 0.
(8)
β +x
It is interesting to note that the mixed exponential
distribution is a heavy-tailed distribution although the
mixing distribution is light tailed. Further, the lighttailed gamma distribution itself is also a mixture of
exponential distribution; see, for example [6].
Moreover, if the mixing distribution G is an
inverse Gaussian distribution with density function
 √
√ 2
x b− c

c −
x
, x > 0 (9)
e
G (x) =
πx 3
then, (3) yields
F (x) = 1 − e−2

√

c

√

√ 
x+b− b

,

x≥0

(10)

The distribution (10) has thinner tails than Pareto or
log-normal distributions, but thicker tails than gamma
or inverse Gaussian distributions; see, for example [7,
16]. Hence, it may be a candidate for modeling
intermediate-tailed data. In addition, the mixed exponential distribution (10) can be used to construct
mixed Poisson distributions; see, for example [16].
It is worthwhile to point out that a log-normal
distribution is not a mixed exponential distribution.
However, a log-normal distribution can be obtained
by allowing G in (3) to be a general function. Indeed,
if G is a differentiable function with



exp{π 2 /(2σ 2 )} ∞
y2

µ−σy
exp −xe
−
G (x) =
√
2
xπ 2π
−∞
πy
dy, x > 0,
(11)
× sin
β
where −∞ < µ < ∞ and σ > 0, then G(x) is a
continuous function with G(0) = 0 and G(∞) = 1.
But G(x) is not monotone, and thus is not a distribution function; see, for example [14]. However,
the resulting function F by (2) is a log-normal distribution function ((log y − µ)/σ ), y > 0, where
(x) is the standard normal distribution; see, for
example [14]. Using such an exponential mixture for
a log-normal distribution, Thorin and Wikstad [14]
derived an expression for the finite time ruin probability in the Sparre Andersen risk model when claim
sizes have log-normal distributions. In addition, when

claim sizes and interclaim times are both mixed
exponential distributions, the expression for the ruin
probability in this special Sparre Andersen risk model
was derived in [13]. A survey of the mixed exponential distributions yielded by (3) where G is not
necessarily monotone but G(0) = 0 and G(∞) = 1
can be found in [3].
A discrete mixture of exponential distributions is
a mixed exponential distribution when the mixing
distribution G in (3) is the distribution of a positive
discrete random variable. Let G be the distribution
of a positive discrete random variable  with
Pr{ = θi } = pi ,

i = 1, 2, . . . ,

(12)

where 0 < θ1 < θ2 < · · · , pi ≥ 0 for i = 1, 2 . . ., and
∞
i=1 pi = 1. Thus, the resulting mixed exponential
distribution by (3) is
∞

F (x) = 1 −

pi e−θi x ,

x ≥ 0.

(13)

i=1

In particular, if a discrete mixture of exponential
distributions is a finite mixture, that is
n

pi e−θi x ,

F (x) = 1 −

x ≥ 0,

(14)

i=1

where 0 < θ1 < θ2 < · · · < θn and pi ≥ 0 for i =
1, . . . , n, and ni=1 pi = 1, then the finite mixture of
exponential distributions is called the hyperexponential distribution. The hyperexponential distribution is
often used as an example beyond an exponential distribution in insurance and risk theory to illustrate
theoretic results; see, for example [1, 10, 17]. In particular, the ruin probability in the compound Poisson
risk model has an explicit expression when claim
sizes have hyperexponential distributions; see, for
example [1]. In addition, as pointed out in [1], an
important property of the hyperexponential distribution is that its squared coefficient of variation is larger
than one for all parameters in the distributions.
The hyperexponential distribution can be characterized by the Laplace transform. It is obvious that
the Laplace transform φ(λ) of the hyperexponential
distribution (16) is given by
n

φ(λ) =

pk
k=1

Q(λ)
θk
=
,
λ + θk
P (λ)

(15)
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where P is a polynomial of degree n with roots {−θk ,
k = 1, . . . , n}, and Q is a polynomial of degree n − 1
with Q(0)/P (0) = 1. Conversely, let P and Q be any
polynomials of degree n and n − 1, respectively, with
Q(0)/P (0) = 1. Then, Q(λ)/P (λ) is the Laplace
transform of the hyperexponential distribution (16) if
and only if the roots {−θk , k = 1, . . . , n} of P , and
{−bk , k = 1, . . . , n − 1} of Q are distinct and satisfy
0 < θ1 < b1 < θ2 < b2 < · · · < bn−1 < θn .
See, for example [5] for details.
We note that a distribution closely related to the
hyperexponential distribution is the convolution of
distinct exponential distributions. Let Fi (x) = 1 −
e−θi x , x ≥ 0, θi > 0, i = 1, 2 . . . , n and θi  = θj for
i  = j , be n distinct exponential distributions. Then
the survival function of the convolution F1 ∗ · · · ∗ Fn
is a combination of the exponential survival functions
Fi (x) = e−θi x , x ≥ 0, i = 1, . . . , n and is given by
n

Ci,n e−θi x ,

1 − F1 ∗ · · · ∗ Fn (x) =

x ≥ 0, (16)

i=1

where
Ci,n =

θj
.
θ
− θi
j
1≤j =i≤n

See, for example [11]. It should be pointed out that
n
i=1 Ci,n = 1 but {Ci,n , i = 1, . . . , n} are not probabilities since some of them are negative. Thus,
although the survival function (16) of the convolution of distinct exponential distributions is similar
to the survival function of a hyperexponential distribution, these two distributions are very different.
For example, a hyperexponential distribution has a
decreasing failure rate but the convolution of exponential distribution has an increasing failure rate; see,
for example [2].
A mixture of exponential distributions has many
important properties. Since the survival function of
a mixture exponential distribution is the Laplace
transform of the mixing distribution, many properties
of mixtures of exponential distributions can be
obtained from those of the Laplace transform. Some
of these important properties are as follows.
A function h defined on [0, ∞) is said to be
completely monotone if it possesses derivatives of all
orders h(n) (x) and (−1)h(n) (x) ≥ 0 for all x ∈ (0, ∞)
and n = 0, 1, . . .. It is well known that a function
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h defined on [0, ∞) is the Laplace transform of a
distribution on [0, ∞) if and only if h is completely
monotone and h(0) = 1; see, for example [5]. Thus,
a distribution on (0, ∞) is a mixture of exponential
distributions if and only if its survival function is
completely monotone.
A mixed exponential distribution is absolutely
continuous. The density function of a mixed exponen∞
tial distribution f (x) = F  (x) = 0 θe−θx dG(θ),
x > 0 and thus is also completely monotone; see,
for example, Lemma 1.6.10 in [15]. The failure
rate function of a mixed exponential distribution is
given by
λ(x) =

f (x)
F (x)

=

∞
−θx
dG(θ)
0 θe
,
∞ −θx
dG(θ)
0 e

x > 0.

(17)

This failure rate function λ(x) is decreasing since
an exponential distribution has a decreasing failure
rate, indeed a constant failure rate, and the decreasing
failure rate (DFR) property is closed under mixtures
of distributions; see, for example [2].
Further, it is important to note that the asymptotic tail of a mixed exponential distribution can be
obtained when the mixing distribution G is regularly
varying. Indeed, we know (e.g. [5]) that if the mixing
distribution G satisfies
G(x) ∼

1 ρ−1
x l(x),
(ρ)

x → ∞,

(18)

where l(x) is a slowly varying function and ρ >
0, then the survival function F (x) of the mixed
exponential distribution F (x) satisfies
 
1
, x → ∞.
(19)
F (x) ∼ x 1−ρ l
x
In fact, (19) follows from the Tauberian theorem.
Further, (19) and (18) are equivalent, that is, (19)
also implies (18); see, for example [5] for details.
Another important property of a mixture of exponential distributions is its infinitely divisible property.
A distribution F is said to be infinitely divisible if,
for any n = 2, 3, . . . , there exists a distribution Fn
so that F is the n-fold convolution of Fn , namely,
F = Fn(n) = Fn ∗ · · · ∗ Fn . It is well known (e.g. [5]
or [15]) that the class of distributions on [0, ∞)
with completely monotone densities is a subclass of
infinitely divisible distributions. Hence, mixtures of
exponential distributions are infinitely divisible. In
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particular, it is possible to show that the hyperexponential distribution is infinitely divisible directly
from the Laplace transform of the hyperexponential distribution; see, for example [5], for this proof.
Other properties of infinitely divisible distributions
and completely monotone functions can be found
in [5, 15].
In addition, a summary of the properties of mixtures of exponential distributions and their stop-loss
transforms can be found in [7]. For more discussions
of mixed exponential distributions and, more generally, mixed gamma distributions, see [12]. Another
generalization of a mixture of exponential distributions is the frailty model, in which F is defined by
∞
F (x) = 0 e−θM(x) dG(θ), x ≥ 0, where M(x) is a
cumulative failure rate function; see, for example [8],
and references therein for details and the applications of the frailty model. Further, more examples of
mixtures of exponential distributions and their applications in insurance can be found in [9, 10, 17], and
references therein.
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Nonparametric Statistics
Introduction
Nonparametric statistical methods enjoy many
advantages over their parametric counterparts. Some
of the advantages are as follows:
•
•
•

Nonparametric methods require fewer assumptions about the underlying populations from which
the data are obtained.
Nonparametric techniques are relatively insensitive to outlying observations.
Nonparametric procedures are intuitively appealing and quite easy to understand.

The earliest works in nonparametric statistics date
back to 1710, when Arbuthnott [2] developed an
antecedent of the sign test, and to 1904, when Spearman [43] proposed the rank correlation procedure.
However, it is generally agreed that the systematic
development of the field of nonparametric statistical
inference started in the late 1930s and 1940s with
the seminal articles of Friedman [16], Kendall [24],
Mann and Whitney [28], Smirnov [42], and Wilcoxon
[46]. Most of the early developments were intuitive
by nature and were based on ranks of observations
(rather than their values) to deemphasize the effect of
possible outliers on the conclusions.
Later, an important contribution was made by
Quenouille [36]. He invented a clever bias-reduction
technique – the jackknife – which enabled nonparametric procedures to be used in a variety of situations.
Hodges and Lehmann [22] used rank tests to derive
point estimators and proved that these estimators have
desirable properties. Their approach led to the introduction of nonparametric methods into more general
settings such as regression.
Among the most important modern advances
in the field of nonparametric statistics is that of
Efron [11]. He introduced a computer-intensive
technique – the bootstrap – which enables nonparametric procedures to be used in many complicated situations, including those in which parametric–theoretical approaches are simply intractable.
Finally, owing to the speed of modern computers,
the so-called smoothing techniques, prime examples
of which are nonparametric density estimation and

nonparametric regression, are gaining popularity in
practice, including actuarial science applications.
In the section ‘Some Standard Problems’, some
standard nonparametric problems for one, two, or
more samples are described. In the section ‘Special Topics with Applications in Actuarial Science’,
more specialized topics, such as empirical estimation,
resampling methods, and smoothing techniques, are
discussed and, for each topic, a list of articles with
actuarial applications of the technique is provided. In
the section ‘Final Remarks’, we conclude with a list
of books for further reading and a short note on software packages that have some built-in procedures for
nonparametric inference.

Some Standard Problems
Here we present the most common nonparametric
inference problems. We formulate them as hypothesis testing problems, and therefore, in describing
these problems, we generally adhere to the following
sequence: data, assumptions, questions of interest (i.e.
specification of the null hypothesis, H0 , and possible
alternatives, HA ), test statistic and its distribution, and
decision-making rule. Whenever relevant, point and
interval estimation is also discussed.

One-sample Location Problem
Let Z1 , . . . , Zn be a random sample from a
continuous population with cumulative distribution
function (cdf) F and median µ. We are interested
in the inference about µ. That is, H0 : µ = µ0
versus HA : µ > µ0 , or HA : µ < µ0 , or HA : µ  =
µ0 , where a real number µ0 and HA are prespecified
by the particular problem.
Also, let us denote the ordered sample values by
Z(1) ≤ Z(2) ≤ · · · ≤ Z(n) .
Sign Test. In this setting, if besides the continuity
of F, no additional assumptions are made, then the
appropriate test statistic is the sign test statistic:
B=

n


i ,

(1)

i=1

where i = 1, if Zi > µ0 , and i = 0, if Zi < µ0 .
Statistic B counts the number of sample observations Z that exceed µ0 . In general, statistics of
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such a type are referred to as counting statistics. Further, when H0 is true, it is well known (see [37],
Section 2.2) that B has a binomial distribution with
parameters n and p = P{Zi > µ0 } = 1/2 (because
µ0 is the median of F ). This implies that B is a
distribution-free statistic, that is, its null distribution
does not depend on the underlying distribution F .
Finally, for the observed value of B (say, Bobs ), the
rejection region (RR) of the associated level α test is
HA
RR
µ > µ0
Bobs ≥ bα
µ < µ0
Bobs ≤ n − bα
µ  = µ0 Bobs ≤ n − bα/2 or Bobs ≥ bα/2
where bα denotes the upper αth percentile of the
binomial (n, p = 1/2) distribution.
A typical approach for constructing one- or twosided confidence intervals for µ is to invert the
appropriate hypothesis test. Inversion of the level α
two-sided sign test leads to the following (1 − α)
100% confidence interval for µ: (Z(n+1−bα/2 ) , Z(bα/2 ) ).
The one-sided (1 − α) 100% confidence intervals for
µ, (−∞, Z(bα ) ) and (Z(n+1−bα ) , ∞), are obtained
similarly. Finally, the associated point estimator for
µ is µ̃ = median{Z1 , . . . , Zn }.
Wilcoxon Signed-rank Test. Consider the same
problem as before with an additional assumption
that F is symmetric about µ. In this setting, the
standard approach for inference about µ is based on
the Wilcoxon signed-rank test statistic (see [46]):
T+ =

n


Ri i ,

(2)

i=1

where Ri denotes the rank of |Zi − µ0 | among
|Z1 − µ0 |, . . . , |Zn − µ0 | and i is defined as before.
Statistic T + represents the sum of the |Z − µ0 | ranks
for those sample observations Z that exceed µ0 .
When H0 is true, two facts about i and |Zi − µ0 |
hold: (i) the |Zi − µ0 |’s and the i ’s are independent, and (ii) the ranks of |Zi − µ0 |’s are uniformly
distributed over the set of n! permutations of integers
(1, . . . , n) (see [37], Section 2.3). These imply that
T + is a distribution-free statistic. Tables for the critical values of this distribution, tα , are available in
+
, the
[23], for example. For the observed value Tobs

rejection region of the associated level α test is
RR

HA
µ > µ0
µ < µ0
+
µ  = µ0 Tobs

+
Tobs

≥ tα

n(n + 1)
− tα
2
n(n + 1)
+
− tα/2 or Tobs
≤
≥ tα/2
2
+
Tobs
≤

(The factor n(n + 1)/2 appears because T + is symmetric about its mean n(n + 1)/4.)
As shown previously, the one- and two-sided confidence intervals for µ are derived by inverting the
appropriate hypothesis tests. These intervals are based
on the order statistics of the N = n(n + 1)/2 Walsh
averages of the form Wij = (Zi + Zj )/2, for 1 ≤ i ≤
j ≤ n. That is, the (1 − α) 100% confidence intervals for µ are (W(N+1−tα/2 ) , W(tα/2 ) ), (−∞, W(tα ) ), and
(W(N+1−tα ) , ∞), where W(1) ≤ · · · ≤ W(N) denote the
ordered Walsh averages. Finally, the associated point
estimator for µ is µ̂ = median{Wij , 1 ≤ i ≤ j ≤ n}.
(This is also known as the Hodges–Lehmann [22]
estimator.)
Remark 1 Discreteness of the true distribution functions. Although theoretically the probability that Zi =
µ0 or that there are ties among the |Zi − µ0 |s is zero
(because F is continuous), in practice, this event may
occur due to discreteness of the true distribution function. In the former case, it is common to discard such
Zi s, thus reducing the sample size n, and, in the latter
case, the ties are broken by assigning average ranks
to each of the |Zi − µ0 |s within a tied group. Also,
due to discreteness of the distribution functions of
statistics B and T + , the respective levels of the associated tests (α) and confidence intervals (1 − α) are
not attained exactly.

Two-sample Location Problem
Let X1 , . . . , Xn1 and Y1 , . . . , Yn2 be independent random samples from populations with continuous cdfs
F and G respectively. We assume that these populations differ only by a shift of location, that is,
we assume that G(x) = F (x − ), and we want to
know if there is indeed the nonzero shift . That
is, H0 :  = 0 versus HA :  > 0, or HA :  < 0,
or HA :   = 0. (Another possible (though less common) approach is to test H0 :  = 0 . In such a case,
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all procedures described here remain valid if applied
to the transformed observations Yi∗ = Yi − 0 .)
In this setting, the most commonly used procedures are based on the rank sum statistic of the
Wilcoxon–Mann–Whitney (see [28, 46]):
W =

n2


Ri ,

(3)

i=1

where Ri is the rank of Yi among the combined sample of N = n1 + n2 of observations
X1 , . . . , Xn1 , Y1 , . . . , Yn2 . (See Remark 1 for how to
handle the ties among observations.)
When H0 is true, it follows from fact (ii) of
Section ‘Wilcoxon Signed-rank Test’ that W is a
distribution-free statistic. Tables for the critical values
of this distribution, wα , are available in [23], for
example. For the observed value Wobs , the rejection
region of the associated level α test is
RR
HA
>0
Wobs ≥ wα
<0
Wobs ≤ n2 (N + 1) − wα
  = 0 Wobs ≤ n2 (N + 1) − wα/2 or Wobs ≥ wα/2
(The factor n2 (N + 1) is due to the symmetricity of
W about its mean n2 (N + 1)/2.)
The associated confidence intervals are based
on the order statistics of the n1 n2 differences
Uij = Yj − Xi , for i = 1, . . . , n1 , j = 1, . . . , n2 .
That is, the (1 − α) 100% confidence intervals
for  are (U((n2 (n1 +2n2 +1)/2+1−wα/2 ) , U(wα/2 −n2 (n2 +1)/2) ),
(−∞, U(wα −n2 (n2 +1)/2) ), and (U(n2 (n1 +2n2 +1)/2+1−wα ) ,
∞), where U(1) ≤ · · · ≤ U(n1 n2 ) denote the ordered
differences Uij . Finally, the Hodges–Lehmann [22]
ˆ = median{Uij , i =
point estimator for  is 
1, . . . , n1 , j = 1, . . . , n2 }.
Remark 2 An application. In the insurance context,
Ludwig and McAuley [26] applied the Wilcoxon–Mann–Whitney test to evaluate reinsurers’
relative financial strength. In particular, they used
the statistic W to determine which financial ratios
discriminated most successfully between ‘strong’ and
‘weak’ companies.

Related Problems and Extensions
There are two types of problems that are closely
related to or directly generalize the location model.
One arises from the consideration of other kinds of
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differences between the two distributions–differences
in scale, location and scale, or any kind of differences. Another venue is to compare locations of
k > 2 distributions simultaneously. Inference procedures for these types of problems are motivated by
similar ideas as those for the location problem. However, in some cases, technical aspects become more
complicated. Therefore, in this section, the technical
level will be kept at a minimum; instead, references
will be provided.
Problems of Scale, Location–Scale, and General
Alternatives. Let X1 , . . . , Xn1 and Y1 , . . . , Yn2 be
independent random samples from populations with
continuous cdfs F1 and F2 respectively. The null
hypothesis for comparing the populations is H0 :
F1 (x) = F2 (x) (for every x). Here, several problems
can be formulated.
Scale Problem. If we assume that, for every
x, F1 (x) = G(x − µ/σ1 ) and F2 (x) = G(x − µ/σ2 ),
where G is a continuous distribution with a possibly
unknown median µ, then the null hypothesis can be
replaced by H0 : σ1 = σ2 , and possible alternatives
are HA : σ1 > σ2 , HA : σ1 < σ2 , HA : σ1  = σ2 . In
this setting, the most commonly used procedures
are based on the Ansari–Bradley statistic C. This
statistic is computed as follows. First, order the
combined sample of N = n1 + n2 X- and Y -values
from least to greatest. Second, assign the score ‘1’
to both the smallest and the largest observations in
this combined sample, assign the score ‘2’ to the
second smallest and second largest, and continue
in this manner. Thus, the arrays of assigned scores
are 1, 2, . . . , N/2, N/2, . . . , 2, 1 (for N -even) and
1, 2, . . . , (N + 1)/2, . . . , 2, 1 (for N -odd). Finally,
the Ansari–Bradley statistic is the sum of the scores,
S1 , . . . , Sn2 , assigned to Y1 , . . . , Yn2 via this scheme:
C=

n2


Si

(4)

i=1

(see [23], Section 5.1, for the distribution of C, rejection regions, and related questions).
Location–Scale Problem. If we do not assume that
medians are equal, that is, F1 (x) = G(x − µ1 /σ1 )
and F2 (x) = G(x − µ2 /σ2 ) (for every x), then the
hypothesis testing problem becomes H0 : µ1 = µ2 ,
σ1 = σ2 versus HA : µ1  = µ2 and/or σ1  = σ2 . In this
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setting, the most commonly used procedures are
based on the Lepage statistic L, which combines standardized versions of the Wilcoxon–Mann–Whitney
W and Ansari–Bradley C:
L=

(C − E0 (C))2
(W − E0 (W ))2
+
,
Var0 (W )
Var0 (C)

(5)

where the expected values (E0 ) and variances
(Var0 ) of the statistics are computed under H0 (for
further details and critical values for L, see [23,
Section 5.3]). Note that an additional assumption
of µ1 = µ2 (or σ1 = σ2 ) yields the scale (or the
location) problem setup.
General Alternatives. The most general problem in
this context is to consider all kinds of differences
between the distributions F1 and F2 . That is, we
formulate the alternative HA : F1 (x)  = F2 (x) (for at
least one x). This leads to the well-known Kolmogorov–Smirnov statistic:
D=

n1 n2
max |F̂1,n1 (Z(k) ) − F̂2,n2 (Z(k) )|.
d 1≤k≤N

(6)

Here d is the ‘greatest common divisor’ of n1 and n2 ,
Z(1) ≤ · · · ≤ Z(N) denotes the N = n1 + n2 ordered
values for the combined sample of X’s and Y ’s,
and F̂1,n1 and F̂2,n2 are the empirical distribution
functions for the X and Y samples:
F̂1,n1 (z) =
and F̂2,n2 (z) =

n1
1 
1{Xi ≤ z}
n1 i=1
n2
1 
1{Yj ≤ z},
n2 j =1

(7)

where 1{·} denotes the indicator function. For further
details, see [23], Section 5.4.
One-way Analysis of Variance. Here, the data are
k > 2 mutually independent random samples from
continuous populations with medians µ1 , . . . , µk
and cdfs F1 (x) = F (x − τ1 ), . . . , Fk (x) = F (x −
τk ), where F is the cdf of a continuous distribution
with median µ, and τ1 = µ1 − µ, . . . , τk = µk − µ
represent the location effects for populations 1, . . . , k.
We are interested in the inference about medians
µ1 , . . . , µk , which is equivalent to the investigation
of differences in the population effects τ1 , . . . , τk .

This setting is called the one-way layout or oneway analysis of variance. Formulation of the problem
in terms of the effects instead of the medians has
interpretive advantages and is easier to generalize (to
two-way analysis of variance, for example).
For testing H0 : τ1 = · · · = τk versus general alternatives HA : at least one τi  = τj , the Kruskal–Wallis
test is most commonly used. For testing H0 versus ordered alternatives HA : τ1 ≤ · · · ≤ τk (with at
least one strict inequality), the Jonckheere–Terpstra
test is appropriate, and versus umbrella alternatives HA : τ1 ≤ · · · ≤ τq−1 ≤ τq ≥ τq+1 ≥ · · · ≥ τk
(with at least one strict inequality), the most popular
techniques are those of Mack and Wolfe [27].
Also, if H0 is rejected, then we are interested in
finding which of the populations are different and
then in estimating these differences. Such questions
lead to the multiple comparisons and contrast estimation procedures. For further details and extensions
of the one-way analysis of variance, the reader is
referred to [23], Chapter 6.

Independence
Let (X1 , Y1 ), . . . , (Xn , Yn ) be a random sample from
a continuous bivariate population. We are interested
in the null hypothesis H0 : X and Y are independent. Depending on how the strength of association
between X and Y is measured, different approaches
for testing H0 are possible. Here we briefly review
two most popular procedures based on Spearman’s ρ
and Kendall ’s τ . For further details and discussion,
see [23], Chapter 8.
Spearman’s ρ. The Spearman rank correlation coefficient ρ was introduced in 1904, and is probably
the oldest nonparametric measure in current use. It is
defined by


n 

n+1
n+1
12
X
Y
Ri −
Ri −
ρ=
n(n2 − 1) i=1
2
2

6
(R X − RiY )2 ,
n(n2 − 1) i=1 i
n

=1−

(8)

where RiX (RiY ) denotes the rank of Xi (Yi ) in
the sample of Xs (Y s). Using the first expression,
it is a straightforward exercise to show that ρ is
simply the classical Pearson’s correlation coefficient
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applied to the rank vectors R X and R Y instead of the
actual X and Y observations respectively. The second
expression is more convenient for computations.
For testing the independence hypothesis H0 versus
alternatives HA : X and Y are positively associated,
HA : X and Y are negatively associated, HA : X and
Y are not independent, the corresponding rejection
regions are ρ ≥ ρα , ρ ≤ −ρα , and |ρ| ≥ ρα/2 . Critical
values ρα are available in [23], Table A.31.
Kendall’s τ . The Kendall population correlation
coefficient τ was introduced in 1938 by Kendall [24]
and is given by
τ = 2P{(X2 − X1 )(Y2 − Y1 ) > 0} − 1.

(9)

If X and Y are independent, then τ = 0 (but the
opposite statement is not necessarily true). Thus,
the hypotheses of interest can be written as H0 :
τ = 0 and HA : τ > 0, HA : τ < 0, HA : τ  = 0. The
appropriate test statistic is
K=

n
n−1 


Q((Xi , Yi ), (Xj , Yj )),

(10)

i=1 j =i+1

where Q((a, b), (c, d)) = 1, if (d − b)(c − a) > 0,
and = −1, if (d − b)(c − a) < 0. The corresponding
rejection regions are K ≥ kα , K ≤ −kα , and |K| ≥
kα/2 . Critical values kα are available in [23], Table
A.30. If ties are present, that is, (d − b)(c − a) = 0,
the function Q is modified by allowing it to take a
third value, Q = 0. Such a modification, however,
makes the test only approximately of significance
level α. Finally, the associated point estimator of τ
is given by τ̂ = 2K/(n(n − 1)).
Besides their simplicity, the main advantage of
Spearman’s ρ and Kendall’s τ is that they provide
estimates of dependence between two variables. On
the other hand, some limitations on the usefulness of
these measures exist. In particular, it is well known
that zero correlation does not imply independence;
thus, the H0 statement is not ‘if and only if’. In the
actuarial literature, this problem is addressed in [6].
A solution provided there is based on the empirical
approach, which we discuss next.

Special Topics with Applications in
Actuarial Science
Here we review some special topics in nonparametric
statistics that find frequent application in actuarial
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research and practice. For each topic, we provide a
reasonably short list of actuarial articles where these
techniques (or their variants) are implemented.

Empirical Approach
Many important features of an underlying distribution F , such as mean, variance, skewness, and
kurtosis can be represented as functionals of F ,
denoted T (F ). Similarly, various actuarial parameters, such as mean excess function, loss elimination
ratio, and various types of reinsurance premiums
can be represented as functionals of the underlying
claims distribution F . For example, the net premium of the excess-of-loss reinsurance, with priority β and expected
number of claims λ, is given

by T (F ) = λ max{0, x − β} dF (x); the loss elimination ratio
for a deductible

 of d is defined as
T (F ) = min{x, d} dF (x)/ x dF (x).
In estimation problems using empirical nonparametric approach, a parameter of interest T (F ) is
estimated by T (F̂n ), where F̂n is the empirical distribution function based on a sample of n observations from a population with cdf F , as defined
in the section ‘Problems of Scale, Location–Scale,
and General Alternatives’. (Sometimes this approach
of replacing F by F̂n in the expression of T (·)
is called the plug-in principle.) Then, one uses the
delta method to derive the asymptotic distribution of
such estimators. Under certain regularity conditions,
these estimators are asymptotically
normal with mean

T (F ) and variance (1/n) [T  (F )]2 dF (x), where
T  (F ) is a directional derivative (Hadamard-type)
of T (F ). (In the context of robust statistics (see
Robustness), T  (F ) is also known as the influence
function.)
The empirical approach and variants are extensively used in solving different actuarial problems.
Formal treatment of the delta-method for actuarial
statistics is provided by Hipp [21] and Præstgaard
[34]. Robustness properties of empirical nonparametric estimators of the excess-of-loss and stoploss reinsurance (see Stop-loss Reinsurance) premiums, and the probability of ruin are investigated by
Marceau and Rioux [29]. More extensive robustness
study of reinsurance premiums, which additionally
includes quota-share (see Quota-share Reinsurance), largest claims and ECOMOR (see Largest
Claims and ECOMOR Reinsurance) treaties, is
carried out by Brazauskas [3]. Carriere [4, 6] applies
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empirical approach to construct nonparametric tests
for mixed Poisson distributions and a test for independence of claim frequencies and severities. In a
similar fashion, Pitts [32] developed a nonparametric
estimator for the aggregate claims distribution (see
Aggregate Loss Modeling) and for the probability of
ruin in the Poisson risk model. The latter problem
is also treated by Croux and Veraverbeke [8] using
empirical estimation and U -statistics (for a comprehensive account on U -statistics, see Serfling [39],
Chapter 5). Finally, Nakamura and Pérez-Abreu [30]
proposed an empirical probability generating function for estimation of claim frequency distributions.

Resampling Methods
Suppose we have an estimator θ̂ = T (F̂n ) for the
parameter of interest θ = T (F ), where F̂n is defined
as in the preceding section. In all practical situations,
we are interested in θ̂ as well as in the evaluation of
its performance according to some measure of error.
The bias and variance of θ̂ are a primary choice but
more general measures of statistical accuracy can also
be considered. The nonparametric estimation of these
measures is based on the so-called resampling methods (see Resampling) also known as the bootstrap.
The concept of bootstrap was introduced by Efron
[11] as an extension of the Quenouille–Tukey jackknife. The latter technique, invented by Quenouille
[36] for nonparametric estimation of bias and later
extended by Tukey [45] for estimation of variance,
works as follows. It is based on the idea of sequentially deleting points Xi and then recomputing θ̂.
This produces n new estimates θ̂(1) , . . . , θ̂(n) , where
θ̂(i) is based on a sample of size n − 1, that is,
thecorresponding empirical cdf F̂n(i) (x) = 1/(n −
1) j =i 1{Xj ≤ x}, i = 1, . . . , n. Then, the jackknife
bias and variance for θ̂ are
 θ̂ ) = (n − 1)(θ̂(·) − θ̂ )
BIAS(

 θ̂ ) = n − 1
(θ̂(i) − θ̂(·) )2 , (11)
Var(
n i=1
n

and


where θ̂(·) = 1/n ni=1 θ̂(i) .
More general approaches of this ‘delete-a-point’
procedure exist. For example, one can consider deleting d ≥ 2 points at a time and recomputing θ̂.
This is known as the delete-d jackknife. The bootstrap generalizes/extends the jackknife in a slightly

different fashion. Suppose we have a random sample
X1 , . . . , Xn with its empirical cdf F̂n putting probability mass 1/n on each Xi . Assuming that X1 , . . . , Xn
are distributed according to F̂n , we can draw a sample (of size n) with replacement from F̂n , denoted
X1∗ , . . . , Xn∗ , and then recompute θ̂ based on these
observations. (This new sample is called a bootstrap
sample.) Repeating this process b number of times
∗
∗
yields θ̂(1)
, . . . , θ̂(b)
. Now, based on b realizations of
θ̂, we can evaluate the bias, variance, standard deviation, confidence intervals, or some other feature of
the distribution of θ̂ by using empirical formulas for
these measures. For example, the bootstrap estimate
of standard deviation for θ̂ is given by

 boot (θ̂ ) =
SD

2
1  ∗
∗
,
θ̂(i) − θ̂(·)
b − 1 i=1
b

(12)


∗
∗
= 1/b bi=1 θ̂(i)
. For further discussion of
where θ̂(·)
bootstrap methods, see [9, 12].
Finally, this so-called ‘sample reuse’ principle is
so flexible that it can be applied to virtually any
statistical problem (e.g. hypothesis testing, parametric
inference, regression, time series, multivariate
statistics, and others) and the only thing it requires
is a high-speed computer (which is not a problem
at this day and age). Consequently, these techniques
received a considerable share of attention in the
actuarial literature also. For example, Frees [15]
and Hipp [20] use the bootstrap to estimate
the ruin probability; Embrechts and Mikosch [13]
apply it for estimating the adjustment coefficient;
Aebi, Embrechts, Mikosch [1] provide a theoretical
justification for bootstrap estimation of perpetuities
and aggregate claim amounts; England and Verrall
[14] compare the bootstrap prediction errors in claims
reserving with their analytic equivalents. A nice
account on the applications of bootstrap and its
variants in actuarial practice is given by Derrig,
Ostaszewski, and Rempala [10]. Both the jackknife
and the bootstrap are used by Pitts, Grübel, and
Embrechts [33] in constructing confidence bounds
for the adjustment coefficient. Zehnwirth [49] applied
the jackknife for estimating the variance part of
the credibility premium. See also a subsequent
article by Sundt [44], which provides a critique of
Zehnwirth’s approach.
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Smoothing Techniques
Here we provide a brief discussion of two leading areas of application of smoothing techniques –
nonparametric density estimation and nonparametric
regression.
Nonparametric Density Estimation. Let X1 , . . . ,
Xn be a random sample from a population with the
density function f , which is to be estimated nonparametrically, that is, without assuming that f is from
a known parametric family.
The naı̈ve histogram-like
estimator, f˜(x) = 1/n ni=1 (1{x − h < Xi < x +
h})/2h, where h > 0 is a small (subjectively selected)
number, lacks ‘smoothness’, which results in some
technical difficulties (see [40]). A straightforward
correction (and generalization) of the naı̈ve estimator
is to replace the term 1{·}/2 in the expression of f˜ by
a smooth function. This leads to the kernel estimator


n
x − Xi
1 
K
,
(13)
fˆ(x) =
nh i=1
h
where h > 0 is the window width or bandwidth, and
is a kernel function that satisfies the condition
K(·)
∞
K(x)
dx = 1. (Note that the estimator fˆ is sim−∞
ply a sum of ‘bumps’ placed at the observations. Here
function K determines the shape of the bumps while
the bandwidth h determines their width.)
In this setting, two problems are of crucial importance – the choice of the kernel function K and the
choice of h (i.e. how much to smooth). There are
many criteria available for choosing K and h. Unfortunately, no unique, universally best answer exists.
Two commonly used symmetric
kernels are the Gaus√
2
x<
sian kernel KG (x) = (1/ 2π)e−x /2 , for −∞ < √
∞, and the Epanechnikov
kernel
K
(x)
=
(3/4
5)
E
√
√
(1 − x 2 /5), for − 5 < x < 5. Among all symmetric kernels, the Epanechnikov kernel is the most
efficient in the sense of its smallest mean integrated
square error (MISE). The MISE of the Gaussian kernel, however, is just about 5% larger, so one does
not lose much efficiency by using KG instead of KE .
The MISE criterion can also be used in determining
optimal h. The solution, however, is a disappointment since it depends on the unknown density being
estimated (see [40], p. 40). Therefore, additional (or
different) criteria have to be employed. These considerations lead to a variety of methods for choosing h,
including subjective choice, reference to a standard
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distribution, cross-validation techniques, and others
(see [40], Chapter 3).
There are many other nonparametric density
estimators available, for example, estimators based
on the general weight function class, the orthogonal
series estimator, the nearest neighbor estimator, the
variable kernel method estimator, the maximum
penalized likelihood approach, and others (see [40],
Chapter 2). The kernel method, however, continues
to have leading importance mainly because of its
well-understood theoretical properties and its wide
applicability. In the actuarial literature, kernel density
estimation was used by Young [47, 48] and Nielsen
and Sandqvist [31] to derive the credibility-based
estimators.
For multivariate density estimation techniques, see
Chapter 4 in [40, 41].
Nonparametric Regression. The most general
regression model is defined by
Yi = m(xi ) + εi ,

i = 1, . . . , n,

(14)

where m(·) is an unknown function and ε1 , . . . , εn
represent a random sample from a continuous population that has median 0.
Since the form of m(·) is not specified, the variability in the response variable Y makes it difficult to describe the relationship between x and Y .
Therefore, one employs certain smoothing techniques
(called smoothers) to dampen the fluctuations of Y
as x changes. Some commonly used smoothers are
running line smoothers, kernel regression smoothers,
local regression smoothers, and spline regression
smoothers. Here we provide a discussion of the spline
regression smoothers. For a detailed description of
this and other approaches, see [38] and Chapter 5 in
[41].
A spline is a curve pieced together from a number
of individually constructed polynomial curve segments. The juncture points where these curves are
connected are called knots. The underlying principle is to estimate the unknown (but smooth) function
m(·) by finding an optimal trade-off between smoothness of the estimated curve and goodness-of-fit of
the curve to the original data. For regression data,
the residual sum of squares is a natural measure of
goodness-of-fit, thus the so-called roughness penalty
estimator m̂(·) is found by solving the minimization
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problem
1
(Yi − m(xi ))2 + φ(m),
n i=1
n

L=

(15)

where φ(·) is a roughness penalty function that
decreases as m(·) gets smoother. To guarantee that
the minimization problem has a solution, some
restrictions have to be imposed on function φ(·). The
most common version of L takes the form
1
(Yi − m(xi ))2 + h
L=
n i=1
n

(m (u))2 du, (16)

where h acts as a smoothing parameter (analogous
to the bandwidth for kernel estimators) and functions
m(·) and m (·) are absolutely continuous and m (·) is
square integrable. Then, the estimator m̂(·) is called a
cubic smoothing spline with knots at predictor values
x1 , . . . , x n .
Carriere [5, 7] used smoothing splines (in conjunction with other above-mentioned nonparametric approaches) for valuation of American options
and instantaneous interest rates. Qian [35] applied
nonparametric regression methods for calculation of
credibility premiums.
Remark 3 An alternative formulation. A natural
extension of classical nonparametric methods to regression are the procedures based on ranks. These techniques start with a specific regression model (with
associated parameters) and then develop distributionfree methods for making inferences about the unknown parameters. The reader interested in the rankbased regression procedures is referred to [19, 23].

density estimation techniques with special emphasis
on topics of methodological interest. An applicationsoriented book by Simonoff [41] surveys the uses
of smoothing techniques in statistics. Books on
bootstrapping include Efron and Tibshirani’s [12]
introductory book and Davison and Hinkley’s [9]
intermediate-level book. Both texts contain many
practical illustrations.

Software
There is a rich variety of statistical packages that have
some capabilities to perform nonparametric inference. These include BMDP, Minitab, SAS, S-Plus,
SPSS, Stata, STATISTICA, StatXact, and others.
Of particular interest in this regard is the StatXact
package because of its unique ability to produce exact
p-values and exact confidence intervals. Finally, we
should mention that most of the packages are available for various platforms including Windows, Macintosh, and UNIX.
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Occurrence/Exposure
Rate
Introduction
Suppose someone who is healthy enters a hazardous
employment. Let π denote the probability that he/she
will die of cancer after the employment is taken. Let
π  denote the probability of a randomly selected person, dying because of cancer, in the population at
large. A comparison of the probabilities π and π 
would enable the researcher to assess quantitatively
how risky the hazardous employment is. These probabilities are unknown to begin with. In order to estimate the probabilities, we need to collect data. Let us
focus exclusively on the estimation of the probability
π. We now consider the population of individuals
who enter into the hazardous employment. Let X be
the life span of an individual randomly selected from
the population. Let F be the cumulative distribution
function of X. The quantity that is more informative
than the probability π is the so-called risk ratio ρ,
which is defined as (Probability of Death due to Cancer)/(Average Life Span), that is,
ρ= 

π
∞

.

(1)

t dF (t)
0

The entity ρ is also called specific occurrence/exposure rate. It is the rate of deaths due to cancer during
an average life span. In order to estimate the risk
ratio ρ, we need to estimate the distribution function F, in addition. The distribution function F has
two components. Two subpopulations can be identified within the population: those who die of cancer
with probability π and those who die of other causes
with probability 1 − π. Let F1 be the cumulative distribution function of lifetimes of individuals in the
subpopulation who die of cancer and F2 that of the
subpopulation who die of other causes. The distribution function F is indeed a mixture (see Mixture of
Distributions) of F1 and F2 , that is,
F = πF1 + (1 − π)F2 .

follow the individuals until all of them die. On the
basis of practical and financial considerations, we
could follow the individuals only for a certain length
M of time. If we monitor the individuals in the
sample during the time interval [0, M], the risk ratio
cannot be estimated nonparametrically. We need to
modify the definition of risk ratio. The modified risk
ratio is given by
ρM =

πF1 (M)

=
MF (M) +
t dF (t)
[0,M]

πM

,

F (t) dt
[0,M]

(3)
where F is the survival function associated with the
distribution function F, that is, F = 1 − F and πM =
πF1 (M). The denominator of the ratio is essentially
the average life span of individuals in the population
in the presence of deterministic right-censoring at M.
The numerator is the probability of dying due to cancer in the interval [0, M]. For a general introduction
to Survival Models in the context of Actuarial Studies, see [7]. For additional discussion on risk ratio,
see [3].
The model we are entertaining here is more general than the competing risks model (see Competing
Risks). It is easier to explain the mechanics of a
competing risk model in the language of machines
and parts. Suppose a machine runs on two components. Let X1 be the life span of Component 1 and
X2 be that of Component 2 with distribution functions F1 and F2 , respectively. Assume that X1 and
X2 are independently distributed. Suppose that the
machine breaks down if and only if at least one of
the components fails. Let X be the life span of the
machine with distribution function F. Then
F = πF1 + (1 − π)F2 ,

(4)

where π = P (X1 ≤ X2 ). Thus, in the competing
risks model, the entity π is determined by the distribution functions F1 and F2 uniquely. In our model,
π has no structure. The main purpose of the note is
to outline nonparametric estimation of the risk ratio.

(2)

Thus, now we need to estimate π, F1 , and F2 in order
to estimate the risk ratio. For this purpose, we follow
a cohort (see Cohort) of n individuals randomly
selected from the population. It is impossible to

Nonparametric Estimation
All individuals in the sample are followed up to the
time M. In such a study, four possibilities arise with
reference to any member of the cohort.
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1.
2.
3.
4.

The
The
The
The

individual
individual
individual
individual

respectively. Consequently, the generalized maximum likelihood estimate of ρM is given by

dies of cancer.
dies of other causes.
leaves the study.
is alive at Time M.

ρ̂M =

Let C denote the time at which an individual leaves
the cohort study. Traditionally, C is called the censoring random variable. Let G be its distribution
function. Let us introduce a binary random variable for any randomly selected individual from the
population by
=1
=0

if the individual dies of cancer
if the individual dies of other causes.
(5)

We assume that C and (X, ) are independently
distributed. Associated with each individual in the
population we have a triplet (X, , C), which is not
observable in its entirety. What can be recorded for
each individual is (Y, ), where Y = min{X, C} and
=1

if

Y =X

and  = 1,

=0

if

Y =X

and  = 0,

= −1

if

Y = C,

= −2

if

Y = M.

(6)

The four possible values of  represent the four possibilities 1 to 4 outlined at the beginning of this
section. Let (Y1 , 1 ), . . . , (Yn , n ) be the observations on the n individuals in the study. One may
view the observations as independent realizations
of (Y, ). We use the Kiefer–Wolfowitz theory
of nonparametric
statistics to estimate πM and

γM = [0,M] F (t) dt. For Kiefer–Wolfowitz theory,
see [4, 6]. For technical derivation of the estimates,
see [1, 2].
Let Ĝ and F̂ be the Kaplan–Meier estimators
of G and F, respectively, based on the data
(Y1 , 1 ), . . . , (Yn , n ) see [4, 5, 8]. The generalized
maximum likelihood estimators à la Kiefer–Wolfowitz of πM and γM are given by
π̂M =

n

−1
1
I (i = 1) Ĝ(Yi −)
n i=1

γ̂M =

F̂ (t) dt,
[0,M]

A Numerical Example
Suppose a sample of size n = 7 with M = 7 yields
the following data: (Y1 , 1 ) = (1.7, 1); (Y2 , 2 ) =
(2.3, 0); (Y3 , 3 ) = (4.4, −1); (Y4 , 4 ) = (4.5, 1);
(Y5 , 5 ) = (4.9, −1); (Y6 , 6 ) = (6.0, 0); (Y7 , 7 ) =
(6.1, 0). The data are arranged according to increasing values of Yi s. The first individual died of cancer
at time 1.7, the second died of other causes at time
2.3, the third left the study at time 4.4, the fourth
died of cancer at time 4.5, the fifth left the study
at time 4.9, the sixth died of other causes at time
6.0, and the seventh died of other causes at time 6.1.
The Kaplan–Meier estimate of the distribution of C
gives probability mass 3/15 at time 4.4, probability
mass 4/15 at time 4.9, and probability mass 8/15 to
9
. The
the interval (4.9, ∞). Consequently, π̂M = 28
Kaplan–Meier estimate of the distribution function
F gives the following distribution (for this, data on
both causes of death need to be combined):
X:
Pr.:

1.7
8/56

2.3
8/56

4.5
10/56

6.0
15/56

6.1
15/56

Consequently,
γ̂M = 1 × 1.7 + (48/56) × 0.6 + (40/56) × 2.2
+ (30/56) × 1.5 + (15/56) × 0.1 = 4.08.
The generalized maximum likelihood estimate of ρM
is given by (9/28)/4.08 = 0.08.
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Operational Time
Let {X(t)} denote a stochastic process and let {T (t)}
denote another stochastic process with nonnegative
increments and T (0) = 0 a.s. Then the stochastic process {X(T (t))} is said to be subordinated to {X(t)}
using the operational time {T (t)} (see e.g. [4]). Such
a transformation of the timescale turns out to be
a versatile modeling tool. It is often used to introduce additional fluctuation in finance and insurance
models. At the same time, considering an appropriate ‘operational’ timescale sometimes simplifies the
study of a stochastic process. In the sequel, this will
be illustrated by a classical example of risk theory: consider the surplus process of an insurance
portfolio


t

X(t) = u +

c(s) ds −

0

N(t)


P {inft≥0 X(t) < 0} = P {inft≥0 X̃(t) < 0}. Thus, for
the study of ruin probabilities, the case of an inhomogeneous Poisson claim number process can be
reduced to the homogeneous Poisson case by introducing the operational time −1 (t). This fact was
already known to Lundberg [7] (see also [2]) and
generalized to Cox processes in [1, 3]; for a detailed
discussion, see [6].
In general, every counting process with independent increments having a continuous mean function
can be transformed into a homogeneous Poisson process by means of operational time (see [8]).
Another application of the notion of operational
time in actuarial science is the see-saw method in
loss reserving (see e.g. [5]).
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Phase Method
Introduction
The method of stages (due to Erlang) refers to the
assumption of – and techniques related to – a positive
random variable X, which can be decomposed into
(a possibly random number of) stages each of which
having an exponentially distributed duration. A useful
generalization is phase-type distributions, defined as
the distribution of the time until a (continuous-time)
Markov jump process first exists a set of m < ∞
transient states. Let E = {1, 2, . . . , m} denote a set
of transient states, and in the present context, we
may assume that all remaining states being pooled
into one single absorbing state m + 1 (sometimes 0 is
also used whenever convenient). Thus, we consider a
continuous-time Markov jump process {Jt }t≥0 on the
state space E  = E ∪ {m + 1}. Let X be the time until
absorption (at state m + 1) of the process {Jt }t≥0 .
Then X is said to have a phase-type distribution. The
intensity matrix Q of {Jt }t≥0 may be decomposed into

Q=

T
0

t
0


,

(1)

where T = {tij }i,j =1,...,m is an m × m-dimensional
nonsingular matrix (referred to as subintensity matrix)
containing the rates of transitions between states in
E, t = (ti )i=1,...,m is a m-dimensional column vector
giving the rates for transition to the absorbing state
(referred to as exit rates) and 0 is an m-dimensional
row vector of zeros. If π  = (π, 0) = (π1 , . . . , πm , 0)
denotes the initial distribution of {Jt }t≥0 concentrated
on E, πi = (J0 = i), i ∈ E, then (π, T ) fully characterizes the corresponding phase-type distribution
(notice that t = −Te, where e is the column vector of 1’s, since rows in an intensity matrix sum
to 0) and we shall write X ∼ PH(π, T ) and call
(π, T ) a representation of the phase-type distribution. Unless otherwise stated, we shall assume that
π1 + · · · + πm = 1, since otherwise the distribution
will have an atom at 0; modification of the theory to
the latter case is, however, straightforward.
Examples of phase-type distributions include the
exponential distribution (1 phase/stage), the convolution of m independent exponential distributions (m
phases) (we think of each exponential distribution as
a stage and in order to generate the sum we have

to pass through m stages) and convolutions of mixtures of exponential distributions. The distributions
that are the convolution of m independent and identically distributed exponential distributions are called
Erlang distributions. Coxian distributions are the convolutions of random number of possibly differently
distributed exponential distributions. A phase diagram is often a convenient way of representing the
evolution of a phase-type distribution. Figure 1 shows
the possible moves of a Markov jump process generating a Coxian distribution.
In the remainder of this section, we list some
additional properties of phase-type distributions. The
class of phase-type distributions is dense in the class
of distributions on the positive real axis, that is, for
any distribution F on (0, ∞) there exists a sequence
of phase-type distributions {Fn } such that Fn → F
weakly. Hence, any distribution on (0, ∞) may be
approximated arbitrarily close by phase-type distributions. Tails of phase-type distributions are light as
they approach 0 exponentially fast. Representations
of phase-type distributions are in general not unique
and overparameterized. The latter refers to phase-type
distributions, which might be represented with fewer
parameters, but usually with the expense of loosing
their interpretation as transition rates. A distribution
on the positive real axis is of phase-type if and only
if it has a rational Laplace–Stieltjes transform with a
unique pole of maximal real part and with a density
that is continuous and positive everywhere (see [15]).
A unique pole of maximal real part means that nonreal (complex) poles have real parts that are less than
the maximal real pole.
Distributions with rational Laplace–Stieltjes transform generalize the phase-type distributions, as we
can see from the characterization above. This class is
referred to as Matrix-exponential distributions since
they have densities on the form f (x) = α exp(S x)s,
where α is a row vector, S a matrix, and s a
column vector. Interpretations like initial distributions and transition rates need not hold for these
parameters. In [6], some result from phase-type
renewal theory and queueing theory was extended
to matrix-exponential distributions through matrix
algebra using transform methods. A more challenging
result, an algorithm for calculating the ruin probability in a model with nonlinear premium rates depending on the current reserve (see [5]), was recently
proved to hold under the more general assumption
of matrix-exponentially distributed claims using a
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Figure 1 Phase diagram of a Coxian distribution. Arrows indicate possible direction of transitions. Downward arrows
indicate that a transition to the absorbing state is possible. ti,i+1 and ti indicate transition intensities (rates) from state i to
i + 1 and to the absorbing state respectively

flow interpretation of the matrix-exponential distributions. The flow interpretations provide an environment where arguments similar to the probabilistic
reasoning for phase-type distributions may be carried out for general matrix-exponential distributions;
see [10] and related [7] for further details.
Further properties of phase-type distributions and
their applications to queueing theory can be found
in the classic monographs [11–13] and partly in [3].

Probabilistic Reasoning with Phase-type
Distributions
One advantage of working with phase-type distributions is their probabilistic interpretation of being
generated by Markov jump processes on a finite
state space. Such processes possess the following
appealing structure: if τ1 , τ2 , . . . denote the times
of state transitions of {Jt }t≥0 , then Yn = J (τi ) = Jτi
is a Markov chain and the stages (sojourn times)
τi+1 − τi are exponentially distributed. The power of
the phase method relies on this structure. In the following, we provide some examples of the probabilistic technique deriving some of the basic properties of
phase-type distributions.

n n
Let exp(Qs) = ∞
n=0 Q s /n! denote the matrixexponential of Qs, where s is a constant (the time)
multiplied by the matrix Q. Then, by standard
Markov process theory, the transition matrix P s of
{Jt }t≥0 is given by P s = exp(Qs). For the special
structure of Q above, it is easily seen that


exp(T s) e − exp(T s)e
exp(Qs) =
.
(2)
0
1
Example 1 Consider a renewal process with
phase-type distributed interarrival times with representation (π, T ). Then the renewal density u(s)
is given by u(s) = π exp((T + tπ)s)t. To see this,
notice that by piecing together the Markov jump

processes from the interarrivals, we obtain a new
Markov jump process, {Jt }t≥0 , with state space E
and intensity matrix  = {γij } = T + tπ. Indeed, a
transition from state i to j (i, j ∈ E) of {Jt }t≥0 in
the time interval [s, s + ds) can take place in exactly
two mutually exclusive ways: either through a transition of {Jt }t≥0 from i to j , which happens with
probability tij ds or by some {Jt }t≥0 process exits in
[s, s + ds) and the following {Jt }t≥0 process initiates
in state j , which happens with probability ti ds πj .
Thus, γij ds = tij ds + ti πj ds leading to  = T +
tπ. Thus, (Js = i|J0 = j ) = (exp(s))j,i . Using
that {Jt }t≥0 and {Jt }t≥0 have the same initial distribution and that u(s) ds is the probability of a renewal
in [s, s + ds), we get that
u(s) ds =

m
m 


πj (exp((T + tπ)s))j,i ti ds

j =1 i=1

= π exp((T + tπ)s)t ds.

(3)

Example 2 Consider a risk-reserve process Rt with
constant premium rate, which without loss of generality may be taken to be 1, claims arriving according to
a Poisson process Nt with intensity β and claim sizes
U1 , U2 , . . . being identically and independently distributed with common distribution PH(π, T ). Hence,
Rt = u + t −

Nt


Ui ,

(4)

i=1

u = R0 being the initial reserve. We shall consider
the ruin probability


(5)
φ(u) =  inf Rt < 0|R0 = u .
t≥0

The drift of the process is assumed to be positive, since otherwise the ruin probability is trivially
1. Initiating from R0 = u, we consider the first time
Rt ≤ u for some t > 0. This can only happen at the
time of a claim. There will be a jump (downwards) of
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Rt

u

u1

t1

Figure 2 The defective phase-type renewal processes constructed by piecing together the underlying Markov processes
of the ladder variables originating from the claims. It starts (time 0) at level u as the Markov jump process underlying
the first claim which downcrosses level u (at time τ1 ) until absorption; from this new level u1 the argument starts all over
again and we piece together the first part with the next Markov jump process that crosses u1 and so on. Ruin occurs if and
only if the process pieced together reaches time u (level 0)

the process Rt at the time τ of a claim, and we may
think of an underlying Markov jump process of the
claim starting at level Rτ − , running vertically downwards and ending at Rτ . Such a Markov jump process
will be in some state i ∈ E when it passes level u
(see Figure 2). Let πi+ denote the probability that
the underlying Markov jump process downcrosses
level u in state i. Then π + = (π1+ , . . . , πm+ ) will be a
defective distribution (π + e < 1), the defect 1 − π + e
being the probability that the process Rt will never
downcross level u, which is possible due to the positive drift. If Rt downcrosses level u at time τ1 ,
then we consider a new risk reserve process initiating with initial capital u1 = Rτ1 and consider the
first time this process downcrosses level u1 . Continuing this way, we obtain from piecing together
the corresponding Markov jump processes underlying the claims a (defective) phase-type renewal process with interarrivals being phase-type (π + , T ). The
defectiveness of the interarrival distribution makes
the renewal process terminating, that is, there will
at most be finitely many interarrivals. Ruin occurs if
and only if the renewal process passes time u, which

happens with probability π + exp((T + tπ + )u)e since
the latter is simply the sum of the probabilities that
the renewal process is in some state in E by time u.
Hence φ(u) = π + exp((T + tπ + )u)e. The probability π + can be calculated to be −βπT −1 by a renewal
argument; see, for example, [2] for details.
Ruin probabilities of much more general risk
reserve processes can be calculated in a similar way
when assuming phase-type distributed claims. This
includes models, where the premium may depend
on the current reserve and claims arriving according to a Markov modulated Poisson process (or even
a Markovian Arrival Process, MAP). Both premium
and claims may be of different types subject to the
underlying environment, (see [5]). Ruin probabilities
in finite time may also be calculated using the phasetype assumption (see [4]). When the time horizon
T is a random variable with an Erlang distribution one can obtain a recursive scheme for calculating the probability of ruin before time T . One
may then calculate the probability of ruin before
some time (deterministic) S by letting the number of
phases in a sequence of Erlang distributions increase
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toward infinity approximating a (degenerate) distribution concentrated in S; see [4] for further details.

Estimation of Phase-type Distributions and
Related Functionals
Data from phase-type distributions shall be considered to be either of two kinds. In the first case,
full information about the sample paths is available,
that is we have i.i.d. data J1 , . . . , Jn , where n is
the sample size and each Ji is a trajectory of the
Markov jump process until absorption. In the second
case, we assume that only the times until absorption X1 , . . . , Xn , say, are available. Though there
may be situations in which complete sample path
information is available (see e.g. [1] where states
have physical interpretations), an important case is
when only X1 , . . . , Xn are observed. For example,
in ruin theory, it is helpful for calculation of the
ruin probability to assume that the claim amounts
X1 , . . . , Xn are of phase type, but there is no natural
interpretation of the phases. In general, care should
be taken when interpreting phases as the representation of phase-type distributions is not unique and
overparameterized.
First, consider the case of complete data of the
trajectories. Let Bi be the number of times the realizations of the Markov processes are initiated in state
i, Zi , the total time the Markov processes have spent
in state i, and Nij , the number of jumps from state i
to j among all processes. Then, the maximum likelihood estimator of the parameter (π̂ , 
T ) is given by
Bi
,
n
Nij
=
(i = j, j = 0),
Zi
Ni0
= tˆi0 =
,
Zi
m

tˆij .
= −tˆi −

π̂i =
tˆij
tˆi
tˆii

(6)

j =1
j =i

Next, consider the case in which only absorption
times X = (X1 , . . . , Xn ) i.i.d. are observed. This is
a standard situation of incomplete information and
the EM algorithm may be employed to perform
maximization of the likelihood function. The EM
algorithm essentially works as follows. Let (π0 , T0 )

denote any initial value of the parameters. Then,
calculate the expected values given the data X of
the sufficient statistics Bi , Zi and Nij , assuming the
Markov process follows (π0 , T0 ). Calculate the maximum likelihood estimators π̂ and 
T as above and
T . Then repeat the procedure
put π0 = π̂ and T0 = 
iteratively. Taking the expectation is referred to as
the E-step and the maximization as the M-step. A
typical formula in the E-step (see [8]) is


Ɛxp(π,T ) Zik |Xk = xk
 xk
π exp(Tu)ei ei exp(T (xk − u))t du
0
=
,
π exp(Txk )t
i = 1, . . . , m.
In practice, such quantities are evaluated by establishing an m(m + 2) dimensional system of linear
homogeneous differential equations for the integral
and the exponentials, applying a numerical procedure
such as fourth order Runge–Kutta for their solution.
A program that estimates phase-type distributions can
be downloaded from home.imf.au.dk/asmus/
As with any application of the EM algorithm convergence is guaranteed though the point to which
the algorithm converges need not be a global maximum. Confidence bounds for the parameters can
be obtained directly from the EM algorithm itself
(see [14]). There is some polemic about to what
extend such bounds make sense due to nonuniqueness
and overparameterization mentioned earlier.
While estimation of phase-type parameters may
be of interest itself, often phase-type distributions are
assumed only for convenience and the main purpose
would be the estimation of some related functional
(e.g. a ruin probability, which may be explicitly evaluated once phase-type parameters are known or a
waiting time in a queue). Estimated parameters and
their confidence bounds obtained by the EM algorithm do not automatically provide information about
the confidence bounds for the functional of interest.
In fact, in most cases, such bounds are not easily obtained explicitly or asymptotically and it is
common practice to employ some kind of resampling scheme (e.g. bootstrap), which, however, in
our case seems prohibitive due to the slow execution
of the EM algorithm. In what follows, we present a
Bayesian approach for the estimation of such functionals based on [9].

Phase Method
The basic idea is to establish a stationary Markov
chain of distributions of Markov jump processes
(represented by the parameters of the intensity matrix
and initial distribution) where the stationary distribution is the conditional distribution of (π, T , J ) given
data X . Then, by ergodicity of the chain, we may estimate functionals, which are invariant under different
representation of the same phase-type distribution, by
averaging sample values of the functional obtained by
evaluating the functional for each draw of the stationary chain. As we get an empirical distribution for the
functional values, we may also calculate other statistics of interests such as credibility bounds for the
estimated functional.
As representations are not unique, there is no
hope for estimating parameters of the phase-type
distribution themselves since the representation may
shift several times through a series and averaging
over parameters would not make any sense.
First, we show how to sample trajectories of the
Markov jump processes underlying the phase-type
distributions, that is, how to sample a path J = j
given that the time of absorption is X = x. Here,
J = {Jt } denotes a Markov jump process and j , a
particular realization of one.
The algorithm is based on the Metropolis–Hastings algorithm and works as follows.
Algorithm 3.1
0. Generate a path {jt , t < x} from ∗x = (·|X ≥
x) by rejection sampling (reject if the process gets absorbed before time x and accept
otherwise).
1. Generate {jt , t < x} from ∗x = (·|X ≥ x) by
rejection sampling.
2. Draw U ∼ Uniform [0,1].

 ), then replace {j }
3. If U ≤ min(1, tjx− /tjx−
t t<x with
{jt }t<x .
4. GO TO 1.
After a certain burn-in period, the algorithm will
produce a stationary Markov chain of probability
distributions of Markov jump processes that get
absorbed by time X = x, that is, samples drawn from
(·|X = x). Then, any sample path of the Markov
jump process (beyond the burn-in time) may be considered a realization of how a Markov jump process
looks like, given that it gets absorbed at a specified
time.
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The Gibbs sampler, which generates the stationary
sequence of phase-type measures, alternates between
sampling from the conditional distribution of the
Markov jump processes J given (π, T ) and absorption times x1 , . . . , xn , and the conditional distribution
of (π, T ) given complete data J (and x1 , . . . , xn ,
which is of course contained in J and hence not
needed).
For the second step, we need to impose some
distributional structure on (π, T ). We choose constant
hyperparameters βi , νij , and ζi and specify a prior
density of (π, T ) as being proportional to
m

β −1

φ(π, T ) =

m

πi i
i=1

tiνi0 −1 exp(−ti ζi )

i=1
m

m

×

ν −1

tijij

exp(−tij ζi ).

(7)

i=1 j =1

j =i

It is easy to sample from this distribution since
π, ti , and tij are all independent with π Dirichlet
distributed and ti and tij are gamma distributed with
the same scale parameter.
The posterior distribution of (π, T ) (prior times
likelihood) then turns out to be of the same type.
Thus, the family of prior distributions is conjugate
for complete data, and the updating formulae for the
hyperparameters are
βi∗ = βi + Bi
νij∗ = νij + Nij
ζi∗ = ζi + Zi .

(8)

Thus, sampling (π, T ) given complete data J , we
use the updating formulas above and sample from the
prior with these updated parameters. Mixing problems may occur, for example, for multi-modal distributions, where further hyperparameters may have
to be introduced (see [9] for details). A program for
estimation of functionals of phase-type distributions
is available upon request from the author.
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Point Processes
The theory of point processes originates from problems of statistical demography, insurance, and
mortality tables, although the connection may seem
remote at first sight. More recent are problems from
risk theory, in which one encounters the problem of
how to describe a stream of arriving claims in a mathematically formal way.
The simplest case of a point process is the Poisson
process. In general, we understand a point process
to be a method of randomly allocating points to
intervals or rectangles, etc. Formalizing this into
the language of mathematics, a (stochastic) point
process is a random denumerable collection of points
in a state space Ɛ with some small condition not
allowing clustering. It turns out that it is sometimes
mathematically convenient to define point processes
as random variables assuming values at a space of
measures.
In the following sections, the basic probability
space is (, F, P).

Point Processes on the Real Line
To determine a point process, we have to specify how
the points are allocated. There are many ways to do
it and we will show a few possible approaches in due
course. We first consider point processes on the line,
that is, on Ɛ =  (the state space). By B, we denote
the family of bounded Borel subsets of the state
space. A point process on  is a collection of random
variables such that · · · ≤ τ−1 ≤ τ0 < 0 ≤ τ1 ≤ τ2 ≤
· · · and such that in each finite interval there is a finite
number of points a.s. (i.e. we exclude the possibility
that a sequence τn has points of accumulation). We
say that at τn there is the nth point and that the
random variables Tn = τn − τn−1 are the interpoint
distances. Notice that . . . , T−1 , T0 , τ0 , τ1 , T2 , T3 , . . .
under some conditions determines the point process,
and therefore, such a collection can also be used
as a definition; however, we have to remember the
condition of no accumulation of points. For a point
process
{τn }, define the number of points N (B) =

n B (τn ) in set B ∈ B. Clearly, N (B) is finite
for all bounded sets B, and therefore, the collection
of random variables {N (B), B ∈ B} is well defined.
Note also, that if we know the cardinality N (B) of

each set B ∈ B, then we also know the positions of
the points {τn }. Actually, it suffices to know N (I ) for
all open intervals I = (a, b). Therefore, from now on
we say that a point process N is given, meaning that
we are able to count points in each bounded Borel
B, or equivalently, that we know the position of the
points {τn }. In general, to give the distribution of a
point process N , it suffices to know the family of
finite dimensional (fidi ) distributions. Actually, we
need to know
µB1 ,...,Bk (n1 , . . . , nk ) = P(N (B1 ) = n1 , . . . , N (Bk )
= nk ),

n1 , . . . , nk ∈ 

(1)

for disjoint bounded Borel sets B1 , . . . , Bk (k = 1,
2, . . .). We say that two point processes are identically
distributed if their families of fidi distributions are the
same.
For point processes on the real line, there are
two important notions of stationarity: translation
invariance and point to point invariance. We say
that a point process {τn } is time stationary if the
random sequences {τn } and {τn + t} have the same
distribution for all t. Equivalently,
P(N (B1 + t) = n1 , . . . , N (Bk + t) = nk ) = P(N (B1 )
= n1 , . . . , N (Bk ) = nk ),

n1 , . . . , nk ∈ 

(2)

for disjoint bounded Borel sets B1 , . . . , Bk (k =
1, 2, . . .). We say that a point process is Palm or event
stationary if τ1 = 0 (i.e. there is a point at zero) and
{Tn } is a stationary sequence.
By the intensity measure of a point process N , we
mean the measure µ on the state space Ɛ (here the
real line) such that
EN (B) = µ(B), ∀B ∈ B.

(3)

For a stationary real line point process N , we have
µ(B) = λ|B| where |·| is the Lebesgue measure (say
|B| = b − a if B is an interval with endpoints a < b)
and λ = EN ([0, 1]) is said to be the intensity of the
point process N .
We say that a point process N is simple if
P(N ({τn }) > 1) = 0 for all n ∈ . It means that there
are no multiple points, or τn < τn+1 for all n a.s.
Two basic operations on simple point processes
are
• Independent thinning. The nth point of N at τn =
t is deleted with probability 1 − p(t) independently
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of everything else. In the case when the retention
probability p(t) = p is constant, we talk about i.i.d.
thinning.
• i.i.d. shifting. The point τn is shifted to τn + Xn
for all n, where {Xn } are independent and identically
distributed random variables.
Examples
• Renewal point process on + or . A point
process {τn } on + is a renewal point process if
T1 = τ1 , T2 , T3 , . . . are independent and identically
distributed or is a delayed renewal point process if
T2 , T3 , . . . are identically
 ∞distributed with common
distribution F . If ET = 0 x dF (x) < ∞, we define
the integrated tail distribution
 x


(1 − F (y)) dy
0
F i (x) =
for x ≥ 0 (4)


ET
0
otherwise.
To define a stationary renewal point process on + ,
for a given interpoint distribution F of a nonnegative
generic interrenewal time T , we must suppose that
τ1 is distributed according to F i (x). Frequently, it is
useful to define the stationary renewal point process
on , for which . . . , T−1 , T0 , (τ0 , τ1 ), T2 , T3 , . . . are
independent, . . . , T−1 , T2 , T3 , . . . identically distributed, and the joint distribution of (τ0 , τ1 ) is
determined by P(τ0 > x, τ1 > y) = 1 − F i (x + y)
for x, y ≥ 0.
• Markov renewal point process (semi-Markovian
point process). Let (Fij (x))i,j =1,...,k be an array of
subdistribution functions, that is nonnegative nondecreasing functions such that Fij (0) = 0(i, j = 1, . . . ,

k) and kj =1 Fij (x) = 1 for all x ≥ 0 and i = 1, . . . ,
k. Then a point process {τn } on + is said to be a
Markov renewal process if the sequence {τn } jointly
with a background sequence {In } is a Markov chain
with transition kernel of form
P(τn+1 ≤ y, In+1 = j |τn = x, In = i) = Fij (y − x),
x, y ≥ 0,

i, j = 1, . . . , k.

sets: N (B1 ), . . . , N (Bk ) are independent for mutually
disjoint B1 , . . . , Bk and all k = 2, . . . and
P(N (B) = n) =

λ|B|n −λ|B|
,
e
n!

n = 0, 1, . . . . (6)

We have that EN ([0, t]) = λt and so the parameter λ
is the intensity. We have 2 N ([0, t]) = EN ([0, t]).
Independent thinning of a Poisson process with intensity λ with retention probability p is again a Poisson
process with intensity pλ. Similarly, an i.i.d. shift of a
Poisson process with intensity λ is again the Poisson
process with the same intensity.
• Mixed Poisson point process. It is the process
defined by a doubly stochastic argument: the intensity
λ is chosen according to a mixing distribution G(x)
with support in + , and next the Poisson process
with this intensity is defined. Formally, a mixed point
process is defined by the family of fidi distributions
P(N (B1 ) = n1 , . . . , N (Bk ) = nk )
 ∞
λ|Bk |nk −λ|Bk |
λ|B1 |n1 −λ|B1 |
...
dG(λ).
=
e
e
n1 !
nk !
0
(7)
We have 2 N (B) ≥ EN (B).
• Inhomogeneous Poisson process with intensity
function {λ(t)} is defined by the following conditions:
N (B1 ), . . . , N (Bk ) are independent for mutually disjoint B1 , . . . , Bk and all k = 2, . . . and
P(N (B) = n)

λ(t) dt
B
=
n!

n

e

−


B

λ(t) dt

,

n = 0, 1, . . . . (8)

It can be obtained from the homogeneous Poisson
process by the time change t → (t), where
 t


λ(s) ds,
for t ≥ 0

0
(9)
(t) =
0


−
λ(s) ds, for t < 0.
t

(5)

• (Time-homogeneous) Poisson point process. This
is the stationary renewal process with the generic
interpoint distribution F (x) = 1 − exp(−λx), x ≥ 0.
The equivalent definition of the Poisson point process
is given in terms of N (B) defined for bounded Borel

If N is an inhomogeneous Poisson point process with
intensity λ(t), then after thinning we again obtain an
inhomogeneous Poisson point process with intensity
p(t)λ(t).
• Cox process. Here there is given a stochastic
process {λ(t)} such that for all ω, the deterministic
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function λ(t, ω) is nonnegative and locally integrable.
We first choose a realization and then we define an
inhomogeneous Poisson point process with intensity
function λ(t, ω). Cox processes serve as models for
bursty arrivals because 2 N (t) ≥ EN (t), while for
the homogeneous Poisson process 2 N (t) = EN (t).
The following special cases are of interest in risk
theory:
(i)

(ii)

The Markov modulated Poisson point process
(MMPPP). Here, there is given a background
continuous time Markov chain J (t) with finite
state space {1, . . . , k} and with intensity matrix
Q. We can always suppose that J (t) has rightcontinuous piecewise constant realizations. The
Markov modulated Poisson point process is a
Cox process with intensity process λ(t) = βJ (t) ,
where β1 , . . . , βk > 0. Thus, it is determined by
β1 , . . . , βk and the intensity matrix Q of the
Markov process.
The Björk–Grandell point process is a Cox
process with the intensity process defined as follows. Let the random vectors {(i , Ii ),
i = 1, 2, . . .} be independent and identically
distributed for i = 2, 3, . . . and
∞

λ(t) =

i−1

Ii ≤ t <

i 
i=1

i

k=1

Ii .

(10)

k=1

If we choose the distribution of (1 , I1 ), such
that
P(1 ∈ B, I1 ∈ B  )

1
P(2 ∈ B, I2 > x) dx, (11)
=
EI2 B 
then the process λ(t) is stationary and
ergodic. If Ii = 1 for i = 2, 3, . . ., then the
Björk–Grandell point process is called the
Ammeter process.
• Markov arrival point process (MArPP). This is a
generalization of the MMPPP. The definition is as
for the MMPPP with intensity matrix Q and rate
vector β = (β1 , . . . , βk ) except that some additional
points may occur when J (t) changes state: with
probability aij , a point occurs at a jump from i to
j  = i. Therefore, the MArPP is defined by β, Q,
and A, where A = (aij ) and aii = 0. Note that if
all βj = 0 and ak−1,k = 1, and otherwise aij = 0,
then one obtains a renewal process with a interpoint

distribution that is phase type. It is known that the
class of MArPPs is dense in the class of all point
processes on + [1].

Point Processes on a Subset of d
Similarly, as for the case when Ɛ = , by a point
process on Ɛ we mean a collection of points {τn , n ∈
}, where τn ∈ Ɛ ⊂ d . We denote by
 N (B) the
number of points in B, that is, N (B) = n∈ B (τn ).

Poisson Point Process
We say that N is a Poisson point process on Ɛ ⊂ d
with intensity measure µ if for mutually disjoint sets
B1 , . . . , Bn (n = 1, 2 . . .), the number of points in
these sets N (B1 ), . . . , N (Bn ) are independent Poisson random variables,
P(N (B) = k) =

(µ(B))k −µ(B)
,
e
k!

k = 0, 1, . . . .
(12)

We now show how to construct a Poisson process
with intensity measure µ, provided that µ is finite,
that is µ(Ɛ) < ∞. Let Z1 , Z2 , . . . be a sequence
of independent random elements from Ɛ with the
common distribution F (dx) = µ(dx)/µ(Ɛ) and Y
be an independent from the sequence random variable having the Poisson distribution with mean µ(Ɛ).
Then, τ1 = Z1 , . . . , τY = ZY is the Poisson process.
If µ(Ɛ) = ∞, then we have to split Ɛ into disjoint
sets Ɛj such that µ(Ɛj ) < ∞ and Ɛ = i Ɛi . Then
on each subspace Ɛi (i = 1, . . .), we define independent Poisson processes to define the Poisson process
with intensity measure µ.

Marked Point Process on the Real Line
Here, we consider point processes on  with marks
from a space . One frequently considers a point τn
together with some additional information, which is
described by Kn ∈ . For example, in risk theory,
a claim arriving at τn is of size Kn , so the space
of marks is  = + . Therefore, a marked point
process is a collection of {(τn , Kn ), n ∈ }, where
{τn , n ∈ } is itself a point process on the real line.
For marked point processes N , we define the shifted
process θt N with points at {(τn + t, Kn ), n ∈ }. We
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say now that N is time stationary if N and θt N
have the same distribution for all t. Similarly, Palm
stationarity means that τ1 = 0 (i.e. there is a point
at zero) and {(Tn , Kn )} is a stationary sequence. By
the intensity of the stationary marked point process
{(τn , Kn ), n ∈ }, we mean the intensity λ of the real
line stationary point process {τn , n ∈ }.

points given by {τn , n ∈ }. We assume that the
point process {τn } is simple. We aim to define the
conditional distribution, called Palm distribution or
Palm probability, of the point process N , under the
condition that there is a point at zero. However, the
condition {N ({0}) = 1} has probability zero and so
this conditional distribution has to be defined with
some care. We assume that the intensity
λ = E(N [0, 1])

Measure Theoretical Approach
Let (Ɛ, E ) be a measurable space and x ∈ Ɛ. By the
Dirac measure δx , we mean a probability measure
concentrated at point x ∈ Ɛ

1 for x ∈ K,
(13)
δx (A) =
0 otherwise.
To a collection of points with coordinates {τn (ω)},
one relates, for each ω ∈ , a measure on Ɛ by
{τn (ω)} → N (ω, ·) =

δτn (ω) (·).

(14)

n

The measure N is locally finite, that is, for bounded
sets B, N (B) < ∞ a.s. To avoid unnecessary technicalities, we assume here that Ɛ is a Borel subset
of d . We denote by M(Ɛ) the space of all locally
finite measures on Ɛ. An important subset of M(Ɛ),
denoted by N(Ɛ), consists of all counting measures
ν ∈ M(Ɛ), specified by the requirement.
ν(B) ∈ {0, 1 . . .},

∀B ∈ E.

Each point process assumes values in N(Ɛ).
Two important cases are real line point processes
with values in N() and real line marked point
processes with values in N( × ).
This approach to point process allows us to introduce a concept of convergence for them. For example,
in the case of M(), we define the vague topology,
which makes a sequence µn ∈ M() convergent to
µ if for each continuous function
f :  →  with

compact support we have f dµn → f dµ. We
now say that a sequence of real line point processes
Nn converges in distribution to N if for all continuous and bounded function φ: M() →  we have
Eφ(Nn ) → Eφ(N ).

Palm Theory of Marked Point Processes on the
Real Line
In this section, we consider marked point processes
on R. Let N be a stationary point process with

(15)

of N is nonzero and finite.
There are two approaches known, one of C. RyllNardzewski proceeds via Radon–Nikodym derivatives, another due to K. Matthes and that can be
summarized as follows. Let f be a real function on
N (e.g. f (ν) = ν(B) for a counting measure ν). We
define a Palm version N ° (i.e. the conditional point
process) of the stationary point process N as


1
f (θτn N ) ,
(16)
Ef (N °) = E 
λ
n:0<τ ≤1
n

provided that the expectations are well defined. In
particular, N ° is a real line point process such that
•
•

P(N °({0}) > 0) = 1, that is, there is always a
point at zero,
θτn N ° has the same distribution as N °, and in consequence τ1 = 0, and the sequence of interpoint
distances {Tn°, n ∈ } is stationary.
Campbell’s formula is a very useful tool


 ∞

f (N, τn ) = λE
f (θ−t N °, t) dt,
E
n

−∞

(17)
where f is a function of a point process and time
such that all the expectations and integrals are well
defined.
We now give the Palm versions N ° for the following stationary point processes N :
• Renewal process. If N is a stationary renewal
point process with generic interpoint distribution F ,
then N ° has the interpoint sequence Tn being an
i.i.d. sequence of nonnegative random variables with
distribution F . Recall that there is a point at zero,
which means τ = 0, and so τ1 = T1 .

Point Processes
• Poisson process. If N is an homogeneous Poisson
process with intensity function λ, then N ° = N + δ0 ,
that is, the Poisson process with intensity λ with a
point added at zero.
• Cox point process. Here, N ° is a Cox process with
some intensity process λ°(t) with a point added at
zero (for the definition of λ°(t) see the details in [5].
A stationary point process N is ergodic if in the
corresponding Palm version N °, the interpoint distances sequence {Tn } is ergodic. This is equivalent to
the following: for each f, g: N → + (nonnegativity
is technical)

1 t
lim
Ef (N )g(θt N ) dt = Ef (N )Eg(N ). (18)
t→∞ t 0

Stochastic Intensity
Some archetypes can be found in mathematical
demography. For a single individual with lifetime
T0 with the survivor function s(x) = P(T0 > t), we
define the density of the lifetime distribution
f (x) dx = P(lifetime terminates between x, x + dx),
(19)
while h(x) is the hazard function (or mortality function)
h(x) = P(lifetime terminates between x, x + dx
given it does not terminate before x) =

f (x)
.
s(x)
(20)

In terms of point processes, it is a point process with
single point at the time of death T0 . Here, we present
the theory for the half line. We first define the internal
filtration {Ft } of a point process N . It is, for each
t ≥ 0, a sub-σ -field of F generated by the family of
random variables N (B), where B runs through all
subsets of [0, t].
The main object is a generalization of the hazard
function for point processes. Let N be a simple
point process with its internal filtration {Ft , t ≥ 0}
and {λ(t), t ≥ 0} be a nonnegative process adapted
to {Ft } (also Ft -progressive). The process {λ(t)} is
called an Ft –intensity of N , if it is locally integrable
(i.e. B λ(s) ds < ∞ for bounded B) and
 b

λ(s) ds|Fa
(21)
E[N ([a, b])|Fa ] = E
a

5

for all 0 ≤ a < b < ∞. For uniqueness, it is usually
assumed that {λ(t)} is predictable.
Here are some examples of the Ft -intensity.
• Poisson process with intensity function λ(t). In
view of the independence of the increments, {λ(t)} is
the Ft -intensity of N .
• Renewal process with interpoint distribution F.
We assume that the hazard function h(x) exists (i.e.
the lifetime distribution has a density). Then
∞

h(t − τn )(τn < t ≤ τn+1 ).

λ(t) =

(22)

n−1

• Transitions in Markov chains. Let {X(t)} be
a continuous time, finite Markov chain with state
space Ɛ = {1, 2, . . .}, with transition intensity matrix
Q = (qij ).
For fixed i  = j , let τn be the instant of the n
transition from state i to state j . Then the Ft -intensity
is given by
λ(t) = qij (X(t) = i).

(23)

Ordering of Point Processes
Important orderings of point processes are defined via
the ordering of their fidi distributions. Thus, if we
have an order ≺ for random vectors (as e.g. stochastic ordering), we say that for two point processes
N and N  we have N ≺ N  if for all bounded Borel
subsets B1 , . . . , Bk (k = 1, 2 . . .)
(N (B1 ), . . . , N (Bn )) ≺ (N  (B1 ), . . . , N  (Bn )).
(24)
We consider only integral orders ≤ for random
vectors defined by a class  of functions. Here,
we only mention the classes: increasing functions
(st), supermodular functions (sm), or a subset of
increasing supermodular functions called increasing
directionally convex functions (idcx). Thus, for two


random vectors X, X we have X ≤ X if Ef (X) ≤

Ef (X ) provided the expectations are finite. These
classes of functions define the following important
orders:
• st or stochastic ordering. It can be proved for
simple point processes that if N ≤st N  , then there
exists a probability space (, F, P) and two real
line point processes N, N  such that for all ω ∈ ,
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Nω ⊂ Nω , which means that for all ω, the set of all
of points of Nω is a subset of Nω .
• sm or supermodular ordering. If N ≤sm N  , then
the marginals N (B) and N  (B) have the same distributions, and the order measures the strength of dependence between (N (B1 ), . . . , N (Bk )) and (N  (B1 ),
. . . , N  (Bk ))
• Increasing directionally convex or idcx ordering.
Let N be a real line stationary Poisson point process
with intensity λ and N  a Cox process with random
intensity process λ (t), which is assumed to be stationary, and λ ≤ Eλ (0). Then N ≤idcx N  .

Recommendations for Further Reading
The main reference for the foundation, basic notions,
and examples is the monograph of Daley & VereJones [4]. The book, [9], is an easy-to-read account
on Poisson processes. Cox processes are studied
in [5], and mixed Poisson processes with emphasis on their applications to risk theory are surveyed
in [6]. Stochastic intensity and related problems can
be found in [2, 3, 8], and statistical theory based on
the notion of the stochastic intensity is given in [7].
More on the Palm distribution of point processes can
be found in [2, 11, 12], and in the latter there are
applications to risk theory. For ordering of point processes, refer to [10, 13].
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Poisson Processes

1. N (t) has independent increments
2. N (t) − N (s) is Po(α(t − s))-distributed, that is,

Introduction

P{N (t) − N (s) = j } =

Consider a portfolio of insurance policies. Such a
group may consist of one single policy, a rather
homogeneous group of policies, or a large group
of different kinds of policies. The occurrence of
claims in time is described by a point process N =
{N (t), t ≥ 0}, where N (t) is the number of claims
in the time interval (0, t]. With this notation it follows
that N (t) − N (s) for s < t is the number of claims
in the time interval (s, t].
The index space is the space where the points (or
claims) are located. In a model of a portfolio of insurance policies, the index space is + . It is, however,
more convenient to consider the index space  =
(−∞, ∞). A point process on + is then interpreted
as the restriction of a point process on  to + .

The Poisson Process
Let us choose a fixed time t0 and a small constant
h > 0 such that t0 = nh where n is an integer. Then
we have


N (t0 ) = N (h) + N (2h) − N (h)
+ · · · + (N (nh) − N ((n − 1)h)).

(1)

(α·(t − s))j −α·(t−s)
.
e
j!

 with α = 1 is called a standard
A Poisson process N
Poisson process.
The notion of a distribution of a point process,
used above, is of greatest importance.
Let N be set of all functions ν = {ν(t); t ∈ }
such that
1. ν(0) = 0
2. ν(t) is an integer for all t ∈ 
3. ν(·) is nondecreasing and right continuous.
A function ν ∈ N is called a counting function and
may be interpreted as the realization of a counting
process.
Let B(N) be the σ -algebra generated by projections, that is,
B(N) = σ {ν(t) ≤ y;

ν ∈ N, t ∈ , y < ∞}. (3)

A point process is a measurable mapping from some
probability space (, F, P ) into (N, B(N)).
Definition 2 The distribution of a point process N
is a probability measure Π on (N, B(N)).

Assume that
•

The random variables
N (h), N (2h) − N (h), . . . , N (nh)
− N ((n − 1)h)

•

are independent.
There exists a constant α > 0 such that
P{N (kh) − N ((k − 1)h) = j }

1 − αh + o(h) for j = 0,
for j = 1,
= αh + o(h)
o(h)
for j > 1,

(2)

for all k, where o(h)/ h → 0 as h → 0.
Most certainly all readers know how these assumptions lead to the following definition:
Definition 1 A point process N is called a Poisson process with intensity α, and its distribution is
denoted by Πα , if

It is often natural to allow the intensity α to
depend on time. The simplest way might be to
replace α in (2) with αk , which then would naturally lead to an extension of Definition 1 where
the constant α is replaced by an intensity function α(t). Such a function may be proportional to
the number of policyholders involved in the portfolio. Although from a practical point it is not very
important, we will consider a slightly more general
modification.
Let A be a Borel measure, that is, a locally finite
measure. Its distribution function is defined by

A{(0, t]}
if t > 0,
A(t) = 0
if t = 0,
(4)
−A{(t, 0]} if t < 0.
The same notation will be used for the measure and
its distribution function. Let M denote the set of
Borel measures. Obviously any counting function is
a Borel measure, that is, N ⊂ M.
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Definition 3 A point process N is called a (nonhomogeneous) Poisson process with intensity measure
A, and its distribution is denoted by A , if
1. N (t) has independent increments
2. N (t) − N (s) is Po(A(t) − A(s))-distributed.
 be a standard Poisson process and A a
Let N
ŽA, that is,
Borel measure. The point process N = N

N (t) = N (A(t)), is a Poisson process with intensity
measure A.
For a Poisson processes with intensity measure A,
the following properties are equivalent:
1. N is simple
2. N is nonatomic, that is, P {N (t)−N (t−) = 0}
= 1 for all t
3. A(·) is continuous.
The assumption of simpleness in a portfolio means
that two claims never occur at (exactly) the same
time. Naturally, an accident may sometimes cause
claims in several policies – think of an accident
with two cars with insurances belonging to the same
portfolio – but in a model of a portfolio that may
usually be regarded as one claim.
A Poisson process with intensity measure A is
stationary if and only if A(t) = α·t for some α ≥ 0.
Without much loss of generality we may assume,
as mentioned, that A has the representation


t

A(t) =

α(s) ds.

(5)

In other words, Watanabe’s theorem states that a
simple point process with continuous F N -compensator is a Poisson process if and only if its F N compensator is deterministic.
It is, at least intuitively, obvious that the requirement of a point process to have a deterministic F N compensator is (almost) the same as to require that
it has independent increments. Therefore, Watanabe’s
theorem may be looked upon as a martingale variant
of Prekopa’s characterization of the Poisson process.
Let N1 and N2 be two independent Poisson processes with intensity measures A1 and A2 . Then,
N1 + N2 is a Poisson process with intensity measure
A1 + A2 .
It is known that if many independent and ‘suitably’
sparse point processes are added, then the sum is
approximately a Poisson process.
We shall consider a null array
N1,1
N2,1
..
.
Nn,1
..
.

N2,2
..

Nn,2

of point processes such that Nn,1 , Nn,2 , . . . , Nn,n are
independent for each n and further
lim max P{Nn,k (t) ≥ 1} = 0.

n→∞ 1≤k≤n

Theorem 1 [13] A simple nonatomic point process
N is a (nonhomogeneous) Poisson process if and only
if it has independent increments.
The following characterization result is generally
regarded as the first important result linking point
processes and martingales.
Theorem 2 [14] A simple point process N on + is
a Poisson process with continuous intensity measure
A if and only if N (t) − A(t) is an F N -martingale.

(6)

Thus,

0

Definition 3 is a very natural definition, but that does
not imply that it is the shortest and mathematically
most elegant. In fact, for a simple process (2) is
(almost) enough. Also, (1) is (almost) enough, as
follows.

.
. . . Nn,n

N (n) =

n


Nn,k

(7)

k=1

is a sum of point processes where each component
becomes asymptotically negligible.
This is, of course, a condition of a certain sparseness of the individual components, but it is not
enough to guarantee a Poisson limit. It holds, howd
ever, as in the case of random variables, that if N (n) →
some point process N as n → ∞ then N is infinitely
divisible. A point process N is called infinitely divisible if for each n there exists a point process Nn
such that N has the same distribution as the sum of
n independent copies of Nn . The theory of infinite
divisibility is an important part of the general theory
of point processes, and is thoroughly discussed by
Matthes et al. [10] and Kallenberg [8].

Poisson Processes
Let us go back to the question of ‘suitably’ sparse
point processes and Poisson limits. The following
theorem is due to Grigelionis [6].
Theorem 3 Let {Nn,k } be a null array of point processes and let N be a Poisson process with intensity
d
measure A. Then N (n) → N if and only if
lim

n


n→∞

P {Nn,k (t) ≥ 2} = 0 ∀ t ∈ 

k=1

and
lim

n→∞

n


P {Nn,k {I } ≥ 1}

k=1

= A{I } for all intervals I ⊂ ,
with A{∂I } = 0.
Let N be a point process with distribution Π ,
and denoted by Dp N , the point process obtained
by retaining (in the same location) every point of
the process with probability p and deleting it with
probability q = 1 − p, independently of everything
else. Dp N is called an independent p thinning of N
and its distribution is denoted by Dp Π . For a Poisson
process N with intensity α, it holds that Dp N is a
Poisson process with intensity pα. Similarly, for a
nonhomogeneous Poisson process intensity measure
A, it holds that Dp N is a Poisson process with
intensity measure pA. We will return to independent
p-thinning in connection with Cox processes.

The Cox Process
Let  be a random measure, that is, a measurable mapping from some probability space into
(M, B(M)). Thus, a random measure is defined
exactly like a point process with N replaced by M.
We shall think of a Cox process N as generated
in the following way: First, a realization A of a
random measure  is generated. Conditioned upon
that realization, N is a nonhomogeneous Poisson
process with intensity measure A.
Definition 4 Let  be a random measure with
distribution Π . A point process N is called a Cox
process if its distribution Π is given by

ΠA {B}Π {dA}, B ∈ B(N). (8)
Π {B} =
M

3

The idea of Cox processes – sometimes also called
‘doubly stochastic Poisson processes’ – was introduced by Cox [1]. Cramér [2] proposed Cox processes as models in risk theory. Detailed discussions
of Cox processes and their impact on risk theory are
to be found in [3, 4].
Let a random measure  with distribution Π and
 be independent of each
a standard Poisson process N
Ž is a Cox process
other. The point process N = N
with distribution Π according to 8.
Let , 1 , 2 , . . . be random measures with distributions Π, Π1 , Π2 , . . . and N, N1 , N2 , . . . with distributions Π , Π1 , Π2 , . . . be the corresponding
Cox processes.
In the terminology of point processes we say that
n converges in distribution to  functions f on M.
In connection with random measures, ‘converges in
distribution’ is almost equivalent to ‘convergence of
finite-dimensional distributions’.
In the following theorem, we collect some simple
properties of Cox processes:
Theorem 4
1. Π1 = Π2 if and only if Π1 = Π2 ,
d

d

2. n →  if and only if Nn → N ,
3. N is stationary if and only if  is stationary,
4. N is simple if and only if  is diffuse, that is, if
 has almost surely continuous realizations.
Cox processes are deeply related to independent
p-thinning.
Theorem 5 [11] A point process N is a Cox process
if and only if it can be obtained by independent pthinning for every p ∈ (0, 1).
Thus, a point process N is a Cox process if
and only if for each p ∈ (0, 1) there exists a point
process N1/p such that N and Dp N1/p have the same
distribution.
The following theorem is a far-reaching extension
of Theorem 5.
Theorem 6 [7] Let N1 , N2 , . . . be point processes
and let p1 , p2 , . . . ∈ (0, 1) be real numbers such that
limn→∞ pn = 0.
Then,
d

Dpn Nn → some point processN
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and

if and only if
d

κn (t) =

pn Nn → some random measure.
If we have convergence, it further holds that N is
a Cox process with underlying random measure .
A Cox process is a overdispersed relative of a
Poisson, as shown by the following theorem:
Theorem 7 Assume that E[(t)2 ] < ∞ for all t ∈
. Then,
E[N (t) − N (s)] = E[(t) − (s)]
and
Var[N (t) − N (s)] = E[(t) − (s)]
+ Var[(t) − (s)] for all s < t.

The Mixed Poisson Process
We will in this section restrict ourselves to processes
on + .
Definition 5 Let λ is a nonnegative random variable
with distribution U . A Cox process with underlying
random measure λ(t) = λt is called a mixed Poisson
process, MPP(U ).
Already in 1940, Ove Lundberg presented his thesis [9] about Markov point processes and, more
particularly, mixed Poisson processes. The mixed
Poisson processes have ever since played a prominent role in actuarial mathematics. Mixed Poisson
processes have mainly been studied by scientists with
their primary interests in either insurance or point
processes, and often those two groups seem not to
have been aware of each other. Not too seldom,
results originating in Ove Lundberg’s thesis have
been rediscovered much later. A detailed survey of
MPP is given by Grandell [5].
Let N be MPP(U ) and assume that U (0) < 1 in
order to avoid trivialities. Then N is a birth process
with marginal distributions pn (t) = P (N (t) = n) and
transition intensities κn (t) given by

  ∞
(λt)n −λt
( t)n − t
pn (t) = E
=
e
e dU ( )
n!
n!
0
(9)

∞ n+1 − t
e dU ( )
0
.
∞ n − t
e
dU ( )
0

(10)

Although Definition 5 is very natural, it is based on
distributions of point processes – a concept belonging
to the more recent development of stochastic processes. Ove Lundberg, essentially, defined a MPP in
the following way:
Definition 6 (Lundberg’s definition of a mixed
Poisson process) A birth process N is called a mixed
Poisson process, MPP(U ), if
 ∞
( t)n − t
pn (t) =
e dU ( )
n!
0
for all t ≥ 0 and some distribution U .
The most common choice of the distribution U
is certainly the gamma distribution. Then U ( ) has
density
u( ) =

βγ
Γ (γ )

γ −1 −β

e

,

≥ 0.

(11)

where γ and β are positive parameters and Γ (γ ) is
the Γ -function. The corresponding MPP N is called
a Pólya process.
The following characterization of the Pólya process is due to Lundberg [9].
Theorem 8 Let N be MPP(U ) with intensities κn (t).
The following three statements are equivalent:
1. N is a Pólya or a Poisson process,
2. κn (t) is, for any fixed t, linear in n,
3. κn (t) is a product of two factors, one depending
on n only and the other on t only.
A number of characterizations of MPP were given
by Lundberg [9]. It must be kept in mind that it is of
utmost importance to specify the class within which
the characterization holds.
Theorem 9 [9] Let N be a birth process with intensities κn (t) and marginal distribution pn (t). The following statements are equivalent:
1. N is a mixed Poisson process
2. κn (t) satisfy κn+1 (t) = κn (t) −
0, 1, . . .

κn (t)
f or n =
κn (t)
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3. E[κN(t) (t) | N (s) = m] = κm (s) for 0 < s ≤ t
and m = 0, 1, . . .
  s m
s n−m
1−
4. P {N (s) = m|N (t) = n} = mn
t
t
for s ≤ t and m ≤ n.
Theorem 9 (3) is most remarkable. Let us assume
that κ0 (0) < ∞. Since N is Markovian we have
E[κN(t) (t)|N (s) = m] = E[κN(t) (t)|FN
t ]
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3. The times of the jumps in [0, t] given N (t) = n
are uniformly distributed for n ≥ 1 and t > 0, as
formally stated in (13).
Characterizations, as those above, are of great
theoretical but also of practical interest. In [5], a
number of other characterizations are found.

(12)

References
Thus, that part of Theorem 9 can be rewritten in the
following way:
A birth process N with κ0 (0) < ∞ is a mixed
Poisson process if and only if κN(t) (t) is an F N martingale.
This is, to our knowledge, the first martingale characterization within point process theory. It is almost
25 years older than Watanabe’s theorem!
We will now consider characterizations within stationary point processes. Let N be MPP(U ), where
U is the distribution of a nonnegative random variable λ, and let Uc be the distribution of cλ. Then, the
thinning Dp N is MPP(Up ). We can now ‘compensate’ the thinning by a compression of time. More
formally, we define the compression operator Kp
by Kp N (t) = N (t/p). It readily follows that the
time compressed process Kp N is MPP(U1/p ). Thus,
Kp Dp ΠU = ΠU for any mixed Poisson process.
In Theorem 9 (4) it was shown that – within
birth processes – the MPP is characterized by the
conditional distribution of N (s) given N (t) for s ≤ t.
This characterization is related to the fact that the
location of jumps of N in [0, t] given N (t) = n is
uniformly distributed. Formally, if Tk is the time of
the kth jump and if X1 , . . . , Xn are independent and
uniformly distributed on [0, t], then
d
(T1 , . . . , Tn ) given {N (t) = n} =
(X (1) , . . . , X (n) ).
(13)
d
(1)
= means ‘equality in distribution’ and (X , . . . ,
X (n) ) denotes the ordered permutation of (X1 , . . . ,
Xn ) where X (k) < X (k+1) .

Theorem 10 [12] Let N be a stationary point process with distribution Π . The following statements are
equivalent:

[1]

[2]
[3]

[4]
[5]
[6]

[7]

[8]

[9]

[10]

[11]

[12]

[13]

[14]

1. N is a mixed Poisson process
2. Kp Dp Π = Π for some p ∈ (0, 1)

Cox, D.R. (1955). Some statistical methods connected
with series of events, Journal of the Royal Statistical
Society, Series B 17, 129–164.
Cramér, H. (1969). On streams of random events,
Skandinavisk Aktuarietidskrift, Supplement, 13–23.
Grandell, J. (1976). Doubly Stochastic Poisson Processes, Lecture Notes in Math. 529, Springer-Verlag,
Berlin.
Grandell, J. (1991). Aspects of Risk Theory, SpringerVerlag, New York.
Grandell, J. (1997). Mixed Poisson Processes, Chapman
& Hall, London.
Grigelionis, B. (1963). On the convergence of step
processes to a Poisson process. (In Russian), Teoriya
Veroyatnostej i Ee Primeneniya 13, 189–194. English
translation: Theory of Probability and its Applications 8,
177–182.
Kallenberg, O. (1975). Limits of compound and thinned
point processes, Journal of Applied Probability 12,
269–278.
Kallenberg, O. (1983). Random Measures, 3rd Edition
Akademie-Verlag, Berlin and Academic Press, New
York.
Lundberg, O. (1940). On Random Processes and Their
Application to Sickness and Accident Statistics, 2nd
Edition, Almqvist & Wiksell, Uppsala.
Matthes, K., Kerstan, J. & Mecke, J. (1978). Infinitely
Divisible Point Processes, John Wiley & Sons, New
York.
Mecke, J. (1968). Eine charakteristische Eigenschaft
der doppelt stochastischen Poissonschen Prozesse, Zeitschrift für Wahrscheinlichkeitstheorie und Verwandte
Gebiete 11, 74–81.
Nawrotzki, K. (1962). Ein Grenzwertsatz für homogene
zu-fällige Punktfolgen, Mathematische Nachrichten 24,
201–217.
Prekopa, A. (1958). On secondary processes generated
by a random point distribution of Poisson type, Annales
Universitatis Scientiarum Budapestinensis de Rolando
EH otvH os Nominatae. Sectio Mathematica 1, 153–170.
Watanabe, S. (1964). On discontinuous additive functionals and Lévy measures of a Markov process,
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Reliability Classifications
Distributions are fundamental to probability and
statistics. A lot of distributions have been proposed
in theory and application. In reliability, distributions
of nonnegative random variables that are called life
distributions, are used to describe the behaviors of the
lifetimes of devices and systems while in insurance
these life distributions are basic probability models
for losses or risks. Exponential, gamma, Pareto,
and Weibull distributions are examples of the life
distributions often used in reliability and insurance.
Although each distribution has a unique functional
expression, many different distributions share the
same distributional properties. For example, a gamma
distribution has a moment generating function and
hence is a light-tailed distribution while a Pareto
distribution has no moment generating function and
hence is a heavy-tailed distribution. However, if
the shape parameter of a gamma distribution is
less than one, both the gamma distribution and
the Pareto distribution have decreasing failure rate
functions. Indeed, to obtain analytic properties of
distributions and other related quantities, distributions
are often classified by interesting quantities or
criteria. In reliability, life distributions are usually
classified by failure rates and mean residual lifetime,
and equilibrium distributions or integrated tail
distributions. Various classes of life distributions
have been introduced according to these reliability
classifications. In reliability, the most commonly
used classes of life distributions are the classes
of IFR (increasing failure rate), IFRA (increasing
failure rate in average), NBU (new better than used),
NBUC (new better than used in convex ordering),
DMRL (decreasing mean residual life), NBUE (new
better than used in expectation), and HNBUE
(harmonic new better than used in expectation) with
their dual classes of DFR (decreasing failure rate),
DFRA (decreasing failure rate in average), NWU
(new worse than used), NWUC (new worse than
used in convex ordering), IMRL (increasing mean
residual life), NWUE (new worse than used in
expectation), and HNWUE (harmonic new worse
than used in expectation). These classes have also
been used extensively in other disciplines such as
queueing, insurance, and survival analysis; see, for
example, [1, 2, 17, 18, 23, 28, 29, 31, 32, 46] and
references therein.

In this article, we first give the definitions of these
classes of life distributions and then consider the
closure properties of these classes under convolution,
mixture, and compounding, which are the three most
important probability operations in insurance. Further
applications of the classes in insurance are discussed
as well.
A life distribution F = 1 − F is said to be an
IFR distribution if the function F (x + t)/F (t) is
decreasing in t ≥ 0 for each x ≥ 0; an IFRA distribution if the function − ln F (t)/t is increasing
in t ≥ 0; and an NBU distribution if the inequality
F (x + y) ≤ F (x)F (y) holds for all x, y ≥ 0.
Moreover,
a life distribution F with a finite mean
∞
µ = 0 F (x) dx > 0is said to be an NBUC
 ∞distribu∞
tion if the inequality x+y F (t) dt ≤ F (x) y F (t) dt
holds forall x, y ≥ 0; a DMRL distribution if the
∞
function x F (y) dy/F (x) is decreasing in x ≥ 0;
∞
an NBUE distribution if the inequality x F (y) dy ≤
µF (x) holds for all x ≥ 0; and an HNBUE distribu∞
tion if the inequality x F (y) dy ≤ µe−x/µ holds for
all x ≥ 0.
Further, by reversing the inequalities or the monotonicities in the definitions of IFR, IFRA, NBU,
NBUC, DMRL, NBUE, and HNBUE, the dual classes
of these classes are defined. They are the classes
of DFR distributions, DFRA distributions, NWU
distributions, NWUC distributions, IMRL distributions, NWUE distributions, and HNWUE distributions, respectively.
These classes physically describe the aging notions
of the lifetimes of devices or systems in reliability.
For example, if a life distribution F has a density f ,
then F is IFR (DFR) if and only if the failure rate
function λ(t) = f (t)/F (t) is increasing (decreasing)
in t ≥ 0; see, for example, [2]. Further, if X is the
lifetime of a device with distribution F , then F is
NBU if and only if
Pr{X > x + y|X > y} ≤ Pr{X > x}

(1)

holds for all x ≥ 0, y ≥ 0. The right side of (1) refers
to the survival probability of a new device while the
left side of (1) denotes the survival probability of
a used device. In addition, if F has a finite mean
µ > 0, then F is DMRL (IMRL) if and only if the
mean residual lifetime E(X − x|X > x) is decreasing (increasing) in x ≥ 0. For physical interpretations
of other reliability classifications, see [2, 29].
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In insurance, these classes of life distributions
have been used to classify the distributions of claim
sizes or risks and have appeared in many studies of
risk theory; see, for example, [17, 18, 27, 46] and
references therein. In fact, these classes have attracted
more and more attention in different disciplines such
as reliability, queueing theory, inventory theory,
and survival analysis; see, for example, [1, 2, 28,
29, 31, 32] and among others.
The implications among these classes are indicated
in the figure below.
The discussions of the implications and properties
of these classes can be found in [2, 13, 22, 29] and
references therein.
It is clear that a life distribution F with a finite
mean µ > 0 is HNBUE, the largest class among all
the seven classes, if and only if the equilibrium distrix
bution Fe (x) = 0 F (y) dy/µ, x ≥ 0 is less than an
exponential distribution with the same mean as that
of F in the first-order stochastic dominance order or
the usual stochastic order; see, for example, [29].
In fact, many of the reliability classifications can
be characterized in terms of stochastic orders and
by comparing a life distribution with an exponential
distribution; see [26, 29, 31] for details. Indeed, the
exponential distribution is one of the most important
distributions in insurance and reliability, and it is both
IFR and DFR. In addition, a gamma distribution with
the density function f (x) = λα x α−1 e−λx / (α), x ≥
0, λ > 0, α > 0, is DFR if the shape parameter α ≤ 1
and IFR if α ≥ 1. A Weibull distribution with the
distribution function F (x) = 1 − exp{−(λx)α }, x ≥
0, λ > 0, α > 0, is DFR if the shape parameter α ≤ 1
and IFR if α ≥ 1. A Pareto distribution with the
distribution function F (x) = 1 − (λ/λ + x)α , x ≥ 0,
α > 0, λ > 0, is DFR.
IFRA


−−−→

In reliability, systems consist of devices. The distributions of the lifetimes of systems consist of different distribution operators. Interesting systems or
distribution operators in reliability include the convolution of distributions, the mixture of distributions,
the distribution of maximum lifetimes or the lifetime of a parallel system that is equivalent to that
of the last-survival status in life insurance, and the
distribution of the minimum lifetimes or the lifetime
of a series system that is equivalent to that of the
joint-survival status in life insurance, and the distribution of the lifetime of a coherent system; see, for
example, [1, 2]. One of the important properties of
reliability classifications is the closure of the classes
under different distribution operators.
In risk theory and insurance, we are particularly
interested in the convolution, mixture, and compounding of probability models for losses or risks in
insurance. It is of interest to study the closure properties of the classes of life distributions under these
distributions operators.
The convolution of life
 ∞ distributions F1 and
F2 is given by F (x) = 0 F1 (x − y) dF2 (y), x ≥
0.
 The mixture distribution is defined by F (x) =
is a life
α∈A Fα (x) dG(α), x ≥ 0, where Fα
distribution with a parameter α ∈ A, and G is a
distribution on A. In the mixture distribution F , the
distribution G is often called the mixing distribution.
We say that a class C is closed under convolution if
the convolution distribution F ∈ C for all F1 ∈ C and
F2 ∈ C. We say that a class C is closed under mixture
if the mixture distribution F ∈ C when Fα ∈ C for
all α ∈ A. The closure properties of the classes of
IFR, IFRA, NBU, DMRL, NBUC, NBUE, HNBUE,
and their dual classes under convolution and mixture
have been studied in reliability or other disciplines.

NBU


IFR

NBUC




−−−→ NBUE

−−−→

HNBUE

DMRL
and
DFRA


−−−→

NWU


DFR



IMRL

NWUC −−−→

NWUE −−−→ HNWUE.
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We summarize the closure properties of the classes
in Table 1.
For the closures of IFR (DFR), IFRA (DFRA),
NBU (NWU), NBUE (NWUE), see [1–3, 5, 25]. The
discussions of the closures of DMRL (IMRL) can be
found in [5, 24]. The closures of NBUC (NWUC) are
considered in [12, 13, 20]. The closures of HNBUE
(NNWUE) are given in [22].
It should be pointed out that the mixture closure
in Table 1 means the arbitrary mixture closure as
defined above. However, for a special mixture such
as the mixture of distributions that do not cross, some
classes that are not closed under arbitrary mixture can
be closed under such a special mixture. For instance,
suppose that F (x) = α∈A Fα (x) dG(α), x ≥ 0 is the
mixture of NWU distributions Fα , α ∈ A with no two
distinct Fα1 , Fα2 crossing on (0, ∞), then F is NWU.
Also, NWUE is closed under such a special mixture;
see, for example, [2] for details.
A compound
distribution is given in the form of

(n)
p
F
(x), x ≥ 0, where F (n) is the nG(x) = ∞
n
n=0
fold convolution of a life distribution F and {pn , n =
0, 1, . . .} is a discrete distribution. The compound
distribution G is another important probability model
in insurance. It is often used to model the distribution
of the aggregate claim amount in an insurance portfolio. In general, it is difficult to obtain analytic properties for compound distributions. However, for some
special compound distributions, closure and aging
properties of these compound distributions have been
derived. One such compound distribution is the compound geometric distribution, which is one of the
most important compound distributions in risk theory
and applied probability; see, for example, [21, 46].
It is well-known that DFR is closed under geometric compounding; see, for example, [30]. For other
classes that are closed under geometric compounding, see [6, 32]. An important aging property of a
Table 1 Convolution and mixture closures of reliability classifications
Class

Convolution

Mixture

IFR (DFR)
IFRA (DFRA)
NBU (NWU)
DMRL (IMRL)
NBUC (NWUC)
NBUE (NWUE)
HNBUE (HNWUE)

Yes (no)
Yes (no)
Yes (no)
No (no)
Yes (no)
Yes (no)
Yes (no)

No
No
No
No
No
No
No

(yes)
(yes)
(no)
(yes)
(no)
(no)
(yes)
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compound geometric distribution is that a compound
geometric distribution is always an NWU distribution
whatever the underlying distribution F is; see, for
instance, [6, 32, 39] for various proofs. Applications
of this NWU property in risk theory can be found
in [7, 39, 46]. Further, Cai and Kalashnikov [10]
extended the NWU property to more general compound distributions, and they proved that a compound
distribution with a discrete strongly new worse than
used (DS-NWU) distribution {pn , n = 0, 1, 2, . . .} is
always an NWU distribution whatever the underlying distribution F is; see [10] for the definition of
a DS-NWU distribution and examples of DS-NWU
distributions. Further discussions of the aging properties of compound geometric distributions and their
applications in insurance can be found in [39, 40].
For more general compound distributions, Willmot
et al. [43] gave an expectation variation of the result
in [10] and showed that a compound distribution with
a discrete strongly new worse than used in expectation (DS-NWUE) distribution {pn , n = 0, 1, . . .} is
always an NWUE distribution whatever the underlying distribution F is; see [43] for details and
the definition of a DS-NWUE distribution. Further,
the closure properties of NBUE and NWUE under
more general compound distributions are considered
in [43].
When F belongs to some classes of life distributions, we can derive upper bounds for the
tail probability F = 1 − F . For instance, if F is
IFRA with mean µ > 0, then F (t) ≤ exp{−βt}, t >
µ, where β > 0 is the root of the equation 1 − βµ =
exp{−βt}; see, for example, [2]. Further, if F is
HNBUE with a mean µ > 0, then


µ−t
F (t) ≤ exp
, t > µ.
(2)
µ
See, for example, [22]. Bounds for the tail probability F when F belongs to other classes can be
found in [2]. In addition, bounds for the moments
of life distributions in these classes can be derived
easily. These moment inequalities can yield useful
results in identifying distributions. For example, if
X is a nonnegative random variable with HNBUE
(HNWUE) distribution F and mean µ > 0, then
of
EX 2 ≤ (≥)2µ2 , which implies that the coefficient
√
variation CX of X, defined by CX = VarX/EX,
satisfies CX ≤ (≥)1. This result is useful in discussing the tail thickness of a distribution; see, for
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example, [23, 46] for details. Thus, one of the applications of these closure properties is to give upper
bounds for the tail probabilities or the moments of
convolution, mixture, and compound distributions.
Some such applications can be found in [7, 9, 11,
46].
Another interesting application of the reliability classes in insurance is given in terms of the
Cramér–Lundberg asymptotics for the ruin probability in the compound Poisson risk model and tail
probabilities of some compound distributions. Willmot [36] generalized the Cramér–Lundberg condition and assumed that there exists an NWU distribution B so that
 ∞
(B(x))−1 dF (x) = 1 + θ,
(3)
0

where F is the integrated tail distribution of the
claim size distribution and θ > 0 is the safety loading
in the compound Poisson risk model. Under the
condition (3), Willmot [36] proved that the tail of
the NWU distribution B is the upper bound for the
ruin probability, which generalizes the exponential
Lundberg inequality and applies for some heavytailed claim sizes. Further, upper bounds for the
tail probabilities of some compound distributions
have been derived in terms of the tail of an NWU
distribution; see, for example, [8, 9, 11, 18, 37, 44,
45]. In addition, lower bounds for tail probabilities
for some compound distributions can be derived
when (3) holds for an NBU distribution B; see, for
example, [45, 46]. Further, an asymptotic formula
for the ruin probability in the compound Poisson
risk model can be given in terms of the tail of an
NWU distribution; see, for example, [38]. A review
of applications of the NWU and other classes of life
distributions in insurance can be found in [46].
In insurance, life distributions are also classified
by moment generating functions. We say that a life
distribution F is
 ∞light-tailed if its moment generating exists, or 0 esx dF (x) < ∞, for some s > 0
while F is said to be heavy-tailed if its moment
∞
generating function 0 esx dF (x) does not exist for
all s > 0. It should be pointed out that distributions in all the seven classes of IFR, IFRA, NBU,
DMRL, NBUC, NBUE, HNBUE are light-tailed. In
fact, if F ∈ HNBUE, the largest class among the
seven classes, then the inequality (2) implies that
∞
there exists some α > 0 such that 0 eαx dF (x) <
∞; see [8] for details.

However, there are some intersections between the
HNWUE class and the class of heavy-tailed distributions. It is obvious that there are both light-tailed
and heavy-tail distributions in the class of HNWUE
distribution. For example, the gamma distribution
with the shape parameter α less than one is both
DFR ⊂ HNWUE and light-tailed. On the other hand,
some distributions can be both HNWUE and heavytailed distributions. For instance, a Pareto distribution is both a DFR distribution and a heavy-tailed
distribution.
It is also of interest to note that all seven reliability
classes can be characterized by Laplace transforms.
Let F be a life distribution with F(0) = 0 and denote
∞
its Laplace transform by f˜(s) = 0 e−sx dF (x), s ≥
0. Define


(−1)n dn 1 − f˜(s)
, n ≥ 0, s ≥ 0.
an (s) =
n! ds n
s
(4)
Denote αn+1 (s) = s n+1 an (s) for n ≥ 0, s ≥ 0 with
α0 (s) = 1 for all s ≥ 0.
Then, the reliability classes can be characterized by the aging notions of the discrete sequence
{αn (s), n ≥ 1}. For example, let F be a life distribution with F (0) = 0, then F is IFR (DFR) if and only
if the sequence {αn (s), n ≥ 1} is log-concave (logconvex) in n for all s > 0; see, for example, [4, 34].
Other classes of life distributions can also be characterized by the sequence {αn (s), n ≥ 1}; see [4, 22,
34, 41] for details.
An important application of the characterizations
of the reliability classes in terms of the sequence
{αn (s), n ≥ 1} is to obtain analytic properties of
a mixed Poisson distribution, which is one of
the most important discrete distributions in insurance and other applied probability fields. For a discrete distribution {pn , n = 0, 1, . . .}, the discrete failure 
rate of {pn , n = 0, 1, . . .} is defined by hn =
pn / ∞
k=n pk , n = 0, 1, . . .; see, for example, [2, 29].
The discrete distribution {pn , n = 0, 1, . . .} is said to
be a discrete strongly increasing failure rate (DSIFR) distribution if the discrete failure rate hn is
increasing in n for n = 0, 1, 2 . . . . Similarly, the discrete distribution {pn , n = 0, 1, . . .} is said to be a
discrete strongly decreasing failure rate (DS-DFR)
distribution if the discrete failure rate hn is decreasing
in n for n = 0, 1, 2 . . . .

Reliability Classifications
Thus, let {pn , n = 0, 1, . . .} be a mixed Poisson
distribution with
 ∞ n −λt
λ e
pn =
dB(t), n = 0, 1, . . . ,
(5)
n!
0
where B is a distribution on (0, ∞), using the characterizations of IFR and DFR in terms of the sequence
{αn (s), n ≥ 1}, it can be proved that the mixed Poisson distribution {pn , n = 0, 1, . . .} is a DS-IFR (DSDFR) distribution if B is IFR (DFR). See, for example, [18]. When B belongs to other reliability classes,
the mixed Poisson distribution also has the corresponding discrete aging properties. See [18, 41, 46]
for details and their applications in insurance. In fact,
these discrete aging notions consist of the definitions
of the reliability classes of discrete distributions.
The discrete analogs of all the seven classes and
their dual classes can be found in [2, 14, 19, 22].
The implications between these classes of discrete
distributions can be discussed in a similar way to the
continuous cases. However, more details are involved
in the discrete cases. Some implications may be
different from the continuous cases. See, for example, [19, 46]. Most of the properties and results in
continuous cases are still valid in discrete cases. For
example, the convolution of two DS-IFR distributions is still a DS-IFR. See, for example, [2, 35].
Upper bounds for tail probabilities and moments of
discrete distributions can also be derived. See, for
example, [19].
As with the compound geometric distribution in
the continuous case, the discrete compound geometric
distribution is also a very important discrete distribution in insurance. Many analytic properties including
closure and aging properties of the discrete compound
geometric distribution have been derived. See, for
example, [33, 42]. For applications of the reliability
classes of discrete distributions in insurance, we refer
to [10, 18, 41, 42, 46], and references therein.
 ∞For a life distribution F with mean µ =
0 F (x) dx > 0, the equilibrium distribution of F is
x
defined by Fe (x) = 0 F (y) dy/µ, x ≥ 0. We notice
that the equilibrium distribution of a life distribution
appears in many studies of risk theory, reliability,
renewal theory, and queueing. Also, some reliability
classes can be characterized by the aging properties of
equilibrium distributions. For example, let F be a life
distribution with finite mean µ > 0, then F is DMRL
(IMRL) if and only if its equilibrium distribution
Fe is IFR (DFR). It is also of interest to discuss
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aging properties of equilibrium distributions. Therefore, higher-order classes of life distributions can be
defined by considering the reliability classes for equilibrium distributions. For example, if the equilibrium
distribution Fe of a life distribution F is IFR (DFR),
we say that F is a 2-IFR (2-DFR) distribution. In
addition, F is said to be a 2-NBU (2-NWU) distribution if its equilibrium distribution Fe is NBU (NWU).
See [15, 16, 46] for details and properties of these
higher-order reliability classes. Application of these
higher-order classes of life distributions in insurance
can be found in [46] and references therein.
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Renewal Theory
Introduction
Let {Y1 , Y2 , Y3 , . . .} be a sequence of independent and
identically distributed (i.i.d.) positive random variables with common distribution function (df) F (t) =
1 − F (t) = Pr(Yk ≤ t), t ≥ 0. Define the
 sequence
of partial sums {S1 , S2 , . . .} by Sn = nk=1 Yk for
n = 1, 2, . . ., and let S0 = 0. The df of Sn is that
of the n-fold convolution of F , that is, F ∗n (t) =
∗n
1 − F (t) = Pr(Y1 + Y2 + · · · + Yn ≤ t), t ≥ 0.
A closely related random variable is the counting
random variable Nt = sup{n: Sn ≤ t}. One has the
basic relationship that {Nt ≥ n} if and only if {Sn ≤
t}, from which it follows that
Pr{Nt = n} = F
∗0

∗(n+1)

∗n

(t) − F (t);

n = 0, 1, 2, . . . ,
(1)

where F (t) = 0.
The partial sum process {Sn ; n = 0, 1, 2, . . .} and
the counting process {Nt ; t ≥ 0} are both referred to
as a renewal process. When used to model physical
phenomena, Yk is normally the time between the
(k − 1) − st and the kth ‘event’, Sn the time until
the n-th event, and Nt the number of events up to
time t. It is worth noting that Nt does not count any
event at time t = 0. It is customary to refer to events
as renewals in this context. In insurance risk theory,
renewals are often interpreted as claim occurrences,
so that Yk is referred to as an interclaim time, Sn the
time until the nth claim, and Nt the number of claims
up to time t. In this insurance context, the renewal
process is also referred to as a ‘Sparre Andersen’ or
‘renewal risk’ process.
If F (t) = 1 − e−λt is the exponential df then the
renewal process reduces to the classical Poisson
process with rate λ, and the renewal process is
arguably the simplest nontrivial generalization of the
Poisson process. There are some variations on the
renewal process that are worth mentioning as well.
In this context, the renewal process as described
above may be referred to as pure, zero-delayed,
or ordinary. It is convenient in some situations to
allow Y1 to have a different distribution than Yk
for k = 2, 3, . . ., but still to be statistically independent. In this case, the renewal process is referred
to as ‘delayed’ or modified. The most important

delayed renewal process is the stationary or equilibrium renewal
 t process with P r(Y1 ≤ t)∞= Fe (t) =
1 − F e (t) = 0 F (y)dy/µ when µ = 0 tdF (t) <
∞, although in general it is not always assumed
that µ < ∞. Evidently, the Poisson process is also
a special case of the stationary renewal process.
Renewal theory is discussed in virtually all textbooks
on stochastic processes [1, 4, 6, 8–11].
Renewal theory has proved to be more than simply
a modeling tool as described above, however. Many
analytic results which are of interest in a variety
of contexts may be obtained through the use of
renewal equations and their resultant properties, as is
discussed below. Also, in a risk theoretic context, let
{p0 , p1 , p2 , . . .} be a discrete probability distribution,
and
G(y) =

∞


∗n

pn F (y), y ≥ 0,

(2)

n=1

a compound tail. Analysis of G(x) is one of
the standard problems in risk theory and other
areas 
of applied probability ([10], Chapter 4). Let
an = ∞
k=n+1 pk for n = 0, 1, 2, . . .. Summation by

∗(n+1)
(x) −
parts on (2) yields G(x) = ∞
n=0 an {F
∗n
F (x)}, and from (1),
G(x) = E(aNx ).

(3)

The identity (3) has been used by several authors
including Cai and Garrido [2] and Cai and Kalashnikov [3] to derive analytic properties of G(x).

The Renewal Function
Of central importance in the study of renewal processes is the renewal function
m(t) = E(Nt ), t ≥ 0.

(4)

It follows immediately from (1) that
m(t) =

∞


F ∗n (t), t ≥ 0

(5)

n=1

from which it follows that m(t) < ∞. It follows
either by Laplace–Stieltjes transforms or by conditioning on the time of the first renewal that m(t)
satisfies the integral equation
 t
m(t) =
m(t − x) dF (x) + F (t).
(6)
0
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The elementary renewal theorem asserts that
lim

t→∞

1
m(t)
= ,
t
µ

(7)

and this holds even if µ = ∞ (with 1/∞ = 0). Various other limiting relationships also hold. For example, Nt /t → 1/µ as t → ∞ almost surely. Refinements of (7) may be obtained if F has finite variance.
That is, if σ 2 = Var(Yk ) < ∞, then


1
t
σ2
− .
lim m(t) −
=
(8)
2
t→∞
µ
2µ
2
Also, Lorden’s inequality states that
m(t) ≤

t
σ2
+ 2 + 1,
µ µ

t ≥ 0.

(9)

We remark that if F (t) is absolutely continuous with
density f (t) = dF (t)/dt, then the renewal density
m (t) = dm(t)/dt is well defined and satisfies
m (t) =

∞

d ∗n
F (t)
dt
n=1

as well as the integral equation
 t

m (t) =
m (t − x) dF (x) + f (t).

(10)

on the time of the first renewal, one obtains the integral equation
 t
Vy (t) =
Vy (t − x) dF (x) + F (y + t). (12)
0

See Karlin and Taylor ([8], pp. 192–3) for example.
Similarly, the backward recurrence time At = t − SNt
is also called the age or current lifetime random
variable, and represents the elapsed time since the
last renewal. One has
Pr(At ≥ y, Bt ≥ x) = Pr(Bt−y ≥ x + y),

(13)

since the events are equivalent ([8], p. 193), and the
marginal distribution of At is obtainable from (13)
with x = 0. The total lifetime At + Bt represents the
total time between the last renewal before time t and
the next renewal after time t. If Hy (t) = Pr(At +
Bt > y), then again by conditioning on the time of the
first renewal, one obtains the integral equation ([8],
p. 194)
 t
Hy (t − x) dF (x) + F (max{y, t}). (14)
Hy (t) =
0

Further properties of the recurrence time processes {Bt ; t ≥ 0} and {At ; t ≥ 0} are discussed
by Asmussen ([1], Section V.1).
(11)

0

See Asmussen ([1], Section V.2) for example. We
will return to m(t) in the context of renewal equations
later.
The Laplace transform of the probability generating function of Nt is given by Cox ([4], Section
3.2), and this may sometimes be used to extract information about the distribution and/or the moments of
Nt . In any event, as t → ∞, Nt is asymptotically
normally distributed with mean t/µ and variance
σ 2 t/µ3 . Also, it is worth mentioning that the superposition of renewal processes converges under certain
conditions to a Poisson process ([8], Section 5.9).

Related Quantities
The forward recurrence time Bt = SNt +1 − t, also
referred to as the residual or excess lifetime, represents the time until the next renewal measured from
time t. If Vy (t) = Pr(Bt > y), then by conditioning

Renewal Equations
Many functions of interest in renewal theory satisfy
a renewal equation. That is, φ(t) satisfies
 t
φ(t − x) dF (x) + r(t), t ≥ 0. (15)
φ(t) =
0

In the present context, (6), (11), (12), and (14) are
all of the form (15). If r(t) is bounded, the unique
solution (bounded on finite intervals) to (15) is
 t
φ(t) =
r(t − x) dm(x) + r(t),
(16)
0

which may be expressed using (5) as
∞  t

φ(t) =
r(t − x) dF ∗n (x) + r(t). (17)
n=1

0

The solution (16) or (17) to (15) is often complicated, but for large t the solution can be (asymptotically) very simple. Conditions are needed, however,
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and thus some definitions are given. The df F (t) is
said to be arithmetic or lattice if there exists a number c such that F increases only on the points kc
where k is an integer. Also, the concept of direct Riemann integrability (dRi) is needed, and is discussed
in detail by Resnick ([9], Section 3.10) or Asmussen
([1], Section V.4). A sufficient condition for r(t)
to be dRi is that it be nonnegative, nonincreasing,
and Riemann integrable. Alternatively, r(t) is dRi
if it is majorized by a dRi function and continuous almost everywhere with respect to Lebesgue
measure.
The key renewal theorem states that if r(t) is dRi,
F is not arithmetic, and φ(t) satisfies (15), then

1 ∞
r(t) dt.
(18)
lim φ(t) =
t→∞
µ 0
It is worth noting that the key renewal theorem
remains valid if the dRi assumption is replaced by the
assumption that r(t) is bounded and integrable, and
that F is spread out, that is the n-fold convolution F ∗n
has an absolutely continuous component for some n.
See Asmussen ([1], Section VII.1).
It follows from the key renewal theorem
and (11) that the renewal density m (t) satisfies
limt→∞ m (t) = 1/µ. Similarly, since integration by
parts yields (since Fe (t) is absolutely continuous),
 ∞
 ∞
F {max(y, t)} dt = yF (y) +
F (t) dt
0


=

y
∞

3

It follows from (13) with x = 0 that the
backward recurrence time satisfies limt→∞ Pr(At ≥
y) = limt→∞ Pr(Bt ≥ y), which combined with (19)
yields (since Fe (t) is absolutely continuous),
lim Pr(At > y) = F e (y).

t→∞

(20)

It is worth noting that, despite the derivation of the
limiting distributions of the forward and backward
recurrence times outlined here, (19) and (20) are in
fact essentially equivalent to the key renewal theorem ([9], Section 3.10.2, or [1], Section V.4), as well
as to Blackwell’s theorem, which states that if F is
nonarithmetic, then for all c,
lim {m(t + c) − m(t)} =

t→∞

c
.
µ

(21)

Proofs of the renewal theorem may be found in [6],
[9, Section 3.10.3], [1, Section V.5], and references
therein. A probabilistic proof using the concept of
coupling may be found in [1, Section VII.2].

Defective Renewal Theory
In many applications in applied probability in such
areas as demography and insurance risk, functions of
interest satisfy a slight generalization of (15), namely,
 t
φ(t − x) dF (x) + r(t), t ≥ 0, (22)
φ(t) = ρ
0

t dF (t),
y

and F {max(y, t)} ≤ F (t), which is dRi, it follows
from the key renewal theorem and (14) that the limiting distribution of
 ∞the total life satisfies limt→∞ Pr
(At + Bt > y) = y t dF (t)/µ, the tail of the wellknown length-biased distribution.
As for the forward recurrence time, the key
renewal theorem and (12) together imply that
 ∞
dt
F (t)
(19)
= F e (y).
lim Pr(Bt > y) =
t→∞
µ
y
This limiting distribution of the forward recurrence
time is the motivation for the use of the integrated
tail distribution Fe (y) as the df of Y1 in the stationary renewal process, since it may not be convenient
to assume that a renewal occurs at time t = 0.

where ρ > 0. If ρ = 1 then (22) reduces to (15) and
is termed proper. If 0 < ρ < 1 then (22) is termed
defective, whereas if ρ > 1 then (22) is termed excessive. The key renewal theorem may still be applied
to (22) to show that the solution φ(t) is asymptotically exponential as t → ∞. That is, suppose that κ
satisfies
 ∞
eκx dF (x) = ρ −1 .
(23)
0

If ρ = 1, then κ = 0, whereas in the excessive case
with ρ > 1, then κ < 0. If ρ < 1 (in the defective case), then κ > 0 if such a κ exists (if not,
then the very different subexponential asymptotics
often replace those of the key renewal theorem, as
mentioned by Asmussen, ([1], Section V.7)). If (23)
holds, then Fρ (t) defined by dFρ (t) = ρeκt dF (t) is
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a df. Thus from (22), φρ (t) = eκt φ(t) satisfies, by
multiplication of (22) by eκt ,
 t
φρ (t) =
φρ (t − x) dFρ (x) + eκt r(t), (24)
0

a proper renewal equation. Thus, if F is not arithmetic and eκt r(t) is dRi, then the key renewal theorem implies that
 ∞
eκx r(x) dx
0
lim φρ (t) =  ∞
,
t→∞
x dFρ (x)
0

that is


= F1 (t) +

t

m(t − x) dF1 (x).

(26)

0

Substitution of (5) into (26) 
yields, in convolu∗n
tion notation, mD (t) = F1 (t) + ∞
n=1 F1 ∗F (t), t ≥
(t)
=
Fe (t) =
0.
In
the
stationary
case
with
F
1
t
F
(x)
dx/µ,
it
is
not
difficult
to
show
(using
0
Laplace-Stieltjes transforms or otherwise) that
mD (t) = t/µ.
Similarly, for the forward recurrence time BtD in
the delayed process, with VyD (t) = Pr(BtD > y), (12)
is replaced by ([8], p. 200)
 t
Vy (t − x) dF1 (x) + F 1 (y + t). (27)
VyD (t) =
0


0

lim eκt φ(t) =

t→∞

∞

ρ

eκx r(x) dx
.

∞

xe

κx

(25)

dF (x)

0

In many insurance applications, (22) holds with
r(t) = cU (t) where U (t) = 1 − U (t) is a df, and a
sufficient
condition for eκt r(t) to be dRi in this case is
 ∞ (κ+)t
dU (t) < ∞ for some  > 0 [13]. This
that 0 e
is the case for the ruin probability in the classical risk
model, and (25) is the famous Cramer–Lundberg
asymptotic formula ([1], Example 7.8). This ruin
theoretic application of defective renewal equations
has been substantially generalized by Gerber and
Shiu [7]. Bounds on the solution to (22) of the form
φ(t) ≤ (≥)Ce−κt , t ≥ 0, which supplement (25), are
derived by Willmot et al. [12].

Delayed Renewal Processes
Next, we turn to delayed renewal processes, where
Y1 has a (possibly) different df, namely, F1 (y) = 1 −
F 1 (y) = Pr(Y1 ≤ y), y ≥ 0. In general, quantities of
interest in the delayed process can be expressed
in terms of the corresponding quantity in the ordinary model by conditioning on the time of the first
renewal, after which the process behaves as an ordinary renewal process.
For example, let mD (t) = E(NtD ) be the renewal
function in the delayed renewal process representing
the mean number of renewals. One has ([8], p. 198)
 t
{1 + m(t − x)} dF1 (x)
mD (t) =
0

Again, it follows (using Laplace–Stieljes transforms
or otherwise) from (12) and (27) that in the stationary case with F1 (t) = Fe (t), one has Pr(BtD > y) =
F e (y) for all t ≥ 0. Clearly, this is an improvement
upon (19), which gives an approximation only for
large t.
We remark that many of the asymptotic results
discussed earlier remain valid for delayed renewal
processes as well as for the ordinary process, essentially because the delayed process reverts to the ordinary process upon the occurrence of the first renewal.
See Asmussen ([1], Chapter V) for details.

Discrete Analogues
There are discrete analogues of most of the results
presented here. For convenience, we assume that time
is measured in integers. Let {f1 , f2 , . . .} be the probability distribution of the time between renewals,
and let un = Pr{renewal occurs at time n}; n =
1, 2, . . .. Then, conditioning on the time of the last
renewal before n, it follows that un = f1 un−1 +
f2 un−2 + · · · + fn−1 u1 + fn for n = 1, 2, . . .. Thus,
with f0 = 0 and u0 = 1,
un =

n


un−k fk + δn ;

n = 0, 1, 2, . . . , (28)

k=0

where δ0 = 1 and δn = 0 for n  = 0. Then (28) is a
discrete renewal equation, that is, an equation of the
form
φn =

n

k=0

φn−k fk + rn ;

n = 0, 1, 2, . . . , (29)
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where {f0 , f1 , f2 , . . .} is a discrete probability distribution. If {f0 , f1 , f2 , . 
. .} is aperiodic, (that is, there
is no d > 1 such that ∞
k=0 fdk = 1), then a special
case of a discrete version of the key renewal theorem ([8], p. 81) states that
∞


lim φn =

n→∞

k=0
∞


rk
.

(30)

kfk

k=1

When
 applied to (28), it follows that limn→∞ un =
1/ ∞
k=1 kfk if {f0 , f1 , f2 , . . .} is aperiodic. Discrete
defective and excessive renewal equations are treated
in the same manner as in the general case discussed earlier, resulting in an asymptotically geometric solution.
Discrete renewal theory may be viewed in terms of
standard Markov chain theory. See [1, Section I.2]
or [5, Chapter XIII], for more details on discrete
renewal theory, which is referred to as ‘recurrent
events’ in the latter reference.
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Retrospective Premium

The Expected Retrospective Premium

Introduction
Insurance is about the transfer of risk. If an entity,
either a person or a business, wants to transfer all of
its risk of loss to an insurer and the insurer is able
to quantify the risk that the entity wishes to transfer,
the price of the risk transfer is readily established by
market forces and a deal is struck.
In many cases, the insurer is not confident that it
can quantify the risk that the entity wishes to transfer.
An entity sensing difficulty in getting a full transfer
of risk may be willing to settle for a partial transfer of
risk. The insurer would be more comfortable with a
partial risk transfer because the entity has an incentive
to keep its loss at a minimum.
This article describes a particular kind of risksharing agreement called a retrospective rating plan.
In these plans, the premium for an insurance contract
is a function of the actual loss paid under the contract. The final premium is not known until after the
contract has expired. This explains the name retrospective rating.

An important consideration in coming to an agreement on the rating parameters is the expected retrospective premium. In this section, I will derive a
formula for the expected retrospective premium as
a function of the rating parameters. But first I must
introduce some additional notation.
•

0

•

The Retrospective Premium
The formula for the retrospective premium can take
many forms. Here I will use a fairly common formula
for the retrospective premium:
R = (B + LX)T .

(1)

where
R = Retrospective Premium,
B = Basic Premium,
L = Loss Conversion Factor,
X = Actual Loss,
T = Tax Multiplier.
R can be subject to a minimum amount, G, and a
maximum amount, H ; I always assume that G ≥ BT
and H ≥ G below.
The rating parameters B, G, H , L, and T are
determined before the insurance contract goes into
effect. The insured entity (almost always a business
for a retrospective rating plan) and the insurer have
to agree on these rating parameters in advance.

The random loss X will have a cumulative distribution function F (x). We will be particularly
interested in the expected value of X when it is
limited to a value of u. The formula for this limited expected value is given by
 u
(1 − F (x)) dx.
(2)
E[X ∧ u] =

•

Let xG be the largest loss that results in the
minimum premium, G, and let xH be the smallest
loss that results in the maximum premium, H .
Using (1) we calculate




G
H
1
1
−B
and xH =
−B
.
xG =
T
L
T
L
(3)
xG and xH are often referred to as the effective
minimum loss and the effective maximum loss,
respectively.
Let X ∗ be the random loss that results from the
limits of xG and xH being imposed on X. That is

xG for X ≤ xG
∗
X =
(4)
X for xG < X < xH
xH for X ≥ xH .
Then the expected retrospective premium is given
by
E[R] = (B + LE[X ∗ ])T
= (B + L(xG − E[X ∧ xG ] + E[X ∧ xH ]))T
= G + L((E[X ∧ xH ] − E[X ∧ xG ]))T . (5)

Equation (5) can be used as follows. The business
entity and the insurer agree on four of the five parameters B, L, T , G, and H , and solve for the ‘free’
fifth parameter that gives a desired expected retrospective premium. In almost all cases in practice,
the free parameter is either B or L. Note that it is
not always possible to solve for the free parameter. An easy example of such a case occurs when

2
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the maximum premium H is less than the desired
expected retrospective premium.

that is not subject to retrospective rating) for a business entity has the following components.
Guaranteed Cost Premium

Some Illustrative Examples
Before discussing some of the details involved in
implementing retrospective rating plans, I would like
to give a few examples that illustrate how the parameter selection works.
To keep the computations easy, let us use the
moment approximation of the collective risk model
to describe the distribution of the random loss, X.
We will use the Poisson distribution with mean λ
(see Discrete Parametric Distributions) to describe
the claim count distribution. We will assume that the
claim severity distribution will have mean m and
standard deviation s. Using this input, we approximate the distribution of X with a log-normal distribution (see Continuous Parametric Distributions)
with the parameters

log(λ(m2 + s 2 ) + λ2 m2 ) − 2 log(λm)
(6)
σ2
.
(7)
µ = log(λm) −
2
σ =

and

(These equations are derived from [4], Eq. (4.6) on p.
298 and the log-normal moment matching formulas
on p. 583. Equation (8) is also on p. 583. I should add
that this moment approximation can differ from the
exact collective risk model. I compared the results
with an exact collective risk model using a lognormal claim severity distribution and got answers
generally in the same ballpark. For example, Plan 1
below had a basic premium of $52 451.)
We also have


log(u) − µ − σ 2
2
E[X ∧ u] = eµ+σ /2 
σ



log(u) − µ
+u 1−
, (8)
σ
where  is the cumulative distribution function for
the standard normal distribution (see Continuous
Parametric Distributions).
The examples below are based on an insurance
contract where the guaranteed cost premium (i.e. the
cost of an otherwise equivalent insurance contract

Expected Loss
Other Expenses
Profit Loading
Total Premium

$100 000
30 000
10 000
$140 000

Let us suppose, for the sake of discussion, that the
insurer is willing to reduce its profit loading to $5000
in return for assuming less risk with a retro. Thus, the
insurer selects a target of $135 000 for its expected
retrospective premium.
In all but Example 4 below, I will use m =
$10 000 and s = $30 000 for the moments of the
claim severity distribution. In all but Example 3
below, I will use λ = 10 for the mean of the Poisson
claim count distribution. All the examples below use
a tax multiplier, T = 1.025.
Equations (3–8) can easily be put into a spreadsheet. In the examples below, I used Excel . I also
used Excel Solver, an iterative numerical algorithm,
to solve for the free parameter. In the tables below,
the free parameter will be denoted with a (∗ ).
Example 1
Plan
1
2
3
4

Some typical retrospective rating plans

G

H

L

B

57 965.78
49126.71
100 000.00
100 000.00

175 000.00
200 000.00
175 000.00
175 000.00

1.080
1.080
1.080
1.071∗

56 551.98∗
47 928.50∗
49 351.82∗
50 000.00

Comments:
•

•

For Plans 1 and 2, note that the minimum premium, G, is equal to BT . This means that the
effective minimum, xG , is equal to zero and the
retro acts as an aggregate excess contract with
retention xH . The cost of the contract is reflected
in the basic premium B, with a lower cost for the
higher retention.
A comparison of Plans 1 and 3 show the effect of
the minimum premium on the final retrospective
premium. As can be seen in Figure 1 below, Plan
1 has a lower retrospective premium when the
loss X is less than $37 971 which, as one can
calculate using our log-normal approximation,
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200 000
180 000

Retrospective premium

160 000
140 000
120 000
Plan 1

100 000

Plan 3

80 000
60 000
40 000
20 000
0
0

Figure 1

•

20 000

40 000

60 000
80 000
Loss amount − X

The loss conversion factor can be used to devise
cost sharing plans that apply to losses in the middle
range. Example 2 illustrates two such plans.
Example 2 Cost sharing plans

5
6

120 000

140 000

The effect of a minimum premium

happens 23% of the time. In return for a higher
premium for losses in the low range, Plan 3 has
a lower premium in the middle range.
It is possible to interpret the loss conversion factor
as a provision for loss adjustment expenses. This
is not an essential interpretation. To illustrate this,
Plan 4 fixes the basic premium and solves for
the loss conversion factor that yields the desired
retrospective premium.

Plan

100 000

G

H

L

B

92 953.06 175 000.00 0.500 90 685.91∗
95 000.00 175 000.00 0.470∗ 92 682.93

The size of the insured entity affects the rating
parameters. Increasing the size of the insured causes
the losses to be relatively closer to the expected loss.
Example 3 illustrates the effect when the expected
claim count, λ, of the insured is increased by a factor
of 10 over the prior examples. Plans 7 and 8 should
be compared with Plans 1 and 2 above. In Plans 7

and 8 below, I increased the maximum premium by
a factor of 10; but the basic premium increased by a
factor of less than 10.
Example 3
parameters
Plan
7
8

G

The effect of insured size on the rating

H

L

B

281 093.61 1 750 000.00 1.080 274 237.67∗
256 288.36 2 000 000.00 1.080 250 037.42∗

Quite often, the insured entity does not want a big
increase in its retrospective premium because of a
single large claim. Because of this, many retrospective rating plans will limit the effect of an individual
claim. The cost, to the insurer, of this single loss limit
is absorbed into the other parameters of the plan.
Example 4 illustrates the effect of a single loss
limit of $25 000. As in the previous examples, I set
m = $10 000 and s = $30 000 for the unlimited claim
severity distribution. Using a log-normal distribution
to model claim severity, I calculated that the limited
mean severity to be equal to $6547 and the limited
standard deviation to be equal to $7644. (The limited
moment formula for the log-normal is in [4], p. 583.)
Substituting the revised mean and standard deviation
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into (6)–(8) leads to the calculation of the expected
retrospective premium using (5).
In spite of the fact that the losses subject to
retrospective rating in this example have a different
distribution than in Example 1, there is no change
in the target retrospective premium. All losses are
covered under the insurance contract.
Here are the parameters of two plans that are
comparable to Plans 1 and 2.
Example 4
$25 000
Plan
9
10

The effect of a single loss limit of

G

H

L

B

66 774.88
64 308.78

175 000.00
200 000.00

1.080
1.080

65 146.23∗
62 740.27∗

The expected value of the losses in excess of
$25 000 in this example is $34 526. This cost is
absorbed into the basic premium of these plans. In
comparing these plans to Plans 1 and 2 above, you
should note that the basic premium in these plans
is noticeably less than the sum of expected excess
cost and the basic premium of Plans 1 and 2. This
is because the distribution of the limited losses is
different. The loss distribution underlying these plans
has both a lower mean and a lower variance.

The Practical Implementation of
Retrospective Rating Plans
The treatment above of retrospective rating plans was
focused purely on actuarial issues. While noting that
individual insurer practices may vary, I want to at
least give readers a flavor of how these plans might
be implemented in practice.
When an insurance contract goes into effect, the
insured entity pays a deposit premium. The amount
of the deposit premium can depend on competitive
conditions, the insured’s credit rating, and probably
a host of other factors. But generally it is close to the
guaranteed cost premium. I should also note here that
guaranteed cost premium can depend upon payroll or
some other variable exposure base.
After the contract has expired, the exposure is
audited, the losses are tallied, and the retrospective
premium is calculated and paid. Additional periodic
adjustments to the retrospective premium are made
as the losses become known with greater certainty.

Suffice it to say that a retrospective rating plan can
involve a long-term relationship between the insurer
and the insured. Cash flow considerations can affect
the pricing. See [6] for an approach that considers the
cash flow of a retrospective rating plan.
Because of the way retrospective rating plans are
implemented and for historical reasons, the details
involved in setting the parameters of the plan are
more complicated (at least in my view) than what I
described in the illustrative examples above. While
the underlying principles are the same, I was able
to use spreadsheet technology that was not available
when many of the current practices were developed. The readings currently on the Casualty Actuarial Society Syllabus of Examinations by Gillam
and Snader [3] and Gillam [2] describe some of
these details.
Probably the biggest actuarial issue in retrospective rating is the determination of the insurer aggregate loss distributions that are used in determining
the parameters of the plans. At the risk of oversimplifying the situation, let me identify the two principal
approaches to this problem.
•

First there is the empirical approach. This involves
tabulating the empirical loss ratios of actual
insureds and smoothing the results. Brosius [1]
provides a description of this method. The most
prominent example of this approach is the socalled ‘Table M’ that is maintained by the National Council on Compensation Insurance. This
table forms the basis of most filed retrospective rating plans today in the United States. This
table is derived from workers’ compensation
experience; but, because of the effort needed to
construct such a table, it is also the basis of
filed retrospective rating plans in many other lines
of insurance.
• A second approach uses the collective risk model.
This model derives aggregate loss distributions
from underlying claim count distributions and
claim severity distributions. I wrote an early paper
on this approach [5]. Some insurers deviate from
the standard filed plans and use this approach.
Most (if not all) reinsurance actuaries use a
variation of this approach for their loss-sensitive
rating plans.
I suspect that readers should have no problems
in imagining the arguments for and against each
approach.

Retrospective Premium
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Risk Management: An
Interdisciplinary
Framework
Introduction
Risk results from the direct and indirect adverse consequences of outcomes and events that were not
accounted for or that we were ill-prepared for, and
concerns their effects on individuals, firms, or the
society at large. It can result from many reasons, both
internally induced or occurring externally. In the former case, consequences are the result of failures or
misjudgments while in the latter, consequences are
the results of uncontrollable events or events we cannot prevent. A definition of risk involves as a result of
four factors (1) consequences, (2) their probabilities
and their distribution, (3) individual preferences, and
(4) collective and sharing effects. These are relevant
to a broad number of fields as well, each providing
a different approach to the measurement, the valuation, and the management of risk, which is motivated
by psychological needs and the need to deal with
problems that result from uncertainty and the adverse
consequences they may induce [106].
For these reasons, the problems of risk management are applicable to many fields spanning insurance and actuarial science, economics and finance,
marketing, engineering, health, environmental and
industrial management, and other fields where uncertainty primes. Financial economics, for example,
deals extensively with hedging problems in order
to reduce the risk of a particular portfolio through
a trade or a series of trades, or contractual agreements reached to share and induce risk minimization
by the parties involved [5, 27, 73]. Risk management, in this special context, consists then in using
financial instruments to negate the effects of risk.
By judicious use of options, contracts, swaps, insurance, an investment portfolio, and so on, risks can be
brought to bearable economic costs. These tools are
not costless and therefore, risk management requires a
careful balancing of the numerous factors that affect
risk, the costs of applying these tools, and a specification of tolerable risk [20, 25, 31, 57, 59, 74,
110]. For example, options require that a premium
be paid to limit the size of losses just as the insureds
are required to pay a premium to buy an insurance

contract to protect them in case of unforeseen accidents, theft, diseases, unemployment, fire, and so on.
By the same token, value-at-risk [6–8, 11, 61, 86]
is based on a quantile risk measurement providing
an estimate of risk exposure [12, 51, 105, 106]. Each
discipline devises the tools it can apply to minimize
the more important risks it is subjected to. A recent
survey of the Casualty Actuarial Society [28], for
example, using an extensive survey of actuarial scientists and practitioners, suggested a broad definition
of Enterprise Risk Management (ERM) as ‘the process by which organizations in all industries assess,
control, exploit, finance and monitor risks from all
sources for the purposes of increasing the organization’s short and long term value to its stakeholders’.
A large number of references on ERM is also provided in this report including books such as [32, 38,
42, 54, 113] and over 180 papers. Further, a number of books focused on risk management have also
appeared recently, emphasizing the growing theoretical and practical importance of this field [2, 23, 30,
34, 35, 42, 74, 95, 108].
Engineers and industrial managers design processes for reliability, safety, and robustness. They
do so to reduce failure probabilities and apply robust
design techniques to reduce the processes’ sensitivity to external and uncontrollable events. In other
words, they attempt to render process performance
oblivious to events that are undesirable and so can
become oblivious to their worst consequences [9, 24,
39, 79, 98]; see [26, 39, 40, 75, 109] for applications
in insurance.
Similarly, marketing has long recognized the uncertainty associated with consumer choices and behavior, and sales in response to the marketing mix.
For these reasons, marketing also is intently concerned with risk minimization, conducting market
research studies to provide the information required
to compete and to meet changing tastes. Although the
lion’s share of marketing’s handling of uncertainty
has been via data analysis, significant attempts have
been made at formulating models of brand-choice,
forecasting models for the sale of new products and
the effects of the marketing mix on a firm’s sales and
performance, for the purpose of managing the risk
encountered by marketers [43, 76–78, 90, 100–102].
The definition of risk, risk measurement, and
risk management are closely related, one feeding
the other to determine the proper optimal levels
of risk. Economists and decision scientists have

2

Risk Management: An Interdisciplinary Framework

attracted special attention to these problems, some of
which were also rewarded for their efforts by Nobel
prizes [3–5, 14–17, 21, 22, 52, 53, 60, 68–70, 82,
97]. In this process, a number of tools are used based
on the following:
•
•
•

Ex-ante risk management
Ex-post risk management and
Robustness

Ex-ante risk management involves ‘before the
fact’ application of various tools such as preventive
controls; preventive actions; information-seeking, statistical analysis, and forecasting; design for reliability; insurance and financial risk management, and
so on.
‘After the fact’ or ex-post risk management
involves, by contrast, control audits and the design of
flexible-reactive schemes that can deal with problems
once they have occurred in order to limit their
consequences. Option contracts, for example, are
used to mitigate the effects of adverse movements in
stock prices. With call options, in particular, the buyer
of the option limits the downside risk to the option
price alone while profits from price movements above
the strike price are unlimited.
Robust design, unlike ex-ante and ex-post risk
management, seeks to reduce risk by rendering a
process insensitive (i.e. robust) to its adverse consequences. Thus, risk management desirably alters
the outcomes a system may reach and compute their
probabilities. Or, risk management can reduce their
negative consequences to planned or economically
tolerable levels.
There are many ways to reach this goal; each
discipline devises the tools it can apply. For example,
insurance firms use reinsurance to share the risks of
insured; financial managers use derivative products to
contain unsustainable risks; engineers and industrial
managers apply reliability design and quality control
techniques and TQM (Total Quality Management)
approaches to reduce the costs of poorly produced
and poorly delivered products; and so on. See [41,
45, 49, 63, 64, 104] for quality management and [2,
13, 14, 33, 36, 50, 71, 91, 92, 109, 111] for insurance
and finance. Examples of these approaches in risk
management in these and other fields abound.
Controls, such as audits, statistical quality, and
process controls, are applied ex-ante and ex-post.
They are exercised in a number of ways in order

to rectify processes and decisions taken after nonconforming events have been detected and specific
problems have occurred. Auditing a trader, controlling a product or a portfolio performance over time,
and so on, are simple examples of controls. Techniques for performing such controls optimally, once
objectives and processes have been specified, have
been initiated by Shewart [94].
Reliability efficiency and design through technological innovation and optimization of systems provide an active approach to risk management. For
example, building a new six-lane highway can be
used to reduce the probability of accidents. Environmental protection regulation and legal procedures
have, in fact, had a technological impact by requiring firms to change the way in which they convert
inputs into outputs (through technological processes,
investments, and process design), by considering as
well, the treatment of refuse. Further, pollution permits have induced companies to reduce their pollution
emissions and sell excess pollution to less efficient
firms (even across national boundaries). References
on reliability, network design, technological, safety,
and so on can be found in [9, 26, 66, 80, 88, 93, 99,
103, 104].
Forecasting, Information, and their Sharing and
Distribution are also essential ingredients of risk
management. Forecasting the weather, learning
insured behavior, forecasting stock prices, sharing
insurance coverage through reinsurance and coparticipation, and so on are all essential means to
manage risk. Banks learn everyday how to price and
manage risk better, yet they are still acutely aware
of their limits when dealing with complex portfolios
of structured products. Further, most nonlinear risk
measurement, analysis, and forecasts, are still ‘terra
incognita’. Asymmetries in information between
insureds and insurers, between buyers and sellers,
between investors and hedge fund managers, and so
on, create a wide range of opportunities and problems
that provide a great challenge to risk managers
because they are difficult to value and because it
is difficult to predict the risks they imply. These
problems are assuming an added importance in an
age of Internet access for all and an age of ‘global
information accessibility’. Do insurance and credit
card companies that attempt to reduce their risk
have access to your confidential files? Should they?
Is the information distribution now swiftly moving
in their favor? These issues are creating ‘market
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inefficiencies’ and therefore are creating opportunities
for some at the expense or risk for others.
Robustness as we saw earlier, expresses the
insensitivity of a process or a model to the randomness of parameters (or their misspecification).
The search for robust processes (processes that are
insensitive to risks) is an essential and increasingly
important approach to managing risk. It has led to
many approaches and techniques of optimization.
Techniques such as scenario optimization [39, 40],
regret and ex-post optimization, min–max objectives
and their likes [52, 60, 89], Taguchi experimental
designs [79], and so on seek to provide the mechanisms for the construction of robust systems. These
are important tools for risk management, augmenting
the useful life of a portfolio strategy, provide a better
guarantee that ‘what is intended will likely occur’,
even though, as reality unfolds over time, the working assumptions made when the model was initially
constructed turn out to be quite different [109].
Traditional decision problems presume that there
are homogenous decision makers with relevant information. In reality, decision makers may be heterogenous, exhibiting broadly varying preferences,
varied access to information and a varied ability to
analyze (forecast) and compute it. In this environment, risk management becomes extremely difficult.
For example, following the oligopoly theory, when
there are a few major traders, the apprehension of
each other’s trades induces an endogenous uncertainty, resulting from a mutual assessment of intentions, knowledge, know-how, and so on. A game may
set in based on an appreciation of strategic motivations and intentions. This may result in the temptation
to collude and resort to opportunistic behavior. In this
sense, risk minimization has both socio-psychological
and economic contexts that cannot be neglected [46,
47, 65, 67, 70, 72, 81, 112] (see [84, 85] for game
applications to quality control).

Risk Management Applications
Risk Management, Insurance and Actuarial
Science
Insurance is used to substitute payments now for
potential damages (reimbursed) later. The size of
such payments and the potential damages that may
occur with various probabilities lead to widely
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distributed market preferences and thereby to a
possible exchange between decision makers of
various preferences [10, 33, 44, 50, 82, 83]. Risk
is then managed by aggregating individual risks
and sharing the global (and variance reduced)
risks [21, 22]. Insurance firms have recognized the
opportunities of such differences and have, therefore,
capitalized on it by pooling highly variable risks and
redistributing them, thereby using the ‘willingness to
pay to avoid losses’ of insured. It is because of such
attitudes and broadly differing individual preferences
towards risk avoidance that markets for fire and
theft insurance, as well as sickness, unemployment,
accident insurance, and so on, have come to be
as lucrative as they are today. It is because of the
desire of persons or firms to avoid too great a loss
(even with small probabilities), which would have
to be borne alone, that markets for reinsurance (i.e.
subselling portions of insurance contracts) and mutual
protection insurance (based on the pooling of risks,
government support to certain activities) have also
come into being.
While finance and financial markets require risk
averters and risk takers to transfer risk from parties
to parties, insurance emphasizes a different (albeit
complementary) approach based on aggregation and
redistribution of risk. While it may not eliminate
risk globally, it may contribute to a greater ability
for individuals to deal, individually and collectively,
with risk and thus contribute to the pricing and optimization of risk distribution. In some cases, this risk
shifting is not preferable due to the effects of moral
hazard, adverse selection, and information asymmetry [1, 5, 55]. To compensate for these effects, a
number of actions are taken such as monitoring and
using incentive contracts to motivate and alter the
behavior of the parties to the contract so that they will
comply to the terms of the contract whether willingly
or not [1, 5, 56, 96].
While insurance is a passive form of risk management based on shifting risks (or equivalently,
to ‘passing the buck’ to some willing agent), loss
prevention is an active means of managing risks. It
consists in altering the probabilities and the states
of undesirable, damaging states. For example, driving carefully, locking one’s own home effectively,
installing a fire alarm for the plant, and so on are
all forms of loss prevention. Automobile insurance
rates, for example, tend to be linked to a person’s past
driving record, leading to the design of (incentive)
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bonus–malus insurance schemes. Certain clients
(or geographical areas) might be classified as ‘highrisk clients’, required to pay higher insurance fees.
Inequities in insurance rates will occur, however,
because of an imperfect knowledge of the probabilities of damages and because of the imperfect distribution of information between insureds and insurers [21, 22] that do not lead necessarily to risk minimization. Thus, situations may occur where large
fire insurance policies will be written for unprofitable plants leading to ‘overinsured’ and to lessened
motivations in engaging in loss prevention. Such outcomes, known as moral hazard, counter the basic
purposes of ‘fair’ insurance and risk minimization
and are thus the subject of careful scrutiny by insurance and risk managers [1, 5, 55].
Risk management in investment finance, by contrast, considers both the risks that investors are willing to sustain and their desire for larger returns,
‘pricing one at the expense of the other’. In this sense,
finance has gone one step further than other fields in
using the market to price the cost that an investor
is willing to sustain to prevent or cover the losses
he or she may incur. Derivative products provide a
typical example and are broadly used. There are currently many studies that recognize the importance of
financial markets for pricing insurance contracts.
Actuarial science is in effect one of the first
applications of risk management. Tetens [107] and
Barrois [10], as early as 1786 and 1834 respectively,
attempted to characterize the ‘risk’ of life annuities
and fire insurance so that they may be properly
covered. It is, however, due to Lundberg in 1909,
and to a group of Scandinavian actuaries [21, 33]
that we owe much of the current actuarial theories
of insurance risk. The insurance literature has mainly
concentrated on the definition of the rules to be
used in order to establish, in a just and efficient
manner, the terms of such a contract. In this vein,
premium principles, expected utility theory and
a wide range of operational rules worked out by
the actuarial and insurance profession have been
devised for the purpose of assessing risk and, in
particular, the probability of survival. This problem
is of course, extremely complex, with philosophical
and social undertones, seeking to reconcile individual
with collective risk, and through the use of the market
mechanism, concepts of fairness and equity.
Actuarial science, for example, has focused on
calculating the probability of the insurance firm’s

survivability, while risk management has focused
on selecting policies to assure that this is the
case. Given the valuation of the surplus, (such as
earning capacity, solvency, dividend distribution to
shareholders, etc.), the risk management decisions
reached by insurance firms may include among
others (1) The choice of investment assets. (2) A
learning mechanism assessing the various implicit
costs of uncertainty sustained by the firm risk
absorption approaches used by the firm, insofar as
portfolio, diversification strategies, derivatives, and
so on are followed. (3) Risk sharing approaches
such as indexed and linked premium formulas,
coinsurance, reinsurance approaches, and so on.
(4) Risk incentives applied to insured such as
bonus–malus.
Risk management models consist then in optimally
selecting a number or all of the policy parameters implied in managing the insurance firm and its
risk.

Finance and Risk Management
Finance, financial instruments, and financial risk
management, currently available through brokers,
mutual funds, financial institutions, commodity, stock
derivatives, and so on are motivated by three essential
reasons [29, 44, 45, 48, 106, 110].
•

•

•

To price the multiplicity of claims, accounting
for risks and dealing with the adverse effects
of uncertainty or risk (that can be completely
unpredictable, partly or wholly predictable).
To explain and account for investor’s behavior.
To counteract the effects of regulation and taxes
by firms and individual investors (who use a wide
variety of financial instruments to bypass regulations and increase the amount of money investors
can make while reducing the risk they sustain).
To provide a rational framework for individuals’
and firms’ decision-making and to suit investors’
needs in terms of the risks they are willing to
assume and pay for.

These instruments deal with the uncertainty and
the management of the risks they imply in many different ways [73]. Some instruments merely transfer
risk from one period to another [18, 19] and in this
sense they reckon with the time phasing of events.
One of the more important aspects of such instruments is to supply ‘immediacy’, that is, the ability not
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to wait for a payment for example. Other instruments
provide a ‘spatial diversification’ (in other words the
distribution of risks across independent investments)
and liquidity. By liquidity, we mean the cost of converting instantly, an asset into cash at a fair price.
This liquidity is affected both by the existence of a
market (in other words, buyers and sellers) as well as
the transactions costs associated with the conversion
of the asset into cash. As a result, some of the financial risks include (a) market-industry-specific risks
and (b) term structure – currency-liquidity risks [2].

Options, Derivatives, and Portfolio of Derivatives
Finance is about making money, or conversely not
losing it, thereby protecting investors from adverse
consequences. To do so, pricing (valuation), forecasting, speculating and risk reduction through fundamental and technical analysis, and trading (hedging) are essential activities of traders, bankers, and
investors alike. Derivative assets are assets whose
value is derived from some underlying asset about
which bets are made. Options are broadly used for
risk management and for speculating, singly or in
a combined manner to create desired risk profiles.
Financial engineering, for example, deals extensively with the construction of portfolios with risk
profiles desired by individual investors [57, 62, 110].
Options are traded on many trading floors and are
therefore defined in a standard manner. Nevertheless,
there are also ‘over the counter options’ that are
not traded in specific markets but are used in some
contracts to fit the needs of financial managers and
traders. Recently, options on real assets (which are
not traded) are used to value numerous contract
clauses between parties. For example, consider an
airline company that contracts the acquisition (or the
option to acquire) of a new (technology) plane at
some future time. The contract may involve a stream
or a lump sum payment to the contractor (Boeing or
Airbus) in exchange for the delivery of the plane at a
specified time. Since payments are often made prior
to the delivery of the plane, a number of clauses are
added in the contract to manage the risks sustained
by each of the parties if any of the parties were to
deviate from the stated terms of the contract (for
example, late deliveries, technological obsolescence,
etc.). Similarly, a manufacturer can enter into binding
bilateral agreements with a supplier by which agreed
(contracted) exchange terms are used as a substitute
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for the free market mechanism. This can involve
future contractual prices, delivery rates at specific
times (to reduce inventory holding costs [87]) and of
course, a set of clauses intended to protect each party
against possible failures by the other in fulfilling the
terms of the contract. Throughout the above cases,
the advantage resulting from negotiating a contract
is to reduce, for one or both parties, the uncertainty
concerning future exchange operating and financial
conditions. In this manner, the manufacturer will be
eager to secure long-term sources of supplies, and
their timely availability while, the investor, the buyer
of the options, would seek to avoid too large a loss
implied by the acquisition of a risky asset, currency
or commodity, and so on.
Since for each contract there, necessarily, must
be one (or many) buyer and one (or many) seller, the
price of the contract can be interpreted as the outcome
of a negotiation process in which both parties have an
inducement to enter into a contractual agreement. For
example, the buyer and the seller of an option can be
conceived of as involved in a two-person game, the
benefits of which for each of the players are deduced
from the risk transfer. Note that the utility of entering
into a contractual agreement is always positive exante for all parties; otherwise there would not be any
contractual agreement (unless such a contract would
be imposed on one of the parties!). When the number
of buyers and sellers of such contracts becomes
extremely large, transactions become impersonal and
it is the market price that defines the value of the
contract. Strategic behaviors tend to break down as
the group gets larger, and with many market players,
prices tend to become more efficient.
To apply these tools for risk management, it is
important to be aware of the many statistics that
abound and how to use the information in selecting
risk management policies that deal with questions
such as the following:
•

When to buy and sell (how long to hold on
to an option or to a financial asset). In other
words, what are the limits to buy–sell the stock
or the asset.

•

How to combine a portfolio of stocks, assets,
and options of various types and dates to obtain
desirable (and feasible) investment risk profiles.
In other words, how to structure an investment strategy.
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What the risks are and the profit potential that
complex derivative products imply (and not only
the price paid for them).
How to manage derivatives and trades productively.
How to use derivatives to improve the firm position.

The decision to buy (assuming a long contract)
and sell (assuming a short contract, meaning that the
contract is not necessarily owned by the investor) is
not only based on risk profiles however. Prospective
or expected changes in stock prices, in volatility, in
interest rates, and in related economic and financial markets (and statistics) are essential ingredients
applied to solve the basic questions of ‘what to do,
when, and where’.
In practice, options and derivative products (forward contracts, futures contracts, their combinations,
etc.) are also used for a broad set of purposes. These
purposes span hedging, risk management, incentives
for employees (serving often the dual purpose of an
incentive to perform and a substitute to cash outlays
in the form of salaries as we saw earlier), and constructing financial packages (in Mergers and Acquisitions, for example). Derivatives are also used to
manage commodity trades, foreign exchange transactions, and to manage interest risk (in bonds, in mortgage transactions etc.). The application of these financial products spans the simple ‘buy–sell’ decisions
and complex trading strategies over multiple products, multiple markets, and multiple periods of time.

Spare Parts, Inventory Policies, and Logistic Risk
Management
Modern spare parts inventory management emphasizes: (1) availability of parts when they are needed,
(2) responsiveness to demands which may not
be known, and (3) economics and Cost/Efficiency
criteria.
These problems are in general difficult, since these
goals are sometimes contradictory. This is particularly the case when there are many parts distributed
over many places and their needs may be interdependent (correlated) and nonstationary. In other
words, the demand for each part may be correlated
with other parts and in some cases exhibit extremely
large variance. As a result, industrial and logistic
risk management procedures are designed to augment

the availability of parts and design robust policies
that are insensitive to unpredictable shifts in demand.
Risk management policies may imply organizing the
supply chain, managing deliveries effectively, better forecasting methods, and appropriate distributions describing parts usage, life, and reliabilities. In
addition, emergency ‘preparedness’ and needs, large
demand variability, supply constraints – in particular,
regarding substantial supply delays (and uncertainty
in supply delays), a large mix of equipment (that
requires a broad range of spare parts), repair policies and depots, and maintenance and replacement
policies may be some of the factors to reckon with in
designing a logistic risk-management policy seeking
to save money.
Because of the complexity of the problems at
hand, risk management is decomposed into specific
and tractable subproblems, for example, designing a
maintenance policy, a replacement policy, reliability,
and the design of parallel systems, parts to augment
system reliability, a quality and statistical control policy, a quality assurance policy, management policies
for (logistic) cycle time reduction, sharing and contingent measures for special situations, and so on. Practically, systems integration through simulation and the
development of reliability support and software are
also brought to bear in the management of risks in
logistics and spare parts management [37, 80].
By the same token, buffer stocks are needed to
manage risks associated to demands that are not met,
to build the capacity to meet demands, to smooth
productions processes, presumed by a desire to save
money or reduce risks, that is, reduce the costs associated with adverse consequences. Stocks or inventory
policies, when they are properly applied, can increase
efficiency and reduce industrial and logistic risks.
However, stocks also cost money! In a factory, in a
hospital, in a warehouse and elsewhere, one should,
therefore, seek to balance the costs associated with
these stocks together with the benefits of having sufficient, or insufficient, stocks on hand when they are
needed. The inventory risk-management policy can
be summarized by ‘how much’, and ‘how often’ to
order or produce a given product. Early developments in inventory model building were made during
the First World War. Since then, an extremely large
number of models have been constructed and solved.
This is due, probably, to the fact that managers in
business, in government, in hospitals, in the military
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and so on, have recognized the great importance of
managing stocks.
There are many reasons for using stock of inventory even though they can be costly. First, there might
be some uncertainty regarding future demands and
thus, if we find ourselves understocked, the costs
of being caught short (for example, losing a customer, being insufficiently equipped under attack or
the opportunity profit) will justify carrying stocks.
Stocks, thus act as a hedge against demand uncertainty and future needs. Alternatively, stocks are used
as a buffer between, say production and the requirement for production output. For this reason, production plans established on the basis of capacities,
manpower, resources, and other constraints are facilitated by the use of stocks. To facilitate these plans
and ensure smooth production programs, warehouses
are built and money is invested to maintain goods
and materials in storage (either/or or both finished
goods and in process materials), just to meet possible contingencies. These holding costs may, in some
cases, improve the efficiency of production plans by
reduced variability in these plans, built with a greater
ability to meet unforeseen demands (and thereby
induce substantial savings). Some of the direct and
indirect adverse effects of inventories include, for
example, loss of profits and goodwill, interruption
in the smooth flow of materials in a production process, delay in repair (in case there are no spare parts
stock), and so on.

Reliability and Risk Management
A process that operates as expected is reliable. Technically, reliability is defined by the probability that a
process fulfills its function, without breakdown over
a given period of time. As a result, reliability is a
concept that expresses the propensity of a process
to behave as expected over time. Reliability analysis requires that we define and appreciate a process
and its operating conditions. We are to define relevant events such as a claim by an insured, a machine
breaking down, and so on, and examine the statistical properties of the events and the occurrences of
such events over time. Other quantities such as the
residual lifetime and the MTBF (Mean Time Between
Failures) are used by industrial managers and engineers and are essentially calculated in terms of the
reliability function. Thus, risk management in industrial and engineering management is often equated
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to reliability design, maximizing reliability subject
to cost constraints, and vice versa, minimizing system costs subject to reliability constraints. In contrast,
techniques such as TQM [58, 104] and their variants
are risk prevention concepts based on the premise
that risks do not depend only on tangible investments in machines, processes or facilities, but they
depend also on intangibles, such as the integration
and the management of resources, the corporate and
cultural environment, personnel motivation, and so
on. TQM focuses on a firm’s function as a whole
and develops a new ‘intentionality’ based on the following premises: Reduce the complexity of systems
through simplification and increased manageability;
be market oriented; be people oriented by increasing awareness through participation, innovation, and
adaptation to problems when they occur. In practice, TQM can mean something else to various firms
but in its ultimate setting it seeks to manage risks
by prevention.

Conclusion
Risk management is multifaceted. It is based on
both theory and practice. It is conceptual and technical, blending behavioral psychology, financial economics and decision-making under uncertainty into
a coherent whole that justifies the selection of risky
choices. Its applications are also broadly distributed
across many areas and fields of interest. The examples treated here have focused on both finance and
insurance and on a few problems in industrial management. We have noted that the management of
risks is both active and reactive, requiring, on the
one hand, that actions be taken to improve a valuable process (of an investment portfolio, an insurance company cash flow, etc.) and, on the other
hand, preventing recurrent problems and hedging for
unforeseen consequences. Generally, problems of risk
management occur for a number of reasons including
the following:
•
•

Unforeseeable events that we are ill-prepared to
cope with.
Adversarial situations resulting from a conflict
of interests between contract holders. Adversarial
relationships combined with private information
lead to situations in which one might use information to the detriment of the other and thereby
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•
•

•

•

•

Risk Management: An Interdisciplinary Framework
possibly leading to opportunistic behavior (such
as trading on inside information).
Moral hazard arising from an information asymmetry, inducing risks that affect parties trading
and society at large.
Oversimplification of the problems involved or
their analysis (which is often the case when the
problems of globalization are involved). Such
oversimplification may lead to erroneous assessments of uncertain events and thereby can lead to
the participants being ill-prepared for their consequences.
Information is not available or improperly treated
and analyzed. This has the effect of inducing
uncertainty regarding factors that can be properly
managed and, potentially leading to decisions that
turn out to be wrong. Further, acting with no
information breeds incompetence that contributes
to the growth of risk.
Poor organization of the investment, cash flow,
and other processes. For example, a process that
does not search for information, does not evaluate
outcomes and situations. A process with no controls of any sort, no estimation of severity, and
no evaluation of consequences, can lead to costs
that could have been avoided.
Nonadaptive procedures to changing events and
circumstances. With decision-makers oblivious to
their environment, blindly and stubbornly following their own agenda, is a guarantee for risk.
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These problems recur in many areas and thus one
can understand the universality and the importance of
risk management.
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Risk Measures
Introduction
The literature on risk is vast (the academic disciplines
involved are, for instance, investment and finance,
economics, operations research, management science,
decision theory, and psychology). So is the literature
on risk measures. This contribution concentrates on
financial risks and on financial risk measures (this
excludes the literature on perceived risk (the risk
of lotteries perceived by subjects) [5], the literature
dealing with the psychology of risk judgments [33],
and also the literature on inequality measurement [28,
Section 2.2]). We assume that the financial consequences of economic activities can be quantified
on the basis of a random variable X. This random
variable may represent, for instance, the absolute or
relative change (return) of the market or book value
of an investment, the periodic profit or the return
on capital of a company (bank, insurance, industry), the accumulated claims over a period for a
collective of the insured, or the accumulated loss
for a portfolio of credit risks. In general, we look
at financial positions where the random variable X
can have positive (gains) as well as negative (losses)
realizations. Pure loss situations can be analyzed by
considering the random variable S := −X ≥ 0. Usually, only process risk is considered ([3, p. 207] refers
to model-dependent measures of risk), in some cases,
parameter risk is also taken into account (model-free
measures of risk) (for model risk in general refer [6,
Chapter 15]).

Risk as a Primitive (See [5] for this
Terminology)
Measuring risk and measuring preferences is not
the same. When ordering preferences, activities, for
example, alternatives A and B with financial consequences XA and XB , are compared in order of
preference under conditions of risk. A preference
order A  B means that A is preferred to B. This
order is represented by a preference function  with
A  B ⇔ (XA ) > (XB ). In contrast, a risk order
A R B means that A is riskier than B and is represented by a function R with A R B ⇔ R(XA ) >
R(XB ). Every such function R is called a risk measurement function or simply a risk measure.

A preference model can be developed without
explicitly invoking a notion of risk. This, for instance,
is the case for expected (or von Neumann/Morgenstern) utility theory. On the other hand, one can
establish a preference order by combining a risk
measure R with a measure of value V and specifying a (suitable) trade-off function H between risk
and value, that is, (X) = H [R(X), V (X)]. The
traditional example is the Markowitz portfolio theory, where R(X) = Var(X), the variance of X, and
V (X) = E(X), the expected value of X. For such
a risk-value model, (see [32] for this terminology)
it is an important question whether it is consistent
(implies the same preference order) with, for example, expected utility theory. As we focus on risk measures, we will not discuss such consistency results
(e.g. whether the Markowitz portfolio theory is consistent with the expected utility theory) and refer to
the relevant literature (for a survey, see [32]).

Two Types of Risk Measures
The vast number of (financial) risk measures in the
literature can be broadly divided into two categories:
1. Risk as the magnitude of deviations from a target.
2. Risk as a capital (or premium) requirement.
In many central cases, there is an intuitive correspondence between these two ways of looking at risk.
Addition of E(X) to a risk measure of the second kind
will induce a risk measure of the first kind and vice
versa. The formal aspects of this correspondence will
be discussed in the Section ‘The System of Rockafellar/Uryasev/Zabarankin (RUZ) for Expectationbounded Risk Measures’ and some specific examples
are given in Sections ‘Risk as the Magnitude of Deviation from a Target’ and ‘Risk as Necessary Capital
or Necessary Premium’.

Risk Measures and Utility Theory
As the expected utility theory is the standard theory
for decisions under risk, one may ask the question, whether there are conceptions of risk that can
be derived from the utility theory. Formally, the
corresponding preference function is of the form
(X) = E[u(X)], where u denotes the utility function (specific to every decision maker). The form of
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the preference function implies that there is no separate measurement of risk or value within the utility
theory, both aspects are considered simultaneously.
However, is it possible to derive an explicit risk measure for a specified utility function? An answer is
given by the contribution [21] of Jia and Dyer introducing the following standard measure of risk :
R(X) = −E[u(X − E(X))].

(1)

Risk, therefore, corresponds to the negative expected
utility of the transformed random variable X − E(X),
which makes risk measurement location-free. Specific risk measures are obtained for specific utility
functions. Using, for instance, the utility function
u(x) = ax − bx 2 , we obtain the variance
Var(X) = E[(X − E(X))2 ]

(2)

as the corresponding risk measure. From a cubic
utility function u(x) = ax − bx 2 + cx 3 , we obtain
the risk measure
Var(X) − cM3 (X),

(3)

where the variance is corrected by the magnitude of
the third central moment M3 (X) = E[(X − E(X))3 ].
Applying the utility function u(x) = ax − |x|, we
obtain the risk measure mean absolute deviation
(MAD)
MAD(X) = E[|X − E(X)|].
(4)
In addition (under a condition of risk independence),
the approach of Jia and Dyer is compatible with riskvalue models.

Axiomatic Characterizations of Risk
Measures
The System of Pedersen and Satchell (PS)
In the literature, there are a number of axiomatic
systems for risk measures. We begin with the system
of PS [28]. The axioms are
(PS 1) (nonnegativity)
R(X) ≥ 0
(PS 2) (positive homogeneity) R(cX) = cR(X)
for c ≥ 0
(PS 3) (subadditivity)
R(X1 + X2 )
≤ R(X1 ) + R(X2 )
(PS 4) (shift-invariance)
R(X + c) ≤ R(X)
for all c.

Paderson and Satchell understand risk as deviation
from a location measure, so R(X) ≥ 0 is a natural
requirement. Homogeneity (PS 2) implies that the
risk of a certain multiple of a basic financial position
is identical with the corresponding multiple of the risk
of the basic position. Subadditivity (PS 3) requires
that the risk of a combined position is, as a rule, less
than the sum of the risks of the separate positions
(see [3, p. 209] for a number of additional arguments
for the validity of subadditivity). This allows for
diversification effects in the investment context and
for pooling-of-risks effects in the insurance context.
Shift-invariance (PS 4) makes the measure invariant
to the addition of a constant to the random variable,
which corresponds to the location-free conception of
risk. (PS 2) and (PS 3) together imply that zero risk is
assigned to constant random variables. Also, (PS 2)
and (PS 4) together imply that the risk measure is
convex, which assures, for instance, compatibility
to second-order stochastic dominance. As risk is
understood to be location-free by PS, their system of
axioms is ideally suited for examining risk measures
of the first kind for attributes of goodness (see Section
‘Properties of Goodness’).

The System of Artzner/Delbaen/Eber/Heath
(ADEH)
The system of ADEH [3] has been a very influential approach. In addition to subadditivity (ADEH
1) and positive homogeneity (ADEH 2), they postulate the axioms (in contrast to [3], we assume a
risk-free interest rate r = 0, to simplify notation)
(remember that profit positions, not claims positions,
are considered):
(ADEH 3) (translation
R(X + c) = R(X) + c
invariance)
for all c
(ADEH 4) (monotonicity) X ≤ Y ⇒ R(Y ) ≤ R(X).
A risk measure satisfying these four axioms is called
coherent. In the case of R(X) ≥ 0, we can understand
R(X) as (minimal) additional capital necessary to be
added to the risky position X in order to establish a
‘riskless position’ (and to satisfy regulatory standards
for instance). Indeed, (ADEH 3) results in R(X −
R(X)) = 0. In the case R(X) < 0, the amount |R(X)|
can be withdrawn without endangering safety or
violating the regulatory standards respectively. In
general, (ADEH 3) implies that adding a sure amount
to the initial position decreases risk to that amount.

Risk Measures
Monotonicity means that if X(ω) ≤ Y (ω) for every
state of nature, then X is riskier because of the higher
loss potential.
In [3], the authors not only consider ([3] suppose
that the underlying probability space is finite, extensions to general probability measures are given in [7])
the distribution-based case but also the situation of
uncertainty, in which no probability measure is given
a priori. They are able to provide a representation
theorem (giving up the requirement of homogeneity [12, 13], introduce convex measures of risk, and
are able to obtain an extended representation theorem) for coherent risk measures in this case.
Obviously, the system of axioms of ADEH is
ideally suited for examining risk measures of the
second kind for attributes of goodness. In general, the risk measures R(X) = E(−X) and R(X) =
max(−X), the maximal loss, are coherent risk measures. This implies that even if the coherency conditions may (see [14, 15], which are very critical about
the uncritical use of coherent risk measures disregarding the concrete practical situation) impose relevant conditions for ‘reasonable’ risk measures, not
all coherent risk measures must be reasonable (e.g.
in the context of insurance premiums, see Section
‘Axioms for Premium Principles and the System of
Wang/Young/Panjer (WYP)’).

The System of Rockafellar/Uryasev/Zabarankin
(RUZ) for Expectation-bounded Risk Measures
RUZ [31] develop a second system of axioms for
risks of the second kind. They impose the conditions
(ADEH 1–3) and the additional condition
(RUZ) (expectation-boundedness) R(X) > E(−X)
for all nonconstant X and R(X) = E(−X)
for all constant X.
Risk measures satisfying these conditions are called
expectation-bounded. If, in addition, monotonicity
(ADEH 4) is satisfied, then we have an expectationbounded coherent risk measure.
The basic idea of RUZ is that applying a risk
measure of the second kind not to X, but to X −
E(X) will induce (only R(X) ≥ E(−X) then guarantees (PS 1)) a risk measure of the first kind and
vice versa. Formally, there is a one-to-one correspondence between expectation-bounded risk measures and risk measures (of the first kind) satisfying a slightly sharper version of the PS system of
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axioms. A standard example for this correspondence
is RI (X) = bσ (X) for b > 0 and RII (X) = bσ (X) −
E(X). (RII (X), however, is not coherent, see [3,
p. 210]. This is the main motivation for RUZ for
their distinction between coherent and noncoherent
expectation-bounded risk measures) (in case of pure
loss variables S := −X ≥ 0, this correspondence is
RII (S) = E(S) + aσ (S), which is more intuitive)

Axioms for Premium Principles and the System of
Wang/Young/Panjer (WYP)
In the following text, we concentrate on the insurance context (disregarding operative expenses and
investment income). Two central tasks of insurance
risk management are the calculation of risk premiums π and the calculation of the risk capital C
or solvency. In contrast to the banking or investment case respectively, both premiums and capital can be used to finance the accumulated claims
S ≥ 0. So we have to consider two cases. If we
assume that the premium π is given (e.g. determined by market forces), we only have to determine
the (additional) risk capital necessary and we are
in the situation mentioned in the Section ‘The System of Rockafellar/Uryasev/Zabarankin (RUZ) for
Expectation-bounded Risk Measures’ when we look
at X := C0 + π − S, where C0 is an initial capital.
A second application is the calculation of the
risk premium. Here, the capital available is typically
not taken into consideration. This leads to the topic
of premium principles π (see Premium Principles) that assign a risk premium π(S) ≥ 0 to every
claim variable S ≥ 0. Considering the risk of the
first kind, especially deviations from E(S), one systematically obtains premium principles of the form
π(S) := E(S) + aR(S), where aR(S) is the risk loading. Considering on the other hand, the risk of the
second kind and interpreting R(X) as the (minimal)
premium necessary to cover the risk X := −S, one
systematically obtains premium principles of the form
π(S) := R(−S).
In mathematical risk theory, a number of requirements (axioms) for reasonable premium principles
exist (see [16]). Elementary requirements are π(S) >
E(S) and π(S) < max(S), the no-rip-off condition.
Translation invariance is treated as well as positive homogeneity. Finally, subadditivity is regarded,
although with the important difference ([14, 15] stress
this point) that subadditivity is required only for independent risks.
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A closed system of axioms for premiums in a competitive insurance market is introduced by WYP [39].
They require monotonicity, certain continuity properties, and a condition related to comonotonicity.
(WYP) (comonotone additivity) X, Y comonotone
(i.e. there is a random variable Z and
monotone functions f and g, with X =
f (Z)
and
Y = g(Z)) ⇒ π(X + Y )
= π(X) + π(Y ).
Under certain additional conditions, WYP are able to
prove the validity of the following representation for
π:
 ∞
g(1 − F (x)) dx.
(5)
π(X) =
0

Here, F is the distribution function of X and g
is an increasing function (distortion function) with
g(0) = 0 and g(1) = 1.
Another central result is that for any concave
function, the resulting premium principle π(X)
will be a coherent risk measure (see [41, p. 339]
and [7, p. 15]). This means that, in addition, we
have obtained an explicit method of constructing
coherent risk measures (for gain/loss positions X,
a corresponding result is existing, see Section
‘Distorted Risk Measures’).

Risk as the Magnitude of Deviation from a
Target
Two-sided Risk Measures
In the following, the expected value will be considered as the relevant target. Two-sided risk measures
measure the magnitude of the distance (in both directions) from the realizations of X to E(X). Different
functions of distance lead to different risk measures. Looking, for instance, at quadratic deviations
(volatility), this leads to the risk measure variance
according to (2) or to the risk measure standard deviation respectively by taking the root, that is,

(6)
σ (X) = + Var(X).
Variance or standard deviation respectively have been
the traditional risk measures in economics and finance
since the pioneering work of Markowitz [25, 26].
These risk measures exhibit a number of nice technical properties. For instance, the variance of a portfolio

return is the sum of the variances and covariances of
the individual returns. Furthermore, the variance is
used as a standard optimization function (quadratic
optimization). Finally, there is a well-established statistical tool kit for estimating variance and the variance/covariance matrix respectively.
On the other hand, a two-sided measure contradicts the intuitive notion of risk that only negative
deviations are dangerous; it is downside risk that
matters. In addition, variance does not account for
fat tails of the underlying distribution and for the
corresponding tail risk. This leads to the proposition
(see [4, p. 56]) to include higher (normalized) central
moments, as, for example, skewness and kurtosis into
the analysis to assess risk more properly. An example
is the risk measure (3) considered by Jia and Dyer.
Considering the absolute deviation as a measure
of distance, we obtain the MAD measure according
to (4) or the more general risk measures
R(X) = E[|X − E(X)|k ] respectively

(7a)

R(X) = E[|X − E(X)| ]

(7b)

k 1/k

.

The latter risk measure is considered by Kijima and
Ohnishi [23].
More generally, RUZ [31] define a function
f (x) = ax for x ≥ 0 and f (x) = b|x| for x ≤ 0
respectively with coefficients a, b ≥ 0 and consider
the risk measure (R(X − E(X)) is (only) coherent
for a = 0 and b ≥ 1 as well as for k = 1, see [31])
(k ≥ 1)
R(X) = E[f (X − E(X))k ]1/k .

(8)

This risk measure of the first kind allows for a different weighting of positive and negative deviations
from the expected value and was already considered
by Kijima and Ohnishi [23].

Measures of Shortfall Risk
Measures of shortfall risk are one-sided risk measures
and measure the shortfall risk (downside risk) relative
to a target variable. This may be the expected value,
but in general, it is an arbitrary deterministic target z
(target gain, target return, minimal acceptable return)
or even a stochastic benchmark (see [4, p. 51]).
A general class of risk measures is the class of
lower partial moments of degree k (k = 0, 1, 2, . . .)
LPM k (z; X) := E[max(z − X, 0)k ],

(9a)

Risk Measures
or, in normalized form (k ≥ 2)
R(X) = LPM k (z; X)1/k .

(9b)

Risk measures of type (9a) are studied by Fishburn [10].
Basic cases, playing an important role in applications, are obtained for k = 0, 1, and 2. These are the
shortfall probability
SP z (X) = P (X ≤ z) = F (z),

(10)

the expected shortfall
SE z (X) = E[max(z − X, 0)]

(11)
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be obtained in the context of the section on distorted
risk measures
when applying the distortion function
√
g(x) = x (and subsequently subtracting E(S) to
obtain a risk measure of the first kind):
 ∞
1 − F (s) ds − E(S).
(17)
R(S) =
0

This is the right-tail deviation considered by
Wang [37].
Despite the advantage of corresponding closer to
an intuitive notion of risk, shortfall measures have the
disadvantage that they lead to greater technical problems with respect to the disaggregation of portfolio
risk, optimization, and statistical identification.

and the shortfall variance
SV z (X) = E[max(z − X, 0)2 ]

(12a)

Classes of Risk Measures

(12b)

Stone (1993) defines a general three-parameter class
of risk measures of the form
 z
1/k
R(X) =
(|x − c|)k f (x) dx
(18)

as well as the shortfall standard deviation
SSD z (X) = E[max(z − X, 0)2 ]1/2 .

Variations are obtained for z = E(X), for example,
lower-semi-absolute deviation (LSAD), as considered
by Ogryczak and Ruszczynski [27] and Gotoh and
Konno [17], that is
R(X) = E[max{E(X) − X, 0}],

(13)

the semivariance
R(X) = E[max{E(X) − X, 0}2 ]

(14)

and the semistandard deviation
R(X) = E[max{E(X) − X, 0}2 ]1/2 .

(15)

Another variation of interest is to consider conditional measures of shortfall risk. An important
example is the mean excess loss (conditional shortfall
expectation)
MELz (X) = E(z − X|X ≤ z) =

SE z (X)
,
SP z (X)

(16)

the average shortfall under the condition that a shortfall occurs. The MEL can be considered (for an
application to the worst-case risk of a stock investment see [2]) as a kind of worst-case risk measure.
In an insurance context, the MEL is considered
in the form MELz (S) = E[S − z|S ≥ z] for an accumulated claim variable S := −X ≥ 0 to obtain an
appropriate measure of the right-tail risk (see [40,
p. 110]). Another measure of the right-tail risk can

−∞

with the parameters z, k, and c. The class of Stone
contains, for example, the standard deviation, the
semistandard deviation, the mean absolute deviation,
as well as Kijima and Ohnishi’s risk measure (7b).
More generally, Pedersen and Satchell [28] consider the following five-parameter class of risk measures:
b
 z
a
(|x − c|) w[F (y)]f (y) dy , (19)
R(X) =
−∞

containing Stone’s class as well as the variance, the
semivariance, the lower partial moments (9a) and
(9b), and additional risk measures from literature
as well.

Properties of Goodness
The following risk measures of the first kind satisfy the axioms of Pedersen and Satchell as considered in the Section ‘The System of Pedersen
and Satchell (PS)’: standard deviation, MAD, LPMk
(z, X)1/k for z = E(X), semistandard deviation, and
Kijima/Ohnishi’s risk measures (7b) and (8). In addition, Pedersen and Satchell give a complete characterization of their family of risk measures according to
the Section ‘Classes of Risk Measures’ with respect
to their system of axioms.
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Risk as Necessary Capital or Necessary
Premium

worst cases into account. Beyond this, a number of
additional criticisms are to be found in the literature
(see [34, p. 1260]).

Value-at-risk
Perhaps the most popular risk measure of the second
kind is value-at-risk (see [8, 22]). In the following,
we concentrate on the management of market risks
(in the context of credit risks, see [8, Chapter 9] and
[22, Chapter 13]). If we define Vt as the market value
of a financial position at time t, L := vt − Vt+h is
the potential periodic loss of the financial position
over the time interval [t, t + h]. We then define the
value-at-risk VaRα = VaR(α; h) at confidence level
0 < α < 1 by the requirement
P (L > VaRα ) = α.

(20)

An intuitive interpretation of the value-at-risk is that
of a probable maximum loss (PML) or more concrete, a 100(1 − α)% maximal loss, because P (L ≤
VaRα ) = 1 − α, which means that in 100(1 − α)%
of the cases, the loss is smaller or equal to VaRα .
Interpreting the value-at-risk as necessary underlying
capital to bear risk, relation (20) implies that this capital will, on average, not be exhausted in 100(1 − α)%
of the cases. Obviously, the value-at-risk is identical
to the (1 − α)-quantile of the loss distribution, that
is, VaRα = F −1 (1 − α), where F is the distribution
of L. In addition, one can apply the VaR concept
to L − E(L) instead of L, which results in a risk
measure of type I. (Partially, VaR is directly defined
this way, e.g. [44, p. 252]. Reference [8, pp. 40–41]
speaks of VaR ‘relative to the mean’ as opposed to
VaR in ‘absolute dollar terms’).
Value-at-risk satisfies a number of goodness criteria. With respect to the axioms of Artzner et al.,
it satisfies monotonicity, positive homogeneity, and
translation invariance. In addition, it possesses the
properties of law invariance and comonotone additivity (see [35, p. 1521]).
As a main disadvantage, however, the VaR lacks
subadditivity and therefore is not a coherent risk measure in the general case. This was the main motivation
for establishing the postulate of coherent risk measures. However, for special classes of distributions,
the VaR is coherent, for instance, (for the general
case of elliptical distributions, see [9, p. 190]) for the
class of normal distributions (as long as the confidence level is α < 0.5). Moreover, the VaR does not
take the severity of potential losses in the 100α%

Conditional Value-at-risk
The risk measure conditional value-at-risk at the
confidence level α is defined (we define the risk
measure in terms of L for a better comparison to
VaR) by
CVaRα (L) = E[L|L > VaRα ].

(21)

On the basis of the interpretation of the VaR as a
100(1 − α)%-maximum loss, the CVaR can be interpreted as the average maximal loss in the worst
100α% cases. The CVaR as defined in (21) is a coherent risk measure in case of the existence of a density
function, but not in general (see [1]). In the general
case, therefore, one has to consider alternative risk
measures like the expected shortfall or equivalent risk
measures, when coherency is to be ensured. (In the
literature, a number of closely related risk measures
like expected shortfall, conditional tail expectation,
tail mean, and expected regret have been developed,
satisfying, in addition, a number of different characterizations. We refer to [1, 19, 20, 24, 29, 30, 34, 35,
42, 43].)
The CVaR satisfies the decomposition
CVaRα (L) = VaRα (L) + E[L − VaRα |L > VaRα ],
(22)
that is, the CVaR is the sum of the VaR and the mean
excess over the VaR in case there is such an excess.
This implies that the CVaR will always lead to a risk
level that is at least as high as measured with the VaR.
The CVaR is not lacking criticism, either. For
instance, Hürlimann [20, pp. 245 ff.], on the basis of
extensive numerical comparisons, comes to the conclusion that the CVaR is not consistent with increasing tail thickness.

Lower Partial Moments
Fischer [11] proves the fact that the following risk
measures are coherent for 0 ≤ a ≤ 1, k ≥ 1:
R(X) = −E(X) + aLPMk (E(X); X)1/k .

(23)

This again is an example for the one-to-one correspondence between risk measures of the first and the
second kind according to RUZ [31].

Risk Measures

Distorted Risk Measures
We refer to the system of axioms of Wang/Young/
Panjer in the Section ‘Axioms for Premium Principles
and the System of Wang/Young/Panjer (WYP)’, but
now we are looking at general gain/loss distributions.
In case g: [0, 1] → [0, 1] is an increasing distortion
function with g(0) = 0 and g(1) = 1, the transformation F ∗ (x) = g(F (x)) defines a distorted distribution
function. We now consider the following risk measure
for a random variable X with distribution function F :
 0
E∗ (X) = −
g(F (x)) dx


−∞

+

∞

[1 − g(F (x))] dx.

(24)

0

The risk measure therefore is the expected value
of X under the transformed distribution F ∗ . The
CVaR corresponds to the distortion function g(u) = 0
for u < α and g(u) = (u − α)/(1 − α) for u ≥ α,
which is continuous but nondifferentiable in u = α.
Generally, the CVaR and the VaR only consider
informations from the distribution function for u ≥ α;
the informations in the distribution function for u < α
are lost. This is the criticism of Wang [38], who
proposes the use of alternative distortion functions,
for example, the Beta family of distortion functions
(see [41, p. 341]) or the Wang transform (a more
complex distortion function is considered by [36],
leading to risk measures giving different weight to
‘upside’ and ‘downside’ risk).

Selected Additional Approaches
Capital Market–Related Approaches
In the framework of the Capital Asset Pricing Model
(CAPM), the β-factor
β(R, RM ) =

Cov(R, RM )
ρ(R, RM )σ (R)
=
(25)
Var(RM )
σ (RM )

where RM is the return of the market portfolio and R
the return of an arbitrary portfolio, is considered to
be the relevant risk measure, as only the systematic
risk and not the entire portfolio risk is valued by
the market.

Tracking Error and Active Risk
In the context of passive (tracking) or active portfolio
management with respect to a benchmark portfolio
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with return RB , the quantity σ (R − RB ) is defined
(see [18, p. 39]) as tracking error or as active risk
of an arbitrary portfolio with return R. Therefore,
the risk measure considered is the standard deviation,
however, in a specific context.

Ruin Probability
In an insurance context, the risk-reserve process of an
insurance company is given by Rt = R0 + Pt − St ,
where R0 denotes the initial reserve, Pt the accumulated premium over [0, t], and St the accumulated claims over [0, t]. The ruin probability (see
Ruin Theory) is defined as the probability that during a specific (finite or infinite) time horizon, the
risk-reserve process becomes negative, that is, the
company is (technically) ruined. Therefore, the ruin
probability is a dynamic variant of the shortfall probability (relative to target zero).
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Berlin, pp. 1–37.
[8] Dowd, K. (1998). Beyond Value at Risk, Wiley,
Chichester.
[9] Embrechts, P., McNeil, A.J. & Straumann, D. (2002).
Correlation and dependence in risk management: properties and pitfalls, in M.A.H. Dempster, ed, Risk Management: Value at Risk and Beyond, Cambridge University
Press, Cambridge, pp. 176–223.
[10] Fishburn, P.C. (1977). Mean-risk analysis with risk associated with below-target returns, American Economic
Review 67, 116–126.
[11] Fischer, T. (2001). Examples of coherent risk measures
depending on one-sided moments, Working Paper, TU
Darmstadt [www.mathematik.tu-darmstadt.de/∼tfischer/].

8
[12]

[13]

[14]

[15]

[16]

[17]

[18]
[19]

[20]
[21]

[22]
[23]

[24]

[25]
[26]

[27]

[28]

[29]

Risk Measures
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Risk Minimization
Introduction
Risk minimization is a theory from mathematical
finance that can be used for determining trading
strategies. The theory of risk minimization was instituted by Föllmer and Sondermann [12], who essentially suggested the determination of trading strategies for a given liability by minimizing the variance
of future costs defined as the difference between the
liability (or claim) and gains made from trading on
the financial market.
This approach is consistent with the standard noarbitrage pricing approach for complete markets
used in, for example, the standard Black–Scholes
model. In a complete market, any contingent claim
can be hedged perfectly via a self-financing dynamic
strategy. Such a strategy typically requires an initial
investment of some amount, which will be divided
between two or more traded assets. Prominent examples of complete markets are the Black–Scholes
model, which is a model with continuous-time trading, and the Cox–Ross–Rubinstein model (the binomial model), which is a discrete time model.
Both models specify two investment possibilities,
one stock and one savings account. In this setting,
the no-arbitrage price of a claim is obtained as the
unique amount needed in order to replicate the claim
with a self-financing strategy, that is, with a dynamic
strategy in which no additional inflow or outflow of
capital takes place after the initial investment. Moreover, this unique price can be determined as the
expected value (calculated under an adjusted measure) of the payoff discounted by using the savings
account. This adjusted measure is also called the
risk-neutral measure or the martingale measure. A
complete arbitrage-free market is essentially characterized by the existence of a unique equivalent
martingale measure.
For so-called incomplete arbitrage-free markets,
there are contingent claims that cannot be hedged
perfectly via any self-financing strategy. As a consequence, such claims cannot be priced by no-arbitrage
pricing alone. Incomplete markets admit many martingale measures, and hence many potential noarbitrage prices.

Incompleteness will (loosely speaking) occur if
there are too few traded assets compared to the ‘number of sources of uncertainty’ in the model; for an
introduction to these concepts, see, for example, [3].
One example of an incomplete discrete time model
with two traded assets is a trinomial model, in which
the change in the value of the stock between two
time points can attain three different values. Other
important examples of incomplete models can be
obtained from a complete model, by allowing claims
and investment strategies to depend on additional
sources of randomness. This is, for example, relevant
in insurance applications in which liabilities may be
linked to both financial markets and other sources
of randomness that are stochastically independent of
the financial markets.
This article describes the theory of risk minimization in more detail and reviews some applications from the insurance literature. We set out
by explaining the main ideas in a simple, discretetime setting and then move on to a model with
continuous-time trading. In addition, we give a brief
discussion on related methods and concepts, for
example, mean–variance hedging and shortfall risk
minimization.
The notion of risk is used in various contexts in
both the actuarial and the financial literature. Sometimes it is simply used vaguely describing the fact that
there is some uncertainty, for example in mortality
risk known from insurance and credit risk known
from finance. However, the notion also appears in
various specific concepts; one example is insurance
risk process, which is typically defined as the accumulated premiums minus claims in an insurance portfolio; another example is risk minimization.

Risk Minimization
In this section, we review the concept of risk minimizing hedging strategies introduced by Föllmer and
Sondermann [12] and Föllmer and Schweizer [10].
The theory has been developed further by Schweizer
[23–26]; see also [20, 27], for surveys on risk minimization and related quadratic hedging approaches
and [6] for a survey of quadratic and other approaches
to financial risk. For general textbook presentations
that deal with risk minimization, see [9, 14].
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Föllmer and Sondermann [12] worked with a
continuous-time model, and they originally considered the case in which the original probability measure P is in fact a martingale measure. Föllmer and
Schweizer [10] examined a discrete time multiperiod
model, and they obtained recursion formulas describing the optimal strategies. Schweizer [24] introduced
the concept of local risk minimization for price processes that are only semimartingales, and showed
that this criterion was similar to performing risk
minimization using the so-called minimal martingale
measure, see also [26, 27].

Risk Minimization in a Discrete-Time Framework
Trading Strategies and the Value Process. Consider a fixed, finite time horizon T ∈  and a financial market in which trading is possible at discrete
times t = 0, 1, . . . , T only. Assume that there exist
two traded assets: a stock with price process S =
(St )t∈{0,1,...,T } and a savings account with price process S 0 . We introduce, in addition, the discounted
price processes X = S/S 0 and Y = S 0 /S 0 ≡ 1.
It is essential to keep track of the amount of information available to the insurer/hedger at any time,
since this information flow will be used to fix the
class of trading strategies and the class of liabilities
that can be considered. To make this more precise, consider a probability space (, F, P ) equipped
with a filtration  = (Ft )t∈{0,1,...,T } . A filtration is an
increasing sequence of σ -algebras F0 ⊆ F1 ⊆ · · · ⊆
FT , which makes the concept of information mathematically precise. The price processes (S, S 0 ) are
assumed to be adapted to the filtration  , that is, for
each t, (St , St0 ) are Ft -measurable, which has the natural interpretation that the price processes associated
with the traded assets are observable. The probability measure P is called the physical measure, since
it describes the true nature of the randomness in the
model. We assume that there exists another probability measure Q that is equivalent to P and which
has the property that X is a martingale under Q; the
measure Q is also called an equivalent martingale
measure.
We now describe the insurer’s possibilities for
trading in the financial market by introducing the
concept of a strategy. In the present model, a strategy
is a two-dimensional process ϕ = (ϑ, η) in which
ϑt is required to be Ft−1 -measurable and ηt is Ft measurable for each t. Here, ϑt represents the number

of stocks held from time t − 1 to time t, purchased
at time t − 1, and ηt is related to the deposit on
the savings account at t, which may be fixed in
accordance with information available at time t. The
discounted value at time t of the portfolio (ϑt , ηt ) is
given by
(1)
Vt (ϕ) = ϑt Xt + ηt ,
and the process V (ϕ) = (Vt (ϕ))t∈{0,1,...,T } is called the
(discounted) value process of ϕ.
The Cost Process. Consider now the flow of capital from time t to time t + 1. First, the insurer
may adjust the number of stocks to ϑt+1 by buying additionally (ϑt+1 − ϑt ) stocks, which leads to
the costs (ϑt+1 − ϑt )Xt . The new portfolio (ϑt+1 , ηt )
is then held until time t + 1, where the value of
0
). Thus,
the underlying assets changes to (St+1 , St+1
the investment in stocks leads to a discounted gain
ϑt+1 (Xt+1 − Xt ). Finally, the hedger may at time
t + 1 decide to change the deposit on the savings
0
0
account from ηt St+1
to ηt+1 St+1
based on the additional information that has become available at time
t + 1. These actions are responsible for changes in
the value process, which add up to
Vt+1 (ϕ) − Vt (ϕ) = (ϑt+1 − ϑt )Xt
+ ϑt+1 (Xt+1 − Xt ) + (ηt+1 − ηt ).

(2)

The first and the third terms on the right-hand side
represent costs to the hedger, whereas the second term
is trading gains obtained from the strategy ϕ during
(t, t + 1]. This motivates the definition of the cost
process associated with the strategy ϕ given by
Ct (ϕ) = Vt (ϕ) −

t


ϑj Xj ,

(3)

j =1

and C0 (ϕ) = V0 (ϕ). (Here, we have used the notation
Xj = Xj − Xj −1 .) The cost process keeps track
of changes in the value process that are not due
to trading gains. We note that C0 (ϕ) = V0 (ϕ), that
is, the initial costs are exactly equal to the amount
invested at time 0.
A strategy is called self-financing if the change (2)
in the value process is generated by trading gains
only, that is, if the portfolio is not affected by any inor outflow of capital during the period considered.
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Vt (ϕ) = V0 (ϕ) +

t


ϑj Xj ,

(4)

j =1

for all t, and hence we see from (3) that this is
precisely the case when the cost process is constant.
Risk Minimizing Hedging Strategies. Now consider an insurer with some liability H payable at
time T, whose objective is to control or reduce (i.e.
hedge) risk associated with the liability. Suppose that
it is possible to determine a self-financing strategy
that replicates the liability perfectly, such that there
exists a dynamic self-financing strategy ϕ, which sets
out with some amount V0 (ϕ) and has terminal value
VT (ϕ) = H , P-a.s. In this case, the initial value V0 (ϕ)
is the only reasonable price for the liability H. The
claim is then said to be attainable, and V0 (ϕ) is
exactly the no-arbitrage price of H. For example,
this is the case for options in the binomial model.
However, in more realistic situations, liabilities cannot be hedged perfectly by the use of a self-financing
strategy, and it is therefore relevant to consider the
problem of defining an optimality criterion.
One possible objective would be to minimize the
conditional expected value under some martingale
measure Q of the square of the costs occurring during
the next period, subject to the condition that the
terminal value at time T of the strategy is equal to the
liability H, that is, VT (ϕ) = H . As explained above,
this is not in general possible via a self-financing
strategy, and we therefore allow for the possibility of
adding and withdrawing capital after the initial time
0. This means that we are minimizing for each t,




2

 



η̂t = EQ H −
ϑ̂j Xj  Ft − ϑ̂t Xt ,

j =t+1


This condition amounts to requiring that



rt (ϕ) = EQ (Ct+1 (ϕ) − Ct (ϕ)) Ft ,

(5)

which is the conditional expected value under a martingale measure. Föllmer and Schweizer [10] solved
this problem via backwards induction starting with
rT −1 . At time t, rt (ϕ) should then be minimized as a
function of the quantities that can be chosen at time
t, that is, ϑt+1 and ηt for given fixed (ϑt+2 , . . . , ϑT )
and ηt+1 , . . . , ηT . This leads to the solution





CovQ H − Tj=t+1 ϑ̂j Xj , Xt  Ft−1
ϑ̂t =
, (6)
VarQ [Xt |Ft−1 ]

T


3

(7)

which is called the risk-minimizing strategy. It can
be shown that the solution to (5) is identical to the
solution of the alternative problem, which consists in
minimizing at each time t, the quantity
 

Rt (ϕ) = EQ (CT (ϕ) − Ct (ϕ))2  Ft ,

(8)

over all strategies ϕ subject to the condition VT (ϕ) =
H . For the equivalence between the two problems (5)
and (8), it is crucial that the expected values are
calculated with respect to a martingale measure Q.
The problem (5) can actually also be formulated and
solved by using the physical measure, that is, by
replacing the expected value with respect to the martingale measure Q by an expected value with respect
to P. This leads to a solution similar to (6) and (7),
but where all expected values and variances are calculated under the physical measure P. This criterion
is also known as local risk minimization; see [23,
27]. However, Schweizer [23] showed that the problem (8) does not, in general, have a solution, if we
replace the martingale measure Q by the physical
measure P (if P is not already a martingale measure).
The term CT (ϕ) − Ct (ϕ) appearing in (8) represents future costs associated with the strategy ϕ.
Thus, the criterion of minimizing (8) essentially consists in minimizing the conditional variance of future
costs among all possible strategies ϕ. Using the definition of the cost process and the condition VT (ϕ) =
H , we see that
CT (ϕ) − Ct (ϕ) = H −

T


ϑj Xj − Vt (ϕ). (9)

j =t+1

This illustrates that the problem of minimizing Rt (ϕ)
for one fixed t amounts to approximating the liability
H by an Ft -measurable quantity Vt (ϕ) and future
gains from trading in the financial markets.
The structure of the solution is closely related to
the Q-martingale V ∗ defined by
Vt∗ = EQ [H |Ft ],

(10)

which is the so-called intrinsic value process. As
observed in [10, 12], this process can be uniquely
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decomposed via its Kunita–Watanabe decomposition
as
t

ϑjH Xj + LH
(11)
Vt∗ = V0∗ +
t ,
j =1

where ϑ H is predictable (i.e. ϑjH is Fj −1 -measurable)
and LH is a Q-martingale that is orthogonal to
the Q-martingale X, in the sense that the process
XLH is also a Q-martingale. For an introduction to
the Kunita–Watanabe decomposition in discrete time
models and its role in the theory of risk minimization, see [9]. The decomposition (11) can typically
be obtained in concrete examples by first computing
the intrinsic value process (11) and then examining
∗
.
Vt∗ = Vt∗ − Vt−1
Using the decomposition (11), Föllmer and Schweizer [10] derived an alternative characterization
of the optimal risk-minimizing strategy ϕ̂ = (ϑ̂, η̂)
given by

 

ϑ̂t , η̂t = ϑtH , Vt∗ − ϑ̂t Xt .
(12)
Thus, the optimal number of stocks is determined as
the process ϑ H appearing in the Kunita–Watanabe
decomposition, and the deposit in the savings account
is fixed such that the value process coincides with
the intrinsic value process. Note that the cost process
associated with the risk-minimizing strategy is given
by
Ct (ϕ̂) = Vt∗ −

t


ϑ̂j Xj = V0∗ + LH
t ,

(13)

where we have used (11). This implies that
2  
rt (ϕ̂) = EQ LH
t+1  Ft ,

(14)

j =1

which shows that the minimum obtainable risk rt (ϕ)
is closely related to the orthogonal martingale part
LH from the decomposition (11). The cost process (13) associated with the risk-minimizing strategy
is a Q-martingale, and the strategy is therefore said to
be mean-self-financing (self-financing in the mean).
Note that a self-financing strategy is automatically
mean-self-financing, since the cost process of a selffinancing strategy is constant, and hence, trivially a
martingale. However, the opposite is not the case: a
mean-self-financing strategy is not necessarily selffinancing; in particular, the risk-minimizing strategy
is not in general self-financing.

Local Risk Minimization. We end this section by
commenting a bit further on the criterion of local risk
minimization, which consists in minimizing quantities of the form (5), but calculated under the physical
measure P. In this case, the optimal strategy can be
related to the so-called Föllmer–Schweizer decomposition obtained in [11], which specializes to the
Kunita–Watanabe decomposition if P is a martingale
measure. We refer to [9] for more details.

Risk Minimization in Continuous Time
To describe the underlying idea in continuous time,
we consider again a financial market consisting of
two investment possibilities: a stock S and a savings
account S 0 . We fix a finite time horizon T and
assume that the market is arbitrage free. Assets are
assumed to be traded continuously, and we assume
that there are no transaction costs, no smallest unit,
and that short-selling is permitted. All quantities
are defined on some probability space (, F, P )
equipped with a filtration  = (Ft )0≤t≤T . We work
with the discounted stock price process X = S/S 0 ,
and assume that X is a P-martingale. This implies that
the measure P is a martingale measure, and hence,
it will not be necessary to change measure. Consider
now some liability H payable at time T; it is assumed
that H is FT -measurable and square-integrable.
A strategy is a process ϕ = (ϑ, η) satisfying
certain measurability and integrability conditions;
see [12] or [27] for technical details. As in the discrete time case, ϑt is the number of stocks held
at time t, and ηt is the discounted deposit on the
savings account at t. The (discounted) value process
associated with a strategy ϕ is defined by Vt (ϕ) =
ϑt Xt + ηt , for 0 ≤ t ≤ T , and the cost process C(ϕ)
is
 t
ϑu dXu .
(15)
Ct (ϕ) = Vt (ϕ) −
0

The quantity Ct (ϕ) represents accumulated costs up
to t associated with the strategy ϕ. As in the discretetime setting, costs are defined as the value Vt (ϕ)
of the portfolio ϕt = (ϑt , ηt ) reduced by incurred
trading gains in the past. We now fix some liability
H and restrict to strategies ϕ with VT (ϕ) = H . In
particular, this implies that

CT (ϕ) = H −

T

ϑu dXu .
0

(16)

Risk Minimization
As in the discrete-time setting, a strategy is called
self-financing if its cost process is constant, and
a claim H is called attainable if there exists a
self-financing strategy whose terminal value coincides with the liability P-a.s. In incomplete markets,
there are claims that cannot be replicated via a selffinancing strategy, that is, claims that are unattainable. One idea is, therefore, to consider a larger class
of trading strategies, and minimize the conditional
expected value of the square of the future costs at
any time under the constraint VT (ϕ) = H . More precisely, a strategy ϕ is called risk minimizing for the
liability H if it minimizes for any t


Rt (ϕ) = E (CT (ϕ) − Ct (ϕ))2 |Ft ,

(17)

over all strategies with VT (ϕ) = H . Föllmer and
Sondermann referred to (17) as the risk process.
(This usage of the notion ‘risk process’ differs from
the traditional actuarial one in which ‘risk process’
would typically denote the cash flow of premiums
and benefits.)
It follows from [12] that a risk-minimizing strategy is always mean-self-financing, that is, its cost
process is a martingale. Moreover, Föllmer and Sondermann [12] realized that the optimal risk-minimizing strategy can be related to the Kunita–Watanabe decomposition for the intrinsic value process
V ∗ defined by Vt∗ = E[H |Ft ]. Since V ∗ and X
are martingales, the Kunita–Watanabe decomposition
theorem shows that V ∗ can be written uniquely in the
form
 t
∗
Vt = E[H ] +
ϑuH dXu + LH
(18)
t ,
0

(LH
t )0≤t≤T

(ϑt , ηt ) = (ϑtH , Vt∗ − ϑtH Xt ), 0 ≤ t ≤ T .

The associated minimum
obtainable risk process is

2
given by Rt (ϕ) = E (LH
−
LH
t ) |Ft ; the risk proT
cess associated with the risk-minimizing strategy is
also called the intrinsic risk process.
Local Risk Minimization. The idea of local risk
minimization can also be generalized from the discrete-time setting to the continuous-time model. However, in the continuous time case this is more
involved, since the criterion amounts to minimizing
risk over the next (infinitesimal) interval, see [23].
Nevertheless, Föllmer and Schweizer [11] showed
that the optimal locally risk-minimizing strategy
can be derived via the so-called Föllmer–Schweizer
decomposition.
Risk Minimization for Payment Streams. The
criterion of risk minimization has been generalized
to payment streams in [16]. Here the main idea is
to allow the liabilities to be represented by a payment process A = (At )0≤t≤T , which is required to be
square-integrable and right-continuous. For an interval (s, t], At − As represents payments made by the
insurer. In this situation, it is natural to modify the
cost process associated with the strategy ϕ and payment process A to
 t
Ct (ϕ) = Vt (ϕ) −
ϑu dXu + At ,
(20)
0

which differs from the original cost process suggested
in [12] by the term related to the payment process A.
More precisely, we see that costs incurred during a
small time interval (t, t + dt] are
dCt (ϕ) = Vt+ dt (ϕ) − Vt (ϕ) − ϑt (Xt+ dt − Xt )

is a zero-mean martingale,
where L =
LH and X are orthogonal, and ϑ H is a predictable
process. For references to the Kunita–Watanabe decomposition in continuous time, see Ansel and Stricker [2], Jacod ([13], Théorème 4.27) or (for the case
where X and V ∗ are continuous) Revuz and Yor ([21],
Lemma V.4.2).
By applying the orthogonality of the martingales LH and X, and using the condition VT∗ = H ,
Föllmer and Sondermann ([12], Theorem 1) proved
that there exists a unique risk-minimizing strategy
with VT (ϕ) = H given by
H

5

(19)

+ At+ dt − At = dVt (ϕ) − ϑt dXt + dAt . (21)
Thus, the additional costs during (t, t + dt] consist
of changes dVt (ϕ) in the value process that cannot be
explained by trading gains ϑt dXt and payments dAt
due to the liabilities. In the following, we restrict to
strategies satisfying VT (ϕ) = 0, which implies that
 T
CT (ϕ) = −
ϑu dXu + AT ,
(22)
0

that is, the terminal costs are equal to the total liability AT during [0, T ], reduced by trading gains.
A strategy ϕ = (ϑ, η) is called risk minimizing for
the payment process A if, for any t, it minimizes
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the risk process R(ϕ) defined in the usual way. The
risk-minimizing strategy is now given by (ϑt , ηt ) =
(ϑtA , Vt∗ − At − ϑtA Xt ), where V ∗ and ϑ A are determined via the Kunita–Watanabe decomposition:
 t
ϑuA dXu + LA
(23)
Vt∗ = E[AT |Ft ] = V0∗ +
t ,
0

1(0,∞) (x). In this case, the problem of minimizing (25) reduces to minimizing the probability of
generating less capital than what is needed in order to
cover the liability H. This approach is known as quantile hedging; see [7]. Another example is (x) = x;
this criterion is known as expected shortfall risk minimization; see [8, 9].

A

and where L is a zero-mean martingale, which is
orthogonal to the martingale X.

Insurance Applications of Risk
Minimization

Related Criteria
In this section, we mention some related approaches
for minimizing risk in an incomplete financial market.

Mean–Variance Hedging
As mentioned above, the risk-minimizing strategies
are typically not self-financing. A related criterion
that still leads to self-financing strategies is, therefore, to minimize the quantity over all self-financing
strategies


(24)
E (H − VT (ϕ))2 = H − VT (ϕ)2L2 (P ) .
Thus, this criterion essentially amounts to approximating the liability H in L2 (P ). Here, P is not
necessarily a martingale measure. This approach is
known as mean–variance hedging, and it was proposed by Bouleau and Lamberton [4] and Duffie and
Richardson [5]. For a treatment of mean–variance
hedging for continuous semimartingales, see [22, 27].

Shortfall Risk Minimization
Risk minimization and mean–variance hedging are
known as quadratic hedging approaches, since risk
is measured via a quadratic criterion, which means
that gains and losses are treated in the same way.
A more natural approach is to consider the so-called
shortfall risk associated with some liability H, that
is, the risk that the terminal value of a self-financing
hedging strategy is not sufficient to cover the liability.
More precisely, one can consider the criterion of minimizing the quantity over all self-financing strategies


(25)
E  (H − VT (ϕ))+ ,
where  is some loss function, that is, some increasing function with (0) = 0. One example is (x) =

Unit-linked Risks
Quadratic hedging approaches have been applied for
the hedging of so-called unit-linked life insurance
contracts by Møller [15–18] in both discrete and
continuous-time models and by Norberg [19] in a
market driven by a finite state Markov chain. With
a unit-linked life insurance contract, the insurance
benefits are linked explicitly to the development
of certain stock indices or funds; see, for example, [1]. Thus, the liabilities depend on the insured
lives (insurance risk) and on the performance of the
stock indices (financial risk). As a consequence, the
liability associated with a portfolio of unit-linked
life insurance contracts cannot be priced uniquely
from no-arbitrage pricing theory alone within standard financial models. In this situation, the criterion
of risk minimization may be applied for deriving
strategies that reduce risk.
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Risk Process
Introduction
The term risk process is used to describe a probabilistic model for the evolution of the funds associated
with an insurance risk over time. Terms that are
regarded as synonymous with risk process include
risk reserve process and surplus process.
There are three essential ingredients in a risk
process: initial level, premium income, and claims
outgo. Risk processes may be considered in either
continuous time or discrete time. We start with a
description of the most famous continuous-time risk
process.

An alternative representation of the risk process is
through its level at the time points at which claims
occur. Let {Ti }∞
i=1 be a sequence of independent
exponentially distributed random variables, each with
mean 1/λ. We interpret T1 as the time until the first
claim, and for i > 1, Ti represents the time between
the (i − 1)th and the ith claims. The level of the risk
process at the time of the nth claim, immediately after
payment of that claim is
Un = u +

n

(cTi − Xi )

(4)

i=1

for n = 1, 2, 3, . . . with U0 = u. Thus, there is an
embedded discrete risk process within the classical
continuous-time risk process.

The Classical Risk Process

Modifications of the Classical Risk Process

The study of the classical risk process dates back
to Lundberg [10]. The risk process {U (t)}t≥0 is
defined by

The classical risk process can be modified in a variety
of ways. The following list is not exhaustive but
represents modifications most frequently encountered
in actuarial literature.

U (t) = u + ct − X(t).

(1)

The process {X(t)}t≥0 is called the aggregate claims
process and is given by
X(t) =

N(t)


Xi

(2)

i=1

where {N (t)}t≥0 , a homogeneous Poisson process
with parameter λ, is the counting process for the number of individual claims, and {Xi }∞
i=1 is a sequence of
independent and identically distributed random variables, where Xi represents the amount of the ith
individual claim. This sequence is assumed to be
independent of the counting process for the number
of claims. It is assumed that the insurer receives premium income continuously at rate c per unit time, and
it is convenient to write c = (1 + θ)λE(Xi ), where θ
is known as the premium loading factor. A positive
premium loading factor ensures that the risk process
ultimately drifts to ∞. If θ ≤ 0, then it is certain that
the risk process will fall below zero at some time in
the future. The level of the risk process at time zero,
often referred to as the initial surplus, is u ≥ 0.
In differential form, the classical risk process is
given by
dU (t) = c dt − dX(t)
(3)
with U (0) = u.

1. The risk process can be modified by changing the
counting process for claim numbers. In particular, we may replace the homogeneous Poisson
process by an ordinary renewal process. This
risk process is often referred to as the renewal
risk process. It is also known as the Sparre
Andersen risk process after Sparre Andersen [14]
who considered a model with contagion between
claims. For this process, the premium loading
factor θ is given by cE(Ti )/E(Xi ) − 1, where
Ti is as above, except that its distribution is no
longer exponential.
2. The risk process can be modified as above except
that instead of using an ordinary renewal process as the claim number process, we can use
a stationary (or equilibrium) renewal process,
resulting in the stationary (equilibrium) renewal
risk model. See [8] for details of ordinary and
stationary renewal risk processes.
3. The risk process can be modified by the introduction of a dividend barrier of the form y = b + qt
where b ≥ u and q < c. Thus, we can write
dU (t) = c dt − dX(t)

(5)

if U (t) < b + qt and
dU (t) = q dt − dX(t)

(6)
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if U (t) = b + qt. Under this modification, the
level of the risk process increases at rate c per
unit time as long as it is below the dividend
barrier. As soon as the process attains the level of
the dividend barrier, its rate of increase is q per
unit time, and dividends are paid to shareholders
at rate c − q per unit time until a claim occurs. A
full discussion of this risk process can be found
in [6].
4. The risk process can be modified by allowing the
premium income to be a function of the level of
the risk process. In this case,
dU (t) = c(U (t)) dt − dX(t).

(7)

As a simple example, we might have a twostep premium rule, with c = c1 if U (t) < U and
c = c2 < c1 if U (t) ≥ U where U is a constant,
so that premium income is received at the lower
rate c2 as long as the level of the risk process
is at least U . Studies of this risk process can be
found in [1, 4].
5. The risk process can be modified by the inclusion
of interest. We assume that the risk process grows
under a force of interest δ per unit time. The risk
process no longer grows linearly and is given by
dU (t) = (c + δU (t)) dt − dX(t),

(8)



V (t) = u + ca t δ −

t



s
e−δ (1 + f ) dX(s)

0

(12)
is the value at time zero of the risk process at
force of interest δ per unit time; see [1] and
references therein for further details.
7. The risk process can be modified by assuming
that the insurer has to borrow funds at force of
interest δ if the risk process falls below zero,
so that the insurer is borrowing to pay claims
until the level of the risk process becomes nonnegative. In such a situation, should the level of
the risk process fall below c/δ, the risk process
will eventually drift to −∞ as the insurer’s
outgo in interest payments exceeds the insurer’s
premium income; see [2] for details.
8. The risk process can be modified by allowing for
variability in the claim arrival process. One such
modification is to let the claim arrival process be
a Cox process, a particular example of which is a
Markov modulated Poisson process; see [13] and
references therein for details of such processes.

Brownian Motion Risk Process
The Brownian motion risk process is given by

or, equivalently,

U (t) = ueδt + cs t δ −

U (t) = u + W (t)

t

eδ(t−s) dX(s).

(9)

0

A summary of risk processes that include interest
is given by [11].
6. The risk process can be modified by allowing for
claim inflation such that if the ith claim occurs
at time t, its amount is Xi (1 + f )t where f is the
rate of inflation per unit time. In this situation,
we have
 t
(1 + f )s dX(s).
(10)
U (t) = u + ct −
0

If such a modification is included on economic
grounds, it would be natural to also include the
previous modification for interest giving
 t
eδ(t−s) (1 + f )s dX(s)
U (t) = ueδt + cs t δ −
0

= eδt V (t)

where

(11)

(13)

where for all t > 0, W (t) ∼ N (µt, σ t). Such a risk
process is often used as an approximation to the classical risk process, in which case µ = θλE(Xi ) and
σ 2 = λE(Xi2 ). A full discussion of this approximation, and of the Brownian Motion risk process, can
be found in [9].
2

Discrete Time Risk Processes
Risk processes can also be constructed in discrete
time. The classical discrete time risk process is constructed as follows. Let U (t) denote the level of the
risk process at integer time t ≥ 0, let C denote the
insurer’s premium income per unit time and let Yi
denote the aggregate claim outgo in the ith time
period. Then, setting U (0) = U , we have
U (t) = U + Ct −

t

i=1

Yi

(14)

Risk Process
or, equivalently, for t = 1, 2, 3, . . .
U (t) = U (t − 1) + C − Yt .

(15)

It is usual to assume that {Yi }∞
i=1 is a sequence
of independent and identically distributed random
variables, and that C > E(Yi ) so that, as with the
classical risk process, the risk process ultimately
drifts to ∞. Similarly, if C ≤ E(Yi ), then it is certain
that the risk process will fall below zero at some time
in the future.
Other discrete time risk processes can be constructed easily from this process. For example, if
premiums are payable at the start of each year, and
the insurer earns interest at rate i per period, then the
recursion formula (15) changes to
U (t) = (U (t − 1) + C)(1 + i) − Yt

a given level [7], the time it takes a risk process
that has fallen below zero to return to a non-negative
level [5], and the minimum level of a risk process for
which ruin has occurred [12].
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Ruin Theory
Classical ruin theory studies insurer’s surplus, the
time of ruin, and their related functionals arising from
the classical continuous-time risk model.
The classical continuous-time risk model for
an insurance portfolio over an extended period of
time can be described as follows. The number of
claims process from the insurance portfolio follows
a Poisson process N (t) with intensity λ. Let Xi
represent the claim amount for the ith individual
claim. It is assumed that these individual claim
amounts X1 , X2 , . . ., are positive, independent, and
identically distributed with the common distribution
function P (x), and that they are independent of the
number of claims process N (t). Thus, the aggregate
claims process from the insurance portfolio S(t) =
X1 + X2 + · · · + XN(t) , with the convention S(t) =
0 if N (t) = 0, is a compound Poisson process,
where S(t) represents the aggregate claims amount
up to time t. The mean and the variance of S(t)
are E{S(t)} = λp1 t and Var{S(t)} = λp2 t, where p1
and p2 are the first two moments about the origin
of X, a representative of the claim amounts Xi ’s.
Suppose that the insurer has an initial surplus u ≥
0 and receives premiums continuously at the rate
of c per unit time. The insurer’s surplus process
is then U (t) = u + ct − S(t). Risk aversion of the
insurer implies that the premium rate c exceeds the
expected aggregate claims per unit time, that is, c >
E{S(1)} = λp1 . Let θ = [c − E{S(1)}]/E{S(1)} > 0
or c = λp1 (1 + θ). Thus, θ is the risk premium for
the expected claim of one monetary unit per unit time
and is called the relative security loading.
Consider now the first time when the surplus drops
below the initial surplus u, that is, T1 = inf{t; U (t) <
u}. The amount of the drop is L1 = u − U (T1 ) and
the surplus at time T1 reaches a record low. It can
be shown that the distribution of L1 , given the drop
occurs, is the integrated tail distribution of the
individual claim amount distribution
fL1 (x) =

1 − P (x)
,
p1

x > 0.

(1)

Similarly, we may describe a drop below the
record low each time the surplus process reaches
a new record low as follows. For i = 2, 3 . . ., Ti =
inf{t; U (t) < U (Ti−1 ), t > Ti−1 } is the time when the
ith drop occurs. Also, Li = U (Ti−1 ) − U (Ti ) is the

amount of the ith drop. See the figure in the article
Beekman’s convolution formula. The independent
increments property of the Poisson process implies
that the drops Li , i = 1, 2, . . ., given that they occur,
are independent, and identically distributed with a
common density given by (1). Furthermore, let L =
maxall t>0 {S(t) − ct}. Then L is the total amount of
drops over time and it is called the maximal aggregate
loss. Obviously,
L = L1 + L2 + · · · + LM ,

(1a)

where M = max{i; Ti < ∞}, the total number of
drops. The independent-increments property again
ensures that M is geometrically distributed with
parameter Pr{M > 0}, and the independence between
N (t) and the individual claims Xi ’s implies that the
drops Li ’s are independent of M. In other words, L
is compound geometrically distributed. As a result,
the distribution of L can explicitly be expressed as a
series of convolutions, which is often referred to as
Beekman’s convolution formula [5].
The time of ruin is defined as T = inf{t; U (t) <
0}, the first time when the surplus becomes negative.
The probability that ruin occurs, ψ(u) = Pr{T < ∞},
is referred to as the probability of ruin (in infinite
time). With the independent-increments property of
the Poisson process, it can be shown that the probability of ruin ψ(u) satisfies the defective renewal
equation
 u
1
ψ(u − x)fL1 (x) dx
ψ(u) =
1+θ 0
 ∞
1
+
fL1 (x) dx.
(2)
1+θ u
Two immediate implications are (a) ψ(0) = 1/
(1 + θ ) and (b) ψ(u) is the tail probability of a
compound geometric distribution with the geometric
distribution having the probability function

n
1
θ
, n = 0, 1, . . . ,
(3)
1+θ 1+θ
and the summands having the density function (1).
The compound geometric representation of ψ(u)
enables us to identify the geometric parameter of the
maximal aggregate loss distribution. Since the event
{T < ∞} is the same as the event {L > u}, we have
that ψ(u) = Pr{T < ∞} = Pr{L > u}. In particular,
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for the case of u = 0, the time of the first drop T1 is
the time of ruin and
Pr{M > 0} = Pr{T1 < ∞} = Pr{L > 0}
= ψ(0) =

1
.
1+θ

(4)

Thus, the number of drops follows the geometric distribution given in (3). Consequently, the
Laplace–Stieltjes transform of L is given by
f˜L (z) =

θp1 z
,
p̃(z) + (1 + θ)p1 z − 1

(5)

where p̃(z) is the Laplace–Stieltjes transform of
P (x). The formula (5) thus allows a closed-form
expression for the probability of ruin when the individual claim amount has a distribution that is a
combination of several exponential distributions.
As the probability of ruin is the solution of the
defective renewal equation (2), methods for renewal
equations may be applicable for the probability of
ruin. Let κ exists and satisfy
 ∞
eκx fL1 (x) dx = 1 + θ.
(6)
0

The quantity κ is called the Lundberg adjustment
coefficient (−κ is called the Malthusian parameter in
the demography literature) and it can be alternatively
expressed as
 ∞
eκx dP (x) = 1 + (1 + θ)p1 κ,
(7)
0

in terms of the individual claim amount distribution.
Equation (7) shows that −κ is the largest negative
root of the denominator of (5). The Lundberg adjustment coefficient κ plays a central role in the analysis
of the probability of ruin and in classical ruin theory
in general. For more details on the Lundberg adjustment coefficient, (see Adjustment Coefficient and
Cramér–Lundberg Condition and Estimate). The
Key Renewal Theorem shows that
ψ(u) ∼

θp1
e−κu ,
E{XeκX } − (1 + θ)p1

as

u → ∞.
(8)

Moreover, a simple exponential upper bound, called
the Lundberg bound, is obtainable in terms of the
Lundberg adjustment coefficient κ and is given by
ψ(u) ≤ e−κu ,

u ≥ 0.

(9)

The above classical results may be found in [6, 7, 9,
23], or other books on insurance risk theory. These
results may also be found in the queueing context,
as the compound Poisson risk model described above
is essentially the same as the M/G/1 queue. The
ith claim amount Xi is interpreted as the ith service time. The ith drop amount is the ith ladder
height and the distribution of the drop amount is
hence called the ladder height distribution. We remark
that a ladder height is usually defined as an unconditional random variable in queueing theory, and it
includes zero that corresponds to the case of no new
height. As a result, the density for a positive ladder height is fL1 (x)/(1 + θ). The maximal aggregate
loss L is then the equilibrium actual waiting time
and its Laplace transform (5) is referred to as the
Pollaczek–Khintchine transform equation. Other versions of the Pollaczek–Khintchine formula include
the mean of L and the distribution of the number of
customers in the system in equilibrium. See Chapter 5
of [35] for details.
There is an extensive literature on probabilistic
properties of the time of ruin and its two related quantities: the surplus immediately before ruin U (T −),
where T − is the left limit of T , and the deficit at
ruin |U (T )|.
The probability of ruin ψ(u) has a closed-form
expression for several classes of individual claim
amount distributions, in addition to the exponential class. A closed-form expression of ψ(u) for the
individual claim amount distribution as a combination of a finite number of exponentials was obtained
in [19, 25]. Lin and Willmot [38] derive a closedform expression when the claim amount distribution
is a mixture of Erlang distributions. A closed-form
expression for ψ(u), in general, does not exist but
ψ(u) may be expressed as a convolution series as
in [44, 50]. We may also use approximations, and
in this case, the combination of two exponentials
and the mixture of Erlang distributions become useful. Tijms [48] shows that any continuous distribution
may be approximated by a mixture of Erlang distributions to any given accuracy. Willmot [52] shows
that when the integrated tail distribution of the
claim amount is New Worse than Used in Convex
ordering (NWUC) or New Better than Used in Convex ordering (NBUC), ψ(u) may be approximated
using the tail of a mixture of two exponentials by
matching the probability mass at zero, its mean, and
its asymptotics to those of the maximal aggregate
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loss (this approximation is referred to as the Tijms
approximation as it was suggested by Tijms [48]).
Thus, a proper mixture of two exponentials for the
claim amount may be used such that the resulting probability of ruin is the Tijms approximation.
Refined and improved bounds on ψ(u), as compared
to (9), are available. For instance, if the claim amount
is NWUC (NBUC)
ψ(u) ≤ (≥)

1 −κu
e ,
1+θ

u ≥ 0,

(10)

and if only a finite number of moments of the claim
amount exist,
ψ(u) ≤ (1 + κx)−m ,

u ≥ 0,

(11)

where m is the highest order of the moment and κ
satisfies
 ∞
1+θ =
(1 + κx)m fL1 (x) dx.
(12)
0

For more refined and improved bounds, see [23, 33,
34, 36, 47, 51, 53].
The distribution of the time of ruin T is of
interest not only in its own right but also because its
(defective) distribution function, ψ(u, t) = Pr{T ≤
t}, may be interpreted as the probability of ruin in
finite time. However, it is difficult to analyze the
distribution due to its complexity. In the simplest case
where the individual claim amount is exponential, the
density of T is an infinite series of modified Bessel
functions of the first kind [17, 49]. The research
has hence mainly focused on the numerical valuation
of the probability of ruin in finite time. Numerical
algorithms for the probability of ruin in finite time
as well as in infinite time may be found in [9–11,
13–15]. All the algorithms involve the discretization
of time and the claim amount in some ways.
The moments of the time of ruin may be calculated
recursively. Let ψk (u) = E[T k I (T < ∞)] be the kth
defective moment of T , where I (T < ∞) = 1 if
T < ∞ and I (T < ∞) = 0 if otherwise. Delbaen [8]
shows that ψk (u) exists if the (k + 1)th moment
of the claim amount exists. Lin and Willmot [38]
show that ψk (u) satisfies the following recursive
relationship: for k = 1, 2, 3, . . .,
 u
1
ψk (u − x)fL1 (x) dx
ψk (u) =
1+θ 0

k ∞
+
ψk−1 (x) dx,
(13)
c u
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with ψ0 (u) = ψ(u). The defective renewal equation (13) allows ψk (u) to be explicitly expressed
in terms of ψk−1 (u) [37, 38]. The explicit expression of ψ1 (u) is also obtained by [42] (also in [41])
using a martingale argument. Algorithms on solving
the moments of the time of ruin using (13) are discussed in [16, 18]. Picard and Lefèvre [40] also give
a numerical algorithm for the moments of the time
of ruin when the claim amount is discrete.
A number of papers have considered the joint distribution and moments of the surplus before ruin
U (T −) and the deficit at ruin |U (T )|. Gerber,
Goovaerts, and Kaas [25] derive the distribution
function of the deficit at ruin in terms of the convolutions of the first drop distribution. Dufresne and
Gerber [20] express the joint density of U (T −) and
|U (T )| in terms of the marginal density of the surplus
U (T −). Using the result of Dufresne and Gerber,
Dickson [12] gives the joint density of U (T −) and
|U (T )|
f (x, y)

ψ(u − x) − ψ(u)
λ


,
 p(x + y)
c
1 − ψ(0)
= λ
1 − ψ(u)


,
 p(x + y)
c
1 − ψ(0)

x≤u
(14)
x>u

An expected discounted penalty function introduced
by Gerber and Shiu [28] provides a unified treatment
of the joint distribution of the time of ruin T , the
surplus U (T −) and the deficit |U (T )|, and related
functionals. The expected discounted penalty function
is defined as
(u) = E[e−δT w(U (T −), |U (T )|)I (T < ∞)], (15)
where w(x, y) is the penalty for a surplus amount of
x before ruin and a deficit amount of y at ruin, and δ
is a force of interest. The probability of ruin ψ(u) and
the joint distribution of U (T −) and |U (T )| are the
special cases of the expected discounted penalty function. The former is obtained with w(x, y) = 1 and
δ = 0, and the latter with w(x, y) = I (x ≤ u, y ≤ v)
for fixed u and v, and δ = 0. With other choices of
the penalty w(x, y), we obtain the Laplace transform of T with δ being the argument, mixed and
marginal moments of U (T −) and |U (T )|, and more.
Gerber and Shiu [28] show that the expected discounted penalty function (u) satisfies the following
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defective renewal equation

 ∞
λ u
(u − x)
e−ρ(y−x) dP (y) dx
(u) =
c 0
x
 ∞
 ∞
λ
+ eρu
e−ρx
w(x, y − x) dP (y) dx.
c
u
x
(16)

([1], Chapter 7 of [4], Section 6.4 of [7, 24, 31, 32,
39]), and the use of a Lévy process for the surplus
process [21, 22, 26, 55].
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Seasonality
Introduction
Many time series display seasonality. Seasonality
is just a cyclical behavior that occurs on a regular
calendar basis. A series exhibits periodical behavior
with period s, when similarities in the series occur
after s basic time intervals.
Seasonality is quite common in economic time
series. Often, there is a strong yearly component
occurring at lags s = 12 months. For example, retail
sales tend to peak for the Christmas season and then
decline after the holidays. Calendar effects, such as
the beginning and end of the school year, are likely
to generate regular flows such as changes in the labor
force and mobility of people. Similarly, the regular
fluctuations in the weather are likely to produce regular responses in production, sales, and consumption
of certain goods. Agriculture-related variables will
vary with the growing and harvesting seasons. The
number of insurance claims are likely to rise during
the hurricane season or during dry weather due to
increase in the number of fires. Seasonality can
usually be assessed from an autocorrelation plot, a
seasonal subseries plot, or a spectral plot.
There is vast literature on seasonality. A short
summary on this subject can be found in [9].

Classical Model
The time series assumes to consist of four different
components.
•

The trend component (Tt ) represents the longterm evolution of the series.
• The cycle component (Ct ) represents a smooth
movement around the trend, revealing a succession of phases of expansion and recession.
• The seasonal component (St ) represents intrayear
fluctuations, monthly or quarterly, that are repeated more or less regularly year after year.
• A random component (Yt ) or irregular component. Yt is a stationary process (i.e. the mean
does not depend on time and its autocovariance
function depends only on the time lag).
The difference between a cyclical and a seasonal
component is that the latter occurs at regular (seasonal) intervals, while cyclical factors have usually a

longer duration that varies from cycle to cycle. The
trend and the cyclical components are customarily
combined into a trend-cycle component (T C t ). For
example, if Xt is the time of commuting to work,
seasonality is reflected in more people driving on
Monday mornings and fewer people driving on Friday mornings than on average. The trend is reflected
in the gradual increase in traffic. The cycle is reflected
at the time of energy crisis when traffic decreased
but then reverted to normal levels (that is the trend)
later on. Finally, an accident slowing the traffic on a
particular day is one form of randomness (see [28]).
These components are then combined according to
well-known additive or multiplicative decomposition
models
Additive model: Xt = T C t + St + Yt
Multiplicative model: Xt = T C t × St × Yt .
Here Xt stands for the observed value of the time
series at time t. In the multiplicative model, T C t
and Yt are expressed in percentage. It may be the
case that the multiplicative model is a more accurate
representation for Xt . In that situation, the additive
model would be appropriate for the logarithms of the
original series.
In plots of series, the distinguishing characteristic between an additive and multiplicative seasonal
component is that in the additive case, the series
shows steady seasonal fluctuations, regardless of the
level of the series; in the multiplicative case, the size
of the seasonal fluctuation varies, depending on the
overall level of the series. For example, during the
month of December, the sales for a particular product may increase by a certain amount every year. In
this case, the seasonal is additive. Alternatively, during the month of December, the sales for a particular
product may increase by a certain percentage every
year. Thus, when the sales for the product are generally weak, then the absolute amount increase in sales
during December will be relatively weak (but the percentage will be constant). In this case the seasonal is
multiplicative.

Adjustment Procedures
One of the goals people often have in approaching
a seasonal time series is the estimation and removal
of the seasonal component St from the observable
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series Xt to produce a seasonally adjusted series.
A deseasonalized time series is left with a simpler
pattern to be studied. In general, there are three
different approaches for estimating St : regression,
moving averages, and explicit models.

Regression Methods
Regression methods provided the first model-based
approach to seasonal adjustment. The basic approach
consists of specifying functional forms for the trend
and seasonal components that depend linearly on
some parameters, estimating the parameters by least
squares, and subtracting the estimated seasonal component from the data.
The seasonal component can be represented as
St =

I


αi Ct,i ,

(1)

i=1

and the trend-cycle component can be represented as
T Ct =

I


βi Dt,i ,

(2)

where Ct,i can be a set of dummy variables or if the
seasonality pattern is assumed to display a certain
amount of continuity from one season to the next, it
can be modeled by trigonometric functions,


m

2πi
αi cos
t + θi .
St =
(3)
s
i=1
A simple and obvious modification of (3) is to make
αi depend upon t so that
I

i=1


αt,i


2πi
t + θi .
s

The Census X-11 Method
The Census X-11 software was developed in the
1954 by Julius Shiskin, and has been widely used in
government and industry. This seasonal adjustment
technique was followed by the Census Method II
in 1957 and 11 versions X-1, X-2, . . . X-11 of this
method.
The basic feature of the census procedure is that it
uses a sequence of moving average filters to decompose a series into a seasonal component, a trend
component, and a noise component. Moving averages, which are the basic tool of the X-11 seasonal
adjustment method are smoothing tools designed to
eliminate an undesirable component of the series.
A symmetric moving averages operator is of the
form
S(λ, m)Xt =

m


λ|j | Xt−j ,

(5)

j =−m

i=1

St =

and seasonal components. However, economic series
can rarely be expressible in terms of simple mathematical functions (see [1]).

(4)

Of course αt,i will need to change slowly with t.
In [15] model (3) is generalized by allowing the
coefficients of the trigonometric terms to follow firstorder autoregressive processes and thus allow seasonality to be stochastic rather than deterministic.
Major contributions to the development of regression methods of seasonal adjustment were proposed
in [13, 14, 16, 18, 19, 21, 22, 24, 26]. The regression
approach for seasonal adjustment was not used by
the US government agencies, since it requires explicit
specification of the mathematical forms of the trend

where m is a nonnegative integer, and λ|j | are the
weights for averaging X.
The Census method II is an extension and refinement of the simple adjustment method. The method
has become most popular and is used most widely in
government and business in the so-called X-11 variant of the Census method II. It is described in [25].
Although it includes procedures for including outliers and for making trading day adjustments, the
basic linear filter feature of the program is of the
form (5)
The X-11 variant of the Census II method contains
many adhoc features and refinements, which over the
years have proved to provide good estimates for many
real-world applications (see [4, 5, 27]). The main
criticism that can be made is that it is impossible
to know the statistical properties of the estimators
used by this procedure. In construct, many other timeseries modeling techniques are grounded in some
theoretical model of an underlying process. Yet the
relevance of modeling is not always clear. Another
difficulty in X-11 is that the use of moving averages,
poses problems at the series’ ends. For a series of
length T, S(λ, m)Xt cannot be computed according to
(5) for t = 1, . . . , m and t = T − m + 1, . . . , T . This
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problem is addressed by the X-11-ARIMA method,
which replaces the necessary initial and final unobserved values by their forecasts (see section ’X11-ARIMA and X-12-ARIMA’).

Model-based Approach
As an alternative to the Census X-11 method, modelbased methods were considered in [5, 6, 17, 23].
Their methods assume an additive model of the form
Xt = T C t + St + Yt , for some suitable transformation of the observed data where the component T C t ,
St and Yt are mutually independent.
We provide more details on the model-based
approach in [17]. They assume that the components
T C t , St , and Yt follow the Gaussian autoregressive integrated moving average model (ARIMA). In
practice, the components are unobservable. Thus, an
ARIMA model for Xt is firstly determined. It turns
out that under some restrictions, the components T C t ,
St , and Yt can be estimated uniquely.
ARIMA models, are the most general class of
models for a time series, which can be stationarized
by transformations such as differencing (see [3]). Xt
is said to be ARIMA(p, d, q) process if d is a
nonnegative integer and Yt := (1 − B)d Xt is a causal
autoregressive moving average (ARMA) process, of
order p, q. B is the backward shift operator defined
by
B k Xt = Xt−k

k = 0, 1, . . . .

(6)

Thus, Xt is an ARIMA model of order p, d, q if Xt ,
generated by an equation of the form
φ(B)(1 − B)d Xt = θ(B)t ,

(8)

and
θ(x) = 1 + θ1 x + · · · θq x q .

(1 + B + · · · B 11 )St12 = (1 + θ1 B + · · · θ11 B 11 )νt ,
(10)
where νt is a white noise process with variance σν2 ,
then in order to identify the unobservable components, it is required that σν2 is very small. However,
this implies that the seasonal fluctuations are set close
to constant, an assumption that does not always hold.

Multiplicative Seasonal ARIMA Models
Multiplicative Seasonal ARIMA models provide a
useful form for the representation of seasonal time
series. Such a model is developed in [2] and further
examined in [3] as follows. Seasonal models such as
monthly data might be related from year to year by a
model like (7) in which B is replaced by B 12 . Thus,
(B 12 )(1 − B 12 )D Xt =

(9)

It will generally be assumed that the roots of
φ(x) = 0 all lie outside the unit circle |x| = 1. Thus
Yt = (1 − B)d Xt is stationary and causal and hence
there is an equivalent MA(∞) process, that is, Yt is a
weighted sum of present and past values of a ‘white
noise’ process.

(B 12 )Ut ,

(11)

where

(7)

where t is a ‘white noise’ process (i.e. t is a
sequence of uncorrelated random variables, each with
zero mean and variance σ 2 ),
φ(x) = 1 − φ1 x − · · · φp x p ,

This choice of models can be justified by a famous
theorem due to Wold (see [29]). He proved that any
stationary process Yt can be uniquely represented
as the sum of two mutually uncorrelated processes
Yt = Dt + Et , where Dt is deterministic and Et is
an MA(∞).
One assumption in [17] is that the fitted model
must be decomposable into a sum of ARIMA models appropriate for modeling seasonal, trend, and
irregular components. Many ARIMA models have
parameter values for which no such decomposition
exists. Furthermore, if St follows a model such as,

(B 12 ) = 1 −

1B

12

− ···

PB

12P

(B 12 ) = 1 +

1B

12

+ ···

QB

12Q

and

In fact, Ut can be considered as a deseasonalized
series. In effect, this model is applied to 12 separate
time series – one for each month of the year whose
observations are separated by yearly intervals. If there
is a connection between successive months within
the year, then there should be a pattern of serial
correlation amongst the elements of the Ut s. They
can be related by a model like
φ(B)(1 − B)d Ut = θ(B)t ,

(12)
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where φ(x) and θ(x) are defined in (8) and (9).
Then on substituting (12) in (11), we obtain the
multiplicative seasonal model

A periodic autoregression of order p [PAR(p)] can
be written as
Xt = µ +

φ(B) (B 12 )(1 − B 12 )D (1 − B)d Xt
= θ(B) (B 12 )t .

i Xt−i

+ t ,

(14)

i=1

(13)

A model of this type has been described
in [3] as the general multiplicative seasonal model,
or ARIMA (P , D, Q) × (p, d, q) model. Seasonal
ARIMA models allow for randomness in the seasonal
pattern from one cycle to the next.

p


where µ and i are parameters that may vary across
the seasons.
The main criticism that can be made is that these
models are in conflict with Box and Jenkins’ important principle of ‘parsimonious parametrization’. Yet,
as mentioned in [11], it is important to at least consider such models in practical occasions.

X-11-ARIMA and X-12-ARIMA
The X-11-ARIMA (see [7, 8]) is an extended version
of the X-11 variant of the Census II method. The
X-11-ARIMA method allows two types of decomposition models that assume additive or multiplicative (i.e. logarithmically additive) relation among
the three components (trend-cycle, seasonal, and
noise). The basic stochastic model assumes a seasonal
ARIMA model of the form (13) for Xt .
The problem of the end points of the observations
(see section ’The Census X-11 Method’) in X-11
is addressed by the X-11-ARIMA method, which
basically consists of extending the original series,
at each end, with extrapolated values from seasonal
ARIMA models of the form (13) and then seasonally
adjusting the extended series with the X-11 filters.
Similar approaches using autoregressive models were
investigated in [12, 20].
The X-12-ARIMA (see [10]) contains significant
improvements over the X-11 ARIMA, though the
core seasonal adjustment operations remain essentially the same as X-11. The major contribution of
the X-12-ARIMA is in its additional flexibility.
While the X-11-ARIMA and X-12-ARIMA procedures use parametric models, they remain in essence,
very close to the initial X-11 method.

Periodic Models
Periodic models are discussed in [11] and its references. These models allow autoregressive or moving
average parameters to vary with the seasons of the
year. These models are useful for time series in which
the seasonal and the nonseasonal components are not
only correlated but also that this correlation varies
across the seasons.
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OSNAT STRAMER

Segerdahl, Carl–Otto
(1912–1972)
Carl-Otto Segerdahl was, after Filip Lundberg and
Harald Cramér, the leading pioneer of risk theory
in Sweden. In the early 1930s, he came to Cramér’s
small – but very successful – group of probabilists in
Stockholm.
In the thesis [1], Segerdahl studied first, the general theory of homogeneous random processes, nowadays usually called Lévy processes, and then applied
his results to risk theory. The thesis was a significant
step in the stringent mathematical development of
risk theory. In his thesis and in his research reported
in [2, 3], he extended the theory by taking interest
and reinsurance into account. In [4], he showed that
the time of ruin – provided it occurs – is normally
distributed.
Segerdahl almost always combined scientific work
with practical insurance and business work. In 1965,

he returned to the University of Stockholm as the
successor of Ulf Grenander and was appointed full
professor in 1971.
Segerdahl belonged to the editorial staff of the
Scandinavian Actuarial Journal, first as the Swedish coeditor and then as the editor in chief, from
1940 until his death.
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λp1 then for u ≥ 0,

Severity of Ruin

ψ(u) =
The severity of ruin, in connection with the time of
ruin, is an important issue in classical ruin theory.
Let N (t) denote the number of insurance claims
occurring in the time interval (0, t]. Usually, N (t) is
assumed to follow a Poisson distribution with mean
λt, and the claim number process {N (t): t ≥ 0}
is said to be a Poisson process with parameter λ.
Consider the surplus process of the insurer at time
t in the classical continuous (for discrete case, see
time of ruin) time risk model,
U (t) = u + ct − S(t),

t ≥ 0,

T = inf{t: U (t) < 0}

(2)

with T = ∞ if U (t) ≥ 0 for all t. The probability of
ruin is denoted by
ψ(u) = E[I (T < ∞)|U (0) = u]
= Pr(T < ∞|U (0) = u)

(3)

where I is the indicator function, that is, I (T <
∞) = 1 if T < ∞ and I (T < ∞) = 0 if T = ∞.
We assume c > λp1 to ensure that ψ(u) < 1; let
c = λp1 (1 + θ) where θ > 0 is called the relative
security loading. When ruin occurs because of a
claim, |U (T )| (or −U (T )) is called the severity of
ruin or the deficit at the time of ruin, U (T −) (the
left limit of U (t) at t = T ) is called the surplus
immediately before the time of ruin (see Figure 1(a)),
and [U (T −) + |U (T )|] is called the amount of the
claim causing ruin. It can be shown [1] that if c >

< ∞]

(4)

where R is the adjustment coefficient. In general,
an explicit evaluation of the denominator of (4) is
not possible. Instead, some numerical and estimating methods for ψ(u) were developed. However,
equation (4) can be used to derive the Lundberg
inequality for ruin probability; since the denominator in (4) exceeds 1, it follows that ψ(u) < e−Ru .
The classical risk model (1) was extended by Gerber [11] by adding an independent Wiener process or
Brownian motion to (1) so that
U (t) = u + ct − S(t) + σ W (t),

(1)

(a variation of surplus process U (t) is to consider
the time value under constant interest force [21, 30,
31]) where the nonnegative quantity u = U (0) is
the initial surplus, c is the constant rate per unit
time at which the premiums are received, S(t) =
X1 + X2 + · · · + XN(t) (with S(t) = 0 if N (t) = 0)
is the aggregate claims up to time t, and the individual claim sizes X1 , X2 , . . . , independent of N (t),
are positive, independent, and identically distributed
random variables with common distribution function
P (x) = Pr(X ≤ x) and mean p1 . In this case, the
continuous time aggregate claims process {S(t): t ≥
0} is said to follow a compound Poisson process
with parameter λ. The time of ruin is defined by

e−Ru
E[eR|U (T )| |T

t ≥ 0,

(5)

where σ  0 and {W (t): t ≥ 0} is a standard Wiener
process that is independent of the compound Poisson
process {S(t): t ≥ 0}. In this case, the definition of the
time of ruin becomes T = inf{t: U (t) ≤ 0} (T = ∞
if the set is empty) due to the oscillation character
of the added Wiener process; that is, there are two
types of ruins: one is ruin caused by a claim (T < ∞
and U (T ) < 0), the other is ruin due to oscillation
(T < ∞ and U (T ) = 0). The surplus immediately
before and at the time of ruin due to a claim are
similarly defined (see Figure 1(b)).
When ruin occurs because of a claim, let
f (x, y, t; D|u) (where D = σ 2 /2 ≥ 0) denote the
joint probability density function of U (T −), |U (T )|
and T. Define the discounted joint and marginal
probability density functions of U (T −) and |U (T )|
based on model (5) with δ ≥ 0 as follows:
 ∞
e−δt f (x, y, t; D|u) dt,
(6)
f (x, y; δ, D|u) =


0



0

∞

f1 (x; δ, D|u) =

f (x, y; δ, D|u) dy
∞

=



0

∞

e−δt f (x, y, t; D|u) dt dy,

0

(7)
and


∞

f2 (y; δ, D|u) =

f (x, y; δ, D|u) dx


0
∞

=
0



∞

e−δt f (x, y, t; D|u) dt dx.

0

(8)
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U(t )

U(t )
u
U(T−)
U(T−)

u
0

0

T
−U(T )

t

T

t

−U(T )

(a)

Figure 1

Without diffusion

(b)

With diffusion

The surplus immediately before and at the ruin (a) (without diffusion) (b) (with diffusion)

Let the discounted joint and marginal distribution
functions of U (T −) and |U (T )| be denoted by
F (x, y; δ, D|u), F1 (x; δ, D|u) and F2 (y; δ, D|u), respectively. There have been many papers discussing
the marginal and/or joint distributions of T, U (T −),
and |U (T )| [1, 4–9, 12, 14–17, 19, 20, 22, 26,
28–31]. Above all, F2 (y; δ, D|u) is the subject matter
of classical ruin theory; studying the distribution
of |U (T )| helps one understand the risk of ruin.
Note that the distribution function F2 (y; 0, 0|u) =
Pr(|U (T )| ≤ y, T < ∞|U (0) = u) is defective since
limy→∞ F2 (y; 0, 0|u) = ψ(u) < 1. It was proved that
F2 (y; 0, 0|u) satisfies the defective renewal equation
[12, 29]
F2 (y; 0, 0|u) =

λ
c
+


0

λ
c

u

F2 (y; 0, 0|u − x)P (x) dx



u+y

P (x) dx,

(9)

u

and can be expressed [17, 22] by
F2 (y; 0, 0|u) =

1+θ
[ψ(u) − ψ(u + y)]
θ
1
1
− P1 (y)ψ(u) +
θ
θp1
 y
×
ψ(u + y − x)P (x) dx

(10)

0

y
with F2 (y; 0, 0|0) = (λ/c) 0 P (x) dx and f2 (y; 0,
0|0) = (λ/c)P (y) [4, 12] where P (y) = 1 − P (y)
y
and P1 (y) = 0 P (x) dx/p1 . Furthermore, there is a

relationship between F1 (x; 0, 0|u) and F2 (y; 0, 0|u)
[4] as follows:


P 1 (x)
F1 (x; 0, 0|u) = F2 (x; 0, 0|u − x) − 1 +
θ
× [ψ(u − x) − ψ(u)],



0 < x ≤ u.
(11)

The corresponding relationship between F1 (x; δ,
D|u) and F2 (y; δ, D|u) can be found in [22]. The
quantity (λ/c)P (y) dy is the probability that the first
record low of {U (t)} caused by a claim is between
u − y and u − y − dy (that is, the probability that
the surplus (1) will ever fall below its initial surplus
level u, and will be between u − y and u − y − dy
when it happens for the first time) [1, 4, 12] (for
the case D > 0 and δ ≥ 0, see [13]). If u = 0, the
probability
that the surplus will
 ∞ever drop below 0
∞
is 0 f2 (y; 0, 0|0) dy = (λ/c) 0 P (y) dy = 1/(1 +
θ) < 1, which implies ψ(0) = 1/(1 + θ). Let L1
be a random variable denoting the amount by
which the surplus falls below the initial level for
the first time, given that this ever happens. Then
the probability density and distribution
function of
∞
L1 are fL1 (y) = f2 (y; 0, 0|0)/ 0 f2 (y; 0, 0|0) dy =
y
P (y)/p1 and FL1 (y) = 0 P (x) dx/p1 = P1 (y), respectively. If we define the maximal aggregate loss
[1, 10, 23] based on (1) by L = maxt≥0 {S(t) − ct},
then the fact that a compound Poisson process has
stationary and independent increments implies
L = L1 + L2 + · · · + LN

(12)

Severity of Ruin
(with L = 0 if N = 0) where L1 , L2 , . . . , are identical and independent distributed random variables
with common distribution function FL1 , and N is
the number of record highs and has a geometric
distribution with Pr(N = n) = [1 − ψ(0)][ψ(0)]n =
[θ/(1 + θ)][1/(1 + θ)]n , n = 0, 1, 2, . . . The probability of ruin can be expressed as a compound
geometric distribution,
ψ(u) = Pr(L > u)
=

∞


Pr(L > u|N = n)Pr(N = n)

n=1

=

∞

n=1

θ
1+θ



1
1+θ

n

FL∗n1 (u),

(13)

where FL∗n1 (u) = FL1 ∗ FL1 ∗ · · · ∗ FL1 (u) = Pr(L1 +

n

L2 + · · · + Ln > u).
When ruin occurs because of a claim, the expected
discount value (discounted from the time of ruin T to
time 0) of some penalty function [2, 3, 13, 15, 17, 18,
22, 24, 25, 27] is usually used in studying a variety
of interesting and important quantities. To see this,
let w(x, y) be a nonnegative function. Then
φw (u) = E[e−δT w(U (T −), |U (T )|)
× I (T < ∞, U (T ) < 0)|U (0) = u] (14)
is the expectation of the present value (at time 0) of
the penalty function at the time of ruin caused by a
claim (that is, the mean discounted penalty). Letting
the penalty function w(U (T −), |U (T )|) = |U (T )|n
yields the (discounted) nth moment of the severity of
ruin caused by a claim,
ψn (u, δ) = E[e

−δT

|U (T )|

n

× I (T < ∞, U (T ) < 0)|U (0) = u],

(15)

where δ ≥ 0. If we denote the joint moment of the
time of ruin T caused by a claim and the severity of
ruin to the nth power by
ψ1,n (u) = E[T |U (T )|n
× I (T < ∞, U (T ) < 0)|U (0) = u], (16)
n = 0, 1, 2, . . . , then ψ1,n (u) = (−1)[∂ψn (u, δ)/
∂δ]|δ=0 . Some results for ψn (u, δ) and ψ1,n (u) were
derived in [18, 25]. Moreover, by an appropriate

3

choice of the penalty function w(x, y), we can obtain
the (discounted) defective joint distribution function
of U (T −) and |U (T )|. To see this, for any fixed x
and y, let
1,
0,

w(x1 , x2 ) =

if x1 ≤ x, x2 ≤ y,
otherwise.

(17)

x y ∞
Then φw (u) in (14) becomes φw (u) = 0 0 0 e−δt
f (x1 , x2 , t; D|u) dt dx1 dx2 = F (x, y; δ, D|u) [17,
22]. The (discounted) defective joint probability density function of U (T −) and |U (T )| can be derived by
f (x, y; δ, D|u) = ∂ 2 F (x, y; δ, D|u)/∂x∂y. Studying
the (discounted) defective joint distribution function of U (T −) and |U (T )| [14, 15, 17, 20, 22,
30] helps one derive both the (discounted) defective marginal distribution functions of U (T −) and
|U (T )| by F2 (y; δ, D|u) = limx→∞ F (x, y; δ, D|u)
and F1 (x; δ, D|u) = limy→∞ F (x, y; δ, D|u). Then
the (discounted) defective probability density functions of |U (T )| and U (T −) are f2 (y; δ, D|u) =
∂F2 (y; δ, D|u)/∂y and f1 (x; δ, D|u) = ∂F1 (x; δ,
D|u)/∂x, respectively. Renewal equations and/or
explicit expressions for these functions can be found
in [4, 12, 14, 15, 17, 22]. We remark that each of
the expressions for the (discounted) probability distribution/density functions involves a compound geometric distribution (e.g. (10)), which has an explicit
analytical solution if P (x) is a mixture of Erlangs
(Gamma distribution G(α, β) with positive integer
parameter α) or a mixture of exponentials [8, 23].
It was shown [6, 9, 14, 15, 22] that the ratio
of the (discounted) joint probability density function
of U (T −) and |U (T )| to the (discounted) marginal
probability density function of U (T −),
f (x, y; δ, 0|u)
f (x, y; 0, 0|u)
f (x, y; δ, D|u)
=
=
f1 (x; δ, D|u)
f1 (x; δ, 0|u)
f1 (x; 0, 0|u)
=

p(x + y)
P (x)

,

(18)

is independent of u where x + y is the amount of the
claim causing ruin. Equation (18) can be obtained
directly by Bayes’ theorem: the (discounted) joint
probability density function of U (T −) and |U (T )|
at (x, y) divided by the (discounted) marginal probability density function of U (T −) at x is equal to
the (discounted) conditional probability density function of |U (T
)| at y, given that U (T −) = x, which is
∞
p(x + y)/ 0 p(x + y) dy = p(x + y)/P (x).
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The amount of claim causing ruin has a different
distribution than the amount of an arbitrary claim
(since it is large enough to cause ruin). Some
others have discussed its distribution in the classical
model [4, 5], so it is clearly of interest. To derive the
discounted probability density function of [U (T −) +
|U (T )|], let w(x, y) = x + y; then by
φw (u) in
∞ ∞  ∞ −δt
e (x +
(14) turns out to be φw (u) =
0
0
0
∞
y)f (x, y, t; D|u) dt dx dy = 0 zfZ (z; δ, D|u) dz,
the expectation of the amount of the claim causing
ruin, where by (18)
 z
f (x, z − x; δ, D|u) dx
fZ (z; δ, D|u) =
0



z

= p(z)

f1 (x; δ, D|u)

[5]

[6]

[7]

[8]

[9]

(19)

[10]

is the discounted defective probability density function of the amount of the claim causing ruin. Equation
(19) provides an alternative formula for fZ (z; δ, D|u)
once explicit expression for f (x, y; δ, D|u) or
f1 (x; δ, D|u) is available. The expressions for
FZ (z; δ, D|u) (the discounted defective distribution
functions of the amount of the claim causing ruin)
can be obtained from (19) as follows:
 z
 y
f1 (x; δ, D|u)
dx dy
p(y)
FZ (z; δ, D|u) =
P (x)
0
0

[11]

0

P (x)

= F1 (z; δ, D|u) − P (z)
 z
f1 (x; δ, D|u)
dx
×
P (x)
0

dx

(20)
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Shot-noise Processes

Asymptotic Behavior
For each t > 0 we define the rescaled process

Introduction
Building reserves for incurred but not fully reported (IBNFR) claims is an important issue in the
financial statement of an insurance company. The
problem in claims reserving is to estimate the cost of
claims – known or unknown to date – to be paid by
the company in the future, see [9]. Furthermore, this
issue can play a role in pricing insurance derivatives
as for example, the CAT-future. The payoff of such
contracts depends on aggregated insurance losses
reported by some insurance companies. Actually, not
all occurred claims are known immediately and not
even at the end of the reporting period. These effects
were analyzed in [2].
Shot noise processes are natural models for such
phenomena. The total claim amount process is modeled by
S(t) =

N(t)


Xi (t − Ti ),

t ≥ 0.

(1)

i=1

Here Xi = (Xi (t))t∈+ , i ∈ , are i.i.d. increasing
stochastic processes, independent of the homogeneous Poisson process N with rate α > 0 and points
0 < T1 < T2 < · · · . The process Xi (t − Ti ) describes
the payoff procedure of the ith individual claim that
occurs at time Ti . The limit limt→∞ Xi (t) = Xi (∞)
exists (possibly infinite) and is the total payoff caused
by the ith claim. The model is a natural extension of
the classical compound Poisson model. The mean
value and variance functions of (S(t))t≥0 are given
by Campbell’s theorem
 t
EX(u) du, t ≥ 0, (2)
ES(t) = µ(t) = α


x ∈ [0, ∞).

(4)

We want to investigate the asymptotics of the process
S. (t) when t tends to infinity. From an insurance
point of view, such limit theorems are interesting,
for example, to estimate the ruin probability.
First suppose that
X1 (∞) < ∞,

P -a.s.

(5)

with EX12 (∞) ∈ (0, ∞).
The basic idea is to approximate the process
N(t)
Xi (t − Ti ) by the compound Poisson proi=1 
N(t)
cess
i=1 Xi (∞). If Xi (u) converges to Xi (∞)
sufficiently fast, then Klüppelberg and Mikosch [6]
obtained that S. (t) converges (in a functional sense)
weakly to a standard Brownian motion. The assumptions are, for example, satisfied if there exists a t0 ∈
+ with Xi (t0 ) = Xi (∞), P-a.s. For the exact conditions, we refer to [6]. Without these assumptions
one still obtains convergence of the finite-dimensional
distributions to Brownian motion, cf. Proposition
2.3.1 in [8]. So, information with finite expansion
cannot produce dependency in the limit process.
If Xi (∞) = ∞ things are different. Under some
regularity assumptions Klüppelberg and Mikosch [6]
obtained convergence to Gaussian processes possessing long-range dependence. On the other hand,
claims are often heavy-tailed, even without second
and sometimes even without first moment. Hence,
infinite variance stable limits are relevant. They were
studied in [7].

Ruin Theory

0

VarS(t) = σ (t) = α

S(xt) − µ(xt)
,
σ (t)

Sx (t) =

t
2

EX (u) du,

t ≥ 0, (3)

0

(cf. [6]).
Remark 1 Alternatively, Dassios and Jang [3] suggested shot noise processes to model the intensity of
natural disasters (e.g. flood, windstorm, hail, and
earthquake). The number of claims then depends on
this intensity. Thus, they obtain a double stochastic
or Cox process.

Consider the risk process R(t) = u + P (t) − S(t),
t ≥ 0, where u > 0 is the initial capital, and P (t)
the premium income of the insurance company up to
time t.
Define the ruin probability in finite time as a
function of the initial capital and the time horizon
T, that is,


(6)
ψ(u, T ) = P
inf R(t) < 0 .
0≤t≤T

2
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As inf0≤t≤T (u + P (t) − s(t)) is continuous in the
function s (with respect to the Skorohod topology),
one can use the results from the section ‘Asymptotic
Behavior’ to state some asymptotics for the ruin probability. Klüppelberg and Mikosch [5] did this under
different premium calculation principles (leading to
different functions P (t)).
Brémaud [1] studied the ruin probability in infinite
time assuming the existence of exponential moments
of the shots.

Financial Applications
As pointed out by Stute [10], the shot noise model
is also appropriate to model asset prices. Each shot
can be interpreted as an information entering the
financial market at a Poisson time Ti , and Xi (t − Ti )
models its influence on the asset price – possibly
related with its spread among the market participants.
Consider a modification of (1) possessing stationary
increments,

S(t) =

N(t)


Xi (t − Ti )

i=1

+

−∞


[Xi (t − Ti ) − Xi (−Ti )], t ≥ 0.

(7)

i=−1

Here we have a two-sided homogeneous Poisson
process N with rate α > 0 and points · · · < T−2 <
T−1 < T1 < T2 < · · · .
Under suitable conditions, 
S converges (after some
rescaling) weakly to a fractional Brownian motion
(FBM). This leads to an economic interpretation
of the observed long-range dependence in certain
financial data. Whereas FBM allows for arbitrage,

the approximating shot noise processes themselves
can be chosen arbitrage-free, see [4].
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[8] Kühn, C. (2002). Shocks and Choices – an Analysis
of Incomplete Market Models, Ph.D. thesis, Munich
University of Technology, Munich.
[9] Severin, M. (2002). Modelling Delay in Claim Settlement: Estimation and Prediction of IBNR Claims, Ph.D.
thesis, Munich University of Technology, Munich.
[10] Stute, W. (2000). Jump diffusion processes with shot
noise effects and their applications to finance, Preprint
University of Gießen.

(See also Stationary Processes)
CHRISTOPH KÜHN

Simulation of Risk
Processes
Introduction
The simulation of risk processes is a standard procedure for insurance companies. The generation of
aggregate claims is vital for the calculation of the
amount of loss that may occur. Simulation of risk
processes also appears naturally in rating triggered
step-up bonds, where the interest rate is bound to
random changes of the companies’ ratings.
Claims of random size {Xi } arrive at random times
Ti . The number of claims up to time t is described by
the stochastic process {Nt }. The risk process {Rt }t≥0
of an insurance company can be therefore represented
in the form
Rt = u + c(t) −

Nt


Xi .

(1)

i=1

This standard model for insurance risk [9, 10] involves the following:
•
•
•
•

the claim arrival point process {Nt }t≥0 ,
an independent claim sequence {Xk }∞
k=1 of positive i.i.d. random variables with common mean µ,
the nonnegative constant u representing the initial
capital of the company,
the premium function c(t).

The company sells insurance policies and receives
a premium according to c(t). Claims up to time
t
are represented by the aggregate claim process
t
{ N
i=1 Xi }. The claim severities are described by the
random sequence {Xk }.
The simulation of the risk process or the aggregate claim process reduces therefore to modeling the
point process {Nt } and the claim size sequence {Xk }.
Both processes are assumed independent; hence, can
be simulated independently of each other. The modeling and computer generation of claim severities is
covered in [14] and [12].
Sometimes a generalization of the risk process
is considered, which admits gain in capital due to
interest earned. Although risk processes with compounding assets have received some attention in the
literature (see e.g. [7, 16]), we will not deal with them

because generalization of the simulation schemes is
straightforward.
The focus of this chapter is therefore on the efficient simulation of the claim arrival point process
{Nt }. Typically, it is simulated via the arrival times
{Ti }, that is, moments when the i th claim occurs,
or the interarrival times (or waiting times) Wi =
Ti − Ti−1 , that is, the time periods between successive claims. The prominent scenarios for {Nt }, are
given by the following:
•
•
•
•
•

the homogeneous Poisson process,
the nonhomogeneous Poisson process,
the mixed Poisson process,
the Cox process (or doubly stochastic Poisson
process), and
the renewal process.

In the section ‘Claim Arrival Process’, we present
simulation algorithms of these five models. In the
section ‘Simulation of Risk Processes’, we illustrate
the application of selected scenarios for modeling
the risk process. The analysis is conducted for the
PCS (Property Claim Services [15]) dataset covering
losses resulting from catastrophic events in the United
States that occurred between 1990 and 1999.

Claim Arrival Process
Homogeneous Poisson Process
A continuous-time stochastic process {Nt : t ≥ 0} is
a (homogeneous) Poisson process with intensity (or
rate) λ > 0 if (i) {Nt } is a point process, and (ii) the
times between events are independent and identically
distributed with an exponential(λ) distribution, that
is, exponential with mean 1/λ. Therefore, successive
arrival times T1 , T2 , . . . , Tn of the Poisson process
can be generated by the following algorithm:
Step 1: set T0 = 0
Step 2: for i = 1, 2, . . . , n do
Step 2a: generate an exponential random
variable E with intensity λ
Step 2b: set Ti = Ti−1 + E
To generate an exponential random variable E
with intensity λ, we can use the inverse transform
method, which reduces to taking a random number
U distributed uniformly on (0, 1) and setting E =
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F −1 (U ), where F −1 (x) = (− log(1 − x))/λ is the
inverse of the exponential cumulative distribution
function. In fact, we can just as well set E =
(− log U )/λ since 1 − U has the same distribution
as U.
Since for the homogeneous Poisson process the
expected value ƐNt = λt, it is natural to define the
premium function in this case as c(t) = ct, where
c = (1 + θ)µλ, µ = ƐXk and θ > 0 is the relative
safety loading that ‘guarantees’ survival of the insurance company. With such a choice of the risk function, we obtain the classical form of the risk process [9, 10].

Nonhomogeneous Poisson Process
One can think of various generalizations of the homogeneous Poisson process in order to obtain a more
reasonable description of reality. Note that the choice
of such a process implies that the size of the portfolio cannot increase or decrease. In addition, there
are situations, like in automobile insurance, where
claim occurrence epochs are likely to depend on the
time of the year or of the week [10]. For modeling such phenomena the nonhomogeneous Poisson
process (NHPP) suits much better than the homogeneous one. The NHPP can be thought of as a Poisson
process with a variable intensity defined by the deterministic intensity (rate) function λ(t). Note that the
increments of an NHPP do not have to be stationary.
In the special case when λ(t) takes the constant value
λ, the NHPP reduces to the homogeneous Poisson
process with intensity λ.
The simulation of the process in the nonhomogeneous case is slightly more complicated than in
the homogeneous one. The first approach is based
on the observation [10] that for an NHPP with rate
function λ(t) the increment Nt − Ns , 0 < s < t, is
distributed
 t as a Poisson random variable with intensity λ̃ = s λ(u) du. Hence, the cumulative distribution function Fs of the waiting time Ws is given by
Fs (t) = P (Ws ≤ t) = 1 − P (Ws > t)
= 1 − P (Ns+t − Ns = 0) =
  s+t

= 1 − exp −
λ(u) du
s


  t
λ(s + v) dv .
= 1 − exp −
0

(2)

If the function λ(t) is such that we can find a formula
for the inverse Fs−1 , then for each s we can generate a
random quantity X with the distribution Fs by using
the inverse transform method. The algorithm, often
called the ‘integration method’, can be summarized
as follows:
Step 1: set T0 = 0
Step 2: for i = 1, 2, . . . , n do
Step 2a: generate a random variable U
distributed uniformly on (0, 1)
Step 2b: set Ti = Ti−1 + Fs−1 (U )
The second approach, known as the thinning or
‘rejection method’, is based on the following observation [3, 14]. Suppose that there exists a constant
λ such that λ(t) ≤ λ for all t. Let T1∗ , T2∗ , T3∗ , . . . be
the successive arrival times of a homogeneous Poisson process with intensity λ. If we accept the i th
arrival time with probability λ(Ti∗ )/λ, independently
of all other arrivals, then the sequence T1 , T2 , . . . of
the accepted arrival times (in ascending order) forms
a sequence of the arrival times of a nonhomogeneous
Poisson process with rate function λ(t). The resulting
algorithm reads as follows:
Step 1: set T0 = 0 and T ∗ = 0
Step 2: for i = 1, 2, . . . , n do
Step 2a: generate an exponential random
variable E with intensity λ
Step 2b: set T ∗ = T ∗ + E
Step 2c: generate a random variable U
distributed uniformly on (0, 1)
Step 2d: if U > λ(T ∗ )/λ, then return to
step 2a (→ reject the arrival
time), else set Ti = T ∗ (→ accept the arrival time)
As mentioned in the previous section, the interarrival times of a homogeneous Poisson process have
an exponential distribution. Therefore, steps 2a–2b
generate the next arrival time of a homogeneous Poisson process with intensity λ. Steps 2c–2d amount to
rejecting (hence the name of the method) or accepting a particular arrival as part of the thinned process
(hence the alternative name).
We finally note that since in the nonhomoget
neous case the expected value ƐNt = 0 λ(s) ds, it
is naturalto define the premium function as c(t) =
t
(1 + θ)µ 0 λ(s) ds.
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Mixed Poisson Process
The very high volatility of risk processes, for example, expressed in terms of the index of dispersion
Var(Nt )/Ɛ(Nt ) being greater than 1 – a value obtained for the homogeneous and the nonhomogeneous
cases, led to the introduction of the mixed Poisson
process [2, 13]. In many situations, the portfolio of
an insurance company is diversified in the sense that
the risks associated with different groups of policy
holders are significantly different. For example, in
motor insurance, we might want to make a difference
between male and female drivers or between drivers
of different ages. We would then assume that the
claims come from a heterogeneous group of clients,
each one of them generating claims according to a
Poisson distribution with the intensity varying from
one group to another.
In the mixed Poisson process, the distribution of
{Nt } is given by a mixture of Poisson processes.
This means that, conditioning on an extrinsic random
variable  (called a structure variable), the process
{Nt } behaves like a homogeneous Poisson process.
The process can be generated in the following way:
first a realization of a nonnegative random variable
 is generated and, conditioned upon its realization,
{Nt } as a homogeneous Poisson process with that
realization as its intensity is constructed. Making the
algorithm more formal we can write:
Step 1:

generate a realization λ of the random intensity 
Step 2: set T0 = 0
Step 3: for i = 1, 2, . . . , n do
Step 3a: generate an exponential random
variable E with intensity λ
Step 3b: set Ti = Ti−1 + E

Since for each t the claim numbers {Nt } up to time
t are Poisson with intensity t, in the mixed case,
it is reasonable to consider the premium function of
the form c(t) = (1 + θ)µt.

Cox Process
The Cox process, or doubly stochastic Poisson process, provides flexibility by letting the intensity not
only depend on time but also by allowing it to be
a stochastic process. Cox processes seem to form a
natural class for modeling risk and size fluctuations.
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Therefore, the doubly stochastic Poisson process can
be viewed as a two-step randomization procedure. An
intensity process {(t)} is used to generate another
process {Nt } by acting as its intensity; that is, {Nt }
is a Poisson process conditional on {(t)}, which
itself is a stochastic process. If {(t)} is deterministic, then {Nt } is a nonhomogeneous Poisson process.
If (t) =  for some positive random variable ,
then {Nt } is a mixed Poisson process.
This definition suggests that the Cox process can
be generated in the following way: first a realization
of a nonnegative stochastic process {(t)} is generated and, conditioned upon its realization, {Nt } as
a nonhomogeneous Poisson process with that realization as its intensity is constructed. Making the
algorithm more formal we can write:
Step 1: generate a realization λ(t) of the intensity
process {(t)} for a sufficiently large time
period
Step 2: set λ = max {λ(t)}
Step 3: set T0 = 0 and T ∗ = 0
Step 4: for i = 1, 2, . . . , n do
Step 4a: generate an exponential random
variable E with intensity λ
Step 4b: set T ∗ = T ∗ + E
Step 4c: generate a random variable U
distributed uniformly on (0, 1)
Step 4d: if U > λ(T ∗ )/λ then return to
step 4a (→ reject the arrival
time) else set Ti = T ∗ (→ accept
the arrival time)
In the doubly stochastic case, the premium function is a generalization of the former functions, in line
with the generalization of the claim arrival
 t process.
Hence, it takes the form c(t) = (1 + θ)µ 0 (s) ds.

Renewal Process
Generalizing the point process we come to the
position where we can make a variety of distributional assumptions on the sequence of waiting
times {W1 , W2 , . . .}. In some particular cases, it
might be useful to assume that the sequence is
generated by a renewal process of claim arrival
epochs, that is, the random variables Wi are i.i.d.
and nonnegative. Note that the homogeneous Poisson process is a renewal process with exponentially distributed interarrival times. This observation lets us write the following algorithm for the
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generation of the arrival times for a renewal process:
Step 1:
Step 2:

set T0 = 0
for i = 1, 2, . . . , n do
Step 2a: generate a random variable X
with an assumed distribution
function F
Step 2b: set Ti = Ti−1 + X

Simulation of Risk Processes
In this section, we will illustrate some of the models
described earlier. We will conduct the analysis on
the PCS [15] dataset covering losses resulting from
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An important point in the previous generalizations
of the Poisson process was the possibility to compensate risk and size fluctuations by the premiums. Thus,
the premium rate had to be constantly adapted to the

development of the total claims. For renewal claim
arrival processes, a constant premium rate allows for
a constant safety loading [8]. Let {Nt } be a renewal
process and assume that W1 has finite mean 1/λ. Then
the premium function is defined in a natural way as
c(t) = (1 + θ)µλt, like in the homogeneous Poisson
process case.
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Figure 1 Simulation results for a homogeneous Poisson process with log-normal claim sizes (a), a nonhomogeneous
Poisson process with log-normal claim sizes (b), a nonhomogeneous Poisson process with Pareto claim sizes (c), and a
renewal process with Pareto claim sizes and log-normal waiting times (d). Figures were created with the Insurance library
of XploRe [17]
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catastrophic events in the United States of America that occurred between 1990 and 1999. The data
includes market’s loss amounts in USD adjusted for
inflation. Only natural perils, which caused damages exceeding five million dollars, were taken into
consideration. Two largest losses in this period were
caused by hurricane Andrew (August 24, 1992) and
the Northridge earthquake (January 17, 1994).
The claim arrival process was analyzed by Burnecki et al. [6]. They fitted exponential, log-normal,
Pareto, Burr and gamma distributions to the waiting time data and tested the fit with the χ 2 , Kolmogorov–Smirnov, Cramer–von Mises and Anderson–Darling test statistics; see [1, 5]. The χ 2 test
favored the exponential distribution with λw = 30.97,
justifying application of the homogeneous Poisson
process. However, other tests suggested that the distribution is rather log-normal with µw = −3.88 and
σw = 0.86 leading to a renewal process. Since none
of the analyzed distributions was a unanimous winner, Burnecki et al. [6] suggested to fit the rate function λ(t) = 35.32 + 2.32(2π) sin[2π(t − 0.20)] and
treat the claim arrival process as a nonhomogeneous
Poisson process.
The claim severity distribution was studied by
Burnecki and Kukla [4]. They fitted log-normal,
Pareto, Burr and gamma distributions and tested the
fit with various nonparametric tests. The log-normal
distribution with µs = 18.44 and σs = 1.13 passed
all tests and yielded the smallest errors. The Pareto
distribution with αs = 2.39 and λs = 3.03 108 came
in second.
The simulation results are presented in Figure 1.
We consider a hypothetical scenario where the insurance company insures losses resulting from catastrophic events in the United States. The company’s
initial capital is assumed to be u = USD 100 billion and the relative safety loading used is θ = 0.5.
We choose four models of the risk process whose
application is most justified by the statistical results
described above: a homogeneous Poisson process
with log-normal claim sizes, a nonhomogeneous Poisson process with log-normal claim sizes, a nonhomogeneous Poisson process with Pareto claim sizes, and
a renewal process with Pareto claim sizes and lognormal waiting times. It is important to note that the
choice of the model has influence on both – the ruin
probability and the reinsurance of the company.
In all subplots of Figure 1, the thick solid line is
the ‘real’ risk process, that is, a trajectory constructed
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from the historical arrival times and values of the
losses. The thin solid line is a sample trajectory. The
dotted lines are the sample 0.001, 0.01, 0.05, 0.25,
0.50, 0.75, 0.95, 0.99, 0.999-quantile lines based on
50 000 trajectories of the risk process. Recall that the
function x̂p (t) is called a sample p-quantile line if for
each t ∈ [t0 , T ], x̂p (t) is the sample p-quantile, that
is, if it satisfies Fn (xp −) ≤ p ≤ Fn (xp ), where Fn is
the empirical distribution function. Quantile lines
are a very helpful tool in the analysis of stochastic
processes. For example, they can provide a simple
justification of the stationarity (or the lack of it) of
a process; see [11]. In Figure 1, they visualize the
evolution of the density of the risk process. Clearly,
if claim severities are Pareto distributed then extreme
events are more probable than in the log-normal
case, for which the historical trajectory falls even
outside the 0.001-quantile line. This suggests that
Pareto-distributed claim sizes are more adequate for
modeling the ‘real’ risk process.
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Solvency
Solvency indicates the insurer’s financial strength,
that is, the ability to fulfill commitments.
In evaluating the strength of solvency, a key concept is solvency margin. It is the amount by which
the assets exceed the liabilities (see the entry ‘solvency margin’ below). Its amount will be denoted by
U. In many contexts, it is necessary to distinguish
between the concepts, the actual and required solvency margins. The former means its real value as
defined above and the latter, the minimum amount
required by the regulator or set by the insurer itself
as explained below.
For non-life insurance, a much-used indicator is
the solvency ratio
u=

U
,
P

(1)

where P is the premium income (see [11–13]). One
way to describe the strength of solvency is to evaluate – by using the techniques of risk theory [1] – the
so-called ruin probability T (U ). It is the probability that the insurer, having an initial solvency margin
U, will become insolvent during a chosen test period
(0, T ); a small T (U ) indicates adequate solvency. An
earlier common practice was to operate the asymptotic value received permitting U to increase towards
infinity. An important result of the classical risk theory is the Cramér–Lundberg estimate
T (U ) ∼ Ce−RU

(2)

where C and R are constants, depending on the portfolio to be investigated. R is often called the adjustment coefficient. This elegant formula is, however,
based on rather simplified assumptions and it gives
a value less than one only by allowing the solvency margin to grow unlimitedly towards infinity.
Hence, it is not suitable for practical applications ([1],
p. 362).
The insolvency of an insurer could be fatal to the
claimants and policyholders who have open claims.
If a family’s house is burned and the claimed compensation was not received owing to the insolvency
of the insurer, it might be a catastrophe to the family. Hence, in all of the developed countries the
insurance business is specially regulated and supervised in order to prevent insolvencies or at least to

minimize their fatal consequences to the policyholders and claimants. Therefore, a minimum limit Umin
is prescribed for the solvency margin. If the solvency margin is sliding below it, the insurer should
be wound up, unless the financial state is rapidly
restored. Umin is also called the winding-up (or breakup) barrier or required solvency margin and it should
(at least in theory) be so high that enough time
is still left for remediable actions before eventually falling into a state of ruin. That might require
setting up the warning period T at at least two
years (often, however, it is assumed to be only one
year [9]).
There are a number of varying formulae for the
minimum marginal Umin . A recent tendency has been
to find rules that take into account the actual risks
jeopardizing the company, so helping to construct the
so-called risk-based capitals. For instance, the US
formula provides special terms for different kinds of
assets and liabilities as well as for the premium risk
([1] p. 406).
A rather common view is that U should in non-life
insurance be at least 50%. However, if the portfolio is
vulnerable to business cycles of several years’ length
or to systematic trends, the accumulated losses during
an adverse period may exceed this limit. Therefore,
during the high phase of the cycle, the solvency ratio
should be raised higher to be sure of its sufficiency
to guarantee the survival over low times, when ever
such a one might occur.
It is, self-evidently, crucially important for the
management of any insurance company to maintain
sufficient solvency. A solvent financial state allows
enlarged latitude for risk taking in new business,
in the choice of assets, in assessing net retention
limits, and so on. All these may enhance the longterm profitability. Among other managerial skills, an
adequate accounting system is necessary to reveal
the actual state of solvency and its future prospects.
Too often this is omitted leading to a situation, that
an adverse development is noticed too late, as it
is seen, for example, in the famous report ‘Failed
Promises’ [3], which deals with bankruptcies in the
United States.
It is advisable for the company’s management to
set a target zone and to control the fluctuation of
the business outcomes to remain inside that zone.
The lower limit of the target zone should be safely
over the winding-up barrier. A particular fluctuation
reserve (often also called equalization reserve) is a
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helpful tool for the control of business outcomes (see
the entry fluctuation reserve). A common way out
from a precarious situation is, if other means are no
longer available, to find another insurance company
to which the portfolio can be merged with all its assets
and liabilities.
The risks involved with the real life activities are
so numerous and varying that they cannot well be
taken into account even by the most sophisticated
formulae for Umin . Therefore, in some countries, the
solvency control is supplemented by requiring individual analyses and reports made by an appointed
actuary. Similarly, the supervising authors may use
an early warning procedure, which provides a conception of the movements of solvency ratios of each
company and helps to find, in time, the cases where
the development is turning precarious.
Earlier, the actuarial solvency considerations were
limited only to the risks inherent from the fluctuation of the claim amounts. The risks involved with
assets were handled separately, for instance, by using
margins between the market values and book values
as a buffer. In some countries, the concept solvency
margin and so on are enlarged to cover the asset
risks as well. Then the variable P in (1) is to be
replaced by the sum of premiums and investment
income. Asset risks consist of failures and movements
of the values of the assets items. For instance, the
stock exchange values may temporarily fall considerably [10].
The solvency of life insurance can be analyzed
similarly as described above. However, the long-term
commitments require special attention, in particular, due to the fact that the premiums of the current treaties can no longer be amended. The safety
of assets has an increased weight. Therefore, the
ratio U /V is often used as an alternative indicator
besides (1), where V is the amount of the technical
reserves. Furthermore, the strategies that are applied
for bonuses have a crucial effect; they should not
be so high that the safety reserves may become too
narrow ([1] Chapter 15). Therefore, the solvency test
carried out by an appointed actuary is nearly indispensable for life business.
Because the safety regulation can never provide a
full guarantee, an ultimate link in the security chain
may be a joint guarantee for all insurance or at least
for some classes of the business. The claims of insolvent insurers are settled from a compensation fund,
which is financed by levying all the insurers in the

market. Claimants and policyholders are protected,
not the insurers.
This joint guarantee has been criticized for being
unfair to ‘sound insurers’ who have to pay their competitor’s losses, which might have arisen from underrated premiums or other unsound business behavior.
Therefore, the guarantee in some countries may be
limited to, for example, 90% of the actual amount,
assuming that it prevents policyholders from speculating on the benefit from undervalued premium rates
possibly available in the market.
The detailed constructions of the solvency protection vary greatly from country to country. General views can be found in referred publications [1,
4, 9]. Special information on particular countries
are available from [3, 8] for the United States, [5,
6] for the United Kingdom, and [4, 7] for the
Netherlands.

Solvency Margin
Solvency margin (denoted by U ) is a central working tool in solvency considerations. It consists of
the items in balance sheets that are available to
cover losses in business outcomes, in practice, as
follows:
•
•
•
•

capital and reserves (company’s booked own capital, shareholders’ fund);
margins between the market values of assets and
their book values;
margins between the book values and the best
estimates of the liabilities; and
fluctuation reserve (called also equalization
reserve), if applied.

The second and the third items above are often called
‘hidden reserves’. In North America, the solvency
margin is called surplus.
The solvency margin has a commonly comparable meaning only if the rules of asset and liability
valuations are adequate and fairly similar for all
insurers. Unfortunately, this might not be the case
in all countries; even negative hidden reserves have
been revealed.
As explained in the entry ‘solvency’, the concepts,
actual, required, and target values for U are defined
for various purposes and its ratio to the premiums or
to the turn-over volume (solvency ratio) is a measure
for the solvency of the insurer.

Solvency

References
[1]
[2]

[3]

[4]
[5]

[6]

[7]
[8]
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Pentikäinen, T. & Rantala, J. (1982). Solvency of Insurers and Equalization Reserve, Insurance Publishing
Company Ltd, Helsinki.
Dingell, J.D. (1990). Failed promises: Insurance company insolvencies. Report of the subcommittee on oversight and investigations of the Committee on Energy and
Commerce, US House of Representatives.
De Wit, G. & Kastelijn, W. (1980). The solvency margin
in non-life companies, Astin Bulletin 11, 136–144.
Forfar, D.O., Milne, R.J.H., Muirhead, J.R., Paul, D.R.L.,
Robertson, A.J., Robertson, C.M., Scott, H.J.A. &
Spence, H.G. (1987). Bonus rates, valuation and solvency during the transition between higher and lower
investment returns, Transactions of the Faculty of Actuaries 40, 490–585.
Hardy, M. (1991). Aspects on assessment of life office
solvency, in Papers of Conference on Insurance Finance
and Solvency, Rotterdam.
Kastelijn, W.M. & Remmerswaal, J.C.M. (1986). Solvency, Surveys of Nationale-Nederlanden.
Kaufman, A.M. & Liebers, E.C. (1992). NAIC Riskbased Capital Efforts in 1990–91, Insurance Financial
Solvency, Vol. 1, Casualty Actuarial Society, 123–178.

[9]

[10]

[11]
[12]
[13]

3
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Stability
Stability analysis investigates how sensitive the output of a model is with respect to the input (or governing) parameters. The model under consideration is
stable if small (or maybe even large) deviations of the
input parameter lead to small deviations of the output
characteristic. Thus, in most cases, stability can be
regarded as a continuity property of the output with
respect to the model parameters. For example, in a
compound Poisson risk process, the input could be
the triplet (c, λ, F ) of the premium rate c, the Poisson rate λ and the claim size distribution F, and the
output of the ruin probability function (ψ(u))u≥0
(u is the initial reserve).
Stability questions arise very naturally in applied
models. One reason is that in practical applications,
we rarely know the exact values of the input parameters. Second, even if the input parameters were
known, it is often convenient to use various approximations in order to go through the numerical calculations. Moreover, by nature, any model serves only as
an approximation to the real situation. Thus, stability
of the model implies its applicability in practice. In
particular, stability analysis is needed in situations
when the output of the model cannot be found explicitly in terms of the input parameters. In such
cases, it has to be investigated using indirect methods
that do not rely upon the explicit solution.
Stability problems originate from the theory of differential equations and go back to Lyapunov. Since
then, stability has become an important issue in
applied fields like automatic control, system theory,
queueing, and so on. It has been investigated in
the context of stochastic processes and their applications: stationary distributions of Markov chains
(MC), finite-time and uniform-in-time stability of
regenerative processes, waiting times in queueing
theory, reliability, storage theory, and so on. The
general stability problem for stochastic models was
proposed by Zolotarev, see [9] and references therein.
Its basic statements with a view towards actuarial risk
theory were reproduced in [4, 5].

Stability Definition
Let us consider a model as a mapping
F : (, µ) −−−→ (, ν)

from the space (, µ) of input or governing parameter a ∈  to the space (, ν) of output parameters b ∈ . We have assumed that both spaces are
equipped with metrics µ and ν respectively. This
assumption is needed in order to obtain explicit stability bounds.
Definition 1 The model is called stable at point
a ∈  if for any sequence {an } ⊂  converging to a
the corresponding sequence of output characteristics
F (an ) converges to F (a), that is,
µ(a, an ) → 0 ⇒ ν(F (a), F (an )) → 0.
Assume that the model restrictions allow that the
input a belongs only to the ∗ ⊆  of admissible
parameters. The model governed by a parameter
a ∈ ∗ is called nondisturbed or original. All other
parameters a ∈ ∗ represent disturbed models.
Stability analysis aims at obtaining the following
bounds.
Definition 2 If there exists a function f, continuous
at 0 with f (0) = 0, such that
ν(F (a), F (a )) ≤ f (µ(a, a )),

a, a ∈ ∗ ,
(1)

then the inequality (1) is called a stability bound for
the model F.
Often the function f in the definition above
depends on some characteristics of the parameters a
and a . If the function f does not depend on parameter a and a , then (1) provides a uniform stability
bound.
The choice of metrics µ and ν is crucial for the
successful stability analysis and represents part of
the problem. Particularly important is the choice of
metric ν as it defines ‘closeness’ of the outputs. The
metric ν is typically dictated by practical reasons and
has to meet certain conditions (e.g. weighted metric,
etc.). The metric µ on another hand is mainly dictated
by the techniques involved in obtaining the desired
stability bounds. For the best result, one should seek
for the topologically weaker metric µ. However, to
find the topologically weakest µ might be a very
difficult task.
Example 1. Markov chains. Consider an irreducible positive recurrent and aperiodic Markov
chain X = {Xn }n≥0 in the state space {1, 2, . . . , m}.
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Let the input parameter a be the transition probability matrix P = (pij )i,j =1,...,m . The space ∗ consists of all such transition matrices. We equip ∗ with
the metric
µ(P , P ) = max

i=1,...,m

m


|pij − pij |,

(2)

j =1

where P = (pij )i,j =1,...,m ∈ ∗ .
We consider the stationary probability distribution
π = {π1 , . . . , πm } as an output characteristic b (recall
that any irreducible positive recurrent and aperiodic
MC possess the unique stationary distribution). The
space of outputs  consists of all such distributions.
We equip the space  with the metric
ν(b, b ) =

m


|πi − πi |,

(3)

as the claim size distribution) and other parameters
that characterize the risk process. The ruin probability
ψ is a function of a and is a mapping from the space
 into a functional space , that is, ψ :  → ,
where ψa ∈  is a function of the initial capital u.
The choice of the metric ν in the space of ruin
probabilities {ψ} is dictated by the following considerations. The most important characteristic of the
ruin probability is its asymptotic behavior when the
initial capital tends to ∞. Therefore, one should seek
for those stability bounds that allow for a tail comparison of the ruin probabilities. This implies that the
metric ν has to be a weighted metric. We will use the
weighted uniform metric | · |w
ν(ψ, ψ ) := sup w(u)|ψa (u) − ψa (u)|,

(5)

u

i=1

where b = {π1 , . . . , πm }.
The following stability bound holds


1
ν(b, b ) ≤ Cµ(a, a ) log
,
µ(a, a )

(4)

when µ(a, a ) < 1. The constant C can be written
explicitly.
To obtain these bounds, one considers MCs as
regenerative processes and uses the crossing of
regenerative processes arguments. Such bounds were
extensively studied by Kalashnikov; see [3] and the
references therein.
In actuarial science so far, most of stability results
concern the ruin probability. One of the reasons for
this is that the risk process can be considered as a
dual one of certain process in queueing and storage theory. One process can be constructed from the
other by an appropriate reversing procedure, see [1,
8], and the references therein. This enables the application of already developed techniques and stability
results for stochastic processes (i.e. Markov chains,
regenerative processes). In what follows, we consider
stability of the ruin probability.

Stability Bounds for the Ruin Probability
The stability problem for the ruin probability reformulates as follows. The risk process is described
by the governing parameter a consisting of constants
(the premium rate, for example), distributions (such

where w is a weight function that is bounded away
from 0 and increasing (typically to ∞). The weight
function w restricts the set of admissible deviations
of the tail behavior of the ruin probability from the
ruin probability of the original model. Typically, the
choice of w is related to the asymptotic behavior of
the ruin probability, if the latter is known. One would
use w(x) = exp(δx) if the ruin probability has an
exponential decay, and w(x) = (1 + x)δ in the case
of power law decay of the ruin probability. However,
stability bounds are even more interesting when the
asymptotics of the ruin probability is not known.
Such an example, which combines random Lévy
process, driven investments, and Markov modulation,
was treated in [7]. Thus, the choice of the metric ν
constitutes a part of the stability problem.
Example 2. The Sparre Andersen model. The
Sparre Andersen model is governed by the parameter
a = (c, Fθ , FZ ), where c > 0 is premiums intensity,
FZ is the distribution function (df) of independent
identically distributed (i.i.d.) positive claims, which
are generated by the ordinary renewal process with
interarrival times df Fθ .
We equip the parameter space ∗ with metric


∞

µ(a, a ) = |c − c | +

+
0

0
∞

|Fθ − Fθ |(du)

exp(δu)|FZ − FZ |(du),

(6)

Stability
where a, a ∈ ∗ (a = (c , Fθ , FZ )) and δ > 0, and
the space  with metric (5) with the weight function
w(x) = exp(δu).
Let the set of admissible parameters ∗ consist of
all such triples a = (c, Fθ , FZ ) for which there exists
ε > 0 such that
 ∞
 ∞
exp(εu) dFZ (du)
exp(−εct)Fθ (dt) < 1.
0

0

(7)
Note that parameters satisfying the Cramér–Lundberg condition belong to ∗ .
The model is stable in the set ∗δ = {a ∈ ∗ : (7)
holds for ε = δ} and the stability bound holds
ν(ψa , ψa ) ≤ C(a)µ(a, a )
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µ1 (a, a ) = |c − c | + sup |Fθ − Fθ |(du)
u≥0

+ sup exp(δu)|FZ − FZ |(du)

References

(8)

for a ∈ ∗δ and a from a small neighborhood of a.
Let us notice that in the set ∗ \ ∗δ the probability
of ruin is not stable in the metrics ν and µ as above.
The stability bound (8) is proved in [2]. It relies
upon stability results for stationary Markov chains by
Kartashov [6].
In [5], a similar stability bound (8) is proved using
the regenerative technique. The final bound holds
with the metric
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(9)

u≥0

in the parameter space. This provides a stronger result
since the metrics µ1 is weaker than µ.
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Stochastic Simulation

contract details (important in reinsurance) and even
on claim frequency. This kind of flexibility is one
of the strong points of the MC approach.
Another classical risk variable in insurance is

General
Stochastic simulation, also known as the Monte Carlo
method, is an old technique for evaluating integrals
numerically, typically used in high dimension [11].
An alternative interpretation is as computer reproductions of risk processes. The idea is depicted in (1).
The real world

In the computer

M −−−→ X

M̂ −−−→ X ∗

m times

(1)

Let X be a risk variable materializing in the future
through a complicated mechanism M. A simplified
version M̂ (a model) is implemented in the computer,
yielding simulations X ∗ that unlike X can be replicated, say m times. These ‘m’ simulations provide an
approximation to the distribution of X. For example,
their mean and variance are estimates of E(X) and
var(X), and the αm smallest simulation is used for
the lower α percentile of X. The variability of any
function q(X) can be examined through its simulations q(X ∗ ).
The approach, also known as the bootstrap [10],
is adaptable to a high number of situations ranging from the simple to the very complex [6]. It has
much merit as a tool for teaching and communication. Monte Carlo (MC) can be prohibitively slow
to run when wrongly implemented. The extra √
MC
uncertainty induced, of size proportional to 1/ m,
is often unimportant compared to the discrepancy
between M̂ and M. The steady decline in computational cost makes the slow, but quickly implemented
MC methods increasingly more attractive.

Areas of Use
Classical computational problems in actuarial science easily solvable by MC is aggregated claims
(see Aggregate Loss Modeling) and ruin in finite
time. For example, if
X = Z1 + · · · + ZN ,

(2)

one first draws the number of claims as N ∗ and
then adds N ∗ drawings Z1∗ , . . . , ZN∗ ∗ of the liabilities.
Simple variations of the scheme allow claims to
possess unequal distributions that may depend on

X = min(Y1 , . . . , Yn ),

(3)

defining Yk as the value of a given portfolio at
the end of period k. A powerful way to approximate ruin probabilities is to run repeated simulations of the sequence Y1 , . . . , Yn and count the number of times the minimum is negative. In general,
Yk = Yk−1 + Zk , where Zk is the net income to the
account in period k, comprising damage payments,
overhead, premium, financial income, and so forth.
MC-versions of (3) require Zk to be drawn randomly.
This amounts to simulation of business activity. Such
schemes are sometimes called Dynamic Financial
Analysis (DFA), [22]. Technically, it is even possible to handle networks of agents and firms with
complex interdependency, leading, in the extreme, to
World Simulation, as in [3, 14] and the related concept of microscopic simulation in economics [21].
Large-scale simulations of physical systems catastrophe (CAT) modeling (see Catastrophe Models
and Catastrophe Loads) are carried out by the
insurance industry to assess economic risk due to
hurricanes, floods, and earthquakes.
Several other MC-adapted techniques have been
established. In finance, historical simulation designates the sampling of future returns from those that
have occurred in the past [18, 19]. No model is used.
The model-based analogy in this area is called parametric simulation. Very important is the potential for
rigorous treatment of the parameter and model error.
One way is by using the Bayesian Statistics [2, 25].
It is then utilized that the posterior probability density function (p.d.f.) of X, given the historical data D,
may be written as

(4)
p(x|D) = p(x|θ, D)p(θ|D) dθ,
where θ are unknown parameters, and p(·|·) is
generic for conditional p.d.f. Simulations from (4)
then automatically incorporate uncertainty in θ [2,
8, 16, 17]. An alternative frequentist approach to
parameter/model error is based on nested schemes,
sometimes called the double bootstrap [5]. Now,
the samples in (1) are run from alternative models M̂ ∗ , incorporating uncertainty and are themselves
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obtained by simulations. With m1 different models
and m simulations from each, the total number of
simulations grows to mm1 . In practice, m1 = 25 is
enough.
MC is also used for fitting nonlinear models,
depending on unobserved random processes called
hidden or latent, [4, 15, 26]. Another possibility is
portfolio design based on simulated scenarios, an
area in its infancy (2002). The best approach [20]
is through common random variates [12], where
weights attached financial variables are varied to
reach an optimum combination, given fixed MC scenarios.

models with latent processes [4, 26]. Here, recursive
MC [9] is an alternative.
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Stop-loss Premium
Assume that a loss to be incurred by an insurer in
an insurance policy is a nonnegative random
variable
∞
X with distribution F and mean µ = 0 F (x) dx. If
the loss can be a very large claim, to protect from
the potential large loss, an insurer would make a
reinsurance arrangement. There are different reinsurance contracts in practice. One of these is the stop
loss reinsurance contract. In this contract, an insurer
can retain his or her loss to a level of d ≥ 0, called
retention d, and it pays the minimum of the loss X
and the retention d. While a reinsurer pays the excess
of the loss X if the loss X exceeds the retention d.
Thus, the amount paid by the insurer is
X ∧ d = min{X, d},

(1)

which is called the retained loss in stop loss reinsurance. Meanwhile, the amount paid by the reinsurer is
(X − d)+ = max{0, X − d},

(2)

which is called the stop loss random variable. The
retained loss and the stop loss random variable satisfy
(X ∧ d) + (X − d)+ = X.

(3)

The net premium in the stop loss reinsurance contract is the expectation of the stop loss random variable (X − d)+ , denoted by πX (d), and is given by
πX (d) = E[(X − d)+ ],

d ≥ 0.

(4)

This premium is called the stop loss premium.
We note that expressions (2) and (4) can also be
interpreted in an insurance policy with an ordinary
deductible of d. In this policy, if the loss X is less
than or equal to the deductible d, there is no payment
for an insurer. If the loss exceeds the deductible,
the amount paid by an insurer is the loss less the
deductible. Thus, the amount paid by the insurer in
this policy is given by (2). Therefore, expression (4)
is also the expected amount paid by an insurer in an
insurance policy with an ordinary deductible d or is
the net premium in this policy.
The stop loss premium has a general expression (e.g. [16, 18]) in terms of the survival function
F (x) = 1 − F (x), namely,
πX (d) = E[(X − d)+ ]
 ∞
=
F (y) dy,
d

d ≥ 0,

(5)

which is also called the stop loss transform of the
distribution F; see, for example, [6], for the properties
of the stop loss transform.
We point out that the loss X or its distribution F
is tacitly assumed to have a finite expectation when
we consider the stop loss premium or the stop loss
transform. Clearly, πX (0) = µ.
If the distribution function F (x) has a density
function f (x), the stop loss premium is given by
 ∞
(x − d)f (x) dx.
πX (d) = E[(X − d)+ ] =
d

(6)
If X is a discrete random variable with a probability
function {pk = Pr{X = xk }, k = 0, 1, 2, . . .}, the stop
loss premium is calculated by

πX (d) = E[(X − d)+ ] =
(xk − d)pk . (7)
xk >d

Further, as pointed in [10], for computational purposes, the following two formulae that are equivalent
to (6) and (7), respectively, are preferable in practice,
namely,
 d
πX (d) = E(X − d)+ = µ − d −
xf (x) dx

+d

0
d

f (x) dx

(8)

0

or
πX (d) = E(X − d)+ = µ − d −
+d





xk p k

0≤xk ≤d

pk .

(9)

0≤xk ≤d

In these two formulae, the mean µ is often available
and integrals in (8) or summations in (9) are over a
finite interval.
The stop loss premium is one of the important
concepts in insurance and has many applications
in practice and in connection with other topics in
insurance mathematics.
One of the important results of the stop loss
premium is its application in proving the optimality of the stop loss reinsurance under some optimization criteria. For example, for any reinsurance contract, let I (X) be the amount paid by an
reinsurer in this contract, where X ≥ 0 is the loss
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to be incurred by an insurer. If 0 ≤ I (x) ≤ x for
all x ≥ 0, then the variance of the retained loss
X − I (X) in the contract is always larger than or
equal to the variance of the retained loss X ∧ d in
the stop loss reinsurance provided that E(I (X)) =
πX (d). This implies the optimality of the stop loss
reinsurance with respect to the criterion of a minimum variance of retained losses; see, for example [12, 16] for details and more discussions on this
issue.
The stop loss premium is also used in comparing risks. For two risks X ≥ 0 and Y ≥ 0, we
say that risk X is smaller than risk Y in a stop
loss order, if the stop loss premiums of X and Y
satisfy
πX (d) ≤ πY (d),

d ≥ 0.

α
[1 − G(d; α + 1, β)]
β
− d [1 − G(d; α, β)] .

d

where B(x) is the common distribution function of
X1 , . . . , Xn . In this case, approximations and estimates for πX (d) can be obtained by those for the
convolution distribution function B (n) (x). For example, if B is a subexponential distribution, then
(e.g. [7])

(10)

We point out that (10) is equivalent to E[f (X)] ≤
E[f (Y )] for all increasing convex functions f so that
the expectations exist; see, for example [23]. Thus,
the stop loss order is the same as the increasing convex order used in other disciplines such as reliability,
decision theory, and queueing. The stop loss order
is an important stochastic order and has many applications in insurance. Applications of the stop loss
premium and its relation to other stochastic orders
can be found in [12, 16, 17, 20, 23], and references
therein.
For some special distribution functions F (x),
we can give explicit or closed expressions for
the stop loss premium πF (d). For example,
if F (x) is a gamma distribution function, that
is, F (x) = G(x; α, β) with the density function
x α−1 β α e−βx /(α), x ≥ 0, α > 0, β > 0, then
πF (d) =

model, the calculation of the stop loss premium
πX (d) becomes more complicated.
In the individual risk model, the total of losses is
usually modeled by X = X1 + · · · + Xn , that is, the
sum of independent and identically distributed losses
X1 , . . . , Xn . In this case, we have
 ∞
πX (d) =
B (n) (x) dx,
(12)

(11)

See, for example [16, 18].
However, the calculation of the stop loss premium
is not simple in general. Hence, many approximations
and estimates for the stop loss premium have been
developed including numerical evaluations, asymptotics, probability inequalities; see, for example, [5,
10, 14, 16], among others. A review of the calculation of the stop loss premium can be found
in [15].
On the other hand, when X is the total loss in
the individual risk model or the collective risk

B (n) (x) ∼ nB(x),

x → ∞.

(13)

Thus, by L’Hospital’s rule, we have
πX (d) ∼ nµB B e (d),

d → ∞,

(14)

∞
x
where µB = 0 B(x) dx and Be (x) = 0 B(y) dy/
µB is the equilibrium distribution of B.
There are many approximations and estimates in
probability for the convolution of distributions. For
those commonly used in insurance; see [10, 12, 16,
18, 21] and references therein.
In the collective risk model, the total
 of losses
X or a
X is often a random sum of X = N
i=1 i
compound process of X = X(t) = N(t)
i=1 Xi . For
example, if the number of claims in an insurance
portfolio is a counting random variable N and the
amount or size of the i th claim is a nonnegative
the total amount of
random Xi , i = 1, 2, . . ., then 
claims in the portfolio is X = N
i=1 Xi . We further
assume that {X1 , X2 , . . .} are independent and identically distributed, has a common distribution
 ∞ function
B(x) = Pr{X1 ≤ x} with mean µB = 0 B(x) dx,
and are independent of N.Thus, the distribution F
of the random sum X = N
i=1 Xi is called a compound distribution. In this case, approximations and
estimates to the stop loss premium πX (d) can be
obtained from those of the compound distribution F
using (5).
In fact, if the tail F (x) of the distribution function
F (x) has an asymptotic form of
F (x) ∼ A(x),

x → ∞,

(15)

Stop-loss Premium
then, by L’Hospital’s rule, we have
 ∞
 ∞
πX (d) =
F (x) dx ∼
A(x) dx,
d

distribution B of {X1 , X2 , . . .} is a subexponential
distribution, then (e.g. [7])
d → ∞.

d

(16)
For
N instance, suppose that the random sum X =
i=1 Xi has a compound negative binomial distribution with


α−1+n n α
Pr{N = n} =
p q , n = 0, 1, 2, . . . ,
n
(17)
where 0 < p < 1, q = 1 − p, and α > 0. Assume
that there exists a constant κ > 0 satisfying the Lundberg equation
 ∞
1
eκx dB(x) =
(18)
p
0
and



∞

v=p

xeκx dB(x) < ∞,

(19)

0

F (x) ∼ E(N )B(x),

F (x) ∼

πX (d) ∼ E(N )µB B e (d),

x α−1 e−κx ,

x → ∞.

 q α

κ α+1

v

(24)

x ≥ 0,

(25)



∞

πX (d) ≤

A(x) dx,

d ≥ 0,

(26)

d

Thus, by (5), we have
1

d → ∞.

then from (5),
(20)

πX (d) ∼

(23)

Indeed, (23) and (24) hold for any compound distribution when the probability generating function
E(zN ) of N is analytic at z = 1; see, for example, [7,
27, 28] for details and more examples. Other approximations and estimates for the stop loss premium of
a compound distribution can be found in [1, 2, 11,
22, 24–26], and among others. In addition, for an
intermediate distribution such as an inverse Gaussian distribution, the asymptotic form of πX (d) is
given in [28]. A review of the asymptotic forms of
compound geometric distributions or ruin probabilities can be found in [9].
Further, it is possible to obtain probability inequalities for the stop loss premium πX (d) from those
for the distribution F. Indeed, if the tail F (x) of the
distribution function F (x) satisfies
F (x) ≤ A(x),

1
κ(α) v

x → ∞.

Hence, by (5), we have

then (e.g. [8]),
 q α

3

[1 − G(d; α, κ)] ,

d → ∞.
(21)

Further, results similar to (20) and (21) hold for more
general compound distributions such as those satisfying
Pr{N = n} ∼ l(n)n τ ,
ρ n

n → ∞,

(22)

where l(x) is a slowly varying function and −∞ <
ρ < ∞, 0 < τ < 1 are constant; see, for example, [8,
13, 30] for details.
The condition (18) means that B is light tailed.
However, for a heavy-tailed distribution B, we have
a different asymptotic form for πX (d).
For example,
assume that the random sum X = N
i=1 Xi has a
compound Poisson distribution and if the common

provided that A(x) is integrable on [0, ∞). 
For instance, if the random sum X = N
i=1 Xi
has a compound geometric distribution F and
the Cramér–Lundberg condition holds, then the
following Lundberg inequality holds, namely,
(e.g., [30])
F (x) ≤ e−Rx ,

x ≥ 0,

(27)

where R > 0 is the adjustment coefficient. Thus, we
have
πX (d) ≤

1 −Rd
,
e
R

d ≥ 0.

(28)

Other probability inequalities for the stop loss premium of a compound distribution can be obtained
from those for a compound distribution given in [22,
27, 30], and among others.
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Further, for the total of losses X(t) = N(t)
i=1 Xi
in the collective risk model, there are two common
reinsurance contracts defined by the retention d. If
the amount
 paid by an
 reinsurer is Q(t) = (X(t) −
N(t)
X
−
d
, this reinsurance is the stop
d)+ =
i
i=1
+
loss reinsurance. However, if a reinsurer pays for all
individual losses in excess of the deductible d, that
is, it covers
R(t) =

N(t)


[8]

[9]

[10]

(Xi − d)+ ,

(29)
[11]

i=1

this reinsurance is called excess-of-loss reinsurance;
see, for example, [7, 29]. The process R(t) is
connected with the stop loss random variables
(Xi − d)+ , i = 1, 2, . . .. In particular, E(R(t)) =
πX1 (d)E(N (t)). In addition, in the excess-of-loss
reinsurance, the total amount paid by the insurer is
N(t)
N(t)


S(t) =
(Xi ∧ d) =
min{Xi , d}.
i=1

[7]

[12]

[13]
[14]

(30)

i=1

Asymptotic estimates for the tails of these processes
Q(t), R(t), and S(t) can be found in [7, 19], and
references therein. Moreover, ruin probabilities associated with the processes R(t) and S(t) can be found
in [3, 4, 29].
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Subexponential
Distributions
Definition and First Properties
Subexponential distributions are a special class of
heavy-tailed distributions. The name arises from one
of their properties that their tails decrease slower than
any exponential tail (3). This implies that large values
can occur in a sample with nonnegligible probability,
which makes the subexponential distributions natural
candidates for modeling situations in which some
extremely large values occur in a sample compared
with the mean size of the data. Such a pattern is
often seen in insurance data, for instance, in fire,
wind–storm, or flood insurance (collectively known
as catastrophe insurance). Subexponential claims can
account for large fluctuations in the surplus process
of a company, increasing the risk involved in such
portfolios.
Heavy tails is just one of the consequences of the
defining property of subexponential distributions that
is designed to work well with the probabilistic models
commonly employed in insurance applications. The
subexponential concept has just the right level of generality that is usable in these models, while including
as wide a range of distributions as possible.
Some key names in the early (up to 1990) development of the subject are Chistyakov, Kesten, Athreya
and Ney, Teugels, Embrechts, Goldie, Veraverbeke,
and Pitman. Various review papers appeared on
subexponential distributions [26, 46]; textbook accounts are in [2, 9, 21, 45]. We present two defining
properties of subexponential distributions.
Definition 1 (Subexponential distribution function)
Let (Xi )i∈ be i.i.d. positive rvs with df F such
that F (x) < 1 for all x > 0. Denote
F (x) = 1 − F (x), x ≥ 0,
the tail of F , and for n ∈ 
F n∗ (x) = 1 − F n∗ (x)
= P (X1 + · · · + Xn > x), x ≥ 0,
the tail of the n-fold convolution of F . F is a
subexponential df (F ∈ S) if one of the following
equivalent conditions holds:

F n∗ (x)

= n for some (all) n ≥ 2,
F (x)
P (X1 + · · · + Xn > x)
(b) lim
= 1 for some
x→∞ P (max(X1 , . . . , Xn ) > x)
(all) n ≥ 2.
(a)

lim

x→∞

Remark 1
1. A proof of the equivalence is based on (∼ means
that the quotient of lhs and rhs tends to 1)
P (X1 + · · · + Xn > x)
P (max(X1 , . . . , Xn ) > x)
∼

F n∗ (x)
nF (x)

→ 1 ⇐⇒ F ∈ S.

(1)

2. From Definition (a) and the fact that S is closed
with respect to tail- equivalence (see after Example 2), it follows that S is closed with respect to
taking sums and maxima of i.i.d. rvs.
3. Definition (b) demonstrates the heavy-tailedness
of subexponential dfs. It is further substantiated
by the implications
F ∈ S ⇒ lim

F (x − y)

x→∞


⇒

∞

F (x)

=1

∀ y ∈  (2)

eεx df(x) = ∞ ∀ ε > 0

0

⇒

F (x)
→ ∞ ∀ ε > 0.
e−εx

(3)

Conditions for Subexponentiality
It should be clear from the definition that a characterization of subexponential dfs or even of dfs, whose
integrated tail df is subexponential (as needed in the
risk models), will not be possible in terms of simple
expressions involving the tail.
Recall that all subexponential dfs have property
(2) that defines a special class.
Definition 2 (The class L)
Let F be a df on (0, ∞) such that F (x) < 1 for
all x > 0. We say F ∈ L if
lim

x→∞

F (x − y)
F (x)

=1

∀ y ∈ .
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Unfortunately, S is a proper subset of L; examples
are given in [18, 44].
A famous subclass of S is the class of dfs with
regularly varying tail; see the monograph [13]. For
a positive measurable function f , we write f ∈
R(α) for α ∈  (f is regularly varying with index
α), if
lim

x→∞

f (tx)
= tα
f (x)

∀ t > 0.

Example 1 (Distribution functions with regularly
varying tails)
Let F ∈ R(−α) for α ≥ 0, then it has the representation
F (x) = x −α (x),

x > 0,

for some  ∈ R(0), the class of slowly varying functions. Notice first that F ∈ L, hence it is a candidate
for S. To check Definition 1(a), let X1 , X2 be i.i.d.
rvs with df F . Then x > 0
F 2∗ (x)
F (x)



x/2

=2

F (x − y)

0

F (x)

2

dF (y) +

F (x/2)
F (x)

.
(4)

Immediately, by the definition of R(−α), the last
term tends to 0. The integrand satisfies F (x − y)/
F (x) ≤ F (x/2)/F (x) for 0 ≤ y ≤ x/2, hence Lebesgue dominated convergence applies and, since F ∈ L,
the integral on the rhs tends to 1 as x → ∞.
Examples of dfs with regularly varying tail are
Pareto, Burr, transformed beta (also called generalized F ), log–gamma and stable dfs (see [28, 30, 31]
for details).
As we shall see in the section ’Ruin Probabilities’
below, the integrated tail df plays an important role
in ruin theory. It is defined for a df F on (0, ∞)
with finite mean µ as
1
FI (x) =
µ



x

F (y) dy, x ∈ .

In order to unify the problem of finding conditions for F ∈ S and FI ∈ S, the following class was
introduced in [33].
Definition 3 (The class S∗ )
Let F be a df on (0, ∞) such that F (x) < 1 for
all x > 0. We say F ∈ S∗ if F has finite mean µ and
 x
F (x − y)
F (y) dy = 2µ.
lim
x→∞ 0
F (x)
The next result makes the class useful for applications.
Proposition 1 If F ∈ S∗ , then F ∈ S and FI ∈ S.
Remark 2 The class S∗ is “almost” S ∩ {F : µ(F ) <
∞}, where µ(F ) is the mean of F . A precise formulation can be found in [33]. An example where F ∈ S
with finite mean, but F ∈
/ S∗ , can be found in [39].
Example 2 (Subexponential distributions)
Apart from the distributions in Example 1, also
the log-normal, the two Benktander families and the
heavy-tailed Weibull (shape parameter less than 1)
belong to S. All of them are also in S∗ , provided
they have a finite mean; see Table 1.2.6 in [21].
In much of the present discussion, we are dealing
only with the right tail of a df. This notion can
be formalized by denoting two dfs, F and G, with
support unbounded to the right tail–equivalent if
limx→∞ F (x)/G(x) = c ∈ (0, ∞).
The task of finding easily verifiable conditions for
F ∈ S or/and FI ∈ S, has now been reduced to the
finding of conditions for F ∈ S∗ . We formulate some
of them in terms of the hazard function Q = − ln F
and its density q, the hazard or failure rate of F .
Recall that (provided µ < ∞) S∗ ⊂ S ⊂ L. It can
be shown that each F ∈ L is tail-equivalent to an
absolutely continuous df with hazard rate q that tends
to 0. Since S and S∗ are closed with respect to
tail–equivalence it is of interest to find conditions
on the hazard rate such that the corresponding df is
S or S∗ . Define r = lim supx→∞ xq(x)/Q(x).
Theorem 1 (Conditions for F ∈ S or S∗ )

(5)

0

If F has regularly varying tail with index α > 1,
then F has finite mean and, by Karamata’s Theorem,
FI ∈ R(−(α − 1)), giving FI ∈ S as well.

1. If lim supx→∞ xq(x) < ∞, then F ∈ S. If additionally µ < ∞ then F ∈ S∗ .
2. If r < 1, then F ∈ S.
1−r−ε
is integrable for some ε > 0,
3. If r < 1 and F
∗
then F ∈ S .

Subexponential Distributions
4. Let q be eventually decreasing
to 0. Then F ∈ S
x
if and only if limx→∞ 0 eyq(x) dF (y)
 x= 1. Moreover, F ∈ S∗ if and only if limx→∞ 0 eyq(x) F (y)
dy = µ < ∞.
There are many more conditions for F ∈ S or
FI ∈ S to be found in the literature; for example, [14,
15, 25, 33, 35, 44, 47]; the selection above is taken
from [11, 12].

Ruin Probabilities
We consider the Sparre-Andersen model, in which
the claim times constitute a renewal process, that
is, the interclaim times (Tn )n∈ are i.i.d. rvs and
we assume that they have finite second moment.
Furthermore, the claim sizes (Xk )k∈ (independent
of the claims arrival process) are i.i.d. rvs with df F
and EX1 = µ < ∞. We denote by R0 = u the initial
risk reserve and by c > 0 the intensity of the risk
premium. We also assume that m = EX1 − cET1 =
µ − c/λ < 0.
Define the surplus process for u ≥ 0 as
R(t) = u + ct −

N(t)


Xk ,

t ≥ 0,

(6)

k=1


where (with the convention 0i=1 ai = 0) N (0) = 0
k
and N (t) = sup{k ≥ 0 : i=1 Ti ≤ t} for t > 0. For
n ∈ 0 , the rvs R(n), that is, the level of the surplus
process immediately after the nth claim, constitute
a random walk. Setting Zk = Xk − cTk , k ∈ , the
sequence
S0 = 0,

Sn =

n


= P (u +

3

n

(cTk − Xk ) < 0 for some n ∈ )
k=1

= P (max Sn > u).

(9)

n≥1

If the interclaim times are exponential, that is, the
claim arrival process is a Poisson process, then the
last probability has an explicit representation, called
Pollacek-Khinchine formula. This model is called the
Cramér–Lundberg model.
Theorem 2 (Pollacek-Khinchine formula or Beekman’s convolution series).
In the Cramér–Lundberg model, in which the
claims arrival process constitutes a Poisson process,
the ruin probability is given by
ψ(u) = (1 − ρ)

∞


ρ n FIn∗ (u), u ≥ 0,

n=1

u
where ρ = λµ/c and FI (u) = µ−1 0 P (X1 > y) dy,
u ≥ 0, is the integrated tail distribution of X1 .
The following result can partly be found already
in [9], accredited to Kesten. Its present form goes
back to [16, 19, 20].
Theorem 3 (Random sums of i.i.d. subexponential
rvs)
Suppose (p
n )n≥0 defines a probability measure on
n
0 such that ∞
n=0 pn (1 + ε) < ∞ for some ε > 0
and pk > 0 for some k ≥ 2. Let
G(x) =

∞


pn F n∗ (x), x ≥ 0.

n=0

Zk ,

n ∈ ,

(7)

k=1

defines a random walk starting in 0 with mean m < 0.
The ruin probability in finite time is defined as

(8)

The ruin probability in infinite time is then ψ(u) =
ψ(u, ∞), for u ≥ 0. By definition of the risk process,
ruin can occur only at the claim times, hence for
u ≥ 0,
ψ(u) = P (R(t) < 0 for some t ≥ 0|R(0) = u)

F ∈ S ⇐⇒ lim

x→∞

G(x)
F (x)

=

∞


npn

n=1

⇐⇒ G ∈ S and F (x)  = o(G(x)).

ψ(u, T ) = P (R(t) < 0 for some 0 ≤ t ≤ T |
R(0) = u), 0 < T < ∞, u ≥ 0.

Then

Remark 3 Let (Xi )i∈ be i.i.d. with df F and let N
(pn )n≥0 .
be a rv taking values in 0 with distribution

Then G is the df of the random sum N
X
and the
i
i=1
result of Theorem 3 translates into

 N

Xi > x ∼ EN P (X1 > x), x → ∞.
P
i=1
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For the ruin probability, this implies the following
result.
Theorem 4 (Ruin probability in the Cramér–Lundberg model; subexponential claims)
Consider the Cramér–Lundberg model, in which
the claims arrival process constitutes a Poisson process and the claim sizes are subexponential with df F .
Then the following assertions are equivalent:
1. FI ∈ S,
2. 1 − ψ ∈ S,
3. limu→∞ ψ(u)/F I (u) = ρ/(1 − ρ).
Theorem 4 has been generalized to classes S(γ )
for γ ≥ 0 with S(0) = S; see [18–20]. The classes
S(γ ) for γ > 0 are “nearly exponential”, in the sense
that their tails are only slightly modified exponential.
The slight modification, however, results in a moment
generating function, which is finite at the point γ .
An important class of dfs belonging to S(γ ) for
γ > 0 is the generalized inverse Gaussian distribution
(see [17, 35]).
Remark 4
1. The results of Theorem 4 can be extended to
the Sparre-Anderson model (see [22]), but also
to various more sophisticated stochastic processes. As an important example, we mention
Markov modulation of the risk process; see [4,
6, 29]. Modeling interest to be received on the
capital is another natural extension. The ruin
probability decreases slightly when investing
into bond only, which has been shown in [38],
for regularly varying claims, and for general
subexponential claims in [1]; see also [24] for
investment into risky assets in combination with
regularly varying claims.
2. Localized versions of Theorem 4 have been considered in [34] and, more recently, in [5].

We need certain conditions on the quantities of
the Sparre-Anderson model from section ‘Ruin Probabilities’. Assume for the interarrival time df A, the
existence of some finite exponential moment. Furthermore, assume that the claim size df F has finite
second moment and is absolutely continuous with
density f so that its hazard function Q = − log F
has a hazard rate q = Q = f/F satisfying r: =
then F ∈ S∗ and
limt→∞ tq(t)/Q(t) < 1/2. Indeed,
√
− x
F has a tail heavier than e
.
Versions of the following result can be found
in [11, 12].
Theorem 5 (Large deviations property for rvs with
subexponential tail)
Assume that for the random walk (Sn )n≥0 in (7) the
above conditions hold. Then for any sequence (tn )n∈
satisfying
√
lim sup nQ(tn )/tn < ∞,
n→∞

the centered random walk (Sn )n∈ , satisfies



 P (Sn − ESn > t)

− 1 = 0.
lim sup
n→∞ t≥tn 
nF (t)

(10)

A classical version of this result states that for
F ∈ R(−α) relation (10) is true for any sequence
tn = αn for all α > 0; see [36] for further references.
In that paper extensions of (10), for F ∈ R(−α),
towards random sums with applications to insurance and finance are treated, an important example
concerning the modeling and pricing of catastrophe
futures. A very general treatment of large deviation results for subexponentials is given in [43]; see
also [40–42].
Theorem 5 has been applied in [10] to prove the
following results for the time of ruin
τ (u) = inf{t > 0 : R(t) < 0|R(0) = u}, u ≥ 0.
(11)

Large Deviations and Finite Time Ruin
Probabilities

Theorem 6 (Asymptotic behavior of ruin time)
Assume that the above conditions on interarrival
time and claim size distributions hold.

A further question immediately arises from Definition 1, that is, what happens if n varies together with
x. Hence large deviations theory is called for. Notice
that the usual “rough” large deviations machinery
based on logarithms cannot be applied to dfs in S,
since exponential moments do not exist.

1. For fixed u > 0,
P (∞ > τ (u) > t) ∼ P (∞ > τ (0) > t)V (u)
∼

∞

n=0

F I (|µ|n)P (N (t) = n)V (u),

t →∞
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where V (u) is the renewal function of the strictly
increasing ladder heights of (Sn )n≥0 .
2. If the hazard rate qI of FI satisfies qI (t) =
O(1)q(t) as t → ∞,
B
P (∞ > τ (0) > t) ∼ e−

m
F I (|µ|(λ/c)t)
|µ|

B
= e−

m
EX1
t , t → ∞,
FI 1 −
|µ|
cET1

 = ∞ P (Sn > 0)/n (which is finite
where B
n=1
according to [23], Theorem XII, 2).
Such a result has been proven in [8] for Poisson
arrivals and regularly varying claim sizes.

When and How Ruin Occurs: A Sample
Path Analysis
Consider the continuous-time version of the random
walk (7) of the Sparre-Anderson model
S(t) =

N(t)


Xi − ct,

t ≥ 0,

(12)

i=1

where the increment S1 has df B and we require that
B(x) = P (X1 − cT1 > x) ∼ F (x),

x → ∞.
(13)

Since (S(t))t≥0 has drift m = ES1 < 0, M = maxt≥0
S(t) < ∞ a.s. The time of ruin
τ (u) = inf{t > 0: S(t) > u},

u ≥ 0,

(14)

yields an expression for the ruin probability as
ψ(u) = P (τ (u) < ∞) = P (M > u),

u ≥ 0.
(15)

From section ‘Conditions for Subexponentiality’, we
know the asymptotic form of ψ(u) as u → ∞, and
in this section we investigate properties of a sample
path leading to ruin, that is, an upcrossing of a high
level u. Let
P

(u)

= P (· | τ (u) < ∞),

u ≥ 0,

(16)
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then we are interested in the P (u) -distribution of the
path
S([0, τ (u))) = (S(t))0≤t≤τ (u)
(17)
leading to ruin.
In particular, we study the following quantities:
Y (u) = S(τ (u))

the level of the process after
the upcrossing,
Z(u) = S(τ (u)−) the level of the process just
before the upcrossing,
Y (u) − u the size of the overshoot,
W (u) = Y (u) + Z(u) the size of the increment
leading to the upcrossing.
In this subexponential setup, an upcrossing happens as a result of one large increment, whereas
the process behaves in a typical way until the rare
event happens. The following result describes the
behavior of the process before an upcrossing, and the
upcrossing event itself; see [7] and also the review in
Section 8.4 of [21].
Not surprisingly, the behavior of the quantities
above is a result of subexponentiality in combination
with extreme value theory; see [21] or any other
book on extreme value theory for background.
Under weak regularity conditions, any subexponential df F belongs to the maximum domain of
attraction of an extreme value distribution G (we
write F ∈ MDA (G)), where
G(x) =
or G(x) =

α (x)

= exp(−x −α )I{x>0} , α ∈ (0, ∞),

(x) = exp(−e−x ), x ∈ .

Theorem 7 (Sample path leading to ruin)
Assume that the increment S1 has df B with
finite mean m < 0. Assume furthermore that B(x) ∼
F (x), as x → ∞, for some F ∈ S∗ ∩ MDA(G),
for
 ∞ an extreme value distribution G. Let a(u) =
u F (y) dy/F (u). Then, as u → ∞,
Z(u) τ (u) Y (u) − u Stτ (u)
,
,
,
a(u) a(u)
a(u)
τ (u)
−−−→ Vα ,

0≤t<1

Vα
, Tα , (mt)0≤t<1
µ

in P (u) –distribution in  × + × + × [0, 1),
where [0, 1) denotes the space of cadlag functions
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on [0, 1), and Vα and Tα are positive rvs with df
satisfying for x, y > 0
P (Vα > x, Tα > y) = Gα (x + y)

x + y −α

if F ∈ MDA( α+1 ),
1+
=
 −(x+y) α
e
if F ∈ MDA( ).

How to simulate events of small probabilities as ruin
events and subexponential distributions is an area in
its early development; see [3, 32] for the present state
of the art.
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Surplus Process
Introduction
Actuaries often have to make decisions, such as
how large premiums should be charged, how surplus
should be invested, what type and how much reinsurance should be purchased, and so on. Of course,
one likes to make optimal decisions. In order to do
that, one has to model the surplus of a certain branch
of insurance, or of a collective contract. The model
should on one hand reflect the real surplus process,
on the other hand it should be possible to calculate
the quantities one is interested in. The models that
we discuss in this article will therefore not be valid
for single contracts. It is important that the portfolio
under consideration is ‘quite large’.
The models in this article run for infinite time.
This is of course not the case for a real surplus process. If the surplus increases, then on the one hand
the taxes will usually increase, on the other hand the
share holders (or the policy holders for a mutual company) will want to benefit from it. Moreover, it is
not realistic that the premium rate is fixed. The market situation will always make changing the premium
necessary. However, in order to make decisions one
should use the status quo of the portfolio. And concerning finite horizon, usually the decisions will be
quite similar if one considers a finite horizon or an
infinite horizon, except if one is close to the horizon. Moreover, the planning horizon will also move
as time goes by, so that one never will get close to
the horizon. From this point of view the infinite horizon seems reasonable. One should, however, keep
in mind that the characteristics calculated from the
surplus process and the corresponding decisions are
‘technical’ only. Quantities such as ruin probabilities do not describe the probability of default of a
company but are some risk measures.
The time parameter t used in this article is
not physical time but operational time. For example, premiums and outflow for claim payments will
increase linearly with the size of the portfolio. One
therefore likes to run time faster if the portfolio is
larger, and slower if it is smaller. Some seasonal
effects may also have an influence. For example, there
will be fewer motor cycles accidents in winter than
in summer. Because premiums are usually paid annually, one can also expect that payments follow the risk

exposure. Thus, modeling is much simpler if operational time is used. Seasonal changes are explicitly
modeled in [5].
In order to be able to measure the value of the
surplus, monetary values have to be calculated discounted back to time zero. Claim sizes and premiums will increase with inflation. If the insurer is able
to invest money in such a way that the return from
investment matches inflation, it is possible to model
the surplus as if there was no inflation and no return
on investment. In the models discussed in this article, it is assumed that all quantities are discounted.
To add additional earnings of interest as in [36, 37],
does not make sense economically (prices will follow
the wealth), but are mathematically interesting.
The surplus process {R(t)} of a portfolio can be
described as
R(t) = u + P (t) − S(t).

(1)

The initial capital u is the capital the insurer wants
to risk for the portfolio under consideration. {P (t)} is
the income process. Because we are only interested in
the outflow for claim payments, we do not consider
administration costs, taxes, and so on. The premiums
thus charged to the customers are the premiums P (t)
plus all the additional costs. The most popular model
is P (t) = ct for some premium rate c.
The process {S(t)} is the aggregate claims process. Since claims hopefully occur rarely, it is most
convenient to model {S(t)} as a pure jump process
S(t) =

N(t)


Yi .

(2)

i=1

{N (t)} is the claim number process and Yi is the
size of the i th claim. In the rest of this article, we
will consider different models for {S(t)}. Here, we
will only consider models with Yi > 0.

Poisson Processes
Many of the models will be based on
(in-)homogeneous Poisson processes. We therefore
give a short introduction to Poisson processes.
A point process {N (t)} with occurrence times
0 ≤ T (1) ≤ T (2) ≤ · · · is a Poisson process if it
satisfies one of the following equivalent properties:
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1. {N (t)} has independent and stationary increments such that
lim h−1 [N (h) = 1] = λ and
h↓0

lim h−1 [N (h) ≥ 2] = 0.
h↓0

2. {N (t)} has independent increments and N (t) ∼
Pois(λt), a Poisson r.v. with mean λt, for each
fixed t ≥ 0.
3. The interarrival times {T (k) − T (k − 1) : k ≥ 1}
are independent and Exp(λ) (exponential with
mean λ−1 ) distributed. Here T (0) = 0.
4. For each fixed t ≥ 0, N (t) ∼ Pois(λt) and given
{N (t) = n}, the occurrence points have the same
distribution as the order statistics of n independent Uniform [0, t] distributed random variables.
5. {N (t)} has independent increments such that
Ɛ[N (1)] = λ and given {N (t) = n} the occurrence points have the same distribution as the
order statistics of n independent Uniform [0, t]
distributed random variables.
6. {N (t)} has independent and stationary increments such that
lim h−1 [N (h) ≥ 2] = 0 and Ɛ[N (1)] = λ.
h↓0

We call {N (t)} a Poisson process with rate λ.
For a proof the equivalence of the above definitions,
see [31]. Note that all occurrence times in a Poisson
process are simple, that is, T (k) > T (k − 1).
Let (t) be a nondecreasing function with (0) =
0 and Ñ (t) be a Poisson process with rate 1. The
process {N (t)} with N (t) = Ñ((t)) is called an
inhomogeneous Poisson
 t process with intensity measure (t). If (t) = 0 λ(s) ds for some nonnegative
function λ(t), then {N (t)} is called inhomogeneous
Poisson process with rate λ(t). The function λ(t)
is sometimes also called intensity. From the definition of a Poisson process we can deduce alternative
definitions of an inhomogeneous Poisson process or
find properties of inhomogeneous Poisson processes.
A possible alternative construction is the following:
First N (t) is determined. N (t) ∼ Pois((t)). Then
the occurrence times can be determined. If N (t) = n,
the times {T̃ (i) : 1 ≤ i ≤ n} are i.i.d. with distribution function [T (i) ≤ s] = (s)/(t). The occurrence times of the inhomogeneous Poisson process
are then the ordered times {T̃ (i)}. Note that if (t)
is not continuous, multiple occurrences are possible.

The following properties are some of the reasons
why Poisson processes are popular for modeling.
Let {Ni (t)}, i = 1, 2, be independent Poisson processes with intensity measures i (t). Then {N (t)}
with N (t) = N1 (t) + N2 (t) is a Poisson process with
intensity measure (t) = 1 (t) + 2 (t).
Let M be a countable set of marks and let {Mi }
be i.i.d. distributed random variables from M. We
define the processes {Ng (t)} by
Ng (t) =

N(t)


1IMi =g ,

(3)

i=1

that is, the process counting occurrences of type
g. Then the processes {{Ng (t)} : g ∈ M} are independent Poisson processes with intensity measures
g (t) = [Mi = g](t). This result can be generalized to mark distributions depending on time, so
called marked Poisson processes, see [31].
Instead of a fixed function (t), one could
consider a nondecreasing stochastic process {(t)}
with (0) = 0. The process {N (t)} (still defined as
N (t) = Ñ ((t))) is called a Cox process. A special
case is the mixed Poisson processes, where (t) =
λt for some nonnegative random variable λ. An
introduction to Cox and mixed Poisson processes can
be found in [24, 26], see also Ammeter process.

The Classical Risk Model
The first and simplest model for {S(t)} was introduced by Lundberg [29, 30], in his Ph.D. thesis.
Subsequently, the model was also investigated by
Cramér [11, 12]. In the classical risk model, also
called Cramér–Lundberg model, the process {N (t)}
is a homogeneous Poisson process with rate λ and the
claim sizes {Yi } are i.i.d. The model is easy to investigate because for any stopping time T, the process
{S(T + t) − S(T ) : t ≥ 0} is again a classical risk
model with initial capital 0, independent on FT , the
information until time T. An example is the survival
probability δ(u) = [inft≥0 R(t) ≥ 0]. Stopping the
process at time T (1) ∧ h = min(T (1), h), one finds
δ(u) = e−λh δ(u + ch)
 h  u+ct
+
δ(u + ct − y) dFY (y)λe−λt dt.
0

0

(4)
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Letting h ↓ 0 shows that δ(u) is right continuous.
Rearranging the terms and letting h ↓ 0 yields the
integro-differential equation


 u
δ(u − y) dFY (y) , (5)
cδ  (u) = λ δ(u) −
0

where the derivative is the derivative from the right.
By a similar argument, the derivative from the left can
be found. This example shows, how easily integrodifferential equations can be obtained for characteristics of the classical risk process. Discussions of
the classical risk process can be found, in [10, 22,
25, 31].
The classical risk model can be motivated in the
following way. Consider n contracts in a unit time
interval and suppose the probability 
that the k-th
contract has a claim is pk (n) and that nk=1 pk (n) =
λ, where λ is fixed. Suppose also that supk pk (n)
tends to zero as n → ∞. Then the number of claims
will converge to a Poisson distribution with mean λ.
Therefore, a Poisson distribution for the number of
claims seems to be appropriate for a large portfolio or
a collective contract with a large number of individual
claims. A similar motivation for the model is given in
[22]. The classical risk model is also treated in Risk
theory (see Risk Process).

The Markov Modulated Risk Model
Suppose now that there is an environment that
changes the risk process. Let {J (t)} be a Markov
chain in continuous time on the state space
{1, 2, . . . , K}. That is, if J (t) = i, then the next
change of J (t) will occur after an exponentially
distributed time Z with parameter ηi . The new value
J (t + Z) will be j with probability Pij . Given J (t) =
i, the process follows a classical risk model with
intensity λi and
size distribution Fi . Formally,
 claim
i (t)
Y
}
be a classical risk process
let {Si (t) = N
ij
j =1
with parameters λi and Fi . The parameters λi are
numbers in [0, ∞) and we suppose as before that
Yij > 0. We denote the occurrence times of {Si (t)}
by Ti (j ). Then
S(t) =

K N
i (t)



Yij 1IJ (Ti (j ))=i .

(6)

i=1 j =1

The advantage of this model over the classical model
is that it allows more flexibility and that many
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more complicated models can be approximated by a
Markov modulated risk model. Moreover, it is almost
as easy to treat as a classical risk model. The reason is
that it behaves like a classical model on the intervals
during which J (t) is constant. Typically, an equation
for the classical risk model has to be replaced by
a system of equations. For example, considering
the survival probability δi (u) = [inft≥0 R(t) ≥ 0 |
J (0) = i] yields the system of equations
 u
cδi (u) = (λi + ηi )δi (u) − λi
δi (u − y) dFi (y)
0

−

K


ηi Pij δj (u).

(7)

j =1

More results concerning the Markov modulated risk
model can be found in [3, 4, 6, 27, 28, 31].

The Sparre-Andersen Model
Another possibility to modify the classical risk model
is to let the claim interarrival distribution be arbitrary, FT (t) say. Then {T (i) − T (i − 1)} is an i.i.d.
sequence, where we let T (0) = 0. The mathematical
problem with the model is that {S(t)} is not a Markov
process anymore. However,
 one can consider the discrete process Ri = u + ik=1 {c[T (k) − T (k − 1)] −
Yk }. This process is a random walk and is investigated in the literature. However, results cannot be as
explicit as in the classical risk model. This is due to
the fact that in the classical risk model, the ladder
height distributions are known explicitly. For results
on the Sparre-Andersen model see [2, 16, 17, 25, 31,
38–40]. The Sparre-Andersen model is also treated
in Risk theory (see Risk Process).

Cox Models
Let {(t)} be a nondecreasing stochastic process and
suppose that conditioned on {(t)}, the claim number
process {N (t)} is an inhomogeneous Poisson process with intensity measure {(t)}. A first model of
this type was introduced by Ammeter [1]. He considered an i.i.d. sequence of gamma distributed random
variables {Li } and let (t) = Li for i − 1 ≤ t < i.
The problem with treating this model is that the process {(S(t), (t))} becomes a time inhomogeneous
Markov model. This typically leads to integro-partial
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differential equations instead of ordinary integrodifferential equations as in the Markov modulated risk
model. Cox models are also considered in Ammeter
process.
The idea behind the model is the following. Working with real data shows that a Poisson distribution
does not yield a good fit for the annual number of
claims. Actuaries found out that the negative binomial
distribution fits much better. This is mainly caused by
the fact that two parameters are used to fit the data.
One possibility to obtain the negative binomial distribution is to first determine the mean value λ by a
gamma distribution, and then, conditioned on λ, to
let N have a Poisson distribution with parameter λ.
The Ammeter model is therefore a mixed classical
risk process, in which the process is independent in
different years. More generally, one can let Li have
an arbitrary distribution.
A generalization of the Ammeter model was
presented by Björk and Grandell [9]. In addition to
the Ammeter model, they also let the time between
two changes of the intensity be stochastic. Let
{(Li , σi )} be i.i.d. vectors with Li ≥ 0 and σi > 0.
Note 
that Li and σi can
i be dependent. Then (t) =
Li if i−1
σ
≤
t
<
j
j =1
j =1 σj . This model is further
investigated in [6, 16, 25, 31].
A model including both the Björk–Grandell model
and the Markov modulated risk model was presented
by Schmidli [33]. Here, {Ji } is some Markov jump
process in discrete time on some state space E, for
example, E = 2+ in the case of a Björk–Grandell
model. There is a mapping E → 2+ × [0, 1](0,∞) ,
j → (L(j ), σ (j ), Fj ) where L(j ) is the intensity
level, σ (j ) is the duration of this level and Fj (y)
is the distribution
the claim sizes. On
 functionof
i
the interval [ i−1
k=1 σ (Jk ),
k=1 σ (Jk )) the process
behaves like a classical risk model with claim intensity L(Ji ) and claim size distribution Fj (y). This
model could also be formulated as a Markov additive
process, see [4].

Marked Point Processes
A claim size process can be characterized in the
following way. There is a sequence of occurrence
times {T (i)} and with each occurrence there is a mark
(Yi , Ji ) connected. Yi is the size of the i th claim and
Ji is some additional mark that may give information
about the future of the process. The additional mark

Ji is not used in a classical risk model, whereas in
the Markov modulated risk model Ji = J (T (i)) gives
information on the distribution of the time until the
next claim and its size. This process is considered
in [6, 7, 31]. In particular, in [6] results in the large
claim case are obtained.

Perturbed Risk Processes
In the models introduced above, one assumes that the
return from investment cancels the effect of inflation.
In reality, however, inflation and investment cancel
in the long run, but not over a short time. Moreover,
part of the surplus will be invested in stocks, and
therefore the surplus process should be more volatile.
Therefore, Gerber [21] added a Brownian motion to
a classical risk process,
R(t) = u + P (t) − S(t) + σ W (t),

(8)

where {W (t)} is a standard Brownian motion independent of {S(t)}. The process was further investigated in [15]. The authors defined the ladder points
as claim times leading to a new minimum of the surplus. Then they showed that the ladder height can
be split into two independent parts, the minimum
of the process before the ladder time and the overshoot of the jump. They found explicit expressions
for the distribution of these two parts of the ladder
height. The work was extended in [23] by also considering the penalty of ruin. The large claim case
was considered in [41]. The model was extended to
more general risk processes than the classical process
in [20, 32]. Perturbations different from Brownian
motion were considered in [18, 19]. There, a Pollaczek–Khintchine formula as in [15] was obtained,
but the methods did not allow one to interpret the
terms as parts of ladder heights. This interpretation
was derived in [35]. All results can also be found
in the survey paper [34]. If one, more generally,
considers a Lévy process as surplus process, ruin
probabilities were established in [8, 13, 14].
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Processes, Ph.D. Thesis, ETH Zürich.

[19]
[20]

[21]

[22]

[23]

[24]

[25]
[26]
[27]

[28]

[29]

[30]
[31]

[32]

[33]

[34]
[35]

5

Furrer, H.J. (1998). Risk processes perturbed by α-stable
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Time of Ruin

Poisson process with parameter λ. The time of ruin
is similarly defined by

The time of ruin is one of the particular questions of
interest in classical ruin theory. Consider the surplus
process of the insurer at time n, n = 0, 1, 2, . . ., in
the classical discrete-time risk model,
Un = u + n c − S n ,

(2)

with T̃ = ∞ if Un ≥ 0 for all n. The probability of
ruin is denoted by
ψ̃(u) = Pr(T̃ < ∞|U0 = u).

(3)

ψ(u) = E[I (T < ∞)|U (0) = u]
= Pr(T < ∞|U (0) = u)

t ≥ 0,

ψ(u, t) = E[I (T ≤ t)|U (0) = u]
= Pr(T ≤ t|U (0) = u)

(7)

which is more intractable mathematically (some recursive calculations of time to ruin distribution were
proposed in [3, 8, 12]) than ψ(u). We assume c >
λp1 to ensure that {U (t): t ≥ 0} has a positive
drift; hence limu→∞ U (t) = ∞ with certainty, and
ψ(u) < 1. Obviously, ψ(u, t) is nondecreasing in t
and limt→∞ ψ(u, t) = ψ(u) < 1, which implies that
the distribution function of T , ψ(u, t), is defective. It
can be shown [19] that the expectation of the present
value of the time of ruin T ,
E[e−δT I (T < ∞)|U (0) = u]
 ∞
∂
e−δt ψ(u, t) dt
=
∂t
0
 ∞
e−δt ψ(u, t) dt
=δ

(4)

where the nonnegative quantity u = U (0) is the initial surplus, c is the constant rate per unit time
at which the premiums are received, and S(t) =
X1 + X2 + · · · + XN(t) (with S(t) = 0 if N (t) = 0).
The individual claim sizes X1 , X2 , . . ., independent
of N (t), are positive, independent, and identically
distributed random variables with a common distribution function P (x) = Pr(X ≤ x) and mean p1 .
Usually, N (t) is assumed to follow a Poisson distribution (those with a binomial assumption can be
found in [4, 7, 9, 10, 17, 24, 30, 33]) with mean
λt. The claim number process {N (t): t ≥ 0} is
said to be a Poisson process with parameter λ. In
this case, the continuous-time aggregate claims process {S(t): t ≥ 0} is said to follow a compound

(6)

where I is the indicator function, that is, I (T <
∞) = 1 if T < ∞, and I (T < ∞) = 0 if T = ∞;
the probability of ruin before or at time t (that is, the
distribution function of T ) is denoted by

For the classical continuous-time risk model, let
N (t) denote the number of claims and S(t) the
aggregate claims up to time t; then the surplus of
the insurer at time t is
U (t) = u + ct − S(t),

(5)

with T = ∞ if U (t) ≥ 0 for all t (see Figure 1). The
probability of ruin is denoted by

(1)

where u = U0 is the initial surplus, c is the amount of
premiums received each period and is assumed constant, and Sn = W1 + W2 + · · · + Wn is the aggregate claim of the first n periods, where Wi is
the sum of the claims in period i. We assume
W1 , W2 , . . . are nonnegative, independent (see [1] for
dependent case), and identically distributed random
variables. Then {Un : n = 0, 1, 2, . . .} is called the
discrete-time surplus process, and the time of ruin
(the first time that the surplus becomes negative) is
defined as
T̃ = min{n: Un < 0}

T = inf{t: U (t) < 0}

(8)

0

U (t )

u
0

Figure 1
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The time of ruin caused by a claim
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Time of Ruin
U (t )
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t

0

(a) Caused by a claim

T

t

(b) Caused by oscillation

Figure 2 Time of ruin: (a) The time of ruin caused by a claim (with diffusion), (b) The time of ruin caused by oscillation
(with diffusion)

and
E[e−δT I (T < ∞)|U (0) = 0]

λ ∞ −ρx
e [1 − P (x)] dx,
=
c 0

U (T ) < 0) (see Figure 2a), the other is ruin due to
oscillation (T < ∞ and U (T ) = 0) (see Figure 2b).
The probability of ruin due to a claim is denoted by
(9)

where ρ is the unique nonnegative
root of Lund∞
berg’s fundamental equation λ 0 e−ξ x dP (x) = λ +
δ − cξ . In general, there are no explicit analytical
solutions to ψ̃(u), ψ(u), and ψ(u, t); instead, some
upper bounds, numerical solutions and asymptotic
formulas were proposed. When ruin occurs because
of a claim, |U (T )| (or −U (T )) is called the severity
of ruin or the deficit at the time of ruin, and U (T −)
(the left limit of U (t) at t = T ) is called the surplus
immediately before the time of ruin. The severity of
ruin |U (T )| is an important nonnegative random variable in connection with the time of ruin T .
Gerber [16] extended the classical risk model (4)
by adding an independent Wiener process to (4) so
that
U (t) = u + ct − S(t) + σ W (t),

t ≥ 0, (10)

where σ ≥ 0 (equation (10) reduces to (4) if σ = 0)
and {W (t): t ≥ 0} is a standard Wiener process that
is independent of the compound Poisson process
{S(t): t ≥ 0}. In this case, the definition of the time
of ruin becomes T = inf{t: U (t) ≤ 0} (T = ∞ if
U (t) > 0 for all t) due to the oscillation character of
the added Wiener process. That is, there are two types
of ruins: one is ruin caused by a claim (T < ∞ and

ψs (u) = E[I (T < ∞, U (T ) < 0)|U (0) = u]
= Pr(T < ∞, U (T ) < 0|U (0) = u), (11)
and the probability of ruin caused by oscillation is
denoted by
ψd (u) = E[I (T < ∞, U (T ) = 0)|U (0) = u]
= Pr(T < ∞, U (T ) = 0|U (0) = u) (12)
[14, 29]. Therefore, the probability of ruin due to
either oscillation or a claim is ψt (u) = ψs (u) +
ψd (u).
When ruin occurs, the expected discount value
(discounted from the time of ruin T to time 0) of
some penalty function [2, 5, 18, 19, 21, 25, 27, 28,
31] is usually used to study a variety of interesting
and important quantities. To see this, consider a
penalty scheme that is defined by a constant w0 and
a nonnegative function w(x, y). That is, the penalty
due at ruin is w0 if ruin is caused by oscillation,
and w(U (T −), |U (T )|) if ruin is caused by a claim.
Then the expected discounted penalty φ(u) is φ(u) =
w0 φd (u) + φw (u), u ≥ 0, where
φw (u) = E[e−δT w(U (T −), |U (T )|)
× I (T < ∞, U (T ) < 0)|U (0) = u], (13)
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and
φd (u) = E[e−δT I (T < ∞, U (T ) = 0)|U (0) = u]
(14)
is the Laplace transform (if δ is treated as a dummy
variable, or the expectation of the present value if
δ is interpreted as a force of interest) of the time
of ruin T due to oscillation. Note that φw (0) =
0 since Pr(T < ∞, U (T ) < 0|U (0) = 0) = ψs (0) =
0. When w(x, y) = 1, φw (u) (and φ(u) if w0 = 0 as
well) turns out to be
φs (u) = E[e−δT I (T < ∞, U (T ) < 0)|U (0) = u],
(15)
the Laplace transform (or the expectation of the
present value) of the time of ruin T due to a claim.
For the case that w(x, y) = 1 and w0 = 1, φ(u)
becomes φt (u) = φd (u) + φs (u), the Laplace transform (or the expectation of the present value) of the
time of ruin T . That is,
φt (u) = E[e−δT I (T < ∞, U (T ) = 0)|U (0) = u]
+ E[e−δT I (T < ∞, U (T ) < 0)|U (0) = u].
(16)
Obviously, ψd (u) = φd (u)|δ=0 , ψs (u) = φs (u)|δ=0 ,
and ψt (u) = φt (u)|δ=0 . See [14, 29] for some
properties of ψs (u) and ψd (u) (or φs (u) and φd (u)
[26]).
The (discounted) nth moment of the severity of
ruin caused by a claim,
ψn (u, δ) = E[e−δT |U (T )|n I (T < ∞, U (T ) < 0)|
U (0) = u],

(17)

is just a special case of (13) by letting the penalty
function w(U (T −), |U (T )|) = |U (T )|n , where n is
a nonnegative integer. Equation (17) with n = 1 can
be interpreted as the expectation of the present value
(at time 0) of the deficit at the time of ruin caused by
a claim, that is, the mean discounted severity of ruin.
Also, a relatively simple expression exists for (17)
[21, 28]. An upper bound on (17) was also given
in [21, 28] if the claim size distribution P belongs
to the DMRL (decreasing mean residual lifetime)
class. For n = 0, 1, 2, . . ., define
ψ1,n (u) = E[T |U (T )|n I (T < ∞, U (T ) < 0)|
U (0) = u],

(18)

3

the joint moment of the time of ruin T caused
by a claim and the severity of ruin to the nth
power. Then ψ1,n (u) can be obtained by ψ1,n (u) =
(−1)[∂ψn (u, δ)/∂δ]|δ=0 . Also ψ1,n (u) satisfies a
defective renewal equation and has an explicit
expression [21, 28].
For σ > 0 and n = 1, 2, 3, . . ., the nth moment of
the time of ruin due to oscillation (if this kind of ruin
occurs) is defined as
ψd;n (u) = E[T n I (T < ∞, U (T ) = 0)|U (0) = u],
(19)
and the nth moment of the time of ruin caused by a
claim (if this kind of ruin occurs) is defined by
ψs;n (u) = E[T n I (T < ∞, U (T ) < 0)|U (0) = u].
(20)
Then we have ψd;n (u) = (−1)n (∂ n /∂δ n )φd (u)|δ=0
and ψs;n (u) = (−1)n (∂ n /∂δ n )φs (u)|δ=0 by (14) and
(15), respectively. Each of ψd;n (u) and ψs;n (u)
satisfies a sequence of integro-difference equations
and can be expressed recursively [21, 28] (see also
[6, 11, 15, 22, 23] for alternative approaches to
ψs;n (u) based on model (4)). With expressions for
the moments of the time of ruin, the mean, variance,
skewness, and kurtosis of the time of ruin caused
by oscillation or a claim can be easily obtained.
Also, an approximation to and an upper bound on the
mean time of ruin based on model (4) can be found
in [32]. Combining equation (17) (with δ = 0) with
ψs;1 (u) and ψ1,n (u) leads to Cov[(T , |U (T )|n )I (T <
∞, U (T ) < 0)|U (0) = u], the covariance of the time
of ruin T caused by a claim and the severity of ruin
to the nth power.
The expressions for ψd;n (u), ψs;n (u), and ψ1,n (u)
involve a compound geometric distribution which
has an explicit analytical solution if P (x) is a mixture
of Erlangs (Gamma distribution G(α, β) with positive
integer parameter α) or a combination of exponentials
[13, 26]. Therefore, the moments of the time of
ruin caused by oscillation or a claim, and the joint
moment of the time of ruin T caused by a claim and
the severity of ruin to the nth power have explicit
analytical solutions if P (x) is a mixture of Erlangs
or a combination of exponentials.
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Accident Insurance
The term accident insurance, also called personal
accident insurance, refers to a broad range of individual and group products with the common feature of
providing various types of benefits upon occurrence
of a covered accident.
Accident benefits are often provided as riders to
life insurance policies. While some of the features of
these benefits are common to both, in this article, we
concentrate on stand-alone accident insurance plans.

–

–

Accident
For purposes of this cover, the term accident has been
defined in many different ways. The spirit of the various definitions is that, for an accident to be covered,
it should be an unintended, unforeseen, and/or violent
event, and the bodily injuries suffered by the insured
should be caused directly and independently of all
other causes by the said event.
Limitations and exclusions to this cover also
vary widely but, in the vast majority of cases, the
following accidents are not covered, unless otherwise specified
–
–
–

war-related accidents
self-inflicted injuries and suicide
accidents resulting from the insured’s engaging
in an illegal activity.

Medical expenses: The insurer will reimburse the
insured for each covered expense the insured
incurs in the treatment of a covered accident.
Covered expenses usually include hospital, surgical, and physicians’ expenses, but some more
comprehensive products also include prescription
drugs, treatment by therapists, ambulance services, and aides such as crutches, wheelchair,
and so on. This benefit is often provided with
a deductible and/or a coinsurance.
Accident disability income: The insurer will provide a specified periodic income benefit to the
insured if he becomes disabled due to a covered accident. Benefits are provided during the
insured’s period of disability without exceeding a
specified disability period. An elimination period
or waiting period – an amount of time that the
insured must be disabled before becoming eligible to receive policy benefits – is usually also
applied. Some disability income products marketed as accident insurance – such as hospital
cash plans, which provide a cash amount for
each day the insured spends in the hospital – also
cover illness.

Accident Insurance Plans
Accident insurance is regarded as a low-cost alternative to life insurance. Its advantages and features are
easy for the insurer to present and for the prospective
insured to understand. For this reason, the insurance
market has developed a wide array of accident insurance plans, addressing different types of needs. Some
of the most common are the following:

Benefits
–
Accident insurance provides different types of benefits. The most common are the following:
–

–

Death benefit: If the insured dies as a result of
an accident, the insurer will pay the sum insured
to the named beneficiary or beneficiaries.
Dismemberment: The insurer will pay a stated
benefit amount if an accident causes the insured
to lose one or more limbs – or the use thereof.
The partial or total loss of eyesight, hearing, and
speech may also be covered. Benefits are usually described in a benefit schedule, and may be
expressed either as a flat amount or as a percentage of the sum insured for the death benefit.

–

–

Short-term accident insurance: Provides protection for a period shorter than one year. Minimum
duration is usually three days but can be lower.
These plans are often purchased by travelers or
persons who intend to stay for a period of time
away from their home town. Benefits provided
are usually accidental death, dismemberment and
medical expenses. Premium rates are calculated
as a percent of the yearly rate.
Travel insurance or Travel accident policy:
Covers only accidents while the insured
is traveling.
Student accident insurance: Covers accidents
occurred while an insured student is participating
in school-related activities.
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–

–
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Air travel insurance or Air passenger insurance:
Covers accidents occurred on a particular flight,
usually a commercial carrier.
Group accident insurance: Covers the members
of an insurable group. It is often purchased
as an alternative or as a supplement to group
life insurance, providing benefits only in case
of accident.

claims rate cr. Claims rates are often calculated in an
empirical or semiempirical manner based on market
or company statistics and specialized publications,
usually undifferentiated by sex and age.

Death and Dismemberment
Claims cost calculation follows the general form
cc = cr · db · il

Pricing

(2)

where
The insurance industry has traditionally followed a
straightforward approach to the pricing of accident
insurance, based on claims cost, expense and commission loading, and a number of factors reflecting
the nature and duration of the risk covered.
The gross premium follows the general form
GP =

cc · tc · (1 + µ)
1 − (A + C + M)

(1)

where

cr = Claims rate per thousand
db = Total death benefit in thousands
il = Industry loading for death and dismemberment
If the claims rate is related to the overall population, an industry load may be necessary when the
covered group is deemed to be a substandard risk
based on its occupation.

Disability
cc = Annual claims cost

Claims cost estimation can be manual or experience based. The main elements to determine the
approach to use are the size of the covered group
and the availability and reliability of its claims experience. Individual insurance is always rated manually.
If the covered group can be experience rated (see
Experience-rating), the claims cost will be estimated
in terms of the group’s claims experience, applying
any necessary adjustments due to changes in the
size of the covered population and in the conditions
of the coverage, and allowing for claims reporting
time lags (see Reserving in Non-life Insurance). It
is assumed that the claims experience reflects the
group’s occupational risk, so no additional loads
should be necessary unless there is an aggravation
of the risk.
Another approach for experience-rated risks is
to calculate an ad hoc claims rate and then apply
pricing factors as shown below. This provides greater
flexibility to the pricing process.
For individual insurance and for groups either too
small to experience rate or for which there is no
reliable claims information, claims cost is estimated
differently for death and dismemberment, medical
expenses, and disability. Key to this calculation is the

Claims-cost calculation follows the general form
cc = cr · db · il

(3)

where
cr = Claims rate per period of indemnity
db = Total disability benefit per period
il = Industry loading for disability
Claims rate and disability benefit should be related
to the same period, usually weekly or monthly.

Medical Expenses
Claims cost calculation follows the general form
cc = cr · d · c · mb · mt · il
where
cr
d
c
mb
mt
il

=
=
=
=
=
=

Claims rate
Deductible factor
Coinsurance factor
Maximum benefit factor
Medical trend factor
Industry loading for medical expenses

(4)

Accident Insurance
Companies calculate these factors based on market
data and company statistics.
tc = Time conversion factor
This factor is used in two cases:
1. When the claims rate is specific to a limited
period of time and the coverage is to be provided
for a longer period. In this case, tc > 1. This is
common in group, experience-rated policies. For
example, if available statistics for a certain group
only cover a period of one month, the annual
claims rate can be estimated by annualizing the
claims rate.
2. When the claims rate is based on annual statistics and the coverage is to be provided for a
shorter period. In this case, tc ≤ 1. Most companies apply a short-term, nonproportional coverage factor. For example: if the annual claims
rate for a risk is 1% and the period of coverage is 6 months, the company may apply a 0.6
short-term factor.
µ = Safety margin
A safety margin is often built into the premium
calculation. Its size will depend on a number of
factors, such as the quality of the data and market conditions.
The loading is usually composed of
A = Administrative expenses
C = Commissions and other acquisition expenses
M = Profit margin
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While, this classification varies widely from company to company, it is fundamental to consider all the
direct and indirect expenses related to the sale and
administration of the product, allowing for a target
minimum profit margin.
It bears mentioning that accident insurance comes
in an immense variety of forms. While the general
pricing model described above addresses the types of
insurance commonly found in the market, it does not
necessarily apply to all forms of accident insurance.
The pricing actuary should carefully examine and
evaluate each risk, and either adapt this model or
develop a new one whenever necessary.

Reserving
Accident insurance is usually reserved on an unearned
premium basis. Other statutory reserves are often
required in most countries, such as IBNR and catastrophe reserves. Their nature and methodology for
calculation varies from country to country.

Further Reading
Glossary of Insurance Terms, The Rough Notes Company, Inc.
(1998). http://www.amityinsurance.com/inswords/index.
htm.
Jones, H. & Long, D. (1999). Principles of Insurance: Life,
Health and Annuities, 2nd Edition, Life Office Management Association (LOMA), United States.
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Accounting
Introduction
This article’s purpose is to give an overview of
accounting concepts and issues relevant to the actuary. To do this, it is divided into the following
sections:
•
•
•
•
•
•

Purpose of accounting
Types of accounting
Principal financial statements
Sources of accounting rules
Selected accounting concepts
Common accounts for insurance companies.

Purpose of Accounting
The purpose of accounting is generally not to provide
the ‘answer’ or ‘decision’ for the user. It is to provide
‘information’ to the user. The user is then free to
perform his own analysis on this information, so as
to arrive at his own economic decision based on the
information.
Various accounting standard setters have developed criteria for such accounting information. These
criteria vary slightly by standard setting body, but
generally include the concepts listed below. For the
International Accounting Standards Board (IASB),
such criteria are listed in the Framework for the
Preparation and Presentation of Financial Statements (the IASB Framework). In the United States,
the underlying criteria are found in the Financial
Accounting Standards Board (FASB) Statements of
Financial Accounting Concepts (SFAC).
Accounting information should be
•
•
•
•
•
•

understandable
relevant
reliable
comparable and consistent (across time, entities, industries)
unbiased
cost-benefit effective.

Note that this is a function of both the intended
users and the intended uses of the information.
Accounting systems that define either the users or
uses narrowly, may justify more complex information requirements and standards. Accounting systems
that envision a broad body of users and/or uses would
tend towards less complexity in published information and standards.
There is typically the belief that, for information to
be understandable, information contained in the various financial disclosures and reportings must be transparent (i.e. clearly disclosed and readily discernable).

Relevant
The information should be relevant to the decisionmaking users of the information. It should ‘make a
difference’ in their decisions. Typically, this means
the information must be
•
•
•

timely
have predictive value
provide useful feedback on past decisions.

Reliable
The information should be reliable and dependable.
This usually includes the concepts of the following:
• Representational faithfulness – The information
represents what it claims to represent. For example,
if the information is supposed to represent the total
amount of ultimate claim payout expected, it should
be that ultimate amount and not an implicitly discounted amount. If the reported value of a common
stock holding purports to be the current market value,
that value should be approximately what the stock
could be sold for by the company holding it.
• Verifiability – Another person or entity should be
able to recreate the reported value using the same
information that the reporting entity had.
• Completeness – The reported information should
not be missing a material fact or consideration that
would make the reported information misleading.

Understandable
Accounting information should be readily understandable to the intended users of the information.

The concept of neutrality is sometimes incorporated into the concept of reliability. This article lists
neutrality or lack of bias separately.
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Comparable and Consistent
For accounting information to be usable, it must allow
for comparisons across time and across competing
interests (such as competing companies or industries).
This leads to a need for some consistency, wherever
such comparisons are to be expected. For example,
comparisons of two companies would be very difficult and potentially misleading if one discounts all
its liabilities while the other discounts none of its
liabilities.

Unbiased
Information that is biased can be misleading. Biased
information is not useful unless the users understand the bias, any bias is consistently applied across
years/firms/industries, and the users can adjust the
reported results to reflect their own desired bias.
The option for an accounting paradigm, when faced
with uncertainty, is to either require the reporting of
unbiased values accompanied with sufficient disclosure, or require the reporting of biased (‘prudent’ or
‘conservative’) values with the bias determined in a
predictable, consistent fashion.

Cost-benefit Effective
There is a general understanding that the development
of accounting information consumes resources. As
such, the cost of producing such information should
be reasonable in relation to the expected benefit.
This is reflected in many cases through the use of
materiality considerations in accounting paradigms,
such that accounting rules may not have to be fully
followed for immaterial items if full compliance
would result in unwarranted higher costs.

Relevance versus Reliability
There is a natural trade-off in many cases between
relevance and reliability. For example, the value of
an infrequently traded asset may be very relevant, if
the clear intent is to eventually sell that asset to meet
a liability. But the valuation of such an asset may be
difficult or impossible to reliably determine. Different
parties may place materially different values on that
asset, such that the reported value is impossible to
verify by an external party or auditor. The only
reliable value for the asset may be its original cost,

but such a value might not be relevant to the user
of the information. Therefore, the choice may be
between a very relevant but unreliable value, or a
very reliable but irrelevant value.
This issue also comes up with the valuation of
insurance liabilities that are difficult to estimate.
While a value may be estimable by an actuary, how
reliable is that estimate? Could the user depend on
that value, or could the user instead be materially
misled by relying on that value? If a range of estimates could be produced, but only the low end of the
possible valuation range could be reliably determined,
booking the low end of the range may produce a reliable estimate but how relevant would it be? Would
more disclosure be required to make the information
complete – that is, not misleading or lacking material facts?

Situations with Uncertainty
As mentioned earlier, a conflict can arise between
neutrality and reliability where uncertainty exists.
Some accounting paradigms require conservatism or
prudence in such circumstances. The rationale for
requiring conservatism in the face of uncertainty is
that an uncertain asset, or asset of uncertain value,
cannot be relied upon. This may lead to the delayed
recognition of some assets until their value is more
dependably known or the ability to realize a gain
from their sale is more certain (i.e. the value of the
asset is ‘reasonably certain’). Relative to liabilities,
this would lead to reporting of a high liability value,
such that a final settlement value greater than the
reported value is unlikely.
The danger with such approaches is in the reliability and consistency of their application. Given that
uses of information can differ, what is conservatism
to one user may be optimism to another. For example, a buyer of an asset would apply conservatism by
choosing a high estimate while the seller would apply
conservatism by choosing a low estimate. As another
example, a high estimate of ultimate losses would be
conservative when estimating claim (see Reserving
in Non-life Insurance) liabilities but optimistic when
estimating agents’ contingent commissions.
Also, different users have different risk tolerances.
Hence, any bias in accounting information runs the
risk of producing misleading information, unless the
bias can be quantified or adjusted for by the end
user. As a result, accounting paradigms may opt
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instead for reporting of unbiased estimates when
faced with uncertainty, accompanied by disclosure of
the uncertainty, rather than requiring the reporting of
biased estimates.

Types of Accounting
The previous section (Purpose of Accounting) discussed what is necessary for accounting information
to be useful to its users. But there are different kinds
of users with different needs and levels of sophistication. Therefore, different users may need different
accounting rules to meet their needs.
There are different ways in which users can be
grouped, each of which could lead to a different set
of accounting rules. In general, however, the grouping
or potential grouping for insurance company purposes
usually includes the following categories:
•
•
•
•

Investors, creditors – current and potential
Regulators/Supervisors (the term ‘regulator’ is
common in the United States, while the term
‘supervisor’ is common in Europe)
Tax authorities
Management.

This category grouping for users was chosen
because of its close alignment with common types of
accounting. It leaves out the ‘rating agency’ and ‘policyholder’ user categories. These other users’ interests
are typically aligned with regulators/supervisors due
to the focus on solvency concerns.
Accounting rules designed for a broad range of
users (including investors, creditors, and owners)
are usually called general purpose accounting rules.
These rules are also typically given the label Generally Accepted Accounting Principles, or GAAP.
The focus of GAAP accounting is typically on the
value or performance of an organization as a going
concern. This is an important point, as many liabilities or assets would have a significantly different
value for a going concern than they would for an
entity in run-off. For example, the value of a tangible
asset (such as large machinery or computer equipment) used by a going concern in its business may
be the asset’s replacement value, but the value for a
company in run-off that no longer needs the asset may
be the asset’s liquidation market value. GAAP, in this
instance, would be more interested in the replacement
value (or depreciated cost) than the liquidation value.
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Regulators interested in solvency regulation, however, may have more interest in run-off values than
going-concern values. This may lead them to develop
their own specialized accounting paradigm, such as
the ‘statutory’ accounting rules produced by the
National Association of Insurance Commissioners
(NAIC) in the United States. Such rules may place
more emphasis on realizable values for asset sale
and liability settlement. Hence, they may require
a different set of valuation assumptions (possibly
including mandatory conservatism or bias), resulting in accounting values materially different from
GAAP values.
Tax authorities may also desire, demand, or be
legally required to use their own specialized accounting paradigm. Such accounting rules may be directed
or influenced by social engineering, public policy,
political, or verifiability concerns. As such they may
be materially different from either GAAP or ‘statutory’ accounting rules.
In the United States, the tax accounting rules for
insurance companies are based on statutory accounting, with modification. In many parts of the world, the
GAAP, regulatory, and tax accounting rules are the
same. One advantage of having one set of accounting
rules is reduced cost and confusion in the creation of
the information. One disadvantage is that the needs
of all the users are not the same, hence compromises
must be made that are suboptimal to one or more
sets of users. For example, a public policy issue that
drives decisions of tax or regulatory authorities may
result in accounting rules that produce misleading
information for investors.
The general and two specialized accounting paradigms mentioned above may still not meet the needs
of company management. As a result, many organizations create one or more additional sets of accounting
paradigms with which to base their management decisions. These are generally based on either GAAP or
regulatory accounting rules, with modifications.
For example, the treatment of large claims may
require special treatment in evaluating individual
branches of a company. While a constant volume of
large claims may be expected for the total results of
a company, their incidence may severely distort the
evaluation of the individual business units that suffer
the large claims in the single year being analyzed.
If each business unit were a separate company, it
might have limited its exposure to such a claim (for
example, via reinsurance or coverage restrictions),

4

Accounting

but for the company as a whole, it might make more
sense to retain that exposure. Therefore, the management may wish to cap any claims to a certain level,
when looking at its internal ‘management accounting
basis’ results for individual business units, or may
reflect a pro forma reinsurance pool (see Pooling in
Insurance) among the business units in its internal
accounting results.
As another example, the existing GAAP and/or
regulatory accounting rules may not allow discounting of liabilities, possibly due to reliability concerns.
Management, however, may feel that such discounting is necessary to properly evaluate the financial
results of their business units, and within their operation, they feel that any reliability concerns can be
adequately controlled.

Principal Financial Reports
The principal statements in financial reports are the
balance sheet, income statement, and cash flow statement. These are usually accompanied by selected
other schedules or exhibits, including various ‘notes
and disclosures’.

Balance Sheet
The balance sheet lists the assets and liabilities of the
company, with the difference between the assets and
liabilities being equity (sometimes referred to as ‘net
assets’, ‘capital’ or ‘surplus’). This statement gives a
snapshot of the current value of the company as of
the statement or reporting date.
Note that some assets may not be required or
allowed to be reported, due to concerns by the
accounting standard setters with reliable valuation.
Examples can include various types of ‘intangible’ assets such as royalties, brand name or franchise value. Similarly, certain liabilities may not be
reported because of reliability concerns. (See later
discussion of ‘Recognition and Measurement’, and
the discussion in this section on ‘Notes and Disclosures’.)

Income Statement
The income statement reports on the income and
expenses of the firm during the reporting period, with
the difference being net income or earnings. Income

includes revenue and gains from sales, although it
is not always necessary to distinguish between these
two items.
Some accounting systems differentiate various
types of income. For example, operating income is
frequently defined to represent income from ongoing operations, excluding unusual one-time events
or possibly realized capital gains whose realization
timing is mostly a management decision. Other exclusions from operating income would be the effects
of accounting changes, such as a change in how to
account for taxes or assessments from governmental bodies.
In general, net income causes a change to equity,
but may not be the sole source of changes to equity.
An accounting system may have certain changes in
value flow directly to equity, with no effect on income
until they are realized. Examples sometimes include
unrealized gains and losses on invested assets.

Cash Flow Statement
The cash flow statement reports on the sources and
uses of cash during the reporting period, and should
reconcile the beginning and ending cash position for
the company.

Notes and Disclosures
The notes and disclosures sections of financial reports
allow for additional information beyond the three
statements mentioned above, including a description
of the accounting policies used in preparing the financial statements and discussion of values that may not
be reliably estimable. Such disclosures may include
discussion of the risks and uncertainty associated with
the insurance liability estimates found in the balance
sheet and income statement (in some cases referred to
as ‘management discussion and analysis’). They may
also include ‘forward-looking information’, concerning estimates of future financial earnings or events
that have yet to occur by the financial report publication date. Note that these are different from ‘subsequent events’ that may be disclosed, which are events
that occurred after the statement or valuation date but
before the publication date of the financial report. For
example, a catastrophe that occurred after the statement date but before the publication date would be a
subsequent event, not included in the reported equity
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or income. In contrast, a discussion of future exposure to catastrophes for the coming year would be a
‘forward-looking’ statement.
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Within any given accounting paradigm there are typically several different sources of rules. Where the
rules for a given paradigm potentially conflict, a predefined hierarchy must be followed. Rules from a
source higher on the hierarchy supercede or overrule
those from a source lower on the hierarchy.

this role for the AICPA in the future. Except for
certain projects in process and not yet completed at
that date, the FASB will no longer look to the AICIPA
to create SOPs. (FASB newsletter The FASB Report,
November 27, 2002.)
Last on the hierarchy would be interpretations,
such as those issued by the IASB’s International
Financial Reporting Interpretations Committee. Interpretations are produced when timely guidance is
needed, as they can be produced much faster than
official accounting standards. This is due to the much
shorter period for due process in the production of an
official interpretation.

GAAP

Regulatory/Supervisory Accounting

The top of the GAAP hierarchy is generally the
organization in charge of securities regulation for
a particular jurisdiction. They may defer the rule
setting to a specified accounting standard setter, such
as the IASB, but they generally have the authority
to add additional requirements or rules. They may
also retain veto power over the designated accounting
standard setter’s proposed new rules. (This describes
the situation in the U.S., where the SEC (Securities
and Exchange Commission) retains veto power over
new FASB standards.) A list of such organizations
can be found on the web site of the International
Organization of Securities Commissions (IOSCO).
Next in the hierarchy are the standards set by the
specified accounting standard setter for that jurisdiction. The European Union has identified the International Financial Reporting Standards (IFRS) produced by the IASB as the accounting standards for
companies with publicly traded securities. In the
United States, the SEC has designed the Financial
Accounting Standards Board (FASB) as the accounting standard setter under the SEC. Note that these
standards would be at the top of the hierarchy for
companies that are not subject to public-traded securities rules (for example, a privately owned firm).
These standards may be supplemented by
industry-specific guidance. In the United States,
some industry-specific guidance in the form of
Statements of Position (SOPs) came from a separate
organization of accounting professionals called
the American Institute of Certified Professional
Accountants (AICPA). The United States’ FASB
retained effective veto power over AICPA-issued
guidance. The FASB decided in 2002 to eliminate

Regulatory accounting rules can consist of a totally
separate set of standards, produced by or with the
approval of the regulator, or can consist solely of
additional specialized accounting schedules, filed in
additional to the normal GAAP financial reports.
Worldwide, it appears to be more common for the
regulators to rely on GAAP financial statements.
In the United States, regulators have developed a
complete set of accounting rules, combining elements of both liquidation accounting and going concern accounting.

Sources of Accounting Rules

Tax Accounting (for Federal Income Tax
Purposes)
Tax accounting rules can be based on GAAP accounting rules, statutory accounting rules, or determined on
a totally separate basis. This determination is generally based on tax law or regulation for the jurisdiction
in question. Some countries rely on GAAP accounting reports to determine taxable income, while at least
one relies on statutory accounting reports with modifications.

Selected Accounting Concepts
This section defines and discusses the following
accounting concepts:
•
•
•
•

Fair value versus historical cost
Recognition versus measurement
Deferral-matching versus asset–liability
Impairment
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Revenue recognition
Reporting segment
Liquidation versus going concern
Change in accounting principle versus change in
accounting estimate
Principle-based versus rule-based.

Fair Value versus Historical Cost
According to the IASB, ‘Fair value is the amount
for which an asset could be exchanged or a liability settled between knowledgeable, willing parties in
an arm’s length transaction’. (From the IASB’s Draft
Statement of Principles for Insurance Contracts, paragraph 3.4, released November 2001.) It is meant to
represent market value given a sufficiently robust and
efficient market. Where no such market exists, the fair
value conceptually would be estimated. When the fair
value estimate is based on a model rather than an
actually observed market value, it is called ‘marked
to model’ rather than ‘marked to market’.
Historical cost is the amount (price) at which the
asset or liability was originally obtained. Where the
historical cost is expected to be different from the
final value when the item is no longer on the balance
sheet, some amortization or depreciation of the value
may be called for. This can result in an amortized cost
or depreciated cost value. These values are generally
more reliably determinable, but less relevant than
fair value.

Recognition versus Measurement
Accounting rules distinguish the decision or rule to
recognize an asset or liability in financial reports from
the rule establishing how to measure that liability
once recognized. For example, the rule for when to
record an asset may be to wait until the financial
benefit from it is virtually certain, but the rule for
measuring it at initial recognition may be to record its
most likely value. Hence, the probability standard for
recognition may vary from the probability standard
for measurement.
There may also be multiple recognition triggers
and measurement rules. For example, the rule for
initial recognition may differ from the rule for the
triggering of subsequent remeasurement. The rule for
initial recognition of an asset may be based on ‘reasonable certainty’ of economic value. The measurement basis may then be its fair value, which implicitly

includes a discounting of future cash flows. This initial measurement value would then be included in
subsequent financial reports (i.e. ‘locked-in’) until
the remeasurement is triggered, ignoring the change
in assumptions and facts since the original measurement. The rule for the triggering of subsequent remeasurement may be whether the undiscounted flows are
likely to be less than the current value.

Deferral/Matching versus Asset/Liability
Two major classes of accounting paradigms are deferral/matching and asset/liability.
Under a deferral/matching approach, the focus
is to coordinate the timing of income and expense
recognition so that both occur at the same time, when
the triggering event that is the focus of the contract occurs. For example, under a deferral/matching
approach, the premium is not recognized when received but is instead recognized (‘earned’) over the
policy term during the period the insurance protection is provided. Likewise, the related expenses
and incurred losses are not recognized when paid
or committed to but are instead recognized over
the same period as the premium. This may lead
to the deferral of some up-front expenses, and the
accrual of some losses that may take decades to pay.
The deferral/matching approach requires the establishment of certain assets and liabilities to defer or
accelerate recognition of revenue, expense or loss, in
order to obtain the desired income statement effect.
Hence, the focus is on the income statement more
than the balance sheet. The two most common balance sheet accounts resulting from this approach
for insurance companies are Deferred Acquisition
Cost (DAC) assets, used to defer the impact of
certain up-front expenses on the income statement,
and unearned premium liabilities (see Reserving in
Non-life Insurance), used to defer the reflection of
revenue.
Under an asset/liability approach, the focus is on
the value of assets or liabilities that exist as of the
balance sheet date. An asset is booked if a right to
a future stream of cash flows (or to an item that
could be converted to future cash flows) existed at
the reporting date. Likewise, a liability is booked if
the entity was committed to an obligation at the balance sheet date that would result in the payment of
future cash flows or other assets. Such an approach
would not recognize a ‘deferred acquisition cost’ as

Accounting
an asset if it cannot be transferred or translated as
cash. It would also not recognize an unearned premium liability beyond that needed for future losses,
expenses or returned premiums associated with that
contract. In general, the income statement is whatever falls out of the correct statement of the assets
and liabilities, hence the focus on the balance sheet
over the income statement.
Proponents of a deferral/matching approach
have commonly focused on the timing of profit
emergence. Except for changes in estimates, under
a deferral/matching approach, the profit emerges in a
steady pattern over the insurance policy term.
Proponents of an asset/liability approach have
commonly stressed the importance of reliable measures of value at the reporting date. They typically
favor the booking of only those assets that have
intrinsic value, and the immediate reflection of liabilities once they meet recognition criteria, rather than
(what some consider) an arbitrary deferral to smooth
out reported earnings. (An example of an asset under
a deferral/matching approach with no intrinsic value
is a deferred acquisition cost asset. One indication
that it has no intrinsic value is that it is impossible to
sell it for cash.)
It is possible for both approaches to produce comparable income statement results, and one would
generally expect both to produce comparable equity
values, but the actual data available to the user may
vary significantly between the two approaches. For
insurance contracts, a principal determinant of how
similar the income statements would be under the
two approaches is the treatment of risk when valuing
assets and liabilities. For example, the asset or liability risk margin under an asset/liability approach
could be set such that profit is recognized evenly
over the coverage period. This could recreate the
same profit emergence pattern found under a deferral/matching system.
It is also possible for a single accounting paradigm
to combine elements of both these approaches. This
is sometimes called a ‘mixed attribute’ paradigm.
A deferral/matching paradigm is used by the
IASB for accounting for service contracts, while it
endorsed in 2003 an asset/liability paradigm for insurance contracts.

Revenue Recognition
A key question in some accounting situations is when
to recognize revenue. This is particularly important
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for those industries where revenue growth is a key
performance measure.
Under a deferral/matching approach, revenue
would be recognized only as service is rendered. In
the insurance context, revenue would be recognized
under the deferral/matching approach over the policy
period in proportion to the covered insurance risk.
Under an asset/liability approach, revenue would be
recognized up front, once the insurer gained control
of the asset resulting from the revenue. Therefore,
the timing of revenue recognition is a function of the
chosen accounting paradigm.

Impairment
It is possible to reflect one paradigm for income
statement purposes and another for balance sheet
purposes. This sometimes leads to the use of ‘impairment’ tests and rules, to prevent inconsistencies
between the two valuations from growing too large or
problematic. (An asset may be considered impaired
if it is no longer expected to produce the economic
benefits expected when first acquired.)
For example, consider an accounting paradigm
that requires an asset to be reported at its fair value
with regular remeasurement for balance sheet purposes, but at locked-in historical cost valuation for
income-statement purposes. A risk under such an
approach is that the two could become significantly
out of sync, such as when the fair value of assets have
dropped significantly below their historical cost. This
risk can be alleviated through required regular testing of any such shortfall, to determine whether such
a shortfall is permanent (i.e. whether a ‘permanent’
impairment exists). When this happens, the extent
of permanent impairment would be reflected in the
income statement. The result would be a reduction in
the discrepancy between the cumulative income statements and cumulative balance sheet changes, without
bringing the income statement to a fair value basis.

Reporting Segment
GAAP financial statements are typically produced
on a consolidated basis for the reporting entity. The
consolidation may include the combined impact of
multiple legal corporations or other entities with the
same ultimate parent company or owner.
Regulatory financial statements may be required
on a nonconsolidated basis, separately for each legal
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entity, matching the legal authority of the regulator
to intervene.
GAAP accounting rules also require reporting at
the reporting segment level, generally defined as the
level at which operations are managed and performance measured by senior management. The IASB
standard on reporting segments, IAS 14, defines
reporting segments as follows: ‘Segments are organizational units for which information is reported
to the board of directors and CEO unless those
organizational units are not along product/service
or geographical lines, in which case use the next
lower level of internal segmentation that reports product and geographical information’ (quoted from a
summary of IAS 14 found on the IASB website
www.iasb.org.uk).
Reporting segments may be defined by product,
by geography, by customer or other similar criteria, alone or in combination with other factors.
The reporting segment selection is based on the
way a particular company operates. For example,
a company producing one product but in multiple regions, with somewhat autonomous management and functions by region, may be required to
define its reporting segments by geographic region.
A company with multiple products in one geographic
market, with generally autonomous management by
product unit, may define its reporting segments by
product.
Where the accounting standard defines reporting
segment requirements, it typically also includes a list
of required items to be reported by reporting segment.
Note that not all items are required to be reported by
reporting segment. For example, income statements
may have to be disclosed by reporting segment, but
not balance sheets.

Liquidation versus Going Concern
Many GAAP paradigms focus on the assumption
that the business is a ‘going concern’ when valuing an asset or liability. This is in contrast with a
run-off or liquidation assumption. For example, the
value of a factory in use to produce a profitable
product may be much greater than the value the factory could be sold for in a liquidation scenario. A
run-off assumption may be more appropriate for regulatory accounting purposes, where a solvency focus
exists.

Change in Accounting Principle versus Change in
Accounting Estimate
Accounting paradigms may have drastically different reporting requirements for a change in accounting
principle versus a change in accounting estimate. A
change in accounting principle may require special
disclosure of the change, with recalculation of prior
period results, while a change in accounting estimate
would generally involve no prior period recalculation and impact only the latest reporting period.
(When recalculation is required it would generally
impact only the results for prior periods required to
be shown in the financial statement at the time the
accounting principle is changed. A cumulative effective adjustment may also be required for the oldest
period shown, equaling the adjustment required to
bring the beginning balances in compliance with the
new accounting principle being implemented.)
For example, a change from undiscounted liability estimates to present value (see Present Values
and Accumulations) estimates would typically be
described as a change in accounting principle, possibly requiring recalculation of prior period results.
A change in the estimated amount of undiscounted
liabilities would be a change in accounting estimate, requiring no prior period recalculation and only
impacting the reporting period where the estimate
was changed. Additional disclosure may be required
when the change in estimate is material to the interpretation of the financial reports.
Where the change in accounting principle is due
to a change in accounting standard, the new standard
itself will usually provide the preparer with specific
implementation guidance.

Principle-based versus Rule-based
Accounting standards may take the form of general
principles, relying on interpretation and judgment by
the financial statement preparers before they can be
implemented. Alternatively, standards may take the
form of a series of rules, limiting the flexibility and
use of judgment allowed in their implementation.
This is a natural trade-off, with advantages and disadvantages to each approach.
Principle-based standards are potentially very flexible with regard to new and changing products and
environments. As such, they should also require less
maintenance. But they do have certain disadvantages, such as being more difficult to audit relative to

Accounting
compliance, and concern over consistent and reliable
interpretations across entities. To the extent that they
rely on individual judgment to interpret and implement the standards, there is a danger that they can be
used to manipulate financial results.
Rule-based standards are generally considered
easier to audit for compliance purposes, and may
produce more consistent and comparable financial
reports across entities. Disadvantages may include a
lack of flexibility with regard to changing conditions
and new products, hence requiring almost continual
maintenance at times. A concern also exists that rulebased standards are frequently easier to ‘game’, as
entities may search for loopholes that meet the literal wording of the standard but violate the intent of
the standard.

Common Accounts for Insurance
Companies
The following are some common accounts used by
insurance companies in conjunction with insurance
contracts sold. Note that this list excludes accounts
that are not directly insurance related, such as those
for invested assets.

Balance Sheet Accounts – Assets
Premiums receivable (or premium balances or agents
balances or something similar) – Premiums due on
policies, either from agents if the agent bills the policyholder or from the policyholder if billed directly.
Reinsurance recoverables – Amounts due from reinsurers due to ceded losses (see Reinsurance). In
some accounting paradigms, the amounts billed and
due as a result of ceded paid losses are recorded as
an asset (and sometimes called reinsurance receivables), while the amounts to be ceded and billed in
the future as a result of incurred but unpaid losses are
recorded as a contraliability (and called reinsurance
recoverables).
Deferred acquisition costs – Expense payments that
are deferred for income statement purposes under
a deferral-matching accounting paradigm. They are
deferred so that they can be recognized in the
income statement at the same time as the corresponding revenue.
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Balance Sheet Accounts – Liabilities
Policy liabilities (or provision for unexpired policies
or something similar) – A liability established for inforce insurance policies for future events, for which
a liability exists due to a contract being established.
There is no policy liability for policies that have yet to
be written, however a policy liability may exist for
events covered by the renewal of existing policies,
under certain situations. For example, a policy liability would exist for level premium renewable term life
insurance (see Life Insurance), but not for possible
renewals of property insurance contracts where the
pricing is not guaranteed and either party can decide
to not renew.
Unearned premium liability – A liability caused by
the deferral of premium revenue under a deferralmatching accounting paradigm. The amount of unearned premium liability generally represents the portion
of policy premium for the unexpired portion of the
policy. In an asset/liability paradigm, this would be
replaced by a policy reserve.
Claim liabilities – A liability for claims on policies
for events that have already occurred (see Reserving in Non-life Insurance). This would typically
include amounts for both reported claims (referred
to in various jurisdictions as reported claim liabilities, case-basis amounts, case outstanding, and
Reported But Not Settled (RBNS) claims) and for
Incurred But Not Reported (IBNR) claims. It would
also include amounts for Incurred But Not Enough
Reported (IBNER), sometimes called supplemental or
bulk reserves, for when the sum of individual claim
estimates for reported claims are estimated to be too
low in the aggregate. In some cases, IBNR is used to
refer to both the last two amounts.
Claim expense liabilities – The liability for the cost
of settling or defending claims on policies for events
that have already occurred. This includes the cost of
defending the policyholder (for liability policies). It
can also include the cost of disputing coverage with
the policyholder. It sometimes is included in the claim
liability value discussed above.
Insurance expense liabilities – The liability for expenses incurred but unpaid in conjunction with the insurance policy, other than the claim expenses discussed
above. Typical subcategories include commission liabilities (sometimes split into regular and contingent
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commission liabilities) and premium tax liabilities
(where applicable).

Income Statement Accounts
Premiums – In an asset-liability paradigm, this may
equal written premiums, while in a deferral-matching
premium, this would equal earned premiums. Earned
premiums equal the written premiums less the change
in unearned premium liabilities. They represent the
portion of the charged premium for coverage under
the reporting period.
Losses – Claims incurred during the reporting period.
They represent the amount paid for claims plus the
change in claim liabilities.

treated as an asset with the liability reported on an
undiscounted basis. Alternatively, the liability could
be established on a discounted basis directly. Other
options may exist, such as including the discount as
a contraliability in a separate liability account.
The establishment of any present value estimates
will require the reporting of the unwinding of discount over time, somewhere in the income statement. One approach for an accounting paradigm is to
report the unwinding as an interest expense. Another
approach is to report the unwinding as a change in
liability estimate, perhaps with separate disclosure so
that it can be distinguished from other sources of
changes in estimates.

Loss expenses – Claim expenses incurred on claims
resulting from events during the reporting period.
Note that a claim expense can be incurred on
a noncovered claim due to the necessary cost to
dispute noncovered filed claims. These amounts are
sometimes included in losses.

Resources

Underwriting expenses – Expenses incurred that directly relate to the insurance operation. They include
commission expenses, other acquisition expenses,
general expenses, and overheads related to the insurance operation, and various fees and taxes related to
the insurance operation.

•

Underwriting income – Premium revenue less losses,
loss expenses, and underwriting expenses.
Policyholder dividends – Dividends to policyholders incurred during the reporting period. In some
accounting paradigms, these amounts are legally
incurred only when declared. In others, an estimate
of historical dividends relating to the policy coverage
provided during the reporting period must be made
and allocated to that reporting period. These amounts
are generally included in underwriting income, but
may not be for some purposes. It is possible for them
to be subtracted from revenue under some accounting paradigms.

Discounting Treatment
There are several ways in which discounting can be
handled by an accounting paradigm. When discounting a liability, the amount of the discount could be

•
•

•

•
•

CAS Task Force on Fair Value Liabilities – White
Paper on Fair Valuing Property/Casualty Insurance Liabilities (fall 2000)
IASB Draft Statement of Principles (DSOP) on
insurance (fall 2001)
International Accounting Standards: Framework
for the Preparation and Presentation of Financial
Statements (1989)
Introduction to Accounting, second edition
(1991), published by the American Institute
for Property and Liability Underwriters (on the
CPCU 8th exam at that time).
FASB website, at www.fasb.org
IASB website, at www.iasb.org.uk

Also recommended is the following paper, discussing the work on developing a new IASB insurance accounting standard up to the paper’s publication date in 2003:
‘The Search for an International Accounting
Standard for Insurance: Report to the Accountancy
Task Force of the Geneva Association, by Gerry
Dickinson.’
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Actuary
The word ‘actuary’ derives from the Latin word
‘actuarius’, who was the business manager of the
Senate of Ancient Rome. It was first applied to a
mathematician of an insurance company in 1775 in
the Equitable Life Insurance Society (of London, UK)
(see History of Actuarial Science). By the middle of the nineteenth century, actuaries were active
in life insurance, friendly societies, and pension
schemes. As time has gone on, actuaries have also
grown in importance in relation to general insurance
(see Non-life Insurance), investment, health care,
social security, and also in other financial applications such as banking, corporate finance, and financial
engineering.
Over the times, there have been several attempts
to give a concise definition of the term actuary. No
such attempted definition has succeeded in becoming
universally accepted. As a starting point, reference is
made to the International Actuarial Association’s
description of what actuaries are:
‘Actuaries are multi-skilled strategic thinkers, trained
in the theory and application of mathematics, statistics, economics, probability and finance’

and what they do:
‘Using sophisticated analytical techniques, actuaries
confidently make financial sense of the short term as
well as the distant future by identifying, projecting
and managing a spectrum of contingent and financial
risks.’

This essay will adopt a descriptive approach to what
actuaries are and what they do, specifically by considering the actuarial community from the following angles:
•
•
•

Actuarial science – the foundation upon which
actuarial practice rests.
Actuarial practice.
Some characteristics of the actuarial profession.

Actuarial Science
Actuarial science (see History of Actuarial Science)
provides a structured and rigid approach to modeling and analyzing the uncertain outcomes of events

that may impose or imply financial losses or liabilities upon individuals or organizations. Different
events with which actuarial science is concerned – in
the following called actuarial events – are typically
described and classified according to specific actuarial practice fields, which will be discussed later.
A few examples of actuarial events are the
following:
•
•

•

An individual’s remaining lifetime, which is decisive for the outcome of a life insurance undertaking and for a retirement pension obligation.
The number of fires and their associated losses
within a certain period of time and within a
certain geographical region, which is decisive for
the profit or loss of a fire insurance portfolio.
Investment return on a portfolio of financial assets
that an insurance provider or a pension fund has
invested in, which is the decisive factor for the
financial performance of the provider in question.

Given that uncertainty is the main characteristic of
actuarial events, it follows that probability must be
the cornerstone in the structure of actuarial science.
Probability in turn rests on pure mathematics.
In order to enable probabilistic modeling of actuarial events to be a realistic and representative description of real life phenomena, understanding of the
‘physical nature’ of the events under consideration
is a basic prerequisite. Pure mathematics and pure
probability must therefore, be supplemented with and
supported by the sciences that deal with such ‘physical nature’ understanding of the actuarial events.
Examples are death and disability modeling and modeling of financial market behavior.
It follows that actuarial science is not a selfcontained scientific field. It builds on and is the
synthesis of several other mathematically related scientific fields such as pure mathematics, probability, mathematical statistics, computer science, economics, finance, and investments. Where these disciplines come together in a synthesis geared directly
towards actuarial applications, terms like actuarial
mathematics and insurance mathematics are often
adopted.
To many actuaries, both in academia and in the
business world, this synthesis of several other disciplines is ‘the jewel in the crown’, which they find
particularly interesting, challenging, and rewarding.
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Actuarial Practice

•

The main practice areas for actuaries can broadly be
divided into the following three types:

•

•
•
•

Life insurance and pensions
General/non-life insurance
Financial risk

There are certain functions in which actuaries
have a statutory role. Evaluation of reserves in life
and general insurance and in pension funds is an
actuarial process, and it is a requirement under the
legislation in most countries that this evaluation is
undertaken and certified by an appointed actuary.
The role of an appointed actuary has long traditions in life insurance and in pension funds. Similar
requirements for non-life insurance have been introduced by an increasing number of countries since the
early 1990s.
The involvement of an actuary can be required as
a matter of substance (although not by legislation)
in other functions. An example is the involvement
of actuaries in corporations’ accounting for occupational pensions. An estimate of the value of accrued
pension rights is a key figure that goes into this
accounting, and this requires an actuarial valuation.
Although the actuary undertaking the valuation does
not have a formal role in the general auditing process, auditors will usually require that the valuation
is undertaken and reported by a qualified actuary. In
this way, involvement by an actuary is almost as if
it was legislated.
Then there are functions where actuarial qualifications are neither a formal nor a substantial requirement, but where actuarial qualifications are perceived
to be a necessity.
Outside of the domain that is restricted to actuaries, actuaries compete with professionals with similar or tangent qualifications. Examples are statisticians, operations researchers, and financial engineers.

Life Insurance and Pensions
Assessing and controlling the risk of life insurance
and pension undertakings is the origin of actuarial
practice and the actuarial profession. The success
in managing the risk in this area comprised the
following basics:

•

Understanding lifetime as a stochastic phenomena, and modeling it within a probabilistic
framework
Understanding, modeling, and evaluating the
diversifying effect of aggregating lifetime of the
several individuals into one portfolio.
Estimating individual death and survival probabilities from historic observations. (see Decrement
Analysis)

This foundation is still the basis for actuarial
practice in the life insurance and pensions fields.
A starting point is that the mathematical expectation of the present value of the (stochastic) future
payment streams represented by the obligation is an
unbiased estimate of the (stochastic) actual value of
the obligation. Equipped with an unbiased estimate
and with the power of the law of large numbers, the
comforting result is that the actual performance in a
large life insurance or pension portfolio can ‘almost
surely’ be replaced by the expected performance.
By basing calculations on expected present values,
life insurance and pensions actuaries can essentially
do away with frequency risk in their portfolios, provided their portfolios are of a reasonable size. Everyday routine calculations of premiums and premium
reserves are derived from expected present values.
Since risk and stochastic variations are not explicitly present in the formulae, which life insurance and
pension actuaries develop and use for premium and
premium reserve calculations, their valuation methods are sometimes referred to as deterministic. Using
this notion may in fact be misleading, since it disguises the fact that the management process is based
on an underlying stochastic and risk-based model.
If there were no other risk than frequency risk in a
life insurance and pensions portfolio, the story could
have been completed at this point. However, this
would be an oversimplification, and for purposes of
a real-world description, life insurance and pensions
actuaries need to take other risks also into consideration. Two prominent such risks are model risk and
financial risk.
Model risk represents the problem that a description of the stochastic nature of different individuals’
lifetimes may not be representative of the actual
nature of today’s and tomorrow’s actual behavior of
that phenomenon. This is indeed a very substantial
risk since life insurance and pension undertakings are
usually very long-term commitments.
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The actuarial approach to solving this problem has
been to adopt a more pessimistic view of the future
than one should realistically expect. Premium and
premium reserves are calculated as expected present
values of payment streams under a pessimistic outlook. In doing so, frequency risk under the pessimistic
outlook is diversified. Corresponding premiums and
premium reserves will then be systematically overstated under a realistic outlook.
By operating in two different worlds at the same
time, one realistic and one pessimistic, actuaries safeguard against the risk that what one believes to
be pessimistic ex ante will in fact turn out to be
realistic ex post. In this way, the actuary’s valuation method has been equipped with an implicit
safety margin against the possibility of a future less
prosperous than one should reasonably expect. This
is safeguarding against a systematic risk, whereas
requiring large portfolios to achieve diversification
is safeguarding against random variations around the
systematic trend.
As time evolves, the next step is to assess how
experience actually has developed in comparison with
both the pessimistic and the realistic outlook, and
to evaluate the economic results that actual experience gives rise to. If the actual experience is more
favorable than the pessimistic outlook, a systematic
surplus will emerge over time. The very purpose of
the pessimistic outlook valuation is to generate such
a development.
In life insurance, it is generally accepted that when
policyholders pay premiums as determined by the
pessimistic world outlook, the excess premium relative to the realistic world outlook should be perceived
as a deposit to provide for their own security. Accordingly, the surplus emerging from the implicit safety
margins should be treated in a different manner than
the ordinary shareholders’ profit. The overriding principle is that when surplus has emerged, and when it is
perceived to be safe to release some of it, it should be
returned to the policyholders. Designing and controlling the dynamics of emerging surplus and its reversion to the policyholders is a key activity for actuaries
in life insurance (see Participating Business).
The actuarial community has adopted some technical terms for the key components that go into
this process.
•
•

Pessimistic outlook: first order basis
Realistic outlook: second order basis
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Surplus reverted to policyholders: bonus (see Technical Bases in Life Insurance).
Analyzing historic data and projecting future
trends, life insurance actuaries constantly maintain
both their first order and their second order bases.
Premium and premium reserve valuation tariffs
and systems are built on the first order basis.
Over time, emerging surplus is evaluated and
analyzed by source, and in due course reverted as
policyholders’ bonus.
This dynamic and cyclic process arises from the
need to protect against systematic risk for the pattern
of lifetime, frequency, and timing of death occurrences, and so on. As mentioned above, another risk
factor not dealt with under the stochastic mortality
and disability models is financial risk.
The traditional actuarial approach to financial risk
has been inspired by the first order/second order basis
approach. Specifically, any explicit randomness in
investment return has been disregarded in actuarial
models, by fixing a first order interest rate that is
so low that it will ‘almost surely’ be achieved. This
simplified approach has its shortcomings, and we will
describe a more modernized approach to financial risk
under the Finance section.
A life insurance undertaking typically is a contractual agreement of payment of nominally fixed
insurance amounts in return for nominally fixed
premiums. Funds for occupational pensions on the
other hand can be considered as prefunding vehicles for long-term pension payments linked to future
salary and inflation levels. For employers’ financial planning, it is important to have an understanding of the impact that future salary levels and
inflation have on the extent of the pension obligations, both in expected terms and the associated risk. This represents an additional dimension
that actuaries need to take into consideration in
the valuation of pension fund’s liabilities. It also
means that the first order/second order perspective
that is crucial for life insurers is of less importance for pension funds, at least from the employer’s
perspective.

General (Non-life) Insurance
Over the years, actuaries have attained a growing
importance in the running of the non-life insurance
operations. The basis for the insurance industry is
to accept economic risks. An insurance contract may
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give rise to claims. Both the number of claims and
their sizes are unknown to the company. Thus, insurance involves uncertainty and here is where the
actuaries have their prerogative; they are experts in
insurance mathematics and statistics.
Uncertainty is maybe even more an issue in the
non-life than in the life insurance industry, mainly
due to catastrophic claims such as natural disasters. Even in large portfolios substantial fluctuations
around expected outcomes may occur.
In some countries, it is required by law for all
non-life insurance companies to have an appointed
actuary to approve the level of reserves and premiums
and report to the supervisory authorities.
The most important working areas for non-life
actuaries in addition to statutory reporting are
•
•
•
•
•
•
•

Reserving
Pricing
Reviewing reinsurance program
Profit analyses
Budgeting
Product development
Produce statistics

Reserving (see Reserving in Non-life Insurance).
It takes time from the occurrence of a claim until
it is being reported to the company and even more
time until the claim is finally settled. For instance,
in accident insurance the claim is usually reported
rather quickly to the company but it may take a long
time until the size of the claim is known since it
depends on the medical condition of the insured. The
same goes for fire insurance where it normally takes
a short time until the claim is reported but it may
take a longer time to rebuild the house. In liability
insurance it may take a very long time from the
claim occurs until it is reported. One example is
product liability in the pharmaceutical industry where
it may take a very long time until the dangerous
side effects of a medicine are revealed. The insurance
company has to make allowance for future payments
on claims already incurred. The actuary has a key
role in the calculation of these reserves. The reserves
may be split in IBNR-reserves (Incurred But Not
Reported) and RBNS-reserves (Reported But Not
Settled). As the names suggest, the former is a
provision for claims already occurred but they have
not yet been reported to the company. The latter is a
provision for claims already reported to the company
but they have not yet been finally settled, that is,

future payments will occur. The actuary is responsible
for the assessment of the IBNR-reserves and several
models and methods have been developed. The
RBNS-reserves are mainly fixed on an individual
basis by the claims handler based on the information
at hand. The actuary is, however, involved in the
assessment of standard reserves, which is used when
the claims handler has too scarce information to reach
a reliable estimate. In some lines of business where
claims are frequent and moderate in size, for instance
windscreen insurance in (see Automobile Insurance,
Private; Automobile Insurance, Commercial), the
actuary may help in estimating a standard reserve
that is used for all these claims in order to reduce
administration costs. In some cases, the RBNSreserves are insufficient and it is necessary to make
an additional reserve. This reserve is usually called an
IBNER-reserve (Incurred But Not Enough Reserved).
However, some actuaries denote the sum of (pure)
IBNR-reserve and the insufficient RBNS-reserve as
the IBNER-reserve.
Pricing (see Ratemaking; Experience-rating; Premium Principles). Insurance companies sell a product without knowing its exact price. Actuaries can
therefore help in estimating the price of the insurance
product. The price will depend on several factors: the
insurance conditions, the geographical location of the
insured object, the age of the policyholder, and so on.
The actuary will estimate the impact on the price of
the product from each of the factors and produce a
rating table or structure. The salesmen will use the
rating table to produce a price for the insurance product. The actuaries will also assist in reviewing the
wording of insurance contracts in order to maintain
the risks at an acceptable level. The actuaries may
also assist in producing underwriting guidelines. The
actuary will also monitor the overall premium level
of the company in order to maintain profitability.
Reinsurance. For most insurance companies, it will
be necessary to reduce their risk by purchasing reinsurance. In this way, a part of the risk is transferred
to the reinsurance company. The actuary may help
in assessing the necessary level of reinsurance to
be purchased.
Profit analyses. Analyzing the profitability of an
insurance product is a complex matter involving taking into account the premium income, investment
income, payments and reserves of claims, and finally
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the administration costs. The actuary is a prime contributor to such analyses.
Budgeting. Actuaries help in developing profit and
loss accounts and balance sheets for future years.
Product development. New risks or the evolvement
of existing risks may require development of new
products or alteration of existing products. Actuaries
will assist in this work.
Statistics. To perform the above analyses reliable
and consistent data are required. Producing risk
statistics is therefore an important responsibility for
the actuary.
It is important for the actuary to understand the
underlying risk processes and to develop relevant
models and methods for the various tasks. In most
lines of business, the random fluctuation is substantial. This creates several challenges for the actuary.
One major challenge is the catastrophic claims (see
Catastrophe Models and Catastrophe Loads). Taking such claims into full consideration would distort
any rating table. On the other hand, the insurance
company would have to pay the large claims as well
and this should be reflected in the premium.

Finance
Financial risk has grown to become a relatively new
area for actuarial practice. Actuaries who practice
in this field are called ‘actuaries of the third kind’
within the actuarial community, maybe also among
nonactuaries.
Financial risk has always been present in all insurance and pensions undertakings, and in capital accumulating undertakings as a quite dominant risk factor.
As mentioned under the life insurance and pension
section the ‘traditional approach’ to this risk has been
disregarded by assumption, by stipulating future liabilities with a discount rate that was so low that it
would ‘almost surely’ be realized over time.
Financial risk is different from ordinary insurance
risk in that increasing the size of a portfolio does
not in itself provide any diversification effect. For
actuaries, it has been a disappointing and maybe also
discouraging fact that the law of large numbers does
not come to assistance in this regard.
During the last half century or so, new perspectives on how explicit probabilistic approaches can be
applied to analyze and manage financial risk have
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developed. The most fundamental and innovative
result in this theory of financial risk/mathematical
finance is probably that (under certain conditions)
risk associated with contingent financial claims can
in fact be completely eliminated by an appropriate
portfolio management.
This theory is the cornerstone in a new practice
field that has developed over the last decades and
which is called financial engineering. Activities in
this field include quantitative modeling and analysis,
funds management, interest rate performance measurement, asset allocation, and model-based scenario
testing. Actuaries may practice financial engineering in its own right, or they may apply financial
engineering as an added dimension to the traditional
insurance-orientated actuarial work.
A field where traditional actuarial methods and
methods relating to financial risk are beautifully
aligned, is Asset Liability Management (ALM) (see
Asset Management). The overriding objective of
ALM is to gain insight into how a certain amount of
money best allocated among given financial assets, in
order to fulfill specific obligations as represented by
a future payment stream. The analysis of the obligation’s payment stream rests on traditional actuarial
science, the analysis of the asset allocation problem falls under the umbrella of financial risks and
the blending of the two is a challenge that requires
insight into both and the ability to understand and
model how financial risk and insurance risk interact.
Many actuaries have found this to be an interesting
and rewarding area, and ALM is today a key component in the risk management of insurance providers,
pension funds, and other financial institutions around
the world.
A tendency in the design of life insurance products in the recent decades has been unbundling. This
development, paralleled by the progress in the financial derivatives theory, has disclosed that many life
insurance products have in fact option or option-like
elements built into them. Examples are interest rate
guarantees, surrender options, and renewal options
(see Options and Guarantees in Life Insurance).
Understanding these options from a financial risk perspective, pricing and managing them is an area of
active actuarial research and where actuarial practice
is also making interesting progress. At the time of
writing this article, meeting long-term interest rate
guarantees is a major challenge with which the life
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and pension insurance industry throughout the world
is struggling.
A new challenge on the horizon is the requirement for insurers to prepare financial reports on
a market-based principle, which the International
Accounting Standards Board has had under preparation for some time. In order to build and apply
models and valuation tools that are consistent with
this principle, actuaries will be required to combine
traditional actuarial thinking with ideas and methods
from economics and finance.
With the financial services industry becoming
increasingly complex, understanding and managing
financial risk in general and in combination with
insurance risk in particular, must be expected to be
expanding the actuarial territory for the future.

Characteristics of Profession
Actuaries are distinguished from other professions in
their qualifications and in the roles they fill in business and society. They also distinguish themselves
from other professions by belonging to an actuarial
organization (see History of Actuarial Profession).
The first professional association, The Institute of
Actuaries, was established in London in 1848, and by
the turn of the nineteenth century, 10 national actuarial associations were in existence. Most developed
countries now have an actuarial profession and an
association to which they belong.
The role and the activity of the actuarial associations vary substantially from country to country.
Activities that an association may or may not be
involved in, include

•
•
•
•
•

expressing public opinion on behalf of the actuarial profession,
providing or approving basic and/or continued
education,
setting codes of conduct,
developing and monitoring standards of practice, and
involvement in or support to actuarial research.

There are also regional groupings of actuarial
association, including the grouping of associations
from the EU/EAA member countries (see Groupe
Consultatif Actuariel Européen), the Southeast
Asian grouping, and the associations from Canada,
Mexico and USA.
The International Actuarial Association (IAA),
founded in 1895, is the worldwide confederation of
professional actuarial associations (also with some
individual members from countries that do not have
a national actuarial association). It is IAA’s ambition
to represent the actuarial profession globally, and to
enhance the recognition of the profession and of actuarial ideas. IAA puts focus on professionalism, actuarial practice, education and continued professional
development, and the interface with governments and
international agencies. Actuarial professions which
are full members of IAA are required to have in place
a code of conduct, a formal disciplinary process, a
due process for adopting standards of practice, and to
comply with the IAA educational syllabus guidelines.
(See also History of Actuarial Education; History
of Actuarial Profession; Professionalism)
PÅL LILLEVOLD & ARNE EYLAND

Affine Models of the Term
Structure of Interest
Rates
Introduction
Several families of interest rate models are commonly used to model the term structure of interest
rates. These include market models, used extensively in the money markets; affine term structure models, widely used in the bond markets;
and Heath, Jarrow, and Morton (HJM) models, less
widely used but applied to both the bond and money
markets.
In a bond market, the term structure is determined by a set of bonds with various maturity dates
and coupon rates. There is usually no natural tenor
structure. (In the money market, these are a set of
dates, at regular three or six monthly intervals, when
cash flows arise.) Only a subset of bonds may be
liquid, leading to potentially wide bid–ask spreads
on the remaining bonds. Bonds may trade with variable frequency, so that a previously traded price may
be some distance from the price of a subsequent
trade.
In these circumstances, it is unnecessary, undesirable, and indeed perhaps impossible to expect to
recover exactly the market price of all the bonds in
the market, or even of the subset of liquid bonds.
Instead, one can require, in general, no more than
that a model fits approximately to most of the bonds
in the market, although with significantly greater precision for the liquid bonds. Also, in the bond market
there are fewer option features that need to be modeled, compared to the money market. All in all, one
can be justified in using a model that emphasizes
tractability over an ability to recover a wide range of
market prices of cash and options. Affine models are
perfect for this purpose.
Write B(t, T ) for the price at time t of a pure
discount bond maturing at time T > t, and write τ =
T − t for the time to maturity. Let Xt = {Xti }i=1,...,N
be a set of N stochastic state variables whose values
determine the term structure at any moment. We
explicitly assume that we are in a Markov world so
that the future evolution of the term structure depends
only upon the current values of the state variables,
and not on their history. Without loss of generality,

we may write




B t, T |Xt1 , . . . , XtN = exp ϕ(t, T |Xt1 , . . . , XtN )
(1)
for some function ϕ that may depend on current time
t as well as on the state variables. In general, ϕ may
not have an analytic form.
One may proceed in two distinct directions. One
is to specify the processes followed by the state variables, and how they are related to the term structure.
One then derives the function ϕ in equation (1). It is
likely that ϕ may only be computable numerically.
A second approach is to specify a form for the function ϕ, and then to back out the processes followed by
the state variables (under the pricing measure) consistent with ϕ in the no-arbitrage framework. This latter
approach is likely to be more tractable than the former, since one is effectively imposing an analytical
solution for ϕ ab initio.
Affine models specify a particular functional form
for ϕ. For a tractable model, one wishes ϕ to be as
simple as possible, for instance, a polynomial in the
state variables,
ϕ(t, T |Xt ) = A0 (t, T ) +

N


Ai (t, T )Xti

i=1

+

N


j

Ai,j (t, T )Xti Xt + · · · .

(2)

i,j =1

The very simplest specification is to require that ϕ is
affine in the Xti , that is, to set
ϕ(t, T |Xt ) = A0 (t, T ) +

N


Ai (t, T )Xti .

(3)

i=1

A model in which ϕ takes this form is called an affine
model of the term structure. As we shall see, these
models are highly tractable, perhaps with explicit
solutions for the values of simple options as well
as for bond prices, and with relatively easy numerics
when there are no explicit solutions.
Note that other specifications are possible and
have been investigated in the literature. For instance,
truncating (2) to second order gives a quadratic term
structure model [13]. However, these models are
much more complicated than affine models and it is
not clear that the loss in tractability is compensated
for by increased explanatory power.
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From (3) we see that spot rates r(t, T ), where
B(t, T ) = exp(−r(t, T )(T − t)), are
A0 (t, T )  Ai (t, T ) i
−
Xt ,
T −t
T −t
i=1
N

r(t, T ) = −

(4)

and the short rate rt is
rt = g + f Xt ,
where
g=−

(5)


∂A0 (t, T ) 
,

∂T
T =t

f = {fi }I =1,...,N ,

More generally, they may be deterministic functions
of time.)
Here and elsewhere, unless explicitly stated,
we assume that processes are given in the spot
martingale measure associated with the accumulator
account numeraire (also called the money market or
cash account), so that no market price of risk occurs
in any pricing formula.
Given an N -dimensional process specified by (6)
and (7), one can solve for the functions Ai . In fact A0
and the vector of functions A = {Ai }i=1,...,N satisfy
the differential equations,
∂A(t, T )
= −f + a  A + A β  A,
∂T
∂A0 (t, T )
= −g + b A0 + A  diag(α)  A,
∂T


∂Ai (t, T ) 
fi = −
,

∂T
T =t

i = 1, . . . , N.

(8)

Affine models were investigated, as a category, by
Duffie and Kan [6]. In the rest of this article, we
first present a general framework of affine models,
due to Dai and Singleton [5]. We look at specific
examples of these models that have been developed
over the years, and finally look in detail at a twofactor Gaussian affine model – both the most tractable
and the most widely implemented in practice of the
models in the affine framework.

with boundary conditions
A(T , T ) = 0,

A0 (T , T ) = 0.

These are Riccati equations. These may sometimes
be solved explicitly but in any case it is fairly easy
to solve them numerically.

The State Variables

The Affine Framework
The requirement (4) is very strong. The process followed by the state variables is heavily constrained
if spot rates are to have this form. Let α and b be
N -dimensional vectors and a, β and  be N × N
matrixes. It can be shown (Duffie and Kan) that the
vector Xt has the SDE
dXt = (aXt + b) dt + Vt dzt

(6)

for an N -dimensional Wiener process zt , where V is
a diagonal matrix of the form


α1 + β1 Xt
0


..
Vt = 
 (7)
. 

0
αN + βN Xt
and we have written βi for the ith column of β.
(Certain regularity conditions are required to ensure
that Xt and αi + βi Xt remain positive. Also, we
have assumed that α, b, a, β and  are constants.

The specification given by (6) and (7) is quite
abstract. What do the state variables represent? In
general, they are indeed simply abstract factors, but
in practical applications they may be given a financial
or economic interpretation. For example, it is usually
possible to represent Xt as affine combinations of
spot rates of various maturities. Choose a set of times
to maturity {τi }i=1,...,N and set
h = {hij }i,j =1,...,d ,

hij = −

k  = (k1 , . . . , kd ),

ki = −

Aj (t, t + τi )
, (9)
τi

A0 (t, t + τi )
. (10)
τi

Suppose that for some set of maturity times, the
matrix h is nonsingular. Then define Yt = k + hXt ,
so that Yi (t) is the yield on a τi time to maturity pure
discount bond. In terms of Yt ,
B(t, T |Yt ) = exp(A(τ ) + B  (τ )h−1 Yt − h−1 k)
= exp(Ã(τ ) + B̃  (τ )Yt ),

(11)
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where
Ã(τ ) = A(τ ) − h−1 k,
B̃  (τ ) = B  (τ )h−1 .
The state variables {Xti } are seen to be an affine
combination of the spot rates, r (t, t + τi ).

Canonical Affine Models
We have seen that given a specification (6) and (7) of
a term structure model, it is possible to transform the
state variables to get an essentially equivalent model.
This raises the question: essentially how many district affine term structure models are there, taking
all reasonable transformations into account? This was
answered by Dai and Singleton [5]. Given a definition
of equivalence, essentially based upon linear transformations and rescalings of the original state variables,
they provided a classification of affine term structure models. They showed that for an N -factor model
there are only N + 1 essentially different canonical
affine models, and that every affine model is a special
case of one of these.
Dai and Singleton write the SDE of the N dimensional process Xt as
dXt = κ(θ − Xt ) dt + V dzt ,

(12)

where κ is an N × N matrix, θ is an N -dimensional
vector, and  and V are as before. Define Mm (N ),
for 0 ≤ m ≤ N , to be the canonical model with  =
I N×N , the N × N identity matrix, and
κ = κm (N ) =

κ 1,1
κ 2,1

θ = θm (N ) =


0

α = αm (N ) =

0
1N−m

0
κ 2,2
,

,

 ∈ Rm ,
,

0 ∈ R N−m ,

I m×m
0

β 1,2
0

,

I m×m the m × m identity matrix
where
κ 1,1 ∈ R m×m ,

κ 2,1 ∈ R (N−m)×m ,

κ 2,2 ∈ R (N−m)×(N−m) ,

β 1,2 ∈ R m×(N−m) ,

and when m = 0, κ0 (N ) is upper or lower triangular.
(There are also some restrictions on allowed parameter values. See Dai and Singleton.)
Every affine model is a special case of some
Mm (N ) with restrictions on the allowed values of
the parameters. The total number of free parameters
(including N + 1 for g and f ) is
N 2 + N + 1 + m, m > 0,
1
(N + 1)(N + 2), m = 0.
2

(14)

For example, for N = 3, there are four distinct affine
models with
13 + m parameters if m = 1, 2, 3,
10 parameters for m = 0.
The classification is determined by the rank of the
volatility matrix β, that is, upon the number of state
variables Xti that occur in the volatilities of Xt . This
is an invariant that cannot be transformed away.
Dai and Singleton made their classification some
time after various two- and three-factor affine models
had been devised and investigated. It turns out that
most of these models were heavily over specified, in
that, when put into canonical form their parameters
are not necessarily independent, or may have been
given particular values, for instance, set to zero. For
example, the Balduzzi, Das, Foresi, and Sundaram
(BDFS) [1] model described below can be transformed into an M1 (3) model but with six parameters
set to zero and one parameter set to −1.

Examples of Affine Models
In this section, we describe the two distinct onefactor affine models, and then give an example of
the two-factor Longstaff–Schwartz model [14]. In a
later section, we discuss at some length a two-factor
Gaussian model.

0 ∈ Rm ,

1N−m = (1, . . . , 1) ∈ R N−m
β = βm (N ) =

3

(13)

One-factor Models
In order to enable models to fit exactly to observed
market features, it is usual to allow certain parameters to become deterministic functions of time. The
functions are then chosen so that prices in the model
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match those observed in the market. For instance, the
two canonical one-factor models are
M0 (1) :

drt = κ(θ − rt ) dt + σ dzt ,

M1 (1) :

dr t = κ(θ − rt ) dt + (α + σ rt ) dzt .
(15)

1/2

The first model is the Vasicek model [15]. The second, with α = 0, is the Cox, Ingersoll, and Ross
model (CIR) [4].
In an extended model, the parameter θ is made
time dependent to allow the model to recover exactly
an observed term structure of interest rates. Making
σ time dependent, allows the model to fit to a term
structure of volatility, implicit in the prices of bond
options, or in bonds with option features. Note that
if a model is calibrated to market data (that is, its
parameter values are chosen so that the model fits
either exactly or else as closely as possible to market
data), it will need to be recalibrated as market prices
change. There is no guarantee that a calibrated model
will stay calibrated as time evolves.
Explicit solutions for the term structure when θ,
κ and σ are constant are given below. In the M0 (1)
Vasicek model, spot rates are
r(t, t + τ ) = l + (rt − l)
σ 2τ 2
+
4κ

1 − e−κτ
κτ

1 − e−κτ
κτ

where
A0 (t, T ) = −
A1 (t, T ) =

Both the Vasicek and CIR models have explicit solutions for values of bond options. This is important
since bond options are the most common option type
in the bond and money market (for instance, a caplet
can be modeled as a bond put option).
The extended Vasicek explicit solution for the
value of bond options was obtained by Jamshidian [11]. Write the short rate process under the equivalent martingale measure as
dr t = (θ(t) − art ) dt + σ dzt .

(18)

Instantaneous forward rates are f (t, T ) = −∂B(t,
T )/∂T . In the extended Vasicek model, to exactly
recover current bond prices θ(t) is set to be
∂f (0, t)
σ2
+ af (0, t) +
(1 − e−2at ). (19)
∂t
2a
Let ct (T1 , T2 ) be the value at time t of a bond call
option maturing at time T1 on a pure discount bond
maturing at time T2 , t < T1 < T2 . Suppose the strike
price is X. Then the value ct (T1 , T2 ) is
θ(t) =

ct (T1 , T2 ) = B(t, T2 )N (d) − XB(t, T 1 )N (d − σp ),
(20)
where
d=

2

,

(16)

where l = θ − σ 2 /2κ 2 is the long rate, a constant,
and rt = r(t, t) is the short rate. In√the M1 (1) CIR
model, with α = 0, and setting γ = κ 2 + 2σ 2 , spot
rates are
r(t, t + τ ) =

Bond Option Valuation

A0 (t, T ) A1 (t, T )
+
rt ,
τ
τ

(17)



2κθ
2γ e(κ+γ )τ/2
,
ln
σ2
2γ + (κ + γ )(eγ τ − 1)

2eγ τ − 2
.
2γ + (κ + γ )(eγ τ − 1)

In the M1 (1) extended CIR model, it is not possible theoretically to recover every term structure
(because negative rates are forbidden) but this is not
an objection in practice; the real objection to the CIR
framework is its comparative lack of tractability.

B(t, T2 )
1
1
ln
+ σp ,
σP
XB(t, T1 ) 2

σp = σ

1 − e−a(T2 −T1 )
a

1 − e−2a(T1 −t)
2a

1/2

,

where B(t, T ) are the theoretical extended Vasicek
bond prices. It is no accident that this resembles a
Black–Scholes formula with modified volatility.
There is also an explicit formula for bond option
prices in the extended CIR model. We give only
the formula in the case in which the parameters are
constants. Then
ct (T1 , T2 ) = B(t, T 2 )χ 2 2r X (φ + ψ + η);
4κθ 2φ 2 rt eγ (T1 −t)
,
σ2 φ + ψ + η
− XB(t, T 1 )χ 2 2r X (φ + ψ);
4κθ 2φ 2 rt eγ (T1 −t)
,
σ2
φ+ψ

. (21)
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where γ 2 = κ 2 + 2σ 2 as before and
φ = φ(t, T1 ) =
ψ=

2γ
σ 2 (eγ (T1 −t)

− 1)

The short rate volatility is
νt = α 2 xt + β 2 yt .

,

κ +γ
,
σ2

η = η(T1 , T2 ) =

2eγ (T2 −T1 ) − 2
,
2γ + (κ + γ )(eγ (T2 −T1 ) − 1)

where rX is the short rate value corresponding to the
exercise price X, X = B(T1 , T2 |rX ), and χ 2 is the
noncentral χ 2 distribution function [4].
The extended Vasicek model has an efficient lattice method that can be used when explicit solutions
are not available [9]. Lattice methods can also be
used with the one-factor CIR model, but these are
more complicated, requiring a transformation of the
underlying state variable [10].

Since rt and νt are linear functions of xt and yt , we
can reexpress the model in terms of rt and νt alone.
The short rate process becomes
dr t = (αγ + βη) −
−
+

rt = αxt + βyt ,

δ−ξ
νt
β −α

βδ − αξ
rt
β−α

dt +

βνt − αβrt
β −α

αβrt − ανt
β −α

1/2

dz1,t

1/2

dz2,t ,

(25)

and the process of its variance is
dνt = (α 2 γ + β 2 η) −

Two-factor Models
Two- and three-factor affine models have considerably more flexibility than a one-factor model. Gaussian models (of the form M0 (N )) are much more
tractable than non-Gaussian models, since they often
have explicit solutions for bond prices or bond
option prices. We defer a detailed discussion of a
two-factor Gaussian model until later, because of
their importance. Here we look at the two-factor
Longstaff–Schwartz model [14].
The Longstaff and Schwartz model is an affine
model of type M2 (2), originally derived in a general
equilibrium framework. Set

(24)

−

βξ − αδ
νt
β −α

dt +

β 3 νt − αβ 3 rt
β −α

+

αβ(δ − ξ )
rt
β−α
α 3 βrt − α 3 νt
β −α

1/2

dz1,t

1/2

dz2,t .

(26)

Although having greater financial intuition, for computational work it is far easier to work in terms of xt
and yt , rather than rt and νt .
In terms of rt and νt , pure discount bond prices in
the Longstaff and Schwartz model are
B(t, t + τ |rt , νt ) = A2γ (τ )B 2η (τ )
× exp(κτ + C(τ )rt + D(τ )νt ),

(27)

(22)
where

where the two state variables xt and yt are uncorrelated and have square root volatility processes
√
dx t = (γ − δxt ) dt + xt dz1,t ,
√
dy t = (η − ξyt ) dt + yt dz2,t ,
(23)
under the equivalent martingale measure. In the original derivation, xt and yt represented economic variables, but we need not explore this here. The model
has six underlying parameters that enable it to fit
closely, but not exactly, to term structures and ATM
bond option prices. (The most general M2 (2) model
has nine parameters.) It may also be extended to
enable it to fit exactly.

A(τ ) =

2ϕ
,
(δ + ϕ)(eϕτ − 1) + 2ϕ

B(τ ) =

2ψ
,
(ξ + ψ)(eψτ − 1) + 2ψ

C(τ ) =

αϕ(eψτ − 1)B(τ ) − βψ(eϕτ − 1)A(τ )
,
ϕψ(β − α)

D(τ ) =

−ϕ(eψτ − 1)B(τ ) + ψ(eϕτ − 1)A(τ )
,
ϕψ(β − α)

with
ϕ=


2α + δ 2

6

Affine Models of the Term Structure of Interest Rates
ψ=


2β + υ 2

As in the Gaussian case, the drift is normally mean
reversion to a constant

κ = γ (δ + ϕ) + η(υ + ψ).

µ(Xt ) = κi (µi − Xti )

There is also a formula for bond option values [10].

Types of Affine Model
Before Dai and Singleton’s classification, affine models were studied on a more ad hoc basis. The models
that were investigated fall into three main families
1. Gaussian models
2. CIR models
3. A three-factor family of models.
We briefly discuss each family in turn.

Gaussian Models
In a Gaussian model the short rate is written as
rt = g + f1 Xt1 + · · · + fN XtN ,

(28)

where each state variable has a constant volatility
dXti = µ(Xt ) dt + σi dzi,t ,

σi constant. (29)

The drift is normally mean reversion to a constant
µ(Xt ) = κi (µi −

Xti ).

(30)

Examples of Gaussian models include the first
no-arbitrage term structure model, Vasicek, the
Hull–White extended Vasicek model [8], which has
an innovative lattice method enabling a very simple
calibration to the term structure, and today’s two- and
three-factor extended Gaussian models widely used in
the bond market.

CIR Models

Note that the volatility structure is usually not
expressed in its most general form.
This category of models is named after Cox, Ingersoll, and Ross, who devised the first model with
a square root volatility. Longstaff and Schwartz, as
we have seen, produced a two-factor version of this
model. Other authors [12] have investigated general N -factor and extended versions of these models. These models have generated considerably more
literature than the more tractable Gaussian family.
Part of the reason for this is that a process with
square root volatility cannot take negative values.
If it is felt that interest rates should not take negative values, then these models have a superficial
attraction. Unfortunately, CIR models have the property that the short rate volatility also goes to zero
and rates become low, a feature not observed in
practice. When rates are at midvalues, away from
zero, the tractability of Gaussian models far outweighs the dubious theoretical virtues of the CIR
family.

The Three-factor Family
This final family can be seen as a generalization
of the Vasicek model. The drift µ and volatility σ in the Vasicek model can themselves be
made stochastic. The first generalization was to
make σ stochastic. This is natural since volatility is observed in the market to change seemingly
at random. However, it turns out that models with
stochastic drift µ have much greater flexibility (and
greater tractability) than those with stochastic volatility.
Consider the following three processes
(i)

Again, the short rate process is rt = g + f1 Xt1 +
· · · + fN XtN , where each state variable has a square
root volatility

dX it = µ(Xt ) dt + σi Xti dzit , σi constant.
(31)

(32)

Short rate:
drt = α(µt − rt ) dt +

(ii)

√

vt dzr,t ,

Short rate drift:

dµt = β(γ − µt ) dt + η dzµ,t ,
(iii)

Short rate volatility:
√
dvt = δ(κ − vt ) dt + λ vt dzv,t .

(33)

7

Affine Models of the Term Structure of Interest Rates
The stochastic drift model given by (i) and (ii) with a
constant variance v is an M0 (2) model. It has explicit
solutions for both bond prices and bond option prices.
The stochastic volatility model given by (i) and
(iii) with a constant drift µ is due to Fong and
Vasicek [7]. It is an M1 (2) model. It has some
explicit solutions but, in general, requires numerical
solution.
The full three-factor system with stochastic drift
and volatility, (i), (ii), and (iii), was investigated and
estimated by Balduzzi, Das, Foresi, and Sundaram [1]
(BDFS). It is an M1 (3) model. BDFS were able to
reduce the system to a one-factor PDE, making it
reasonably tractable.
The process (ii) can be replaced by (ii )
√
(ii) dµt = β(γ − µt ) dt + η µt dzµ,t . (34)
The system with (i), (ii ), and (iii) was investigated
by Chen [3]. It is M2 (3) and is significantly less
tractable than the BDFS model.

2 −a(T −t)
1 −2a(T −t)
3
e
e
−
−
a
2a
2a
=
a2
1
3
2
σy2 T − t + e−b(T −t) − e−2b(T −t) −
b
2b
2b
+
b2
2ρσy σx (T − t − Ba,t,T − Bb,t,T + Ba+b,t,T )
,
+
ab
(38)
σx2 T − t +

Vt,T

where Ba,t,T = (1 − e−a(T −t) )/a.
We know from elementary statistics that when X
is normal
1
E[eX ] = exp E[X] + var[X] .
2

(39)

Under the accumulator numeraire measure, bond
prices are


 T
rs ds ,
(40)
B(t, T ) = Et exp −
t

Two-factor Gaussian Models

so

A much used two-factor Gaussian model has the form
rt = ϕ(t) + xt + yt ,

(35)

where xt and yt are state variables reverting to zero
under the equivalent martingale measure
dxt = −ax t dt + σx dzx,t ,
dy t = −by t dt + σy dzy,t ,

(36)

with dzx,t dzx,t = ρ dt, for a correlation ρ. ϕ(t) is
a deterministic function of time, chosen to fit to the
current term structure. This model is a special case
of an extended M0 (2) affine model. It is discussed
at length in Brigo and Mercurio [2], which has been
used as a reference for this section.
It is easy to write down a model for bond prices
in this model [2, 10]. Since xt and yt are Gaussian,
so is rt , and so is
 T
(xs + ys ) ds.
(37)
It,T =
t

In fact, It,T ∼ N (Mt,T , Vt,T ) is normally distributed
with mean Mt,T and variance Vt,T ,
Mt,T = Ba,t,T xt + Bb,t,T yt ,


B(t, T ) = exp −
t

T

1
ϕ(s) ds − Mt,T + Vt,T
2

.
(41)

Suppose bond prices at time t = 0 are B(0, T ). ϕ(t)
can be chosen to fit to the observed prices B(0, T ).
It is determined from the relationship
 T
B(0, T )
ϕ(s) ds =
exp −
B(0, t)
t
1
× exp − (V0,T − V0,t ) .
2

(42)

Once the function ϕ(t) has been found, it can be
used to find bond prices at future times t, consistent
with the initial term structure. This is useful in lattice
implementations. Given values of xt and yt at a
node on the lattice, one can read off the entire term
structure at each node.

Alternative Representation
The model can be reexpressed in the equivalent form
dr t = (θ(t) + ut − art ) dt + σ1 dz1,t ,

(43)

8

Affine Models of the Term Structure of Interest Rates

where ut is a stochastic drift

Forward Rate Volatility

dut = −but dt + σ2 dz2,t ,

(44)

and dz1,t dz2,t = ρ dt are correlated. This form has
as its state variables (i) the short rate rt itself and (ii)
the stochastic component of the short rate drift, ut .
The equivalence is given by
a = a,

b = b,

σ1 = (σx2 + σx σy ρ + σy2 )1/2 ,

At,T =

σ2 = σy (a − b)
ρ=

Although a two-factor affine model can fit exactly
to a term structure of bond prices, without further
extension it cannot fit exactly to an ATM volatility
term structure. However, it has sufficient degrees
of freedom to be able to approximate reasonably
well to a volatility term structure. It is easy to
find instantaneous forward rate volatilities in the
model. Set

σx ρ + σy
,
σ1

1
B(0, T )
exp − (V0,T − V0,t − Vt,T ) ,
B(0, t)
2
(48)

(45)
then pure discount bond prices are

and

B(t, T ) = At,T exp(−Ba,t,T xt − Bb,t,T yt ) (49)
∂ϕ(t)
θ(t) =
+ aϕ(t).
∂t

(46)

Conversely, given the model in the alternative form,
the original form can be recovered by making the
parameter transformations the inverse of those above
and by setting
 t
θ(s)e−a(t−s) ds.
(47)
ϕ(t) = r0 e−at +

The process for instantaneous forward rates f (t, T ),
df (t, T ) = µ(t, T ) dt + σf (t, T ) dzt

for some Wiener process zt , can be derived by
Itô’s lemma. In particular, the forward rate volatility
σf (t, T ) is
σf2 (t, T ) = σx2 e−2a(T −t) + 2ρσx σy e−(a+b)(T −t)

0

The alternative form has much greater financial intuition than the original form, but it is harder to deal
with computationally. For this reason, we prefer to
work in the first form.

+ σy2 e−2b(T −t) .

(51)

When ρ < 0 one can get the type of humped volatility
term structure observed in the market. For example, with σx = 0.03, σy = 0.02, ρ = −0.9, a = 0.1,
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b = 0.5, one finds the forward rate volatility term
structure shown in Figure 1. These values are not too
unreasonable.

Forward Rate Correlation
Although forward rate volatilities are not too bad, the
forward rate correlation structure is not reasonable. It
is possible to show (Brigo and Mercurio) that
1
corr( df (t, T 1 ), df (t, T 2 ))σf (t, T 1 )σf (t, T 2 )
dt
= σx2 e−a(T1 +T2 −2t) + σy2 e−b(T1 +T2 −2t)
+ ρσx σy (e−aT1 −bT2 +(a+b)t + e−bT1 −aT2 +(a+b)t ).
(52)
We can plot the correlation structure using previous parameter values (Figure 2). Unfortunately, this

correlation structure is not at all right. It does not
decrease sufficiently as the distance between pairs of
forward rates increases. To get a better correlation
structure, more factors are needed. For money market applications, such as the valuation of swaptions, it
is crucial to fit to market implied correlations. In the
bond market, it may not be so important for vanilla
applications.

The Market Price of Risk
We can also investigate the role of the market price of
risk in this M0 (2) model. Under a change of measure,
the short rate drift is offset by a multiple, λ, of its
volatility. λ is a market price of risk. Suppose that
in the alternative representation, under the objective
measure, the short rate process is
dr t = (θ(t) + ut − art ) dt + σ1 dz1,t ,
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where ut is given by equation (44). Under the equivalent martingale measure, the process for rt is
dr t = (θ(t) − λσ1 + ut − art ) dt + σ1 dz̃1,t
(54)
for a Wiener process z̃1,t . The effect is to shift the
deterministic drift component:
θ(t) becomes θ(t) − λσ1 .
For simplicity, suppose
λ is a constant. The effect
t
on ϕ(t) = r0 e−at 0 θ(s)e−a(t−s) ds is to shift it by a
function of time:
ϕ(t) becomes ϕ(t) − λσ1 Ba,0,t .
When investors are risk neutral, λ is zero and spot
rates are given by equation (41),
−1
ln B(t, T )
T −t
 T
1
−1
ϕ(s) ds − Mt,T + Vt,T
=
T −t
2
t

r(t, T ) =

.

When investors are risk averse, λ is nonzero and rates
are altered,
 T
1
r(t, T ) becomes r(t, T ) +
Ba,0,s ds
λσ1
T −t
t
.

dxt = −axt dt + σx dzx,t

(57)

has moments
E[xt+t |xt ] = xt e−at ∼ xt (1 − at),

(55)

λ
1 −at
e Ba,t,T
= r(t, T ) + σ1 1 −
a
T −t

To price American or Bermudan style options, it
may be more convenient to use a lattice method.
On the basis of a construction by Brigo and Mercurio, we show how a recombining two-factor binomial
tree for xt and yt can be formed, although we note
that in practice, one would prefer to use a twofactor trinomial tree. The construction we describe
is fairly simple. A fast implementation would require
speed-ups like Brownian bridge discounting, terminal correction with Richardson extrapolation where
possible, and evolving using exact moments.
We start by constructing a binomial tree for xt
and yt separately, and then glue the trees together.
The process

(56)

The term structure is shifted by a maturity dependent
premium. For a given time to maturity T − t, as t
increases, the premium increases to a maximum of
λσx /a. Figure 3 shows the size of the risk premium
with λ = 0.1 as T − t increases.

Implementing the Model
Although we have seen that formulae exist for bond
values (and indeed formulae also exist for bond
option values), in general, numerical methods are
required to find values for more complex instruments.
It is straightforward to implement Monte Carlo solution methods for these Gaussian models. In cases in
which the underlying SDEs can be solved, it is even
possible to implement ‘long step’ Monte Carlo methods. All the usual speed-up techniques can be used,
and it is often feasible to use control variate methods. We do not go into Monte Carlo methods in this
article.

σx2 (1 − e−2at )
(58)
∼ σx2 t,
2a
so we can discretize this process over a short time
interval of length t as
√
xt+t = xt − ax t t + σx tεx,t ,
(59)
var[xt+t |xt ] =

where εx,t ∼ N (0, 1) is standard normal i.i.d. A
binomial approximation is given by

xt


xt + x, probability pxu ,

(60)
xt − x, probability pxd .
√
where x = σx t and
1
a √
pxu = − xt
t,
2
2σx
1
a √
t.
pxd = + xt
2
2σx
This discrete process has the same moments as xt , up
to first order in t.
To be a valid approximation, we require√that
0 ≤ pxu , pxd ≤ 1. This is only true if |xt | ≤ σx /a t.
This condition is violated if |xt | is too large. Fortunately, this is not a problem in practice because
the lattice can be truncated before the probabilities
exceed their bounds. The probability of reaching distant levels is very low. Suppose that the lattice is
truncated when xt is 10 standard deviations away
from its initial value (so that nodes further away
from 0 than 10 standard deviations are not constructed, setting option values at this high boundary
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to zero). The stationary variance of xt is σx2 /2a so
we require
σx
σx
≥ 10 × √ .
(61)
√
a t
2a
As a condition on t this is
2
t ≤ 10−2 .
(62)
a
For a reasonable value of a ∼ 0.2, this is only 10
steps a year. Hence, as long as we have more than
10 steps a year, we are safe to truncate at 10 standard deviations. (In practice, a tree will have at least
several hundred time steps per year.)
Having found the x and y steps, x and y, and
probabilities pxu , pxd , and pyu , pyd , we can now combine

the two trees, incorporating a correlation. Branching
is illustrated in Figure 4. It is a binomial product
branching. At a given node (xt , yt ), x and y can
branch either up or down with combined probabilities
p uu , p ud , p du , and p dd .
To be consistent with the individual branching for x
and y, we require
p uu + p ud + p du + p dd = 1
p uu + p ud = pxu
p uu + p du = pyu .

There is one degree of freedom left: this enables us
to impose a correlation. In continuous time
cov(xt+t , yt+t |xt , yt )
= ρσx σy Ba+b,t,t+t ∼ ρσx σy t.

(x t + ∆ x , y t + ∆ y )

p uu

(xt + ∆ x , yt − ∆ y )

p ud

(64)

We can match this covariance with the covariance on
the lattice
ρσx σy t = p uu (x − ax t t)(y − ay t t)

(xt, yt )

+ p ud (x − ax t t)(−y − ay t t)
+ p du (−x − ax t t)(y − ay t t)

p dd
p du
(xt − ∆x, yt + ∆y )

Figure 4

(63)

(x t − ∆ x , y t − ∆ y )

Branching in the two factor lattice

+ p dd (−x − ax t t)(−y − ay t t).
(65)
The complete system of four equations can be solved
for the four unknown probabilities. To first order we
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obtain

[5]

1+ρ
bσx yt + aσy xt √
t,
−
4
4σx σx
bσx yt − aσy xt √
1−ρ
−
=
t,
4
4σx σx
1+ρ
−bσx yt + aσy xt √
=
t,
−
4
4σx σx
−bσx yt − aσy xt √
1−ρ
−
=
t.
4
4σx σx

p uu =
p ud
p du
p dd

(66)

As before, we require 0 ≤ p uu , p ud , p du , p dd ≤ 1.
This condition is violated if xt or yt is too large,
but once again the lattice can be truncated before
the bound is reached. As before, t can be chosen to be small enough so that a violation would
only occur when xt or yt are in the truncated region,
many standard deviations away from their mean
values.

Conclusion
We have seen that affine models provide a flexible family of models that can fit accurately to
observed market features. Two- or three-factor Gaussian models are often used in the bond markets
because of their flexibility and their tractability.
There are explicit solutions for the commonest instruments, and straightforward numerical methods when
explicit solutions are not available. Affine models will continue to provide a major contribution
to practical interest-rate risk management for years
to come.
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Aggregate Loss Modeling
One of the primary goals of actuarial risk theory is
the evaluation of the risk associated with a portfolio of insurance contracts over the life of the contracts. Many insurance contracts (in both life and
non-life areas) are short-term. Typically, automobile
insurance, homeowner’s insurance, group life and
health insurance policies are of one-year duration.
One of the primary objectives of risk theory is
to model the distribution of total claim costs for
portfolios of policies, so that business decisions can
be made regarding various aspects of the insurance
contracts. The total claim cost over a fixed time
period is often modeled by considering the frequency
of claims and the sizes of the individual claims
separately.
Let X1 , X2 , X3 , . . . be independent and identically
distributed random variables with common distribution function FX (x). Let N denote the number of
claims occurring in a fixed time period. Assume that
the distribution of each Xi , i = 1, . . . , N , is independent of N for fixed N. Then the total claim cost for
the fixed time period can be written as
S = X1 + X2 + · · · + XN ,
with distribution function
FS (x) =

∞


pn FX∗n (x),

(1)

n=0

where FX∗n (·) indicates the n-fold convolution of
FX (·).
The distribution of the random sum given by equation (1) is the direct quantity of interest to actuaries
for the development of premium rates and safety
margins. In general, the insurer has historical data on
the number of events (insurance claims) per unit time
period (typically one year) for a specific risk, such
as a given driver/car combination (e.g. a 21-year-old
male insured in a Porsche 911). Analysis of this data
generally reveals very minor changes over time. The
insurer also gathers data on the severity of losses per
event (the X ’s in equation (1)). The severity varies
over time as a result of changing costs of automobile
repairs, hospital costs, and other costs associated with
losses.
Data is gathered for the entire insurance industry
in many countries. This data can be used to develop

models for both the number of claims per time period
and the number of claims per insured. These models
can then be used to compute the distribution of
aggregate losses given by equation (1) for a portfolio
of insurance risks.
It should be noted that the analysis of claim
numbers depends, in part, on what is considered
to be a claim. Since many insurance policies have
deductibles, which means that small losses to the
insured are paid entirely by the insured and result in
no payment by the insurer, the term ‘claim’ usually
only refers to those events that result in a payment
by the insurer.
The computation of the aggregate claim distribution can be rather complicated. Equation (1) indicates that a direct approach requires calculating
the n-fold convolutions. As an alternative, simulation and numerous approximate methods have been
developed.
Approximate distributions based on the first few
lower moments is one approach; for example, gamma
distribution. Several methods for approximating specific values of the distribution function have been
developed; for example, normal power approximation, Edgeworth series, and Wilson–Hilferty transform. Other numerical techniques, such as the Fast
Fourier transform, have been developed and promoted. Finally, specific recursive algorithms have
been developed for certain choices of the distribution of the number of claims per unit time period
(the ‘frequency’ distribution).
Details of many approximate methods are given
in [1].
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ALAE
Historically, Allocated Loss Adjustment Expenses
(ALAE) have been generally defined as those loss
expenses that can be directly assigned to the settlement of a particular claim. This is unique from Unallocated Loss Adjustment Expenses (ULAE), which
have loosely been defined as all other loss adjustment
expenses. In some lines of business, the insurance
policy’s limits of liability for the insurance company are for the loss portion only; the policy does
not place a limit on loss adjustment expenses. Therefore, it is entirely possible that an insurance company
may incur loss adjustment expenses while investigating the nature of a particular claim, and then end up
not covering the loss portion of the claim.
Effective as of 1 January 1998, the National Association of Insurance Commissioners (NAIC) in the
United States more clearly defined ALAE as those
insurance expenses associated with defense, litigation, and medical cost containment, whether external
or internal [1]. Thus, the ability to assign a particular
category of expense to a single claim is no longer the
decisive factor as to whether the expense is ALAE or
ULAE. Examples of ALAE expenses that were provided by the NAIC include (1) litigation management
expenses, (2) fees or salaries for appraisers, private
investigators, hearing representatives, reinspectors,
and fraud investigators, if working in defense of a
claim and (3) surveillance expenses. The definition
of ULAE remained as those loss adjustment expenses
not explicitly defined as ALAE.
To develop an actuarially sound rate-level indication, underlying loss experience for a particular
period should be loaded for loss adjustment expenses
(both allocated and unallocated), developed to their
ultimate settlement value, and then trended to the
midpoint of the future rating period. This calculated loss number is then combined with anticipated
expenses, profit, and premium to determine whether
or not a rate level change is needed. Because ALAE

can easily be assigned to a particular claim (as defined
above), it is generally included in the underlying
loss data.
However, because ULAE cannot be easily assigned to a particular claim, a ULAE expense load is
usually applied to the (loss + ALAE) total to derive
the total expected loss for a future time period. For
example, suppose your ultimate 2001 Accident Year
losses (including ALAE) amount to $1.2 million and
your ULAE load (ULAE as a percent of total losses
and ALAE) is 12%, your ultimate 2001 Accident Year
losses are stated as $1 200 000*1.12 = $1 344 000.
The ULAE load (12% in this case) is typically
derived from a historical relationship between total
ULAE and total loss + ALAE.
Finally, in order to accurately assess the needed
premium level, underlying losses are developed to
their ultimate loss levels via various loss development
methods as stated above. Similarly, ALAE should
be brought to an ultimate level before being used
in any ratemaking calculations. This can be accomplished by one of two primary methods: (1) including
ALAE with the underlying loss and developing the
total to an ultimate level or (2) developing ALAE
alone to its ultimate level and then adding this total
to the ultimate underlying loss number. For the latter,
Resony [2] and Petz’s discussion of Resony’s article
discuss such possible methods that range from analyzing the development of the ratio of paid ALAE to
paid loss over time to more complicated approaches.
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Annual Statements
Insurance companies and other business organizations that engage in the business of insuring or reinsuring (see Reinsurance) property–casualty exposures (see Non-life Insurance) are usually required
to file Annual Statements with the governmental
agencies that regulate insurance operations in the
pertinent geographic region (see Insurance Regulation and Supervision). These Annual Statements
are detailed financial documents that provide information that are not typically available in a company’s
annual report (such as is provided to stockholders, for
example). However, Annual Statements are generally
available to interested members of the public, as they
are documents in the public record.

Contents – A General Description
The contents of an Annual Statement will vary
according to the applicable regulatory requirements,
but the thematic structure is fairly consistent among
all jurisdictions. We will walk through the British
‘Annual Return’, the Canadian ‘Annual Return’, and
the United States’ ‘Annual Statement’ as examples.
The cover of the Annual Statement identifies the
company to which it pertains and the relevant financial year. In the United States and Canada, the cover
also provides the state or province in which the company is incorporated. In most countries, the body
of the Statement consists of several dozen numeric
exhibits, a section of financial notes, several supplementary exhibits, a letter of actuarial opinion regarding the adequacy of insurance liability reserves (see
Reserving in Non-life Insurance), and a letter from
the accounting firm overseeing the insurance company’s financial reporting process.
The largest section of an Annual Statement is a
set of standardized exhibits, the contents of which
are determined by regulatory statutes. These exhibits
carry different names throughout the world: ‘Schedules’ in the United States, ‘Pages’ in Canada, and
‘Forms’ in the United Kingdom, for example. The
standardized exhibits in a given country generally
maintain a high level of consistency from year to year
to enable comparison of multiple years’ Statements.
We also find a section titled ‘Notes to Financial
Statements’ in the Canadian Return and US Statement

and ‘Supplementary Notes to Schedules’ in the UK
Return, which contains comments and numeric data
addressing specific issues of regulatory concern. This
section of Notes provides governmental agencies with
tools to gather information in areas of developing
interest. It also allows for detailed textual responses,
in contrast to the numeric standardized exhibits.

Filing Requirements – Who, Where, and
When?
In the United States, an insurer is required to file
copies of the Annual Statement with the insurance
department of each state in which the insurer conducts business. Canadian insurers similarly file with
individual Canadian provinces, and also file two
copies with the Office of the Superintendent of Financial Institutions, Canada (OSFI). Filing deadlines
vary by jurisdiction within the United States and
Canada. UK insurers submit five copies of the Return,
which are a mixture of signed, unsigned, bound,
and loose forms, to the Financial Services Authority
(FSA) [7].
In the United States, each insurance entity that
is a member of a larger corporation files its own
Annual Statement; the corporation as a whole files
a Combined Annual Statement. The Combined Statement has fewer exhibits than the Annual Statement,
but has a later deadline of May 1 to allow for the
consolidation of data from member companies. The
OSFI allows an extra 45 days for reinsurers to file
their returns at the federal level; most of the southern
Canadian jurisdictions similarly provide extensions
for reinsurers’ Annual Returns. The Canadian Annual
Return, P&C-1, contains exhibits specific to Canadian insurers, while its counterpart P&C-2 applies to
Canada’s ‘foreign’ insurers.
The FSA requires insurers to file different types
of Return, depending on the category of the company
concerned. The location of the head office within the
United Kingdom, Switzerland, the European Union
(EU), the European Economic Area (EEA), the European Free Trade Association (EFTA) region, or elsewhere in the world determines the first level of categorization. The second level depends upon the status
of the company: reinsurer, UK deposit company,
EEA deposit company, or ‘other insurance company’. These factors collectively indicate which of
the following should be filed by a UK insurer: global
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Return, UK branch Return, and/or EEA branches
Return [7].

Exhibit Types
The first numeric section of the Annual Statement
is usually a series of tables containing summarized
information for the company. This section contains
two types of exhibits: stock exhibits and flow exhibits.

‘Stock Data’ Exhibits
The first type of exhibit is a statement of financial
data evaluated on 31 December for the year of the
Annual Statement. Data on these exhibits are often
shown in two columns: one column for the year of the
Annual Statement, and an adjacent column containing
the same financial data on 31 December for the
preceding year. The two most common exhibits of
this type are the assets page and the liabilities page,
which comprise the balance sheet, so-called because
the grand totals of the two pages are equal; that
is, the assets and liabilities pages ‘balance’ (see
Accounting).
The assets page lists the regulatory or statutory values for various categories of bonds, stocks,
and real estate; cash; other investments; various
receivables; reinsurance recoverables; accrued assets,
among others. The liabilities page lists the values for
loss reserves in the United States (also known as
outstanding claims in Canada and as claims outstanding in the UK), unearned premium (see Reserving
in Non-life Insurance; Accounting), taxes, miscellaneous payables, and other amounts due from the
company. Liabilities are added to the policyholder
surplus or shareholder equity to yield a total that
is equal to the ‘total assets’ from the assets page.
The surplus or equity amount may be divided into
(1) issued capital, which is the par value of stock
shares issued; (2) contributed surplus, which is equal
to the excess of stock purchase price over par value;
and (3) retained earnings.
One of the most significant differences among
the Statements involves the treatment of reinsurance on the balance sheet. In the Canadian and
UK Returns, balance sheets are stated gross of reinsurance. For example, the Canadian liability line
‘Unpaid Claims and Adjustment Expenses’ is gross
of reinsurance, and the Canadian asset page includes

a line for ‘Unpaid Claims and Adjustment Expenses
Recoverable from Reinsurers’. In contrast, the US
balance sheet is net of reinsurance. ‘Losses’, line
1 on the US liability page, is calculated as direct
losses plus assumed losses minus ceded losses, on
both a ‘reported’ and an ‘incurred but not reported’
basis (see Reserving in Non-life Insurance). The US
assets page includes a line for loss payments recoverable from reinsurers, but it applies only to losses
paid as of the Annual Statement date, unlike the
Canada and UK ‘reinsurance recoverable on existing claims’ asset line, which applies to both past and
future payments.

‘Flow Data’ Exhibits
The second type of exhibit is a statement which evaluates financial data flows that transpired throughout
the calendar year of the Annual Statement, rather than
at the end of the calendar year. The ‘Statement of
Income’ and the ‘Statement of Cash Flows’ are the
two prominent flow exhibits, although the UK Annual
Return does not include a form for cash flows.
The US income statement calculates (1) underwriting income as premiums earned (see Premium)
minus losses and expenses incurred; (2) net investment income as investment income plus realized capital gains; and (3) net income as the sum of underwriting income and investment income, minus policyholder dividends and income taxes. The US Statement
of Income also calculates ‘surplus as regards policyholders, December 31 current year’ as the prior
year’s surplus plus over a dozen gains and (losses) in
surplus such as net income; the changes in net unrealized foreign exchange capital gain (loss), net deferred
income tax, and nonadmitted assets; the cumulative
effect of changes in accounting principles; and stockholder dividends. The parentheses around ‘losses’ and
‘loss’ in the line titles indicate that negative dollar
amounts are shown in parentheses, rather than with
a preceding negative sign: ‘(1000)’ is required, not
‘−1000’.
The corresponding two Canadian pages ‘Statement
of Income’ and ‘Statement of Retained Earnings,’ and
a pair of UK forms ‘Profit and Loss Account – (nontechnical Account)’ and ‘General Business: Technical Account’ similarly display underwriting income,
(net) investment income, income taxes, and dividends. There is a significant difference from the US
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income statement, however. Canadian and UK outstanding claims are stated on a discounted basis;
US loss and loss expense reserves for almost all
property and casualty coverages are undiscounted in
Annual Statements.

Uses of Annual Statements
Insurance companies apply their own Annual Statements to a variety of tasks. Summary exhibits such
as the Statement of Income contain data that management may use for performance measurement on a
corporate level, while the more detailed ‘line of business’ exhibits lend themselves to analytical reviews
of business strategies or of ongoing actuarial procedures such as pricing and reserving. Of course, an
interested company is able to conduct similar analyses on a competitor’s data, since Annual Statements
are publicly available, or to use statement data for
‘the valuations of insurance companies for such purposes such as acquisition or merger, or with transfers
of portfolios or reserves’ [5]. Annual Statements also
provide rating agencies such as A. M. Best and Standard & Poors with valuable information for their
evaluations of insurance companies.
In the United States, the National Association
of Insurance Commissioners (NAIC) uses Annual
Statements for financial examinations as part of
the regulatory process. Brady et al., note that ‘[a]n
insurer’s Annual Statement can serve as the basis for
a state insurance department’s financial examination
of that insurer’ [1]. Further information is provided in
the Insurance Regulatory Information System (IRIS),
which is an NAIC tool ‘designed to provide state
insurance departments with an integrated approach
to screening and analyzing the financial condition
of insurance companies operating in their respective states’ [4]. The IRIS report explains two phases
of the system. ‘In the statistical phase, the NAIC
database generates key financial ratio results based
on financial information obtained from insurers statutory annual statements. These ratios include IRIS
as well as other solvency tools developed for use
by state insurance regulators. All these tools are
used in determining the level of regulatory attention required. The analytical phase is a review of the
annual statements, financial ratios, and other automated solvency tools by experienced financial examiners and analysts’ [4].
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History of United States Annual
Statements
In 1792, Pennsylvania became the first state to charter
insurance companies, and was followed by adjoining states in 1797. Each state imposed limitations
on the activities and investments of its chartered
insurers, often including a ‘requirement that financial statements be submitted to state authorities periodically’ [5]. According to Brady et al., ‘in 1827,
New York began to require insurers to file annual
statements with the state comptroller’. The statements included information about ‘insurers’ investments, premiums, and liabilities’ [1]. Over the next
several decades, more states introduced their own
annual statements and increased the complexity of
existing filing requirements. In 1837, for example,
Massachusetts added a requirement to include estimates of necessary reserves [1]. When an insurer
expanded operations into an additional state, it was
then required to file another financial statement
each year.
The United States Supreme Court affirmed state
regulation of insurance in the 1869 case Paul vs.
Virginia. In May of 1871, regulatory representatives
from 19 of the existing 37 states met at the first session of the National Insurance Convention (NIC). At
that meeting, the NIC members proposed an initiative to develop and adopt a uniform annual statement,
whose existence would ease the annual filing burden
for multistate insurers. Within five months, the NIC
had designed a uniform accounting statement [1]. The
NIC subsequently renamed itself the National Convention of Insurance Commissioners (NCIC), and
later adopted its current name, NAIC.

International Annual Statements
The regulatory agencies of governments across the
globe require financial reporting by insurance companies in annual statements, but the contents and
accounting practices vary by jurisdiction, as do the
names of the ‘annual statement’. Patel and Marlo
note that, as of 2001, ‘[i]nsurance regulation, and
more importantly, financial reporting practices varies
widely across the major European countries. For
example, the German statutory practice is to record
non-life claims reserves on a conservative basis with
minimal actuarial input. On the other hand, in the
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United Kingdom, actuarial practice is well established
and there is strong emphasis on best estimates. After
the formation of the European Union, directives were
issued to member companies that serve as guidelines for adopting uniform accounting standards for
insurance. The European Council, however, acts in
a manner similar to the NAIC. Member companies
can exercise many options in terms of adopting the
various aspects of the directives for their particular
jurisdiction. Hence, in spite of the European Union
directives, there are no uniform reporting standards
across member countries’ [6].

Canada
Insurers conducting business within Canadian provinces are required to file an Annual Return with
OSFI. Similar to the jurat page of the US Annual
Statement, the Canadian Return begins with a section
identifying the company’s location and its officers
and directors. This section also names the external
auditor and actuary.
As of 2003, the Canadian Return was still in transition of its calculation of capital adequacy for Statutory Compliance, affecting the contents of Annual
Returns for the year ending December 31, 2002. The
new calculation is the Minimum Capital Test (MCT),
which exists on new and revised pages that are for use
by all companies. Pending enactment of MCT legislation in Quebec, the Return retained pages related
to Minimum Excess Assets over Liabilities, for only
those companies licensed in Quebec.

United Kingdom
In the United Kingdom, ‘the Financial Services
Authority (FSA) is an independent nongovernmental
body, given statutory powers by the Financial Services and Markets Act 2000 [3]. The FSA regulates
the annual report and accounts that are required of
insurance companies and Lloyd’s of London. The
FSA’s handbook glossary provides the following definition of ‘annual report and accounts’:
(a)

(in relation to a company incorporated in the
United Kingdom) an annual report and annual
accounts as those terms are defined in sections
261(2) and 262(1) of the Companies Act 1985,
together with an auditor’s report prepared in

relation to those accounts under section 235 of
the Companies Act 1985;
(b) (in relation to any other body) any similar or
analogous documents which it is required to
prepare whether by its constitution or by the
law under which it is established. [2]
These financial statements can contain dozens of
Forms, each of which is a tabular exhibit related
to the respective company’s (or Lloyd’s syndicate’s)
operations. The PwC guide to the return [7] notes
that the FSA uses the return to ‘monitor the solvency
and, for general business companies, to assess retrospectively the adequacy of the company’s claims
provisions’.
Insurance contracts, and the related financial information, are divided in the annual report and accounts
between general insurance contracts and long-term
insurance contracts. The Glossary of the FSA Handbook defines the two categories of insurance contracts
as shown in the exhibits below [2].

Contracts of general insurance
Accident
Sickness
Railway rolling stock
Aircraft
Goods in transit
Fire and natural forces
Motor vehicle liability
Aircraft liability
General liability
Credit
Miscellaneous financial loss
Legal expenses
Land vehicles
Ships
Damage to property
Liability of ships
Suretyship
Assistance
Contracts of long-term insurance
Life and annuity
Marriage and birth
Permanent health
Tontines
Pension fund management
Collective insurance etc
Linked long-term
Capital redemption
Social insurance

Several forms and their associated contents are
listed below:
•

•

Statement of solvency – A comparison of the
available assets from general insurance business
and long-term insurance business to the regulatory Required Minimum Margin of each of the
two divisions of insurance business. Two years
are shown here.
Statement of net assets – Calculation of net admissible assets for other than long-term insurance
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•

•

•

business as the excess of admissible assets over
liabilities. Also shown is the calculation of net
assets from the net admissible assets with adjustments for the Required Minimum Margin, profit
retention, asset valuations, the provision for adverse changes, and other movements.
A pair of forms contains both calculations of the
required margin of solvency. The first calculation
is based on gross premiums receivable, net of premium taxes and levies; the second is based on
the sum of (1) claims paid and (2) the change in
claims outstanding during a three-year or sevenyear reference period, depending on the type of
insurance. The required margins of solvency are
both reduced in a final step to reflect the ratio of
retained calendar year–incurred losses (amounts
not recoverable from reinsurers) to gross calendar year–incurred losses. The Required Minimum
Margin, which is referenced by the ‘Statement of
solvency’ listed above, is shown to be the maximum of (a) the larger of the two required margins
of solvency and (b) the minimum guarantee fund.
Legislation defines the minimum guarantee fund
as between 200 000 European Currency Units
(ECU) and 400 000 ECU, depending on the authorized classes of business [7].
The analysis of admissible assets displays the
values of investments, reasonably anticipated salvage and subrogation recoveries [7], reinsurers’
share of technical provisions (explained below),
and amounts due ‘under reinsurance business
accepted’ and ‘under reinsurance contracts ceded’,
among other assets. These amounts are shown in
two columns: ‘as at the end of this financial year’
and ‘as at the end of the previous year’.
Liabilities (other than long-term business) – A
summary of liabilities related to the company’s
general insurance contracts. The first items are
the components of the gross technical provisions:
‘provision for unearned premiums’, ‘claims outstanding’, ‘provision for unexpired risks’, ‘equalization provisions’, and ‘other’. Equalization provisions are reserves that are required by statute
for certain business classes, in addition to the
Annual Return’s stated claims liabilities. Generally accepted accounting principles (GAAP) (see
Accounting) would not include a contingency
reserve for potentially volatile (see Volatility)
lines as a liability nor would GAAP translate
movements in such a reserve into reportable gains
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and losses. However, as PwC notes, ‘Schedule 9A
to the Companies Act 1985 requires equalisation
reserves to be treated and disclosed as a technical
provision on the balance sheet, with movements
therein taken to the profit and loss account’. PwC
also comments that ‘[t]his treatment has generated
considerable discussion within the accounting and
auditing profession’ due to its direct conflict with
GAAP [7].

United States
Schedule A details the individual real estate properties that the company owned on December 31 of
the Statement year, and those that were acquired or
sold during the Statement year. Schedules B and BA
show similar data related to ‘mortgage loans’ and
‘other long-term invested assets’, respectively, owned
at year-end (Part 1 of each Schedule) or divested during the year (Part 2 of each Schedule).
Schedule D in the US Annual Statement presents
the stock and bond assets of the company from several perspectives. It begins with a ‘Summary by
Country’ of long-term bonds, preferred stocks, and
common stocks. Each of these asset categories is
divided into subgroups based upon sets of similar writing entities such as governments, unaffiliated
public utilities, and ‘parent, subsidiaries and affiliates’. The Schedule’s summary shows subtotals of
‘Book/Adjusted Carrying Value’, ‘Fair Value’, and
‘Actual Cost’ for the United States, Canada, and
‘other countries’ for each subgroup of writing entities; ‘Par Value’ is also given for bonds.
Part 1A of Schedule D comprises two collections
of subtotals for the ‘Book/Adjusted Carrying Values’
of all bonds owned on December 31 of the Statement
year. Both sections of Part 1A show the maturity distribution of bonds by major type of issues. Section 1
subdivides each of the 13 major types of issues into
NAIC designations, or Classes 1 through 6, hence
expanding its subtitle to ‘Quality and Maturity Distribution of All Bonds’. The subdivisions in Section
2 are the six subtypes of issues, as appropriate for
each of the major types. For example, the subtypes
for ‘US Governments’ are ‘Issuer Obligations’ and
‘Single Class Mortgage-Backed/Asset-Backed Securities’ only.
Parts 1 and 2 of the US Schedule D provide
detailed valuing measures for long-term bonds and
stocks, respectively, that were owned at year-end.
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Parts 3 and 4 of the Schedule display acquisitions
and divestitures, respectively, of long-term bonds and
stocks. Part 5 lists each stock or long-term bond
that was ‘acquired and. . . fully disposed of’ during
the Statement year. Assets that appear on Part 5 of
Schedule D are not shown individually elsewhere in
the Statement; Parts 3 and 4 each contain a ‘Summary
Item from Part 5’ for each of the three categories:
bonds, common stocks, and preferred stocks. Schedule D – Part 6 shows the ‘Valuation of Shares of Subsidiary, Controlled or Affiliated Companies’. Schedule DB contains several parts applying to options,
caps, floors, futures, collars, swaps, forwards, and
other derivative instruments. Schedule DM shows the
‘Aggregate Statement and Fair Values of Bonds and
Preferred Stocks’.
The US Schedule F contains detailed information
about assumed and ceded reinsurance contracts and
the associated losses, premiums, and commissions.
This data is shown for each company with which
reinsurance contracts are held. Part 7 of Schedule F
calculates the Provision for Reinsurance, a statutory
penalty that is carried as a liability on the balance
sheet. Schedule F – Part 8 is a ‘Restatement of Balance Sheet to Identify Net Credit for Reinsurance’.
Column 1 of Part 8, titled ‘As Reported (Net of
Ceded)’, is a simplified version of the balance sheet.
Column 3 is titled ‘Restated (Gross of Ceded)’, and
is comparable to the balance sheet from a Canadian
or UK return. Column 2, ‘Restatement Adjustments’,
is simply Column 3 minus Column 1.
Schedule P of the US Annual Statement is a
detailed ‘Analysis of Losses and Loss Expenses’.
Part 1 of the Schedule is a columnar itemization of
premiums earned and of losses and loss expenses
incurred by year ‘in which premiums were earned
and losses were incurred’, on direct and assumed,
ceded, and net bases. Parts 2, 3, and 4 are exhibits
showing the triangular development of the incurred,
cumulative paid, and ‘bulk and IBNR reserves on’
net losses and expenses, respectively. Parts 1–4 each
contain a summary exhibit and subpart exhibits for
each of more than 20 lines of business. Schedule P – Part 5 displays the triangular development
of claims, with sections devoted to year-end evaluations of (1) cumulative number of claims closed
with payment, (2) number of claims outstanding, and
(3) cumulative number of claims reported, each on

a direct and assumed basis. Schedule P – Part 6 outlines the triangular development of cumulative premiums earned; Section 1 relates to direct and assumed
premium, while Section 2 relates to ceded premium.
Both Part 5 and Part 6 contain exhibits for individual lines of business, but neither includes a summary
exhibit, as their required lines of business do not represent all the exposures encompassed by the other
parts of the Schedule. Parts 7A and 7B of Schedule P show data related to loss-sensitive contracts
for primary and reinsurance business, respectively.
Section 1 of each subpart calculates the loss-sensitive
percentage of the total net losses and expenses unpaid
and of the net written premium, for each line of business. Sections 2–5 of each subpart display the triangular development of incurred losses and expenses,
bulk and IBNR reserves, net earned premiums, and
‘net reserve for premium adjustments and accrued
retrospective premiums’, respectively; these exhibits
classify data by the year of policy issuance, in contrast to the previous Parts of the Schedule. Part 7B
also includes a Section 6 for ‘incurred adjustable
commissions reported’ and Section 7 for ‘reserves for
commission adjustments’.
The NAIC introduced the concept of Protected
Cells into the Annual Statement in 2003, applying
new requirements to Statements for the year ended
December 31, 2002. A protected cell is a pool of
funds contributed by investors from the financial
markets, subject to the terms of the jurisdiction’s
enacted version of the NAIC’s Protected Cell Company Model Act. According to the Act, the insurer
pays premium into the protected cell, purchasing the
right to access the pool’s funds in the event of contractually specified insured losses. The investment,
premium, and associated investment income within
the protected cell are legally protected from all liabilities of the insurance company except those stipulated
in the protected cell contract. If no insured loss
occurs that meets the contract’s specifications, then
the premium and investment income are given to the
investors when the original investment is returned
after the contract period. However, if such an event
does occur, then all the funds from the protected cell
are made available to cover the loss.

Internet Resources
Governmental Internet websites provide large volumes of information related to financial reporting
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requirements. For additional material, consult the
following:
www.fsa.gov.uk (United Kingdom – Financial Services Authority)
www.naic.org (United States – National Association
of Insurance Commissioners)
www.osfi-bsif.gc.ca (Canada – Office of the Superintendent of Financial Institutions)
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Antiselection, Non-life
Antiselection, also known as adverse selection, occurs
when the expected loss profile of the insureds actually
underwritten by an insurer differs significantly from
the loss profile assumed by the insurer in its rate
development. Antiselection is frequently the result
of an inadequately detailed rate-classification system,
in which the insurer’s rate for a particular group of
insureds does not distinguish between one or more
subgroups that have different expectations of loss or
expense costs. If the rate determined for this group
represents the average cost for the entire group, it is
possible that the members of subgroups with lower
than average expected loss and expense costs will
choose to either purchase their insurance elsewhere,
or go without insurance. That, in turn, suggests that
the insureds actually obtaining insurance from this

provider have higher loss and expense costs than
those contemplated in the rating.
The threat of antiselection implies that actuaries need to consider, using both statistical analyses
and reasoned judgment, the profiles of risks likely
to actually enter the insurer’s book of business. The
impact on the makeup of a book of business from a
number of catalysts must be considered, including,
among others, governmental restrictions on underwriting and rating criteria, competing private and
public insurance classification plans, alternatives to
insurance, and so on. Issues internal to the insurer,
such as the location and type of the distribution
channel or channels, underwriting and policy standards used in evaluating potential insureds, can also
skew the population of actual insureds from a priori
expectations.
MEYER SHIELDS

Aquaculture Insurance
Introduction
Modern marine aquaculture emerged a few decades
ago, triggered by the wild catch decline. Global
production more than doubled between 1987 and
1997 [23] and the prospects for future growth especially in Europe are very promising [30].
During the last thirty years, the sector was a highrisk activity as production technology was – and still
is – developing with many experimental farms and
a semiacademic character of most hatcheries. Reasonably, nonmanageable risks could be transferred to
third parties by means of insurance, and as insurance coverage was important for the banks to finance
the new sector [7], aquaculture drew the attention of
insurance underwriters to focus on the venture’s technology, history, and experience, financial strength,
presentation, and technical qualities [15]. However,
aquaculture insurance treads on thin ice as there are
few independent consultants and fewer loss adjusters
with appropriate experience; protocols are variable,
often propriety rendering it difficult to ascertain the
claims, or discern mismanagement. Therefore, definition of risks and appropriate counteractions need to
be established.

Aquaculture Risks
Production Dependent Risks
A range of aquatic animal diseases and stress, along
with feed especially live food, material or apparatus,
and water quality failures, constitute the main causes
for production losses.
Pathogens represent a significant problem as knowledge advances with production, and their geographical distribution is variable [37]. The cost of
losses due to diseases has increased rapidly following the increase of seabass/bream industry growth,
while fish stress represents an important factor for
the welfare of cultured stock [36].
Innovative production technologies on the other
hand include latent risks, for instance, ozonation
toxicity, that has to be addressed prior to its general
acceptance [27].

Production Independent Risks
Environmental pollution, aquatic animal attacks, weather impacts onshore and offshore, and sabotage,
constitute cases of major losses independent of production protocols.
Harmful algal blooms (HABs) are poorly understood and their occurrence seems to increase nowadays. The estimated annual economic impact of
HABs only in United States for 1987–1992 was
about US$50 million with a great deal pertaining to a
yet smaller aquaculture sector of the time [1]. Other
environmental risks such as oil spills and industrial
and domestic pollution can be disastrous and in several cases largely unpredictable.
Losses caused by predators can be disastrous to
fish farms. In the Mediterranean Sea, sea bass/bream
farms are mainly attacked by monk seals, sea birds,
and sea turtles. On the coasts of United States
and Canada, the most common predators for the
salmon and trout farms are sea lions, harbour seals,
grey seals, and river and sea otters. In Norway,
otters and certain birds cause the greatest losses,
but harbour, grey and harp seals are also a problem, together with mink [22]. In Tasmania (Australia) male fur seals create serious losses to the
salmon farms [25]. Various authorities in different
countries estimate that the financial annual loss of
the aquatic farms due to the predators is between
2 and 10% of the total value of the national harvest [22].
Physical risks pertaining to meteorological events
(sea storms, big waves, etc.) were the most common
causes of disasters at the early stages of seabass/
bream industry [7, 36]. Hundreds of thousands of
fish escape after such events [21] the negative consequences of which have in part been addressed with
recovery plans such as deregulating catch limits for
public fishing on escaped farmed fish [37].
Improvements in the construction design (size,
shape, materials) and engineering of cages [34] and
their anchorages and the use of new net materials are
continuing to reduce the incidents of loss following
structural failure [21].
Weather impacts offshore (heavy rainfall, muddy
landslips, thunderbolts, forest fires, etc.) may cause
huge damages to land-based aquaculture facilities
(e.g. hatcheries).
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Commercialization Risks
Market price fluctuations, transportation risks, GMO
disputes, and aquacultured versus wild catch quality
disputes (including defamation) are among the most
important commercialization risks.
Market growth of existing aquaculture products
reaches a maturation phase after a while [17, 35]
leading to low price levels and a corresponding low
profitability that may result in structural changes –
acquisitions and alliances [3, 34]. Financial difficulties and cash flow problems may affect the operating
standards too, which easily drives to disasters and
increase the insurance claims. In this case, the insurance industry must work proactively, taking into
account the financial and market situation of the fish
farmers. To achieve good risk management requires
underwriters to pay more attention to risk avoidance,
prevention, and reduction. It is important that insurers
pay attention to ‘weak signals’ [4] such as negative
balance sheets, payment delays, and so on, that are
indicators of latent failures [26, 32].
Transportation losses of harvested products are
well addressed with the experience of the general
agro-industrial sector, but this framework is inadequate for transportation losses of live fingerlings and
needs further assessment.
An emerging risk that potentially imposes additional financial problems is the quality disputes over
the use of GMOs and comparison with wild types, a
rather marketing problem that must be addressed as
in the rest of the husbandry sectors.

Third-party Risks
Environmental impact of aquaculture units and consumer health are the most significant issues as they
might weaken the financial position of a company by
third-party claims and need special attention by the
aquaculture insurance underwriters.
There is an increasing demand for detailed information on the nature and origin of seafood products after the food industry scandals (BSE, dioxins,
etc.) [33] and there are questions about the safety of
the use of certain chemicals and therapeutic treatments as well (e.g. formalin [9, 16]).
The environmental effect of aquaculture effluents
and sediments is an issue that can be quite important
in some cases. For example, shrimp farming–effluent
pollution may damage sea life and diminish aesthetic

appeal by introducing pollutants, diseases, and exotic
species [19].
Environmental monitoring techniques such as the
MERAMOD predictive model developed to simulate the environmental response of the Mediterranean
sea-cage farms [6], based on the DEPOMOD model
developed for salmonids [10], may prevent excessive
damages and rationalize insurance contracts.
Environmental Assurance Bonds (EAB), an environmental management tool, can act as a social insurance mechanism for providing compensation against
environmental damages associated with farm activities [8], perhaps enhanced with a deposit–refund
system designed to induce firms to adapt higher levels
of environmental precaution [31].
Knowledge, useful for quantifying benefits and
risks posed by aquatic GMOs is currently limited
and some efforts to describe experimental designs for
addressing the gaps in scientific knowledge have been
suggested [14].

Future Trends
Managerial tools developed for risk management
and/or towards standardization of the production protocols would result in mutual benefit of the aquaculturist and the insurance company.
Several commercialization problems may be addressed by ISO’s traceability, which includes not only
the principal requirement to physically trace products through the distribution chain, but also provides
information on what they are made of and what has
happened to them, all important in relation to food
safety, quality, and labeling [2].
The public urge for healthy products and nature
conservation may drive the development of certification and labeling schemes, that is, ecolabeling,
organic [5].
Current HACCP systems focus on the production
process itself, rather than on testing the end products,
so the producer can offer better guarantees for food
safety. Attempts have been made already to clarify
the subject of risk analysis and provide a context for
its use in seafood safety [13, 28].
While HACCP is mandatory from the legislation
of the major world importers European Union and
the United States [18], ISO System is voluntary and
focuses on the general quality management of the
whole fish farming process as a business. In the
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ISO context, risks must be identified and associated
with legal prevention measures. In terms of auditing
by insurance brokers, ISO documentation makes the
work ‘easier’ because the information is well documented.
Industries should prepare and periodically update
Best Management Practices (BMPs) based on the
available scientific information and assessment of the
risk. As BMPs are voluntary instruments, the regulatory authorities and the other concerned agencies
should adapt appropriate procedures to monitor compliance [24].
Information Technology Traceability systems,
such as fish stock loss adjusters, may be used in the
near future by the insurance underwriters in order
to have the picture of a disaster, by downloading
the stock profiles from the Internet, searching the
marketing data and prices of the same source, and
using a web camera to look at the damage of the
suffered infrastructure [11].

Conclusions
Aquaculture is now a highly significant global activity that has expanded and diversified, supported by
striking advances in technology [11].
In these days, where the industry is in a ‘maturation phase’ there is a great increase of human
expertise that was lacking earlier. The farm managers
have a significant role in inoculating new management approaches to aquaculture business, that is,
responsible aquaculture, codes of conduct, and codes
of practice [12]. This valuable resource must be efficiently used to minimize the risks of the industry.
Furthermore harmonized terminologies, methods, and
data will greatly increase the general acceptability of
risk measures and the potential benefit of cross comparison of risk assessment results [29].
To achieve good risk management in aquaculture
requires that the companies pay more attention to risk
avoidance, prevention and reduction. Sustainability
of the industry is focused on product quality control and safety (HACCP & ISO System), supported
by codes of conduct and practices based on recent
scientific knowledge and consumer awareness [34].
Traceability also needs to track weak signals that
might be indicative of future catastrophes in the long
term. Insurers have generally spread and shared the
risk rather than addressing the fundamental problem [32].
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Abbreviations Used
BMP: Best Management Practices. A BMP is a
recommended site management and/or maintenance
activity, usually based on an approach that has been
shown to work effectively for the purpose intended
(e.g. www.epa.gov/region02/waste/leadshot).
BSE: Bovine Spongiform Encephalopathy aka mad
cow disease (http://www.bse.org.uk/).
EAB: Environmental Assurance Bonds, for example, [19].
GMO: Genetically Modified Organisms. GMOs and
genetically modified micro-organisms (GMMs) can
be defined as organisms (and micro-organisms) in
which the genetic material (DNA) has been altered in
a way that does not occur naturally by mating or natural recombination (http://europa.eu.int/comm/food/fs/
gmo/gmo index en.html).
HAB: Harmful Algal Blooms. Pertains to population
explosions of phytoplankton (some aka red tides),
which kills aquatic life via either oxygen deprivation
or bio-toxin production. The term is used by convention as not all HABs are ‘algal’ and not all occur as
‘blooms’ (e.g. http://ioc.unesco.org/hab/default.htm).
HACCP: Hazard Analysis and Critical Control Point.
It is a systematic approach to the Identification,
assessment of risk and severity, and control of the
biological, chemical and physical hazards associated
with a particular food production process or practice
(e.g. http://vm.cfsan.fda.gov/∼lrd/haccp.html).
ISO: International Organization for Standardization.
A network of national standards institutes from 147
countries working in partnership with international
organizations, governments, industry, business, and
consumer representatives (www.iso.ch).

References
[1]

[2]

[3]

Anderson, D.M., Hoagland, P., Kaoru, Y. & White, A.W.
(2000). Estimated Annual Economic Impacts from Harmful Algal Blooms in the US, WHOI Technical Report,
p. 96.
Anonymous (2002). Traceability of fishery productsSpecification on the information to be recorded in farmed
fish distribution chains, http://www.tracefish.org
Anonymous (2003). Markets: Salmon, in Sea Food
International , May 12.

4
[4]
[5]

[6]

[7]

[8]

[9]

[10]

[11]

[12]

[13]

[14]

[15]

[16]

[17]

Aquaculture Insurance
Ansoff, H.I. (1984). Implanting Strategic Management,
Prentice Hall, Englewood Cliffs.
Burbridge, P., Hendrick, V., Roth, E. & Rosenthal, H.
(2001). Social and economic policy issues relevant to
marine aquaculture, Journal of Applied Ichthiology 17,
194–206.
Carroll, M., Cromey, C., Karrakassis, Y., Pearson, T.,
Thetmeyer, H. & White, P. (2003). Development of
monitoring techniques and models for the assessment of
the environmental impact of fish cages in the Eastern
Mediterranean, MERAMED Newsletter on Modelling,
August 2003.
Christophilogiannis, P. & Theodorou, J. (1995). Insurance Requirements of the Greek mariculture industry
during the period 1986–1994 (1st semester). In aquaculture production economics, Cahiers Options Mediterraneennes 14, 239–246.
Constanza, R. & Perrings, C. (1990). A flexible assurance bonding system for improved environmental management, Ecology and Economics 2, 57–75.
Costello, M.J., Grant, A., Davies, I.M., Cecchini, S.,
Papoutsoglou, S., Quigley, D. & Saroglia, M. (2001).
The control of chemicals used in aquaculture in Europe,
Journal of Applied Ichthyology 17, 173–180.
Cromey, C.J., Nickell, T.D. & Black, K.D. (2002).
DEPOMOD-modelling the decomposition and biological
effects of waste solids from marine cage farms, Aquaculture 214, 211–239.
Dallimore, J. (2003). Insurance and traceability. One
may be used by the other in future, Fish Farming
International 30(5), 19.
Etchandy, C., Charalambakis, G. & Theodorou, J.
(2000). The activities of the Managing Director in
Mediterranean Aquaculture Enterprises, in AQUA 2000 ,
Nice, May 2–6, Responsible Aquaculture in the New
Millennium, EAS Spec. Publ. No. 28, p. 205.
Evmorphopoulos, E. & Theodorou, J. (2001). HACCP
system for the maricultured fish, PISCES–Processing
and Inspection of Seafood and Cultured fish to European
Standards, (EU Leonardo Project) Training Manual,
pp. 154–179.
Hallerman, E.M. & Kapuscinski, A.R. (1995). Incorporating risk assessment and risk management into public
policies on genetically modified fish and shellfish, Aquaculture 137, 9–17.
Hopkins, N. (2000). Risk management and transfer in the
aquaculture industry, in AQUA 2000, Nice, May 2–6,
Responsible Aquaculture in the New Millennium, EAS
Spec. Publ. No. 28, p. 287.
Jung, S.H., Kim, J.W., Jeon, I.G. & Lee, Y.H. (2001).
Formaldehyde residues in formalin-treated olive flounder (Paralichthys olivaceus), black rockfish (Sebastus
schlegeli) and seawater, Aquaculture 194, 253–262.
Kontali Analyse Report (2003). Norway leads the way
but where to? Fish Farmer International File 26(4),
19–20.

[18]

[19]

[20]
[21]

[22]

[23]

[24]

[25]

[26]
[27]

[28]

[29]

[30]

[31]

[32]
[33]

Lupin, H.M. (1999). Producing to achieve HACCP
compliance of fishery and aquaculture products for
export, Food Control 10, 267–275.
Mathis, M. & Baker, B.P. (2002). Assurance bonds:
a tool for managing environmental costs in aquaculture, Aquaculture Economics and Management 6,
1–17.
McIntyre, A.D. (2003). Environmental interactions of
aquaculture, Editorial. Fisheries Research 62, 235.
Nash, C.E. (2003). Interactions of Atlantic salmon in
the Pacific Northwest VI. A synopsis of the risk and
uncertainty, Fisheries Research 62, 339–347.
Nash, C.E., Iwamoto, R.N. & Mahnken, C.V.W. (2000).
Aquaculture risk management and marine mammal interactions in the Pacific Northwest, Aquaculture 183,
307–323.
Naylor, R.L., Goldburg, R.J., Primavera, J.H., Kautsky, N., Beveridge, M., Clay, J., Folke, C., Lubchenco, J., Mooney, M. & Troell, M. (2000). Effects
of aquaculture on world fish supplies, Nature 405,
1017–1024.
NOAA (2003). A code of contact for a responsible aquaculture in the US exclusive economic zone,
www.nmfs.noaa.gov/trade/AQ/AQCode.pdf.
Pemberton, D. & Shaughnessy, D.P. (1993). Interaction
between seals and marine farms in Tasmania, and the
management problem, Aquatic Conservation of Marine
and Freshwater Ecosystems 3, 149–158.
Reason, J. (1990). Human Error, Cambridge University
Press, Cambridge.
Ritola, O., Lyytikainen, T., Pylkko, P., Molsa, H.
& Lindstrom-Seppa, P. (2000). Glutathione-dependent
defense system and monooxygenase enzyme activities
in Arctic char Salvelinus alpinus (L) exposed to ozone,
Aquaculture 185, 129–233.
Roessink, G., Dillon, M., Esser, J. & Thompson, M.
(2001). Risk Analysis and HACCP in hot smoked
trout production, PISCES – Processing and Inspection of
Seafood and Cultured fish to European Standards, (EU
Leonardo Project) Training Manual, pp. 22–44.
Rosenthal, I., Ignatowski, A.J. & Kirchsteiger, C. (2002).
A generic standard for the risk assessment process: discussion on a proposal made by the program committee
of the ER-JRC workshop on Promotion of Technical
harmonization of Risk-Based Decision Mak-ing. Safety
Science 40, 75–103.
Sabaut, J. (2002). Feeding Farmed Fish, Presented to
the Fisheries Committee of the European Parliament at
its Hearing on European Aquaculture, http://www.aquamedia.org
Shorgen, J.F., Herrger, J.A. & Govindasamy, R. (1993).
Limits to environmental bonds, Ecology and Economics
8, 109–133.
Smallman, C. (1996). Challenging the orthodoxy in risk
management, Safety Science 22, 245–262.
Theodorou, J. (2001). Traceability in the Greek mariculture industry. The market view, in Traceability Conference, Grimsby, UK, July 2001.

Aquaculture Insurance
[34]

Theodorou, J. (2002). Current & future technological
trends of European Seabass-Seabream culture, Reviews
in Fisheries Science 10, 529–543.
[35] Theodorou, J. (2003). Seabass and seabream production
surge brings problems, in Seafood International, May
18–20.
[36] Theodorou, J., Mastroperos, M., Pantouli, P. &
Cladas, Y. (2003). Insurance requirements of mariculture

5

in Epirus, in 11th Hellenic Congress of Ichthyologists,
Preveza, Greece, April 2003 (abs. In English).
[37] Waknitz, W.F., Iwamoto, R.N. & Strom, M.S. (2003).
Interactions of Atlantic salmon in the Pacific Northwest
IV. Impacts on the local ecosystems. Fisheries Research
62, 307–328.

JOHN A. THEODOROU & IOANNIS P. TZOVENIS

ASTIN
Scope of ASTIN
ASTIN stands for Actuarial STudies In Non-Life
insurance. It was created in 1957 as the first section
of IAA, the International Actuarial Association. It
has, as its main objective, the promotion of actuarial research, particularly in non-life insurance.
Recently, genetics and health care research have been
added to its activities.

History
ASTIN’s inaugural meeting took place in New York
on October 16, with 46 actuaries in attendance. The
first ASTIN Committee consisted of P. Johansen
(Chairman), E. Franckx (Editor), R. E. Beard, Sir
G. Maddex, B. Monic, F. Perryman, and C. Philipson. During that meeting, the ASTIN rules were
drafted and adapted; four scientific papers were read;
the annual dues were set at Belgian Francs (BEF)
200, about US$4; and it was decided to publish a
scientific journal – the ASTIN Bulletin.
The association grew rapidly – membership
reached 500 in 1965, and 1000 in 1975. Currently,
ASTIN has over 2200 members in nearly 50 countries. ASTIN Colloquia take place on a near-annual
basis, with attendance often exceeding 200. The
ASTIN Bulletin has evolved from a collection of
colloquia papers, published irregularly, to a prestigious refereed scientific journal, publishing annually
about 350 pages of actuarial articles encompassing
all theoretical and practical applications from probability models to insurance. Despite the growth of the
association, and the increased services provided to
members, annual dues remain very modest; increased
to BEF 1000 (about $27) in 1977, dues are still at this
level after 25 years without any increase.

ASTIN Bulletin
Twice a year, ASTIN publishes the ASTIN Bulletin,
the internationally renowned refereed scientific journal of the actuarial profession. Two recent studies
[1, 2] found that the ASTIN Bulletin is the journal
with the most impact in the field, and is the most
widely cited among actuarial journals. The Bulletin

is distributed free of charge to all ASTIN members. In addition, all members of AFIR, the financial section of IAA, also receive the Bulletin. With
AFIR members and external subscriptions (universities, insurance companies, individuals), the circulation of the Bulletin exceeds 3000. The entire past
collection of the Bulletin can be downloaded free of
charge from the Casualty Actuarial Society website
(http://www.casact.org/library/astin/index.htm).
The ASTIN Bulletin started in 1958 as a journal providing an outlet for actuarial studies in nonlife insurance. Since then, a well-established non-life
methodology has resulted, which is also applicable to
others fields of insurance. For that reason, the ASTIN
Bulletin publishes papers written from any quantitative point of view – whether actuarial, econometric,
mathematical, statistical, and so on – analyzing theoretical and applied problems in any field faced with
elements of insurance and risk. Since the foundation
of the AFIR section of IAA in 1988, the ASTIN Bulletin has opened its editorial policy to include any
papers dealing with financial risk.
Nonmembers of ASTIN and AFIR, such as university libraries, insurance companies, and academics,
can subscribe to the ASTIN Bulletin by contacting the publisher, Peeters, Bondgenotenlaan, 153,
B-3000 Leuven, Belgium. Peeters’ email address is
peeters@peeters-leuven.be. The annual subscription
price is 80 Euros.
Guidelines for authors can be found in any copy
of the ASTIN Bulletin. The ASTIN Bulletin publishes
articles in English or in French.

ASTIN Colloquia
Almost every year, ASTIN organizes an international
colloquium. Attended by actuaries from all over the
world, these colloquia bring together academics and
practitioners, and provide an outstanding forum for
the exchange of knowledge among actuaries of different countries and disciplines. They allow participants
to keep up to date with the fast changes occurring in
the actuarial field. Meetings usually include invited
lectures, contributed papers, and panels discussing
current issues. All papers submitted to colloquia are
distributed in advance to all participants, so that more
time can be devoted to discussion of ideas. ASTIN
Colloquia usually take place in attractive and interesting sites, which add a friendly and collaborative
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atmosphere to the professional stimulation of working sessions through social and cultural activities.
Thirty four ASTIN colloquia have taken place. The
increasingly international nature of ASTIN Colloquia is illustrated by the location of recent meetings:
Cairns, Australia (1997), Glasgow (1998), Tokyo
(1999), Porto Cervo, Italy (2000), Washington, DC
(2001), Cancun, Mexico (2002), and Berlin (2003).
Future meetings will take place in Bergen, Norway
(2004), and Zurich, (2005).

Actuarially Emerging Countries Program
A portion of the ASTIN income is devoted to the
development of actuarial science in actuarially emerging countries. In 1997, ASTIN donated 18 of the
most important actuarial textbooks to 120 universities
and actuarial associations throughout the emerging
world. These recipients also get a free subscription to
the ASTIN Bulletin. ASTIN has started a program to
sponsor seminars. In India, Croatia, Latvia, Estonia,
Poland, Zimbabwe, Chile, and Hong Kong, ASTIN
members have taught the principles of loss reserving (see Reserving in Non-life Insurance), merit
rating (see Bonus–Malus Systems) in motor insurance (see Automobile Insurance, Private; Automobile Insurance, Commercial), financial economics
in insurance, applications of stochastic processes,
and stochastic models for life contingencies, to actuarial students and practitioners. National actuarial
associations and universities interested in hosting

an ASTIN seminar should contact the IAA delegate to the ASTIN Committee, Jean Lemaire, at
lemaire@wharton.upenn.edu.

Membership
Membership is open to all members of the IAA. In
order to join, prospective members need only contact the National Correspondent for the IAA of their
own national actuarial association. Annual dues are
40 Canadian dollars. Individual members of the IAA,
from countries where there is no actuarial association
that is a member of the IAA, may apply directly to
the IAA secretariat for ASTIN membership (director@actuaries.org). ASTIN may also admit as a special member an individual or organization that is not
a member of the IAA. Admission to this category
is decided by the committee of ASTIN, upon the
recommendation of at least two ordinary members
of ASTIN.
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Automobile Insurance,
Commercial
Coverage Description
Commercial Automobile insurance covers businesses
that own, lease, borrow, or operate motor vehicles
on land for any legal liability attributable to their
vehicle operation.
Commercial vehicles fall into five main categories.
1. Commercial cars – ‘Trucks, including pickup,
panel, and van types, truck-tractors, trailers, and
semitrailers’ [2] used in the business operations.
Exceptions would include vehicles used in public
transportation and individually owned pickups, panel
trucks, or vans not used for business.
2. Private passenger vehicles – ‘A four-wheel auto
of the private passenger or stations wagon type’ [2].
This would include individually owned pickups,
panel trucks, or vans not used for business.
3. Public autos – ‘Autos registered or used for transportation of members of the public’ [2].
4. Garage – ‘Franchised and nonfranchised auto
dealers and trailer dealers’ [2].
5. Special types – Miscellaneous vehicle types not
covered above, such as funeral cars, police cars, and
recreational vehicles.
Coverage falls under two main categories:
Liability and Physical Damage. Liability coverage
addresses bodily injury and property damage caused
by insureds through negligent use of their vehicles.
Liability coverage is generally a third-party coverage
in that it does not indemnify the insureds for
their medical and lost-time costs resulting from
their negligent actions. Physical Damage coverage
indemnifies insureds for damage done to their
vehicles either in a collision or from some other
specified peril (see Coverage) such as wind, hail, fire,
theft, etc. By definition, this is a first-party coverage.

Sources of Liability
‘Liability in tort is based upon a breach by the defendant of a duty owed to the plaintiff, which breach
directly and proximately results in damage to the
plaintiff’ [1]. Prior to the 1960s, tort liability formed
the basis for the legal system underlying all commercial auto policies. In 1964, the Keeton-O’Connell
plan was proposed that ‘provided basic protection
from economic loss without respect to fault, while
preserving the right to sue in tort if damages for pain
and suffering were in excess of $5000’ [1]. Since
then, a number of states have adopted similar type
provisions. To date, no state has adopted a complete
‘no-fault’ plan meaning that every state has some tort
liability exposure.
With the exception of Michigan, ‘no-fault’ provisions do not apply to physical damage coverage. An
insured involved in an accident caused by another
negligent driver that damages their vehicle is entitled to a property damage liability claim against the
negligent driver. If the insured is at fault, compensation for their vehicle damage is only available if the
insured purchased collision coverage.
‘In general, traffic laws of the jurisdiction where
an accident or occurrence takes place will be applicable’ [1]. As such, an insured with a no-fault policy
involved in an accident in a bordering state governed
by tort law would be subject to the tort provisions.
Most insurance contracts contain provisions to provide the insured with the appropriate coverage under
these situations.

Commercial Auto Insurance Markets
The major property and casualty insurers (see Nonlife Insurance) provide almost all Commercial Automobile insurance. Given the diversity in risks covered
by a commercial auto policy, the majority of business
is written through independent agents as opposed to
direct writers. All states have some form of involuntary market to cover risks that are unable to find
suitable coverage in the voluntary market. The size
of the involuntary market is usually dependent on the
regulatory environment in a given state.

Data and Actuarial Reserving Methods
Similar to other commercial lines of business, calendar year premium and accident year losses are most
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often used in actuarial reserving (see Reserving in
Non-life Insurance), pricing, and rating methods (see
Ratemaking). For first-party coverages such as comprehensive, collision, medical payments, or personal
injury protection (aka ‘no-fault’), the time period
between claim occurrence and settlement is short.
Ultimate losses for a given accident year are usually
known within three to six months of the following
year meaning the reserves are relatively small and
estimation is straightforward.
Tort claims attributable to a third-party coverage
like bodily injury require significantly more time
to settle. Legal issues pertaining to liability or a
latent injury can delay final settlement. As such,
ultimate losses for a given accident year often are
not known for five or more years, resulting in substantial claim reserves. Most insurers rely on their
own claim development patterns to forecast ultimate
losses for historical accident years. Small carriers
with limited data often rely on rating bureaus such
as Insurance Services Organization (ISO), which pool
data from many insurers to provide appropriate development factors from which to estimate their ultimate losses.
The most common reserving methods employed
to estimate ultimate losses are the paid and incurred
link ratio methods (see Chain-ladder Method). Both
these methods assume that the historical development
pattern is stable and indicative of future development.
In cases in which the nature of the risks have changed
dramatically, such as a shift in an insurer’s business strategy from large-fleet trucking risks to small
nonfleet and private passenger–type risks, alternative
methods are used that are less reliant on the historical
loss emergence pattern.

Exposure Bases
In most instances, the exposure base for a commercial
auto policy is car months. Exceptions include garage
business that is usually rated on the basis of the
number of employees and their associated job duties
and large-fleet risks that are composite rated. The
exposure basis for determining the composite rate can
be sales, mileage, or another basis suitable to both the
insured and insurer.

Ratemaking Methods
In general, most insurers and rating bureaus utilize
the Loss Ratio method for determining adjustments
to the current rate structures. This method entails
adjusting historical premium to the current rate level
and developing losses to ultimate and adjusting them
to current cost levels. The resulting on-level, ultimate loss ratios (ratio of ultimate loss at current cost
to earned premium at current rates) for each accident
year are weighted together to get an average ultimate
loss ratio. The average ultimate loss ratio is compared
to a Permissible Loss Ratio (PLR), that is, maximum
allowable loss ratio, given an insurer’s expense structure and profit expectations, in order to determine the
rate needed.
Typically, an insurer’s experience is not fully
credible (see Credibility Theory). The random
nature of claims implies volatility in the historical
accident year ultimate estimates. To mitigate the
impact of this, the average historical accident year
ultimate loss ratio is credibility weighted against
a credibility complement. The two most common
standards for determining the amount of credibility
attributable to the average historical accident year
ultimate loss ratio are number of claims and
premium volume. In theory, there are a number of
plausible credibility complements, each with their
own advantages and disadvantages. By far the
most common for commercial auto is the trended
permissible loss ratio. The rationale being that if rates
were considered adequate at the time of the last rate
change, then one would expect that a policy written
today would have an ultimate loss ratio expectation
of the permissible loss ratio adjusted for changes in
the claim cost level.
The experience period, number of years of historical premium, and loss used to determine the indicated
rate change, varies depending on the type of coverage
(first party/third party) and volume of business written. Typically, larger insurers use one to three years
of experience on short-tailed coverages such as comprehensive, collision, medical payments, and so on,
and three to five years on longer-tailed lines such as
bodily injury.
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Automobile Insurance,
Private
Because of the high cost of traffic accidents, auto
is the dominant line of insurance in most countries.
This article looks at its operation in the United States.
There, for the first half of the twentieth century,
auto insurance was priced by rating bureaus and sold
predominantly through independent agents; now most
auto insurance is independently priced and sold by
direct writers with captive agents. The large premium
volume, independent pricing, aggressive competition,
and the need for frequent rate changes make auto
insurance pricing the most common actuarial task.
Slightly more than half the US states use common
law systems of tort liability; drivers are liable for
negligently caused bodily injuries and property damages, though most policies also provide limited first
party medical coverage. Dissatisfaction with adversarial proceedings, court delays, high legal costs, and
the lack of compensation for many accident victims
have led to the adoption of no-fault compensation
systems in nearly half the states. A few states have
choice no-fault systems, in which drivers may choose
between tort liability and no-fault when purchasing
auto insurance. Choice no-fault requires an additional
mechanism for accidents involving drivers who have
chosen different compensation systems.
Strong opposition to no-fault by trial attorneys
have led to compromise no-fault systems with low
tort thresholds that permit suits for many injuries.
Inflation and liberal court interpretations of which
accidents permit a suit have led to weak laws unable
to contain rising loss costs.
Tort liability covers all damages for which the
insured is legally responsible, whether economic
damages (medical costs and lost wages) or general
damages (pain and suffering). No-fault compensation
systems cover economic damages only, not general
damages.
All states have either financial responsibility laws
or compulsory insurance laws. A postaccident, financial responsibility law requires a driver either to show
evidence of insurance coverage after an accident or to
post a bail bond; compulsory insurance laws require
drivers to obtain insurance before driving. A driver
unable to obtain insurance from a private carrier is
assigned by the state to an insurer; the rates for these

assigned risks are often determined by a national rating bureau (AIPSO, the automobile insurance plans
services office), not by the carriers themselves.
An alternative type of involuntary market (more
common in workers’ compensation and commercial
automobile, but also used by a few states for personal automobile) is a reinsurance facility or a joint
underwriting association. In these plans, the costs of
assigned risks are allocated to all auto insurers in
the state as a percentage of direct written premium.
Rate suppression in the voluntary market and restrictions on risk classification in a few some states (such
as New Jersey with a mandatory joint underwriting
mechanism, and Massachusetts with a reinsurance
facility) have so greatly increased the assigned risk
population and the costs of selling insurance that
many carriers have voluntarily left these markets.
Some drivers are uninsured, either because the
coverage is expensive or because the driver is not
legally in the country. These drivers are generally the
worst risks; the number of uninsured accidents is over
twice the number of uninsured drivers. Uninsured
motorists coverage provides injury compensation to
the policyholder if the tortfeasor in an auto accident is
not insured. Underinsured motorist provides similar
coverage if the tortfeasor’s policy limit is below a
certain amount.

Ratemaking
Calendar/accident year data are typically used for
the liability coverages (bodily injury, property damage, and personal injury protection); calendar year
data are generally used for vehicle damage coverages (collision and other damages). Premiums are
brought to current rate level using a ratio of adjusted
to unadjusted rate level. For example, with six-month
policies, a rate change of +6% effective on September 1 affects 2/3 × 2/3 × 1/2 = 22.2% of the calendar year’s earned premium, and the on-level factor
to bring the year’s premium to the current rate level
is (1.06)/(1 + 6% × 22%) = 1.046. Alternatively, the
policies in the experience period may be rerated using
the current rates (extending exposures), though the
additional complexity often outweighs the benefits of
increased accuracy.
The exposure base of car-years is not inflation sensitive; no exposure trend is needed but rate changes
are frequent. Mileage has been suggested as an alternative (usage sensitive) exposure base, but the potential manipulation of speedometers by insureds makes
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this impractical. During the high inflation years of the
late 1970s and early 1980s, many insurers switched
from twelve-month to six-month policies so that rates
could be updated more frequently.
Accident year losses are usually developed to
ultimate by chain ladder techniques using either
reported losses or paid losses. Development is significant only for the liability sublines; for vehicle
damage, calendar year data is generally used with
no adjustment for development.
Allocated loss adjustment expenses (see ALAE),
or defense counsel fees and other claim specific
costs, are combined with losses for ratemaking and
sometimes for reserving in the liability lines of business (see Liability Insurance), including auto insurance. Unallocated loss adjustment expenses, or claims
department overhead, are added as a loading onto
losses.
Losses are brought to the cost level of the future
policy period; in no-fault states, losses are also
brought to the current benefit levels. Trend factors
are often based on countrywide industry paid claim
data, sometimes weighted with state specific data.
Econometric modeling of inflation rates has had with
limited success, and actuaries tend to rely on exponential fits to historical loss cost data.
The trend period runs from the average accident
date in the experience period to the average accident
date under the new rates; the latter is the effective date
of the rate filing plus one half the lag until the next
rate filing plus one half the policy term. If the policy
term is six months, rate filings are made annually,
and the anticipated effective date of the filing is
January 1, 20XX, the average date of loss under
the new rates is January 1 + 6 months + 3 months =
October 1, 20XX.
Large direct writers can base rate indications for
major states on their own data. Smaller insurers and
even large insurers in small states may weight their
experience indications with the expected loss ratio,
adjusted by the same trend factors as the experience
loss ratio. The credibility (see Credibility Theory)
for a state’s experience has traditionally been based
on a full credibility standard of 1084 claims with
partial credibility based on a square root rule of
Z = N/1084. The developed, trended, and credibility
weighted experience period losses are divided by
premiums at current rate levels to give the experience
loss ratio.

Some actuaries load all expenses as a percentage
of premium; others treat the expenses that vary
directly with premium as a percentage loading and
the remaining expenses as fixed costs. For the latter method, the per-policy expenses are brought to
the cost level of the future policy period and divided
by the corresponding written premium. The indicated
rate change is the experience period loss ratio plus the
fixed expense ratio divided by the complement of the
variable expense ratio: rate change = (loss ratio +
fixed expense ratio)/(1 − variable expense ratio).
Expense flattening procedures that reduced the
fixed expense loading for high premium policies were
introduced in the 1980s and are now required in some
states. Underwriting, policy issuance, and advertising expenses are loaded as a flat rate, reducing the
premium for high-risk insureds and increasing the
premium for low-risk insureds. The lower persistency
of high rated classes along with their higher underwriting costs and not taken rates, lower limits on
liability coverages, and their frequent lack of physical damage coverages offsets the rationale for lower
expense loadings. Insurers vary in their ratemaking
methods.
The underwriting profit margin, which was set
at 5% of premium by a 1920s regulatory mandate,
is now calculated to provide an adequate return on
invested capital; actuaries use discounted cash flow,
net present value, or internal rate-of-return pricing
models. The short tail of personal auto insurance
makes sophisticated modeling less necessary than
for the longer-tailed commercial liability lines of
business. Some insurers select a target operating ratio
but do not run financial pricing models for each state
review.
The basic limits data used for auto insurance
ratemaking become a smaller portion of total premiums and losses as inflation reduces the value of the
limit and as higher court awards leads drivers to purchase higher limits of coverage. The price for higher
layers of coverage is based on increased limit factors,
which are the ratio of losses up to a given limit to
basic limit losses. Increased limit factors were once
computed directly from empirical data; they are now
derived from size-of-loss distributions fitted to mathematical curves.
Trend is lower for basic limits losses than for
total limits losses, and a basic limits rate review
understates the needed change in total premium
unless accompanied by a change in the increased

Automobile Insurance, Private
limit factors. During years of high inflation, insurers
updated increased limit factors routinely, either by
reexamining empirical data or by calculating the
implied change in the size-of-loss distributions.
Illustration. A January 1, 20X7, rate filing for six
month policies is based on calendar/accident year
20X5 data developed to 15 months since inception
of the year (March 31, 20X6). The 20X5 basic
limits earned premium is $10 million, the basic limits
reported losses are $5 million, the variable expense
ratio is 20%, and the fixed expense ratio to written
premium is 15% in 20X5. Rate changes of +4%
and +5% were effective on January 1, 20X5 and
20X6. The accident year loss development factor
from 15 months to ultimate is 1.2; loss adjustment
expenses are 10% of losses; the loss trend rate is
6% per annum and the fixed expense trend is 3%
per annum. A target underwriting profit margin of
2% is based on a financial pricing model, though the
insurer would write business even at a −1% margin.
We determine the indicated rate change.
Using the pre-January 1, 20X5, rates as the
base, the average rate level in 20X5 is 3/4 × (1 +
1.04) = 1.03, since the 4% rate change on January
1, 20X5, affects half of the first half of calendar year
20X5 earned premium and all the second half. The
current rate level is 1.04 × 1.05, and the premium
on-level factor is (1.05 × 1.04)/1.03 = 1.060. Losses
and loss adjustment expenses developed to ultimate
are $5 million × 1.2 × 1.1 = $6.6 million. The trend
period runs from July 1, 20X5 to October 1, 20X7,
or 2.25 years; the trended losses are $6.6 million ×
1.062.25 = $7.52 million; and the experience loss ratio
is $7.52 million/$10.60 million = 70.97%. The fixed
expense ratio trend period runs from July 1, 20X5,
to April 1, 20X7; the ratio at future cost levels
is 15% × 1.031.75 = 15.80%. The target rate change
indication is (70.97% + 15.80%)/(1 − 20% − 2%) =
1.112, or +11.2%; the minimum is (70.97% +
15.80%)/(1 − 20% + 1%) = 1.071, or +7.1%. The
filed rate request would lie between these bounds,
depending on the intensity of competition.
Classification ratemaking stems largely from auto
insurance. Other lines of business may also have a
large number of classes, but, auto insurance is unique
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in the complexity of its class structure and in the
relation of its classes to the loss hazards. Life insurance classification uses age, property insurance (see
Property Insurance – Personal) uses construction
and protection classes, and workers’ compensation
uses industry, which are intuitively correlated with
the benefits or losses; auto uses sex, marital status, garaging territory, and credit rating, all of which
have been alleged to be discriminatory or socially
improper. Some states prohibit certain classification
dimensions and curtail the use of others, though the
empirical support for the risk classes leads most actuaries to support their use.
Merit rating (see Bonus–Malus Systems) for auto
insurance uses past accidents and (moving) traffic
violations. Because the class system is so refined
and claims are infrequent, the credibility of merit
rating for a single car is low (about 5 to 10%).
Some states mandate a uniform merit-rating plan with
higher credibility to provide financial incentive to
obey traffic laws.
Many insurers incorporate the merit-rating discount or surcharge as an additional class dimension
in a multiplicative model; a surcharge for two traffic
violations might be +4% of the premium. States that
mandate uniform merit-rating systems generally often
prefer dollar discounts and surcharges; a surcharge for
two traffic violations might be $75.
Ratemaking for collision coverage is based on
the value and damageability of the vehicle, often
represented by its model and age.
Underwriting cycles in auto insurance cause discernible, though irregular, patterns of high and low
profitability. The causes of the cycles are disputed,
ranging from the cobweb theory of agricultural cycles
(see Underwriting Cycle) to game theory (see Cooperative Game Theory; Noncooperative Game Theory) explanations of oligopolistic pricing. The phase
of the underwriting cycle often has as much influence on an insurer’s pricing decisions as actuarial
cost indications have.

(See also Automobile Insurance, Commercial)
SHOLOM FELDBLUM

Aviation Insurance
Coverage Description
Aviation Insurance has been part of the insurance
landscape since 1822, when the New York Supreme
Court held a balloonist liable for crop damage in a
descent to a private garden. With US direct written
premium in excess of $1 billion for 2001 [4], this
important coverage has allowed air transportation to
reach the position it currently holds in the commercial
life of the world [1]. The horrific events of September
11, 2001 underscore the need for aviation insurance.
The liability of aircraft owners and operators has
been influenced by common-law principles, which
hold that ‘properly handled by a competent pilot
exercising reasonable care, an airplane is not an inherently dangerous instrument, so that in the absence
of statute, the ordinary (common-law) rules of negligence control’. Through statutory modifications,
treaty, and private agreement, absolute liability is
imposed upon commercial airlines for accidents in
international flights. The Warsaw Convention, a treaty
applicable to passenger injury and death in ‘international’ air transportation, established limitations on
the recoverable amounts. The Montreal Agreement
of 1966, responding to US concerns regarding the
low levels (in 1966 dollars) of recoveries, increased
the liability limit to $75 000 for a passenger’s bodily
injury or death. Absolute liability on the air carrier
is imposed, but the amount of liability is not limited absolutely owing to an ‘escape’ provision. Other
agreements have increased liability limits over time
to the current $100 000 limit.
US domestic transportation is not governed by a
Warsaw Convention type of compensation system.
A duty of care to use the ‘highest degree of care
consistent with the mode of conveyance used’ permits
recoveries that can generate true catastrophic levels.
Other ‘aviation’ exposures include additional liability exposures not unique to aviation. Airport owners and operators are exposed to maintenance of
runways, hangarkeeping, aircraft refueling and defueling, and firefighting. Aircraft products liability, as a
result of alleged defective products of airframe managers and component parts suppliers, arises because
of failure to exercise due care in the design, construction, testing or proper instructions for use.

Given these diverse liability exposures (see Liability Insurance), the aircraft hull and liability policy
is usually written on a combined form. Major clients,
airlines, and large users of corporate aircraft, called
industrial aid risks often have manuscripted policies to meet the unique needs of particular insureds.
The hull protection, a first party protection, and the
liability policy, protecting against third party liability, is similar to the property and liability coverages
(see Non-life Insurance) for automobile insurers
(see Automobile Insurance, Private; Automobile
Insurance, Commercial).
Since the 1950s, satellite insurance has been a significant component of aviation insurance, with late
1990s premiums in excess of billions of dollars to
cover the high cost of replacement [3]. Until the early
1980s, most satellites were launched by governments,
which most often chose to self-insure the coverages.
With the growth of commercial satellites in the 1980s,
the demand for private insurance increased. Satellite liabilities for losses that have already occurred
is a small portion of the total coverage, as most
direct losses are known, reported, and paid within
a short period of time. Unearned premium reserves
(see Reserving in Non-life Insurance) are the greatest portion of reserves recorded for active satellite
insurers, as contracts are written well in advance of
the launch. For that reason, premium collection is
delayed often for several years.

Aviation Insurance Markets
Many markets exist for insuring aviation exposures,
although this specialty line of business is not directly
written by many major carriers due to the catastrophic
nature of the coverage. Some markets are managed by
professional aviation underwriters, voluntary ‘groups’
or ‘pools’ (see Pooling in Insurance), composed of
groups of insurers participating on a joint and several basis in the joint insurance. With high limits (as
high as billion dollar limits) needed for the coverage, shares of the exposures are often ceded by the
direct insurer through treaty or facultative policies
(see Reinsurance Forms).

Data and Actuarial Reserving Methods
Underwriting year and accident year loss data are
most often available for aviation insurance, and
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available for actuarial analysis. For the satellite insurance described above, report-year development is also
used, given the fast reporting of the satellite losses.
Owing to the low frequency, high severity nature
of many aircraft products liability exposures, the London market has underwritten a significant amount of
aviation insurance, with data collected on an ‘account
year’ basis [2], that is, for all risks written in a particular accounting year. Written premiums, earned
premiums, and paid and reported losses are often
available for actuarial review. Claim count data is
most often not available because of the way business is often placed in the market. For example, if a
syndicate reinsures excess insurance (see Excess-ofloss Reinsurance) of a large direct writer, counting
each contract for which a loss has been notified is
misleading.
There are some types of aircraft exposures in
which the exposure to catastrophe varies. For example, the reporting patterns of losses for small jet
engine manufacturers may be faster than large equipment manufacturers. For that reason, homogeneity
grouping is often required by the actuary when analyzing loss patterns.
For aircraft liability losses, incurred and paid
development methods (chain-ladder approaches), as
well as incurred and paid Bornhuetter–Ferguson
methods, are frequently used. Actuaries in the London market have used an ultimate loss ratio approach,
with curve fitting techniques used to fit development
for each account year [5].

Exposure Bases
Similar to other product liability coverages, aviation
products liability exposure bases are often aircraft
sales, collected through underwriting submissions.
Units in service is also used as an exposure method,
which can be a better match with the true exposure,
as units could be in service long after the products
have been sold. For the hull coverages, the insured
value of the physical contents, similar to property
insurance (see Property Insurance – Personal), is
the exposure base.

business as other commercial lines of business. Owing
to the catastrophic nature of the coverages, the exposure to underwriting cycles is as severe for this
line of business. However, the nature of the actuarial exposures suggests that the actuary break down
the analyzed exposure into true catastrophic components and noncatastrophic burning layer elements (see
Burning Cost).
For rating methods, general experience-rating
techniques based on past observed experience are
readily adaptable for aviation insurance. Pure premium rates can be derived to estimate future policy
period costs limited to per-occurrence limits chosen
by the actuary. Given the lack of full credibility
of the exposures, actuarial formulas for credibility
(see Credibility Theory), based upon a review of
the data, can be adopted with good success. The
complement of credibility can be assigned to the
overall rate for the reviewed coverages, based upon
longer-term trends of five to seven years. The catastrophe loss element, defined as losses in excess of
the per-occurrence limit up to total policy limits,
can be implemented through the use of an increased
limits table constructed from the observed size of
loss experience.
Three common methods for the catastrophic element [6] of the coverages are simulation methods,
burning cost rating and exposure rating. Loss simulation methods (see Stochastic Simulation), which
involve determining the frequency and severity components of the exposures, also provide confidence
level funding amounts. Burning cost rating involves
determination of rates based upon actuarial experience, with the actuary evaluating loss frequency,
indexation for past trend levels, changes in policy
conditions, and changes in retentions. Exposure rating is used for relatively new areas and covers, with
the following three steps:
1. Establishing a catastrophe estimated maximum
loss
2. Establishing a catastrophe premium
3. Selecting a total loss distribution curve.
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Beard, Robert Eric
(1911–1983)
Beard was born in January 1911. After an engineering training, he joined Pearl in 1928, a nonlife insurance company, also active in the industrial life sector. He qualified as a Fellow of both
the Institute of Actuaries and of the Royal Statistical Society in 1938. During World War II, he
was involved in developing techniques of operations
research for the Admiralty. After a business stay in
the United States, he returned to his former company
to become its Assistant General Manager. By 1967,
he became the General Manager for the next five
years. After his retirement, Beard took up part-time
positions as insurance advisor at the Department of
Trade and Industry and professor at Essex University
and Nottingham University. He died on 7 November
1983.
Beard played a crucial role in the founding of
ASTIN. During the first 10 years after its creation
in 1957, he was the secretary of the ASTIN Committee. He served as editor of the Astin Bulletin
from 1959 to 1960 and chaired ASTIN from 1962
to 1964.
Beard’s name is undoubtedly associated with the
first textbook on risk theory that appeared for the
first time in 1969, had a first reprint and then an
extended revision [3] in 1984 to be succeeded by [4].
However, thanks to his mathematical skills, he also

contributed substantially to the calculation of actuarial functions in [1] and to mortality (see Mortality
Laws) and morbidity studies in [2]. In particular,
Beard has been responsible for the concept of frailty
as it has been coined in [7]. For obituaries on Beard,
see [5, 6].
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Bonus–Malus Systems
In automobile insurance (see Automobile Insurance,
Private; Automobile Insurance, Commercial) as
in other lines of business, actuaries have to design
a tariff structure that fairly distributes the burden
of losses among policyholders. If all risks in
a portfolio are not assumed to be identically
distributed, it is only fair to identify classification
variables that are significantly correlated to the risk
and to partition all policies into rating cells. In
a competitive environment, failing to incorporate
significant variables in its rating would expose an
insurer to the loss of its best risks to competitors that
use them.
The values of many variables, called a priori
variables, can be determined before the policyholder
starts to drive. In automobile third-party liability
insurances, a priori variables commonly used include
the age, gender, marital status, and occupation of the
main driver, the model, engine power, and use of the
car, the place of residence, the number of cars in the
family; in some countries, even the smoking status of
the policyholder or the color of his car is used.
Even when many a priori variables are included,
rating cells often still exhibit strong heterogeneity
across policyholders. No a priori variable can be a
proxy for responsible driving behavior: ‘road rage’,
knowledge and respect of the highway code, drinking
habits, and swiftness of reflexes. Hence, the idea
adopted by most countries to adjust the premium
a posteriori, by taking into account the individual
claims experience and, whenever available to insurers, moving traffic violations. Past at-fault claims
are penalized by premium surcharges called maluses.
Claim-free years are rewarded by premiums discounts
called bonuses. Rating systems that include such
surcharges and discounts are called Bonus-Malus Systems (BMS) in most of Europe and Asia, merit-rating
or no-claim discount systems in other countries. Their
use is justified by the fact that statistical studies
(among which [11]) have concluded that the best predictor of a driver’s future number of accidents is not
his age, sex, or car, but his past number of accidents
at fault. The main purpose of BMS – besides reducing moral hazard by encouraging policyholders to
drive prudently – is to assess individual risks better
so that everyone will pay, in the long run, a premium
that represents his fair share of claims. Note that,

while BMS are mostly used in auto third-party liability, in some countries, they are also used in collision
or comprehensive coverage.
BMS are also a response to adverse or antiselection policyholders taking advantage of information
about their driving patterns, known to them but
unknown to the insurer. Annual mileage, for instance,
is obviously correlated with the number of claims.
Yet most insurers consider that this variable cannot
be measured accurately and inexpensively. In the
few countries that use annual mileage as a rating
variable or the distance between home and work as a
proxy, insurers acknowledge that they can do little
about mileage underreporting. BMS are a way to
partially compensate for this information asymmetry,
by penalizing the more numerous claims of those who
drive a lot.
With just two exceptions (South Korea and Japan
until 1993), all BMS in force in the world penalize the
number of at-fault accidents, and not their amounts.
A severe accident involving body injury is penalized
in the same way as a bumper-fender. One reason to
avoid the introduction of claim severities in a BMS is
the long delay, often several years, that occurs before
the exact cost of a bodily injury claim is known. Not
incorporating claim costs in BMS penalties implies
an assumption of independence between the variables
‘number of claims’ and ‘claim severity’. It reflects
a belief that the cost of an accident is, for the most
part, beyond the control of a driver. A cautious driver
will reduce his lifetime number of accidents, but
for the most part cannot control the cost of these
accidents, which is largely independent of the mistake
that caused it – one does not choose targets. The
validity of this independence assumption has been
questioned. Nevertheless, the fact that nearly all BMS
only penalize the number of claims is an indication
that actuaries and regulators seem to accept it, at least
as an approximation.
Discounts for claim-free driving have been
awarded, as early as the 1910s, in the United
Kingdom and by British companies operating in
Nordic countries. Discounts were quite small, 10%
after a claim-free year. They appear to have been
intended as an inducement to renew a policy with
the same company rather than as a reward for prudent
driving. Canada introduced a simple discount system
in the early 1930s. The system broke down in 1937 as
insurers could not devise an efficient way to exchange
claims information. In 1934, Norwegian companies
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introduced a bonus system awarding a 10% discount
per claim-free year up to a maximum of 30%. By the
end of the 1950s, simple, bonus-only, systems existed
in several countries (in addition to the aforementioned
countries, Switzerland and Morocco), while actuaries
from other countries, most notably France, vigorously
opposed the idea.
A 1938 jubilee book [14] of the Norwegian association of automobile insurers demonstrates that, even
before World War II, insurers had developed a thorough understanding of the major issues associated
with BMS, such as bonus hunger, incentives to safe
driving, and the necessary increase of the basic premium. However, the lack of a comprehensive scientific theory prevented the development of more
sophisticated systems. A comprehensive bibliography
of non-life actuarial articles, published in 1959 in Volume 1.2 of the ASTIN Bulletin, does not mention a
single BMS paper.
This situation changed drastically in the early
1960s, following the pioneering work of Bichsel [2],
Bühlmann [5], Delaporte [6], Franckx [7] (who provides the first published treatment of BMS through
Markov chains theory, following an idea by Fréchet,)
and Grenander [9]. The first ASTIN Colloquium,
held in La Baule, France, in 1959, was devoted exclusively to BMS. Attended by 53 actuaries from 8
countries, its only subject was ‘No-claim discount
in insurance, with particular reference to motor business’. According to the ASTIN legend, when Général
De Gaulle became President of France in 1958, he
ordered French insurers to introduce BMS. French
actuaries then convened the first ASTIN meeting. As
a result of this intense scientific activity, most European countries introduced BMS in the early 1960s.
These systems were noticeably more sophisticated
than their predecessors. More emphasis was put on
maluses. Volume 1.3 of the ASTIN Bulletin provides
some insights on the early history of BMS.
There exists a huge literature on the design and
evaluation of BMS in actuarial journals. A 1995
book [12] summarizes this literature and provides
more than 140 references and a full description of
30 systems in force in 4 continents. A steady flow
of papers on BMS continues to be published, mostly
in the ASTIN Bulletin. Recent contributions to the
literature deal with the introduction of claim severity in BMS [8, 16], the design of BMS that take into
account a priori classification variables [8, 18], optimal insurance contracts under a BMS [10], and the

estimation of the true claim amount distribution, eliminating the distortion introduced by the bonus hunger
effect [19].
The design of BMS heavily depends on consumer
sophistication, cultural attitudes toward subsidization,
and regulation. In developing countries,BMS need to
be simple to be understood by policyholders. The
Asian insurance culture is more favorable to subsidies across rating cells than the Northern European
culture, which promotes personalization of premiums.
In a country where the tariff structure is mandated by
the government, supervising authorities may choose
to exclude certain rating variables deemed socially or
politically incorrect. To compensate for the inadequacies of a priori rating, they often then design a tough
BMS that penalizes claims heavily. In a market where
complete rating freedom exists, insurance carriers are
forced by competition to use virtually every available
classification variable. This decreases the need for a
sophisticated BMS.

Examples
One of the simplest BMS, in force in West Malaysia
and Singapore, is described in Table 1.
This BMS is a ‘bonus-only’ system, in the sense
that all policyholders start driving in class 6 and pay
the basic premium at level 100. For each claim-free
year, they are allowed a one-class discount. With 5
consecutive years without a claim, they join class 1
and enjoy a 55% discount. With a single claim, even
after many claim-free years, policyholders return to
class 6, and the entire accumulated bonus is lost.
A more sophisticated system is used in Japan. It
is presented in Table 2.
Table 1

Malaysian BMS
Class after
0

Class
6
5
4
3
2
1

Premium level
100
75
70
61.66
55
45

Note: Starting class – class 6.

1+
claim

5
4
3
2
1
1

6
6
6
6
6
6
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Table 2

Japanese BMS
Class after

Class
16
15
14
13
12
11
10
9
8
7
6
5
4
3
2
1

Premium
level
150
140
130
120
110
100
90
80
70
60
50
45
42
40
40
40

0

1

2

3

4

5+

16
16
16
16
16
16
16
16
16
16
16
16
16
15
14
13

16
16
16
16
16
16
16
16
16
16
16
16
16
16
16
16

claims
15
14
13
12
11
10
9
8
7
6
5
4
3
2
1
1

16
16
16
16
15
14
13
12
11
10
9
8
7
6
5
4

16
16
16
16
16
16
16
15
14
13
12
11
10
9
8
7

16
16
16
16
16
16
16
16
16
16
15
14
13
12
11
10

Note: Starting class – class 11.

This system has a bonus and a malus zone: starting
from level 100, policyholders can accumulate discounts reaching 60% and can be penalized by as
much as 50%. The discount per claim-free year is
one class, the penalty per claim is three classes. Note
the lenient penalties once a policyholder has managed
to reach the best class, class 1: a claim in this case
will only raise the premium from level 40 to level
42, and a single claim-free year will erase this mild
penalty.
Before 1993, Japan used the same BMS, except
that claims involving bodily injury were penalized
by four classes, while claims with property damage
only were penalized by two classes.
In most countries, policyholders are subject to the
BMS rules throughout their driving career. They cannot escape the malus zone by switching to another
carrier and requesting a fresh start. A policyholder
changing company has to request a BMS statement
from his previous insurer showing the current BMS
class and recent claims, and has to present this statement to his new insurer.
Note that these two BMS, along with most systems in force around the world, enjoy the Markov
memory-less property that the class for next year
is determined by the present class and the number
of claims for the year, and not by the past claims
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history. The knowledge of the present class is sufficient information to determine the future evolution
of the policy; how the present class was reached is
irrelevant. A few BMS do not enjoy this property.
However, they all form a Markov chain of higher
order, and it is always possible to modify the presentation of the system into a Markovian way, at the
price of an increase in the number of classes (see [12]
for an example). All existing BMS can be presented
as a finite-state Markov ergodic (or regular) chain:
all states are positive recurrent and aperiodic. This
greatly facilitates the analysis, and leads to the following definition.

Definition
An insurance company uses an s-class BMS when
1. the insureds of a given tariff cell can be partitioned into a finite number of classes Ci (i =
1, . . . , s) so that the annual premium only depends on the class and on the a priori variables;
it is also assumed that C1 is the class providing
the highest discount, and Cs the largest penalty;
2. policyholders begin their driving career in a specified starting class Ci0 ;
3. an insured’s class for a given insurance year is
uniquely determined by the class of the previous
year and the number of reported at-fault claims
during the year.
Such a system is determined by three elements
1. the premium level scale b = (b1 , . . . , bs ), with
b 1 ≤ b2 ≤ · · · ≤ bs ,
2. the starting class Ci0 ,
3. the transition rules, or the rules that specify
the transfer from one class to another when the
number of claims is known.
These rules can be introduced as transformations
Tk , such that Tk (i) = j if the policy is transferred
from class Ci to class Cj when k claims have
been reported. Tk can be written in the form of a
matrix Tk = (tij(k) ), where tij(k) = 1 if Tk (i) = j and
0 otherwise. Transformations Tk need to satisfy the
consistency assumptions Tk (i) ≤ Tl (i) if k ≤ l and
Tk (i) ≤ Tk (m) if i ≤ m.
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It is often assumed that the distribution of the
annual number of claims for each policyholder follows a Poisson distribution (see Discrete Parametric Distributions) with parameter λ. λ, the claim
frequency, is a random variable, as it varies across
the portfolio. Its distribution is defined by its density function u(λ), the structure function. The most
classical choice for the distribution of λ is a Gamma
distribution (see Continuous Parametric Distributions), in which case the claims in the portfolio follow
a negative binomial distribution (see Discrete Parametric Distributions).
The (one-step) transition probability pij (λ) of a
policyholder characterized by his claim frequency λ
moving from Ci to Cj is
pij (λ) =

∞


pk (λ)tij(k)

(1)

s


aj (λ) = 1

(3)

j =1

aj (λ) is the limit value for the probability that the
policy is in class Ci when the number of policy years
tends to infinity. aj (λ) is also the fraction of the time
a policyholder with Poisson parameter λ will spend
in class Ci once stationarity has been reached.
For the whole portfolio of the company, the stationary distribution a = (a1 , . . . , as ) is obtained by
integrating individual stationary distributions a(λ),
using the structure function
 ∞
aj (λ)u(λ)dλ j = 1, . . . , s
(4)
aj =
λ=0
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k=0

where pk (λ) is the probability that the policyholder
reports k claims in a policy year. The matrix P (λ) =
(pij (λ)) is the transition matrix of this Markov chain.
If λ is stationary in time (no improvement of the
insured’s driving ability), the chain is homogeneous.
Denoting p0 (λ) = e−λ the probability of having
a claim-free year, and 1 − p0 (λ) the probability of
reporting at least one claim, the transition matrix of
the Malaysian system is presented in Table 3.
When the transition matrix is known, the n-step
transition probabilities pijn (λ) (probability to move
from Ci to Cj in n years) can be found by multiplying the matrix P (λ) by itself n times. For an
irreducible ergodic Markov chain, the stationary distribution a(λ) = [a1 (λ), . . . , as (λ)], where aj (λ) =
limn→∞ pijn (λ), always exists. It is the unique solution of
aj (λ) =

s


ai (λ)pij (λ)

j = 1, . . . , s (2)

i=1

Table 3
Class
6
5
4
3
2
1

Transition matrix of Malaysian BMS
6

5

4

3

2

1

1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)

p0 (λ)
0
0
0
0
0

0
p0 (λ)
0
0
0
0

0
0
p0 (λ)
0
0
0

0
0
0
p0 (λ)
0
0

0
0
0
0
p0 (λ)
p0 (λ)

The design and implementation of a BMS is
more often than not the result of a compromise
between conflicting marketing, regulatory, fairness,
and financial considerations. A major problem in
BMS design is that regulators cannot accept transition
rules that are too severe, as they would encourage
hit-and-run behavior. Consequently, the number of
penalty classes per reported claim nowhere exceeds
five classes. With average claim frequencies in
most developed countries now below 10%, this
results after a few years in a clustering of the
vast majority of policies in high-discount classes,
and a financial imbalance of the system. The
stationary average premium level
 collected by
the company, denoted b(∞, λ) = sj =1 aj (λ)bj for

individual policyholders and b(∞) = sj =1 aj bj for
the portfolio, is usually well below the starting
level of 100, which forces insurers to progressively
increase basic premiums.
Actuaries have developed numerous tools to evaluate existing BMS and to facilitate the design of new
BMS. They include the following:
1. The expected squared rating error [4, 15]. Assume
the monetary unit has been rescaled so that the mean
amount of a claim is one unit. If claim severity
is beyond the control of a policyholder, a BMS
attempts to estimate an insured’s claim frequency λ.
The difference between the mean stationary premium
b(∞, λ) and λ is the rating error for that policyholder.
A natural objective for the design of a BMS is then
the minimization of the total rating error, defined as
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the expectation of the squared errors (or the average
of the absolute errors) over the entire portfolio. Under
an asymptotic approach [15], the total rating error is

RE =

∞

[b(∞, λ) − λ]2 u(λ)dλ

(5)

λ=0

[4] generalizes [15] to the transient case by introducing policy age as a random variable, and minimizing a weighted average of the age-specific total
rating errors.
2. The transparency [1]. A stationary average level
b(∞) below 100 may be considered as unfair to
policyholders, who do not receive the real discount
they expect. After a claim-free year, good drivers may
believe they receive a 5% discount, but in fact the
real discount will only be about 1% if the company
has to raise all premiums by 4% to compensate
for the progressive concentration of policyholders in
high-discount classes; the BMS is not transparent to
its users. If a BMS has a starting level of 100, a
minimum level of 40, and a b(∞) of 45, after a
few years it does not achieve its main goal, which
is to rate policyholders more accurately, but rather
becomes a way to implicitly penalize young drivers
who have to start their driving careers at level 100. A
strong constraint that can be introduced in the design
of a BMS is the transparency condition b(∞) = 100.
3. The relative stationary average level [12]. Stationary average levels b(∞) cannot be used to compare
different BMS, as they have different minimum and
maximum levels b1 and bs . The Relative Stationary
1
Average Level (RSAL), defined as RSAL = b(∞)−b
,
bs −b1
provides an index ∈ [0,1] that determines the relative
position of the average policyholder at stationarity. A
low RSAL indicates a high clustering of policies in
the low BMS classes. A high RSAL suggests a better
spread of policies among classes.
4. The rate of convergence [3]. For some BMS,
the distribution of policyholders among classes approaches the stationary distribution after very few
years. For other, more sophisticated BMS, class probabilities have not stabilized after 30, even 60 years.
This is a drawback: as the main objective of BMS
is to correct the inadequacies of a priori rating by
separating the good from the bad drivers, the separation process should proceed as fast as possible.
Sixty years is definitely excessive, when compared to
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the driving lifetime
 of policyholders. The total variation, TV n (λ) = sj =1 |pin0 j (λ) − aj (λ)|, measures the
degree of convergence of the system to the stationary distribution after n years. For any two probability
distributions, the total variation is always between 0
and 2. It progressively decreases to 0 as the BMS
stabilizes. It is strongly influenced by the number of
classes of the BMS and by the starting class. The premium level of the starting class should be as close as
possible to b(∞) to speed up convergence. Transition
rules normally only have a slight effect on the rate of
convergence.
5. The coefficient of variation of the insured’s premium [12]. Insurance is a risk transfer from the policyholder to the insurer. Without a BMS, the transfer
is total (perfect solidarity) and the variability of the
policyholder’s payments across years is zero. Without insurance, there is no transfer (no solidarity), the
policyholder has to pay for all losses, and the variability of payments is maximized. With a BMS, there
is some variability of payments, low in case of a
‘lenient’ BMS that does not penalize claims much,
higher in case of a ‘tough’ BMS with severe claim
penalties. The coefficient of variation (standard deviation divided by mean), a better measure of variability
than the variance since it is a dimensionless measure
of dispersion, thus evaluates solidarity or toughness
of BMS. For all BMS in force around the world, only
a small fraction of the total coefficient of variation of
claims is transferred to the policyholder, even with a
severe BMS. In all cases the main risk carrier remains
the insurer.
6. The elasticity of the mean stationary premium with
respect to the claim frequency [13]. The decision to
build a BMS based on claim number only has the
important consequence that the risk of each driver
can be measured by his individual claim frequency
λ. The elasticity of the mean stationary premium
with respect to the claim frequency (in short, the
elasticity of the BMS) measures the response of
the system to a change in the claim frequency. For
any reasonable BMS, lifetime premiums paid by
policyholders should be an increasing function of
λ. Ideally, this dependence should be linear: a 10%
increase of λ should trigger a 10% increase of total
premiums. In most cases, the premium increase is
less than 10%. If it is 2%, the elasticity of the BMS
when λ = 0.10 is evaluated at 0.20.
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An asymptotic concept of elasticity was introduced
by Loimaranta [13] under the name of efficiency.
Denoting b(∞, λ) the mean stationary premium associated with a claim frequency λ, it is defined as
. The BMS is said to be perη(λ) = db(∞,λ)/b(∞,λ)
dλ/λ
fectly elastic if η(λ) = 1. It is impossible for η(λ)
to be equal to 1 over the entire segment λ = (0,1).
η(λ) → 0 when λ → 0 and λ → ∞. The designer of
a BMS of course has to focus on the value of η(λ) for
the most common values of λ, for instance, the range
(0.05–0.25). In practice, nearly all BMS exhibit an
elasticity that is well below 1 in that range. The Swiss
system presents one of the rare cases of overelasticity
η(λ) > 1 in the range (0.15–0.28).
The portfolio elasticity η can be found by integrat∞
ing η(λ) : η = λ=0 η(λ)u(λ)dλ. A transient concept
of efficiency is defined in [11]. See [17] for a criticism of the concept of elasticity.
7. The average optimal retention (The bonus hunger
effect). A BMS with penalties that are independent of
the claim amount will trigger a bonus hunger effect;
policyholders will pay minor claims themselves and
not report them to their company, in order to
avoid future premium increases. The existence of
this behavior was recognized as early as 1938 [14].
In several countries consumer associations journals
publish tables of optimal retentions, the claim
amounts under which it is in the driver’s interest to
pay the claim out-of-pocket, and above which the
claim should be reported to the insurer. In some
countries, the existence of bonus hunger has been
explicitly recognized by regulators. In Germany, for
instance, in 1995, the policy wording specified that,
if the insured voluntarily reimbursed the company
for the cost of the claim, the penalty would not
be applied (even as the company incurred claim
settlement costs). Moreover, if the claim amount
did not exceed DM 1000, the company was legally
required to inform the policyholder of his right to
reimburse the loss.
Tables published by consumer associations are
usually based on unrealistic assumptions such as
no inflation or no future claims. The calculation
of the optimal strategy of the policyholder is a
difficult problem, closely related to infinite-horizon
dynamic programming under uncertainty. The optimal retention depends on numerous factors such as
the current BMS class, the discount factor, the claim
frequency, the time of the accident in the policy

year, the number of accidents already reported, and
the claim severity distribution. Numerous authors,
actuaries, and operations researchers, have presented
algorithms to compute policyholders’ optimal strategies [12]. Optimal retentions turn out to be surprisingly high. With the exception of drivers who have
reached the lowest BMS classes, retentions usually
exceed annual premiums. It is sometimes in the
best interest of a policyholder to pay out-of-pocket
a claim exceeding four or five times his annual
premium.
If policyholders’ out-of-pocket payments to accident victims are reasonable, the hunger-for-bonus
phenomenon amounts to a small deductible and
reduces administrative expenses, two desirable features. If, however, a BMS induces drivers to pay
claims in excess of, say, $5000, it definitely penalizes claims excessively and encourages hit-and-run
behavior. It is not a goal of a BMS to transfer most
claims from the insurer to the insureds.
An ‘optimal’ BMS should be transparent, have an
RSAL that is not too low, a fast rate of convergence,
a reasonable coefficient of variation of the insured’s
premium, an elasticity near 1 for the most common
values of λ, moderate optimal retentions, and a low
rating error. These objectives are conflicting. Making
the transition rules of a BMS more severe, for
instance, usually will improve the rating error, the
elasticity, the RSAL, and the transparency, but will
slow down the convergence of the BMS and may
increase the variability and the optimal retentions to
excessive levels. The design of a BMS is therefore
a complicated exercise that requires numerous trials
and errors to achieve reasonable values for the
selected actuarial criteria and to satisfy marketing and
regulatory conditions.

The Future of Bonus-Malus Systems
In the United Kingdom, insurers have enjoyed rating freedom in automobile insurance for many
years. As a result, they have developed rating
schemes that include several a priori variables (territory, age, use and model of vehicle, age of
driver, driving restrictions) and rather simple BMS.
Fierce competition resulted in policyholders having a choice among over 50 BMS at one point.
These BMS were however fairly similar, with
6 or 7 classes and maximum discounts of 60
or 65%.

Bonus–Malus Systems
In most other countries, BMS were developed
in a regulatory environment that provided little
room for competition. A single BMS, applicable
by all companies, was designed. Most Western
European countries introduced BMS in the early
1960s. The 1970s saw turbulent economic times,
drastic gas price increases following the first oil
shock, years of double-digit inflation, and government efforts to reduce the toll of automobile accidents
(laws mandating the use of safety belts, introduction of severe penalties in case of drunken driving, construction of an efficient network of freeways). The combined effect of these factors was
a drastic reduction in claim frequencies to levels averaging 10%. The ‘first-generation’ BMS of
the 1960s became obsolete, because they had been
designed for higher claim frequencies. The concentration of policyholders in high-discount classes
soon made the BMS inefficient as rating devices.
This resulted in the creation of ‘second-generation’
BMS, characterized by tougher transition rules, in
the 1980s.
In July 1994, complete freedom of services was
established in the European Union in non-life insurance, implementing the ‘Third Directive 92/49/EEC’.
In some countries like Portugal and Italy, insurance carriers engaged in intense competition in automobile insurance. A major segmentation of risks
took place to identify and attract the best drivers,
and several very different BMS were created and
widely advertised to the public. In other countries
like Belgium, regulatory authorities accepted transitory conditions that allowed a ‘soft landing’ to
rating freedom. A new BMS was implemented in
September 1992, with more severe transition rules.
The European Commission indicated that it would
view a unique BMS, to be applied by all companies, as incompatible to freedom of services. Belgian
insurers agreed to a two-step phase-out of the obligatory system. Around mid-2001, they eliminated the
compulsory premium levels of the new BMS, while
keeping the number of classes and transition rules.
Companies became free to select their own premium levels within the framework of the existing
system. In January 2004, each insurer will be authorized to design its own system. This delay in the
implementation of European Union laws will enable
the insurance market to organize a central system
to make the policyholders’ claims history available
to all.
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The future will tell whether free competition in
automobile insurance markets will lead to vastly different BMS or, as some have predicted, a progressive
disappearance of BMS as we know them.
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Bundling
The term bundling refers to the combination of multiple insurance coverages that could otherwise be
written individually into a single policy. These policies are commonly referred to as combination or
package policies. This is in contrast to ‘monoline’
policies that insure against loss from only a single
peril (see Coverage).
A common example of bundling is the ‘special
multi-peril’ policy for business insurance. In order
to obtain a special multi-peril policy, an insured
must purchase both property (see Property Insurance – Personal) coverage, which provides protection against fire and the ‘extended coverage’ perils, and liability coverage. Other examples include
the combination of homeowners and personal auto
insurance (see Automobile Insurance, Private) for
individuals and the combination of commercial auto
(see Automobile Insurance, Commercial), general
liability, and workers’ compensation for businesses.
Bundling offers potential advantages to both insurance providers and policyholders. For the policyholder, the primary motivation for purchasing a bundled policy is cost savings. Insurers often offer a
‘package discount’ when an insured purchases a policy that covers multiple perils. A corresponding disadvantage to the policyholder is that the insurer might
require that policyholders purchase coverage that they
would not normally purchase. For the insurer, there
are also cost savings related to policy acquisition
costs such as billing and underwriting. It is also
likely that package policies would generate higher
premium per insured when there are minimum coverage requirements for the policyholder. Another source

of cost savings to the insurer is the potential reduction
of adverse selection (see Antiselection, Non-life) [1].
By requiring package policy insureds to purchase
minimum amounts of protection, insurers reduce the
potential that only the undesirable risks will purchase a particular type of coverage. Another potential
advantage for insurers is that bundling coverages may
facilitate the exposure audit process. When an insurer
audits the exposure of a policyholder in order to
ensure that an appropriate premium is collected, the
insurer may save cost and time because of being able
to audit all bundled coverages at once.
For actuaries, there are additional considerations
related to bundling. Most important by far is the
determination of the package discount factor for bundled policies. This factor will vary depending on the
coverages to be bundled and the relative amounts
of coverage. Another consideration is the consolidation of exposure for the purpose of determining
the premium. This is an appealing idea because it
might simplify the pricing procedure so that a single bundled rate would be calculated. Problems with
this approach include the difficulty in choosing an
appropriate exposure base and the availability of this
exposure for each coverage to be bundled. As a result,
it is not common to consolidate exposure for bundled policies.
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Burglary Insurance
Burglary is defined, for insurance purposes, as the
taking of property from inside a building by unlawful
entry or departure from the building. Safe burglary
is a more specialized coverage that covers cases
in which a safe is broken into, or removed from
the premises in its entirety. In both cases, marks
of forcible entry or exit must be evident in order
for coverage to be afforded. In both cases, both the
property taken and any damage to the premises and/or
safe that were caused by the unlawful entry/exit
are covered, although ensuing coverage is typically

suspended until security measures are returned to
their previous condition.
The burglary peril is, among others, included in
the commercial crime insurance policy or package
policies that include multiple coverages, including
crime coverage. Burglary insurance is rarely sold
separately. Therefore, the rating of this coverage
and exposure bases are dependent on the method
(separate crime coverage or package coverage) by
which burglary insurance is secured, as well as
the type of risk (e.g. retail vs office space) to be
insured.
MARY HOSFORD

Captives
Captive insurance companies are generally formed
for the limited purpose of providing insurance coverage for their owners. They may be owned by a
single parent or have a multiple-owner group format.
In addition, there are rent-a-captives and protected
cell captives that are owned or operated by third parties to provide alternative risk-financing opportunities
for entities that are too small to effectively own their
own captives. In general, captives provide a more
formalized professional structure for self-insuring the
owners risks than a self-administered self-insurance
program. This enhances the capability to purchase
excess insurance and provides direct access to the
reinsurance marketplace.
There are numerous captive domiciles with favorable flexible regulations that are designed to facilitate the formation of a captive. This may take
the form of reduced premium taxes, lower capitalization requirements, or more lenient regulatory
requirements.
The actuarial services required for the various
types of captives and domiciles are varied. Some
domiciles require an annual actuarial statement of
opinion. These include all domiciles located in the
United States and Bermuda. Other popular domiciles
such as the Cayman Islands and the British Virgin
Islands did not have such requirements at the time
of this writing. Many domiciles also require that an
actuarial analysis be provided in support of a captive
feasibility study for filing with regulatory authorities.
Most domiciles require that an actuary performing
work for a captive be registered and approved by the
domicile regulatory authorities.

For group captives, the pricing of insurance, determination of assessments, and distribution of profits
are major considerations in order to preserve equity
among the various owners.
Owing to the favorable US tax treatment that
may be afforded to an insurance company as compared with the parent company, tax planning is an
important consideration in the design of a captive
insurance company program. The tax advantage is
the timing difference between being able to treat loss
reserves (see Reserving in Non-life Insurance) as
a tax deduction versus obtaining a deduction when
losses are actually paid. Actuarial support of the tax
treatment may include arms length pricing of the
insurance coverages and verification of risk transfer
requirements.
The most popular coverages for inclusion in a captive are workers compensation and longer tailed
liability insurance such as medical malpractice and
products liability. Once a captive has been justified
for these coverages, it is common to include other
parental risks such as automobile liability. Risks
that are more difficult to purchase in the commercial
marketplace, such as credit risk, terrorism coverage,
construction default, and warranty risks are also written in captives.
Domicile websites frequently contain detailed regulatory requirements that need to be met, including any actuarial requirements. The two currently
most popular domiciles are Vermont (http://vcia.com/
and http://www.bishca.state.vt.us/captive/capindex.
html) and Bermuda (https://roc.gov.bm/roc/rocweb.
nsf/roc?OpenFrameSet).
(See also Self-insurance)
ROGER WADE

Casualty Actuarial Society
Introduction
The Casualty Actuarial Society (CAS) is a professional organization whose purpose is the advancement of the body of knowledge of actuarial science
applied to property, casualty (see Non-life Insurance), and similar risk exposures. This is accomplished through communication with the public who
are affected by insurance as well as by presenting and
discussing papers, attending seminars and workshops,
conducting research, and maintaining a comprehensive library collection.
Other important objectives of the Society are
establishing and maintaining high standards of conduct and competence for its membership through
study and a course of rigorous examinations, developing industrial standards and a code of professional
conduct, and increasing the awareness of actuarial
science.

History
In the early 1900s in the United States, problems
requiring actuarial treatment were emerging in sickness, disability, and casualty insurance – particularly
in workers’ compensation, which was introduced in
1911. The differences between the new problems and
those of traditional life insurance led to the organization of the Casualty Actuarial and Statistical Society
of America in 1914, with 97 charter members of the
grade of Fellow. Dr. Rubinow, who was responsible
for the Society’s formation, became its first president.
The Society adopted its present name, the Casualty
Actuarial Society, on 14 May 1921. Since the problems of workers’ compensation were the most urgent,
many members played a leading part in developing
the scientific basis for that line of insurance.
From its inception, the Society has grown
constantly, not only in membership but also in
the range of interest and in scientific and related
contributions to all lines of insurance other than life,
including automobile (see Automobile Insurance,
Private; Automobile Insurance, Commercial), fire,
homeowners, commercial multiple peril, and
others.

Membership
The Society has two grades of credentialed members:
Fellows who are the voting members and Associates.
Both grades are achieved by the successful completion of a series of comprehensive examinations. A
class of CAS membership, Affiliate, serves qualified
actuaries from other actuarial organizations that practice in the general insurance field but do not meet the
CAS examination qualifications to become an Associate or Fellow.
As of 12 November 2001, the CAS had 3564
members, consisting of 2197 Fellows, 1347 Associates, and 20 Affiliates. Members of the Society are
generally employed by insurance companies, educational institutions, ratemaking organizations, state
insurance departments, the federal government, and
independent consulting firms. However, as skill sets
broaden, actuaries are moving into ‘nontraditional’
areas of practice including investment banks, brokerage firms, corporations, and rating agencies.
An academic correspondent program is available
for nonmembers who are involved in teaching actuarial science, mathematics, economics, business or
related courses, and have an interest in the CAS.
Other interested nonmembers may enroll in the
subscriber program. Correspondents and subscribers
receive all CAS publications and may attend meetings
and seminars.
As of 2002, there are 15 regional organizations
affiliated with the Casualty Actuarial Society.
Regional Affiliates embrace New York, New
England, the mid-Atlantic region, Northern and
Southern California, the Northwest, Southeast,
Midwest, Southwest, Central States, and the Desert
States of the United States, as well as Ontario,
Bermuda, Taiwan, Hong Kong, and Europe.
The Casualty Actuarial Society also supports
two special interest sections, actuaries in regulation
(see Insurance Regulation and Supervision)
and casualty actuaries in reinsurance, to foster
the study and discussion of issues facing these
market segments.

Examinations
Examinations are held each year in the spring
and fall in various cities in the United States,
Canada, and in other countries around the world.
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Successful completion of exams 1 through 7 and
attendance at the CAS course on professionalism
satisfy the education requirements for Associateship.
Satisfactory completion of nine exams is required for
Fellowship, the highest mark of distinction a member
can receive.
Currently, three of the first four of these examinations, or preliminary actuarial exams, are jointly
sponsored by the CAS and the Society of Actuaries. These examinations cover the mathematical
foundations of actuarial science, interest theory, economics, finance, and actuarial models and modeling.
The remaining examinations are administered independently by the CAS and cover introduction to
property and casualty insurance, ratemaking, reserving (see Reserving in Non-life Insurance), insurance
accounting principles, reinsurance, taxation and regulation, investments, financial analysis, rate of return,
and individual risk rating plans. All of the examinations are designed to be completed through a program
of self-study. A quarterly newsletter, Future Fellows, is produced for the benefit of candidates taking
CAS exams.

Meetings
The Casualty Actuarial Society has two general meetings each year, in May and November. Special
and joint meetings with other actuarial bodies are
occasionally held. Each of the 15 regional affiliates
holds meetings periodically on topics of interest to
Society members.

Continuing Education
The CAS recognizes its obligation to provide a variety of continuing education opportunities for its members. The CAS sponsors three annual seminars focusing on the topics of (a) ratemaking, (b) reserving and
(c) risk and capital management. Each year, the Society also sponsors other seminars of special interest
on a wide range of business, insurance, and actuarial
subjects. Various sessions held during the two general meetings of the Society provide other educational
opportunities. Online courses and courses in conjunction with the regional affiliates further supplement the
CAS continuing education offerings.

Publications
The Society also fosters the professional growth
of its members by disseminating actuarial-related
information through its many publications. The Society’s proceedings, first published in 1914, contains
refereed papers on selected actuarial subjects, as well
as the formal records of the Society. The journal,
which is published in English, is printed annually.
The yearbook is the Society’s organizational manual, with the constitution and bylaws, a listing of
members, and a description of the organization’s
committees. The yearbook also contains statements
of principles and the code of professional conduct
for the Society. The Actuarial Review is a quarterly
newsletter that contains news of the Society’s activities and current developments relating to actuarial
science. The CAS Discussion Paper Program publication includes the papers solicited for discussion at the
Society’s spring meeting. The Forum is a nonrefereed
journal and contains research from CAS-sponsored
seminars and committees and information from other
actuarial sources.
The Society also publishes its textbook, Foundations of Casualty Actuarial Science, its syllabus
for examinations and reference material for examinations, as well as policy statements and white papers
on current issues.
The Society’s publications are available through
the CAS website, most at no cost.

CAS Website
The CAS website, at http://www.casact.org, provides
comprehensive information about the CAS for members, candidates, academics, and the general public. Features of the website include the calendar
of events, which is updated often with the latest information about upcoming continuing education programs and other CAS activities, and actuarial science research tools, including a searchable
database of article citations and a downloadable
library of papers.

Research
To stimulate original thinking and research within the
actuarial profession, the Society annually sponsors

Casualty Actuarial Society
four special award programs, the WoodwardFondiller Prize, the Dorweiler Prize, the Michelbacher Prize, and the Hachemeister Prize for the best
eligible papers in four categories. Additional prizes
are awarded for the best papers in response to calls for
papers on specific research areas such as ratemaking,
reserving, dynamic financial analysis, and reinsurance. The CAS also awards prizes for related research
by other organizations.

International
While the CAS is a North American organization focused on practice in the United States and
Canada, CAS members are employed around the
world. Currently, the CAS has members in Australia,
Brazil, France, Germany, Hong Kong, Ireland, Israel,
Japan, Singapore, South Korea, Switzerland, Taiwan,
and the United Kingdom. There are CAS regional
affiliate organizations for Taiwan, Hong Kong, and
Europe.
The CAS is also a member association of the
International Actuarial Association, the international professional, educational, and research organizations of actuarial associations and of actuaries.
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Public Service
The Casualty Actuarial Society Trust was established
as a nonprofit, tax-exempt organization that can
dispense funds donated by members for scientific,
literary, or educational purposes.

Structure
The Society’s governing body is the 15-member
board of directors. The principal administrative body
is the executive council, consisting of the president, president-elect, and six vice presidents. The
vice presidents are responsible for managing the
Society’s major activities including education and
examinations, marketing and communications, membership services, research and development, publications, professional education (including meetings and
seminars), international activities, and administration.
The Society is supported by a professional staff, with
an office in Arlington, Virginia.
J. MICHAEL BOA, ALICE M. UNDERWOOD &
WILLIAM R. WILKINS

Catastrophe Excess of
Loss
Introduction
Catastrophe excess-of-loss reinsurance (Cat XL) is a
form of nonproportional reinsurance that protects
the insurance company against an accumulation or
aggregation of losses due to catastrophic events (natural or manmade hazards). There are essentially two
types of excess-of-loss reinsurance: per risk excess of
loss and per occurrence excess of loss or catastrophe
excess of loss.
The per risk excess of loss usually covers large
losses arising from single policies or risks. Thus,
in the event of a strong earthquake or windstorm
(see Natural Hazards) such per risk excess of loss
may not be of much help to the insurance company
because each individual loss may not exceed the
insurer’s retention. The per occurrence excess of
loss would cover the aggregation of all losses, net
of per risk protection due to one single event or
occurrence, regardless of how many policies or risks
were involved. The essential difference between the
per risk and the per occurrence cover is that with
the per risk, the deductible and limit applies to
losses from each individual policy, whereas for the
catastrophe cover, the deductible and limit applies to
the aggregation of all individual losses (net of per risk
reinsurance). The following simplified example will
illustrate the interaction between the per risk excess
of loss and the catastrophe excess of loss.
Example 1 A portfolio consists of 100 homeowners
policies (see Homeowners Insurance) for houses in
the same geographical area. Each policy covers up
to $150 000 per occurrence. The insurance company
has in force an excess-of-loss program of $130 000 xs
$20 000. Thus, for each policy and each event or
occurrence, the insurance company retains $20 000
and the reinsurer covers any amount in excess of
$20 000 up to $130 000 for each policy for each event.
The insurer also buys a catastrophe excess of loss of
$1 500 000 xs $500 000 per occurrence.
Assume there is a catastrophic event in which
80 houses are completely destroyed and the full
sum assured of $150 000 per policy is claimed. The
insurer faces a total gross loss of $12 000 000. The
per risk excess of loss covers $130 000 hence the

company retains $20 000 × 80 = $1 600 000. Then
the catastrophe excess of loss provides cover for
$1 600 000 − $500 000 = $1 100 000. Therefore the
insurance company retains a net loss of $500 000.
Even if each individual house has only a damage
of $20 000, that is, the total gross loss of the insurer
is only $1 600 000, the catastrophe excess of loss provides the same payment of $1 600 000 − $500 000 =
$1 100 000.
In the example above, we described the most common type of catastrophe excess of loss, which covers
losses on a per occurrence basis. There are several other types of catastrophe protection designed,
depending on the needs of the underlying ceding
company (see Reinsurance). Strain [6] describes in
detail some of these types of catastrophe contract.
Although property (see Property Insurance –
Personal) is one of the lines of business in insurance
more exposed to catastrophic events, there are several other areas of business where catastrophe cover
is required. In reinsurance practice, the term catastrophe excess of loss usually applies to property; the
per occurrence cover in liability insurance is called
clash cover. The basic difference is that in liability,
many lines of business might be affected by the same
event and the losses can be combined to form a single occurrence claim [8]. An example of liability per
occurrence cover may be the losses due to an explosion in the workplace, which may involve workers
compensation claims as well as business interruption
(see Loss-of-Profits Insurance).
Since the catastrophe or per occurrence cover
applies to the aggregation of losses due to a single
event, a key factors factor to consider is the definition of an event or occurrence. There are various
standard definitions depending on the type of peril.
For example, windstorms may last for several days
causing damages to different geographical areas in
different days. In the catastrophe contract, there is a
so-called ‘hours clause’ that specifies the duration of
an event or occurrence. For windstorms and hurricanes, the event is typically defined by a 72-h period
[4, 6, 8]. If a storm lasts for three days in an area
and subsequently affects a different area, these are
considered two separate events. When an earthquake
occurs it is not rare that a fire follows it. These may
be considered two separate events (depending on the
wording of the contract) and therefore the deductible
and the limit apply to each event separately.
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For retrocession excess of loss (reinsurance on
reinsurance, see Reinsurance – Terms, Conditions,
and Methods of Placing), the definition of an event
is less standard than in reinsurance. For example,
in retrocession, a windstorm may be defined by a
144-h period. This variation is due to the fact that a
reinsurer’s portfolio may be more widely spread over
a geographic location than each primary company’s
portfolio.

The Purpose of Catastrophe Reinsurance
Designing the catastrophe protection program is usually a function of the risk manager of the insurance
company. Unlike other forms of reinsurance, for
example, the surplus treaty, the catastrophe program
is not designed to increase underwriting capacity.
The catastrophe program is designed to protect the
financial stability of the insurance company (usually
defined by its surplus), see [6, 8]. In some instances,
the catastrophe program may also be used as a financial instrument to smooth financial results between
good years and bad years.
In order to smooth results, there is a compromise
between cost and benefit. When catastrophe reinsurance is used, the net results of good years will be
slightly higher because of the cost of acquiring the
catastrophe cover, whereas for years with large losses
due to catastrophic events, the net results would look
better because of the recoveries from the catastrophe
program.
There are several aspects that must be taken
into account when designing the catastrophe reinsurance program. Some of the key aspects to consider
are company’s surplus, exposure, the cost of reinsurance and benefits or coverage. For example, if
a company’s portfolio is concentrated around the
same geographical area (regional), it has higher risk
than a national company that has a more diversified
portfolio.
When deciding on the deductible and the total
limit of the reinsurance program, frequency, and
severity are the key factors to consider. On one
hand, frequency is the key factor in determining
the deductible or attachment point of the catastrophe cover. On the other hand, once a catastrophe
has occurred, and the aggregate loss has exceeded
the attachment point, it is very likely that all cover
would be exhausted. Hence, the exposure and potential for losses, given an event has occurred, together

with the financial position of the company will help
determine how much cover the insurance company
should buy. Ultimately, the most important factor to remember is that the insured exposure to a
catastrophic event is unknown until the event has
occurred.

Pricing and Modeling Catastrophe
Reinsurance
Standard actuarial techniques used in reinsurance
pricing may not be adequate to price catastrophe reinsurance unless these are combined with
knowledge from different professions. Catastrophe
modeling is perhaps one of the most multidisciplinary
areas of actuarial research. To build good statistical
catastrophe models, it requires knowledge not only
in actuarial science but also in statistics, mathematics, meteorology, engineering, physics, and computer
sciences to mention but a few.
Although there are several sources of information with historical data and statistics of catastrophic
events worldwide, see, for example [5], each catastrophic event is unique in its nature and intensity.
Even when the frequency of certain events such as
windstorms may be estimated, two windstorms in the
same geographical area will rarely follow the same
path or even have similar effects. Therefore, the use
of historical data in solitude may not produce an accurate estimate of the exposure to certain perils (see
Coverage). This is one of the reasons why simulation (see Stochastic Simulation) is usually the base
or starting point of software base catastrophe models
(see Catastrophe Models and Catastrophe Loads).
Figure 1 shows in broad terms the basic components of a catastrophe model. The availability of
more powerful computer tools have made possible the
development of more sophisticated model that incorporate several variables: type of hazard, geographical
location (sometimes split by postcode) and type of
construction, intensity, exposure, and many more.
However, different models produce different answers
and therefore care must be taken when analyzing
the output of the models. The risk manager should
use these outputs as a decision tool supplemented
with his/her knowledge of the industry, exposure, and
financial risk [1].
From the reinsurance pricing perspective, frequency is perhaps the driving factor on the profitability of a catastrophe layer. Loosely speaking, a
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catastrophe is an event that occurs with a very low
frequency but once it occurs the insured losses are
such that all the reinsurance layers are very likely to
be fully exhausted. Therefore, severity in the layer
may be considered to be the full size of the layer.
Several authors have developed statistical models for
catastrophic or extremal events that are based on
extreme value theory models. Embrechts et al. [2]
provides not only an excellent reference in the theory of extreme values but also compiles a large
list of references in the area of modeling extremal
events.
From the reinsurer’s standpoint, catastrophe reinsurance may be more profitable than other lines of
business as long as it is appropriately priced. The
long-term profitability of a catastrophe contract is
guaranteed by spreading the risk over the return
period of the catastrophe event. In other words, the
bad results of the years in which there are catastrophic
losses are offset by the profitable results of years that
are free of such losses.
In catastrophe reinsurance, there is usually a limit
in the number of losses or events that the reinsurer
covers. In reinsurance jargon, this limit is known
as reinstatement. Once a loss or event occurs and
the limit is used, the layer is reinstated and usually
an extra premium is charged in order to make the
coverage of the layer available for a second event.
Hence, as we discussed above, the definition of an
event is of vital importance when pricing this type
of contracts. By limiting the number of events, the
reinsurer is protecting its potential for exposure and

reducing its risk. For more details on the mathematics
of excess of loss with reinstatements see [3, 7].
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Claim Frequency
One useful diagnostic statistic to have when doing
an actuarial analysis is claim frequency. Claim frequency is the ratio of claim counts to exposure units.
Claim frequency can help identify changes in
the mix of business. These can include changes in
jurisdiction, coverage, and deductible. Isolating the
source of the change in frequency could lead the
actuary to exclude from the analysis the segment of
the business that has caused the unexpected change
and analyze it separately.
Claim frequency is usually calculated for several
accident years, although accident quarters, policy
years, or calendar years may be used. The actuary
will calculate frequency over several years so that
he/she will have an idea of what the frequency has
been historically. This history of annual frequency
provides a sound basis of what the actuary can expect
the current and future frequency to be.
In the numerator, claim counts could be the number of occurrences (or events) or could be the number
of claimants. For example, if an out-of-control car
strikes four pedestrians causing bodily injury, the
actuary could express this incident as four claims
because each claimant sued the driver or one claim
because the incident represents a single event. Many
claim databases will code multiple coverages within
the same insured event with separate claimant numbers. If the same out-of-control car, from the above
example, strikes a storefront in addition to the four
pedestrians, the owner of the store would sue the
driver of the car for the resulting property damage.
This situation would produce five claimants (4 bodily injury and 1 property damage) in the frequency
calculation if the actuary includes all coverages. The
actuary may want to calculate frequency separately
by coverage instead of combining coverages because
bodily injury claims are typically more costly than
property damage claims and an increase in frequency
due to bodily injury could be a greater cause for concern. Another example would concern homeowners
insurance. When a house is involved in a fire, it
is possible that the dwelling, garage, and contents
will sustain damage. When the homeowner files the
claim, each of the three coverages will be coded as
a separate claimant, even though only one homeowner filed the claim. In this case, the actuary may

only be interested in counting the number of houses
involved in fires, not the number of coverages that
were triggered. It is the responsibility of the actuary
to understand how the claim database is designed.
The actuary should also use judgment to decide how
a claim count should be defined and to make adjustments to the data, if necessary, so that the data used
is consistent with the claim count definition. If the
actuary is counting claims by accident year or policy
year, it is appropriate to use a common age of development such as 12 months, so that the comparison
among years is a meaningful one.
The denominator of claim frequency is some measure of earned exposure that would correspond and
give rise to the claims discussed above. That measure
of exposure could be the exposure base used in the
rating of policies, such as number of students, square
footage, or vehicle-years. As mentioned above, the
denominator should contain earned exposure. For
example, let us assume the actuary is interested in
calculating claim frequency for trucks in a particular
jurisdiction. An insurance policy that covers 24 trucks
would ultimately generate 24 earned vehicle-years,
assuming each truck is insured for 1 year. However, if
that policy had an effective date of 1 November 2001,
the earned vehicle-year contribution to the year 2001
would be 2/12th of 24 vehicle-years or 4 vehicleyears because each month is approximately 1/12th of
a year and this policy would earn 2 vehicle-years in
each of those 2 months in 2001. That same policy
would contribute to the remaining 20 earned vehicleyears in the year 2002, again assuming each vehicle is
insured for a full year. Another measure of exposure
could be earned premium. Ideally, historical earned
premium should be restated to reflect current rates.
When performing an actuarial analysis such as
developing new rates or testing the adequacy of
loss reserves (see Reserving in Non-life Insurance),
various kinds of statistical information can be beneficial to have. Historical statistics like loss ratios,
average costs of legal fees by jurisdiction, or average size of open claims will often provide valuable
information that can help in completing the analysis. Claim frequency is another piece of information
that can provide the actuary with further insight into
that analysis.
PAUL JOHNSON

Claim Number Processes
Risk theory models describe the uncertainty
associated with the claims recorded by an insurance
company. For instance, assume that a particular
portfolio of insurance policies will generate N claims
over the next period (say one year). Even if the
company were able to maintain the exact same
portfolio composition of policies from one year to
the next, this number of claims N would still vary in
different years. Such natural fluctuations are modeled
by assuming that claim numbers N are random
variables (see [4], Chapter 12).
For arbitrary time intervals [0, t] (not necessarily a year), denote the random number of claims
recorded in the portfolio by N (t) (with N (0) = 0).
As time evolves, these claim numbers {N (t)}t≥0 form
a collection of random variables called a stochastic process, more specifically here, the claim number
process.
For each one of these N (t) claims, the insurance company will also record the claim amounts,
X1 , X2 , . . . , generated by the insurance portfolio.
The aggregate claims up to a fixed time t,
S(t) = X1 + · · · + XN(t) =

N(t)


Xi ,

t ≥ 0,

(1)

i=1

(with S(t) = 0 if N (t) = 0) is a random variable of
interest in insurance risk models. It combines the
two sources of uncertainty about the portfolio, the
claim frequency and the claim severity, to represent
the aggregate risk. As such, S(t) is itself a random
variable, called a compound or random sum (see the
compound distribution section).
The collection {S(t)}t≥0 forms a stochastic process
called the aggregate claim process (see the compound process section). The next section describes
the claim frequency model for a single period, while
the last section discusses the contribution of the claim
number process to the aggregate claim process.

The Claim Number Random Variable
Claim Counting Distributions
Different counting distributions are used to model
the number of claims N (t) over a fixed period [0,

t] (denoted N for simplicity). The most common is
the Poisson distribution
pn = P {N = n} =

λn −λ
e ,
n!

n = 0, 1, . . . ,

(2)

where λ > 0 is a parameter. Its interesting mathematical properties partly explain its popularity. For
instance, the sum of k independent Poisson random
variables N1 + · · · + Nk , with respective parameters
λ1 , . . . , λk , is also Poisson distributed, with parameter
λ1 + · · · + λk .
Moreover, moments E(N m ) of all order m =
1, 2, . . . exist for the Poisson distribution, while the
maximum likelihood estimator (MLE) of its sole
parameter λ has a closed form (see [13], Chapter 3
for these and additional properties).
The fact that Poisson probabilities, pn , only have
one parameter can be a draw back. For instance, this
forces the mean of a Poisson variable to be equal in
value to its variance, and to its third central moment
E(N ) = Var(N ) = E(N − λ)3 = λ.

(3)

This is a restriction in fitting the Poisson distribution
to the claim numbers of an insurance portfolio. Usually, the observed average is smaller than the portfolio
sample variance, the latter being in squared integer
units.
The negative binomial distribution is another popular model for the number of claims. Depending on
the parameterization, the probabilities pn = P {N =
n} can be written as


r +n−1
p r (1 − p)n , n = 0, 1, . . . ,
pn =
n
(4)
where r > 0 and 0 < p < 1 are parameters. The latter
are estimated from data, although their MLE’s do not
exist in closed form and require numerical methods.
When r is an integer, the probabilistic interpretation given to N is the number of failures required
in Bernoulli trials to obtain exactly r successes (the
probability of which being p at each trial).
Negative binomial probabilities in (4) have two
parameters, allowing sufficient flexibility for the
mean E(N ) = rq/p to be smaller than the variance Var(X) = rq/p 2 . We say that the distribution
is overdispersed, a desirable property in fitting the
distribution to real portfolio claim counts (see [19]).
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A simple way to overdisperse claim counts N
around their mean E(N ) is by mixing distributions
(see the mixtures of distributions section). Consider
the claim count of a subportfolio composed of
risks with certain common characteristics. Further,
assume that these characteristics vary greatly between
different subportfolios in the main, heterogeneous
portfolio (as is the case for worker’s compensation,
or car insurance).
Then let the conditional distribution of N be Poisson with parameter λ for a particular subportfolio, but
assume that λ is a realization of a random variable ,
taking different values from one subportfolio to the
other. The marginal distribution for N is a mixture
of Poisson distributions.
In particular, since the conditional mean
E(N |) =  is given by (3), the (unconditional)
mean of this mixed Poisson is
E(N ) = E[E(N |)] = E().

(5)

Similarly, the conditional variance Var(N |) =  is
also given by (3) and hence the variance of the mixed
Poisson is clearly larger than its mean:
Var(N ) = E[Var(N |)] + Var[E(N |)]
= E() + Var() ≥ E() = E(N ). (6)
Mixed Poisson distributions are thus overdispersed,
just as is the case of the negative binomial distribution. In fact, it can be seen that a Gamma
(α, β) mixing distribution for  produces a negative binomial marginal distribution for N (see for
instance [8] Example 2.2 and the section on mixtures
of distributions).
Both the Poisson and negative binomial distributions are defined over the unbounded set of nonnegative integers. Although an infinite number of claims
is impossible in practice, these are appropriate models when the insurance company does not know in
advance the maximum number of claims that could
be recorded in a period. Most property and casualty
insurance portfolios fall into this category.
By contrast, in some other lines of business, there
is a known upper bound to the number of possible
claims. In life insurance, for example, each policy
in force cannot generate more than one claim. Then
the number of claims cannot exceed the number of
policies, say m.
The binomial distribution is an appropriate model
in such cases, with probabilities pn = P {N = n}

given by
 
m
pn =
p n (1 − p)m−n ,
n

n = 0, 1, . . . , m, (7)

where m ∈ + and 0 < p < 1 are parameters. In
probability, N is interpreted as the number of successes recorded in m Bernoulli trials, the probability
of which being p at each trial.
Binomial probabilities in (7) also have two parameters, yielding a mean E(N ) = mp larger than the
variance Var(X) = mpq. Consequently, we say that
this distribution is underdispersed.

Recursive Families
The three counting distributions discussed above
belong to a family where the probabilities pn satisfy
the following recursive relation with pn−1 :


b
pn = a +
(8)
pn−1 , for n ∈ S ⊆ + ,
n
where a and b are parameters and S some subset of
+ . For instance,
pn =

λ
λn e−λ
= pn−1 ,
n!
n

n≥1

(9)

for a = 0, b = λ and p0 = e−λ , in the Poisson case.
Similarly,


r +n−1
pn =
pr q n
n
=

r +n−1
qpn−1 ,
n

n≥1

(10)

for a = q, b = (r − 1)q and p0 = p r , in the negative
binomial case.
In all cases, recursions start at p0 , a parameter
fixed such that pn values sum to 1. Hence, distributions satisfying (8) for particular choices of a and b
are said to belong to the (a, b, 0) family or Sundt
and Jewell family (see [13], Section 3.5). Estimation of a and b from claim numbers data is discussed
in [14].
Panjer [15] showed that if the claim frequency
distribution belongs to the (a, b, 0) family and its
probabilities are calculated recursively by (10), then
the distribution of aggregate claims S(t) in (1) can
also be evaluated recursively for any fixed t (see the
compound distribution section). For the stability of
such numerical recursive procedures, see [16].
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Sundt and Jewell [22] characterized the set of
a and b values that define a proper distribution
in (10). They show that the Poisson, negative binomial (with its geometric special case) and binomial
distributions (with its Bernoulli special case) are the
only members of the (a, b, 0) family. Since, various
generalizations have enlarged the family of counting distributions defined recursively [7, 17, 23] to
now include most discrete distributions, including
multivariate ones (see [11, 20, 21] and references
therein).

The Claim Number Process
The previous section presents the number of claims,
N (t), recorded in an insurance portfolio over a fixed
time t > 0, as a random variable and studies its
distribution.
When the time parameter t is no longer fixed,
we can study the evolution of N (t) over time.
Then {N (t)}t≥0 forms a stochastic process called
the claim number (or counting process). Its study
allows the answer to more complex questions. For
instance, the degree of association between claim
counts at different times can be measured by covariances, like Cov[N (t), N (t + h)], (t, h > 0). These
involve the ‘path properties’ of the claim number
process.
The paths {N (t)}t≥0 form random functions of
time. One way to characterize them is through a
detailed recording of claim occurrence times. As
in [1], let these occurrence times, {Tk }k≥1 , form an
ordinary renewal process. This simply means that
claim interarrival times τk = Tk − Tk−1 (for k ≥ 2,
with τ1 = T1 ), are assumed independent and identically distributed, say with common continuous df F
on + (and corresponding density f ).
Claim counts at different times t ≥ 0 are obtained
alternatively as N (t) = max{k ∈ ; Tk ≤ t} (with
N (0) = 0 and N (t) = 0 if all Tk > t). Note that
the random events [N (t) < k] and [Tk > t] are
equivalent. Hence,
{N (t); t ≥ 0},

{Tk ; k ≥ 1}

and

{τi ; i ≥ 1}

all provide equivalent information on the evolution of
the process in time. Any of them is called a renewal
process (see [18], Section 5.2).
An important special case is when the claim interarrival times τk have a common exponential distribution with mean λ−1 , that is F (t) = 1 − e−λ t for

t > 0. Then the claim occurrence times Tk = τ1 +
· · · + τk must have an Erlang (k, λ) distribution and
it can be seen that
P {N (t) = k} = P {N (t) < k + 1} − P {N (t) < k}
= P {Tk+1 > t} − P {Tk > t}
e−λt (λt)k
, k = 0, 1, . . . .
(11)
k!
That is, for every fixed t > 0 the distribution of
N (t) is Poisson with parameter λt. Otherwise said,
a renewal process with exponential claim interarrival
waiting times of mean λ−1 is a homogeneous Poisson
process with parameter λ (see the Poisson process
section).
Apart from being the only renewal process with
exponential waiting times, the homogeneous Poisson
process has particular path properties, which characterize it as follows (see [18], Section 5.2):
=

(a) N (0) = 0,
(b) Independent increments: for any 0 < t1 < t2 <
· · · < tn−1 < tn ,
N (t2 ) − N (t1 ), . . . , N (tn ) − N (tn−1 )
are mutually independent,
(c) Stationary increments: for any 0 < t1 < t2 and
h > 0,
P {N (t2 + h) − N (t1 + h) = k}
= P {N (t2 ) − N (t1 ) = k},

k ∈ , (12)

(d) For t, h > 0, limh→0, h>0 (1/ h)P {N (t + h) −
N (t) = 1} = λ, where λ > 0 and limh→0, h>0
(1/ h)P {N (t + h) − N (t) > 1} = 0.
The homogeneous Poisson process forms the basis of
the classical risk model. Its interesting mathematical
properties make it a very popular model for the
claim frequency process of insurance portfolios (see
the Poisson process and risk process sections).
In particular, thanks to its stationary, independent
increments and exponential (memoryless) claim
interarrival times, one can easily obtain maximum
likelihood estimates of the parameter (or constant
intensity):
λ=
=

lim

h→0, h>0

1
P {N (t + h) − N (t) = 1}
h

f (t)
,
1 − F (t)

for any t > 0.

(13)
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Extensions of the Poisson risk model have also
been investigated. In practice, when we cannot
assume that claim interarrival times are exponentially
distributed (one parameter), a better fit is sometimes
obtained with a more general distribution F (e.g. 2
or 3 parameters). This yields Andersen’s model of
an ordinary renewal claim number process N (t)
(see [1]), or Janssen’s stationary renewal model, if
the distribution of the first waiting time is modified
(see [12]).
Another extension of the Poisson risk model is
obtained by assuming a time-dependent parameter
λ(t): the nonhomogeneous Poisson process. Here
the claim intensity is no longer constant, as in (13).
This is an appropriate model when the portfolio composition changes over time, or when the underlying
risk itself fluctuates over time (e.g. a periodic environment as in the case of hurricanes; see [6]).
A further generalization of the nonhomogeneous
Poisson process allows the claim intensity to be
itself a nonnegative stochastic process. This was
first proposed by Ammeter (see [2]) with random,
piecewise constant intensities and later extended by
Cox [5] (see the Ammeter Process section). The
nonhomogeneous Poisson process, the mixed Poisson
process and some more generally Markovian claim
counting processes are all Cox processes (see [3, 9,
10, 18] for more details).
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Closed Claim
A claim is considered closed once a claims adjuster or
a company determines that there is no more material
activity on a claim. The act of the claims adjuster or
the company putting the claim in a closed status usually symbolizes this. The key word above is material
because there may still be activity on the claim after
it is closed. There will be occasions when payments
are made on a claim after the closed date. For example, in workers compensation, it is not unusual for
late medical bills to be paid after a claim is closed.

Some claims are closed without the company ever
making a payment – these are often called closed
without payment. This is common in lines of business in which potential claims are reported frequently.
Some of these potential claims will turn into actual
claims and those that do not will be closed without
payment. Once a claim is closed, it may not stay in
that status. In workers compensation, a claim that was
closed may have to be reopened owing to the initial
injury reemerging.
TONY PHILLIPS

Coinsurance
Coinsurance is a form of proportional insurance in
which an insurer or reinsurer (see Reinsurance) takes
a proportional share of a risk. The word coinsurance
is used in one of the following ways:
1. a feature of proportional reinsurance cover
2. a feature of direct insurance cover
3. a clause within a nonproportional reinsurance cover
4. a feature of an insurance pool (see Pooling in
Insurance), where insurers or reinsurers each
have a fixed proportion of risk

Coinsurance as a Feature of Proportional
Reinsurance Cover

Coinsurance

Proportion of claim

When referring to a type of reinsurance, coinsurance
is an arrangement between an insurer and a reinsurer
under which an agreed percentage of claim amounts
are paid as recoveries (claim payments made by
the reinsurer to the insurer). In return for the claim
payments, the reinsurer receives the same proportion
of the gross premiums, less an exchange commission.
As shown in Figure 1, coinsurance will typically
pay the same percentage of a claim’s cost, no matter
what the claim size.
Exchange commissions are often justified by the
expenses that the insurer incurs and which the reinsurer does not incur. The insurer has priced these
expenses into its premiums and requires part of
the premium to cover expenses. Such expenses can
include agent/broker commissions, underwriting and
claims handling costs. A different view of exchange

commissions is that they exist to achieve a particular
loss ratio or profit result.
While exchange commissions are sometimes
expressed as a fixed percentage of the ceded premium
(see Reinsurance), in many cases they will operate
under a sliding scale (see Reinsurance Pricing)
expressed as a percentage of the loss ratio. When
exchange commissions are not a fixed percentage,
the reinsurance is not truly proportional. Sliding
exchange commissions may be used by the reinsurer
to limit its risk and to ensure that the insurer has
motivation to keep loss ratios down, or it may be used
by the insurer to allow higher profits if it improves
the loss ratio.
As shown in Figure 2, a sliding exchange commission is usually nondecreasing.
Proportional reinsurance may have event caps. An
event cap limits the amount of claim payments that
the reinsurer will pay per single event. Like sliding
exchange commissions, the inclusion of event cap
causes this type of reinsurance to not be a true fixed
proportional cover.

Coinsurance as a Feature of Direct
Insurance Cover
Some direct insurance covers include coinsurance for
some or all benefits, whereby the insured can claim
only a fixed proportion of the costs of an insurable
event. In many cases, the inclusion of a coinsurance
clause is designed to have the insured retain a portion
of the risk, and to encourage the insured to control
their risk. A common example of this type of coinsurance is found in health insurance, where patients
retain the responsibility to pay a certain fixed proportion of their costs. Another more complex example
can occur in homeowners’ insurance as a result of
insurance-to-value clauses. Some fixed sum insuredbased classes of business have an averaging clause
whereby the insurer will only pay a proportion of
the loss when the insured nominates a sum insured
(see Coverage) that is less than the true value of the
insured item.

Coinsurance as a Clause Within
Nonproportional Reinsurance Cover

Claim size

Figure 1

Coinsurance recoveries

When referring to a clause within nonproportional
reinsurance covers, coinsurance is the proportion of

Coinsurance

Exchange commission (%)
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Loss ratio
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Sliding exchange commissions
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Coinsured by
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reinsured)
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Proportion of claim
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Coinsurance on an excess-of-loss reinsurance

the reinsured claim payments that must be paid by
the insurer rather than the reinsurer. In this manner, the reinsurer proportionally reduces its claim
costs.
As shown in Figure 3, an insurer taking an excessof-loss reinsurance will often have net exposure
greater than the excess. In this case, the insurer has
the solid area (which equals the amount of the excess)
plus the coinsurance line, which is the rightmost
segment. The expected amount of recoveries can be
calculated as
Expected Recoveries

= Max((1 − c)(s − x), 0)f (s) ds

(1)

Where

c
s
x
f (s)

is the coinsurance proportion
is the claim size
is the excess
is the probability density for the
claim size

Clauses similar to excess of loss can also be
applied to stop-loss reinsurances, whereby only a
proportion of the excess-loss ratio can be claimed.
So any coinsurance on stop-loss reinsurances applies
to loss ratios rather than nominal amounts.

Coinsurance
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Claim size

Insurer 2

Insurer 3

Proportion of claim

Figure 4

Coinsurance in insurance pools

Coinsurance as a Feature of an Insurance
Pool
When referring to a pool of insurers, coinsurance is an
agreement between a group of insurers or reinsurers
to each take a fixed proportion of premiums and each
pay a fixed proportion of claim payments from the
insurance pool as shown in Figure 4. Mathematically,

this operates much like proportional reinsurance. Typically, in an insurance pool, the gross risk accepted
by each insurer is limited to that insurer’s proportion
of the pool – the insurers are not responsible for other
insurers’ proportions should those other insurers fail.
COLIN PRIEST

Combined Ratio
The combined ratio is the sum of the loss ratio
plus the expense ratio. The combined ratio is used
in non-life insurance. Many insurance professionals
use the combined ratio as an important indicator of
the profitability of the insurance underwriting without
consideration of the return on invested assets.
If the loss reserves (provisions for unpaid claims,
see Reserving in Non-life Insurance) are not discounted, one can differentiate the following three
cases:
•
•
•

A combined ratio below 100% indicates that the
business written is profitable even in the absence
of return on invested capital.
A combined ratio of 100% indicates that the
balance of the flows of premium, claims, and
expenses yields a break-even result.
A combined ratio in excess of 100% indicates that
the balance of premium, claims, and expenses is
negative. The business can only be profitable if
the return on invested assets exceeds the negative
balance.

In the presence of nondiscounted loss reserves, the
combined ratio is an indicator of the profitability of
the current year’s insurance portfolio before return
on investment, unless the incurred loss on prior years

has a material contribution to the total incurred loss.
It is common to disclose separately, the contribution
to the combined ratio stemming from the incurred
loss on prior years.
If in a given portfolio the payments of policyholder dividends are materially driven by return
on investments, the policyholder dividends may be
neglected in the calculation of the expense ratio contributing to the combined ratio; this is consistent with
the aim of using the combined ratio as an indicator of
the profitability of the insurance cash flows without
consideration of the cash flows from invested assets.
If the loss reserves are discounted in the calculation of the combined ratio, one obtains a mixed
indicator:
•

•

The contribution to the combined ratio from the
current accident year yields a fair view of the
profitability of the current portfolio, including the
(expected!) return on investments.
The unwinding of the discount induces an
incurred loss on prior accident years, which can
contribute materially to the combined ratio. It
is therefore common to disclose separately, the
contribution to the combined ratio stemming from
the unwinding of the discount on prior year’s loss
reserves.
BENEDETTO CONTI

Commercial Multi-peril
Insurance
Commercial multiple peril insurance is the leading
example of a package insurance policy in commercial
property and casualty insurance (see Non-life Insurance). A package policy bundles together two or
more major coverages into a single policy. Typically,
the commercial multiple peril policy combines property (see Property Insurance – Personal) coverage
and the premises and operations portion of general
liability coverage. However, any combination of coverages can be included in a package policy.
In the United States, the commercial multiple
peril policy was introduced in 1958 following the
success of its counterpart in personal lines property and casualty insurance, the homeowners policy,
which combines coverage against fire, theft, and damage to the home and its contents with coverage for
the homeowner’s liability to injury to others. The
commercial policy was an instant success [1]. In
2000, commercial multiple peril constituted 6% of
all property-casualty net earned premiums, according
to the National Association of Insurance Commissioners. It is the second largest commercial line of
business, after workers compensation.
For the insured, the package policy has three major
advantages. First, by purchasing several coverages
from the same insurer, the insured can be sure that
the coverages are coordinated among each other. The
insured is not wasting money by purchasing coverages that overlap, nor is he at peril of suffering a
claim that would fall between the gaps in coverage
offered by different insurers. Second, it is more convenient for the insured to deal with a single company,
both when binding a policy and when filing a claim.
Third, the package policy is typically sold at a discount to the cost of buying each coverage separately.
The insurer offers the discount primarily because
experience has shown that the purchaser of a multiple peril policy has a lower pure premium than
the purchaser of monoline coverage. The resulting
discount can be substantial – up to 40% on a single line of business in extreme cases. The discount
can also reflect lower underwriting costs, since the
insurer essentially writes several pieces of business
but only needs to underwrite a single entity; however,
the underwriting savings is relatively small [4].

Rating Methodology
Typically, the discount is passed along to the insured
through a package modification factor, commonly
called a package mod. In a typical rating plan, the
package mod is a discount factor. A mod of 0.75, for
example, means the package coverage reflects a 25%
discount.
The standard commercial multiple peril policy has
two package mods – one for the property peril and
one for the general liability peril. The insured must
purchase both to receive the mod for each coverage. The package mod is one of several modifications
to manual premium known as policy modifications
or rating modifications. Unlike some of the other
rating modifications, the package mod is not discretionary. Every insured that purchases the package
policy receives the discount.
In the United States, the Insurance Services Office
reviews property and general liability experience
by state, usually every year, and calculates indicated package mods. These mods vary by the type
of risk underwritten: hotels and motels; apartments;
offices; mercantile operations; institutions; service
operations; industrial and processing operations; and
contractors. Thus, in each state, ISO calculates 16
package mods – 8 for property and 8 for general liability [3].
In the use of package mods in pricing, the commercial multiple peril policy differs from other package policies, such as the homeowners policy, in which
a single premium is charged for the entire policy. For
those policies, premium is not easily divided into different coverages. Using package mods allows greater
flexibility in tailoring coverage to the insured, a critical consideration in commercial insurance. It also
allows monoline and package data to be combined
when ratemaking, as will be discussed below.

Data Considerations
Since the rate charged for a package policy is simply
a discount to the monoline policy, the data needs are
similar to that of the underlying monoline coverage
in terms of exposures, limits, deductibles, and so on.
The only additional items to collect are the package
mods and the reason the insured is receiving the
package mod (e.g. apartments vs hotel/motel). The
mods should be collected at the level at which they
are charged. They should be tracked at a line of
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business level if the mod differs by line of business,
or at the policy level, if the mod is applied at the
policy level. The package mod should be kept track of
separate from all other rating factors, such as schedule
rating or experience-rating factors. This is important
to keep in mind because many in the industry think of
all such modifications as a single rating modification
factor (RMF). Yet each is calculated differently and
must be analyzed on its own.
In setting up a system to track data on a package
policy, the actuary should be sure to at the very least,
capture data by line of business, since the exposures,
limits, and deductibles on a multiple peril policy
differ significantly by line. For example, the typical
property coverage includes a deductible, while the
typical general liability coverage does not. Failing
to keep track by line of business will confound the
actuary’s work at an early stage.

Ratemaking
As already noted, the use of the package mod allows
the actuary to combine multiline and monoline data
and develop a combined rate change. The on-level
factor to adjust premium must incorporate the change
in the average mod charged or earned between the
historical period and the projected period. The onlevel factor brings all business written to a monoline
level. The resulting analysis gives an overall rate
change for the line of business. Relativity analysis
distributes the rate change between the monoline
business and the package business.

The Insurance Services Office analyzes its package results for each type of policy at a coverage level.
For example, its relativity analysis of apartments
estimates six modification factors for property coverages: basic group I, basic group II, special causes of
loss, crime, inland marine, and fidelity. It calls these
coverage-level modification factors implicit package
modification factors, or IPMFs. However, it files its
mods at a line of business level. Apartments, for
example, have a single property mod. That single
mod is the average of the mods by coverage, weighted
by aggregate loss costs. For a thorough discussion,
see [2].
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Consequential Damage
A consequential damage policy insures a commercial
policyholder against the additional costs of running
its business following interruption by an insurable
event. These additional costs include the following:
•

•
•
•
•
•
•

•
•

Income/profit – the amount by which income/profit falls short of the standard income of the insured
as a consequence of damage by the perils (see
Coverage) (given below).
Payroll/salaries relating to the shortage of income.
Additional expenditure – reasonably incurred by
the insured to minimize the reduction in gross
income or to minimize the loss of payroll.
Additional working costs – incurred as a result
of attempting to resume or maintain the normal
operation of the business.
Reinstatement of documents – including the necessary cost of legal, clerical, and other charges.
Debts – which become irrecoverable as a result
of damage to accounts or other business records.
Rental income – the amount by which rental
income on a damaged property falls short of
the standard rental income. This cover is sometimes provided under the fire section (see Fire
Insurance), rather than the consequential damage
section of policies.
Weekly income of the business owner.
Accountants and other professional fees.

The peril events that trigger claims under a consequential damage policy include
•
•
•
•
•
•
•
•
•
•

fire
natural perils (see Natural Hazards), including
storm and tempest, rainwater, wind/gust, snow,
sleet, hail, and earthquake
water damage, damage from sprinklers, bursting,
leaking, or overflow
impact
explosion
aircraft (see Aviation Insurance)
riots and strikes
malicious damage
theft of property
damage or breakdown in plant and machinery,
including computers and electronic equipment.

The cover provided by a consequential damage
policy is restricted by
•
•

the sum insured (see Coverage) (expressed as an
amount payable per period, e.g. year) for each
cover type, and
an indemnity period (being the maximum period
over which each cover type will be paid).

The vast majority of consequential damage claims
are generated by large fire claims. This raises several
issues including the following:
•

•

The performance of consequential damage portfolios is positively correlated with fire portfolios,
and highly positively correlated with the experience of large fire claims.
The management of the claim for direct losses
from the same event that causes the consequential
loss can heavily affect the size of the consequential damage claim. For example, quick settlement
of a fire claim, which enables the insured to reinstate its business and return to normal operating
conditions, will reduce the period over which consequential damage claims are paid. As a result
of this, many insurers will not provide consequential damage cover unless they also provide
the underlying fire, burglary, or machinery breakdown covers. This enables the insurer to actively
manage the settlement of the claim enabling it to
minimize the overall claim cost.

As with fire, consequential damage insurance is
dominated by the low frequency, but extreme severity
of large claims. These large losses occur either as
•
•

single large losses to properties with high asset
values insured, or as
a large number of (possibly) smaller claims generated by a single event (e.g. earthquake).

The effect of large claims is more pronounced on
a consequential damage portfolio than a fire portfolio.
Insurers attempt to control exposure to these losses
by utilizing a combination of
•
•
•
•

coinsurance
treaty surplus reinsurance (see Surplus Treaty)
per risk excess-of-loss reinsurance
catastrophe (or per event) excess-of-loss reinsurance (see Catastrophe Excess of Loss).
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Despite these attempts, historical net (of reinsurance) profitability and net (of reinsurance) claims
development for consequential damage portfolios are
extremely volatile.

(See also Loss-of-Profits Insurance)
PAUL CASSIDY

Cooperative Game Theory
Game theory is a set of models designed to analyze
situations of conflict and/or cooperation between two
or more economic agents or players. It abstracts out
those elements that are common to many conflicting
and/or cooperative circumstances and analyzes them
mathematically. Its goal is to explain, or to find a
normative guide for, rational behavior of individuals confronted with conflicting decisions or involved
in social interactions. Since the 1944 landmark book
by Von Neumann and Morgenstern [25], game theory
has considerably enlarged the set of tools available to
decision makers, until then limited to maximization
techniques with or without constraints, by enabling
them to incorporate in their reasoning the competitor,
the opponent, or all the stakeholders of the corporation. The prevalence of competition, conflict, and
cooperation in many human activities has made game
theory a fundamental modeling approach in operations research, economics, political science, with
applications as diverse as the measurement of power
in political assemblies, the assessment of landing
fees in airports, the subsidization of public transportation in Colombia, and the allotment of water
among agricultural communities in Japan. The 1994
Nobel Prize in economics was attributed to J. Nash,
J. Harsanyi, and R. Selten for their contributions to
game theory.
This article presents the basic principles of cooperative games with transferable utilities and two-person
bargaining games. Numerous other topics are developed in game theory textbooks [7–9, 18, 19, 21].
Cooperative game theory concepts were introduced in actuarial science by Borch [5] in an automobile insurance context. A major actuarial contribution to cooperative game theory for games without transferable utilities is Borch’s risk exchange
model [2–4, 12–14]. Other applications to insurance
problems include life insurance underwriting [15]
and cost allocation [16]. References [11] and [17] are
surveys of applications of game theory to actuarial
science.

Cooperative Game with Transferable
Utilities
Cooperative game theory analyzes situations where
the players’ objectives are partially cooperative and

partially conflicting. It models situations in which
cooperation leads to benefits (political power, cost
savings, money) that subsequently need to be shared
among participants through a negotiation process.
Each player wishes to secure the largest possible
share of cooperation benefits for himself, and may
engage in bargaining, threats, or coalition formation,
to achieve his goals. In the case of games with
transferable utilities, players are negotiating about
sharing a given commodity (money, in most cases),
fully transferable and evaluated in the same way
by everyone. This excludes situations in which, for
instance, risk aversion makes participants evaluate
their position through a utility function.
Definition An n-person cooperative game in characteristic form is a pair [N, v(·)], where N = {1, 2,
. . . , n} is a set of n players. v(·), the characteristic
function, is a real-valued function on 2N , the set of
all subsets or coalitions S ⊆ N , such that v(φ) = 0.
v(S) is the power or amount of money that coalition
S can secure, without the help of other players. As
cooperation brings benefits, v(S) is assumed to be
superadditive.
v(S ∪ T ) ≥ v(S) + v(T ) ∀ S,
T ⊂ N such that S ∩ T = φ.

(1)

Example 1 (Management of ASTIN money [16])
The treasurer of ASTIN (player 1) wishes to invest
the amount of BEF 1 800 000 in a three-month Certificate of Deposit (CD). In Belgium as in most countries, the annual interest rate on a CD is a function
of the amount invested: amounts under one million
provide an annual interest rate of 7.75%; amounts
between one and three million return 10.25%. The
rate increases to 12% for amounts of three million or
more. To increase the yield on the ASTIN investment, the ASTIN treasurer contacts the treasurers
of the International Actuarial Association (IAA –
player 2) and of the Brussels Association of Actuaries
(A.A.Br. – player 3). IAA agrees to deposit 900 000,
A.A.Br. 300 000. The three-million mark is achieved;
the interest rate on the investment is 12%. How
should interest be allocated among the three associations? The common practice in such situations is
to award each participant the same percentage, 12%.
However, shouldn’t ASTIN be entitled to a higher
rate, as it is in a better negotiating position? ASTIN
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can achieve a rate of 10.25% on its own, the others
only 7.75%.
Straightforward calculations provide the characteristic function, the amount of interest that each
coalition can secure (abbreviating expressions such
as v({1, 2}) as v(12)).
v(1) = 46 125

v(2) = 17 437.5 v(3) = 5812.5
(2)

v(12) = 69 187.5 v(13) = 53 812.5 v(23) = 30 750
v(123) = 90 000.

(3)

Definition An important application of cooperative game theory is the measurement of power
in voting situations. A weighted majority game
{M; w1 , . . . , wn }, is defined by weights wi (the number of votes ofplayer i) and a majority requirement M > 1/2 ni=1 w
i such that the characteristic
function
v(S)
=
1
if
i∈S wi ≥ M and v(S) = 0 if

i∈S wi < M for all S ⊆ N .
Example 2 (UN Security Council) The Security
Council of the United Nations consists of 15 countries: 5 permanent members (China, France, Russia,
United Kingdom, United States) and 10 nonpermanent members that rotate every other year (in
2003, Angola, Bulgaria, Cameroon, Chile, Germany,
Guinea, Mexico, Pakistan, Spain, and Syria). On
substantive matters including the investigation of a
dispute and the application of sanctions, decisions
require an affirmative vote from at least nine members, including all five permanent members. This is
the famous ‘veto right’ used hundreds of times since
1945. This veto power obviously gives each permanent member a much greater power in shaping
UN resolutions than a rotating member. But how
much greater?
Since a resolution either passes or not, the characteristic function can be constructed by assigning
a worth of 1 to all winning coalitions, and 0 to
all losing coalitions. So, v(S) = 1 for all S containing all five permanent members and at least
four rotating members; v(S) = 0 for all other coalitions. This is the weighted majority game  =
[39; 7, 7, 7, 7, 7, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1], expressing
the fact that all five permanent members (35 votes)
and four nonpermanent members (4 votes) need
to agree to pass a motion. Without every single

permanent member, the majority of 39 votes cannot
be reached. Does this mean that the power of each
permanent member is seven times the power of a
rotating member?
Definition A payoff α = (α1 , . . ., αn ) is an allocation of payments among the n players of the game. It
is natural to restrict acceptable allocations to payoffs
that are individual rational (αi ≥ v(i), i = 1, . . . , n:
no player accepts a final payoff under the amount
he
 can achieve by himself) and Pareto optimal
( ni=1 αi = v(N ): the maximum available amount is
distributed.) Individually rational Pareto optimal payoffs are called imputations.
The set of imputations can further be reduced by
introducing collective rationality conditions:
a payoff
α = (α1 , . . . , αn ) is collectively rational if i∈S αi ≥
v(S) for all S ⊂ N ; no coalition should have an
incentive to quit the grand coalition N of all players.
The core of the game is the set of all collectively
rational imputations.
The core can also be defined using the notion of
dominance. Imputation β = (β1 , . . ., βn ) dominates
imputation α = (α1 , . . ., αn ) with respect to S if
(i) S  = φ; (ii) βi > αi for all i ∈ S; and (iii) v(S) ≥

i∈S βi : there exists a nonvoid set of players S that
all prefer β to α and that has the power to enforce this
allocation. Imputation β dominates α if there exists a
coalition S such that β dominates α with respect to S.
The core is the set of all the undominated imputations.
Example 1 The set of imputations of the ASTIN
money game is: α1 ≥ 64 125; α2 ≥ 17 437.5; α3 ≥
5812.5; α1 + α2 + α3 = 90 000. Are all these imputations acceptable to all players? Consider imputation
(66 000; 18 000; 6000). Players 2 and 3 may object
that, if they form a coalition (23), they can achieve
a payoff of v(23) = 30 750, and that consequently,
the proposed payoff is too favorable to player 1. This
imputation does not belong to the core of the game.
The core of the ASTIN money game consists of all
payoffs such that 46 125 ≤ α1 ≤ 59 250; 17 437.5 ≤
α2 ≤ 36 187.5; 5812.5 ≤ α3 ≤ 20 812.5; and α1 +
α2 + α3 = 90 000. If ASTIN, the first player, does
not receive at least 46 125, he is better off by playing
alone. If ASTIN gets more than 59 250, the other two
players have an incentive to secede from the grand
coalition and form coalition (23).

Cooperative Game Theory
The core of a game usually consists of an infinity of imputations. For many classes of games, the
individual and collective rationality conditions conflict, and the core is empty. If, for all i and for
all S ⊆ T ⊆ N , v(S ∪ i) − v(S) ≤ v(T ∪ i) − v(T ),
the game is convex, and a core always exists. For
such games, there is a ‘snowballing’ effect in the
sense that the benefits of cooperation get larger and
larger as more players enter a coalition. In laboratory situations, subjects consistently negotiated
payoffs outside the core in specifically designed
experimental games. This led researchers to propose alternative definitions of ‘acceptable’ payoffs:
the bargaining set [1], the kernel [6], and the nucleolus [23].
Definition The value of a game is a single imputation that satisfies a set of rational axioms. It
is proposed as the ‘optimal’ allocation. The best
known such allocation is the Shapley value [24], the
only imputation that satisfies the following set of
three axioms:
Axiom 1 (Symmetry) For all permutations  of
players such that v[(S)] = v(S) for all S, απ(i) =
αi . A symmetric problem has a symmetric solution. If there are two players that cannot be distinguished by the characteristic function, they should be
awarded the same amount. This axiom is also called
anonymity: it implies that the selected payoff only
depends on the characteristic function, and not on
the numbering of players.
Axiom 2 (Dummy Players) If, for player i, v(S) =
v(S/i) + v(i) for each coalition including i, then
αi = v(i). A dummy player does not contribute any
scale economy to any coalition. The worth of any
coalition only increases by v(i) when he joins. Such
a worthless player cannot claim to receive any share
of the benefits of cooperation.
Axiom 3 (Additivity) Let  = (N, v) and  (N, v )
be two games, α(v) and α(v ) their respective payoffs. Then α(v + v ) = α(v) + α(v ) for all players.
Payoffs resulting from two distinct games should
be added. This axiom is considered the weakest
among the three, as it rules out any interaction
between games.
Shapley has shown that one and only one imputation satisfies the three axioms.

αi =

3

1 
(s − 1)!(n − s)![v(S) − v(S\i)]
n! S
i = 1, . . . , n.

(4)

It can be interpreted as the expectation of the admission value v(S) − v(S\i) when all n! orders of formation of coalition N are equiprobable. In the case
of a two-person game, the Shapley value provides the
same monetary increase to each player, as illustrated
in Figure 1: the Shapley value lies in the middle of
the segment of Pareto optimal line v(12) limited by
the two individual rationality conditions. The Shapley value does not necessarily belong to the core of
the game.
Example 1 The calculation of the Shapley value
in the ASTIN money game proceeds as follows.
Assume the ASTIN treasurer decides to initiate the
coalition formation process. Playing alone, he would
make v(1) = 46 125. If he then contacts player 2,
coalition (12) will make v(12) = 69 187.5. Assume
player 1 agrees to award player 2 the entire benefits
of cooperation: player 2 receives his entire admission value v(12) − v(1) = 23 062.5. Player 3 finally
joins (12), and increases the total gain to 90 000. If,
again, he is allowed to keep his full admission value
v(123) − v(12) = 20 812.5, the payoff
[46 125;

23 062.5;

20 812.5]

results. This allocation of course depends on the order
of formation of the grand coalition (123). If player 1
joins first, then player 3, then player 2, the following
payoff obtains
[46 125;

36 187.5;

7687.5]

The four other player permutations [(213), (231),
(312), (321)] lead to the respective payoffs
[51 750;
[59 250;
[48 500;
[59 250;

17 437.5;
17 437.5;
36 187.5;
25 875;

20 812.5]
13 312.5]
5812.5]
5812.5]

The average of these six payoffs,
[51 750;

25 875;

12 375]

is the Shapley value of the game. It is the expected
admission value, when all six-player permutations
are given the same probability. The Shapley value
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a2
a1 = v (1)
Individual rationality
for player 1

a1 + a2 = v (12)
Pareto-optimal line

Shapley value

Disagreement
point

a2 = v (2)
Individual rationality
for player 2

a1

Figure 1

Two-person game with transferable utility

awards an interest rate of 11.5% to players 1 and 2,
and 16.5% to player 3, who takes a great advantage
from the fact that he is essential to reach the threemillion mark; his admission value is very high when
he comes in last.
Example 2 In a weighted majority game, the admission value of a player is either 1 or 0: the Shapley
value is the probability that a player clinches victory for a motion, when all player permutations are
given the same probability. In the UN Security Council game, the value of a nonpermanent country is
the probability that it enters ninth in any coalition
that already includes the five permanent members and
three rotating members. It is
5 4 3 2 1 9 871
= 0.1865%. (5)
αi = C83
15 14 13 12 11 10 9 8 7
By symmetry, the value of each permanent member
is 19.62%: permanent nations are 100 times more

powerful that nonpermanent members, due to their
veto right.

Two-person Bargaining Games
Definition A two-person bargaining game (or twoperson game without transferable utilities) can be
defined by a couple (M,d), where d = (d1 , d2 ) is
the disagreement point (for instance, initial utilities,
when payoffs are evaluated by utility functions.) M,
the game space, is a convex compact set in the
two-dimensional space of the players’ payoffs. M
represents all the payoffs that can be achieved.
In a bargaining game, players negotiate over a
commodity, such as utility or variance reduction,
that cannot be freely transferred between players:
a unit decrease of the utility of player 1 does not
result in a unit increase of the utility of player 2.
As a result, the set of Pareto optimal payoffs does
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Two-person bargaining game: example 3

not form a straight line as in the two-person game
with transferable utilities but rather a concave curve
(Figure 2). The two individual rationality conditions
limit M to the set of points p = (p1 , p2 ) such that
p1 ≥ d1 and p2 ≥ d2 .
Example 3 (Risk exchange between two insurers)
Insurer C1 owns a portfolio of risks with an expected
aggregate loss of 5 and a variance of 4. Insurer C2 ’s
portfolio has a mean of 10 and a variance of 8. Both
insurers negotiate over the parameters of a quotashare risk exchange treaty. Denoting by x1 and x2

the claim amounts before the risk exchange, and by
y1 and y2 the claim amounts after the exchange, the
treaty is
y1 = (1 − α)x1 + βx2 + K

(6)

y2 = αx1 + (1 − β)x2 − K

(7)

where 0 ≤ α, β ≤ 1 and K is a fixed monetary
compensation. If K = 5α − 10β, E(y1 ) = E(x1 ) =
5 and E(y2 ) = E(x2 ) = 10, the exchange does not
modify expected claims. Assume both companies
agree to evaluate risk by the variance of retained
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claims. If the portfolios consist of independent risks,
Var(y1 ) = 4(1 − α)2 + 8β 2
and

Var(y2 ) = 4α 2 + 8(1 − β)2 .

(8)

If, for instance, the companies select α = 0.2 and
β = 0.3 (point 1 in Figure 2, which graphs the variance reductions of both insurers), Var(y1 ) = 3.28 <
4 = Var(x1 ) and Var(y2 ) = 4.08 < 8 = Var(x2 ); it is
possible to improve the situation of both participants.
How can optimal values of α and β be selected?
It can be shown that the set of all Pareto optimal
treaties for Example 3 consists of all risk exchanges
such that α + β = 1. All points ‘south-west’ of the
Pareto optimal curve v(12) can be achieved with a
combination of α and β, but points such that α + β  =
1 are dominated. Points ‘north-east’ of v(12) cannot
be attained.
Definition The value of a bargaining game is a
unique payoff satisfying a set of rational axioms. It
is a rule that associates to each bargaining game a
payoff in M. The first value for bargaining games
was developed by Nash [20], as the only point (the
Nash value) in M that satisfies four axioms.
Axiom 1 (Independence of Linear Transformations) The value is not affected by positive linear
transformations performed on the players’ utilities.
Since utility functions are only defined up to a linear
transformation, it is only natural to request the same
property from values.
Axiom 2 (Symmetry) A symmetric game has a
symmetric value. Two players with the same utility
function and the same initial utility should receive
the same payoff if the game space is symmetric.
Axiom 3 (Pareto optimality) The value should be
on the Pareto optimal curve.
Axiom 4 (Independence of Irrelevant Alternatives) The value does not change if any point other
that the disagreement point and the value itself is
removed from the game space. This axiom formalizes
the negotiation procedure. It requires that the value,
which by axiom 3 has to be on the Pareto optimal
curve, depends on the shape of this curve only in its
neighborhood, and not on distant points. The axiom
models a bargaining procedure that proceeds by narrowing down the set of acceptable points; at the end

of the negotiation, the value only competes with close
points, and not with proposals already eliminated during earlier phases of the discussion.
Nash [20] demonstrated that one and only one
payoff satisfies the four axioms. It is the point p =
(p1 , p2 ) that maximizes the product of the two players’ utility gains: p ≥ d and (p1 − d1 )(p2 − d2 ) ≥
(q1 − d1 )(q2 − d2 ) for all q  = p in M.
Example 3 The insurers’ variance reductions
are p1 = 4 − 4(1 − α)2 − 8β 2 and p2 = 8 − 4α 2 −
8(1 − β)2 . Maximizing the product p1 p2 under
the constraint α + β = 1 leads to the Nash value:
α = 0.613; β = 0.387; p1 = 2.203; p2 = 3.491
represented in Figure 2.
Kalai & Smorodinsky [10] presented another
value. They showed that the Nash value does not
satisfy a monotonicity condition.
Axiom 5 (Monotonicity) Let b(M) = (b1 , b2 ) be the
ideal point formed by the maximum possible payoffs:
bi = max{pi /(p1 , p2 ) ∈ M} i = 1, 2. If (M, d) and
(M , d ) are two games such that M contains M
and b(M) = b(M ), then the value of game (M, d)
should be at least equal to the value of game (M , d ).
Improving the payoff opportunities for one or both
players should only improve the final payoff.
The Kalai–Smorodinsky value is the one and only
point that satisfies axioms 1, 2, 3, and 5. It lies at
the intersection of the Pareto optimal curve and the
straight line joining the disagreement point d and the
ideal point b.
Example√3 The equation
of √
the Pareto optimal
√
curve is 4 − p1 + 8 − p2 = 12. The line joining d and b is p2 = 2p1 . The value, at the intersection, is α = 0.586; β = 0.414; p1 = 1.941; p2 =
3.882. As shown in Figure 2, it is slightly more favorable to insurer 2 than the Nash value.
Other value concepts for two-person bargaining
games can be found in [22].
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Coverage
An insurance policy (see Policy) indemnifies the
insured against loss arising from certain perils. The
terms and conditions of the policy will define
•
•

the precise circumstances in which the insurer
will pay a claim under the policy, and
the amount payable in respect of that claim.

This combination of definitions, together with a
listing of the perils covered, is referred to generically
as the coverage provided by the policy.
A peril is a single specific risk that is potentially
the cause of loss to the insured. Examples in Property
insurance (see Property Insurance – Personal) are
fire, windstorm, flood, theft, and so on.
The coverage will need to make a precise identification of the entity in respect of which insurance is
provided. For example,
•

•

A Property insurance will need to identify precisely the property at risk. Under a homeowners’
insurance, this might be a designated residential property.
A Liability insurance will need to stipulate
the person or organization generating the risk
insured. Under an employer’s liability insurance, this would usually be an identification of
the employer, and possibly particular locations at
which that employer operates work sites.

Coverage may be restricted by the exclusion of
certain defined events. Policy conditions that do so
are called exclusions. For example, a homeowners’
insurance might exclude cash and/or jewelery from
the items insured against the peril of theft.
The claim amount payable by the insurer in respect
of a loss suffered by the insured would normally be

related to the financial measure of that loss. Because
of the moral hazard involved, the claim amount
would rarely exceed the quantum of the insured’s
loss, but might often be less than this. An insurance
that pays the full amount of a loss is referred to as
full-value insurance.
An insurance might be subject to an agreed fixed
amount maximum, or otherwise limited. This is usually called the sum insured in the case of property
insurance, and policy limit, or maximum limit, in the
case of liability insurance. For example, a workers’
compensation insurance might provide an income
replacement benefit equal to x% (x ≤ 100) of the
worker’s pre-injury income, precisely defined, and
might be subject to an overriding maximum of two
times average weekly earnings in the relevant jurisdiction.
Some risks can involve very large amounts at risk
in the event of total loss, but very low probabilities of
total loss. An example would be a large city building,
insured for its estimated replacement value of $200
million. The likelihood of total loss is very low, and
the insurer may regard $200 million as an unrealistic
and unhelpful way of quantifying its exposure under
this contract.
In these circumstances, the exposure may be quantified by means of the Probable Maximum Loss, or
PML. This is the amount that the insurer regards as
‘unlikely to be exceeded’ by a loss under the contract. This definition is inherently vague, but widely
used nonetheless.
Sometimes attempts are made to define PML more
precisely by defining it as the amount that will be
exceeded by a loss under the contract with a probability of only p% (e.g. p = 2).
(See also Non-life Insurance)
GREG TAYLOR

Crop Insurance
Crop Insurance describes a class of products that
provide insurance cover for agricultural crops in an
agreed region and for an agreed duration (crop year)
against failure or diminution of yield or revenue due
to specified perils.

Users
The main purchasers of these products are farmers
seeking to reduce the volatility of their potential
income stream.
Crop insurance is one of a suite of risk management tools they may use. Competing risk management tools include crop (financial) futures, which fix
a forward rate of sales for their crops and weather
derivatives to protect against adverse weather conditions in their locality. Farmers also often rely on
government financial support in times of severe hardship, for example, during drought.

History
Crop insurance was offered by private insurers on
a limited basis in the United States starting in the
1920s. The insurers in those early periods wrote
very small amounts of premium and faced substantial
profitability and solvency problems. These problems
resulted from a lack of actuarial data, acceptance of
poor risks, inadequate diversification, and low capital levels. Crop insurance started on a larger scale in
the United States with the introduction of the Crop
Insurance Act in 1938. Government involvement and
assistance was provided under the Act, and the range
of crops that were covered increased substantially.
Farmers, who realized the usefulness of the product in smoothing their volatile income flows, greatly
increased their use of the product and demanded that
new crops be covered. Outside of the United States,
crop insurance has been widely used since World War
II in some countries in Europe, such as Switzerland
and the former Soviet Union, in large amounts in
Australia, and in small amounts in developing countries in Asia and Africa. In the United States and
other countries, crop insurance products have been
receiving government subsidies to make the products
more affordable for farmers.

Coverage
A wide range of agricultural crops may be covered.
Examples include wheat, cotton, apples, barley, and
timber. The range of crops covered by insurers is
usually limited to those for which reasonable loss
history exists against different perils (see Coverage).
Crop insurance products typically provide coverage against natural causes that affect crop yields.
These causes can include coverage against loss of
yield due to excessive moisture, drought, snow, frost,
flood, hail, wind, wildlife, insect infestation, disease,
and excessive heat. Policies are sold as either singleperil policies (providing coverage against a single or
very limited number of perils) or multi-peril policies
(providing coverage against a very large number of
perils).

Hazards for Insurers
Moral hazard is an important issue in crop insurance. Certain perils such as insect infestation and disease can be influenced by the actions of the insured.
If such diseases are covered, farmers that adequately
manage these problems well may be overcharged for
premiums. This moral hazard can lead to a selection
bias of poor risk farmers. Indemnity levels that are too
high can lead to a loss of incentive for the insured to
make every effort to limit the size of the loss. Insurers
must also beware of the possibility of underinsurance
by farmers, which would result in greater indemnity
provided for only partial payment for the risk.
Some perils such as drought also cause the problem of an accumulation of risk for the insurer. Usually, drought conditions affect a substantial percentage of the policies of an insurer, resulting in large
losses for its portfolio. Private insurers therefore often
do not cover perils such as drought.

Terms
The terms of a crop insurance policy will usually
specify the acreage of the land, the planted percentage, the crop insured, the peril, and so on. Before
commencement of the policy, the insured is required
to register with the insurer details of the risk, including details of the farm covered.
The farmer is usually required to insure 100% of
the value of a crop to avoid the moral hazard of
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protecting the entire crop against a small drop in yield
whilst only insuring part of it. Also, there are usually
stipulations in contract terms that acceptable farming
methods must be employed, according to some agreed
standard. This provision avoids the problem of poor
farming techniques being a cause of an insured loss
of yield.
Premiums are sometimes collected in two instalments to limit the cash-flow strain on the insured. A
deposit premium is usually collected upfront, with a
follow-up premium payable when the proceeds from
the crop sales have been realized.

2. crop hail insurance, which covers the accumulation of damage to crops from hail, fire and other
incidental exposures; and
3. named peril crop insurance, which provides coverage for specific perils to specified crops.
MPCI and crop hail products provide coverage
only for the loss of crops due to damage. There is
generally no coverage under these policies for poor
farming practices or for damage to the plants or trees
on which the crop grows or to any structures or
equipment used in producing the crop.

Multi-peril Crop Insurance

Rating Factors
Typical rating factors include
•
•
•
•
•
•
•
•

acreage,
planted percentage,
the crop insured,
the perils covered,
the expected yield,
prior yield in area,
region,
prior losses.

Claims Payment and Management
Indemnity is provided by an insurer on the occurrence
of a loss as a result of an insured peril. The amount
of restitution is dependent on the policy terms and
the extent of loss suffered by the insured.

Distribution
Crop insurance policies sold by private insurers are
often sold through brokers. Banks may require it to
be taken out when offering loans.

Crop Insurance in North America
There are three major types of crop insurance products in North America:
1. multi-peril crop insurance (MPCI), which covers
yield or revenue losses from all perils except
those covered under crop hail insurance on a
specified list of crops;

There are two types of coverage that a farmer can
purchase under an MPCI policy.
1. Some policies (known as Buy-up policies and Cat
policies) provide protection against only reductions in yield. The recovery from the policy in the
event of a loss is calculated as a predetermined
unit price times the difference between a selected
percentage of the historical average yield for that
farmer for that crop and the actual yield. If there
have been both MPCI and hail losses, the claim
adjuster determines the extent to which each policy provides coverage.
2. Other policies (known as Revenue policies) provide protection against reductions in total revenue. The policy contains a crop commodity
price which is multiplied by the farmer’s historical average yield for that crop to form a
‘minimum guarantee.’ The recovery from the
policy is calculated as the minimum guarantee
times a selected percentage minus the revenue
the farmer would have received for selling the
actual yield at the higher of the spring and fall
commodity prices.
Both types of coverage generally do not provide
protection against relatively small losses. Coverage is
generally purchased in excess of deductibles of 15,
25, 35, or 50% (i.e., stated percentages of 85, 75, 65
or 50%).
In both the United States and Canada, the government is heavily involved in MPCI. In the United
States, companies that want to write MPCI must
be registered with the Risk Management Agency
(RMA), a department of the Federal Crop Insurance Corporation (FCIC). Farmers pay a premium

Crop Insurance
to the insurer to cover expected losses. In addition,
RMA pays the insurer an expense reimbursement that
is intended to cover the insurer’s expenses to service and produce the business. Thus, the expenses
related to providing MPCI are funded by the United
States government. All rates, underwriting guidelines,
policy forms, and loss-adjusting procedures are mandated by the government.
In addition, registered companies are required to
purchase reinsurance protection from RMA under a
Standard Reinsurance Agreement (SRA). The SRA
caps both the crop insurer’s profit and loss from the
MPCI policies it writes. Each policy is allocated to
a fund based on the type of coverage (Buy-up, Cat
or Revenue) and the level of protection the insurer
wants from the government. For each fund, the SRA
specifies the portion of the gain or loss in which the
SRA will participate. Crop insurers have the greatest
profit potential as well as the greatest risk on policies
placed in one of the Commercial Funds and the least
profit potential and least risk on policies placed in the
Assigned Risk Fund.

Crop Hail Insurance
Rates for crop hail insurance are generally established
on the basis of historical variations in crop yields in
defined, small geographic areas, such as a township.
In the United States, National Crop Insurance Services (NCIS) is a rating bureau that calculates loss
costs for each township and crop. These loss costs
reflect long-term average crop losses covered under
a crop hail policy. In determining the published loss
costs, NCIS takes a weighted average of the loss cost
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for each crop for (a) the township itself, (b) the average for the 8 immediately surrounding townships and
(c) the average for the 16 townships in the next ring.
Insurance companies deviate from these loss costs
and apply loss cost multipliers to include provisions
for expenses and profit.

Named Peril Products
Named peril products generally either provide higher
coverage levels than MPCI, cover crops excluded
from the MPCI program or provide coverage after the
crop has been harvested but before it has been sold.
Examples of the last of these named peril coverages
include the cost of reconditioning raisins that get
wet while drying in the sun and the loss of income
from tobacco when the barn in which it is drying
burns down. Named peril products are often priced
using historical information about weather patterns,
the impact of specified weather conditions on crops
and the amount of indemnification in the event of
a loss.
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Deductible
A deductible is an amount that a loss must exceed
before an insurance claim is payable. The primary
purpose of deductibles is to reduce the number
of small claims, with a secondary purpose of reducing the total claims cost. There are five types of
deductibles:
1. Fixed amount deductible: When a fixed deductible is applied, a fixed amount is subtracted
from every loss, with a minimum value of zero.
For example, if the fixed deductible was $1000
and the loss was $3500, then the claim amount is
$3500 less $1000, equaling $2500. However, if
the loss was $750, then no claim payment would
be made, as the fixed amount deductible exceeds
the loss.
2. Franchise: When a franchise is applied, the
loss must exceed an agreed severity before any
claim payment is made. For example, if the
franchise was for $1000 and the loss was $3500,
then the claim amount is the full $3500 because
the loss exceeds the franchise amount. However,
if the loss was $750, then no claim would be paid
because the loss does not exceed the franchise.
3. Proportional deductible (also referred to as
a coinsurance clause): When a proportional
deductible is applied, a fixed percentage is subtracted from every loss. For example, if the proportional deductible was 10% and the loss was
$3500, then the claim amount is $3500 less $350,
equaling $3150.
4. Sliding-scale deductible: When sliding-scale
deductibles are applied, the effect is like a franchise. If the claim severity is less than the
deductible, then no payment is made. If the claim
severity is greater than the sliding scale, then the
full amount is payable. For amounts in between,
an increasing proportion of the claim is payable.
5. Aggregate deductible:
When an aggregate
deductible is applied, the deductible is subtracted
from the total losses from a number of events.
An aggregate deductible can take any of the
above forms. Aggregate deductibles are usually
a feature of reinsurance contracts rather than
direct insurances. For example, if the aggregate
deductible on a reinsurance was $10 000 and an
insurer had 4 claims of $3000 each, then the

reinsurance recovery would equal $2000, which
is 4 times $3000 less $10 000.
For a policy with deductible (type yet to be
specified) k, the compensation from the insurance
company for a loss x of the policyholder will be
g(x, k), where the function g depends on the form
of the deductible.
The existence of a deductible will often change the
behavior of the claimant (see Moral Hazard), changing the loss distribution, especially around the point
at which the deductible applies. The loss amount
distribution is affected differently by different forms
of deductible. If a loss is only slightly above a fixed
amount deductible, then sometimes the claimant will
choose not to make a claim. However, if the loss is
just below a franchise deductible, then there is greater
motivation for the claimant to overstate the loss.
Similar behavioral changes are also seen as a result
of a variety of other arrangements, which have the
effect of reducing the net amount that the insured
retains, following a claim, such as experiencerating and reinstatement premiums (see Excess-ofloss Reinsurance).
Although it has the same effect of reducing the
net amount payable to the insured in the event of
a loss, any excess over the policy sum insured (see
Coverage) is not referred to as a deductible.

Fixed Amount Deductible
A fixed deductible forms part of an insurance policy’s
terms and conditions, as set out in the insurance
contract, and impacts the amount that can be claimed
under an insurance policy. When a fixed deductible is
applied, a fixed amount is subtracted from every loss,
subject to the net claim amount having a minimum
value of zero as shown in Table 1.
For example, if the fixed deductible is $1000 and
the loss is $3500, then the claim amount is $3500
less $1000, equaling $2500. However, if the loss is
$750, then no claim payment will be made, as the
fixed amount deductible exceeds the loss.
Table 1

Sample fixed amount deductible calculation

Gross loss
amount
($)

Fixed
deductible
($)

Net loss
amount
($)

Claim
payment
($)

3500
750

1000
1000

2500
−250

2500
0
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With fixed amount deductible k, we have
g(x, k) = max(0, x − k).
The main purpose of fixed amount deductibles
is to prevent the insured from claiming for small
amounts. Handling costs of claims can exceed the
claim payments for small claim sizes, and therefore
the imposition of a fixed amount deductible is often
used to make the pr emium more affordable and for
the insurance process to be more efficient.
A secondary purpose of fixed amount deductibles
is to restrict coverage to very severe events only. In
such cases, the deductible is set to an amount that
results in very few claims.

Franchise Deductible
A franchise deductible (also referred to simply as a
franchise) provides that no amount is payable under
the policy if the amount of the loss is less than or
equal to the deductible, but that the full amount of
the loss is paid if this is greater than the deductible
as shown in Table 2.
Thus, if the franchise is $1000 and the loss amount
is $999, then nothing is payable, but if the loss is
$1001, the full amount is payable. This creates an
obvious incentive for the insured to overstate losses
that are close below the deductible. As a result, the
loss-size distribution is likely to be distorted in the
region around the deductible. The usual reason for
a franchise deductible is to eliminate small claims,
which would involve disproportionately high claim
management expenses.
With a franchise deductible k, we have

x − k (x > x)
g(x, k) =
0
(x ≤ k).

Proportional Deductible
A proportional deductible (also referred to as a
coinsurance clause) provides that the amount payable
Table 2

Sample franchise deductible calculation

under the policy is reduced by a fixed proportion of
the amount of the insured loss. The usual reason for a
proportional deductible is to give the insured a direct
financial incentive to minimize the amount of losses
(see Table 3).
A proportional deductible is mathematically equivalent to a quota share reinsurance, although the
term deductible is usually reserved for cases in which
only a small part of the risk is retained by the insured.
The risk premium required is given by deducting the
appropriate percentage from the risk premium for the
whole risk.
Proportional deductibles are usually only applied
to commercial risks and, there, only to risks where
the insured is considered able to bear the deductible
proportion, in the event of a total loss. Where this
is not the case, a variant, a capped proportional
deductible may be considered. As the name suggests,
the deductible is proportional for losses up to the cap
and fixed for larger losses.
With a proportional deductible capped at kC, we
have g(x, k) = x − k min(x, C).

Sliding-scale Deductible
A sliding-scale deductible is intermediate between a
fixed deductible and a franchise deductible. If the loss
amount is less than the deductible, then the deductible
is equal to the loss. If it is above the top of the
sliding scale, the full amount of the loss is payable.
In between, the deductible scales down as the loss
amount increases. For example, the deductible might
Table 3

Sample proportional deductible calculation

Gross loss
amount
($)

Proportional
deductible
(%)

Amount of
deductible
($)

Claim
payment
($)

3500
750

10
10

350
75

3150
675

Table 4

Sample sliding-scale deductible calculation

Gross loss
amount
($)

Franchise
deductible
($)

Franchise
less than
loss

Claim
payment
($)

Gross loss
amount
($)

Sliding-scale
deductible
($)

Net loss
amount
($)

Claim
payment
($)

3500
1001
999
750

1000
1000
1000
1000

Yes
Yes
No
No

3500
1001
0
0

7000
3500
1500
750

0
300
900
1000

7000
3200
600
−250

7000
3200
600
0

Deductible
be $1000 for losses up to that figure, reducing by
20% of the excess over $1000, to nil for losses greater
than $6000 (see Table 4).
This reduces, but does not eliminate, the incentive
for the insured to overstate the loss amount. If, as
is the case with some components of common-law
damages, the amount of the loss is assessed on an
essentially subjective basis by a third party, that third
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party is in a position to largely negate the effect of
the deductible by changing the subjective assessment.
With a sliding-scale deductible k(x), we have
g(x, k) = x − k(x). Typically, k(x) would be equal
to x up to a certain amount and would then be a
decreasing function of x for larger values of x.
ROBERT BUCHANAN & COLIN PRIEST

Demutualization
The main forms of ownership structure in insurance
markets are stock and mutual; demutualization is the
process by which a mutual company converts to stock
form. A mutual insurer is collectively owned by its
policyholders; these ownership rights are accorded
upon policy purchase and end with policy termination. In a stock insurer, the customer function and
the ownership function are performed by two distinct
groups. As indicated by the firms that convert to stock
charter, the predominant motivation for demutualization is access to capital. Regulation permits mutual
insurers to increase their capital base only through
either retained earnings or the issuance of subordinated debt, while stock firms can raise funds through
a variety of stock and debt offerings. Tradable shares
facilitate participation in mergers and acquisitions;
in addition, these may enhance the effectiveness of
incentive compensation plans for management. In the
1990s, there was heavy demutualization activity in
the United States, Australia, Canada, Japan, South
Africa, and the United Kingdom. Conversions have
occurred in both the property-liability and life-health
insurance industries.
Within insurance companies, a major conflict
arises between owners who wish to maximize the
market value of the firm’s equity and policyholders who wish to minimize premiums and the risk
of unpaid claims. In the mutual ownership form, the
same group performs both functions, thus easing such
friction. Another major conflict exists between owners and managers; managers wish to maximize the
utility they receive from compensation and perquisite
consumption to the possible detriment of owners.
Owners in a stock firm can control managerial behavior more effectively through a number of marketbased mechanisms that are not available in the mutual
ownership form, including executive stock options,
proxy fights, and the takeover market. Thus, the
type of organizational structure that a firm adopts is
likely to depend on whether the owner-policyholder
or owner-manager conflict is more important. The
lines of business that firms either currently engage in
or aim to enter could also influence their ownership
structure choice.
A mutual insurer may convert to stock form
either through a full demutualization or a mutual
holding company (MHC) conversion; regulation in

an insurer’s jurisdiction of domicile would dictate
which methods are allowed. The mutual firm’s board
of directors and management would choose which
method to convert under. The major tasks facing
a converting insurer are valuation, stock offerings,
and regulatory and policyholder approval; depending on the method of conversion, surplus allocation
may also have to be performed. Given the actuarial,
accounting, and regulatory considerations involved,
conversion is a significant endeavor and may take up
to two years to complete.
In a full demutualization, a mutual insurer converts
to a stock insurer and the policyholders relinquish
their collective ownership of the firm. Shares in the
newly formed stock insurer can be sold through a
public offering. Depending on the jurisdiction and
its demutualization statute, policyholders may receive
compensation for this conversion; the insurer’s aggregate surplus, which represents their equity in the
firm, would be divided among eligible policyholders.
This compensation could be distributed in the form
of shares in the newly created stock holding company, cash, or policy credits. In some jurisdictions,
demutualizing firms may only be required to offer
nontransferable subscription rights, whereby policyholders are granted the right to purchase shares in the
newly formed stock insurer at the offering price.
In a mutual holding company conversion, an MHC
and a subsidiary stock insurer are created. All of
the policyholders’ ownership interests transfer to the
MHC and their insurance contracts are assigned to
the stock insurer. To raise capital, the MHC may sell
shares in the stock firm, but does retain a majority
of the voting rights, which would protect the insurer
from potential takeover. Since the mutual insurer has
not extinguished the membership rights of its policyholders, there is no compensation given to them.
Since surplus allocation, which represents the lengthiest task in a full demutualization, is not performed,
MHC conversions could be completed in six months
to one year.
Actuarial input into the surplus allocation procedure is essential. The US insurance industry is
regulated at the state level; the vast majority of
demutualization statutes in the United States, rather
than mandate particular formulas on how the surplus should be divided, only stipulate that individual
allocations be ‘fair and equitable’. Specific formulas,
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though, have been developed; evidenced by completed demutualizations, these are considered acceptable to regulators. The allocation formulas typically
used differ for property-liability insurers and lifehealth demutualizations. For property-liability conversions, an accepted and commonly used formula
assigns surplus in proportion to the eligible policyholder’s credited premiums over the three years prior
to conversion. The surplus allocation procedure typically used in life-health insurer demutualizations is
much more complex. Each eligible policyholder’s
distribution consists of a fixed component and a
variable component. Under the fixed component, all
eligible policyholders receive the same amount of
compensation to give up their voting rights. The
amount for the variable component proxies a policyholder’s contributions to surplus. In determining
the variable component, eligible participating policyholders are divided into classes on the basis of
the line of business, various rating characteristics,
and contract duration; each large group policyholder
would be its own class. Then, for a particular class,
cash flows since contract onset are tracked. Premiums
and investment income are summed, reduced by the
class’ corresponding claims and expenses; the accumulated value constitutes the class’ past contribution
to surplus. To determine the class’ future contribution
to surplus, expectations of future premium activity,
lapse rates, claims, and expenses are estimated. The
past and future contributions to surplus are then added
together; the ratio of this sum to the aggregate sum of
all classes’ contributions represents this class’ actuarial equity share of the total surplus distribution. Each
policyholder in a particular class shares in this allotment equally.
Only in the past decade have converting insurers systematically executed an initial public offering
(IPO) of stock. In its certificate of incorporation,
a converting mutual declares the total number of
shares of common stock and preferred stock that it is
authorized to issue. The stock consideration that policyholders receive for relinquishing their membership
rights reduces the amount available for public sale.
After the plan of reorganization receives the approval
of the insurer’s board of directors, regulators, and if
required, the policyholders, it becomes effective and
the mutual insurer converts to stock charter.
Market conditions and firm characteristics influence a firm’s decision to demutualize. Given that

not all mutual insurers choose to undergo the conversion process, the mutuals that do reorganize may
exhibit differential characteristics. Research studies
on demutualizations in the United States find that
property-liability conversion is motivated by growth
potential, capital needs, and possible management
self-interest, as discussed in [1, 4]. Evidence has been
presented in [2, 3] that life-health demutualizations
are influenced by the need for capital and the opportunity to control free cash flow. These studies examine
conversions that occurred over a span of 60-plus
years. Property-liability and life-health demutualizations during the 1980s and 1990s are examined in [5].
As compared to nonconverting firms, it is observed
in [4, 5] that demutualizing property-liability insurers have significantly lower surplus-to-assets ratios in
the years prior to conversion. Converting life-health
insurers are adequately capitalized but have relatively
lower liquidity, as reported in [5]. The capital gained
through demutualization eases these constraints. Converting life-health firms are also found in [5] to be
more active in separate accounts products, which
include variable life, variable annuities, and investment management for corporate and high net worth
individual clients. The access to capital capability that
these converted firms now possess allows them to
provide competitive services to these sophisticated
buyers. Also, as motivation, managers could receive
stock-based compensation for their efforts in these
complex activities.
Through demutualization, the financial market can
provide insurers with capital infusions to necessitate
operations and growth; stock insurers can also be
rewarded for efficient behavior.
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associated with X1 + X2 , that is,

Dependent Risks

(q)
VaRq [X1 + X2 ] = FX−1
1 +X2

Introduction and Motivation

= inf{x ∈ |FX1 +X2 (x) ≥ q}.

In risk theory, all the random variables (r.v.s,
in short) are traditionally assumed to be independent. It is clear that this assumption is made for
mathematical convenience. In some situations however, insured risks tend to act similarly. In life
insurance, policies sold to married couples involve
dependent r.v.s (namely, the spouses’ remaining lifetimes). Another example of dependent r.v.s in an
actuarial context is the correlation structure between
a loss amount and its settlement costs (the so-called
ALAE’s). Catastrophe insurance (i.e. policies covering the consequences of events like earthquakes,
hurricanes or tornados, for instance), of course, deals
with dependent risks.
But, what is the possible impact of dependence?
To provide a tentative answer to this question, we
consider an example from [16]. Consider two unit
exponential r.v.s X1 and X2 with ddf’s Pr[Xi > x] =
exp(−x), x ∈ + . The inequalities
exp(−x) ≤ Pr[X1 + X2 > x]


(x − 2 ln 2)+
≤ exp −
2

(1)

hold for all x ∈ + (those bounds are sharp; see [16]
for details). This allows us to measure the impact
of dependence on ddf’s. Figure 1(a) displays the
bounds (1), together with the values corresponding
to independence and perfect positive dependence
(i.e. X1 = X2 ). Clearly, the probability that X1 + X2
exceeds twice its mean (for instance) is significantly
affected by the correlation structure of the Xi ’s, ranging from almost zero to three times the value computed under the independence assumption. We also
observe that perfect positive dependence increases the
probability that X1 + X2 exceeds some high threshold compared to independence, but decreases the
exceedance probabilities over low thresholds (i.e. the
ddf’s cross once).
Another way to look at the impact of dependence
is to examine value-at-risks (VaR’s). VaR is an
attempt to quantify the maximal probable value of
capital that may be lost over a specified period
of time. The VaR at probability level q for X1 +
X2 , denoted as VaRq [X1 + X2 ], is the qth quantile

(2)

For unit exponential Xi ’s introduced above, the
inequalities
− ln(1 − q) ≤ VaRq [X1 + X2 ] ≤ 2{ln 2 − ln(1 − q)}
(3)
hold for all q ∈ (0, 1). Figure 1(b) displays the
bounds (3), together with the values corresponding
to independence and perfect positive dependence.
Thus, on this very simple example, we see that the
dependence structure may strongly affect the value of
exceedance probabilities or VaR’s. For related results,
see [7–9, 24].
The study of dependence has become of major
concern in actuarial research. This article aims to
provide the reader with a brief introduction to results
and concepts about various notions of dependence.
Instead of introducing the reader to abstract theory
of dependence, we have decided to present some
examples. A list of references will guide the actuarial
researcher and practitioner through numerous works
devoted to this topic.

Measuring Dependence
There are a variety of ways to measure dependence.
First and foremost is Pearson’s product moment
correlation coefficient, which captures the linear dependence between couples of r.v.s. For a random
couple (X1 , X2 ) having marginals with finite variances, Pearson’s product correlation coefficient r is
defined by
r(X1 , X2 ) = √

Cov[X1 , X2 ]
,
Var[X1 ]Var[X2 ]

(4)

where Cov[X1 , X2 ] is the covariance of X1 and X2 ,
and Var[Xi ], i = 1, 2, are the marginal variances.
Pearson’s correlation coefficient contains information on both the strength and direction of a linear
relationship between two r.v.s. If one variable is an
exact linear function of the other variable, a positive
relationship exists when the correlation coefficient
is 1 and a negative relationship exists when the
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Figure 1

(a) Impact of dependence on ddf’s and (b) VaR’s associated to the sum of two unit negative exponential r.v.s

correlation coefficient is −1. If there is no linear predictability between the two variables, the correlation
is 0.
Pearson’s correlation coefficient may be misleading. Unless the marginal distributions of two r.v.s
differ only in location and/or scale parameters, the
range of Pearson’s r is narrower than (−1, 1) and
depends on the marginal distributions of X1 and X2 .
To illustrate this phenomenon, let us consider the
following example borrowed from [25, 26]. Assume

for instance that X1 and X2 are both log-normally
distributed; specifically, ln X1 is normally distributed
with zero mean and standard deviation 1, while ln X2
is normally distributed with zero mean and standard
deviation σ . Then, it can be shown that whatever the
dependence existing between X1 and X2 , r(X1 , X2 )
lies between rmin and rmax given by
rmin (σ ) = 

exp(−σ ) − 1
(e − 1)(exp(σ 2 ) − 1)

(5)
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Bounds on Pearson’s r for Log-Normal marginals

exp(σ ) − 1
rmax (σ ) = 
.
(e − 1)(exp(σ 2 ) − 1)

(6)

Figure 2 displays these bounds as a function of σ .
Since limσ →+∞ rmin (σ ) = 0 and limσ →+∞ rmax (σ ) =
0, it is possible to have (X1 , X2 ) with almost zero correlation even though X1 and X2 are perfectly dependent (comonotonic or countermonotonic). Moreover,
given log-normal marginals, there may not exist a
bivariate distribution with the desired Pearson’s r (for
instance, if σ = 3, it is not possible to have a joint
cdf with r = 0.5). Hence, other dependency concepts
avoiding the drawbacks of Pearson’s r such as rank
correlations are also of interest.
Kendall τ is a nonparametric measure of association based on the number of concordances and discordances in paired observations. Concordance occurs
when paired observations vary together, and discordance occurs when paired observations vary differently. Specifically, Kendall’s τ for a random couple
(X1 , X2 ) of r.v.s with continuous cdf’s is defined as
τ (X1 , X2 ) = Pr[(X1 − X1 )(X2 − X2 ) > 0]
− Pr[(X1 − X1 )(X2 − X2 ) < 0]
= 2 Pr[(X1 − X1 )(X2 − X2 ) > 0] − 1,
(7)
where (X1 , X2 ) is an independent copy of (X1 , X2 ).

Contrary to Pearson’s r, Kendall’s τ is invariant
under strictly monotone transformations, that is, if φ1
and φ2 are strictly increasing (or decreasing) functions on the supports of X1 and X2 , respectively, then
τ (φ1 (X1 ), φ2 (X2 )) = τ (X1 , X2 ) provided the cdf’s of
X1 and X2 are continuous. Further, (X1 , X2 ) are perfectly dependent (comonotonic or countermonotonic)
if and only if, |τ (X1 , X2 )| = 1.
Another very useful dependence measure is
Spearman’s ρ. The idea behind this dependence
measure is very simple. Given r.v.s X1 and X2
with continuous cdf’s F1 and F2 , we first create
U1 = F1 (X1 ) and U2 = F2 (X2 ), which are uniformly
distributed over [0, 1] and then use Pearson’s r.
Spearman’s ρ is thus defined as ρ(X1 , X2 ) =
r(U1 , U2 ). Spearman’s ρ is often called the ‘grade’
correlation coefficient. Grades are the population
analogs of ranks, that is, if x1 and x2 are
observations for X1 and X2 , respectively, the grades
of x1 and x2 are given by u1 = F1 (x1 ) and u2 =
F2 (x2 ).
Once dependence measures are defined, one could
use them to compare the strength of dependence
between r.v.s. However, such comparisons rely on
a single number and can be sometimes misleading.
For this reason, some stochastic orderings have been
introduced to compare the dependence expressed by
multivariate distributions; those are called orderings of dependence.
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To end with, let us mention that the measurement
of the strength of dependence for noncontinuous r.v.s
is a difficult problem (because of the presence of ties).

Collective Risk Models
Let Yn be the value of the surplus of an insurance
company right after the occurrence of the nth claim,
and u the initial capital. Actuaries have been interested for centuries in the ruin event (i.e. the event
 that
Yn > u for some n ≥ 1). Let us write Yn = ni=1 Xi
for identically distributed (but possibly dependent)
Xi ’s, where Xi is the net profit for the insurance
company between the occurrence of claims number
i − 1 and i.
In [36], the way in which the marginal distributions of the Xi ’s and their dependence structure affect
the adjustment coefficient r is examined. The ordering of adjustment coefficients yields an asymptotic
ordering of ruin probabilities for some fixed initial capital u. Specifically, the following results come
from [36].
n in the convex order (denoted as
If Yn precedes Y
n ) for all n, that is, if Ɛf (Yn ) ≤ Ɛf (Y
n ) for
Yn cx Y
all the convex functions f for which the expectations
exist, then r ≥ 
r. Now, assume that the Xi ’s are
associated, that is
Cov[1 (X1 , . . . , Xn ), 2 (X1 , . . . , Xn )] ≥ 0

(8)

for all nondecreasing functions 1 , 2 : n → .
n where the
Then, we know from [15] that Yn cx Y
i ’s are independent. Therefore, positive dependence
X
increases Lundberg’s upper bound on the ruin probability. Those results are in accordance with [29, 30]
where the ruin problem is studied for annual gains
forming a linear time series.
In some particular models, the impact of dependence on ruin probabilities (and not only on adjustment coefficients) has been studied; see for example [11, 12, 50].

Widow’s Pensions
An example of possible dependence among insured
persons is certainly a contract issued to a married
couple. A Markovian model with forces of mortality depending on marital status can be found in [38,
49]. More precisely, assume that the husband’s force

of mortality at age x + t is µ01 (t) if he is then still
married, and µ23 (t) if he is a widower. Likewise, the
wife’s force of mortality at age y + t is µ02 (t) if she
is then still married, and µ13 (t) if she is a widow.
The future development of the marital status for a xyear-old husband (with remaining lifetime Tx ) and a
y-year-old wife (with remaining lifetime Ty ) may be
regarded as a Markov process with state space and
forces of transitions as represented in Figure 3.
In [38], it is shown that, in this model,
µ01 ≡ µ23 and µ02 ≡ µ13
⇔ Tx and Ty are independent,

(9)

while
µ01 ≤ µ23 and µ02 ≤ µ13 ⇒ Pr[Tx > s, Ty > t]
≥ Pr[Tx > s] Pr[Ty > t]∀s, t ∈ + .

(10)

When the inequality in the right-hand side of (10) is
valid Tx and Ty are said to be Positively Quadrant
Dependent (PQD, in short). The PQD condition for
Tx and Ty means that the probability that husband
and wife live longer is at least as large as it would
be were their lifetimes independent.
The widow’s pension is a reversionary annuity
with payments starting with the husband’s death
and terminating with the death of the wife. The
corresponding net single life premium for an x-yearold husband and his y-year-old wife, denoted as ax|y ,
is given by

v k Pr[Ty > k]
ax|y =
k≥1

−



v k Pr[Tx > k, Ty > k].

(11)

k≥1

Let the superscript ‘⊥’ indicate that the corresponding amount of premium is calculated under the independence hypothesis; it is thus the premium from the
tariff book. More precisely,

⊥
=
v k Pr[Ty > k]
ax|y
k≥1

−



v k Pr[Tx > k] Pr[Ty > k].

(12)

k≥1

When Tx and Ty are PQD, we get from (10) that
⊥
.
ax|y ≤ ax|y

(13)
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State 0:
Both spouses
alive

State 1:

State 2:

Husband dead

Wife dead

State 3:
Both spouses
dead

Figure 3

Norberg–Wolthuis 4-state Markovian model

The independence assumption appears therefore as
conservative as soon as PQD remaining lifetimes
are involved. In other words, the premium in the
insurer’s price list contains an implicit safety loading
in such cases. More details can be found in [6, 13,
14, 23, 27].

Pr[NT +1 > k1 |N• = k2 ] ≤ Pr[NT +1 > k1 |N• = k2 ]
for any integer k1 .

Credibility
In non-life insurance, actuaries usually resort to
random effects to take unexplained heterogeneity
into account (in the spirit of the Bühlmann–Straub
model). Annual claim characteristics then share the
same random effects and this induces serial dependence. Assume that given  = θ, the annual claim
numbers Nt , t = 1, 2, . . . , are independent and conform to the Poisson distribution with mean λt θ, that
is,
Pr[Nt = k| = θ] = exp(−λt θ)
k ∈ ,

Then, NT +1 is strongly correlated to N• , which legitimates experience-rating (i.e. the use of N• to reevaluate the premium for year T + 1). Formally, given
any k2 ≤ k2 , we have that

t = 1, 2, . . . .

This provides a host of useful inequalities. In particular, whatever the distribution of , Ɛ[NT +1 |N• = n]
is increasing in n.
As in [41], let πcred be the Bühlmann linear credibility premium. For p ≤ p  ,
Pr[NT +1 > k|πcred = p] ≤ Pr[NT +1 > k|πcred = p  ]
for any integer k,

(λt θ)k
,
k!
(14)

The dependence structure arising
 in this model has
been studied in [40]. Let N• = Tt=1 Nt be the total
number of claims reported in the past T periods.

(15)

(16)

so that πcred is indeed a good predictor of future claim
experience.
Let us mention that an extension of these results to
the case of time-dependent random effects has been
studied in [42].
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can have, for instance, disastrous effects on stop-loss
premiums. Convex bounds for sums of dependent
random variables are considered in the two overview
papers [20, 21]; see also the references contained in
these papers.
Several authors proposed methods to introduce
dependence in actuarial models. Let us mention [2,
3, 39, 48]. Other papers have been devoted to
individual risk models incorporating dependence;
see for example, [1, 4, 10, 22]. Appropriate
compound Poisson approximations for such models
have been discussed in [17, 28, 31].
Analysis of the aggregate claims of an insurance
portfolio during successive periods have been carried
out in [18, 32]. Recursions for multivariate distributions modeling aggregate claims from dependent risks
or portfolios can be found in [43, 46, 47]; see also
the recent review [44].
As quoted in [19], negative dependence notions
also deserve interest in actuarial problems. Negative
dependence naturally arises in life insurance, for
instance.
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Deregulation of
Commercial Insurance
Context and Meaning
The ‘deregulation’ of commercial insurance lines has
received considerable attention in the United States,
since the mid-1990s. Some other countries have also
eased regulatory restrictions on property–casualty
insurance markets. In the United States, the primary
development has been the easing or elimination of
rate and form regulation for property–liability insurance purchased by larger, more sophisticated commercial buyers, sometimes coupled with less restrictive rate regulation for commercial insurance purchased by small firms. Insurers have argued for reducing regulatory restrictions on other aspects of commercial insurance transactions with less success. In
other countries, the meaning of deregulation varies –
ranging from abandoning government-mandated uniform rates to the elimination of any regulatory
approval requirements for rates or policy forms. Significantly, the notion of ‘deregulation’ has generally
been limited to active government approval of various aspects of insurance transactions and not to the
solvency standards that insurers are required to meet
and the enforcement of these standards. The inherent
competitive structure of commercial insurance markets and the interstate and international operations of
many commercial insurers and insureds are the principal motivators behind the deregulation movement.
This article utilizes the US experience as a primary
point of reference with some discussion of insurance deregulation in other countries. The concept of
insurance deregulation contemplates a shifting of regulatory emphasis from prior approval of commercial
lines rates and forms to a more competitive regulatory system coupled with more intensive regulatory
monitoring of market competition and strategic intervention when required. (The term competitive has a
specific meaning in the United States, when applied
to rate and form regulation. Systems that require the
prior approval of rates and/or forms before they can
be implemented are considered to be ‘noncompetitive’ systems. In ‘competitive’ systems, insurers may
be required to file rates and/or forms with regulators,
but they are not subject to preapproval and regulators
typically do not seek to countermand market forces in
the determination of the prices that are charged and

the products that are offered.) It is important to stress
that this does not involve an abrogation of regulatory oversight, but rather a restructuring of regulatory
functions to facilitate more efficient and competitive markets combined with an array of regulatory
activities, tools, and authorities to support strategic,
proactive regulatory intervention if problems develop.
The details of this revamped regulatory framework vary somewhat among the states in the United
States, but the basic elements entail some form of
competitive rates and forms regulation for all commercial lines, with additional regulatory exemptions
for transactions negotiated by large commercial insurance buyers in the admitted market. The intended
objective is to allow market forces to operate more
freely in responding to the insurance needs of commercial risks and lower transaction costs for buyers
insuring exposures in a number of states. The underlying premise is that commercial insurance buyers
have sufficient information, expertise, and bargaining power that they do not require the same level
of regulatory protection afforded to less sophisticated personal insurance consumers. (It should be
noted that many states (approximately one-half) have
also successfully implemented competitive regulatory
systems for personal auto and homeowners insurance rates, but not policy forms. It can be argued
that competition ensures efficient pricing for personal
lines, but unsophisticated individual consumers benefit from regulatory review and approval of policy
forms. Insurers have sought to extend ‘deregulation’
to personal insurance rates in more states but their
efforts have been largely rebuffed.)

The Competitive Structure of Commercial
Insurance Markets
The theory of competitive markets, and specifically
workable and monopolistic competition, provide a
framework for analyzing the structure and performance of insurance markets and the need for regulation [4]. In theory, insurance regulation should be
employed only when necessary and feasible, to correct insurance market failures. It is generally accepted
that insurer solvency regulation is needed to protect against excessive insurer financial risk caused
by imperfect information and principal–agent problems. Also, some limited market regulation might
be needed to police abuses where certain insurers
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might otherwise take unfair advantage of consumers.
Outside of these circumstances, the lack of concentration and significant entry/exit barriers in US insurance
markets results in competitive and efficient prices that
do not warrant regulation.
The competitive structure of commercial insurance
markets and the characteristics of commercial insurers and insureds establish a foundation for deregulation of commercial insurance transactions. Commercial insurance markets are characterized by widely
varying risks, products, buyers, sellers, and intermediaries. Both the admitted and nonadmitted markets
play a substantial role in commercial insurance, as
do other alternative forms of risk management. On
the whole, there are a relatively large number of sellers and a lack of concentration in most markets (see
Table 1). Further, entry and exit barriers are generally low and do not inhibit the movement of firms
in and out of markets. In turn, pricing also appears
to be highly competitive and profits are not excessive
Table 1

(see Table 2). Imperfect information, principal–agent
problems, and asymmetric bargaining power can give
rise to some market problems particularly for smaller
buyers that may or may not be remedied by regulation. Certain commercial lines are also subject to
‘soft’ and ‘hard’ market conditions, but this phenomenon is driven by fierce competition that periodically results in temporary reductions in the supply
of insurance when insurers sustain prolonged losses
and their surplus declines (see [2] for a discussion
of cyclical changes in the supply of insurance and
why regulation is ill-suited to promote more stable
insurance pricing).
The diverse nature of commercial insurance buyers and products warrant some elaboration as it is
key to understanding how the states have approached
deregulation. Commercial insurance buyers vary significantly with respect to size, scope of operations,
and sophistication. They run the gamut from a small,
home-based business to multinational conglomerates.

Commercial lines market concentration by line countrywide 1995

Line
Fire
Allied lines
Multi-peril crop
Farmowners multi-peril
Commercial multi-peril
(non-liability)
Commercial multi-peril (liability)
Ocean marine
Inland marine
Financial guaranty
Medical malpractice
Earthquake
Workers’ compensation
Other liability
Products liability
Commercial auto (no-fault)
Other commercial auto liability
Commercial auto physical damage
Aircraft
Fidelity
Surety
Glass
Burglary/theft
Boiler/machinery

Direct premiums
written

No. of
insurers

CR4
(%)

CR8
(%)

CR20
(%)

HHI

4 974 939 109
3 583 297 213
950 849 378
1 330 453 780
11 056 748 410

658
595
28
246
470

22.8
19.6
58.8
19.3
22.7

34.5
33.0
79.3
30.2
37.0

54.7
58.2
99.1
51.1
62.3

230
221
1278
207
260

9 747 933 654
1 774 949 496
6 732 447 416
769 996 855
6 159 956 511
1 244 685 694
32 108 910 617
21 869 296 562
2 156 645 261
357 362 548
12 991 805 241
4 658 054 447
1 054 651 054
918 871 617
2 709 102 104
14 482 379
125 615 689
742 927 610

432
115
582
18
148
183
357
752
225
264
445
422
47
162
275
190
234
86

26.8
26.8
29.2
90.7
24.8
52.0
23.9
37.0
33.0
22.5
19.5
18.2
43.2
57.7
24.0
45.5
61.0
50.0

41.4
41.4
43.6
99.1
38.9
65.8
38.0
50.9
52.5
36.0
30.6
29.7
64.1
78.2
44.4
57.6
70.7
79.3

65.1
65.1
64.6
100.0
64.8
82.4
56.9
69.3
76.1
58.1
52.2
50.5
89.9
91.9
70.0
77.4
83.9
96.6

323
526
347
2521
294
982
248
560
449
242
196
184
724
985
329
800
1238
983

Notes: Insurers defined by group.
CR4 = market share of top 4 insurers, etc.
HHI = sum of squared market shares (in %’s) of all insurers.
Source: Feldhaus and Klein [1].
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Commercial insurance profitability: 10-year averages (1992–2001)

Line
Commercial auto
Commercial multi-peril
Farmowners multi-peril
Fire
Allied lines
Inland marine
Medical malpractice
Other liability
Workers compensation

Loss
ratio* (%)
67.6
64.3
69.7
63.0
78.6
54.7
64.7
67.3
68.1

Underwriting
profit* (%)
−10.6
−17.5
−11.9
−7.0
−18.3
2.0
−20.0
−23.4
−11.7

Profit on
ins. transactions* (%)
0.5
−3.0
−4.3
−1.1
−9.7
2.8
10.7
7.1
6.9

Return on
net worth (%)
6.3
2.7
0.2
4.4
−8.8
9.3
9.8
7.6
9.3

∗

Percent of direct premiums earned.
Source: National Association of Insurance Commissioners.

Their differences have a corresponding impact on the
nature of the insurance products they need and desire,
their need for insurance advice at the point of sale
and the risk transfer mechanisms best suited to their
insurance needs.
Commercial insurance products are designed to
meet the requirements of a target market. The needs
of many small commercial insurance buyers tend to
be similar in nature and scope. This commonality
lends itself to the development of standardized commercial lines products, such as the businessowners
policy (BOP), workers’ compensation and commercial auto insurance. These standardized products are
well-suited to the insurance needs of this market
segment and are generally considered to be widely
available and competitively priced.
The property–casualty insurance needs of
medium-sized commercial buyers are more complex
and varied. Commercial insurance products designed
for this segment of the market must be more flexible and adaptable to the specific characteristics of
the insured. Workers compensation coverage is normally mandated as a standardized policy according to
requirements set by state law. However, most other
commercial insurance products sold in this market
segment are capable of being modified to meet specific coverage needs. The commercial multi-peril
policy (CMP) program permits a wide range of property and liability insurance endorsements that can
modify the basic policy to fit the specific coverage
needs of the insured. Additional policies for this market segment such as products liability, professional
liability, and directors and officers liability coverage are offered on a nonstandard basis. Insurance
buyers are able to examine the coverage features of

competing forms to determine which one best suits
their coverage and pricing requirements. These products are offered in a very competitive market that
provides numerous coverage options to this segment
of commercial insurance buyers.
For large insurance buyers, product differences
become more pronounced. In some instances where
typical endorsements will not satisfy the characteristics of the buyer, special endorsements will be crafted
to meet the unique coverage needs of the insured.
Tailoring coverage can be taken to the ultimate point
with a manuscript policy form designed specifically
for a particular commercial insurance buyer. These
manuscript forms may be designed by a corporate risk
manager, consultant, or insurance intermediary. In
regulated environments, these manuscript forms must
be filed with and possibly approved by regulators.
Such a commercial insurance product completes the
commercial lines product continuum from a standardized form to one that addresses the unique coverage
needs of a single buyer.
This discussion indicates that there is a spectrum
of commercial insurance buyers, needs, and products
that might warrant a corresponding spectrum of regulatory oversight. As buyers increase in size, sophistication, and the diversity of their needs, less regulation
is needed and is feasible. Indeed, this perspective
underlies the proposals of deregulation advocates and
how the states have responded to these proposals.

Proposed Elements of Commercial Lines
Deregulation
Outdated regulatory policies and practices, combined with the competitive and diverse nature of
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commercial insurance transactions, have driven the
move towards deregulation. Historically, regulatory
policies and practices have been rooted in times
and systems when commercial insurance coverages
were more regimented and often subject to uniform
rating plans. Regulation failed to keep pace with
the competitive and dynamic evolution of commercial insurance.
As markets evolved, a number of regulations
became problematic and hampered the efficiency
of insurance transactions. There was no particular
need for or benefit from prior approval of rates
and policy forms for most lines. At a minimum,
requiring insurers to file and obtain preapproval of
rates and forms in each state, is costly and significantly delays new products and price/product changes
(see [1]). At the worst, regulatory suppression of necessary rate increases and product changes can reduce
the supply of insurance and cause severe market
dislocations.
Other regulations unnecessarily interfere with
commercial insurance transactions. Countersignature
requirements for multistate transactions were (and
still are) an anachronism. Residual market mechanisms can create severe market distortions if their
rates are inadequate and eligibility is not tightly controlled. Regulation can unnecessarily hamper surplus
lines placements when no viable admitted market
alternatives exist for a particular risk. These types of
restrictions are not justified by principles of market
competition or regulation.
Hence, there was a clear need to reengineer and
reform commercial insurance regulation. There were
several ways that the regulation of commercial insurance could have been restructured to promote greater
competition and efficiency. For the most part, the various trade associations representing insurance companies took similar positions on how commercial insurance should be deregulated. A monograph by Feldhaus and Klein [3] recommended a series of reforms
that paralleled but did not mirror industry views.
Specifically, Feldhaus and Klein recommended that
•

Competitive rating should be extended to all commercial lines. This could be accomplished for
most lines/products with a self-certification process with or without informational filings of rates
and policy forms. File and use or use and file regulatory systems could be retained for certain compulsory insurance coverages, such as workers’

•
•
•

•

•
•

•

compensation and commercial auto, if some states
believed this was necessary.
There should be additional regulatory exemptions for large buyers of commercial insurance
in accessing the admitted market.
There should be optional rate and form filings for
some standard and nonstandard products.
Insurance regulators should expand market monitoring coupled with the development of an array
of appropriate regulatory measures to address
market problems if they arise.
Countersignature requirements should be eliminated and consideration given to eliminating
requirements for insurers to be licensed in ancillary states for multistate contracts.
The use of residual market mechanisms for commercial lines should be minimized.
There should be expedited licensing of insurers
and intermediaries, including reciprocal licensing agreements among states for their domestic insurers.
There should be surplus lines reforms such as
export lists and stamping offices to facilitate surplus lines transactions.

It should be noted that insurance intermediaries
split on their views of commercial insurance deregulation. Agents and brokers with national accounts
tended to support deregulation, including reforms
designed to make it easier to negotiate interstate
transactions. Agents with a local or state focus tended
to oppose such measures. They also opposed deregulation of policy forms because of concerns about
increasing their exposure to errors and omissions
claims. The considerable political influence of local
and state agents proved to have a significant impact
on how the states dealt with deregulation, and is discussed below.

National and State Actions
The National Association of Insurance Commissioners NAIC’s (EX) Special Committee on Regulatory
ReEngineering, with assistance from the Commercial
Lines (D) Committee, undertook the task of creating
a model scheme for commercial insurance regulation.
The Special Committee received proposals and testimony from a number of interested parties and issued
a white paper [5], in 1997, that articulated its recommendations. For the most part, the white paper
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supported regulatory reforms similar to those outlined
above. However, this was only the first step in the
process of deregulation. The next step was adoption
of modifications to NAIC model laws and regulations to conform to the white paper and the enactment
and implementation of regulatory changes in the various states. It was in these latter steps, particularly
state action, where further battles were fought and
the actual changes diverged from the ideal.
The end result has been something of a mixed bag
among the states, noting that the process of regulatory reform continues. Table 3 summarizes the status
of deregulation by state as of August 2002. Three
areas are highlighted: (1) filing and approval provisions generally governing commercial insurance;
(2) exemptions from filing rates and/or forms for
large buyers meeting a set of specified criteria; and
(3) lines that are excepted from filing exemptions.
A state’s basic filing and approval requirements
for commercial insurance rates establish a foundation
for the regulation applicable to commercial insurance transactions. As discussed above, some states
utilize a prior approval system and others employ
some form of a competitive system that requires filing
but does not require prior approval. These are regulatory systems that generally apply to various lines
of insurance for all buyers unless filings for coverages sold to certain buyers (meeting specified criteria)
are exempted. In March 2002, the NAIC adopted a
model law that establishes a use and file system for
commercial insurance rates – one of several forms of
competitive rating systems.
The lines subject to prior approval versus competitive rating vary among the states, so the information
in Table 3 applies to commercial lines generally. In
many states where competitive rating governs most
commercial lines, certain lines such as workers’ compensation and medical malpractice, may still be subject to prior approval. We can see from Table 3 that a
majority of states employ competitive rating for commercial lines – only 14 have retained some form of
prior approval of rates for commercial lines. Legislators and regulators in competitive rating states may
view this as sufficient deregulation, although policy
forms may still be subject to prior approval in many
of these competitive rating states.
The second element of deregulation is the exemption of coverage sold to certain buyers from rate
and/or form filing (and approval if otherwise applicable) requirements. The NAIC developed a list of
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criteria to determine ‘exempt’ buyers. The actual criteria adopted by the states vary, but there are two
characteristics commonly specified in state exemption
provisions. First, there is typically some form of criteria based on the size of the buyer. Size is measured
by one or more variables including the amount of
premium, revenues or sales, assets, operating budget
(for nonprofit/public entities), net worth, and number
of employees. Generally, a buyer must exceed the
standard for one or more of these size measures to
qualify for an exemption. Second, many states require
buyers to employ a full-time risk manager to qualify for exemption. As of August 2002, 21 states had
some form of exemption for large buyers. In addition, two states do not require rates to be filed for
any commercial lines buyer.
There are significant differences in the size criteria established among the states. For example, the
premium threshold ranges from $10 000 to $500 000.
The variation in exemption criteria frustrates the
efficiency objective of deregulation. A buyer with
operations in various states may meet criteria for an
exemption in some states but not others. An insurer
underwriting such an account would be required to
file the applicable rate and policy form in those states
where the buyer did not qualify for an exemption.
Finally, states may exclude certain lines from the
large buyer exemption. The most common exclusion
is workers’ compensation. Because workers’ compensation coverages are essentially set by state law and
are mandatory for most employers, this line tends to
be subject to tighter regulation. Presumably, the justification for its exclusion is the desire to ensure that
workers’ compensation policies are consistent with
state requirements. A few states exclude other lines
from filing exemptions, such as commercial auto liability and medical malpractice.

Deregulation in Other Countries
International trade agreements negotiated and adopted
in the 1990s have required many countries to ‘modernize’ their systems for regulating financial services, including insurance. Skipper [6] distinguishes
between ‘liberalization’ as a diminution of market
barriers to foreign enterprises and ‘deregulation’ as
a lessening of national regulation. He notes that liberalization and deregulation often move in tandem,
but not necessarily. Some liberalization efforts may
require strengthening regulation in certain areas.
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Table 3

Summary of commercial insurance deregulation by state as of June 2002

State

Filing/approval
requirements

Filing exemptions
for large insurers

Alabama
Alaska
Arizona
Arkansas

Competitive
Regulated
Competitive
Competitive

None
None
None
Rates/forms

California
Colorado
Connecticut
Delaware
District of Columbia
Florida
Georgia
Hawaii
Idaho
Illinois
Indiana
Iowa
Kansas
Kentucky
Louisiana
Maine
Maryland
Massachusetts
Michigan
Minnesota
Mississippi
Missouri
Montana
Nebraska
Nevada
New Hampshire
New Jersey
New Mexico
New York
North Carolina
North Dakota
Ohio
Oklahoma
Oregon
Pennsylvania
Rhode Island
South Carolina
South Dakota
Tennessee
Texas
Utah
Vermont
Virginia
Washington
West Virginia
Wisconsin
Wyoming

Regulated
Competitive
Competitive
Competitive
Competitive
Competitive
Competitive
Regulated
Competitive
Competitive
Competitive
Regulated
Competitive
Competitive
Regulated
Regulated
Competitive
Competitive
Competitive
Competitive
Regulated
Competitive
Competitive
Competitive
Competitive
Competitive
Competitive
Regulated
Regulated
Regulated
Regulated
Competitive
Competitive
Competitive
Competitive
Competitive
Regulated
Regulated
Competitive
Competitive
Competitive
Competitive
Competitive
Competitive
Regulated
Competitive
Competitive

None
Rates/forms
None
None
Rates/forms
None
Rates only
None
None
No filing
Rates/forms
None
Rates/forms
Rates/forms
Forms only
Rates/forms
Forms only
Rates/forms
None
None
None
Rates/forms
None
Rates/forms
No filing
Rates
None
None
None
None
None
None
Rates only
None
Rates/forms
Rates/forms
Rates/forms
None
None
None
None
None
Rates/forms
None
None
None
None

Source: National Association of Insurance Commissioners.

Lines excepted from exemptions

Workers compensation, employers liability,
professional liability
Workers compensation

Workers compensation, employers liability
Workers
Workers
Workers
Workers

compensation
compensation, medical malpractice
compensation
compensation

Workers compensation, auto liability

Workers compensation, medical malpractice

Workers compensation

Deregulation of Commercial Insurance
Still, opening insurance markets to foreign companies in some jurisdictions has been accompanied by
a move down a path of lessening government control. The changes occurring in any particular country
depend on the maturity of its insurance markets and
its existing regulatory system. For example, in countries where certain types of insurance were provided
by a government insurance mechanism, the first step
in deregulation is the transition to a system that
allows private firms to offer insurance in some form
of a true market. In contrast, in countries where insurance markets are mature and private insurers are well
established, deregulation may constitute further easing of regulatory restrictions that already allowed
insurers considerable latitude in pricing and designing
policy forms.
The European Union (EU) offers an informative
illustration of how deregulation can mean different
things in different jurisdictions. Historically, some
EU members (e.g. the UK) have limited insurance
regulation primarily to prudential matters while others (e.g. Germany) have maintained detailed oversight of policy terms and pricing [6]. As EU members
have moved to comply with framework directives,
strict regulation of prices (i.e. mandated premiums
or collective rate-setting) and policy forms is not
permitted, with certain exceptions. However, prior
notification and approval of non-life premium rates
may be required if it is part of a general system of
price controls [6].
One can see a rationale for linking the regulatory changes in a particular country with the level
of development of its insurance markets. In developing markets, with less sophisticated consumers
and less experienced insurers, governments tend
to retain a greater level of oversight to prevent
abuses and imprudent actions by insurers. As markets
develop, regulators can gradually ease their oversight accordingly. Hence, regulatory modernization
and deregulation might be best viewed as a path
rather than a uniform change from one common system to another.
Also, as Skipper [6] has noted, easing regulation
in one area may require strengthening it in another.
For example, if regulators allow insurers greater freedom in pricing, they may need to enhance solvency
oversight. This further underscores the multifaceted
nature of regulation and deregulation and the need to
coordinate the various aspects of government oversight in a coherent scheme.
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The Future of Deregulation
In the United States, pressure will continue to extend
commercial insurance buyer exemptions to more
states. Also, it would be desirable to standardize
a reasonable set of exemption criteria among the
states. Other reforms need attention such as the elimination of countersignature requirements, streamlined
licensing for insurers and agents, and more efficient
mechanisms for the filing of rates and forms for
small commercial insureds. The interests of commercial insurance buyers and states’ desire for economic development will provide some impetus for
further regulatory reform. Additionally, strong interest in an optional federal chartering/regulatory system for insurers will keep the heat on the states to
modernize their insurance regulations. By the same
token, increasing global trade in financial services
and the continued development of insurance markets in various countries will create an impetus to
limit regulatory oversight to its most essential functions and allow economic forces to guide consumer
and firm choices where they are well suited for
this purpose.
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DFA – Dynamic Financial
Analysis
Overview
Dynamic Financial Analysis (‘DFA’) is a systematic
approach based on large-scale computer simulations
for the integrated financial modeling of non-life insurance and reinsurance companies aimed at assessing
the risks and the benefits associated with strategic
decisions.
The most important characteristic of DFA is that
it takes an integrated, holistic point of view, contrary
to classic financial or actuarial analysis in which different aspects of one company were considered in
isolation from each other. Specifically, DFA models the reactions of the company in response to a
large number of interrelated risk factors including
both underwriting risks – usually from several different lines of business, as well as asset risks. In order
to account for the long time horizons that are typical
in insurance and reinsurance, DFA allows dynamic
projections to be made for several time periods into
the future, where one time period is usually one year,
sometimes also one quarter. DFA models normally
reflect the full financial structure of the modeled
company, including the impact of accounting and
tax structures. Thus, DFA allows projections to be
made for the balance sheet and for the profit-and-loss
account (‘P&L’) of the company. Technically, DFA is
a platform using various models and techniques from
finance and actuarial science by integrating them into
one multivariate dynamic simulation model. Given
the complexity and the long time horizons of such a
model, it is not anymore possible to make analytical
evaluations. Therefore, DFA is based on stochastic simulation (also called Monte Carlo imulation),
where large numbers of random scenarios are generated, the reaction of the company on each one of
the scenarios is evaluated, and the resulting outcomes
are then analyzed statistically. The section ‘The Elements of DFA’ gives an in-depth description of the
different elements required for a DFA.
With this setup, DFA provides insights into the
sources of value creation or destruction in the company and into the impact of external risk factors as
well as internal strategic decisions on the bottom
line of the company, that is, on its financial statements. The most important virtue of DFA is that it

allows an insight into various kinds of dependencies
that affect the company, and that would be hard to
grasp without the holistic approach of DFA. Thus,
DFA is a tool for integrated enterprise risk management and strategic decision support. More popularly
speaking, DFA is a kind of flight simulator for decision makers of insurance and reinsurance companies
that allows them to investigate the potential impact
of their decisions while still being on safe grounds.
Specifically, DFA addresses issues such as capital
management, investment strategies, reinsurance
strategies, and strategic asset–liability management.
The section ‘The Value Proposition of DFA’ describes
the problem space that gave rise to the genesis of
DFA, and the section ‘DFA Use Cases’ provides more
information on the uses of DFA.
The term DFA is mainly used in non-life insurance. In life insurance, techniques of this kind are
usually termed Asset Liability Management (‘ALM’),
although they are used for a wider range of applications – including the ones stated above. Similar
methods are also used in banking, where they are
often referred to as ‘Balance Sheet Management’.
DFA grew out of practical needs, rather than academic research in the late 1990s. The main driving
force behind the genesis and development of DFA
was, and still is, the related research committee of the
Casualty Actuarial Society (CAS). Their website
(http://www.casact.org/research/dfa/index.html), provides a variety of background materials on the topic,
in particular, a comprehensive and easy-to-read handbook [9] describing the value proposition and the
basic concepts of DFA. A fully worked-out didactic
example of a DFA with emphasis on the underlying
quantitative problems is given in [18], whereas [21]
describes the development and implementation of a
large-scale DFA decision support system for a company. In [8], the authors describe comprehensively all
modeling elements needed for setting up a DFA system, with main emphasis on the underwriting side;
complementary information can be found in [3].

The Value Proposition of DFA
The aim of this section is to describe the developments in the insurance and reinsurance market that
gave rise to the genesis of DFA. For a long time –
up until the 1980s or 1990s, depending on the country – insurance business used to be a fairly quiet
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area, characterized by little strategic flexibility and
innovation. Regulations heavily constrained the insurers in the types of business they could assume, and
also in the way they had to do the business. Relatively simple products were predominant, each one
addressing a specific type of risk, and underwriting
and investment were separated, within the (non-life)
insurance companies themselves and also in the
products they offered to their clients. In this rather
static environment, there was no particular need for
sophisticated analytics: actuarial analysis was carried
out on the underwriting side – without linkage to the
investment side of the company, which was analyzed
separately. Reinsurance as the only means of managing underwriting risks was acquired locally per line of
business, whereas there were separate hedging activities for financial risks. Basically, quantitative analysis
amounted to modeling a group of isolated silos, without taking a holistic view.
However, insurance business is no longer a quiet
area. Regulations were loosened and gave more
strategic flexibility to the insurers, leading to new
types of complicated products and to a fierce competition in the market. The traditional separation between
banking and insurance business became increasingly
blurred, and many companies developed into integrated financial services providers through mergers
and acquisitions. Moreover, the risk landscape was
also changing because of demographic, social, and
political changes, and because of new types of insured
risks or changes in the characteristics of alreadyinsured risks (e.g. liability). The boom in the financial
markets in the late 1990s also affected the insurers.
On the one hand, it opened up opportunities on the
investment side. On the other hand, insurers themselves faced shareholders who became more attentive and demanding. Achieving a sufficient return
on the capital provided by the investors was suddenly of paramount importance in order to avoid a
capital drain into more profitable market segments.
A detailed account on these developments, including
case studies on some of their victims, can be found
in [5].
As a consequence of these developments, insurers have to select their strategies in such a way that
they have a favorable impact on the bottom line of
the company, and not only relative to some isolated
aspect of the business. Diversification opportunities
and offsetting effects between different lines of business or between underwriting risks and financial risks

have to be exploited. This is the domain of a new
discipline in finance, namely, Integrated or Enterprise Risk Management, see [6]. Clearly, this new
approach to risk management and decision making
calls for corresponding tools and methods that permit
an integrated and holistic quantitative analysis of the
company, relative to all relevant risk factors and their
interrelations. In non-life insurance, the term ‘DFA’
was coined for tools and methods that emerged in
response to these new requirements. On the technical
level, Monte Carlo simulation was selected because
it is basically the only means that allows one to deal
with the long time horizons present in insurance, and
with the combination of models for a large number
of interacting risk factors.

The Elements of DFA
This section provides a description of the methods
and tools that are necessary for carrying out DFA. The
structure referred to here is generic in that it does not
describe specifically one of the DFA tools available
in the market, but it identifies all those elements
that are typical for any DFA. DFA is a softwareintensive activity. It relies on complex software tools
and extensive computing power. However, we should
not reduce DFA to the pure software aspects. Fullfledged and operational DFA is a combination of
software, methods, concepts, processes, and skills.
Skilled people are the most critical ingredient to carry
out the analysis. In Figure 1, we show a schematic
structure of a generic DFA system with its typical
components and relations.
The scenario generator comprises stochastic models for the risk factors affecting the company. Risk
factors typically include economic risks (e.g. inflation), liability risks (e.g. motor liability claims), asset
risks (e.g. stock market returns), and business risks
(e.g. underwriting cycles). The output of the scenario
generator is a large number of Monte Carlo scenarios
for the joint behavior of all modeled risk factors over
the full time range of the study, representing possible
future ‘states-of-nature’ (where ‘nature’ is meant in a
wide sense). Calibration means the process of finding
suitable parameters for the models to produce sensible scenarios; it is an integral part of any DFA. If the
Monte Carlo scenarios were replaced by a small set
of constructed scenarios, then the DFA study would
be equivalent to classical scenario testing of business
plans.

DFA – Dynamic Financial Analysis

Control/optimization

Analysis/presentation

Output variables

Company model

Strategies

Risk factors

Scenario generator

Calibration

Figure 1

Schematic overview of the elements of DFA

Each one of the scenarios is then fed into the
company model or model office that models the
reaction of the company on the behavior of the risk
factors as suggested by the scenarios. The company
model reflects the internal financial and operating
structure of the company, including features like the
consolidation of the various lines of business, the
effects of reinsurance contracts on the risk assumed,
or the structure of the investment portfolio of the
company, not neglecting features like accounting and
taxation.
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Each company model comprises a number of
parameters that are under the control of management,
for example, investment portfolio weights or reinsurance retentions. A set of values for these parameters
corresponds to a strategy, and DFA is a means for
comparing the effectiveness of different strategies
under the projected future course of events. The output of a DFA study consists of the results of the
application of the company model, parameterized
with a strategy, on each of the generated scenarios.
So, each risk scenario fed into the company model is
mapped onto one result scenario that can also be multivariate, going up to full pro forma balance sheets.
Given the Monte Carlo setup, there is a large
number of output values, so that sophisticated analysis and presentation facilities become necessary for
extracting information from the output: these can
consist of statistical analysis (e.g. empirical moment
and quantile computations), graphical methods (e.g.
empirical distributions), or also drill-down analysis,
in which input scenarios that gave rise to particularly
bad results are identified and studied. The results can
then be used to readjust the strategy for the optimization of the target values of the company. The rest
of this section considers the different elements and
related problems in somewhat more detail.

Scenario Generator and Calibration
Given the holistic point of view of DFA, the scenario
generator has to contain stochastic models for a large
number of risk factors, belonging to different groups;
the table below gives an overview of risk factors
typically included (in parentheses: optional variables
in more sophisticated systems).
The scenario generator has to satisfy a number
of particular requirements: First of all, it does not

Economic

Claims

Investment

Business

Per economy:
–Inflation
–Interest rates

Per LOB:
–Attritional losses
–Large losses
–Loss development
Across LOBs:
–CAT losses

Government bonds
Stocks
Real estate

(Underwriting cycles)
(Reinsurance cycles)
(Operational risks)
(etc.)

(Exchange rates)
(Credit spreads)
(GDP)
(Wage levels)
(etc.)

(Reserve uncertainty)
(etc.)

(Corporate bonds)
(Asset-backed securities)
(Index-linked securities)
(etc.)
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only have to produce scenarios for each individual
risk factor, but must also allow, specify, and account
for dependencies between the risk factors (contemporaneous dependencies) and dependencies over
time (intertemporal dependencies). Neglecting these
dependencies means underestimating the risks since
the model would suggest diversification opportunities where actually none are present. Moreover,
the scenarios should not only reproduce the ‘usual’
behavior of the risk factors, but they should also sufficiently account for their extreme individual and joint
outcomes.
For individual risk factors, many possible models
from actuarial science, finance, and economics are
available and can be reused for DFA scenario generation. For underwriting risks, the models used for pricing and reserving can be reused relatively directly, see
for example [8] for a comprehensive survey. Attritional losses are usually modeled through loss ratios
per line of business, whereas large losses are usually
modeled through frequency–severity setups, mainly
in order to be able to reflect properly the impact
of nonproportional reinsurance. Catastrophe (CAT)
modeling is special in that one CAT event usually
affects several lines of business. CAT modeling can
also be done through stochastic models (see [10]),
but – for the perils covered by them – it is also fairly
commonplace to rely on scenario output from special CAT models such as CATrader (see www.airboston.com), RiskLink (see www.rms.com), or
EQEcat (see www.eqecat.com). As DFA is used
for simulating business several years ahead, it is
important to model not only the incurred losses
but also the development of the losses over time –
particularly their payout patterns, given the cash
flow–driven nature of the company models. Standard actuarial loss reserving techniques are normally
used for this task, see [18] for a fully workedout example. Reference [23] provides full details
on modeling loss reserves, including stochastic payout patterns that allow the incorporation of specific
reserving uncertainty that is not covered by the classical techniques.
Among the economic and financial risk factors,
the most important ones are the interest rates. There
exists a large number of possible models from the
realm of finance for modeling single interest rates
or – preferably – full yield curves, be it riskless ones
or risky ones; and the same is true for models of
inflation, credit spreads, or equities. Comprehensive

references on these topics include [3, 17]. However,
some care must be taken: most of these models
were developed with tasks other than simulation in
mind, namely, the valuation of derivatives. Thus,
the structure of these models is often driven by
mathematical convenience (easy valuation formulae
for derivatives), which often goes at the expense of
good statistical properties. The same is true for many
econometric models (e.g. for inflation), which tend to
be optimized for explaining the ‘usual’ behavior of
the variables while neglecting the more ‘extreme’
events. In view of the difficulties caused by the
composition of existing models for economic variables and invested assets, efforts have been made to
develop integrated economic and asset scenario generators that respond to the particular requirements of
DFA in terms of statistical behavior, dependencies,
and long-term stability. The basics for such economic
models and their integration, along with the Wilkie
model as the most classical example, are described
in [3]. [20] provides a survey and comparison of several integrated economic models (including the ones
by Wilkie, Cairns, and Smith) and pointers to further
references. Besides these publicized models, there
are also several proprietary models by vendors of
actuarial and financial software (e.g. B&W Deloitte
(see www.timbuk1.co.uk), Barrie & Hibbert (see
www.barrhibb.com), SS&C (see www.ssctech.com),
or Tillinghast (see www.towers.com).
Besides the underwriting risks and the basic
economic risk factors as inflation, (government) interest rates, and equities, sophisticated DFA scenario
generators may contain models for various further
risk factors. In international setups, foreign exchange
rates have to be incorporated, and an additional
challenge is to let the model also reflect the international dependencies. Additional risk factors for
one economy may include Gross Domestic Product (GDP) or specific relevant types of inflation
as, for example, wage or medical inflation. Increasingly important are also models for credit defaults
and credit spreads – that must, of course, properly
reflect the dependencies on other economic variables.
This, subsequently, allows one to model investments
like asset-backed securities and corporate bonds that
are extremely important for insurers, see [3]. The
modeling of operational risks (see [6], which also
provides a very general overview and classification
of all risks affecting financial companies), which
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are a current area of concern in banking regulation, is not yet very widespread in DFA. An important problem specific to insurance and reinsurance
is the presence of underwriting cycles (‘hard’ and
‘soft’ markets), which have a nonnegligible business
impact on the long time horizons considered by DFA.
These cycles and their origins and dependencies are
not very well understood and are very difficult to
model; see [12] for a survey of the current state of
knowledge.
The real challenge of DFA scenario generation
lies in the composition of the component models
into an integrated model, that is, in the modeling of
dependencies across as many outcomes as possible.
These dependencies are ubiquitous in the risk factors
affecting an insurance company, think, for example, of the well-known fact that car accidents tend
to increase with increasing GDP. Moreover, many
of those dependencies are nonlinear in nature, for
example, because of market elasticities. A particular challenge in this context is the adequate assessment of the impact of extreme events, when the
historically observable dependency becomes much
stronger and risk factors appear much more interrelated (the so-called tail dependency). Different
approaches for dependency modeling are pursued,
namely:
•

•

Deterministic modeling by postulating functional
relations between various risk factors, for example, mixture models or regression-type models,
see [8, 17].
Statistical modeling of dependencies, with linear
correlation being the most popular concept. However, linear correlation has some serious limitations when extreme values are important; see [11]
for a related study, possible modeling approaches
and pointers to further readings.

An important aspect of the scenario generator is its
calibration, that is, the attribution of values to the
parameters of the stochastic model. A particular challenge in this context is that there are usually only few
data points for estimating and determining a large
number of parameters in a high-dimensional space.
This can obviously result in substantial parameter
uncertainty. Parsimony and transparency are, therefore, crucial requirements for models being used in
DFA scenario generation. In any case, calibration,
which also includes backtesting of the calibrated
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model, must be an integral part of any DFA study.
Even though most DFA practitioners do not have to
deal with it explicitly, as they rely on commercially
available DFA software packages or components, it
should not be forgotten that, at the end, generating Monte Carlo scenarios for a large number of
dependent risk factors over several time periods also
poses some non-trivial numerical problems. The most
elementary example is to have a random number
generator that is able to produce thousands, if not
millions, of independent and identically distributed
random variables (indeed a nontrivial issue in view
of the sometimes poor performance of some popular random number generators). The technicalities of
Monte Carlo methods are comprehensively described
in [13].
Moreover, it is fundamentally difficult to make
judgments on the plausibility of scenarios for the
expanded time horizons often present in DFA studies.
Fitting a stochastic model either to historical or current market data implies the assumption that history
or current expectations are a reliable prediction for
the future. While this may be true for short time horizons, it is definitely questionable for time horizons as
long as 5 to 20 years, as they are quite commonplace
in insurance. There are regime switches or other hitherto unexperienced events that are not reflected by
historical data or current market expectations. Past
examples include asbestos liabilities or the events of
September 11, 2001. An interesting case study on
the issue is [4], whereas [22] explores in very general, the limitations of risk management based on
stochastic models and argues that the latter must be
complemented with some judgmental crisis scenarios.

Company and Strategy Modeling
Whereas the scenarios describe possible future
courses of events in the world surrounding the
modeled company, the company model itself reflects
the reaction of the company in response to the
scenario. The task of the company model is to
consolidate the different inputs into the company, that
is, to reflect its internal operating structure, including
the insurance activities, the investment activities,
and also the impact of reinsurance.
Company models can be relatively simple, as the
ones in [8, 18], which basically consolidate in a
purely technical way the outcomes of the various
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risks. However, the goal of DFA is to make projections for the bottom line of the company, that
is, its financial statements. Therefore, practical DFA
company models tend to be highly complex. In
particular, they also incorporate the effects of regulation, accounting, and taxation, since these issues
have an important impact on the behavior and the
financial results of insurance companies. However,
these latter issues are extremely hard to model in a
formal way, so that there is quite some model uncertainty emanating from the company model. Examples
of detailed models for US property–casualty insurers
are described in [10, 16]. In general, even relatively
simple company models are already so complicated
that they do not anymore represent mathematically
tractable mappings of the input variables on the output variables, which precludes the use of formal
optimization techniques as, for example, dynamic
programming. This distinguishes practical DFA models from technically more sophisticated dynamic optimization models coming from the realm of operations research, see [19]. Figure 2 shows an extract
of a practical DFA company model, combining components that provide the scenario input, components
that model the aggregation and consolidation of the
different losses, components that model the in-force
reinsurance programs, and components that aggregate the results into the company’s overall results.
It should be borne in mind that each component
contains, moreover, a number of parameters (e.g.
reinsurance retentions and limits). The partial model
shown in Figure 2 represents just one line of business of a company; the full model would then contain
several other lines of business, plus the entire investment side of the company, plus the top level structure
consolidating everything into the balance sheet. This
gives us a good idea of the actual complexity of realworld DFA models.
Company models used in DFA are usually very
cash flow–oriented, that is, they try to imitate the
cash flows of the company, or, more specifically,
the technical, and financial accounting structures.
Alternatively, it would be imaginable to structure a
company model along the lines of economic value
creation. The problem with this approach is, however, that this issue is not very well understood in
insurance; see [14] for a survey of the current state
of the knowledge.
The modeling of the strategies (i.e. the parameters
of the company model that are under the control of

management) is usually done in a nonadaptive way,
that is, as deterministic values over time. However,
a DFA study usually involves several time periods
of substantial length (one year, say), and it is not
realistic to assume that management will not adapt
its strategy if the underlying risk factors develop
dramatically in a particular scenario.
For the reasons stated, the plausibility and accuracy of DFA outputs on balance sheet level is often
doubted, and the true benefit of a DFA study is rather
seen in the results of the analytical efforts for setting
up a comprehensive model of the company and the
relevant risk factors.

Analysis and Presentation
The output of a DFA simulation consists of a large
number of random replicates (= possible results) for
several output variables and for several future time
points (see Figure 3 to get an idea), which implies
the need for sophisticated analysis and presentation
techniques in order to be able to draw sensible conclusions from the results.
The first step in the analysis procedure consists
of selecting a number of sensible output variables,
where the term ‘sensible’ is always relative to the
goals of the study. Typical examples include earnings before or after interest and tax, or the level of
shareholders’ equity. Besides such economic target
variables, it is sensible to compute at the same time,
certain regulatory values, for example, the IRIS ratios
in North America, see [10], by which one can assess
whether a strategy is consistent with in force regulations. More information on the selection of target
variables is given in [9].
Once the target variables are selected, there still
remains the task of analyzing the large number of
random replicates: suppose that Y is one of the target
variables, for example, shareholders’ equity, then, the
DFA simulation provides us with random replicates
y1 , . . . , yN , where N is typically high.
The most common approach is to use statistical
analysis techniques. The most general one is to analyze the full empirical distribution of the variable,
that is, to compute and plot
F̂Y (y) =

N
1 
1(yk ≤ y).
N k=1

(1)

Figure 4 shows an example, together with some
of the measures discussed below. For comparisons
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Figure 3

Extract of pro forma projected balance sheets

0

1Q2003
4Q2002
3Q2002 2Q2002
1Q2002
Earned premium income
1’061.4
1’713.3
1653.2
787.0
694.4
Losses incurred
−881.4
−1415.3
−1277.6
−647.9
−819.4
Total U/W expenses
-222.2
-310.1
-295 4Q2003
-623.9
-100.3
1Q2004
3Q2003
2Q2003
Underwriting results
-7.9 income
-44.8
152.3
-458.2
-255.1
Earned premium
1’125.1
1’816.1
1’752.4
834.2
Invested assets
6,248.80 −1’354.3
6,134.60
Losses8,249.20
incurred 6,951.50 6,475.10
−934.3 −1’500.2
−686.8
Total other assets
2,714.20
2,788.80 1,825.90
Total U/W
expenses
-222.2 1,920.50
-310.1 2,295.90
-295
1Q2005
4Q2004
Technical reserves
6,899.80
6,615.10
6,558.70
6,336.70
Underwriting
results
-7.9 income
-44.8 6,236.30
152.3
-458.2
Earned
premium
1’192.6
1’925.1
Total other liabilities
2,277.20
937
1,322.10
832.3 6,475.10
882.1 6,248.80
Invested
assets
8,249.20
Losses
incurred 6,951.50
−990.3
−1’590.2
Liabilities
9,177.00
7,880.80
7,169.00 1,825.90
7,118.30
Total other
assets 9,403.90
2,714.20
2,788.80
Total U/W
expenses
-222.2 1,920.50
-310.1
1,786.40
420.2
1,000.30
1,312.10
Total equity & liabilities Technical
reserves 336.3
6,899.80
6,615.10
6,558.70
6,336.70
Underwriting
results
-7.9 income
-44.8
Earned
premium
ROE
0.2
0.2
0.2
0.1
0.1
Total other liabilities
2,277.20
937
1,322.10
832.3
Invested
assets
8,249.20
6,951.50
Losses
incurred
Solvency ratio
1 other
1.1 9,403.90
1 U/W
1 7,169.00
Liabilities 1.2
9,177.00
7,880.80
Total
assets
2,714.20
2,788.80
Total
expenses
Reserve ratio
3.4
3.4
4 1,000.30
1,786.40
336.3
420.2
Total equity 3.3
& liabilities 3.9
Technical
reserves
6,899.80
6,615.10
Underwriting
results
Asset leverage
4.2
4.4
3.9
4 2,277.20
3.6
ROE
0.2
0.2
0.2
0.1
Total other liabilities
937
Invested
assets
Solvency ratio
1 other
1.1
1
Liabilities 1.2
9,177.00
9,403.90
Total
assets
t0
Reserve ratio
3.4
3.4
1,786.40
336.3
Total equity 3.3
& liabilities 3.9
Technical
reserves
Asset leverage
4.2
4.4
3.9
4
ROE
0.2
0.2
Total other liabilities
Solvency ratio
1
Liabilities 1.2
t0 + ∆t
Reserve ratio
Total equity 3.3
& liabilities 3.9
Asset leverage
4.2
4.4
ROE
Solvency ratio
t0 + 2∆t
Reserve ratio
Asset leverage
∆t = 1 year
t + 3∆t
1Q2003
730.8
−868.6
-100.3
3Q2004
-255.1
1’857.5
6,134.60
−1’435.5
2,295.90
-295
1Q2006
6,236.30
152.3
1’264.1
882.1
6,475.10
−1’049.8
7,118.30
1,825.90
−222.2
1,312.10
6,558.70
−7.9
0.1
1,322.10
8’249.2
7,880.80
2’714.21
4
420.2
6’899.8
3.6
0.2
2’277.2
1.1
9’177.0
3.4
1’786.4
3.9
0.2
1.2
3.3
4.2
2Q2004
884.3
−728.0
-623.9
4Q2005
-458.2
2’040.6
6,248.80
−1’685.6
1,920.50
−310.1
6,336.70
44.8
832.3
6’951.5
7,169.00
2’788.8
1,000.30
6’615.1
0.1
937.0
1
9’403.9
3.4
336.3
4
0.2
1.0
3.9
4.4

1Q2004
774.6
−920.7
-100.3
3Q2005
-255.1
1’969.0
6,134.60
−1’521.6
2,295.90
−295.0
6,236.30
152.3
882.1
6,475.1
7,118.30
1’825.9
1,312.10
6’558.7
0.1
1’322.1
7’880.81
420.24
3.6
0.2
1.1
3.4
3.9

2Q2005
937.3
−771.7
−623.9
−458.2
6’248.8
1’920.5
6’336.7
832.3
7’169.0
1’000.3
0.1
1.0
3.4
4.0

1Q2005
821.1
−975.9
−100.3
−255.1
6’134.6
2’295.9
6’236.3
882.1
7’118.3
1’312.1
0.1
1.0
4.0
3.6
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and for taking decisions, it is more desirable to
characterize the result distribution by some particular
numbers, that is, by values characterizing the average
level and the variability (i.e. the riskiness) of the
variable. For the average value, one can compute the
empirical mean, that is,
µ̂(Y ) =

N
1 
yk .
N k=1

(2)

For risk measures, the choice is less obvious.
The most classical measure is the empirical standard
deviation, that is,

σ̂ (Y ) =

1 
(yk − µ̂)2
N − 1 k=1
N

1/2
.

(3)

The standard deviation is a double-sided risk measure, that is, it takes into account deviations to the
upside as well as to the downside equally. In risk
management, however, one is more interested in the
potential downside of the target variable. A very popular measure for downside risk is the Value-at-Risk
(VaR), which is simply the p-quantile for the distribution of Y for some probability 0 < p < 1. It is
easily computed as


 p (Y ) = min y(k) : k > p .
VaR
N

(4)

where y(k) is the kth order statistic of y1 , . . . , yN . Popular risk measures from the realm of actuarial science
include, for example, expected policyholder deficit,
twisted means or Wang and Esscher transforms,
see [8, 9] for more details. Another downside risk
measure, extending the already introduced VaR, is
the TailVaR, defined as
TailVaRp (Y ) = E(Y |Y ≥ VaRp (Y )),

(5)

which is the expectation of Y , given that Y is beyond
the VaR-threshold (Expected Shortfall), and which
can be computed very easily by averaging over all
replicates beyond VaR. The particular advantage of
TailVaR is that – contrary to most other risk measures
including VaR and standard deviation – it belongs to
the class of Coherent Risk Measures; see [1] for full
details. In particular, we have that
TailVaRp (Y + Z) ≤ TailVaRp (Y ) + TailVaRp (Z),
(6)
that is, diversification benefits are accounted for.
This aggregation property is particularly desirable if
one analyzes a multiline company, and one wants
to put the results of the single lines of business
in relation with the overall result. Another popular approach, particularly for reporting to the senior
management, is to compute probabilities that the
target variables exceed certain thresholds, for example, for bankruptcy; such probabilities are easily
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computed by

p̂ =

N
1 
1(yk ≥ ythreshold )
N k=1

(7)

In a multiperiod setup, measures of risk and
reward are usually computed either for each time
period t0 + n · t individually, or only for the terminal time T , see Figure 5. An important caveat to
be accounted for in this setup is that the target variable may temporally assume values that correspond
to a disruption of the ordinary course of business (e.g.
ruin or regulatory intervention); see again Figure 5.
Such degenerate trajectories have to be accounted for
in suitable ways, otherwise the terminal results may
no longer be realistic.

By repeating the simulation and computing the
target values for several different strategies, one can
compare these strategies in terms of their risks and
rewards, determine ranges of feasible and attainable results, and finally, select the best among the
feasible strategies. Figure 6 shows such a comparison, conceptually very similar to risk–return analysis in classical portfolio theory. It is, however,
important to notice that DFA does not normally
allow for the use of formal optimization techniques
(such as convex optimization), since the structure
of the model is too irregular. The optimization
rather consists of educated guesses for better strategies and subsequent evaluations thereof by carrying
out a new simulation run. Such repeated simulation runs with different strategy settings (or also
with different calibrations of the scenario generator)
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are often used for exploring the sensitivities of
the business against strategy changes or against
changes in the environment, that is, for exploring
relative rather than absolute impacts in order to see
what strategic actions do actually have a substantial
leverage.
An alternative to this statistical type of analysis is
drill-down methods. Drill-down consists of identifying particularly interesting (in whatever sense) output
values yk , to identify the input scenarios xk that gave
rise to them, and then to analyze the characteristics of
these input scenarios. This type of analysis requires
the storage of massive amounts of data, and doing
sensible analysis on the usually high-dimensional
input scenarios is not simple either.
More information on analysis and presentation can
be found in a related chapter in [9], or, for techniques
more closely related to financial economics, in [7].

The DFA Marketplace
There are a number of companies in the market that
offer software packages or components for DFA, usually in conjunction with related consulting services
(recall from the beginning of this section that DFA is
not only a software package, but rather a combination
of software, processes, and skills). In general, one
can distinguish between two types of DFA software
packages:
1. Flexible, modular environments that can be adapted relatively quickly to different company structures, and that are mainly used for addressing
dedicated problems, usually the structuring of
complex reinsurance programs or other deals.
2. Large-scale software systems that model a company in great detail and that are used for internal
risk management and strategic planning purposes
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on a regular basis, usually in close connection
with other business systems.

Examples for the first kind of DFA software
include Igloo by Paratus Consulting (see www.
paratusconsulting.com) and Remetrica II by Benfield
Group (see www.benfieldgreig.com). Examples for
the second kind of DFA systems include Finesse
2000 by SS&C (see www.ssctech.com), the general
insurance version of Prophet by B&W Deloitte (see
www.bw-deloitte.com), TAS P/C by Tillinghast (see
www.towers.com) or DFA by DFA Capital Management Inc (see www.dfa.com). Dynamo by MHL
Consulting (see www.mhlconsult.com) is a freeware
DFA software based on Excel. It belongs to the
second type of DFA software and is actually the
practical implementation of [10]. An example of a
DFA system for rating agency purposes is [2]. Moreover, some companies have proprietary DFA systems
that they offer to customers in conjunction with their
consulting and brokerage services, examples including Guy Carpenter (see www.guycarp.com) or AON
(see www.aon.com).

DFA Use Cases
In general, DFA is used to determine how an insurer
might fare under a range of future possible environment conditions and strategies. Here, environment
conditions are topics that are not under the control
of management, whereas strategies are topics that are
under the control of management. Typical strategy
elements whose impact is explored by DFA studies
include the following:
Business mix : relative and absolute volumes in the
different lines of business, premium, and commission
level, and so on.
Reinsurance: reinsurance structures per line of business and on the entire account, including contract
types, dependencies between contracts, parameters
(quota, deductibles, limits, reinstatements, etc.), and
cost of reinsurance.
Asset allocation: normally only on a strategic level;
allocation of the company’s assets to the different
investment asset classes, overall or per currency;
portfolio rebalancing strategies.

Capital: level and structure of the company’s capital;
equity and debt of all kinds, including dividend
payments for equity, coupon schedules, and values,
redemption and embedded options for debt, allocation
of capital to lines of business, return on capital.
The environment conditions that DFA can investigate include all those that the scenario generator
can model; see section ‘The Elements of DFA’. The
generators are usually calibrated to best estimates for
the future behavior of the risk factors, but one can
also use conscious miscalibrations in order to investigate the company’s sensitivity to unforeseen changes.
More specifically, the analysis capabilities of DFA
include the following:
Profitability: Profitability can be analyzed on a cashflow basis or on a return-on-capital basis. DFA allows
profitability to be measured per line of business or for
the entire company.
Solvency: DFA allows the solvency and the liquidity
of the company or parts of it to be measured, be it
on an economic or on a statutory basis. DFA can
serve as an early warning tool for future solvency
and liquidity gaps.
Compliance: A DFA company model can implement
regulatory or statutory standards and mechanisms. In
this way, the compliance of the company with regulations, or the likelihood of regulatory interventions
can be assessed. Besides legal ones, the standards
of rating agencies are of increasing importance for
insurers.
Sensitivity: One of the most important virtues of DFA
is that it allows the exploring of how the company
reacts to a change in strategy (or also a change in
environment conditions), relative to the situation in
which the current strategy pertains also to the future.
Dependency: Probably the most important benefit
of DFA is that it allows to discover and analyze
dependencies of all kinds that are hard to grasp
without a holistic modeling and analysis tool. A very
typical application here is to analyze the interplay
of assets and liabilities, that is, the strategic asset
liability management (‘ALM’).
These analytical capabilities can then be used for a
number of specific tasks, either on a permanent basis
or for one-time dedicated studies of special issues. If
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a company has set up a DFA model, it can recalibrate
and rerun it on a regular basis, for example, quarterly
or yearly, in order to evaluate the in-force strategy
and possible improvements to this strategy. In this
way, DFA can be an important part of the company’s
business planning and enterprise risk management
setup. On the other hand, DFA studies can also be
made on a one-time basis, if strategic decisions of
great significance are to be made. Examples for such
decisions include mergers and acquisitions, entry in
or exit from some business, thorough rebalancing
of reinsurance structures or investment portfolios, or
capital market transactions. Basically, DFA can be
used for assessing any strategic issues that affect the
company as a whole. However, the exact purpose
of the study has some drawbacks on the required
structure, degree of refinement, or time horizon of
the DFA study (particularly the company model and
the scenario generator).
The main users of DFA are the insurance and
reinsurance companies themselves. They normally
use DFA models on a permanent basis as a part
of their risk management and planning process [21];
describes such a system. DFA systems in this context are usually of substantial complexity, and only a
continued use of them justifies the substantial costs
and efforts for their construction. Another type of
users are consulting companies and brokers who use
dedicated – usually less complex – DFA studies for
special tasks, for example, the structuring of large
and complicated deals. An emerging class of users
are regulatory bodies and rating agencies; they normally set up relatively simple models that are general
enough to fit on a broad range of insurance companies and that allow to conduct regulation or rating in
a quantitatively more sophisticated, transparent, and
standardized way, see [2].
A detailed account of the most important uses and
users of DFA is given in [9]; some new perspectives
are outlined in [15].

Assessment and Outlook
In view of the developments in the insurance markets
as outlined in the section ‘The Value Proposition of
DFA’, the approach taken by DFA is undoubtedly
appropriate. DFA is a means for addressing those
topics that really matter in the modern insurance
world, in particular, the management of risk capital
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and its structure, the analysis of overall profitability
and solvency, cost-efficient integrated risk management aimed at optimal bottom line impact, and the
addressing of regulatory tax, and rating agency issues.
Moreover, DFA takes a sensible point of view in
addressing these topics, namely, a holistic one that
makes no artificial separation of aspects that actually
belong together.
The genesis of DFA was driven by the industry
rather than by academia. The downside of this very
market-driven development is that many features of
practically used DFA systems lack a certain scientific
soundness, in that modeling elements that work well,
each one for itself, are composed in an often ad hoc
manner, the model risk is high because of the large
number of modeled variables, and company models
are rather structured along the lines of accounting
than along the lines of economic value creation.
So, even though DFA fundamentally does the right
things, there is still considerable space and need for
improvements in the way in which DFA does these
things.
We conclude this presentation by outlining some
DFA-related trends for the near and medium-term
future. We can generally expect that company-level
effectiveness will remain the main yardstick for managerial decisions in the future. Though integrated risk
management is still a vision rather than a reality, the
trend in this direction will certainly prevail. Technically, Monte Carlo methods have become ubiquitous
in quantitative analysis, and they will remain so, since
they are easy to implement and easy to handle, and
they allow for an easy combination of models. The
easy availability of ever more computing power will
make DFA even less computationally demanding in
the future. We can also expect models to become
more sophisticated in several ways:
The focus in the future will be on economic
value creation rather than on just mimicking the cash
flow structures of the company. However, substantial
fundamental research still needs to be done in this
area, see [14]. A crucial point will be to incorporate
managerial flexibility into the models, so as to make
projections more realistic. Currently, there is a wide
gap between DFA-type models as described here and
dynamic programming models aimed at similar goals,
see [19]. For the future, a certain convergence of
these two approaches can be expected. For DFA,
this means that the models will have to become
simpler. In scenario generation, the proper modeling
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of dependencies and extreme values (individual as
well as joint ones) will be an important issue.
In general, the DFA approach has the potential of
becoming the state-of-the-industry for risk management and strategic decision support, but it will only
exhaust this potential if the discussed shortcomings
will be overcome in the foreseeable future.

[14]
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Duration
There are two main areas where duration is used
within the actuarial profession. The first is used to
determine the interest-rate sensitivity of a company’s
reserves (liabilities) and the other is with regard to
how long a claim is open.

PVTPYMTS = the present value of the total
payments
t = time from present to payment date.
Modified duration =

Macaulay duration
1+r

(2)

where
r = current interest rate.

Interest-rate Sensitivity
Loss reserves (liabilities) for (see Reserving in Nonlife Insurance) some insurance companies are sensitive to changes in interest rates. This means that
if interest rates increase, the company’s reserves (at
present value) will decrease. Conversely, when interest rates decrease, its reserves (at present value)
will increase. To manage this risk, many companies will use an asset–liability management (see
Asset–Liability Modeling) strategy in which the
duration of a company’s assets is roughly the same as
its liabilities. Here, duration is an approximate measure of the percentage change in the present value of
payments that results from a percentage-point change
in the interest rates used in discounting them [3].
For a short tail line, like homeowners, the duration of its reserves is usually less than a year. A
long tail line, like workers’ compensation, will have
a duration of over three years. The reason for this
difference is that unlike homeowners, the average
claim for workers’ compensation will be open for
over three years. To calculate the duration of reserves,
some different formulas are used. These are called the
Macaulay [2], Modified [3], and Effective [1] duration. The first two formulas are simpler and easier
to use, but have drawbacks when certain conditions
exist. Effective duration tends to be more accurate
but is also more complex. Effective duration is more
accurate when a change in interest rates also changes
the amount of the future payment. The formulas for
the Macaulay, Modified, and Effective duration are
given below.
Macaulay duration =

 (t ∗ PVPYMTSt )
(1)
PVTPYMTS

where
PVPYMTSt = the present value of the future
payment at time t

In words, the Macaulay duration is the weighted
average of the payment dates, where the weights
are the present values of each payment. This formula focuses on the interest-rate sensitivity of the
liability’s future payments. The Modified formula,
however, focuses on the interest-rate sensitivity of
the present value of the liability.
Effective duration can be defined within a proportional decay model, which assumes that proportion c
of the beginning reserve for the year is paid out during the year. The calculation looks at the effects of
both a small increase and a small decrease in interest
rates, in each case by an amount r:
Effective duration [1]
 


1 + i−
r +c
∗
=
2r
r− + c + ci− − i−


1 + i+
−
r+ + c + ci+ − i+

(3)

where
c = annual payment ratio
r = interest rate
r− or r+ = the decreased or increased interest
rates
i− or i+ = the inflationary adjustment after the
change in interest rates.
The inflation adjustment here contemplates the correlation between interest rates and inflation. The main
difference between the Effective duration and the others is that this duration accounts for the fact that
sometimes the payment amount can change as interest rate changes. Inflation-sensitive payments would
be an example of this, assuming that interest rates and
inflation are correlated. The other duration formulas
assume that the payment amount remains fixed.
A simple example of how the duration is used
to calculate the sensitivity of reserves to changes in

2

Duration

interest rates may help. Assume that the Modified
duration is 4.0 and the interest rate decreased from
8.0 to 7.99%. This means that the present value
of reserves will increase by approximately 0.04%
(duration times change in interest rates times −1, or
4.0*(−0.0001)*(−1)). This example was for a small
change in interest rates, but could also work for a
small parallel shift in the yield curve (see Interestrate Modeling). If the change in interest rates causes
a change in the value of the future payment, then the
Effective duration formula should be used.

long as forty years, while for an automobile physical
damage claim (see Automobile Insurance, Private;
Automobile Insurance, Commercial), it is usually
less than six months.
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TONY PHILLIPS

Dynamic Financial
Modeling of an Insurance
Enterprise
Introduction
A dynamic financial insurance model is an integrated
model of the assets and liabilities of an insurer. In the
United Kingdom, these models may be called ‘model
offices’. Modeling the insurer as a whole entity differs from individual policy or portfolio approaches to
modeling in that it allows for interactions and correlations between portfolios, as well as incorporating
the effect on the organization of decisions and strategies, which depend on the performance of the insurer
as a whole. For example, profit distribution is most
sensibly determined after consideration of the results
from the different insurance portfolios that comprise
the company, rather than at the individual portfolio
level. The insurance enterprise model takes a holistic
approach to asset–liability modeling, enabling synergies such as economies of scale, and whole insurer
operations to be incorporated in the modeling process.

A Brief History
In the early 1980s, actuaries were beginning to branch
out from the traditional commuted values approach to
actuarial analysis. Increasingly, computers were used
to supplement the actuarial valuation with cash flow
projections for liability portfolios (see Valuation of
Life Insurance Liabilities). In a cash-flow projection, the premium income and benefit and expense
outgo for a contract are projected, generally using
deterministic, ‘best estimate’ assumptions for the projection scenarios. In the United Kingdom cash flow
testing became an industry standard method for premium rating for some types of individual contracts,
including unit-linked products. (Unit-linked policies
are equity-linked contracts similar to variable annuities in the USA.) A natural development of the cash
flow–testing model for individual contracts was to
use cash-flow testing for whole portfolios, and then
to create an overall model for an insurance company
by combining the results for the individual portfolios.
In 1982, the Faculty of Actuaries of Scotland
commissioned a working party to consider the nature

and assessment of the solvency of life insurance
companies. Their report [14], describes a simple
model office with two different contract types (participating endowment insurance (see Participating
Business) and nonparticipating term insurance) (see
Life Insurance). A stochastic model of investment
returns (see Stochastic Investment Models) was
used in conjunction with the liability model to attempt
to quantify the probability of ruin (see Ruin Theory)
for the simplified life insurer. This was the first application of the full Wilkie model of investment [16,
17]. Moreover, the working party proposed a method
of using their model office to determine a solvency
capital requirement for a given solvency standard.
At around the same time, the actuarial profession
in Finland was introducing a model office approach
to regulation for non-life (property–casualty) offices
(see Non-life Insurance), following the pioneering work of the Finnish Solvency Working Party,
described in [11].
The novelty of the Faculty of Actuaries Solvency
Working Party and the Finnish studies lay both in
the use of stochastic simulation, which had not
been heavily used by actuaries previously, and in the
whole-enterprise approach to modeling the liabilities.
This approach was particularly relevant in the
United Kingdom, where equities have traditionally
been used extensively in the investment of policyholder funds. In the 1980s and 1990s, equities might
have represented around 65 to 85% of the assets of
a UK life insurer. Returns on equities are highly
variable, and some recognition of this risk in solvency assessment is imperative. On the liability side,
the distribution of profits for participating business
is effected in the United Kingdom and some other
countries partly through reversionary bonus, which
increases the guaranteed sum insured over the term
of the contract. The Faculty of Actuaries Solvency
Working Party study explored the potential mismatch
of liabilities and assets, and the capital required to
‘manage’ this mismatch, through a simple, stochastic
model office.
As a separate but related development, in the
early 1990s, regulators in Canada began to discuss
requiring the regular dynamic financial analysis of
insurance company operations on a whole company
basis – that is, through a model office approach.
Dynamic financial analysis (DFA) involves projecting the cash flows of an insurance operation
through a number of scenarios. These scenarios might
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include varying assumptions for asset returns and
interest rates (see Interest-rate Modeling), mortality
(see Mortality Laws), surrenders (see Surrenders
and Alterations) and other valuation assumptions.
Although the initial impetus for DFA was to assess
and manage solvency capital, it became clear very
quickly that the model office approach provided a
rich source of information for more general strategic
management of insurance. The advantages of DFA in
risk management were appreciated rapidly by actuaries in other countries, and a regular DFA is now
very common practice in most major insurance companies as part of the risk management function. The
initial implementation of DFA used deterministic, not
stochastic, scenarios. More recently, it has become
common at least in North America for DFA to incorporate some stochastic scenario analysis.

Designing a Model Insurer
The design features of a model insurer depend on the
objectives for the modeling exercise.
The key design points for any model office are
1. deterministic or stochastic projection;
2. determination of ‘model points’;
3. integration of results from subportfolios at each
appropriate time unit;
4. design of algorithms for dynamic strategies;
5. run-off or going-concern projection.
Each of these is discussed in more detail in this
section. For a more detailed examination of the design
of life insurance models, see [7].

Deterministic or Stochastic Scenario Generation
Using the deterministic approach requires the actuary
to specify some scenarios to be used for projecting
the model insurer’s assets and liabilities. Often, the
actuary will select a number of adverse scenarios to
assess the insurer’s vulnerability to various risks. This
is referred to as ‘stress testing’. The actuary may also
test the effect on assets and liabilities of the introduction of a new product, or perhaps a new strategy
for asset allocation or bonus distribution (see Participating Business), for some central scenario for
investment returns. Some deterministic scenarios are
mandated by regulators (see Insurance Regulation

and Supervision). For example, the ‘New York 7’ is
a set of deterministic interest-rate scenarios required
for cash flow testing for certain portfolios in the
United States.
There are some problems with the deterministic
approach. First, the selection of scenarios by the actuary will be subjective, with recent experience often
given very heavy weight in deciding what constitutes a likely or unlikely scenario. When actuaries
in the United Kingdom in the 1980s were estimating the cost of the long-term interest-rate guarantees
implicit in guaranteed annuity options (see Options
and Guarantees in Life Insurance), the possibility that interest rates might fall below 6% per year
was considered by many to be impossible and was
not included in the adverse scenarios of most insurers. In fact, interest rates just 15 years earlier were
lower, but the actuaries selecting the possible range of
long-term interest rates were influenced by the very
high interest rates experienced in the previous 5 to
10 years. As it turned out, interest rates 15 years later
were indeed once again below 6%.
Another problem with stress testing is that selecting adverse scenarios requires prior knowledge of the
factors to which the enterprise is vulnerable – in other
words, what constitutes ‘adverse’. This is generally
determined more by intuition than by science.
Because no probability is attached to any of the
scenarios, quantitative interpretation of the results
of deterministic testing is difficult. If the actuary
runs 10 deterministic scenarios under a stress-testing
exercise, and the projected assets exceed the projected
liabilities in 9, it is not clear what this means. It
certainly does not indicate an estimated 10% ruin
probability, since not all the tests are equally likely;
nor will they be independent, in general.
Using stochastic simulation of scenarios, a stochastic model is selected for generating the relevant
investment factors, along with any other variables
that are considered relevant. The parameters of the
model are determined from the historical data using
statistical techniques. The model is used to generate a
large number of possible future scenarios – perhaps
1000. No attempt is made to select individual scenarios from the set, or to determine in advance the
‘adverse’ scenarios. Each scenario is assumed to be
equally likely and each is independent of the others. This means that, for example, if an actuary runs
10 000 simulations, and the projected assets exceed
the projected liabilities in only 9000, then a ruin
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probability of around 10% would be a reasonable
inference. Also, using standard statistical methodology, the uncertainty of the estimate arising from
sampling error can be quantified.
One of the models in common use in the United
Kingdom and elsewhere for generating investment
scenarios is the Wilkie model, described in [16, 17].
This describes interrelated annual processes for price
inflation, interest rates, and equity prices and dividends.
In principle, a model insurer may be designed to
be used with both stochastic scenarios and deterministic scenarios. The basic structure and operations
are unaffected by the scenario-generation process. In
practice, however, using stochastic simulation will
obviously not be feasible with a model, which is
so complex that each scenario takes many hours of
computer time. The choice of whether to take a deterministic or a stochastic approach is therefore closely
connected with the determination of model points,
which is discussed next.

Determination of Model Points
A model point can be thought of as a collection of
similar policies, which is treated as a single ‘policy’
by the model office. Using a large number of model
points means that policies are grouped together at a
detailed level, or even projected individually (this is
called the seriatim approach). Using a small number of model points means that policies are grouped
together at a high level, so that a few model points
may broadly represent the entire liability portfolio.
For example, term insurance and endowment insurance contracts may be collected together by term to
maturity, in very broad age bands. Each group of
contracts would then be treated as a single policy for
the aggregate sum insured, using some measure of
mortality averaged over the age group.
However powerful the computer, in designing a
model life insurer there is always a trade-off between
the inner complexity of the model, of which the number of model points is a measure, and the time taken
to generate projection results. In practice, the number and determination of model points used depends
to some extent on the objective of the modeling
exercise.
Broadly, model offices fall into one of the following two categories. The first is a detailed model
for which every scenario might take many hours of
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computer time. The second is a more broad-brush
approach, in which each scenario is sufficiently fast
so that many scenarios can be tested. The first type
we have called the revenue account projection model,
the second we have called the stochastic model, as
it is usually designed to be used with stochastic
simulation.
Type 1: Revenue Account Projection Model Office.
Models built to project the revenue account tend to
be highly detailed, with a large number of liability
model points and a large number of operations. Using
a large number of model points, gives a more accurate
projection of the liability cash flows.
The large number of model points and transactions means that these model offices take a long
time to complete a single projection. The revenue
account model office is therefore generally used with
a small number of deterministic scenarios; this may
be referred to as stress testing the enterprise, as the
model allows a few adverse scenarios to be tested to
assess major sources of systematic risk to the revenue account. Generally, this type of model is used
for shorter-term projections, as the uncertainty in the
projection assumptions in the longer term outweigh
the detailed accuracy in the model.
Type 2: Stochastic Model Office. Models built
to be used predominantly with randomly generated
scenarios tend to be less detailed than the revenue
account projection models. These are often used to
explore solvency risks, and may be used for longer
projection periods. Fewer model points and fewer
operations means that each projection is less detailed
and may therefore be less accurate, particularly on the
liability side. However, the advantage of using a less
detailed model is that each projection is very much
faster, allowing more scenarios and longer projection
periods to be considered. In particular, it is possible
to use stochastic simulation for assets and liabilities.
Provided suitable stochastic models are used, the
variation in the stochastic projections will give a more
accurate picture of the possible range of results than
a deterministic, detailed, type-1 model office.
For running a small number of detailed, individually accurate, shorter-term projections, a revenue
account projection model is preferable. To investigate
the possible range or outcomes, the stochastic office is
required; each projection will be less detailed and less
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accurate than the revenue account projection model,
but the larger number of scenarios, and the objective
generation of those scenarios using stochastic simulation, will give quantitative, distributional information,
which cannot be ascertained through the stress-testing
approach.
The increasing power of computers is beginning
to make the distinction between the two model types
less clear, and as it becomes feasible to run several
hundred scenarios on a revenue account projection
model, it is becoming more common for insurers
to use the same model for stress testing and for
stochastic simulation. In a survey of risk management
practice by Canadian insurers [3], it is reported that
all of the large insurers used both deterministic and
stochastic scenarios with their insurance models for
asset–liability management purposes. However, few
insurers used more than 500 scenarios, and the computer run time averaged several days. In most cases,
a larger, more detailed model is being used for both
deterministic and stochastic projections.

Integration of Results from Subportfolios at each
Appropriate Time Unit
The major advantage of modeling the office as a
single enterprise is that this allows for the interaction
between the individual liability portfolios; operations
can be applied in the model at an enterprise level.
For example, in the United Kingdom, the regulator
requires the insurer to demonstrate resilience to a
simultaneous jump in stock prices and interest rates.
The insurer must show sufficient surplus to withstand
this shock. The test is applied at an enterprise level;
the test does not need to be applied separately to each
liability portfolio. There are also interactions between
the individual liability portfolios; for example, the
projected profit from nonparticipating business may
be used to support other liabilities.
In order for the model to allow this type of enterprise operation, it is necessary to project the enterprise, as a whole, for each time unit. It will not work,
for example, if each liability portfolio is modeled separately over the projection period in turn. This means
that the model office should provide different results
to the aggregated results of individual liability portfolio cash flow projections, as these cannot suitably
model the portfolio synergies and whole-enterprise
transactions.
In practice this entails, in each time period, calculating the individual portfolio transactions, then

combining the individual portfolio cash flows to
determine the whole insurer cash flows. Dynamic
strategies operating at the whole insurer level would
then be applied, to determine, for example, asset allocation, tax and expenses, and dividend and bonus
declarations. It may then be necessary to return to the
portfolio level to adjust the cash flows at the portfolio
level, and indeed several iterations from portfolio to
whole insurer may be necessary.

Design of Dynamic Decision Strategies
A model is said to be ‘dynamic’ if it incorporates
internal feedback mechanisms, whereby the model
operations in some projection period depend, to some
extent, on the results from earlier projection periods.
For example, a model for new business in some time
period may be dependent on the projected solvency
position at the end of the previous time period.
Dynamic strategies represent the natural mechanisms controlling the insurer in real life. Without
them the model may tend to some unreasonable state;
for example, a rigid mechanism for distributing surplus may lead to unrealistically high levels of retained
surplus, or may deal unrealistically with solvency
management when assets are projected to perform
poorly relative to liabilities. The determination of an
algorithm for the determination of how much projected surplus is to be distributed may be important
in maintaining the surplus ratio at realistic levels.
It is often important to use a dynamic valuation
basis in the model. This is particularly relevant in
jurisdictions where an active or semiactive approach
to valuation assumptions is used; that is, the valuation
assumptions change with the asset and liability performance, to some extent. This is true in the United
Kingdom, where the minimum valuation interest rate
is determined in relation to the return on assets over
the previous valuation period. This is semiactive, in
that the assumptions are not necessarily changed each
year, but must be changed when the minimum is
breached. In the United States, the approach to the
valuation basis is more passive, but the risk-based
capital calculations would reflect the recent experience to some extent.
A model that includes an allowance for new business could adopt a dynamic strategy, under which
new business would depend on the asset performance
over previous time periods.
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Lapses are known to be dependent to some extent
on economic circumstances, and so may be modeled dynamically. Also, for equity-linked insurance
with maturity guarantees, we may assume that lapses
follow a different pattern when the guarantee is inthe-money (that is, the policyholder’s funds are worth
less than the guarantee) to when the guarantee is outof-the-money.
Asset allocation may be strongly dependent on the
solvency position of the office, which may require a
dynamic algorithm. This would certainly be necessary
in modeling UK insurers, for whom, traditionally, a
large proportion of funds are invested in equity and
property when the solvency situation is satisfactory.
When the asset to liability ratio gets near to one,
however, there is substantial motivation to move into
fixed-interest instruments (because of the valuation
regulations). A dynamic algorithm would determine
how and when assets are moved between stocks and
bonds.

Run-off or Going-concern
In the model office, the assets and liabilities are projected for some period. An issue (related to the model
points question) is whether the liabilities will include
new business written during the projection period, or
whether instead, the scenarios only consider the runoff of business currently in force. Which assumption
is appropriate depends on the purpose of the projection, and also to some extent on the length of the
projection period.
It may be reasonable to ignore new business in solvency projection, since the pertinent issue is whether
the current assets will meet the current liabilities
under the scenarios explored. However, if new business strain is expected to have a substantive effect on
solvency, then some new business should be incorporated.
The difficulty with a going-concern approach is in
formulating a reasonable model for both determining the assumed future premium rates and projecting
future premium volume. This is particularly difficult
for long-term projections. For example, in projecting a with-profits life insurer, the volume of business
written should depend on bonus history and premium loadings. Premium loadings should have some
dynamic relationship with the projected solvency
position. These are hard enough to model. Complicating the issue is the fact that, in practice, the behavior
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of competitors and regulators (where premiums must
be approved) will also play a very important role
in the volume of new business, so a realistic model
must incorporate whole market effects. Although this
is possible, and is certainly incorporated in most revenue account type models, it should be understood
that this is often a source of very great model and
parameter uncertainty.
A middle approach may be useful for some applications, in which new business is assumed to continue
for the early part of the projection period, after which
the business reverts to run-off. This has the benefit
that the short-term effects of new business strain can
be seen, and the short-term prospects for new business volume and premium rates may be estimated
with rather less uncertainty than in the longer term.
This approach is used in, for example, [1, 4].

Solvency Assessment and Management
Assessing the solvency risk was one of the earliest
motivations for the construction of model life and
non-life insurers. Computers allowed exploration of
the complex modeling required for any insight into
solvency assessment, quickly overtaking the analytical approach that involved great simplification and
tended to ignore important characteristics and correlations. Ruin theory, for example, is an analytical
method that has been applied for many years to nonlife insurers, but the classical model ignores, for
example, expenses, interest, delays in claim settlements, heterogeneous portfolios, varying premiums,
and inflation. All these factors can be readily incorporated into a computer-based model of a non-life
insurer.

Life Insurance
In life insurance, the model office approach to stochastic solvency assessment and capital management
was pioneered by the Faculty of Actuaries Solvency
Working Party [14]. This working party was established in 1980 to investigate the criteria by which
the solvency of life insurers should be assessed.
Their conclusion was that solvency is a matter of
probability, and that the measurement of solvency
therefore required quantifying the solvency probability for a given time horizon. As a result of the
complexity of the insurance process, stochastic simulation was the method proposed by the working
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party for measuring the solvency probability. This
was a major step for actuaries, for whom solvency
had been considered a binary issue, not a probabilistic one.
A number of papers followed, which developed
more fully the idea of stochastic simulation of model
life insurers for solvency assessment. In Finland,
Pentikäinen and Pesonen, in [10], were also exploring
the issue, but the imperative was arguably much
greater in the United Kingdom where the exposure of
life insurers to equities was traditionally much higher
than in other developed markets. Further exploration
of different aspects of the stochastic simulation model
insurer approach to solvency assessment can be found
in [4–6, 12].
All of these works are concerned predominantly
with investment risk. Investment returns, inflation,
and interest rates are stochastically simulated. The
Wilkie model is a popular choice for this, particularly in the United Kingdom, although several others
have been proposed and many firms have tailored
their own proprietary models. On the other hand, for a
traditional with-profits insurer, mortality is generally
modeled deterministically. It is easily demonstrated
that the risk from mortality variation is very small
compared to the investment risk. This is because for
a substantial portfolio of independent lives, diversification reduces the relative mortality risk substantially.
Also, an office that combines, say, annuity and insurance products is hedged against mortality risk to
some extent. On the other hand, the investment risk
tends to affect the whole portfolio and cannot be
diversified away. A stochastic approach to mortality would be more critical for a smaller portfolio
of high sum-at-risk policies, such as a reinsurer (see
Reinsurance) might write. The extension of scenarios (stochastic or deterministic) to incorporate other
risks, such as pricing or operational risk, is becoming increasingly common in the application of insurer
models.
The fundamental relationships for the asset shares
of a stochastic life insurance model might be summarized as follows. For simplicity, we assume cash
flows at the start and end of each time unit, giving
the following process for asset shares. For a cohort
of policies grouped (for example) by age x, we have
the asset share process
(AS)x,t,j = ((AS)x−1,t−1,j + Px,t,j − Ex,t,j )(1 + It,j )
− Cx,t,j − (SV)x,t,j + Dx,t,j

(1)

where
•
•

•

•

•

•

(AS)x,t,j is the total asset share of the lives age
x at the end of the tth projection period for
insurance class j.
Px,t,j is the projected premium income from lives
age x in the tth projection period for insurance class j. For business in force at the start
of the projection, the premium per unit sum
insured will be fixed (for traditional products);
for new business or for variable premium business, the premium process might depend on the
solvency position and on the dividend payouts
in previous projection periods through a dynamic
mechanism.
Ex,t,j is the projected expenses in the tth projection period for insurance class j (including
an allocation of fixed expenses). The stochastic
inflation model would be used to project future
expense levels.
It,j is the rate of return earned on asset shares
for insurance class j. The rate depends on the
asset model, and on the allocation of assets to the
different investment classes. We generally assume
at least two classes, stocks and bonds. The asset
allocation must be a dynamic process, as it will
depend on the projected solvency position.
Cx,t,j is the projected claims cost for lives age x
in the tth projection period for insurance class j.
Claims may be modeled with deterministic frequency (as discussed above), but some models
incorporate stochastic severity, representing the
variation of sums insured in a traditional insurance portfolio. Sums insured for new business
will also have a stochastic element if policy
inflation is modeled separately; using the Wilkie
model, the simulated price inflation process may
be used for projecting sums insured for new
business.
(SV)x,t,j is the projected cost of surrenders paid
in respect of lives age x in the tth projection
period for insurance class j . Surrender payments,
if appropriate, may be calculated by reference to
the projected asset share, or may be related to
the liability valuation. The surrender frequency
is often modeled deterministically, but may also
be dynamic, related to the projected solvency
situation, or to projected payouts for participating
business, or to projected investment experience,
or some combination of these factors.

Dynamic Financial Modeling of an Insurance Enterprise
•

7

Dx,t,j is the contribution from other sources,
for example, portfolios of participating insurance
may have a right to a share of profits from nonparticipating business. For participating business
with cash dividends, D would be negative and
represents a decrement from the portfolio asset
shares.

appropriate valuation calculation produces a liability
of Lx,t,j for the lives age x, insurance class j in the
tth projection year, with an overall liability of

The total office assets are projected similarly to the
asset shares, with

The projected surplus of the insurer is then projected
as At − Lt , and when this is negative the insurer is
projected to be insolvent. We generally work with the
asset to liability ratio; At /Lt .
In Figure 1 we show the projected asset–liability
ratio distribution for a UK-style model life insurer,
with two product types, nonparticipating term insurance and participating endowment insurance. All
policies are issued for 25 years to lives age 35
at issue; profits for participating business are distributed as a combination of reversionary and terminal bonuses, with a dynamic bonus algorithm that
depends on the relationship between the asset share
and the liabilities. Liabilities also follow UK practice,
being a semipassive net premium valuation, with valuation basis determined with regard to the projected
return on assets. Bonds, stock prices and dividends,
and price inflation are all modeled using the model
and parameters from [16]. The model insurer used is
described in detail in [4].

At = (At−1 + Pt − Et )(1 + It ) − Ct − (SV)t
− (DV)t ,

(2)

where Pt , Et , Ct , (SV)t are premiums, expenses,
claims, and surrender payments for the tth projection
year, summed over the ages x and insurance classes
j. It is the rate of return earned on assets as a
whole. (DV)t represents dividend payments out of the
insurer funds, including shareholder dividends and
cash bonus to participating policyholders.
Once the entrants and exits have been calculated,
it is necessary to calculate the liability for each insurance class. This will use an appropriate valuation
method. Where the valuation basis is active or semiactive (i.e. where the valuation basis changes to some
extent according to the experience) the liability valuation is clearly a dynamic process. Suppose that an

Lt =


j

Lx,t,j .
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Figure 1 shows 35 sample-simulated paths for the
asset–liability ratio; Figure 2 shows some quantiles
for the ratio at each annual valuation date from a
set of 1000 projections. The projection assumes new
business is written for five years from the start of the
projection.
The effect of incorporating dynamic elements in
the model is to avoid unrealistic long-term behavior – such as having an asset–liability ratio that
becomes very large or very small. This is demonstrated here. Although there are a few very high
values for the ratio, the strategy for distribution of
profits regulates the process. Similarly, at the low end,
the model incorporates strategies for managing a low
asset–liability ratio, which regulates the downside
variability in the asset–liability ratio. This includes
reducing payouts when the ratio is low, as well as
moving assets into bonds, which releases margins in
the liability valuation.
The model insurer used to produce the figures is
an example in which the number of model points is
small. There are only two different insurance classes,
each with 25 different cohorts. There is also substantial simplification in some calculations; in particular,
for the modeling of expenses. This allows a large
number of scenarios to be run relatively quickly.
However, the basic structure of the more detailed
model would be very similar.

Non-Life Insurance
The work of the Finnish Working Party on the solvency of non-life insurers is described in [11]. The
work is summarized in [9]. The basic structure is very
simply described in equation (2.1.1) of that paper, as
U (t + 1) = U (t) + B(t) + I (t) − X(t)
− E(t) − D(t),

(4)

where, for the time interval t to t + 1
U (t) denotes the surplus at t (that is, assets minus
liabilities);
B(t) denotes the premium income;
I (t) denotes the investment proceeds, including
changes in asset values;
X(t) represents claims paid plus the increase in the
outstanding claims liability;
E(t) represents the expenses incurred;
D(t) represents dividend or bonus payments from
the model insurer funds.
As for the life insurance model, this simple relationship belies the true complexity of the model, which
is contained in the more detailed descriptions of the
stochastic processes U, B, I, X, C, and D. These are
random, correlated, dynamic processes. The incurred
claims process may be simulated from a compound
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Poisson distribution (see Compound Distributions;
Discrete Parametric Distributions). The delay in
settling claims and the effect of inflation before payment must then be modeled conditional on the simulated incurred claims experience.
For example, let Xi k represent claims incurred in
year i from insurance class k. These may be generated
by stochastic simulation, or by deterministic scenario
selection. Since claims incurred in different insurance
classes in the same interval will be correlated, a joint
model of the variable Xi = (Xi 1 , Xi 2 , . . . , Xi m ) is
required. Now, we also need to model settlement
delay, so we need to determine for each class, the
proportion of the claims incurred in year i , which
is paid in year j ≥ i, for insurance class k (see
Reserving in Non-life Insurance). Denote this as
rij k , say. We may also separately model an inflation
index for each class, λj k . Both r and λ may be
deterministically or stochastically generated.
Assume that Xi is expressed in terms of monetary
units in year i, then the claims paid in respect of
insurance class k in year t can be calculated as
Xk (t) =



Xi k ritk

i≤t

λt k
.
λik

(5)

The insurer does not know the values of rij k and
λj,k before the payment year j. Some values must be
assumed to determine the insurer’s estimation of the
contribution of Xi k to the outstanding claims liability.
This would generally be done using a fixed set of
values for rij k , depending only perhaps on k − i and
k ; denote these values as r̂ij k and λ̂j k .
Let Lk (t + 1) represent the estimated outstanding
claims liability at the end of the tth year arising
from insurance class k, determined using the insurer’s
estimated values for the run-off pattern r and inflation
index λ is
Lk (t + 1) =

 
i≤t j ≥t+1

Xi k r̂ij k

λ̂j k
λ̂i k

.

(6)

If we consider integer time intervals, and assume that
premiums are paid at the start of each
time unit and
claims paid at the end, then L(t) = k Lk (t) also
represents the total liability at time t.
Now we are in a position to determine X(t) in
equation 1 above, as

X(t) =
(Xtk rttk ) + L(t + 1) − L(t). (7)
k
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This method of modeling the claims run-off process
is described in more detail in [2].
Modeled stochastically, the premium process B(t)
may contain a random element, and may also be partially determined dynamically through a control rule
that increases loadings if claims experience is adverse
(with a short lag). Premiums for different classes of
business should be correlated, and premiums would
be affected by the inflation process, which also feeds
through to the investment proceeds process, I (t).
Expenses may be modeled fairly simply for a stochastic model, or in much greater detail for a deterministic, revenue account projection model. The dividend
process D(t) would be used as a control mechanism,
being greater when the surplus is larger, less when the
surplus is smaller. It may be realistic to incorporate
some smoothing in the dividend process, if it is felt
that large changes in dividends between the different
time units would be unacceptable in practice.
In property and casualty insurance modeling, the
claims process is emphasized. This is appropriate
because insolvency is most commonly caused by
the liability side in short-term insurance – inadequate
premiums or adverse claims experience. The analyst
firm A M Best, looking at non-life insurer failure in
the United States between 1969 and 1998 found that
42% of the 683 insolvencies were caused primarily
by underwriting risks, and only 6% were caused by
overvalued assets. In contrast, life insurers are more
susceptible to investment risk.
Model office development for non-life business
has moved a long way, with a general acceptance
of the need for integrated stochastic models in the
United Kingdom and elsewhere. A range of more
sophisticated treatment has been developed into the
more broadly oriented Dynamic Financial Analysis
models. Since 1996, the Casualty Actuarial Society has operated an annual call for papers developing the methods and applications of dynamic financial insurance models for non-life insurers. In an
early contribution, Warthen and Sommer in [15] offer
some basic principles for dynamic financial models in non-life insurance, including a list of variables commonly generated stochastically. This list
includes asset returns and economic variables, claim
frequency and severity by line of business, loss payment, and reporting patterns, loss adjustment and
other expenses, catastrophe losses, premiums, and
business growth. In non-life insurance, the benefits
of stochastic simulation over deterministic projection
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were apparently fairly generally accepted from the
earliest models.

Model Output
Using deterministic projections, the output must be
interpreted qualitatively; that is, by indicating which
if any of the scenarios used caused any
problems.
Using stochastic simulation, interpreting and communicating the model output is more complex. The
amount of information available may be very large
and needs to be summarized for analysis. This can
be in graphical form, as in Figure 1. In addition, it
is useful to have some numerical measures that summarize the information from the stochastic simulation
output. A popular measure, particularly where solvency is an issue, is the probability of insolvency
indicated by the output. For example, suppose we
use N = 1000 scenarios, generated by Monte Carlo
simulation, and where each scenario is assumed to be
equally likely. If, say 35 of these scenarios generate
an asset–liability ratio that falls below 1.0 at some
point, then the estimated probability of ruin would
be p̂ = 0.035. The standard error for that estimate, is
estimated at

p̂(1 − p̂)
,
N
which, continuing the example, with p̂ = 0.035 and
N = 1000 gives a standard error of 0.0058.
Other measures are also commonly used to summarize the distribution of outcomes. The mean and
standard deviation of an output variable may be
given. Often, we are most interested in the worst outcomes. A risk measure is a mapping of a distribution
to a real number, where the number, to some degree,
represents the riskiness of the distribution. Common
risk measures in dynamic financial modeling applications are the quantile risk measure and the conditional
tail expectation or CTE risk measure. The quantile
risk measure uses a parameter α, where 0 < α < 1.
The quantile risk measure for a random loss X is
then Vα , where Vα is the smallest value satisfying the
inequality
Pr[X ≤ Vα ] ≥ α.

(8)

In other words, the α-quantile risk measure for a
loss distribution X is simply the α-quantile of the

distribution. It has a simple interpretation as the
amount that, with probability α, will not be exceeded
by the loss X.
The conditional tail expectation is related to the
quantile risk measure. For a parameter α, 0 < α < 1,
the CTEα is the average of the losses exceeding the
α-quantile risk measure. That is,
CTEα = E[X|X > Vα ].

(9)

Note that this definition needs adjustment if Vα falls
in a probability mass.
Both these measures are well suited for use with
stochastically simulated loss information. For example, given 1000 simulated net loss values, the 95%
quantile may be estimated by ordering the values
from smallest to largest, and taking the 950th (or
951st for a smoothed approach). The 95% CTE is
found by taking the average of the worst 5% of losses.
Both measures are simple to apply and understand.
Many actuaries apply a mean variance analysis
to the model output. That is, comparing strategies
that increase the mean income to the insurer by
considering the respective variances. A strategy with
a lower mean and higher variance can be discarded.
Strategies that are not discarded will form an efficient
frontier for the decision. In [15] other risk return
comparisons are suggested, including, for example,
pricing decisions versus market share.
One useful exercise may be to look in more detail
at the scenarios to which the insurer is most vulnerable. This may help identify defensive strategies.

Dynamic Financial Analysis
In both life and non-life insurance, the usefulness
of dynamic financial models for strategic purposes
became clear as soon as the software became widely
available. The models allow different risk management strategies to be explored, and assist with product
development and dividend policy. In many countries
now, it is common for major strategic decisions to be
tested on the model office before implementation.
In Canada, insurers are required by regulators to
carry out an annual dynamic financial analysis of their
business. In the United States, many insurers have
incorporated DFA as part of their standard risk management procedure. In the United Kingdom, Muir
and Chaplin [8] reported on a survey of risk management practice in insurance, which indicated that
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the use of model offices in risk assessment and management was essentially universal. Similar studies in
North America have shown that, in addition, stochastic simulation is widely used, though the number of
simulations is typically relatively small for assessing
solvency risk, with most insurers using fewer than
500 scenarios. Although the terminology has changed
since the earliest research, solvency issues remain at
the heart of dynamic financial modeling. One of the
primary objectives of insurance modeling identified
by the Risk Management Task Force of the Society of Actuaries is the determination of ‘Economic
Capital’, which is defined loosely as ‘. . .sufficient
surplus capital to meet negative cash flows at a
given risk tolerance level.’ This is clearly a solvency
management exercise. Rudolph, in [13] gives a list
of some of the uses to which insurance enterprise
modeling is currently being put, including embedded
value calculations, fair value calculations, sources of
earnings analysis, economic capital calculation, product design, mismatch analysis, and extreme scenario
planning (see Valuation of Life Insurance Liabilities).
Modern research in dynamic financial modeling
is moving into the quantification and management
of operational risk, and in the further development
of the modeling of correlations between the various
asset and liability processes of the insurer. As computational power continues to increase exponentially, it
is clear that increasingly sophisticated modeling will
become possible, and that the dilemma that companies still confront, of balancing model sophistication
with the desire for testing larger numbers of scenarios
will eventually disappear.
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Earthquake Insurance
As the name implies, earthquake insurance is insurance against the risk of damage resulting from earthquake. This is not usually sold as a stand-alone
product, although some securitized risk transfer products based on the risk of earthquake in a particular
area have been developed.
Earthquake insurance is typically included in
(or, rather, not excluded from) most property
insurances (see Property Insurance – Personal).
While virtually no areas in the world are totally free
of seismic activity, the risk is principally concentrated
along active fault lines around the edges of the
tectonic plates, around volcanic hot spots, and in
areas of deep seismic activity.
Underwriting is based on a combination of seismological and structural data. The seismological data
is used to estimate the frequency of occurrence, type
and intensity probability distributions for a particular
location, and the structural data to convert type and
strength of movement into severity of damage.
While, for much of the world, the risks are fairly
stable on a timescale of centuries, certain areas
exhibit greater variation. The most obvious of these
are found where two plates or subplates are moving fairly rapidly in opposite directions along a fault

line. The behavior of such a fault line depends on
the friction between the two plates. If this is low,
then stresses are released frequently in a series of
small movements. If it is high, then stress builds up
over longer periods and is released in larger movements. The longer the period of relative stability the
greater the energy released in the eventual movement. A notable example is the San Andreas fault
in Southern California, where the timescale appears
to be decades.
In such areas, therefore, the earthquake component
of the required risk premium (i.e. the true statistical
expectation of claim cost, as opposed to the reigning
market view) is relatively low for a period after each
major release, until sufficient potential energy that
can cause serious damage builds up along the fault
line. Once sufficient energy has accumulated, the risk
premium rises progressively as both the probability
of release and the severity of the probable damage
grow. Such a pattern is contrary to the usual pattern
of insurance premiums in the market, which tend
to rise in response to a series of heavy claims and
to fall under competitive pressure in response to
light experience.
(See also Natural Hazards)
ROBERT BUCHANAN

Employer’s Liability
Insurance
Conceptually, this form of insurance provides a business entity with protection against liabilities that
may arise in connection with injuries suffered by its
employees.
In most countries, employer liability insurance is
treated similar to general third party liability and
other forms of commercial liability insurance.
In the United States, employer’s liability has a narrower definition. It is generally written together with
workers compensation insurance, with coverage
provided under the same policy and the premium cost
imbedded within the workers compensation premium.
Until the early twentieth century, workers compensation insurance as it is known today did not exist,
and employer’s liability insurance was all encompassing. However, employer’s liability insurance is
now intended to only be necessary for specific circumstances that would generate liabilities not covered
by workers compensation (due to the workers compensation exclusive remedy concept, injured workers
have – regardless of fault – their medical costs covered and are provided income replacement benefits
without the need to bring a lawsuit against their
employer). One example of the need for employer’s
liability insurance is the case in which the employer
was not required to purchase workers compensation
insurance (e.g. agricultural employees in some states,
minimal number of employees, etc.). Another circumstance is known as ‘Third Party Liability Over’,
whereby an injured worker sues a third party (e.g.

the manufacturer of a product) for damages resulting
from the workplace injury, and the third party subsequently sues the employer (e.g. alleging misuse of
the product by the employer).
Only a modest amount of data has historically
been collected with respect to employer’s liability
insurance in the United States, as it is typically a
very small component relative to combined workers
compensation/employer’s liability losses (1% or less).
As noted above, a combined rate is utilized for
the two coverages and employer’s liability losses
are included in the standard workers compensation
pricing exercises.
The standard workers compensation policy
includes basic liability limits for Employer’s
Liability, with separate limits applying (1) per
accident, (2) per employee for occupational disease
losses, and (3) aggregate policy limit for occupational
disease losses. Higher limits of liability are available,
with the additional premium typically computed
using increased limit factors published by advisory
organizations. In a small number of jurisdictions,
employer’s liability coverage does not have a policy
limit, since workers compensation is unlimited.
It is important to note that employer’s liability
exposures can vary significantly in different countries
as well as from state to state within the United States.
The legal environment (claims consciousness, legal
precedents, time delays in resolution of litigation,
etc.) will be a key driver of employer’s liability
exposures.
(See also Liability Insurance)
ROBERT BLANCO

Employment Practices
Liability Insurance
Employment Practices Liability Insurance (EPLI)
is gaining in popularity outside the United States.
Causes of action for wrongful termination, discrimination, and sexual harassment are becoming more
frequent in the United Kingdom and the Continent.
Multinational companies, especially Asian companies, are keenly aware of the need for EPLI. In the
United States, EPLI has become almost required as
a matter of sound corporate governance. The recent
Sarbanes–Oxley Act increased protection to ‘whistleblowers’, referring to the disclosure by employees
of corporate malfeasance. Such claims include disclosure of accounting irregularities, violations of
environmental and contamination laws, criminal violations, tax fraud, regulatory violations, or more simply, breaches of a recognized public policy. Suits by
employees who allege they were retaliated against
for disclosing corporate misconduct are also gaining
popularity, both domestically and abroad.

What the Policy Covers
As is in all cases, the operation of the insurance
policy in connection with any particular claim would
be governed by the specific language of the policy,
the particulars of the claim, and applicable law.
Nothing in this paper should be interpreted as an
admission that any particular insurance policy is
intended to provide coverage for a specific claim.
Employment Practices Liability Insurance responds to an array of wrongful termination, sexual harassment, and discrimination exposures in the
workplace. Insurers have been marketing this insurance as stand-alone coverage for about the last
decade. Before this, employers could access more
limited protection under directors and officers insurance, or specialty insurance products like school
board liability or municipal liability insurance. Today,
EPLI has been folded into a number of blended insurance policies safeguarding economic exposures of
corporations, their officials, and employees. For-profit
corporations purchase EPLI or modified directors and
officers (D&O) insurance. D&O coverage can resemble EPLI when the insured versus insured exclusion
has been removed and coverage has been broadened

to protect individual employees. Not-for-profit corporations access EPLI protection through not-for-profit
D&O or specialty products.
Unlike traditional liability insurance, the policy offers protection against economic-type losses as
opposed to bodily injury or property damage. The
policy also covers claims of mental anguish associated with certain economic claims.
Almost all EPLI policies are written on a claimsmade (see Insurance Forms), expense-within-limits
basis. The most popular version features broad coverage for directors, officers, employees, and the corporate entity. Most often, this insurance does not include
protection against third party liability. In other words,
only claims presented by employees, prospective
employees, or former employees are covered.
Many EPLI policies extend protection to claims
presented by temporary employees and loaned
employees. Employees of independent contractors are
almost never covered.
Third party liability coverage significantly transforms the coverage. Third party claims have included
classes of minorities suing restaurant chains for failure to provide service; car salesmen sexually harassing female clients; unfair business practices claims
by human rights advocates against garment manufactures; and claims against lenders for failing to make
loans to minorities.
Most EPLI policies contain the following features.
•
•
•
•
•
•

•

The policy is written with an aggregate limit and
a per claim limit.
The deductible or self-insured retention (see
Self-insurance) applies to both loss and expense.
The insurer has the right and duty to defend the
insureds.
The claim has to ‘be made’ against any insured
during the policy period or extended reporting
period.
Usually, the claim must also be reported to the
insurer during the policy period or within a specified period thereafter (e.g. 30 days).
The policyholder can lock-in coverage for claims
that are reported after the policy period, by notifying the insurer during the policy period of
‘incidents’ that may give rise to such claims. They
must be reported to the insurer as soon as practicable, and meet certain standards of specificity.
Usually EPLI policies contain ‘deemer’ clauses
and interrelated acts language. These features
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•
•
•
•

•

•

•
•
•
•
•
•

Employment Practices Liability Insurance
aggregate related claims and damages into one
claim, triggering only one policy. For example,
the policy may provide that an interrelated series
of wrongful acts by one or more than one insured
may be deemed to be one claim and all claims
shall be deemed to have been made at the time the
first of those claims is made against any insured.
Wrongful acts, which may give rise to claims,
must not predate a specified ‘retroactive date’ in
the policy.
The policy will not respond for civil, criminal,
administrative or other fines or penalties.
The policy will not respond for equitable relief,
injunctive relief, or recovery other than monetary
amounts.
There is no coverage for benefits arising by
virtue of an express contract. The question of
whether benefits implied at law are covered is
quite another issue.
Wrongful acts that were subject to a demand, suit,
or proceeding before the policy (or initial policy
in a continuous uninterrupted series of policies)
typically are not covered.
The policyholder sometimes has the right to withhold consent to settle. As with professional liability insurance policies, insurers may restrict this
right – as in the case of the ‘hammer clause’.
Defense expenses incurred by the policyholder
without the insurer’s express prior approval may
not be covered.
The insured has the duty to report claims as soon
as practicable.
The insured has the duty to report ‘incidents’ as
soon as practicable.
The claim has to be grounded in the insured’s
capacity as an employee of the policyholder.
Workers compensation benefits and ERISA
(Employee Retirement Income Security Act)
exposures are excluded.
Cost of physical modification of any building
mandated by the Americans with Disabilities Act
(ADA) is not covered.

EPLI Coverage Differs from Traditional Casualty
Insurance in a Number of Respects
Bodily injury and property damage are excluded,
although EPLI generally responds for emotional
distress injury, including reputation injury or an
affront to the sensibilities of a person.

The employment practices coverage does not provide blanket protection. It responds for a wide range
of wrongful employment practices grounded in discrimination, harassment (including sexual harassment) and wrongful termination. Some areas of coverage would not meet the definition of an ‘occurrence’ found in traditional liability policies. EPLI
also responds for the claim by the employee that
an employer has retaliated against him for engaging in conduct, which is protected by public policy.
For example, where an employee files a workers
compensation claim (see Workers’ Compensation
Insurance), he is not covered under EPLI, but if he
is fired because he filed the WC claim, his wrongful
dismissal is covered.
Unlike general liability insurance, the policy does
not exclude employees as a class of insureds with
respect to claims by other employees.
EPLI coverage is triggered by actions other than
suits for money damages, which includes such items
as the Equal Employment Opportunity Commission,
or state agency empowered to oversee the employee
complaint hearings, enforcement proceedings, and
alternative dispute resolution proceedings such as
mediations and arbitrations.

Loss Emergence
Under US law, claims have to be presented quickly to
administrative agencies. Policyholders almost always
know about claims within six months of the events
giving rise to them. Accordingly, EPLI is rather short
tail business except for claims premised exclusively
on common law and constitutional causes of action.
The EPLI loss emergence pattern is much steeper,
therefore, than professional liability, and Directors
and Officers loss emergence.

Segmentation of For-profit Corporation EPLI
Business
Actuaries should note that EPLI business is highly
segmented. Underwriter experience generally falls
into two camps. The first, features insurance of small
to medium size corporations; small limits of coverage, modest deductibles or self-insured retentions
(SIR), and business written outside of metropolitan
areas. These policyholders typically cede control of
claims to their insurers. Insurers providing this coverage then to settle claims early, and factor defense

Employment Practices Liability Insurance
costs and pragmatic considerations into their claim
management strategy. There is virtually no class
action litigation in this arena, and insurers are better able to manage litigation results. Insurers in this
camp enjoy modest average size losses and expenses;
on average, claims on this business settle for less than
$25 000 and require less than $25 000 in expenses.
Business meeting this market profile is sometimes
written on an expense-outside-limits basis, with little
difference in experience over expense-within-limits
business. This business should be characterized as
frequency exposure. The expectations of insureds and
plaintiff lawyers in this camp differ from those in the
second camp.
The other market segment consists of middle and
large market capitalization companies that often have
their own risk managers and corporate counsel. Typically, their EPLI limits are $1 M or more, and
their policy deductibles/SIRs are large. Experience on
this business more closely resembles Directors and
Officers liability insurance experience. With larger
deductibles and more at stake, insureds tend to select
counsel, and oversee litigation. These policyholders may exercise greater control of the claim process. The expense component of this business more
closely tracks commercial litigation or securities litigation than employment litigation. These claim have
long life spans and are much more expensive. This
business should be characterized as more latent, frequency, and severity business.

Unique Issues Impacting EPLI
In the United States, plaintiffs successfully pursuing
employment claims recover their attorneys fees atop
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their other damages. This can often account for as
much or more than the actual underlying claim. Thus,
the stakes go up as a claim lingers. Carriers almost
never reserve for the contingency of paying plaintiffs’
attorney fees.
Insurers tend to include coverage for punitive
damages in EPLI policies because punitive damages
are recoverable under statute.
Coverage disputes frequently arise in employment
claims. The most common employment cause of
action, discrimination, requires a showing of intent.
This raises a number of potential conflicts and may be
a basis for allowing the insured to select and manage
defense counsel.

Public versus Private Entity Claims
Claims against cities, police department, fire departments, and other public entities have very different characteristics than claims against private entity
defendants. Most public entity claims must be brought
under civil rights statutes or are subject to administrative hearings under a collective bargaining agreement.
Public employees generally enjoy a right to a preliminary hearing that serves as an initial forum for a
compromise disposition of their claims. Accordingly,
their claims tend to not be as volatile as public entity
claims, although they also tend to be more frequent.
(See also Employer’s Liability Insurance; Liability
Insurance)
MORRIS BARTO

Expense Ratios
Expense ratios are analytical tools used in financial
analysis and in ratemaking. At the highest level,
they are defined as expenses of the company divided
by premiums. The ratios reflect the percent of every
premium a company receives that goes to expenses.
Depending on the purpose, expenses can be on a
calendar-year basis or policy-year basis, and premiums can be on a written or earned basis.
Expenses can be broken down into two categories:
Other Underwriting Expense (OUE) and Loss Adjustment Expense (LAE) (see ALAE). Policyholder dividends (PHD) can be considered another category of
expense.
OUE can be broken further into four components:
commissions; taxes, licenses, and fees; acquisition
expenses; and general expenses. Sometimes uncollectible premiums are also included in OUE. LAE can
also be broken further into two components: Defense
and Cost Containment (DCC); Adjusting and Other
Expense (A&OE). Old terminology for the LAE
components is Allocated Loss Adjustment Expense
(ALAE) for DCC and Unallocated Loss Adjustment
Expense (ULAE) for A&OE. It should be noted that
there is not an exact match, but rather a similar match
between the new and old terminology.
In traditional calculations of historical expense
ratios, the LAE ratio is loss adjustment expenses
divided by earned premiums, while the OUE ratio
is other underwriting expenses divided by written
premiums. This procedure reflects the assumption
that expenses incurred at the time a policy is written should be compared to written premium, while
expenses that are incurred throughout the year should
be compared to earned premium.

There will also be differences in how some of
these expenses will be recorded depending on which
accounting standard is used (GAAP or Statutory).
In calculating expense ratios from GAAP-basis financial statements, normally earned premiums are the
denominator for both the LAE ratio and the OUE
ratio.
The definition of the above expense categories are
as follows:
Other Underwriting Expense (OUE) – Expenses related to writing (underwriting) the business
Commissions – Amounts paid to agents or producers for production of premiums
Taxes, licenses, and fees – State taxes, licenses,
and fees (not federal taxes)
Acquisitions – Expenses for acquiring business
(excluding commissions), such as the cost of
underwriting
General – Overhead costs, salaries, and all other
expenses not included in LAE and not related to
acquisition of business.
Loss Adjustment Expense (LAE) – Expenses related
to handling and settling claims
DCC – Expenses for defense, litigation, and
medical cost containment
A&OE – Salaries, overhead, and all other expenses not included in DCC
Policyholder dividends – Dividends that are made to
policyholders.
TONY PHILLIPS

Fidelity and Surety
The term ‘surety’ often refers to both fidelity and pure
surety bonds, although these bonds address different
coverages and related sources of loss.
Fidelity bonds indemnify employers (the insureds)
for losses due to the fraudulent and dishonest acts
of covered employees. The types of fidelity bonds
are based on two main groups of users: financial
institutions and nonfinancial institutions. Financial
institutions include banks, credit unions, insurance
companies, savings and loan associations, and stockbrokers. Each of these has specialized insurance
forms for fidelity bonds. Bonds for nonfinancial institutions focus on crime coverages, primarily employee
dishonesty, burglary, robbery, and forgery [1].
Surety bonds are instruments by which one party
(the surety), guarantees the performance of an obligation of a second party (the principal) to a third party
(the obligee). Thus, the three parties involved are as
follows:
• Principal – the party that undertakes the obligation.
• Surety – the party that guarantees the obligation
will be performed.
• Obligee – the party that receives the benefit of
the surety bond.
Surety bonds fall into two main categories: contract bonds and commercial bonds. Contract bonds
relate to construction projects; governments and other
owners of construction projects typically require contractors to obtain these bonds. The three types of
contract surety bonds are bid bonds, payment bonds,
and performance bonds (see definitions below ). With
respect to commercial bonds, governments and other
entities may require businesses or individuals to
obtain these to address a wide range of issues. Examples of commercial bonds include license and permit bonds and public official bonds (see definitions
below ).
A primary consideration related to both pricing
and reserving for surety business is collateral. In
underwriting surety bonds, the financial condition of
the principal is rigorously reviewed. To the extent that
the principal’s credit history and financial strength are
insufficient to qualify for underwriting approval, the

surety may require a form of collateral (e.g. a letter
of credit from the principal’s bank) before writing
the bond. In practice, many surety bonds, including most contract bonds, are written with collateral
requirements.
Since there is generally an expectation that the
surety can recover most or all of the indemnification
paid to the obligee, premiums for surety bonds tend
to represent service fees for the use of the surety’s
financial backing [2]. With respect to reserving for
surety business, a key issue is to address the actual
and anticipated subrogation recoveries related to collateral identified during or subsequent to the underwriting process.

Additional Definitions
Bid bond – a contract bond that provides financial
assurance that the contractor’s bid is submitted in
good faith, the contractor plans to enter into the
contract at the price bid, and the contractor plans to
provide the performance and payment bonds required
by the contract.
License and permit bonds – commercial bonds, which
are filed before a license or permit is granted, that
guarantee the obligation of a business owner or individual. An example is guaranteeing compliance with
an ordinance.
Payment bond – a contract bond that guarantees the
principal will pay bills for labor, materials, and subcontractors related to the project.
Performance bond – a contract bond that protects the
obligee against financial loss if the contractor does
not provide the performance required by the contract.
Public official bond – a commercial bond that benefits
the public by protecting against the official’s dishonesty or lack of faithful performance of duties [3].

References
[1]
[2]
[3]

Surety Association of America, www.surety.org
Weller, A.O. (1989). Analysis of Surety Reserves, Casualty
Actuarial Society Forum.
www.stpaul.com.

DEREK A. JONES

Financial Engineering
Financial engineering (which is sometimes known
by the names ‘mathematical finance’, ‘computational
finance’, and ‘financial mathematics’) is a relatively
new subfield overlapping the areas of mathematics and finance. It is devoted to the application
of various advanced mathematical and statistical
techniques such as stochastic differential equations,
time series modeling, heavy-tailed probability models and stochastic processes (e.g. stable distributions and Lévy processes), martingale methods,
variational calculus, operations research, and optimization methods, and many others to financial problems. The list of useful mathematical techniques is
quite wide and is expanding as new problems are
encountered by practitioners demanding new methods of analysis. The purpose of these mathematical
applications is to obtain practical insights and computations for practical financial problems such as
the valuation of derivative instruments like options,
contingent claims contracts, futures contracts, forward contracts, interest rate swaps, caps and floors,
and the valuation of other financial instruments and
investment products. Although financial engineering
evolved from the study of options and option pricing
(and still has a large segment devoted to derivativetype assets since they tend to be the hardest to price
and can have the highest risk), it is also used for
financial risk management by showing how to construct hedges to reduce risk, how to use (or invent)
financial instruments to restructure cash flows so as
to meet the objective of the firm, how to rationally
price assets, and how to manage portfolios while
controlling risk. A major conceptual framework for
much of the mathematical analysis developed so far
is the use of arbitrage-free pricing methods, and

a current topic of interest with newly developing
derivative products such as catastrophe insurance
options, weather derivatives, and credit derivatives,
is asset pricing in incomplete markets. Other entries
in this encyclopedia have detailed the mathematics
of the various components of financial mathematics
such as option theory, derivative pricing (and exotic
options), hedging, portfolio theory, arbitrage pricing, interest rate models, and so on. The reader can
refer to each of these for details on specific applications of interest. These topics are of importance
for insurers doing asset–liability matching and risk
reduction strategies.
Several journals have developed that specialize in
financial engineering topics. A brief list of useful
journals is Mathematical Finance, Journal of Computational Finance, Journal of Risk, Finance and
Stochastics, Quantitative Finance, Applied Mathematical Finance, and Review of Derivatives Research.
In addition to traditional finance and economics
related associations, there are now also some associations that are devoted to mathematical finance and
engineering. Three of interest with their web sites are:
International Association of Financial Engineers
(IAFE), website www.IFE.org, Bachelier Finance
Society, website http://www.stochastik.uni-freiburg.
de/bfsweb/, and Society for Industrial and Applied
Mathematics – Activity Group on Financial Mathematics and Engineering, website http://www.siam.
org/siags/siagfme.htm.
(See also Derivative Pricing, Numerical Methods;
DFA – Dynamic Financial Analysis; Financial
Markets; Market Models; Parameter and Model
Uncertainty; Simulation Methods for Stochastic
Differential Equations)
PATRICK BROCKETT

Financial Insurance
Financial Insurance Defined
Putting aside any distinction between the concepts
of financial insurance and financial guaranty insurance for the moment, one of the most fundamental definitions available for financial guaranty insurance is in [12], which I modify only slightly here:
an insurance contract that guarantees a cash (or
cash equivalent) payment from a financial obligation, or a stream of such payments, at specified points
of time.
A more detailed and also more limiting definition, found in Rupp’s Insurance & Risk Management
Glossary, is based on the National Association of
Insurance Commissioners (‘NAIC’) Financial Guaranty Model Act:
It is a descendent of suretyship and is generally
recorded as surety on the annual statement that insurers file with regulators. Loss may be payable in any
of the following events: the failure of an obligor
on a debt instrument or other monetary obligation
to pay principal, interest, purchase price or dividends when due as a result of default or insolvency
(including corporate or partnership obligations, guaranteed stock, municipal or special revenue bonds,
asset-backed securities, consumer debt obligations,
etc.); a change in interest rates; a change in currency exchange rates; or a change in value of specific
assets, commodities or financial indices [14].

We can distinguish between financial insurance and
financial guaranty insurance by the manner in which
a particular contract responds when coverage is triggered, as their economic risk transfer is roughly
equivalent. Typical financial guaranty contract wording provides for the unconditional and irrevocable
payment of that portion of principal or accreted value
of and interest on the insured obligation, which is
due for payment and which the issuer has failed to
pay [15]. The financial guaranty insurer effectively
agrees to make payment immediately and specifically
forgoes the right to withhold payment in case they
are contesting a claim. Financial insurance can be
viewed as a broader concept, including both financial guaranty contracts as well as other ‘more typical
indemnification contracts, which allow for the rights
of reviewing and challenging claims’ [12].
Another characteristic that is typical of financial guaranty insurance is the concept of a zero-loss

ratio approach. Monoline financial guaranty insurers
(highly rated insurers whose only line of business
is financial guaranty insurance) generally write contracts intended to have extremely low probabilities of
triggered coverage and hence require minimal, if any,
loss reserves (see Reserving in Non-life Insurance).
The probability of triggering coverage is intended to
be in line with the very low probabilities of default
normally associated with investment grade securities.
‘In fact, all Triple-A insurers subscribe to what may
be termed a “zero loss” or “remote loss” underwriting
standard’ [16].
Other writers of financial insurance deviate dramatically from this zero-loss ratio approach and have
insured exposures with relatively high probabilities
of triggering coverage. This is particularly true in the
case of coverage for primary or low deductible ‘mezzanine’ coverage for securities whose underlying cash
flows are generated by pools of financial obligations.

Product Types
Financial Insurance Policies Covering the
Obligations of a Single Obligor or Project
These are contracts that generally provide for coverage against failure to pay interest and principal of an
obligation, which is supported by the cash flows associated with a single entity or project. The majority of
the obligations insured by such policies are issued by
municipal and state governments or private entities
that serve some public purpose [9]. The securities
can be general obligations of these entities or can
be supported only by specific projects. Examples of
the categories of obligations insured by the monoline
insurers include airport revenue, college and university, municipal electric and gas, private and public
schools, solid waste resource recovery, toll roads, tunnels and bridges, other infrastructure finance issues,
general obligation bonds, water and sewer bonds, and
infrastructure finance bonds [5].
Other financial insurers, including commercial
insurers and reinsurers, have further expanded the
universe of insurable financial obligations beyond
those that monoline insurers have been willing to
underwrite. This expansion has accelerated in recent
years. ‘There has been a recent trend by (these entities) to financially guaranty almost all asset risk
categories in the capital markets. In many instances,
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a very risky asset (e.g. cruise ship construction
or future film production receivables) is insured
in some way and converted into investment grade
bonds’ [12].

Financial Insurance Policies Covering Securities
Backed by Pools of Obligations
These contracts provide coverage for failure to pay
interest and principal of obligations whose underlying
cash flows are generated by pools of other financial obligations. The monoline insurance companies
have insured securities backed by assorted financial
obligations including: automobile loans, credit card
receivables, equipment leases, rental car fleet loans,
boat loans, franchise receivables, tax liens, student
loans, pools of loans or bonds (CDOs or Collateralized Debt Obligations), as well as structured financings that help financial institutions manage their risk
profiles or obtain regulatory capital relief [2].
Generally, these pools are funded with the issuance
of several tranches of financial obligations. The
tranches can be characterized as equity or first
loss position, mezzanine layers, and senior layer.
‘The equity is the amount of risk often retained
by the issuer, in that respect it is similar to a
deductible’ [12]. As such, it is also the first layer to
experience losses if the underlying obligations do not
perform. The lower mezzanine tranches are typically
not insured by monoline insurers but may be insured
by multilines, with their greater appetite for higher
frequency risk or retained by end investors in the obligation. Senior mezzanine tranches may be insured by
monoline insurers to the extent that their risk profile is
consistent with an investment grade rating. The senior
layers are generally insured by monoline writers and
represent the most senior and least risky of all the
obligations issued.

Credit Derivatives Providing Protection for Pools
of Obligations
A recent innovation in the field of financial insurance
has been the advent of credit derivatives, which
are financial instruments used to transfer credit risk
separately from the funding of obligations [11]. This
has led insurers to provide protection on pools of
obligations directly rather than identifying an insured
obligation, which would be, in turn, backed by that
pool. The contract providing the protection, can take
the form of either a credit derivative or an insurance

contract depending on the nature of the vehicle used
to aggregate the individual risks. In their discussion
of English case law, Ross and Davies [13] explain
the distinction in the form of a contract:
The most important features for the purpose of distinguishing credit insurance from a credit derivative
is that the insured must have an insurable interest in
the subject matter of the insurance. In other words,
the insured must stand to lose financially if the event
insured against happens.

In the case of a credit derivative contract,
although the originating party may suffer a loss if
the relevant credit event occurs and, indeed, may
have entered into the credit derivative specifically
to hedge against that risk of loss, the counterparty
is obliged to pay the originating party on the occurrence of a credit event whether or not the originating
party had actually suffered a loss.

Similar legal distinctions exist in the United States
and have significant accounting, tax, and regulatory
consequences.

Exposure Bases
The primary exposure base for financial insurance
is the total undiscounted amount of interest and
principal payments due under the insured obligation.
This exposure base has been criticized, ‘since it
ignores the timing of the risk: a dollar of debt service
due in one year bears the same premium that a dollar
of debt service due in 30 years bears’ [1].
The inherent weakness and theoretical implications
of this exposure base are highlighted by Angel [1]:
‘If the premium is proportional to the present value
of the expected losses, use of the undiscounted
amount of payments as an exposure base implies that
expected losses increase exponentially over time at
the same rate as the discount rate, which would be
an unlikely coincidence.’

Rating Criteria and Methodology
Brown [3] cites the following as general underwriting
considerations for financial guaranty insurance products: nature of the obligation, purpose of financial guaranty, character, capital and capacity of the
obligor, other parties to the transaction, collateral,
deductibles, reserves, recourse and legal features of
the structure, project property and assets.

Financial Insurance

differences in the goals of each process drive slight
differences in their focus.

Financial Insurance Policies Covering the
Obligations of a Single Obligor/Project
There is a clear link between rating agency credit
analysis and financial insurance underwriting, but
Table 1

With few exceptions, the credit analysis performed
by the insurers parallels that performed by the rating

Illustrative rating criteria for various obligation types

Underlying
obligation type
General obligation
Airport revenue bond

Managerial/performance

Economic

Revenue and financial history
Quality of management
Proforma financials
Historical passenger facility
charge and
Enplaning passenger trends

Demographics

College and university Operating history
revenue bonds
Growth in enrollment
Healthcare revenue
bonds

Housing bonds

Electric and gas
revenue bonds &
Water and sewer
revenue bonds

Recruitment and retention
programs
Management experience and
tenure
Top admitter percentages

Airline market share
Service area attractiveness to
airlines
Other than those that use airport
as a hub
For public universities –
continued state support

Use of independent real estate
consultants
Site visit requirements
Ability to demonstrate
prudent management
Clearly articulated strategy

Occupancy rates

Customer and sales trends

Demonstrated economic
feasibility of new projects
Transaction size

Enrollment trends

Solid waste/resource
recovery bonds

Technology used in facility
Operating history
Operator experience

Legal/structural

Pledge of revenue
Level of rate covenant
Reserve fund
provisions
Level of security/Liens
Reserve funds requirements
Max debt services as %
unrestricted revenues

Type of hospital or system

Evidence of hospital providing
essential services
Active medical staff age
requirements
Level of board oversight of
Dominance of facility/ Presence
strategic decisions
of unique niche
Historic financial performance Inpatient/Outpatient trends
State agency oversight/
Demographic indicators
management
Financial operating history
Employment indicators
Board of directors
Property value indicators
involvement
Management presence
Real estate quality

Private secondary
school bonds
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Loan to value statistics
Diversity of economic base of
service area
System condition and capacity

Cash flow sufficiency tests
Reserve levels
Legal/Security provisions
Level of credit support of
agency/state
Taylored legal
documents/structure
Level of security
Level of credit support/liens
Rate covenant level
Reserve fund requirements

Annual debt service
limitations
Reserve fund requirements
Cost structure relative to
Contract status
neighboring facilities
Reserve fund
Service area economic conditions Licensing status
Landfill capacity
Level of security
Review by independent
Rate covenant level
engineering firm
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agencies. In addition, the underwriting analysts for
the insurers must consider the credit-worthiness of
the underlying obligor over the full term of the
financing. As a result, underwriters for the insurers
often tend to take a longer view as to the creditworthiness of an issue than might analysts for rating
agencies or other research analysts, who are more
free to update opinions, amend ratings, or trade
bonds out of their portfolios [4].

‘Though specific underwriting criteria will vary by
firm and by the type of bond being insured, there is
a general consensus on the factors to be considered.
For municipal issuers, for example, the insurers will
look at revenue and financial history, demographics
and the quality of management’ [9]. Given the low
frequency and high severity nature of the product,
rating criteria are used equally to measure pricing
and to gain the greatest assurance that the underlying obligor will not default on principal or interest
payments [4]. In fact, the insurers’ ability to extract
contractual considerations from issuers at the time of
underwriting based on rating criteria has been sighted
as a cause for the value created by financial guaranty
insurance [1].
The principal rating criteria can been divided into
the following categories: managerial/performance
related, economic, and legal/structural. Table 1
summarizes illustrative rating criteria for various
obligation types based on criteria published by
MBIA [6].

Financial Insurance Policies Covering Securities
Backed by Pools of Obligations and Credit
Derivatives

is assessed using a variety of methods including:
(a) rating agency public ratings; (b) rating agency
private or shadow ratings; (c) implied ratings; and
(d) the use of internal credit scoring models that can
be mapped to rating agency models. Based on this
analysis, the amount of structural mezzanine debt
and equity providing first-loss protection for each
succeeding senior layer is determined [11].

For other types of obligations backed by pools, the
method for measuring credit quality of the underlying
assets will differ, but the general framework for the
analysis of the pool will remain intact. This holds true
for protection sold in the form of a credit derivative as
well. For a more theoretical discussion of the pricing
of default risk for correlated portfolios, I point the
reader to [7, 8, 10].

Reserving for Financial Insurance
Contracts
Given the zero-loss ratio approach ascribed to by
many financial insurers, IBNR reserves are generally
not established or are very limited in scale. Reserves
are established through various methods including
exposure monitoring, loss ratio methods, unallocated
reserves as a percent of par outstanding or written,
and reserving methods based on market-implied default probabilities. I point the reader to [12] for
a detailed discussion of these various reserving
techniques.
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Fire Insurance

•
•

A standard fire policy insures commercial property
against damage caused by fire, lightning, and explosion of boilers. Cover can be, and usually is, extended
to cover extraneous perils (see Coverage), which
include damage to property caused by the following:

•

•

•

•
•
•
•
•
•
•

Natural perils (see Natural Hazards) including
storm and tempest, rainwater, wind/gust, snow,
sleet, hail, and earthquake.
Water damage: damage from sprinklers, bursting,
leaking, or overflow.
Impact
Explosion
Aircraft
Burglary or theft
Riots and strikes
Malicious damage.

Cover can also be provided for architects’, surveyors’, and legal fees relating to replacing damaged
property.
Although not standard, a fire policy cover can
often be extended to cover the following:
•
•
•

Flood (see Flood Risk).
Accidental damage: a wide cover that usually
covers most causes of property damage except
intentional damage by the insured
Glass breakage

The availability of cover for the above items is at the
discretion of underwriting staff and usually involves
an additional premium.
Commercial property covered by fire insurance
includes the following:
•
•
•
•
•

Buildings and other industrial structures
Leasehold improvements
Fixtures and fittings
Plant and machinery
Stock – either inventory, work in progress or
manufactured items

The types of property insured are largely heterogeneous and can vary widely from
•

nontraditional ‘property’ such as agricultural
crops (see Crop Insurance), drilling rigs, railway
rolling stock, and so forth, to

small tin sheds on rural properties, to
large industrial complexes such as mining sites or
large factory and warehouse complexes, and to
high-rise buildings in major capital cities.

A single fire policy can cover a large number of
unique, individual risk locations.
Fire insurance can be offered as follows:

•

•

A traditional fire policy offering similar cover as
set out above.
As part of a bundled or package policy where fire
cover is offered along with consequential damage,
motor, public, and products liability, household
and accident class covers.
A commercial or industrial property cover (also
known as Industrial Special Risks or ISR cover)
where cover is wide in scope and insures property against loss or damage unless specifically
excluded.

While these policies are usually based on standard
industry wording, extensions to or restrictions on the
wording are common. These are achieved by attaching endorsements to the standard policy wording. The
meaning of these endorsements needs to be carefully
considered when pricing, underwriting, or reserving
(see Reserving in Non-life Insurance) for exposures
generated by these covers.
Fire Insurance policies provide cover up to an
agreed indemnity limit (see Policy). The indemnity
limit can be less than the total declared asset values
covered by the policy. This will occur when
•

there are multiple insured properties covered by
a single fire policy, and/or
• there is significant separation of the insured
assets, and
• it is unlikely that all insured risks will be impacted
by the same loss event
• the limit of indemnity is determined by the
insured after estimating the maximum loss (EML)
that the insured is exposed to as a result of a single event. Total declared asset values and EMLs
can reach into hundreds of millions, even billions
of dollars.
Fire insurance is dominated by the low frequency,
but extreme severity of large claims. These occur
either as
•

single large losses to properties with high asset
values insured or as
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a large number of (possibly) smaller claims generated by a single event (e.g. earthquake).

Insurers attempt to control exposure to these losses
by utilizing a combination of the following:
•
•
•
•

Coinsurance
Treaty surplus reinsurance (see Surplus Treaty)
Per risk excess-of-loss reinsurance
Catastrophe (or per event) excess-of-loss reinsurance (see Catastrophe Excess of Loss).

Despite these attempts, historical net (of reinsurance) profitability and net (of reinsurance) claims
development for commercial fire portfolios are
extremely volatile.
(See also Commercial Multi-peril Insurance;
Property Insurance – Personal)
PAUL CASSIDY

Flood Risk
There are a variety of approaches to manage flood
risk. A combination of private insurance and mitigation techniques is employed at varying degrees
depending on the geographic location, political environment, and economic situation of each country.
In general, comprehensive flood insurance is
not a standard option of household insurance (see
Homeowners Insurance) policies in Australia, North
America, and in many European countries. Typically,
cover is partial and available on restrictive terms
and conditions.
The United Kingdom, New Zealand, and Japan
have well-developed private insurance markets with
almost full insurance coverage. These countries also
have advanced flood control systems.
The United Kingdom introduced flood insurance
in the 1960s in response to a government commitment
to provide flood cover to areas exposed to high
coastal or river flooding.
Flood defence standards are developed, monitored, and maintained by the government. These are
designed to withstand floods of a given severity,
where the severity is based on the historical flood
experience in each area. The standard is expressed
in terms of a return period, where a 1-in-10-year
flood refers to a 10% chance of a given flood severity
occurring each year.
Affordable urban residential property insurance
(see Property Insurance – Personal) is available at
a minimum defence level of 0.5%, that is, there is a
1-in-200 chance of a given flood severity occurring.
Insurance at lower standards may be offered, albeit at
a higher price, to reflect the greater risk. This establishes an environment of minimum flood protection.
The combination of market based flood insurance
and government minimum defence provisions have
proven beneficial to householders, insurers, business,
and the government over the last 40 years. This has
ensured that flood insurance is available to the majority of properties and at an affordable premium.
The New Zealand private insurance market automatically includes flood cover for domestic, commercial, and industrial risk policies. Market penetration is
high for all policies. Individual insurers decline cover
or impose high deductibles to mitigate the exposure
in flood prone areas.

The magnitude of New Zealand flood losses
does not compare with other countries in the same
geographic region; namely, Australia. This means
that flood premiums are relatively more affordable
and more widely available in the private insurance industry.
Australia, China, and Brazil have small private
insurance markets that offer limited insurance protection against flood exposure in their domestic household and commercial insurance policies. These countries are also characterized by minimal flood control methods.
In Australia, most private insurers do not provide
cover for flood insurance due to the lack of credible
risk identification data.
There are no uniform national standards for the
collection of flood information that is essential to
be able to identify and assess risks. Insurers require
this information to determine insurable perils (see
Coverage) and the appropriate rating structure (see
Ratemaking). Premiums need to be affordable and
consistent between neighboring households. Public
planners require this information to direct development away from high-risk areas, thereby avoiding
severe future losses.
Prevention and mitigation techniques are inhibited
by the absence of an organized national approach to
flood mapping and mitigation. Many local governments have no flood mitigation programs. Examples
of such programs are levee banks, retarding basins,
and floodways.
There is no federal program to cover disaster relief
from flooding. Some disaster relief is available to
local authorities for infrastructure repairs and cases
of personal hardship. This is limited.
The United States, Canada, and the Netherlands
have no private flood insurance cover and are totally
reliant on loss prevention and mitigation techniques.
Mitigation techniques are well developed in these
countries.
The United States has experienced difficulty in
effectively insuring floods. The government sponsored National Flood Insurance Program (NFIP)
insures the majority of buildings and contents in flood
prone communities. This is subject to a deductible
and cover limits that vary between domestic, commercial, and industrial risks.
The NFIP has experienced adverse selection
(see Antiselection, Non-life) difficulties with poor
risks being heavily subsidized by the program. The
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outcome of this arrangement is that NFIP is in
debt to its administrator, the Federal Emergency
Management Agency (FEMA).
FEMA also provides direct relief payments to the
uninsured and underinsured.

[2]

[3]

Managing flood losses: An International Review of Mitigation and Financing Techniques: Part I, Anonymous
Society of Chartered Property & Casualty Underwriters,
CPCU Journal 54(2), 75–93 (2001).
Submission to the Review of Natural Disaster Relief and
Mitigation Arrangements, Insurance Council of Australia
(2001).
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Franckx, Edouard
(1907–1988)
Nobody can relate the history of the actuarial sciences
in time and space without paying particular tribute to
Edouard Franckx.
Born in Ghent in 1907, son, grandson, and greatgrandson of field officers, he studied at the Royal
Military School in Brussels where he finished first in
his year.
Great patriot and fighter for his native country’s
freedom, he was one of the first Belgian resistance
fighters of Nazism during the Second World War. As
he was one of the founders of the ‘Secret Army’
and commanding officer of the ‘Resistance’, he was
arrested in 1943 and detained for 26 months as a
political prisoner in the Nazi concentration camps
in Breendonk first, and in Dachau afterwards. His
exemplary courage during the war won him the
highest honorific distinctions.
After the liberation, he came back to Belgium
and became a professor with the rank of lieutenant
colonel at the Royal Military School, an institution
where he devoted himself to reforming the methods
of teaching. As he was a brilliant mathematician and
an excellent teacher, he was interested very early
in adapting basic mathematical concepts to actuarial
problems like life operations, risk theory, credibility
methods, analytical models, stochastic processes,
martingales and Monte Carlo method, reinsurance
and many others.
The contribution he has made to the profession
is illustrated by his numerous publications in the
proceedings of several International Congresses of
Actuaries, in the ASTIN Bulletin, and in the journals
of actuarial associations of various countries where he
was often invited as a guest speaker. For more than
30 years, he took part in nearly all the International
Congresses of Actuaries and ASTIN Colloquia where
he was always deeply involved in scientific discussions. In 1960, the heavy commitments of presiding

over the 16th International Congress in Brussels fell
on him.
Edouard Franckx was not only a researcher and a
professor but also a great builder. After becoming a
member of the Council of the International Actuarial Association in 1953, which at that time was still
called Permanent Committee for International Actuarial Congresses, he was appointed Treasurer in 1956,
Secretary-General in 1958, and President in 1961, a
mandate from which he was released at his request
in 1980. Then, on the occasion of the closing ceremony of the 21st International Congress in Lausanne,
he was appointed Honorary President of the IAA for
eight more years.
Franckx’s achievements on behalf of IAA and the
world actuarial community are outstanding. A famous
campaign with which he was closely involved was the
promotion of the ASTIN idea, at a time when there
were fears that outsiders would flood the actuarial
profession or that a separate organization would lead
to an undesirable division between life and non-life
actuaries. With his visionary concern for all things
actuarial, his warm and friendly personality, and his
great diplomatic skills, Edouard Franckx and a few
other pioneers contributed to the discussions and
negotiations that preceded the creation of ASTIN, the
form of its bylaws, and its consequent development.
The abbreviation of Actuarial STudies In Nonlife
insurance is Professor Franckx’s contribution.
After retiring from the IAA presidency, he supported – with much conviction – the genesis of the
youngest section of IAA, the finance section AFIR.
Unfortunately, because of his death on February 27,
1988 he could not witness AFIR’s birth.
To all those who have known the man, the patriot,
the professor, the scientist, the builder, Edouard
Franckx has left an unforgettable impression. To actuaries all over the world whose respect and gratitude
he earned, he has left the memory of somebody whom
some of them described as ‘a charming gentleman
seeing life through stochastic spectacles’!
ANDRÉ LAMENS

Fraud in Insurance
Fraud is a form of false representation to gain an
unfair advantage or benefit. We can find examples of
fraudulent activities in money laundering, credit card
transactions, computer intrusion, or even medical
practice. Fraud appears in insurance as in many
other areas, resulting in great losses worldwide each
year. Insurance fraud puts the profitability of the
insurance industry under risk and can affect righteous
policyholders. Hidden fraudulent activities escalate
the costs that are borne by all policyholders through
higher premium rates. This is often referred to as a
‘fraud tax.’
The relationship between the insurer and the
insured needs many information transactions regarding the risk being covered and the true loss occurrence. Whenever information items are transferred,
there is a possibility for a lie or a scam. The phenomenon is known as asymmetric information.
We can find examples of fraud in many situations
related to insurance [16]. One of the most prevailing occurs when the policyholder distorts the losses
and claims for a compensation that does not correspond to the true and fair payment. Fraud does not
necessarily need to be related to a claim. Even in
the underwriting process, information may be hidden
or manipulated in order to obtain a lower premium
or the coverage itself, which would have otherwise
been denied. Efforts to avoid this kind of fraud are
based on incentives to induce the insured to reveal his
private information honestly. We can find a suitable
theoretical framework to deal with this kind of situation in the principal-agent theory, which has been
widely studied by economists. Dionne [21] relates the
effect of insurance on the possibilities of fraud by
means of the characterization of asymmetrical information and the risk of moral hazard.
All insurance branches are vulnerable to fraud.
The lines of business corresponding to automobile insurance (see Automobile Insurance, Private;
Automobile Insurance, Commercial), health insurance and homeowners insurance seem to be specific
products in which one would expect more fraud simply because they represent a large percentage of the
premium and also because the natural claim frequency is higher in those lines compared to others.
Prevention and detection are actions that can
be undertaken to fight insurance fraud. The first

one refers to actions aimed at stopping fraud from
occurring. The second includes all kind of strategies
and methods to discover fraud once it has already
been perpetrated.
One major problem for analyzing insurance fraud
is that very little systematic information is known
about its forms and scope. This is due to the nature
of the prohibited practice. Policyholders are reluctant
to say how they succeeded in cheating the insurer
because they do not want to get caught. Insurers
do not want to show the weaknesses of their own
systems and prefer not to share too much knowledge
about the disclosed fraudulent activities. Insurers
think that knowing more about fraud gives them some
informational advantage in front of competitors. This
whole situation poses great difficulties to size fraud in
terms of money and frequency of fraudulent claims. It
is even complicated to evaluate if the methods aimed
at reducing fraud do their job.
An estimate of the volume of fraud in the United
States can be found in [11], in which it is estimated
that 6 to 13% of each insurance premium goes to
fraud (see also [8, 14, 15]). Weisberg and Derrig
[36] conducted an early assessment of suspicious
auto insurance claims in Massachusetts, especially the
town of Lawrence, MA.
The Insurance Fraud Bureau Research Register
[27] based in Massachusetts includes a vast list of
references on the subject of insurance fraud. The
register was created in 1993 ‘to identify all available
research on insurance fraud from whatever source,
to encourage company research departments, local
fraud agencies, and local academic institutions to get
involved and use their resources to study insurance
fraud and to identify all publicly available databases
on insurance fraud which could be made available to
researchers.’

Types of Fraud
Experts usually distinguish between fraud and abuse.
The word fraud is generally applied whenever the
fraudster incurs a criminal action, so that legal
prosecution is possible. Abuse does not entail a
criminal offence. Abuse refers to a weaker kind of
behavior that is not illegal and much more difficult to
identify. The term claim fraud should be reserved to
criminal acts, provable beyond any reasonable doubt
(see [17, 20]). Nevertheless, the term insurance fraud
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has broadly been applied to refer to situations of
insurance abuse as well as criminal behavior.
A fraudulent action incorporates four components:
intention, profitability, falsification, and illegality.
The intention is represented by a willful act, bad
faith, or malice. The profitability is referred to a value
that is obtained, or in other words to an unauthorized
benefit that is gained. The falsification comes into the
scene because there is a material misrepresentation,
concealment, or a lie. In the insurance context, a
fraudulent action is illegal because it contradicts
the terms and conditions stipulated in the insurance
contract. For fraud to be distinguished from abuse, a
criminal component should also be present [17].
The adjectives soft and hard fraud have been
used in the literature to distinguish between claims
involving an exaggeration of damages and those that
are completely invented. Hard fraud means that the
claim has been created from a staged, nonexistent, or
unrelated accident. Criminal fraud, hard fraud, and
planned fraud are illegal activities that can be prosecuted and convictions are potential outcomes. Soft
fraud, buildup fraud, and opportunistic fraud are generally used for loss overstatement or abuse. In buildup
fraud, costs are inflated, but the damages correspond
to the accident that caused the claim. In opportunistic
fraud, the accident is true but some claimed amount
is related to damages that are fabricated or are not
caused by the accident that generated the claim.
Other fraud classifications are available, especially
those employed within insurance companies. These
catalogs usually register specific settings or distinct
circumstances.
Most soft fraud is settled in negotiations so that
the insurer relies on persuasion and confrontation
rather than in costly or lengthy court decisions. There
is a positive deterrence effect of court prosecution
on fraud. Actual detection of criminal acts must
be made available to the general public because
a rational economic agent will discount the utility
of perpetrating fraud with the probability of being
detected [9, 10]. Derrig and Zicko [20] studied the
experience of prosecuting criminal insurance fraud
in Massachusetts in the 1990s. They concluded that
‘the number of cases of convictable fraud is much
smaller than the prevailing view of the extent of
fraud; that the majority of guilty subjects have prior
(noninsurance) criminal records; and that sentencing
of subjects guilty of insurance fraud appears effective
as both a general and specific deterrent for insurance

fraud, but ineffective as a specific deterrent for other
crime types.’

Examples of Fraudulent Behavior
Here are some examples of typical fraudulent actions
encountered all over the world. One emblematic
example in health insurance is a policyholder not
telling the insurer about a preexisting disease. Equivalently, in automobile insurance, a policyholder who
had an accident may claim previous damages.
Another classical fraudulent behavior for automobile policyholders living in a bonus-malus system
occurs when the insured person accumulates several
accidents at fault in one single claim to avoid being
penalized in the following year’s premium. Most
bonus-malus systems in force penalize according to
the number of at fault claims and not their amounts.
In workers compensation insurance, a policyholder may decide to claim for wage loss due to a
strain and sprain injury that requires long treatment.
Healing is difficult to measure, so that the insured can
receive larger compensations for wage losses, than
would otherwise have been acquired [24].
Some examples of fraud appear more often than
others. For instance, in automobile insurance one can
find staged accidents quite frequently. Sometimes a
claimant was not even involved in the accident. We
can find other possible forms: duplicate claims, or
claims with no bills while the policyholder claims a
compensation for treatment or a fictitious injury. The
replacement cost endorsement gives the opportunity
to get a new vehicle in the case of a total theft or
destruction in a road accident. A test given used by
Dionne and Gagné in [23] indicates that this is a form
of ex post moral hazard for opportunistic insurance
fraud, the chances being that the policy holder exerts
his right before the end of this additional policy
protection.
The examples of fraud given above are not exhaustive. Tricks that are much more sophisticated are
discovered everyday. Fraudulent activities may also
incorporate external advisors and collaborators, such
as individuals that are conveniently organized in specialized networks. In workers compensation, fabricated treatments are sometimes used to misrepresent
wage losses. The characteristic of this latter behavior
is the contribution of an external partner who will
provide the necessary phony proofs.

Fraud in Insurance
Companies should be aware of internal fraud performed by the agents, insurer employees, brokers,
managers, or representatives. They can obstruct the
investigations or simply make the back door accessible to customers. External fraud usually refers to
customers, but it also includes regular providers such
as health care offices or garage repair stores. Insurers
should realize if a very special type of claim starts
being too frequent, because one sometimes gets ‘epidemics’ of fraud in certain groups of people, which
stop shortly after customers understand that they can
be caught.
Fragile situations in which fraud is easily perpetrated are as follows: (1) The underwriting process –
the policyholder may cheat about relevant information to obtain larger coverage or lower premiums, or
even the coverage of a nonexistent loss; (2) a claim
involving false damages, possibly with the collusion
of doctors, lawyers or auto repair facilities; (3) an
excess of bills or appraisal of the costs.
The automobile insurance branch is widely believed to be the one most affected by insurance fraud.
Homeowners is another branch in which claim fraud
involves actions for profit, such as arson, thefts, and
damages to the home.
Both in the United States and in Europe there is a
generalized concern about criminal organized groups
that grow because of dissimilar or nonexisting legislations on insurance fraud and the opportunities of
some open cross-country borders. The light sentences
and the lack of cooperation between insurers, courts,
and prosecution authorities increase concern about
the current widening span of insurance fraud.

Fraud Deterrence
Fighting against fraud before it happens calls for a
mechanism that induces people to tell the truth. We
can find some solutions in practice. One possibility
is to impose huge penalties for fraud; another one
is to introduce deductibles or bonuses based on a
no-claims formula. The most recommendable one is
that the insurer commits to an audit strategy as much
as possible. Commitment to an audit strategy means
that the way claims are selected for investigation is
fixed beforehand. Audits do not depend on the claims
characteristics. Another efficient practice is to make
the insured aware that the company makes efforts
to fight fraud. This may also help discourage future
fraudulent activities.
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The main features of the relationship between the
insurer and the insured through insurance contracts
imply incentives to report fraudulent claims, because
the insurer may not be able to commit to an audit
strategy before the claim is reported. Once the insurer
gets to know the claim, he can decide whether it
is profitable to investigate it or not. The claimed
amount is paid without any further checking if
it is not profitable to scrutinize it. Random audit
is a recommendable strategy to combine with any
detection system. If the insurer does random audits,
any particular claim has some probability of being
investigated. Credible commitment can be achieved
through external fraud investigation agencies, which
may receive funding from the insurers and which are
only possible in a regulated market.
Some studies in the theory of insurance fraud
address auditing as a mechanism to control fraud
are [4, 29]). This approach is called costly state verification and was introduced by Townsend [33] in
1979. The costly state verification principle assumes
that the insurer can obtain some valuable information
about the claim with an auditing cost. It implicitly
assumes that the audit process (normally using auditing technology) always discerns whether a claim is
fraudulent or honest. The challenge is to design a contract that minimizes the insurer costs, those including
the total claim payment plus the cost of the audit.
Normally, models suggested in this framework use
the claimed amount to make a decision on applying
monitoring techniques. In other words, deterministic
audits are compared with random audits [30], or it
is assumed that the insurer will commit to an audit
strategy [5].
Another parallel discussion is the one about costly
state falsification [12, 13]), which is based on the
hypothesis that the insurer cannot audit the claims –
that is, cannot tell whether the claim is truthful or
false. We can also find an optimal contract design in
this setting, but we need to assume that the claimant
can exaggerate the loss amount but at a cost greater
than zero.
One concludes that designing the auditing strategy
and specifying the insurance contract are interlinked
problems. Some authors [34] have proposed other
theoretical solutions. The existing literature proposes
optimal auditing strategies that minimize the total
costs incurred from buildup, accounting for the cost
of auditing and the cost of paying undetected fraud
claims.
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When analyzing the contract, Dionne and Gagné
[22] point out that insurance fraud is a significant resource-allocation problem. In the context of
automobile insurance, they conclude that straight
deductible contracts affect the falsification behavior
of the insured. A higher deductible implies a lower
probability of reporting a small loss, so that the
deductible is a significant determinant of the reported
loss at least when no other vehicle is involved in the
accident, or in other words, when the presence of
witnesses is less likely.
Assuming costly state verification, one may seek
an optimal auditing strategy but some assumptions
are needed on claim size, audit cost, proportion of
opportunistic insured, commitment to an investigation
strategy, and to what extent the insured are able to
manipulate audit costs. Recent developments go from
the formal definition of an optimal claims auditing
strategy to the calibration of the model on data and
to the derivation of the optimal auditing strategy.
Most of the theory underlying fraud deterrence is
based on the basic utility model for the policyholder
[29] (see Utility Theory). The individual decision to
perpetrate fraud is described in mathematical terms
as follows.
Let W be the initial wealth, L the loss amount with
probability π (0 < π < 1), P the insurance premium,
C the level of coverage or indemnity, Wf the final
wealth, Wf = W –L–P + C in case of an accident,
and Wf = W –P if no accident occurs. Unobservable
individual specific morale cost of fraud is represented
by ω. The state dependent utility is u(Wf , ω) in case
of fraud and u(Wf , 0) otherwise, with the usual von
Neumann–Morgenstern properties [29]. Let us say
that p is the probability of detecting a fraudulent
claim. A fine B is applied to fraudsters. In this setting,
the choice mechanism is
(1–p)u(W –P –L + C, ω) + pu(W –P –B, ω)
≥ u(W –P , 0).

(1)

An individual files a fraudulent claim if the
expected utility is larger than the status quo.

Fraud Detection
Fighting against fraud from the detection point of
view is always bad news because either no fraud is
found or too much fraud is detected. Both situations

are unpleasant to the insurer. Not being able to
discover fraud is certainly a sign of the detection
strategy being unsuitable. If too much fraud is
detected, then the insurer worries about the kind
of portfolio he has acquired in the past and his
reputation.
Fraud is not self-revealed. It must be investigated.
One has to find proofs and one has to understand why
the system was not able to spot the oddity. Fraud is
less visible as time from claiming passes because it
is a quick dynamic phenomenon. Note, for example,
that the injured person might be healed or the damage
might be already repaired when the investigator
comes into scene. Nothing can be done to return to
the original postaccident situation. The policyholder
demands a rapid decision on the insurer’s side,
because he wants to receive the payment. At the same
time, a solid conclusive proof of fraud is not easily
obtained. Finding evidence sometimes requires the
use of intensive specialized investigation skills, in
particular, if facts have to be proven in court. When
proofs are not definite, the cases are generally settled
with the claimant through compensation denial or
partial payment.
Auditing strategies have a deterrence effect and are
essential for detection purposes [32]. An automated
detection system tells the insurer which claims to
audit.
Completely automated fraud detection is bound to
fail because automated systems cannot accommodate
to the continuously changing environment, and to
the emergence of new fraud opportunities. More
information is obtained when analyzing longitudinal
or enriched data. An effective fraud detection system
requires unpredictability, so that randomness puts the
perpetrator at risk of being caught. One should be
aware that individuals should not be allowed to test if
the system detects fraud. Every time fraud is detected
some information is given about the characteristics of
the record and circumstances that are suspicious. For
this reason, insurers do not disclose the exact rules
of their detection systems to others.
The return on investment of detection systems is
hard to calculate because a higher fraud detection
rates may be due to a better detection system or to the
increase of the fraudulent activity. Costs and benefits
should also take into account that an unpaid claim
carries a commitment effect value to the customers.
What an insurer can do to detect fraud is not
necessarily valid for all lines of business, or for
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all cases. Fraud detection technology is not easily
transferred from one insurer to another. There are
still many particular ways of doing things that differ
from one company to another. The way firms handle
claims, the kind of products, and the characteristics
of the portfolio do make a difference when dealing
with fraud detection. There is a clear local component
regarding cultural differences, habits, and social rules.
Tools for detecting fraud span all kind of actions
undertaken by insurers. They may involve human
resources, data mining (see Neural Networks), external advisors, statistical analysis, and monitoring. The
currently available methods to detect fraudulent or
suspicious claims based on human resources rely
on fraud awareness training, video, and audiotape
surveillance, manual indicator cards, internal audits,
and information collected from agents or informants.
Methods based on data analysis seek external and
internal data information. Automated methods use
computer software, preset variables, statistical, and
mathematical analytical techniques or geographic
data mapping.
The cost of fraud is a crucial issue when balancing
the benefits from starting a fraud detection strategy.
A company having 0.2% fraudulent claims, with an
average fraudulent amount being $1000, will have
lost up to $2 million yearly if the number of claims is
100 000. The cost of investigating is a key issue when
implementing a deterrence and detection strategy.
Insurers must find a balance between concentrating on a few large frauds or seeking lots of small
frauds. Rather than investigating all the records with
a high suspicion level, one can decide that it is better
to concentrate on the ones in which fraud is easy to
discover. This strategy can be harmful for the new
databases generated from a distorted identification
procedure. Usually, existing claims samples serve
to update detection systems. The only way to cope
with class membership being uncertain is to take into
account that there is misclassification in the samples.
The aim of using a detection model is to help
insurance companies in their decision-making and to
ensure that they are better equipped to fight insurance
fraud. An audit strategy that uses a detection model
is necessarily inserted in the claims handling process.

Claims Handling
The routine claim handling in the company starts with
the reporting of claims. A claim report protocol is
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generally established. Data mining should systematically detect outliers once the information has been
stored in the system. Then routine adjusting separates claims in two groups, those that will be easily
paid (or express paid) and others (called target claims)
that will be investigated [19]. If doubts arise, there
might be a negotiation to pay less or none of the
claimed amount. Target claims usually go through
fraud screens, and possible investigation carried out
by specialized investigation units. If investigators are
able to find enough evidence, claims are reported to
either a civil proceeding or a criminal referral. The
results of the prosecution can be a plea of guilty, with
the corresponding punishment or a trial with a guilty
or not guilty outcome.

Fighting Fraud Units
Special Investigation Units (SIU) concentrate on
examining suspicious claims. They may be part of the
insurance company or an external contractor. In the
United States, the strategy has been to set up insurance fraud bureaus as part of the state governments,
Massachusetts is the exception, but funded by the
industry as an external way to fight criminal insurance
fraud. In insurance, antifraud coalitions data can be
pooled together to gain more insight on the policies,
policyholders, claimants, risks, and losses. In Europe,
the individual data privacy regulation makes insurance data pooling especially difficult. It is against the
law for insurers to get information on policyholders
from external sources, even if the individual wishes
to cooperate. There are also strict rules stating that
the insurer cannot transmit information on the insured
person to external bodies.

Fraud Indicators
Fraud indicators are measurable characteristics that
can point out fraud. They are usually called red
flags. Some indicators are very objective such as
the date of the accident. Humans, based upon subjective opinions, can construct other indicators. One
example of a subjective indicator is a binary variable
telling whether the insured person seems too familiar with the insurance terminology when the claim
is first reported. Usually, this expertise can reveal a
deeper knowledge of the way claims are handled and
is a description associated to fraudsters. Other possible indicators can be obtained using text mining
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Table 1 Examples of fraud indicators in automobile
insurance
Date of subscription to guarantee and/or date of its
modification too close to date of accident
Date/time of the accident do not match the insured habits
Harassment from policyholder to obtain quick settlement
of a claim
Numerous claims passed in the past
Production of questionable falsified documents (copies
or bill duplicates)
Prolonged recovery from injury
Shortly before the loss, the insured checked the extent of
coverage with the agent
Suspicious reputation of providers
Variations in or additions to the policyholders initial
claims
Vehicle whose value does not match income of
policyholder

processes, from free-form text fields that are kept in
customer databases.
Table 1 shows some examples of fraud indicators
in the automobile insurance context that can be found
in [2, 3, 19, 36].
For some indicators, it is easy to guess if they signal a fraudulent claim. Sometimes there are variables
with a contrary or misleading effect. For example, if
witnesses are identifiable and ready to collaborate on
explaining the way an accident occurred, this may
indicate that there is more certainty about the true
occurrence of the accident. Nevertheless, it has been
noted that well-planned claims often include fake witnesses to make the story much more plausible.

Steps Towards Data Analysis for Detecting
Fraud
The steps for analyzing claims data are related to
the claims handling process. The following steps are
recommendable for building fraud detection models.
1. Construct a random sample of claims and avoid
selection bias.
2. Identify red flags or other sorting characteristics.
When selecting the variables, one should avoid subjective indicators. More indicators may show up as
time passes since the claim was initially reported,
especially information generated by treatment or
repair bills.

3. Cluster claims. One should group claims in homogeneous classes. Some methods described below can
help. They are suitable when one does not know
whether the claim is fraudulent or not. Sometimes
hypothesis on the proneness to fraud are needed.
4. Assess fraud. An external classification of claims
will divide claims in two groups: fraudulent and honest. The problem is that adjusters and investigators
are fallible; they may also have opposite opinions.
5. Construct a detection model. Once the sample
is classified, supervised models relate individual
characteristics to the claim class. A score is generated
for this purpose. One disadvantage is the tendency to
group claims by similarity, so that a claim that is
similar to another claim that is fraudulent is guilty
by association. Another drawback is that claims may
be classified incorrectly. There are models that take
into account a possible misclassification [2]. The
prediction performance of the fraud detection model
needs to be evaluated before implementation.
6. Monitor the results. Static testing is based on
expert assessment, cluster homogeneity, and model
performance. Dynamic testing is the real-time operation of the model. One should fine-tune the model and
adjust investigative proportions to optimize detection
of fraud.

Statistical Methods for Fraud Detection
Statistical methods can be used to help the insurers
in fraud detection. All available information on the
policyholder and the claim potentially carries some
useful hint about an abnormal behavior. All statistical
methods for outlier detection can be useful.
Statistical fraud detection methods are called
‘supervised’ if they are based on samples of both
fraudulent and nonfraudulent records that are used to
construct models. Supervised fraud detection models
are used to assign a new claim into one of the two
classes. A basic requirement is that the original data
set is classified and that there is no doubt about the
true classes. Models are expected to detect fraud of
a type that has previously occurred.
Unsupervised methods are used whenever no
existing classification of legitimate and fraudulent
claims is available. They are aimed at clustering similar claims or at finding records that differ from the
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standard observations, so that they can be investigated
in more detail.
Most statistical methods aimed at detecting insurance fraud have been presented using automobile
claims. Examples can be found for the United States
[35], Canada [3], Spain [1] and several other countries.
The statistical tools to deal with dataset analysis
include data mining [35], selecting strategies [28],
fuzzy set clustering [18] (see Fuzzy Set Theory),
simple regression models [19] (see Regression Models for Data Analysis), logistic regression [1, 2],
probit models [3], principal component analysis [6],
(see Multivariate Statistics) and neural networks
[7]. We include a short description of statistical procedures that are useful for fraud detection. We begin
with the techniques based on a sample of classified
claims.

Relating Fraud Indicators to Fraud Rate
Let us consider the claims for which information
on one particular indicator is available. The number
of such claims is denoted by N . Calculate p̂, the
proportion of observed fraud claims in the signaled
group. Then we calculate the confidence interval




p̂(1 − p̂)
p̂(1 − p̂)
, p̂ + zα/2
,
p̂ − zα/2
N
N
where zα/2 is the (1 − α/2) percentile of a standard normal distribution (see Continuous Parametric Distributions). If zero is not contained in the
confidence interval, one can accept that the indicator
can be helpful in a regression analysis. A regression
model is estimated, the dependent variable being a
numeric suspicion level. The independent variables
or covariates are the fraud indicators [3, 19, 35, 36].

K-nearest Neighbors
Let us assume that Xi ∈ k is a vector containing the
characteristics related to the ith claim. The k-nearest
neighbor method [26] estimates the probability that
an input vector Xi , refers to a claim that belongs to
the fraud class, by the proportion of fraudulent claims
near the input vector. If Yi is the binary random
variable, which indicates by a value equal to 1, that
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the claim is fraudulent and by a value equal to 0 that
the claims are honest, then

Pr (Yi = 1|Xi ) =
Pr(Yi = 1|z)p(z) dz,
(2)
Ni

for Ni indicating the set near the ith claim, defined by
a suitable metric. The intuition behind this approach
is straightforward; we find the set of claims that are
most similar or closer to the ith claim. The risk of
fraud for the ith claims is estimated by the proportion
of claims that are fraudulent within the set of similar
claims.

Logistic Regression and Probit Models
The aim of these generalized linear models is to
develop a tool based on the systematic use of fraud
indicators. The model finds out some indicators that
have a significant effect on the probability of fraud.
The model accuracy and detection capability is used
to evaluate prediction performance.
Let Xi be the column vector of characteristics of
the ith claim including a constant term. Let Yi be
a binary variable, indicating by 1 that the claim is
fraudulent, and 0 otherwise. Let β be a column vector
of unknown parameters. The model specification

states that Pr(Yi = 1|Xi ) = F (Xi β). Function F (·) is
−z
) for the
called the link function, F (z)
 z= 1/(1 + e−u2 /2
du for
logistic model and F (z) = −∞ (1/2π )e
the probit model. Maximum likelihood estimation
procedures of the unknown parameters are available
in most statistical packages. In [2] the problem of
misclassification is addressed in this context.

Unsupervised Methods
Let us consider that Xi is the column vector of characteristics of the ith claim, with Xi ∈ k . The claims
sample is called a sample of patterns. No information is available about the true fraud class. Kohonen’s
Feature Map is a two-layered network, with the output layer arranged in some geometrical form such as
a square [7]. For each training pattern i, the algorithm seeks an output unit c whose weight vector
has the shortest distance to the sample of patterns;
weight vectors are updated using an iterative process. A topographical order is obtained, which is the
basis for visual identification of the underlying patterns. We can find an application to automobile bodily
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injury claims in [7], where four fraud suspicion levels are derived. Feed-forward neural networks and a
back-propagation algorithm are used to acknowledge
the validity of the Feature Map approach. Comparative studies illustrate that this technique performs
better than an insurance adjuster’s fraud assessment
and an insurance investigator’s fraud assessment with
respect to consistency and reliability. In [18] fuzzy
methods are used to classify claims. The method
is inspired in the classic clustering problems (see
Multivariate Statistics) of grouping towns in rating territories. Another unsupervised method is the
principal component iterative discriminant technique
[6]. It is an a priori classification method that can be
used to assess individual claim file suspicion level
and to measure the wealth of each indicator variable.
A critical assumption is that the indicators need to be
ordered categorically and the response categories of
indicators have to be prearranged in decreasing likelihood of fraud suspicion in order to construct the
scores.

Other Classification Techniques: Data Mining,
Neural Networks, and Support Vector Machines
A feed-forward multilayer perceptron is a neural network system that connects the information conveyed
in the input data set of classified claims with the target groups, through a function mapping [35]. Neural
networks are extremely flexible, the main disadvantage being that we cannot clearly perceive the effect
of each fraud indicator characteristic. This is usually called a black box system because the user does
not identify the separate influence of each factor on
the result. Vector support machines are similar models, but the output is a high-dimensional space. They
can be expressed as an optimization problem, whose
solution is linked to a classifier function. In [28],
a large-scale hybrid knowledge and statistical based
system aimed at scanning a large amount of health
insurance claims is presented. Knowledge discovery
techniques are used in two levels, the first one integrates expert knowledge-based ways of identifying
unusual provider behavior, and the second one uses
tool searches and constructs new rules. Similarly, we
can find in [31] an application aimed at reducing the
number of no payable insured claims. The method
implemented there is a hierarchical Bayesian logistic
regression model. Viaene [35] compared the classification techniques that are used in fraud detection
through the predictive power.

Evaluating the Performance of Detection
Systems
In order to assess the effectiveness of an audit strategy
driven by a detection system, a simple method is
to take the fraud score generated by the system for
every claim in the sample. Usually, the score is
expressed as an integer between 0 and 100, where
the higher the score the more likely it is that the
claim is fraudulent. The sample size is denoted by
N . In order to obtain the final binary classification,
one should fix a threshold c. Let Na be the number
of claims in the sample with a fraud score larger
than c. Correspondingly, Nc is the number of claims
in the sample with a score lower or equal to c.
If the model we used to calculate the score were
a perfect classifier, then all the claims in the first
group would be fraudulent and all the claims in
the second group would be honest. The number of
fraudulent claims in each group is called Nfa and
Nfc , respectively. The number of honest claims in the
high score group is N ha and the number of honest
claims in the low score group is N hc . A two by
two table can help understand the way classification
rates are calculated [25]. The first column shows the
distribution of claims that were observed as honest.
Some of them (N hc ) have a low score and the rest
(N ha ) have a score above threshold c. The second
column shows the distribution of the fraudulent
claims in the same way. Finally, the marginal column
presents the row sum.

Score ≤ c
Score > c

Observed
honest

Observed
fraud

N hc
N ha

Nfc
Nfa

Nc
Na

The usual terminology is true positive for Nfa
and true negative for N hc . Correspondingly, Nfc are
called false negative and N ha are referred to as false
positive.
If an audit strategy establishes that all claims with
a score higher than c are inspected, then the percentage of the sample that is examined is Na /N , which
is also called the investigative proportion. The rate of
accuracy for fraud cases is Nfa /Na and the rate of
detection is Nfa /(Nfa + Nfc ), also called sensitivity.
Specificity is defined as N hc /(N ha + N hc ). Rising c
will increase the rate of accuracy. If we diminish c
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the rate of detection will increase, but it will also
increase the number of claims to be investigated, and
consequently the auditing costs [3].
Many models produce a continuous score, which
is then transformed into a binary output using threshold c. If only the final class is given by the prediction
method, one can construct the previous classification
table in the same way.
Another model performance basic measure is the
receiver operating characteristic (ROC) curve and
the area under the ROC curve, called AUROC [35].
In order to visualize the ROC curve, one should
select a grid of different c thresholds, then compute
the previous classification table for each c and plot
Nfa /(Nfa + Nfc ) versus N ha /(N ha + N hc ), that is,
sensitivity in the y-axis versus (1-specificity) in the
x-axis, for each different threshold c. All the points
in the plot are linked together starting at (0,0) up to
(1,1). A curve similar to the one shown in Figure 1
is obtained. The AUROC is the shaded zone under
the ROC curve and above the bisectrix in Figure 1.
The larger the AUROC, the better the predictive performance of the model, because if a model produces
good predictions, sensitivity and specificity should be
equal to 1. This corresponds to the point (0,1) and the
maximum area is obtained.

Lessons for Model Implementation
Models for completely automated fraud detection
do not exist. Practitioners who implement detection models should bear in mind that new forms of
fraudulent behavior appear each day. The upgrade of
indicators, random audits, and continuous monitoring
are essentials, and the most efficient ways of keeping
a good track of fraud detection systems. They can
also help prevent an audit strategy from becoming
corrupted.
Basic measures to monitor fraud detection are
total claims savings due to fraud detection and total
and relative number of observed fraudulent claims.
Statistical analysis of the observed fraudulent claims
may provide useful information about the size and
the types of fraud the system is helping to find out.
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MONTSERRAT GUILLEN

History of Insurance
Early Days
From early times, communities have looked for ways
to pool resources in order to protect individuals from
unexpected losses. One of the most common and
long lasting arrangements, originating in the Mediterranean area and dating from before the Christian era,
was a loan, with a high rate of interest, secured on
the voyage of a ship, the loan being repayable only
if the voyage were completed successfully [68, p. 1].
In English, this became known as bottomry, referring
to the bottom of the ship (French: contrat à grosse,
German: Bodmerei).
There is evidence that the Romans practiced an
early form of life insurance and bought as well as
sold annuities [81, pp. 238–239].
In the year 1234, Pope Gregory IX banned the
taking of interest [48, p. 37] and artificial contracts
were developed to supplement bottomry [44, p. 9].
Following Pope Gregory’s ban on bottomry, marine
insurance in its basically current form developed in
Florence and then in Genoa.
This article looks at insurance where a premium
is paid to a third party to cover risk. Arrangements
that have an element of insurance, some of which
date from Babylonian times, are well covered by
Trenerry [81] and others.
A decree dated 1336 from the Duke of Genoa
carried regulations for a group of unrelated insurers, each writing his own share of the sum insured
in much the same manner as some Lloyd’s insurers still operate today. The idea of insurance passed
rapidly to France, Italy, Spain, Flanders, Portugal, and
England. The oldest surviving marine insurance document is from Genoa dated 1347 [69, p. 8]. Nevertheless, some states banned marine insurance and some
states authorized it. England was the most liberal
and in due course, marine insurance developed more
rapidly there than in the rest of Europe [69, p. 9].
Bottomry did not die out in all markets but was
expensive in comparison with insurance. It continued,
often as a facility for master mariners to obtain
money for repairs in foreign ports. An examination
in France of the wording of a bottomry contract in
1806 showed that the wording of the contract was
unchanged from the one found in Demosthenes in
350 BC, over 2000 years earlier [31, p. 129].

Codified laws of the sea were established in
Barcelona in the thirteenth century, and later Oleron,
Wisby, Rouen, and the Hanseatic towns. In the seventeenth and eighteenth centuries the ‘Consulat de
la Mer’ of Barcelona applied to the whole of the
Mediterranean, the Rules of Oleron to the Atlantic,
the Guidon de la Mer to the English Channel, and
the Hansa ordinances to the Baltic. The first work
devoted to insurance was by Santarem [71] and later
insurance appeared in books of law, such as [51,
57]. These works and subsequent law cases settle the
principles on which marine insurance is established.
Inevitably, difficult cases arise, and in all forms of
insurance law, cases continue to be put before the
courts of law to decide points up to the present day.
Malynes [52, p. 107] says that insurers can be compared with orphans because they can be wronged but
cannot commit any wrong because of the regulations
they are subjected to.
It is clear from the size of the premiums that
the risks to all parties were immense. To insure a
voyage from London to Edinburgh, or Rouen or Hamburg cost 3%, to Venice 10%, and to the East Indies
15% [52, p. 108]. It was unusual to insure the whole
ship. Fixed sums assured such as £50 or £500 were
normal. Marine insurance premiums were normally
paid after the completion of the voyage. After deduction of the premium and a further abatement of 2%,
the insured received less than the loss [57, p. 168].
The practice led to insuring more than the value of
the goods, so that after deduction of the premium and
other abatements, the insured had a complete reimbursement. At a rate of 10%, the sum to be insured
to receive 100 net was 113.63 and at the rate of 40%,
the sum was 172.41 [26, p. 302].
Insurance on transported goods over land existed
in the seventeenth century [52, p. 107] and I suspect
may well have existed earlier.

The British Isles
Non-life Insurance
Men gathered in Lombard Street, London, to transact
business, including insurance, in the sixteenth century and probably much earlier. Dissatisfaction with
the conditions, particularly in bad weather, led to
the building of the Royal Exchange by Sir Thomas
Gresham in 1569 for the benefit of the traders and
the citizens of London.
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Marine insurance gravitated to the Royal Exchange
as a result of the formation in 1575 of the office of
insurance in the building [68, p. 42] and the requirement to register insurances publicly. The commissioners of the office of insurance set out rules for
the transaction of insurance business [6] and there
was an associated arbitration court to settle matters
of dispute. There is evidence of the use of brokers to place risks with underwriters by 1654 [68,
p. 56]. By 1676, private policies did not need to
be registered [68, p. 57] and by 1693, the registrar
of insurances could act as a broker. By 1700, the
Office of Insurance seems to have disappeared without leaving a trace. However, the holder of the office
of Registrar was permitted to act as a broker [68,
p. 57] and he may well have changed into one of the
number of office keepers or brokers working in and
around the Royal Exchange.
There was much abuse of insurance as gamblers and others became involved. Some persons
insured named ships with named masters with the
sum insured being paid if the ship did not arrive in
Amsterdam within 12 months. When the ship did not
arrive, the claim was paid. However, the ship and
master sometimes did not exist. This is described as
an unconscionable way of raising money copied from
the Italians [5, p. 124]. In 1746, insuring marine risks
without the person effecting the policy having a financial interest in the risk was prohibited. The same act
also prohibited reinsurance, except when the insurer
became insolvent, bankrupt or died – (19 Geo 2 c
37) [46, p. 37], following much abuse. The prohibition of reinsurance was lifted by further legislation in
1846 [28, p. 33].
Lloyd’s of London. Edward Lloyd’s Coffee House
moved to Lombard Street, London, in 1691 and
began the association with marine insurance. The
establishment of Royal Exchange Assurance and the
London Assurance in 1720, which were given a
monopoly for marine business written by corporations, stimulated the Lloyd’s brokers and underwriters to obtain more business. The two corporations did not pursue the monopoly with much vigor,
with the result that Lloyd’s went from strength to
strength. The monopoly was not lifted until 1824 [87,
pp. 306–314]. During its existence, Lloyd’s has had
a number of reorganizations and survived a number
of crises. It became a legal entity in 1871 following
its act of parliament and was authorized for marine

insurance business [27, p. 143]. A market of other
forms of nonmarine insurance existed and flourished,
but it was sustained by the legal fiction that a nonmarine policy signed by a Lloyd’s underwriter was not a
Lloyd’s policy [27, p. 175]. The nonmarine Lloyd’s
business was innovative, largely due to the creativity
of Cuthbert Heath. Amongst Cuthbert Heath’s new
policies were insurances against theft and robbery,
with or without violence and burglary, the all risks
insurance, the jewelers’ block policy, which insures
a jeweler’s stock wherever it may be, and the loss of
profits policy following a fire [27, p. 164–167].
Fire Insurance. In the United Kingdom, fire insurance was a reaction to the great fire of London in
1665. The first fire insurance business, a partnership, was formed by Nicholas Barbon and others
in 1680 and was situated in the Royal Exchange.
It was known as the Fire Office or the Insurance
Office for Houses. It retained a company of men to
extinguish fires [86, p. 32]. Fire marks were issued
to be set on walls to identify the company’s insured
buildings. Others followed. Provincial fire companies were established in the eighteenth century [68,
p. 188]. By the beginning of the nineteenth century,
there were about 50 manual fire engines in use by
fire insurance companies [86, p. 29]. Ten of the leading insurance company fire brigades in London were
merged into the London Fire Engine Establishment
in 1833. This establishment was taken over as a public service by the Metropolitan Board of Works in
1866 [86, pp. 25–26].
Industrialization and changes in society caused
strains in fire insurance and other forms of insurance.
Adaptations had to be made and there were many
debates on a wide range of issues. These are well
illustrated by Jenkins and Yoneyama [41].
Casualty Insurances. There was much innovation
during the nineteenth century as changes in society
provided new risks. Fidelity guarantee policies, which
obviated defects of surety of private bondsmen, were
established with the formation of the Guarantee Society in 1840 [68, p. 279].
In 1849, the Railway Passengers Assurance Company was formed and wrote mainly personal accident business [68, p. 276] (see Accident Insurance).
In assessing damages against railway companies in
respect of fatal accidents, for any sum payable, the
policy was not taken into account, as the company
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was empowered under a special Act of Parliament of
1840. Sums payable under other accident insurance
policies were taken into account in assessing damages
until further legislation in 1908.
The Steam Boiler Assurance Company was founded in 1858, nearly 60 years after the invention of
high-pressure boilers and the many accidents that
followed [15, p. 51]. Prior to this, cover for boiler
explosions was difficult to obtain.
Credit insurance (see Credit Risk), under which
the insurer will guarantee payment, if a purchaser
fails to meet his obligation to a vendor in respect of
goods supplied by the latter, started in 1893 and was
reinsured by Cuthbert Heath [68, p. 283].

Widows’ Funds and Life Insurance
Widows’ Funds. In the United Kingdom, the first
two widows’ funds were formed at the end of the
seventeenth century. In 1698, the Mercers’ Company
set up a fund of £2888 to back its widows’ fund
venture [68, p. 115]. William Assheton was the promoter. Each person subscribing £100 was granted a
widow’s annuity of £30 per annum. The terms were
far too generous and over the course of time the
annuities to the widows had to be reduced. Finally,
Parliament granted the Mercers’ Company £3000 per
annum to enable the company to meet its engagements [65, p. 105].
Plans for an Irish widows’ fund were put forward by the City of Dublin in 1739 and again in
1741 [19]. It is not clear if anything resulted from
these plans, which were copied from the Mercers’
Company 1698 scheme.
In 1744, The Scottish Ministers’ Widows’ Fund
commenced. It was promoted by Alexander Webster
and extensive calculations were undertaken mainly
by Robert Wallace and Colin Maclaurin. The calculations did not estimate the individual liability for
each member of the fund [35, p. 2]. The fund was
reorganized in 1748 and projections of the amount
of the fund up to the year 1789 [79, p. 49] were
published. In 1759 further projections were published
up to the year 1831 [80, p. 49–52]. For many years,
these projections were remarkably accurate. The fund
was the first attempt to organize scientifically a widows’ fund on a regular contribution basis [24, p. 27]
and was a significant advance on anything existing before. The Scottish Ministers’ Widows’ Fund
survived because the members’ numbers reached a
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maximum and stayed more or less stationary as originally envisaged. This fund was put onto a modern basis in 1862 and survived until its closure
in 1994.
The Scottish Ministers’ Widows’ Fund was the
stimulus for numerous widows’ and annuity schemes
in the United Kingdom, some based on the Scottish plan. Richard Price criticized these schemes
as unsound [65, pp. 64–88 and also pp. 367–379 of
the 1772 edition]. By 1792, nearly all had ceased
to exist [66, p. xx and xxi of the general introduction]. However, widows’ funds continued to be
established, particularly in Scotland, up to the middle
of the 1860s. Hewat [32, p. 9] describes the methods
of these schemes as primitive and unscientific and
says that the advance of life assurance practically put
a stop to the founding of widows’ funds.
Life Insurance. The year 1755 saw a major breakthrough when James Dodson published the formula
for an age-related level annual premium for the
whole of life insurance [22, pp. 362–365] using De
Moivre’s approximation to Halley’s mortality table
(see Early Mortality Tables). In 1756, the year
before Dodson’s death, he completed calculations for
the operation of a life office writing whole of life
insurances including a 20-year accounts projection,
some sensitivity testing and a proposal for distribution of surplus [23]. The Society for Equitable
Assurances on Lives was formed on the basis of Dodson’s calculations in 1762 [63, Chapters 2 and 3].
A further breakthrough came in 1775, when Richard
Price (probably better known in the USA for his support of the American Revolution and civil liberties)
suggested three methods for ascertaining the financial situation of the society [63, p. 103]. These were
a mortality investigation, a look at death strain and a
full actuarial valuation. The methods were used in the
1776 valuation and were made public by Price and
William Morgan, Equitable’s actuary and Price’s
nephew, in 1779 [58, pp. 21–39].
In 1774, following gambling policies taken out on
the lives of public figures, the Life Insurance Act
prohibited the effecting policies unless the person
effecting the policy had an insurable interest in the
life insured [68, p. 131]. An act prohibiting gambling
in marine insurance policies without proof of interest
had been passed in 1746 [26, p. 160].
Life Insurance Companies. Four other life companies in the United Kingdom started writing life
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insurance on a scientific basis before the end of the
nineteenth century. Thereafter the pace of change
quickened up. Details of the life businesses that
opened and closed in the first half of the nineteenth century are not complete. Walford [82, p. 46]
describes the period 1816–1844 as the golden age of
assurance companies and goes on to say that in this
period, companies sprang up like gnats on a summer’s
evening and disappeared as suddenly. That was followed by the bubble companies from 1844–1862. It
was in the year 1844 that company registration was
introduced in the United Kingdom. In these 18 bubble
years, of the 519 life companies that were provisionally registered, 258 went to complete registration and
at the end of 1862 only 44 existed [83, pp. 48–62d].
In addition, there were a few companies set up under
deeds of settlement and others set up under friendly
society legislation.
In June 1867, the company creation position was
as shown in Table 1.
Note that, owing to lack of information, companies
that ceased to exist before 1845 are not included in
the table.
In these formative years, policyholders swindled
the life companies and some life companies were pure
swindles too. In the early 1830s, Helen Abercrombie
was murdered by Janus Weathercock (a rogue whose
real name was Thomas Wainwright) after her life
was insured for £18 000 in several life offices [25,
Chapter XIII]. Some more careful life offices had
declined to insure her life because the grounds for
insuring were not clear. The Independent and West
Middlesex Company was a pure swindle. It was set
up in 1836 by Mr. Knowles, an aged ex-smuggler
and journeyman shoemaker, together with William
Hole, a tallow chandler and ex-smuggler. They sold
annuities and spent the proceeds in lavish living and
good lawyers to protect them. It was three years
Table 1

Life Insurance Companies

Year of
creation
Up to 1805
1806–1815
1816–1825
1826–1835
1836–1845
1846–1855
1856–1865

Total companies
created

Still in existence
June 1867

8
11
23
20
70
147
55

4
10
17
12
25
19
16

before the fraud was exposed. Other fraudulent life
insurance companies were the ‘Absolute Security’ of
1852, the ‘Civil Service’ of 1854, the ‘Universal Life
and Fire’ of 1853 and there were more.
Provident Mutual introduced group life insurance
in 1846 and the first policies covered clerks [15,
p. 38].
In 1853, relief from income tax on life premiums
was introduced [15, p. 39].
Life insurance was for the wealthier sections of
the community and the workers had to resort to
friendly societies (see Mutuals) or burial clubs,
which often had an ephemeral existence. In its booklet for solicitors, Atlas Assurance instructed, ‘If a
life, either male or female, should be proposed for
assurance who is a labourer or working Mechanic,
or is in a menial situation, or in low circumstances,
it may be declined, without reference to the Office;
as the Directors have a general objection to assure
the lives of persons in lower ranks of society.’ [2,
p. 17]
Collecting premiums at the homes of workers
started with the friendly societies, such as the Preston
Shelley in 1831 [85, pp. 35–37]. Industrial insurance
followed in 1849 with the Industrial and General,
which had only a short existence, followed by the
British Industry. Prudential Assurance started issuing
industrial policies in 1854. After a slow start, industrial insurance spread to United States, the continent
of Europe, and Australasia.
Many life insurance offices were managed without
professional advice. There was considerable concern
for the safety of life insurance offices, leading to
the formation of the Institute of Actuaries in 1848.
One of the objectives of the new institute was the
development and improvement of the mathematical
theories upon which the practice of life insurance was
based [72, p. 20]. That did not correct the problems
in the market place immediately and many remained
ignorant of the perils of gross premium valuation
without proper allowance for expenses and withdrawals [12]; there are many examples of published
defective gross premium valuations throughout the
work. The failure of the Albert Life Assurance Co.
in 1869 led to the Life Assurances Companies Act
in 1870, with provision for deposits, separation of
the life fund, accounts and returns, and amalgamation and winding up [68, pp. 349–350]. The British
public was beginning to get effective supervision of
life insurance companies. Accounts published before

History of Insurance
the 1870 act were unsatisfactory and the publication
of accounting detail by Sprague [73] was a further
step forward.
The 1870 supervisory legislation was reenacted
in 1909 with additional but similar requirements
for non-life insurance [68, pp. 353–355], excluding
marine and capital redemption business.
The Consols Insurance Association was founded
in 1859 [18, p. 1] and provided life insurance linked
to three per cent consolidated stock, a major government-issued fixed interest security. Policyholders’
benefits were expressed as units of the security at
the par price. Further, the policyholders’ investment
portion of their contracts was separated from the risk
portion and their investment could be withdrawn as
if from a bank account at will. This is a surprising
modern concept. Details of the method of operation
are given in [12, pp. 119–130] as an example of an
office that deals equitably with its policyholders on
a sound and satisfactory basis. In 1862, the office
was unable to continue and was taken over by the
Provident Clerks.
Calculation capacity limited the technical development of life insurance. At the end of the first
quarter of the nineteenth century, commutation tables
began to take over from logarithms. These tables
are a device to speed up arithmetic by combining compound interest functions with the number of
persons living in the mortality table. This was followed by Crelle’s tables, which gave products of
three numbers and also by tables of quarter squares.
Quarter squares reduced the operation of multiplication to arithmetic by the use of the relationship
(1/4)(a + b)2 − (1/4)(a − b)2 = ab. This was followed by the introduction of the calculating machine
to life insurance offices about 1875. After that there
was some continuing theoretical progress during the
following century, but lack of improved calculating capacity held back further development until the
introduction of electronic calculating devices permitted large scale statistical analysis and brought a
further surge forward.
Substandard Lives, Medical Evidence etc. (see
Life Table). Brief statements about the health of
lives to be insured and their circumstances seem to
have been the norm from early on. A life policy in
the United Kingdom dated 1596 recites, ‘. . .which
said T.B. is in health and meaneth not to travel out
of England’ [68, pp. 113–114].
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Equitable Life had a formal approach to substandard lives from an early date. A history of gout, or
if the life had not had smallpox, attracted 12% to the
premium, which was reduced to 11% in 1781 [56,
p. 15]. Beer retailers, female lives under age 50,
and a history of hernia were also charged at about
11% addition to the premium. The Eagle Insurance
Company started underwriting substandard life business in 1807, the year of its formation. It reported
on the mortality experience in 1874 [36]. The Clerical, Medical, and General Life Assurance Society,
and the Asylum Life Office were both formed in
1824 with the express purpose of insuring ‘invalid
lives’.
In 1812, William Morgan published a ‘nosological’ table, being a tabulation of the causes of death
in the Equitable Society [59, pp. 324–326]. This was
the start of many such tabulations for normal and
substandard lives. Rigorous studies of substandard
lives started with the Medico-Actuarial Impairment
Investigation – 1912 in North America.
Early underwriting requirements were simple. A
proposal form, two references (one from the proposer’s medical attendant) and appearance before the
directors was the norm. If the proposer did not attend,
there was a fine payable with the first premium. London Life appointed its own medical adviser in 1823
and in the following year, Clerical, Medical, and General and the Asylum life office both appointed their
medical examiners. The medical examiners’ reports
to the board were usually oral. Oral reports were
still the norm in one office in 1886 [14, p. 411]. The
1850s saw the start of publications on life insurance
medical problems. In 1853, Knapp said that there
was no stripping for the insurance medical examination, although unclothing of the chest may be
necessary for auscultation [42, p. 169]. Dobell [21,
pp. 4–7 and 10] published a comprehensive set of
questions for medical examinations, including urinalysis, heart sounds, and so on, and explanations. Also,
he suggested that an appropriate premium for substandard lives was to charge for the age attained in
comparison with healthy lives. Brinton said that some
authorities form a very low estimate of the value
of medical examinations [9, p. 3]. By the middle of
the 1860s, life insurance companies had their own
printed forms for medical examinations [75, p. 34].
Towards the end of the 1860s the Hartford Life and
Annuity Assurance Company of Connecticut had a
printed form with additional specific questions to
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be answered by the medical examiner of the company when the party to be assured was female. In
France, in 1866, Taylor and Tardieu said that substandard lives could be assured by adding 10, 15, or
20 years to the actual age and charging the premium
for this increased age [76, p. 11]. Doctors, particularly in France [49, p. 10], began to express concern
on the effect on relationships with their patients as
a result of offering medical information to insurance
companies. Pollock and Chisholm suggested a number of ways of charging for extra risk in 1889 [64,
pp. 152–164]. They considered various impairments
and suggested specific additions to age or deductions
from the sum insured.

France
Non-life Insurance
In 1686, Louis XIV authorized the establishment
of the first French insurance company, Compagnie
Générale pour les Assurances Grosses Aventures de
France (General Company for Insurances and Bottomry Bonds) [10, p. 235]. After reorganizations, in
1753, the company’s major directors were directors of
the Paris water company. They had established public water works and invented the fire engine, so they
were authorized to form the Compagnie Générale
d’Assurances contre incendies, the first French fire
insurance company which started in 1786.
After the French Revolution, insurance companies of all branches, including marine, fire, and
transport both on land and inland waterways began
to be formed again. Many companies had only an
ephemeral existence. Thirty six mutual fire companies (see Mutuals) and 11 mutual hail companies
were formed from 1809–1830 [69, p. 41]. The first
joint stock companies were not authorized until 1818.
Glass insurance was successfully introduced to
France by La Parisienne in 1829, but did not occur
in Great Britain until 1852 [15, p. 50].
In the years 1864 and 1865, accident insurance
offering both lump sums on death and income during incapacity commenced, and specialist reinsurance companies started. Reinsurance treaties between
companies had commenced in 1821 with a treaty
between La Royale of Paris and Propriétaires Réunis
of Brussels. Outside France, Cologne Reinsurance
Company was formed in 1842 and the Swiss Re.
in 1863.

The years after the Franco-Prussian war of 1870–
1871 saw realignment in the market. Some companies
merged, others disappeared and new companies were
formed. In the years after 1879, some 11 marine
insurance companies went into liquidation [69, pp.
87–93].
To a large extent, the French companies were
behind the English companies in much of their practice and principles of insurance and their operations
were more elementary [69, p. 72]. But the French
companies had a solidarity and regularity of operations that made them veritable public institutions.
There was an unsuccessful attempt in 1894 to
create a state monopoly in fire insurance and to make
effecting fire insurance compulsory [69, p. 99].
In 1900, there were 22 fire insurance companies,
17 life insurance companies, 13 accident insurance
companies, 4 hail insurance companies, 17 marine
insurance companies, and 2 mutual associations covering livestock. In addition there were 6 agricultural
mutual companies insuring against hail and no less
than 500 primitive agricultural associations, either
active or being formed, to cover livestock and some
of these offered fire insurance too [69, p. 98].

Tontines and Life Insurance
Tontines. The invention of the tontine is credited to
Lorenzo Tonti, who put forward a scheme to Mazarin
to raise money for the French government in 1653.
In its original form, the tontine was a sum of money
paid by subscribers on which interest was paid in
respect of nominated lives, the amount being paid
for each life increasing as lives died. When the last
life died the capital reverted to the state. In 1689,
the first French state tontine was established. Others
followed, but in 1770 all tontines of the French King
were suppressed and transformed into life annuities
without increases [69, p. 25].
In 1791 Joachim Lafarge opened a variation on
the tontine. The details are complex, but in principle,
money was to be accumulated for 10 years and the
first persons to receive an income were to be chosen
by lot. The calculations presented to the public were
based on the assumption that 6% of lives would
die every year [39, p. 2]. The Caisse Lafarge proved
to be controversial and in 1809, was placed into
administration after questions were raised about the
way it was being operated [3, p. 83]. Up to this
time, its experienced mortality rate was under 1%
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per annum. This experience set back the cause of
life insurance for a long time [48, p. 50]. The Caisse
Lafarge continued in existence until 1888.
Tontines, which were not used widely before the
revolution, became popular during the nineteenth century. Some tontines were run by swindlers. A number
of life insurance companies would not consider tontines as an adjunct to their main life business and a
number of specialist companies sprang up [69, p. 30].
Other life companies ceased tontine business when
their ordinary life business had reached a certain stage
of development.
The 1914–1918 war and the related inflation put
paid to most of the tontine operations, but some
continued quite successfully.
Life Insurance. Antipathy towards life insurance
existed in France from early times. In 1681 an ordinance prohibited life insurance. There was a general
view that as the life of a person was beyond price,
a life could not be a matter for commerce and any
such contract was odious.
The first French life insurance company, Compagnie Royale d’Assurances, started writing life business
in 1788 after receiving authorization by decree on
November 3, 1787. The water company put forward
its own plan to write life insurance business [17]
and obtained a decree of authorization in April 5,
1788. Following strong protests from the Compagnie
Royale and others, the Compagnie Royale’s authorization was confirmed in a further decree of July
27, 1788, which also gave it a 15-year monopoly
period and forbade the water company’s life business
operations and other projects. The Compagnie Royale
became involved in the politics of the French Revolution. Mirabeau attacked the Compagnie Royale
violently and all other companies involved in speculation [67, pp. 54, 125 and 289]. In April 24, 1793,
a decree abolished the company and its 24 offices
were sold off by auction. Claviere, who wrote the
company’s prospectus and managed the company,
committed suicide in December 1793. E E Duvillard, the actuary advising the company, survived the
revolutionary politics but succumbed to cholera in
1832. All other insurance companies were proscribed,
too, but a few mutual Caisses de Secours, mainly
local or regional fire and hail organizations, survived
the revolution.
Life business, which started again in 1819 [69,
p. 44] with the Compagnie d’Assurance Générales,
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was not very popular. In 1849, the total life insurance sums assured payable on death for the three
most senior companies were Fr 61 million, but sums
subscribed for tontines were Fr 395 million and regular contributions were Fr 125 million [69, p. 56].
On the birth of the Prince Imperial in France in
1856 [84, p. 501], a large endowment insurance was
effected on his life and he collected several million francs at age 18. This did little to popularize
life insurance in France. The benefits of life insurance came to the public notice in 1864 as a result
of the La Pomerais law case that questioned whether
life insurance death benefits were not just immoral
but also illegal in France by virtue the 1681 ordinance [69, p. 65] despite later authorizations to the
contrary. The resulting publicity led life insurers to
issue endowment assurances, which became popular
and the 10-year term assurance payable only on death
lost favor. At the beginning of the twentieth century
life business could be said to be a normal feature
of society.
The Institut des Actuaires Français (see Institut des Actuaires) was founded on May 30, 1890
with a view towards research for moral and material
progress in a disinterested way [38, pp. 19–20].

Germany
Non-life Insurance
Fire Insurance. In Germany, fire insurance was
the core business up to the year 1900 [1, p. 170].
The formation of non-life insurance companies was
a little faster than the life insurance companies as
the number of companies existing in 1846, extracted
from Masius [54], shows in Table 2.
Although insurance, particularly marine insurance,
was common in Hamburg and the Hanseatic towns,
in some parts of Germany there were superstitions,
which held the development of fire insurance back.
In 1783 a fire caused by lightning in Göppingen, near
Stuttgart, saw the townspeople saving their furniture
rather than extinguishing the fire on the grounds
that the buildings were insured. Lightning was God’s
punishment and some people thought that the fires it
caused could not be extinguished. Insurance limited
the punishing hand of God and if everybody were
insured, how could God punish? In the 1840s, some
of the South German evangelical clergy were against
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Table 2 Number of Insurance Companies by
Year of Formation
Year
up to 1805
1806–1816
1816–1825
1826–1835
1836–1845
Total

Life and annuity

Non-life

7
22
29

4
3
10
22
30
69

the formation of private fire insurance companies
because God could then no longer punish [1, p. 21].
During the nineteenth century, the German states
used the granting of concessions to write insurance
business as a measure of protection from foreign
concerns, which included towns in other German
states so that, for example, Prussia was foreign for
residents of Hamburg. Sometimes these concessions
were for fire insurance only, but could also be for
other branches of insurance too. In Prussia, a law of
1853 required all forms of insurance to be subject
to concessions and no less than three Government
ministries were responsible for the various insurance
branches [1, p. 45].
In addition to concessions, individual fire contracts
were supervised by the police from the 1830s [1, pp.
48–52]. Over insurance was a problem and no agent
would hand over a policy without having a declaration from the police that they had no objections.
Employers’ Liability Insurance, Sickness and Accident Insurance, and Pensions. The Haftpflichtgesetz of June 7, 1871 was a modest piece of legislation
granting compulsory compensation on death or injury
to employees working in mines, railways, and so
on. Nevertheless, it was the first intervention of the
German state into the relationship of employers and
employees [1, pp. 65–66]. This led to the formation
of three mutual employers’ liability insurance companies in 1873 and was the stimulus for the modern
German employers’ liability for workers [53, column
501]. In France, the introduction of employers’ liability insurance stems from 1861, when the Préservatrice
Société d’Assurances introduced a group insurance to
cover workers against accident risks, whether there
was a legal liability or not. In the United Kingdom, employers’ liability legislation was introduced
in 1880 and The Employers’ Liability Corporation,
which pioneered this class of business in the United

States and elsewhere [70, pp. vii–viii], was formed
in the same year.
Following the parliamentary checking of Social
Democratic excesses in 1878 [20, pp. 11–12], there
was an extensive social insurance program (see
Social Security). Sickness insurance legislation
came into force on December 1, 1884, and gave up to
13 weeks of benefit to industrial workers generally.
The accident insurance legislation came into force
in 1885 and extended the sickness law to other
occupations. The obligatory accident insurance was
extended to further occupations in 1886 and later.
Obligatory old age and infirmity insurance came into
force in 1889. The old age pension was paid from
age 70 if infirmity allowance was not being paid. At
this time, the expectation of life at birth was less
than 60 years [88, p. 787]. Infirmity allowance was
paid when the person was unable to earn one third of
the wage of a day laborer, in his place of residence.
The allowance for infirmity was higher than the old
age pension and a person over age 70 receiving the
pension could lay claim to the infirmity allowance
instead [34, p. 27]. Most pensions were granted for
infirmity. In 1889, 1 in 7 was on account of old age
and 1 in 12 in the year 1910 [20, p. 20].
Other Branches of Non-life Insurance Business.
Payments for a short-term sickness were common in
Germany and Great Britain from early days, being
conducted through friendly societies or similar organizations. Long-term invalidity payments (see Disability Insurance) became possible as the mathematical analysis of sickness patterns progressed.
The early sickness tables were produced in Great
Britain [8, p. 421] in the early nineteenth century, but
the development of the mathematics then passed to
Germany for a while. The earliest insurance company
insuring long-term sickness, as far as I can find, is
the Leipzig-based Leipziger Kranken- Invaliden- und
Lebensversicherungsgesellschaft [1, p. 121], a mutual
company formed in 1855 writing short-term sickness
and life business too.
Hail insurance companies flourished. A hail insurance association started in Mecklenburg, in 1797,
on the principle of mutual contribution [15, p. 49].
Many others followed on the continent of Europe,
where the problems of hail are much greater than in
Great Britain.
In 1846, Masius gave details of 15 mutual companies and 1 proprietary company, dating from 1797
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onwards. There were 13 transport insurance companies; these included cover in respect of river transport
including the rivers Rhine and Main. The first of these
listed in Masius was formed in 1829. Six companies
insured cattle and horses and in the life insurance
field the numbers included nine annuity companies.
There were also two tontines, one in Hamburg and
one in Rostock.

Widows’ Funds and Life Insurance
Widows’ Funds. The first widows’ funds appeared
in Germany in the beginning of the seventeenth century [8, p. 173]. They were in Zwickau, Mansfeld,
Magdeburg, Lepizig, Altenburg, Chemnitz, Braunschweig, and Hamburg. In 1645, Duke Henry the
Pious of Gotha formed a widows’ fund for ministers
of religion. In 1662, he founded another for teachers,
which in 1775 was merged into the general widows’
fund for civil servants of the dukedom. Large numbers of widows’ and orphans’ funds were founded
between 1750 and 1870 [7, p. 9]. Widows’ funds in
Germany were developed technically by a number
of mathematicians including J. N. Tetens [77, Chapter 5] and C. F. Gauss [30, p. 50 of the introductory
essay]; see also [7, pp. 13 and 15] for other mathematicians.
Life Insurance. The first life insurance company
established in Germany was the Hamburg-based Allgemeine Versorgungsanstalt of 1778 that operated
locally. The founders had asked Richard Price for a
report on their plans [7, p. 13]. It did not attract much
business as it limited its business to Hamburg, but it
survived throughout all of the nineteenth century. The
next life insurance company was founded by William
Benecke in 1806, also in Hamburg. It lasted until
1814, when Benecke, who opposed Napoleon, fled to
England [7, p. 15]. At this time and later until well
into the nineteenth century, much life insurance was
provided by branches of English companies.
There was upset in Germany when Atlas Assurance and two other English companies rejected a
death claim on the life of Duke Frederick IV of
Gotha [33, p. 137]. The death occurred within eight
months of the policy being effected. Two more
English companies paid their claims. The Duke was
born in 1774 and was raised in a way appropriate for
a son of a wealthy family, including travel abroad and
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a period in the army when, at the age of 19, he commanded his regiment in Holland. His state of health
changed so that at the time the policy was effected, he
was unable to speak and his intellect was impaired
to the extent that he was entirely in the hands of
his attendants and his medical men. Legal action to
enforce payment was nonsuited and a further action
to set that aside was refused [29].
This aroused a desire for German life companies
tailored to German needs including a stricter basis
for sharing profits than that used by the English
companies. The result was to accelerate plans for
William Arnoldi’s mutual life insurance company the
Lebensversicherungsbank für Deutschland in Gotha,
which was founded in 1827 and did not write business
on lower class persons. All its business was written
through agents [47, p. 23]. In 1845, there were 29
German life insurance companies in existence [54];
the data are scattered throughout the work.
The growth of life insurance in Germany was
steady until the new empire of 1871, after which
there was a sharp increase in sums assured in force.
These sums in 1870 were 1 billion. Marks, which
doubled to 2.28 billion by 1880 and doubled again
to 4.31 billion marks by 1890 [1, p. 141]. After the
year 1880, the German public may be regarded as
having accepted life insurance as a general means of
savings and protection.
Table 3 gives an overview of life business by
insurance companies in their own countries (i.e.
excluding business written by overseas life insurance
companies and thus much understates the situation in
Italy, Switzerland, and Russia).

United States of America
Non-life Insurance
For many years after the Pilgrim Fathers colonized
America, insurance provision was largely lacking.
The distances from European countries were large
and communication was difficult. There may well
have been a reluctance of underwriters to undertake
business in a country where the conditions were not
well known to them.
One of the earliest mentions of American insurance concerns William Penn [37, p. 8], who lost
twenty guineas in 1705 when a private underwriter

10

History of Insurance
Table 3

Insurance Company Life Business
Life sums insured in millions of marks

Germany
Austria
Italy
Switzerland
France
Belgium
Holland
England
Russia
USA
Canada
Australia
Others
Total

1860
317
104
2
6
184
17
10
3400
23
707

1870
1010
350
13
88
806
37
53
5983
38
8743

13
4783

40
17 161

1880
2282
927
29
152
2183
48
86
9313
118
6376
151
560
167
22 392

1890
4312
1501
103
224
3202
60
227
11 016
516
16 812
495
800
567
39 835

Insureds per 100 000 inhabitants in 1880.
148
80
30
1313
68
213
Ordinary business 2659, industrial 17 251
23

Source: Reproduced by permission of Vandenhoeck & Ruprecht, Originally published in Ludwig Arps: Auf
sicheren Pfeilern. Deutsche Versicherungswirtschaft von 1914 , Göttingen 1965 [1, p. 142].

failed. In 1724, an office opened in Boston to provide for individual writing of marine policies [43, pp.
49–50].
In Charleston, South Carolina on January 18,
1732 an advertisement in the South Carolina Gazette
invited freeholders of the town to meet in Mr. Giguilliat’s house, where proposals for the formation of
a fire insurance office were put forward [10, pp.
19–20]. It was another four years before the company, the Friendly Society, was formed. On February
1, 1736, the articles of association were approved and
the officers of the company elected. The leading lights
were Captain William Pinckney and Jacob Motte.
In November 1740, fire consumed over 300 buildings in Charleston, which ruined the Friendly Society
financially. The effects of the fire included new building codes and a large sum of money sent from
England to help the sufferers.
Another American fire insurance was The Philadelphia Contributionship for the Insurance of Houses
from Loss by Fire, which was formed by means of
a deed of settlement in 1752 but not incorporated
until 1768 [10, p. 24]. Benjamin Franklin, in whose
Pennsylvania Gazette the call for subscribers was
published, was a signatory to the deed and elected
a director. The company adopted the hand-in-hand
pattern as its seal, being copied from the London
based Amicable Contributors for Insuring from Loss
by Fire formed in 1696.

During the eighteenth century, American underwriters operating as a syndicate could not write sums
insured of more than $25 000. The market was primarily in London and slow communication was a
problem [13, p. 38]. In 1792, after the failure of tontines in Boston, New York and Philadelphia to attract
a sufficient number of subscribers, the Universal Tontine Association changed its name and its objectives
to become the Insurance Company of North America [37, p. 10], a stock company, which got its act
of incorporation in 1794, writing a wide range of
risks. The company suffered heavy marine insurance
losses in 1794 largely due to French depredations on
American commerce. Attempts to write life insurance
was limited to short-term insurance against death in
captivity after capture by Algerian pirates or Barbary Corsairs. Little life business was written, but no
claims were received, and this branch of insurance
was discontinued in 1804 [37, p. 17]. Nevertheless
the company overcame its problems and became a
major force in the market.
In the period from 1787 to 1799, 24 charters were
granted to insurance companies of which 5 were
authorized life insurance [43, pp. 65–66]. By 1804,
there were 40 insurance companies in the market [13,
p. 51].
Reinsurance was introduced into the United States
in 1819, when the Middletown Fire of Connecticut
stopped business [37, p. 42].
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New York’s first look at insurance company operations started with statutes in 1828, which required
all moneyed corporations created thereafter to make
annual reports to the State Comptroller. In 1849,
a general insurance act made compliance by foreign companies a condition of their admission to the
state [55, pp. 4–5]. This general law and its subsequent modifications became the basis of the general
insurance statutes of most States [60, p. 24].
New York started taxing insurance companies in
1823 and Massachusetts followed suit in 1832 [43, p.
95]. From 1832, the number of insurance companies
chartered, increased considerably [43, p. 86]. More
than 25 charters were granted in New York and a
similar increase occurred in other Eastern states. The
movement spread to the Middle West and the South.
Most of these were property insurance companies.
In 1835, there was a catastrophic fire in New York.
Most of the fire companies there were bankrupted
and the city was left largely without insurance cover.
The need for foreign capital was clear and in 1837,
taxation obstacles for foreign insurers were reduced.
The limited response to these measures led to the
setting up of mutual fire insurance companies, no less
than 44 being chartered in two years in New York
State [43, pp. 91–92].
In 1837, the state of Massachusetts introduced
legislation to set up unearned premium funds to
protect the public against loss of premium on policies
not yet expired. This is the start of the intervention of
the state into the setting up of reserves for insurance
businesses [37, pp. 41–42]. This state codified the
laws of insurance in force in 1854 and set up the first
state insurance department in 1855 [43, p. 128]. New
York followed in 1859.
In 1837, too, Massachusetts introduced legislation
requiring insurance companies to file returns. Under
its 1817 legislation, returns were required at the
pleasure of the legislature [60, p. 6]. As there was
no requirement to register in 1837, the state did not
know what companies had been formed or had ceased
writing business. On December 1, 1838, the returns
showed a total of 24 companies operating in Boston
and 19 operating elsewhere [16].
Windstorms and tornados were often a problem,
especially in Illinois, where damage on the open
prairies was severe. In 1861, tornado insurance was
started in that state, but was not very successful [60,
p. 64]. Several corporations were then organized in
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the West, but these also proved unprofitable. Nevertheless, in the course of time, this branch of insurance
business became established.
A massive fire in Chicago in 1871 resulted in 68
companies being bankrupted, 83 paying only part of
their claims and 51 companies only paying in full [13,
p. 68]. 60 miles of streets were destroyed and 150 000
people became homeless [40, frontpage]. This led
to a spoof advertisement for the Tom Tit Insurance
Company of Chicago offering to insure ‘Grave-yards,
stone walls and pig iron on favorable terms’ [40, p.
8]. The fire has been attributed to an unruly cow
knocking over a hand-lamp filled with a destructively
inflammable oil [78]. There seems, however, to have
been more than one source of ignition. That was
followed in 1872 by a great fire at Boston, which
resulted in more insurance companies being unable
to meet their engagements [37, p. 70].
Guarantees were, and still are, often sought for
the fulfillment of contractors’ work. The idea of
insuring this occurred in Great Britain and the Contract Guarantee Company was provisionally registered in 1852 [84, p. 107]. However, this company
never became completely established and the British
did not have a company of the sort until 1904 [68,
p. 282]. In the United States, this type of business
became common in the late nineteenth century.

Life Insurance
In the United States, Francis Alison, whose alma
mater was the University of Glasgow [4, p. 31], and
Robert Cross, put forward a petition in 1756, which
led to the formation of the Presbyterian Ministers’
Fund in 1759. Alison’s petition referred to a charter
in imitation of the laudable example of the Church
of Scotland [50, p. 109]. This fund survived and
adapted. It operates today as Covenant Life. Others
followed the same pattern, including the Episcopal
corporation and the Protestant Episcopal Church of
Maryland [43, p. 58, 64].
The Pennsylvania Company for Insurance on Lives
opened in 1813 [43, pp. 75–76] and was the first life
insurance company operated on a commercial basis.
Its actuary, Jacob Shoemaker was the first holder of
such an office in the United States.
In 1820, the Aetna Insurance of Hartford obtained
legislation permitting the creation of separate life
and general insurance funds, but did not make much
use of it [43, pp. 85–86]. The New York Life and
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Trust Company of 1830, which used agencies from
the outset, is credited with being the first company
to write life insurance on any scale through this
distribution channel. It sought business much more
actively than the Pennsylvania Company [43, pp.
88–89].
Girard Life and Trust Company in its charter
of 1836 provided for profits of life business to be
distributed to whole life policies as an addition to
the policy and is the beginning of the dividend
system in America [43, pp. 92–93]. The company
also introduced liberalized conditions including less
rigid travel restrictions and days of grace for payment
of premiums.
New York introduced legislation in 1840 giving a
married woman the right to effect as her own property, a life policy on the life on her husband, subject
to his consent. Nearly every other state followed this
lead [43, p. 96].
The New England Mutual obtained its charter
in 1835 and commenced life insurance in 1843. It
was the first of many US life insurance companies
formed under the mutual plan [43, p. 102]. The New
England Mutual started the beginning of practical
life business in New England. It also introduced the
system of allowing policyholders to pay part of their
first five years’ premiums by credit note. This was
much copied by other life insurance companies.
During the years 1847–1850, bubble companies
were formed and disappeared quickly [43, pp.
112–113]. Of the 47 companies operating in 1850,
only 12 operated for any length of time. The
remaining 35 were largely speculative and their
officers had inadequate knowledge of insurance.
These companies were the product of the speculative
character of the times and the sudden popularity
of life insurance. There was also a change in the
type of life insurance being written. In 1843 term
policies, payable only on death within a limited
period, predominated; but by 1850 over 90% of
policies were whole life insurances [43, p. 118].
In 1858, Massachusetts introduced a law giving authority to insurance commissioners to examine
the valuation bases of life insurances (see Technical Bases in Life Insurance). The commissioners
decided to adopt the English 17 Offices mortality
table of 1843 (see Early Mortality Tables) with 4%
interest and, most importantly, to credit the companies with the value of future net premiums instead of

the value of future gross premiums that some companies thought proper. This was the start of government
regulation of life insurance [43, pp. 122–123] prescribing solvency standards for life insurance businesses. New York followed with a solvency standard
in 1866 [55, p. 5]. In Europe, Switzerland followed
with insurance supervisory legislation for life and
general business in 1885 [45, p. 192] and the United
Kingdom followed in 1870.
The duty of regulating insurance by law arises
because of the weakness of individual insureds and
their dispersed nature. All the funds accumulated
in Life Insurances offices belong exclusively to
the insured. Actuaries, Presidents, and Directors are
merely their paid agents and trustees accountable to
them for every dollar [61].
In the period 1860–1870, there was a large expansion in life insurance companies and business written
expanded 10-fold, despite the civil war [43, p. 141].
Fraternal insurance started in 1869. This was limited life insurance for workers together with sickness
benefits and served the community well.
Many life insurance companies paid no surrender value (see Surrenders and Alterations) on the
lapse of a policy. Elizur Wright campaigned against
this and Massachusetts introduced nonforfeiture legislation in 1861. This improved the situation somewhat, but policyholders continued to be treated in an
unfair fashion. Cash dividends were introduced by the
Mutual Life in 1866. After further campaigning, cash
surrender values were introduced by Massachusetts’
legislation in 1880 [62, pp. 493–494 and 539].
The year 1879 saw the rise of the assessment life
companies in Pennsylvania [11, pp. 326–346]. 236
associations of this kind were incorporated and a
large number of them were swindles. For a while
these associations became a mania. Many crimes
were brought about by the craze. The speculators
were insuring old and infirm poor people close to
death. The associations did not intend to pay claims,
but merely to pass the hat round and give some of
the proceeds to the claimant. The insurance commissioner called for more protection for the life insurance
industry and by the end of 1882, the law put paid to
the abuses.
This was followed by the assessment endowment
system, which promised such benefits of $1000 at the
end of seven years in return for small assessments of
$300 over the same period [11, pp. 347–377]. This
scheme worked quietly for a number of years until
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in 1887, the Massachusetts Insurance Commissioner
called it to the attention of the law officers of the
state. The mania and speculation grew and so did
associated crime. By the end of 1893, the mania had
ended but not before about one million people in
the United States had been taken in according to the
Massachusetts insurance commissioner.
Nevertheless, the respectable part of the life insurance industry continued to promote life insurance and
pointed out the advantages accruing to the political
economy of the nation [74, p. 14]. It survived the
swindles and in due course flourished.

[20]
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TREVOR SIBBETT

Homeowners Insurance
As the name suggests, owners of homes purchase this
insurance to indemnify themselves against property
damage. The insurer will pay the costs of repair or
replacement up to the sum insured (see Coverage)
of the policy. The sum insured is estimated by the
homeowner as the cost of replacing the building in
the case of total loss. Often, this sum will be automatically increased each year in line with inflation.
The insurable items available under a homeowners policy include buildings and rental costs if the
property becomes uninhabitable after an insured loss.
Often, homeowners policies will include an element
of liability coverage, to indemnify the homeowner
for any damage or injury for which they become
liable. This will usually be a fixed amount unrelated to, and much higher than, the sum insured of
the policy.
The insurable events that an insurance company
is prepared to cover include fire, earthquake, water
damage, explosion, impact, lightning strike, riots,
civil commotion or industrial or political disturbances,

storm, damage from theft, and malicious acts. They
usually exclude loss or damage arising from floods,
wear and tear, depreciation, storm surge (the increase
in sea level from a severe storm), subsidence, war,
terrorism, or faulty construction.
The main factors affecting the premium for a
homeowners policy are the sum insured, the construction materials of the building, the use of the
building, and its location. The relationship between
sum insured and premium is not linear, as many of
the insurance claims are not for total losses, but for
things like fire damage.
Most homeowners policies will specify a
deductible. The homeowner may be offered various levels of deductibles, with each higher
level corresponding to a reduced policy premium. Discounts may be offered for protective devices, owner age, no-claim bonuses (see
Experience-rating), and multipolicies, such as
motor (see Automobile Insurance, Private), homeowners, and householders (or contents) insurances combined.
MARTIN FRY

Insurance Company
An insurance company is an organization that is
licensed by the government to act as an insurer, to be
party to an insurance contract that promises to pay
losses or render services.

History
Insurance companies and the types of coverage
offered, as we know them today, originated in England in the seventeenth century. The most notable
insurance company is Lloyd’s of London, currently
the world’s second largest commercial insurer, which
started in Lloyd’s coffee shop where merchants and
shipowners gathered to underwrite specific types of
risks and establish a set of rules for payment.
Further development of insurance companies has
been a result of market initiatives and requirements
by law. To protect against large losses, in the nineteenth century, governments began to require that
companies purchase insurance and retain adequate
reserves (see Reserving in Non-life Insurance) for
risks such as fire, workers compensation, public liability, and later automobile (see Automobile
Insurance, Private; Automobile Insurance, Commercial).

Types of Insurance Organizations
Insurance companies can be broadly divided into two
groups: life insurers and general insurers.
Life insurance was originally designed to provide
protection for the family of a deceased policyholder,
but has now evolved to include a variety of
policy designs and benefits. Traditional policies
would require the policyholder to make regular
premium payments and would provide for payment
of a predetermined sum if the policyholder died
during the specified term of the policy. Recently,
policies have evolved such that premiums are now
invested in an investment portfolio/account with the
policyholder receiving the accumulated funds plus
any investment income earned at the cessation of
the policy (see Unit-linked Business). Life insurers
also began to offer annuity products, which allowed
for the payment of a fixed yearly income after the
policyholder reached a predetermined age. Recently,

insurers have also allowed for early benefit payments
to patients with terminal illnesses.
General insurance (see Non-life Insurance)
allows for the coverage of non-life related
risks. This might include products that provide
coverage for home and contents (see Homeowners
Insurance), vehicles, and factories against theft
or damage. Companies also developed catastrophe
insurance allowing coverage against damage due
to the elements, such as tornado, cyclone, hail,
or flood damage. Other large fields in which
general insurance companies are involved include
public and professional liability insurance, marine
insurance, and credit insurance. Almost every type
of foreseeable risk can now be insured through
insurers that use specialized underwriting techniques
to evaluate the risks involved.
Insurance companies differ not only with the
type of coverage offered but also with the type
of organizational structure based on differing goals
and objectives.
Stock insurance companies operate for profit, selling stock of ownership to shareholders who provide
the capital. This type of insurance company represents the largest proportion of organizational structures. Mutual insurance companies (see Mutuals)
are owned by the policyholders and are designed,
not for profit, but for risk sharing. Any earnings are
redistributed to the policyholders. In recent times,
many mutual insurance companies have undergone
demutualization, and have been reorganized as stock
companies to have easier access to capital and to
put themselves in an ‘improved’ competitive position.
There are many other types of organizational structures that fill a smaller part of the market, but generally satisfy specific needs in various industries, such
as cooperations, fraternal orders, and reciprocals.

Underwriting/Rate making
The insurance industry is competitive and the insured
may choose a company based on its financial stability,
policy premiums, and details of coverage. To remain
competitive, insurance companies must be selective
in deciding the underwriting process and what risks
to take on, and in order to have sufficient reserves
to cover potential losses (see Reserving in Non-life
Insurance), a premium should be charged that provides adequate coverage at a competitive price (see
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Premium Principles; Ratemaking; Risk Classification, Pricing Aspects; Risk Classification, Practical
Aspects).

Environment
Most insurers operate in an environment of intense
government regulation. Insurance and superannuation
comprise an essential part of most governments’ public savings policies and help contribute to the overall
stability of the financial system. The activities of
insurance companies are therefore severely limited by
complex and comprehensive government legislation.
The regulations generally aim to promote solvency,
protect policyholder interests, and ensure consistency
in financial reporting.
Other limitations might include restrictions on the
types and amount of securities that may be purchased, as well as ensuring the provision of minimum
capital adequacy reserves held in low-risk assets.
Government and nongovernment bodies usually work

together to establish prescribed processes and methods to be used in the valuation of an insurance
company’s liabilities and assets.
Insurers may sometimes receive differential tax
treatment to help the government achieve its longterm economic objectives. In particular, superannuation (see Pensions: Finance, Risk and Accounting)/pension products tend to receive favorable tax
treatment due to their importance in increasing public savings and reducing pressure on social welfare
systems (see Social Security).
In recent years, insurers have faced increasing
competition from other financial institutions that have
begun to offer insurance type products. In particular, banks have shown an increasing interest in the
insurance market and have aimed to build on existing customer bases by offering more comprehensive
packages designed to meet the full spectrum of customers’ financial needs.
AMANDA AITKEN & BRETT COHEN

Insurance Forms
A typical insurance policy contains a variety of
‘forms’. These include a ‘policy declarations form’, a
‘policy conditions form’, and one or more ‘coverage
forms’.
A policy declarations form typically lists basic
policy information including the policy inception and
expiration dates, applicable deductibles and limits,
the activity to be insured, and the named insured.
A policy conditions form typically lists any qualifications the insurer attaches to its promises to the
policyholder. These usually focus on the duties and
rights of both the insurer and the policyholder before
and subsequent to an insured event [2].
To an actuary, the most important form of an
insurance policy is the coverage form. For a monoline
insurance policy, there will be one or two coverage
forms: a claims-made form or an occurrence form.
(Bundled policies may have both types of coverage
forms depending on the policyholder’s choice of
types of coverage.) These forms are generally similar
and contain the same components such as definition
of the coverage provided and description of any
aggregate limits or sublimits that affect the amount
of coverage provided. The key difference between
the claims-made and occurrence form, however, is
the ‘trigger’, which is a very important consideration
for actuaries in both ratemaking and reserving.
For occurrence policies, coverage is ‘triggered’
when a covered event occurs during the policy period
defined by the inception and expiration dates. Generally, an occurrence policy provides coverage regardless of when the occurrence is reported to the insurer.
As a result, for certain classes of business, such as
a product or professional liability insurance, there
may be a long lag from the occurrence date of a
covered event to the date when it is reported to
the insurer.
For claims-made policies, coverage is triggered
when a claim is ‘made’ or reported to the insurer.
Claims related to events that occur during the policy period but that are not reported until after the
policy period are not covered. Thus, claims-made
policies are not exposed to claims (see Reserving
in Non-life Insurance), which is a significant difference from occurrence policies. Another difference
from occurrence policies is that claims-made policies
often include a ‘retroactive date’, which represents

the earliest occurrence date for which reported claims
will be covered. Both these differences are consistent with the original intent of claims-made policies,
which was to reduce the causes of additional development (the ‘tail’) associated with liability exposure [1].
With respect to ratemaking and the coverage
form, there are a number of differences the actuary
must consider. First, when projecting ultimate loss
for the prospective policy period, an actuary should
recognize that the loss trend has a greater impact on
occurrence policies due to the longer average lag
from when the policy incepts to when claims are
reported. Second, occurrence policies generate more
investment income due to the longer lag between
premium collection and claim settlement. As a result,
the prospective ultimate loss discounted to present
value for the time value of money is lower for
occurrence policies than for claims-made policies.
One additional issue that affects the pricing of
claims-made policies relates to the retroactive date.
The closer the retroactive date is to the policy inception date, the greater the reduction to the exposure
underlying the claims-made policy. As a result, there
is often a distinction made among claims-made policies to recognize the time between the retroactive date
and the policy inception date. A policy for which the
retroactive date is approximately equal to the inception date is known as a ‘first year claims-made’ policy, a policy for which the retroactive date is approximately one year prior to the inception date is known
as ‘second year claims-made’, and so on. A ‘mature
claims-made’ policy covers claims reported during
the policy period regardless of the occurrence date.
For reserving, the key difference between claimsmade and occurrence data is that a claims-made
report year is not exposed to unreported claims. As
a result, all else being equal, one would expect the
loss development pattern to be shorter for claimsmade business than for occurrence business. Also,
ultimate claim frequency, which is a useful diagnostic
in reserving, is known with certainty after 12 months.
Another issue is the relative difficulty in identifying
the impact of historical legislative changes and new
types of claims. Legislative changes in particular may
be difficult to evaluate because they often apply to all
occurrences either before or subsequent to a specified
date. As a result, this type of change is easier to
identify on an occurrence basis rather than a claimsmade basis because claims from a specific occurrence
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period are likely to be reported over a number of
claims-made report periods.
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DEREK A. JONES

Insurance Regulation and
Supervision
Introduction
Insurance companies and other entities that sell or
provide insurance products are generally subject to
the normal regulatory processes that apply to all
businesses, such as incorporation and licensing, occupational health and safety, stock market listing and
trading, etc.
However, there are several features of insurance
that have marked it for special regulatory processes
in most jurisdictions, and two types of insurance
regulation are of particular interest to actuaries. Like
most other financial services entities, insurers are
regulated for financial solvency. Like many products
and services provided by utilities, certain insurance
products are price-regulated.
Another type of special insurance regulation involves the products and services that insurers sell and
provide. This regulation can affect the types of insurance cover that is offered in the first place, and
can also cover the insurance claims service that is
provided to either the policyholder or to covered
third parties.

Solvency Regulation
Insurance products generally involve a ‘reverse cash
flow’ business model; money (premium) for a product is paid to the seller well before actual products/services (claims payments) are delivered. This
ordering means that an insurance product relies on
‘promises’ of future payment, and most governments
have determined it to be in the public interest for
these promises to be broadly enforced. Thus, the most
common form of insurance-specific regulation has to
do with insurer solvency.
Insurance solvency regulators generally prescribe
rules as to the amount of marketable assets an insurer
must have on hand in excess of policy liabilities. This
excess is often called insurer equity or capital; we
will refer to it here as regulatory net assets. Solvency
regulators also generally measure and monitor the
amount of regulatory net assets for each insurer under
their jurisdiction on a regular basis.

In many jurisdictions, if a company’s regulatory
net assets fall below the prescribed regulatory level,
the regulator may take over supervision of part or
all of a company’s operations. In less severe cases
of financial distress, regulators may consult with
company management, and monitor business plans
towards improved financial health.
By definition, the effective regulation of solvency
depends on the soundness of the outstanding insurance liabilities carried on in an insurer’s balance
sheet. Thus, actuaries are a key part of any sound
system of regulating insurer solvency. In many jurisdictions, companies are required to have a qualified
actuary sign a statement certifying the adequacy of
company insurance liabilities (see Actuary; History
of Actuarial Profession).

Price Regulation
The purchase of several types of insurance, such as
workers’ compensation and auto liability (see Automobile Insurance, Private; Automobile Insurance,
Commercial), is required by law in many jurisdictions. In addition, other forms of insurance such as
homeowner’s insurance, can be viewed as a ‘necessary good’ or are required by other parties. Insurance regulators often take a strong interest in the
level of premiums charged for these products (see
Ratemaking), and often set up systems of formal
price regulation.
Insurance price regulators are generally aware of
and often adhere to the three fundamental actuarial
principles of insurance pricing:
1. Appropriate actuarial premiums should be sufficient to cover all the expected costs of a product.
2. Appropriate actuarial premiums should not be
excessive, relative to the expected costs of a
product.
3. Appropriate actuarial premiums should not be
unfairly discriminatory.
In some circumstances, price regulators intentionally override the third principle above in the interest
of social policy. For example, it may be seen as
socially desirable for all automobile drivers to be covered by auto liability insurance, but the fair actuarial
premium for inexperienced inner-city drivers may be
prohibitively high. In such a situation, some regulators have created restrictions on the price that can be
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charged to such problem classes. A related regulatory
approach to pricing issues is to prohibit the use of certain rating variables (such as race, gender, or age) on
social policy grounds.
There is generally a continuum of administrative
approaches to price regulation. Examples include
the following:
•
•
•

Regulators may directly set prices for insurance,
with no company discretion allowed.
Companies may be allowed to develop their own
prices, subject to regulatory approval.
Regulators may allow companies to charge whatever prices they wish, seeking to allow a market mechanism to regulate prices appropriately.
Under this approach, regulators may take on
the role of testing an overall market to verify
that it exhibits signs of appropriate competitive behavior.

There are of course many shades of regulatory
approaches between these broad categories.
Because of the overlap between reserving and
pricing analyses, actuaries have continually become
more involved in the insurance pricing process. In
many regulatory systems, companies are required by
regulators to have a qualified actuary sign an opinion
as to the appropriateness of premium rates and prices.

Other Regulatory Issues
Occasionally, regulators and lawmakers deem it necessary to exempt insurance from normal business

regulations. One example of this is the US federal
McCarren–Ferguson Act, which exempts the insurance industry from federal antitrust laws as long
as it is actively regulated by the individual states.
This law was enacted to allow insurers to pool their
claims data for pricing purposes, in order to correct
widespread problems of underpricing and subsequent
insolvencies for fire insurance at the turn of the twentieth century.
Insurance regulators may also regulate the types
of products that companies are allowed to sell. For
instance, coverage of punitive damages in liability insurance may be seen to be contrary to public policy.
Some types of insurance products, commonly
called ‘third-party’ coverages, provide claim benefits to persons other than the policyholder. A common example is workers compensation insurance, in
which injured workers receive claim benefits from the
policies purchased by their employers. In such circumstances, it can be especially important to ensure
that high-quality service is provided as part of the
claims handling process, as society as a whole has an
interest in seeing injured third parties properly compensated and rehabilitated. In addition, third-party
coverage may lack normal market feedback mechanisms related to service and quality, as the purchaser
of the product is not the ultimate beneficiary. Thus,
there is sometimes a need for insurance regulators to
play an active role in regulating the claims management activities of insurers.
DANIEL TESS

Lapses
A lapse is a failure by a policyholder to accept an
insurer’s offer to renew an expiring policy. The lapse
rate is calculated as the number of policyholders who
lapse as a proportion of the number offered renewal.
Insurers calculating lapse rates must allow for late
acceptance of offers to renew, and for policyholders
who change the basis of insurance (for example, a
motor policyholder offered a renewal of a fire and
theft policy may switch to a full comprehensive cover
rather than a lapse).
Lapses are distinct from ‘cancellations’, which can
occur at any time before the end of a policy term.
Cancellations require the policyholder to specifically
request the termination of the policy before its expiration whereas lapses occur due to inaction/refusal by
the policyholder on renewal.
Lapse rates are monitored separately from cancellation rates, in particular, because they tend to
occur for different reasons. Lapses usually indicate
that a policyholder has switched to another insurer,
whereas cancellations indicate that insurance is no

longer required. High lapse rates are an indication
that premiums may be too high or that benefits are
not competitive, either at an overall level, or for particular parts of the insurer’s portfolio. For this reason,
insurance companies monitor lapse rates closely, as
an indicator of the competitiveness of their policies.
In practice, ‘renewal rates’ are often considered rather
than lapse rates. Renewal rates are calculated as the
number of policyholders who renew as a proportion
of the number offered renewal (1-lapse rate).
Insurers also monitor lapse rates as it is generally
considered more expensive to gain a new customer
than to retain an old one. This is because there are
additional costs of advertising for new policyholders,
higher administrative expenses involved in adding a
new policy and higher costs associated with underwriting that new policy. There is also evidence that
claim costs are higher among new policyholders than
among renewing policyholders, particularly for motor
car insurance (see Automobile Insurance, Private;
Automobile Insurance, Commercial).
MARTIN FRY

Leverage
For insurance professionals, the term leverage can
represent a number of issues. These include operating
leverage, financial leverage, insurance leverage, and
the leveraged effect of inflation and other trends.
Among financial professionals in general, financial
and operating leverage are the most familiar forms of
leverage. Operating leverage is defined as the ratio of
fixed operating costs to the sum of fixed and variable
costs. Financial leverage is the type of leverage most
commonly discussed in finance and refers to the use
of borrowed money (debt) for investment purposes.
This is measured by the ratio of a company’s debt to
the sum of debt and equity.
For actuaries, however, insurance leverage, which
is typically measured as the ratio of loss reserves
(see Reserving in Non-life Insurance) to surplus,
is a very important item. This is especially true
for actuaries who are involved in determining a
company’s target return on equity and evaluating the
trade-off between risk and return. Leverage is critical
in evaluating this trade-off because it magnifies both
the risk and the return of a potential investment at the
same time [1]. Greater insurance leverage will lead to
greater variability of the return on shareholder equity.
An actuary or other insurance professional must
consider various issues when determining the amount
of insurance leverage the insurer will employ. These
include financial ratings, which tend to be lower for
companies with high leverage, and the cost of capital,
which is the rate of return required by investors for
their capital contributions. For the insurance industry,
the most important consideration related to leverage
is the probability of ruin (see Ruin Theory), which
emerges because of the stochastic nature of insurance
liabilities. One argument is that insurance leverage
is unfavorable if the return on invested assets is
below the ratio of underwriting losses to loss reserves,
which may be interpreted as the cost to finance loss
reserves [2].

A different aspect of leverage that is important
for actuaries to understand is the leveraged effect of
inflation and other trends on excess layers of loss.
An example illustrates this most clearly. Suppose
a reinsurer reimburses a policyholder for all losses
in excess of $100 000 (the ‘attachment point’ for
excess-of-loss coverage provided by the reinsurer)
per claim. Further, suppose that the cost of each type
of claim experienced by the policyholder increases
by 10% per annum. If the policyholder has two
claims in year 1 with total costs equal to $90 000
and $110 000, then the reinsurer will assume $10 000
(the $110 000 claim is $10 000 in excess of the
attachment point) from the policyholder, whose net
loss will be $190 000. In year 2, on the basis of a
10% trend, similar claims would cost $99 000 and
$121 000. The reinsurer would therefore incur losses
of $21 000 (because only one claim has exceeded
the per-claim attachment point) and the policyholder
would retain $199 000. The implied trend for the
reinsurer, however, is not 10% but is instead equal
to 210% (year 2 excess losses of $21 000 ÷ year 1
excess losses of $10 000). This is known as the
leveraged effect of trend on excess layers of loss [3].
This is a particularly important issue for actuaries
involved in ratemaking for reinsurance.
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Liability Insurance
Introduction
As its name suggests, liability insurance generally
provides cover for financial loss that arises as a
result of a finding of liability under law. Despite
this strict definition, the majority of claim payments under liability insurance generally come from
settlements in lieu of an actual legal finding of
liability.
Liability insurance requires a reasonably advanced
and well-functioning legal system in order to exist.
Further, it is generally only attractive to those individuals and entities with significant assets to lose. As
such, it is often one of the last classes of insurance
to emerge in developing markets and societies.
Liability insurance is often referred to as a ‘thirdparty’ coverage. This is because the initial loss event
is generally suffered by someone other than the policyholder. As a result of this third-party loss, the
policyholder is found to be liable for damages (or
negotiates a settlement) to that third party. These
damages are what is directly covered by the insurance
policy.
For example, a shopper may sue the owners of a
shopping center for injuries sustained in a fall on the
premises. In this case, the public liability insurance
policy of the shop or shopping center owners would
cover financial damages to the shopper (the third
party) for injuries deemed to stem from the owner’s
liability.

Basic Liability Coverages & Types
Liability insurance generally covers damages, which
arise from one or more of the following:
•
•
•

Bodily injury to a third party
Damage to property of a third party
Financial loss of a third party

Various types of liability insurance policies have
evolved, which cover the above types of damages in
specific situations. The main categories of these policy types are as follows (US titles are in parentheses
where different):
• Public liability (commercial general liability):
This type of insurance covers liability incurred by

a business or other public entity, through the normal
course of their affairs.
• Professional indemnity (professional liability/
malpractice): The insured covered under this type of
insurance is usually a practitioner (or group) in one of
the common professions, such as architecture or law.
Professionals often work under a partnership structure where they, as individuals, can be held liable
for damages against the professional practice as a
whole.
• Medical indemnity (medical malpractice): Similar
to professional indemnity above, but specifically for
medical practitioners.
• Directors and officers (D&O): Whereas corporations or other public entities can be held liable
for damages as an organization, this type of insurance covers directors and/or officers of such entities if they are held individually liable for malpractice or mismanagement in the discharge of their
duties.
• Auto liability: This insurance covers a driver of a
vehicle for their liability to a third party in the event
of an automobile accident.
• Employer’s liability: This covers the liability of
employers to their workers in the event that a worker
is injured in the course of their work.
• Homeowner’s liability: This covers any liability that a homeowner may incur to guests on the
premises, usually as a result of some injury. This
insurance is often included as an additional coverage in a basic homeowner’s first-party fire/property
policy (see Homeowners Insurance).
• Products liability: This covers the liability of a
manufacturer or seller of a good or product arising
from loss caused to a third party by way of that
product.

‘Pseudo-liability’ Insurance
Many societies have developed replacement systems
to legal liability in certain situations. Commonly
referred to as ‘no-fault’ systems, these are generally
developed to apply to automobile accidents and workplace injuries. The corresponding insurance coverages in these no-fault situations are commonly called
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no-fault auto insurance (see Automobile Insurance,
Private) and workers compensation insurance.
In jurisdictions that set up workers compensation
systems, injured workers are paid defined benefits
from their employer’s workers compensation insurance policy. In the United States and Canada, these
benefits are considered an ‘exclusive remedy’, and
extinguish the right of the worker to pursue additional
awards under the law due to a finding of employer
liability (although some additional award may be
possible under a finding of intentional or criminal
negligence). This is in contrast with the UK system of employer’s liability, where no defined benefits
have been set under the law, and workplace injury
awards are still determined under the common-law
(liability) system. An interesting set of hybrid systems for workers compensation exist in Australia,
where in some states, injured workers receive benefits defined by statute but may still pursue additional
awards through the courts under common law under
certain circumstances.
No-fault auto systems do not generally give thirdparty insurance coverage for other motorists. Rather,
each motorist is insured under their own policy
against their own loss as a result of a motor vehicle
accident, regardless of fault. Third-party coverage is
usually provided for other injured persons, such as
pedestrians, again regardless of fault.
Despite the legal/conceptual difference of these
coverages from true liability insurance, workers compensation, and no-fault auto insurance are often
grouped together with liability insurance, since they
are closely related to liability systems. Claims experience and financial performance of these products is
often similar to true liability insurance products.
Workers compensation and auto liability or nofault auto insurance are often compulsory; that is,
employers and drivers are required by law to purchase
insurance cover, and where this is true, these types
of insurance are often referred to as ‘compulsory
classes’.
Compulsory insurance systems are set up to ensure
that every member of the public receives a basic level
of support should they become an accident victim.
Occasionally, under these systems, someone suffers
an injury or loss in which the liable party is either
unknown or not insured (in violation of law). To
address this risk, system lawmakers and regulators
often set up a separate entity known as a ‘nominal
defendant,’ administered by the government, which

pays these uninsured claims. The nominal defendant
is generally funded via a levy on all the insurance
policies in the system.

Extensions and Exclusions
Since the introduction of liability insurance, the
legal theory underlying the concept of liability has
changed. Several important concepts involved are
• Strict liability: this legal theory holds that certain
parties can be held liable for damages simply by
virtue of their position or relationship to an injured
third party, regardless of fault or negligence. This
theory of liability was initially developed in relation
to the manufacturers of products, and is commonly
associated with products liability coverage.
• Class action: this type of legal proceeding allows
many injured parties (sometimes numbering in the
thousands) to pursue damages against a single or
multiple defendants under a single legal action.
This approach allows the aggregation of small/inconsequential damage amounts into sizeable awards.
• Joint and several liability: this theory holds that,
where multiple parties are held to be liable or potentially liable for damages, each and every one of them
is fully responsible to pay the entire damage amount,
should the other parties no longer exist or have sufficient means.
As the environment for legal liability has changed,
so too has liability insurance coverage. Many liability insurance policies exclude coverage for liability
associated with one or more of the above concepts,
or include such coverage as a special extension for
an extra premium.
Other common insurance coverage exclusions relate to liability arising as a result of criminal or intentional harm or negligence, and liability for exemplary
or other punitive damages, as insurance coverage of
these amounts may be seen as against public interest.
Apart from coverage exclusions, some jurisdictions have legislated caps on liability payments as
well as minimum physical impairment levels before
a claim can commence.
(See also Employer’s Liability Insurance)
DANIEL TESS

Lloyd’s
To understand Lloyd’s, one has to realize what it is
not. It is not an insurance company with shareholders or a mutual, nor does it accept liability for a risk
as a trading entity under the name of ‘Lloyd’s’. It is,
in fact, a ‘society’, or group of individual and corporate members, who accept a share of a risk by operating through an underwriting syndicate, in which the
individual members (called Names) are liable to the
full extent of their personal private wealth, to supply
the capital backup to meet the insurance liabilities,
but the corporate organizations operate with a form
of limited liability.
How has Lloyd’s developed since its foundation
in 1688? It is a most extraordinary story of survival
and adaptation.
There were no offices in London at that time,
and like-minded men gathered at coffeehouses to
discuss affairs of the day, exchange news, and do
business together. Groups of shipowners, owning
ships bringing goods from the East and West Indies,
decided to pool their resources and cover each other
so that if one member’s ship with its cargo sank, then
the others would bail him out, and support him from a
principle of mutuality. So, in the London reasserting
itself after the Great Fire of 1666, modern ‘mutual’
insurance was born, and developed accordingly. The
name ‘Lloyd’s’ comes from Edward Lloyd who kept
the coffeehouse in Lombard Street.
In 1720, after the notorious South Sea Bubble
fraud, legislation was introduced to prohibit marine
insurance being written by organizations except
those with charters granted by the government, or
by individuals who pledged their whole wealth in
backing a risk. Thus, throughout the eighteenth century, Lloyd’s gradually expanded and developed into
a ‘society of underwriters’, not just shipowners but
other wealthy supporters, and in 1774 left the coffeehouse environment and moved into premises at
the Royal Exchange where it functioned for the next
150 years.
During this period, in 1795, Lloyd’s paid a claim
of over £1 million for a claim for a consignment of
gold bullion lost when the frigate HMS Lutine sank
off the Dutch coast. The ship had previously been the
French frigate ‘La Lutine’ captured by the British in
1793 off North Africa. The ship’s bell (which had
been on the ship in both incarnations) was eventually

found, and to this day it is the symbol of Lloyd’s,
hanging in the center of the modern Lloyd’s building
(see Figure 1). The gold, however, was never found!
Until the modern electronic age, the bell was rung
traditionally to herald important announcements to
underwriters and brokers in the Room (the trading
area of Lloyd’s). One stroke was for bad news, and
two strokes for good news.
In 1906, Lloyd’s was heavily involved in claims
from the San Francisco earthquake, and paid claims
very quickly – to the amazement of the Americans –
and ever since that time, has obtained about half
its business from North America. Several Lloyd’s
syndicates had a percentage share (a line) on the
Titanic when it sank in 1912.
Gradually, Lloyd’s extended its business from
marine (hull and cargo) to incorporate all forms of
general insurance (see Non-life Insurance), such as
employers’ liability, motor (see Automobile Insurance, Private; Automobile Insurance, Commercial), and aviation. It is estimated that today more
than half the world’s ships and planes, and over onequarter of UK cars are insured at Lloyd’s.
Lloyd’s was incorporated by the Act of Parliament in 1871, and business accepted on the principle
of ‘uberrima fides’ – utmost good faith. Since then,
there have been five further Acts. The most recent, in
1982, resulted from an investigation into the ability of
Lloyd’s to regulate itself, and indeed recommended
the setting up of the Council of Lloyd’s. Today,
the Council continues to function and control the
operation of the market, but the regulation of Lloyd’s
has been subsumed, along with the rest of the insurance industry, into the Financial Services Authority.
As mentioned, Lloyd’s does not determine premium
rates centrally for the market, but many risks are
shared (especially on jumbo aeroplanes and tankers)
throughout several syndicates.
The great advantage of Lloyd’s in its operational
sense is its accessibility. Permitted brokers (representatives of the insureds) come into the Lloyd’s building
to place their insurance, discuss it with a key lead
underwriter, and terms for cover and premiums are
agreed. If the underwriter does not take 100% of the
risk, then the broker takes details of the risk (on a
‘slip’) to other underwriters to build the percentage
up to 100%. All the potential insurers are in close
proximity, hence the ‘market’ terminology.
At its peak in 1988, before the introduction of
corporate members, Lloyd’s had 32 433 individual
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Figure 1

The Rostrum in the Lloyd’s Building where the Lutine Bell hangs

members, who between them operated 376 syndicates, with an underwriting capacity of £10 740 million, representing an average of nearly £30 million per
syndicate (the size of a medium insurance company),
and £330 000 pledged per individual member.
Lloyd’s has historically worked on a three-year
accounting system, whereby, in effect, a syndicate
was created for a particular calendar year, accepting
risks during that year, but was not able to close its
year of account until the end of the third year. By
then, it was anticipated that the expected quantum of
claims would have been filed by the insureds to the
insurers. This has not been the case in recent years,
with so many claims having a long tail and being notified late (see Long-tail Business) – asbestos claims
are a particular case in point.
Thus Lloyd’s had to devise a system for ‘closing’ a syndicate down at the end of three years,
and so a transfer value, called the ‘reinsurance to
close’ (RTC) was instituted. Effectively, this RTC

was a discounted value of the expected claims still to
be paid (whether or not notified at the end of the
three-year period). Actuarially, one could say that
this was equivalent to introducing an ‘expanding funnel of doubt’ – to quote Frank Redington. What its
introduction achieved was, of course, the potential to
pass on liability for future claim payments relating
to the closed year to the following year of account,
which might have a different collection of supporting
Names. Alternatively, if claims ended up less than
anticipated in the original RTC, then future participating Names would gain.
Over many years, this system worked reasonably
well; some syndicates built up huge reserves carried
forward, which stood them, and their Names, in good
stead through Lloyd’s problems in recent years. Others fared less well, and went out of business, having
made substantial losses, and thereby losing support
from their Names. The extraordinary aspect of this
approach to the calculation of the RTC has been the

Lloyd’s
fact that it was wholly calculated by the underwriters themselves, in conjunction with the auditors. It is
now widely acknowledged that had there been regular (and regulated) actuarial input over the years,
then Lloyd’s would have been in a far stronger position to have coped with the difficulties of the 1990s
from having written too much business in the 1980s
and earlier (asbestos claims go back to the 1950s)
at too low a premium. Actuaries were only involved
when the underwriter of a syndicate felt that he could
not come up with a satisfactory RTC in conjunction
with his auditors, as there were too many unknowns,
and indeed may have had to keep the syndicate
account open. The role of the actuary in these circumstances was to assist in the estimation of future
claims, but it was a certifying role, not a statutory
role. Yet extraordinary though this background may
be, both the underwriter and the actuary approached
the problem of calculation of the RTC from the timehonored angle of ‘using the experience of the past to

Figure 2

The Lloyd’s Building
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help assess the experience of the future’, so that they
come from the same perspective.
This system operated for many years throughout the twentieth century, and Lloyd’s continued to
expand and develop. Lloyd’s left the Royal Exchange
building in 1929, for premises in Lime Street, and
then outgrew that office building to move across
the road in 1958 to a second purpose-built building,
which still stands. But yet again, it was realized in
1980 that another building would be required.
A competition was initiated, won by the architect Richard Rogers, who produced an aluminum and
glass building, capable of housing all the 400 syndicates, and when occupied, it became known as the
1986 building, and is the current home of Lloyd’s.
The building itself is extremely modern with very
efficient use of space; it is flexible and adaptable,
and ecologically and environmentally sound, a prototype for the twenty-first century (see Figure 2).
Sadly, Lloyd’s as an institution peaked in 1988,
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due to adverse claims experiences and underreserving, inadequate, overall (reinsurance) protection, and
bad management, all coming together after many
years of satisfactory performance in the global market
place.
From 1988 onward, after such problems as the
Piper Alpha North Sea gas-rig explosion, and the
Exxon Valdez oil-tanker leak, and general deterioration in general insurance underwriting, losses began
to pile up, and there was considerable dissatisfaction
around from the Names and supporting agents. The
situation was eventually resolved by the Chairman of
Lloyd’s, Sir David Rowland, using his influence and
muscle to force through the setting up of Equitas,
a reinsurance company that dealt with the run-off of
claims for all the (non-life) syndicates combined. This
had the enormous advantage that there was only one
organization to deal with the insureds, which could
bargain and negotiate settlements for the market as a
whole. Actuaries were very instrumental in the setting
up of Equitas in 1995, and calculating the required
reserves. The moneys were then paid into Equitas by
the Names, and relate to the 1992 year of account
and previous, and are ring-fenced from future claims
as far as participants on syndicates for 1993 and later
are concerned. Equitas is still in force, currently continuing to negotiate settlement of outstanding claims,
and this is not expected to be completed until 2010
at the earliest.
This has given Lloyd’s the chance once again to
reengineer itself, and although recent years at the
end of the 1990s have not produced universally good
results, it is acknowledged that Lloyd’s has done better than the company market overall. Lloyd’s chain
of security is still highly regarded as being strong
and satisfactory. The biggest and most radical change
(and indeed the saving and survival) of the operation
of the Lloyd’s market has been the introduction of
corporate members, organizations that have limited
liability, and may be groups of insurance companies,
reinsurance companies, bankers, or individuals subscribing under a corporate guise.
In the year 2003, the Lloyd’s market had a capacity of £14.4 billion, spread over 71 syndicates (an
average of £200 million, nearly seven times the figure
for 1988); this means that each syndicate effectively
becomes a substantial insurance company in itself.
Yet the breakdown of support has become as
follows:

36%
15%
15%
13%
14%
7%

UK insurance industry
US insurance industry
Bermudan insurance industry
Individual Names (unlimited liability)
Other overseas insurance industry
Names conversion capital

One syndicate for 2003 had a capacity of over
£1 billion, and 5 others had capacity of £500 million
or more, and thereby they accounted for 25% of the
total market.
Each year now, for every syndicate there has to be
a year-end ‘statement of actuarial opinion’ provided
by an actuary for both the UK business and for the US
Trust Fund. Also provided is an overall ‘certification
of opinion of solvency’. This, in effect, means that
the reserves held are considered to be at least as
large as ‘the best estimate’ overall. This certification
from the actuary takes no account of the concept of
equity between generations of supporters, nor of a
commercial risk margin aspect. Indeed there was a
development in 2002 to acknowledge that Lloyd’s
had to accept and switch to one-year accounting, a
tacit acceptance of the fact that now Lloyd’s is 80%
corporate, and that it had become more and more akin
to an insurance company, and there was less need for
the generational adjustments. This did bring howls
of protest from individual Names, but there was no
doubt that the three-year accounting period days were
numbered.
Since September 11 2001, when Lloyd’s
experienced heavy claims, the premium rates
chargeable have increased dramatically, and likewise
the capacity of Lloyd’s increased by over £6 billion
from £8 billion in 2000 to £14.4 billion in 2003.
Insurance is still generally thought to be a (seven
year) cyclical business, and premium rates are
expected to soften. The role of the actuary in
assessing premium rates is becoming more important.
In 1992, only two actuaries worked full time at
Lloyd’s, one in the administrative area of the Corporation (the regulatory body), and one as underwriter
of a life syndicate (there were 7 small life syndicates permitted to write term assurance (see Life
Insurance) up to 10 years, now there are only 2,
but business can be written for 25 years). Ten years
later, there were around 50 actuaries fully employed
in the Lloyd’s market, meaning the corporation, the
agencies that manage the syndicates, and the broker
market. Other actuaries were involved with Lloyd’s
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through the consultancy firms, and the Financial Services Authority, which now has the responsibility for
regulating Lloyd’s.
The recent substantial reengineering of the Lloyd’s
market has ensured its survival for the time being.
Who knows what might happen if, say, some of
the top seven capital suppliers, who in 2003 provide
50% of the market capacity, feel that they no longer
need the support from Lloyd’s in its central role of
providing the market and forum that has existed for
over 300 years – and want to continue trading in the
open global insurance market?

Unusual Risks Placed at Lloyd’s
Lloyd’s has always been renowned for being able to
insure the unusual, difficult, one-off, or innovative
risks, and a selection are listed below.
In the film star, actors, and sports stars medium:
Betty Grable’s legs were insured for one million
dollars.
Bruce Springsteen insured his voice for £3.5 million.
Richard Branson’s balloon flights.
Cutty Sark Whisky offered a £1 million prize to
anyone who could capture the Loch Ness monster –
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alive, as the firm got ‘cold feet’ that Nessie would
actually be located.
Much of the insurance cover for the successful
Thrust SSC world land speed record of 763 mph in
October 1997 in Nevada was underwritten in the
Lloyd’s market, including personal accident cover for
the driver, Andy Green.
A fumigation company in Australia clears houses
of poisonous spiders, which tend to live under the
lavatory seats, and whose bite can be at best serious and at worst fatal. Lloyd’s underwriters insure
against the chance of being bitten after the fumigation
process has been completed.
Insurance was provided for a team of 21 British
women who walked 600 miles from northern Canada
to the North Pole, and included travel and personal
accident insurance, and rescue and recovery protection.
A merchant navy officer sailed from England to
France, in a seagoing bathtub, which was insured for
£100 000 in third party liabilities, and the risk was
accepted on the condition that the bath plug remained
in position at all times.
For an exhibition of Chinese artifacts in France,
Lloyd’s underwriters insured a 2000-year old wine
jar with its contents, which had turned blue with age.
ROBIN MICHAELSON

Long-tail Business
When performing any type of pricing (see Premium
Principles; Ratemaking) or reserving (see Reserving in Non-life Insurance) exercise for a specific line
of insurance, one must take into account the length of
time that is expected to elapse between (a) the inception date of the insurance policy and (b) the date of
the final loss payment (for claims covered by that policy for that class of business). This length of time is
known as the tail, with most lines of business being
characterized as either ‘short-tail’ or ‘long-tail’.
While the definition of ‘long’ is subjective and
relative to the country where the insurance exposures lie, it is generally defined as a tail of several
years. Typically, classes of business involving liability exposures are considered ‘long-tail,’ while those
covering primarily property (see Property Insurance – Personal) exposures are ‘short-tail’.
There are two primary characteristics of the exposures that can lead to a long tail. The first is when
a significant amount of time may elapse between
the inception of insurance coverage and the filing
of a claim by the insured. An example of this is
Products Liability insurance, since it is not uncommon for lawsuits to be filed by a consumer against
the insured (and hence claims made by the insured
under the policy) many years after the product is
actually sold to the consumer. Another example is
Medical Malpractice insurance, in which suits are
brought against physicians a significant amount of
time after the medical services were provided to
the patient.
The second characteristic generating a long tail
is when the elapsed time between the claim being
filed and the claim being closed is significant. Most
claims filed under workers compensation insurance
in the United States, for example, are made within

a relatively short time after the policy is written;
however, several decades of time may pass until the
final claim payment is made.
Long-tail business requires a more rigorous compilation of data with the ability to match losses back
to their original policy premiums. In fact, calendar
year experience can be very misleading for long-tail
business, and should not be relied upon extensively
for pricing exercises. Furthermore, triangulation of
losses should be a key component of the pricing process for long-tail business.
Provisions for Incurred But Not Reported (IBNR)
losses are critical for long-tail business. Note that
there are generally two components associated with
IBNR: the classic component for claims that have
been incurred but not yet reported (i.e. the first
characteristic discussed above), and a provision for
losses incurred but not enough reported (primarily
because of the second characteristic, though the first
can also contribute to IBNR in this way).
Policy coverage terms are also an important element for pricing and reserving long-tail business. For
example, the concept of ‘claims made’ coverage (see
Insurance Forms) (common in many professional
liability exposures in the US) can alter the length of
the tail dramatically depending on the provisions in
the policy.
Finally, one must be very aware of the environment in which the insurance exposures exist. The
legal environment (claims consciousness, legal precedents, time delays in resolution of litigation, etc.)
varies tremendously across different countries and
even across regions within countries (or even within
states), and will have an important impact on how
long the tail is for the covered exposures.
(See also Reserving in Non-life Insurance)
ROBERT BLANCO

Loss Ratio
Actuaries and numerous other insurance professionals use loss ratios in the measurement of profitability,
determination of appropriate pricing and reserving
levels, creation of business strategies, and completion of financial reports. A loss ratio expresses the
relationship between one of several financial items,
typically insured losses, and premiums:
loss ratio = (losses) ÷ (premiums)
The ‘losses’ in the numerator of a loss ratio
may either include or exclude loss adjustment
expenses (LAE). The quotient of (losses + LAE) ÷
(premiums) is fully designated as either loss and
expense ratio or loss and LAE ratio, and more briefly
in some contexts as loss ratio.
The wide variety of applications for loss ratios
requires a comparable variety of loss ratio types. For
example, one may calculate a loss ratio from the
losses and premiums associated with a particular line
of business. One could then calculate and compare the
line of business loss ratios as part of a profitability
analysis. We may also look for trends in loss ratios
over time by reviewing loss ratios calculated by year.
As a third example, we can observe how loss ratios
‘develop’, or progress to an ultimate value as we
calculate them with data evaluated at consecutive
year-ends.
One calculates paid loss ratios and incurred loss
ratios using paid losses and incurred losses respectively. Pricing and reserving actuaries often use the
‘development’ of paid and incurred loss ratios to
determine proper premium and loss reserve levels.
Similarly, one uses loss and premium data stated on a
direct, assumed, gross, ceded or net basis to calculate
loss ratios for each insurance or reinsurance layer.

Accounting Period
Insurance companies’ financial statements often include loss ratios based on data that is organized by
calendar year, accident year, policy year, or underwriting year.
An accident year loss ratio is equal to the loss
amount associated with the year’s occurrences divided by the premium earned during the year.
Calendar year loss ratio typically refers to a calendar year incurred loss ratio because one rarely
uses calendar year paid loss ratios. A calendar year
incurred loss ratio equals calendar year incurred
losses divided by the premium earned during the year.
A policy year loss ratio is equal to the loss amount
associated with insurance policies issued during the
year divided by the premium of those policies. If the
policies have the traditional term of one year, then
the policy year will include some occurrences in the
concurrent calendar year and some in the subsequent
calendar year.
A reinsurance company may issue a risk-attaching
policy to a primary insurance company; such a policy
provides reinsurance coverage to insurance policies
issued by the insurance company during the reinsurance policy’s coverage term. Let us again consider
policies with a term of one year, in this case, applying to both the reinsurance policy and the primary
policies. A single risk-attaching policy will cover one
‘policy year’ of occurrences that spans two calendar
years; the collection of risk-attaching policies that are
issued during a 12-month time period will cover some
occurrences in the concurrent 12 months, and some in
the subsequent 2 years. Such a collection of reinsurance contracts is an underwriting year, or treaty year,
and it spans three calendar years. An underwriting
year loss ratio is defined as an underwriting year’s
losses divided by its premiums.
NATHAN J. BABCOCK

Loss-of-Profits Insurance

•

Loss-of-Profits insurance is also referred to as Business Interruption or Consequential Loss insurance.
Loss-of-Profits insurance requires that a fire or
machinery breakdown policy has been effected by
the insured. The Loss-of-Profits policy is intended to
cover losses to the business following physical damage by fire or breakdown, until turnover has recovered
to a similar level to that prior to the damage.
The terms of a Loss-of-Profits policy include

Loss-of-Profits insurance has a number of features
that differentiate it from other insurances

•

a sum insured (see Coverage), which should
equal the insured’s gross profit and the increased
cost of working for the anticipated period that
production is interrupted following the physical
damage. Increased cost of working is intended to
represent additional costs like rent for alternative
premises, hired machinery, and additional wage
costs such as overtime.

•

•

an indemnity (see Policy) period, which should
be the anticipated period to restore the business
to normal operations and profitability.

the estimation of the gross profit that an insured
would have made during the period following
physical damage may be difficult, particularly
if the previous years’ profits had been variable.
This often requires estimation by a specialist loss
assessor retained by the insurer.
there is a degree of moral hazard – the insurance
replaces the insured’s profits without the insured
having to run the business. That is one reason
the period of indemnity is limited. A further
requirement is often that payment is conditional
on reestablishment of the business.

(See also Consequential Damage)
MARTIN FRY

Marine Insurance
Marine Insurance Types and Their
Characteristics
Marine insurance is rather small in volume, accounting for only about 2% of the global non-life premium
(deduced from global premium volumes as in [8,
15]). At the same time, it is highly specialized, representing a variety of risks and accordingly specialized
types of insurance covers to match them.
Usually the term marine is used as umbrella for
the following subtypes:
(1) Hull, (2) Cargo, (3) Marine Liability, and
(4) Offshore.
Seen from a different angle, what are the actual
risks one runs in the marine business? These might
be classified as follows:
(A)

(B)
(C)

(D)

Damage to or loss of the insured object as
such (partial or total loss), be it a ship, an oil
platform, cargo or whatever might fall into the
scope of marine.
Any type of liability (collision, environmental,
port, crew, etc.).
Loss of income due to the insured object being
out of order for a period of time after an
accident recoverable under marine insurance
(see Loss-of-Profits Insurance).
Expenses occurring in connection with an accident recoverable under marine insurance (like
salvage or wreck removal expenses etc.).

Again, these potential losses can be caused by
different perils (see Coverage). Roughly spoken, they
are usually covered under a standard marine policy
when originating from something called a peril of
the sea. A peril of the sea may be characterized
as any peril inherent to the shipping business like
collision, grounding, heavy weather, and the like. (see
e.g. ITCH [7]). In addition come other perils like
war or terrorism, often covered via special schemes
or insurance arrangements like, for example, The
Norwegian Shipowners’ Mutual War Risks Insurance
Association, established originally at the outbreak of
World War I to provide cover against losses caused
by war and warlike perils.
Now again (A) to (D) can befall the ship builder
(when occurring during construction phase), the ship
owner and/or manager, the mortgagee, the cargo

owner, the crew, port authorities, the scrapper, and
so on.
For all realistically possible combinations of (1) to
(4) with (A) to (D) and the named perils and interests,
a variety of insurance covers do exist. To try and list
all would go out over the scope of this article, but let
us comment on some of the most important.
Ad (1): ‘Hull’ is usually used as an umbrella term for
covers related to the vessel or the marine object as
such. The major insurance type is Hull and Machinery
(H&M), which covers the vessel and machinery as
such, but normally also any equipment on board other
than cargo necessary to the vessel to do what she
is supposed to do. Liability is usually limited by
a maximum sum insured (see Coverage) matching
the vessel value. One speciality of hull insurance is,
however, that it usually also covers collision liability
as well as expenses like salvage or wreck removal
expenses up to a certain percentage of the sum
insured. Thus, the hull policy is a combined cover for
risks under (A), (B), and (D), such that the insurer
may be liable for up to maximum three times the
sum insured for the combined risk (the exact factor
may be less than three and depends on the set of
clauses applied, see, for example, [4, 7, 10, 13]).
However, any liability originating from a cause not
specifically defined under the hull policy or exceeding
the sum insured will have to be insured otherwise and
usually with the P&I clubs. Other specific insurance
covers coming into the scope of ‘hull’ are not only for
total loss, increased value, and other special covers,
but also for Loss of Hire (LOH) insurance designed
for risk (C). A detailed introduction to all types of
coverages is given, for example, in [4].
For organizational purposes, hull is often divided into
Coastal Hull and Ocean Hull, the latter also called
‘Blue Water Hull’. The main features remain the
same, but while Ocean Hull has a clearly international
character referring to vessels trafficking any part of
the world, coastal hull refers to vessels trafficking
areas near a coast and often within a certain national
area. Coastal hull will thus include a greater number
of smaller vessels like fishing vessels, coastal ferries,
coastal barges, and the like, but there are no clear
limits between ocean and coastal hull and a number of
vessels will qualify under the one as well as the other.
Ad (2): Cargo insurance is any insurance for almost
any object being transported from a point A to a point
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B at some point in time, with a number of different
covers to match all needs.
Ad (3): Any liability exceeding the one covered
under the hull policy or any standard policy
will usually be handled by the P&I clubs. As
there are only a handful of P&I clubs worldwide
operating with very similar clauses and conditions,
detailed insight may be gained by studying a
version of these rules, available from the club’s
websites (e.g. www.gard.no, www.skuld.com, or
www.swedishclub.com, see ‘Standards & Rules’).
Ad (4): Offshore or Energy insurance was originally part of engineering insurance, but moved into
the marine underwriting scope when oil production
moved out to the open sea. Eventually, not only
the platforms and supply vessels but also anything
else connected to oil production on shore, fell under
offshore and accordingly marine insurance. As can
easily be understood, this is a highly varied and specialized area with all sorts of risks and enormous
sums exposed, and as such, again a highly specialized
field within marine insurance. Accordingly insurance
covers are most often individually tailored to the
needs of each individual oil production unit. The limit
between ‘offshore’ and ‘hull’ is floating as well, as a
number of objects like supply vessels or the increasingly popular floating drilling units might come into
the scope of the one as well as the other category.
When it comes to insurance clauses worldwide,
probably the most widely used clauses are the Institute Times Clauses Hull (ITCH) in their 1995 version,
as well as other Institute Times Clauses [7]. A new
version was issued in 1997 and another one is currently under review. Apart from that, a variety of
countries including Norway [13] developed its own
market clauses applicable to international as well as
national clients, and which are reviewed and updated
regularly. Very roughly, different market clauses may
provide similar coverage, but one has to be very alert
regarding differences as to what is actually covered or
excluded, like for example, the ‘named perils’ principle dominant in the English clauses as opposed to the
‘all risks’ principle in the Norwegian clauses (some
details are given in, for example, [1, 4]), or the use
of warranties.
Similarly, common standard cargo clauses were
developed and are under continuous review in a

number of markets. Offshore policies are rather tailormade to match the individual demands of each
production unit and the enormous complexity of
this business.

Major Markets and Their Characteristics
Historically as well as in the present, the major
marine insurance market is the London market, which
represented in 2001 about 18% of the worldwide
global gross marine premium (comprising hull, transport/cargo, marine liability other than P&I, and offshore/energy insurance). The London market is represented by two different units, the Lloyd’s syndicates
on the one hand, organized in the Lloyd’s Underwriters Association (LUA), and the insurance companies
on the other hand, organized in the International
Underwriting Association (IUA, www.iua.co.uk). The
second biggest marine market volume is produced by
Japan with 16% of the world volume, followed by the
United States with 13% and Germany with 9%.
However, the picture becomes much more differentiated when looking at the different types of marine
insurance. On the whole, in 2001, hull accounted for
about 26% of the global marine premium volume,
cargo/transport for 58%, marine liability other than
P&I for 7% and offshore/energy for about 9% (see
also Figure 1).
In the hull market, London remains the clear leader
writing about 20% of the world wide hull premium,
followed by Japan (12%), France (10%), the United
States (9.6%) and Norway (9%).
For cargo, however, Japan stands for 20% of the
world wide premium, followed by Germany (14%),
US (10%), UK (8.5%), and France (7%).
When it comes to offshore, the market becomes
extremely unbalanced with London alone writing
56% of the world wide offshore premium nowadays,
followed by the United States (26%), and Norway
(7%), and the rest spread in small percentages over
some markets.
All the above percentages are deduced from 2001
accounting year figures in USD as reported from the
national organizations. The figures are collected for
the International Union of Marine Insurance (IUMI,
www.iumi.com) by CEFOR each year and presented
as the global premium report at the annual IUMI conference in September. For anybody interested in the
evolution of the marine markets, figures dating back
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Figure 1

Global marine premium 1992–2002, as reported, in US$ mio

to 1995 are available from www.cefor.no. Also the
P&I world premium distribution by fiscal domicile as
well as by operational location is obtainable from the
same source.
Most local marine insurers are organized in and
represented by their national organizations, which
again are organized in the International Union of
Marine Insurance. In its committees and at the annual
conference, all matters of supranational concern to the
marine insurance industry are discussed. A detailed
presentation of the history of IUMI and accordingly,
of marine insurance through 125 years is given in [9].

Typical Features of Marine Insurance
Marine insurance and especially Ocean Hull show
many similarities to non-life reinsurance rather than
to other types of direct insurance.
Firstly, it is a highly international business. It starts
with the vessel being built in exotic places and not
necessarily completely at one site. When set afloat,
she may traffic any part of the world, with owners,
managers, classification society and insurers placed in
various other parts of the world. In addition, her flag
will more often than not reflect a country other than
the owners’ home country or the area she traffics, and
the crew is a mixture of different nationalities.
Secondly, vessels classifying as Ocean Hull often
have high insured values such that usually several
insurers, often in different countries, share the risk.
Accordingly, Ocean Hull nowadays is nearly a hundred percent broker-assisted business, with the broker

guiding the shipowner to find the best insurance
match in an international market, regarding conditions as well as price, and taking administration off
the hands of the insurers. Here also, one speciality,
being very common in the Norwegian market, should
be mentioned, called the ‘claims lead principle’. Contrary to the usual understanding characterizing the
‘lead’ insurer as the one setting the premium conditions to be valid for all other insurers sharing the
same risk, the insurer here takes a leading position
in claims settlement. Once a probably recoverable
accident occurs, this insurer will not only hopefully
pay his share of the claim, but from the start assist
the insured in all possible matters to get the damage surveyed and assessed, find the best repair yard,
and last but not the least, calculate the total claims
amount payable and inform the other insurers sharing
the same risk.
A third parallel to non-life reinsurance is that
insurance policies other than one-voyage covers are
usually issued for a period of one year at a time.
Policies covering three- to five-year periods do also
occur, but their frequency, same as in reinsurance, is
often closely connected to market down- or upcycles.
Fourthly, not the least as a result of the previous
point, the business is highly volatile (see Volatility),
especially with regard to premium cycles. And the
claims situation is volatile as well. Apart from natural random variations in accident occurrences, factors
like variation in deductible amounts and increasingly higher values at risk come in together with
changes in international legislation and risk exposure.
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Premium cycles naturally have a strong correlation
with the current competitive market situation and
capacity, in addition to or even more than with market results.
One should also mention here, the speciality of
hull insurance again, in that it features an element
of liability and thus constitutes a mixture of insurance types.
P&I is also extremely international, but with all
P&I clubs being mutuals and renewing membership
at the same date each year, premium adjustments
seem more reasonable and less volatile than for the
hull business.
Coastal Hull on the other hand is more locally
oriented comprising fishing boats, local coastal ferries
and the like, such that it will, in many cases, prove
most convenient to insure it in the same country and
fully with one insurer.

Statistics, Premiums, Deductibles, Claims,
and Inherent Challenges for Actuaries
When not mentioned otherwise the following will
concentrate on hull, but a lot of the statements will
also be true for other insurance types.

Statistics
The success of any actuarial analysis is dependent
on having sufficient statistical data at hand, both at a
certain point in time as well as over a historical period
of time. In addition, underlying conditions should
not have changed too much to possibly render the
historical information worthless or unadjustable. One
of the arguments in discussions about the usefulness
of actuarial studies in shipping is that together with
the volatility of the market and a continuous change
in underlying frame conditions, marine insurance
by nature comprises relatively different individual
objects. In addition, marine insurers often are rather
small and highly specialized units. However, there
is a keen and steadily growing demand for good
statistics for the purpose of advanced risk analysis to
support the underwriting as well as the loss handling
and prevention process. So what to keep in mind?
Statistics in marine insurance most often are produced on underwriting year basis, which enables to
set the complete ultimate claims amount originating
from one policy in relation to the complete premium
paid under the same policy. This makes sense as

marine can be classified as short- to ‘middle-’ tail
(hull) or long-tail (P&I) business, meaning that it
may take up to a number of years until claims are
verified and paid in full. On the other hand, premium cycles are strong and deductibles change over
time, such that only the underwriting year approach
will show whether the premium paid at the time of
inception was adequate to match the ultimate claim.
Further arguments and considerations of the underwriting year versus the accounting year and accident
year approach, together with explanations and examples are given in [12]. On pitfalls of statistics also
see [11].
To gain good statistics the analyst otherwise has
to group the business into sensible subgroups rendering each with as much meaningful information
as possible, but leaving enough objects within one
group to be of statistic value. In marine insurance,
one will usually want to group ships by their age, size
(tonnage), type (like bulk, tank, passenger, etc.), classification society, and flag. In addition, claims will be
grouped by type or cause (like fire, collision, grounding, etc.) to identify problem areas under the aspect of
loss prevention as well as of allocating the adequate
premium. Furthermore, one might want to carry out
analyses by propulsion types, hull types, navigational
aids, or whichever special vessel characteristic might
prove to be of interest under certain circumstances.
An example of an engine claims analysis is [5], a
more recent one was carried out by CEFOR. Some
market statistics for the London market (IUA, LUA)
are available from www.iua.co.uk or www.iumi.org.
To obtain adequate statistics, one can subscribe
to regular vessel detail data updates covering more
or less the whole world fleet above a certain size.
This data can electronically be linked to ones own
insurance data, thus rendering the possibility of very
detailed analyses and claims studies. Publicly available examples of statistics thus derived for the Norwegian hull market are [2, 3].

Premiums
Ways of determining the adequate premium will vary
with the type of marine insurance. However, regarding hull, one will usually study the individual fleet
statistics and risk profile and set this in relation to
available premium scales and claims statistics for a
matching vessel portfolio, thus combining qualitative
with quantitative analysis. Historically, there existed
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a number of national or regional hull cartels where
all members accepted a common premium set by the
accepted leader on the risk. These cartels do not exist
any more in a free competitive market, but some did
develop premium scales for certain vessel portfolios.
Being too outdated to be of help in determining the
actual premium, however, they may still sometimes
come of use as reference values.
But, as elsewhere, there is a steadily more technically oriented approach to derive technically correct
premiums matching the expected claims under a policy, by using actuarial methods to ones own or market
data. For usual actuarial methods of premium calculation based on historical claims or exposure profiles,
I refer to the general actuarial literature. However,
various other factors like the shipowners’ risk management processes, changes of and compliance to
international rules, vessel detentions after port inspections, and current developments will have to be taken
into account when granting coverage.

Deductibles
An important element inherent in pricing is the
adjustment of the adequate deductible applicable to
a policy. Usually, marine hull policies have a basic
deductible applicable to any claim, plus possibly
additional deductibles applicable to engine claims,
ice damage, or other special types of accidents. Historically, not only premiums, but also deductible
amounts, have undergone market cycles, which have
to be taken into account when analyzing historical
claims data for premium calculation purposes. As
claims below the deductible are not paid by and thus
usually not known to the insurer, substantial changes
in hull deductible amounts, as at the beginning of
the 1990s, lead to substantial consequences for the
insurance claims statistics. On the other hand, the
deductible is a means of adjusting the premium, as
a different identical cover with a higher deductible
should normally produce less claims and will thus
require less premium. This again has to be analyzed
by vessel type, size, and other factors, as there may
be substantial differences in usual average deductible
amounts for different types of vessels. In addition,
vessel sizes are on the increase thus triggering higher
insured values and higher deductibles accordingly.

Claims
As earlier mentioned, hull may be characterized as a
short- to middle-tail business with payment periods of

5

up to about seven years, whereas P&I, because of its
liability character must be regarded as long-tail business. Both thus require an estimation of outstanding
losses for the least mature underwriting years.
In hull, the maximum possible loss is usually limited by the sum insured of the insurance policy, or
as explained before, by maximum three times the
sum insured. So when calculating expected outstanding losses for Incurred, But Not yet (fully) Reserved
claims (IBNR) and Covered, But Not yet Incurred
claims (CBNI) (see Reserving in Non-life Insurance), it may make sense to separate the so-called
total losses and constructive total losses from partial
losses. Total losses do occur when the object is lost
and beyond repair, a constructive total loss is a kind
of agreed total loss where repair costs would exceed
a level deemed to be a limit to make a repair seem
sensible (the exact level varies with the set of clauses
applied, see for example, [7, 13]). When a total loss
occurs, the complete sum insured is payable in full.
What characterizes such losses is that they most often
are known shortly after the accident, and as the claim
cannot become worse over time, being limited by the
sum insured, will show a different development pattern than partial losses. Partial losses are losses where
a repair is carried out and will usually develop over
time when the claim gets assessed, and repairs and
accordingly payments are made.
Methods of IBNR calculation like Chain-Ladder,
Bornhuetter Ferguson and others as well as their
combinations and derivatives are extensively covered by the general actuarial literature. An overview
of some commonly used methods is given in [14],
whereas a connection to marine insurance is made
in [6].
However, any methods based on average historical
loss ratios should be applied carefully, if at all, as
loss ratios vary greatly because of the market cycles
(see Figure 2).
When wanting to apply such methods one might
consider substituting the premium with something
less volatile such as the sum insured or the size
(tonnage).
But also results of the chain-ladder and related
methods should be checked carefully to detect any
trends or distortions in the claims data, for example,
originating from a change in deductible amounts,
measures to improve loss prevention, claims payment
patterns and the like. In addition, it is well known
that any unusual occurrence of claims in the most
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Figure 2

Actual incurred loss ratio for Ocean Hull, Underwriting years 1985–2002, per 30.06.2003

recent year may lead to distortions when applying
the historical average claims development factor to
this year without adjusting the data first.
One should also keep in mind here that underlying
insurance clauses originating from different countries
differ as to what they actually cover, such that the
same accident may create a different claim amount
under different sets of conditions.

Recent Market Development and
Actuarial Potential Connected to That
Any changes in international regulations initiated by,
for example, the International Maritime Organization
(IMO, www.imo.org) or the International Union of
Marine Insurance (IUMI, www.iumi.com), together
with general developments in seaborne trade and
the shipping industry will have direct or indirect
implications on marine insurance as well. In the
wake of major accidents like the ‘Erika’ or the
‘Prestige’ and also September 11, a strong focus
recently has been put on security and safety matters
and better risk management procedures to reduce
the number and severity of accidents. Together with
steadily improving data access, today there is great
focus on risk analysis at all stages, thus creating
interesting potential for actuaries and analysts in the
marine industry.
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Mass Tort Liabilities
Mass tort claims are best defined by a series of
common characteristics that they share:
1. They involve similar bodily injuries or property
damage suffered by a large number of people
or a large segment of the population, owing to
exposure to a hazardous element.
2. They are often latent claims, that is, it often takes
several years for evidence of injuries or damages
to manifest.
3. The exposure to a hazardous element often
occurs continuously over a period of several
years.
4. They involve significant loss and defense costs,
often due to complex litigation involving several parties.
5. There are often questions as to which insurance
policy or policies (if any) should provide coverage for the claims.
6. There is widespread public awareness of the
various causes of mass tort claims, often due to
publicity created by the plaintiffs’ attorneys.
7. The resolution of mass tort claims may involve
government intervention.
Examples of hazardous elements that have caused
mass tort claims include asbestos, environmental pollution, construction defects, pharmaceuticals, medical
products, chemicals and solvents, and tobacco.
Asbestos has been an insurance issue for over
30 years. Several issues have contributed to make
asbestos the most costly and lingering mass tort:
1. There are proven medical links between exposure
to asbestos fibers and several diseases, such as
pleural plaques, mesothelioma, and asbestosis.
2. Plaintiffs’ attorneys and unions have been extensively involved in the claims-reporting process.
3. Court interpretations of insurance coverage have
allowed for collections on many policies across
several accident years. The majority of insurance coverage for asbestos claims was provided
under the products liability portion of commercial general liability (CGL) policies. Owing to
the presence of aggregate limits on this coverage, the limits of many CGL policies have
been exhausted, which in turn has driven several
asbestos manufacturers into bankruptcy.

4. Significant punitive damages have been awarded
in the past.
5. While it had appeared that new filings of asbestos
litigation for bodily injury claims were on the
decline, there has been a new surge in asbestos
litigation in recent years. Contractors and installers of asbestos-containing material are now
being sued for damages, which has led them to
seek insurance recoveries under the premises and
operations portion of their CGL policies.
The primary geographical area of exposure for
environmental and pollution liabilities is the United
States. It is important to note that US liabilities
for pollution exposures were created by government
legislation, not by the tort law system [1]. The Superfund legislation created large cleanup or remediation
expenses that were spread among many responsible
parties. The majority of environmental claims are
associated with exposures from the decades of the
1960s and 1970s, with the remainder being mostly
related to exposures from the 1980s. Insurance companies never intended the premises and operations
portion of the CGL policies they wrote to provide
coverage for the remediation of pollution sites, but
courts have interpreted ambiguous policy language in
various ways to create coverage. A standard absolutepollution exclusion was added to CGL policies in
1986. The exclusion has been successful in limiting
insurers’ pollution exposure for policy years 1986 and
for subsequent years.
Construction defect claims are also primarily a US
mass tort exposure. They have been most prevalent in
California, but they are now also spreading to other
states. California is the primary area of exposure due
to the use of unskilled labor in the building boom
that started in the late 1970s, due to the application of the continuous trigger theory of exposure by
the California courts, and due to the relatively long
statute of limitations for latent claims in the state.
The other states that have been targeted by plaintiffs’
attorneys have also had explosive population growth
and a large amount of new construction. It is easy
to identify and evaluate the property damage associated with construction defects, but court decisions
have created coverage for faulty workmanship where
insurers did not intend coverage to be provided. A
new phenomenon in the construction defect arena
that has led to insurance companies paying additional
defense costs is owing to a court decision involving
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subcontractors listing general contractors as an additional insured on their policies [6].
Several other classes of mass tort exposures
have been touted as potential future issues for the
insurance industry. These include pharmaceuticals
(an example is heart-valve disease caused by the
use of ‘Phen-Fen’), medical products (examples
include allergies caused by latex, the Dalkon
Shield, silicone breast implants, and blood products
contaminated with HIV), chemicals and solvents
(examples include polychlorinated biphenyls (PCBs)
and soil and groundwater contamination caused
by methyl tertiary-butyl ether (MTBE)), toxic
mold, lead paint, sick building syndrome (SBS),
reactive airways dysfunction syndrome (RADS),
electromagnetic fields (EMF), noise-induced hearing
loss (NIHL), and tobacco.
There are several factors that complicate performing an actuarial reserving analysis (see Reserving in
Non-life Insurance) of mass tort liabilities. The primary issue is the latency period of mass tort claims,
which creates a long lag between when the exposure
occurs and when claims are reported and also limits
the amount of historical data that is available for use
as the basis of projections. Other complicating issues
include the varying insurance coverage interpretations by the courts, the application of various theories
of how insurance coverage is triggered, the absence
of aggregate limits under the premises and operations
portion of CGL policies, the recent phenomenon of
nuisance claims (i.e. claims filed by people who were
exposed but have not exhibited symptoms), the possibility of class action settlements, the failure of certain
policy exclusions to prevent insurance coverage from
being accessed, the numerous bankruptcy filings of
asbestos manufacturers (which lead creative plaintiffs’ attorneys to seek out other parties to sue for
damages), and the unavailability of reinsurance coverage depending on varying definitions of what constitutes an occurrence.
Standard actuarial approaches, such as loss development methods, do not work well when applied to
mass tort data owing to many of these complicating
factors. In particular, the application of the continuous trigger theory of exposure will lead to claims
attaching to many policies and several accident years
simultaneously; this makes traditional triangular analysis on an accident year basis extremely difficult, if
not impossible. There are two general types of actuarial analyses that can be applied to mass tort liabilities.

The first category is benchmarking analysis, and the
second category is modeling analysis.
Common types of benchmarking analysis include
the following:
1. Survival ratio. It is also known as multiple of
current payments [2]. A survival ratio is a ratio of
total reserves (including case reserves and incurred
but not reported (IBNR) reserves) to the average
annual payments associated with those reserves. The
ratio represents the number of years of level payments funded by the current reserve. The survival
ratio statistic was first published by AM Best and
has been used to compare the relative adequacy of
asbestos and environmental reserves between various
insurance companies.
2. Market share analysis. This type of analysis assumes that an individual insurer will share in the ultimate losses of the industry in proportion to its share
of the entire market [2].
3. IBNR to case reserve ratios. This ratio is calculated
by dividing IBNR by case reserves. This statistic
is useful when comparing the relative adequacy of
reserves between various insurance companies.
4. Aggregate development analysis. This is also
known as paid and incurred completion factors.
By dividing an estimate of consolidated industry
ultimate losses for all accident years by the
consolidated industry’s cumulative paid (or incurred)
losses for all accident years, one can calculate an
implied paid (or incurred) completion (or aggregate
development) factor. These factors can then be
applied to the cumulative paid (or incurred) losses
of an individual insurer to project ultimate losses
specific to that company [2].
5. Frequency times severity approach. This method
involves developing separate estimates of claim counts and claim severity (average costs per claim). The
assumed claim severities can be based upon industry
benchmark information.
Common types of modeling analysis include the
following:
1. Curve fitting to cumulative calendar year paid (or
incurred) loss data. This method attempts to determine the incremental paid (or incurred) losses in
each future calendar year by adjusting the ultimate
loss estimate to maximize the goodness-of-fit to the
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historical observed calendar year losses. Many cumulative loss distributions, such as the exponential,
gamma, and Weibull distributions (see Continuous
Parametric Distributions), can be utilized in this
approach [7].
2. Ground-up studies. These studies use the entire
population exposed to the hazardous element as
a starting point. An individual insurance company
can then determine what portion of their historical
book of business overlaps with the exposed population. This approach is the most technically complex
method, and it requires a large number of assumptions. Additional refinements to a ground-up study
could involve making different sets of assumptions
for different classes of insureds.
Several approaches have been taken by insurers
to try to reduce their exposure to mass torts. These
include the absolute-pollution exclusion, policy buybacks, more extensive requirements for documentation of injuries or damages, attempts to maximize
reinsurance recoveries, and negotiated settlements.

3

Proposed tort reform could have a large impact on
the ultimate resolution of mass tort claims.
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(See also Liability Insurance)
KELLY CUSICK & JONATHAN ANKNEY

Mortgage Insurance in
the United States
Mortgage Insurance insures the lender (mortgagee)
against loss caused by the borrower (mortgagor)
defaulting on a mortgage loan. In the United States,
mortgage insurance can be provided by government
agencies such as the Federal Housing Agency (FHA)
or the Veteran’s Administration (VA). Private mortgage insurance can also be provided by private insurance companies.
Lenders generally require a down payment of at
least 20% of the home’s value, that is, a loan-to-value
(LTV) ratio of no more than 80%. Mortgages with
LTVs above 80% can be facilitated by the purchase
of private mortgage insurance. This type of private
mortgage insurance that is on an individual mortgage
basis is called primary coverage.
For primary coverage, private insurers apply a rate
to the outstanding loan balance to obtain the mortgage
insurance premium. The premium charge is usually
added to the borrower’s monthly mortgage payment.
The premium rate is a function of many factors: the
type of mortgage (fixed interest rate or variable rate),
the LTV, the coverage percentage selected by the
lender, and the credit-worthiness of the borrower.
The private mortgage insurance remains in effect
until the loan is paid off, or until certain cancellation requirements are met. Generally, for mortgages
issued beginning in July 1999, a borrower may cancel
mortgage insurance coverage when the loan balance
falls to 80% of the original value of the home as long
as the lender is satisfied that the value of the home has
not decreased. Also, for most mortgages, the mortgage insurance coverage is automatically cancelled
when the outstanding balance falls to 78% of the
original value of the home as long as the borrower
is current on mortgage payments. An exception is a
mortgage defined as high risk. For high-risk mortgages, mortgage insurance is usually cancelled at the
midpoint of the term of the loan.
A private mortgage insurance claim is incurred
when the lender files a notice of delinquency (NOD)
after a borrower defaults on a loan. The date of
the NOD is the occurrence date for the claim. The
claim amount includes principal and delinquent interest, legal expenses incurred during foreclosure, the

expense of maintaining the home, and any advances
the lender may have made to pay taxes or insurance.
After foreclosure, the lender can submit a claim
to the insurer. At its option, the insurer may (1) pay
the lender the entire claim amount and take title
to the property, or (2) pay the percentage of coverage of the total claim amount and let the lender
retain title. Increasingly, private mortgage insurers
have intervened at the NOD stage, before foreclosure,
and assisted the borrower and lender in developing a
plan to avoid foreclosure. These actions usually lead
to lower claim amounts.
The Mortgage Insurance Companies of America
(MICA), a trade association for private mortgage
insurers, reports that in 2001, private mortgage insurers originated 2 million new primary mortgage insurance contracts covering $280 billion of insured value.
This represents about 60% of the total mortgage
insurance originations in 2001, with FHA providing
30%, and the VA about 10%. The total insurance in
force for private mortgage insurers was $700 billion.
In addition to primary coverage, private mortgage insurers issue pool (see Pooling in Insurance)
mortgage insurance. Pool coverage covers pools of
mortgages, often developed in the secondary mortgage market where mortgages are resold, usually
in blocks. Pool insurance is written with a liability limit equal to some percentage, usually between
5 and 25%, of the original aggregate principal balance of the mortgage pool. This coverage is excess
over any primary mortgage insurance coverage on
the individual mortgages. Often there is a retention amount before pool coverage applies. Because
of the size of liability and the uniqueness of the
pools, these contracts are usually individually priced
to recognize the mix of the underlying loan characteristics. According to MICA, the private mortgage
insurers wrote pool coverage on $5 billion of risk
in 2001.
Because of regulatory restrictions, a private mortgage insurer in the United States cannot provide
coverage for more than 25% of any individual loan
amount. Because coverage often exceeds this level,
reinsurance is purchased to cover coverage above
25% of the loan amount. For primary coverage, only
one layer of reinsurance is needed since primary
coverage is not issued for more than 50% of the
loan amount. For pool coverage, however, three layers of reinsurance are needed since coverage could
reach 100% on an individual loan. Some private
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mortgage insurers obtain reinsurance by entering into
an agreement with another private mortgage insurer
to provide reciprocal reinsurance protection. Others,
usually the larger private mortgage insurers, establish affiliated mortgage insurers for the sole purpose
of providing reinsurance to the primary insurer in
the group.
In 2001, according to MICA, the private mortgage insurance industry in the United States had
$3.6 billion in net earned premium and $5.4 billion in
total revenue. Losses and expenses totaled $1.5 billion resulting in an industrywide aggregate underwriting profit of $2.2 billion and pretax operating
income of $4.0 billion. Statutory policyholder surplus was $4.3 billion and the contingency reserve was
$11.2 billion for a total capital amount of $15.5 billion.
Total net risk in force was $171.6 billion, so the industrywide risk-to-capital ratio was 11.06.
Mortgage insurance is a catastrophe-prone coverage. For most years, such as 2001, sizable underwriting profits are earned. However, at times when
a severely adverse economic environment affects the
United States or a major region of the country, significant losses can be incurred to such a degree that
an insurer’s solvency might be threatened. Such an
adverse economic situation affected many Southern
and Western states in the early 1980s.

In order to preserve insurer solvency, regulators
require a special contingency reserve. This reserve is
equal to 50% of an insurer’s earned premium and
must be maintained for 10 years unless a calendar
year loss ratio exceeds 35%. If a calendar year loss
ratio is greater than 35%, the contingency reserve can
be tapped by an amount necessary to lower the loss
ratio to 35%.
Regulators also require private mortgage insurers
to maintain a minimum risk-to-capital ratio of 25 to
1. This means that the insurer cannot have more than
$25 of risk in force for every $1 of capital. Capital is
equal to the sum of the insurer’s policyholder surplus
and the contingency reserve.
In addition to regulators, private mortgage insurers
are reviewed by rating agencies such as Standard &
Poors. These rating agencies use financial models to
evaluate an insurer’s capital adequacy. This evaluation is usually based on projected losses expected
to be incurred in an economic environment like the
‘Oil Patch’ period in the early 1980s or a depression
period. Rating agencies usually take into consideration the capital made available to an insurer by its
parent company through a support agreement or reinsurance.
Edited by GARY G. VENTER

Mutuals
The New Shorter Oxford English Dictionary [4],
amongst its definitions, describes a mutual as an organization, institution, or other entity that is
‘held in common or shared between two or more
parties, and pertaining to or characterised by some
mutual action or relation such as a building society,
insurance company etc., owned by its members and
dividing some or all of its profits between them’.

The concept of mutuality is also seen in many facets
of society and community structure other than insurance, and mutuals in some form can be traced back
to early community based civilizations. A mutual
company or organization encompasses the notions of
the following:
•
•
•
•
•
•
•
•
•
•
•

Organization and structure
Membership
Common interest
Sharing
Rules
Benefits
No capital stock or shares
Owned by policyholders and members
Self-help
Shared values
Non-profit making.

Mutuality is born when people realize that they
have nothing but their own efforts to rely upon.
It implies shared values, common objectives, social
principles and conjures up aspects of self-help,
non–profit making, security, and friendliness [5].
Critical to the development of mutual societies are
the social conditions of the time. For example, in the
United Kingdom, the nineteenth century witnessed
one of the most explosive periods of economic
development and social expansion. The Industrial
Revolution changed many aspects of the economic
and social order forever. To counter some of the
worst social effects, mutual friendly societies of all
kinds were created. They embraced a wide range
of activities including building societies, retail, and
wholesale cooperatives, savings banks, trade unions,
and welfare clubs. The way these institutions adapted
to survive and thereby continued to meet changing
needs has led to the development and creation of the
mutual companies and societies of today.

Mutuals have been a feature of the financial and
insurance industry from the outset and examples can
be found amongst:
•
•
•
•
•
•

Friendly societies
Life insurance companies
Building societies
Credit unions
General insurance (see Non-life Insurance) companies
Specialist insurees.

Mutual insurance companies are usually incorporated and are characterized as having no capital
stock and owned by the policyholders. The directors
or trustees of the company are elected by the policyholders. The net assets of the company after meeting
payments to policyholders, operating expenses, and
providing reserves for policy liabilities are the property of the policyholders [3].
For example, a mutual life insurance company
is owned and controlled by policyholders. These
companies have generally issued participating (withprofit) policies that entitle the policyholder to a share
of the surplus earnings (profits) emerging as the difference between premiums charged and actual experience (see Participating Business). The surplus is
usually distributed in the form of increased benefits.
Mutual life insurance companies initially dominated
the life insurance industry; however, during recent
years as a result of changing conditions, (technology and capital requirements) there has been a major
shift to demutualization. As a result of these changing conditions, some of the disadvantages of mutual
insurance have become more apparent. For example,
mutual companies have limited scope for assessing capital.
Some forms of insurance mutuals include the
following:
Dividing societies [2] are a form of friendly societies that provide sickness and death benefits through
an accumulating fund to which entirely separate contributions are paid. The amount of contributions is
based on the number of units purchased and the cost
per unit does not usually vary with age at entry,
but there is generally a fairly low upper limit to
age of entry (e.g. 40). At the end of the year, an
amount of annual dividend is arrived at by dividing
the excess of income over expenditure after making
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adjustments for reserves among the members by the
number of units.
Advance premium mutuals with assessable policies [1]: The advanced premium mutual charges a
premium at the beginning of the policy period. If the
original premiums are insufficient to pay all the outgoing expenses and losses, any surplus is returned to
the policyholders. If the premiums are not sufficient,
additional premiums or assessments can be levied.
Reciprocal exchange [1] (also called insurance
exchange) is an unincorporated group of individuals
who exchange insurance risks, and each member is
both an insured and an insurer for each member of
the group.
Many other forms of specialized mutuals have
been created to meet the requirements of groups at
various time and this can be expected to continue.
Examples include medical liability and public liability insurers (see Liability Insurance). These often
result from the lack of insurance companies that are

able or prepared to provide the type and level of cover
required.
The scope of control, regulation, and legislation of
insurance mutuals varies considerably between countries and their jurisdictions and is not considered here.
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WILLIAM SZUCH

Natural Hazards
Natural hazards encompass all the circumstances in
which damage may be caused by natural forces, as
distinct from human agencies, although this distinction can be rather blurred. Most natural hazards,
recognized in the context of insurance, can be broadly
categorized in accordance with the ancient elements:
earth, air, fire, and water. Again, there are various
degrees of overlap.

Earth
The main natural hazards that involve the earth are
earthquakes, volcanoes, avalanche, landslide/landslip, rockfall and subsidence. Meteor strike is less
common. Hazards can also be present, underwater
or in cloud or darkness, as unseen obstructions or
holes. Earthquake, volcano, and meteor strike have,
to date, been purely natural phenomena but the risks
could, perhaps, be modified by human intervention in
the future.
Seismic activity (earthquake) is the shaking that
results from sudden movements in the Earth’s crust.
It arises mostly at the edges of tectonic plates or
subplates, where they slide past each other. Because
of friction, this motion is jerky rather than smooth,
and considerable strains arise between movements.
Similar strains and releases can arise in the body of a
plate as a result of pressures applied by surrounding
plates. Strains are seldom fully released. Residual
strains can persist and be released after long delays,
far from where they built up.
Another effect of the movements that govern seismology is that some areas of the earth’s land surface
are rising and others sinking. While the timescales
are long, historical records in Europe clearly show
the loss of low-lying coastal land to the sea. More
recently, major engineering works in the Netherlands
have recovered part of this loss.
Vulcanism is the result of convection currents
bringing hot magma close to the earth’s surface. It
tends to be concentrated around the edges of tectonic
plates, but there are a number of ‘hot spots’, such as
the one that has built the Hawaiian Islands. The main
destructive effects of vulcanism are lava flow, volcanic explosion and associated earthquake, and pyroclastic flows. Some explosions release large quantities

of gas and dust into the upper atmosphere, which can
have significant effects on the global climate.
Avalanche and landslide refer to snow and earth
movements, respectively. Both are the result of surface layers losing their grip on an underlying slope
and sliding downhill. In an avalanche, particularly of
powder snow, the snow may become airborne, entrain
large volumes of air, and reach very high speeds. Substantial damage may be caused by the shockwave
before the snow hits. Landslides are often associated with sodden soil, but even dry flows behave
like fluids. Avalanche and landslide risks in some
areas have been both increased by removal of vegetation and decreased by stabilization works. Landslip
is essentially the same thing but may sometimes refer
to smaller-scale movements. Subsidence occurs when
the load placed on the ground is too great, and it gives
way. This is often, but not always, associated with
landfill and underground mining. There may be natural voids and, even on level ground, movement can
arise from shrinkage or expansion owing to changes
in temperature, or water content, or lateral flow, usually in wet subsoil. On a smaller scale, individual
rocks can fall from cliffs as a result of weathering.
Most meteors burn up in the atmosphere. Most of
those that reach the surface are small and cause only
local damage. Occasionally, however, larger objects
reach the ground and can cause widespread destruction in the form of fire, shockwave, and tsunami.
The geological record shows that some of these have
been large enough to penetrate the crust causing vulcanism, earthquake, and major climatic change. It is
believed that one such impact led to the extinction of
the dinosaurs. On an even larger scale, it is thought
that planets can be broken up by such impacts. More
recently, man-made debris has also fallen from space.
Because the starting height is lower, the effects are
less drastic. Also, the larger pieces have mostly been
under some sort of control. There is also some hope
that, if larger natural objects can be detected in time,
they can be deflected.

Air
Air moves in response to atmospheric pressure differences. Because of the Coriolis ‘force’, the interaction
of inertia with the rotation of the Earth, almost all
of these movements have a strong rotary component,
clockwise in the Southern hemisphere, anticlockwise
in the North. For similar reasons, the strongest winds
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circulate around regions of low pressure, where centrifugal effects oppose the tendency for air to move
toward the low pressure. (An exception is the katabatic wind, which consists of cold air flowing down
a slope under the influence of gravity.).
Windstorms come in a variety of sizes and intensities and are called by a great variety of regional
names. The largest and least intense, although this
is only relative, are associated with large-scale pressure systems on a scale of thousands of kilometers.
Destructive winds arise as fluctuations in the circulation around these systems and, depending on intensity, may be described as gales, storms, or hurricanes.
The rotary motion is only obvious from space. Tropical rotary storms are variously known as hurricanes,
cyclones, typhoons, and so on and can be substantially stronger. Because their energy comes from the
condensation of water that has evaporated from the
warm ocean surface, they lose intensity over land.
They extend for ten to a few hundred kilometers,
with the strongest winds around a calm central eye,
which may be a few kilometers across. The highest
wind speeds are found in the smallest rotary storms,
best known as tornadoes. These are typically associated with thunderstorms and are driven by the energy
released by the condensation and/or freezing of the
water vapor in the thundercloud, as it rises over warm
land. Since windstorms are ultimately driven by heat,
their frequency and intensity increase in response to
global warming.
In addition to damage caused directly by wind
pressure itself, strong lifting forces can be generated
by the passage of wind over raised objects such
as roofs. Winds can also lift large objects, which
then become dangerous projectiles. Conversely, such
objects can be damaged by being flung or dropped
against a fixed object or surface.

Fire
Fire can result from vulcanism, lightning strike,
meteor strike, and focusing of the sun’s rays, in addition to human intervention. It is usual to think of all
forest, bush, and grass fires as natural hazards, even
though most are related to human activity.

Water
Natural water damage comes in many forms. Heavy
rainfall, or even moderate rainfall at the wrong time,

can cause damage to crops. Hail can cause even
greater damage, not only to crops but also injury
to persons and stock and damage to fixed and movable property. Prolonged rainfall can saturate the soil,
making movement difficult or even dangerous. Saturated soil is also often a precondition for landslide.
Water that does not soak in will flow downhill, causing erosion and other damage, both by its own motion
and as a result of mud and other debris.
A distinction is sometimes drawn between
stormwater run-off, which is water making its way
downhill to a watercourse, and flooding, which
occurs when water rises past the normal banks
of a watercourse. Flood damage is often excluded
from insurance of fixed property (see Property
Insurance – Personal), particularly of property in
flood-prone areas. Because the distinction between
flood and stormwater is not always clear, such
exclusions (see Coverage) often lead to disputes.
Flooding, in the wider sense, can also result from the
failure of water storages, or even deliberate release
of water.
The converse of too much rainfall is too little –
drought. In the short term, this can cause crop failure
and loss of stock, with severe impact on the affected
communities. In the longer term, once-fertile land can
become desert.
Water can also accumulate in frozen form in icecaps and glaciers. As these forms offer an inhospitable environment, their periodic advances have
caused major problems for those affected. Currently,
they are in retreat, which causes its own problems.
Large masses of ice can collapse. Large amounts of
meltwater can accumulate behind temporary obstructions and be released suddenly. In the longer term,
the progressive release of the water now locked
up, particularly in the Antarctic icecap, will raise
the sea level, causing major problems for low-lying
islands and other coastal communities, if the more
pessimistic estimates, which put this rise at several
meters, are borne out.
Temporary changes in sea level can cause similar,
but shorter-lived, problems. The extremes of tidal
movement can cause flooding and, in some areas,
tidal bores and races can be a major hazard to
swimmers and water-borne traffic. Storm surge is
a major hazard in low-lying areas, particularly in
conjunction with tidal extremes. There are two major
effects. Wind pressure can cause bulk movement of
shallow water, and the extreme low pressure in the
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center of a tropical storm can allow the sea surface
to rise by as much as about a meter.
Wind-driven wave action can exacerbate flooding. It can also cause erosion damage, particularly
on sedimentary sea-cliffs. Structures built near such
cliffs are particularly at risk. In conjunction with
tidal action, waves can resculpture shallow, sandy,
or muddy areas, blocking or changing entrances and
exits, resulting in navigational problems, flooding, or
mixing of salt and fresh water.
Wave action is a major hazard for water-borne
traffic (and swimmers). The greatest danger comes
from large (relative to the size of the vessel) waves
breaking in shallow water or in strong winds. Damage
can be caused by the impact of water, by twisting
forces as the vessel is unevenly supported, by relative
movement of internal objects, by overturning, or if
the vessel is driven, by the combined action of wind,
wave, and current, onto a lee shore.
Much larger waves, called tsunami, can be generated by seismic activity affecting the ocean floor.
In the open ocean, the rise and fall, spread over
many kilometers, can pass unnoticed. At the coast,
however, depending on the configuration of the sea
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floor, the results can be highly destructive, with the
wave washing far inland over low-lying land and up
watercourses. The effects are most destructive in narrowing bays and over a shelving sea floor. According
to the geological evidence, there have been much
larger tsunamis than have been observed in historical
times. It is believed that these have been the result of
oceanic meteor strikes.

Other
In the context of insurance, natural hazards are normally thought of in terms of obvious damage arising
over a relatively short time. Thus, an attack on person
or property by a wild animal can be thought of as a
natural hazard, but rust is more likely to be categorized as wear and tear.

(See also Earthquake Insurance; Fire Insurance;
Flood Risk)
ROBERT BUCHANAN

Non-life Insurance
Non-Life insurance is essentially the complement of
life insurance. Whereas the latter includes the insurance of contingencies that depend on human survival
or mortality, the former includes the insurance of
most other events.
A few forms of insurance are not regarded as
fitting neatly into either class. Examples would be
health insurance and sickness insurance. These
are sometimes regarded as forming their own category(ies) of insurance. But, in the main, non-life
insurance includes that insurance not covered by
life insurance.
The terminology for this category of insurance
varies from place to place. To a large extent, it is
fair to say that it is called
•
•
•

non-life insurance in continental Europe;
property–liability insurance or property and casualty insurance in North America;
general insurance in the United Kingdom.

In other places, the terminology is likely to be
determined by which of the above insurance cultures
is followed in that place.
Insurance is a contractual arrangement between
the insurer (the provider of the insurance) and the
insured. The contract is usually referred to as a policy.
Typically, the arrangement provides that the insurer
indemnifies the insured against financial loss arising
from the occurrence of a specified event, or events.
In return, the insured pays the insurer a monetary
consideration, called a premium.
For example, under a homeowners insurance,
the insurer might provide financial restitution in the
event of certain types of damage to the insured’s
residential property.
The contract might provide for full indemnification, or only up to an agreed monetary limit, usually
referred to as the sum insured.
A great majority of insurance policies provide coverage over a term of one year, though it is common to
find terms of several years in specific classes of business (defined below), for example credit insurance
and mortgage insurance (see Mortgage Insurance
in the United States).
An insurer’s action of assessing the risk to be
insured, and then assuming the risk, is referred to
as underwriting.

Non-Life insurance policies are often characterized by the specific risks in respect of which they
provide indemnity. These are called perils (see Coverage). It is often convenient to classify the insurance
arrangements according to the perils covered. The
resulting subsets of policies are usually referred to
as classes of business or lines of business.
There are many recognized classes of business,
but many of them may be grouped into two large
collections of classes, namely,
•
•

property, providing coverage against loss arising
from damage to physical property (see Property
Insurance – Personal); and
liability, or casualty, providing coverage against
loss arising from bodily injury, or a person’s or
organization’s financial condition, or indeed any
other loss of amenity.

Some insurance policies provide first party coverage, which indemnifies the insured against damage
to its own property or other interests. This is typical
of property insurance. Other policies provide third
party coverage, which indemnifies the insured against
damage to the interests of another. This is typical of
liability insurance.
Examples of property classes of business are
•
•
•

fire;
automobile property damage (see Automobile
Insurance, Private; Automobile Insurance,
Commercial);
marine;
and so on.
Examples of liability classes of business are

•
•
•

automobile bodily injury (see Automobile Insurance, Private; Automobile Insurance, Commercial);
professional indemnity;
employers liability;

and so on.
An insurance contract providing an insured with
coverage against financial loss arising from the insurance of risks underwritten by the insured is called
reinsurance, and the underwriter of this contract is
called a reinsurer. Most commonly, the insured in
this case will be an insurance company.
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Insurance that is not reinsurance is called direct
insurance or primary insurance. The insured in this
case is typically the individual or corporation carrying the fundamental insurance risk, for example,
an automobile owner in the case of automobile
insurance.

An insurance contract whose insured is a reinsurer
is called a retrocession, and the reinsurer the retrocessionaire.
(See also Coverage)
GREG TAYLOR

P&I Clubs
P&I (short for Protection and Indemnity) Clubs provide a mutual not-for-profit indemnity pool (see Pooling in Insurance) for owners or operators of ships.
The forerunners of the current P&I clubs began in the
eighteenth century as hull insurance clubs formed by
the UK shipowners as an alternative to the insurance
companies and individuals at Lloyd’s. At that time,
two insurers, the Royal Exchange Assurance and the
London Assurance held a monopoly among insurance
companies of hull insurance under an Act of 1719.
The only other source of hull insurance was Lloyd’s.
In the early part of the nineteenth century, the 1719
Act was repealed and, as price competition increased,
hull insurance returned to the insured sector, with a
consequent decline of the hull insurance clubs. The
majority of the current P&I clubs were formed during
the latter part of the nineteenth century in response to
the need for liability cover, particularly for injured
or killed crewmembers and collision costs. During
the twentieth century, this had been extended, most
notably to cover costs of pollution cleanups.
P&I insurance primarily covers owners or operators of ships for liability to third parties, although
the clubs have responded to members’ needs and
to legislative changes with other policies from time
to time. The risks include personal injury to crew,
passengers or others, collision, pollution, loss or damage to cargo, legal costs, and costs of unavoidable
diversion of ships (for example, to offload injured
crew or to pick up refugees). The diversion cover is

not strictly liability, but is an example of the clubs
responding to members’ needs. Another example is
strike cover, which was offered by some clubs until
the latter part of the twentieth century. Currently, the
main two forms of cover offered are P&I and FD&D
(Freight, Demurrage and Defence) covering legal representation in respect of disputes and other matters
not covered by P&I.
The clubs operate by ‘calls’ on members. These
calls are an allocation of anticipated claims costs,
with adjustments made either by further calls or by
refunds. Each policy year is treated separately for the
purpose of calculating calls, and each policy year is
‘held open’ for several years until the claim costs can
be ascertained with greater certainty.
The largest grouping of P&I clubs is the International Group of P&I Clubs with 13 members (each
an individual P&I club). The members of the International Group are based in London, Bermuda, Scandinavia, Luxembourg, the United States, and Japan. The
International Group facilitates pooling of large risks,
which can be shared among members and which
enable more effective reinsurance arrangements. The
group covers the vast majority of the world’s merchant shipping. The balance is provided by a number
of smaller P&I clubs, and the commercial insurance
market, including Lloyd’s.
(See also Marine Insurance)
MARTIN FRY

Policy
A policy is the agreed terms and conditions of the
arrangement between an insurance company and
an entity procuring insurance, also known as a policyholder. These agreed terms and conditions are
generally outlined in a policy document or contract.
In many jurisdictions, this formal documentation is
required by statute. No matter what the form, a policy is a legally enforceable agreement or contract
between an insurer and a policyholder.
The terms and conditions set out in the policy
document may not be exhaustive, as many conditions
are implied by common law. Typically, a policy
document would
•
•
•
•
•
•
•

give the details of parties to the contract,
define the circumstances in which the policy is
valid,
list the exclusions (see Coverage),
define what constitutes a claim,
state the procedure for when a claim occurs,
detail the term of the contract, premium, and any
limits to indemnification, and
provide a policy (identification) number.

Policy documents must be understandable to the
policyholder, but also thorough in the treatment of the
risks covered so as to avoid unintentional exposure
to liabilities.
Insurance coverage that has been newly issued
may be under a ‘binder’ or a ‘cover note’. This is a
temporary policy, effective only for a limited period
of time. It is issued at the time of application to
protect the interests of the insured while the policy is
being evaluated through the underwriting process.
As a contract, a policy is subject to general contractual principles. There must be an agreement (or
an offer and acceptance) from all parties to the contract; the nature of the agreement must be understood
by all parties and is not binding in the case that
fraud, misrepresentation, duress, or error has influenced acceptance of the contract by either party. A
contract is also unenforceable if it pertains to an

illegal act; for example, a contract offered to a drug
trafficker indemnifying against loss of cargo is unenforceable. The acts implied by a contract must be
physically capable of being carried out.
In addition to contractual principles, specific insurance contract legislation exists in most regions.
Details vary, however, the principles of good faith,
material facts, insurable interest, indemnification, and
subrogation usually apply specifically to insurance
policies.
Utmost good faith (uberrima fides) refers to the
duty of parties to an insurance contract to act with
good faith, that is, to disclose unambiguously all
the information that they are aware of in relation to
the risk or policy, which may influence the counter
parties’ understanding of the risks or policy. This
overrides the ‘buyer beware’ (caveat emptor) principle of noninsurance contracts. The potential policyholder must be warned to disclose all material
facts that could reasonably be expected to influence
the insurer’s decision to accept, reject, or set a premium for a risk. Examples include facts relating to the
individual (claims history, criminal record) and facts
affecting the frequency or severity of the risk (for a
building the presence of locks, alarms, or proximity
to a fire prone area, such as the bush).
The policyholder must demonstrate insurable interest, that is, the policyholder must suffer an economic
loss on the happening of an insured event covered by
a policy.
Indemnity is the concept of placing the insured in
the same financial position after an insured event has
occurred as before the event. Applied, this principle
curbs moral hazard, which arises where there is an
incentive for the insured to affect the frequency or
severity of a claim.

Further Reading
Hart, D.G., Buchanan, R.A. & Howe, B.A. (1996). Actuarial
Practice of General Insurance, Institute of Actuaries of
Australia, Sydney.
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Pooling in Insurance
Introduction
Pooling of risk may roughly be taken to mean the
following: Consider a group of I reinsurers (or insurers), each one facing a certain risk represented by a
random variable Xi , i ∈ I = {1, 2, . . . , I }. The reinsurers then decide to share the risks between themselves, rather than face them in splendid isolation.
Let the risk confronting reinsurer i be denoted by
Yi after the exchange has taken place. Normally,
Yi will be a function of X = (X1 , X2 , . . . , XI ). We
call this pooling of risk, if the chosen sharing rule
is of theform Yi (X1 , X2 , . . . , XI ) = Yi (XM ), where
XM := Ii=1 Xi , that is, the final portfolio is a function of the risks X1 , X2 , . . . , XI only through their
aggregate XM .
In this paper, we want to identify situations in
which pooling typically plays an important role.

Insurance and Reinsurance
Consider the situation in the introduction: Let the
reinsurers have preferences i over a suitable set of
random variables. These preferences are represented
by expected utility (see Utility Theory), meaning that
X i Y if and only if Eui (X) ≥ Eui (Y ). We assume
smooth utility functions ui , i ∈ I; here ui (w) > 0,
ui (w) ≤ 0 for all w in the relevant domains, for all
i ∈ I.
We suppose that the reinsurers can negotiate any
affordable contracts among themselves, resulting in a
new set of random variables Yi , i ∈ I, representing
the possible final payout to the different reinsurers of
the group, or the final portfolio.
In characterizing reasonable sharing rules, we concentrate on the concept of Pareto optimality:
Definition 1 A feasible allocation Y = (Y1 , Y2 ,
. . . , YI ) is called Pareto optimal if there is no feasible allocation Z = (Z1 , Z2 , . . . , ZI ) with Eui (Zi ) ≥
Eui (Yi ) for all i and with Euj (Zj ) > Euj (Yj ) for
some j .
I
of
Consider for each nonzero vector λ ∈ R+
reinsurer weights the function uλ (·) : R → R defined

by
uλ (v) =:

I


sup

λi ui (zi )

(z1 , . . . , zI ) i=1

subject to

I


zi ≤ v.

(1)

i=1

As the notation indicates, this function depends only
on the variable v, meaning that if the supremum is
attained at the
point (y1 , . . . , yI ), all these yi = yi (v)
and uλ (v) = Ii=1 λi ui (yi (v)). It is a consequence
of the Implicit Function Theorem that, under our
assumptions, the function uλ (·) is two times differentiable in v. The function uλ (v) is often called the
supconvolution function, and is typically more ‘well
behaved’ than the individual functions ui (·) that make
it up.
The following fundamental characterization is proved using the Separating Hyperplane Theorem (see
[1, 2]):
Theorem 1 Suppose ui are concave and increasing
for all i. Then Y = (Y1 , Y2 , . . . , YI ) is a Pareto optimal allocation if and only if there exists a nonzero
I
such that Y =
vector of reinsurer weights λ ∈ R+
(Y1 , Y2 , . . . , YI ) solves the problem
Euλ (XM ) =:

sup

I


λi Eui (Zi )

(Z1 , . . . , ZI ) i=1

subject to

I


Zi ≤ XM .

(2)

i=1

Here the real function uλ : R → R satisfies uλ > 0,
uλ ≤ 0.
Notice that since the utility functions are strictly
increasing,
at a Pareto optimum it must be the case

that Ii=1 Yi = XM .
We now characterize Pareto optimal allocations
under the above conditions. This result is known as
Borch’s Theorem (for a proof, see [1, 2]):
Theorem 2 A Pareto optimum Y is characterized
by the existence of nonnegative reinsurer weights
λ1 , λ2 , . . . , λI and a real function uλ : R → R, such
that
λ1 u1 (Y1 ) = λ2 u2 (Y2 ) = · · · = λI uI (YI )
= uλ (XM )

a.s.

(3)
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The existence of Pareto optimal contracts has been
treated by DuMouchel [8]. The requirements are, as
we may expect, very mild.
As a consequence of this theorem, pooling occurs
in a Pareto optimum. Consider reinsurer i: His
optimal portfolio is Yi = (ui )−1 (uλ (XM )/λi ), which
clearly is a function of (X1 , X2 , . . . , XI ) only through
the aggregate XM . Here (ui )−1 (·) means the inverse
function of ui , which exists by our assumptions.
Pooling is simply a direct consequence of (2) in Theorem 1. Let us look at an example.
Example 1 Consider the case with negative
exponential utility functions, with marginal utilities
ui (z) = e−z/ai , i ∈ I, where ai−1 is the absolute risk
aversion of reinsurer i, or ai is the corresponding
risk tolerance. Using the above characterization (3),
we get
λi e−Yi /ai = uλ (XM ),

a.s.,

i ∈ I.

Theorem 3 The Pareto optimal sharing rules are
affine if and only if the risk tolerances are affine
with identical cautiousness, i.e.,
Yi (x) = Ai +
Bi x for
some constants Ai , Bi , i ∈ I, j Aj = 0, j Bj =
1, ⇔ ρi (xi ) = αi + βxi , for some constants β and αi ,
i ∈ I, β being the cautiousness parameter.

No Pooling
Let us address two situations when we cannot expect
pooling to occur.
1.

2.

(4)

Yi =

After taking logarithms in this relation, and summing
over i, we get
uλ (XM ) = e(K−XM )/A ,
K =:

I

i=1

ai ln λi ,

a.s.
A =:

If the utility functions of the insurers depend
also on the other insurers’ wealth levels, that is,
u = u(x1 , . . . , xI ), pooling may not result.
Suppose the situation does not give affinesharing rules, as in the above example, but one
would like to constrain the sharing rules to be
affine, that is, of the form
I


bi,k Xk + bi ,

(7)

where
I


ai .

i = 1, 2, . . . , I.

k=1

(5)

i=1

Furthermore, we get that the optimal portfolios are
ai
Yi = XM + bi ,
where
A
K
bi = ai ln λi − ai ,
(6)
i ∈ I.
A
Note first that the reinsurance contracts involve pooling. Second, we see that the sharing rules are affine
in XM .
The constant of proportionality ai /A is reinsurer
i’s risk tolerance ai relative to the group’s risk
tolerance A. In order to compensate for the fact that
the least risk-averse reinsurer will hold the larger
proportion, zero-sum side payments bi occur between
the reinsurers.
The other example in which the optimal sharing
rules are affine is the one with power utility with
equal coefficient of relative risk aversion throughout
the group, or the one with logarithmic utility, which
can be considered as a limiting case of the power
utility function. Denoting reinsurer i’s risk tolerance
function by ρi (xi ), the reciprocal of the absolute risk
aversion function, we can, in fact, show the following
(see e.g. [12]):

Here the constants bi,k imply that the rule keeps
track of who contributed what to the pool. In general,
the constrained optimal affine-sharing rule will not
have the pooling property, which of course complicates matters. However, these constrained affinesharing rules are likely to be both easier to understand
and simpler to work with than nonlinear Pareto optimal sharing rules.

Some Examples
The above model is formulated in terms of a reinsurance syndicate. Several such syndicates exist in the
United States. In Europe, the Lloyd’s of London is
the most prominent example.
However, other applications are manifold, since
the model is indeed very general. For instance,
•

Xi might be the initial portfolio of a member of a
mutual insurance arrangement. The mutual fire
insurance scheme, which can still be found in
some rural communities, may serve as one example. Shipowners have formed their P&I Clubs,
and offshore oil operators have devised their own
insurance schemes, which may be approximated
by the above model.

Pooling in Insurance
•
•
•
•

•

Xi might be the randomly varying water endowments of an agricultural region (or hydro-electric
power station) i;
Xi might be the initial endowment of an individual i in a limited liability partnership;
Xi could stand for a nation i’s state-dependent
quotas in producing diverse pollutants (or in
catching various fish species);
Xi could account for uncertain quantities of
different goods that a transportation firm i
must bring from various origins to specified
destinations;
Xi could be the initial endowments of shares in
a stock market, in units of a consumption good.

Consider an example of a limited liability partnership. A ship is to be built and operated. The operator
orders the ship from the builder, and borrows from
the banker to pay the builder. The cautious banker
may require that the operator consult an insurer to
insure his ship. Here, we have four parties involved
in the partnership, and it is easy to formulate a model
of risk sharing that involves pooling, and in which the
above results seem reasonable. For more details along
these lines, consult, for example, [3].

[2] contains a review of the theory, and also gives
some new results on game theory and moral hazard
in the setting of insurance, presenting modern proofs
of many of the classical results.
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Premium

year premium may not differ materially from calendar
year premium.

The premium is the compensation paid for insurance coverage. For most firms, sales are revenue and
the cost of goods sold is the offsetting expense. For
long-duration (life insurance) contracts, revenue is
recognized when the premium is due and a policy
reserve (see Reserving in Non-life Insurance) is
established simultaneously. For short-duration (property–casualty (see Non-life Insurance)) contracts,
under deferral/matching accounting, premium revenue is earned ratably as the insurance protection is
provided. An unearned premium reserve (UEPR) is
capitalized and amortized over the policy term, and
losses are recognized as expenses when they occur.
Insurance protection is usually provided evenly over
the policy term; exceptions are credit insurance, title
insurance, marine insurance, and product warranty
contracts.
Audit premiums and premium from retrospective
adjustments (see Retrospective Premium) are estimated and accrued over the policy term. Policy year
premiums are coded to the year the policy is effective;
they are revised each year, as audits and retrospective adjustments relating to policies written during
the year are changed. Exposure year premiums, the
analogue to accident year losses, are allocated to year
by exposures; see the illustration below.
Calendar year earned premium is the written premium minus the change in the unearned premium
reserve, net of audits and retrospective adjustments.
Revisions in the estimates of past audits and differences between the estimates and the actual audits are
earned immediately and allocated to the current calendar year, even if the audits relate to premiums from
prior calendar years.
Policy year premium is generally preferred for
commercial liability ratemaking (general liability,
medical malpractice, workers compensation) (see
Liability Insurance) and for estimating accrued retrospective premiums. Calendar year premium tends
to be used for other lines, combined either with accident year losses for liability lines or calendar year
losses for property lines (see Property Insurance –
Personal).
Ideally, exposure year premium should be used
with accident year losses, but if audits and retrospective adjustments are correctly estimated, exposure

Illustration. A retrospectively rated policy is issued
on October 1, 2003, for a premium of $10 000.
On December 31, 2003, the estimate of the payroll
audit is +$2000; on December 15, 2004, the actual
audit is +$3000. The estimated accrued retrospective
premium is −$500 on December 31, 2003, and it
is revised to −$1000 on December 31, 2004. At
the first retrospective adjustments on April 1, 2005,
$2000 of premium is returned to the policyholder,
and the accrued retrospective premium is changed to
+$1500.
On December 31, 2003, the estimated earned premium for the full policy term is $12 000, of which
the 2003 portion is $3000; the expected earned premium for 2004 is $9000. On December 15, 2004,
the net earned premium from the payroll audit is
the billed premium plus the change in reserve, or
$1000 + ($0 − $2000) = −$1000, allocated to 2004
for calendar year premiums, to 2003 for policy year
premiums, and one quarter to 2003 and three quarters
to 2004 for exposure year premiums.
On December 31, 2003, the accrued retrospective
premium is −$500, allocated in the same fashion
as the original audit estimate: one quarter is earned
in 2003. On December 31, 2004, the change in the
premium reserve is −$500, allocated to 2004 for
calendar year premiums, to 2003 for policy year premiums, and one quarter to 2003 and three quarters
to 2004 for exposure year premiums. The earned
premium from the retrospective adjustment on April
1, 2005, −$2000 + [$1500 − (−$1000)] = +$500,
is allocated in analogous fashion.
US statutory accounting requires written premium
to be recorded at the policy effective date; except
for workers’ compensation premiums that may be
recorded as billed. Estimates of audits and retrospective adjustments may be included as written
premium or as a separate adjustment to earned
premium.
For the illustration above, the accounting entries
on December 31, 2003 are either written premium
of $11 500 (written: $10 000; estimated audit: $2000;
estimated retro: −$500) and an UEPR of $8625
(75% of total) or written premium of $10 000 and
an UEPR of $7125. Either way, the earned premium
is $2875.
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US tax accounting requires that all written premium be booked on the policy effective date, including estimates of future audits and retrospective adjustments. The earlier recognition of premium increases
the taxable income from the revenue offset provision,

since only 80% of the change in the unearned
premium reserve is an offset to taxable income.
SHOLOM FELDBLUM

Property Insurance –
Personal
Homeowners policies are typically written on two
main forms based on the perils insured against. The
broad form covers 18 named perils (e.g. fire, explosion, weight of ice, sleet, or snow) with some clarifying exclusions. The special form covers all perils,
except what is specifically excluded. The insurer may
offer the coverage on a replacement cost basis or limit
the coverage to actual cash value only. The policies cover both the damage to real properties (plus
improvements and personal property) and loss due to
loss of use.
Additionally, there are many coverage enhancements for things like jewelry or computer equipment,
and optional coverages offered include farm property
for farm owners policies. Specialized forms are available for the possessions of people renting apartments
and buying condominiums. For landlords, the building is covered by a dwelling policy or commercial
property policy based on the type of building.
For homeowners, farm owners, and dwellings,
the important data elements are the value of the
property, the replacement value of the structure or
contents, the fire protection classification, the construction of the building, the location of the building,
the requested deductible, and the value and type of
optional coverages requested.
A recurring problem with homeowners is maintaining insurance to full value. Since the market
value, which is somewhat easier to quantify, does
not have a direct relationship with the rebuilding cost
(which is the amount of insurance and is harder to
calculate), often insurers deal with the problems that
an incorrectly priced book brings.
Most non-auto property coverages are rated similarly. First the value or the amount of insurance is
determined. Then using either an amount of insurance curve or a rate per $1000 of coverage, the base
rate is established. It is modified by the location or

territory of the risk, the fire protection classification,
the type of construction, and the requested deductible.
The cost of optional coverages is then added on.
The private automobile coverage (see Automobile Insurance, Private) parts covering physical
damage to the covered automobile are called collision
and other than collision (also known as comprehensive insurance). Collision covers accidents or collisions between automobiles, light poles, and animals,
to name a few. Other than collision covers damage
due to other physical causes such as hail, wind, earthquake, flood, and fire (see Natural Hazards). The
coverage is provided on the basis of the actual cash
value of the covered vehicle.
Important data elements for the rating of private
auto physical damage are the make and model of the
car (often categorized in groups, sometimes referred
to as the symbol ), the age of the vehicle, and the
deductible chosen.
One important pricing issue deals with symbol
drift, or the tendency for people to buy newer, higher
symbol vehicles as the years go on. Accurately measuring the effect of this drift is essential to accurately
determine the proper trend to apply to the pricing formula.
Rating private auto physical damage coverages is
very straightforward and involves applying the factor,
for the symbol and chosen deductible, to the base
rates, by territory.
Other personal lines property coverages include
personal inland marine and watercraft and recreational vehicle coverages.

Further Reading
Bouska, A.S. (1989). Exposure bases revisited, Proceedings of
the Casualty Actuarial Society LXXVI(145), 1–23.
Hamilton, K.L. & Malecki, D. (1994). Personal Insurance:
Property and Liability, 1st Edition, American Institute for
CPCU, Malvern, Pennsylvania, pp. 47–258.
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Ratemaking
Introduction
The goal of the ratemaking process is the
establishment of actuarially sound rates for property
(see Non-life Insurance), and casualty insurance,
or other risk transfer mechanisms. (Hereafter,
the reference to ‘other risk transfer mechanisms’
will be omitted for the sake of simplicity.)
Because ratemaking generally requires that rates be
established prior to the inception of the insurance, a
rate is ‘an estimate of the expected value of future
costs’ [1]. Such rates are actuarially sound if they
provide for all of the expected costs of the risk
transfer and appropriately reflect identified individual
risk characteristics.
Many state rating laws in the United States require
that insurance rates be ‘not inadequate, excessive or
unfairly discriminatory’. If a rate is actuarially sound,
it is deemed to meet these regulatory requirements
without regard to the extent to which the actuarial
expectations are consistent with the actual developed
experience.
This article will introduce and discuss the basic
elements of property and casualty actuarial ratemaking. The examples and illustrations have been substantially simplified, and it should be noted that the
methods presented herein are but a few of the methods available and may not be appropriate for specific
actuarial applications.

The Matching Principle – Exposures and
Loss Experience
Property and casualty rates are established by relating
the expected costs of the risk transfer to the exposure
units that underlie the premium calculation for the
line of business. For example, in automobile insurance (see Automobile Insurance, Private; Automobile Insurance, Commercial) the exposure unit is the
Table 1

‘car year’, which is one car insured over a period of
one year. Other lines use other exposure units such
as payroll, insured amount, sales, and square footage.
Insurance rates are generally expressed as rates per
unit of exposure and the product of the rate and the
exposure is the premium.
=R×E

(1)

where
 = premium
R = rate per unit of exposure
E = exposure units
The expected costs of the risk transfer are often estimated through the analysis of historical loss and
expense experience. In performing such an analysis, the exposure (or premium) experience must be
associated with the proper loss and expense experience. There are three commonly used experience
bases, which are viewed as properly matching the
loss and expense experience with the exposures: (1)
calendar year, (2) policy year, and (3) accident year.
The three exposure bases are summarized in Table 1.
Calendar year is a financial statement-based
method, which compares the losses and expenses
incurred during the year (paid during the year plus
reserves at the end of the year less reserves at the
beginning of the year), with exposures earned during the year (written during the year plus unearned at
the beginning of the year less unearned at the end of
the year).
The policy year basis focuses on the exposures,
losses, and expenses associated with insurance policies becoming effective during a year. Note that
policy year exposures are not fully earned until one
policy term after the end of the year, which also represents the last date on which a policy year loss can
occur. For example, the 2003 policy year includes
policies becoming effective from January 1, 2003
through December 31, 2003. If the policy term is
12 months, a policy effective December 31, 2004 will

Attributes of experience bases

Matching of losses and exposure
Direct reconciliation to financials
Availability
Requires loss development

Calendar year

Policy year

Accident year

Fair
Yes
Year end
No

Perfect
No
One term after year end
Yes

Good
No
Year end
Yes
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not expire until December 31, 2004. The policy year
basis requires that losses and expenses be allocated
to the appropriate year. Losses occurring during 2004
on 12-month policies can arise from either the 2003
policy year or the 2004 policy year. In addition, insurance losses are often not settled until years after
occurrence, so the policy year method requires that
‘ultimate’ loss amounts be estimated on the basis of
historic loss development patterns.
The accident year method represents a compromise between the simplicity of the calendar year
method and the exact matching of losses and exposure inherent in the policy year method. The accident
year method compares losses and associated expenses
occurring during a year with the calendar year earned
exposures. Like policy year losses, the development
of accident year losses to their ultimate settlement
values must be estimated.

Basic Ratemaking Methods

P +F
1−V −C

(2)

where
R
P
F
V
C

=
=
=
=
=

indicated rate per unit of exposure
pure premium (loss per unit of exposure)
fixed expense per exposure
premium-related (variable) expense factor
profit and contingencies factor

LRe
Rc
LRt

where
R = indicated rate
LRe = expected loss ratio at current rates

LRt =

1−V −C
1+G

(4)

where
LRt
V
C
G

=
=
=
=

target loss ratio
premium-related (variable) expense factor
profit and contingencies factor
ratio of nonpremium-related expenses to
losses

LRe =

(5)

LRe = experience loss ratio
L = experience losses
E = experience period earned exposures
Rc = current rate
Using (4) and (5), equation (3) can be rewritten as
L/E × Rc
Rc
1 − V − C/1 + G
L(1 + G)
L(1 + G)
Rc =
(E × Rc )(1 − V − C)
E(1 − V − C)
(6)

=

(3)

L
E × Rc

where

R=

The loss ratio method develops indicated rates by
comparing the loss ratio (ratio of incurred losses
to earned premium) expected to result if rates are
unchanged with a target loss ratio. (Where the term
‘loss’ is used it should be read as including ‘or loss
and loss expense.’
R=

The target loss ratio is the loss ratio that is expected
to produce appropriate allowances for expenses (both
premium-related expenses, such as commissions and
premium taxes, and nonpremium-related expenses
such as rent) and to provide the desired profit and
contingencies provision. The target loss ratio may be
expressed as follows:

And the experience loss ratio is

The two most widely used methods for property and
casualty ratemaking are the pure premium method
and the loss ratio method. The pure premium method
develops indicated rates per unit of exposure based
upon the following formula:
R=

LRt = target loss ratio
Rc = current rate

It can be demonstrated that the pure premium and
loss ratio methods are consistent with one another by
making the following substitutions in (6):
L = (E × P ) since P =
G=

L
E

E×F
F
=
where F is defined as in (2)
L
P

which produces
R=

(E × P )(1 + F /P )
P +F
=
E(1 − V − C)
1−V −C

(7)

Ratemaking
This is equation (2) – the formula for the indicated
rate under the pure premium method, which demonstrates the consistency of the methods.
The loss ratio method is most commonly used
in practice and the remainder of this article is presented in that context. Most of the considerations and
examples are equally applicable to the pure premium
method.

Premium Adjustments
In order to apply the loss ratio ratemaking method,
premiums for the experience period need to be
adjusted to the levels expected to result, if current
rates remain unchanged. There are three types of
premium adjustment, one or more of which may be
required in a specific situation: (1) adjustment to current rate level, (2) premium trend adjustment, and
(3) coverage drift adjustment.
An adjustment to current rate level is required
wherever any part of the premium underlying the
experience loss ratio LRe was earned at a rate level
other than that currently in effect. Where the rating for the line of insurance is computerized, the
premium at current rate level can be generated by rerating each earned exposure using the current rates.
This is referred to as the ‘extension of exposures’
technique.
Where extension of exposures cannot be used, an
alternative method is available. The ‘parallelogram
method’ is based upon the assumption that exposures
are uniformly distributed over the policy period and
makes use of simple geometry to estimate the adjustments necessary to bring premiums to the current rate
level.
2000

2001

1.000

10/1/2000

Figure 1

The parallelogram method
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Assume that the experience period for a line of
business with a 12-month policy term consists of
accident years 2001, 2002, and 2003 and that the
only rate changes effective subsequent to January 1,
2000 were a +7.5% change effective October 1, 2000
and a +9.0% change effective April 1, 2002. Under
the uniform distribution of exposure assumption, each
year can be represented as a unit square, with the
cumulative premium earned at each rate level being
represented as a parallelogram (Figure 1).
Premium written prior to the first rate change
was earned at the base (1.000) rate level, premium
written between 10/1/2000 and 3/31/2002 was earned
at a relative rate of 1.075, and premium written on
and after 4/1/2002 was earned at 1.17175 (1.075 ×
1.090). The relative proportions of the calendar year
(unit square) premiums earned at each relative rate
are determined on the basis of area (Figure 2).
This process allows the calculation of ‘on-level’
factors to adjust earned premiums to their current rate
level equivalent as shown in Table 2.
The collected earned premiums for 2000, 2001,
and 2002 are then multiplied by the on-level factors
to adjust them to their current rate level equivalents.
Where exposures are measured in units that are
inflation sensitive, a premium trend adjustment is
required. Home owners insurance is an example
of a line that uses an inflation-sensitive exposure
base – amount of insurance. As home values increase
with inflation, the amount of insurance carried tends
to increase as well. Before the underlying earned
premiums or exposures can be used in ratemaking,
they must be adjusted to reflect expected premium
trend through the assumed average effective date for
the revised rates. The methodology used in evaluating
2002

1.075

2003

1.17175

4/1/2002
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2002

2002
Area =
1.0 − 0.21825
= 0.78175

1.075

Area =
(0.75)(0.75)/2
= 0.21825

1.17175
(a)

(b)

4/1/2002

4/1/2002

Figure 2
Table 2 Calculation of on-level factors based on parallelogram method
Calendar
year
[1]
2001
2002
2003

1.000
[2]

1.075
[3]

1.17175
[4]

Average
level
[5] = (1.0 × [2]) + (1.075 × [2])
+ (1.17175 × [3])

0.21825
0.00000
0.00000

0.78175
0.78175
0.03125

0.00000
0.21825
0.96875

1.05863
1.09612
1.16873

Portion earned at

and reflecting premium trend is quite similar to that
used for loss trend and discussed below.
Closely related to the premium trend adjustment
is the coverage drift adjustment. For lines with exposures measured in noninflation-sensitive units, the
nature of the rating process may produce identifiable
trends in collected premium over time. For example, where automobile physical damage rates are
based upon model year, with rates for later years
(newer cars) being higher than those for earlier years
(older cars), the replacement of older cars with newer
ones produces an increase in average premium over
time. The underlying premiums or exposures must be
adjusted to reflect this increase.
As new model years arrive, they are assigned relativities to a base year. Unless the selected base year
changes, model year relativities remain unchanged
and a model year ‘ages’ as demonstrated in Table 3.
In order to calculate the annual trend in model year
relativity, the individual relativities are weighted by
the distribution of car year exposures by model year
as shown in Table 4.
The annual trend is then calculated as follows:
Trend =

92.67%
− 1.0 = 0.0556 = 5.56%
87.79%

Table 3

On-level
factor
[6] = 1.17175/[5]
1.10685
1.06900
1.00259

Model year relativities

Model
year
[1]
Current
Current-1
Current-2
Current-3
Current-4
Current-5
Current-6
Older

Prior
New
relativity relativity
[2]
[3]
−
1.103 −− 1.158
→
1.050−−− 1.103
→
−
1.000 −− 1.050
→
0.950−−− 1.000
→
−
−
0.900 − 0.950
→
0.860−−− 0.900
→
0.810
0.860
0.733
0.780

Loss Adjustments
Losses underlying the ratemaking process must also
be adjusted. First, because ratemaking data generally
include some claims that have not yet been settled and
are therefore valued on the basis of estimates called
case reserves (see Reserving in Non-life Insurance),
the reported losses must be adjusted to a projected
ultimate settlement basis. This adjustment is called
the adjustment for loss development and losses that
have been adjusted for loss development are referred
to as projected ultimate losses. Additional adjustments are then made for changes over time in the

Ratemaking
Table 4

Weighted average model year relativities

Model
year
[1]
Current
Current-1
Current-2
Current-3
Current-4
Current-5
Current-6
Older
Total

Exposure
distribution
(%) [2]

Prior
relativity
[3]

7.5
10.0
10.0
10.0
10.0
10.0
10.0
32.5
100.0

1.103
1.050
1.000
0.950
0.900
0.860
0.810
0.733

frequency (number of claims per exposure) and severity (average loss per claim). These are referred to as
adjustments for loss trend. Finally, where appropriate
adjustments are made for the effects of deductibles
and for catastrophes.

Adjustment for Loss Development
Various actuarial methods for estimating loss
development have been documented in the actuarial
literature [2]. Among the most commonly used
is the ‘chain-ladder’ (or ‘link ratio’) approach,
which relates losses evaluated at subsequent ages –
usually denominated in months since the beginning
of the accident (or policy) year – to the prior
Accident
year
1999
2000
2001
2002

12
$3,105,009

New
relativity
[5]

Extension (%)
[4] = [2] × [3]
8.27
10.50
10.00
9.50
9.00
8.60
8.10
23.82
87.79

1.158
1.103
1.050
1.000
0.950
0.900
0.860
0.780

Extension (%)
[6] = [2] × [5]
8.69
11.03
10.50
10.00
9.50
9.00
8.60
25.35
92.67

evaluation by means of an incremental age-to-age
development factor as shown in Figure 3 and Table 5
or ‘link ratio’.
When all of the age-to-age factors have been
calculated the result is a triangle of link ratios as
shown in Table 6.
The next step is to select projected age-to-age
factors for each development period as shown in
Table 7. In this simplified example, it is assumed that
there is no development after 60 months. The selected
factors are then successively multiplied to produce
‘ultimate’ loss development factors for each age.
The indicated ultimate development factors are
applied to the latest diagonal of observed developed
losses to generate the projected ultimate losses as
shown in Table 8.

Losses evaluated at accident year age
24
36
48
$3,811,556

60

$3,811,556 ÷ $3,105,009 = 1.228

2003

Accident
year
1999
2000
2001
2002

Figure 3

5

12−24
1.228

Age-to-age development factors
24−36
36−48

Calculation of age-to-age development factors

48−60

6
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Table 5

Loss development triangle
Losses evaluated at accident year age

Accident
year

12 ($)

1999
2000
2001
2002
2003
Table 6

24 ($)

3 105 009
3 456 587
3 887 944
4 294 286
4 617 812

3 811 556
4 160 956
4 797 923
5 155 772

Loss development factors
Age-to-age development factors

Accident
year

12–24

24–36

36–48

48–60

1999
2000
2001
2002

1.228
1.204
1.234
1.201

1.086
1.083
1.086

1.029
1.027

1.012

Table 8
Accident
year
1999
2000
2001
2002
2003

Projected ultimate losses
Developed
losses ($)
12/31/2003
3 105 009
3 456 587
3 887 944
4 294 286
4 617 812

Selected
ultimate
factor
1.000
1.012
1.040
1.128
1.371

Projected
ultimate
losses ($)
3 105 009
3 498 066
4 043 462
4 843 955
6 331 020

Adjustment for Loss Trend
In order to serve as a proper basis for proposed rates,
the losses underlying the process must be adjusted
to reflect expected conditions for the period during
which the rates will be in effect. For example, if
the proposed rates will become effective on April
1, 2005 for a line with a policy term of 12 months,
the average policy written during the first year of the
Table 7

36 ($)

48 ($)

4 140 489
4 507 456
5 210 897

60 ($)

4 260 897
4 630 112

4 310 234

new rates will be effective on October 1, 2005 and the
average loss under that policy would occur on April 1,
2006. Ultimate losses for the 2002 accident year, for
example, would need to be adjusted for anticipated
trends in claim frequency and severity between the
midpoint of the accident year of approximately July
1, 2002 and the midpoint of loss occurrence under
the new rates of April 1, 2006 – a trending period of
45 months or 3.75 years.
The adjustment for loss trend can be based upon
external data, such as published construction cost
indices, consumer price indices, interest rates, or
other relevant information, or they can be based
upon internal actuarial data on claim frequency and
severity. The frequency and severity components can
be trended separately, or their product, the pure premium, can be used. Table 9 and Figure 4 provide an
example of quarterly internal trend data for automobile bodily injury.
Actuaries often use linear and exponential leastsquares fits to estimate loss trend factors. The decision on whether to use the linear or the exponential
model is generally based upon the relative fits of the
observations; however, the exponential model is generally used where the indicated trend is negative to
avoid the implicit projection of negative values.
The selected model generates the indicated annual
loss trend factor. Where the exponential model is
selected, the trend factor becomes one plus the annual

Projected ultimate development factors
Age-to-age development factors

Accident
year

12–24

24–36

36–48

48–60

1999
2000
2001
2002
Selected
Ultimate

1.228
1.204
1.234
1.201
1.215
1.371

1.086
1.083
1.086

1.029
1.027

1.012

1.085
1.128

1.028
1.040

1.012
1.012

60-ultimate

1.000
1.000

Ratemaking
Table 9
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Auto bodily injury countrywide trend data

Accident
quarter
ended [1]

Earned
car-years
[2]

3/31/2000
6/30/2000
9/30/2000
12/31/2000
3/31/2001
6/30/2001
9/30/2001
12/31/2001
3/31/2002
6/30/2002
9/30/2002
12/31/2002
3/31/2003
6/30/2003
9/30/2003
12/31/2003

1 848 971
1 883 698
1 923 067
1 960 557
1 998 256
2 042 634
2 079 232
2 122 044
2 162 922
2 206 868
2 253 300
2 298 015
2 341 821
2 390 219
2 437 558
2 485 848

Ultimate
claim count
[3]

Ultimate
claim
frequency
[4] = [3]/[2]

31 433
31 269
32 308
32 741
33 171
33 091
33 060
33 528
33 958
34 206
34 701
35 619
36 767
37 526
38 026
38 531

0.0170
0.0166
0.0168
0.0167
0.0166
0.0162
0.0159
0.0158
0.0157
0.0155
0.0154
0.0155
0.0157
0.0157
0.0156
0.0155

Ultimate
incurred
losses ($)
[5]
241 216 842
244 492 311
260 208 632
276 399 522
278 835 426
283 589 870
287 655 060
297 359 832
309 017 800
314 113 698
331 151 643
348 140 106
366 236 087
378 562 288
393 188 840
404 305 783

Ultimate loss
severity ($)
[6] = [5]/[3]

Ultimate
pure
premium ($)
[7] = [5]/[2]

7674
7819
8054
8442
8406
8570
8701
8869
9100
9183
9543
9774
9961
10 088
10 340
10 493

130.46
129.79
135.31
140.98
139.54
138.84
138.35
140.13
142.87
142.33
146.96
151.50
156.39
158.38
161.30
162.64

$11000
$10500
$10000

Observed
Linear fit
Exponential fit

$9 500
$9 000
$8 500
$8 000
$7 500
3/31/2000

Figure 4

3/31/2001

3/31/2002

3/31/2003

Automobile bodily injury severity trend

fitted change. Where the linear model is selected, the
trend factor is often calculated as the last fitted point
plus the indicated annual change divided by the last
fitted point. In the example shown in Table 10 this is
$10 468 + $748
= 1.071
$10 468
Even when the linear fit underlies the selected trend
factor, the factor is generally applied exponentially.
Therefore, if the Table 10 selection were applied to
the ultimate losses for the 2002 accident year for
the April 1, 2005 rate change discussed above, the

trended projected ultimate losses would be calculated
as
$4 843 955 × 1.0713.75 = $6 264 849
Note that in this example there would also be an
adjustment for any frequency trend identified in the
observations.

Adjustment for Deductibles
Where first-party insurance coverage is provided
subject to a deductible, the insured agrees to self-fund
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Table 10

Automobile bodily injury severity trend
Ultimate
claim
severity
($) [2]

Accident
quarter
ended [1]
3/31/2000
6/30/2000
9/30/2000
12/31/2000
3/31/2001
6/30/2001
9/30/2001
12/31/2001
3/31/2002
6/30/2002
9/30/2002
12/31/2002
3/31/2003
6/30/2003
9/30/2003
12/31/2003
Annual change
Selected factor

7674
7819
8054
8442
8406
8570
8701
8869
9100
9183
9543
9774
9961
10 088
10 340
10 493

Least-squares fit
Linear
[3] ($)
7660
7847
8035
8223
8408
8595
8783
8972
9157
9343
9531
9720
9905
10 091
10 280
10 468
748
1.071

Exponential
[4] ($)
7725
7886
8052
8221
8391
8566
8747
8931
9115
9305
9501
9701
9902
10 108
10 321
10 539
8.63%

the deductible amount. Because deductibles are rarely
indexed to underlying loss severity trends, deductible
coverage exhibits severity trend in excess of that
impacting the ‘ground up’ claim amount. The greater
the deductible amount, the greater the severity trend
as illustrated in the following seven-claim example
(Table 11).
There are several ways of dealing with the adjustment for deductibles in ratemaking. The simplest is
to look at experience separately for each different
deductible amount. This method produces sound indicated rates for each deductible amount where there is
Table 11
Original
loss ($)
100
250
500
1000
1250
2500
5000
Total
Trend

sufficient experience, but is often inappropriate for
the less popular deductible amounts.
Another common method for dealing with
deductibles is to add the amount of the deductible
back to each claim before analysis of the
loss data. While this method will not reflect
those losses that were lower than the deductible
amount and therefore did not result in paid
claims, where the deductible amounts are relatively
low the adjusted losses represent a reasonable
basis for loss analysis. While this method is
appropriate for severity trend estimation, it cannot
be used for deductible-level ratemaking because
the appropriate adjustment to premiums is not
determinable.
A third method for the deductible adjustments
is to adjust all premiums and losses to a common deductible basis, generally the greatest popular deductible amount, and base the rates for lower
deductibles upon an underlying size-of-loss distribution. The specifics of this method are beyond the
scope of this article.

Adjustment for Catastrophes
Some property lines of business are subject to losses
arising from catastrophes such as hurricanes and
earthquakes. Where coverage is provided for relatively infrequent but costly events, the actuary generally removes any catastrophe-related losses from the
underlying ratemaking data and includes a provision
for average expected catastrophe losses.
The provision for catastrophe losses is developed
by trending past losses over a representative period of

Illustration of severity trend and deductibles
5%
Trended
loss ($)
105
263
525
1050
1313
2625
5250

Loss at $100 deductible
Original ($)
0
150
400
900
1150
2400
4900
9900

Trended ($)
5
163
425
950
1213
2525
5150
10431
5.36%

Loss at $200 deductible

Loss at $500 deductible

Original ($)

Trended ($)

Original ($)

Trended ($)

0
50
300
800
1050
2300
4800
9300

0
63
325
850
1113
2425
5050
9826
5.66%

0
0
0
500
750
2000
4500
7750

0
0
25
550
813
2125
4750
8263
6.62%

Ratemaking
years to current cost levels and expressing the provision as a percentage of premium or of noncatastrophe
losses.

Loss Adjustment Expenses
Loss adjustment expenses (see ALAE) are those
nonloss costs expended in connection with the maintenance or settlement of claims. While US statutory accounting requirements have recently adopted
a segregation of loss adjustment expenses between
‘defense and cost containment’ and ‘adjusting and
other’, most ratemaking analyses continue to use the
historical division between ‘allocated’ loss adjustment expenses – those costs that can be allocated to a
specific claim or group of claims – and ‘unallocated’
loss adjustment expenses – those costs that are in the
nature of claims overhead.
Where allocated loss adjustment expenses represent material portions of the premium, they are
generally included with losses and are developed
and trended to expected cost levels. For lines such
as homeowners, where the allocated loss adjustment
expenses are less significant, they are included with
the unallocated loss adjustment expenses.
Unallocated loss adjustment expenses (along with
allocated if applicable) are either included with losses
that are based upon historic ratios to loss (or loss and
allocated loss adjustment expenses) or are treated as
fixed, or nonpremium-related expenses.

Underwriting Expenses
Recall equation (2):
R=

P +F
1−V −C

where
R = indicated rate per unit of exposure
P = pure premium (loss per unit of exposure)
F = fixed expense per exposure
V = premium-related (variable) expense factor
C = profit and contingencies factor
The ‘variable’ expenses represented by V are
expenses such as commissions and premium taxes,
which vary directly with premiums, and are thus
included in the rate on a strictly proportional basis.
The ‘fixed’ expenses represented by F are those
expenses that are not assumed to vary directly with
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premium. It is important to understand that these
expenses are not really fixed, but that they vary with
underlying inflation and must be trended to expected
cost levels in a manner similar to loss severity.

Profit and Contingencies
In equation (2), C represents the loading for underwriting profit and contingencies. While it is treated
as a premium-variable provision for simplicity, the
actual reflection of expected or allowable profit in the
rates will vary by jurisdiction and by line of business,
as well as by insurer. For an in-depth treatment of the
subject, see Van Slyke et al. [3].

Classification and Territorial Ratemaking
While a detailed discussion of classification (see Risk
Classification, Pricing Aspects; Risk Classification,
Practical Aspects) and territorial ratemaking methods is beyond the scope of this article, the basic
approach will be discussed herein as well as the concept of the correction for off-balance.
Territorial and classification rates are generally
established in terms of relativities to some base class
or territory. Assume that we are dealing with a very
simple line of business consisting of three classes of
business (A, B, and C) written in three geographic
territories (1, 2, and 3) and that the base territory is
2 and the base class is A.
Assume further that our ratemaking analysis has
indicated the following changes in the territorial and
class relativities shown in Tables 12 and 13.
In order to determine the impact of the indicated
relativity changes, the on-level earned premium is
recalculated on the basis of the indicated changes as
shown in Table 14.
The combined effect in the three-territory, threeclass example is a 3.488% reduction in premium that
represents the off-balance resulting from the relativity changes and must be reflected in the revision of
Table 12

Territory relativity changes

Territory
[1]

Current
relativity
[2]

Proposed
relativity
[3]

Relativity
change
[4] = [3]/[2]

1
2
3

1.400
1.000
0.850

1.400
1.000
0.800

1.000
1.000
0.941
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Table 14

Territory
[1]

Class and territory off-balance calculation

Class
[2]

1
1
1
2
2
2
3
3
3
Total

Table 13
Class
[1]
A
B
C

A
B
C
A
B
C
A
B
C

On-level
earned
premium
[3] ($)

Effect of relativity change

2 097 984
1 479 075
753 610
2 285 440
1 377 848
1 344 672
810 696
510 427
743 820
11 403 572

Territory
[4]

Class
[5]

Total
[6] = [4] × [5]

1.000
1.000
1.000
1.000
1.000
1.000
0.941
0.941
0.941

1.000
0.945
0.967
1.000
0.945
0.967
1.000
0.945
0.967

1.000
0.945
0.967
1.000
0.945
0.967
0.941
0.889
0.910

Class relativity changes
Current
relativity
[2]

Proposed
relativity
[3]

Relativity
change
[4] = [3]/[2]

1.000
1.450
1.800

1.000
1.370
1.740

1.000
0.945
0.967

the base rate. If, for example, the overall indication is
a +10.0% increase in rates for the coverage involved,
the concurrent implementation of the class and territory relativity changes will require that the base rate
(Class A, Territory 2) be increased by a factor of
1.00 + .10
= 1.13975
1.00000 − .03488

Other Factors
While ratemaking represents the application of actuarial principles, assumptions, and methods to the
process of estimating the costs of risk transfers, the

Premium effect
($) [7] =
{[6] − 1.0} × [3]
0
(81 349)
(24 869)
0
(75 782)
(44 374)
(47 831)
(56 657)
(66 944)
(397 806)
−3.488%

pricing of the risk transfers often involves other considerations including, but not limited to, marketing
goals, regulatory restrictions, competitive environment, investment opportunities, and underwriting philosophy. There are often good reasons for the use
or adoption of insurance rates that do not meet the
requirements for actuarial soundness and, while the
actuary is generally the key player in the pricing process, the actuarial function must interact with other
areas in the formulation of pricing strategies.
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Replacement Value
Property insurance (see Property Insurance – Personal) is traditionally issued on an indemnity (see
Policy) basis. That is, property is insured for its value
at the time of loss. In the event of a total loss, this
can be substantially less than the cost of replacement.
To resolve this problem, some insurances are issued
on a replacement value basis. Where appropriate, for
example, for buildings, replacement value can include
indirect costs, such as demolition, removal of debris,
government fees, and other incidental costs.
One version of such a provision is for the replacement value to be agreed at the time of issue and stated
as the sum insured (see Coverage). Alternatively, the
policy can provide that the insurer will pay whatever
is needed to secure the replacement or, in some cases,
provide a physical replacement. Physical replacement
can be an attractive proposition if the insurer is able
to use its buying power or other means to obtain a
good deal on the replacement property.

Depending on the nature of the property and the
policy of the insurer, replacement can be on a likefor-like basis, taking into account the condition of
the insured property, or on a new-for-old basis. If
the policy provides for like-for-like replacement, the
insurer may elect to replace the insured property
with a new article, or one that is not worse than the
original.
Some care is needed, when old or damaged property is insured on a new-for-old basis, to ensure that
this does not lead to too great an incentive for the
insured to arrange for a total loss. For motor vehicles
(see Automobile Insurance, Private; Automobile
Insurance, Commercial), for example, full newfor-old replacement is usually restricted to a period
of about one year, and buildings must be in good
condition.

(See also Coverage)
ROBERT BUCHANAN

Reserving in Non-life
Insurance
In crude terms, non-life insurance business consists
of the collection of premiums and the payment of
claims, and the profit is the difference between these
two. Thus, in order to calculate the profit that a company has made in any particular period, it is necessary
to first determine the premium income and claims
payments. Usually, the premium income does not
present too great difficulties, but, unfortunately, the
claims outgo can be difficult to determine. The reason for this is that the ultimate total claims payments
on a particular policy may not be known until some
time after the coverage period of the policy. Delays
will occur between the occurrence and reporting of
a claim, and between the reporting and payment of
a claim. In addition, the payment may consist of a
series of partial payments culminating in a final settlement. Thus, it is not possible to determine exactly
the claims payment on a policy immediately following the end of the policy coverage period, and an
estimate has to be made of future payments. This
is set aside as a reserve to cover future liabilities.
The estimation of future claims payments for policies already written is known as reserving, and is
carried out using a variety of techniques, depending
on the nature of the risk. For example, reserves can be
set on individual policies, or on each reported claim
(a case reserve), or on a portfolio of policies taken
together. If the claims are likely to be fully settled
soon after the end of the policy period, the business is
‘short-tailed’, and the reserving issues are less likely
to cause problems. On the other hand, it is more difficult to estimate reserves for ‘long-tailed’ business
(see Long-tail Business), on which claims are much
slower to emerge. Claims reserves are often divided
up into various components, not only to cover the
likely emergence of claims but also to cover possible
future developments, such as catastrophes. Reserves
also have to be held for various other purposes, as
well as to cover the emergence of claims. General references on reserving in non-life insurance are found
in the Claims Reserving Manual [1, 3]. The Claims
Reserving Manual is divided into two parts, of which
the first considers deterministic methods and practical issues in some detail, and the second describes a

number of stochastic reserving methods. As the literature on stochastic reserving has developed rapidly,
Volume 2 is now somewhat out of date, and it is
necessary to consult papers in the literature, such
as [2], mentioned in the articles on specific reserving methods.
The reserves held by a general insurance company
can be divided into the following categories:
•

•

•

•

Claims reserves representing the estimated outstanding claims payments that are to be covered by premiums already earned by the company. These reserves are sometimes called (IBNS)
reserves (Incurred But Not Settled). These can in
turn be divided into
– (IBNR) reserves, representing the estimated
claims payments for claims which have
already Incurred, But which are Not yet
Reported to the company.
– (RBNS ) reserves, are the reserves required in
respect of claims which have been Reported
to the company, But are Not yet fully Settled.
A special case of RBNS reserves is case
reserves, which are the individual reserves
set by the claims handlers in the claimshandling process.
Unearned premium reserves. Because the insurance premiums are paid up-front, the company
will, at any given accounting date, need to hold
a reserve representing the liability that a part of
the paid premium should be paid back to the policyholder in the event that insurance policies were
to be canceled at that date. Unearned premium
reserves are pure accounting reserves, calculated
on a pro rata basis.
Unexpired risk reserves. While the policyholder
only in special cases has the option to cancel
a policy before the agreed insurance term has
expired, he certainly always has the option to
continue the policy for the rest of the term.
The insurance company, therefore, runs the risk
that the unearned premium will prove insufficient
to cover the corresponding unexpired risk, and
hence the unexpired risk reserves (URR) is set
up to cover the probable losses resulting from
insufficient written but yet unearned premiums.
CBNI reserves. Essentially the same as unearned
premium reserves, but to take into account possible seasonal variations in the risk pattern, they
are not necessarily calculated pro rata, so that they
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•
•

Reserving in Non-life Insurance
also incorporate the function of the unexpired risk
reserves. Their purpose is to provide for Covered
But Not Incurred (CBNI) claims.
The sum of the CBNI and IBNS reserves is
sometimes called the Covered But Not Settled
(CBNS) reserve.
Fluctuation reserves (equalization reserves) do
not represent a future obligation, but are used
as a buffer capital to safeguard against random fluctuations in future business results. The
use of fluctuation reserves varies from country
to country.

The actuarial challenge involved in non-life reserving mainly lies with the calculation of IBNR and
RBNS reserves.
Traditionally, claims reserving methods are developed for the analysis of data in the so-called run-off
triangle where claim occurrences are followed in the
vertical direction (accident periods) and the development of claims is measured in the horizontal direction
(see Figure 1). The claim amount (or number of
claims) incurred in period t and reported in period
t + j is Xtj , and the observed statistics at time T are
{Xtj }t+j ≤T . The IBNR prediction (reserving) problem is to use the observed statistics to estimate the
outstanding amount

Xtj , t = 1, 2, . . . , T .
(1)
Xt> =
j >T −t

...

j

...

T–1

1
...

Observed: t + j ≤ T

Xtj

...

A
c
c t
i
d
e
n
t

Outstanding: t + j > T

T

Figure 1

Ctj =

j


Xtl ,

t = 1, 2, . . . , T .

(2)

l=0

Delay
0

In practice, the claim amount is seldom known at
the time when the claim is being reported to the company, and the run-off triangle cannot be constructed
exactly as described. One will therefore construct a
triangle consisting of amounts being actually paid,
or the amounts being paid plus whatever is being
set aside by the claims handlers as case reserves.
In the first case, one will predict the unpaid claim
amounts, corresponding to the sum of IBNR and
RBNS reserves, and in the second case, the predicted outstanding amounts plus the sum of case
reserves will correspond to the sum of IBNR and
RBNS reserves.
A further issue is whether to adjust past data
and future predicted claims for inflation, and discount back the future liabilities in setting the reserves.
There is an argument that past data should not be
adjusted, thereby projecting forward the past claims
inflation. Alternatively, the inflation rate can be estimated either from the data itself, using the separation
method, for example, or from exogenous data. This
information can then be used to work in prices at
a fixed time point, and predictions of future claims
inflation rates can be used to inflate the projected
outstanding claims.
A number of reserving techniques are based on
the accumulated statistics

The run-off triangle

Most reserving techniques are in one way or
the other based on the assumption that there is the
same development pattern of the statistic Ctj for
each accident period t. The early reserving methods
were developed as pure accounting methods based
on heuristic arguments. The most commonly known
technique of this type – and most frequently used
in practice – is the chain-ladder method, which is
based on the assumption that there is a proportional
increase in the accumulated statistics Ctj for each
accident period t. Later on, the chain-ladder method
and related techniques have been formulated in a
stochastic framework, which also makes it possible to
discuss the properties of these estimators. In practice,
the stable development of loss figures in the run-off
triangle is often destroyed by effects relating to the
diagonal of the triangle. This may occur as a result of
changes in the administrative practice in the claimshandling department of the company, or as a result
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of changes in the legislative environment. A simple
technique for quantifying such diagonal effects is the
separation method.
Another problem associated with the chain-ladder
method is the fact that the prediction of ultimate
claims cost for the most recent accident periods
is based on very few observations (lower left part
of the run-off triangle). The Bornhuetter–Ferguson
method is a simple approach for incorporating prior
information about the underwriting risk.
The discipline of claims reserving has its origin
in practical non-life insurance, and the first simple
methods were developed in this setting. Later, claims
reserving has become a research area for the academic society, and it has been demonstrated how
many of these simple techniques can be justified
from well-established statistical theory. An example is the framework of generalized linear models
(GLM) in which several of the classical techniques
can be derived as maximum likelihood methods,
when appropriate class effects corresponding to the
rows, columns, and diagonals of the run-off triangle
are allowed for. Using GLMs, the chain-ladder technique can be modeled using factors for the rows and
columns of the triangle, and the separation technique
can be modeled using factors for the columns and
diagonals. An alternative approach is to specify only
the mean and variance of the data, and to fit models
with a similar structure. Both approaches have the
advantage that more information can be given than a
simple estimate of outstanding claims: in particular,
a second moment (the ‘prediction error’) can also be
supplied, which can enhance the risk management
of the reserves by giving an indication of the likely
variability of the actual outcome around the point
estimate. With the development of greater sophistication in regulatory regimes has come the need to
specify reserves that take into account the random
nature of the actual future outcome. For example, in
the United Kingdom, it is required that, in setting
the reserves, the predictions should be considered ‘as
those implied by a “best estimate” basis with precautionary margins’. The term ‘best estimate’ is intended
to represent ‘the expected value of the distribution of
possible outcomes’. The question of how much to set
in the reserves is increasingly being approached using
wording that suggests a stochastic approach, sometimes explicitly requiring that an upper percentile
of the forecast distribution for outstanding claims
is used. These pressures have led to an increasing
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need for stochastic models. However, it should not
be thought that these can be used in a mechanistic
manner. In many cases, explicit account has to be
taken of exogenous factors, such as known changes
in court settlement, changes in settlement patterns by
the company, and so on. It is also important to recognize that methods assume that the model being used
is the correct one.
These types of methods can be viewed as an exercise in data analysis: examining the data as closely as
possible in order to try understand the run-off pattern
for each year, and predict it as accurately as possible
for future periods. Not surprisingly, many methods
have been suggested, both as simple mechanisms for
estimating outstanding claims, and as fully stochastic
models. These include the very popular chain-ladder
technique, with many small variations, methods based
on average claim sizes, methods that examine the
development of cumulative claims from one delay
period to the next, and so on. It is perhaps surprising
that the data are not viewed more often separately
by frequency and severity, as is more usual in other
aspects of non-life insurance business.
The desire, underlying the Bornhuetter–Ferguson
method, to be able to incorporate prior information
suggests the use of Bayesian models and methods
(see Bayesian Claims Reserving). This approach in
connection with the linearized least-squares prediction method has been very fruitful in establishing
practical methods under the heading of credibility
models for claims reserving (see Claims Reserving
using Credibility Methods).
The separation method is an early attempt to
account for the dynamic effects, which may be inherent in the run-off triangle. This is one example of a
model that tries to account for changes in calendar
time: in this case, claims inflation (see Excess-ofloss Reinsurance). In other contexts, it is recognized
that other changes may occur with calendar time: for
example, the shape of the run-off may change over
time, or the ultimate loss ratio may follow some pattern that can be modeled over time. In a stochastic
framework, such dynamic effects can be described
using dynamic linear models, and predictions can be
obtained by the use of the Kalman filter (see Kalman
Filter, Reserving Methods).
The data that is analyzed will vary according to
the type of insurance. In some cases, very good information will be available on claims that have actually
been paid, which gives a reasonable indication of the
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level of ultimate claims. In other cases, the actual paid
claims will be insufficient or unreliable, for the prediction of ultimate claims. In these cases, it is often
the case that incurred claims, which includes both the
paid claims and also the case reserves will be more
useful. This type of data can present its own problems, since it is possible (even likely) that the case
reserves are set on a cautious basis, and therefore
that there will be a release of case reserves in the
later development years. The effect of this will be
to make the incremental incurred claims data negative for later development periods, an effect that can
cause problems for some stochastic models. In practice, one will often have more detailed data regarding
the settlement of reported claims, which can be useful
when setting the RBNS reserve. An example could
be the size of the case reserve set by the claims handler, or some other type of information that may
change during the settlement process. Situations of
this type do not readily fit into the run-off triangle set-up, but can be handled using models based
on stochastic processes such as Markov models (see
Non-life Reserves – Continuous-time Micro Models). These handle the data on an individual basis
rather than aggregating by underwriting year and

development period. These methods have not yet
found great popularity in practice, since they are more
difficult to apply. However, it is likely that this is an
area that will develop further, and which will become
more attractive as computing power and data systems improve.
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Introduction
The overall goal of risk classification is similar to that
for ratemaking in general; that is, to accurately price
a given policy. Actuaries use risk classification primarily when there is not sufficient claim experience
to estimate a price for a given individual insured. In
order to derive a price, individuals that are expected
to have the same costs are grouped together. The actuary then calculates a price for the group and assumes
that the price is applicable to all members of the
group. This, in simple terms, is the substance of risk
classification.
Relatively recent advances in computer technology and analytical processes allow actuaries to construct complex cost models for individuals. Some
examples include multiple regression (see Regression Models for Data Analysis), neural networks,
and global positioning. Even though these models
may seem complex, they essentially estimate the
average cost for groups of insureds that share the
same characteristics.
For purposes of this article, we define risk classification as the formulation of different premiums
for the same coverage based on group characteristics. These characteristics are called rating variables. For automobile insurance (see Automobile
Insurance, Private; Automobile Insurance, Commercial), examples are geography and driver characteristics. Rating variations due to individual claim
experience, as well as those due to limits of coverage
and deductibles, will not be considered here as part
of the classification problem.
Premiums should vary if the underlying costs vary.
Costs may vary among groups for all of the elements of insurance cost and income: losses, expenses,
investment income, and risk. For losses, as an example, groups may have varying accident frequency or
varying average claim costs. Expenses may also differ among groups; in some lines, such as boiler and
machinery, inspection expense is a major portion of
the premium. Investment income may vary among
groups; for example, some insureds may be sued
more quickly (emergency physicians versus obstetricians) or claims may be settled more quickly. Finally,

risk, defined as variation from the expected, may vary
among different types of insureds. For example, more
heterogeneous groups are subject to more adverse
selection and, hence, more risk. In the remainder of
this article, the term ‘costs’ will refer to all the above
considerations.
In this article, we shall first consider the interaction
between classifications and other rating mechanisms,
such as individual risk rating, marketing, and underwriting. We shall then review the various criteria
(actuarial, operational, social, and legal) for selecting
rating variables.

Relationship to other Mechanisms

The classification process must be considered within
the overall context of marketing, underwriting, and
rating. The overall goal is to price an insured properly
for a given coverage. This may be accomplished in
different ways. Risk classification is one step in a
process that makes significant pricing decisions in
many ways.

Individual Risk Rating
When the individual insured is large enough to have
credible claims experience, that claims data can be
used to modify the rate that would have been charged
by a classification plan alone. If the classification plan
is relatively simple, the credibility of the individual
claim experience will be greater; if the classification
plan is more accurate, the individual claim experience
will have less credibility. In a simple class plan, there
are a larger number of insureds who will receive
the same rate(s). It (usually) follows that there will
be more cost heterogeneity within each group. Thus,
whether an individual insured has had a claim, or not
had a claim, will be more indicative of whether that
individual’s actual (unknowable) cost differs from the
group average cost.
In general, it is better to produce a more accurate
classification plan than rely on individual risk rating
to improve the overall pricing accuracy.

Marketing and Underwriting
Insurers may use different strategies for pricing business. Many factors that are related to cost potential cannot be objectively defined and rated. Instead
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of pricing these factors, insurers may adjust their
marketing and underwriting practices to account
for them.
For example, two common strategies are (1) adjust
price according to individual cost potential, and
(2) accept an individual only if the existing price
structure is adequate. The former is more common
where premiums are higher. With a larger account,
more expense dollars, and more meaningful claims
history, an underwriter may feel more comfortable in
formulating an individual price.
An alternative to the second strategy is to have
several different rate structures within the same insurance group. For example, one company in a group
may charge standard rates; one charge 20% more;
another charges 10% less than standard rates; and
a fourth company charges 25% less than standard
rates. Using all available information, the underwriter
makes a judgment about which rate level is the most
appropriate for a given insured.
In the above case, the underwriter is working with
an existing classification plan. Each rate level, presumably, has the level of class detail that can be
supported by objective rating variables. The underwriter assesses all other relevant information, including qualitative data, to determine the charged rate.
In practice, most insurers consider a certain number of insureds to be uninsurable. This can happen
when the number of potential insureds with certain
characteristics is so small that cost experience will
not be credible. Along the same line, the insureds
within any given group may be thought to be too
heterogeneous. That is, there may be a greater risk in
writing certain individuals because the cost may be
much higher than the average (or measured) cost for
the group. In both cases, the individual insureds are
difficult to rate properly because there is not enough
experience with analogous types of insureds.
In summary, premiums for the same coverage can
vary among insureds because of individual risk rating plans and marketing or underwriting approaches.
Classification plans are one aspect, integrated with
these others, of accurately pricing individual insureds.

Criteria for Selecting Rating Variables
Criteria for selecting variables may be summarized
into the following categories: actuarial, operational,
social, and legal. Following this discussion, we

describe the ramifications of restricting the use of
rating variables.

Actuarial Criteria
Actuarial criteria may also be called ‘statistical’ criteria. They include accuracy, homogeneity, credibility, and reliability. Foremost is accuracy. Rating
variables should be related to costs. If costs do not
differ for different values of a rating variable, the
usual methods for estimating rate relativities will produce the same relativity. In that case, the use of a
variable adds to administrative expense, and possibly
consumer confusion, but does not affect premiums.
As a practical matter, insurers may gather and maintain cost information on a more detailed basis than
the pricing structure; data are maintained so that premium differences may be introduced if there actually
prove to be cost differences.
Accuracy is important for at least two reasons:
the market mechanism and fairness. In a market economy, insurers that price their products more accurately can be more successful. Suppose, for example,
that the cost (including a reasonable profit) of insuring Group A is $100 and the cost of insuring Group
B is $200. If an insurer charges both groups $150,
it is likely to be undersold in Group A by another
insurer. The first insurer will tend to insure more
people in Group B and, consequently, to lose money.
Thus, when insurers can identify costs more accurately, they can compete more successfully. Greater
accuracy generally requires more rating variables and
a more detailed classification system.
Another reason for the importance of accuracy is
fairness. In the example above, it would be fair for
Group A members to pay $100 and Group B members
to pay $200, because these are the costs of the goods
and services provided to them. (Of course, if there
are subgroups within Group A whose costs are $50,
$150, and $250, it would be fairer to charge those
costs to those subgroups). This concept is often called
‘actuarial fairness’ and it is based on the workings of
a market economy.
The second actuarial criterion is homogeneity.
This means that all members of a group that receive
the same rate or premium should have similar
expected costs. As a practical matter, it is difficult
to know if all group members do have similar costs.
The reason for grouping is the lack of credibility of
individual experience. Consequently, for many rating
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groups, subdivisions of the group may not have much
more credibility than individual insureds.
The third actuarial criterion, alluded to above, is
credibility. A rating group should be large enough
to measure costs with sufficient accuracy. There will
always be the desire to estimate costs for smaller
groups or subdivisions, even down to the individual
insured level. Random fluctuations in claims experience may make this difficult. However, there is an
inherent trade-off between theoretical accuracy (i.e.
the existence of premiums for smaller and smaller
groups) and practical accuracy (i.e. consistent premiums over time).
The fourth actuarial criterion is reliability or predictive stability. On the basis of a given set of loss
data, the apparent cost of different groups may be
different. The differences, however, may be due to
random fluctuations (analogous to the problem discussed under credibility, above). In addition, the cost
differences may change over time. For example, historical cost differences between genders may diminish or disappear as societal roles change. Technology
may also change relative cost differences.
In summary, actuarial classification criteria are
used in an attempt to group individual insureds
into groups that (1) are relatively homogeneous (all
group members have similar costs), (2) are sufficiently large to estimate relative cost differences
(credibility), and (3) maintain stable mean costs over
time (reliability).

Operational Criteria
Actuarial criteria must be tempered by practical
or operational considerations. The most important
consideration is that the rating variables have an
objective definition. There should be little ambiguity, class definitions should be mutually exclusive
and exhaustive, and the opportunity for administrative error should be minimized. For example, automobile insurance underwriters often talk of ‘maturity’
and ‘responsibility’ as important criteria for youthful drivers. These are difficult to define objectively
and to apply consistently. The actual rating variables, age, gender, and marital status, may be proxies
for the underlying sources of cost variation. Maturity might be a more accurate variable, but it is
not practical.
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Another important practical consideration is administrative expense. The cost of obtaining and verifying information may exceed the value of the additional accuracy.
Another practical consideration, alluded to above,
is verifiability. If insureds know that they can pay
lower premiums by lying, a certain percentage of
them will do so. The effect is to cause honest insureds
to pay more than they should, to make up for the dishonest insureds that pay less than they should. There
are practical trade-offs among verifiability, administrative expense, and accuracy. Few rating variables
are free from manipulation by insureds. Insureds supply most insurance rating information and insurers
verify it only to a limited extent. At some point, the
expense saved by relying upon unverified information
is outweighed by its inaccuracy. In practice, variables
are added, at a tolerable cost, as long as they result
in improved overall accuracy.
There are several other practical considerations
in selecting rating variables. The variables should
be intuitively related to costs. Age, in life insurance, is intuitively related (i.e. older people are more
likely to die). Age in automobile insurance is less
so. Younger operators may tend to be more reckless
and older operators may tend to be less observant,
but the correlation between age and these factors
is less precise than with mortality. Intuitive relationships also improve acceptability, which will be
discussed below.
When faced with the cost-verifiability issue, it is
often better to use measures that are available for
another purpose. If the variable is used only for
insurance rating, it is more likely to be manipulated
and it may be more difficult to verify. Payroll and
sales records, for example, are kept for other purposes, such as taxation. These may be manipulated
for those purposes, as well as insurance purposes, but
such manipulation may be discouraged by the risk of
criminal penalties or adverse relations with suppliers
or bankers.
Yet another practical consideration is the avoidance of extreme discontinuities. If Group A’s rate is
$100 and Group B’s rate is $300, a Group B insured
may obtain a significant premium reduction by qualifying for Group A rates. Thus, the incentive to cheat
and the expense to verify will be higher if there are
fewer classes, with larger differences in premiums.
It may be difficult in practice, however, to construct
gradual changes in rates because there may be very
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small numbers of very high-cost insureds. Thus, for
credibility purposes, there may be fewer classes, with
widely differing rates.

Social Criteria
So far in this section, we have discussed the actuarial
goals of classification and some of the operational difficulties. Another limitation on classification is ‘social
acceptability’ or social considerations. A number of
key issues, such as ‘causality,’ ‘controllability,’ and
‘affordability’ have been the subject of public debate.
We shall now briefly describe some of the public concerns.
Privacy is an important concern. People often
are reluctant to disclose personal information. This
affects accuracy of classification, verifiability, and
administrative cost. In automobile insurance, for
example, a psychological or behavioral profile might
be strongly correlated with claims cost (it might also
be expensive to obtain). Many people might resist this
intrusiveness, however. Although Insurer A might
achieve a more accurate rating system by using a
psychological profile, the company might not obtain
a sufficient amount of business. Insureds may choose
to pay more to avoid disclosing personal information.
‘Causality’ implies an intuitive relationship to
insurance costs. Assume there is some rating variable,
X, which divides insureds into Groups A, B, C, and so
on. The rating variable is correlated with costs if the
mean costs for the various groups are significantly
different. There may be other variables for which
there are similar correlations. The ‘real’ reason for
the differences in costs may be some entirely different
variable or combination of variables. Nevertheless, X
is correlated to the cost of providing insurance. X may
be a proxy for the ‘real’ cost difference.
‘Causality’ implies a closer relationship to costs
than correlation. Mileage in automobile insurance
might be considered a causal variable; the more
miles a driver drives, the higher the cost of insurance should be (other things being equal). Loss costs
can be divided into claim frequency and average
claim cost. ‘Causal’ variables, then, could be considered to be directly related to claim frequency or
average claim cost. Automobile mileage, presumably,
is proportional to claim frequency. Proximity to fire
protection, in fire insurance, may be inversely proportional to the average claim cost.

Unfortunately, however, the categorization of variables as ‘causal’ or ‘noncausal” is ambiguous. With
automobile insurance, for example, where and when
one drives may be more relevant to costs than
mileage. Driving in a large city, with more vehicles,
more intersections, and more distractions is probably
more hazardous than driving in rural areas. Driving at
night or when tired or drunk may be more hazardous
than driving in daytime or when fully rested or sober.
From an actuarial point of view, correlated variables
provide more accurate premiums and are thus more
desirable in a competitive market place. Eliminating
correlated ‘noncausal’ variables may produce a less
accurate rating system and cause certain market corrections. Those will be discussed later.
‘Controllability’ may be a desirable rating-variable
characteristic. A controllable variable is one that
is under the control of the insured. If the insured
moderates behavior in a certain way, premiums will
be reduced. For example, by installing burglar alarms,
the insured reduces claims cost potential and should
receive some discount. The use of controllable rating
variables encourages accident prevention.
From a practical viewpoint, there may not be
very many useful controllable variables. The make
and model of an automobile in physical damage
insurance is controllable. Geographical location is
controllable in a broad sense, but not very useful in
making day-to-day or short-term decisions. Moving
a warehouse or petroleum refinery is not practical;
nevertheless, the decision to locate a structure is
controllable and insurance costs may be a factor
in the decision. Driver-training course credits for
automobile insurance are also controllable, but most
people may qualify for them, reducing the effect of
this variable on rate variations.
Controllable variables may increase administrative
costs. If the insured has control over premium costs,
the insured can manipulate the rating system and
insurers may require verification. As with ‘causality’,
‘controllability’ is a useful concept, but there is a
shortage of usable rating variables that may apply.
Another social consideration is ‘affordability’. In
the context of risk classification, it usually arises
where classification schemes are more refined, with
the attendant spreading of rates. Thus, high rates are
often seen as causing affordability problems (even
if, for example, the high rate is generated by a
youthful operator driving a Corvette in New York
City). Another example is the correlation of incomes
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and insurance rates. In automobile insurance, rates
are often highest in urban areas, where, allegedly,
most poor people live. In reality, wealthy people also
live in urban areas and poor people live in rural
areas; youthful drivers who can afford any car or
a high-priced car probably are not poor. Thus both
high rates, per se, and higher rates for lower-income
groups pose an affordability concern.
Another aspect of the affordability issue is the
necessity of insurance. Many jurisdictions require
automobile liability insurance. Most mortgagors
require property insurance (see Property Insurance – Personal). Of course, owning a car or a house
is optional. Still another aspect of affordability is
availability. If rates are arbitrarily leveled or reduced
below cost, the market may not voluntarily provide
coverage. Thus, rates may be ‘affordable’ but insurers
may be very reluctant to insure people at those rates.
Except for the affordability issue, these social
issues are based on accuracy arguments. The basic
limitations on accuracy are the competitiveness of
the insurance industry and the credibility of the cost
information. These factors are related in some cases.
As long as the insurance industry is competitive, there
are incentives (profitability, solvency) to price individual insureds accurately. These incentives may be
minimal, however, for small groups of heterogeneous
insureds. Restrictions on competition are unlikely to
produce a more accurate rating system. The ramifications of restrictions will be discussed after a brief
review of legal considerations.

Legal Criteria
Legislatures and regulators may decide that certain
rating variables cannot be used, even though they may
meet some of the criteria listed above. For example,
racial classifications may be explicitly banned for
life insurance and health insurance, even though
demographic statistics show different mortality and
morbidity rates among races. The spread of rates or
rating variables also may be limited. For example, the
maximum rate differential between two geographical
areas may be limited to a factor of 2 or 5. As a
variant of this approach, regulators may specify that
rate differentials must be estimated in a particular
order. These restrictions may apply to a given type
of insurance or a specific jurisdiction.
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Ramifications of Restrictions
Rating variables may be either abolished or constrained. The following discussion assumes that there
has been abolition; generally, the consequences of
constraint will be similar, but less extreme. Insurers can react in three ways: pricing, marketing, and
underwriting. In pricing, they can try to find replacement variables. As stated above, there may not be
many variables that are suitable, given the above actuarial, operational, and social criteria. Insurers do have
incentives to create better variables; they may thus
consider the current ones to be the best available.
If no replacement variables are found, rates will be
leveled and subsidies created. For example, if Group
A’s cost is $50 and Group B’s cost is $150, but the
distinction between them cannot be used in rating,
both groups may pay $100. Group A would be overcharged by $50 and Group B would be subsidized
by $50.
The effect of abolishing rating variables in a competitive market is to create availability problems,
unless there are suitable replacement variables. Insurers may withdraw from marketing the coverage to
certain groups or refuse to insure them. This will produce, most likely, a larger residual market. Residual
markets, such as assigned risk plans in automobile
insurance, exist to provide insurance to those not
voluntarily insured. Abolition of variables may also
affect insurer profitability and solvency. If an insurer,
in the above example, has a large percentage of Group
B business, it will need to raise its rates or else it
will be unprofitable. If it raises its rates, it may drive
more of its better business to competitors who have
lower rates; this will further increase its costs and
require a further rate increase. Eventually, solvency
may be threatened.
Abolition of rating variables has social consequences, as well. To some extent, abolition will
create subsidies. Insurers may voluntarily insure
underpriced groups. Otherwise, residual markets will
expand; since most residual markets are subsidized by
the voluntary market, subsidies will be created. Such
subsidies, deriving from legislation, are a tax-in-kind.
Certain insureds pay more for insurance than they
otherwise would have, while others pay less. There is
a redistribution of income from the disfavored group
to the favored group.
In addition to the subsidies, abolition of rating
variables can reduce accident prevention incentives.
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That is, to the extent accurate pricing promotes accident prevention, less accurate pricing reduces it.
Thus, the abolition of rating variables probably
will reduce the accuracy of the rating system, which
either creates subsidies or else produces availability
problems. In either case, accident prevention incentives are reduced.
A competitive market tends to produce more
refined classifications and accurate premiums. Competition may be limited, however, when the premium
volume for a group is small or where there is significant heterogeneity in costs within the group. Most of

the social criteria are based on concepts of accuracy.
The abolition of certain rating variables likely will
reduce rating accuracy, as well as create subsidies or
availability problems. The inaccuracy in the current
rating systems is primarily determined by the level
of competition and the statistical difficulty of rating
small groups of insureds.

(See also Premium Principles; Ratemaking)
ROBERT J. FINGER

Risk Classification,
Pricing Aspects

6. Legal: Rating dimensions must be legal and socially acceptable.

Equity and Homogeneity
The cost of insurance coverage depends on the
attributes of the insured: males have higher mortality than females and young male drivers have higher
accident rates than young female drivers. Insurance
premiums are based on expected losses and vary similarly. Differentiation among risks by expected cost
is termed risk classification.
Risk classification uses the characteristics of a
group to set rates for its members. Certain forms
of classification are prohibited in many jurisdictions,
such as classification by race or ethnic group; other
types of classification, such as applicant age for life
insurance or type of firm for workers’ compensation insurance, are commonly accepted as the proper
basis for insurance rates.
Many classification dimensions are good predictors of insurance loss costs but lack direct causal
relations with losses. For example, higher auto loss
costs in urban areas than in rural areas has been
attributed to traffic and road differences, traits of
urban residents versus rural residents, and the relative
involvement of attorneys in urban versus rural claims.
A good risk classification system has several
attributes, not all of which are essential. Much debate
focuses on the importance of each attribute; actuaries
and economists emphasize the equity and homogeneity attributes, whereas other groups may emphasize
more the intuition, incentives, or social acceptability
attributes.
1. Equity: Premiums should accurately reflect expected losses (benefits) and expenses.
2. Homogeneity: Within any class, there should be
no subgroups identifiable at reasonable cost that have
different expected costs.
3. Intuition: The rating variables should be intuitively
related to the loss hazards.
4. Practicality: Classification variables should be
objectively measurable and not subject to manipulation by the insured.
5. Incentives: The classification system ideally
should provide incentives to reduce risk.

No alternative class system that can be implemented
at reasonable cost should provide rates that are more
accurately correlated with the expected. Competition
spurs insurers to refine class plans; monopolistic
insurance programs, such as social security, need not
use class plans. Some actuaries interpret the statutory
regulation that rates not be inadequate, redundant, or
unfairly discriminatory as a directive to use equitable
rates that match expected losses with premiums; not
all courts agree with this interpretation.
Some potential class dimensions, such as drinking
habits or personality traits for automobile insurance
(see Automobile Insurance, Private), are too difficult to measure; marital status and credit rating are
objective proxies that measure similar traits. Sampling error and mean reversion imply that empirical data should be weighted with data from similar populations; credibility formulas (see Credibility Theory) separate random loss fluctuations from
historical data.
Illustration. Rate relativities might be based exclusively on sample data of 20 000 young males and
50 000 adult drivers; random loss fluctuations would
be smoothed by the high volume. Workers’ compensation manuals rates for apparel makers in a small
state could not be determined from a sample of few
firms, so their experience would be weighted with
that of apparel makers in other states or with that of
other manufacturers of light goods in the same state.
Similar attributes of good class systems are reliability (a class with good or poor experience in the past
will probably have similar experience in subsequent
years), accuracy (the estimate of the class’s expected
pure premium should not be subject to high process
variation), bias (the class rate should not be biased up
or down for most of the insureds in the class), and
credibility (the class should have enough exposures
so that the rate determined from the class experience
is a good estimate of expected losses).

Intuition and Incentives
Empirical data may lead to spurious correlations or
to variables that are not the true indicators of loss.
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The class attributes need not be causes of loss, but
the relation between the classes and the loss hazard
should be evident. It has been argued that the class
attributes should be the cause of the loss, as frame
construction is a cause of rapidly burning fires. In
practice, causes are hard to demonstrate; actuarial
theory requires correlations of class attributes with
losses, not causal relations.
A class rating system may provide social benefits
by encouraging low-risk activity in place of high-risk
activity, thereby producing additional welfare gains.
Classes which provide welfare gains are ideal, but
spurious classes designed solely to influence behavior
degrade the efficiency of the class plan. The purpose
of the class plan is to estimate expected losses; social
gains are a positive but incidental benefit.
Illustration. The Homeowners class system (see
Homeowners Insurance), encourages builders to
use better construction materials and adhere to
building codes (reducing fire hazards) and to
avoid windstorm-prone areas and floodplains (see
Flood Risk). Merit rating (see Bonus–Malus
Systems) for auto encourages drivers to obey traffic
laws; workers’ compensation experience-rating
encourages employers to provide safe workplaces.

Practical and Legal
A class plan may not use illegal or socially unacceptable dimensions, such as race or ethnic group,
regardless of correlations with loss costs. Classes that
are legal and meet the other attributes discussed here
but which are socially suspect raise difficult public
policy issues.
Illustration. Classification by sex, with different
rates for males and females, is sometimes considered
improper. Differentiation by sex is not permitted for
US retirement benefits, since sex discrimination in
employment terms is illegal (Supreme Court Manhart decision); but the mortality differences by sex
are too great for uniform male/female life insurance
rates. Some actuaries believe that perhaps biological attributes make men more aggressive and make
women more resilient to illness, thereby accounting
for the differential longevity (see Decrement Analysis) and auto accident frequency of men and women.
Although simple generalizations are not appropriate, biological influences on behavior are likely.

Most actuaries believe that class differentials based
on expected losses should not be constrained by
social opinion.
Classes that are objectively measurable, not subject to manipulation, and already used for other purposes are the most desirable. For example, hours
worked are not easily measured; payroll is a preferred
variable for estimating workers’ compensation loss
costs; similarly, mileage is subject to manipulation;
car-months is a preferred variable for estimating auto
insurance loss costs. Some actuaries add that classes
should be exhaustive and mutually exclusive, so that
each insured is in one and only one class.
A comparison of the homeowners and commercial property insurance versus the personal auto class
plan illustrates many of the items discussed above.
Property coverage uses a four dimension class system with intuitive relations to fire hazards: protection (fire department and fire hydrants), construction
(frame, masonry, or fire-resistive), occupancy (work
performed and combustibility of contents), and exposure (fire hazards from adjoining buildings). All four
class dimensions reflects choices or activities of the
insured and they are clearly related to fire losses. The
auto class plan uses territory and driver characteristics (age, sex, marital status, and credit rating); though
the influence on loss hazards is not well understood,
these classes are good predictors of future losses. But
the contrast is not sharp: some homeowners class
variables, such as territory, have been criticized as
surrogates for urban redlining, and some auto class
variables, such as the make and use of the car, are
clearly related to the loss hazards.
Competitive markets spur classification refinement, which enables innovative insurers to succeed;
the sophistication of the class plan reflects the competitiveness of the market.
Illustration. Social security provides retirement benefits and medical care without regard to the expected
costs for each retiree. Social security succeeds only
because it is a mandatory (statutory), noncompetitive system; higher quality risks cannot leave and
lower quality risks cannot buy more coverage. Personal automobile is perhaps the most competitive line
and it has the most intricate classification system.
A classification system may improve upon separately rating each class, even for classes that have
high exposures. Classification models often presume
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that (at least) some relations in a class dimensions
are invariant along other dimensions. For example, if
males have twice the loss costs of females in territory 01, a class model might assume that they should
have the same relation in other territories. One might
derive a better estimate of the male to female relativity by looking at all territories than by setting
separate relativities for each territory. Similarly, the
relativities among territories could be the same for
all driver classes (age, sex, martial status, and credit
score). Quantifying these relations is the goal of classification ratemaking.
Forming a risk classification system has three
components: selecting a model, choosing classification dimensions and values, and determining rate
relativities.
Model. Most insurers use multiplicative models.
One classification dimension is chosen as the exposure base; a base rate is set for one class; rate relativities are determined for each classification dimension;
and the premium is the product of the base rate, the
exposure, and the rate relativities in each classification dimension.
Illustration. The base rate for adult drivers might
be $500 per annum, and the rate relativities might
be 1.8 for young males, 0.97 for driver education,
0.8 for rural residents, and 0.94 for two years claims
free, giving a rate for a young male rural resident
with no claims in the past two years and who has
taken driver education of $500 × 1.8 × 0.97 × 0.8 ×
0.94 = $656.50.
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urban territories has some streets with different rates
on opposite sides of the street. Many insurers now use
territories based on postal zip codes, with objective
statistical packages to group zip codes with similar
accident costs. Nevertheless, some states constrain
territorial rating by limiting the number of territories, limiting the rate relativity from the highest to
the lowest territory, limiting the relativity between
adjoining territories, or outlawing the use of territory. The common result of such restrictions on risk
classification is higher residual market (assigned risk)
populations and less available auto insurance in the
voluntary market.
Some class dimensions measure similar attributes.
Using both dimensions causes overlap and possibly
incorrect rates, though using only one dimension
leaves out relevant information.
Illustration. A young, unmarried male in an urban
neighborhood without a good credit rating and with
one prior accident would be placed in higher-rated
classes for five reasons: young male, unmarried,
territory, credit rating, and merit rating. The class
variables may overlap (most young unmarried urban
males do not have good credit ratings) and the class
system may be over-rating the insured. In practice,
insurers spend great effort to examine their class systems and prevent inequitable rates.

The distinction between exposure base and classification dimension is not firm. Mileage could be used
as the exposure base for private passenger automobile, or it could be used as a classification dimension.
Class systems are sometimes criticized for using
arbitrary definitions, not using relevant information,
and inefficiently measuring loss hazards. These criticisms are not always valid but they contain kernels of
truth that actuaries must be aware of. The illustrations
show several scenarios where these criticisms have
been levied.

Illustration. In the United States, merit rating
(bonus-malus) is emphasized less in automobile insurance than driver attributes, though if driver attributes
were not considered, merit rating would have greater
value for differentiating among risks. A common criticism is that insurers should emphasize merit rating
in lieu of driver attributes. But this is incorrect; the
low frequency of auto accidents makes merit rating a less accurate predictor of future loss costs
than driver attributes. Competition forces insurers to
assign the optimal weight to each class dimension,
though our imperfect knowledge prevents us from
achieving ideal systems. For example, credit rating
of auto owners has only recently been recognized as
a potent predictor of claim frequency.

Illustration. Given a set of territories, a territorial
rating system matches expected losses with premiums, but the definitions of the territories is necessarily
arbitrary. Urban areas may have different auto claim
frequencies in different neighborhoods, but any set of

Illustration. Even the highly refined auto insurance
class system explains only a quarter of the variance in
auto claim frequency; some argue that a class system
so imperfect should not be used at all. But this is
illogical; the competitiveness of insurance markets
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forces insurers to use whatever class systems are
best related to loss hazards, even if random loss
fluctuations prevent the class dimensions from perfect
correlation with expected loss costs.
Some actuaries conceive of exposure bases as
those using continuous (quantitative) variables and
rate classes as those using discrete (qualitative) variables. For example, mileage as a continuous variable
may be an exposure base; mileage categories (drive
to work; pleasure use) are rate classes. Other actuaries view this distinction as an artifact of the common
US classification systems; nothing prevents a class
variable from having a continuous set of values.
Additive models add and subtract relativities; this
is commonly done for merit rating. Additive models
have less spread in rates between highest rated class
and lowest rated class.
Illustration. Personal auto commonly uses the number of vehicles as the exposure base with a multiplicative model using driver characteristics, territory,
mileage driven, type of vehicle, use of the car, credit
rating, and merit rating. Alternative exposure bases
are mileage driven or gasoline usage. Additive models have frequently been proposed, though none are
widely used. Other potential classes are driver training, years licensed, and occupation.
Some actuaries differentiate classification rating
based on the average loss costs of a larger group from
individual risk rating based on the insured’s own
experience. Others consider merit rating (experiencerating) equivalent to a classification dimension, since
the relation between past and future experience is
based on studies of larger groups.
Experience-rating is more important when the rate
classes are more heterogeneous; if the rate classes
are perfectly homogeneous, experience-rating adds
no information about a risk’s loss hazards. As rate
classes are refined, less emphasis is placed on experience rating.

Class
High risk
Standard
Preferred

Relativity
2.25
1.00
0.80

Premium
(in million)
$1
$5
$4
$10

Illustration. A highly refined personal auto class
plan separates drivers into homogeneous classes;
merit rating receives little credibility, since it adds
little information and much white noise. A single
dimension workers’ compensation class plan has heterogeneous classes; experience-rating differentiates
risks into higher and low quality, is based on more
annual claims, and receives much credibility.
Three methods are commonly used to form rate
relativities: separate analyses by dimension; simultaneous determination of relativities; and generalized linear models. We explain the methods with a
male–female and urban–rural classification system.

Separate Analyses
All male insureds are compared with all female
insureds to derive the male–female relativity; all
urban insureds are compared with all rural insureds
to derive the territorial relativity. The rate for any
class, such as urban males, may be the urban relativity
times the male relativity or the urban relativity plus
the male relativity, depending on the model. The
analysis of each classification dimension is simple,
and it is independent of the type of model, such as
multiplicative or additive. Separate analyses are used
in most lines.
Some classes may have sparse data, and credibility
weighting is used to reduce sampling errors and
adjust for mean reversion. Optimal rates may be
set by Bayesian analysis if all loss distributions are
known; Bühlmann credibility is the best least-squares
linear approximation to the Bayesian solutions. In
practice, the loss distributions are not known. Full
credibility is commonly given to a certain volume of
claims or losses, and partial credibility is proportional
to the square root of the class volume. A reasonable
combination of class data and overall population data
provides much of the benefit obtainable from an exact
credibility formula.

Change

Credibility

1.15
1.05
0.90

40%
100%
100%

Adjusted
change

Rebalanced
change

1.06
1.05
0.90
0.991

1.070
1.060
0.908
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Classification analyses may produce new class
relativities or changes to the class relativities.
When classification reviews are done in conjunction with state rate reviews, the overall rate change
is the statewide indication and the changes to the
class relativities should balance to unity. If credibility weighting or constraints on the changes to the
class relativities prevent this, the changes to the class
relativities are often balanced to unity. The illustration above shows existing relativities and indicated
changes for three classes, along with the credibility
for each. The data indicate that the high-risk relativity
should be increased 15%, the standard relativity
should be increased 5%, and the preferred relativity
should be decreased 10%, for no change in the overall relativity. The high-risk class is small and is given
only 40% credibility, for a credibility weighted relativity change of 40% × 1.15 + (1 − 40%) × 1.00 =
1.06. The credibility weighted changes are multiplied
by 1.01 so that they rebalance to unity. To reset the
standard relativity to unity, the rebalanced changes
are divided by 1.060 and the overall statewide rate
change is multiplied by 1.060.
Separate analysis by class does not consider correlations among classification dimensions and classification relations that are not uniform:
1. Separate analyses by sex and age show higher
loss costs for male drivers and for youthful
drivers. In fact, young males have considerably higher accident frequencies than adult males
have, but the age disparity is much smaller
for females.
2. Analyses by age and territory show higher loss
costs for urban drivers and youthful drivers.
Urban areas have more youthful drivers than
suburbs have; the two dimensions partly overlap.

Simultaneous Analyses
Bailey and Simon (1960) use a simultaneous analysis
of all class dimension to derive rate relativities (see
Bailey–Simon Method). They posit a model, such
as multiplicative or additive; select an error function
(which they call ‘bias’), such as least squares, χsquared, maximum likelihood, or the balance principle; and choose rate relativities to minimize the
disparity between the indicated pure premiums and
the observed loss costs.
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Illustration. An additive or multiplicative model
using driver characteristics and territorial relativities is compared to observed loss costs by driver
characteristics and territory. The relativities are selected to minimize the squared error or the χ-squared
error, to maximize a likelihood, or to form unbiased
relativities along each dimension.
Illustration. Let rij and wij the observed loss costs
and the number of exposures by driver class and territory; yi be the driver class relativities; and zj be
the territorial relativities. If a multiplicative model is
posited with a base rate b, we selectthe
 relativities
to
minimize
the
difference
between
rij wij and

bxi yj in one 
of 
the following ways: minimize
the squared error  
(rij wij − bxi yj )2 ; minimize
the χ-squared error
(rij wij − bxi yj )2 /bxi yj ; or
achieve a zero 
overall difference for any driver
characteristic
(rkj wkj − bxk yj ) = 0 and for any
k
territory k
(rik wik − bxi yk ) = 0. For an additive
model, relativities are added instead of multiplied;
the indicated pure premiums are b(xi + yj ). A maximum likelihood bias function requires an assumed
loss distribution for each class.
This method may also be used with observed
loss ratios instead of observed loss costs; this partially offsets distortions caused by an uneven mix
by class of other attributes used in rating but not
being analyzed.
Illustration. Suppose a simultaneous analysis is
used for driver class and territory, large cars are used
primarily in suburban territories and compact cars primarily in urban territories, and large cars cause more
damage than small cars. Using loss ratios instead of
loss costs can eliminate some of the distortion caused
by an uneven mix of car size by territory.

Generalized Linear Models
Multiple regressions (see Regression Models for
Data Analysis) are used to derive relations between
variables in the social sciences. Regression analysis
assumes that independent variables are combined
linearly (that is, there are no interaction effects from
two or more variables) and that the regression deviates are normally distributed with a constant variance;
these assumptions limit the applicability of multiple regression for insurance relativity analysis. Generalized linear modeling (see Generalized Linear
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Models) relaxes some of these restrictions on multiple regressions, such as the additivity of the factors,
the normal distribution of the error terms, and uniform variance of the error terms. European actuaries
commonly derive rate relativities using generalized
linear modeling, and many US insurers are following
their lead.

ployers to eliminate workplace hazards; rate
credits for safety equipment encourages homeowners to install fire extinguishers.
3. Risk classification promotes social welfare by
making insurance coverage more widely available; regulatory tampering with classification
rules creates market dislocations.

Criticism

Actuaries generally base class relativities on insurance data, augmented by information from other
sources; for example,

Risk classification systems are not efficient; that is,
they explain only a fraction of the loss differences
among insureds. The SRI estimated that private passenger automobile classification systems explain no
more than 25 to 30% of the variance in auto accidents and noted that higher efficiency could hardly
be expected. Causes of auto accidents include random
loss fluctuations and high cost classification dimensions, such as drinking and sleep deprivation.
Risk classification may have substantial social
welfare benefits, in addition to the competitive advantages it gives to insurers.
1. Higher-rated insureds are less likely to engage
in the risky activity: adolescents are less likely
to drive if their insurance premiums are high;
high-risk employers, such as underground coal
mines, may close down; firms choose delivery
employees who are safe drivers; builders choose
sound building materials and are less likely to
build along hurricane areas (coasts) and in floodplains.
2. Risk classification provides incentives for risk
reduction: merit rating in auto insurance encourages adherence to traffic regulations; experiencerating in workers’ compensation encourages em-

1. Windstorm and earthquake relativities are based
on meteorologic or geologic data.
2. Relativities for health coverage are based on clinical studies; insurance experience is less valuable
because of the rapid changes in medical care.
Two long-term trends will influence the future use
of risk classification by insurers. On the one hand,
society is learning that actuarially determined classes
are not arbitrary but reflect true indicators of risk; this
bodes well for the acceptance of classification systems. On the other hand, insurers are becoming ever
more proficient at quantifying risk. For example, individual health insurance may not be stable if insurers
ascertain each applicant’s susceptibility to disease by
genetic testing (see Genetics and Insurance), and
private insurance markets may be difficult to sustain. As actuaries refine their models, they must heed
the unease of many consumers with being marked as
high-risk insureds.
(See also Risk Classification, Practical Aspects)
SHOLOM FELDBLUM

Risk Statistics

the threshold represents surplus, the expected policyholder deficit is the expected value of losses that
cannot be funded by surplus. EPD is calculated as

Risk statistics can be broadly defined as numbers that
provide measures of risk (see Risk Measures). Risk
statistics can be separated into two broad categories:
those that measure variability (two-sided measures)
and those that measure the variability in downside
results (one-sided measures). Risk statistics are commonly used in insurance for deriving profit margins
in pricing.

Two-sided Risk Statistics
Two-sided measures are important when one is concerned with any variations from expectations whether
they are good or bad. One could argue that a publicly traded company, when taking a long-term view,
would want to look at both upside and downside deviations from expectations, as a particularly good result
in one period might be difficult to improve upon
in future periods. Typical two-sided risk measures
include variance and standard deviation. Variance is
calculated as
σ 2 = E[(x − µ)2 ],

(1)

where µ is the mean of the random variable x.
Standard deviation is the square root of the
variance.

(3)

where τ is the threshold. This risk measure is equal
to the risk premium for the unlimited stop-loss cover
in excess of τ (see Stop-loss Reinsurance; Stop-loss
Premium).
VaR represents the value at a stated probability
level. For example, the probability that losses will
exceed the VaR@1% is equal to 1%. The 1% probability level represents the loss in the scenario for
which 99% of the scenarios produce more favorable
results and 1% of the scenarios produce more adverse
results.
TVaR represents the expected value of losses
given that losses exceed some threshold. Whereas
EPD only includes the portion of loss in excess of
the threshold, TVaR includes the amount up to the
threshold and the portion in excess thereof. TVaR is
calculated as
TVaR = E[x|x > τ ],

(4)

where τ is the threshold. We have the relation
EPD = Pr(x > τ )TVaR − τ.

(5)

Risk Statistics for Determining Profit
Margins

One-sided Risk Statistics
One-sided measures are important when one is concerned with either only favorable or only adverse
deviations from expectations. Common one-sided
risk measures include semivariance, expected policyholder deficit (EPD), value-at-risk (VaR) and tail
value-at-risk (TVaR).
Semivariance is the same as variance, but only
considers the portion of the distribution below the
mean. It is calculated as
Semivariance = E[(x − µ)2 |x < µ].

EPD = E[max(0, x − τ )],

(2)

Policyholder deficit for a single scenario represents
the amount (if any) by which the observed value
exceeds a threshold. EPD is the individual deficits
weighted by their respective probabilities. In the case
in which the scenarios represent operating results and

Risk statistics are commonly used in insurance for
determining profit margins in pricing. In some approaches, the profit margin is determined as a function
of a risk measure. In one such approach, the profit
margin is determined as a factor, sometimes called
a reluctance factor, times the variance or standard
deviation of the loss distribution.
In other approaches, a risk measure is used to
allocate capital to each business unit and the profit
margin is the product of a required rate of return
and the allocated capital (see Capital Allocation for
P&C Insurers: A Survey of Methods). Some risk
measures, such as TVaR, have the property that the
sum of the risk measures across all business units
is equal to the value of the risk measure for the
business units combined into a single large business.
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This property is key to the concept of coherence for
a risk measure.
For many risk measures, the sum of the risk
measures across a group of business units is greater
than the value of the risk measure for the combination
of the same group of units (see [1]). The difference is
the reduction in risk from diversification. When using
risk measures such as variance for capital allocation,
capital is commonly allocated to units in proportion
to the ratio of the risk measure for the specific unit
to the sum of risk measures for all of the units in
combination. When using EPD for capital allocation,
capital is usually allocated so the EPD as a percentage
of expected loss is equalized across all units after
including the allocated capital.
The characteristic of these risk allocations that distinguishes between those that are additive (sum of
unit risk measures equals the value of the risk measure for the combination of all units) and those that
are not is the choice of scenarios meeting the condition. In EPD and other similar allocation measures,
the condition of whether the threshold is exceeded is
determined separately for each unit and the thresh-

old is selected so the allocations add to the total. If a
business unit is subdivided, it may change the threshold and therefore the allocation of all units. As such,
the sum of the allocations for the subdivided unit may
not add to the allocation for the entirety of the unit. In
TVaR, the determination of whether a scenario meets
the condition is determined based on the results for
all of the units in combination, not for the individual unit, so subadditivity is always maintained. Under
either type of approach, the allocation for an individual line reflects its interrelationship with the results
for the entire book.

Reference
[1]

Artzner, P., Delbaen, F., Eber, J.M. & Heath, D. (1997).
Thinking coherently, RISK 10, 68–71.

(See also Risk Measures; Value-at-risk)
SUSAN WITCRAFT

Self-insurance
The term ‘self-insurance’ is used to describe several
situations. If an organization has either knowingly
decided not to purchase insurance or has retained
risks that they are unaware of, they are self-insured.
Self-insurance therefore includes situations in which
the organization is uninsured, in which they have
retained risk through the use of deductibles or loss
retentions, and in which there is a formal mechanism
for self-insurance such as under various state workers compensation regulations in the United States or
through the use of a captive insurance company.
Organizations that are self-insured often purchase
excess insurance policies to limit their risk. Actuaries
frequently assist these organizations through the estimation of retained losses at various per-occurrence
retention levels. This permits a comparison between
the expected retained losses and the price of purchasing commercial insurance. On the basis of the
organization’s appetite for risk, they can then select
an appropriate level of loss retention.
In the United States, tax regulations have a significant impact on the decisions to retain risk or to purchase insurance. An insurance premium is expensed
at the time it is paid. This permits an immediate
deduction for tax purposes. If insurance is not purchased, outstanding liabilities for events that have
occurred prior to a financial statement date need to
be accrued. This results in a reduction to net income.
These same outstanding liabilities cannot be expensed
for tax purposes, however, until the claims are actually paid. This results in a tax penalty for self-insured

programs. The administrative expense savings and
control over the claims administration process are
positive factors under a self-insured program that
can offset the negative deferred tax impact of selfinsured losses.
Actuaries often assist self-insureds in estimating
the outstanding loss liabilities in order to perform a
risk-financing analysis of various alternatives. Once
a self-insured program is established, the actuary
helps in determining the amount of the accrual for
outstanding losses that should be maintained on the
balance sheet. These losses are often discounted for
the time value of money according to the principles
established in Actuarial Standards Board’s ASOP
#20 Discounting of Property and Casualty Loss and
Loss Adjustment Expense Reserves. Projections of
future losses are often made on the basis of loss
rates as a percentage of an exposure base such as
the number of vehicles for automobile insurance,
revenue for general liability, or payroll for workers’
compensation. This helps create a more accurate
budget for the organization.
Organizations that are self-insured for various
risks can also reduce these risks through hedging
operations, contractual limitations of liability, and
improved loss-control and loss-prevention activities.
As a general statement, an organization that is knowingly self-insured is usually more diligent in controlling its risk than an organization that purchases
insurance.
(See also Captives)
ROGER WADE

Sickness Insurance
The term sickness insurance in the broadest sense is
used to describe individual insurance products that
provide sickness benefits for employees and selfemployed workers and employer group schemes. The
term is also used to encompass social insurance
schemes, such as health insurance that meet medical
and hospital expenses for the wider community. For
example, in Switzerland sickness insurance is used to
describe the social scheme that gives everyone access
to adequate health care in the event of sickness, and
in the event of accident if they are not covered by
accident insurance.
Sickness insurance is the provision of benefits
in the event of an individual becoming sick. It is
common for sickness and accident insurance to be
provided under one policy. The extent of the benefits
and level of coverage varies widely depending on the
policy conditions and the type of policy (individualbased products, employer group schemes, social
insurance (see Social Security), or health insurance).
For example, a traditional form of sickness insurance
for employees and self-employed workers is used to
provide for the payment of a substantial part of earned
income lost through disability caused by illness and
for payment of medical expenses incurred as a result
of illness [1].
Sickness insurance can be categorized with a number of other terms used to describe different products,
conditions, and schemes in various countries for providing sickness benefits resulting from illness and
accidents. Some of these include the following:
•
•
•
•

Sickness and accident insurance
Health insurance
Disability income insurance (see Disability
Insurance)
Group sickness insurance

Sickness insurance has been provided by friendly
societies (see Mutuals) since the nineteenth century
in England. The demand for such insurance was
mainly the result of social conditions at the time and
the need to provide some support for loss of income
in the event of sickness and accident as there were
limited government social benefits. Sickness benefits
from friendly societies were usually in the form of
fixed weekly income amounts that varied with the
duration of sickness, after completion of a waiting

period. Individuals often took out multiple benefit
units, and premiums were typically based on age,
occupation, and region. Sickness insurance has since
been extended in complexity in terms of benefits and
coverage.

Coverage
Coverage for sickness insurance can be provided for
the following:
• Individuals – usually employees and self-employed workers are covered under a single policy that
specifies the benefit details and terms and conditions
of benefit payment and policy renewal terms.
• Group schemes – provide benefits to groups such
as employees (i.e. employer-based schemes) or individuals linked through some association such as occupation or retirement benefit scheme.
• Community-based schemes (i.e. health and social
insurance) – provide benefits to a wider range
of people that could include children, students,
unemployed, no longer in the workforce (i.e. retired
or permanently disabled), migrants, and so on.

Benefits
The types of sickness insurance benefits vary considerably and are usually a function of the coverage.
Traditional sickness insurance benefits are for loss-ofincome benefit in the event of sickness of employees
and self-employed workers. Some of the benefits provided under sickness insurance include
• Loss of income – usually limited to a percentage
of income (e.g. 75%) and for specified time periods
such as two years or to normal retirement age. A
waiting period such as four weeks to six months
is common practice before loss-of-income benefits
become payable. Under traditional friendly society,
loss-of-income benefits were often fixed amounts
dependant on the duration of sickness. For example,
$20 per week for the first 26 weeks of sickness, $10
per week for the next 26 weeks, and $7.50 for the
next 52 weeks.
• Lump sum – usually payable for a permanent disability resulting from a sickness or accident following
a waiting period.
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• Medical expenses – most commonly payable in
respect of group employer schemes and community
health insurance schemes.
• Hospital expenses – most commonly payable in
respect of group employer schemes and community
health insurance schemes.
• Death benefits – not common but schemes could
provide for death benefits as an extension to the
sickness and accident insurance.

Funding
The funding of benefits varies from
•
•

Individual policies that are funded through premiums payable to an underwriter,
Group employer schemes that can be funded
through an underwriter with employee and employer contributions, or that can be self insured,

•

Community-based schemes that are most often
funded through the tax system but may
also require individuals to make additional
contributions.

Reference
[1]

Lewis, D.E. (1977). Dictionary of Insurance, Adams &
Co, Littlefield.

Further Reading
Handbook of Insurance, Kluwer-Harrap Handbooks, London
(1973).

(See also Disability Insurance; Health Insurance;
Social Security)
WILLIAM SZUCH

Total Loss
Literally, a total loss occurs when the insured property (see Property Insurance – Personal) is totally
destroyed or is rendered totally inaccessible to the
owner by loss or theft. Alternatively, the damage may be so severe that the cost of repair is
deemed to be greater than the amount for which
the property is insured (constructive total loss). In

either case, the amount insured under the policy is
payable.
For movable property, the policy commonly provides that, in the event of a total loss, ownership of
the insured property passes to the insurer. Thus, if a
piece of jewelry is recovered, after having been stolen
or mislaid, it belongs to the insurer.
ROBERT BUCHANAN

Travel Insurance
Travel insurance is a generic term used to encompass a variety of insurance coverages available to the
business and leisure traveler. These include medical
expenses and evacuation, cancellation or curtailment
of trip, and loss or theft of personal possessions.
Two broad types of insurance are sold: trip policies, which are issued for a specific trip or vacation
and generally specify a duration in days, and annual
policies, which will cover all trips within a year, subject to certain restrictions. Certain activities require
special cover. The most common example is winter
sports, including skiing and snowboarding. Extreme
sports, such as bungee jumping and scuba diving are
typically excluded but may often be purchased for
additional premium. Other common exclusions are
for preexisting medical conditions and for old age.
These coverages can also be bought back for additional premium in most circumstances. Deductibles
or excesses are common, especially for loss or theft
of personal property.
The most mature market for travel insurance is
in the United Kingdom. It has been estimated that
over 85% of all British citizens traveling abroad will
purchase travel insurance, producing gross written
premiums greater than £550 million per year. This is
due both to the amount of overseas travel undertaken
and to the fact that the national health care coverage
provides no cover outside the European Union (EU),
and limited cover within the EU, varying by country.
In the United States, medical coverage tends to be
more portable, thus the trip curtailment/cancellation
and personal property damage coverages are predominant. Travel insurance can nonetheless be useful
for such benefits as medical evacuation, which often
is not covered under typical health plans.
The distribution of travel insurance is a key feature
of the industry, and one that impacts considerably on
the quality and type of data available to the actuary.
The primary sellers of trip insurance have traditionally been tour operators and travel agents. They will
take net rates per person from the insurance companies, then mark up the charge to what the market will
bear. In some cases, commission alone exceeds half
the selling price. Trip insurance is also available from
insurance brokers, from some companies on a direct
basis, and is readily available on the Internet.

Annual insurance is gradually assuming a larger
share of the market. Alternative distribution mechanisms for annual insurance include affinity groups,
such as a firemen’s or nurses’ association, banks
that tie travel insurance into a bundle of benefits for
certain premium account or credit card holders, and
once again, the Internet.

Rating
Where trip cancellation/curtailment forms the bulk of
the exposure, such as on typical plans in the United
States, a common exposure base is cost of the trip.
Where medical costs form the bulk of the exposure,
such as in the United Kingdom, a matrix approach is
generally employed, using the variables of trip duration and destination. An example is shown below:

Duration
of trip
1–5 days
6–10 days
11–17 days
18–24 days
25–31 days
Annual

Worldwide
UK
excl. North
only Europe America Worldwide
£
£
£
£
£
£

£
£
£
£
£
£

£
£
£
£
£
£

£
£
£
£
£
£

The separation of North America is common, due to
high medical costs. In addition to the above, age loadings are typically seen for higher age brackets, often
at a flat percentage above the rate otherwise determined. Loadings commonly exist for family coverage
as well.

Practical Considerations
The high frequency and low severity of claims has
created the need for claims handling companies that
specialize in travel insurance. For a percentage, or
sometimes a flat fee, these concerns will adjudicate
claims up to authorized levels, and remit premium
and loss information via bordereaux on a regular
basis, often monthly, although commonly with a lag
of up to three months. This information, while suitable for financial purposes, often leaves much to be
desired for the actuary for rate-making purposes. In
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addition, entering into a year-long contract involves
individual travel policies being written throughout
the year, with annual policies not expiring until a
year hence. Thus, the tail of loss experience can be
longer than expected. Another consideration is seasonality. Most holidays in the United Kingdom are
taken in the summer, with a second smaller surge during the skiing season. Experience for a tour operator

bound in March will show dramatically different
development patterns than one bound in October. All
these considerations must be taken into account when
determining profitability and prospective pricing of
individual accounts.
RON BRUSKY

Unemployment Insurance
Unemployment insurance provides income replacement benefits for those who become unemployed involuntarily. Government-sponsored programs, common in most industrialized countries, are
generally compulsory in nature, while labor unions
sometimes voluntarily conduct their own programs
(which are compulsory for union members). Coverage under government programs is sometimes limited
to workers engaged in industry and commerce.
Contributions to unemployment insurance programs are funded via some combination of government subsidies and a percentage of covered wages.
The latter is sometimes funded entirely by the employer and at other times shared by the employer and
the employee.
To receive unemployment benefits, the applicant
must have completed some specified minimum length
of employment or amount of earnings in a prior
base period. There is usually a short waiting period
before benefits begin, in order to avoid the administrative costs associated with ‘nuisance’-type claims.
The individual must have become unemployed involuntarily, must be available for work, and may not
refuse an offer of employment without good cause.
This is usually enforced through initial registration
for benefits at an unemployment office, and regular
reporting thereafter.
Unemployment benefits are typically equal to a
fixed percentage of wages received over a recent
time period, subject to a maximum weekly benefit
amount. This amount is frequently supplemented by
an additional benefit if the individual has a spouse
and/or children. There is usually also a maximum
benefit duration, though in many cases some level of
benefits can continue, depending on the income level
of the recipient or other relevant factors.
Unemployment insurance programs vary from
country to country, and, within the United States,
from state to state. In the United States, unemployment insurance is essentially a joint program of the
individual states and the federal government, pursuant to the Federal Unemployment Tax Act (FUTA)
enacted in 1935. Employers receive partial credit
against federal unemployment taxes payable, through
contributions made to state unemployment insurance
plans. State plans must conform to federal standards
in order for tax credit to be granted. Eligibility,

duration, and the amount of benefits are determined
on a state-by-state basis. The remaining federal unemployment taxes collected are used mainly for administration of state programs as well as for extended
benefits during periods of high unemployment.
Employer contributions are experience rated; in
the United States, the particular method depends
on the state in question. Methods used include
the following:
• Reserve ratio: For each employer, the total contributions less the total benefits afforded to unemployed
workers are measured against the total payroll over
some specified historical period. This ratio is then
compared to a schedule of contribution rates; a higher
ratio is associated with lower-than-average prospective contribution rates and vice versa.
• Benefit ratio: For each employer, the total benefits afforded to unemployed workers are measured
against the total payroll over some specified historical period. This ratio is then compared to a schedule
of contribution rate variations; a higher ratio is associated with greater-than-average prospective contribution rates and vice versa.
• Benefit-wage ratio: For each employer, the total
number of separated employees times wages for the
same is measured against the total payroll. This
ratio is then compared to a schedule of contribution rates; a higher reserve ratio is associated with
greater-than-average prospective contribution rates,
and vice versa.
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Further information on unemployment insurance in
the United States can be found at the following website: http://www.dol.gov/dol/topic/unemploymentinsurance/index.htm.
(See also Social Security)
MARY HOSFORD

Workers’ Compensation
Insurance
Although some of the earliest workers’ compensation
systems were in Europe, many countries now have
included recompense for worker injury into social
welfare programs. Currently the largest system for
which employers purchase private insurance for this
matter is in the United States, and this will be the
focus of this article. Each state has its own system,
so some differences among these will be addressed.
State workers’ compensation systems developed in
the early twentieth century to replace negligence
liability for workplace accidents and illnesses. The
development of workers’ compensation rates by class
and state sparked the emergence of the Casualty
Actuarial Society (CAS) in 1914.
The workers’ compensation policy provides the
coverage mandated by state statute; there is no
limit and few exclusions in the policy. Compensation claims range from small medical-only accidents
(average benefits < $1000) to permanent total disability cases, with benefits often exceeding $1 million.
Coverage is mandatory in all states except Texas,
though employers who forego coverage lose certain common law defenses to liability suits. Coverage may be provided by private carriers or state
funds; large employers may also use self-insurance
or group self-insurance. State funds are used in about
20 states so that employers can readily obtain the
required coverage.
Until the 1990s, rates were generally set by rating
bureaus; companies sometimes deviated from bureau
rates, but independent ratemaking was rare. Rate
regulation was stringent, and prior approval regulation had remained the norm in many states. The
common workers’ compensation classification system
(600 + industry classes) and the mandatory experience rating plan facilitate bureau ratemaking.
For retrospectively rated accounts (where the rating adjusts for actual losses in the policy period) and
large dollar deductible policies, most insurers use the
National Council on Compensation Insurance (NCCI)
table of insurance charges. Called simply Table M,
this provides charges for excess layers of aggregate
losses that are excluded from retrospective rating (see
Retrospective Premium).

This article reviews typical methods used in the
United States for class ratemaking, individual risk
rating, and financial pricing (see Financial Pricing of
Insurance), from both a rating bureau and a private
carrier perspective. Some differences among lines
of insurance in rating methods derive from unique
features of the lines and some are just from custom
and tradition. No attempt is made to distinguish
these here.

Data
Policy year data by class are collected on unit statistical plan reports and aggregated by the rating bureaus;
more recent calendar year or accident year data are
taken from financial reports. Class pure premiums
by state are based on industry aggregate experience,
credibility weighted with national experience (see
Credibility Theory), and adjusted to statewide rate
level needs determined from the recent current data.

Exposure Base
Indemnity benefits are a percentage of pre-injury
wage and are capped at maximum and minimum
levels; medical benefits are the same for all workers, regardless of preinjury wages. Payroll limited to
the wages that produce the maximum benefits best
matches the expected indemnity benefits but is not
easily audited; hours worked best matches expected
medical benefits, but it is not inflation sensitive
and would necessitate annual rate changes; with few
exceptions, total payroll is the standard exposure base
for both indemnity and medical rating in the United
States. Exposures are trended for wage inflation using
a CPI index.

Premium Adjustments
Policy year premiums are developed to ultimate to
include audits and retrospective adjustments. The premium collected during the policy term is an estimate;
the final premium is determined by audit after policy
expiration, with further adjustments for retrospectively rated policies. Calendar year premiums need
not be developed, sine the estimates of future audits
and retrospective adjustments are presumed to be
equally adequate at the beginning and end of the year.
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Premiums are brought to current rate level, with
two differences from other lines: rate changes based
on a review of experience affect new and renewal
policies only, but changes to offset benefit revisions
affect policies in force as well; and the distribution of policy effective dates is skewed towards
the beginning of the year, so that the policy term
coincides with the insured’s fiscal year.

Loss Adjustments
Losses are developed to ultimate, brought to the current benefit level, and trended to the average accident
date under the new rates. Workers’ compensation has
little pure IBNR emergence (see Reserving in Nonlife Insurance): most injuries are known immediately and employers must begin indemnity payments
within two to four weeks from the accident date
(depending on the state). Development of reported
losses is high, since many claims that begin as temporary cases develop into permanent disabilities.
Losses are brought to the current benefit level.
For example, if benefits have been raised from 60
to 66% of pre-injury wage, the previous benefits are
increased by 10%. Higher benefits spur more claim
filings; the magnitude (elasticity) of this effect is
often estimated as 50 to 100%, implying that a 10%
direct effect causes a 5 to 10% incentive effect. The
incentive effects may be separately quantified or may
be included with the loss ratio trend.
Claim frequency has decreased steadily as service industries replace industrial ones, as computer
aided manufacturing and better workplace design
eliminates the common work hazards, and as government inspections force firms to correct the remaining
hazards. Average indemnity claims costs have been
increasing about 2 to 3% faster than wage inflation,
perhaps reflecting the increased attorney representation of claims. Medical benefits have increased about
5% faster than the medical component of the CPI
(which itself exceeds wage inflation by about 3%),
reflecting increased utilization of ever more expensive medical procedures.
The net loss ratio trend has averaged about 3 to
5% per annum over the past two decades, except for
a pause in the early 1990s, when benefit levels were
reduced in many states.
State assessments are used to fund the involuntary
market pools (see Pooling in Insurance), second
injury funds, and guarantee funds, and the costs are

loaded into the premiums. Servicing carriers write
policies for undesired risks, collect premiums, and
pay losses, but they cede the risks under quota share
treaties to the pools, which allocate the losses from
these risks among all carriers in the state.
The statutory underwriting profit margin set by
state regulators in the 1920s was 2.5% of premium,
in contrast to the 5% profit loading authorized for
other lines. The average lag from premium collection
to loss payment ranges from 4 to 8 years on first
dollar coverage, depending on the state (and over
15 years for large dollar deductible plans), and most
business is now written at operating ratios well over
100%. Target operating ratios or underwriting profit
margins are set by net present value or internal rate of
return pricing models. Full value statutory reserves,
risk-based capital requirements, and multiple layers
of taxes create a high cost of holding capital.
Workers’ compensation has a mandatory experience rating plan in all states, so that interstate experience modifications can be computed. Adherence to
the plan among all carriers strengthens the incentives
to improve workplace safety and reduces the disincentive to avoid debit modifications by switching
carriers. The large size of many workers’ compensation risks, the high frequency of minor accidents, and
the effect of employer policies on workplace safety
provide additional stimulus to the plan.
The plan divides losses into three parts: primary,
excess, and excluded; the modification is a weighted
average of actual with expected primary losses and
actual with expected excess losses. Losses above
a state accident limit are excluded, and limits are
placed on occupational disease claims and on multiples claims from a single accident. The ratios of
limited (nonexcluded) losses to total losses and of
primary to actual losses vary by class: high hazard classes have higher claim severities and lower
ratios. The split between primary and excess losses
was $5000 in 1998, rising with inflation in subsequent
years. More weight is given to primary losses, reflecting the better correlation of claim frequency than of
claim severity with future loss costs. The maximum
credibility is 91% for primary losses and 57% for
excess losses; no risks are rated on their own experience only.
Credibility values are based on empirical fits to
Bayesian–Bühlmann formulas incorporating parameter variance and risk heterogeneity; future revisions
may include the effect of shifting risk parameters
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over time. Additional testing is done to ensure that
no group of risks is under- or overcharged.
The exclusion of losses above a per-accident limit
provides leverage to the plan. For example, if only
50% of losses enter the plan, the primary credibility is
75%, and the variable expense ratio is 25%, each dollar of primary losses causes $1 × 75%/[50% × (1 −
25%)] = $2 of additional premium. The larger the
excluded losses (the lower the state accident limit),
the more the leverage to each dollar of primary or
excess loss. The high leverage of the plan, along
with government programs on workplace safety, a
shift from a manufacturing to a service economy,
and innovative robotics and computer aided manufacturing, has reduced the workplace injuries that beset
industrial societies.
Class ratemaking uses premium after the experience modification; the indicated pure premiums
form manual rates before the experience modification.
Larger insureds often have better workers’ compensation experience than smaller insureds, since they
can support better quality safety programs and they
are more concerned about their public image, so the
average experience modification is generally a credit.
The ratio of aggregate standard premium to aggregate manual premium, or off-balance factor (OBF),
is used to adjust the rate indication: manual rate
change = past OBF × standard premium rate change
÷ expected future OBF.
Most large insureds are retrospectively rated: the
employer pays for its own losses, subjected to loss
limits and a maximum premium. Many of these plans
are now written as large dollar deductible policies.
A retrospectively rated plan is balanced if its
expected premium equals the guaranteed cost premium for the same risk size. The employer chooses
the loss limit and the maximum and minimum premium bounds; the pricing actuary use the NCCI’s
table of insurance charges (Table M) to compute
the cost of these premium bounds and the NCCI’s
excess loss factors for per-accident loss limits. Rough
approximations are used to combine loss limits and
maximum premiums.
Workers’ compensation is a highly politicized line
of business, with employer groups and unions seeking to dampen rate increases requested by insurers.
Workers’ compensation underwriting cycles have led
to alternating profitable and unprofitable periods over
the past century.
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From the inception of the CAS, casualty actuaries sought to put ratemaking on a scientific basis,
with less reliance on subjective judgment; by the
1920s, they believed they were close to this ideal.
Eighty years later, actuaries understand how much
was unknown then and remains unknown today.
•
•

•

The incentive effects of benefit structures on
claim frequency and disabilities of duration are
just beginning to be quantified.
The effects of parameter uncertainty, risk
heterogeneity, and shifting risk parameters over
time are being incorporated into experience
rating plans.
Computer modeling may enable better pricing of
retrospectively rated policies with loss limits and
a maximum premium.

For most lines, some classification variables (such
as territory) are computed state by state and some are
computed from countrywide data. For workers’ compensation, industries differ by state – for instance,
underground mines in eastern states are more hazardous than surface mines in western states – but
most classes have insufficient data to permit state rating. Instead, data from other states is brought to the
experience level of the state under review to form
pure premiums by class. Bureau ratemaking uses a
weighted average of the class’s statewide indicated
pure premium, the pure premium indicated from other
states’ data, and the pure premium underlying the
present rates to derive the formula pure premium for
the new policy period.
Expenses are loaded onto the pure premium in
three pieces: per-policy expenses are added as a flat
fee, or expense constant; per-premium expenses are
loaded as 1/(1–VER), where VER is the variable
expense ratio; and premium discount scales are used
for the remaining expenses. Policyholder dividends
are often used for workers’ compensation, though not
for other casualty lines.
High medical inflation and workers’ compensation benefit trends, along with the success of health
maintenance organizations in health care administration, have sparked the use of managed care
techniques to control costs, along with back-towork programs to provide disabled workers with
re-employment.
Occupational disease claims, stress claims, and
repetitive motion injury claims, such as carpal tunnel
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syndrome claims, have increased greatly over the past
two decades, largely offsetting the decline in trauma
claims. Similarly, the reduced severity of trauma
claims from better medical care is offset by high
medical inflation, increased use of medical services,

longer life expectancies for injured workers, and
the increased cost of long-term occupational disease,
stress, and repetitive motion injury claims.
SHOLOM FELDBLUM

Adverse Selection
Introduction
The term adverse selection qualifies contract situations when one party, generally the insuree, has
better information than the other party, generally the
insurer, about some exogenous (immutable) characteristics that are relevant for the contractual relationship. Adverse selection is a particular case of
asymmetrical information, which can also concern
an insuree’s behavior (see Moral Hazard or [47]) or
the amount of losses (see Fraud in Insurance and
Audit or [35]).
The first and most important stage in insurance
pricing policy and contracts offer is the determination of the pure premium for a given risk (i.e. the
average cost of risk). Any individual’s informational
advantage concerning risk characteristics then could
influence his insurance demand and by the same
way, the insurance profits. For instance, an individual,
knowing that his risk is higher than the average, will
choose more coverage and thus decrease the insurer’s
expected profits. This explains why in most theoretical models, information concerns risk level: it is
assumed that once the individuals have been separated (or categorized) by the insurer in risk classes
with respect to observable characteristics (age, year of
driver’s license, age, and type of the car for instance
in automobile insurance market), there remains some
heterogeneity in the accident probabilities, private
information of the individuals that influences their
demand for insurance but is not assessable by insurance companies.
Work on this topic began in the early seventies
with the most seminal contribution of Akerlof [1];
applied to the insurance market, his result implies that
when insurees know better their risk than insurers, the
insurance market may not exist for some risk types,
and if it exists, may not be efficient. The contribution of Akerlof was at the origin of a broad literature
on adverse selection on insurance markets. Economic
models dealing with adverse selection tend to identify the anomalies in the market functioning raised
by adverse selection and to find the contracts design
that can limit the negative consequences of adverse
selection. Three main paths have been explored (for
a complete survey on adverse selection, see [13]).
The first one is based on ‘self-selection mechanisms’:

individuals reveal their private information by their
choice in a set of contracts, adequately composed by
the insurer. In the second one, insurers use imperfect information to categorize risks. The last but not
least line of research concerns multiperiod contracting where past experience information is used by
insurers to update their beliefs concerning accident
probabilities.
In the following, we summarize the main results
of this theoretical literature and some empirical tests.

The Self-selection Mechanism in
One-period Contracts
Our basic assumptions and notation are the following.
We consider risk-averse individuals, with expected
utility preferences, who face a risk of monetary loss
D. These individuals are identical, except for their
probability of loss, which constitutes their private
information (or their type in the standard terminology). For simplicity, we assume that two risk classes
H and L with loss probabilities pH and pL such
that pH > pL coexist in the population in proportions λH and λL . Insurance companies are risk
neutral, propose exclusive contracts, and maximize
their expected profits; by assumption, there are no
transaction or administrative or transaction costs.
Moreover, companies have statistical information on
the individuals’ characteristics that gives them the
proportion of each type, without allowing them to
determine the risk of a given consumer. An insurance contract C = (P , I ) is fully characterized by a
premium P and an indemnity I (net of premium). We
denote by V (pi , C) the expected utility of type i for
the contract C:
V (pi , C) = pi U (w0 − D + I )
+ (1 − pi )U (w0 − P ),

(1)

where U is a twice differentiable, strictly increasing,
and concave function of wealth (U  > 0 and U  < 0)
and w0 corresponds to the individual’s initial wealth.
Note that full coverage corresponds here to I + P =
D; the individual then obtains the same wealth in
both states of nature (loss occurs or not).
Two extreme assumptions are made for the structure on the insurance market: monopoly and perfect
competition.
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Formally, the characteristics of the menu of optimal
contracts [43] are the following:

Monopoly
Under public information, the contracts offered by
a monopolistic insurer maximize its expected profit
under the participation constraint of the consumers.
More precisely, contracts Ci = (Pi , Ii ), i = H, L
intended for type i, are solution of the following
optimization problem where C0 = (0, 0) denotes no
insurance:
max

PL ,IL ,PH ,IH

λL [(1 − pL )PL − pL IL ]

+ λH [(1 − pH )PH − pH IH ]
such that
V (pL , CL ) ≥ V (pL , C0 )
V (pH , CH ) ≥ V (pH , C0 ).

(2)

The solution (CL∗ , CH∗ ) of the above problem is complete coverage for all individuals, but for different
premiums: complete discrimination is achieved. The
participation constraints are both binding, that is,
each type pays his maximal acceptable premium. The
private monopoly thus extracts the entire consumer
surplus, but the risk-sharing rule remains Pareto efficient.
When the risk type is private information for the
consumers, price discrimination is no more possible. If the complete information contracts are offered,
all individuals will buy the cheaper contract and the
company may suffer expected losses. Consequently,
in the asymmetric information setting, insurers must
introduce specific mechanisms to guarantee that any
individual will spontaneously choose the contract
designed for his risk type. Formally, this can be
achieved by the introduction of self-selection constraints in the maximization program. Contracts verifying these constraints are such that any individual
obtains a higher expected utility with his contract than
with the contract of any other type. Thus, no insuree
obtains any benefits from hiding his private information. More precisely, optimal contracts (CL∗∗ , CH∗∗ ) are
solutions of the program (2) to which are added the
following self-selection constraints:
V (pL , CL ) ≥ V (pL , CH )
V (pH , CH ) ≥ V (pH , CL ).

(3)


1. IH∗∗ + PH∗∗ = D, IL∗∗ + PL∗∗ < D;



 2. V (pH , CH∗∗ ) > V (pH , C0 ),
V (pL , CL∗∗ ) = V (pL , C0 );


3.
 V (pH , CH ) = V (pH , CL ),

V (pL , CL ) > V (pL , CH ).
Thus, two different contracts are offered by the
monopoly; perfect revelation of private information
is achieved using the fact that high risks are always
ready to pay more for additional coverage than low
risks. However, asymmetric information affects the
efficiency of risk allocation: only high risks obtain
complete coverage, the low risks being restricted to
partial coverage and sometimes even to no coverage
at all. The amount of coverage offered to low risks
results from a trade-off between increasing profits per
low-risk individual and abandoning more consumer
surplus to high risks. Thus, if the proportion of high
risks in the population is above a threshold, low
risks are not offered any insurance coverage. On the
other hand, if the proportion of high risks is too low,
to increase its profits on low risks (by increasing
their coverage), the company accepts losses on high
risks: cross-subsidization could then be optimal for a
monopolistic insurer.
If there are more than two types in the population
([43] considers a continuum of types), the revelation
of private information is no more systematic, profit
maximization may entail the offer of the same contract to different risk types.
Informational asymmetry may concern not only
risk characteristics but also individual risk preferences. Contracts offered by a private monopoly to
individuals with different utility functions are studied
in [43] in a two-state framework and by Landsberger
and Meilijson [29] when risk is a continuous random variable. These last authors prove that, under
unlimited liability, it is possible for the monopoly
to reach approximately its symmetric information
profit. Else, the informational asymmetry lowers
profit. When the proportion of high risk–aversion
individuals exceeds a threshold, types are separated.
Else, types are pooled at a contract offering full
insurance to all agents at the certainty equivalent of
the low risk–averse agents. Landsberger and Meilijson [30] generalize this framework considering a
general model of adverse selection when individuals
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differ both on the risks they face and on risk preferences.

Competition on the Insurance Market
When information on risks is public, to attract consumers, insurance firms on a competitive insurance
market will offer contracts that maximize the consumers expected utility and give the firm at least a
zero expected profit. These contracts (CL∗ , CH∗ ) are
solutions of the following problem:
max

PL ,IL ,PH ,IH

λL V (pL , CL ) + λH V (pH , CH )

such that
(1 − pL )PL − pL IL ≥ 0
(1 − pH )PH − pH IH ≥ 0.

(4)

Owing to the insurers’ risk neutrality and to individuals’ risk aversion, the solutions of this program always satisfy the individuals’ participation
constraints. The equilibrium contracts offer complete
coverage for actuarial premium to both types of risks.
As in the monopoly setting, the risk allocation is efficient in the Pareto sense, but here all the consumer
surplus is retained by consumers, insurance companies earn zero expected profits.
In the presence of adverse selection, the efficiency
and even the existence of equilibrium are no more
guaranteed and depend on the competitive behavior
of firms on the market. As in the monopoly case,
self-selection constraints (3) have to be added to the
maximization program (4).
In their seminal paper, Rothschild and Stiglitz [40]
assume that firms choose the contracts they offer, taking as given the offers of their rivals. They then transpose the Nash equilibrium concept to the insurance
market with adverse selection. A menu of contracts
then is an equilibrium if all contracts in the menu
make nonnegative expected profits and if there is no
other contract, added to the equilibrium set, that could
earn positive expected profits. Note that, in this context, any equilibrium contract makes zero expected
profits (else a rival offer could attract the customers).
This equilibrium definition excludes a pooling equilibrium (both types of risk buy the same contract) for
the insurance game. Indeed, for any zero expected
profit-pooling contract CP o , there exists a contract
that, if it is proposed simultaneously, attracts only
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the low risks and makes nonnegative expected profits,
while high risks prefer CP o , which in this case makes
losses. Thus, Nash competition entails risk discrimination. Which are then the separating equilibrium
candidates? The presence of the high-risk individuals
prevents the low risks from obtaining full coverage for actuarial premium. Then, at equilibrium, the
contract offered to low risks should maximize their
expected utility conditionally on full coverage at the
actuarial premium being offered to high risks. So, the
only equilibrium candidate is a couple of contracts
offering complete coverage at actuarial premium to
high risks and partial coverage to low risks. This couple of contracts is the equilibrium of the game only if
there doesn’t exist a (pooling) contract, preferred by
both types, which makes nonnegative expected profits. This is true for a proportion of high risks in the
population high enough to imply that any contract,
making zero expected profit, when purchased by both
types, is worse for low-risk types than the contracts
in the above couple. To summarize, Rothschild and
Stiglitz prove the following:
1. The equilibrium set contains zero or two different
contracts.
2. High risks obtain complete coverage at actuarial
premium and low risks are “rationed”.
3. The equilibrium is not always second-best efficient. (An allocation is second-best efficient if
it satisfies the self-selection constraints and is
Pareto efficient [10]).
The following studies tried to restore the existence of equilibrium by considering other, sometimes
more aggressive reactions of firms to rival offers. Wilson [46] assumed that firms drop the policies that
become unprofitable after rival offers. The same idea
has been exploited by Riley [39], who assumes that
firms react to entrants by adding new contracts. Under
both these assumptions, the competitive equilibrium
always exists: it always separates types under the
Riley assumption whereas separation is only possible for a high proportion of bad risks in the Wilson
model; otherwise, a unique contract is offered.
If the previous equilibria are not always secondbest Pareto efficient, this is because they prohibit
cross-subsidization between contracts, which is necessary to allow low risks to be better covered and
to increase the welfare of both risk types. Wilson was the first to consider the possibility of
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relaxing the requirement of nonnegative expected
profit on each type, but the equilibrium in this context was completely characterized by Miyazaki [33]
and Spence [42]. These authors prove that when companies react to rival offers according to the Wilson
model (i.e. by dropping unprofitable contracts) and
when expected profit on the whole set of contracts
has to be nonnegative, equilibrium always exists,
separates risk types, and is efficient in the secondbest Pareto sense. The characteristics of second-best
efficient allocations in competitive insurance markets
and their relation with competitive equilibrium are
studied by Crocker and Snow [9] and Prescott and
Townsend [36].
In contrast with the standard paradigm of adverse
selection, some models consider that insurers are better informed than consumers. Indeed, in some insurance markets, the huge volume of historical data and
the more and more sophisticated statistical tools make
plausible the assumption that insurers have better
information regarding loss distribution than policyholders. Equilibrium contracts, when the informed
party is the insurer, have been studied by Fagart [17]
in a competitive setting and by Villeneuve [45] when
the insurance firm is in a monopoly situation. Ligon
and Thistle [31] study the equilibrium value of information in competitive insurance markets where consumers lack complete information regarding their
loss probabilities. Both the standard adverse selection hypothesis and its reverse contain some truth:
insurers know risk better, at least as far as the classifications they use are concerned, whereas consumers
know something personal and unobservable that is
also relevant to risk. Jeleva and Villeneuve [27] try
to reconcile these two points of view. They consider
a standard adverse selection problem in which agents
differ not only in the objective risk they face but also
in the perception of their risk.
Note that all the previous equilibria hold only
when contracts proposed by insurance companies are
exclusive and when the relevant risk is diversifiable.
Without the exclusivity assumption, it is possible for
high risks to obtain full coverage for a lower premium by buying the contract designed for low risks
and a complementary partial coverage, offered by
another insurance company that can make profits on
it. The exclusivity assumption and its consequences
are discussed in [23, 26]. Moreover, the equilibrium
results fail if insurers face aggregate undiversifiable
risk. This last feature is considered by Smith and

Stutzer [41] and more recently by Mahul [32] who
show that, in the presence of adverse selection, lowrisk agents signal their type by sharing aggregate
uncertainty with a mutual insurer (‘participating policies’) while nonmutual firms insure high-risk agents
with ‘nonparticipating contracts’. The choice of organizational form here acts as a sorting device.

Risk Categorization
Adverse selection can be partially circumvented
by using risk categorization based upon either
immutable individual characteristics (exogenous
categorization), or consumption choices (endogenous
categorization).

Categorization Based on Immutable Variables
The propensity for suffering loss is imperfectly
correlated with observable, immutable characteristics
as insured’s gender, age, or race. For example,
in automobile insurance, young drivers (called
group B) are much more risky to insure than old
drivers (group A), so that it is profitable for insurers
to offer to young drivers, policies with higher premia
than those priced to old drivers. Since insurers can
observe group k (k ∈ {A, B}) but not risk type i
(i ∈ {H, L}), both groups A and B contain low and
high risks, but λA
H the proportion of high risks in
group A is lower than λBH the one in group B (0 <
B
λA
H < λH < 1). The residual adverse selection due
to the fact that categorization is only imperfectly
informative, justifies that the offered contracts must
verify incentive constraints in each group k ∈ {A, B},
such that V (pi , Cik ) ≥ V (pi , Cjk ) for each risk type
i, j ∈ {H, L}, i  = j , in monopoly and competitive
contexts.
In an unregulated competitive market, Hoy [25]
discusses the implications of such a classification on
the pricing of insurance contracts. In addition, the
competitive context implies a no-profit constraint on
each group k ∈ {A, B} to prevent ‘cream-skimming’
strategies: i=H,L λki π(pi , Cik ) = 0. The comparison
of the categorization and no-categorization regimes
shows that the efficiency effects are ambiguous, since
generally, all the applicants classified in group A (low
and high risks) are the winners from the categorization, while all the applicants in group B are made
worse off.

Adverse Selection
In a regulated market, Crocker and Snow [10]
examine the implications of such an exogenous classification by permitting the group A to subsidize the
group B, in addition to cross-subsidization between
low and high risks in each group k. So this regulated
context only requires a unique no-profit constraint for
each company
A
φ A i=H,L λA
i π(pi , Ci )

+ φ B i=H,L λBi π(pi , CiB ) = 0,

(5)

with φ k the proportion of the population belonging
to group k. The authors show that, if the winners
from categorization may compensate the losers, the
costless imperfect categorization is always able to be
Pareto-improving. Obviously, this tax-subsidy system is not sustainable as an equilibrium without
regulation.

Categorization Based on Consumption Choices
The actuarial relationship between the consumption x
of correlative product and underlying risk may also
be used by insurers to mitigate the problem of adverse
selection. Indeed, people who drive stodgy automobiles, for example, have likely a high risk to suffer
an accident, or people who consume cigarettes are
more likely to develop health affections. Bond and
Crocker [2] study a model in which x, the consumption of ‘hazardous goods’ increases the probability of
a loss (moral hazard aspect) and in which the consumer’s taste θ (θ ∈ {θH , θL }) for this kind of good
is positively correlated with the probability (adverse
selection aspect). Denoting by pθ (x) the probability
to suffer a loss for a type θ who consumes a quantity
x of the hazardous good, we have ∂pθ /∂x > 0 for
a given θ and pθH (x) > pθL (x) for a given x. The
expected utility of a type θ who consumes a quantity
x of the hazardous good (at the unit price c) and who
purchases a contract C(θ) is
V (pθ (x), C(θ)) = pθ (x)U (w0 − cx + I − D)
+ (1 − pθ (x))U (w0 − P − cx) + θG(x), (6)
when individual utility functions are additively separable in the wealth and the consumption x, and when
the hazardous good is chosen before the wealth state
is revealed. From the perspective of adverse selection,
the interesting situation arises when x is observable
and θ is private information. Moreover, the fact that

5

an individual’s premium depends on his consumption
of the hazardous good reduces the negative externalities from high risks on low risks. Bond and Crocker
show that the use of endogenous categorization may
permit to attain first-best allocations as competitive
Nash equilibria, as long as the adverse selection is
not too severe, that is, pθH (x) not too different from
pθL (x).
Another literature, especially developed in the
health care insurance, considers that agents can
choose their risk status (endogenous risk status). The
uninformed agents can become informed by taking
a diagnostic test (check up, genetic testing. . .). For
models in which the insurer cannot observe information status and/or risk type, see [16, 44].

Multiperiod Insurance Contracts
(Experience-rating)
Multiperiod contracts can be a complement or a
substitute to standard self-selection mechanisms to
alleviate the adverse selection problem. Long-term
contracting consists of adjusting ex post insurance
premia or coverage to individual’s past experience.
Such bonus–malus systems are often observed in
automobile insurance markets: an insurer observes
in period t, the agents’ accident claims and constitutes in t + 1 statistical risk groups based on accident
records. Experience-rating introduces a supplementary instrument to relax the self-selection constraints
imposed by adverse selection: it increases the cost to
high risks from masquerading as low risks in date t,
by exposing them to pay increasing premiums and
receive decreasing coverages in t + 1 if they suffer
an accident in t (and inversely in case of no loss in
t). However, the ability for experience-rating to mitigate the adverse selection problem strongly depends
on the degree of commitment between insurer and
insuree.
Under the full commitment assumption, Cooper
and Hayes [8] proposed a two-period model in the
case of a monopolistic insurer: both insuree and
insurer are committed for a second period to apply
the coverage and the premium chosen at the beginning of period one (full commitment), depending on
individual experience. The optimal two-period contracts involve that high risks receive full insurance
at an actuarial price in each period and thus are not
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experience-rated, while low risks face partial insurance with experience-rating price and quantity adjustments in the second period. A monopolist insurer
thus, is able to enhance its profits (relative to the oneperiod model without memory) thanks to the memory
effect (see also [20] for a similar result).
In [8], Cooper and Hayes then consider the perspective of competitive insurance markets. As a consequence, the strong full commitment assumption is
relaxed in favor of the semicommitment assumption:
insurers commit to a two-period contract but the contract is not binding on insurees, in the sense that they
can switch for another insurer offering a more attractive contract in period two. The authors show that
the presence of second-period competition limits but
does not destroy the ability for experience-rating to
alleviate the adverse selection problem: the contracts
with semicommitment are qualitatively identical to
those of the monopoly situation with full commitment, but the punishment possibilities for accident
are now reduced by the presence of additional noswitching constraints in period two, which take into
account outside options.
The full commitment assumption is, however,
not very realistic. Indeed, renegotiation opportunities exist in the optimal contracting configuration
described in [8]: given that all insurees reveal their
risk type at the end of period one, it then becomes
advantageous to the low-risk individuals and their
insurer to renegotiate a full coverage for the second period. Although the possibilities of renegotiation
improve welfare in period two, high risks anticipate renegotiation in the second period and they will
not necessarily reveal their type in period one, thus
violating the ex ante high risks’ self-selection constraint. In a competitive model with commitment and
renegotiation, Dionne and Doherty [12] interpret the
renegotiation opportunities as adding new constraints
to the set of feasible contract: in order to prevent renegotiation in the second period, the insurer must set the
contracts so that the insured type will not be perfectly
known after the first period. The prospect of renegotiation may involve semi pooling or pooling in period
one followed by separated contracts in period two, in
order to reduce the speed of information revelation
over time. Even though the punishment possibilities
are more restricted than under the full commitment
assumption, the long-term contracting may ever mitigate the adverse selection phenomenon.

Finally, under the bilateral no-commitment
assumption, insurers can only write short-term
contracts and each insuree can switch to another
company in period two if he decides to do
so. Despite the inability to commit, both parties
sign experience-rated contracts. Kunreuther and
Pauly [28] were the first to study a competitive
multiperiod model without commitment. Arguing that
companies are unable to write exclusive contracts,
they consider competition in price and not in price
quantity as in classical literature. In a monopoly
context, Hosios and Peters [24] focused attention on
the accident underreporting phenomenon: insurance
buyers may fail to report accidents in order to avoid
premium increases and coverage decreases, since
accident reports become informative in a dynamic
contracting perspective. In [24, 28], only pooling and
semipooling equilibria are possible in the absence
of any form of commitment from both parties. An
identical result on the existence of pooling contracts
is found in [34] in a context of competitive pricequantity contracts. In long-term contracting, crosssubsidizations thus, are compatible with equilibrium,
contrary to the standard result in static models.

Empirical Tests
Empirical estimation of insurance models entailing
adverse selection started much later than the theoretical findings and remained scarce until the nineties
(for a recent survey on this topic, see [5]). This
lag between more and more sophisticated theoretical models and empirical validation is mainly due
to difficulties in finding appropriate data and appropriate model, which allows to isolate adverse selection from other parameters. Important progress has
been made in this direction since the nineties. The
first papers on this topic are due to Dahlby [11],
Boyer and Dionne [3] and Puelz and Snow [37]
followed by Chiappori and Salanié [6, 7], Dionne
Gouriéroux and Vanasse [14, 15], Gouriéroux [21,
22], Richaudeau [38], Cawley and Philipson [4], and
so on.

General Method
The tests for adverse selection under an exclusivity assumption generally rely on the independence,
in the absence of adverse selection, between the

Adverse Selection
choice of contract and expected accident costs. Recall
that, adverse selection leads to a positive correlation
between amount of coverage and risk of accident.
This theoretical implication has the advantage not to
require the estimation of the firm’s pricing policy.
The more general form of the testing method
is the following. Let Y, X, Z respectively denote
the risk variable (the occurrence of an accident,
for instance), the agents’ exogenous characteristics
observed by the insurance company and the agents’
decision variable (the choice of a contract within
a menu). In the absence of adverse selection, the
agents’ choice doesn’t bring any additional information on risk with respect to the exogenous characteristics, that is, if we denote conditional distributions
by l(.|.)
l (Y |X, Z) = l (Y |X)
l (Z|X, Y ) = l (Z|X) ,

or, equivalently
or

l (Z, Y |X) = l (Z|X) l (Y |X) .

(7)

The second form could be interpreted as a test for
information asymmetry. A perfectly informed agent
chooses his contract according to the risk he faces
and to his exogenous characteristics. If the exogenous variables, observed by the insurer, contain all
the relevant information concerning risk, and thus,
there is no informational asymmetry, Y becomes
useless.
The latter form corresponds to the independence
of Z and Y inside any risk class. Thus, the test of the
presence of adverse selection in a given insurance
market is an independence test of one of the three
forms above.
Tests for adverse selection have to be conducted
with caution as mentioned by Gouriéroux [21].
Indeed, several elements have to be taken into
account in the interpretation of the results,
namely,
•
•

the existence of residual adverse selection is conditional on the risk classes formed by the insurer.
it is difficult to separate the existence of adverse
selection from the omission of cross effects.

Applications
One of the first attempts to test for adverse selection on insurance markets on individual data is due
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to Puelz and Snow [37]. Using data from an insurer
domiciled in Georgia, the authors estimate a system of hedonic premium and demand functions.
In the general presentation of the tests, this one
is l(Z/X, Y ) = l(Z/X). However, several biases,
related to linear functional form, omitted variables,
and so on, listed in [5], make their conclusions
doubtful.
Chiappori and Salanié [6] propose an alternative,
simple, and general test of the presence of asymmetric information in any contractual relationships
within a competitive context. They test the conditional independence of the choice of better coverage and the occurrence of an accident, that is
l(Z, Y/X) = l(Z/X)l(Y/X) on the French automobile insurance market for young drivers.
Independence is tested using two parametric and
three nonparametric methods.
Parametric methods consist more precisely in the
estimation of a pair of probit models (one for the
choice of coverage and one for the occurrence of an
accident) or of a bivariate probit. Conditional independence of the residuals is tested using a standard
χ 2 test.
Although the two-parametric procedures rely on
a very large set of variables (55), the model form is
relatively restrictive. As an alternative, Chiappori and
Salanié [7] propose a fully nonparametric procedure
based on standard χ 2 independence tests.
The results of all of these estimation procedures
are concordant and conclude to the impossibility to
reject conditional independence. Except the papers
of Puelz and Snow [37] (whose result may be due
to misspecification) and that of Dahlby [11] (who
uses only aggregate data), all empirical studies on
automobile insurance markets [15, 21, 38], do not
reject independence and thus conclude to the absence
of adverse selection on this market.
In a nonexclusivity context, studies are scarce and
essentially concern the market for annuities and life
insurance. Friedman and Warshawski [19] compare
yields of annuities with that of alternative form of
wealth holding, and find evidence of adverse selection
on the annuity market. This result is confirmed by
Finkelstein and Poterba [18] who find that, on the
voluntary individual annuity markets in the United
Kingdom, annuitants live longer than nonannuitants.
On the contrary, in the life insurance market, Cawley
and Philipson [4] find a negative relation between
price and quantity and between quantity and risk,
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conditionally on wealth, and thus conclude to the
absence of adverse selection.

[16]

[17]
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Audit
The economic analysis of audit activity has been
developed over the past couple of decades, principally in the context of financial contracting
(lender–borrower relationship with imperfect information on the borrower’s situation) to prevent the
borrower from defaulting on his reimbursement obligations [15, 21, 36, 38, 39], and in the context of
tax auditing to avoid fiscal evasion [4, 30, 34] (see
also [1] in the context of procurement contract). More
recently, it has been applied to insurance, in particular, to address the phenomenon of insurance fraud
(essentially claims fraud).
In the context of an insurer–policyholder relationship, opportunistic behavior on the policyholder side
(propensity to fraud by misrepresenting claim) arises
because of asymmetric information on the occurrence
and/or magnitude of a damage. An insured can use his
informational advantage about the occurrence and the
magnitude of a loss, either to report a loss that never
happened or to inflate the size of a loss. These opportunistic behaviors are costly to insurers since covering
these false claims amounts to indemnifying policyholders for losses that do not exist. For instance, the
cost of fraud in the United States, according to the
Insurance Information Institute, amounts to between
10 and 20% of either claims, reimbursements, or
premiums.
The usual financial contracting environment
considered when analyzing auditing activity is
the Costly State Verification (CSV) environment
originally developed by Townsend [36], where
agents are assumed to be risk neutral, the audit
is deterministic; verification occurs either with
probability 0 or 1, and the less informed party
commits to auditing. (Alternative assumptions in the
context of financial contracting have been considered
more recently: risk aversion by Winton [41],
stochastic auditing by Krasa and Villamil [27] and
Boyd and Smith [6], heterogeneity (and private
information) about borrower’s type by Boyd and
Smith [5], and multiperiod contracts by Chang [9].)
The CSV paradigm constitutes a particular class
of imperfect information (or agency) models in
economics (sometimes referred to as ex post
moral hazard) where manipulation of information
is possible by the informed party (opportunistic
behavior) and asymmetry of information can be

removed by the uninformed party at a cost
(considered generally as fixed).
The insurance literature, especially the literature
on insurance fraud, makes use of this CSV paradigm
to analyze the impact of possible fraudulent claims on
the design of optimal insurance policies and on the
functioning of insurance markets. In the first section,
we recall the more basic results of CSV models
applied to insurance, focusing on insurance policies.
We then discuss the major limitations of the CSV
paradigm, namely, the commitment assumption: we
expose the impact of removing this assumption on
the design of insurance policies and on the insurance
market and finally consider several solutions to the
no-commitment problem.

The Costly State Verification Paradigm
Applied to Insurance
In CSV models, risk-neutral insurers are assumed to
be able to verify the occurrence and the magnitude
of damages at an audit cost.
The basic assumptions and notations are the following. Consumers are identical in all respects: they
own an initial wealth w0 , are risk-averse (they have
a VNM utility function U (·) increasing and concave
in the final wealth w), and face a random monetary
loss l, defined on [0, l] with a continuous density
function f (l) over (0, l] and discrete in 0, since the
no-loss event may always be reached with a positive
probability.
All policyholders are assumed to have the same
attitude towards insurance fraud. Incontestably, fraudulent behavior affects the design of optimal auditing
schedule. For this reason, the optimal audit schedule
depends on whether policyholders adopt a passive
or an active fraudulent attitude to inflate the size
of claims. Furthermore, two procedures of verification are considered: deterministic auditing (when
claims are verified with certainty or not verified at
all) and stochastic auditing (when claims are verified
randomly).

Deterministic Auditing with Passive Agents
Any policyholder who suffers a loss of an actual magnitude l (l ∈ [0, l]) may decide to claim lc . Agents
can subscribe an insurance contract C = (P , t (·), m),
which specifies, against the payment of a premium P ,
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a level of coverage t, a function of the claimed loss
or the true amount of loss and an auditing procedure,
only characterized by a threshold m in the case of
deterministic auditing:
•

•

If lc > m, the claim is always audited, in which
case the actual amount of loss l is perfectly
observed, and the payment is then

(i.e. if the policyholder
t (l) if lc = l



reports the true amount

of loss)


(i.e. if the policyholder

 0 if the audit
misreports his loss)
reveals lc > l
If lc ≤ m, the claim is never audited, and the
payment is then t (lc ).

By assuming that the verification cost of claims
(also called audit cost or monitoring cost) is exogenous (equal to c whatever lc > m), we consider two
different assumptions about the observability by the
insurer of the occurrence and the magnitude of losses
suffered by insurees.
Assumption 1. Occurrence and magnitude of losses
are not observable by the insurer but are perfectly
verifiable through an exogenous costly audit.
The revelation principle, according to which
one can restrict attention to contract requiring the
announcement of an amount of loss and in which
telling the truth is always optimal, applies [36].
Moreover, given the insurees’ utility function is
concave, it is optimal for the insurer to provide the
flat minimal coverage for low-claimed losses and the
maximal coverage for high-claimed losses. Following
Townsend [36], Gollier [22] shows that
Under deterministic auditing, if the insurer has
no information at all about the loss incurred by the
insured, the optimal contract offers:
–

–

a partial coverage for the claims that exceed the
threshold m, i.e. t (l) = l − k whenever l > m,
with 0 < k < m;
no coverage for the claims inferior to m, i.e.
t (lc ) = 0 whenever lc ≤ m.

This optimal contract prevents any policyholder
from misrepresenting his loss amount since there
is no incentive for insurees to claim more than
their actual loss. Indeed, in the no-verification region

(when the actual loss is inferior to m), to claim lc such
that lc > m > l will cancel the reimbursement under
perfect auditing, and to claim lc such that m > lc > l
provides the insurees a zero payment anyway. Moreover, to claim lc > l when the actual loss belongs to
the verification region is not interesting for insurees
since the monitoring process perfectly reveals ex post
the true level of damages. As a consequence, no fraud
occurs under this auditing process.
Assumption 2. The insurer observes perfectly the
occurrence of a loss but not the magnitude, unless he
verifies it through an exogenous costly audit.
This other informational structure in which the
insurer can distinguish the event l = 0 from l > 0
is not a particular case of Assumption 1. Bond and
Crocker [3] show that the optimal coverage schedule
is modified only when the occurrence of loss is
observable:
Under deterministic auditing, if the insurer has
no information at all about the loss incurred by the
insured, the optimal contract offers:
–
–
–

a full coverage for the claims that exceed the
threshold m, i.e. t (l) = l whenever l > m;
no coverage in case of no-loss, i.e. t (l) = 0 when
l = 0;
a flat coverage for the claims inferior to m, i.e.
t (lc ) = t1 whenever lc ≤ m.

This auditing process implies that the insurance
contract undercompensates amounts of loss belonging to ]t1 , m] and overcompensates amounts of loss
belonging to ]0, t1 [. Thus, the revelation principle
applies whatever the level of losses and no fraudulent behavior exists at equilibrium. In contrast to the
auditing process under Assumption 1, a positive payment for losses inferior to the threshold m is optimal
under Assumption 2. Indeed, policyholders suffering
no damage cannot claim a positive amount of loss in
order to receive the lump sum t1 . In other words, the
lump sum t1 is a kind of reward for telling the truth.
When both occurrence and magnitude are not observable (Assumption 1), abandoning a positive payment
for any policyholder who suffered a loss inferior to
m (even null) is no more possible for insurers.

Deterministic Auditing with Active Agents
In contrast to the precedent ‘passive’ individual
behavior, policyholders here adopt an ‘active’
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fraudulent behavior in order to inflate the size
of claims. Two main assumptions are considered:
first (Assumption 3), the auditing cost is ever
exogenous (no-manipulation of audit cost) and
second (Assumptions 4 and 5), this cost is
endogenous because the policyholders can falsify
damages to make the monitoring activity more
difficult (manipulation of audit cost). When the cost
is endogenous, it can be perfectly (Assumption 4) or
imperfectly (Assumption 5) observed by insurer.

Assumption 3. Occurrence and magnitude of losses
are not observable but perfectly verifiable by the
insurer through an exogenous costly audit, and policyholders can intentionally create extra damages.
The auditing process described under Assumption
1 is no longer optimal when policyholders can adopt
the ‘active’ fraudulent behavior of falsification of
claims. Under this process, insurees receive a partial
reimbursement t (l) = l − k (with 0 < k < m) for the
audited claims exceeding a threshold m. Picard [32]
shows that fraud will occur under this process due
to the discontinuity in the optimal payment schedule. Indeed, after suffering some initial damage l
near the threshold m, it is in the interest of a policyholder to create a further damage in order to attain a
total amount of damages (initial plus extra damages)
superior to m. If insurers cannot distinguish extra
damage from initial damage, opportunistic fraudulent behavior will occur as long as this discontinuity
exists. According to Picard, this behavior is frequent
in practice (middlemen such as repairers, health care
providers, and attorneys, for instance, are in a position to allow policyholders to increase the cost of
damages, in order to exceed the threshold) and would
explain why the auditing schedule with discontinuity
never exists in insurance markets.
Following Huberman, Mayers, and Smith [25],
Picard [32] then proves that
Under deterministic auditing, when in addition to
Assumption 1 policyholders can intentionally create
extra damages, the optimal contract is a straight
deductible, that is, is such that the optimal payment
is t (l) = Sup{0, l − m} with m > 0.
Notice that under the assumption that insurers cannot distinguish extra from initial damages, fraudulent
behaviors would not arise when the collusion with
middlemen is too costly for policyholders.

3

Assumption 4. Audit costs can be manipulated by
policyholders (endogenous audit costs) and are perfectly observed by insurers.
In addition to Assumption 3, policyholders are
here assumed to expend resources e in order to
make the verification of damages more difficult, that
is, in order to increase the audit cost. Particularly,
in [3], once a damage has occurred, a policyholder
may try to falsify the damages by expending e0 or
e1 , with e0 < e1 , which randomly affects the audit
cost, taking two levels cH and cL with cH > cL . The
cost of monitoring is an increasing function in e: e1
generates more likely a high audit cost cH than e0 .
Insurers are assumed to distinguish the event l = 0
from l > 0 (this assumption implies no insurance
in the case of no-loss). However, since Bond and
Crocker assume that the actual audit cost is verifiable,
the insurance contract (coverage schedule and the
verification region) is contingent to this audit cost.
Following the authors,
Under the constraint that the policyholders do not
engage in manipulation of audit cost whatever their
loss, the optimal contract involves that
–

–

policyholders with a high audit cost are audited
in a verification region (mH < l ≤ l) and receive
after audit a full coverage tH (l) = l; otherwise,
they receive a lump sum tH (lc ) = tH for any claim
lc belonging to the no-verification region ]0, mH ];
policyholders with a low audit cost are never
audited: they receive a full coverage tL (lc ) = lc
for claims such that l˜ ≤ lc ≤ l, and more than
full insurance tL (lc ) > l for claims such that 0 <
l.
lc < 

Notice that, in this optimal no-manipulation
insurance contract, small claims are generously
overcompensated whatever the audit cost, to prevent
manipulation of audit cost, despite the fact
that this overcompensating is costly for insurers.
However, Bond and Crocker show for a second
time that the optimal schedule may allow some
degree of manipulation, namely, in cases where
overcompensating lower losses is very costly.
Assumption 5. Audit costs can be manipulated
by policyholders (endogenous audit costs), but are
imperfectly observed by insurers (moral hazard).
If the insurer is not able to observe the cost
incurred by his auditor, a phenomenon of moral
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hazard occurs. The policyholder is then incited to
exaggerate claims (by falsification of the amount of
loss) for a supplementary motive linked to moral
hazard.
Picard [32] relaxes the strong assumption of an
audit cost perfectly observed by insurers and considers that the magnitude of damages is observed at cost
ca once an audit is carried out. Moreover, insurers
cannot observe whether a damage has occurred.
Since the insurer does not observe the audit
cost, the optimal contract can no longer be made
contingent to the audit cost, in contrast to Bond
and Crocker’s model. Moreover, the auditor is very
important in this context. The policyholder, after suffering a loss l, reports a claim lc ∈ [0, l] and engages
in actions e ≥ 0 that make the information about the
true loss more ambiguous. Then, if the claim belongs
to the verification region, the policyholder is audited:
the auditor observes the true value of the loss l and
reports la = l < lc to the insurer if the policyholder
has manipulated the audit cost, or la = l = lc otherwise. In the first case, the auditor’s cost is ca + be,
with be the cost of eliciting information (b being a
positive parameter that characterizes the manipulation
technology). In the second case, the auditor’s cost is
simply ca .
In this context, the optimal schedule must now
induce the auditor to increase his effort to gather verifiable information about fraudulent claims. For this
reason, auditor’s fees are introduced in the model
with moral hazard for the auditor’s participation constraint to be satisfied. Picard proves that
Under assumption 5, if the auditor is risk-averse,
the optimal contract is a deductible contract for low
amounts of damages and a coinsurance contract for
higher amounts of damages. Moreover, the auditor’s
fees are constant in the no-verification region and a
decreasing linear function of the size of the claim in
the verification region.
Moral hazard makes it impossible for the policyholder to be fully insured in this schedule, given
the auditor’s incentive constraint arising from the
assumption of asymmetric information on the audit
cost. Notice that when the auditor is infinitely riskaverse, the optimal contract involves a ceiling on
coverage and at the other extreme, when the auditor is risk-neutral, the optimal contract is a straight
deductible.
In this section, we have focused on CSV models that assume it is always possible for the insurer

to verify the actual magnitude of damages. However, another strand of the literature on insurance
fraud uses the CSF (Costly State Falsification) environment where the building-up of claims makes the
occurrence and the actual magnitude of damages
too costly to verify (the monitoring costs are prohibitive) (for more details on CSF, see [28] and [33]).
Crocker and Morgan [12] analyze a model in which
policyholders are able to expend resources to falsify their damages so that no verification is possible.
The optimal auditing schedule involves overinsurance
of small amounts of losses and partial insurance of
large losses. More importantly, the optimal schedule
predicts some degree of fraud at equilibrium. Some
empirical works have tested this theoretical prediction, [13, 14, 16].

Stochastic Auditing
When the audit is deterministic, verification occurs
either with probability 0 or 1. In contrast, under
stochastic auditing, claims are verified randomly.
As suggested by Townsend [36], Mookherjee and
Png [30] show that random auditing can dominate
the deterministic process. Deterministic auditing is
restrictive according to Mookherjee and Png: even
though the use of a deterministic verification makes
the insurer’s audit process more credible, a trade-off
exists between auditing only the higher claims and
auditing randomly, a region more widespread with
filed losses. In a CSV setting, Mookherjee and Png
prove that the optimal auditing process is random
if the policyholder can be penalized in the case of
misreporting detected by monitoring, but leaves open
the issues on the coverage schedule and the relation between the audit probability and the size of
claims. In an extension of the Mookherjee and Png’s
model, Fagart and Picard [19] focus on these issues.
They give a characterization of the optimal random
process under the assumption that agents have a constant absolute risk aversion, in order to eliminate the
wealth effects. Under random auditing, no coverage
is offered by the insurer for small claims. Otherwise,
for damages exceeding some threshold, it is optimal
to provide a constant deductible to which a vanishing deductible is added only for the claims that are
not verified. Consequently, the deductible is lower
for a verified claim than for an unverified claim,
and the difference diminishes and tends to zero when
the magnitude of the loss goes to infinity. Moreover,
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Fagart and Picard show that the probability of audit is
increasing in the level of the loss (0 when no loss is
claimed, and then increasing in the size of the damage
with a limit inferior to 1).

On the Implementation of an Audit Policy
Insurance fraud has long been considered by the
industry as a fate. A recent change in viewpoint arises
with the necessity to manage insurance fraud (see
the white paper on insurance fraud [37]). However,
insurance fraud is complex in nature, and detecting
it as well as measuring it is difficult. In particular,
the efficacy of audit to deter fraud depends on the
verifiability of the magnitude of the loss which is
easier, for instance, in the case of property damage
from fire or flood than for settings in which the nature
of the injury cannot be diagnosed with certainty, such
as in the case of pain resulting from back or neck
injuries. Also, insurers encounter great difficulties
in committing to an audit frequency, because the
monitoring activity is a major source of costs for
them. These costs include the cost of claim adjusters,
investigators, and lawyers.
From a theoretical point of view, the main criticism is regarding the CSV paradigm. This environment presumes that the insurer will commit to the
audit policy, and that the contract is such that the
insurer has no incentive to engage in auditing ex post.
Since the optimal contract induces the policyholder
not to make fraudulent claims, from an ex post perspective, the insurer has no incentive to audit and
will prefer to save on audit cost. (This holds as long
as reputation is not important and the relationship
is short-term in nature.) Under the no-commitment
assumption, the optimal contract is modified in the
following way: the optimal contract must be such
that incentives are given to the policyholder not to
report fraudulent claims and incentives are given to
the insurer to audit. Without commitment, the auditing strategy has to be the best response to opportunist
fraud strategy. (Several studies not applied to insurance exist where the commitment of the uninformed
party is not presumed [18, 23, 24, 34], and where
attention is focused on the costly auditing game.
Khalil [26] and Choe [10] address, in addition, the
problem of contract design. The main result is that
audit occurs with a positive probability (mixed strategy equilibrium in the audit-fraud game) and stochastic auditing arises in equilibrium. Stochastic auditing
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is endogenous and is driven by the no-commitment
assumption.)

No-commitment, Insurance Contract, and the
Functioning of Insurance Market
Boyer [8] proposes to reexamine the contract design
under CSV with the assumption that the insurer
cannot commit credibly to an audit strategy. He
considers an economy where policyholders are riskaverse with the additional assumption that they are

prudent (U > 0), while insurers are risk-neutral and
act on a competitive market. The occurrence of an
accident is common knowledge and the distribution
of losses is discrete (T -point distribution) so that
there are T + 1 possible states of nature. Two types
of deadweight costs are assumed in this economy:
the cost of perfect audit that is considered as fixed
and a fixed penalty for policyholders in case of
fraud (in case of fraud, it is assumed that the insurer
still compensates as if the policyholder had told the
truth).
Boyer first characterizes one possible audit-game
equilibrium under several assumptions regarding the
shape of the insurance contract and then derives the
optimal insurance contract. Assuming that (1) the
no-auditing region is at the lower end of the distribution of losses, (2) a fixed amount will be paid
for all claimed losses that are not audited, and (3)
the payment does not decrease as the reported loss
increases, Boyer establishes that at a possible equilibrium, the optimal behavior for the insurer is not to
audit losses at the lower end of the distribution and
to audit with some positive probability at the upper
end of the distribution. For the policyholders, the
optimal behavior is to report the highest nonaudited
loss in the no-auditing region and to tell the truth in
the audit region. The agent who suffers the highest
nonaudited possible loss is indifferent to telling the
truth and reporting any loss above; only one type
of agent will ever commit fraud in the economy.
The optimal insurance contract that consists of a premium and a transfer in case of a loss is such that
higher losses are overcompensated while lower losses
are, on average, undercompensated. The amount by
which higher losses are overcompensated decreases
as the loss increases. And the amount of over- and
undercompensation is such that the expected marginal
utility of the policyholder in the accident state is
equal to the marginal utility in the no-accident state
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(i.e. the contract allows full insurance but it does
not perfectly smooth the policyholder’s income. A
contract that provides full insurance to the policyholder and perfect income smoothing is one in
which the policyholder obtains the same expected
marginal utility in every state). However, with a high
enough proportional premium loading factor, no
overcompensation ever occurs. With this loading factor, that corresponds to the deadweight cost of buying
insurance, the optimal contract features traditional
insurance instruments: the optimal contract may be
represented by a deductible in the no-auditing region
(payment set arbitrarily close to zero), a lump-sum
payment, and a coinsurance provision (a compensation less than the actual loss that increases but at a
slower rate than the loss) at higher levels of losses.
This contradicts the popular view that deductible and
coinsurance provisions are not optimal ways to control insurance fraud [16].
Picard [31] addresses the credibility issue associated with a monitoring activity, using a model with
adverse selection features in which policyholders
may be either opportunist or honest and the insurer
has private information about the type of the policyholder. A loss of a given size may or may not occur;
under this assumption, a fraudulent claim corresponds
to a reported loss that does not exist (which is distinct
from insurance fraud buildup). Insurers audit claims
with a probability and the cost of audit is considered
as fixed (independent of the probability of auditing).
When a fraudulent claim is found, the policyholder
receives no coverage and has to pay a fine that may
depend on the characteristics of the insurance contract. Insurance policies are traded in a competitive
market with free entry.
Picard provides a characterization of the auditgame equilibrium (under both assumptions of
commitment and no-commitment) and of the
insurance market equilibrium. Under the nocommitment assumption, stochastic auditing arises
and opportunist policyholders commit fraud with a
positive probability: at equilibrium, there must be
some degree of fraud for an audit policy to be
credible. (Picard [31] shows that there is also fraud
at equilibrium under the commitment assumption
when the proportion of opportunists is low enough.)
The analysis of the market equilibrium follows the
approach of Wilson [40] where a market equilibrium
is defined as a set of profitable contracts such that
no insurer can offer another contract, which remains

profitable after other insurers have withdrawn all
nonprofitable contracts in reaction to the offer.
Considering that both types of policyholders are
uniformly distributed among the best contracts, it is
shown that the inability of the insurer to commit
to an audit policy entails a market inefficiency that
corresponds to a market breakdown. As fraud exists
at equilibrium, insurance costs are increased and
these costs could be so high (in particular, when
the proportion of opportunists is high enough) that
agents prefer not to take out an insurance policy at
equilibrium.

Solutions to the No-Commitment Problem
As emphasized above, insurers’ inability to commit
credibly to an audit activity causes inevitable market
inefficiencies. One possibility for insurers to increase
their commitment to audit is to delegate auditing
responsibilities to an independent agent in charge of
investigating claims (for an economic analysis of the
delegation of audit services to an external agent in
settings other than insurance, see [20, 29]). As this
external agent may be faced with the same commitment problem, signing an incentive contract could
induce the auditor to tough monitoring. Audit services can also be delegated to a common agency, such
as the State Insurance Fraud Bureaus in the United
States (see Coalition Against Insurance Fraud [11],
for a description of the recent activity of these agencies) that is used by all the industry. Boyer [7] analyzes the impact of such an agency, in charge of all
fraud investigations, on the level of fraud. Considering an economy with two types of insurers, those
with a high cost of audit and those with a low cost
of audit, he shows that the creation of an insurance
fraud bureau with the cost of audit corresponding to
the average cost of the economy may increase fraud,
provided that the probability of fraud is not convex in the cost of audit. This higher level of fraud
corresponds to the premium that has to be paid by
policyholders for removing the uncertainty regarding
the audit cost of insurers. Also, centralizing insurance fraud investigation may be Pareto improving:
for sufficiently low cost of audit of the agency, the
expected utility of policyholders is increased when
the agency takes care of the fraud detection compared to a situation in which insurers are in charge
of fraud investigations.

Audit
The external party involved may have other functions. It could, for instance, participate in the financing of the monitoring policy of the insurers’ industry
without being in charge of the audit decision-making.
Picard [31] investigates the impact of transferring
audit costs to a budget balanced common agency.
The role of the common agency, financed by lump
sum participation fees, is thus to subsidize audit
costs. He shows that this mechanism mitigates the
commitment problem and the market inefficiency
(insurance market breakdown) may even be overcome if there is no asymmetric information between
the agency and the insurers about audit costs. To
some extent, audit subsidization can lead to greater
efficiency of insurance markets. (In the same spirit
but focusing on the issue of quality of audit activities, Boccard and Legros [2] show that a centralized
audit agency, created in a cooperative fashion by
the insurance industry, can be welfare improving
when the insurance market exhibits an intermediate
degree of competition). Another function of the external party may be to transfer information on claims.
Schiller [35] analyzes the impact of fraud detection
systems supplied by an external third party on the
auditing activity and the equilibrium insurance contract. The type of fraud considered corresponds to the
report of a loss that never occurred. A fraud detection system provides indirect information on the true
state of the world. This is an exogenous statistical
information on fraud that the policyholder is unable
to influence and which helps insurers formulate fraud
beliefs. This information allows insurers to concentrate their audit activity on suspicious claims (rather
than consider all claims). Schiller shows that the
informative fraud detection system is welfare improving because the fraud probability as well as the insurance premium are reduced, compared to the situation
without fraud systems. And the equilibrium insurance
contract entails overcompensation (i.e. an indemnity
greater than the loss) as higher the coverage, lower
the fraud probability, but this overcompensation is
reduced compared to the situation without information systems. Finally, insurers may have recourse to
an external party specialized in claims auditing pattern. Dionne, Giuliano, and Picard [17] derive the
optimal investigation strategy of an insurer in a context similar to Schiller: The type of fraud considered
corresponds to the report of a loss that never occurred
and when a policyholder files a claim, the insurer
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privately perceives a claim-related signal that cannot be controlled by the defrauder. The investigation
strategy of an insurer then consists in the decision
(probability) to channel suspicious claims toward a
Special Investigation Unit (SIU) that performs perfect audits. The decision of insurers is based on an
optimal threshold suspicion index, above which all
claims are transmitted to the SIU.
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Dionne, G. & Gagné, R. (1997). The Non-Optimality
of Deductible Contracts Against Fraudulent Claims: An
Empirical Evidence in Automobile Insurance, Working
Paper 97-05, Risk Management Chair, HEC-Montréal.
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Background Risk

exponential, and logarithmic utility functions exhibit
proper risk aversion. They also showed that proper
risk aversion is equivalent to

The recently developed economic theory of background risk examines how risk-averse agents should
manage multiple sources of risk. This is an old problem that was first raised by Samuelson [11]:
I offered some lunch colleagues to bet each $200
to $100 that the side of a coin they specified would
not appear at the first toss. One distinguished scholar
(. . .) gave the following answer: ‘I won’t bet because
I would feel the $100 loss more than the $200 gain.
But I’ll take you on if you promise to let me make
100 such bets’.

This story suggests that independent risks are complementary. However, Samuelson went ahead and asked
why it would be optimal to accept 100 separately
undesirable bets. The scholar answered:
One toss is not enough to make it reasonably sure
that the law of averages will turn out in my favor. But
in a 100 tosses of a coin, the law of large numbers
will make it a darn good bet.

However, it would be a fallacious interpretation of
the law of large numbers that one can reduce a risk
associated to the first lottery by accepting a second
independent lottery. If 
x1 , 
x2 , . . . , 
xn are independent
and identically distributed, 
x1 + 
x2 + · · · + 
xn has a
variance n times as large as the variance of each
of these risks. What
law of large
 is stated bythe
numbers is that n1 ni=1 
xi – not ni=1 
xi – tends to
E
x1 almost as surely as n tends to infinity. It is by
subdividing – not adding – risks that they are washed
away by diversification. An insurance company does
not reduce its aggregate risk by accepting more
independent risks in its portfolio. What remains from
this discussion is that independent risks should rather
be a substitute. The presence of one risk should
have an adverse effect on the demand for any other
independent risk.
Pratt and Zeckhauser [9] defined the concept of
proper risk aversion. Risk aversion is proper if
any pair of lotteries that are undesirable when considered in isolation is undesirable when considered
jointly:
Eu(w0 + 
x ) ≤ u(w0 ) and Eu(w0 + 
y ) ≤ u(w0 )
⇒ Eu(w0 + 
x +
y ) ≤ u(w0 ).

(1)

They obtained the necessary and sufficient condition on u under which this property holds. Power,

Eu(w0 + 
x ) ≤ u(w0 ) and Eu(w0 + 
y ) ≤ u(w0 )
x +
y ) ≤ Eu(w0 + 
y ).
⇒ Eu(w0 + 

(2)

In this formulation, 
y is interpreted as an undesirable background risk. The effect of adding this
background risk 
y to wealth w0 on the attitude
towards risk 
x is equivalent to a transformation of
the utility function u to the indirect utility function v
defined as
v(z) = Eu(z + 
y)
(3)
for all z. Kihlstrom, Romer and Williams [2], and
Nachman [6] examined the properties of this indirect
utility function. For example, v inherits decreasing
absolute risk aversion from u, but not increasing
absolute risk aversion. Also, it is not true in general
y ) is more concave than v2 (.) =
that v1 (.) = Eu1 (. + 
y ) whenever u1 is more concave than u2 in
Eu2 (. + 
the sense of Arrow–Pratt. In other words, it is not
true that a more risk-averse agent always purchases
more insurance when background wealth is uncertain.
To solve this paradox, Ross [10] defined a concept
of comparative risk aversion that is more restrictive
than the one of Arrow–Pratt. An agent with utility
u1 is said to be Ross-more risk-averse than an agent
with utility u2 if there is a positive scalar λ and a
decreasing and concave function φ such that u1 =
λu2 + φ. This condition implies that v1 is more
concave than v2 in the sense of Arrow–Pratt. Pratt
[8] derived the necessary and sufficient condition for
this problem. Notice also that it is easy to infer from
[7] that vi inherits decreasing absolute risk aversion
from ui .
Proper risk aversion refers to background risks
that are undesirable. Gollier and Pratt [1] examined
alternatively the case of zero-mean risks, a subset of undesirable risks. A zero-mean background
risk raises the aversion to any other independent
risk if
E
y = 0 ⇒

y)
−u (z)
−Eu (z + 
≥
Eu (z + 
y)
u (z)

(4)

for all z. A utility function satisfying this condition
is said to be ‘risk vulnerable’, a concept weaker than
proper risk aversion. A sufficient condition for risk
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vulnerability is that the index of absolute risk aversion defined by A(z) = −u (z)/u (z) be uniformly
decreasing and convex. Another sufficient condition
is that risk aversion be ‘standard’, a concept defined
by Kimball [3]. Risk aversion is standard if both
absolute risk aversion and absolute prudence are
decreasing in wealth. Kimball [5] defined the index of
absolute prudence by P (z) = −u (z)/u (z), which
measures the degree of convexity of marginal utility.
The concept of prudence is useful among others to
measure the impact of a future earning risk on the
optimal level of savings of the consumer.
The existence of an uninsurable background risk
is often invoked to explain why consumers purchase
low deductible insurance policies to cover insurable
risk and why only a minority of the population
owns stocks in spite of the large equity premium on
financial markets [4].
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Borch, Karl Henrik
(1919–1986)
Developments in insurance economics over the past
few decades provide a vivid illustration of the interplay between abstract theorizing and applied research.
In any account of these developments, the specific
early contributions of Karl Henrik Borch, from the
late fifties on, are bound to stand out.
Karl Borch’s life was eventful – sometimes
adventurous. Reality, however, was neither easy, nor
straightforward. Karl Borch was born in Sarpsborg,
Norway, March 13, 1919. He graduated from high
school in 1938, and started working in the insurance
industry at the same time as he commenced his
undergraduate studies at the University of Oslo. As
with many of his generation, his education was
interrupted by the Second World War. In 1941, he
fled to London, where at first he worked in the
office of foreign affairs attached to the Norwegian
exile government. Later he spent three years with
the Free Norwegian Forces in Great Britain. In
1947, he returned to Norway after the war and
graduated with a master of science in actuarial
mathematics.
After his graduation, Borch was hired by the
insurance industry, but his tenure was again shortlived. In August 1947, a new period in his life started
with an appointment as the Science Liaison Officer at
UNESCO, serving in the Middle East, a position he
held till 1950. New appointments at the UN followed,
first as the Technical Assistance Representative in
Iran during 1950–1951 and then back to UNESCO,
now in the southern part of Asia, in 1952. During
the years 1953–1954, he represented UNICEF in
Africa, south of Sahara. From 1955, till the summer
of 1959, he was with the OECD in Paris as the
director of the organization’s division of productivity
studies.
This sketch of Karl Borch’s professional life so far
gives few indications of a future scientific career. An
exception may be the spring semester of 1953, which
he spent as a research associate at the Cowles Commission for Research in Economics at the University
of Chicago, then the leading center in the world for
the application of mathematical and statistical methods in economic research. Here he met some of the
world’s leading economists. As a result of this short

stay, he published an article [6] in Econometrica –
the avant-garde journal for quantitative economic
research – about the effects on demand for consumer
goods as a result of changes in the distribution of
income.
In 1959, he took the important step into the academic world. The opportunity came at the Norwegian
School of Economics and Business Administration
(NHH), located in Bergen, through a donation of a
chair in insurance. Borch was given the scholarship
associated with the chair, and he used this three-year
period to take his doctorate at the University of Oslo
in 1962. In 1963, he was finally appointed the professor of insurance at the NHH, a position he held
until his untimely death on December 2, 1986, just
before his retirement.
The step in 1959 must have been perceived as a
rather risky one, both for him and for NHH. Borch
was then 40 years of age, his academic credentials
were limited, and although being an actuary with
some – although rather limited – experience, he had
not written anything in the field. But Borch fearlessly accepted the new challenge. In [36] he writes:
‘When in 1959 I got a research post which gave me
almost complete freedom, as long as my work was
relevant to insurance, I naturally set out to develop
an economic theory of insurance’. Sounds simple
and uncomplicated. That he, within a year, should
have made a decisive step in that direction is amazing. What he did during these first years of his
‘real’ research career was to write the first of a long
series of seminal papers, which were to put him on
the map as one of the world’s leading scholars in
his field.
The nature of the step is also noteworthy. Borch
knew the recent theoretical papers of Allais [1, 2],
and especially Arrow [3], and the subsequent reformulation of general equilibrium theory by Arrow
and Debreu [4]. He was also aware of the von Neumann and Morgenstern [31] expected utility representation of preferences (see Utility Theory). He
understood perfectly their significance as well as
their limitations, at a time when very few economists
had taken notice. As he explained more explicitly
in 1962, he attributed that lack of recognition to the
fact that these ‘relatively simple models appear too
remote from any really interesting practical economic
situation. . . However, the model they consider gives
a fairly accurate description of a reinsurance market’ [10].
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One important contribution, in the papers [7] and
[8] was to derive testable implications from the
abstract model of general equilibrium with markets
for contingent claims. In this way, he brought
economic theory to bear on insurance problems,
thereby opening up that field considerably; and he
brought the experience of reinsurance contracts
to bear on the interpretation of economic theory,
thereby enlivening considerably the interest for
that theory. In fact, Borch’s model is complete
by construction, assuming that any reinsurance
contract can be signed. Thus, he did not need the
rather theoretical, and artificial, market consisting of
so-called Arrow–Debreu securities [4]. This made
his model very neat and opened up for many
important insights.
Borch was also influenced by the subjective expected utility representation proposed by Leonard Savage [34], and was early on aware of Bruno de
Finetti’s fundamental theories [24]. Here the preference relation is defined directly on a set of objects,
called acts, which is typically more suitable for most
purposes, certainly for those of Borch, than having this relation defined over a set of lotteries, as
in the von Neumann-Morgenstern representation. He
wrote a really entertaining paper in the Bayesian tradition [16] (see Bayesian Statistics).
Borch did not write only about insurance, but
it is fair to say that after he started his academic
career, practically his entire production was centered on the topic of uncertainty in economics in
one form or the other. Many of his thoughts around
the economics of uncertainty were formulated in
his successful book [12] (also available in Spanish,
German and Japanese). The background for this particular work is rather special: Borch was visiting
The University of California, Los Angeles, where
he was about to give a series of lectures in insurance economics. The topic did not seem to attract
much attention at the time, and only a few students signed up for the course. Then Borch changed
marketing strategy, and renamed the course ‘The
Economics of Uncertainty’. Now a suitably large
group of students turned out, the course was given,
the contents changed slightly, and the well-known
book resulted. This illustrates the close connection
between economics of uncertainty and insurance economics, at least as seen from Karl Borch’s point
of view.

In his subsequent publications, Karl Borch often
related advanced theoretical results to casual observations, sometimes in a genuinely entertaining manner,
which transmits to younger generations a glimpse of
his wit and personal charm.
Several papers by Karl Borch follow a simple lucid pattern: after a brief problem-oriented
introduction, the first-order conditions for efficient
risk-sharing are recalled, then applied to the problem
at hand; the paper ends with a discussion of applicability and confrontation with stylized facts. And the
author prefers a succession of light touches, in numbered subsections, to formal theorems and lengthy
discussions.
Borch helped establish, and traveled repeatedly,
the bridge that links the theory of reinsurance markets
and the ‘Capital Asset Pricing Model’ (CAPM) (see
Market Equilibrium), developed by his former student Jan Mossin, among others [28]. Although Borch
was keenly conscious of the restrictive nature of the
assumptions underlying the CAPM, he often used that
model as an illustration, stressing, ‘the applications of
CAPM have led to deeper insight into the functioning
of financial markets’ (e.g. [18, 19, 22]).
There is a story about Borch’s stand on
‘mean–variance’ analysis. This story is known to
economists, but probably unknown to actuaries:
He published a paper [14] in Review of Economic
Studies, and Martin Feldstein, a friend of Borch,
published another paper in the same issue on
the limitations of the mean–variance analysis for
portfolio choice [23] (see Portfolio Theory). In
the same issue, a comment [35] from James Tobin
appeared. Today Borch’s and Feldstein’s criticism
seems well in place, but at the time this was shocking
news. In particular, professor James Tobin at Yale,
later a Nobel laureate in economics, entertained at
the time great plans for incorporating mean–variance
analysis in macroeconomic modeling. There was even
financing in place for an institute on a national
level. However, after Borch’s and Feldstein’s papers
were published, Tobin’s project seemed to have
been abandoned. After this episode, involving two
of the leading American economists, Borch was
well noticed by the economist community, and
earned a reputation, perhaps an unjust one, as a
feared opponent.
It may be of some interest to relate Borch’s view
of the economics of uncertainty to the theory of ‘contingent claims’ in financial economics, the interest
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of which has almost exploded, following the paper
by Black and Scholes [5] (see Asset–Liability Modeling). In order to really understand the economic
significance of these developments, it is well worth
to study the theory in Borch’s language (e.g. [12,
13]), where many of the concepts are more transparent than in the ‘modern’ counterpart. For example, Karl Borch made important, early contributions
towards the understanding of the notion of complete
markets as earlier indicated (e.g. [10, 18–20]). And
the famous linear pricing rule preventing arbitrage is
the neoclassical one just as in Borch’s world, where
the main problem is to characterize the ‘state price
deflator’ from underlying economic primitives ([10,
18, 21, 22], among others).
A lot can be said about Karl Borch’s importance
for NHH. His appointment as professor coincided
with the big expansion period in the 1960s, which
transformed the School from a small to a relatively
large institution of its type. For the generation of
researchers who got attached to NHH as research
assistants in this period, Borch had an enormous influence – as teacher, advisor, and as a role model. He
gave the first lectures at graduate level, and was
the personal advisor for a long series of master’s
(licentiate) and doctoral candidates. As an advisor,
he stimulated his students to study abroad, and using
his broad network of international contacts, he helped
them to get to the best places. He also encouraged them to raise their ambitions and write with
a view towards international publishing. The international recognition NHH enjoys today is based on
the fundamental efforts by Borch during this period.
We still enjoy the fruits of his efforts. Naturally
enough, Borch influenced the research orientation of
a group of younger scholars. Over a period, NHH
was in fact known as the place where ‘everybody’
was concerned with uncertainty. Both for his own
research and for his inspiration and encouragement to
the research environment, he was the obvious choice
to receive the NHH Price for Excellent Research,
awarded for the first time at the School’s fiftieth
anniversary in 1986.
Karl Borch was member of a number of professional organizations. He took part in their activities with enthusiasm and presented his ideas in
innumerable lectures, discussions, and written contributions. After Karl Borch had participated for
the first time at the third meeting of the Geneva
Association, held in Geneva in June of 1973, he
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became a driving force behind the maturation, extension, and the credibility of this group. In 1990,
this association honored his memory by publishing [27]. The consistent quality of his contributions
led to an invitation to present the fourth ‘Annual
Lecture’ in 1980 entitled: ‘The Three Markets for
Private Insurance’, a series of lectures organized
by the Geneva Association. This series, by the
way, was inaugurated by Kenneth Arrow, and benefited from the contribution of various world-known
economists such as Martin Feldstein, Joseph Stiglitz,
Edmond Malinvaud, Robert Merton, Jacques Drèze,
and others. Karl Borch was also invited to the
Royal Statistical Society in London, where he presented [11]. Here, among many other things, he
relates his findings to de Finetti’s [25] ‘collective
theory of risk’.
During his period as a professor, from 1962 till
his death in December 1986, he had more than 150
publications in scientific journals, proceedings and
transactions from scientific conferences, among them
three books ([12, 15, 22]). In addition to what has
already been said, it should be mentioned that his
pioneering work on Pareto optimal risk exchanges in
reinsurance (e.g. [7–10]) opened a new area of actuarial science, which has been in continuous growth
since. This research field offers a deeper understanding of the preferences and behavior of the parties in
an insurance market. The theory raises and answers
questions that could not even be put into shape by
traditional actuarial handicraft: how can risk be optimally shared between economic agents, how should
the insurance industry best be organized in order to
further social security and public welfare? Finally,
it should be mentioned that Borch gave many contributions to the application of game theory (see
Cooperative Game Theory; Noncooperative Game
Theory) in insurance (see e.g. [8, 9, 15]). Game theory attracted Borch’s clear intellect. In particular,
he characterized the Nash [29] bargaining solution
in a reinsurance syndicate [9], and also analyzed
the moral hazard problem in insurance [17] by a
Nash [30] equilibrium in mixed strategies, among
many other applications.
Some of his articles have been collected in [15]
(with a foreword by Kenneth J. Arrow). His output
averages more than six published papers a year as
long as he held the chair in Bergen. At the time
of his death, he was working on a manuscript to a
fundamental textbook in the economics of insurance.
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This manuscript, supplemented by some of Borch’s
papers, was later published [22] with the help of
professor Agnar Sandmo and Knut Aase. This book
was translated into Chinese in 1999.
Karl Borch will be remembered by colleagues and
students at the NHH and in many other places as
a guide and source of inspiration, and by a large
number of people all over the world as a gentle and
considerate friend who had concern for their work
and everyday life.
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(See also Cooperative Game Theory; Equilibrium
Theory; Noncooperative Game Theory; Pareto
Optimality; Reinsurance; Utility Theory)
KNUT K. AASE

Borch’s Theorem
Karl Borch [6] introduced the concept of utility theory to actuaries in 1961. He then developed his
celebrated risk exchange model [3–5, 7, 9]. Detailed
presentations of the model can be found in [8, 11, 15,
23]. The model characterizes the set of Pareto optimal treaties of an insurance market where each participant evaluates their situation by means of a utility
function and trades risks with other members of the
pool. Borch applied his model exclusively to a risk
exchange among insurance companies. Later, actuaries applied Borch’s model to many situations. Any
insurance policy is a form of risk exchange between
a policyholder and his carrier [1, 10, 25]. A chain
of reinsurance [17, 24], a reinsurance network [13],
and experience-rating in group insurance [30], are all
specific risk exchanges.

The Risk Exchange Model
Let N = {1, 2, . . . , n} be a set of n agents (policyholders, insurers, or reinsurers) who wish to improve
their safety level through a risk exchange agreement.
Agent j , with initial wealth wj , is exposed to a nonnegative claim amount Xj with distribution function
Fj (·). j measures its safety level with a utility function uj (·), with uj (·) > 0 and uj (·) ≤ 0. All utility
functions and loss distributions are truthfully reported
by each agent. The expected utility of j ’s initial situation [wj , Fj (xj )] is
 ∞
Uj (xj ) =
uj (wj − xj ) dFj (xj )
(1)
0

All agents will attempt to improve their situation by
concluding a risk exchange treaty
y = [y1 (x1 , . . . , xn ), . . . , yn (x1 , . . . , xn )]

(2)

where yj (x1 , . . . , xn ) = yj (x ) is the sum j has to
pay if the claims for the different agents respectively
amount to x1 , . . . , xn . As all claims must be paid,
before and after the risk exchange, the treaty has to
satisfy the admissibility condition
Condition 1 Closed Exchange
n

j =1

yj (x ) =

n

j =1

xj = z

(3)

z denotes the total amount of all claims. After the
exchange, j ’s expected utility becomes


Uj (y) = . . . uj [wj − yj (x )] dFN (x ), (4)
ϑ

where θ is the positive orthant of E n and FN (·) is
the n-dimensional distribution function of the claims
x = (x1 , . . . , xn ).
A treaty y dominates y or is preferred to y if
Uj (y) ≥ Uj (y  ) for all j , with at least one strict
inequality. The set of the undominated treaties is
called the Pareto optimal set.
Condition 2 Pareto optimality A treaty y is Pareto
optimal if there is no y such that Uj (y) ≥ Uj (y  ) for
all j , with at least one strict inequality.
Borch’s theorem characterizes the set of Pareto
optimal treaties.
Theorem 1 (Borch’s Theorem) A treaty is Pareto
optimal if and only if there exists n nonnegative constants k1 , . . . , kn such that
kj uj [wj − yj (x )] = k1 u1 [w1 − y1 (x )] j = 1, . . . , n
(5)
If the constants kj can be chosen in such a way that
the domains of the functions kj uj (·) have a nonvoid
intersection, then there exists at least one Pareto
optimal treaty. To each set of constraints k1 , . . . , kn
corresponds one and only one Pareto optimal treaty.
With the exception of degenerate risk distributions,
there is an infinity of constants k1 , . . . , kn that satisfy
(3) and (5), and consequently an infinity of Pareto
optimal treaties. A negotiation between the parties
needs to take place to determine the final treaty.
Theorem 2 If the yj (x) are differentiable, a Pareto
optimal treaty only depends on individual risks
through their sum z.
A Pareto optimal treaty results in the formation of
a pool with all claims, and a formula to distribute
total claims z among all agents, independently of the
origin of each claim xj .
Assuming a constant risk aversion coefficient
rj (x) = −uj (x)/uj (x) = cj for each agent j leads
to exponential utilities, uj (x) = (1/cj )(1 − e−cj x ).
Exponential utilities are often used in actuarial
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applications; for instance, zero-utility premiums
calculated with exponential utilities enjoy important
properties such as additivity and iterativity (see
Premium Principles). The solution of (5), with the
constraint (3), is then
yj (x ) = qj z + yj (0)

(6)

with
qj =

1/cj
n

1/ci
i=1

and
yj (0) = wj − qj

n 

i=1

wi +

1
ki
log
ci
kj



This treaty is common in reinsurance practice: it is
a quota-share treaty with monetary side-payments
yj (0). Each agent pays a fraction qj of every single
claim, inversely proportional to their risk aversion
cj : the least risk-averse agents pay a larger share
of each claim. To compensate, agents who pay a
large share of claims receive a positive side-payment
from the pool. The side-payments are zeroyj (0) 
sum: nj=1 yj (0) = 0. The quotas qj depend on the
agents’ risk aversions only; they are independent of
the constants kj and nonnegotiable. The negotiation
among agents involves the side-payments only, a
characteristic feature of exponential utilities.
Quadratic and logarithmic utility functions, and
only these utility functions, also lead to quota-share
agreements with side-payments. In these cases, both
the quotas and the monetary compensations are subject to negotiation.
The risk exchange model was generalized to
incorporate constraints of the form Aj (x ) ≤ yj (x ) ≤
Bj (x ) by Gerber [14, 16].

corresponding to the ways to share the profits of
cooperation. The participants of the pool need to
negotiate a mutually acceptable set of kj . The interests of the agents are partially complementary (as
a group, they prefer a Pareto optimal treaty) and
partially conflicting (each agent negotiates to obtain
the best possible kj ). This is characteristic of situations modeled by the game theory. Indeed, the risk
exchange model is an n-person cooperative game
without transferable utilities [20].
The set of Pareto optimal treaties can be reduced
by applying game theory ideas. A natural condition
is individual rationality: no agent will accept a treaty
that reduces their utility.
Condition 3 Individual Rationality
Uj (y) ≥ Uj (xj )

j = 1, . . . , n

(7)

Figure 1 illustrates the risk exchange model in the
case of two agents or players. Condition 3 limits
the set of admissible treaties to the triangular area
formed by the two rationality conditions and the
Pareto optimal curve. It is in the interest of both
players to achieve Pareto optimality; any treaty that
lies in the interior of the triangle is dominated by
at least one Pareto optimal treaty. Agent 1 prefers a

U2
U1 = U1(x1)
Individual rationality C1

Pareto-optimal
curve

Applications of Game Theory
Borch’s theorem models a form of cooperation.
Cooperation brings benefits to the participants of the
pool, in the form of increased utilities. The Pareto
optimality condition does not specify how agents
are going to split the benefits of their mutual agreement: there is an infinity of Pareto optimal solutions.
An infinity of k1 , . . . , kn satisfy conditions 1 and 2,

U2 = U2(x2)
Individual rationality C2
U1

Figure 1
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treaty situated as far right as possible, agent 2 wants a
treaty as far left as possible. Once the Pareto optimal
curve is attained, the interests of the two agents
become conflicting, and a bargaining situation results.
Bargaining models that select axiomatically a unique
risk exchange have been introduced by Nash [26]
and Kalai & Smorodinsky [18] and reviewed by
Roth [27].
In the case of exponential utilities and independent
risks, the individual rationality conditions result in
upper bounds for the side-payments [19]
j

yj (0) ≤ Pj − PjN

j = 1, 2, . . . , n

(8)

be viewed as a special case of condition 4, defining
φ
Pj = 0.
In the case of exponential utilities, the core of
the game has been characterized by Baton and
Lemaire [2].
Theorem 3 If all agents use exponential utility functions, a treaty y belongs to the core of the risk
exchange pool
 if and only if yj (x1 , . . . , xn ) = qj z +
yj (0), with nj=1 yj (0) = 0 and


yj (0) ≤
(PjS − PjN ) ∀S ⊂ N , S  = φ,
j ∈S

j ∈S

(9)

j

Pj denotes the exponential premium (the zero-utility
premium calculated with exponential utilities) of j ’s
own risk. It is the certainty equivalent of j ’s loss
before the exchange. PjN denotes the exponential
premium of the risks j assumes after the exchange:
it is the certainty equivalent of j ’s share of the
j
pooled risks. The difference Pj − PjN is the monetary
equivalent of the gain achieved by j in the pool.
Agent j will only accept to be a part of the pool if
their fee yj (0) does not exceed its profit. For players
with a low risk aversion (usually large insurers or
j
reinsurers), Pj − PjN may be negative. These agents
only have an interest in participating in the pool if
they receive a high monetary compensation −yj (0),
j
so that the evaluation of their profit yj (0) − Pj − PjN
is positive.
With more than two agents in the pool, collective
rationality conditions can be introduced, stating that
no coalition of players has an incentive to quit the
pool. Let N denote the set of all players, S ⊂ N ,
any subgroup. v(S) denotes the set of Pareto optimal treaties for S, the agreements that S, playing
independently of N \S, can achieve. Treaty y dominates y with respect to S if (a) Uj (y) ≥ Uj (y  )
for all j ∈ S, with at least one strict inequality,
and (b) S has the power to enforce y: y ∈ v(S). y
dominates y if there is a coalition S such that y
dominates y with respect to S. The core of the game
is the set of all the nondominated treaties; instead
of condition 3, the much stronger condition 4 is
introduced.
Condition 4 Collective Rationality No subgroup
of agents has any interest in leaving the pool.
Conditions 2 and 3 are special cases of condition
4, applied to the grand coalition, and to all oneplayer coalitions, respectively. Condition 1 can also
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where PjS is the exponential premium that
 j would
charge to insure a share qj ,S = (1/cj )/ k∈S (1/ck )
of the claims of all agents j ∈ S.
The interpretation of constraints (9) is very
similar to (8). For example, applied to the
two-player coalition {1, 2}, Condition 4 becomes
an upper bound on the sum of two side{1,2}
payments of 1 and 2: y1 (0) + y2 (0) ≤ [P1
−
{1,2}
N
N
− P2 ]. If y1 (0) + y2 (0) is too high,
P1 ] + [P2
1 and 2 have an incentive to secede from
the n-agent pool and form their own two-agent
company. Expression (9) provides upper bounds for
monetary
compensations
but also lower bounds: since


y
(0)
=
−
j ∈S j
j ∈N\S yj (0),


N\S
−
(Pj − PjN ) ≤
yj (0)
j ∈N\S

j ∈S

≤



(PjS − PjN ) :

(10)

j ∈S

the combined side-payments from the agents forming
coalition S can neither be too high (otherwise S
might secede) nor too low (otherwise S\N might
secede).
There exist large classes of games for which
the core is empty. Fortunately, the risk exchange
with exponential utilities always has a nonempty
core [2].
In most cases, the core contains an infinity of
treaties. Concepts of value from game theory, such
as the Shapley value (see Cooperative Game Theory) [28, 29] or an extension of Nash’s bargaining model to n players [21, 22], have been used
to single out one treaty. A unique risk exchange,
based on Pareto optimality and actuarial fairness,
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was also defined by Bühlmann and Jewell [12]. It
does not, unfortunately, satisfy the individual rationality condition.

Risk Exchange between a Policyholder
and an Insurer
Moffet [25] considered a policyholder 1 and an insurance carrier 2. A policy pays an amount I (x) such
that 0 ≤ I (x) ≤ x if a loss x occurs, after payment of a premium P . Setting k2 = 1, Borch’s theorem becomes
u2 [w2 + P − I (x)] = k1 u1 [w1 − P − x + I (x)]
(11)
Introducing the condition I (0) = 0 allows the
determination of k1 = u2 (w2 + P )/u1 (w1 − P ). Replacing and differentiating with respect to x leads to
∂I (x)
u (w2 + P )u1 [w1 − P − x + I (x)]

=  2
∂x
u1 (w1 − P )u2 [w2 + P − I (x)]
+u2 (w2 + P )u1 [w1 − P − x + I (x)]
(12)
If both agents are risk averse, u1 (·) < 0 and u2 (·) <
0, and 0 < ∂I (x)/∂x < 1. Since I (0) = 0, the mean
value theorem implies that 0 < I (x) < x: a Pareto
optimal treaty necessarily involves some claim coinsurance. A policy with a deductible d
Id (x) = 0 x ≤ d and Id (x) = x − d

x>d

(13)

x>d

(14)

cannot be Pareto optimal since
∂I (x)
=0
∂x

x ≤ d and

∂I (x)
=1
∂x

In the case of exponential utilities, the Pareto optimal
contract is I (x) = c1 x/(c1 + c2 ): the indemnity is in
proportion to the risk aversions of the parties. Since,
in practice, the policyholder is likely to have a much
higher risk aversion c1 than the insurer, I (x) ≈ x,
and full coverage is approximately Pareto optimal.
Bardola [1] extended Moffet’s results to other utility functions and constrained payments. He obtained
unique policies, applying Nash’s bargaining model
or Bühlmann and Jewell’s fairness condition, assuming exponential losses. When there is a lower bound
on payments by the policyholder, the Pareto optimal

treaty has the familiar form of proportional coinsurance above a deductible, when both agents use
exponential utilities.
Briegleb and Lemaire [10] assumed a risk-neutral
insurer and an exponential utility for the policyholder. Full coverage is Pareto optimal, but the
premium needs to be negotiated. The Nash and
Kalai/Smorodinsky bargaining models were applied
to single out a premium. This procedure defines
two new premium calculation principles that satisfy many properties: premiums (i) contain a security loading; (ii) never exceed the maximum claims
amount (no rip-off condition); (iii) depend on all
moments of the loss distribution; (iv) are independent of company reserves; (v) are independent of
other policies in the portfolio; (vi) do not depend on
the initial wealth of the policyholder; (vii) increase
with the policyholder’s risk aversion; and (viii) are
translation-invariant: adding a constant to all loss
amounts, increases the premium by the same constant.
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JEAN LEMAIRE

Capital Allocation for
P&C Insurers: A Survey
of Methods
Capital allocation is never an end in itself, but rather
an intermediate step in a decision-making process.
Trying to determine which business units are most
profitable relative to the risk they bear is a typical
example. Pricing for risk is another.
Return-on-capital thinking would look to allocate
capital to each business unit, then divide the profit by
the capital for each. Of course if profit were negative,
you would not need to divide by anything to know it
is not sufficient. But this approach would hope to be
able to distinguish the profitable-but-not-enough-so
units from the real value adders.
The same issue can be approached without allocating capital, using a theory of market risk pricing. The
actual pricing achieved by each business unit can be
compared to the risk price needed. This would depend
on having a good theory of risk pricing, where the
previous approach would depend on having a good
theory of capital allocation. Since both address the
same decisions, both will be included in this survey.
For those who like to see returns on capital, the pricing method can be put into allocation terminology by
allocating capital to equalize the ratio of target return
to capital across business units.
Rating business units by adequacy of return is
not necessarily the final purpose of the exercise.
The rating could be used in further decisions, such
as compensation and strategies for future growth.
For strategic decisions, another question is important – not how much capital a business unit uses, but
how much more it would need to support the target
growth. In general, it will be profitable to grow the
business if the additional return exceeds the cost of
the additional capital. In some cases a company might
not need too much more than it already has for the target growth, in which case not much additional profit
would be needed to make the growth worthwhile.
This is the marginal pricing approach, and it is a
basic tenet of financial analysis. It differs from capital
allocation in that, for marginal-cost pricing, not all
capital needs to be allocated to reach a decision.
Only the cost of the capital needed to support the
strategy has to be determined, to see if it is less than
the profit to be generated. Methods of quantifying

the cost of marginal capital will be reviewed here
as well, as again this aims at answering the same
strategic questions.
Finally, another way to determine which business
units are adding most to the profitability of the firm
is to compare the insurer to a leveraged investment
fund. The overall return of the insurer can be evaluated on the basis of the borrowing rate that would
match its risk and the return on such a fund. If the
fund would have to borrow at a particularly low rate
of interest to match its risk, then the insurance business is clearly adding value. The business units can
then be compared on the basis of their impacts on the
borrowing rate.
Thus, while the general topic here is capital allocation, this survey looks at methods of answering the
questions that capital allocation addresses. The following four basic approaches will be reviewed:
1. Selecting a risk measure and an allocation
method, and using them to allocate all capital.
2. Comparing the actual versus model pricing by a
business unit.
3. Computing the cost of the marginal capital needed for or released by target strategies.
4. Evaluating the profitability in comparison to a
leveraged mutual fund.

Approach 1 – Allocating via a Risk
Measure
Table 1 lists a number of risk measures that could
be used in capital allocation. To summarize briefly,
VaR, or value-at-risk, is a selected percentile of the
distribution of outcomes. For instance, the value-atrisk for a company might be set at the losses it would
experience in the worst year in 10 000. The expected
policyholder deficit or EPD is the expected value of
default amounts. It can also be generalized to include
the expected deficit beyond some probability level,
rather than beyond default. Tail value-at-risk is the
expected loss in the event that losses exceed the
value-at-risk target. X TvaR, at a probability level,
is the average excess of the losses over the overall
mean for those cases over that level. Assuming a
corporate form with limited liability, an insurer does
not pay losses once its capital is exhausted. So the
insurer holds an option to put the default costs to the
policyholders. The value of this option can be used as
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a risk measure. The other measures are the standard
statistical quantities.
Typically, when allocating capital with a risk measure, the total capital is expressed as the risk measure
for the entire company. For instance, the probability
level can be found such that the Tail VaR for the
company at that level is the capital carried. Or some
amount of capital might be set aside as not being
risk capital – it could be for acquisitions perhaps –
and the remainder used to calibrate the risk measure.
Once this has been done, an allocation method can
be applied to get the capital split to the business unit
level. Several possible allocation methods are given
in Table 2.
Proportional spread is the most direct method –
apply the risk measure to each business unit and then
allocate the total capital by the ratio of business unit
risk measure to the sum of all the units’ risk measures.
Usually the sum of the individual risks will be greater
than the total risk, so this method credits each unit
with a diversification benefit.
Table 1

Risk measures

VaR
EPD
Tail VaR
X TvaR
Standard deviation
Variance
Semivariance
Cost of default option
Mean of transformed loss

Table 2

Allocation methods

Proportional spread
Marginal analysis
By business unit
Incremental by business unit
Game theory
Equalize relative risk
Apply comeasure

Marginal analysis takes the risk measure of the
company excluding a business unit. The savings in
the implied total required capital is then the marginal
capital for the business unit. The total capital can
then be allocated by the ratio of the business unit
marginal capital to the sum of the marginal capitals of all the units. This usually allocates more than
the marginal capital to each unit. The incremental
marginal method is similar, but the capital savings is
calculated for just the last increment of expected loss
for the unit, say the last dollar. Whatever reduction
in the risk measure that is produced by eliminating one dollar of expected loss from the business
unit is expressed as a capital reduction ratio (capital saved per dollar of expected loss) and applied to
the entire unit to get its implied incremental marginal
capital. This is in accordance with marginal pricing
theory.
The game theory approach is another variant of the
marginal approach, but the business units are allowed
to form coalitions with each other. The marginal
capital for a unit is calculated for every coalition
(set of units) it could be a part of, and these are
averaged. This gets around one objection to marginal
allocation – that it treats every unit as the last one in.
This method is sometimes called the Shapley method
after Lloyd Shapley, the founder of game theory.
Equalizing relative risk involves allocating capital
so that each unit, when viewed as a separate company, has the same risk relative to expected losses.
Applying this to the EPD measures, for instance,
would make the EPD for each business unit the same
percentage of expected loss.
Comeasures can be thought of in terms of a
scenario generator. Take the case in which the total
capital requirement is set to be the tail value-at-risk
at the 1-in-1000 probability level. Then in generating
scenarios, about 1 in 1000 would be above that level,
and the Tail VaR would be estimated by their average.
The co-Tail VaR for each business unit would just
be the average of its losses in those scenarios. This
would be its contribution to the overall Tail VaR.
This is a totally additive allocation. Business units
could be combined or subdivided in any way and
the co-Tail VaR’s would add up. For instance, all the
lines of business could be allocated capital by co-Tail
VaR, then each of these allocated down to state level,
and those added up to get the state-by-state capital
levels [6].
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More formally, comeasures are defined when a
risk measure R on risk X can be expressed, using
a condition defined on X, a leverage function g and
a mean ratio a, as the conditional expected value
R(X) = E[(X − aEX)g(X)|condition]

(1)

As an example, take a = 1 and g(X) = X − EX with
the condition 0X = 0. Then R(X) is the variance of
X. Or for probability level q, take the condition to
be F (X) > q, a = 0 and g(x) = 1. If q = 99.9%, R
is then Tail VaR at the 1-in-1000 level. When R can
be so expressed, co-R is defined for unit Xj as:
co-R(Xj ) = E[(Xj − aEXj )g(X)|condition]

(2)

This defines the comeasure parallel to the risk measure itself, and is always additive. The g function is
applied to the overall company, not the business unit.
Thus in the variance case,
co-R(Xj ) = E[(Xj − EXj )(X − EX)],
which is the covariance of Xj with X.
In the Tail VaR case, co-Tail VaR(Xj ) = E[(Xj |
F (X) > q)]. This is the mean loss for the j th unit in
the case where total losses are over the qth quantile,
as described above. X TVaR is defined by taking
a = 1 and g(x) = 1 with condition F (X) > q. Then
co-X TVaR(Xj ) = E[(Xj − EXj |F (X) > q)] (3)
This is the average excess of the business unit loss
over its mean in the cases where total losses are over
the qth quantile. Co-Tail VaR would allocate Xj to a
constant Xj , while co-X TVaR would allocate zero.
The g function can be used to define the weighted
version of Tail VaR and X TVaR. This would address
the criticism of these measures that they weight very
adverse losses linearly, where typically more than
linear aversion is regarded as appropriate. Note also
that the risk measure is not required to be subadditive
for the comeasure to be totally additive. Thus, co-VaR
could be used, for example.

Evaluation of Allocating by Risk Measures
VaR could be considered to be a shareholder viewpoint, as once the capital is exhausted, the amount
by which it has been exhausted is of no concern to
shareholders. EPD, default option cost, and Tail VaR
relate more to the policyholder viewpoint, as they
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are sensitive to the degree of default. X TVaR may
correspond more to surplus in that enough premium
is usually collected to cover the mean, and surplus covers the excess. All of these measures ignore
risk below the critical probability selected. VaR also
ignores risk above that level, while with g = 1 the
tail measures evaluate that risk linearly, which many
consider as underweighting. Variance does not distinguish between upward and downward deviations,
which could provide a distorted view of risk in some
situations in which these directions are not symmetrical. Semivariance looks only at adverse deviations,
and adjusts for this. Taking the mean of a transformed
loss distribution is a risk measure aiming at quantifying the financial equivalent of a risky position, and
it can get around the problems of the tail methods.
Allocating by marginal methods appears to be
more in accord with financial theory than is direct
allocation. However, by allocating more than the pure
marginal capital to a unit it could lead to pricing
by a mixture of fixed and marginal capital costs,
which violates the marginal pricing principle. The
comeasure approach is consistent with the total risk
measure and is completely additive. However, it too
could violate marginal pricing. There is a degree of
arbitrariness in any of these methods. Even if the
capital standard ties to the total capital requirement of
the firm, the choice of allocation method is subjective.
If the owners of the firm are sensitive to correlation of
results with the market, as financial theory postulates,
then any allocation by measures of company-specific
risk will be an inappropriate basis for return-oncapital.

Approach 2 – Compare Actual versus
Model Pricing
One use of capital allocation could be to price business to equalize return-on-capital. However, there is
no guarantee that such pricing would correspond to
the market value of the risk transfer. The allocation
would have to be done in accord with market pricing
to get this result. In fact, if actual pricing were compared to market pricing, the profitability of business
units could be evaluated without allocating capital
at all. But for those who prefer to allocate capital,
it could be allocated such that the return on market
pricing is equalized across business units.
This method requires an evaluation of the market value of the risk transfer provided. Financial
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methods for valuing risk transfer typically use transformations of the loss probabilities to risk-adjusted
probabilities, with covariance loadings like CAPM
being one special case. This is a fairly technical
calculation, and to date there is no universal agreement on how to do it. Some transforms do appear
to give fairly good approximations to actual market prices, however. The Wang transform [9] has
been used successfully in several markets to approximate risk pricing. The finance professionals appear
to favor an adjusted CAPM approach that corrects many of the oversimplifications of the original
formulation.
To use CAPM or similar methods, costs are first
identified, and then a risk adjustment is added. Three
elements of cost have been identified for this process: loss costs, expense costs, and the frictional costs
of holding capital, such as taxation of investment
income held by an insurer. The latter is not the same
as the reward for bearing risk, which is separately
incorporated in the risk adjustment. The frictional
costs of capital have to be allocated in order to
carry out this program, but because of the additional risk load the return on this capital varies
among policies. Thus a reallocation of capital after
the pricing is done would be needed, if a constant return-on-capital is to be sought across business
units.
The Myers–Read method [8] for allocating capital costs has been proposed for the first allocation,
the one that is done to allocate the frictional cost of
carrying capital. It adds marginal capital for marginal
exposure in order to maintain the cost of the default
expressed as a percentage of expected losses. This
method is discussed in detail in the appendix. To calculate the market value of risk transfer, simple CAPM
is now regarded as inadequate. Starting from CAPM,
there are several considerations that are needed to get
a realistic market value of risk transfer. Some issues
in this area are as follows:
•

•
•

Company-specific risk needs to be incorporated,
both for differential costs of retaining versus raising capital, and for meeting customer security
requirements – for example, see [3].
The estimation of beta itself is not an easy matter
as in [4].
Other factors that are needed to account for actual
risk pricing – see [2].

•
•

To account for the heavy tail of P&C losses,
some method is needed to go beyond variance
and covariance, as in [5].
Jump risk needs to be considered. Sudden jumps
seem to be more expensive risks than continuous
variability, possibly because they are more difficult to hedge by replication. Large jumps are
an element of insurance risk, so they need to be
recognized in the pricing.

Evaluation of Target Pricing
Measures of the market value of risk transfer are
improving, and even though there is no universally
accepted unique method, comparing actual profits to
market-risk-model profits can be a useful evaluation.
This can be reformulated as a capital allocation, if so
desired, after the pricing is determined.

Approach 3 – Calculating Marginal
Capital Costs
A typical goal of capital allocation is to determine
whether or not a business unit is making enough profit
to justify the risk it is adding. A third approach to this
question is looking at the last increment of business
written by the unit, and comparing the cost of the
additional capital this increment requires to the profit
it generates. This is not necessarily an allocation of
capital, in that the sum of the marginal increments
may not add up to the total capital cost of the firm. It
does correspond, however, with the financial principle of marginal pricing. In basic terms, if adding an
increment of business in a unit adds to the total value
of the firm, then the unit should be expanded. This
could lead to an anomalous situation in which each
business unit is profitable enough but the firm as a
whole is not, because of the unallocated fixed capital charges. In such cases, further strategic analysis
would be needed to reach an overall satisfactory position for the firm. One possibility might be to grow all
the business units enough to cover the fixed charges.
One way to do the marginal calculation would
be to set a criterion for overall capital, and then
see how much incremental capital would be needed
for the small expansion of the business unit. This is
the same approach that is used in the incremental
marginal allocation, but there is no allocation. The
cost of capital would be applied to the incremental
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capital and compared directly to the incremental
expected profits.
Another way to calculate marginal capital costs
is the options-based method introduced by Merton
and Perold [7]. A business unit of an insurer could
be regarded as a separate business operating without
capital, but with a financial guarantee provided by
the parent company. If the premium and investment
income generated by the unit is not enough to pay
the losses, the firm guarantees payment, up to its full
capital. In return, if there are any profits, the firm
gets them.
Both the value of the financial guarantee and the
value of the profits can be estimated using option
pricing techniques. The financial guarantee gives the
policyholders a put option that allows them to put
any losses above the business unit’s premium and
investment income to the firm. Since this is not
unlimited owing to the firm’s limited resources, the
value of this option is the difference between two
put options: the option with a strike at premium plus
investment income less the value of the insolvency
put held by the firm. The firm’s call on the profits
is a call option with a strike of zero. If that is worth
more than the financial guarantee provided, then the
business unit is adding value.

Evaluation of Marginal Capital Costs
This method directly evaluates the marginal costs of
decisions, so it can correctly assess their financial
impact. If a large jump in business – upwards or
downwards – is contemplated, the marginal impact
of that entire package should be evaluated instead
of the incremental marginals discussed. There is still
a potential arbitrary step of the criteria chosen for
the aggregate capital standard. This is avoided in the
financial guarantee approach, but for that the options
must be evaluated correctly, and depending on the
form of the loss distribution, standard options pricing
methods may or may not work. If not, they would
have to be extended to the distributions at hand.

Approach 4 – Mutual Fund Comparison
An insurer can be viewed as a tax-disadvantaged
leveraged mutual investment fund. It is tax-disadvantaged because a mutual investment fund does
not usually have to pay taxes on its earnings, while an

5

insurer does. It is leveraged in that it usually has more
assets to invest than just its capital. An equivalent
mutual fund can be defined as one that has the same
after-tax probability distribution of returns as the
insurer. It can be specified by its borrowing rate, the
amount borrowed, and its investment portfolio. This
should provide enough degrees of freedom to be able
to find such a mutual fund. If there are more than one
such, consider the equivalent one to be the one with
the highest interest rate for its borrowing.
The insurer can be evaluated by the equivalent
borrowing rate. If you can duplicate the return characteristics by borrowing at a high rate of interest, there
is not much value in running the insurance operation,
as you could borrow the money instead. However, if
you have to be able to borrow at a very low or negative rate to get an equivalent return, the insurer is
producing a result that is not so easily replicated.
While this is a method for evaluating the overall
value added of the insurer, it could be done excluding
or adding a business unit or part of a business unit to
see if doing so improves the comparison.

Evaluation of Mutual Fund Comparison
This would require modeling the distribution function
of return for the entire firm, including all risk and
return elements, and a potentially extensive search
procedure for finding the best equivalent mutual fund.
It would seem to be a useful step for producing an
evaluation of firm and business unit performance.

Conclusions
Allocating by a risk measure is straightforward, but
arbitrary. It also could involve allocation of fixed
costs, which can produce misleading indications of
actual profitability prospects. Pricing comparison is
as good as the pricing model used. This would require
its own evaluation, which could be complicated. The
marginal-cost method shows the impact of growing
each business unit directly, but it still requires a
choice for the overall capital standard, unless the
financial guarantee method is used, in which case it
requires an appropriate option pricing formula. The
mutual fund comparison could be computationally
intensive, but would provide insight into the value of
the firm and its business units. All of these methods
have a time-frame issue not addressed here in detail:
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lines of business that pay losses over several years
have several years of capital needed, which has to
be recognized.
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Appendix: The Myers-Read Approach
Myers-Read (MR) capital allocation presents a challenge to the classification of methods, in that it
allocates all capital by a risk measure, provides a
marginal capital cost, and can be used in pricing.
The context for the method is that there are frictional costs to holding capital. In some countries,
insurer investment income is subject to taxation, so
tax is a frictional cost in those jurisdictions. Unless
the insurer has really vast amounts of capital, it often
has to invest more conservatively than the owners
themselves would want to, due to the interests of
policyholders, regulators, and rating agencies. There
is a liquidity penalty as investors cannot get their
investments out directly, and there are agency costs
associated with holding large pools of capital, that
is, an additional cost corresponding to the reluctance
of investors to let someone else control their funds,
especially if that agent can pay itself from the profits.

MR works for a pricing approach in which the policyholders are charged for these frictional costs. This
requires that the costs be allocated to the policyholders in some fashion, and MR capital allocation can
be used for that. Every policyholder gets charged the
same percentage of its allocated capital for the frictional costs. Thus, it is really the frictional costs that
are being allocated, and capital allocation is a way
to represent that cost allocation. The pricing can be
adapted to include in the premium other risk charges
that are not proportional to capital, so this capital
allocation does not necessarily provide a basis for a
return-on-capital calculation.
A key element of the MR development is the value
of the default put option. Assuming a corporate form
with limited liability, an insurer does not pay losses
once its capital is exhausted. So it can be said that the
insurer holds an option to put the default costs to the
policyholders. MR assumes a log-normal or normal
distribution for the insurer’s entire loss portfolio, so
it can use the Black-Scholes options pricing formula
to compute D, the value of this put option.
Adding a little bit of exposure in any policy or
business unit has the potential to slightly increase
the value of the default option. But adding a little
more capital can bring the value of this option back
to its original value, when expressed as a percentage
of total expected losses. The MR method essentially
allocates this additional capital to the additional exposure that required it.
In other words, the default option value, as a
percentage of expected losses, that is, D/L is held
as a fixed target, and the last dollar of each policy
is charged with the amount of extra capital needed
to maintain that target option value. But any dollar
could be considered the last, so the whole policy
is charged at the per dollar cost of the last dollar
of expected loss. The beauty of the method is that
those marginal capital allocations add up to the entire
capital of the firm.
In the MR development, the total capital requirement of the firm could be taken to be the amount of
capital needed to get D/L to some target value. The
allocation method is the incremental marginal effect
method – the incremental dollar loss for the business
unit or policy is charged with the amount of capital needed to keep D/L at its target. Unlike most
marginal allocation approaches, the marginal capital
amounts add up to the total capital of the firm with
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no proportional adjustment. This might be expected
from the additive nature of option prices.
The total capital is 
the sum of the individual
capital charges, that is,
ci Li = cL, where ci Li is
the capital for the ith policy with expected losses Li ,
and cL is the total capital. Thus, each policy’s (or
business unit’s) capital is proportional to its expected
losses, and the capital allocation question becomes
how to determine the allocation factors ci .
Formally, MR requires that the derivative of D
with respect to Li be equal to the target ratio D/L
for every policy. Butsic [1] shows that this condition follows from some standard capital market
pricing assumptions. This requirement means that the
marginal change in the default cost due to a dollar (i.e.
fixed, small) change in any policy’s expected losses is
D/L. Thus, D/L does not change with an incremental change in the expected losses of any policy. How
is this possible? Because by increasing Li by a dollar increases capital by ci , which is set to be enough
to keep D/L constant. Thus, the formal requirement
that ∂D/∂Li = D/L means that the change in capital
produced by ci due to a small change in Li has to be
enough to keep D/L constant.
The question then is,
can allocation factors ci be
found to satisfy both
ci Li = cL and ∂D/∂Li =
D/L? That is, can by-policy capital-to-expected-loss
ratios be found, so that any marginal increase in
any policy’s expected losses keeps D/L constant,
while the marginal capital charges sum to the overall
capital? The MR derivation says yes.
In the MR setup, after expenses and frictional
costs, assets are just expected losses plus capital, and

so the Black-Scholes formula gives
D = L[N (y + v) − (1 + c)N (y)]

(4)

where v is the volatility of the company results, y =
− ln(1 + c)/v − v/2 and N (y) denotes the cumulative standard normal probability distribution.
Using this to expand the condition that ∂D/∂Li =
D/L requires the
calculation of the partial of c w.r.t.
ci Li = cL, this turns out to be
Li . Plugging in
(ci − c)/L. This leads to an expression for ci in terms
of c and some other things, which is the basis of the
allocation of capital. This is how the condition on
∂D/∂Li leads to an expression for ci .
To express the allocation formula, denote the CV
(standard deviation/mean) of losses as kL and the CV
of losses for the ith policy or business unit by ki .
Also define the policy beta as bi = ρiL ki /kL , where
ρiL is the correlation coefficient between policy i and
total losses. Myers-Read also considers correlation
of assets and losses, but Butsic gives the following
simplified version of the capital allocation formula,
assuming that the loss-asset correlation is zero
ci = c + (bi − 1)Z, where Z =

(1 + c)n(y)kL2
N (y)v(1 + kL2 )
(5)

Butsic provides a simple example of this calculation.
A company with three lines is assumed, with expect
losses, CV’s, and correlations as shown in Table 3.
The total capital and its volatility are also inputs. The
rest of the table is calculated from those assumptions.

Table 3

EL
CV
corr 1
corr 2
corr 3
variance
beta
capital
assets
ci :
−y:
N (y):
n(y):
Z:
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Line 1

Line 2

Line 3

Total

Volatilities

500
0.2
1
0.75
0
10 000
0.8463
197.872

400
0.3
0.75
1
0
14 400
1.3029
282.20

100
0.5
0
0
1
2500
0.5568
19.93

1000
0.2119

0.2096

0.3957
1.9457807
0.0258405
0.0600865
0.6784

0.7055
y + v:
N (y + v):
1/n(y):

0.1993
−1.7249
0.042277
16.64267
D/L:

44 900
500
1500
0.5

0.0035159

0.2209
0.0699
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Changing the byline expected losses in this example allows you to verify that if you add a dollar of
expected losses to any of the lines, the overall D/L
ratio is kept by adding an amount to capital equal to
the c ratio for that line.
Some aspects of the approach can be illuminated by varying some of the input assumptions.
The examples that follow keep the volatility of the
assets constant, even though the assets vary, which
seems reasonable.
First, consider what happens if the CV for line 3 is
set to zero. In this case, the line becomes a supplier of
capital, not a user, in that it cannot collect more than
its mean, but it can get less, in the event of default.
Then the capital charge ci for this line becomes
−17%, and the negative sign appears appropriate,
given that the only risk is on the downside. The size
of the coefficient seems surprising, however, in that
its default cost is only 0.3% (which is the same for
the other lines as well), but it gets a 17% credit.
Part of what is happening is that adding independent
exposures to a company will increase the default
cost, but will decrease the D/L ratio, as the company
becomes more stable. Thus, in this case, increasing
line 3’s expected losses by a dollar decreases the
capital needed to maintain the company’s overall D/L
ratio by 17 cents. This is the incremental marginal
impact, but if line 3 decides to go net entirely,
leaving only lines 1 and 2, the company will actually
need $19.50 as additional capital to keep the same
default loss ratio. This is the entire marginal impact
of the line, which will vary from the incremental
marginal.
Another illustrative case is setting line 3’s CV
to 0.335. In this case, its needed capital is zero.
Adding a dollar more of expected loss keeps the
overall D/L ratio with no additional capital. The
additional stability from its independent exposures
exactly offsets its variability. Again, the marginal
impact is less than the overall: eliminating the line in

this case would require $10.60 as additional capital
for the other lines.
The risk measure of the cost of the default option
per dollar of expected loss and the allocation principle that each dollar of expected loss be charged the
frictional costs of the capital needed to maintain the
target ratio both appear reasonable, and the marginal
costs adding up to the total eliminates the problem
that fixed costs are allocated using marginal costs.
However, this is only so for incremental marginal
costs. The marginal impacts of adding or eliminating large chunks of business can have a different
effect than the incremental marginals, and so such
proposals should be evaluated based on their total
impacts.
Butsic also considers adding a risk load beyond
the capital charge to the pricing. The same derivation
flows through, just with expected losses replaced by
loaded expected losses, and the capital charge set to
ci times the loaded losses. This provides a pricing
formula that incorporates both risk load and frictional
capital charges.
Using this, business unit results can be evaluated
by comparing the actual pricing to the target pricing.
If the management wants to express this as a returnon-capital, the MR capital would not be appropriate.
Rather, the total capital should be reallocated so that
the ratio of modeled target profit to allocated capital is
the same for each unit. Then comparing the returns on
capital would give the same evaluation as comparing
the profits to target profits. MR capital allocation
would be the basis of allocating frictional capital
costs, but not for calculating the return-on-capital.

(See also Audit; Financial Economics; Incomplete
Markets; Insurability; Risk-based Capital Allocation; Optimal Risk Sharing)
GARY G. VENTER

Collective Risk Theory

Though the distribution of S(t) can be expressed by

In individual risk theory, we consider individual
insurance policies in a portfolio and the claims produced by each policy which has its own characteristics; then aggregate claims are obtained by summing
over all the policies in the portfolio. However, collective risk theory, which plays a very important role in
the development of academic actuarial science, studies the problems of a stochastic process generating
claims for a portfolio of policies; the process is characterized in terms of the portfolio as a whole rather
than in terms of the individual policies comprising
the portfolio.
Consider the classical continuous-time risk model
U (t) = u + ct −

N(t)


Xi , t ≥ 0,

(1)

i=1

where U (t) is the surplus of the insurer at time
t {U (t): t ≥ 0} is called the surplus process, u =
U (0) is the initial surplus, c is the constant rate per
unit time at which the premiums are received, N (t)
is the number of claims up to time t ({N (t): t ≥ 0} is
called the claim number process, a particular case
of a counting process), the individual claim sizes
X1 , X2 , . . ., independent of N (t), are positive, independent, and identically distributed random variables
({Xi : i = 1, 2, . . .} is called the claim size process)
with common distributionfunction P (x) = Pr(X1 ≤
N(t)
x) and mean p1 , and
i=1 Xi denoted by S(t)
(S(t) = 0 if N (t) = 0) is the aggregate claim up to
time t.
The number of claims N (t) is usually assumed
to follow by a Poisson distribution with intensity
λ and mean λt; in this case, c = λp1 (1 + θ) where
θ > 0 is called the relative security loading, and the
associated aggregate claims process {S(t): t ≥ 0} is
said to follow a compound Poisson process with
parameter λ. The intensity λ for N (t) is constant,
but can be generalized to relate to t; for example,
a Cox process for N (t) is a stochastic process with
a nonnegative intensity process {λ(t): t ≥ 0} as in
the case of the Ammeter process. An advantage of
the Poisson distribution assumption on N (t) is that
a Poisson process has independent and stationary
increments. Therefore, the aggregate claims process
S(t) also has independent and stationary increments.

Pr(S(t) ≤ x) =

∞


P n (x) Pr(N (t) = n),

(2)

n=0

where P n (x) = Pr(X1 + X2 + · · · + Xn ≤ x) is called the n-fold convolution of P, explicit expression
for the distribution of S(t) is difficult to derive;
therefore, some analytical approximations to the
aggregate claims S(t) were developed.
A less popular assumption that N (t) follows a
binomial distribution can be found in [3, 5, 6, 8,
17, 24, 31, 36]. Another approach is to model the
times between claims; let {Ti }∞
i=1 be a sequence of
independent and identically distributed random variables representing the times between claims (T1 is
the time until the first claim) with common probability density function k(t). In this case, the constant
premium rate is c = [E(X1 )/E(T1 )](1 + θ) [32]. In
the traditional surplus process, k(t) is most assumed
exponentially distributed with mean 1/λ (that is,
Erlang(1); Erlang(α) distribution is gamma distribution G(α, β) with positive integer parameter α),
which is equivalent to that N (t) is a Poisson distribution with intensity λ. Some other assumptions for k(t)
are Erlang(2) [4, 9, 10, 12] and phase-type(2) [11]
distributions.
The surplus process can be generalized to the
situation with accumulation under a constant force
of interest δ [2, 25, 34, 35]
 t
δt
U (t) = ue + cs t|δ −
eδ(t−r) dS(r),
(3)
0

where


if δ = 0,
 t,
s t|δ =
eδv dv = eδt−1

0
, if δ > 0.
δ
Another variation is to add an independent Wiener
process [15, 16, 19, 26–30] so that


t

U (t) = u + ct − S(t) + σ W (t),

t ≥ 0,

(4)

where σ > 0 and {W (t): t ≥ 0} is a standard Wiener
process that is independent of the aggregate claims
process {S(t): t ≥ 0}.
For each of these surplus process models, there
are several interesting and important topics to study.
First, the time of ruin is defined by
T = inf{t: U (t) < 0}

(5)
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with T = ∞ if U (t) ≥ 0 for all t (for the model
with a Wiener process added, T becomes T =
inf{t: U (t) ≤ 0} due to the oscillation character of
the added Wiener process, see Figure 2 of time of
ruin); the probability of ruin is denoted by
ψ(u) = Pr(T < ∞|U (0) = u).

(6)

When ruin occurs caused by a claim, |U (T )| (or
−U (T )) is called the severity of ruin or the deficit
at the time of ruin, U (T −) (the left limit of U (t)
at t = T ) is called the surplus immediately before
the time of ruin, and [U (T −) + |U (T )|] is called the
amount of the claim causing ruin (see Figure 1 of
severity of ruin). It can be shown [1] that for u ≥ 0,
ψ(u) =

e−Ru
,
E[eR|U (T )| |T < ∞]

(7)

where R > 0 is the adjustment coefficient and −R is
the negative root of Lundberg’s fundamental equation
 ∞
λ
e−sx dP (x) = λ + δ − cs.
(8)
0

In general, an explicit evaluation of the denominator
of (7) is not possible; instead, a well-known upper
bound (called the Lundberg inequality)
ψ(u) ≤ e−Ru ,

(9)

was easily obtained from (7) since the denominator
in (7) exceeds 1. The upper bound e−Ru is a rough
one; Willmot and Lin [33] provided improvements
and refinements of the Lundberg inequality if the
claim size distribution P belongs to some reliability classifications. In addition to upper bounds,
some numerical estimation approaches [6, 13] and
asymptotic formulas for ψ(u) were proposed. An
asymptotic formula of the form
ψ(u) ∼ Ce−Ru ,

as u → ∞,

for some constant C > 0 is called Cramer–Lundberg asymptotics under the Cramer–Lundberg
condition where a(u) ∼ b(u) as u → ∞ denotes
limu→∞ a(u)/b(u) = 1.
Next, consider a nonnegative function w(x, y)
called penalty function in classical risk theory; then
φw (u) = E[e−δT w(U (T −), |U (T )|)
× I (T < ∞)|U (0) = u],

u ≥ 0,(10)

is the expectation of the discounted (at time 0 with
the force of interest δ ≥ 0) penalty function w [2, 4,
19, 20, 22, 23, 26, 28, 29, 32] when ruin is caused
by a claim at time T. Here I is the indicator function
(i.e. I (T < ∞) = 1 if T < ∞ and I (T < ∞) = 0
if T = ∞). It can be shown that (10) satisfies the
following defective renewal equation [4, 19, 20,
22, 28]

 ∞
λ u
φw (u) =
φw (u − y)
e−ρ(x−y) dP (x) dy
c 0
y


λ ∞ −ρ(y−u) ∞
+
e
w(y, x − y) dP (x) dy,
c u
y
(11)
where ρ is the unique nonnegative root of (8). Equation (10) is usually used to study a variety of interesting and important quantities in the problems of
classical ruin theory by an appropriate choice of the
penalty function w, for example, the (discounted) nth
moment of the severity of ruin
E[e−δT |U (T )|n I (T < ∞)|U (0) = u],
the joint moment of the time of ruin T and the
severity of ruin to the nth power
E[T |U (T )|n I (T < ∞)|U (0) = u],
the nth moment of the time of ruin
E[T n I (T < ∞)|U (0) = u]
[23, 29], the (discounted) joint and marginal distribution functions of U (T −) and |U (T )|, and the (discounted) distribution function of U (T −) + |U (T )|
[2, 20, 22, 26, 34, 35]. Note that ψ(u) is a special
case of (10) with δ = 0 and w(x, y) = 1. In this case,
equation (11) reduces to

λ u
ψ(u − y)[1 − P (y)] dy
ψ(u) =
c 0

λ ∞
+
[1 − P (y)] dy.
(12)
c u
The quantity (λ/c)[1 − P (y)] dy is the probability
that the surplus will ever fall below its initial value
u and will be between u − y and u − y − dy when
it happens for the first time [1, 7, 18]. If u = 0,
the probability
 ∞ that the surplus will ever drop below
0 is (λ/c) 0 [1 − P (y)] dy = 1/(1 + θ) < 1, which
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implies ψ(0) = 1/(1 + θ). Define the maximal aggregate loss [1, 15, 21, 27] by L = maxt≥0 {S(t) − ct}.
Since a compound Poisson process has stationary
and independent increments, we have
L = L1 + L2 + · · · + LN ,

(13)

(with L = 0 if N = 0) where L1 , L2 , . . . , are identical and independent distributed random variables
(representing the amount by which the surplus falls
below the initial level for the first time, given that
this ever happens)
with common distribution function
y
FL1 (y) = 0 [1 − P (x)]dx/p1 , and N is the number
of record highs of {S(t) − ct: t ≥ 0} (or the number
of record lows of {U (t): t ≥ 0}) and has a geometric
distribution with Pr(N = n) = [1 − ψ(0)][ψ(0)]n =
[θ/(1 + θ)][1/(1 + θ)]n , n = 0, 1, 2, . . . Then the
probability of ruin can be expressed as the survival
distribution of L, which is a compound geometric
distribution, that is,

=

∞


Pr(L > u|N = n) Pr(N = n)

n=1

=

∞


θ
1+θ
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Complete Markets
We will introduce the concept of a complete
or incomplete market with a simple, one-period
example.
Suppose that we have available for investment n
assets each with unit price 1 at time 0. At time 1 there
will be one of m outcomes, ω1 , . . . , ωm . Suppose that
asset i has price Si at time 1, where the random
variable Si can take one of the values si1 , . . . , sim ,
with Si = sij if outcome ωj happens.
of asset
Suppose that we hold, at time 0, xi units 
i. Then the value of our 
portfolio is V (0) = ni=1 xi
at time 
0 and V (1) = ni=1 xi Si at time 1. Thus
V (1) = ni=1 xi sij at time 1 if outcome ωj happens.
Now suppose that we introduce a new asset, n + 1,
which has value Sn+1 at time 1 where Sn+1 = sn+1,j
if outcome j happens. One question we might ask
is at what price should this asset trade at time 0?
However, a more fundamental question is does there
exist a portfolio (x1 , . . . , xn ) such that V (1 ) = Sn+1
for each outcome ω1 , . . . , ωm , that is, does there exist
a set of values for x1 , . . . , xn such that
x1 s11 + · · · + xn sn1 = sn+1,1

(outcome ω1 )

x1 s12 + · · · + xn sn2 = sn+1,2
.. ..
.. ..
. .
. .

(outcome ω2 )
..
..
.
.

x1 s1m + · · · + xn snm = sn+1,m

(outcome ωm ).

We can easily see that this is a set of simultaneous
equations with the xi as the unknown variables. If
this set of simultaneous equations can be solved for
every possible set of payoffs for Sn+1 , then the market
is said to be complete, that is, the new security is
redundant, it does not offer us anything new that
we could not have done before. It also means that,
because of the principle of no-arbitrage, the price

at time 0 for this security must be the same as the
portfolio which
 can replicate its value at time 1, that
is, V (0) = ni=1 xi .
If we are not able to solve this set of simultaneous
equations, then the market is said to be incomplete.
In this simple model, the market will certainly be
incomplete, if n < m. It will also be incomplete, if
n ≥ m, but the rank of the matrix (sij ) is less than m.
Now consider a more general setting than this oneperiod model with an existing set of assets. Again
consider the introduction of a new asset into the
market. Can we find a trading or hedging strategy
using the existing assets which will allow us to
replicate precisely the payoff on the new asset? If
this is true for all new assets, then the market is said
to be complete. If, on the other hand, it is not possible
to replicate some assets, then the market is said to be
incomplete.
The notion of complete and incomplete markets
is particularly important in derivative pricing. If
the market is complete (for example, the binomial
model, or the Black–Scholes–Merton model), then
the principle of no-arbitrage means that there must
be a unique price for a derivative, which is equal to
the value of the portfolio and which could be used
to replicate the derivative payoff. If the market is
incomplete, then some derivative payoffs cannot be
replicated, in which case there will be a range of
prices for this new derivative, which are all consistent
with no-arbitrage.

(See also Derivative Pricing, Numerical Methods;
Equilibrium Theory; Esscher Transform; Financial Economics; Interest-rate Modeling; Market Equilibrium; Pareto Optimality; Transaction
Costs; Utility Maximization)
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(3) implies f (EX) ≤ Ef (X). For a more general
Jensen inequality, see Theorem 1 below.
Another characterization of a convex function is
as follows: a function f is convex if and only if its
epigraph

Convexity
Convex Sets
A subset C of a linear space E (like, for example,
the real line  or an Euclidean space d ) is said to
be convex if
αx + (1 − α)y ∈ C

∀ x, y ∈ C, 0 ≤ α ≤ 1. (1)

Thus, a set is convex if it contains as subsets all line
segments joining pairs of its points. It is easy to see by
induction that 
a convex set C also contains all convex
combinations ni=1 α
i xi for all x1 , . . . , xn ∈ C and all
α1 , . . . , αn ≥ 0 with ni=1 αi = 1.
On the real line, a set is convex if and only if
it is an interval. Typical examples of convex sets in
Euclidean spaces are cubes, balls, or half-spaces. As
an infinite dimensional example, consider the space
E of all functions f :  → . Here, the subsets of
all nonnegative functions, all increasing functions, all
continuous functions, or all functions with a global
minimum at zero are all convex subsets. Notice also
that an intersection of an arbitrary number of convex
sets is again a convex set.

Convex Functions
Let C be a convex set and f : C →  be a real-valued
function. Then f is said to be convex if
f (αx + (1 − α)y) ≤ αf (x) + (1 − α)f (y)
∀ x, y ∈ C, 0 ≤ α ≤ 1.

(2)

A function f is said to be concave, if −f is convex.
A function is simultaneously convex and concave if
(2) holds with equality, which means that f is affine.
In expected utility theory, concavity of a function
reflects risk aversion.
It follows easily by induction that (2) is equivalent
to the condition

 n
n


αi xi ≤
αi f (xi )
(3)
f
i=1

epi(f ) := {(x, y) ∈ C ×  : f (x) ≤ y}

is a convex set.
Next we consider operations of convex functions
that lead to convex functions again.
•

•

A supremum of arbitrarily many convex functions
is convex again. Moreover, if f is continuous
and convex, then it is the supremum of all affine
functions  with  ≤ f .
If f and g are convex, then αf + βg is convex
for all α, β > 0.

Convex Functions on the Real Line
Convex functions on an interval I ⊂  have many
nice properties. In that case, a function f : I →  is
convex if and only if it has increasing increments,
which means that
x  → f (x + h) − f (x) is increasing for all h > 0.
(5)
A classical application of convexity in an actuarial
context is to model indemnity functions. These functions describe the amount paid by the (re)insurer for
a given total claim in a given time period. According
to (5), convexity ensures that the additional amount
paid by the (re)insurer for an additional claim of size
h is an increasing function of the already incurred
total claim size x.
Notice that property (5) does not characterize
convexity in higher dimensions. There, this property
characterizes directionally convex functions.
A convex function is necessarily continuous in the
interior of its domain. It is possible, however, that the
function is discontinuous with an upward jump at the
boundary. Moreover, the left and right derivatives
f (x + h) − f (x)
h0
h

D + f (x) = lim

i=1

for all x1 , . . . , xn ∈ C and all α1 , . . . , αn ≥ 0 with

n
i=1 αi = 1. This is known as Jensen’s inequality.
Let X be a discrete random variable with P (X =
xi ) = αi , i = 1, . . . , n. If f is a convex function, then

(4)

and

f (x) − f (x − h)
h0
h

D − f (x) = lim

(6)

always exist and they fulfill D + f (x) ≤ D − f (y) ≤
D + f (y) for all x < y. Especially, a differentiable
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function is convex, if and only if its derivative is
increasing, and hence a twice-differentiable function
f is convex, if and only if the second derivative is
nonnegative.
Convex functions can also be characterized as
having lines of support in every point. This means
that a function f is convex if and only if for every
fixed x0 there is some y such that
f (x) ≥ f (x0 ) + y(x − x0 )

∀ x ∈ C.

Convex Functions in Euclidean Space
If C ⊂  is a convex set, and f :  →  is a convex function, then still f is continuous in the interior
of C. A differentiable function f with gradient ∇f is
convex if and only if it fulfills the following monotonicity condition:
(8)

If f is twice differentiable, then it is convex if and
only if the Hessian Hf is positive semidefinite, that
is if
(9)
yT Hf (x)y ≥ 0 ∀ x ∈ C, y ∈ n .
They still have the nice property that any local
extrema in the interior of the domain must be a
minimum, and that any local minimum necessarily
is a global minimum. Moreover, the set of global
minima is a convex set. Therefore, convexity plays an
important role in the theory of nonlinear optimization.
It is also still true that a convex function is
characterized by having lines of support in all points
of the domain, that is, for any fixed x0 ∈ C there is
a y such that
f (x) ≥ f (x0 ) + yT (x − x0 ) ∀ x ∈ C.

(11)

This can be generalized to conditional expectations.
If G is an arbitrary sub-σ -algebra then
E[f (X)|G] ≥ f (E[X|G]) a.s.

(12)

Jensen’s inequality is related to the concept of convex
ordering of probability distributions, a topic that will
be treated in the article on stochastic ordering. It
also provides an intuitive meaning for risk aversion.
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n

[∇f (y) − ∇f (x)]T (y − x) ≥ 0 ∀ x, y ∈ C.

Ef (X) ≥ f (EX).

(7)

Inequality (7) holds for any y ∈ [D − f (x0 ),
D + f (x0 )], that is, for any subgradient.

n

Theorem 1 (Jensen’s inequality) Let X = (X1 , . . . ,
Xn ) be an arbitrary random vector and f : n → 
a convex function. Then

The foundations of convexity were laid by Jensen
and Minkowski at the beginning of the twentieth
century, see [1, 2]. Concise treatments of convex sets
and functions can be found in [3–5]. There you can
also find material about related concepts like quasiconvexity (convexity of all level sets), higher-order
convexity (also called s-convexity, which holds if the
derivative of order s − 2 is convex), Schur-convexity
(monotonicity with respect to majorization ordering),
and so on.
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(10)

If f is differentiable then y = ∇f (x0 ) in (10).

Jensen’s Inequality
Replacing in (10) the variable x with a random vector
X, choosing EX for x0 , and taking expectations on
both sides yields Jensen’s inequality, one of the most
important inequalities in probability theory. There is
also a version of it for conditional expectations.
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Cooperative Game Theory
Game theory is a set of models designed to analyze
situations of conflict and/or cooperation between two
or more economic agents or players. It abstracts out
those elements that are common to many conflicting
and/or cooperative circumstances and analyzes them
mathematically. Its goal is to explain, or to find a
normative guide for, rational behavior of individuals confronted with conflicting decisions or involved
in social interactions. Since the 1944 landmark book
by Von Neumann and Morgenstern [25], game theory
has considerably enlarged the set of tools available to
decision makers, until then limited to maximization
techniques with or without constraints, by enabling
them to incorporate in their reasoning the competitor,
the opponent, or all the stakeholders of the corporation. The prevalence of competition, conflict, and
cooperation in many human activities has made game
theory a fundamental modeling approach in operations research, economics, political science, with
applications as diverse as the measurement of power
in political assemblies, the assessment of landing
fees in airports, the subsidization of public transportation in Colombia, and the allotment of water
among agricultural communities in Japan. The 1994
Nobel Prize in economics was attributed to J. Nash,
J. Harsanyi, and R. Selten for their contributions to
game theory.
This article presents the basic principles of cooperative games with transferable utilities and two-person
bargaining games. Numerous other topics are developed in game theory textbooks [7–9, 18, 19, 21].
Cooperative game theory concepts were introduced in actuarial science by Borch [5] in an automobile insurance context. A major actuarial contribution to cooperative game theory for games without transferable utilities is Borch’s risk exchange
model [2–4, 12–14]. Other applications to insurance
problems include life insurance underwriting [15]
and cost allocation [16]. References [11] and [17] are
surveys of applications of game theory to actuarial
science.

Cooperative Game with Transferable
Utilities
Cooperative game theory analyzes situations where
the players’ objectives are partially cooperative and

partially conflicting. It models situations in which
cooperation leads to benefits (political power, cost
savings, money) that subsequently need to be shared
among participants through a negotiation process.
Each player wishes to secure the largest possible
share of cooperation benefits for himself, and may
engage in bargaining, threats, or coalition formation,
to achieve his goals. In the case of games with
transferable utilities, players are negotiating about
sharing a given commodity (money, in most cases),
fully transferable and evaluated in the same way
by everyone. This excludes situations in which, for
instance, risk aversion makes participants evaluate
their position through a utility function.
Definition An n-person cooperative game in characteristic form is a pair [N, v(·)], where N = {1, 2,
. . . , n} is a set of n players. v(·), the characteristic
function, is a real-valued function on 2N , the set of
all subsets or coalitions S ⊆ N , such that v(φ) = 0.
v(S) is the power or amount of money that coalition
S can secure, without the help of other players. As
cooperation brings benefits, v(S) is assumed to be
superadditive.
v(S ∪ T ) ≥ v(S) + v(T ) ∀ S,
T ⊂ N such that S ∩ T = φ.

(1)

Example 1 (Management of ASTIN money [16])
The treasurer of ASTIN (player 1) wishes to invest
the amount of BEF 1 800 000 in a three-month Certificate of Deposit (CD). In Belgium as in most countries, the annual interest rate on a CD is a function
of the amount invested: amounts under one million
provide an annual interest rate of 7.75%; amounts
between one and three million return 10.25%. The
rate increases to 12% for amounts of three million or
more. To increase the yield on the ASTIN investment, the ASTIN treasurer contacts the treasurers
of the International Actuarial Association (IAA –
player 2) and of the Brussels Association of Actuaries
(A.A.Br. – player 3). IAA agrees to deposit 900 000,
A.A.Br. 300 000. The three-million mark is achieved;
the interest rate on the investment is 12%. How
should interest be allocated among the three associations? The common practice in such situations is
to award each participant the same percentage, 12%.
However, shouldn’t ASTIN be entitled to a higher
rate, as it is in a better negotiating position? ASTIN
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can achieve a rate of 10.25% on its own, the others
only 7.75%.
Straightforward calculations provide the characteristic function, the amount of interest that each
coalition can secure (abbreviating expressions such
as v({1, 2}) as v(12)).
v(1) = 46 125

v(2) = 17 437.5 v(3) = 5812.5
(2)

v(12) = 69 187.5 v(13) = 53 812.5 v(23) = 30 750
v(123) = 90 000.

(3)

Definition An important application of cooperative game theory is the measurement of power
in voting situations. A weighted majority game
{M; w1 , . . . , wn }, is defined by weights wi (the number of votes ofplayer i) and a majority requirement M > 1/2 ni=1 w
i such that the characteristic
function
v(S)
=
1
if
i∈S wi ≥ M and v(S) = 0 if

i∈S wi < M for all S ⊆ N .
Example 2 (UN Security Council) The Security
Council of the United Nations consists of 15 countries: 5 permanent members (China, France, Russia,
United Kingdom, United States) and 10 nonpermanent members that rotate every other year (in
2003, Angola, Bulgaria, Cameroon, Chile, Germany,
Guinea, Mexico, Pakistan, Spain, and Syria). On
substantive matters including the investigation of a
dispute and the application of sanctions, decisions
require an affirmative vote from at least nine members, including all five permanent members. This is
the famous ‘veto right’ used hundreds of times since
1945. This veto power obviously gives each permanent member a much greater power in shaping
UN resolutions than a rotating member. But how
much greater?
Since a resolution either passes or not, the characteristic function can be constructed by assigning
a worth of 1 to all winning coalitions, and 0 to
all losing coalitions. So, v(S) = 1 for all S containing all five permanent members and at least
four rotating members; v(S) = 0 for all other coalitions. This is the weighted majority game  =
[39; 7, 7, 7, 7, 7, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1], expressing
the fact that all five permanent members (35 votes)
and four nonpermanent members (4 votes) need
to agree to pass a motion. Without every single

permanent member, the majority of 39 votes cannot
be reached. Does this mean that the power of each
permanent member is seven times the power of a
rotating member?
Definition A payoff α = (α1 , . . ., αn ) is an allocation of payments among the n players of the game. It
is natural to restrict acceptable allocations to payoffs
that are individual rational (αi ≥ v(i), i = 1, . . . , n:
no player accepts a final payoff under the amount
he
 can achieve by himself) and Pareto optimal
( ni=1 αi = v(N ): the maximum available amount is
distributed.) Individually rational Pareto optimal payoffs are called imputations.
The set of imputations can further be reduced by
introducing collective rationality conditions:
a payoff
α = (α1 , . . . , αn ) is collectively rational if i∈S αi ≥
v(S) for all S ⊂ N ; no coalition should have an
incentive to quit the grand coalition N of all players.
The core of the game is the set of all collectively
rational imputations.
The core can also be defined using the notion of
dominance. Imputation β = (β1 , . . ., βn ) dominates
imputation α = (α1 , . . ., αn ) with respect to S if
(i) S  = φ; (ii) βi > αi for all i ∈ S; and (iii) v(S) ≥

i∈S βi : there exists a nonvoid set of players S that
all prefer β to α and that has the power to enforce this
allocation. Imputation β dominates α if there exists a
coalition S such that β dominates α with respect to S.
The core is the set of all the undominated imputations.
Example 1 The set of imputations of the ASTIN
money game is: α1 ≥ 64 125; α2 ≥ 17 437.5; α3 ≥
5812.5; α1 + α2 + α3 = 90 000. Are all these imputations acceptable to all players? Consider imputation
(66 000; 18 000; 6000). Players 2 and 3 may object
that, if they form a coalition (23), they can achieve
a payoff of v(23) = 30 750, and that consequently,
the proposed payoff is too favorable to player 1. This
imputation does not belong to the core of the game.
The core of the ASTIN money game consists of all
payoffs such that 46 125 ≤ α1 ≤ 59 250; 17 437.5 ≤
α2 ≤ 36 187.5; 5812.5 ≤ α3 ≤ 20 812.5; and α1 +
α2 + α3 = 90 000. If ASTIN, the first player, does
not receive at least 46 125, he is better off by playing
alone. If ASTIN gets more than 59 250, the other two
players have an incentive to secede from the grand
coalition and form coalition (23).

Cooperative Game Theory
The core of a game usually consists of an infinity of imputations. For many classes of games, the
individual and collective rationality conditions conflict, and the core is empty. If, for all i and for
all S ⊆ T ⊆ N , v(S ∪ i) − v(S) ≤ v(T ∪ i) − v(T ),
the game is convex, and a core always exists. For
such games, there is a ‘snowballing’ effect in the
sense that the benefits of cooperation get larger and
larger as more players enter a coalition. In laboratory situations, subjects consistently negotiated
payoffs outside the core in specifically designed
experimental games. This led researchers to propose alternative definitions of ‘acceptable’ payoffs:
the bargaining set [1], the kernel [6], and the nucleolus [23].
Definition The value of a game is a single imputation that satisfies a set of rational axioms. It
is proposed as the ‘optimal’ allocation. The best
known such allocation is the Shapley value [24], the
only imputation that satisfies the following set of
three axioms:
Axiom 1 (Symmetry) For all permutations  of
players such that v[(S)] = v(S) for all S, απ(i) =
αi . A symmetric problem has a symmetric solution. If there are two players that cannot be distinguished by the characteristic function, they should be
awarded the same amount. This axiom is also called
anonymity: it implies that the selected payoff only
depends on the characteristic function, and not on
the numbering of players.
Axiom 2 (Dummy Players) If, for player i, v(S) =
v(S/i) + v(i) for each coalition including i, then
αi = v(i). A dummy player does not contribute any
scale economy to any coalition. The worth of any
coalition only increases by v(i) when he joins. Such
a worthless player cannot claim to receive any share
of the benefits of cooperation.
Axiom 3 (Additivity) Let  = (N, v) and  (N, v )
be two games, α(v) and α(v ) their respective payoffs. Then α(v + v ) = α(v) + α(v ) for all players.
Payoffs resulting from two distinct games should
be added. This axiom is considered the weakest
among the three, as it rules out any interaction
between games.
Shapley has shown that one and only one imputation satisfies the three axioms.

αi =

3

1 
(s − 1)!(n − s)![v(S) − v(S\i)]
n! S
i = 1, . . . , n.

(4)

It can be interpreted as the expectation of the admission value v(S) − v(S\i) when all n! orders of formation of coalition N are equiprobable. In the case
of a two-person game, the Shapley value provides the
same monetary increase to each player, as illustrated
in Figure 1: the Shapley value lies in the middle of
the segment of Pareto optimal line v(12) limited by
the two individual rationality conditions. The Shapley value does not necessarily belong to the core of
the game.
Example 1 The calculation of the Shapley value
in the ASTIN money game proceeds as follows.
Assume the ASTIN treasurer decides to initiate the
coalition formation process. Playing alone, he would
make v(1) = 46 125. If he then contacts player 2,
coalition (12) will make v(12) = 69 187.5. Assume
player 1 agrees to award player 2 the entire benefits
of cooperation: player 2 receives his entire admission value v(12) − v(1) = 23 062.5. Player 3 finally
joins (12), and increases the total gain to 90 000. If,
again, he is allowed to keep his full admission value
v(123) − v(12) = 20 812.5, the payoff
[46 125;

23 062.5;

20 812.5]

results. This allocation of course depends on the order
of formation of the grand coalition (123). If player 1
joins first, then player 3, then player 2, the following
payoff obtains
[46 125;

36 187.5;

7687.5]

The four other player permutations [(213), (231),
(312), (321)] lead to the respective payoffs
[51 750;
[59 250;
[48 500;
[59 250;

17 437.5;
17 437.5;
36 187.5;
25 875;

20 812.5]
13 312.5]
5812.5]
5812.5]

The average of these six payoffs,
[51 750;

25 875;

12 375]

is the Shapley value of the game. It is the expected
admission value, when all six-player permutations
are given the same probability. The Shapley value
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a2
a1 = v (1)
Individual rationality
for player 1

a1 + a2 = v (12)
Pareto-optimal line

Shapley value

Disagreement
point

a2 = v (2)
Individual rationality
for player 2

a1

Figure 1

Two-person game with transferable utility

awards an interest rate of 11.5% to players 1 and 2,
and 16.5% to player 3, who takes a great advantage
from the fact that he is essential to reach the threemillion mark; his admission value is very high when
he comes in last.
Example 2 In a weighted majority game, the admission value of a player is either 1 or 0: the Shapley
value is the probability that a player clinches victory for a motion, when all player permutations are
given the same probability. In the UN Security Council game, the value of a nonpermanent country is
the probability that it enters ninth in any coalition
that already includes the five permanent members and
three rotating members. It is
5 4 3 2 1 9 871
= 0.1865%. (5)
αi = C83
15 14 13 12 11 10 9 8 7
By symmetry, the value of each permanent member
is 19.62%: permanent nations are 100 times more

powerful that nonpermanent members, due to their
veto right.

Two-person Bargaining Games
Definition A two-person bargaining game (or twoperson game without transferable utilities) can be
defined by a couple (M,d), where d = (d1 , d2 ) is
the disagreement point (for instance, initial utilities,
when payoffs are evaluated by utility functions.) M,
the game space, is a convex compact set in the
two-dimensional space of the players’ payoffs. M
represents all the payoffs that can be achieved.
In a bargaining game, players negotiate over a
commodity, such as utility or variance reduction,
that cannot be freely transferred between players:
a unit decrease of the utility of player 1 does not
result in a unit increase of the utility of player 2.
As a result, the set of Pareto optimal payoffs does
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Two-person bargaining game: example 3

not form a straight line as in the two-person game
with transferable utilities but rather a concave curve
(Figure 2). The two individual rationality conditions
limit M to the set of points p = (p1 , p2 ) such that
p1 ≥ d1 and p2 ≥ d2 .
Example 3 (Risk exchange between two insurers)
Insurer C1 owns a portfolio of risks with an expected
aggregate loss of 5 and a variance of 4. Insurer C2 ’s
portfolio has a mean of 10 and a variance of 8. Both
insurers negotiate over the parameters of a quotashare risk exchange treaty. Denoting by x1 and x2

the claim amounts before the risk exchange, and by
y1 and y2 the claim amounts after the exchange, the
treaty is
y1 = (1 − α)x1 + βx2 + K

(6)

y2 = αx1 + (1 − β)x2 − K

(7)

where 0 ≤ α, β ≤ 1 and K is a fixed monetary
compensation. If K = 5α − 10β, E(y1 ) = E(x1 ) =
5 and E(y2 ) = E(x2 ) = 10, the exchange does not
modify expected claims. Assume both companies
agree to evaluate risk by the variance of retained
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claims. If the portfolios consist of independent risks,
Var(y1 ) = 4(1 − α)2 + 8β 2
and

Var(y2 ) = 4α 2 + 8(1 − β)2 .

(8)

If, for instance, the companies select α = 0.2 and
β = 0.3 (point 1 in Figure 2, which graphs the variance reductions of both insurers), Var(y1 ) = 3.28 <
4 = Var(x1 ) and Var(y2 ) = 4.08 < 8 = Var(x2 ); it is
possible to improve the situation of both participants.
How can optimal values of α and β be selected?
It can be shown that the set of all Pareto optimal
treaties for Example 3 consists of all risk exchanges
such that α + β = 1. All points ‘south-west’ of the
Pareto optimal curve v(12) can be achieved with a
combination of α and β, but points such that α + β  =
1 are dominated. Points ‘north-east’ of v(12) cannot
be attained.
Definition The value of a bargaining game is a
unique payoff satisfying a set of rational axioms. It
is a rule that associates to each bargaining game a
payoff in M. The first value for bargaining games
was developed by Nash [20], as the only point (the
Nash value) in M that satisfies four axioms.
Axiom 1 (Independence of Linear Transformations) The value is not affected by positive linear
transformations performed on the players’ utilities.
Since utility functions are only defined up to a linear
transformation, it is only natural to request the same
property from values.
Axiom 2 (Symmetry) A symmetric game has a
symmetric value. Two players with the same utility
function and the same initial utility should receive
the same payoff if the game space is symmetric.
Axiom 3 (Pareto optimality) The value should be
on the Pareto optimal curve.
Axiom 4 (Independence of Irrelevant Alternatives) The value does not change if any point other
that the disagreement point and the value itself is
removed from the game space. This axiom formalizes
the negotiation procedure. It requires that the value,
which by axiom 3 has to be on the Pareto optimal
curve, depends on the shape of this curve only in its
neighborhood, and not on distant points. The axiom
models a bargaining procedure that proceeds by narrowing down the set of acceptable points; at the end

of the negotiation, the value only competes with close
points, and not with proposals already eliminated during earlier phases of the discussion.
Nash [20] demonstrated that one and only one
payoff satisfies the four axioms. It is the point p =
(p1 , p2 ) that maximizes the product of the two players’ utility gains: p ≥ d and (p1 − d1 )(p2 − d2 ) ≥
(q1 − d1 )(q2 − d2 ) for all q  = p in M.
Example 3 The insurers’ variance reductions
are p1 = 4 − 4(1 − α)2 − 8β 2 and p2 = 8 − 4α 2 −
8(1 − β)2 . Maximizing the product p1 p2 under
the constraint α + β = 1 leads to the Nash value:
α = 0.613; β = 0.387; p1 = 2.203; p2 = 3.491
represented in Figure 2.
Kalai & Smorodinsky [10] presented another
value. They showed that the Nash value does not
satisfy a monotonicity condition.
Axiom 5 (Monotonicity) Let b(M) = (b1 , b2 ) be the
ideal point formed by the maximum possible payoffs:
bi = max{pi /(p1 , p2 ) ∈ M} i = 1, 2. If (M, d) and
(M , d ) are two games such that M contains M
and b(M) = b(M ), then the value of game (M, d)
should be at least equal to the value of game (M , d ).
Improving the payoff opportunities for one or both
players should only improve the final payoff.
The Kalai–Smorodinsky value is the one and only
point that satisfies axioms 1, 2, 3, and 5. It lies at
the intersection of the Pareto optimal curve and the
straight line joining the disagreement point d and the
ideal point b.
Example√3 The equation
of √
the Pareto optimal
√
curve is 4 − p1 + 8 − p2 = 12. The line joining d and b is p2 = 2p1 . The value, at the intersection, is α = 0.586; β = 0.414; p1 = 1.941; p2 =
3.882. As shown in Figure 2, it is slightly more favorable to insurer 2 than the Nash value.
Other value concepts for two-person bargaining
games can be found in [22].
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De Finetti, Bruno
(1906–1985)
Essential Biography
Bruno de Finetti was born on June 13, 1906 in
Innsbruck (Austria). His parents were Italian, coming
from regions that until 1918 belonged to the AustroHungarian Empire. At that time, de Finetti’s father,
an engineer, was actually engaged in the construction
of railways in Tyrol.
Bruno de Finetti entered the Polytechnic of Milan,
aiming at a degree in engineering. After two years,
since a Faculty of Mathematics was opened in
Milan, he moved to mathematical studies and in
1927 he obtained a degree in applied mathematics.
After graduation, de Finetti moved to Rome to
join the Istituto Centrale di Statistica, whose president
was the Italian statistician Corrado Gini. He stayed
with that institute until 1931, when he moved to
Trieste to accept a position at Assicurazioni Generali.
He was engaged as an actuary and, in particular, he
was active in the mechanization process of actuarial
services, mainly in the field of life insurance. He left
Assicurazioni Generali in 1946.
During this period, in spite of the work pressure
in the insurance company, de Finetti developed the
research work started in Rome in the field of probability theory. Important results in actuarial mathematics
also date back to that period. Moreover, de Finetti
started teaching: he taught mathematical analysis,
financial and actuarial mathematics, and probability
at the University of Trieste, and for two years he
taught at the University of Padua.
In 1947, Bruno de Finetti obtained a chair as full
professor of financial mathematics at the University
of Trieste, Faculty of Sciences. In 1951, he moved
to the Faculty of Economics, at the same University.
In 1954, he moved to the Faculty of Economics at
the University of Rome ‘La Sapienza’. Finally, in
1961 he moved to the Faculty of Sciences at the same
university where he taught the theory of probability
until 1976.
Bruno de Finetti died in Rome on July 20, 1985.

The Scientific Work
The scientific activity of de Finetti pertains to a
wide range of research fields. Nevertheless, Bruno de
Finetti is a world-renowned scientist mainly because
of his outstanding contributions to probability and
statistics. Foundations of subjective probability (see
Bayesian Statistics), stochastic processes with independent increments, sequences of exchangeable random variables, and statistical inference are the main
areas in which we find de Finetti’s contributions.
Actually, de Finetti must be considered as one of the
founders of the modern subjective approach to probability (see, in particular, the well-known treatise, de
Finetti [11]).
For a comprehensive description of de Finetti’s
contribution to probability and statistics, the reader
can refer to [1]; see also [13].
Extremely significant contributions can be found
also in the fields of mathematical analysis, economics, decision theory, risk theory, computer science, financial mathematics, and actuarial mathematics. The reader can refer to [2, 3] for detailed
information about de Finetti’s scientific work and a
complete list of papers, textbooks, and treatises; see
also [4].

Contributions in the Actuarial Field
Bruno de Finetti’s contribution to actuarial sciences
can be allocated to the following areas:
1. life insurance mathematics (mortality laws,
surrender value (see Surrenders and Alterations), ancillary benefits, expenses, calculation of mathematical reserves (see Life Insurance Mathematics), technical bases for impaired
lives);
2. non-life insurance (see Non-life Insurance)
mathematics (theory of non-life insurance,
credibility theory);
3. risk theory and reinsurance (optimal retention
(see Retention and Reinsurance Programmes),
individual and collective approach to risk theory,
extreme value theory).
Important contributions to the development of
actuarial sciences also arise from de Finetti’s scientific work in different research fields, typically in
the fields of stochastic processes, statistical inference,
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and utility theory. In particular, his results concerning exchangeability (see [5]) and partial exchangeability (see [6]) have made a significant impact on
the theory of statistical inference and related actuarial
applications, whereas his contributions to utility theory (see [9]) underpin a number of results relevant to
insurance economics.
A short presentation of some seminal de Finetti’s
contributions to actuarial sciences follows.
Proportional reinsurance policies are analyzed
in [7], referring to both a one-year period and
an infinite time horizon. The approach adopted to
find optimal retention levels can be considered an
ante-litteram example of the mean-variance methodology, followed by Markowitz 10 years later for
solving portfolio selection problems (see Portfolio
Theory). de Finetti’s approach starts from considering that any reinsurance policy reduces the insurer’s
risk (in terms of the variance of the random profit
and the related ruin probability (see Ruin Theory))
as well as the expected profit. Then, a two-step
method is proposed. The first step consists in minimizing the variance under the constraint of a given
expected profit, whereas the second one, assuming
the expected profit as a parameter, leads to the
choice, based on a preference system, of a particular solution.
In the framework of risk theory, starting from
the collective scheme defined by Filip Lundberg
and Harald Cramér, de Finetti proposed a ‘barrier’
model (see [10]), in which an upper bound L is
introduced for the accumulated portfolio surplus. The
approach adopted is based on a random walk model.
The problem consists in the choice of the level
L, which optimizes a given objective function, for
example, maximizes the expected present value of
future dividends, or maximizes the expected residual
life of the portfolio.
In the field of life insurance mathematics, an
important contribution by de Finetti concerns the
surrender values (see [12]). The paper aims at finding
‘coherent’ rules for surrender values, which do not
allow the policyholder to obtain an advantage by
withdrawing immediately after the payment of a
premium. Then, the paper extends the concept of
coherence to the whole tariff system of a life office,
aiming at singling out ‘arbitrage’ possibilities for
the insured, arising from the combination of several
insurance covers.

Although the assessment of risk for a life insurance portfolio dates back to the second half of
the 19th century (Hattendorff’s theorem (see Life
Insurance Mathematics) is among the earliest contributions in this field), the formal expression of
the randomness of life insurance contracts must be
attributed to de Finetti. The concept of random
present value of benefits as a function of the random residual lifetime has been actually introduced
in [8].
As far as research in the actuarial field is concerned, it is worth noting that de Finetti was awarded
in 1931 the Toja prize, in 1964 the International INA
prize by the Accademia dei Lincei, and in 1978 by
the Swiss Actuarial Association. Bruno de Finetti
belonged to the pioneering generation of ASTIN, the
first section of the International Actuarial Association, founded in 1957 to promote actuarial studies in
the field of non-life insurance.
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7(1), 1–68.
de Finetti, B. (1937). Sur la condition de “équivalence
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Decision Theory
Decision theory aims at unifying various areas of
mathematical statistics, including the prediction of
a nonobservable random variable, the estimation of a
parameter of the probability distribution of a random
variable, and the test of a hypothesis on such a
parameter. Each of these problems can be formulated
as a statistical decision problem.
The structure of a statistical decision problem is
identical with that of a two-person zero-sum game:
•
•
•

There is a collection  of possible states of
nature.
There is a collection  of possible decisions.
There is a risk function r:  ×  → [0, ∞],
which attaches to every state of nature P ∈ 
and every decision δ ∈  the risk r(P , δ).

The triplet (, , r) is called a decision problem.
For a decision problem (, , r), there are two
principles for the selection of a decision:
•

The Bayes Principle: For a given state of nature
P ∈ , the quantity
inf r(P , δ)

δ∈

is said to be the Bayes risk with respect to P and
every solution δ ∗ ∈  of the Bayes equation with
respect to P
r(P , δ ∗ ) = inf r(P , δ)
δ∈

(1)

The Bayes decisions with respect to P ∈  and the
minimax decisions are not affected if the risk function
is multiplied by a strictly positive constant.
Statistical decision problems involve random
variables X, X1 , X2 , . . . and their joint probability
distribution. Mathematically, it is convenient to
assume that
•

•

•

all random variables under consideration are
defined on the same measurable space (, F)
(consisting of a set  and a σ -algebra F of subsets
of ),
the collection  of possible states of nature consists of probability measures F → [0, 1], which
determine the joint probability distribution of
X, X1 , X2 , . . ., and
the collection  of possible decisions consists of
random variables  → R, which are functions of
X, X1 , X2 , . . ..

We also assume that X, X1 , X2 , . . ., and hence
the decisions, are observable; by contrast, no such
assumption is made for X, which may be considered
as the target quantity whose role depends on the type
of the statistical decision problem.
The measurable space (, F) may be understood
as being the source of all randomness in the statistical
decision problem and will henceforth be assumed to
be given without any further discussion. For a random variable X:  → R and a probability measure
P : F → [0, 1], we denote by PX the probability distribution of X under P and by


X(ω) dP (ω) =
x dPX (x)
(3)
EP [X] :=


•

is said to be a Bayes decision with respect to P . A
Bayes decision with respect to P need not exist,
and if it exists it need not be unique.
The Minimax Principle: The quantity
inf sup r(P , δ)

δ∈ P ∈

is said to be the minimax risk of the decision problem, and every solution δ ∗ ∈  of the minimax
equation
sup r(P , δ ∗ ) = inf sup r(P , δ)

P ∈

δ∈ P ∈

the expectation of X under P . Then
VarP [X] := EP [(X − EP [X])2 ]

(4)

is the variance of X under P . As usual, we identify
real numbers with random variables that are constant.
The definition of a statistical decision problem can
proceed in three steps:
•

(2)

is said to be a minimax decision. A minimax
decision need not exist, and if it exists it need
not be unique.

R

•

Define the collection  of possible decisions to
consist of certain random variables δ:  → R.
For example,  may be defined as the collection
of all convex combinations of X1 , . . . , Xn .
Define the collection  of possible states of
nature to consist of certain probability measures P : F → [0, 1] such that their properties
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reflect assumptions on the joint distribution of
certain random variables. For example, when  is
defined as before, then  may be defined as the
collection of all probability measures for which
X, X1 , . . . , Xn have finite second moments and
identical expectations; if this is done, then, for
every state of nature P ∈ , every decision δ ∈ 
satisfies EP [δ] = EP [X] and hence is simultaneously an unbiased predictor of X and an unbiased
estimator of the expectation of X.
Define the risk function r:  ×  → [0, ∞] to
evaluate a decision δ ∈  when the state of nature
is P ∈ . For example, when  and  are
defined as before, then r may be defined by
r(P , δ) := EP [(X − δ)2 ]

for which X has a finite expectation and define
r:  ×  → [0, ∞] by letting
r(P , δ) := EP [|X − δ|]

•

(5)

r(P , δ) := EP [(EP [X] − δ)2 ]

(6)

Let us now proceed to discuss some typical statistical
decision problems that illustrate

•
•

the effect of changing the collection  of possible
states of nature,
the effect of changing the collection  of possible
decisions, and
the effect of changing the risk function r.

Prediction without Observations
Let us first consider the prediction of a nonobservable
random variable X by a real number (not depending
on any observable random variables). We define
 := R

(7)

To complete the definition of a statistical decision
problem, we still have to define a collection  of
probability measures P : F → [0, 1] and a risk function r:  ×  → [0, ∞]. This can be done in various
ways:
•

Absolute risk function: Let  denote the collection of all probability measures P : F → [0, 1]

(9)

Then r is said to be the quadratic risk function.
The Bayes equation with respect to P ∈  has
the unique solution

in order to find the best estimator of the expectation of X. The choice of each of these risk
functions requires the restriction to probability
measures for which X1 , . . . , Xn , and in the first
case X also, have a finite second moment.

•

Then r is said to be the absolute risk function.
For P ∈ , every δ ∗ ∈  satisfying P [X ≤ δ ∗ ] ≥
1/2 and P [X ≥ δ ∗ ] ≥ 1/2 is a solution of the
Bayes equation with respect to P . Therefore,
every median of X under P is a Bayes decision
with respect to P . It is well known that at least
one median of X under P exists.
Quadratic risk function: Let  denote the collection of all probability measures P : F → [0, 1] for
which X has a finite second moment and define
r:  ×  → [0, ∞] by letting
r(P , δ) := EP [(X − δ)2 ]

in order to find the best predictor of X or by

(8)

δ ∗ := EP [X]

•

(10)

Therefore, the expectation of X under P is the
unique Bayes decision with respect to P .
Esscher risk function: For α ∈ (0, ∞), let 
denote the collection of all probability measures
P : F → [0, 1] for which eαX and X 2 eαX have
finite expectations and define r:  ×  → [0, ∞]
by letting
r(P , δ) := EP [(X − δ)2 eαX ]

(11)

Then r is said to be the Esscher risk function with parameter α. The Bayes equation with
respect to P ∈  has the unique solution
δ ∗ :=

EP [XeαX ]
EP [eαX ]

(12)

By a suitable transformation of the probability
measures in , the Esscher risk function can be
reduced to the quadratic risk function. Indeed,
For P ∈ , the map Q(P , α, X) : F → [0, 1]
given by

Q(P , α, X)[A] :=
A

eαX
dP
EP [eαX ]

(13)
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is a probability measure, X has a finite second
moment with respect to Q(P , α, X), and we have
r(P , δ) = EP [eαX ]EQ(P ,α,X) [(X − δ)2 ]
and

δ ∗ = EQ(P ,α,X) [X]

(14)

•

(15)

δ = h(X1 , . . . , Xn )

Since EP [eαX ] is strictly positive and independent
of δ ∈ , a decision is a Bayes decision with
respect to P and the Esscher risk function with
parameter α if and only if it is a Bayes decision
with respect to Q(P , α, X) and the quadratic risk
function.
In the theory of premium calculation principles, the
random variable X is called a risk and the risk function is called a loss function. The discussion shows
that the net premium EP [X] can be obtained as a
Bayes decision with respect to the quadratic risk function while the Esscher premium EP [XeαX ]/EP [eαX ]
can be obtained as a Bayes decision with respect to
the Esscher risk function with parameter α; furthermore, the Esscher premium with respect to P is the
net premium with respect to Q(P , α, X). For some
other premiums that can be justified by a risk function, see [4, 8].

Prediction with Observations
Let us next consider the prediction of a nonobservable
random variable X by a function of the observable
random variables X1 , . . . , Xn . We deal with various
choices of  and , but in all cases we define the
risk function r:  ×  → [0, ∞] by letting
r(P , δ) := EP [(X − δ)2 ]

(17)

for some function h: R n → R and let  denote
the collection of all probability measures for
which X has a finite second moment. The Bayes
equation with respect to P ∈  has the solution
δ ∗ := EP (X|X1 , . . . , Xn )

δ ∗ := EP [X]

•

(20)

Therefore, the expectation of X under P is a
Bayes decision with respect to P .
Affine–linear prediction: Let  denote the collection of all random variables δ, which can be
written as
n

δ = a0 +
ak Xk
(21)
k=1

with a0 , a1 , . . . , an ∈ R. Assume that  is another
random variable and let  denote the collection of
all probability measures for which X, X1 , . . . , Xn
have a finite second moment and are conditionally independent and identically distributed with
respect to . The Bayes equation with respect to
P ∈  has the solution
κP
n
δ ∗ :=
X(n)
(22)
EP [X] +
κP + n
κP + n
where
and

κP := EP [VarP (X|)]/VarP [EP (X|)]
1
Xk
n k=1
n

X(n) :=

(23)

is the sample mean for the sample size n ∈ N .

Prediction in the general case: Let  denote the
collection of all random variables δ, which can
be written as
δ = h(X1 , . . . , Xn )

(19)

for some function h: R n → R, and let  denote
the collection of all probability measures, for
which X has a finite second moment and X,
X1 , . . . , Xn are independent. The Bayes equation
with respect to P ∈  has the solution

(16)

Then r is said to be the quadratic risk function.
•

Therefore, the conditional expectation of X under
P , given X1 , . . . , Xn , is a Bayes decision with
respect to P .
Prediction based on independent observables: Let
 denote the collection of all random variables
δ, which can be written as

(18)

The choice of  and  in the prediction problem
with affine–linear decisions is that of the classical
model of credibility theory due to Bühlmann [2].
For extensions of this model, see, for example, [5, 6,
7, 9], and the references given there.

Estimation
Let us now consider the estimation of the expectation
of X by a function of the observable random variables
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Decision Theory
then every decision δ ∈  satisfies r(P , δ) > 0
such that a Bayes decision with respect to P does
not exist.

X1 , . . . , Xn . We deal with various choices of 
and , but in all cases we define the risk function
r:  ×  → [0, ∞] by letting
r(P , δ) := EP [(EP [X] − δ)2 ]

(24)

Then r is said to be the quadratic risk function.
•

Unbiased estimation when the sample size is fixed :
Let  denote the collection of all random variables δ, which can be written as
δ=

n


ak Xk

(25)

k=1


with a1 , . . . , an ∈ R satisfying nk=1 ak = 1, and
let  denote the collection of all probability
measures for which X has a finite second moment
and X1 , . . . , Xn are independent and have the
same distribution as X. The Bayes equation with
respect to P ∈  has the solution
δ ∗ := X(n)

•

(26)

Therefore, the sample mean is a Bayes decision
with respect to every P ∈ .
Unbiased estimation when the sample size is variable: Instead of the finite family {Xk }k∈{1,...,n} ,
consider a sequence {Xk }k∈N of observable random variables. Let  denote the collection of all
random variables δ, which can be written as
δ=

n


ak Xk

(27)

k=1

for some
 n ∈ N and with a1 , . . . , an ∈ R satisfying nk=1 ak = 1, and let  denote the collection
of all probability measures for which X has a
finite second moment and the random variables
of the family {Xk }k∈N are independent and have
the same distribution as X. Then, for each P ∈ ,
the sample mean for the sample size n satisfies
r(P , X(n)) =

1
VarP [X]
n

(28)

and the Bayes risk with respect to P satisfies
inf r(P , δ) ≤ inf r(P , X(n)) = 0

δ∈

n∈N

(29)

and hence, infδ∈ r(P , δ) = 0. Thus, if the distribution of X with respect to P is nondegenerate,

Tests
Let us finally consider the test of a hypothesis on
the expectation of X by a function of the observable
random variables X1 , . . . , Xn .
•

Test of a one-sided hypothesis for a normal distribution: Let  denote the collection of all
probability measures for which X has a normal distribution with known variance σ 2 and
X1 , . . . , Xn are independent and have the same
distribution as X. We want to test the hypothesis
H0 : EP [X] ≤ µ0
against the alternative
H1 : EP [X] > µ0
Let  denote the collection of all random variables δγ satisfying

1 if X(n) > γ (rejection of H0 )
δγ =
0 if X(n) ≤ γ (acceptance of H0 )
(30)
for some γ ∈ R. We define the risk function r:
 ×  → [0, ∞] by letting

P [X(n) > γ ] if EP [X] ≤ µ0
r(P , δγ ) :=
cP [X(n) ≤ γ ] if EP [X] > µ0
(31)
with c ∈ (0, ∞) (being close to zero). Since the
test problem is without interest when P and hence
EP [X] is known, Bayes decisions are useless and
we have to look for a minimax decision. Let
denote the distribution function of the standard
normal distribution. Then we have, for each P ∈
,


γ − EP [X] √
P [X(n) ≤ γ ] =
n
(32)
σ
and hence
r(P , δγ )



γ − EP [X] √

n if EP [X] ≤ µ0
1 −
σ


=
γ − EP [X] √

 c
n if EP [X] > µ0
σ
(33)

Decision Theory
Therefore, the minimax risk satisfies
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important as well. For further reading we recommend the monographs by DeGroot [3], Berger [1],
and Witting [10].

inf sup r(P , δγ )

δγ ∈ P ∈

= inf sup r(P , δγ )
γ ∈R P ∈


= inf max 1 −
γ ∈R



c




γ − µ0 √
n
σ

References


γ − µ0 √
n ,
σ

[1]

[2]

c
=
1+c

(34)

[4]

and the decision δγ ∗ with
σ
γ ∗ := µ0 + √
n

[3]

−1



1
1+c
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Deregulation of
Commercial Insurance
Context and Meaning
The ‘deregulation’ of commercial insurance lines has
received considerable attention in the United States,
since the mid-1990s. Some other countries have also
eased regulatory restrictions on property–casualty
insurance markets. In the United States, the primary
development has been the easing or elimination of
rate and form regulation for property–liability insurance purchased by larger, more sophisticated commercial buyers, sometimes coupled with less restrictive rate regulation for commercial insurance purchased by small firms. Insurers have argued for reducing regulatory restrictions on other aspects of commercial insurance transactions with less success. In
other countries, the meaning of deregulation varies –
ranging from abandoning government-mandated uniform rates to the elimination of any regulatory
approval requirements for rates or policy forms. Significantly, the notion of ‘deregulation’ has generally
been limited to active government approval of various aspects of insurance transactions and not to the
solvency standards that insurers are required to meet
and the enforcement of these standards. The inherent
competitive structure of commercial insurance markets and the interstate and international operations of
many commercial insurers and insureds are the principal motivators behind the deregulation movement.
This article utilizes the US experience as a primary
point of reference with some discussion of insurance deregulation in other countries. The concept of
insurance deregulation contemplates a shifting of regulatory emphasis from prior approval of commercial
lines rates and forms to a more competitive regulatory system coupled with more intensive regulatory
monitoring of market competition and strategic intervention when required. (The term competitive has a
specific meaning in the United States, when applied
to rate and form regulation. Systems that require the
prior approval of rates and/or forms before they can
be implemented are considered to be ‘noncompetitive’ systems. In ‘competitive’ systems, insurers may
be required to file rates and/or forms with regulators,
but they are not subject to preapproval and regulators
typically do not seek to countermand market forces in
the determination of the prices that are charged and

the products that are offered.) It is important to stress
that this does not involve an abrogation of regulatory oversight, but rather a restructuring of regulatory
functions to facilitate more efficient and competitive markets combined with an array of regulatory
activities, tools, and authorities to support strategic,
proactive regulatory intervention if problems develop.
The details of this revamped regulatory framework vary somewhat among the states in the United
States, but the basic elements entail some form of
competitive rates and forms regulation for all commercial lines, with additional regulatory exemptions
for transactions negotiated by large commercial insurance buyers in the admitted market. The intended
objective is to allow market forces to operate more
freely in responding to the insurance needs of commercial risks and lower transaction costs for buyers
insuring exposures in a number of states. The underlying premise is that commercial insurance buyers
have sufficient information, expertise, and bargaining power that they do not require the same level
of regulatory protection afforded to less sophisticated personal insurance consumers. (It should be
noted that many states (approximately one-half) have
also successfully implemented competitive regulatory
systems for personal auto and homeowners insurance rates, but not policy forms. It can be argued
that competition ensures efficient pricing for personal
lines, but unsophisticated individual consumers benefit from regulatory review and approval of policy
forms. Insurers have sought to extend ‘deregulation’
to personal insurance rates in more states but their
efforts have been largely rebuffed.)

The Competitive Structure of Commercial
Insurance Markets
The theory of competitive markets, and specifically
workable and monopolistic competition, provide a
framework for analyzing the structure and performance of insurance markets and the need for regulation [4]. In theory, insurance regulation should be
employed only when necessary and feasible, to correct insurance market failures. It is generally accepted
that insurer solvency regulation is needed to protect against excessive insurer financial risk caused
by imperfect information and principal–agent problems. Also, some limited market regulation might
be needed to police abuses where certain insurers
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might otherwise take unfair advantage of consumers.
Outside of these circumstances, the lack of concentration and significant entry/exit barriers in US insurance
markets results in competitive and efficient prices that
do not warrant regulation.
The competitive structure of commercial insurance
markets and the characteristics of commercial insurers and insureds establish a foundation for deregulation of commercial insurance transactions. Commercial insurance markets are characterized by widely
varying risks, products, buyers, sellers, and intermediaries. Both the admitted and nonadmitted markets
play a substantial role in commercial insurance, as
do other alternative forms of risk management. On
the whole, there are a relatively large number of sellers and a lack of concentration in most markets (see
Table 1). Further, entry and exit barriers are generally low and do not inhibit the movement of firms
in and out of markets. In turn, pricing also appears
to be highly competitive and profits are not excessive
Table 1

(see Table 2). Imperfect information, principal–agent
problems, and asymmetric bargaining power can give
rise to some market problems particularly for smaller
buyers that may or may not be remedied by regulation. Certain commercial lines are also subject to
‘soft’ and ‘hard’ market conditions, but this phenomenon is driven by fierce competition that periodically results in temporary reductions in the supply
of insurance when insurers sustain prolonged losses
and their surplus declines (see [2] for a discussion
of cyclical changes in the supply of insurance and
why regulation is ill-suited to promote more stable
insurance pricing).
The diverse nature of commercial insurance buyers and products warrant some elaboration as it is
key to understanding how the states have approached
deregulation. Commercial insurance buyers vary significantly with respect to size, scope of operations,
and sophistication. They run the gamut from a small,
home-based business to multinational conglomerates.

Commercial lines market concentration by line countrywide 1995

Line
Fire
Allied lines
Multi-peril crop
Farmowners multi-peril
Commercial multi-peril
(non-liability)
Commercial multi-peril (liability)
Ocean marine
Inland marine
Financial guaranty
Medical malpractice
Earthquake
Workers’ compensation
Other liability
Products liability
Commercial auto (no-fault)
Other commercial auto liability
Commercial auto physical damage
Aircraft
Fidelity
Surety
Glass
Burglary/theft
Boiler/machinery

Direct premiums
written

No. of
insurers

CR4
(%)

CR8
(%)

CR20
(%)

HHI

4 974 939 109
3 583 297 213
950 849 378
1 330 453 780
11 056 748 410

658
595
28
246
470

22.8
19.6
58.8
19.3
22.7

34.5
33.0
79.3
30.2
37.0

54.7
58.2
99.1
51.1
62.3

230
221
1278
207
260

9 747 933 654
1 774 949 496
6 732 447 416
769 996 855
6 159 956 511
1 244 685 694
32 108 910 617
21 869 296 562
2 156 645 261
357 362 548
12 991 805 241
4 658 054 447
1 054 651 054
918 871 617
2 709 102 104
14 482 379
125 615 689
742 927 610

432
115
582
18
148
183
357
752
225
264
445
422
47
162
275
190
234
86

26.8
26.8
29.2
90.7
24.8
52.0
23.9
37.0
33.0
22.5
19.5
18.2
43.2
57.7
24.0
45.5
61.0
50.0

41.4
41.4
43.6
99.1
38.9
65.8
38.0
50.9
52.5
36.0
30.6
29.7
64.1
78.2
44.4
57.6
70.7
79.3

65.1
65.1
64.6
100.0
64.8
82.4
56.9
69.3
76.1
58.1
52.2
50.5
89.9
91.9
70.0
77.4
83.9
96.6

323
526
347
2521
294
982
248
560
449
242
196
184
724
985
329
800
1238
983

Notes: Insurers defined by group.
CR4 = market share of top 4 insurers, etc.
HHI = sum of squared market shares (in %’s) of all insurers.
Source: Feldhaus and Klein [1].
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Commercial insurance profitability: 10-year averages (1992–2001)

Line
Commercial auto
Commercial multi-peril
Farmowners multi-peril
Fire
Allied lines
Inland marine
Medical malpractice
Other liability
Workers compensation

Loss
ratio* (%)
67.6
64.3
69.7
63.0
78.6
54.7
64.7
67.3
68.1

Underwriting
profit* (%)
−10.6
−17.5
−11.9
−7.0
−18.3
2.0
−20.0
−23.4
−11.7

Profit on
ins. transactions* (%)
0.5
−3.0
−4.3
−1.1
−9.7
2.8
10.7
7.1
6.9

Return on
net worth (%)
6.3
2.7
0.2
4.4
−8.8
9.3
9.8
7.6
9.3

∗

Percent of direct premiums earned.
Source: National Association of Insurance Commissioners.

Their differences have a corresponding impact on the
nature of the insurance products they need and desire,
their need for insurance advice at the point of sale
and the risk transfer mechanisms best suited to their
insurance needs.
Commercial insurance products are designed to
meet the requirements of a target market. The needs
of many small commercial insurance buyers tend to
be similar in nature and scope. This commonality
lends itself to the development of standardized commercial lines products, such as the businessowners
policy (BOP), workers’ compensation and commercial auto insurance. These standardized products are
well-suited to the insurance needs of this market
segment and are generally considered to be widely
available and competitively priced.
The property–casualty insurance needs of
medium-sized commercial buyers are more complex
and varied. Commercial insurance products designed
for this segment of the market must be more flexible and adaptable to the specific characteristics of
the insured. Workers compensation coverage is normally mandated as a standardized policy according to
requirements set by state law. However, most other
commercial insurance products sold in this market
segment are capable of being modified to meet specific coverage needs. The commercial multi-peril
policy (CMP) program permits a wide range of property and liability insurance endorsements that can
modify the basic policy to fit the specific coverage
needs of the insured. Additional policies for this market segment such as products liability, professional
liability, and directors and officers liability coverage are offered on a nonstandard basis. Insurance
buyers are able to examine the coverage features of

competing forms to determine which one best suits
their coverage and pricing requirements. These products are offered in a very competitive market that
provides numerous coverage options to this segment
of commercial insurance buyers.
For large insurance buyers, product differences
become more pronounced. In some instances where
typical endorsements will not satisfy the characteristics of the buyer, special endorsements will be crafted
to meet the unique coverage needs of the insured.
Tailoring coverage can be taken to the ultimate point
with a manuscript policy form designed specifically
for a particular commercial insurance buyer. These
manuscript forms may be designed by a corporate risk
manager, consultant, or insurance intermediary. In
regulated environments, these manuscript forms must
be filed with and possibly approved by regulators.
Such a commercial insurance product completes the
commercial lines product continuum from a standardized form to one that addresses the unique coverage
needs of a single buyer.
This discussion indicates that there is a spectrum
of commercial insurance buyers, needs, and products
that might warrant a corresponding spectrum of regulatory oversight. As buyers increase in size, sophistication, and the diversity of their needs, less regulation
is needed and is feasible. Indeed, this perspective
underlies the proposals of deregulation advocates and
how the states have responded to these proposals.

Proposed Elements of Commercial Lines
Deregulation
Outdated regulatory policies and practices, combined with the competitive and diverse nature of
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commercial insurance transactions, have driven the
move towards deregulation. Historically, regulatory
policies and practices have been rooted in times
and systems when commercial insurance coverages
were more regimented and often subject to uniform
rating plans. Regulation failed to keep pace with
the competitive and dynamic evolution of commercial insurance.
As markets evolved, a number of regulations
became problematic and hampered the efficiency
of insurance transactions. There was no particular
need for or benefit from prior approval of rates
and policy forms for most lines. At a minimum,
requiring insurers to file and obtain preapproval of
rates and forms in each state, is costly and significantly delays new products and price/product changes
(see [1]). At the worst, regulatory suppression of necessary rate increases and product changes can reduce
the supply of insurance and cause severe market
dislocations.
Other regulations unnecessarily interfere with
commercial insurance transactions. Countersignature
requirements for multistate transactions were (and
still are) an anachronism. Residual market mechanisms can create severe market distortions if their
rates are inadequate and eligibility is not tightly controlled. Regulation can unnecessarily hamper surplus
lines placements when no viable admitted market
alternatives exist for a particular risk. These types of
restrictions are not justified by principles of market
competition or regulation.
Hence, there was a clear need to reengineer and
reform commercial insurance regulation. There were
several ways that the regulation of commercial insurance could have been restructured to promote greater
competition and efficiency. For the most part, the various trade associations representing insurance companies took similar positions on how commercial insurance should be deregulated. A monograph by Feldhaus and Klein [3] recommended a series of reforms
that paralleled but did not mirror industry views.
Specifically, Feldhaus and Klein recommended that
•

Competitive rating should be extended to all commercial lines. This could be accomplished for
most lines/products with a self-certification process with or without informational filings of rates
and policy forms. File and use or use and file regulatory systems could be retained for certain compulsory insurance coverages, such as workers’

•
•
•

•

•
•

•

compensation and commercial auto, if some states
believed this was necessary.
There should be additional regulatory exemptions for large buyers of commercial insurance
in accessing the admitted market.
There should be optional rate and form filings for
some standard and nonstandard products.
Insurance regulators should expand market monitoring coupled with the development of an array
of appropriate regulatory measures to address
market problems if they arise.
Countersignature requirements should be eliminated and consideration given to eliminating
requirements for insurers to be licensed in ancillary states for multistate contracts.
The use of residual market mechanisms for commercial lines should be minimized.
There should be expedited licensing of insurers
and intermediaries, including reciprocal licensing agreements among states for their domestic insurers.
There should be surplus lines reforms such as
export lists and stamping offices to facilitate surplus lines transactions.

It should be noted that insurance intermediaries
split on their views of commercial insurance deregulation. Agents and brokers with national accounts
tended to support deregulation, including reforms
designed to make it easier to negotiate interstate
transactions. Agents with a local or state focus tended
to oppose such measures. They also opposed deregulation of policy forms because of concerns about
increasing their exposure to errors and omissions
claims. The considerable political influence of local
and state agents proved to have a significant impact
on how the states dealt with deregulation, and is discussed below.

National and State Actions
The National Association of Insurance Commissioners NAIC’s (EX) Special Committee on Regulatory
ReEngineering, with assistance from the Commercial
Lines (D) Committee, undertook the task of creating
a model scheme for commercial insurance regulation.
The Special Committee received proposals and testimony from a number of interested parties and issued
a white paper [5], in 1997, that articulated its recommendations. For the most part, the white paper
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supported regulatory reforms similar to those outlined
above. However, this was only the first step in the
process of deregulation. The next step was adoption
of modifications to NAIC model laws and regulations to conform to the white paper and the enactment
and implementation of regulatory changes in the various states. It was in these latter steps, particularly
state action, where further battles were fought and
the actual changes diverged from the ideal.
The end result has been something of a mixed bag
among the states, noting that the process of regulatory reform continues. Table 3 summarizes the status
of deregulation by state as of August 2002. Three
areas are highlighted: (1) filing and approval provisions generally governing commercial insurance;
(2) exemptions from filing rates and/or forms for
large buyers meeting a set of specified criteria; and
(3) lines that are excepted from filing exemptions.
A state’s basic filing and approval requirements
for commercial insurance rates establish a foundation
for the regulation applicable to commercial insurance transactions. As discussed above, some states
utilize a prior approval system and others employ
some form of a competitive system that requires filing
but does not require prior approval. These are regulatory systems that generally apply to various lines
of insurance for all buyers unless filings for coverages sold to certain buyers (meeting specified criteria)
are exempted. In March 2002, the NAIC adopted a
model law that establishes a use and file system for
commercial insurance rates – one of several forms of
competitive rating systems.
The lines subject to prior approval versus competitive rating vary among the states, so the information
in Table 3 applies to commercial lines generally. In
many states where competitive rating governs most
commercial lines, certain lines such as workers’ compensation and medical malpractice, may still be subject to prior approval. We can see from Table 3 that a
majority of states employ competitive rating for commercial lines – only 14 have retained some form of
prior approval of rates for commercial lines. Legislators and regulators in competitive rating states may
view this as sufficient deregulation, although policy
forms may still be subject to prior approval in many
of these competitive rating states.
The second element of deregulation is the exemption of coverage sold to certain buyers from rate
and/or form filing (and approval if otherwise applicable) requirements. The NAIC developed a list of
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criteria to determine ‘exempt’ buyers. The actual criteria adopted by the states vary, but there are two
characteristics commonly specified in state exemption
provisions. First, there is typically some form of criteria based on the size of the buyer. Size is measured
by one or more variables including the amount of
premium, revenues or sales, assets, operating budget
(for nonprofit/public entities), net worth, and number
of employees. Generally, a buyer must exceed the
standard for one or more of these size measures to
qualify for an exemption. Second, many states require
buyers to employ a full-time risk manager to qualify for exemption. As of August 2002, 21 states had
some form of exemption for large buyers. In addition, two states do not require rates to be filed for
any commercial lines buyer.
There are significant differences in the size criteria established among the states. For example, the
premium threshold ranges from $10 000 to $500 000.
The variation in exemption criteria frustrates the
efficiency objective of deregulation. A buyer with
operations in various states may meet criteria for an
exemption in some states but not others. An insurer
underwriting such an account would be required to
file the applicable rate and policy form in those states
where the buyer did not qualify for an exemption.
Finally, states may exclude certain lines from the
large buyer exemption. The most common exclusion
is workers’ compensation. Because workers’ compensation coverages are essentially set by state law and
are mandatory for most employers, this line tends to
be subject to tighter regulation. Presumably, the justification for its exclusion is the desire to ensure that
workers’ compensation policies are consistent with
state requirements. A few states exclude other lines
from filing exemptions, such as commercial auto liability and medical malpractice.

Deregulation in Other Countries
International trade agreements negotiated and adopted
in the 1990s have required many countries to ‘modernize’ their systems for regulating financial services, including insurance. Skipper [6] distinguishes
between ‘liberalization’ as a diminution of market
barriers to foreign enterprises and ‘deregulation’ as
a lessening of national regulation. He notes that liberalization and deregulation often move in tandem,
but not necessarily. Some liberalization efforts may
require strengthening regulation in certain areas.
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Table 3

Summary of commercial insurance deregulation by state as of June 2002

State

Filing/approval
requirements

Filing exemptions
for large insurers

Alabama
Alaska
Arizona
Arkansas

Competitive
Regulated
Competitive
Competitive

None
None
None
Rates/forms

California
Colorado
Connecticut
Delaware
District of Columbia
Florida
Georgia
Hawaii
Idaho
Illinois
Indiana
Iowa
Kansas
Kentucky
Louisiana
Maine
Maryland
Massachusetts
Michigan
Minnesota
Mississippi
Missouri
Montana
Nebraska
Nevada
New Hampshire
New Jersey
New Mexico
New York
North Carolina
North Dakota
Ohio
Oklahoma
Oregon
Pennsylvania
Rhode Island
South Carolina
South Dakota
Tennessee
Texas
Utah
Vermont
Virginia
Washington
West Virginia
Wisconsin
Wyoming

Regulated
Competitive
Competitive
Competitive
Competitive
Competitive
Competitive
Regulated
Competitive
Competitive
Competitive
Regulated
Competitive
Competitive
Regulated
Regulated
Competitive
Competitive
Competitive
Competitive
Regulated
Competitive
Competitive
Competitive
Competitive
Competitive
Competitive
Regulated
Regulated
Regulated
Regulated
Competitive
Competitive
Competitive
Competitive
Competitive
Regulated
Regulated
Competitive
Competitive
Competitive
Competitive
Competitive
Competitive
Regulated
Competitive
Competitive

None
Rates/forms
None
None
Rates/forms
None
Rates only
None
None
No filing
Rates/forms
None
Rates/forms
Rates/forms
Forms only
Rates/forms
Forms only
Rates/forms
None
None
None
Rates/forms
None
Rates/forms
No filing
Rates
None
None
None
None
None
None
Rates only
None
Rates/forms
Rates/forms
Rates/forms
None
None
None
None
None
Rates/forms
None
None
None
None

Source: National Association of Insurance Commissioners.

Lines excepted from exemptions

Workers compensation, employers liability,
professional liability
Workers compensation

Workers compensation, employers liability
Workers
Workers
Workers
Workers

compensation
compensation, medical malpractice
compensation
compensation

Workers compensation, auto liability

Workers compensation, medical malpractice

Workers compensation

Deregulation of Commercial Insurance
Still, opening insurance markets to foreign companies in some jurisdictions has been accompanied by
a move down a path of lessening government control. The changes occurring in any particular country
depend on the maturity of its insurance markets and
its existing regulatory system. For example, in countries where certain types of insurance were provided
by a government insurance mechanism, the first step
in deregulation is the transition to a system that
allows private firms to offer insurance in some form
of a true market. In contrast, in countries where insurance markets are mature and private insurers are well
established, deregulation may constitute further easing of regulatory restrictions that already allowed
insurers considerable latitude in pricing and designing
policy forms.
The European Union (EU) offers an informative
illustration of how deregulation can mean different
things in different jurisdictions. Historically, some
EU members (e.g. the UK) have limited insurance
regulation primarily to prudential matters while others (e.g. Germany) have maintained detailed oversight of policy terms and pricing [6]. As EU members
have moved to comply with framework directives,
strict regulation of prices (i.e. mandated premiums
or collective rate-setting) and policy forms is not
permitted, with certain exceptions. However, prior
notification and approval of non-life premium rates
may be required if it is part of a general system of
price controls [6].
One can see a rationale for linking the regulatory changes in a particular country with the level
of development of its insurance markets. In developing markets, with less sophisticated consumers
and less experienced insurers, governments tend
to retain a greater level of oversight to prevent
abuses and imprudent actions by insurers. As markets
develop, regulators can gradually ease their oversight accordingly. Hence, regulatory modernization
and deregulation might be best viewed as a path
rather than a uniform change from one common system to another.
Also, as Skipper [6] has noted, easing regulation
in one area may require strengthening it in another.
For example, if regulators allow insurers greater freedom in pricing, they may need to enhance solvency
oversight. This further underscores the multifaceted
nature of regulation and deregulation and the need to
coordinate the various aspects of government oversight in a coherent scheme.
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The Future of Deregulation
In the United States, pressure will continue to extend
commercial insurance buyer exemptions to more
states. Also, it would be desirable to standardize
a reasonable set of exemption criteria among the
states. Other reforms need attention such as the elimination of countersignature requirements, streamlined
licensing for insurers and agents, and more efficient
mechanisms for the filing of rates and forms for
small commercial insureds. The interests of commercial insurance buyers and states’ desire for economic development will provide some impetus for
further regulatory reform. Additionally, strong interest in an optional federal chartering/regulatory system for insurers will keep the heat on the states to
modernize their insurance regulations. By the same
token, increasing global trade in financial services
and the continued development of insurance markets in various countries will create an impetus to
limit regulatory oversight to its most essential functions and allow economic forces to guide consumer
and firm choices where they are well suited for
this purpose.
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Derivative Securities
There are three main types of derivative securities,
namely futures, options, and swaps. Derivative securities are assets whose value depends on the value
of some other (underlying) asset and their value is
derived from the value of this underlying asset. A
key feature of futures and options is that the contract
calls for deferred delivery of the underlying asset (e.g.
AT&T shares), whereas spot assets are for immediate
delivery (although in practice, there is usually a delay
of a few days). Derivative securities can be used by
hedgers, speculators, and arbitrageurs [6, 8].
Derivatives often receive a ‘bad press’ partly
because there have been some quite spectacular
derivatives losses. Perhaps the most famous are the
losses of Nick Leeson who worked for Barings Bank
in Singapore and who lost $1.4 bn when trading
futures and options on the Nikkei-225, the Japanese
stock index. This led to Barings going bankrupt.
More recently in 1998, Long Term Capital Management (LTCM), a hedge fund that levered its trades
using derivatives had to be rescued by a consortium of banks under the imprimatur of the Federal
Reserve Board. This was all the more galling since
Myron Scholes and Robert Merton, two academics
who received the Nobel Prize for their work on
derivatives were key players in the LTCM debacle.
The theory of derivatives is a bit like nuclear physics.
The derivative products that they have spawned can
be used for good but they can also be dangerous, if
used incorrectly.
Trading in derivative securities can be on a
trading floor (or ‘pit’) or via an electronic network of traders, within a well-established organized
market (e.g. with a clearing house, membership
rules, etc.). Some derivatives markets – for example,
all FX-forward contracts and swap contracts – are
over-the-counter (OTC) markets where the contract
details are not standardized but individually negotiated between clients and dealers. Options are traded
widely on exchanges but the OTC market in options
(particularly ‘complex’ or ‘exotic’ options) is also
very large.

Forwards and Futures
A holder of a long (short) forward contract has an
agreement to buy (sell) an underlying asset at a

certain time in the future for a certain price that is
fixed today. A futures contract is similar to a forward
contract. The forward contract is an over-the-counter
(OTC) instrument, and trades take place directly
(usually over the phone) for a specific amount and
specific delivery date as negotiated between the two
parties. In contrast, futures contracts are standardized
(in terms of contract size and delivery dates), trades
take place on an organized exchange and the contracts
are revalued (marked to market) daily. When you
buy or sell a futures contract, on say cocoa, it is
the ‘legal right’ to the terms in the contract that is
being purchased or sold, not the cocoa itself (which
is actually bought and sold in the spot market for
cocoa). Although, as we shall see, there is a close
link between the futures price and the spot price (for
cocoa), they are not the same thing!
Futures contracts are traded between market makers in a ‘pit’ on the floor of the exchange, of which the
largest are the Chicago Board of Trade (CBOT), the
Chicago Mercantile Exchange (CME) and Philadelphia Stock Exchange (PHSE). However, in recent
years there has been a move away from trading by
‘open outcry’ in a ‘pit’ towards electronic trading
between market makers (and even more recently over
the internet). For example, the London International
Financial Futures Exchange (LIFFE) is now an electronic trading system as are the European derivatives
markets, such as the French MATIF and the German
EUREX.
Today there are a large number of exchanges that
deal in futures contracts and most can be categorized as either agricultural futures contracts (where
the underlying ‘asset’ is, for example, pork bellies,
live hogs, or wheat), metallurgical futures (e.g. silver)
or, financial futures contracts (where the underlying
asset could be a portfolio of stocks represented by
the S&P500, currencies, T-Bills, T-Bonds, Eurodollar
deposits rates, etc.). Futures contracts in agricultural
commodities have been traded (e.g. on CBOT) for
over 100 years. In 1972, the CME began to trade currency futures, while the introduction of interest rate
futures occurred in 1975, and in 1982, stock index
futures (colloquially known as ‘pinstripe pork bellies‘) were introduced. More recently weather futures,
where the payoff depends on the average temperature (in a particular geographical area) have been
introduced. The CBOT introduced a clearing-house
in 1925, where each party to the contract had to place
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‘deposits’ into a margin account. This provides insurance if one of the parties defaults on the contract.
The growth in the volume of futures trading since
1972 has been astounding: from 20 million contracts
per year in 1972 to over 200 million contracts in the
1990s on the US markets alone [6, 8].
Analytically, forwards and futures can be treated
in a similar fashion. However, they differ in some
practical details. Forward contracts (usually) involve
no ‘up front’ payment and ‘cash’ only changes hands
at the expiry of the contract. A forward contract is
negotiated between two parties and (generally) is not
marketable. In contrast, a futures contract is traded in
the market and it involves a ‘down payment’ known
as the initial margin. However, the initial margin
is primarily a deposit to ensure both parties to the
contract do not default. It is not a payment for the
futures contract itself. The margin usually earns a
competitive interest rate so it is not a ‘cost’. As the
futures price changes, then ‘payments’ (i.e. debits and
credits) are made into (or out of) the margin account.
Hence, a futures contract is a forward contract that is
‘marked to market’, daily.
Because the futures contract is marketable, the
contracts have to be standardized for example, by
having a set of fixed expiry (delivery) dates and a
fixed contract size (e.g. $100 000 for the US T-Bond
futures on IMM in Chicago). In contrast, a forward
contract can be ‘tailor-made’ between the two parties
to the contract, in terms of size and delivery date.
Finally, forward contracts almost invariably involve
the delivery of the underlying asset (e.g. currency)
whereas futures contracts can be (and usually are)
closed out by selling the contract prior to maturity.
Hence with futures, delivery of the underlying asset
rarely takes place.
As we shall see, the price of a futures contract is
derived from the price of the underlying asset, and
changes in the futures price move (nearly) one-forone with changes in the price of the underlying spot
asset. It is this property that allows futures to be used
for hedging. Here is a simple example. Suppose it is
January and you know that you will come into some
money in one year’s time and in December you will
want to invest in shares of AT&T. If you do nothing
and wait, then the shares might rise in value from
their current level of S = $100 and they will cost
more when you came to buy them next December.
You currently have a risky or ‘naked’ position.

How can a futures contract help to remove the
risk? On 1st January, suppose you buy (or ‘go long’)
a December forward/futures contract on AT&T at a
(futures) ‘delivery price’ of F0 = 101. This means
that you have entered into an agreement to buy 1share of AT&T, next December, at an agreed price
of 101. Note that no money changes hands today –
only next December. So today, you have ‘locked in’
the price and hence removed any ‘price risk’ between
now and next December, providing you hold the
futures contract to maturity. Of course, if the price
of AT&T on the stock market falls over the next
year to, say $95, then you will have wished you had
not entered the futures contract. But this is of no
consequence, since in hindsight you can always win!
Your aim in January was to remove risk by using
the futures contract and this is exactly what you have
accomplished [2, 17].
Note that above you were the buyer of the futures
but where there is a buyer, there is always a ‘seller’.
The seller of the futures has agreed to supply you with
one share of AT&T, next December, at the agreed
delivery price F0 = 101. The futures exchange keeps
track of the buyers and the (equal number of) sellers.
Now consider another example of hedging with
futures, known as a ‘short hedge’. You are a pension
fund manager holding AT&T stocks in January and
you have a known lump sum pension payment next
December. You could remove the ‘price risk’ by selling (‘shorting’) a December futures contract today,
at F0 = $101. You would then be assured of selling
your AT&T shares at $101 per share, next December
via the futures market, even if the price of the shares
on the stock market were below $101.
How can you speculate with futures? The first
thing to note is that the price of any derivative
security, such as a futures contract, is derived from
the value of the underlying asset. So, between January
and December, the price of your futures contract will
change minute-by-minute. The delivery price of F0 =
$101 only applies if you hold the contract to maturity.
In fact, over any short period, the change in price of
your futures contract on AT&T will (approximately)
equal the change in price of the ‘underlying’ AT&T
share, on the stock market. Knowing this, speculation
is easy. You follow the golden rules, either you ‘buy
low–sell high’ or ‘sell high–buy low’.
For example, in January, if you think the price
of AT&T on the stock market will rise from $100
to $110 by the end of the month, then you will buy a
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December futures contract at say F0 = $101 today. If
your prediction turns out to be correct, you will sell
(i.e. ‘close out’) the December futures for F1 = $111
at the end of the month, making a profit of $10. Note
that speculation involved buying and then selling the
futures contract prior to maturity and not buying and
selling the actual AT&T share. Why? Well, if you
had purchased the actual share, it would have cost
you $100 of your own money and you would have
made $10. But buying the futures contract for $101
requires no money up front and yet you still make $10
profit! Which would you prefer? This ‘something for
nothing’ is called leverage. What about delivery in
the futures contract? Well, if you buy and then sell
a December futures contract, the exchange ‘cancels
out’ any delivery requirements and none will take
place at maturity. Hence somewhat paradoxically, as
a speculator using futures, you ‘buy what you don’t
want and sell what you don’t own’ and you actually
never ‘touch’ the shares of AT&T. This is a rather
remarkable yet useful result.
One caveat here. Note that if the share price of
AT&T had fallen over the next month by say $10
then so would the futures price. Therefore, you would
have bought the December futures at $101 and sold
at $91 and the $10 ‘paper loss’ would result in you
having to have to send a cheque for $10 to the futures
exchange. In fact, in practice, the clearing-house will
simply deduct the $10 from your margin account. So,
speculation with futures is ‘cheap but dangerous’.

Options
There are now many markets on which option contracts are traded and the largest exchange for trading
(individual) stock options is the Chicago Board of
Trade (CBOT). The growth in the use of options
markets since 1973 has been quite phenomenal. In
the 1970s, markets for options developed in foreign
currencies and by the 1980s there were also options
markets on stock indices (such as the S&P500 and the
FTSE100), on T-Bonds and interest rates [7, 10–12],
as well as options on futures contracts (futures
options) and options on swaps (swaptions). Some
more complex options, generically termed exotics are
usually only sold in the OTC market.
There are two basic types of options: calls and
puts (which can either be American or European).
The holder of a European option can buy or sell
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the underlying asset only on the expiry date but the
holder of an American option can also exercise the
option before the expiry date (as well as sell it on to
a third party). All option contracts can be re-sold to
a third party, at any time prior to expiration – this is
known as closing out or reversing the contract.
How are options different from futures contracts?
The key difference is that an option contract allows
you to benefit from any ‘upside’, while providing
insurance against the ‘downside’. For example, if in
January, you buy a December call option on AT&T,
this gives you the right (but not the obligation) to
purchase one AT&T share next December for a fixed
price, known as the strike price, K = 100 say. For
this privilege or ‘option’, you have to pay an amount
today that is the call premium (price).
Suppose as above, you want to purchase AT&T
shares in one year’s time and you are worried that
share prices will rise over the coming year, making
them more expensive. A call option with one year
to maturity can be used to provide insurance [6, 8].
If the actual spot price of AT&T on the NYSE next
December turns out to be 110, then you can ‘exercise’
your option by taking delivery (on the CBOE) of
the share underlying your call option and paying
K = $100 (to the seller of the option, who is known
as ‘the writer’ of the option). So you have ‘locked
in’ an upper price K = $100. On the other hand,
if the stock price in December turns out to be $90
then you simply ‘walk away’ from the contract, since
you would not want to buy the stock for K = $100
in the option contract, when you could purchase the
AT&T stock on the NYSE, at the lower price of $90.
Hence, by paying the relatively small call premium of
C = $3 you have obtained ‘insurance’: the maximum
price you will pay in December is K = $100. But
you also have ‘the option’ to purchase at a lower
price directly from the stock market if the price of
AT&T falls. Note that this is a different outcome
than when hedging with futures, where you cannot
take advantage of any fall in the price of AT&T in
the stock market, since you are locked into the futures
price.
The payoff at maturity to holding one long call is:
 = Max(0, ST − K) − C
= ST − K − C

for ST > K

= −C

for ST < K

(1)
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The payoff to the seller (writer) of the call is the
mirror image of that for person holding a long call:
 = (−1)[Max(0, ST − K) − C]

(2)

How about speculation using a call? Clearly you
will buy a call if you think stock prices will rise
over the coming year. If your guess is correct and
in December the price of AT&T is $110 then you
exercise the call option, take delivery of the stock
after paying K = $100 and then immediately sell the
AT&T stock in the stock market for $110, making
a $10 profit. This profit of $10 on the call was on
an initial outlay of a mere C = $3. This is much
better than an outlay of $100 had you speculated by
buying AT&T in January, on the stock market. This
is leverage again. But for the speculator ‘things are
going to get even better’. If your guess is wrong and
the price of AT&T falls to, say, $90, then all you
have lost is the call premium of $3. So, when using a
call option for speculation, your downside is limited,
but your upside potential is limitless (e.g. if the stock
price rises by a large amount). What more could you
want? When buying AT&T in the stock market or
in the futures market, you could ‘lose your shirt’ if
stock prices fall, but when using a call the most you
can lose is the known call premium. Calls therefore,
are really good for speculation as well as for limiting
(i.e. insuring) the cost of your future share purchases.
What about a put contract? A put contract on
AT&T gives the holder the right to sell 1-share of
AT&T in December at the strike price K = $100,
regardless of where the stock price of AT&T ends
up in December. Hence the put provides a floor level
for the selling price of the stock (i.e. this is insurance
again). This is extremely useful for investors who
have to sell shares in 1year’s time. For this privilege,
you have to pay the put premium. But again, things
can get better. If stock prices rise to $110, then you
will not exercise the put but you will sell your AT&T
shares for $110 in the stock market.
The payoff to holding one long put is:
 = (+1)[Max(0, K − ST ) − P ]
= K − ST − P

for ST < K

= −P

for ST ≥ K

(3)

Hence the payoff to holding one written put is (the
mirror image to that of holding a long put):
 = (−1)[Max(0, K − ST ) − P ]

(4)

If you are a speculator, then you will buy a put
contract if you think the price of AT&T will fall
below K = $100 by December. If your guess is
correct and say S = $90 in December then you will
buy 1 AT&T share in the stock market for $90 and
immediately sell it via the put contract for K = $100,
making a profit of $10. On the other hand, if you
guess incorrectly and the price of AT&T rises to
$110 by December, then you will not exercise the
put and all you will have lost is the relatively small
put premium of P = $2 (say).

Closing Out
So far we have assumed you hold the option to
maturity (expiration), but usually a speculator holding a long call reaps a profit by closing out (or
‘reversing’) his long position, by shorting (selling)
the call option prior to expiration. As we shall see,
the famous Black-Scholes [1] option pricing formula
shows that the call premium from minute to minute
is positively related to the price of the underlying
stock S – although the relationship is not linear. If
stock prices rise, so will the call premium from say
C0 = $3 to C1 = $4. Hence when she closes out (i.e.
sells) her option prior to expiry, she will receive
C1 = $4 from the counterparty to the deal (i.e. the
purchaser). She therefore makes a speculative profit
of $1 (=$4 − $3), the difference between the buying and selling price of the call. ‘The long’ obtains
her cash payment via the clearing-house. Conversely,
if the stock price falls after she has purchased the
call for C0 = $3, then the call premium will now be
below $3 and when she sells it (i.e. closes out) she
will make a loss on the deal. Thus a naked position
in a long call, held over a short horizon can be very
risky (although the most you can loose is still only
the call premium, which here is C0 = $3).

Other Options
‘Plain vanilla options’ are those that have a payoff at
maturity that depends only on the value of the underlying asset at maturity, ST . Nevertheless, these plain
vanilla options can be combined to give quite complex payoffs at maturity and this is often referred to
as ‘financial engineering’. Some options have payoffs
that may depend not only on the final value of the
underlying ST but also on the path of the underlying
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asset between 0 and T – options with complex payoff
are known as exotic options.
Consider a caplet which is a call option that pays
off max[rT − Kcap , 0] where rT is the interest rate at
the expiration of the option contract and Kcap is the
strike (interest) rate. Clearly, a caplet can be used to
speculate on a future rise in interest rates. However,
let us consider how it can be used to insure you
against interest rate rises. Suppose in January interest
rates are currently at 10%. You decide to purchase a
caplet with Kcap = 10% that expires in March. Then
in March if interest rates turn out to be 12%, the
caplet payoff is 2%. The cap contract also includes a
notional principal amount of say $1m and hence the
payoff would be $20 000. If in January you know you
will be taking out a loan of $1m in March and you
are worried that interest rates will rise, then you could
‘lock in’ a maximum rate of Kcap = 10% by buying
the caplet. In March if rT = 12% then your loan costs
you 2% more as interest rates have risen, but the
caplet provides a cash payoff of 2% to compensate
for this higher cost. But things can get even better. If
in March interest rates have fallen to 8%, then you
can just ‘walk away’ (i.e. not exercise) the caplet
and simply borrow at the current low spot rate of
8%. Hence, once again options allow you to insure
yourself against adverse outcomes (i.e. high interest
rates) but allow you to benefit from any ‘upside’ (i.e.
low interest rates). For this privilege, you pay a caplet
premium ‘up front’ (i.e. in January).
If your loan has a number of reset dates for the
interest rate payable (i.e. it is a floating rate loan),
then you can insure your loan costs by buying a series
of caplets, each with an expiry date that matches the
reset dates on your loan. A set of caplets is called a
cap. Financial institutions will ‘design’ and sell you
a cap in the OTC market. (Caps are not traded on an
exchange).
A floorlet has a payoff equal to max[Kfl − rT , 0]
and is therefore a long put on interest rates. Clearly,
if you are a speculator and think interest rates are
going to fall below Kfl in three months’ time, then
you can make a profit if you are long the floorlet.
Alternatively, if you are going to place money on
deposit in, say, three months’ time and you are
worried that interest rates will fall, then a long floorlet
will ensure that the minimum you earn on your
deposits will be Kfl = 8% say. If interest rates turn
out to be rT = 7% in three months time, you exercise
the floorlet and earn a profit of 1%, which when added
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to the interest on your deposit of rT = 7%, implies
your overall return is 8%. If interest rates turn out to
be 9% say, then you would not exercise the floorlet
(since it is out-of-the-money) but simply lend you
money at the current interest rate of 9%. A floor is
a series of floorlets, with different maturity dates and
can be used to insure your investment in the deposit
account where interest rates on the latter are reset
periodically (e.g. every 6 months).
Finally, the combination of a long cap with Kcap =
10% and a long floor with Kfl = 8% is known as
a collar. This is because if you have a floating rate
loan and you then also purchase a collar, the effective
interest rate payable on the loan cannot go above 10%
nor fall below 8% – so the effective interest payable
is constrained at an upper and lower level.
Asian options have a payoff that is based on the
average price over the life of the option and is
therefore a path dependent option. An Asian (average price) call option has a payoff that depends on
max[Sav − K, 0] where Sav is the average price over
the life of the option. So, an Asian average price currency option would be useful for a firm that wants to
hedge the average level of its future sales in a foreign
currency. The firm’s foreign currency monthly sales
may fluctuate over the year, so an Asian option is a
cheap way to hedge, rather than purchasing options
for each of the prospective monthly cash flows.
Another type of exotic options are barrier options.
These either expire or come into existence before
expiration. For example, in a knockout option, the
option contract may specify that if the stock price
rises or falls to the ‘barrier level’, the option will
terminate on that date, and hence cannot be exercised.
If the option is terminated when the stock price falls
to the barrier, then they are referred to as downand-out options, while if they are terminated when
the price rises to the barrier, they are up-and-out
options. These options payoff at maturity just the
same as ordinary options, unless they have already
been knocked out.
There are also options which are ‘embedded’ in
other securities and examples of embedded options
include rights issues, callable bonds, convertible
bonds, warrants, and executive stock options and
share underwriting.
Real options theory is an application of option
pricing to corporate finance and is used to quantify the value of managerial flexibility – the value of
being able to commit to, or amend a decision [18].
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This is a relatively new and complex area of option
theory but one that could aid managers in making strategic investment decisions. For example, you
might undertake an NPV calculation as to whether
you should enter the ‘dot.com’ sector. On the basis
of a forecast of ‘average growth’ you may find that
the NPV is negative. However, entering this sector
may provide you with golden opportunities, at some
time in the future (e.g. a global market), which would
not be available if you did not undertake your current
negative NPV investment. In other words, if you do
not invest today the ‘lost expertise and knowledge’
may imply that it is too late (and prohibitively costly)
to enter this market in, say, five years’ time. Your initial investment therefore has an ‘embedded strategic
call option’ to expand in the future, should the market
show rapid growth. Call options are highly valuable when there is great uncertainty about the future.
When the value of the embedded option is added to
the conventional NPV, then the overall adjusted-NPV
may be positive, indicating that you should go ahead
with the project because of its strategic importance
in establishing you in a market that could ultimately
be very large. Other real options include the ability to expand, contract, defer, or abandon a project or
switch to another technology or default on debt repayments. The value of these strategic options should be
included in the investment appraisal.

Swaps
A swap is a negotiated (OTC) agreement between two
parties to exchange cash flows at a set of prespecified
future dates. Swaps first appeared in the early 1980s
and are primarily used for hedging interest rate and
exchange rate risk [6, 8].
A plain vanilla interest rate swap involves a periodic exchange of fixed payments for payments at a
floating rate (usually LIBOR), based on a notional
principal amount. For example, M/s A might agree
to receive annual interest at whatever the US Dollar (USD) LIBOR rate turns out to be at the end of
each year in exchange for payments (from M/s B) at
a fixed rate of 5% pa, based on a notional principal
amount of $100 m. M/s B is the counterparty and has
the opposite cash flows to M/s A. The payments are
based on a stated notional principal, but only the interest payments are exchanged. The payment dates and
the floating rate to be used (usually LIBOR) are determined at the outset of the contract. In a plain vanilla

swap, ‘the fixed rate payer’ knows exactly what the
interest rate payments will be on every payment date
but the floating ratepayer does not.
The intermediaries in a swap transaction are usually banks who act as dealers. They are usually members of the International Swaps and Derivatives Association (ISDA) who provide some standardization in
swap agreements via its master swap agreement that
can then be adapted where necessary to accommodate
most customer requirements. Dealers make profits via
the bid-ask spread and might also charge a small brokerage fee. If swap dealers take on one side of a swap
but cannot find a counterparty, then they have an open
position (i.e. either net payments or receipts at a fixed
or floating rate). They usually hedge this position in
futures (and sometimes options) markets until they
find a suitable counterparty.

Interest Rate Swaps
A swap can be used to alter series of floating rate
payments (or receipts) into fixed-rate payments (or
receipts). Consider a firm that has issued a floating
rate bond and has to pay LIBOR + 0.5%. If it enters
a swap to receive LIBOR and pay 6% fixed, then
its net payments are 6% + 0.5% = 6.5% fixed. It has
transformed a floating rate liability into a fixed rate
liability.
Now let us see how a swap can be used to
reduce overall interest-rate risk. The normal commercial operation of some firms naturally imply that they
are subject to interest-rate risk. A commercial bank or
Savings and Loan (S&L) in the US (Building Society in the UK) usually has fixed rate receipts in the
form of loans or housing mortgages, at say 12% but
raises much of its finance in the form of short-term
floating rate deposits, at say LIBOR − 1%. If LIBOR
currently equals 11%, the bank earns a profit on the
spread of 2% pa. However, if LIBOR rises by more
than 2%, the S&L will be making a loss. The financial institution is therefore subject to interest-rate
risk. If it enters into a swap to receive LIBOR and
pays 11% fixed, then it is protected from rises in the
general level of interest rates since it now effectively
has fixed rate receipts of 2% that are independent of
what happens to floating rates in the future.
Another reason for undertaking a swap is that
some firms can borrow relatively cheaply in either the
fixed or floating rate market. Suppose firm-A finds it
relatively cheap to borrow at a fixed rate but would
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prefer to ultimately borrow at a floating rate (so as
to match its floating rate receipts). Firm-A does not
go directly and borrow at a floating rate because it
is relatively expensive. Instead, it borrows (cheaply)
at a fixed rate and enters into a swap where it pays
floating and receives fixed. This is ‘cost saving’ and
is known as the comparative advantage motive for a
swap and is the financial incentive mechanism behind
the expansion of the swap business.

Currency Swaps
A currency swap, in its simplest form, involves two
parties exchanging debt denominated in different currencies. Nowadays, one reason for undertaking a
swap might be that a US firm (‘Uncle Sam’) with a
subsidiary in France wishes to raise say ¤50 million
to finance expansion in France. The Euro receipts
from the subsidiary in France will be used to payoff the debt. Similarly, a French firm (‘Effel’) with
a subsidiary in the United States might wish to issue
100 m in US dollar-denominated debt and eventually
payoff the interest and principal with dollar revenues
from its subsidiary. This reduces foreign exchange
exposure.
But it might be relatively expensive for Uncle
Sam to raise finance directly from French banks and
similarly for Effel from US banks, as neither might
be ‘well established’ in these foreign loan markets.
However, if the US firm can raise finance (relatively)
cheaply in dollars and the French firm in Euros, they
might directly borrow in their ‘home currencies’ and
then swap the payments of interest and principal, with
each other. (Note that unlike interest rate swaps where
the principal is ‘notional’ and is not exchanged either
at the beginning or the end of the swap, this is not
the case for currency swaps). After the swap, Effel
effectively ends up with a loan in USD and Uncle
Sam with a loan in Euros.

Pricing Derivatives
Arbitrage
Arbitrage involves trying to lock in a riskless profit
by entering into transactions in two or more markets
simultaneously. Usually, ‘arbitrage’ implies that the
investor does not use any of his own capital when
making the trade. Arbitrage plays a very important
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role in the determination of both futures and options
prices. Simply expressed, it implies that identical
assets must sell for the same price [5].
By way of an analogy, consider ‘Dolly’ the sheep.
You will remember that Dolly was cloned by scientists at Edinburgh University and was an exact replica
of a ‘real’ sheep. Clearly, Dolly was a form of genetic
engineering. Suppose we could create ‘Dollys’ at a
cost of $200 per sheep, which was below the current market price of the real sheep at, say, $250.
Then arbitrage would ensure that the price of the real
sheep would fall to $200. Dolly is like a ‘synthetic’
or ‘replication’ portfolio in finance, which allows us
to price a derivative contract using arbitrage.

Pricing Futures
Futures contracts can be priced using arbitrage and is
usually referred to as the carrying-charge or cost of
carry method. Riskless arbitrage is possible because
we can create a ‘synthetic futures’ [6, 8].
Consider the determination of the futures price on
a contract for a non-income paying share (i.e. it pays
no dividends). The contract is for the delivery of
a single share in three months’ time. Suppose F =
$102 is the quoted futures price (on the underlying
share), S = $100 is the spot price of the share, r =
0.04 is the interest rate (4% pa) (simple interest),
T = 1/4 is the time to maturity (in years as a fraction
of a year).
With the above figures, it is possible to earn a
riskless profit. The arbitrageur borrows $100 today
and purchases the share. She therefore can deliver
the share in three months. She has created a synthetic future by ‘borrowing plus spot purchase’. This
strategy involves no ‘own capital’, since the money is
borrowed. The arbitrageur at t = 0 also sells a futures
contract at F0 = $102 although no cash is received at
t = 0. The cost of the synthetic future (SF) in three
months’ time is $101 (=$100(1 + 0.04/4) = S(1 +
rT )). After three months, the arbitrageur receives
F = $102 from the sale of the futures contract (and
delivers one share) and therefore makes a riskless
profit of $1 (=($102 − $101)). The strategy is riskless since the arbitrageur knows S, F and r at t = 0.
The synthetic future has a cost of SF = S(1 + rT )
which is lower than the quoted futures price F .
Market participants will therefore take advantage
of the riskless profit opportunity by ‘buying low’
and ‘selling high’. Buying the share in the cash
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market and borrowing tends to increase S and r (and
hence SF ), while selling futures contracts will push
F down. Profitable riskless arbitrage opportunities
will only be eliminated when the quoted futures price
equals the ‘price’ of the synthetic future (SF ):
F = SF = S(1 + rT )

(5)

for a European call option is rather formidable:
C = SN (d1 ) − N (d2 )P V = SN (d1 ) − N (d2 )Ke−rT
(7)
where
√
ln(S/P V ) σ T
√
+
d1 =
2
σ T

Alternatively, we can write the above as:
Forward Price = Spot Price

ln(S/K) + (r + σ 2 /2)T
√
σ T
√
ln(S/K) + (r − σ 2 /2)T
d 2 = d1 − σ T =
√
σ T
=

+ Dollar Cost of Carry
F =S+χ

(6a)

Forward Price = Spot Price
× (1 + Percent Cost of Carry)
F = S(1 + CC)

(6b)

where the dollar cost of carry χ = SrT and the
percent cost of carry CC = (rT ). It is immediately
apparent from equation (5) that the futures price and
the stock price will move closely together, if r stays
constant. If r changes before closing out the contract,
then F and S will change by different amounts. This
is known as basis risk.
In practice, market makers would use equation (5)
to determine their ‘quote’ for F , thus ensuring equality. It is possible that (5) does not to hold at absolutely every instant of time and providing a trader can
act quickly enough he may be able to make a small
arbitrage profit. This is known as index arbitrage, if
the underlying asset is a stock index (e.g. S&P500).

Pricing Options
Arbitrage plays a key role in pricing options. Since
the value of the option depends on the value of
the underlying asset (e.g. stock), it is possible to
combine the option and stock in specific proportions to yield a ‘stock plus option’ portfolio that
is (instantaneously) riskless. This ‘synthetic portfolio’ must therefore earn the risk-free rate of interest.
In this way, ‘risk’, or the stochastic element in the
stock and the option price, offset each other and
mathematically we are left with an equation that contains no stochastic terms – this is the famous BlackScholes-Merton [1, 13], partial differential equation
(PDE). The solution to this PDE [15] gives the BlackScholes ‘closed form’ option pricing formula, which

C is the price of call option (call premium), r is
the safe rate of interest for horizon T (continuously
compounded), S is the current share price, T is the
time to expiry (as proportion of a year), PV is the
present value of the strike price (= Ke−rT ), σ is
the annual standard deviation of the (continuously
compounded) return on the stock and the term N (d1 )
is the cumulative probability distribution function for
a standard normal variable.
Quantitatively, the call option premium is positively related to the price of the underlying stock and
the stocks volatility and these are the key elements in
altering the call premium from day to day. With more
exotic options, it is often not possible to obtain an
explicit closed form solution for the option price but
other techniques such as the Binomial Option Pricing Model (BOPM) [4], Monte Carlo simulation and
other numerical solutions (see Derivative Pricing,
Numerical Methods) are possible (e.g. see [3, 6, 9]).
Once the price of the option has been determined, we
can use the option for speculation, hedging, portfolio insurance [16], and risk management (see Risk
Management: An Interdisciplinary Framework)
[6, 8, 14].
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DFA – Dynamic Financial
Analysis
Overview
Dynamic Financial Analysis (‘DFA’) is a systematic
approach based on large-scale computer simulations
for the integrated financial modeling of non-life insurance and reinsurance companies aimed at assessing
the risks and the benefits associated with strategic
decisions.
The most important characteristic of DFA is that
it takes an integrated, holistic point of view, contrary
to classic financial or actuarial analysis in which different aspects of one company were considered in
isolation from each other. Specifically, DFA models the reactions of the company in response to a
large number of interrelated risk factors including
both underwriting risks – usually from several different lines of business, as well as asset risks. In order
to account for the long time horizons that are typical
in insurance and reinsurance, DFA allows dynamic
projections to be made for several time periods into
the future, where one time period is usually one year,
sometimes also one quarter. DFA models normally
reflect the full financial structure of the modeled
company, including the impact of accounting and
tax structures. Thus, DFA allows projections to be
made for the balance sheet and for the profit-and-loss
account (‘P&L’) of the company. Technically, DFA is
a platform using various models and techniques from
finance and actuarial science by integrating them into
one multivariate dynamic simulation model. Given
the complexity and the long time horizons of such a
model, it is not anymore possible to make analytical
evaluations. Therefore, DFA is based on stochastic simulation (also called Monte Carlo imulation),
where large numbers of random scenarios are generated, the reaction of the company on each one of
the scenarios is evaluated, and the resulting outcomes
are then analyzed statistically. The section ‘The Elements of DFA’ gives an in-depth description of the
different elements required for a DFA.
With this setup, DFA provides insights into the
sources of value creation or destruction in the company and into the impact of external risk factors as
well as internal strategic decisions on the bottom
line of the company, that is, on its financial statements. The most important virtue of DFA is that it

allows an insight into various kinds of dependencies
that affect the company, and that would be hard to
grasp without the holistic approach of DFA. Thus,
DFA is a tool for integrated enterprise risk management and strategic decision support. More popularly
speaking, DFA is a kind of flight simulator for decision makers of insurance and reinsurance companies
that allows them to investigate the potential impact
of their decisions while still being on safe grounds.
Specifically, DFA addresses issues such as capital
management, investment strategies, reinsurance
strategies, and strategic asset–liability management.
The section ‘The Value Proposition of DFA’ describes
the problem space that gave rise to the genesis of
DFA, and the section ‘DFA Use Cases’ provides more
information on the uses of DFA.
The term DFA is mainly used in non-life insurance. In life insurance, techniques of this kind are
usually termed Asset Liability Management (‘ALM’),
although they are used for a wider range of applications – including the ones stated above. Similar
methods are also used in banking, where they are
often referred to as ‘Balance Sheet Management’.
DFA grew out of practical needs, rather than academic research in the late 1990s. The main driving
force behind the genesis and development of DFA
was, and still is, the related research committee of the
Casualty Actuarial Society (CAS). Their website
(http://www.casact.org/research/dfa/index.html), provides a variety of background materials on the topic,
in particular, a comprehensive and easy-to-read handbook [9] describing the value proposition and the
basic concepts of DFA. A fully worked-out didactic
example of a DFA with emphasis on the underlying
quantitative problems is given in [18], whereas [21]
describes the development and implementation of a
large-scale DFA decision support system for a company. In [8], the authors describe comprehensively all
modeling elements needed for setting up a DFA system, with main emphasis on the underwriting side;
complementary information can be found in [3].

The Value Proposition of DFA
The aim of this section is to describe the developments in the insurance and reinsurance market that
gave rise to the genesis of DFA. For a long time –
up until the 1980s or 1990s, depending on the country – insurance business used to be a fairly quiet
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area, characterized by little strategic flexibility and
innovation. Regulations heavily constrained the insurers in the types of business they could assume, and
also in the way they had to do the business. Relatively simple products were predominant, each one
addressing a specific type of risk, and underwriting
and investment were separated, within the (non-life)
insurance companies themselves and also in the
products they offered to their clients. In this rather
static environment, there was no particular need for
sophisticated analytics: actuarial analysis was carried
out on the underwriting side – without linkage to the
investment side of the company, which was analyzed
separately. Reinsurance as the only means of managing underwriting risks was acquired locally per line of
business, whereas there were separate hedging activities for financial risks. Basically, quantitative analysis
amounted to modeling a group of isolated silos, without taking a holistic view.
However, insurance business is no longer a quiet
area. Regulations were loosened and gave more
strategic flexibility to the insurers, leading to new
types of complicated products and to a fierce competition in the market. The traditional separation between
banking and insurance business became increasingly
blurred, and many companies developed into integrated financial services providers through mergers
and acquisitions. Moreover, the risk landscape was
also changing because of demographic, social, and
political changes, and because of new types of insured
risks or changes in the characteristics of alreadyinsured risks (e.g. liability). The boom in the financial
markets in the late 1990s also affected the insurers.
On the one hand, it opened up opportunities on the
investment side. On the other hand, insurers themselves faced shareholders who became more attentive and demanding. Achieving a sufficient return
on the capital provided by the investors was suddenly of paramount importance in order to avoid a
capital drain into more profitable market segments.
A detailed account on these developments, including
case studies on some of their victims, can be found
in [5].
As a consequence of these developments, insurers have to select their strategies in such a way that
they have a favorable impact on the bottom line of
the company, and not only relative to some isolated
aspect of the business. Diversification opportunities
and offsetting effects between different lines of business or between underwriting risks and financial risks

have to be exploited. This is the domain of a new
discipline in finance, namely, Integrated or Enterprise Risk Management, see [6]. Clearly, this new
approach to risk management and decision making
calls for corresponding tools and methods that permit
an integrated and holistic quantitative analysis of the
company, relative to all relevant risk factors and their
interrelations. In non-life insurance, the term ‘DFA’
was coined for tools and methods that emerged in
response to these new requirements. On the technical
level, Monte Carlo simulation was selected because
it is basically the only means that allows one to deal
with the long time horizons present in insurance, and
with the combination of models for a large number
of interacting risk factors.

The Elements of DFA
This section provides a description of the methods
and tools that are necessary for carrying out DFA. The
structure referred to here is generic in that it does not
describe specifically one of the DFA tools available
in the market, but it identifies all those elements
that are typical for any DFA. DFA is a softwareintensive activity. It relies on complex software tools
and extensive computing power. However, we should
not reduce DFA to the pure software aspects. Fullfledged and operational DFA is a combination of
software, methods, concepts, processes, and skills.
Skilled people are the most critical ingredient to carry
out the analysis. In Figure 1, we show a schematic
structure of a generic DFA system with its typical
components and relations.
The scenario generator comprises stochastic models for the risk factors affecting the company. Risk
factors typically include economic risks (e.g. inflation), liability risks (e.g. motor liability claims), asset
risks (e.g. stock market returns), and business risks
(e.g. underwriting cycles). The output of the scenario
generator is a large number of Monte Carlo scenarios
for the joint behavior of all modeled risk factors over
the full time range of the study, representing possible
future ‘states-of-nature’ (where ‘nature’ is meant in a
wide sense). Calibration means the process of finding
suitable parameters for the models to produce sensible scenarios; it is an integral part of any DFA. If the
Monte Carlo scenarios were replaced by a small set
of constructed scenarios, then the DFA study would
be equivalent to classical scenario testing of business
plans.

DFA – Dynamic Financial Analysis

Control/optimization

Analysis/presentation

Output variables

Company model

Strategies

Risk factors

Scenario generator

Calibration

Figure 1

Schematic overview of the elements of DFA

Each one of the scenarios is then fed into the
company model or model office that models the
reaction of the company on the behavior of the risk
factors as suggested by the scenarios. The company
model reflects the internal financial and operating
structure of the company, including features like the
consolidation of the various lines of business, the
effects of reinsurance contracts on the risk assumed,
or the structure of the investment portfolio of the
company, not neglecting features like accounting and
taxation.
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Each company model comprises a number of
parameters that are under the control of management,
for example, investment portfolio weights or reinsurance retentions. A set of values for these parameters
corresponds to a strategy, and DFA is a means for
comparing the effectiveness of different strategies
under the projected future course of events. The output of a DFA study consists of the results of the
application of the company model, parameterized
with a strategy, on each of the generated scenarios.
So, each risk scenario fed into the company model is
mapped onto one result scenario that can also be multivariate, going up to full pro forma balance sheets.
Given the Monte Carlo setup, there is a large
number of output values, so that sophisticated analysis and presentation facilities become necessary for
extracting information from the output: these can
consist of statistical analysis (e.g. empirical moment
and quantile computations), graphical methods (e.g.
empirical distributions), or also drill-down analysis,
in which input scenarios that gave rise to particularly
bad results are identified and studied. The results can
then be used to readjust the strategy for the optimization of the target values of the company. The rest
of this section considers the different elements and
related problems in somewhat more detail.

Scenario Generator and Calibration
Given the holistic point of view of DFA, the scenario
generator has to contain stochastic models for a large
number of risk factors, belonging to different groups;
the table below gives an overview of risk factors
typically included (in parentheses: optional variables
in more sophisticated systems).
The scenario generator has to satisfy a number
of particular requirements: First of all, it does not

Economic

Claims

Investment

Business

Per economy:
–Inflation
–Interest rates

Per LOB:
–Attritional losses
–Large losses
–Loss development
Across LOBs:
–CAT losses

Government bonds
Stocks
Real estate

(Underwriting cycles)
(Reinsurance cycles)
(Operational risks)
(etc.)

(Exchange rates)
(Credit spreads)
(GDP)
(Wage levels)
(etc.)

(Reserve uncertainty)
(etc.)

(Corporate bonds)
(Asset-backed securities)
(Index-linked securities)
(etc.)
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only have to produce scenarios for each individual
risk factor, but must also allow, specify, and account
for dependencies between the risk factors (contemporaneous dependencies) and dependencies over
time (intertemporal dependencies). Neglecting these
dependencies means underestimating the risks since
the model would suggest diversification opportunities where actually none are present. Moreover,
the scenarios should not only reproduce the ‘usual’
behavior of the risk factors, but they should also sufficiently account for their extreme individual and joint
outcomes.
For individual risk factors, many possible models
from actuarial science, finance, and economics are
available and can be reused for DFA scenario generation. For underwriting risks, the models used for pricing and reserving can be reused relatively directly, see
for example [8] for a comprehensive survey. Attritional losses are usually modeled through loss ratios
per line of business, whereas large losses are usually
modeled through frequency–severity setups, mainly
in order to be able to reflect properly the impact
of nonproportional reinsurance. Catastrophe (CAT)
modeling is special in that one CAT event usually
affects several lines of business. CAT modeling can
also be done through stochastic models (see [10]),
but – for the perils covered by them – it is also fairly
commonplace to rely on scenario output from special CAT models such as CATrader (see www.airboston.com), RiskLink (see www.rms.com), or
EQEcat (see www.eqecat.com). As DFA is used
for simulating business several years ahead, it is
important to model not only the incurred losses
but also the development of the losses over time –
particularly their payout patterns, given the cash
flow–driven nature of the company models. Standard actuarial loss reserving techniques are normally
used for this task, see [18] for a fully workedout example. Reference [23] provides full details
on modeling loss reserves, including stochastic payout patterns that allow the incorporation of specific
reserving uncertainty that is not covered by the classical techniques.
Among the economic and financial risk factors,
the most important ones are the interest rates. There
exists a large number of possible models from the
realm of finance for modeling single interest rates
or – preferably – full yield curves, be it riskless ones
or risky ones; and the same is true for models of
inflation, credit spreads, or equities. Comprehensive

references on these topics include [3, 17]. However,
some care must be taken: most of these models
were developed with tasks other than simulation in
mind, namely, the valuation of derivatives. Thus,
the structure of these models is often driven by
mathematical convenience (easy valuation formulae
for derivatives), which often goes at the expense of
good statistical properties. The same is true for many
econometric models (e.g. for inflation), which tend to
be optimized for explaining the ‘usual’ behavior of
the variables while neglecting the more ‘extreme’
events. In view of the difficulties caused by the
composition of existing models for economic variables and invested assets, efforts have been made to
develop integrated economic and asset scenario generators that respond to the particular requirements of
DFA in terms of statistical behavior, dependencies,
and long-term stability. The basics for such economic
models and their integration, along with the Wilkie
model as the most classical example, are described
in [3]. [20] provides a survey and comparison of several integrated economic models (including the ones
by Wilkie, Cairns, and Smith) and pointers to further
references. Besides these publicized models, there
are also several proprietary models by vendors of
actuarial and financial software (e.g. B&W Deloitte
(see www.timbuk1.co.uk), Barrie & Hibbert (see
www.barrhibb.com), SS&C (see www.ssctech.com),
or Tillinghast (see www.towers.com).
Besides the underwriting risks and the basic
economic risk factors as inflation, (government) interest rates, and equities, sophisticated DFA scenario
generators may contain models for various further
risk factors. In international setups, foreign exchange
rates have to be incorporated, and an additional
challenge is to let the model also reflect the international dependencies. Additional risk factors for
one economy may include Gross Domestic Product (GDP) or specific relevant types of inflation
as, for example, wage or medical inflation. Increasingly important are also models for credit defaults
and credit spreads – that must, of course, properly
reflect the dependencies on other economic variables.
This, subsequently, allows one to model investments
like asset-backed securities and corporate bonds that
are extremely important for insurers, see [3]. The
modeling of operational risks (see [6], which also
provides a very general overview and classification
of all risks affecting financial companies), which
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are a current area of concern in banking regulation, is not yet very widespread in DFA. An important problem specific to insurance and reinsurance
is the presence of underwriting cycles (‘hard’ and
‘soft’ markets), which have a nonnegligible business
impact on the long time horizons considered by DFA.
These cycles and their origins and dependencies are
not very well understood and are very difficult to
model; see [12] for a survey of the current state of
knowledge.
The real challenge of DFA scenario generation
lies in the composition of the component models
into an integrated model, that is, in the modeling of
dependencies across as many outcomes as possible.
These dependencies are ubiquitous in the risk factors
affecting an insurance company, think, for example, of the well-known fact that car accidents tend
to increase with increasing GDP. Moreover, many
of those dependencies are nonlinear in nature, for
example, because of market elasticities. A particular challenge in this context is the adequate assessment of the impact of extreme events, when the
historically observable dependency becomes much
stronger and risk factors appear much more interrelated (the so-called tail dependency). Different
approaches for dependency modeling are pursued,
namely:
•

•

Deterministic modeling by postulating functional
relations between various risk factors, for example, mixture models or regression-type models,
see [8, 17].
Statistical modeling of dependencies, with linear
correlation being the most popular concept. However, linear correlation has some serious limitations when extreme values are important; see [11]
for a related study, possible modeling approaches
and pointers to further readings.

An important aspect of the scenario generator is its
calibration, that is, the attribution of values to the
parameters of the stochastic model. A particular challenge in this context is that there are usually only few
data points for estimating and determining a large
number of parameters in a high-dimensional space.
This can obviously result in substantial parameter
uncertainty. Parsimony and transparency are, therefore, crucial requirements for models being used in
DFA scenario generation. In any case, calibration,
which also includes backtesting of the calibrated
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model, must be an integral part of any DFA study.
Even though most DFA practitioners do not have to
deal with it explicitly, as they rely on commercially
available DFA software packages or components, it
should not be forgotten that, at the end, generating Monte Carlo scenarios for a large number of
dependent risk factors over several time periods also
poses some non-trivial numerical problems. The most
elementary example is to have a random number
generator that is able to produce thousands, if not
millions, of independent and identically distributed
random variables (indeed a nontrivial issue in view
of the sometimes poor performance of some popular random number generators). The technicalities of
Monte Carlo methods are comprehensively described
in [13].
Moreover, it is fundamentally difficult to make
judgments on the plausibility of scenarios for the
expanded time horizons often present in DFA studies.
Fitting a stochastic model either to historical or current market data implies the assumption that history
or current expectations are a reliable prediction for
the future. While this may be true for short time horizons, it is definitely questionable for time horizons as
long as 5 to 20 years, as they are quite commonplace
in insurance. There are regime switches or other hitherto unexperienced events that are not reflected by
historical data or current market expectations. Past
examples include asbestos liabilities or the events of
September 11, 2001. An interesting case study on
the issue is [4], whereas [22] explores in very general, the limitations of risk management based on
stochastic models and argues that the latter must be
complemented with some judgmental crisis scenarios.

Company and Strategy Modeling
Whereas the scenarios describe possible future
courses of events in the world surrounding the
modeled company, the company model itself reflects
the reaction of the company in response to the
scenario. The task of the company model is to
consolidate the different inputs into the company, that
is, to reflect its internal operating structure, including
the insurance activities, the investment activities,
and also the impact of reinsurance.
Company models can be relatively simple, as the
ones in [8, 18], which basically consolidate in a
purely technical way the outcomes of the various
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risks. However, the goal of DFA is to make projections for the bottom line of the company, that
is, its financial statements. Therefore, practical DFA
company models tend to be highly complex. In
particular, they also incorporate the effects of regulation, accounting, and taxation, since these issues
have an important impact on the behavior and the
financial results of insurance companies. However,
these latter issues are extremely hard to model in a
formal way, so that there is quite some model uncertainty emanating from the company model. Examples
of detailed models for US property–casualty insurers
are described in [10, 16]. In general, even relatively
simple company models are already so complicated
that they do not anymore represent mathematically
tractable mappings of the input variables on the output variables, which precludes the use of formal
optimization techniques as, for example, dynamic
programming. This distinguishes practical DFA models from technically more sophisticated dynamic optimization models coming from the realm of operations research, see [19]. Figure 2 shows an extract
of a practical DFA company model, combining components that provide the scenario input, components
that model the aggregation and consolidation of the
different losses, components that model the in-force
reinsurance programs, and components that aggregate the results into the company’s overall results.
It should be borne in mind that each component
contains, moreover, a number of parameters (e.g.
reinsurance retentions and limits). The partial model
shown in Figure 2 represents just one line of business of a company; the full model would then contain
several other lines of business, plus the entire investment side of the company, plus the top level structure
consolidating everything into the balance sheet. This
gives us a good idea of the actual complexity of realworld DFA models.
Company models used in DFA are usually very
cash flow–oriented, that is, they try to imitate the
cash flows of the company, or, more specifically,
the technical, and financial accounting structures.
Alternatively, it would be imaginable to structure a
company model along the lines of economic value
creation. The problem with this approach is, however, that this issue is not very well understood in
insurance; see [14] for a survey of the current state
of the knowledge.
The modeling of the strategies (i.e. the parameters
of the company model that are under the control of

management) is usually done in a nonadaptive way,
that is, as deterministic values over time. However,
a DFA study usually involves several time periods
of substantial length (one year, say), and it is not
realistic to assume that management will not adapt
its strategy if the underlying risk factors develop
dramatically in a particular scenario.
For the reasons stated, the plausibility and accuracy of DFA outputs on balance sheet level is often
doubted, and the true benefit of a DFA study is rather
seen in the results of the analytical efforts for setting
up a comprehensive model of the company and the
relevant risk factors.

Analysis and Presentation
The output of a DFA simulation consists of a large
number of random replicates (= possible results) for
several output variables and for several future time
points (see Figure 3 to get an idea), which implies
the need for sophisticated analysis and presentation
techniques in order to be able to draw sensible conclusions from the results.
The first step in the analysis procedure consists
of selecting a number of sensible output variables,
where the term ‘sensible’ is always relative to the
goals of the study. Typical examples include earnings before or after interest and tax, or the level of
shareholders’ equity. Besides such economic target
variables, it is sensible to compute at the same time,
certain regulatory values, for example, the IRIS ratios
in North America, see [10], by which one can assess
whether a strategy is consistent with in force regulations. More information on the selection of target
variables is given in [9].
Once the target variables are selected, there still
remains the task of analyzing the large number of
random replicates: suppose that Y is one of the target
variables, for example, shareholders’ equity, then, the
DFA simulation provides us with random replicates
y1 , . . . , yN , where N is typically high.
The most common approach is to use statistical
analysis techniques. The most general one is to analyze the full empirical distribution of the variable,
that is, to compute and plot
F̂Y (y) =

N
1 
1(yk ≤ y).
N k=1

(1)

Figure 4 shows an example, together with some
of the measures discussed below. For comparisons
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Figure 3

Extract of pro forma projected balance sheets

0

1Q2003
4Q2002
3Q2002 2Q2002
1Q2002
Earned premium income
1’061.4
1’713.3
1653.2
787.0
694.4
Losses incurred
−881.4
−1415.3
−1277.6
−647.9
−819.4
Total U/W expenses
-222.2
-310.1
-295 4Q2003
-623.9
-100.3
1Q2004
3Q2003
2Q2003
Underwriting results
-7.9 income
-44.8
152.3
-458.2
-255.1
Earned premium
1’125.1
1’816.1
1’752.4
834.2
Invested assets
6,248.80 −1’354.3
6,134.60
Losses8,249.20
incurred 6,951.50 6,475.10
−934.3 −1’500.2
−686.8
Total other assets
2,714.20
2,788.80 1,825.90
Total U/W
expenses
-222.2 1,920.50
-310.1 2,295.90
-295
1Q2005
4Q2004
Technical reserves
6,899.80
6,615.10
6,558.70
6,336.70
Underwriting
results
-7.9 income
-44.8 6,236.30
152.3
-458.2
Earned
premium
1’192.6
1’925.1
Total other liabilities
2,277.20
937
1,322.10
832.3 6,475.10
882.1 6,248.80
Invested
assets
8,249.20
Losses
incurred 6,951.50
−990.3
−1’590.2
Liabilities
9,177.00
7,880.80
7,169.00 1,825.90
7,118.30
Total other
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2,714.20
2,788.80
Total U/W
expenses
-222.2 1,920.50
-310.1
1,786.40
420.2
1,000.30
1,312.10
Total equity & liabilities Technical
reserves 336.3
6,899.80
6,615.10
6,558.70
6,336.70
Underwriting
results
-7.9 income
-44.8
Earned
premium
ROE
0.2
0.2
0.2
0.1
0.1
Total other liabilities
2,277.20
937
1,322.10
832.3
Invested
assets
8,249.20
6,951.50
Losses
incurred
Solvency ratio
1 other
1.1 9,403.90
1 U/W
1 7,169.00
Liabilities 1.2
9,177.00
7,880.80
Total
assets
2,714.20
2,788.80
Total
expenses
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3.4
3.4
4 1,000.30
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336.3
420.2
Total equity 3.3
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Technical
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6,899.80
6,615.10
Underwriting
results
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4.2
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3.9
4 2,277.20
3.6
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0.2
0.2
0.2
0.1
Total other liabilities
937
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1 other
1.1
1
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9,177.00
9,403.90
Total
assets
t0
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3.4
3.4
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336.3
Total equity 3.3
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Technical
reserves
Asset leverage
4.2
4.4
3.9
4
ROE
0.2
0.2
Total other liabilities
Solvency ratio
1
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t0 + ∆t
Reserve ratio
Total equity 3.3
& liabilities 3.9
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4.2
4.4
ROE
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Reserve ratio
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∆t = 1 year
t + 3∆t
1Q2003
730.8
−868.6
-100.3
3Q2004
-255.1
1’857.5
6,134.60
−1’435.5
2,295.90
-295
1Q2006
6,236.30
152.3
1’264.1
882.1
6,475.10
−1’049.8
7,118.30
1,825.90
−222.2
1,312.10
6,558.70
−7.9
0.1
1,322.10
8’249.2
7,880.80
2’714.21
4
420.2
6’899.8
3.6
0.2
2’277.2
1.1
9’177.0
3.4
1’786.4
3.9
0.2
1.2
3.3
4.2
2Q2004
884.3
−728.0
-623.9
4Q2005
-458.2
2’040.6
6,248.80
−1’685.6
1,920.50
−310.1
6,336.70
44.8
832.3
6’951.5
7,169.00
2’788.8
1,000.30
6’615.1
0.1
937.0
1
9’403.9
3.4
336.3
4
0.2
1.0
3.9
4.4

1Q2004
774.6
−920.7
-100.3
3Q2005
-255.1
1’969.0
6,134.60
−1’521.6
2,295.90
−295.0
6,236.30
152.3
882.1
6,475.1
7,118.30
1’825.9
1,312.10
6’558.7
0.1
1’322.1
7’880.81
420.24
3.6
0.2
1.1
3.4
3.9

2Q2005
937.3
−771.7
−623.9
−458.2
6’248.8
1’920.5
6’336.7
832.3
7’169.0
1’000.3
0.1
1.0
3.4
4.0

1Q2005
821.1
−975.9
−100.3
−255.1
6’134.6
2’295.9
6’236.3
882.1
7’118.3
1’312.1
0.1
1.0
4.0
3.6
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and for taking decisions, it is more desirable to
characterize the result distribution by some particular
numbers, that is, by values characterizing the average
level and the variability (i.e. the riskiness) of the
variable. For the average value, one can compute the
empirical mean, that is,
µ̂(Y ) =

N
1 
yk .
N k=1

(2)

For risk measures, the choice is less obvious.
The most classical measure is the empirical standard
deviation, that is,

σ̂ (Y ) =

1 
(yk − µ̂)2
N − 1 k=1
N

1/2
.

(3)

The standard deviation is a double-sided risk measure, that is, it takes into account deviations to the
upside as well as to the downside equally. In risk
management, however, one is more interested in the
potential downside of the target variable. A very popular measure for downside risk is the Value-at-Risk
(VaR), which is simply the p-quantile for the distribution of Y for some probability 0 < p < 1. It is
easily computed as


 p (Y ) = min y(k) : k > p .
VaR
N

(4)

where y(k) is the kth order statistic of y1 , . . . , yN . Popular risk measures from the realm of actuarial science
include, for example, expected policyholder deficit,
twisted means or Wang and Esscher transforms,
see [8, 9] for more details. Another downside risk
measure, extending the already introduced VaR, is
the TailVaR, defined as
TailVaRp (Y ) = E(Y |Y ≥ VaRp (Y )),

(5)

which is the expectation of Y , given that Y is beyond
the VaR-threshold (Expected Shortfall), and which
can be computed very easily by averaging over all
replicates beyond VaR. The particular advantage of
TailVaR is that – contrary to most other risk measures
including VaR and standard deviation – it belongs to
the class of Coherent Risk Measures; see [1] for full
details. In particular, we have that
TailVaRp (Y + Z) ≤ TailVaRp (Y ) + TailVaRp (Z),
(6)
that is, diversification benefits are accounted for.
This aggregation property is particularly desirable if
one analyzes a multiline company, and one wants
to put the results of the single lines of business
in relation with the overall result. Another popular approach, particularly for reporting to the senior
management, is to compute probabilities that the
target variables exceed certain thresholds, for example, for bankruptcy; such probabilities are easily
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computed by

p̂ =

N
1 
1(yk ≥ ythreshold )
N k=1

(7)

In a multiperiod setup, measures of risk and
reward are usually computed either for each time
period t0 + n · t individually, or only for the terminal time T , see Figure 5. An important caveat to
be accounted for in this setup is that the target variable may temporally assume values that correspond
to a disruption of the ordinary course of business (e.g.
ruin or regulatory intervention); see again Figure 5.
Such degenerate trajectories have to be accounted for
in suitable ways, otherwise the terminal results may
no longer be realistic.

By repeating the simulation and computing the
target values for several different strategies, one can
compare these strategies in terms of their risks and
rewards, determine ranges of feasible and attainable results, and finally, select the best among the
feasible strategies. Figure 6 shows such a comparison, conceptually very similar to risk–return analysis in classical portfolio theory. It is, however,
important to notice that DFA does not normally
allow for the use of formal optimization techniques
(such as convex optimization), since the structure
of the model is too irregular. The optimization
rather consists of educated guesses for better strategies and subsequent evaluations thereof by carrying
out a new simulation run. Such repeated simulation runs with different strategy settings (or also
with different calibrations of the scenario generator)
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are often used for exploring the sensitivities of
the business against strategy changes or against
changes in the environment, that is, for exploring
relative rather than absolute impacts in order to see
what strategic actions do actually have a substantial
leverage.
An alternative to this statistical type of analysis is
drill-down methods. Drill-down consists of identifying particularly interesting (in whatever sense) output
values yk , to identify the input scenarios xk that gave
rise to them, and then to analyze the characteristics of
these input scenarios. This type of analysis requires
the storage of massive amounts of data, and doing
sensible analysis on the usually high-dimensional
input scenarios is not simple either.
More information on analysis and presentation can
be found in a related chapter in [9], or, for techniques
more closely related to financial economics, in [7].

The DFA Marketplace
There are a number of companies in the market that
offer software packages or components for DFA, usually in conjunction with related consulting services
(recall from the beginning of this section that DFA is
not only a software package, but rather a combination
of software, processes, and skills). In general, one
can distinguish between two types of DFA software
packages:
1. Flexible, modular environments that can be adapted relatively quickly to different company structures, and that are mainly used for addressing
dedicated problems, usually the structuring of
complex reinsurance programs or other deals.
2. Large-scale software systems that model a company in great detail and that are used for internal
risk management and strategic planning purposes
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on a regular basis, usually in close connection
with other business systems.

Examples for the first kind of DFA software
include Igloo by Paratus Consulting (see www.
paratusconsulting.com) and Remetrica II by Benfield
Group (see www.benfieldgreig.com). Examples for
the second kind of DFA systems include Finesse
2000 by SS&C (see www.ssctech.com), the general
insurance version of Prophet by B&W Deloitte (see
www.bw-deloitte.com), TAS P/C by Tillinghast (see
www.towers.com) or DFA by DFA Capital Management Inc (see www.dfa.com). Dynamo by MHL
Consulting (see www.mhlconsult.com) is a freeware
DFA software based on Excel. It belongs to the
second type of DFA software and is actually the
practical implementation of [10]. An example of a
DFA system for rating agency purposes is [2]. Moreover, some companies have proprietary DFA systems
that they offer to customers in conjunction with their
consulting and brokerage services, examples including Guy Carpenter (see www.guycarp.com) or AON
(see www.aon.com).

DFA Use Cases
In general, DFA is used to determine how an insurer
might fare under a range of future possible environment conditions and strategies. Here, environment
conditions are topics that are not under the control
of management, whereas strategies are topics that are
under the control of management. Typical strategy
elements whose impact is explored by DFA studies
include the following:
Business mix : relative and absolute volumes in the
different lines of business, premium, and commission
level, and so on.
Reinsurance: reinsurance structures per line of business and on the entire account, including contract
types, dependencies between contracts, parameters
(quota, deductibles, limits, reinstatements, etc.), and
cost of reinsurance.
Asset allocation: normally only on a strategic level;
allocation of the company’s assets to the different
investment asset classes, overall or per currency;
portfolio rebalancing strategies.

Capital: level and structure of the company’s capital;
equity and debt of all kinds, including dividend
payments for equity, coupon schedules, and values,
redemption and embedded options for debt, allocation
of capital to lines of business, return on capital.
The environment conditions that DFA can investigate include all those that the scenario generator
can model; see section ‘The Elements of DFA’. The
generators are usually calibrated to best estimates for
the future behavior of the risk factors, but one can
also use conscious miscalibrations in order to investigate the company’s sensitivity to unforeseen changes.
More specifically, the analysis capabilities of DFA
include the following:
Profitability: Profitability can be analyzed on a cashflow basis or on a return-on-capital basis. DFA allows
profitability to be measured per line of business or for
the entire company.
Solvency: DFA allows the solvency and the liquidity
of the company or parts of it to be measured, be it
on an economic or on a statutory basis. DFA can
serve as an early warning tool for future solvency
and liquidity gaps.
Compliance: A DFA company model can implement
regulatory or statutory standards and mechanisms. In
this way, the compliance of the company with regulations, or the likelihood of regulatory interventions
can be assessed. Besides legal ones, the standards
of rating agencies are of increasing importance for
insurers.
Sensitivity: One of the most important virtues of DFA
is that it allows the exploring of how the company
reacts to a change in strategy (or also a change in
environment conditions), relative to the situation in
which the current strategy pertains also to the future.
Dependency: Probably the most important benefit
of DFA is that it allows to discover and analyze
dependencies of all kinds that are hard to grasp
without a holistic modeling and analysis tool. A very
typical application here is to analyze the interplay
of assets and liabilities, that is, the strategic asset
liability management (‘ALM’).
These analytical capabilities can then be used for a
number of specific tasks, either on a permanent basis
or for one-time dedicated studies of special issues. If
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a company has set up a DFA model, it can recalibrate
and rerun it on a regular basis, for example, quarterly
or yearly, in order to evaluate the in-force strategy
and possible improvements to this strategy. In this
way, DFA can be an important part of the company’s
business planning and enterprise risk management
setup. On the other hand, DFA studies can also be
made on a one-time basis, if strategic decisions of
great significance are to be made. Examples for such
decisions include mergers and acquisitions, entry in
or exit from some business, thorough rebalancing
of reinsurance structures or investment portfolios, or
capital market transactions. Basically, DFA can be
used for assessing any strategic issues that affect the
company as a whole. However, the exact purpose
of the study has some drawbacks on the required
structure, degree of refinement, or time horizon of
the DFA study (particularly the company model and
the scenario generator).
The main users of DFA are the insurance and
reinsurance companies themselves. They normally
use DFA models on a permanent basis as a part
of their risk management and planning process [21];
describes such a system. DFA systems in this context are usually of substantial complexity, and only a
continued use of them justifies the substantial costs
and efforts for their construction. Another type of
users are consulting companies and brokers who use
dedicated – usually less complex – DFA studies for
special tasks, for example, the structuring of large
and complicated deals. An emerging class of users
are regulatory bodies and rating agencies; they normally set up relatively simple models that are general
enough to fit on a broad range of insurance companies and that allow to conduct regulation or rating in
a quantitatively more sophisticated, transparent, and
standardized way, see [2].
A detailed account of the most important uses and
users of DFA is given in [9]; some new perspectives
are outlined in [15].

Assessment and Outlook
In view of the developments in the insurance markets
as outlined in the section ‘The Value Proposition of
DFA’, the approach taken by DFA is undoubtedly
appropriate. DFA is a means for addressing those
topics that really matter in the modern insurance
world, in particular, the management of risk capital
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and its structure, the analysis of overall profitability
and solvency, cost-efficient integrated risk management aimed at optimal bottom line impact, and the
addressing of regulatory tax, and rating agency issues.
Moreover, DFA takes a sensible point of view in
addressing these topics, namely, a holistic one that
makes no artificial separation of aspects that actually
belong together.
The genesis of DFA was driven by the industry
rather than by academia. The downside of this very
market-driven development is that many features of
practically used DFA systems lack a certain scientific
soundness, in that modeling elements that work well,
each one for itself, are composed in an often ad hoc
manner, the model risk is high because of the large
number of modeled variables, and company models
are rather structured along the lines of accounting
than along the lines of economic value creation.
So, even though DFA fundamentally does the right
things, there is still considerable space and need for
improvements in the way in which DFA does these
things.
We conclude this presentation by outlining some
DFA-related trends for the near and medium-term
future. We can generally expect that company-level
effectiveness will remain the main yardstick for managerial decisions in the future. Though integrated risk
management is still a vision rather than a reality, the
trend in this direction will certainly prevail. Technically, Monte Carlo methods have become ubiquitous
in quantitative analysis, and they will remain so, since
they are easy to implement and easy to handle, and
they allow for an easy combination of models. The
easy availability of ever more computing power will
make DFA even less computationally demanding in
the future. We can also expect models to become
more sophisticated in several ways:
The focus in the future will be on economic
value creation rather than on just mimicking the cash
flow structures of the company. However, substantial
fundamental research still needs to be done in this
area, see [14]. A crucial point will be to incorporate
managerial flexibility into the models, so as to make
projections more realistic. Currently, there is a wide
gap between DFA-type models as described here and
dynamic programming models aimed at similar goals,
see [19]. For the future, a certain convergence of
these two approaches can be expected. For DFA,
this means that the models will have to become
simpler. In scenario generation, the proper modeling
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of dependencies and extreme values (individual as
well as joint ones) will be an important issue.
In general, the DFA approach has the potential of
becoming the state-of-the-industry for risk management and strategic decision support, but it will only
exhaust this potential if the discussed shortcomings
will be overcome in the foreseeable future.

[14]
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Efficient Markets
Hypothesis

order to make their profits. Such trading is illegal
in most countries.
Finally this leads us to the three forms of the
Efficient Markets Hypothesis (EMH):

Market Efficiency

• Strong form EMH: market prices incorporate all
information, both public and insider.

A stock market is said to be efficient if all market prices reflect publicly available information. This
statement is rather imprecise and often leads to misunderstanding, so it is worth looking at this in some
detail.
First, we have different types of information available to us:

• Semi-strong form EMH: market prices incorporate
all publicly available information.

•
•
•

historical data on prices and trading volumes;
other publicly available information, such as company accounts, press releases and so on, and other
relevant information such as government policy;
insider information.

Associated with these we have, crudely, three
types of investment analysis:
• Technical analysis: traders predict future price
movements using past stock market data only (prices
and volumes). They make no reference to company
accounts and so on.
• Fundamental analysis: analysts predict future
earnings by assessing detailed company-specific
information plus other relevant economic information
over and above past share prices in order to
establish a fundamental value for the company.
The relationship between the fundamental value and
the current share price then results in a broad
recommendation to buy or sell. Traders believe that
conducting this degree of analysis gives them an edge
over traders (including technical analysts) who do not
use this level of information.
• Passive investment management: funds hold a
portfolio of shares (for example, in proportion to
the FTSE-100 index) without performing any analysis. Passive fund managers do not feel that the
extra expense incurred by engaging in active fund
management (either technical analysis or fundamental analysis) produces adequate additional returns.
Beyond these we have insider traders. These individuals take advantage of information that is only
available to persons within the company itself in

• Weak form EMH: market prices incorporate all
information contained in historical stock market data.
The ability of different types of traders to have
an edge over others depends on which level of EMH
holds in reality.
•
•
•

Strong form EMH ⇒ no one can gain a competitive advantage, not even insiders.
Semi-strong form EMH ⇒ only insiders have
an advantage, fundamental analysts and technical
analysts (noninsiders) do not have an advantage.
Weak form EMH ⇒ fundamental analysts and
insiders have an advantage over other investors
who do not fully use information contained in
company accounts and so on. Technical analysts
do not have an advantage.

The majority view seems to be that the weak form
EMH is true and that the strong form is not (it is
possible that if insider trading was not illegal then
the strong form could be true if insider traders were
driving changes in market prices). However, there
is considerable debate on the validity of the semistrong form EMH. Active fund managers (such as
fundamental analysts) clearly believe that the semistrong form EMH is not true, otherwise there would
be no reason for their existence. Many academics on
the other hand [2] do believe that the semi-strong
form EMH is true. For small investors who believe
in the semi-strong form EMH, the only course of
action then is to achieve a diversified portfolio by
investing in passively managed funds (for example,
tracker funds).
A variety of tests for market efficiency or otherwise are described in [1], Chapter 17 and the many
references cited therein.

Further Discussion
We will conclude with a brief discussion about why
different investors might believe that they have a

Efficient Markets Hypothesis

competitive advantage. We will do this by describing
a simple model that illustrates the point.
Suppose we have a market which is in
equilibrium. There are n securities available for
investment. Security i has current price Si (0) = per
unit and value Si (1) at time 1.
Each investor (or fund manager etc.) has to make
an assessment about each security in order to decide
how to invest at time 0. They make a decision on what
data to look at and on how to use this data in order to
predict what each Si (1) will be. This will result not
just in a point estimate based on currently available
information but also in that each investor will realize
that there is some uncertainty in what will happen in
the future. Everything else being equal,
•
•

the higher their point estimate of Si (1) is the
cheaper security i looks and the more they will
invest.
the lower their assessment is of the uncertainty
in Si (1) the more confident they will be in their
point estimate. This will mean that they are even
more sure that the stock is under- or overpriced,
depending on their point estimate of Si (1).

Suppose it is known that each Si (1) is normally
distributed with mean mi , variance vii and that the
covariance with asset j is vij . Each investor has
to estimate the vector m = mi (of expected values
and the covariance V = vij ). If all investors come
up with the same estimate for m and V , then no
investor will have a competitive advantage over
the others. A competitive advantage can only arise
because different investors have different estimates
of m and/or V. Furthermore, specific investors (all
investors) will believe that their estimate is superior
to the others. This heterogeneity will arise for a
variety of reasons:
•
•
•
•

different amounts of historical data might have
been used;
different sources of data might have been used;
different models might be assumed about returns
from one time period to the next;
some investors will incorporate an acknowledgment of parameter and model uncertainty into
their analysis. In simple examples, this would
mean that there is no impact on the investor’s estimate of the mean vector, m, but it could result in
higher estimates of the variances and covariances.

The aim of analysis is to get the best estimate
possible of m and V . Ideally, they would like (and
might claim) to get V as small as possible. But if
V represents the true degree of uncertainty arising
from future events, then investors cannot get rid
of it. Indeed, aiming for too small a value of V
might significantly underestimate the risks. The aim
therefore is to minimize the extent of model and
parameter risk by using the best data. Fundamental
analysts would argue that clever use of the additional
data in company accounts and so on allows them to
minimize parameter and model uncertainty.
If semi-strong form EMH is not true, then the
claims being made by fundamental analysts can be
illustrated in Figure 1. Here m and V represent the
true future mean vector and covariance matrix. These
generate the true efficient frontier (the solid line) and
no investor can construct a portfolio that would place
them above this line.
Investors who use fundamental analysis are represented by the dots. These investors have used
almost all of the available data. They are slightly
off the efficient frontier because they are still likely
to have missed one or two bits of data or to have

True expected return
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True risk

Figure 1 Risk-return diagram for investors with heterogeneous expectations. Weak form EMH holds, semi-strong
EMH does not hold. Risks and expected returns for individual investors are calculated using the true means and covariances. Solid line: true efficient frontier. Crosses: investors
using historical price data alone. Dots: investors using fundamental analysis

Efficient Markets Hypothesis
misinterpreted some information. The dots further to
the left represent investors who are relatively risk
averse whereas those further to the right have a
greater appetite for risk. Investors who have not used
some or all of the information available in company
accounts are represented by the crosses. They are relatively far from the efficient frontier because of the
assumption in this example, that the semi-strong form
of the EMH does not hold. In some sense, the cross,
which is relatively close to the efficient frontier is
there ‘by chance’.
If the situation represented in Figure 1 were true,
then it might be a good idea for the investors
represented by crosses to make use of fund managers
using fundamental analysis. However, there might be
a cost to this in the form of increased management
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charges, and these might eat up any increase in an
investor’s expected return.
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Equilibrium Theory
The idea of equilibrium was imported from the physical sciences into economics already in the nineteenth
century [63]. Economists focused on the study of
equilibrium because of the idea that this represents
a rest point of an underlying dynamic system. A rest
point is interpreted as a state of the economic system
in which the dynamic forces governing its evolution
have come to a static configuration. In economics,
this static configuration has been assumed to mean
essentially two things: (a) that individual economic
behavior is socially consistent, that is, consumption,
production, and exchange plans are feasible and can
be carried out; and (b) that plans are optimal in
the sense of satisfying the objectives of the individual decision makers (consumers/workers, managers,
traders, and so on). The study of equilibrium was first
developed in the context of markets in which each
individual believes to have a negligible impact on
aggregate variables such as the commodity or asset
prices. These markets are called perfectly competitive, and the theory of equilibrium for perfectly competitive markets – known as Walrasian equilibrium –
achieved a formal, general, and rigorous characterization in the 1950s, especially with the work of
Arrow and Debreu [2, 4, 19], and McKenzie [41]. The
work of Debreu [21] and Smale [59] established local
uniqueness of equilibria, paving the way for comparative statics analysis for the Walrasian equilibrium. An
alternative view would consider equilibria for an economic system in which each decision-maker’s actions
have a nonnegligible impact on everyone else, and on
the aggregate as well. The notion of equilibrium for
these economies had been developed by Nash [48].
The analysis of Nash equilibrium, which shares many
problems with the Walrasian equilibrium, will not be
part of our presentation.
The focus on perfectly competitive markets, other
than allowing several results from the mathematical theory of linear duality to come to bear on the
equilibrium analysis, is also due to the normative
properties of a perfectly competitive equilibrium. The
first and second welfare theorems in fact establish that
(1) under local nonsatiation of preferences, a competitive equilibrium allocation is Pareto optimal; and
(2) under continuity and convexity of preferences
and production sets, any Pareto optimal allocation can
be supported by a competitive price system via an

appropriate distribution or redistribution of individual property rights – that is, it can be implemented
through a system of perfectly competitive markets,
see [20]. In other words, the economic activity can be
efficiently coordinated if it is organized or designed
as a system of markets. The structural link between
Pareto optima and equilibria has been further investigated in the differential framework, in particular,
by Balasko [7] and Mas-Colell [47], where the geometric structure of the equilibria has been thoroughly
analyzed.

Time, Uncertainty
These results needed to be extended to economies in
which time, uncertainty, and information play a fundamental role. This is the case of insurance markets,
as well as markets for the trade of financial assets
(bonds, stocks, options, futures, and so on). The
first extension of the competitive equilibrium notion
to economies with uncertainty using the notion of
contingent plan is due to Debreu [20], but it is unsatisfactory as it calls for the presence of all possible
state-contingent commodity forward contracts (markets for deferred delivery at a preagreed price) at
each trading date. Therefore, it does not capture the
dynamic aspect of trading in real markets, and is normatively too demanding for it to be implemented. An
alternative view was formulated by Arrow [3], where
a sequence of spot commodity markets (markets for
the immediate, as opposed to deferred, delivery) as
well as financial markets for savings and investment, that is, for the transfer of purchasing power
or resources across dates and states, was considered.
This notion of equilibrium had to make explicit a
third fundamental and previously hidden feature of
an equilibrium: (c) that individual beliefs regarding
other individuals’ or nature’s actions and aggregate
variables such as prices must also be coherent. In
the view formulated by Arrow, this took the form of
the perfect foresight hypothesis: every decision-maker
would expect the same state-contingent future commodity prices, to be the prices at which markets will
clear.
This assumption was embedded in the notion
of equilibrium without uncertainty. There, suppose
that multiple equilibrium prices were possible. Then,
every decision-maker would have to face an equilibrium price system in order for the system to be
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in equilibrium. Where would this price system come
from? Many economists thought of producing interesting dynamic processes (of tâtonnement) that would
lead to a specific equilibrium without individuals
having to forecast prices. It became immediately
obvious that a general answer to the question of
how the economic system would come to a rest
would be impossible [5, 36, 58]. The problem of
understanding the cognitive or social bases for the
emergence of equilibrium – Walrasian or Nash – still
lacks a satisfactory answer. We will bypass this problem, and the related issues of stability, learning, and
evolution.
Arrow’s model of sequential trading under uncertainty displays the same optimality properties as the
standard competitive equilibrium provided there are
as many nonredundant financial assets as the number
of states of the world, that is, markets are complete, in the sense of allowing the replication of
any state-contingent wealth profile. When repeated
asset trading is considered, completeness can be substituted by dynamic completeness, as the number of
assets to be traded at each period can be smaller than
the number of states that will be eventually revealed.
Complete markets and the absence of arbitrage are
the two institutional features underlying the theory
of asset pricing that arise in Arrow’s model and its
ramifications [24].
The more complex setup where financial markets are not complete, or incomplete, has been
studied extensively in the 1980s. Existence of equilibrium, challenged by Hart’s counterexample [37],
appeared in the work of Cass [10] for nominal
assets such as bonds and other fixed income securities; see also [32, 64] for numéraire assets (assets
whose payoffs are expressed in units of one commodity, such as gold), and [25, 26] for real assets
(whose payoffs are bundles of goods, such as commodity forward and future contracts). Surveys are
contained in [29, 42, 43]. Optimality, first defined
in [22] taking into account the constraint due to market incompleteness, was shown to fail in [37], and
to be nongeneric ([32], and for a general setup [14]).
Real indeterminacy [8, 31] with incomplete markets
and nominal assets even undermines the notion of
perfect foresight and condition (c) underlying the
competitive equilibrium, although, analysis in [49]
shows that the nexus between real indeterminacy and
perfect foresight is not so straightforward. Further,

with incomplete markets ‘sunspot equilibria’ or ‘selffulfilling prophecies’ arise [12]: financial markets are
vulnerable to market psychology, and asset prices
are more volatile than fundamentals such as cash
flows, technology, or product demand. The pervasiveness of sunspots is shown in [11] for nominal asset
economies, while otherwise this phenomenon is less
robust [33].
The analysis of competitive insurance markets is
seen as a special case of Arrow’s model, where
uncertainty is individual specific, and washes out in
the aggregate: such is the case for fire hazards, health
problems, car accidents, and so on. Insurance risks
require fewer markets to achieve efficiency, as shown
in [44].

Differential Information Economies
Even in Arrow’s model, differential information
played no role: every individual in the economy
would face the same uncertainty. However, it is
apparent that trading in markets occurs among
individuals who are asymmetrically informed about
uncertain events. It is only with the work
of Radner [53, 54] that a proper notion of
competitive equilibrium with differential information
was formulated. Radner considered individuals facing
uncertainty (formally represented by a tree), but
where each individual receives a privately observed,
payoff-irrelevant signal about which future state
of the world will be realized. The fact that the
signal is payoff-irrelevant means that individual
endowments or their von Neumann–Morgenstern
preferences would not depend on this signal, but that
probability beliefs would: applying Bayes’ rule, an
individual would form conditional probabilities of
a state given the signal received. Radner’s notion
of rational expectations equilibrium adds another
feature to the fundamental ones already encountered:
(d) beliefs about the equilibrium price, as a function
of the signals, are correct. Radner [55] showed that
informational efficiency with real assets is typically
obtained in a rational expectations equilibrium. Later,
the informational efficiency was challenged either
by adding liquidity traders [35], or by assuming an
infinite signal space [1, 6, 39], or by considering
incomplete markets with nominal assets [15, 50, 56].
Beside its cognitive assumption (d), much debated
and criticized, as in [30], the main limit of Radner’s

Equilibrium Theory
notion of a competitive equilibrium with asymmetric information resides in the type of information it
allows individuals to have: [9] finally showed that
only nonexclusive information could be included
in the model, while much information, even about
asset prices or other aggregate economic variables, is
exclusive in nature. Moreover, Radner himself recognized that the type of uncertainty in the model
would have to be limited to states of the world
outside the control of decision-makers or to events
that can be publicly disclosed and verified ex post.
Again, several phenomena, concerning in particular
insurance markets would be excluded from the analysis, such as adverse selection or moral hazard.
Indeed [18, 38], provided examples of nonexistence
of competitive equilibrium in the presence of moral
hazard or adverse selection, even in a world where the
impact of asymmetric information would be limited
to individual as opposed to aggregate variables, that
is, in insurance markets. The nonexistence points to
a fundamental manipulation problem of competitive
markets (for insurance) when individuals are either
ex ante asymmetrically informed on the likelihood of
occurrence of some states (adverse selection) or have
a postcontractual unobservable effect on this likelihood (moral hazard). Intuitively, private information
results in externalities in consumption, production
or preferences and missing markets. Mathematically
speaking, private information and its related phenomena (signaling, e.g.) create nonconvexities that cannot
be tackled by a linear system of prices as a competitive equilibrium calls for.
Facing this difficulty with the standard notion of
competitive equilibrium in the presence of private
information, an alternative approach aims at redefining the notion of commodity and of prices in the
presence of asymmetric information [51]. This has
been done in the context of insurance markets. This
new notion of equilibrium considers contracts themselves as the basic commodities, and allows for these
contracts to be possibly random. The set of commodities becomes then the set of probability measures
over the contract elements (inputs, outputs, wages,
goods, effort exerted in the contract, premia, etc.),
or lotteries, and these are chosen by individuals at
competitive prices – seen as the inner product representations of linear functionals over the space of
probability measures. Since the notion of individuals
choosing lotteries or randomizations has been debated
on behavioral grounds – as for mixed strategies in
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games – a frequentist interpretation has also been
provided. In other words, instead of considering the
classical economic problem of assigning goods and
services to individuals, the new equilibrium notion
calls for the assignment of individuals to contracts,
and the probabilities are interpreted as fractions of the
population of a given type signing a given contract,
where each type comes in a nonatomic measure – a
continuum of individuals. A law of large numbers
for continuum of random variables [60–62] is then
invoked, and average market clearing is interpreted
as effective, within some approximation. Prices are
therefore (measurable, and typically continuous but
nonlinear) evaluation maps, or membership fees, for a
particular role in a given contract. With this notion of
equilibrium, [51] shows that the second fundamental
welfare theorem still applies – where of course only
constrained, or incentive compatible, optimality can
be hoped for.
This technique of analysis has been successfully extended to other more traditional assignment
problems, such as in the theory of clubs or of
firm/coalition formation. In fact, the choice of a contract presents nonconvexities as much as the choice
of a membership in a club or of a job in a firm
does – both being discrete choices. Starting from
an idea of competitive equilibrium with indivisible
goods already found in [45, 46], others [17, 27, 28,
34] have formally studied the links between a more
classical cooperative representation of the assignment
games, the core and this new notion of competitive
equilibrium over contracts.
However, there, in each contracting pair or
group, utility is transferable and there is no private
information. The case of economies combining
coalition formation and private information has
not yet been fully brought under the umbrella
of this competitive equilibrium analysis (for a
partial attempt, see [13, 52]; for more traditional
cooperative game-theoretic views, see [40]).
The extension of the notion of competitive equilibrium to private information economies has some
promising features. First, it allows to directly consider scarcity issues in the context of optimal contract
determination. In particular, scarcity is a factor determining the bargaining power of each type in the
economy and it endogenizes outside options. Second,
when combined with group formation problems and
club theory, the general equilibrium view to the contracting problem may shed a light, for example, on
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the issues of the emergence of seemingly suboptimal organizational forms, of market behavior with
competing contracts, of insurance group formation,
as well as in the analysis of the public economics of
local public goods provision.
A few problems still remain open. First, recent
exploration of the link between sunspots and lotteries does not seem to support the idea of lotteries
as self-fulfilling prophecies (see the Journal of Economic Theory special issue on lotteries and sunspots,
2002). As a result, lottery equilibria cannot generally
be justified as a kind of correlated equilibrium with
individuals choosing deterministic contracts. Whether
and when random contracts arise in equilibrium is
not fully understood. There may well be constraints
limiting the use of lotteries. Second, for adverse
selection economies the set of equilibria is either
too small – even empty – or too large, depending
on the notion of fictitious production set adopted to
represent competition across insurance companies for
contract supply (for a recent account of this problem, see [57]; others have suggested a refinement
notion that gets rid of multiplicity [23]). Third, for
a moral hazard version of the Prescott and Townsend
economies [16], shows that either prices are nonlinear in all markets, even those in which no direct
informational problem arises, or the constrained optimality of competitive equilibria in the presence of
moral hazard is lost. This seems to cast a doubt
on the normative properties of competitive equilibrium as an effective organizational device of markets
for insurance. In any case, it highlights the complexity of the problem and leaves material for further
research.
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Finance
Finance and insurance are very similar in nature:
they both (now) consider the value of a financial instrument or an insurance policy or a firm to
be the discounted present value of the future cash
flows they provide to their holder. Research in the
fields of finance and insurance have been converging, with products and valuation techniques from one
field applying to and being used in the other field.
Risk pooling, risk sharing, and risk transfer are the
essence of insurance and the topic of study in modern
finance, with both fields interested in valuing contingent claims, either claims due to financial or liability obligations, market changes, foreign exchange
rate, or due to interest rate changes or payments
due, contingent upon the occurrence of a particular
type of insured loss (e.g. fire insurance payments,
life insurance payments, automobile insurance payments, etc.). Thus, finance and insurance are more
and more linked, and products in each area are less
and less distinct. It was not always so.
While finance as a discipline has existed for millennia, until the second half of the twentieth century it
was primarily institutional and descriptive in nature.
In investments, for example, texts were devoted to
security analysis, stock fundamentals, and how to differentiate ‘winning’ stocks from ‘losing’ stocks. Institutional details about how financial markets worked
and details on regulation, taxes, and accounting
were abundant, often written by practitioners and
were intuitively based. The area was considered as
a subfield of microeconomics (often under the names
‘microeconomic theory of the firm’ and ‘political
economics’) rather than a separate area of study. In
fact, many early economists viewed financial markets as a form of gambling, with prices determined
by speculation about future prices rather than behaving according to the rigorous theoretical view of the
market view we have today.
This is not to say that theoretical approaches to
financial market topics did not exist earlier. Indeed,
Louis Bachelier [1] presented pioneering theoretical
work in his mathematics PhD dissertation at the
Sorbonne, which not only anticipated the concepts
of market efficiency, but also anticipated Einstein’s
development of Brownian motion and other results,
only to be rediscovered and proven later by financial researchers in the latter half of the twentieth

century. Bachelier’s work was, however, ignored by
both theoreticians and practitioners in finance and
economics until, according to Bernstein [2], Paul
Samuelson distributed it to economists in the late
1950s. Similarly, Irving Fisher [13–15] considered
the valuation of assets, recognized the importance
of considering risk in decision making and the role
credit markets played in intertemporal consumption, savings, and investment decisions; an analysis
expanded upon by Hirshleifer [17] in 1970. John
Burr Williams [32] examined the determination of
the asset value of firms and argued that a firm had an
intrinsic value (this is unlike the ‘casino gambling’ or
‘beauty contest’ view of valuation of the market as
speculative, held by most economists of the day) and
that this fundamental value was the present value of
the future stream of dividend payments. John Lintner [19] noted that this work provides a basis for the
rigorous treatment of the financial impact of corporate
structure on value by Modigliani and Miller [24, 25],
one of the milestones of financial theory in the 1950s
and in the 1960s. The problem was that these early
advances were largely ignored by practitioners and
their implications were not explored by theoreticians
until much later. Their impact on insurance research
and practice was negligible.
Finance theory burst into its own with a revolutionary set of research starting in the 1950s.
Harry M. Markowitz realized that the fundamental valuation of assets must incorporate risk as well
as expected return, and he was able to use utility theory developed by John von Neumann and
Oskar Morgenstern [31] to determine optimal portfolio selection in the context of means and variances
representing returns and risk of the asset returns.
Portfolio diversification was shown as a method for
reducing risk. Essentially, Markowitz [21, 22] ushered in a new era of research into portfolio selection
and investments known as Modern Portfolio Theory
(MPT). The impact of his mean–variance approach
to decision-making under uncertainty continues to be
felt today and was the theoretical foundation for much
subsequent development in theoretical finance. For
example, Sharpe [30], Lintner [18], and Mossin [26]
extended Markowitz’s mean–variance analysis to a
market equilibrium setting and created the Capital Asset Pricing Model (CAPM), which is perhaps
one of the two largest contributions to the theoretical
finance literature in the last 50 years (the other being
option pricing theory to be discussed subsequently).
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It also provided a bridge to actuarial research, which
had a statistical base.
With the CAPM development, a security market line can be developed to depict the relationship between expected risk and return of assets in
equilibrium. The CAPM shows that in equilibrium
we have
E(Ri ) = rf + βi [E(RM ) − rf ],

(1)

where Ri is the return on the asset, RM is the return
on the market portfolio (usually taken to be the port2
folio of S&P 500 stocks), σM
is the variance of the
return on the market portfolio, rf is the risk-free
rate of return (usually taken to be the T -Bill rate)
2
and βi = Cov(Ri , RM )/σM
is the contribution of the
risk of asset i to market portfolio risk. An important contribution is that it is not the variation of the
asset itself that determines the riskiness of an asset
as priced by the market, but rather, it is only the β
of the asset that should be priced in market equilibrium. The intuitive logic is that through portfolio
diversification, idiosyncratic risk can be diversified
away, so that only that component of the asset risk
that is associated with the effect of market changes
on the asset value (as measured by β affects the
expected price E(Ri ). This model put valuation on
a firm theoretical equilibrium footing and allowed
for further valuation methods which were to follow.
The CAPM model has been proposed and used in
insurance, for example, as a model for insurance regulators to determine what ‘fair rate of return’ to allow
to insurance companies when they apply for rate
increases. Of course, it should be noted that idiosyncratic risk (that which cannot be diversified away
by holding a well-diversified portfolio and which is
not valued in the CAPM) is also a legitimate subject
for study in insurance-risk analysis since this is the
level of specific risk that insurance policies generally cover.
Richard Roll [27] successfully challenged the
empirical testability of the CAPM, and Brockett and
Golany [6] showed that the mean–variance analysis
is incompatible with expected utility analysis for
any utility function satisfying U  (x) > 0. However,
many extensions of the Sharpe–Lintner–Mossin
CAPM have been developed and used including
Black’s [3] zero-beta asset-pricing model, which
allows one to price assets in a market equilibrium
setting when there is no risk-free asset, but rather,
a portfolio of assets that are uncorrelated with the

market portfolio. Robert Merton [23] created the
‘intertemporal CAPM’ (ICAPM), and, combining
rational expectations assumptions, Cox, Ingersoll, and
Ross [8] created a differential equation for asset
prices and Robert E. Lucas [20] created a rational
expectations theory of asset pricing.
A second important early break-through in theoretical finance was Modigliani and Miller’s [24,
25] work concerning optimal capital structure of a
firm. They concluded that corporate financial structure should be independent of the value of the firm.
One might view this as an extension of Fisher’s Separation Theorem [15], which said that, in an efficient
capital market, the consumption and production decisions of an entrepreneur-owned firm can be made
independently. The Modigliani and Miller result is
that differently financed firms must have the same
market value; a separation of the value of the firm
and the means used to finance the production (i.e. the
value of the firm in an intrinsic value framework).
The next major milestone in finance was the evolution of the efficient markets model. While this
literature had evolved over time, often under the
acronym ‘random walk hypothesis’, Paul Samuelson’s [29] proof that properly anticipated prices fluctuate randomly, Paul Cootner’s [7] gathering together
of models and empirical evidence related to price
movements, and Eugene Fama’s [10] PhD dissertation on the behavior of stock prices (published in
its entirety in the Journal of Business (1965)) set
the stage for the conceptualization of efficient market behavior of asset prices. The market is efficient
if asset prices fully and completely reflect the information available. Essentially, they showed how to
view the fact that changes in stock prices showed
no predictability, not as a rejection of the fundamentalist or intrinsic value model of a firm’s value, but
rather as evidence that financial markets work incredibly well, adjusting prices immediately to reflect new
information. Of course, to define what is meant by
prices reflecting information, the amount of information available needs to be defined, and so we
have weak-form efficiency, semi-strong-form efficiency, and strong-form efficiency depending upon
whether the prices reflect information in the history
of past prices, information that is publicly available
to all market participants, or information that is available to any individual market participant respectively.
Fama [11, 12] reviews the literature and concludes
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that there is considerable support for weak-form efficiency of market prices. A review of the efficient
markets history is given in [9]. The efficient markets
literature has also provided finance with a methodology: the ‘event study’, which has subsequently been
used to examine the impact on prices of stock splits,
merger information, and many other financial events.
In insurance, it has been used to assess the effect
of insurance regulations on the value of insurance
companies [5].
While appealing and useful for theoretical model
building, the efficient markets hypothesis has a
disturbing circularity to it. If markets already
contain all available information, what motivation
is there for a rational investor to trade stock?
The History of Economic Thought [16] website http://cepa.newschool.edu/het/schools/finance.htm
puts this problem in an intuitive context: ‘The
efficient markets hypothesis effectively implies that
there is “no free lunch”, i.e. there are no $100
bills lying on the pavement because, if there were,
someone would have picked them up already.
Consequently, there is no point in looking down at
the pavement (especially if there is a cost to looking
down). But if everyone reasons this way, no one looks
down at the pavement, then any $100 bills that might
be lying there will not be picked up by anyone. But
then there are $100 bills lying on the pavement and
one should look down. But then if everyone realizes
that, they will look down and pick up the $100 bills,
and thus we return to the first stage and argue that
there are not any $100 bills (and therefore no point in
looking down, etc.). This circularity of reasoning is
what makes the theoretical foundations of the efficient
markets hypothesis somewhat shaky.’ Nevertheless,
as a first approximation, efficient market assumptions
have proven to be useful for financial model building.
The next innovation in finance was Fisher Black
and Myron Scholes [4] derivation of a pricing model
for options on common stock. This was immediately
seen as seminal. Perhaps no other theoretical development in finance so quickly revolutionized both
institutional processes (i.e. the creation of options
markets such as those on the Chicago Mercantile
Exchange or the Chicago Board of Trade, and elsewhere for stocks and stock market indexes) and
theoretical development (i.e. a methodology for the
creation of and pricing of derivatives, exotic options,
and other financial instruments). The explosion of the
field of financial engineering related to derivatives
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and contingent claims pricing gives witness to the
impact of this seminal work on subsequent directions in the field of finance. This field (also known
as mathematical finance) grew out of option-pricing
theory. The study of real options is a current topic in
the literature, attracting considerable attention. The
application to insurance of the option-pricing models
spawned by Black and Scholes work are numerous,
from certain nonforfeiture options in insurance contracts to valuation of adjustable rate mortgages in an
insurance company portfolio.
On the financing side, insurance companies (and
other companies) now include options in their portfolios routinely. Indeed, the ability of options to hedge
the risk of assets in a portfolio provides risk management capabilities not available using ordinary
stocks, bonds, and treasury bills. New options and
derivates are constantly being created (and priced)
to manage a particular risk faced by a company.
Illustrative of these new derivative instruments are
insurance futures and options, and catastrophe risk
bonds and options.
The final seminal work that will be discussed
here is the concept of arbitrage-free pricing due
to Stephen Ross [28] in 1976. Moving away from
the idea of pricing by comparing risk/return tradeoffs, Ross exploited the fact that in equilibrium, there
should be no-arbitrage possibilities, that is, the ability to invest $0 and obtain a positive return. Market
equilibrium, then, is defined to exist when there are
no risk-free arbitrage opportunities in the market. As
noted by Ross, the general representation of market
equilibrium provided by arbitrage theoretic reasoning underlies all of finance theory. The fact that two
portfolios having identical cash flows should have
the same price, which underlies the option-pricing
models of Black and Scholes, is a particular case
of arbitrage pricing, since, were this not true, one
could buy one portfolio and sell the other and make
a profit for sure. Similarly, the Modigliani and Miller
work on the irrelevance of financing choices on a
firm’s value can be constructed via arbitrage arguments since if two firms differing only in financing
structure differed in value, then one could create arbitrage possibilities. Risk-neutral (martingale) pricing
measures arise from arbitrage theory.
While the above discussion has focused on finance
theory in general terms, specific applications of these
methods to capital decisions involving running a firm
such as project financing, dividend policy, and cash
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flow budgeting has an entire subliterature of its own
called corporate finance or managerial finance. Likewise, public finance relates these financial concepts
to public or governmental entities, budgeting, and
revenue flow management. Personal finance has a
subliterature dealing with individual choices such
as retirement planning, budgeting, investment, and
cash flow management. All these practical applications of finance draw heavily from the finance theory
described earlier and was created in the last half of
the twentieth century.
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Financial Economics
Introduction
Much of the theory of optimal allocation of risks in a
reinsurance market can be directly applied to a stock
market. The principal difference from the insurance
risk exchange model is that only linear risk sharing
is allowed in a market for common stocks. In certain situations, this may also be Pareto optimal, but
by and large, this type of risk sharing is not. Still, it
is quite plausible that a competitive equilibrium may
exist.
Today, the modeling framework in continuous
time appears to be changing from Itô price processes to price paths containing unpredictable jumps,
in which case the model typically becomes incomplete. One could, perhaps, call this a change from
‘linear’ modeling of uncertainty to ‘nonlinear’ uncertainty revelation. What I have in mind here is the
much more involved nature of the corresponding random measure behind the jump process term, than the
corresponding diffusion term, arising in the stochastic differential equation. Being much more complex,
including a random measure facilitates possibilities
for far better fits to real observations than does
a mere diffusion term. On the more challenging
side is the resulting incompleteness of the financial
model. Many of the issues of the present paper then
inevitably arise.
Classical economics sought to explain the way
markets coordinate the activities of many distinct
individuals each acting in their own self-interest. An
elegant synthesis of 200 years of classical thought
was achieved by the general equilibrium theory. The
essential message of this theory is that when there
are markets and associated prices for all goods and
services in the economy, no externalities or public
goods and no informational asymmetries or market
power, then competitive markets allocate resources
efficiently.
The focus of the paper is on understanding the
role and functioning of the financial markets, and
the analysis is confined to the one-period model.
The key to the simplicity of this model is that it
abstracts from all the complicating elements of the
general model except two, which are taken as primitive for each agent, namely, his preference ordering
and an exogenously given future income. The preference ordering represents the agent’s attitude towards

the variability of an uncertain consumption in the
future (his risk aversion). The characteristics of
the incomes are that they are typically not evenly
distributed across the uncertain states of nature. A
financial contract is a claim to a future income –
hence the logic of the financial markets: by exchanging such claims, agents change the shape of their
future income, obtaining a more even consumption
across the uncertain contingencies. Thus, the financial markets enable the agents to move from their
given income streams to income streams that are
more desired by them, according to their preferences.
The reason that they could not do this transfer directly
is simply that there are no markets for direct exchange
of contingent consumption goods.
We start by giving the relevant definitions of the
financial model to be studied. Then we refer to the
ideal or reference model (the Arrow–Debreu model)
in which, for each state ω ∈ , there is a claim
that promises to pay one unit of account in the
specified state. Trading in these primitive claims leads
to equilibrium prices (ξ(ω)), which are present values
at date 0 of one unit of income in each state at date
1. Since agents, in solving their optimum problems,
are led to equalize their marginal rates of substitution
with these prices, the equilibrium allocation is Pareto
optimal.
However, Arrow–Debreu securities do not exist
in the real world, but common stocks do, together
with other financial instruments. The purpose of these
various instruments is thus to transform the real
market as close to the ideal one as possible.
We introduce a class of financial contracts (common stocks), in which each contract promises to
deliver income in several states at date 1, and where
there may not be enough securities to span all the
states at this date. Two ideas are studied that are crucial to the analysis that follows:
1. the characterization and consequences of noarbitrage
2. the definition and consequences of incomplete
financial markets.
We demonstrate in particular, how security prices
are determined in equilibrium such that agents, in
solving their optimum problems, are led to equalize
the projections of their marginal rates of substitution
in the subset where trade of common stocks takes
place.
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The Financial Model
Consider the following model. We are given I
individuals having preferences for period one consumption represented by expected utility, where the
Bernoulli utility functions are given by ui , where
ui > 0, ui ≤ 0 for all i ∈ I =: {1, 2, . . . , I }. There
are N securities, where Zn is the payoff at time 1
of security n, n = 1, 2, . . . , N . Let Z = (Z1 , Z2 , . . . ,
ZN ) , where prime denotes the transpose of a vector,
that is, Zis a random (column) vector. We use the
notation N
n=1 Zn =: ZM for the ‘market portfolio’.
We consider a one-period model with two time points
0 and 1, one consumption good, and consumption
only at the final time point 1.
We suppose individual i is initially endowed with
shares of the different securities, so his payoff at date
1 of his initial endowment is
N

(i)
θ n Zn ,
(1)
Xi =
n=1

Arrow Securities and Complete Markets

(i)
θn

where
is the proportion of firm n held by individual i. In other words, the total supply of a security is
one share, and the number of shares held by an individual can be interpreted as the proportion of the total
supply held. Denote by pn the price of the security
n, n = 1, . . . , N , where p = (p1 , p2 , . . . , pN ) .
We are given the space L2 = L2 (, F, P ), where
2
L+ is the nonnegative part (positive cone) of L2 ,  is
the set of states of the world, F is the set of events,
a σ -algebra, and P : F → [0, 1] is the probability
measure common to all the agents.
Consider the following budget set of agent i:

N

F
θn(i) Zn , and
Bi (p; θ) = Yi ∈ L2+ : Yi =
n=1
N


θn pn =

n=1

N


(i)
θ n pn


(2)

n=1

Here, θn(i) ∈ R, so from the range of these parameters,
we notice that negative values, that is, short selling,
is allowed.
An equilibrium for the economy [(ui , Xi ), Z] is
a collection (θ 1 , θ 2 , . . . , θ I ; p) such that given the
security prices p, for each individual i, θ i solves
sup

Eui (Yi )

(3)

Yi ∈BiF (p;θ)

and markets clear:

I

(i)
i=1 θn


Denote by M = span(Z1 , . . . , ZN ) =: { N
n=1 θn
N
Zn ;
θ
≤
1},
the
set
of
all
possible
portfolio
n
n=1
payoffs. We call M the marketed subspace of L2 .
Here F = FZ =: σ {Z1 , Z2 , . . . , ZI } (all the null sets
are included). The markets are complete if M = L2
and are otherwise incomplete.
A common alternative formulation of this model
starts out with payoff at date 1 of the initial endowments Xi measured in units of the consumption good,
but there are no outstanding
shares, so that the clear
ing condition is Ii=1 θn(i) = 0 for all n. In this case,
we would have F = FX . More generally, we could
let the initial endowments consist of shares and other
types of wealth, in which case F = FX,Z .
If there is uncertainty in the model not directly
reflected in the prices and initial endowments, F ⊃
FX,Z . Then we ought to specify these sources of
uncertainty in the model.

= 1 for n = 1, 2, . . . , N .

Let us consider the ideal model of Arrow and
Debreu [7], and assume for expository reasons that
there is a finite number of states:  = {ω1 , ω2 , . . . ,
ωS }. Denote the N × S payout matrix of the stocks
by Z = {zn,ωs }, where zn,ωs is the payout of common
stock n in state ωs . If N = S and Z is nonsingular,
then markets are complete. It is sufficient to show
that Arrow securities can be constructed by forming
portfolios of common stocks. Since Z is nonsingular
we can define
θ (ωs ) = e(ωs ) Z−1

(4)

= (0, 0, . . . , 0, 1, 0, . . . , 0) with 1 at the
where e
sth place. Then θ (ωs ) Z = e(ωs ) by construction. The
portfolio θ (ωs ) tells us how many shares of each
common stock to hold in order to create an Arrow
security that pays ‘one unit of account’ in state ωs . It
is obvious that as long as Z is nonsingular, we can do
this for each ωs ∈ . Hence, a complete set of Arrow
securities can be constructed, and then we know that
the market structure is complete.
In the one-period case, markets cannot be complete if the random payoffs Z have continuous distributions, or if there is an infinite and countable
number of states, cases that interest us. In the finite
case, the market cannot be complete if the rank of
Z is strictly less than S, the number of states. It is
easy to find examples in the finite case where options
(ωs )
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can complete an otherwise incomplete model (see
e.g. [2, 23].
In continuous-time models with a finite set of
long-lived securities, a redefinition of the concept
of Arrow securities may lead to dynamically complete markets, even if the payoffs are continuously
distributed, as is the case for, for example, the
Black–Scholes model.

Some General Pricing Principles
In this section, we establish some general pricing
principles. Returning to the problem (3), we substitute the first constraint into the objective function and
form the Lagrangian of each individual’s optimization problem
  N


Li (θ) = E ui
θn(i) Zn

− αi

n=1
N




pn (θn(i)

−

(i)
θn )

.

(5)

The first-order conditions are
∂θn(i)

= E(ui (Yi )Zn ) − αi pn = 0,

(6)

implying that
pn =

1
E(ui (Yi )Zn ),
αi

n = 0, 1, . . . , N.

=:

∀ n, m.

(8)

1
1
E(ui (Yi ) · 1) =:
αi
R0
1
1 + rf

∀ i ∈ I,




ui (Yi )
, Rn , ∀ n, (10)
αi

saying that the risk premium of any asset in equilibrium is proportional to the covariance between the
return of the asset and the normalized, marginal utility of the equilibrium allocation Yi for any i ∈ I
of the individuals. One may conjecture this latter
quantity to be equal on M across all the individuals in equilibrium. We shall look into this conjecture
below. We remark here that we may utilize the relation (10) to derive the capital asset pricing model
(CAPM) assuming multinormally distributed returns
(see e.g. [2]). For the CAPM, see [14, 18, 26].

The problem of existence of equilibrium is, perhaps
surprisingly, only dealt with fairly recently [4, 10,
19–22]. Instead of assuming multinormality as we
indicated in the above, a common assumption in this
literature is that the preferences of the investors only
depend on the mean and the variance, in other words,
if Z ∈ M, then a utility function ui : M → R is mean
variance if there exists Ui : R × R → R s.t.
ui (Z) = Ui (E(Z), var(Z))

Suppose there exists a riskless asset, the 0th asset, that
promises to pay one unit of the consumption good at
date 1 in all states ω ∈ . This asset is assumed to
be in zero net supply. Thus,
p0 =

= −(1 + rf )cov

(7)

Defining Rn = Zn /pn , the return of asset n, we have
that for each i ∈ I
1
E(ui (Yi )(Rn − Rm )) = 0,
αi

E(Rn ) − (1 + rf )

Existence of Mean Variance Equilibrium

n=1

∂ Li (θ)

that

(9)

where R0 is the return on the risk-free asset, and rf
denotes the risk-free interest rate. We may then show

∀ Z ∈ M.

(11)

The function Ui is assumed strictly concave and C 2 ,
increasing in its first argument and decreasing in the
second.
We then have the following result [10]:
Theorem 1 Assume that E(Xi ) > 0 for every i =
1, 2, . . . , I and ZM is a nontrivial random variable
(i.e. not equal to a constant a.s.). Then there exists an
equilibrium.
When utilities are linear in mean and variance,
we talk about quadratic utility, that is, Ui (x, y) =
x − ai y, ai > 0 for every i. If this is the case,
equilibrium both exists and is unique. In the above,
it was assumed that utilities were strictly concave, so
quadratic utility only fits into the above framework
as a limiting case.
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No-Arbitrage Restrictions on Expected
Returns
Instead of relying on the rather restrictive assumptions behind the CAPM, we now indicate a similar
relationship assuming only the existence of a stateprice deflator. For a finite version of the following,
see [12]. First, we recall some facts.
The principle of no-arbitrage may be used as the
motivation behind a linear pricing functional, since
any insurance contract can be perfectly hedged in
the reinsurance market. In the standard reinsurance
model, there is an assumption of arbitrary contract
formation. We use the following notation. Let X be
any random variable. Then by X > 0 we now mean
that P [X ≥ 0] = 1 and the event {ω : X(ω) > 0} has
strictly positive probability. In the present setting, by
an arbitrage we mean a portfolio θ with pθ ≤ 0 and
θZ > 0, or pθ < 0 and θZ ≥ 0 a.s. Then we have
the following version of ‘The Fundamental Theorem
of Asset Pricing’: There is no-arbitrage if and only
if there exists a state-price deflator. This means that
if there exists a strictly positive random variable
ξ ∈ L2++ , that is, P [ξ > 0] = 1, such that the market

price pθ =: N
n=1 θn pn of any portfolio θ can be
written
pθ =

N


θn E(ξ Zn ),

(12)

n=1

there can be no-arbitrage, and conversely (see e.g.
[11]).
The extension of this theorem to a discrete-time
setting is true and can be found in the above reference
(see e.g. [12] for the finite dimensional case). In
continuous time, the situation is more complicated;
see, for example [13], or [27]. If we assume that
the pricing functional π is linear, and in addition
strictly positive, that is, π(Z) ≥ 0 if Z ≥ 0 a.s.,
both properties being a consequence of no-arbitrage,
then we can use the Riesz’ representation theorem,
since a positive linear functional on an L2 -space
is continuous, in which case, we obtain the above
representation (see e.g. [2]).
The following result is also useful: If there exists
a solution to at least one of the optimization problems
(3) of the agents, then there is no-arbitrage ([24]). The
conditions on the utility functional may be relaxed
considerably for this result to hold. Consider a strictly
increasing utility function U : L2 → R. If there is a

solution to (3) for at least one such U , then there is
no-arbitrage. The utility function U : L2 → R we use
is of course U (X) = Eu(X). Also if U is continuous
and there is no-arbitrage, then there is a solution to
the corresponding optimization problem.
Clearly, the no-arbitrage condition is a weaker
requirement than the existence of a competitive equilibrium, so if an equilibrium exists, there can be
no-arbitrage.
For any portfolio
θ, let the return be

NRθ = Zθ /pθ ,
θ
Z
,
and
p
=
where Zθ = N
n
n
θ
n=1
n=1 θn pn . We
suppose there is no-arbitrage, and that the linear
pricing functional π is strictly positive. Then there
is, by Riesz’ representation theorem, a state-price
deflator ξ ∈ L++ (by strict positivity). We easily
verify that

 N

1
(13)
E(ξ Rθ ) =
E ξ
θn Zn = 1
pθ
n=1
Suppose as above that there is there is a risk-free
asset. It is then the case that
E(Rθ ) − R0 = βθ (E(Rθ ∗ ) − R0 ),

(14)

where
βθ =

cov(Rθ , Rθ ∗ )
,
var(Rθ ∗ )

(15)

and where the portfolio θ ∗ solves the following
problem
sup ρ(ξ, Zθ ),

(16)

θ

where ρ is the correlation coefficient. The existence
of such a θ ∗ follows as in [12].
We notice that the portfolio payoff Zθ ∗ having
maximal correlation with the state-price deflator ξ
plays the same role in the relation (14) as the market
portfolio plays in the ordinary CAPM. The right-hand
side of (14) can be thought of as the risk adjustment
in the expected return of the portfolio θ.
The advantage with the present representation is
that it does not require the restrictive assumptions
underlying the CAPM.
In order to price any portfolio or security, we get
by definition that E(Rθ ) = E(Zθ )/pθ , or
pθ =

E(Zθ )
E(Rθ )

(17)
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In order to find the market value of the portfolio θ,
one can compute the ratio on the right-hand side of
(17). The numerator requires the expected payout, the
denominator the expected return of the portfolio. In
computing the latter, (14) may be used. It amounts
to finding the expected, risk-adjusted return of the
portfolio (security), which one has been accustomed
to in finance since the mid-1960s. The method is
still widely used in practice, and can find further
theoretical support in the above derivation (beyond
that of the CAPM).
This in contrast to the more modern contingent
claims valuation theory, where one, instead, risk
adjusts the numerator in (17) E Q (Zθ ), through a
risk-adjusted probability measure Q, equivalent to
the given probability measure P , and then use the
risk-free interest rate R0 in the denominator, that is,
pθ = E Q (Zθ )/R0 . Here dQ/dP = η and η = ξ R0 .
Both methods require the absence of arbitrage, and
the existence of a state-price deflator. Which method
is the simplest to apply in practice, depends on the
situation.

In this section, we elaborate on the incomplete
case. Consider a model where an equilibrium exists,
so that there is no-arbitrage, and hence there is a
strictly positive state-price deflator ξ ∈ L2++ . Recall
the optimization problem of the standard risk sharing
model in insurance. If (π; Y1 , . . . , YI ) is a competitive equilibrium in the reinsurance model, where
π(V ) = E(V ξ ) for any V ∈ L2 , then there exists
a nonzero vector of agent weights λ = (λ1 , . . . , λI ),
λi ≥ 0 for all i, such that the equilibrium allocation
(Y1 , . . . , YI ) solves the problem
Euλ (ZM ) =:

sup

sup

I


λi Eui (Vi ) subject to

(V1 ,...,VI ) i=1
I


Vi ≤ ZM ,

(19)

i=1

where Vi ∈ M, i ∈ I. The relation between the λi
and αi is the same as in the above. The first-order
conditions are
E{(ũλ (ZM ) − αξ )Z} = 0

∀ Z ∈ M,

Vi ≤ ZM ,

(20)

where α > 0 is a Lagrangian multiplier. This gives
rise to the pricing rule
π(Z) =

1
E(ũλ (ZM )Z) = E(ξ Z)
α

E{(ui (Yi ) − αi ξ )Z} = 0

∀ Z ∈ M,
i ∈ I.

∀ Z ∈ M,
i = 1, 2, . . . , I,

(21)

(18)

i=1

where Vi ∈ L2 , i ∈ I. Here λi = (1/αi ), where αi
are the Lagrangian multipliers of the individual optimization problems of the agents. For ui concave and
increasing for all i, we know that solutions to this
problem also characterizes the Pareto optimal allocations as λ ≥ 0 varies.

(22)

where Yi are the optimal portfolios in M for agent i,
i = 1, 2, . . . , I , giving rise to the market value
π(Z) =

1
E(ui (Yi )Z) = E(ξ Z)
αi

for any

Z ∈ M.
(23)

Let us use the notation
u (Yi )
ũ (ZM )
ξ̃ = λ
,
, ξi = i
α
αi

i = 1, 2, . . . , I.
(24)

λi Eui (Vi ) subject to

(V1 ,...,VI ) i=1
I


E ũλ (ZM ) :=

Similarly, for the problem in (3) the first-order conditions can be written

Incomplete Models and Allocation
Efficiency

I


Suppose now that a competitive financial equilibrium exists in M. Then there exists a nonzero
vector of agent weights λ = (λ1 , . . . , λI ), λi ≥ 0 for
all i such that the equilibrium allocation (Y1 , . . . , YI )
solves the problem

Since M is a closed, linear subspace of the Hilbert
space L2 , if M = L2 then the model is incomplete.
In this case, there exists an X in L2 , X = 0, such that
E(XZ) = 0 for all Z ∈ M. We use the notation X⊥Z
to signify E(XZ) = 0, and say that X in orthogonal
to Z. Also, let M ⊥ be the set of all X in L2 , which
are orthogonal to all elements Z in M. There exists
a unique pair of linear mappings T and Q such that
T maps L2 into M, Q maps L2 into M ⊥ , and
X = T X + QX

(25)
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for all X ∈ L2 . The orthogonal projection TX of X in
M is the unique point in M closest (in L2 -norm) to X.
If X ∈ M, then T X = X, QX = 0; if X ∈ M ⊥ , then
T X = 0, QX = X. We now simplify the notation to
T X = X T and QX = X Q for any X ∈ L2 .
Using this notation, from the above first-order
conditions we have that
(ξ − ξ̃ )⊥M

and (ξ − ξi )⊥M, i = 1, 2, . . . , I.
(26)

In other words (ξ − ξ̃ ) ∈ M ⊥ and (ξ − ξi ) ∈ M ⊥ for
all i and accordingly (ξ − ξ̃ )T = 0 and (ξ − ξi )T = 0
for all i, so the orthogonal projections of ξ , ξ̃ and ξi ,
i = 1, 2, . . . , I on the marketed subspace M are all
the same, that is,
ξ T = ξ̃ T = ξiT ,

i = 1, 2, . . . , I.

(27)

Thus we have shown the following
Theorem 2 Suppose an equilibrium exists in the
incomplete financial model. Then security prices are
determined in equilibrium such that agents, in solving
their optimization problems, are led to equalize the
projections of their marginal rates of substitution in
the marketed subspace M of L2 , the projections being
given by Equation (27).
The conditions ξ T = ξiT for all i correspond to
the first-order necessary conditions ξ = ξi for all i
of an equilibrium in the standard reinsurance model,
when trade in all of L2 is unrestricted, and similarly the condition ξ T = ξ̃ T corresponds to the
first-order necessary condition ξ = (1/α)uλ (ZM ) of
the corresponding unrestricted, representative agent
equilibrium.
Notice that there is an analog to the above in the
finite dimensional case, saying that if a financial market equilibrium exists, then the equilibrium allocation
is constrained Pareto optimal (i.e. the optimal allocations are constrained to be in the marketed subspace
M) (see [17], Theorem 12.3).
In general, markets of this kind may have an
equilibrium, but this may not be a Pareto optimum.
An exchange of common stock can lead to a Pareto
optimum if the utility functions satisfy some rather
restrictive assumptions (risk tolerances are affine with
identical cautiousness, see, for example, [3, 25, 28].
We now turn to the issue of existence of equilibrium.

Existence of Equilibrium
In this section, we address the issue of existence
of equilibrium. It turns out that we will have to
relate to three different concepts of equilibrium: First,
an equilibrium in the reinsurance market; second, a
financial economics equilibrium; and third, something
we call a ‘no- arbitrage equilibrium’.
Several approaches are possible, and we indicate
one that may be extended to the multiperiod case.
It involves transforming the concept of a financial
market equilibrium into the concept of a no-arbitrage
equilibrium, which is simply a constrained reinsurance equilibrium. This transformation permits techniques developed for analyzing the traditional reinsurance equilibrium to be transferred to the model
with incomplete markets.
Recall the budget set of the ith individual in
the financial market economy BiF (p; θ) given in
equation (2), and notice that the budget set in the
reinsurance economy is
BiR (ξ ; Xi ) = Yi ∈ L2+ : E(ξ Yi ) = E(ξ Xi ) .
(28)
The no-arbitrage equation is p = E(ξ Z) where p =
(p1 , . . . , pn ) and Z = (Z1 , . . . , ZN ) . The idea is
to reformulate the concept of a financial market
equilibrium in terms of the variable ξ . Then the
demand functions for securities as functions of p
are replaced by demand functions for the good as
functions of the state-price deflator ξ .
Whenever p = E(ξ Z), the budget set BiF (p; θ)
can be reformulated as
BiNA (ξ ; Xi ) = Yi ∈ L2+ : E(ξ Yi )
= E(ξ Xi ), Yi − Xi ∈ M} .

(29)

We notice that this budget set is a constrained version
of the budget set BiR (ξ ; Xi ).
A no-arbitrage equilibrium is a pair consisting of
an allocation Y and a state-price deflator ξ such that
1. Yi ∈ argmax{Eui (V ): V ∈ BiNA (ξ ; Xi )}
I
2.
i=1 (Yi − Xi ) = 0.
It may then be shown that a financial market equilibrium exists whenever a no-arbitrage equilibrium
exists. A proof of this result can be found, in the finite
dimensional case, in [17]. Furthermore, the existence

Financial Economics
of a no-arbitrage equilibrium is closely connected to
the existence of a reinsurance equilibrium. Again a
finite dimensional demonstration can be found in the
above reference.
Therefore, we now restrict attention to the existence of a reinsurance market equilibrium in the
infinite dimensional setting of this paper. It is defined
as follows:
A reinsurance market equilibrium is a pair consisting of an allocation Y and a state-price deflator ξ
such that
1. Yi ∈ argmax{Eui (V ): V ∈ BiR (ξ ; Xi )}
I
2.
i=1 (Yi − Xi ) = 0.
One main difficulty is that the positive cone L2+
has an empty interior, so that we can not use standard
separation arguments to obtain price supportability.
One alternative is to make assumptions directly on
preferences that guarantee supportability of preferred
sets. The key concept here is properness introduced
in [15] see also [16].
We do not face this difficulty if we allow all of
L2 as our ‘commodity’ space.
A pair (Y, ξ ) is a quasi equilibrium if
E(ξ XM ) = 0 and for each i, E(ξ Ŷi ) ≥ E(ξ Xi )
whenever Ui (Ŷi ) > Ui (Yi ). A quasi equilibrium is an
equilibrium if Ui (Ŷi ) > Ui (Yi ) implies that E(ξ Ŷi ) >
E(ξ Yi ) for all i. The latter property holds at a quasi
equilibrium if E(ξ Xi ) > 0 for all i.
Without going into details, we can show the following (e.g. [1, 2, 28]).
Theorem 3 Assume ui (·) continuously differentiable
for all i. Suppose that XM ∈ L2++ and there is some

allocation V ≥ 0 a.s. with Ii=1 Vi = XM a.s., and
such that E{(ui (Vi ))2 } < ∞ for all i, then there exists
a quasi equilibrium.
If every agent i brings something of value to
the market, in that E(ξ Xi ) > 0 for all i, which
seems like a reasonable assumption in most cases
of interest, we have that an equilibrium exists under
the above stipulated conditions. We notice that these
requirements put joint restrictions on both preferences
and probability distributions.
This theorem can, e.g., be illustrated in the case
with power utility, where all the agents have the same
relative risk aversion a. The above condition is, for
V = X, the initial allocation, E(Xi−a ) < ∞ for all i.
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Let us also consider the case with negative exponential utility. The requirement is then


2Xi
E exp −
< ∞, ∀ i.
(30)
ci
These moments appear when calculating the equilibrium, where the zero sum side payments depend on
moments of this kind.
Returning the incompleteness issue, we require
smoothness of the utility functions, for example, ui >
0, ui ≤ 0 for all i. In addition, Xi ∈ L2++ for each
i ∈ I, and the allocation V ∈ M. We then conjecture
that a financial market equilibrium exists.
Theorem 4 Assume ui (·) continuously differentiable
for all i, and that a reinsurance market equilibrium exists, such that E(ξ Xi ) > 0 for all i. Suppose
that Xi ∈ L2++ and there is some allocation V ≥ 0

a.s. with V ∈ M and Ii=1 Vi = ZM a.s., such that
E{(ui (Vi ))2 } < ∞ for all i. Then there exists a financial market equilibrium.
If a reinsurance market equilibrium exists, the projections in M of the marginal rates of substitution will
be equalized, since now the agents, in solving their
optimal problems, are led to equalize the marginal
rates of substitution (in L2 ). Thus, it is obvious that
the first-order conditions (27) are satisfied.
On the other hand, if the first-order conditions (27)
hold, by the Hahn–Banach Theorem, the resulting
linear, positive functional may be extended to a
continuous linear functional in all of L2 , although
this extension may not be unique. Using the Riesz
Representation Theorem there is a linear, continuous
pricing functional represented by ξ ∈ L2 , valid in all
of L2 .
The following result in fine print should be observed. Suppose there is no-arbitrage in the marketed
subspace M. Then there is a strictly positive, linear
functional in M representing the prices. By a variant
of the Hahn–Banach Theorem, sometimes called the
Kreps–Yan Theorem, if M is closed, this functional
can be extended to a linear and strictly positive
functional on all of L2 . Thus, there is no-arbitrage
in L2 under the stated conditions. Hence, sufficient
conditions ensuring that M is closed becomes an
issue.
Thus, if a finance market equilibrium exists, there
is a close connection to an equilibrium in L2 in the
corresponding reinsurance market.
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Idiosyncratic Risk and Stock Market Risk
A natural interpretation of the foregoing model may
be as follows: consider some consumers having initial
endowments Xi measured in units of the consumption
good. The uncertainty they face is partly handled by
forming a stock market as explained above, but still
there may be important risks that cannot be hedged
in a stock market: property damage, including house
fires, car thefts/crashes etc., labor income uncertainty,
and life length uncertainty. In order to deal with
idiosyncratic risk, we may assume there exists an
insurance market where the consumer can, against
the payment of a premium, get rid of some of the
economic consequences of this type of uncertainty,
and also a social security system, which together
with unemployment insurance will partly smooth
income from labor. The corresponding uncertainties
are assumed external.
We are then in situation (b) described above
regarding the stock market, but we assume that the
overall market facing the consumers is complete, just
as the reinsurance market is complete by construction. Suppose there exists a unique equilibrium in this
overall market. We may then use the results from the
standard reinsurance model. Despite the fact that the
stock market model is not complete, and indeed also
inefficient, consumers would still be able to obtain
Pareto optimal allocations in this world, and the stateprice deflator is ξ , not ξ̃ . The optimal allocations
in the stock market must hence be supplemented by
insurance in order to obtain the final equilibrium allocations Yi of the consumers.
This way we see that the principles governing the
risks are valid in the stock market as well as in the
insurance markets, since the state-price deflator is the
same across all markets, or, a risk is a risk is a risk. . .
The reason is that the different markets have the same
purpose, namely, to enable the consumers to obtain
their most preferred outcomes among those that are
feasible.
A detailed study of a model based on these principles is beyond the scope of this presentation. The
inclusion of idiosyncratic risk together with market
risk would presumably complicate matters. Typically,
asymmetric information may play a role. Suffice it
is to note that much of the focus these days in
studying incomplete markets seems to be centered
on the stock market alone, not seeming to realize
that very important aspects of economic uncertainty

facing most individuals cannot be managed in the
financial markets for stocks and options alone.

Conclusions
We have argued that many results in finance can
be seen as consequences of the classical theory of
reinsurance.
Karl H. Borch both contributed to, and borrowed
from, the economics of uncertainty developed during the 1940s and 1950s (e.g. [8, 9]). While the
reformulation of the general equilibrium theory, formulated by Arrow and Debreu [5, 7], was perceived
as too remote from any really interesting practical
economic situation by most economists at the time,
Borch found, on the other hand, that the model they
considered gave a fairly accurate description of a
reinsurance market.
In this paper, we have tried to demonstrate the usefulness of taking the reinsurance model as the starting
point for the study of financial market equilibrium in
incomplete markets. This as a modest counterbalance
to the standard point of view, that the influence has
mainly gone in the opposite direction.
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Financial Intermediaries:
the Relationship Between
their Economic Functions
and Actuarial Risks
This article includes excerpts from Chapter One of
Modern Actuarial Theory and Practice (2nd Edition),
publication pending 2004, reproduced with kind permission from CRC Press.

Introduction
The purpose of this article is to explain the economic
functions of financial intermediaries and financial
institutions. The risks that are commonly managed
by actuaries, particularly in the insurance industry,
(e.g. insurance risk, market risk, interest-rate risk
etc.) arise from the economic functions of financial institutions and from the process of financial
intermediation. We show that there are substantial
similarities between the economic functions of nonbanks (in which actuaries have commonly managed
risk) and those of banks (in which risk has generally not been managed by actuaries – at least not in
the UK and US). The implication of the analysis is
that risk management techniques will become closer
in the banking and nonbanking sectors and that the
various risk management professions and academic
groups will cross the sectors.
The first major piece of actuarial academic work
in the United Kingdom that demonstrated the link
between the banking sector and insurance (in such a
way that a pricing model for bank loans was developed based on actuarial principles) was that by Allan
et al. [1]. Aspects of this analysis were taken further
in [22, 23]. There are some techniques used in the
analysis of banking problems, which have features
that are similar to features of the techniques used by
actuaries in nonbank financial institutions. For example, techniques for analyzing expected credit risk
losses by considering default probabilities and loss
given default [2] are similar to standard techniques
used in Bowers et al. [24] to analyze insurance claims
by looking at claims frequency and claims size using
compound probability distributions. Techniques of
stochastic investment modeling used in the life, nonlife, and pensions industries have much in common

with value-at-risk models used to ascertain the risk
of investment portfolios in banks. Since the publication of the paper by Allan et al., a number of
actuaries have crossed the boundary between banks
and nonbanks in the United Kingdom and a number
of finance experts have crossed the boundary in the
other direction. The author would expect that process
to continue worldwide.
Before developing the main theme of this article,
it is worthwhile considering briefly, three issues that
are important in the context of the blurring of the
boundaries between banks and nonbanks but which
we do not consider in further detail in the article.
1. The first of these is the development of riskmanagement techniques and processes, to which
we have alluded briefly above. The processes
of risk management known as stochastic modeling, dynamic solvency testing, deterministic
risk-based capital setting, and deterministic solvency margin provisioning that are used in the
nonbank (mainly insurance) sector, all have allegories in the banking industry. Those allegories
are value-at-risk modeling, stress testing, setting
capital based on risk-weighted assets, and simple capital to asset (or to liability) ratio setting.
Such techniques are described in their different
contexts in [4, 11, 14–16, 19, 25, 26]. Kim et al.
suggest how the value-at-risk method that is commonly used to manage risk in the trading books
of banks and applied in packages such as Riskmetrics, can be extended to deal with long-run
asset modeling problems such as those encountered by pension funds. It would be expected
that common approaches (and, indeed, a common language) to describe such risk and capital management techniques might arise. Indeed,
such a common language is already developing in official documents [10] and in commercial
and quasi-academic documents [15]. However,
there are certain practical differences between
the bank and nonbank sectors that mean that
the details of approaches to risk management,
capital setting, and so on may well remain different in their practical application and in terms
of the detail of model structures that are used.
With regard to this point, though, it should be
noted that the practical differences between models used in pension fund and non-life insurance applications, that are necessitated by the
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practical differences between the risks in those
two sectors, are probably as great as the differences between models used in the banking and
non-life insurance sectors.
2. The second issue we will not consider in detail,
but which deserves a mention, is regulation.
Whilst this article suggests that the bank and
nonbank sectors are becoming less distinct and
might, indeed, be underwriting many of the
same risks, this has no necessary implications
for the regulation of the two sectors. It is often
suggested that, as the bank and nonbank sectors move closer together, they should be regulated according to the same principles. This
view is misplaced. Any decisions regarding regulation should be based on sound economic
principles. The roles that banks play in the
payments system may lead to negative externalities (or systemic risk) from bank failure
(see [13] for a brief discussion with the issues
being covered further in the references contained within that paper). The systemic nature
of the banking sector may justify a different
degree of or approach to regulation in the bank
and nonbank sectors, even if they face the
same risks.
3. The third issue of importance that we will not
consider in detail is that of integration between
the bank and the nonbank sectors. Here, three
distinct trends can be discerned. First, the products of banks and nonbanks are becoming more
interchangeable (witness, e.g. the development of
money-market mutual funds, cited in [7], which
will be discussed further below in a slightly
different context). Secondly, corporate integration across the bank and nonbank sectors is an
important feature in the international financial
services sector. This integration takes place for
a number of reasons and takes a number of
different forms. It is discussed further in [27].
These two issues formed the main focus of the
1999 Bowles symposium, ‘Financial Services
Integration: Fortune or Fiasco’ [20]. Corporate
integration leads to the development of complex
groups, a trend that also has interesting implications for regulation. If banks and nonbanks
become so inextricably linked that the failure of
a nonbank could lead to the failure of a parent
bank, a more sophisticated approach to regulation may be needed. This issue is discussed

in Joint Forum [19] and also in [20], one of
the papers in the Bowles symposium. Finally,
products are developing that repackage risk and
transfer it between the banking and insurance
sectors. In a sense, these are not new. Insurance products have been used for many centuries to reduce the risk attached to a given bank
loan, and insurance companies have invested for
over one hundred years in securities that carry
credit risk. However, products have developed
in recent years that can transfer risk very rapidly
and on a significant scale between the two sectors. These products help link the bank and
nonbank sectors and will also help the crossfertilization of ideas and techniques between the
sectors. Such products (including securitizations,
credit swaps, and credit insurance) are described
in more detail in [10, 17, 18]. Thom [20] also
referred to this issue.

Bank Loans, Credit Risk, and Insurance
The relationship between the functions and risks
borne by banks and nonbanks are demonstrated when
one considers the fundamental nature of a bank-loan
contract. Consider a bank that grants a loan to a risky
client (e.g. a mortgage loan). The price, or interest
rate, for that loan could be regarded as being made
up of a risk-free rate of interest, an interest margin
that covers the expected cost of default (sometimes
known as the default premium), and an element that
will provide the required return on capital for the
bank, given the risk of the loan (sometimes known
as the risk premium). The bank could turn this risky
loan into a (more or less) risk-free loan in at least two
ways. The first way would involve the bank obtaining credit insurance for that loan from an AAA-rated
credit insurer. The second way would involve ensuring that the borrower himself takes out insurance.
This insurance could be of two forms. The borrower
could insure the loan itself (e.g. as with mortgage
indemnity insurance, where an indemnity insurance
against loss is purchased) with a AAA-rated insurer.
Alternatively, the individual could use an insurance
policy that insured the kind of contingencies that
may lead to default (disability, unemployment etc.).
The first method of insurance, whereby the bank purchases insurance, leads to a direct link between the
banking and the insurance sector (direct risk transfer).
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The second method of insurance leads to an indirect
link. Credit risk from this loan could also be passed
to insurance companies through the process of securitization (see below). In this case, the bank would
issue securities backed by this loan and insurance
companies could purchase the underlying securities.
The bank could also purchase credit derivatives (with
the risk being passed through to an insurer using a
‘transformer’ vehicle). Indeed, this array of potential connections between the banking and insurance
sectors is, of itself, a rich topic for research.
Considering credit insurance, there is a sense in
which, where the loan is not insured in any way,
the bank is taking on a risk-free loan and simultaneously ‘self-insuring’ the loan. Thus, a risky loan
can be regarded as a risk-free loan plus credit insurance, as far as the bank is concerned (of course, this
is not the legal position, merely a way of expressing the underlying financial relationships). It is quite
clear that the pricing, reserving, capital setting, and
risk-management techniques that would be used in
an insurance company writing credit insurance for
similar types of loans should be of direct relevance
to the bank (and those used in the bank should be
of relevance to the insurance company). Indeed, the
risk factors that are of relevance to the bank are
exactly the same as those relevant to the insurance
company. These forms of transaction have been conducted for decades (indeed, arguably, for centuries)
yet, it is only recently that techniques have begun
to cross the divide between the insurance and banking sectors.
The above example illustrates one situation in
which banking functions and insurance functions are
intrinsically linked, in terms of the financial functions
of the business. Both banks and insurance companies
underwrite contingencies. In banks, these contingencies are directly linked to credit events. In insurance
markets, a wider range of contingencies is underwritten but the range does include credit contingencies. In
the next section, Financial Intermediaries: Resolving
the ‘Constitutional Weakness’, we look more formally
at the fundamental economic functions of banks and
nonbanks to see where the similarities and differences
between the sectors lie.
Another example of the similarities between the
risks underwritten in the banking and insurance
sectors arises from bank-loan securitizations. Consider the situation in which a bank has made mortgage
loans to a group of individuals. We have already
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noted that the credit risk could find itself underwritten
by the insurance or the banking sector and where it
is underwritten by the insurance sector, this can be
done in at least three contractual forms. However,
now consider the situation in which the risk is not
insured but remains with the bank and in which the
bank securitizes the mortgages. There are at least two
ways in which the risk attached to those mortgages
can find itself being taken by the insurance sector.
First, a life or non-life insurance company could buy
the securities, with all the risk being passed through
to the purchaser of the securities. Through the purchase of securities with credit risk attached, insurance
companies have, for at least 150 years, taken on credit
risk on the assets side of their balance sheet that
has very similar characteristics to that taken on by
banks. (Although it should be noted that there are
some differences between the credit risk implied by
a bank loan and the credit risk implied by a company bond, these differences are not so great when
comparing bank loans with securitized bank loans. It
should also be noted that, outside the United Kingdom, it is common for insurance companies to invest
directly in mortgages. It was also common in the
United Kingdom up to the 1960s.) Often, when such
securitizations take place, part of the risk remains
with the bank to ensure that there are incentives
for the bank to maintain its loan-monitoring functions. Secondly, the securities could be marketed as
risk-free securities and the credit risk insured with a
non-life insurance company or a credit enhancement
provided by the bank. The idea of the bank providing
a credit enhancement is analogous in theory (and to a
large degree in practice) to the purchase of insurance
by the bank to protect the purchaser against credit
risk. Exactly the same risks should be considered and
priced when providing the credit protection for the
purchaser of the securities as the non-life insurance
company would take into account when selling credit
insurance for securitized loans.
From the introduction and from this section, we
can note some similarities between banks and insurance companies and the risks they underwrite. In
order to understand the similarities and differences
between banks and nonbanks better, it is important to
consider the fundamental functions of financial institutions and the similarities and differences between
banks and nonbanks in terms of how they perform
those functions.
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Financial Intermediaries: Resolving the
‘Constitutional Weakness’
Households wish to have a secure method of saving.
Those households and companies that wish to borrow
or invest need a secure source of funds. In general, it
is suggested that households wish to lend short so that
their assets can be easily liquidated, although this may
be true for only part of a household’s portfolio. Firms
need to finance their activities through longer-term
borrowing and do so through bank loans, bonds, and
equity. Hicks described that feature of an unintermediated financial system in which households wish to
lend short and firms wish to borrow long, as a ‘constitutional weakness’. Financial intermediaries resolve
this weakness because they create a financial liability
of the form a saver wishes to hold and then invest in
assets that form the liabilities of firms (we will ignore
borrowing by the government sector although many
of the same issues regarding term of borrowing and
lending still apply: see DMO [9] for a discussion of
the factors that the UK government takes into account
when determining its borrowing needs). The financial liabilities created by firms and which become
the financial assets of financial intermediaries enable
firms to borrow long term. These liabilities include
bank loans and securities. Securities provide liquidity for the ultimate saver because they can be traded
on secondary markets. Bank lending creates liquidity
for the ultimate saver as a result of the intermediation
function of banks in managing liquidity, based on the
assumption that not all households will want to liquidate their savings at the same time: an application
of the ‘law of large numbers’ principle.
While there is a tendency for banks to create liquidity through the taking of deposits and lending
activity and there is a tendency for nonbanks to be
involved in the creation of liquidity through their
use of the securities market, this is not clear cut.
Banks securitize bank loans (see above) and nonbanks invest in highly illiquid private equity and real
estate ventures.
More generally, financial intermediation can be
seen as the process through which the savings of
households are transformed into physical capital. It
can be understood as a chain. At one end of the chain,
we have households giving up consumption and
saving. They then save these funds through financial
institutions or intermediaries such as banks, pension
funds, and insurance companies. These institutions

then either lend directly to corporations or purchase
securities in corporations, thus buying assets that
offer a financial return. Corporations then use the
money raised from the issue of securities to purchase
physical capital or to provide financial capital. The
returns from capital are then passed back down the
chain, by paying returns to the holders of securities
(or paying interest on bank loans) and the institutions that hold securities then pay returns to their
savers on their saving products. There is a tendency
in most developed countries for banking sectors to
shrink relative to nonbank sectors [28]. This is often
described as a process of ‘disintermediation’; this
is a quite inappropriate phrase to use to describe
that trend: there is simply a move away from one
type of intermediation (using banks) to another type
(using nonbanks).

Functional Approach to the Analysis of
Intermediaries
We can broaden the discussion of the functions of
financial intermediaries. All intermediaries, such as
banks, insurance companies, and pension funds, hold
financial assets or claims on firms (i.e. they lend to
firms) to meet financial liabilities that are issued to
households. It is because of the fundamental nature of
the balance sheet of a financial institution, with exposure to financial assets and financial liabilities that
they have a particular risk profile that is not shared
by nonfinancial firms. In the nonbank sector, actuaries have tended to be predominant in managing those
risks. In general, actuarial texts and actuarial examinations have taken an ‘institutional approach’ to
studying the financial risks, looking separately at nonlife insurance, life insurance, and pension funds (and
occasionally banks). It is also possible to study financial institutions from the perspective of the functions
that they perform, a so-called ‘functional analysis’. A
functional analysis of financial intermediation can be
found in [3, 5, 6, 8]. Such an approach is sometimes
helpful in understanding the economic nature of the
risks that are underwritten by different institutions
and is also helpful in understanding the developing
links between different institutions and how pricing
and risk-management practices could be transferred
between different institutions performing intrinsically
similar functions.
Financial intermediaries must ‘add value’, or in
a market economy, they would not exist. We can go
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beyond the suggestion of Hicks (above) that financial
intermediaries resolve the constitutional weakness
of an unintermediated financial system by allowing
households to lend short and firms to borrow long,
by describing the following functions that financial
intermediaries or financial institutions perform:
1. Risk transformation: Financial intermediaries
transform risk by risk spreading and pooling; lenders
can spread risk across a range of institutions.
Institutions can pool risk by investing in a range of
firms or projects.
2. Risk screening: Financial intermediaries can
screen risk efficiently (this helps deal efficiently with
information asymmetries that are often said to exist in
financial markets). It is more efficient for investment
projects to be screened on behalf of individuals by
institutions than for all individuals to screen the risk
and return prospects of projects independently. If
investment takes place through institutions, all the
investor has to do is analyze the soundness of the
institution and not of the underlying investments.
3. Risk monitoring: Financial intermediaries can also
monitor risk on a continual basis. Banks can monitor
companies that have borrowed from them when
deciding whether to continue lending. Purchasers of
securities (particularly of equities) can monitor by
exercising voting rights (including selling shares on
a takeover).
4. Liquidity transformation: Financial intermediaries
ensure that assets that are ultimately invested in
illiquid projects can be transferred to other savers
in exchange for liquid assets. As has been noted
above, this happens both in the securities markets
and through the banking of system.
5. Transaction cost reduction: Financial intermediaries provide convenient and safe places to store
funds and create standardized and sometimes taxefficient forms of securities. Further, financial intermediaries facilitate efficient exchange. Those who
have surplus capital do not need to incur the search
costs of finding individuals who are short of capital
as an intermediary forms a centralized market place
through which exchange between such individuals
can take place, albeit indirectly.
6. Money transmission: Banks facilitate the transmission of money assets between individuals and
corporations for the purpose of the exchange of
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goods. The role of money is discussed in [21] and
its role is crucial in explaining the special function
of banks in the chain of intermediation. Banks could
just involve themselves in money transmission (narrow banks) without being involved in the chain of
intermediation. However, in most banking systems,
the roles of money transmission and intermediation
go hand-in-hand.
7. Asset transformation: Insurance companies and
pension funds and sometimes banks are involved in
‘asset transformation’, whereby the financial liabilities held by the institution are of a different financial
form from the assets held (e.g. insurance company
liabilities are contingent due to the insurance services they provide yet the assets are not subject to
the same type of contingency). Actuaries tend to exist
in institutions that insure contingencies and provide
asset transformation functions in this way. In fact,
their skills are useful in any financial intermediary
that is managing financial assets to meet financial
liabilities. Historically, actuaries have tended to work
in institutions that sell contingent products, although
that is changing.
The above functions are the basic functions of
financial intermediaries. Fundamentally, the risks
inherent in financial institutions arise from their
functions. There are significant practical differences
between the functions of banks and nonbanks, which
explains their separate development hitherto. It is
helpful to understand more about their specific
functions, in order to understand how the functions
of financial intermediaries are becoming closer.

Intermediating Functions of Banks
The traditional commercial and retail functions of a
bank tend to involve risk spreading, risk screening,
and monitoring, liquidity transformation, and the
provision of money-transmission services. Asset
transformation can be avoided as it is not an intrinsic
function of a bank. However, a bank might undertake
floating-rate borrowing and fixed-rate borrowing or
may offer mortgages with prepayment options. Both
these arrangements are forms of asset transformation
but both can be either avoided or hedged. The risks
that are underwritten involve credit risk.
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Intermediating Functions of Insurers
The primary role of insurers is asset transformation.
The assets held by insurers are fundamentally
different from the liabilities created by the insurer;
the insured’s asset (and hence the insurer’s liability)
becomes activated on the occurrence of a certain
contingency. It could be argued that there is no
fundamental difference between the contingencies
relating to an insurer’s liabilities and those relating
to a bank’s assets. Indeed, a non-life insurer may
insure credit risk, as we have noted above. The
insurer cannot generally match the liability with a
corresponding asset. One of the roles of those who
provide capital for the insurer is to bear the risk of
financial loss from the asset transformation function.
Insurers will generally also perform investment risk
pooling, screening, and limited monitoring functions.
In the United Kingdom, the total value of assets
of life insurance companies is about £800 bn.
Investment functions are a major aspect of an
insurance company’s business. One would not expect
a life insurance company to be involved in the
money-transmission function. Also, whilst insurance
companies tend to invest in liquid, securitized,
assets, their liabilities do not form liquid assets of
households as such. They, therefore, do not tend to
provide liquidity transformation functions.

Intermediating Functions of Mutual Funds
Mutual funds (broadly equivalent to unit trusts in
the UK) generally perform pure investment functions
and hold securities (some mutual funds invest directly
in real estate); defined contribution pension funds
have similar functions. As such, they perform risk
screening, risk spreading, and also limited monitoring
functions. In markets for non-securitized investments,
mutual funds also provide liquidity. They allow large
numbers of investors to pool funds that are invested
in illiquid markets such as direct real estate and
the intermediary can allow buyers and sellers to
trade units without having to deal in the underlying
investments. There are limits to the extent to which
this function can be performed: if there are not
equal number of buyers and sellers of the units, the
investments underlying the units have to be sold by
the fund’s manager; in some mutual funds there are
redemption clauses that allow a moratorium before
units can be redeemed.

Money-market mutual funds (see [7] for a further
discussion of their role) also provide moneytransmission services. They will normally invest in
securitized loans that form a portfolio in which
investors buy units. In some cases, such funds are
simply used as a savings vehicle (thus providing
risk screening, spreading, and pooling functions) but,
often, such funds are used for money transmission,
with unit holders making payments by transferring
units to those receiving payment using a cheque book.
Their development will be discussed further below.
In general, mutual funds pass investment risks
back to unit holders, although there will be a
reputational risk from not performing intermediating
functions such as risk screening effectively. Defined
contribution pension schemes do not provide
asset transformation, unlike defined benefit pension
funds. They are generally just savings vehicles
providing no insurance function. However, they may
sometimes provide insurance functions, for example,
guaranteeing investment returns, annuity rates or
expenses; where such guarantees are given, they are
normally underwritten by an insurance company.

Banks, Insurance Companies and Pension
Funds: Some Fundamental Similarities
and Differences
The money-transmission function can be regarded
as distinct from the other functions of financial
intermediaries as it does not involve the mobilization
of capital as a factor of production. In an economy
with no savings or investment and no borrowing or
lending, money transmission could still be required. It
is perhaps this function that makes banks intrinsically
different from other financial institutions, although,
as has been discussed above, other intermediaries
are also beginning to perform money-transmission
functions (note that in the case of money-market
mutual funds, they combine money transmission with
investment). The money-transmission functions, as
performed by banks, give rise to a liquidity risk,
or the risk of a ‘run’, which does not arise to
the same extent (or at least is easier to manage)
in other financial institutions that do not perform
this function.
From the functional analysis of financial intermediaries, we see that the feature that makes insurance
companies and pension funds different from banks is
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that they face insurance risks due to the difficulty of
estimating the amount and timing of liabilities and
because of the contingent nature of the liabilities.
This arises from the asset transformation function
of nonbanks.
However, while this difference between banks and
nonbanks seems evident from the functional analysis
of financial intermediaries, it is clear from the earlier
discussion that banks face many of the same kinds
of risk from the credit-contingent nature of their
assets as nonbanks face in respect of their liabilities.
Furthermore, the other functions of the different
financial institutions (risk spreading, risk monitoring,
etc.) are broadly similar, at least conceptually. It
is not that the functional approach to financial
intermediaries is invalid, rather it may obscure more
than treveals.
In principle, there is a prima facie case for
assuming that many of the same solvency and riskmanagement techniques could be used for both banks
and nonbanks. If we classify the institutions by the
intermediation risks that they undertake rather than
by whether they are banks or nonbanks, we see many
similarities, which may otherwise be obscured. There
is a more general discussion of risks and solvencymanagement techniques in the references given in the
introduction. It may be noted that one risk to which
it is believed that banks are generally exposed but
to which nonbanks are not exposed is the risk of
a ‘run’. A run arises when depositors observe the
behavior of other depositors and try to liquidate their
deposits more quickly because they fear that a solvent
bank will run short of liquidity. But, even here whilst
this might be a distinct banking problem, it could be
argued that actuarial skills could be used to model
this behavior statistically.

Some Examples of the Evolving Product
Links between Banks and Nonbanks
It is not surprising, given the fundamental similarities
between bank and nonbank financial intermediaries
that links between the sectors are growing. Some
aspects of those links were discussed in the
introduction and these will not be taken further.
However, it is worth noting and discussing further
how the development of products is further blurring
the boundaries between and further eroding the
(perhaps false) distinction between the functions of
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banks and nonbanks. These developments are likely
to continue so that relationships between the bank
and nonbank sectors continue to evolve. In particular,
we will consider further the development of moneymarket mutual funds and the development of the
credit derivatives and credit insurance market.
Hirshleifer [12] discusses the blurring of boundaries between banks, other financial institutions, and
financial markets in terms of the development of
financing through capital markets and the securitization of bank loans; the securities (carrying the
credit risk) can then be purchased by nonbanks.
This development is an important one. However, the
development of money-market mutual funds that perform money-transmission functions takes the process
a step further.
The development of money-market funds relates
most closely to the distinct intermediation functions of banks because money-market funds perform money-transmission functions. Individuals can
transfer units to another individual using a chequebook. In the United States, from 1994 to 1998 there
was a 121% growth in money-market mutual fund
holdings. The value of retail money-market mutual
funds in the United States was $1043 bn in December 2002 (source: Investment Company Institute,
http://www.ici.org). Money-market mutual funds are
unitised, mutual funds that invest in a portfolio of
secure, short-term, securitized, liquid assets held by
an independent custodian if they take the form of UK
unit trusts. This development challenges the unique
role of banks in money transmission. This is not to
say that banks will not continue to provide moneytransmission functions perhaps through marketing
money-market mutual funds. But the use by bank customers of money-market funds could lead them to do
so in a way that is not intrinsically different from the
functions provided by other financial intermediaries.
If money-market funds are not intrinsically different
from other forms of mutual funds, in the way that
bank deposits are ‘different’ from securitized investments, it is of interest to ask questions such as who
would bear the risk of a ‘run’ (i.e. investors wanting
to liquidate money-market assets more quickly than
the underlying assets can be called in; often defined
as ‘liquidity risk’) or the risk of securities losing their
value due to default (inadequate ‘risk screening’).
With traditional bank deposits, banks keep capital
to protect against the second eventuality and ensure
that their capital and their assets are sufficiently liquid
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to guard against the first. In the case of money-market
funds, both risks would be borne by the unit holder,
as the value of the units, determined by the market
value of the securities in the second-hand market,
could fall below the par value of the securities.
If the securities had to be liquidated quickly by
the mutual fund holder in order to redeem units, then
unit values could fall, even if the investments were
still regarded as totally secure, in the same way that
credit risk manifests itself in the fall in the value
of securities when lending is securitized, liquidity
risk would also manifest itself by a fall in the value
of securities. However, it would be the unit holder
who would bear these risks. Limits may be put on
liquidations in order to prevent these problems. If this
happened, it could impair the money-market mutual
fund’s function as a money-transmission mechanism.
But the unit holder would have to balance the lower
interest spreads that can be obtained from moneymarket funds (because of lower costs, the elimination
of capital requirements, and the absence of deposit
insurance) against the higher risk that results from
liquidity risk and credit risk being passed back to the
unit holder. It should be mentioned that the potential
risks of money-market funds are not unique to this
instrument. Such risks exist with other mutual funds,
where liquidity may be required by unit holders
more quickly than the underlying investments can be
liquidated (e.g. in real estate unit trusts).
The securitization of bank-loan books to provide
securities purchased by money-market mutual funds
(and other nonbank financial institutions) leads to
a change in the intermediating functions of banks.
The securitization of banks’ loan books can be
regarded as a method of providing the benefits of
raising money through the securities markets for
companies (or individuals) that are not sufficiently
large for the direct issue of securities to be cost
effective. This could be an important development
because it could lead to the separation of the
risk screening and the risk monitoring and pooling
functions of financial intermediaries. These processes
have already developed to a significant extent in the
United States with most mortgages that originated
in the United States being securitized. Banks remain
a major provider of services, including screening
borrowers for credit-worthiness and administering
loans; they can then securitize a book of loans or
issue floating-rate notes against a book of loans,
so that savers can invest in such loans through

money-market funds or through nonbank institutions
rather than through bank deposits. Money-market
funds and nonbank institutions can then purchase
floating-rate notes or near-cash instruments giving a
small borrower the advantages of access to securities
market. The optimal sharing of risk between the
originating bank and the purchasers of the securities
has to be determined. For example, if risk monitoring
is more efficiently carried out by a bank, banks can
provide credit enhancements to the securities, carry
the first loss on default, and so on. This will ensure
that the bank has an incentive to monitor loans and
take appropriate action on default.
The possibility that the risk of the securities
backed by the loans can be borne by a number
of different parties shows how similar banking
and insurance functions are when it comes to
underwriting credit risk. The holder of the securities
(e.g. purchaser of money-market mutual fund units)
may not bear the ultimate credit risk but the risk could
be insured with a credit insurer by the bank that had
originated the loans. Alternatively, the bank could
offer guarantees or credit enhancements providing
exactly the same cover itself. It is clear, when seen
in this way, that the whole process of granting risky
bank loans is no different in principle from that of
underwriting credit risk insurance. The risk can be,
and frequently is, packaged and repackaged to be
divided in different ways between the mutual fund
customer, insurance companies, the originating bank,
and other banks.
We have described a scenario in which, as a result
of the process of securitization and the development
of money-market mutual funds, the activities of
nonbanks look a bit more like those of banks. It could
work the other way. The traditional function of banks
as providers of money-transmission services might
remain. Banks could still take deposits and instead
of removing assets from the balance sheet altogether
by securitization, banks could themselves invest, to a
greater degree, in securitized vehicles rather than in
traditional loans: thus bringing their functions closer
to those of nonbanks. The securitized vehicles would
still be available for nonbank institutions to use as
well, and banks would obtain the advantage of being
able to diversify risks in securities markets more
easily. The extent to which banks would perform
money-transmission functions, by taking deposits,
will depend partly upon the value that individuals put
on deposit insurance and the security that is given by
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the capital requirements of the banks, as well as by
the administrative efficiency of the different types of
intermediation process. The relative credit quality of
the banks compared with the underlying borrowers
and the cost of meeting capital requirements would
also be important factors.
A further erosion of the special functions of banks
and nonbanks has arisen with the development of
defined contribution (DC) pension schemes. In such
schemes, there is virtually no asset transformation
or insurance risk, although independent insurance
provision might be made. However, in principle,
the savings element of a DC pension scheme
simply involves risk screening and pooling, and
these functions could be performed by any financial
intermediary, including a bank. It should be noted that
in many countries tax rules normally prevent such
savings being cashed before retirement and they are,
therefore, of longer term than is normal for banking
products. However, this is not an intrinsic feature of
such a product, it is merely a constraint on its design
imposed by governments.
Thus, the development of money-market mutual
funds leads to further blurring of the boundaries
between banks and nonbanks. It also leads to
transactions developing between the bank and
nonbank sectors in respect of the guaranteeing
and insuring of credit risk. The development of
the credit-insurance and credit-derivatives market
over recent years has had the same effect. In
fact, insurance companies have underwritten credit
insurance through indemnity products, personal lines,
and trade guarantees for many decades. However,
recent developments in the credit-derivatives and
credit-insurance markets have created more complex
links between banks and nonbanks. Also, credit
transfer product lines offered by insurance companies
and banks can hardly be distinguished in terms of
their functions and basic characteristics. FSA [10],
Rule [17] and Rule [18] provide a more indepth discussion of these markets. Credit-derivative
contracts can appear very much like credit-insurance
contracts. Indeed, the writer of a credit derivative
may reinsure certain aspects, and in markets that
do not require the regulatory separation of banks
and insurers, credit-derivative and credit-insurance
contracts can be virtually identical.
The simplest form of credit protection swap would
involve the payment of a fee by the entity requiring
protection in return for a contingent payment by the
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counterparty on the occurrence of a specified credit
event (e.g. the failure of a loan). The events that will
cause a payout on a credit-swap contract may relate to
a group of loans that the bank has made, or to a group
of similar loans. The credit default swap is generally
tradable and may relate to the value of a group of
traded loans so that it can be marked to market.
There is a close analogy with credit insurance. If
the same bank purchased insurance, it would pay
an up-front premium in return for compensation on
the occurrence of the insurable event. Both credit
derivatives and credit insurance would leave the
seller with a potential credit–risk liability. However,
with credit insurance, it will always be the case
that the bank insures the loans that it has actually
made, rather than obtain protection in respect of a
group of similar loans. Thus, as with securitization
and the development of money-market mutual funds,
these products bring banks and insurance companies
together. Indeed, these products can be issued in
conjunction with a securitization by a bank in which
the securities are purchased by a mutual fund. Banks
will originate the loans but products are developed
that lead to the trading of the same credit risk between
a range of financial institutions.

Conclusion
Examining many of the intrinsic functions of banks
and nonbanks, we find that they are similar. In
particular, credit risk underwritten by a bank has
very much the same characteristics as insurance
risk. Looking at the fundamental economic functions
of financial intermediaries, we do see differences
between banks and nonbanks but these differences
are perhaps not as ‘clear cut’ as has generally been
assumed. Even if certain functions are different, there
are certainly significant similarities between different
types of financial institution.
Financial innovation is leading to the development
of products that further blurs the distinction between
banks and nonbanks. Different products offered by
different institutions can provide similar benefits and
generate similar risks that have to be managed within
the institutions. Historically, the line between bank
and nonbank financial institutions could have been
drawn much more sharply than it can be today. These
developments in financial intermediation should lead
to greater competition and further innovation in the
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financial sector as product providers and purchasers
concentrate on the economic functions provided by
products and not on the particular institution that
happens to be the originator of the products. This
form of financial integration may lead to riskmanagement techniques changing and/or becoming
more alike in banks and nonbanks.
It is also pertinent to ask whether there is
regulatory or tax discrimination between similar
products offered by different financial institutions.
Historically, regulatory and tax systems have often
been based not on the extent to which vehicles are
the same or different but on the extent to which
the vehicles emanate from particular institutions
(although, from time to time, there are attempts
to ‘level the playing field’). However, there are
particular issues relating to the regulation of the
money-transmission function of banks because banks
are linked to the payments system. This does make
them ‘special’ from the perspective of regulation.
The processes we have described above are, to
some extent, a natural extension of the growth of
securities markets relative to banking markets that has
happened over the last 30 years. These developments
do not necessarily point to ‘disintermediation’ as
is often suggested but to a movement of the
intermediating functions of risk screening and risk
spreading from banks to nonbanks. More generally,
our analysis demonstrates that it is appropriate
to consider a number of separate trends in
financial markets: institutionalization (the movement
of savings from nonbanks to banks); securitization
of loans; corporate integration in the financial sector
(the development of bancassurers) and what could be
described as ‘functionalization’, that is, the tendency
of products to be developed and marketed on the
basis of the functions that they perform, regardless of
the institution that originates them (it is also worth
noting that financial products are frequently not only
marketed but underwritten by nonfinancial firms).
The evolving nature of the practical ways in
which financial institutions are performing their
intermediation functions and the increasing risk
transfer that is taking place between different forms
of financial institution allows us to see that the
intrinsic differences (as opposed to the institutional
differences) between bank and nonbank financial
institutions are not as great as they once were (or
were perceived to be). The divide between bank and
nonbank institutions in professional and commercial

life might have arisen because of the important
nature of some particular differences between their
functions. It might also have arisen because of
regulation, tax policy, or the roles of professions.
The important role that the money-transmission
function of banks played in the payments systems
has led regulators to treat banks as ‘special’ and
this may continue. But it is clear that the evolving
roles of banks and nonbanks has implications for
actuaries who will increasingly benefit from looking
latitudinally rather than longitudinally at financial
problems involving risk, at the professional and
academic level. Such an approach should not reduce
the academic rigour of actuaries’ work but would
allow them to solve a greater range of practical,
theoretical, and academic problems.
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Financial Markets
Financial markets provide the antithesis of Polonius’
advice to his son in Shakespeare’s Hamlet, of ‘neither
a borrower or lender be’. Individuals benefit not only
from consuming goods and services that are primarily
produced by firms but also by the government sector
(e.g. education, health, and transport facilities in
many countries). To produce ‘goods’, firms and the
government often have to finance additional current
and capital investment expenditures by borrowing
funds. Financial markets and institutions facilitate the
flow of funds between surplus and deficit units [4].
The existing stock of financial assets (e.g. stocks
and bonds) is far larger than the flow of new funds
onto the market and this stock of assets represents
accumulated past savings. Individuals and financial
institutions trade these ‘existing’ assets in the hope
that they either increase the return on their portfolio
of asset holdings or reduce the risk of their portfolio
[1]. Just as there are a wide variety of goods to
purchase, there are also a wide variety of methods of
borrowing and lending money to suit the preferences
of different individuals and institutions.
Financial markets facilitate the exchange of financial instruments such as stocks, bills and bonds,
foreign exchange, futures, options and swaps. These
assets are the means by which ‘claims’ on cash flows
are transferred from one party to another. Frequently,
financial assets involve delayed receipts or payments
and they therefore also transfer funds across time
(e.g. if you purchase a bond today, you hand over
cash but the payouts from the bond occur over many
future periods). Financial instruments derive their
value purely on the basis of the future performance
of the issuer. A financial instrument has no intrinsic
value – it is usually a piece of paper or an entry in
a register.
Trading may take place face-to-face as, for example, pit-trading in futures and options on the Chicago
Mercantile Exchange (CME) (and until 1999 on the
London International Financial Futures Exchange,
LIFFE) or via telephone or telex with the aid of computers to track prices (e.g. the foreign exchange or
FX market). There is also a general move toward
settling transactions using only computers (i.e. nonpaper transactions), for example, as reflected in the
London Stock Exchange’s (LSE) new CREST system
for automated settlements [10].

Some financial ‘deals’ take place in an organized
exchange where prices are continuously quoted – an
auction market (e.g. the New York Stock Exchange
(NYSE). Other deals are negotiated directly between
two (or more) parties. These transactions are said to
take place over the counter (OTC ) in dealer markets.
The large OTC markets include the syndicated bank
loan market, Eurobonds and foreign bond issues, the
market for spot and forward foreign exchange, and
swaps markets.
Financial instruments are generally referred to as
securities. Securities differ in the timing of payments,
that is, they can be readily sold prior to maturity
in a secondary liquid market (e.g. via the stock
exchange), and in the legal obligations associated
with each security, (e.g. bond holders must be paid
before equity holders).
Market makers hold a portfolio of securities,
which they stand ready to buy or sell at a quoted
price known as ‘a book’. The bid-ask spread allows
market makers to make a profit, as they buy instruments at a lower price than they sell them. Whereas
market makers trade on their ‘own account’ and hold
positions in various securities, a broker acts as a middle man between two investors (usually referred to as
counterparties).

Nonmarketable Transactions
A ‘nonmarketable instrument’ is one that is not traded
in the secondary market and is usually an OTC agreement. The terms of a nonmarketable contract may be
implicit or explicit. For example, a firm that supplies
goods to another firm may not receive immediate payment. This would then constitute a (implicit) loan
from one firm to the other, known as trade credit.
A financial letter of credit from a bank to a firm
allows the firm to borrow (up to a certain limit)
from the bank at times determined by the firm. Similarly, a firm may have an arrangement to draw-down
further funds from an existing bank loan – this is
known as a loan commitment. Both the letter of credit
and loan commitment are known as off-balance-sheet
items because they do not appear on the bank’s balance sheet until they are activated at some time in
the future.
Business Angels are wealthy individuals who
come together to provide start-up finance for small
companies (e.g. ‘dot.com’ companies, spin-outs from
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scientific inventions). They will often provide a
mixture of debt (i.e. loans) and equity finance. When
the company is ready to come to the market or wishes
to expand its operations, then Venture Capital firms
may become involved. These are usually independent
organizations that obtain funds from a variety of
sources (banks, life assurance and pension funds
(LAPF), or wealthy private investors – some of
whom are ‘dumb dentists’ who join the bandwagon)
and on-lend them to unquoted companies that
promise high returns but with concomitant high risks
(e.g. biotechnology, computer software, and Internet
firms – the ‘dot.coms’). Large banks such as Citicorp,
Chemical, and Goldman Sachs will often set up
venture capital subsidiaries. Generally, there will be
some equity participation (or an option to convert
debt to equity) by the venture capital company.
The finance is usually medium term (5–10 years)
and there is generally direct and active involvement
by the venture capitalists with the strategic
management decisions of the company. Initially, any
share capital will be largely illiquid until the ‘new’
company becomes established. Venture capital is
usually used either to finance potentially high-growth
companies, in refinancing, or in the rescue of ailing
companies by, for example, a management buy out.
Nonmarketable instruments provide a problem for
financial institutions because if they are falling in
value (e.g. a firm with an outstanding loan, which is
heading toward liquidation) they cannot be easily sold
off. Clearly, they are also a problem for the regulatory authorities (e.g. the Financial Services Authority
in the UK and the FDIC and Federal Reserve Bank
in the USA) who must assess changes in creditworthiness of financial institutions and ensure that
they have sufficient capital to absorb losses without
going bankrupt. Such nonmarketable assets therefore
involve credit risk. The Basle Committee of Central Bankers has imposed risk capital provisions on
European banks to cover credit risk and recently new
alternatives have been suggested (see [2, 5, 7]).

Financial Intermediaries
The major portion of the flow of funds between
individuals, the government, and corporate sectors
are channelled via financial intermediaries such as
banks, building societies, LAPF, and finance houses.
Because of the ‘price risk’ [3] and default (credit)

risk of the assets held by financial institutions, they
are usually subject to regulation for both types of
risks (see [2, 5, 7]).
Why have financial intermediaries taken up this
role in preference to direct lending from individuals
to deficit units? The main reasons involve transactions, search and information costs, and risk spreading. Specialist firms can more easily assess the creditworthiness of borrowers (e.g. for bank loans), and
a diversified loan portfolio has less credit (default)
risk. There are economies of scale in buying and
selling financial assets (and property). Also, by taking advantage of ‘the law of large numbers’, financial
intermediaries can hold less low-yield ‘cash balances’
and pass on these cost savings to borrowers and
lenders [8].
Financial intermediaries engage in asset transformation. For example, commercial banks borrow
‘short’ (usually at variable interest rates) and lend
long (often at fixed interest rates). They can then
hedge this ‘mismatch’ of fixed and floating interest
rates by using swaps, futures, and options.
Portfolio diversification means that if one invests
in a wide range of ‘risky’ assets (i.e. each with a
variable market price), then the ‘risk’ on the whole
portfolio is much less than if you held just a few
assets. This tends to lead to financial intermediaries
like LAPF and insurance companies ‘pooling’ the
funds of many individuals to purchase a diversified
portfolio of assets (e.g. money market mutual funds,
equity mutual funds, and bond mutual funds). Most
financial institutions will hold a wide range of assets
and liabilities of differing maturities and liquidity.
Members of the personal sector on-lend via building society deposits to other members of the personal sector in the form of new mortgages for house
purchase. The building society (Savings and Loan
Association S&Ls in the US) itself will hold a small
amount of precautionary liquid assets including cash,
bank deposits, and Treasury Bills (T-bills). Similarly,
the personal sector holds a substantial amount in
bank deposits, some of which are on-lend as bank
loans to households and corporates. A large proportion of a firm’s external investment finance comes
from bank advances.
The LAPF are key protagonists in financial markets. They take funds mainly from the personal sector
in the form of life assurance and other policies as well
as occupational pension payments. As these are longterm liabilities from the point of view of the LAPF,
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they are invested in equities, T-bonds, property, and
foreign assets. They rely on portfolio diversification
to spread their risks, and also hold a relatively small
cushion of liquid assets. These funds will be invested
and managed either in-house or on behalf of the
LAPF by investment management companies that are
often subsidiaries of large banks (e.g. HSBC, Barclays, Morgan Stanley, Citibank, Merrill Lynch).
The buildup of foreign financial assets held by
LAPFs in the United Kingdom proceeded apace after
the abolition of exchange controls in 1979. However,
in many countries, the proportion of funds one can
invest in domestic equities and foreign assets is
limited by law to a relatively low figure but these
restrictions are gradually being eased in Europe, the
United States, and even in Japan. Fund managers
will actively trade with a proportion of the funds in
their domestic and foreign portfolio and hence have
an important influence on domestic interest rates,
securities prices, and the exchange rate.
There are also ‘investment boutiques’ that combine existing securities (including equity, bonds, and
options) to provide the investor with a particular
desired risk-return trade-off. This is often referred to
as structured finance.

Foreign Exchange (FX) Market
The FX market is an OTC market and participants are
large banks operating out of major financial centers
such as London, New York, Tokyo, and Frankfurt.
On the FX market there are two main types of
trade: spot FX and forward FX. A spot FX deal
is the exchange of two currencies ‘immediately’,
which in practice means within two or three days.
In a forward FX market, the terms of the deal are
determined ‘today’ (i.e. exchange rate, maturity date,
and principal amount of currency involved), but the
exchange of currencies takes place on a fixed date in
the future, with the active maturities being less than
one year. The US dollar is involved in about 90% of
all trades.
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a government may have to pay its suppliers of stationary in the following week but in that particular week,
tax receipts may be unusually low. It may therefore
obtain the finance required by issuing T-Bills. Second, medium and long-term bonds are issued to raise
funds to cover any excess of long-term planned government spending over forecasted tax revenue (i.e.
the governments budget deficit, or public sector borrowing requirement, PSBR).
Government securities have several common characteristics. First, they are generally regarded as being
free from default risk. This makes them a safer investment than most other instruments, and thus allows
governments to offer lower yields, reducing the cost
of debt finance to the taxpayer. Usually, new issues
of T-bills and T-bonds are by public auction, with the
securities allotted on the basis of the highest prices
in the (sealed) bids. There are usually very active
secondary markets in these instruments (in industrialized nations).
Medium term bonds (known as Treasury notes
in the US when maturity is less than 7 years) and
long-term bonds (7–30 year maturities in the US and
known as ‘gilts’ in the UK) pay out fixed amounts
known as coupon payments, usually paid semiannually, as well as a lump sum at redemption. Government securities can be bearer securities. Thus,
whoever currently holds the security is deemed to
be the owner, or there may be a central register of
owners to whom interest payments (and eventually
the redemption value) are made.
In the United Kingdom, local authorities and public corporations (companies) also issue debts, denominated in both sterling and foreign currencies. In the
United States, bonds issued by states, counties, cities,
and towns are called municipal bonds. These publicsector securities are not perceived as being free from
default risk, nor are the markets for them as deep or
as liquid as those for central government debt. Consequently, they tend to offer higher yields than central
government debt.

Money Market
Government Securities Market
Central governments issue securities for two reasons. First, short-term Treasury bills are issued to
cover temporary shortfalls in the government’s net
receipts. For example, the purchasing department of

The money market refers to a loosely connected set of
institutions that deal in short-term securities (usually
with a maturity of less than one year). These money
market instruments include those issued by the public
sector (e.g. T-Bills, Local Authority Bills) and by
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the private sector (e.g. Commercial Bills/Paper, Trade
Bills, Certificates of Deposit CDs). Bills are usually
discount instruments. This means that the holder of
the bill does not receive any interest payments: the
bill derives its value wholly from the fact that it is
redeemed at an amount greater than its selling price.
The Commercial Paper market is very large in the
United States where large corporates very often borrow money by issuing commercial paper rather than
using bank loans. On the other hand, if corporates
have a short-term cash surplus that they do not need
for three months, they may place this on deposit in
a bank and receive a Certificate of Deposit (that can
either be ‘cashed in’ at maturity or sold in the secondary market). A CD is a ‘piece of paper’ giving the
terms (i.e. amount, interest rate, and time to maturity)
on which a corporate has placed funds on deposit, for
say six months in a particular bank. In this respect,
it is like a (fixed) term deposit. However, with a CD,
the corporate, if it finds itself in need of cash can sell
the CD to a third party (at a discount) before the six
months are up and hence obtain cash immediately.
Market makers hold an inventory of these assets
and stand ready to buy and sell them (usually over
the phone) at prices that are continuously quoted
and updated on the dealer’s screens. At the core
of the market in the United States are the ‘money
market banks’ (i.e. large banks in New York), government securities dealers, commercial paper dealers, and money brokers (who specialize in finding
short-term money for borrowers and placing it with
lenders).
A widely used method of borrowing cash (used
particularly by market makers) is to undertake a
repurchase agreement or repo. A repo, or more accurately ‘a sale and repurchase agreement’ is a form of
collateralized borrowing. Suppose you own a government bond but wish to borrow cash over the next
7 days. You can enter an agreement to sell the bond
to Ms A for $100 today and simultaneously agree to
buy it back in 7-days time for $100.20. You receive
$100 cash (now) and the counterparty, Ms A, receives
$100.20 (in 7 days) – an interest rate of 0.2% over
7 days (or 10.43% = 0.20 × 365/7, expressed as a
simple annual rate). Ms A has provided a collateratized loan since he/she holds the bond and could sell
it if you default on the repo. Repos can be as short
as over one day and there are very active markets in
maturities up to three months.

Corporate Securities
A limited company is a firm owned by two or
more shareholders who have limited liability (i.e.
their responsibility for covering the firm’s losses
does not reach beyond the capital they have invested
in the firm). In return for their capital investment,
shareholders are entitled to a portion of the company’s earnings, in accordance with their proportionate shareholding. Firms issue equity and debt (corporate bonds) to raise finance for investment projects
[10].
The initial sale of securities (equities and bonds)
takes place in the primary market and there are two
main vehicles: initial public offerings and private
placements. Most initial public offerings (IPOs) or
unseasoned new issues are underwritten by a syndicate of merchant banks (for a fee of around 1.5% to
2% of the value underwritten, which is sometimes
paid in the form of share warrants – see below). In
a firm commitment, the underwriter buys the securities from the corporation at an agreed price and then
hopes to sell them to other investors at a higher price
(thus earning a ‘spread’ on the deal). The advantage
to the corporation is the guaranteed fixed price, with
the underwriter taking the risk that ‘other investors’
may be willing to pay less for the shares.
IPOs have been a feature of the sell off of publicly owned industries in many industrial countries
and emerging market economies. For example, in the
United Kingdom, the privatization of British Telecom, British Airways, British Gas, and Railtrack. Of
course, many companies whose shares are not initially traded eventually come to the market via an IPO
such as Richard Branson’s Virgin company, Anita
Roddick’s Body Shop and recently ‘dot.com’ companies such as Lastminute.com, and Amazon.com.
The alternative to a firm commitment deal is for
the underwriter to agree to act as an agent and merely
try and sell the shares at the offer price in a best
efforts deal. Here, the underwriter does not buy the
shares outright and hence incurs no underwriting risk.
Usually, if the shares cannot be sold at the offer price
they are withdrawn.
Because of the relatively high transaction costs
of public offerings (and evidence of economies of
scale), they are used only for large flotations. For
smaller firms, ‘going public’ private placements are
often used. Here, debt or equity is sold to large institutions such as pension funds, insurance companies,
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and mutual funds, on the basis of private negotiations. Sometimes a new issue is a mix of IPO and
private placement.

Corporate Equity Market
The largest equity market in Europe is the LSE
and in the United States it is the NYSE. A firm
that wishes its equity to be traded on these markets
must apply to be listed, and must satisfy certain
criteria (e.g. minimum bounds are placed on market
capitalization, yearly turnover, pre-tax profits, and
the proportion of shares in public hands). Because
a full listing is expensive, some companies are listed
on a ‘second market’ where the listing requirements
are less onerous. (In the UK the second market
is called the Alternative Investment Market, AIM.)
Challenges to traditional markets are also appearing
from broker and dealing systems on the Internet such
as Charles Schwab, E*Trade, Merrill Lynch’s, and
Barclays Internet.
There is also competition between order driven
dealing systems (i.e. where buyers and sellers are
matched, often electronically), which predominate
in most European centers, whereas the NYSE and
NASDAQ have quote driven systems (i.e. market
makers quote firm bid and ask prices). In London,
most shares are traded on the quote driven SEAQ
(Stock Exchange Automated Quotations), but there is
also an order driven system (SETS – Stock Exchange
Electronic Trading System) for the FTSE100 and
Eurotop30 shares.
The US stock exchange has particularly onerous reporting disclosures and hence an alternative
for UK firms wishing to attract US investors is the
issue of American Depository Receipts (ADRs). Here
a US bank (e.g. Morgan Trust Guarantee) acts as
an intermediary and purchases and holds UK company sterling denominated shares (listed on the LSE).
The bank then sells US investors, dollar denominated ‘receipts’ each of which is ‘backed’ by a fixed
number of UK company shares. These ‘receipts’ or
ADR’s are traded (in USDs), rather than the UK
shares themselves. The US investor has the same
rights as a UK investor and the sponsoring bank collects the sterling dividends, converts them to USDs
and passes them on to the holder of the ADRs.
There are about 2000 ADR programs outstanding,
worth around $400bn. This idea has been extended
to Global Depository Receipts (GDRs) which allow
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shares to be traded on exchanges outside the United
States, and has been particularly useful in allowing ‘emerging markets shares’ to trade on developed
exchanges (e.g. in London, Paris).
In general, firms issue two main types of shares:
ordinary and preference shares. Ordinary shareholders (in the US, ‘common stock ’) are the owners of the
firm with a residual claim on ‘earnings’ (i.e. profits,
after tax and payment of interest on debt). Such ‘earnings’ are either retained or distributed as dividends
to shareholders. Ordinary shares carry voting rights
at the AGM of the company. In the UK, preference
shares (or preferred stock in the US and participation certificates in the rest of Europe) have some
characteristics of ordinary shares and some characteristics of debt instruments. In particular, holders have
a claim on dividends that takes ‘preference’ over ordinary shareholders but they usually do not carry voting
rights. A corporation can raise additional capital by
selling additional shares on the open market or by
selling more shares to its existing shareholders – the
latter is known as a rights issue.
Share warrants are not actually ‘shares’ but they
are an option to buy a stated number of company
shares over a certain period in the future, at a price
fixed. In fact, warrants are often initially ‘attached’
to ordinary bonds, which are issued by private placement, but sometimes warrants are attached to bonds
issued in an IPO. Usually, the warrants can be
‘detached’ and sold separately in the secondary market. Because bonds with warrants attached have an
embedded long-term option to purchase the company’s shares, these bonds can be issued at lower
yields than conventional bonds. Sometimes, warrants
are issued on their own (i.e. not attached to a bond
issue) and these were a very popular form of raising finance for Japanese firms in the 1980s. Also, an
institution can issue warrants on another company,
such as Salomon Bros issuing warrants on Eurotunnel shares. This is often called the covered warrants
market because Salomons must cover its position
by being ready to purchase Eurotunnel shares. Warrants are also sometimes offered by institutions on
a ‘basket’ of different shares. Whether the warrants
are attached to bonds or sold separately, they provide additional ‘cash’ for the issuer. Also, separate
warrants are sometimes issued either to pay for underwriting services or are given to managers of the firm
and they are then known as share options.
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A bond issued with warrants attached allows the
investor to ‘get a piece of the action’ should the
company do well and its profits and hence share price
increase, whilst also allowing the investor to receive
the coupon payments on the bond. In addition, the
initial warrant holder can ‘detach’ the warrant and
sell it in the open market at any time he/she wishes.

Corporate Debt
Firms can borrow in their domestic or foreign currency using bank term loans with anything from
1 month to 20 years to maturity. In general, bank
loans to corporates are nonmarketable, and the bank
has the loans on its books until maturity (or default).
In certain industrialized countries, most notably the
United States, there is a secondary market in buying
and selling ‘bundles’ of corporate bank loans. This is
not a large or highly liquid market but it does provide
a valuable function for altering a bank’s loan liabilities. (Another alternative here is ‘securitization’ –
see below).
Often bank loans to large corporates (or governments) will be syndicated loans that are arranged by
a lead bank and the loan will be underwritten by a
syndicate of banks. The syndicated banks may well
get other banks to take a portion of their loan commitment. The interest payments could be at a fixed
interest rate or at a floating rate (e.g. at the 6-month
London Interbank Offer Rate (LIBOR) plus a 1/2%
premium for default risk).
Eurodollars are US dollars deposited in a bank
outside of the United States, for example, in Barclays
in London, or in Credit Agricole in Paris. These time
deposits can be on-lent in the form of USD term loans
to companies, with most maturities in the range of
3 months to 10 years. This is the Eurocurrency market
and it is a direct competitor with the domestic loan
markets. Euromarket interest rates are usually floating
(e.g. based on the Eurodollar LIBOR rate, set in the
London interbank market).
An alternative to an OTC bank loan is to issue
corporate bonds, either in the home or in a foreign
currency. Corporate bond issues are mainly undertaken by large multinationals but smaller ‘firms’ are
now tapping these markets. The United States has by
far the most active corporate bond market, whereas
firms in Europe and Japan tend to mainly use bank
loans as a source of long-term debt finance. Bond
rating agencies, (e.g. Standard and Poor’s, Moody’s)

study the quality (in terms of default risk) of corporate, municipal, and government bonds and give
them a rating. The classifications used by Standard &
Poor’s range from AAA (least risky), AA, A, BBB,
BB, B, CCC, CC, C, C1, and D (in default). Anything rated above BBB are referred to as ‘investment
grade’.
Some bond issues involve foreign currencies.
Eurobonds or international bonds are bonds denominated in a different currency from the countries where
they are issued. This is the meaning of ‘Euro’, and
it has nothing to do with Europe, per se. They are
often issued simultaneously in the bond markets of
several different countries and most have maturities
between 3 and 25 years. Eurobonds pay interest gross
and are bearer instruments and the issuer may face
exchange rate risk, since a home currency depreciation means that more home currency is required to
pay back one unit of foreign interest payments but
these risks are usually offset by immediately entering
into a currency swap (see below).
Foreign bonds are bonds issued by foreign borrowers in a particular country’s domestic market. For
example, if a UK company issues bonds denominated
in USD in New York, then these are foreign bonds,
known as Yankee bonds (and must be registered with
the SEC under the 1933 Securities Act) and would
probably be listed on the NYSE. If the UK company
issued Yen denominated bonds in Tokyo, they would
be known as Samurai bonds. There are also bulldogs
in the United Kingdom, matadors in Spain and kangaroos in Australia. The bonds are domestic bonds
in the local currency and it is only the issuer who is
foreign. Foreign bonds are registered, which makes
them less attractive to people trying to delay or avoid
tax payments on coupon receipts.
New (bond) issues are usually sold via a syndicate of banks (minimum about $100m) to institutional
investors, large corporations, and other banks but
some are issued by private placement. New issues
are usually underwritten on a firm commitment basis.
Most Eurobonds are listed on the London (and Luxembourg) stock exchange and there is a secondary
market operated mainly OTC between banks by telephone and computers (rather than on an exchange)
under the auspices of the International Securities
Markets Association ISMA. Eurobonds are credit
rated and nearly all new issues have a high credit
rating (i.e. there is no large ‘Euro’ junk bond market).

Financial Markets
All bonds have specific legal clauses that restrict
the behavior of the issuer (e.g. must keep a minimum ratio of profits to interest payments – so-called
‘interest cover’) and determine the order in which
the debtors will be paid, in the event of bankruptcy.
These conditions are often referred to as bond indentures. Often the bond indenture will be made out to a
corporate trustee whose job it is to act on behalf of the
bondholders and see that promises in the indentures
are kept by the company.
The payment on some bonds are specifically
‘backed’ by specific tangible assets of the firm (e.g.
mortgage bonds in the United States are backed by
specific real estate), so if the firm goes bankrupt,
these ‘secured’ bondholders can sell off these assets
for cash. (Such bonds are generically referred to as
‘senior secured debt’). However, most bonds are only
payable out of the ‘general assets’ of the firm and
in the United States these bonds are called debentures. So a debenture in the United States is really
an unsecured debt (i.e. not tied to specific assets
of the company). The terminology differs between
different countries, and, for example, in the United
Kingdom, debentures are a little different from in the
United States. In the United Kingdom, a debenture
or secured loan stock is simply the legal document
that indicates a right to receive coupon payments and
repayment of principal. A ‘fixed-charge debenture’
is backed by specific assets (e.g. buildings and fixed
assets like the rolling stock of railroad companies)
while a ‘floating-charge debenture’ is only secured
on the general assets of the firm. So, in the United
Kingdom, ‘a debenture’ could either be secured or
unsecured. Unsecured loan stock is a bond in which
the holder will only receive payments after the debenture holders.
Subordinated debt is the lowest form of debt in
terms of repayment if the firm goes bankrupt (i.e. it is
junior debt). It ranks below bond and often after some
general creditors but above equity holders claims. It is
therefore close to being equity, but the subordinated
debt holders do not have voting rights.
Rather than concentrating on the ‘name’ given to
the bond, the key issue is whether (1) the payments
on the bond are secured on specific assets or not
and (2) the order in which the different bondholders
will be paid, if default occurs. The latter is usually
very difficult to ascertain ex-ante and when a firm
enters bankruptcy proceedings it can take many years
to ‘work out’ who will receive what, and in what
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order the creditors will be paid. It is usually a messy
business involving expensive corporate insolvency
lawyers and practitioners.
There are many variants on the ‘plain vanilla’
corporate bonds discussed above. Debt convertibles
(convertible bonds or, convertible loan stock) are
bonds that are ‘convertible’ into ordinary shares of
the same firm, at the choice of the bond holder,
after a period of time. The shares are ‘paid for’ by
surrendering the bonds. They are therefore useful in
financing ‘new high-risk, high-growth firms’ since
they give the bondholder a valuable ‘option’ to share
in the future profits of the company if the bonds are
converted to equity. Convertibles will usually carry
a lower coupon because of the benefit of the inbuilt option to convert to ordinary shares (i.e. the
convertible bond holder has written a call option on
the bond, which is held by the issuer).
A callable bond is one in which the issuer (i.e.
the company) has the option to redeem the bond at a
known fixed value (usually its par value), at certain
times in the future, prior to the maturity date. The
company may wish to call the bond if the market
price rises above the call price and if it does, the
holder of the bond is deprived of this capital gain.
Clearly, call provisions provide a disincentive for
investors to buy the bonds; consequently, callable
bonds offer higher yields when issued than those on
conventional bonds. Usually, there is a specific period
of time (e.g. first three years after issue) within which
the company cannot call the bond and sometimes
there may be a set of prices at which the bond can
be called at specific times in the future.
A floating rate note (FRN ) is a bond on which the
coupon payments are linked to a short-term interest
rate such as three- or six-month LIBOR. FRN’s are
particularly popular in the Euromarkets.

Mezzanine Finance and Junk Bonds
Mezzanine finance is a catchall term for hybrid
debt instruments that rank for payment below ‘conventional’ debt but above equity – it is often also
referred to as subordinated, high yield, low grade or
junk bonds.
Since the early 1980s, it has become common
for firms to make initial offerings of bonds graded
below investment grade (i.e. usually those ranked
below BBB by S&P and below Baa for Moody’s).
These were often issued in the 1980s in the United
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States as a source of finance for management buyouts
(MBOs) or raising cash for takeovers (i.e. leveraged
buyouts, LBOs). Interest payments on such debt are
predetermined and either fixed or floating (e.g. linked
to LIBOR). These bonds have a high risk of default
and hence carry a correspondingly high yield. They
have come to be known as junk bonds.
Because high coupon bonds are risky, in some
LBOs they are issued with deferred coupon payments
(e.g. for 3–7 years) or are step-up bonds, in which the
coupon starts low and increases over time or extendable reset bonds in which the coupon is periodically
reset so that the bond trades at a predetermined price
(e.g. if the credit spread over treasuries increases the
yield then the coupon will be raised to reflect this, so
that the bond will still trade near par).

Securitization
Securitization is the term used for the practice of issuing marketable securities backed by nonmarketable
loans. For example, suppose that a bank has made
a series of mortgage loans to firms in a particular industry. Mortgages are long-term nonmarketable
loans, so the bank has taken on a large amount of
exposure to this industry. One way of reducing this
exposure would be to create a separate legal entity
known as a special purpose vehicle SPV, into which
the mortgages are placed and therefore are an ‘off
balance sheet’ for the bank. The SPV then issues
securities to investors entitling them to the stream of
income paid out of the mortgage interest payments.
These are mortgage backed securities (MBS ). Thus
the default risk on the mortgages is spread amongst
a number of investors, rather than just the bank. The
bank continues to collect the interest payments and
repayments of principal on the mortgages, on behalf
of the new owners. Usually, MBS are marketable and
highly liquid. From the investors’ point of view, purchasing such securities provides them with a higher
yield than government bonds, allows them to take on
exposure to the (mortgage) loans sector, which may
otherwise have been too costly, and is more liquid
than direct lending.
In general, tradable securities that are supported
by a pool of loans, for example, corporate loans (e.g.
held by a large commercial bank), car loans (e.g.
held by VW, General Motors), credit card receivables (most large banks), record royalties (e.g. Bowie

and Rod Stewart), telephone call charges (e.g. held
by Telemex in Mexico) and football season tickets
(e.g. Lazio, Real Madrid), are termed Asset-backed
Securities (ABS). Although the first ABS issues were
made in the United States during the 1970s, it is only
recently that they have caught on in other countries.

Unit Trusts and Mutual Funds
Unit trusts or mutual funds as they are known in the
United States, are firms whose assets comprise shares
of other companies or portfolios of bonds. A mutual
fund therefore owns a portfolio of financial assets,
and issues its own shares against this portfolio. Since
each share of a fund is a claim on income from a
number of different securities, mutual funds allow
investors to hold a diversified portfolio, something
they may otherwise be unable to afford.
Mutual funds may be open-ended or closed-end
funds. With an open-end fund, the managers of the
fund agree to repurchase an investor’s shareholding
at a price equal to the market value of the underlying
securities (called the Net Asset Value, NAV). Accrued
dividend income and capital gains are accredited to
shareholders. With a closed-end fund (i.e. investment
trusts in the UK), however, the managers have no
obligation to repurchase an investor’s shares. Instead,
the shares of closed-end funds are quoted on a stock
exchange and traded in the open market.

Derivative Securities
Under derivative securities, we have forwards,
futures, options, and swaps (see [5, 6]). Forwards,
futures, and options are ‘contracts’ whose value
depends on the value of some other underlying asset.
The forward market in foreign currency is the most
active forward market. In a forward contract, you fix
the price for delivery at a specific time in the future
(e.g. 1.5 dollars per pound sterling, in 6 months time
on a principal of £1 m). Today, no money changes
hands but in six months time one party in the deal
will receive $1.5 m dollars in exchange for £1 m. The
forward contract ‘locks in’ a delivery price for a
future date and as such, the forward contract removes
any exchange risk. Forward contracts usually result in
delivery of the underlying asset (in this case foreign
currency) and are OTC instruments.

Financial Markets
A futures contract is very similar to a forward
contract except that futures contracts are traded on
an exchange and you can ‘close out’ or ‘reverse’
your initial deal and hence get out of the contract
very easily – all it takes is a telephone call. Futures
contracts are ‘written’ on a wide variety of ‘assets’,
for example, on agricultural products (e.g. corn, live
hogs), on commodities (such as oil, gold, and silver)
and on financial assets such as foreign exchange,
stock indices, T-bonds, and interest rates.
When a futures contract is entered into, the buyer
only has to place a small amount of cash with the
futures exchange (e.g. 5% of the value of the stock
index) as a ‘good faith’ deposit so that she does
not renege on the terms of the contract. (This is
known as a margin payment). Hence, the investor
gains leverage, since she only uses a small amount of
her own funds, yet she will reap substantial financial
gains if the S&P500 rises, for instance.
A call option on AT&T shares, for example, gives
the owner of the option the right (but not the obligation) to purchase a fixed number of AT&T shares for
a fixed price at a designated time in the future. The
value of the option contract depends on the movement
of the underlying stock price of AT&T. To purchase
an option, you have to pay an option premium, but as
this is a small fraction of the value of the assets (e.g.
stocks) underlying the option contract, the investor
again obtains ‘leverage’. One of the key differences
between futures and options is that with options you
can ‘walk away from the contract’. So, if the option
increases in value, you can benefit from the upside but
if it falls in value, the most you can loose is the option
premium. Hence, the option provides insurance and
the ‘insurance premium’ is the option premium you
pay at the outset.
A swap is an agreement between two parties to
exchange a series of cash flows in the future. For
example, a firm can negotiate an interest rate swap
contract whereby it agrees to pay interest at a floating
rate in return for paying fixed-rate payments, every
six months for the next five years. Or, it might agree
to pay US dollars in return for receiving Euros. Swaps
are often between large banks or corporations, with a
swap dealer acting as an intermediary. They are like
a series of forward contracts and extremely useful in
hedging interest rate or exchange rate risk for a series
of periodic cash flows, over a long horizon.
Forwards, futures, options, and swaps are extremely useful instruments for hedging (i.e. reducing
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the risk of an existing portfolio position) as well as
for speculation [9]. Futures and options are traded in
auction markets, but there is also a large over-thecounter (OTC) market in options, while the forward
market for foreign exchange and swaps are purely
OTC transactions.
We have seen how the financial markets continually provide new products and use new technologies
to allow surplus units to lend to deficit units in
an efficient manner, so that funds are allocated to
where they are most productive. The markets also
allow participants to smooth out their consumption
or investment expenditures over time and to alter the
risk-return profile of the portfolio of real and financial
assets they hold.
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Fraud in Insurance
Fraud is a form of false representation to gain an
unfair advantage or benefit. We can find examples of
fraudulent activities in money laundering, credit card
transactions, computer intrusion, or even medical
practice. Fraud appears in insurance as in many
other areas, resulting in great losses worldwide each
year. Insurance fraud puts the profitability of the
insurance industry under risk and can affect righteous
policyholders. Hidden fraudulent activities escalate
the costs that are borne by all policyholders through
higher premium rates. This is often referred to as a
‘fraud tax.’
The relationship between the insurer and the
insured needs many information transactions regarding the risk being covered and the true loss occurrence. Whenever information items are transferred,
there is a possibility for a lie or a scam. The phenomenon is known as asymmetric information.
We can find examples of fraud in many situations
related to insurance [16]. One of the most prevailing occurs when the policyholder distorts the losses
and claims for a compensation that does not correspond to the true and fair payment. Fraud does not
necessarily need to be related to a claim. Even in
the underwriting process, information may be hidden
or manipulated in order to obtain a lower premium
or the coverage itself, which would have otherwise
been denied. Efforts to avoid this kind of fraud are
based on incentives to induce the insured to reveal his
private information honestly. We can find a suitable
theoretical framework to deal with this kind of situation in the principal-agent theory, which has been
widely studied by economists. Dionne [21] relates the
effect of insurance on the possibilities of fraud by
means of the characterization of asymmetrical information and the risk of moral hazard.
All insurance branches are vulnerable to fraud.
The lines of business corresponding to automobile insurance (see Automobile Insurance, Private;
Automobile Insurance, Commercial), health insurance and homeowners insurance seem to be specific
products in which one would expect more fraud simply because they represent a large percentage of the
premium and also because the natural claim frequency is higher in those lines compared to others.
Prevention and detection are actions that can
be undertaken to fight insurance fraud. The first

one refers to actions aimed at stopping fraud from
occurring. The second includes all kind of strategies
and methods to discover fraud once it has already
been perpetrated.
One major problem for analyzing insurance fraud
is that very little systematic information is known
about its forms and scope. This is due to the nature
of the prohibited practice. Policyholders are reluctant
to say how they succeeded in cheating the insurer
because they do not want to get caught. Insurers
do not want to show the weaknesses of their own
systems and prefer not to share too much knowledge
about the disclosed fraudulent activities. Insurers
think that knowing more about fraud gives them some
informational advantage in front of competitors. This
whole situation poses great difficulties to size fraud in
terms of money and frequency of fraudulent claims. It
is even complicated to evaluate if the methods aimed
at reducing fraud do their job.
An estimate of the volume of fraud in the United
States can be found in [11], in which it is estimated
that 6 to 13% of each insurance premium goes to
fraud (see also [8, 14, 15]). Weisberg and Derrig
[36] conducted an early assessment of suspicious
auto insurance claims in Massachusetts, especially the
town of Lawrence, MA.
The Insurance Fraud Bureau Research Register
[27] based in Massachusetts includes a vast list of
references on the subject of insurance fraud. The
register was created in 1993 ‘to identify all available
research on insurance fraud from whatever source,
to encourage company research departments, local
fraud agencies, and local academic institutions to get
involved and use their resources to study insurance
fraud and to identify all publicly available databases
on insurance fraud which could be made available to
researchers.’

Types of Fraud
Experts usually distinguish between fraud and abuse.
The word fraud is generally applied whenever the
fraudster incurs a criminal action, so that legal
prosecution is possible. Abuse does not entail a
criminal offence. Abuse refers to a weaker kind of
behavior that is not illegal and much more difficult to
identify. The term claim fraud should be reserved to
criminal acts, provable beyond any reasonable doubt
(see [17, 20]). Nevertheless, the term insurance fraud
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has broadly been applied to refer to situations of
insurance abuse as well as criminal behavior.
A fraudulent action incorporates four components:
intention, profitability, falsification, and illegality.
The intention is represented by a willful act, bad
faith, or malice. The profitability is referred to a value
that is obtained, or in other words to an unauthorized
benefit that is gained. The falsification comes into the
scene because there is a material misrepresentation,
concealment, or a lie. In the insurance context, a
fraudulent action is illegal because it contradicts
the terms and conditions stipulated in the insurance
contract. For fraud to be distinguished from abuse, a
criminal component should also be present [17].
The adjectives soft and hard fraud have been
used in the literature to distinguish between claims
involving an exaggeration of damages and those that
are completely invented. Hard fraud means that the
claim has been created from a staged, nonexistent, or
unrelated accident. Criminal fraud, hard fraud, and
planned fraud are illegal activities that can be prosecuted and convictions are potential outcomes. Soft
fraud, buildup fraud, and opportunistic fraud are generally used for loss overstatement or abuse. In buildup
fraud, costs are inflated, but the damages correspond
to the accident that caused the claim. In opportunistic
fraud, the accident is true but some claimed amount
is related to damages that are fabricated or are not
caused by the accident that generated the claim.
Other fraud classifications are available, especially
those employed within insurance companies. These
catalogs usually register specific settings or distinct
circumstances.
Most soft fraud is settled in negotiations so that
the insurer relies on persuasion and confrontation
rather than in costly or lengthy court decisions. There
is a positive deterrence effect of court prosecution
on fraud. Actual detection of criminal acts must
be made available to the general public because
a rational economic agent will discount the utility
of perpetrating fraud with the probability of being
detected [9, 10]. Derrig and Zicko [20] studied the
experience of prosecuting criminal insurance fraud
in Massachusetts in the 1990s. They concluded that
‘the number of cases of convictable fraud is much
smaller than the prevailing view of the extent of
fraud; that the majority of guilty subjects have prior
(noninsurance) criminal records; and that sentencing
of subjects guilty of insurance fraud appears effective
as both a general and specific deterrent for insurance

fraud, but ineffective as a specific deterrent for other
crime types.’

Examples of Fraudulent Behavior
Here are some examples of typical fraudulent actions
encountered all over the world. One emblematic
example in health insurance is a policyholder not
telling the insurer about a preexisting disease. Equivalently, in automobile insurance, a policyholder who
had an accident may claim previous damages.
Another classical fraudulent behavior for automobile policyholders living in a bonus-malus system
occurs when the insured person accumulates several
accidents at fault in one single claim to avoid being
penalized in the following year’s premium. Most
bonus-malus systems in force penalize according to
the number of at fault claims and not their amounts.
In workers compensation insurance, a policyholder may decide to claim for wage loss due to a
strain and sprain injury that requires long treatment.
Healing is difficult to measure, so that the insured can
receive larger compensations for wage losses, than
would otherwise have been acquired [24].
Some examples of fraud appear more often than
others. For instance, in automobile insurance one can
find staged accidents quite frequently. Sometimes a
claimant was not even involved in the accident. We
can find other possible forms: duplicate claims, or
claims with no bills while the policyholder claims a
compensation for treatment or a fictitious injury. The
replacement cost endorsement gives the opportunity
to get a new vehicle in the case of a total theft or
destruction in a road accident. A test given used by
Dionne and Gagné in [23] indicates that this is a form
of ex post moral hazard for opportunistic insurance
fraud, the chances being that the policy holder exerts
his right before the end of this additional policy
protection.
The examples of fraud given above are not exhaustive. Tricks that are much more sophisticated are
discovered everyday. Fraudulent activities may also
incorporate external advisors and collaborators, such
as individuals that are conveniently organized in specialized networks. In workers compensation, fabricated treatments are sometimes used to misrepresent
wage losses. The characteristic of this latter behavior
is the contribution of an external partner who will
provide the necessary phony proofs.

Fraud in Insurance
Companies should be aware of internal fraud performed by the agents, insurer employees, brokers,
managers, or representatives. They can obstruct the
investigations or simply make the back door accessible to customers. External fraud usually refers to
customers, but it also includes regular providers such
as health care offices or garage repair stores. Insurers
should realize if a very special type of claim starts
being too frequent, because one sometimes gets ‘epidemics’ of fraud in certain groups of people, which
stop shortly after customers understand that they can
be caught.
Fragile situations in which fraud is easily perpetrated are as follows: (1) The underwriting process –
the policyholder may cheat about relevant information to obtain larger coverage or lower premiums, or
even the coverage of a nonexistent loss; (2) a claim
involving false damages, possibly with the collusion
of doctors, lawyers or auto repair facilities; (3) an
excess of bills or appraisal of the costs.
The automobile insurance branch is widely believed to be the one most affected by insurance fraud.
Homeowners is another branch in which claim fraud
involves actions for profit, such as arson, thefts, and
damages to the home.
Both in the United States and in Europe there is a
generalized concern about criminal organized groups
that grow because of dissimilar or nonexisting legislations on insurance fraud and the opportunities of
some open cross-country borders. The light sentences
and the lack of cooperation between insurers, courts,
and prosecution authorities increase concern about
the current widening span of insurance fraud.

Fraud Deterrence
Fighting against fraud before it happens calls for a
mechanism that induces people to tell the truth. We
can find some solutions in practice. One possibility
is to impose huge penalties for fraud; another one
is to introduce deductibles or bonuses based on a
no-claims formula. The most recommendable one is
that the insurer commits to an audit strategy as much
as possible. Commitment to an audit strategy means
that the way claims are selected for investigation is
fixed beforehand. Audits do not depend on the claims
characteristics. Another efficient practice is to make
the insured aware that the company makes efforts
to fight fraud. This may also help discourage future
fraudulent activities.
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The main features of the relationship between the
insurer and the insured through insurance contracts
imply incentives to report fraudulent claims, because
the insurer may not be able to commit to an audit
strategy before the claim is reported. Once the insurer
gets to know the claim, he can decide whether it
is profitable to investigate it or not. The claimed
amount is paid without any further checking if
it is not profitable to scrutinize it. Random audit
is a recommendable strategy to combine with any
detection system. If the insurer does random audits,
any particular claim has some probability of being
investigated. Credible commitment can be achieved
through external fraud investigation agencies, which
may receive funding from the insurers and which are
only possible in a regulated market.
Some studies in the theory of insurance fraud
address auditing as a mechanism to control fraud
are [4, 29]). This approach is called costly state verification and was introduced by Townsend [33] in
1979. The costly state verification principle assumes
that the insurer can obtain some valuable information
about the claim with an auditing cost. It implicitly
assumes that the audit process (normally using auditing technology) always discerns whether a claim is
fraudulent or honest. The challenge is to design a contract that minimizes the insurer costs, those including
the total claim payment plus the cost of the audit.
Normally, models suggested in this framework use
the claimed amount to make a decision on applying
monitoring techniques. In other words, deterministic
audits are compared with random audits [30], or it
is assumed that the insurer will commit to an audit
strategy [5].
Another parallel discussion is the one about costly
state falsification [12, 13]), which is based on the
hypothesis that the insurer cannot audit the claims –
that is, cannot tell whether the claim is truthful or
false. We can also find an optimal contract design in
this setting, but we need to assume that the claimant
can exaggerate the loss amount but at a cost greater
than zero.
One concludes that designing the auditing strategy
and specifying the insurance contract are interlinked
problems. Some authors [34] have proposed other
theoretical solutions. The existing literature proposes
optimal auditing strategies that minimize the total
costs incurred from buildup, accounting for the cost
of auditing and the cost of paying undetected fraud
claims.
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When analyzing the contract, Dionne and Gagné
[22] point out that insurance fraud is a significant resource-allocation problem. In the context of
automobile insurance, they conclude that straight
deductible contracts affect the falsification behavior
of the insured. A higher deductible implies a lower
probability of reporting a small loss, so that the
deductible is a significant determinant of the reported
loss at least when no other vehicle is involved in the
accident, or in other words, when the presence of
witnesses is less likely.
Assuming costly state verification, one may seek
an optimal auditing strategy but some assumptions
are needed on claim size, audit cost, proportion of
opportunistic insured, commitment to an investigation
strategy, and to what extent the insured are able to
manipulate audit costs. Recent developments go from
the formal definition of an optimal claims auditing
strategy to the calibration of the model on data and
to the derivation of the optimal auditing strategy.
Most of the theory underlying fraud deterrence is
based on the basic utility model for the policyholder
[29] (see Utility Theory). The individual decision to
perpetrate fraud is described in mathematical terms
as follows.
Let W be the initial wealth, L the loss amount with
probability π (0 < π < 1), P the insurance premium,
C the level of coverage or indemnity, Wf the final
wealth, Wf = W –L–P + C in case of an accident,
and Wf = W –P if no accident occurs. Unobservable
individual specific morale cost of fraud is represented
by ω. The state dependent utility is u(Wf , ω) in case
of fraud and u(Wf , 0) otherwise, with the usual von
Neumann–Morgenstern properties [29]. Let us say
that p is the probability of detecting a fraudulent
claim. A fine B is applied to fraudsters. In this setting,
the choice mechanism is
(1–p)u(W –P –L + C, ω) + pu(W –P –B, ω)
≥ u(W –P , 0).

(1)

An individual files a fraudulent claim if the
expected utility is larger than the status quo.

Fraud Detection
Fighting against fraud from the detection point of
view is always bad news because either no fraud is
found or too much fraud is detected. Both situations

are unpleasant to the insurer. Not being able to
discover fraud is certainly a sign of the detection
strategy being unsuitable. If too much fraud is
detected, then the insurer worries about the kind
of portfolio he has acquired in the past and his
reputation.
Fraud is not self-revealed. It must be investigated.
One has to find proofs and one has to understand why
the system was not able to spot the oddity. Fraud is
less visible as time from claiming passes because it
is a quick dynamic phenomenon. Note, for example,
that the injured person might be healed or the damage
might be already repaired when the investigator
comes into scene. Nothing can be done to return to
the original postaccident situation. The policyholder
demands a rapid decision on the insurer’s side,
because he wants to receive the payment. At the same
time, a solid conclusive proof of fraud is not easily
obtained. Finding evidence sometimes requires the
use of intensive specialized investigation skills, in
particular, if facts have to be proven in court. When
proofs are not definite, the cases are generally settled
with the claimant through compensation denial or
partial payment.
Auditing strategies have a deterrence effect and are
essential for detection purposes [32]. An automated
detection system tells the insurer which claims to
audit.
Completely automated fraud detection is bound to
fail because automated systems cannot accommodate
to the continuously changing environment, and to
the emergence of new fraud opportunities. More
information is obtained when analyzing longitudinal
or enriched data. An effective fraud detection system
requires unpredictability, so that randomness puts the
perpetrator at risk of being caught. One should be
aware that individuals should not be allowed to test if
the system detects fraud. Every time fraud is detected
some information is given about the characteristics of
the record and circumstances that are suspicious. For
this reason, insurers do not disclose the exact rules
of their detection systems to others.
The return on investment of detection systems is
hard to calculate because a higher fraud detection
rates may be due to a better detection system or to the
increase of the fraudulent activity. Costs and benefits
should also take into account that an unpaid claim
carries a commitment effect value to the customers.
What an insurer can do to detect fraud is not
necessarily valid for all lines of business, or for
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all cases. Fraud detection technology is not easily
transferred from one insurer to another. There are
still many particular ways of doing things that differ
from one company to another. The way firms handle
claims, the kind of products, and the characteristics
of the portfolio do make a difference when dealing
with fraud detection. There is a clear local component
regarding cultural differences, habits, and social rules.
Tools for detecting fraud span all kind of actions
undertaken by insurers. They may involve human
resources, data mining (see Neural Networks), external advisors, statistical analysis, and monitoring. The
currently available methods to detect fraudulent or
suspicious claims based on human resources rely
on fraud awareness training, video, and audiotape
surveillance, manual indicator cards, internal audits,
and information collected from agents or informants.
Methods based on data analysis seek external and
internal data information. Automated methods use
computer software, preset variables, statistical, and
mathematical analytical techniques or geographic
data mapping.
The cost of fraud is a crucial issue when balancing
the benefits from starting a fraud detection strategy.
A company having 0.2% fraudulent claims, with an
average fraudulent amount being $1000, will have
lost up to $2 million yearly if the number of claims is
100 000. The cost of investigating is a key issue when
implementing a deterrence and detection strategy.
Insurers must find a balance between concentrating on a few large frauds or seeking lots of small
frauds. Rather than investigating all the records with
a high suspicion level, one can decide that it is better
to concentrate on the ones in which fraud is easy to
discover. This strategy can be harmful for the new
databases generated from a distorted identification
procedure. Usually, existing claims samples serve
to update detection systems. The only way to cope
with class membership being uncertain is to take into
account that there is misclassification in the samples.
The aim of using a detection model is to help
insurance companies in their decision-making and to
ensure that they are better equipped to fight insurance
fraud. An audit strategy that uses a detection model
is necessarily inserted in the claims handling process.

Claims Handling
The routine claim handling in the company starts with
the reporting of claims. A claim report protocol is
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generally established. Data mining should systematically detect outliers once the information has been
stored in the system. Then routine adjusting separates claims in two groups, those that will be easily
paid (or express paid) and others (called target claims)
that will be investigated [19]. If doubts arise, there
might be a negotiation to pay less or none of the
claimed amount. Target claims usually go through
fraud screens, and possible investigation carried out
by specialized investigation units. If investigators are
able to find enough evidence, claims are reported to
either a civil proceeding or a criminal referral. The
results of the prosecution can be a plea of guilty, with
the corresponding punishment or a trial with a guilty
or not guilty outcome.

Fighting Fraud Units
Special Investigation Units (SIU) concentrate on
examining suspicious claims. They may be part of the
insurance company or an external contractor. In the
United States, the strategy has been to set up insurance fraud bureaus as part of the state governments,
Massachusetts is the exception, but funded by the
industry as an external way to fight criminal insurance
fraud. In insurance, antifraud coalitions data can be
pooled together to gain more insight on the policies,
policyholders, claimants, risks, and losses. In Europe,
the individual data privacy regulation makes insurance data pooling especially difficult. It is against the
law for insurers to get information on policyholders
from external sources, even if the individual wishes
to cooperate. There are also strict rules stating that
the insurer cannot transmit information on the insured
person to external bodies.

Fraud Indicators
Fraud indicators are measurable characteristics that
can point out fraud. They are usually called red
flags. Some indicators are very objective such as
the date of the accident. Humans, based upon subjective opinions, can construct other indicators. One
example of a subjective indicator is a binary variable
telling whether the insured person seems too familiar with the insurance terminology when the claim
is first reported. Usually, this expertise can reveal a
deeper knowledge of the way claims are handled and
is a description associated to fraudsters. Other possible indicators can be obtained using text mining
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Table 1 Examples of fraud indicators in automobile
insurance
Date of subscription to guarantee and/or date of its
modification too close to date of accident
Date/time of the accident do not match the insured habits
Harassment from policyholder to obtain quick settlement
of a claim
Numerous claims passed in the past
Production of questionable falsified documents (copies
or bill duplicates)
Prolonged recovery from injury
Shortly before the loss, the insured checked the extent of
coverage with the agent
Suspicious reputation of providers
Variations in or additions to the policyholders initial
claims
Vehicle whose value does not match income of
policyholder

processes, from free-form text fields that are kept in
customer databases.
Table 1 shows some examples of fraud indicators
in the automobile insurance context that can be found
in [2, 3, 19, 36].
For some indicators, it is easy to guess if they signal a fraudulent claim. Sometimes there are variables
with a contrary or misleading effect. For example, if
witnesses are identifiable and ready to collaborate on
explaining the way an accident occurred, this may
indicate that there is more certainty about the true
occurrence of the accident. Nevertheless, it has been
noted that well-planned claims often include fake witnesses to make the story much more plausible.

Steps Towards Data Analysis for Detecting
Fraud
The steps for analyzing claims data are related to
the claims handling process. The following steps are
recommendable for building fraud detection models.
1. Construct a random sample of claims and avoid
selection bias.
2. Identify red flags or other sorting characteristics.
When selecting the variables, one should avoid subjective indicators. More indicators may show up as
time passes since the claim was initially reported,
especially information generated by treatment or
repair bills.

3. Cluster claims. One should group claims in homogeneous classes. Some methods described below can
help. They are suitable when one does not know
whether the claim is fraudulent or not. Sometimes
hypothesis on the proneness to fraud are needed.
4. Assess fraud. An external classification of claims
will divide claims in two groups: fraudulent and honest. The problem is that adjusters and investigators
are fallible; they may also have opposite opinions.
5. Construct a detection model. Once the sample
is classified, supervised models relate individual
characteristics to the claim class. A score is generated
for this purpose. One disadvantage is the tendency to
group claims by similarity, so that a claim that is
similar to another claim that is fraudulent is guilty
by association. Another drawback is that claims may
be classified incorrectly. There are models that take
into account a possible misclassification [2]. The
prediction performance of the fraud detection model
needs to be evaluated before implementation.
6. Monitor the results. Static testing is based on
expert assessment, cluster homogeneity, and model
performance. Dynamic testing is the real-time operation of the model. One should fine-tune the model and
adjust investigative proportions to optimize detection
of fraud.

Statistical Methods for Fraud Detection
Statistical methods can be used to help the insurers
in fraud detection. All available information on the
policyholder and the claim potentially carries some
useful hint about an abnormal behavior. All statistical
methods for outlier detection can be useful.
Statistical fraud detection methods are called
‘supervised’ if they are based on samples of both
fraudulent and nonfraudulent records that are used to
construct models. Supervised fraud detection models
are used to assign a new claim into one of the two
classes. A basic requirement is that the original data
set is classified and that there is no doubt about the
true classes. Models are expected to detect fraud of
a type that has previously occurred.
Unsupervised methods are used whenever no
existing classification of legitimate and fraudulent
claims is available. They are aimed at clustering similar claims or at finding records that differ from the
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standard observations, so that they can be investigated
in more detail.
Most statistical methods aimed at detecting insurance fraud have been presented using automobile
claims. Examples can be found for the United States
[35], Canada [3], Spain [1] and several other countries.
The statistical tools to deal with dataset analysis
include data mining [35], selecting strategies [28],
fuzzy set clustering [18] (see Fuzzy Set Theory),
simple regression models [19] (see Regression Models for Data Analysis), logistic regression [1, 2],
probit models [3], principal component analysis [6],
(see Multivariate Statistics) and neural networks
[7]. We include a short description of statistical procedures that are useful for fraud detection. We begin
with the techniques based on a sample of classified
claims.

Relating Fraud Indicators to Fraud Rate
Let us consider the claims for which information
on one particular indicator is available. The number
of such claims is denoted by N . Calculate p̂, the
proportion of observed fraud claims in the signaled
group. Then we calculate the confidence interval




p̂(1 − p̂)
p̂(1 − p̂)
, p̂ + zα/2
,
p̂ − zα/2
N
N
where zα/2 is the (1 − α/2) percentile of a standard normal distribution (see Continuous Parametric Distributions). If zero is not contained in the
confidence interval, one can accept that the indicator
can be helpful in a regression analysis. A regression
model is estimated, the dependent variable being a
numeric suspicion level. The independent variables
or covariates are the fraud indicators [3, 19, 35, 36].

K-nearest Neighbors
Let us assume that Xi ∈ k is a vector containing the
characteristics related to the ith claim. The k-nearest
neighbor method [26] estimates the probability that
an input vector Xi , refers to a claim that belongs to
the fraud class, by the proportion of fraudulent claims
near the input vector. If Yi is the binary random
variable, which indicates by a value equal to 1, that
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the claim is fraudulent and by a value equal to 0 that
the claims are honest, then

Pr (Yi = 1|Xi ) =
Pr(Yi = 1|z)p(z) dz,
(2)
Ni

for Ni indicating the set near the ith claim, defined by
a suitable metric. The intuition behind this approach
is straightforward; we find the set of claims that are
most similar or closer to the ith claim. The risk of
fraud for the ith claims is estimated by the proportion
of claims that are fraudulent within the set of similar
claims.

Logistic Regression and Probit Models
The aim of these generalized linear models is to
develop a tool based on the systematic use of fraud
indicators. The model finds out some indicators that
have a significant effect on the probability of fraud.
The model accuracy and detection capability is used
to evaluate prediction performance.
Let Xi be the column vector of characteristics of
the ith claim including a constant term. Let Yi be
a binary variable, indicating by 1 that the claim is
fraudulent, and 0 otherwise. Let β be a column vector
of unknown parameters. The model specification

states that Pr(Yi = 1|Xi ) = F (Xi β). Function F (·) is
−z
) for the
called the link function, F (z)
 z= 1/(1 + e−u2 /2
du for
logistic model and F (z) = −∞ (1/2π )e
the probit model. Maximum likelihood estimation
procedures of the unknown parameters are available
in most statistical packages. In [2] the problem of
misclassification is addressed in this context.

Unsupervised Methods
Let us consider that Xi is the column vector of characteristics of the ith claim, with Xi ∈ k . The claims
sample is called a sample of patterns. No information is available about the true fraud class. Kohonen’s
Feature Map is a two-layered network, with the output layer arranged in some geometrical form such as
a square [7]. For each training pattern i, the algorithm seeks an output unit c whose weight vector
has the shortest distance to the sample of patterns;
weight vectors are updated using an iterative process. A topographical order is obtained, which is the
basis for visual identification of the underlying patterns. We can find an application to automobile bodily
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injury claims in [7], where four fraud suspicion levels are derived. Feed-forward neural networks and a
back-propagation algorithm are used to acknowledge
the validity of the Feature Map approach. Comparative studies illustrate that this technique performs
better than an insurance adjuster’s fraud assessment
and an insurance investigator’s fraud assessment with
respect to consistency and reliability. In [18] fuzzy
methods are used to classify claims. The method
is inspired in the classic clustering problems (see
Multivariate Statistics) of grouping towns in rating territories. Another unsupervised method is the
principal component iterative discriminant technique
[6]. It is an a priori classification method that can be
used to assess individual claim file suspicion level
and to measure the wealth of each indicator variable.
A critical assumption is that the indicators need to be
ordered categorically and the response categories of
indicators have to be prearranged in decreasing likelihood of fraud suspicion in order to construct the
scores.

Other Classification Techniques: Data Mining,
Neural Networks, and Support Vector Machines
A feed-forward multilayer perceptron is a neural network system that connects the information conveyed
in the input data set of classified claims with the target groups, through a function mapping [35]. Neural
networks are extremely flexible, the main disadvantage being that we cannot clearly perceive the effect
of each fraud indicator characteristic. This is usually called a black box system because the user does
not identify the separate influence of each factor on
the result. Vector support machines are similar models, but the output is a high-dimensional space. They
can be expressed as an optimization problem, whose
solution is linked to a classifier function. In [28],
a large-scale hybrid knowledge and statistical based
system aimed at scanning a large amount of health
insurance claims is presented. Knowledge discovery
techniques are used in two levels, the first one integrates expert knowledge-based ways of identifying
unusual provider behavior, and the second one uses
tool searches and constructs new rules. Similarly, we
can find in [31] an application aimed at reducing the
number of no payable insured claims. The method
implemented there is a hierarchical Bayesian logistic
regression model. Viaene [35] compared the classification techniques that are used in fraud detection
through the predictive power.

Evaluating the Performance of Detection
Systems
In order to assess the effectiveness of an audit strategy
driven by a detection system, a simple method is
to take the fraud score generated by the system for
every claim in the sample. Usually, the score is
expressed as an integer between 0 and 100, where
the higher the score the more likely it is that the
claim is fraudulent. The sample size is denoted by
N . In order to obtain the final binary classification,
one should fix a threshold c. Let Na be the number
of claims in the sample with a fraud score larger
than c. Correspondingly, Nc is the number of claims
in the sample with a score lower or equal to c.
If the model we used to calculate the score were
a perfect classifier, then all the claims in the first
group would be fraudulent and all the claims in
the second group would be honest. The number of
fraudulent claims in each group is called Nfa and
Nfc , respectively. The number of honest claims in the
high score group is N ha and the number of honest
claims in the low score group is N hc . A two by
two table can help understand the way classification
rates are calculated [25]. The first column shows the
distribution of claims that were observed as honest.
Some of them (N hc ) have a low score and the rest
(N ha ) have a score above threshold c. The second
column shows the distribution of the fraudulent
claims in the same way. Finally, the marginal column
presents the row sum.

Score ≤ c
Score > c

Observed
honest

Observed
fraud

N hc
N ha

Nfc
Nfa

Nc
Na

The usual terminology is true positive for Nfa
and true negative for N hc . Correspondingly, Nfc are
called false negative and N ha are referred to as false
positive.
If an audit strategy establishes that all claims with
a score higher than c are inspected, then the percentage of the sample that is examined is Na /N , which
is also called the investigative proportion. The rate of
accuracy for fraud cases is Nfa /Na and the rate of
detection is Nfa /(Nfa + Nfc ), also called sensitivity.
Specificity is defined as N hc /(N ha + N hc ). Rising c
will increase the rate of accuracy. If we diminish c
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the rate of detection will increase, but it will also
increase the number of claims to be investigated, and
consequently the auditing costs [3].
Many models produce a continuous score, which
is then transformed into a binary output using threshold c. If only the final class is given by the prediction
method, one can construct the previous classification
table in the same way.
Another model performance basic measure is the
receiver operating characteristic (ROC) curve and
the area under the ROC curve, called AUROC [35].
In order to visualize the ROC curve, one should
select a grid of different c thresholds, then compute
the previous classification table for each c and plot
Nfa /(Nfa + Nfc ) versus N ha /(N ha + N hc ), that is,
sensitivity in the y-axis versus (1-specificity) in the
x-axis, for each different threshold c. All the points
in the plot are linked together starting at (0,0) up to
(1,1). A curve similar to the one shown in Figure 1
is obtained. The AUROC is the shaded zone under
the ROC curve and above the bisectrix in Figure 1.
The larger the AUROC, the better the predictive performance of the model, because if a model produces
good predictions, sensitivity and specificity should be
equal to 1. This corresponds to the point (0,1) and the
maximum area is obtained.

Lessons for Model Implementation
Models for completely automated fraud detection
do not exist. Practitioners who implement detection models should bear in mind that new forms of
fraudulent behavior appear each day. The upgrade of
indicators, random audits, and continuous monitoring
are essentials, and the most efficient ways of keeping
a good track of fraud detection systems. They can
also help prevent an audit strategy from becoming
corrupted.
Basic measures to monitor fraud detection are
total claims savings due to fraud detection and total
and relative number of observed fraudulent claims.
Statistical analysis of the observed fraudulent claims
may provide useful information about the size and
the types of fraud the system is helping to find out.
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MONTSERRAT GUILLEN

Free Riding
To understand the concept and implication of free
riders, we start with Samuelson’s [7] differentiation
of public goods versus private goods. A public good
is a commodity that is available for consumption by
many people and that has the property that consumption of the good by one person does not preclude
its consumption by other people. Such goods (unlike
private goods) are nondepletable, nonrival and nonexclusionary in the sense that once they are available
to one, they are available to all, and they can be consumed by the others (the free riders) at no additional
marginal cost. Examples of public goods include
national defense, road and railway systems, national
health systems, public water systems, airwave television and radio, and information. Cozzi [2], for example, examines the issue of free riding in Research
and Development (R&D) activities where one firms’
use of a new design does not preclude its use by
another (nondeveloping) firm. He shows that cooperative behavior among firms will result in an enforcable
equilibrium only if the technology goes above a certain level. Once created by anyone for consumption,
other people cannot be excluded from using (consuming) the goods even though they did not personally
help pay for the creation of the good. In insurance,
unemployment insurance, when there is little or no
monitoring of job search activity by the individuals
seeking to collect on the insurance, creates a free rider
problem since those who do not seek employment can
nevertheless collect on the unemployment insurance.
Owing to the unique nature of nondepletable,
nonexclusive public goods, private provision of these
goods may cause the following problem: once one
individual provides the good, everybody else can benefit without necessarily providing it himself. Under
this circumstance, a consumer’s preferences and
choices are not only dependent on their own decision (as in the case of private goods), but also will
depend on others’ choices. This situation is called
an externality of choice in economics. Formally, an
externality is present whenever the well being of a
consumer or the production possibilities of a firm are
directly affected by the actions of someone else in the
economy. In the case of nonexclusive, nondepletable
goods, the externality is caused because the individuals in the economy who are not paying are consuming, and hence affect the well being of the others.

Standard economic theory of pricing equates
marginal cost to marginal benefit; however, for these
public goods the marginal cost is zero (for the free
riders) so they should be priced at zero. The problem
is that if they are priced at zero, they will generally
not be produced. Stated another way, the free rider
problem is that, for a nonexclusive nondepletable
public good, the equilibrium or market level of
production of the good is less than the societally
optimal level of production of this good (as will
be shown below). Even though it is individually in
the best interests of the free riders not to contribute
to the cost of production of the public good, in
the ensemble, all would agree that more should
be produced. The n-person prisoners’ dilemma is
a variant of this problem: what is individually best
for everyone working together can be suboptimal
individually.
To see that the market production of a nonexclusive, nondepletable public good is less than the
societally optimal level of production, we first derive
the societally optimal quantity of the good to be produced [5]. For this, assume there are n consumers
in the populations with risk-averse (i.e. increasing
concave) utility functions U1 , U2 , . . . , Un and that
the cost of producing a quantity q of the good is
c(q) with c > 0 and c > 0. The optimum quantity
to produce qopt is the solution to the problem
Maxq

n


Ui (q) − c(q).

i=1

(Note that since the quantity q is not depleted by
consumer i using it, there is no subscript on q in the
summation, as all are facing the same quantity level.)
Taking the derivative, we see that at the optimum
n


Ui (qopt ) − c (qopt ) ≤ 0

i=1

with equality if qopt > 0,

(1)

that is, an interior solution where the sum of the
marginal utilities equal the marginal cost.
We now derive the market or equilibrium level
of production, qmkt , when there is private provision
of the public good. To this end, let p denote the
competitive price of the public good; qi∗ denote
consumer i’s individually optimal equilibrium level
of provision of the public good at price p obtained
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by solving their own optimization



qj∗  − pqi .
Maxqi Ui qi +
i=j

Note that since the good is public and nondepletable,
the amount available (inside the utility) to consumer i for consumption in this optimization problem is not only what they provide, but also what
∗
all
 the ∗other consumers provide as well. Let q =
j ≥1 qj denote the total provided. Then by taking derivatives, consumer i’s maximization has the
solution
Ui (q ∗ ) − p ≤ 0

with equality if qi∗ > 0.

(2)

Turning now to the supply side for the good,
how much to supply is decided according to the
optimization
Maxq pq − c(q),
with solution q ∗∗ satisfying
p − c (q ∗∗ ) ≤ 0

with equality if q ∗∗ > 0.

(3)

Now, from (2) we see that if q ∗∗ > 0, then there
must be at least one consumer i0 who demands the
good, that is, qi∗0 > 0 for some consumer i0 , and hence
from (3) and (2)
Ui0 (q ∗ ) = p = c (q ∗∗ ).

(4)

Since we are in equilibrium, supply must equal
demand, so q ∗ = q ∗∗ = qmkt . Thus, from (4)
n


Ui (qmkt ) ≥ Ui0 (qmkt ) = Ui0 (q ∗ ) = c (q ∗∗ )

i=1

= c (qmkt ).


(5)

Since Ui − c is a decreasing function, the
only way both (1) and (5) can simultaneously occur
is for qmkt ≤ qopt , so the market equilibrium will
underproduce the good. In fact, from (2), we can see
that the public good is provided only by those who
derive the largest marginal benefit p from the public
good. Only they will purchase the good and all others
will be free riders.
The problem of free ridership comes into play
(in insurance) primarily in the context of social
insurance (a public good). Private insurers can
overcome this problem by restricting coverage or

denying coverage to eliminate free riders. Similarly,
governments can alleviate the problem through taxes
and monitoring so that there is an imposed cost on
anyone who has access to the public good.
Another situation in which the free rider problem
can occur in insurance and other organizations is
when there are team performance bonuses, since
workers have less incentive to work hard as the
team size increases (because their own efforts matter
less). This is a particular case of the collective action
problem wherein individuals benefit by contributing
a small amount to a collective goal or good, but each
member’s contribution is so small (say $10) that it is
not very important to the goal being realized and there
is a temptation for each person to free ride. However,
if all followed this lead, then the goal would not be
met and the collective would be worse off than the
status quo. Mutual insurance overcomes this problem
by enforcing contribution or restricting those who can
benefit from the good.
As mentioned above, the analysis of the conflict between individual and group rationality (the
collective action dilemma) is strongly related to
and frequently coexists with the free rider problem.
Tuomela [8] presents a broad overview of the subject
and presents a collective game-theoretic structure
(based on individuals’ preferences) to analyze the free
rider problem (and the collective action problem).
A game-theoretic approach to determining whether
to use a contribution-based versus subscription-based
methodology for funding a public good is examined in [6] in the context of incomplete information.
They find that if the cost is sufficiently high, there
is a strong free riding equilibrium in the contribution game. Fehr and Schmidt [4] consider the fairness
of free riding, and the fact that empirically, not all
participants in a collective action will act only in
their own self interests, but rather that some will
behave altruistically or have inequity aversion. The
effect of other participants’ economic actions on these
inequity-averse participants is investigated. Berger
and Hershey [1] address the moral hazard aspects
of the free rider problem. A more recent analysis of
the provision of public goods (like social insurance)
is given in [3].
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PATRICK BROCKETT & JING AI

Frontier Between Public
and Private Insurance
Schemes
Importance of the Issue
From an economic point of view, insurance coverage is very much like any other goods or service
purchased by households and firms. One would therefore expect individually contracted insurance coverage provided by private firms to dominate. However,
mandated coverage provided by public insurance is
common for the provision for old age, disability,
workers’ compensation, health, long-term care and
unemployment. Contributions to public insurance
amount to about 30% of the Gross Domestic Product (GDP) and are still rising in major industrialized
countries [6], whereas the premium revenue of personal lines of private insurance make up as little as
5% of GDP even in the United Kingdom, a stronghold
of private insurance. This raises the question, what
determines the frontier between public and private
insurance? and, in a normative vein, would a shifting
of this frontier be in the interest of the insured?

Reasons for the Existence of Public
Insurance
Efficiency Reasons for Public Insurance
Traditionally, public insurance has been seen as an
efficiency-enhancing arrangement that provides solutions to problems inherent in private insurance markets. In the main, there are three arguments.
1. Altruism and free riding. Rather than buying insurance coverage against a major loss, an individual
may count upon altruistic donors to provide for his
or her livelihood. Anticipating this behavior, potential donors have an interest in imposing compulsory
insurance coverage [11]. However, potential donors
may themselves be subject to free riding. While individually being willing to pay for insurance coverage
on behalf of those who would not purchase it voluntarily, they have an incentive to have other donors
pay. Forcing all potential donors to contribute to a
mandatory public scheme thus provides the solution
to these free-riding problems.

2. Adverse selection. An insurer, who ignores the
risk type of the insured and who offers a pooling
contract (i.e. a contract whose premium averages over
risks types) is threatened by financial ruin [12]. For,
a competitor can attract the low risks by offering
a reduced premium for reduced coverage. To prevent such adverse selection, the incumbent insurer
can design a high premium – high coverage policy
for the high risks and another policy for the low
risks, featuring a low premium but limited coverage. Coverage must be limited to prevent the high
risks from buying the contract designed for the low
risks as well. The low risks are rationed because
at their favorable terms, they would prefer to have
more coverage. Compared to this rationing solution,
a limited amount of mandated public insurance, calculated at the pooling average, may improve the
situation of both low and high risks [4]. High risks
profit because they obtain a part of their coverage
at a premium that is cross-subsidized by the low
risks. Low risks face a trade-off. On the one hand,
they pay a premium containing a charge for crosssubsidization for mandated coverage. On the other
hand, mandated and additional private insurance coverage result in a relaxation of the rationing constraint.
This advantage may well outweigh the disadvantage
of having to pay an excessive premium for part of
the coverage.
3. Risk-specific transaction cost. This is a variant of
an argument proposed by Newhouse [9]. Insurance
premiums invariably contain a safety loading that
may be particularly large for high risks to the extent
that their future claims are considered to have large
variance. Confronted with such unfavorable terms,
high risks may decide to go without any coverage
at all. But then, offering any amount of coverage
at the conditions for low risks would attract high
risks as well. The rationing of low risks described
in the preceding paragraph would be at its extreme.
However, if some of the coverage is provided by
mandatory public insurance, private insurers, being
in part relieved of high-variance claims, need not
impose such a high safety loading on high risks. This
enables high risks to purchase some supplementary
coverage at their terms, which in turn permits private insurers to offer a low-premium, low-coverage
contract to low risks. The concomitant relaxation of
rationing benefits the low risks.
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These arguments in favor of public insurance are
subject to two qualifications: being a pooling contract, mandated public insurance coverage needs to
be uniform. However, this uniformity precludes any
differentiation of premiums in response to differences
in risk that are due to lack of preventive effort (moral
hazard). If the probability of loss is sufficiently high,
differences in preventive effort show up in claims
experienced over time. However, experience-rated
contributions (or differentiated rates of coinsurance)
undermine the uniformity of public insurance. Lacking the possibility of premium differentiation, public
insurance is particularly susceptible to moral hazard
effects. The second qualification is that public insurance schemes are slow to adjust to changes in living
conditions that affect the demand for coverage. At a
time when individuals are becoming less likely to
be employed in the same firm, industry, or country during their entire career, uniform and unchanged
insurance coverage increasingly entails a mismatch
with differentiated preferences.

Public Choice Reasons for Public Insurance
Public choice theory is the application of economic
analysis to the public domain, that is, the behavior
of individuals as voters, members of lobbies, members of parliament, government, and bureaucracies [8,
10]. The theory’s basic hypothesis states that representatives of these groups pursue their own interests
very much like consumers and entrepreneurs in the
market domain. For example, a government needs a
sufficient number of votes to be reelected. An important way to secure votes is by pursuing policies that
redistribute income and wealth in favor of one’s constituencies. Now insurance schemes are designed for
redistribution; premiums contributed by individuals
who do not suffer a loss are used to compensate those
who suffer a loss. In private insurance, this redistribution is governed by chance. In public insurance, it is
systematic because a cross-subsidization between risk
types takes place (see the section ‘Efficiency Reasons
for Public Insurance’). Other systematic redistribution
may occur, favoring selected age, sex, or professional groups.
There is some evidence suggesting that public
insurance contributes to the chance of reelection of
a government. So-called popularity functions relate
the share of respondents expressing preference for the
incumbent and government to economic performance

indicators such as the rate of inflation and the rate of
unemployment. Using data from Australia, Germany
(West), and the United States, Schneider [13] showed
that a given percentage increase in social security in
transfer payments increased the government’s popularity as much as did a lowering of the rate of
unemployment by the same percentage. Increased
generosity in those payments had an even larger effect
on popularity than a comparable reduction in the
rate of inflation. Given these effects, it would not
be surprising to see that a government adjusts the
composition of its total budget especially around election time. Indeed, Van Dalen and Swank [15] find
evidence that the Dutch government increased social
security payments when it expected an election. For
the period 1957–1992, the election effect amounted
to an extra 13%. Conversely, no other component
of public expenditure seems to have been used for
reelection purposes to the same extent.
Some more circumstantial evidence is provided
by the following observation. To reap the efficiencyenhancing effect of mandatory insurance, it would
be sufficient to prescribe the amount of coverage
and the premium to be charged, leaving the implementation of the scheme to private insurers. Under
the public choice of view, such a solution is not
in the interest of a public bureaucracy that derives
its power and prestige from an extended domain of
authority. However, this preference may be held in
check by direct democratic control. Institutions of
direct democracy are known in the United States
and in Switzerland, two countries that differ importantly in many other aspects. Yet, they are similar
in that the provision of old age and of health insurance is sourced out to an important degree in both
countries [17]. Finally, the growth of public insurance noted in the section ‘Importance of the Issue’
cannot be easily related to an increasing relevance of
altruism, adverse selection, and risk-specific transaction cost. Rather, the explanation seems to lie with
the continuing search by political decision makers for
hidden ways to redistribute income and wealth and to
expand their authority.

Challenges to the Existing Frontier
between Public and Private Insurance
At least four challenges can be discerned that may
affect public and private insurance differently, thus

Frontier Between Public and Private Insurance Schemes
possibly resulting in the interest to shift the frontier
between them.
1. Population aging. In major industrialized countries, the number of individuals aged 65 and more,
relative to those in the working age (15–64)
will increase dramatically, especially after 2020 [16,
p. 188]. Without any public insurance, individuals
would be predicted to adjust to increased longevity
by increasing their savings during their active life
to provide for old age, purchasing more private
pension insurance, disability insurance, and health
insurance, and/or deferring their retirement. Public
insurance typically imposes increased contributions,
which makes savings during active life more difficult.
Viewed over the entire life cycle, the medium voter is
predicted to opt for less social security and more private saving [3]. Therefore, this challenge may cause
a demand for shifting the frontier between public and
private insurance.
2. Increase in the number of single-person households. In the course of the last 30 years, the share
of one-person households has doubled in the United
States and other countries are experiencing an even
more marked increase [14]. Since members of a
household typically provide some mutual support in
the event of illness, unemployment, and disability,
this change of household composition implies an
increased reliance of individuals on formal insurance.
To the extent that private insurers can adjust more
rapidly to this change, they may be at an advantage.
3. Accelerated technological change. The more rapid
depreciation of acquired skills serves to increase the
risk of unemployment. Barr [2] argues that private
insurance cannot provide a solution because incentives to engage in adverse selection would be overwhelming. In health care, new, more costly medical
technology is becoming available. Here, private supplementary health insurance may be called upon to
grant access to the newest medical technology. In
all, accelerated technological change has the potential of shifting the frontier between public and private insurance, but not necessarily in favor of private insurance.
4. Opening up to international competition. Up to the
present, national public insurance schemes have not
been exposed to international competition. Individuals cannot choose the insurance scheme they want to
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adhere to, and they traditionally had to claim the benefits in the home country of the scheme. The second
restriction has been lifted at least within the European
Union, where full portability of social insurance benefits is the rule of the law, pursuant ordnance (EEC)
No. 1408–71, reaffirmed by the European Court of
Justice on May 3, 1990. National public insurers have
been slow to implement full portability. Private insurers are much more used to competing for clients and
following them internationally. Thus, opening up to
international competition may create another demand
for shifting the frontier in favor of private insurance.

Measuring the Performance of Insurance Systems
The criteria used to assess the performance of entire
insurance systems are social adequacy, efficiency,
flexibility, and transparency [2]. A preliminary ranking in terms of efficiency and possibly social adequacy can be derived from economic portfolio theory.
Following Doherty [5], insurance coverage is viewed
as one among several assets. Investors are assumed
to put positive value on expected rates of return and
negative value on volatility. Since premiums and contributions do not contain a strong stochastic element,
the relevant issue is the stochastic nature of insurance
benefits, which may be more or less generous than
expected. Simplifying further, the expected rates of
return of private and public insurance can be assumed
to be roughly comparable. Private insurance contracts
offer a rate of return that can be approximated by
the risk-free interest rate on capital markets. Public
insurance also has a rate of return because benefits under pay-as-you-go conditions vary with labor
income [1]. As it happens, the longer-run rate of
growth of labor incomes does not differ systematically from the rate of interest in major industrial
countries [18]. Now, an efficient portfolio is characterized by a minimum variance of returns for a given
value of expected returns [5]. In the present context,
an insurance system consisting of a public and a private component helps individuals reach the efficient
frontier of their assets if it minimizes the variance of
its total benefits. This in turn requires deviations from
expected values of benefits to be negatively rather
than positively correlated across lines of insurance.
At the aggregate level, these deviations can be
equated to deviations from trend values in the benefits
of public and private insurance and their correlation
coefficients calculated. In private insurance in the
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United States, three major lines are distinguished,
giving rise to three (partial) correlation coefficients
for trend deviations of benefits. For example, in the
period from 1974 to 1992, deviations in private life
insurance and private health insurance exhibit a correlation of 0.28. Indeed, all correlations are positive
rather than negative, without however reaching statistical significance. In German private insurance, four
lines are distinguished, giving rise to six possible correlation coefficients. Two of them are significantly
positive, pointing to a somewhat less than perfect performance of private insurance coverage as an asset.
In US public insurance, seven major lines are distinguished. Out of the 21 possible correlations, six
are significantly positive and only two are negative.
The situation in Germany is even more extreme,
with eight out of nine possible correlations significantly positive. Therefore, while risk diversification
may be less than perfect in private insurance, it is
even less perfect in public insurance. However, the
performance of insurance systems as a whole also
depends on the interplay between its two components. In the case of the United States, there are 21
(= 3 × 7) possible correlations, of which 9 are significantly positive. In the case of Germany, out of
20 (= 4 × 5) possible correlations, 5 are significantly
positive. Thus, one obtains the impression that private insurance in the two countries contributes to
a reduction in an individual’s total asset volatility,
while public insurance does not seem to perform
too well. However, one must bear in mind that this
assessment is based on aggregate data rather than
individual observations. In particular, deviations from
expected values may well be uncorrelated at the individual level while macroeconomic factors, such as a
recession, cause positive correlation between individuals that is reflected in the aggregate data (for more
details, see [18]).

Moving the Frontier between Public and
Private Insurance?

are necessary. One is the abolishment of the
so-called separation of insurance lines. Insurance
regulation requires companies to hold reserves for
their major lines of business separately, in the main
to prevent cross-subsidization of premiums in favor
of non-life business, using up reserves accumulated
in life business. However, distinguishing crosssubsidization from efficient use of pooled reserves
has been possible ever since the contribution by
Kahane and Nye [7]. The second reform is to
permit insurers to fully profit from international asset
diversification rather than requiring them to hold
government bonds. In this way, they become better
able to hedge risks from their underwriting business
that they have traditionally avoided. For example,
health and disability risks may well be positively
correlated in a given market but can be hedged at least
to some degree by holding assets fully diversified
across markets.
However, if the arguments advanced in the section
‘Reasons for the Existence of Public Insurance’ are
true, such reform proposals will meet with resistance by governments who fear to lose control over a
powerful instrument available for securing success in
reelection. Another major loser from a privatization
program would be the public bureaucracy. Nevertheless, in view of the four challenges cited it seems that
the heydays of uniform national solutions for covering the essential risks facing individuals are over.
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Incomplete Markets
There is an increasing and influential literature on
insurance theory in complete (and perfect) markets.
This literature does not, or if at all only rarely, address
questions related to incomplete (and/or imperfect)
markets. However, most results of the Arrow–Debreu
model depend critically on the assumption of complete and perfect competitive markets. In most situations, because of transaction costs, markets are neither complete nor perfect. In the following sections,
a simple framework is developed to study incomplete
(and imperfect markets).
In the next section, I define some of the terms that
will be used throughout the exposition and clarify
the distinction between complete/incomplete and perfect/imperfect markets. In the section ‘A Broad Outline (of Incomplete and Imperfect Markets)’, a broad
outline of the theory and its consequences are given.
In the section ‘Imperfect Insurance Markets’, I apply
the framework developed to imperfect markets.

Definitions
A market system is called complete, if there is
the possibility, with given ‘insurance prices’ q =
(q1 , . . . ., qS ), to write exchange contracts for income
in a state of nature s against income in another state of
nature z with the relative prices qs /qz (s = 1, . . . , S).
The vector y = (y1 , . . . , yS ) of payments fixed by
such a contract shows the insurance demand. In other
words, ‘contingent claims can be written on every
state of nature without restrictions’ ([24], p. 134). A
somewhat weaker condition is the ‘spanning’ condition, where contingent claims can be constructed
by linear combination of other contingent claims so
that the number of contingent claims is equal to the
number of states of nature.
If this condition is not given, a market system
is called incomplete. In particular, the number of
contingent claims is smaller than the number of states
of nature – or more generally, the number of existing
insurance, futures, shares, and asset markets, and
the combination of these markets is less than the
number of states of nature. Formally, there are 
(k = 1, . . . , ) assets and S (s = 1, . . . , S) states of
nature. The value of the kth asset at the end of the
period, inclusive of all received incomes (e.g. interest

and dividends) during this period is bks . When one
unit of a typical asset k yields the return rks in state
s, then the individual who bought zk units of the
different assets, has in effect bought

ys =
rks zk
k

units of contingent claims of type s. In other words,
there are assets or ‘combined assets’, which are in all
essential characteristics equal to contingent claims, if
S = . The consequence is that many individuals are
unable to exchange certain risks separately.
A perfect insurance market, on the other hand,
is a market in which the following assumptions are
fulfilled: Trade in and administration of contingent
claims can be done without transaction costs; there
are no taxes; every market participant disposes of
the same and costless information about contingent
claims and the market itself; in particular he/she
knows the ruling market prices (for consumption
goods, production factors, and claims prices). Every
participant takes the prices as given, that is, his/her
decisions (demands) have no influence on prices.
Furthermore, there are normally no restrictions as
to positive or negative demands (of insurance); this
seems plausible because without transaction costs,
demand and supply of insurance are interchangeable.
The (insurance) market is frictionless, in particular,
parts of insurance contracts (i.e. contingent claims)
are tradable. Traders have no preferences with respect
to location or time or seller. If these conditions are
not given – and on real markets they are not given –
such a market is called imperfect. The consequences
are that the assets are different, the financial decision
of the firm with respect to capital structure influences
the asset prices (the Modigliani–Miller theorem is
not valid, and hence there is a systematic separation
between ‘market’ and ‘nonmarket’ activities), and an
element of monopolistic competition occurs.
In the literature, these two definitions are normally
not exactly separated because there are interrelationships between these definitions. Both incomplete and
imperfect markets give insurance companies some
discretion as to the design and prices of insurance
contracts. The fundamental reason for both phenomena (incompleteness and imperfection) lies in
‘transaction costs’. Transaction costs exist because
of (real) trading costs, lack of information, and
other restrictions. According to Arrow ([4], p. 17),
there are two reasons for transaction costs: exclusion
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costs and costs of communication and information.
Fundamentally speaking, exclusion costs also relate
to uncertainty and the necessary information gathering. Hence, Allais ([1], p. 286/7) also relates the
imperfection of insurance markets to the imperfection
of information.
Furthermore, when the information of an individual is limited, then it is also possible that different
individuals have different information. Opportunism
(see [30], p. 317) then leads to moral hazard and
adverse selection.

5.

6.

7.

A Broad Outline (of Incomplete and
Imperfect Markets)
Within the Arrow–Debreu model with complete markets, a competitive equilibrium exists – on almost
standard assumptions – and is Pareto optimal. Here,
it does not matter whether a firm acts directly on
the (contingent claims) exchange market to get rid
of its risks or it acts via the (share) owners. Different individuals or firms have the same possibilities
of reaching or acting on the existing markets. The
Modigliani–Miller theorem holds, and the market
value is independent of the financial structure or
the relationship between equity and debt. The most
demanding assumption of the Arrow–Debreu model
is the requirement that the asset market be complete.
This means that for each state of nature (or in a
dynamic version, for each date-event), a portfolio of
securities (or contingent claims) exists that pays off
one unit of revenue at that state of nature (date-event)
and zero otherwise.
Partially because of logical, partially because of
empirical reasons, the market system is incomplete.
In general, one can distinguish several arguments in
favor of incomplete markets [24]:
1. ‘Social risks’ such as war, earthquakes, and
nuclear hazards.
2. General market risk or systematic risk that cannot be diversified away, in other words, there are
macroeconomic, political, and technological factors that commonly affect market performance.
3. Informational asymmetries might preclude the
making of contracts, because – as Radner [22]
has remarked – contracts can be written only on
common knowledge of the contracting parties.
4. Transaction costs of insurance might render
insurance too expensive on some risks for some
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individuals because the market is too thin. ‘The
same holds true for informational costs’ ([24],
p. 136).
Searching costs for an insurer and the appropriate
coverage options may outweigh the potential
benefit of coverage.
There are nonmarketable assets such as the psychic costs of a loss (see e.g. the insurance of
so-called ‘irreplaceable commodities’ [5]) or the
loss of one’s own human capital [16].
The ‘generational sequence’ points to the problem that the living generation cannot sign contracts with the future or the unborn generation
(‘generational contract’). Therefore, risk sharing
is limited because future generations are naturally
excluded from financial or risk markets [18].
Risk versus uncertainty. The estimation of risks
and the existence of (objective) probabilities are
preconditions for insurance contracts. The less
information about the risk is available, the higher
is the estimation error, which in turn increases the
risk of insolvency of the insurer. Risk aversion,
limited diversification of the portfolio, or even
public regulation lead to higher loadings and
hence higher insurance prices [20].

The consequences of incomplete markets are first,
that the competitive equilibrium portfolio allocations
are not Pareto optimal. However, there are conditions, that ensure that an equilibrium is also Pareto
optimal in this case. Second, in this situation, prices
acquire an additional role to that of conveying the
aggregate scarcity of commodities: In conjunction
with the asset structure, commodity prices determine
the span of the matrix of asset payoffs in terms
of revenue, the attainable reallocations of revenue
across states of nature. And it is this dependence of
the attainable reallocations of revenue on prices that
renders the existence of competitive equilibria problematic. Given that prices convey information, that is,
that the competitive price mechanism does not eliminate differences of information across individuals,
then noninformative rational expectations equilibria
exist [19]. Third, different individuals or firms may
have different possibilities of entering or acting on the
existing markets, hence, it is of interest whether firms
themselves insure their production risks or not [10].
In other words, when indeterminacy prevails, neutrality, that is, the separation of nominal and real variables at equilibrium, cannot be claimed. Fourth, the

Incomplete Markets
determination of firm behavior is ambiguous because
profit maximization is not well-defined (see, [21]).
The market value of the risks of different production plans is ambiguous. With incomplete markets,
the criteria under which firms make investment and
financing decisions are not evident: diverse shareholders optimizing under multiple budget constraints
need not be unanimous (see, [28]). This is, in particular, important when the firm (e.g. an insurance
company or a bank) is organizing the market itself
(see, [10]).
It is of interest to realize that – because of the
incompleteness of risk markets – different risks are
treated on institutionally divided groups of markets
in which, however, the exact delimitation is fluid
(or inexact). There are capital markets in which
production or profit risks of firms are traded. The
collective price risks of foreign currency, national
resources, and other goods are allocated by future
and option markets. Only very specific, and mostly,
individual risks can be written in insurance contracts
and traded on insurance markets. Only very recently,
are there contracts combining insurance and financing
(see Alternative Risk Transfer). Finally, a great deal
of coverage is mandatory and/or provided by social
insurance. There is still, however, no satisfactory
explanation of the differences and interrelationships
between these groups of risk markets.
Despite the fundamental equivalence, even in theory the consequences of informational costs and
hence of incomplete markets are discussed in different branches of the literature:
•

•

General equilibrium theory with incomplete
markets anticipated by Arrow [3] and Diamond [6] and expressed in general form first by
Radner [22] and Hart [11]. In a recent paper,
Levine/
Zame [15] argue that incompleteness of intertemporal financial markets has little effect (on welfare, prices, or consumption) in an economy with
a single consumption good, provided in particular
that there is no aggregate risk. While traditional
models with incomplete markets take the market structure (and the number of securities) as
exogenous, Allen and Gale [2] consider a model
in which the market structure is endogenous.
CAPM (capital asset pricing model) starting
instead with reduced form preferences defined
on the assets themselves (see [7, 9, 17]). Of

•
•
•

3

relevance here, is also the finance literature where
the standard asset pricing model has a great deal
of trouble explaining the observed high rates of
return on equities (the ‘equity premium puzzle’)
and the low rates of return on riskless securities
(the ‘riskless rate puzzle’, see, [29]).
Moral hazard and adverse selection.
(a starting strand of literature) on noncompetitive
and/or imperfect insurance markets.
Nonelimination (or existence) of background
risk, that is, it is not possible for insurers to
fully insure all risks, even when there are private and nonprivate insurance markets (as e.g.
social insurance).

In the following section, only the area of imperfect
insurance markets is discussed further.

Imperfect Insurance Markets
Given the fact that markets are incomplete, indeterminacy prevails and the Modigliani–Miller neutrality
proposition may fail. Any change in the distribution
of securities will, in general, change the distribution
of prices. Hence, as observed by Stiglitz [26], the
nature of the risky assets changes. This, in turn, may
cause insurance companies to not act only as price
takers. Therefore, one faces the problem of how to
construct models of the ‘real world’ where insurance
companies (or banks or more general: financial intermediaries) are ‘market makers’.
The starting point is asymmetric information (adverse selection, moral hazard), where Rothschild/Stiglitz [23] and Helpman/Laffont [13] have shown the
conditions under which an equilibrium (in the strict
sense of price-taking behavior) exists (see also [12,
27]). The source of the (possible) nonexistence of a
(competitive) equilibrium is a nonconvexity of preferences: A small change in the premium (or the
premium-benefit ratio) causes a drastic change in
the behavior of the individuals (and leads e.g. to an
abrupt substitution of insurance coverage by preventive measures). In other words, the expected profit
on the sale of one unit of insurance depends on
the total amount of insurance bought by the individual, insurance units are no longer homogeneous.
Therefore, the behavior of a competitive insurance
market depends on whether it is possible to introduce a nonlinear premium schedule (i.e. the premia
vary with the amount of coverage demanded) or to
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limit (ration) the amount of insurance every individual can purchase. This quantity rationing is feasible if
all insurers exchange information about the contracts
they concluded (see [14]). However, there might exist
equilibria without communication in which quantity
rationing is effective because insurers have some
monopoly power (see [12]).
Another possibility is to change the equilibrium
concept. Rothschild/Stiglitz [23] assumed Nash–
Cournot behavior: every insurer takes the actions of
the other insurers as given while choosing its best
insurance offer. Wilson [31] instead assumed that the
insurer, while making an offer, expects the other
insurers to immediately withdraw any other contract
made unprofitable by the same offer. This may be
called a reaction equilibrium. It can be shown that if a
Nash–Cournot equilibrium exists it is also a reaction
equilibrium. If, however, no Nash–Cournot equilibrium exists then a reaction equilibrium exists, and
it is a pooling equilibrium, in the sense that this
contract is bought by all risk classes. However, this
‘pooling equilibrium’ is in general, inefficient compared to a ‘transfer equilibrium’ where the ‘good
risks’ can subsidize the contracts of the ‘bad risks’,
and both contracts break even (see, [25]). However,
these two equilibrium concepts are of interest only
when there are a few insurers who can influence the
market outcome.
Insurance companies will change from pure price
competition to price-quantity or contract competition
(see, [8]). This then is equivalent to the notion of
Bertrand competition in oligopolies or price-setting
firms. Here, insurers independently formulate their
insurance offers (contracts) and prices. When insurers maximize the mathematical expectation of their
profits, and the costs are proportional to the written contracts, the equilibrium allocation and prices
of this Bertrand model are identical with those of
a perfect and complete market system. However,
the existence result depends on the assumption that
individuals can buy only nonnegative insurance coverage, and there are no nonconvexities. The resulting
competitive equilibrium is not Pareto optimal. Given
the situation that insurance markets typically show
only a limited number of insurance companies, one
may question whether the high intensity of competition assumed in this Bertrand paradigm is a good
description. Furthermore, quantity restrictions leave
the individual with an incompletely diversified or
some residual risk (background risk).
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Insolvency
Evaluating the Insolvency Risk of
Insurance Companies
The objective of insurance is to provide risk pooling
and diversification for individuals and business firms
facing the risk of loss of life or property due to contingent events. Each individual unit insured through
an insurance enterprise pays a premium to the insurer
in return for the promise that those individuals suffering a defined loss event during the coverage period
will be compensated for the loss by the insurance
company. Some period of time elapses between the
date of issuance of the insurance contract and the
payment of losses to claimants against the pool. This
can be anywhere from a few weeks, as in the case of
short-term property insurance policies, to a period
of years or decades, as in the case of long-tail liability
insurance policies, life insurance, and annuities. The
insurance company holds the funds generated by collecting and investing premiums to finance the claim
payments that are eventually made against the pool.
Because losses can be larger than expected, insurance companies hold equity capital over and above
the expected value of future claim costs in order to
ensure policyholders that claims will be paid in the
event of adverse deviations. Nevertheless, there is
a significant risk that the funds held by the insurer
will be inadequate to pay claims. This is the risk
of insolvency or bankruptcy, which provides the primary rationale for the intense regulation of insurance
companies worldwide.

Classic Actuarial Risk Theory Models
Insolvency risk has been studied in a number of
contexts that are relevant for the evaluation and
modeling of this type of risk in the insurance industry.
The most familiar actuarial treatment of the topic is
the extensive actuarial literature on the probability of
ruin. A classic treatment of ruin theory is provided
in [2], and more recent introductions with extensions
are presented in [14, 20]. In the classic actuarial ruin
probability model, the insurer is assumed to begin
operations with initial surplus (equity capital) of U0 .
It receives a stream of premium income over time,
which is denoted by Pt , defined as the cumulative

amount of premiums received up to time t, and also
pays claims over time, where the cumulative amount
of claims payment from time 0 until time t is denoted
Lt . The company’s surplus at time t is given by
Ut = U0 + Pt − Lt

(1)

The variables Pt and Lt are stochastic processes,
which can be modeled in discrete time or continuoustime with either finite or infinite time horizons.
For purposes of this discussion, a continuoustime, infinite horizon ruin probability problem is
considered. On the basis of the surplus process in
equation (1), the continuous-time, infinite horizon
ruin probability can be defined as
ψ(u) = 1 − φ(u),

(2)

where φ(u) = the survival probability, defined as
φ(u) = Pr [Ut ≥ 0

∀t ≥ 0|U0 = u] .

(3)

The premium accrual rate is usually modeled as a
simple linear function of time: Pt = (1 + π)E(L1 )t,
where π = a positive scalar representing the risk
(profit) loading, and L1 = losses in a time period of
length 1, and E(L1 ) = the expected value of L1 .
The claims process is often modeled as a
compound Poisson process, where the number of
claims Nt from time 0 to time t is generated by
a Poisson frequency process, and the amount of
each claim is given by an independent, identically
distributed random variable Xi , i = 1, 2, . . . , Nt . The
Poisson arrival rate is assumed to be constant and
equal to a scalar λ. The Poisson process is assumed
to be independent of the claim amount distribution,
f (Xi ) = a probability density function defined for
Xi > 0.
An important result in ruin theory is Lundberg’s
inequality, which provides an upper bound for the
ruin probability ψ(u), that is,
ψ(u) ≤ e−κu ,

u ≥ 0,

(4)

where the adjustment coefficient κ is the solution to
the following equation:
1 + (1 + π)µκ = E(eκX ),

(5)

where µ = E(Xi ). In order to determine the upper
bound, it is necessary to solve equation (5) for κ.
These results are demonstrated rigorously in [2, 20]
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and have been extended in numerous books and
journal articles.
The simple but elegant results of actuarial ruin
theory have had a profound impact on actuarial
thinking over the years. Unfortunately, however, they
have generally proven to be difficult to apply in
realistic practical situations. One serious limitation is
that the model considers only one source of risk – the
risk of the cumulative claim process, Lt . However,
insurance companies are subject to numerous other
sources of risk that can be at least as significant
as the claim process risk. Two important examples
are investment risk and the risk of catastrophes.
The investment of the funds obtained from premium
payments and equity capital providers exposes the
insurer to investment risk, that is, the risk of loss
in value of investments held by the insurer or
the risk that the insurer does not earn sufficient
returns on investment to pay claims. Catastrophes,
the correlated occurrence of losses to many exposure
units simultaneously, for example, from a hurricane
or an earthquake, pose a problem because such
losses violate the statistical independence assumption
underlying the standard compound Poisson model.
Models of insurer insolvency that attempt to deal with
these and other sources of risk are discussed in the
remainder of this paper.

Modern Financial Theory
Modern financial theory has provided important alternative approaches to the problem of modeling insurance company insolvency risk. The most important
financial models are based on option pricing theory
and were initially developed to model returns on risky
corporate debt, that is, corporate debt securities subject to default risk.
The seminal financial paper on modeling risky
corporate debt is Merton [24]. Merton’s results have
since been extended in numerous papers, including [18, 22, 23, 26]. The models have been applied to
insurance pricing and insolvencies in [6, 29]. Financial models consider the firm (insurance company) as
having a market value balance sheet with assets (A),
liabilities (L), and equity (E), where A = L + E.
In the most basic model, assets and liabilities are
assumed to follow correlated geometric Brownian
motion processes
dA = µA A dt + σA A dzA ,

(6)

dL = µL L dt + σL L dzL ,

(7)

where µA , µL = instantaneous growth rates in assets
and liabilities, respectively; σA2 , σL2 = instantaneous
variances of the growth rates in assets and liabilities; and zA (t), zL (t) = standard Brownian motion
processes for assets and liabilities, where dzA dzL =
ρAL dt expresses the relationship between the two
processes. A process z(t) is a standard Brownian
motion if it starts at 0 (z(0) = 0), is continuous in t,
and has stationary, independent increments, where
the increments z(t) − z(s) are normally distributed
with mean 0 and variance |t − s|. Brownian motion
in the geometric specification in (6) and (7) incorporates the assumption that assets and liabilities are
jointly log-normal, often a good first approximation
for the asset and liability processes of an insurer.
Continuing with the basic model, the insurer is
assumed to begin operations at time zero with assets
of A0 and liabilities of L0 . Both processes are allowed
to evolve to a contract termination date (say time
1 to be specific), when losses are settled. If assets
exceed liabilities at the contract termination date,
the claimants receive loss payments equal to L1
and the insurers’ owners (residual claimants) receive
E1 = A1 − L1 . However, if liabilities are greater than
assets at the termination date, the owners turn over
the assets of the firm to the claimants, who receive
A1 < L1 , representing a classic default on a debt
contract. The payoff to the claimants at time 1 can be
written as: L1 − Max(L1 − A1 , 0), that is, the amount
L1 minus the payoff on a put option on the assets of
the firm with strike price L1 .
An analysis of the insolvency risk can be made at
times prior to the termination of the contract by calculating the expected present value of the put option
to default. (Actually, it is the risk-neutralized value
of the process (see [27] for discussion).) Under the
assumptions specified above, including the important assumption that settlement cannot occur before
time 1, the value of the put option (called the insolvency put option) can be calculated using a generalization of the Black–Scholes put option pricing formula
P (A, L, τ, r, σ ) = −AN (−d1 ) + Le−rτ N (−d2 ),
(8)
where A, L = values of assets and liabilities at time
τ prior to the settlement date, σ 2 = the volatility
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parameter = σA2 + σL2 − 2σA σL ρAL , N (·) = the standard normal distribution
function, d1 =
√
√ [ln(A/L) +
(r + (1/2)σ 2 )τ ]/(σ τ ), d2 = d1 − σ τ , and r =
the risk-free rate of interest. This model is a generalization of the standard Black–Scholes model in
that both the asset value (A) and exercise price (L)
are random. This model has been used in various
applications, including pricing risky bonds, modeling
risk-based capital for the insurance industry [3], and
developing risk-based premiums for insurance guaranty funds [6].
Two important generalizations of the model can
make it more realistic for evaluating real world insurers. The first is to generalize the asset and liability
stochastic processes to incorporate jump risk, that
is, the risk of discrete changes in assets and liabilities. Jump risk was first introduced into the model
by Merton [25], who incorporated jumps in assets.
The model was later extended by Cummins [6]
to include jumps in liabilities (loss catastrophes),
which have particular applicability in insurance (see
also [30]). Jumps are introduced by modifying the
processes in (6) and (7) to incorporate a Poisson
process, which generates jump events at discrete
but random intervals. Each jump has a multiplicative effect on assets or liabilities. In the case of
assets, jumps can be either positive or negative but
for practical purposes, jumps in liabilities are generally modeled as being positive. By modeling jump
magnitudes using a log-normal distribution, closedform expressions can be obtained for the value of the
insolvency put option.
The second important generalization of the standard risky debt model has been to incorporate
stochastic interest. This is important because insurers
face investment risks in their portfolios from changes
in interest rates and in the term structure of interest
rates. Such random fluctuations can be incorporated
by specifying a stochastic model analogous to (6) and
(7) to represent the interest rate process, thus replacing the constant risk free rate r of the standard model.
Heath, Jarrow, and Morton [16] develop a class of
models that introduce stochastic interest rates in bond
pricing, which could be applied to insurance pricing
and solvency evaluation. Although Heath, Jarrow,
and Morton and other authors present closed-form
pricing models incorporating stochastic interest and
other complications, much of the applied work in the
more advanced modeling areas uses simulation and
other numerical methods.

3

Dynamic Financial Analysis
Although both actuarial ruin theory and modern
financial theory provide important and elegant models that can be used to analyze insurance company
solvency, even the most advanced of these models
generally cannot represent all the significant risks
that can affect insurer solvency. As a result, actuaries and financial engineers have begun to develop a
new class of models in a modeling process known
generically as dynamic financial analysis (DFA).
Dynamic financial analysis involves the prospective
modeling of the future cash flows of an insurance
undertaking, considering all relevant events that could
have an impact on those cash flows. In addition to
its uses in evaluating an insurer’s solvency, dynamic
financial analysis also can be used as a management
decision-making approach for pricing insurance contracts, evaluating entry into or exit from geographical
regions or lines of business, measuring the potential effects of mergers and acquisitions, and so on.
The Casualty Actuarial Society [4] states the role
of DFA as follows:
Dynamic financial models generally reflect the interplay between assets and liabilities and the resultant
risks to income and cash flows. The explicit recognition of all of the insurer’s operations gives dynamic
financial models the power to illustrate the links
between strategies and results. . . . Dynamic financial
models are valuable in effectively dealing with the
complex interrelationships of variables relevant to an
insurer’s future results. Uncertainty related to contingent events occurring during the potentially long
delay between writing a .. policy and the payment of
claims . . . make it difficult or impossible to evaluate
strategies and decisions without explicit consideration of their effects on the flows of funds.

Among the first DFA models were those developed
for solvency testing in Finland and the United Kingdom (see [7, 8, 12, 28]). A DFA model that has been
used both to predict insurer insolvencies and for company management is discussed in [9, 17].
An important advantage of dynamic financial analysis is its potential to model all the important risks
facing an insurance enterprise, including interactions
among these risks. The types of risks faced by insurers can be grouped into three main categories [21]:
(1) entity level risks – those resulting from actions
taken by the insurer itself; (2) industry risks – risks
resulting from trends and cycles affecting the insurance industry; and (3) systemic risks – risks resulting
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from trends and cycles affecting the entire economy.
Although most DFA models consider only entity
level risks, it would be possible to introduce variables into DFA models to represent industry-wide and
economy-wide risks.
There are many important entity-level risks affecting insurers, most of which are not considered in
traditional actuarial analyses. Among the entity-level
risks that can affect insurer solvency are the following (for further discussion see [4, 21]):
1. Pure underwriting risk. This is the type of risk
considered in classic actuarial ruin probability
models and primarily reflect risks arising from
the randomness of the frequency and severity of
claim costs.
2. Underwriting management risk. This is the risk
that the insurer will utilize inappropriate pricing,
risk selection, and risk evaluation techniques,
leading to the acceptance of risks that are improperly priced or too highly intercorrelated.
3. Credit risk. Credit risk is the risk of default by
the insurer’s creditors. Most insurers are heavily invested in corporate bonds and other debt
instruments, which carry the risk of default. In
addition, insurers also face the risk that agents
or policyholders will default on their obligations
to pay premiums. A final major category of credit
risk concerns receivables from reinsurers. Nonpayment or delay in payment of such obligations
can push insurers into insolvency.
4. Reinsurance management risk. Even if a firm’s
reinsurers do not default, an insurer’s financial
health can be threatened if it fails to develop
appropriately structured reinsurance programs to
protect itself against large losses from individual
claims or from catastrophes.
5. Operational risk. This type of risk traditionally
was given little recognition by insurers and banks
but has recently become a major concern for both
regulators and managers alike. Operational risk
arises from situations such as employee fraud
and misconduct, managerial failures, and systems
and control failures. For example, Barings Bank,
a distinguished British investment banking firm,
was driven into insolvency by the irresponsible
currency trading of a single employee. Several
major US life insurers have sustained losses from
government fines and consumer lawsuits due to
insurance agent fraud in selling life insurance and

annuities. Potential failure of increasingly complex investment technology systems and other
aspects of insurer operations also expose such
firms to operational risk. Operational risk poses
special problems in a modeling context because
it is difficult to predict and quantify.
6. Asset price risk. Many insurers hold substantial amounts of corporate shares that are subject
to market fluctuations. In addition, bonds can
undergo price swings associated with changes
in market risk and issuer credit quality. Insurers are exposed to increased financial risk if they
are forced to liquidate securities to pay claims
when financial markets are depressed. The failure
to manage such risks by undertaking appropriate portfolio diversification and maintaining adequate liquidity facilities can threaten solvency.
7. Interest-rate risk (duration and convexity). Insurers also face risk if they fail to structure
their investment portfolios so that the asset and
liability cash flows are appropriately matched.
The process of managing asset and liability
cash flow streams is known as asset–liability
management (ALM). An important concept in
ALM involves the duration and convexity of
an insurer’s assets and liabilities, which are
measures of the sensitivity of asset and liability
market values to movements in interest rates
(see [27], Chapter 3, for further discussion).
8. Reserving risk. Insurers also can face insolvency
if they fail to set aside sufficient funds in their
reserves to pay future claims. Reserving risk can
arise from industry-wide or systemic factors but
can also result from the use of inappropriate or
imprudent models for estimating future claims
development and run-off. Errors in estimating the
timing of claims payment can be equally serious
as errors in estimating the payment amounts.
Insurers can also be affected by industry-wide risk.
This type of risk arises from two primary sources: (1)
judicial, legal, and taxation changes. Adverse court
decisions have the potential to affect many of the
insurer’s policies and claims simultaneously, creating
a type of catastrophic event risk. For example,
changing court interpretations of liability law led to a
major crisis in liability insurance in the United States
during the mid-to-late 1980s, resulting in numerous
insurer insolvencies in the United States and the near
collapse of Lloyd’s of London in the early 1990s.
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Insurers also face risk from adverse tax law changes –
for example, any change in the tax status of premiums
or investment earnings on asset accumulation life
insurance and annuity products could adversely affect
insurers’ ability to compete for consumer savings
with banks and mutual fund companies. Changes
in regulations and other legal rules affecting the
integration of the financial system can expose firms
to competition from nontraditional sources – a factor
that has had a major impact on life insurers in many
markets worldwide [11]. (2) Market risk. It is wellknown that many types of insurance, particularly
non-life coverages, are characterized by underwriting
cycles, that is, periodic cyclical swings in prices
and profits. Markets tend to alternate between soft
markets, when insurer equity capital is high relative to
market demand, resulting in low prices and plentiful
supply of coverage, and hard markets, when insurer
equity capital is low relative to demand, leading to
rising prices and supply restrictions. The turning point
between the soft- and hard-market phases of the cycle
is usually characterized by significant underwriting
losses, which can push some insurers into insolvency.
The final major type of risk facing insurers is
systemic risk. A number of different economic, political, demographic, and social changes can adversely
affect insurance companies. For example, insurers
are particularly susceptible to accelerating inflation
rates, which can create interest rate volatility and
exacerbate interest-rate risks, as well as increasing
claim and expense payments. Like other firms in
the economy, insurers can be adversely affected by
unfavorable swings in the economy-wide business
cycle, which can reduce demand for various types of
insurance and increase lapse rates in life insurance.
Higher mortality rates due to epidemics and terrorist events can adversely affect life insurance claims,
whereas increases in longevity can cause insurers to
lose money on annuity products. Introduction of new
technologies such as the Internet can have adverse
effects on insurers that use traditional product distribution systems. These and numerous other factors
need to be taken into account in evaluating the threats
to the solvency of the insurance enterprise.
Obviously, with a large number of factors to consider, the development of DFA models can seem quite
daunting. However, on the basis of currently available
technologies, it is possible to develop models that can
capture the primary risks faced by insurers. A number
of modeling decisions must be made in considering
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the development of a DFA model. One of the most
important is whether to develop a stochastic or deterministic model. A stochastic model that would treat
claims frequency and severity, inflation rates, interest rates, and other variables as stochastic processes
would seem to be the more appropriate approach.
However, developing well-calibrated stochastic models that accurately capture the characteristics of the
relevant variables as well as the interactions among
them is quite a difficult problem, the solution to which
is likely to be opaque to most users of the model,
potentially adversely affecting its credibility. The
principal alternative is a deterministic, scenario-based
approach. Under this approach, discussed in [9], the
model carefully specifies the relationships among the
various cash flows of the insurer in a set of deterministic equations. Different economic conditions are
then allowed for by running the model under a set
of scenarios representing different sets of economic
conditions based on observed past events as well
as economic theory. Since both the scenarios and
the model itself are more easily understood, such a
model may gain more widespread acceptance than a
stochastic approach and is not necessarily less accurate. Testing hypothetical but realistic stochastic and
deterministic models of the same insurance enterprise under various conditions could help sort out the
advantages and disadvantages of the two approaches.

Related Modeling Approaches
Related to but distinct from traditional actuarial ruin
probability models are a number of recent efforts to
quantify the risks faced by financial institutions and
other types of firms. The need for risk management to
limit a firm’s exposure to losses from activities such
as bond and currency trading has led financial institutions to develop value-at-risk (VaR) models [13, 15].
Such models attempt to quantify the potential losses
from an activity and measure the value-at-risk (the
amounts that could be lost) with specified small probabilities. If the amount that could be lost is x and its
density function is f (x), then the value-at-risk at the
∈ probability level is x∈ = F −1 (∈). Mathematically,
VaR is essentially based on the same concept as the
probability of ruin, finding the quantiles of a probability distribution, addressed in the actuarial ruin
theory literature, although different modeling techniques often are applied in estimating VaR than in
estimating ruin probabilities.
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Although VaR has been extensively applied in
practice, Artzner et al. [1] point out that it fails to
satisfy the definition of a ‘coherent’ measure of
risk, where coherence is based on a risk-measure’s
satisfying certain axioms. (In most instances, the
probability of ruin, being a VaR criterion, also fails to
satisfy the coherency conditions.) VaR fails to satisfy
the axiom of subadditivity. Stated very loosely,
subadditivity requires that the total risk measure of
two separate activities should not exceed the sum
of the risk measures of the two activities treated
separately because, for example, there is always
the possibility of some diversification, or, as stated
by Artzner, et al. [1], ‘a merger does not create extra
risk.’ VaR measures also can fail to recognize undue
concentration of risk (i.e. insufficient diversification
in a bond portfolio). Artzner, et al. [1] also point
out that VaR has other shortcomings and propose
alternative measures of risk that meet the coherence
criteria. One that has already been widely discussed
is the expected policyholder deficit (EPD), defined as
the expected value of the loss to policyholders due
to the failure of the insurer [3]. (Artzner, et al. [1]
refer to the EPD as the tail conditional expectation
(TailVaR).) In fact, the EPD is mathematically defined
similarly to the price of the insolvency put option.
Although the limitations of the VaR are potentially
quite serious, it is also worth pointing out that
in many practical situations, it does not fail the
coherency conditions and hence can provide useful
information for decision-making. Nevertheless, the
work of Artzner, et al. and other authors indicate that
caution is in order and that it may be risky to rely on
VaR as the sole decision-making criterion.
Another class of models with closely related
objectives are models designed to model the credit
risk of portfolios of bonds, loans, and other defaultable debt instruments. Prominent models have been
developed by investment banks, financial rating
firms, and consulting firms. The principal models
are reviewed in [5]. Credit-risk models usually are
focused on estimating the probability distribution of
a debt securities portfolio over some future time
horizon, which may be less than a year, one year
forward, or several years forward. Various modeling approaches have been adopted including models
very similar to those used by actuaries in estimating ruin probabilities and models based on [24] and
subsequent financial theory literature. One feature of
credit-risk models, which is not always included in

actuarial models, is that an explicit attempt is usually
made to allow for correlations among the securities in
the portfolio, based on the expectation that economic
downturns are likely to adversely affect the default
probabilities on many loans in a portfolio simultaneously. Like the actuarial models, many credit-risk
models do not incorporate stochastic interest rates,
although it would be possible to generalize the models to do so. Because the better credit-risk models
contain innovative features and because insurers tend
to invest heavily in defaultable debt instruments,
these models could prove to be valuable to the insurance industry.

Empirical Prediction of Insurer
Insolvencies
A literature also has developed on the empirical prediction of insurer insolvency, with most applications
based on data from the United States. The typical
approach is to use a sample of several years of data
that include insolvent insurers as well as a sample of
solvent firms with data from the same time period.
The approach is to use data in years prior to insolvency to predict the insolvencies that later occurred.
The models are usually calibrated to trade off Type
I error (the failure to predict an insolvency) against
Type II error (incorrectly predicting that a solvent
firm will fail). Examples of papers that follow this
approach are [9, 10, 19].
Cummins, Grace, and Phillips [9] utilize a logistic
regression model, where the dependent variable is
equal to 1 for firms that fail and 0 for firms that do
not. The model is estimated by maximum likelihood
methods. The explanatory variables are two sets
of regulatory financial ratios used in the United
States to gauge the financial health of insurers, some
additional financial and firm characteristics specified
by the authors, and the outputs of a dynamic financial
analysis model developed by the authors and other
researchers [17]. Among the primary conclusions
based on the analysis are that the Financial Analysis
and Solvency Tracking (FAST) ratios developed by
US regulators are effective in predicting insolvencies,
the risk-based capital ratios applied by US regulators
are of no predictive value themselves and add no
explanatory power to the FAST system, and the
outputs of the DFA model add statistically significant
explanatory power to the regulatory FAST ratios.

Insolvency
The results thus are promising in terms of the
potential use of DFA in solvency prediction and
insurer management.

[8]

[9]

Conclusions
The traditional approach to modeling insolvency in
the insurance industry is actuarial ruin theory. This
theory has produced some fascinating and elegant
models but is somewhat limited in its practical
applicability. A more recent approach, derived from
modern financial theory, is to use financial contingent claim models to analyze insurance insolvency risk. Financial models have been developed
that incorporate log-normal distributions for assets
and liabilities, the possibility for asset and liability
jumps (catastrophes), and stochastic interest rates.
Such models could be extended to cover other
types of risks using numerical methods. The most
recent approach to modeling insurance insolvency
is dynamic financial analysis, which aims to analyze the future evolution of the firm by modeling/simulating future cash flows. Such models hold
great promise for insurance management and insolvency analysis, but many details remain to be worked
out. Other modeling efforts, including the measurement of value-at-risk, the development of coherent
risk measures, and models of the credit risk of debt
portfolios also have a potentially important role to
play in insurance solvency analysis.
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Insurability
A risk is insurable if it can be transferred from the
initial risk bearer to another economic agent at a price
that makes the exchange mutually advantageous. The
possibility of transferring risk is a cornerstone of our
modern economies. Because risk sharing allows for
risk washing through diversification and the law of
large numbers, it is useful for risk-averse consumers.
It is also essential for entrepreneurship. Without risk
transfers, who could have borne alone the risk of
building skyscrapers and airplanes, of investing in
R&D, or of driving a car? Traditionally, risk transfers are implemented through social institutions as
in families and in small communities [3, 17]. Private contracts usually entail risk-sharing clauses. The
most obvious one is limited liability. Long-term labor
contracts, cost-plus industrial contracts and fixedrate credit contracts are a few examples of such
risk-transfer devices. Stocks and bonds are the tradable versions of them. But insurance contract is one
in which the transfer of risk is the essence of the
exchange.
The standard economic model of risk exchanges
has been introduced by Arrow [1], Borch [4], and
Wilson [18]. Suppose that there are S possible states
of nature indexed by s = 1, . . . , S. There are n agents
in the economy. Agent i has a state-dependent wealth
ωsi in state s. To each possible state of nature s,
there exists an insurance market where agents can
trade a standardized contract that would entitle its
owner (the policyholder) to get one monetary unit
(the indemnity) from its counterpart (the insurer) if
and only if state s occurs. Let πs denote the price (the
premium) of this contract. We assume that economic
agents trade in order to maximize the expected utility
of their final wealth. For example, agent i solves the
following maximization program:
max

d1 ,...,dS

S

s=1

ps ui (ωsi

+ ds ) s.t.

S


πs ds = 0,

s=1

where ps is the probability of state s, ui (·) is the
increasing and concave utility function of agent i,
and ds is his demand for the insurance contract specific to state s. The budget constraint just states that
agent i must finance his purchase of insurance coverage in some states by selling insurance coverage
associated to other states. Observe that we assume

that state probabilities are common knowledge, that
the realized state is observable by all parties, and
that there are no transaction costs. The above program has a solution (d1i , . . . , dSi ). When solved for
all agents in the economy, this generates an aggregate demand for the insurance
contract associated to

state s equaling Ds = i dsi , which depends on the
price vector (π1 , . . . , πS ). A market-clearing condition is thus that Ds = 0. Requiring that this condition
holds in all insurance markets s = 1, . . . , S yields S
conditions that allow the determination of the competitive price vector of insurance contracts. These in
turn determine the exchanges of risk at the competitive equilibrium. As is well known, this competitive
allocation of risk is Pareto optimal in the sense that
there is no other feasible allocation of risks that raises
the expected utility of an agent without reducing the
expected utility of any other agent.
The competitive allocation of risk has many properties. In particular, all diversifiable risks in the
economy will be washed away through mutual risksharing arrangements. All risks will be pooled
in

financial and insurance markets. Let zs = i ωsi /n
denote the mean wealth in the economy in state s.
Individual risks are diversifiable if zs = z for all s,
that is, if the mean wealth in the economy is risk free.
In that situation, it is easy to show that csi = ωsi + dsi
will be independent of s for all i, which means that
agents will get full insurance in that economy. It
implies more generally that the individual consumption level csi depends upon the state only through the
mean wealth in that state: csi = ci (zs ).
Moreover, the residual systematic risk in the economy will be borne by the agents who have a comparative advantage in risk management as insurers and
investors. In short, it means that all individual risks
are insured by insurance companies that transfer the
aggregate risk to financial markets. More specifically, the competitive equilibrium must be such that
dci (z)
T i (ci (z))
,
= n

dz
j j
T (c (z))

(1)

j =1

where T i (c) = −ui (c)/ui (c) measures the degree of
absolute risk tolerance of agent i. This formula tells us
that the share of the systematic risk borne by agent i
is proportional to his risk tolerance. Gollier [7] gives a
more detailed description of the properties of efficient
allocations of risk.
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This classical model of risk transfer thus predicts
that all diversifiable risks will be fully insured and
that the systematic risk will be allocated to economic
agents taking into account their individual risk tolerance. In a competitive market, the insurability of risk
is contingent upon whether the initial risk bearer is
ready to pay a premium that makes the insurer better off. If the insured risk can be diversified in the
portfolio of the shareholders of the insurance company, these shareholders will be better off as soon as
the insurance company sells the insurance contract at
a premium that is larger than the actuarial value of
the policy. If the initial risk bearer is risk averse, he
will be ready to pay the actuarial value of the policy plus a positive risk premium to transfer the risk.
Thus, the insurance contract will be mutually advantageous, and the added value of the exchange equals
the policyholder’s risk premium.
The predictions of the classical insurance model
are obviously contradicted by casual observations.
To illustrate, most of the risks related to human
capital, like long-term unemployment and fluctuations in labor incomes, cannot be insured. Many
environmental, catastrophic, and technological risks
are usually not covered by an insurance contract.
Risks linked to terrorism may be difficult to insure.
The puzzle is thus, why so many risks cannot be
insured through such insurance markets. The remaining of this article is devoted to presenting different economic approaches explaining why competitive insurance markets may fail to provide full
coverage.
The most obvious explanation is that individual risks cannot be diversified by shareholders in
their portfolios. This would be the case, for example, for catastrophic risks, or for individual risks
that are strongly and positively correlated to the systematic risk of the economy. In such situations, the
insurer could accept to cover the risk only if the
policyholder accepts to pay more than the actuarial
value of the policy. Consumers with a low degree
of risk aversion will not. Moreover, all risk-averse
expected-utility-maximizing consumers will find it
optimal to purchase only partial insurance in that
case [11, 13]. Inefficiencies on financial markets may
also explain why some diversifiable risks cannot be
insured. The imperfect international diversification of
individual portfolios implies that shareholders must
be rewarded with a positive risk premium to accept
risks that could have been completely eliminated if

the shareholder’s portfolio would have been better
internationally diversified. Global reinsurance companies can help in solving this problem.
The existence of transaction costs on insurance
markets provides another explanation why individual
risks are not – and should not – be fully transferred
to insurers. Insurers, public or private, must cover
administrative costs linked to the monitoring of individual insurance policies. Many of these costs are due
to informational considerations. Insurers must audit
claims that are sometimes difficult to evaluate. They
must control the policyholder’s willingness to prevent the risk from occurring. They must invest in
costly efforts to screen their customers. It is commonly suggested that all this yields a 30% loading
factor for insurance pricing. Mossin [11] showed that
it is never optimal to purchase full insurance when
insurance policies are not actuarially priced. Arrow
[2], showed that the optimal form of risk retention is
given by a straight deductible. Drèze [5] estimated
the optimal level of deductible in insurance. It is a
decreasing function of risk aversion. If we accept a
range [1, 4] for relative risk aversion, Drèze concluded that the optimal level of deductible should be
somewhere between 6 and 23% of the wealth of the
policyholder.
The development of modern economic theory
since the 1970s often used insurance markets as the
perfect illustration of the inefficiencies that could
be generated by asymmetric information. Suppose,
for example, that different policyholders bear different risks, but insurers cannot directly infer from
the observable characteristics of the agents as to
who are at low risk and who are at high risk. This
raises an adverse selection problem that was initially
pointed out by Rothschild and Stiglitz [14]. Adverse
selection just means that if insurance companies calculate the premium rate on the basis of the average
probability distribution in the population, the less
risky agents will purchase less insurance than riskier
agents. In the extreme case, the low-risk agent will
find the premium rate too large with respect to the
actual probability of loss and will prefer not to insure
the risk. Insurers will anticipate this reaction, and
they will increase the premium rate to break even
only on the population of high-risk policyholders.
To illustrate, this is probably why the proportion of
households that purchase life insurance is so small,
despite the potential severity of the risk. People have
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private information about their health status that cannot be observed by insurance companies. Then, only
those with the lowest life expectancy purchase life
insurance. The adverse selection problem for unemployment risks and health risks has been resolved in
many developed countries by imposing compulsory
insurance, at the cost of a loss in the quality of the
services provided by insurers.
The population of risks can be heterogeneous not
only because agents bear intrinsically different risks
but also because they do not invest the same amount
of their energy, wealth, or time to risk prevention. In
particular, it has long been recognized that individuals that are better covered by insurance invest less in
risk prevention if the link between the premium rate
and the size of these investments is weak. It will be
the case if insurers are not in a position to observe the
investment in risk prevention by the insured. This is
ex ante moral hazard. Anticipating this low degree
of prevention and the higher frequency of losses that
it entails, insurers will raise their premium rate. Full
insurance will not be optimal for agents. At the limit,
no insurance can be an equilibrium. To illustrate, this
is why it is not possible to insure against promotion at work, failure at school or university, the lack
of demand for a new product, or divorce. To some
extent, this is also why it is hard to insure against
unemployment, or against environmental and technological risks.
Ex post moral hazard relates to the risk of fraudulent claims when the size of the loss incurred by
the policyholder cannot be easily observed by the
insurer. Townsend [16] and Mookherjee and Png [12]
analyzed the optimal insurance contract when the loss
can be observed only at a cost. For policyholders
to report their loss correctly, the insurer will have
to audit claim at a high frequency. This entails
additional costs on the insurance contract. If the
auditing cost is high, or if the frequency of audit
necessary to give a good incentive to the policyholder
to reveal the truth is too high, consumers would be
better off by not insuring the risk.
Long-term risks are also often difficult to insure.
Health risk is an example where consumers are often
left to insure their health risk on a yearly basis. If their
health status changes during the year, they will find
insurance in the future only at a larger premium rate.
If no long-term insurance contract exists, consumers
are left with what is called a premium risk, that is, a
risk of having to pay more in the future because of
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the deteriorated signal observed by the insurer about
the policyholder’s risk. Ex ante, this is socially inefficient. Realized risks cannot be insured [9]. The same
kind of problem will occur if one improves ones
ability to forecast future earthquakes or other natural disasters. The difficulty in establishing long-term
insurance coverage is due to the option, for the policyholder, to end the contract. When such an option
exists, policyholders with a good loss record will
force the insurer to renegotiate for a lower premium.
No cross-subsidization from the healthy consumers to
the chronically ill ones is possible in this case. Again,
compulsory insurance may solve this problem.
It is also often suggested that there is an insurability problem when the risk has no objective probability
distribution. This can be due to the absence of historical data. Ambiguous probabilities can also be due
to a volatile environment, as is the case for future
liability rules of environmental policies. Decision theorists are still debating about how policyholders and
insurers make their decisions in this ambiguous environment. The defenders of the orthodox theory claim
that ambiguity is no problem. Following Savage [15],
people are assumed to behave as if there would be no
uncertainty on probabilities. For example, this would
mean that the insurers take the best estimate of the
loss probability distribution to price risks. A more
recent theory, first developed by Gilboa and Schmeidler [8], assumes that people are ambiguity-averse.
In this alternative theory, insurers facing many plausible loss distributions are believed to select the one
that is the least favorable for them to price risks. The
ambiguity raises the premium required by the insurer
to accept to cover the risk, and it can thus explain
why so many ambiguous risks (GMO, global warming, earthquake) are not efficiently insured. Kunreuther, Hogarth, and Meszaros [10] conducted a
series of studies to determine the degree of ambiguity aversion of insurers. They showed that many
of them exhibited quite a large degree of such an
aversion.
Finally, the absence of enough information about
the risk may induce consumers and insurers to have
different opinions about the intensity of the risk. If
insurers are more pessimistic than consumers, no
mutually advantageous risk-sharing arrangement may
exist in spite of the potentially large risk aversion of
consumers and the insurers’ ability to diversify consumers’ risks. Gollier [6] examines the relationship
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between the demand for insurance and the policyholder’s subjective expectations.

[10]
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Lotteries
Lottery companies sell risk to customers. They are
natural counterparts to insurance companies who
buy risk from customers. Insurance contracts contain
a positive risk premium, that is, the asked premium
exceeds the expected losses to cover the administrative costs and to allow profit and a safety margin for
the insurance company. Lottery contracts contain a
negative risk premium, that is, the price of the lottery ticket exceeds the expected win, again to allow
a profit for the lottery company or – in state-owned
lotteries – for the national finances.
It seems quite paradoxical that a person may hold
some insurance contracts (thus seems to be riskaverse) and at the same time buy lottery tickets (thus
seem to be risk-seeking). A preliminary explanation
can be found in the nature of the two risks: While
insurance protects against unwanted risks and risks
that cannot be controlled (accident, fire, etc.), lotteries
offer new, independent, maybe even thrilling risks.
One widely used decision criterion is the expected
utility maximization [1, 7]: Suppose a decisionmaker (DM) has to choose a decision x from some
decision space . After the decision is made, a
random variable ξ is observed and the DM gets a
payment of f (x, ξ ). (This payment may also be negative, meaning that the DM is subject to a loss). The
problem is to find the optimal decision x under ignorance of ξ . Notice that the structure of the decision
problem under uncertainty is the same for insurance
contracts and for lottery contracts, with the only difference being that the decision for insurance reduces
risk and the decision for lottery increases risk.
A utility function U :  →  is a monotonic
function mapping real monetary values to real utility values. Under the expected utility maximization
strategy one finds the decision x that maximizes
Ɛ(U [f (x, ξ )]). If U is linear, then the problem
reduces to the expectation maximization problem. If
U is (strictly) concave, then the DM is considered
as risk averse, since he prefers constant to random
profits with the same expectation. Conversely, if U is
(strictly) convex, then the DM is considered as risk
seeking, since he prefers random to constant profits
with the same expectation.
Using the utility approach, an explanation for
the rational behavior of lottery ticket buyers (for
instance elaborated in [4]) assumes that these persons

have a convex–concave utility function as shown in
Figure 1.
A third line of explanation is based on the notion
of regret. This argument will be elaborated here.

Lotteries and Regret
Regret functions are introduced best by considering – as a thought experiment – a clairvoyant person.
This person faces the same decision problem as the
DM above with profit function f (x, ξ ); however, he
knows the value of ξ in advance and may choose the
decision x in dependence of ξ . Therefore, his gain is
maxy f (y, ξ ). The regret function r(x, ξ ) is defined
as the difference between the gain of the clairvoyant
and the gain of a normal person:
r(x, ξ ) = max f (y, ξ ) − f (x, ξ ).
y∈

(1)

The expected regret disutility minimization strategy
maximizes the utility of negative regret (i.e. minimizes the disutility of regret). It finds the decision x,
which maximizes

Ɛ(U [−r(x, ξ )]).
The minimal regret rule is closely related to the
notion of the expected value of perfect information
(EVPI)


EVPI = Ɛ max f (x, ξ ) − max Ɛ(f (x, ξ )) ≥ 0.
x∈

x∈

(2)
Obviously, the maximal expected negative regret
value for the identity as utility function U (v) = v
satisfies
max Ɛ(−r(x, ξ )) = − min Ɛ(r(x, ξ )) = −EVPI .
x∈

x∈

(3)
Example. A lottery company sells 1000 tickets for
the price of 1 unit each. One ticket is drawn as winning and its holder gets 900. All the other tickets lose.
Suppose first, that the decision is only to buy or
not to buy one ticket. Then the decision maker has
two possible decisions: A (abstain) or B (buy ticket).
There are two scenarios: scenario 1: the purchased
ticket loses and scenario 2: the purchased ticket wins.
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Convex

Concave
Convex

Figure 1

Concave

A piecewise convex/concave utility function

The profit function f (x, ξ ) is as follows: (here x
stands for the two decisions, A and B and ξ stands
for the two outcomes ‘lose’ or ‘win’ Table 1).
For illustration, let us introduce three utility functions U1 , U2 , U3 . We need their values only at specific
test points. Utility functions are equivalent up to
affine transformations and therefore one may normalize them always at two points, say 0 and −1
(Table 2).
If we use the three utility functions for the given
profit function, we see that only the convex, riskseeking utility leads to a decision to buy the lottery.
Under concave (i.e. risk-averse) and linear (i.e. riskneutral) utilities, it is better not to buy a lottery ticket
(Table 3).
The clairvoyant, however, may choose the row
after knowing the column, that is, he acts as in
Table 4.

The regret values are the differences between
the clairvoyant’s profits and the original payments
(Table 5).
A regret-based decision rule maximizes the utility
of the negative regret (Table 6).
From these figures, one sees that the concave (i.e.
risk-averse) utility leads to the decision to buy the
ticket, if a regret function approach is adopted. The
psychology behind regret functions is not to look
directly to profits or losses, but to missed opportunities. The approach is not applicable to regular,
professional decision-making, but – if ever – only to
occasional, private life decision situations.
Table 3
Decision

Expected utility
Exp. concave
utility U1

Expectation

Exp. convex
utility U3

0
−0.199

0
−0.1

0
0.001

A
B
Table 1

Profit function
Scenario 1:
ticket loses

Probability
Decision A (abstain)
Decision B (buy)

Table 2

0.999
0
−1

0.001
0
899

Table 4

Clairvoyant’s decision

Clairvoyant’s decision
Clairvoyant’s profit

Scenario 1

Scenario 2

A
0

B
899

Utility functions U1 , U2 , U3

Test points
Concave
Linear
Convex

Scenario 2:
ticket wins

−1

0

899

−899

U1 (−1) = −1
U2 (−1) = −1
U3 (−1) = −1

U1 (0) = 0
U2 (0) = 0
U3 (0) = 0

U1 (899) = 800
U2 (899) = 899
U3 (899) = 1000

U1 (−899) = −1000
U2 (−899) = −899
U3 (−899) = −800

Lotteries
Table 5 Regret function
Decision

Scenario 1

Scenario 2

0
1

899
0

A
B

Table 6
Decision
A
B

Expected utility of negative regret
Exp. concave
utility U1

Expectation

Exp. convex
utility U3

−1
−0.999

−0.899
−0.999

−0.8
−0.999

The EVPI value in the above example is 0.899.
This is the monetary value of the advantage of being
clairvoyant.

Strategies for Lotteries
In many lotto games, the amount to win is not
predetermined, but depends on the results of fellow
players. For instance, in Austrian 6 for 45 Lotto, the
player bets on 6 out of 45 numbers. Only half of
the money bet is returned to the players, the other
half is kept by the state. The total prize money is
split into categories (6 correct, 5 correct, 4 correct, 3
correct) and then equally distributed among the ticket
holders in each category. So, the only strategy for
the player is to bet on unusual combinations, since in
case of a win, he would share the prize money with
only a few competitors. Some statistics about which
combinations are often chosen are available [2, 5].
It turns out that most players prefer some geometric
pattern of crosses on the lottery ticket. This might be
a hint about which combinations should not be used.
For strategies see also [3] or [6].

Gambling and Ruin Probabilities

probability. The player may bet on single numbers,
but also on combinations of numbers of various sizes.
These combinations are shown in Table 7.
We assume first that the player bets 1 unit at
each game. The different betting possibilities shown
in Table 7 are only for the convenience of the customer. In principle (neglecting the limitations for
minimal bets and indivisibility of chips), the player
may choose an arbitrary set of i numbers and bet
1/i at each of them. Let us call this the strategy i.
If he adopts the strategy i, he has a winning probability of i/37. If one of the chosen numbers appears,
he realizes a total gain of 36/i − 1, if not he loses
1, that is, gets −1. The expected gain for strategy i is (36/i − 1)i/37 − (37 − i)/37 = −1/37; it
is, of course, negative (negative risk premium) and
independent of the strategy. The variance of strategy i is (36/i − 1)2 i/37 + (37 − i)/37 − (1/37)2
(Table 8).
It is obviously irrelevant which number is bet
on, since all outcomes have the same chance. Some
players believe that recording past outcomes will
give some information about future outcomes. For
instance, they would bet on 17 (say), if this number
did not show for a very long time, believing that
Table 7
Size i of
the bet
Plein
À cheval
Transversale pleine
Carrée
Transversale simple
Colonne, douze
Pair, impair, rouge
Noir, passe, manque

i
i
i
i
i
i

=1
=2
=3
=4
=6
= 12

i = 18

Table 8
Strategy i

Since all gambles have a negative risk premium, ruin
is inevitable if a series of games is played and not
stopped. This is the consequence of the law of large
numbers. While there is no chance to escape from
ruin in the long run, one may try to play strategies to
stay away from ruin as long as possible. This will be
demonstrated here with the roulette game.
The European Roulette consists of numbers
0, 1, . . . , 36, which are all drawn with the same

3

1
2
3
4
6
12
18
36
37

Expected gain

Variance

−0.027027
−0.027027
−0.027027
−0.027027
−0.027027
−0.027027
−0.027027
−0.027027
−0.027027

34.0803
16.5668
10.7290
7.8101
4.8911
1.9722
0.9993
0.0263
0.0000
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some invisible hand should care for equidistribution
of all numbers. However, this strategy is completely
wrong: Probability distributions are not as we want
them to be, but as we observe them. So, if 17 did not
show for long time, maybe the wheel is not perfectly
balanced and 17 is slightly less probable than other
numbers. So, we should not bet on 17. Unfortunately,
the roulette companies check the equidistribution of
numbers carefully and change the wheel immediately
if there is any hint of unbalance.
Let us consider a player who always adopts a
strategy i for a series of games. Suppose he begins
with a starting capital of size K. Let V (t) be his
wealth at time t, that is, V (0) = K. We suppose that
the player continues until he either doubles his capital
(V (T ) = 2K) or loses everything (V (T ) = 0). The
duration of this series of games T is a random
variable. Its expectation Ɛ(T ) is called the mean
duration.
To be more concrete, assume that the starting
capital is K = 10, that is, the player starts with 10
and terminates either with 20 or with 0.
There is a simple relationship between ruin probability and mean duration. Let ri be the ruin probability and Ti the duration, if the strategy i is adopted.
The expected terminal capital is

Ɛ(V (Ti )) = ri 0 + (1 − ri )2K.

(4)

On the other hand, the mean loss per game is 0.027
and therefore

Ɛ(V (Ti )) = K − Ɛ(Ti )(0.027).

(5)

Equating the two expressions (4) and (5) leads to
K − (1 − ri )2K
.
(6)
0.027
The latter relation shows that a high mean duration
entails a high ruin probability and vice versa. If the

Ɛ(Ti ) =

customer wants a long duration, he has to accept a
high ruin probability.
Strategy 37 is the extreme case. This (absurd)
strategy to bet on every number leads to a deterministic loss of 0.027 per game. The ruin probability is r37 = 1, the duration is T37 = K/0.027 =
10/0.027 ∼ 370 (nonrandom). This is the maximal
possible duration with capital K = 10 and bet per
game of 1.
The ruin probability can be calculated by martingale methods: Suppose that a payment of V corresponds to a utility of zV . To find the constant zi ,
which makes the game fair in the utility domain, we
have to set
(36/i−1)

zi

i
1 37 − i
+
= 1.
37 zi 37

Solving this nonlinear equation for zi , we get the ruin
probability ri as solution of
zi = ri zi0 + (1 − ri )zi2K
that is,
ri =

ziK
.
+1

ziK

37
18
12
6
4
3
2
1

(8)

Solving (7) for the strategies i = 1, 2, 4, 6, 12, 18, 37
and using (8) and (7) for the starting capital K = 10,
one gets the relation between ruin probability and
mean duration shown in Table 9.

Wealth-dependent Strategies
There are countless possibilities to let the stake and
the number i of chances to bet on, depend on the
actual wealth. The pattern is always the same: Long
durations entail high ruin probabilities.
The Petersburg game (described by Daniel Bernoulli during his stay in St. Petersburg 1726–1733),

Table 9
Strategy i

(7)

zi

Ruin probability ri

Mean duration Ɛ(Ti )

1.0555
1.027525
1.01095
1.00683433
1.00496733
1.00321227
1.001559385

1
0.6318
0.5664
0.5272
0.5170
0.5125
0.5080
0.5039

370
97.5
50.0
20.1
12.6
9.2
5.9
2.8

Lotteries
Table 10

The profit function of the Petersburg game

Outcome
R
NR
NNR
NNNR
n times N followed by R

Stake

Gain

Probability

1
1+2=3
1+2+4=7
1 + 2 + 4 + 8 = 15
2(n+1) − 1

1
1
1
1
1

p = 0.4865
qp = 0.2498
q 2 p = 0.1282
q 3 p = 0.0658
q np

is the best-known version of a wealth-dependent
strategy: The series is started with a bet of one unit
on red (R). If the outcome is black or zero (N), the
bet is doubled, otherwise the series is stopped.
The winning probability in one game is p =
0.4865. Let q = 1 − p = 0.5135 (Table 10).
The mean duration of this series is
∞

1
(n + 1)q np = = 2.05.
(9)
p
n=0
The gain is 1 (deterministically). Unfortunately, this
gain cannot be realized since it requires an unbounded
capital at stake and no limitations on the maximal bet.
The expected capital at stake is
∞

n=0

5

∞
∞


q np(2n+1 − 1) = 2p
(2q)n − p
qn = ∞
n=0
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Market Equilibrium
Introduction
Following the seminal work of Léon Walras [37],
equilibrium has been a central notion in economics.
Therefore, it was a great step forward when Vilfredo
Pareto [33] developed the concept of efficient equilibrium. In economics, equilibrium is efficient or Pareto
optimal, if it is impossible to organize a reallocation
of resources that would increase the satisfaction of
an individual without decreasing that of at least one
other individual.
Determining an efficient allocation of risks in
an economy is a central question. Another important point is to characterize market mechanisms that
would lead to one of these efficient equilibriums.
Kenneth Arrow [1] and Gérard Debreu [11], who
simultaneously developed the concept of ‘equilibrium under uncertainty’, made a decisive step in this
direction. The Arrow–Debreu model shows that competitive financial markets provide an efficient tool
to reach a Pareto optimal allocation of risks in the
economy. By introducing ‘contingent commodities’
or ‘contingent claims’, they extended to the case of
uncertainty the classical result on the viability and
efficiency of a free market economy.
Yet, the results above are obtained at a relatively
high cost. They rely on the fact that there exist as
many markets as states of nature. In most of the
cases, and for different reasons, risk is not completely
shifted in all markets. When markets are incomplete, the competitive allocation is, in general, inefficient [17]. A well-known exception is the Capital
Asset Pricing Model (CAPM). The CAPM is a competitive equilibrium-pricing model. Under this model,
despite the fact that markets are not assumed to be
complete, an efficient equilibrium can be obtained.
CAPM applies first and foremost to financial
markets. Some authors have adapted this model to
insurance markets and developed the so-called insurance CAPM.
This article will review these models as well as
their limitations and extensions.

Markets for Contingent Goods and the
Arrow–Debreu Model
In order to present the Arrow–Debreu model, we
need to characterize and define the characteristics of
the model.

Consider a model with n individuals, i = 1, . . . , n,
and a finite number of possible future states of nature,
s, with j = 1, . . . , s. The state s that will prevail
in the economy is not known but the probability
distribution {p1 , p2 , . . . , ps } attached to the random
variable s̃ is known.
Each individual is characterized by two elements:
his initial endowment for each state s, wi (s). In contrast with the standard efficiency problem under certainty, goods become state-contingent commodities,
or contingent goods in short. Every good is a claim
to a commodity in a given state of nature. The randomness of the initial endowment defines risks (or
risky allocation). The second element is the individual’s cardinal utility function ui (·). This function is
increasing and concave, that is, individuals are risk
averse.
An allocation of risks is a set of n random variables yi (s), i = 1, . . . , n, which describes the individual’s final wealth depending upon the prevailing
state. Equilibrium will be Pareto-efficient if there is
no alternative feasible (an allocation is said to be
feasible if the level of consumption per individual in
any state equals the quantity available per individual
in that state) allocation of risks providing a larger
expected utility to some individuals without reducing the expected utility of any other individual. It can
easily be shown that this is the case whenever



uj (yj (s))
ui (yi (s))
= 

ui (yi (t))
uj (yj (t))

∀ s, t, i, j

(1)

Equation (1) says that equilibrium will be Paretoefficient when the marginal rate of substitution of any
couple of state-contingent commodities is uniform in
the population.
The question now is to find the market conditions
under which we obtain an efficient equilibrium, that
is, equation (1).
To that end, it is assumed that there exists a market for each state in the economy, that is, there exists
a complete set of markets for state-contingent commodities. π(s) is the price of the contingent good in
state s and before the realization of the state of nature,
contracts are traded for consumption contingent to
each state. Besides, markets for contingent claims are
assumed to be competitive. This means that individuals take prices as given, and that π(s) clears the
market for the corresponding contingent good.
The objective of each individual is to maximize
his expected utility subject to a budget constraint (the
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budget constraint is a condition of equalization of
supply and demand in each market):
max E[ui (yi (s̃))] = max
yi (·)

s.t.

S


yi (·)

S


ps ui (yi (s))

(2)

s=1

π(s)[yi (s) − wi (s)] = 0

(3)

s=1

Arrow demonstrates that equation (1) is the solution
of the above maximization problem, that is, the competitive price function supports an allocation of risk
that is Pareto-efficient (this result is known as the first
theorem of welfare economics).
Nine years later, Karl Borch [4] showed how
the mechanism of Arrow’s result could be organized
in practice and be applied to the problem of risk
sharing (see Optimal Risk Sharing) among insurers
(see [18] for a review of risk sharing literature). This
result relies on the mutuality principle (see Borch’s
Theorem), a pooling rule, which states that before
determining specific levels of indemnity, all members
give their initial endowment up to a pool. Then, after
observing the aggregate wealth, a specific rule is used
to share it independent of individual risk endowment.
All diversifiable risks are then eliminated through
mutualization. The undiversifiable risk that remains
is shared with members depending on their degree of
risk aversion.
Some comments shall be made regarding these
results.
Firstly, welfare is judged entirely in terms of
individual preferences that are known before the
state of nature is determined. This is an ex-ante
definition. That is why welfare is measured in terms
of expected utility.
Secondly, the Arrow–Debreu model implicitly
assumes that there are no transaction costs (see
the budgetary constraint). It means that there is no
loss consecutive to the risk exchange, which is a
strong assumption. However, rare are the models
incorporating transaction costs into their analysis (see
[16, 22, 28]).
Thirdly, analysis of competitive equilibrium in risk
exchange models is based upon a single time period.
Yet, it is important to recognize that the optimal
decisions of insureds and insurers are usually made
for a longer-term planning horizon. In that case, the
risk reallocation is not necessarily Pareto-efficient for
each component time period. Several works provide

dynamic solutions for efficient equilibrium (see [27]
for an extensive source of references).
Finally, a most demanding requirement of the
Arrow–Debreu model is the requirement that the
asset market is complete (see Complete Markets).
Yet, there exist many contingent commodities for
which there is no market. Indeed, traded securities
and insurance contracts do not always make it possible to cover any future contingencies. In most cases,
markets are considered to be incomplete. However, it
can still be possible to obtain an efficient equilibrium.
This is the topic of the next section.

The Capital Asset Pricing Model
The CAPM originally developed by Lintner [29],
Sharpe [34] and Mossin [32], has become a cornerstone of finance theory. The CAPM is an
equilibrium-pricing model within a pure exchange
economy. The central idea is that in a competitive
equilibrium, a set of trades and prices is determined
such that aggregate supply equals aggregate demand
and such that all investors are at their optimal
consumption and portfolio position.
The main assumptions of the CAPM are the following: the investors’ preferences are defined through
a mean-variance criterion, the investors have a oneperiod horizon and have the same expectations about
returns, there is no friction in the capital market (the
asset market has no transaction costs, no taxes, and no
restrictions on short sales, and asset shares are divisible), probability distributions for portfolio returns are
normally distributed, and there exists N risky assets
and one risk-free asset.
The CAPM lays stress on the concept of market
portfolio. The market portfolio is a portfolio that consists of an investment in all risky assets in which the
proportion to be invested in each asset corresponds
to its relative market value (the relative market value
of an asset is simply equal to the aggregate market
value of the asset divided by the sum of the aggregate
market values of all assets).
The reason the market portfolio plays a central
role in the CAPM is because the efficient set consists
of an investment in the market portfolio coupled
with a desired amount of either risk-free borrowing
or lending. By regrouping all risky assets in one
portfolio, the market portfolio, all diversifiable risks
are eliminated and only the global risk is linked to the
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market stands. This is an application of the ‘mutuality
principle’ to the stock market (for further details,
see [13] Chapter 4, Part 3).
Under the above assumptions, the CAPM states
that if the financial market is at equilibrium, there
exists a linear relation between expected returns of
financial assets.
At market equilibrium, the expected return of asset
i is given by
E[ri ] = rf + βi (E[rm ] − rf )

(4)

with
βi =

Cov(ri , rm )
and E[rm ] − rf > 0,
Var(rm )

where rm is defined to be the return on the market
portfolio, and rf is the risk-free asset return.
The term βi is known as the beta coefficient and
represents the sensibility of asset i to market fluctuations. An asset perfectly correlated to the market has
a beta equal to unity and leads to an expected return
rm at equilibrium.
As mentioned above, the original CAPM makes
strong assumptions. In the years since it was
developed, more complex models have been
proposed, generally involving relaxing some of
the original assumptions (for a more extensive
treatment, see [19] Chapter 8). The first extension
was to develop a continuous-time intertemporal
CAPM (see [21, 25, 31]). Others were to integrate
market friction (see [7] for a derivation of the
CAPM under personal income taxes and [8] for a
derivation under transaction costs), the nonexistence
of a risk-free asset [3], heterogeneous perceptions
about returns [20, 30], and preferences depending on
consumption [6].

Insurance and CAPM
The CAPM was adapted to insurance by Cooper [9],
Biger and Kahane [2], Kahane [26], Fairley [15] and
Hill [23], and is usually called the insurance CAPM.
On the basis of Cummins [10], we can present the
basic version as follows.
Insurance activity is organized around two
sources of income – the investment income and
the underwriting income. The firm can invest its
assets A and premiums P at respectively a rate
of return ra and rp . In neglecting taxes, the net
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income of the insurer, I , writes as I = ra A + rp P .
By definition, A = L + E, with L being liabilities
and E being equity.
The return on equity, which is the net income
divided by equity, re , is ra A/E + rp P /E. By writing
s = P /E and k = L/P , we get
re = ra (ks + 1) + rp s

(5)

Equation (5) indicates that leveraging the rates of
investment return and underwriting return generates
the rate of return on equity for an insurer.
By taking expectations in equation (5), one obtains
the insurer’s expected return on equity. Besides, at
equilibrium, it is assumed that the expected return on
the insurer’s equity is determined by the CAPM (see
equation 1).
Therefore, the insurance CAPM is obtained by
equating the CAPM return with the expected return
given by (5). It gives
E(rp ) = −krf + βp (E(rm ) − rf )

(6)

where rm is the return on the market portfolio, rf
is the risk-free asset return, and βp , is the beta of
underwriting profit.
The first term of equation (6) represents an interest
credit for the use of policyholder funds. The second
component is considered as the insurer’s reward for
risk bearing.
Limitations of the insurance CAPM have motivated researchers to extend the basic model by integrating taxes on benefits [12, 24] and the specificity
of insurable risk [5, 35, 36, 38].

Concluding Remarks
Complete market models and the CAPM, by large,
are the two main ways of dealing with the concept
of market equilibrium. These models take as granted
that markets are competitive and that information
is symmetric.
In reality, insurance markets are not likely to
be competitive and may rather be monopolistic or
oligopolistic (see Oligopoly in Insurance Markets),
leading to other forms of equilibrium.
Recent developments in the insurance and economic literature have evolved mainly from the fact
that different agents have different information. This
asymmetry in information may seriously alter the
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allocation of risks between contractuals and may
cause market failures that preclude economic efficiency and even market equilibrium (for an extensive
survey on the theory of insurance equilibrium under
asymmetric information, consult Eisein [14]).
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[18]

[19]
[20]

[21]

[22]

[23]
[24]

[25]

[26]

[27]

[28]

[29]

eds, Risk, Information and Insurance, Kluwer Academic
Publishers, Boston, pp. 123–141.
Fairley, W. (1979). Investment income and profit margins in property-liability insurance: theory and empirical
results, Bell Journal of Economics 10, 192–210.
Foley, D.K. (1970). Economic equilibrium with costly
marketing, Journal of Economic Theory 2(3), 276–291.
Reprinted in R. Starr, eds, General Equilibrium Models
of Monetary Economies, San Diego, Academic Press,
1989.
Geanokoplos, J.D. & Polemarchakis, H.M. (1986). Existence, regularity and constrained suboptimality of competitive allocations when the asset market is incomplete,
in Uncertainty, Information and Communication: Essays
in Honor of K.J. Arrow, Vol. 3, W.P. Heller, R.M. Starr
& D. Starrett, eds, Cambridge University Press, Cambridge, pp. 65–96.
Gollier, C. (1992). Economic theory of risk exchanges:
a review, in Contributions to Insurance Economics,
G. Dionne, eds, Kluwer Academic Publishers, Boston,
3–23.
Gordon, J.A. & Jack, C.F. (1986). Portfolio Analysis,
Prentice Hall, Englewood Cliffs, NJ.
Grossman, S. (1976). On the efficiency of competitive
stock markets when agents have diverse information,
Journal of Finance 31, 573–585.
Grossman, S. & Shiller, R. (1982). Consumption correlatedness and risk measurement in economics with
nontraded assets and heterogeneous information, Journal of Financial Economics 10, 195–210.
Hahn, F.H. (1971). Equilibrium with transaction costs,
Econometrica 39(3), 417–439. Reprinted in General
Equilibrium Models of Monetary Economies, R. Starr,
eds, Academic Press, San Diego, 1989.
Hill, R.D. (1979). Profit regulation in property-liability
insurance, Bell Journal of Economics 10, 172–191.
Hill, R.D. & Modigliani, F. (1987). The Massachusetts
model of profit regulation in nonlife insurance: an
appraisal and extensions, in Fair Rate of Return in
Property-Liability Insurance, J.D. Cummins & S.E. Harrington,
eds,
Kluwer-Nijhoff
Publishing
Co,
Boston.
Jarrow, R. & Rosenfeld, E. (1984). Jump risks and
intertemporal capital asset pricing model, Journal of
Business 57, 337–351.
Kahane, Y. (1979). The theory of risk premiums: a
re-examination in the light of recent developments in
capital market theory. ASTIN Bulletin 10, 223–239.
Kehoe, T.J. (1989). Intertemporal general equilibrium
models, in The Economics of Missing Markets, Information, and Games, Frank H. Hahn, eds, Oxford University
Press, 363–393.
Kurz, M. (1974). Arrow-Debreu equilibrium of an
exchange economy with transaction cost, International
Economic Review 15(3), 699–717.
Lintner, J. (1965). The valuation of risk assets and the
selection of risky investments in stock portfolios and

Market Equilibrium

[30]

[31]
[32]
[33]

[34]

[35]

capital budgets, Review of Economics and Statistics 47,
13–37.
Lintner, J. (1969). The aggregation of investors’ diverse
judgments and preferences in purely competitive security
markets, Journal of Financial and Quantitative Analysis
4, 374–400.
Merton, R.C. (1973). An intertemporal capital asset
pricing model, Econometrica 41, 867–887.
Mossin, J. (1966). Equilibrium in a capital asset market,
Econometrica 34, 261–276.
Pareto, V. (1906). Manuale de Economi Politica, Società
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Moral Hazard
General Remarks
Moral hazard in an insurance context comprises the
phenomenon that having insurance gives the insured
an incentive to alter his behavior to the detriment of
the insurer. In contrast to adverse selection, moral
hazard is characterized by symmetric information
between the insured and the insurer at the time
the contract is signed. The information asymmetry
arises afterwards owing to unverifiable actions of
the insured (hidden action). Generally, a problem of
moral hazard can arise as a result of hidden action or
hidden information [1]. In the latter case, the agent
obtains private information about the state of the
world after the contract has been signed. Like most
of the literature on moral hazard in insurance, this
article will focus on hidden action.
Moral hazard comes in two forms: ex-ante moral
hazard and ex-post moral hazard. If the change in the
insured’s behavior takes place before the occurrence
of the event insured, this is called ex-ante moral hazard. The insured has an incentive to use less effort to
prevent the loss or accident as soon as he has signed
the insurance policy. For example, if the insured
has bought a motor insurance, he might drive less
carefully. Ex-post moral hazard is mostly relevant
for health insurance. Here, the insured changes his
behavior after the event insured has occurred by
demanding too much treatment. (For further information on ex-post moral hazard, refer to Folland
et al. [5].) Usually, the unqualified term ‘moral hazard’ refers to ex-ante moral hazard on which we will
concentrate in the following.
The basic cause of moral hazard is that the insurer
cannot write a complete contract that would specify
the exact level of precaution effort the insuree has
to employ in every contingency. This is not possible because the insuree’s effort is not observable, or
is observable but not verifiable. The issue of nonobservability is especially relevant if the effort is of a
nonmaterial nature and does not cause financial costs
like the endeavor of driving carefully all the time.
In contrast, if the effort is equivalent to a financial
investment, like the installation of fire extinguishers, moral hazard is less of an issue. The insurer
could simply include a clause in the insurance policy
stating that in case of a fire the indemnification will

only be paid if fire extinguishers are installed. Given
that the insurer can verify ex-post whether or not
the required investment was made, the moral hazard
problem disappears.
The fundamental trade-off in the context of moral
hazard is as follows: More insurance has a positive
effect on the insured’s expected utility since the
consumer is assumed to be risk averse. But at the
same time, more insurance has a negative impact on
the insured’s expected utility due to a more severe
moral hazard problem that has to be accounted for
with a higher premium. This trade-off describes what
the literature often refers to as the right mix between
risk sharing and incentives.
The relevance of moral hazard models is not limited to insurance, but the problem arises in a broad
range of so-called principal–agent relationships. For
example, an employee whose payment is independent of his performance may have less incentive to
work hard.

The Model With Finite Efforts
In this section we want to present the insurancespecific moral hazard model when the insured can
choose his effort e from a finite set E = {e1 , e2 , . . .,
en } only. It is assumed that there are two states of
the world: ‘loss’ and ‘no-loss’. Moral hazard arises
because the loss probability π(e) depends on the
level of effort the insured employs: π(ei ) < π(ej )
if ei > ej , which means that a higher effort level
leads to a lower loss probability. The cost of effort in
utility units for the insured is c(ei ) and a higher effort
level causes more costs than a lower effort level. The
expected utility of the insured is given by
E[U ] = (1 − π(e))U (W − P )
+ π(e)U (W − L + I n ) − c(e)

(1)

where U is a utility function implying risk aversion
(U  > 0, U  < 0), W is the initial wealth of the
insured, P is the insurance premium, L is the amount
of the loss and I n is the net indemnification in case
of a loss (indemnification I minus premium P ).
A noteworthiness of the above equation is the
formulation of the effort term which implies that
the insured’s utility function U (W, e) is additively
separable in wealth W and effort e. The reduction
in utility due to the effort does not depend on the
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state of the world but is always the same, no matter
whether a loss occurred or not. The elegance of this
approach is that the insured’s preferences over lotteries do not depend on the level of effort employed,
which facilitates mathematical tractability. Different
ways of modeling effort may make the problem hard
to solve or be less plausible. For example, a possible alternative would be to model monetary effort
costs U (W, e) = U (W − c(e)) to represent effort as a
financial investment, like the installation of fire extinguishers. By doing so, the effort is easily interpreted.
However, as mentioned above, insurance policies can
often condition on these precautionary investments
and then the moral hazard problem ceases to exist.
If there is full, symmetric information, that is,
the insurer can perfectly verify and therefore condition the contract on the effort level, one calls this
a first-best world. In the second-best, however, there
is asymmetric information between the insurer and
the insuree: the effort is not verifiable and contractable anymore.

The General Program
In the second-best world, it is possible that the insured
prefers to employ the minimum effort. In this case,
he needs no incentives and can obtain full insurance
for the corresponding fair premium. However, in
order to make the problem interesting, we assume
in the following that the insured is better off with
a contract implementing a higher effort level via an
incentive scheme. Following Grossman and Hart [8],
the optimal second-best contract can be found by
solving the following program:
max n (1 − π(e))U (W − P )

e∈E,P ,I

+ π(e)U (W − L + I ) − c(e)
n

s.t. P.C.: (1 − π(e))P − π(e)I n ≥ 0

(2)

I.Cs.: (1 − π(e))U (W − P )
+ π(e)U (W − L + I n ) − c(e)
≥ (1 − π(ei ))U (W − P )
+ π(ei )U (W − L + I n ) − c(ei ) ∀ei ∈ E
(3)
The optimal contract specifies a premium P and a net
indemnification I n such that the insured’s expected

utility is maximized given the participation constraint (P.C.) and the incentive constraints (I.Cs.). The
P.C. states that the insurance company has to make
nonnegative profits because otherwise it would not
be interested in writing an insurance contract (This
reflects the implicit assumption that insurers are in
a market of perfect competition. Other assumptions
on the market structure, for example, a monopoly
insurer, do not change the insight provided.) The I.Cs.
state the conditions that make the insured employ the
desired effort level e: the insured’s expected utility
using effort e must be (weakly) higher than under
any other effort ei .

The Program With Two Efforts
Solving the general program above is a tedious process involving the use of Kuhn–Tucker conditions.
However, in the case with just two possible effort
levels, the optimal second-best contract can be found
much easier. The incentive scheme to implement
the high effort results from the following optimization problem:
maxn (1 − πh )U (W − P )
P ,I

+ πh U (W − L + I n ) − ch
s.t. P.C.: (1 − πh )P − πh I n ≥ 0

(4)

I.C.: (1 − πh )U (W − P )
+ πh U (W − L + I n ) − ch
≥ (1 − πl )U (W − P )
+ πl U (W − L + I n ) − cl

(5)

where πh = π(eh ), πl = π(el ), ch = c(eh ) and cl =
c(el ).
In this case, we can take advantage of the fact
that both constraints have to be binding: The I.C.
has to be binding because otherwise moral hazard
would not be a problem and full insurance would
be optimal. But this would make the insured use the
low effort, which is a contradiction to the assumption
that the insured’s expected utility is at a maximum
with the high effort. The P.C. must also be binding
because otherwise one could increase the expected
utility of the insured by marginally lowering the
premium and increasing the net indemnification in a
suitable way that does not violate the I.C. This can be
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done by lowering P by /U  (W − P ) and increasing
I n by /U  (W − L + I n ) with  being small and
positive. This works out if an additively separable
utility function is used. Under different assumptions
on the relationship between utility and effort, the
result of a nonbinding P.C. may prevail as any change
in indemnity or premium would modify the incentive
structure. Such a situation is analyzed by Bennardo
and Chiappori [2], who show that even under price
competition insurers may sustain positive profits in
the presence of moral hazard.
In a fully specified model, one can explicitly
solve for the optimal second-best contract (P SB , I SB )
from the two binding constraints. But also in the
general case, we can obtain a conclusion about the
optimal second-best contract. Rearranging the I.C.
while using the fact that it must be binding, yields
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compatibility constraint with the first-order condition for the insured. This method is called first-order
approach [10]. When using the first-order approach
the incentive constraints of the general program
above are replaced with the following expression:
I.C.: − π  (e)[U (W − P ) − U (W − L + I n )]
− c (e) = 0.

(7)

As in the case of just two possible efforts, one can
infer from the I.C. that in order to implement any
effort level higher than the minimal effort, partial
insurance will be necessary.
The second-order condition is
− π  (e)[U (W − P ) − U (W − L + I n )] − c (e) < 0.
(8)

(πl − πh )[U (W − P ) − U (W − L + I )] = ch − cl
n

(6)
The left hand side of the equation describes the
advantage of the insured using the high effort:
Because the loss probability is smaller under the high
effort, he can enjoy the higher utility of the no-loss
state more often. In equilibrium, this advantage is
balanced with the additional costs of the high effort,
which are written on the right hand side.
Since the right hand side of the equation is positive (ch > cl ) and πl > πh , the utility difference also
needs to be positive. However, this can only be
achieved if the indemnification I = I n + P is smaller
than the loss L. This leads to the first core insight
about the design of the optimal second-best contract:
In order to implement the high effort level in the presence of moral hazard, the insured must not obtain full
insurance. The optimal contract balances the trade-off
between the insured’s benefit of having greater insurance and his benefit of having less insurance, which
provides a better incentive to avoid the loss. Thus,
this result can explain that in practice we observe
partial insurance and deductibles.

Continuous Effort Levels
When allowing for continuous effort levels the procedure of writing the incentive compatibility constraint for every single effort is not suitable anymore. A workaround is to replace the incentive

This inequality holds if the costs of effort are convex
(c (e) > 0) and the loss probability is a convex
function of effort (π  (e) > 0).
When allowing for more than two effort levels,
the question arises as to how the insured will behave
when the effort is not contractable as compared to
the first best. Unfortunately, there is no clear answer
because the result depends on the exact form of the
trade-off between risk sharing and incentives. Thus,
the insured may use either more or less effort in the
second-best world than in the first-best.

Continuous Losses
So far, we have considered the case with only two
possible outcomes or states of the world: either a
certain loss occurs or not. This section extends the
analysis of the moral hazard problem to situations
with a continuous loss distribution. To structure the
analysis, the loss is modeled to be dependent on two
components: the probability π that a loss occurs and a
continuous distribution F (L) of the size of the loss L
with support [L, L], given that the loss has occurred.
Then the insured’s expected utility is
E[U ] = (1 − π)U (W − P )
 L
U (W − L + I n (L)) dF (L) − c(e).
+π
L

(9)
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(Technically, the dichotomy of having π and F (L)
could also be condensed into a single loss distribution function.)
In this context, one can distinguish between loss
prevention and loss reduction [21]. Loss prevention
describes the case where the loss probability π(e)
depends on the insured’s effort but not the distribution
F (L) of the loss. For example, the installation of
high-quality door locks reduces the probability of a
theft. However, if a burglar manages to overcome
the locks, the value of the property stolen is not
influenced by the quality of the locks anymore.
Loss reduction refers to a situation where the
insured’s effort influences the distribution of the loss
F (L, e) given that the loss has occurred but not
the loss probability π. An example might be that
precautionary measures against natural disasters like
floods or tornados are loss-reducing, since currently it
is impossible to have an influence on their probability
of occurrence. In the literature, among others in
Ehrlich and Becker [4], loss prevention is sometimes
referred to as self-protection, while loss reduction is
also known as self-insurance.

Loss Prevention

Loss Reduction
The case of loss reduction is technically more difficult to handle and the result is less clear-cut. The
first thing to note is that the straightforward way of
modeling the size of the loss as being a deterministic function of effort is not helpful. By doing so, the
insurer could find out the effort indirectly by observing the loss that would make the effort contractable
again. Then the first-best effort level can be implemented with a contract that pays no indemnification
if the size of the loss is such that it is clear that the
insured employed less than the first-best effort. Therefore, the loss function needs to establish a stochastic
relationship between effort and loss: A larger effort
level lowers the expected loss but the support [L, L]
must remain the same. If there were loss levels that
occur only under the low effort, the insured could
be punished very hard if the insurer observes such a
loss. Then again, the first-best would be attainable.
However, if the agent is subject to limited liability,
it might be the case that he cannot be punished hard
enough. Further implications of limited liability are
analyzed by Innes [13].
Using the first-order approach the optimization
problem for the loss-reduction case becomes
max E[U ] = (1 − π)U (W − P )

e,P ,I n

In the case of loss prevention, the optimal secondbest insurance contract has a very simple structure:
it features a deductible. The insuree receives an
indemnification that is smaller than the loss by the
amount of the deductible. It is not necessary to
provide coinsurance beyond the deductible because
it is not in the hands of the insured to influence the
distribution of the size of the loss. However, he needs
an incentive to employ high effort to avoid the loss,
and this is accomplished by the deductible.
The generalization of this intuition is that the optimal incentive contract will condition only variables
that convey information about the agent’s effort, even
if this information is very small. In this context, such
a variable is said to be a sufficient statistic for the
agent’s effort. On the other hand, the optimal contract does not condition on variables that have no
informational value about the agent’s effort but are
just noise. This result is known as sufficient statistic result [10, 11, 20]. To some degree real-world
insurance contracts incorporate this feature via the
negligence clause.


+π

L

U (W − L + I n (L))

L

× f (L, e) dL − c(e)
(10)
 L
s.t. P.C.: (1 − π)P − π
I n (L)f (L, e) dL ≥ 0
L



L

I.C.: π

U (W − L + I n (L))fe (L, e) dL

L

− c (e) = 0

(11)

The first-order condition with respect to I n (L) is
µ fe (L, e)
1
= λ−1 +
U  (W + T (L))
λ f (L, e)

(12)

where T (L) = −L + I n (L) can be seen as a transfer
representing the effective monetary impact of the
loss on the insured’s wealth and λ and µ are
the Lagrange multipliers for the P.C. and I.C.
respectively. The fraction fe (L, e)/f (L, e) is the
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differential form of the so-called likelihood ratio.
If the distribution function satisfies the monotone
likelihood ratio property (MLRP), the likelihood ratio
is a decreasing function in the absolute size of the
loss L. That is, a higher loss is more likely to have
occurred under a lower effort. This can be seen by
noting that MLRP implies that f (L, e2 )/f (L, e1 ) is
a decreasing function in L for e2 > e1 . When MLRP
holds, the first-order condition above states that the
transfer T (L) will be smaller the larger the loss:
T  (L) < 0.
For the first-order approach to be valid, it is
necessary to make sure that the problem is concave in
effort. In order to verify this, we restate the objective
function by integrating it by parts and subsequently
differentiating twice with respect to effort, which
yields the following condition:
 L
−π
U  (W + T (L))T  (L)Fee (L, e) dL
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the agent’s utility function exhibits constant, absolute
risk aversion, the optimal contract is indeed linear.

Exclusive Contracts
As we have seen above, the solution to the moral
hazard problem is to provide only partial insurance.
However, insurees might buy insurance contracts
from several insurers in order to increase their level
of cover. Such nonexclusive contracts are a problem
because they undermine the insurees’ incentive to
employ a high effort and inflict losses upon insurers
who relied on a low loss probability. In practice,
insurers might try to enforce exclusive contracts by
requiring the presentation of original documents or
by exchanging data. An analysis of the problems
due to nonexclusive contracts was done by Bisin and
Guaitoli [3].

L

− c (e) < 0.

(13)

This shows that MLRP together with Fee (L, e) < 0,
which is called concavity of the distribution function
condition (CDFC), is sufficient for the first-order
approach to be valid. In the noninsurance specific
but standard principal–agent model, the condition
is convexity of the distribution function [18]. There
has been a long debate in the literature about the
conditions under which the first-order approach is
well defined [14, 17, 18].
Now we turn to the contract resulting from the
optimization problem: it may have the unattractive
feature that I n (L) is a decreasing function in L. The
nature of insurance business, in particular, the incentive to report losses and to inflict damages imposes
further restrictions on the contract: the indemnity
should not exceed the loss (I ≤ L) and should also
be increasing (I  (L) ≥ 0). Under these additional
assumptions, the optimal contract with moral hazard
on loss reduction exhibits possibly full coverage for
low loss levels and partial insurance for higher losses
with a nondecreasing indemnity schedule.
Generically, optimal second-best contracts implement an incentive scheme that is not necessarily
linear in effort, although linear contracts are often
observed in practice (e.g. share cropping). Holmström
and Milgrom [12] developed a model in which the
agent controls the drift rate of a Brownian motion in
a continuous-time model. Under the assumption that

Many Periods
In the context of multiperiod contracts, the question of whether a long-term contract between the
insurer and the insured can mitigate the moral hazard problem has been extensively discussed in the
literature. A first intuition would be that under multiperiod contracts moral hazard is less of a problem.
If a loss occurs, which is higher than expected under
an appropriate effort level, the insurer might punish
the careless insured in later periods by demanding a higher premium (experience-rating). Thereby,
bonus-malus contracts, which can be observed in
practice could be explained. However, as pointed out
by Winter [21], such a long-term contract is not necessarily better than a series of single-period contracts
when there is a finite number of periods. Punishing the insured in subsequent periods is equivalent to
reducing his coverage under a single-period contract
by the corresponding present value. If the insured
has access to banking services on equal terms as
the insurer, he can smooth the experience-rating and
replicate a series of single-period contracts. In this
case, there is no change in the incentive structure
that would potentially reduce the moral hazard problem. Repeated or long-term contracts only have an
influence on moral hazard under relatively stringent
assumptions like an infinite number of periods or
because the insuree can save money only through
the insurer. Malcomson and Spinnewyn [16] as well
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as Fudenberg et al. [6] analyze under which circumstances long-term contracts provide an efficiency
advantage over repeated short-term contracts.
A model in which experience-rating actually does
eliminate the inefficiency of moral hazard was developed by Rubinstein and Yaari [19]. However, their
result is driven by the assumption that there are infinite periods. The authors show that the social optimal
level of care can be elicited by a suitable ‘no-claims
discounts’ (NCD) strategy. Under such a strategy, the
insurer will charge a low premium as long as the
average size of the claims the insuree filed so far is
consistent with the average expected size of claims
under the desired effort level. Otherwise, the insured
will be punished with a high premium.

would anticipate getting full insurance and employ
the minimum effort. Further aspects of renegotiation
are analyzed by Ma [15] and Hermalin and Katz [9].
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Noncooperative Game
Theory
Introduction
Game theory is a mathematical theory that is used
to model strategic interaction between several (economic) agents, called players. Usually, a distinction
is made between noncooperative and cooperative
theory. This distinction dates back to the groundbreaking contribution of von Neumann and Morgenstern [11]. In noncooperative theory it is assumed that
players cannot make binding agreements, whereas in
cooperative theory it is assumed that agents can. The
implication of this distinction is that in noncooperative theory the emphasis is on the strategies of players
and the consequences of the interaction of the strategies on payoffs.
This article describes the main concepts from
noncooperative game theory and some of its applications in the actuarial sciences. For a mathematically oriented text-book exposition of noncooperative
game theory, the reader is referred to [6]. Mas-Colell
et al. [4] devote a lot of attention to applications.
In Section 2 we describe games in strategic form
and their best-known solution concept, the Nash
equilibrium. In Section 3, the static environment
of strategic form games is extended to a dynamic
context. Section 4 deals with games of incomplete
information. In section 5, we mention some applications of noncooperative game theory in the actuarial
sciences.

Games in Strategic Form
A game in strategic form is a model of a strategic
situation in which players make one strategy choice
simultaneously. The payoffs to each player depend
on the actions chosen by all players. Formally, it is
a tuple G = (N, (Ai )i∈N , (ui )i∈N ), where N is the
set of players and Ai , i ∈ N , is the set of (pure)
actions for player i. Denote the Cartesian product of
all Ai by A. The function ui : A →  is the utility
function of player i. That is, ui (a) is the payoff to
player i if the actions played by all players are given
by a ∈ A.
It is assumed that there is no external agency
that can enforce agreements between the players (this

is in contrast with the cooperative game theory).
Therefore, rational players will choose their actions
such that it is unprofitable for each of them to deviate. Any prediction for the outcome of a game in
strategic form should have this property. The bestknown equilibrium concept is the Nash equilibrium.
This equilibrium states that players will choose their
actions such that unilateral deviations are not beneficial. Formally, a Nash equilibrium is a tuple of
actions a ∗ ∈ A such that for each player i ∈ N and
for all ai ∈ Ai it holds that
∗
ui (a ∗ ) ≥ ui (ai , a−i
),

(1)

∗
∗
∗
) = (a1∗ , . . . , ai−1
, ai , ai+1
, . . . , an∗ ).
where (ai , a−i
A Nash equilibrium in pure actions may not
exist for every game in strategic form. However,
if we allow players not only to play the pure
strategies in A but also any probability distribution over the strategies in A, the existence of a
Nash equilibrium can be guaranteed. Let G be a
game in strategic form. The mixed extension of G is
the strategic game Gm = (N, ((Ai ))i∈N , (Ui )i∈N ),
the set of probability distributions
where (Ai ) is 
over Ai and Ui : j ∈N (Aj ) →  is the von Neumann–Morgenstern
(vNM) utility function, defined

for all α ∈ j ∈N (Aj ) by

Ui (α) =

 
a∈A


αj (aj ) ui (a).

(2)

j ∈N

A mixed strategy is a probability distribution over
a player’s pure actions. It describes the probabilities
with which a player plays each of his pure actions.
The payoff given by the von Neumann–Morgenstern
utility function is simply the expected value of the
utility over the mixed strategies. A mixed Nash equilibrium of a game in strategic form G is a Nash
equilibrium of its mixed extension Gm . The following theorem establishes existence of a mixed Nash
equilibrium for finite games in strategic form.
Theorem 1 (Nash[5]) Every finite game in strategic
form has a mixed strategy Nash equilibrium.
The interpretation of mixed strategy Nash equilibrium is not straightforward. The reader is referred
to [6] for a discussion.
Since the set of Nash equilibria can be quite
large, there are numerous equilibrium refinements
that select a subset of the Nash equilibria. One of
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the best-known refinement concepts has been introduced by Selten [9] and is the notion of perfect
equilibrium. Intuitively, a perfect equilibrium is a
Nash equilibrium that is robust against the possibility
that, with a small probability, players make mistakes.
For a review of equilibrium refinements, the reader
is referred to [10].

Extensive Form Games
In the previous section, we discussed a simultaneous
move game. An extensive form game is a tuple G =
(N, H, P , (ui )i∈N ), where N is the set of players, H
is the set of histories, P is the player function, and
for each i ∈ N , ui denotes the utility function.
The set of histories gives all possible sequences
of actions that can be played by the agents in the
game. The player function assigns to each history
a player. For example, the player P (a) is the one
who makes a move after history a has been played.
Games in extensive form are usually represented by
a game-tree. An example of a game-tree is given in
Figure 1.
In this tree, player 1 chooses at the first node
between the strategies T and B, yielding either history
T or history B. At the second node, player 2 makes
a choice. After history T, player 2 chooses between
a and b. After history B, player 2 chooses between c
and d. The numbers between brackets are the payoffs
to player 1 and 2, respectively, for the possible
outcomes of the game.
A strategy of player i ∈ N in an extensive form
game G is a function that assigns an action to each
node in the game-tree on which the players have
to choose a strategy. For each strategy profile s =

2

T

a

b

(3,1)

(2, −1)

1

B

2

c
d

Figure 1

A game-tree

(0, 1)

(−1, 0)

(si )i∈N , the outcome, O(s), is defined to be the
final node of the history that results when each
player i ∈ N plays si . For example, in Figure 1,
the outcomes result from the histories (T , a), (T , b),
(B, c), and (B, d), respectively. A Nash equilibrium
for the extensive form game G is a tuple of strategies
s ∗ such that for all i ∈ N and all si  = si∗ it holds
that
∗
)).
(3)
ui (O(s ∗ )) ≥ ui (O(si , s−i
The subgame of an extensive form game G that follows the history h ∈ H is the reduction of G to h.
This implies that we take a particular history and
look at the game along this path. For a Nash equilibrium of G, it might hold that if the game actually
ends up in a particular history h, then the prescribed
equilibrium play is not optimal any more. This means
that the Nash equilibrium contains incredible threats
since the other players know that player i will not
stick to his/her Nash equilibrium strategy. For extensive form games, we therefore need an extra stability requirement. We focus on subgame perfectness,
which has been introduced by Selten [8]. For a strategy si and a history h ∈ H , define si|h = si (h, h )
for each h ∈ {(h, h ) ∈ H }. A subgame perfect equilibrium (SPE) for an extensive form game G is a
strategy profile s ∗ such that for each player i ∈ N
and all h ∈ H we have
∗
∗
ui (O(s|h
)) ≥ ui (O(si , s−i|h
)),

(4)

for every strategy si of player i in the subgame that
follows the history h.

Games with Incomplete Information
Until now we have been concerned with games
of complete information. In non-life insurances,
the problem is usually that the insured has
private information that is not known to the
insurer. Therefore, we consider games of incomplete
information in this section. The approach presented
here was originated by Harsanyi [2]. Strategic
situations with incomplete information are modeled
by the so-called Bayesian games. In a Bayesian
game, each player i ∈ N observes a random variable
θi ∈ i chosen by nature and unobservable for the
other players. The joint distribution function of the
θi s is denoted by F (θ1 , . . . , θn ) and is assumed
to be common knowledge among the players.
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A Bayesian game is therefore given by a tuple
(N, (Ai )i∈N , (ui )i∈N , (i )i∈N , F ). A (pure) strategy
profile for player i is a function si : i → Ai that
assigns to each observation of θi an element from
the set Ai . The set of strategy profiles for player i is
denoted by Si .
A Bayesian Nash equilibrium is a profile of strategies (s1∗ , . . . , sn∗ ) such that for all i ∈ N , all θi ∈ i ,
and for all si ∈ Si it holds that
∗
∗
Ɛθ [ui (si∗ , s−i
)|θi ] ≥ Ɛθ [ui (si , s−i
)|θi ].

(5)

In fact, a Bayesian Nash equilibrium
gives

for each parameter value θ ∈ i∈N i a Nash
equilibrium for the game in strategic form G =
(N, (Si )i∈N , (Ɛθ [ui |θi ])i∈N ). Each player chooses for
each possible value of the private information a
strategy such that a unilateral deviation does not pay
in expectation.
If a Bayesian game is given in extensive form, the
Bayesian Nash equilibrium might include incredible
threats, just as Nash equilibrium can do in extensive
form games with complete information. However,
subgame perfection alone is often not enough in
games with incomplete information. An additional
requirement needed is that the beliefs of each player
over the strategies of the other players are consistent. The notion of perfect Bayesian equilibrium
requires that an equilibrium is both subgame perfect
and has consistent beliefs (the consistency requirement draws on Bayes’ rule, hence the reference to
Bayes). For a formal exposition, the reader is referred
to [1].

Applications in Actuarial Sciences
Applications of noncooperative game theory can be
mainly found in non-life insurance. One of the most
famous examples is the adverse selection problem,
where an uninformed insurer wants to screen possible
customers regarding their behavior. According to this
problem, an insurance will attract those customers
who expect to make good use of the insurance. This
problem can be solved by screening. As an example,
think of a car insurance. The insurer wants to distinguish between customers who are good drivers and
those who are bad. The basic screening model for
insurance markets can be found in [7, 12].
With adverse selection, the information asymmetry exists before the insurance contract is signed. It
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is also possible that an asymmetry arises after the
contract is signed. For example, someone who has
bought a car insurance might become very sloppy in
locking his car. This phenomenon is called moral
hazard. The action ‘locking the car doors’ is unobservable by the insurer and poses an informational
asymmetry. These kinds of contracting problems are
analyzed in [3].
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Nonexpected Utility
Theory
Introduction
Since the early eighteenth century, the predominant
model of individual behavior under uncertainty has
been the expected utility model of preferences over
uncertain prospects. This model was first introduced
by Nicholas Bernoulli [5] in his famous resolution
of the St. Petersburg Paradox; was formally axiomatized by von Neumann and Morgenstern [36] in their
development of the game theory; was formally integrated with the theory of subjective probability by
Savage [31] in his work on the foundations of statistics; and was shown to possess great analytical power
by Arrow [4] and Pratt [27] in their work on risk
aversion, as well as by Rothschild and Stiglitz [29,
30] in their work on comparative risk. It is fair to
say that the expected utility model is the received
analytical foundation for the great majority of work
in the theory of insurance, theory of games, theory
of investment and capital markets, theory of search,
and most other branches of statistics, decision theory, and the economics of uncertainty.
However, beginning with the work of Allais [1]
and Edwards [11, 12] in the early 1950s and continuing through the present, psychologists and economists
have uncovered a growing body of evidence that individuals do not necessarily conform to many of the
key assumptions or predictions of the expected utility
model, and indeed, seem to depart from the model in
predictable and systematic ways. This has led to the
development of alternative or ‘nonexpected utility’
models of risk preferences, which seek to accommodate these systematic departures from the expected
utility model, while retaining as much of its analytical
power as possible.

The Expected Utility Model
In one of the simplest settings of choice under
uncertainty, the objects of choice consist of finitevalued objective lotteries, each of the form P =
(x1 , p1 ; . . . ; xn , pn ) and yielding a monetary payoff
of xi with probability pi , where p1 + · · · + pn = 1.
In such a case the expected utility model assumes (or
posits axioms sufficient to imply) that the individual

ranks such risky prospects based on an expected
utility preference function of the form
VEU (P) = VEU (x1 , p1 ; . . . ; xn , pn )
≡ U (x1 )p1 + · · · + U (xn )pn

(1)

in the sense that the individual prefers some lottery P∗ = (x1∗ , p1∗ ; . . . ; xn∗∗ , pn∗∗ ) over a lottery P =
(x1 , p1 ; . . . ; xn , pn ) if and only if VEU (P∗ ) > VEU (P),
and will be indifferent between them if and only if
VEU (P∗ ) = VEU (P). U (·) is termed the individual’s
von Neumann–Morgenstern utility function, and its
various mathematical properties serve to characterize
various features of the individual’s attitudes toward
risk, for example,
VEU (·) will exhibit first-order stochastic dominance
preference (a preference for shifting probability
from lower to higher outcome values) if and only
if U (x) is an increasing function of x,
VEU (·) will exhibit risk aversion (an aversion to all
mean-preserving increases in risk) if and only if
U (x) is a concave function of x,
∗
(·) will be at least as risk averse as VEU (·) (in
VEU
several equivalent senses) if and only if its utility
function U ∗ (·) is a concave transformation of
U (·) (i.e. if and only if U ∗ (x) ≡ ρ(U (x)) for
some increasing concave function ρ(·)).
As shown by Bernoulli [5], Arrow [4], Pratt [27],
Friedman and Savage [13], Markowitz [26], and others, this model admits to a tremendous flexibility
in representing many aspects of attitudes toward
risk.
But in spite of its flexibility, the expected utility
model has testable implications that hold regardless of the shape of the utility function U (·), since
they follow from the linearity in the probabilities
property of the preference function VEU (·). These
implications can be best expressed by the concept
of an α:(1 − α) probability mixture of two lotteries
P∗ = (x1∗ , p1∗ ; . . . ; xn∗∗ , pn∗∗ ) and P = (x1 , p1 ; . . . ; xn ,
pn ), which is defined as the lottery αP∗ + (1 −
α)P ≡ (x1∗ , αp1∗ ; . . . ; xn∗∗ , αpn∗∗ ; x1 , (1 − α)p1 ;
. . . ; (1 − α)xn , pn ), and which can be thought of as
a coin flip that yields prize P∗ with probability α and
prize P with probability (1 − α), where the uncertainty in the coin and in the subsequent prize are
realized simultaneously, so that αP∗ + (1 − α)P (like
P∗ and P) is a single-stage lottery. Linearity in the
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probabilities is equivalent to the following property,
which serves as the key foundational axiom of the
expected utility model:
Independence Axiom. For any pair of lotteries P∗
and P, lottery P∗ is preferred (resp. indifferent) to P if
and only if the probability mixture αP∗ + (1 − α)P∗∗
is preferred (resp. indifferent) to αP + (1 − α)P∗∗
for every lottery P∗∗ and for every probability α ∈
(0, 1].
This axiom can be interpreted as saying ‘given
an α:(1 − α) coin, one’s preferences for receiving P∗
versus P in the event of heads should not depend upon
the prize P∗∗ that will be received in the event of
tails, nor upon the probability α of landing heads (so
long as it is positive)’. The strong normative appeal
of this axiom has contributed to the widespread
adoption of the expected utility model. An insurancebased example would be if all insurance contracts
had clauses that render them void (with a premium
refund) in the event of an ‘act of war’, then an
individual’s ranking of such contracts (P∗ versus P)
would not depend upon their perceived probability
1 − α of an act of war, or upon the distribution of
wealth P∗∗ that would result in such an event.
The property of linearity in the probabilities,
as well as the senses in which it is empirically
violated, can be illustrated in the special case of
preferences over the family of all lotteries P =
(x 1 , p1 ; x 2 , p2 ; x 3 , p3 ) over a fixed set of outcome
values x 1 < x 2 < x 3 . Since we must have p2 = 1 −
p1 − p3 , each lottery in this set can be completely
summarized by its pair of probabilities (p1 , p3 ), as
plotted in the ‘probability triangle’ of Figure 1. Since
upward movements in the diagram (increasing p3 for
fixed p1 ) represent shifting probability from outcome
x 2 up to x 3 , and leftward movements represent shifting probability from x 1 up to x 2 , such movements
both constitute first order stochastically dominating
shifts and will thus always be referred. Expected
utility indifference curves (loci of constant expected
utility) are given by the formula
U (x 1 )p1 + U (x 2 )[1 − p1 − p3 ]
+ U (x 3 )p3 = constant
and are accordingly seen to be parallel straight lines
of slope [U (x 2 ) − U (x 1 )]/[U (x 3 ) − U (x 2 )], as indicated by the solid lines in the figure. The dashed lines

1

Increasing
preference

p3

0

p1

1

Figure 1 Expected utility indifference curves in the probability triangle

in Figure 1 are loci of constant expected value, given
by the formula x 1 p1 + x 2 [1 − p1 − p3 ] + x 3 p3 =
constant, with slope [x 2 − x 1 ]/[x 3 − x 2 ]. Since northeast movements along the constant expected value
lines shift probability from x 2 both down to x 1 and up
to x 3 in a manner that preserves the mean of the distribution, they represent simple increases in risk. When
U (·) is concave (i.e. risk averse), its indifference
curves will have a steeper slope than these constant
expected value lines, and such increases in risk are
seen to move the individual from more preferred to
less preferred indifference curves, as illustrated in the
figure. It is straightforward to show that the indifference curves of any expected utility maximizer with
a more risk-averse (i.e. more concave) utility function U ∗ (·) will be even steeper than those generated
by U (·).

Systematic Violations of the Expected
Utility Hypothesis
In spite of its normative appeal, researchers have
uncovered two forms of widespread systematic violations of the Independence Axiom. The first type
of violation can be exemplified by the following
example, known as the Allais Paradox [1], where
individuals are asked to rank the lotteries a1 versus a2 , and separately, a3 versus a4 , where $1M
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denotes $1 000 000
a1 : {1.00 chance of $1M
versus

0.10 chance of $5M
a2 : 0.89 chance of $1M
 0.01 chance of $0
0.10 chance of $5M
a3 :
0.90 chance of $0
versus

0.11 chance of $1M
a4 :
0.89 chance of $0
Most individuals express a preference for a1 over
a2 in the first pair, and a3 over a4 in the second pair.
However, such preferences violate expected utility
theory, since the first ranking implies the inequality
U ($1M) > 0.10U ($5M) + 0.89U ($1M) + 0.01
U ($0), whereas the second ranking implies the inconsistent inequality 0.10U ($5M) + 0.90U ($0) > 0.11
U ($1M) + 0.89U ($0). By setting x 1 = $0, x 2 =
$1M, and x 3 = $5M, the four prospects can be plotted in the probability triangle as in Figure 2, where
they are seen to form a parallelogram. The typical
preference for a1 over a2 and a3 over a4 suggests
that indifference curves depart from the expected utility property of parallel straight lines in the direction
of ‘fanning out’, as in the figure. The Allais Paradox
is merely one example of a widely observed phenomenon termed the Common Consequence Effect,
1

Increasing
preference

p3

a2

a3

a1
0

p1

a4

1

Figure 2 Allais Paradox choices and indifference curves
that ‘fan out’
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which states that when P∗ is riskier than P, individuals tend to depart from the Independence Axiom
by preferring αP∗ + (1 − α)P∗∗ to αP + (1 − α)P∗∗
when P∗∗ involves low payoffs, but reverse this preference when P∗∗ instead involves high payoffs.
(In the Allais example, P =($1M,1), P∗ =($5M,
10/11;$0,1/11), α = 0.11, and P∗∗ is ($1M,1) in the
first pair and ($0,1) in the second pair.)
The second broad class of systematic violations,
also originally noted by Allais, can be illustrated by
the following example from Kahneman and Tversky [18]:

0.45 chance of $6000
b1 :
0.55 chance of $0
versus

0.90 chance of $3000
b2 :
0.10 chance of $0


0.001 chance of
0.999 chance of
versus

0.002 chance of
b4 :
0.998 chance of

b3 :

$6000
$0
$3000
$0

Most individuals express a preference for b2
over b1 and for b3 over b4 , which again violates
expected utility theory since they imply the inconsistent inequalities 0.45U ($6000) + 0.55U ($0) < 0.90
U ($3000) + 0.10U ($0) and 0.001U ($6000) +
0.999U ($0) > 0.002U ($3000) + 0.998U ($0). Setting
x 1 = $0, x 2 = $3000 and x 3 = $6000, the prospects
can be plotted as in Figure 3, where the above preference rankings again suggest that indifference curves
depart from expected utility by fanning out. This
is one example of a widely observed phenomenon
termed the Common Ratio Effect, which states that
for positive-outcome prospects P∗ which is risky and
P which is certain, with P∗∗ being a sure chance
of $0, individuals tend to depart from the Independence Axiom by preferring αP∗ + (1 − α)P∗∗ to
αP + (1 − α)P∗∗ for low values of α, but reverse this
preference for high values of α. Kahneman and Tversky [18] observed that when the positive outcomes
$3000 and $6000 are replaced by losses of $3000 and
$6000 to create the prospects b1 , b2 , b3 and b4 , then
preferences typically ‘reflect’, to prefer b1 over b2
and b4 over b3 . Setting x 1 = −$6000, x 2 = −$3000
and x 3 = $0 (to preserve the ordering x 1 < x 2 < x 3 )
and plotting as in Figure 4, such preferences again
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Most of these forms have been axiomatized, and
given proper curvature assumptions on their component functions υ(·), τ (·), G(·), K(·, ·),. . ., most
are capable of exhibiting first-order stochastic dominance preference, risk aversion, and the common
consequence and common ratio effects. The rankdependent expected utility form, in particular, has
been widely applied to the analysis of many standard
questions in economic choice under uncertainty.

1

Increasing
preference

p3

b1

Generalized Expected Utility Analysis
b3
0

b2

p1

b4

An alternative approach to nonexpected utility, which
yields a direct extension of most of the basic results

1

1

Figure 3 Common ratio effect and indifference curves
that fan out

b ′4

7 suggest that indifference curves in the probability
triangle fan out.
Further descriptions of these and other violations
of the expected utility hypothesis can be found in [6,
18, 21, 23, 24, 34, 35, 38].

Increasing
preference

b ′1
p3

Nonexpected Utility Functional Forms

b ′2

Researchers have responded to the above types of
departures from linearity in the probabilities in two
manners. The first consists of replacing the expected
utility preference function VEU (·) by some more
general functional form for V (P) = V (x1 , p1 ; . . . ; xn ,
pn ), such as the forms in the Table below.
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Dual expected utility
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Nonexpected Utility Theory
of expected utility analysis, applies calculus to a general ‘smooth’ nonexpected utility preference function
V (P) ≡ V (x1 , p1 ; . . . ; xn , pn ), concentrating in particular on its probability derivatives ∂V (P)/∂ prob
(x). This approach is based on the observation that for
the expected utility function VEU (x1 , p1 ; . . . ; xn , pn )
≡ U (x1 )p1 + · · · + U (xn )pn , the value U (x) can be
interpreted as the coefficient of prob(x), and that
many theorems relating to a linear function’s coefficients continue to hold when generalized to a nonlinear function’s derivatives. By adopting the notation U (x;P) ≡ ∂V (P)/∂ prob(x) for the probability
derivative, the above expected utility characterizations of first-order stochastic dominance preference,
risk aversion, and comparative risk aversion generalize to any smooth preference function V (P) in the
following manner:
V (·) will exhibit first-order stochastic dominance
preference if and only if at each lottery P,
U (x;P) is an increasing function of x
V (·) will exhibit risk aversion (an aversion to all meanpreserving increases in risk) if and only if at each
lottery P, U (x;P) is a concave function of x
V ∗ (·) will be at least as risk averse as V (·) if and
only if at each lottery P, U ∗ (x;P) is a concave
transformation of U (x;P)
It can be shown that the indifference curves of
a smooth preference function V (·) will fan out in
the probability triangle and its multiple-outcome generalizations if and only if U (x;P∗ ) is a concave
transformation of U (x;P) whenever P∗ first order
stochastically dominates P; see [3, 9, 19, 22, 23, 37]
for the development and further applications of generalized expected utility analysis.

Applications to Insurance
The above analysis also permits the extension of
many expected utility-based results in the theory of
insurance to general smooth nonexpected utility preferences. The key step in this extension consists of
observing that the formula for the expected utility outcome derivative – upon which most insurance results
are based – is linked to its probability coefficients via
the relationship ∂VEU (P)/∂x ≡ prob(x)·U  (x), and
that this relationship generalizes to any smooth nonexpected utility preference function V (·), where it takes
the form ∂V (P)/∂x ≡ prob(x)·U  (x;P) (where U  (x)
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and U  (x;P) denote derivatives with respect to the
variable x). One important expected utility result that
does not directly extend is the equivalence of risk
aversion to the property of outcome-convexity, which
states that for any set of probabilities (p1 , . . . , pn ),
if the individual is indifferent between the lotteries
(x1 , p1 ; . . . ; xn , pn ) and (x1∗ , p1 ; . . . ; xn∗ , pn ) then they
will strictly prefer any outcome mixture of the form
(βx1∗ + (1 − β)x1 , p1 ; . . . ; βxn∗ + (1 − β)x1 , pn ) (for
0 < β < 1). Under nonexpected utility, outcomeconvexity still implies risk aversion but is no longer
implied by it, so for some nonexpected utility insurance results, both risk aversion and outcome-convexity
must be explicitly specified. (Nevertheless, the hypothesis that the individual is risk averse and outcomeconvex is still weaker than the hypothesis that they
are a risk averse expected utility maximizer.)
One standard insurance problem – termed the
demand for coinsurance – involves an individual
with initial wealth w who faces a random loss ˜
with probability distribution (l1 , p1 ; . . . ; ln , pn ) (li ≥
0), who can insure fraction γ of this loss by paying
˜ where E[]
˜ is the expected
a premium of λγ E[],
loss and the load factor λ equals or exceeds unity.
The individual thus selects the most preferred option
from the family of random variables {w − (1 −
˜ ≤ γ ≤ 1}. Another standard probγ )˜ − λγ E[]|0
lem – termed the demand for deductible insurance –
involves fully covering any loss over some amount
d, so the individual receives a payment of max{˜ −
d, 0}, and paying a premium of λE[max{˜ − d, 0}].
The individual thus selects the most preferred option
˜
from the family of random variables {w − min{,
˜
d} − λE[max{ − d, 0}]|d ≥ 0}. In each case, insurance is said to be actuarially fair if the load factor
λ equals unity, and actuarially unfair if λ exceeds
unity. Even without the assumption of outcomeconvexity, the following results from the classic
expected utility-based theory of insurance can be
shown to extend to any risk averse smooth nonexpected utility preference function V (·):
V (·) will purchase complete coinsurance (will choose
to set the fraction γ equal to one) if and only if
such insurance is actuarially fair
V (·) will purchase complete deductible insurance
(will choose to set the deductible d equal to zero)
if and only such insurance is actuarially fair
If V ∗ (·) is at least as risk averse as V (·), then whenever they each have the same initial wealth and
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face the same random loss, V ∗ (·) will purchase
at least as much coinsurance as V (·)
If V ∗ (·) is at least as risk averse as V (·), then
whenever they each have the same initial wealth
and face the same random loss, V ∗ (·) choose at
least as low a deductible level as V (·)
If we do assume outcome-convexity, many additional results in the theory of insurance and optimal
risk-sharing can be similarly extended from expected utility to smooth nonexpected utility preferences;
see [25] for the above and additional extensions,
and [10, 14, 16, 20, 32, 40] as well as the papers
in [15], for additional results in the theory of insurance under nonexpected utility risk preferences.
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MARK J. MACHINA

Oligopoly in Insurance
Markets
General Remarks
An oligopoly is a situation in which relatively few
firms compete in a market for a given product. The
key characteristic of an oligopoly is that firms are
not passively taking the market price as given like
under perfect competition. Instead, their own actions
influence the overall market outcome that leads to
strategic behavior in competition. In such a situation,
it is possible that firms enjoy positive, above normal
profits. We use the term ‘profit’ not in an accounting but in a microeconomic sense, which includes
the opportunity costs of equity capital. Therefore, a
microeconomic ‘zero profit’ can still be consistent
with a positive accounting profit. In this context, positive profits as opposed to a zero profit are called
‘above normal’. The focus of this article is on how
to explain positive profit equilibria in insurance markets.
Empirical evidence seems to suggest that at least
some insurance sectors can be characterized as having
an oligopolistic market structure. With respect to the
US market, Nissan and Caveny [21] find that some
lines of property and liability insurance are significantly more concentrated than a comparable collection of other industries (data from 1996 and 1998). In
the United Kingdom, the largest 10 of the property
insurers have a market share of 85% (Source: The
Association of British Insurers, www.abi.org.uk). An
empirical analysis of the Australian general insurance
industry by Murat et al. [20] suggests that competition is less than perfect and thus insurers do command
some extent of market power. Their reasoning is that
under perfect competition firms should be forced to
completely pass on any increase in production costs
(e.g. wage increases) to the consumers as firms make
zero profits and thus have no leeway. In their study,
however, they find that insurance companies do not
pass on the whole cost increase.
Interestingly, theoretical work on positive profit
oligopoly models in insurance markets is very rare
(with a few exceptions discussed below). The traditional theoretical literature assumes that either a
monopoly insurer is present or that there is a situation equivalent to perfect competition. So the

empirical and theoretical view do not seem to fit
well together but rather create a kind of a puzzle.
In the following section, we will explore the reasons for this discrepancy and will outline possible
avenues where economic theory in the context of
oligopolies and strategic competition can be applied
to understand oligopolistic behavior in the insurance
sector.

Factors Favoring Oligopolies: Standard
Industrial Organization Models
In an insurance context, Bertrand competition [3] is
the most plausible mechanism because competition
takes place in prices (i.e. premiums) and insurers
cannot produce coverage in advance. For a detailed
analysis of Bertrand competition, see [33]. Bertrand
competition yields the same outcome as perfect competition, namely, zero profits, even if there are only
two firms. This is sometimes referred to as Bertrand
paradox. As a result, there is no space left between
the two extremes of a monopoly (one insurer) and
perfect competition (two or more insurers). Therefore, there are virtually no theoretical models that
consider oligopoly insurers making above normal
profits and most of the classical insurance articles
use Bertrand competition (see, for example, the seminal paper on adverse selection by Rothschild and
Stiglitz [25]). However, the standard literature on
industrial organization discusses several ways to get
around the Bertrand conclusion, which will be introduced below.

Capacity Constraints
One reason why the Bertrand paradox might not
hold true is the presence of capacity constraints,
which has been modeled by Edgeworth [12]. If a
firm cannot serve all the customers it could attract
by undercutting its rival, the incentive to do so
attenuates. The outcome is that in Nash equilibrium,
firms charge a price above marginal costs. A similar
result obtains in the presence of convex marginal
costs. When the production of further units drives
up costs more than proportional, this creates a kind
of ‘soft’ capacity constraint that the firm runs into.
This might play a role in an insurance context as
Cummins and Zi [8] find that more than 30% of US
insurers – mostly large companies – operate in an
area of decreasing returns to scale.
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Capacity constraints seem to be a relevant factor
in the insurance industry as well [6]. As explained
in [17], these constraints might arise because the
sales force is in the short run limited, capacity to
proceed claims and orders is limited, and, above all,
the necessary equity to backup insurance contracts
cannot be increased easily.
In Edgeworth’s model, capacity constraints have
been exogenous. In a fundamental article, Kreps
and Scheinkman [19] describe a situation in which
capacities are determined endogenously. They model
a two-stage game in which firms simultaneously
choose their capacity in the first stage and in the
second stage, set their price in a Bertrand game.
Under efficient rationing, the game exactly yields the
Cournot [5] outcome, which is characterized by positive equilibrium profits. ‘Efficient rationing’ describes
a way in which customers partition to different insurers if one insurer faces more demand for policies
than he can actually serve. However, Davidson and
Deneckere [10] show that for virtually any other
rationing rule this result does not hold true. For a
detailed contemporary description of Cournot competition see, for example, [29] or [33].

Product Differentiation
One means for a firm to get away from perfect competition is to have a different product than its rivals.
Thus, undercutting the price of a competitor will not
attract all the customers because of their different
tastes. In the case of horizontal product differentiation, different characteristics of the product have an
ambiguous link to the consumers’ preferences: for
example, some people like blue cars better than red
cars and vice versa. With respect to insurance, an
example might be life insurance policies with a fair
premium but different maturities.
In the case of vertical product differentiation,
different product characteristics have a clear-cut link
to the consumers’ preferences: all consumers would
prefer to have insurance with a lower deductible
if the premium was the same. However, not all of
them are willing to actually pay the associated higher
premium.
Horizontal Product Differentiation. The classic
model of horizontal product differentiation is by
Hotelling [16]. Consider a situation where two shops
that are placed some distance from each other

compete for customers. It is assumed that both
vendors sell the same product and that customers are
distributed on a straight line between the two shops.
Now the two shops compete in prices. The product
differentiation stems from the fact that customers
have transportation costs that depend on the distance
they have to walk to the respective shop. It turns
out that a higher degree of product differentiation
(higher transportation costs) leads to higher prices.
One can also think of the distance between the
shops being an interval representing a sorted array of
consumers with different tastes. Then transportation
costs correspond to disutility consumers experience
when they do not exactly get the product matching
their taste, that is, their position on the interval. In a
more elaborate game, the shop owners decide at an
initial stage where to locate their shops. In this twostage game, d’Aspremont et al. [9] show that there
will be maximum differentiation. If the customers are
approximately uniformly distributed, the shop owners
will build their stores as far apart as possible and
both will make positive profits. (Salop [26] considers,
in contrast to Hotelling, a circular arrangement of
customers. This facilitates the extension of the model
to a situation with more than two firms. It turns
out that in a situation in which market entry is free
but connected with fixed costs in equilibrium, only
a limited number of firms are in the market which
charge markup prices.) With the assumption that all
insurance policies are the same, the argument of
horizontal product differentiation easily extends to the
location of insurance branch offices.
Vertical Product Differentiation. A model of vertical product differentiation is given by Shaked and
Sutton [28]. A high quality firm and a low quality
firm compete in prices for customers whose willingness to pay more for the high quality product
differs. The outcome of the model is that, under certain assumptions, both firms make positive profits
with the high quality firm charging a higher price.
An interesting extension is that even if entry costs
converge to zero, only a finite number of firms will
enter the market. This is because price competition of
high quality firms will crowd out low quality firms.
For an insurance company, there are quite a number of ways in which they can make their products better. Schlesinger and von der Schulenburg
[27] mention the role of perceived service quality in
this context. Examples are quick and easy payment
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of indemnities, the availability of a local agent or
bonus/malus systems to adjust the premium. Product
differentiation is not limited to the very product itself
but may also involve its distribution and marketing
approach. Here, the range spans from high price full
service insurers to discount direct insurers.

Search and Switching Costs
In a well-known article, Diamond [11] proposed a
model with consumer search costs, and came up
with a surprising result: already, minimal search costs
yield an equilibrium outcome in which no consumer
searches, and firms charge the monopoly price. The
idea behind the model is that if every consumer
anticipates that all firms charge the monopoly price,
it does not make sense for the consumer to start a
costly search for lower prices. If the firms anticipate
that there will be no search for lower prices anyway, it
does not make sense for them to reduce their prices in
order to attract more customers. Thus, the monopoly
price can be a stable equilibrium outcome.
Nowadays, one can easily surf the Internet for
insurance comparison portals that claim to find the
best offer for the consumer. With respect to life
insurance, Brown and Goolsbee [4] find empirical
evidence that such insurance portals increased competition significantly and reduced prices by 8 to 15%.
A similar impact is created by switching costs that
represent any inconvenience an insuree may have in
order to cancel a policy and switch to a different
insurer. Here, one can think of the opportunity costs
of time and the disutility of tedious work like having
to learn terms and procedures of canceling, writing
letters or filling out forms (for the influence of switching costs on market structure, see also [15] and [18]).
Schlesinger and von der Schulenburg [27] create a
combined model that considers Bertrand competition
of insurers in the presence of search and switching
costs in addition to product differentiation. Incumbent
insurers are located on a Salop-like circular street
that represents consumer tastes regarding product
differentiation. Now, new insurance firms enter the
market. It is shown that search and switching costs
provide market power to the existing insurers and
reduce the market share of new entrants.

Barriers to Entry and Regulation
When a market is split up among members of
a profit-making oligopoly one should expect that
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new firms are interested in entering this market to
gain a share in these profits. However, as Bain [1]
pointed out, there might be a number of barriers
that hamper market entry. Examples are technological barriers, threats by the incumbent firms (e.g.
price wars) and government-created barriers like
license requirements. Barriers to entry have been
analyzed in detail by Encaoua et al. [13] and von
Weizsäcker [37].
In the insurance sector, government regulation
plays an important role and can be considered
as a barrier to entry. For example, before the
EU-wide insurance deregulation in 1994, German
insurers needed to get their insurance products and
premiums approved by a regulating authority. Rees
and Kessner [24] argue that the downside of such
a high degree of regulation is that insurers with
inefficient high costs are protected from competition
instead of being driven out of the market, which
leads to a loss of insurance buyers’ welfare. This
downside of a government-protected quasi cartel
was taken into account for the sake of consumer
protection against insurance insolvency (for a critical
evaluation, see [23]).
The analysis of barriers to entry provides a prominent role for sunk costs. Usually, a potential new
entrant is required to invest certain entry costs (e.g.
specific equipment), which can be regarded to be sunk
(at least partly) and need to be recovered by future
profits. As Stiglitz [31] pointed out, already small
entry costs may establish a barrier to entry: As long
as there is no entrant in the market, the incumbent
earns the monopoly profit minus his own sunk entry
costs. However, should a rival come into the market,
both firms will end up with a loss due to Bertrand
price competition and sunk entry costs, which is not
attractive for a potential new entrant. An example
of sunk entry cost in the insurance sector might be
expenditures on risk research and actuarial expertise.
Following Sutton [32], the analysis of sunk costs may
also provide valuable insights on how to explain an
industry’s market concentration level.

Factors Favoring Oligopolies: Insurance
Specific Models
While the models presented so far are standard in the
industrial organization literature and apply potentially
to many industries, this section deals with models,
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which employ features that are specific to the insurance industry. The main idea behind all models is
that charging a lower price (and thus undercutting a
rival) might be undesirable, because this will change
the risk portfolio in a detrimental way. Thus, prices
higher than the competitive price can be sustained.
Although the main effect is similar among the models
we present, the reason why the risk portfolio becomes
unattractive differs.

Adverse Selection (see Adverse Selection) when
Consumers Differ in Risk and Wealth
In the classic Rothschild–Stiglitz model [25], risk
is the only dimension of asymmetric information
between the insurers and the consumers. This is
represented by two types of consumers: a high-risk
type and a low-risk type. In the case of an existing
equilibrium, insurers offer two separating contracts,
one for the high-risk type and one for the low-risk
type. However, an equilibrium may not exist for reasons which are beyond the scope of this overview
article. High-risk types have no incentive to mimic
low-risk types because the equilibrium separating
contracts are designed in a way that high risks are
indifferent between their own and the low risks’
contract. Furthermore, the equilibrium contracts are
making zero profits owing to Bertrand-style price
competition among insurers. Thus, the original Rothschild–Stiglitz model cannot explain profit-making
insurance oligopolies.
Several authors (Smart [30], Villeneuve [34],
Wambach [36]) extend this model and introduce a
second dimension of asymmetric information by
considering the case in which consumers can either
have low or high wealth (or high or low risk aversion
respectively) in addition to having different risks.
As risk aversion differs with the wealth a person
has, his demand for insurance is not only influenced
by his risk type, but also by his wealth level. Now
equilibrium situations are possible in which insurers
make profits even when there is Bertrand competition
and free market entry. The mechanics behind this
result is that undercutting the premium of the profitmaking equilibrium contract will lead to an expected
loss. This is because lowering the premium will not
exclusively attract the consumer types that generate
the expected profit away from the competitors, but
mainly high-risk types that generate an expected
loss.

Competition under Moral Hazard
Bennardo and Chiappori [2] argue that moral hazard
might be one reason why even under price competition, the insurers are able to sustain positive profits.
The argument goes as follows: in a situation with
moral hazard, insurance contracts must specify a
deductible (or a coinsurance rate) as otherwise the
insurees will not exert effort to prevent the damage
(or to lower the size of the damage). Thus, insurers
are unable to increase the payments to the insurees
in case of a loss, as this will lower effort. The
other way insurers can compete away their profits
is by reducing the premium charged for the contract. Bennardo and Chiappori show that if marginal
costs of effort increase in the wealth of a person, this
reduction in premium might also lead to a reduction
in effort undertaken by the insuree, thus increasing
the expected loss. In such a situation, an insurer might
make positive profits as any change in the contract
structure induces the agent to exert less effort.

Competition between a Mutual and Standard
Insurers
Fagart et al. [14] deal with market interactions between standard insurance companies and a mutual.
In a mutual, the insurees are also the owners of
the company. Their premia are adjusted ex post to
balance premium revenue and indemnity expenses,
which leaves the mutual with a zero profit. The
authors show that for a mutual, it is always in the
interest of the insurees to have more members. This
fact is referred to as a positive network effect. This,
however, does not hold true for a standard insurer,
which is owned by its shareholders. Here, the network
effect may be positive or negative, depending on the
amount of capital funds. The reason is that in case
of a bankruptcy the remaining equity will have to
be split up among more insurees and thus everybody
gets less if more people are insured.
Profit-making oligopolies can now be sustained.
If one standard insurer undercuts his rivals, he might
not attract additional customers. Although the insurer
is now cheaper than his competitors, switching to this
insurer might be unattractive for the insurees as this
leads to an increase in the number of insured, which,
as explained above, makes the insurance contract less
valuable.

Oligopoly in Insurance Markets

Risk Averse Insurers

[11]

Polborn [22] develops an insurance model along the
lines of Wambach [35]. He considers two risk averse
insurers who are engaged in Bertrand competition.
In equilibrium, both insurers charge a price above
marginal costs and enjoy positive profits. This is
because undercutting the rival would imply taking
over the risks of the whole market. Thus, the insurers face a trade-off between profits and risk, which is
exactly balanced in equilibrium. The critical assumption is whether insurers are risk averse or not. Usually, it is argued that shareholder value maximizing
companies should not be concerned with their risk
because risk averse shareholders can diversify their
portfolio themselves. However, several arguments
have been brought forward why companies might
behave as if they were risk averse (see e.g. [7]).

[12]
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Operations Research
Loosely speaking, operations research is the discipline of decision analysis in the management of complex systems arising in industry. Typically, systems
are concerned where the behavior and interactions of
human beings play an important role. It is the aim
of operations research to model arising conflict situations formally (mathematically) and find the optimal
decisions that maximize the wealth of the global system. As such, there is a close and natural relation to
optimization.
The term operations research was coined during World War II when British and American military strategists started tackling strategic problems
like the allocation of military resources in a scientific way. After World War II, it was realized that
the tools developed can also be applied in other
areas and the predominant application became economics.
The field of operations research is usually divided
into two parts: deterministic and stochastic operations
research. In this article, we will restrict ourselves to
the deterministic part of it. The stochastic side of
operations research is covered to a large extent by
the articles on stochastic optimization and queueing
theory. These are the parts of operations research,
which also have a close relation to industrial engineering. In what follows, we give a concise overview
of the most important tools. In many cases, these
are just specifications of the generic optimization
problem

F (x) → min
(1)
x ∈ M ⊂ n .
The set M is often defined by a number of inequalities. Comprehensive presentations of the scope of
operations research can be found, for example, in [5,
7, 10, 11].

Linear Programming
Certainly, the linear program (LP) is the form of (1)
with the broadest range of applications and many
important real-world problems can be formulated in
that framework. It is well studied and a powerful
algorithm for the solution is available, the simplex
algorithm, which is the basis of many LP software

packages. Standard textbooks on linear programming
are among others [4, 16, 17].
The basic LP problem is to minimize a linear
target function subject to linear constraints. The socalled standard form is given by

(LP )

c x → min
Ax = b
x ≥ 0,

(2)

where c ∈ n is a vector and A ∈ m×n , m < n is
a matrix with full rank. The vector x ∈ n contains the decision variables. In two dimensions, the
problem can be illustrated as seen in Figure 1. The
set of feasible solutions M = {x ∈ n |Ax = b, x ≥
0} is always a polyhedron. The simplex algorithm,
which has been developed by Dantzig in the 1940s
makes use of the observation that an optimal solution can only be found on the boundary of the
feasible set and that a vertex is among the optimal solutions, provided optimal solutions exist. The
algorithm starts with a feasible vertex and carries
out a test of optimality. If the vertex is not optimal, the algorithm switches to an adjacent vertex
having lower (or equal) cost. A vertex x of M is
characterized by the property that the columns of
A belonging to components of x that are nonzero
are independent. Thus, a vertex has at least (n − m)
entries that are zero, the so-called nonbasic variables and m nonnegative entries with corresponding
independent columns of A, the so-called basic variables. Switching to a neighboring vertex algebraically
means exchanging a basic variable against a nonbasic
variable.
The simplex algorithm has proved to work
rather well for practical problems though the
worst-case behavior of the algorithm, that is,
the number of iterations needed as a function
of the number of unknowns, is exponential. In
1979, Khachian [13] developed the first polynomial
algorithm for the solution of linear programs. Later,
in 1984 Karmakar [12] proposed a so-called interiorpoint method , which is of polynomial complexity
and generates iterates that lie in the interior of the
feasible set. Today, many software packages use a
combination of the simplex method and an interiorpoint approach.
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Set M of feasible solutions

x2

Target function

Figure 1

Optimal solution

x1

Feasible set, target function and optimal solution of a typical LP

Combinatorial Optimization and Integer
Programming
There are many problems in which the decision
variables x1 , . . . , xn are naturally of integer type or
even restricted to be either 0 or 1. In this case, we
have a so-called discrete optimization problem. A
special case is the linear integer program which has
the form
 
c x → min
(3)
(I P ) Ax = b
x ≥ 0, x ∈ n ,
where n is the set of n-dimensional integer vectors. Prominent examples of this problem class are
the traveling salesman problem, assignment problems, set covering problems and facility location
problems. If the decision variables are binary, that
is, x ∈ {0, 1}n , then (I P ) is called combinatorial
optimization problem. There are some important combinatorial optimization problems that can be solved in
polynomial time by special algorithms, for example,
shortest path problems, matching problems, spanning
tree problems, transportation problems, and network
flow problems. In general, there exist two important
principle solution approaches: branch-and-bound and
cutting plane algorithms.
The idea of branch-and-bound is the following:
first the original problem is solved without the integrability constraint. This ‘relaxed’ problem is an
ordinary linear program and if the solution x ∗ is integral, then it is also optimal for the integer program. If

x∗ ∈
/ n , then choose a noninteger component xj∗ and
consider the two subproblems with additional constraints xj ≤ xj∗ and xj > xj∗ respectively. Each
of the subproblems is treated as before the relaxed
problem. This ‘branching step’ gives us a tree of
subproblems each of which being an ordinary linear
program. Since we have a minimization problem,
each subproblem with an integral solution produces
an upper bound on the optimal value. By comparing the value of subproblems certain branches of the
enumeration tree can be cut off.
The cutting plane algorithm starts as before with
the relaxed linear program. In case the optimal solution is not integral, a cutting plane is constructed,
which cuts off the obtained optimal solution but
none of the feasible points for the integer program.
This cutting plane is added as a further restriction
to our relaxed linear program and the procedure is
repeated.
Often combinations of the two algorithms are
used: the so-called branch-and-cut algorithms. Useful
textbooks on this topic are [9, 15–17].

Nonlinear Programming
Problem (1) is called nonlinear program, if the set M
is given by
M = {x ∈ n |gj (x) ≤ 0, j = 1, . . . , m},

(4)

where F, gj : n → , j = 1, . . . , m are arbitrary
functions. This optimization problem simplifies considerably when the functions involved are somehow
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‘well-behaved’ or ‘smooth’. In case F is convex,
it holds that every local minimum point is also a
global minimum point, that is, in case of differentiability ∇F (x) = 0 with x ∈ M is a sufficient condition
for optimality. In general, however, there can be
several local optima. This is annoying since analytic methods can only find local minimum points.
Thus, search strategies have to be included to find
the global optimum. A second feature that makes
nonlinear programming difficult is the fact that in
contrast to linear programming the optimal solutions do not need to lie on the boundary of the
feasible region. Comprehensive treatments of nonlinear programming theory and applications are given
in [1, 6].
Nonlinear programs are naturally divided into constraint and unconstraint nonlinear programs. In the
latter case, we simply have M = n . Optimality
conditions for constraint nonlinear programs are usually formulated in terms of Kuhn–Tucker conditions.
Essential to the formulation of these conditions is
the so-called Lagrange
 function, which is defined by
L(x, λ) = F (x) + m
j =1 λj gj (x). Now suppose that
F and g1 , . . . , gm are convex and a constraint qualification requirement is fulfilled. In the convex case,
this requirement is the so-called Slater condition and
is for example, satisfied if the interior of the feasible
set M is not empty. Then x ∗ is a solution of the nonlinear program if and only if there exists a λ∗ ∈ m
+
such that the following Kuhn–Tucker conditions are
satisfied
1. x ∗ is feasible.
2. 
x ∗ is a minimum point of x → L(x, λ∗ ).
m
∗
∗
3.
j =1 λj gj (x ) = 0.
Classical numerical procedures for the solution of
nonlinear programs are, for example, penalty techniques and steepest or feasible descent methods.
Stochastic solution procedures include Monte Carlo
optimization, simulated annealing [14] and genetic
algorithms [8].

3

idea let us look at the following so-called knapsack
problem
 N




cn xn → min



 n=1

N



bn xn ≤ B



 n=1

xn ∈ 0 , n = 1, . . . , N

(5)

with c1 , . . . , cN ≤ 0 and b1 , . . . , bN , B ≥ 0 given.
This is an integer program and can be solved with
the methods discussed in the respective section. However, it can also be viewed as a problem of sequential
decisions: suppose we have a knapsack of capacity B.
We are allowed to carry arbitrary numbers of N different items in the knapsack which consume capacity
b1 , . . . , bN respectively, subject to the constraint that
the capacity of the knapsack is not exceeded. For
carrying one item of type n gives us a reward of
−cn . The aim is to fill the knapsack in a way which
leads to a maximal total reward. We now divide the
problem into N stages. At stage n we decide how
many items xn of type n to pack up into the knapsack. Starting with an empty knapsack of capacity
s1 = B, the remaining capacity of the knapsack after
the first decision is s2 = T1 (s1 , x1 ) = s1 − b1 x1 and
the cost c1 x1 occur. Of course, we have the restriction that x1 ≤  bs11 . We then move on to the second
item and so on. In general, optimization problems can
be solved via dynamic programming if they can be
formulated in the following framework: there are discrete time points where a controller has to choose an
action from a feasible set. Then immediately, he has
to pay a cost and the system moves to a new state
according to a given transition law. Both the cost
and the transition law depend on the chosen action
and the current state. The aim is to select a sequence
of actions in such a way as to minimize an overall
cost criterion. Thus, a dynamic program with planning horizon N consists of the following objects:

Dynamic Programming

Sn :

The term dynamic programming has been coined
by Richard Bellman [2] in the 1950s. The principle
of dynamic programming is rather general and the
standard framework in which it is formulated is
that of sequential decision making. To illustrate the

An :

cn (s, a):

the state space at stage n. We denote by
s ∈ Sn a typical state.
the action space at stage n. An (s) ⊂ An is
the set of actions which are admissible, if
at stage n the state of the system is s.
the cost at stage n, when the state is s and
action a is taken.
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Tn (s, a):

the transition function which gives the
new state at stage n + 1, when at stage
n the state is s and action a is taken.

In the knapsack problem we have Sn =  and s ∈
Sn gives the remaining capacity at stage n. An = 0
and An (s) = {0, 1, . . . ,  bsn } where xn ∈ An (s) is the
number of items of type n in the knapsack.
A second typical example is the following
investment problem: suppose a company has an
initial capital s1 = K > 0. At the beginning of period
n the available capital sn ∈ Sn = + has to be
divided between consumption an ∈ An (sn ) = [0, sn ]
and investment sn − an . Consumption is valued
by a utility function un (an ), that is, the cost is
cn (sn , an ) = −un (an ). For the invested capital, the
company earns interest at rate i, that is, sn+1 =
(sn − an )(1 + i).
In general, suppose s1 ∈ S1 is the initial state
of the system. The aim is to find a sequence of
actions x = (a1 , a2 , . . . , aN ) with an ∈ An (sn ) and
states sn+1 = Tn (sn , an ), which minimizes the total
cost
N

VN (s1 , x) =
cn (sn , an ).
(6)
n=1

This is again an optimization problem of type (1)
with F (x) = VN (s1 , x) and
M = N (s1 ) = {(a1 , . . . , aN )|an ∈ An (sn ), sn+1
= Tn (sn , an ), n = 1, . . . , N }.
The corresponding value function is denoted by
VN (s1 ) =

inf

x∈N (s1 )

VN (s1 , x).

(7)

∀ s ∈ SN+1

vn (s) := inf

a∈An (s)

(9)

∗
= Tn (sn∗ , an∗ ).
on the set An (sn ) and sn+1
The Bellman equation expresses the more general
principle of optimality, which can be formulated as
follows: following an optimal policy, after one transition the remaining actions constitute again an optimal
policy for the remaining horizon.
Besides the Bellman equation, there exist other
algorithms for the solution of dynamic programs
that exhibit special features. For example, successive approximation or policy iteration or linear
programming.
In many applications the transition law of the
system is stochastic, which means that given the
current state and action, the new state has a certain probability distribution. In this case, we have
a stochastic dynamic program or Markov decision
process. If in addition, decisions have to be made
in continuous time, we obtain a stochastic control
problem.
The theory and applications of dynamic programming can be found among others in [3, 10, 11].
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Optimal Risk Sharing
Introduction
We treat optimal risk sharing between an insurer
and an insurance customer, where Pareto optimality
(see Pareto Optimality) is used as the criterion.
This means, roughly speaking, that if the parties
have reached such an optimum, there is no other
arrangement with the same aggregate that will leave
both the parties better off.
We motivate this notion of optimality by an example, only taking the insured into consideration. Apparently, the functional form of the premium then
sometimes predicts that full insurance is optimal,
sometimes that less than full insurance is.
This puzzle we resolve by bringing both parties of
the contract into the analysis, using Pareto optimality
as the criterion. Here we show that full insurance is
indeed optimal if the insurer is risk neutral. If both
parties are strictly risk averse (see Risk Aversion),
full insurance is not optimal. The form of the premium p is irrelevant.
In this setting, we also explain the existence of
deductibles, which are typically an important element of many insurance contracts. In the neoclassical
model of insurance economics, deductibles are not
Pareto optimal, a fact we first demonstrate.
The best explanation of deductibles in insurance
is, perhaps, provided by introducing costs in the
model. Intuitively, when there are costs incurred
from settling claim payments, costs that depend on
the compensation are to be shared between the two
parties, the claim size ought to be beyond a certain
minimum in order for it to be optimal to compensate
such a claim. Thus, we introduce transaction costs,
and show that Pareto optimal risk sharing may now
involve deductibles.

that X i Y if and only if Eui (X) ≥ Eui (Y ). We
assume smooth utility functions; here ui (w) > 0,
ui (w) ≤ 0 for all w in the relevant domains, for all
i ∈ I.
Each agent is endowed with a random payoff Xi
called his initial portfolio. Uncertainty is objective
and external, and there is no informational asymmetry. All parties agree upon the space (, F, P ) as
the probabilistic description of the stochastic environment, the latter being unaffected by their actions.
Here  is the set of states of the world, F = FX :=
σ (X1 , X2 , . . . , XI ) is the set of events, and P is the
common belief probability measure.
We suppose the agents can negotiate any affordable contracts among themselves, resulting in a new
set of random variables Yi , i ∈ I, representing the
possible final payout to the different members of the
group, or final portfolios.
In characterizing reasonable sharing rules, we shall
here concentrate on the concept of Pareto optimality:
Definition 1 A feasible allocation Y = (Y1 , Y2 , . . . ,
YI ) is called Pareto optimal if there is no feasible allocation Z = (Z1 , Z2 , . . . , ZI ) with Eui (Zi ) ≥
Eui (Yi ) for all i and with Euj (Zj ) > Euj (Yj ) for
some j .
The following fundamental characterization is proved using the separating hyperplane theorem:
Theorem 1 Suppose ui are concave and increasing
for all i. Then Y is a Pareto optimal allocation if
and only if there exists a nonzero vector of agent
I
weights λ ∈ R+
such that Y = (Y1 , Y2 , . . . , YI ) solves
the problem
Euλ (XM ) := sup(Z1 ,...,ZI )

I


λi Eui (Zi )

i=1

subject to

I


Zi ≤ XM ,

(1)

i=1

The Model
We first study the following model: Let I =
{1, 2, . . . , I } be a group of I reinsurers, simply
termed agents for the time being, having preferences
i over a suitable set of random variables. These
preferences are represented by expected utility,
meaning that there is a set of Bernoulli (see
Bernoulli Family) utility functions ui : R → R, such

where the real function uλ (·) : R → R satisfies uλ >
0, uλ ≤ 0.
We now characterize Pareto optimal allocations
under the above conditions. This result is known as
Borch’s Theorem:
Theorem 2 A Pareto optimum Y is characterized by
the existence of nonnegative agent weights λ1 , λ2 , . . . ,
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λI and a real function uλ (XM ) : R → R, such that
λ1 u1 (Y1 ) = λ2 u2 (Y2 ) = · · · = λI uI (YI )
= uλ (XM )

a.s.

(2)

The proof of the above theorem uses the saddle
point theorem and directional derivatives in function
space.
The existence of Pareto optimal contracts has been
treated by DuMouchel [11]. The requirements are, as
we may expect, very mild.
Notice that pooling of risk in a Pareto optimum
follows from (1).

Theorem 3 The Pareto optimal, real indemnity function I: R+ → R+ , satisfies the following nonlinear,
differential equation
∂I (x)
=
∂x

The Risk Exchange between an Insurer
and a Policy Holder

R1 (w1 − p − x + I (x))
,
R1 (w1 − p − x + I (x)) + R2 (w2 + p − I (x))
(4)

Let us start this section with an example:
Example 1 Consider a potential insurance buyer
who can pay a premium αp and thus receive
insurance compensation I (x) := αx if the loss is
equal to x. He then obtains the expected utility
(u > 0, u < 0)
U (α) = E{u(w − X − αp + I (X))}

can negotiate an insurance contract, stating that the
indemnity I (x) is to be paid by the insurer to the
insured if claims amount to x ≥ 0. It seems reasonable to require that 0 ≤ I (x) ≤ x for any x ≥ 0. The
premium p for this contract is payable when the contract is initialized.
We recognize that we may employ established
theory for generating Pareto optimal contracts. Doing
this, Moffet [15] was the first to show the following:

(3)

where 0 ≤ α ≤ 1 is a constant of proportionality. It is
easy to show that if p > EX, it will not be optimal
to buy full insurance (i.e. α ∗ < 1) (see [16]).
The situation is the same as in the above, but now
we change the premium functional to p = (αEX +
c) instead, where c is a nonnegative constant. It is
now easy to demonstrate, for example, using Jensen’s
inequality (see Convexity), that α ∗ = 1, that is, full
insurance is indeed optimal, given that insurance at
all is rational (see [9]).
The seeming inconsistency between the solutions
to these two problems has caused some confusion in
insurance literature, and we would now like to resolve
this puzzle. In the two situations of Example 1, we
have only considered the insured’s problem. Let us
instead take the full step and consider both the insurer
and the insurance customer at the same time.
Consider a policyholder having initial capital w1 ,
a positive real number, and facing a risk X, a nonnegative random variable. The insured has utility
function u1 , where u1 > 0, u1 < 0. The insurer has
utility function u2 , u2 > 0, u2 ≤ 0, and initial fortune w2 , also a positive real number. These parties

u

u

where the functions R1 = − u1 , and R2 = − u2 are the
1
2
absolute risk aversion functions of the insured and the
insurer, respectively.
From Theorem 3 we realize the following: If u2 <
0, we notice that 0 < I  (x) < 1 for all x, and together
with the boundary condition I (0) = 0, by the mean
value theorem we get that
0 < I (x) < x

for all

x > 0,

stating that full insurance is not Pareto optimal when
both parties are strictly risk averse. We notice that
the natural restriction 0 ≤ I (x) ≤ x is not binding at
the optimum for any x > 0, once the initial condition
I (0) = 0 is employed.
We also notice that contracts with a deductible
d can not be Pareto optimal when both parties are
strictly risk averse, since such a contract means that
Id (x) = x − d for x ≥ d, and Id (x) = 0 for x ≤ d
for d > 0 a positive real number. Thus either Id = 1
or Id = 0, contradicting 0 < I  (x) < 1 for all x.
However, when u2 = 0 we notice that I (x) = x
for all x ≥ 0: When the insurer is risk neutral, full
insurance is optimal and the risk neutral part, the
insurer, assumes all the risk. Clearly, when R2 is uniformly much smaller than R1 , this will approximately
be true even if R2 > 0.
This gives a neat resolution of the above-mentioned puzzle. We see that the premium p does not really
enter the discussion in any crucial manner when it
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comes to the actual form of the risk-sharing rule
I (x), although this function naturally depends on the
parameter p.
The premium p could be determined by the theory
of competitive equilibrium, or one could determine
the core, which in this case can be parameterized
by p (see [2]). For a treatment of cooperative game
theory in the standard risk-sharing model, see [5].
For a characterization of the Nash bargaining solution
in the standard risk-sharing model, see [7].

Deductibles I: Administrative Costs
In the rather neat theory demonstrated above, we
were not able to obtain deductibles in the Pareto
optimal contracts. Since such features are observed
in real insurance contracts, it would be interesting
to find conditions when such contracts result. The
best explanation of deductibles in insurance is, perhaps, provided by introducing costs in the model, as
explained in the introduction. Technically speaking,
the natural requirement 0 ≤ I (x) ≤ x will be binding at the optimum, and this causes a strictly positive
deductible to occur.
Following Raviv [17], let the costs c(I (x)) associated with the contract I and claim size x satisfy
c(0) = a ≥ 0, c (I ) ≥ 0 and c (I ) ≥ 0 for all I ≥ 0;
in other words, the costs are assumed increasing and
convex in the indemnity payment I , and they are ex
post. We then have the following:
Theorem 4 In the presence of costs the Pareto optimal, real indemnity function I: R+ → R+ , satisfies
I (x) = 0

for

0 < I (x) < x

x≤d
for

x > d.

In the range where 0 < I (x) < x it satisfies the differential equation
∂I (x)
=
∂x

R1 (w1 − p − x + I (x))
,
R1 (w1 − p − x + I (x)) + R2 (A)

c (I (x))
×(1 + c (I (x))) +
(1 + c (I (x)))
(5)

where A = w2 + p − I (x) − c(I (x)).
Moreover, a necessary and sufficient condition for
the Pareto optimal deductible d to be equal to zero is
c (·) ≡ 0 (i.e. c(I ) = a for all I ).
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If the cost of insurance depends on the coverage, then a nontrivial deductible is obtained. Thus
Arrow’s ([3], Theorem 1) deductible result was not
a consequence of the risk-neutrality assumption (see
also [4]). Rather, it was obtained because of the
assumption that insurance cost is proportional to coverage. His result is then a direct consequence of
Theorem 4 above:
Corollary 1 If c(I ) = kI for some positive constant
k, and the insurer is risk neutral, the Pareto optimal
policy is given by

0,
if x ≤ d;
.
(6)
I (x) =
x − d, if x > d
where d > 0 if and only if k > 0.
Here we have obtained full insurance above the
deductible. If the insurer is strictly risk averse (see
Risk Aversion), a nontrivial deductible would still
be obtained if c (I ) > 0 for some I , but now there
would also be coinsurance (further risk sharing) for
losses above the deductible.
Risk aversion, however, is not the only explanation for coinsurance. Even if the insurer is risk
neutral, coinsurance might be observed, provided the
cost function is a strictly convex function of the coverage I . The intuitive reason for this result is that cost
function nonlinearity substitutes for utility function
nonlinearity.
To conclude this section, a strictly positive deductible occurs if and only if the insurance cost depended
on the insurance payment. Coinsurance above the
deductible d ≥ 0 results from either insurer risk aversion or cost function nonlinearity. For further results
on costs and optimal insurance, see for example, [18].
Other possible explanations of deductibles in the
above situation may be the existence of moral hazard (see [2]).
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Ordering of Risks
Comparing risks is the very essence of the actuarial
profession. Two mathematical order concepts are well
suited to do this, and lead to important results in
non-life actuarial science, see, for instance, Chapter
10 in [1]. The first is that a risk X, by which
we mean a nonnegative random variable (a loss),
may be preferable to another risk Y if Y is larger
than X. Since only marginal distributions should be
considered in this comparison, this should mean that
the marginal distributions F and G of X and Y allow
the existence of a random pair (X  , Y  ) with the same
marginal distributions but Pr[X  ≤ Y  ] = 1. It can be
shown that this is the case if and only if F ≥ G
holds. Note that unless X and Y have the same cdf,
E[X] < E[Y ] must hold. This order concept is known
as stochastic order (see Stochastic Orderings). The
second is that, for risks with E[X] = E[Y ], it may be
that Y is thicker-tailed (riskier). Thicker-tailed means
that for some real number c, F ≤ G on (−∞, c) but
F ≥ G on (c, ∞), hence the cdfs cross once. This
property makes a risk less attractive than another with
equal mean because it is more spread and therefore
less predictable. Thicker tails can easily be shown
to imply larger stop-loss premiums, hence E[(Y −
d)+ ] ≥ E[(X − d)+ ] holds for all real numbers d.
Having thicker tails is not a transitive property, but it
can be shown that Y having larger stop-loss premiums
than X implies that a sequence of cdfs H1 , H2 , . . .
exists such that G = lim Hi , Hi+1 is thicker-tailed
than Hi for all i, and H1 ≤ F . The order concept of
having larger stop-loss premiums is known as stoploss order.
It can be shown that both the risk orders above
have a natural economic interpretation, in the sense
that they represent the common preferences of large
groups of decision makers who base their actions on
expected utility of risks (see Utility Theory). Every
decision maker who has an increasing utility function,
which means that he grows happier as his capital
increases, prefers the smaller loss, if the financial
compensations for the losses are equal. On the other
hand, all risk-averse (see Risk Aversion) decision
makers can be shown to prefer a risk with lower
stop-loss premiums. A risk-averse decision maker
has a concave increasing utility function. This means
that his marginal increase in happiness decreases
with his current wealth. By Jensen’s inequality (see

Convexity), decision makers of this type prefer a loss
of fixed size E[X] to a random loss X.
The common preferences of the subgroup of riskaverse decision makers retaining the same preferences between risks whatever their current capital
constitute the exponential order, since it can be shown
that their utility function must be exponential. The
smaller the group of decision makers considered is,
the sooner they all will agree on the order between
risks. Hence, stochastic order is the strongest and
exponential order the weakest of the three orders
shown. None is, however, a total order: if X is not
preferred to Y, Y can be preferred to X, but this
issue can also be undecided. From the fact that a
risk is smaller or less risky than another, one may
deduce that it is also preferable in the mean-variance
ordering, used in the CAPM theory (see Market
Equilibrium). In this ordering, one prefers the risk
with the smaller mean, and the variance serves as a
tiebreaker. This is a total order, but it is unsatisfactory in the sense that it leads to decisions that many
sensible decision makers would dispute.
A useful sufficient condition for stochastic order
is that the densities cross once. In this way, it is easy
to prove that, for instance, the binomial(n, p) distributions (see Discrete Parametric Distributions)
increase in p (and in n). Sufficient for stop-loss
order is equal means and twice-crossing densities.
Using this, it can be shown that a binomial(n, p) random variable has smaller stop-loss premiums than a
Poisson(np) one (see Discrete Parametric Distributions). If, for a certain cdf, we concentrate its
probability of some interval on some point of this
interval in such a way that the mean remains the
same, we get a cdf with lower stop-loss premiums.
Dispersion to the edges of that interval, however,
increases the stop-loss premiums.
Because stochastic order between risks is in essence the same as being smaller with probability one,
it is in general easy to describe what happens if we
replace a random component X of a model by a
stochastically larger component Y . For instance, convolution preserves stochastic order: if risk Z is independent of X and Y, then X + Z is stochastically less
than Y + Z. But the invariance properties of the stoploss order are more interesting. The most important
one for actuarial applications is that it is preserved
under compounding (see Compound Distributions).
This means that a sum S = X1 + X2 + · · · + XM
with a random number M of independent, identically
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distributed terms Xi has smaller stop-loss premiums
than T = Y1 + Y2 + · · · + YN , if either the terms X
are stop-loss smaller than Y, or the claim numbers
M and N are ordered this way. Also, mixing (see
Mixture of Distributions) preserves this order, if
the cdfs to be mixed are replaced by stop-loss larger
ones. The cdf of X can be viewed as a mixture, with
mixing coefficients Pr[ = λ], of random variables
with cdf Pr[X ≤ x| = λ]. Also, the cdf of the random variable E[X|] is a mixture (with the same
coefficients) of cdfs of random variables concentrated on E[X| = λ]. Hence, it follows that E[X|]
is stop-loss smaller than X itself. This explains the
Rao–Blackwell theorem from mathematical statistics: when E[X|] is a statistic, its use should be
preferred over that of X, because it is less spread. It
can be shown that when we look at a random variable
with a mixture of Poisson (λ) distributions as its cdf,
if the mixing distribution is replaced by a stop-loss
larger one, the resulting random variable is also stoploss larger. Since a negative binomial distribution can
be written as a gamma (see Continuous Parametric
Distributions) mixture of Poisson distributions, we
see that a negative binomial risk has larger stop-loss
premiums than a pure Poisson risk, in line with the
variance of binomial, Poisson, and negative binomial
risks being less than, equal to, and greater than the
mean, respectively.
The theory of ordering of risks has a number of
important actuarial applications. One is that the individual model is less risky than the collective model.
In the collective model, the claims X1 , X2 , . . . , Xn
on each of n policies, independent but not necessarily identical, are replaced by Poisson (1) many claims
with the same cdf. This leads to a compound Poisson distributed total claims, with the advantage that
Panjer’s recursion (see Sundt and Jewell Class of
Distributions) can be used to compute its probabilities, instead of a more time-consuming convolution
computation. This leads to a claim total that has the
same mean but a slightly larger variance than the
individual model. Since just one claim of type Xi
is replaced by Poisson (1) many such claims, the
collective model produces higher stop-loss premiums
than the individual model. Also, all ‘sensible’ decision makers prefer a loss with the distribution of the
latter, and hence decisions based on the former will
be conservative ones.
It can be shown that if we replace the individual
claims distribution in a classical ruin model (see

Ruin Theory) by a distribution that is preferred by
all risk-averse decision makers, this is reflected in
the probability of eventual ruin getting lower, if the
premium income remains the same. Replacing the
individual claims by exponentially larger ones can
be shown to lead to an increased upper bound in
the Lundberg inequality for ruin probability, but it
may happen that the actual ruin probability decreases.
Many parametric families of distributions of risks
are monotonic in their parameters, in the sense that
the risk increases (or decreases) with the parameters.
For instance, the gamma(α, β) distributions decrease
stochastically with β, increase with α. One may show
that in the subfamily of distributions with a fixed
mean α/β = µ, the stop-loss premiums at each d
grow with the variance α/β 2 , hence, with decreasing α. In this way, it is possible to compare all
gamma distributions with the gamma(α0 , β0 ) distribution. Some will be preferred by all decision makers
with increasing utility, some only by those who are
also risk averse, but for others, the opinions will differ. Similar patterns can be found, for instance, in the
families of binomial distributions: stochastic increase
in p as well as in n, stop-loss increase with n when
the mean is kept constant.
It is well-known that stop-loss reinsurance (see
Stop-loss Reinsurance) is optimal in the sense that
it gives the lowest variance for the retained risk when
the mean is fixed, see, for instance, Chapter 1 of [1].
Using the order concepts introduced above, one can
prove the stronger assertion that stop-loss reinsurance
leads to a retained loss that is preferable for any riskaverse decision maker. This is because the retained
loss after a stop-loss reinsurance with retention d,
hence Z = min{X, d} if X is the original loss, has
a cdf which crosses once, at d, with that of the
retained loss X − I (X) for any other reinsurance with
0 ≤ I (x) ≤ x for all x.
Quite often, but not always, the common good
opinion of all risk-averse decision makers about some
risk is reflected in the premium that they would ask
for it. If the premium is computed by keeping the
expected utility at the same level for some riskaverse utility function, and every risk-averse decision
maker prefers X to Y as a loss, X has lower premiums. An example of such zero-utility premiums (see
Premium Principles) are the exponential premiums
π[X] = log E[eαX ]/α, which solve the utility equilibrium equation u(w − π[X]) = E[u(w − X)] for
someone with utility function u(x) = −e−αx , α >
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0, and with current wealth w. But, for instance,
a standard deviation principle, that is, a premium
E[X] + α · σ [X], might be lower for a risk that is
larger with probability
  one, as exemplified by taking
X to be a Bernoulli 12 risk (see Discrete Parametric
Distributions), Y ≡ 1, and α > 1.
Using the theory of ordering of risks, the following
problem can easily be solved: a risk-averse decision
maker can invest an amount 1 in n companies with
independent and identically distributed yields. It can
easily be shown that spreading of risks, hence investing 1/n in each company, is optimal
in this situation.

For sample averages X n = Xi /n, where the Xi
are i.i.d., it can be shown that as n increases, X n
decreases in stop-loss order, to the degenerate r.v.
E[X] which is also the limit in the sense of the weak
law of large numbers. This is in line with the fact
that their variances decrease as Var[X]/n.
Sometimes one has to compute a stop-loss premium at retention d for a single risk of which only
certain global characteristics are known, such as the
mean value µ, an upper bound b, and possibly the
variance σ 2 . It is possible to determine risks with
these characteristics that produce upper and lower
bounds for such premiums. Since the results depend
on the value of d chosen, this technique does not
lead to upper bounds for the ruin probability or a
compound Poisson stop-loss premium. But uniform
results are obtained when only mean and upper bound
are fixed, by concentration on the mean and dispersion to the boundaries, respectively. Uniformity still
holds when, additionally, unimodality with mode 0,
and hence a decreasing density on the domain [0, b]
of the risk, is required.
It is quite conceivable that in practical situations,
the constraints of nonnegativity and independence of
the terms of a sum such as they are imposed above are
too restrictive. Many invariance properties of stoploss order depend crucially on nonnegativity, but in
financial actuarial applications, both gains and losses
must be incorporated in the models. Moreover, the
independence assumption is often not even approximately fulfilled, for instance, if the terms of a sum are
consecutive payments under a random interest force,
or in case of earthquake and flooding risks. Also, the
mortality patterns of husband and wife are obviously
related, both because of the so-called ‘broken heart
syndrome’ and the fact that their environments and
personalities will be alike (‘birds of a feather flock
together’). Nevertheless, most traditional insurance
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models assume independence. One can force a portfolio of risks to satisfy this requirement as much as
possible by diversifying, therefore not including too
many related risks like the fire risks of different floors
of a building or the risks concerning several layers
of the same large reinsured risk. The assumption of
independence plays a very crucial role in insurance.
In fact, the basis of insurance is that, by undertaking
many small independent risks, an insurer’s random
position gets more and more predictable because of
the two fundamental laws of statistics, the Law of
Large Numbers and the Central Limit Theorem (see
Central Limit Theorem). One risk is hedged by
other risks (see Hedging and Risk Management),
since a loss on one policy might be compensated by
more favorable results on others. Moreover, assuming independence is very convenient, because mostly,
the statistics gathered only give information about
the marginal distributions of the risks, not about
their joint distribution, that is, the way these risks
are interrelated. Also, independence is mathematically much easier to handle than most other structures
for the joint cdf. Note by the way that the Law of
Large Numbers does not entail that the variance of
an insurer’s random capital goes to zero when his
business expands, but only that the coefficient of variation, that is, the standard deviation expressed as a
multiple of the mean, does so.
Recently, research on ordering of risks has focused
on determining how to make safe decisions in case
of a portfolio of insurance policies that produce
gains and losses of which the stochastic dependency
structure is unknown. It is obvious that the sum of
random variables is risky if these random variables
exhibit a positive dependence, which means that large
values of one term tend to go hand in hand with large
values of the other terms. If the dependence is absent
such as is the case for stochastic independence, or if
it is negative, the losses will be hedged. Their total
becomes more predictable and hence, more attractive
in the eyes of risk-averse decision makers. In case
of positive dependence, the independence assumption
would probably underestimate the risk associated
with the portfolio. A negative dependence means that
the larger the claim for one risk, the smaller the other
ones. The central result here is that sums of random
variables X1 + X2 + · · · + Xn with fixed marginal
distributions are the riskiest if these random variables
are comonotonic, which means that for two possible
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realizations (x1 , . . . , xn ) and (y1 , . . . , yn ), the signs of
xi − yi are either all nonnegative, or all nonpositive.
For pairs of continuous random variables with
joint cdf F (x, y) and fixed marginal distributions
F (x) and G(y), the degree of dependence is generally
measured by using the Pearson product moment correlation r(X, Y ) = (E[XY ] − E[X]E[Y ])/σX σY , the
correlation of the ranks F (X) and G(Y ) (Spearman’s ρ), or Kendall’s τ , based on the probability
of both components being larger in an independent
drawing (concordance). A stronger ordering concept
is to call (X, Y ) more related than (X • , Y • ) (which
has the same marginals) if the probability of X and
Y both being small is larger than the one for X •
and Y • , hence Pr[X ≤ x, Y ≤ y] ≥ Pr[X • ≤ x, Y • ≤
y] for all x and y. It can be shown that X + Y has
larger stop-loss premiums than X • + Y • . If (X, Y ) are
more related than an independent pair, X and Y are
called Positive Quadrant Dependent. A pair (X, Y ) is
most related if its cdf equals the Fréchet–Hoeffding
upper bound min{F (x), G(y)} for a joint cdf with
marginals F and G. The pair (F −1 (U ), G−1 (U )) for
some uniform(0, 1) random variable U (see Continuous Parametric Distributions) has this upper
bound as its cdf. Obviously, its support is comono-

tonic, with elements ordered component-wise, and
the rank correlation is unity. The copula mechanism is a way to produce joint cdfs with pleasant
properties, the proper marginals and the same rank
correlation as observed in some sample. This means
that to approximate the joint cdf of some pair (X, Y ),
one chooses the joint cdf of the ranks U = F (X) and
V = G(Y ) from a family of cdfs with a range of possible rank correlations. As an example, mixing the
Fréchet–Hoeffding upper-bound min{u, v} and the
lower-bound max{0, u + v − 1} with weights p and
1 − p gives a rank correlation of 2p − 1, but more
realistic copulas can be found.
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Pareto Optimality
Introduction
A fundamental issue of economics is the allocation of goods among consumers and the organization of production. Market (or private ownership) economies provide a benchmark model. Market
economies are institutional arrangements where consumers can trade their endowments for other goods
and firms (owned by consumers) can trade outputs
and inputs to achieve their production plans. In competitive market economies, every relevant good is
traded at a publicly known price (i.e. there is a complete set of markets) and all agents act as price
takers. Pareto optimality is a key concept in the
study of market economies. An outcome is said to
be Pareto optimal (or efficient) if it is impossible
to make some individuals better-off without making
some other individuals worse off. This concept formalizes the idea that there is no waste in the society.
Another key concept is that of competitive equilibrium, an outcome of the market economy in which
each agent is doing as well as he can, given the
choices of all other agents. The fundamental theorems
of welfare economics establish the links between the
two concepts. The first fundamental welfare theorem
establishes that if markets are complete and agents
are price takers, then any competitive equilibrium is
Pareto optimal. The second fundamental welfare theorem states that if markets are complete and agents are
price takers, under convexity assumptions, any Pareto
optimal allocation can be implemented through the
market mechanism if appropriate lump-sum transfers
of wealth are made. It follows from the first welfare theorem that any inefficiency arising in a market
economy must be due to a violation of the assumptions that markets are competitive.
In what follows, we recall, in the setting of an
exchange economy, the definition of Pareto optima
and the fundamental theorems of welfare economics.
A very useful characterization of Pareto optima is
then given in terms of maximization of a social welfare function. We next give three interpretations of the
model. The first is the contingent commodities model.
In view of its wide use in insurance and finance, we
focus on the single good case assuming further that
agents have same beliefs and von-Neumann Morgenstern utilities. We next introduce asset markets

and discuss the issue of Pareto optimality of Radner
equilibria. We lastly apply the model to intertemporal competitive equilibria and link growth theory and
intertemporal equilibrium theory.

Pareto optima and Equilibria
Consider an exchange economy in which there are l
goods (which may be given several interpretations)
composed of m consumers with consumption set
l+ 
and endowments ei ∈ l++ (i = 1, . . . , m). Let
e= m
i=1 ei be the aggregate endowment. Assume
that agents’ preferences are represented by utility
functions ui : l+ → , (i = 1, . . . , m), which are
continuous and increasing. An allocation is an elel m
ment of (
+m) . An allocation x = (x1 , . . . , xm ) is
feasible if i=1 xi = e.
l m
Definition 1 A feasible allocation (xi )m
i=1 ∈ (+ )
is a Pareto optimum if there does not exist another
l m

feasible allocation (xi )m
i=1 ∈ (+ ) such that ui (xi ) ≥

ui (xi ) for all i, and uj (xj ) > uj (xj ) for at least one j.

Definition 2 A pair ((p ∗ , x ∗ ) ∈ l+ × (l+ )m ) with
x ∗ feasible is an Arrow–Debreu equilibrium if, for
all i, xi∗ maximizes ui (xi ) under the constraint p ∗ xi ≤
p ∗ ei .
Definition 3 A pair ((p ∗ , x ∗ ) ∈ l+ × (l+ )m ) with
x ∗ feasible is an equilibrium with transfer payments
if, for all i, xi∗ maximizes ui (xi ) under the constraint
p ∗ xi ≤ p ∗ xi∗ .
Clearly an equilibrium is an equilibrium with
transfer payments while an equilibrium with transfer
payments (p ∗ , x ∗ ) would be an equilibrium if p ∗ xi∗ −
p ∗ ei was transferred to agent i, for all i. We now
relate these concepts, see [1, 8].
Theorem 1 First Fundamental Welfare Theorem
If (p ∗ , x ∗ ) is an equilibrium with transfer payments,
then the allocation x ∗ is Pareto optimal. In particular,
any equilibrium allocation is Pareto optimal.
Theorem 2 Second Fundamental Welfare Theorem
Assume further that utilities are concave. If x ∗ is
Pareto optimal, then there exists a price system p ∗
such that (p ∗ , x ∗ ) is an equilibrium with transfer
payments.
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The price system p ∗ is usually referred to as a
supporting price.
We next discuss the relation between the Pareto
optimality concept and the maximization of a social
welfare function. Besides its theoretical interest for
distributional purposes, the next theorem provides
a method to compute Pareto optima and supporting prices. An equilibrium being a Pareto-optimum
whose transfer payments are zero, it also provides
a method for computing equilibria, known as the
Negishi method.
Let α ∈ m−1 . We will call α a vector of utility
weights as we will build a collective utility function
by attributing the weight αi to agent i.
Theorem 3 Assume αi > 0 for all i and let x̃ be an
optimal solution to the problem Pα : max{α1 u1 (x1 ) +
· · · + αm um (xm )} among feasible allocations. Then x̃
is Pareto optimal. Assume further that utilities are
concave. If x̃ is Pareto optimal, then there exists a
vector α of utility weights such that x̃ is an optimal
solution to the problem Pα .
If in addition, we assume utilities strictly concave, C 2 on l++ and fulfilling the ‘Inada conditions’:
(∂ui )/(∂x j )(x) → ∞ if x j → 0, then we get a characterization of Pareto optima: an allocation x̃ is Pareto
optimal if there exists a vector α of utility weights
such that x̃ is an optimal solution to the problem
Pα . The vector of utility weights is then unique.
Furthermore,
defining aggregate utilityby u(α, x) =
m
m
α
u
max
i
i (xi ), xi ≥ 0 for all i and
i
i xi = x , it
may be shown that the function u(α, ·) is differentiable
and grad u(α, e) with α the vector of utility weights
associated to the Pareto-optimum is a price supporting
the Pareto-optimum. It follows from the first welfare
theorem, that at equilibrium, the economy functions as
if there was a representative agent with utility u(α, x)
and endowment e. The market price equals the gradient of his utility at his endowment. This result has
extensively been used for the valuation of assets in
complete financial economies (see below).

Some Applications
Contingent and Insurance Markets
References [2, 7] showed that the deterministic theory
of equilibrium could be generalized to the case of
uncertainty, on condition that agood be defined by
the state of the world and that there be open markets

for all these goods. Let us briefly present their idea
on a very simple model. Assume that there are two
dates (time 0 and time 1) and that at time 0, the future
is uncertain. There are l possible states of nature
and a single good in each state of nature (a standard assumption in finance and insurance). Agents
can buy contracts for the delivery of the good in
a given state of the nature, before the resolution of
uncertainty. The payment is made, even though the
delivery will not take place unless the specified event
occurs. Agents can therefore lay down consumption
plans for each state. A vector of consumption plans,
one for each state of the world, is called a contingent plan. An insurance contract is an example of
a contingent plan. Agents have random endowments
and preferences over the set of contingent plans. A
standard assumption is that agents assign a common
probability to each state of the world (which could
have an objective or subjective character) and that
they are von-Neumann Morgenstern expected utility
maximizers with increasing, strictly concave utility
index. It follows from Theorem 3 that Pareto optimal
allocations have the property that individual consumptions are nondecreasing function of aggregate
endowment. That is to say, agents ‘share’ their risk
and only aggregate risk matters. In an insurance setting, this implies that efficient insurance contracts are
a nondecreasing function of the loss and such that the
insured wealth is a nonincreasing function of the loss.
For further details, the reader is refereed to the article on risk sharing. Under regularity assumptions on
utility indices, the pricing density (the ratio between
the supporting price and probability) supporting a
Pareto-optimum is the derivative of aggregate utility
index at aggregate endowment. Hence the risk premium (expected return minus riskless return) of any
contingent instrument, is, in equilibrium, proportional
to the covariance between aggregate utility of aggregate endowment and the return of the instrument. See
the article on financial economics, for more details.
We have assumed that there was a single good
available in each state of nature. The one-good contingent model may be extended to the case of several
goods in each state of nature with no difficulty. However, the qualitative properties of Pareto optima do
not generalize.

Asset Markets
The contingent market approach mentioned above has
the drawback that contingent goods are not always
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on sale. Furthermore, when there are several goods
in each state of nature, it requires a large number
of markets to be open. Hence [2] idea of introducing
securities (i.e. titles to receive some amounts of goods
in each state of the world). Assuming that the setting
is as in the previous subsection (in particular, that
there is a single good in each state of nature), agents
can, at time 0, buy portfolios of securities. A security
is characterized by a payoff vector that specifies the
amount of good to be received in each state of the
world. Assuming that there are k assets, the financial
market is characterized by a payoff matrix A whose
j th column is the payoff of the j th asset. A portfolio θ
is a vector in k , whose components can be negative
(short selling is allowed). Securities are traded at time
0 at price S ∈ k+ . We suppose that the agents cannot
go into debt, hence that Sθi ≤ 0 for all i, where θi
is the portfolio of agent i. Agents make consumption
plans for time 1, x = [x(1), x(2), . . . , x(l)] ∈ (l+ )
(where x(j ) is the consumption in state j ). We assume
that agents have preferences over consumption plans
represented by utility functions ui : l+ →  for all
i, which are continuous and concave. Finally agent’s i
endowment is ei . Let us now introduce an equilibrium
concept, see [16].

fulfill a weaker property. They cannot be improved
by a welfare authority that is constrained in interstate transfers by the market. To be more precise,
define the indirect utility of a porfolio for agent i by
Vi (θ)
m= ui (ei + Aθ). An asset allocation is feasible
m
if
i θi = 0. A feasible asset allocation (θi )i=1 is
constrained Pareto-optimum if there does not exist

another feasible allocation (θi )m
i=1 such that Vi (θi ) ≥
Vi (θi ) for all i with a strict inequality for at least one
j. We then have:

Definition 4 A collection ((S ∗ , x ∗ , θ ∗ ) ∈ k+ ×
(l+ )m ) × (k+ )m ) is a Radner equilibrium if, for all
i, (xi∗ , θi∗ ) maximizes ui (xi ) under the constraints
S ∗ θi ≤ 0 and xi = Aθi + ei and if the financial and
the good markets clear.

Competitive equilibrium theory may also be extended
to an intertemporal setting. Commodities are indexed
by time as one of the characteristics defining
them. When the horizon is infinite, the commodity
space is a sequence space and is therefore
infinite dimensional. The definition of a competitive
equilibrium as well as the proof of the first welfare
theorem present no difficulty. Under assumptions
of stationarity, time separability, concave utility
functions and common discount factor, it follows
from the first welfare theorem and Theorem 3 that,
in a competitive equilibrium, consumptions and
productions correspond to those of a single consumer
economy with stationary technology and utility. The
dynamic properties of individual equilibria, thus
follow from the methodology of growth theory
(see [3, 11] for convergence results).

The asset structure is complete if rank A = l. Any
contingent good can then be obtained by a suitable
portfolio.
Theorem 4 Assume that markets are complete. If
(S ∗ , x ∗ , θ ∗ ) is a Radner equilibrium, then there exists
β ∈ l++ such that S ∗ = AT β ∗ and such that (β ∗ , x ∗ )
is a contingent Arrow–Debreu equilibrium. In particular, the allocation x ∗ is Pareto optimal.
When markets are complete, we may apply the
representative agent technique. It follows that the
risk premium of an asset, is, in equilibrium, proportional to the covariance between aggregate utility of
aggregate endowment and the return of the asset. The
result extends to continuous time [6, 9].
When markets are incomplete, Radner equilibrium allocations need not be Pareto optimal. They

Theorem 5 Any Radner equilibrium allocation is
constrained Pareto optimal.
In the case where there are several goods, the
theory of asset markets is more subtle. Several types
of assets, nominal ([4, 20]), or real (see [13, 14]),
may be considered. Further, as in each state of the
world, goods may be traded on spot markets, agents
have price expectations for goods. The concept of
Radner equilibrium thus requires the use of rational
expectations (see [17]). The treatment of incomplete
markets is more complex (see [13]). Optimality is
discussed in [5, 10, 12].

Intertemporal Equilibrium and Growth Theory

Concluding Remarks
In all the examples we have seen, with the exception of incomplete markets, equilibrium was Pareto
optimal. Actual markets may depart from competitive markets and new concepts of equilibrium have
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to be defined. As a result, an equilibrium may fail
to be Pareto optimal. This is the case, for example,
when there are some nonmarketed goods as public
goods or when some agents in the economy have market power and fail to act as price takers. The most
important case for insurance is that of asymmetric
information (at the time of contracting or subsequent
to the signing of the contract). Equilibrium concepts,
such as signaling [19] or screening equilibria [18] are
game-theoretic concepts and usually fail to be Pareto
optimal while being constrained Pareto optimal. Principal agents models (see [15]) play an important role
and are based on a concept of constrained Pareto
optimality.
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Pooling Equilibria
Introduction
Suppose two individuals who present similar observable risk characteristics ask for a quote from an
insurance company to cover losses that may result
from an accident, which may be health, car driving
or property related. Will the two individuals receive
the same quote? Will they opt for the same contract? Is there a way for the insurer to make sure
that the agents reveal in a truthful way their private
information regarding their own hidden risk characteristics? If it is impossible to induce the individuals
to self select into different risk pools based on their
unobservable characteristics, we will be faced with
what is known as a pooling equilibrium.
One should not confuse pooling equilibrium with
the pooling of risks. Insurance, by definition, has
value in that risks are pooled by an entity (typically the insurer) so that the average variance of
each exposure unit in the risk portfolio is reduced
as more and more exposure units are added. A pooling equilibrium, on the other hand, is defined as
an equilibrium in which individuals with different
risk characteristics (e.g. loss frequency and/or loss
severity) purchase the same contract because the
insurer cannot identify who belongs to which risk
type. As a result, the individuals with the higher
expected loss are able to extract a rent from the
individuals with the lower expected loss. The idea
that individual exposure units are pooled together in
a portfolio to reduce the average variance of each
unit in the portfolio is the basis of the insurance
business. The pooling of risk increases the welfare
of all individual exposure units. When they do not
share the same risk characteristics, some individuals, typically those with worse risk characteristics,
will be able to extract a rent from the others, typically those with better risk characteristics. This leads
to competitive pressures, as insurers will aim at capturing the business of those better and more profitable
insureds.
The goal of this essay is to present succinctly the
different models found in the economics of insurance
literature that pertain to pooling equilibria as opposed
to separating equilibria.

Pooling Versus Separation
Contracts that lead to a pooling equilibrium are better understood when set in opposition to contracts
that allow the separation of types. Under a complete
information structure in which the risk type of an
individual is observed by all participants, insurers and
insureds, insurers can offer different actuarially fair
full insurance contracts (first best) to every individual
according to his risk type. Under an incomplete information structure in which only the individual knows
his risk type, the insurers are at an informational disadvantage, and they will search for a way to identify
the individual’s type in order to gain some competitive advantage. One possible way to gain information
on individual risk types is to invest resources to identify such types. Another way is to offer a menu of
contracts properly designed to induce each individual to reveal his own risk type, assumed to be known
to the individual, by selecting a contract within the
menu that is better for him. A menu of separating contracts, as defined initially by Michael Spence [15] and
applied to an insurance setting by Michael Rothschild
and Joseph Stiglitz [14], is designed in such a way.
In the two-type case, two contracts will be offered
in equilibrium: the higher risk–type individuals will
typically obtain or choose the contract, which provides them with full insurance at the fair premium
for their level of risk, while the lower risk–type individual will obtain or prefer the other contract with
partial insurance, also at their fair premium. The contracts are designed in such a way that the higher-risk
individuals are indifferent to the two contracts in the
type-two case. More generally, different individuals
choose different contracts according to their respective unobservable risk characteristics.
Suppose that all (risk-averse) individuals experience the same loss  if they suffer from or are
involved in an accident but differ with respect to
the probability that such an accident and loss will
occur, say πt , with t ∈ {1, . . . , T } representing all
possible risk types that an individual may represent.
An individual of type τ therefore has expected loss
πτ . Let nt represent the number of individuals who
have loss probability πt with the total number
 of individuals in the economy being given by t nt = N .
Suppose, moreover, that each individual knows his
risk type, that all individuals have the same vonNeumann–Morgenstern utility function over final wealth
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U (W ), and that each individual is endowed with the
same initial wealth A.
If the insurer could observe the risk type of each
individual, it would offer each individual a contract
that fully insures him for a premium equal to the individual’s expected loss (plus a load factor assumed to
be zero here): pt = πt . When the insurer is able to
observe the true risk type of each individual, the number of individuals that fit that particular risk type or
class or any other risk types, has no bearing on the
insurance contract he is offered and purchases. If on
the other hand the insurer is either unable to observe
the individual’s risk types or prevented from offering
different contracts to different individuals based on
their respective risk types, the total expected
loss

faced by the insurer remains E(L) = t nt πt  but
the distribution of types in the economy becomes relevant since it will determine the premium that each
individual, irrespective of his own risk type, will pay.
In other words, the premium
paid
by every individual

is now equal to p = t nt πt / t nt . Obviously, the
individuals whose risk typeτ is higher
 than the
average risk type (i.e. πτ > t nt πt / t nt ) end up
paying a premium smaller than their expected loss.
The inverse is true for individuals whose risk type
is lower than the average. As a result, low risk–type
individuals are subsidizing the high risk–type individuals or in other words, high-risk types impose
an externality on low-risk ones due to asymmetric
information. This may not suit the low-risk individuals who may prefer lower insurance coverage with
a lower premium. In other words, low-risk individuals may want to signal their type one way or the
other, for instance, by accepting an insurance contract
that provides less coverage (the signal) for a lower
premium.
The Rothschild–Stiglitz model provides a very
concise example of type separation. The idea is that
the insurer offers a menu of contracts to individuals
so that individuals are marginally better off purchasing the contract that is specifically designed for
them rather than any other contract in the menu. In
line with the example provided above, each contract
offered by the insurer in its menu should specify an
indemnity payment βt and a premium pt for each possible risk type. The insurer’s expected indemnity payment on each contract is then given by πt βt . Given
our zero profit assumption for the insurance on each
contract (and no load factor), the premium must be
pt = πt βt . Separation of types will then be possible

if, for all individuals of type t ∈ {1, . . . , T }, their
expected utility, by purchasing the contract designed
for them, is greater than the expected utility from
purchasing any other contract on the menu. In other
words, for complete separation to occur we need for
all risk types t ∈ {1, . . . , T }:
Et U (βt ; pt ) ≥ Et U (βj ; pj ) ∀j  = t,

(1)

where Et represents the expectation operator with
respect to risk type t. (In the case of two
possible states of the world (accident, no accident), Et U (βt ; pt ) = πt U (A − L + βt − pt ) + (1 −
πt )U (A − pt ).)
Of course, complete pooling and complete separation are two possible extreme cases that one may
encounter on the insurance market. It is also possible to encounter cases in which there is a partial
pooling of types. For example, a subsection of types
may be grouped together because, perhaps, it is too
costly to separate them. Partial pooling equilibrium is,
indubitably, the type of equilibrium one encounters in
reality. Indeed, the number of risk types found in the
economy is much larger than the number of contracts
in the insurer’s menu. (One could even argue that
every individual is a particular risk type.)
Separation may be Pareto dominated by pooling.
If, for example, the proportion of individuals with
low-risk characteristics (i.e., low expected loss) is
high, it may be preferable for all parties involved to
adhere to a unique contract rather than to a menu
of contracts allowing for separation of risk types.
(Other cases would include those where there is a
small probability differential between high risk and
low risk, or very high risk aversion.) In this setting, the number of high-risk individuals is small
enough that low-risk individuals are better-off letting
the high-risk types pool with them (and be subsidized) than trying to separate. If the pooling contract
is offered, everyone in the economy is then betteroff than under separation, the high-risk types paying
a lower premium and the low-risk types getting full
coverage, although at the cost of a higher premium.
Unfortunately, such an equilibrium is not stable, as
insurers may want to lure some low-risk individuals
away from competitors by offering a contract with
lower coverage and a lower premium since there is
room to maneuver. Indeed, at such a pooling equilibrium, low-risk types subsidize high-risk ones, so
that some low-risk individuals would prefer signaling
their low-risk type rather than purchase the pooling
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contract, given that everybody else is purchasing the
pooling contract. If all low-risk individuals behave in
this manner, the pooling equilibrium collapses and we
fall back on the separating equilibrium where everyone is worse off.
At that point, an insurer faces a profit opportunity
in offering a pooling contract because everyone in
the economy prefers it to the separating contract.
Once that pooling contract is offered, another insurer
can offer a slightly better contract to the low-risk
individuals, and the cycle begins anew.
In some cases, the market may even collapse
because money- loosing insurers cannot exit the yoyo
equilibrium. As Charles Wilson [16] wrote, in some
instances, a pooling equilibrium will be optimal if by
offering a menu of separating contracts the market
collapses and the agents find themselves in autarchy
with no insurance. Anticipating this collapse, insurers prefer not to offer a separating contract so that
the pooling contract is the best possible attainable
allocation. As a consequence, and because all agents
behave rationally and anticipate correctly the collapse
of the pooling equilibrium if any player deviates, the
pooling equilibrium may become in a sense, stable.
Another instance where pooling may occur rather
than separation is when there is more than one period
involved. As opposed to the one-period pooling equilibrium that is unstable, when more than one period
is involved, pooling equilibriums in the initial periods become much more stable. This approach was
first developed theoretically by Russell Cooper and
Beth Hayes [4], and applied to insurance markets
by Howard Kunreuther and Mark Pauly [12], Steve
D’Arcy and Neil Doherty [5] and Georges Dionne
and Neil Doherty [6].
In the first period, the pooling equilibrium may
be of two types, depending on the structure of the
market. First, we may have a first period pooling
equilibrium in which agents are paying less than the
insurer’s expected indemnity payment, a lowballing
situation as described in [6]. In such a market, insurers are ready to make losses in the initial period
because they know that they will be able to recoup
all of it in the second period. This lowballing pooling
equilibrium occurs when it is costly for individuals
to exit the relationship in the second period, so that
the insurers know they will be able to extract quasimonopoly rents later. Another market outcome that
leads to lowballing is when the insurers receive a
signal about each agent’s risk type, so that they have
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a better idea who the good and bad risks are. In this
setup, as only the bad risks will exit the insurer’s
portfolio, the insurer is able to offer the same contract as before, but makes profits because the number
of high risks in its portfolio have been reduced. A
highballing pooling equilibrium will occur when the
insurer is making profits in the first period, profits that
will be offset with losses in the subsequent periods.
Howard Kunreuther and Mark Pauly [12] provide an
example of when this could happen.
In a sense, in multi-period settings, agents purchase a pooling contract in the initial periods anticipating that the insurer will gain information regarding
their risk type so that a separating contract may be
offered in future periods. Whether the initial pooling
contract is priced below the expected loss or above
depends on the behavior of individuals in future periods and on the informational structure of the market.
For more details on multi-period insurance contract
and adverse selection, see the review of Georges
Dionne, Neil Doherty, and Nathalie Fombaron [7].
From an empirical standpoint, Pierre-André Chiappori [3] provides econometric methods and evidence
for testing the validity of the different insurance
economic models where a pooling equilibrium may
occur.
Pooling equilibria may also emerge when individuals differ with respect to their behavior rather than
their risk characteristics. In an insurance fraud ex
post moral hazard setting, it is impossible to separate
honest agents from fraudulent agents at the signing
of the contract. As Martin Boyer [2] shows, although
agents possess insurance fraud risk characteristics
that differ, the fact that these characteristics only
determine their behavior at the time of an accident
prevents their use in the design of the insurance
contract.
Finally, government regulation may force risks to
be pooled even though there exists a technology that
allows for risks to be separated. Neil Doherty and
Paul Thistle [8] and Anke Kessler [11] present the
case where individuals could be genetically tested
to assess their risk of contracting a given illness,
but may choose not to do so. In fact, individuals
may want to use their political strength to prevent
insurers from using genetic tests to classify correctly
the different risk types. In this sense, the insurer is
forced into a pooling equilibrium since they are not
allowed to use the available technology to separate
the types. The emergence of genetic technology will
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make this situation even more compelling in the
future, and raises already the question of the social
value of generating such information, which could be
made “publicly available”, that is transferred to both
parties, the insurer and the insured. (For more on this
but in a different context, see [1].)
The emergence of affordable DNA-testing and
other diagnostic facilities provides a fertile ground
for developing and testing theories regarding the
value of information to individuals, to insurers and
to society. As Michael Hoy and Mattias Polborn [10]
show, genetic testing in life insurance in particular,
raises fundamental questions about the pooling of
risks and the cost and benefits of pooling such risks.
Similar questions are raised by Michael Hoel and
Tor Iversen [9] regarding the social value of genetic
testing for health insurance purposes. (See also [13]
for the special case of AIDS and other sexually
transmitted diseases.)

Conclusion
In a world of complete or symmetric information,
with all insurers and insureds sharing the same information on individual riskiness and small transaction
costs, agents would be properly identified into risk
classes and offered full insurance at their respective actuarial premium. If insurers suffer from an
informational disadvantage in evaluating individual
risk types, separating insureds in risk classes may
be very expensive and pooling bad risk with good
ones may be unavoidable. Separation may sometimes
involve excessive costs compared with the benefit it
allows, such as when the proportion of good risk
types is high, when the accident probability differential between good and bad types is small, or when
risk aversion is low. Pooling is then Pareto superior to separation, but may be unstable as insurers
try to lure away one way or the other the better risk
types and insureds of the better types try to identify themselves to insurers. To avoid such instability
in Pareto-superior pooling outcomes, insurers are led
to avoid destabilizing such outcomes by regulation,
cooperation, or collusion. One may expect that the
political stress in favor of pooling insurance contracts
may intensify as new technologies make it easier to
test and identify individual risk types at a social cost
of destroying the insurance against the outcome of
such tests. New information asymmetries will appear

and new insurance contracts will need to be designed
to face the new challenges these technologies are
already posing.
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Pooling in Insurance
Introduction
Pooling of risk may roughly be taken to mean the
following: Consider a group of I reinsurers (or insurers), each one facing a certain risk represented by a
random variable Xi , i ∈ I = {1, 2, . . . , I }. The reinsurers then decide to share the risks between themselves, rather than face them in splendid isolation.
Let the risk confronting reinsurer i be denoted by
Yi after the exchange has taken place. Normally,
Yi will be a function of X = (X1 , X2 , . . . , XI ). We
call this pooling of risk, if the chosen sharing rule
is of theform Yi (X1 , X2 , . . . , XI ) = Yi (XM ), where
XM := Ii=1 Xi , that is, the final portfolio is a function of the risks X1 , X2 , . . . , XI only through their
aggregate XM .
In this paper, we want to identify situations in
which pooling typically plays an important role.

Insurance and Reinsurance
Consider the situation in the introduction: Let the
reinsurers have preferences i over a suitable set of
random variables. These preferences are represented
by expected utility (see Utility Theory), meaning that
X i Y if and only if Eui (X) ≥ Eui (Y ). We assume
smooth utility functions ui , i ∈ I; here ui (w) > 0,
ui (w) ≤ 0 for all w in the relevant domains, for all
i ∈ I.
We suppose that the reinsurers can negotiate any
affordable contracts among themselves, resulting in a
new set of random variables Yi , i ∈ I, representing
the possible final payout to the different reinsurers of
the group, or the final portfolio.
In characterizing reasonable sharing rules, we concentrate on the concept of Pareto optimality:
Definition 1 A feasible allocation Y = (Y1 , Y2 ,
. . . , YI ) is called Pareto optimal if there is no feasible allocation Z = (Z1 , Z2 , . . . , ZI ) with Eui (Zi ) ≥
Eui (Yi ) for all i and with Euj (Zj ) > Euj (Yj ) for
some j .
I
of
Consider for each nonzero vector λ ∈ R+
reinsurer weights the function uλ (·) : R → R defined

by
uλ (v) =:

I


sup

λi ui (zi )

(z1 , . . . , zI ) i=1

subject to

I


zi ≤ v.

(1)

i=1

As the notation indicates, this function depends only
on the variable v, meaning that if the supremum is
attained at the
point (y1 , . . . , yI ), all these yi = yi (v)
and uλ (v) = Ii=1 λi ui (yi (v)). It is a consequence
of the Implicit Function Theorem that, under our
assumptions, the function uλ (·) is two times differentiable in v. The function uλ (v) is often called the
supconvolution function, and is typically more ‘well
behaved’ than the individual functions ui (·) that make
it up.
The following fundamental characterization is proved using the Separating Hyperplane Theorem (see
[1, 2]):
Theorem 1 Suppose ui are concave and increasing
for all i. Then Y = (Y1 , Y2 , . . . , YI ) is a Pareto optimal allocation if and only if there exists a nonzero
I
such that Y =
vector of reinsurer weights λ ∈ R+
(Y1 , Y2 , . . . , YI ) solves the problem
Euλ (XM ) =:

sup

I


λi Eui (Zi )

(Z1 , . . . , ZI ) i=1

subject to

I


Zi ≤ XM .

(2)

i=1

Here the real function uλ : R → R satisfies uλ > 0,
uλ ≤ 0.
Notice that since the utility functions are strictly
increasing,
at a Pareto optimum it must be the case

that Ii=1 Yi = XM .
We now characterize Pareto optimal allocations
under the above conditions. This result is known as
Borch’s Theorem (for a proof, see [1, 2]):
Theorem 2 A Pareto optimum Y is characterized
by the existence of nonnegative reinsurer weights
λ1 , λ2 , . . . , λI and a real function uλ : R → R, such
that
λ1 u1 (Y1 ) = λ2 u2 (Y2 ) = · · · = λI uI (YI )
= uλ (XM )

a.s.

(3)
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The existence of Pareto optimal contracts has been
treated by DuMouchel [8]. The requirements are, as
we may expect, very mild.
As a consequence of this theorem, pooling occurs
in a Pareto optimum. Consider reinsurer i: His
optimal portfolio is Yi = (ui )−1 (uλ (XM )/λi ), which
clearly is a function of (X1 , X2 , . . . , XI ) only through
the aggregate XM . Here (ui )−1 (·) means the inverse
function of ui , which exists by our assumptions.
Pooling is simply a direct consequence of (2) in Theorem 1. Let us look at an example.
Example 1 Consider the case with negative
exponential utility functions, with marginal utilities
ui (z) = e−z/ai , i ∈ I, where ai−1 is the absolute risk
aversion of reinsurer i, or ai is the corresponding
risk tolerance. Using the above characterization (3),
we get
λi e−Yi /ai = uλ (XM ),

a.s.,

i ∈ I.

Theorem 3 The Pareto optimal sharing rules are
affine if and only if the risk tolerances are affine
with identical cautiousness, i.e.,
Yi (x) = Ai +
Bi x for
some constants Ai , Bi , i ∈ I, j Aj = 0, j Bj =
1, ⇔ ρi (xi ) = αi + βxi , for some constants β and αi ,
i ∈ I, β being the cautiousness parameter.

No Pooling
Let us address two situations when we cannot expect
pooling to occur.
1.

2.

(4)

Yi =

After taking logarithms in this relation, and summing
over i, we get
uλ (XM ) = e(K−XM )/A ,
K =:

I

i=1

ai ln λi ,

a.s.
A =:

If the utility functions of the insurers depend
also on the other insurers’ wealth levels, that is,
u = u(x1 , . . . , xI ), pooling may not result.
Suppose the situation does not give affinesharing rules, as in the above example, but one
would like to constrain the sharing rules to be
affine, that is, of the form
I


bi,k Xk + bi ,

(7)

where
I


ai .

i = 1, 2, . . . , I.

k=1

(5)

i=1

Furthermore, we get that the optimal portfolios are
ai
Yi = XM + bi ,
where
A
K
bi = ai ln λi − ai ,
(6)
i ∈ I.
A
Note first that the reinsurance contracts involve pooling. Second, we see that the sharing rules are affine
in XM .
The constant of proportionality ai /A is reinsurer
i’s risk tolerance ai relative to the group’s risk
tolerance A. In order to compensate for the fact that
the least risk-averse reinsurer will hold the larger
proportion, zero-sum side payments bi occur between
the reinsurers.
The other example in which the optimal sharing
rules are affine is the one with power utility with
equal coefficient of relative risk aversion throughout
the group, or the one with logarithmic utility, which
can be considered as a limiting case of the power
utility function. Denoting reinsurer i’s risk tolerance
function by ρi (xi ), the reciprocal of the absolute risk
aversion function, we can, in fact, show the following
(see e.g. [12]):

Here the constants bi,k imply that the rule keeps
track of who contributed what to the pool. In general,
the constrained optimal affine-sharing rule will not
have the pooling property, which of course complicates matters. However, these constrained affinesharing rules are likely to be both easier to understand
and simpler to work with than nonlinear Pareto optimal sharing rules.

Some Examples
The above model is formulated in terms of a reinsurance syndicate. Several such syndicates exist in the
United States. In Europe, the Lloyd’s of London is
the most prominent example.
However, other applications are manifold, since
the model is indeed very general. For instance,
•

Xi might be the initial portfolio of a member of a
mutual insurance arrangement. The mutual fire
insurance scheme, which can still be found in
some rural communities, may serve as one example. Shipowners have formed their P&I Clubs,
and offshore oil operators have devised their own
insurance schemes, which may be approximated
by the above model.

Pooling in Insurance
•
•
•
•

•

Xi might be the randomly varying water endowments of an agricultural region (or hydro-electric
power station) i;
Xi might be the initial endowment of an individual i in a limited liability partnership;
Xi could stand for a nation i’s state-dependent
quotas in producing diverse pollutants (or in
catching various fish species);
Xi could account for uncertain quantities of
different goods that a transportation firm i
must bring from various origins to specified
destinations;
Xi could be the initial endowments of shares in
a stock market, in units of a consumption good.

Consider an example of a limited liability partnership. A ship is to be built and operated. The operator
orders the ship from the builder, and borrows from
the banker to pay the builder. The cautious banker
may require that the operator consult an insurer to
insure his ship. Here, we have four parties involved
in the partnership, and it is easy to formulate a model
of risk sharing that involves pooling, and in which the
above results seem reasonable. For more details along
these lines, consult, for example, [3].

[2] contains a review of the theory, and also gives
some new results on game theory and moral hazard
in the setting of insurance, presenting modern proofs
of many of the classical results.
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Portfolio Theory
Portfolio theory is a general subject area, which
covers the use of quantitative techniques in order
to optimize the future performance of a portfolio
or to devise optimal risk-management strategies.
A number of good textbooks cover the subject of
portfolio theory including [1–3], and the collection
of papers in [8].

Single-period Models
Many theories have been developed within the setting
of a one-period investment problem.

Markowitz Mean–Variance Portfolio Theory
Markowitz [5] was central to the conversion of
investment analysis and portfolio selection from an
art into a quantitative subject. He proposed a very
simple model but drew some very important conclusions from it, which still apply to this day.
Let Ri represent the return at time 1 per unit
investment at time 0 on asset i (i = 1, . . . , n). Let
µi = E[Ri ], vii = Var[Ri ] and vij = Cov[Ri , Rj ] for
i  = j . In addition to these n risky assets there might
also exist a risk-free asset with the sure return of R0 .
For any portfolio that invests a proportion pi
in
n is RP =
nasset i the return on the portfolio
p
R
+
p
R
where
p
=
1
−
i
i
0
0
0
i=1
i=1 pi . (In
the 
basic model there is no risk-free asset and
n
so
i=1 pi = 1.) Mean–Variance portfolio theory
means that we are concerned only with the mean and
the variance of RP as a means of deciding which is
the best portfolio.
A central conclusion in Markowitz’s work was the
development of the efficient frontier. This is a set of
portfolios that cannot be bettered simultaneously in
terms of mean and variance. For any portfolio that
is not on the efficient frontier, there exists another
portfolio that delivers both a higher mean (higher
expected return) and a lower variance (lower risk). It
followed that smart fund managers should only invest
in efficient portfolios.
A second conclusion was the clear proof that
diversification works.

Variations on Markowitz’s Theory
A problem with this approach was that if one was
working with a large number of individual assets
(rather than asset classes, say) the number of parameters to be estimated (n mean values and n(n + 1)/2
variances and covariances) is very large, resulting
in substantial parameter risk. Over the succeeding years, a number of different models were developed to introduce some structure into the general
Markowitz model. This includes the single factor
model (Ri = µi + σMi ZM + σU i ZU i where ZM and
the ZU i are all zero-mean and unit variance and
uncorrelated)
and its multifactor extension (Ri =

µi + m
j =1 σj i ZFj + σU i ZU i ).
All of these models were concerned only with
an individual investor, her assessment of the distribution of returns, and how she should invest as a
consequence of this. There was no reference to other
investors or the market as a whole.
The single and multifactor models then lead
us naturally to the use of equilibrium models.
Equilibrium models look at the market as a whole.
We take into account a variety of factors including
•
•
•

the distribution of returns at the end of the investment period on each security in the market per
unit of security;
the number of units available of each security;
for all investors:
– the initial wealth of each investor;
– the investor’s attitude to risk;

and we use this to establish:
•
•

the initial market prices for each security, which
will ensure that the market is in equilibrium (i.e.
demand for stock equals supply);
the amount of each security held by each investor.

The most famous of these is the Capital Asset
Pricing Model (CAPM) proposed by Sharpe [9] and
Lintner [4]. Since these early papers, there have been
many subsequent works, which generalize the original papers, for example, by weakening the quite
strong assumptions contained in CAPM.

Multiperiod Models
The introduction to this article described one aim
of portfolio theory as being the requirement to
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manage risk and optimize an investor’s portfolio.
This aim applies equally well to the multiperiod
and continuous-time setting. One of the pioneers of
research in this field was Merton [6, 7] (both papers
are reproduced in the book by Merton [8]). Merton took a continuous-time, investment-consumption
problem where the aim was to try to maximize an
individual’s expected lifetime utility.
In Merton’s original work he used a simple multivariate, log-normal process for security prices. Since
then, Merton and others have generalized the theory in a number of ways or applied the theory to
other problems. Theoretical results are often difficult
to come by in both the continuous-time and multiperiod settings. However, the few theoretical results
that do exist can be put to good use by providing
pointers to effective decisions in a more complex
context where analytical or even numerical optimal
solutions are difficult to find.
In an actuarial context, similar multiperiod optimization problems arise when we incorporate liabilities into the portfolio decision problem.
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Premium Principles
Introduction
Loosely speaking, a premium principle is a rule for
assigning a premium to an insurance risk. In this
article, we focus on the premium that accounts for
the monetary payout by the insurer in connection
with insurable losses plus the risk loading that the
insurer imposes to reflect the fact that experienced
losses rarely, if ever, equal expected losses. In other
words, we ignore premium loadings for expenses and
profit.
In this article, we describe three methods that
actuaries use to develop premium principles. The distinction among these methods is somewhat arbitrary,
and a given premium principle might arise from more
than one of the methods.
We call the first method the ad hoc method
because within it, an actuary defines a (potentially)
reasonable premium principle, then she determines
which (if any) of a list of desirable properties her premium principle satisfies. For example, the Expected
Value Premium Principle, in which the premium
equals the expected value times a number greater
than or equal to one, is rather ad hoc, but it satisfies
some nice properties. Indeed, it preserves affine transformations of the random variable and is additive.
However, it does not satisfy all desirable properties,
as we will see in the section ‘Catalog of Premium
Principles: The Ad Hoc Method’.
A more rigorous method is what we call the characterization method because within it, an actuary
specifies a list of properties that she wants the premium principle to satisfy and then finds the premium
principle (or set of premium principles) determined
by those properties. Sometimes, an actuary might not
necessarily characterize the set of premium principles that satisfy the given list of properties but will
find one premium principle that does. Finding only
one such premium principle is a weaker method than
the full-blown characterization method, but in practice, it is often sufficient. An example of the weaker
method is to look for a premium principle that is scale
equivariant, and we will see in the section ‘Catalog
of Premium Principles: The Ad Hoc Method’ that the
standard deviation premium principle is scale equivariant but it is not the only such premium principle.

Perhaps the most rigorous method that an actuary
can use to develop a premium principle is what we
call the economic method. Within this method, an
actuary adopts a particular economic theory and then
determines the resulting premium principle. In the
section ‘The Economic Method’, we will see that
the important Esscher Premium Principle is such a
premium principle [15, 16].
These methods are not mutually exclusive. For
example, the Proportional Hazards Premium Principle [67] first arose when Wang searched for a premium principle that satisfied layer additivity; that
is, Wang used a weak form of the characterization
method. Then, Wang, Young, and Panjer [72] showed
that the Proportional Hazards Premium Principle can
be derived through specifying a list of properties
and showing that the Proportional Hazards Premium
Principle is the only premium principle that satisfies the list of properties. Finally, the Proportional
Hazards Premium Principle can also be grounded in
economics via Yaari’s dual theory of risk (see Risk
Utility Ranking) [74].
Some premium principles arise from more than
one method. For example, an actuary might have a
particular property (or a list of properties) that she
wants her premium principle to satisfy, she finds
such a premium principle, then later discovers that
her premium principle can be grounded in an economic premium principle. In the sections ‘The Characterization Method’ and ‘The Economic Method’,
we will see that Wang’s premium principle can
arise from both the characterization and economic
methods.
In the section ‘Properties of Premium Principles’,
we catalog desirable properties of premium principles
for future reference in this article. In the section ‘Catalog of Premium Principles: The Ad Hoc Method’,
we define some premium principles and indicate
which properties they satisfy. Therefore, this section
is written in the spirit of the ad hoc method. In the
section ‘The Characterization Method’, we demonstrate the characterization method by specifying a
list of properties and by then determining which premium principle exactly satisfies those properties. As
for the economic method, in the section ‘The Economic Method’, we describe some economic theories
adopted by actuaries and determine the resulting premium principles. In the ‘Summary’, we conclude this
review article.
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Properties of Premium Principles
In this section, we list and discuss desirable properties of premium principles. First, we present some
notation that we use throughout the paper. Let χ
denote the set of nonnegative random variables on the
probability space (, F, P); this is our collection of
insurance-loss random variables – also called insurance risks. Let X, Y , Z, etc. denote typical members
of χ. Finally, let H denote the premium principle,
or function, from χ to the set of (extended) nonnegative real numbers. Thus, it is possible that H [X]
takes the value ∞. It is possible to extend the domain
of a premium principle H to include possibly negative random variables. That might be necessary if we
were considering a general loss random variable of an
insurer, namely, the payout minus the premium [10].
However, in this review article, we consider only the
insurance payout and refer to that as the insurance
loss random variable.
1. Independence: H [X] depends only on the
(de)cumulative distribution function of X, namely
SX , in which SX (t) = P{ω ∈  : X(ω) > t}. That
is, the premium of X depends only on the tail
probabilities of X.
This property states that the premium depends
only on the monetary loss of the insurable event and
the probability that a given monetary loss occurs, not
the cause of the monetary loss.
2. Risk loading: H [X] ≥ EX for all X ∈ χ.
Loading for risk is desirable because one generally requires a premium rule to charge at least
the expected payout of the risk X, namely EX, in
exchange for insuring the risk. Otherwise, the insurer
will lose money on average.
3. No unjustified risk loading: If a risk X ∈ χ is identically equal to a constant c ≥ 0 (almost everywhere),
then H [X] = c.
In contrast to Property 2 (Risk loading), if we
know for certain (with probability 1) that the insurance payout is c, then we have no reason to charge
a risk loading because there is no uncertainty as to
the payout.
4. Maximal loss (or no rip-off): H [X] ≤ ess sup[X]
for all X ∈ χ.

5. Translation equivariance (or translation invariance): H [X + a] = H [X] + a for all X ∈ χ and all
a ≥ 0.
If we increase a risk X by a fixed amount a,
then Property 5 states that the premium for X + a
should be the premium for X increased by that fixed
amount a.
6. Scale equivariance (or scale invariance): H [bX]
= bH [X] for all X ∈ χ and all b ≥ 0.
Note that Properties 5 and 6 imply Property 3 as
long as there exists a risk Y such that H [Y ] < ∞.
Indeed, if X ≡ c, then H [X] = H [c] = H [0 + c] =
H [0] + c = 0 + c = c. We have H [0] = 0 because
H [0] = H [0Y ] = 0H [Y ] = 0. Scale equivariance is
also known as homogeneity of degree one in the
economics literature. This property essentially states
that the premium for doubling a risk is twice the
premium of the single risk. One usually uses a noarbitrage argument to justify this rule. Indeed, if
the premium for 2X were greater than twice the
premium of X, then one could buy insurance for
2X by buying insurance for X with two different
insurers, or with the same insurer under two policies.
Similarly, if the premium for 2X were less than twice
the premium of X, then one could buy insurance for
2X, sell insurance on X and X separately, and thereby
make an arbitrage profit. Scale equivariance might not
be reasonable if the risk X is large and the insurer
(or insurance market) experiences surplus constraints.
In that case, we might expect the premium for 2X
to be greater than twice the premium of X, as we
note below for Property 9. Reich [55] discussed this
property for several premium principles.
7. Additivity: H [X + Y ] = H [X] + H [Y ] for all X,
Y ∈ χ.
Property 7 (Additivity) is a stronger form of Property 6 (Scale equivariance). One can use a similar
no-arbitrage argument to justify the additivity property [2, 63, 64].
8. Subadditivity: H [X + Y ] ≤ H [X] + H [Y ] for all
X, Y ∈ χ.
One can argue that subadditivity is a reasonable
property because the no-arbitrage argument works
well to ensure that the premium for the sum of two
risks is not greater than the sum of the individual
premiums; otherwise, the buyer of insurance would
simply insure the two risks separately. However, the
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no-arbitrage argument that asserts that H [X + Y ]
cannot be less than H [X] + H [Y ] fails because it
is generally not possible for the buyer of insurance
to sell insurance for the two risks separately.
9. Superadditivity: H [X + Y ] ≥ H [X] + H [Y ] for
all X, Y ∈ χ.
Superadditivity might be a reasonable property of
a premium principle if there are surplus constraints
that require that an insurer charge a greater risk
load for insuring larger risks. For example, we might
observe in the market that H [2X] > 2H [X] because
of such surplus constraints.
Note that both Properties 8 and 9 can be weakened by requiring only H [bX] ≤ bH [X] or H [bX] ≥
bH [X] for b > 0, respectively. Next, we weaken the
additivity property by requiring additivity only for
certain insurance risks.
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14. Preserves stop-loss ordering (SL) ordering: If
E[X − d]+ ≤ E[Y − d]+ for all d ≥ 0, then H [X] ≤
H [Y ].
Property 1, (Independence), together with Property 12, (Monotonicity), imply Property 13, (Preserves FSD ordering) [72]. Also, if H preserves SL
ordering, then H preserves FSD ordering because
stop-loss ordering is weaker [56]. These orderings
are commonly used in actuarial science to order risks
(partially) because they represent the common orderings of groups of decision makers; see [38, 61], for
example.
Finally, we present a technical property that is
useful in characterizing certain premium principles.
15. Continuity: Let X ∈ χ; then, lim+ H [max(X −
a→0

a, 0)] = H [X], and lim H [min(X, a)] = H [X].
a→∞

10. Additivity for independent risks: H [X + Y ] =
H [X] + H [Y ] for all X, Y ∈ χ such that X and Y
are independent.

Catalog of Premium Principles: The
Ad Hoc Method

Some actuaries might feel that Property 7 (Additivity) is too strong and that the no-arbitrage argument
only applies to risks that are independent. They,
thereby, avoid the problem of surplus constraints for
dependent risks.

In this section, we list many well-known premium
principles and tabulate which of the properties from
the section ‘Properties of Premium Principles’ they
satisfy.

11. Additivity for comonotonic risks: H [X + Y ] =
H [X] + H [Y ] for all X, Y ∈ χ such that X and Y
are comonotonic (see Comonotonicity).
Additivity for comonotonic risks is desirable
because if one adopts subadditivity as a general
rule, then it is unreasonable to have H [X + Y ] <
H [X] + H [Y ] because neither risk is a hedge (see
Hedging and Risk Management) against the other,
that is, they move together [74]. If a premium
principle is additive for comonotonic risks, then is
it layer additive [68]. Note that Property 11 implies
Property 6, (Scale equivariance), if H additionally
satisfies a continuity condition.
Next, we consider properties of premium rules
that require that they preserve common orderings of
risks.
12. Monotonicity: If X(ω) ≤ Y (ω) for all ω ∈ ,
then H [X] ≤ H [Y ].
13. Preserves first stochastic dominance (FSD) ordering: If SX (t) ≤ SY (t) for all t ≥ 0, then H [X] ≤
H [Y ].

A. Net Premium Principle: H [X] = EX.
This premium principle does not load for risk.
It is the first premium principle that many actuaries
learn; see, for example [10]. It is widely applied in
the literature because actuaries often assume that risk
is essentially nonexistent if the insurer sells enough
identically distributed and independent policies [1, 4,
5, 11–13, 21, 46, 47].
B. Expected Value Premium Principle: H [X] = (1 +
θ) EX, for some θ > 0.
This premium principle builds on Principle A, the
Net Premium Principle, by including a proportional
risk load. It is commonly used in insurance economics and in risk theory; see, for example [10]. The
expected value principle is easy to understand and to
explain to policyholders.
C. Variance Premium Principle: H [X] = EX
+ αVarX, for some α > 0.
This premium principle also builds on the
Net Premium Principle by including a risk load
that is proportional to the variance of the risk.
Bühlmann [14, Chapter 4] studied this premium
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principle in detail. It approximates the premium that
one obtains from the principle of equivalent utility (or
zero-utility) (see Utility Theory), as we note below.
Also, Berliner [6] proposed a risk measure that is an
alternative to the variance and that can be used in this
premium principle.
D. Standard
√ Deviation Premium Principle: H [X] =
EX + β VarX, for some β > 0.
This premium principle also builds on the Net
Premium Principle by including a risk load that is
proportional to the standard deviation of the risk.
Bühlmann [14, Chapter 4] also considered this premium principle and mentioned that it is used frequently in property (see Property Insurance – Personal) and casualty insurance (see Non-life Insurance). As we note below, Wang’s Premium Principle
reduces to the Standard Deviation Premium Principle in many cases. Also, Denneberg [19] argued
that one should replace the standard deviation with
absolute deviation in calculating premium. Finally,
Schweizer [58] and Møller [42] discussed how to
adapt the Variance Premium Principle and the Standard Deviation Principle to pricing risks in a dynamic
financial market.
E. Exponential Premium Principle: H [X] = (1/α)
× ln E[eαX ], for some α > 0.
This premium principle arises from the principle of equivalent utility (Principle H below) when
the utility function is exponential [22, 23]. It satisfies many nice properties, including additivity
with respect to independent risks. Musiela and
Zariphopoulou [45] adapted the Exponential Premium Principle to the problem of pricing financial securities in an incomplete market. Young
and Zariphopoulou [78], Young [77], and Moore and
Young [43] used this premium principle to price various insurance products in a dynamic market.
F. Esscher Premium Principle: H [X] = (E[XeZ ]/
E[eZ ]), for some random variable Z.
Bühlmann [15, 16] derived this premium principle
when he studied risk exchanges; also see [59, 60]. In
that case, Z is a positive multiple of the aggregate
risk of the exchange market. Some authors define the
Esscher Premium Principle with Z = hX, h > 0. For
further background on the Esscher Premium Principle, which is based on the Esscher transform,
please read [24, 79]. Also, see the research of Gerber and Shiu for more information about how to

apply the Esscher Premium Principle in mathematical finance [27, 28]. The Esscher Premium Principle
(as given here in full generality) is also referred to
as the Exponential Tilting Premium Principle. Heilmann [33] discussed the case for which Z = f (X)
for some function f , and Kamps [40] considered the
case for which eZ = 1 − e−λX , λ > 0.
G. Proportional Hazards Premium Principle: H [X]
∞
= 0 [SX (t)]c dt, for some 0 < c < 1.
The Proportional Hazards Premium Principle is a
special case of Wang’s Premium Principle, Principle
I below. Wang [67] studied the many nice properties
of this premium principle.
H. Principle of Equivalent Utility: H [X] solves the
equation
u(w) = E[u(w − X + H )]

(1)

where u is an increasing, concave utility of wealth
(of the insurer), and w is the initial wealth (of the
insurer).
One can think of H as the minimum premium
that the insurer is willing to accept in exchange for
insuring the risk X. On the left-hand side of (1), we
have the utility of the insurer who does not accept
the insurance risk. On the right-hand side, we have
the expected utility of the insurer who accepts the
insurance risk for a premium of H . H [X] is such
that the insurer is indifferent between not accepting
and accepting the insurance risk. Thus, this premium is called the indifference price of the insurer.
Economists also refer to this price as the reservation
price of the insurer. The axiomatic foundations of
expected utility theory are presented in [65]. See [8,
9] for early actuarial references of this economic idea
and [26] for a more recent reference.
Pratt [48] studied how reservation prices change
as one’s risk aversion changes, as embodied by the
utility function. Pratt showed that for ‘small’ risks,
the Variance Premium Principle, Principle C, approximates the premium from the principle of equivalent
utility with α = −(1/2)(u (w)/u (w)), that is, the
loading factor equals one-half the measure of absolute risk aversion. If u(w) = −e−αw , for some α > 0,
then we have the Exponential Premium Principle,
Principle E.
Alternatively, if u and w represent the utility
function and wealth of a buyer of insurance, then
the maximum premium that the buyer is willing to

Premium Principles
pay for coverage is the solution G of the equation E[u(w − X)] = u(w − G). The resulting premium G[X] is the indifference price for the buyer
of insurance – she is indifferent between not buying
and buying insurance at the premium G[X].
Finally, the terminology of principle of zero-utility
arises when one defines the premium F as the solution to v(0) = E[v(F − X)] [14, 25]. One can think
of this as a modification of (1) by setting v(x) =
u(w + x), where w is the wealth of the insurer. All
three methods result in the same premium principle when we use exponential utility with the same
value for the risk parameter α. However, one generally expects that the insurer’s value for α to be less
than the buyer’s value. In this case, the minimum
premium that the insurer is willing to accept would
be less than the maximum premium that the buyer is
willing to pay.
∞
I. Wang’s Premium Principle: H [X] = 0 g
[SX (t)] dt, where g is an increasing, concave function that maps [0, 1] onto [0, 1]. The function g is
called a distortion and g[SX (t)] is called a distorted
(tail ) probability.
The Proportional Hazards Premium Principle,
Principle G, is a special case of Wang’s Premium
Principle with the distortion g given by g(p) =
p c for 0 < c < 1. Other distortions have been
studied; see [68] for a catalog of some distortions.
Also, a recent addition to this list is the so-called
Wang transform given by g(p) = [−1 (p) + λ],
where  is the cumulative distribution function for
the standard normal random variable and λ is a
real parameter [69, 70]. See [76] for the optimal
insurance when prices are calculated using Wang’s
Premium Principle, and see [35, 36, 71] for further
study of Wang’s Premium Principle.
Wang’s Premium Principle is related to the idea
of coherent risk measures [3, 73], and is founded in
Yaari’s dual theory of risk [74]. It is also connected
with the subject of nonadditive measure theory [20].
One can combine the Principle of Equivalent Utility
and Wang’s Premium Principle to obtain premiums
based on anticipated utility [29, 54, 57]. Young [75]
showed that Wang’s Premium Principle reduces to
a standard deviation for location-scale families, and
Wang [66] generalized her result. Finally, Landsman
and Sherris [41] offered an alternative premium
principle to Wang’s.
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J. Swiss Premium Principle: The premium H solves
the equation
E[u(X − pH )] = u((1 − p)H )

(2)

for some p ∈ [0, 1] and some increasing, convex
function u.
Note that the Swiss Premium Principle is a generalization of the principle of zero utility as defined
in the discussion of the Principle of Equivalent Utility, Principle H . The Swiss Premium Principle was
introduced by Bühlmann et al. [17]. This premium
principle was further studied in [7, 18, 30, 32].
K. Dutch Premium Principle: H [X] = EX +
θE[(X − αEX)+ ], with α ≥ 1 and 0 < θ ≤ 1.
Van Heerwaarden and Kaas [62] introduced this
premium principle, and Hürlimann [34] extended it
to experience-rating and reinsurance.
As shown in the table below, we catalog which
properties from the section ‘Properties of Premium
Principles’ are satisfied by the premium principles
listed above. A ‘Y’ indicates that the premium principle satisfies the given property. An ‘N’ indicates
that the premium principle does not satisfy the given
property for all cases.

The Characterization Method
In this section, we demonstrate the characterization
method. First, we provide a theorem that shows how
Wang’s Premium Principle can be derived from this
method; see [72] for discussion and more details.
Theorem 1 If the premium principle H : χ →
+
R = [0, ∞], satisfies the properties of Independence
(Property 1), Monotonicity (Property 12), Comonotonic Additivity (Property 11), No Unjustified Risk
Loading (Property 3), and Continuity (Property 15),
then there exists a nondecreasing function g :
[0, 1] → [0, 1] such that g(0) = 0, g(1) = 1, and
 ∞
H [X] =
g[SX (t)] dt
(3)
0

Furthermore, if χ contains all the Bernoulli random
variables, then g is unique. In this case, for p ∈
[0, 1], g(p) is given by the price of a Bernoulli(p)
(see Discrete Parametric Distributions) risk.
Note that the result of the theorem does not require
that g be concave. If we impose the property of
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Premium
principle Letter

Property
Number

Name
Name

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Independent
Risk load
Not unjustified
Max loss
Translation
Scale
Additivity
Subadditivity
Superadditivity
Add indep.
Add comono.
Monotone
FSD
SL
Continuity

A

C

D

E

F

G

Net

B
Exp’d
value

Var

Std dev

Exp

Esscher

Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y

Y
Y
N
N
N
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y

Y
Y
Y
N
Y
N
N
N
N
Y
N
N
N
N
Y

Y
Y
Y
N
Y
Y
N
N
N
N
N
N
N
N
Y

Y
Y
Y
Y
Y
N
N
N
N
Y
N
Y
Y
Y
Y

Y
N (Y if Z = X)
Y
Y
Y
N
N
N
N
N
N
N
N
N
Y

subadditivity, then g will be concave, and we have
Wang’s Premium Principle.
Next, we obtain the Proportional Hazards Premium Principle by adding another property to those
in Theorem 1. See [72] for a discussion of this
additional property from the viewpoint of no-arbitrage
in financial markets.
Corollary 1 Suppose H is as assumed in Theorem 1 and that H additionally satisfies the following
property:
Let X = I Y be a compound Bernoulli random
variable, with X, I , and Y ∈ χ, where the Bernoulli
random variable I is independent of the random variable Y. Then, H [X] = H [I ]H [Y ].
It follows that there exists c > 0, such that g(p) =
p c , for all p ∈ [0, 1].
Finally, if we assume the property of Risk Loading
(Property 2), then we can say that c in Corollary 1
lies between 0 and 1. Thus, we have characterized
the Proportional Hazards Premium Principle as given
in the section, ‘Catalog of Premium Principles: The
Ad Hoc Method’.
Other premium principles can be obtained through
the characterization method. For example, Promislow [49, 50] and Promislow and Young [51–53]
derived premium principles that are characterized by
properties that embody the economic notion of equity.
This observation leads us well into the last method of

I

J

K

PH

H
Equiv
utility

Wang

Swiss

Dutch

Y
Y
Y
Y
Y
Y
N
Y
N
N
Y
Y
Y
Y
Y

Y
Y
Y
Y
Y
N
N
N
N
N
N
Y
Y
Y
Y

Y
Y
Y
Y
Y
Y
N
Y
N
N
Y
Y
Y
Y
Y

Y
Y
Y
Y
N
N
N
N
N
N
N
Y
Y
Y
Y

Y
Y
Y
Y
N
Y
N
Y
N
N
N
Y
Y
Y
Y

obtaining premium principles, namely, the economic
method.

The Economic Method
In this section, we demonstrate the economic method
for deriving premium principles. Perhaps the most
well-known such derivation is in using expected utility theory to derive the Principle of Equivalent Utility,
Principle H. Similarly, if we use Yaari’s dual theory
of risk in place of expected utility theory, then we
obtain Wang’s Premium Principle. See our discussion in the section, ‘Catalog of Premium Principles:
The Ad Hoc Method’ where we first introduce these
two premium principles.
The Esscher Premium Principle can be derived
from expected utility theory as applied to the problem
of risk exchanges [8, 15, 16]. Suppose that insurer j
faces risk Xj , j = 1, 2, . . . , n. Assume that insurer j
has an exponential utility function given by uj (w) =
1 − exp(−αj w). Bühlmann [15, 16] defined an equilibrium to be such that each agent’s expected utility
is maximized. This equilibrium also coincides with a
Pareto optimal exchange [8, 9, 59, 60].
Theorem 2 In equilibrium, the price for risk X is
given by
E[XeαZ ]
H [X] =
(4)
E[eαZ ]

Premium Principles
in which Z = X1 + X2 + · · · + Xn is the aggregate
risk, and (1/α) = (1/α1 ) + (1/α2 ) + · · · + (1/αn ).

[4]

Theorem 2 tells us that in a Pareto optimal risk
exchange with exponential utility, the price is given
by the Esscher Premium Principle with Z equal to the
aggregate risk and 1/α equal to the aggregate ‘risk
tolerance’. Bühlmann [16] generalized this result for
insurers with other utility functions. Wang [70] compared his premium principle with the one given
in Theorem 2. Iwaki, Kijima, and Morimoto [37]
extended Bühlmann’s result to the case for which we
have a dynamic financial market in addition to the
insurance market.

[5]

[6]
[7]

[8]

[9]

Summary
We have proposed three methods of premium calculation: (1) the ad hoc method, (2) the characterization method, and (3) the economic method. In the
section, ‘Catalog of Premium Principles: The Ad Hoc
Method’, we demonstrated the ad hoc method; in
the section ‘The Characterization Method’, the characterization method for Wang’s Premium Principle
and the Proportional Hazards Premium Principle; and
in the section ‘The Economic Method’, the economic method for the Principle of Equivalent Utility,
Wang’s Premium Principle, and the Esscher Premium
Principle. For further reading about premium principles, please consult the articles and texts referenced
in this paper, especially the general text [31].
Some of the premium principles mentioned in this
article can be extended to dynamic markets in which
either the risk is modeled by a stochastic process,
the financial market is dynamic, or both. See [12, 39,
44] for connections between actuarial and financial
pricing. For more recent work, consult [42, 58, 77],
and the references therein.

[10]

[11]

[12]

[13]

[14]
[15]
[16]
[17]

[18]
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VIRGINIA R. YOUNG

Reinsurance Forms
For solvency requirements of an insurance portfolio
of n policies withclaim amounts X1 , X2 , . . . , Xn , the
total claim size nj=1 Xj is the relevant variable. In
order to explain the tail danger due to dependencies
(e.g. when different floors of one building are insured
against fire), we consider the case of identically
distributed random variables. Its standard
deviation
√
in the independent case then reads nσ , but in the
comonotone case (see Comonotonicity), it equals
nσ . This shows that for the solvency position of an
insurance company, the calculated solvency margin
√
(e.g. as a value-at-risk (VaR)) increases with n or
n as indicated in [2]. This puts a heavy burden on the
solvency margin required in branches where the risks
might be dependent. Note that stochastic models used
for the rate of return of cash flows (resulting from the
development of reserves) will impose a dependence
structure on the terms in the sum of the stochastic
capital at risk too, which might result in relatively
high solvency margins. This situation might lead to
an unexpected difference between the predicted and
the realized value. For this situation, reinsurance
plays an important role. The forms of reinsurance
are designed in such a way that the remaining risk
in a portfolio decreases. Hence, in order to optimize
a reinsurance policy, a trade-off between profitability
and safety will be the key issue, see for example, [1]
and Retention and Reinsurance Programmes.
All types of reinsurance contracts aim at several
goals in the framework of risk reduction, stability of
the results, protection against catastrophes, increase
of underwriting capacity, and so on.
Two types of reinsurance exist: facultative reinsurance and obligatory reinsurance. Facultative reinsurance is a case-by-case reinsurance where each
individual risk before acceptance, and exceeding the
retention of the direct insurer, is presented to the
reinsurer. Both the direct insurer and the potential
reinsurer are free to present or accept the risk. Facultative reinsurance is tailor-made for each application
of insurance. An intermediate case is the so-called
open cover. In the case of obligatory reinsurance,
every claim within the specifications of the reinsurance treaty is ceded and accepted by the reinsurer.
The quota-share treaty is a treaty between the
ceding company and the reinsurer to share premiums and claims with the same proportion. When the

individual insurance contract insures a risk X for a
premium π(X), the ceding company and the reinsurer will divide the risk X and the premium π(X)
as (pX, pπ(X)) and ((1 − p)X, (1 − p)π(X)). Of
course, this does not imply π(pX) = pπ(X). The
reinsurance treaty can be considered as an economic
deal. Because the ceding company organizes the selling, acquisition, pricing, and the claims handling of
the contracts, the reinsurer pays a ceding commission
to the ceding company; see, for example, [3].
In a surplus treaty, the reinsurer agrees to accept
an individual risk with sum insured in excess of
the direct retention limit set by the ceding company
(expressed in monetary units). This treaty subdivides
the risk in lines. A first line, for example, (0,100 000)
providing a retention limit of 100 000 to the ceding
company, is augmented with, for example, 3 lines
such that the insurance capacity is increased up to
400 000. The ceding company retains the lines above
400 000. The ceding company and the reinsurer share
the premiums and the claims in a proportional way,
where the proportion is calculated as follows. Suppose the sum insured amounts to 300 000. The ceding
company then retains 100 000 or one third and the
reinsurer gets 200 000 or two thirds of the amount to
reinsure. This determines the proportion (1/3, 2/3) of
earned premiums and shared claims on a proportional
basis. Also, in this case, the reinsurer pays a ceding
commission to the ceding company.
In the excess-of-loss treaty – XL – a retention
limit d is considered. The cedent then retains the
risk X − (X − d)+ + [X − (d + u)]+ while the reinsurer intervenes for the amount min[(X − d)+ , u].
This principle may be applied to a single exposure
(the so-called WXL-R or Working XL per risk (see
Working Covers), where an individual claim insured
can trigger the cover) or a single occurrence such as
a storm risk (the so-called CAT-XL or Catastrophe
XL, where a loss event involves several covered individual risks at the same time). In this case, there is
no direct relation between the premium of the risk X
and the price of the reinsurance of min[(X − d)+ , u].
Premiums can be calculated according to different
rules. The stop-loss treaty is technically equivalent to
an excess-of-loss treaty but the risk considered now
is the total claim size of a portfolio as is explained
in [4].
More advanced forms of reinsurance include the
Excédent du coût moyen relatif treaty (ECOMOR)
and the Largest Claim treaty (LC) (see Largest
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Claims and ECOMOR Reinsurance). In some
sense, the ECOMOR(p) treaty rephrases the excessof-loss treaty but with a random retention at a large
claim, since it covers all claim parts in excess of the
pth largest claim. The LC(p) treaty also focuses on
large claims by covering the p largest claims.
Within a reinsurance pool, a group of insurers
organize themselves to underwrite insurance on a
joint basis. Reinsurance pools are generally considered for specific catastrophic risks such as aviation
insurance and nuclear energy exposures. The claims
are distributed among the members of the pool in a
proportional way.
One of the main results of utility theory in the
framework of reinsurance forms, limited to be a function of the individual claims, is that the excess-of-loss
contract is optimal in case the expectation is used
as the pricing mechanism. Indeed, among all possible reinsurance contracts h(x) with 0 < h(x) < 1
and E[h(X)] fixed, the excess-of-loss contract h(x) =
(x − d)+ maximizes utility.
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Retention and
Reinsurance Programmes
Introduction
The main reason for an insurer to carry the reinsurance of most of its risks (by risk we mean a
policy, a set of policies, a portfolio or even the
corresponding total claims amount) is the protection
against losses that might create financial snags or
even insolvency. By means of reinsurance the insurance companies protect themselves against the risk
of large fluctuations in the underwriting result, thus
reducing the amount of capital needed to respond to
their liabilities. Of course, there are other reasons for
a company to perform reinsurance, for example, the
increase of underwriting capacity (due to the meeting of solvency requirements), incorrect assessment
of the risk, liquidity, and services provided by the
reinsurer.
There are several forms of reinsurance, the more
usual ones being quota-share reinsurance, the surplus treaty, excess-of-loss and stop loss. Another
kind of arrangement is the pool treaty (see Pooling
in Insurance), which, because of its characteristics,
does not come, strictly speaking, under the heading
‘forms of reinsurance’. Yet, one should make a reference to Borch’s work on the subject, that in a series
of articles [5, 6, 9, 11] has characterized the set of
Pareto optimal solutions in a group of insurers forming a pool to improve the situation vis-a-vis of the
risk. Borch proved that when the risks of the members of the pool are independent and when the utility
functions (see Utility Theory) are all exponential,
quadratic, or logarithmic the Pareto optimal contracts
become quota contracts.
When outlining a reinsurance scheme for a line of
business, an insurer will normally resort to several
forms of reinsurance. Indeed, there is no ideal type
of reinsurance applicable to all the cases. Each kind
of reinsurance offers protection against only certain
factors that have an effect on the claim distribution. For example, the excess-of-loss and the surplus
forms offer protection against big losses involving
individual risks. Yet, the former offers no protection at all against fluctuations of small to medium
amounts and the latter offers but little protection. For
any line of business, the insurer should identify all

the important loss potentials to seek a suitable reinsurance program. With a given reinsurance program
the annual gross risk, S, is split into two parts: the
retained risk, Y , also called retention and the ceded
risk, S − Y . The retention is the amount of the loss
that a company will pay. To be able to attain a certain
retention, the company incurs costs, which are the
premium loadings, defined by the difference between
the reinsurance premiums and the expected ceded
risks, associated to the several components of the
reinsurance program. Hence, in order to decide for a
given retention, a trade-off between the profitability
and safety will be the main issue.
As it was mentioned, a reinsurance program may
consist of more than one form of reinsurance. For
instance, in property insurance (see Property Insurance – Personal) it is common to start the reinsurance program by a facultative (see Reinsurance
Forms) proportional reinsurance arrangement (to
reduce the largest risks), followed by a surplus
treaty which homogenizes the remaining portfolio,
followed, possibly, by a quota-share (on the retention
of the surplus treaty) and followed, yet on a per risk
basis, by an excess-of-loss treaty (per risk WXL – per
risk Working excess-of-loss, see Working Covers).
As one event (such as a natural hazard) can affect
several policies at the same time, it is convenient
to protect the insurance company’s per risk retention
with a catastrophe excess-of-loss treaty (see Catastrophe Excess of Loss). Both the per risk and the
per event arrangements protect the company against
major losses and loss events. However, the accumulation of small losses can still have a considerable
impact on the retained reinsured business. Therefore,
an insurer might consider to include in his reinsurance
program a stop loss treaty or an aggregate XL (see
Stop-loss Reinsurance). Schmutz [39] provides a set
of rules of thumb for the calculation of the key figures
for each of the per risk reinsurance covers composing
a reinsurance program in property insurance.
Sometimes a company, when designing the
reinsurance program for its portfolios, arranges
an umbrella cover to protect itself against an
accumulation of retained losses under one or more
lines of insurance arising out of a single event,
including the losses under life policies.
Several questions arise when an insurer is deciding on the reinsurance of a portfolio of a given
line of business, namely which is the optimal form
of reinsurance? should a quota-share retention be
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protected by an excess-of-loss treaty? once the form
or forms of reinsurance are decided which are the
optimal retention levels? These kind of questions
have been considered in the actuarial literature for
many years.
Of course, the insurer and reinsurer may have conflicting interests, in the sense that in some situations,
both of them would fear the right tail of the claim
distributions (see [43]). Most of the articles on reinsurance deal with the problem from the viewpoint
of the direct insurer. They assume that the premium
calculation principle(s) used by the reinsurer(s) is
known, and attempt to calculate the optimal retention according to some criterion. In those articles, the
interests of the reinsurer(s) are protected through the
premium calculation principles used for each type of
treaty. There are however some articles that treat the
problem from both points of views, defining the set
of optimal treaties such that any other treaty is worse
for at least one of the parties (the direct insurer and
the reinsurer) as Pareto optimal. Martti Pesonen [38]
characterizes all Pareto optimal reinsurance forms as
being those where both Y and S − Y are nondecreasing functions of S.
We confine in this article to the problem from
the viewpoint of the cedent, and will divide the
results into two sections. The section that follows
concerns the results on optimal reinsurance, without limiting the arrangements to any particular form.
Under the last section, we analyze the determination of the retention levels under several criteria.
We start by just one form of reinsurance and proceed with the combination of a quota-share with a
nonproportional treaty (see Nonproportional Reinsurance). When we consider these combinations, we
shall study simultaneously the optimal form and the
optimal retention level.
The results summarized here are important from
the mathematical point of view and can help in
the designing of the reinsurance program. However,
with the fast development of computers, it is now
possible to model the entire portfolio of a company,
under what is known as DFA – Dynamic Financial
Analysis (see also [31, 35]), including the analysis
of the reinsurance program, modeling of catastrophic
events, dependences between random elements, and
the impact on the investment income. However, a
good understanding of uncertainties is crucial to the
usefulness of a DFA model, which shows that the
knowledge of the classical results that follow can be

of help to understand the figures that are obtained by
simulation in a DFA model.

The Optimal Form of Reinsurance
We will denote by a the quota-share retention level,
that is,
Y = aS =

N


aXi ,

(1)

i=1


(with 0i=1 = 0) where N denotes the annual number
of claims and Xi are the individual claim amounts,
which are supposed to be independent and identically
distributed random variables, independent of N .
The excess-of-loss and the stop loss retention levels, usually called retention limits, are both denoted
by M. The retention is for excess-of-loss reinsurance
(unlimited)
Y =

N


min(Xi , M),

(2)

i=1

and for stop loss reinsurance
Y = min(S, M).

(3)

Note that the stop loss contract assumed here is of
the form S − Y = (S − M)+ = max(S − M, 0), that
is, L = +∞ and c = 0 in the encyclopedia article
Stop loss.
In 1960, Borch [8] proved that stop loss minimizes
the variance of the retained risk for a fixed reinsurance risk premium. Similar results in favor of the
stop loss contract were developed later (see [29, 32,
33, 36, 37, 44]) under the pure premium assumption
or the premium calculated according to the expected
value principle (see Premium Principles).
A similar result in favor of the stop loss contract
was proved by Arrow [2], taking another approach to
optimal reinsurance: the expected utility criterion.
Hesselager [28] has proved that the stop loss contract is optimal based on the maximization of the
adjustment coefficient, again for a fixed reinsurance risk premium. Note that the maximization of
the adjustment coefficient is equivalent to the minimization of the upper bound of the probability of
ruin in discrete time and infinite horizon provided by
Lundberg inequality for the probability of ruin.
The behavior of the ruin probability as a function of
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the retentions is very similar to the behavior of the
adjustment coefficient, which makes it acceptable to
use Lundberg’s upper bound as an approximation to
the ultimate probability of ruin.
Recently, Gajek and Zadrodny [25], followed by
Kaluszka [30], have shown that the reinsurance arrangement that minimizes the variance of the retained
risk for a fixed reinsurance premium, when the loading of reinsurance premium used is based on the
expected value and/or on the variance of the reinsured risk, is of the form S − Y = (1 − r)(S − M)+ ,
with 0 ≤ r < 1, called in their articles change loss (it
is still a stop loss contract in the terminology of the
encyclopedia article Stop loss).
All these articles in favor of the stop loss contract are based on the assumption that the reinsurance
premium principle is calculated on S − Y , independently of the treaty, although Borch himself has
made, in [10], a number of negative remarks to his
result, namely at pages 293–295,
‘I do not consider this a particularly interesting
result. I pointed out at the time that there are two
parties to a reinsurance contract, and that an arrangement which is very attractive to one party, may be
quite unacceptable to the other.
...
Do we really expect a reinsurer to offer a stop loss
contract and a conventional quota treaty with the
same loading on the net premium? If the reinsurer
is worried about the variance in the portfolio he
accepts, he will prefer to sell the quota contract,
and we should expect him to demand a higher
compensation for the stop loss contract.’

About the same problem he writes [7], page 163:
‘In older forms of reinsurance, often referred as
proportional reinsurance, there is no real problem
involved in determining the correct safety loading of
premiums. It seems natural, in fact almost obvious,
that the reinsurance should take place on original
terms, and that any departure from this procedure
would need special justification.
...
In nonproportional reinsurance it is obviously not
possible to attach any meaning to “original terms”.
It is therefore necessary to find some other rule for
determining the safety loading.’

With respect to the same result Gerathewhol et al.
[26], page 393, say:
‘They presume either that the reinsurance premium
contains no safety loading at all or that the safety
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loading for all types of reinsurance is exactly equal,
in which case the “perfect” type of reinsurance for
the direct insurer would be stop loss reinsurance.
This assumption, however, is unrealistic, since the
safety loading charged for the nonproportional reinsurance cover is usually higher, in relative terms,
than it is for proportional reinsurance.’

There are other results in favor of other kinds of
reinsurance. Beard et al. [3] proved that the quotashare type is the most economical way to reach a
given value for the variance of the retained risk if
the reinsurer calculates the premium in such a way
that the loading increases according to the variance
of the ceded risk.
Gerber [27] has proved that of all the kinds of
reinsurance of which the ceded part is a function
of the individual claims, the excess-of-loss treaty is
optimal, in the sense that it maximizes the adjustment
coefficient, when the reinsurer premium calculation
principle used is the expected value principle and
the loading coefficient is chosen independently of the
kind of reinsurance.
Still under the same assumption on the reinsurance premium, if one only takes reinsurance schemes
based on the individual claims, excess-of-loss will be
optimal if the criterion chosen is the maximization of
the expected utility (see [12]).
In [25, 30], when the reinsurance scheme is confined to reinsurance based on the individual claims X,
the authors show that the optimal form is such that
the company cedes (1 − r)(X − M)+ of each claim.
Such results, which are significant in mathematical
terms, are nevertheless of little practical meaning,
since they are grounded upon hypotheses not always
satisfied in practice. Indeed, the loadings used on
the nonproportional forms of reinsurance are often
much higher than those of the proportional forms.
The reinsurance premium for the latter is assessed in
original terms (proportion of the premium charged by
the insurer), but this is not the case in the former ones.
In rather skew forms of reinsurance, such as stop loss
and CAT-XL, the reinsurer will often charge a loading
that may amount to several times the pure premium,
which is sometimes of an irrelevant amount.

The Optimal Retention Level
Most of the authors try to tackle the issue of the
assessment of the retention level, once the form of
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reinsurance is agreed upon. We will now summarize
some of the theoretical results concerning the determination of the optimal retention when a specific
scheme is considered for the reinsurance of a risk
(usually a portfolio of a given line of business).

Results Based on Moments
Results Based on the Probability of a Loss in One
Year. For an excess-of-loss reinsurance arrangement Beard et al. [4], page 146, state the retention
problem as the ascertainment of the maximum value
of M in such a way that it is granted, with probability
1 − , that the retained risk will not consume the initial reserve U during the period under consideration
(which is usually one year). For the effect they have
used the normal power approximation (see Approximating the Aggregate Claims Distribution), transforming the problem in a moment’s problem. An
alternative reference to this problem is Chapter 6
of [23]. They also provide some rules of thumb for
the minimum value of M.
In the example given by them, with the data
used through their book, the initial reserve needed
to achieve a given probability 1 −  is an increasing
function with the retention limit. However, this function is not always increasing. Still using the normal
power approximation and under some fair assumptions (see [18]), it was shown that it has a minimum,
which rends feasible the formulation of the problem
as the determination of the retention limit to minimize
the initial reserve that will give a one year ruin probability of at most . In the same article, it has been
shown that, if we apply the normal approximation to
the retained risk, Y = Y (M), the reserve, U (M), as
a function of the retention limit M, with M > 0, has
a global minimum if and only if
√
α>z

Var[N ]
,
E[N ]

(4)

where α is the loading coefficient on the excess-ofloss reinsurance premium (assumed to be calculated
according to the expected value principle), Var[N ]
is the variance of the number of claims, E[N ] is its
expected value and z = −1 (1 − ), where  stands
for the distribution function of a standard normal
distribution (see Continuous Parametric Distributions). The minimum is attained at the point M ∗ ,

where M ∗ is the unique solution to the equation

σY (M)
Var[N ] − E[N ] M
(1 − G(x)) dx
M=
α−
z
E[N ]
0
(5)
where σY (M) is the standard deviation of the
retained aggregate claims and G(·) is the individual
claims distribution. Note that in the Poisson case
(see Discrete Parametric Distributions), Var[N ] =
E[N ] and (5) is equivalent to M = ασY (M) /z.
See [18] for the conditions obtained when the
normal power is used instead of the normal
approximation. Note that although the use of the
normal approximation is questionable, because when
M increases the distribution of Y becomes skewer
and skewer, the optimal value given by (5) does not
differ much from the corresponding value obtained
when the approximation used is the normal power.
Results for Combinations of Two Treaties. Lemaire et al. [34], have proved that if the insurer can
choose from a pure quota-share treaty, a pure nonproportional treaty, excess-of-loss or stop loss, or a
combination of both and if the total reinsurance loading is a decreasing function with the retention levels,
then the pure nonproportional treaty minimizes the
coefficient of variation and the skewness coefficient
for a given loading. In the proof for the combination of quota-share with excess-of-loss, they have
assumed that the aggregate claims amount follows a
compound Poisson distribution (see Compound Distributions).
In an attempt to tackle the problems related to
the optimal form and the optimal retention simultaneously, in the wake of Lemaire et al. [34], Centeno [14, 15] studied several risk measures, such
as the coefficient of variation, the skewness coefficient and the variance of the retained risk for the
quota-share and the excess-of-loss or stop loss combination (of which the pure treaties are particular cases),
assuming that the premium calculation principles are
dependent on the type of treaty.
Let P be the annual gross (of reinsurance and
expenses) premium with respect to the risk S under
consideration. Let the direct insurer’s expenses be
a fraction f of P . By a combination of quotashare with a nonproportional treaty (either excessof-loss or stop loss) we mean a quota-share, with
the premium calculated on original terms with a
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commission payment at rate c, topped by an unlimited
nonproportional treaty with a deterministic premium
given by Q(a, M). Hence, the retained risk Y can be
regarded as a function of a and M and we denote it
Y (a, M), with
Y (a, M) =

N


min(aXi , M)

(6)

i=1

and the total reinsurance premium is
V (a, M) = (1 − c)(1 − a)P + Q(a, M).

(7)

Note that the stop loss treaty can, from the mathematical point of view be considered an excess-of-loss
treaty by assuming that N is a degenerate random
variable.
The insurer’s net profit at the end of the year is
W (a, M) with
W (a, M) = (1 − f )P − V (a, M) − Y (a, M).

(8)

Note also that Y (a, M) = aY (1, M/a), which implies
that the coefficient of variation and the skewness
coefficient of the retained risk, CV [Y (a, M)] and
γ [Y (a, M)] respectively, will depend on a and M
only through M/a. Using this fact, it was first shown,
under very fair assumptions on the moments of the
claim number distribution (fulfilled by the Poisson,
binomial, negative binomial, and degenerate random
variable (see Discrete Parametric Distributions)),
that both the coefficient of variation and the skewness
coefficient of the retained risk, are strictly increasing
functions of M/a, which implies that the minimization of the coefficient of variation is equivalent to the
minimization of the skewness coefficient and equivalent to minimizing M/a. These functions were then
minimized under a constraint on the expected net
profit, namely
E[W (a, M)] ≥ B,

(9)

with B a constant.
Assuming that (1 − c)P − E[S] > 0, that B >
(c − f )P and that B < (1 − f )P − E[S], the main
result is that the optimal solution is a pure nonproportional treaty (with M given by the only solution
to E[W (1, M)] = B) if the nonproportional reinsurance premium is calculated according to the expected
value principle or the standard deviation principle

5

(see Premium Principles), but this does not need
to be the case if the nonproportional reinsurance
premium is calculated according to the variance
principle (see Premium Principles). In this case,

the solution is given by the only point (
a , M),
satisfying





2[(f − c)P + B]
,1
.
[(1 − c)P − E[S]]

E[W (â, M̂)] = B
â = min

(10)

Note that the main difference between this result and
the result obtained in [34] is that by calculating the
premiums of the proportional and nonproportional
treaties separately, the isocost curves (set of points
(a, M) defined by having a constant loading, or which
is the same originating the same expected profit) are
not necessarily decreasing.
The problem of minimizing the variance of the
retained risk with a constraint of type (9) on the
expected profit was also considered in [15]. The problem is however, from the mathematical point of view,
a more difficult one than the problems considered
first. The reason is that the variance of Y (a, M)
is not a convex function (not even quasi-convex)
of the retention levels a and M. By considering
that the excess-of-loss reinsurance premium is calculated according to the expected value principle, and
assuming that Var[N ] ≥ E[N ] (not fulfilled by the
degenerate random variable) the problem was solved.
The solution is never a pure quota-share treaty. It is
either a combination of quota-share with excess-ofloss or a pure excess-of-loss treaty, depending on the
loadings of both premiums. If quota-share is, in the
obvious sense, at least as expensive as excess-of-loss,
that is, if
(1 − c)P ≥ (1 + α)E[S],

(11)

then, quota-share should not make part of the reinsurance arrangement.
Note that assuming that the quota-share treaty is
based on the original terms with a commission, could,
from the mathematical point of view, be considered
that it is calculated according to the expected value
principle or the standard deviation principle (both are
proportional to 1 − a).
In a recent article, Verlaak and Beirlant [45] study
combinations of two treaties, namely, excess-of-loss
(or stop loss) after quota-share, quota-share after
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excess-of-loss (or stop loss), surplus after quotashare, quota-share after surplus and excess-of-loss
after surplus. The criterion chosen was the maximization of the expected profit with a constraint
on the variance of the retained risk. The criterion
is equivalent, in relative terms, to the one considered in [15] (minimization of the variance with
a constraint on the expected profit). They have
assumed that the premium calculation principle is the
expected value principle and that the loading coefficient varies per type of protection. They provide the
first order conditions for the solution of each problem. It is to emphasize that the surplus treaty is for
the first time formalized in the literature on optimal
reinsurance.

Results Based on the Adjustment Coefficient or the
Probability of Ruin
Waters [47], studied the behavior of the adjustment
coefficient as a function of the retention level either
for quota-share reinsurance or for excess-of-loss reinsurance.
Let θ be the retention level (θ is a for the
proportional arrangement and M for the nonproportional). Let Y (θ) be the retained aggregate annual
 the
claims, V (θ) the reinsurance premium, and P
annual gross premium, net of reinsurance, but liquid
of expenses. Assuming that the moment generating
function of the aggregate claims distribution exists
and that the results from different years are independent and identically distributed, the adjustment
coefficient of the retained claims is defined as the
unique positive root, R = R(θ), of
P −V (θ))
= 1.
E eRY (θ)−R(

(12)

For the proportional treaty and under quite fair
assumptions for the reinsurance premium, he showed
that the adjustment coefficient is a unimodal function of the retention level a, 0 < a ≤ 1, attaining its
maximum value at a = 1 if and only if
lim

a→1

dV (a) R(1)
e P + E[SeR(1)S ] ≤ 0.
da

(13)

He also proved that a < 1 when the premium calculation principle is the variance principle or the
exponential principle.
For the excess-of-loss treaty, and assuming that
the aggregate claims are compound Poisson with

individual claim amount distribution G(·), he proved
that if the function
q(M) = (1 − G(M))−1

dV (M)
dM

(14)

is increasing with M then R(M) is unimodal with the
retention limit M. If V (M) is calculated according to
the expected value principle with loading coefficient
α, then the optimal retention is attained at the unique
point M satisfying
M = R −1 ln(1 + α),

(15)

where R is the adjustment coefficient of the retained
risk, that is, the optimal M is the only positive root of
 ∞
 − λ(1 + α)
P
(1 − G(x)) dx

−λ

M
M

exM

−1

ln(1+α)

(1 − G(x)) dx = 0.

(16)

0

The finite time ruin probability or its respective upper
bound are used in [19, 21, 42].
For a combination of quota-share with an excessof-loss treaty, confining to the case when the excessof-loss premium is calculated by the expected value
principle with loading coefficient α, Centeno [16,
20], has proved that the adjustment coefficient of the
retained risk is a unimodal function of the retentions
and that it is maximized either by a pure excessof-loss treaty or a combination of quota-share with
excess-of-loss but never by a pure quota-share treaty.
If (11) holds, that is, if excess-of-loss is in the obvious
sense cheaper than quota-share, then the optimal
solution is a pure excess-of-loss treaty. See [16, 20]
for details on the optimal solution for the general
case.

The Relative Risk Retention
Although all the results presented before concern only
one risk (most of the times, a portfolio in a certain line of business), the first problem that arises
in methodological terms is to decide whether reinsurance is to be carried independently for each risk
or if the reinsurance set of programs of an insurance company should be considered as a whole.
Although it is proved in [17], that the insurer maximizes the expected utility of wealth of n independent
risks, for an exponential utility function, only if the
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expected utility for each risk is maximized, such a
result is not valid in a general way; this is particularly true in the case of a quadratic or logarithmic
utility function, and so the primary issue remains
relevant.
It was de Finetti [24] who first studied the problem of reinsurance when various risks are under
consideration. He took into account the existence of
n independent risks and a quota-share reinsurance for
each one of them and he solved the problem of the
retention assessment using the criterion of minimizing the variance of the retained risk within the set
of solutions for which the retained expected profit is
a constant B. Let Pi be the gross premium (before
expenses and reinsurance) associated to risk Si and
ci the commission rate used in the quota-share treaty
with retention ai , 0 ≤ ai ≤ 1, i = 1, 2, . . . , n. Let
(1 − ci )Pi > E[Si ], that is, the reinsurance loading
is positive. The solution is

[(1 − ci )Pi − E[Si ]]
ai = min µ
,1 ,
Var[Si ]
i = 1, 2, . . . , n

(17)

The value of µ depends on the value chosen for B,
that is, depends on the total loading that a company
is willing to pay for the reinsurance arrangements.
For the choice of B, he suggested to limit the ruin
probability to a value considered acceptable by the
insurance company. A similar result is obtained by
Schnieper [41] by maximizing the coefficient of variation of the retained profit (called in the cited paper
net underwriting risk return ratio).
The relation between the retentions ai , i = 1, . . . n,
is called the relative retention problem. The choice
of µ (or equivalently of B) is the absolute retention
problem. From (17) we can conclude that the retention for each risk should be directly proportional to
the loading on the treaty and inversely proportional
to the variance of the risk (unless it hits the barrier
ai = 1).
Bülhmann [13] used the same criterion for excessof-loss reinsurance. When Si is compound-distributed
with claim numbers Ni and individual claims distribution Gi (·), the loading is a proportion αi of the
expected ceded risk, the retention limits should satisfy

Var[Ni ] − E[Ni ] Mi
(1 − Gi (x)) dx.
Mi = µαi −
E[Ni ]
0
(18)
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Note that when each Ni , i = 1, . . . , n, is Poisson
distributed (Var[Ni ] = E[Ni ]) the reinsurance limits
should be proportional to the loading coefficients αi .
See also [40] for a more practical point of view on
this subject.
The problem can be formulated in a different way,
considering the same assumptions. Suppose that one
wishes to calculate the retention limits to minimize
the initial reserve, U (M), M = (M1 , . . . , Mn ), that
will give a one year ruin probability of at most .
Using the normal approximation and letting z be
defined by (z) = 1 −  one gets that the solution is
Mi =

σY (M)
z

×

αi −

Mi

Var[Ni ] − E[Ni ]
E[Ni ]

(1 − Gi (x)) dx.

(19)

0

which are equivalent to (18) with
µ=

σY (M)
z

.

Note that (19) generalizes (5) for several risks.
Hence the principle of determining retentions, usually stated as minimum variance principle, or meanvariance criterion, provides the retentions in such a
way that the initial reserve necessary to assure with
the given probability that it is not absorbed during the
period under consideration is reduced to a minimum
(using the normal approximation).
Waters [46] solved, for the compound Poisson
case, the problem of determining the retention limits
of n excess-of-loss treaties in such a way as to maximize the adjustment coefficient, the very same criterion being adopted by Andreadakis and Waters [1] for
n quota-share treaties. Centeno and Simões [22] dealt
with the same problem for mixtures of quota-share
and excess-of-loss reinsurance. They proved in these
articles that the adjustment coefficient is unimodal
with the retentions and that the optimal excess-of-loss
reinsurance limits are of the form
Mi =

1
ln(1 + αi ),
R

(20)

where R is the adjustment coefficient of the retained
risk. Again the excess-of-loss retention is increasing
with the loading coefficient, now with ln(1 + αi ).
All these articles assume independence of
the risks. de Finetti [24] discusses the effect of
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correlation. Schnieper [41] deals with correlated risks
also for quota treaties.

[20]

[21]
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Risk Aversion
Risk aversion was postulated by Friedman and
Savage [8] as preference for a safe asset over
any risky asset with the safe asset’s yield as its
expected value. Within expected utility (EU) theory (see Utility Theory) (von Neumann & Morgenstern [27], Savage [23]), the risk-aversion inequality,
E[U (Y )] ≤ U (E[Y ]) for all risky assets Y (henceforth, for which these expectations are well defined),
is characterized by concavity of the utility function U : if Ursula’s utility function U is concave,
it has a linear tangent L at E[Y ] that supports
U from above, so (Jensen’s inequality) E[U (Y )] ≤
E[L(Y )] = L(E[Y ]) = U (E[Y ]) and Ursula is risk
averse. If U is not concave, there are three points
x1 < x2 < x3 over which U is convex, and Ursula
is not risk averse, since she prefers the dichotomous
lottery on {x1 , x3 } with mean x2 , to the safe asset x2 .
Decreasing marginal utility (i.e. concavity) is intuitively connected to risk aversion via the observation
that a unit of wealth gained is worth less than the
same unit lost, so a 50–50 even-money lottery is at
Ursula’s disadvantage.

Risk Neutrality
Risk-neutral EU maximizers, those indifferent between any two risky assets with the same mean,
have linear utility functions. Risk-neutral valuation in
finance is a pricing method for derivatives that consists in modifying the underlying probability model
so as to be fair. The two notions are unrelated. In
particular, risk-neutral valuation does not assume the
investor to have a risk-neutral attitude.

Less Risk, More Risk
If the risky asset Y is split as Y = X +
Z, where the ‘noise’ term Z has conditional
mean zero given any value of X, Ursula will
gladly accept a contract that will insure Z
and thus replace her uninsured position Y by
the insured position X: E[U (X + Z)] = E[E[U (X +
Z)|X]] ≤ E[U (X + 0)] = E[U (X)]. This notion, Y
represents a mean-preserving increase in risk (MPIR)
with respect to X (Hardy & Littlewood [11],
Rothschild & Stiglitz [22]), is the main comparative

measure of risk in economics. Among its many
applications, it characterizes the pairs X, Y with equal
means such that (i) all risk averters prefer X to Y,
that is, E[U (Y )] ≤ E[U (X)] for all concave U, and
(ii) the fair premium for insurance with deductible
is lower for all levels of deductible when damage is
distributed like X.
Thus, within Expected Utility, risk averse attitude
is modeled by concavity of the utility function, and
the type of risk that these agents unanimously shun is
characterized by MPIR, also termed martingale dilation. If U is further assumed to be nondecreasing,
preference for X extends to second-degree dominance [9, 10].

Less Risk Averse, More Risk Averse
According to Pratt’s [20] insurance paradigm, Victor
(with utility function V ) is more risk averse than
Ursula if as soon as Ursula is willing to replace
a risky asset by some given constant, so will
Victor: E[U (Y )] ≤ U (E[Y ] − c) implies E[V (Y )] ≤
V (E[Y ] − c). According to Arrow’s [2] portfolio
paradigm, as soon as Ursula is willing to diversify
a risky asset with some safe asset, so will
Victor: supα∈(0,1) E[U (αY + (1 − α)ρ)] > E[U (Y )]
implies supα∈(0,1) E[V (αY + (1 − α)ρ)] > E[V (Y )].
Both paradigms lead to the identical mathematical
characterization (V (·) = η(U (·))) under which V is
a nondecreasing and concave function of U. That is,
if wealth is measured as the utility of wealth for
(the now risk-neutral) Ursula, Victor is a bona-fide
risk averter. This characterization is usually expressed
via the Arrow–Pratt index of absolute risk aversion
−U  /U  as pointwise inequality −V  (x)/V  (x) ≥
−U  (x)/U  (x), for all x. This gives rise to notions
like DARA (decreasing absolute risk aversion),
IARA (increasing) and CARA (constant–U (x) =
a − b exp(−βx)), that model degree of risk aversion
as a function of wealth. There is a related
Arrow–Pratt index of relative risk aversion, defined
for positive wealth as the product of the index of
absolute risk aversion by wealth.

The Arrow–Pratt Index and Partial
Insurance
These canonical paradigms have been the subject of
intense scrutiny and study. If Y = X + Z represents
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an MPIR of X, it is not necessarily the case that Victor will agree to buy a (subfair) partial insurance
contract that insures the noise term Z, preferred by
Ursula over no insurance: E[U (X − c)] ≥ E[U (Y )]
does not imply E[V (X − c)] ≥ E[V (Y )]. This implication does hold under the stronger assumption that
−V  (·)/V  (·) ≥ K ≥ −U  (·)/U  (·) for some constant K [21]. However, well-designed (Pareto optimal) insurance contracts force X to dominate Y =
X + Z under the dispersive order [3, 4, 18, 19],
stronger than MPIR, in which case [15] Victor, if
Arrow-Pratt more risk averse than Ursula, will pay
any premium c that Ursula agrees to pay. Instead
of the MPIR noise interpretation of Z, the dispersive counterpart make X and Z comonotone as each
is a nondecreasing function of their sum Y : risk is
shared between insured and insurer so that if damage is higher, the insured is worse off but receives a
higher refund; see also [12].

(dislike of MPIR), aversion to spread of losses, aversion to spread of gains, and monotone risk aversion
(dislike of dispersive increase in risk), all equivalent
in Expected Utility theory, model different attitudes
in the RDEU model [5, 6, 7, 18, 19, 28].
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Risk Management: An
Interdisciplinary
Framework
Introduction
Risk results from the direct and indirect adverse consequences of outcomes and events that were not
accounted for or that we were ill-prepared for, and
concerns their effects on individuals, firms, or the
society at large. It can result from many reasons, both
internally induced or occurring externally. In the former case, consequences are the result of failures or
misjudgments while in the latter, consequences are
the results of uncontrollable events or events we cannot prevent. A definition of risk involves as a result of
four factors (1) consequences, (2) their probabilities
and their distribution, (3) individual preferences, and
(4) collective and sharing effects. These are relevant
to a broad number of fields as well, each providing
a different approach to the measurement, the valuation, and the management of risk, which is motivated
by psychological needs and the need to deal with
problems that result from uncertainty and the adverse
consequences they may induce [106].
For these reasons, the problems of risk management are applicable to many fields spanning insurance and actuarial science, economics and finance,
marketing, engineering, health, environmental and
industrial management, and other fields where uncertainty primes. Financial economics, for example,
deals extensively with hedging problems in order
to reduce the risk of a particular portfolio through
a trade or a series of trades, or contractual agreements reached to share and induce risk minimization
by the parties involved [5, 27, 73]. Risk management, in this special context, consists then in using
financial instruments to negate the effects of risk.
By judicious use of options, contracts, swaps, insurance, an investment portfolio, and so on, risks can be
brought to bearable economic costs. These tools are
not costless and therefore, risk management requires a
careful balancing of the numerous factors that affect
risk, the costs of applying these tools, and a specification of tolerable risk [20, 25, 31, 57, 59, 74,
110]. For example, options require that a premium
be paid to limit the size of losses just as the insureds
are required to pay a premium to buy an insurance

contract to protect them in case of unforeseen accidents, theft, diseases, unemployment, fire, and so on.
By the same token, value-at-risk [6–8, 11, 61, 86]
is based on a quantile risk measurement providing
an estimate of risk exposure [12, 51, 105, 106]. Each
discipline devises the tools it can apply to minimize
the more important risks it is subjected to. A recent
survey of the Casualty Actuarial Society [28], for
example, using an extensive survey of actuarial scientists and practitioners, suggested a broad definition
of Enterprise Risk Management (ERM) as ‘the process by which organizations in all industries assess,
control, exploit, finance and monitor risks from all
sources for the purposes of increasing the organization’s short and long term value to its stakeholders’.
A large number of references on ERM is also provided in this report including books such as [32, 38,
42, 54, 113] and over 180 papers. Further, a number of books focused on risk management have also
appeared recently, emphasizing the growing theoretical and practical importance of this field [2, 23, 30,
34, 35, 42, 74, 95, 108].
Engineers and industrial managers design processes for reliability, safety, and robustness. They
do so to reduce failure probabilities and apply robust
design techniques to reduce the processes’ sensitivity to external and uncontrollable events. In other
words, they attempt to render process performance
oblivious to events that are undesirable and so can
become oblivious to their worst consequences [9, 24,
39, 79, 98]; see [26, 39, 40, 75, 109] for applications
in insurance.
Similarly, marketing has long recognized the uncertainty associated with consumer choices and behavior, and sales in response to the marketing mix.
For these reasons, marketing also is intently concerned with risk minimization, conducting market
research studies to provide the information required
to compete and to meet changing tastes. Although the
lion’s share of marketing’s handling of uncertainty
has been via data analysis, significant attempts have
been made at formulating models of brand-choice,
forecasting models for the sale of new products and
the effects of the marketing mix on a firm’s sales and
performance, for the purpose of managing the risk
encountered by marketers [43, 76–78, 90, 100–102].
The definition of risk, risk measurement, and
risk management are closely related, one feeding
the other to determine the proper optimal levels
of risk. Economists and decision scientists have
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attracted special attention to these problems, some of
which were also rewarded for their efforts by Nobel
prizes [3–5, 14–17, 21, 22, 52, 53, 60, 68–70, 82,
97]. In this process, a number of tools are used based
on the following:
•
•
•

Ex-ante risk management
Ex-post risk management and
Robustness

Ex-ante risk management involves ‘before the
fact’ application of various tools such as preventive
controls; preventive actions; information-seeking, statistical analysis, and forecasting; design for reliability; insurance and financial risk management, and
so on.
‘After the fact’ or ex-post risk management
involves, by contrast, control audits and the design of
flexible-reactive schemes that can deal with problems
once they have occurred in order to limit their
consequences. Option contracts, for example, are
used to mitigate the effects of adverse movements in
stock prices. With call options, in particular, the buyer
of the option limits the downside risk to the option
price alone while profits from price movements above
the strike price are unlimited.
Robust design, unlike ex-ante and ex-post risk
management, seeks to reduce risk by rendering a
process insensitive (i.e. robust) to its adverse consequences. Thus, risk management desirably alters
the outcomes a system may reach and compute their
probabilities. Or, risk management can reduce their
negative consequences to planned or economically
tolerable levels.
There are many ways to reach this goal; each
discipline devises the tools it can apply. For example,
insurance firms use reinsurance to share the risks of
insured; financial managers use derivative products to
contain unsustainable risks; engineers and industrial
managers apply reliability design and quality control
techniques and TQM (Total Quality Management)
approaches to reduce the costs of poorly produced
and poorly delivered products; and so on. See [41,
45, 49, 63, 64, 104] for quality management and [2,
13, 14, 33, 36, 50, 71, 91, 92, 109, 111] for insurance
and finance. Examples of these approaches in risk
management in these and other fields abound.
Controls, such as audits, statistical quality, and
process controls, are applied ex-ante and ex-post.
They are exercised in a number of ways in order

to rectify processes and decisions taken after nonconforming events have been detected and specific
problems have occurred. Auditing a trader, controlling a product or a portfolio performance over time,
and so on, are simple examples of controls. Techniques for performing such controls optimally, once
objectives and processes have been specified, have
been initiated by Shewart [94].
Reliability efficiency and design through technological innovation and optimization of systems provide an active approach to risk management. For
example, building a new six-lane highway can be
used to reduce the probability of accidents. Environmental protection regulation and legal procedures
have, in fact, had a technological impact by requiring firms to change the way in which they convert
inputs into outputs (through technological processes,
investments, and process design), by considering as
well, the treatment of refuse. Further, pollution permits have induced companies to reduce their pollution
emissions and sell excess pollution to less efficient
firms (even across national boundaries). References
on reliability, network design, technological, safety,
and so on can be found in [9, 26, 66, 80, 88, 93, 99,
103, 104].
Forecasting, Information, and their Sharing and
Distribution are also essential ingredients of risk
management. Forecasting the weather, learning
insured behavior, forecasting stock prices, sharing
insurance coverage through reinsurance and coparticipation, and so on are all essential means to
manage risk. Banks learn everyday how to price and
manage risk better, yet they are still acutely aware
of their limits when dealing with complex portfolios
of structured products. Further, most nonlinear risk
measurement, analysis, and forecasts, are still ‘terra
incognita’. Asymmetries in information between
insureds and insurers, between buyers and sellers,
between investors and hedge fund managers, and so
on, create a wide range of opportunities and problems
that provide a great challenge to risk managers
because they are difficult to value and because it
is difficult to predict the risks they imply. These
problems are assuming an added importance in an
age of Internet access for all and an age of ‘global
information accessibility’. Do insurance and credit
card companies that attempt to reduce their risk
have access to your confidential files? Should they?
Is the information distribution now swiftly moving
in their favor? These issues are creating ‘market
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inefficiencies’ and therefore are creating opportunities
for some at the expense or risk for others.
Robustness as we saw earlier, expresses the
insensitivity of a process or a model to the randomness of parameters (or their misspecification).
The search for robust processes (processes that are
insensitive to risks) is an essential and increasingly
important approach to managing risk. It has led to
many approaches and techniques of optimization.
Techniques such as scenario optimization [39, 40],
regret and ex-post optimization, min–max objectives
and their likes [52, 60, 89], Taguchi experimental
designs [79], and so on seek to provide the mechanisms for the construction of robust systems. These
are important tools for risk management, augmenting
the useful life of a portfolio strategy, provide a better
guarantee that ‘what is intended will likely occur’,
even though, as reality unfolds over time, the working assumptions made when the model was initially
constructed turn out to be quite different [109].
Traditional decision problems presume that there
are homogenous decision makers with relevant information. In reality, decision makers may be heterogenous, exhibiting broadly varying preferences,
varied access to information and a varied ability to
analyze (forecast) and compute it. In this environment, risk management becomes extremely difficult.
For example, following the oligopoly theory, when
there are a few major traders, the apprehension of
each other’s trades induces an endogenous uncertainty, resulting from a mutual assessment of intentions, knowledge, know-how, and so on. A game may
set in based on an appreciation of strategic motivations and intentions. This may result in the temptation
to collude and resort to opportunistic behavior. In this
sense, risk minimization has both socio-psychological
and economic contexts that cannot be neglected [46,
47, 65, 67, 70, 72, 81, 112] (see [84, 85] for game
applications to quality control).

Risk Management Applications
Risk Management, Insurance and Actuarial
Science
Insurance is used to substitute payments now for
potential damages (reimbursed) later. The size of
such payments and the potential damages that may
occur with various probabilities lead to widely
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distributed market preferences and thereby to a
possible exchange between decision makers of
various preferences [10, 33, 44, 50, 82, 83]. Risk
is then managed by aggregating individual risks
and sharing the global (and variance reduced)
risks [21, 22]. Insurance firms have recognized the
opportunities of such differences and have, therefore,
capitalized on it by pooling highly variable risks and
redistributing them, thereby using the ‘willingness to
pay to avoid losses’ of insured. It is because of such
attitudes and broadly differing individual preferences
towards risk avoidance that markets for fire and
theft insurance, as well as sickness, unemployment,
accident insurance, and so on, have come to be
as lucrative as they are today. It is because of the
desire of persons or firms to avoid too great a loss
(even with small probabilities), which would have
to be borne alone, that markets for reinsurance (i.e.
subselling portions of insurance contracts) and mutual
protection insurance (based on the pooling of risks,
government support to certain activities) have also
come into being.
While finance and financial markets require risk
averters and risk takers to transfer risk from parties
to parties, insurance emphasizes a different (albeit
complementary) approach based on aggregation and
redistribution of risk. While it may not eliminate
risk globally, it may contribute to a greater ability
for individuals to deal, individually and collectively,
with risk and thus contribute to the pricing and optimization of risk distribution. In some cases, this risk
shifting is not preferable due to the effects of moral
hazard, adverse selection, and information asymmetry [1, 5, 55]. To compensate for these effects, a
number of actions are taken such as monitoring and
using incentive contracts to motivate and alter the
behavior of the parties to the contract so that they will
comply to the terms of the contract whether willingly
or not [1, 5, 56, 96].
While insurance is a passive form of risk management based on shifting risks (or equivalently,
to ‘passing the buck’ to some willing agent), loss
prevention is an active means of managing risks. It
consists in altering the probabilities and the states
of undesirable, damaging states. For example, driving carefully, locking one’s own home effectively,
installing a fire alarm for the plant, and so on are
all forms of loss prevention. Automobile insurance
rates, for example, tend to be linked to a person’s past
driving record, leading to the design of (incentive)
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bonus–malus insurance schemes. Certain clients
(or geographical areas) might be classified as ‘highrisk clients’, required to pay higher insurance fees.
Inequities in insurance rates will occur, however,
because of an imperfect knowledge of the probabilities of damages and because of the imperfect distribution of information between insureds and insurers [21, 22] that do not lead necessarily to risk minimization. Thus, situations may occur where large
fire insurance policies will be written for unprofitable plants leading to ‘overinsured’ and to lessened
motivations in engaging in loss prevention. Such outcomes, known as moral hazard, counter the basic
purposes of ‘fair’ insurance and risk minimization
and are thus the subject of careful scrutiny by insurance and risk managers [1, 5, 55].
Risk management in investment finance, by contrast, considers both the risks that investors are willing to sustain and their desire for larger returns,
‘pricing one at the expense of the other’. In this sense,
finance has gone one step further than other fields in
using the market to price the cost that an investor
is willing to sustain to prevent or cover the losses
he or she may incur. Derivative products provide a
typical example and are broadly used. There are currently many studies that recognize the importance of
financial markets for pricing insurance contracts.
Actuarial science is in effect one of the first
applications of risk management. Tetens [107] and
Barrois [10], as early as 1786 and 1834 respectively,
attempted to characterize the ‘risk’ of life annuities
and fire insurance so that they may be properly
covered. It is, however, due to Lundberg in 1909,
and to a group of Scandinavian actuaries [21, 33]
that we owe much of the current actuarial theories
of insurance risk. The insurance literature has mainly
concentrated on the definition of the rules to be
used in order to establish, in a just and efficient
manner, the terms of such a contract. In this vein,
premium principles, expected utility theory and
a wide range of operational rules worked out by
the actuarial and insurance profession have been
devised for the purpose of assessing risk and, in
particular, the probability of survival. This problem
is of course, extremely complex, with philosophical
and social undertones, seeking to reconcile individual
with collective risk, and through the use of the market
mechanism, concepts of fairness and equity.
Actuarial science, for example, has focused on
calculating the probability of the insurance firm’s

survivability, while risk management has focused
on selecting policies to assure that this is the
case. Given the valuation of the surplus, (such as
earning capacity, solvency, dividend distribution to
shareholders, etc.), the risk management decisions
reached by insurance firms may include among
others (1) The choice of investment assets. (2) A
learning mechanism assessing the various implicit
costs of uncertainty sustained by the firm risk
absorption approaches used by the firm, insofar as
portfolio, diversification strategies, derivatives, and
so on are followed. (3) Risk sharing approaches
such as indexed and linked premium formulas,
coinsurance, reinsurance approaches, and so on.
(4) Risk incentives applied to insured such as
bonus–malus.
Risk management models consist then in optimally
selecting a number or all of the policy parameters implied in managing the insurance firm and its
risk.

Finance and Risk Management
Finance, financial instruments, and financial risk
management, currently available through brokers,
mutual funds, financial institutions, commodity, stock
derivatives, and so on are motivated by three essential
reasons [29, 44, 45, 48, 106, 110].
•

•

•

To price the multiplicity of claims, accounting
for risks and dealing with the adverse effects
of uncertainty or risk (that can be completely
unpredictable, partly or wholly predictable).
To explain and account for investor’s behavior.
To counteract the effects of regulation and taxes
by firms and individual investors (who use a wide
variety of financial instruments to bypass regulations and increase the amount of money investors
can make while reducing the risk they sustain).
To provide a rational framework for individuals’
and firms’ decision-making and to suit investors’
needs in terms of the risks they are willing to
assume and pay for.

These instruments deal with the uncertainty and
the management of the risks they imply in many different ways [73]. Some instruments merely transfer
risk from one period to another [18, 19] and in this
sense they reckon with the time phasing of events.
One of the more important aspects of such instruments is to supply ‘immediacy’, that is, the ability not
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to wait for a payment for example. Other instruments
provide a ‘spatial diversification’ (in other words the
distribution of risks across independent investments)
and liquidity. By liquidity, we mean the cost of converting instantly, an asset into cash at a fair price.
This liquidity is affected both by the existence of a
market (in other words, buyers and sellers) as well as
the transactions costs associated with the conversion
of the asset into cash. As a result, some of the financial risks include (a) market-industry-specific risks
and (b) term structure – currency-liquidity risks [2].

Options, Derivatives, and Portfolio of Derivatives
Finance is about making money, or conversely not
losing it, thereby protecting investors from adverse
consequences. To do so, pricing (valuation), forecasting, speculating and risk reduction through fundamental and technical analysis, and trading (hedging) are essential activities of traders, bankers, and
investors alike. Derivative assets are assets whose
value is derived from some underlying asset about
which bets are made. Options are broadly used for
risk management and for speculating, singly or in
a combined manner to create desired risk profiles.
Financial engineering, for example, deals extensively with the construction of portfolios with risk
profiles desired by individual investors [57, 62, 110].
Options are traded on many trading floors and are
therefore defined in a standard manner. Nevertheless,
there are also ‘over the counter options’ that are
not traded in specific markets but are used in some
contracts to fit the needs of financial managers and
traders. Recently, options on real assets (which are
not traded) are used to value numerous contract
clauses between parties. For example, consider an
airline company that contracts the acquisition (or the
option to acquire) of a new (technology) plane at
some future time. The contract may involve a stream
or a lump sum payment to the contractor (Boeing or
Airbus) in exchange for the delivery of the plane at a
specified time. Since payments are often made prior
to the delivery of the plane, a number of clauses are
added in the contract to manage the risks sustained
by each of the parties if any of the parties were to
deviate from the stated terms of the contract (for
example, late deliveries, technological obsolescence,
etc.). Similarly, a manufacturer can enter into binding
bilateral agreements with a supplier by which agreed
(contracted) exchange terms are used as a substitute

5

for the free market mechanism. This can involve
future contractual prices, delivery rates at specific
times (to reduce inventory holding costs [87]) and of
course, a set of clauses intended to protect each party
against possible failures by the other in fulfilling the
terms of the contract. Throughout the above cases,
the advantage resulting from negotiating a contract
is to reduce, for one or both parties, the uncertainty
concerning future exchange operating and financial
conditions. In this manner, the manufacturer will be
eager to secure long-term sources of supplies, and
their timely availability while, the investor, the buyer
of the options, would seek to avoid too large a loss
implied by the acquisition of a risky asset, currency
or commodity, and so on.
Since for each contract there, necessarily, must
be one (or many) buyer and one (or many) seller, the
price of the contract can be interpreted as the outcome
of a negotiation process in which both parties have an
inducement to enter into a contractual agreement. For
example, the buyer and the seller of an option can be
conceived of as involved in a two-person game, the
benefits of which for each of the players are deduced
from the risk transfer. Note that the utility of entering
into a contractual agreement is always positive exante for all parties; otherwise there would not be any
contractual agreement (unless such a contract would
be imposed on one of the parties!). When the number
of buyers and sellers of such contracts becomes
extremely large, transactions become impersonal and
it is the market price that defines the value of the
contract. Strategic behaviors tend to break down as
the group gets larger, and with many market players,
prices tend to become more efficient.
To apply these tools for risk management, it is
important to be aware of the many statistics that
abound and how to use the information in selecting
risk management policies that deal with questions
such as the following:
•

When to buy and sell (how long to hold on
to an option or to a financial asset). In other
words, what are the limits to buy–sell the stock
or the asset.

•

How to combine a portfolio of stocks, assets,
and options of various types and dates to obtain
desirable (and feasible) investment risk profiles.
In other words, how to structure an investment strategy.
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What the risks are and the profit potential that
complex derivative products imply (and not only
the price paid for them).
How to manage derivatives and trades productively.
How to use derivatives to improve the firm position.

The decision to buy (assuming a long contract)
and sell (assuming a short contract, meaning that the
contract is not necessarily owned by the investor) is
not only based on risk profiles however. Prospective
or expected changes in stock prices, in volatility, in
interest rates, and in related economic and financial markets (and statistics) are essential ingredients
applied to solve the basic questions of ‘what to do,
when, and where’.
In practice, options and derivative products (forward contracts, futures contracts, their combinations,
etc.) are also used for a broad set of purposes. These
purposes span hedging, risk management, incentives
for employees (serving often the dual purpose of an
incentive to perform and a substitute to cash outlays
in the form of salaries as we saw earlier), and constructing financial packages (in Mergers and Acquisitions, for example). Derivatives are also used to
manage commodity trades, foreign exchange transactions, and to manage interest risk (in bonds, in mortgage transactions etc.). The application of these financial products spans the simple ‘buy–sell’ decisions
and complex trading strategies over multiple products, multiple markets, and multiple periods of time.

Spare Parts, Inventory Policies, and Logistic Risk
Management
Modern spare parts inventory management emphasizes: (1) availability of parts when they are needed,
(2) responsiveness to demands which may not
be known, and (3) economics and Cost/Efficiency
criteria.
These problems are in general difficult, since these
goals are sometimes contradictory. This is particularly the case when there are many parts distributed
over many places and their needs may be interdependent (correlated) and nonstationary. In other
words, the demand for each part may be correlated
with other parts and in some cases exhibit extremely
large variance. As a result, industrial and logistic
risk management procedures are designed to augment

the availability of parts and design robust policies
that are insensitive to unpredictable shifts in demand.
Risk management policies may imply organizing the
supply chain, managing deliveries effectively, better forecasting methods, and appropriate distributions describing parts usage, life, and reliabilities. In
addition, emergency ‘preparedness’ and needs, large
demand variability, supply constraints – in particular,
regarding substantial supply delays (and uncertainty
in supply delays), a large mix of equipment (that
requires a broad range of spare parts), repair policies and depots, and maintenance and replacement
policies may be some of the factors to reckon with in
designing a logistic risk-management policy seeking
to save money.
Because of the complexity of the problems at
hand, risk management is decomposed into specific
and tractable subproblems, for example, designing a
maintenance policy, a replacement policy, reliability,
and the design of parallel systems, parts to augment
system reliability, a quality and statistical control policy, a quality assurance policy, management policies
for (logistic) cycle time reduction, sharing and contingent measures for special situations, and so on. Practically, systems integration through simulation and the
development of reliability support and software are
also brought to bear in the management of risks in
logistics and spare parts management [37, 80].
By the same token, buffer stocks are needed to
manage risks associated to demands that are not met,
to build the capacity to meet demands, to smooth
productions processes, presumed by a desire to save
money or reduce risks, that is, reduce the costs associated with adverse consequences. Stocks or inventory
policies, when they are properly applied, can increase
efficiency and reduce industrial and logistic risks.
However, stocks also cost money! In a factory, in a
hospital, in a warehouse and elsewhere, one should,
therefore, seek to balance the costs associated with
these stocks together with the benefits of having sufficient, or insufficient, stocks on hand when they are
needed. The inventory risk-management policy can
be summarized by ‘how much’, and ‘how often’ to
order or produce a given product. Early developments in inventory model building were made during
the First World War. Since then, an extremely large
number of models have been constructed and solved.
This is due, probably, to the fact that managers in
business, in government, in hospitals, in the military
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and so on, have recognized the great importance of
managing stocks.
There are many reasons for using stock of inventory even though they can be costly. First, there might
be some uncertainty regarding future demands and
thus, if we find ourselves understocked, the costs
of being caught short (for example, losing a customer, being insufficiently equipped under attack or
the opportunity profit) will justify carrying stocks.
Stocks, thus act as a hedge against demand uncertainty and future needs. Alternatively, stocks are used
as a buffer between, say production and the requirement for production output. For this reason, production plans established on the basis of capacities,
manpower, resources, and other constraints are facilitated by the use of stocks. To facilitate these plans
and ensure smooth production programs, warehouses
are built and money is invested to maintain goods
and materials in storage (either/or or both finished
goods and in process materials), just to meet possible contingencies. These holding costs may, in some
cases, improve the efficiency of production plans by
reduced variability in these plans, built with a greater
ability to meet unforeseen demands (and thereby
induce substantial savings). Some of the direct and
indirect adverse effects of inventories include, for
example, loss of profits and goodwill, interruption
in the smooth flow of materials in a production process, delay in repair (in case there are no spare parts
stock), and so on.

Reliability and Risk Management
A process that operates as expected is reliable. Technically, reliability is defined by the probability that a
process fulfills its function, without breakdown over
a given period of time. As a result, reliability is a
concept that expresses the propensity of a process
to behave as expected over time. Reliability analysis requires that we define and appreciate a process
and its operating conditions. We are to define relevant events such as a claim by an insured, a machine
breaking down, and so on, and examine the statistical properties of the events and the occurrences of
such events over time. Other quantities such as the
residual lifetime and the MTBF (Mean Time Between
Failures) are used by industrial managers and engineers and are essentially calculated in terms of the
reliability function. Thus, risk management in industrial and engineering management is often equated
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to reliability design, maximizing reliability subject
to cost constraints, and vice versa, minimizing system costs subject to reliability constraints. In contrast,
techniques such as TQM [58, 104] and their variants
are risk prevention concepts based on the premise
that risks do not depend only on tangible investments in machines, processes or facilities, but they
depend also on intangibles, such as the integration
and the management of resources, the corporate and
cultural environment, personnel motivation, and so
on. TQM focuses on a firm’s function as a whole
and develops a new ‘intentionality’ based on the following premises: Reduce the complexity of systems
through simplification and increased manageability;
be market oriented; be people oriented by increasing awareness through participation, innovation, and
adaptation to problems when they occur. In practice, TQM can mean something else to various firms
but in its ultimate setting it seeks to manage risks
by prevention.

Conclusion
Risk management is multifaceted. It is based on
both theory and practice. It is conceptual and technical, blending behavioral psychology, financial economics and decision-making under uncertainty into
a coherent whole that justifies the selection of risky
choices. Its applications are also broadly distributed
across many areas and fields of interest. The examples treated here have focused on both finance and
insurance and on a few problems in industrial management. We have noted that the management of
risks is both active and reactive, requiring, on the
one hand, that actions be taken to improve a valuable process (of an investment portfolio, an insurance company cash flow, etc.) and, on the other
hand, preventing recurrent problems and hedging for
unforeseen consequences. Generally, problems of risk
management occur for a number of reasons including
the following:
•
•

Unforeseeable events that we are ill-prepared to
cope with.
Adversarial situations resulting from a conflict
of interests between contract holders. Adversarial
relationships combined with private information
lead to situations in which one might use information to the detriment of the other and thereby
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•

•

•
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possibly leading to opportunistic behavior (such
as trading on inside information).
Moral hazard arising from an information asymmetry, inducing risks that affect parties trading
and society at large.
Oversimplification of the problems involved or
their analysis (which is often the case when the
problems of globalization are involved). Such
oversimplification may lead to erroneous assessments of uncertain events and thereby can lead to
the participants being ill-prepared for their consequences.
Information is not available or improperly treated
and analyzed. This has the effect of inducing
uncertainty regarding factors that can be properly
managed and, potentially leading to decisions that
turn out to be wrong. Further, acting with no
information breeds incompetence that contributes
to the growth of risk.
Poor organization of the investment, cash flow,
and other processes. For example, a process that
does not search for information, does not evaluate
outcomes and situations. A process with no controls of any sort, no estimation of severity, and
no evaluation of consequences, can lead to costs
that could have been avoided.
Nonadaptive procedures to changing events and
circumstances. With decision-makers oblivious to
their environment, blindly and stubbornly following their own agenda, is a guarantee for risk.
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Risk Measures
Introduction
The literature on risk is vast (the academic disciplines
involved are, for instance, investment and finance,
economics, operations research, management science,
decision theory, and psychology). So is the literature
on risk measures. This contribution concentrates on
financial risks and on financial risk measures (this
excludes the literature on perceived risk (the risk
of lotteries perceived by subjects) [5], the literature
dealing with the psychology of risk judgments [33],
and also the literature on inequality measurement [28,
Section 2.2]). We assume that the financial consequences of economic activities can be quantified
on the basis of a random variable X. This random
variable may represent, for instance, the absolute or
relative change (return) of the market or book value
of an investment, the periodic profit or the return
on capital of a company (bank, insurance, industry), the accumulated claims over a period for a
collective of the insured, or the accumulated loss
for a portfolio of credit risks. In general, we look
at financial positions where the random variable X
can have positive (gains) as well as negative (losses)
realizations. Pure loss situations can be analyzed by
considering the random variable S := −X ≥ 0. Usually, only process risk is considered ([3, p. 207] refers
to model-dependent measures of risk), in some cases,
parameter risk is also taken into account (model-free
measures of risk) (for model risk in general refer [6,
Chapter 15]).

Risk as a Primitive (See [5] for this
Terminology)
Measuring risk and measuring preferences is not
the same. When ordering preferences, activities, for
example, alternatives A and B with financial consequences XA and XB , are compared in order of
preference under conditions of risk. A preference
order A  B means that A is preferred to B. This
order is represented by a preference function  with
A  B ⇔ (XA ) > (XB ). In contrast, a risk order
A R B means that A is riskier than B and is represented by a function R with A R B ⇔ R(XA ) >
R(XB ). Every such function R is called a risk measurement function or simply a risk measure.

A preference model can be developed without
explicitly invoking a notion of risk. This, for instance,
is the case for expected (or von Neumann/Morgenstern) utility theory. On the other hand, one can
establish a preference order by combining a risk
measure R with a measure of value V and specifying a (suitable) trade-off function H between risk
and value, that is, (X) = H [R(X), V (X)]. The
traditional example is the Markowitz portfolio theory, where R(X) = Var(X), the variance of X, and
V (X) = E(X), the expected value of X. For such
a risk-value model, (see [32] for this terminology)
it is an important question whether it is consistent
(implies the same preference order) with, for example, expected utility theory. As we focus on risk measures, we will not discuss such consistency results
(e.g. whether the Markowitz portfolio theory is consistent with the expected utility theory) and refer to
the relevant literature (for a survey, see [32]).

Two Types of Risk Measures
The vast number of (financial) risk measures in the
literature can be broadly divided into two categories:
1. Risk as the magnitude of deviations from a target.
2. Risk as a capital (or premium) requirement.
In many central cases, there is an intuitive correspondence between these two ways of looking at risk.
Addition of E(X) to a risk measure of the second kind
will induce a risk measure of the first kind and vice
versa. The formal aspects of this correspondence will
be discussed in the Section ‘The System of Rockafellar/Uryasev/Zabarankin (RUZ) for Expectationbounded Risk Measures’ and some specific examples
are given in Sections ‘Risk as the Magnitude of Deviation from a Target’ and ‘Risk as Necessary Capital
or Necessary Premium’.

Risk Measures and Utility Theory
As the expected utility theory is the standard theory
for decisions under risk, one may ask the question, whether there are conceptions of risk that can
be derived from the utility theory. Formally, the
corresponding preference function is of the form
(X) = E[u(X)], where u denotes the utility function (specific to every decision maker). The form of
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the preference function implies that there is no separate measurement of risk or value within the utility
theory, both aspects are considered simultaneously.
However, is it possible to derive an explicit risk measure for a specified utility function? An answer is
given by the contribution [21] of Jia and Dyer introducing the following standard measure of risk :
R(X) = −E[u(X − E(X))].

(1)

Risk, therefore, corresponds to the negative expected
utility of the transformed random variable X − E(X),
which makes risk measurement location-free. Specific risk measures are obtained for specific utility
functions. Using, for instance, the utility function
u(x) = ax − bx 2 , we obtain the variance
Var(X) = E[(X − E(X))2 ]

(2)

as the corresponding risk measure. From a cubic
utility function u(x) = ax − bx 2 + cx 3 , we obtain
the risk measure
Var(X) − cM3 (X),

(3)

where the variance is corrected by the magnitude of
the third central moment M3 (X) = E[(X − E(X))3 ].
Applying the utility function u(x) = ax − |x|, we
obtain the risk measure mean absolute deviation
(MAD)
MAD(X) = E[|X − E(X)|].
(4)
In addition (under a condition of risk independence),
the approach of Jia and Dyer is compatible with riskvalue models.

Axiomatic Characterizations of Risk
Measures
The System of Pedersen and Satchell (PS)
In the literature, there are a number of axiomatic
systems for risk measures. We begin with the system
of PS [28]. The axioms are
(PS 1) (nonnegativity)
R(X) ≥ 0
(PS 2) (positive homogeneity) R(cX) = cR(X)
for c ≥ 0
(PS 3) (subadditivity)
R(X1 + X2 )
≤ R(X1 ) + R(X2 )
(PS 4) (shift-invariance)
R(X + c) ≤ R(X)
for all c.

Paderson and Satchell understand risk as deviation
from a location measure, so R(X) ≥ 0 is a natural
requirement. Homogeneity (PS 2) implies that the
risk of a certain multiple of a basic financial position
is identical with the corresponding multiple of the risk
of the basic position. Subadditivity (PS 3) requires
that the risk of a combined position is, as a rule, less
than the sum of the risks of the separate positions
(see [3, p. 209] for a number of additional arguments
for the validity of subadditivity). This allows for
diversification effects in the investment context and
for pooling-of-risks effects in the insurance context.
Shift-invariance (PS 4) makes the measure invariant
to the addition of a constant to the random variable,
which corresponds to the location-free conception of
risk. (PS 2) and (PS 3) together imply that zero risk is
assigned to constant random variables. Also, (PS 2)
and (PS 4) together imply that the risk measure is
convex, which assures, for instance, compatibility
to second-order stochastic dominance. As risk is
understood to be location-free by PS, their system of
axioms is ideally suited for examining risk measures
of the first kind for attributes of goodness (see Section
‘Properties of Goodness’).

The System of Artzner/Delbaen/Eber/Heath
(ADEH)
The system of ADEH [3] has been a very influential approach. In addition to subadditivity (ADEH
1) and positive homogeneity (ADEH 2), they postulate the axioms (in contrast to [3], we assume a
risk-free interest rate r = 0, to simplify notation)
(remember that profit positions, not claims positions,
are considered):
(ADEH 3) (translation
R(X + c) = R(X) + c
invariance)
for all c
(ADEH 4) (monotonicity) X ≤ Y ⇒ R(Y ) ≤ R(X).
A risk measure satisfying these four axioms is called
coherent. In the case of R(X) ≥ 0, we can understand
R(X) as (minimal) additional capital necessary to be
added to the risky position X in order to establish a
‘riskless position’ (and to satisfy regulatory standards
for instance). Indeed, (ADEH 3) results in R(X −
R(X)) = 0. In the case R(X) < 0, the amount |R(X)|
can be withdrawn without endangering safety or
violating the regulatory standards respectively. In
general, (ADEH 3) implies that adding a sure amount
to the initial position decreases risk to that amount.

Risk Measures
Monotonicity means that if X(ω) ≤ Y (ω) for every
state of nature, then X is riskier because of the higher
loss potential.
In [3], the authors not only consider ([3] suppose
that the underlying probability space is finite, extensions to general probability measures are given in [7])
the distribution-based case but also the situation of
uncertainty, in which no probability measure is given
a priori. They are able to provide a representation
theorem (giving up the requirement of homogeneity [12, 13], introduce convex measures of risk, and
are able to obtain an extended representation theorem) for coherent risk measures in this case.
Obviously, the system of axioms of ADEH is
ideally suited for examining risk measures of the
second kind for attributes of goodness. In general, the risk measures R(X) = E(−X) and R(X) =
max(−X), the maximal loss, are coherent risk measures. This implies that even if the coherency conditions may (see [14, 15], which are very critical about
the uncritical use of coherent risk measures disregarding the concrete practical situation) impose relevant conditions for ‘reasonable’ risk measures, not
all coherent risk measures must be reasonable (e.g.
in the context of insurance premiums, see Section
‘Axioms for Premium Principles and the System of
Wang/Young/Panjer (WYP)’).

The System of Rockafellar/Uryasev/Zabarankin
(RUZ) for Expectation-bounded Risk Measures
RUZ [31] develop a second system of axioms for
risks of the second kind. They impose the conditions
(ADEH 1–3) and the additional condition
(RUZ) (expectation-boundedness) R(X) > E(−X)
for all nonconstant X and R(X) = E(−X)
for all constant X.
Risk measures satisfying these conditions are called
expectation-bounded. If, in addition, monotonicity
(ADEH 4) is satisfied, then we have an expectationbounded coherent risk measure.
The basic idea of RUZ is that applying a risk
measure of the second kind not to X, but to X −
E(X) will induce (only R(X) ≥ E(−X) then guarantees (PS 1)) a risk measure of the first kind and
vice versa. Formally, there is a one-to-one correspondence between expectation-bounded risk measures and risk measures (of the first kind) satisfying a slightly sharper version of the PS system of
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axioms. A standard example for this correspondence
is RI (X) = bσ (X) for b > 0 and RII (X) = bσ (X) −
E(X). (RII (X), however, is not coherent, see [3,
p. 210]. This is the main motivation for RUZ for
their distinction between coherent and noncoherent
expectation-bounded risk measures) (in case of pure
loss variables S := −X ≥ 0, this correspondence is
RII (S) = E(S) + aσ (S), which is more intuitive)

Axioms for Premium Principles and the System of
Wang/Young/Panjer (WYP)
In the following text, we concentrate on the insurance context (disregarding operative expenses and
investment income). Two central tasks of insurance
risk management are the calculation of risk premiums π and the calculation of the risk capital C
or solvency. In contrast to the banking or investment case respectively, both premiums and capital can be used to finance the accumulated claims
S ≥ 0. So we have to consider two cases. If we
assume that the premium π is given (e.g. determined by market forces), we only have to determine
the (additional) risk capital necessary and we are
in the situation mentioned in the Section ‘The System of Rockafellar/Uryasev/Zabarankin (RUZ) for
Expectation-bounded Risk Measures’ when we look
at X := C0 + π − S, where C0 is an initial capital.
A second application is the calculation of the
risk premium. Here, the capital available is typically
not taken into consideration. This leads to the topic
of premium principles π (see Premium Principles) that assign a risk premium π(S) ≥ 0 to every
claim variable S ≥ 0. Considering the risk of the
first kind, especially deviations from E(S), one systematically obtains premium principles of the form
π(S) := E(S) + aR(S), where aR(S) is the risk loading. Considering on the other hand, the risk of the
second kind and interpreting R(X) as the (minimal)
premium necessary to cover the risk X := −S, one
systematically obtains premium principles of the form
π(S) := R(−S).
In mathematical risk theory, a number of requirements (axioms) for reasonable premium principles
exist (see [16]). Elementary requirements are π(S) >
E(S) and π(S) < max(S), the no-rip-off condition.
Translation invariance is treated as well as positive homogeneity. Finally, subadditivity is regarded,
although with the important difference ([14, 15] stress
this point) that subadditivity is required only for independent risks.
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A closed system of axioms for premiums in a competitive insurance market is introduced by WYP [39].
They require monotonicity, certain continuity properties, and a condition related to comonotonicity.
(WYP) (comonotone additivity) X, Y comonotone
(i.e. there is a random variable Z and
monotone functions f and g, with X =
f (Z)
and
Y = g(Z)) ⇒ π(X + Y )
= π(X) + π(Y ).
Under certain additional conditions, WYP are able to
prove the validity of the following representation for
π:
 ∞
g(1 − F (x)) dx.
(5)
π(X) =
0

Here, F is the distribution function of X and g
is an increasing function (distortion function) with
g(0) = 0 and g(1) = 1.
Another central result is that for any concave
function, the resulting premium principle π(X)
will be a coherent risk measure (see [41, p. 339]
and [7, p. 15]). This means that, in addition, we
have obtained an explicit method of constructing
coherent risk measures (for gain/loss positions X,
a corresponding result is existing, see Section
‘Distorted Risk Measures’).

Risk as the Magnitude of Deviation from a
Target
Two-sided Risk Measures
In the following, the expected value will be considered as the relevant target. Two-sided risk measures
measure the magnitude of the distance (in both directions) from the realizations of X to E(X). Different
functions of distance lead to different risk measures. Looking, for instance, at quadratic deviations
(volatility), this leads to the risk measure variance
according to (2) or to the risk measure standard deviation respectively by taking the root, that is,

(6)
σ (X) = + Var(X).
Variance or standard deviation respectively have been
the traditional risk measures in economics and finance
since the pioneering work of Markowitz [25, 26].
These risk measures exhibit a number of nice technical properties. For instance, the variance of a portfolio

return is the sum of the variances and covariances of
the individual returns. Furthermore, the variance is
used as a standard optimization function (quadratic
optimization). Finally, there is a well-established statistical tool kit for estimating variance and the variance/covariance matrix respectively.
On the other hand, a two-sided measure contradicts the intuitive notion of risk that only negative
deviations are dangerous; it is downside risk that
matters. In addition, variance does not account for
fat tails of the underlying distribution and for the
corresponding tail risk. This leads to the proposition
(see [4, p. 56]) to include higher (normalized) central
moments, as, for example, skewness and kurtosis into
the analysis to assess risk more properly. An example
is the risk measure (3) considered by Jia and Dyer.
Considering the absolute deviation as a measure
of distance, we obtain the MAD measure according
to (4) or the more general risk measures
R(X) = E[|X − E(X)|k ] respectively

(7a)

R(X) = E[|X − E(X)| ]

(7b)

k 1/k

.

The latter risk measure is considered by Kijima and
Ohnishi [23].
More generally, RUZ [31] define a function
f (x) = ax for x ≥ 0 and f (x) = b|x| for x ≤ 0
respectively with coefficients a, b ≥ 0 and consider
the risk measure (R(X − E(X)) is (only) coherent
for a = 0 and b ≥ 1 as well as for k = 1, see [31])
(k ≥ 1)
R(X) = E[f (X − E(X))k ]1/k .

(8)

This risk measure of the first kind allows for a different weighting of positive and negative deviations
from the expected value and was already considered
by Kijima and Ohnishi [23].

Measures of Shortfall Risk
Measures of shortfall risk are one-sided risk measures
and measure the shortfall risk (downside risk) relative
to a target variable. This may be the expected value,
but in general, it is an arbitrary deterministic target z
(target gain, target return, minimal acceptable return)
or even a stochastic benchmark (see [4, p. 51]).
A general class of risk measures is the class of
lower partial moments of degree k (k = 0, 1, 2, . . .)
LPM k (z; X) := E[max(z − X, 0)k ],

(9a)

Risk Measures
or, in normalized form (k ≥ 2)
R(X) = LPM k (z; X)1/k .

(9b)

Risk measures of type (9a) are studied by Fishburn [10].
Basic cases, playing an important role in applications, are obtained for k = 0, 1, and 2. These are the
shortfall probability
SP z (X) = P (X ≤ z) = F (z),

(10)

the expected shortfall
SE z (X) = E[max(z − X, 0)]

(11)
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be obtained in the context of the section on distorted
risk measures
when applying the distortion function
√
g(x) = x (and subsequently subtracting E(S) to
obtain a risk measure of the first kind):
 ∞
1 − F (s) ds − E(S).
(17)
R(S) =
0

This is the right-tail deviation considered by
Wang [37].
Despite the advantage of corresponding closer to
an intuitive notion of risk, shortfall measures have the
disadvantage that they lead to greater technical problems with respect to the disaggregation of portfolio
risk, optimization, and statistical identification.

and the shortfall variance
SV z (X) = E[max(z − X, 0)2 ]

(12a)

Classes of Risk Measures

(12b)

Stone (1993) defines a general three-parameter class
of risk measures of the form
 z
1/k
R(X) =
(|x − c|)k f (x) dx
(18)

as well as the shortfall standard deviation
SSD z (X) = E[max(z − X, 0)2 ]1/2 .

Variations are obtained for z = E(X), for example,
lower-semi-absolute deviation (LSAD), as considered
by Ogryczak and Ruszczynski [27] and Gotoh and
Konno [17], that is
R(X) = E[max{E(X) − X, 0}],

(13)

the semivariance
R(X) = E[max{E(X) − X, 0}2 ]

(14)

and the semistandard deviation
R(X) = E[max{E(X) − X, 0}2 ]1/2 .

(15)

Another variation of interest is to consider conditional measures of shortfall risk. An important
example is the mean excess loss (conditional shortfall
expectation)
MELz (X) = E(z − X|X ≤ z) =

SE z (X)
,
SP z (X)

(16)

the average shortfall under the condition that a shortfall occurs. The MEL can be considered (for an
application to the worst-case risk of a stock investment see [2]) as a kind of worst-case risk measure.
In an insurance context, the MEL is considered
in the form MELz (S) = E[S − z|S ≥ z] for an accumulated claim variable S := −X ≥ 0 to obtain an
appropriate measure of the right-tail risk (see [40,
p. 110]). Another measure of the right-tail risk can

−∞

with the parameters z, k, and c. The class of Stone
contains, for example, the standard deviation, the
semistandard deviation, the mean absolute deviation,
as well as Kijima and Ohnishi’s risk measure (7b).
More generally, Pedersen and Satchell [28] consider the following five-parameter class of risk measures:
b
 z
a
(|x − c|) w[F (y)]f (y) dy , (19)
R(X) =
−∞

containing Stone’s class as well as the variance, the
semivariance, the lower partial moments (9a) and
(9b), and additional risk measures from literature
as well.

Properties of Goodness
The following risk measures of the first kind satisfy the axioms of Pedersen and Satchell as considered in the Section ‘The System of Pedersen
and Satchell (PS)’: standard deviation, MAD, LPMk
(z, X)1/k for z = E(X), semistandard deviation, and
Kijima/Ohnishi’s risk measures (7b) and (8). In addition, Pedersen and Satchell give a complete characterization of their family of risk measures according to
the Section ‘Classes of Risk Measures’ with respect
to their system of axioms.
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Risk as Necessary Capital or Necessary
Premium

worst cases into account. Beyond this, a number of
additional criticisms are to be found in the literature
(see [34, p. 1260]).

Value-at-risk
Perhaps the most popular risk measure of the second
kind is value-at-risk (see [8, 22]). In the following,
we concentrate on the management of market risks
(in the context of credit risks, see [8, Chapter 9] and
[22, Chapter 13]). If we define Vt as the market value
of a financial position at time t, L := vt − Vt+h is
the potential periodic loss of the financial position
over the time interval [t, t + h]. We then define the
value-at-risk VaRα = VaR(α; h) at confidence level
0 < α < 1 by the requirement
P (L > VaRα ) = α.

(20)

An intuitive interpretation of the value-at-risk is that
of a probable maximum loss (PML) or more concrete, a 100(1 − α)% maximal loss, because P (L ≤
VaRα ) = 1 − α, which means that in 100(1 − α)%
of the cases, the loss is smaller or equal to VaRα .
Interpreting the value-at-risk as necessary underlying
capital to bear risk, relation (20) implies that this capital will, on average, not be exhausted in 100(1 − α)%
of the cases. Obviously, the value-at-risk is identical
to the (1 − α)-quantile of the loss distribution, that
is, VaRα = F −1 (1 − α), where F is the distribution
of L. In addition, one can apply the VaR concept
to L − E(L) instead of L, which results in a risk
measure of type I. (Partially, VaR is directly defined
this way, e.g. [44, p. 252]. Reference [8, pp. 40–41]
speaks of VaR ‘relative to the mean’ as opposed to
VaR in ‘absolute dollar terms’).
Value-at-risk satisfies a number of goodness criteria. With respect to the axioms of Artzner et al.,
it satisfies monotonicity, positive homogeneity, and
translation invariance. In addition, it possesses the
properties of law invariance and comonotone additivity (see [35, p. 1521]).
As a main disadvantage, however, the VaR lacks
subadditivity and therefore is not a coherent risk measure in the general case. This was the main motivation
for establishing the postulate of coherent risk measures. However, for special classes of distributions,
the VaR is coherent, for instance, (for the general
case of elliptical distributions, see [9, p. 190]) for the
class of normal distributions (as long as the confidence level is α < 0.5). Moreover, the VaR does not
take the severity of potential losses in the 100α%

Conditional Value-at-risk
The risk measure conditional value-at-risk at the
confidence level α is defined (we define the risk
measure in terms of L for a better comparison to
VaR) by
CVaRα (L) = E[L|L > VaRα ].

(21)

On the basis of the interpretation of the VaR as a
100(1 − α)%-maximum loss, the CVaR can be interpreted as the average maximal loss in the worst
100α% cases. The CVaR as defined in (21) is a coherent risk measure in case of the existence of a density
function, but not in general (see [1]). In the general
case, therefore, one has to consider alternative risk
measures like the expected shortfall or equivalent risk
measures, when coherency is to be ensured. (In the
literature, a number of closely related risk measures
like expected shortfall, conditional tail expectation,
tail mean, and expected regret have been developed,
satisfying, in addition, a number of different characterizations. We refer to [1, 19, 20, 24, 29, 30, 34, 35,
42, 43].)
The CVaR satisfies the decomposition
CVaRα (L) = VaRα (L) + E[L − VaRα |L > VaRα ],
(22)
that is, the CVaR is the sum of the VaR and the mean
excess over the VaR in case there is such an excess.
This implies that the CVaR will always lead to a risk
level that is at least as high as measured with the VaR.
The CVaR is not lacking criticism, either. For
instance, Hürlimann [20, pp. 245 ff.], on the basis of
extensive numerical comparisons, comes to the conclusion that the CVaR is not consistent with increasing tail thickness.

Lower Partial Moments
Fischer [11] proves the fact that the following risk
measures are coherent for 0 ≤ a ≤ 1, k ≥ 1:
R(X) = −E(X) + aLPMk (E(X); X)1/k .

(23)

This again is an example for the one-to-one correspondence between risk measures of the first and the
second kind according to RUZ [31].

Risk Measures

Distorted Risk Measures
We refer to the system of axioms of Wang/Young/
Panjer in the Section ‘Axioms for Premium Principles
and the System of Wang/Young/Panjer (WYP)’, but
now we are looking at general gain/loss distributions.
In case g: [0, 1] → [0, 1] is an increasing distortion
function with g(0) = 0 and g(1) = 1, the transformation F ∗ (x) = g(F (x)) defines a distorted distribution
function. We now consider the following risk measure
for a random variable X with distribution function F :
 0
E∗ (X) = −
g(F (x)) dx


−∞

+

∞

[1 − g(F (x))] dx.

(24)

0

The risk measure therefore is the expected value
of X under the transformed distribution F ∗ . The
CVaR corresponds to the distortion function g(u) = 0
for u < α and g(u) = (u − α)/(1 − α) for u ≥ α,
which is continuous but nondifferentiable in u = α.
Generally, the CVaR and the VaR only consider
informations from the distribution function for u ≥ α;
the informations in the distribution function for u < α
are lost. This is the criticism of Wang [38], who
proposes the use of alternative distortion functions,
for example, the Beta family of distortion functions
(see [41, p. 341]) or the Wang transform (a more
complex distortion function is considered by [36],
leading to risk measures giving different weight to
‘upside’ and ‘downside’ risk).

Selected Additional Approaches
Capital Market–Related Approaches
In the framework of the Capital Asset Pricing Model
(CAPM), the β-factor
β(R, RM ) =

Cov(R, RM )
ρ(R, RM )σ (R)
=
(25)
Var(RM )
σ (RM )

where RM is the return of the market portfolio and R
the return of an arbitrary portfolio, is considered to
be the relevant risk measure, as only the systematic
risk and not the entire portfolio risk is valued by
the market.

Tracking Error and Active Risk
In the context of passive (tracking) or active portfolio
management with respect to a benchmark portfolio

7

with return RB , the quantity σ (R − RB ) is defined
(see [18, p. 39]) as tracking error or as active risk
of an arbitrary portfolio with return R. Therefore,
the risk measure considered is the standard deviation,
however, in a specific context.

Ruin Probability
In an insurance context, the risk-reserve process of an
insurance company is given by Rt = R0 + Pt − St ,
where R0 denotes the initial reserve, Pt the accumulated premium over [0, t], and St the accumulated claims over [0, t]. The ruin probability (see
Ruin Theory) is defined as the probability that during a specific (finite or infinite) time horizon, the
risk-reserve process becomes negative, that is, the
company is (technically) ruined. Therefore, the ruin
probability is a dynamic variant of the shortfall probability (relative to target zero).
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Risk Minimization
Introduction
Risk minimization is a theory from mathematical
finance that can be used for determining trading
strategies. The theory of risk minimization was instituted by Föllmer and Sondermann [12], who essentially suggested the determination of trading strategies for a given liability by minimizing the variance
of future costs defined as the difference between the
liability (or claim) and gains made from trading on
the financial market.
This approach is consistent with the standard noarbitrage pricing approach for complete markets
used in, for example, the standard Black–Scholes
model. In a complete market, any contingent claim
can be hedged perfectly via a self-financing dynamic
strategy. Such a strategy typically requires an initial
investment of some amount, which will be divided
between two or more traded assets. Prominent examples of complete markets are the Black–Scholes
model, which is a model with continuous-time trading, and the Cox–Ross–Rubinstein model (the binomial model), which is a discrete time model.
Both models specify two investment possibilities,
one stock and one savings account. In this setting,
the no-arbitrage price of a claim is obtained as the
unique amount needed in order to replicate the claim
with a self-financing strategy, that is, with a dynamic
strategy in which no additional inflow or outflow of
capital takes place after the initial investment. Moreover, this unique price can be determined as the
expected value (calculated under an adjusted measure) of the payoff discounted by using the savings
account. This adjusted measure is also called the
risk-neutral measure or the martingale measure. A
complete arbitrage-free market is essentially characterized by the existence of a unique equivalent
martingale measure.
For so-called incomplete arbitrage-free markets,
there are contingent claims that cannot be hedged
perfectly via any self-financing strategy. As a consequence, such claims cannot be priced by no-arbitrage
pricing alone. Incomplete markets admit many martingale measures, and hence many potential noarbitrage prices.

Incompleteness will (loosely speaking) occur if
there are too few traded assets compared to the ‘number of sources of uncertainty’ in the model; for an
introduction to these concepts, see, for example, [3].
One example of an incomplete discrete time model
with two traded assets is a trinomial model, in which
the change in the value of the stock between two
time points can attain three different values. Other
important examples of incomplete models can be
obtained from a complete model, by allowing claims
and investment strategies to depend on additional
sources of randomness. This is, for example, relevant
in insurance applications in which liabilities may be
linked to both financial markets and other sources
of randomness that are stochastically independent of
the financial markets.
This article describes the theory of risk minimization in more detail and reviews some applications from the insurance literature. We set out
by explaining the main ideas in a simple, discretetime setting and then move on to a model with
continuous-time trading. In addition, we give a brief
discussion on related methods and concepts, for
example, mean–variance hedging and shortfall risk
minimization.
The notion of risk is used in various contexts in
both the actuarial and the financial literature. Sometimes it is simply used vaguely describing the fact that
there is some uncertainty, for example in mortality
risk known from insurance and credit risk known
from finance. However, the notion also appears in
various specific concepts; one example is insurance
risk process, which is typically defined as the accumulated premiums minus claims in an insurance portfolio; another example is risk minimization.

Risk Minimization
In this section, we review the concept of risk minimizing hedging strategies introduced by Föllmer and
Sondermann [12] and Föllmer and Schweizer [10].
The theory has been developed further by Schweizer
[23–26]; see also [20, 27], for surveys on risk minimization and related quadratic hedging approaches
and [6] for a survey of quadratic and other approaches
to financial risk. For general textbook presentations
that deal with risk minimization, see [9, 14].
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Föllmer and Sondermann [12] worked with a
continuous-time model, and they originally considered the case in which the original probability measure P is in fact a martingale measure. Föllmer and
Schweizer [10] examined a discrete time multiperiod
model, and they obtained recursion formulas describing the optimal strategies. Schweizer [24] introduced
the concept of local risk minimization for price processes that are only semimartingales, and showed
that this criterion was similar to performing risk
minimization using the so-called minimal martingale
measure, see also [26, 27].

Risk Minimization in a Discrete-Time Framework
Trading Strategies and the Value Process. Consider a fixed, finite time horizon T ∈  and a financial market in which trading is possible at discrete
times t = 0, 1, . . . , T only. Assume that there exist
two traded assets: a stock with price process S =
(St )t∈{0,1,...,T } and a savings account with price process S 0 . We introduce, in addition, the discounted
price processes X = S/S 0 and Y = S 0 /S 0 ≡ 1.
It is essential to keep track of the amount of information available to the insurer/hedger at any time,
since this information flow will be used to fix the
class of trading strategies and the class of liabilities
that can be considered. To make this more precise, consider a probability space (, F, P ) equipped
with a filtration  = (Ft )t∈{0,1,...,T } . A filtration is an
increasing sequence of σ -algebras F0 ⊆ F1 ⊆ · · · ⊆
FT , which makes the concept of information mathematically precise. The price processes (S, S 0 ) are
assumed to be adapted to the filtration  , that is, for
each t, (St , St0 ) are Ft -measurable, which has the natural interpretation that the price processes associated
with the traded assets are observable. The probability measure P is called the physical measure, since
it describes the true nature of the randomness in the
model. We assume that there exists another probability measure Q that is equivalent to P and which
has the property that X is a martingale under Q; the
measure Q is also called an equivalent martingale
measure.
We now describe the insurer’s possibilities for
trading in the financial market by introducing the
concept of a strategy. In the present model, a strategy
is a two-dimensional process ϕ = (ϑ, η) in which
ϑt is required to be Ft−1 -measurable and ηt is Ft measurable for each t. Here, ϑt represents the number

of stocks held from time t − 1 to time t, purchased
at time t − 1, and ηt is related to the deposit on
the savings account at t, which may be fixed in
accordance with information available at time t. The
discounted value at time t of the portfolio (ϑt , ηt ) is
given by
(1)
Vt (ϕ) = ϑt Xt + ηt ,
and the process V (ϕ) = (Vt (ϕ))t∈{0,1,...,T } is called the
(discounted) value process of ϕ.
The Cost Process. Consider now the flow of capital from time t to time t + 1. First, the insurer
may adjust the number of stocks to ϑt+1 by buying additionally (ϑt+1 − ϑt ) stocks, which leads to
the costs (ϑt+1 − ϑt )Xt . The new portfolio (ϑt+1 , ηt )
is then held until time t + 1, where the value of
0
). Thus,
the underlying assets changes to (St+1 , St+1
the investment in stocks leads to a discounted gain
ϑt+1 (Xt+1 − Xt ). Finally, the hedger may at time
t + 1 decide to change the deposit on the savings
0
0
account from ηt St+1
to ηt+1 St+1
based on the additional information that has become available at time
t + 1. These actions are responsible for changes in
the value process, which add up to
Vt+1 (ϕ) − Vt (ϕ) = (ϑt+1 − ϑt )Xt
+ ϑt+1 (Xt+1 − Xt ) + (ηt+1 − ηt ).

(2)

The first and the third terms on the right-hand side
represent costs to the hedger, whereas the second term
is trading gains obtained from the strategy ϕ during
(t, t + 1]. This motivates the definition of the cost
process associated with the strategy ϕ given by
Ct (ϕ) = Vt (ϕ) −

t


ϑj Xj ,

(3)

j =1

and C0 (ϕ) = V0 (ϕ). (Here, we have used the notation
Xj = Xj − Xj −1 .) The cost process keeps track
of changes in the value process that are not due
to trading gains. We note that C0 (ϕ) = V0 (ϕ), that
is, the initial costs are exactly equal to the amount
invested at time 0.
A strategy is called self-financing if the change (2)
in the value process is generated by trading gains
only, that is, if the portfolio is not affected by any inor outflow of capital during the period considered.
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Vt (ϕ) = V0 (ϕ) +

t


ϑj Xj ,

(4)

j =1

for all t, and hence we see from (3) that this is
precisely the case when the cost process is constant.
Risk Minimizing Hedging Strategies. Now consider an insurer with some liability H payable at
time T, whose objective is to control or reduce (i.e.
hedge) risk associated with the liability. Suppose that
it is possible to determine a self-financing strategy
that replicates the liability perfectly, such that there
exists a dynamic self-financing strategy ϕ, which sets
out with some amount V0 (ϕ) and has terminal value
VT (ϕ) = H , P-a.s. In this case, the initial value V0 (ϕ)
is the only reasonable price for the liability H. The
claim is then said to be attainable, and V0 (ϕ) is
exactly the no-arbitrage price of H. For example,
this is the case for options in the binomial model.
However, in more realistic situations, liabilities cannot be hedged perfectly by the use of a self-financing
strategy, and it is therefore relevant to consider the
problem of defining an optimality criterion.
One possible objective would be to minimize the
conditional expected value under some martingale
measure Q of the square of the costs occurring during
the next period, subject to the condition that the
terminal value at time T of the strategy is equal to the
liability H, that is, VT (ϕ) = H . As explained above,
this is not in general possible via a self-financing
strategy, and we therefore allow for the possibility of
adding and withdrawing capital after the initial time
0. This means that we are minimizing for each t,




2

 



η̂t = EQ H −
ϑ̂j Xj  Ft − ϑ̂t Xt ,

j =t+1


This condition amounts to requiring that



rt (ϕ) = EQ (Ct+1 (ϕ) − Ct (ϕ)) Ft ,

(5)

which is the conditional expected value under a martingale measure. Föllmer and Schweizer [10] solved
this problem via backwards induction starting with
rT −1 . At time t, rt (ϕ) should then be minimized as a
function of the quantities that can be chosen at time
t, that is, ϑt+1 and ηt for given fixed (ϑt+2 , . . . , ϑT )
and ηt+1 , . . . , ηT . This leads to the solution





CovQ H − Tj=t+1 ϑ̂j Xj , Xt  Ft−1
ϑ̂t =
, (6)
VarQ [Xt |Ft−1 ]

T


3

(7)

which is called the risk-minimizing strategy. It can
be shown that the solution to (5) is identical to the
solution of the alternative problem, which consists in
minimizing at each time t, the quantity
 

Rt (ϕ) = EQ (CT (ϕ) − Ct (ϕ))2  Ft ,

(8)

over all strategies ϕ subject to the condition VT (ϕ) =
H . For the equivalence between the two problems (5)
and (8), it is crucial that the expected values are
calculated with respect to a martingale measure Q.
The problem (5) can actually also be formulated and
solved by using the physical measure, that is, by
replacing the expected value with respect to the martingale measure Q by an expected value with respect
to P. This leads to a solution similar to (6) and (7),
but where all expected values and variances are calculated under the physical measure P. This criterion
is also known as local risk minimization; see [23,
27]. However, Schweizer [23] showed that the problem (8) does not, in general, have a solution, if we
replace the martingale measure Q by the physical
measure P (if P is not already a martingale measure).
The term CT (ϕ) − Ct (ϕ) appearing in (8) represents future costs associated with the strategy ϕ.
Thus, the criterion of minimizing (8) essentially consists in minimizing the conditional variance of future
costs among all possible strategies ϕ. Using the definition of the cost process and the condition VT (ϕ) =
H , we see that
CT (ϕ) − Ct (ϕ) = H −

T


ϑj Xj − Vt (ϕ). (9)

j =t+1

This illustrates that the problem of minimizing Rt (ϕ)
for one fixed t amounts to approximating the liability
H by an Ft -measurable quantity Vt (ϕ) and future
gains from trading in the financial markets.
The structure of the solution is closely related to
the Q-martingale V ∗ defined by
Vt∗ = EQ [H |Ft ],

(10)

which is the so-called intrinsic value process. As
observed in [10, 12], this process can be uniquely
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decomposed via its Kunita–Watanabe decomposition
as
t

ϑjH Xj + LH
(11)
Vt∗ = V0∗ +
t ,
j =1

where ϑ H is predictable (i.e. ϑjH is Fj −1 -measurable)
and LH is a Q-martingale that is orthogonal to
the Q-martingale X, in the sense that the process
XLH is also a Q-martingale. For an introduction to
the Kunita–Watanabe decomposition in discrete time
models and its role in the theory of risk minimization, see [9]. The decomposition (11) can typically
be obtained in concrete examples by first computing
the intrinsic value process (11) and then examining
∗
.
Vt∗ = Vt∗ − Vt−1
Using the decomposition (11), Föllmer and Schweizer [10] derived an alternative characterization
of the optimal risk-minimizing strategy ϕ̂ = (ϑ̂, η̂)
given by

 

ϑ̂t , η̂t = ϑtH , Vt∗ − ϑ̂t Xt .
(12)
Thus, the optimal number of stocks is determined as
the process ϑ H appearing in the Kunita–Watanabe
decomposition, and the deposit in the savings account
is fixed such that the value process coincides with
the intrinsic value process. Note that the cost process
associated with the risk-minimizing strategy is given
by
Ct (ϕ̂) = Vt∗ −

t


ϑ̂j Xj = V0∗ + LH
t ,

(13)

where we have used (11). This implies that
2  
rt (ϕ̂) = EQ LH
t+1  Ft ,

(14)

j =1

which shows that the minimum obtainable risk rt (ϕ)
is closely related to the orthogonal martingale part
LH from the decomposition (11). The cost process (13) associated with the risk-minimizing strategy
is a Q-martingale, and the strategy is therefore said to
be mean-self-financing (self-financing in the mean).
Note that a self-financing strategy is automatically
mean-self-financing, since the cost process of a selffinancing strategy is constant, and hence, trivially a
martingale. However, the opposite is not the case: a
mean-self-financing strategy is not necessarily selffinancing; in particular, the risk-minimizing strategy
is not in general self-financing.

Local Risk Minimization. We end this section by
commenting a bit further on the criterion of local risk
minimization, which consists in minimizing quantities of the form (5), but calculated under the physical
measure P. In this case, the optimal strategy can be
related to the so-called Föllmer–Schweizer decomposition obtained in [11], which specializes to the
Kunita–Watanabe decomposition if P is a martingale
measure. We refer to [9] for more details.

Risk Minimization in Continuous Time
To describe the underlying idea in continuous time,
we consider again a financial market consisting of
two investment possibilities: a stock S and a savings
account S 0 . We fix a finite time horizon T and
assume that the market is arbitrage free. Assets are
assumed to be traded continuously, and we assume
that there are no transaction costs, no smallest unit,
and that short-selling is permitted. All quantities
are defined on some probability space (, F, P )
equipped with a filtration  = (Ft )0≤t≤T . We work
with the discounted stock price process X = S/S 0 ,
and assume that X is a P-martingale. This implies that
the measure P is a martingale measure, and hence,
it will not be necessary to change measure. Consider
now some liability H payable at time T; it is assumed
that H is FT -measurable and square-integrable.
A strategy is a process ϕ = (ϑ, η) satisfying
certain measurability and integrability conditions;
see [12] or [27] for technical details. As in the discrete time case, ϑt is the number of stocks held
at time t, and ηt is the discounted deposit on the
savings account at t. The (discounted) value process
associated with a strategy ϕ is defined by Vt (ϕ) =
ϑt Xt + ηt , for 0 ≤ t ≤ T , and the cost process C(ϕ)
is
 t
ϑu dXu .
(15)
Ct (ϕ) = Vt (ϕ) −
0

The quantity Ct (ϕ) represents accumulated costs up
to t associated with the strategy ϕ. As in the discretetime setting, costs are defined as the value Vt (ϕ)
of the portfolio ϕt = (ϑt , ηt ) reduced by incurred
trading gains in the past. We now fix some liability
H and restrict to strategies ϕ with VT (ϕ) = H . In
particular, this implies that

CT (ϕ) = H −

T

ϑu dXu .
0

(16)

Risk Minimization
As in the discrete-time setting, a strategy is called
self-financing if its cost process is constant, and
a claim H is called attainable if there exists a
self-financing strategy whose terminal value coincides with the liability P-a.s. In incomplete markets,
there are claims that cannot be replicated via a selffinancing strategy, that is, claims that are unattainable. One idea is, therefore, to consider a larger class
of trading strategies, and minimize the conditional
expected value of the square of the future costs at
any time under the constraint VT (ϕ) = H . More precisely, a strategy ϕ is called risk minimizing for the
liability H if it minimizes for any t


Rt (ϕ) = E (CT (ϕ) − Ct (ϕ))2 |Ft ,

(17)

over all strategies with VT (ϕ) = H . Föllmer and
Sondermann referred to (17) as the risk process.
(This usage of the notion ‘risk process’ differs from
the traditional actuarial one in which ‘risk process’
would typically denote the cash flow of premiums
and benefits.)
It follows from [12] that a risk-minimizing strategy is always mean-self-financing, that is, its cost
process is a martingale. Moreover, Föllmer and Sondermann [12] realized that the optimal risk-minimizing strategy can be related to the Kunita–Watanabe decomposition for the intrinsic value process
V ∗ defined by Vt∗ = E[H |Ft ]. Since V ∗ and X
are martingales, the Kunita–Watanabe decomposition
theorem shows that V ∗ can be written uniquely in the
form
 t
∗
Vt = E[H ] +
ϑuH dXu + LH
(18)
t ,
0

(LH
t )0≤t≤T

(ϑt , ηt ) = (ϑtH , Vt∗ − ϑtH Xt ), 0 ≤ t ≤ T .

The associated minimum
obtainable risk process is

2
given by Rt (ϕ) = E (LH
−
LH
t ) |Ft ; the risk proT
cess associated with the risk-minimizing strategy is
also called the intrinsic risk process.
Local Risk Minimization. The idea of local risk
minimization can also be generalized from the discrete-time setting to the continuous-time model. However, in the continuous time case this is more
involved, since the criterion amounts to minimizing
risk over the next (infinitesimal) interval, see [23].
Nevertheless, Föllmer and Schweizer [11] showed
that the optimal locally risk-minimizing strategy
can be derived via the so-called Föllmer–Schweizer
decomposition.
Risk Minimization for Payment Streams. The
criterion of risk minimization has been generalized
to payment streams in [16]. Here the main idea is
to allow the liabilities to be represented by a payment process A = (At )0≤t≤T , which is required to be
square-integrable and right-continuous. For an interval (s, t], At − As represents payments made by the
insurer. In this situation, it is natural to modify the
cost process associated with the strategy ϕ and payment process A to
 t
Ct (ϕ) = Vt (ϕ) −
ϑu dXu + At ,
(20)
0

which differs from the original cost process suggested
in [12] by the term related to the payment process A.
More precisely, we see that costs incurred during a
small time interval (t, t + dt] are
dCt (ϕ) = Vt+ dt (ϕ) − Vt (ϕ) − ϑt (Xt+ dt − Xt )

is a zero-mean martingale,
where L =
LH and X are orthogonal, and ϑ H is a predictable
process. For references to the Kunita–Watanabe decomposition in continuous time, see Ansel and Stricker [2], Jacod ([13], Théorème 4.27) or (for the case
where X and V ∗ are continuous) Revuz and Yor ([21],
Lemma V.4.2).
By applying the orthogonality of the martingales LH and X, and using the condition VT∗ = H ,
Föllmer and Sondermann ([12], Theorem 1) proved
that there exists a unique risk-minimizing strategy
with VT (ϕ) = H given by
H

5

(19)

+ At+ dt − At = dVt (ϕ) − ϑt dXt + dAt . (21)
Thus, the additional costs during (t, t + dt] consist
of changes dVt (ϕ) in the value process that cannot be
explained by trading gains ϑt dXt and payments dAt
due to the liabilities. In the following, we restrict to
strategies satisfying VT (ϕ) = 0, which implies that
 T
CT (ϕ) = −
ϑu dXu + AT ,
(22)
0

that is, the terminal costs are equal to the total liability AT during [0, T ], reduced by trading gains.
A strategy ϕ = (ϑ, η) is called risk minimizing for
the payment process A if, for any t, it minimizes
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the risk process R(ϕ) defined in the usual way. The
risk-minimizing strategy is now given by (ϑt , ηt ) =
(ϑtA , Vt∗ − At − ϑtA Xt ), where V ∗ and ϑ A are determined via the Kunita–Watanabe decomposition:
 t
ϑuA dXu + LA
(23)
Vt∗ = E[AT |Ft ] = V0∗ +
t ,
0

1(0,∞) (x). In this case, the problem of minimizing (25) reduces to minimizing the probability of
generating less capital than what is needed in order to
cover the liability H. This approach is known as quantile hedging; see [7]. Another example is (x) = x;
this criterion is known as expected shortfall risk minimization; see [8, 9].

A

and where L is a zero-mean martingale, which is
orthogonal to the martingale X.

Insurance Applications of Risk
Minimization

Related Criteria
In this section, we mention some related approaches
for minimizing risk in an incomplete financial market.

Mean–Variance Hedging
As mentioned above, the risk-minimizing strategies
are typically not self-financing. A related criterion
that still leads to self-financing strategies is, therefore, to minimize the quantity over all self-financing
strategies


(24)
E (H − VT (ϕ))2 = H − VT (ϕ)2L2 (P ) .
Thus, this criterion essentially amounts to approximating the liability H in L2 (P ). Here, P is not
necessarily a martingale measure. This approach is
known as mean–variance hedging, and it was proposed by Bouleau and Lamberton [4] and Duffie and
Richardson [5]. For a treatment of mean–variance
hedging for continuous semimartingales, see [22, 27].

Shortfall Risk Minimization
Risk minimization and mean–variance hedging are
known as quadratic hedging approaches, since risk
is measured via a quadratic criterion, which means
that gains and losses are treated in the same way.
A more natural approach is to consider the so-called
shortfall risk associated with some liability H, that
is, the risk that the terminal value of a self-financing
hedging strategy is not sufficient to cover the liability.
More precisely, one can consider the criterion of minimizing the quantity over all self-financing strategies


(25)
E  (H − VT (ϕ))+ ,
where  is some loss function, that is, some increasing function with (0) = 0. One example is (x) =

Unit-linked Risks
Quadratic hedging approaches have been applied for
the hedging of so-called unit-linked life insurance
contracts by Møller [15–18] in both discrete and
continuous-time models and by Norberg [19] in a
market driven by a finite state Markov chain. With
a unit-linked life insurance contract, the insurance
benefits are linked explicitly to the development
of certain stock indices or funds; see, for example, [1]. Thus, the liabilities depend on the insured
lives (insurance risk) and on the performance of the
stock indices (financial risk). As a consequence, the
liability associated with a portfolio of unit-linked
life insurance contracts cannot be priced uniquely
from no-arbitrage pricing theory alone within standard financial models. In this situation, the criterion
of risk minimization may be applied for deriving
strategies that reduce risk.
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Kunita-Watanabe, Séminaire de Probabilités XXVII, Lecture Notes in Mathematics 1557, Springer, Berlin,
pp. 30–32.
Björk, T. (1998). Arbitrage Theory in Continuous Time,
Oxford University Press, Oxford.
Bouleau, N. & Lamberton, D. (1989). Residual risks
and hedging strategies in Markovian markets, Stochastic
Processes and their Applications 33, 131–150.
Duffie, D. & Richardson, H.R. (1991). Mean-variance
hedging in continuous time, Annals of Applied Probability 1, 1–15.
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Risk Utility Ranking
The insurance industry exists because its clients are
willing to pay a premium that is larger than the net
premium, that is, the mathematical expectation of
the insured loss. Utility theory is an economic theory
that explains why this happens. It postulates that
a rational decision-maker, generally without being
aware of it, attaches a transformed value u(w) to his
wealth w instead of just w, where u(·) is called his
utility function. If the decision-maker has to choose
between random losses X and Y , then he compares
E[u(w − X)] with E[u(w − Y )] and chooses the loss
with the highest expected utility. The pioneering
work in utility theory was done by Von Neumann and
Morgenstern [3] on the basis of an idea by Daniel
Bernoulli. They showed that, for decision-makers
behaving rationally, there is a utility function that
reproduces their preference ordering between risky
situations.
Numerous axiomatizations to operationalize rationality have been formulated. Let the binary relation 
on the space of all random fortunes denote the preferences of a certain decision-maker, hence X  Y if
and only if Y is preferred over X. Yaari [4] derives
expected utility theory from the following five axioms
about :
1. If X and Y are identically distributed, then both
X  Y and Y  X.
2.  is a complete weak order.
3. For all X, X̃, Y, Ỹ , an ε > 0 exists such that
from X  Y , but not Y  X, and d(X, X̃) < ε
as well as d(Y, Ỹ ) < ε, it follows that X̃  Ỹ .
Here,
 +∞ d is the Wasserstein distance d(U, V ) :=
−∞ |FU (t) − FV (t)| dt.
4. If FX ≥ FY , then X  Y .
5. If X  Y , then pFX + (1 − p)FZ  pFY + (1 −
p)FZ for any random variable Z.
By axiom 2, the order is reflexive, transitive, and
complete. Axiom 1 entails that the preferences only
depend on the probability distributions, because, by
transitivity, risks with the same cdf are preferred to
the same set of risks. Axiom 3 implies some form
of continuity, 4 implies that Y is preferred to X if it
is actually larger with probability one, and 5 states
that when random variables X and Y , with Y more
attractive than X, are mixed with any other random
variable Z, the result for Y is more attractive.

Starting from these five axioms about the preference order  of a decision-maker with current wealth
w, one can prove the existence of a nondecreasing
utility function u, unique up to positive linear transformations, such that for any pair of random variables
X and Y we have
X  Y ⇐⇒ E[u(w − X)] ≤ E[u(w − Y )].

(1)

If u is a concave increasing utility function, then by
Jensen’s
inequality,
E[u(w − X)] ≤ u(E[w −
X]) = u(w − E[X]). Hence, a decision-maker with
concave increasing utility will prefer the fixed loss
E[X] to the random loss X, so he is risk averse.
With this model, the insured with wealth w and
utility function u(·) is able to determine the maximum
premium he is prepared to pay for insuring a loss
X. If the premium equals P , his expected utility
will increase if E[u(w − X)] ≤ u(w − P ). Assuming
u(·) is a nondecreasing, continuous function, this
is equivalent to P ≤ P + , where P + denotes the
maximum premium to be paid. It is the solution
to the utility equilibrium equation E[u(w − X)] =
u(w − P + ). At the equilibrium, he is indifferent to
being insured or not.
The model applies to the other party involved as
well. The insurer, with his own utility function U
and initial wealth W , will insure the loss for any
premium P ≥ P − , where the minimum premium P −
solves the equilibrium equation U (W ) = E[U (W +
P − − X)]. If the insured’s maximum premium P +
is larger than the insurer’s minimum premium P − ,
both parties involved increase their utility if the actual
premium is between P − and P + .
By using the risk aversion coefficient, one can
approximate the maximum premium P + for a loss
X to be insured. Let µ and σ 2 denote the mean and
variance of X. Using the first terms in the Taylor
series expansion of u(·) in w − µ, we obtain
u(w − P + ) ≈ u(w − µ) + (µ − P + )u (w − µ);
u(w − X) ≈ u(w − µ) + (µ − X)u (w − µ)
+ 12 (µ − X)2 u (w − µ).

(2)

Defining the risk aversion coefficient of the utility
function u(·) at wealth w as r(w) = −u (w)/u (w),
the equilibrium equation yields
1
1 u (w − µ)
= µ + r(w − µ)σ 2 .
P+ ≈ µ − σ2
2 u (w − µ)
2
(3)
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From this approximation we see that the larger the
risk aversion coefficient, the higher the premium the
insured is willing to pay.
Some interesting utility functions are linear utility
u(w) = w, quadratic utility u(w) = −(α − w)2 (w ≤
α), exponential utility u(w) = −e−αw (α > 0), power
utility u(w) = w c (w > 0 and 0 < c ≤ 1), and logarithmic utility u(w) = log(α + w) (w > −α). Linear
utility leads to net premiums. Quadratic utility has an
increasing risk aversion, which means that one gets
more conservative in deciding upon a maximum premium as one gets richer. Exponential utility has a
constant risk aversion, and the maximal premiums to
be paid are not affected by the current wealth.
From a theoretical point of view, insurers are
often considered to be virtually risk neutral. So
for any risk X, disregarding additional costs, a
premium E[X] is sufficient. Therefore, E[U (W +
E[X] − X)] = U (W ) for any risk X, and U (·) is
linear.
As an example, suppose that a decision-maker
with an exponential utility function u(x) = −e−αx ,
with risk aversion α > 0, wants to insure a gamma(n,
1) distributed risk. One obtains

eαx , so the resulting premium is an Esscher premium with parameter α. This result was proven
in [1], p. 84.
It should be noted that expected utility does not
always adequately describe the behavior of decisionmakers. Since its formulation by Von Neumann and
Morgenstern, numerous arguments against it have
been put forward. For instance, the Allais paradox,
discussed in [2], is based on the fact that experiments
have shown that the attractivity of being in a complete, safe situation is stronger than expected utility
indicates.
An important implication of axiom 5 is that the
preference function is linear in the probabilities. A
modification of this axiom gives rise to the so-called
dual theory of choice under risk as considered by
Yaari [4]. Under the distorted expectation hypothesis,
each decision-maker is supposed to have a distortion
function g: [0, 1] → [0, 1] with g(0) = 0, g(1) = 1
and g(·) increasing. Writing F (x) = 1 − F (x) for the
decumulative distribution function, the value of the
risky situation is then measured by
 0
[1 − g(F X (x))] dx
Hg [X] = −


P

+

1
= log(E[eαX ])
α
 n
− log(1 − α)
=
α
∞

−∞

+∞

+

g(F X (x)) dx.

(5)

0

for 0 < α < 1,
for α ≥ 1,

(4)

and as log(1 − α) < −α, it follows that P + is larger
than the expected claim size n, so the insured is
willing to pay more than the net premium. The risk
proves to be uninsurable for α ≥ 1.
Sometimes it is desirable to express a premium
as an expectation, not of the original random variable, but of one with a transformed distribution. The
Esscher premium is an example of this technique,
where the original differential dF (x) is replaced by
one proportional to ehx dF (x). For h > 0, larger values have increased probability, leading to a premium
with a positive safety loading. The resulting premium
is E[XehX ]/E[ehX ]. There is an interesting connection
with standard utility theory. Indeed, for an exponential utility function u(x) = −e−αx , if a premium of
the form E[ϕ(X)X] is to be asked for some continuous increasing function ϕ with E[ϕ(X)] = 1, the
utility can be shown to be maximized if ϕ(x) ∝

A decision-maker is said to base his preferences on
the distorted expectations hypothesis if he maximizes
his distorted expectation of wealth. He prefers Y to X
if and only if Hg [X] ≤ Hg [Y ]. Note that in both types
of utility theories the decision-maker’s preferences
follow a risk measure.
The dual theory of choice under risk arises when
the utility axiom 5 is replaced by
5 . If Y is preferred to X, then so is Yp to Xp for
any p ∈ [0, 1], where the inverse decumulative
distribution functions of these random variables
are given by
−1

−1

−1

−1

−1

−1

F Xp (q) = pF X (q) + (1 − p)F Z (q),
F Yp (q) = pF Y (q) + (1 − p)F Z (q),

(6)

for any arbitrary random variable Z and 0 ≤
q ≤ 1.
In case g is convex, it follows that Hg [X] ≤
E[X] = Hg [E[X]]. So, the behavior of a risk averse

Risk Utility Ranking
decision-maker is described by a convex distortion
function.

[2]

[3]
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Risk-based Capital
Allocation
Introduction
The present contribution is intended to serve as a
survey of techniques of risk-based capital allocation.
Before going into technical detail, however, some
words have to be spent on the conceptions of riskbased capital and capital allocation.
As opposed to, for example, equity capital, regulatory capital, or capital invested, the conception
of risk-based capital or risk-adjusted capital (RAC)
is usually understood to be a purely internal capital conception. (In the literature a number of related
notions are used, e.g., capital at risk or economic capital.) Culp [3, p. 16] defines risk-based capital as the
smallest amount of capital a company must set aside
to prevent the net asset value or earnings of a business
unit from falling below some ‘catastrophic loss’ level.
Because this capital is never actually invested, RAC
is an imputed buffer against unexpected and intolerable losses. As well, the allocation of risk-based capital
is usually understood as a notional or pro forma allocation of capital. (For the question of why risk-based
capital is scarce and for the necessity of apportioning
RAC cf. [3, p. 17] and [16].)
Both the determination and allocation of riskbased capital are elements of risk-adjusted performance management (RAPM), which is typically
based on a performance measure of the RORAC
(return on risk-adjusted capital)-type (cf. e.g. [1,
p. 65] or [3, p. 10]).
RORAC =

net income
.
RAC

(1)

The RORAC performance measure can be determined for the entire company or the overall financial
position respectively, on the one hand, and also for
business segments or segments of financial positions respectively, on the other. A segment RORAC
requires the determination of a segment RAC. This
segment RAC can be the stand-alone RAC of the
segment or an (pro forma) allocated portion of the
overall RAC. Using the stand-alone RAC, ignores
the consequences of stochastic dependencies between
the segments of the overall position. These stochastic
dependencies can only be taken into consideration

on the basis of allocating the overall RAC to the
respective segments. The remainder of this paper concentrates on techniques of capital allocation of this
kind (for a critical assessment of capital allocation,
cf. [27]). For the applications of capital allocation to
risk-adjusted performance management, we refer to
the literature. (For various applications, cf. e.g. [3, 6,
15, 18, 19, 21].)

Determination of Risk-based Capital and
the Capital Allocation Process
Risk Exposure and Loss Variables
In the present contribution we use a unified approach,
quantifying the risk exposure of a position by means
of a (random) loss variable L. To illustrate this unified approach, we first consider a number of standard examples.
Example 1 (Insurance Liabilities: General Case)
For the liabilities of a certain collective of insureds,
we consider the accumulated claim S ≥ 0 of the collective over a specified period of time (e.g. one year).
The corresponding loss variable in this situation is
defined as
L := S − E(S).
(2)
(The subtraction of the expected value E(S) pays
attention to the fact that the insurance company
receives a (risk) premium, which is at a disposal to
cover claims in addition to the (risk-based) capital.
For details of this argument cf. [1, pp. 63–64].)
In the case of several segments (subcollectives)
i = 1, . . . , n with corresponding aggregated claims
Si ≥ 0 the segment loss variables are Li := Si −
E(Si ) and the overall loss variable is given by (2)
with S := S1 + · · · + Sn .
Example 2 (Homogeneous Collectives of Insurance
Liabilities) Continuing Example 1, we now assume
that the accumulated claim of the segment i consisting of ki insureds is of the form
Si =

ki


Xij ,

(3)

j =1

where the Xij are independent and identically distributed random variables, which are related to the
accumulated claim of the j th insured in segment i.
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The corresponding segment loss variable is as before
defined by Li := Si − E(Si ).
Example 3 (Investment Portfolios) We first consider a single financial position (stock or bond investment, short or long position of an option) and the
corresponding change of the market value over a
(typically short) time interval. The corresponding loss
variable is given by
L := vt − Vt+h ,

(4)

where vt is the (known) market value of the position
at time t and Vt+h is the (random) market value at
time t + h.
Considering now a portfolio of financial positions,
we have
n
n


L=
Li =
xi LFi ,
(5)
i=1

i=1

where LFi corresponds to the periodic loss according
to (4) for a unit of the ith financial position (e.g.
one share, one bond) and xi denotes the absolute
number of (short or long) units of the ith position
in the portfolio. Li := xi LFi is the periodic overall
loss related to the ith financial position.
Example 4 (Credit Risk) For a portfolio of n credit risks, we consider the corresponding
aggregated

loss CL (credit loss) with CL = ni=1 CLi over a
specified period of time as the relevant loss variable.

Risk-based Capital and Risk Measures
Given the overall loss variable L or the segment
loss variables L1 , . . . , Ln , respectively, representing the risk exposure, the next step is to quantify
the corresponding risk potential. Formally, this is
accomplished by the specification of a risk measure.
Albrecht [2, Section 3] distinguishes two conceptions
of risk measures. Risk measures RI of the first kind
are related to the magnitude of (one- or two-sided)
deviations from a target variable. Risk measures RII
of the second kind conceive risk as the (minimal)
necessary capital to be added to a financial position
(in order to establish a riskless position or satisfy
regulatory requirements). Obviously risk measures
of the second kind can be used directly to define
the risk-based capital RAC. With R = RII we therefore define:
RAC (L) := R(L).
(6)

(However, risk measures of the first kind, which satisfy a one-to-one correspondence with risk measures
of the second kind as explained in [2, Section 5.4]
can be used, too, and RAC then is defined by RAC =
E(L) + RI (L).)
For illustrative purposes, we consider three standard measures of risk (of the second kind) throughout
the present contribution. First, the standard deviation–based risk measure (a > 0)
R(L) = E(L) + aσ (L),

(7)

where E(L) denotes the expected value and σ (L) the
standard deviation of L. Second, the risk measure
Value-at-Risk (VaR) at confidence level α, that is,
VaRα (L) = Q1−α (L),

(8)

where Q1−α (L) denotes the (1 − α)-quantile of the
loss distribution. Finally, the Conditional Value-atRisk (CVaR) at confidence level α, given by
CVaRα (L) = E[L|L > Q1−α (L)].

(9)

In case L is normally distributed, Value-at-Risk
and CVaR are only special cases of (7), with a =
N1−α (denoting the (1 − α)-quantile of the standard
normal distribution) in case of the VaR and with a =
ϕ(N1−α )/α (where ϕ denotes the density function of
the standard normal distribution) in case of the CVaR.

The Capital Allocation Process
In general, the process of capital allocation consists
of the following steps:
1. Specification of a multivariate distribution for
the vector of segment loss variables (L1 , . . . , Ln ).
(For illustrative purposes we typically consider
the multivariate normal distribution.)
2. Selection of a risk measure (of the second
kind) R.
3. Calculation of the overall risk-based capital
RAC (L) = R(L) as well as the stand-alone riskbased capital RAC i = R(Li ) of the segments.
4. In case of 
a positive diversification effect, that
is, R(L) < R(Li ), application of an allocation
rule to determine the risk-based capital RAC ∗i
assigned to segment i.
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Capital Allocation Procedures
Absolute Capital Allocation
Given the overall RAC, RAC := R(L) and the standalone RAC, RAC i := R(Li ), the following relation is
valid for many important cases:

 n
n


R(Li ) − R
Li
DR (L1 , . . . , Ln ) :=
i=1

=

n


i=1

RAC i − RAC ≥ 0,

(10)

i=1

where DR (L1 , . . . , Ln ) can be considered to be a
measure of diversification. Relation (10) is valid for
all subadditive risk measures, for instance. The standard deviation–based risk measure (7), for instance,
is globally subadditive, the Value-at-Risk according
to (8) is subadditive as long (L1 , . . . , Ln ) follows
a multivariate elliptical distribution (and α < 0.5)
and the CVaR according to (9) is subadditive, for
instance, when (L1 , . . . , Ln ) possesses a (multivariate) density function.
As already put forward in the ‘Introduction’, in
case of a positive diversification effect, only a properly allocated risk capital
RAC ∗i := R(Li ; L),

(11)

where R(Li ; L) denotes the (yet to be determined)
contribution of the segment i to the overall risk R(L),
can form the basis of reasonable risk-adjusted performance management, properly reflecting the stochastic
dependency between the segments. The basic requirements for the (absolute) capital allocation to be determined are
n

R(Li ; L) = R(L),
(12)
i=1

that is, full allocation, and
R(Li ; L) ≤ R(Li ),

(13)

that is, the allocated capital must not exceed the
stand-alone RAC.
Denault [5] puts forward a general system of postulates for a reasonable absolute capital allocation.
Denault requires full allocation according to (12) and
the following sharpened version of (13)




∀ ⊂ M of {1, . . . , n}.
R(Li ; L) ≤ R
Li
i∈M

3

This condition, which is called ‘no-undercut’,
basically requires (13) for all unions of segments. A
third condition is symmetry, which basically requires
that within any decomposition, substitution of one
risk Li with an otherwise identical risk Lj does not
change the allocation. Finally, a fourth condition is
imposed (riskless allocation), requiring R(c; L) = c.
This means that for deterministic losses Li = c, the
allocated capital corresponds to the (deterministic)
amount of loss. An allocation principle satisfying all
four postulates of full allocation, no-undercut, symmetry, and riskless allocation is called a coherent
allocation principle by Denault.
In case of segments having a ‘volume’ – as, for
example, in Examples 2 and 3 – we are not only interested in the determination of a risk capital R(Li ; L)
per segment but, in addition, in a risk capital per
unit (per unit allocation), for example, R(Xi ; L) per
insured in segment i (Example 2) or R(LFi ; L) per
investment unit (Example 3) respectively, satisfying

or

R(Li ; L) = ki R(Xi ; L)

(15)

R(Li ; L) = xi R(LFi ; L)

(16)

respectively. In the latter case this can be stated in the
following alternative manner. (Cf. [5, 8, 24, 25] for
this approach.) (A similar definition is possible for the
insurance case (Example 2). But this will – because
of the diversification effect within the collective – not
result in a positive homogeneous risk measure, which
would be essential for the validity of the results in the
section ‘Euler Principle’ regarding (17).) Fixing the
loss variables LF1 , . . . , LFn , the function

 n

(17)
xi LFi
R(x1 , . . . , xn ) := R
i=1

induces a risk measure on  . We are now interested in a capital allocation (per unit allocation)
Ri (x1 , . . . , xn ) per unit of the ith basic financial position, especially satisfying the full allocation postulate,
that is,
n

xi Ri (x1 , . . . , xn ) = R(x1 , . . . , xn ) ∀ (x1 , . . . , xn ).
n

i=1

(18)

Incremental Capital Allocation
Incremental capital allocation considers the quantities

i∈M

(14)

R(Li ; L) := R(L) − R(L − Li ),

(19)
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that is, the risk contribution of segment i corresponds to the total risk minus the risk of the overall position without segment i. However, an incremental capital allocation violates the condition (12)
of full allocation and therefore is not a reasonable capital allocation procedure. The same holds
true for the variant, where one defines R(L1 ; L) =
R(L1 ) and R(Li ; L) := R(L1 + · · · + Li ) − R(L1 +
· · · + Li−1 ), that is, the difference in risk capital caused by the inclusion of segment i, for i =
2, . . . , n. This variant is satisfying the full allocation requirement, but now the risk capital required
depends on the order of including the segments.

Marginal Capital Allocation
Marginal capital allocation considers the impact of
marginal changes of positions on the necessary risk
capital. This approach is especially reasonable in a
situation as in Example 3, where a risk measure
R(x1 , . . . , xn ) according to (17) is defined on a subset of n . One then considers the marginal quantities (Deltas)
Di (x1 , . . . , xn ) : =

∂R(x1 , . . . , xn )
, i = 1, . . . , n,
∂xi
(20)

which require the existence of the respective partial
derivatives. However, the marginal quantities Di are,
in general, primarily relevant for a sensitivity analysis
and not for capital allocation purposes. However,
there is a close link to absolute capital allocation
in case of a risk measure R, which is positively
homogeneous, that is, R(cx) = cR(x) for all c >
0 and x ∈ n , and which, in addition, is totally
differentiable. In this case, the following fundamental
relation is valid due to a theorem of Euler:
R(x1 , . . . , xn ) =

n


xi Di (x1 , . . . , xn ).

(21)

i=1

Defining Ri (x1 , . . . , xn ) := Di (x1 , . . . , xn ), we
therefore obtain a per unit capital allocation, which
satisfies the full allocation condition (18). In this
context, we can subsume marginal capital allocation
under absolute capital allocation. We will pursue this
approach in the section ‘Euler-principle’.

Allocation Principles
Proportional Allocation
A first (naive) allocation rule is given by
R(Li ; L) :=

R(Li )
R(L),
n

R(Lj )

(22)

j =1

where the diversification effect is distributed proportionally to the segments. This approach guarantees
the full allocation condition (12). Because allocation is only oriented at the stand-alone quantities
RAC i = R(Li ), it, however, ignores the stochastic
dependencies between the segments, when allocating capital.

Covariance Principle
Here we consider the risk contributions
R(Li ; L) := E(Li ) +

Cov(Li , L)
[R(L) − E(L)]
Var(L)

= E(Li ) + βi [R(L) − E(L)],

(23)

where the beta factor βi = β(Li ; L)
 is defined as
Cov(Li , L)/Var(L). Owing to E(Li ) = E(L)
βi =
and
βi = 1, the condition (12) of full allocation is
satisfied. Obviously, the allocation rule is independent of the underlying risk measure used to determine
the overall RAC. The allocation factors βi intuitively result from the following decomposition of
the variance



 n
n
n




Li =
Cov(Li , Lj )
Var(L) = Var
i=1

=

n


Cov(Li , L)

i=1

j =1

(24)

i=1

and a subsequent normalization of the risk contributions Cov(Li , L) by dividing by the overall risk
Var(L). The covariance principle therefore allocates
(independent of the risk measure) the diversification
effect with respect to R(L) − E(L) on the basis of
the covariance structure of the L1 , . . . , Ln .
The covariance principle possesses the advantage
of being generally applicable as long as R(L) >
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E(L). In principle, however, the allocation is performed as if R(L) − E(L) and Var(L) were identical. The allocation of the diversification effect with
respect to R(L) − E(L) on the basis of the covariance
structure can be considered to be reasonable primarily
in the multivariate elliptical case.
In the case – as in Examples 2 and 3 – where
the segments have a ‘volume’, the covariance principle can be applied as well.
 In the insurance case
(Example 2), we have Li = kji=1 Xij , where the Xij
are independent and identically distributed according to Xi . Defining β(Xi ; L) := Cov(Xi , L)/Var(L),
we have


ki

Xij , L Var(L)
β(Li ; L) = Cov 
j =1

=

ki


Cov(Xij , L)/Var(L)

j =1

= ki Cov(Xi , L)/Var(L)

(25)

and therefore β(Li ; L) = ki β(Xi ; L). Defining R(Xi ;
L) = E(Xi ) + β(Xi ; L)[R(L) − E(L)], we then have
a per unit capital allocation satisfying R(Li ; L) =
ki R(Xi ; L) according to (15). In the investment
case (Example 3) we similarly define β(LFi ; L) :=
Cov(LFi , L)/Var(L) and R(LFi ; L) = E(LFi ) +
β(LFi ; L)[R(L) − E(L)]. It has to be pointed
out that the Var(L) terms of the two examples are different and so are the beta factors. In the insurance
case, we have Var(L) =


n
and in the
i=1 ki Var(Xi ) +
j =i ki kj Cov(Xi , Xj )
n
2
investment
case
we
have
Var(L)
=
i=1 xi Var

(LFi ) + j =i xi xj Cov(LFi , LFj ). The difference
(linear respective quadratic contributions to the first
term) results from the fact that there is a diversification effect within the segment in the insurance case,
while in the investment case there is none.

Conditional Expectation Principle

n


This suggests the following definition of the segment risk capital
R(Li ; L) = E[Li |L = R(L)],

(27)

which satisfies the condition (12) of full allocation.
In the case of a multivariate elliptical distribution
we have (cf. [7] and [11, p. 12])
E[Li |L] = E(Li ) +

Cov(Li , L)
[L − E(L)], (28)
Var(L)

which results in
R(Li ; L) = E(Li ) + βi [R(L) − E(L)],

(29)

where the beta factor βi is defined as in the section
‘Covariance Principle’. In the considered case, the
conditional expectation principle therefore is identical
to the covariance principle. Considering the standard
deviation–based risk measure (7) we obtain (still for
the elliptical case)
R(Li ; L) = E(Li ) + aβi σ (L).

(30)

In addition, in the (multivariate) normal case (30)
is valid for the Value-at-Risk and the CVaR, with
a = N1−α and a = ϕ(N1−α )/α respectively.
In the case of segments with volume (Examples 2 and 3) the per unit risk capital can similarly be defined by R(Xi ; L) := E[Xi |L = R(L)] and
R(LFi ; L) := E[LFi |L = R(L)] respectively, thus
guaranteeing (15).

Conditional Value-at-Risk Principle

Because of E[L|L > Q1−α (L)] = ni=1 E[Li |L >
Q1−α (L)] a direct linear composition of the CVaR
exists, which suggests the segment allocation capital
R(Li ; L) = E[Li |L > Q1−α (L)].

(31)

In the (multivariate) elliptical case we can again
use (28) to obtain
R(Li ; L) = E(Li ) + βi [CVaRα (L) − E(L)]. (32)

Considering conditional
expectation, the relations

L = E[L|L] = ni=1 E[Li |L] and E[L|L = R(L)] =
R(L) are valid, which results in
R(L) = E[L|L = R(L)] =

5

E[Li |L = R(L)].

i=1

(26)

This again is a special case of the covariance
principle (23) for R(L) = CVaRα (L).

Euler Principle
The Euler principle (cf. [19, p. 65] for this terminology) unfolds its importance in the context of
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segments with a portfolio structure as in Example
3. The allocation itself is then based on relation (21),
the theorem of Euler. The interesting fact about this
principle of capital allocation now is that there are
certain optimality results to be found in the literature.
So, for instance, Denault [5] shows on the basis
of the theory of cooperative (convex) games with
frictional players that for a positive homogeneous,
convex, and totally differentiable risk measure, the
gradient (D1 , . . . , Dn ) according to (10) corresponds
to the Aumann–Shapley value, which, in addition,
is a unique solution. Therefore, in this context, the
gradient (D1 , . . . , Dn ) can be considered to be the
unique fair capital allocation per unit. In case of a
coherent and differentiable risk measure, Denault in
addition shows that this allocation principle satisfies
the postulates to be satisfied by a coherent allocation
principle as outlined in the section ‘Absolute Capital
Allocation’.
If the risk measure is only positive homogeneous
and differentiable, Tasche [24] and Fischer [8] show
that only the Euler principle satisfies certain conditions for a ‘reasonable’ performance management
based on the RORAC quantity (1).
For the application of the Euler principle, differentiability of the risk measure is a key property.
This property is globally valid for the standard deviation–based risk measure (7), but not for the VaR and
the CVaR. For the latter two, one, for instance, has
to assume the existence of a multivariate probability
density (for generalizations cf. [24, 25]).
We now consider a standard application to the
investment case, concentrating on the multivariate normal case and the risk measure R(L) =
σ
(L). The induced risk measureis σ (x1 , . . . , xn ) =

1/2
n n
. By differentiai=1
j =1 xi xj Cov(LFi , LFj )
tion we obtain
n


∂σ
=
∂xi

xj Cov(LFi , LFj )

j =1

σ (L)

=

Cov(LFi , L)
σ (L)

Cov(LFi , L)
=
σ (L) = βi σ (L),
σ 2 (L)

investment case considered at the end of the section
‘Covariance Principle’.
Considering the risk measure (7) we obtain
Ri (x1 , . . . , xn ) = E(Li ) + aβi σ (L),

(34)

subsuming the risk measures VaR and CVaR in the
multivariate normal case. In the Value-at-Risk literature the quantities βi σ (L) are called component VaR
or marginal VaR.
We close with two results for the VaR and the
CVaR assuming the existence of a (multivariate)
probability density. In case of the VaR we obtain (cf.
e.g. [10, p. 229])
∂R
= E[LFi |L = VaRα (L)],
∂xi

(35)

which is a variant of the conditional expectation
principle for the portfolio case. In the case of the
CVaR, we obtain (cf. [22])
∂R
= E[LFi |L > Q1−α (L)],
∂xi

(36)

which is a special case of the CVaR principle. The
conditional expectations involved can be determined
on the basis of Monte Carlo methods or by statistical
estimation, for example, using kernel estimators.

Additional Approaches
Firm Value-based Approaches
The approaches considered so far are based on a
purely internal modeling of the relevant loss variables. In the literature a number of approaches are
discussed, which rely on an explicit model of the firm
value, typically in a capital market context. Respective results on capital allocation exist in the context
of the capital asset pricing model (cf. e.g. [1, section
4.3]) (CAPM), option pricing theory (cf. e.g. [4, 16,
17]) and special models of the firm value (cf. e.g. [9,
20, 23]).

(33)

where βi = β(LFi ; L) := Cov(LFi , L)/Var(L). Therefore Ri (x1 , . . . , xn ) = βi σ (L) is the capital allocation per investment unit demanded. Obviously, this
is the variant of the covariance principle for the

Game Theoretic Approaches
Beyond the results of Denault [5] reported in this
contribution the results from the game theoretic
approach to cost allocation (cf. for a survey [26]
and for insurance applications [12, 13]) can easily be

Risk-based Capital Allocation
applied to the situation of the allocation of risk costs
(cf. e.g. [14]).
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PETER ALBRECHT

Solvency
Solvency indicates the insurer’s financial strength,
that is, the ability to fulfill commitments.
In evaluating the strength of solvency, a key concept is solvency margin. It is the amount by which
the assets exceed the liabilities (see the entry ‘solvency margin’ below). Its amount will be denoted by
U. In many contexts, it is necessary to distinguish
between the concepts, the actual and required solvency margins. The former means its real value as
defined above and the latter, the minimum amount
required by the regulator or set by the insurer itself
as explained below.
For non-life insurance, a much-used indicator is
the solvency ratio
u=

U
,
P

(1)

where P is the premium income (see [11–13]). One
way to describe the strength of solvency is to evaluate – by using the techniques of risk theory [1] – the
so-called ruin probability T (U ). It is the probability that the insurer, having an initial solvency margin
U, will become insolvent during a chosen test period
(0, T ); a small T (U ) indicates adequate solvency. An
earlier common practice was to operate the asymptotic value received permitting U to increase towards
infinity. An important result of the classical risk theory is the Cramér–Lundberg estimate
T (U ) ∼ Ce−RU

(2)

where C and R are constants, depending on the portfolio to be investigated. R is often called the adjustment coefficient. This elegant formula is, however,
based on rather simplified assumptions and it gives
a value less than one only by allowing the solvency margin to grow unlimitedly towards infinity.
Hence, it is not suitable for practical applications ([1],
p. 362).
The insolvency of an insurer could be fatal to the
claimants and policyholders who have open claims.
If a family’s house is burned and the claimed compensation was not received owing to the insolvency
of the insurer, it might be a catastrophe to the family. Hence, in all of the developed countries the
insurance business is specially regulated and supervised in order to prevent insolvencies or at least to

minimize their fatal consequences to the policyholders and claimants. Therefore, a minimum limit Umin
is prescribed for the solvency margin. If the solvency margin is sliding below it, the insurer should
be wound up, unless the financial state is rapidly
restored. Umin is also called the winding-up (or breakup) barrier or required solvency margin and it should
(at least in theory) be so high that enough time
is still left for remediable actions before eventually falling into a state of ruin. That might require
setting up the warning period T at at least two
years (often, however, it is assumed to be only one
year [9]).
There are a number of varying formulae for the
minimum marginal Umin . A recent tendency has been
to find rules that take into account the actual risks
jeopardizing the company, so helping to construct the
so-called risk-based capitals. For instance, the US
formula provides special terms for different kinds of
assets and liabilities as well as for the premium risk
([1] p. 406).
A rather common view is that U should in non-life
insurance be at least 50%. However, if the portfolio is
vulnerable to business cycles of several years’ length
or to systematic trends, the accumulated losses during
an adverse period may exceed this limit. Therefore,
during the high phase of the cycle, the solvency ratio
should be raised higher to be sure of its sufficiency
to guarantee the survival over low times, when ever
such a one might occur.
It is, self-evidently, crucially important for the
management of any insurance company to maintain
sufficient solvency. A solvent financial state allows
enlarged latitude for risk taking in new business,
in the choice of assets, in assessing net retention
limits, and so on. All these may enhance the longterm profitability. Among other managerial skills, an
adequate accounting system is necessary to reveal
the actual state of solvency and its future prospects.
Too often this is omitted leading to a situation, that
an adverse development is noticed too late, as it
is seen, for example, in the famous report ‘Failed
Promises’ [3], which deals with bankruptcies in the
United States.
It is advisable for the company’s management to
set a target zone and to control the fluctuation of
the business outcomes to remain inside that zone.
The lower limit of the target zone should be safely
over the winding-up barrier. A particular fluctuation
reserve (often also called equalization reserve) is a
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helpful tool for the control of business outcomes (see
the entry fluctuation reserve). A common way out
from a precarious situation is, if other means are no
longer available, to find another insurance company
to which the portfolio can be merged with all its assets
and liabilities.
The risks involved with the real life activities are
so numerous and varying that they cannot well be
taken into account even by the most sophisticated
formulae for Umin . Therefore, in some countries, the
solvency control is supplemented by requiring individual analyses and reports made by an appointed
actuary. Similarly, the supervising authors may use
an early warning procedure, which provides a conception of the movements of solvency ratios of each
company and helps to find, in time, the cases where
the development is turning precarious.
Earlier, the actuarial solvency considerations were
limited only to the risks inherent from the fluctuation of the claim amounts. The risks involved with
assets were handled separately, for instance, by using
margins between the market values and book values
as a buffer. In some countries, the concept solvency
margin and so on are enlarged to cover the asset
risks as well. Then the variable P in (1) is to be
replaced by the sum of premiums and investment
income. Asset risks consist of failures and movements
of the values of the assets items. For instance, the
stock exchange values may temporarily fall considerably [10].
The solvency of life insurance can be analyzed
similarly as described above. However, the long-term
commitments require special attention, in particular, due to the fact that the premiums of the current treaties can no longer be amended. The safety
of assets has an increased weight. Therefore, the
ratio U /V is often used as an alternative indicator
besides (1), where V is the amount of the technical
reserves. Furthermore, the strategies that are applied
for bonuses have a crucial effect; they should not
be so high that the safety reserves may become too
narrow ([1] Chapter 15). Therefore, the solvency test
carried out by an appointed actuary is nearly indispensable for life business.
Because the safety regulation can never provide a
full guarantee, an ultimate link in the security chain
may be a joint guarantee for all insurance or at least
for some classes of the business. The claims of insolvent insurers are settled from a compensation fund,
which is financed by levying all the insurers in the

market. Claimants and policyholders are protected,
not the insurers.
This joint guarantee has been criticized for being
unfair to ‘sound insurers’ who have to pay their competitor’s losses, which might have arisen from underrated premiums or other unsound business behavior.
Therefore, the guarantee in some countries may be
limited to, for example, 90% of the actual amount,
assuming that it prevents policyholders from speculating on the benefit from undervalued premium rates
possibly available in the market.
The detailed constructions of the solvency protection vary greatly from country to country. General views can be found in referred publications [1,
4, 9]. Special information on particular countries
are available from [3, 8] for the United States, [5,
6] for the United Kingdom, and [4, 7] for the
Netherlands.

Solvency Margin
Solvency margin (denoted by U ) is a central working tool in solvency considerations. It consists of
the items in balance sheets that are available to
cover losses in business outcomes, in practice, as
follows:
•
•
•
•

capital and reserves (company’s booked own capital, shareholders’ fund);
margins between the market values of assets and
their book values;
margins between the book values and the best
estimates of the liabilities; and
fluctuation reserve (called also equalization
reserve), if applied.

The second and the third items above are often called
‘hidden reserves’. In North America, the solvency
margin is called surplus.
The solvency margin has a commonly comparable meaning only if the rules of asset and liability
valuations are adequate and fairly similar for all
insurers. Unfortunately, this might not be the case
in all countries; even negative hidden reserves have
been revealed.
As explained in the entry ‘solvency’, the concepts,
actual, required, and target values for U are defined
for various purposes and its ratio to the premiums or
to the turn-over volume (solvency ratio) is a measure
for the solvency of the insurer.

Solvency
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Stochastic Control Theory
The theory of stochastic control deals with the problem of optimizing the behavior of stochastic processes in a dynamic way, which means that the
controller at any given point in time can make
new decisions based on all information, which is
available to him at that time. Typical examples of
these kinds of problems from insurance are the
following:
1. (Martin-Löf [12]) A discrete time premium control
problem in which the reserve of an insurance company at a given time point (say end of the month) is
Xt = Xt−1 + p − pt−1 − Yt ,

(1)

where p is a fixed basis premium rate and Yt is
the total amount of claims in the period [t − 1, t)
(assumed to be i.i.d.). The objective is to choose the
rate pt = p(Xt ) in (t, t + 1), such that
Jx (p) = Ɛx

τ −1


α t p(Xt )

(2)

t=0

is maximized, where τ is the time of ruin and
α ∈ [0, 1] is a discount factor.
2. (Asmussen and Taksar [2]) A continuous-time
problem in which the reserve process Xt is modeled
by a Brownian motion with positive drift µ and
diffusion coefficient σ . If the company distributes
dividends with a rate D(t) ∈ [0, M] for some M <
∞, we have
dX(t) = (µ − D(t)) dt + σ dW (t),

(3)

with W a standard Brownian motion. The aim is to
maximize the present expected value of all future
dividends until bankruptcy, that is, to maximize
 τ
e−ρt D(t) dt,
(4)
Jx (D) = Ɛx
0

where ρ > 0 is a discount rate.
3. (Schmidli [15]) A classical continuous-time model
for the reserve process is the compound Poisson
model in which claims arrive according to a Poisson
process Nt with intensity λ, and the claim sizes Yi are
i.i.d. with distribution B and independent of the i.i.d.
arrival times Ti . The company uses proportional

reinsurance with retention a(t), which means that
at any time t it can choose to reinsure a fraction
1 − a(t) of all incoming claims. For given retention
a, p(a) denotes the premium rate and Y a denotes the
claim size after reinsurance. Then the reserve at time
t is


t

Xt = x +

p(a(s)) ds −

0

Nt


Y a(Ti ) .

(5)

i=1

A criteria for choosing the optimal retention is to
minimize
Jx (a) = (τ < ∞),

(6)

where τ is the time of ruin.
The mathematical approach to these problems,
which is presented here, is based on the Dynamic
Programming Principle (DPP) or Bellman Principle
as introduced in [3]. When we set up the theoretical
framework we must, however, separate the situations
of discrete time and continuous-time optimization.
We will only introduce the theory in the case when
the state process, that is the process which is to be
controlled, is a scalar. This is mainly for notational
convenience and it can be easily extended to higher
dimensions.

Discrete Time Optimization
In discrete time the state process X = {Xt }t∈0 is
controlled by a control process U = {Ut }t∈ taking
values in some predefined set At,x ⊆ m , where t,
x indicate that the set may depend on time and the
process X. Let F = {Ft } be a filtration that describes
all information available to the controller. Then Ut
must be Ft measurable and by U we denote the set of
all admissible controls, that is, the adapted processes
taking values in At,x . The state value at time t
depends on the value of the state and the control at
time t − 1, hence we define the transition kernel
Pxu (dy) = (Xt ∈ dy|Ft−2 , Xt−1 = x, Ut−1 = u).
(7)
We consider two (closely related) criteria of optimality. The first criteria is the finite horizon problem in
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which the objective is to find a value function of the
form
Vn (x) = sup Jn,x (U )
U ∈U

= sup Ɛn,x
U ∈U

T −1


As the second criteria, we consider the discounted
infinite horizon problem with value function


h(Xt , Ut ) + g(XT ) ,



(8)

t=n

V (x) = sup Ɛx

where the subscript n, x corresponds to conditioning
on {Xn = x}. The objective is to find an optimal
control function U ∗ (with corresponding state process
X ∗ ) such that Vn (x) = Jn,x (U ∗ ).
Theorem 1 The sequence of functions Vn (x), n =
0, . . . , T defined by (8) satisfies the Dynamic Programming Principle (DPP)



u
Vn (x) = sup h(n, x, u) + Vn+1 (y)Px (dy)
u∈An,x

(9)
for n ∈ 0, . . . , T − 1 with VT (x) = g(x).



T −1


U ∈U

∞



t

α h(Xt , Ut ) ,

(12)

t=0

where 0 ≤ α ≤ 1 is a discount factor. We assume
the function h satisfies growth conditions, which
ensure that the right hand side is well defined for
all admissible U (e.g. h bounded). We only consider
stationary Markov controls, which are controls on the
form Ut = u(Xt−1 ).
Theorem 2 The value function V defined by (12)
satisfies the DPP



u
V (x) = sup h(x, u) + α V (y)Px (dy) . (13)
u∈Ax

Thus the desired function Vn can be found by
applying (9) recursively, starting with n = T . The
motivation for (9) is simple. Consider any control U
with U (n) = u. Then the value function is
Jn,x (U ) = h(n, x, u) + Ɛ

Corollary 1 Assume there exists a function u(n, x),
which maximizes the right hand side of (9). Then the
optimal control is a Markov control Ut∗ = u(t, Xt∗ ).


h(Xt , Ut ) + g(XT ) .

t=n+1

(10)
Given {Xn+1 = y} the second term on the right hand
side equals the value function Jn+1,y (Û ) for some
control Û and is therefore not larger than Vn+1 (y).
We therefore obtain


Jn,x (U ) ≤ h(n, x, u) + Ɛ Vn+1 (Xn+1 )



u
≤ sup h(n, x, u) + Vn+1 (y)Px (dy) . (11)
u∈An,x

Since this holds for any Jn,x (U ) equality must hold
for Vn (x). That VT (x) = g(x) is obvious. A Markov
control (also called feedback control) is a control
Ut = u(t, Xt ), for some deterministic function u.
Note, that for these controls the transition kernel (1)
becomes a Markov transition kernel. The following
corollary is rather easily checked.

Furthermore, assume there exists a maximizing function u(x) in (13). Then the optimal control is Ut∗ =
u(Xt∗ ).
The argument for this result follows the argument
for the finite horizon case. It can be shown that the
value function is the unique solution to (13) if a solution exists and can be approximated using standard
fixpoint techniques, for example, by choosing arbitrary V0 (x) and defining



Vn (x) = sup h(x, u) + α Vn−1 (y)Pxu (dy) .
u∈Ax

(14)
The infinite horizon problem may also involve stopping, that is, let τ = inf{t ≥ 0: Xt  ∈ G} denote the
first exit time from some set G ⊆  and define the
value function
 τ −1


α t h(Xt , Ut ) + g(Xτ )I (τ < ∞) .
V (x) = sup Ɛx
U ∈U

t=0

(15)
Then V (x) satisfies (14) for x ∈ G and V (x) = g(x),
x  ∈ G. Returning to Example 1, we see this is in the
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form (15) with g = 0 and h(x, p) = p. Substituting
ξ = x − p the problem (14) becomes



V (x) = max x − ξ + V (ξ − y)B(dy) , (16)
0≤ξ ≤x

where B is the distribution of p − Y . It follows that
there exists ξ1 such that the optimal choice is ξ ∗ = x,
x ≤ ξ1 and ξ ∗ = ξ1 , x ≥ ξ1 [12]. Pioneer work on
dynamic programming is in [3]. Good references for
discrete time control are also [13, 16].

Continuous-time Optimization
Controlled Diffusions
The classical area of continuous-time optimization is
controlled diffusions. The use of controlled diffusions in insurance problems is typically motivated
from diffusion approximations. In this setup the
state process X is governed by the SDE
dX(t) = µ(t, X(t), U (t)) dt
+ σ (t, X(t), U (t)) dW (t);

(a)

Finite time horizon

Js,x (U ) = Ɛ

h(t, X(t), U (t)) dt


+ g(τ ∧ T , X(τ ∧ T )) ,

Lu f (s, x) = µ(s, x, u)

+

∂
f (s, x)
∂x

σ 2 (s, x, u) ∂ 2
f (s, x).
2
∂x 2

(21)

Theorem 3 Assume in case (a) and (b) that V ∈
C 1,2 . Then V satisfies the HJB equation


∂
u
sup
V (s, x) + L V (s, x) + h(s, x, u) = 0.
u∈As,x ∂s
(22)
In case (a), we have the following boundary
conditions
V (T , x) = g(T , x),

x ∈ G,
x ∈ δG,

s<T

and in case (b), the latter must be satisfied for all s.
(18)

where 0 < T < ∞ is a fixed terminal time.
Infinite horizon, discounted return
 τ
Js,x (U ) = Ɛ
e−ρt h(X(t), U (t)) dt
s

In case (b) and (c), the SDE (17) must be timehomogeneous meaning that µ, σ cannot depend
explicitly on t (note that the reward functions h, g
does not depend on t). The objective is to find the
optimal value function V (s, x) = supU Js,x (U ) and
an optimal control U ∗ such that V (s, x) = Js,x (U ∗ )
for all s, x. The important tool for solving this
problem is the Hamilton–Jacobi–Bellman equation
(HJB), a second order nonlinear differential equation,
which is satisfied by the optimal value function (in
case (c), with ergodic return the optimal value is actually a constant, and the approach is slightly different).
For each u ∈ A, we define the infinitesimal operator

V (s, x) = g(s, x),

τ ∧T

s

(b)

(c) Infinite time horizon, ergodic return

 T
1
Js,x (U ) = lim sup Ɛ
h(X(t), U (t)) dt .
T →∞ T
s
(20)

X(s) = x, (17)

where s, x is the initial time and position, W =
{W (t)}t∈ is a standard Brownian motion, and
U = {U (t)}t∈ is the control process, adapted to
the filtration generated by W and taking values in
some region At,x ⊆ m . An admissible control U
is a process satisfying these conditions ensuring that
the (17) has a solution X. For each admissible control
U we introduce a performance criteria Jx,s (U ), which
is typically one of the following: Let τ be the first exit
time of X from a region G ⊆ , which will depend
on the control U .

3


−ρτ
+ e g(X(τ ))I (τ < ∞) . (19)

To give an argument for the HJB equation we
consider only case (a). Let τ̂ = τ ∧ T and choose
any stopping time σ . Following the arguments of the
finite time models we find the DPP to be

σ ∧τ̂
V (s, x) = sup Ɛ
h(t, X(t), U (t)) dt
U

s



+ V (σ ∧ τ̂ , X(σ ∧ τ̂ )) .

(23)
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Let h > 0 be small and choose σ = σh such that
σ < τ̂ a.s. and σ → s when h → 0. Then using Ito’s
formula we get
 σ
0 = sup Ɛ
{h(t, X(t), U (t))
U

+

s


∂
V (t, X(t)) + LU (t) V (t, X(t))} dt . (24)
∂t

Now divide by Ɛ[σ ] and let h → 0. Assume we
can interchange limit and supremum. Then we arrive
at (8).
Although these arguments can be made rigorous
we cannot know in advance that V will satisfy the
HJB equation. The Verification Theorem shows, however, that if a solution to the HJB equation exists it is
equal to optimal value function. In addition, it shows
how to construct the optimal control.
Theorem 4 Assume a solution F to (22) exists satisfying the boundary conditions. Let u(s, x) be the maximizer in (22) with V replaced F and define U ∗ by
U ∗ (t) = u(t, X ∗ (t)) with X ∗ the corresponding solution to (17). Then F (s, x) = V (s, x) = Js,x (U ∗ ).
The argument here is even simpler. Choose arbitrary U . Then

Ɛ[F (τ̂ , X(τ̂ ))] − F (s, x)


τ̂
∂
U (t)
=Ɛ
F (t, X(t)) + L F (t, X(t)) dt .
0 ∂t
(25)
Since F satisfies the HJB and the boundary conditions we get

Ɛ[g(τ̂ , X(τ̂ ))] − F (s, x)


τ̂
≤ −Ɛ
h(t, X(t), U (t)) , (26)
0

where from F (s, x) ≥ Js,x (U ). Choose U = U ∗ and
equality follows easily, which completes the proof.
In the infinite horizon case (b) it can be shown that
V (s, x) = e−ρs V (0, x), hence we need only consider
V (x) = V (0, x). It is easily seen that the HJB for
V (x) is then
 2
σ (x, u)
sup
V (x) + µ(x, u)V (x)
2
u∈A


− ρV (x) + h(x, u) = 0.

(27)

The boundary condition is V (x) = g(x), x ∈ δG.
In the finale case of ergodic return, the approach
is slightly different since it can be shown that the
optimal value function is V (x) = λ independent of
x. In this case, we need a potential function F (x)
and it can be shown that the pair (F (x), λ) satisfies
the HJB equation

 2
σ (x, u)
sup
F (x) + µ(x, u)F (x) + h(x, u) = λ.
2
u∈A
(28)
To understand the potential function F we can look
at the relation between case (b) and (c), where we let
G = . Let V ρ (x) be the solution to (27) for fixed
ρ. Then it follows that ρV ρ (0) → λ and V ρ (x) −
V ρ (0) → F (x) when ρ → 0.
In Example 2 it is easily seen, that the HJB equation becomes

 2
σ
sup
V (x) + (µ − D)V (x) − ρV (x) + D = 0.
D∈[0,M] 2
(29)
The value function can be shown to be concave
and it follows easily that the solution is a ‘bangbang’ solution: D(x) = 0 if x < x1 and D(x) = M
if x > x1 for some x1 . From this observation, the
function V can easily be constructed by solving
two ODEs and making a ‘smooth fit’ of the two
solutions at x1 and thereby finding the unknown x1
(for details see [2]). If we remove the restrictions on
the rate of dividend payments, that is, let M → ∞,
we cannot solve the HJB equation. However, the
problem can still be solved using singular control. We
will not go further into this topic here (refer to [6] for
more details). This dividend maximization problem of
Example 2 has been extended in a series of papers by
adding reinsurance and investment strategies to the
problem [1, 10, 11]. Good references for controlled
diffusions are [5, 17].

Control of Piecewise Deterministic
Markov Processes
Piecewise Deterministic Markov Processes (PDMP)
is a class of nondiffusion, continuous time, Markovian stochastic processes. A theory for controlling
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these processes has been developed [4, 14]. A process X = {X(t)}t∈0 is a PDMP if it has a countable
number of jumps of size Y1 , Y2 , . . . with distribution B, which arrive with intensity λ(x). We let
T1 , T2 , . . . denote the arrival times. In the time intervals (Ti , Ti+1 ), the process evolves deterministically
according to the differential equation (dX(t)/dt) =
f (t, X(t)). When controlling we consider only stationary Markov controls U (t) = u(X(t−)), and we
assume that λ = λ(x, u), B = B u and f = f (x, u).
Again we let τ denote the first exit time of X from
a set G and consider the value function
 τ
V (x) = sup Ɛ
e−ρt h(X(t), U (t)) dt
U

+e

0

−ρτ


g(X(τ ))I (τ < ∞) .

(30)

Using similar arguments as in the previous section,
we can show that V satisfies the HJB equation


(31)
sup Au V (x) − ρV (x) + h(x, u) = 0
u∈Ax

for all x ∈ G and V (x) = g(x) for x ∈ \G. The
infinitesimal operator is here an integro-differential
operator given by
Au k(x) = f (x, u)k (x)

+ λ(x, u) k(x + y) − k(x)B u (dy). (32)

This means that the equation (31) is a nonlinear
integro-differential equation, which is in general very
hard to solve.
It is easily seen that Example 3 is formulated
in the setting of PDMPs with f (x, a) = p(a) and
λ(x, a) = λ. The criteria function is of the form (30)
with h = 0, ρ = 0 and g = 1. So the HJB becomes

 x
min p(a)V (x) + λ
V (x − y)
a∈[0,1]

0


− V (x)B a (dy) = 0,

(33)

where B a is the distribution of aY. By change of
variable the equation becomes

x
min p(a)V (x) − λ 1 − B
a∈[0,1]
a

 x
x−y
λ 1−B
−
V (y) dy = 0, (34)
a
0
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which is a nonlinear integral equation for V . After
showing existence and uniqueness of a solution this
can be approximated by iterative methods as in the
discrete time case [7, 9, 15]. If claim sizes are exponentially distributed some control problems can be
solved explicitly [7, 8, 9].
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Stochastic Orderings
Introduction
Stochastic orders are binary relations defined on sets
of probability distributions, which formally describe
intuitive ideas like ‘being larger’, ‘being more variable’, or ‘being more dependent’. A large number of
orderings were introduced during the last decades,
mostly motivated by different areas of applications.
They gave rise to a huge amount of literature that
culminated with [29, 30, 34, 37].
One of the areas in which the theory of stochastic orderings demonstrates its wide applicability is
undoubtedly actuarial science. This is not surprising
since actuaries have to deal with various types of
risks, modeled with the help of random variables. In
their everyday life, they have to compare risks and
compute insurance premiums, reflecting their dangerousness. The easiest way to rank risky situations
certainly consists in computing some risk measure
and in ordering the random prospects accordingly.
In many situations however, even if a risk measure is reasonable in the context at hand, the values
of the associated parameters (probability levels for
Value-at-Risk and Tail-VaR, deductibles for stoploss premiums, and risk aversion coefficient for
exponential utility functions, . . .) are not fixed by
the problem. Therefore, actuaries may require much
more than simply looking at a particular risk measure: they could ask for a risk to be more favorable
than another for all values of the possible parameters of a given risk measure. This generates a partial
order (and no more a total one, i.e. the actuary cannot
order any pair of risks anymore) called a stochastic
ordering.
The interest of the actuarial literature in the
stochastic orderings, which originated in the seminal
papers [2, 3, 16], has been growing to such a point
that they have become one of the most important
tools to compare the riskiness of different random
situations. Examples and actuarial applications of the
theory of stochastic orderings of risks can also be
found in [19, 25, 27].

Integral Stochastic Orderings
Consider two n-dimensional random vectors X and
Y valued in a subset S of n . Many stochastic

orderings, denoted here by ∗ , can be defined by
reference to some class U∗ of measurable functions
φ: S →  by
X ∗ Y ⇐⇒ Eφ(X) ≤ Eφ(Y) ∀ φ ∈ U∗ ,

(1)

provided that the expectations exist. Orderings defined in this way are generally referred to as integral
stochastic orderings; see, for example [31]. Nevertheless, not all stochastic order relations are integral
stochastic orderings.
Among standard special cases of integral stochastic orderings, we mention the following examples:
•
•
•

usual stochastic order X ≤st Y if U∗ in (1) is the
set of all increasing functions;
convex order X ≤cx Y if U∗ in (1) is the set of
all convex functions;
increasing convex order X ≤icx Y if U∗ in (1) is
the set of all increasing convex functions.

The usual stochastic order compares the size of
the random vectors, whereas the convex order compares the variability of the random vectors. Increasing
convex order combines both features. This can easily
be seen from the following almost sure characterizations, which relate these orderings to the notion of
coupling and martingales:
•
•
•

X ≤st Y holds if and only if there are random
vectors 
X and 
Y with the same distributions as X
and Y satisfying 
X≤
Y a.s.;
X ≤cx Y holds if and only if there are random
vectors 
X and 
Y with the same distributions as X
and Y satisfying E[
Y|
X] = 
X a.s.;
X ≤icx Y holds if and only if there are random
vectors 
X and 
Y with the same distributions as X
and Y satisfying E[
Y|
X] ≥ 
X a.s.

In the univariate case, there are other simple characterizations. There X ≤st Y holds if and only if their
distribution functions FX and FY fulfil FX (t) ≥ FY (t)
for all real t. This is equivalent to requiring the
Value-at-Risks to be ordered for any probability
level. The inequality X ≤icx Y holds if and only
if E(X − t)+ ≤ E(Y − t)+ holds for all real t. In
an actuarial context, this means that for any stoploss contract with a retention t the pure premium
for the risk Y is larger than the one for the risk
X. Therefore, the increasing convex order is known
in actuarial literature as stop-loss order, denoted by
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X ≤sl Y . A sufficient condition for stop-loss order is
that the distribution functions only cross once, the
means being ordered. This famous result is often
referred to as Ohlin’s lemma, as it can be found
in [35].
The convex order X ≤cx Y holds if and only
if X ≤icx Y and in addition EX = EY . In actuarial sciences, this order is therefore also called
stop-loss order with equal means, sometimes denoted
as X ≤sl,= Y . Actuaries also developed the higher
degree stop-loss orders (see [20, 26] and the references therein) and the higher degree convex orders
(see [10]). All these univariate stochastic orderings
enjoy interesting interpretations in the framework of
expected utility theory.

Conditional Integral Stochastic Orderings
Sometimes it happens that one is interested in stochastic orderings which are preserved under the operation
of conditioning. If one requires that for X and Y , the
excesses over t [X − t|X > t] and [Y − t|Y > t] are
comparable with respect to usual stochastic ordering
for all t, then one is naturally lead to the hazard rate
order. The latter ordering naturally appears in life
insurance (since it boils down to compare mortality
rates. It also possesses an interesting interpretation in
reinsurance. In the latter context, [X − t|X > t] represents the amount paid by the reinsurer in a stop-loss
agreement, given that the retention is reached.
If [X|a ≤ X ≤ b] st [Y |a ≤ Y ≤ b] is also required for any interval [a, b], then the likelihood ratio
order is obtained. This corresponds to the situation
in which the claim amount is known to hit some
reinsurance layer [a, b]. Likelihood ratio order is a
powerful tool in parametric models.
Both hazard rate and likelihood orders cannot be
defined by a class of functions as described in (1).
We refer to [34] for formal definitions and properties
of them.

Properties of Integral Stochastic Orderings
A noteworthy feature of the integral stochastic orderings ∗ is that many of their properties can be
obtained directly from conditions satisfied by the
underlying class of functions U∗ . This approach, particularly powerful in the multivariate case, offers
an opportunity for a unified study of the various
orderings, and provides some insight into why some

of the properties do not hold for all stochastic
orderings.
Of course, there may be different classes of functions which generate the same integral stochastic
order. For checking X ∗ Y it is desirable to have
‘small’ generators, whereas ‘large’ generators are
interesting for applications. From an analytical point
of view, this consists, in fact, in restricting U∗ to a
dense subclass in it, or on the contrary, in replacing
U∗ with its closure with respect to some appropriate topology (for instance, the topology of uniform
convergence).
Theorem 3.7 in [31] solves the problem of characterizing the largest generator. Broadly speaking, the
maximal generator of an integral stochastic ordering is the closure (in some appropriate topology)
of the convex cone spanned by U∗ and the constant
functions. Henceforth, we denote as U∗ the maximal
generator of ∗ .
In order to be useful for the applications, stochastic
order relations should possess at least some of the
following properties.
1. Shift invariance: if X ∗ Y, then X + c ∗ Y +
c for any constant c;
2. Scale invariance: if X ∗ Y, then cX ∗ cY for
any positive constant c;
3. Closure under convolution: given X, Y and Z
such that Z is independent of both X and Y, if
X ∗ Y, then X + Z ∗ Y + Z;
4. Closure with respect to weak convergence: if
Xn ∗ Yn for all n ∈  and Xn (resp. Yn )
converges in distribution to X (resp. Y), then
X ∗ Y;
5. Closure under mixing: If [X|Z = z] ∗ [Y|Z =
z] for all z in the support of Z, then X ∗ Y also
holds unconditionally.
Note that many other properties follow from 1 to 5
above, the closure under compounding, for instance.
A common feature of the integral stochastic orderings
is that many of the above properties are consequences
of the structure of the generating class of function.
Specifically,
1. ∗ is shift-invariant, provided φ ∈ U∗ ⇒ φc ∈
U∗ where φc (x) = φ(x + c);
2. ∗ is scale-invariant, provided φ ∈ U∗ ⇒ φc ∈
U∗ where φc (x) = φ(cx);
3. ∗ is closed under convolution, provided φ ∈
U∗ ⇒ φc ∈ U∗ where φc (x) = φ(x + c);

4. ∗ is closed with respect to weak convergence,
provided there exists a generator consisting of
bounded continuous functions;
5. closure under mixing holds for any integral
stochastic order.
To end this section, it is worth mentioning that
integral stochastic orderings are closely related to
integral probability metrics. A probability metric
maps a couple of (distribution functions of) random
+
vectors to the extended half-positive real line  ; this
mapping has to possess the metric properties of symmetry, triangle inequality, and a suitable analog of the
identification property. Fine examples of probability
metrics are the integral probability metrics defined by


(2)
d(X, Y) = sup Ɛφ(X) − Ɛφ(Y)
φ∈F

where F is some set of measurable functions φ.
Note the strong similarity between integral stochastic
orderings defined with the help of (1) and integral
probability metrics of the form (2). This apparent
analogous structure can be exploited further to derive
powerful results in the vein of those obtained in [33]
and [28]. Metrics have been used in actuarial sciences
to measure the accuracy of the collective approximation to the individual risk model (see [36]). Recent
applications to evaluate the impact of dependence are
considered in [11, 17].

Dependence Orders
In recent years, there has been a rapidly growing
interest in modeling and comparing dependencies
between random vectors. An important topic in actuarial sciences is the question how the dependence of
risks affects the riskiness of a portfolio of these risks.
Here, the so-called supermodular order and the directionally convex order play an important role. They are
integral stochastic orders generated by supermodular
and directionally convex functions, respectively.
Supermodular functions can be defined as follows:
A function f : n →  is supermodular, if
f (x ∧ y) + f (x ∨ y) ≥ f (x) + f (y)

∀ x, y ∈ n ,
(3)

where the lattice operators ∧ and ∨ are defined as
x ∧ y := (min{x1 , y1 }, . . . , min{xn , yn })

(4)
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x ∨ y := (max{x1 , y1 }, . . . , max{xn , yn }).

(5)

and

A function f : n →  is directionally convex, if
it is supermodular, and in addition convex in each
component, when the other components are held
fixed.
A twice-differentiable function is supermodular, if
all off-diagonal elements of the Hessian are nonnegative. It is directionally convex if all elements of the
Hessian are nonnegative.
The stochastic order relations obtained by using
in (1) for U∗ the classes of supermodular or directionally convex functions, are called supermodular
order (denoted as ≤sm ) and directionally convex
order (denoted as ≤dcx ).
The supermodular order fulfils all desirable properties of a dependence order (as stated in [23]). If
X ≤sm Y, then both vectors have the same marginals,
but there is stronger dependence between the components of Y compared to the components of X.
In contrast, the directionally convex order combines
aspects of variability and dependence. Both of them
have the interesting property that


Yi .
(6)
X  Y ⇒
Xi ≤cx
In an actuarial context, this means that a portfolio
Y = (Y1 , . . . , Yn ) is more risky than the portfolio
X = (X1 , . . . , Xn ). This was the reason why supermodular ordering was introduced in actuarial literature in [32]. A number of articles have been devoted
to the study of the impact of a possible dependence
among insured risks with the help of multivariate
stochastic orderings (see [1, 5, 7, 8, 13, 14]).
Another important class of dependence orders is
given by the orthant orders. Two random vectors
are said to comparable with respect to upper orthant
order (X ≤uo Y) if
P (X1 > t1 , . . . , Xn > tn ) ≤ P (Y1 > t1 , . . . , Yn > tn )
∀ t1 , . . . , t n .

(7)

They are said to be comparable with respect to lower
orthant order (X ≤lo Y) if
P (X1 ≤ t1 , . . . , Xn ≤ tn ) ≤ P (Y1 ≤ t1 , . . . , Yn ≤ tn )
∀ t1 , . . . , t n .

(8)

These orders also share many useful properties of
a dependence order (see [23]). However, they have

4

Stochastic Orderings

the disadvantage that (6) does not hold for them for
n ≥ 3. The sum of the components of X and Y are
only ordered with respect to higher degree stop-loss
orders.
For a concise treatment of dependence orders, we
refer to [34]. The directionally convex order is also
considered in the article on point processes.

Incomplete Information
A central question in actuarial sciences is the construction of extrema with respect to some order
relation. Indeed, the actuary sometimes acts in a conservative way by basing his decisions on the least
attractive risk that is consistent with the incomplete
available information. This can be done by determining in given classes of risks, coherent with the
partially known information, the extrema with respect
to some stochastic ordering, which translates the preferences of the actuary, that is, the ‘worst’ and the
‘best’ risk. Thus, in addition to trying to determine
‘exactly’ the risk quantities under interest (the premium, for instance), the actuary will obtain accurate
lower and upper bounds for it using these extrema.
Combining these two methods, he will then determine
a reasonable estimation of the risk.
In the univariate case, we typically consider the
class Bs (S; µ) of all the random variables valued in
S ⊆  and with fixed numbers µ1 , µ2 , . . . , µs−1 as
first s − 1 moments. For a study of such moment
spaces Bs (S; µ) with actuarial applications (see [12]).
In general, Xmax ∈ Bs (S; µ) is called the maximum of
Bs (S; µ) with respect to ∗ if
X ∗ Xmax

∀ X ∈ Bs (S; µ).

∀ X ∈ Bs (S; µ).

(10)

Minima and maxima with respect to the s-convex
orders with S = [a, b] have been obtained in [4].
Discrete s-convex bounds on claim frequencies (S =
{0, 1, . . . , n}) have also been considered; see, for
example [6, 9].
Sometimes, maxima or minima cannot be obtained, only suprema or extrema. The supremum Xsup
is the smallest random variable (with respect to ∗ )
not necessarily in Bs (S; µ), for which
X ∗ Xsup

∀ X ∈ Bs (S; µ).

Xinf ∗ X

(11)

∀ X ∈ Bs (S; µ).

(12)

In Section 1.10 of [34], it is shown that suprema and
infima are well defined for the most relevant stochastic orders. In [18, 24] extrema with respect to st
for elements in Bs (S; µ) are derived. Corresponding
problems with respect to icx and cx are dealt with
in [21].
Of course, further constraints like unimodality can
be added to refine the bounds [4]. Also, other classes
than moment spaces are of interest. For instance, the
class of increasing failure rate (IFR) and decreasing
failure rate (DFR) distributions.
The multivariate case also attracted some
attention. In this case, the marginals are often fixed
(so that we work within a so-called Fréchet space).
Comonotonicity provides the upper bound with
respect to sm (see [32]). The case in which only
a few moments of the marginals are known has been
studied in [15]. When a fixed value for the covariance
is assumed, some interesting results can be found
in [22].
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Underwriting Cycle
Cycles and Crises
The property-casualty insurance industry is notorious
for its pattern of rising and falling prices and the supply of coverage, particularly in commercial casualty
lines. This pattern is well known to insurance practitioners and academics as the ‘underwriting cycle’.
In ‘soft markets,’ insurers endeavor to sell more
insurance, reflected in lower prices, relaxed underwriting standards and more generous coverage provisions. Conversely, in ‘hard markets,’ insurers increase
prices, tighten their underwriting standards, and narrow coverage. A particularly severe hard market can
constitute a ‘crisis’ in the sense that individuals and
firms face very substantial price increases or are
unable to buy insurance at any price. (The label ‘Liability Crisis’ was commonly used to describe market
conditions for liability insurance in the mid-1980s
and many media accounts describe current conditions
in the medical malpractice insurance market as a crisis.) Cyclicality has played a significant role in the
industry’s evolution and the development of public
policy toward the industry. Most recently, a confluence of conditions and events, including the terrorist
attacks on September 11, 2001, have contributed to a
tightened supply of commercial property and casualty
insurance in domestic and international markets.
The underwriting cycle has been subject to considerable theoretical and empirical research. Insurance
scholars have focused on economic causes of the
cycle, such as movements in interest rates, industry
capacity, and the cost of paying claims. Researchers
also have explored the role of certain ‘market imperfections,’ such as time lags between the occurrence
and reporting of insured losses that will generate
claims payments and regulatory delays in approving price changes [8, 11]. Market participants also
offer observations about behavioral aspects of insurers’ pricing and coverage decisions that have spurred
further academic inquiry. Wells [12], for example, has
examined principal-agent conflicts and managers’ use
of ‘free cash flow’ as potential contributors to cyclical
pricing and underwriting.
There is no definitive quantitative measure of the
underwriting cycle, but several indicators of the insurance industry’s financial results reflect the cycle.
For example, cyclicality is evident in the rate of

growth in premiums and the ratio of losses and
expenses to premiums (known as the ‘combined
ratio’). The combined ratio will decrease if premium growth exceeds the growth in losses and
expenses. The reverse is also true. Figure 1 shows
premium growth for the property/casualty industry
as a whole for the years 1968–2001. (With the
exception of Figure 4, all figures and data discussed
in this article were obtained from A.M. Best [1].)
Figure 2 shows the combined ratio after dividends
(to policyholders) for the property/casualty industry for the years 1957–2001. Measuring from peak
to peak, six distinct cycles in the combined ratio
are observed for the period 1957–2001: 1957–1964;
1964–1969; 1969–1975; 1975–1984; 1984–1992;
and 1992–2001. Actually, prices may rise further
before the cycle turns in 2003 or 2004, according
to industry analysts. Research by Cummins, Harrington, and Klein [4] reveal a similar pattern dating
back to the early 1920s, when these data first became
available.
However, traditional financial indicators such as
the combined ratio can be misleading in terms of
measuring the cyclicality of prices and profits. Premiums are inversely related to the level of interest rates
because the competitive price reflects the discounted
present values of loss, expense, and tax cash flows.
Therefore, when interest rates rise (fall), if other
factors remain constant, premiums will decline (rise)
and the combined ratio can be expected to increase
(decrease). But this does not necessarily mean that
profits have decreased (increased).
Another indicator, the overall ‘operating ratio’ partially compensates for this problem by subtracting the
ratio of investment earnings to premiums from the
combined ratio. A related measure is net operating
income (before taxes) as a percentage of earned premiums. Figure 3 shows the operating income measure
for the years 1968–2001. While the timing of changes
in operating income correspond closely to changes in
the combined ratio, the relative magnitude of income
changes appear less severe. For example, during the
soft market of the early 1980s, the combined ratio
shifted by almost 20 percentage points while operating income changed by only 7 percentage points.
However, operating income measures give only an
approximate indication of profitability because they
do not adequately account for the timing of the relevant cash flows and do not reflect income taxes.
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A further problem is that reported revenues
(earned premiums) represent an average of prices
set over a two-year period. This averaging process,
plus the lags inherent in the insurance business,
mean that accounting profits (for example, the
combined ratio) will exhibit a cycle even if actual

prices charged to buyers do not. This illusory
component of the underwriting cycle is known as the
‘accounting cycle’.
Perhaps a better indication of cyclical pricing is
provided by Figure 4, which tracks the percentage
total deviation below Insurance Services Office advi-
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sory rates for general liability, commercial automobile, commercial multi-peril and commercial fire
and extended coverage, over the period 1982–1990.
It is apparent that deviations below ISO advisory
rates increased substantially from 1981 through the
end of 1983, as the market softened, and decreased

significantly after 1984, as the market hardened.
Studies by the General Accounting Office [10] and
the Risk and Insurance Management Society [9]
also have documented changes in liability insurance
prices and availability during the mid-1980s. Finally,
Figures 5 to 7 reveal cyclical patterns in combined
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ratios and operating ratios in more specific insurance
markets – commercial multi-peril, other liability, and
medical malpractice – that differ somewhat in timing
and severity.

In this context, it is possible to observe three different but related phenomena: (1) cycles in combined
ratios or ‘accounting profits’; (2) ‘real’ changes in
insurance prices, supply and profit; and (3) severe
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price/availability crises. The ‘accounting cycle’ correlates with the ‘real underwriting cycle’, but they are
not the same phenomena. Similarly, severe changes
in the price and availability of insurance affect the
combined ratio but may be distinct from both the
accounting cycle and the real underwriting cycle.
In sum, the cyclical pattern in the combined ratio,
usually viewed as ‘the cycle’ in the industry, is partially an accounting illusion. Moreover, a significant
proportion of the changes in insurance prices (relative to losses) observed over time can be explained
by changes in interest rates. However, these phenomena are not adequate to explain real underwriting
cycles (hard and soft markets) or the severe price
and availability crises that have occurred over the
past two decades.

Interest Rates, Capital, and Pricing
A series of studies sponsored by the National Association of Insurance Commissioners (NAIC) in the
early 1990s focused on periodic hard and soft markets
and price/availability crises as distinguished from the
‘accounting cycle’ [4]. Specifically, the NAIC underwriting cycle studies investigated two interrelated

issues: (1) the existence and causes of real underwriting cycles, that is periodic hard and soft markets
and (2) the causes of price/availability crises.
Neil Doherty and James Garven [6] analyzed
the interaction between interest rates, insurer capital
structure, and insurance pricing as a possible cause of
real underwriting cycles. Doherty and Garven made
use of standard financial pricing models to investigate the hypothesis that insurance prices are inversely
related to interest rates. Their principal innovation
was the use of the financial concept of the duration
of insurer assets, liabilities, and equity.
Duration is a measure of the rate of change of
the value of a financial instrument attributable to
changes in interest rates. Doherty and Garven provide
evidence that insurer equity durations are positive;
that is, the market value of equity falls (rises) when
interest rates rise (fall).
Therefore, changes in interest rates affect the price
of insurance not only through the discounting process but also by changing the insurer’s capital structure. However, Doherty and Garven hypothesize that
insurer response to rising and falling interest rates
is asymmetrical because it is easier to pay dividends if the capital is very high than it is to raise
capital when the capital is very low. Therefore, they
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believe, insurance prices will respond more strongly
to falling interest rates than to rising interest rates.
Doherty and Garven found empirical evidence to support these hypotheses.
In terms of real cycles, the Doherty–Garven
results imply that interest-rate changes, coupled with
changes in equity values, may trigger the shift from a
hard to a soft market. With regard to the 1984–1985
crisis, their results suggest that liability insurance
prices would have responded relatively strongly to
the decline in interest rates during that period, but
would have responded weakly to rising interest rates.
In other words, one would not predict that cash flow
underwriting would be associated with underpricing
during periods of rising rates. Their results also suggest that prices will increase due to capital shocks
from other causes, such as catastrophes and changing
liability rules, especially for firms that have relatively limited access to the capital markets and to
reinsurance.

Cummins and Danzon further hypothesized that existing insurers, particularly those in the higher-quality
classes, are able to raise prices under these circumstances because they hold private information about
their customers.
Cummins and Danzon presented empirical evidence supporting their hypothesis to explain the
1984–1985 liability crisis in terms of (1) declines in
interest rates; (2) increased loss expectations on new
policies; (3) retroactive rule changes increasing loss
liabilities on old policies; and (4) reserve strengthening accompanied by inflows of new capital. These
findings suggest that insurer behavior during the crisis period was a rational response to changing market
conditions. They also suggest that regulatory limits
on price changes would aggravate availability problems and delay the market’s return to normal safety
levels.

The ‘Winner’s Curse’
Loss Shocks
A second study, by J. David Cummins and Patricia
Danzon [3], focused primarily on the 1984–1985
price/availability crisis in general liability insurance,
although their results also have implications for real
underwriting cycles. Cummins and Danzon explained
crises in terms of unexpected shocks to losses or
assets that deplete capital, triggering the need to raise
new equity to remedy the capital shortage.
Cummins and Danzon hypothesized that insurers
have target leverage ratios and will seek to return
to their target ratio if dislodged because of an unexpected increase in their loss liabilities. They show
that an insurer cannot do this merely by raising new
equity capital, because part of the new capital will
be drawn down to pay old liabilities. New equity
holders will refuse to provide capital under these conditions because the capital will decrease in value once
it enters the insurer.
The only way to avoid the penalty associated with
a return to the target leverage ratio is to charge new
policyholders premiums that are higher than the premiums they would normally pay on the basis of
loss expectations, interest rates, target loss ratios, and
other cost factors. Therefore, especially large price
increases are to be expected following an adverse
loss shock that increases the value of loss reserves.

In a third study, Scott Harrington and Patricia Danzon
[7] explored two primary factors that may have contributed to excessive price cutting in liability insurance markets (see Liability Insurance) in the early
1980s: differences in insurer expectations regarding future loss costs and excessive risk taking by
some insurers in the industry. Harrington and Danzon
hypothesized that insurers form estimates or expectations of future losses on the basis of public and
private information.
These expectations are rational in the sense that
they are correct on an average. However, in any
given period, some insurers will estimate too low and
others too high. In a competitive market, the insurers
whose estimates are too low in any given period will
gain market share at the expense of insurers whose
loss estimates are too high. However, because their
loss estimates are too low, the ‘winning’ insurers
will incur excessive underwriting losses and fail to
earn a fair return on equity. This problem, which
is well known in economics, is called the ‘winner’s
curse’.
Harrington and Danzon also considered the possibility that some insurers may engage in excessive risk
taking, including ‘go for broke’ behavior. They postulate that excessive risk taking is more likely among
insurers that have low levels of intangible capital,
defined as the insurer’s reputation for quality and
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a profitable book of renewal business. Established
insurers with high levels of intangible capital may
decide to cut price below levels dictated by optimal
bidding strategies to avoid loss of business to insurers
that set prices too low because of their inexperience
or intentional risk taking. This may exacerbate pricing errors and contribute to the development of a
price/availability crisis.
Harrington and Danzon conducted empirical tests
to determine whether the winner’s curse or excessive risk taking contributed to the liability crisis.
Their strongest conclusion is that insurers and reinsurers did not foresee the substantial shifts in liability
insurance loss distributions that occurred in the early
1980s. Also, insurers with larger estimation errors,
as measured by ex-post loss development, grew faster
than insurers with smaller errors, providing some support for the winner’s-curse and excessive-risk-taking
hypothesis. They also present evidence to show that
insurers use reinsurance to facilitate rapid growth,
although this practice is not necessarily associated
with excessive risk taking.
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However, it would not be rational for insurers
to utilize deductibles because deductibles penalize
low risks more than high risks and therefore raising
deductibles may induce adverse selection. The finding
with regard to policy limits may help explain the
reductions in coverage limits that occurred during the
1984–1985 liability crisis.
Berger and Cummins also examined market equilibrium in a market characterized by mean-preserving
spreads. They demonstrated that increases in insurer
risk aversion can lead to coverage reductions accompanied by price increases. Insurer risk aversion may
increase because of uncertainty regarding the loss distribution, depletions of capital or because of other
causes. Therefore, the Berger–Cummins analysis predicts behavior very similar to that observed during the
1984–1985 liability crisis, with rapidly shifting policy offers involving lower limits and higher prices
and/or policy offers that buyers consider less than
optimal. Such offers, in this sense, are rational in a
market characterized by mean-preserving spreads and
risk-averse insurers.

Asymmetric Information
In a fourth study, Lawrence Berger and J. David
Cummins [2] extended a classic model of adverse
selection to investigate a market in which insurers can
identify buyers in terms of their expected losses, but
cannot distinguish among buyers on the basis of risk.
They assumed that insurers classify buyers for
rating purposes on the basis of the known expected
values of loss. Within any given class, buyers are
characterized by a mean-preserving spread; that is,
buyers in each class have the same mean but may
have different risk. They investigated the case in
which two types of buyers – high risk and low risk –
exist within each classification.
Berger and Cummins showed that deductibles tend
to penalize the low risks more than the high risks
because more of the loss expectation for low risks is
concentrated at the lower loss levels. On the other
hand, policy limits penalize high risks more than
low risks because high risks tend to have more loss
expectation at the high loss levels. Therefore, when
faced with uncertainty regarding the risk of loss
distributions, insurers would find it logical to reduce
policy limits because this would penalize high risks
more than low risks and may induce high risks to
drop out of the pool.

Evidence from Insurance Transaction-level
Data
The Cummins–Danzon and Harrington–Danzon
studies used aggregated data to point to shifts in
the probability of loss distribution as a potentially
important cause of the 1984–1985 liability crisis. In
a fifth study, David Cummins and James McDonald
utilize individual products–liability occurrence data
provided by the Insurance Services Office to test for
shifts both in expected losses per occurrence and
in the risk of the probability of loss distribution as
potential causes of instability in liability insurance
markets [5].
They found that both the expected value and the
risk of products-liability loss distributions increased
substantially during the period 1973–1985, with significant increases occurring during the 1980s. In this
type of environment, it would be rational for insurers to raise prices and in some cases to lower policy
limits. This additional evidence suggests that changes
in cost factors are a primary cause for the price and
availability problems for products-liability insurance
during the 1980s.
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Summary of Research
Overall, the NAIC studies show that real underwriting
cycles may be caused by some or all of the following factors:
•

•

•

Adverse loss shocks that move insurers away
from their target leverage ratios and that may be
followed by price increases that are necessary to
allow insurers to attract capital to restore target
safety levels.
Interest rates that are directly reflected in prices
through the discounting process implicit in competitive insurance markets and that indirectly
affect price because of their impact on insurer
capital structure.
Underpricing attributable to naive pricing or
excessive risk taking during soft markets, which
could contribute to the severity of hard markets.

Price/availability crises may be caused by unusually large loss shocks, extreme underpricing, and/or
by significant changes in interest rates and stock
prices. However, they may also be caused by instability in the underlying loss processes. Such instability
may lead to significant changes in what coverage
insurers offer and the prices they set. This may represent a rational response to a risky market. Dramatic
increases in expected loss costs and the risk of loss
distributions also can trigger pronounced changes in
price that are made more severe if these changes also
deplete capital.

Regulatory Implications
The main conclusion of the research on the underwriting cycle and price and availability crises is that
these phenomena are primarily caused by forces –
loss shocks and interest rates – that are not subject to
direct control by regulators or insurers. Although regulation cannot be completely effective in preventing
shifts in insurance prices and availability, government
can take certain actions to lessen the severity of these
shifts and moderate the cycle. On the other hand,
certain policy responses may not be helpful. Prior
research on the cycle as well as on the NAIC studies
have implications for several different policy areas.
For example, research indicates that rate regulation should be approached cautiously as a means to

control cyclical pricing. A number of states reinstituted prior approval or flex-rating systems in the
wake of the liability insurance crisis of the 1980s, but
the effectiveness of these approaches in controlling
cyclical pricing and improving market performance
is questionable. Rate regulation, appropriately administered, might be used to limit underpricing due to
excessive risk taking or naive behavior of insurers,
but its misapplication could have adverse effects on
the marketplace. Consumers will be hurt if rates are
held artificially above or below the competitively
determined price, the potential for which increases
when costs are changing rapidly.
Alternatively, states might consider establishing
competitive rating systems where appropriate. Under
such a system, regulators could retain sufficient
authority to intervene if insurers were clearly underpricing or overpricing their policies, while allowing
the market to function more spontaneously under normal conditions.
Better data are needed to facilitate the analysis
and monitoring of real cycles and the effects of rate
regulation. This would include information on the
exposure base as well as on price data not subject
to accounting averaging.
More stringent and proactive solvency regulation
also could make it more difficult for insurers to underprice their product and engage in risky behavior. Harrington and Danzon’s research suggests that greater
surveillance resources might be targeted toward inadequate pricing, excessive premium growth in long-tail
lines and less-experienced insurers.
Their research also suggests that regulators should
monitor more closely insurers whose shareholders,
managers, and agents have weak incentives for maintaining safe operations. This could be reflected in
underpricing, excessive investment risk and high
premium-to-surplus ratios. In addition, incentives for
prudent operation could be enhanced by forcing policyholders (or their brokers) to bear a greater portion
of the cost of insolvency. This could be accomplished
by increasing deductibles and copayment provisions
and by lowering limits for guaranty association coverage of insolvent insurers’ claims.

Antitrust Implications
The liability insurance crisis sparked antitrust lawsuits against the insurance industry and calls for
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stricter antitrust controls. However, it is not clear that
modifying federal statutes to subject loss cost analysis by advisory organizations to antitrust would assure
any tangible benefits in terms of increased competition or more stable pricing. Prohibiting advisory
trend analysis could exacerbate the underpricing and
loss-forecast errors that contribute to the cycle and
price/availability crises. Similarly, prohibiting insurers from developing standard policy forms would
seem to provide little benefit, as long as their use
in the marketplace is subject to appropriate regulation. Indeed, such a ban could result in significant
negative consequences. Allowing insurers to develop
innovative policy forms or provisions can increase
the availability of liability insurance and allow buyers to purchase policies more tailored to their specific needs.
Severe increases in liability claim costs have been
a major factor affecting the price and availability of
insurance in the United States. The NAIC studies
imply that tort reform measures that reduce uncertainty about legal liability and future damage awards
will have the most benefits in terms of mitigating
price/availability crises. Measures that limit the frequency and size of damage awards should also tend
to limit price increases during hard markets.
Among the measures that might be considered are
a clearer definition of and stricter adherence to rules
governing legal liability and compensability; scheduled limits on noneconomic damages; elimination of
the doctrine of joint and several liability for noneconomic damages; and greater use of alternative
dispute resolution and compensation mechanisms for
liability areas such as medical malpractice. However,
protection of individual rights to seek compensation
for negligent actions must be balanced against the
potential cost savings from measures that would limit
those rights.
Although the NAIC research project offers significant insights into the economic and policy questions
surrounding the underwriting cycle, study and debate
will certainly continue. It is to be hoped that this
research ultimately will lead to sound policy decisions, which will improve rather than impair the
functioning of the insurance marketplace.
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Utility Maximization
The basic form of utility theory is typically formulated as a one-period decision problem. The investor
has a utility function u(W (1)) where W (1) is her
wealth at the end of the investment period and for
a given set of investment opportunities at time 0 she
will choose the one that maximizes her expected utility at time 1, E[U (W (1))].
The theory can be extended to a multiperiod or
continuous-time setting (see, for example, Section 2
of the article on portfolio theory. Here, we typically
place the investor in a liquid investment market where
she can trade freely and buy or sell as much or
as little of each asset as she wishes (or we may
place restrictions of the sizes of individual holdings,
such as no short selling). In this context, a simple
example states that her utility (called the terminal
utility function) is measured at a specified time T in
the future as a function of her wealth at that time,
W (T ).
The problem is then one of how to maximize her
expected terminal utility. This brings in the theory of
optimal stochastic control [2, 4–6]. Here, the control
variable might be the investment strategy and in many
problems the optimal control strategy might be time
dependent and possibly stochastic with dependence
on the past performance of her portfolio.
Utility maximization can also be applied to
derivative pricing problems. In a complete market a
derivative must trade at the arbitrage-free price; if not,
then the investor will exploit the arbitrage opportunity

to achieve infinite expected terminal utility. In
an incomplete market, utility maximization can be
employed to investigate how different investors
would react to a derivative trading at a specified price.
Each investor will have what is called their utilityindifference price. If the actual price is below this,
then they will buy a certain amount whereas above
the utility-indifference price, they may choose to sell
the derivative short. Examples of this can be found
in [1, 3].
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Utility Theory
Utility theory deals with the quantization of preferences among risky assets. The standard setup for Savage’s [17] 1954 axiomatic foundation of probability theory and von-Neumann & Morgenstern’s [20]
(vNM) 1947 axiomatic formulation of utility theory assumes an (infinite or) finite set S of states
of nature S = {s1 , s2 , . . . , sn } to which the decision
maker (DM) assigns probability distributions P =
(p1 , p2 , . . . , pn ). An act (or risky asset, or random variable) assigns consequences (or outcomes)
c1 , c2 , . . . , cn to the corresponding states of nature.
Acts are, thus, all or some of the functions from
the set of states S to the set of consequences C.
Such an act defines a lottery once the probabilities p
are taken into account. Preferences among lotteries
(L1 ( or )  L2 – lottery L1 is (nonstrictly) preferred to lottery L2 ) by a rational DM are assumed
to satisfy some axioms.
vNM1–Completeness. Every two lotteries are comparable, and  is transitive.
vNM2–Continuity. Whenever L1  L2  L3 , there
is a lottery L4 obtained as a probability mixture
L4 = αL1 + (1 − α)L3 of L1 and L3 , such that the
DM is indifferent (L4 ∼ L2 ) between lotteries L4 and
L2 .
vNM3–Independence. For every α ∈ (0, 1) and lottery L3 , L1  L2 if and only if αL1 + (1 − α)L3 
αL2 + (1 − α)L3 .
It should be clear that for any real valued utility
function U defined on the set of consequences,
the

expected utility functional EU (L) = ni=1 U (ci )pi
defined on lotteries, compares lotteries in accordance
with the vNM axioms. von-Neumann & Morgenstern
proved that every preference relation that satisfies
these axioms has such a utility function representation. Furthermore, this utility function is unique up
to an affine transformation, for example, it becomes
unique after determining it arbitrarily (but in the correct order) on any two consequences to which the
DM is not indifferent.
Savage, in contrast, formulated a list of seven
postulates for preferences among acts (rather than lotteries) based (postulate 3) on an exogenously defined

utility function on consequences, and obtained axiomatically the existence and uniqueness of a probability distribution on (infinite) S that accurately
expresses the DM’s preferences among acts in terms
of the proper inequality between the corresponding expected utilities. This subjective probability is
termed apriori distribution in Bayesian statistics; see
also [3] and de Finetti [5, 6].
The idea of assigning a utility value to consequences and measuring the desirability of lotteries
by expected utility was first proposed in the eighteenth century by Daniel Bernoulli [4], who argued
for the logarithmic utility U (x) = log(x) in this context. The idea of quantitatively obtaining a probability
from qualitative comparisons was first introduced in
the 1930s by de Finetti [5, 6].
von-Neumann & Morgenstern’s expected utility
theory constitutes the mainstream microeconomical
basis for decision making under risk. It has led to
the definitive characterization of risk aversion as
concavity of U , and of the determination of which of
two DMs is more risk averse – the one whose utility
function is a concave function of the other’s. This
Arrow–Pratt characterization was modeled in the
1960s by Arrow [2], in terms of increased tendency
to diversify in portfolios, and by Pratt [13], in terms
of inclination to buy full insurance.
Rothschild & Stiglitz [14–16] introduced into
Economics, in the 1970s, the study of Mean-preserving Increase in Risk (MPIR), begun by Hardy &
Littlewood [10] in the 1930s and followed in the
1960s by Strassen [19], lifting choice between risky
assets from the level of the individual DM to that of
the population of all (expected utility maximizing)
risk averters. Rothschild & Stiglitz’s 1971 article on
risk averse tendency to diversify showed that not all
risk averters reduce their holdings within a portfolio – of a risky asset that becomes MPIR riskier – and
characterized the subclass of those that do. This work
sparked powerful and intense research that fused
utility theory and the study of stochastic ordering
(partial orders in the space of probability distributions) [7, 9, 12, 18].
The sharp, clear-cut, axiomatic formulation of
the Bayesian basis of decision theory and of vNM
expected utility theory became, in fact, the tool for the
fruitful criticism that followed their introduction and
wide diffusion. Ellsberg [8] introduced a collection of
examples of choice among acts inconsistent with the
postulates of Savage, and Allais [1] proposed a pair
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of examples of lotteries in which normative behavior should contradict the vNM axioms. Kahnemann
& Tversky’s [11] 1979 experiments with human subjects confirmed Allais’s claims. These inconsistencies
paved the way for a school of generalizations of
utility theory under weaker forms of the controversial vNM independence axiom, and the controversial
insistence on completeness of preferences in both
Savage and vNM setups.
For further reading, consult [7].

[7]
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Wilkie Investment Model
Introduction
The Wilkie stochastic investment model, developed
by Professor Wilkie, is described fully in two papers;
the original version is described in [17] and the model
is reviewed, updated, and extended in [18]. In addition, the latter paper includes much detail on the
process of fitting the model and estimating the parameters. It is an excellent exposition, both comprehensive and readable. It is highly recommended for any
reader who wishes to implement the Wilkie model for
themselves, or to develop and fit their own model.
The Wilkie model is commonly used to simulate
the joint distribution of inflation rates, bond yields,
and returns on equities. The 1995 paper also extends
the model to incorporate wage inflation, property
yields, and exchange rates. The model has proved to
be an invaluable tool for actuaries, particularly in the
context of measuring and managing financial risk. In
this article, we will describe fully the inflation, equity,
and bond processes of the model. Before doing so, it
is worth considering the historical circumstances that
led to the development of the model.
In the early 1980s, it became clear that modern
insurance products required modern techniques for
valuation and risk management, and that increasing
computer power made feasible far more complex calculation. Deterministic cash flow projections became
common. For example, actuaries might project the
cash flows from an insurance portfolio using ‘best
estimate’ assumptions. This gave a ‘best estimate’
projection, but did not provide a measure of the risk
involved. For this, some model of the variability of
assets and liabilities was required.
The initial foundations of the Wilkie model were
laid when David Wilkie was a member of the Maturity Guarantees Working Party (MGWP). This group
was responsible for developing standards for managing investment guarantees associated with unit-linked
contracts (similar to guaranteed living benefits associated with some variable annuity contracts in the
USA). It became clear that a stochastic methodology was required, and that stochastic simulation
was the only practical way of deploying such a
methodology. An early version of the Wilkie model
was published with the MGWP report in [10], which

was a seminal work in modern actuarial methodology for investment guarantees. This early form
modeled dividends and share prices separately. After
the MGWP completed its task, David Wilkie moved
on to the Faculty of Actuaries Solvency Working
Party [14]. Here again, stochastic simulation was
used to explore risk management, in this case for a
(simplified) mixed insurance portfolio, representing a
life insurance company. For this group, the model
was refined and extended. Wilkie recognized that
the existing separate, univariate models for inflation,
interest rates, and equity returns were not satisfactory for modeling the assets and liabilities of a life
insurer, where the interplay between these series is
critically important. In [17] the full Wilkie model
was described for the first time. This provided an
integrated approach to simulating stock prices and
dividends, inflation, and interest rates. When combined with suitable demographic models, the Wilkie
model enabled actuaries to simulate the assets and
liabilities for insurance portfolios and for pension
schemes. By performing a large number of simulations, actuaries could get a view of the distribution
of the asset and liability cash flows, and the relationship between them. Actuaries in life insurance
and in pensions in the United Kingdom and elsewhere took up the challenge of applying the model
to their own asset–liability problems. It is now common for pensions emerging costs to be projected
stochastically as part of the regular review of scheme
assets and liabilities, and many insurers too use an
integrated investment model to explore the financial
implications of different strategies. Many different
integrated investment models have been proposed;
some are in the public domain, others remain proprietary. However, the Wilkie model remains the most
scrutinized, and the benchmark against which others
are measured.

The Model Description
In this section, we describe the central elements of the
Wilkie model, following [18]. The model described is
identical to the 1985 formulation in [17], apart from
the short bond yield that was not included in that
model.
The Wilkie model is a cascade model; the structure is demonstrated in Figure 1. Each box represents a different random process. Each of these is
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Figure 1

Structure of the basic Wilkie investment model

modeled as a discrete, annual process. In each projection period, inflation is modeled first, followed by
the share yield, the share dividend index and long
bond yield, and finally the short bond yield. Each
series incorporates some factor from connected series
higher up the cascade, and each also incorporates
a random component. Some also depend on previous values from the series. The cascade model is
not supposed to model a causal link but is statistically convenient. For example, it is not necessary
for the long-term bond yields to depend on the share
dividend index, since the mutual dependence on the
inflation rate and (to a smaller extent) the share yield
accounts for any dependence between long-term bond
yields and share yields, according to this model.
The notation can be confusing as there are many
parameters and five integrated processes. The notation used here is derived from (but not identical
to) [18]. The subscript used indicates the series:
q refers to the inflation series;
y refers to the dividend yield;
d refers to the dividend index process;
c refers to the long-term bond yield;
b refers to the short-term bond yield series.
The µ terms all indicate a mean, though it may be
a mean of the log process. For example, µq is the
mean of the inflation process modeled, which is the
continuously compounded annual rate of inflation; we

refer to this as the force of inflation to distinguish it
from the effective annual rate. The term δ represents
a continuously compounded growth rate. For example, δq (t) is the continuously compounded inflation
rate in the year t to t + 1. The term a indicates an
autoregression parameter; σ is a (conditional) variance parameter; w is a weighting applied to the force
of inflation within the other processes. For example, the share dividend yield process includes a term
wy δq (t) which describes how the current force of
inflation (δq (t)) influences the current logarithm of
the dividend yield (see Equation (1)). The random
innovations are denoted by z(t), with a subscript
denoting the series. These are all generally assumed
to be independent N (0, 1) variables, though other distributions are possible.

The Inflation Model
Let δq (t) be the force of inflation, in the year
[t − 1, t). Then δq (t) follows an autoregressive
order one (AR(1)) process, which is defined by the
following equation:
δq (t) = µq + aq (δq (t − 1) − µq ) + σq zq (t)

(1)

where
δq (t)
µq

is the force of inflation in the tth year;
is the mean force of inflation, assumed
constant;
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aq

σq

is the parameter controlling the autoregression. A large value for aq implies weak
autoregression, that is, a weak pull back to
the mean value each year;
is the standard deviation of the white noise
term of the inflation model. zq (t) is a N (0,1)
white noise series.

Since the AR(1) process is well understood, the
inflation model is very easy to work with. For example, the distribution of the random variable δq (t)
given δq (0), and assuming |aq | < 1, is


1 − aq2t
t
t
2
(2)
N µq (1 − aq ) + δq (0)aq , σq
1 − aq2
The process only makes sense if |aq | < 1; otherwise
it is not autoregressive, meaning that it does not
tend back towards the mean, and the process variance becomes very large very quickly. This leads to
highly unrealistic results. If |aq | < 1, then the factor
a t tends to 0 as t increases, and therefore has a diminishing effect on the long-term distribution so that the
ultimate, unconditional distribution for the force of
inflation is N (µq , σq2 /(1 − aq2 )). This means that if
Q(t) is an index of inflation, the ultimate distribution
of Q(t)/Q(t − 1) is log-normal.
The parameter values for the United Kingdom
for the inflation series given in [18], based on data
from 1923 to 1994 are (with standard errors in
parentheses) µq = 0.0473, (0.0120), aq = 0.5773,
(0.0798) and σq = 0.0427, (0.0036). This means
that the long run inflation rate distribution is
δq (t) ∼ N (0.0473, 0.05232 ).
In [18], Wilkie also proposes an ARCH model for
inflation. The ARCH model has a varying volatility
that depends on the previous value of the series. If
the value of the process in the tth period is far away
from the mean, then the volatility in the following
period is larger than if the tth period value of the
process is close to the mean. The ARCH model has a
higher overall variability, which feeds through to the
other series, if the same parameters are adopted for
those models as for the AR(1) inflation model.

Dividends and the Return on Shares
The model generates the dividend yield on stocks
and the continuously compounded dividend growth
rate.

3

The dividend yield in year t, y(t), is determined
from
log y(t) = wy δq (t) + log µy + yn(t)

(3)

yn(t) = ay yn(t − 1) + σy zy (t)

(4)

where

So the log-yield process comprises an inflation-linked
component, a trend component, and a de-trended
AR(1) component, yn(t), independent of the inflation
process.
The parameter values from [18], based on UK
annual data from 1923 to 1994 are wy = 1.794,
(0.586), µy = 0.0377, (0.018), ay = 0.549, (0.101)
and σy = 0.1552 (0.0129).
The dividend growth rate, δd (t) is generated from
the following relationship:
δd (t) = wd dm(t) + (1 − wd )δq (t) + dy σy zy (t − 1)
+ µd + bd σd zd (t − 1) + σd zd (t)

(5)

where
dm(t) = dd δq (t) + (1 − dd ) dm(t − 1)

(6)

The first two terms for δd (t) are a weighted average of
current and past inflation. The total weight assigned to
the current δq (t) being wd dd + (1 − wd ). The weight
attached to the force of inflation in the τ th year before
t is wd dd (1 − dd )τ .
The next term is a dividend yield effect; a fall
in the dividend yield is associated with a rise in the
dividend index (i.e. dy < 0).
There is an influence from the previous year’s
innovation term for the dividend yield, σy zy (t − 1),
as well as an effect from the previous year’s innovation from the dividend growth rate itself, σd zd (t − 1).
The force of dividend can be used to construct an
index of dividends,
D(t) = D(t − 1)eδd (t)

(7)

A price index for shares, P (t), can be constructed
from the dividend index and the dividend yield,
P (t) = D(t)/y(t). Then the overall return on shares
each year py(t) can be summarized in the gross rolled
up yield,
py(t) =

P (t) + D(t)
− 1.0
P (t − 1)

(8)
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Parameter values for UK data, based on the 1923
to 1994 experience are given in [18] as wd = 0.58,
(0.2157), dy = −0.175, (0.044), µd = 0.016, (0.012),
bd = 0.57, (0.13), σd = 0.07, (0.01), and dd = 0.13,
(0.08).

Long-term and Short-term Bond Yields
The yield on long-term bonds is modeled by the
yield on UK ‘consols’. These are government bonds
redeemable at the option of the borrower. Because
the coupon rate on these bonds is very low (at 2.5%
per year), it is considered unlikely that the bonds will
be redeemed and they are therefore generally treated
as perpetuities.
The yield, c(t), is split into an inflation-linked part,
cm(t) and a ‘real’ part
c(t) = cm(t) + µc ecn(t)
where
and

cm(t) = wc δq (t) + (1 − wc )cm(t − 1)
cn(t) = ac cn(t − 1) + yc σy zy (t) + σc zc (t)
(9)

The inflation part of the model is a weighted moving average model. The real part is essentially an
autoregressive model of order one (i.e. AR(1)), with
a contribution from the dividend yield.
The parameters from the 1923 to 1994 UK
data, given in [18], are wc = 0.045, µc = 0.0305,
(0.0065), ac = 0.9, (0.044), yc = 0.34, (0.14) and
σc = 0.185, (0.015). Note that, the relatively high
value for ac (given that |ac | must be strictly less than
1.0) indicates a slow regression to the mean for this
series.
The yield on short-term bonds, b(t), is calculated
as a multiple of the long-term rate c(t), so that
b(t) = c(t)e−bd(t)
where

bd(t) = µb + ab (bd(t − 1) − µb ) + σb zb (t)
(10)

The log of the ratio between the short-term and the
long-term yields is therefore assumed to follow an
AR(1) process.

Wages, Property, Index-linked Bonds and
Exchange Rates
In the 1995 paper [18], Wilkie offers extensions of the
model to cover wage inflation, returns on property,

and exchange rates. For a wages model, Wilkie
proposes a combination of a real part, following
an AR(1) process, and an inflation-linked part, with
influence from the current and previous inflation
rates. The property model is very similar in structure
to the share model, with the yield and an index
of rent separately generated. The logarithm of the
real rate of return on index-linked bonds is modeled
as an AR(1) process, but with a contribution from
the long-term bond model. The exchange-rate model
that involves the ratio of the inflation indices of the
two countries, together with a random multiplicative
component, is modeled as a log-AR(1) process. The
model uses an assumption of purchasing power parity
in the long run.

Results
In Figure 2, we show 10 paths for inflation rates,
the total return on equities (i.e. py(t)), the long-term
bond yield, and the short-term bond yield. These
show the high year-to-year variability in the total
return on shares, and the greater variability of the
short-term bond yields compared to the long term,
although following the same approximate paths.
The important feature of these paths is that these
are not four independent processes, but a single
multivariate process, so that all of these paths are
connected with each other. Relatively low rates of
inflation will feed through the cascade to depress
the dividend yield, the dividend growth rate, and
the long-term bond yield and consequently the short
bond yield also. In [5], it is shown that although high
inflation is a problem for the model life insurer considered, a bigger problem is low inflation because of
its association with low returns on equities. Without
an integrated model this might not have been evident.

Applications
The nature of actuarial practice is that in many cases,
both assets and liabilities are affected by the economic processes modeled by the Wilkie investment
model. For example, in life insurance, on the asset
side, the model may be used to project asset values for a mixed portfolio of bonds and shares. On
the liability side, contract sizes and insurer expenses
will be subject to inflation; unit-linked guarantees

5

Total return on shares

Wilkie Investment Model

Inflation rate

0.4
0.2

0.0
−0.2
5

10
Projection year

15

0.0

20

0.15

0

5

10
Projection year

15

20

0

5

10
Projection year

15

20

0.15
Short-term bond yield

Long-term bond yield

0.5

−0.5
0

0.10

0.05

0.0

0.10

0.05

0.0
0

Figure 2

1.0

5

10
Projection year

15

20

Simulated paths for inflation, total return on equities, and long- and short-term bond yields

depend on the performance of the underlying portfolio; guaranteed annuity options depend on both the
return on shares (before vesting) and on the longterm interest rate when the benefit is annuitized. For
defined benefit pension schemes, the liabilities are
related to price and wage inflation. For non-life insurance too, inflation is an important factor in projecting
liabilities.
It is not surprising therefore that the Wilkie model
has been applied in every area of actuarial practice. In life insurance, early examples of applications
include [14], where the model was used to project
the assets and liabilities for a mixed cohort of life
insurance policies in order to estimate the solvency
probability. This paper was the original motivation
for the development of the full model. Further life
office applications include [5, 6, 8, 9, 11, 12]; all
of these papers discuss different aspects of stochastic valuation and risk management of insurance
business, using a model office approach with the
Wilkie model. In [2], the Wilkie model was used
to project the assets and liabilities for a non-life
insurer, with the same broad view to assessing the risk

and appropriate levels of solvency capital. In [20],
the model was used to project the assets and liabilities for a pension fund. More recently, in [19],
the model was used to quantify the liability for
guaranteed annuity options. The model is now commonly used for actuarial asset–liability projection in
the United Kingdom and elsewhere, including South
Africa, Australia, and Canada.

Commentary on the Wilkie Model
Since the Wilkie model was first published, several
other similar models have been developed. However,
none has been subject to the level of scrutiny to
which the Wilkie model has been subjected. This is
largely because it was the first such model; there was
a degree of skepticism about the new methodology
opened up by the model. The development of the
Wilkie model helped to bring about a revolution in
the approach to life insurance risk, particularly in
the United Kingdom – that actuaries should explore
the distributions of assets and liabilities, not just
deterministic paths.

6

Wilkie Investment Model

In 1989, the Financial Management Group (FMG)
of the Institute and Faculty of Actuaries was assigned
the task of critiquing the model (‘from a statistical
viewpoint’). Their report is [3]. The only substantive
statistical criticism was of the inflation model. The
AR(1) model appeared too thin tailed, and did not
reflect prolonged periods of high inflation. Wilkie
in [18] suggests using an ARCH model for inflation
that would model the heavy tail and the persistence.
For many actuarial applications, high inflation is not
such a risk as low inflation, and underestimating
the high inflation risk may not be a significant
problem.
The most bitter criticism in the FMG report came
in the appendix on applications in life insurance,
where the Group (or a life insurance subset) claimed
that stochastic simulation was impractical in runtime costs, that the model is too abstruse and theoretical to explain to management, not understandable
by most actuaries, and uses ‘horrendously incomprehensible techniques to prove the blindingly obvious’.
These criticisms appear very dated now, 10 years after
the Group reported. Computer power, of course, has
expanded beyond the imagination of the authors of
the paper and stochastic simulation has become a
standard tool of risk management in life insurance.
Furthermore, the results have often proved to be far
from ‘blindingly obvious’. For example, it is shown
in [19] that, had actuaries used the Wilkie model in
the late 1980s to assess the risks from guaranteed
annuity options, it would have indicated a clear liability – at a time when most actuaries considered there
to be no potential liability at all.
A few years later, in [7], Huber discusses the
problem of stability; that is, that the relationships
between and within the economic series may change
from time to time. For example, there is evidence of
a permanent change in many economic time series
around the time of the second world war. It is
certainly useful to be aware of the limitations of
all models. I think few actuaries would be surprised
to learn that some of the relationships broke down
during world wars.
Huber also notes the inconsistency of the Wilkie
model with the efficient market hypothesis. Note
however that the Wilkie model is very close to
a random walk model over short terms, and the
random walk model is consistent with the efficient
market hypothesis. Also, there is some disagreement
amongst economists about the applicability of the

efficient market hypothesis over long time periods.
Finally, Huber notes the relative paucity of data. We
only have one historical path for each series, but
we are projecting many feasible future paths. This
is a problem with econometric time series. It is not
a reason to reject the entire methodology, but it is
always important to remember that a model is only a
model.

Other Integrated Investment Models for
Actuarial Use
Several models have been proposed since the Wilkie
investment model was first published. Examples
include [4, 13, 15, 16, 21].
Several of these are based on the Wilkie model,
with modifications to some series. For example,
in [16] a threshold autoregressive model is used
for several of the series, including inflation. The
threshold family of time series models are multipleregime models. When the process moves above (or
below) some specified threshold, the model parameters change. In [16], for example, the threshold for
the inflation rate is 10%. If inflation is less than
10% in the tth period, then in the following period it
is assumed to follow an AR(1) process with mean
parameter 0.04, autoregression parameter 0.5 and
standard deviation parameter 0.0325. If the process
in the tth period is more than 10%, then inflation in
the following period is assumed to follow a random
walk process, with mean parameter 12% and standard
deviation parameter 5%. In [21], the cascade used
is similar to the Wilkie model. Equity returns are
modeled using earnings rather than dividends, and
earnings depend on wage inflation that has a more
central role in this model than in the Wilkie model.
Another possible design is the vector autoregression. In [4], a vector autoregression approach is used
with regime switching. That is, the whole vector
process randomly jumps between two regimes. The
vector autoregression approach is a pure statistical
method, modeling all of the economic series together
as a single multivariate random process.
Most insurers and actuarial consulting firms now
have integrated stochastic investment models that are
regularly used for asset–liability modeling. Many use
the Wilkie model or a close relative.
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Models From Financial Economics
A derivative is a security that has a payoff that
depends on one or more risky assets. A risky asset
has value following a random process such as those
described above. For example, a stock is a risky asset
with the price modeled in the Wilkie model by a
combination of the dividend yield and dividend index
series.
One method for determining the value of a derivative is to take the expected discounted payoff, but
using an adjusted probability distribution for the
payoff random variable. The adjusted distribution is
called the risk neutral distribution or Q measure.
The original ‘real world’ distribution is also called
the P measure.
The distributions described in this article are not
designed for risk neutral valuation. They are designed
for real-world projections of assets and liabilities,
and designed to be used over substantially longer
periods than the models of financial economics. A
long-term contract in financial economics might be
around one year to maturity. A medium-term contract
in life insurance might be a 20-year contract. The
actuarial models on the whole are not designed for
the fine tuning of derivative modeling. Note also that
most of the models discussed are annual models,
where financial economics requires more frequent
time steps, with continuous-time models being by
far the most common in practical use. (The Wilkie
model has been used as a continuous-time model by
applying a Brownian bridge process between annual
points. A Brownian bridge can be used to simulate
a path between two points, conditioning on both the
start and end points.)
Models developed from financial economics theory to apply in P and possibly also in Q measure
(with a suitable change of parameters) tend to differ from the Wilkie model more substantially. One
example is [1], where a model of the term structure
of interest rates is combined with inflation and equities. This is modeled in continuous time, and takes the
shorter-term dynamics of financial economics models
as the starting point. Nevertheless, even in this model,
some influence from the original Wilkie model may
be discerned, at least in the cascade structure.
Another model derived from a financial economics
starting point is described in [13]. Like the vector
autoregression models, this model simultaneously
projects the four economic series, and does not use
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the cascade structure. It is similar to a multivariate
compound Poisson model and appears to have been
developed from a theory of how the series should
behave in order to create a market equilibrium. For
this reason, it has been named the ‘jump equilibrium’
model.

Some Concluding Comments
The Wilkie investment model was seminal for many
reasons. It has proved sufficiently robust to be still
useful in more or less its original form nearly
20 years after it was first published. The insurers
who adopted the model early, have found that the
insight provided into asset–liability relationships has
proved invaluable in guiding them through difficult
investment conditions. It has brought actuaries to a
new understanding of the risks and sensitivity of
insurance and pension assets and liabilities. (It is
also true that some insurers who were sceptical of
the stochastic approach, and who relied entirely on
deterministic asset–liability projection, are finding
themselves currently (in 2003) having to deal with
investment conditions far more extreme than their
most adverse ‘feasible’ scenarios.)
The work has also generated a new area of
research and development, combining econometrics
and actuarial science. Many models have been developed in the last 10 years. None has been subject to
the level of scrutiny of the Wilkie model, and none
has proved its worth so completely.
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Accounting
Introduction
This article’s purpose is to give an overview of
accounting concepts and issues relevant to the actuary. To do this, it is divided into the following
sections:
•
•
•
•
•
•

Purpose of accounting
Types of accounting
Principal financial statements
Sources of accounting rules
Selected accounting concepts
Common accounts for insurance companies.

Purpose of Accounting
The purpose of accounting is generally not to provide
the ‘answer’ or ‘decision’ for the user. It is to provide
‘information’ to the user. The user is then free to
perform his own analysis on this information, so as
to arrive at his own economic decision based on the
information.
Various accounting standard setters have developed criteria for such accounting information. These
criteria vary slightly by standard setting body, but
generally include the concepts listed below. For the
International Accounting Standards Board (IASB),
such criteria are listed in the Framework for the
Preparation and Presentation of Financial Statements (the IASB Framework). In the United States,
the underlying criteria are found in the Financial
Accounting Standards Board (FASB) Statements of
Financial Accounting Concepts (SFAC).
Accounting information should be
•
•
•
•
•
•

understandable
relevant
reliable
comparable and consistent (across time, entities, industries)
unbiased
cost-benefit effective.

Note that this is a function of both the intended
users and the intended uses of the information.
Accounting systems that define either the users or
uses narrowly, may justify more complex information requirements and standards. Accounting systems
that envision a broad body of users and/or uses would
tend towards less complexity in published information and standards.
There is typically the belief that, for information to
be understandable, information contained in the various financial disclosures and reportings must be transparent (i.e. clearly disclosed and readily discernable).

Relevant
The information should be relevant to the decisionmaking users of the information. It should ‘make a
difference’ in their decisions. Typically, this means
the information must be
•
•
•

timely
have predictive value
provide useful feedback on past decisions.

Reliable
The information should be reliable and dependable.
This usually includes the concepts of the following:
• Representational faithfulness – The information
represents what it claims to represent. For example,
if the information is supposed to represent the total
amount of ultimate claim payout expected, it should
be that ultimate amount and not an implicitly discounted amount. If the reported value of a common
stock holding purports to be the current market value,
that value should be approximately what the stock
could be sold for by the company holding it.
• Verifiability – Another person or entity should be
able to recreate the reported value using the same
information that the reporting entity had.
• Completeness – The reported information should
not be missing a material fact or consideration that
would make the reported information misleading.

Understandable
Accounting information should be readily understandable to the intended users of the information.

The concept of neutrality is sometimes incorporated into the concept of reliability. This article lists
neutrality or lack of bias separately.

2

Accounting

Comparable and Consistent
For accounting information to be usable, it must allow
for comparisons across time and across competing
interests (such as competing companies or industries).
This leads to a need for some consistency, wherever
such comparisons are to be expected. For example,
comparisons of two companies would be very difficult and potentially misleading if one discounts all
its liabilities while the other discounts none of its
liabilities.

Unbiased
Information that is biased can be misleading. Biased
information is not useful unless the users understand the bias, any bias is consistently applied across
years/firms/industries, and the users can adjust the
reported results to reflect their own desired bias.
The option for an accounting paradigm, when faced
with uncertainty, is to either require the reporting of
unbiased values accompanied with sufficient disclosure, or require the reporting of biased (‘prudent’ or
‘conservative’) values with the bias determined in a
predictable, consistent fashion.

Cost-benefit Effective
There is a general understanding that the development
of accounting information consumes resources. As
such, the cost of producing such information should
be reasonable in relation to the expected benefit.
This is reflected in many cases through the use of
materiality considerations in accounting paradigms,
such that accounting rules may not have to be fully
followed for immaterial items if full compliance
would result in unwarranted higher costs.

Relevance versus Reliability
There is a natural trade-off in many cases between
relevance and reliability. For example, the value of
an infrequently traded asset may be very relevant, if
the clear intent is to eventually sell that asset to meet
a liability. But the valuation of such an asset may be
difficult or impossible to reliably determine. Different
parties may place materially different values on that
asset, such that the reported value is impossible to
verify by an external party or auditor. The only
reliable value for the asset may be its original cost,

but such a value might not be relevant to the user
of the information. Therefore, the choice may be
between a very relevant but unreliable value, or a
very reliable but irrelevant value.
This issue also comes up with the valuation of
insurance liabilities that are difficult to estimate.
While a value may be estimable by an actuary, how
reliable is that estimate? Could the user depend on
that value, or could the user instead be materially
misled by relying on that value? If a range of estimates could be produced, but only the low end of the
possible valuation range could be reliably determined,
booking the low end of the range may produce a reliable estimate but how relevant would it be? Would
more disclosure be required to make the information
complete – that is, not misleading or lacking material facts?

Situations with Uncertainty
As mentioned earlier, a conflict can arise between
neutrality and reliability where uncertainty exists.
Some accounting paradigms require conservatism or
prudence in such circumstances. The rationale for
requiring conservatism in the face of uncertainty is
that an uncertain asset, or asset of uncertain value,
cannot be relied upon. This may lead to the delayed
recognition of some assets until their value is more
dependably known or the ability to realize a gain
from their sale is more certain (i.e. the value of the
asset is ‘reasonably certain’). Relative to liabilities,
this would lead to reporting of a high liability value,
such that a final settlement value greater than the
reported value is unlikely.
The danger with such approaches is in the reliability and consistency of their application. Given that
uses of information can differ, what is conservatism
to one user may be optimism to another. For example, a buyer of an asset would apply conservatism by
choosing a high estimate while the seller would apply
conservatism by choosing a low estimate. As another
example, a high estimate of ultimate losses would be
conservative when estimating claim (see Reserving
in Non-life Insurance) liabilities but optimistic when
estimating agents’ contingent commissions.
Also, different users have different risk tolerances.
Hence, any bias in accounting information runs the
risk of producing misleading information, unless the
bias can be quantified or adjusted for by the end
user. As a result, accounting paradigms may opt
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instead for reporting of unbiased estimates when
faced with uncertainty, accompanied by disclosure of
the uncertainty, rather than requiring the reporting of
biased estimates.

Types of Accounting
The previous section (Purpose of Accounting) discussed what is necessary for accounting information
to be useful to its users. But there are different kinds
of users with different needs and levels of sophistication. Therefore, different users may need different
accounting rules to meet their needs.
There are different ways in which users can be
grouped, each of which could lead to a different set
of accounting rules. In general, however, the grouping
or potential grouping for insurance company purposes
usually includes the following categories:
•
•
•
•

Investors, creditors – current and potential
Regulators/Supervisors (the term ‘regulator’ is
common in the United States, while the term
‘supervisor’ is common in Europe)
Tax authorities
Management.

This category grouping for users was chosen
because of its close alignment with common types of
accounting. It leaves out the ‘rating agency’ and ‘policyholder’ user categories. These other users’ interests
are typically aligned with regulators/supervisors due
to the focus on solvency concerns.
Accounting rules designed for a broad range of
users (including investors, creditors, and owners)
are usually called general purpose accounting rules.
These rules are also typically given the label Generally Accepted Accounting Principles, or GAAP.
The focus of GAAP accounting is typically on the
value or performance of an organization as a going
concern. This is an important point, as many liabilities or assets would have a significantly different
value for a going concern than they would for an
entity in run-off. For example, the value of a tangible
asset (such as large machinery or computer equipment) used by a going concern in its business may
be the asset’s replacement value, but the value for a
company in run-off that no longer needs the asset may
be the asset’s liquidation market value. GAAP, in this
instance, would be more interested in the replacement
value (or depreciated cost) than the liquidation value.
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Regulators interested in solvency regulation, however, may have more interest in run-off values than
going-concern values. This may lead them to develop
their own specialized accounting paradigm, such as
the ‘statutory’ accounting rules produced by the
National Association of Insurance Commissioners
(NAIC) in the United States. Such rules may place
more emphasis on realizable values for asset sale
and liability settlement. Hence, they may require
a different set of valuation assumptions (possibly
including mandatory conservatism or bias), resulting in accounting values materially different from
GAAP values.
Tax authorities may also desire, demand, or be
legally required to use their own specialized accounting paradigm. Such accounting rules may be directed
or influenced by social engineering, public policy,
political, or verifiability concerns. As such they may
be materially different from either GAAP or ‘statutory’ accounting rules.
In the United States, the tax accounting rules for
insurance companies are based on statutory accounting, with modification. In many parts of the world, the
GAAP, regulatory, and tax accounting rules are the
same. One advantage of having one set of accounting
rules is reduced cost and confusion in the creation of
the information. One disadvantage is that the needs
of all the users are not the same, hence compromises
must be made that are suboptimal to one or more
sets of users. For example, a public policy issue that
drives decisions of tax or regulatory authorities may
result in accounting rules that produce misleading
information for investors.
The general and two specialized accounting paradigms mentioned above may still not meet the needs
of company management. As a result, many organizations create one or more additional sets of accounting
paradigms with which to base their management decisions. These are generally based on either GAAP or
regulatory accounting rules, with modifications.
For example, the treatment of large claims may
require special treatment in evaluating individual
branches of a company. While a constant volume of
large claims may be expected for the total results of
a company, their incidence may severely distort the
evaluation of the individual business units that suffer
the large claims in the single year being analyzed.
If each business unit were a separate company, it
might have limited its exposure to such a claim (for
example, via reinsurance or coverage restrictions),
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but for the company as a whole, it might make more
sense to retain that exposure. Therefore, the management may wish to cap any claims to a certain level,
when looking at its internal ‘management accounting
basis’ results for individual business units, or may
reflect a pro forma reinsurance pool (see Pooling in
Insurance) among the business units in its internal
accounting results.
As another example, the existing GAAP and/or
regulatory accounting rules may not allow discounting of liabilities, possibly due to reliability concerns.
Management, however, may feel that such discounting is necessary to properly evaluate the financial
results of their business units, and within their operation, they feel that any reliability concerns can be
adequately controlled.

Principal Financial Reports
The principal statements in financial reports are the
balance sheet, income statement, and cash flow statement. These are usually accompanied by selected
other schedules or exhibits, including various ‘notes
and disclosures’.

Balance Sheet
The balance sheet lists the assets and liabilities of the
company, with the difference between the assets and
liabilities being equity (sometimes referred to as ‘net
assets’, ‘capital’ or ‘surplus’). This statement gives a
snapshot of the current value of the company as of
the statement or reporting date.
Note that some assets may not be required or
allowed to be reported, due to concerns by the
accounting standard setters with reliable valuation.
Examples can include various types of ‘intangible’ assets such as royalties, brand name or franchise value. Similarly, certain liabilities may not be
reported because of reliability concerns. (See later
discussion of ‘Recognition and Measurement’, and
the discussion in this section on ‘Notes and Disclosures’.)

Income Statement
The income statement reports on the income and
expenses of the firm during the reporting period, with
the difference being net income or earnings. Income

includes revenue and gains from sales, although it
is not always necessary to distinguish between these
two items.
Some accounting systems differentiate various
types of income. For example, operating income is
frequently defined to represent income from ongoing operations, excluding unusual one-time events
or possibly realized capital gains whose realization
timing is mostly a management decision. Other exclusions from operating income would be the effects
of accounting changes, such as a change in how to
account for taxes or assessments from governmental bodies.
In general, net income causes a change to equity,
but may not be the sole source of changes to equity.
An accounting system may have certain changes in
value flow directly to equity, with no effect on income
until they are realized. Examples sometimes include
unrealized gains and losses on invested assets.

Cash Flow Statement
The cash flow statement reports on the sources and
uses of cash during the reporting period, and should
reconcile the beginning and ending cash position for
the company.

Notes and Disclosures
The notes and disclosures sections of financial reports
allow for additional information beyond the three
statements mentioned above, including a description
of the accounting policies used in preparing the financial statements and discussion of values that may not
be reliably estimable. Such disclosures may include
discussion of the risks and uncertainty associated with
the insurance liability estimates found in the balance
sheet and income statement (in some cases referred to
as ‘management discussion and analysis’). They may
also include ‘forward-looking information’, concerning estimates of future financial earnings or events
that have yet to occur by the financial report publication date. Note that these are different from ‘subsequent events’ that may be disclosed, which are events
that occurred after the statement or valuation date but
before the publication date of the financial report. For
example, a catastrophe that occurred after the statement date but before the publication date would be a
subsequent event, not included in the reported equity
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or income. In contrast, a discussion of future exposure to catastrophes for the coming year would be a
‘forward-looking’ statement.
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Within any given accounting paradigm there are typically several different sources of rules. Where the
rules for a given paradigm potentially conflict, a predefined hierarchy must be followed. Rules from a
source higher on the hierarchy supercede or overrule
those from a source lower on the hierarchy.

this role for the AICPA in the future. Except for
certain projects in process and not yet completed at
that date, the FASB will no longer look to the AICIPA
to create SOPs. (FASB newsletter The FASB Report,
November 27, 2002.)
Last on the hierarchy would be interpretations,
such as those issued by the IASB’s International
Financial Reporting Interpretations Committee. Interpretations are produced when timely guidance is
needed, as they can be produced much faster than
official accounting standards. This is due to the much
shorter period for due process in the production of an
official interpretation.

GAAP

Regulatory/Supervisory Accounting

The top of the GAAP hierarchy is generally the
organization in charge of securities regulation for
a particular jurisdiction. They may defer the rule
setting to a specified accounting standard setter, such
as the IASB, but they generally have the authority
to add additional requirements or rules. They may
also retain veto power over the designated accounting
standard setter’s proposed new rules. (This describes
the situation in the U.S., where the SEC (Securities
and Exchange Commission) retains veto power over
new FASB standards.) A list of such organizations
can be found on the web site of the International
Organization of Securities Commissions (IOSCO).
Next in the hierarchy are the standards set by the
specified accounting standard setter for that jurisdiction. The European Union has identified the International Financial Reporting Standards (IFRS) produced by the IASB as the accounting standards for
companies with publicly traded securities. In the
United States, the SEC has designed the Financial
Accounting Standards Board (FASB) as the accounting standard setter under the SEC. Note that these
standards would be at the top of the hierarchy for
companies that are not subject to public-traded securities rules (for example, a privately owned firm).
These standards may be supplemented by
industry-specific guidance. In the United States,
some industry-specific guidance in the form of
Statements of Position (SOPs) came from a separate
organization of accounting professionals called
the American Institute of Certified Professional
Accountants (AICPA). The United States’ FASB
retained effective veto power over AICPA-issued
guidance. The FASB decided in 2002 to eliminate

Regulatory accounting rules can consist of a totally
separate set of standards, produced by or with the
approval of the regulator, or can consist solely of
additional specialized accounting schedules, filed in
additional to the normal GAAP financial reports.
Worldwide, it appears to be more common for the
regulators to rely on GAAP financial statements.
In the United States, regulators have developed a
complete set of accounting rules, combining elements of both liquidation accounting and going concern accounting.

Sources of Accounting Rules

Tax Accounting (for Federal Income Tax
Purposes)
Tax accounting rules can be based on GAAP accounting rules, statutory accounting rules, or determined on
a totally separate basis. This determination is generally based on tax law or regulation for the jurisdiction
in question. Some countries rely on GAAP accounting reports to determine taxable income, while at least
one relies on statutory accounting reports with modifications.

Selected Accounting Concepts
This section defines and discusses the following
accounting concepts:
•
•
•
•

Fair value versus historical cost
Recognition versus measurement
Deferral-matching versus asset–liability
Impairment

6
•
•
•
•
•

Accounting
Revenue recognition
Reporting segment
Liquidation versus going concern
Change in accounting principle versus change in
accounting estimate
Principle-based versus rule-based.

Fair Value versus Historical Cost
According to the IASB, ‘Fair value is the amount
for which an asset could be exchanged or a liability settled between knowledgeable, willing parties in
an arm’s length transaction’. (From the IASB’s Draft
Statement of Principles for Insurance Contracts, paragraph 3.4, released November 2001.) It is meant to
represent market value given a sufficiently robust and
efficient market. Where no such market exists, the fair
value conceptually would be estimated. When the fair
value estimate is based on a model rather than an
actually observed market value, it is called ‘marked
to model’ rather than ‘marked to market’.
Historical cost is the amount (price) at which the
asset or liability was originally obtained. Where the
historical cost is expected to be different from the
final value when the item is no longer on the balance
sheet, some amortization or depreciation of the value
may be called for. This can result in an amortized cost
or depreciated cost value. These values are generally
more reliably determinable, but less relevant than
fair value.

Recognition versus Measurement
Accounting rules distinguish the decision or rule to
recognize an asset or liability in financial reports from
the rule establishing how to measure that liability
once recognized. For example, the rule for when to
record an asset may be to wait until the financial
benefit from it is virtually certain, but the rule for
measuring it at initial recognition may be to record its
most likely value. Hence, the probability standard for
recognition may vary from the probability standard
for measurement.
There may also be multiple recognition triggers
and measurement rules. For example, the rule for
initial recognition may differ from the rule for the
triggering of subsequent remeasurement. The rule for
initial recognition of an asset may be based on ‘reasonable certainty’ of economic value. The measurement basis may then be its fair value, which implicitly

includes a discounting of future cash flows. This initial measurement value would then be included in
subsequent financial reports (i.e. ‘locked-in’) until
the remeasurement is triggered, ignoring the change
in assumptions and facts since the original measurement. The rule for the triggering of subsequent remeasurement may be whether the undiscounted flows are
likely to be less than the current value.

Deferral/Matching versus Asset/Liability
Two major classes of accounting paradigms are deferral/matching and asset/liability.
Under a deferral/matching approach, the focus
is to coordinate the timing of income and expense
recognition so that both occur at the same time, when
the triggering event that is the focus of the contract occurs. For example, under a deferral/matching
approach, the premium is not recognized when received but is instead recognized (‘earned’) over the
policy term during the period the insurance protection is provided. Likewise, the related expenses
and incurred losses are not recognized when paid
or committed to but are instead recognized over
the same period as the premium. This may lead
to the deferral of some up-front expenses, and the
accrual of some losses that may take decades to pay.
The deferral/matching approach requires the establishment of certain assets and liabilities to defer or
accelerate recognition of revenue, expense or loss, in
order to obtain the desired income statement effect.
Hence, the focus is on the income statement more
than the balance sheet. The two most common balance sheet accounts resulting from this approach
for insurance companies are Deferred Acquisition
Cost (DAC) assets, used to defer the impact of
certain up-front expenses on the income statement,
and unearned premium liabilities (see Reserving in
Non-life Insurance), used to defer the reflection of
revenue.
Under an asset/liability approach, the focus is on
the value of assets or liabilities that exist as of the
balance sheet date. An asset is booked if a right to
a future stream of cash flows (or to an item that
could be converted to future cash flows) existed at
the reporting date. Likewise, a liability is booked if
the entity was committed to an obligation at the balance sheet date that would result in the payment of
future cash flows or other assets. Such an approach
would not recognize a ‘deferred acquisition cost’ as
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an asset if it cannot be transferred or translated as
cash. It would also not recognize an unearned premium liability beyond that needed for future losses,
expenses or returned premiums associated with that
contract. In general, the income statement is whatever falls out of the correct statement of the assets
and liabilities, hence the focus on the balance sheet
over the income statement.
Proponents of a deferral/matching approach
have commonly focused on the timing of profit
emergence. Except for changes in estimates, under
a deferral/matching approach, the profit emerges in a
steady pattern over the insurance policy term.
Proponents of an asset/liability approach have
commonly stressed the importance of reliable measures of value at the reporting date. They typically
favor the booking of only those assets that have
intrinsic value, and the immediate reflection of liabilities once they meet recognition criteria, rather than
(what some consider) an arbitrary deferral to smooth
out reported earnings. (An example of an asset under
a deferral/matching approach with no intrinsic value
is a deferred acquisition cost asset. One indication
that it has no intrinsic value is that it is impossible to
sell it for cash.)
It is possible for both approaches to produce comparable income statement results, and one would
generally expect both to produce comparable equity
values, but the actual data available to the user may
vary significantly between the two approaches. For
insurance contracts, a principal determinant of how
similar the income statements would be under the
two approaches is the treatment of risk when valuing
assets and liabilities. For example, the asset or liability risk margin under an asset/liability approach
could be set such that profit is recognized evenly
over the coverage period. This could recreate the
same profit emergence pattern found under a deferral/matching system.
It is also possible for a single accounting paradigm
to combine elements of both these approaches. This
is sometimes called a ‘mixed attribute’ paradigm.
A deferral/matching paradigm is used by the
IASB for accounting for service contracts, while it
endorsed in 2003 an asset/liability paradigm for insurance contracts.

Revenue Recognition
A key question in some accounting situations is when
to recognize revenue. This is particularly important
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for those industries where revenue growth is a key
performance measure.
Under a deferral/matching approach, revenue
would be recognized only as service is rendered. In
the insurance context, revenue would be recognized
under the deferral/matching approach over the policy
period in proportion to the covered insurance risk.
Under an asset/liability approach, revenue would be
recognized up front, once the insurer gained control
of the asset resulting from the revenue. Therefore,
the timing of revenue recognition is a function of the
chosen accounting paradigm.

Impairment
It is possible to reflect one paradigm for income
statement purposes and another for balance sheet
purposes. This sometimes leads to the use of ‘impairment’ tests and rules, to prevent inconsistencies
between the two valuations from growing too large or
problematic. (An asset may be considered impaired
if it is no longer expected to produce the economic
benefits expected when first acquired.)
For example, consider an accounting paradigm
that requires an asset to be reported at its fair value
with regular remeasurement for balance sheet purposes, but at locked-in historical cost valuation for
income-statement purposes. A risk under such an
approach is that the two could become significantly
out of sync, such as when the fair value of assets have
dropped significantly below their historical cost. This
risk can be alleviated through required regular testing of any such shortfall, to determine whether such
a shortfall is permanent (i.e. whether a ‘permanent’
impairment exists). When this happens, the extent
of permanent impairment would be reflected in the
income statement. The result would be a reduction in
the discrepancy between the cumulative income statements and cumulative balance sheet changes, without
bringing the income statement to a fair value basis.

Reporting Segment
GAAP financial statements are typically produced
on a consolidated basis for the reporting entity. The
consolidation may include the combined impact of
multiple legal corporations or other entities with the
same ultimate parent company or owner.
Regulatory financial statements may be required
on a nonconsolidated basis, separately for each legal
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entity, matching the legal authority of the regulator
to intervene.
GAAP accounting rules also require reporting at
the reporting segment level, generally defined as the
level at which operations are managed and performance measured by senior management. The IASB
standard on reporting segments, IAS 14, defines
reporting segments as follows: ‘Segments are organizational units for which information is reported
to the board of directors and CEO unless those
organizational units are not along product/service
or geographical lines, in which case use the next
lower level of internal segmentation that reports product and geographical information’ (quoted from a
summary of IAS 14 found on the IASB website
www.iasb.org.uk).
Reporting segments may be defined by product,
by geography, by customer or other similar criteria, alone or in combination with other factors.
The reporting segment selection is based on the
way a particular company operates. For example,
a company producing one product but in multiple regions, with somewhat autonomous management and functions by region, may be required to
define its reporting segments by geographic region.
A company with multiple products in one geographic
market, with generally autonomous management by
product unit, may define its reporting segments by
product.
Where the accounting standard defines reporting
segment requirements, it typically also includes a list
of required items to be reported by reporting segment.
Note that not all items are required to be reported by
reporting segment. For example, income statements
may have to be disclosed by reporting segment, but
not balance sheets.

Liquidation versus Going Concern
Many GAAP paradigms focus on the assumption
that the business is a ‘going concern’ when valuing an asset or liability. This is in contrast with a
run-off or liquidation assumption. For example, the
value of a factory in use to produce a profitable
product may be much greater than the value the factory could be sold for in a liquidation scenario. A
run-off assumption may be more appropriate for regulatory accounting purposes, where a solvency focus
exists.

Change in Accounting Principle versus Change in
Accounting Estimate
Accounting paradigms may have drastically different reporting requirements for a change in accounting
principle versus a change in accounting estimate. A
change in accounting principle may require special
disclosure of the change, with recalculation of prior
period results, while a change in accounting estimate
would generally involve no prior period recalculation and impact only the latest reporting period.
(When recalculation is required it would generally
impact only the results for prior periods required to
be shown in the financial statement at the time the
accounting principle is changed. A cumulative effective adjustment may also be required for the oldest
period shown, equaling the adjustment required to
bring the beginning balances in compliance with the
new accounting principle being implemented.)
For example, a change from undiscounted liability estimates to present value (see Present Values
and Accumulations) estimates would typically be
described as a change in accounting principle, possibly requiring recalculation of prior period results.
A change in the estimated amount of undiscounted
liabilities would be a change in accounting estimate, requiring no prior period recalculation and only
impacting the reporting period where the estimate
was changed. Additional disclosure may be required
when the change in estimate is material to the interpretation of the financial reports.
Where the change in accounting principle is due
to a change in accounting standard, the new standard
itself will usually provide the preparer with specific
implementation guidance.

Principle-based versus Rule-based
Accounting standards may take the form of general
principles, relying on interpretation and judgment by
the financial statement preparers before they can be
implemented. Alternatively, standards may take the
form of a series of rules, limiting the flexibility and
use of judgment allowed in their implementation.
This is a natural trade-off, with advantages and disadvantages to each approach.
Principle-based standards are potentially very flexible with regard to new and changing products and
environments. As such, they should also require less
maintenance. But they do have certain disadvantages, such as being more difficult to audit relative to
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compliance, and concern over consistent and reliable
interpretations across entities. To the extent that they
rely on individual judgment to interpret and implement the standards, there is a danger that they can be
used to manipulate financial results.
Rule-based standards are generally considered
easier to audit for compliance purposes, and may
produce more consistent and comparable financial
reports across entities. Disadvantages may include a
lack of flexibility with regard to changing conditions
and new products, hence requiring almost continual
maintenance at times. A concern also exists that rulebased standards are frequently easier to ‘game’, as
entities may search for loopholes that meet the literal wording of the standard but violate the intent of
the standard.

Common Accounts for Insurance
Companies
The following are some common accounts used by
insurance companies in conjunction with insurance
contracts sold. Note that this list excludes accounts
that are not directly insurance related, such as those
for invested assets.

Balance Sheet Accounts – Assets
Premiums receivable (or premium balances or agents
balances or something similar) – Premiums due on
policies, either from agents if the agent bills the policyholder or from the policyholder if billed directly.
Reinsurance recoverables – Amounts due from reinsurers due to ceded losses (see Reinsurance). In
some accounting paradigms, the amounts billed and
due as a result of ceded paid losses are recorded as
an asset (and sometimes called reinsurance receivables), while the amounts to be ceded and billed in
the future as a result of incurred but unpaid losses are
recorded as a contraliability (and called reinsurance
recoverables).
Deferred acquisition costs – Expense payments that
are deferred for income statement purposes under
a deferral-matching accounting paradigm. They are
deferred so that they can be recognized in the
income statement at the same time as the corresponding revenue.
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Balance Sheet Accounts – Liabilities
Policy liabilities (or provision for unexpired policies
or something similar) – A liability established for inforce insurance policies for future events, for which
a liability exists due to a contract being established.
There is no policy liability for policies that have yet to
be written, however a policy liability may exist for
events covered by the renewal of existing policies,
under certain situations. For example, a policy liability would exist for level premium renewable term life
insurance (see Life Insurance), but not for possible
renewals of property insurance contracts where the
pricing is not guaranteed and either party can decide
to not renew.
Unearned premium liability – A liability caused by
the deferral of premium revenue under a deferralmatching accounting paradigm. The amount of unearned premium liability generally represents the portion
of policy premium for the unexpired portion of the
policy. In an asset/liability paradigm, this would be
replaced by a policy reserve.
Claim liabilities – A liability for claims on policies
for events that have already occurred (see Reserving in Non-life Insurance). This would typically
include amounts for both reported claims (referred
to in various jurisdictions as reported claim liabilities, case-basis amounts, case outstanding, and
Reported But Not Settled (RBNS) claims) and for
Incurred But Not Reported (IBNR) claims. It would
also include amounts for Incurred But Not Enough
Reported (IBNER), sometimes called supplemental or
bulk reserves, for when the sum of individual claim
estimates for reported claims are estimated to be too
low in the aggregate. In some cases, IBNR is used to
refer to both the last two amounts.
Claim expense liabilities – The liability for the cost
of settling or defending claims on policies for events
that have already occurred. This includes the cost of
defending the policyholder (for liability policies). It
can also include the cost of disputing coverage with
the policyholder. It sometimes is included in the claim
liability value discussed above.
Insurance expense liabilities – The liability for expenses incurred but unpaid in conjunction with the insurance policy, other than the claim expenses discussed
above. Typical subcategories include commission liabilities (sometimes split into regular and contingent
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commission liabilities) and premium tax liabilities
(where applicable).

Income Statement Accounts
Premiums – In an asset-liability paradigm, this may
equal written premiums, while in a deferral-matching
premium, this would equal earned premiums. Earned
premiums equal the written premiums less the change
in unearned premium liabilities. They represent the
portion of the charged premium for coverage under
the reporting period.
Losses – Claims incurred during the reporting period.
They represent the amount paid for claims plus the
change in claim liabilities.

treated as an asset with the liability reported on an
undiscounted basis. Alternatively, the liability could
be established on a discounted basis directly. Other
options may exist, such as including the discount as
a contraliability in a separate liability account.
The establishment of any present value estimates
will require the reporting of the unwinding of discount over time, somewhere in the income statement. One approach for an accounting paradigm is to
report the unwinding as an interest expense. Another
approach is to report the unwinding as a change in
liability estimate, perhaps with separate disclosure so
that it can be distinguished from other sources of
changes in estimates.

Loss expenses – Claim expenses incurred on claims
resulting from events during the reporting period.
Note that a claim expense can be incurred on
a noncovered claim due to the necessary cost to
dispute noncovered filed claims. These amounts are
sometimes included in losses.

Resources

Underwriting expenses – Expenses incurred that directly relate to the insurance operation. They include
commission expenses, other acquisition expenses,
general expenses, and overheads related to the insurance operation, and various fees and taxes related to
the insurance operation.

•

Underwriting income – Premium revenue less losses,
loss expenses, and underwriting expenses.
Policyholder dividends – Dividends to policyholders incurred during the reporting period. In some
accounting paradigms, these amounts are legally
incurred only when declared. In others, an estimate
of historical dividends relating to the policy coverage
provided during the reporting period must be made
and allocated to that reporting period. These amounts
are generally included in underwriting income, but
may not be for some purposes. It is possible for them
to be subtracted from revenue under some accounting paradigms.

Discounting Treatment
There are several ways in which discounting can be
handled by an accounting paradigm. When discounting a liability, the amount of the discount could be

•
•

•

•
•

CAS Task Force on Fair Value Liabilities – White
Paper on Fair Valuing Property/Casualty Insurance Liabilities (fall 2000)
IASB Draft Statement of Principles (DSOP) on
insurance (fall 2001)
International Accounting Standards: Framework
for the Preparation and Presentation of Financial
Statements (1989)
Introduction to Accounting, second edition
(1991), published by the American Institute
for Property and Liability Underwriters (on the
CPCU 8th exam at that time).
FASB website, at www.fasb.org
IASB website, at www.iasb.org.uk

Also recommended is the following paper, discussing the work on developing a new IASB insurance accounting standard up to the paper’s publication date in 2003:
‘The Search for an International Accounting
Standard for Insurance: Report to the Accountancy
Task Force of the Geneva Association, by Gerry
Dickinson.’
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RALPH BLANCHARD

Affine Models of the Term
Structure of Interest
Rates
Introduction
Several families of interest rate models are commonly used to model the term structure of interest
rates. These include market models, used extensively in the money markets; affine term structure models, widely used in the bond markets;
and Heath, Jarrow, and Morton (HJM) models, less
widely used but applied to both the bond and money
markets.
In a bond market, the term structure is determined by a set of bonds with various maturity dates
and coupon rates. There is usually no natural tenor
structure. (In the money market, these are a set of
dates, at regular three or six monthly intervals, when
cash flows arise.) Only a subset of bonds may be
liquid, leading to potentially wide bid–ask spreads
on the remaining bonds. Bonds may trade with variable frequency, so that a previously traded price may
be some distance from the price of a subsequent
trade.
In these circumstances, it is unnecessary, undesirable, and indeed perhaps impossible to expect to
recover exactly the market price of all the bonds in
the market, or even of the subset of liquid bonds.
Instead, one can require, in general, no more than
that a model fits approximately to most of the bonds
in the market, although with significantly greater precision for the liquid bonds. Also, in the bond market
there are fewer option features that need to be modeled, compared to the money market. All in all, one
can be justified in using a model that emphasizes
tractability over an ability to recover a wide range of
market prices of cash and options. Affine models are
perfect for this purpose.
Write B(t, T ) for the price at time t of a pure
discount bond maturing at time T > t, and write τ =
T − t for the time to maturity. Let Xt = {Xti }i=1,...,N
be a set of N stochastic state variables whose values
determine the term structure at any moment. We
explicitly assume that we are in a Markov world so
that the future evolution of the term structure depends
only upon the current values of the state variables,
and not on their history. Without loss of generality,

we may write




B t, T |Xt1 , . . . , XtN = exp ϕ(t, T |Xt1 , . . . , XtN )
(1)
for some function ϕ that may depend on current time
t as well as on the state variables. In general, ϕ may
not have an analytic form.
One may proceed in two distinct directions. One
is to specify the processes followed by the state variables, and how they are related to the term structure.
One then derives the function ϕ in equation (1). It is
likely that ϕ may only be computable numerically.
A second approach is to specify a form for the function ϕ, and then to back out the processes followed by
the state variables (under the pricing measure) consistent with ϕ in the no-arbitrage framework. This latter
approach is likely to be more tractable than the former, since one is effectively imposing an analytical
solution for ϕ ab initio.
Affine models specify a particular functional form
for ϕ. For a tractable model, one wishes ϕ to be as
simple as possible, for instance, a polynomial in the
state variables,
ϕ(t, T |Xt ) = A0 (t, T ) +

N


Ai (t, T )Xti

i=1

+

N


j

Ai,j (t, T )Xti Xt + · · · .

(2)

i,j =1

The very simplest specification is to require that ϕ is
affine in the Xti , that is, to set
ϕ(t, T |Xt ) = A0 (t, T ) +

N


Ai (t, T )Xti .

(3)

i=1

A model in which ϕ takes this form is called an affine
model of the term structure. As we shall see, these
models are highly tractable, perhaps with explicit
solutions for the values of simple options as well
as for bond prices, and with relatively easy numerics
when there are no explicit solutions.
Note that other specifications are possible and
have been investigated in the literature. For instance,
truncating (2) to second order gives a quadratic term
structure model [13]. However, these models are
much more complicated than affine models and it is
not clear that the loss in tractability is compensated
for by increased explanatory power.
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From (3) we see that spot rates r(t, T ), where
B(t, T ) = exp(−r(t, T )(T − t)), are
A0 (t, T )  Ai (t, T ) i
−
Xt ,
T −t
T −t
i=1
N

r(t, T ) = −

(4)

and the short rate rt is
rt = g + f Xt ,
where
g=−

(5)


∂A0 (t, T ) 
,

∂T
T =t

f = {fi }I =1,...,N ,

More generally, they may be deterministic functions
of time.)
Here and elsewhere, unless explicitly stated,
we assume that processes are given in the spot
martingale measure associated with the accumulator
account numeraire (also called the money market or
cash account), so that no market price of risk occurs
in any pricing formula.
Given an N -dimensional process specified by (6)
and (7), one can solve for the functions Ai . In fact A0
and the vector of functions A = {Ai }i=1,...,N satisfy
the differential equations,
∂A(t, T )
= −f + a  A + A β  A,
∂T
∂A0 (t, T )
= −g + b A0 + A  diag(α)  A,
∂T


∂Ai (t, T ) 
fi = −
,

∂T
T =t

i = 1, . . . , N.

(8)

Affine models were investigated, as a category, by
Duffie and Kan [6]. In the rest of this article, we
first present a general framework of affine models,
due to Dai and Singleton [5]. We look at specific
examples of these models that have been developed
over the years, and finally look in detail at a twofactor Gaussian affine model – both the most tractable
and the most widely implemented in practice of the
models in the affine framework.

with boundary conditions
A(T , T ) = 0,

A0 (T , T ) = 0.

These are Riccati equations. These may sometimes
be solved explicitly but in any case it is fairly easy
to solve them numerically.

The State Variables

The Affine Framework
The requirement (4) is very strong. The process followed by the state variables is heavily constrained
if spot rates are to have this form. Let α and b be
N -dimensional vectors and a, β and  be N × N
matrixes. It can be shown (Duffie and Kan) that the
vector Xt has the SDE
dXt = (aXt + b) dt + Vt dzt

(6)

for an N -dimensional Wiener process zt , where V is
a diagonal matrix of the form


α1 + β1 Xt
0


..
Vt = 
 (7)
. 

0
αN + βN Xt
and we have written βi for the ith column of β.
(Certain regularity conditions are required to ensure
that Xt and αi + βi Xt remain positive. Also, we
have assumed that α, b, a, β and  are constants.

The specification given by (6) and (7) is quite
abstract. What do the state variables represent? In
general, they are indeed simply abstract factors, but
in practical applications they may be given a financial
or economic interpretation. For example, it is usually
possible to represent Xt as affine combinations of
spot rates of various maturities. Choose a set of times
to maturity {τi }i=1,...,N and set
h = {hij }i,j =1,...,d ,

hij = −

k  = (k1 , . . . , kd ),

ki = −

Aj (t, t + τi )
, (9)
τi

A0 (t, t + τi )
. (10)
τi

Suppose that for some set of maturity times, the
matrix h is nonsingular. Then define Yt = k + hXt ,
so that Yi (t) is the yield on a τi time to maturity pure
discount bond. In terms of Yt ,
B(t, T |Yt ) = exp(A(τ ) + B  (τ )h−1 Yt − h−1 k)
= exp(Ã(τ ) + B̃  (τ )Yt ),

(11)
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where
Ã(τ ) = A(τ ) − h−1 k,
B̃  (τ ) = B  (τ )h−1 .
The state variables {Xti } are seen to be an affine
combination of the spot rates, r (t, t + τi ).

Canonical Affine Models
We have seen that given a specification (6) and (7) of
a term structure model, it is possible to transform the
state variables to get an essentially equivalent model.
This raises the question: essentially how many district affine term structure models are there, taking
all reasonable transformations into account? This was
answered by Dai and Singleton [5]. Given a definition
of equivalence, essentially based upon linear transformations and rescalings of the original state variables,
they provided a classification of affine term structure models. They showed that for an N -factor model
there are only N + 1 essentially different canonical
affine models, and that every affine model is a special
case of one of these.
Dai and Singleton write the SDE of the N dimensional process Xt as
dXt = κ(θ − Xt ) dt + V dzt ,

(12)

where κ is an N × N matrix, θ is an N -dimensional
vector, and  and V are as before. Define Mm (N ),
for 0 ≤ m ≤ N , to be the canonical model with  =
I N×N , the N × N identity matrix, and
κ = κm (N ) =

κ 1,1
κ 2,1

θ = θm (N ) =


0

α = αm (N ) =

0
1N−m

0
κ 2,2
,

,

 ∈ Rm ,
,

0 ∈ R N−m ,

I m×m
0

β 1,2
0

,

I m×m the m × m identity matrix
where
κ 1,1 ∈ R m×m ,

κ 2,1 ∈ R (N−m)×m ,

κ 2,2 ∈ R (N−m)×(N−m) ,

β 1,2 ∈ R m×(N−m) ,

and when m = 0, κ0 (N ) is upper or lower triangular.
(There are also some restrictions on allowed parameter values. See Dai and Singleton.)
Every affine model is a special case of some
Mm (N ) with restrictions on the allowed values of
the parameters. The total number of free parameters
(including N + 1 for g and f ) is
N 2 + N + 1 + m, m > 0,
1
(N + 1)(N + 2), m = 0.
2

(14)

For example, for N = 3, there are four distinct affine
models with
13 + m parameters if m = 1, 2, 3,
10 parameters for m = 0.
The classification is determined by the rank of the
volatility matrix β, that is, upon the number of state
variables Xti that occur in the volatilities of Xt . This
is an invariant that cannot be transformed away.
Dai and Singleton made their classification some
time after various two- and three-factor affine models
had been devised and investigated. It turns out that
most of these models were heavily over specified, in
that, when put into canonical form their parameters
are not necessarily independent, or may have been
given particular values, for instance, set to zero. For
example, the Balduzzi, Das, Foresi, and Sundaram
(BDFS) [1] model described below can be transformed into an M1 (3) model but with six parameters
set to zero and one parameter set to −1.

Examples of Affine Models
In this section, we describe the two distinct onefactor affine models, and then give an example of
the two-factor Longstaff–Schwartz model [14]. In a
later section, we discuss at some length a two-factor
Gaussian model.

0 ∈ Rm ,

1N−m = (1, . . . , 1) ∈ R N−m
β = βm (N ) =

3

(13)

One-factor Models
In order to enable models to fit exactly to observed
market features, it is usual to allow certain parameters to become deterministic functions of time. The
functions are then chosen so that prices in the model
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match those observed in the market. For instance, the
two canonical one-factor models are
M0 (1) :

drt = κ(θ − rt ) dt + σ dzt ,

M1 (1) :

dr t = κ(θ − rt ) dt + (α + σ rt ) dzt .
(15)

1/2

The first model is the Vasicek model [15]. The second, with α = 0, is the Cox, Ingersoll, and Ross
model (CIR) [4].
In an extended model, the parameter θ is made
time dependent to allow the model to recover exactly
an observed term structure of interest rates. Making
σ time dependent, allows the model to fit to a term
structure of volatility, implicit in the prices of bond
options, or in bonds with option features. Note that
if a model is calibrated to market data (that is, its
parameter values are chosen so that the model fits
either exactly or else as closely as possible to market
data), it will need to be recalibrated as market prices
change. There is no guarantee that a calibrated model
will stay calibrated as time evolves.
Explicit solutions for the term structure when θ,
κ and σ are constant are given below. In the M0 (1)
Vasicek model, spot rates are
r(t, t + τ ) = l + (rt − l)
σ 2τ 2
+
4κ

1 − e−κτ
κτ

1 − e−κτ
κτ

where
A0 (t, T ) = −
A1 (t, T ) =

Both the Vasicek and CIR models have explicit solutions for values of bond options. This is important
since bond options are the most common option type
in the bond and money market (for instance, a caplet
can be modeled as a bond put option).
The extended Vasicek explicit solution for the
value of bond options was obtained by Jamshidian [11]. Write the short rate process under the equivalent martingale measure as
dr t = (θ(t) − art ) dt + σ dzt .

(18)

Instantaneous forward rates are f (t, T ) = −∂B(t,
T )/∂T . In the extended Vasicek model, to exactly
recover current bond prices θ(t) is set to be
∂f (0, t)
σ2
+ af (0, t) +
(1 − e−2at ). (19)
∂t
2a
Let ct (T1 , T2 ) be the value at time t of a bond call
option maturing at time T1 on a pure discount bond
maturing at time T2 , t < T1 < T2 . Suppose the strike
price is X. Then the value ct (T1 , T2 ) is
θ(t) =

ct (T1 , T2 ) = B(t, T2 )N (d) − XB(t, T 1 )N (d − σp ),
(20)
where
d=

2

,

(16)

where l = θ − σ 2 /2κ 2 is the long rate, a constant,
and rt = r(t, t) is the short rate. In√the M1 (1) CIR
model, with α = 0, and setting γ = κ 2 + 2σ 2 , spot
rates are
r(t, t + τ ) =

Bond Option Valuation

A0 (t, T ) A1 (t, T )
+
rt ,
τ
τ

(17)



2κθ
2γ e(κ+γ )τ/2
,
ln
σ2
2γ + (κ + γ )(eγ τ − 1)

2eγ τ − 2
.
2γ + (κ + γ )(eγ τ − 1)

In the M1 (1) extended CIR model, it is not possible theoretically to recover every term structure
(because negative rates are forbidden) but this is not
an objection in practice; the real objection to the CIR
framework is its comparative lack of tractability.

B(t, T2 )
1
1
ln
+ σp ,
σP
XB(t, T1 ) 2

σp = σ

1 − e−a(T2 −T1 )
a

1 − e−2a(T1 −t)
2a

1/2

,

where B(t, T ) are the theoretical extended Vasicek
bond prices. It is no accident that this resembles a
Black–Scholes formula with modified volatility.
There is also an explicit formula for bond option
prices in the extended CIR model. We give only
the formula in the case in which the parameters are
constants. Then
ct (T1 , T2 ) = B(t, T 2 )χ 2 2r X (φ + ψ + η);
4κθ 2φ 2 rt eγ (T1 −t)
,
σ2 φ + ψ + η
− XB(t, T 1 )χ 2 2r X (φ + ψ);
4κθ 2φ 2 rt eγ (T1 −t)
,
σ2
φ+ψ

. (21)

5

Affine Models of the Term Structure of Interest Rates
where γ 2 = κ 2 + 2σ 2 as before and
φ = φ(t, T1 ) =
ψ=

2γ
σ 2 (eγ (T1 −t)

− 1)

The short rate volatility is
νt = α 2 xt + β 2 yt .

,

κ +γ
,
σ2

η = η(T1 , T2 ) =

2eγ (T2 −T1 ) − 2
,
2γ + (κ + γ )(eγ (T2 −T1 ) − 1)

where rX is the short rate value corresponding to the
exercise price X, X = B(T1 , T2 |rX ), and χ 2 is the
noncentral χ 2 distribution function [4].
The extended Vasicek model has an efficient lattice method that can be used when explicit solutions
are not available [9]. Lattice methods can also be
used with the one-factor CIR model, but these are
more complicated, requiring a transformation of the
underlying state variable [10].

Since rt and νt are linear functions of xt and yt , we
can reexpress the model in terms of rt and νt alone.
The short rate process becomes
dr t = (αγ + βη) −
−
+

rt = αxt + βyt ,

δ−ξ
νt
β −α

βδ − αξ
rt
β−α

dt +

βνt − αβrt
β −α

αβrt − ανt
β −α

1/2

dz1,t

1/2

dz2,t ,

(25)

and the process of its variance is
dνt = (α 2 γ + β 2 η) −

Two-factor Models
Two- and three-factor affine models have considerably more flexibility than a one-factor model. Gaussian models (of the form M0 (N )) are much more
tractable than non-Gaussian models, since they often
have explicit solutions for bond prices or bond
option prices. We defer a detailed discussion of a
two-factor Gaussian model until later, because of
their importance. Here we look at the two-factor
Longstaff–Schwartz model [14].
The Longstaff and Schwartz model is an affine
model of type M2 (2), originally derived in a general
equilibrium framework. Set

(24)

−

βξ − αδ
νt
β −α

dt +

β 3 νt − αβ 3 rt
β −α

+

αβ(δ − ξ )
rt
β−α
α 3 βrt − α 3 νt
β −α

1/2

dz1,t

1/2

dz2,t .

(26)

Although having greater financial intuition, for computational work it is far easier to work in terms of xt
and yt , rather than rt and νt .
In terms of rt and νt , pure discount bond prices in
the Longstaff and Schwartz model are
B(t, t + τ |rt , νt ) = A2γ (τ )B 2η (τ )
× exp(κτ + C(τ )rt + D(τ )νt ),

(27)

(22)
where

where the two state variables xt and yt are uncorrelated and have square root volatility processes
√
dx t = (γ − δxt ) dt + xt dz1,t ,
√
dy t = (η − ξyt ) dt + yt dz2,t ,
(23)
under the equivalent martingale measure. In the original derivation, xt and yt represented economic variables, but we need not explore this here. The model
has six underlying parameters that enable it to fit
closely, but not exactly, to term structures and ATM
bond option prices. (The most general M2 (2) model
has nine parameters.) It may also be extended to
enable it to fit exactly.

A(τ ) =

2ϕ
,
(δ + ϕ)(eϕτ − 1) + 2ϕ

B(τ ) =

2ψ
,
(ξ + ψ)(eψτ − 1) + 2ψ

C(τ ) =

αϕ(eψτ − 1)B(τ ) − βψ(eϕτ − 1)A(τ )
,
ϕψ(β − α)

D(τ ) =

−ϕ(eψτ − 1)B(τ ) + ψ(eϕτ − 1)A(τ )
,
ϕψ(β − α)

with
ϕ=


2α + δ 2
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ψ=


2β + υ 2

As in the Gaussian case, the drift is normally mean
reversion to a constant

κ = γ (δ + ϕ) + η(υ + ψ).

µ(Xt ) = κi (µi − Xti )

There is also a formula for bond option values [10].

Types of Affine Model
Before Dai and Singleton’s classification, affine models were studied on a more ad hoc basis. The models
that were investigated fall into three main families
1. Gaussian models
2. CIR models
3. A three-factor family of models.
We briefly discuss each family in turn.

Gaussian Models
In a Gaussian model the short rate is written as
rt = g + f1 Xt1 + · · · + fN XtN ,

(28)

where each state variable has a constant volatility
dXti = µ(Xt ) dt + σi dzi,t ,

σi constant. (29)

The drift is normally mean reversion to a constant
µ(Xt ) = κi (µi −

Xti ).

(30)

Examples of Gaussian models include the first
no-arbitrage term structure model, Vasicek, the
Hull–White extended Vasicek model [8], which has
an innovative lattice method enabling a very simple
calibration to the term structure, and today’s two- and
three-factor extended Gaussian models widely used in
the bond market.

CIR Models

Note that the volatility structure is usually not
expressed in its most general form.
This category of models is named after Cox, Ingersoll, and Ross, who devised the first model with
a square root volatility. Longstaff and Schwartz, as
we have seen, produced a two-factor version of this
model. Other authors [12] have investigated general N -factor and extended versions of these models. These models have generated considerably more
literature than the more tractable Gaussian family.
Part of the reason for this is that a process with
square root volatility cannot take negative values.
If it is felt that interest rates should not take negative values, then these models have a superficial
attraction. Unfortunately, CIR models have the property that the short rate volatility also goes to zero
and rates become low, a feature not observed in
practice. When rates are at midvalues, away from
zero, the tractability of Gaussian models far outweighs the dubious theoretical virtues of the CIR
family.

The Three-factor Family
This final family can be seen as a generalization
of the Vasicek model. The drift µ and volatility σ in the Vasicek model can themselves be
made stochastic. The first generalization was to
make σ stochastic. This is natural since volatility is observed in the market to change seemingly
at random. However, it turns out that models with
stochastic drift µ have much greater flexibility (and
greater tractability) than those with stochastic volatility.
Consider the following three processes
(i)

Again, the short rate process is rt = g + f1 Xt1 +
· · · + fN XtN , where each state variable has a square
root volatility

dX it = µ(Xt ) dt + σi Xti dzit , σi constant.
(31)

(32)

Short rate:
drt = α(µt − rt ) dt +

(ii)

√

vt dzr,t ,

Short rate drift:

dµt = β(γ − µt ) dt + η dzµ,t ,
(iii)

Short rate volatility:
√
dvt = δ(κ − vt ) dt + λ vt dzv,t .

(33)
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The stochastic drift model given by (i) and (ii) with a
constant variance v is an M0 (2) model. It has explicit
solutions for both bond prices and bond option prices.
The stochastic volatility model given by (i) and
(iii) with a constant drift µ is due to Fong and
Vasicek [7]. It is an M1 (2) model. It has some
explicit solutions but, in general, requires numerical
solution.
The full three-factor system with stochastic drift
and volatility, (i), (ii), and (iii), was investigated and
estimated by Balduzzi, Das, Foresi, and Sundaram [1]
(BDFS). It is an M1 (3) model. BDFS were able to
reduce the system to a one-factor PDE, making it
reasonably tractable.
The process (ii) can be replaced by (ii )
√
(ii) dµt = β(γ − µt ) dt + η µt dzµ,t . (34)
The system with (i), (ii ), and (iii) was investigated
by Chen [3]. It is M2 (3) and is significantly less
tractable than the BDFS model.

2 −a(T −t)
1 −2a(T −t)
3
e
e
−
−
a
2a
2a
=
a2
1
3
2
σy2 T − t + e−b(T −t) − e−2b(T −t) −
b
2b
2b
+
b2
2ρσy σx (T − t − Ba,t,T − Bb,t,T + Ba+b,t,T )
,
+
ab
(38)
σx2 T − t +

Vt,T

where Ba,t,T = (1 − e−a(T −t) )/a.
We know from elementary statistics that when X
is normal
1
E[eX ] = exp E[X] + var[X] .
2

(39)

Under the accumulator numeraire measure, bond
prices are


 T
rs ds ,
(40)
B(t, T ) = Et exp −
t

Two-factor Gaussian Models

so

A much used two-factor Gaussian model has the form
rt = ϕ(t) + xt + yt ,

(35)

where xt and yt are state variables reverting to zero
under the equivalent martingale measure
dxt = −ax t dt + σx dzx,t ,
dy t = −by t dt + σy dzy,t ,

(36)

with dzx,t dzx,t = ρ dt, for a correlation ρ. ϕ(t) is
a deterministic function of time, chosen to fit to the
current term structure. This model is a special case
of an extended M0 (2) affine model. It is discussed
at length in Brigo and Mercurio [2], which has been
used as a reference for this section.
It is easy to write down a model for bond prices
in this model [2, 10]. Since xt and yt are Gaussian,
so is rt , and so is
 T
(xs + ys ) ds.
(37)
It,T =
t

In fact, It,T ∼ N (Mt,T , Vt,T ) is normally distributed
with mean Mt,T and variance Vt,T ,
Mt,T = Ba,t,T xt + Bb,t,T yt ,


B(t, T ) = exp −
t

T

1
ϕ(s) ds − Mt,T + Vt,T
2

.
(41)

Suppose bond prices at time t = 0 are B(0, T ). ϕ(t)
can be chosen to fit to the observed prices B(0, T ).
It is determined from the relationship
 T
B(0, T )
ϕ(s) ds =
exp −
B(0, t)
t
1
× exp − (V0,T − V0,t ) .
2

(42)

Once the function ϕ(t) has been found, it can be
used to find bond prices at future times t, consistent
with the initial term structure. This is useful in lattice
implementations. Given values of xt and yt at a
node on the lattice, one can read off the entire term
structure at each node.

Alternative Representation
The model can be reexpressed in the equivalent form
dr t = (θ(t) + ut − art ) dt + σ1 dz1,t ,

(43)
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where ut is a stochastic drift

Forward Rate Volatility

dut = −but dt + σ2 dz2,t ,

(44)

and dz1,t dz2,t = ρ dt are correlated. This form has
as its state variables (i) the short rate rt itself and (ii)
the stochastic component of the short rate drift, ut .
The equivalence is given by
a = a,

b = b,

σ1 = (σx2 + σx σy ρ + σy2 )1/2 ,

At,T =

σ2 = σy (a − b)
ρ=

Although a two-factor affine model can fit exactly
to a term structure of bond prices, without further
extension it cannot fit exactly to an ATM volatility
term structure. However, it has sufficient degrees
of freedom to be able to approximate reasonably
well to a volatility term structure. It is easy to
find instantaneous forward rate volatilities in the
model. Set

σx ρ + σy
,
σ1

1
B(0, T )
exp − (V0,T − V0,t − Vt,T ) ,
B(0, t)
2
(48)

(45)
then pure discount bond prices are

and

B(t, T ) = At,T exp(−Ba,t,T xt − Bb,t,T yt ) (49)
∂ϕ(t)
θ(t) =
+ aϕ(t).
∂t

(46)

Conversely, given the model in the alternative form,
the original form can be recovered by making the
parameter transformations the inverse of those above
and by setting
 t
θ(s)e−a(t−s) ds.
(47)
ϕ(t) = r0 e−at +

The process for instantaneous forward rates f (t, T ),
df (t, T ) = µ(t, T ) dt + σf (t, T ) dzt

for some Wiener process zt , can be derived by
Itô’s lemma. In particular, the forward rate volatility
σf (t, T ) is
σf2 (t, T ) = σx2 e−2a(T −t) + 2ρσx σy e−(a+b)(T −t)

0

The alternative form has much greater financial intuition than the original form, but it is harder to deal
with computationally. For this reason, we prefer to
work in the first form.

+ σy2 e−2b(T −t) .

(51)

When ρ < 0 one can get the type of humped volatility
term structure observed in the market. For example, with σx = 0.03, σy = 0.02, ρ = −0.9, a = 0.1,
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b = 0.5, one finds the forward rate volatility term
structure shown in Figure 1. These values are not too
unreasonable.

Forward Rate Correlation
Although forward rate volatilities are not too bad, the
forward rate correlation structure is not reasonable. It
is possible to show (Brigo and Mercurio) that
1
corr( df (t, T 1 ), df (t, T 2 ))σf (t, T 1 )σf (t, T 2 )
dt
= σx2 e−a(T1 +T2 −2t) + σy2 e−b(T1 +T2 −2t)
+ ρσx σy (e−aT1 −bT2 +(a+b)t + e−bT1 −aT2 +(a+b)t ).
(52)
We can plot the correlation structure using previous parameter values (Figure 2). Unfortunately, this

correlation structure is not at all right. It does not
decrease sufficiently as the distance between pairs of
forward rates increases. To get a better correlation
structure, more factors are needed. For money market applications, such as the valuation of swaptions, it
is crucial to fit to market implied correlations. In the
bond market, it may not be so important for vanilla
applications.

The Market Price of Risk
We can also investigate the role of the market price of
risk in this M0 (2) model. Under a change of measure,
the short rate drift is offset by a multiple, λ, of its
volatility. λ is a market price of risk. Suppose that
in the alternative representation, under the objective
measure, the short rate process is
dr t = (θ(t) + ut − art ) dt + σ1 dz1,t ,
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where ut is given by equation (44). Under the equivalent martingale measure, the process for rt is
dr t = (θ(t) − λσ1 + ut − art ) dt + σ1 dz̃1,t
(54)
for a Wiener process z̃1,t . The effect is to shift the
deterministic drift component:
θ(t) becomes θ(t) − λσ1 .
For simplicity, suppose
λ is a constant. The effect
t
on ϕ(t) = r0 e−at 0 θ(s)e−a(t−s) ds is to shift it by a
function of time:
ϕ(t) becomes ϕ(t) − λσ1 Ba,0,t .
When investors are risk neutral, λ is zero and spot
rates are given by equation (41),
−1
ln B(t, T )
T −t
 T
1
−1
ϕ(s) ds − Mt,T + Vt,T
=
T −t
2
t

r(t, T ) =

.

When investors are risk averse, λ is nonzero and rates
are altered,
 T
1
r(t, T ) becomes r(t, T ) +
Ba,0,s ds
λσ1
T −t
t
.

dxt = −axt dt + σx dzx,t

(57)

has moments
E[xt+t |xt ] = xt e−at ∼ xt (1 − at),

(55)

λ
1 −at
e Ba,t,T
= r(t, T ) + σ1 1 −
a
T −t

To price American or Bermudan style options, it
may be more convenient to use a lattice method.
On the basis of a construction by Brigo and Mercurio, we show how a recombining two-factor binomial
tree for xt and yt can be formed, although we note
that in practice, one would prefer to use a twofactor trinomial tree. The construction we describe
is fairly simple. A fast implementation would require
speed-ups like Brownian bridge discounting, terminal correction with Richardson extrapolation where
possible, and evolving using exact moments.
We start by constructing a binomial tree for xt
and yt separately, and then glue the trees together.
The process

(56)

The term structure is shifted by a maturity dependent
premium. For a given time to maturity T − t, as t
increases, the premium increases to a maximum of
λσx /a. Figure 3 shows the size of the risk premium
with λ = 0.1 as T − t increases.

Implementing the Model
Although we have seen that formulae exist for bond
values (and indeed formulae also exist for bond
option values), in general, numerical methods are
required to find values for more complex instruments.
It is straightforward to implement Monte Carlo solution methods for these Gaussian models. In cases in
which the underlying SDEs can be solved, it is even
possible to implement ‘long step’ Monte Carlo methods. All the usual speed-up techniques can be used,
and it is often feasible to use control variate methods. We do not go into Monte Carlo methods in this
article.

σx2 (1 − e−2at )
(58)
∼ σx2 t,
2a
so we can discretize this process over a short time
interval of length t as
√
xt+t = xt − ax t t + σx tεx,t ,
(59)
var[xt+t |xt ] =

where εx,t ∼ N (0, 1) is standard normal i.i.d. A
binomial approximation is given by

xt


xt + x, probability pxu ,

(60)
xt − x, probability pxd .
√
where x = σx t and
1
a √
pxu = − xt
t,
2
2σx
1
a √
t.
pxd = + xt
2
2σx
This discrete process has the same moments as xt , up
to first order in t.
To be a valid approximation, we require√that
0 ≤ pxu , pxd ≤ 1. This is only true if |xt | ≤ σx /a t.
This condition is violated if |xt | is too large. Fortunately, this is not a problem in practice because
the lattice can be truncated before the probabilities
exceed their bounds. The probability of reaching distant levels is very low. Suppose that the lattice is
truncated when xt is 10 standard deviations away
from its initial value (so that nodes further away
from 0 than 10 standard deviations are not constructed, setting option values at this high boundary
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to zero). The stationary variance of xt is σx2 /2a so
we require
σx
σx
≥ 10 × √ .
(61)
√
a t
2a
As a condition on t this is
2
t ≤ 10−2 .
(62)
a
For a reasonable value of a ∼ 0.2, this is only 10
steps a year. Hence, as long as we have more than
10 steps a year, we are safe to truncate at 10 standard deviations. (In practice, a tree will have at least
several hundred time steps per year.)
Having found the x and y steps, x and y, and
probabilities pxu , pxd , and pyu , pyd , we can now combine

the two trees, incorporating a correlation. Branching
is illustrated in Figure 4. It is a binomial product
branching. At a given node (xt , yt ), x and y can
branch either up or down with combined probabilities
p uu , p ud , p du , and p dd .
To be consistent with the individual branching for x
and y, we require
p uu + p ud + p du + p dd = 1
p uu + p ud = pxu
p uu + p du = pyu .

There is one degree of freedom left: this enables us
to impose a correlation. In continuous time
cov(xt+t , yt+t |xt , yt )
= ρσx σy Ba+b,t,t+t ∼ ρσx σy t.

(x t + ∆ x , y t + ∆ y )

p uu

(xt + ∆ x , yt − ∆ y )

p ud

(64)

We can match this covariance with the covariance on
the lattice
ρσx σy t = p uu (x − ax t t)(y − ay t t)

(xt, yt )

+ p ud (x − ax t t)(−y − ay t t)
+ p du (−x − ax t t)(y − ay t t)

p dd
p du
(xt − ∆x, yt + ∆y )

Figure 4

(63)

(x t − ∆ x , y t − ∆ y )

Branching in the two factor lattice

+ p dd (−x − ax t t)(−y − ay t t).
(65)
The complete system of four equations can be solved
for the four unknown probabilities. To first order we
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obtain

[5]

1+ρ
bσx yt + aσy xt √
t,
−
4
4σx σx
bσx yt − aσy xt √
1−ρ
−
=
t,
4
4σx σx
1+ρ
−bσx yt + aσy xt √
=
t,
−
4
4σx σx
−bσx yt − aσy xt √
1−ρ
−
=
t.
4
4σx σx

p uu =
p ud
p du
p dd

(66)

As before, we require 0 ≤ p uu , p ud , p du , p dd ≤ 1.
This condition is violated if xt or yt is too large,
but once again the lattice can be truncated before
the bound is reached. As before, t can be chosen to be small enough so that a violation would
only occur when xt or yt are in the truncated region,
many standard deviations away from their mean
values.

Conclusion
We have seen that affine models provide a flexible family of models that can fit accurately to
observed market features. Two- or three-factor Gaussian models are often used in the bond markets
because of their flexibility and their tractability.
There are explicit solutions for the commonest instruments, and straightforward numerical methods when
explicit solutions are not available. Affine models will continue to provide a major contribution
to practical interest-rate risk management for years
to come.
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AFIR
AFIR is the section of International Actuarial Association (IAA) dealing with actuarial approach to
financial risks.
IAA regulations provide for the establishment of
Sections to promote the role of the actuary in specific
areas, and to sponsor research and opportunities for
participation in debate.
At the IAA Council in Brussels in 1987, a Provisional Committee was established to propose a
Section with the objective of promotion of actuarial research in financial risks and problems. The
Chair of the Provisional Committee was Mr François
Delavenne.
The Provisional Committee prepared a draft of
AFIR rules and regulations, which were unanimously
approved by the IAA council on July 9, 1988, in
Helsinki. There was also a brochure prepared to promote AFIR membership, introducing the new Section
and incorporating contributions signed by personalities from the financial world arguing in favor of
its creation. The Provisional Committee became the
first AFIR committee, with Mr Delavenne as the
Chair. French actuaries are substantially concerned
with matters of banking and finance, and it was their
enthusiasm, particularly that of Mr Delavenne, that
stimulated the proposal originally. Those promoting
AFIR had drawn inspiration, in particular, from the
successful operation of the ASTIN section of IAA on
insurance risks.
The AFIR rules provide for the following:
• Membership classes: ordinary for actuaries, associate for nonactuaries, and donor members;
•

AFIR governing Committee;

•

Colloquia: protocol for hosting a colloquium;

Membership worldwide stands at around 2000.
The IAA website www.actuaries.org has a dedicated AFIR section containing further information.
Recent AFIR colloquia papers also appear on this
website. Additionally, AFIR papers may be published

in the ASTIN bulletin, an internationally renowned
referenced scientific journal published twice a year
by the ASTIN section of IAA.
The most important function of the AFIR is the
organizing of colloquia. Therefore, information on
AFIR is best gained by considering the activities of
colloquia. In general, colloquia
•
•
•

•
•

•

introduce actuaries to the concepts of financial
economists and other financial experts;
allow financial economists and other financial
experts to present their ideas to actuaries;
allow all to apply these ideas to the financial institutions with which actuaries are most concerned;
insurance companies, pension funds and credit
institutions;
exchange knowledge among actuaries of different
countries and different disciplines;
bring together academics and practitioners and
thus provide a forum for learning and keeping
up-to-date with change in the area of financial
risks;
as well as being professionally stimulating, AFIR
colloquia usually take place in attractive and
interesting sites which contribute to a friendly and
collaborative atmosphere.

The initiative, financial responsibility, and organization of each Colloquium is the responsibility of
the hosting actuarial association. This lends variety and the opportunity to pursue different formats,
which is of much value in totality. It also follows
that the information reported on each colloquium
varies in detail and emphasis. Further information
on each colloquium can be found in the conference
proceedings and the reports published in the ASTIN
bulletin.
CATHERINE PRIME

Catherine Prime sadly passed away in February
2004. The Editors-in-Chief and Publisher would like
to acknowledge the fact that the author was not able
to correct her proofs.

Alternative Risk Transfer
Introduction
The term alternative risk transfer (ART) was originally coined in the United States to describe a variety
of mechanisms that allow companies to finance their
own risks. In recent years the term has acquired
a broader meaning, and ART solutions are now
being developed and marketed in their own right
by many (re)insurance companies and financial
institutions.
To enable us to describe ART, let us first consider
standard risk transfer. In order to avoid tedious repetitions, when using the term insurance, it will also
include reinsurance in what follows.
A standard insurance contract promises compensation to the insured for losses incurred. The circumstances under which a loss will be compensated
and the amount of compensation are defined in the
contract. Specific contract terms vary a great deal,
but a common feature of all insurance is that in
order to be compensable, a loss must be random
in one sense or another. The insurer earns a living by insuring a number of more or less similar
risks and charging each insured a premium that, in
aggregate, should provide sufficient money to pay
for the cost of loss compensation and a profit margin to the insurer. Thus, the insurer acts as a conduit
between the individual risk and a larger pool of similar risks.
A standard financial derivative (see Derivative
Securities) stipulates a payout on the basis of the
value of some underlying asset or pool of assets.
Derivative instruments are customarily used to hedge
(‘insure’) (see Hedging and Risk Management)
against unfavorable changes in the value of the
underlying asset. The payout of a derivative is not
contingent on the circumstances of the buyer and,
in particular, does not depend on the buyer having
incurred a ‘real’ loss. The derivatives exchange acts
as a conduit between the individual investor and the
participants in the financial market.
In addition to insurable risks and hedgeable assets,
the typical company will have a multitude of other
risks that it can neither insure nor hedge against. In
terms of their potential impact on the company should
they materialize, these are often the largest risks. The
risk transfer offered by traditional insurance on the

one hand and financial derivatives on the other, is
piecemeal, often expensive, and generally inefficient.
The purpose of ART solutions is to provide more
efficient risk transfer.
Exactly what constitutes a more efficient risk
transfer depends on the risk involved and the objective one is pursuing. As a result, the many different
solutions that flaunt the label ART, have very little
in common, other than the property that they utilize known techniques from standard reinsurance and
financial instruments in new settings. Swiss Re [1]
makes the following classification of ART solutions:
Captives,
Finite risk reinsurance,
Integrated products,
Multitrigger products,
Contingent capital,
Insurance securitization,
Insurance derivatives;
To this list one might add from Munich Re [2]:
Insuratization, the transfer of noninsurance risk to
insurers.
The following section gives a brief outline of these
solutions.

Forms of ART
Captives
A captive is an insurance or reinsurance vehicle that
belongs to a company that is not active in the insurance industry itself. It mainly insures the risk of its
parent company. Captives are also available for rent.
For all statutory purposes, a captive is a normal
insurance or reinsurance company. Using a captive,
the parent company can increase its retention of highfrequency risk that is uneconomic to insure. Direct
access to the reinsurance market allows the captive
to tailor its retention to the parent company’s needs.
As a result, the parent company retains control of
funds that otherwise would have been used to pay
insurance premiums.
The tax advantage associated with a captive has
become less prominent in recent years, as many
jurisdictions have restricted tax deductibility for premiums paid to a captive.
Groups of companies can form captive structures
like risk-retention groups or purchasing groups in
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order to increase their collective risk retention and
bargaining power.

Finite Risk Reinsurance
The essence of finite risk reinsurance is that the
amount of risk transferred to the reinsurer is limited.
This does not simply mean that there is an aggregate
limit of coverage, as in traditional reinsurance. It
means that the risk is self-financed by the insured
over time.
Attached to a finite risk reinsurance contract will
be an experience account, comprising the accumulated balance since inception of the contract, of
reinsurance premiums,
less reinsurance recoveries,
less fees/expenses deducted by the reinsurer,
plus interest credited (debited) for positive (negative) experience account balances.
At the end of the contract at the latest, the experience account balance will be repaid to the cedant if
it is positive, repaid to the reinsurer if it is negative.
The repayment of the experience account balance can
take several forms.
The simplest form of repayment is through a high
profit commission that becomes payable at the end
of the contract. However, profit commission is not
always suitable, as profit commission is only payable
when the experience account balance is positive –
thus the reinsurer would be left with any negative
balance.
More sophisticated contracts link the contract
parameters for the forthcoming year (priorities, limits,
etc.) to the accumulated experience account balance
from the previous years. More cover is provided if
the experience account balance is positive, less cover
if it is negative. As claims occurring from year to
year are random, this mechanism does not guarantee
that the experience account balance will be returned
to zero, and additional safeguards may have to be
implemented.
Another important distinction in finite reinsurance
contracts is between prefinancing contracts and postfinancing contracts, which refers to the time when the
contract lends financial support to the cedant. A prefinancing contract resembles a loan that the cedant gets
from the reinsurer, to be repaid later. A postfinancing
contract resembles a deposit that the cedant makes
with the reinsurer, to be drawn on at some later time.

Within the general description given above,
finite reinsurance contracts can be proportional or
nonproportional contracts. The cover the contract
provides can be for future claims (prospective) or for
incurred claims (retrospective).
For the cedant, a finite risk reinsurance spreads
the cost of losses over time, in effect, emulating a
flexible, off-balance sheet fluctuation provision. The
finiteness of the risk transfer enables the reinsurer to
cover risks that would be considered to be uninsurable (see Insurability) by a traditional contract.
Most jurisdictions will only allow the cedant to
account for a finite contract as reinsurance if it
transfers a certain minimum level of risk to the
reinsurer; otherwise the cedant will be required to
account for the transaction as a loan (liability) or
deposit (asset), whichever is the case.
One should note in passing, that traditionally, reinsurance has always been based on the ideal of cedants
and reinsurers getting even over time. Reinsurers
would impose stricter terms when they had suffered
losses, or be prepared to offer more generous terms
if previous years had been profitable. Profit commission and sliding-scale commission (see Reinsurance
Pricing) are quite common. Finite risk reinsurance
formalizes this process and obliges both parties to
remain at the table until they are approximately even.

Integrated Products
Integrated multiline products bundle several lines
of insurance into one reinsurance contract. In this
respect, they are similar to, say, comprehensive
homeowners’ insurance that provides cover against
fire, burglary, water, and so on, all in one policy.
In addition, an integrated multiyear contract will
run for more than one year, with an overall limit
on the reinsurer’s liability. Integrated contracts often
have finite risk transfer to allow inclusion of other,
‘noninsurable’ risks.
An integrated multiline, multiyear contract allows
the cedant to hold an overall retention across all
lines, that is in accordance with its total risk capacity.
Smoothing between lines of insurance and calendar
years should also stabilize the results of the reinsurer
and enable him to charge a lower profit margin.
Thus, in theory, integrated multiline, multiyear
reinsurance should be an attractive alternative to the
often fragmentary reinsurance of separate lines with
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different reinsurers and the tedious process of annual
renewals.
In practice, integrated covers have not won much
ground. The compartmentalized organization structure of insurance companies is partly to blame for this
failure because it makes it hard to agree on a reinsurance contract that covers all lines. Another reason for
reluctance is the difficulty in getting more than one
reinsurer to agree to any specifically tailored package;
in order to go down the route of multiline, multiyear
cover, a cedant would normally have to put all its
eggs into one basket (reinsurer), with the credit risk
that entails.

Multitrigger Products
For the shareholders in an insurance company, it does
not matter if the company’s profit is reduced by an
insurance loss or a realized asset loss. Insurers are
known to tolerate much higher loss ratios in times
when investment returns are high, than they could
afford to do in times when investment returns dry
up. This is the fundamental premise of multitrigger
products.
A multitrigger reinsurance contract stipulates that
(at least) two events that must occur in the same year,
if the reinsurer’s liability is to be triggered. The first
event would typically be an insurance loss of some
description, say the loss ratio exceeding an agreed
priority. The second event could be an investment
loss, say a rise in bond yield by a predetermined
number of percentage points. The cedant would be
entitled to claim compensation from the reinsurer
only if both technical results and investment results
are poor. There is, of course, no theoretical limit
to the number and nature of events that could be
combined in this way.
The main benefit of multitrigger reinsurance is
that cover is provided only when the cedant really
needs it. Assuming that every constituent trigger
event has low probability and the events are mutually
independent, the probability of a reinsurance event
becomes very low. This allows cover to be offered at
a lower rate.
Despite their apparent advantages, multitrigger
products have not won a lot of ground yet.

Contingent Capital
Contingent capital is an option, for the insurance
company, to raise debt or equity capital in the event
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of a severe insurance loss. The main purpose is to
enable the insurance company to continue trading
after a catastrophic event. The defining event could
of course involve a combination of trigger events,
insurance-related as well as investment-related.
Contingent debt is similar to a loan facility with
a bank, with the important distinction that the loan
is available when the company’s fortunes are low
(bank managers tend to get that glazed look when
approached by a borrower in distress).
Contingent equity is essentially a put option of the
insurance company’s own shares at a defined price
that is activated by the catastrophic event.
In both cases, the full insurance loss, after due
recoveries from other reinsurance contracts, remains
with the insurance company. The raising of contingent capital is a purely financial transaction that does
not improve the profit and loss account. Similarly, for
the provider of the contingent capital, the transaction
is a loan or a share purchase without any insurance
loss attached. Thus, the provision of contingent capital is not a transfer of insurance risk. However, the
provider of the capital assumes the credit risk of the
insurance company defaulting later.

Insurance Securitization
Insurance securitization is the direct placement of
insurance risks on the capital market.
Catastrophe bonds are dressed up as debt issued
by an insurance company. However, the coupon payments on the bonds, and sometimes part of the principal repayment, are made contingent to the occurrence
(or rather, nonoccurrence) of a defined, catastrophic
event.
For statutory purposes, and to increase transparency, the issuer of the bond is normally a special
purpose vehicle (SPV) owned by the insurance company. In relation to the capital market, the SPV acts
like any other corporate raiser of debt capital. In
relation to the sponsoring insurance company, the
SPV acts like a reinsurer, providing cover for an
annual reinsurance premium. The reinsurance premium must be sufficient to cover the annual coupon
payments to the bond holders and the cost of running
the SPV.
The definition of the catastrophic event and the
resulting reduction in the coupon and/or principal of
the bond may be linked directly to the loss incurred
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by the sponsoring insurer. However, that approach
presents a moral hazard to the insurance company
and it renders the workings of the bond intransparent
to the outside investors. As always, investors will
punish lack of transparency by demanding a higher
yield.
Therefore, the preferred approach is to link the
reduction in coupon and principal to an objective,
physical index – for example, the earthquake magnitude or the wind velocity. That still leaves the
insurance company holding the basis risk, that is, the
risk of its own experience deviating from that predicted by the index. Unless it is able to carry the basis
risk, it will need to arrange for some supplementary
reinsurance or ART solution.
For insureds and insurance companies alike, the
promise of insurance securitization lies in opening
up a pool of risk capital – the global capital market –
that dwarfs the equity of all reinsurance companies
combined. For proponents of convergence of financial
markets, their promise lies in opening up entirely new
methodologies for pricing catastrophe risks, a notoriously difficult problem for actuaries. For investors,
access to insurance securities augments the range of
investments with a new class that is only weakly correlated with the existing investments, hence promising diversification benefits.

As the index is based on an industry average
loss experience or on a physical measurement, the
insurance company will still have basis risk, that
is, the risk of its own experience deviating from
that predicted by the index. Unless it is able to
carry the basis risk, it will need to arrange for some
supplementary reinsurance or ART solution.
As with insurance bonds, the ultimate risk carrier
of insurance derivatives is the global financial market. Futures and options on loss indices have been
traded on the Chicago Board of Trade since 1992,
but trading is still modest [1].

Benefits of ART
As we have seen above, ART is not one method but
a range of methods that complement the traditional
risk transfer tools of insurance/reinsurance on the one
side, and financial derivatives on the other.
By tailoring a risk transfer to its individual risk
profile, risk capital, and other circumstances, an enterprise or an insurance company can aim to optimize
the use of its own risk capital
–
–

Insurance Derivatives

–

Standard derivatives – options and futures – are
financial instruments whose value is determined by
the performance of an underlying asset or pool of
assets. The value of insurance derivatives is determined by the performance of an insurance-specific
index.
The index can either be based on the total loss
amount for a defined event, or on certain physical
measurements (see Natural Hazards) like windstrength, barometric pressure, or earthquake strength.
The value of the derivative then is calculated as
the value of the index, times a predefined monetary
amount.
An insurance company can partially hedge its
own catastrophe risk by buying a futures or call
option on the corresponding catastrophe index. If
and when the catastrophic event occurs, the value
of the derivative increases, thereby compensating the
insurance company for its own losses.

–
–
–
–
–
–
–

by transferring risk that does not add value (e.g.
run-off of old liabilities);
by retaining risk that is uneconomic to insure
(e.g. high-frequency claims);
by retaining risk that is profitable in the long term
(e.g. equity exposure, long bonds);
by better utilization of its reinsurance capacity
(e.g. reduce overinsurance);
by filling gaps in its existing reinsurance program
(e.g. uninsurable risks);
by tapping into new sources of risk capital (e.g.
the capital market);
by protecting its viability after a major loss;
by stabilizing its profit and loss account;
by improving its solvency and ratings;
and so on.

Not every ART solution delivers all these benefits.
Table 1 reproduced from [1] compares some properties of different ART solutions.

Accounting for ART
All ART solutions are tailor-made, and each needs
to be assessed on its own merits. Therefore, it is

No

Dependent on
the policyholder’s
financial
strength
No

Yes

Limited

Yes

Yes, usual
case

Yes

Limited,
cyclical

No

Yes

Limited

Yes

Yes

Yes

Yes

Yes

Yes

Yes

Yes

Yes

Yes

No

Yes

Yes

Yes

Limited

Yes

No

No

Limited

Yes

No

No

Good
potential,
but still in
infancy
Good
potential,
but still in
infancy
Good
potential,
but still in
infancy

Indirectly
through
more
efficient use
of capacity
Yes

Indirectly
through
more
efficient use
of capacity
Yes

Dependent on
the policyholder’s
liquid funds

No

Yes

Limited,
depends on
the
underlying

6–12 months
none

Portfolio

Capital market

Limited,
depends on
the
definition of
the trigger
No

Variable
none

Portfolio

Capital market

Securitization
(based on index
or physical
event)
Derivatives

Yes, usual
case

Variable
Exists

Primarily the
policyholder
Time

Contingent
capital

Yes

Yes, usual
case

Variable
Exists

Portfolio

(Re)insurer

Multitrigger
products

Yes

Yes, usual
case

Multiyear
Exists

Portfolio/time

(Re)insurer

Multiline/
multiyear
products

Limited

Yes, usual
case

Multiyear
Slight

Primarily the
policyholder
Emphasis on
time

Finite
solutions

Source: Reproduced from Sigma 2/1999 with kind permission of Swiss Re.

Yes

Yes, usual
case

1 year
Exists

Duration
Credit risk for the
insured
Suitability
for protecting
individual
portfolio (basis
risk)
Moral hazard on
the part of the
insured
Increase of
insurance
capacity

Additional services
(claims
management and
settlement, risk
assessment and
risk management
proposals)
Suitability for
holistic risk
management
Suitability or
protecting the
balance sheet
Suitability for
smoothing results

Portfolio/time,
depending
on the type
of risk
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Portfolio

Diversification
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Policyholder

Captives

(Re)insurer

Traditional
commercial
reinsurance
cover

Differences and common factors of various ART solutions

Risk carrier
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impracticable to give a general prescription on how
an ART solution ought to be analyzed or accounted
for. Just a few issues will be mentioned here.
A major issue in relation to a finite risk reinsurance
contract is the question whether there is sufficient
risk transfer to allow the cedant to account for the
contract as reinsurance. If the answer is yes, then reinsurance premiums and recoveries can be accounted
through the cedant’s technical account, and there is no
requirement to recognize the experience account balance as an asset or liability. If the answer is no, then
the insurer must recognize the experience account
balance as a deposit or loan, and the contract will not
improve or smooth the technical account. Under US
GAAP, the Financial Accounting Standard FAS113
(see Accounting) currently sets out the conditions
for recognition as reinsurance.
Another issue is the timing of profits, when undiscounted liabilities are transferred for a discounted
premium. For retrospective cover, that is, cover for
incurred claims, US GAAP requires that the resulting gain be deferred and recognized over the term
of the contract. There exists no comparable restriction for prospective cover, which really is an inconsistency. Such anomalies should, in principle, be
removed by the new international accounting standards (IAS).

When insurance securities and derivatives are
involved, the rules governing accounting of financial
instruments come into play.
Above all, one should remember the rule of putting
substance over form.
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Arbitrage
The concept of arbitrage can be phrased in the following way: For a given set of investment opportunities does there exist a trading strategy that can guarantee riskless profits? If there does, then there exists
an arbitrage opportunity.
A popular name for such an opportunity is a free
lunch.
An arbitrage opportunity typically exists when two
or more assets are mispriced relative to one another.
A simple example of arbitrage is the following one
period investment problem. Suppose we have n assets
available for investment. Each has a price of 1 at time
0, and asset i has a total return of Si at time 1. Let
xi represent the number of units of asset i purchased
at time 0.
Let V (t) be
at time t, so

 the value of the portfolio
that V (0) = ni=1 xi and V (1) = ni=1 xi Si .
An arbitrage opportunity exists if we can find a
portfolio (x1 , . . . , xn ) such that
V (0) = 0

(1)

Pr(V (1) ≥ 0) = 1

(2)

Pr(V (1) > 0) > 0

(3)

Condition (1) means that our initial portfolio has
zero value. Thus, for the arbitrage opportunity to
be exploited we must go short in some assets (for

example, we can borrow cash from the bank in this
is one of the available assets for investment) and long
in other assets.
Condition (2) means that with certainty we will
not lose money.
Condition (3) means that we have the possibility
to make a real profit on the transaction.
The Principle of No Arbitrage states that arbitrage opportunities do not exist. This principle is
one of the cornerstones of financial economic pricing of securities. (For example, see the articles on
the Black–Scholes–Merton Model and on interestrate modeling.) In practice, arbitrage opportunities
do arise from time to time. However, in liquid markets in particular, they do not exist for very long
because arbitrageurs immediately move in to exploit
the opportunity and this has the effect of removing
the discrepancy in prices very rapidly. This makes it
very difficult to make substantial riskless profits.
(See also Affine Models of the Term Structure of
Interest Rates; Binomial Model; Complete Markets; Equilibrium Theory; Esscher Transform;
Derivative Securities; Hedging and Risk Management; Interest-rate Risk and Immunization; Market Models; Derivative Pricing, Numerical Methods; Shot-noise Processes; Stochastic Investment
Models; Time Series; Utility Maximization)
ANDREW J.G. CAIRNS

Asset Management
Introduction
Asset management is integral to the actuarial management of any financial security system, although
the earliest practical developments in actuarial science took place mostly in life insurance. In more
recent years, there has been an increased integration
of modern financial theories into actuarial science and
the adoption of actuarial techniques in areas of asset
management such as credit risk and operational risk.
The early development of asset management in
actuarial science was in determining the principles
that life insurance companies should use for the
investment of their funds. This was largely at a
time when insurance companies invested mainly in
fixed interest securities, both government and corporate. The development of the equity markets in the
1900s, as well as the later development of derivative and other security markets, has allowed more
sophisticated approaches to asset management and
an increased focus on asset management as part of
actuarial risk management. Asset management is
fundamental to the financial performance of financial
security systems including life insurance, pensions,
property, casualty, and health insurance.
We will start with a brief overview of the historical development of asset management in actuarial
science, then briefly outline major asset management
strategies used, as well as key models that have
been developed, and the issues in implementing asset
management strategies.

Asset Management Objectives and
Principles
The first actuarial contribution to the principles of
asset management of life insurance companies funds
is acknowledged to have been that of A. H. Bailey
[1], in which he set out what are generally referred to
as ‘Bailey’s Canons’. These were (1) that the safety
of capital was the first consideration, (2) that the
highest rate of interest consistent with the safety of
capital should be obtained, (3) that a small proportion
should be invested in readily convertible securities,
(4) that the remainder may be invested in securities
that were not readily convertible, and (5) that, as far

as practical, the fund should be invested to aid the
life assurance business.
Penman [8] reviewed these principles and highlighted the problems that arise in asset management
resulting from too generous guaranteed surrender
values, a lesson that has been hard learned, even to
this day. He also identified the increased importance
of currencies, commodities, inflation, and income tax
in asset management in the early 1900s. He noted the
importance of matching the currency that the reserve
is invested in, and the currency of the life insurance
contracts. The impact of inflation on asset values
is discussed with the suggestion that an increase
in investments such as house property and ordinary
shares may be, at least in theory, appropriate investments. The importance of income tax is recognized
since investors who did not pay income tax on interest, at that time, the big Banks, were paying high
prices for British government securities. The importance of diversification by geographical area and type
of security was also recognized by Penman.
Interestingly, in the discussion of the Penman
paper, R. J. Kirton mentions the early ideas underlying the theory of immunization, noting the effect of
holding securities that are ‘too long’ or ‘too short’.
Also in the discussion of the paper, C. R. V. Coutts
noted the importance of the rate of the interest, and
that there was a trade-off between the safety of capital
and the rate of interest. The difficulty was determining the minimum degree of security that was
acceptable. He also highlighted the need to ‘marry’
the asset and liabilities as far as possible, by which he
meant holding investments that were repayable at a
time to cover contract payments from the fund over
the following 40 or 50 years, an asset management
strategy now known as matching.
Pegler [7] sets out his principles of asset management under the title ‘The Actuarial Principles of
Investment’. Here, we see for the first time, a discussion of a risk adjusted yield. His first principle is
‘It should be the aim of life office investment policy
to invest its funds to earn the maximum expected
yield thereon.’ However, the expected yield takes
into account the chance of the yield being earned
and he suggests a ‘risk coefficient’ that is ‘equal,
or a little less than, unity for high class securities and a comparatively small fraction for those of
a highly speculative nature’. His second principle
recognizes the need for diversification and is ‘Investments should be spread over the widest possible range
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in order to secure the advantages of favorable, and
minimize the disadvantages of unfavorable, political
and economic trends.’ The third and fourth principle
were respectively, ‘Within the limits of the Second
Principle, offices should vary their investment portfolios and select new investments in accordance with
their view of probable future trends,’ and ‘Offices
should endeavor to orientate their investment policy
to socially and economically desirable ends.’ Pegler
was proposing what has come to be known as an
active investment strategy in his third principle.
Redington [10] developed the principle of immunization of a life insurance company against interest
rate movements. Assets were to be selected so that the
discounted mean term or duration of the asset and
liability cash flows were equal and that the spread of
the assets cash flows around their discounted mean
terms, referred to as convexity or M2 , should exceed
the spread of the liabilities around their mean term.
These ideas have been extended in more recent years.
Markowitz [5] developed the first mathematical
approach to asset management in which an investor’s
trade-off between risk and return was used to establish an optimal portfolio of assets. The Markowitz
model was developed using variance as risk measure. The major contribution to asset management of
this approach was that the risk of an asset should be
measured on the basis of its contribution to total portfolio risk and not through its own risk. Diversification
had value because of the potential reduction in total
portfolio risk from combining assets that were not
perfectly correlated. The optimal portfolio could be
selected using optimization techniques and thus was
born the quantitative approach to asset management.
Actuarial science is primarily concerned with the
management of portfolios of liabilities. Issues of solvency and fair pricing are critical to the successful
actuarial and financial management of a liability portfolio. Asset management is fundamental to the successful operation of a financial security fund, such as
an insurance company or pension fund, because of
its impact on profitability and the total risk. Incorporating liabilities into the asset management of a
company has been an area of interest of actuaries.
Wise [15] developed a model for matching assets to
a liability based on reinvestment of surplus (asset
less liability) cash flows to a horizon date and the
application of a mean variance selection criteria.
This approach to matching liabilities using the asset
management strategy was further generalized in the

Wilkie model [14] and then integrated into a common modeling framework by Sherris [12].

Asset Management Strategies
Asset management strategies involve determining the
allocation of funds to asset classes as well as to
security selection within asset classes. Strategic asset
allocation is concerned with long-run asset class allocations that become the benchmark for investment
managers to implement. These strategic asset allocations are usually developed using asset–liability
modeling to take into account the liability cash flows.
A benchmark asset allocation is determined as a longrun percentage allocation for different asset classes.
This takes into account the risk preferences of the
fund as well as the nature of the liabilities.
Tactical asset allocation involves moving away
from the strategic asset allocation in order to improve
returns by taking into account shorter-term assessments of market risks and returns. Tactical asset
allocation involves shorter-term variation between
different asset classes such as cash and equity. Market
timing is a form of tactical asset allocation where the
long-run equity market percentage is reduced when
equity markets are expected to fall and increased
when equity markets are expected to increase. The
ideal would be to have 100% in equities when markets rise and 0% when markets fall with the balance
in cash. Sy [13] analyzes the performance of market
timing strategies.
Market timing is a form of active asset management. Active asset management aims to use market
research, information, as well as exploiting market
imperfections, to determine asset allocations in order
to improve returns. The process uses value judgments and is not rule based. Successful market timing
requires superior information or superior information–processing ability.
Passive strategies are those where value judgments are not used to alter the asset allocation and
this can occur at the asset class level or the individual security selection level. At the asset level this
implies that no market timing is used, and at the
security selection level this involves the use of index
funds replication. Index funds are designed to track
the performance of a benchmark index for an asset
class. The benefits of a passive strategy are lower
transactions costs and lower asset management fees.
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Passive strategies effectively assume that markets are
information efficient or at least that gains from active
trading are offset by the transaction costs involved.
Dynamic strategies involve explicit rules for altering asset allocations. Perold and Sharpe [9] examine
and compare dynamic strategies. The simplest rulebased strategy is the buy-and-hold strategy. However,
strategic asset allocations are most often specified as
a constant mix asset allocation where the percentages
of funds allocated to each asset class are fixed through
time. Even though the constant-mix strategy has a
fixed percentage asset allocation for each asset class,
it is necessary to rebalance the holdings in each asset
class through time as the relative value of the asset
classes change through time. A constant mix strategy
involves purchasing asset classes as they fall in value
and selling asset classes as they rise in value. This
is required to maintain a constant percentage of total
funds allocated to each asset class.
Dynamic strategies are most often associated with
portfolio insurance where a floor on the portfolio
value is required. Over a fixed horizon, a floor on a
portfolio value can be created by holding the asset
class and purchasing put options on the portfolio,
holding cash and purchasing call options on the
portfolio, or more usually, created synthetically using
dynamic option replication strategies. Leland and
Rubinstein [4] discuss the process of replication of
options using positions of stock (shares) and cash. If
the value of the assets are currently A0 and the floor
required is FT at time T, then the theoretical optionbased strategy using call options that will guarantee
the floor is to purchase n call options, each with strike
FT /n and maturity T, where
n=

−rT

A0 − FT e
C(K, T )

,

(1)

r is the continuous compounding default-free interest rate and C(K, T ) is the call option price, and to
invest FT e−rT into zero coupon default-free securities
maturing at time T. This strategy is usually implemented using dynamic replication of the call options
because traded options do not usually exist for the
time horizon and the asset classes involved. Optionbased portfolio insurance has a number of drawbacks
including the requirement for a specified time horizon
and also problems with the dynamic option position
as the time to maturity of the options becomes imminent. Just prior to maturity, the replicating strategy
can involve large swings in asset holding between
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cash and the asset class as the underlying value of
the asset moves because of the high sensitivity of the
holding in the asset class to changes in the asset value
immediately prior to maturity.
To avoid the problems of fixed maturity option
replication, longer-term asset management uses constant proportion portfolio insurance or CPPI. CPPI
invests a multiple of the difference between the asset
value and the floor in the risky asset class with the
remainder invested in default-free securities. Defining
the cushion, c, as the difference between the asset
value and the floor, At − Ft , then the amount invested
in the risky asset is given by
E = mc,

(2)

where m is the strategy multiple. CPPI strategies sell
risky assets as they fall and buy them as they rise in
order to meet the floor.
Black and Perold [2] study constant proportion
portfolio insurance (CPPI) and investigate how
transaction costs and borrowing constraints affect
portfolio insurance–type strategies. CPPI is shown to
be equivalent to investing in perpetual American call
options, and is optimal for a piecewise-HARA utility
function with a minimum consumption constraint.
Cairns [3] includes a discussion of optimal asset
allocation strategies for pension funds including an
analysis of CPPI strategies.

Asset Management Models
Asset management strategies are developed and
implemented using a range of models. These models
range from simple mean–variance optimizers to
complex dynamic programming models. Here we
cover only the basics of mean–variance models.
To determine an asset management strategy, a
range of models are used in practice. The classic
model is the mean–variance model developed by
Markowitz [5], which is based on a trade-off between
portfolio expected return and risk, using variance as
a risk measure and a single time period model.
Asset portfolio management is then a process of
maximizing the expected return for any level of risk
or of minimizing risk for any given level of expected
return.
Defining Ri as the return on asset i, wi as the
proportion of the fund invested in asset i, σi is the
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standard deviation of the return on asset i, then the
expected return on a portfolio of assets will be
E(Rp ) =

n


wi E(Ri ),

(3)

i=1

and the variance of the portfolio will be
σp =

n
n 


wi wj σij ,

(4)

i=1 j =1

where σij = ρij σi σj is the covariance between the
return on asset i and the return on asset j and ρij is
the correlation between the return on asset i and the
return on asset j . Other risk measures have been used
in this asset selection process including semivariance
and quantile-based risk measures such as probability
of a negative return. The mean–variance model is
consistent with an expected utility-based model on
the assumption that returns have a multivariate normal distribution or that individuals have quadratic
utility. VaR has become an important risk measure
in bank trading books and is related to the ruin probability measure in actuarial science.
Factor-based models are used for asset management in both optimal portfolio construction and in
asset pricing. A factor model assumes a returngenerating process for asset i of the form
Ri = αi + βi1 F1 + βi2 F2 + · · · + βik Fk + εi , (5)
where αi is constant for each security, Fk is a common factor influencing all asset returns to a greater
or lesser degree, βik is the sensitivity of the i th asset
return to the k th factor and εi is a random mean
zero error term. The factors often include expected
inflation, dividend yields, real interest rates, and the
slope of the yield curve among many others. In asset
portfolio construction, diversification will average the
factor sensitivities and reduce the random variation.
Asset portfolios can be constructed to have desired
exposures to particular factors. The factors can also
include liability proxies for asset–liability modeling
purposes.
To incorporate liabilities, Wise [15] and Wilkie
[14] define the end of period surplus as
S=A

n

i=1

wi Ri − L,

(6)

where L is the random accumulated liability cash
flows at the time horizon and A is the current value
of the liabilities. Mean–variance analysis can then
be based on the distribution of surplus, allowing for
the liability cash flows by modeling the mean and
variance of the liability along with the covariance of
the liability with the asset returns.
Matching and immunization are strategies that use
asset management models for interest rates to select
fixed interest assets to meet specific liability streams
or to ensure that the value of the assets and liabilities
are equally sensitive to movements in market interest
rates. In the actuarial literature, Redington [10] was
the first to develop models for immunization.
Increasingly, credit risk models are being developed to quantify and price default risk in loans
and corporate fixed-interest securities. These credit
risk models estimate expected default frequencies, or
probabilities of default, and losses given default. Portfolio models are important for credit risk since the
benefits of diversification of market-wide risk factors have a significant impact on default probabilities
and severities. Factor models have been developed
to quantify default probabilities and to measure the
benefit of portfolio diversification in credit portfolios.
More details on these models can be found in [6].

Asset Management – Implementation
In practice, once a strategic asset allocation strategy
has been determined, professional asset managers
are employed to implement the strategy. Professional
managers provide various forms of asset management
services ranging from balanced funds to specialist
funds for different markets, investment styles, and
security types. The balanced fund manager carries
out both asset sector allocation and securities selection using an agreed asset allocation as a benchmark
portfolio. Managers also offer specialist funds such as
small cap equity, large cap equity, value and growth
equity funds, domestic and international bond and
equity funds, as well as hedge funds offering a variety
of alternative investment strategies. Asset management will usually involve multiple asset managers
some of whom are specialist managers in particular
investment sectors. A major concern in the strategy
implementation process is the measurement of investment performance.
Performance measurement is based on the calculation of time-weighted returns that adjust for the effect
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of cash flows on the relative performance of different
asset managers. Performance is measured against a
benchmark, which is usually the strategic asset allocation for the fund. Performance is usually measured
by adjusting for risk since high excess returns may
result from taking high-risk positions and luck. Common measures to risk adjust returns for performance
measurement include the Sharpe ratio
Ri − Rf
,
S=
σ (Ri )

This leaves an interaction term that captures other
effects.
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where Ri is the portfolio average return over the
time period, Rf is the average default-free return
and σ (Ri ) is the standard deviation of the portfolio
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i

i
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(9)
i

i
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captured in the difference between the actual asset
returns and those on the index benchmark and are
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wpi Rai −
wpi Rpi .
(10)
i

i
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MICHAEL SHERRIS

Asset–Liability Modeling
•
Asset–liability modeling (or ALM) refers to a wide
range of approaches taken in actuarial science. ALM
is often referred to as dynamic financial analysis
(DFA) in a non-life-insurance context. The essential,
and obvious, requirement is that a particular study
involves stochastic modeling of both asset risk, economic risk and future liability cash flows.
A key aspect of such a study is the interaction (correlations etc.) between the assets and the liabilities.
The following are examples:
•

•

Future liability cash flows might be linked to
the consumer prices index. A link then emerges
between the liabilities and the assets where price
inflation is linked to asset returns. For example, in the Wilkie model price inflation has an
impact on all financial variables including asset
returns.
Some life insurance contracts include payments
which are linked to the returns on a specified
investment fund, and sometimes these might have

•

minimum-return guarantees (e.g. with-profits contracts).
Other life insurance contracts might have other
guarantees such as interest-rate guarantees, which
might apply only at the maturity date of a contract
(e.g. annuity guarantees).
Non-life-insurance liabilities often include implicit links to economic variables. For example, claim amounts often increase roughly in
line with inflation. Equally, compensation claims
might require a valuation of loss of future earnings and this requires knowledge of the termstructure of interest rates.

ALM is used for a variety of purposes.
•
•

It can be used to inform management about the
risks associated with a particular strategy;
It allows management to make a well-informed
choice out of a range of possible strategies.

(See also Asset Management; Financial Engineering; Interest-rate Risk and Immunization; Parameter and Model Uncertainty)
ANDREW J.G. CAIRNS

Assets in Pension Funds
In countries with large scale private and public funded
pension arrangements, for example, the United States,
Canada, Japan, the Netherlands, and the United Kingdom, one of the key decisions is how the contributions into the fund should be invested to best effect.
The investment decision typically results in some
form of risk sharing between members and sponsor in terms of (1) the level of contributions required
to pay for all promised benefits, (2) the volatility
of contributions required, and (3) the uncertainty of
the level of benefits actually deliverable should the
scheme be wound up or have to be wound up. Some
of the risks associated with the pension benefits have
a clear link with the economy and hence with other
instruments traded in the financial markets. Others,
such as demographic risks (see Demography) and
the uncertainty as to how members or the sponsor
will exercise their options, which are often far from
being economically optimal, are less related to the
assets held in the fund.
Throughout this article, we will be referring
mainly to final salary defined benefit (DB) schemes,
although very similar comments will of course
apply to other DB schemes, such as career average
salary schemes or cash balance plans (see Pensions).
Some particular features, such as variable employee
contribution rates or high levels of discretionary
benefit, can change the impact of a particular
investment strategy enormously.
Explicitly hybrid schemes such as DB schemes
with a defined contribution (DC) top-up or underpin,
have some characteristics that may make asset allocation considerations more specialized. We have not
discussed these in any detail.
Pure DC schemes vary significantly in form: in
some, the investment options are very restricted, or
there is a strong inclination for employees to opt
for the default strategy, whereas in others, individuals have the encouragement and a broad palette
from which to choose their own personal investment
strategies.
In this article, we describe broadly what assets are
available to the institutional investor, how an investor
might go about deciding on an asset allocation, and
explore what the possible consequences of an asset
allocation might be. There are two general frameworks in which these questions are answered: the

first is the conventional ‘scheme-centric’ approach
where the whole fund is treated as an hypothetical
aggregate investor that has human features such as
risk aversion and regret. The second is a ‘stakeholder’ approach, where the fund is recognized as
being simply an intermediary that, in theory, neither
adds nor destroys value but can redistribute value and
risk among various stakeholders.
Whichever framework is adopted, a central issue
is to define why the assets are being held. Inevitably,
that involves a fairly close examination of the liabilities. The level of legislation, regulation, and the
wide diversity of scheme rules associated with pension schemes can make the investment decision
seem extremely complex. However, underpinning
this complexity is really quite a simple concept: an
employer promises to pay an employee part of his
salary when he or she retires. In order to improve the
security of this promise and make it less dependent on
the scheme sponsor’s financial well-being, contributions are made into a fund before the benefit is paid.
The way in which the funds are invested can have
important implications for the quality of the promise
associated with the deferred benefit.

Asset Selection
Various restrictions on the investments available to
occupational pension schemes exist around the world.
These range from the virtually unrestricted (e.g. UK)
to limited restrictions (e.g. an upper limit on the
proportion of overseas investments that can be held
as in Canada) to the highly restrictive (e.g. some
continental European pension arrangements). Beyond
these high level restrictions, there are normally limits on the concentration of investments within the
scheme, for example, no more than 5% of the funds
are to be invested in a particular security. These
will also depend on whether the scheme is regulated
under trust (e.g. a DB scheme or some occupational
DC schemes versus various personal pension arrangements). In some DC and grouped personal pension
arrangements, asset allocation is up to the individual
albeit selection is possible from only a limited set of
pooled funds. In others, the trustees set the strategy.
Investment by the scheme in its sponsoring
entity is prohibited in many countries, particularly
for occupational schemes. In contrast, in some
countries, investment in one’s employing company
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is sometimes encouraged within personal pension
arrangements.
In some countries such as Germany, a significant proportion of private pension provision is set
up without separate funds being held in respect of
the promised benefits. Accruing pension costs are
instead booked on the sponsor’s balance sheet. A central insurance fund then covers the members in the
event of sponsor distress. This arrangement implicitly exposes the fund to the economy of the country
although there is no explicit asset selection required.
Most state pension schemes are operated as a payas-you-go (PAYG) arrangement. ‘Unfunded’ arrangements such as book reserving and PAYG can have
significant macroeconomic implications, but we do
not discuss these in this article.

Bonds
Bonds are issues by governments, quasi-governmental
and supranational organizations, and corporations.
They offer a stream of coupon payments, either fixed
or index linked, and a return of principal at the maturity of the bond. Maturities of some bonds can go out
to 50 years, although the majority of bonds in issue
are very much shorter than this.
The certainty of receiving these coupons and
return of principal is dependent upon the willingness
and ability of the bond issuer to make good these
payments. While defaults by sovereign countries do
happen, government bonds issued by countries of
high standing represent the lowest credit risk of any
asset available. Credit ratings reflect the level of confidence in an issuer to make good the coupon and
redemption payments on the due dates. There is considerable debate about the value of credit ratings as
issued by the major agencies.
The market value of bonds at any time reflects the
present value of future coupon payments and return
of principal discounted at an interest rate that reflects
both current interest rate levels and the credit strength
of an issuer. All things being equal, the lower the
credit quality of the bond the higher the discount
interest rate and hence the lower the price put on the
bond. Liquidity also plays an important role in the
market value of a bond. Government issues, where
a range of maturities is always available in size,
trade at a premium to smaller, less liquid issues
even by supranationals of comparable credit quality.

The ‘spread’ between yields on government debt
and corporate debt is volatile, reflecting changing
expectations of default risk on credit, as well as
changes in liquidity preferences in different economic
climates.
In terms of bonds’ abilities to meet projected cash
needs in the future, the following qualities can be
noted:
•
•
•

largely predictable income streams into the future,
usually a known value at maturity,
future market value determined by movements in
interest rates and credit quality.

The majority of the total return from a long-dated
conventional bond investment is from the coupon
payments rather than from capital value changes. The
exceptions are bonds with low or zero coupons, or
in the case of shorter dated maturities. Bonds have
always been seen as suitable investments to back
insurance products such as annuities.
In comparison with the size of the conventional
bond market in most currencies, there is very little
index-linked issuance and next to no Limited Price
Indexation (LPI) issuance where coupons are linked
to an inflation index above a floor, such as 0%, and
up to some cap, such as 5%. Perfect matching of
pension benefit cash flows that increase in line with
LPI is currently not possible using a static portfolio
of conventional bond investments.
It is important to distinguish between corporate
and government bonds. While all conventional bonds
share the characteristic of greater predictability of
cash flows than equities, the default risk on corporate
bonds is related to the health of a corporation, in other
words, to the same factor, which is the primary driver
of return on the equivalent equity [31, 63]. Thus,
credit spreads tend to widen, and consequently corporate bond values to fall relative to Gilts, at the same
time as equity prices come under pressure, albeit that
the volatility of equity returns remains much higher
and is also driven by other considerations.
Corporate bonds are often ‘rated’ by credit rating agencies, such as Standard & Poors, Moody’s
Investor Services, or Fitch. These ratings represent
the ‘certainty’ with which bond holders will be paid
according to the terms of the bond and sometimes are
interpreted as the financial strength of the covenant
backing the bond. Note that not every bond issued by
a particular entity will have the same level of backing,
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so bond ratings will not always represent the overall financial strength of the issuer. Ratings such as
AAA (on the Standard & Poors basis) represent very
high levels of ‘certainty’. As the risk of the bondholder not being paid increases, the ratings will move
through levels such as AA, A, BBB. Below BBB,
the bond is labeled as being ‘noninvestment grade’
and these bonds are sometimes referred to as ‘junk
bonds’. Jarrow et al. [47] have built a model around
the likelihood of bonds moving between rating categories with assumed default and recovery probabilities attached to each category. There is a lively debate
about whether this type of model or one based more
directly on the option-like nature of corporate investment (such as described in [63]) is more appropriate.
As mentioned earlier, there exists a possibility that
government bonds might default and indeed some
governments have defaulted on their obligations.
However, in most of the established economies in
which there are significant funded pension schemes,
governments hold reliable tax raising power and are
conventionally treated as being risk-free.

Equities
Equities are shares in the risk capital of the firm,
and holders of equity participate in both the upside
(if any) and downside after all other commitments to
employees, suppliers, customers, taxation authorities
and so on, and long-term debt providers have been
met. The shareholder participates in the success or
failure of the company and as such returns cannot be
guaranteed. In most companies, shareholders receive
an income stream in the form of dividends, which are
at the discretion of the board of directors and which
can fall, or even go to zero as well as rise. By their
nature, they are difficult to predict for any individual
company, particularly over a long term. The capital value of the shares at any time reflects investors’
expectations regarding the future success of the enterprise including any dividend payments made by the
company. The value is entirely dependent on the price
that other investors are prepared to pay.
Whilst equities may provide the expected cash
flows in the future, there is no guarantee that this
will be the case. To compensate for this lack of
certainty, risk-averse investors will pay less for a
given level of expected cash flows. The lower price
equates to demanding a higher expected return from
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equities over equivalent risk-free securities and the
extra rate of return required is often called the equity
risk premium. With equities there are no guarantees,
only the hope of higher returns; see [78] for an early
formalization of how risk is priced into assets.
In terms of meeting future cash needs of a pension
scheme, equities are a poor matching vehicle in
that their value is extremely volatile and provides
a match to neither fixed payments nor inflationlinked payments as are common in pension schemes
(see further discussion in the Inflation subsection of
this article). Moreover, it is pertinent to note that
corporate bonds rank ahead of equity in the event
of the company going into liquidation, and even
subinvestment grade (or junk) corporate bonds offer
more security than the equivalent company equity.
In most countries, a significant proportion of pension fund assets are invested in quoted equity. Despite
long-standing theoretical support for global investment [80, 81], most pension schemes retain a ‘home
bias’ in their allocations (see [86] for a discussion of
the bias as well as an empirical study of how UK
pension schemes have managed their overseas asset
allocations).
One of the reasons often given for home bias is
that of a currency match between domestic equity
and the pension fund liabilities. However, the additional risk associated with the currency mismatch
given the huge mismatch that already exists between
equities and liabilities would suggest that the reason
lies elsewhere. It may be that in adopting a home
bias, investors are hedging against some unspecified political risks that might lead to it being difficult
to repatriate overseas investments, or, say, the introduction of an unfavorable change to the taxation of
foreign investors.
Changes in the value of the domestic currency
versus other currencies are typically as volatile as the
changes in value of the underlying assets. Investing
in an overseas market is therefore a joint decision
about the likely returns from the securities listed
in that market and the likely change in exchange
rate between the domestic currency and that of the
overseas market.
Some investors regard the currency decision as an
integral part of investing overseas. According to the
theory of purchasing power parity (PPP), currency
rates will eventually change so that the cost of a good
is the same in all countries for all consumers. One
light hearted example of this theory is the Big Mac
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Index produced by UBS and The Economist. The idea
is that a Big Mac hamburger from MacDonalds is a
well-defined, standard item. If the cost of the hamburger is £1.99 in the United Kingdom and $2.70 in
the United States and the exchange rate between the
two countries is £1 for $1.50, then the hamburger in
the United States looks ‘cheap’ compared to the UK
burger (or, the UK burger looks expensive). Theoretically, it would be worthwhile for a UK consumer
buying their burger directly from the United States
since it would cost them £2.70/1.50 = £1.80, which
is cheaper than the £1.99 quoted in UK stores.
In practice, individuals will not be able to take
advantage of this difference. Nevertheless, if enough
goods exhibit the same sort of discrepancy over a
period, capital flows will force the exchange rate to
equalize the prices.
The empirical evidence for PPP is very weak [71]
and the price differentials appear to exist for many
years, if not decades. Since the investment horizon
for many investors is far shorter than this, most
international investors prefer to take either an active
view on currency, or to ‘hedge’ out the impact of the
currency. The currency hedging does not altogether
remove a currency effect; what it does remove is
most of the unpredictability associated with changes
in exchange rates.
Currency hedging is usually achieved by entering
into forward contracts, that is, investors agree with
a counterparty to buy back their own currency at a
fixed rate at some time in the future. The rate at which
they agree to buy back their currency is the forward
rate and is (largely) determined by the interest rates
in the two countries.
The forward currency rate, (i.e. the rate at which
the two parties agree to exchange currencies in the
future), is determined by the principle of no-arbitrage
(see Arbitrage). The principle of no-arbitrage is that
an investor should not be able to buy something at
one price and sell it simultaneously at another, so
locking in a profit. The way this principle applies
to currencies is that investors should not be able to
exchange their currency for another, invest it in a riskfree rate (see Interest-rate Modeling) and exchange
it again after some time, and thereby lock in a different return from that which they might get from
investing in the domestic risk-free rate.
When it comes to investing in an overseas stock
market, buying a forward currency contract cannot
hedge out all the currency impact since the amount of

money to be converted back to the domestic currency
is not known in advance.
For an investor in any particular country, the
optimal portfolio construction is a simple exercise in
expanding the number of risky assets in which they
can invest. These assets can be hedged or unhedged.
So, for example, a UK-based investor can invest
in the domestic markets and can also invest in the
hedged US stock market and the unhedged US market
that can be considered two separate asset classes. This
approach is advocated by Meese and Dales [58] as
a means of deciding, how much to invest overseas
and how much of that overseas investment should be
currency hedged.
The Black model [7, 8] is perhaps the most widely
cited approach as it produces a straightforward analytic result that appears to hold for all investors. In
particular, it implies that all investors should hedge
a fixed proportion, the universal hedging ratio, of
their nondomestic assets. However, the assumptions
required in the model imply highly unrealistic investment behavior.
Errunza et al. [32] consider how ‘domestic’
asset exposures include implied levels of overseas
exposure.
Any of these approaches lead to investors (even
those with the same level of risk aversion) holding
different portfolios. The underlying reason for the
variations is often because the risk-free rate in each
country is specified in a different currency.

Other Asset Classes
Other pension asset classes – property, hedge funds,
venture capital, and other forms of private equity,
commodities, such as gold and timber, and artwork
or other collectibles – can be thought of as variants of equity-type investments. These are commonly
referred to as ‘alternative’ asset classes. Their place
in the asset allocation of pension funds will depend
on their features: their matching characteristics relative to liabilities (which are generally poor), their
expected returns, their volatilities in value relative to
the liabilities, their correlation with other asset classes
in order to assess diversification benefits, their liquidity, and the costs of accessing the asset class.
Commercial property investment provides investors with a stream of rental incomes. In the United
Kingdom, these are often bound up in long lease
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agreements with upward only rent reviews. In other
arrangements the leases are much shorter with a
more formal link in the rental income with inflation.
Nevertheless, the value of the property can change
significantly and quickly and the quality of the rental
stream is only as good as the covenant of the tenant.
Property is often accessed using pooled vehicles
such as unit trusts (PUTs), which improve the liquidity of the asset class and make it easier for smaller
funds to obtain exposure that is diversified across
property sector (industrial, retail, office, etc.). Nevertheless, the costs in obtaining property exposure
are relatively high. In the United Kingdom, pension
schemes, the aggregate exposure to property has
fluctuated significantly over time, with a peak of
nearly 20% and current levels under 5%. In the
United States, a large part of the property market is
represented by REITs, real estate investment trusts,
that are often highly sector focused.
In some countries, for example, the United States,
mortgage-backed securities are an important asset
class that combine elements of bond and residential
property risks.
Private equity investing involves investment of
funds in companies that are not publicly traded. These
may include providing venture capital to start-ups
or financing for management buy-ins or buy-outs
or various other ‘mezzanine’ financing requirements.
Pension funds typically invest via a fund of funds,
rather than directly in closed-end private equity funds.
Private equity funds invest directly in companies,
whereas funds of funds invest in several private
equity funds. Whether a fund-of-funds approach is
involved or not, the pension fund typically has to
provide a ‘commitment’ that is drawn down over
time. The rate therefore, at which exposure is actually
obtained will depend on how readily opportunities
are found in which to invest the money. This can
sometimes take several years and it takes several
more years to start realizing a return at all when the
private companies are sold on. In the interim period,
it is very difficult to liquidate these investments in
the secondary market on anything other than penal
terms.
Hedge funds are rather difficult to define as there
are a vast number of strategies and substrategies
employed by such named funds. These strategies
include market neutral, merger arbitrage, distressed
securities, convertible arbitrage, and many others.
What they have in common is that despite many
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claims to the contrary they are typically unregulated
(in any conventional sense), use leveraged (geared)
positions, and typically engage in both long and short
investing.
History is of very little help when assessing hedge
funds. The period is quite short, hedge funds have not
been consistently defined, the numbers are riddled
with survivorship bias, and we can recognize that
the current environment is quite different from the
past 10 years, which is the period over which most
of the historical evidence comes from. In addition,
the fees appear extremely high, although they are
typically, directly related to the performance of the
fund. Although some high-profile pension schemes in
the Unite States and other charities and endowments
have invested in hedge funds, uptake has been fairly
minimal among most UK pension funds. In contrast,
some European countries such as France have seen
a fairly sizeable take-up. Apart from the largest and
most sophisticated funds, exposure has generally been
obtained via a pooled fund-of-funds approach in order
to get access to diversification across geographic
regions and hedge fund strategies.

Derivatives
The derivatives market (see Derivative Securities)
can provide precise matches for future cash needs.
Hull [45] provides an excellent introduction to derivative instruments in general, and Kemp [50] discusses how actuaries can use them. In particular, the
swaps market allows investors to exchange cash flows
that derive from different underlying investments to
achieve the cash flows they require. A common type
of swap is where an investor exchanges the interest
payments on a cash deposit in return for a series of
fixed interest payments and redemption proceeds at
the end of a specified term. This gives the investor the
flexibility to turn the cash deposit into an asset that
can either mirror the proceeds on a bond, or match a
set of bespoke liability cash flows.
Swap markets are typically huge compared to the
cash markers (e.g. the Sterling swap market is around
six times the size of the sterling bond market) and
hence offers the investor both enhanced liquidity and
matching capability relative to conventional bonds.
Swaps tend to be available for longer terms than
more conventional assets, a significant benefit given
the scarcity of very long duration bonds, and can
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also be used to extend the duration of a portfolio,
for example, as an overlay to a physical portfolio of
corporate bonds.
Swaps are Over The Counter (OTC) instruments
and as such counterparty risks become an important
part of the investment. Counterparty risks on a swap
can be mitigated through collateralization, whereby
high quality assets such as cash or gilts are passed
to the pension fund as collateral for any counterparty
exposure that arises. Although interest among pension
funds has grown enormously in the use of such
derivatives, there are significant practical hurdles to
gaining access, not least of which is getting a board
of trustees to understand fully the risks and clearing
all the legal requirements that enable deals to be
entered into.
Some funds have invested in tranches of structured
credit products such as collateralized debt obligations,
although their relative unfamiliarity to pension fund
trustees means that they are still relatively rarely
encountered in this area.
Credit derivatives [46] such as default swaps are
also an embryonic asset class in pension funds. There
are several applications: the pension fund can purchase protection against the sponsor defaulting, or
can sell protection to gain exposure to a greater diversity of corporates than is possible from holdings of
corporate bonds.

Strategy, Structure and Selection
A crude model of the investment process under the
conventional scheme-centric framework is to maximize the expected ‘utility’ associated with the returns
on the fund
Rfund = δ1 RM + δ2 RA + (1 − δ1 − δ2 )RLBP (1)
by selecting values for the δ’s where RM is the
return on a market or benchmark portfolio, RA is the
return on an actively managed portfolio intended to
outperform the market benchmark portfolio and RLBP
can be interpreted as being the return on a portfolio of
assets designed to match the ‘liability’ return under
all economic states. The ‘LBP’ stands for liability
benchmark portfolio and it is discussed more in detail
in a later subsection.
A common practice is to decompose this
process into a hierarchy of stages, see e.g. [88],
characterized as (1) strategy review, (2) structure

review and (3) investment manager selection. Each
stage typically depends on the outcome of the stages
undertaken before.
Equation (1) can be reparameterized to make the
stages clear:
Rfund = k[ϕRM + (1 − ϕ)RA ] + (1 − k)RLBP ,
(2)
or equivalently,
Rfund − RLBP = k{[ϕRM + (1 − ϕ)RA ] − RLBP },
(3)
A decision about k determines strategy (proportion
in risky, unmatched portfolio versus matching portfolio); a decision about ϕ determines structure (the
proportion held in benchmark tracking or ‘passive’
vehicles) and the determination of the properties of
RA is the selection process. The expression on the
LHS of (3) can be thought of as the rate of change
in the funding level of the scheme. The expression in
the braces on the RHS of (3) represents a portfolio
that is ‘long’ in the assets of the fund and short in
the liability-matching portfolio.
There is no particular ‘theory’ that supports the
use of the hierarchical approach and it is likely that
its usage is driven more by practicalities such as
communicating with trustees, or identifying different
accountabilities in the process.
Exley, Mehta and Smith [33] argue along the lines
of Modigliani and Miller [69] that the choice of k is
(to first order) an irrelevance for DB pension funds.
They argue that investment consultancy should focus
more on second-order effects (discussed briefly elsewhere in this article). Hodgson et al. [41] focus on a
generalization of the choice of ϕ, that is, the investment structure of the fund. They include ‘behavioral
finance variables in an attempt to model irrational
behavior among investors.
Ideally, the investment characteristics of asset
classes are assessed relative to the matching portfolio, the return on which is denoted by RLBP . The
appropriate matching portfolio will depend on the
circumstances of the scheme and might vary, for
example, if the scheme is going into wind-up and
the scheme rules or legislation enforce a particular
set of priorities that is different from that implicit
in an ongoing scheme. In any event, the matching
portfolio will have the same sensitivities to external
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economic factors as the value of the liabilities. In
most schemes, these factors will include inflation (as
pension increases are often tied to price inflation) and
‘risk-free’ interest rates since these are required to
place a value on the promised benefits. The matching
portfolio is therefore likely to comprise almost exclusively of government bonds (both inflation-linked and
conventional).
In the formulation, in equation (2) above, the
assets are split into the ‘matched’ and unmatched (or
investment) components. The quality of the match,
in the matched component will often depend on the
relative sizes of the matched and unmatched portfolios. A large matched component would usually
imply that some effort is made in terms of the quality
of the match, that is, making sure that the values of
the assets and liabilities are equally sensitive to all
sources of risk. If the matched component is smaller,
then there is arguably less point in overengineering the match because the trustees have presumably
decided that members will benefit more from attempting to outperform the matching portfolio by taking
risk. There will be some gray areas. For example, it
may be possible that some of the gilts held in the
fund are actually part of the unmatched (investment)
portfolio. Similarly, corporate bonds may belong to
either or both parts since they are interest-rate sensitive (and hence part of the ‘matching’ portfolio),
while also exposing the members to some risk that
their benefit may not be paid (and earning a credit
risk premium in return).

Risk Budgeting
Formal ‘risk budgeting’ is becoming better known
within the pension fund industry and refers to the
notion that trustees should dispense with a strict hierarchical approach and rather (a) set an overall level
of risk (measured, e.g. by the uncertainty in funding
level, which may be measured by Var[Rfund − RLBP ])
with which they are comfortable and then (b) decide
jointly on asset allocation strategy and the extent
of any active risk in a way that maximizes return
within the overall level of risk decided in (a). A
key measure then of the quality of the arrangement is the level of return divided by the risk, often
measured by the generalized Sharpe ratio or information√ratio, IR, which is represented by E[Rfund −
RLBP ]/ Var[Rfund − RLBP ]. There is a description
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in [36] of the general concepts behind risk budgeting
and, in particular, how active management returns can
be modeled. (The discussion in [88] is focused more
specifically on how risk-budgeting principles apply
to pension funds.)
As a simplified example of risk budgeting, suppose that the value of the liabilities can be closely
approximated by a holding of bonds. Suppose further that equity market as a whole is expected to
outperform bonds by 5% p.a. and that the standard
deviation of the outperformance is 20%. If the fund
were initially 100% funded and invested entirely in
the equity market, the funding level would be exposed
to a risk (standard deviation) of 20%. The IR of this
arrangement is 0.25 = 5%/20%.
Suppose further that there is an active manager
who also has an IR of 0.25, which many would
agree represents an above-average level of skill. In
the case of active managers, risk is now measured
using the distribution of returns of the particular
portfolio of stocks held by the manager relative to the
returns on the whole market (or some proxy such as a
capitalization-weighted index). A manager that holds
nearly all stocks in proportion to their market weights
will have a low risk as measured by the standard
deviation of relative returns (often referred to as
tracking error or active risk). Conversely, a manager
who has selected a small number of ‘conviction’
stocks in the belief that they will outperform the
market as a whole is likely to have a high risk
(tracking error or active risk) relative to the market.
A manager with an IR of 0.25 who takes a risk of 4%
relative to the market is expected to outperform the
market (irrespective of what the market does relative
to the liabilities) by 1%.
If the trustees set a total level of risk of 15%,
then some fairly straightforward mathematics and
some plausible assumptions about the independence
of asset allocation and active risks reveal that the
most efficient way of structuring the fund is to take
just under 11% of strategic (asset allocation) risk and
the same of active risk. The IR achieved in this way
is higher than the IR for each component on its own.
Actually implementing a strategy and structure
based strictly according to such a risk-budgeting
approach as described above is often not practical.
Although a strategic risk of 11% is quite common
and, depending on assumptions, might be achieved
by investing, say, 65% in equities and 35% in bonds,
there are not many conventional portfolio managers
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with IRs of 0.25 who construct portfolios with an
active risk of 11%. Such a high level of active risk
is typically only achievable if some short positions
can be held in stocks and many investors are rightly
nervous of selling stocks that they do not own.

Styles
In exploring the arrangement of investment managers,
there have been several attempts to decompose the
overall risk into ever finer sources than the ‘asset
allocation’ and ‘stock selection’ components. By far,
the most commonly encountered additional source
is ‘style’, which is detected predominantly in conventional equity investment, but also in hedge funds
and private equity. Styles are features such as market
capitalization (small or large) or value (often interpreted as the market-to-book value ratio, or the dividend yield). Some possible theoretical justification is
provided by Fama and French [34] (but others have
come to different conclusions from the same data, see
[52]) or perhaps by multiple pricing factors (see the
work on Arbitrage Pricing Theory in [29, 72–74])
but styles have a much longer existence in practice.

Portfolio Construction and Stochastic
Asset Models
Both at an asset allocation and portfolio level, there
is significant use of quantitative methodologies in
order to create ‘optimal’ or at least efficient investment arrangements. Many of the approaches are
based on the original work by Markowitz (see [55,
56]). Practitioners and academics have developed the
methodology further in order to allow for some of its
perceived drawbacks. These drawbacks include (a)
the focus on ‘symmetric’ rather than downside risk
(see [83] for a general description and [5, 35, 38] for
some theoretical backing for the approach), (b) the
very dramatic sensitivity of the optimized portfolios
to estimation error (see [9, 19, 49, 64, 75–77] for
a discussion of some of the issues and some proposed solutions) and (c) the fact that in its original
form it does not take performance relative to liabilities or a benchmark directly into account (see [27]
for a general description and [92] for an interpretation that takes into account behavioral aspects
of investors with benchmarks). Artzner et al. [2–3]

describe a more axiomatic approach to deciding and
using appropriate risk measures.
One of the most notable drawbacks of these
approaches is that they are largely single period in
nature and do not necessarily allow for dynamic
management of the assets in response to the status
of the fund. For example, trustees may wish to pursue more aggressive strategies, if their funded status
is good. Alternatively they may wish to control cash
flows or to lock into any surplus that might arise.
In response to these needs, advisors and
consultants have advocated exploring the dynamics
of the scheme through asset/liability models (see
Asset–Liability Modeling). In these, thousands of
economic scenarios (a set of yield curves, asset
class returns, inflation, etc.) are generated using a
stochastic asset model. The evolution of the fund
under these scenarios is then calculated to ascertain
information about how likely particular events are to
arise (e.g. how likely contribution rates are to go over
a critical level, or how close the funded status is going
to get to some regulatory minimum). For funds that
are able to articulate ‘distress points’, these models
can be useful in deciding the high level strategy
required.
The choice and calibration of the stochastic asset
model can be significant. There are many models
available ([102] contains a selection of articles discussing many issues associated with asset–liability
models, including some descriptions of models; [54]
provides a limited comparison of many of the publicly available models in the United Kingdom; descriptions of these and other models can be found
in [20, 30, 40, 43, 44, 79, 87, 94, 96, 97, 101]), some
proprietary and others published. Perhaps the most
widely known model is the Wilkie model. The Wilkie
model is the name for a family of models, developed
and subsequently refined by A. D. Wilkie, starting in
1980. The models were initially developed to determine the reserves needed for particular types of life
insurance product, but have subsequently become
widely used in the United Kingdom and beyond,
in areas such as pensions consultancy and general
investment strategy.
The Wilkie model has achieved prominence
mainly because it has been published in full (and
therefore discussed widely) and it was the first
published formalization of a stochastic investment model. Many other actuarial consultancies and
investment banks have developed their own models.
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In some cases, aspects of these models have been
disseminated in journals and conferences, but key elements remain proprietary. The Wilkie model focuses
on modeling the ‘long-term’. It therefore encompasses some features that are unrealistic. The Wilkie
model is also a discrete model in the sense that it
models prices and yields at annual intervals. It does
not say anything about how a price has changed
from one value at the start of the year to another
at the end of the year. This has limitations in that
it ignores any risk or opportunity within the year,
and instruments such as options are difficult to incorporate. Some researchers have attempted to expand
the model to allow for continuous aspects, for example, [51] and [24].
Once an asset allocation has been decided, it is
usually converted into a benchmark. This is usually
a set of weights and market indices, which act as
benchmarks for the investment managers. This has
become more commonplace, but peer group benchmarks (e.g. to beat the median fund, or to be in the
top quartile of some peer group) held sway for quite
some time, particularly in the United Kingdom. Bailey [4] discusses some of the appropriate features of
benchmarks from the conventional viewpoint. Blake
and Timmerman [11] discuss how setting a benchmark has affected the optimality or otherwise of
asset allocation in a pension fund context. The set of
papers in [53] provides some insight into the debates
that practitioners have around benchmarks and asset
allocation, although the issues raised are not always
discussed in a self-consistent framework.

Assessing the Strategic Investment Needs
of the Scheme
One of the main points of funding a pension scheme
is to protect the members’ benefits from employer
default. A private sector employer is (almost by
definition) more risky than even equity investment.
Any deficit can therefore be considered an investment
in an ultra-risky asset class. This should be taken into
account when deciding on strategy.
A portfolio of gilts and index-linked gilts that
managed to have a constant duration will be only
an approximate match to liabilities. A better match
will typically be achieved with a portfolio of bonds
that match all the benefit cash flows as they occur.
As discussed elsewhere in the article, it is often
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practically impossible to find sufficiently long-dated
bonds to effect such matching. However, particularly
when combined with derivative overlays, nearly all
the investment risks can be kept to very low levels
by finding portfolios with approximate matches.
A popular measure of scheme maturity is the
pensioner : nonpensioner split. This does provide
some guide to the maturity, but a more relevant
measure is probably the salary roll : total liability
ratio. This is because the ability of the sponsor to
make good any deficit is normally much better if the
salary roll is large compared with the scheme. A small
salary roll : total liability ratio may incline trustees to
more conservative strategies.
The duration of nonpensioner liabilities is much
longer than the duration of pensioner liabilities,
which makes the value of the nonpensioner liabilities more sensitive to interest-rate changes than the
value of pensioner liabilities. Somewhat perversely,
that makes it all the more important to ‘hedge’ the
interest-rate risks (i.e. invest more in bonds) if nonpensioners dominate the scheme.

Asset Valuation
By far, the most common way of valuing holdings of
assets is to use a market value calculated as the price
of the last deal made in the market multiplied by the
number of shares or bonds held. This is typically easy
to implement and is viewed as an objective method
when there is a recognized exchange for the trading
of such securities, such as all quoted equities or unit
trusts.
For other asset classes, such as property, no such
exchange exists. Most schemes then rely on such
valuations that are acceptable for audited accounts.
These are provided by professional surveyors and
are typically highly smoothed, so can understate the
underlying volatility of the assets.
In some cases, the assets are valued by projecting
the expected cash flows returned to investors (dividends, coupons, redemptions, etc.) over time and then
discounting the expected cash flows at an ‘appropriate’ risk discount rate. The choice of discount rate
is in truth often completely arbitrary. It is difficult
to reconcile these alternative valuations to the market prices that exist for some of the assets. Dividends
are a variable fraction of accounting earnings, which
themselves are the outcome of ‘arbitrary’ accounting
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conventions. Sorensen and Williamson [82] provide a
more complete description of dividend discount models, mainly for the purpose of evaluating investment
opportunities. Michaud and Davis [65] discuss some
of the biases involved in using such models.
Nevertheless, some actuaries feel that discounted
cash flows provide a not inappropriate methodology
for valuing assets for funding purposes. The number
of parameters available for manipulating the asset
and liability values enables a smoother pattern of
surpluses or deficits to be recorded and hence a
smoother pattern of contributions designed to offset
these over fixed periods.
Other asset classes are even more difficult to value
whether a discounted cash flow or market value is
required. For example, the value of an investor’s participation in a venture capital partnership is extremely
difficult to establish because a value is only ever
known when the holding is sold into the market. By
their very nature, venture capital projects are also
unique, so it is virtually impossible to use ‘other
similar projects’ to place a value on it. Various conventions are used to deal with these cases (such as
recording at book value) in practice, but for virtually
all schemes they represent only a small fraction of
the assets.

Economic Impact on Sponsors
Multiple stakeholders are affected by the way in
which assets in a pension fund are invested.
To first order, the theorems of Modigliani and
Miller in [67, 69] applied to DB pension funds (the
applications are described e.g. in [6, 33, 85, 93]) suggest that the investment strategy in a pension fund is
irrelevant. However, implicit optionality in schemes,
limited liability, taxation, accounting practices, discretionary practices, and costs will mean that different
asset strategies will lead to some of the stakeholders gaining at the expense of other stakeholders. The
importance of these ‘second-order’ effects in determining an ‘optimal investment strategy is akin to
the insight discussed by Miller [66] when introducing
taxation into the Modigliani and Miller models.
It is typically the case that a change in investment
strategy will have several offsetting impacts on stakeholders; the ultimate consequence of the change will
depend on negotiating stances, specific scheme rules,
and other external forces. More detailed analysis of

these effects are explained in Chapman et al. [25].
The authors identify as stakeholders (1) current pension scheme members, (2) current employees who
hold an ‘option’ to join the scheme in the future,
(3) other employees, (4) shareholders of the sponsor, (5) company creditors (especially providers of
long-term debt financing), (6) Government (including
the Inland Revenue), (7) professional advisors (windup administrators, investment managers, and other
consultants), (8) and suppliers and customers of the
sponsoring company.
An example of the type of analysis that they
describe is the impact of moving from an equitydominated investment strategy to a bond investment
strategy (assuming the same funding basis and a continuing practice of awarding maximum discretionary
benefits when surpluses arise). They identify the following impacts:
1. Shareholders of the sponsoring company experience a gain in value because there is less
‘benefit leakage’ to pension scheme members and
a reduction in the number of windups (which
would typically generate costs) even though they
experience a slightly offsetting reduction in value
of their option to default on the pension promise
when the scheme is in deficit.
2. Employees lose out because the decline in the
value of the discretionary benefits (less equity
investment is associated with fewer surpluses
that would lead to enhanced benefits) more than
offsets the increase in value associated with a
reduction in the number of wind-ups and hence
more security of pension benefits and ongoing
salary receipts.
3. The government receives more tax in more scenarios because the average size of the pension
fund is smaller, so fewer assets are held in a
tax-advantaged fund and because there are fewer
wind-ups, more corporate tax is paid.
4. Consultants lose out because of lower investment
fee income and fewer company liquidations with
associated wind-up fees.
5. The group of suppliers and consumers, when
netted out, lose because in more scenarios, the
sponsoring company makes a profit from them
and does not go into liquidation.
Although the particular effects of a shift in asset
allocation can be highly model dependent (e.g. in
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measuring which of two offsetting effects dominates
the change of value to the particular stakeholder),
this approach to the analysis of investment strategy
permits some interesting insights.
The allocation of assets in pension funds is also
plagued by agency issues, as is much of corporate
finance. Managers in companies do not always have
their interests perfectly aligned with shareholders.
Moreover, managers often have more information
about the condition and prospects of the businesses
than the shareholders. References [26, 48] contain
a more detailed exposition about agency theory as
applied to corporate finance. Blake et al. [14] discuss
how agency theory might apply in pension funds
when it comes to setting and changing asset allocation
relative to benchmarks.
The mismatch can lead to decisions being taken
by the managers that are not optimal for shareholders: for example, managers may prefer to ‘take a
risk’ with the asset allocation of the pension fund
even if shareholders are not best served by their
doing so. To take a rather crude example (although
other more subtle examples may actually be more
common), accounting measures for pension funds
do not typically do a great job of communicating
the risks of the investment strategy. Moreover, in
many accounting standards (e.g. FRS17 in the UK or
FAS87 in the US), the profit-and-loss account recognizes ‘expected’ rather than actual returns on assets.
Because equities, for example, may legitimately have
a higher expected return than bonds, managers whose
rewards are linked to accounting profits will want to
encourage the trustees of the fund to invest more in
equities.
Although the behavior of agents is at first sight
to the detriment of shareholders, there would be a
cost attached to monitoring that behavior so that it
changed. Shareholders may therefore ‘tolerate’ the
mismatch provided the cost of the mismatch is less
than any costs attached to changing that behavior.

Inflation
‘Inflation’ forms the key economic risk for pension
funds and funding. Pension increases for benefits in
payment are often linked to price inflation, usually
with a cap and floor (e.g. pensions increase in line
with some standard measure of price inflation up
to a maximum of 5%, but will never decrease). In
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addition, deferred members in pension schemes often
have a statutory right to revaluation of their benefits
that is in some way linked to price inflation. For
current employee members, any link between pension
benefits and salary increases up until retirement will
form a significant part of the value of the promised
benefit.
In the past, the conventional wisdom was that
equities provided a hedge against salary increases
under the assumption that the providers of labor
and the providers of capital should share in roughly
fixed proportions in any increases in economic value.
Both empirically and theoretically, this has now been
shown to be incorrect (see [15, 33, 59]). Price inflation provides a much closer link and therefore any
asset class with returns that are closely linked with
price inflation (such as many inflation-index bonds)
will have a closer correlation with salary inflation.
Campbell and Viceira [22] provide a more detailed
discussion of the appropriate asset classes for hedging
inflation-linked liabilities. Deacon and Derry [28]
provide a methodology for extracting inflation expectations from a market in which inflation indexed and
conventional bonds are priced. This type of insight is
used to construct inflation hedges.

Market Values of Liabilities
To compare the assets and liabilities an accurate
assessment of the cost (or equivalently the present
value) of the liabilities is required. Moreover, this
assessment should be capable of demonstrating how
the value of the liabilities changes with economic
conditions. As discussed previously, the liabilities of
a pension scheme represent promised benefit cash
flows. On the assumption that the sponsor intends to
pay its employees the pensions that they have earned,
the appropriate current value of the benefit cash flows
should be calculated on a risk-free basis, that is,
using the redemption yields on the highest quality
bonds. This assumption is remarkably not universally
agreed upon, with some sponsors and commentators
believing that the quality of the pension promise (and
hence the value of the pension liability) should be
contingent on the asset performance.
Actuaries have also developed alternative ways of
developing ‘least risk’ portfolios, most notably the
series of papers by Wise [98–100] where a meanvariance framework (extended to include the cost of
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gaining exposure) is used to find the portfolio with
minimum risk associated with some terminal surplus
measure.
The level of the cash flows will be sensitive, not
only to demographic experiences, but also to changes
in inflation for the reasons outlined earlier. Recently,
a joint working party of the Faculty of Actuaries and
the Institute of Actuaries (see [84]) has advocated
the use of the Liability Benchmark Portfolio (LBP)
which acts as an ‘investible’ proxy for the accrued
liabilities. A very similar proposal has been made
by Arthur and Randall [1] and the authors of [30,
33] had also noted that a portfolio of bonds would
largely hedge (in the sense of a Black–Scholes hedge
(see Black–Scholes Model) described in [10, 62])
any uncertainty in the value of pension liabilities.
The LBP is the portfolio of assets such that, in
the absence of future contributions, benefit accrual
or random fluctuations around demographic assumptions, the scheme maintains its current solvency level
as economic conditions change. It is intended that the
solvency level should be measured using the accrued
liabilities valued using a suitable mix of real and
nominal risk-free rates of interest.
In practice, for most schemes, the LBP is likely to
consist of high quality bonds with a suitable mix of
inflation-linked and conventional fixed interest bonds
depending on the nature of the pension increases
(particular caps and floors on increases linked to inflation), revaluation in deferment rules and any other
features of the defined benefits (see [42, 89, 95]).
The authors of the working party recommend
that for assessing the relationship between the assets
and liabilities, the liabilities considered should be
the benefits due on discontinuance of the scheme,
the accrued liabilities. This is very similar to the
measure of the liabilities under the Defined Accrued
Benefit Method (DABM) as advocated by McLeish
and Stewart [57].
The intention is that the liability cash flows used
to identify the LBP are best estimates of the benefits
already earned, taking no margins and ignoring any
increases that are not guaranteed. The accrued liabilities for this purpose will, therefore, make allowance
for future revaluation of benefits, both in deferment
and in payment, in accordance with the provisions
of the scheme. No allowance would be made for the
effect on the benefits, assuming the scheme continues
in full force, of future salary increases.

In order to identify the LBP correctly, all assumptions need to be best estimates when considered in
isolation. Making adjustments to elements of the
basis to allow for approximate changes in other
assumptions (e.g. reducing the discount rate to allow
for improving mortality) will distort the duration of
the liabilities, which in turn would make accurate
estimation of the LBP impossible. Similarly, early
retirement assumptions will need to be allowed for
explicity even in cases in which early payment is on
financially neutral terms because the duration of the
cash flows will be directly affected by early retrials.
It is common for Trustees to focus on definitions
of liabilities other than the ‘accrued liabilities’, for
example, liabilities allowing for future salary escalation. However, such a definition of liabilities does
not represent the promises made to date. Although
allowing for such higher liabilities may be part of
an appropriate funding plan (see [37, 39]), there is a
necessity to focus first and foremost on the benefits
actually earned to date.
Where a scheme faces wind-up and the assets are
insufficient to meet the value of the accrued benefits,
regulations and scheme rules typically prescribe a
priority order for allocating assets to the classes of
beneficiaries. The priority orders and other rules may
sometimes necessitate a change in the LBP.

Immunization
Cashflow matching is currently relatively rare, mainly
because it is difficult to obtain exposure (directly in
the assets or even by means of swaps and swaptions,
which moreover involve exposure to some counterparty risk) to cash flows at very long durations
(over 30 or 40 years). It is more common for the
major interest rate and inflation risks to be hedged by
some version of immunization, a concept that dates
back to Redington [70]. Indeed, several schemes have
adopted an approach of holding diversified portfolio assets against a LIBOR benchmark, which has
been swapped into inflation and interest rate hedging
instruments.
Different plans have taken different approaches
to ‘matching’, especially when it comes to partial
matching. One approach is to match a proportion
of all the expected cash flows; the intention of this
approach is to protect the current level of funding. A
reasonably popular alternative is to match the first
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5 or 10, say, years of expected benefit payments
on a rolling basis. A third approach is to ‘match’
the expected cash flows for each person as their
benefit vests, typically when they retire, but to downplay matching considerations in respect of benefits
expected to be paid in the future for those not yet
retired.

Public Sector Schemes
Even for public sector schemes where the continued
support of the sponsoring employer(s) is, for all practical purposes, assured, it can be argued that it is
best practice to identify the LBP and to monitor and
measure the performance of the chosen strategy relative to this portfolio. One of the reasons for funding
such schemes rather than operating them on a PAYG
basis is to avoid significant intergenerational transfer
of risk that might disrupt the finances of the sponsoring public sector institution. The LBP provides a
basis for measuring the likelihood and extent of any
disruption caused by a mismatch between the asset
held and the value of the liabilities.

Investment Risk in a Defined Contribution
Scheme
A defined contribution (DC) scheme often runs no
asset/liability risk as the assets are usually invested
as requested by the trustees or members and the liabilities are defined by the value of the investments.
DC schemes are therefore effectively savings vehicles where the link to the amount of pension that
will be secured at retirement has been broken. This
feature of DC schemes is not always appreciated by
most members who believe that they are contributing
towards a salary-replacement scheme, or at least do
not understand the risks associated with it.
Applying an LBP approach also highlights that
the transfer of risk to the member associated with a
DC scheme is often overstated. Where a DC scheme
provides the option to invest in deferred annuity contracts or investments of similar nature, the members
can elect to pass the investment and mortality risk to
the annuity provider. This strategy arguably involves
less risk than a DB scheme as there is no reliance
on sponsor covenant and so the risk of default would
probably be lower. Most DC schemes do not offer
deferred annuity investment options but do enable
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members to invest in the (long) conventional and
index-linked bonds that would constitute the LBP for
such a series of deferred annuities. Here the members
are left with the mortality risk and some reinvestment
risk. This is a comparable position to the sponsor of
a DB scheme who invests in the LBP.
In many countries, a key difference between a
typical (fully funded) DB scheme and a typical DC
scheme invested in the LBP is that the contributions
paid into a DC scheme will not provide the same
benefit at retirement to members of equivalent service
and salary to those in a DB scheme. The difference is
often not noticed because members of the DC scheme
are led to believe that they should have to take
investment risks in order to have the same expected
benefit of their DB-counterparts.
Notwithstanding the above, the LBP approach may
not be appropriate for any given member. Because
a DC scheme does not offer a fixed ‘product’ in
the same sense as a DB pension scheme, individuals should consider their assets and liabilities (or
commitments) in aggregate. This aggregate includes,
for instance, their private nonpension savings, other
wealth, and any value attached to their employment. This may take on increasing importance in
countries such as the United Kingdom, with moves
towards more flexible tax rules on the lifetime buildup of funds. Individuals can also have different risk
preferences that could justify different investment
strategies.
A literature has developed on appropriate strategies for DC and other personal pension schemes. Cantor and Sefton [23] contain a review of several papers
especially on estimating future rates of return for
such products Vigna and Haberman [90–91] describe
an approach for developing an optimal strategies.
Bodie [16] and others have built on work started
by Merton [60, 61] focused on how pension fund
savings might fit into a more holistic approach to
saving, investing, and consuming for individuals; see
also [18] for a model of asset pricing that takes into
account consumption.
There is much practical interest in strategies
such as lifestyling. In lifestyling, a high equity (usually) strategy is advocated during the ‘accumulation’
(see [12, 13] for a discussion of the differences
between accumulation and distribution) phase of
the plan when the member is putting contributions
into his or her fund. As expected retirement date
approaches, the strategy is moved from equities into
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bonds in a predetermined set of moves. For example,
the strategy may be 100% equities until 5 years before
retirement, but then moved to 80% equities/20%
bonds in the following year, then 60% equities/40%
bonds the following year, and so on.
Although lifestyling is quite popular in practice,
there is much debate as to the rationale for applying it and whether or not any of the rationales
are sensible. One possible rationale is that equity
returns ‘mean-revert’ (equivalent to a notion of timediversification; see [22] for more detailed analysis
and evidence both for and against mean-reversion).
If markets mean-revert, then equities are relatively
less risky if invested over long periods than over
short periods. A second rationale is that for many
scheme members, their labor income is ‘bond-like’ in
that the value of their future salary receipts behaves
roughly like a bond. While they are young, therefore, they need to hold a relatively higher proportion in equities in order to expose their aggregate
‘wealth’ to a roughly constant level of risk over time.
Another rationale for lifestyling is that as the member approaches retirement, any consumption habits
and postretirement budgeting and planning becomes
more of an issue. The increased exposure to bonds
is intended to immunize the member from sharp
changes in annuity rates and so enable improved planning. In some countries the purchase of annuities is
compulsory, which can make such a scheme potentially useful for planning purposes.
Some researchers (e.g. [21], and some of the
authors writing in [17, 68]) suggest that deterministic
lifestyling has significant drawbacks. Some of these
analyses conclude that it is preferable to maintain
an allocation to equity right up to retirement. Others
conclude that a more dynamic strategy should be
adopted that depends on interest rates, risk aversion,
and other factors.
In addition, the date of retirement is often not
really set in stone. Early retirement courtesy of illhealth, redundancy, or simply choice can mean that
lifestyling should take into account the likely level
of uncertainty associated with the retirement dates of
scheme members.
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Association of Actuaries
and Financial Analysts
The Association of Actuaries and Financial Analysts (AAFA) was established in August 1998 upon
the initiative of a group of mathematicians, specialists in probability theory and mathematical statistics,
based on the desire of the Statistical Association of
Georgia to expand its insurance and financial analysis activities.
Since the establishment of AAFA, its activity
has always been ahead of the development of the
insurance market in Georgia. Although interest in
pension insurance has increased recently, there is
still a particular demand on the part of the market
to use the skills of actuaries. The legislation also
does not provide special treatment for the activities of
actuaries. Nevertheless, authorities and members of
AAFA are convinced that a real demand will emerge
in the near future and do their best to be adequately
prepared for this change.
At present, a main task of AAFA is to establish
an educational process of international standards and
adopt a certification process for new actuaries. For
the time being, members of AAFA contribute to this
effort by acting as faculty of applied mathematics at

the Technical University; in addition, regular seminars are held. At the same time, we hope that an
International Project of Education worked out by the
International Actuarial Association (AAFA is an
observer member of IAA since May 2000) will soon
be implemented with the assistance of the Institute of
Actuaries and the Society of Actuaries. This project
will be a reference point for the establishment of the
actuarial profession in Georgia.
AAFA holds annual meetings. The first one was
held in November 1999, and was attended by a
number of foreign guests. AAFA does not issue a
periodical magazine. Pamphlets encourage the visibility of the profession in the country.
At this stage, membership of AAFA is not limited – nearly half of the 30 members of AAFA
are students.

AAFA Contact
Address: A. Razmadze Mathematical Institute,
1, M. Aleksidze str., 380093 Tbilisi,
Georgia.
E-mail: underwriting@aldagi.com.ge;
guram@aldagi.com.ge
G. MIRZASHVILI

Background Risk

exponential, and logarithmic utility functions exhibit
proper risk aversion. They also showed that proper
risk aversion is equivalent to

The recently developed economic theory of background risk examines how risk-averse agents should
manage multiple sources of risk. This is an old problem that was first raised by Samuelson [11]:
I offered some lunch colleagues to bet each $200
to $100 that the side of a coin they specified would
not appear at the first toss. One distinguished scholar
(. . .) gave the following answer: ‘I won’t bet because
I would feel the $100 loss more than the $200 gain.
But I’ll take you on if you promise to let me make
100 such bets’.

This story suggests that independent risks are complementary. However, Samuelson went ahead and asked
why it would be optimal to accept 100 separately
undesirable bets. The scholar answered:
One toss is not enough to make it reasonably sure
that the law of averages will turn out in my favor. But
in a 100 tosses of a coin, the law of large numbers
will make it a darn good bet.

However, it would be a fallacious interpretation of
the law of large numbers that one can reduce a risk
associated to the first lottery by accepting a second
independent lottery. If 
x1 , 
x2 , . . . , 
xn are independent
and identically distributed, 
x1 + 
x2 + · · · + 
xn has a
variance n times as large as the variance of each
of these risks. What
law of large
 is stated bythe
numbers is that n1 ni=1 
xi – not ni=1 
xi – tends to
E
x1 almost as surely as n tends to infinity. It is by
subdividing – not adding – risks that they are washed
away by diversification. An insurance company does
not reduce its aggregate risk by accepting more
independent risks in its portfolio. What remains from
this discussion is that independent risks should rather
be a substitute. The presence of one risk should
have an adverse effect on the demand for any other
independent risk.
Pratt and Zeckhauser [9] defined the concept of
proper risk aversion. Risk aversion is proper if
any pair of lotteries that are undesirable when considered in isolation is undesirable when considered
jointly:
Eu(w0 + 
x ) ≤ u(w0 ) and Eu(w0 + 
y ) ≤ u(w0 )
⇒ Eu(w0 + 
x +
y ) ≤ u(w0 ).

(1)

They obtained the necessary and sufficient condition on u under which this property holds. Power,

Eu(w0 + 
x ) ≤ u(w0 ) and Eu(w0 + 
y ) ≤ u(w0 )
x +
y ) ≤ Eu(w0 + 
y ).
⇒ Eu(w0 + 

(2)

In this formulation, 
y is interpreted as an undesirable background risk. The effect of adding this
background risk 
y to wealth w0 on the attitude
towards risk 
x is equivalent to a transformation of
the utility function u to the indirect utility function v
defined as
v(z) = Eu(z + 
y)
(3)
for all z. Kihlstrom, Romer and Williams [2], and
Nachman [6] examined the properties of this indirect
utility function. For example, v inherits decreasing
absolute risk aversion from u, but not increasing
absolute risk aversion. Also, it is not true in general
y ) is more concave than v2 (.) =
that v1 (.) = Eu1 (. + 
y ) whenever u1 is more concave than u2 in
Eu2 (. + 
the sense of Arrow–Pratt. In other words, it is not
true that a more risk-averse agent always purchases
more insurance when background wealth is uncertain.
To solve this paradox, Ross [10] defined a concept
of comparative risk aversion that is more restrictive
than the one of Arrow–Pratt. An agent with utility
u1 is said to be Ross-more risk-averse than an agent
with utility u2 if there is a positive scalar λ and a
decreasing and concave function φ such that u1 =
λu2 + φ. This condition implies that v1 is more
concave than v2 in the sense of Arrow–Pratt. Pratt
[8] derived the necessary and sufficient condition for
this problem. Notice also that it is easy to infer from
[7] that vi inherits decreasing absolute risk aversion
from ui .
Proper risk aversion refers to background risks
that are undesirable. Gollier and Pratt [1] examined
alternatively the case of zero-mean risks, a subset of undesirable risks. A zero-mean background
risk raises the aversion to any other independent
risk if
E
y = 0 ⇒

y)
−u (z)
−Eu (z + 
≥
Eu (z + 
y)
u (z)

(4)

for all z. A utility function satisfying this condition
is said to be ‘risk vulnerable’, a concept weaker than
proper risk aversion. A sufficient condition for risk
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vulnerability is that the index of absolute risk aversion defined by A(z) = −u (z)/u (z) be uniformly
decreasing and convex. Another sufficient condition
is that risk aversion be ‘standard’, a concept defined
by Kimball [3]. Risk aversion is standard if both
absolute risk aversion and absolute prudence are
decreasing in wealth. Kimball [5] defined the index of
absolute prudence by P (z) = −u (z)/u (z), which
measures the degree of convexity of marginal utility.
The concept of prudence is useful among others to
measure the impact of a future earning risk on the
optimal level of savings of the consumer.
The existence of an uninsurable background risk
is often invoked to explain why consumers purchase
low deductible insurance policies to cover insurable
risk and why only a minority of the population
owns stocks in spite of the large equity premium on
financial markets [4].
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Binomial Model
The binomial model for the price of a tradeable asset
is a simple model that is often used at the start of
many courses in derivative pricing. Its main purpose
in such a course is to provide a powerful pedagogical
tool that helps to explain some of the basic principles
in derivatives: pricing using the risk-neutral measure;
hedging and replication.
Let St represent the price at time t of the asset
(which we assume pays no dividends). Given St , we
then have

St u with probability p
(1)
St+1 =
St d with probability 1 − p
Here p and 1 − p are the real-world probabilities of
going up or down. The up or down movement at each
step is independent of what has happened before. It
follows that
St = S0 u d
Nt

t−Nt

For this model, the real-world probabilities are
irrelevant when it comes to the pricing and hedging
of a derivative contract. Suppose that a derivative
contract has St as the underlying quantity and that
it has a payoff of f (ST ) at time T . Then we can
prove [1] the following assertions:
•

V (t, s) = EQ [e−r(T −t) f (ST )|St = s]

q=
•

•

S0u 2
S0u

S0u 2d
S0ud

S0d

S0ud 2
S0d 2

S0d 3

Figure 1

Recombining binomial tree or binomial lattice

er − d
.
u−d

(4)

The derivative payoff can always be hedged
perfectly, or replicated. Thus, given St = s,
the replicating strategy at time t is to hold
from time t to t + 1 ([V (t + 1, su) − V (t +
1, sd)]/(su − sd)) units of the stock, St with
the remainder V (t, s) − s([V (t + 1, su) − V (t +
1, sd)]/(su − sd)) in cash where V (t, s) is given
in (3).
It is often convenient to calculate prices recursively backwards. Thus we take V (T , s) = (s)

S0u 3

S0

(3)

where Q is called the risk-neutral probability
measure. Under Q, the probability in any time
step that the price will go up is

(2)

where Nt , the number of up steps up to time t, has
a binomial distribution. The lattice structure for this
model is illustrated in Figure 1.
In addition to the risky asset St , we can invest
in a risk-free bank account (lend or borrow) with
the constant, continuously compounding rate of r. To
avoid arbitrage we require d < er < u.

The no-arbitrage price at time t < T for the
derivative, given the current value of St = s, is
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as given. Next calculate, for each s that is
attainable,
V (T − 1, s) = e−r [qV (T , su)
+ (1 − q)V (T , sd)].

(5)

Then take one further step back and so on using the
backwards recursion
V (t − 1, s) = e−r [qV (t, su) + (1 − q)V (t, sd)].

prices. In particular, as we let the time step, t,
become small and if the model is√ parameterized
in an appropriate
way (u = exp(σ t) and d =
√
exp(−σ t)), then the binomial model gives a
good approximation to the Black–Scholes–Merton
model, S(t) = (0) exp(µt + σ Z(t)), where Z(t) is a
standard Brownian motion.

Reference
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The risk-neutral measure Q is purely an artificial,
computational tool. The use of Q does not make any
statement about investors’ beliefs in the true expected
return on St . In particular, the use of Q is entirely
consistent with all investors assigning a positive risk
premium to St (that is, pu + (1 − p)d > er ).
Besides being a useful pedagogical tool, the
binomial model also provides us with an efficient
numerical tool for calculating accurate derivative
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Black–Scholes Model
The Black–Scholes model was the first, and is the
most widely used model for pricing options. The
model and associated call and put option formulas
have revolutionized finance theory and practice, and
the surviving inventors Merton and Scholes received
the Nobel Prize in Economics in 1997 for their
contributions.
Black and Scholes [4] and Merton [16] introduced
the key concept of dynamic hedging whereby the
option payoff is replicated by a trading strategy in
the underlying asset. They derive their formula under
log-normal dynamics for the asset price, allowing an
explicit formula for the price of European call and
put options.
Remarkably their formula (and its variants) have
remained the industry standard in equity and currency
markets for the last 30 years. Despite the assumptions
underpinning the formula being somewhat unrealistic,
options prices computed with the formula are reasonably close to those of options traded on exchanges.
To some extent, the agreement in prices may simply
reflect the fact that the Black–Scholes model is so
popular.
Mathematics in modern finance can be dated back
to Bachelier’s dissertation [1] on the theory of speculation in 1900. Itô and Samuelson were influenced
by Bachelier’s pioneering work. The idea of hedging
using the underlying asset via a ratio of asset to
options was recorded in [23] and Thorp used this
to invest in the late 1960s. Black and Scholes [4]
used the equilibrium Capital Asset Pricing Model
(CAPM ) to derive an equation for the option price
and had the insight that they could assume for valuation purposes the option expected return equal to
the riskless rate. This meant their equation could
be solved to give the Black–Scholes formula. Merton [16] showed how the model could be derived
without using CAPM by dynamic hedging, and this
solution was also in the Black–Scholes paper. Merton’s paper constructed a general theory of option
pricing based on no arbitrage and Itô calculus.
The Chicago Board Options Exchange began trading in April 1973, and by 1975, the Black–Scholes
model was being used by traders. The speed with
which the theory was adopted in practice was impressive and in part due to the changing market environment. Events in the 1970s included the shift to

floating exchange rates, a world oil-price shock with
the creation of OPEC and high inflation and interest rates in the United States. These meant that the
demand for managing risks was high. The book of
Boyle and Boyle [5] and the papers [18, 21] give
more insight into the history of the Black and Scholes
formula.
Following Black–Scholes, Harrison and Kreps
[11] and Harrison and Pliska [12] built on Cox
et al. [6] to show that the derivatives theory could
be described in terms of martingales and stochastic
integrals. These papers provided the foundations for
modern mathematical finance.
In the remainder of this article, we will discuss
options, the Black–Scholes assumptions, the pricing
formula itself, and give a number of derivations of
the Black–Scholes formula and some extensions of
the model. The reader is referred to the bibliography
for more details on each of these topics. In particular, there are many excellent texts that treat option
pricing, including [2, 3, 8, 9, 15, 19, 22].

Options
An option or derivative is a security whose value
depends on the value of other underlying variables.
Its value is derived, or is contingent on other values.
Typical underlying assets are stocks, stock indices,
foreign currencies, and commodities, but recently,
options have been sold on energy and even on the
weather.
European call and put options were the focus of
Black and Scholes’s analysis and will be our focus
also. A European call option with strike or exercise
price K, maturity date T on an asset with price P
gives the holder the right (but not obligation) at T to
buy one unit of asset at price K from the writer of
the option. The strike and maturity date are decided
when the option is written (think of this as time zero).
If the asset price is above the strike K at T , the
option is exercised and the holder makes PT − K by
purchasing at K and selling in the market at PT . If the
asset price is below the strike, the option is worthless
to the holder. The payoff to the holder of a European
call at T is
max[PT − K, 0] = (PT − K)+
and is graphed in Figure 1.

(1)
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Figure 1

The payoff to the holder of a European call option with strike K = 100
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Figure 2

The payoff to the holder of a European put option with strike K = 100

A European put option gives the holder the right
(but not obligation) to sell the asset at strike price
K at T . A similar argument gives the payoff of a
European put option as
max[K − PT , 0] = (K − PT )+

(2)

which is plotted in Figure 2. Both the call and put are
special cases of payoffs of the form f (PT ). These
payoffs depend only on the value of the asset at
maturity T .
Option pricing is concerned with pricing this random future payoff today, that is, obtaining a price to
which a buyer and seller agree to enter the transaction. This is achieved under the assumption of
an efficient market with no-arbitrage, which means

there are no opportunities to make money out of
nothing or that if two portfolios have the same cash
flows in the future, they must have the same value
or price today. This imposes some restrictions on the
option price since it must be consistent with the price
of the asset P . For example, if we were considering a call option, its price cannot be higher than
the asset price itself. If it were, an arbitrage argument involving selling the call and buying the stock
and riskless asset would result in a riskfree profit
at T .
The Black–Scholes model makes additional assumptions to achieve a unique, preference free, price
for the option. These are discussed in the next section.
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Density of log-normally distributed PT with p = 100, µ = 0.1, σ = 0.5 and T = 1

The Black–Scholes Assumptions
The assumptions underlying the Black and Scholes
option-pricing model are as follows:

Merton [16] relaxed some of these assumptions by
allowing for stochastic interest rates and dividends;
however, the classic assumptions are as outlined
above and we will proceed under these.

•
•

The Black–Scholes Formula

•
•

The market is arbitrage free.
The market is frictionless and continuous. There
are no transaction costs or differential taxes, trading takes place continuously, assets are infinitely
divisible, unlimited borrowing and short selling
are allowed, and borrowing and lending rates are
equal.
The riskless instantaneous interest rate is constant
over time. The riskless bond price at time u, Bu
is given by Bu = eru .
The dynamics for the price of the risky traded
asset P (which pays no dividends) are given by
dPu
= µ du + σ dWu
Pu

(3)

where µ is the instantaneous expected rate of return
on asset P , σ is its instantaneous volatility, both
constants and W is a standard Brownian motion or
Wiener process. These dynamics mean the asset price
P is log-normally distributed, hence




PT = p exp σ (WT − Wt ) + µ − 12 σ 2 (T − t)
(4)
where p = Pt the current asset price. The density of
PT is graphed in Figure 3, with initial price p = 100,
µ = 0.1, σ = 0.5 and T − t = 1 year.
• Investors prefer more to less, agree on σ 2 and the
dynamics (3).

The Black–Scholes formula for the price of a European call option at time 0 ≤ t ≤ T with strike K,
current asset price p, riskless interest rate r, volatility
σ and maturity T is
F c (t, p) = pN (d1 ) − Ke−r(T −t) N (d2 )
where

(5)



ln(p/K) + r + 12 σ 2 (T − t)
d1 =
,
√
σ T −t
√
d2 = d1 − σ T − t

and N (x) is the cumulative distribution function of
the standard Normal distribution.
The Black–Scholes formula for the price of a
European put option (with the same parameters) is
F p (t, p) = Ke−r(T −t) N (−d2 ) − pN (−d1 ) (6)
We can investigate the effect of each of the parameters on the call price, holding the others fixed. Refer
to [2, 15] for treatment of the put option. We can
think of r and σ as model parameters, K and T coming from the call-option contract specification, and t
and p the current state. The current asset price and
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Figure 4 Black–Scholes call prices with K = 100, r = 0.05, T = 1, and σ = 0.1, 0.3, 0.5 where the lines are increasing
with volatility. The call payoff (p − 100)+ is also shown

strike K determine the ‘moneyness’ of the option.
For p much smaller than K, the value of the option
is small and the option is out of the money. When p
is much greater than K, the option loses much of its
optionality and is like a forward, that is, it is almost
certain to be exercised.
The parameters of current time and maturity
appear only as T − t in the Black–Scholes formula.
As time approaches maturity (T − t smaller), there
is less chance of the asset price moving very far, so
the call-option value gets closer to (p − K)+ , where
p is the current asset price.
Black–Scholes calls are worth more the more
volatile the asset is. Figure 4 gives call prices for
volatilities σ = 0.1, 0.3, 0.5 with 0.1 the lowest line
and 0.5 the highest. Finally, the riskless rate r affects
the present value of cash flows to the option holder so
as r increases, the call price falls. However, the drift
on the underlying asset increases with r, which causes
the call price to rise, and this is the dominant effect.
The Black–Scholes option-pricing formula is
based on a dynamic hedging argument–the price is
the price because the risk can be hedged away by
trading the asset itself. This will be discussed further
in the next section.
A riskless portfolio can be set up consisting of a
position in the option and the asset itself. For a call,
this portfolio comprises
− 1 calls
∂F c
=
= N (d1 ) units of asset
∂p

That is, if a trader is short a call, he needs to maintain
a (long) position of N (d1 ) units of asset over time to
be delta hedged. Equivalently, if a trader is long a
call, the delta hedge involves holding −N (d1 ) units
of asset, that is, being short the asset.
A short position in a put should be hedged with
a position of −(1 − N (d1 )) units of asset, a short
position. Likewise, a long position in a put is delta
hedged with a long position of 1 − N (d1 ) in the asset.
Numerical examples in [15] illustrate delta hedging
an option position over its life.

Deriving the Black–Scholes Formula
There are a number of different ways to derive the
Black–Scholes formula for a European call. We will
first describe the martingale approach and then outline three other methods to obtain the Black–Scholes
PDE. The martingale and PDE approach are linked
via the Feynman–Kac formula [9]. A further method
is possible via discrete trading and equilibrium arguments, which require restrictions on investor preferences [14] for details. We will now derive the price of
a call option at time t, with 0 ≤ t ≤ T using various
methods.

Martingale Approach
(7)

Harrison and Pliska [12] showed option prices can
be calculated via martingale methods and were the
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discounted expectation under the equivalent martingale measure making the discounted price process a
martingale. We need the notion of a self-financing
strategy. Consider a strategy (αu , βu ) where αu is the
number of units of the risky asset, Pu , and βu the
number of units of the riskless bond, Bu , held at time
u. The strategy (αu , βu ) is self-financing if its wealth
process φu = αu Pu + βu Bu satisfies

aT PT + bT BT = VT BT = f (PT ). We only have to
show that the strategy is self-financing. We can write
the investment in riskless bond as bu = (1/Bu )(πu −
au Pu ). Using the product rule, write

dφu = αu dPu + βu dBu

which shows the strategy is self-financing. Thus the
portfolio (au , bu ) with value πu replicates the option
payoff and is self-financing. There are now two ways
of achieving the payoff f (PT ) and neither have
any intermediate cash flows before time T . By the
assumption of no-arbitrage, this means the option and
the portfolio with value πT at T should have the same
value today, at time t. Thus the no-arbitrage option
price at time t is


 f (PT )
Ft
πt = Vt Bt = Bt Ɛ
BT

(8)

that is, if the instantaneous change in the portfolio
value, dφu , equals the instantaneous investment gain.
This means no extra funds can contribute to the
wealth process or portfolio apart from changes in the
value of the holdings of asset and bond. This should
be the case since no cash flows occur before time T
for the option.
Under this approach, a measure  ∼  is defined
such that Zu = Pu /Bu ; the discounted price process
is a -martingale. Define (A) = Ɛ (IA MT ) where
 

 
u
1 u µ−r 2
µ−r
ds
Mu = exp −
dWs −
σ
2 0
σ
0
and Ɛ refers to expectation under , the realworld measure. Now Mu is a -martingale, and
Girsanov’s theorem gives Wu = Wu + (µ − r/σ )u
is a -Brownian motion. Under ,
dPu
= r du + σ dWu
Pu

(9)

so P has rate of return r. Forming the conditional
expectation process of the discounted claim


 f (PT )
Vu = Ɛ
Fu ,
(10)
BT
both Vu and Zu are -martingales. The martingale
representation theorem gives a previsible process au
such that
 u
as dZs ,
(11)
Vu = V0 +
0

We see that dVu = au dZu . This corresponds to holding au in the discounted asset and the remainder
bu = Vu − au Zu in the riskless bond. Now consider
the same trading strategy au in the asset and bu
in the riskless bond, giving a portfolio with value
πu = au Pu + bu Bu = Vu Bu . Notice portfolio (au , bu )
with value πu replicates the option payoff since πT =

dπu = d(Bu Vu ) = Bu dVu + Vu rBu du
= Bu au dZu + rπu du = au dPu + bu dBu (12)

= e−r(T −t) Ɛ (f (PT )|Ft )

(13)

where  is the martingale measure for the discounted
asset price Zt .
This is known as risk-neutral valuation of the
option, since assets in a risk-neutral world have
expected rate of return r. The Black–Scholes option
price is therefore calculated as if agents are in a
risk-neutral world. In fact, agents have differing risk
attitudes and anticipate higher expected returns on
Pu than the riskless rate. This does not affect the
option price, however, because they can hedge away
all risks.
The expectation in (13) can be calculated
explicitly for call and put payoffs, resulting in the
Black–Scholes formulas in (5) and (6). We calculate
the call price here using Girsanov’s theorem. It is
also possible to calculate the option price by direct
integration [3].
The call payoff is given by f (p) = (p − K)+ so
the price πt becomes
πt = e−r(T −t) Ɛ [(PT − K)+ |Ft ]

(14)

This can be split into two parts, which we calculate
separately
πt = e−r(T −t) [Ɛ [PT I(PT >K) |Ft ]
− K (PT > K|Ft )].

(15)
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First, calculate the probability (PT > K|Ft ). The
solution to (9) is given by


PT = p exp σ (WT − Wt ) + r − 12 σ 2 (T − t)

We now move on to discuss other derivations that
result in the Black–Scholes PDE. Following this, we
show the PDE approach and the martingale approach
can be reconciled.

(16)

Riskless Portfolio Methods

where p = Pt . Now

(PT > K|Ft )
=  p exp σ (WT − Wt )
+

r − 12 σ 2 (T − t) > K




1
ln(p/K) + r − σ 2 (T − t)


2

= 
√

ξ <
σ T −t
= N (d2 )

(17)

√
ξ = −(WT − Wt )/ T − t ∼ N (0, 1)

since
under .
We now wish to compute e−r(T −t) Ɛ [PT I(PT >K) |
Ft ]. Define a new probability measure 
 via


1 2

d


FT = exp σ (WT − Wt ) − σ (T − t)
d
2
=

PT e−rT
.
pe−rt

(18)

u = W  − σ u is a 
By Girsanov’s theorem, W
u
Brownian motion. Then



 d
−r(T −t) 
Ɛ [PT I(PT >K) |Ft ] = p Ɛ
I(P >K) Ft
e
d T
= p
(PT > K|Ft ). (19)
T −W
t )+(r+1/2σ 2 )(T −t) so
, PT = peσ (W
Under 

 
T − W
t ) < ln p
(PT > K|Ft ) = p
 −σ (W
p
K



1
+ r + σ 2 (T − t) = pN (d1 ).
(20)
2
Putting these together gives the call price at t
πt = pN (d1 ) − Ke−r(T −t) N (d2 )
as given in (5).

(21)

These methods involve constructing an explicit replicating portfolio using other traded assets. The modern
approach is to use the asset and riskless bond; however, using the asset and the option itself is also
common in finance. We will discuss both approaches
in this section.
Under the first approach, we form a portfolio of
au units of the asset and bu units of the bond at time
u with the aim of replicating the payoff f (PT ). The
value of the portfolio at u is
πu = au Pu + bu Bu

(22)

and we require πT = f (PT ). The portfolio should be
self-financing so
dπu = au dPu + bu dBu
= (au µPu + bu rBu ) du + au σ Pu dWu
= au (µ − r)Pu du + au σ Pu dWu + rπ du (23)
Assuming the portfolio value is a function of time
and asset price only πu = F (u, Pu ) and applying Itô’s
formula gives


dπu = Ḟ + 12 F  (u, Pu )σ 2 Pu2 du
+ F  (u, Pu )(σ Pu dWu + µPu du)

(24)

Equating coefficients of du and dWu in (23) and (24),
we see that
au = F  (u, Pu )

(25)

and that F (u, Pu ) solves
Ḟ (u, p) + 12 σ 2 p 2 F  (u, p)
+ rpF  (u, p) − rF (u, p) = 0
F (T , p) = f (p).

(26)

This is the Black–Scholes PDE. The call-option
price is obtained using f (p) = (p − K)+ and solving. Notice that similarly to the call-option price (5)
or the expectation price given in (13), the PDE does
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not depend on the expected rate of return on the asset
µ, but only on the riskless rate and volatility.
The second approach in this category is one of the
original approaches in the Black and Scholes paper.
They make the additional assumption that the option
is traded, and again form a riskless portfolio, this
time of the asset and the option. They considered
holding one unit of the asset and a short position
1/F  (t, Pt ) in options, where F (t, Pt ) is the unknown
value for an option with payoff f (PT ). They show
this portfolio is riskless and thus should earn the
riskless rate r. However, formally, the portfolio does
not satisfy the self-financing criteria, although this
method gives the same Black–Scholes PDE.
Prior to showing the equivalence between the PDE
and the risk-neutral expectation price, we will show
another way of deriving the same PDE. See [19, 22]
for more details of this method.

Equilibrium Approach
This method to derive the Black–Scholes PDE relies
on the Capital Asset Pricing Model holding. The
method was given in the original paper of Black and
Scholes. The CAPM asserts that the expected return
on an asset is a linear function of its β, which is
defined as the covariance of the return on the asset
with the return on the market, divided by the variance
of the return on the market. So


dPu
= r du + αβ P du
Ɛ
(27)
Pu
where α is the expected return on the market minus
the riskless rate and β P is defined as
βP =

Cov(dPu /Pu , dMu /Mu )
Var(dMu /Mu )

(28)

Black and Scholes argue that the covariance of the
return on the option with the return on the market
is F  P /F times the covariance of the return on the
stock with the return on the market. This gives a
relationship between the option’s and asset’s β
F  (u, Pu )Pu P
β .
F (u, Pu )

Using this relationship in the expression for the
expected return on the option gives

Ɛ(dF (u, Pu )) = rF (u, Pu ) du
+ αF  (u, Pu )Pu β P du.

(31)

Applying Itô’s lemma gives

Ɛ(dF (u, Pu )) = rPu F  (u, Pu ) du + αPu
× F  (u, Pu )β P du + 12 F  (u, Pu )σ 2 Pu2 du
+ Ḟ (u, Pu ) du.

(32)

Equating this with (31) gives the Black–Scholes
PDE.

Equivalence Between the Black–Scholes PDE and
Martingale Approaches
One way of deriving the Black–Scholes call price,
given the PDE (26) is to solve it directly [22, 24].
However, to exhibit the link between the PDE and
martingale approaches, we may use the stochastic
representation of Feynman–Kac [9]) to write
F (t, p) = e−r(T −t) Ɛ[f (XT )|Xt = p]

(33)

where X is defined by dX = rX dt + σ X dW . That
is, X is a log-normal process with expected rate of
return r. To obtain the price in terms of P , we change
the probability measure to one under which P has the
correct distribution. This is exactly , the martingale
measure defined earlier under which
dPu
= r du + σ dWu
Pu

(34)

and the option price becomes

where Mu is the value of the market asset.
The CAPM also gives the expected return on the
option as


dF (u, Pu )
Ɛ
(29)
= r du + αβ F du.
F (u, Pu )

βF =

7

(30)

F (t, p) = e−r(T −t) Ɛ f (PT ).

(35)

This is the discounted expectation under martingale
measure  of the option payoff, as achieved under
the martingale approach.
Each of these approaches has its advantages
and disadvantages. The martingale approach is very
general, and extends immediately to other payoffs
(including path-dependent and other exotics) and to
models under which completeness holds. However,
the martingale approach does not give an explicit
expression for the strategy au in the way that the
riskless portfolio method does. The second riskless
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portfolio method involving hedging with asset and
option assumes additionally that the option is traded.
This method is also not technically correct as
the portfolio is not self-financing. The equilibrium
approach also makes the additional assumption that
the CAPM holds. This is sufficient but not necessary
to give the Black–Scholes PDE.

Extensions of the Model
The basic model can be extended in many ways. The
option may be American in style, meaning the holder
can exercise the option at any time up to and including maturity T . The option payoff may be ‘exotic’,
for instance, path-dependent (for example, lookback
option, average rate option, barrier option) or discontinuous (digital option) [15]. These are usually
traded over the counter. For such payoffs, the martingale method of calculating the price as the discounted
expectation under the risk-neutral measure (in (13))
is still valid, although for an American option this
is maximized over the decision variable, the time of
exercise τ . The price of an American call is given by
πt = sup Ɛ (e−rτ f (Pτ )|Ft ).

(36)

0≤τ ≤T

The difficulty is whether these expectations can actually be calculated, as it could for European calls
and puts. This depends on the nature of the payoff, for instance, under the assumption of log-normal
asset price, lookbacks, barriers, and digitals can be
priced explicitly whilst average rate and American options cannot. Equivalently, the riskless portfolio method can be used to obtain a PDE for
such complex payoffs, and again under the lognormal assumption, it can be solved for certain
payoffs.
The Black–Scholes model is an example of a
complete market model for option pricing. Under
technical assumptions, the assumption of no-arbitrage
is equivalent to the existence of an equivalent martingale measure under which options can be priced.
Completeness is the property that payoffs can be
replicated via a self-financing trading strategy giving a unique way of pricing an option. A complete
market model has a unique equivalent martingale
measure under which options are priced. The martingale method used earlier to derive the Black–Scholes
formula can actually be adapted to price options

under any complete model. For example, the constant elasticity of variance (CEV) model proposed
in [7] models the asset price via
dPu = µPu du + σ Puγ dWu

(37)

where 0 ≤ γ ≤ 1. Under alternative dynamics for
the asset price P , we still require the discounted
price process to be a martingale under the equivalent
ˆ . Here, the dynamics will
martingale measure, say 
become
ˆ

dPu = rPu du + σ Puγ dWu

(38)

ˆ , that is, the drift µ will be replaced with the
under 
riskless rate r. The option price will be
ˆ

e−r(T −t) Ɛ (f (PT )|Ft )
ˆ are given above.
where the dynamics of P under 
It is also possible to extend the PDE methods to price
options in a complete market.
Despite its popularity and longevity, there is a
huge literature that attempts to relax some of the
Black–Scholes modeling assumptions to overcome
deficiencies in pricing. The disadvantage is that most
of the more realistic models are ‘incomplete’, which
means it is not possible to construct a riskless portfolio giving a unique hedge and price for the option.
Under an incomplete market, there can be many
possible prices for the option, each corresponding
to an equivalent martingale measure making the
discounted traded asset a martingale [3, 19]. For
instance, prices do not really follow a log-normal
process, so models have been extended for jumps
([8, 17], were the first of this type). Volatility is
not constant, in fact, if prices of traded options
are inverted to give their ‘implied volatility’, this
is observed to depend on the option strike and
maturity [20]. Models where volatility follows a second stochastic process (see the survey [10]) are also
attempting to describe observed prices better. In reality, traders face transaction costs and finally, perfect
replication is not always feasible as markets are not
continuous and assets cannot be traded on a continuous basis for hedging purposes [13].
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Brownian Motion
Introduction
Brownian motion, also called Wiener process, is
probably the most important stochastic process. Its
key position is due to various reasons. The aim of this
introduction is to present some of these reasons without striving to a complete presentation. The reader
will find Brownian motion appearing also in many
other articles in this book, and can in this way form
his/her own understanding of the importance of the
matter.
Our starting point is that Brownian motion has a
deep physical meaning being a mathematical model
for movement of a small particle suspended in water
(or some other liquid). The movement is caused
by ever moving water molecules that constantly
hit the particle. This phenomenon was observed
already in the eighteenth century but it was Robert
Brown (1773–1858), a Scottish botanist, who studied the phenomenon systematically and understood
its complex nature. Brown was not, however, able
to explain the reason for Brownian motion. This
was done by Albert Einstein (1879–1955) in one of
his famous papers in 1905. Einstein was not aware
of the works of Brown but predicted on theoretical
grounds that Brownian motion should exist. We refer
to [10] for further readings on Brown’s and Einstein’s
contributions.
However, before Einstein, Louis Bachelier (1870–
1946), a French mathematician, studied Brownian
motion from a mathematical point of view. Also
Bachelier did not know Brown’s achievements and
was, in fact, interested in modeling fluctuations in
stock prices. In his thesis Théorie de la Spéculation,
published in 1900, Bachelier used simple symmetric
random walk as the first step to model price fluctuations. He was able to find the right normalization for
the random walk to obtain Brownian motion after a
limiting procedure. In this way, he found among other
things, that the location of the Brownian particle at
a given time is normally distributed and that Brownian motion has independent increments. He also
computed the distribution of the maximum of Brownian motion before a given time and understood the
connection between Brownian motion and the heat
equation. Bachelier’s work has received much attention during the recent years and Bachelier is now

considered to be the father of financial mathematics;
see [3] for a translation of Bachelier’s thesis.
The usage of the term Wiener process as a synonym for Brownian motion is to honor the work
of Norbert Wiener (1894–1964). In the paper [13],
Wiener constructs a probability space that carries a
Brownian motion and thus proves the existence of
Brownian motion as a mathematical object as given
in the following:
Definition Standard one-dimensional Brownian
motion initiated at x on a probability space (, F, P )
is a stochastic process W = {Wt : t ≥ 0} such that
(a) W0 = x a.s.,
(b) s  → Ws is continuous a.s.,
(c) for all 0 = t0 < t1 < · · · < tn the increments
Wtn − Wtn−1 , Wtn−1 − Wtn−2 , . . . , Wt1 − Wt0
are normally distributed with
E(Wti − Wti−1 ) = 0,

E(Wti − Wti−1 )2 = ti − ti−1 .
(1)

Standard d -dimensional Brownian motion is
defined as W = {(Wt(1) , . . . , Wt(d) ): t ≥ 0}, where
W (i) , i = 1, 2, . . . , d, are independent, one-dimensional standard Brownian motions.
Notice that because uncorrelated normally distributed random variables are independent it follows
from (c) that the increments of Brownian motion are
independent. For different constructions of Brownian motion and also for Paul Lévy’s (1886–1971)
contribution for the early development of Brownian
motion, see [9].
Another reason for the central role played by
Brownian motion is that it has many ‘faces’. Indeed,
Brownian motion is
–
–
–
–
–

a strong Markov process,
a diffusion,
a continuous martingale,
a process with independent and stationary increments,
a Gaussian process.

The theory of stochastic integration and stochastic
differential equations is a powerful tool to analyze
stochastic processes. This so-called stochastic calculus was first developed with Brownian motion as the
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integrator. One of the main aims hereby is to construct and express other diffusions and processes in
terms of Brownian motion. Another method to generate new diffusions from Brownian motion is via
random time change and scale transformation. This
is based on the theory of local time that was initiated
and much developed by Lévy.
We remark also that the theory of Brownian
motion has close connections with other fields of
mathematics like potential theory and harmonic analysis. Moreover, Brownian motion is an important
concept in statistics; for instance, in the theory of
the Kolmogorov–Smirnov statistic, which is used to
test the parent distribution of a sample.
Brownian motion is a main ingredient in many
stochastic models. Many queueing models in heavy
traffic lead to Brownian motion or processes closely
related to it; see, for example, [6, 11]. Finally, in
the famous Black–Scholes market model the stock
price process P = {Pt : t ≥ 0}, P0 = po is taken to be
a geometric Brownian motion, that is,

FT of events occurring before the time point T , that
is,

A ∈ FT ⇔ A ∈ F and A ∩ {T ≤ t} ∈ Ft .
Then the strong Markov property says that a.s. on the
set {T < ∞}
E(f (Wt+T )|FT ) = EWT (f (Wt )),

(4)

where Ex is the expectation operator of W when
started at x and f is a bounded and measurable
function. The strong Markov property of Brownian
motion is a consequence of the independence of
increments.
Spatial homogeneity. Assume that W0 = 0. Then for
every x ∈ R the process x + W is a Brownian motion
initiated at x.
Symmetry. −W is a Brownian motion initiated at 0
if W0 = 0.

Using Itô’s formula it is seen that P satisfies the
stochastic differential equation

Reflection principle. Let Ha := inf{t: Wt = a}, a = 0,
be the first hitting time of a. Then the process given
by

Wt ,
t ≤ Ha ,
(5)
Yt :=
2a − Wt , t ≥ Ha ,



σ2
dPt
dt.
= σ dWt + µ +
Pt
2

is a Brownian motion. Using reflection principle for
a > 0 we can find the law of the maximum of
Brownian motion before a given time t:

Pt = po eσ Wt +µt .

(2)

(3)

In the next section, we present basic distributional
properties of Brownian motion. We concentrate on
the one-dimensional case but it is clear that many
of these properties hold in general. The third section
treats local properties of Brownian paths and in the
last section, we discuss the important Feynman–Kac
formula for computing distributions of functionals
of Brownian motion. For further details, extensions,
and proofs, we refer to [2, 5, 7–9, 12]. For the
Feynman–Kac formula, see also [1, 4].

Basic Properties of Brownian Motion
Strong Markov property. In the introduction above,
it is already stated that Brownian motion is a strong
Markov process. To explain this more in detail let
{Ft : t ≥ 0} be the natural completed filtration of
Brownian motion. Let T be a stopping time with
respect to this filtration and introduce the σ -algebra

P0 (sup{Ws : s ≤ t} ≥ a) = 2P0 (Wt ≥ a)
 ∞
2
2
e−x /2t dx.
=√
2πt a
(6)
Further, because
P0 (sup{Ws : s ≤ t} ≥ a) = P0 (Ha ≤ t),

(7)

we obtain, by differentiating with respect to t, the
density of the distribution of the first hitting time Ha :
a
2
e−a /2t dt.
(8)
P0 (Ha ∈ dt) = √
3
2πt
The Laplace transform of the distribution of Ha is
√


E0 e−αHa = e−a 2α , α > 0.
(9)
Reflecting Brownian motion. The process {|Wt |: t ≥
0} is called reflecting Brownian motion. It is a timehomogeneous, strong Markov process. A famous
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result due to Paul Lévy is that the processes {|Wt |: t ≥
0} and {sup{Ws : s ≤ t} − Wt : t ≥ 0} are identical in
law.
√
Scaling. For every c > 0, the process { cWt/c : t ≥ 0}
is a Brownian motion.

only if both X itself and {Xt2 − t: t ≥ 0} are Ft martingales.
Strong law of large numbers.
lim

t→∞

Time inversion. The process given by

0,
t = 0,
Zt :=
tW1/t , t > 0,

Wt
=0
t

a.s.

(10)

lim sup √
t↓0

Last exit time. For a given t > 0 assuming that W0 =
0 the last exit time of 0 before time t
λ0 (t) : = sup{s ≤ t: Ws = 0}

(11)

is arcsine-distributed on (0, t), that is,
dv
.
√
π v(t − v)

(12)

Lévy’s martingale characterization. A continuous
real-valued process X in a filtered probability space
(, F, {Ft }, P ) is an Ft -Brownian motion if and

Wt
=1
2t ln ln(1/t)

lim sup √

Time reversibility. Assume that W0 = 0. Then for
a given t > 0, the processes {Ws : 0 ≤ s ≤ t} and
{Wt−s − Wt : 0 ≤ s ≤ t} are identical in law.

t→∞

Wt
2t ln ln t

=1

0.8
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0.2
0
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Figure 1

0.1

0.2

0.3

0.4

(14)

a.s.

(15)

A (very) nice property Brownian paths t  → Wt is
that they are continuous (as already stated in the
definition above). However, the paths are nowhere
differentiable and the local maximum points are
dense. In spite of these irregularities, we are faced
with astonishing regularity when learning that the
quadratic variation of t  → Wt , t ≤ T is a.s. equal to
T. Below we discuss in more detail, these and some
other properties of Brownian paths. See Figure 1, for
a simulated path of Brownian motion.

1

0

a.s.

Local Properties of Brownian Paths

1.2

−0.6

(13)

Laws of the iterated logarithm.

is a Brownian motion.

P0 (λ0 (t) ∈ dv) =

3
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Hölder continuity and nowhere differentiability.
Brownian paths are a.s. locally Hölder continuous of
order α for every α < 1/2. In other words, for all
T > 0, 0 < α < 1/2, and almost all ω, there exists a
constant CT ,α (ω) such that for all t, s < T ,

such that for all s ∈ (0, ) we have f (t − s) ≤
f (t) ≤ f (t + s). A point of decrease is defined
analogously. Then for almost every ω ∈  the
Brownian path W. (ω) has no points of increase
or decrease.

|Wt (ω) − Ws (ω)| ≤ CT ,α (ω)|t − s|α .

Level sets. For a given ω and a ∈ R, let Za (ω) :=
{t: Wt (ω) = a}. Then a.s. the random set Za (ω) is
unbounded and of the Lebesgue measure 0. It is
closed and has no isolated points, that is, is dense
in itself. A set with these properties is called perfect.
The Hausdorff dimension of Za is 1/2.

(16)

Brownian paths are a.s. nowhere locally Hölder
continuous of order α ≥ 1/2. In particular, Brownian
paths are nowhere differentiable.
Lévy’s modulus of continuity.
|Wt − Wt1 |
lim sup sup √ 2
=1
2δ ln(1/δ)
δ→0

a.s.

(17)

where the supremum is over t1 and t2 such that
|t1 − t2 | < δ.
Variation. Brownian paths are of infinite variation on
intervals, that is, for every s ≤ t a.s.

(18)
sup
|Wti − Wti−1 | = ∞
where the supremum is over all subdivisions s ≤ t1 ≤
· · · ≤ tn ≤ t of the interval (s, t). On the other hand,
let n := {ti(n) } be a sequence of subdivisions of (s, t)
such that n ⊆ n+1 and



(n) 
lim max ti(n) − ti−1
(19)
 = 0.
n→∞

i

Then a.s. and in L2 ,
2
 

lim
Wt (n) − Wt (n)  = t − s.
n→∞

i

(20)

i−1

This fact is expressed by saying that the quadratic
variation of W over (s, t) is t − s.
Local maxima and minima. Recall that for a continuous function f : [0, ∞) → R a point t is called
a point of local (strict) maximum if there exists
> 0 such that for all s ∈ (t − , t + ), we have
f (s) ≤ f (t)(f (s) < f (t), s = t). A point of local
minimum is defined analogously. Then for almost
every ω ∈ , the set of points of local maxima for
the Brownian path W(ω) is countable and dense in
[0, ∞), each local maximum is strict, and there is no
interval on which the path is monotone.
Points of increase and decrease. Recall that for a
continuous function f : [0, ∞) → R, a point t is
called a point of increase if there exists > 0

Feynman–Kac Formula for Brownian
Motion
Consider the function

 t

v(t, x) := Ex F (Wt ) exp
f (t − s, Ws ) ds
,
0

(21)
where f and F are bounded and Hölder continuous
(f locally in t). Then the Feynman–Kac formula
says that v is the unique solution of the differential
problem
ut (t, x) = 12 uxx (t, x) + f (t, x)u(t, x),
u(0, x) = F (x)

(22)

Let now τ be an exponentially distributed (with
parameter λ) random variable, and consider the
function



 τ
v(x) := Ex F (Wτ ) exp −γ
f (Ws ) ds
,
0

(23)
where γ ≥ 0, F is piecewise continuous and bounded,
and f is piecewise continuous and nonnegative. Then
v is the unique bounded function with continuous
derivative, which on every interval of continuity of f
and F satisfies the differential equation
1
u
2

(x) − (λ + γf (x))u(x) = −λF (x). (24)

We give some examples and refer to [2] for more:
Arcsine law. For F ≡ 1 and f (x) = 1(0,∞) (x) we
have



 τ
E0 exp −γ
1(0,∞) (Ws ) ds
0

Brownian Motion

√

λ
λ
λ


−
−√



λ+γ
λ+γ
 λ+γ

√



× e−x 2λ+2γ ,
if x ≥ 0,

=
√

λ



1− 1− √


λ
+
γ



√

x 2λ+2γ
×e
,
if x ≤ 0.
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Capital Allocation for
P&C Insurers: A Survey
of Methods
Capital allocation is never an end in itself, but rather
an intermediate step in a decision-making process.
Trying to determine which business units are most
profitable relative to the risk they bear is a typical
example. Pricing for risk is another.
Return-on-capital thinking would look to allocate
capital to each business unit, then divide the profit by
the capital for each. Of course if profit were negative,
you would not need to divide by anything to know it
is not sufficient. But this approach would hope to be
able to distinguish the profitable-but-not-enough-so
units from the real value adders.
The same issue can be approached without allocating capital, using a theory of market risk pricing. The
actual pricing achieved by each business unit can be
compared to the risk price needed. This would depend
on having a good theory of risk pricing, where the
previous approach would depend on having a good
theory of capital allocation. Since both address the
same decisions, both will be included in this survey.
For those who like to see returns on capital, the pricing method can be put into allocation terminology by
allocating capital to equalize the ratio of target return
to capital across business units.
Rating business units by adequacy of return is
not necessarily the final purpose of the exercise.
The rating could be used in further decisions, such
as compensation and strategies for future growth.
For strategic decisions, another question is important – not how much capital a business unit uses, but
how much more it would need to support the target
growth. In general, it will be profitable to grow the
business if the additional return exceeds the cost of
the additional capital. In some cases a company might
not need too much more than it already has for the target growth, in which case not much additional profit
would be needed to make the growth worthwhile.
This is the marginal pricing approach, and it is a
basic tenet of financial analysis. It differs from capital
allocation in that, for marginal-cost pricing, not all
capital needs to be allocated to reach a decision.
Only the cost of the capital needed to support the
strategy has to be determined, to see if it is less than
the profit to be generated. Methods of quantifying

the cost of marginal capital will be reviewed here
as well, as again this aims at answering the same
strategic questions.
Finally, another way to determine which business
units are adding most to the profitability of the firm
is to compare the insurer to a leveraged investment
fund. The overall return of the insurer can be evaluated on the basis of the borrowing rate that would
match its risk and the return on such a fund. If the
fund would have to borrow at a particularly low rate
of interest to match its risk, then the insurance business is clearly adding value. The business units can
then be compared on the basis of their impacts on the
borrowing rate.
Thus, while the general topic here is capital allocation, this survey looks at methods of answering the
questions that capital allocation addresses. The following four basic approaches will be reviewed:
1. Selecting a risk measure and an allocation
method, and using them to allocate all capital.
2. Comparing the actual versus model pricing by a
business unit.
3. Computing the cost of the marginal capital needed for or released by target strategies.
4. Evaluating the profitability in comparison to a
leveraged mutual fund.

Approach 1 – Allocating via a Risk
Measure
Table 1 lists a number of risk measures that could
be used in capital allocation. To summarize briefly,
VaR, or value-at-risk, is a selected percentile of the
distribution of outcomes. For instance, the value-atrisk for a company might be set at the losses it would
experience in the worst year in 10 000. The expected
policyholder deficit or EPD is the expected value of
default amounts. It can also be generalized to include
the expected deficit beyond some probability level,
rather than beyond default. Tail value-at-risk is the
expected loss in the event that losses exceed the
value-at-risk target. X TvaR, at a probability level,
is the average excess of the losses over the overall
mean for those cases over that level. Assuming a
corporate form with limited liability, an insurer does
not pay losses once its capital is exhausted. So the
insurer holds an option to put the default costs to the
policyholders. The value of this option can be used as
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a risk measure. The other measures are the standard
statistical quantities.
Typically, when allocating capital with a risk measure, the total capital is expressed as the risk measure
for the entire company. For instance, the probability
level can be found such that the Tail VaR for the
company at that level is the capital carried. Or some
amount of capital might be set aside as not being
risk capital – it could be for acquisitions perhaps –
and the remainder used to calibrate the risk measure.
Once this has been done, an allocation method can
be applied to get the capital split to the business unit
level. Several possible allocation methods are given
in Table 2.
Proportional spread is the most direct method –
apply the risk measure to each business unit and then
allocate the total capital by the ratio of business unit
risk measure to the sum of all the units’ risk measures.
Usually the sum of the individual risks will be greater
than the total risk, so this method credits each unit
with a diversification benefit.
Table 1

Risk measures

VaR
EPD
Tail VaR
X TvaR
Standard deviation
Variance
Semivariance
Cost of default option
Mean of transformed loss

Table 2

Allocation methods

Proportional spread
Marginal analysis
By business unit
Incremental by business unit
Game theory
Equalize relative risk
Apply comeasure

Marginal analysis takes the risk measure of the
company excluding a business unit. The savings in
the implied total required capital is then the marginal
capital for the business unit. The total capital can
then be allocated by the ratio of the business unit
marginal capital to the sum of the marginal capitals of all the units. This usually allocates more than
the marginal capital to each unit. The incremental
marginal method is similar, but the capital savings is
calculated for just the last increment of expected loss
for the unit, say the last dollar. Whatever reduction
in the risk measure that is produced by eliminating one dollar of expected loss from the business
unit is expressed as a capital reduction ratio (capital saved per dollar of expected loss) and applied to
the entire unit to get its implied incremental marginal
capital. This is in accordance with marginal pricing
theory.
The game theory approach is another variant of the
marginal approach, but the business units are allowed
to form coalitions with each other. The marginal
capital for a unit is calculated for every coalition
(set of units) it could be a part of, and these are
averaged. This gets around one objection to marginal
allocation – that it treats every unit as the last one in.
This method is sometimes called the Shapley method
after Lloyd Shapley, the founder of game theory.
Equalizing relative risk involves allocating capital
so that each unit, when viewed as a separate company, has the same risk relative to expected losses.
Applying this to the EPD measures, for instance,
would make the EPD for each business unit the same
percentage of expected loss.
Comeasures can be thought of in terms of a
scenario generator. Take the case in which the total
capital requirement is set to be the tail value-at-risk
at the 1-in-1000 probability level. Then in generating
scenarios, about 1 in 1000 would be above that level,
and the Tail VaR would be estimated by their average.
The co-Tail VaR for each business unit would just
be the average of its losses in those scenarios. This
would be its contribution to the overall Tail VaR.
This is a totally additive allocation. Business units
could be combined or subdivided in any way and
the co-Tail VaR’s would add up. For instance, all the
lines of business could be allocated capital by co-Tail
VaR, then each of these allocated down to state level,
and those added up to get the state-by-state capital
levels [6].
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More formally, comeasures are defined when a
risk measure R on risk X can be expressed, using
a condition defined on X, a leverage function g and
a mean ratio a, as the conditional expected value
R(X) = E[(X − aEX)g(X)|condition]

(1)

As an example, take a = 1 and g(X) = X − EX with
the condition 0X = 0. Then R(X) is the variance of
X. Or for probability level q, take the condition to
be F (X) > q, a = 0 and g(x) = 1. If q = 99.9%, R
is then Tail VaR at the 1-in-1000 level. When R can
be so expressed, co-R is defined for unit Xj as:
co-R(Xj ) = E[(Xj − aEXj )g(X)|condition]

(2)

This defines the comeasure parallel to the risk measure itself, and is always additive. The g function is
applied to the overall company, not the business unit.
Thus in the variance case,
co-R(Xj ) = E[(Xj − EXj )(X − EX)],
which is the covariance of Xj with X.
In the Tail VaR case, co-Tail VaR(Xj ) = E[(Xj |
F (X) > q)]. This is the mean loss for the j th unit in
the case where total losses are over the qth quantile,
as described above. X TVaR is defined by taking
a = 1 and g(x) = 1 with condition F (X) > q. Then
co-X TVaR(Xj ) = E[(Xj − EXj |F (X) > q)] (3)
This is the average excess of the business unit loss
over its mean in the cases where total losses are over
the qth quantile. Co-Tail VaR would allocate Xj to a
constant Xj , while co-X TVaR would allocate zero.
The g function can be used to define the weighted
version of Tail VaR and X TVaR. This would address
the criticism of these measures that they weight very
adverse losses linearly, where typically more than
linear aversion is regarded as appropriate. Note also
that the risk measure is not required to be subadditive
for the comeasure to be totally additive. Thus, co-VaR
could be used, for example.

Evaluation of Allocating by Risk Measures
VaR could be considered to be a shareholder viewpoint, as once the capital is exhausted, the amount
by which it has been exhausted is of no concern to
shareholders. EPD, default option cost, and Tail VaR
relate more to the policyholder viewpoint, as they
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are sensitive to the degree of default. X TVaR may
correspond more to surplus in that enough premium
is usually collected to cover the mean, and surplus covers the excess. All of these measures ignore
risk below the critical probability selected. VaR also
ignores risk above that level, while with g = 1 the
tail measures evaluate that risk linearly, which many
consider as underweighting. Variance does not distinguish between upward and downward deviations,
which could provide a distorted view of risk in some
situations in which these directions are not symmetrical. Semivariance looks only at adverse deviations,
and adjusts for this. Taking the mean of a transformed
loss distribution is a risk measure aiming at quantifying the financial equivalent of a risky position, and
it can get around the problems of the tail methods.
Allocating by marginal methods appears to be
more in accord with financial theory than is direct
allocation. However, by allocating more than the pure
marginal capital to a unit it could lead to pricing
by a mixture of fixed and marginal capital costs,
which violates the marginal pricing principle. The
comeasure approach is consistent with the total risk
measure and is completely additive. However, it too
could violate marginal pricing. There is a degree of
arbitrariness in any of these methods. Even if the
capital standard ties to the total capital requirement of
the firm, the choice of allocation method is subjective.
If the owners of the firm are sensitive to correlation of
results with the market, as financial theory postulates,
then any allocation by measures of company-specific
risk will be an inappropriate basis for return-oncapital.

Approach 2 – Compare Actual versus
Model Pricing
One use of capital allocation could be to price business to equalize return-on-capital. However, there is
no guarantee that such pricing would correspond to
the market value of the risk transfer. The allocation
would have to be done in accord with market pricing
to get this result. In fact, if actual pricing were compared to market pricing, the profitability of business
units could be evaluated without allocating capital
at all. But for those who prefer to allocate capital,
it could be allocated such that the return on market
pricing is equalized across business units.
This method requires an evaluation of the market value of the risk transfer provided. Financial
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methods for valuing risk transfer typically use transformations of the loss probabilities to risk-adjusted
probabilities, with covariance loadings like CAPM
being one special case. This is a fairly technical
calculation, and to date there is no universal agreement on how to do it. Some transforms do appear
to give fairly good approximations to actual market prices, however. The Wang transform [9] has
been used successfully in several markets to approximate risk pricing. The finance professionals appear
to favor an adjusted CAPM approach that corrects many of the oversimplifications of the original
formulation.
To use CAPM or similar methods, costs are first
identified, and then a risk adjustment is added. Three
elements of cost have been identified for this process: loss costs, expense costs, and the frictional costs
of holding capital, such as taxation of investment
income held by an insurer. The latter is not the same
as the reward for bearing risk, which is separately
incorporated in the risk adjustment. The frictional
costs of capital have to be allocated in order to
carry out this program, but because of the additional risk load the return on this capital varies
among policies. Thus a reallocation of capital after
the pricing is done would be needed, if a constant return-on-capital is to be sought across business
units.
The Myers–Read method [8] for allocating capital costs has been proposed for the first allocation,
the one that is done to allocate the frictional cost of
carrying capital. It adds marginal capital for marginal
exposure in order to maintain the cost of the default
expressed as a percentage of expected losses. This
method is discussed in detail in the appendix. To calculate the market value of risk transfer, simple CAPM
is now regarded as inadequate. Starting from CAPM,
there are several considerations that are needed to get
a realistic market value of risk transfer. Some issues
in this area are as follows:
•

•
•

Company-specific risk needs to be incorporated,
both for differential costs of retaining versus raising capital, and for meeting customer security
requirements – for example, see [3].
The estimation of beta itself is not an easy matter
as in [4].
Other factors that are needed to account for actual
risk pricing – see [2].

•
•

To account for the heavy tail of P&C losses,
some method is needed to go beyond variance
and covariance, as in [5].
Jump risk needs to be considered. Sudden jumps
seem to be more expensive risks than continuous
variability, possibly because they are more difficult to hedge by replication. Large jumps are
an element of insurance risk, so they need to be
recognized in the pricing.

Evaluation of Target Pricing
Measures of the market value of risk transfer are
improving, and even though there is no universally
accepted unique method, comparing actual profits to
market-risk-model profits can be a useful evaluation.
This can be reformulated as a capital allocation, if so
desired, after the pricing is determined.

Approach 3 – Calculating Marginal
Capital Costs
A typical goal of capital allocation is to determine
whether or not a business unit is making enough profit
to justify the risk it is adding. A third approach to this
question is looking at the last increment of business
written by the unit, and comparing the cost of the
additional capital this increment requires to the profit
it generates. This is not necessarily an allocation of
capital, in that the sum of the marginal increments
may not add up to the total capital cost of the firm. It
does correspond, however, with the financial principle of marginal pricing. In basic terms, if adding an
increment of business in a unit adds to the total value
of the firm, then the unit should be expanded. This
could lead to an anomalous situation in which each
business unit is profitable enough but the firm as a
whole is not, because of the unallocated fixed capital charges. In such cases, further strategic analysis
would be needed to reach an overall satisfactory position for the firm. One possibility might be to grow all
the business units enough to cover the fixed charges.
One way to do the marginal calculation would
be to set a criterion for overall capital, and then
see how much incremental capital would be needed
for the small expansion of the business unit. This is
the same approach that is used in the incremental
marginal allocation, but there is no allocation. The
cost of capital would be applied to the incremental
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capital and compared directly to the incremental
expected profits.
Another way to calculate marginal capital costs
is the options-based method introduced by Merton
and Perold [7]. A business unit of an insurer could
be regarded as a separate business operating without
capital, but with a financial guarantee provided by
the parent company. If the premium and investment
income generated by the unit is not enough to pay
the losses, the firm guarantees payment, up to its full
capital. In return, if there are any profits, the firm
gets them.
Both the value of the financial guarantee and the
value of the profits can be estimated using option
pricing techniques. The financial guarantee gives the
policyholders a put option that allows them to put
any losses above the business unit’s premium and
investment income to the firm. Since this is not
unlimited owing to the firm’s limited resources, the
value of this option is the difference between two
put options: the option with a strike at premium plus
investment income less the value of the insolvency
put held by the firm. The firm’s call on the profits
is a call option with a strike of zero. If that is worth
more than the financial guarantee provided, then the
business unit is adding value.

Evaluation of Marginal Capital Costs
This method directly evaluates the marginal costs of
decisions, so it can correctly assess their financial
impact. If a large jump in business – upwards or
downwards – is contemplated, the marginal impact
of that entire package should be evaluated instead
of the incremental marginals discussed. There is still
a potential arbitrary step of the criteria chosen for
the aggregate capital standard. This is avoided in the
financial guarantee approach, but for that the options
must be evaluated correctly, and depending on the
form of the loss distribution, standard options pricing
methods may or may not work. If not, they would
have to be extended to the distributions at hand.

Approach 4 – Mutual Fund Comparison
An insurer can be viewed as a tax-disadvantaged
leveraged mutual investment fund. It is tax-disadvantaged because a mutual investment fund does
not usually have to pay taxes on its earnings, while an
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insurer does. It is leveraged in that it usually has more
assets to invest than just its capital. An equivalent
mutual fund can be defined as one that has the same
after-tax probability distribution of returns as the
insurer. It can be specified by its borrowing rate, the
amount borrowed, and its investment portfolio. This
should provide enough degrees of freedom to be able
to find such a mutual fund. If there are more than one
such, consider the equivalent one to be the one with
the highest interest rate for its borrowing.
The insurer can be evaluated by the equivalent
borrowing rate. If you can duplicate the return characteristics by borrowing at a high rate of interest, there
is not much value in running the insurance operation,
as you could borrow the money instead. However, if
you have to be able to borrow at a very low or negative rate to get an equivalent return, the insurer is
producing a result that is not so easily replicated.
While this is a method for evaluating the overall
value added of the insurer, it could be done excluding
or adding a business unit or part of a business unit to
see if doing so improves the comparison.

Evaluation of Mutual Fund Comparison
This would require modeling the distribution function
of return for the entire firm, including all risk and
return elements, and a potentially extensive search
procedure for finding the best equivalent mutual fund.
It would seem to be a useful step for producing an
evaluation of firm and business unit performance.

Conclusions
Allocating by a risk measure is straightforward, but
arbitrary. It also could involve allocation of fixed
costs, which can produce misleading indications of
actual profitability prospects. Pricing comparison is
as good as the pricing model used. This would require
its own evaluation, which could be complicated. The
marginal-cost method shows the impact of growing
each business unit directly, but it still requires a
choice for the overall capital standard, unless the
financial guarantee method is used, in which case it
requires an appropriate option pricing formula. The
mutual fund comparison could be computationally
intensive, but would provide insight into the value of
the firm and its business units. All of these methods
have a time-frame issue not addressed here in detail:
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lines of business that pay losses over several years
have several years of capital needed, which has to
be recognized.

References
[1]

[2]
[3]

[4]
[5]

[6]
[7]

[8]

[9]

Butsic, R. (1999). Capital Allocation for PropertyLiability Insurers: A Catastrophe Reinsurance Application, CAS Forum, Spring 1999, www.casact.org/pubs/
forum/99spforum/99spf001.pdf.
Fama, E.F. & French, K.R. (1996). Multifactor explanations of asset pricing anomalies, Journal of Finance 51.
Froot, K.A. & Stein, J.C. (1998). A new approach to
capital budgeting for financial institutions, Journal of
Applied Corporate Finance 11(2).
Kaplan, P.D. & Peterson, J.D. (1998). Full-information
industry betas, Financial Management 27.
Kozik, T.J. & Larson, A.M. (2001). The N-moment
insurance CAPM, Proceedings of the Casualty Actuarial
Society LXXXVIII.
Kreps, R.E. (2004). Riskiness Leverage Models, Instrat
working paper, to appear.
Merton, R.C. & Perold, A.F. (1993). Theory of risk capital
in financial firms, Journal of Applied Corporate Finance
6(3), 1632.
Myers, S.C & Read, J.A. (2001). Capital allocation
for insurance companies, Journal of Risk and Insurance
68,(4), 545–580.
Wang, S. (2002). A universal framework for pricing financial and insurance risks, ASTIN Bulletin 32, 213–234.

Appendix: The Myers-Read Approach
Myers-Read (MR) capital allocation presents a challenge to the classification of methods, in that it
allocates all capital by a risk measure, provides a
marginal capital cost, and can be used in pricing.
The context for the method is that there are frictional costs to holding capital. In some countries,
insurer investment income is subject to taxation, so
tax is a frictional cost in those jurisdictions. Unless
the insurer has really vast amounts of capital, it often
has to invest more conservatively than the owners
themselves would want to, due to the interests of
policyholders, regulators, and rating agencies. There
is a liquidity penalty as investors cannot get their
investments out directly, and there are agency costs
associated with holding large pools of capital, that
is, an additional cost corresponding to the reluctance
of investors to let someone else control their funds,
especially if that agent can pay itself from the profits.

MR works for a pricing approach in which the policyholders are charged for these frictional costs. This
requires that the costs be allocated to the policyholders in some fashion, and MR capital allocation can
be used for that. Every policyholder gets charged the
same percentage of its allocated capital for the frictional costs. Thus, it is really the frictional costs that
are being allocated, and capital allocation is a way
to represent that cost allocation. The pricing can be
adapted to include in the premium other risk charges
that are not proportional to capital, so this capital
allocation does not necessarily provide a basis for a
return-on-capital calculation.
A key element of the MR development is the value
of the default put option. Assuming a corporate form
with limited liability, an insurer does not pay losses
once its capital is exhausted. So it can be said that the
insurer holds an option to put the default costs to the
policyholders. MR assumes a log-normal or normal
distribution for the insurer’s entire loss portfolio, so
it can use the Black-Scholes options pricing formula
to compute D, the value of this put option.
Adding a little bit of exposure in any policy or
business unit has the potential to slightly increase
the value of the default option. But adding a little
more capital can bring the value of this option back
to its original value, when expressed as a percentage
of total expected losses. The MR method essentially
allocates this additional capital to the additional exposure that required it.
In other words, the default option value, as a
percentage of expected losses, that is, D/L is held
as a fixed target, and the last dollar of each policy
is charged with the amount of extra capital needed
to maintain that target option value. But any dollar
could be considered the last, so the whole policy
is charged at the per dollar cost of the last dollar
of expected loss. The beauty of the method is that
those marginal capital allocations add up to the entire
capital of the firm.
In the MR development, the total capital requirement of the firm could be taken to be the amount of
capital needed to get D/L to some target value. The
allocation method is the incremental marginal effect
method – the incremental dollar loss for the business
unit or policy is charged with the amount of capital needed to keep D/L at its target. Unlike most
marginal allocation approaches, the marginal capital
amounts add up to the total capital of the firm with

Capital Allocation for P&C Insurers: A Survey of Methods
no proportional adjustment. This might be expected
from the additive nature of option prices.
The total capital is 
the sum of the individual
capital charges, that is,
ci Li = cL, where ci Li is
the capital for the ith policy with expected losses Li ,
and cL is the total capital. Thus, each policy’s (or
business unit’s) capital is proportional to its expected
losses, and the capital allocation question becomes
how to determine the allocation factors ci .
Formally, MR requires that the derivative of D
with respect to Li be equal to the target ratio D/L
for every policy. Butsic [1] shows that this condition follows from some standard capital market
pricing assumptions. This requirement means that the
marginal change in the default cost due to a dollar (i.e.
fixed, small) change in any policy’s expected losses is
D/L. Thus, D/L does not change with an incremental change in the expected losses of any policy. How
is this possible? Because by increasing Li by a dollar increases capital by ci , which is set to be enough
to keep D/L constant. Thus, the formal requirement
that ∂D/∂Li = D/L means that the change in capital
produced by ci due to a small change in Li has to be
enough to keep D/L constant.
The question then is,
can allocation factors ci be
found to satisfy both
ci Li = cL and ∂D/∂Li =
D/L? That is, can by-policy capital-to-expected-loss
ratios be found, so that any marginal increase in
any policy’s expected losses keeps D/L constant,
while the marginal capital charges sum to the overall
capital? The MR derivation says yes.
In the MR setup, after expenses and frictional
costs, assets are just expected losses plus capital, and

so the Black-Scholes formula gives
D = L[N (y + v) − (1 + c)N (y)]

(4)

where v is the volatility of the company results, y =
− ln(1 + c)/v − v/2 and N (y) denotes the cumulative standard normal probability distribution.
Using this to expand the condition that ∂D/∂Li =
D/L requires the
calculation of the partial of c w.r.t.
ci Li = cL, this turns out to be
Li . Plugging in
(ci − c)/L. This leads to an expression for ci in terms
of c and some other things, which is the basis of the
allocation of capital. This is how the condition on
∂D/∂Li leads to an expression for ci .
To express the allocation formula, denote the CV
(standard deviation/mean) of losses as kL and the CV
of losses for the ith policy or business unit by ki .
Also define the policy beta as bi = ρiL ki /kL , where
ρiL is the correlation coefficient between policy i and
total losses. Myers-Read also considers correlation
of assets and losses, but Butsic gives the following
simplified version of the capital allocation formula,
assuming that the loss-asset correlation is zero
ci = c + (bi − 1)Z, where Z =

(1 + c)n(y)kL2
N (y)v(1 + kL2 )
(5)

Butsic provides a simple example of this calculation.
A company with three lines is assumed, with expect
losses, CV’s, and correlations as shown in Table 3.
The total capital and its volatility are also inputs. The
rest of the table is calculated from those assumptions.

Table 3

EL
CV
corr 1
corr 2
corr 3
variance
beta
capital
assets
ci :
−y:
N (y):
n(y):
Z:
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Line 1

Line 2

Line 3

Total

Volatilities

500
0.2
1
0.75
0
10 000
0.8463
197.872

400
0.3
0.75
1
0
14 400
1.3029
282.20

100
0.5
0
0
1
2500
0.5568
19.93

1000
0.2119

0.2096

0.3957
1.9457807
0.0258405
0.0600865
0.6784

0.7055
y + v:
N (y + v):
1/n(y):

0.1993
−1.7249
0.042277
16.64267
D/L:

44 900
500
1500
0.5

0.0035159

0.2209
0.0699

8

Capital Allocation for P&C Insurers: A Survey of Methods

Changing the byline expected losses in this example allows you to verify that if you add a dollar of
expected losses to any of the lines, the overall D/L
ratio is kept by adding an amount to capital equal to
the c ratio for that line.
Some aspects of the approach can be illuminated by varying some of the input assumptions.
The examples that follow keep the volatility of the
assets constant, even though the assets vary, which
seems reasonable.
First, consider what happens if the CV for line 3 is
set to zero. In this case, the line becomes a supplier of
capital, not a user, in that it cannot collect more than
its mean, but it can get less, in the event of default.
Then the capital charge ci for this line becomes
−17%, and the negative sign appears appropriate,
given that the only risk is on the downside. The size
of the coefficient seems surprising, however, in that
its default cost is only 0.3% (which is the same for
the other lines as well), but it gets a 17% credit.
Part of what is happening is that adding independent
exposures to a company will increase the default
cost, but will decrease the D/L ratio, as the company
becomes more stable. Thus, in this case, increasing
line 3’s expected losses by a dollar decreases the
capital needed to maintain the company’s overall D/L
ratio by 17 cents. This is the incremental marginal
impact, but if line 3 decides to go net entirely,
leaving only lines 1 and 2, the company will actually
need $19.50 as additional capital to keep the same
default loss ratio. This is the entire marginal impact
of the line, which will vary from the incremental
marginal.
Another illustrative case is setting line 3’s CV
to 0.335. In this case, its needed capital is zero.
Adding a dollar more of expected loss keeps the
overall D/L ratio with no additional capital. The
additional stability from its independent exposures
exactly offsets its variability. Again, the marginal
impact is less than the overall: eliminating the line in

this case would require $10.60 as additional capital
for the other lines.
The risk measure of the cost of the default option
per dollar of expected loss and the allocation principle that each dollar of expected loss be charged the
frictional costs of the capital needed to maintain the
target ratio both appear reasonable, and the marginal
costs adding up to the total eliminates the problem
that fixed costs are allocated using marginal costs.
However, this is only so for incremental marginal
costs. The marginal impacts of adding or eliminating large chunks of business can have a different
effect than the incremental marginals, and so such
proposals should be evaluated based on their total
impacts.
Butsic also considers adding a risk load beyond
the capital charge to the pricing. The same derivation
flows through, just with expected losses replaced by
loaded expected losses, and the capital charge set to
ci times the loaded losses. This provides a pricing
formula that incorporates both risk load and frictional
capital charges.
Using this, business unit results can be evaluated
by comparing the actual pricing to the target pricing.
If the management wants to express this as a returnon-capital, the MR capital would not be appropriate.
Rather, the total capital should be reallocated so that
the ratio of modeled target profit to allocated capital is
the same for each unit. Then comparing the returns on
capital would give the same evaluation as comparing
the profits to target profits. MR capital allocation
would be the basis of allocating frictional capital
costs, but not for calculating the return-on-capital.

(See also Audit; Financial Economics; Incomplete
Markets; Insurability; Risk-based Capital Allocation; Optimal Risk Sharing)
GARY G. VENTER

Capital in Life Assurance
An insurance company will have to meet the cost of
payouts to policyholders, the expenses/costs of running the business, taxation costs and, if a proprietary
company, payouts to shareholders. Collectively, these
are the ‘outgoings’ or financial liabilities consisting
of policyholder and ‘other’ liabilities.
In the case of a life insurance company, the
payouts to policyholders may be as follows:
1. Independent of the assets in which the insurance
company has invested; for example, (a) nonprofit liabilities, where the liabilities are a fixed
amount or (b) index-linked liabilities, where the
liabilities are calculated by reference to the performance of an externally quoted stock market
index over which the insurance company has no
direct control
2. Partially dependent on the assets in which the
insurance company has invested, in that there
is some feedback between the assets and liabilities (e.g. UK with-profits policies where there
is smoothing of actual investment returns in
determining maturity payouts) (see Participating Business)
3. Strongly dependent on the assets in which the
insurance company invests, for example, unitlinked contracts (see Unit-linked Business),
more properly called property-linked contracts,
in which the value of the policy’s share
of assets (properties) in the unit-linked funds
determine the unit liabilities of the policy,
except where a maturity guarantee bites (see
Options and Guarantees in Life Insurance),
in which case the guaranteed maturity value
(consisting of the unit-reserve plus the required
maturity-guarantee-reserve) will be paid instead
of just the value of units. (Under the EU close
matching rules, the unit-reserve has to be met
by holding the unit-reserve in units itself but
the maturity-guarantee-reserve falls outside the
close matching rules – see Article 23/4 of the
Third Life Directive.) In this context, the word
‘property’ refers to a variety of types of asset –
for example, equities, fixed interest, and so on
and not just commercial buildings
4. There may be perfect feedback between the policy’s share of assets in the unit-linked funds

and the unit liabilities, for example, unit-linked
contracts without maturity guarantees, where the
value of the policy’s share of assets (properties) is equal to the unit reserves and to the unit
liabilities.
In addition to meeting the payouts to policyholders, the life insurance company will have to meet
future expenses/costs, taxes, and shareholder dividends. Unless these are met by part of the incoming
premiums or future charges on assets held by the
company, the life assurance company will have to
hold reserves to cover these outgoings. This applies
particularly in the case of unit-linked policies, where
so-called ‘non-unit reserves’ (also called ‘sterling
reserves’) may be required (in addition to the unit
reserves) to cover any likely future shortfalls in contributions to expenses/costs or guarantees.

Risks
The life insurance company will place a value on
its financial liabilities. In endeavoring to meet its
financial liabilities, the insurance company will run
certain risks.
1. Default or credit risk – certain of the assets may
default (e.g. fixed interest assets) and only pay back
a part of their expected value (i.e. expected prior to
the default).
2. Liquidity risk – certain assets may be difficult to
sell at their market value.
3. Concentration risk – the assets may not be well
enough diversified with too high an exposure to one
company, sector or section of the economy.
4. Market risk including volatility, matching/hedging, (see Matching; Hedging and Risk Management) and reinvestment risk – even if there is no asset
default, the assets will fluctuate in value and may only
partially be matched/hedged to the liabilities (e.g. the
liabilities may be based on smoothed asset values and
not actual market asset values on a particular date). It
may not be possible to find assets that match/hedge
the liabilities or, even if matching assets are available, the insurance company may choose not to
match/hedge, or it may not be possible to earn a sufficient investment or reinvestment return to meet contractual liabilities, or currencies may go against the
insurance company. Some of the assets may be very
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volatile, for example, derivatives (see Derivative
Securities), and usually, to be allowed any admissible
value as assets, derivatives will have to pass several
stringent tests which will, in many cases, require them
to be used as a hedge, thereby reducing overall, the
volatility of the asset/liability combination.
5. Statistical fluctuation risk – the experience may
fluctuate round the mean experience – although, if
the demographic risks (see Demography) are independent for each person insured, then the percentage
variation, by the weak law of large numbers (see
Probability Theory), may be small.
6. Systematic demographic risk – the mortality, morbidity (sickness), or need for long-term care (see
Long-term Care Insurance) may be different from
that anticipated – for example, the secular improvement in longevity of annuitants may be underestimated. Another example is the exposure to changes
in diagnosis and treatment of serious illnesses if
long-term guarantees have been granted under critical illness insurance contracts. In short, the systematic
change in ‘demographic’ factors may become disadvantageous to the insurance company.
7. Options/guarantees risk (see Options and Guarantees in Life Insurance) – it may not be possible
to match/hedge the financial options/guarantees given
and they may become very expensive to grant. If they
become heavily ‘in-the-money’ and if it is not possible to hedge, the company has to have the financial
resources to meet the required payouts.
8. Expansion risk – the company may not have
enough free capital to expand at the rate that it would
like through inability to cover the statutory liabilities
arising from new business.
9. Inflation risk – the rate of inflation may be higher
than expected, affecting, for example, expenses.
10. Premium risk – the premiums may become inadequate and it may not be possible to alter them (e.g.
the annual premium may be fixed for the entire policy
term).
11. Expense risk – the insurance company’s expenses
/costs of management (including broker or salesman commission) may be higher than anticipated.
The costs will include the costs of developing new
computer systems and new buildings, plant, and
equipment particularly if an expansion is planned.

12. Taxation risk – there may be changes in taxation
that are unfavorable to the insurance company.
13. Legal risk – courts may reach a different conclusion over the interpretation of the law (e.g. the
meaning of policyholder reasonable expectations –
PRE) from current views.
14. Surrender and dis-intermediation risk (see Surrenders and Alterations) – dis-intermediation refers
to the surrendering of policies providing a certain rate
of interest if a new policy can be effected, providing
a higher rate of interest, by transferring the surrender
proceeds to the new policy.
15. Statutory insolvency risk – this refers to the situation in which the insurance company fails to meet
the regulations determining the statutory valuation of
liabilities but these may be too prudent to measure
true solvency.
16. Operational risk – this refers to the operational
risks arising from a break down in business processes,
IT services, a sudden loss of key staff, loss of business
continuity, a loss caused by lack of control of trading
(e.g. Barings) or lack of control of compliance with
the regulator’s rules, lack of control of the sales
force or tied agents (e.g. leading to fines for lack of
compliance, losses because misselling leading to the
costs of compensation or reinstatement in company
pension schemes etc.), or losses from expansion into
other fields, for example, acquisition of estate agents
or foreign expansion and so on.
17. General management or board risk – there may
be problems or issues arising in the general management or the board of an insurance company.
18. Shareholder risk – the shareholders may require
greater return than is compatible with PRE, that is,
there may be a tension between the requirements of
policyholders and shareholders.
Financial resources will be required to cover the
expected outgoings but since all the possible risks
cannot be taken into account in a value of financial
liabilities based on the assessment of likely outgoings,
resources will be required over and above these to
cover the risks outlined above, with an adequate
margin.
The life insurance company will also need to
ensure that it can afford the planned rate of expansion
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both in covering adequately the additional policyholder liabilities arising from new business as well
as the potential costs arising from the need for the
new buildings, computer systems, equipment, and
so on.
An insurance company may derive financial resources from the following:

Assets

1. The premiums plus investment returns less expenses, maturity, death, and surrender claims; that
is, retrospective asset shares.
2. Past maturity and surrender claims being more
often below asset shares than above asset
shares, and surpluses arising from non-profit
business, including unit-linked business. This
source is often called (in the UK) the ‘working
capital’, ‘orphan assets’ or ‘inherited estate’
or simply, the ‘estate’. It is characterized by
having no liabilities (on a realistic basis–see
below) attached to it. In many old, established
companies in the United Kingdom, the estate
has been built up over as many as a hundred
years.
3. Shareholders’ capital and additions to shareholders’ capital from a rights issue or capital injection by a parent company. If the company is a
mutual, then no capital is available from this
source.
4. Financial reinsurance, which means selling the
present value of future profits (PVFP) on a portfolio of policyholder liabilities.
5. Subordinated loan capital (subordinated to the
interests of policyholders on any wind-up).

1. Assets may be too concentrated and not well
enough diversified
2. Too much of the company’s assets may be
exposed to counterparty risk (the risk of default
from counterparties)
3. Assets may not be listed on a recognized stock
exchange or be with an approved counterparty
4. Assets may be derivatives
5. It may not be allowable to value assets at full
market value (i.e. under some statutory regimes,
only book values or the lowest of book value
or market value ever attained in the past e.g.
Niederstwert Princip may apply).

We shall call the value of the policyholder liabilities and related expenses and taxation costs assessed
according to the supervisory authority rules, the statutory (or regulatory) value of liabilities but we make a
distinction between this value and the realistic value
of liabilities. The supervisory/statutory rules may not
allow, inter alia, for any discretionary payments (e.g.
non-guaranteed final or terminal bonuses (see Participating Business), which the policyholder can expect
in line with his/her reasonable expectations. On the
other hand these rules tend to contain deliberately
stringent elements, for example, the maximum valuation rate of interest may be somewhat conservative;
it may not be possible to allow for withdrawals and
so on.

The statutory value that may be placed on a company’s assets will take into account any rules of the
supervisory authority on the valuation of assets. In
particular, asset values may be restricted for a number
of reasons, which may include the following:

Issues regarding the sufficiency of a life insurance
company’s capital are known as capital adequacy
questions.
We shall define the statutory (or regulatory) capital of an insurance company as the value of the
assets (subject to the asset valuation restrictions listed
above) over and above the value of the assets required
to cover the statutory value of the liabilities.
The statutory capital will usually be judged
in relation to benchmark capital, normally called
‘risk-based capital’ or the ‘solvency margin’. The
benchmark capital may be calculated taking into
account the risks set out above, specifically:
1. The degree of conservatism in the statutory technical provisions. In particular, if the statutory
technical provisions do not allow for matching/hedging risk (the different sensitivity of assets
and liabilities to changes in financial conditions)
through mismatching and resilience reserves,
then the benchmark capital would need to allow
for a prescribed change in financial conditions –
the so-called ‘stress tests’ for the insurance company. (The value of options/guarantees should
have been fully taken account of in the statutory
technical provisions).
2. Random fluctuations and systematic changes in
demographic factors, for example, mortality and
morbidity.
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3. The fact that the payouts on with-profit policies
are likely, in line with PRE, to be based on
smoothed asset shares and not on the statutory
value of liabilities. For example, the statutory
value of liabilities may not be realistic in relation
to likely payouts on wilt-profits policies, particularly for wilt-profits policies close to maturity.
4. An allowance for the other risks set out above.

USA
In the United States, capital adequacy is judged in
relation to ‘risk-based capital’ (RBC), which is calculated according to the so-called NAIC formula (NAIC
is the National Association of Insurance Commissioners) [1, 7, 8]. The formula allows for four types of
risk such as C1 to C4.
C1 – Asset default risk, in which the ‘write down’
factors to allow for this are based on the type of
investment and the quality of the issuer of the security. For example, in the case of bonds the factor
might vary from 0% (Government Bonds) to 20% or
higher depending on the issuer’s credit rating.
C2 – Random fluctuations and changes in demographic factors, for example, additional AIDS mortality, which is assessed in relation to the sum at
risk (defined as the difference between the sum
assured and declared bonuses less the value of related
liabilities).
C3 – Risks arising from changes in interest rates and
asset cash flows not matching liability cash flows.
These risks are assessed in relation to the value of
liabilities.
C4 – General management risks, which are assessed
in relation to premium income.
A similar approach is taken in Canada, known as
the ‘Minimum Continuing Capital Solvency Requirement’ (MCCSR).

European Union
In the European Union, capital adequacy is judged
in relation to the solvency margin calculated according to certain rules [2, 3, 5]. The solvency margin is based on 4% of the value of the liabilities
together with 0.3% of the sum at risk. There are

certain adjustments in respect of unit-linked business but it is acknowledged that the EU solvency
margin rules are very ‘broad-brush’ and empirical
without much of a theoretical basis. Accordingly a
project entitled ‘Solvency II’ is now underway in
the EU.
Although the documents submitted to the supervisory authorities together with the balance sheet of the
yearly financial accounts may be the only information
available publicly, various ratios may be calculated
internally in relation to capital adequacy.
Ratio 1 – The ratio of the statutory capital to the
benchmark capital.
Ratio 2 – The ratio of the realistic capital (using a
realistic value of assets and liabilities) to the benchmark capital.
Ratio 3 – The ratio of the statutory capital to the
value of statutory liabilities arising under a number
of prescribed changes in financial conditions taking
place instantaneously (assuming the statutory rules
for the calculation of liabilities do not already allow
for this), that is, a ‘stress’ or ‘resilience’ test.
Ratio 4 – The ratio of the realistic capital to the
value of realistic liabilities arising under a number
of prescribed changes in financial conditions taking
place.
Ratio 5 – The ratio of the realistic or statutory capital to the value of the realistic or statutory liabilities projected forward on a number of possible
future financial scenarios and allowing for a dynamic
bonus policy (for with-profits business) and dynamic
investment policy as well as different rates of new
business expansion and so on. The scenarios may be
chosen manually to reflect a range of possible futures,
or may be generated by a suitable asset model in
order to obtain distributions of these ratios and other
quantities (‘stochastic simulation’).
Capital requirements may play an important part in
determining resource allocation within an insurance
company and in determining which ‘lines’ of business
can be profitably expanded.
In an effort to give greater international comparability and theoretical underpinning to the value of
liabilities as shown in the balance sheet of financial
accounts, an International Accounting Standard for
Insurance has been proposed on the basis of the socalled ‘fair value’ of assets and liabilities. The fair
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value of an asset is defined as the value for which
an asset could be exchanged between knowledgeable,
willing parties in an arm’s length transaction. The
fair value of a liability is defined as the amount for
which a liability could be settled between knowledgeable, willing parties in an arm’s length transaction.
Initially entity-specific value may be used instead of
fair value, being the value of liabilities to the entity
concerned rather than the market value. If there is
international agreement on how the value of policyholder assets and liabilities should be calculated,
then there should be greater realism and international
comparability in the assessment of solvency and the
preparation of accounts.
A difficulty may be that a realistic value of the
liabilities depends on the intended investment strategy of the insurance company (the liabilities need
to be valued more cautiously if a matching/hedged
investment policy is not or cannot be followed). This
may make international or even national comparisons
between companies difficult.

[2]

[3]

[4]

It is the actuary’s professional duty, based on his
or her expertise, to assess a realistic value of the
company’s liabilities using the best actuarial techniques available and taking account of the nature
of the assets in which policyholder premiums are
invested. He or she has to assess the risks and the
additional capital, over and above the realistic value
of liabilities, required to cover these risks. He or she
has to assess the likely solvency, both today and
tomorrow, of the company under a range of likely
future financial scenarios. In doing this, he or she
must be mindful of the investment of the assets and
ensure that the investment policy is consonant with
the nature of the liabilities and that his or her valuation takes into account the intended investment
policy. The role of the actuary, particularly in deregulated markets, is critical to the financial soundness
of insurance companies [4, 6].
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Catastrophe Derivatives
The market for securitized risks of various types has
grown substantially since the early 1990s. Contracts
have been created for the securitization of both financial and insurance-related risks. Examples include
asset-backed securities and credit derivatives that
represent pools of loans such as mortgages, consumer
and business loans, as well as catastrophe derivatives that are based on insured property losses caused
by natural catastrophes. The idea behind introducing
those securitized products is manifold and depends
not only on the characteristics of the underlying risk
but also on their relationship to existing markets in
which those risks are traded in conjunction with other
risks and their inefficiencies. In this article, we focus
on exchange-traded and over-the-counter catastrophe
derivatives.
Natural catastrophic risks are difficult to diversify by primary insurers due to the relatively rare
occurrence of major events combined with the high
correlation of insured losses related to a single event.
As a result, we observed multiple bankruptcies in
the insurance industry in the eighties and nineties
caused by natural catastrophes such as hurricanes
Hugo in 1989 and Andrew in 1992, the Northridge
California earthquake in 1994, and the earthquake in
Kobe in 1995. The reinsurance industry provides a
means of further risk diversification through pooling of multiple primary insurers’ layers of exposure
across worldwide regions. This risk transfer mechanism adds liquidity to the primary insurance market
for natural catastrophes and partly reduces the risk
of default. However, there are also costs associated
with reinsurance such as transaction costs, the additional risk of default of reinsurance companies, and
moral-hazard problems. Primary insurers may, for
example, loosen their management of underwriting
(ex-ante moral hazard) or reduce their investment in
claim settlement (ex-post moral hazard) if parts of
their risk exposure are shifted to the reinsurer. As
those shifts in management are not perfectly observable to reinsurers, it is not possible to write efficient
contingent contracts to implement the correct incentives. In addition to those market inefficiencies, the
different regulatory treatment of primary insurers and
reinsurers plays an important role with respect to
the liquidity of capital and credit risk of companies
in the market for natural catastrophic risk. Primary

insurers were restricted to reduce their risk exposure or raise premiums after hurricane Andrew or the
Northridge earthquake whereas reinsurers were free
in adjusting their exposure and pricing. Particularly
after catastrophic events, it has thus become not only
difficult for primary insurers to internally raise capital but also relatively more costly to transfer parts of
their exposure to reinsurers. Froot [14–16] examines
the causes and effects of inefficiencies in the market of catastrophic risk, which therefore experienced
a growing demand during the eighties and nineties
for additional liquidity from external capital sources
that at the same time would address and eventually
mitigate inefficiencies in the traditional reinsurance
market.
Those inefficiencies initiated an ongoing economic
and political debate on whether financial markets
could be used to provide both liquidity and capacity to meet the underwriting goals in the insurance
and reinsurance industry [5, 6, 9, 10, 12, 18, 20,
23, 27–29]. Standardized, exchange-traded financial
contracts involve much lower transaction costs compared to reinsurance contracts whose terms are individually negotiated and vary over time. Exchangetraded instruments are also subject to lower default
risk because of certain mechanisms, such as markedto-market procedures, that have been established and
overlooked by clearing houses. In addition to the
integrity and protection of exchange-traded instruments, catastrophe derivatives would turn natural
catastrophes into tradable commodities, add price
transparency to the market, and thus attract capital
from outside the insurance industry. Those contracts
would allow investors to purely trade in natural disasters, as opposed to buying insurers’ or reinsurers’
stocks. The returns of catastrophe derivatives should
be almost uncorrelated to returns on other stocks and
bonds and therefore provide a great opportunity for
diversifying portfolios.
In December 1992, the first generation of
exchange-traded catastrophe derivatives was introduced at the Chicago Board of Trade (CBoT). Futures
and options on futures were launched on the basis
of an index that reflected accumulated claims caused
by natural catastrophes. The index consisted of the
ratio of quarterly settled insurance claims to total
premium reported by approximately 100 insurance
companies to the statistical agency Insurance Service
Office (ISO). The CBoT announced the estimated
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total premium and the list of the reporting companies before the beginning of the trading period. A
detailed description of the structure of these contracts can be found in [1]. Due to the low trading
volume in these derivatives trading was given up in
1995. One major concern was a moral-hazard problem involved in the way the index was constructed:
the fact that a reporting company could trade conditional on its past loss information could have served
as an incentive to delay reporting in correspondence
with the company’s insurance portfolio. Even if the
insurance company reported promptly and truthfully,
the settlement of catastrophe claims might be extensive and the incurred claims might not be included
in the final settlement value of the appropriate contract. This problem occurred with the Northridge
earthquake, which was a late quarter catastrophe of
the March 1994 contract. The settlement value was
too low and did not entirely represent real accumulated losses to the industry. The trading in insurance
derivatives thus exposed companies to basis risk, the
uncertainty about the match between their own book
of business and the payoff from insurance derivatives.
In the traditional reinsurance market, basis risk is
almost negligible as reinsurance contracts are specifically designed to the needs of a particular primary
insurer.
Since options based on futures had more success –
especially call option spreads – a new generation
of exchange-traded contracts called PCS (Property
Claim Services) Catastrophe Options were introduced
at the CBoT in September 1995. These contracts were
standardized European call, put, and spread option
contracts based on catastrophe loss indices provided
daily by PCS–a US industry authority that estimates
catastrophic property damages since 1949. The PCS
indices reflected estimated insured industry losses
for catastrophes that occur over a specific period.
PCS compiled estimates of insured property damages using a combination of procedures, including
a general survey of insurers, its National Insurance
Risk Profile, and, where appropriate, its own onthe-ground survey. PCS Options offered flexibility in
geographical diversification, in the amount of aggregate losses to be included, in the choice of the loss
period and to a certain extent in the choice of the
contracts’ expiration date. Further details about the
contractual specifications of those insurance derivatives can be found in [25]. Most of the trading activity occurred in call spreads, since they essentially

work like aggregate excess-of-loss reinsurance agreements or layers of reinsurance that provide limited
risk profiles to both the buyer and seller. However,
the trading activity in those contracts increased only
marginally compared to the first generation of insurance futures and trading ceased in 2000.
Although the moral-hazard problem inherent in the
first generation of contracts had been addressed, basis
risk prevented the market for insurance derivatives
from taking off. Cummins et al. [8] and Harrington
and Niehaus [19] conclude, however, that hedging
with state-specific insurance derivatives can be
effective, particularly for large and well-diversified
insurers. Nell and Richter [26] and Doherty and
Richter [11] investigate the trade-off between basis
risk in catastrophe derivatives and moral-hazard
problems in reinsurance contracts.
In addition to exchange-traded instruments, overthe-counter insurance derivatives between insurers
and outside investors have been developed. The
structure of those contracts is similar to bonds,
however, the issuer may partly or entirely fail on
the interest and/or principal payment depending on
prespecified triggers related to the severity of natural
disasters. Those Catastrophe Bonds yield higher
interest rates compared to government bonds because
of the insurance-linked risk. The first Catastrophe
Bond with fully collateralized $400 million principal
was issued by the American insurer USAA in 1997,
which was subdivided into a $313 million principalat-risk and a $87 million interest-at-risk component.
Investors received 400 basis points above LIBOR for
putting their principal at risk and 180 basis points
above LIBOR for putting their interest payments at
risk. The trigger of this contract was defined upon
USAA’s insured losses above $1 billion related to
a single event between mid-June 1997 and midJune 1998 to be selected by USAA. Therefore,
USAA was not exposed to additional basis risk,
however, investors were facing the same moralhazard problems inherent in traditional reinsurance
contracts mentioned above. A detailed analysis about
the issuance of USAA’s Catastrophe Bond can be
found in [16]. During the same year, the Swiss
insurance company Winterthur Insurance launched
a three-year subordinated convertible bond with a
so-called WINCAT coupon rate of 2.25%, 76 basis
point above the coupon rate of an identical fixedrate convertible bond. If on any one day within a
prespecified observation period more than 6000 cars
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insured by Winterthur Insurance would be damaged
by hail or storm in Switzerland, Winterthur Insurance
would fail on the coupon payment. To ensure
transparency and therefore liquidity, Winterthur
Insurance collected and published the relevant
historical data. Schmock [30] presents a detailed
analysis of those contracts including the derivation
and comparison of discounted values of WINCAT
coupons based on different models for the dynamics
of the underlying risk. In 1999, $2 billion related to
insurance risk was securitized and transferred to the
capital market. The spread over LIBOR ranged from
250 basis points to 1095 basis points depending on
the specific layer of insured losses and exposure of
the issuing company. Lane [21] provides a precise
overview of all insurance securitizations between
March 1999 and March 2000. The author proposes
a pricing function for the nondefaultable, insurancelinked securities in terms of frequency and severity
of losses, and suggests to price defaultable corporate
bonds based on the same pricing function.
The securitization of natural catastrophic risk not
only raises the question about different contractual
designs and their impact on mitigating and introducing inefficiencies but also about the price determination of insurance derivatives. In their seminal
contribution, Black and Scholes [3] and Merton [24]
have shown how prices of derivatives can be uniquely
determined if the market does not allow for arbitrage
opportunities. An arbitrage opportunity represents
a trading strategy that gives the investor a positive
return without any initial investment. In an efficient market, such a money pump cannot exist in
equilibrium. There are two important assumptions
underlying the model of Black and Scholes [3] and
Merton [24] that need to be stressed and relaxed in
the context of pricing insurance derivatives.
First, their model allows for trading in the underlying asset of the financial derivative. Second, the
dynamics of the underlying asset price evolve according to a continuous stochastic process, a geometric
Brownian motion. Those two assumptions allow
for a trading strategy that perfectly replicates the
derivative’s payoff structure. The absence of arbitrage
opportunities in the market then uniquely determines
the price of the derivative to be equal to the initial investment in the replicating strategy. All insurance derivatives, however, are based on underlying
loss indices that are not publicly traded on markets.

3

In addition, insurance-related risks such as earthquakes and hurricanes cause unpredictable jumps in
underlying indices. The model for the dynamics of
the underlying asset must thus belong to the class
of stochastic processes including jumps at random
time points. Both issues prevent perfect replication of
the movements and consequent payoffs of insurance
derivatives by continuously trading in the underlying
asset. It is thus not possible to uniquely determine
prices of insurance derivatives solely based on the
exclusion of arbitrage opportunities.
Cummins and Geman [7] investigate the pricing
of the first generation of exchange-traded futures and
options on futures. The underlying loss index L is
modeled as an integrated geometric Brownian motion
with constant drift µ and volatility σ to which an
independent Poisson process N with intensity λ and
fixed jump size k is added, that is,

Lt =

t

Ss ds

(1)

0

where the instantaneous claim process S is driven by
the following stochastic differential equation
dSt = St− [µ dt + σ dWt ] + k dNt .

(2)

The authors thus model instantaneous, small claims
by a geometric Brownian motion whereas large
claims are modeled by a Poisson process N with
expected number of events λ per unit time interval and constant severity k of individual claims.
Since the futures’ price, the underlying asset for those
insurance derivatives, was traded on the market and
since the jump size is assumed to be constant the
model can be nested into the framework of Black,
Scholes, and Merton. For a given market price of
claim level risk, unique pricing is thus possible solely
based on assuming absence of arbitrage opportunities
and a closed-form expression for the futures price is
derived.
Aase [1, 2] also examines the valuation of exchange-traded futures and derivatives on futures. However, he models the dynamics of the underlying loss
index according to a compound Poisson process, that
is,
Lt =

Nt

i=1

Yi ,

(3)
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where N is a Poisson process counting the number of catastrophes and Y1 , Y2 , . . . are independent
and identically distributed random variables representing random loss severities. For insured property
losses caused by hurricanes in the United States, Levi
and Partrat [22] empirically justify the assumption
on both the independence between the frequency and
severity distribution, and the independence and identical distribution of severities. Due to the random
jump size of the underlying index, it is not possible
to create a perfectly replicating strategy and derive
prices solely on the basis of excluding arbitrage
opportunities in the market. Aase [1, 2] investigates a
market equilibrium in which preferences of investors
are represented by expected utility maximization.
If investors’ utility functions are negative exponential functions, that is, their preferences exhibit constant absolute risk aversion, unique price processes
can be determined within the framework of partial
equilibrium theory under uncertainty. The author
derives closed pricing formulae for loss sizes that
are distributed according to a gamma distribution.
Embrechts and Meister [13] generalize the analysis to
allow for mixed compound Poisson processes with
stochastic frequency rate. Within this framework,
Christensen and Schmidli [4] take into account the
time lag between claim reports related to a single
event. The authors model the aggregate claim process from a single catastrophe as a mixed compound
Poisson process and derive approximate prices for
insurance futures based on actually reported, aggregate claims.
Geman and Yor [17] examine the valuation of
the second generation of exchange-traded catastrophe options that are based on nontraded underlying
loss indices. In this paper, the underlying index is
modeled as a geometric Brownian motion plus a
Poisson process with constant jump size. The authors
base their arbitrage argument on the existence of a
liquid reinsurance market, including a vast class of
reinsurance contracts with different layers, to guarantee the existence of a perfectly replicating strategy.
An Asian options approach is used to obtain semianalytical solutions for call option prices expressed
by their Laplace transform. Muermann [25] models
the underlying loss index as a compound Poisson
process and derives price processes represented by
their Fourier transform.

The overlap of insurance and capital markets created by catastrophe derivatives suggests that combining concepts and methods developed in insurance and
financial economics as well as actuarial and financial
mathematics should prove indispensable. The peculiarities of each market will need to be addressed in
order to tailor catastrophe derivatives optimally to
their needs and therewith create liquidity and capital
linked to natural catastrophes.
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Change of Measure

P̃ have densities g(x) and g̃(x) respectively. We
compute by simulation

Change of measure is a technique used for deriving
saddlepoint approximations, bounds or optimal methods of simulation. It is used in risk theory.

Theoretical Background; Radon–Nikodym
Theorem
Let  be a basic space and F a σ -field of subsets.
We consider two probability measures P and P̃ on
(, F ). Expectations with respect to P and P̃ are
denoted by E and Ẽ respectively. We say that P̃ is
absolute continuous with respect to P, if for all A ∈ F
such that P(A) = 0 we have P̃(A) = 0. We write then
P̃  P. If P̃  P and P  P̃, then we say that P̃ is
equivalent to P and write P̃ ≡ P. A version of RadonNikodym theorem, that is useful here, states that there
exists a nonnegative random variable Z on (, F)
such that EZ = 1 and
E[Z; A] = P̃(A)

(1)


for all A ∈ F, where we denote E[Z; A] = A Z dP .
Random variable Z is usually referred to as a RadonNikodym derivative, written dP̃/dP. The relation (1)
is basic for the change of measure technique and can
be stated equivalently as follows. For each random
variable X such that Ẽ|X| < ∞,
E[ZX] = Ẽ[X].

(2)

Moreover if P ≡ P̃, then conversely
Ẽ[Z −1 ; A] = P(A).

(3)

We now survey important cases and applications.

Importance Sampling
In the theory of simulation, one of the basic variance
reduction techniques is importance sampling. This
technique is in fact a change of measure and uses the
basic identity (2). Let, for example,  =  (although
derivation can be easily adapted to  = k ), F =
B(), in which B() denotes the σ -field of Borel
subsets, X(ω) = ω, and probability measures P and


Ẽφ(X) =

∞

φ(x)g̃(x) dx.

(4)

−∞


An ad hoc estimator is (1/n) nj=1 φ(Xj ), where
X1 , . . . , Xn are independent replications of X with
density g̃(x), but frequently this estimator is not good.
Assuming that the set {x: g(x) = 0} has P-probability
zero, we can write
 ∞
φ(x)g̃(x) dx
Ẽφ(X) =

=

−∞
∞

φ(x)
−∞

= Eφ(X)

g̃(x)
g(x) dx
g(x)

g̃(X)
.
g(X)

(5)

A suitable choice of g allows the improvement
of properties of the importance sampling estimator (1/n) nj=1 (φ(X)g̃(Xj )/g(Xj )), where now
X1 , . . . , Xn are independent replications of X1 considered on the probability space (, F, P). Notice
that g̃(x)/g(x) is called likelihood ratio [1, 3, 7].

Likelihood Ratio Sequence
Consider now a sequence of random variables
X1 , X2 , . . . on (, F ) under two different probability
measures P and P̃ and let Fn denote the σ -field
generated by X1 , . . . , Xn , that is, {Fn } is a filtration.
Let P|n and P̃|n be the restrictions of P and P̃ to Fn
and assume that P̃|n  P|n for all n = 1, 2, . . .. Then,
Zn = dP̃|n /dP|n , n = 1, 2, . . . is an Fn -martingale
on (, F, P) because for n ≤ m and A ∈ Fn ⊂ Fm ,
we have by (1)
E[Zn ; A] = P̃|n (A) = P̃|m (A) = E[Zm ; A].

(6)

Note that P̃  P if Zn → Z a.s. and {Zn } is uniformly integrable, which holds very rarely, and typically this is not true in most of applications.
The following converse construction is important
for various applications. Suppose, X1 , X2 , . . . is a
sequence of random variables on (, F, P) and {Fn }
as before. Let Zn be a positive Fn -martingale, such
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that EZ1 = 1. Under these assumptions, the relation
dP̃|n = Zn dP|n , which means that
P̃|n (A) = E[Zn ; A],

A ∈ Fn ,

n = 1, 2, . . . ,
(7)

defines a consistent sequence
 of probability measures. We assume that F = ∞
j =1 Fn , and that there
exists the unique probability measure P̃ on F, such
that P̃(A) = P̃|n (A), for all A ∈ Fn . A standard version of Kolmogorov consistency theorem suffices if
 =  ×  × · · ·. For other spaces, one needs a
more general version of the Kolmogorov theorem;
see, for example, [9], Theorem 4.2 on page 143. Suppose, furthermore, that for all n we have Zn > 0
P̃-a.s. Then
P|n (A) = Ẽ[Zn−1 ; A],

A ∈ Fn .

(8)

Moreover, for each P̃-finite stopping time τ , the
above can be extended to the basic identity
P(A) = Ẽ[Zτ−1 ; A],

A ∈ Fτ .

(9)

As a special case, assume that X1 , X2 , . . . are independent and identically distributed random variables;
under P or P̃, random variable Xn has distribution
F or F̃ respectively. Then P̃|n  P|n , if and only if
F̃  F . If furthermore F and F̃ have densities g̃(x)
and g(x) respectively, then
Zn =

g̃(Xn )
dP̃|n
g̃(X1 ) g̃(X2 )
···
=
dP|n
g(X1 ) g(X2 )
g(Xn )

(10)

which is called likelihood ratio sequence. See for
details [2, 3].

Associated Sequences
Let X1 , X2 , . . . be a sequence of independent and
identically distributed random variables with a common distribution F, and let m̂(s) = E exp(sX), be the
moment generating function of F. We assume that
m̂(s) is finite in an interval (θl < 0 < θr ). For all
θl < θ < θr , we define the so-called associated distribution or Esscher transform

eθx F (dx)
B
F̃θ (B) =
.
(11)
m̂(θ)

We have the following formulas for the moment
generating function, mean and variance of F̃θ
m̂(s + θ)
m̂(θ)

(12)

µθ = Ẽθ X1 =

m̂ (θ)
m̂(θ)

(13)

σθ2 = Ẽθ X1 =

m̂ (θ)m̂(θ) − (m̂ (θ))2
. (14)
(m̂(θ))2

m̂θ (s) = Ẽθ esX =

Clearly F ≡ F̃0 , and
eθ(X1 +···+Xn )
dP̃|n
= Ln;θ =
,
dP|n
m̂n (θ)

n = 1, 2, . . . . (15)

The basic identity can be expressed now as follows:
if τ is a finite P̃θ -a.s. stopping time and A ∈ Fτ , then
 −θ(X1 +···+Xτ ) 
e
;A
P(A) = Ẽθ
m̂−τ (θ)
= Ẽθ [e−θSτ +τ κ(θ) ; A],

(16)

where Sn = X1 + · · · + Xn and κ(θ) = log m̂(θ).
More details on associated distributions can be found
in [2, 11]. One also refers to the above technique as
exponential tilting.

An Example; Proof of Chernov Bound
and Efficient Simulation
Under assumption from the last paragraph on associated sequences, we derive now an inequality for
P(A(n)), where
A(n) = {Sn > (EX1 + )n}

(17)

and Sn = X1 + · · · + Xn .
The relevant choice of θ is fulfilling
Eθ X1 =

m̂ (θ)
= EX1 + .
m̂ (θ)

(18)

Let I = θ(EX1 + ) − κ(θ) > 0. Using the basic
identity (16) with τ = n, we have
P(Sn > (EX1 + )n) = Ẽθ [e−θSn +nκ(θ) ;
Sn > (EX1 + )n]
=e

−nI

Ẽθ [e−θ(Sn −n(EX1 +)) ;

Sn > (EX1 + )n]
≤e

−nI

.

(19)
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According to the theory of simulation, the sequence
of events A(n) is rare because P(A(n)) → 0. It
turns out that the above change of measure is in
some sense optimal for simulation of P(A(n)). One
. . , Xn according to P̃θ and use
has to sample X1 , .
the estimator (1/n) nj=1 Yj , where Yj = Ln;θ 1I(Sn >
n(EX1 + )). Details can be found in [1].

Continuous-time Stochastic Processes; A
General Scheme
All considered processes are assumed to be cádlág,
that is, right-continuous and with left limits realiza, P), equipped
tions, and they are defined on (, F
with a filtration {Ft }t≥0 , where F = t≥0 Ft is the
smallest σ -field generated by all subsets from Ft
(t ≥ 0). For a probability measure P, we denote
the restriction to Ft by P|t . Suppose that {Z(t)}
is a positive martingale, such that EZ(t) = 1, and
define
P̃|t (A) = E[Z(t); A],

A ∈ F|t

(20)

for all t ≥ 0. Then P̃|t is a probability measure and
{P̃|t , t ≥ 0} form a consistent family. We assume that
the standard setup is fulfilled, that is
1. the filtered probability space (, , P), has rightcontinuous filtration {Ft },
2. there exists the unique probability measure P̃,
such that P̃(A) = P̃|t (A), for A ∈ Ft .
A useful model in which the standard setup
holds is  = D[0, ∞), X(t, ω) = ω(t), with filFt = σ {X(s), 0 ≤ s ≤ t} (t ≥ 0), and F =
tration

F
. Assuming moreover Z(t) > 0 P̃-a.s., we
t
t≥0
also have
P|t (A) = Ẽ[Z −1 (t); A],

A ∈ Ft

(21)

and furthermore, for a stopping time τ which is finite
P̃ a.s.
−1

P(A) = Ẽ[Z (τ ); A],

A ∈ Fτ .

(22)

Assume from now on that {X(t)} is a Markov
process. For such class of processes one defines a
generator A that can be thought of as an operator
from a class of function, to a class of function (on the

state space). Define for a strictly positive function f
  t

f (X(t))
(Af )(X(s))
Ef (t) =
exp −
ds ,
f (X(0))
f (X(s))
0
t ≥ 0.

(23)

If for some h, the process {Eh (t)} is a mean-one
martingale, then we can make the change of measure
with Z(t) = Eh (t). Note that EEh (t) = 1. Then from
Kunita–Watanabe theorem we know, the process
{X(t)} on (, F, {Ft }, P̃), is Markovian. It can be
shown, with some care, that a generator Ã of this
new stochastic process fulfills
Ãf = h−1 [A(f h) − f Ah].

(24)

Details can be found in [8].

Continuous-time Markov Chains (CTMC)
The simplest case we can analyze completely is when
{X(t)} is a continuous-time Markov chain (CTMC),
with a finite state space. In this case, the generator
A is Q = (qij )i,j =1,..., , the intensity matrix of the
process that acts on the space of all finite column
vectors. Thus functions f, h are column vectors, and
h is positive. We change the measure by E h . Then
{X(t)} is a CTMC with new intensity matrix Q̃ =
(q̃ij ) given by

q̃ij =






qij



−

hj
hi
qij

k=1

i =j
hj
,
hi

.

(25)

i=j

Poisson Process
Suppose that under P(P̃), the stochastic process
{X(t)} is the Poisson process with intensity λ > 0
(with λ̃ > 0). Then P|t ≡ P̃|t , for all t > 0 and
dP̃|t
Z(t) =
=
dP|t

 X(t)−X(0)
λ̃
e−(λ̃−λ)t ,
λ

t ≥ 0.
(26)

Note that we can rewrite the above in form (23):

h(X(t)) − t (Ah)(X(t))
dt
(27)
Z(t) =
e 0 h(X(t))
h(X(0))
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where h(x) = (λ̃/λ)x and formally for a function f
we define (Af )(x) = λ(f (x + 1) − f (x)).

Claim Surplus Process in the Classical Poisson
Model
We consider claims arriving according to a Poisson
process {N (t)} with rate λ, and independent and identically distributed claims U1 , U2 , . . . with a common
distribution B. Let β > 0 be the premium rate. We
assume that the Poisson process and claim sequence
are independent. The claim surplus process in such
a model is
N(t)

Uj − βt,

S(t) =

t ≥ 0.

(28)

j =1

A classical problem of risk theory, is to compute
the ruin probability P(τ (u) < ∞), where the ruin
time τ (u) = min{t: S(t) > u}. Notice that P(τ (u) <
∞) < 1 if (λEU1 )/β < 1. We show how the technique of change of measure can be used to analyze
this problem. We need some preliminary results that
are of interest in their own right and are useful in
other applications too.
The stochastic process
Zθ (t) = eθS(t)−tκ(θ)

The strict positivity follows from the analysis of
function κ(s). Hence, S(t) → ∞ P̃-a.s. and therefore
τ (u) is finite P̃-a.s. Now the ruin probability can be
written using (22) and recalling P̃(τ (u) < ∞) = 1,
we have
P(τ (u) < ∞) = Ẽ[e−γ S(τ (u)) ; τ < ∞]
= e−γ u Ẽ[e−γ (S(τ (u))−u) ].

(31)

Since S(τ (u)) − u ≥ 0, we obtain immediately a
Lundberg inequality that
P(τ (u) < ∞) ≤ e−γ u ,

u ≥ 0.

(32)

Cramer–Lundberg asymptotics follows from the
observation that, under P̃, the process {ξ(t)} defined
by ξ(t) = S(τ (t)) − t is the residual lifetime process
in a renewal process and therefore
Ẽe−ξ(t) → Ẽe−ξ(∞) .

Further Reading Recommendation
Related material on the change of measure or Girsanov type theorems can be found, for example, in
books Revuz and Yor [10], Kűchler and Sorensen [6],
Jacod and Shirayev [5], Jacobsen [4].

(29)

is a mean-one martingale for θ such that EeθS(t) <
∞, where κ(θ) = λ(m̂(θ) − 1) − βθ and m̂(θ) =
E exp(θU ), is the moment generating function of U.
Assume, moreover that there exists γ > 0, such that
κ(γ ) = 0. For this it is necessary that (λEU1 )/β < 1.
Then the process {Z(t)}, where Z(t) = exp(γ S(t))
is a positive mean-one martingale. Moreover Z(t) =
Eh (t) for h(x) = exp(γ x). We may define the
new measure P̃ by {Z(t)}. It can be shown that
{S(t)} under P̃ is a claim surplus process in the
classical Poisson model, but with the claim arrival
rate λm̂(γ ), the claim size distribution B̃θ (dx) =
exp(γ x) B(dx)/m̂(γ ) and premium rate β. This
means that the process {S(t)} is a Lévy process and
to find its drift we compute, using the Wald identity,
that
 ∞
x exp(γ x) B(dx) − β = κ  (γ ) > 0.
ẼS(1) =
0

(30)
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(See also Esscher Transform; Filtration; Hidden
Markov Models; Interest-rate Modeling; Market
Models; Random Number Generation and QuasiMonte Carlo)
TOMASZ ROLSKI

Collective Investment
(Pooling)
Collective investment, or pooling, is a concept that
has been around for a long time. A historical example
might include individuals, such as a group of family
members, pooling their resources in order to purchase
or set up a single company. In this example, no single
person would have had the personal wealth to carry
this out on their own and so individually each would
be denied the opportunity to become involved in this
business enterprise. However, by pooling their funds
they become able to participate in the investment.
In more modern times, pooling of individual
investors’ funds has become quite commonplace. One
reason is that, like the example, the unit price for
certain securities is quite large and well beyond the
means of a small investor (for example, investment
in US Treasury Bills).
A much more common reason for collective
investment is to allow investors to gain exposure
to a much wider range of securities than they could
achieve on their own. Often there are specific vehicles that facilitate pooling. For example, in the United
States there are mutual funds, and in the United
Kingdom there are investment trusts and unit trusts.
Typical examples of pooled funds include:
•

a FTSE-100 tracker fund. Even small investors
can invest in the individual stocks in the FTSE100 index. However, if they tried to construct and
maintain a portfolio that matched the index (that

•

•

is, invest simultaneously in 100 companies), then
it would become very costly because of relatively
high transaction costs for small investors and the
personal time involved in managing a personal
portfolio of 100 assets. If they invest in the pooled
fund then they can keep transaction costs down
and free up considerable personal time. Smalland medium-sized pensions funds also invest in
pooled funds of this type. The reasons are the
same, although the balance is more towards control of transaction costs and management fees.
specialized overseas funds or sector funds. Individual investors are unlikely to have the expertise
about specific countries or about the detail of a
specific industry sector. Specialized funds do have
this expertise and by investing in such a fund,
investors are buying into this expertise.
funds investing in large, illiquid assets. Examples
here include property, where small investors do
not have the resources to buy individual properties, let alone diversify their investments. Other
examples include venture capital funds.

In summary, collective investment or investment
in pooled funds (a) allows an investor to diversify
their investments in an effective way while keeping down transaction costs and management fees;
(b) allows access to investment opportunities they
could otherwise never get; and (c) allows access to
management expertise in specialized markets at a relatively low cost.
ANDREW J.G. CAIRNS

Complete Markets
We will introduce the concept of a complete
or incomplete market with a simple, one-period
example.
Suppose that we have available for investment n
assets each with unit price 1 at time 0. At time 1 there
will be one of m outcomes, ω1 , . . . , ωm . Suppose that
asset i has price Si at time 1, where the random
variable Si can take one of the values si1 , . . . , sim ,
with Si = sij if outcome ωj happens.
of asset
Suppose that we hold, at time 0, xi units 
i. Then the value of our 
portfolio is V (0) = ni=1 xi
at time 
0 and V (1) = ni=1 xi Si at time 1. Thus
V (1) = ni=1 xi sij at time 1 if outcome ωj happens.
Now suppose that we introduce a new asset, n + 1,
which has value Sn+1 at time 1 where Sn+1 = sn+1,j
if outcome j happens. One question we might ask
is at what price should this asset trade at time 0?
However, a more fundamental question is does there
exist a portfolio (x1 , . . . , xn ) such that V (1 ) = Sn+1
for each outcome ω1 , . . . , ωm , that is, does there exist
a set of values for x1 , . . . , xn such that
x1 s11 + · · · + xn sn1 = sn+1,1

(outcome ω1 )

x1 s12 + · · · + xn sn2 = sn+1,2
.. ..
.. ..
. .
. .

(outcome ω2 )
..
..
.
.

x1 s1m + · · · + xn snm = sn+1,m

(outcome ωm ).

We can easily see that this is a set of simultaneous
equations with the xi as the unknown variables. If
this set of simultaneous equations can be solved for
every possible set of payoffs for Sn+1 , then the market
is said to be complete, that is, the new security is
redundant, it does not offer us anything new that
we could not have done before. It also means that,
because of the principle of no-arbitrage, the price

at time 0 for this security must be the same as the
portfolio which
 can replicate its value at time 1, that
is, V (0) = ni=1 xi .
If we are not able to solve this set of simultaneous
equations, then the market is said to be incomplete.
In this simple model, the market will certainly be
incomplete, if n < m. It will also be incomplete, if
n ≥ m, but the rank of the matrix (sij ) is less than m.
Now consider a more general setting than this oneperiod model with an existing set of assets. Again
consider the introduction of a new asset into the
market. Can we find a trading or hedging strategy
using the existing assets which will allow us to
replicate precisely the payoff on the new asset? If
this is true for all new assets, then the market is said
to be complete. If, on the other hand, it is not possible
to replicate some assets, then the market is said to be
incomplete.
The notion of complete and incomplete markets
is particularly important in derivative pricing. If
the market is complete (for example, the binomial
model, or the Black–Scholes–Merton model), then
the principle of no-arbitrage means that there must
be a unique price for a derivative, which is equal to
the value of the portfolio and which could be used
to replicate the derivative payoff. If the market is
incomplete, then some derivative payoffs cannot be
replicated, in which case there will be a range of
prices for this new derivative, which are all consistent
with no-arbitrage.

(See also Derivative Pricing, Numerical Methods;
Equilibrium Theory; Esscher Transform; Financial Economics; Interest-rate Modeling; Market Equilibrium; Pareto Optimality; Transaction
Costs; Utility Maximization)
ANDREW J.G. CAIRNS

Credit Risk
Introduction
Credit risk captures the risk on a financial loss that an
institution may incur when it lends money to another
institution or person. This financial loss materializes
whenever the borrower does not meet all of its obligations specified under its borrowing contract. These
obligations have to be interpreted in a large sense.
They cover the timely reimbursement of the borrowed sum and the timely payment of the due interest
rate amounts, the coupons. The word ‘timely’ has
its importance also because delaying the timing of
a payment generates losses due to the lower time
value of money. Given that the lending of money
belongs to the core activities of financial institutions,
the associated credit risk is one of the most important risks to be monitored by financial institutions.
Moreover, credit risk also plays an important role
in the pricing of financial assets and hence influences the interest rate borrowers have to pay on their
loans. Generally speaking, banks will charge a higher
price to lend money if the perceived probability of
nonpayment by the borrower is higher. Credit risk,
however, also affects the insurance business as specialized insurance companies exist that are prepared
to insure a given bond issue. These companies are
called monoline insurers. Their main activity is to
enhance the credit quality of given borrowers by writing an insurance contract on the credit quality of the
borrower. In this contract, the monolines irrevocably
and unconditionally guarantee the payment of all the
agreed upon flows. If ever the original borrowers
are not capable of paying any of the coupons or the
reimbursement of the notional at maturity, then the
insurance company will pay in place of the borrowers, but only to the extent that the original debtors
did not meet their obligations. The lender of the
money is in this case insured against the credit risk
of the borrower.
Owing to the importance of credit risk management, a lot of attention has been devoted to credit risk
and the related research has diverged in many ways.
A first important stream concentrates on the empirical distribution of portfolios of credit risk; see, for
example, [1]. A second stream studies the role of
credit risk in the valuation of financial assets. Owing
to the credit spread being a latent part of the interest

rate, credit risk enters the research into term structure models and the pricing of interest rate options;
see, for example, [5] and [11]. In this case, it is the
implied risk neutral distributions of the credit spread
that is of relevance. Moreover, in order to be able to
cope with credit risk, in practice, a lot of financial
products have been developed. The most important
ones in terms of market share are the credit default
swap and the collateralized debt obligations. If one
wants to use these products, one must be able to value
them and manage them. Hence, a lot of research has
been spent on the pricing of these new products; see
for instance, [4, 5, 7, 9, 10]. In this article, we will
not cover all of the subjects mentioned but restrict
ourselves to some empirical aspects of credit risk as
well as the pricing of credit default swaps and collateralized debt obligations. For a more exhaustive
overview, we refer to [6] and [12].

Empirical Aspects of Credit Risk
There are two main determinants to credit risk: the
probability of nonpayment by the debtor, that is, the
default probability, and the loss given default. This
loss given default is smaller than the face amount of
the loan because, despite the default, there is always
a residual value left that can be used to help pay back
the loan or bond. Consider for instance a mortgage.
If the mortgage taker is no longer capable of paying
his or her annuities, the property will be foreclosed.
The money that is thus obtained will be used to pay
back the mortgage. If that sum were not sufficient to
pay back the loan in full, our protection seller would
be liable to pay the remainder. Both the default risk
and the loss given default display a lot of variation
across firms and over time, that is, cross sectional and
intertemporal volatility respectively. Moreover, they
are interdependent.

Probability of Default
The main factors determining the default risk are
firm-specific structural aspects, the sector a borrower
belongs to and the general economic environment.
First, the firm-specific structural aspects deal
directly with the default probability of the company
as they measure the debt repayment capacity of
the debtor. Because a great number of different
enterprise exists and because it would be very costly
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for financial institutions to analyze the balance sheets
of all those companies, credit rating agencies have
been developed. For major companies, credit-rating
agencies assign, against payment, a code that signals
the enterprise’s credit quality. This code is called
credit rating. Because the agencies make sure that
the rating is kept up to date, financial institutions use
them often and partially rely upon them. It is evident
that the better the credit rating the lower the default
probability and vice verse.
Second, the sector to which a company belongs,
plays a role via the pro- or countercyclical character of the sector. Consider for instance the sector
of luxury consumer products; in an economic downturn those companies will be hurt relatively more as
consumers will first reduce the spending on pure luxury products. As a consequence, there will be more
defaults in this sector than in the sector of basic consumer products.
Finally, the most important determinant for default
rates is the economic environment: in recessionary
periods, the observed number of defaults over all sectors and ratings will be high, and when the economy
booms, credit events will be relatively scarce. For the
period 1980–2002, default rates varied between 1 and
11%, with the maximum observations in the recessions in 1991 and 2001. The minima were observed
in 1996–1997 when the economy expanded.
The first two factors explain the degree of cross
sectional volatility. The last factor is responsible for
the variation over time in the occurrence of defaults.
This last factor implies that company defaults may
influence one another and that these are thus interdependent events. As such, these events tend to be
correlated both across firms as over time. Statistically,
together these factors give rise to a frequency distribution of defaults that is skewed with a long right
tail to capture possible high default rates, though the
specific shape of the probability distributions will be
different per rating class. Often, the gamma distribution is proposed to model the historical behavior of
default rates; see [1].

Recovery Value
The second element determining credit risk is the
recovery value or its complement: the loss you will
incur if the company in which you own bonds has
defaulted. This loss is the difference between the
amount of money invested and the recovery after the

default, that is, the amount that you are paid back.
The major determinants of the recovery value are
(a) the seniority of the debt instruments and (b) the
economic environment. The higher the seniority of
your instruments the lower the loss after default,
as bankruptcy law states that senior creditors must
be reimbursed before less senior creditors. So if the
seniority of your instruments is low, and there are a
lot of creditors present, they will be reimbursed in
full before you, and you will only be paid back on
the basis of what is left over.
The second determinant is again the economic
environment albeit via its impact upon default rates.
It has been found that default rates and recovery
value are strongly negatively correlated. This implies
that during economic recessions when the number
of defaults grows, the severity of the losses due to
the defaults will rise as well. This is an important
observation as it implies that one cannot model credit
risk under the assumption that default probability and
recovery rate are independent. Moreover, the negative correlation will make big losses more frequent
than under the independence assumption. Statistically
speaking, the tail of the distribution of credit risk
becomes significantly more important if one takes the
negative correlation into account (see [1]).
With respect to recovery rates, the empirical distribution of recovery rates has been found to be
bimodal: either defaults are severe and recovery values are low or recoveries are high, although the lower
mode is higher. This bimodal character is probably
due to the influence of the seniority. If one looks at
less senior debt instruments, like subordinated bonds,
one can see that the distribution becomes unimodal
and skewed towards lower recovery values. To model
the empirical distribution of recovery values, the beta
distribution is an acceptable candidate.

Valuation Aspects
Because credit risk is so important for financial institutions, the banking world has developed a whole
set of instruments that allow them to deal with credit
risk. The most important from a market share point of
view are two derivative instruments: the credit default
swap (CDS) and the collateralized debt obligation
(CDO). Besides these, various kinds of options have
been developed as well. We will only discuss the CDS
and the CDO.

Credit Risk
Before we enter the discussion on derivative
instruments, we first explain how credit risk enters
the valuation of the building blocks of the derivatives:
defaultable bonds.

Modeling of Defaultable Bonds
Under some set of simplifying assumptions, the price
at time t of a defaultable zero coupon bond, P (t, T )
can be shown to be equal to a combination of c
default-free zero bonds and (1 − c) zero recovery
defaultable bonds; see [5] or [11]:
 T

−
(r(s)+λ(s)) ds
t
P (t, T ) = (1 − c)1{τ >t} Et e
+ ce

−

T
t

r(s) ds

,

(1)

where c is the assumption on the recovery rate, r the
continuous compounded infinitesimal risk-free short
rate, 1{τ >t} is the indicator function signaling a default
time, τ , somewhere in the future, T is the maturity of
the bonds and λ(s) is the stochastic default intensity.
The probability
 that the bond in (1) survives until T
is given by e

−

T

λ(s) ds

of the first default
 . The density
T
−
λ(s) ds
time is given by Et λ(T )e t
, which follows
t

from the assumption that default times follow a Cox
process; see [8].
From (1) it can be deduced that knowledge of the
risk-free rate and knowledge of the default intensity allows us to price defaultable bonds and hence
products that are based upon defaultable bonds, as
for example, options on corporate bonds or credit
default swaps. The corner stones in these pricing
models are the specification of a law of motion for the
risk-free rate and the hazard rate and the calibration
of observable bond prices such that the models do
not generate arbitrage opportunities. The specifications of the process driving the risk-free rate and the
default intensity are mostly built upon mean reverting Brownian motions; see [5] or [11]. Because of
their reliance upon the intensity rate, these models
are called intensity-based models.

Credit Default Swaps
Credit default swaps can best be considered as tradable insurance contracts. This means that today I can
buy protection on a bond and tomorrow I can sell that
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same protection as easily as I bought it. Moreover,
a CDS works just as an insurance contract. The protection buyer (the insurance taker) pays a quarterly
fee and in exchange he gets reimbursed his losses if
the company on which he bought protection defaults.
The contract ends after the insurer pays the loss.
Within the context of the International Swap and
Derivatives Association, a legal framework and a set
of definitions of key concepts has been elaborated,
which allows credit default swaps to be traded efficiently. A typical contract consists only of a couple
of pages and it only contains the concrete details of
the transaction. All the other necessary clauses are
already foreseen in the ISDA set of rules.
One of these elements is the definition of default.
Typically, a credit default swap can be triggered
in three cases. The first is plain bankruptcy (this
incorporates filing for protection against creditors).
The second is failure to pay. The debtor did not meet
all of its obligations and he did not cure this within a
predetermined period of time. The last one is the case
of restructuring. In this event, the debtor rescheduled
the agreed upon payments in such way that the value
of all the payments is lowered.
The pricing equation for a CDS is given by
 T
τ
−
λ(u) du
(1 − c)
λ(τ )e t
P (τ ) dτ
t
s=
,
(2)
N
 Ti

−
λ(u) du
e 0
P (Ti )
i=1

where s is the quarterly fee to be paid to receive
credit protection, N denotes the number of insurance fee payments to be made until the maturity and Ti indicates the time of payment of the
fee. To calculate (2), the risk neutral default intensities must be known. There are three ways to
go about this. One could use intensity-based models as in (1). Another related way is not to build
a full model but to extract the default probabilities out of the observable price spread between
the risk-free and the risky bond by the use of
a bootstrap reasoning; see [7]. An altogether different approach is based upon [10]. The intuitive
idea behind it is that default is an option that
owners of an enterprise have; if the value of the
assets of the company descends below the value
of the liabilities, then it is rational for the owners
to default. Hence the value of default is calculated
as a put option and the time of default is given
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by the first time the asset value descends below
the value of the liabilities. Assuming a geometric Brownian motion as the stochastic process for
the value of the assets of a firm, one can obtain
the default probability at a given time
√ horizon as
N [−(ln(VA /XT ) + (µ − σA2 /2)T )/σA T ] where N
indicates the cumulative normal distribution, VA the
value of the assets of the firm, XT is value of the
liabilities at the horizon T , µ is the drift in the asset
value and σ stands for the volatility of the assets.
This probability can be seen as the first derivative
of the Black–Scholes price of a put option on the
value of the assets with strike equal to X; see [2].
A concept frequently used in this approach is distance to default. It indicates the number of standard
deviations a firm is away from default. The higher
the distance to default the less risky the firm. In
the setting from above, the distance
is given by
√
(ln(VA /XT ) + (µ − σA2 /2)T )/σA T .

Collateralized Debt Obligations (CDO)
Collateralised debt obligations are obligations whose
performance depends on the default behavior of an
underlying pool of credits (be it bonds or loans).
The bond classes that belong to the CDO issuance
will typically have a different seniority. The lowest
ranked classes will immediately suffer losses when
credits in the underlying pool default. The higher
ranked classes will never suffer losses as long as
the losses due to default in the underlying pool are
smaller than the total value of all classes with a lower
seniority. By issuing CDO’s, banks can reduce their
credit exposure because the losses due to defaults are
now born by the holders of the CDO.
In order to value a CDO, the default behavior of
a whole pool of credits must be known. This implies
that default correlation across companies must be
taken into account. Depending on the seniority of
the bond, the impact of the correlation will be more
important. Broadly speaking, two approaches to this
problem exist. On the one hand, the default distribution of the portfolio per se is modeled (cfr supra)
without making use of the market prices and spreads
of the credits that make out the portfolio. On the other
hand, models are developed that make use of all the
available market information and that obtain a risk
neutral price of the CDO.
In the latter approach, one mostly builds upon the
single name intensity models (see (1)) and adjusts

them to take default contagion into account; see [4]
and [13]. A simplified and frequently practiced approach is to use copulas in a Monte Carlo framework,
as it circumvents the need to formulate and calibrate
a diffusion equation for the default intensity; see [9].
In this setting, one simulates default times from
a multivariate distribution where the dependence
parameters are, like in the distance to default models,
estimated upon equity data. Frequently, the Gaussian
copula is used, but others like the t-copula have been
proposed as well; see [3].

Conclusion
From a financial point of view, credit risk is one of
the most important risks to be monitored in financial
institutions. As a result, a lot of attention has been
focused upon the empirical performance of portfolios
of credits. The importance of credit risk is also
expressed by the number of products that have been
developed in the market in order to deal appropriately
with the risk.
(The views expressed in this article are those
of the author and not necessarily those of Dexia
Bank Belgium.)
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Credit Scoring
Introduction
‘Credit scoring’ describes the formal statistical and
mathematical models used to assist in running financial credit-granting operations, primarily to individual
applicants in the personal or retail consumer sectors.
The range of applicability of such tools is vast, covering areas such as bank loans, credit cards, mortgages,
car finance, hire purchase, mail order, and others.
Before the development of formal credit-scoring
methods, loan decisions were made on the basis of
personal judgment. This generally required a close
relationship between those seeking a loan and those
granting it. The ‘three Cs’ of ‘character, collateral, and capacity’ described the potential customer’s
standing in the community, whether some sort of
security would be pledged as a guarantee for the
repayment, and whether the applicant had sufficient
resources to meet the repayment terms. This was
all very well when the circle of people with whom
one carried out transactions was small, but over the
twentieth century this circle broadened dramatically,
as did the range of goods that one might wish to
purchase. The demand for unsecured loans began
to grow: mail order companies are just one example. Things were further complicated by World War
II, and the loss of people with expertise in making
credit-granting decisions to the war effort. This stimulated the creation of guidelines based on empirical
experience that others could apply. Around the middle of the twentieth century, recognition dawned that
predictive statistical tools, such as regression and linear multivariate statistics (dating from 1936) could
be applied. The need for these developments continued to grow in such forms as the appearance of the
credit card (the first UK credit card was launched by
Barclaycard in 1966) and Internet purchases. Credit
cards provided a guaranteed source of credit, so that
the customer did not have to go back to negotiate
a loan for each individual purchase. They also provided a source of revolving credit, so that even the
supply of fresh credit did not have to be renegotiated
(provided, of course, one was responsible with one’s
repayments). Credit cards and debit cards shifted the
loan decision to a higher level: to a ‘portfolio’ of
loans, chosen entirely by the individual customer.
However, the success and popularity of credit cards

meant that even these ‘portfolio’ decisions could not
be made on a personal basis. Some card issuers have
many tens of millions of cards in circulation, with
customers making billions of transactions annually.
Automatic methods to decide who merited a card
became essential.
The use of formal methods was further boosted
by the introduction of antidiscriminatory laws in the
1970s. This was a part of a broader social evolution,
but it manifested itself in the credit industry by
the legal requirement that credit-granting decisions
should be ‘empirically derived and statistically valid’,
and that they should not discriminate on certain
grounds, such as sex. (The latter is interesting, not
only because it is very different from the case in
insurance: it also means that some subgroups are
necessarily being unfairly penalized.) The only way
to guarantee this is to have a formal model that
can be written down in mathematical terms. Human
judgment is always susceptible to the criticism that
subjective, perhaps unconscious discrimination has
crept in.
Finally, the role of formal methods was boosted
further by growing evidence that such methods were
more effective than human judgment. Formal creditscoring methods are now used ubiquitously throughout the industry.
The introduction of statistical methods was not
without opposition. Almost without exception, the
statistical methods used in the industry are based on
empirical rather than theoretical models. That is, they
do not embody any theory about why people behave
in a certain way – for example, why some variable,
x, is correlated with degree of risk of default on a
loan, y. Rather they are based on observation that
x and y have been correlated in the past. This was
one source of criticism: some people felt that it was
immoral in some sense to use variables for which
there was no theoretical rationale. Others simply felt
uneasy about the introduction of quantification into
an arena that had previously been unquantified (the
history of quantification is littered with examples of
this). However, these objections soon faded in the
face of the necessity and the effectiveness of the
statistical methods.
Developments in credit-scoring technology are
continuing. Driven partly by progress in computer
technology, new statistical tools and methods that can
be applied in this domain continue to be invented.
Moreover, although the corporate sector had been
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relatively slow to adopt formal scoring methods,
things have changed in recent years. One reason for
the late adoption of the technology in the corporate
sector is that the data are typically very different:
the personal sector is characterized by a large volume of small loans, with limited financial data on
customers, and incomplete credit histories, while the
corporate sector is characterized by a small volume
of large loans, with audited financial accounts, and
records of corporate payment history. Even within the
personal sector, things are changing. Until recently,
the tools were applied chiefly in the ‘prime’ sector
(low risk customers). More recently, however, there
is a trend to move the technology downstream, to
the subprime sector (previously characterized by little customer assessment, but stringent penalties for
falling into arrears). Other things that stimulate continued development include the increasingly competitive market (e.g. from banks in the United States
spreading into Europe, from changes in the internal
nature of personal banking operations such as telephone and internet banking, and from other market
sectors developing financial arms), and the advent of
new products (e.g. sweeper accounts, current account
mortgages, and risk-based pricing).
There are several review papers describing the
methods and challenges of credit scoring, including
[1–3, 8, 9]. There are relatively few books on the
subject. The earliest seems to be [4], now in its
second edition. Edited collections of papers covering
the entire domain include [5, 6, 10], and integrated
texts on the subject include [7, 11].

Credit Scoring Models
In discussing credit scoring models, or scorecards, as
the models are called, it is useful to make two distinctions. The first is between application scorecards
and behavioral scorecards. Application scorecards
are used to decide whether to accept an applicant
(for a loan, credit card, or other product). Behavioral scorecards are used to monitor the behavior of
a customer over time, so that appropriate interventions can be made. For example, if a customer is
falling behind with repayments, a letter can be sent
drawing their attention to this. The available data will
typically be different in the two cases. For application scorecards, one may have information from an
application form, coupled with further information

from a credit bureau. For behavioral scorecards, one
will have an ongoing transaction record (e.g. purchase
and repayment). In both cases, the retrospective data
sets from which the models are to be constructed
will be large and will involve predominantly categorical data (continuous variables, such as age, are
typically categorized). An early, and generally fairly
labor-intensive, stage in building a scorecard is variable selection: deciding which of the many possible
predictor variables should be used, and how continuous variables should be categorized. One should also
be aware that the data are often imperfect: there will
often be missing or misrecorded values. This may
come as a surprise, since there would appear to be little scope for subjectivity in banking transaction data.
However, all data sets, especially those describing
humans and large data sets are vulnerable to these
problems.
The second useful distinction is between frontend and back-end scorecards. Front-end scorecards
are used in decision-making situations that involve
direct interaction with a customer or applicant – for
example, in making the decision about whether or not
to offer an applicant a loan. In such situations, there
are requirements (practical ones, and sometimes legal
ones) encouraging interpretability of the decisionmaking process. For example, one is often required to
say on what grounds one has rejected an applicant: for
example, the fact that the applicant has changed jobs
many times in the past year has led to a poor score.
Front-end scorecards must be relatively simple in
form – one may require, for example, that predicted
risk increases in the same order as the category levels
of each predictor, even if the data suggest otherwise.
In contrast, back-end scorecards are concerned with
more indirect decisions. For example, one might
process transaction records seeking customers who
are particularly profitable, or whose records suggest
that a card might have been stolen. These can be as
sophisticated and as complicated as one would like.
Scorecards are used for a wide (and growing)
variety of problems in the personal banking sector.
Perhaps the most familiar application is in making an accept/reject decision about an applicant, but
other applications include predicting churn (who is
likely to transfer to another supplier; a topic of particularly acute interest in the mortgage market at
the time of writing, and one of ongoing interest in
the credit card industry), attrition (who is likely to
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decline an offered product), fraud scoring, detecting other kinds of anomalous behavior, loan servicing
and review, choosing credit limits, market segmentation, designing effective experiments for optimizing
product design, and so on. Many of these applications ultimately involve making an allocation into one
of two classes (accept/reject, churn/not churn, close
account/do not close account, etc.) and much effort
has been spent on developing appropriate two-class
allocation tools.
The most popular tool used for constructing scorecards is logistic regression. This will either be based
on reformulating the categorical variables as indicator
variables, or on quantifying the categories in some
way (e.g. as weights of evidence). The naive Bayes
classifier is also popular because of its simplicity.
Linear multivariate statistics was used in the past,
but has tended to fall from favor. All of these models are ideal for front-end applications because they
express the final score as a simple sum of weights
assigned to the categories of the predictor variables.
If a low overall score can be explained in terms of
small contributions from one or more of the constituent variables, a ready ‘explanation’ is available.
Simple explanations can also be given by recursive partitioning or ‘tree’ classifiers. These partition
the space of predictor variables into cells, and assign
each cell to an outcome class or risk category. The
cells can then be described in simple terms such as
‘income less than X, rented accommodation, recent
adverse County Court judgments’. Despite the simplicity of this sort of interpretation, such models are
used relatively rarely for front-end purposes. Where
they are used tends to be to formulate new variables
describing interactions between raw predictors, in the
form of ‘derogatory trees’ (so-called because they are
used to identify particular configurations of the raw
predictors that are high risk).
Yet a third kind of simple prediction can be
obtained using nonparametric tools such as nearest
neighbor methods. In these, a new applicant is classified to the same class as the majority of the most
similar previous customers, in which ‘similarity’ is
measured in terms of the predictor variables. So,
for example, we might use, as predictors, time at
present address, time with current employer, type of
accommodation, occupation, and time with bank, and
identify those 50 previous customers most similar to
the new applicant in terms of these variables. If 40
of these subsequently defaulted, we might decide that
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the risk of the new applicant defaulting was high and
reject them. An explanation for the decision could
be given along the lines of ‘80% of similar customers went bad in the past’. Once again, despite
their simplicity, such models are rarely used in frontend systems. This is probably a legacy of the early
days, when there was a premium on simple calculations – in nearest neighbor methods, massive searches
are necessary for each new applicant. Such methods
are, however, used in back-end systems.
More sophisticated tools are also occasionally
used, especially in back-end models. Mathematical
programming methods, including linear and integer
programming, and neural networks, essentially an
extension of logistic regression, have been used.
Moreover, credit-scoring problems have their own
unique attributes, and particular specialized prediction methods have been developed which take account
of these. Graphical models have been proposed as a
tool for situations in which multiple distinct outcome
measures may be of interest (e.g. default, attrition,
churn, and top-up loan). Tools based on factor analysis have been developed as a way of summarizing
overall customer attractiveness into a single measure
(after all, ‘default’ is all very well, but it is ultimate
profitability which is of interest). More advanced
classification tools, such as ensemble classifiers, bagging, and boosting have also been used in some
back-end applications. Models have also been built
that take advantage of the known structural relationships of the variables. For example, if good/bad is
defined in terms of time in arrears and extent of
arrears then one can try to predict each of these
separately, combining the predictions to yield a predicted class, rather than trying to predict the class
directly.
It is worth noting that the classes in such problems
do not represent some underlying and well-defined
property of nature (contrast life assurance: ‘has died,
has not died’), but rather are defined by humans. In
particular, they will be defined in terms of possible outcome variables. For example, ‘default’ might
be defined as ‘three or more consecutive months in
arrears’ or perhaps by a combination of attributes
(‘account inactive over the past six months while
overdrawn beyond the overdraft limit’). This has
several implications. One is that the classes do not
have distinct distributions: rather they are defined
by splitting a continuum (e.g. the length of time
in arrears). Unless the predictor variables are highly
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correlated with the underlying outcome continuum,
accurate allocation into the two classes on the basis
of the predictor variables will not be possible. Furthermore, there is some intrinsic arbitrariness about
the choice of the threshold used to split the underlying continuum (why not four or more months in
arrears?).
Predictive models of the above kind are also useful
for behavioral models, but the repeated observations
over time in such situations mean that Markov chain
models are also natural, and various extensions of the
basic model have been proposed, including moverstayer models.

Challenges in Building Scorecards
In general, scorecards deteriorate over time. This
is not because the parameters in the scorecard
change, but because the applicant or customer
populations evolve over time (a phenomenon known
as population drift). There are various reasons for
this: the economic climate may change (the last
few years have seen dramatic examples of this,
where scorecards built in the previously benign
climate deteriorated dramatically as the stock market
slumped and other economic changes occurred),
new marketing strategies may mean that different
kinds of people are seeking loans (all too often the
marketing arm of a financial institution may not have
close contact with the risk assessment arm), and
competition may change the nature of applicants (in
some sectors, not too long ago, it was recognized
that long term customers were low risk – the
riskier ones having fallen by the wayside; nowadays,
however, in a highly competitive environment, the
long term customers may simply be those who cannot
get a better deal because they are perceived as
high risk). Criteria are therefore needed to assess
scorecard performance. Various measures are popular
in the industry, including the Gini coefficient, the
Kolmogorov-Smirnov statistic, the mean difference,
and the information value. All of these attempt to
measure the separability between the distribution of
scores for known bads and known goods. In general,
variants of ‘Receiver Operating Characteristic’ curves
(or Lorentz curves) are used to give more insight into
the merits of scorecards.
The particular problems that arise in credit-scoring
contexts mean that there are also other, deeper,

conceptual challenges. Some of the most important
include the following.
In granting loans, customers thought to be good
risks will be offered a loan, and those thought to
be bad risks will not. The former will then be followed up and their true (good/bad) class discovered,
while the latter will not. This means that the data
set is biased, causing genuine difficulties in measuring scorecard performance and in constructing new
scorecards. Attempts to tackle this problem go under
the general name of reject inference (since, in some
sense, one would like to infer the true class of the
rejected applicants).
Rejected applicants are but one type of selection
that occurs in the personal credit process. More
generally, a population may be mailed but only some
will reply, of those who reply only some are offered
a loan (say), of these only some take up the offer, of
these some turn out to be good and some bad, some
of the good wish to close the loan early and may be
offered a further loan, and so on.
In general, scorecards are always built on data that
are out of date. In principle, at least, one needs to
have records dating from further back in time than
the term of a loan, so as to ensure that one has both
known goods and bads in the sample. In practice, this
may be unrealistic. Consider, for example, a 25-year
mortgage. Quite clearly any descriptive data about the
applicants for mortgages dating from that long ago is
unlikely to be of great value for making predictions
about today’s applicants.

Conclusion
‘Credit scoring is one of the most successful applications of statistical and operations research modeling in finance and banking’ [11]. The astronomical
growth in personal banking operations and products
means that automatic credit scoring is essential –
modern banking could not function without it. Apart
from the imperative arising from the magnitude of
the operation, formal scoring methods also lead to
higher quality decisions. Furthermore, the fact that
the decision processes are explicitly stated in terms
of mathematical models means that they can be monitored, adjusted, and refined. None of this applies to
human judgmental approaches. The formalization and
quantification of such things as default probability
also means that effective risk management strategies
can be adopted.

Credit Scoring
The personal banking sector is one that changes
very rapidly, in response to economic climate,
legislative changes, new competition, technological
progress, and other forces. This poses challenging
problems for the development of credit-scoring tools.
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Derivative Pricing,
Numerical Methods

where the drift rate µ and volatility σ are assumed
to be constants, and B is a standard Brownian
motion. Following the standard no-arbitrage analysis,
the value V of a derivative claim on S may be found
by solving the partial differential equation

Numerical methods are needed for derivatives pricing
in cases where analytic solutions are either unavailable or not easily computable. Examples of the former
case include American-style options and most discretely observed path-dependent options. Examples
of the latter type include the analytic formula for
valuing continuously observed Asian options in [28],
which is very hard to calculate for a wide range of
parameter values often encountered in practice, and
the closed form solution for the price of a discretely
observed partial barrier option in [32], which requires
high dimensional numerical integration.
The subject of numerical methods in the area of
derivatives valuation and hedging is very broad. A
wide range of different types of contracts are available, and in many cases there are several candidate
models for the stochastic evolution of the underlying state variables. Many subtle numerical issues can
arise in various contexts. A complete description of
these would be very lengthy, so here we will only
give a sample of the issues involved.
Our plan is to first present a detailed description
of the different methods available in the context of
the Black–Scholes–Merton [6, 43] model for simple
European and American-style equity options. There
are basically two types of numerical methods: techniques used to solve partial differential equations
(PDEs) (these include the popular binomial and trinomial tree approaches), and Monte Carlo methods. We
will then describe how the methods can be adapted to
more general contexts, such as derivatives dependent
on more than one underlying factor, path-dependent
derivatives, and derivatives with discontinuous payoff
functions. Familiarity with the basic theory of derivative pricing will generally be assumed, though some
of the basic concepts will be reviewed when we discuss the binomial method. Readers seeking further
information about these topics should consult texts
such as [33, 56], which are also useful basic references for numerical methods.
To set the stage, consider the case of a nondividend
paying stock with a price S, which evolves according
to geometric Brownian motion
dS = µS dt + σ S dB,

(1)

1 2 2
σ S VSS + rSVS + Vt − rV = 0,
2

(2)

subject to appropriate boundary conditions. Note that
in (2), subscripts indicate partial derivatives, r is
the continuously compounded risk free interest rate,
and t denotes time. As (2) is solved backward from
the maturity date of the derivative contract T to the
present, it is convenient to rewrite it in the form
Vτ =

1 2 2
σ S VSS + rSVS − rV ,
2

(3)

where τ = T − t. The terminal payoff of the contract
becomes an initial condition for (3). For instance, a
European call option with an exercise price of K
has a value at expiry of V (S, t = T ) = V (S, τ =
0) = max(ST − K, 0), where ST is the underlying
stock price at time T . Similarly, a European put
option would have a payoff condition of V (S, t =
T ) = max(K − ST , 0). For these simple examples,
there is no need for a numerical solution because
the Black–Scholes formula offers a well-known and
easily computed analytic solution. Nonetheless, these
problems provide useful checks for the performance
of numerical schemes.
It is also important to note that we can solve (2)
by calculating an expectation. This follows from the
Feynman–Kac solution (see [23] for more details)
V (S, t) = exp (−r(T − t)) E∗ (V (S, T )) ,

(4)

where the expectation operator E is superscripted
with ∗ to indicate that we are calculating the expected
terminal payoff of the contract not under the process (1), but under a modified version of it, where µ
is replaced with the risk free interest rate r. Formulation (4) is the basis for Monte Carlo methods of
option valuation.

The Binomial Method
Perhaps the easiest numerical method to understand
is the binomial method that was originally developed in [21]. We begin with the simplest model of
uncertainty; there is one period, and the underlying

2

Derivative Pricing, Numerical Methods

stock price can take on one of two possible values
at the end of this period. Let the current stock price
be S, and the two possible values after one period
be Su and Sd, where u and d are constants with
u > d. Denote one plus the risk free interest rate for
the period as R. Absence of arbitrage requires that
u > R > d (if u ≤ R, then the stock would be dominated by a risk free bond; if R < d, then the stock
would dominate the risk free bond). Figure 1 provides
an illustration of this model.
We know the value of the option at expiry as a
function of S. Suppose we are valuing a European
call option with strike price K. Then the payoff
is Vu = max(Su − K, 0), if S = Su at T and Vd =
max(Sd − K, 0), if S = Sd at that time. Consider an
investment strategy involving the underlying stock
and a risk free bond that is designed to replicate
the option’s payoff. In particular, suppose we buy
h shares of stock and invest C in the risk free asset.
We pick h and C to satisfy
hSu + RC = Vu
hSd + RC = Vd .

(5)

This just involves solving two linear equations in two
unknowns. The solution is
Vu − Vd
Su − Sd
Vd Su − Vu Sd
C=
.
R(Su − Sd)
h=

(6)

The cost of entering into this strategy at the start
of the period is hS + C. No-arbitrage considerations
then tell us that the price of the option today must
equal the cost of this alternative investment strategy
that produces the same future payoffs as the option.
Su

S

Sd

Figure 1

A one-period binomial model

In other words,
V =

Vu − Vd
S(Vd u − Vu d)
S+
S(u − d)
RS(u − d)

Vu − Vd
Vd u − Vu d
+
u−d
R(u − d)


 

1
R−d
u−R
Vu +
Vd
=
R
u−d
u−d

=

=

1
[πVu + (1 − π)Vd ] ,
R

(7)

where π = (R − d)/(u − d). Note that the no-arbitrage restriction u > R > d implies that 0 < π < 1,
so we can interpret π (and 1 − π) as probabilities,
giving the intuitively appealing notion of discounting
expected future payoffs to arrive at today’s value.
If these probabilities were the actual probabilities
of the stock price movement over the period, then
the expected rate of return on the stock would be
πu + (1 − π)d = R. So (7) indicates that we calculate derivative values by assuming that the underlying
asset has an expected growth rate equal to the risk
free interest rate, calculating expected option payoffs,
and then discounting at the risk free interest rate. The
correspondence with (4) is obvious.
Although the model above is clearly far too simple to be of any practical relevance, it can easily be
extended to a very useful scheme, simply by dividing
the derivative contract life into various subperiods. In
each subperiod, the underlying asset will be allowed
to move to one of two possible values. This will allow
us to construct a tree or lattice. With n subperiods,
we will have a total of 2n possible stock price paths
through the tree. In order to keep things manageable, we will assume that d = 1/u. Then a u move
followed by a d move will lead to the same stock
price as two moves in the opposite sequence. This
ultimately gives n + 1 terminal stock prices, vastly
improving the efficiency of the numerical scheme (in
fact, without a recombining tree, constraints on computer memory may make it impossible to implement
a binomial method with a realistic number of subperiods). Figure 2 provides an illustration for the case
of n = 3 subperiods. There are four terminal stock
prices, but eight possible paths in the tree. (The nodes
Su3 and Sd 3 can each only be arrived at by a single
path, with either three consecutive u moves or three
consecutive d moves. The node Su2 d can be reached
in three ways, each involving two u moves and one d
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move. Similarly, three paths lead to the node Sud 2 .)
As we move through the tree, the implied hedging
strategy (6) will change, requiring a rebalance of the
replicating portfolio. As it turns out, the replicating
portfolio is self-financing, meaning that any changes
in its composition are financed internally. The entire
cost of following the strategy comes from its initial
setup. Thus we are assured that the price of the option
is indeed the initial cost of the replication strategy.
The binomial method can easily be programmed
to contain hundreds (if not thousands) of subperiods. The initial option value is calculated by rolling
backwards through the tree from the known terminal payoffs. Every node prior to the end leads to two
successor nodes, so we are simply repeating the one
period model over and over again. We just apply (7)
at every node.
In the limit as n → ∞, we can converge to the
Black–Scholes solution in continuous time. Let r be
the continuously compounded risk free interest rate,
σ be the annual standard deviation of the stock price,

Su 3
Su 2
Su
Sud

Su 2d

S
Sud 2
Sd
Sd 2

Sd 3

Figure 2 A three period binomial model. Note that there
are four terminal stock prices, but eight possible paths
through the tree

3

and let t be the time interval for each step (e.g.
with T = 1 year and n = 50, t = 0.02). We will
converge to the Black–Scholes price
√ as t → 0 (that
is, as n → ∞), if we set u = eσ t , d = 1/u, and
π = (ert − d)/(u − d).
In addition to the option value, we are frequently
interested in estimating the ‘Greeks’. These are hedging parameters such as delta (∂V /∂S) and gamma
(∂ 2 V /∂S 2 ). In the context of the binomial method,
these can be estimated by simply taking numerical
derivatives of option values in the stock price tree.
One simple trick often used to improve accuracy
involves taking a couple of extra timesteps (backwards beyond the starting date), so that more than one
value is available at the timestep corresponding to the
initial time. This permits these derivatives to be evaluated at that time, rather than one or two timesteps
later.
The binomial method is easily adaptable to the
case of American options. As we roll back through
the tree, we simply replace the computed value from
above (which is the value of holding onto the option
for another timestep) with the maximum of this and
its payoff if it were to be exercised rather than held.
This provides a very simple and efficient algorithm.
Table 1 presents an illustrative example for European
and American put options with S = K = 100, r =
0.08, T = 1, and σ = 0.30. The Black–Scholes value
for the European put is 8.0229, so in this case we get
a quite accurate answer with at most a few hundred
timesteps. The rate of convergence for this type of
numerical method may be assessed by repeatedly
doubling the number of timesteps (and hence the
number of grid points), and calculating the ratio of
successive changes in the computed solution value.
This will be around two if convergence is at a
first order or linear rate, and approximately four if

Table 1 Illustrative results for the binomial method. The parameters are S = K = 100, r = 0.08, T = 1 year, σ = 0.30.
The exact value for the European put is 8.0229. Value is the computed option value. Change is the difference between
successive option values as the number of timesteps (and thus grid size) is doubled. Ratio is the ratio of successive changes
European put

American put

No. of
timesteps

Value

Change

Ratio

Value

Change

Ratio

50
100
200
400
800
1600

7.9639
7.9934
8.0082
8.0156
8.0192
8.0211

n.a.
0.0295
0.0148
0.0074
0.0036
0.0019

n.a.
n.a.
1.99
2.00
2.06
1.89

8.8787
8.8920
8.8983
8.9013
8.9028
8.9035

n.a.
0.0133
0.0063
0.0030
0.0015
0.0007

n.a.
n.a.
2.11
2.10
2.00
2.14
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convergence is at a second order or quadratic rate.
It is well-known that the standard binomial model
exhibits linear convergence. This is borne out in
Table 1 for both the European and American cases.
The ease of implementation and conceptual simplicity of the binomial method account for its enduring popularity. It is very hard to find a more efficient
algorithm for simple options. Numerous researchers
have extended it to more complicated settings. However, as we shall see below, this is often not an ideal
strategy.

Numerical PDE Methods
A more general approach is to solve (3) using a
numerical PDE approach. There are several different
possibilities here including finite differences, finite
elements, and finite volume methods. In a onedimensional setting, the differences between these
various techniques are slight; in many cases all of
these approaches give rise to the same set of discrete
equations and the same option values.
We will consider the finite difference approach
here as it is the easiest to describe. The basic idea is to
replace the derivatives in (3) with discrete differences
calculated on a finite grid of values for S. This is
given by Si , i = 0, . . . , p, where S0 = 0 and Sp =
Smax , the highest value for the stock price on the grid.
Boundary conditions will depend on the contract, and
can be arrived at using obvious financial reasoning in
most cases. For instance, for a European call option at
Smax , we can use V (Sp ) = S − Ke−rτ , reflecting the
virtually certain exercise of the instrument at expiry.
Similarly, a put option is almost surely not going
to be exercised if S is very large, so we would use
V (Sp ) = 0 in this situation. At S0 = 0, a European
put option would be worth the present value of the
exercise price, while a call would be worth zero. We
can specify boundary conditions using these values,
but it is not required. This is because at S = 0,
the PDE (3) reduces to the easily solved ordinary
differential equation Vτ = −rV .
In most finance references, an equally spaced grid
is assumed but this is not necessary for anything other
than ease of exposition. In the following, we will
consider the more general case of a nonuniform grid
since it offers considerable advantages in some contexts. For the moment, let us consider the derivatives
with respect to S. Let Vi denote the option value at

grid node i. Using a first-order Taylor’s series expansion, we can approximate VS at node i by either the
forward difference
Vi+1 − Vi
,
(8)
VS ≈
Si+1 − Si
or the backward difference
Vi − Vi−1
,
VS ≈
Si − Si−1

(9)

where ≈ serves to remind us that we are ignoring
higher-order terms. Defining Si+1 = Si+1 − Si (and
similarly for Si ), we can form a central difference
approximation by combining (8) and (9) to get
VS ≈

Vi+1 − Vi−1
.
Si+1 + Si

(10)

In the case where Si = Si+1 , this is a secondorder approximation. (It is possible to derive a more
complicated expression which is second order correct
for an unevenly spaced grid, but this is not used much
in practice because grid spacing typically changes
fairly gradually, so there is not much cost to using
the simpler expression (10).) Similarly, using higherorder expansions and some tedious manipulations,
we can derive the following approximation for the
second derivative with respect to the stock price at
node i
Vi−1 − Vi
Vi+1 − Vi
+
Si+1
Si
.
(11)
VSS ≈
Si+1 + Si
2
This is also only first-order correct, but for an equally
spaced grid with Si = Si+1 = S, it reduces to
VSS ≈

Vi+1 − 2Vi + Vi−1
,
(S)2

(12)

which is second-order accurate. We will also use
a first-order difference in time to approximate Vτ .
Letting Vin denote the option value at node i and
time level n, we have (at node i)
Vin+1 − Vin
,
(13)
τ
where τ is the discrete timestep size. Note that
hedging parameters such as delta and gamma can be
easily estimated using numerical differentiation of the
computed option values on the grid.
Different methods arise depending upon the time
level at which the spatial derivatives are evaluated.
Vτ ≈
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Note that we are seeking to advance the discrete
solution forward from time n to n + 1. (Recall that we
are using the forward equation (3), so time is actually
running backwards.) If we evaluate these derivatives
at the old time level n, we have an explicit method.
In this case, plugging in our various approximations
to the PDE, we obtain
 n

n
Vi+1 − Vin
Vi−1
− Vin
+
n+1
n
2

− Vi
Vi
σ 2
Si+1
Si

=
Si 


S
+
S
τ
2
i+1
i
2
 n
n 
Vi+1 − Vi−1
+ rSi
(14)
− rVin .
Si+1 + Si
This can be rearranged to get
n
+ [1 − (αi + βi + r) τ ] Vin
Vin+1 = αi τ Vi−1
n
+ βi τ Vi+1
,

(15)

where
αi =

σ 2 Si2
rSi
,
−
Si (Si+1 + Si ) Si+1 + Si

βi =

σ 2 Si2
rSi
+
. (17)
Si+1 (Si+1 + Si ) Si+1 + Si

(16)

Similarly, we can derive an implicit method by
evaluating the spatial derivatives at the new time level
n + 1. Skipping over the details, we arrive at
n+1
+ [1 + (αi + βi + r) τ ] Vin+1
− αi Vi−1
n+1
− βi Vi+1
= Vin .

(18)

Using our ordinary differential equation Vτ = −rV
at S = 0 and an appropriately specified boundary
condition Vp = V (Sp ) at Smax , we can combine (15)
and (18) into a compact expression. In particular, let
V n be a column vector containing the elements of the
solution at time n, that is, V n = [V0n , V1n , . . . , Vpn ] .
Also, let the matrix, A, be given by


r
 −α2

 0
A =  ..
 .
 0
0

5

Then we can write
(I + θAτ )V n+1 = (I − (1 − θ)Aτ )V n , (20)
where I is the identity matrix. Note that θ = 0 is
an explicit method, while θ = 1 gives an implicit
scheme. Either of these approaches is first-order
correct in time. A second-order scheme can be
obtained by specifying θ = 1/2. This is known as
a Crank–Nicolson method.
It is worth noting that what the literature refers
to as trinomial trees are effectively just explicit finite
difference methods. (Trinomial trees are similar to
the binomial method, except that the stock price can
branch to any of three, not two, successor nodes. To
be precise, there is a slight difference between the
explicit finite difference method described here and
the traditional trinomial tree. This arises from treating
the rV term in the PDE (3) in an implicit fashion.)
Although this is well known, what is less commonly
mentioned in the literature is that we can also view
the binomial method as a particular explicit finite
difference method using a log-transformed version
of (3) (see [31]). Therefore, all of the observations
below regarding explicit type methods also apply to
the binomial and trinomial trees that are pervasive in
the literature.
It is critical that any numerical method be stable. Otherwise, small errors in the computed solution
can grow exponentially, rendering it useless. Either
a Crank–Nicolson or an implicit scheme is unconditionally stable, but an explicit method is stable if and
only if


1
.
(21)
τ ≤ min
i
αi + βi + r
In the case of a uniformly spaced grid where Si+1 =
Si = S, (21) simplifies to

0
0
0
(r + α2 + β2 )
−β2
0
(r
+
α
+
β
)
−β
−α
3
3
3
..
..
.. 3
.
.
.
0
···
0
0
···
0

τ ≤ min
i

0
0
0.
..
−αp−1
0

(S)2
.
σ 2 Si2 + r(S)2


···
0
···
0 

· ·. ·
0. 
.
..
.. 


(r + αp−1 + βp−1 ) −βp−1
0
0

(22)

(19)

6

Derivative Pricing, Numerical Methods

This indicates that the timestep size must be very
small if the grid spacing is fine. This can be a very
severe limitation in practice because of the following
reasons:
•

•

It can be very inefficient for valuing long-term
derivative contracts. Because of the parabolic
nature of the PDE (3), the solution tends to
smooth out as we proceed further in time, so we
would want to be taking larger timesteps.
A fine grid spacing is needed in cases where the
option value has discontinuities (such as digital
options or barrier options). This can lead to a
prohibitively small timestep.

By contrast, neither Crank–Nicolson nor implicit
methods are subject to this stability restriction. This
gives them the potential for considerably more flexibility in terms of grid design and timestep size as
compared to explicit methods.
Boundary conditions are another consideration.
For explicit methods, there is no need to specify
them because we can solve backwards in time in
a triangular region (much like the binomial method,
but with three branches). Some authors claim this
is a significant advantage for explicit methods [34].
Balanced against this, however, is the fact that pricing
problems of long enough maturity eventually lead to
an excessive number of nodes (because we do not
impose a boundary condition at Smax , the highest
stock price in the tree keeps on growing).
This does, however, lead to the issue of how large
Smax needs to be. Various rules-of-thumb are cited in
the literature, such as three or four times the exercise
price. A call option will typically require a larger
value than a put, since for a call the payoff function
has considerable value at Smax , while it is zero for a
put. In general, it√can be shown that Smax should be
proportional to σ T , so options either on underlying
assets with high volatilities, or with long times until
expiry, should have higher values of Smax .
Another issue concerns the solution of (20). Explicit methods (θ = 0) determine Vin+1 as a linear combination of three nodes at the preceding timestep, so
there is no need to solve a set of simultaneous linear equations. This makes them easier to use than
either Crank–Nicolson or implicit methods, which
require solving a set of linear equations. However, A
is a tridiagonal matrix (the only nonzero entries are
on the diagonal, and on each adjacent side of it in
each row). This means that the system can be solved

very quickly and efficiently using algorithms such as
described in [46].
Another topic worth noting relates to the central difference approximation of VS in (10). If this
approximation is used, it is possible that αi in (16)
can become negative. This can cause undesirable
effects such as spurious oscillations in our numerical
solution. Even if such oscillations are all but invisible
in the solution profile for the option price, they can
be quite severe for the option delta VS and gamma
VSS , which are important parameters for implementing hedging strategies. In the case of an implicit
method, we can guarantee that oscillations will not
happen by switching to the forward difference (8) at
node i. This implies replacing (16) and (17) with
αi =

σ 2 Si2
,
Si (Si+1 + Si )

(23)

βi =

σ 2 Si2
rSi
.
+
Si+1 (Si+1 + Si ) Si+1

(24)

Although this is only first-order correct, the effects on
the accuracy of our numerical solution are generally
negligible. This is because the only nodes where a
switch to forward differencing is required are remote
from the region of interest, at least across a broad
range of typical parameter values. For instance, suppose we use a uniform grid with Si+1 = Si = S,
and Si = iS. Then, αi in (16) will be nonnegative
provided that σ 2 ≥ r/i. Note that the case i = 0 does
not apply since that is the boundary where S = 0. If
r = 0.06 and σ = 0.30, then we will never switch to
forward differences. If r = 0.12 and σ = 0.15, then
we will move to forward differences for i ≤ 5, that
is, only for the first five interior nodes near the lower
boundary. Note, however, that this may not be true
in other contexts, such as interest rate or stochastic
volatility models featuring mean-reversion.
What about an explicit method? It turns out that
the stability restriction implies that αi ≥ 0, so this is
not an issue for this type of approach. However, for
a Crank–Nicolson scheme, things are unfortunately
rather ambiguous. As noted in [61], we can only
guarantee that spurious oscillations will not occur if
we restrict the timestep size to twice the maximum
stable explicit timestep size. If we do not do this,
then oscillations may occur, but we cannot tell in
advance. However, they will be most prone to happen
in situations where the solution is changing rapidly,
such as near a discretely observed barrier, or close
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to the strike price of a digital option. As will be
discussed below, there are ways of mitigating the
chance that oscillations will occur.
We have noted that an advantage of Crank–Nicolson and implicit methods over explicit methods is
the absence of a timestep size restriction for stability. This permits the use of unevenly spaced grids
that can provide significant efficiency gains in certain
contexts. It also allows us to choose timestep sizes
in a more flexible fashion, which offers some further benefits. First, it is straightforward to change the
timestep size, so that timesteps can be aligned with
intermediate cash flow dates, arising from sources
such as dividend payments made by the underlying
stock or coupons from a bond. Second, values of
long-term derivatives can be computed much more
efficiently if we exploit the ability to take much larger
timesteps as we move away from the expiry time.
Third, it is not generally possible to achieve secondorder convergence for American options using constant timesteps [25]. While it is possible to alter the
timestep suitably in an explicit scheme, the tight

coupling of the grid spacing and timestep size due
to the stability restriction makes it considerably more
complicated. Some examples of this may be found
in [24].
A simple, automatic, and quite effective method
for choosing timestep sizes is described in [37].
Given an initial timestep size, a new timestep is
selected according to the relative change in the option
price over the previous timestep at various points on
the S grid. Of course, we also want to ensure that
timesteps are chosen to match cash flow dates, or
observation intervals for discretely monitored pathdependent options. One caveat with the use of a
timestep selector involves discrete barrier options.
As the solution changes extremely rapidly near such
barriers, chosen timesteps will be excessively small,
unless we limit our checking to values of S that are
not very close to a barrier.
To illustrate the performance of these various
methods in a simple case, we return to our earlier example of a European put with S = K = 100,
r = 0.08, T = 1, and σ = 0.30. Table 2 presents

Table 2 Illustrative results for numerical PDE methods for a European put
option. The parameters are S = K = 100, r = 0.08, T = 1 year, σ = 0.30. The
exact value is 8.0229. Value is the computed option value. Change is the
difference between successive option values as the number of timesteps and
the number of grid points is increased. Ratio is the ratio of successive changes
No. of
grid nodes

No. of
timesteps

Value

Change

Ratio

n.a.
0.0144
0.0036
0.0009

n.a.
n.a.
4.00
4.00

n.a.
0.0333
0.0118
0.0047
0.0020
0.0009

n.a.
n.a.
2.82
2.51
2.35
2.22

n.a.
0.0192
0.0047
0.0012
0.0030
0.0010

n.a.
n.a.
4.09
3.92
4.00
3.00

Explicit
51
101
201
401

217
833
3565
14 329

51
101
201
401
801
1601

50
100
200
400
800
1600

51
101
201
401
801
1601

50
100
200
400
800
1600

7

8.0037
8.0181
8.0217
8.0226
Implicit
7.9693
8.0026
8.0144
8.0191
8.0211
8.0220
Crank–Nicolson
7.9974
8.0166
8.0213
8.0225
8.0228
8.0229
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results for explicit, implicit, and Crank–Nicolson
methods. Since in this simple case there is not much
of an advantage to using nonuniform grid spacing or
uneven timestep sizes, we simply start with an evenly
spaced grid running from S = 0 to S = 200. We then
refine this grid a number of times, each time by just
inserting a new node halfway between previously
existing nodes. For the implicit and Crank–Nicolson
cases, the number of timesteps is initially set at 50
and doubled with each grid refinement. The number
of timesteps in the explicit case cannot be determined
in this way. In this example, we use the largest stable
explicit timestep size. In order to satisfy the stability criterion (21), the number of timesteps must
increase by roughly a factor of 4 with each grid
refinement. This implies an increase in computational
work of a factor of 8 with each refinement (versus 4
in the cases of both implicit and Crank–Nicolson).
This limits our ability to refine the grid for this
scheme, in that computational time becomes excessive. (This is obviously somewhat dependent on the
particular implementation of the algorithm. In this
case, no particular effort was made to optimize the
performance of any of the methods. It is worth noting, however, that the explicit method with 401 grid
points (and 14 329 timesteps) requires almost triple
the computational time as the implicit method with
1601 grid points and 1600 timesteps.) It also means
that the apparent quadratic convergence indicated in
Table 2 for the explicit case is actually misleading
(the value of 4 in the ‘Ratio’ column would demonstrate second-order convergence if the number of
timesteps was being doubled, not quadrupled). All
of the methods do converge, however, with the rate
for the implicit method being approximately linear
and that for Crank–Nicolson being approximately
quadratic. For this particular example, time truncation error appears to be more significant than spatial
truncation error. Notice how far the implicit method is
away from the other two methods on the coarsest spatial grid. The explicit method does substantially better
on this grid because it takes more than four times as
many timesteps, while Crank–Nicolson does much
better with the same number of timesteps as implicit
because it is second-order accurate in time.
It must be said, however, that for this simple
example, there is no compelling reason to use any of
these methods over the binomial method. Comparing
Tables 1 and 2, we observe that the binomial method
requires 400 timesteps (and thus 401 terminal grid

nodes) to achieve an absolute error of 0.01 (for the
European case), while the explicit method requires
101 nodes (and 833 timesteps). This level of accuracy
is attained by the implicit method with 201 nodes and
200 timesteps, and by the Crank–Nicolson method
with half as many nodes and timesteps. But this
ignores computational time and coding effort. It also
ignores the fact that we only calculate the option
value for a single value of S with the binomial
method, whereas we compute it across the entire
grid for the other techniques. Roughly speaking,
the binomial method takes about the same amount
of CPU time as the implicit method to achieve an
error within 0.01. The Crank–Nicolson method takes
around 75% as much CPU time as these methods,
while the explicit technique takes about than twice
as long. If we are only interested in the option value
for a particular value on the S grid, then the binomial
method performs quite well, and it has the virtue of
requiring far less effort to implement.

Monte Carlo Methods
Monte Carlo methods are based on the Feynman–Kac
solution (4). Originally introduced to the option
pricing literature in [7], they have found wide applicability ever since. An excellent survey may be found
in [9], and we shall rely heavily on it here. The
basic idea is as follows. Recall the stochastic differential equation (1), which models the evolution of
the underlying stock price over time. (Also recall that
for derivative valuation, we replace the real drift rate
µ with the risk free rate r.) We can simulate this
evolution forward in time using the approximation
√
S(t + t) = S(t) + rS(t)t + σ S(t) tZ, (25)
where Z ∼ N (0, 1). This gives us values of S at
t = 0, t, 2t, etc. We carry out this procedure until
we reach the expiry time of the option contract T .
Applying the payoff function to this terminal value
for S gives us one possible realization for the ultimate
value of the option. Now imagine repeating this many
times, building up a distribution of option values at
T . Then, according to (4), we can simply average
these values and discount back to today, at the risk
free interest rate, to compute the current value of the
option. Hedging parameters such as delta and gamma
may be calculated using techniques described in [14].
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It should be noted that for the simple case of
geometric Brownian motion (1), we can integrate to
get the exact solution

S(T ) = S(0) exp

r − σ2
2




√
T + σ T Z , (26)

where once again Z ∼ N (0, 1). This avoids the error
due to the first-order approximation (25). (There are
higher-order approximation schemes, but these are
not commonly used because they involve considerably higher computational overhead. See, for example [40], for a thorough discussion of these methods.)
Unfortunately, exact expressions like (26) are rare.
Monte Carlo simulations produce a statistical estimate of the option value. Associated with it is a
standard error that tends to zero at the rate of M −1/2 ,
where M is the number of independent simulation
runs. Increasing the number of runs by a factor of
10 will thus reduce the standard error by a factor of
a little more than three. An approximate 95% confidence interval for the option value can be constructed
by taking the estimated price plus or minus two standard errors. Observe that when we cannot integrate
the stochastic differential equation exactly (that is, we
must step forward through time as in (25)), there is
an additional approximation error. This is often overlooked, so standard errors in these cases are biased
downwards. (Of course, by reducing the time interval
t in (25), we can reduce this error, but what is commonly done in practice is to fix t at some interval
such as one day and then to keep increasing M.)
In order to obtain more precise estimates, an alternative to simply doing more simulations is to use a
variance reduction technique. There are several possibilities, the simplest being antithetic variates. This
exploits the fact that if Z ∼ N (0, 1), then −Z ∼
N (0, 1). In particular, if V (STi )e−rT denotes the discounted terminal payoff of the contract for the ith
simulation run when STi is evaluated using Zi , then
the standard Monte Carlo estimator of the option
value is
V =

1
M

M

V (STi )e−rT .

(27)

i=1

Now let S̃Ti be the terminal value of the simulated
stock price based on −Zi . Then the estimated option
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value using antithetic variates is
VAV =

1
M

M

i=1

V (STi )e−rT + V (S̃Ti )e−rT
. (28)
2

To calculate the standard error using this method,
observe that Zi and −Zi are not independent. Therefore the sample standard deviation of the M values
of [V (STi )e−rT + V (S̃Ti )e−rT ]/2 should be used.
Another method to drive down the variance is
the control variate technique. Here we draw on the
description in [9], which is more general than typically provided in references. The basic idea is as
follows. Suppose there is another related option pricing problem for which we know the exact answer.
(For example, consider the case in [7] in which the
solution for an option on a stock that does not pay
dividends is used as a control variate for valuing an
option on a stock that does pay dividends.) Denote
the exact value of the related problem by W , and
its estimated value using Monte Carlo as W . Then
the control variate estimator of the option value of
interest is
VCV = V + β(W − W ).

(29)

The intuition is simple: we adjust our estimated
price from standard Monte Carlo using the difference
between the known exact value and its Monte Carlo
estimate. As noted in [9], it is often assumed that
β = 1, but that is not necessarily an optimal, or
even good, choice. To minimize variance, the optimal
value is
β∗ =

Cov(V , W )
Var(W )

.

(30)

This can be estimated via linear regression using
an additional prior set of independent simulations.
Observe that the common choice of β = 1 implicitly
assumes perfect positive correlation.
As a third possibility, importance sampling can
sometimes be used to dramatically reduce variance.
The intuition is easiest for pricing out-of-the-money
options. Consider the example of an out-of-themoney put, with the current stock price above the
strike. Since we simulate forward with a positive
drift, most of the simulated stock price paths will
finish out-of-the-money, contributing nothing to our
estimated option value. In other words, much of our
computational effort will be wasted. Alternatively, we
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can change the drift in our simulations, so that more
of them will finish in-the-money. Provided we appropriately weight the result using a likelihood ratio, we
i,µ
will get the correct option value. In particular, let ST
be the terminal stock price using a different drift rate
µ. Then
VIS =

1
M

M

V (ST )e−rT Li ,
i,µ

(31)

i=1

where Li is the likelihood ratio. In the case of
geometric Brownian motion,

 2

i,µ (r−µ)/σ
(µ − r 2 )T
ST
Li =
exp
S0
2σ 2


(r − µ)T
× exp
,
(32)
2
where S0 is the current stock price. (We note that the
expression given on p. 1284 of [9] is not correct as it
omits the second term involving the exponential function.) Note that we can also change the volatility, or
even the distribution function itself, provided that the
new distribution has the same support as the old one.
There are several other possibilities, including
moment matching, stratified sampling, and low-discrepancy sequences. In the latter, the ‘random’ numbers are not random at all, rather they are generated in a particular deterministic fashion, designed
to ensure that the complete probability space is
always covered in a roughly uniform fashion, no matter how many draws have been made. (Of course,
any computer-based random number generator will
not produce truly random numbers, but it is the
uniformity property that distinguishes low discrepancy sequences.) Low discrepancy sequences can be

particularly appealing in certain cases because they
offer the potential for convergence at a rate proportional to M −1 , rather than M −1/2 as for standard
methods. Detailed descriptions of low discrepancy
sequences and other techniques may be found in
sources such as [4, 9, 36, 38].
Table 3 contains some illustrative results for our
European put example using basic Monte Carlo, antithetic variates, a control variate, and importance sampling. The control variate used was the actual stock
price itself, which has a present discounted value
equal to the current stock price. We estimate β using
an independent set of M/10 runs in each case. The
calculated values of β were close to −0.25 for each
value of M. In the case of importance sampling,
we simply change to another geometric Brownian
motion with a new drift of µ = −0.10, keeping the
same volatility. Estimated values and standard errors
are shown for values of M ranging from one thousand, by factors of 10, up to one million. It is easy
to observe the convergence at a rate of M −1/2 in
Table 3, as the standard errors are reduced by a factor
of around three each time M is increased tenfold. On
this simple problem, it seems that antithetic variates
works about as well as importance sampling, with the
control variate technique doing relatively poorly (of
course, this could be improved with a better choice
of control variate).
The main virtues of Monte Carlo methods are their
intuitive appeal and ease of implementation. However, for simple problems such as the one considered
here, they are definitely inferior to alternatives such as
the binomial method or more sophisticated numerical
PDE techniques. This is because of their relatively
slow convergence rate. However, as will be noted
below, there are situations in which Monte Carlo
methods are the only methods that can be used.

Table 3 Illustrative results for Monte Carlo methods for a European put option. The parameters are S = K = 100,
r = 0.08, T = 1 year, and σ = 0.30. The exact value is 8.0229. The control variate technique used the underlying stock
price as a control. The parameter β in (29) was estimated using a separate set of simulations, each with 1/10th of the
number used for the calculations reported here. The importance sampling method was used with a drift of µ = −0.10 and
a volatility of σ = 0.30
Basic Monte Carlo

Antithetic variates

Control variates

Importance sampling

No. of
simulations

Value

Std. error

Value

Std. error

Value

Std. error

Value

Std. error

1000
10 000
1 00 000
1 000 000

7.4776
8.0019
8.0069
8.0198

0.3580
0.1187
0.0377
0.0120

7.7270
7.9536
8.0243
8.0232

0.1925
0.0623
0.0198
0.0063

7.5617
7.9549
8.0198
8.0227

0.2514
0.0809
0.0257
0.0082

8.0417
8.0700
8.0107
8.0190

0.2010
0.0635
0.0202
0.0064
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Two other observations are worthy of note. First,
in many cases it is possible to achieve enhanced
variance reduction by using combinations of the
techniques described above. Second, we have not
described how the random numbers are generated.
Details about this can be found in sources such as
[36, 46].

Some Considerations in More Complex
Situations
The discussion thus far has been intended to convey
in some detail the types of methods generally available, but it has been almost entirely confined to the
simple case of standard European style equity options
on a single underlying asset. We now examine some
of the factors that affect the implementation of the
methods in a variety of more complicated settings.
We begin by considering American options. We
briefly described a procedure for valuing these earlier
in the case of the binomial method. Obviously, the
same procedure could be used for any type of numerical PDE method; given our knowledge of the solution
at the next time level (since we are solving backwards
in time), we know the value of the option if it is not
exercised. We can compare this with its value if it
were to be exercised and take the higher of these two
possibilities at each node. While this procedure works
fairly well in terms of calculating accurate prices in
an efficient manner, it is not without flaws. These are
easiest to describe in the numerical PDE context. The
method sketched above involves advancing the solution from one time level to the next, and then applying
the constraint that the solution cannot fall below
its value if the option were immediately exercised.
An alternative is to solve the linear equation system subject to the constraint rather than applying the
constraint afterwards. This imposes some additional
computational overhead, since we are now solving a
(mildly) nonlinear problem. Various techniques have
been proposed for doing this (see [20, 22, 25], and
references therein). This kind of approach has the
following advantage. Consider the ‘smooth-pasting’
condition, which says that the delta of an American
option should be continuous. This does not hold at the
early exercise boundary, if we do not solve the system
subject to the early exercise constraint. Consequently,
estimates of delta and gamma can be inaccurate near
the exercise boundary, if we follow the simple procedure of applying the constraint after the system is
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solved. While in the numerical PDE context, it is
worth reemphasizing our earlier observation that it is
not possible, in general, to attain convergence at a
second-order rate, using an algorithm with constant
timesteps [25]. Intuitively, this is because near the
option’s expiry the exercise boundary moves very
rapidly, so small timesteps are needed. Techniques
for achieving this speed of convergence include using
the automatic timestep size selector described above
from [37], as proposed in [25], or a suitably modified version of the adaptive mesh scheme described
in [24].
The use of Monte Carlo methods for American
options is more complicated. This was long thought
to be an impossible task. The basic reason is that
we must simulate forward in time. As we do so,
we know at any point in time and along any path
what the immediate exercise value is, but we do not
know what the value of holding onto the option is
(observe the contrast with numerical PDE methods
where we solve backwards in time, so we do know
the value of keeping the option alive). In recent
years, however, there has been considerable progress
towards devising ways of handling early exercise
constraints using simulation. This literature started
with a path-bundling technique in [54]. While this
first attempt was not very successful, it did provide
an impetus for several other efforts [5, 15, 17, 41, 48,
50]. Most of these provide a lower bound for the true
American option price due to an approximation of
the optimal exercise policy. Exceptions include [15],
in which algorithms are derived that compute both
upper and lower bounds, and [50]. A comparison of
several approaches can be found in [27].
Dividends need to be treated in one of two
ways. If the underlying asset pays a continuous dividend yield q, then for a Monte Carlo method we
simply need to change the drift from r to r − q. The
analogue in the numerical PDE context is to change
the rSVS term in (3) to (r − q)SVS . Of course, the
same idea applies in various other contexts (e.g. q is
the foreign risk free rate in the case of options on
foreign exchange). If the dividend paid is a specified amount of cash at a discrete point in time, we
need to specify the ex-dividend price of the stock.
By far, the most common assumption is that the
stock price falls by the full amount of the dividend.
This is easy to handle in Monte Carlo simulation,
where we are proceeding forward in time, but a little more complicated for a numerical PDE method.
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The reason is that as time is going backwards, we
need to enforce a no-arbitrage condition that says that
the value of the option must be continuous across
the dividend payment date [56]. If t + indicates the
time right after the dividend D is paid, and t − is
the time right before, then V (S, t − ) = V (S − D, t + ).
This will usually require some kind of interpolation, as S − D will not typically be one of our grid
points.
Discontinuous payoffs such as digital options
can pose some difficulty for Monte Carlo methods,
if hedging parameters are calculated in certain
ways [14] (convergence will be at a slower rate).
On the other hand, it has been argued that such
payoffs pose more significant problems for numerical
PDE (and binomial tree) methods, in that the rate
of convergence to the option price itself will be
reduced [31]. Crank–Nicolson methods will also be
prone to oscillations near discontinuities, unless very
small timesteps are taken. However, there is a
fairly simple cure [45]. Following Rannacher [47],
if we (a) smooth the payoff function via an l2
projection; and (b) take two implicit timesteps
before switching to Crank–Nicolson, we can restore
quadratic convergence. This does not guarantee that
oscillations will not occur, but it does tend to preclude
them. (For additional insurance against oscillations,
we can take more than two implicit timesteps. As
long as the number of these is fairly small, we
will converge at a second-order rate.) We will refer

to this as the Rannacher procedure. To illustrate,
consider the case of a European digital call option
paying 1 in six months, if S > K = 100 with r =
0.05 and σ = 0.25. Table 4 shows results for various
schemes. If we use Crank–Nicolson with a uniform
S grid and constant timesteps, we get slow (linear)
convergence. However, this is a situation in which
it is advantageous to place a lot of grid nodes near
the strike because the payoff changes discontinuously
there. If we try this, though, we actually get very
poor results. The reason, as shown in the left panel
of Figure 3, is a spurious oscillation near the strike.
Of course, the results for the derivatives of the value
(delta and gamma) are even worse. If we keep the
variable grid, and use the Rannacher procedure with
constant timesteps, Table 4 shows excellent results.
It also demonstrates that the use of an automatic
timestep size selector provides significant efficiency
gains, as we can achieve basically the same accuracy
with about half as many timesteps. The right panel
of Figure 3 shows the absence of oscillations in this
particular case when this technique is used. It is also
worth noting how costly an explicit method would
be. Even for the coarsest spatial grid with 121 nodes,
the stability restriction means that more than 5000
timesteps would be needed.
Barrier options can be valued using a variety of
techniques, depending on whether the barrier is presumed to be monitored continuously or discretely.
The continuous case is relatively easy for a numerical

Table 4 Illustrative results for numerical PDE methods for a European digital call option. The
parameters are S = K = 100, r = 0.05, T = 0.5 years, σ = 0.25. The exact value is 0.508 280
No. of
grid nodes

No. of
timesteps

Value

No. of
grid nodes

No. of
timesteps

Value

Crank–Nicolson, uniform S grid,
constant timestep size

Crank–Nicolson, nonuniform S grid,
constant timestep size

101
50
0.564 307
201
100
0.535 946
401
200
0.522 056
801
400
0.515 157
1601
800
0.511 716
Rannacher procedure, nonuniform S grid,
constant timestep size

121
50
0.589 533
241
100
0.588 266
481
200
0.587 576
961
400
0.587 252
1921
800
0.587 091
Rannacher procedure, nonuniform S grid,
automatic timestep size selector

121
241
481
961
1921

50
100
200
400
800

0.508 310
0.508 288
0.508 282
0.508 281
0.508 280

121
241
481
961
1921

26
48
90
176
347

0.508 318
0.508 290
0.508 283
0.508 281
0.508 280
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European Digital Call Option Value
0.75
0.7
0.65

Option Value

0.6
0.55
0.5
0.45
0.4
0.35
0.3
0.25
90

92

94

96

98

100 102
Asset Price
(a)

104

106

108

110

106

108

110

European Digital Call Option Value
0.75
0.7
0.65

Option Value

0.6
0.55
0.5
0.45
0.4
0.35
0.3
0.25
90

92

94

96

98

100 102
Asset Price
(b)

104

Figure 3 European digital call option value. Left: Crank–Nicolson using a nonuniform spatial grid with constant timesteps;
Rannacher procedure using a nonuniform spatial grid with automatic timestep size selector. The parameters are K = 100,
r = 0.05, T = 0.5 years, σ = 0.25. Circles depict the analytic solution, the numerical solution is shown by the solid lines
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PDE approach, since we just have to apply boundary conditions at the barrier. However, it is a little
trickier for a Monte Carlo approach. This is because,
as we simulate forward in time using (25), a systematic bias is introduced, as we do not know what
happens during the time intervals between sampling
dates (that is, a barrier could be breached within a
timestep). This implies the we overestimate prices
for knock-out options and underestimate prices of
knock-in options. Techniques for correcting this are
discussed in [3, 16]. This is more of an academic
issue than a matter of practical concern, though, as
the overwhelming majority of barrier options feature
discrete monitoring. In this case, Monte Carlo simulations are unbiased (provided that sampling dates
for our simulations coincide with barrier observation
times) but slow to converge. There are several papers
dealing with adaptations of binomial and trinomial
trees to handle barrier options [11, 12, 19, 24, 49].
Basically, all of these papers struggle with the issue
that a fine grid is required near a barrier, and this
then requires an enormous number of timesteps due
to the tight coupling of grid spacing and timestep
size in an explicit type of method. Of course, implicit
or Crank–Nicolson methods do not suffer from this
and can easily be used instead [62]. Note that we
have to apply the Rannacher procedure described
above at each barrier observation date if we want
to have quadratic convergence because a discontinuity is introduced into the solution at every monitoring
date.
Path-dependent options are an application for
which Monte Carlo methods are particularly well
suited. This is because we know the history of any
path as we simulate it forward in time. Standard
examples include Asian options (which depend on
the average value of the underlying asset over time),
look-back options (which depend on the highest or
lowest value reached by the underlying asset during
a period of time), and Parisian-style options (which
depend the length of time that the underlying asset
is within a specified range). We simply need to
track the relevant function of the stock price history
through the simulation and record it at the terminal
payoff date. One minor caveat is that the same issue
of discretization bias in the case of continuously
monitored barrier options also occurs here if the
contract is continuously monitored (again, this is
not of paramount practical relevance as almost all
contracts are discretely monitored). Also, note that

Asian options offer a very nice example of the
effectiveness of the control variate technique. As
shown in [39], using an option with a payoff based on
the geometric average (which has an easily computed
analytic solution) as a control, sharply reduces the
variance of Monte Carlo estimates of options with
payoffs based on the arithmetic average (which does
not have a readily calculable analytic formula).
However, Monte Carlo methods are relatively
slow to converge, and, as noted above, not easily
adapted to American-style options. On the other
hand, numerical PDE and tree-based methods are
somewhat problematic for path-dependent options.
This is because as we solve backwards in time,
we have no knowledge of the prior history of the
underlying stock price. A way around this is to
use a state augmentation approach. A description of
the general idea can be found in [56]. The basic
idea can be sketched as follows, for the discretely
monitored case. (The continuously monitored case
is rare, and results in a two dimensional PDE
problem with no second-order term in one of the
dimensions [56]. Such problems are quite difficult
to solve numerically. See [58] for an example in
the case of continuously observed Asian options.)
Consider the example of a Parisian knock-out option,
which is like a standard option but with the proviso
that the payoff is zero if the underlying asset price S is
above a specified barrier for a number of consecutive
monitoring dates. In addition to S, we need to define
a counter variable representing the number of dates
for which S has been over the barrier. Since this
extra variable can only change on a monitoring date,
in between monitoring dates we simply solve the
usual PDE (3). In fact, we have to solve a set of
problems of that type, one for each value of the
auxiliary variable. At monitoring dates, no-arbitrage
conditions are applied to update the set of pricing
equations. Further details can be found in [55]. This
idea of solving a set of one-dimensional problems
can obviously rely on any particular one-dimensional
solution technique. If binomial trees are being used,
the entire procedure is often referred to as a ‘binomial
forest’. Similar ideas can be applied to look-back
or Asian options [35, 59]. In the case of Asian
options, the auxiliary variable is the average value
of the underlying asset. Because the set of possible
values for this variable grows very fast over time, we
generally have to use a representative set of possible
values and interpolation. This needs to be done with
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care, as an inappropriate interpolation scheme can
result in an algorithm that can diverge or converge to
an incorrect answer [26]. It should be noted that not
all path-dependent pricing problems can be handled
in this fashion. HJM [29] models of the term structure
of interest rates, do not have a finite-dimensional PDE
representation, except in some special cases. Neither
do moving window Asian options (where the average
is defined over a rolling period of, e.g. 30 days). The
only available technique, in these cases, is Monte
Carlo simulation.
Multidimensional derivative pricing problems are
another area where Monte Carlo methods shine. This
is because the computational complexity of PDE
or tree type methods grows exponentially with the
number of state variables, whereas Monte Carlo
complexity grows linearly. The crossover point is
usually about three: problems with three or fewer
dimensions are better handled using PDE methods, higher dimensional problems are more suited
to Monte Carlo methods (in fact, they are basically
infeasible for PDE methods). There are no particular complications to using Monte Carlo in higher
dimensions, except for having to handle correlated
state variables appropriately [36]. Of course, reasons
of computational efficiency often dictate that variance reduction techniques become very important.
In this regard, low-discrepancy sequences are frequently the preferred alternative. For numerical PDE
methods in general, pricing problems in more than
one dimension are better handled using finite element or finite volume methods because they offer
superior grid flexibility compared to finite differences [60]. Also, when using Crank–Nicolson or
implicit methods, the set of equations to be solved
is no longer tridiagonal, though it is sparse. This
requires more sophisticated algorithms [46]. It should
be observed that there have been several attempts
to generalize binomial/trinomial type explicit methods to higher dimensions (e.g. [8, 10, 18, 34, 42]).
The fundamental issue here is that it is quite difficult
in general to extend (to higher than one dimension) the idea of having a scheme with positive
coefficients that sum to one, and hence can be interpreted as probabilities. The source of the difficulty
is correlation, and often what is proposed is some
form of transformation to eliminate it. While such
schemes can be devised, it should be noted that
it would be very difficult to accomplish this for
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pricing problems, where a particular type of spatial grid is required, such as barrier options. Moreover, the effort is in one sense unnecessary. While
positivity of coefficients is a necessary and sufficient condition for the stability of an explicit method
in one dimension, it is only a sufficient condition in higher than one dimension; there are stable
explicit schemes in higher dimensions with negative
coefficients.
Finally, although our discussion has been in the
context of geometric Brownian motion, the same
principles and ideas carry over to other contexts.
One of the advantages of numerical methods (whether
Monte Carlo or PDE) is their flexibility in handling
different processes for the underlying state variables.
It is fairly easy to adapt the methods considered
here to other types of diffusion processes such as
stochastic volatility models [30], implied volatility
surfaces [2], or constant elasticity of variance models [13]. More difficulties arise in the case of mixed
jump-diffusion processes. There has not been a lot of
work in this area. PDE type methods for American
options have been developed in [1, 57]. Simulation
techniques for pricing barrier options in this context
are considered in [44].

Conclusions and Recommended Further
Reading
The field of pricing derivative instruments using
numerical methods is a large and confusing one, in
part because the pricing problems vary widely, ranging from simple one factor European options through
American options, barrier contracts, path-dependent
options, interest rate derivatives, foreign exchange
derivatives, contracts with discontinuous payoff functions, multidimensional problems, cases with different assumptions about the evolution of the underlying
state variables, and all kinds of combinations of
these items. The suitability of any particular numerical scheme depends largely on the context. Monte
Carlo methods are the only practical alternative for
problems with more than three dimensions, but are
relatively slow in other cases. Moreover, despite significant progress, early exercise remains problematic
for simulation methods. Numerical PDE methods are
fairly robust but cannot be used in high dimensions.
They can also require sophisticated algorithms for
solving large sparse linear systems of equations and
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are relatively difficult to code. Binomial and trinomial
tree methods are just explicit type PDE methods that
work very well on simple problems but can be quite
hard to adapt to more complex situations because of
the stability limitation tying the timestep size and
grid spacing together. In addition to the references
already cited here, recent books such as [51–53] are
fine sources for additional information.
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Derivative Securities
There are three main types of derivative securities,
namely futures, options, and swaps. Derivative securities are assets whose value depends on the value
of some other (underlying) asset and their value is
derived from the value of this underlying asset. A
key feature of futures and options is that the contract
calls for deferred delivery of the underlying asset (e.g.
AT&T shares), whereas spot assets are for immediate
delivery (although in practice, there is usually a delay
of a few days). Derivative securities can be used by
hedgers, speculators, and arbitrageurs [6, 8].
Derivatives often receive a ‘bad press’ partly
because there have been some quite spectacular
derivatives losses. Perhaps the most famous are the
losses of Nick Leeson who worked for Barings Bank
in Singapore and who lost $1.4 bn when trading
futures and options on the Nikkei-225, the Japanese
stock index. This led to Barings going bankrupt.
More recently in 1998, Long Term Capital Management (LTCM), a hedge fund that levered its trades
using derivatives had to be rescued by a consortium of banks under the imprimatur of the Federal
Reserve Board. This was all the more galling since
Myron Scholes and Robert Merton, two academics
who received the Nobel Prize for their work on
derivatives were key players in the LTCM debacle.
The theory of derivatives is a bit like nuclear physics.
The derivative products that they have spawned can
be used for good but they can also be dangerous, if
used incorrectly.
Trading in derivative securities can be on a
trading floor (or ‘pit’) or via an electronic network of traders, within a well-established organized
market (e.g. with a clearing house, membership
rules, etc.). Some derivatives markets – for example,
all FX-forward contracts and swap contracts – are
over-the-counter (OTC) markets where the contract
details are not standardized but individually negotiated between clients and dealers. Options are traded
widely on exchanges but the OTC market in options
(particularly ‘complex’ or ‘exotic’ options) is also
very large.

Forwards and Futures
A holder of a long (short) forward contract has an
agreement to buy (sell) an underlying asset at a

certain time in the future for a certain price that is
fixed today. A futures contract is similar to a forward
contract. The forward contract is an over-the-counter
(OTC) instrument, and trades take place directly
(usually over the phone) for a specific amount and
specific delivery date as negotiated between the two
parties. In contrast, futures contracts are standardized
(in terms of contract size and delivery dates), trades
take place on an organized exchange and the contracts
are revalued (marked to market) daily. When you
buy or sell a futures contract, on say cocoa, it is
the ‘legal right’ to the terms in the contract that is
being purchased or sold, not the cocoa itself (which
is actually bought and sold in the spot market for
cocoa). Although, as we shall see, there is a close
link between the futures price and the spot price (for
cocoa), they are not the same thing!
Futures contracts are traded between market makers in a ‘pit’ on the floor of the exchange, of which the
largest are the Chicago Board of Trade (CBOT), the
Chicago Mercantile Exchange (CME) and Philadelphia Stock Exchange (PHSE). However, in recent
years there has been a move away from trading by
‘open outcry’ in a ‘pit’ towards electronic trading
between market makers (and even more recently over
the internet). For example, the London International
Financial Futures Exchange (LIFFE) is now an electronic trading system as are the European derivatives
markets, such as the French MATIF and the German
EUREX.
Today there are a large number of exchanges that
deal in futures contracts and most can be categorized as either agricultural futures contracts (where
the underlying ‘asset’ is, for example, pork bellies,
live hogs, or wheat), metallurgical futures (e.g. silver)
or, financial futures contracts (where the underlying
asset could be a portfolio of stocks represented by
the S&P500, currencies, T-Bills, T-Bonds, Eurodollar
deposits rates, etc.). Futures contracts in agricultural
commodities have been traded (e.g. on CBOT) for
over 100 years. In 1972, the CME began to trade currency futures, while the introduction of interest rate
futures occurred in 1975, and in 1982, stock index
futures (colloquially known as ‘pinstripe pork bellies‘) were introduced. More recently weather futures,
where the payoff depends on the average temperature (in a particular geographical area) have been
introduced. The CBOT introduced a clearing-house
in 1925, where each party to the contract had to place
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‘deposits’ into a margin account. This provides insurance if one of the parties defaults on the contract.
The growth in the volume of futures trading since
1972 has been astounding: from 20 million contracts
per year in 1972 to over 200 million contracts in the
1990s on the US markets alone [6, 8].
Analytically, forwards and futures can be treated
in a similar fashion. However, they differ in some
practical details. Forward contracts (usually) involve
no ‘up front’ payment and ‘cash’ only changes hands
at the expiry of the contract. A forward contract is
negotiated between two parties and (generally) is not
marketable. In contrast, a futures contract is traded in
the market and it involves a ‘down payment’ known
as the initial margin. However, the initial margin
is primarily a deposit to ensure both parties to the
contract do not default. It is not a payment for the
futures contract itself. The margin usually earns a
competitive interest rate so it is not a ‘cost’. As the
futures price changes, then ‘payments’ (i.e. debits and
credits) are made into (or out of) the margin account.
Hence, a futures contract is a forward contract that is
‘marked to market’, daily.
Because the futures contract is marketable, the
contracts have to be standardized for example, by
having a set of fixed expiry (delivery) dates and a
fixed contract size (e.g. $100 000 for the US T-Bond
futures on IMM in Chicago). In contrast, a forward
contract can be ‘tailor-made’ between the two parties
to the contract, in terms of size and delivery date.
Finally, forward contracts almost invariably involve
the delivery of the underlying asset (e.g. currency)
whereas futures contracts can be (and usually are)
closed out by selling the contract prior to maturity.
Hence with futures, delivery of the underlying asset
rarely takes place.
As we shall see, the price of a futures contract is
derived from the price of the underlying asset, and
changes in the futures price move (nearly) one-forone with changes in the price of the underlying spot
asset. It is this property that allows futures to be used
for hedging. Here is a simple example. Suppose it is
January and you know that you will come into some
money in one year’s time and in December you will
want to invest in shares of AT&T. If you do nothing
and wait, then the shares might rise in value from
their current level of S = $100 and they will cost
more when you came to buy them next December.
You currently have a risky or ‘naked’ position.

How can a futures contract help to remove the
risk? On 1st January, suppose you buy (or ‘go long’)
a December forward/futures contract on AT&T at a
(futures) ‘delivery price’ of F0 = 101. This means
that you have entered into an agreement to buy 1share of AT&T, next December, at an agreed price
of 101. Note that no money changes hands today –
only next December. So today, you have ‘locked in’
the price and hence removed any ‘price risk’ between
now and next December, providing you hold the
futures contract to maturity. Of course, if the price
of AT&T on the stock market falls over the next
year to, say $95, then you will have wished you had
not entered the futures contract. But this is of no
consequence, since in hindsight you can always win!
Your aim in January was to remove risk by using
the futures contract and this is exactly what you have
accomplished [2, 17].
Note that above you were the buyer of the futures
but where there is a buyer, there is always a ‘seller’.
The seller of the futures has agreed to supply you with
one share of AT&T, next December, at the agreed
delivery price F0 = 101. The futures exchange keeps
track of the buyers and the (equal number of) sellers.
Now consider another example of hedging with
futures, known as a ‘short hedge’. You are a pension
fund manager holding AT&T stocks in January and
you have a known lump sum pension payment next
December. You could remove the ‘price risk’ by selling (‘shorting’) a December futures contract today,
at F0 = $101. You would then be assured of selling
your AT&T shares at $101 per share, next December
via the futures market, even if the price of the shares
on the stock market were below $101.
How can you speculate with futures? The first
thing to note is that the price of any derivative
security, such as a futures contract, is derived from
the value of the underlying asset. So, between January
and December, the price of your futures contract will
change minute-by-minute. The delivery price of F0 =
$101 only applies if you hold the contract to maturity.
In fact, over any short period, the change in price of
your futures contract on AT&T will (approximately)
equal the change in price of the ‘underlying’ AT&T
share, on the stock market. Knowing this, speculation
is easy. You follow the golden rules, either you ‘buy
low–sell high’ or ‘sell high–buy low’.
For example, in January, if you think the price
of AT&T on the stock market will rise from $100
to $110 by the end of the month, then you will buy a
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December futures contract at say F0 = $101 today. If
your prediction turns out to be correct, you will sell
(i.e. ‘close out’) the December futures for F1 = $111
at the end of the month, making a profit of $10. Note
that speculation involved buying and then selling the
futures contract prior to maturity and not buying and
selling the actual AT&T share. Why? Well, if you
had purchased the actual share, it would have cost
you $100 of your own money and you would have
made $10. But buying the futures contract for $101
requires no money up front and yet you still make $10
profit! Which would you prefer? This ‘something for
nothing’ is called leverage. What about delivery in
the futures contract? Well, if you buy and then sell
a December futures contract, the exchange ‘cancels
out’ any delivery requirements and none will take
place at maturity. Hence somewhat paradoxically, as
a speculator using futures, you ‘buy what you don’t
want and sell what you don’t own’ and you actually
never ‘touch’ the shares of AT&T. This is a rather
remarkable yet useful result.
One caveat here. Note that if the share price of
AT&T had fallen over the next month by say $10
then so would the futures price. Therefore, you would
have bought the December futures at $101 and sold
at $91 and the $10 ‘paper loss’ would result in you
having to have to send a cheque for $10 to the futures
exchange. In fact, in practice, the clearing-house will
simply deduct the $10 from your margin account. So,
speculation with futures is ‘cheap but dangerous’.

Options
There are now many markets on which option contracts are traded and the largest exchange for trading
(individual) stock options is the Chicago Board of
Trade (CBOT). The growth in the use of options
markets since 1973 has been quite phenomenal. In
the 1970s, markets for options developed in foreign
currencies and by the 1980s there were also options
markets on stock indices (such as the S&P500 and the
FTSE100), on T-Bonds and interest rates [7, 10–12],
as well as options on futures contracts (futures
options) and options on swaps (swaptions). Some
more complex options, generically termed exotics are
usually only sold in the OTC market.
There are two basic types of options: calls and
puts (which can either be American or European).
The holder of a European option can buy or sell
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the underlying asset only on the expiry date but the
holder of an American option can also exercise the
option before the expiry date (as well as sell it on to
a third party). All option contracts can be re-sold to
a third party, at any time prior to expiration – this is
known as closing out or reversing the contract.
How are options different from futures contracts?
The key difference is that an option contract allows
you to benefit from any ‘upside’, while providing
insurance against the ‘downside’. For example, if in
January, you buy a December call option on AT&T,
this gives you the right (but not the obligation) to
purchase one AT&T share next December for a fixed
price, known as the strike price, K = 100 say. For
this privilege or ‘option’, you have to pay an amount
today that is the call premium (price).
Suppose as above, you want to purchase AT&T
shares in one year’s time and you are worried that
share prices will rise over the coming year, making
them more expensive. A call option with one year
to maturity can be used to provide insurance [6, 8].
If the actual spot price of AT&T on the NYSE next
December turns out to be 110, then you can ‘exercise’
your option by taking delivery (on the CBOE) of
the share underlying your call option and paying
K = $100 (to the seller of the option, who is known
as ‘the writer’ of the option). So you have ‘locked
in’ an upper price K = $100. On the other hand,
if the stock price in December turns out to be $90
then you simply ‘walk away’ from the contract, since
you would not want to buy the stock for K = $100
in the option contract, when you could purchase the
AT&T stock on the NYSE, at the lower price of $90.
Hence, by paying the relatively small call premium of
C = $3 you have obtained ‘insurance’: the maximum
price you will pay in December is K = $100. But
you also have ‘the option’ to purchase at a lower
price directly from the stock market if the price of
AT&T falls. Note that this is a different outcome
than when hedging with futures, where you cannot
take advantage of any fall in the price of AT&T in
the stock market, since you are locked into the futures
price.
The payoff at maturity to holding one long call is:
 = Max(0, ST − K) − C
= ST − K − C

for ST > K

= −C

for ST < K

(1)
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The payoff to the seller (writer) of the call is the
mirror image of that for person holding a long call:
 = (−1)[Max(0, ST − K) − C]

(2)

How about speculation using a call? Clearly you
will buy a call if you think stock prices will rise
over the coming year. If your guess is correct and
in December the price of AT&T is $110 then you
exercise the call option, take delivery of the stock
after paying K = $100 and then immediately sell the
AT&T stock in the stock market for $110, making
a $10 profit. This profit of $10 on the call was on
an initial outlay of a mere C = $3. This is much
better than an outlay of $100 had you speculated by
buying AT&T in January, on the stock market. This
is leverage again. But for the speculator ‘things are
going to get even better’. If your guess is wrong and
the price of AT&T falls to, say, $90, then all you
have lost is the call premium of $3. So, when using a
call option for speculation, your downside is limited,
but your upside potential is limitless (e.g. if the stock
price rises by a large amount). What more could you
want? When buying AT&T in the stock market or
in the futures market, you could ‘lose your shirt’ if
stock prices fall, but when using a call the most you
can lose is the known call premium. Calls therefore,
are really good for speculation as well as for limiting
(i.e. insuring) the cost of your future share purchases.
What about a put contract? A put contract on
AT&T gives the holder the right to sell 1-share of
AT&T in December at the strike price K = $100,
regardless of where the stock price of AT&T ends
up in December. Hence the put provides a floor level
for the selling price of the stock (i.e. this is insurance
again). This is extremely useful for investors who
have to sell shares in 1year’s time. For this privilege,
you have to pay the put premium. But again, things
can get better. If stock prices rise to $110, then you
will not exercise the put but you will sell your AT&T
shares for $110 in the stock market.
The payoff to holding one long put is:
 = (+1)[Max(0, K − ST ) − P ]
= K − ST − P

for ST < K

= −P

for ST ≥ K

(3)

Hence the payoff to holding one written put is (the
mirror image to that of holding a long put):
 = (−1)[Max(0, K − ST ) − P ]

(4)

If you are a speculator, then you will buy a put
contract if you think the price of AT&T will fall
below K = $100 by December. If your guess is
correct and say S = $90 in December then you will
buy 1 AT&T share in the stock market for $90 and
immediately sell it via the put contract for K = $100,
making a profit of $10. On the other hand, if you
guess incorrectly and the price of AT&T rises to
$110 by December, then you will not exercise the
put and all you will have lost is the relatively small
put premium of P = $2 (say).

Closing Out
So far we have assumed you hold the option to
maturity (expiration), but usually a speculator holding a long call reaps a profit by closing out (or
‘reversing’) his long position, by shorting (selling)
the call option prior to expiration. As we shall see,
the famous Black-Scholes [1] option pricing formula
shows that the call premium from minute to minute
is positively related to the price of the underlying
stock S – although the relationship is not linear. If
stock prices rise, so will the call premium from say
C0 = $3 to C1 = $4. Hence when she closes out (i.e.
sells) her option prior to expiry, she will receive
C1 = $4 from the counterparty to the deal (i.e. the
purchaser). She therefore makes a speculative profit
of $1 (=$4 − $3), the difference between the buying and selling price of the call. ‘The long’ obtains
her cash payment via the clearing-house. Conversely,
if the stock price falls after she has purchased the
call for C0 = $3, then the call premium will now be
below $3 and when she sells it (i.e. closes out) she
will make a loss on the deal. Thus a naked position
in a long call, held over a short horizon can be very
risky (although the most you can loose is still only
the call premium, which here is C0 = $3).

Other Options
‘Plain vanilla options’ are those that have a payoff at
maturity that depends only on the value of the underlying asset at maturity, ST . Nevertheless, these plain
vanilla options can be combined to give quite complex payoffs at maturity and this is often referred to
as ‘financial engineering’. Some options have payoffs
that may depend not only on the final value of the
underlying ST but also on the path of the underlying
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asset between 0 and T – options with complex payoff
are known as exotic options.
Consider a caplet which is a call option that pays
off max[rT − Kcap , 0] where rT is the interest rate at
the expiration of the option contract and Kcap is the
strike (interest) rate. Clearly, a caplet can be used to
speculate on a future rise in interest rates. However,
let us consider how it can be used to insure you
against interest rate rises. Suppose in January interest
rates are currently at 10%. You decide to purchase a
caplet with Kcap = 10% that expires in March. Then
in March if interest rates turn out to be 12%, the
caplet payoff is 2%. The cap contract also includes a
notional principal amount of say $1m and hence the
payoff would be $20 000. If in January you know you
will be taking out a loan of $1m in March and you
are worried that interest rates will rise, then you could
‘lock in’ a maximum rate of Kcap = 10% by buying
the caplet. In March if rT = 12% then your loan costs
you 2% more as interest rates have risen, but the
caplet provides a cash payoff of 2% to compensate
for this higher cost. But things can get even better. If
in March interest rates have fallen to 8%, then you
can just ‘walk away’ (i.e. not exercise) the caplet
and simply borrow at the current low spot rate of
8%. Hence, once again options allow you to insure
yourself against adverse outcomes (i.e. high interest
rates) but allow you to benefit from any ‘upside’ (i.e.
low interest rates). For this privilege, you pay a caplet
premium ‘up front’ (i.e. in January).
If your loan has a number of reset dates for the
interest rate payable (i.e. it is a floating rate loan),
then you can insure your loan costs by buying a series
of caplets, each with an expiry date that matches the
reset dates on your loan. A set of caplets is called a
cap. Financial institutions will ‘design’ and sell you
a cap in the OTC market. (Caps are not traded on an
exchange).
A floorlet has a payoff equal to max[Kfl − rT , 0]
and is therefore a long put on interest rates. Clearly,
if you are a speculator and think interest rates are
going to fall below Kfl in three months’ time, then
you can make a profit if you are long the floorlet.
Alternatively, if you are going to place money on
deposit in, say, three months’ time and you are
worried that interest rates will fall, then a long floorlet
will ensure that the minimum you earn on your
deposits will be Kfl = 8% say. If interest rates turn
out to be rT = 7% in three months time, you exercise
the floorlet and earn a profit of 1%, which when added
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to the interest on your deposit of rT = 7%, implies
your overall return is 8%. If interest rates turn out to
be 9% say, then you would not exercise the floorlet
(since it is out-of-the-money) but simply lend you
money at the current interest rate of 9%. A floor is
a series of floorlets, with different maturity dates and
can be used to insure your investment in the deposit
account where interest rates on the latter are reset
periodically (e.g. every 6 months).
Finally, the combination of a long cap with Kcap =
10% and a long floor with Kfl = 8% is known as
a collar. This is because if you have a floating rate
loan and you then also purchase a collar, the effective
interest rate payable on the loan cannot go above 10%
nor fall below 8% – so the effective interest payable
is constrained at an upper and lower level.
Asian options have a payoff that is based on the
average price over the life of the option and is
therefore a path dependent option. An Asian (average price) call option has a payoff that depends on
max[Sav − K, 0] where Sav is the average price over
the life of the option. So, an Asian average price currency option would be useful for a firm that wants to
hedge the average level of its future sales in a foreign
currency. The firm’s foreign currency monthly sales
may fluctuate over the year, so an Asian option is a
cheap way to hedge, rather than purchasing options
for each of the prospective monthly cash flows.
Another type of exotic options are barrier options.
These either expire or come into existence before
expiration. For example, in a knockout option, the
option contract may specify that if the stock price
rises or falls to the ‘barrier level’, the option will
terminate on that date, and hence cannot be exercised.
If the option is terminated when the stock price falls
to the barrier, then they are referred to as downand-out options, while if they are terminated when
the price rises to the barrier, they are up-and-out
options. These options payoff at maturity just the
same as ordinary options, unless they have already
been knocked out.
There are also options which are ‘embedded’ in
other securities and examples of embedded options
include rights issues, callable bonds, convertible
bonds, warrants, and executive stock options and
share underwriting.
Real options theory is an application of option
pricing to corporate finance and is used to quantify the value of managerial flexibility – the value of
being able to commit to, or amend a decision [18].
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This is a relatively new and complex area of option
theory but one that could aid managers in making strategic investment decisions. For example, you
might undertake an NPV calculation as to whether
you should enter the ‘dot.com’ sector. On the basis
of a forecast of ‘average growth’ you may find that
the NPV is negative. However, entering this sector
may provide you with golden opportunities, at some
time in the future (e.g. a global market), which would
not be available if you did not undertake your current
negative NPV investment. In other words, if you do
not invest today the ‘lost expertise and knowledge’
may imply that it is too late (and prohibitively costly)
to enter this market in, say, five years’ time. Your initial investment therefore has an ‘embedded strategic
call option’ to expand in the future, should the market
show rapid growth. Call options are highly valuable when there is great uncertainty about the future.
When the value of the embedded option is added to
the conventional NPV, then the overall adjusted-NPV
may be positive, indicating that you should go ahead
with the project because of its strategic importance
in establishing you in a market that could ultimately
be very large. Other real options include the ability to expand, contract, defer, or abandon a project or
switch to another technology or default on debt repayments. The value of these strategic options should be
included in the investment appraisal.

Swaps
A swap is a negotiated (OTC) agreement between two
parties to exchange cash flows at a set of prespecified
future dates. Swaps first appeared in the early 1980s
and are primarily used for hedging interest rate and
exchange rate risk [6, 8].
A plain vanilla interest rate swap involves a periodic exchange of fixed payments for payments at a
floating rate (usually LIBOR), based on a notional
principal amount. For example, M/s A might agree
to receive annual interest at whatever the US Dollar (USD) LIBOR rate turns out to be at the end of
each year in exchange for payments (from M/s B) at
a fixed rate of 5% pa, based on a notional principal
amount of $100 m. M/s B is the counterparty and has
the opposite cash flows to M/s A. The payments are
based on a stated notional principal, but only the interest payments are exchanged. The payment dates and
the floating rate to be used (usually LIBOR) are determined at the outset of the contract. In a plain vanilla

swap, ‘the fixed rate payer’ knows exactly what the
interest rate payments will be on every payment date
but the floating ratepayer does not.
The intermediaries in a swap transaction are usually banks who act as dealers. They are usually members of the International Swaps and Derivatives Association (ISDA) who provide some standardization in
swap agreements via its master swap agreement that
can then be adapted where necessary to accommodate
most customer requirements. Dealers make profits via
the bid-ask spread and might also charge a small brokerage fee. If swap dealers take on one side of a swap
but cannot find a counterparty, then they have an open
position (i.e. either net payments or receipts at a fixed
or floating rate). They usually hedge this position in
futures (and sometimes options) markets until they
find a suitable counterparty.

Interest Rate Swaps
A swap can be used to alter series of floating rate
payments (or receipts) into fixed-rate payments (or
receipts). Consider a firm that has issued a floating
rate bond and has to pay LIBOR + 0.5%. If it enters
a swap to receive LIBOR and pay 6% fixed, then
its net payments are 6% + 0.5% = 6.5% fixed. It has
transformed a floating rate liability into a fixed rate
liability.
Now let us see how a swap can be used to
reduce overall interest-rate risk. The normal commercial operation of some firms naturally imply that they
are subject to interest-rate risk. A commercial bank or
Savings and Loan (S&L) in the US (Building Society in the UK) usually has fixed rate receipts in the
form of loans or housing mortgages, at say 12% but
raises much of its finance in the form of short-term
floating rate deposits, at say LIBOR − 1%. If LIBOR
currently equals 11%, the bank earns a profit on the
spread of 2% pa. However, if LIBOR rises by more
than 2%, the S&L will be making a loss. The financial institution is therefore subject to interest-rate
risk. If it enters into a swap to receive LIBOR and
pays 11% fixed, then it is protected from rises in the
general level of interest rates since it now effectively
has fixed rate receipts of 2% that are independent of
what happens to floating rates in the future.
Another reason for undertaking a swap is that
some firms can borrow relatively cheaply in either the
fixed or floating rate market. Suppose firm-A finds it
relatively cheap to borrow at a fixed rate but would
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prefer to ultimately borrow at a floating rate (so as
to match its floating rate receipts). Firm-A does not
go directly and borrow at a floating rate because it
is relatively expensive. Instead, it borrows (cheaply)
at a fixed rate and enters into a swap where it pays
floating and receives fixed. This is ‘cost saving’ and
is known as the comparative advantage motive for a
swap and is the financial incentive mechanism behind
the expansion of the swap business.

Currency Swaps
A currency swap, in its simplest form, involves two
parties exchanging debt denominated in different currencies. Nowadays, one reason for undertaking a
swap might be that a US firm (‘Uncle Sam’) with a
subsidiary in France wishes to raise say ¤50 million
to finance expansion in France. The Euro receipts
from the subsidiary in France will be used to payoff the debt. Similarly, a French firm (‘Effel’) with
a subsidiary in the United States might wish to issue
100 m in US dollar-denominated debt and eventually
payoff the interest and principal with dollar revenues
from its subsidiary. This reduces foreign exchange
exposure.
But it might be relatively expensive for Uncle
Sam to raise finance directly from French banks and
similarly for Effel from US banks, as neither might
be ‘well established’ in these foreign loan markets.
However, if the US firm can raise finance (relatively)
cheaply in dollars and the French firm in Euros, they
might directly borrow in their ‘home currencies’ and
then swap the payments of interest and principal, with
each other. (Note that unlike interest rate swaps where
the principal is ‘notional’ and is not exchanged either
at the beginning or the end of the swap, this is not
the case for currency swaps). After the swap, Effel
effectively ends up with a loan in USD and Uncle
Sam with a loan in Euros.

Pricing Derivatives
Arbitrage
Arbitrage involves trying to lock in a riskless profit
by entering into transactions in two or more markets
simultaneously. Usually, ‘arbitrage’ implies that the
investor does not use any of his own capital when
making the trade. Arbitrage plays a very important
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role in the determination of both futures and options
prices. Simply expressed, it implies that identical
assets must sell for the same price [5].
By way of an analogy, consider ‘Dolly’ the sheep.
You will remember that Dolly was cloned by scientists at Edinburgh University and was an exact replica
of a ‘real’ sheep. Clearly, Dolly was a form of genetic
engineering. Suppose we could create ‘Dollys’ at a
cost of $200 per sheep, which was below the current market price of the real sheep at, say, $250.
Then arbitrage would ensure that the price of the real
sheep would fall to $200. Dolly is like a ‘synthetic’
or ‘replication’ portfolio in finance, which allows us
to price a derivative contract using arbitrage.

Pricing Futures
Futures contracts can be priced using arbitrage and is
usually referred to as the carrying-charge or cost of
carry method. Riskless arbitrage is possible because
we can create a ‘synthetic futures’ [6, 8].
Consider the determination of the futures price on
a contract for a non-income paying share (i.e. it pays
no dividends). The contract is for the delivery of
a single share in three months’ time. Suppose F =
$102 is the quoted futures price (on the underlying
share), S = $100 is the spot price of the share, r =
0.04 is the interest rate (4% pa) (simple interest),
T = 1/4 is the time to maturity (in years as a fraction
of a year).
With the above figures, it is possible to earn a
riskless profit. The arbitrageur borrows $100 today
and purchases the share. She therefore can deliver
the share in three months. She has created a synthetic future by ‘borrowing plus spot purchase’. This
strategy involves no ‘own capital’, since the money is
borrowed. The arbitrageur at t = 0 also sells a futures
contract at F0 = $102 although no cash is received at
t = 0. The cost of the synthetic future (SF) in three
months’ time is $101 (=$100(1 + 0.04/4) = S(1 +
rT )). After three months, the arbitrageur receives
F = $102 from the sale of the futures contract (and
delivers one share) and therefore makes a riskless
profit of $1 (=($102 − $101)). The strategy is riskless since the arbitrageur knows S, F and r at t = 0.
The synthetic future has a cost of SF = S(1 + rT )
which is lower than the quoted futures price F .
Market participants will therefore take advantage
of the riskless profit opportunity by ‘buying low’
and ‘selling high’. Buying the share in the cash
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market and borrowing tends to increase S and r (and
hence SF ), while selling futures contracts will push
F down. Profitable riskless arbitrage opportunities
will only be eliminated when the quoted futures price
equals the ‘price’ of the synthetic future (SF ):
F = SF = S(1 + rT )

(5)

for a European call option is rather formidable:
C = SN (d1 ) − N (d2 )P V = SN (d1 ) − N (d2 )Ke−rT
(7)
where
√
ln(S/P V ) σ T
√
+
d1 =
2
σ T

Alternatively, we can write the above as:
Forward Price = Spot Price

ln(S/K) + (r + σ 2 /2)T
√
σ T
√
ln(S/K) + (r − σ 2 /2)T
d 2 = d1 − σ T =
√
σ T
=

+ Dollar Cost of Carry
F =S+χ

(6a)

Forward Price = Spot Price
× (1 + Percent Cost of Carry)
F = S(1 + CC)

(6b)

where the dollar cost of carry χ = SrT and the
percent cost of carry CC = (rT ). It is immediately
apparent from equation (5) that the futures price and
the stock price will move closely together, if r stays
constant. If r changes before closing out the contract,
then F and S will change by different amounts. This
is known as basis risk.
In practice, market makers would use equation (5)
to determine their ‘quote’ for F , thus ensuring equality. It is possible that (5) does not to hold at absolutely every instant of time and providing a trader can
act quickly enough he may be able to make a small
arbitrage profit. This is known as index arbitrage, if
the underlying asset is a stock index (e.g. S&P500).

Pricing Options
Arbitrage plays a key role in pricing options. Since
the value of the option depends on the value of
the underlying asset (e.g. stock), it is possible to
combine the option and stock in specific proportions to yield a ‘stock plus option’ portfolio that
is (instantaneously) riskless. This ‘synthetic portfolio’ must therefore earn the risk-free rate of interest.
In this way, ‘risk’, or the stochastic element in the
stock and the option price, offset each other and
mathematically we are left with an equation that contains no stochastic terms – this is the famous BlackScholes-Merton [1, 13], partial differential equation
(PDE). The solution to this PDE [15] gives the BlackScholes ‘closed form’ option pricing formula, which

C is the price of call option (call premium), r is
the safe rate of interest for horizon T (continuously
compounded), S is the current share price, T is the
time to expiry (as proportion of a year), PV is the
present value of the strike price (= Ke−rT ), σ is
the annual standard deviation of the (continuously
compounded) return on the stock and the term N (d1 )
is the cumulative probability distribution function for
a standard normal variable.
Quantitatively, the call option premium is positively related to the price of the underlying stock and
the stocks volatility and these are the key elements in
altering the call premium from day to day. With more
exotic options, it is often not possible to obtain an
explicit closed form solution for the option price but
other techniques such as the Binomial Option Pricing Model (BOPM) [4], Monte Carlo simulation and
other numerical solutions (see Derivative Pricing,
Numerical Methods) are possible (e.g. see [3, 6, 9]).
Once the price of the option has been determined, we
can use the option for speculation, hedging, portfolio insurance [16], and risk management (see Risk
Management: An Interdisciplinary Framework)
[6, 8, 14].
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DFA – Dynamic Financial
Analysis
Overview
Dynamic Financial Analysis (‘DFA’) is a systematic
approach based on large-scale computer simulations
for the integrated financial modeling of non-life insurance and reinsurance companies aimed at assessing
the risks and the benefits associated with strategic
decisions.
The most important characteristic of DFA is that
it takes an integrated, holistic point of view, contrary
to classic financial or actuarial analysis in which different aspects of one company were considered in
isolation from each other. Specifically, DFA models the reactions of the company in response to a
large number of interrelated risk factors including
both underwriting risks – usually from several different lines of business, as well as asset risks. In order
to account for the long time horizons that are typical
in insurance and reinsurance, DFA allows dynamic
projections to be made for several time periods into
the future, where one time period is usually one year,
sometimes also one quarter. DFA models normally
reflect the full financial structure of the modeled
company, including the impact of accounting and
tax structures. Thus, DFA allows projections to be
made for the balance sheet and for the profit-and-loss
account (‘P&L’) of the company. Technically, DFA is
a platform using various models and techniques from
finance and actuarial science by integrating them into
one multivariate dynamic simulation model. Given
the complexity and the long time horizons of such a
model, it is not anymore possible to make analytical
evaluations. Therefore, DFA is based on stochastic simulation (also called Monte Carlo imulation),
where large numbers of random scenarios are generated, the reaction of the company on each one of
the scenarios is evaluated, and the resulting outcomes
are then analyzed statistically. The section ‘The Elements of DFA’ gives an in-depth description of the
different elements required for a DFA.
With this setup, DFA provides insights into the
sources of value creation or destruction in the company and into the impact of external risk factors as
well as internal strategic decisions on the bottom
line of the company, that is, on its financial statements. The most important virtue of DFA is that it

allows an insight into various kinds of dependencies
that affect the company, and that would be hard to
grasp without the holistic approach of DFA. Thus,
DFA is a tool for integrated enterprise risk management and strategic decision support. More popularly
speaking, DFA is a kind of flight simulator for decision makers of insurance and reinsurance companies
that allows them to investigate the potential impact
of their decisions while still being on safe grounds.
Specifically, DFA addresses issues such as capital
management, investment strategies, reinsurance
strategies, and strategic asset–liability management.
The section ‘The Value Proposition of DFA’ describes
the problem space that gave rise to the genesis of
DFA, and the section ‘DFA Use Cases’ provides more
information on the uses of DFA.
The term DFA is mainly used in non-life insurance. In life insurance, techniques of this kind are
usually termed Asset Liability Management (‘ALM’),
although they are used for a wider range of applications – including the ones stated above. Similar
methods are also used in banking, where they are
often referred to as ‘Balance Sheet Management’.
DFA grew out of practical needs, rather than academic research in the late 1990s. The main driving
force behind the genesis and development of DFA
was, and still is, the related research committee of the
Casualty Actuarial Society (CAS). Their website
(http://www.casact.org/research/dfa/index.html), provides a variety of background materials on the topic,
in particular, a comprehensive and easy-to-read handbook [9] describing the value proposition and the
basic concepts of DFA. A fully worked-out didactic
example of a DFA with emphasis on the underlying
quantitative problems is given in [18], whereas [21]
describes the development and implementation of a
large-scale DFA decision support system for a company. In [8], the authors describe comprehensively all
modeling elements needed for setting up a DFA system, with main emphasis on the underwriting side;
complementary information can be found in [3].

The Value Proposition of DFA
The aim of this section is to describe the developments in the insurance and reinsurance market that
gave rise to the genesis of DFA. For a long time –
up until the 1980s or 1990s, depending on the country – insurance business used to be a fairly quiet
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area, characterized by little strategic flexibility and
innovation. Regulations heavily constrained the insurers in the types of business they could assume, and
also in the way they had to do the business. Relatively simple products were predominant, each one
addressing a specific type of risk, and underwriting
and investment were separated, within the (non-life)
insurance companies themselves and also in the
products they offered to their clients. In this rather
static environment, there was no particular need for
sophisticated analytics: actuarial analysis was carried
out on the underwriting side – without linkage to the
investment side of the company, which was analyzed
separately. Reinsurance as the only means of managing underwriting risks was acquired locally per line of
business, whereas there were separate hedging activities for financial risks. Basically, quantitative analysis
amounted to modeling a group of isolated silos, without taking a holistic view.
However, insurance business is no longer a quiet
area. Regulations were loosened and gave more
strategic flexibility to the insurers, leading to new
types of complicated products and to a fierce competition in the market. The traditional separation between
banking and insurance business became increasingly
blurred, and many companies developed into integrated financial services providers through mergers
and acquisitions. Moreover, the risk landscape was
also changing because of demographic, social, and
political changes, and because of new types of insured
risks or changes in the characteristics of alreadyinsured risks (e.g. liability). The boom in the financial
markets in the late 1990s also affected the insurers.
On the one hand, it opened up opportunities on the
investment side. On the other hand, insurers themselves faced shareholders who became more attentive and demanding. Achieving a sufficient return
on the capital provided by the investors was suddenly of paramount importance in order to avoid a
capital drain into more profitable market segments.
A detailed account on these developments, including
case studies on some of their victims, can be found
in [5].
As a consequence of these developments, insurers have to select their strategies in such a way that
they have a favorable impact on the bottom line of
the company, and not only relative to some isolated
aspect of the business. Diversification opportunities
and offsetting effects between different lines of business or between underwriting risks and financial risks

have to be exploited. This is the domain of a new
discipline in finance, namely, Integrated or Enterprise Risk Management, see [6]. Clearly, this new
approach to risk management and decision making
calls for corresponding tools and methods that permit
an integrated and holistic quantitative analysis of the
company, relative to all relevant risk factors and their
interrelations. In non-life insurance, the term ‘DFA’
was coined for tools and methods that emerged in
response to these new requirements. On the technical
level, Monte Carlo simulation was selected because
it is basically the only means that allows one to deal
with the long time horizons present in insurance, and
with the combination of models for a large number
of interacting risk factors.

The Elements of DFA
This section provides a description of the methods
and tools that are necessary for carrying out DFA. The
structure referred to here is generic in that it does not
describe specifically one of the DFA tools available
in the market, but it identifies all those elements
that are typical for any DFA. DFA is a softwareintensive activity. It relies on complex software tools
and extensive computing power. However, we should
not reduce DFA to the pure software aspects. Fullfledged and operational DFA is a combination of
software, methods, concepts, processes, and skills.
Skilled people are the most critical ingredient to carry
out the analysis. In Figure 1, we show a schematic
structure of a generic DFA system with its typical
components and relations.
The scenario generator comprises stochastic models for the risk factors affecting the company. Risk
factors typically include economic risks (e.g. inflation), liability risks (e.g. motor liability claims), asset
risks (e.g. stock market returns), and business risks
(e.g. underwriting cycles). The output of the scenario
generator is a large number of Monte Carlo scenarios
for the joint behavior of all modeled risk factors over
the full time range of the study, representing possible
future ‘states-of-nature’ (where ‘nature’ is meant in a
wide sense). Calibration means the process of finding
suitable parameters for the models to produce sensible scenarios; it is an integral part of any DFA. If the
Monte Carlo scenarios were replaced by a small set
of constructed scenarios, then the DFA study would
be equivalent to classical scenario testing of business
plans.

DFA – Dynamic Financial Analysis

Control/optimization

Analysis/presentation

Output variables

Company model

Strategies

Risk factors

Scenario generator

Calibration

Figure 1

Schematic overview of the elements of DFA

Each one of the scenarios is then fed into the
company model or model office that models the
reaction of the company on the behavior of the risk
factors as suggested by the scenarios. The company
model reflects the internal financial and operating
structure of the company, including features like the
consolidation of the various lines of business, the
effects of reinsurance contracts on the risk assumed,
or the structure of the investment portfolio of the
company, not neglecting features like accounting and
taxation.
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Each company model comprises a number of
parameters that are under the control of management,
for example, investment portfolio weights or reinsurance retentions. A set of values for these parameters
corresponds to a strategy, and DFA is a means for
comparing the effectiveness of different strategies
under the projected future course of events. The output of a DFA study consists of the results of the
application of the company model, parameterized
with a strategy, on each of the generated scenarios.
So, each risk scenario fed into the company model is
mapped onto one result scenario that can also be multivariate, going up to full pro forma balance sheets.
Given the Monte Carlo setup, there is a large
number of output values, so that sophisticated analysis and presentation facilities become necessary for
extracting information from the output: these can
consist of statistical analysis (e.g. empirical moment
and quantile computations), graphical methods (e.g.
empirical distributions), or also drill-down analysis,
in which input scenarios that gave rise to particularly
bad results are identified and studied. The results can
then be used to readjust the strategy for the optimization of the target values of the company. The rest
of this section considers the different elements and
related problems in somewhat more detail.

Scenario Generator and Calibration
Given the holistic point of view of DFA, the scenario
generator has to contain stochastic models for a large
number of risk factors, belonging to different groups;
the table below gives an overview of risk factors
typically included (in parentheses: optional variables
in more sophisticated systems).
The scenario generator has to satisfy a number
of particular requirements: First of all, it does not

Economic

Claims

Investment

Business

Per economy:
–Inflation
–Interest rates

Per LOB:
–Attritional losses
–Large losses
–Loss development
Across LOBs:
–CAT losses

Government bonds
Stocks
Real estate

(Underwriting cycles)
(Reinsurance cycles)
(Operational risks)
(etc.)

(Exchange rates)
(Credit spreads)
(GDP)
(Wage levels)
(etc.)

(Reserve uncertainty)
(etc.)

(Corporate bonds)
(Asset-backed securities)
(Index-linked securities)
(etc.)
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only have to produce scenarios for each individual
risk factor, but must also allow, specify, and account
for dependencies between the risk factors (contemporaneous dependencies) and dependencies over
time (intertemporal dependencies). Neglecting these
dependencies means underestimating the risks since
the model would suggest diversification opportunities where actually none are present. Moreover,
the scenarios should not only reproduce the ‘usual’
behavior of the risk factors, but they should also sufficiently account for their extreme individual and joint
outcomes.
For individual risk factors, many possible models
from actuarial science, finance, and economics are
available and can be reused for DFA scenario generation. For underwriting risks, the models used for pricing and reserving can be reused relatively directly, see
for example [8] for a comprehensive survey. Attritional losses are usually modeled through loss ratios
per line of business, whereas large losses are usually
modeled through frequency–severity setups, mainly
in order to be able to reflect properly the impact
of nonproportional reinsurance. Catastrophe (CAT)
modeling is special in that one CAT event usually
affects several lines of business. CAT modeling can
also be done through stochastic models (see [10]),
but – for the perils covered by them – it is also fairly
commonplace to rely on scenario output from special CAT models such as CATrader (see www.airboston.com), RiskLink (see www.rms.com), or
EQEcat (see www.eqecat.com). As DFA is used
for simulating business several years ahead, it is
important to model not only the incurred losses
but also the development of the losses over time –
particularly their payout patterns, given the cash
flow–driven nature of the company models. Standard actuarial loss reserving techniques are normally
used for this task, see [18] for a fully workedout example. Reference [23] provides full details
on modeling loss reserves, including stochastic payout patterns that allow the incorporation of specific
reserving uncertainty that is not covered by the classical techniques.
Among the economic and financial risk factors,
the most important ones are the interest rates. There
exists a large number of possible models from the
realm of finance for modeling single interest rates
or – preferably – full yield curves, be it riskless ones
or risky ones; and the same is true for models of
inflation, credit spreads, or equities. Comprehensive

references on these topics include [3, 17]. However,
some care must be taken: most of these models
were developed with tasks other than simulation in
mind, namely, the valuation of derivatives. Thus,
the structure of these models is often driven by
mathematical convenience (easy valuation formulae
for derivatives), which often goes at the expense of
good statistical properties. The same is true for many
econometric models (e.g. for inflation), which tend to
be optimized for explaining the ‘usual’ behavior of
the variables while neglecting the more ‘extreme’
events. In view of the difficulties caused by the
composition of existing models for economic variables and invested assets, efforts have been made to
develop integrated economic and asset scenario generators that respond to the particular requirements of
DFA in terms of statistical behavior, dependencies,
and long-term stability. The basics for such economic
models and their integration, along with the Wilkie
model as the most classical example, are described
in [3]. [20] provides a survey and comparison of several integrated economic models (including the ones
by Wilkie, Cairns, and Smith) and pointers to further
references. Besides these publicized models, there
are also several proprietary models by vendors of
actuarial and financial software (e.g. B&W Deloitte
(see www.timbuk1.co.uk), Barrie & Hibbert (see
www.barrhibb.com), SS&C (see www.ssctech.com),
or Tillinghast (see www.towers.com).
Besides the underwriting risks and the basic
economic risk factors as inflation, (government) interest rates, and equities, sophisticated DFA scenario
generators may contain models for various further
risk factors. In international setups, foreign exchange
rates have to be incorporated, and an additional
challenge is to let the model also reflect the international dependencies. Additional risk factors for
one economy may include Gross Domestic Product (GDP) or specific relevant types of inflation
as, for example, wage or medical inflation. Increasingly important are also models for credit defaults
and credit spreads – that must, of course, properly
reflect the dependencies on other economic variables.
This, subsequently, allows one to model investments
like asset-backed securities and corporate bonds that
are extremely important for insurers, see [3]. The
modeling of operational risks (see [6], which also
provides a very general overview and classification
of all risks affecting financial companies), which
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are a current area of concern in banking regulation, is not yet very widespread in DFA. An important problem specific to insurance and reinsurance
is the presence of underwriting cycles (‘hard’ and
‘soft’ markets), which have a nonnegligible business
impact on the long time horizons considered by DFA.
These cycles and their origins and dependencies are
not very well understood and are very difficult to
model; see [12] for a survey of the current state of
knowledge.
The real challenge of DFA scenario generation
lies in the composition of the component models
into an integrated model, that is, in the modeling of
dependencies across as many outcomes as possible.
These dependencies are ubiquitous in the risk factors
affecting an insurance company, think, for example, of the well-known fact that car accidents tend
to increase with increasing GDP. Moreover, many
of those dependencies are nonlinear in nature, for
example, because of market elasticities. A particular challenge in this context is the adequate assessment of the impact of extreme events, when the
historically observable dependency becomes much
stronger and risk factors appear much more interrelated (the so-called tail dependency). Different
approaches for dependency modeling are pursued,
namely:
•

•

Deterministic modeling by postulating functional
relations between various risk factors, for example, mixture models or regression-type models,
see [8, 17].
Statistical modeling of dependencies, with linear
correlation being the most popular concept. However, linear correlation has some serious limitations when extreme values are important; see [11]
for a related study, possible modeling approaches
and pointers to further readings.

An important aspect of the scenario generator is its
calibration, that is, the attribution of values to the
parameters of the stochastic model. A particular challenge in this context is that there are usually only few
data points for estimating and determining a large
number of parameters in a high-dimensional space.
This can obviously result in substantial parameter
uncertainty. Parsimony and transparency are, therefore, crucial requirements for models being used in
DFA scenario generation. In any case, calibration,
which also includes backtesting of the calibrated
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model, must be an integral part of any DFA study.
Even though most DFA practitioners do not have to
deal with it explicitly, as they rely on commercially
available DFA software packages or components, it
should not be forgotten that, at the end, generating Monte Carlo scenarios for a large number of
dependent risk factors over several time periods also
poses some non-trivial numerical problems. The most
elementary example is to have a random number
generator that is able to produce thousands, if not
millions, of independent and identically distributed
random variables (indeed a nontrivial issue in view
of the sometimes poor performance of some popular random number generators). The technicalities of
Monte Carlo methods are comprehensively described
in [13].
Moreover, it is fundamentally difficult to make
judgments on the plausibility of scenarios for the
expanded time horizons often present in DFA studies.
Fitting a stochastic model either to historical or current market data implies the assumption that history
or current expectations are a reliable prediction for
the future. While this may be true for short time horizons, it is definitely questionable for time horizons as
long as 5 to 20 years, as they are quite commonplace
in insurance. There are regime switches or other hitherto unexperienced events that are not reflected by
historical data or current market expectations. Past
examples include asbestos liabilities or the events of
September 11, 2001. An interesting case study on
the issue is [4], whereas [22] explores in very general, the limitations of risk management based on
stochastic models and argues that the latter must be
complemented with some judgmental crisis scenarios.

Company and Strategy Modeling
Whereas the scenarios describe possible future
courses of events in the world surrounding the
modeled company, the company model itself reflects
the reaction of the company in response to the
scenario. The task of the company model is to
consolidate the different inputs into the company, that
is, to reflect its internal operating structure, including
the insurance activities, the investment activities,
and also the impact of reinsurance.
Company models can be relatively simple, as the
ones in [8, 18], which basically consolidate in a
purely technical way the outcomes of the various
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risks. However, the goal of DFA is to make projections for the bottom line of the company, that
is, its financial statements. Therefore, practical DFA
company models tend to be highly complex. In
particular, they also incorporate the effects of regulation, accounting, and taxation, since these issues
have an important impact on the behavior and the
financial results of insurance companies. However,
these latter issues are extremely hard to model in a
formal way, so that there is quite some model uncertainty emanating from the company model. Examples
of detailed models for US property–casualty insurers
are described in [10, 16]. In general, even relatively
simple company models are already so complicated
that they do not anymore represent mathematically
tractable mappings of the input variables on the output variables, which precludes the use of formal
optimization techniques as, for example, dynamic
programming. This distinguishes practical DFA models from technically more sophisticated dynamic optimization models coming from the realm of operations research, see [19]. Figure 2 shows an extract
of a practical DFA company model, combining components that provide the scenario input, components
that model the aggregation and consolidation of the
different losses, components that model the in-force
reinsurance programs, and components that aggregate the results into the company’s overall results.
It should be borne in mind that each component
contains, moreover, a number of parameters (e.g.
reinsurance retentions and limits). The partial model
shown in Figure 2 represents just one line of business of a company; the full model would then contain
several other lines of business, plus the entire investment side of the company, plus the top level structure
consolidating everything into the balance sheet. This
gives us a good idea of the actual complexity of realworld DFA models.
Company models used in DFA are usually very
cash flow–oriented, that is, they try to imitate the
cash flows of the company, or, more specifically,
the technical, and financial accounting structures.
Alternatively, it would be imaginable to structure a
company model along the lines of economic value
creation. The problem with this approach is, however, that this issue is not very well understood in
insurance; see [14] for a survey of the current state
of the knowledge.
The modeling of the strategies (i.e. the parameters
of the company model that are under the control of

management) is usually done in a nonadaptive way,
that is, as deterministic values over time. However,
a DFA study usually involves several time periods
of substantial length (one year, say), and it is not
realistic to assume that management will not adapt
its strategy if the underlying risk factors develop
dramatically in a particular scenario.
For the reasons stated, the plausibility and accuracy of DFA outputs on balance sheet level is often
doubted, and the true benefit of a DFA study is rather
seen in the results of the analytical efforts for setting
up a comprehensive model of the company and the
relevant risk factors.

Analysis and Presentation
The output of a DFA simulation consists of a large
number of random replicates (= possible results) for
several output variables and for several future time
points (see Figure 3 to get an idea), which implies
the need for sophisticated analysis and presentation
techniques in order to be able to draw sensible conclusions from the results.
The first step in the analysis procedure consists
of selecting a number of sensible output variables,
where the term ‘sensible’ is always relative to the
goals of the study. Typical examples include earnings before or after interest and tax, or the level of
shareholders’ equity. Besides such economic target
variables, it is sensible to compute at the same time,
certain regulatory values, for example, the IRIS ratios
in North America, see [10], by which one can assess
whether a strategy is consistent with in force regulations. More information on the selection of target
variables is given in [9].
Once the target variables are selected, there still
remains the task of analyzing the large number of
random replicates: suppose that Y is one of the target
variables, for example, shareholders’ equity, then, the
DFA simulation provides us with random replicates
y1 , . . . , yN , where N is typically high.
The most common approach is to use statistical
analysis techniques. The most general one is to analyze the full empirical distribution of the variable,
that is, to compute and plot
F̂Y (y) =

N
1 
1(yk ≤ y).
N k=1

(1)

Figure 4 shows an example, together with some
of the measures discussed below. For comparisons
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Figure 3

Extract of pro forma projected balance sheets

0

1Q2003
4Q2002
3Q2002 2Q2002
1Q2002
Earned premium income
1’061.4
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−819.4
Total U/W expenses
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-295 4Q2003
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Earned premium
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1’752.4
834.2
Invested assets
6,248.80 −1’354.3
6,134.60
Losses8,249.20
incurred 6,951.50 6,475.10
−934.3 −1’500.2
−686.8
Total other assets
2,714.20
2,788.80 1,825.90
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6,951.50
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incurred
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1 other
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−1’049.8
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0.1
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8’249.2
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4
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6’899.8
3.6
0.2
2’277.2
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1’786.4
3.9
0.2
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4.2
2Q2004
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−728.0
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0.1
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4.0
3.6
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and for taking decisions, it is more desirable to
characterize the result distribution by some particular
numbers, that is, by values characterizing the average
level and the variability (i.e. the riskiness) of the
variable. For the average value, one can compute the
empirical mean, that is,
µ̂(Y ) =

N
1 
yk .
N k=1

(2)

For risk measures, the choice is less obvious.
The most classical measure is the empirical standard
deviation, that is,

σ̂ (Y ) =

1 
(yk − µ̂)2
N − 1 k=1
N

1/2
.

(3)

The standard deviation is a double-sided risk measure, that is, it takes into account deviations to the
upside as well as to the downside equally. In risk
management, however, one is more interested in the
potential downside of the target variable. A very popular measure for downside risk is the Value-at-Risk
(VaR), which is simply the p-quantile for the distribution of Y for some probability 0 < p < 1. It is
easily computed as


 p (Y ) = min y(k) : k > p .
VaR
N

(4)

where y(k) is the kth order statistic of y1 , . . . , yN . Popular risk measures from the realm of actuarial science
include, for example, expected policyholder deficit,
twisted means or Wang and Esscher transforms,
see [8, 9] for more details. Another downside risk
measure, extending the already introduced VaR, is
the TailVaR, defined as
TailVaRp (Y ) = E(Y |Y ≥ VaRp (Y )),

(5)

which is the expectation of Y , given that Y is beyond
the VaR-threshold (Expected Shortfall), and which
can be computed very easily by averaging over all
replicates beyond VaR. The particular advantage of
TailVaR is that – contrary to most other risk measures
including VaR and standard deviation – it belongs to
the class of Coherent Risk Measures; see [1] for full
details. In particular, we have that
TailVaRp (Y + Z) ≤ TailVaRp (Y ) + TailVaRp (Z),
(6)
that is, diversification benefits are accounted for.
This aggregation property is particularly desirable if
one analyzes a multiline company, and one wants
to put the results of the single lines of business
in relation with the overall result. Another popular approach, particularly for reporting to the senior
management, is to compute probabilities that the
target variables exceed certain thresholds, for example, for bankruptcy; such probabilities are easily
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computed by

p̂ =

N
1 
1(yk ≥ ythreshold )
N k=1

(7)

In a multiperiod setup, measures of risk and
reward are usually computed either for each time
period t0 + n · t individually, or only for the terminal time T , see Figure 5. An important caveat to
be accounted for in this setup is that the target variable may temporally assume values that correspond
to a disruption of the ordinary course of business (e.g.
ruin or regulatory intervention); see again Figure 5.
Such degenerate trajectories have to be accounted for
in suitable ways, otherwise the terminal results may
no longer be realistic.

By repeating the simulation and computing the
target values for several different strategies, one can
compare these strategies in terms of their risks and
rewards, determine ranges of feasible and attainable results, and finally, select the best among the
feasible strategies. Figure 6 shows such a comparison, conceptually very similar to risk–return analysis in classical portfolio theory. It is, however,
important to notice that DFA does not normally
allow for the use of formal optimization techniques
(such as convex optimization), since the structure
of the model is too irregular. The optimization
rather consists of educated guesses for better strategies and subsequent evaluations thereof by carrying
out a new simulation run. Such repeated simulation runs with different strategy settings (or also
with different calibrations of the scenario generator)
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are often used for exploring the sensitivities of
the business against strategy changes or against
changes in the environment, that is, for exploring
relative rather than absolute impacts in order to see
what strategic actions do actually have a substantial
leverage.
An alternative to this statistical type of analysis is
drill-down methods. Drill-down consists of identifying particularly interesting (in whatever sense) output
values yk , to identify the input scenarios xk that gave
rise to them, and then to analyze the characteristics of
these input scenarios. This type of analysis requires
the storage of massive amounts of data, and doing
sensible analysis on the usually high-dimensional
input scenarios is not simple either.
More information on analysis and presentation can
be found in a related chapter in [9], or, for techniques
more closely related to financial economics, in [7].

The DFA Marketplace
There are a number of companies in the market that
offer software packages or components for DFA, usually in conjunction with related consulting services
(recall from the beginning of this section that DFA is
not only a software package, but rather a combination
of software, processes, and skills). In general, one
can distinguish between two types of DFA software
packages:
1. Flexible, modular environments that can be adapted relatively quickly to different company structures, and that are mainly used for addressing
dedicated problems, usually the structuring of
complex reinsurance programs or other deals.
2. Large-scale software systems that model a company in great detail and that are used for internal
risk management and strategic planning purposes
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on a regular basis, usually in close connection
with other business systems.

Examples for the first kind of DFA software
include Igloo by Paratus Consulting (see www.
paratusconsulting.com) and Remetrica II by Benfield
Group (see www.benfieldgreig.com). Examples for
the second kind of DFA systems include Finesse
2000 by SS&C (see www.ssctech.com), the general
insurance version of Prophet by B&W Deloitte (see
www.bw-deloitte.com), TAS P/C by Tillinghast (see
www.towers.com) or DFA by DFA Capital Management Inc (see www.dfa.com). Dynamo by MHL
Consulting (see www.mhlconsult.com) is a freeware
DFA software based on Excel. It belongs to the
second type of DFA software and is actually the
practical implementation of [10]. An example of a
DFA system for rating agency purposes is [2]. Moreover, some companies have proprietary DFA systems
that they offer to customers in conjunction with their
consulting and brokerage services, examples including Guy Carpenter (see www.guycarp.com) or AON
(see www.aon.com).

DFA Use Cases
In general, DFA is used to determine how an insurer
might fare under a range of future possible environment conditions and strategies. Here, environment
conditions are topics that are not under the control
of management, whereas strategies are topics that are
under the control of management. Typical strategy
elements whose impact is explored by DFA studies
include the following:
Business mix : relative and absolute volumes in the
different lines of business, premium, and commission
level, and so on.
Reinsurance: reinsurance structures per line of business and on the entire account, including contract
types, dependencies between contracts, parameters
(quota, deductibles, limits, reinstatements, etc.), and
cost of reinsurance.
Asset allocation: normally only on a strategic level;
allocation of the company’s assets to the different
investment asset classes, overall or per currency;
portfolio rebalancing strategies.

Capital: level and structure of the company’s capital;
equity and debt of all kinds, including dividend
payments for equity, coupon schedules, and values,
redemption and embedded options for debt, allocation
of capital to lines of business, return on capital.
The environment conditions that DFA can investigate include all those that the scenario generator
can model; see section ‘The Elements of DFA’. The
generators are usually calibrated to best estimates for
the future behavior of the risk factors, but one can
also use conscious miscalibrations in order to investigate the company’s sensitivity to unforeseen changes.
More specifically, the analysis capabilities of DFA
include the following:
Profitability: Profitability can be analyzed on a cashflow basis or on a return-on-capital basis. DFA allows
profitability to be measured per line of business or for
the entire company.
Solvency: DFA allows the solvency and the liquidity
of the company or parts of it to be measured, be it
on an economic or on a statutory basis. DFA can
serve as an early warning tool for future solvency
and liquidity gaps.
Compliance: A DFA company model can implement
regulatory or statutory standards and mechanisms. In
this way, the compliance of the company with regulations, or the likelihood of regulatory interventions
can be assessed. Besides legal ones, the standards
of rating agencies are of increasing importance for
insurers.
Sensitivity: One of the most important virtues of DFA
is that it allows the exploring of how the company
reacts to a change in strategy (or also a change in
environment conditions), relative to the situation in
which the current strategy pertains also to the future.
Dependency: Probably the most important benefit
of DFA is that it allows to discover and analyze
dependencies of all kinds that are hard to grasp
without a holistic modeling and analysis tool. A very
typical application here is to analyze the interplay
of assets and liabilities, that is, the strategic asset
liability management (‘ALM’).
These analytical capabilities can then be used for a
number of specific tasks, either on a permanent basis
or for one-time dedicated studies of special issues. If
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a company has set up a DFA model, it can recalibrate
and rerun it on a regular basis, for example, quarterly
or yearly, in order to evaluate the in-force strategy
and possible improvements to this strategy. In this
way, DFA can be an important part of the company’s
business planning and enterprise risk management
setup. On the other hand, DFA studies can also be
made on a one-time basis, if strategic decisions of
great significance are to be made. Examples for such
decisions include mergers and acquisitions, entry in
or exit from some business, thorough rebalancing
of reinsurance structures or investment portfolios, or
capital market transactions. Basically, DFA can be
used for assessing any strategic issues that affect the
company as a whole. However, the exact purpose
of the study has some drawbacks on the required
structure, degree of refinement, or time horizon of
the DFA study (particularly the company model and
the scenario generator).
The main users of DFA are the insurance and
reinsurance companies themselves. They normally
use DFA models on a permanent basis as a part
of their risk management and planning process [21];
describes such a system. DFA systems in this context are usually of substantial complexity, and only a
continued use of them justifies the substantial costs
and efforts for their construction. Another type of
users are consulting companies and brokers who use
dedicated – usually less complex – DFA studies for
special tasks, for example, the structuring of large
and complicated deals. An emerging class of users
are regulatory bodies and rating agencies; they normally set up relatively simple models that are general
enough to fit on a broad range of insurance companies and that allow to conduct regulation or rating in
a quantitatively more sophisticated, transparent, and
standardized way, see [2].
A detailed account of the most important uses and
users of DFA is given in [9]; some new perspectives
are outlined in [15].

Assessment and Outlook
In view of the developments in the insurance markets
as outlined in the section ‘The Value Proposition of
DFA’, the approach taken by DFA is undoubtedly
appropriate. DFA is a means for addressing those
topics that really matter in the modern insurance
world, in particular, the management of risk capital
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and its structure, the analysis of overall profitability
and solvency, cost-efficient integrated risk management aimed at optimal bottom line impact, and the
addressing of regulatory tax, and rating agency issues.
Moreover, DFA takes a sensible point of view in
addressing these topics, namely, a holistic one that
makes no artificial separation of aspects that actually
belong together.
The genesis of DFA was driven by the industry
rather than by academia. The downside of this very
market-driven development is that many features of
practically used DFA systems lack a certain scientific
soundness, in that modeling elements that work well,
each one for itself, are composed in an often ad hoc
manner, the model risk is high because of the large
number of modeled variables, and company models
are rather structured along the lines of accounting
than along the lines of economic value creation.
So, even though DFA fundamentally does the right
things, there is still considerable space and need for
improvements in the way in which DFA does these
things.
We conclude this presentation by outlining some
DFA-related trends for the near and medium-term
future. We can generally expect that company-level
effectiveness will remain the main yardstick for managerial decisions in the future. Though integrated risk
management is still a vision rather than a reality, the
trend in this direction will certainly prevail. Technically, Monte Carlo methods have become ubiquitous
in quantitative analysis, and they will remain so, since
they are easy to implement and easy to handle, and
they allow for an easy combination of models. The
easy availability of ever more computing power will
make DFA even less computationally demanding in
the future. We can also expect models to become
more sophisticated in several ways:
The focus in the future will be on economic
value creation rather than on just mimicking the cash
flow structures of the company. However, substantial
fundamental research still needs to be done in this
area, see [14]. A crucial point will be to incorporate
managerial flexibility into the models, so as to make
projections more realistic. Currently, there is a wide
gap between DFA-type models as described here and
dynamic programming models aimed at similar goals,
see [19]. For the future, a certain convergence of
these two approaches can be expected. For DFA,
this means that the models will have to become
simpler. In scenario generation, the proper modeling
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of dependencies and extreme values (individual as
well as joint ones) will be an important issue.
In general, the DFA approach has the potential of
becoming the state-of-the-industry for risk management and strategic decision support, but it will only
exhaust this potential if the discussed shortcomings
will be overcome in the foreseeable future.

[14]
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Diffusion Processes
A diffusion process is a stochastic process with
continuous sample paths that is defined as the solution
to a stochastic differential equation of the form
dXt = b(Xt , t) dt + σ (Xt , t) dWt ,

X0 = U. (1)

The diffusion process X can be multivariate. When X
is a d-dimensional column vector, b maps d × +
into d , σ maps d × + into the set of d × mmatrices, and W is an m-dimensional standard Wiener
process, that is, the coordinates are independent standard Wiener processes or Brownian motions. The
Wiener process is independent of the random variable
U. The product σ (Xt , t) dWt is the usual multiplication of a matrix and a column vector. The function
b is called the drift coefficient, while σ is called the
diffusion coefficient. When b and σ depend only on
Xt , we call the diffusion process and the stochastic
differential equation time homogeneous.
The heuristic interpretation of (1) is that the main
tendency or trend of the process X is given by the
deterministic differential equation x  (t) = b(x(t), t),
but the dynamics is influenced by other random
factors that are modeled by the term σ (Xt , t) dWt .
Thus, the increment of X in a small time interval
[t, t + δ], Xt+δ − Xt , is to a good approximation
the sum of b(Xt , t)δ and a random variable that,
conditionally on the history of X up to time t, is
Nd (0, v(Xt , t)δ)-distributed, where
v(x, t) = σ (x, t)σ (x, t)∗ .

(2)

By A∗ we denote the transpose of a matrix or vector
A. In view of this, it is no surprise that under weak
regularity conditions X is a Markov process. The
increments of X over time intervals that are not small
can be far from Gaussian, as we shall see later.
The mathematical interpretation of (1) is that
 t
b(i) (Xs , s) ds
Xt(i) = U (i) +
+

0

m 

j =1

t
0

σi,j (Xs , s) dWs(j )

(3)

for all i = 1, . . . , d and t > 0. Here,
x (i) denotes

the i th coordinate of a vector x, b(i) (Xs , s) ds is
a Lebesgue integral, σi,j is the ij th entry of the


(j )
matrix σ , and σi,j (Xs , s) dWs is an Itô integral.
A necessary
 t condition for the latter integral to exist
is that 0 σ (Xs , s)2 ds < ∞ for all t > 0, where
σ 2 = tr(σ σ ∗ ).
Mathematically, it is necessary to distinguish
between two types of solutions, strong and weak
solutions. Sometimes it is possible to find a solution
that is a function of the Wiener process W and the
initial value U. Such a solution is called a strong
solution. An example is the equation
dXt = −βXt dt + ρ dWt ,

X0 = U,

(4)

where the processes X and W and the constants β
and ρ are one-dimensional. The process
 t
e−β(t−s) dWs
(5)
Xt = e−βt U + ρ
0

is a strong solution of (4). This process is called the
Ornstein–Uhlenbeck process. The following condition is sufficient to ensure the existence of a unique
strong solution: For each N ∈ , there exists a constant KN such that b(x, t) + σ (x, t) ≤ KN (1 +
x) for all t ∈ [0, N ] and for all x, and b(x, t) −
b(y, t) + σ (x, t) − σ (y, t) ≤ KN x − y whenever x ≤ N , y ≤ N and 0 ≤ t ≤ N . When x is a
vector, x denotes the usual Euclidian norm, while
the norm σ  was defined above.
Whenever it is possible to find on some probability
space, a stochastic process X and a Wiener process
W such that (3) is satisfied, we call X a weak
solution of (1). A weak solution is called unique if
every weak solution has the same distribution. For
most purposes, a weak solution is sufficient. For a
time homogeneous stochastic differential equation,
the following condition is sufficient to ensure the
existence of a unique weak solution: the function v
given by (2) is continuous, the matrix v(x) is strictly
positive definite for all x, and there exists a constant
K such that |vij (x)| ≤ K(1 + x2 ) and |b(i) (x)| ≤
K(1 + x) for all i, j = 1, . . . , d and x. Under the
same condition, the solution X is a Markov process.
A thorough mathematical treatment of the two types
of solutions and conditions ensuring existence and
uniqueness of solutions can be found in [23].
From now on, we will only consider one-dimensional time homogeneous diffusion processes. A more
comprehensive and thorough discussion of most of
the following material can be found in [16]. Because
the sample path is continuous, the state space of a
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one-dimensional diffusion process is an interval. We
denote the lower end-point of the state interval by 
and the upper end-point by r. The sample path is not
differentiable except where σ = 0.
First we present a few important examples. The
Ornstein–Uhlenbeck process given by (4) is discussed in a separate article. Its state space is the
real line. Another important example is given by the
equation

dXt = −β(Xt − α) dt + ρ Xt dWt ,
X0 = U > 0,

(6)

where β > 0, α > 0, ρ > 0. This process is known in
finance literature as the Cox–Ingersoll–Ross (CIR)
model for the short-term interest rate. The state space
is the set of positive real numbers. The conditional
distribution of Xt+s given Xs = x (t, s > 0) has the
density function


γ
γ (y + e−βt x)
p(t, x, y) =
exp
−
(1 − e−βt )
(1 − e−βt )
√
 y ν/2
γ xy
, y > 0, (7)
Iν
× −βt
e x
sinh 12 βt
−2

where γ = 2βρ and ν = γ α − 1, see [19]. Here
and in the next example, Iν is a modified Bessel
function with index ν. When −1 < ν < 0, the process
X can reach the boundary 0 in finite time, but when
ν ≥ 0, Xt > 0 for all t > 0.
A third example is the Bessel process given by
dXt =

α−1
dt + dWt ,
Xt

X0 = U > 0,

(8)

where α ≥ 0. If W is an m-dimensional standard
Wiener process, then Xt = Wt  is a Bessel process
with α = m. This follows by Itô’s formula. The state
space is the set of positive real numbers. When α < 2,
the process X can reach the boundary 0 in finite time,
but when α ≥ 2, Xt > 0 for all t > 0. The conditional
distribution of Xt+s given Xs = x (t, s > 0) has the
density function

 y α/2 x
(x 2 + y 2 )
exp −
p(t, x, y) =
x
t
2t
 yx 
× Iα/2−1
, y > 0.
(9)
t

A final example is the geometric Brownian motion
given by
dXt = αXt + ρXt dWt ,

X0 = U > 0,

(10)

where α ∈  and ρ > 0. The name of this process is
due to the fact that log(Xt ) is a Brownian motion
with drift α − (1/2)ρ 2 and diffusion coefficient ρ,
which follows from Itô’s formula. The state space is
the set of positive real numbers, and the transition
distribution is a log-normal distribution. This follows
from the relation to the Brownian motion.
In these examples, an explicit expression is available for the transition density, that is, the density
function y → p(t, x, y) of the conditional distribution of Xt+s given Xs = x (t, s > 0). Unfortunately,
this is the exception, and in general, all that can be
said is that p(t, x, y) usually satisfies the partial differential equations
∂ 2p
1
∂p
(t, x, y) = σ 2 (x) 2 (t, x, y)
∂t
2
∂x
∂p
+ b(x) (t, x, y)
∂x

(11)

and its formal adjoint
1 ∂2 2
∂p
[σ (y)p(t, x, y)]
(t, x, y) =
∂t
2 ∂y 2
−

∂
[b(y)p(t, x, y)]
∂y

(12)

for t > 0 and x, y ∈ (, r). This is, of course, provided that the conditional distribution of Xt+s given
Xs = x has a density with respect to the Lebesgue
measure on the state space, which is the case under
mild regularity conditions, and that the necessary
derivatives exist, which is more difficult to prove. In
fact, for diffusions that can reach one of the boundary points  and r in finite time, the equations (11)
and (12) might not be satisfied. The initial condition is that the transition distribution approaches the
probability measure concentrated in the point x as
t → 0. The equation (11) is called the backward Kolmogorov equation, while (12) is called the forward
Kolmogorov equation or the Fokker–Planck equation. These equations are well-known from physics
and are the reason for the name diffusion process.
Two measures are associated to every one-dimensional diffusion process and are useful tools for studying the behavior of the diffusion. From now on, we
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will assume that σ (x) > 0 for all x in the state interval (, r). The first of the two measures is the scale
measure which has density

 x
2b(y)
dy
(13)
s(x) = exp −
x # v(y)
with respect to the Lebesgue measure on (, r). Here
x # is an arbitrary point in (, r). The function
 x
s(y) dy
(14)
S(x) =

Then X is ergodic and the invariant distribution has
density
m(x)
µ(x) =
.
(18)
M
In particular,
D

Xt −−−→ µ as t → ∞
and

x#

1
f (Xis ) −−−→
n i=1
n

is called the scale function. It follows from Itô’s
formula that the process Yt = S(Xt ) has the drift
zero and diffusion coefficient s(S −1 (y))σ (S −1 (y)).
The following result follows from a result in [9] by
the transformation S −1 .
Theorem 1 Suppose that σ 2 (x) > 0 for all x ∈
(, r), that b/σ 2 is continuous on (, r), that
−S() = S(r) = ∞,

(15)

and that the function σ −2 is integrable on any compact subinterval of (, r). Then (1) has a unique
Markovian weak solution.
From this theorem follows, for instance, the existence of a Markovian solution to (6) when γ α ≥ 1,
which is needed for (15) to hold. Under the condition (15) on the scale function, the diffusion process
X cannot reach the boundary points  and r in
finite time, and the boundary points are called nonattracting. Moreover, (15) implies that the process is
recurrent.
The second measure associated with a one-dimensional diffusion is the speed measure with density
 x

1
2b(y)
1
m(x) =
=
exp
dy
v(x)s(x)
v(x)
x # v(y)
(16)
with respect to the Lebesgue measure on (, r) (for
some x # ∈ (, r)). At points x where m(x) is large,
the diffusion moves slowly, while it moves fast at
points where m(x) is small.
Theorem 2 Suppose (15) and
 r
M=
m(x) dx < ∞.


(17)

3



r

f (x)µ(x) dx

(19)



in probability as n → ∞ for every s > 0 and for any
function f that is integrable with respect to µ.
For a proof, see for example, [24]. If the conditions (15) and (17) are satisfied and if U ∼ µ, then
the process X is stationary and Xt ∼ µ for all t. For
the Ornstein–Uhlenbeck process given by (4), the
conditions (15) and (17) are satisfied when β > 0,
and the invariant distribution is the normal distribution with mean zero and variance σ 2 /(2β). For
the Cox–Ingersoll–Ross process (6), the conditions
for ergodicity are satisfied when γ α ≥ 1, and the
invariant distribution is the gamma distribution with
shape parameter γ α and scale parameter γ −1 . For
the Bessel process, m(x) = x α−1 , and for the geomet2
ric Brownian motion, m(x) = x 2(α/σ −1) , so for these
processes there are no parameter values for which
(17) is satisfied.
Processes with a linear drift coefficient of the
form −β(Xt − α) with β > 0 reverts to their mean
α with a speed given by β and have the autocorrelation function e−βt under weak conditions on the
diffusion coefficient. It is possible to find a stationary diffusion process with linear drift and with
µ equal to a given probability density f satisfying
mild regularity conditions.
 x Specifically, the diffusion
is given by σ 2 (x) = 2β l (α − y)f (y) dy/f (x); for
details see [4]. Two examples are (4) and (6) corresponding to a normal distribution and a gamma
distribution, respectively. Other simple examples are
σ 2 (x) = 2β(ν + x 2 )/(ν − 1), where µ is a Student’s
t distribution with ν > 1 degrees of freedom, and
σ 2 (x) = βx(1 − x) corresponding to a diffusion on
the interval (0, 1) with µ equal to the uniform
density.
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To study asymptotic properties of statistical inference procedures for diffusion processes, a central
limit theorem is needed. For inference based on an
estimating function of the form (22), a central limit
theorem for martingales can be used when condition (23) is satisfied. Such a result holds for square
integrable martingales under the conditions (15) and
(17); see for example, [6]. Sometimes a central limit
theorem is needed for estimating functions that are
not martingales. In this case, stronger conditions on
the diffusion are needed; see for example, [13], where
a simple condition is given which ensures that a diffusion is geometrically α-mixing, and hence that a
central limit theorem holds, see [7].
Suppose a family of diffusion models is given
by the drift coefficients b(x; θ) and diffusion coefficients σ (x; θ) parameterized by θ ∈ ⊆ p . Statistical inference based on observations X , . . . , Xn
( > 0) at discrete time points should ideally be
based on the likelihood function
Ln (θ) =

n


p( , X(i−1) , Xi ; θ),

(20)

i=1

where p is the transition density defined above. In
particular, the maximum likelihood estimator can
be obtained by finding the zero-points of the score
function, that is, the vector of partial derivatives of
the log-likelihood function
Un (θ) =

n

∂ log p

∂θ

i=1

n

i=1



for all x ∈ (, r) and all θ ∈ , so that (22) is a
martingale, see [5, 18], and the review in [3]. Asymptotic results can be obtained via the ergodic theorem
and the central limit theorem for martingales. Under
weak regularity conditions the score function (21) is
a martingale; see, for example, [2]. To obtain consistent estimators, it is in fact enough that (22) has
expectation zero, but if (23) is not satisfied, stronger
conditions on the diffusion are needed for asymptotic
normality of estimators to hold, see the discussion
above. When
is small, simpler estimating functions or contrast functions can be applied too; see,
for example, [17] and the references therein. When
is not small, these estimators are usually biased,
possibly strongly biased, see [5]. It is a particular
property of diffusion models that when is small, it
is possible to extract information about the diffusion
coefficient from the fine structure of the trajectories
of the process. In fact,
n

i=1

( , X(i−1) , Xi ; θ).

(21)

As already discussed, the transition density function p is only in a few cases known explicitly,
but fortunately there are a number of ways to
approximate the likelihood function. Pedersen [20]
proposed a method based on simulation of the diffusion, Aı̈t-Sahalia [1] proposed a method based on
expansions of p in terms of Hermite polynomials,
while Poulsen [21] solved the forward Kolmogorov
equation (12) numerically. Markov chain Monte
Carlo methods (MCMC) have been proposed by [8,
10, 22]. Several less computer-intensive methods are
available based on estimating functions of the form
Gn (θ) =

that can be thought of as approximations to the score
function (21), which is a special case of (22). When
the time between observations
is not small, it is
most safe to use a martingale estimating function,
where g satisfies the condition
 r
g( , x, y; θ)p( , x, y; θ) dy = 0
(23)

g( , X(i−1) , Xi ; θ),

(22)

Xi

n

− X(i−1)

2
n



t

−−−→

σ 2 (Xs ) ds

(24)

0

in probability as n → ∞, where n = t/n. An example of this high frequency asymptotics can be found
in [17]. In an asymptotic scenario where the number
of observations goes to infinity and
goes to zero,
Kessler showed that the estimator of a parameter in
the diffusion coefficient converges more quickly than
the estimator of a parameter in the drift coefficient.
A third type of asymptotics is of interest for diffusion models when the diffusion coefficient is of the
form σ (x). Then the behavior of estimators can be
studied in a small noise asymptotics where → 0,
see [12, 25].
Sometimes the data are observations of one coordinate (or a subset of the coordinates) of a multivariate diffusion. This is, for instance, the case in
stochastic volatility models. In this situation, it is
not possible to calculate the likelihood function, but
a useful approximation has been proposed in [27],
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and the MCMC methods are applicable here too.
Other alternatives are the indirect inference methods
by Gourieroux, Monfort & Renault [14] and Gallant
& Tauchen [11] or the prediction-based estimating
functions by Sørensen [26].
Nonparametric estimation of the coefficients of a
diffusion model has been studied by a number of
authors; see, for example, [15] and the references
therein.

[13]

[14]

[15]
[16]
[17]
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Dynamic Financial
Modeling of an Insurance
Enterprise
Introduction
A dynamic financial insurance model is an integrated
model of the assets and liabilities of an insurer. In the
United Kingdom, these models may be called ‘model
offices’. Modeling the insurer as a whole entity differs from individual policy or portfolio approaches to
modeling in that it allows for interactions and correlations between portfolios, as well as incorporating
the effect on the organization of decisions and strategies, which depend on the performance of the insurer
as a whole. For example, profit distribution is most
sensibly determined after consideration of the results
from the different insurance portfolios that comprise
the company, rather than at the individual portfolio
level. The insurance enterprise model takes a holistic
approach to asset–liability modeling, enabling synergies such as economies of scale, and whole insurer
operations to be incorporated in the modeling process.

A Brief History
In the early 1980s, actuaries were beginning to branch
out from the traditional commuted values approach to
actuarial analysis. Increasingly, computers were used
to supplement the actuarial valuation with cash flow
projections for liability portfolios (see Valuation of
Life Insurance Liabilities). In a cash-flow projection, the premium income and benefit and expense
outgo for a contract are projected, generally using
deterministic, ‘best estimate’ assumptions for the projection scenarios. In the United Kingdom cash flow
testing became an industry standard method for premium rating for some types of individual contracts,
including unit-linked products. (Unit-linked policies
are equity-linked contracts similar to variable annuities in the USA.) A natural development of the cash
flow–testing model for individual contracts was to
use cash-flow testing for whole portfolios, and then
to create an overall model for an insurance company
by combining the results for the individual portfolios.
In 1982, the Faculty of Actuaries of Scotland
commissioned a working party to consider the nature

and assessment of the solvency of life insurance
companies. Their report [14], describes a simple
model office with two different contract types (participating endowment insurance (see Participating
Business) and nonparticipating term insurance) (see
Life Insurance). A stochastic model of investment
returns (see Stochastic Investment Models) was
used in conjunction with the liability model to attempt
to quantify the probability of ruin (see Ruin Theory)
for the simplified life insurer. This was the first application of the full Wilkie model of investment [16,
17]. Moreover, the working party proposed a method
of using their model office to determine a solvency
capital requirement for a given solvency standard.
At around the same time, the actuarial profession
in Finland was introducing a model office approach
to regulation for non-life (property–casualty) offices
(see Non-life Insurance), following the pioneering work of the Finnish Solvency Working Party,
described in [11].
The novelty of the Faculty of Actuaries Solvency
Working Party and the Finnish studies lay both in
the use of stochastic simulation, which had not
been heavily used by actuaries previously, and in the
whole-enterprise approach to modeling the liabilities.
This approach was particularly relevant in the
United Kingdom, where equities have traditionally
been used extensively in the investment of policyholder funds. In the 1980s and 1990s, equities might
have represented around 65 to 85% of the assets of
a UK life insurer. Returns on equities are highly
variable, and some recognition of this risk in solvency assessment is imperative. On the liability side,
the distribution of profits for participating business
is effected in the United Kingdom and some other
countries partly through reversionary bonus, which
increases the guaranteed sum insured over the term
of the contract. The Faculty of Actuaries Solvency
Working Party study explored the potential mismatch
of liabilities and assets, and the capital required to
‘manage’ this mismatch, through a simple, stochastic
model office.
As a separate but related development, in the
early 1990s, regulators in Canada began to discuss
requiring the regular dynamic financial analysis of
insurance company operations on a whole company
basis – that is, through a model office approach.
Dynamic financial analysis (DFA) involves projecting the cash flows of an insurance operation
through a number of scenarios. These scenarios might
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include varying assumptions for asset returns and
interest rates (see Interest-rate Modeling), mortality
(see Mortality Laws), surrenders (see Surrenders
and Alterations) and other valuation assumptions.
Although the initial impetus for DFA was to assess
and manage solvency capital, it became clear very
quickly that the model office approach provided a
rich source of information for more general strategic
management of insurance. The advantages of DFA in
risk management were appreciated rapidly by actuaries in other countries, and a regular DFA is now
very common practice in most major insurance companies as part of the risk management function. The
initial implementation of DFA used deterministic, not
stochastic, scenarios. More recently, it has become
common at least in North America for DFA to incorporate some stochastic scenario analysis.

Designing a Model Insurer
The design features of a model insurer depend on the
objectives for the modeling exercise.
The key design points for any model office are
1. deterministic or stochastic projection;
2. determination of ‘model points’;
3. integration of results from subportfolios at each
appropriate time unit;
4. design of algorithms for dynamic strategies;
5. run-off or going-concern projection.
Each of these is discussed in more detail in this
section. For a more detailed examination of the design
of life insurance models, see [7].

Deterministic or Stochastic Scenario Generation
Using the deterministic approach requires the actuary
to specify some scenarios to be used for projecting
the model insurer’s assets and liabilities. Often, the
actuary will select a number of adverse scenarios to
assess the insurer’s vulnerability to various risks. This
is referred to as ‘stress testing’. The actuary may also
test the effect on assets and liabilities of the introduction of a new product, or perhaps a new strategy
for asset allocation or bonus distribution (see Participating Business), for some central scenario for
investment returns. Some deterministic scenarios are
mandated by regulators (see Insurance Regulation

and Supervision). For example, the ‘New York 7’ is
a set of deterministic interest-rate scenarios required
for cash flow testing for certain portfolios in the
United States.
There are some problems with the deterministic
approach. First, the selection of scenarios by the actuary will be subjective, with recent experience often
given very heavy weight in deciding what constitutes a likely or unlikely scenario. When actuaries
in the United Kingdom in the 1980s were estimating the cost of the long-term interest-rate guarantees
implicit in guaranteed annuity options (see Options
and Guarantees in Life Insurance), the possibility that interest rates might fall below 6% per year
was considered by many to be impossible and was
not included in the adverse scenarios of most insurers. In fact, interest rates just 15 years earlier were
lower, but the actuaries selecting the possible range of
long-term interest rates were influenced by the very
high interest rates experienced in the previous 5 to
10 years. As it turned out, interest rates 15 years later
were indeed once again below 6%.
Another problem with stress testing is that selecting adverse scenarios requires prior knowledge of the
factors to which the enterprise is vulnerable – in other
words, what constitutes ‘adverse’. This is generally
determined more by intuition than by science.
Because no probability is attached to any of the
scenarios, quantitative interpretation of the results
of deterministic testing is difficult. If the actuary
runs 10 deterministic scenarios under a stress-testing
exercise, and the projected assets exceed the projected
liabilities in 9, it is not clear what this means. It
certainly does not indicate an estimated 10% ruin
probability, since not all the tests are equally likely;
nor will they be independent, in general.
Using stochastic simulation of scenarios, a stochastic model is selected for generating the relevant
investment factors, along with any other variables
that are considered relevant. The parameters of the
model are determined from the historical data using
statistical techniques. The model is used to generate a
large number of possible future scenarios – perhaps
1000. No attempt is made to select individual scenarios from the set, or to determine in advance the
‘adverse’ scenarios. Each scenario is assumed to be
equally likely and each is independent of the others. This means that, for example, if an actuary runs
10 000 simulations, and the projected assets exceed
the projected liabilities in only 9000, then a ruin
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probability of around 10% would be a reasonable
inference. Also, using standard statistical methodology, the uncertainty of the estimate arising from
sampling error can be quantified.
One of the models in common use in the United
Kingdom and elsewhere for generating investment
scenarios is the Wilkie model, described in [16, 17].
This describes interrelated annual processes for price
inflation, interest rates, and equity prices and dividends.
In principle, a model insurer may be designed to
be used with both stochastic scenarios and deterministic scenarios. The basic structure and operations
are unaffected by the scenario-generation process. In
practice, however, using stochastic simulation will
obviously not be feasible with a model, which is
so complex that each scenario takes many hours of
computer time. The choice of whether to take a deterministic or a stochastic approach is therefore closely
connected with the determination of model points,
which is discussed next.

Determination of Model Points
A model point can be thought of as a collection of
similar policies, which is treated as a single ‘policy’
by the model office. Using a large number of model
points means that policies are grouped together at a
detailed level, or even projected individually (this is
called the seriatim approach). Using a small number of model points means that policies are grouped
together at a high level, so that a few model points
may broadly represent the entire liability portfolio.
For example, term insurance and endowment insurance contracts may be collected together by term to
maturity, in very broad age bands. Each group of
contracts would then be treated as a single policy for
the aggregate sum insured, using some measure of
mortality averaged over the age group.
However powerful the computer, in designing a
model life insurer there is always a trade-off between
the inner complexity of the model, of which the number of model points is a measure, and the time taken
to generate projection results. In practice, the number and determination of model points used depends
to some extent on the objective of the modeling
exercise.
Broadly, model offices fall into one of the following two categories. The first is a detailed model
for which every scenario might take many hours of
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computer time. The second is a more broad-brush
approach, in which each scenario is sufficiently fast
so that many scenarios can be tested. The first type
we have called the revenue account projection model,
the second we have called the stochastic model, as
it is usually designed to be used with stochastic
simulation.
Type 1: Revenue Account Projection Model Office.
Models built to project the revenue account tend to
be highly detailed, with a large number of liability
model points and a large number of operations. Using
a large number of model points, gives a more accurate
projection of the liability cash flows.
The large number of model points and transactions means that these model offices take a long
time to complete a single projection. The revenue
account model office is therefore generally used with
a small number of deterministic scenarios; this may
be referred to as stress testing the enterprise, as the
model allows a few adverse scenarios to be tested to
assess major sources of systematic risk to the revenue account. Generally, this type of model is used
for shorter-term projections, as the uncertainty in the
projection assumptions in the longer term outweigh
the detailed accuracy in the model.
Type 2: Stochastic Model Office. Models built
to be used predominantly with randomly generated
scenarios tend to be less detailed than the revenue
account projection models. These are often used to
explore solvency risks, and may be used for longer
projection periods. Fewer model points and fewer
operations means that each projection is less detailed
and may therefore be less accurate, particularly on the
liability side. However, the advantage of using a less
detailed model is that each projection is very much
faster, allowing more scenarios and longer projection
periods to be considered. In particular, it is possible
to use stochastic simulation for assets and liabilities.
Provided suitable stochastic models are used, the
variation in the stochastic projections will give a more
accurate picture of the possible range of results than
a deterministic, detailed, type-1 model office.
For running a small number of detailed, individually accurate, shorter-term projections, a revenue
account projection model is preferable. To investigate
the possible range or outcomes, the stochastic office is
required; each projection will be less detailed and less
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accurate than the revenue account projection model,
but the larger number of scenarios, and the objective
generation of those scenarios using stochastic simulation, will give quantitative, distributional information,
which cannot be ascertained through the stress-testing
approach.
The increasing power of computers is beginning
to make the distinction between the two model types
less clear, and as it becomes feasible to run several
hundred scenarios on a revenue account projection
model, it is becoming more common for insurers
to use the same model for stress testing and for
stochastic simulation. In a survey of risk management
practice by Canadian insurers [3], it is reported that
all of the large insurers used both deterministic and
stochastic scenarios with their insurance models for
asset–liability management purposes. However, few
insurers used more than 500 scenarios, and the computer run time averaged several days. In most cases,
a larger, more detailed model is being used for both
deterministic and stochastic projections.

Integration of Results from Subportfolios at each
Appropriate Time Unit
The major advantage of modeling the office as a
single enterprise is that this allows for the interaction
between the individual liability portfolios; operations
can be applied in the model at an enterprise level.
For example, in the United Kingdom, the regulator
requires the insurer to demonstrate resilience to a
simultaneous jump in stock prices and interest rates.
The insurer must show sufficient surplus to withstand
this shock. The test is applied at an enterprise level;
the test does not need to be applied separately to each
liability portfolio. There are also interactions between
the individual liability portfolios; for example, the
projected profit from nonparticipating business may
be used to support other liabilities.
In order for the model to allow this type of enterprise operation, it is necessary to project the enterprise, as a whole, for each time unit. It will not work,
for example, if each liability portfolio is modeled separately over the projection period in turn. This means
that the model office should provide different results
to the aggregated results of individual liability portfolio cash flow projections, as these cannot suitably
model the portfolio synergies and whole-enterprise
transactions.
In practice this entails, in each time period, calculating the individual portfolio transactions, then

combining the individual portfolio cash flows to
determine the whole insurer cash flows. Dynamic
strategies operating at the whole insurer level would
then be applied, to determine, for example, asset allocation, tax and expenses, and dividend and bonus
declarations. It may then be necessary to return to the
portfolio level to adjust the cash flows at the portfolio
level, and indeed several iterations from portfolio to
whole insurer may be necessary.

Design of Dynamic Decision Strategies
A model is said to be ‘dynamic’ if it incorporates
internal feedback mechanisms, whereby the model
operations in some projection period depend, to some
extent, on the results from earlier projection periods.
For example, a model for new business in some time
period may be dependent on the projected solvency
position at the end of the previous time period.
Dynamic strategies represent the natural mechanisms controlling the insurer in real life. Without
them the model may tend to some unreasonable state;
for example, a rigid mechanism for distributing surplus may lead to unrealistically high levels of retained
surplus, or may deal unrealistically with solvency
management when assets are projected to perform
poorly relative to liabilities. The determination of an
algorithm for the determination of how much projected surplus is to be distributed may be important
in maintaining the surplus ratio at realistic levels.
It is often important to use a dynamic valuation
basis in the model. This is particularly relevant in
jurisdictions where an active or semiactive approach
to valuation assumptions is used; that is, the valuation
assumptions change with the asset and liability performance, to some extent. This is true in the United
Kingdom, where the minimum valuation interest rate
is determined in relation to the return on assets over
the previous valuation period. This is semiactive, in
that the assumptions are not necessarily changed each
year, but must be changed when the minimum is
breached. In the United States, the approach to the
valuation basis is more passive, but the risk-based
capital calculations would reflect the recent experience to some extent.
A model that includes an allowance for new business could adopt a dynamic strategy, under which
new business would depend on the asset performance
over previous time periods.

Dynamic Financial Modeling of an Insurance Enterprise
Lapses are known to be dependent to some extent
on economic circumstances, and so may be modeled dynamically. Also, for equity-linked insurance
with maturity guarantees, we may assume that lapses
follow a different pattern when the guarantee is inthe-money (that is, the policyholder’s funds are worth
less than the guarantee) to when the guarantee is outof-the-money.
Asset allocation may be strongly dependent on the
solvency position of the office, which may require a
dynamic algorithm. This would certainly be necessary
in modeling UK insurers, for whom, traditionally, a
large proportion of funds are invested in equity and
property when the solvency situation is satisfactory.
When the asset to liability ratio gets near to one,
however, there is substantial motivation to move into
fixed-interest instruments (because of the valuation
regulations). A dynamic algorithm would determine
how and when assets are moved between stocks and
bonds.

Run-off or Going-concern
In the model office, the assets and liabilities are projected for some period. An issue (related to the model
points question) is whether the liabilities will include
new business written during the projection period, or
whether instead, the scenarios only consider the runoff of business currently in force. Which assumption
is appropriate depends on the purpose of the projection, and also to some extent on the length of the
projection period.
It may be reasonable to ignore new business in solvency projection, since the pertinent issue is whether
the current assets will meet the current liabilities
under the scenarios explored. However, if new business strain is expected to have a substantive effect on
solvency, then some new business should be incorporated.
The difficulty with a going-concern approach is in
formulating a reasonable model for both determining the assumed future premium rates and projecting
future premium volume. This is particularly difficult
for long-term projections. For example, in projecting a with-profits life insurer, the volume of business
written should depend on bonus history and premium loadings. Premium loadings should have some
dynamic relationship with the projected solvency
position. These are hard enough to model. Complicating the issue is the fact that, in practice, the behavior
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of competitors and regulators (where premiums must
be approved) will also play a very important role
in the volume of new business, so a realistic model
must incorporate whole market effects. Although this
is possible, and is certainly incorporated in most revenue account type models, it should be understood
that this is often a source of very great model and
parameter uncertainty.
A middle approach may be useful for some applications, in which new business is assumed to continue
for the early part of the projection period, after which
the business reverts to run-off. This has the benefit
that the short-term effects of new business strain can
be seen, and the short-term prospects for new business volume and premium rates may be estimated
with rather less uncertainty than in the longer term.
This approach is used in, for example, [1, 4].

Solvency Assessment and Management
Assessing the solvency risk was one of the earliest
motivations for the construction of model life and
non-life insurers. Computers allowed exploration of
the complex modeling required for any insight into
solvency assessment, quickly overtaking the analytical approach that involved great simplification and
tended to ignore important characteristics and correlations. Ruin theory, for example, is an analytical
method that has been applied for many years to nonlife insurers, but the classical model ignores, for
example, expenses, interest, delays in claim settlements, heterogeneous portfolios, varying premiums,
and inflation. All these factors can be readily incorporated into a computer-based model of a non-life
insurer.

Life Insurance
In life insurance, the model office approach to stochastic solvency assessment and capital management
was pioneered by the Faculty of Actuaries Solvency
Working Party [14]. This working party was established in 1980 to investigate the criteria by which
the solvency of life insurers should be assessed.
Their conclusion was that solvency is a matter of
probability, and that the measurement of solvency
therefore required quantifying the solvency probability for a given time horizon. As a result of the
complexity of the insurance process, stochastic simulation was the method proposed by the working
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party for measuring the solvency probability. This
was a major step for actuaries, for whom solvency
had been considered a binary issue, not a probabilistic one.
A number of papers followed, which developed
more fully the idea of stochastic simulation of model
life insurers for solvency assessment. In Finland,
Pentikäinen and Pesonen, in [10], were also exploring
the issue, but the imperative was arguably much
greater in the United Kingdom where the exposure of
life insurers to equities was traditionally much higher
than in other developed markets. Further exploration
of different aspects of the stochastic simulation model
insurer approach to solvency assessment can be found
in [4–6, 12].
All of these works are concerned predominantly
with investment risk. Investment returns, inflation,
and interest rates are stochastically simulated. The
Wilkie model is a popular choice for this, particularly in the United Kingdom, although several others
have been proposed and many firms have tailored
their own proprietary models. On the other hand, for a
traditional with-profits insurer, mortality is generally
modeled deterministically. It is easily demonstrated
that the risk from mortality variation is very small
compared to the investment risk. This is because for
a substantial portfolio of independent lives, diversification reduces the relative mortality risk substantially.
Also, an office that combines, say, annuity and insurance products is hedged against mortality risk to
some extent. On the other hand, the investment risk
tends to affect the whole portfolio and cannot be
diversified away. A stochastic approach to mortality would be more critical for a smaller portfolio
of high sum-at-risk policies, such as a reinsurer (see
Reinsurance) might write. The extension of scenarios (stochastic or deterministic) to incorporate other
risks, such as pricing or operational risk, is becoming increasingly common in the application of insurer
models.
The fundamental relationships for the asset shares
of a stochastic life insurance model might be summarized as follows. For simplicity, we assume cash
flows at the start and end of each time unit, giving
the following process for asset shares. For a cohort
of policies grouped (for example) by age x, we have
the asset share process
(AS)x,t,j = ((AS)x−1,t−1,j + Px,t,j − Ex,t,j )(1 + It,j )
− Cx,t,j − (SV)x,t,j + Dx,t,j

(1)

where
•
•

•

•

•

•

(AS)x,t,j is the total asset share of the lives age
x at the end of the tth projection period for
insurance class j.
Px,t,j is the projected premium income from lives
age x in the tth projection period for insurance class j. For business in force at the start
of the projection, the premium per unit sum
insured will be fixed (for traditional products);
for new business or for variable premium business, the premium process might depend on the
solvency position and on the dividend payouts
in previous projection periods through a dynamic
mechanism.
Ex,t,j is the projected expenses in the tth projection period for insurance class j (including
an allocation of fixed expenses). The stochastic
inflation model would be used to project future
expense levels.
It,j is the rate of return earned on asset shares
for insurance class j. The rate depends on the
asset model, and on the allocation of assets to the
different investment classes. We generally assume
at least two classes, stocks and bonds. The asset
allocation must be a dynamic process, as it will
depend on the projected solvency position.
Cx,t,j is the projected claims cost for lives age x
in the tth projection period for insurance class j.
Claims may be modeled with deterministic frequency (as discussed above), but some models
incorporate stochastic severity, representing the
variation of sums insured in a traditional insurance portfolio. Sums insured for new business
will also have a stochastic element if policy
inflation is modeled separately; using the Wilkie
model, the simulated price inflation process may
be used for projecting sums insured for new
business.
(SV)x,t,j is the projected cost of surrenders paid
in respect of lives age x in the tth projection
period for insurance class j . Surrender payments,
if appropriate, may be calculated by reference to
the projected asset share, or may be related to
the liability valuation. The surrender frequency
is often modeled deterministically, but may also
be dynamic, related to the projected solvency
situation, or to projected payouts for participating
business, or to projected investment experience,
or some combination of these factors.
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Dx,t,j is the contribution from other sources,
for example, portfolios of participating insurance
may have a right to a share of profits from nonparticipating business. For participating business
with cash dividends, D would be negative and
represents a decrement from the portfolio asset
shares.

appropriate valuation calculation produces a liability
of Lx,t,j for the lives age x, insurance class j in the
tth projection year, with an overall liability of

The total office assets are projected similarly to the
asset shares, with

The projected surplus of the insurer is then projected
as At − Lt , and when this is negative the insurer is
projected to be insolvent. We generally work with the
asset to liability ratio; At /Lt .
In Figure 1 we show the projected asset–liability
ratio distribution for a UK-style model life insurer,
with two product types, nonparticipating term insurance and participating endowment insurance. All
policies are issued for 25 years to lives age 35
at issue; profits for participating business are distributed as a combination of reversionary and terminal bonuses, with a dynamic bonus algorithm that
depends on the relationship between the asset share
and the liabilities. Liabilities also follow UK practice,
being a semipassive net premium valuation, with valuation basis determined with regard to the projected
return on assets. Bonds, stock prices and dividends,
and price inflation are all modeled using the model
and parameters from [16]. The model insurer used is
described in detail in [4].

At = (At−1 + Pt − Et )(1 + It ) − Ct − (SV)t
− (DV)t ,

(2)

where Pt , Et , Ct , (SV)t are premiums, expenses,
claims, and surrender payments for the tth projection
year, summed over the ages x and insurance classes
j. It is the rate of return earned on assets as a
whole. (DV)t represents dividend payments out of the
insurer funds, including shareholder dividends and
cash bonus to participating policyholders.
Once the entrants and exits have been calculated,
it is necessary to calculate the liability for each insurance class. This will use an appropriate valuation
method. Where the valuation basis is active or semiactive (i.e. where the valuation basis changes to some
extent according to the experience) the liability valuation is clearly a dynamic process. Suppose that an

Lt =


j

Lx,t,j .
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Figure 1 shows 35 sample-simulated paths for the
asset–liability ratio; Figure 2 shows some quantiles
for the ratio at each annual valuation date from a
set of 1000 projections. The projection assumes new
business is written for five years from the start of the
projection.
The effect of incorporating dynamic elements in
the model is to avoid unrealistic long-term behavior – such as having an asset–liability ratio that
becomes very large or very small. This is demonstrated here. Although there are a few very high
values for the ratio, the strategy for distribution of
profits regulates the process. Similarly, at the low end,
the model incorporates strategies for managing a low
asset–liability ratio, which regulates the downside
variability in the asset–liability ratio. This includes
reducing payouts when the ratio is low, as well as
moving assets into bonds, which releases margins in
the liability valuation.
The model insurer used to produce the figures is
an example in which the number of model points is
small. There are only two different insurance classes,
each with 25 different cohorts. There is also substantial simplification in some calculations; in particular,
for the modeling of expenses. This allows a large
number of scenarios to be run relatively quickly.
However, the basic structure of the more detailed
model would be very similar.

Non-Life Insurance
The work of the Finnish Working Party on the solvency of non-life insurers is described in [11]. The
work is summarized in [9]. The basic structure is very
simply described in equation (2.1.1) of that paper, as
U (t + 1) = U (t) + B(t) + I (t) − X(t)
− E(t) − D(t),

(4)

where, for the time interval t to t + 1
U (t) denotes the surplus at t (that is, assets minus
liabilities);
B(t) denotes the premium income;
I (t) denotes the investment proceeds, including
changes in asset values;
X(t) represents claims paid plus the increase in the
outstanding claims liability;
E(t) represents the expenses incurred;
D(t) represents dividend or bonus payments from
the model insurer funds.
As for the life insurance model, this simple relationship belies the true complexity of the model, which
is contained in the more detailed descriptions of the
stochastic processes U, B, I, X, C, and D. These are
random, correlated, dynamic processes. The incurred
claims process may be simulated from a compound
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Poisson distribution (see Compound Distributions;
Discrete Parametric Distributions). The delay in
settling claims and the effect of inflation before payment must then be modeled conditional on the simulated incurred claims experience.
For example, let Xi k represent claims incurred in
year i from insurance class k. These may be generated
by stochastic simulation, or by deterministic scenario
selection. Since claims incurred in different insurance
classes in the same interval will be correlated, a joint
model of the variable Xi = (Xi 1 , Xi 2 , . . . , Xi m ) is
required. Now, we also need to model settlement
delay, so we need to determine for each class, the
proportion of the claims incurred in year i , which
is paid in year j ≥ i, for insurance class k (see
Reserving in Non-life Insurance). Denote this as
rij k , say. We may also separately model an inflation
index for each class, λj k . Both r and λ may be
deterministically or stochastically generated.
Assume that Xi is expressed in terms of monetary
units in year i, then the claims paid in respect of
insurance class k in year t can be calculated as
Xk (t) =



Xi k ritk

i≤t

λt k
.
λik

(5)

The insurer does not know the values of rij k and
λj,k before the payment year j. Some values must be
assumed to determine the insurer’s estimation of the
contribution of Xi k to the outstanding claims liability.
This would generally be done using a fixed set of
values for rij k , depending only perhaps on k − i and
k ; denote these values as r̂ij k and λ̂j k .
Let Lk (t + 1) represent the estimated outstanding
claims liability at the end of the tth year arising
from insurance class k, determined using the insurer’s
estimated values for the run-off pattern r and inflation
index λ is
Lk (t + 1) =

 
i≤t j ≥t+1

Xi k r̂ij k

λ̂j k
λ̂i k

.

(6)

If we consider integer time intervals, and assume that
premiums are paid at the start of each
time unit and
claims paid at the end, then L(t) = k Lk (t) also
represents the total liability at time t.
Now we are in a position to determine X(t) in
equation 1 above, as

X(t) =
(Xtk rttk ) + L(t + 1) − L(t). (7)
k
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This method of modeling the claims run-off process
is described in more detail in [2].
Modeled stochastically, the premium process B(t)
may contain a random element, and may also be partially determined dynamically through a control rule
that increases loadings if claims experience is adverse
(with a short lag). Premiums for different classes of
business should be correlated, and premiums would
be affected by the inflation process, which also feeds
through to the investment proceeds process, I (t).
Expenses may be modeled fairly simply for a stochastic model, or in much greater detail for a deterministic, revenue account projection model. The dividend
process D(t) would be used as a control mechanism,
being greater when the surplus is larger, less when the
surplus is smaller. It may be realistic to incorporate
some smoothing in the dividend process, if it is felt
that large changes in dividends between the different
time units would be unacceptable in practice.
In property and casualty insurance modeling, the
claims process is emphasized. This is appropriate
because insolvency is most commonly caused by
the liability side in short-term insurance – inadequate
premiums or adverse claims experience. The analyst
firm A M Best, looking at non-life insurer failure in
the United States between 1969 and 1998 found that
42% of the 683 insolvencies were caused primarily
by underwriting risks, and only 6% were caused by
overvalued assets. In contrast, life insurers are more
susceptible to investment risk.
Model office development for non-life business
has moved a long way, with a general acceptance
of the need for integrated stochastic models in the
United Kingdom and elsewhere. A range of more
sophisticated treatment has been developed into the
more broadly oriented Dynamic Financial Analysis
models. Since 1996, the Casualty Actuarial Society has operated an annual call for papers developing the methods and applications of dynamic financial insurance models for non-life insurers. In an
early contribution, Warthen and Sommer in [15] offer
some basic principles for dynamic financial models in non-life insurance, including a list of variables commonly generated stochastically. This list
includes asset returns and economic variables, claim
frequency and severity by line of business, loss payment, and reporting patterns, loss adjustment and
other expenses, catastrophe losses, premiums, and
business growth. In non-life insurance, the benefits
of stochastic simulation over deterministic projection
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were apparently fairly generally accepted from the
earliest models.

Model Output
Using deterministic projections, the output must be
interpreted qualitatively; that is, by indicating which
if any of the scenarios used caused any
problems.
Using stochastic simulation, interpreting and communicating the model output is more complex. The
amount of information available may be very large
and needs to be summarized for analysis. This can
be in graphical form, as in Figure 1. In addition, it
is useful to have some numerical measures that summarize the information from the stochastic simulation
output. A popular measure, particularly where solvency is an issue, is the probability of insolvency
indicated by the output. For example, suppose we
use N = 1000 scenarios, generated by Monte Carlo
simulation, and where each scenario is assumed to be
equally likely. If, say 35 of these scenarios generate
an asset–liability ratio that falls below 1.0 at some
point, then the estimated probability of ruin would
be p̂ = 0.035. The standard error for that estimate, is
estimated at

p̂(1 − p̂)
,
N
which, continuing the example, with p̂ = 0.035 and
N = 1000 gives a standard error of 0.0058.
Other measures are also commonly used to summarize the distribution of outcomes. The mean and
standard deviation of an output variable may be
given. Often, we are most interested in the worst outcomes. A risk measure is a mapping of a distribution
to a real number, where the number, to some degree,
represents the riskiness of the distribution. Common
risk measures in dynamic financial modeling applications are the quantile risk measure and the conditional
tail expectation or CTE risk measure. The quantile
risk measure uses a parameter α, where 0 < α < 1.
The quantile risk measure for a random loss X is
then Vα , where Vα is the smallest value satisfying the
inequality
Pr[X ≤ Vα ] ≥ α.

(8)

In other words, the α-quantile risk measure for a
loss distribution X is simply the α-quantile of the

distribution. It has a simple interpretation as the
amount that, with probability α, will not be exceeded
by the loss X.
The conditional tail expectation is related to the
quantile risk measure. For a parameter α, 0 < α < 1,
the CTEα is the average of the losses exceeding the
α-quantile risk measure. That is,
CTEα = E[X|X > Vα ].

(9)

Note that this definition needs adjustment if Vα falls
in a probability mass.
Both these measures are well suited for use with
stochastically simulated loss information. For example, given 1000 simulated net loss values, the 95%
quantile may be estimated by ordering the values
from smallest to largest, and taking the 950th (or
951st for a smoothed approach). The 95% CTE is
found by taking the average of the worst 5% of losses.
Both measures are simple to apply and understand.
Many actuaries apply a mean variance analysis
to the model output. That is, comparing strategies
that increase the mean income to the insurer by
considering the respective variances. A strategy with
a lower mean and higher variance can be discarded.
Strategies that are not discarded will form an efficient
frontier for the decision. In [15] other risk return
comparisons are suggested, including, for example,
pricing decisions versus market share.
One useful exercise may be to look in more detail
at the scenarios to which the insurer is most vulnerable. This may help identify defensive strategies.

Dynamic Financial Analysis
In both life and non-life insurance, the usefulness
of dynamic financial models for strategic purposes
became clear as soon as the software became widely
available. The models allow different risk management strategies to be explored, and assist with product
development and dividend policy. In many countries
now, it is common for major strategic decisions to be
tested on the model office before implementation.
In Canada, insurers are required by regulators to
carry out an annual dynamic financial analysis of their
business. In the United States, many insurers have
incorporated DFA as part of their standard risk management procedure. In the United Kingdom, Muir
and Chaplin [8] reported on a survey of risk management practice in insurance, which indicated that
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the use of model offices in risk assessment and management was essentially universal. Similar studies in
North America have shown that, in addition, stochastic simulation is widely used, though the number of
simulations is typically relatively small for assessing
solvency risk, with most insurers using fewer than
500 scenarios. Although the terminology has changed
since the earliest research, solvency issues remain at
the heart of dynamic financial modeling. One of the
primary objectives of insurance modeling identified
by the Risk Management Task Force of the Society of Actuaries is the determination of ‘Economic
Capital’, which is defined loosely as ‘. . .sufficient
surplus capital to meet negative cash flows at a
given risk tolerance level.’ This is clearly a solvency
management exercise. Rudolph, in [13] gives a list
of some of the uses to which insurance enterprise
modeling is currently being put, including embedded
value calculations, fair value calculations, sources of
earnings analysis, economic capital calculation, product design, mismatch analysis, and extreme scenario
planning (see Valuation of Life Insurance Liabilities).
Modern research in dynamic financial modeling
is moving into the quantification and management
of operational risk, and in the further development
of the modeling of correlations between the various
asset and liability processes of the insurer. As computational power continues to increase exponentially, it
is clear that increasingly sophisticated modeling will
become possible, and that the dilemma that companies still confront, of balancing model sophistication
with the desire for testing larger numbers of scenarios
will eventually disappear.
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Early Warning Systems
An early warning system is an assessment mechanism
for monitoring the financial stability and soundness
of insurance companies before it is too late to take
any remedial action. In general, a solvency measurement system can be used as an early warning system
to assess the static financial conditions of insurance
companies at a particular instant. Solvency normally
means that there are more assets than liabilities, and
the excess is regarded as a buffer to prevent insurance
companies from becoming insolvent. A meaningful
solvency measurement therefore cannot exist without
a sound and proper valuation of assets and liabilities, which are mostly the policy reserves for the
life insurance business. The establishment of policy
reserves is to ensure that a life insurance company
can meet the policy liabilities when they fall due.
The methods for calculating the policy reserves can
be broadly categorized into two general types – modified net premium reserve, known as implicit valuation
method, and gross premium reserve plus a provision
for adverse deviation, referred to as explicit valuation
method. At present, the implicit valuation method is
widely adopted.
For the life insurance industry, a percentage of
reserves and sums at risk (PRSR) and risk-based
capitals (RBC) are currently the two main paradigms
of solvency measurement. The PRSR is based on
a percentage of the mathematical reserves and a
percentage of sums at risk. The sum of both components is usually subject to a minimum fixed dollar
amount. Most European and several Asian countries
and regions, such as the United Kingdom, Singapore,
Hong Kong, and China, are currently adopting this
type of solvency measurement. The PRSR approach
relates the solvency measurement to the size of the
life insurance company and the risks to which it is
exposed. It thus addresses the liabilities only.
The second type of solvency measurement is the
RBC method, which is broadly used throughout North
America, for example, the minimum continuing capital and surplus requirement (MCCSR) in Canada
and the RBC formula in the United States. In practice, after analyzing the risks of assets and liabilities
to which a life insurance company is exposed, the
RBC factors and formula are employed to calculate
the amount of required solvency margin. In other
words, it adopts an integrated approach that addresses

both assets and liabilities of a life insurance company. It takes into consideration the asset default risk
(C1 risk), mortality and morbidity risk (C2 risk),
interest-rate risk (C3 risk), and general business risk
(C4 risk). As the RBC solvency measurement is more
sophisticated, the resources required to perform the
calculation are more significant than those required
under the PRSR approach. In considering C1 risk,
different RBC factors are applied to assets with different credit ratings to reflect the level of default risk.
On the basis of the nature of liabilities and degree of
asset and liability matching, RBC factors are applied
to sums at risk, to net of reinsurance, for C2 risk,
and to mathematical reserves for C3 risk. Besides,
RBC factors are directly applied to the total premiums written for C4 risk calculation. In fact, the PRSR
is actually a subset of the RBC measurement such
that the percentage of sums at risk and percentage of
reserves are calculated under C2 and C3 risks in the
RBC formula, respectively. As both PRSR and RBC
calculations are based on some quantifiable measures
of insurers’ annual statements, they are viewed as a
static solvency measurement at a particular date.
Although a solvency measurement system can be
used as an early warning system, its assessment is
insufficient to oversee the long-term risks to which
life insurance companies are exposed. The static
nature in such a system may understate the risk of
insolvency. A sound early warning system should
therefore allow regulators to not only identify the
insurers who face an insolvency problem so that early
remedial actions can be taken, but also effectively
evaluate insurers’ ability to remain solvent in the
future and not just at a particular valuation date in
the past.
It is clear that a dynamic analysis of financial
condition can furnish valuable insights into how an
insurer’s financial soundness might fare in the future
under varying situations. For instance, it is able to
replicate more closely the real-world environment
whose ebb and flow would have an impact on the
solvency status of insurance companies. Taking into
account the changing conditions, an insurer’s operating policies and strategies, a dynamic financial
analysis system can be used to analyze and project
the trends of an insurer’s capital position given its
current circumstances, its recent past, and its intended
business plans, under a variety of future scenarios. It
therefore allows the actuary to inform the management on the likely implications of a business plan
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on capital and significant risks to which the company
may be exposed. In other words, it is concerned with
the trends of surplus in the period immediately following the statement date, and over the longer term,
using both best estimates of future experience, and
all plausible deviations from those estimates. This
effectively enables the actuary to advise management
as to the significance of various risks to the company, and the projected impact of its business plans
on surplus. Thus, a sound dynamic financial analysis system would not only quantify future financial
variabilities and improve management’s understanding of the risks, but also allow the regulator to identify
an insurance company that may be heading for trouble so that it can intervene promptly whenever the
company starts to look shaky. Currently, dynamic
financial analysis systems include the dynamic solvency testing (e.g. in Singapore) and dynamic capital
adequacy testing (e.g. in Canada).
An appropriate early warning system should not
only consider the interests of insurers and their shareholders, but also the protection to consumers and
policyholders. Because of its new business strain
and the long-term nature of liabilities, life insurance
industry is commonly regarded as a capital-intensive
industry. Too small a solvency margin will defeat the
purpose of absorbing unpredictable business risks and
will not be sufficient to protect the insurers and the
policyholders against insolvency. However, too large
a solvency margin will not only reduce shareholder
returns but also reduce returns to policyholders by
requiring higher premiums. This could even result in
the ultimate harm to consumers that there may not be
insurance products available, as returns are impaired
to the point where capital cannot be attracted. In
short, the consumers are hurt by extremes – too small
or too large a solvency margin. Therefore, it is important for an early warning system to achieve a balance
among the interests of the consumers, policyholders,
insurers, and shareholders.
An early warning system can provide a measure
to promptly trigger the supervisory intervention in
order to prevent further deterioration of the situation. Normally, regulators are authorized by laws,
under various circumstances, to take remedial actions

against the potential insolvency of an insurance company. The degree of the intervention, depending on
the level of deficiency and insufficient balance below
the required solvency margin, varies from setting
more stringent requirements over the management or
even liquidating the company. In general, interventions can be broadly categorized into three types – the
insurer will be required to submit a plan to restore its
financial soundness within a particular period of time;
the insurer will be asked to take immediate action(s),
such as suspension of particular types of new business and/or injection of new capital; and the insurer
will be immediately taken over by the regulator or
its representative, or asked to declare bankruptcy to
protect the interests of the policyholders.
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Efficient Markets
Hypothesis

order to make their profits. Such trading is illegal
in most countries.
Finally this leads us to the three forms of the
Efficient Markets Hypothesis (EMH):

Market Efficiency

• Strong form EMH: market prices incorporate all
information, both public and insider.

A stock market is said to be efficient if all market prices reflect publicly available information. This
statement is rather imprecise and often leads to misunderstanding, so it is worth looking at this in some
detail.
First, we have different types of information available to us:

• Semi-strong form EMH: market prices incorporate
all publicly available information.

•
•
•

historical data on prices and trading volumes;
other publicly available information, such as company accounts, press releases and so on, and other
relevant information such as government policy;
insider information.

Associated with these we have, crudely, three
types of investment analysis:
• Technical analysis: traders predict future price
movements using past stock market data only (prices
and volumes). They make no reference to company
accounts and so on.
• Fundamental analysis: analysts predict future
earnings by assessing detailed company-specific
information plus other relevant economic information
over and above past share prices in order to
establish a fundamental value for the company.
The relationship between the fundamental value and
the current share price then results in a broad
recommendation to buy or sell. Traders believe that
conducting this degree of analysis gives them an edge
over traders (including technical analysts) who do not
use this level of information.
• Passive investment management: funds hold a
portfolio of shares (for example, in proportion to
the FTSE-100 index) without performing any analysis. Passive fund managers do not feel that the
extra expense incurred by engaging in active fund
management (either technical analysis or fundamental analysis) produces adequate additional returns.
Beyond these we have insider traders. These individuals take advantage of information that is only
available to persons within the company itself in

• Weak form EMH: market prices incorporate all
information contained in historical stock market data.
The ability of different types of traders to have
an edge over others depends on which level of EMH
holds in reality.
•
•
•

Strong form EMH ⇒ no one can gain a competitive advantage, not even insiders.
Semi-strong form EMH ⇒ only insiders have
an advantage, fundamental analysts and technical
analysts (noninsiders) do not have an advantage.
Weak form EMH ⇒ fundamental analysts and
insiders have an advantage over other investors
who do not fully use information contained in
company accounts and so on. Technical analysts
do not have an advantage.

The majority view seems to be that the weak form
EMH is true and that the strong form is not (it is
possible that if insider trading was not illegal then
the strong form could be true if insider traders were
driving changes in market prices). However, there
is considerable debate on the validity of the semistrong form EMH. Active fund managers (such as
fundamental analysts) clearly believe that the semistrong form EMH is not true, otherwise there would
be no reason for their existence. Many academics on
the other hand [2] do believe that the semi-strong
form EMH is true. For small investors who believe
in the semi-strong form EMH, the only course of
action then is to achieve a diversified portfolio by
investing in passively managed funds (for example,
tracker funds).
A variety of tests for market efficiency or otherwise are described in [1], Chapter 17 and the many
references cited therein.

Further Discussion
We will conclude with a brief discussion about why
different investors might believe that they have a

Efficient Markets Hypothesis

competitive advantage. We will do this by describing
a simple model that illustrates the point.
Suppose we have a market which is in
equilibrium. There are n securities available for
investment. Security i has current price Si (0) = per
unit and value Si (1) at time 1.
Each investor (or fund manager etc.) has to make
an assessment about each security in order to decide
how to invest at time 0. They make a decision on what
data to look at and on how to use this data in order to
predict what each Si (1) will be. This will result not
just in a point estimate based on currently available
information but also in that each investor will realize
that there is some uncertainty in what will happen in
the future. Everything else being equal,
•
•

the higher their point estimate of Si (1) is the
cheaper security i looks and the more they will
invest.
the lower their assessment is of the uncertainty
in Si (1) the more confident they will be in their
point estimate. This will mean that they are even
more sure that the stock is under- or overpriced,
depending on their point estimate of Si (1).

Suppose it is known that each Si (1) is normally
distributed with mean mi , variance vii and that the
covariance with asset j is vij . Each investor has
to estimate the vector m = mi (of expected values
and the covariance V = vij ). If all investors come
up with the same estimate for m and V , then no
investor will have a competitive advantage over
the others. A competitive advantage can only arise
because different investors have different estimates
of m and/or V. Furthermore, specific investors (all
investors) will believe that their estimate is superior
to the others. This heterogeneity will arise for a
variety of reasons:
•
•
•
•

different amounts of historical data might have
been used;
different sources of data might have been used;
different models might be assumed about returns
from one time period to the next;
some investors will incorporate an acknowledgment of parameter and model uncertainty into
their analysis. In simple examples, this would
mean that there is no impact on the investor’s estimate of the mean vector, m, but it could result in
higher estimates of the variances and covariances.

The aim of analysis is to get the best estimate
possible of m and V . Ideally, they would like (and
might claim) to get V as small as possible. But if
V represents the true degree of uncertainty arising
from future events, then investors cannot get rid
of it. Indeed, aiming for too small a value of V
might significantly underestimate the risks. The aim
therefore is to minimize the extent of model and
parameter risk by using the best data. Fundamental
analysts would argue that clever use of the additional
data in company accounts and so on allows them to
minimize parameter and model uncertainty.
If semi-strong form EMH is not true, then the
claims being made by fundamental analysts can be
illustrated in Figure 1. Here m and V represent the
true future mean vector and covariance matrix. These
generate the true efficient frontier (the solid line) and
no investor can construct a portfolio that would place
them above this line.
Investors who use fundamental analysis are represented by the dots. These investors have used
almost all of the available data. They are slightly
off the efficient frontier because they are still likely
to have missed one or two bits of data or to have

True expected return
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Figure 1 Risk-return diagram for investors with heterogeneous expectations. Weak form EMH holds, semi-strong
EMH does not hold. Risks and expected returns for individual investors are calculated using the true means and covariances. Solid line: true efficient frontier. Crosses: investors
using historical price data alone. Dots: investors using fundamental analysis
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misinterpreted some information. The dots further to
the left represent investors who are relatively risk
averse whereas those further to the right have a
greater appetite for risk. Investors who have not used
some or all of the information available in company
accounts are represented by the crosses. They are relatively far from the efficient frontier because of the
assumption in this example, that the semi-strong form
of the EMH does not hold. In some sense, the cross,
which is relatively close to the efficient frontier is
there ‘by chance’.
If the situation represented in Figure 1 were true,
then it might be a good idea for the investors
represented by crosses to make use of fund managers
using fundamental analysis. However, there might be
a cost to this in the form of increased management
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charges, and these might eat up any increase in an
investor’s expected return.

References
[1]
[2]

Elton, E.J. & Gruber, M.J. (1995). Modern Portfolio
Theory and Investment Analysis, Wiley, New York.
Fama, E.F. (1991). Efficient capital markets II, Journal of
Finance 26, 1575–1617.

(See also Catastrophe Derivatives; Equilibrium
Theory; Black–Scholes Model; Time Series; Wilkie
Investment Model)
ANDREW J.G. CAIRNS

Equilibrium Theory
The idea of equilibrium was imported from the physical sciences into economics already in the nineteenth
century [63]. Economists focused on the study of
equilibrium because of the idea that this represents
a rest point of an underlying dynamic system. A rest
point is interpreted as a state of the economic system
in which the dynamic forces governing its evolution
have come to a static configuration. In economics,
this static configuration has been assumed to mean
essentially two things: (a) that individual economic
behavior is socially consistent, that is, consumption,
production, and exchange plans are feasible and can
be carried out; and (b) that plans are optimal in
the sense of satisfying the objectives of the individual decision makers (consumers/workers, managers,
traders, and so on). The study of equilibrium was first
developed in the context of markets in which each
individual believes to have a negligible impact on
aggregate variables such as the commodity or asset
prices. These markets are called perfectly competitive, and the theory of equilibrium for perfectly competitive markets – known as Walrasian equilibrium –
achieved a formal, general, and rigorous characterization in the 1950s, especially with the work of
Arrow and Debreu [2, 4, 19], and McKenzie [41]. The
work of Debreu [21] and Smale [59] established local
uniqueness of equilibria, paving the way for comparative statics analysis for the Walrasian equilibrium. An
alternative view would consider equilibria for an economic system in which each decision-maker’s actions
have a nonnegligible impact on everyone else, and on
the aggregate as well. The notion of equilibrium for
these economies had been developed by Nash [48].
The analysis of Nash equilibrium, which shares many
problems with the Walrasian equilibrium, will not be
part of our presentation.
The focus on perfectly competitive markets, other
than allowing several results from the mathematical theory of linear duality to come to bear on the
equilibrium analysis, is also due to the normative
properties of a perfectly competitive equilibrium. The
first and second welfare theorems in fact establish that
(1) under local nonsatiation of preferences, a competitive equilibrium allocation is Pareto optimal; and
(2) under continuity and convexity of preferences
and production sets, any Pareto optimal allocation can
be supported by a competitive price system via an

appropriate distribution or redistribution of individual property rights – that is, it can be implemented
through a system of perfectly competitive markets,
see [20]. In other words, the economic activity can be
efficiently coordinated if it is organized or designed
as a system of markets. The structural link between
Pareto optima and equilibria has been further investigated in the differential framework, in particular,
by Balasko [7] and Mas-Colell [47], where the geometric structure of the equilibria has been thoroughly
analyzed.

Time, Uncertainty
These results needed to be extended to economies in
which time, uncertainty, and information play a fundamental role. This is the case of insurance markets,
as well as markets for the trade of financial assets
(bonds, stocks, options, futures, and so on). The
first extension of the competitive equilibrium notion
to economies with uncertainty using the notion of
contingent plan is due to Debreu [20], but it is unsatisfactory as it calls for the presence of all possible
state-contingent commodity forward contracts (markets for deferred delivery at a preagreed price) at
each trading date. Therefore, it does not capture the
dynamic aspect of trading in real markets, and is normatively too demanding for it to be implemented. An
alternative view was formulated by Arrow [3], where
a sequence of spot commodity markets (markets for
the immediate, as opposed to deferred, delivery) as
well as financial markets for savings and investment, that is, for the transfer of purchasing power
or resources across dates and states, was considered.
This notion of equilibrium had to make explicit a
third fundamental and previously hidden feature of
an equilibrium: (c) that individual beliefs regarding
other individuals’ or nature’s actions and aggregate
variables such as prices must also be coherent. In
the view formulated by Arrow, this took the form of
the perfect foresight hypothesis: every decision-maker
would expect the same state-contingent future commodity prices, to be the prices at which markets will
clear.
This assumption was embedded in the notion
of equilibrium without uncertainty. There, suppose
that multiple equilibrium prices were possible. Then,
every decision-maker would have to face an equilibrium price system in order for the system to be
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in equilibrium. Where would this price system come
from? Many economists thought of producing interesting dynamic processes (of tâtonnement) that would
lead to a specific equilibrium without individuals
having to forecast prices. It became immediately
obvious that a general answer to the question of
how the economic system would come to a rest
would be impossible [5, 36, 58]. The problem of
understanding the cognitive or social bases for the
emergence of equilibrium – Walrasian or Nash – still
lacks a satisfactory answer. We will bypass this problem, and the related issues of stability, learning, and
evolution.
Arrow’s model of sequential trading under uncertainty displays the same optimality properties as the
standard competitive equilibrium provided there are
as many nonredundant financial assets as the number
of states of the world, that is, markets are complete, in the sense of allowing the replication of
any state-contingent wealth profile. When repeated
asset trading is considered, completeness can be substituted by dynamic completeness, as the number of
assets to be traded at each period can be smaller than
the number of states that will be eventually revealed.
Complete markets and the absence of arbitrage are
the two institutional features underlying the theory
of asset pricing that arise in Arrow’s model and its
ramifications [24].
The more complex setup where financial markets are not complete, or incomplete, has been
studied extensively in the 1980s. Existence of equilibrium, challenged by Hart’s counterexample [37],
appeared in the work of Cass [10] for nominal
assets such as bonds and other fixed income securities; see also [32, 64] for numéraire assets (assets
whose payoffs are expressed in units of one commodity, such as gold), and [25, 26] for real assets
(whose payoffs are bundles of goods, such as commodity forward and future contracts). Surveys are
contained in [29, 42, 43]. Optimality, first defined
in [22] taking into account the constraint due to market incompleteness, was shown to fail in [37], and
to be nongeneric ([32], and for a general setup [14]).
Real indeterminacy [8, 31] with incomplete markets
and nominal assets even undermines the notion of
perfect foresight and condition (c) underlying the
competitive equilibrium, although, analysis in [49]
shows that the nexus between real indeterminacy and
perfect foresight is not so straightforward. Further,

with incomplete markets ‘sunspot equilibria’ or ‘selffulfilling prophecies’ arise [12]: financial markets are
vulnerable to market psychology, and asset prices
are more volatile than fundamentals such as cash
flows, technology, or product demand. The pervasiveness of sunspots is shown in [11] for nominal asset
economies, while otherwise this phenomenon is less
robust [33].
The analysis of competitive insurance markets is
seen as a special case of Arrow’s model, where
uncertainty is individual specific, and washes out in
the aggregate: such is the case for fire hazards, health
problems, car accidents, and so on. Insurance risks
require fewer markets to achieve efficiency, as shown
in [44].

Differential Information Economies
Even in Arrow’s model, differential information
played no role: every individual in the economy
would face the same uncertainty. However, it is
apparent that trading in markets occurs among
individuals who are asymmetrically informed about
uncertain events. It is only with the work
of Radner [53, 54] that a proper notion of
competitive equilibrium with differential information
was formulated. Radner considered individuals facing
uncertainty (formally represented by a tree), but
where each individual receives a privately observed,
payoff-irrelevant signal about which future state
of the world will be realized. The fact that the
signal is payoff-irrelevant means that individual
endowments or their von Neumann–Morgenstern
preferences would not depend on this signal, but that
probability beliefs would: applying Bayes’ rule, an
individual would form conditional probabilities of
a state given the signal received. Radner’s notion
of rational expectations equilibrium adds another
feature to the fundamental ones already encountered:
(d) beliefs about the equilibrium price, as a function
of the signals, are correct. Radner [55] showed that
informational efficiency with real assets is typically
obtained in a rational expectations equilibrium. Later,
the informational efficiency was challenged either
by adding liquidity traders [35], or by assuming an
infinite signal space [1, 6, 39], or by considering
incomplete markets with nominal assets [15, 50, 56].
Beside its cognitive assumption (d), much debated
and criticized, as in [30], the main limit of Radner’s
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notion of a competitive equilibrium with asymmetric information resides in the type of information it
allows individuals to have: [9] finally showed that
only nonexclusive information could be included
in the model, while much information, even about
asset prices or other aggregate economic variables, is
exclusive in nature. Moreover, Radner himself recognized that the type of uncertainty in the model
would have to be limited to states of the world
outside the control of decision-makers or to events
that can be publicly disclosed and verified ex post.
Again, several phenomena, concerning in particular
insurance markets would be excluded from the analysis, such as adverse selection or moral hazard.
Indeed [18, 38], provided examples of nonexistence
of competitive equilibrium in the presence of moral
hazard or adverse selection, even in a world where the
impact of asymmetric information would be limited
to individual as opposed to aggregate variables, that
is, in insurance markets. The nonexistence points to
a fundamental manipulation problem of competitive
markets (for insurance) when individuals are either
ex ante asymmetrically informed on the likelihood of
occurrence of some states (adverse selection) or have
a postcontractual unobservable effect on this likelihood (moral hazard). Intuitively, private information
results in externalities in consumption, production
or preferences and missing markets. Mathematically
speaking, private information and its related phenomena (signaling, e.g.) create nonconvexities that cannot
be tackled by a linear system of prices as a competitive equilibrium calls for.
Facing this difficulty with the standard notion of
competitive equilibrium in the presence of private
information, an alternative approach aims at redefining the notion of commodity and of prices in the
presence of asymmetric information [51]. This has
been done in the context of insurance markets. This
new notion of equilibrium considers contracts themselves as the basic commodities, and allows for these
contracts to be possibly random. The set of commodities becomes then the set of probability measures
over the contract elements (inputs, outputs, wages,
goods, effort exerted in the contract, premia, etc.),
or lotteries, and these are chosen by individuals at
competitive prices – seen as the inner product representations of linear functionals over the space of
probability measures. Since the notion of individuals
choosing lotteries or randomizations has been debated
on behavioral grounds – as for mixed strategies in
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games – a frequentist interpretation has also been
provided. In other words, instead of considering the
classical economic problem of assigning goods and
services to individuals, the new equilibrium notion
calls for the assignment of individuals to contracts,
and the probabilities are interpreted as fractions of the
population of a given type signing a given contract,
where each type comes in a nonatomic measure – a
continuum of individuals. A law of large numbers
for continuum of random variables [60–62] is then
invoked, and average market clearing is interpreted
as effective, within some approximation. Prices are
therefore (measurable, and typically continuous but
nonlinear) evaluation maps, or membership fees, for a
particular role in a given contract. With this notion of
equilibrium, [51] shows that the second fundamental
welfare theorem still applies – where of course only
constrained, or incentive compatible, optimality can
be hoped for.
This technique of analysis has been successfully extended to other more traditional assignment
problems, such as in the theory of clubs or of
firm/coalition formation. In fact, the choice of a contract presents nonconvexities as much as the choice
of a membership in a club or of a job in a firm
does – both being discrete choices. Starting from
an idea of competitive equilibrium with indivisible
goods already found in [45, 46], others [17, 27, 28,
34] have formally studied the links between a more
classical cooperative representation of the assignment
games, the core and this new notion of competitive
equilibrium over contracts.
However, there, in each contracting pair or
group, utility is transferable and there is no private
information. The case of economies combining
coalition formation and private information has
not yet been fully brought under the umbrella
of this competitive equilibrium analysis (for a
partial attempt, see [13, 52]; for more traditional
cooperative game-theoretic views, see [40]).
The extension of the notion of competitive equilibrium to private information economies has some
promising features. First, it allows to directly consider scarcity issues in the context of optimal contract
determination. In particular, scarcity is a factor determining the bargaining power of each type in the
economy and it endogenizes outside options. Second,
when combined with group formation problems and
club theory, the general equilibrium view to the contracting problem may shed a light, for example, on
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the issues of the emergence of seemingly suboptimal organizational forms, of market behavior with
competing contracts, of insurance group formation,
as well as in the analysis of the public economics of
local public goods provision.
A few problems still remain open. First, recent
exploration of the link between sunspots and lotteries does not seem to support the idea of lotteries
as self-fulfilling prophecies (see the Journal of Economic Theory special issue on lotteries and sunspots,
2002). As a result, lottery equilibria cannot generally
be justified as a kind of correlated equilibrium with
individuals choosing deterministic contracts. Whether
and when random contracts arise in equilibrium is
not fully understood. There may well be constraints
limiting the use of lotteries. Second, for adverse
selection economies the set of equilibria is either
too small – even empty – or too large, depending
on the notion of fictitious production set adopted to
represent competition across insurance companies for
contract supply (for a recent account of this problem, see [57]; others have suggested a refinement
notion that gets rid of multiplicity [23]). Third, for
a moral hazard version of the Prescott and Townsend
economies [16], shows that either prices are nonlinear in all markets, even those in which no direct
informational problem arises, or the constrained optimality of competitive equilibria in the presence of
moral hazard is lost. This seems to cast a doubt
on the normative properties of competitive equilibrium as an effective organizational device of markets
for insurance. In any case, it highlights the complexity of the problem and leaves material for further
research.
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Esscher Transform

P {X > x} = M(h)e−hx



∞

e−hσ (h)z

0

The Esscher transform is a powerful tool invented
in Actuarial Science. Let F (x) be the distribution
function of a nonnegative random variable X, and its
Esscher transform is defined as [13, 14, 16]
 x
ehy dF (y)
0
.
(1)
F (x; h) =
E[ehX ]
Here we assume that h is a real number such that the
moment generating function M(h) = E[ehX ] exists.
When the random variable X has a density function
f (x) = (d/dx)F (x), the Esscher transform of f (x)
is given by
ehx f (x)
f (x; h) =
.
(2)
M(h)
The Esscher transform has become one of the most
powerful tools in actuarial science as well as in
mathematical finance. In the following section, we
give a brief description of the main results on the
Esscher transform.

Approximating the Distribution of the
Aggregate Claims of a Portfolio
The Swedish actuary, Esscher, proposed (1) when he
considered the problem of approximating the distribution of the aggregate claims of a portfolio. Assume
that the total claim amount is modeled by a compound Poisson random variable.
X=

N


Yi

(3)

i=1

where Yi denotes the claim size and N denotes the
number of claims. We assume that N is a Poisson
random variable with parameter λ. Esscher suggested
that to calculate 1 − F (x) = P {X > x} for large x,
one transforms F into a distribution function F (t; h),
such that the expectation of F (t; h) is equal to x and
applies the Edgeworth expansion (a refinement of the
normal approximation) to the density of F (t; h). The
Esscher approximation is derived from the identity

× dF (yσ (h) + x; h)
 ∞
e−hσ (h)z dF ∗ (z; h)
= M(h)e−hx

(4)

0

where h is chosen so that x = (d/dh) ln M(h) (i.e.
x is equal to the expectation of X under the probability measure after the Esscher transform), σ 2 (h) =
(d2 /dh2 )(ln M(h)) is the variance of X under the
probability measure after the Esscher transform and
F ∗ (z; h) is the distribution of Z = (X − x/σ (h))
under the probability measure after the Esscher transform. Note that F ∗ (z; h) has a mean of 0 and a
variance of 1. We replace it by a standard normal
distribution, and then we can obtain the Esscher
approximation
P {X > x} ≈ M(h)e

−hx+

1 2 2
h σ (h)
2
{1 − (hσ (h))}
(5)

where  denotes the standard normal distribution
function. The Esscher approximation yields better
results when it is applied to the transformation of
the original distribution of aggregate claims because
the Edgeworth expansion produces good results for x
near the mean of X and poor results in the tail. When
we apply the Esscher approximation, it is assumed
that the moment generating function of Y1 exists and
the equation E[Y1 ehY1 ] = µ has a solution, where µ is
in an interval round E[Y1 ]. Jensen [25] extended the
Esscher approximation from the classical insurance
risk model to the Aase [1] model, and the model of
total claim distribution under inflationary conditions
that Willmot [38] considered, as well as a model
in a Markovian environment. Seal [34] discussed
the Edgeworth series, Esscher’s method, and related
works in detail.
In statistics, the Esscher transform is also called
the Esscher tilting or exponential tilting, see [26,
32]. In statistics, the Esscher approximation for distribution functions or for tail probabilities is called
saddlepoint approximation. Daniels [11] was the first
to conduct a thorough study of saddlepoint approximations for densities. For a detailed discussion on
saddlepoint approximations, see [3, 26]. Rogers and
Zane [31] compared put option prices obtained by
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saddlepoint approximations and by numerical integration for a range of models for the underlying return
distribution. In some literature, the Esscher transform
is also called Gibbs canonical change of measure
[28].

Esscher Premium Calculation Principle
Bühlmann [5, 6] introduced the Esscher premium
calculation principle and showed that it is a special
case of an economic premium principle. Goovaerts
et al.[22] (see also [17]) described the Esscher premium as an expected value. Let X be the claim
random variable, and the Esscher premium is given
by

∞

E[X; h] =

x dF (x; h).

(6)

0

where F (x; h) is given in (1).
Bühlmann’s idea has been further extended by
Iwaki et al.[24]. to a multiperiod economic equilibrium model. Van Heerwaarden et al.[37] proved that
the Esscher premium principle fulfills the no rip-off
condition, that is, for a bounded risk X, the premium
never exceeds the maximum value of X. The Esscher premium principle is additive, because for X
and Y independent, it is obvious that E[X + Y ; h] =
E[X; h] + E[Y ; h]. And it is also translation invariant
because E[X + c; h] = E[X; h] + c, if c is a constant.
Van Heerwaarden et al.[37], also proved that the Esscher premium principle does not preserve the net
stop-loss order when the means of two risks are equal,
but it does preserve the likelihood ratio ordering of
risks. Furthermore, Schmidt [33] pointed out that the
Esscher principle can be formally obtained from the
defining equation of the Swiss premium principle.
The Esscher premium principle can be used to
generate an ordering of risk. Van Heerwaarden
et al.[37], discussed the relationship between the
ranking of risk and the adjustment coefficient, as
well as the relationship between the ranking of risk
and the ruin probability. Consider two compound
Poisson processes with the same risk loading θ > 0.
Let X and Y be the individual claim random variables for the two respective insurance risk models. It
is well known that the adjustment coefficient RX for
the model with the individual claim being X is the
unique positive solution of the following equation in
r (see, e.g. [4, 10, 15]).
1 + (1 + θ)E[X]r = MX (r),

(7)

where MX (r) denotes the moment generating function of X. Van Heerwaarden et al.[37] proved that,
supposing E[X] = E[Y ], if E[X; h] ≤ E[Y ; h] for all
h ≥ 0, then RX ≥ RY . If, in addition, E[X 2 ] = E[Y 2 ],
then there is an interval of values of u > 0 such that
ψX (u) > ψY (u), where u denotes the initial surplus
and ψX (u) and ψY (u) denote the ruin probability for
the model with initial surplus u and individual claims
X and Y respectively.

Option Pricing Using the Esscher
Transform
In a seminal paper, Gerber and Shiu [18] proposed
an option pricing method by using the Esscher transform. To do so, they introduced the Esscher transform
of a stochastic process. Assume that {X(t)} t ≥ 0,
is a stochastic process with stationary and independent increments, X(0) = 0. Let F (x, t) = P [X(t) ≤
x] be the cumulative distribution function of X(t),
and assume that the moment generating function of
X(t), M(z, t) = E[ezX(t) ], exists and is continuous at
t = 0. The Esscher transform of X(t) is again a process with stationary and independent increments, the
cumulative distribution function of which is defined
by

x

ehy dF (y, t)
F (x, t; h) =

0

E[ehX(t) ]

.

(8)

When the random variable X(t) (for fixed t, X(t)
is a random variable) has a density f (x, t) = (d/dx)
F (x, t), t > 0, the Esscher transform of X(t) has a
density
f (x, t; h) =

ehx f (x, t)
ehx f (x, t)
=
.
E[ehX ]
M[h, t]

(9)

Let S(t) denote the price of a nondividend paying
stock or security at time t, and assume that
S(t) = S(0)eX(t) ,

t ≥ 0.

(10)

We also assume that the risk-free interest rate, r > 0,
is a constant. For each t, the random variable X(t)
has an infinitely divisible distribution. As we assume
that the moment generating function of X(t), M(z, t),
exists and is continuous at t = 0, it can be proved
that
(11)
M(z, t) = [M(z, 1)]t .

Esscher Transform
The moment generating function of X(t) under the
probability measure after the Esscher transform is
 ∞
ezx dF (x, t; h)
M(z, t; h) =
−∞


=
=

∞

e(z+h)x dF (x, t)

−∞

M(h, t)
M(z + h, t)
.
M(h, t)

(12)

Assume that the market is frictionless and that trading
is continuous. Under some standard assumptions,
there is a no-arbitrage price of derivative security
(See [18] and the references therein for the exact
conditions and detailed discussions). Following the
idea of risk-neutral valuation that can be found in
the work of Cox and Ross [9], to calculate the noarbitrage price of derivatives, the main step is to find
a risk-neutral probability measure. The condition of
no-arbitrage is essentially equivalent to the existence
of a risk-neutral probability measure that is called
Fundamental Theorem of Asset Pricing. Gerber and
Shiu [18] used the Esscher transform to define a
risk-neutral probability measure. That is, a probability
measure must be found such that the discounted stock
price process, {e−rt S(t)}, is a martingale, which is
equivalent to finding h∗ such that
1 = e−rt E∗ [eX(t) ],

(13)

where E ∗ denotes the expectation with respect to
the probability measure that corresponds to h∗ . This
indicates that h∗ is the solution of
r = ln[M(1, 1; h∗ )].

(14)

Gerber and Shiu called the Esscher transform of
parameter h∗ , the risk-neutral Esscher transform, and
the corresponding equivalent martingale measure, the
risk-neutral Esscher measure.
Suppose that a derivative has an exercise date T
and payoff g(S(T )). The price of this derivative is
E∗ [e−rT g(S(T ))].
It is well known that when the market is incomplete,
the martingale measure is not unique. In this case, if
we employ the commonly used risk-neutral method
to price the derivatives, the price will not be unique.
Hence, there is a problem of how to choose a price
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from all of the no-arbitrage prices. However, if we
use the Esscher transform, the price will still be
unique and it can be proven that the price that is
obtained from the Esscher transform is consistent
with the price that is obtained by using the utility
principle in the incomplete market case. For more
detailed discussion and the proofs, see [18, 19]. It is
easy to see that, for the geometric Brownian motion
case, Esscher Transform is a simplified version of the
Girsanov theorem.
The Esscher transform is used extensively in mathematical finance. Gerber and Shiu [19] considered
both European and American options. They demonstrated that the Esscher transform is an efficient tool
for pricing many options and contingent claims if
the logarithms of the prices of the primary securities
are stochastic processes, with stationary and independent increments. Gerber and Shiu [20] considered
the problem of optimal capital growth and dynamic
asset allocation. In the case in which there are
only two investment vehicles, a risky and a risk-free
asset, they showed that the Merton ratio must be the
risk-neutral Esscher parameter divided by the elasticity, with respect to current wealth, of the expected
marginal utility of optimal terminal wealth. In the
case in which there is more than one risky asset, they
proved ‘the two funds theorem’ (‘mutual fund’ theorem): for any risk averse investor, the ratios of the
amounts invested in the different risky assets depend
only on the risk-neutral Esscher parameters. Hence,
the risky assets can be replaced by a single mutual
fund with the right asset mix. Bühlmann et al.[7] used
the Esscher transform in a discrete finance model and
studied the no-arbitrage theory. The notion of conditional Esscher transform was proposed by Bühlmann
et al.[7]. Grandits [23] discussed the Esscher transform more from the perspective of mathematical
finance, and studied the relation between the Esscher transform and changes of measures to obtain the
martingale measure. Chan [8] used the Esscher transform to tackle the problem of option pricing when the
underlying asset is driven by Lévy processes (Yao
mentioned this problem in his discussion in [18]).
Raible [30] also used Esscher transform in Lévy process models. The related idea of Esscher transform for
Lévy processes can also be found in [2, 29]. Kallsen
and Shiryaev [27] extended the Esscher transform
to general semi-martingales. Yao [39] used the Esscher transform to specify the forward-risk-adjusted
measure, and provided a consistent framework for
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pricing options on stocks, interest rates, and foreign
exchange rates. Embrechts and Meister [12] used
Esscher transform to tackle the problem of pricing
insurance futures. Siu et al.[35] used the notion of a
Bayesian Esscher transform in the context of calculating risk measures for derivative securities. Tiong
[36] used Esscher transform to price equity-indexed
annuities, and recently, Gerber and Shiu [21] applied
the Esscher transform to the problems of pricing
dynamic guarantees.
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Finance
Finance and insurance are very similar in nature:
they both (now) consider the value of a financial instrument or an insurance policy or a firm to
be the discounted present value of the future cash
flows they provide to their holder. Research in the
fields of finance and insurance have been converging, with products and valuation techniques from one
field applying to and being used in the other field.
Risk pooling, risk sharing, and risk transfer are the
essence of insurance and the topic of study in modern
finance, with both fields interested in valuing contingent claims, either claims due to financial or liability obligations, market changes, foreign exchange
rate, or due to interest rate changes or payments
due, contingent upon the occurrence of a particular
type of insured loss (e.g. fire insurance payments,
life insurance payments, automobile insurance payments, etc.). Thus, finance and insurance are more
and more linked, and products in each area are less
and less distinct. It was not always so.
While finance as a discipline has existed for millennia, until the second half of the twentieth century it
was primarily institutional and descriptive in nature.
In investments, for example, texts were devoted to
security analysis, stock fundamentals, and how to differentiate ‘winning’ stocks from ‘losing’ stocks. Institutional details about how financial markets worked
and details on regulation, taxes, and accounting
were abundant, often written by practitioners and
were intuitively based. The area was considered as
a subfield of microeconomics (often under the names
‘microeconomic theory of the firm’ and ‘political
economics’) rather than a separate area of study. In
fact, many early economists viewed financial markets as a form of gambling, with prices determined
by speculation about future prices rather than behaving according to the rigorous theoretical view of the
market view we have today.
This is not to say that theoretical approaches to
financial market topics did not exist earlier. Indeed,
Louis Bachelier [1] presented pioneering theoretical
work in his mathematics PhD dissertation at the
Sorbonne, which not only anticipated the concepts
of market efficiency, but also anticipated Einstein’s
development of Brownian motion and other results,
only to be rediscovered and proven later by financial researchers in the latter half of the twentieth

century. Bachelier’s work was, however, ignored by
both theoreticians and practitioners in finance and
economics until, according to Bernstein [2], Paul
Samuelson distributed it to economists in the late
1950s. Similarly, Irving Fisher [13–15] considered
the valuation of assets, recognized the importance
of considering risk in decision making and the role
credit markets played in intertemporal consumption, savings, and investment decisions; an analysis
expanded upon by Hirshleifer [17] in 1970. John
Burr Williams [32] examined the determination of
the asset value of firms and argued that a firm had an
intrinsic value (this is unlike the ‘casino gambling’ or
‘beauty contest’ view of valuation of the market as
speculative, held by most economists of the day) and
that this fundamental value was the present value of
the future stream of dividend payments. John Lintner [19] noted that this work provides a basis for the
rigorous treatment of the financial impact of corporate
structure on value by Modigliani and Miller [24, 25],
one of the milestones of financial theory in the 1950s
and in the 1960s. The problem was that these early
advances were largely ignored by practitioners and
their implications were not explored by theoreticians
until much later. Their impact on insurance research
and practice was negligible.
Finance theory burst into its own with a revolutionary set of research starting in the 1950s.
Harry M. Markowitz realized that the fundamental valuation of assets must incorporate risk as well
as expected return, and he was able to use utility theory developed by John von Neumann and
Oskar Morgenstern [31] to determine optimal portfolio selection in the context of means and variances
representing returns and risk of the asset returns.
Portfolio diversification was shown as a method for
reducing risk. Essentially, Markowitz [21, 22] ushered in a new era of research into portfolio selection
and investments known as Modern Portfolio Theory
(MPT). The impact of his mean–variance approach
to decision-making under uncertainty continues to be
felt today and was the theoretical foundation for much
subsequent development in theoretical finance. For
example, Sharpe [30], Lintner [18], and Mossin [26]
extended Markowitz’s mean–variance analysis to a
market equilibrium setting and created the Capital Asset Pricing Model (CAPM), which is perhaps
one of the two largest contributions to the theoretical
finance literature in the last 50 years (the other being
option pricing theory to be discussed subsequently).
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It also provided a bridge to actuarial research, which
had a statistical base.
With the CAPM development, a security market line can be developed to depict the relationship between expected risk and return of assets in
equilibrium. The CAPM shows that in equilibrium
we have
E(Ri ) = rf + βi [E(RM ) − rf ],

(1)

where Ri is the return on the asset, RM is the return
on the market portfolio (usually taken to be the port2
folio of S&P 500 stocks), σM
is the variance of the
return on the market portfolio, rf is the risk-free
rate of return (usually taken to be the T -Bill rate)
2
and βi = Cov(Ri , RM )/σM
is the contribution of the
risk of asset i to market portfolio risk. An important contribution is that it is not the variation of the
asset itself that determines the riskiness of an asset
as priced by the market, but rather, it is only the β
of the asset that should be priced in market equilibrium. The intuitive logic is that through portfolio
diversification, idiosyncratic risk can be diversified
away, so that only that component of the asset risk
that is associated with the effect of market changes
on the asset value (as measured by β affects the
expected price E(Ri ). This model put valuation on
a firm theoretical equilibrium footing and allowed
for further valuation methods which were to follow.
The CAPM model has been proposed and used in
insurance, for example, as a model for insurance regulators to determine what ‘fair rate of return’ to allow
to insurance companies when they apply for rate
increases. Of course, it should be noted that idiosyncratic risk (that which cannot be diversified away
by holding a well-diversified portfolio and which is
not valued in the CAPM) is also a legitimate subject
for study in insurance-risk analysis since this is the
level of specific risk that insurance policies generally cover.
Richard Roll [27] successfully challenged the
empirical testability of the CAPM, and Brockett and
Golany [6] showed that the mean–variance analysis
is incompatible with expected utility analysis for
any utility function satisfying U  (x) > 0. However,
many extensions of the Sharpe–Lintner–Mossin
CAPM have been developed and used including
Black’s [3] zero-beta asset-pricing model, which
allows one to price assets in a market equilibrium
setting when there is no risk-free asset, but rather,
a portfolio of assets that are uncorrelated with the

market portfolio. Robert Merton [23] created the
‘intertemporal CAPM’ (ICAPM), and, combining
rational expectations assumptions, Cox, Ingersoll, and
Ross [8] created a differential equation for asset
prices and Robert E. Lucas [20] created a rational
expectations theory of asset pricing.
A second important early break-through in theoretical finance was Modigliani and Miller’s [24,
25] work concerning optimal capital structure of a
firm. They concluded that corporate financial structure should be independent of the value of the firm.
One might view this as an extension of Fisher’s Separation Theorem [15], which said that, in an efficient
capital market, the consumption and production decisions of an entrepreneur-owned firm can be made
independently. The Modigliani and Miller result is
that differently financed firms must have the same
market value; a separation of the value of the firm
and the means used to finance the production (i.e. the
value of the firm in an intrinsic value framework).
The next major milestone in finance was the evolution of the efficient markets model. While this
literature had evolved over time, often under the
acronym ‘random walk hypothesis’, Paul Samuelson’s [29] proof that properly anticipated prices fluctuate randomly, Paul Cootner’s [7] gathering together
of models and empirical evidence related to price
movements, and Eugene Fama’s [10] PhD dissertation on the behavior of stock prices (published in
its entirety in the Journal of Business (1965)) set
the stage for the conceptualization of efficient market behavior of asset prices. The market is efficient
if asset prices fully and completely reflect the information available. Essentially, they showed how to
view the fact that changes in stock prices showed
no predictability, not as a rejection of the fundamentalist or intrinsic value model of a firm’s value, but
rather as evidence that financial markets work incredibly well, adjusting prices immediately to reflect new
information. Of course, to define what is meant by
prices reflecting information, the amount of information available needs to be defined, and so we
have weak-form efficiency, semi-strong-form efficiency, and strong-form efficiency depending upon
whether the prices reflect information in the history
of past prices, information that is publicly available
to all market participants, or information that is available to any individual market participant respectively.
Fama [11, 12] reviews the literature and concludes

Finance
that there is considerable support for weak-form efficiency of market prices. A review of the efficient
markets history is given in [9]. The efficient markets
literature has also provided finance with a methodology: the ‘event study’, which has subsequently been
used to examine the impact on prices of stock splits,
merger information, and many other financial events.
In insurance, it has been used to assess the effect
of insurance regulations on the value of insurance
companies [5].
While appealing and useful for theoretical model
building, the efficient markets hypothesis has a
disturbing circularity to it. If markets already
contain all available information, what motivation
is there for a rational investor to trade stock?
The History of Economic Thought [16] website http://cepa.newschool.edu/het/schools/finance.htm
puts this problem in an intuitive context: ‘The
efficient markets hypothesis effectively implies that
there is “no free lunch”, i.e. there are no $100
bills lying on the pavement because, if there were,
someone would have picked them up already.
Consequently, there is no point in looking down at
the pavement (especially if there is a cost to looking
down). But if everyone reasons this way, no one looks
down at the pavement, then any $100 bills that might
be lying there will not be picked up by anyone. But
then there are $100 bills lying on the pavement and
one should look down. But then if everyone realizes
that, they will look down and pick up the $100 bills,
and thus we return to the first stage and argue that
there are not any $100 bills (and therefore no point in
looking down, etc.). This circularity of reasoning is
what makes the theoretical foundations of the efficient
markets hypothesis somewhat shaky.’ Nevertheless,
as a first approximation, efficient market assumptions
have proven to be useful for financial model building.
The next innovation in finance was Fisher Black
and Myron Scholes [4] derivation of a pricing model
for options on common stock. This was immediately
seen as seminal. Perhaps no other theoretical development in finance so quickly revolutionized both
institutional processes (i.e. the creation of options
markets such as those on the Chicago Mercantile
Exchange or the Chicago Board of Trade, and elsewhere for stocks and stock market indexes) and
theoretical development (i.e. a methodology for the
creation of and pricing of derivatives, exotic options,
and other financial instruments). The explosion of the
field of financial engineering related to derivatives

3

and contingent claims pricing gives witness to the
impact of this seminal work on subsequent directions in the field of finance. This field (also known
as mathematical finance) grew out of option-pricing
theory. The study of real options is a current topic in
the literature, attracting considerable attention. The
application to insurance of the option-pricing models
spawned by Black and Scholes work are numerous,
from certain nonforfeiture options in insurance contracts to valuation of adjustable rate mortgages in an
insurance company portfolio.
On the financing side, insurance companies (and
other companies) now include options in their portfolios routinely. Indeed, the ability of options to hedge
the risk of assets in a portfolio provides risk management capabilities not available using ordinary
stocks, bonds, and treasury bills. New options and
derivates are constantly being created (and priced)
to manage a particular risk faced by a company.
Illustrative of these new derivative instruments are
insurance futures and options, and catastrophe risk
bonds and options.
The final seminal work that will be discussed
here is the concept of arbitrage-free pricing due
to Stephen Ross [28] in 1976. Moving away from
the idea of pricing by comparing risk/return tradeoffs, Ross exploited the fact that in equilibrium, there
should be no-arbitrage possibilities, that is, the ability to invest $0 and obtain a positive return. Market
equilibrium, then, is defined to exist when there are
no risk-free arbitrage opportunities in the market. As
noted by Ross, the general representation of market
equilibrium provided by arbitrage theoretic reasoning underlies all of finance theory. The fact that two
portfolios having identical cash flows should have
the same price, which underlies the option-pricing
models of Black and Scholes, is a particular case
of arbitrage pricing, since, were this not true, one
could buy one portfolio and sell the other and make
a profit for sure. Similarly, the Modigliani and Miller
work on the irrelevance of financing choices on a
firm’s value can be constructed via arbitrage arguments since if two firms differing only in financing
structure differed in value, then one could create arbitrage possibilities. Risk-neutral (martingale) pricing
measures arise from arbitrage theory.
While the above discussion has focused on finance
theory in general terms, specific applications of these
methods to capital decisions involving running a firm
such as project financing, dividend policy, and cash
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flow budgeting has an entire subliterature of its own
called corporate finance or managerial finance. Likewise, public finance relates these financial concepts
to public or governmental entities, budgeting, and
revenue flow management. Personal finance has a
subliterature dealing with individual choices such
as retirement planning, budgeting, investment, and
cash flow management. All these practical applications of finance draw heavily from the finance theory
described earlier and was created in the last half of
the twentieth century.
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Financial Economics
Introduction
Much of the theory of optimal allocation of risks in a
reinsurance market can be directly applied to a stock
market. The principal difference from the insurance
risk exchange model is that only linear risk sharing
is allowed in a market for common stocks. In certain situations, this may also be Pareto optimal, but
by and large, this type of risk sharing is not. Still, it
is quite plausible that a competitive equilibrium may
exist.
Today, the modeling framework in continuous
time appears to be changing from Itô price processes to price paths containing unpredictable jumps,
in which case the model typically becomes incomplete. One could, perhaps, call this a change from
‘linear’ modeling of uncertainty to ‘nonlinear’ uncertainty revelation. What I have in mind here is the
much more involved nature of the corresponding random measure behind the jump process term, than the
corresponding diffusion term, arising in the stochastic differential equation. Being much more complex,
including a random measure facilitates possibilities
for far better fits to real observations than does
a mere diffusion term. On the more challenging
side is the resulting incompleteness of the financial
model. Many of the issues of the present paper then
inevitably arise.
Classical economics sought to explain the way
markets coordinate the activities of many distinct
individuals each acting in their own self-interest. An
elegant synthesis of 200 years of classical thought
was achieved by the general equilibrium theory. The
essential message of this theory is that when there
are markets and associated prices for all goods and
services in the economy, no externalities or public
goods and no informational asymmetries or market
power, then competitive markets allocate resources
efficiently.
The focus of the paper is on understanding the
role and functioning of the financial markets, and
the analysis is confined to the one-period model.
The key to the simplicity of this model is that it
abstracts from all the complicating elements of the
general model except two, which are taken as primitive for each agent, namely, his preference ordering
and an exogenously given future income. The preference ordering represents the agent’s attitude towards

the variability of an uncertain consumption in the
future (his risk aversion). The characteristics of
the incomes are that they are typically not evenly
distributed across the uncertain states of nature. A
financial contract is a claim to a future income –
hence the logic of the financial markets: by exchanging such claims, agents change the shape of their
future income, obtaining a more even consumption
across the uncertain contingencies. Thus, the financial markets enable the agents to move from their
given income streams to income streams that are
more desired by them, according to their preferences.
The reason that they could not do this transfer directly
is simply that there are no markets for direct exchange
of contingent consumption goods.
We start by giving the relevant definitions of the
financial model to be studied. Then we refer to the
ideal or reference model (the Arrow–Debreu model)
in which, for each state ω ∈ , there is a claim
that promises to pay one unit of account in the
specified state. Trading in these primitive claims leads
to equilibrium prices (ξ(ω)), which are present values
at date 0 of one unit of income in each state at date
1. Since agents, in solving their optimum problems,
are led to equalize their marginal rates of substitution
with these prices, the equilibrium allocation is Pareto
optimal.
However, Arrow–Debreu securities do not exist
in the real world, but common stocks do, together
with other financial instruments. The purpose of these
various instruments is thus to transform the real
market as close to the ideal one as possible.
We introduce a class of financial contracts (common stocks), in which each contract promises to
deliver income in several states at date 1, and where
there may not be enough securities to span all the
states at this date. Two ideas are studied that are crucial to the analysis that follows:
1. the characterization and consequences of noarbitrage
2. the definition and consequences of incomplete
financial markets.
We demonstrate in particular, how security prices
are determined in equilibrium such that agents, in
solving their optimum problems, are led to equalize
the projections of their marginal rates of substitution
in the subset where trade of common stocks takes
place.
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The Financial Model
Consider the following model. We are given I
individuals having preferences for period one consumption represented by expected utility, where the
Bernoulli utility functions are given by ui , where
ui > 0, ui ≤ 0 for all i ∈ I =: {1, 2, . . . , I }. There
are N securities, where Zn is the payoff at time 1
of security n, n = 1, 2, . . . , N . Let Z = (Z1 , Z2 , . . . ,
ZN ) , where prime denotes the transpose of a vector,
that is, Zis a random (column) vector. We use the
notation N
n=1 Zn =: ZM for the ‘market portfolio’.
We consider a one-period model with two time points
0 and 1, one consumption good, and consumption
only at the final time point 1.
We suppose individual i is initially endowed with
shares of the different securities, so his payoff at date
1 of his initial endowment is
N

(i)
θ n Zn ,
(1)
Xi =
n=1

Arrow Securities and Complete Markets

(i)
θn

where
is the proportion of firm n held by individual i. In other words, the total supply of a security is
one share, and the number of shares held by an individual can be interpreted as the proportion of the total
supply held. Denote by pn the price of the security
n, n = 1, . . . , N , where p = (p1 , p2 , . . . , pN ) .
We are given the space L2 = L2 (, F, P ), where
2
L+ is the nonnegative part (positive cone) of L2 ,  is
the set of states of the world, F is the set of events,
a σ -algebra, and P : F → [0, 1] is the probability
measure common to all the agents.
Consider the following budget set of agent i:

N

F
θn(i) Zn , and
Bi (p; θ) = Yi ∈ L2+ : Yi =
n=1
N


θn pn =

n=1

N


(i)
θ n pn


(2)

n=1

Here, θn(i) ∈ R, so from the range of these parameters,
we notice that negative values, that is, short selling,
is allowed.
An equilibrium for the economy [(ui , Xi ), Z] is
a collection (θ 1 , θ 2 , . . . , θ I ; p) such that given the
security prices p, for each individual i, θ i solves
sup

Eui (Yi )

(3)

Yi ∈BiF (p;θ)

and markets clear:

I

(i)
i=1 θn


Denote by M = span(Z1 , . . . , ZN ) =: { N
n=1 θn
N
Zn ;
θ
≤
1},
the
set
of
all
possible
portfolio
n
n=1
payoffs. We call M the marketed subspace of L2 .
Here F = FZ =: σ {Z1 , Z2 , . . . , ZI } (all the null sets
are included). The markets are complete if M = L2
and are otherwise incomplete.
A common alternative formulation of this model
starts out with payoff at date 1 of the initial endowments Xi measured in units of the consumption good,
but there are no outstanding
shares, so that the clear
ing condition is Ii=1 θn(i) = 0 for all n. In this case,
we would have F = FX . More generally, we could
let the initial endowments consist of shares and other
types of wealth, in which case F = FX,Z .
If there is uncertainty in the model not directly
reflected in the prices and initial endowments, F ⊃
FX,Z . Then we ought to specify these sources of
uncertainty in the model.

= 1 for n = 1, 2, . . . , N .

Let us consider the ideal model of Arrow and
Debreu [7], and assume for expository reasons that
there is a finite number of states:  = {ω1 , ω2 , . . . ,
ωS }. Denote the N × S payout matrix of the stocks
by Z = {zn,ωs }, where zn,ωs is the payout of common
stock n in state ωs . If N = S and Z is nonsingular,
then markets are complete. It is sufficient to show
that Arrow securities can be constructed by forming
portfolios of common stocks. Since Z is nonsingular
we can define
θ (ωs ) = e(ωs ) Z−1

(4)

= (0, 0, . . . , 0, 1, 0, . . . , 0) with 1 at the
where e
sth place. Then θ (ωs ) Z = e(ωs ) by construction. The
portfolio θ (ωs ) tells us how many shares of each
common stock to hold in order to create an Arrow
security that pays ‘one unit of account’ in state ωs . It
is obvious that as long as Z is nonsingular, we can do
this for each ωs ∈ . Hence, a complete set of Arrow
securities can be constructed, and then we know that
the market structure is complete.
In the one-period case, markets cannot be complete if the random payoffs Z have continuous distributions, or if there is an infinite and countable
number of states, cases that interest us. In the finite
case, the market cannot be complete if the rank of
Z is strictly less than S, the number of states. It is
easy to find examples in the finite case where options
(ωs )
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can complete an otherwise incomplete model (see
e.g. [2, 23].
In continuous-time models with a finite set of
long-lived securities, a redefinition of the concept
of Arrow securities may lead to dynamically complete markets, even if the payoffs are continuously
distributed, as is the case for, for example, the
Black–Scholes model.

Some General Pricing Principles
In this section, we establish some general pricing
principles. Returning to the problem (3), we substitute the first constraint into the objective function and
form the Lagrangian of each individual’s optimization problem
  N


Li (θ) = E ui
θn(i) Zn

− αi

n=1
N




pn (θn(i)

−

(i)
θn )

.

(5)

The first-order conditions are
∂θn(i)

= E(ui (Yi )Zn ) − αi pn = 0,

(6)

implying that
pn =

1
E(ui (Yi )Zn ),
αi

n = 0, 1, . . . , N.

=:

∀ n, m.

(8)

1
1
E(ui (Yi ) · 1) =:
αi
R0
1
1 + rf

∀ i ∈ I,




ui (Yi )
, Rn , ∀ n, (10)
αi

saying that the risk premium of any asset in equilibrium is proportional to the covariance between the
return of the asset and the normalized, marginal utility of the equilibrium allocation Yi for any i ∈ I
of the individuals. One may conjecture this latter
quantity to be equal on M across all the individuals in equilibrium. We shall look into this conjecture
below. We remark here that we may utilize the relation (10) to derive the capital asset pricing model
(CAPM) assuming multinormally distributed returns
(see e.g. [2]). For the CAPM, see [14, 18, 26].

The problem of existence of equilibrium is, perhaps
surprisingly, only dealt with fairly recently [4, 10,
19–22]. Instead of assuming multinormality as we
indicated in the above, a common assumption in this
literature is that the preferences of the investors only
depend on the mean and the variance, in other words,
if Z ∈ M, then a utility function ui : M → R is mean
variance if there exists Ui : R × R → R s.t.
ui (Z) = Ui (E(Z), var(Z))

Suppose there exists a riskless asset, the 0th asset, that
promises to pay one unit of the consumption good at
date 1 in all states ω ∈ . This asset is assumed to
be in zero net supply. Thus,
p0 =

= −(1 + rf )cov

(7)

Defining Rn = Zn /pn , the return of asset n, we have
that for each i ∈ I
1
E(ui (Yi )(Rn − Rm )) = 0,
αi

E(Rn ) − (1 + rf )

Existence of Mean Variance Equilibrium

n=1

∂ Li (θ)

that

(9)

where R0 is the return on the risk-free asset, and rf
denotes the risk-free interest rate. We may then show

∀ Z ∈ M.

(11)

The function Ui is assumed strictly concave and C 2 ,
increasing in its first argument and decreasing in the
second.
We then have the following result [10]:
Theorem 1 Assume that E(Xi ) > 0 for every i =
1, 2, . . . , I and ZM is a nontrivial random variable
(i.e. not equal to a constant a.s.). Then there exists an
equilibrium.
When utilities are linear in mean and variance,
we talk about quadratic utility, that is, Ui (x, y) =
x − ai y, ai > 0 for every i. If this is the case,
equilibrium both exists and is unique. In the above,
it was assumed that utilities were strictly concave, so
quadratic utility only fits into the above framework
as a limiting case.
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No-Arbitrage Restrictions on Expected
Returns
Instead of relying on the rather restrictive assumptions behind the CAPM, we now indicate a similar
relationship assuming only the existence of a stateprice deflator. For a finite version of the following,
see [12]. First, we recall some facts.
The principle of no-arbitrage may be used as the
motivation behind a linear pricing functional, since
any insurance contract can be perfectly hedged in
the reinsurance market. In the standard reinsurance
model, there is an assumption of arbitrary contract
formation. We use the following notation. Let X be
any random variable. Then by X > 0 we now mean
that P [X ≥ 0] = 1 and the event {ω : X(ω) > 0} has
strictly positive probability. In the present setting, by
an arbitrage we mean a portfolio θ with pθ ≤ 0 and
θZ > 0, or pθ < 0 and θZ ≥ 0 a.s. Then we have
the following version of ‘The Fundamental Theorem
of Asset Pricing’: There is no-arbitrage if and only
if there exists a state-price deflator. This means that
if there exists a strictly positive random variable
ξ ∈ L2++ , that is, P [ξ > 0] = 1, such that the market

price pθ =: N
n=1 θn pn of any portfolio θ can be
written
pθ =

N


θn E(ξ Zn ),

(12)

n=1

there can be no-arbitrage, and conversely (see e.g.
[11]).
The extension of this theorem to a discrete-time
setting is true and can be found in the above reference
(see e.g. [12] for the finite dimensional case). In
continuous time, the situation is more complicated;
see, for example [13], or [27]. If we assume that
the pricing functional π is linear, and in addition
strictly positive, that is, π(Z) ≥ 0 if Z ≥ 0 a.s.,
both properties being a consequence of no-arbitrage,
then we can use the Riesz’ representation theorem,
since a positive linear functional on an L2 -space
is continuous, in which case, we obtain the above
representation (see e.g. [2]).
The following result is also useful: If there exists
a solution to at least one of the optimization problems
(3) of the agents, then there is no-arbitrage ([24]). The
conditions on the utility functional may be relaxed
considerably for this result to hold. Consider a strictly
increasing utility function U : L2 → R. If there is a

solution to (3) for at least one such U , then there is
no-arbitrage. The utility function U : L2 → R we use
is of course U (X) = Eu(X). Also if U is continuous
and there is no-arbitrage, then there is a solution to
the corresponding optimization problem.
Clearly, the no-arbitrage condition is a weaker
requirement than the existence of a competitive equilibrium, so if an equilibrium exists, there can be
no-arbitrage.
For any portfolio
θ, let the return be

NRθ = Zθ /pθ ,
θ
Z
,
and
p
=
where Zθ = N
n
n
θ
n=1
n=1 θn pn . We
suppose there is no-arbitrage, and that the linear
pricing functional π is strictly positive. Then there
is, by Riesz’ representation theorem, a state-price
deflator ξ ∈ L++ (by strict positivity). We easily
verify that

 N

1
(13)
E(ξ Rθ ) =
E ξ
θn Zn = 1
pθ
n=1
Suppose as above that there is there is a risk-free
asset. It is then the case that
E(Rθ ) − R0 = βθ (E(Rθ ∗ ) − R0 ),

(14)

where
βθ =

cov(Rθ , Rθ ∗ )
,
var(Rθ ∗ )

(15)

and where the portfolio θ ∗ solves the following
problem
sup ρ(ξ, Zθ ),

(16)

θ

where ρ is the correlation coefficient. The existence
of such a θ ∗ follows as in [12].
We notice that the portfolio payoff Zθ ∗ having
maximal correlation with the state-price deflator ξ
plays the same role in the relation (14) as the market
portfolio plays in the ordinary CAPM. The right-hand
side of (14) can be thought of as the risk adjustment
in the expected return of the portfolio θ.
The advantage with the present representation is
that it does not require the restrictive assumptions
underlying the CAPM.
In order to price any portfolio or security, we get
by definition that E(Rθ ) = E(Zθ )/pθ , or
pθ =

E(Zθ )
E(Rθ )

(17)
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In order to find the market value of the portfolio θ,
one can compute the ratio on the right-hand side of
(17). The numerator requires the expected payout, the
denominator the expected return of the portfolio. In
computing the latter, (14) may be used. It amounts
to finding the expected, risk-adjusted return of the
portfolio (security), which one has been accustomed
to in finance since the mid-1960s. The method is
still widely used in practice, and can find further
theoretical support in the above derivation (beyond
that of the CAPM).
This in contrast to the more modern contingent
claims valuation theory, where one, instead, risk
adjusts the numerator in (17) E Q (Zθ ), through a
risk-adjusted probability measure Q, equivalent to
the given probability measure P , and then use the
risk-free interest rate R0 in the denominator, that is,
pθ = E Q (Zθ )/R0 . Here dQ/dP = η and η = ξ R0 .
Both methods require the absence of arbitrage, and
the existence of a state-price deflator. Which method
is the simplest to apply in practice, depends on the
situation.

In this section, we elaborate on the incomplete
case. Consider a model where an equilibrium exists,
so that there is no-arbitrage, and hence there is a
strictly positive state-price deflator ξ ∈ L2++ . Recall
the optimization problem of the standard risk sharing
model in insurance. If (π; Y1 , . . . , YI ) is a competitive equilibrium in the reinsurance model, where
π(V ) = E(V ξ ) for any V ∈ L2 , then there exists
a nonzero vector of agent weights λ = (λ1 , . . . , λI ),
λi ≥ 0 for all i, such that the equilibrium allocation
(Y1 , . . . , YI ) solves the problem
Euλ (ZM ) =:

sup

sup

I


λi Eui (Vi ) subject to

(V1 ,...,VI ) i=1
I


Vi ≤ ZM ,

(19)

i=1

where Vi ∈ M, i ∈ I. The relation between the λi
and αi is the same as in the above. The first-order
conditions are
E{(ũλ (ZM ) − αξ )Z} = 0

∀ Z ∈ M,

Vi ≤ ZM ,

(20)

where α > 0 is a Lagrangian multiplier. This gives
rise to the pricing rule
π(Z) =

1
E(ũλ (ZM )Z) = E(ξ Z)
α

E{(ui (Yi ) − αi ξ )Z} = 0

∀ Z ∈ M,
i ∈ I.

∀ Z ∈ M,
i = 1, 2, . . . , I,

(21)

(18)

i=1

where Vi ∈ L2 , i ∈ I. Here λi = (1/αi ), where αi
are the Lagrangian multipliers of the individual optimization problems of the agents. For ui concave and
increasing for all i, we know that solutions to this
problem also characterizes the Pareto optimal allocations as λ ≥ 0 varies.

(22)

where Yi are the optimal portfolios in M for agent i,
i = 1, 2, . . . , I , giving rise to the market value
π(Z) =

1
E(ui (Yi )Z) = E(ξ Z)
αi

for any

Z ∈ M.
(23)

Let us use the notation
u (Yi )
ũ (ZM )
ξ̃ = λ
,
, ξi = i
α
αi

i = 1, 2, . . . , I.
(24)

λi Eui (Vi ) subject to

(V1 ,...,VI ) i=1
I


E ũλ (ZM ) :=

Similarly, for the problem in (3) the first-order conditions can be written

Incomplete Models and Allocation
Efficiency

I


Suppose now that a competitive financial equilibrium exists in M. Then there exists a nonzero
vector of agent weights λ = (λ1 , . . . , λI ), λi ≥ 0 for
all i such that the equilibrium allocation (Y1 , . . . , YI )
solves the problem

Since M is a closed, linear subspace of the Hilbert
space L2 , if M = L2 then the model is incomplete.
In this case, there exists an X in L2 , X = 0, such that
E(XZ) = 0 for all Z ∈ M. We use the notation X⊥Z
to signify E(XZ) = 0, and say that X in orthogonal
to Z. Also, let M ⊥ be the set of all X in L2 , which
are orthogonal to all elements Z in M. There exists
a unique pair of linear mappings T and Q such that
T maps L2 into M, Q maps L2 into M ⊥ , and
X = T X + QX

(25)

6

Financial Economics

for all X ∈ L2 . The orthogonal projection TX of X in
M is the unique point in M closest (in L2 -norm) to X.
If X ∈ M, then T X = X, QX = 0; if X ∈ M ⊥ , then
T X = 0, QX = X. We now simplify the notation to
T X = X T and QX = X Q for any X ∈ L2 .
Using this notation, from the above first-order
conditions we have that
(ξ − ξ̃ )⊥M

and (ξ − ξi )⊥M, i = 1, 2, . . . , I.
(26)

In other words (ξ − ξ̃ ) ∈ M ⊥ and (ξ − ξi ) ∈ M ⊥ for
all i and accordingly (ξ − ξ̃ )T = 0 and (ξ − ξi )T = 0
for all i, so the orthogonal projections of ξ , ξ̃ and ξi ,
i = 1, 2, . . . , I on the marketed subspace M are all
the same, that is,
ξ T = ξ̃ T = ξiT ,

i = 1, 2, . . . , I.

(27)

Thus we have shown the following
Theorem 2 Suppose an equilibrium exists in the
incomplete financial model. Then security prices are
determined in equilibrium such that agents, in solving
their optimization problems, are led to equalize the
projections of their marginal rates of substitution in
the marketed subspace M of L2 , the projections being
given by Equation (27).
The conditions ξ T = ξiT for all i correspond to
the first-order necessary conditions ξ = ξi for all i
of an equilibrium in the standard reinsurance model,
when trade in all of L2 is unrestricted, and similarly the condition ξ T = ξ̃ T corresponds to the
first-order necessary condition ξ = (1/α)uλ (ZM ) of
the corresponding unrestricted, representative agent
equilibrium.
Notice that there is an analog to the above in the
finite dimensional case, saying that if a financial market equilibrium exists, then the equilibrium allocation
is constrained Pareto optimal (i.e. the optimal allocations are constrained to be in the marketed subspace
M) (see [17], Theorem 12.3).
In general, markets of this kind may have an
equilibrium, but this may not be a Pareto optimum.
An exchange of common stock can lead to a Pareto
optimum if the utility functions satisfy some rather
restrictive assumptions (risk tolerances are affine with
identical cautiousness, see, for example, [3, 25, 28].
We now turn to the issue of existence of equilibrium.

Existence of Equilibrium
In this section, we address the issue of existence
of equilibrium. It turns out that we will have to
relate to three different concepts of equilibrium: First,
an equilibrium in the reinsurance market; second, a
financial economics equilibrium; and third, something
we call a ‘no- arbitrage equilibrium’.
Several approaches are possible, and we indicate
one that may be extended to the multiperiod case.
It involves transforming the concept of a financial
market equilibrium into the concept of a no-arbitrage
equilibrium, which is simply a constrained reinsurance equilibrium. This transformation permits techniques developed for analyzing the traditional reinsurance equilibrium to be transferred to the model
with incomplete markets.
Recall the budget set of the ith individual in
the financial market economy BiF (p; θ) given in
equation (2), and notice that the budget set in the
reinsurance economy is
BiR (ξ ; Xi ) = Yi ∈ L2+ : E(ξ Yi ) = E(ξ Xi ) .
(28)
The no-arbitrage equation is p = E(ξ Z) where p =
(p1 , . . . , pn ) and Z = (Z1 , . . . , ZN ) . The idea is
to reformulate the concept of a financial market
equilibrium in terms of the variable ξ . Then the
demand functions for securities as functions of p
are replaced by demand functions for the good as
functions of the state-price deflator ξ .
Whenever p = E(ξ Z), the budget set BiF (p; θ)
can be reformulated as
BiNA (ξ ; Xi ) = Yi ∈ L2+ : E(ξ Yi )
= E(ξ Xi ), Yi − Xi ∈ M} .

(29)

We notice that this budget set is a constrained version
of the budget set BiR (ξ ; Xi ).
A no-arbitrage equilibrium is a pair consisting of
an allocation Y and a state-price deflator ξ such that
1. Yi ∈ argmax{Eui (V ): V ∈ BiNA (ξ ; Xi )}
I
2.
i=1 (Yi − Xi ) = 0.
It may then be shown that a financial market equilibrium exists whenever a no-arbitrage equilibrium
exists. A proof of this result can be found, in the finite
dimensional case, in [17]. Furthermore, the existence
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of a no-arbitrage equilibrium is closely connected to
the existence of a reinsurance equilibrium. Again a
finite dimensional demonstration can be found in the
above reference.
Therefore, we now restrict attention to the existence of a reinsurance market equilibrium in the
infinite dimensional setting of this paper. It is defined
as follows:
A reinsurance market equilibrium is a pair consisting of an allocation Y and a state-price deflator ξ
such that
1. Yi ∈ argmax{Eui (V ): V ∈ BiR (ξ ; Xi )}
I
2.
i=1 (Yi − Xi ) = 0.
One main difficulty is that the positive cone L2+
has an empty interior, so that we can not use standard
separation arguments to obtain price supportability.
One alternative is to make assumptions directly on
preferences that guarantee supportability of preferred
sets. The key concept here is properness introduced
in [15] see also [16].
We do not face this difficulty if we allow all of
L2 as our ‘commodity’ space.
A pair (Y, ξ ) is a quasi equilibrium if
E(ξ XM ) = 0 and for each i, E(ξ Ŷi ) ≥ E(ξ Xi )
whenever Ui (Ŷi ) > Ui (Yi ). A quasi equilibrium is an
equilibrium if Ui (Ŷi ) > Ui (Yi ) implies that E(ξ Ŷi ) >
E(ξ Yi ) for all i. The latter property holds at a quasi
equilibrium if E(ξ Xi ) > 0 for all i.
Without going into details, we can show the following (e.g. [1, 2, 28]).
Theorem 3 Assume ui (·) continuously differentiable
for all i. Suppose that XM ∈ L2++ and there is some

allocation V ≥ 0 a.s. with Ii=1 Vi = XM a.s., and
such that E{(ui (Vi ))2 } < ∞ for all i, then there exists
a quasi equilibrium.
If every agent i brings something of value to
the market, in that E(ξ Xi ) > 0 for all i, which
seems like a reasonable assumption in most cases
of interest, we have that an equilibrium exists under
the above stipulated conditions. We notice that these
requirements put joint restrictions on both preferences
and probability distributions.
This theorem can, e.g., be illustrated in the case
with power utility, where all the agents have the same
relative risk aversion a. The above condition is, for
V = X, the initial allocation, E(Xi−a ) < ∞ for all i.
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Let us also consider the case with negative exponential utility. The requirement is then


2Xi
E exp −
< ∞, ∀ i.
(30)
ci
These moments appear when calculating the equilibrium, where the zero sum side payments depend on
moments of this kind.
Returning the incompleteness issue, we require
smoothness of the utility functions, for example, ui >
0, ui ≤ 0 for all i. In addition, Xi ∈ L2++ for each
i ∈ I, and the allocation V ∈ M. We then conjecture
that a financial market equilibrium exists.
Theorem 4 Assume ui (·) continuously differentiable
for all i, and that a reinsurance market equilibrium exists, such that E(ξ Xi ) > 0 for all i. Suppose
that Xi ∈ L2++ and there is some allocation V ≥ 0

a.s. with V ∈ M and Ii=1 Vi = ZM a.s., such that
E{(ui (Vi ))2 } < ∞ for all i. Then there exists a financial market equilibrium.
If a reinsurance market equilibrium exists, the projections in M of the marginal rates of substitution will
be equalized, since now the agents, in solving their
optimal problems, are led to equalize the marginal
rates of substitution (in L2 ). Thus, it is obvious that
the first-order conditions (27) are satisfied.
On the other hand, if the first-order conditions (27)
hold, by the Hahn–Banach Theorem, the resulting
linear, positive functional may be extended to a
continuous linear functional in all of L2 , although
this extension may not be unique. Using the Riesz
Representation Theorem there is a linear, continuous
pricing functional represented by ξ ∈ L2 , valid in all
of L2 .
The following result in fine print should be observed. Suppose there is no-arbitrage in the marketed
subspace M. Then there is a strictly positive, linear
functional in M representing the prices. By a variant
of the Hahn–Banach Theorem, sometimes called the
Kreps–Yan Theorem, if M is closed, this functional
can be extended to a linear and strictly positive
functional on all of L2 . Thus, there is no-arbitrage
in L2 under the stated conditions. Hence, sufficient
conditions ensuring that M is closed becomes an
issue.
Thus, if a finance market equilibrium exists, there
is a close connection to an equilibrium in L2 in the
corresponding reinsurance market.
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Idiosyncratic Risk and Stock Market Risk
A natural interpretation of the foregoing model may
be as follows: consider some consumers having initial
endowments Xi measured in units of the consumption
good. The uncertainty they face is partly handled by
forming a stock market as explained above, but still
there may be important risks that cannot be hedged
in a stock market: property damage, including house
fires, car thefts/crashes etc., labor income uncertainty,
and life length uncertainty. In order to deal with
idiosyncratic risk, we may assume there exists an
insurance market where the consumer can, against
the payment of a premium, get rid of some of the
economic consequences of this type of uncertainty,
and also a social security system, which together
with unemployment insurance will partly smooth
income from labor. The corresponding uncertainties
are assumed external.
We are then in situation (b) described above
regarding the stock market, but we assume that the
overall market facing the consumers is complete, just
as the reinsurance market is complete by construction. Suppose there exists a unique equilibrium in this
overall market. We may then use the results from the
standard reinsurance model. Despite the fact that the
stock market model is not complete, and indeed also
inefficient, consumers would still be able to obtain
Pareto optimal allocations in this world, and the stateprice deflator is ξ , not ξ̃ . The optimal allocations
in the stock market must hence be supplemented by
insurance in order to obtain the final equilibrium allocations Yi of the consumers.
This way we see that the principles governing the
risks are valid in the stock market as well as in the
insurance markets, since the state-price deflator is the
same across all markets, or, a risk is a risk is a risk. . .
The reason is that the different markets have the same
purpose, namely, to enable the consumers to obtain
their most preferred outcomes among those that are
feasible.
A detailed study of a model based on these principles is beyond the scope of this presentation. The
inclusion of idiosyncratic risk together with market
risk would presumably complicate matters. Typically,
asymmetric information may play a role. Suffice it
is to note that much of the focus these days in
studying incomplete markets seems to be centered
on the stock market alone, not seeming to realize
that very important aspects of economic uncertainty

facing most individuals cannot be managed in the
financial markets for stocks and options alone.

Conclusions
We have argued that many results in finance can
be seen as consequences of the classical theory of
reinsurance.
Karl H. Borch both contributed to, and borrowed
from, the economics of uncertainty developed during the 1940s and 1950s (e.g. [8, 9]). While the
reformulation of the general equilibrium theory, formulated by Arrow and Debreu [5, 7], was perceived
as too remote from any really interesting practical
economic situation by most economists at the time,
Borch found, on the other hand, that the model they
considered gave a fairly accurate description of a
reinsurance market.
In this paper, we have tried to demonstrate the usefulness of taking the reinsurance model as the starting
point for the study of financial market equilibrium in
incomplete markets. This as a modest counterbalance
to the standard point of view, that the influence has
mainly gone in the opposite direction.
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KNUT K. AASE

Financial Engineering
Financial engineering (which is sometimes known
by the names ‘mathematical finance’, ‘computational
finance’, and ‘financial mathematics’) is a relatively
new subfield overlapping the areas of mathematics and finance. It is devoted to the application
of various advanced mathematical and statistical
techniques such as stochastic differential equations,
time series modeling, heavy-tailed probability models and stochastic processes (e.g. stable distributions and Lévy processes), martingale methods,
variational calculus, operations research, and optimization methods, and many others to financial problems. The list of useful mathematical techniques is
quite wide and is expanding as new problems are
encountered by practitioners demanding new methods of analysis. The purpose of these mathematical
applications is to obtain practical insights and computations for practical financial problems such as
the valuation of derivative instruments like options,
contingent claims contracts, futures contracts, forward contracts, interest rate swaps, caps and floors,
and the valuation of other financial instruments and
investment products. Although financial engineering
evolved from the study of options and option pricing
(and still has a large segment devoted to derivativetype assets since they tend to be the hardest to price
and can have the highest risk), it is also used for
financial risk management by showing how to construct hedges to reduce risk, how to use (or invent)
financial instruments to restructure cash flows so as
to meet the objective of the firm, how to rationally
price assets, and how to manage portfolios while
controlling risk. A major conceptual framework for
much of the mathematical analysis developed so far
is the use of arbitrage-free pricing methods, and

a current topic of interest with newly developing
derivative products such as catastrophe insurance
options, weather derivatives, and credit derivatives,
is asset pricing in incomplete markets. Other entries
in this encyclopedia have detailed the mathematics
of the various components of financial mathematics
such as option theory, derivative pricing (and exotic
options), hedging, portfolio theory, arbitrage pricing, interest rate models, and so on. The reader can
refer to each of these for details on specific applications of interest. These topics are of importance
for insurers doing asset–liability matching and risk
reduction strategies.
Several journals have developed that specialize in
financial engineering topics. A brief list of useful
journals is Mathematical Finance, Journal of Computational Finance, Journal of Risk, Finance and
Stochastics, Quantitative Finance, Applied Mathematical Finance, and Review of Derivatives Research.
In addition to traditional finance and economics
related associations, there are now also some associations that are devoted to mathematical finance and
engineering. Three of interest with their web sites are:
International Association of Financial Engineers
(IAFE), website www.IFE.org, Bachelier Finance
Society, website http://www.stochastik.uni-freiburg.
de/bfsweb/, and Society for Industrial and Applied
Mathematics – Activity Group on Financial Mathematics and Engineering, website http://www.siam.
org/siags/siagfme.htm.
(See also Derivative Pricing, Numerical Methods;
DFA – Dynamic Financial Analysis; Financial
Markets; Market Models; Parameter and Model
Uncertainty; Simulation Methods for Stochastic
Differential Equations)
PATRICK BROCKETT

Financial Intermediaries:
the Relationship Between
their Economic Functions
and Actuarial Risks
This article includes excerpts from Chapter One of
Modern Actuarial Theory and Practice (2nd Edition),
publication pending 2004, reproduced with kind permission from CRC Press.

Introduction
The purpose of this article is to explain the economic
functions of financial intermediaries and financial
institutions. The risks that are commonly managed
by actuaries, particularly in the insurance industry,
(e.g. insurance risk, market risk, interest-rate risk
etc.) arise from the economic functions of financial institutions and from the process of financial
intermediation. We show that there are substantial
similarities between the economic functions of nonbanks (in which actuaries have commonly managed
risk) and those of banks (in which risk has generally not been managed by actuaries – at least not in
the UK and US). The implication of the analysis is
that risk management techniques will become closer
in the banking and nonbanking sectors and that the
various risk management professions and academic
groups will cross the sectors.
The first major piece of actuarial academic work
in the United Kingdom that demonstrated the link
between the banking sector and insurance (in such a
way that a pricing model for bank loans was developed based on actuarial principles) was that by Allan
et al. [1]. Aspects of this analysis were taken further
in [22, 23]. There are some techniques used in the
analysis of banking problems, which have features
that are similar to features of the techniques used by
actuaries in nonbank financial institutions. For example, techniques for analyzing expected credit risk
losses by considering default probabilities and loss
given default [2] are similar to standard techniques
used in Bowers et al. [24] to analyze insurance claims
by looking at claims frequency and claims size using
compound probability distributions. Techniques of
stochastic investment modeling used in the life, nonlife, and pensions industries have much in common

with value-at-risk models used to ascertain the risk
of investment portfolios in banks. Since the publication of the paper by Allan et al., a number of
actuaries have crossed the boundary between banks
and nonbanks in the United Kingdom and a number
of finance experts have crossed the boundary in the
other direction. The author would expect that process
to continue worldwide.
Before developing the main theme of this article,
it is worthwhile considering briefly, three issues that
are important in the context of the blurring of the
boundaries between banks and nonbanks but which
we do not consider in further detail in the article.
1. The first of these is the development of riskmanagement techniques and processes, to which
we have alluded briefly above. The processes
of risk management known as stochastic modeling, dynamic solvency testing, deterministic
risk-based capital setting, and deterministic solvency margin provisioning that are used in the
nonbank (mainly insurance) sector, all have allegories in the banking industry. Those allegories
are value-at-risk modeling, stress testing, setting
capital based on risk-weighted assets, and simple capital to asset (or to liability) ratio setting.
Such techniques are described in their different
contexts in [4, 11, 14–16, 19, 25, 26]. Kim et al.
suggest how the value-at-risk method that is commonly used to manage risk in the trading books
of banks and applied in packages such as Riskmetrics, can be extended to deal with long-run
asset modeling problems such as those encountered by pension funds. It would be expected
that common approaches (and, indeed, a common language) to describe such risk and capital management techniques might arise. Indeed,
such a common language is already developing in official documents [10] and in commercial
and quasi-academic documents [15]. However,
there are certain practical differences between
the bank and nonbank sectors that mean that
the details of approaches to risk management,
capital setting, and so on may well remain different in their practical application and in terms
of the detail of model structures that are used.
With regard to this point, though, it should be
noted that the practical differences between models used in pension fund and non-life insurance applications, that are necessitated by the
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practical differences between the risks in those
two sectors, are probably as great as the differences between models used in the banking and
non-life insurance sectors.
2. The second issue we will not consider in detail,
but which deserves a mention, is regulation.
Whilst this article suggests that the bank and
nonbank sectors are becoming less distinct and
might, indeed, be underwriting many of the
same risks, this has no necessary implications
for the regulation of the two sectors. It is often
suggested that, as the bank and nonbank sectors move closer together, they should be regulated according to the same principles. This
view is misplaced. Any decisions regarding regulation should be based on sound economic
principles. The roles that banks play in the
payments system may lead to negative externalities (or systemic risk) from bank failure
(see [13] for a brief discussion with the issues
being covered further in the references contained within that paper). The systemic nature
of the banking sector may justify a different
degree of or approach to regulation in the bank
and nonbank sectors, even if they face the
same risks.
3. The third issue of importance that we will not
consider in detail is that of integration between
the bank and the nonbank sectors. Here, three
distinct trends can be discerned. First, the products of banks and nonbanks are becoming more
interchangeable (witness, e.g. the development of
money-market mutual funds, cited in [7], which
will be discussed further below in a slightly
different context). Secondly, corporate integration across the bank and nonbank sectors is an
important feature in the international financial
services sector. This integration takes place for
a number of reasons and takes a number of
different forms. It is discussed further in [27].
These two issues formed the main focus of the
1999 Bowles symposium, ‘Financial Services
Integration: Fortune or Fiasco’ [20]. Corporate
integration leads to the development of complex
groups, a trend that also has interesting implications for regulation. If banks and nonbanks
become so inextricably linked that the failure of
a nonbank could lead to the failure of a parent
bank, a more sophisticated approach to regulation may be needed. This issue is discussed

in Joint Forum [19] and also in [20], one of
the papers in the Bowles symposium. Finally,
products are developing that repackage risk and
transfer it between the banking and insurance
sectors. In a sense, these are not new. Insurance products have been used for many centuries to reduce the risk attached to a given bank
loan, and insurance companies have invested for
over one hundred years in securities that carry
credit risk. However, products have developed
in recent years that can transfer risk very rapidly
and on a significant scale between the two sectors. These products help link the bank and
nonbank sectors and will also help the crossfertilization of ideas and techniques between the
sectors. Such products (including securitizations,
credit swaps, and credit insurance) are described
in more detail in [10, 17, 18]. Thom [20] also
referred to this issue.

Bank Loans, Credit Risk, and Insurance
The relationship between the functions and risks
borne by banks and nonbanks are demonstrated when
one considers the fundamental nature of a bank-loan
contract. Consider a bank that grants a loan to a risky
client (e.g. a mortgage loan). The price, or interest
rate, for that loan could be regarded as being made
up of a risk-free rate of interest, an interest margin
that covers the expected cost of default (sometimes
known as the default premium), and an element that
will provide the required return on capital for the
bank, given the risk of the loan (sometimes known
as the risk premium). The bank could turn this risky
loan into a (more or less) risk-free loan in at least two
ways. The first way would involve the bank obtaining credit insurance for that loan from an AAA-rated
credit insurer. The second way would involve ensuring that the borrower himself takes out insurance.
This insurance could be of two forms. The borrower
could insure the loan itself (e.g. as with mortgage
indemnity insurance, where an indemnity insurance
against loss is purchased) with a AAA-rated insurer.
Alternatively, the individual could use an insurance
policy that insured the kind of contingencies that
may lead to default (disability, unemployment etc.).
The first method of insurance, whereby the bank purchases insurance, leads to a direct link between the
banking and the insurance sector (direct risk transfer).
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The second method of insurance leads to an indirect
link. Credit risk from this loan could also be passed
to insurance companies through the process of securitization (see below). In this case, the bank would
issue securities backed by this loan and insurance
companies could purchase the underlying securities.
The bank could also purchase credit derivatives (with
the risk being passed through to an insurer using a
‘transformer’ vehicle). Indeed, this array of potential connections between the banking and insurance
sectors is, of itself, a rich topic for research.
Considering credit insurance, there is a sense in
which, where the loan is not insured in any way,
the bank is taking on a risk-free loan and simultaneously ‘self-insuring’ the loan. Thus, a risky loan
can be regarded as a risk-free loan plus credit insurance, as far as the bank is concerned (of course, this
is not the legal position, merely a way of expressing the underlying financial relationships). It is quite
clear that the pricing, reserving, capital setting, and
risk-management techniques that would be used in
an insurance company writing credit insurance for
similar types of loans should be of direct relevance
to the bank (and those used in the bank should be
of relevance to the insurance company). Indeed, the
risk factors that are of relevance to the bank are
exactly the same as those relevant to the insurance
company. These forms of transaction have been conducted for decades (indeed, arguably, for centuries)
yet, it is only recently that techniques have begun
to cross the divide between the insurance and banking sectors.
The above example illustrates one situation in
which banking functions and insurance functions are
intrinsically linked, in terms of the financial functions
of the business. Both banks and insurance companies
underwrite contingencies. In banks, these contingencies are directly linked to credit events. In insurance
markets, a wider range of contingencies is underwritten but the range does include credit contingencies. In
the next section, Financial Intermediaries: Resolving
the ‘Constitutional Weakness’, we look more formally
at the fundamental economic functions of banks and
nonbanks to see where the similarities and differences
between the sectors lie.
Another example of the similarities between the
risks underwritten in the banking and insurance
sectors arises from bank-loan securitizations. Consider the situation in which a bank has made mortgage
loans to a group of individuals. We have already
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noted that the credit risk could find itself underwritten
by the insurance or the banking sector and where it
is underwritten by the insurance sector, this can be
done in at least three contractual forms. However,
now consider the situation in which the risk is not
insured but remains with the bank and in which the
bank securitizes the mortgages. There are at least two
ways in which the risk attached to those mortgages
can find itself being taken by the insurance sector.
First, a life or non-life insurance company could buy
the securities, with all the risk being passed through
to the purchaser of the securities. Through the purchase of securities with credit risk attached, insurance
companies have, for at least 150 years, taken on credit
risk on the assets side of their balance sheet that
has very similar characteristics to that taken on by
banks. (Although it should be noted that there are
some differences between the credit risk implied by
a bank loan and the credit risk implied by a company bond, these differences are not so great when
comparing bank loans with securitized bank loans. It
should also be noted that, outside the United Kingdom, it is common for insurance companies to invest
directly in mortgages. It was also common in the
United Kingdom up to the 1960s.) Often, when such
securitizations take place, part of the risk remains
with the bank to ensure that there are incentives
for the bank to maintain its loan-monitoring functions. Secondly, the securities could be marketed as
risk-free securities and the credit risk insured with a
non-life insurance company or a credit enhancement
provided by the bank. The idea of the bank providing
a credit enhancement is analogous in theory (and to a
large degree in practice) to the purchase of insurance
by the bank to protect the purchaser against credit
risk. Exactly the same risks should be considered and
priced when providing the credit protection for the
purchaser of the securities as the non-life insurance
company would take into account when selling credit
insurance for securitized loans.
From the introduction and from this section, we
can note some similarities between banks and insurance companies and the risks they underwrite. In
order to understand the similarities and differences
between banks and nonbanks better, it is important to
consider the fundamental functions of financial institutions and the similarities and differences between
banks and nonbanks in terms of how they perform
those functions.
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Financial Intermediaries: Resolving the
‘Constitutional Weakness’
Households wish to have a secure method of saving.
Those households and companies that wish to borrow
or invest need a secure source of funds. In general, it
is suggested that households wish to lend short so that
their assets can be easily liquidated, although this may
be true for only part of a household’s portfolio. Firms
need to finance their activities through longer-term
borrowing and do so through bank loans, bonds, and
equity. Hicks described that feature of an unintermediated financial system in which households wish to
lend short and firms wish to borrow long, as a ‘constitutional weakness’. Financial intermediaries resolve
this weakness because they create a financial liability
of the form a saver wishes to hold and then invest in
assets that form the liabilities of firms (we will ignore
borrowing by the government sector although many
of the same issues regarding term of borrowing and
lending still apply: see DMO [9] for a discussion of
the factors that the UK government takes into account
when determining its borrowing needs). The financial liabilities created by firms and which become
the financial assets of financial intermediaries enable
firms to borrow long term. These liabilities include
bank loans and securities. Securities provide liquidity for the ultimate saver because they can be traded
on secondary markets. Bank lending creates liquidity
for the ultimate saver as a result of the intermediation
function of banks in managing liquidity, based on the
assumption that not all households will want to liquidate their savings at the same time: an application
of the ‘law of large numbers’ principle.
While there is a tendency for banks to create liquidity through the taking of deposits and lending
activity and there is a tendency for nonbanks to be
involved in the creation of liquidity through their
use of the securities market, this is not clear cut.
Banks securitize bank loans (see above) and nonbanks invest in highly illiquid private equity and real
estate ventures.
More generally, financial intermediation can be
seen as the process through which the savings of
households are transformed into physical capital. It
can be understood as a chain. At one end of the chain,
we have households giving up consumption and
saving. They then save these funds through financial
institutions or intermediaries such as banks, pension
funds, and insurance companies. These institutions

then either lend directly to corporations or purchase
securities in corporations, thus buying assets that
offer a financial return. Corporations then use the
money raised from the issue of securities to purchase
physical capital or to provide financial capital. The
returns from capital are then passed back down the
chain, by paying returns to the holders of securities
(or paying interest on bank loans) and the institutions that hold securities then pay returns to their
savers on their saving products. There is a tendency
in most developed countries for banking sectors to
shrink relative to nonbank sectors [28]. This is often
described as a process of ‘disintermediation’; this
is a quite inappropriate phrase to use to describe
that trend: there is simply a move away from one
type of intermediation (using banks) to another type
(using nonbanks).

Functional Approach to the Analysis of
Intermediaries
We can broaden the discussion of the functions of
financial intermediaries. All intermediaries, such as
banks, insurance companies, and pension funds, hold
financial assets or claims on firms (i.e. they lend to
firms) to meet financial liabilities that are issued to
households. It is because of the fundamental nature of
the balance sheet of a financial institution, with exposure to financial assets and financial liabilities that
they have a particular risk profile that is not shared
by nonfinancial firms. In the nonbank sector, actuaries have tended to be predominant in managing those
risks. In general, actuarial texts and actuarial examinations have taken an ‘institutional approach’ to
studying the financial risks, looking separately at nonlife insurance, life insurance, and pension funds (and
occasionally banks). It is also possible to study financial institutions from the perspective of the functions
that they perform, a so-called ‘functional analysis’. A
functional analysis of financial intermediation can be
found in [3, 5, 6, 8]. Such an approach is sometimes
helpful in understanding the economic nature of the
risks that are underwritten by different institutions
and is also helpful in understanding the developing
links between different institutions and how pricing
and risk-management practices could be transferred
between different institutions performing intrinsically
similar functions.
Financial intermediaries must ‘add value’, or in
a market economy, they would not exist. We can go
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beyond the suggestion of Hicks (above) that financial
intermediaries resolve the constitutional weakness
of an unintermediated financial system by allowing
households to lend short and firms to borrow long,
by describing the following functions that financial
intermediaries or financial institutions perform:
1. Risk transformation: Financial intermediaries
transform risk by risk spreading and pooling; lenders
can spread risk across a range of institutions.
Institutions can pool risk by investing in a range of
firms or projects.
2. Risk screening: Financial intermediaries can
screen risk efficiently (this helps deal efficiently with
information asymmetries that are often said to exist in
financial markets). It is more efficient for investment
projects to be screened on behalf of individuals by
institutions than for all individuals to screen the risk
and return prospects of projects independently. If
investment takes place through institutions, all the
investor has to do is analyze the soundness of the
institution and not of the underlying investments.
3. Risk monitoring: Financial intermediaries can also
monitor risk on a continual basis. Banks can monitor
companies that have borrowed from them when
deciding whether to continue lending. Purchasers of
securities (particularly of equities) can monitor by
exercising voting rights (including selling shares on
a takeover).
4. Liquidity transformation: Financial intermediaries
ensure that assets that are ultimately invested in
illiquid projects can be transferred to other savers
in exchange for liquid assets. As has been noted
above, this happens both in the securities markets
and through the banking of system.
5. Transaction cost reduction: Financial intermediaries provide convenient and safe places to store
funds and create standardized and sometimes taxefficient forms of securities. Further, financial intermediaries facilitate efficient exchange. Those who
have surplus capital do not need to incur the search
costs of finding individuals who are short of capital
as an intermediary forms a centralized market place
through which exchange between such individuals
can take place, albeit indirectly.
6. Money transmission: Banks facilitate the transmission of money assets between individuals and
corporations for the purpose of the exchange of
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goods. The role of money is discussed in [21] and
its role is crucial in explaining the special function
of banks in the chain of intermediation. Banks could
just involve themselves in money transmission (narrow banks) without being involved in the chain of
intermediation. However, in most banking systems,
the roles of money transmission and intermediation
go hand-in-hand.
7. Asset transformation: Insurance companies and
pension funds and sometimes banks are involved in
‘asset transformation’, whereby the financial liabilities held by the institution are of a different financial
form from the assets held (e.g. insurance company
liabilities are contingent due to the insurance services they provide yet the assets are not subject to
the same type of contingency). Actuaries tend to exist
in institutions that insure contingencies and provide
asset transformation functions in this way. In fact,
their skills are useful in any financial intermediary
that is managing financial assets to meet financial
liabilities. Historically, actuaries have tended to work
in institutions that sell contingent products, although
that is changing.
The above functions are the basic functions of
financial intermediaries. Fundamentally, the risks
inherent in financial institutions arise from their
functions. There are significant practical differences
between the functions of banks and nonbanks, which
explains their separate development hitherto. It is
helpful to understand more about their specific
functions, in order to understand how the functions
of financial intermediaries are becoming closer.

Intermediating Functions of Banks
The traditional commercial and retail functions of a
bank tend to involve risk spreading, risk screening,
and monitoring, liquidity transformation, and the
provision of money-transmission services. Asset
transformation can be avoided as it is not an intrinsic
function of a bank. However, a bank might undertake
floating-rate borrowing and fixed-rate borrowing or
may offer mortgages with prepayment options. Both
these arrangements are forms of asset transformation
but both can be either avoided or hedged. The risks
that are underwritten involve credit risk.
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Intermediating Functions of Insurers
The primary role of insurers is asset transformation.
The assets held by insurers are fundamentally
different from the liabilities created by the insurer;
the insured’s asset (and hence the insurer’s liability)
becomes activated on the occurrence of a certain
contingency. It could be argued that there is no
fundamental difference between the contingencies
relating to an insurer’s liabilities and those relating
to a bank’s assets. Indeed, a non-life insurer may
insure credit risk, as we have noted above. The
insurer cannot generally match the liability with a
corresponding asset. One of the roles of those who
provide capital for the insurer is to bear the risk of
financial loss from the asset transformation function.
Insurers will generally also perform investment risk
pooling, screening, and limited monitoring functions.
In the United Kingdom, the total value of assets
of life insurance companies is about £800 bn.
Investment functions are a major aspect of an
insurance company’s business. One would not expect
a life insurance company to be involved in the
money-transmission function. Also, whilst insurance
companies tend to invest in liquid, securitized,
assets, their liabilities do not form liquid assets of
households as such. They, therefore, do not tend to
provide liquidity transformation functions.

Intermediating Functions of Mutual Funds
Mutual funds (broadly equivalent to unit trusts in
the UK) generally perform pure investment functions
and hold securities (some mutual funds invest directly
in real estate); defined contribution pension funds
have similar functions. As such, they perform risk
screening, risk spreading, and also limited monitoring
functions. In markets for non-securitized investments,
mutual funds also provide liquidity. They allow large
numbers of investors to pool funds that are invested
in illiquid markets such as direct real estate and
the intermediary can allow buyers and sellers to
trade units without having to deal in the underlying
investments. There are limits to the extent to which
this function can be performed: if there are not
equal number of buyers and sellers of the units, the
investments underlying the units have to be sold by
the fund’s manager; in some mutual funds there are
redemption clauses that allow a moratorium before
units can be redeemed.

Money-market mutual funds (see [7] for a further
discussion of their role) also provide moneytransmission services. They will normally invest in
securitized loans that form a portfolio in which
investors buy units. In some cases, such funds are
simply used as a savings vehicle (thus providing
risk screening, spreading, and pooling functions) but,
often, such funds are used for money transmission,
with unit holders making payments by transferring
units to those receiving payment using a cheque book.
Their development will be discussed further below.
In general, mutual funds pass investment risks
back to unit holders, although there will be a
reputational risk from not performing intermediating
functions such as risk screening effectively. Defined
contribution pension schemes do not provide
asset transformation, unlike defined benefit pension
funds. They are generally just savings vehicles
providing no insurance function. However, they may
sometimes provide insurance functions, for example,
guaranteeing investment returns, annuity rates or
expenses; where such guarantees are given, they are
normally underwritten by an insurance company.

Banks, Insurance Companies and Pension
Funds: Some Fundamental Similarities
and Differences
The money-transmission function can be regarded
as distinct from the other functions of financial
intermediaries as it does not involve the mobilization
of capital as a factor of production. In an economy
with no savings or investment and no borrowing or
lending, money transmission could still be required. It
is perhaps this function that makes banks intrinsically
different from other financial institutions, although,
as has been discussed above, other intermediaries
are also beginning to perform money-transmission
functions (note that in the case of money-market
mutual funds, they combine money transmission with
investment). The money-transmission functions, as
performed by banks, give rise to a liquidity risk,
or the risk of a ‘run’, which does not arise to
the same extent (or at least is easier to manage)
in other financial institutions that do not perform
this function.
From the functional analysis of financial intermediaries, we see that the feature that makes insurance
companies and pension funds different from banks is
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that they face insurance risks due to the difficulty of
estimating the amount and timing of liabilities and
because of the contingent nature of the liabilities.
This arises from the asset transformation function
of nonbanks.
However, while this difference between banks and
nonbanks seems evident from the functional analysis
of financial intermediaries, it is clear from the earlier
discussion that banks face many of the same kinds
of risk from the credit-contingent nature of their
assets as nonbanks face in respect of their liabilities.
Furthermore, the other functions of the different
financial institutions (risk spreading, risk monitoring,
etc.) are broadly similar, at least conceptually. It
is not that the functional approach to financial
intermediaries is invalid, rather it may obscure more
than treveals.
In principle, there is a prima facie case for
assuming that many of the same solvency and riskmanagement techniques could be used for both banks
and nonbanks. If we classify the institutions by the
intermediation risks that they undertake rather than
by whether they are banks or nonbanks, we see many
similarities, which may otherwise be obscured. There
is a more general discussion of risks and solvencymanagement techniques in the references given in the
introduction. It may be noted that one risk to which
it is believed that banks are generally exposed but
to which nonbanks are not exposed is the risk of
a ‘run’. A run arises when depositors observe the
behavior of other depositors and try to liquidate their
deposits more quickly because they fear that a solvent
bank will run short of liquidity. But, even here whilst
this might be a distinct banking problem, it could be
argued that actuarial skills could be used to model
this behavior statistically.

Some Examples of the Evolving Product
Links between Banks and Nonbanks
It is not surprising, given the fundamental similarities
between bank and nonbank financial intermediaries
that links between the sectors are growing. Some
aspects of those links were discussed in the
introduction and these will not be taken further.
However, it is worth noting and discussing further
how the development of products is further blurring
the boundaries between and further eroding the
(perhaps false) distinction between the functions of
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banks and nonbanks. These developments are likely
to continue so that relationships between the bank
and nonbank sectors continue to evolve. In particular,
we will consider further the development of moneymarket mutual funds and the development of the
credit derivatives and credit insurance market.
Hirshleifer [12] discusses the blurring of boundaries between banks, other financial institutions, and
financial markets in terms of the development of
financing through capital markets and the securitization of bank loans; the securities (carrying the
credit risk) can then be purchased by nonbanks.
This development is an important one. However, the
development of money-market mutual funds that perform money-transmission functions takes the process
a step further.
The development of money-market funds relates
most closely to the distinct intermediation functions of banks because money-market funds perform money-transmission functions. Individuals can
transfer units to another individual using a chequebook. In the United States, from 1994 to 1998 there
was a 121% growth in money-market mutual fund
holdings. The value of retail money-market mutual
funds in the United States was $1043 bn in December 2002 (source: Investment Company Institute,
http://www.ici.org). Money-market mutual funds are
unitised, mutual funds that invest in a portfolio of
secure, short-term, securitized, liquid assets held by
an independent custodian if they take the form of UK
unit trusts. This development challenges the unique
role of banks in money transmission. This is not to
say that banks will not continue to provide moneytransmission functions perhaps through marketing
money-market mutual funds. But the use by bank customers of money-market funds could lead them to do
so in a way that is not intrinsically different from the
functions provided by other financial intermediaries.
If money-market funds are not intrinsically different
from other forms of mutual funds, in the way that
bank deposits are ‘different’ from securitized investments, it is of interest to ask questions such as who
would bear the risk of a ‘run’ (i.e. investors wanting
to liquidate money-market assets more quickly than
the underlying assets can be called in; often defined
as ‘liquidity risk’) or the risk of securities losing their
value due to default (inadequate ‘risk screening’).
With traditional bank deposits, banks keep capital
to protect against the second eventuality and ensure
that their capital and their assets are sufficiently liquid
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to guard against the first. In the case of money-market
funds, both risks would be borne by the unit holder,
as the value of the units, determined by the market
value of the securities in the second-hand market,
could fall below the par value of the securities.
If the securities had to be liquidated quickly by
the mutual fund holder in order to redeem units, then
unit values could fall, even if the investments were
still regarded as totally secure, in the same way that
credit risk manifests itself in the fall in the value
of securities when lending is securitized, liquidity
risk would also manifest itself by a fall in the value
of securities. However, it would be the unit holder
who would bear these risks. Limits may be put on
liquidations in order to prevent these problems. If this
happened, it could impair the money-market mutual
fund’s function as a money-transmission mechanism.
But the unit holder would have to balance the lower
interest spreads that can be obtained from moneymarket funds (because of lower costs, the elimination
of capital requirements, and the absence of deposit
insurance) against the higher risk that results from
liquidity risk and credit risk being passed back to the
unit holder. It should be mentioned that the potential
risks of money-market funds are not unique to this
instrument. Such risks exist with other mutual funds,
where liquidity may be required by unit holders
more quickly than the underlying investments can be
liquidated (e.g. in real estate unit trusts).
The securitization of bank-loan books to provide
securities purchased by money-market mutual funds
(and other nonbank financial institutions) leads to
a change in the intermediating functions of banks.
The securitization of banks’ loan books can be
regarded as a method of providing the benefits of
raising money through the securities markets for
companies (or individuals) that are not sufficiently
large for the direct issue of securities to be cost
effective. This could be an important development
because it could lead to the separation of the
risk screening and the risk monitoring and pooling
functions of financial intermediaries. These processes
have already developed to a significant extent in the
United States with most mortgages that originated
in the United States being securitized. Banks remain
a major provider of services, including screening
borrowers for credit-worthiness and administering
loans; they can then securitize a book of loans or
issue floating-rate notes against a book of loans,
so that savers can invest in such loans through

money-market funds or through nonbank institutions
rather than through bank deposits. Money-market
funds and nonbank institutions can then purchase
floating-rate notes or near-cash instruments giving a
small borrower the advantages of access to securities
market. The optimal sharing of risk between the
originating bank and the purchasers of the securities
has to be determined. For example, if risk monitoring
is more efficiently carried out by a bank, banks can
provide credit enhancements to the securities, carry
the first loss on default, and so on. This will ensure
that the bank has an incentive to monitor loans and
take appropriate action on default.
The possibility that the risk of the securities
backed by the loans can be borne by a number
of different parties shows how similar banking
and insurance functions are when it comes to
underwriting credit risk. The holder of the securities
(e.g. purchaser of money-market mutual fund units)
may not bear the ultimate credit risk but the risk could
be insured with a credit insurer by the bank that had
originated the loans. Alternatively, the bank could
offer guarantees or credit enhancements providing
exactly the same cover itself. It is clear, when seen
in this way, that the whole process of granting risky
bank loans is no different in principle from that of
underwriting credit risk insurance. The risk can be,
and frequently is, packaged and repackaged to be
divided in different ways between the mutual fund
customer, insurance companies, the originating bank,
and other banks.
We have described a scenario in which, as a result
of the process of securitization and the development
of money-market mutual funds, the activities of
nonbanks look a bit more like those of banks. It could
work the other way. The traditional function of banks
as providers of money-transmission services might
remain. Banks could still take deposits and instead
of removing assets from the balance sheet altogether
by securitization, banks could themselves invest, to a
greater degree, in securitized vehicles rather than in
traditional loans: thus bringing their functions closer
to those of nonbanks. The securitized vehicles would
still be available for nonbank institutions to use as
well, and banks would obtain the advantage of being
able to diversify risks in securities markets more
easily. The extent to which banks would perform
money-transmission functions, by taking deposits,
will depend partly upon the value that individuals put
on deposit insurance and the security that is given by
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the capital requirements of the banks, as well as by
the administrative efficiency of the different types of
intermediation process. The relative credit quality of
the banks compared with the underlying borrowers
and the cost of meeting capital requirements would
also be important factors.
A further erosion of the special functions of banks
and nonbanks has arisen with the development of
defined contribution (DC) pension schemes. In such
schemes, there is virtually no asset transformation
or insurance risk, although independent insurance
provision might be made. However, in principle,
the savings element of a DC pension scheme
simply involves risk screening and pooling, and
these functions could be performed by any financial
intermediary, including a bank. It should be noted that
in many countries tax rules normally prevent such
savings being cashed before retirement and they are,
therefore, of longer term than is normal for banking
products. However, this is not an intrinsic feature of
such a product, it is merely a constraint on its design
imposed by governments.
Thus, the development of money-market mutual
funds leads to further blurring of the boundaries
between banks and nonbanks. It also leads to
transactions developing between the bank and
nonbank sectors in respect of the guaranteeing
and insuring of credit risk. The development of
the credit-insurance and credit-derivatives market
over recent years has had the same effect. In
fact, insurance companies have underwritten credit
insurance through indemnity products, personal lines,
and trade guarantees for many decades. However,
recent developments in the credit-derivatives and
credit-insurance markets have created more complex
links between banks and nonbanks. Also, credit
transfer product lines offered by insurance companies
and banks can hardly be distinguished in terms of
their functions and basic characteristics. FSA [10],
Rule [17] and Rule [18] provide a more indepth discussion of these markets. Credit-derivative
contracts can appear very much like credit-insurance
contracts. Indeed, the writer of a credit derivative
may reinsure certain aspects, and in markets that
do not require the regulatory separation of banks
and insurers, credit-derivative and credit-insurance
contracts can be virtually identical.
The simplest form of credit protection swap would
involve the payment of a fee by the entity requiring
protection in return for a contingent payment by the
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counterparty on the occurrence of a specified credit
event (e.g. the failure of a loan). The events that will
cause a payout on a credit-swap contract may relate to
a group of loans that the bank has made, or to a group
of similar loans. The credit default swap is generally
tradable and may relate to the value of a group of
traded loans so that it can be marked to market.
There is a close analogy with credit insurance. If
the same bank purchased insurance, it would pay
an up-front premium in return for compensation on
the occurrence of the insurable event. Both credit
derivatives and credit insurance would leave the
seller with a potential credit–risk liability. However,
with credit insurance, it will always be the case
that the bank insures the loans that it has actually
made, rather than obtain protection in respect of a
group of similar loans. Thus, as with securitization
and the development of money-market mutual funds,
these products bring banks and insurance companies
together. Indeed, these products can be issued in
conjunction with a securitization by a bank in which
the securities are purchased by a mutual fund. Banks
will originate the loans but products are developed
that lead to the trading of the same credit risk between
a range of financial institutions.

Conclusion
Examining many of the intrinsic functions of banks
and nonbanks, we find that they are similar. In
particular, credit risk underwritten by a bank has
very much the same characteristics as insurance
risk. Looking at the fundamental economic functions
of financial intermediaries, we do see differences
between banks and nonbanks but these differences
are perhaps not as ‘clear cut’ as has generally been
assumed. Even if certain functions are different, there
are certainly significant similarities between different
types of financial institution.
Financial innovation is leading to the development
of products that further blurs the distinction between
banks and nonbanks. Different products offered by
different institutions can provide similar benefits and
generate similar risks that have to be managed within
the institutions. Historically, the line between bank
and nonbank financial institutions could have been
drawn much more sharply than it can be today. These
developments in financial intermediation should lead
to greater competition and further innovation in the
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financial sector as product providers and purchasers
concentrate on the economic functions provided by
products and not on the particular institution that
happens to be the originator of the products. This
form of financial integration may lead to riskmanagement techniques changing and/or becoming
more alike in banks and nonbanks.
It is also pertinent to ask whether there is
regulatory or tax discrimination between similar
products offered by different financial institutions.
Historically, regulatory and tax systems have often
been based not on the extent to which vehicles are
the same or different but on the extent to which
the vehicles emanate from particular institutions
(although, from time to time, there are attempts
to ‘level the playing field’). However, there are
particular issues relating to the regulation of the
money-transmission function of banks because banks
are linked to the payments system. This does make
them ‘special’ from the perspective of regulation.
The processes we have described above are, to
some extent, a natural extension of the growth of
securities markets relative to banking markets that has
happened over the last 30 years. These developments
do not necessarily point to ‘disintermediation’ as
is often suggested but to a movement of the
intermediating functions of risk screening and risk
spreading from banks to nonbanks. More generally,
our analysis demonstrates that it is appropriate
to consider a number of separate trends in
financial markets: institutionalization (the movement
of savings from nonbanks to banks); securitization
of loans; corporate integration in the financial sector
(the development of bancassurers) and what could be
described as ‘functionalization’, that is, the tendency
of products to be developed and marketed on the
basis of the functions that they perform, regardless of
the institution that originates them (it is also worth
noting that financial products are frequently not only
marketed but underwritten by nonfinancial firms).
The evolving nature of the practical ways in
which financial institutions are performing their
intermediation functions and the increasing risk
transfer that is taking place between different forms
of financial institution allows us to see that the
intrinsic differences (as opposed to the institutional
differences) between bank and nonbank financial
institutions are not as great as they once were (or
were perceived to be). The divide between bank and
nonbank institutions in professional and commercial

life might have arisen because of the important
nature of some particular differences between their
functions. It might also have arisen because of
regulation, tax policy, or the roles of professions.
The important role that the money-transmission
function of banks played in the payments systems
has led regulators to treat banks as ‘special’ and
this may continue. But it is clear that the evolving
roles of banks and nonbanks has implications for
actuaries who will increasingly benefit from looking
latitudinally rather than longitudinally at financial
problems involving risk, at the professional and
academic level. Such an approach should not reduce
the academic rigour of actuaries’ work but would
allow them to solve a greater range of practical,
theoretical, and academic problems.
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Financial Markets
Financial markets provide the antithesis of Polonius’
advice to his son in Shakespeare’s Hamlet, of ‘neither
a borrower or lender be’. Individuals benefit not only
from consuming goods and services that are primarily
produced by firms but also by the government sector
(e.g. education, health, and transport facilities in
many countries). To produce ‘goods’, firms and the
government often have to finance additional current
and capital investment expenditures by borrowing
funds. Financial markets and institutions facilitate the
flow of funds between surplus and deficit units [4].
The existing stock of financial assets (e.g. stocks
and bonds) is far larger than the flow of new funds
onto the market and this stock of assets represents
accumulated past savings. Individuals and financial
institutions trade these ‘existing’ assets in the hope
that they either increase the return on their portfolio
of asset holdings or reduce the risk of their portfolio
[1]. Just as there are a wide variety of goods to
purchase, there are also a wide variety of methods of
borrowing and lending money to suit the preferences
of different individuals and institutions.
Financial markets facilitate the exchange of financial instruments such as stocks, bills and bonds,
foreign exchange, futures, options and swaps. These
assets are the means by which ‘claims’ on cash flows
are transferred from one party to another. Frequently,
financial assets involve delayed receipts or payments
and they therefore also transfer funds across time
(e.g. if you purchase a bond today, you hand over
cash but the payouts from the bond occur over many
future periods). Financial instruments derive their
value purely on the basis of the future performance
of the issuer. A financial instrument has no intrinsic
value – it is usually a piece of paper or an entry in
a register.
Trading may take place face-to-face as, for example, pit-trading in futures and options on the Chicago
Mercantile Exchange (CME) (and until 1999 on the
London International Financial Futures Exchange,
LIFFE) or via telephone or telex with the aid of computers to track prices (e.g. the foreign exchange or
FX market). There is also a general move toward
settling transactions using only computers (i.e. nonpaper transactions), for example, as reflected in the
London Stock Exchange’s (LSE) new CREST system
for automated settlements [10].

Some financial ‘deals’ take place in an organized
exchange where prices are continuously quoted – an
auction market (e.g. the New York Stock Exchange
(NYSE). Other deals are negotiated directly between
two (or more) parties. These transactions are said to
take place over the counter (OTC ) in dealer markets.
The large OTC markets include the syndicated bank
loan market, Eurobonds and foreign bond issues, the
market for spot and forward foreign exchange, and
swaps markets.
Financial instruments are generally referred to as
securities. Securities differ in the timing of payments,
that is, they can be readily sold prior to maturity
in a secondary liquid market (e.g. via the stock
exchange), and in the legal obligations associated
with each security, (e.g. bond holders must be paid
before equity holders).
Market makers hold a portfolio of securities,
which they stand ready to buy or sell at a quoted
price known as ‘a book’. The bid-ask spread allows
market makers to make a profit, as they buy instruments at a lower price than they sell them. Whereas
market makers trade on their ‘own account’ and hold
positions in various securities, a broker acts as a middle man between two investors (usually referred to as
counterparties).

Nonmarketable Transactions
A ‘nonmarketable instrument’ is one that is not traded
in the secondary market and is usually an OTC agreement. The terms of a nonmarketable contract may be
implicit or explicit. For example, a firm that supplies
goods to another firm may not receive immediate payment. This would then constitute a (implicit) loan
from one firm to the other, known as trade credit.
A financial letter of credit from a bank to a firm
allows the firm to borrow (up to a certain limit)
from the bank at times determined by the firm. Similarly, a firm may have an arrangement to draw-down
further funds from an existing bank loan – this is
known as a loan commitment. Both the letter of credit
and loan commitment are known as off-balance-sheet
items because they do not appear on the bank’s balance sheet until they are activated at some time in
the future.
Business Angels are wealthy individuals who
come together to provide start-up finance for small
companies (e.g. ‘dot.com’ companies, spin-outs from
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scientific inventions). They will often provide a
mixture of debt (i.e. loans) and equity finance. When
the company is ready to come to the market or wishes
to expand its operations, then Venture Capital firms
may become involved. These are usually independent
organizations that obtain funds from a variety of
sources (banks, life assurance and pension funds
(LAPF), or wealthy private investors – some of
whom are ‘dumb dentists’ who join the bandwagon)
and on-lend them to unquoted companies that
promise high returns but with concomitant high risks
(e.g. biotechnology, computer software, and Internet
firms – the ‘dot.coms’). Large banks such as Citicorp,
Chemical, and Goldman Sachs will often set up
venture capital subsidiaries. Generally, there will be
some equity participation (or an option to convert
debt to equity) by the venture capital company.
The finance is usually medium term (5–10 years)
and there is generally direct and active involvement
by the venture capitalists with the strategic
management decisions of the company. Initially, any
share capital will be largely illiquid until the ‘new’
company becomes established. Venture capital is
usually used either to finance potentially high-growth
companies, in refinancing, or in the rescue of ailing
companies by, for example, a management buy out.
Nonmarketable instruments provide a problem for
financial institutions because if they are falling in
value (e.g. a firm with an outstanding loan, which is
heading toward liquidation) they cannot be easily sold
off. Clearly, they are also a problem for the regulatory authorities (e.g. the Financial Services Authority
in the UK and the FDIC and Federal Reserve Bank
in the USA) who must assess changes in creditworthiness of financial institutions and ensure that
they have sufficient capital to absorb losses without
going bankrupt. Such nonmarketable assets therefore
involve credit risk. The Basle Committee of Central Bankers has imposed risk capital provisions on
European banks to cover credit risk and recently new
alternatives have been suggested (see [2, 5, 7]).

Financial Intermediaries
The major portion of the flow of funds between
individuals, the government, and corporate sectors
are channelled via financial intermediaries such as
banks, building societies, LAPF, and finance houses.
Because of the ‘price risk’ [3] and default (credit)

risk of the assets held by financial institutions, they
are usually subject to regulation for both types of
risks (see [2, 5, 7]).
Why have financial intermediaries taken up this
role in preference to direct lending from individuals
to deficit units? The main reasons involve transactions, search and information costs, and risk spreading. Specialist firms can more easily assess the creditworthiness of borrowers (e.g. for bank loans), and
a diversified loan portfolio has less credit (default)
risk. There are economies of scale in buying and
selling financial assets (and property). Also, by taking advantage of ‘the law of large numbers’, financial
intermediaries can hold less low-yield ‘cash balances’
and pass on these cost savings to borrowers and
lenders [8].
Financial intermediaries engage in asset transformation. For example, commercial banks borrow
‘short’ (usually at variable interest rates) and lend
long (often at fixed interest rates). They can then
hedge this ‘mismatch’ of fixed and floating interest
rates by using swaps, futures, and options.
Portfolio diversification means that if one invests
in a wide range of ‘risky’ assets (i.e. each with a
variable market price), then the ‘risk’ on the whole
portfolio is much less than if you held just a few
assets. This tends to lead to financial intermediaries
like LAPF and insurance companies ‘pooling’ the
funds of many individuals to purchase a diversified
portfolio of assets (e.g. money market mutual funds,
equity mutual funds, and bond mutual funds). Most
financial institutions will hold a wide range of assets
and liabilities of differing maturities and liquidity.
Members of the personal sector on-lend via building society deposits to other members of the personal sector in the form of new mortgages for house
purchase. The building society (Savings and Loan
Association S&Ls in the US) itself will hold a small
amount of precautionary liquid assets including cash,
bank deposits, and Treasury Bills (T-bills). Similarly,
the personal sector holds a substantial amount in
bank deposits, some of which are on-lend as bank
loans to households and corporates. A large proportion of a firm’s external investment finance comes
from bank advances.
The LAPF are key protagonists in financial markets. They take funds mainly from the personal sector
in the form of life assurance and other policies as well
as occupational pension payments. As these are longterm liabilities from the point of view of the LAPF,
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they are invested in equities, T-bonds, property, and
foreign assets. They rely on portfolio diversification
to spread their risks, and also hold a relatively small
cushion of liquid assets. These funds will be invested
and managed either in-house or on behalf of the
LAPF by investment management companies that are
often subsidiaries of large banks (e.g. HSBC, Barclays, Morgan Stanley, Citibank, Merrill Lynch).
The buildup of foreign financial assets held by
LAPFs in the United Kingdom proceeded apace after
the abolition of exchange controls in 1979. However,
in many countries, the proportion of funds one can
invest in domestic equities and foreign assets is
limited by law to a relatively low figure but these
restrictions are gradually being eased in Europe, the
United States, and even in Japan. Fund managers
will actively trade with a proportion of the funds in
their domestic and foreign portfolio and hence have
an important influence on domestic interest rates,
securities prices, and the exchange rate.
There are also ‘investment boutiques’ that combine existing securities (including equity, bonds, and
options) to provide the investor with a particular
desired risk-return trade-off. This is often referred to
as structured finance.

Foreign Exchange (FX) Market
The FX market is an OTC market and participants are
large banks operating out of major financial centers
such as London, New York, Tokyo, and Frankfurt.
On the FX market there are two main types of
trade: spot FX and forward FX. A spot FX deal
is the exchange of two currencies ‘immediately’,
which in practice means within two or three days.
In a forward FX market, the terms of the deal are
determined ‘today’ (i.e. exchange rate, maturity date,
and principal amount of currency involved), but the
exchange of currencies takes place on a fixed date in
the future, with the active maturities being less than
one year. The US dollar is involved in about 90% of
all trades.
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a government may have to pay its suppliers of stationary in the following week but in that particular week,
tax receipts may be unusually low. It may therefore
obtain the finance required by issuing T-Bills. Second, medium and long-term bonds are issued to raise
funds to cover any excess of long-term planned government spending over forecasted tax revenue (i.e.
the governments budget deficit, or public sector borrowing requirement, PSBR).
Government securities have several common characteristics. First, they are generally regarded as being
free from default risk. This makes them a safer investment than most other instruments, and thus allows
governments to offer lower yields, reducing the cost
of debt finance to the taxpayer. Usually, new issues
of T-bills and T-bonds are by public auction, with the
securities allotted on the basis of the highest prices
in the (sealed) bids. There are usually very active
secondary markets in these instruments (in industrialized nations).
Medium term bonds (known as Treasury notes
in the US when maturity is less than 7 years) and
long-term bonds (7–30 year maturities in the US and
known as ‘gilts’ in the UK) pay out fixed amounts
known as coupon payments, usually paid semiannually, as well as a lump sum at redemption. Government securities can be bearer securities. Thus,
whoever currently holds the security is deemed to
be the owner, or there may be a central register of
owners to whom interest payments (and eventually
the redemption value) are made.
In the United Kingdom, local authorities and public corporations (companies) also issue debts, denominated in both sterling and foreign currencies. In the
United States, bonds issued by states, counties, cities,
and towns are called municipal bonds. These publicsector securities are not perceived as being free from
default risk, nor are the markets for them as deep or
as liquid as those for central government debt. Consequently, they tend to offer higher yields than central
government debt.

Money Market
Government Securities Market
Central governments issue securities for two reasons. First, short-term Treasury bills are issued to
cover temporary shortfalls in the government’s net
receipts. For example, the purchasing department of

The money market refers to a loosely connected set of
institutions that deal in short-term securities (usually
with a maturity of less than one year). These money
market instruments include those issued by the public
sector (e.g. T-Bills, Local Authority Bills) and by
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the private sector (e.g. Commercial Bills/Paper, Trade
Bills, Certificates of Deposit CDs). Bills are usually
discount instruments. This means that the holder of
the bill does not receive any interest payments: the
bill derives its value wholly from the fact that it is
redeemed at an amount greater than its selling price.
The Commercial Paper market is very large in the
United States where large corporates very often borrow money by issuing commercial paper rather than
using bank loans. On the other hand, if corporates
have a short-term cash surplus that they do not need
for three months, they may place this on deposit in
a bank and receive a Certificate of Deposit (that can
either be ‘cashed in’ at maturity or sold in the secondary market). A CD is a ‘piece of paper’ giving the
terms (i.e. amount, interest rate, and time to maturity)
on which a corporate has placed funds on deposit, for
say six months in a particular bank. In this respect,
it is like a (fixed) term deposit. However, with a CD,
the corporate, if it finds itself in need of cash can sell
the CD to a third party (at a discount) before the six
months are up and hence obtain cash immediately.
Market makers hold an inventory of these assets
and stand ready to buy and sell them (usually over
the phone) at prices that are continuously quoted
and updated on the dealer’s screens. At the core
of the market in the United States are the ‘money
market banks’ (i.e. large banks in New York), government securities dealers, commercial paper dealers, and money brokers (who specialize in finding
short-term money for borrowers and placing it with
lenders).
A widely used method of borrowing cash (used
particularly by market makers) is to undertake a
repurchase agreement or repo. A repo, or more accurately ‘a sale and repurchase agreement’ is a form of
collateralized borrowing. Suppose you own a government bond but wish to borrow cash over the next
7 days. You can enter an agreement to sell the bond
to Ms A for $100 today and simultaneously agree to
buy it back in 7-days time for $100.20. You receive
$100 cash (now) and the counterparty, Ms A, receives
$100.20 (in 7 days) – an interest rate of 0.2% over
7 days (or 10.43% = 0.20 × 365/7, expressed as a
simple annual rate). Ms A has provided a collateratized loan since he/she holds the bond and could sell
it if you default on the repo. Repos can be as short
as over one day and there are very active markets in
maturities up to three months.

Corporate Securities
A limited company is a firm owned by two or
more shareholders who have limited liability (i.e.
their responsibility for covering the firm’s losses
does not reach beyond the capital they have invested
in the firm). In return for their capital investment,
shareholders are entitled to a portion of the company’s earnings, in accordance with their proportionate shareholding. Firms issue equity and debt (corporate bonds) to raise finance for investment projects
[10].
The initial sale of securities (equities and bonds)
takes place in the primary market and there are two
main vehicles: initial public offerings and private
placements. Most initial public offerings (IPOs) or
unseasoned new issues are underwritten by a syndicate of merchant banks (for a fee of around 1.5% to
2% of the value underwritten, which is sometimes
paid in the form of share warrants – see below). In
a firm commitment, the underwriter buys the securities from the corporation at an agreed price and then
hopes to sell them to other investors at a higher price
(thus earning a ‘spread’ on the deal). The advantage
to the corporation is the guaranteed fixed price, with
the underwriter taking the risk that ‘other investors’
may be willing to pay less for the shares.
IPOs have been a feature of the sell off of publicly owned industries in many industrial countries
and emerging market economies. For example, in the
United Kingdom, the privatization of British Telecom, British Airways, British Gas, and Railtrack. Of
course, many companies whose shares are not initially traded eventually come to the market via an IPO
such as Richard Branson’s Virgin company, Anita
Roddick’s Body Shop and recently ‘dot.com’ companies such as Lastminute.com, and Amazon.com.
The alternative to a firm commitment deal is for
the underwriter to agree to act as an agent and merely
try and sell the shares at the offer price in a best
efforts deal. Here, the underwriter does not buy the
shares outright and hence incurs no underwriting risk.
Usually, if the shares cannot be sold at the offer price
they are withdrawn.
Because of the relatively high transaction costs
of public offerings (and evidence of economies of
scale), they are used only for large flotations. For
smaller firms, ‘going public’ private placements are
often used. Here, debt or equity is sold to large institutions such as pension funds, insurance companies,
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and mutual funds, on the basis of private negotiations. Sometimes a new issue is a mix of IPO and
private placement.

Corporate Equity Market
The largest equity market in Europe is the LSE
and in the United States it is the NYSE. A firm
that wishes its equity to be traded on these markets
must apply to be listed, and must satisfy certain
criteria (e.g. minimum bounds are placed on market
capitalization, yearly turnover, pre-tax profits, and
the proportion of shares in public hands). Because
a full listing is expensive, some companies are listed
on a ‘second market’ where the listing requirements
are less onerous. (In the UK the second market
is called the Alternative Investment Market, AIM.)
Challenges to traditional markets are also appearing
from broker and dealing systems on the Internet such
as Charles Schwab, E*Trade, Merrill Lynch’s, and
Barclays Internet.
There is also competition between order driven
dealing systems (i.e. where buyers and sellers are
matched, often electronically), which predominate
in most European centers, whereas the NYSE and
NASDAQ have quote driven systems (i.e. market
makers quote firm bid and ask prices). In London,
most shares are traded on the quote driven SEAQ
(Stock Exchange Automated Quotations), but there is
also an order driven system (SETS – Stock Exchange
Electronic Trading System) for the FTSE100 and
Eurotop30 shares.
The US stock exchange has particularly onerous reporting disclosures and hence an alternative
for UK firms wishing to attract US investors is the
issue of American Depository Receipts (ADRs). Here
a US bank (e.g. Morgan Trust Guarantee) acts as
an intermediary and purchases and holds UK company sterling denominated shares (listed on the LSE).
The bank then sells US investors, dollar denominated ‘receipts’ each of which is ‘backed’ by a fixed
number of UK company shares. These ‘receipts’ or
ADR’s are traded (in USDs), rather than the UK
shares themselves. The US investor has the same
rights as a UK investor and the sponsoring bank collects the sterling dividends, converts them to USDs
and passes them on to the holder of the ADRs.
There are about 2000 ADR programs outstanding,
worth around $400bn. This idea has been extended
to Global Depository Receipts (GDRs) which allow
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shares to be traded on exchanges outside the United
States, and has been particularly useful in allowing ‘emerging markets shares’ to trade on developed
exchanges (e.g. in London, Paris).
In general, firms issue two main types of shares:
ordinary and preference shares. Ordinary shareholders (in the US, ‘common stock ’) are the owners of the
firm with a residual claim on ‘earnings’ (i.e. profits,
after tax and payment of interest on debt). Such ‘earnings’ are either retained or distributed as dividends
to shareholders. Ordinary shares carry voting rights
at the AGM of the company. In the UK, preference
shares (or preferred stock in the US and participation certificates in the rest of Europe) have some
characteristics of ordinary shares and some characteristics of debt instruments. In particular, holders have
a claim on dividends that takes ‘preference’ over ordinary shareholders but they usually do not carry voting
rights. A corporation can raise additional capital by
selling additional shares on the open market or by
selling more shares to its existing shareholders – the
latter is known as a rights issue.
Share warrants are not actually ‘shares’ but they
are an option to buy a stated number of company
shares over a certain period in the future, at a price
fixed. In fact, warrants are often initially ‘attached’
to ordinary bonds, which are issued by private placement, but sometimes warrants are attached to bonds
issued in an IPO. Usually, the warrants can be
‘detached’ and sold separately in the secondary market. Because bonds with warrants attached have an
embedded long-term option to purchase the company’s shares, these bonds can be issued at lower
yields than conventional bonds. Sometimes, warrants
are issued on their own (i.e. not attached to a bond
issue) and these were a very popular form of raising finance for Japanese firms in the 1980s. Also, an
institution can issue warrants on another company,
such as Salomon Bros issuing warrants on Eurotunnel shares. This is often called the covered warrants
market because Salomons must cover its position
by being ready to purchase Eurotunnel shares. Warrants are also sometimes offered by institutions on
a ‘basket’ of different shares. Whether the warrants
are attached to bonds or sold separately, they provide additional ‘cash’ for the issuer. Also, separate
warrants are sometimes issued either to pay for underwriting services or are given to managers of the firm
and they are then known as share options.
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A bond issued with warrants attached allows the
investor to ‘get a piece of the action’ should the
company do well and its profits and hence share price
increase, whilst also allowing the investor to receive
the coupon payments on the bond. In addition, the
initial warrant holder can ‘detach’ the warrant and
sell it in the open market at any time he/she wishes.

Corporate Debt
Firms can borrow in their domestic or foreign currency using bank term loans with anything from
1 month to 20 years to maturity. In general, bank
loans to corporates are nonmarketable, and the bank
has the loans on its books until maturity (or default).
In certain industrialized countries, most notably the
United States, there is a secondary market in buying
and selling ‘bundles’ of corporate bank loans. This is
not a large or highly liquid market but it does provide
a valuable function for altering a bank’s loan liabilities. (Another alternative here is ‘securitization’ –
see below).
Often bank loans to large corporates (or governments) will be syndicated loans that are arranged by
a lead bank and the loan will be underwritten by a
syndicate of banks. The syndicated banks may well
get other banks to take a portion of their loan commitment. The interest payments could be at a fixed
interest rate or at a floating rate (e.g. at the 6-month
London Interbank Offer Rate (LIBOR) plus a 1/2%
premium for default risk).
Eurodollars are US dollars deposited in a bank
outside of the United States, for example, in Barclays
in London, or in Credit Agricole in Paris. These time
deposits can be on-lent in the form of USD term loans
to companies, with most maturities in the range of
3 months to 10 years. This is the Eurocurrency market
and it is a direct competitor with the domestic loan
markets. Euromarket interest rates are usually floating
(e.g. based on the Eurodollar LIBOR rate, set in the
London interbank market).
An alternative to an OTC bank loan is to issue
corporate bonds, either in the home or in a foreign
currency. Corporate bond issues are mainly undertaken by large multinationals but smaller ‘firms’ are
now tapping these markets. The United States has by
far the most active corporate bond market, whereas
firms in Europe and Japan tend to mainly use bank
loans as a source of long-term debt finance. Bond
rating agencies, (e.g. Standard and Poor’s, Moody’s)

study the quality (in terms of default risk) of corporate, municipal, and government bonds and give
them a rating. The classifications used by Standard &
Poor’s range from AAA (least risky), AA, A, BBB,
BB, B, CCC, CC, C, C1, and D (in default). Anything rated above BBB are referred to as ‘investment
grade’.
Some bond issues involve foreign currencies.
Eurobonds or international bonds are bonds denominated in a different currency from the countries where
they are issued. This is the meaning of ‘Euro’, and
it has nothing to do with Europe, per se. They are
often issued simultaneously in the bond markets of
several different countries and most have maturities
between 3 and 25 years. Eurobonds pay interest gross
and are bearer instruments and the issuer may face
exchange rate risk, since a home currency depreciation means that more home currency is required to
pay back one unit of foreign interest payments but
these risks are usually offset by immediately entering
into a currency swap (see below).
Foreign bonds are bonds issued by foreign borrowers in a particular country’s domestic market. For
example, if a UK company issues bonds denominated
in USD in New York, then these are foreign bonds,
known as Yankee bonds (and must be registered with
the SEC under the 1933 Securities Act) and would
probably be listed on the NYSE. If the UK company
issued Yen denominated bonds in Tokyo, they would
be known as Samurai bonds. There are also bulldogs
in the United Kingdom, matadors in Spain and kangaroos in Australia. The bonds are domestic bonds
in the local currency and it is only the issuer who is
foreign. Foreign bonds are registered, which makes
them less attractive to people trying to delay or avoid
tax payments on coupon receipts.
New (bond) issues are usually sold via a syndicate of banks (minimum about $100m) to institutional
investors, large corporations, and other banks but
some are issued by private placement. New issues
are usually underwritten on a firm commitment basis.
Most Eurobonds are listed on the London (and Luxembourg) stock exchange and there is a secondary
market operated mainly OTC between banks by telephone and computers (rather than on an exchange)
under the auspices of the International Securities
Markets Association ISMA. Eurobonds are credit
rated and nearly all new issues have a high credit
rating (i.e. there is no large ‘Euro’ junk bond market).
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All bonds have specific legal clauses that restrict
the behavior of the issuer (e.g. must keep a minimum ratio of profits to interest payments – so-called
‘interest cover’) and determine the order in which
the debtors will be paid, in the event of bankruptcy.
These conditions are often referred to as bond indentures. Often the bond indenture will be made out to a
corporate trustee whose job it is to act on behalf of the
bondholders and see that promises in the indentures
are kept by the company.
The payment on some bonds are specifically
‘backed’ by specific tangible assets of the firm (e.g.
mortgage bonds in the United States are backed by
specific real estate), so if the firm goes bankrupt,
these ‘secured’ bondholders can sell off these assets
for cash. (Such bonds are generically referred to as
‘senior secured debt’). However, most bonds are only
payable out of the ‘general assets’ of the firm and
in the United States these bonds are called debentures. So a debenture in the United States is really
an unsecured debt (i.e. not tied to specific assets
of the company). The terminology differs between
different countries, and, for example, in the United
Kingdom, debentures are a little different from in the
United States. In the United Kingdom, a debenture
or secured loan stock is simply the legal document
that indicates a right to receive coupon payments and
repayment of principal. A ‘fixed-charge debenture’
is backed by specific assets (e.g. buildings and fixed
assets like the rolling stock of railroad companies)
while a ‘floating-charge debenture’ is only secured
on the general assets of the firm. So, in the United
Kingdom, ‘a debenture’ could either be secured or
unsecured. Unsecured loan stock is a bond in which
the holder will only receive payments after the debenture holders.
Subordinated debt is the lowest form of debt in
terms of repayment if the firm goes bankrupt (i.e. it is
junior debt). It ranks below bond and often after some
general creditors but above equity holders claims. It is
therefore close to being equity, but the subordinated
debt holders do not have voting rights.
Rather than concentrating on the ‘name’ given to
the bond, the key issue is whether (1) the payments
on the bond are secured on specific assets or not
and (2) the order in which the different bondholders
will be paid, if default occurs. The latter is usually
very difficult to ascertain ex-ante and when a firm
enters bankruptcy proceedings it can take many years
to ‘work out’ who will receive what, and in what
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order the creditors will be paid. It is usually a messy
business involving expensive corporate insolvency
lawyers and practitioners.
There are many variants on the ‘plain vanilla’
corporate bonds discussed above. Debt convertibles
(convertible bonds or, convertible loan stock) are
bonds that are ‘convertible’ into ordinary shares of
the same firm, at the choice of the bond holder,
after a period of time. The shares are ‘paid for’ by
surrendering the bonds. They are therefore useful in
financing ‘new high-risk, high-growth firms’ since
they give the bondholder a valuable ‘option’ to share
in the future profits of the company if the bonds are
converted to equity. Convertibles will usually carry
a lower coupon because of the benefit of the inbuilt option to convert to ordinary shares (i.e. the
convertible bond holder has written a call option on
the bond, which is held by the issuer).
A callable bond is one in which the issuer (i.e.
the company) has the option to redeem the bond at a
known fixed value (usually its par value), at certain
times in the future, prior to the maturity date. The
company may wish to call the bond if the market
price rises above the call price and if it does, the
holder of the bond is deprived of this capital gain.
Clearly, call provisions provide a disincentive for
investors to buy the bonds; consequently, callable
bonds offer higher yields when issued than those on
conventional bonds. Usually, there is a specific period
of time (e.g. first three years after issue) within which
the company cannot call the bond and sometimes
there may be a set of prices at which the bond can
be called at specific times in the future.
A floating rate note (FRN ) is a bond on which the
coupon payments are linked to a short-term interest
rate such as three- or six-month LIBOR. FRN’s are
particularly popular in the Euromarkets.

Mezzanine Finance and Junk Bonds
Mezzanine finance is a catchall term for hybrid
debt instruments that rank for payment below ‘conventional’ debt but above equity – it is often also
referred to as subordinated, high yield, low grade or
junk bonds.
Since the early 1980s, it has become common
for firms to make initial offerings of bonds graded
below investment grade (i.e. usually those ranked
below BBB by S&P and below Baa for Moody’s).
These were often issued in the 1980s in the United
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States as a source of finance for management buyouts
(MBOs) or raising cash for takeovers (i.e. leveraged
buyouts, LBOs). Interest payments on such debt are
predetermined and either fixed or floating (e.g. linked
to LIBOR). These bonds have a high risk of default
and hence carry a correspondingly high yield. They
have come to be known as junk bonds.
Because high coupon bonds are risky, in some
LBOs they are issued with deferred coupon payments
(e.g. for 3–7 years) or are step-up bonds, in which the
coupon starts low and increases over time or extendable reset bonds in which the coupon is periodically
reset so that the bond trades at a predetermined price
(e.g. if the credit spread over treasuries increases the
yield then the coupon will be raised to reflect this, so
that the bond will still trade near par).

Securitization
Securitization is the term used for the practice of issuing marketable securities backed by nonmarketable
loans. For example, suppose that a bank has made
a series of mortgage loans to firms in a particular industry. Mortgages are long-term nonmarketable
loans, so the bank has taken on a large amount of
exposure to this industry. One way of reducing this
exposure would be to create a separate legal entity
known as a special purpose vehicle SPV, into which
the mortgages are placed and therefore are an ‘off
balance sheet’ for the bank. The SPV then issues
securities to investors entitling them to the stream of
income paid out of the mortgage interest payments.
These are mortgage backed securities (MBS ). Thus
the default risk on the mortgages is spread amongst
a number of investors, rather than just the bank. The
bank continues to collect the interest payments and
repayments of principal on the mortgages, on behalf
of the new owners. Usually, MBS are marketable and
highly liquid. From the investors’ point of view, purchasing such securities provides them with a higher
yield than government bonds, allows them to take on
exposure to the (mortgage) loans sector, which may
otherwise have been too costly, and is more liquid
than direct lending.
In general, tradable securities that are supported
by a pool of loans, for example, corporate loans (e.g.
held by a large commercial bank), car loans (e.g.
held by VW, General Motors), credit card receivables (most large banks), record royalties (e.g. Bowie

and Rod Stewart), telephone call charges (e.g. held
by Telemex in Mexico) and football season tickets
(e.g. Lazio, Real Madrid), are termed Asset-backed
Securities (ABS). Although the first ABS issues were
made in the United States during the 1970s, it is only
recently that they have caught on in other countries.

Unit Trusts and Mutual Funds
Unit trusts or mutual funds as they are known in the
United States, are firms whose assets comprise shares
of other companies or portfolios of bonds. A mutual
fund therefore owns a portfolio of financial assets,
and issues its own shares against this portfolio. Since
each share of a fund is a claim on income from a
number of different securities, mutual funds allow
investors to hold a diversified portfolio, something
they may otherwise be unable to afford.
Mutual funds may be open-ended or closed-end
funds. With an open-end fund, the managers of the
fund agree to repurchase an investor’s shareholding
at a price equal to the market value of the underlying
securities (called the Net Asset Value, NAV). Accrued
dividend income and capital gains are accredited to
shareholders. With a closed-end fund (i.e. investment
trusts in the UK), however, the managers have no
obligation to repurchase an investor’s shares. Instead,
the shares of closed-end funds are quoted on a stock
exchange and traded in the open market.

Derivative Securities
Under derivative securities, we have forwards,
futures, options, and swaps (see [5, 6]). Forwards,
futures, and options are ‘contracts’ whose value
depends on the value of some other underlying asset.
The forward market in foreign currency is the most
active forward market. In a forward contract, you fix
the price for delivery at a specific time in the future
(e.g. 1.5 dollars per pound sterling, in 6 months time
on a principal of £1 m). Today, no money changes
hands but in six months time one party in the deal
will receive $1.5 m dollars in exchange for £1 m. The
forward contract ‘locks in’ a delivery price for a
future date and as such, the forward contract removes
any exchange risk. Forward contracts usually result in
delivery of the underlying asset (in this case foreign
currency) and are OTC instruments.

Financial Markets
A futures contract is very similar to a forward
contract except that futures contracts are traded on
an exchange and you can ‘close out’ or ‘reverse’
your initial deal and hence get out of the contract
very easily – all it takes is a telephone call. Futures
contracts are ‘written’ on a wide variety of ‘assets’,
for example, on agricultural products (e.g. corn, live
hogs), on commodities (such as oil, gold, and silver)
and on financial assets such as foreign exchange,
stock indices, T-bonds, and interest rates.
When a futures contract is entered into, the buyer
only has to place a small amount of cash with the
futures exchange (e.g. 5% of the value of the stock
index) as a ‘good faith’ deposit so that she does
not renege on the terms of the contract. (This is
known as a margin payment). Hence, the investor
gains leverage, since she only uses a small amount of
her own funds, yet she will reap substantial financial
gains if the S&P500 rises, for instance.
A call option on AT&T shares, for example, gives
the owner of the option the right (but not the obligation) to purchase a fixed number of AT&T shares for
a fixed price at a designated time in the future. The
value of the option contract depends on the movement
of the underlying stock price of AT&T. To purchase
an option, you have to pay an option premium, but as
this is a small fraction of the value of the assets (e.g.
stocks) underlying the option contract, the investor
again obtains ‘leverage’. One of the key differences
between futures and options is that with options you
can ‘walk away from the contract’. So, if the option
increases in value, you can benefit from the upside but
if it falls in value, the most you can loose is the option
premium. Hence, the option provides insurance and
the ‘insurance premium’ is the option premium you
pay at the outset.
A swap is an agreement between two parties to
exchange a series of cash flows in the future. For
example, a firm can negotiate an interest rate swap
contract whereby it agrees to pay interest at a floating
rate in return for paying fixed-rate payments, every
six months for the next five years. Or, it might agree
to pay US dollars in return for receiving Euros. Swaps
are often between large banks or corporations, with a
swap dealer acting as an intermediary. They are like
a series of forward contracts and extremely useful in
hedging interest rate or exchange rate risk for a series
of periodic cash flows, over a long horizon.
Forwards, futures, options, and swaps are extremely useful instruments for hedging (i.e. reducing
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the risk of an existing portfolio position) as well as
for speculation [9]. Futures and options are traded in
auction markets, but there is also a large over-thecounter (OTC) market in options, while the forward
market for foreign exchange and swaps are purely
OTC transactions.
We have seen how the financial markets continually provide new products and use new technologies
to allow surplus units to lend to deficit units in
an efficient manner, so that funds are allocated to
where they are most productive. The markets also
allow participants to smooth out their consumption
or investment expenditures over time and to alter the
risk-return profile of the portfolio of real and financial
assets they hold.
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Financial Pricing of
Insurance
No standard approach is used by property-liability
insurers (see Non-life Insurance) to incorporate investment income into pricing models. Prior to the
1960s, investment income was generally ignored
when setting rates for property-liability insurance.
Since the lag between the receipt of the premium and
the payment of claims was not very long, and interest
rates were rather low, including investment income
would not have made a significant difference in most
cases. Several developments changed this approach.
First, expansion of legal liability increased the importance of liability insurance coverages in which
the interval between premium payments and claim
payments is a significant factor. Second, increased
case loads for courts and more complex legal issues
increased the time lag before liability losses were
settled. Next, interest rates increased substantially.
For example, interest rates on three-month treasury
bills, which had generally been less than 3% prior
to the early 1960s, rose to 7% by the early 1970s
and exceeded 15% in the early 1980s. Finally, financial economists developed a number of financial
models for valuing the prices or returns of equities
and other investment alternatives that provided the
framework for financial pricing models for propertyliability insurance.
Financial pricing models bring together the underwriting and investment components of an insurance
contract. These models are used to attempt to determine the appropriate rate of return for a line of
business, the minimum premium level at which an
insurer would be willing to write a policy, or target
rate of return for an insurance company in aggregate.

where
=
=
=
=
=
=
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In this model, any investment income reduces the
required underwriting profit margin. The primary difficulty in applying this model is setting the target
total rate of return. Some insurers use a constant,
company-wide value for their target rate of return;
others use a value that varies among lines of business and over time. Once the target total rate of
return is selected, equation (1) can be rearranged to
determine the underwriting profit margin needed to
achieve this return.

Insurance Capital Asset Pricing Model
The first financial pricing model applied in a regulatory framework was the Insurance Capital Asset Pricing Model (see Market Equilibrium). The CAPM,
first introduced in the mid-1960s, postulates that the
expected return on any asset is the risk-free rate of
return (see Interest-rate Modeling) plus a multiple
(termed beta) of the market risk premium. The market risk premium is the additional return over the
risk-free rate that investors demand for accepting the
risk of investing in equities. The beta for each security represents the covariance of returns between the
particular security and the market, divided by the
variance of market risk. Beta reflects how much the
return on a particular security moves with the market.
Generally, equities tend to move in tandem, so typical betas would range from 0.75 to 2.0. The CAPM
formula is

Target Total Rate of Return
The target total rate-of-return model, the most
straightforward of the financial pricing models for
property-liability insurance, has been proposed by
several researchers [1, 5, 12]. This model integrates
the underwriting and investment returns from
insurance by setting a target return for the insurer
to attain in aggregate. The formula for this model is
 
 
IA
P
TRR =
(IR) +
(UPM)
(1)
S
S

target total rate of return
investable assets
investment return
premium
surplus
underwriting profit margin

E[re ] = rf + βe (E[rm ] − rf )

(2)

where
re
rf
rm
βe
E

=
=
=
=
=

return on an equity
risk-free return
return on the market
systematic risk = Cov(re , rm )/Var(rm )
expected value of the variable in brackets

If the covariance between a security’s return and the
market were zero (which in practice would not be
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expected to occur for equities), then the expected
return on the security would be the risk-free rate.
If the covariance were 1.0, then the expected return
on the security would be the risk-free rate plus the
expected market return minus the risk-free rate, or the
expected market return. Securities whose prices tend
to move less than the market would generate returns
that are below the market return. Securities whose
prices tend to move more than the market would generate returns higher than the market. However, only
covariance between the security’s return and the market would affect expected returns. Price movements
that are uncorrelated with the market as a whole,
termed unsystematic risk, would not be rewarded by
a higher expected return.
Several studies propose applications of the CAPM
to insurance [2, 11, 13, 14]. The primary differences
in these approaches relate to the treatment of taxes.
The first step in this process is to determine the
underwriting beta for a given line of insurance by
measuring the covariance of underwriting profits with
equity market returns. Then the appropriate underwriting profit margin is calculated as the negative
of the risk-free rate of return multiplied by the time
lag between receipt of the premiums and payment of
claims or expenses plus the underwriting beta times
the market risk premium. Additional adjustments are
made for taxes that the insurer has to pay as a result
of writing the policy. The formula proposed by Hill
and Modigliani [14] is
(1 − ti )
+ βu (E[rm ] − rf )
(1 − tu )
  

S
ti
+
rf
P
(1 − tu )

U P M = −krf

(3)

where
UPM = underwriting profit margin
k = funds generating coefficient (lag between
premium and claim payments)
S = surplus
P = premium
ti = tax rate on investment income
tu = tax rate on underwriting income
In general, underwriting returns are uncorrelated with
stock market returns, so the underwriting beta is at
or near zero. Thus, the underwriting profit margin
is set equal to the negative of the risk-free rate for
as long as the insurer is assumed to hold the funds,

with an adjustment to reflect the taxes the insurer
pays when writing an insurance policy. The primary
flaw of this model is that it provides no compensation
to the insurer for bearing risk that is, based on an
equity model, diversifiable. Since banks and other
lenders do not provide loans at the risk-free rate to
borrowers whose default risk is uncorrelated with
the stock market, it is clear that this model is not
appropriate for pricing financial transactions.

Discounted Cash Flow Model
The discounted cash flow model was developed
by Myers and Cohn [16] as a counterpoint to the
Insurance Capital Asset Pricing Model for insurance rate hearings. This model considers the cash
flows between the insurance buyer and the insurance company. The premise underlying this model is
that the present value of the premiums should equal
the present value of the expected cash flows emanating from the contract, including losses, expenses,
and taxes. The formula for the discounted cash flow
model is
P V [P ] = P V [L] + P V [E] + P V [TU ] + P V [TIB ]
(4)
where
L
E
TU
TIB
PV

=
=
=
=
=

losses
expenses
taxes generated on the underwriting income
taxes generated on the investment balance
present value of the variable in brackets

The key to using the discounted cash flow model is
to determine the appropriate discount rate for each
cash flow. In applications of this model, elements
relating to the premiums and expenses have been
discounted at the risk-free rate and elements relating to losses have been discounted at a risk-adjusted
rate, which is normally less than the risk-free rate.
In some cases, the risk adjustment has been based on
the CAPM approach, which has the deficiencies cited
above. Another complication of the discounted cash
flow model is the complex tax structure applicable
to the insurance industry, with the regular corporate
tax calculation and the alternative minimum tax calculation intertwined, making the determination of the
expected cash flow from taxes exceedingly difficult.
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Internal Rate of Return
In corporate finance, the internal rate of return is the
discount rate that sets the present value of the cash
flows from an investment, considering both the initial
investment (as a negative cash flow) and the returns
generated by the investment (as positive cash flows),
equal to zero. The internal rate-of-return model in
insurance focuses on the cash flows between the
insurance company and its owners by examining
the timing of investing capital into the insurance
company and the release of profits and capital as
the contracts are settled. This model can be used
to determine the appropriate premium by inserting
the cost of capital as the discount rate, or it can be
used to determine the rate of return given a particular
premium level. The general formula of the internal
rate-of-return approach is

3

formal regulatory setting, some researchers [15, 17]
have applied the arbitrage pricing model to insurance. Urrutia’s formulation of the arbitrage pricing
model is
krf (1 − ti )
+ βu,j (λj )
(1 − tu )
  

S
ti
+
rf
P
(1 − tu )

UP M = −

(6)

where
λj = the risk premium associated with factor fj
βu,j = Cov(UPM, fj )/Var(fj )

where

The arbitrage pricing model solves the CAPM problem of ignoring risk that is unsystematic with stock
market returns, but introduces the additional problems of identifying and pricing the other risk factors
relevant to insurance pricing. The difficulty in quantifying these variables has limited the practical applications of arbitrage pricing models for insurance.

II = investment income (after taxes)
UP = underwriting profit (after taxes)

Option Pricing Model

0 = P V (S) + P V (I I ) + P V (U P )

(5)

Since insurance companies are not funded to write
a single policy and then terminated when the policy
is finally settled, a number of assumptions have to
be made about the cash flows, including when the
surplus is invested by the owners (when the policy is
written, when the first expenses are generated prior
to writing the policy, or when the premiums are
received) and when the surplus is released (when the
policy expires, when the last claim payment is made,
or proportionally over the time to settle all claims).

Arbitrage Pricing Model
The arbitrage pricing model expands on the CAPM
by allowing additional sources of risk, not just market risk, to affect the expected rate of return on
an investment. These additional risk factors can be
any risk element that investors require compensation
to induce them to invest in. Empirical tests of the
arbitrage pricing model to security returns have determined that inflation, economic growth as measured
by changes in the Gross National Product, and the
differential between short-term and long-term interest rates may be priced risk factors [4]. Although the
arbitrage pricing model has not yet been used in a

The innovative approach to pricing options (see
Derivative Securities) introduced by Black and
Scholes [3] (see Black–Scholes Model) in the early
1970s provided important insights into the pricing of
any contingent claim, including insurance. An option
represents the right to buy or sell a security at a
predetermined price on a future date. The option
holder will only exercise the option if the market
price of the security is such that exercising the option
is preferable to making the same trade at the market
price. The current price of the option is the discounted
value of the portion of the future price distribution
of the underlying security for which the option will
be exercised.
Doherty and Garven [10] applied the option pricing model to insurance by valuing three different
contingent claims on the assets of an insurer, the
policyholders, the government (for taxes), and the
equityholders of the company. The policyholders’
claim is equal to the value of their losses, subject
to a maximum of the total value of the insurance
company’s asset portfolio. If losses exceed the total
assets, the insurance company would be insolvent and
policyholders would receive only a portion of their
losses. This is akin to having the policyholders sell
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to the equityholders a call option on the assets of the
insurer with an exercise price of their losses. The government has a contingent claim on the assets of the
insurance company equal to the tax rate multiplied by
the profit. The equityholders have the residual value
after the contingent claims of the policyholders and
the government are settled. The option pricing model
determines the appropriate price of a policy iteratively by testing different premium levels until the
premium is found that equates the value of the equityholders’ claim to the initial company value. At this
price, the equityholders neither gain nor lose value
by writing the policy. The option pricing model can
be written as
Ve = P V (Y1 ) − H0 − G0

(7)

The complexity of accurately modeling the insurance transaction, the difficulty in determining parameter values in situations in which market prices are
not readily available and the impact of a rate regulatory system that requires transparent ratemaking
methodologies have slowed the application of financial pricing models for property-liability insurance.
Efforts continue in this area to adjust existing models
and develop new models to price property-liability
insurance more accurately by integrating underwriting and investment returns.
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Financial Reinsurance
Financial reinsurance is, strictly speaking, the combination of financing and reinsuring insured losses.
The combination can lie anywhere on the continuum from pure finance to pure reinsurance. It is
commonly called finite-risk reinsurance; but one may
limit reinsurance coverage without recourse to financing. Financial reinsurance differs from integrated or
blended covers in that it deals only with insured
losses, whereas they integrate insured losses with
other risks, especially with the risk of poor investment performance. And it differs from alternative
risk transfer in that the latter transfers insurance,
at least ultimately, to capital markets, rather than
to reinsurers.
Financing is the provision of funds, whether before
the fact, as in financing a child’s education, or after
the fact, as in financing an automobile. An insurer
can finance its insurance losses before or after they
are paid, or even incurred. But it will pay the
exact amount of those losses. Financial reinsurance
can have any of the characteristics of finance (e.g.
pre- or postevent, choice of investment vehicle) and
reinsurance (e.g. proportional or nonproportional,
retrospective or prospective). Writers aspire to the
perfect taxonomy, or classification, of financial reinsurance, for example, [1:740–749], [3], [4:45–84],
[6:321–350], [7] and [9:12–23]. But implicit within
every such contract is a division of losses into funded
and reinsured, as well as a corresponding division of
premiums into funding and margin. An experience
fund, whether really invested or just on paper, is some
form of difference of losses from premiums, and the
insurer stands at least to gain, perhaps also to lose,
from this fund by way of a profit commission. In
other words, if the insurer pays ‘too much,’ it gets
some of its money back.
To introduce financial-reinsurance concepts a timeless setting is helpful. Suppose that an insurer pays
$100 for reinsurance against random loss L. But
the insurer will receive 60% of the profit, whether
positive or negative, or profit commission P C =
0.6(100 − L). The maximum profit commission is
$60, and the insurer is in effect paying 60% of its
losses. Of the $100 premium, $60 is funding and
$40 margin; and of the losses, 60% is funded and
40% is reinsured. The reinsurer assumes only 40%
of the insurance risk; in common parlance it assumes

a ‘vertical (or proportional) risk element’ of 40%.
But in turn, the reinsurer faces financial risks, one of
which is the default risk of not getting repaid in the
event of a negative profit.
Alternatively, the profit commission might be
asymmetric: P C = max(0.6(100 − L), 0). Again, the
maximum commission is $60, but the insurer is now
in effect funding 60% of the first $100 of its losses. So
the margin, which is $40, covers the insurance risk
of 40% of the first $100 and all the loss in excess
of $100. Here, according to common parlance, the
reinsurer assumes a ‘horizontal (nonproportional) risk
element’ of all the loss in excess of $100, in addition
to a 40% vertical risk element. The contract terms
would likely specify a premium of 100, a margin of
40, an experience account of premium less margin
less 60% of losses, and a profit commission of any
positive experience account.
The simplest financial-reinsurance contract is the
financial quota-share treaty. In [8:339] an example is
described of a treaty with unlimited coverage that
gives a minimum ceding commission of 10% of
premium, and increases that percentage to the extent
to which the loss ratio is less than 85%. Then the
insurer is funding the first 85% of its losses. The
reinsurer’s margin is 5%, which covers the insurance
risk of losses in excess of 85% of premium.
A common retrospective treaty is the adverse
development cover. Again to borrow from [8:341],
an insurer might need to increase its gross loss
reserves (see Reserving in Non-life Insurance) from
$150 million to 180 million. If these reserves pay
out sufficiently slowly, a reinsurer may be willing to cover $30 million of adverse development in
excess of $150 million for a premium of $15 million. The insurer could then raise its gross reserves
by $30 million while reducing its surplus by only
15 million. It would be tempting for the insurer to
take advantage of the reinsurance discount by attaching at less than 150 million. If the reinsurer offered
to cover $65 million in excess of 115 million for a
premium of 35 million, the insurer could fund the
cover from the reduction of its net reserves, thus suffering no reduction of surplus. Such a cover, which
in effect allows an insurer to discount some of its
loss reserves, might run afoul of accounting rules,
particularly New York Regulation 108 and FAS 113
(see [11:290]). If accounting allowed for discounted
reserves, adverse development covers would have little effect on surplus.
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Because one year is for most purposes a short
financial horizon, many financial-reinsurance contracts are multiyear. For example, a 5-year ‘spreadloss’ treaty might attach at $100 million per earthquake, and provide an annual limit of 25 million and
a term limit of 50 million. The annual premium might
be $6 million, of which 5 is funding and 1 is margin.
Any positive balance of funding minus losses returns
to the insurer. So the insurer is funding the first $25
million of excess losses over the term, and the margin covers the insurance loss of the next 25 million.
Sound pricing technique must impound into the margin not only the insurance risk but also the present
value of the difference of fund premiums from funded
losses, as well as the default risk of the reinsurer’s
not receiving all the fund premium. Normally such
a treaty has a commutation clause, permitting the
insurer to commute whenever the fund balance is
positive. Frequently, both parties intend to cancel and
rewrite the treaty, should it be loss-free after the first
year. Then the insurer pays only the margin up front,
and the funding begins only in the event of a loss
(i.e. pure postfunding).
In this example, it might be undesirable for the
losses to reach their maximum limit too early, for
the insurer would then be obtaining no new coverage
with its ongoing reinsurance premiums. To lessen
this chance, the treaty could cover two layers, 25
excess 100 million and 25 excess 125 million. But
each layer would have a term limit of $25 million.
This would assign the funding to the first layer, and
the insurance to the second, less-exposed layer. This
feature barely touches the complexities of financial
reinsurance; but however ingeniously underwriters,
actuaries, accountants, and lawyers seek to create new
contract types, the essence remains of dividing losses
into funded and reinsured.
Generally speaking, the benefits of financial reinsurance are just the benefits of financing and of
reinsurance. Financial reinsurance is particularly salutary when pure reinsurance is difficult to obtain. But
a contract that lies far on the financing end of the
continuum may take advantage of accounting rules.
The earliest contracts, the so-called ‘time and distance’ covers of the 1970s and 1980s [9:16], allowed
insurers to pay discounted prices to cede undiscounted liabilities. Accounting rules, particularly FAS
113 and EITF 93-6 in the United States, now allow
a financial-reinsurance contract to receive insurance
accounting only if its insurance risk is significant.

This has spawned discussion over what insurance risk
is, how to quantify it, and how much is significant
([2:13–19] and [10]). From an accounting perspective it might be desirable to break the financing out
of a financial-reinsurance contract, much as a derivative is to be broken out of the instrument in which
it is embedded. A contract would then receive the
proper combination of deposit and insurance accounting. The current, practical approach encourages the
seasoning of financial-reinsurance contracts with just
enough insurance risk to qualify as significant. However, long-standing custom has ignored mild forms of
financial (re)insurance, such as retrospectively rated
policies and reinsurance treaties with small profit
commissions; so some pragmatism is inevitable.
Postfunding places the reinsurer in the role of
a bank or finance company. The reinsurer may or
may not provide this service less expensively than a
bank might provide it. However, the reinsurer provides it contingently in the event of a loss, when the
insurer might be at a disadvantage in petitioning for
funds. Moreover, if the insurer’s auditors treat the
transaction as reinsurance, it may receive accounting and tax benefits [1:736–740], especially if the
insurer need not accrue the future fund premiums.
Most financial-reinsurance contracts are customized
to the needs and desires of insurers (hence, they are
more costly to underwrite, and their meanings may be
more ambiguous); but the parties involved should not
deliberately allow financial reinsurance to conceal an
insurer’s economic situation. For despite the cleverness of concepts, economic value cannot be created
out of nothing, and an insurer should get no more and
no less than that for which it pays. The purpose of
the financial-reinsurance accounting rules that have
developed to this point, and those that will develop
hereafter, is not to extinguish financial reinsurance,
but rather to ensure that it is judiciously used and
honestly accounted [5].
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Fixed-income Security
A fixed-income security is a financial asset that guarantees a series of fixed (i.e. deterministic) cash flows
in the future on specified, deterministic dates. Suppose it is now time 0 there are n cash flows at times
0 < t1 < t2 < · · · < tn with the amount of the cash
flow at time ti equal to ci .
If any of the cash flows is uncertain then it is not
called a fixed-income security.

A common example is a fixed interest bond with
a nominal value of 100 redeemable at par in N years,
a coupon rate of g% per annum and coupons payable
half-yearly in arrear. There are then n = N payments
at times ti = i/2 for i = 1, . . . , n. The cash flows are
ci = g/2 for i = 1, . . . , n − 1 and cn = 100 + g/2.
(See also Affine Models of the Term Structure of
Interest Rates; Matching)
ANDREW J.G. CAIRNS

Foreign Exchange Risk in
Insurance
Introduction
Economic globalization leads to issuance of insurance
contracts across countries. Although large insurance
companies are mainly located in Europe and North
America, they provide services all over the world.
From an insurer’s perspective, in addition to risks
that are intrinsic to the insurance industry, it must also
face foreign exchange rate risk when transactions are
conducted in a foreign currency.
This exchange rate risk faced by an international
insurance company may come from several sources.
The most obvious one is the insurance premium.
Premiums of insurance contracts trading in a foreign country can either be charged in terms of the
domestic currency of the insurer or in a foreign currency of the insured. If it is paid in terms of foreign
currency of the insured, then the exchange rate risk
obviously belongs to the underwriter, the insurer.
Otherwise, the insured bears the exchange risk. For
a country with volatile exchange rates, clients may
choose to purchase services from a local insurance
provider to avoid this risk. As a result, international
insurers may end up selling their products in foreign currencies in order to compete with the local
providers.
Exchange rate risk can also be generated from
novel insurance instruments such as variable annuity or equity-linked insurance contracts, which are
mainly used to hedge against inflation and longevity.
These products are usually linked to the financial
index of a particular country. When an international
insurer sells these instruments globally, it faces foreign exchange risk.

in FX rates. Clearly, transaction exposure is a cash
flow exposure.
• Translation exposure: Consolidation of financial
statements (or insurance contracts), which involves
foreign currency denominated assets and liabilities,
gives rise to translation exposure, sometimes also
known as the accounting exposure.
• Economic exposure: Economic exposure is concerned with the present value of future operating cash flows to be generated by a company’s
activities and how this present value, expressed
in the domestic currency, changes in FX movements.

FX Risk Management Techniques
Two main approaches to minimize FX risk are internal and external techniques.
•

•

Financial Theory
In financial terms, foreign exchange (FX) exposure
is usually categorized as follows, see for example [6].
• Transaction exposure: Transaction exposure arises when the cost of proceeds (in domestic currency)
of settlement of a future payment or receipt denominated in foreign currency may vary due to changes

•

Internal techniques refers to internal management
tools, which are part of a firm’s own financial
management within the group of companies concerned and do not resort to special contractual
relationships with third parties outside the firm.
Internal tools [1], may consist of netting, matching, leading and lagging, pricing policies, and
asset/liability management or a combination of
all of these.
– Netting involves associated companies that
trade with each other. The simplest scheme
is known as bilateral netting with a pair of
companies. Each pair of associates nets out
their own individual positions with each other
and cash flows are reduced by the lower of
each company’s purchases from or sales to
its netting partner.
– Matching is a mechanism whereby a company matches its foreign currency inflows
with its foreign currency outflows in respect
of amount and approximate timing.
– Leading and lagging refers to the adjustment
of credit terms between companies. Leading
means paying an obligation in advance of the
due date; lagging means delaying payment of
an obligation beyond its due date.
External techniques [8] as treated under
securities, resort to a contractual relationship outside of a group of companies to reduce the FX
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risk. The contracts include forward exchange,
short-term borrowing, FX futures, currency
options, quanto options, discounting bills receivable, factoring receivables, currency overdrafts,
currency swaps, and government exchange risk
guarantees. Insurance products may also be constructed according to the structure of financial
tools or embedded with a combination of these
features.

conducted on the impact of foreign exchange risk
in the insurance industry in general, and in actuarial
studies in particular. This short note may serve as a
pointer to some of these potential developments.
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Hedging and Risk
Management

The derivative payoff can be replicated perfectly
if at all times t we hold

∂V 
(t) =
units of the share, S(t), (1)
∂s (t,S(t))

In this article, we will summarize some of the techniques that are used to hedge derivative contracts
and manage the risks that arise within a portfolio of
derivatives. For simplicity of exposition, we will concentrate here on equity derivatives. For further detail
the reader should see, for example, ([1], Chapter 14).
The most straightforward form of hedging is a
buy-and-hold strategy. This involves finding the optimal mix of cash and equity that will, for example,
minimize the variance of the hedging error at the
maturity date of the derivative. However, this method
can only reduce risk by a small amount. To improve
on it, we need to consider dynamic portfolio strategies, particularly ones where the optimal mix of cash
and equity depends on the state of the market at given
times in the future.

with the remainder V (t) − (t)S(t) in cash. This
approach is referred to as Delta hedging.
Delta hedging works well if

Delta Hedging
In the articles on the Black–Scholes model and
interest-rate models (see Interest-rate Modeling), it
has been described how certain derivatives could be
hedged perfectly (i.e. replicated ) if an appropriate
portfolio strategy is adopted.
Suppose that S(t) is the price of a non-dividendpaying share at time t. Let X represent the payoff on a derivative at its maturity date T with
S(t) as the underlying quantity, and let V (t, s) =
exp−r(T −t) EQ [X|S(t) = s] represent the arbitragefree price at some earlier time t where Q is the
risk-neutral pricing measure, r is the risk-free rate
of interest, and Ft is the history of the process up to
time t.
For example, if we have a European call
option with strike price K in combination with
the Black–Scholes–Merton model, then X = max
{S(T ) − K, 0} and V (t, s) = s(d1 ) − Ke−r(T −t)
(d2 ) where (z) is the standard normal distribution √
function, d1 = log(s/K)√+ (r + (1/2)σ 2 )(T −
t)]/σ T − t and d2 = 1 − σ T − t. Formulae for
(t), V(t), and so on defined below can be found
in [1].

•
•
•

we are using the correct model (e.g. the
Black–Scholes–Merton model) for S(t) with the
correct values for r and σ ;
we are able to rebalance the portfolio continuously;
there are no transaction costs.

In practice, we are only able to rebalance at discretetime intervals. This is because continuous rebalancing is physically impractical and, more importantly,
because it results in infinite transaction costs.
An example of the effect of discrete-time rebalancing is given in Figure 1 for a European call option. In
the left-hand plots, we have used the correct volatility
for pricing and hedging. We can see that, approximately, the surplus (accumulated hedging error at T )
is centered around zero. Also, we can see that the
standard deviation of the surplus is approximately
halved when we switch from 4-day rebalancing to
1-day rebalancing. This trend continues as we rebalance more and more frequently: that is, if t is the
time between rebalances, then the standard deviation
√
of the surplus at maturity is of the order of t.
The right-hand plots show the impact of underestimating the volatility (for both pricing and hedging). First, we can see that the average surplus is
now negative because we have undercharged. Second, the standard deviation of the errors is larger.
Third, rebalancing more frequently does not reduce
the standard deviation significantly because we are
using the wrong (t).
So we have identified two sources of hedging
error:
•
•

owing to discrete-time rebalancing;
owing to errors in the estimated parameters.

We could add to this, errors in the model used. For
example, the ‘true’ model might have jumps in prices
rather than a Brownian motion type of diffusion,
or price volatility might be stochastic rather than
constant.
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Figure 1 Hedging errors for a European call option. The plots show histograms of the hedging errors based on 1000
independent simulations. Comparison of the plots shows the effect of the time between rebalances and of incorrect estimation
of the volatility. S(0) = 100, µ = 0.08, r = 0.06, T = 0.5, K = 100, true σ = 0.2. In the left-hand plots, the correct value
for σ (0.2) has been used for pricing and hedging. In the right-hand plots, an incorrect value for σ (0.15) has been used

The Greeks
These hedging errors can be reduced by employing
what are referred to as the Greeks. We have already
introduced the most important of the Greeks, (t),
and those we will introduce below deal with our
imperfect world where the assumptions made in the
Black–Scholes–Merton model do not hold.

Reducing the Impact of Discrete-time Rebalancing
Discrete-time rebalancing causes the largest errors
when (t) changes substantially between rebalances.
Thus, if (t) is roughly constant, errors will be
small, whereas if (t) is strongly dependent on
the value of S(t), then hedging errors could be
large.
The left-hand plots shown in Figure 1 are presented in a different way in Figure 2 in order to
show some of this dependency. We can see here
that the hedging errors tend to be larger when the
final share price is close to the option strike price
of 100. This is because (t) is most sensitive to
changes in S(t) (largest errors as noted above) when

t is close to T and S(t) is close to the strike
price K.
We can measure this dependence by looking at the
derivative’s Gamma, (t). This is defined as

∂ 2 V 
.
(2)
(t) =
∂s 2 (t,S(t))
If (t) is large, positive, or negative, then (t) is
sensitive to changes in S(t) and hedging errors could
be large.
We can then perform risk management by setting up a portfolio of derivatives on S(t), which is
Gamma neutral (Gamma hedging) as well as Delta
neutral. Gamma neutral means that the total of the
Gammas for all of the assets and derivatives in the
portfolio is zero.
A simple example showing the impact of Gamma
hedging on hedging errors is shown in Figure 3.
The left-hand plot (see also Figure 2) shows hedging
errors where we are trying to hedge every four days
using cash plus S(t). In the right-hand plot, we are
trying to hedge using a combination of cash, shares,
and a new, exchange-traded put option. The number of put options, nput (t), is chosen first to ensure
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Figure 2 Hedging errors for a European call option based on 1000 simulations. S(0) = 100, µ = 0.08, r = 0.06, T = 0.5,
K = 100, true σ = 0.2. We show how the size of the hedging errors is related to the final share price, S(T ). The left-hand
plot shows results for 4-day rebalancing and on the right 1-day rebalancing
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Figure 3 Hedging errors for a European call option based on 1000 simulations with rebalancing every 4 days. S(0) = 100,
µ = 0.08, r = 0.06, T = 0.5, K = 100, true σ = 0.2. Left-hand plot: no Gamma hedging. Right-hand plot: Gamma-neutral
portfolio consisting of one European call option T = 0.5, K = 100 plus a variable number of units of an exchange-traded
European put option with T = 1 and K = 105

that the portfolio is Gamma neutral (i.e. nput (t) ×
put (t) = call (t)). Second, we hold a variable number of shares, which ensures that the portfolio is Delta
neutral. The remainder of our portfolio is invested in
cash. We can see from Figure 3 that Gamma hedging has reduced the size of the hedging errors very
significantly.

Reducing the Impact of Parameter Errors
We noted previously that misspecification of the
volatility σ (which is the only nonobservable parameter in the Black–Scholes–Merton model) can result
in significant errors in the price. Additionally, the
value of σ tends to vary over time rather than remain

constant, so even if we get the correct estimate at
the start, it may be incorrect later in the term of the
contract.
This type of risk can be reduced by using Vega
hedging. Vega (not, in fact, a Greek letter) is defined
as
∂V
V(t) =
.
(3)
∂σ
This gives us a measure of how sensitive the derivative price is to changes in the value of σ .
With Vega hedging, we aim to invest in a mixture
of shares and derivatives, which makes the total
portfolio Vega neutral : that is, the sum of the Vega’s
for the individual investments is zero.
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If we have enough assets (exchanged-traded derivatives), this can be combined with Gamma and Delta
hedging.
Vega hedging measures the impact of parameter errors on derivative pricing. If the Vega is
large, then there may be significant bias in prices.
However, simulations show that Vega hedging has
only a small effect on the performance of hedging strategies: it removes some of the bias in the
mean surplus but does not significantly reduce its
variance.
A variation on Vega hedging is what we will call
Vega–Delta hedging (standard textbooks do not seem
to refer to this technique). Here we measure the sensitivity of a derivative’s Delta to errors in σ . Thus
we define
(4)

A portfolio is defined as Vega–Delta neutral, if the
sum of the Vega–Delta’s on the individual assets
in the portfolio is zero. This should mean that the
quality of the Delta-hedging strategy should not be
significantly affected by errors in σ .
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The impact of Vega–Delta is illustrated in
Figure 4. In the left-hand plots, we see how poor
(relatively) the hedging is when σ is misspecified
(here the true value of σ is 0.2, whereas prices and
hedging strategies are calculated using σ = 0.15).
(See also Figure 1, right-hand plots.) If the frequency
of rebalancing is increased, then hedging errors fall
slightly but not by a great deal. In the right-hand
plots, we see results when Vega–Delta hedging is
used. It is very clear that this improves things
considerably. First, most of the bias in the surplus
has been removed (this, however, may not always
happen). Second, and more importantly, the variance
in the surplus has been reduced significantly. Third,
reducing the time between rebalances from 4 days to
1 day reduces the standard deviation by more than a
half. As with all of the previous plots, we can still
see that the hedging errors are largest when the final
share price is close to the strike price.
A variety of other Greeks can also be used to
tackle various other sources of error, such as changes
in the interest-rate risk, r.
In practice, a bank will want to look at their
portfolio of derivatives as a whole rather than individually. They will regularly calculate the portfolio’s
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Figure 4 Hedging errors for a European call option based on 1000 simulations with rebalancing every 4 days or every 1
day. S(0) = 100, µ = 0.08, r = 0.06, T = 0.5, K = 100, true σ = 0.2. Left-hand plots: no Gamma hedging. Right-hand
plot: Vega–Delta-neutral portfolio consisting of one European call option T = 0.5, K = 100 plus a variable number of
units of an exchange-traded European put option with T = 1 and K = 105

Hedging and Risk Management
total Delta, Gamma, and Vega. They will aim to keep
the portfolio Delta neutral most of the time. Maintaining full Gamma and Vega neutrality is more difficult
because of the costs of trading and the relative lack
of a deep market in appropriate traded derivatives.
However, if these deviate too far from zero, then
they will need to rebalance. If the portfolio is far
from neutral, then this might even mean that the bank
should dispose of some of its derivative liabilities in
order to reduce their exposures to certain types of
risk.

Other Risk-management Techniques
A variety of other techniques are used by banks to
limit the risks that they carry on their derivatives
portfolios.
The simplest method is to match sales of a specific derivative to one client by selling the opposite
position to another client. The risks then cancel out
and hopefully leave a bid–offer margin to the bank
as profit.
Banks also carry out various forms of scenario
testing, some of which are prescribed by the derivatives exchanges. The bank will supplement these
with additional in-house tests. The aim of such
tests is to see how their portfolio would perform,
if one of a specified set of events happens: for
example,

•
•
•
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a fall in the price of the underlying of 25%;
a change in the implied volatility of 10%;
interest rates jump up by 2%.

These scenarios are ones that could not occur in the
basic Black–Scholes–Merton model. Consequently,
we can see that one aim of scenario testing is to assess
the degree of model risk being carried by the bank.
For example, the scenarios described above are consistent with models that involve stochastic volatility
and jumps in prices and volatility.
The topic of interest-rate risk management has
similar issues to risk management for equity derivatives portfolios. Interest-rate risk and immunization is
dealt with in a separate article in this encyclopedia.
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Examples of Applications in Risk and
Finance

Model Structure

Here we will briefly discuss two applications of
HMMs, starting with an example from finance. Consider a time series of stock or stock index returns,
and an investor whose task is to select a portfolio consisting of this stock and a risk-free asset
such as a bond. The investor is allowed to rebalance the portfolio each month, say, with the purpose of maximizing the expected value of a utility
function. The simplest model for the time series
of returns is to assume that they are i.i.d. Under
the additional assumptions of a long-term investment horizon and constant relative risk aversion, it
is then known that the optimal investment policy
agrees with the policy that is optimal over one period
(month) only. However, empirical data shows that
returns are not i.i.d., a fact which must also affect the
investment policy. One way to model the dependence
is through the well-known ARCH models and their
extensions such as GARCH and EGARCH, whereas
another one is to employ an HMM to model dependence and time-varying volatility. The hidden state
is then thought of as ‘the state of the market’. In
[12], such an approach is taken – returns are modeled as conditionally normal, with the mean possibly
containing autoregressive terms; the model is then
a Markov-switching autoregression. The number of
regimes (Markov states) and presence of autoregression is tested for using likelihood ratio tests. The
optimal portfolio selection problem in this framework is then solved using a dynamic programming
approach, and the methodology is applied to portfolio management on the American, UK, German and
Japanese markets, with portfolios containing, respectively, the S&P 500, FTSE, DAX or Nikkei index,
plus a bond. The results show, for example, that an
investor required to ignore regime switches in returns
while managing his/her portfolio, should ask for a
compensation that is at least as large as the initial
investment, and in some cases very much larger, if
the investment horizon is 10 years. Thus, acknowledging the presence of regime switches in the data
opens up the opportunity for portfolio management
much more effective than otherwise would be the
case.
In the second example, we depart from the classical ruin model, with claims arriving to an insurance
company as a Poisson process, a given claim size

There is no universal agreement about the meaning of the term hidden Markov model (HMM), but
the following definition is widespread. An HMM
is a discrete time stochastic model comprising an
unobserved (‘hidden’) Markov chain {Xk } and an
observable process {Yk }, related as follows: (i) given
{Xk }, the Y s are conditionally independent; (ii) given
{Xk }, the conditional distribution of Yn depends on
Xn only, for each n.
Thus, Yn is governed by Xn plus additional independent randomness. For this reason, {Xk } is sometimes referred to as the regime. The conditional distributions in (ii) often belong to a single parametric
family. A representative example is when, conditional
on Xn = i, Yn has a normal N(µi , σi2 ) distribution.
The (unconditional) distribution of Yn is then a finite
mixture of normals.
It is often understood that the state space of {Xk }
is finite, or countable. The above definition allows
for continuous state space, but then the model is
often called a state space model. An important extension is when the conditional distribution of Yn also
depends on lagged Y-values. We refer to such models as autoregressive models with Markov regime or
Markov-switching autoregressions, although they are
sometimes called HMMs as well. A simple example isa Markov-switching linear autoregression),
Yn = sj =1 bXn ,j Yn−j + σXn εn , where, for example,
εn is standard normal. In the control theory literature,
these models are also denoted Markov jump linear
systems. The generic terms regime-switching models
and Markov-switching models are sometimes used,
covering all of the models above.
An HMM can obviously be thought of as a noisy
observation of a Markov chain, but may also be
considered as an extension of mixture models in
which i.i.d. component labels have been replaced by a
Markov chain. HMMs not only provide overdispersion relative to a single parametric family, as do mixtures, but also some degree of dependence between
observations. Indeed, HMMs are often used as a first
attempt to model dependence, and the Markov states
are then often fictitious, that is, have no concrete
interpretation.
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distribution and incomes at a fixed premium rate.
The objective is, as usual, to estimate the ruin probability given a certain initial surplus. Now suppose that
the assumption of constant arrival rate is too coarse
to be realistic, and that it rather varies according to
an underlying finite state Markov process. This kind
of arrival process is known as a Markov-modulated
Poisson process (MMPP). In our case, we may have
two regimes corresponding to ‘winter’ or ‘summer’,
say, which may be relevant if claims concern fires or
auto accidents. Given this framework, it is still possible to analyze the ruin probability, using appropriate
conditionings on the behavior of the regime process
and working with matrix-valued expressions concerning ladder-height distributions and so on, rather
than scalar ones [4, Chapter VI]. The connection to
HMMs is that an MMPP may be considered as a
Markov renewal process, which is essentially the
same as an HMM. In the current example, the regime
process is hardly hidden, so that its presence leads
into issues in modeling and probability rather than in
statistics, but in other examples, the nature of the
regime process might be less clear-cut. Of course
one may argue that in a Markov process, states have
exponential holding times, and even though transitions from summer to winter and vice versa are not
perfectly observable, the durations of seasons do not
have exponential distributions. This is of course true,
and the remedy is often to include more states into
the model description; a ‘macro state’, winter say, is
then modeled using several Markov states, so that
the duration of winter corresponds to the sojourn
time in the aggregate. Such a sojourn time is said
to have a phase-type distribution, with which one
may approximate any distribution.

Probabilistic Properties
Since Yn is given by Xn plus extra randomization,
{Yk } inherits mixing properties from {Xk }. If {Xk }
is strongly mixing, so is {Yk } [20] (also when {Xk }
is not Markov). If the state space is finite and {Xk }
is ergodic, both {Xk } and {Yk } are uniformly mixing.
When {Yk } contains autoregression, the existence of
a (unique) stationary distribution of this process is a
much more difficult topic; see for example [10, 15,
33], and references therein.
We now turn to second order properties of an
HMM with finite state space {1, 2, . . . , r}. Let A =

(aij ) be the transition probability matrix of {Xk } and
assume it admits a unique stationary distribution π,
πA = π. Assume that {Xk } is stationary; then {Yk } is
stationary as well. With
 µi = E[Yn |Xn = i] the mean
}
is
E[Y
]
=
of
{Y
n
n
i , its variance is Var[Yn ] =
i πi µ
r
r
2
2
i=1 πi E[Yn |Xn = i] − ( i=1 πi µi ) and its covariance function is
Cov(Y0 , Yn ) =

r


E[Y0 Yn |X0 = i, Xn = j ]

i,j =1

× P (X0 = i, Xn = j ) − (E[Yn ])2
=

r


µi µj πi aij(n) − (E[Yn ])2 for n ≥ 1,

i,j =1

(1)
where aij(n) are the n-step transition probabilities. With
M = diag(µ1 , . . . , µr ) and 1 being the r × 1 vector
of all ones, we can write
Cov(Y0 , Yn ) = πMAn M1 − (πM1)2
= πM(An − 1π)M1

for

n ≥ 1. (2)

Since An → 1π at geometric rate, the covariance
decays geometrically fast as n → ∞.

Filtering and Smoothing: The
Forward–backward Algorithm
In models in which {Xk } has a physical meaning, it
is often of interest to reconstruct this unobservable
process, either on-line as data is collected (filtering)
or off-line afterwards (smoothing).
This can be accomplished by computing conditional probabilities like P(Xk = i|y1 , . . . , yn ) for n =
k or n > k, respectively; such probabilities are also
of intrinsic importance for parameter estimation.
Filtering can be done recursively in k while
smoothing is slightly more involved, but both can
be carried out with the so-called forward–backward
algorithm. To describe this algorithm, assume that
the state space is {1, 2, . . . , r}, that we have observed
y1 , . . . , yn and put
αk (i) = P(Xk = i, y1 , . . . , yk ),
βk (i) = P(yk+1 , yk+2 , . . . , yn |Xk = i)
for k = 1, . . . , n.

(3)
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In fact, these quantities are often not probabilities, but
rather a joint probability and density, and a density,
respectively, but we will use this simpler notation.
Then
αk (j ) =

r
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Here αk and βk may be replaced by scaled versions
of these variables.

Maximum Likelihood Estimation and The
EM Algorithm

aij gj (yk )αk−1 (i)

i=1

with α1 (j ) = ρj gj (y1 ),
βk (i) =

r


(4)

aij gj (yk+1 )βk+1 (j )

j =1

with βn (i) = 1,

(5)

where ρ = (ρi ) is the initial distribution (the distribution of X1 ) and gi (y) is the conditional density or
probability mass function of Yk given Xk = i. Using
these relations, αk and βk may be computed forward
and backward in time, respectively.
As the recursions go along, αk and βk will grow or
decrease geometrically fast so that numerical over- or
underflow may occur even for moderate n. A common
remedy is to scale αk and βk , making them sum to
unity. The scaled forward recursion thus becomes
r


aij gj (yk )αk−1
(i)

αk (j ) =

i=1
r
r 


ai g (yk )αk−1
(i)

with

=1 i=1

α1 (j ) =

ρj gj (y1 )
r


.

(6)

ρ g (y1 )

=1

This recursion generates normalized (in i ) αk , whence
αk (i) = P (Xk = i|y1 , . . . , yk ). These are the filtered
probabilities, and (6) is an efficient way to compute
them.
To obtain smoothed probabilities we note that
P(Xk = i|y1 , . . . , yn ) ∝ P(Xk = i, y1 , . . . , yn )
= P(Xk = i, y1 , . . . , yk )P(yk+1 , . . . , yn |Xk = i)
= αk (i)βk (i),

(7)

where ‘∝’ means ‘proportionality in i ’. Hence
αk (i)βk (i)
P(Xk = i|y1 , . . . , yn ) = 
.
αk (j )βk (j )
j

(8)

Estimation of the parameters of an HMM from data
is in most cases carried out using maximum likelihood (ML). The parameter vector, θ say, typically
comprises the transition probabilities aij and parameters of the conditional densities gi (y). Variations exist
of course, for example, if the motion of the hidden
chain is restricted in that some aij are identically
zero.
rThe likelihood itself can be computed as
i=1 αn (i). The numerical problems with the
unscaled forward recursion makes this method
impracticable, but one may run the scaled recursion
(6) with ck denoting
its denominator to obtain the log
likelihood as nk=1 log ck (the dependence on θ is not
explicit in (6)). Standard numerical optimization procedures such as the Nelder–Mead downhill simplex
algorithm or a quasi-Newton or conjugate gradient
algorithm, could then be used for maximizing the
log-likelihood. Derivatives of the log-likelihood (not
required by the Nelder–Mead algorithm) can be computed recursively by differentiating (6) with respect
to θ, or be approximated numerically.
An alternative and an extremely common route
to computing ML estimates is the EM algorithm
[23]. This is an iterative algorithm for models
with missing data that generates a sequence of
estimates with increasing likelihoods. For HMMs,
the hidden Markov chain serves as missing data.
Abbreviate (X1 , . . . , Xn ) by Xn1 and so on, and
let log p(xn1 , yn1 ; θ) be the so-called complete loglikelihood. The central quantity of the EM algorithm
is the function Q(θ; θ  ) = Eθ [log p(Xn1 , yn1 ; θ  )|yn1 ],
computed in the E-step. The M-step maximizes this
function over θ  , taking a current estimate θ̂ into
an improved one θ̂  = arg maxθ  Q(θ̂ ; θ  ). Then θ̂ is
replaced by θ̂  and the procedure is repeated until
convergence.
The EM algorithm is particularly attractive when
all gi (y) belong to a common exponential family
of distributions and when θ comprises their parameters and the transition probabilities (or a subset
thereof). We outline some details when Yk |Xk = i ∼
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N(µi , σi2 ). The complete log-likelihood is then
log p(Xn1 , y1n ; θ  ) =

r


I {X1 = i} log ρi

i=1

+

r
r 


nij log aij

i=1 j =1

 ni
n
log(2π) −
log σi2
2
2
i=1
r

−
−

(2)
(1) 
r

Sy,i
− 2Sy,i
µi + ni µ2
i

2σi2

i=1

,

(9)

n

where nij = k=2 I {Xk−1 = i, Xk = j
} is the number of transitions from state i to j, ni = nk=1 I {Xk =
(q)
i} is the number of visits to state i, and Sy,i =
n
q
k=1 I {Xk = i}yk . The initial distribution ρ is often
treated as a separate parameter, and we will do so
here. Since (9) is linear in the unobserved quantities involving the hidden chain, maximization of its
expectation Q(θ̂ ; θ  ) given yn1 is simple and can be
done separately for each state i. The maximizer of
the M-step is
n̂ij
ρ̂i = Pθ̂ (X1 = i|yn1 ), âij = r
=1

µ̂i =

(1)
Ŝy,i

n̂i

, σ̂i2 =

n̂i

(2)
(1) 2
Ŝy,i
− n̂−1
i [Ŝy,i ]

n̂i

,

,

(10)

where n̂ij = Eθ̂ [nij |yn1 ] etc.; recall that θ̂ is the
current estimate. These conditional expectations may
be computed using the
 forward–backward variables.
For example, n̂i = nk=1 Pθ̂ (Xk = i|yn1 ), with these
probabilities being obtained in (8). Similarly,
αk−1 (i)âij βk (j )
,
u,v αk−1 (u)âuv βk (v)
(11)

Pθ̂ (Xk−1 = i, Xk = j |yn1 ) = 

q

q

and Eθ̂ [yk I {Xk = i}|yn1 ] = yk Pθ̂ (Xk = i|yn1 ); summation over k = 2, 3, . . . , n and k = 1, 2, . . . , n,
(q)
respectively, yield n̂ij and Ŝi,y . In these computations, including the forward–backward recursions,
the current parameter θ̂ should be used. If ρ is a
function of (aij ), such as the stationary distribution,
there is generally no closed-form expression for the
update of (aij ) in the M-step; numerical optimization
is then an option.

The (log)likelihood surface is generally multimodal, and any optimization method – standard or
the EM algorithm – may end up at a local maximum. A common way to fight this problem is to start
the optimization algorithm at several initial points on
a grid or chosen at random. Alternatively, one may
attempt globally convergent algorithms such as simulated annealing [1].
So far computational aspects of maximum likelihood estimation. On the theoretical side, it has been
established that, under certain conditions, the MLE
is strongly consistent, asymptotically normal at rate
n−1/2 , and efficient, and that the observed information
(the negative of the Hessian of the log-likelihood) is
a strongly consistent estimator of the Fisher information matrix [5, 16, 19]; these results also extend
to Markov-switching models [7]. Approximate confidence intervals and statistical tests can be constructed
from these asymptotic results.

Estimation of the Number of States
The number r of states of {Xk } may be given a priori,
but is often unknown and needs to be estimated.
Assuming that θ comprises all transition probabilities
aij plus parameters φi of the conditional densities gi ,
the spaces (r) of r-state parameters are nested in
the sense that for any parameter in (r) there is a
parameter in (r+1) , which is statistically equivalent
(yields the same distribution for {Yk }).
Testing (r) versus (r+1) by a likelihood ratio
test amounts to computing


(r+1)
(r)
2 log p(yn1 ; θ̂ML
) − log p(yn1 ; θ̂ML
) ,
(r)
where θ̂ML
is the MLE over (r) and so on. For
HMMs, because of lack of regularity, this statistic does not have the standard χ 2 distributional
limit. One may express the limit as the supremum
of a squared Gaussian random field, which may
sometimes lead to useful approximations based on
Monte Carlo simulations [11, 14]. An alternative is to
employ parametric bootstrap [22, 30]. The required
computational efforts are large, however, and even
testing 3 versus 4 states of the Markov chain may be
insurmountable.
Penalized likelihood criteria select the model
(r)
) − dr,n , where
order r that maximizes log p(yn1 ; θ̂ML
dr,n is a penalty term. Common choices are dr,n =
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dim (r) (Akaike information criteria, AIC) and
dr,n = (1/2)(log n)dim (r) (Bayesian information
criteria, BIC). The asymptotics of these procedures
is not fully understood, although it is known that
with a modified likelihood function they do not
underestimate r asymptotically [29]. A common
rule of thumb, however, says that AIC often
overestimates the model order while BIC tends to
be consistent.

Bayesian Estimation and Markov Chain
Monte Carlo
In Bayesian analysis of HMMs, one thinks of θ as
an unobserved random variable and equips it with
a prior distribution; as usual, it is most convenient
to assume conjugate priors. The conjugate prior of
the parameters φi is dictated by the choice of the gi ,
and the conjugate prior for the transition probability
matrix (aij ) is an independent Dirichlet distribution
on each row [26].
Even when conjugate priors are used, the resulting
posterior is much too complex to be dealt with
analytically, and one is confined to studying it
through simulation. Markov chain Monte Carlo
(MCMC) simulation is the most common tool for
this purpose and it is common to also include the
unobserved states Xn1 in the MCMC sampler state
space. If conjugate priors are used, the Gibbs sampler
is then usually straightforward to implement [26]. The
states Xn1 may be updated either sequentially in k, one
Xk at the time (local updating [26]), or for all k at
once as a stochastic process (global updating [27]).
The latter requires the use of the backward or forward
variables. MCMC samplers whose state space do not
include Xn1 may also be designed, cf. [6]. Usually,
θ must then be updated using Metropolis–Hastings
moves such as random walk proposals.
As a further generalization, one may put the problem of model order selection in a Bayesian framework. An appropriate MCMC sampling methodology
is then Green’s reversible jump MCMC. One then
also includes moves that may increase or decrease
the model order r, typically by adding/deleting or
splitting/merging states of {Xk } [6, 28].

Applications
To the author’s knowledge, there has so far been few
applications of Markov-switching models in the risk
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and actuarial areas. However, as noted above, HMMs
are close in spirit to the Markov-modulated models,
for example Markov-modulated Poisson processes
(MMPPs), which have become so popular as to go
beyond the Poisson process in risk modeling [4]. In
econometrics and finance on the other hand, applications of HMMs is a lively area of research. The paper
[13] on regime switches in GNP data started the activities, and comprehensive accounts of such models in
econometrics can be found in [18, 25]. Some examples from finance are [2, 3, 17, 32]. In these models,
it is typical to think of the hidden Markov chain as
‘the state of the economy’ or ‘the state of the market’. Sometimes the states are given more concrete
interpretations such as ‘recession’ and ‘expansion’.
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History of Actuarial
Profession
Introduction
A profession serves a public purpose. Consequently,
an outline of the history of the actuarial profession
must follow the public purposes served by actuaries
in applying their basic science.
The formation in London in 1762 of the Society
for Equitable Assurances on Lives and Survivorships
as a mutual company, initiated a process that created
a public purpose for actuaries. A mutual insurance
company is owned by its policyholders and is operated for their benefit. The policyholders share in the
profits of their company through dividends on their
policies. Ogborn [15] has written a comprehensive
history of the Equitable.
Because of the long-term nature of most life insurance policies, the estimation of the period profit
of a mutual life insurance company involves more
than counting the cash in the vault. The estimation
requires a valuation of contingent liabilities involving
future benefit payments less future premium payments, which may not be realized as cash payments
for many years. The resulting estimate of the value
of future liabilities must be subtracted from an estimate of the value of assets. The existence of market
values may assist the asset valuation, but the asset
valuation also involves assigning a number to the
value of future uncertain payments. The difference
between the estimated asset and liability values is
an estimate of surplus. Increase in estimated surplus
can be viewed as an initial estimate of periodic profit
and as a starting point in the determinations of policy
dividends.
The future cash flows arising from the assets
owned and the insurance liabilities owed are, however, random. To provide a suitably high probability
that the promises embedded in the insurance contracts
can be fulfilled, the initial estimate of the profit that
might be paid as dividends may be reduced to what is
called divisible surplus. This is to create the required
assurance of the ultimate fulfillment of the contracts.
The assumptions used in the process of valuing
assets and liabilities must be selected with a combination of analysis of past experience and informed
judgment about future trends. In the early years of
the Equitable, the basic model had to be created, the

information system to support the valuation established, and suitable approximations confirmed.
The fulfillment of contracts is a legitimate public
goal. The realization of this goal is one of the justifications for the legal profession and the court system.
In this case, the fulfillment of mutual insurance contracts is at stake. It was clear that the determination
of policy dividends required technical knowledge,
business judgment, and a commitment to equitably
fulfilling contracts. These factors combined to create
a public purpose foundation for the actuarial profession. Bolnick [2] covers some of this history.
The accounting profession, in common with the
actuarial profession, got its start in the middle of the
nineteenth century in Great Britain. At first its members performed the public function of supervising
bankruptcies with the goal of assuring creditors that
they would be treated fairly. The initial public assignments of accountants and actuaries were related. Both
professions were seeking fair treatment of creditors
or partial owners of a business. Porter [16] covers
the somewhat parallel history of the accounting and
actuarial professions.
The accounting profession grew to perform additional public functions such as auditing the accounts
of public companies. The public role of actuaries
also expanded. The overriding public responsibility
in the nineteenth century became the promotion of
the organization of insurance companies on scientific
principles.
The second quarter of the nineteenth century was
a period of turmoil in the life insurance industry of
Great Britain. For example, in 1845, no less than
47 companies were provisionally registered to transact life insurance business and of these, not one
existed in 1887. The collection of stories of shady
insurance operations assembled by a Select Committee of Parliament on Joint Stock Companies even
had an impact on literature. These events apparently
influenced the novelist Charles Dickens who was
writing ‘The Life and Adventures of Martin Chuzzlewit’. The novel was serialized from January 1843
to July 1844. When Dickens needed a fraudulent
enterprise to serve as a vehicle for the villain in
the novel, he created the Anglo-Bengalee Disinterested Loan and Life Assurance Company. In this
chaotic situation, some actuaries, as public-spirited
citizens, persistently pushed for a scientific basis for
the organization and management of life insurance
companies. Cox and Storr–Best [6] provide statistics
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on the confusion in life insurance during this period
of the nineteenth century. Bühlmann [3], in a call for
a broader mission for the actuarial profession, also
covers this period.
The determination of divisible surplus and the
promoting of science-based life insurance did not
end the professional development of actuaries. As the
scope of actuarial practice broadened, society’s views
on the attributes of a profession also changed. Bellis
[1] surveys the definitions of a profession and the
relevance of these definitions to actuaries.

Definition of Profession
Gordon and Howell [8] list the criterion for a profession, which we will use initially to guide our review.
‘First, the practice of a profession must rest on a
systematic body of knowledge of substantial intellectual content and on the development of personal
skill in the application of this knowledge to specific
cases. Second, there must exist standards of professional conduct, which take precedence over the goal
of personal gain, governing the professional man’s
relations with his clients and his fellow practitioners. These two primary criteria have led in practice
to two further ones. A profession has its own association of members, among whose functions are the
enforcement of standards, the advancement and dissemination of knowledge, and, in some degree, the
control of entry into the profession. Finally, there is a
prescribed way of entering the profession through the
enforcement of minimum standards of training and
competence. Generally, the road leading to professional practice passes through the professional school
and is guarded by a qualifying examination.’
The actuarial profession satisfies the first of the
Gordon and Howell criteria. This criterion establishes
the fundamental difference between the basic science
on which a profession is based, and the necessary
professional application of this science. There is, for
example, a difference between the medical profession
and the science of human biology.
The systematic body of knowledge is not, however, invariant across time. For actuaries, it has
changed as the scope of the financial security systems that they design and manage have changed. The
body of knowledge has always contained elements of
the mathematical sciences, economics, law, and business management. When there developed an actuarial

role in the design and management of old-age income
social security systems, demography and macroeconomics became part of this systematic body of
actuarial knowledge. These subjects clearly have a
smaller role in designing and managing an individual
automobile insurance system.
The standards of professional conduct for actuaries
that are required by Gordon and Howell’s second criteria have been implicit rather than explicit for most
of the history of the actuarial profession. For example, in 1853, in response to a Parliamentary Select
Committee on Assurance Associations’ question on
the accuracy of financial reports, Samuel Ingall
replied, ‘I think the best security is the character of
the parties giving them.’ Before the same Committee,
William Farr provided the assurance that ‘actuaries
are gentlemen’. Porter [16] describes these hearings.
By the early twenty-first century the expansion
of the scope and complexity of actuarial practice,
as well as the increased number of actuaries, created a different situation. This expansion made it
difficult to depend solely on the good character of
individual actuaries to define and promote the public
interest in designing and managing financial security systems. The development of supporting codes of
professional conduct and standards of actuarial practice has not been uniform all over the world. For
example, in the United States, the actuarial profession
has a Joint Code of Professional Conduct, Qualification Standards, and Actuarial Standards of Practice.
The situation in Australia, Canada, Great Britain, and
Ireland is similar.
The two derived criteria for a profession as stated
by Gordon and Howell are, in general, satisfied by the
actuarial profession. There are actuarial organizations
in many parts of the world and, almost uniformly,
they engage in the advancement and dissemination
of knowledge, and influence the method of entry into
the profession. As indicated earlier, the articulation
and enforcement of standards is not a function of all
of these organizations.
The process for gaining entry into the actuarial
profession is through an educational portal that is
the subject of continual discussion within the world’s
national actuarial organizations. The first of these
organizations, the Institute of Actuaries, started a
system of examinations in 1850, only two years after
the founding of the Institute. The Actuarial Society of
America was organized in 1889 and followed the lead
of the Institute by starting an examination program in
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1897. The Casualty Actuarial Society was founded
in the United States in 1914 and within a few months
started an examination system. In other nations, especially those in Western Continental Europe and Latin
America, completing a university program became
the path into the actuarial profession. The curriculum in these university programs was, to a varying
extent influenced by the profession. Cole [5] provides
a critical review of these education and examination
systems.

An Alternative Definition
The detailed and restrictive definition of a profession
by Gordon and Howell does not correspond to the
reality of the organization of the actuarial profession
in much of the world. The first element of their definition, the reliance on a systematic body of knowledge,
is, however, almost universal among actuarial organizations.
This fact, which is also true for some other professions, leads to an alternative and simplified definition.
A profession is an occupation or vocation requiring
advanced study in a specialized field.
Under the alternative definition, the existence
of professional actuarial standards may be implicit
rather than involving formal statements of standards and a professional enforcement agency. Entry
into professional actuarial practice, under the alternative definition, may be controlled by universities
and regulators rather than by professional actuarial organizations. It would be unnecessarily limiting
to ignore the history of those professional actuarial organizations that fit the more general alternative
definition.
The actuarial profession in the United Kingdom,
and in those countries with close cultural ties to the
United Kingdom, by and large satisfies the Gordon
and Howell definition. This is illustrated by developments in India. The Actuarial Society of India
was founded in 1945. The stated objectives of the
new organization centered on the first element of
the Gordon and Howell definition. The growth of
the Society was inhibited by the nationalization of
Indian life insurance in 1956. Not until 2000 were
private firms authorized to again enter the life insurance business. The regulations for the new industry
required each company to designate an appointed
actuary. The responsibilities of the appointed actuary were to safeguard defined public interests in
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insurance operations. This was modeled on a regulatory device introduced earlier in the United Kingdom.
In Western Continental Europe, on the other hand,
the actuarial profession tends to satisfy the alternative
definition. The practice of actuarial science tends
to be more regulated by central governments than
by private professional organizations. Entry into the
profession tends to be monitored by universities and
regulators with indirect influence from the profession.
Bellis [1] assembles references that build on the
political history of the United Kingdom and Western Continental Europe to explain these differences.
The core of the proposed explanation is that, following the French Revolution, centralized governments
in Western Continental Europe tended to sweep away
private institutions not subject to the sovereignty of
the people. The United Kingdom did not experience
the cataclysmic revolutionary event, and private institutions evolved along diverse paths.
A short case study of the history of the organized
actuarial profession in a Western-Continental European country may illustrate these differences.
We will examine the history in Switzerland. Political and economic stability has helped make Switzerland a center for international banking and insurance.
In addition, the intellectual contributions of scholars with Swiss connections helped create actuarial
science. The extended Bernoulli family provides
examples. Jacob Bernoulli contributed to the law of
large numbers, and Daniel Bernoulli constructed the
foundations of utility theory.
The Association of Swiss Actuaries was founded
in 1905. In 1989, the words were permuted to Swiss
Association of Actuaries. Unlike the United Kingdom, entry has not been gained by passing examinations. Most entrants have typically been university
graduates with majors in mathematics who have practical experience.
The official role of actuaries in Switzerland is confined to pensions. A pension-fund regulation law,
enacted in 1974, provided for training and qualifications for pension-fund experts. These experts were
entrusted with enforcing legal requirements for pensions and guarding the security of promised benefits. The Association has, since 1977, organized the
pension training courses and examinations leading
to a diploma for pension-fund experts. This operation is separate from the traditional activities of the
Association.
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The history of the actuarial profession in the
United Kingdom and Western Continental Europe are
different. The United States, as is true in many issues
involving cultural differences, took elements from
both traditions.

practitioners are finding their previously independent
actions are constrained by governmental or corporate
managers of health plans. A number of other specialists, devoted to a particular disease or technological
device, are now also members of health teams.

The Classical Professions

History of Actuarial Organizations

The classical professions are law, medicine, and theology. The roots of these professions extend into the
middle ages. Early European universities had separate
faculties devoted to each of these professions. The
trinity of these early professions clearly satisfy the
Gordon and Howell criterion. Indeed, the attributes
of this trinity have served to shape the definition
of the profession. They have served as models for
other groups coalescing around a body of knowledge,
useful to society, that are seeking to organize a profession. Accountancy, actuarial science, architecture,
dentistry, nursing, and pharmacy are examples of the
process. The goals of the organizational process is
usually to serve the public and, perhaps, to promote
the self-interest of the profession’s members.
The development of professions was not independent of the earlier guilds. Guilds were known in
England from the seventh century. Guilds were associations of persons engaged in kindred pursuits. Their
purposes were to regulate entry into the occupation
by a program of apprenticeships, to strive for a high
standard of quality in the guild’s product or service,
and to manage prices. It became difficult to maintain
guilds when, in the industrial age, production became
automated and no longer depended on ancient skills.
With the triumph of free markets, the private control
of entry into a guild and the management of prices
seemed to be impediments to the efficiency derived
from free markets.
The twentieth and twenty-first centuries have been
unfriendly to guilds, and events have altered, and
probably weakened, the sharpness of the definition
of the classical professions. For example, students of
theology now find themselves doing counseling, and
managing social welfare and education programs in
addition to their ecclesiastical duties. Students of the
law have found that in an age of business regulation
and complex tax law, it has become more difficult to
identify the mainstream of the law. In addition, a host
of specialists in taxation and regulation perform services closely related to legal services. Even medical

The birth of the actuarial profession can be conveniently fixed as 1848. In that year, the Institute of
Actuaries was organized in London. The Faculty of
Actuaries in Edinburgh followed in 1856. Victorian
Great Britain provided a favorable environment for
the development of professions. The idea of professional groups to protect public interest was in the
air. In 1853, Great Britain started using competitive
examinations for entry into the civil service. The
objective in both the civil service and the private
professions was to establish objective standards for
entry and to improve and standardize the quality of
the entrants.
The development of the actuarial profession in
Canada and in the United States followed the path
blazed by the Institute and Faculty. There were, however, deviations related to the adoption of elements
from both the United Kingdom and from Western
Continental European traditions. This development
will be outlined in part because of the large size of
professional organizations in Canada and the United
States as well as the interesting blending of traditions. In 1889, the American Society of Actuaries
was founded with members in both Canada and the
United States. In 1909, the American Institute of
Actuaries was organized. Its initial membership came
largely from the west of the Appalachian Mountains.
The motivation for the new organization was in part
regional and in part a conflict over the suitability of
preliminary term-valuation methods in life insurance.
The Society and the American Institute merged in
1949 to form the Society of Actuaries. Moorhead
[14] has written extensively on the history of actuarial
organizations in the United States and Canada.
The third professional actuarial organization founded in the United States had different roots. The
public response to the mounting human cost of industrial accidents was the enactment, by many states
and provinces, of workers’ compensation laws. These
laws placed responsibility for on-the-job injuries on
employers. These laws were enacted around 1910.
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The new liability of employers was managed by
workers’ compensation insurance. This insurance
became, depending on the state or province, a legal or
at least a practical requirement for employers. It had
features of both group and social insurance, and it had
different legal and social foundations from individual
life insurance. In 1914, the Casualty Actuarial and
Statistical Society of America was organized. It grew
out of the Statistical Committee of the Workmen’s
Compensation Service Bureau. The first president
was Isaac Rubinov, a pioneer in social insurance.
The name of the organization was shortened to Casualty Actuarial Society in 1921.
In 1965, both the American Academy of Actuaries (AAA) and the Canadian Institute of Actuaries
(CIA) were organized. The CIA was established by
an Act of the Canadian Parliament. Fellowship in
the CIA was soon reorganized in federal and provincial insurance and pension legislation. Chambers [4]
describes the history of the CIA and its recognition
in law.
The AAA had a somewhat different genesis. It
was organized as a nonprofit corporation, an umbrella
organization for actuaries in the United States. Its
assignment was public interface, professional standards, and discipline.
The UK model influenced the organization of the
actuarial profession throughout the Commonwealth.
As previously indicated, the path in Western Continental Europe was somewhat different. For example,
in Germany, starting as early as 1860, a group of
mathematicians met regularly to discuss problems
related to insurance. Bühlmann [3] summarizes some
of this history.
The founding of national actuarial organizations
are often associated with major political and economic events. The opening of Japan to world commerce in the nineteenth century is related to the
founding of the Institute of Actuaries of Japan in
1899. The end of the Pacific phase of World War
II helps create a foundation for the Korean Actuarial Association in 1963 and The Actuarial Society of
Philippines in 1953.
The end of the Cold War, in about 1990, was
a political event of cosmic importance. It also created a shock wave in the actuarial organizations of
the world. New national actuarial organizations were
created in response to the practical requirement for
people with technical skills to organize and manage
private insurance companies. Examples of Eastern
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European countries and the dates of organization of
their new actuarial group include: Belarus (1995),
Croatia (1996) (see Croatian Actuarial Association), Latvia (1997) (see Latvian Actuarial Association), Lithuania (1996), Poland (1991) (see Polskie
Stowarzyszenie Aktuariuszy), Russia (1994), and
Slovak Republic (1995) (see Slovak Society of Actuaries). Greb [9] wrote of the first 50 years of the
Society of Actuaries, but on pages 258 and 259, the
national actuarial organizations of the world are listed
in order of their establishment.

Actuaries as Instruments of Regulation
In the last half of the twentieth century, the size,
complexity, and economic importance of the financial
security systems designed and managed by actuaries
had grown. Many of these systems, such as insurance companies and pension plans, were regulated
enterprises. The increase in size and complexity left
a gap in the existing regulatory structure. It became
difficult to capture in a law or regulation all of the
aspects of public interest in these financial security
systems.
An alternative to an even more detailed regulation, with resulting retardation in innovations, was
to turn to the actuarial profession to monitor compliance with broadly stated goals. This alternative
seemed to be in accordance with the professional status of actuaries. In many ways, the alternative was
parallel to the assignment (in the United States and
some other countries) of formulating financial reporting standards and monitoring compliance with these
standards to the private accounting profession. This
movement was not without problems, but it elevated
the public purpose of the actuarial profession from
being a slogan to being a reality.
In the following list are examples of more direct
roles for actuaries in private employment in regulation. The list is not exhaustive.
• Canada, Valuation Actuary. An amendment to
federal insurance legislation in 1977 required life
insurance companies to appoint a Valuation Actuary
who was granted a wider range of professional judgment than in the past in selecting valuation assumptions. Chambers [4] discusses this development.
• Norway, Approved Actuary. In 1911, a law was
enacted that required that an approved actuary be
designated for every life insurance company. In 1990,
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this requirement was extended to non-life insurance
companies. These requirements are independent of
the Norwegian Society of Actuaries.
• United Kingdom, Appointed Actuary. This concept was by a 1973 Act of Parliament. The Appointed
Actuary is to continuously monitor the financial position of the assigned insurance company. Gemmell
and Kaye [7] discuss aspects of the responsibilities
of Appointed Actuaries. The duties and derived qualifications for Appointed Actuaries were developed
largely by the two professional actuarial organizations
in the United Kingdom.
• United States, Enrolled Actuary. The 1974
Employee Retirement Income Security Act (ERISA)
created the position of Enrolled Actuary. The designation is conferred by the Joint Board for
the Enrollment of Actuaries, an agency of the
federal government, rather than a private actuarial
organization. Enrolled Actuaries are assigned to
report on the compliance of defined benefit pension
plans with the funding requirement of ERISA and to
certify the reasonableness of the actuarial valuation.
Grubbs [10] discusses the public role of actuaries in
pensions in the United States.
• Appointed Actuary. This position was created by
the 1990 National Association of Insurance Commissioners (NAIC) amendments to the standard valuation
law. The Appointed Actuary is responsible for ensuring that all benefits provided by insurance contracts
have adequate reserves.
• Illustration Actuary. This position within each life
insurance company was created by the 1995 NAIC
Life Insurance Illustration Regulation. The regulation
was in response to the use of life insurance sales
illustrations that seemed divorced from reality. The
regulation supplied discipline to life insurance sales
illustration. The Illustration Actuary was assigned
to keep illustrations rooted in reality. Lautzenheiser,
in an interview with Hickman and Heacox [12],
describes these life insurance professional actuarial
roles.
These delegations of regulatory responsibilities to
actuaries in private employment have created perplexing ethical issues and a need for guidance in
carrying out the new duties. In many instances,
national actuarial organizations have issued standards
or guides for carrying out the new responsibilities.

Factors Influencing the Future
The actuarial profession has passed its sesquicentennial. It is not possible to forecast with certainty the
future course of the profession. The forces that will
affect that course can be identified.
• Globalization of business. Some cultural and political barriers may impede this trend. Nevertheless,
powerful economic forces are attacking the walls
that have compartmentalized business activity and
they are tumbling. The actuarial profession is fortunate in having in place a mechanism for creating
a worldwide profession to serve worldwide business. The first International Congress of Actuaries
(ICA) was held in Brussels in 1895. Such Congresses
have been held, except for war-induced cancellations,
periodically since then. The 2002 ICA was held in
Cancun, Mexico. These Congresses are organized by
the International Association of Actuaries (IAA).
Originally, IAA had individual members and carried out activities to promote the actuarial profession,
but the principal activity was promoting ICAs. In
1998, the IAA changed. It became an international
organization of national actuarial organizations. Periodic ICAs remain a function of IAA, but providing
a platform for actuaries to be a force in the new
global economy also became important. The platform
might permit actuaries to be represented in activities
of international economic organizations such as the
International Monetary Fund or the World Bank. The
creation of an international standard for basic actuarial education is another project of IAA.
An excellent illustration of how the international
dimension of business practice is the Statement of
Principles – Insurance Contracts issued by the International Accounting Standards Board. The statement
existed in draft form in 2002. The impact of associated International Accounting Standard (IAS) 39 will
be direct in the European Union in 2005. IAS 39
relates to Financial Instruments and Measurement.
Insurance contracts are excluded from its scope,
but its provisions do cover the accounting treatment
of the invested assets of insurance companies. The
resulting waves will be felt throughout the world. It is
obvious that actuaries have a professional interest in
financial reporting for insurance contracts and must
be organized to influence these developments. Gutterman [11] describes the international movements in
financial reporting.
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• Expanding the body of knowledge. The remarkable growth of the theory of financial economics since
Markowitz’s 1952 paper [13] on portfolio theory,
and the equally rapid application of the theory to
managing financial risk has had a profound impact
on actuarial practice. The original developments came
from outside actuarial science. As a result, actuaries
had to play catch-up in incorporating these new ideas
into their practices. The excitement of these new ideas
also attracted a large number of bright young people
into the field of financial risk management. These
young people did not come up the actuarial ladder.
Capturing and retaining intellectual leadership is the
most important step in promoting the prosperity of
the actuarial profession.
• Continuing education. The world’s actuarial
organizations have expended considerable energy
developing an educational portal for entering the
profession. Because of the rapid pace of business
and technological change, an equal challenge is to
develop continuing educational programs. No longer
can an actuary spend a working lifetime applying skills acquired in the process of entering the
profession.
• Resolving conflicts between private and public
responsibilities. The assignment to actuaries in private employment, the responsibility of monitoring
compliance with regulatory objective, is a compliment to the profession. Nevertheless, to manage, if
not resolve, the inevitable conflicts in serving two
masters must be faced. Standards, guidance, and disciplinary procedures, built on an ethical foundation,
will be necessary if a private profession serves a regulatory purpose. The crisis in the accounting profession
in the United States in 2002, as a consequence of
misleading financial reporting by some major corporations, illustrates the issue. It is likely that the
survival and prosperity of the actuarial profession
will depend on its credibility in providing information on financial security systems to their members,
managers, and regulators.
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Incomplete Markets
There is an increasing and influential literature on
insurance theory in complete (and perfect) markets.
This literature does not, or if at all only rarely, address
questions related to incomplete (and/or imperfect)
markets. However, most results of the Arrow–Debreu
model depend critically on the assumption of complete and perfect competitive markets. In most situations, because of transaction costs, markets are neither complete nor perfect. In the following sections,
a simple framework is developed to study incomplete
(and imperfect markets).
In the next section, I define some of the terms that
will be used throughout the exposition and clarify
the distinction between complete/incomplete and perfect/imperfect markets. In the section ‘A Broad Outline (of Incomplete and Imperfect Markets)’, a broad
outline of the theory and its consequences are given.
In the section ‘Imperfect Insurance Markets’, I apply
the framework developed to imperfect markets.

Definitions
A market system is called complete, if there is
the possibility, with given ‘insurance prices’ q =
(q1 , . . . ., qS ), to write exchange contracts for income
in a state of nature s against income in another state of
nature z with the relative prices qs /qz (s = 1, . . . , S).
The vector y = (y1 , . . . , yS ) of payments fixed by
such a contract shows the insurance demand. In other
words, ‘contingent claims can be written on every
state of nature without restrictions’ ([24], p. 134). A
somewhat weaker condition is the ‘spanning’ condition, where contingent claims can be constructed
by linear combination of other contingent claims so
that the number of contingent claims is equal to the
number of states of nature.
If this condition is not given, a market system
is called incomplete. In particular, the number of
contingent claims is smaller than the number of states
of nature – or more generally, the number of existing
insurance, futures, shares, and asset markets, and
the combination of these markets is less than the
number of states of nature. Formally, there are 
(k = 1, . . . , ) assets and S (s = 1, . . . , S) states of
nature. The value of the kth asset at the end of the
period, inclusive of all received incomes (e.g. interest

and dividends) during this period is bks . When one
unit of a typical asset k yields the return rks in state
s, then the individual who bought zk units of the
different assets, has in effect bought

ys =
rks zk
k

units of contingent claims of type s. In other words,
there are assets or ‘combined assets’, which are in all
essential characteristics equal to contingent claims, if
S = . The consequence is that many individuals are
unable to exchange certain risks separately.
A perfect insurance market, on the other hand,
is a market in which the following assumptions are
fulfilled: Trade in and administration of contingent
claims can be done without transaction costs; there
are no taxes; every market participant disposes of
the same and costless information about contingent
claims and the market itself; in particular he/she
knows the ruling market prices (for consumption
goods, production factors, and claims prices). Every
participant takes the prices as given, that is, his/her
decisions (demands) have no influence on prices.
Furthermore, there are normally no restrictions as
to positive or negative demands (of insurance); this
seems plausible because without transaction costs,
demand and supply of insurance are interchangeable.
The (insurance) market is frictionless, in particular,
parts of insurance contracts (i.e. contingent claims)
are tradable. Traders have no preferences with respect
to location or time or seller. If these conditions are
not given – and on real markets they are not given –
such a market is called imperfect. The consequences
are that the assets are different, the financial decision
of the firm with respect to capital structure influences
the asset prices (the Modigliani–Miller theorem is
not valid, and hence there is a systematic separation
between ‘market’ and ‘nonmarket’ activities), and an
element of monopolistic competition occurs.
In the literature, these two definitions are normally
not exactly separated because there are interrelationships between these definitions. Both incomplete and
imperfect markets give insurance companies some
discretion as to the design and prices of insurance
contracts. The fundamental reason for both phenomena (incompleteness and imperfection) lies in
‘transaction costs’. Transaction costs exist because
of (real) trading costs, lack of information, and
other restrictions. According to Arrow ([4], p. 17),
there are two reasons for transaction costs: exclusion
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costs and costs of communication and information.
Fundamentally speaking, exclusion costs also relate
to uncertainty and the necessary information gathering. Hence, Allais ([1], p. 286/7) also relates the
imperfection of insurance markets to the imperfection
of information.
Furthermore, when the information of an individual is limited, then it is also possible that different
individuals have different information. Opportunism
(see [30], p. 317) then leads to moral hazard and
adverse selection.

5.

6.

7.

A Broad Outline (of Incomplete and
Imperfect Markets)
Within the Arrow–Debreu model with complete markets, a competitive equilibrium exists – on almost
standard assumptions – and is Pareto optimal. Here,
it does not matter whether a firm acts directly on
the (contingent claims) exchange market to get rid
of its risks or it acts via the (share) owners. Different individuals or firms have the same possibilities
of reaching or acting on the existing markets. The
Modigliani–Miller theorem holds, and the market
value is independent of the financial structure or
the relationship between equity and debt. The most
demanding assumption of the Arrow–Debreu model
is the requirement that the asset market be complete.
This means that for each state of nature (or in a
dynamic version, for each date-event), a portfolio of
securities (or contingent claims) exists that pays off
one unit of revenue at that state of nature (date-event)
and zero otherwise.
Partially because of logical, partially because of
empirical reasons, the market system is incomplete.
In general, one can distinguish several arguments in
favor of incomplete markets [24]:
1. ‘Social risks’ such as war, earthquakes, and
nuclear hazards.
2. General market risk or systematic risk that cannot be diversified away, in other words, there are
macroeconomic, political, and technological factors that commonly affect market performance.
3. Informational asymmetries might preclude the
making of contracts, because – as Radner [22]
has remarked – contracts can be written only on
common knowledge of the contracting parties.
4. Transaction costs of insurance might render
insurance too expensive on some risks for some

8.

individuals because the market is too thin. ‘The
same holds true for informational costs’ ([24],
p. 136).
Searching costs for an insurer and the appropriate
coverage options may outweigh the potential
benefit of coverage.
There are nonmarketable assets such as the psychic costs of a loss (see e.g. the insurance of
so-called ‘irreplaceable commodities’ [5]) or the
loss of one’s own human capital [16].
The ‘generational sequence’ points to the problem that the living generation cannot sign contracts with the future or the unborn generation
(‘generational contract’). Therefore, risk sharing
is limited because future generations are naturally
excluded from financial or risk markets [18].
Risk versus uncertainty. The estimation of risks
and the existence of (objective) probabilities are
preconditions for insurance contracts. The less
information about the risk is available, the higher
is the estimation error, which in turn increases the
risk of insolvency of the insurer. Risk aversion,
limited diversification of the portfolio, or even
public regulation lead to higher loadings and
hence higher insurance prices [20].

The consequences of incomplete markets are first,
that the competitive equilibrium portfolio allocations
are not Pareto optimal. However, there are conditions, that ensure that an equilibrium is also Pareto
optimal in this case. Second, in this situation, prices
acquire an additional role to that of conveying the
aggregate scarcity of commodities: In conjunction
with the asset structure, commodity prices determine
the span of the matrix of asset payoffs in terms
of revenue, the attainable reallocations of revenue
across states of nature. And it is this dependence of
the attainable reallocations of revenue on prices that
renders the existence of competitive equilibria problematic. Given that prices convey information, that is,
that the competitive price mechanism does not eliminate differences of information across individuals,
then noninformative rational expectations equilibria
exist [19]. Third, different individuals or firms may
have different possibilities of entering or acting on the
existing markets, hence, it is of interest whether firms
themselves insure their production risks or not [10].
In other words, when indeterminacy prevails, neutrality, that is, the separation of nominal and real variables at equilibrium, cannot be claimed. Fourth, the
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determination of firm behavior is ambiguous because
profit maximization is not well-defined (see, [21]).
The market value of the risks of different production plans is ambiguous. With incomplete markets,
the criteria under which firms make investment and
financing decisions are not evident: diverse shareholders optimizing under multiple budget constraints
need not be unanimous (see, [28]). This is, in particular, important when the firm (e.g. an insurance
company or a bank) is organizing the market itself
(see, [10]).
It is of interest to realize that – because of the
incompleteness of risk markets – different risks are
treated on institutionally divided groups of markets
in which, however, the exact delimitation is fluid
(or inexact). There are capital markets in which
production or profit risks of firms are traded. The
collective price risks of foreign currency, national
resources, and other goods are allocated by future
and option markets. Only very specific, and mostly,
individual risks can be written in insurance contracts
and traded on insurance markets. Only very recently,
are there contracts combining insurance and financing
(see Alternative Risk Transfer). Finally, a great deal
of coverage is mandatory and/or provided by social
insurance. There is still, however, no satisfactory
explanation of the differences and interrelationships
between these groups of risk markets.
Despite the fundamental equivalence, even in theory the consequences of informational costs and
hence of incomplete markets are discussed in different branches of the literature:
•

•

General equilibrium theory with incomplete
markets anticipated by Arrow [3] and Diamond [6] and expressed in general form first by
Radner [22] and Hart [11]. In a recent paper,
Levine/
Zame [15] argue that incompleteness of intertemporal financial markets has little effect (on welfare, prices, or consumption) in an economy with
a single consumption good, provided in particular
that there is no aggregate risk. While traditional
models with incomplete markets take the market structure (and the number of securities) as
exogenous, Allen and Gale [2] consider a model
in which the market structure is endogenous.
CAPM (capital asset pricing model) starting
instead with reduced form preferences defined
on the assets themselves (see [7, 9, 17]). Of

•
•
•

3

relevance here, is also the finance literature where
the standard asset pricing model has a great deal
of trouble explaining the observed high rates of
return on equities (the ‘equity premium puzzle’)
and the low rates of return on riskless securities
(the ‘riskless rate puzzle’, see, [29]).
Moral hazard and adverse selection.
(a starting strand of literature) on noncompetitive
and/or imperfect insurance markets.
Nonelimination (or existence) of background
risk, that is, it is not possible for insurers to
fully insure all risks, even when there are private and nonprivate insurance markets (as e.g.
social insurance).

In the following section, only the area of imperfect
insurance markets is discussed further.

Imperfect Insurance Markets
Given the fact that markets are incomplete, indeterminacy prevails and the Modigliani–Miller neutrality
proposition may fail. Any change in the distribution
of securities will, in general, change the distribution
of prices. Hence, as observed by Stiglitz [26], the
nature of the risky assets changes. This, in turn, may
cause insurance companies to not act only as price
takers. Therefore, one faces the problem of how to
construct models of the ‘real world’ where insurance
companies (or banks or more general: financial intermediaries) are ‘market makers’.
The starting point is asymmetric information (adverse selection, moral hazard), where Rothschild/Stiglitz [23] and Helpman/Laffont [13] have shown the
conditions under which an equilibrium (in the strict
sense of price-taking behavior) exists (see also [12,
27]). The source of the (possible) nonexistence of a
(competitive) equilibrium is a nonconvexity of preferences: A small change in the premium (or the
premium-benefit ratio) causes a drastic change in
the behavior of the individuals (and leads e.g. to an
abrupt substitution of insurance coverage by preventive measures). In other words, the expected profit
on the sale of one unit of insurance depends on
the total amount of insurance bought by the individual, insurance units are no longer homogeneous.
Therefore, the behavior of a competitive insurance
market depends on whether it is possible to introduce a nonlinear premium schedule (i.e. the premia
vary with the amount of coverage demanded) or to
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limit (ration) the amount of insurance every individual can purchase. This quantity rationing is feasible if
all insurers exchange information about the contracts
they concluded (see [14]). However, there might exist
equilibria without communication in which quantity
rationing is effective because insurers have some
monopoly power (see [12]).
Another possibility is to change the equilibrium
concept. Rothschild/Stiglitz [23] assumed Nash–
Cournot behavior: every insurer takes the actions of
the other insurers as given while choosing its best
insurance offer. Wilson [31] instead assumed that the
insurer, while making an offer, expects the other
insurers to immediately withdraw any other contract
made unprofitable by the same offer. This may be
called a reaction equilibrium. It can be shown that if a
Nash–Cournot equilibrium exists it is also a reaction
equilibrium. If, however, no Nash–Cournot equilibrium exists then a reaction equilibrium exists, and
it is a pooling equilibrium, in the sense that this
contract is bought by all risk classes. However, this
‘pooling equilibrium’ is in general, inefficient compared to a ‘transfer equilibrium’ where the ‘good
risks’ can subsidize the contracts of the ‘bad risks’,
and both contracts break even (see, [25]). However,
these two equilibrium concepts are of interest only
when there are a few insurers who can influence the
market outcome.
Insurance companies will change from pure price
competition to price-quantity or contract competition
(see, [8]). This then is equivalent to the notion of
Bertrand competition in oligopolies or price-setting
firms. Here, insurers independently formulate their
insurance offers (contracts) and prices. When insurers maximize the mathematical expectation of their
profits, and the costs are proportional to the written contracts, the equilibrium allocation and prices
of this Bertrand model are identical with those of
a perfect and complete market system. However,
the existence result depends on the assumption that
individuals can buy only nonnegative insurance coverage, and there are no nonconvexities. The resulting
competitive equilibrium is not Pareto optimal. Given
the situation that insurance markets typically show
only a limited number of insurance companies, one
may question whether the high intensity of competition assumed in this Bertrand paradigm is a good
description. Furthermore, quantity restrictions leave
the individual with an incompletely diversified or
some residual risk (background risk).
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Index-linked Security
An index-linked security is a financial security, which
guarantees a series of payments at specified times that
are linked to a specified index. The most common
form of index used is the local consumer prices index.
However, these indices are always subject to a
delay in the time to publication of the index value
for a given date: typically one to two months. As a
consequence, the cash flows under an index-linked
security are defined in terms of the index with a
specified time lag. This time lag is generally two
months or eight months.
The most common example of an index-linked
security is an index-linked coupon bond with a nominal value of 100 redeemable at time N, and a nominal
coupon rate of g% per annum payable half-yearly in
arrears. Future payments are uncertain because they
depend on the future, unknown values of the relevant
index. The cash flows are thus C1 , . . . , Cn at times
t1 , . . . , tn where n = N , ti = i/2,

g CPI (ti − l)
for i = 1, . . . , n − 1 (1)
2 CPI (−l)

g  CPI (tn − l)
Cn = 100 +
.
(2)
2
CPI (−l)
Ci =

and

Here CPI (t) is the consumer prices index (which is
published monthly) and l is the time lag which is, as
remarked above, typically two or eight months (that
is, approximately l = 2/12 or 8/12). The reason for
the two-month time lag is clear: it is the minimum
time lag to ensure that the amount of each payment
is known when it is due. The eight-month time
lag (which is used in the United Kingdom) is an
accounting requirement that allows the calculation of
accrued interest for sales in between coupon-payment
dates.

(See also Wilkie Investment Model)
ANDREW J.G. CAIRNS

Inflation: A Case Study
Importance in Actuarial Business
Inflation certainly is one of the factors with greater
impact on long-term business. In fact, inflation fluctuations, as low as they may be, cause relevant changes
in the monetary values over time.
The inflation process relating to the actuarial business affects the purchasing power of capitals insured.
This determines a progressive contraction of the sums
insured, especially for very long contractual durations, typical for life insurance policies.
In the case of narrow annual variations also, the
impact of inflation throughout long contractual durations leads to a remarkable disproportion between
premiums paid and real values of the sums insured.
This phenomenon is increasingly significant for insurance contracts with relevant saving peculiarities (typically when, with respect to the benefit payments, the
insured anticipates relevant amounts).
During periods characterized by remarkable
inflationary processes, the adverse effects of inflation
caused a contraction in the demand of traditional life
policies over time. This gave rise to the introduction
of insurance products with flexible benefits, for
which premiums and benefits can be linked to
economic–financial parameters, likely to guarantee
adjustments to the changes of the economic scenario,
thus protecting the purchasing power of the sums
insured. These contracts are named indexed insurance
policies. The main feature of such contracts consists
in the possibility for the insurance company to invest
the mathematical reserves in indexed activities, in
order to get adequate returns with respect to the
fluctuations of the general price index.

Inflation and Insurance Products
From a general point of view, and following some
essential guidelines, we illustrate an insurance contract’s adequation process aimed to render them flexible (in our framework, to connect them with the
inflation rate).
Consider a life insurance policy, which is financed
by net premium, with duration n. Let t V denote
the mathematical reserve at time t, Pt,n , the actuarial
value at time t of premiums related to the time

interval [t, n], Ct,n , the actuarial value at time t of
benefit payments related to the time interval [t, n].
The actuarial equivalence at time t is expressed
by the equation
tV

+ Pt,n = Ct,n .

(1)

In the context of benefits increase, future premiums
and/or reserves must be opportunely increased while
maintaining the actuarial equilibrium.
By using the same technical bases, the sums
insured, the reserves, and the annual premiums can
be increased by means of suitable increase rates, say
i (c) , i (r) , i (p) respectively.
As an example, consider an n-year endowment
insurance, issued to a life aged x, C being the sum
insured, and P the annual premium payable for the
whole contract duration. It holds
t V (1

+ i (r) ) + P äx+t : n−t (1 + i (p) )

= C(1 + i (c) )Ax+t : n−t .

(2)

In order to adequate the sums insured to guarantee their real values, adequations must be obtained
recursively by means of increase rates related to the
proper time periods.
In this order of ideas, we can rewrite equation (2)
as follows
t V (1

+ i (r) ) + P

t−1


(p)

(p)

(1 + ih )äx+t:n−t (1 + it )

h=1

=C

t−1


(1 + ih(c) )Ax+t : n−t (1 + it(c) ),

(3)

h=1
(p)

are related to time t (t =
where it(c) , it(r) , it
1, 2, . . . , n − 1), and are fixed in the contractual
clauses as functions of economic–financial variables.
Moreover, in the same clauses the allotment of the
adequacy expenses are also established.
In particular, when adequation is carried out with
respect to inflation, the increase rates turn out to be
connected in different ways to the annual inflation
rate by means of suitable functional links. According
to the various definitions of the functional links of the
three rates, different indexation levels are obtained.
The difficulties in covering the effects of inflation
in periods characterized by adverse economic trends
is one of the motivations leading to the development
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of insurance policies, which allow the insureds to
share in the insurer’s profits (see Asset Shares).
Contracts based on mixed models also exist, aimed
to adequate premiums and benefits, whose ratio in a
contractual dynamic is likely both to front the loss of
purchasing power of the sums insured and to allow
the insureds to share in profits.
Finally, we point out the new frontier of flexible products, which realizes a not real but financial
indexation, obtained by linking contracts to investment funds (see Unit-linked Business).
For a more comprehensive treatment of the subject, the reader can refer to [1, 2].
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Insolvency
Evaluating the Insolvency Risk of
Insurance Companies
The objective of insurance is to provide risk pooling
and diversification for individuals and business firms
facing the risk of loss of life or property due to contingent events. Each individual unit insured through
an insurance enterprise pays a premium to the insurer
in return for the promise that those individuals suffering a defined loss event during the coverage period
will be compensated for the loss by the insurance
company. Some period of time elapses between the
date of issuance of the insurance contract and the
payment of losses to claimants against the pool. This
can be anywhere from a few weeks, as in the case of
short-term property insurance policies, to a period
of years or decades, as in the case of long-tail liability
insurance policies, life insurance, and annuities. The
insurance company holds the funds generated by collecting and investing premiums to finance the claim
payments that are eventually made against the pool.
Because losses can be larger than expected, insurance companies hold equity capital over and above
the expected value of future claim costs in order to
ensure policyholders that claims will be paid in the
event of adverse deviations. Nevertheless, there is
a significant risk that the funds held by the insurer
will be inadequate to pay claims. This is the risk
of insolvency or bankruptcy, which provides the primary rationale for the intense regulation of insurance
companies worldwide.

Classic Actuarial Risk Theory Models
Insolvency risk has been studied in a number of
contexts that are relevant for the evaluation and
modeling of this type of risk in the insurance industry.
The most familiar actuarial treatment of the topic is
the extensive actuarial literature on the probability of
ruin. A classic treatment of ruin theory is provided
in [2], and more recent introductions with extensions
are presented in [14, 20]. In the classic actuarial ruin
probability model, the insurer is assumed to begin
operations with initial surplus (equity capital) of U0 .
It receives a stream of premium income over time,
which is denoted by Pt , defined as the cumulative

amount of premiums received up to time t, and also
pays claims over time, where the cumulative amount
of claims payment from time 0 until time t is denoted
Lt . The company’s surplus at time t is given by
Ut = U0 + Pt − Lt

(1)

The variables Pt and Lt are stochastic processes,
which can be modeled in discrete time or continuoustime with either finite or infinite time horizons.
For purposes of this discussion, a continuoustime, infinite horizon ruin probability problem is
considered. On the basis of the surplus process in
equation (1), the continuous-time, infinite horizon
ruin probability can be defined as
ψ(u) = 1 − φ(u),

(2)

where φ(u) = the survival probability, defined as
φ(u) = Pr [Ut ≥ 0

∀t ≥ 0|U0 = u] .

(3)

The premium accrual rate is usually modeled as a
simple linear function of time: Pt = (1 + π)E(L1 )t,
where π = a positive scalar representing the risk
(profit) loading, and L1 = losses in a time period of
length 1, and E(L1 ) = the expected value of L1 .
The claims process is often modeled as a
compound Poisson process, where the number of
claims Nt from time 0 to time t is generated by
a Poisson frequency process, and the amount of
each claim is given by an independent, identically
distributed random variable Xi , i = 1, 2, . . . , Nt . The
Poisson arrival rate is assumed to be constant and
equal to a scalar λ. The Poisson process is assumed
to be independent of the claim amount distribution,
f (Xi ) = a probability density function defined for
Xi > 0.
An important result in ruin theory is Lundberg’s
inequality, which provides an upper bound for the
ruin probability ψ(u), that is,
ψ(u) ≤ e−κu ,

u ≥ 0,

(4)

where the adjustment coefficient κ is the solution to
the following equation:
1 + (1 + π)µκ = E(eκX ),

(5)

where µ = E(Xi ). In order to determine the upper
bound, it is necessary to solve equation (5) for κ.
These results are demonstrated rigorously in [2, 20]
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and have been extended in numerous books and
journal articles.
The simple but elegant results of actuarial ruin
theory have had a profound impact on actuarial
thinking over the years. Unfortunately, however, they
have generally proven to be difficult to apply in
realistic practical situations. One serious limitation is
that the model considers only one source of risk – the
risk of the cumulative claim process, Lt . However,
insurance companies are subject to numerous other
sources of risk that can be at least as significant
as the claim process risk. Two important examples
are investment risk and the risk of catastrophes.
The investment of the funds obtained from premium
payments and equity capital providers exposes the
insurer to investment risk, that is, the risk of loss
in value of investments held by the insurer or
the risk that the insurer does not earn sufficient
returns on investment to pay claims. Catastrophes,
the correlated occurrence of losses to many exposure
units simultaneously, for example, from a hurricane
or an earthquake, pose a problem because such
losses violate the statistical independence assumption
underlying the standard compound Poisson model.
Models of insurer insolvency that attempt to deal with
these and other sources of risk are discussed in the
remainder of this paper.

Modern Financial Theory
Modern financial theory has provided important alternative approaches to the problem of modeling insurance company insolvency risk. The most important
financial models are based on option pricing theory
and were initially developed to model returns on risky
corporate debt, that is, corporate debt securities subject to default risk.
The seminal financial paper on modeling risky
corporate debt is Merton [24]. Merton’s results have
since been extended in numerous papers, including [18, 22, 23, 26]. The models have been applied to
insurance pricing and insolvencies in [6, 29]. Financial models consider the firm (insurance company) as
having a market value balance sheet with assets (A),
liabilities (L), and equity (E), where A = L + E.
In the most basic model, assets and liabilities are
assumed to follow correlated geometric Brownian
motion processes
dA = µA A dt + σA A dzA ,

(6)

dL = µL L dt + σL L dzL ,

(7)

where µA , µL = instantaneous growth rates in assets
and liabilities, respectively; σA2 , σL2 = instantaneous
variances of the growth rates in assets and liabilities; and zA (t), zL (t) = standard Brownian motion
processes for assets and liabilities, where dzA dzL =
ρAL dt expresses the relationship between the two
processes. A process z(t) is a standard Brownian
motion if it starts at 0 (z(0) = 0), is continuous in t,
and has stationary, independent increments, where
the increments z(t) − z(s) are normally distributed
with mean 0 and variance |t − s|. Brownian motion
in the geometric specification in (6) and (7) incorporates the assumption that assets and liabilities are
jointly log-normal, often a good first approximation
for the asset and liability processes of an insurer.
Continuing with the basic model, the insurer is
assumed to begin operations at time zero with assets
of A0 and liabilities of L0 . Both processes are allowed
to evolve to a contract termination date (say time
1 to be specific), when losses are settled. If assets
exceed liabilities at the contract termination date,
the claimants receive loss payments equal to L1
and the insurers’ owners (residual claimants) receive
E1 = A1 − L1 . However, if liabilities are greater than
assets at the termination date, the owners turn over
the assets of the firm to the claimants, who receive
A1 < L1 , representing a classic default on a debt
contract. The payoff to the claimants at time 1 can be
written as: L1 − Max(L1 − A1 , 0), that is, the amount
L1 minus the payoff on a put option on the assets of
the firm with strike price L1 .
An analysis of the insolvency risk can be made at
times prior to the termination of the contract by calculating the expected present value of the put option
to default. (Actually, it is the risk-neutralized value
of the process (see [27] for discussion).) Under the
assumptions specified above, including the important assumption that settlement cannot occur before
time 1, the value of the put option (called the insolvency put option) can be calculated using a generalization of the Black–Scholes put option pricing formula
P (A, L, τ, r, σ ) = −AN (−d1 ) + Le−rτ N (−d2 ),
(8)
where A, L = values of assets and liabilities at time
τ prior to the settlement date, σ 2 = the volatility
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parameter = σA2 + σL2 − 2σA σL ρAL , N (·) = the standard normal distribution
function, d1 =
√
√ [ln(A/L) +
(r + (1/2)σ 2 )τ ]/(σ τ ), d2 = d1 − σ τ , and r =
the risk-free rate of interest. This model is a generalization of the standard Black–Scholes model in
that both the asset value (A) and exercise price (L)
are random. This model has been used in various
applications, including pricing risky bonds, modeling
risk-based capital for the insurance industry [3], and
developing risk-based premiums for insurance guaranty funds [6].
Two important generalizations of the model can
make it more realistic for evaluating real world insurers. The first is to generalize the asset and liability
stochastic processes to incorporate jump risk, that
is, the risk of discrete changes in assets and liabilities. Jump risk was first introduced into the model
by Merton [25], who incorporated jumps in assets.
The model was later extended by Cummins [6]
to include jumps in liabilities (loss catastrophes),
which have particular applicability in insurance (see
also [30]). Jumps are introduced by modifying the
processes in (6) and (7) to incorporate a Poisson
process, which generates jump events at discrete
but random intervals. Each jump has a multiplicative effect on assets or liabilities. In the case of
assets, jumps can be either positive or negative but
for practical purposes, jumps in liabilities are generally modeled as being positive. By modeling jump
magnitudes using a log-normal distribution, closedform expressions can be obtained for the value of the
insolvency put option.
The second important generalization of the standard risky debt model has been to incorporate
stochastic interest. This is important because insurers
face investment risks in their portfolios from changes
in interest rates and in the term structure of interest
rates. Such random fluctuations can be incorporated
by specifying a stochastic model analogous to (6) and
(7) to represent the interest rate process, thus replacing the constant risk free rate r of the standard model.
Heath, Jarrow, and Morton [16] develop a class of
models that introduce stochastic interest rates in bond
pricing, which could be applied to insurance pricing
and solvency evaluation. Although Heath, Jarrow,
and Morton and other authors present closed-form
pricing models incorporating stochastic interest and
other complications, much of the applied work in the
more advanced modeling areas uses simulation and
other numerical methods.

3

Dynamic Financial Analysis
Although both actuarial ruin theory and modern
financial theory provide important and elegant models that can be used to analyze insurance company
solvency, even the most advanced of these models
generally cannot represent all the significant risks
that can affect insurer solvency. As a result, actuaries and financial engineers have begun to develop a
new class of models in a modeling process known
generically as dynamic financial analysis (DFA).
Dynamic financial analysis involves the prospective
modeling of the future cash flows of an insurance
undertaking, considering all relevant events that could
have an impact on those cash flows. In addition to
its uses in evaluating an insurer’s solvency, dynamic
financial analysis also can be used as a management
decision-making approach for pricing insurance contracts, evaluating entry into or exit from geographical
regions or lines of business, measuring the potential effects of mergers and acquisitions, and so on.
The Casualty Actuarial Society [4] states the role
of DFA as follows:
Dynamic financial models generally reflect the interplay between assets and liabilities and the resultant
risks to income and cash flows. The explicit recognition of all of the insurer’s operations gives dynamic
financial models the power to illustrate the links
between strategies and results. . . . Dynamic financial
models are valuable in effectively dealing with the
complex interrelationships of variables relevant to an
insurer’s future results. Uncertainty related to contingent events occurring during the potentially long
delay between writing a .. policy and the payment of
claims . . . make it difficult or impossible to evaluate
strategies and decisions without explicit consideration of their effects on the flows of funds.

Among the first DFA models were those developed
for solvency testing in Finland and the United Kingdom (see [7, 8, 12, 28]). A DFA model that has been
used both to predict insurer insolvencies and for company management is discussed in [9, 17].
An important advantage of dynamic financial analysis is its potential to model all the important risks
facing an insurance enterprise, including interactions
among these risks. The types of risks faced by insurers can be grouped into three main categories [21]:
(1) entity level risks – those resulting from actions
taken by the insurer itself; (2) industry risks – risks
resulting from trends and cycles affecting the insurance industry; and (3) systemic risks – risks resulting
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from trends and cycles affecting the entire economy.
Although most DFA models consider only entity
level risks, it would be possible to introduce variables into DFA models to represent industry-wide and
economy-wide risks.
There are many important entity-level risks affecting insurers, most of which are not considered in
traditional actuarial analyses. Among the entity-level
risks that can affect insurer solvency are the following (for further discussion see [4, 21]):
1. Pure underwriting risk. This is the type of risk
considered in classic actuarial ruin probability
models and primarily reflect risks arising from
the randomness of the frequency and severity of
claim costs.
2. Underwriting management risk. This is the risk
that the insurer will utilize inappropriate pricing,
risk selection, and risk evaluation techniques,
leading to the acceptance of risks that are improperly priced or too highly intercorrelated.
3. Credit risk. Credit risk is the risk of default by
the insurer’s creditors. Most insurers are heavily invested in corporate bonds and other debt
instruments, which carry the risk of default. In
addition, insurers also face the risk that agents
or policyholders will default on their obligations
to pay premiums. A final major category of credit
risk concerns receivables from reinsurers. Nonpayment or delay in payment of such obligations
can push insurers into insolvency.
4. Reinsurance management risk. Even if a firm’s
reinsurers do not default, an insurer’s financial
health can be threatened if it fails to develop
appropriately structured reinsurance programs to
protect itself against large losses from individual
claims or from catastrophes.
5. Operational risk. This type of risk traditionally
was given little recognition by insurers and banks
but has recently become a major concern for both
regulators and managers alike. Operational risk
arises from situations such as employee fraud
and misconduct, managerial failures, and systems
and control failures. For example, Barings Bank,
a distinguished British investment banking firm,
was driven into insolvency by the irresponsible
currency trading of a single employee. Several
major US life insurers have sustained losses from
government fines and consumer lawsuits due to
insurance agent fraud in selling life insurance and

annuities. Potential failure of increasingly complex investment technology systems and other
aspects of insurer operations also expose such
firms to operational risk. Operational risk poses
special problems in a modeling context because
it is difficult to predict and quantify.
6. Asset price risk. Many insurers hold substantial amounts of corporate shares that are subject
to market fluctuations. In addition, bonds can
undergo price swings associated with changes
in market risk and issuer credit quality. Insurers are exposed to increased financial risk if they
are forced to liquidate securities to pay claims
when financial markets are depressed. The failure
to manage such risks by undertaking appropriate portfolio diversification and maintaining adequate liquidity facilities can threaten solvency.
7. Interest-rate risk (duration and convexity). Insurers also face risk if they fail to structure
their investment portfolios so that the asset and
liability cash flows are appropriately matched.
The process of managing asset and liability
cash flow streams is known as asset–liability
management (ALM). An important concept in
ALM involves the duration and convexity of
an insurer’s assets and liabilities, which are
measures of the sensitivity of asset and liability
market values to movements in interest rates
(see [27], Chapter 3, for further discussion).
8. Reserving risk. Insurers also can face insolvency
if they fail to set aside sufficient funds in their
reserves to pay future claims. Reserving risk can
arise from industry-wide or systemic factors but
can also result from the use of inappropriate or
imprudent models for estimating future claims
development and run-off. Errors in estimating the
timing of claims payment can be equally serious
as errors in estimating the payment amounts.
Insurers can also be affected by industry-wide risk.
This type of risk arises from two primary sources: (1)
judicial, legal, and taxation changes. Adverse court
decisions have the potential to affect many of the
insurer’s policies and claims simultaneously, creating
a type of catastrophic event risk. For example,
changing court interpretations of liability law led to a
major crisis in liability insurance in the United States
during the mid-to-late 1980s, resulting in numerous
insurer insolvencies in the United States and the near
collapse of Lloyd’s of London in the early 1990s.

Insolvency
Insurers also face risk from adverse tax law changes –
for example, any change in the tax status of premiums
or investment earnings on asset accumulation life
insurance and annuity products could adversely affect
insurers’ ability to compete for consumer savings
with banks and mutual fund companies. Changes
in regulations and other legal rules affecting the
integration of the financial system can expose firms
to competition from nontraditional sources – a factor
that has had a major impact on life insurers in many
markets worldwide [11]. (2) Market risk. It is wellknown that many types of insurance, particularly
non-life coverages, are characterized by underwriting
cycles, that is, periodic cyclical swings in prices
and profits. Markets tend to alternate between soft
markets, when insurer equity capital is high relative to
market demand, resulting in low prices and plentiful
supply of coverage, and hard markets, when insurer
equity capital is low relative to demand, leading to
rising prices and supply restrictions. The turning point
between the soft- and hard-market phases of the cycle
is usually characterized by significant underwriting
losses, which can push some insurers into insolvency.
The final major type of risk facing insurers is
systemic risk. A number of different economic, political, demographic, and social changes can adversely
affect insurance companies. For example, insurers
are particularly susceptible to accelerating inflation
rates, which can create interest rate volatility and
exacerbate interest-rate risks, as well as increasing
claim and expense payments. Like other firms in
the economy, insurers can be adversely affected by
unfavorable swings in the economy-wide business
cycle, which can reduce demand for various types of
insurance and increase lapse rates in life insurance.
Higher mortality rates due to epidemics and terrorist events can adversely affect life insurance claims,
whereas increases in longevity can cause insurers to
lose money on annuity products. Introduction of new
technologies such as the Internet can have adverse
effects on insurers that use traditional product distribution systems. These and numerous other factors
need to be taken into account in evaluating the threats
to the solvency of the insurance enterprise.
Obviously, with a large number of factors to consider, the development of DFA models can seem quite
daunting. However, on the basis of currently available
technologies, it is possible to develop models that can
capture the primary risks faced by insurers. A number
of modeling decisions must be made in considering
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the development of a DFA model. One of the most
important is whether to develop a stochastic or deterministic model. A stochastic model that would treat
claims frequency and severity, inflation rates, interest rates, and other variables as stochastic processes
would seem to be the more appropriate approach.
However, developing well-calibrated stochastic models that accurately capture the characteristics of the
relevant variables as well as the interactions among
them is quite a difficult problem, the solution to which
is likely to be opaque to most users of the model,
potentially adversely affecting its credibility. The
principal alternative is a deterministic, scenario-based
approach. Under this approach, discussed in [9], the
model carefully specifies the relationships among the
various cash flows of the insurer in a set of deterministic equations. Different economic conditions are
then allowed for by running the model under a set
of scenarios representing different sets of economic
conditions based on observed past events as well
as economic theory. Since both the scenarios and
the model itself are more easily understood, such a
model may gain more widespread acceptance than a
stochastic approach and is not necessarily less accurate. Testing hypothetical but realistic stochastic and
deterministic models of the same insurance enterprise under various conditions could help sort out the
advantages and disadvantages of the two approaches.

Related Modeling Approaches
Related to but distinct from traditional actuarial ruin
probability models are a number of recent efforts to
quantify the risks faced by financial institutions and
other types of firms. The need for risk management to
limit a firm’s exposure to losses from activities such
as bond and currency trading has led financial institutions to develop value-at-risk (VaR) models [13, 15].
Such models attempt to quantify the potential losses
from an activity and measure the value-at-risk (the
amounts that could be lost) with specified small probabilities. If the amount that could be lost is x and its
density function is f (x), then the value-at-risk at the
∈ probability level is x∈ = F −1 (∈). Mathematically,
VaR is essentially based on the same concept as the
probability of ruin, finding the quantiles of a probability distribution, addressed in the actuarial ruin
theory literature, although different modeling techniques often are applied in estimating VaR than in
estimating ruin probabilities.
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Although VaR has been extensively applied in
practice, Artzner et al. [1] point out that it fails to
satisfy the definition of a ‘coherent’ measure of
risk, where coherence is based on a risk-measure’s
satisfying certain axioms. (In most instances, the
probability of ruin, being a VaR criterion, also fails to
satisfy the coherency conditions.) VaR fails to satisfy
the axiom of subadditivity. Stated very loosely,
subadditivity requires that the total risk measure of
two separate activities should not exceed the sum
of the risk measures of the two activities treated
separately because, for example, there is always
the possibility of some diversification, or, as stated
by Artzner, et al. [1], ‘a merger does not create extra
risk.’ VaR measures also can fail to recognize undue
concentration of risk (i.e. insufficient diversification
in a bond portfolio). Artzner, et al. [1] also point
out that VaR has other shortcomings and propose
alternative measures of risk that meet the coherence
criteria. One that has already been widely discussed
is the expected policyholder deficit (EPD), defined as
the expected value of the loss to policyholders due
to the failure of the insurer [3]. (Artzner, et al. [1]
refer to the EPD as the tail conditional expectation
(TailVaR).) In fact, the EPD is mathematically defined
similarly to the price of the insolvency put option.
Although the limitations of the VaR are potentially
quite serious, it is also worth pointing out that
in many practical situations, it does not fail the
coherency conditions and hence can provide useful
information for decision-making. Nevertheless, the
work of Artzner, et al. and other authors indicate that
caution is in order and that it may be risky to rely on
VaR as the sole decision-making criterion.
Another class of models with closely related
objectives are models designed to model the credit
risk of portfolios of bonds, loans, and other defaultable debt instruments. Prominent models have been
developed by investment banks, financial rating
firms, and consulting firms. The principal models
are reviewed in [5]. Credit-risk models usually are
focused on estimating the probability distribution of
a debt securities portfolio over some future time
horizon, which may be less than a year, one year
forward, or several years forward. Various modeling approaches have been adopted including models
very similar to those used by actuaries in estimating ruin probabilities and models based on [24] and
subsequent financial theory literature. One feature of
credit-risk models, which is not always included in

actuarial models, is that an explicit attempt is usually
made to allow for correlations among the securities in
the portfolio, based on the expectation that economic
downturns are likely to adversely affect the default
probabilities on many loans in a portfolio simultaneously. Like the actuarial models, many credit-risk
models do not incorporate stochastic interest rates,
although it would be possible to generalize the models to do so. Because the better credit-risk models
contain innovative features and because insurers tend
to invest heavily in defaultable debt instruments,
these models could prove to be valuable to the insurance industry.

Empirical Prediction of Insurer
Insolvencies
A literature also has developed on the empirical prediction of insurer insolvency, with most applications
based on data from the United States. The typical
approach is to use a sample of several years of data
that include insolvent insurers as well as a sample of
solvent firms with data from the same time period.
The approach is to use data in years prior to insolvency to predict the insolvencies that later occurred.
The models are usually calibrated to trade off Type
I error (the failure to predict an insolvency) against
Type II error (incorrectly predicting that a solvent
firm will fail). Examples of papers that follow this
approach are [9, 10, 19].
Cummins, Grace, and Phillips [9] utilize a logistic
regression model, where the dependent variable is
equal to 1 for firms that fail and 0 for firms that do
not. The model is estimated by maximum likelihood
methods. The explanatory variables are two sets
of regulatory financial ratios used in the United
States to gauge the financial health of insurers, some
additional financial and firm characteristics specified
by the authors, and the outputs of a dynamic financial
analysis model developed by the authors and other
researchers [17]. Among the primary conclusions
based on the analysis are that the Financial Analysis
and Solvency Tracking (FAST) ratios developed by
US regulators are effective in predicting insolvencies,
the risk-based capital ratios applied by US regulators
are of no predictive value themselves and add no
explanatory power to the FAST system, and the
outputs of the DFA model add statistically significant
explanatory power to the regulatory FAST ratios.

Insolvency
The results thus are promising in terms of the
potential use of DFA in solvency prediction and
insurer management.

[8]

[9]

Conclusions
The traditional approach to modeling insolvency in
the insurance industry is actuarial ruin theory. This
theory has produced some fascinating and elegant
models but is somewhat limited in its practical
applicability. A more recent approach, derived from
modern financial theory, is to use financial contingent claim models to analyze insurance insolvency risk. Financial models have been developed
that incorporate log-normal distributions for assets
and liabilities, the possibility for asset and liability
jumps (catastrophes), and stochastic interest rates.
Such models could be extended to cover other
types of risks using numerical methods. The most
recent approach to modeling insurance insolvency
is dynamic financial analysis, which aims to analyze the future evolution of the firm by modeling/simulating future cash flows. Such models hold
great promise for insurance management and insolvency analysis, but many details remain to be worked
out. Other modeling efforts, including the measurement of value-at-risk, the development of coherent
risk measures, and models of the credit risk of debt
portfolios also have a potentially important role to
play in insurance solvency analysis.
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Insurability
A risk is insurable if it can be transferred from the
initial risk bearer to another economic agent at a price
that makes the exchange mutually advantageous. The
possibility of transferring risk is a cornerstone of our
modern economies. Because risk sharing allows for
risk washing through diversification and the law of
large numbers, it is useful for risk-averse consumers.
It is also essential for entrepreneurship. Without risk
transfers, who could have borne alone the risk of
building skyscrapers and airplanes, of investing in
R&D, or of driving a car? Traditionally, risk transfers are implemented through social institutions as
in families and in small communities [3, 17]. Private contracts usually entail risk-sharing clauses. The
most obvious one is limited liability. Long-term labor
contracts, cost-plus industrial contracts and fixedrate credit contracts are a few examples of such
risk-transfer devices. Stocks and bonds are the tradable versions of them. But insurance contract is one
in which the transfer of risk is the essence of the
exchange.
The standard economic model of risk exchanges
has been introduced by Arrow [1], Borch [4], and
Wilson [18]. Suppose that there are S possible states
of nature indexed by s = 1, . . . , S. There are n agents
in the economy. Agent i has a state-dependent wealth
ωsi in state s. To each possible state of nature s,
there exists an insurance market where agents can
trade a standardized contract that would entitle its
owner (the policyholder) to get one monetary unit
(the indemnity) from its counterpart (the insurer) if
and only if state s occurs. Let πs denote the price (the
premium) of this contract. We assume that economic
agents trade in order to maximize the expected utility
of their final wealth. For example, agent i solves the
following maximization program:
max

d1 ,...,dS

S

s=1

ps ui (ωsi

+ ds ) s.t.

S


πs ds = 0,

s=1

where ps is the probability of state s, ui (·) is the
increasing and concave utility function of agent i,
and ds is his demand for the insurance contract specific to state s. The budget constraint just states that
agent i must finance his purchase of insurance coverage in some states by selling insurance coverage
associated to other states. Observe that we assume

that state probabilities are common knowledge, that
the realized state is observable by all parties, and
that there are no transaction costs. The above program has a solution (d1i , . . . , dSi ). When solved for
all agents in the economy, this generates an aggregate demand for the insurance
contract associated to

state s equaling Ds = i dsi , which depends on the
price vector (π1 , . . . , πS ). A market-clearing condition is thus that Ds = 0. Requiring that this condition
holds in all insurance markets s = 1, . . . , S yields S
conditions that allow the determination of the competitive price vector of insurance contracts. These in
turn determine the exchanges of risk at the competitive equilibrium. As is well known, this competitive
allocation of risk is Pareto optimal in the sense that
there is no other feasible allocation of risks that raises
the expected utility of an agent without reducing the
expected utility of any other agent.
The competitive allocation of risk has many properties. In particular, all diversifiable risks in the
economy will be washed away through mutual risksharing arrangements. All risks will be pooled
in

financial and insurance markets. Let zs = i ωsi /n
denote the mean wealth in the economy in state s.
Individual risks are diversifiable if zs = z for all s,
that is, if the mean wealth in the economy is risk free.
In that situation, it is easy to show that csi = ωsi + dsi
will be independent of s for all i, which means that
agents will get full insurance in that economy. It
implies more generally that the individual consumption level csi depends upon the state only through the
mean wealth in that state: csi = ci (zs ).
Moreover, the residual systematic risk in the economy will be borne by the agents who have a comparative advantage in risk management as insurers and
investors. In short, it means that all individual risks
are insured by insurance companies that transfer the
aggregate risk to financial markets. More specifically, the competitive equilibrium must be such that
dci (z)
T i (ci (z))
,
= n

dz
j j
T (c (z))

(1)

j =1

where T i (c) = −ui (c)/ui (c) measures the degree of
absolute risk tolerance of agent i. This formula tells us
that the share of the systematic risk borne by agent i
is proportional to his risk tolerance. Gollier [7] gives a
more detailed description of the properties of efficient
allocations of risk.
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This classical model of risk transfer thus predicts
that all diversifiable risks will be fully insured and
that the systematic risk will be allocated to economic
agents taking into account their individual risk tolerance. In a competitive market, the insurability of risk
is contingent upon whether the initial risk bearer is
ready to pay a premium that makes the insurer better off. If the insured risk can be diversified in the
portfolio of the shareholders of the insurance company, these shareholders will be better off as soon as
the insurance company sells the insurance contract at
a premium that is larger than the actuarial value of
the policy. If the initial risk bearer is risk averse, he
will be ready to pay the actuarial value of the policy plus a positive risk premium to transfer the risk.
Thus, the insurance contract will be mutually advantageous, and the added value of the exchange equals
the policyholder’s risk premium.
The predictions of the classical insurance model
are obviously contradicted by casual observations.
To illustrate, most of the risks related to human
capital, like long-term unemployment and fluctuations in labor incomes, cannot be insured. Many
environmental, catastrophic, and technological risks
are usually not covered by an insurance contract.
Risks linked to terrorism may be difficult to insure.
The puzzle is thus, why so many risks cannot be
insured through such insurance markets. The remaining of this article is devoted to presenting different economic approaches explaining why competitive insurance markets may fail to provide full
coverage.
The most obvious explanation is that individual risks cannot be diversified by shareholders in
their portfolios. This would be the case, for example, for catastrophic risks, or for individual risks
that are strongly and positively correlated to the systematic risk of the economy. In such situations, the
insurer could accept to cover the risk only if the
policyholder accepts to pay more than the actuarial
value of the policy. Consumers with a low degree
of risk aversion will not. Moreover, all risk-averse
expected-utility-maximizing consumers will find it
optimal to purchase only partial insurance in that
case [11, 13]. Inefficiencies on financial markets may
also explain why some diversifiable risks cannot be
insured. The imperfect international diversification of
individual portfolios implies that shareholders must
be rewarded with a positive risk premium to accept
risks that could have been completely eliminated if

the shareholder’s portfolio would have been better
internationally diversified. Global reinsurance companies can help in solving this problem.
The existence of transaction costs on insurance
markets provides another explanation why individual
risks are not – and should not – be fully transferred
to insurers. Insurers, public or private, must cover
administrative costs linked to the monitoring of individual insurance policies. Many of these costs are due
to informational considerations. Insurers must audit
claims that are sometimes difficult to evaluate. They
must control the policyholder’s willingness to prevent the risk from occurring. They must invest in
costly efforts to screen their customers. It is commonly suggested that all this yields a 30% loading
factor for insurance pricing. Mossin [11] showed that
it is never optimal to purchase full insurance when
insurance policies are not actuarially priced. Arrow
[2], showed that the optimal form of risk retention is
given by a straight deductible. Drèze [5] estimated
the optimal level of deductible in insurance. It is a
decreasing function of risk aversion. If we accept a
range [1, 4] for relative risk aversion, Drèze concluded that the optimal level of deductible should be
somewhere between 6 and 23% of the wealth of the
policyholder.
The development of modern economic theory
since the 1970s often used insurance markets as the
perfect illustration of the inefficiencies that could
be generated by asymmetric information. Suppose,
for example, that different policyholders bear different risks, but insurers cannot directly infer from
the observable characteristics of the agents as to
who are at low risk and who are at high risk. This
raises an adverse selection problem that was initially
pointed out by Rothschild and Stiglitz [14]. Adverse
selection just means that if insurance companies calculate the premium rate on the basis of the average
probability distribution in the population, the less
risky agents will purchase less insurance than riskier
agents. In the extreme case, the low-risk agent will
find the premium rate too large with respect to the
actual probability of loss and will prefer not to insure
the risk. Insurers will anticipate this reaction, and
they will increase the premium rate to break even
only on the population of high-risk policyholders.
To illustrate, this is probably why the proportion of
households that purchase life insurance is so small,
despite the potential severity of the risk. People have
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private information about their health status that cannot be observed by insurance companies. Then, only
those with the lowest life expectancy purchase life
insurance. The adverse selection problem for unemployment risks and health risks has been resolved in
many developed countries by imposing compulsory
insurance, at the cost of a loss in the quality of the
services provided by insurers.
The population of risks can be heterogeneous not
only because agents bear intrinsically different risks
but also because they do not invest the same amount
of their energy, wealth, or time to risk prevention. In
particular, it has long been recognized that individuals that are better covered by insurance invest less in
risk prevention if the link between the premium rate
and the size of these investments is weak. It will be
the case if insurers are not in a position to observe the
investment in risk prevention by the insured. This is
ex ante moral hazard. Anticipating this low degree
of prevention and the higher frequency of losses that
it entails, insurers will raise their premium rate. Full
insurance will not be optimal for agents. At the limit,
no insurance can be an equilibrium. To illustrate, this
is why it is not possible to insure against promotion at work, failure at school or university, the lack
of demand for a new product, or divorce. To some
extent, this is also why it is hard to insure against
unemployment, or against environmental and technological risks.
Ex post moral hazard relates to the risk of fraudulent claims when the size of the loss incurred by
the policyholder cannot be easily observed by the
insurer. Townsend [16] and Mookherjee and Png [12]
analyzed the optimal insurance contract when the loss
can be observed only at a cost. For policyholders
to report their loss correctly, the insurer will have
to audit claim at a high frequency. This entails
additional costs on the insurance contract. If the
auditing cost is high, or if the frequency of audit
necessary to give a good incentive to the policyholder
to reveal the truth is too high, consumers would be
better off by not insuring the risk.
Long-term risks are also often difficult to insure.
Health risk is an example where consumers are often
left to insure their health risk on a yearly basis. If their
health status changes during the year, they will find
insurance in the future only at a larger premium rate.
If no long-term insurance contract exists, consumers
are left with what is called a premium risk, that is, a
risk of having to pay more in the future because of
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the deteriorated signal observed by the insurer about
the policyholder’s risk. Ex ante, this is socially inefficient. Realized risks cannot be insured [9]. The same
kind of problem will occur if one improves ones
ability to forecast future earthquakes or other natural disasters. The difficulty in establishing long-term
insurance coverage is due to the option, for the policyholder, to end the contract. When such an option
exists, policyholders with a good loss record will
force the insurer to renegotiate for a lower premium.
No cross-subsidization from the healthy consumers to
the chronically ill ones is possible in this case. Again,
compulsory insurance may solve this problem.
It is also often suggested that there is an insurability problem when the risk has no objective probability
distribution. This can be due to the absence of historical data. Ambiguous probabilities can also be due
to a volatile environment, as is the case for future
liability rules of environmental policies. Decision theorists are still debating about how policyholders and
insurers make their decisions in this ambiguous environment. The defenders of the orthodox theory claim
that ambiguity is no problem. Following Savage [15],
people are assumed to behave as if there would be no
uncertainty on probabilities. For example, this would
mean that the insurers take the best estimate of the
loss probability distribution to price risks. A more
recent theory, first developed by Gilboa and Schmeidler [8], assumes that people are ambiguity-averse.
In this alternative theory, insurers facing many plausible loss distributions are believed to select the one
that is the least favorable for them to price risks. The
ambiguity raises the premium required by the insurer
to accept to cover the risk, and it can thus explain
why so many ambiguous risks (GMO, global warming, earthquake) are not efficiently insured. Kunreuther, Hogarth, and Meszaros [10] conducted a
series of studies to determine the degree of ambiguity aversion of insurers. They showed that many
of them exhibited quite a large degree of such an
aversion.
Finally, the absence of enough information about
the risk may induce consumers and insurers to have
different opinions about the intensity of the risk. If
insurers are more pessimistic than consumers, no
mutually advantageous risk-sharing arrangement may
exist in spite of the potentially large risk aversion of
consumers and the insurers’ ability to diversify consumers’ risks. Gollier [6] examines the relationship
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between the demand for insurance and the policyholder’s subjective expectations.

[10]
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Interest-rate Modeling
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Introduction
In this article, we will describe some of the
main developments in interest-rate modeling since
Black & Scholes’ [3] and Merton’s [21] original
articles on the pricing of equity derivatives.
In particular, we will focus on continuous-time,
arbitrage-free models for the full term structure of
interest rates. Other models that model a limited
number of key interest rates or which operate in
discrete time (e.g. the Wilkie [31] model) will be
considered elsewhere. Additionally, more detailed
accounts of affine term-structure models and
market models are given elsewhere in this volume.
Here, we will describe the basic principles of arbitrage-free pricing and cover various frameworks for modeling: short-rate models
(e.g. Vasicek, Cox–Ingersoll–Ross, Hull–White); the
Heath–Jarrow–Morton approach for modeling the
forward-rate curve; pricing using state-price deflators
including the Flesaker–Hughston/Potential approach;
and the Markov-functional approach.
The article works through various approaches and
models in a historical sequence. Partly, this is for history’s sake, but, more importantly, the older models
are simpler and easier to understand. This will allow
us to build up gradually to the more up-to-date, but
more complex, modeling techniques.

Interest Rates and Prices
One of the first problems one encounters in this
field is the variety of ways of presenting information
about the term structure. (We implicitly assume that
readers have gone beyond the assumption that the
yield curve is flat!) The expression ‘yield curve’ is
often used in a sloppy way with the result that it often
means different things to different people: how is the
yield defined; is the rate annualized or semiannual or
continuously compounding; does it refer to the yield
on a coupon bond or a zero-coupon bond? To avoid
further confusion then, we will give some precise
definitions.
•

We will consider here only default-free government debt. Bonds which involve a degree of
credit risk will be dealt with in a separate article.

•

The basic building blocks from the mathematical point of view are zero-coupon bonds. (From
the practical point of view, it is sensible to
start with frequently traded coupon bonds, the
prices of which can be used to back out zerocoupon-bond prices. Zero-coupon bonds do exist
in several countries, but they are often relatively
illiquid making their quoted prices out of date
and unreliable.) In its standard form, such a contract promises to pay £1 on a fixed date in the
future. Thus, we use the notation D(t, T ) to represent the value at time t of £1 at time T . (Here
the D(·) notation uses D for discount bond or
discounted price. The common notation used elsewhere is P (t, T ) for price and B(t, T ) for bond
price. Additionally, one or other of the t or T can
be found as a subscript to distinguish between the
nature of the two variables: t is the dynamic variable, while T is usually static.) The bond price
process has the boundary conditions D(T , T ) = 1
and D(t, T ) > 0 for all t ≤ T .
A fixed-income contract equates to a collection
of zero-coupon bonds. For example, suppose it
is currently time 0 and the contract promises to
pay the fixed amounts c1 , c2 , . . . , cn at the fixed
times t1 , t2 , . . . , tn . If we assume that there are no
taxes (alternatively, we can assume that income
and capital gains are taxed on the same mark-tomarket basis), then the fair or market price for
this contract at time 0 is
n

ci D(0, ti ).
(1)
P =
i=1

(This identity follows from a simple, static
hedging strategy, which involves replicating the
coupon-bond payments with the payments arising
from a portfolio of zero-coupon bonds.) The
gross redemption yield (or yield-to-maturity) is a
measure of the average interest rate earned over
the term of the contract given the current price
P . The gross redemption yield is the solution, δ,
to the equation of value
P = P̂ (δ) =

n


ci e−δti .

(2)

i=1

If the ci are all positive, then the solution to this
equation is unique. δ, as found above, is a continuously compounding rate of interest. However,
the gross redemption yield is usually quoted as
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an annual (that is, we quote i = exp(δ) − 1) or
semiannual rate (i (2) = 2[exp(δ/2) − 1]) depending on the frequency of contracted payments.
(Thus exp(δ) ≡ 1 + i ≡ (1 + (1/2)i (2) )2 .)
The spot-rate curve at time t refers to the set of
gross redemption yields on zero-coupon bonds.
The spot rate at time t for a zero-coupon bond
maturing at time T is denoted by R(t, T ), which
is the solution to D(t, T ) = exp[−R(t, T )(T −
t)]: that is,
−1
log D(t, T ).
R(t, T ) =
T −t

•

(3)

that is, zero value. Therefore, equation (1) gives
us the fair forward rate.)
From the theoretical point of view, these forward rates give us too much information. Sufficient information is provided by the instantaneous
forward-rate curve
f (t, T ) = lim F (t, T , S) = −
S→T

=
•

The instantaneous, risk-free rate of interest is
the very short-maturity spot rate
r(t) = lim R(t, T ).
T →t

(4)

This gives us the money-market account or cash
account C(t), which invests only at this riskfree rate. Thus C(t) has the stochastic differential
equation (SDE)
dC(t) = r(t)C(t) dt
with solution



t

C(t) = C(0) exp


r(u) du .

(5)

(6)

0

•

Spot rates refer to the on-the-spot purchase of
a zero-coupon bond. In contrast, forward rates
give us rates of interest which refer to a future
period of investment. Standard contracts will refer
to both the future delivery and maturity dates.
Thus F (t, T1 , T2 ) is used to denote the (continuously compounding) rate which will apply
between times T1 and T2 as determined by a contract entered into at time t. The standard contract
also requires that the value of the contract at time
t is zero. Thus, a simple no-arbitrage argument
shows that we must have
log(D(t, T1 )/D(t, T2 ))
. (7)
F (t, T1 , T2 ) =
T2 − T1
(A short investment of 1 T1 -bond and a long
investment of D(t, T1 )/D(t, T2 ) T2 -bonds have
value zero at time t and produces exactly the same
cash flows at T1 and T2 as the forward contract
with the forward rate defined in (1). The law of
one price (principle of no-arbitrage) tells us that
the forward contract must have the same value at
time t as the static portfolio of T1 and T2 bonds:

∂
log D(t, T )
∂T

−1 ∂D(t, T )
.
D(t, T ) ∂T

(8)

The par-yield curve is a well-defined version of
the ‘yield curve’. For simplicity, suppose that we
have the possibility of issuing (without influencing other market prices) a set of coupon bonds,
each with its own coupon rate (payable annually)
and with maturity at times t + 1, t + 2, . . .. For
each maturity date, we ask the question: at what
level do we need to set the coupon rate in order
that the market price for the coupon bond will be
at par? Thus, let gn be the general coupon rate
for maturity at t + n for a coupon bond with a
nominal or face value of 100. The market price
for this bond will be
n

D(t, ti ) + 100D(t, t + n) (9)
Pn (t) = gn
i=1

If the bond is currently priced at par, then this
means that Pn (t) = 100. This in turn implies that
gn ≡ ρ(t, t + n) = 100

(1 − D(t, t + n))
n

D(t, t + i)

(10)

i=1

•

and ρ(t, t + n) is referred to as the par yield,
which we interpret here as an annualized rate.
Associated with forward rates and par yields we
have LIBOR and swap rates. Both rates apply to
actual rates of interest that are agreed between
banks rather than being derived from the government bonds market. LIBOR rates are equivalent to
spot rates but are quoted as simple rates of interest: that is, for the term-τ LIBOR an investment
of £1 at time t will return 1 + τ L at time t + τ .
Typically, the tenor τ is 3, 6, or 12 months. Thus,
generalizing the notation to L(t, t + τ ) we have
1 + τ L(t, t + τ ) =

1
D(t, t + τ )

= exp(R(t, t + τ )).

(11)
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An interest-rate swap contract (with annual payment dates, for simplicity, and a term to maturity
of n) is a contract which involves swapping a
series of fixed payments for the floating LIBOR
rate. The two investors A and B enter into a contract at time t, where A pays B the fixed amount
K(t, t + n) at times t + 1, t + 2, . . . , t + n and in
return B pays A L(t, t + 1) at time t + 1 (which
is known at time t), L(t + 1, t + 2) at time t + 2
(not known until time t + 1), and so on up to
L(t + n − 1, t + n) at time t (not known until
time t + n − 1). The fair swap rate K(t, t + n)
is the rate at which the value of the contract
has zero value at time t and this is very closely
linked to par yields. (Mathematically swap rates
and par yields are identical. However, swap rates
generally refer to agreements between investment
banks whereas par yields derive from the government bonds market. Liquidity and credit considerations then lead to small differences between
the two. For example, see Figure 2.)
An example of how some of the different rates
of interest interact can be seen in Figure 1 for UK
government bonds at the close of business on 31
December 2002. On that date, the Bank of England
base rate was 4% with declining yields over the
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first year of maturity before yields climbed back
up again. Coupon-bond yields do not define a crisp
curve: instead two bonds with the same maturity date
but different coupon rates can have different gross
redemption yields depending upon the shape of the
spot-rate curve. We can also see that the spot-rate and
par-yield curves are not especially smooth and this
reflects a mixture of local supply and demand factors,
liquidity, and transaction costs. We can calculate
6-month forward rates based on the spot-rates in
Figure 1 but this results in a far rougher curve than
we would expect. These curves are straightforward
to smooth (see e.g. [6, 10, 12, 22, 29]) if we are
only interested in the term structure on a given date
rather than the dynamics or if we require a relatively
smooth forward-rate curve as the starting point for
the Heath–Jarrow–Morton framework (Section 3).
As an alternative to government bonds data, investment banks often use swap curves as the starting
point for pricing many types of derivatives. These
tend to be rather smoother because of the high degree
of liquidity in the swaps market and because the
contracts are highly standardized in contrast to the
bonds market which is more heterogeneous. The relative smoothness of the swap curve can be seen
in Figure 2. The figure also highlights the relatively wide bid/ask spreads (up to 13 basis points)
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Figure 1 UK government bond yields at the close of business on December 31, 2002 (source: www.dmo.gov.uk).
Coupon-bond yields are the gross redemption yields on (single-dated) coupon bonds. The spot-rate curve is derived from
STRIPS’ prices. The par-yield curve is derived from the spot-rate curve
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Figure 2 Par yields implied by UK STRIPS market on December 31, 2002 (solid curve) in comparison with interbank
swap rates (dotted curves, bid and ask rates) (source: Financial Times). Dots represent quoted swap maturity dates

for interbank swaps in comparison with government
bonds (less than 5 basis points) and also the impact
of credit risk on swap rates.
We will now look at dynamic, arbitrage-free models for the term-structure of interest rates. For a more
detailed development, the reader can go to one of
several good textbooks, which specialize in the subject of interest-rate modeling as well as the original
articles referenced here. Those by Brigo & Mercurio [5], Pelsser [23], and Rebonato [24, 25] are relatively specialized texts which deal principally with
the most recent advances. Cairns [9] and James &
Webber [19] both give a wider overview of the subject: the former starting at a lower level and aimed
at persons new to the subject; the latter serving as an
excellent and wide-ranging reference book for anyone
interested in interest-rate modeling.

The Risk-neutral Approach to Pricing
One of the earliest papers to tackle arbitrage-free
pricing of bonds and interest-rate derivatives was
Vasicek [30]. This paper is best known for the
Vasicek model for the risk-free rate of interest, r(t)
described below. However, Vasicek also developed
a more general approach to pricing, which ties in
with what we now refer to the as the risk-neutral
pricing approach.

For notational convenience and clarity of exposition, we will restrict ourselves here to one-factor,
diffusion models for the short rate, r(t). The approach is, however, easily extended to multifactor
models. The general SDE for r(t) is
dr(t) = a(t, r(t)) dt + b(t, r(t)) dW (t)

(12)

where W (t) is a standard Brownian motion under
the real-world measure P (also referred to as the
objective or physical measure), and a(·) and b(·) are
suitable smooth functions of t and r.
Vasicek also postulated that the zero-coupon prices
have the SDEs
dD(t, T ) = D(t, T )[m(t, T , r(t)) dt
+ S(t, T , r(t)) dW (t)]

(13)

for suitable functions m(t, T , r(t)) and S(t, T , r(t))
which will depend on the model for r(t). Vasicek first
used an argument similar to Black & Scholes [3]
to demonstrate that there must exist a previsible
stochastic process γ (t) (called the market price of
risk ) such that
m(t, T , r(t)) − r(t)
= γ (t)
S(t, T , r(t))

(14)

for all T > t. Without this strong relationship between the drifts and volatilities of bonds with different
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terms to maturity, the model would admit arbitrage.
Second, Vasicek derived a Black–Scholes type of
PDE for prices:
∂D
1 ∂ 2D
∂D
+ (a − b · γ )
+ b2 2 − rD = 0 (15)
∂t
∂r
2 ∂r
for t < T , with the boundary condition D(T , T ) = 1.
We can then apply the Feynman–Kac formula (see,
for example, [9] to derive the well-known risk-neutral
pricing formula for bond prices:
 
   T

r(u) du Ft . (16)
D(t, T , r(t)) = EQ exp −
t

In this formula, the expectation is taken with
respect to a new probability measure Q rather than
the original measure P . Under Q, r(t) has the riskadjusted SDE
dr(t) = ã(t, r(t)) dt + b(t, r(t)) dW̃ (t)

(17)

where ã(t, r(t)) = a(t, r(t)) − γ (t)b(t, r(t)) and
W̃ (t) is a standard Brownian motion under Q.
Additionally, if we let X be some interest-rate
derivative payment at some time T , then the price
for this derivative at some earlier time t is
  

  T

r(u) du X Ft . (18)
V (t) = EQ exp −
t

The more modern, martingale approach, which
gives rise to the same result in (16) is described
in detail in [9]. Here, we first establish the measure
Q as that under which the prices of all tradable
assets discounted by the cash account, C(t) (i.e.
the Z(t, T ) = D(t, T )/C(t)), are martingales. For
this reason, Q is also referred to as an equivalent
martingale measure (see Esscher Transform). In this
context, C(t) is also described as the numeraire.
The martingale approach tends to provide a more
powerful starting point for calculations and modeling.
On the other hand, the PDE approach is still useful
when it comes to numerical calculation of derivative
prices. (Here a tradeable asset has a precise meaning
in a mathematical sense. It refers to assets where there
are no coupon or dividend payments. Thus, the price
at time t represents the total return on the investment
up to that time with no withdrawals or inputs of
cash at intermediate times. For assets that do pay
coupons or dividends, we must set up a mutual fund
that invests solely in the underlying asset in question
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with full reinvestment of dividends. This mutual fund
is a tradeable asset.)
In practice, modelers often work in reverse by
proposing the model for r(t) first under Q and then
by adding the market price of risk to allow us to
model interest rates and bond prices under P . Specific
models for r(t) under Q include [30]
dr(t) = α(µ − r(t)) dt + σ dW̃ (t)

(19)

and Cox, Ingersoll and Ross [11] (CIR)

dr(t) = α(µ − r(t)) dt + σ r(t) dW̃ (t). (20)
Both models give rise to analytical formulae for
zero-coupon bond prices and European options of the
same bonds. The CIR model has the advantage that
interest rates stay positive because of the square-root
of r(t) in the volatility. Both are also examples of
affine term-structure models: that is, the D(t, T )
can be written in the form
D(t, T ) = exp(A(T − t) − B(T − t)r(t)) (21)
for suitable functions A and B.

No-arbitrage Models
The Vasicek and CIR models are examples of timehomogeneous, equilibrium models. A disadvantage of
such models is that they give a set of theoretical
prices for bonds, which will not normally match
precisely the actual prices that we observe in the
market. This led to the development of some timeinhomogeneous Markov models for r(t), most
notably those due to Ho & Lee [15]
dr(t) = φ(t) dt + σ dW̃ (t)

(22)

Hull & White [16]
dr(t) = α(µ(t) − r(t)) dt + σ (t) dW̃ (t)

(23)

and Black & Karasinski [2]
dr(t) = α(t)r(t)[θ(t) − log r(t)] dt
+ σ (t)r(t) dW̃ (t).

(24)

In each of these models, φ(t), µ(t), α(t), θ(t) and
σ (t) are all deterministic functions of t. These deterministic functions are calibrated in a way that gives
a precise match at the start date (say time 0) between
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theoretical and observed prices of zero-coupon bonds
(Ho & Lee) and possibly some derivative prices also.
For example, at-the-money interest-rate caplet prices
could be used to derive the volatility function, σ (t),
in the Hull & White model.
Because these models involve an initial calibration
of the model to observed prices there is no-arbitrage
opportunity at the outset. Consequently, these models
are often described as no-arbitrage models. In contrast, the time-homogeneous models described earlier
tell us that if the prices were to evolve in a particular way, then the dynamics will be arbitrage-free.
(Thus, all the models we are considering here are
arbitrage-free and we reserve the use of the term
no-arbitrage model to those where we have a precise match, at least initially, between theoretical and
observed prices.)
The Ho & Lee [15] and Hull & White [16] models
are also examples of affine term-structure models.
The Black & Karasinski [2] model (BK), does not
yield any analytical solutions, other than that r(t)
is log-normally distributed. However, the BK model
is amenable to the development of straightforward
and fast numerical methods for both calibration of
parameters and calculation of prices.
It is standard market practice to recalibrate the
parameters and time-dependent, deterministic functions in these no-arbitrage models on a frequent basis.
For example, take two distinct times T1 < T2 . In the
Hull & White [16] model, we would calibrate at time
T1 , the functions µ(t) and σ (t) for all t > T1 to
market prices. Call these functions µ1 (t) and σ1 (t).
At time T2 we would repeat this calibration using
prices at T2 resulting in functions µ2 (t) and σ2 (t) for
t > T2 . If the Hull & White model is correct, then
we should find that µ1 (t) = µ2 (t) and σ1 (t) = σ2 (t)
for all t > T2 . In practice, this rarely happens so that
we end up treating µ(t) and σ (t) as stochastic rather
than the deterministic form assumed in the model.
Users of this approach to calibration need to be (and
are) aware of this inconsistency between the model
assumptions and the approach to recalibration (see
also, Rebonato, 2003). Despite this drawback, practitioners do still calibrate models in this way, so one
assumes (hopes?) that the impact of model error is
not too great.

Multifactor Models
The risk-neutral approach to pricing is easily extended
(at least theoretically) to multifactor models. One

approach models an n-dimensional diffusion process
X(t) with SDE
dX(t) = µ(t, X(t)) dt + ν(t, X(t)) dW̃ (t)

(25)

where µ(t, X(t)) is an n × 1 vector, W̃ (t) is standard n-dimensional Brownian motion under the riskneutral measure Q and ν(t, X(t)) is the n × n matrix
of volatilities. The risk-free rate of interest is then
defined as a function g of X(t): that is, r(t) =
g(X(t)). Zero-coupon bond prices then have essentially the same form as before: that is,

  T
 

D(t, T ) = EQ exp −
(26)
r(u) du Ft
t

as do derivatives

 
V (t) = EQ exp −

T
t

 


r(u) du V (T )  Ft . (27)

However, in a Markov context, whereas the conditioning was on r(t) in the one-factor model, we now
have to condition on the whole of X(t).
In some multifactor models, the first component
of X(t) is equal to r(t), but we need to remember that the future dynamics of r(t) still depend
upon the whole of X(t). In other cases, r(t) is
a linear combination of the Xi (t) (for example,
the Longstaff & Schwartz [20] model). Brennan &
Schwartz [4] model X1 (t) = r(t) and X2 (t) = l(t),
the yield on irredeemable coupon bonds. Rebonato
([24], Chapter 15) models X1 (t) = l(t) and X2 (t) =
r(t)/ l(t), both as log-normal processes. However,
both the Brennan & Schwartz and Rebonato models are prone to instability and need to be used with
great care.

The Heath–Jarrow–Morton (HJM)
Framework
The new framework proposed by Heath, Jarrow and
Morton [14] represented a substantial leap forward
in how the term structure of interest rates is perceived and modeled. Previously, models concentrated
on modeling of r(t) and other relevant quantities in
a multifactor model. The HJM framework arose out
of the question: if we look at, say, the Ho & Lee or
the Hull & White models, how does the whole of the
forward-rate curve evolve over time? So, instead of
focusing on r(t) and calculation of the expectation in
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(16), HJM developed a framework in which we can
model the instantaneous forward-rate curve, f (t, T ),
directly. Given the forward-rate curve, we then immeT
diately get D(t, T ) = exp[− t f (t, u) du].
In the general framework we have the SDE
df (t, T ) = α(t, T ) dt + σ (t, T ) dW (t)

(28)

for each fixed T > t, and where α(t, T ) is the drift
process (scalar), σ (t, T ) is an n × 1 vector process and W (t) is a standard n-dimensional Brownian
motion under the real-world measure P . For such
a model to be arbitrage-free, there must exist an
n × 1 vector process γ (t) (the market prices of risk)
such that
α(t, T ) = σ (t, T ) (γ (t) − S(t, T ))
where


T

S(t, T ) = −

σ (t, u) du.

(29)

t

The vector process S(t, T ) is of interest in its own
right as it gives us the volatilities of the zero-coupon
bonds: that is,
dD(t, T ) = D(t, T )[(r(t) + S(t, T ) γ (t)) dt
+ S(t, T ) dW (t)]
or
dD(t, T ) = D(t, T )[r(t) dt + S(t, T ) dW̃ (t)]
(30)
where W̃ (t) is a Q-Brownian motion. The last equation is central to model-building under Q: unless we
can write down the dynamics of a tradeable asset with
r(t) as the expected rate of return under Q, we will
not have an arbitrage-free model.
In fact, equation (30) is often taken as the starting point in a pricing exercise built on the HJM
framework. We derive the bond volatilities S(t, T )
from derivative prices and this then provides us
with sufficient information to derive the prices of
related derivatives. The market price of risk γ (t)
is only required if we are using the model in
an asset–liability modeling or dynamic financial
analysis (DFA) exercise where real-world dynamics
are required.

7

Returning to (28), the vector σ (t, T ) gives us what
is described as the volatility term-structure. Developing this volatility function is central to modelbuilding and accurate pricing of derivatives under the
HJM framework.
All of the short-rate models described earlier can
be formulated within the HJM framework. For example, the Vasicek and Hull & White models both have
σ (t, T ) = σ exp(−α(T − t)), which is deterministic.
In contrast, the CIR model has a stochastic
volatility
√
function, which is proportional to r(t). However,
the point of using the HJM framework is to think
in much more general terms rather than restrict ourselves to the use of the earlier short-rate models.
This added flexibility has made the approach popular
with practitioners because it allows easy calibration:
first, of the forward rates from, for example, the
LIBOR term structure; second, of the volatility term
structure by making reference to suitable interest-rate
derivatives.
Despite the advantages of HJM over the shortrate models, it was found to have some drawbacks:
some practical, some theoretical. First, many volatility term structures σ (t, T ) result in dynamics for
f (t, T ), which are non-Markov (i.e. with a finite
state space). This introduces path dependency to pricing problems, which significantly increases computational times. Second, there are generally no simple
formulae or methods for pricing commonly traded
derivatives such as caps and swaptions. Again, this
is a significant problem from the computational point
of view. Third, if we model forward rates as lognormal processes then the HJM model will ‘explode’
(e.g. see [28]). This last theoretical problem with
the model can be avoided by modeling LIBOR and
swap rates as log-normal (market models) rather than
instantaneous forward rates.

Other Assets as Numeraires
Another essential step forward in term-structure modeling was the realization that it is not necessary to
use the cash account, C(t), as the numeraire, or the
risk-neutral measure for pricing.
Instead, we can follow the following guidelines.
•
•

Let X(t) be the price at time t of any tradeable
asset that remains strictly positive at all times.
Let V (t) be the price of another tradeable asset.
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Find the measure QX equivalent to Q under
which V (t)/X(t) is a martingale. Here we find
first the SDE for V (t)/X(t) under Q. Thus, given
dV (t) = V (t)[r(t) dt + σV (t) dW̃ (t)]

(31)

and
dX(t) = X(t)[r(t) dt + σX (t) dW̃ (t)]
we get


d

V (t)
X(t)


=

(32)

V (t)
(σV (t)
X(t)

− σX (t)) ( dW̃ (t) − σX (t) dt).

(33)

t

Now define W X (t) = W̃ (t) − 0 σX (u) du. We
can then call on the Cameron–Martin–Girsanov
Theorem (see, e.g. [1]). This tells us that (provided σX (t) satisfies the Novikov condition),
there exists a measure QX equivalent to Q under
which W X (t) is a standard n-dimensional Brownian motion. We then have


V (t)
V (t)
d
=
(σV (t) − σX (t)) dW X (t).
X(t)
X(t)
(34)

•

In other words, V (t)/X(t) is a martingale under
QX as required.
Now note that the transformation from Q to QX
was independent of the choice of V (t) so that
the prices of all tradeable assets divided by the
numeraire X(t) are martingales under the same
measure QX .

This has some important consequences. First, suppose that we have a derivative contract that pays
V (T ) at time T . We can take X(t) = D(t, T ) as the
numeraire. Rather than use the previous notation, QX ,
for the new measure, it is common to use QT for this
specific type of numeraire. QT is called a forward
measure. The martingale property tells us that
 

V (t)
V (T ) 
Ft
(35)
= EQT
D(t, T )
D(T , T ) 
⇒ V (t) = D(t, T )EQT [V (T )|Ft ]

(36)

since D(T , T ) = 1. This pricing equation is certainly more appealing than the risk-neutral pricing
equations (18) and (27) because we no longer need
to work out the joint distribution of V (T ) and

T

exp(− t r(u) du) given Ft . On the other hand, we
still need to establish the distribution of V (T ) under
the new measure QT . How easy this is to do will
depend upon the model being used.
For general numeraires X(t), we also have the
general derivative pricing equation
 

V (t)
V (T ) 
Ft .
= EQX
(37)
X(t)
X(T ) 
Specific frameworks, which make further use of
this change of measure are the LIBOR market model
(where we use X(t) = D(t, Tk ) for derivative payments at Tk ) and the swap market model (where
we use X(t) = nk=1 D(t, Tk ) in relation to a swaption contract with exercise date T0 and where Tk =
T0 + kτ ). Further details can be found in the accompanying article on market models.

State-price Deflators and Kernel Functions
We have noted in the previous section that we can
price derivatives under Q or QX . If we make a careful
choice of our numeraire, X(t), then we can turn the
pricing problem back into one involving expectations
under the real-world measure P .
The existence of P and its equivalence to the riskneutral measure Q means that there exists a vector
process γ (t) which connects the risk-neutral and realworld Brownian motions: that is
dW̃ (t) = dW (t) + γ (t) dt.

(38)

If we have a complete market, then we can synthesize a self-financing portfolio with value X(t) and
SDE
dX(t) = X(t)[r(t) dt + γ (t) dW̃ (t)]
under Q

(39)

= X(t)[(r(t) + |γ (t)|2 ) dt + γ (t) dW (t)]
under P .

(40)

Now define A(t) = X(t)−1 . Then the derivative
pricing equation (37) becomes
V (t) =

EP [V (T )A(T )|Ft ]
.
A(t)

(41)

The process A(t) has a variety of names: stateprice deflator; deflator; and pricing kernel.
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State-price deflators provide a useful theoretical
framework when we are working in a multicurrency
setting. In such a setting, there is a different riskneutral measure Qi for each currency i. In contrast,
the measure used in pricing with state-price deflators
is unaffected by the base currency. Pricing using the
risk-neutral approach is still no problem, but we just
need to be a bit more careful.
Apart from this, both the risk-neutral and stateprice-deflator approaches to pricing have their pros
and cons. One particular point to note is that specific models often have a natural description under
one approach only. For example, the CIR model has
a straightforward description under the risk-neutral
approach, whereas attempting to describe it using the
state-price-deflator approach is unnecessarily cumbersome and quite unhelpful. For other models, the
reverse is true: they have a relatively simple formulation using the state-price-deflator approach and
are quite difficult to convert into the risk-neutral
approach.

Positive Interest
In this section, we will describe what is sometimes
referred to the Flesaker–Hughston framework ([13]
or the Potential approach [26]).
This approach is a simple variation on the stateprice-deflator approach and, with a seemingly simple
constraint, we can guarantee that interest rates will
remain positive (hence the name of this section).
The approach is deceptively simple. We start with
a sample space , with sigma-algebra F and associated filtration Ft . Let A(t) be a strictly positive
diffusion process adapted to Ft and let P̂ be some
probability measure associated with ( , F, Ft : 0 ≤
t < ∞). P̂ is called the pricing measure and may be
different from the equivalent, real-world measure P .
Rogers [26] and Rutkowski [27] investigated the
family of processes
D(t, T ) =

EP̂ [A(T )|Ft ]
A(t)

for 0 ≤ t ≤ T

(42)

for all T > 0. They proved that the processes D(t, T )
can be regarded as the prices of zero-coupon bonds
in the usual way, and that the proposed framework
gives arbitrage-free dynamics. Additionally, if V (T )
is some FT -measurable derivative payoff at time T ,
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then the price for this derivative at some earlier time
t is
E [A(T )V (T )|Ft ]
V (t) = P̂
.
(43)
A(t)
In addition, if A(t) is a supermartingale under
P̂ , (that is, EP̂ [A(T )|Ft ] ≤ A(t) for all 0 < t < T )
then, for each t, D(t, T ) is a decreasing function of
T implying that all interest rates are positive.
A year earlier Flesaker & Hughston [13] proposed
a special case of this where
 ∞
A(t) =
φ(s)M(t, s) ds
(44)
t

for some family of strictly-positive P̂ -martingales
M(t, s).
Despite the apparent simplicity of the pricing formulae, all of the potential difficulties come in the
model for A(t) and in calculating its expectation.
Specific examples were given in the original papers
by Flesaker & Hughston [13], Rutkowski [27] and
Rogers [26]. More recently, Cairns [7, 8] used the
Flesaker–Hughston framework to develop a family
of models suitable for a variety of purposes from
short-term derivative pricing to long-term risk management, such as dynamic financial analysis (DFA).

Markov-functional Models
Many (but not all) of the preceding models can
be described as Markov-functional models. This
approach to modeling was first described by Hunt,
Kennedy & Pelsser [18] (HKP) with further accounts
in [17, 23]. In many of these models, we were able to
write down the prices of both bonds and derivatives
as functions of a Markov process X(t). For example,
in most of the short-rate models (Vasicek, CIR,
Ho–Lee, Hull–White) prices are all functions of
the Markov, risk-free rate of interest, r(t). Equally,
with the positive-interest family of Cairns [7, 8]
all prices are functions of a multidimensional
Ornstein–Uhlenbeck process, X(t), (which is
Markov) under the pricing measure P̂ .
HKP generalize this as follows. Let X(t) be some
low-dimensional, time-homogeneous Markov diffusion process. Under a given pricing measure, P̂ ,
equivalent to the real-world measure P suppose that
X(t) is a martingale, and that prices are of the form
D(t, T ) = f (t, T , X(t)).

(45)
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Clearly, the form of the function f needs to
be restricted to ensure that prices are arbitrage-free.
For example, we can employ the Potential approach
to define the numeraire, A(t), as a strictly positive
function of X(t).
For a model to be a Markov-functional model
HKP, add the requirement that it should be possible
to calculate relevant prices efficiently: for example,
the prices of caplets and swaptions. Several useful
examples can be found in [17, 23].
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Interest-rate Risk and
Immunization
Interest-rate Risk
The term interest-rate risk refers to uncertainty in
an investor’s or financial institution’s future position,
which arises from uncertainty in the future termstructure of interest rates. This is best illustrated in
the context of asset–liability modeling.
As a simple example, suppose that an insurer has
a single liability of ¤ 1M payable at time 10. Suppose
that it is now time 0 and that we have a flat spotrate curve at 5%. The fair value of this liability is
thus
V (0) = 1 000 000e

−10×0.05

= 606 531

(1)

and at future times 0 < t ≤ 10 the fair value of the
liability will be
V (t) = 1 000 000P (t, 10)

(2)

where P (t, 10) is the price at time t for a zero-coupon
bond that matures at time 10. Equivalently this can be
written as V (t) = 1 000 000 exp[−(10 − t)R(t, 10)]
where R(t, 10) is the relevant spot rate.
The insurer can eliminate interest-rate risk by
purchasing, at time 0, 1 million zero-coupon bonds
maturing at time 10 (that is, if they choose to match
assets and liabilities). The value at any time t of this
portfolio is the same as the fair value of the liability. In particular, the portfolio will deliver exactly
1 000 000 at time 10, regardless of the level of interest
rates at that time.
Suppose instead that the insurer has available
¤V (0) at time 0 but uses this to purchase 20-year
zero-coupon bonds. At the present level of interest
rates this would mean 1 000 000P (0, 10)/P (0, 20) =
1 648 721 bonds. The insurers might have done this
because they feel that interest rates are likely to fall,
and by investing in longer-dated bonds this would
result in a profit.
First, let us look forward to time 10. If the 10-year
spot rate, R(10, 20), is still equal to 5% at that time
(all other rates are irrelevant) then the portfolio will
be worth precisely ¤ 1M. If R(10, 20) is less than 5%
(as predicted by the insurer) then they will make a
profit. However, if R(10, 20) is greater than 5% then
the insurer will make a loss.

In summary, by adopting a mismatched position,
the insurer is exposed to interest-rate risk.
Of course, the insurer may not hold the same
portfolio right up to time 10 but might wish to review
the situation at some intermediate time 0 < t < 10.
(This is obviously required for valuation purposes
and regulations.) In this case, the situation regarding
interest-rate risk is slightly more subtle. Now it is the
risk that market value of the portfolio at t is different
from the market value (fair value) of the liability. The
position is neutral if
V (t) = 1 000 000P (t, 10) = 1 648 721P (t, 20)
= 1 000 000e0.5 P (t, 20)
log P (t, 10)
= 0.5
P (t, 20)

(3)

⇐⇒ F (t, 10, 20) = 0.05

(4)

⇐⇒

where F (t, 10, 20) is the forward rate at time t for
delivery between times 10 and 20. If this forward
rate is less than 5% then the insurer will have made
a profit by time t and if it is less than 5% then
it will have made a loss. So we can see that it is
the relationship between the two zero-coupon-bond
prices rather than their absolute values, which is
important.
A more complex situation involving interest-rate
risk is a guaranteed annuity option (GAO) (see,
for example, [1, 5]). The basic contract without a
guarantee has a value of S(T ) at the maturity date T ,
where S(T ) could be linked to equity returns before
time T or it could be some fixed value. In this type of
contract, the value of the liability at the maturity date
has option-like characteristics. In particular, consider
the interest rate, R(t), used in the calculation of
annuity prices, ¤ a(R(t)) per ¤ 1 of annuity. In
a GAO contract, there is a threshold interest rate
R0 above which the option is not exercised and
the contract has a value of S(T ). If R(T ) < R0
then the option is in the money and the value of
the liability at T is S(T )a(R(T ))/a(R0 ) > S(T ). In
this contract, the underlying interest-rate risk is that
interest rates are low at time T . However, the insurer
could substantially reduce (theoretically eliminate)
this risk by adopting a dynamic hedging strategy.
Possible correlation between S(T ) and R(T ) is a
further complicating issue.
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Immunization
A popular method for managing interest-rate risk is
immunization, first formalized in an actuarial context
by Redington [4]. Some of his work was preceded
by that of Macaulay [3] who had developed the concept of the mean duration of a set of cash flows
(what we sometimes now refer to as the Macaulay
duration). Around the same time Haynes and Kirton [2] had noted that if assets were of longer date
than liabilities, then a general fall in interest rates
would be harmful and a rise beneficial to the health
of the fund. In a historical context, the 1952 papers
were central to the realization that actuaries should
not consider assets and liabilities in isolation. Instead,
they demonstrated that assets and liabilities must be
modeled as part of a single entity. Toward the end
of the twentieth century, with the advent of powerful
computers, this approach developed into the subjects
of asset–liability modeling and dynamic financial
analysis.
We consider a portfolio of liabilities and its relationship with a portfolio of bonds. Redington considered a simple model in which the market values of
both the assets and the liabilities are linked to a single interest rate. Here, we will generalize this slightly
to refer to immunization as a means of managing the
risks associated with parallel shifts in the yield curve.
Suppose that we have observed the current (time
0), instantaneous forward-rate curve f (0, T ) so that
zero-coupon-bond
prices are denoted by D(0, T ) =
t
exp(− 0 f (0, u) du). A ‘parallel shift of ’ in the
yield curve is interpreted as meaning that the forwardrate curve changes from f (0, T ) to f˜(0, T ) =
f (0, T ) + .
Suppose that VA () and VL () represent the values
of the assets and liabilities respectively after a parallel
shift of . The surplus is defined as S() = VA () −
VL ().
Redington [4] proposed that if the liabilities cannot be matched perfectly then the portfolio of bonds
should be invested in such a way that
1. S()|=0 = 0
2. S  ()|=0 = 0
3. S  ()|=0 > 0
Condition (1) ensures that we have no surplus or
deficit initially.
Condition (2) ensures that we have achieved duration matching: that is, we have equality between the

Macaulay durations of the assets and the liabilities
−

VA (0)
V  (0)
=− L .
VA (0)
VL (0)

(5)

Condition (3) indicates that the portfolio of assets
have a greater degree of convexity than the liabilities.
Such a portfolio is said to be immunized. It means
that if there are only small parallel shifts in the yield
curve then condition (2) tells us that the creation
of surplus/deficit will always be negligible, while
condition (3) tells us that they will always create
positive surplus.
From a theoretical point of view, maintaining an
immunized portfolio requires continuous rebalancing
of the portfolio. As interest rates change so do the
durations of the assets and the liabilities, and these
two quantities can change at different rates. This
means that the portfolio of assets needs to be altered
frequently to reequalize the durations. This could be
impractical to implement and possibly costly. From
the practical perspective, then, it is satisfactory for the
durations of the assets and liabilities to be reasonably
close without needing to be exactly equal.
Basic immunization theory (which considers only
parallel yield curve shifts) suggests the possibility of
arbitrage. In reality, the yield curve never has exact
parallel shifts (for example, changes at the long end of
the yield curve tend to be smaller than changes at the
short end) meaning that even immunized portfolios
can make losses.
Other problems can arise with the implementation
of an immunization policy. For example, if the liabilities have a very long duration (for example, some
deferred annuities) then there may not be any bonds
with a long enough term to maturity to immunize the
liabilities.
These comments do not invalidate immunization.
It is still a good way of managing some interest-rate
risks, but it does need to be used with caution.
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Itô Calculus
First Contact with Itô Calculus
From the practitioner’s point of view, the Itô calculus
is a tool for manipulating those stochastic processes
that are most closely related to Brownian motion.
The central result of the theory is the famous Itô
formula that one can write in evocative shorthand as
df (t, Bt ) = ft (t, Bt ) dt + 12 fxx (t, Bt ) dt
+ fx (t, Bt ) dBt .

(1)

Here the subscripts denote partial derivatives and
the differential dt has the same interpretation that
it has in ordinary calculus. On the other hand, the
differential dBt is a new object that needs some care
to be properly understood.
At some level, one can think of dBt as ‘increment of Brownian motion’, but, even allowing this,
one must somehow stir into those thoughts the considerations that would make dBt independent of the
information that one gains from observing {Bs : 0 ≤
s ≤ t}, the path of Brownian motion up to time t.
The passive consumer can rely on heuristics such
as these to follow some arguments of others, but
an informal discussion of dBt cannot take one very
far.
To gain an honest understanding of the Itô integral,
one must spend some time with its formal definition. The time spent need not be burdensome, and
one can advisably gloss over some details on first
reading. Nevertheless, without some exposure to its
formal definition, the Itô integral can only serve as a
metaphor.

Itô Integration in Context
The Itô integral is a mathematical object that is
only roughly analogous to the traditional integral of
Newton and Leibniz. The real driving force behind
the definition – and the effectiveness – of the Itô
integral is that it carries the notion of a martingale transform from discrete time into continuous
time.
The resulting construction is important for several
reasons. First, it provides a systematic method for
building new martingales, but it also provides the

modeler with new tools for specifying the stochastic
processes in terms of ‘differentials’. Initially, these
specifications are primarily symbolic, but typically,
they can be given rigorous interpretations, which
in turn allow one to forge a systematic connection
between stochastic processes and the classical fields
of ordinary and partial differential equations. The
resulting calculus for stochastic processes turns out
to be exceptionally fruitful both in theory and in
practice, and the Itô calculus is now widely regarded
as one of the most successful innovations of modern
probability theory.
The aims addressed here are necessarily limited
since even a proper definition of the Itô integral
can take a dozen pages. Nevertheless, after a brief
introduction to Itô calculus it is possible to provide
(1) a sketch of the formal definition of the Itô integral,
(2) a summary of the key features of the integral, and
(3) some discussion of the widely used Itô formula.
For a more complete treatment of these topics, as well
as more on their connections to issues of importance
for actuarial science, one can refer [1] or [4]. For
additional perspective on the theory of stochastic
calculus, one can refer [2] or [3].

The Itô Integral: A Three Step Definition
If {Bt : 0 ≤ t ≤ T } denotes Brownian motion on the
finite interval [0, T ] and if {f (ω, t): 0 ≤ t ≤ T }
denotes a well-behaved stochastic process whose
specific qualifications will be given later, then the
Itô integral is a random variable that is commonly
denoted by
 T
I (f )(ω) =
f (ω, t) dBt .
(2)
0

This notation is actually somewhat misleading since
it tacitly suggests that the integral on the right may be
interpreted in a way that is analogous to the classical
Riemann–Stieltjes integral. Unfortunately, such an
interpretation is not possible on an ω-by-ω basis
because almost all the paths of Brownian motion fail
to have bounded variation.
The definition of the Itô integral requires a more
subtle limit process, which perhaps is best viewed
as having three steps. In the first of these, one
simply isolates a class of simple integrands where
one can say that the proper definition of the integral
is genuinely obvious. The second step calls on a
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continuity argument that permits one to extend the
definition of the integral to a larger class of natural
processes. In the third step, one then argues that there
exists a continuous martingale that tracks the value
of the Itô integral when it is viewed as a function
of its upper limit; this martingale provides us with a
view of the Itô integral as a process.

The First Step: Definition on H20
The integrand of an Itô integral must satisfy some
natural constraints, and, to detail these, we first let
B denote the smallest σ -field that contains all of the
open subsets of [0, T ]; that is, we let B denote the set
of Borel sets of [0, T ]. We then take {Ft } to be the
standard Brownian filtration and for each t ≥ 0 we
take Ft × B to be the smallest σ -field that contains
all of the product sets A × B where A ∈ Ft and
B ∈ B. Finally, we say f (·, ·) is measurable provided
that f (·, ·) is FT × B measurable, and we will say
that f (·, ·) is adapted provided that f (·, t) is Ft
measurable for each t ∈ [0, T ]. One then considers
the class H2 = H2 [0, T ] of all measurable adapted
functions f that are square-integrable in the sense
that

 T
f 2 (ω, t) dt
E
0

 

=


T

f 2 (ω, t) dt dP (ω) < ∞.

(3)

0

If we write L2 (dt × dP ) to denote the set of functions
that satisfy (3), then by definition we have H2 ⊂
L2 (dt × dP ). In fact, H2 turns out to be one of
the most natural domains for the definition and
application of the Itô integral.
If we take f (ω, t) to be the indicator of the
interval (a, b] ⊂ [0, T ], then f (ω, t) is trivially an
element of H2 , and in this case, we quite reasonably
want to define the Itô integral by the relation

I (f )(ω) =

b

dBt = Bb − Ba .

(4)

a

Also, since one wants the Itô integral to be linear, the
identity (4) will determine how I (f ) must be defined
for a relatively large class of integrands. Specifically,
if we let H20 denote the subset of H2 that consists of
all functions that may be written as a finite sum of

the form
f (ω, t) =

n−1


ai (ω)1(ti < t ≤ ti+1 ),

(5)

i=0

where ai ∈ Fti , E(ai2 ) < ∞, and 0 = t0 < t1 < · · · <
tn−1 < tn = T , then linearity and equation (4) determine the value of I on H20 . Now, for functions of the
form (5) one simply defines I (f ) by the identity
I (f )(ω) =

n−1


ai (ω){Bti+1 − Bti }.

(6)

i=0

This formula completes the first step, the definition
of I on H20 , though naturally one must check that this
definition is unambiguous; that is, one must show that
if f has two representations of the form (5), then the
sums given by (6) provide the same values for I (f ).

The Second Step: Extension to H2
We now need to extend the domain of I from H20 to
all of H2 , and the key is to first show that I : H20 →
L2 (dP ) is an appropriately continuous mapping. In
fact, the following fundamental lemma tells us much
more.
Lemma 1 (Itô’s Isometry on H20 ). For f ∈ H20 we
have
||I (f )||L2 (dP ) = ||f ||L2 (dP ×dt) .
By the linearity of I : H20 → L2 (dP ), the Itô’s Isometry Lemma implies that I takes equidistant points
in H20 to equidistant points in L2 (dP ), so, in particular, I maps a Cauchy sequence in H20 into a Cauchy
sequence in L2 (dP ). The importance of this observation is underscored by the next lemma, which asserts
that any f ∈ H2 can be approximated arbitrarily well
by the elements of H20 .
Lemma 2 (H20 is dense in H2 ). For any f ∈ H2 ,
there exists a sequence {fn } with fn ∈ H20 such that
||f − fn ||L2 (dP ×dt) → 0 as n → ∞.
Now, for any f ∈ H2 , this approximation lemma
tells us that there is a sequence {fn } ⊂ H20 such that
fn converges to f in L2 (dP × dt). Also, for each n,
the integral I (fn ) is given explicitly by formula (6),
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so the obvious idea is to define I (f ) as the limit of
the sequence I (fn ) in L2 (dP ); that is, we set
def lim I (f ),
I (f ) =
n
n→∞

(7)

where the detailed interpretation of equation (7) is
that the random variable I (f ) is the unique element
of L2 (dP ) such that ||I (fn ) − I (f )||L2 (dP ) → 0 as
n → ∞. This completes the definition of I (f ),
except for one easy exercise; it is still necessary
to check that the random variable I (f ) does not
depend on the specific choice that one makes for the
approximating sequence {fn : n = 1, 2, . . .}.

The Third Step: Itô’s Integral as a Process
The map I : H2  → L2 (dP ) permits one to define the
Itô integral over the interval [0, T ], but to connect
the Itô integral with stochastic processes we need to
define the Itô’s integral on [0, t] for each 0 ≤ t ≤ T
so that when viewed collectively these integrals will
provide a continuous stochastic process.
This is the most delicate step in the construction
of the Itô integral, but it begins with a straightforward
idea. If one sets

1 if s ∈ [0, t]
(8)
mt (ω, s) =
0 otherwise,
then for each f ∈ H2 [0, T ] the product mt f is in
H2 [0, T ], and I (mt f ) is a well-defined element of
L2 (dP ). A natural candidate for the process version
of Itô’s integral is then given by
Xt (ω) = I (mt f )(ω).

(9)

Sadly, this candidate has problems; for each 0 ≤ t ≤
T the integral I (mt f ) is only defined as an element
of L2 (dP ), so the value of I (mt f ) can be specified
arbitrarily on any set At ∈ Ft with P (At ) = 0. The
union of the At over all t in [0, T ] can be as large as
the full set , so, in the end, the process Xt suggested
by (9) might not be continuous for any ω ∈ .
This observation is troubling, but it is not devastating. With care (and help from Doob’s maximal
inequality), one can prove that there exists a unique
continuous martingale Xt that agrees with Xt with
probability 1 for each fixed t ∈ [0, T ]. The next theorem gives a more precise statement of this crucial
fact.
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Theorem 1 (Itô Integrals as Martingales). For any
f ∈ H2 [0, T ], there is a process {Xt : t ∈ [0, T ]} that
is a continuous martingale with respect to the standard Brownian filtration Ft and such that the event
{ω: Xt (ω) = I (mt f )(ω)}
has probability one for each t ∈ [0, T ].
This theorem now completes the definition of
the Itô integral of f ∈ H2 ; specifically, the process
{Xt : 0 ≤ t ≤ T } is a well-defined continuous martingale, and the Itô integral of f is defined by the
relation
 t
def X
f (ω, t) dBt =
for t ∈ [0, T ]. (10)
t
0

An Extra Step: Itô’s Integral on L2LOC
The class H2 provides one natural domain for the Itô
integral, but with a little more work, one can extend
the Itô integral to a larger space, which one can argue
is the most natural domain for the Itô integral. This
space is known as L2LOC , and it consists of all adapted,
measurable functions f :  × [0, T ]  →  for which
we have

 T
f 2 (ω, t) dt < ∞ = 1.
(11)
P
0

Naturally, L2LOC contains H2 , but L2LOC has some
important advantages over H2 . In particular, for
any continuous g:  → , the function given by
f (ω, t) = g(Bt ) is in L2LOC simply because for each
ω the continuity of Brownian motion implies that the
mapping t  → g(Bt (ω)) is bounded on [0, T ].
To indicate how the Itô integral is extended from
H20 to L2LOC , we first note that an increasing sequence
of stopping times is called an H2 [0, T ] localizing
sequence for f provided that one has
fn (ω, t) = f (ω, t)1(t ≤ νn ) ∈ H2 [0, T ]∀n
(12)
and
∞
{ω: νn = T } = 1

P
n=1

(13).
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For example, one can easily check that if f ∈
L2LOC [0, T ], then the sequence
  s
τn = inf s:
f 2 (ω, t) dt ≥ n or s ≥ T
(14)
0

is an H [0, T ] localizing sequence for f .
Now, to see how the Itô integral is defined on
L2LOC , we take f ∈ L2LOC and let {νn } be a localizing
sequence for f ; for example, one could take νn = τn
where τn is defined by (14). Next, for each n, take
{Xt,n } to be the unique continuous martingale on
[0, T ] that is a version of the Itô integral of I (mt g)
and where g(ω, s) = f (ω, s)1(s ≤ νn (ω)). Finally,
we define the Itô integral for f ∈ L2LOC [0, T ] to be
the process given by the limit of the processes {Xt,n }
as n → ∞. More precisely, one needs to show that
there is a unique continuous process {Xt : 0 ≤ t ≤ T }
such that
2

P Xt = lim Xt,n = 1∀t ∈ [0, T ];
n→∞

(15)

so, in the end, we can take the process {Xt } to be
our Itô integral of f ∈ L2LOC over [0, t], 0 ≤ t ≤ T .
In symbols, we define the Itô integral of f by setting
 t
def X (ω) for t ∈ [0, T ]. (16)
f (ω, s) dBs =
t
0

Some work is required to justify this definition, and
in particular, one needs to show that the defining
limit (16) does not depend on the choice that we
make for the localizing sequence, but once these
checks are made, the definition of the Itô integral
on L2LOC is complete. The extension of the Itô
integral from H2 to L2LOC introduces some intellectual
overhead, and one may wonder if the light is worth
the candle; be assured, it is. Because of the extension
of the Itô integral from H2 to L2LOC , we can now
consider the Itô integral of any continuous function of
Brownian motion. Without the extension, this simple
and critically important case would have been out of
our reach.

Some Perspective and Two Intuitive
Representations
In comparison with the traditional integrals, one may
find that the time and energy required to define
the Itô integral is substantial. Even here, where all
the proofs and verifications have been omitted, one

needed several pages to make the definition explicit.
Yet, oddly enough, one of the hardest parts of the
theory of Itô calculus is the definition of the integral;
once the definition is complete, the calculations that
one finds in the rest of the theory are largely in line
with the familiar calculations of analysis.
The next two propositions illustrate this phenomenon, and they also add to our intuition about
the Itô integral since they reassure us that at least in
some special cases, the Itô integrals can be obtained
by formulas that remind us of the traditional Riemann
limits. Nevertheless, one must keep in mind that even
though these formulas are intuitive, they covertly lean
on all the labor that is required for the formal definition of the Itô integral. In fact, without that labor,
the assertions would not even be well-defined.
Proposition 1 (Riemann Representation). For any
continuous f :  → , if we take the partition of
[0, T ] given by ti = iT /n for 0 ≤ i ≤ n, then we have
lim

n→∞

n




T

f (Bti−1 )(Bti − Bti−1 ) =

f (Bs ) dBs ,
0

i=1

where the limit is understood in the sense of convergence in probability.
Proposition 2 (Gaussian Integrals). If f ∈ C[0, T ],
then the process defined by

Xt =

t

f (s) dBs t ∈ [0, T ]

0

is a mean zero Gaussian process with independent
increments and with covariance function


s∧t

Cov(Xs , Xt ) =

f 2 (u) du.
0

Moreover, if we take the partition of [0, T ] given by
ti = iT /n for 0 ≤ i ≤ n and ti∗ satisfies ti−1 ≤ ti∗ ≤ ti
for all 1 ≤ i ≤ n, then we have
lim

n→∞

n

i=1

f (ti∗ )(Bti


− Bti−1 ) =

T

f (s) dBs ,
0

where the limit is understood in the sense of convergence in probability.
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Itô’s Formula
The most important result in the Itô calculus is Itô’s
formula, for which there are many different versions.
We will first consider the simplest.
Theorem 2 (Itô’s Formula). If the function f :   →
 has a continuous second derivative, then one has
the representation

 t
1 t 

f (Bs ) dBs +
f (Bs ) ds.
f (Bt ) = f (0) +
2 0
0
(17)
There are several interpretations of this formula,
but perhaps it is best understood as a version of
the fundamental theorem of calculus. In one way
the analogy is apt; this formula can be used to
calculate Itô integrals in much the same way that
the fundamental theorem of calculus can be used to
calculate traditional definite integrals. In other ways
the analogy is less apt; for example, one has an extra
term in the right hand sum, and, more important,
the expression Bs that appears in the first integral is
completely unlike the dummy variable that it would
represent if this integral were understood in the sense
of Riemann.

A Typical Application
If F ∈ C 2 () and F  = f with F (0) = 0, then Itô’s
formula can be rewritten as

 t
1 t 
f (Bs ) dBs = F (Bt ) −
f (Bs ) ds, (18)
2 0
0
and in this form it is evident that Itô’s formula can be
used to calculate many interesting Itô integrals. For
example, if we take F (x) = x 2 /2 then f (Bs ) = Bs ,
f  (Bs ) = 1, and we find
 t
1
1
(19)
Bs dBs = Bt2 − t.
2
2
0
In other words, the Itô integral of Bs on [0, t] turns
out to be just a simple function of Brownian motion
and time. Moreover, we know that this Itô integral
is a martingale, so, among other things, this formula
reminds us that Bt2 − t is a martingale, a basic fact
that can be checked in several ways.
A second way to interpret Itô’s formula is as a
decomposition of f (Bt ) into components that are
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representative of noise and signal. The first integral
of equation (17) has mean zero and it captures
information about the local variability of f (Bt ) while
the second integral turns out to capture all of the
information about the drift of f (Bt ). In this example,
we see that Bt2 can be understood as a process with
a ‘signal’ equal to t and a ‘noise component’ Nt that
is given by the Itô integral
 t
Bs dBs .
(20)
Nt = 2
0

Brownian Motion and Time
The basic formula (17) has many useful consequences, but its full effect is only realized when it is
extended to accommodate the function of Brownian
motion and time.
Theorem 3 [Itô’s Formula with Space and Time
Variables]. If a function f : + ×  →  has a continuous derivative in its first variable and a continuous
second derivative in its second variable, then one has
the representation
 t
∂f
f (t, Bt ) = f (0, 0) +
(s, Bs ) dBs
0 ∂x

 t
1 t ∂ 2f
∂f
+
(s, Bs ) ds.
(s, Bs ) ds +
2 0 ∂x 2
0 ∂t
One of the most immediate benefits of this version of
Itô’s formula is that it gives one a way to recognize
when f (t, Bt ) is a local martingale. Specifically,
if f ∈ C 1,2 (+ × ) and if f (t, x) satisfies the
equation
1 ∂ 2f
∂f
=−
,
∂t
2 ∂x 2

(21)

then the space–time version of Itô’s formula immediately tells us that Xt can be written as the Itô integral
of fx (t, Bt ). Such an integral is always a local martingale, and if the representing integrand is well-behaved
in the sense that

 
T
∂f 2
(t, Bt ) dt < ∞,
(22)
E
∂x
0
then in fact Xt is an honest martingale on 0 ≤ t ≤ T .
To see the ease with which this criterion can
be applied, consider the process Mt = exp(αBt −
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α 2 t/2) corresponding to f (x, t) = exp(αx − α 2 t/2).
In this case, we have
1
∂f
= − α2 f
∂t
2

and

∂ 2f
= α 2 f,
∂x 2

(23)

so the differential condition (21) is satisfied. As a
consequence, we see that Mt is a local martingale,
but it is also clear that Mt is an honest martingale
since the H2 condition (22) is immediate. The same
method can be used to show that Mt = Bt2 − t and
Mt = Bt are martingales. One only has to note that
f (t, x) = x 2 − t and f (t, x) = x satisfy the PDE
condition (21), and in both cases we have f (t, Bt ) ∈
H2 .
Finally, we should note that there is a perfectly
analogous vector version of Itô’s formula, and it
provides us with a corresponding criterion for a
function of time and several Brownian motions to
be a local martingale.
Theorem 4 (Itô’s Formula – Vector Version). If
f ∈ C 1,2 (+ × d ) and if Bt is standard Brownian
motion in d , then
df (t, Bt ) = ft (t, Bt ) dt
+ ∇f (t, Bt ) dBt + 12 f (t, Bt ) dt.
From this formula, we see that if f ∈ C 1,2 (+ × d )
and Bt is standard Brownian motion in d , then the
process Mt = f (t, Bt ) is a local martingale provided
that
ft (t, x) = − 12 f (t, x).

(24)

If we specialize this observation to functions that
depend only on x, we see that the process Mt =
f (Bt ) is a local martingale provided that f = 0;
that is, Mt = f (Bt ) is a local martingale provided
that f is a harmonic function. This observation provides a remarkably fecund connection between Brownian motion and classical potential theory, which is
one of the richest branches of mathematics.

The Itô Shorthand and More General
Integrals
Formulas of the Itô calculus can be lengthy when
written out in detail, so it is natural that shorthand

notation has been introduced. In particular, if Xt is a
process that with a representation of the form
 t
 t
Xt =
a(ω, s) ds +
b(ω, s) dBs , (25)
0

0

for some suitable processes a(ω, s) and b(ω, s), then
it is natural to write this relationship more succinctly
with the shorthand
dXt = a(ω, t) dt + b(ω, t) dBt ,

X0 = 0.

(26)

Expressions such as dXt , dBt , and dt are highly
evocative, and the intuition one forms about them
is important for the effective use of the Itô calculus.
Nevertheless, in the final analysis, one must always
keep in mind that entities like dXt , dBt , and dt draw
all of their meaning from their longhand interpretation. To prove a result that relies on these freeze-dried
expressions, one must be ready – at least in principle – to first reconstitute them as they appear in the
original expression (25).
With this caution in mind, one can still use the
intuition provided by the terms like dXt to suggest
new results, and, when one follows this path, it is
natural to define the dXt integral of f (t, ω) by setting
 t
 t
def
f (ω, s) dXs =
f (ω, s)a(ω, s) ds
0


+

0

t

f (ω, s)b(ω, s) dBs .

(27)

0

Here, of course, one must impose certain restrictions on f (ω, t) for the last two integrals to make
sense, but it would certainly suffice to assume that
f (ω, t) is adapted and that it satisfies the integrability
conditions
•
•

f (ω, s)a(ω, s) ∈ L1 (dt) for all ω in a set of
probability 1 and
f (ω, s)b(ω, s) ∈ L2LOC .

From Itô’s Formula to the Box Calculus
The experience with Itô’s formula as a tool for
understanding the dBt integrals now leaves one with
a natural question: is there an appropriate analog
of Itô’s formula for dXt integrals? That is, if the
process Xt can be written as a stochastic integral of
the form (27) and if g(t, y) is a smooth function, can
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we then write the process Yt = g(t, Xt ) as a sum of
terms that includes a dXt integral?
Naturally, there is an affirmative answer to this
question, and it turns out to be nicely expressed with
the help from a simple formalism that is usually
called the box calculus, though the term box algebra
would be more precise. This is an algebra for the set
A of linear combinations of the formal symbols dt
and dBt , where the adapted functions are regarded
as the scalars. In this algebra, the addition operation
is just the usual algebraic addition, and products are
then computed by the traditional rules of associativity
and transitivity together with a multiplication table
for the special symbols dt and dBt . The new rules
one uses are simply
dt dt = 0,

dt dBt = 0, and dBt dBt = dt.

As an example of the application of these rules, one
can check that the product
(a dt + b dBt )(α dt + β dBt )
can be simplified by associativity and commutativity
to give
aα dt dt + aβ dt dBt + bα dBt dt
+ bβ dBt dBt = bβ dt.

(28)

If one uses this formal algebra for the process
Xt , which we specified in longhand by (25) or in
shorthand by (26), then one has the following general
version of Itô’s formula
df (t, Xt ) = ft (t, Xt ) dt + fx (t, Xt ) dXt
+ 12 fxx (t, Xt ) dXt dXt .

(29)

This simple formula is an exceptionally productive
formula, and it summarizes a vast amount of useful
information.
In the simplest case, we see that by setting Xt =
Bt , the formula (29) quietly recaptures space–time
version of Itô’s formula. Still, it is easy to go much
farther. For example, if we take Xt = µt + σ Bt so
Xt is Brownian motion with drift, or if we take
Xt = exp(µt + σ Bt ) so Xt is Geometric Brownian
motion, the general Itô formula (29) painlessly produces formulas for df (t, Xt ) which otherwise could
be won only by applying the space–time version of
Itô’s formula together with the tedious and errorprone applications of the chain rule.
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To address novel examples, one naturally needs
to provide a direct proof of the general Itô formula,
a proof that does not go through the space–time
version of Itô’s formula. Fortunately, such a proof is
not difficult, and it is not even necessary to introduce
any particularly new technique. In essence, a properly
modified repetition of the proof of the space–time
Itô’s formula will suffice.

Concluding Perspectives
Itô’s calculus provides the users of stochastic models with a theory that maps forcefully into some of
the most extensively developed area of mathematics,
including the theory of ordinary differential equations, partial differential equations, and the theory
of harmonic functions. Itô’s calculus has also led to
more sophisticated versions of stochastic integration
where the role of Brownian motion can be replaced
by any Lévy process, or even by more general processes. Moreover, Itô calculus has had a central role
in some of the most important developments of financial theory, including the Merton and Black–Scholes
theories of option pricing.
To be sure, there is some overhead involved in the
acquisition of a fully functioning background in the
Itô calculus. One also faces substantial limitations on
the variety of models that are supported by the Itô
calculus; the ability of diffusion models to capture
the essence of empirical reality can be marvelous,
but in some contexts the imperfections are all too
clear. Still, despite its costs and its limitations,
the Itô calculus stands firm as one of the most
effective tools we have for dealing with models
that hope to capture the realities of randomness and
risk.
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Life Insurance
This article describes the main features and types of
life insurance, meaning insurance against the event of
death. Life insurers also transact annuity business.

Long-term Insurance
The distinguishing feature of life insurance is that it
provides insurance against the possibility of death,
often on guaranteed terms, for very long terms. For
that reason it is sometimes referred to as ‘long-term
business’. Of course, it is also possible to insure risks
of death over very short terms, or to have frequent
reviews of premium rates, as is usual under nonlife insurance. In the context of life insurance, this
system is called assessmentism. But because the probability of dying during a short period, such as a year,
increases rapidly with age (see Mortality Laws) and
these probabilities would naturally be the basis for
charging premiums, life insurance written along the
lines of assessmentism becomes just as rapidly less
affordable as the insured person ages. Moreover, deteriorating health might result in cover being withdrawn
some years before death. The modern system of life
insurance was initiated by the foundation of the Equitable Life Assurance Society in London in 1762,
when James Dodson described how a level premium
could be charged, that would permit the insurance
cover to be maintained for life [15] (see Early Mortality Tables; History of Actuarial Science). Long
familiarity makes it easy to forget just how ingenious
an invention this was.
The chief drawback of assessmentism – that
human mortality increased rapidly with age – in fact
was the key to the practicability of Dodson’s system.
The level premium was calculated to be higher than
the premium under assessmentism for some years
after the insurance was purchased. Starting with a
group of insured people, this excess provided an
accumulating fund, of premiums received less claims
paid, which could be invested to earn interest. As the
group aged, however, the level premium eventually
would fall below that charged under assessmentism,
but then the fund could be drawn upon to make
good the difference as the aged survivors died. The
level premium could, in theory, be calculated so
that the fund would be exhausted just as the last

survivor might be expected to die. See Figure 1 for
an example, based on the Swedish M64 (Males) life
table. It is easy to see why a similar system of
level premiums might not be a sound method of
insuring a long-term risk that decreased with age, as
the insured person would have little incentive to keep
the insurance in force at the same rate of premium in
the later years.
The level premium system, while solving one
problem, introduced others, whose evolving solutions
became the province of the actuary, and as it became
the dominant method of transacting life insurance
business, eventually, it gave rise to the actuarial
profession. We mention three of the problems that
have shaped the profession:
•

•

•

A life table was needed in order to calculate the
level premium; thus actuaries adopted as their
own the scientific investigation of mortality. (A
life table was also needed to calculate premiums
under assessmentism, but its short-term nature
did not lock the insurer into the consequences of
choosing any particular table.)
An understanding of the accumulation of invested
funds was necessary because of the very long
terms involved; thus actuaries were early proponents of what we would now call financial
mathematics.
It was necessary to check periodically that the
assets were sufficient to meet the liabilities, leading to methods of valuing long-term liabilities
(see Valuation of Life Insurance Liabilities).

A form of assessmentism remains in common use
for group life insurance in which an employer (typically) buys life insurance cover for a workforce. A
large enough group of persons, of varying ages, with
young people joining and older people leaving, represents a reasonably stable risk in aggregate, unlike
the rapidly increasing risk of death of an individual
person, so this business is closer to non-life insurance
than to long-term individual life insurance.

Conventional Life Insurance Contracts
Here we describe the basic features of conventional
life insurance benefits. We use ‘conventional’ to
distinguish the forms of life insurance that have been
transacted for a very long time, sometimes since the
very invention of the level premium system, from
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Figure 1 An illustration of the level premium principle, showing the premiums payable per $1 of life cover at the ages
shown along the bottom. The increasing line is the force of mortality according to the Swedish M64 (Males) life table;
this represents the premium that would be charged under assessmentism, regardless of the age at which life insurance was
purchased, if the M64 table was used to calculate premiums. The level lines show the level premiums that would be payable
by a person age 40, 50, 60, or 70, buying life cover until age 80

those that are distinctly modern, and could not be
transacted without computers.
•
•

The policy term is the period during which the
insurance will be in force, and the insurer at risk.
The sum assured is the amount that will be paid
on, or shortly after, death. It is often a level
amount throughout the policy term, but for some
purposes, an increasing or decreasing sum assured
may be chosen; for example, the insurance may
be covering the outstanding amount under a loan,
which decreases as the loan is paid off.

We list the basic forms of life insurance benefit here. Most actuarial calculations involving these
benefits make use of their expected present values
(EPVs) and these are used so frequently that they
often have a symbol in the standard international
actuarial notation; for convenience we list these
as well. Note that the form of the benefit does not
define the scheme of premium payment; level premiums as outlined above, and single premiums paid
at inception, are both common, but other patterns of
increasing or decreasing premiums can be found.
•

A whole of life insurance pays the sum assured on
death at any future age. It is also sometimes called

•

•

a permanent assurance. The EPV of a whole of
life insurance with sum assured $1, for a person
who is now age x, is denoted Ax if the sum
assured is payable immediately on death, or Ax
if it is paid at the end of the year of death (most
contracts guarantee the former, subject only to
the time needed to administer a claim, but the
latter slightly odd-looking assumption facilitates
calculations using life tables that tabulate survival
probabilities (or, equivalently, the function lx ) at
integer ages).
A term insurance, also called a temporary insurance, has a fixed policy term shorter than the
whole of life. The EPV of a term insurance with
sum assured $1, for a person who is now age x,
1
with remaining term n years, is denoted Ax:n
if
the sum assured is payable immediately on death,
1
or Ax:n
if it is paid at the end of the year of death
(if death occurs within n years).
A pure endowment also has a fixed policy term
shorter than the whole of life, but the sum assured
is paid out at the end of that term provided the
insured person is then alive; nothing is paid if
death occurs during the policy term. The EPV of
a pure endowment with sum assured $1, for a
person who is now age x, with remaining term n
years, is denoted Ax:n1 , or alternatively n Ex .
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•

An endowment insurance is a combination of a
term insurance and a pure endowment. It is a
savings contract that delivers the sum assured at
the end of the policy term, but also pays a sum
assured (often but not always the same) on earlier
death. The EPV of an endowment insurance with
sum assured $1, for a person who is now age x,
with remaining term n years, is denoted Ax:n if
the sum assured is payable immediately on death,
or Ax:n if it is paid at the end of the year of death
(if death occurs within n years). Since expected
values behave linearly, we clearly have
1
1
Ax:n = Ax:n
+ Ax:n1 and Ax:n = Ax:n
+ Ax:n1 .

(1)
•

•

A joint life insurance is written on more than
one life. The type of benefit can be any of
those described above, and it is only necessary
to specify the precise event (other than the end of
the policy term) that will cause the sum assured
to be paid. Common types (taking whole of life
insurance as examples) are:
– Joint life first death insurance, payable when
the first of several lives dies. The EPV of a
joint life, first death, whole of life insurance
with sum assured $1, for two persons now age
x and y, is denoted Ax:y if the sum assured
is payable immediately on the first death, or
Ax:y if it is paid at the end of the year of the
first death.
– Joint life last death insurance, payable when
the last of several lives dies. The EPV of a
joint life, last death, whole of life insurance
with sum assured $1, for two persons now age
x and y, is denoted Ax:y if the sum assured is
payable immediately on the second death, or
Ax:y if it is paid at the end of the year of the
second death.
A contingent insurance has a sum assured that
is payable when the insured person dies within
the policy term, but only if some specified event
(often the death of another person) has happened
first, or has not happened first. For example,
consider a policy with sum assured $1, payable
on the death of a person now age y, but contingent
upon the death or survival of another person
now age x, denoted (x). The benefit may be
payable provided (x) is still alive, and then its
EPV is denoted Ax:y1 . Or, it may be payable
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provided (x) has already died, and then its EPV
is denoted Ax:y2 . The notation can be extended
to any number of lives, and any combination of
survivors and prior deaths that may be needed.
Such problems usually arise in the context of
complicated bequests or family trusts. We clearly
have the relations
Ax:y1 + Ax:y2 = Ay ,

(2)

1
Ax:y1 + Ax:y
= Ax:y ,

(3)

2
Ax:y
+ Ax:y = Ax:y .

(4)

2

Other forms of life insurance benefit, mainly relating to increasing or decreasing sums assured, are also
found; see [4, 11, 13], for detailed accounts.

Premiums and Underwriting
A life insurance contract may be paid for by a single
premium at outset, or by making regular payments
while the insurance remains in force, or over an
agreed shorter period. Regular premiums may be
level or may vary.
The amount of the premiums will be determined
by the actuarial basis that is used, namely the assumptions that are made about future interest rates, mortality, expenses, and possibly other factors such as
the level of lapses or surrenders (see Surrenders
and Alterations), and the cost of any capital that
is needed to support new business.
The terms that will be offered to any applicant will
be subject to financial and medical underwriting (see
Life Table).
•

•

Many familiar forms of insurance indemnify the
insured against a given loss of property. Life
insurance does not, and the quantum of insurance
is largely chosen by the insured. The scope for
moral hazard is clear, and financial underwriting
is needed to ensure that the sum assured is not
excessive in relation to the applicant’s needs or
resources.
The applicant will have to answer questions about
his or her health in the proposal form, and this
basic information may be supplemented by a
report from the applicant’s doctor, or by asking
the applicant to undergo a medical examination.
These more expensive procedures tend to be used
only when the answers in the proposal form
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indicate that it would be prudent, or if the sum
assured is high, or if the applicant is older; see [5,
12], for a detailed account.

Participating and Nonparticipating
Business
Any insurer makes a loss if they charge inadequate
premiums, and a non-life insurer will constantly monitor the claims experience so that premiums may be
kept up-to-date. The opportunity to do this is much
reduced for a life insurer, because the experience
takes so long to be worked out. Therefore it has
always been evident that prudent margins should be
included in the premiums so that the chance that they
will turn out to be insufficient is reduced to a very low
level. For basic life insurance, this means that premiums should be calculated assuming: (a) that mortality
will be worse than is thought likely; (b) that the
assets will earn less interest than is thought likely;
and (c) that the expenses of management will turn
out to be higher than is thought likely. The future
course of these three elements – mortality, interest,
and expenses – must be assumed in order to calculate a premium, and this set of assumptions is called
the premium basis in some countries, or the firstorder basis in others (see Technical Bases in Life
Insurance).
A consequence of this cautious approach is that,
with high probability, the premiums will be more than
sufficient to pay claims, and over time a substantial
surplus (see Surplus in Life and Pension Insurance) will build up. Provided it is not squandered
incautiously, this surplus may be returned to the policyholders in some form, so that they are rewarded for
the contribution that their heavily loaded premiums
have made to the security of the collective. This is
known as participation in the profits of the company.
In some jurisdictions (e.g. Denmark and Germany)
it has been the practice that all life insurance contracts of all types participate in profits; in others
(e.g. the UK) not all contracts participate in profits,
and two separate classes of business are transacted:
participating business (also known as with-profits
business) and nonparticipating business (also known
as nonprofits or without-profits business). Typically,
with-profits business has included mainly contracts
whose purpose is savings (whole of life and endowment insurances) and whose premiums have included

a very substantial loading intended to generate investment surpluses, while nonprofit business has mainly
included contracts whose purpose is pure insurance
(term insurances). Note, however, that unit-linked
business is nonparticipating.
Surpluses give rise to two important actuarial
problems: how to measure how much surplus has
been earned and may safely be distributed, and then
how to distribute it? The first of these is a central
theme of the valuation of life insurance liabilities.
Surpluses may be returned to participating policyholders in many ways; in cash, by reducing their
premiums, or by enhancing their benefits. Collectively, these may be called bonus systems, and aspects
of these are described in Participating Business and
Surplus in Life and Pension Insurance; see also [6,
7, 16].

Valuation of Liabilities
The keystone of the actuarial control of life insurance
business is the valuation of life insurance liabilities.
Ever since the invention of participating business,
the valuation has struggled to meet two conflicting
aims: a conservative basis of valuation is appropriate in order to demonstrate solvency, but a realistic
basis of valuation is needed in order to release surplus for distribution to participating policyholders and
to shareholders in an equitable manner. In addition,
there was persistent debate over the very methodology that should be used, especially in countries whose
insurance law allowed some freedom in this regard.
The so-called gross premium methods made explicit
assumptions about future premiums, expenses, and
bonuses, while net premium (or pure premium) methods made highly artificial assumptions [6, 7, 16, 17].
Perhaps surprisingly from an outside perspective,
the net premium method predominated in many jurisdictions, even being mandatory under harmonized
insurance regulation in the European Community.
There were, however, good practical reasons for this.
Under certain circumstances (including fairly stable
interest rates, identical pricing and valuation bases,
and a uniform reversionary bonus system) the net premium method did provide a coherent mathematical
model of the business (see Life Insurance Mathematics). In many countries, insurance regulation
tended to enforce these circumstances, for example, by constraining the investment of the assets, or
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the form of the bonus system, or the relationship
between the pricing and valuation bases. In others,
particularly the United Kingdom, there were no such
constraints, and developments such as the investment
of with-profits funds in equities and the invention
of terminal bonuses meant that the use of the net
premium method, in some respects, obscured rather
than revealed the true state of the business, at least
to outside observers.
Both net and gross premium methods are simple
to use with conventional business, lending themselves
to the use of aggregated rather than individual policy
data, and without computers this is important. It is
difficult, however, even to formulate the equivalent
of a net premium method of valuation for nonconventional business such as unit-linked.
Discussions of ways to strengthen solvency reporting began in the 1960s, with arguments for and
against the introduction of explicit solvency margins,
as opposed to those implicit in a conservative valuation basis (e.g. [1, 14, 18]), which resulted in the
introduction of an explicit solvency margin in Europe,
risk-based capital in the United States, and Minimum Continuing Capital and Surplus Requirements
in Canada. These margins were simple percentages of
certain measures of exposure to risk; for example, in
Europe, the basic requirement was 4% of mathematical reserves and 0.3% of sums at risk; in the United
States, many more risk factors were considered (the
so-called C-1 to C-4 risks), similarly in Canada, but
the principles were the same. These approaches may
be said, broadly, to belong to the 1980s and, however
approximately, they began a move towards separate
reporting requirements for earnings and for solvency,
that has gathered pace to this day.

Modern Developments
Modern developments in life insurance have been
intimately associated with the rise of cheap,
widespread computing power. Indeed, this may be
said to have opened the way to a fundamental
change in the actuarial approach to life insurance.
A glance back at the actuarial textbooks on life
insurance mathematics up to the 1980s [11, 13], will
show an emphasis on computations using life tables,
while textbooks on life insurance practice would be
concerned with issues such as approximate methods
of valuation of a life insurer’s liabilities. Much of the
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technique of actuarial science used to be the reduction
of complex calculations to manageable form, but the
need for this has been greatly reduced by computing
power. Indeed the authors of [4], a modern textbook,
said in their introduction:
‘This text represents a first step in communicating
the revolution in the actuarial profession that is
taking place in this age of high-speed computers.’

This freedom from arithmetical shackles has allowed
modern actuaries to focus on the underlying probabilistic risk models, a development that has been,
and is being, propelled by risk measurement and
risk management techniques based on models being
adopted by regulators worldwide.
Computing power allowed new products to be
developed, that simply could not have been managed
using traditional actuarial techniques and manual
clerical labor. Unit-linked insurance is an example.
Briefly, it allows each policyholder to direct their premiums into one or more funds invested in specified
types of assets, and the value of their investment in
each fund then moves precisely in line with the prices
of the underlying assets. This is achieved by dividing
each fund into identical units, that the policyholder
‘buys’ and ‘sells’, so it is very like a unit trust (UK)
or mutual fund (USA) with a life insurance ‘wrapper’. Charges are levied explicitly in order to meet
the insurer’s expenses and provide a profit margin.
Explicit charges can also be used to pay for insurance
benefits such as life cover. Unit-linked policies ought
to be transparent, compared with traditional withprofits policies, although they support a rich variety
of charging structures that policyholders tend to find
unclear. Their very essence is that they may be tailored to the needs of each policyholder, whereas conventional policies such as endowments are strongly
collective, with shared tariffs and bonus scales. Only
computers made this individuality feasible.
Once such a variety of products are marketed,
questions of consistency arise, from the viewpoints
of equity and profitability. Under conventional business, tariffs and bonuses would be set in an effort
to achieve fairness, however rough, for all policyholders, but how can different unit-linked policies
be compared? New techniques are needed, and chief
among these is the profit test (see Profit Testing).
At its simplest, this combines the explicit projection
of future net cash flows, either expected cash flows
or under various scenarios, with a model of capital
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represented by a risk discount rate. Again, only computers make this new technique accessible. One of its
most interesting features is that the use of a risk discount rate makes a link between actuarial technique
and financial economics, even if, when it was introduced in 1959 [2], most of financial economics had
yet to be developed.
An obvious step, once explicit cash-flow modeling had been introduced for pricing, was to extend it
to models of the entire entity, the so-called model
office. This became the basis of the next step in
strengthening supervision, dynamic financial analysis
(see Dynamic Financial Modeling of an Insurance Enterprise), in which model office projections
under a wide range of economic and demographic
scenarios were carried out, to establish the circumstances in which statutory solvency would be threatened. Dynamic financial analysis was, broadly, the
major development of the 1990s, and at the time
of writing it is the most advanced tool in use in
many jurisdictions.
Beginning in the 1970s, modern financial mathematics introduced coherence between the assets and
liabilities of a financial institution, centered on the
concepts of hedging and nonarbitrage (see Arbitrage). Hedging ideas had been foreshadowed by
actuaries, for example, [10, 17], but the technical
apparatus needed to construct a complete theory was
then still very new mathematics. In principle, these
methodologies sweep away the uncertainties associated with the traditional methods of life insurance
liability valuation. Instead of discounting expected
future cashflows at a rate of interest that is, at best,
a guess at what the assets may earn in future, the
actuary simply finds the portfolio of traded assets
that matches future liability cashflows, and the value
of the liability is just the value of that portfolio of
assets. This underlies the idea of the fair value (see
Accounting; Valuation of Life Insurance Liabilities) of an insurance liability, as the price at which
it would be exchanged between willing buyers and
sellers [3].
In practice, there are significant difficulties in
applying nonarbitrage methods to life insurance liabilities. The theory comes closest to resembling reality when there are deep and liquid markets in financial
instruments that can genuinely match a liability. This
is rarely the case in life insurance because of the long
term of the liabilities and because there are no significant markets trading life insurance-like liabilities in

both directions. Moreover, the scale of life insurance
liabilities, taken together with annuity and pension
liabilities, are such that hedging in existing financial
markets might disrupt them.
Nevertheless, driven by the aim (of the International Accounting Standards Board) of making life
insurers’ accounts transparent and comparable with
the accounts of other entities [8], the entire basis of
their financial reporting is, at the time of writing,
being transformed by the introduction of ‘realistic’
or ‘fair value’ or ‘market consistent’ balance sheets,
with a separate regime of capital requirements for
solvency. In principle, this is quite close to banking
practice in which balance sheets are marked to market and solvency is assessed by stochastic measures
such as value-at-risk or conditional tail expectations.
The methodologies that will be needed to implement
this regime are still the subject of discussion [9].
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Life Reinsurance

Types of Reinsurance Used

Introduction

Life reinsurance is a predominantly proportional
treaty business (see Proportional Reinsurance;
Reinsurance – Terms, Conditions, and Methods of
Placing). The use of the various types is as follows:

Life Reinsurance Demand
This article will mainly deal with individual life
insurance which, among others, is characterized
by long-term obligations and, compared to other
branches, by very reliable claims statistics. Hence,
the demand caused by claims fluctuation is limited.
Moreover, life reinsurance is less driven by the probability of ruin (see Ruin Theory) rather than by the
need of long-term stable and predictable results, for
example, for stability of bonuses (see Surplus in Life
and Pension Insurance; Participating Business).
An additional need for reinsurance may arise from
the cost of capital required by the regulators, which
tends to be higher for a direct writer than for the reinsurer. Finally, reinsurance is a traditional instrument
to reduce the new business strain (see the section on
reinsurance financing below).
The amount ceded (see Reinsurance) varies
greatly between markets according to local conditions
and traditions. In some markets, the facultative
business (see Reinsurance Forms) dominates, in
other markets, the reinsurer is seen as a wholesale
operation with the best risk expertise and the direct
insurer tends to cede a major part of the risk
to the reinsurer, concentrating itself on sales and
investment. Generally speaking, high margins in
mortality result in a low cession rate, whereas low
margins support higher cession rates.
Traditionally, a substantial part of reinsurance
demand is based on additional services, in particular underwriting, the assessment of substandard risks,
actuarial consultancy, and the like.
In part, these considerations are also valid for living benefits like disability insurance, critical illness
insurance, or long-term care insurance. Depending
on the market, these are part of life insurance, health
insurance, or general insurance (see Non-life Insurance). But these risks are more exposed to systematic
risk and hence are less predictable, which sometimes
requires a reinsurance approach different from the
mortality risk. Additional comments to these covers
are given in a separate section on living benefits.

Quota share: Reduction in solvency requirements
for the direct writer, financing purposes (see below),
sometimes for new setups to reduce their exposure,
historically also for supervisory purposes.
Surplus: Elimination of peak risks to homogenize the
portfolio. This used to be the standard form in some
traditional markets.
Excess of loss: This is an exceptional nonproportional reinsurance form with two applications.
Its main use is to cover claims caused by catastrophic
events, but it has also been used to reduce standard
fluctuations in a life portfolio.
Stop loss: Again used only in exceptional cases,
at least for individual business. The annual renewal
conflicts with the long-term nature of the business
covered. Sometimes it is an adequate tool for reinsurance financing. It has also been used for pension
funds because of regulatory restrictions that did not
allow pension funds to be reinsured proportionally.

Contract Terms
Contract terms are designed to align the interest of the
ceding company and its reinsurer over a long period
of time. Traditionally, in most markets, a policy once
ceded to the reinsurer remains reinsured until natural
expiry. As a consequence, cancellation of a reinsurance contract or a change in retention (see Retention
and Reinsurance Programmes) applies to new businesses only. In the exceptional case of withdrawal,
the reinsurer is entitled to receive the present value
of future profits. Also, the percentage reinsured per
policy remains constant for the whole term of the policy regardless of changes in the amount at risk. Of
course, according to the particular purpose of reinsurance, there are numerous exceptions from these rules.

Actuarial Aspects
Technically, the main distinction between various
forms of proportional life reinsurance is the transfer
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of the investment risk to the reinsurer. Because of
consumer protection considerations, often the transfer
of the investment risk is prohibited or restricted by
insurance laws.

Risk Premium Basis
Let us denote the sum assured by S, the reserve after
t years of policy duration by t V , the retention (in case
of a surplus treaty) by R, and by α, the reinsurer’s
proportion of the risk. So for a quota-share treaty, α
is the reinsurance quota; for a surplus treaty, we have
α=

S−R
if S ≥ R
S

α = 0 if S < R (1)

and

Then, the reinsured amount in year t will be
α(S − t V )
For an endowment (see Life Insurance) with a sum
assured of S = 100.000 and α = 40%, the dependence of the reinsured amount at time t is visualized
by Figure 1 (this is only used as an indication; the
precise values depend on the mortality and interest
rate assumptions).
In the same example, if qx+t denotes the expected
mortality in year t of the policy, the net reinsurance
premium as a function of t is
qx+t α(S − t V )
and the corresponding diagram is shown in Figure 2.
Owing to the change of reserve during the accounting or policy year, there is a systematic deviation
of the reinsured capital at risk and the proportionate
share of the reinsurer in the actual capital at risk. The
treaty stipulates the point in time for the calculation
120000
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Sum at risk

100000
80000

Modified Coinsurance
In modified coinsurance, the reinsurer receives the
full (net) premium for its share, but the savings part
of the premium is deposited back with the cedant.
The reinsurer receives the technical interest rate on
the reserve to finance the increase in reserve, but there
is no transfer of investment risk. We will use the
following notation (year means policy year):
=
=
=
=
=

net premium of an endowment
savings part of the premium in year t
risk part of the premium in year t
reserve at the end of year t
technical interest rate for premium and valuation reserve
1
discount rate
v=
1+i

P
Pts
Ptr
tV
i

Then
s
= v t+1 V − t V
Pt+1

(2)

r
= vqx+t (1 − t+1 V )
Pt+1

(3)

and
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Figure 1

of the reinsured capital (beginning of the year or end
of the year or renewal of the policy). This amount is
the basis for premium calculation and it is also the
amount to be paid in case of claim so that the balance
between premium and benefit is maintained.
If Zillmerization (see Valuation of Life Insurance Liabilities) is applied, the reserve is replaced
by the Zillmer reserve, thereby increasing the capital
at risk, but otherwise the reinsurance premiums and
benefits are calculated as before.
For term assurance (see Life Insurance), the
reserve is often disregarded so that the reinsured capital will remain constant.
The reinsurance premium is due at the beginning
of the accounting period but will be paid at its end.
Usually, the time lag will be compensated by interest
on the premium, the interest rate being the technical
interest for premium calculation. For short accounting
periods, like a month or a quarter, no interest is paid.

Risk premium basis

where the sum assured is assumed to be 1, x is the
entry age, and qx+t denotes the expected mortality
at age x + t. Now, at the end of the accounting
year, the income of the reinsurer (for its share) is
the net premium P and the release in reserve t V ,
both increased by the technical interest. The outgo is
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Risk premium

the reserve t+1 V at the end of the year. Hence, on an
annual basis, the economic result at year-end will be
(1 + i)P + (1 + i)t V − t+1 V
s
r
= (1 + i)[Pt+1
+ Pt+1
] + (1 + i)t V − t+1 V
r
= (1 + i)[v t+1 V − t V ] + (1 + i)Pt+1

+ (1 + i)t V − t+1 V
r
= (1 + i)Pt+1

With Zillmerization, the conclusion above remains
valid if reserve and premium are replaced by Zillmer
reserve and Zillmer premium respectively.
Modified coinsurance is often used for financing
purposes (see below). In this case, the equivalence
with risk premium basis stated above is no longer
valid.

Reinsurance Financing
(4)

It follows that the premium effectively paid for modified coinsurance is the same as that paid for risk
premium basis (with the sum at risk calculated at
the end of the year). Regarding benefits, we have the
following situation:
Death (at year end): The payment due is the sum
assured (=1), the income is the reserve release t+1 V .
So the effective payment is the sum at risk.
Maturity: Outgo is 1 (= sum assured), income is the
reserve at maturity, which is 1, the result is 0.
Surrender: Outgo is the surrender value (see Surrenders and Alterations), income is the release of
reserve, the result is 0 (or sometimes the surrender
charge in favor of the reinsurer, depending on the
treaty provisions).
To sum up, this form of modified coinsurance is
economically equivalent to risk premium basis.

Demand for Financing. Traditionally, the demand
for financing came from new business strain. For a
young company or a company with high growth rates
(compared to the portfolio), the expenses for firstyear commissions typically exceeded the profits in the
same year. A standard solution to this problem was
to cede an appropriate portion of the new business to
a reinsurer who would pay a (first-year) reinsurance
commission. This commission was compensated in
future years by the profits emerging from the business
reinsured.
By this mechanism, the reinsurer was an additional source of capital, which could be used for any
purpose, for example, depreciation of investments,
unusual investments for IT, and the like. A particular
case arises if the calculation basis for premiums is
less conservative than for valuation reserves. In this
case, the reinsurance commission may compensate
the loss arising from premiums that are insufficient to
build up the reserves. Another interesting case is the
recalculation of valuation reserves for the business in
force because of adverse developments of mortality.
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(Examples are additional reserves in relation to AIDS
or reserve adjustments required by longevity (see
Decrement Analysis).) In this case, the financing
mechanism may also be applied to business in force,
not just new business, that is, a reinsurance commission will be paid upon inception of reinsurance.
The common denominator of all these applications
is to make use of future profits for current requirements of reporting or liquidity.
Methods of Financing. Like OTC derivatives (see
Derivative Securities), financial reinsurance contracts are individually designed according to the need
of the life office, the regulatory regime, the reporting standard, and the tax regime. But there are some
common ingredients for most of the treaties.
The amount to be financed may be either a cash
payment or a liability of the reinsurer, which is shown
as an asset in the balance sheet of the direct company
(noncash financing) or a nil (reinsurance) premium
period in an initial period of the new business.
The main profit sources to repay the reinsurer are
mortality profits, investment income exceeding the
guaranteed rate, and a proportional part of the loadings for acquisition expenses of the original policy.
For term assurance, it is just the mortality profit;
for traditional with profit business, the investment
income is crucial; whereas for unit-linked business
(see Unit-linked Business), the loading in the office
premium is essential.
The most common reinsurance form for financing is modified coinsurance, although there are also
financing treaties on risk premium basis or even on
stop-loss basis. Modified coinsurance is most suitable
for with-profit business (see Participating Business)
because the reinsurer’s income depends on the investment income on reserves. Financing on risk premium
basis is best suited for term assurance but has been
used for with-profit business as well. The stop loss
(sometimes also called spread loss) consists of a contract for several years with a low priority in the first
year, generating an income for the ceding company
and high priorities in the following years making
reinsurance losses very unlikely and leaving the full
stop-loss premium as repayment for the reinsurer.
Special Considerations for Unit-linked Business.
For a unit-linked policy, the sum at risk depends
on the value of the units and cannot be determined
prospectively as for traditional business. Hence, a

sum reinsured at the beginning of the year may
not suffice to cover the future loss exceeding the
retention. Hence, for the reinsurance on risk premium
basis, the sum at risk and the reinsurance premium
are calculated on a monthly basis to reduce the risk
of investment fluctuations for the ceding company.
In case of claim, the ceding company will receive
the amount reinsured at the beginning of the month,
and for random fluctuations of the unit price, the
differences to the claims actually paid are supposed
to cancel out over the year.
For financing purposes, the main difference with
traditional business is the lack of investment income
to amortize the reinsurance financing. Instead, for
financing of acquisition expenses, the amortization is
mainly based on the loadings in the office premium.

Group Business
One of the characteristics of group business is averaging of risk regarding price and underwriting instead of
individual risk assessment, and this has some implications for reinsurance (see also [1]).
For a surplus reinsurance, the reinsurance premium might be higher than the (proportionate) original premium for that risk, which is due to either an
average price in the group or a profit-sharing arrangement. So, the reinsurance of peak risks on a surplus
basis may need to be subsidized by the group’s total
premium income. This problem disappears with a
quota share reinsurance, which has the same type of
claims distribution as the original group. No recipe
for a reinsurance program can be given here as each
case needs an individual combination of quota share
and surplus reinsurance, depending on the (relative)
number of peak risks and their size, on the size of the
group, the nonmedical limits, and the original profit
sharing.
If the group cover includes disability benefits, particular attention must be given to align the reinsurer’s
interest with the group. For pension schemes and
other employees’ benefits, it may be in the interest of
the employer to accept disability claims because of
his employment policy rather than the health status
of the insured.

Retention
There are a number of historic formulas for
determining a reasonable level of retention in life
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reinsurance. These formulas are not reproduced here
because they are not applied in practice. The problem
of calculating the retention individually for each risk
in order to avoid ruin of the company has been solved
by de Finetti in 1940 (see [4]). But his solution
is of little practical value since one of the basic
principles in life reinsurance is to keep the proportion
reinsured constant over the lifetime of the policy,
whereas the solution of de Finetti would require
recalculating the retention per risk annually by a
complicated algorithm. One of the consequences of
de Finetti’s result is that higher mortality requires a
lower retention, and in fact, there was a tradition in
some markets to set lower retentions for higher ages
or substandard risks. In the example of Figure 1, this
is automatically satisfied since the amount effectively
retained decreases with age.
As mentioned in the introduction, the need for life
reinsurance is only partially driven by risk capacity
considerations. Instead, the amount of additional service (consultancy) and aspects of capital management
are the drivers (like in the financing described above).
Therefore, in most cases, the retention is chosen to
either create a reasonable remuneration for reinsurance services or to underpin a financing agreement
with the amount of ceded business needed for this
transaction (either economically or because of regulatory restrictions).
In setting the retention, special consideration must
be given to policies with an automatic increase of
the sum assured. The following diagram (Figure 3)

shows the sum at risk as a function of age for an automatic increase of the face amount of 10% annually.
A simple solution is to set the retention for these
risks at a flat percentage of the regular retention
(e.g. 70%, the percentage depending on the rate of
increase).

Pricing
Proportional Business without Financing
Reinsurance pricing on risk premium basis is very
similar to the pricing process for a direct writer using
standard profit-testing techniques. The parameters
taken into account are
•
•
•
•
•
•
•

expected mortality
lapses
expenses including inflation
an investment assumption (e.g. as a reserve for
unearned premiums or other future liabilities)
cost of capital
accounting procedures (annual frequency of cash
flow)
the profit objective of the reinsurer.

In some markets, there is a tradition of having
a profit commission, which is particularly useful
if the experience to determine expected mortality
is insufficient. In this case, an additional pricing
element (a stop-loss premium) is required (see [2]).
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The formula given in [2] is on an annual basis and
does not take into account a loss carried forward.
The main difference with respect to a direct office
is the composition of the reinsured portfolio, which
is beyond the influence of the reinsurer. So, the
reinsurer carries a greater risk that this composition
may differ from the assumptions made in pricing.
Therefore, sensitivity testing covers not only the
assumptions above but the portfolio composition as
well.

Financing
The pricing of reinsurance financing is a classical
cash-flow analysis to determine the expected internal
rate of return and present value of future profit.
In this respect, there is no difference with respect
to the well-known profit-testing models, including
sensitivity analysis.
The price is usually seen in the spread of the
internal rate of return over the risk-free rate. The risk
of achieving this spread varies according to the type
of reinsurance agreement.
Currently, most of the contracts provide for a
carried forward loss and an interest rate on it fixing
the spread explicitly. It is then common to take rates
like LIBOR or EURIBOR as risk-free rate, and the
result is an interest rate varying annually or even
more often.
Alternatively, there are contracts with a fixed interest rate for the loss carried forward. If there are
substantial changes of the yield curve (see Interestrate Modeling) over time, these contracts may be
seen as being inadequate.
Apart from the credit risk, in both cases of losses
carried forward, the risk is the timing of the repayments. As a result, these treaties tend to be less
sensitive to the technical performance of the portfolio (lapses and mortality) as long as amortization
can be expected at all.
Historically, there have also been treaties without
any explicit agreement on the interest rate, and some
of these have led to excessive earnings or losses of
the reinsurer, depending on the quality of the business
and the anticipation of market changes in the pricing
model.
The dominant impact on the amortization of
financing comes from lapses and their treatment in
the reinsurance contract. Usually, unearned reinsurance commissions are repaid, but there is a great

variety of calculating the earned part at a certain point
in time. In some European markets, this amount was
determined in proportion to the reduction of the capital at risk
unearned commissions in year t
= reinsurance commission

äx+t:n−t
äx:n

(5)

where x is the entry age and n is the duration of
the policy. The disadvantage of this formula is that
the interest on the earned part of the commission is
the rate for calculating the valuation reserve, which is
much lower than the expected return on the financing.
But if the agreement provides for a loss carried
forward with an agreed interest rate, lapses would
not reduce the return but postpone the repayment
and increase the credit risk of the arrangement. In
any case, it is crucial in the pricing process to
properly model the lapse clause in the sensitivity
testing.

Nonproportional Business
Usually, the reinsurance premium p for a nonproportional treaty in life is calculated by the formula
p = E[S] + ασ [S]

(6)

where S is the claims distribution and E and σ denote
its expectation and standard deviation respectively. α
gives the safety loading. For a Cat XL (catastrophe
cover) (see Catastrophe Excess of Loss) or a stop
loss with high priority, the net premium E[S] is
usually relatively small compared to the standard
deviation, so essentially, the pricing will depend on
α and the calculation of σ . For a suitable choice
of S and the calculation of E[S] and σ [S], there
are standard procedures, and the interested reader is
referred to the literature [3, 5].

Living Benefits
Living benefits are much more exposed to systematic
risk and subjective risk than mortality. But many
of them used to be riders to life policies and were
treated like the underlying policy in reinsurance. So,
for example, the retention was sometimes fixed in
proportion to the underlying policy, guarantees were
given for the same period as for mortality, and pricing
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was done under the assumption (like for mortality)
that the claims distribution for the retention and the
surplus would be the same.

income. If the benefit is expense reimbursement, the
cover as well as its reinsurance is part of general
insurance.

Disability Income

Annuities

Retention. For the surplus treaty, the retention
should be fixed as part of the capital at risk (= the
present value of the benefit taking into account mortality, morbidity, interest, and reactivation). But for
administrative reasons, the retention is often determined as a portion of the annual benefit, which for
longer durations leads to an underestimation of the
retained risk.
Premiums. On risk premium basis, the reinsurance
premium is obtained by multiplying the capital at
risk by the premium rate, which, like for mortality,
is obtained by appropriate loadings on the expected
morbidity rate for that age.
Often reinsurance is done on original terms with
either gross- or net-level premiums. Like for term
assurance, the parties may agree to disregard premium reserves for active lives in reinsurance accounting. The effective price for reinsurance will be determined by either taking a suitable percentage of
the original premium or by granting a reinsurance
commission.
Reinsurance Claims. In case of a claim, the reinsurer may either pay the capital at risk or it may
participate proportionately in regular payments to the
insured. In the latter case, the reinsurer may set up
its own reserves or may deposit the reserve in cash
with the ceding company, similar to modified coinsurance. In case of deposit, the reinsurer carries no
investment risk, but it participates in any deviations
of the expected versus experienced mortality and
reactivation.

Critical Illness
For critical illness (as a rider, as an accelerated benefit
to a term assurance or as a stand-alone cover), there is
no difference to term assurance as far as reinsurance
is concerned.

The discussion of increasing life expectancy and its
social implications has given rise to a demand for
reinsurance for the longevity risk. On an individual
basis, this is the risk of having a higher number of
payments than expected; on a collective basis, it is the
risk of insufficient inheritance profit in the annuity
reserves.
For all other life covers, the basis of reinsurance
is the law of large numbers, assuming that in suitable
blocks of business, we have identical loss distributions and that a sufficient number of these risks will
result in claims ratios very close to the expected
value. This is fundamentally different for longevity,
where we have a systematic risk that cannot be mitigated by diversification.
Nevertheless, there exist reinsurance participations
in annuities. They may be part of a bouquet-type
arrangement, in which they are one cover among others. In this case, the reinsurer receives its part of
the original premium and participates in the annuity payment. Other treaties cover the full annuity
payment beyond a certain age (e.g. 85). These are
sometimes termed time excess of loss because after a
certain time period, the reinsurer pays the full benefit.
Another more recent approach is a financial
arrangement in which either the reinsurer pays
the losses from insufficient inheritance and will
be repaid later like in a financing contract, or
conversely, the ceding company pays excessive
inheritance profits to the reinsurer who will cover
future losses from longevity. This last form has the
same structure as financing treaties with elements like
an agreed interest rate and a limited time horizon for
repayments.

Recent Developments
Premium Adjustment

Long-term Care
If the benefit is a constant regular payment, reinsurance for long-term care is the same as for disability

Traditionally, reinsurance rates used to be guaranteed
for the lifetime of the original policy. This was particularly true for regulated markets where regulators
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demanded high safety margins and reinsurance rates
used to have high safety margins as well. In recent
years, it has become more and more common to allow
for an adjustment of reinsurance rates at least to the
extent that original rates could be modified. This is
a result of more competitive rates for the original
premiums as well as for reinsurance premiums.
For living benefits, the former long-term guarantees are under review. The reinsurer would be hit
directly by any adverse risk development and has little or no investment income related to this product
that would allow to compensate losses. Hence, the
reinsurer has a leading role in enforcing adequate risk
rates and guarantee periods.

Capital Management
The deregulation of many markets, for example,
in the EU, as well as the recent development of
financial markets, has put pressure on many life
offices that had not been foreseen some years ago.
As a result, long-term financial stability of a life
insurance company has become one of the most
important issues of the industry. In this context,
reinsurance is more and more perceived as a tool for
capital management beyond new business financing.
The state of development in this direction depends
very much on national capital requirements for direct
insurers and reinsurers. While in some markets high
quota share treaties and high overall cession rates are
common for solvency relief, other markets require
little company capital, and high cession rates have
little effect on the solvency position of the ceding
company.
The future role of reinsurance for capital management will depend on the outcome of the current
discussions about international accounting standards,
supervision, and solvency requirements of reinsurance companies and the like.

Reinsurer as Risk Expert
For a direct life office, risk expertise tends to be
less important compared to investment and sales.
Therefore, there are life companies concentrating on
investment and sales and relying on the reinsurer
regarding the risk. The main components of this
approach are as follows:
•
•
•
•

Premium rates are based on the reinsurance rates.
The major part of the risk is reinsured.
A substantial part of the underwriting is done by
the reinsurer.
A substantial part of the claims management is
done by the reinsurer.

In practice, there are various blends of these components. The approach was particularly important in the
development of bank assurance.
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Logistic Regression Model

by the equation
π(x) =

Introduction
As in many fields, regression models are widely
used in actuarial sciences to identify the relationship
between a response variable and a set of explanatory
variables or covariates. In ordinary linear regression
(see Regression Models for Data Analysis), the
mean of the response variable is assumed to be a
linear combination of the explanatory variables. In
case of one explanatory variable X, this is often
denoted as
E(Y (x)) = β0 + β1 x

(1)

for different values of x. From the notation in (1) it is
clear that different settings of x result in different values for the mean response. However, to simplify the
notation, we will abbreviate Y (x) to Y throughout the
text while keeping in mind that the response Y does
depend on the value of the explanatory variable x.
The response variable Y itself can then be obtained
by adding an error term ε to this mean, shortly
denoted as Y = β0 + β1 x + ε. The assumption that
ε is normally distributed, with mean 0 and constant
variance for different values of x, is fairly standard.
However, this approach is not suitable for binary,
also called dichotomous, responses. In that case, Y is
a Bernoulli variable where the outcome can be coded
as 0 or 1. This coding will be used throughout the
entry. Note that E(Y ) then represents the probability that Y equals 1 for a certain covariate setting.
Therefore, E(Y ) will from now on be denoted as
π(x). One might naively hope to express the relationship between π(x) and x in the same way as in (1),
being π(x) = β0 + β1 x. But the linear combination
β0 + β1 x might not be a good description of π(x).
Indeed, for certain settings of x, β0 + β1 x can in general be larger than 1 or smaller than 0, while π(x)
always has to lie between 0 and 1. Now, this problem
can easily be circumvented. Instead of working with
the regression model as defined before, one can use
a model expression of the form π(x) = F (β0 + β1 x)
with F a function that translates β0 + β1 x into a value
between 0 and 1. A good candidate might be the
cumulative distribution function of the logistic distribution, defined as F (x) = exp(x)/(1 + exp(x)). In
this way, we get the logistic regression model defined

exp(β0 + β1 x)
1 + exp(β0 + β1 x)

This can be easily rewritten as


π(x)
log
= β0 + β1 x
1 − π(x)

(2)

(3)

Notice that the left-hand side of (3) consists now of
a transformation of π(x) called the logit transform.
This transformation makes sure that the left-hand side
ranges from −∞ to +∞. The right-hand side is again
a linear combination of the explanatory variable, as
before in (1). As such, the logistic regression model
can be seen as some kind of generalization of ordinary linear regression, being a special case of the
generalized linear models as introduced by McCullagh and Nelder (see Generalized Linear Models).
In their theory, the logit transform is called the
link function.
Another reason why the logistic regression model
is used instead of the ordinary linear regression model
involves the assumption that in (1) the response variable Y is normally distributed for every x with
constant variance. Clearly, this assumption does not
hold for binary responses, as the response Y is then
Bernoulli distributed. This also implies that the variance, which is equal to π(x)(1 − π(x)), varies as
x changes.
The above indicates why ordinary least squares
is not a good approach when working with binary
responses. As an alternative, the logistic model will
be discussed in this entry.
Many actuarial questions can now be solved
within this framework of binary responses. For example, an insurer can use a logistic regression model to
answer the following questions: ‘What is the probability that a well-specified event, like a hurricane,
occurs in a region?’ or ‘Will a premium increase have
an effect on whether the customer will renew his policy or not?’ Another example is discussed in [11].
In this article, the authors investigate to what extent
covariate information, like age, gender, working status amongst others, explains differences in mortality.
The goal is then to come up with an appropriate group
annuity table for a pension plan.
For these practical situations, model (3) has to
be generalized to accommodate more than one
explanatory variable. The extension to p covariates
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x = (x1 , . . . , xp ) is straightforward, resulting in the
equation


p

π(x)
= β0 +
log
βs xs
(4)
1 − π(x)
s=1
The explanatory variables in this model might be
continuous or categorical. For the categorical variables, a set of numerical levels must be assigned
to account for the effect that the variable may have
on the response. For nominal variables, this implies
the introduction of so-called dummy variables. For
a nominal variable with k levels, k − 1 dummy variables have to be included in the model. Setting up
such a dummy system is not unique. Most software
packages provide one or more methods to do this
automatically. One way of doing this is explained in
the following example.

Example: Credit Scoring
In this entry, the theory will be illustrated by a
hypothetical credit-scoring example. For a leasing
company, it is important to examine the risk factors, determining whether a client will turn out to
be a good client, meaning he will payoff the contract, as agreed on. As possible explanatory variables,
we will use the variables ‘age’, ‘marital status’, and
‘ownership of real estate’. Of these variables, ‘owning real estate’ and ‘marital state’ are categorical,
more specifically nominal variables, while ‘age’ can
be regarded as a continuous variable.
Since the variable ‘owning real estate’ only has
two levels – a client either owns real estate or does
not – it makes sense to use one dummy variable,
denoted by X1 . This can be done by putting X1
equal to 1 if the client owns real estate and equal
to 0 otherwise. For the variable ‘marital status’,
two dummy variables, denoted as X2a and X2b are
needed, since in this example the original variable
has three levels – a client is either married, living
together, or single. It is then possible to define the
two dummies as follows: X2a is 1 if the client is
married and 0 otherwise and X2b is 1 if the client
is living together and 0 otherwise. In this way, a
married person is coded by x2a = 1 and x2b = 0. Analogously, a person living together is represented by
x2a = 0 and x2b = 1, while x2a = 0 and x2b = 0 corresponds to a single person. For the continuous variable ‘age’, denoted as X3 , the actual value of the

age of the client can be used in the model. In this
way, equation (4) of the logistic regression model
becomes


π(x)
log
= β0 + β1 x1 + β2a x2a
1 − π(x)
+ β2b x2b + β3 x3

(5)

For different clients, different combinations of x =
(x1 , x2a , x2b , x3 ) are now possible. A leasing company
can then examine the model in (5) by collecting data.
Therefore, a sample of 1000 clients is taken, of which
612 are known to be good clients and 388 of them
are not.
In the section ‘Fitting the Model’, we discuss
how to determine the coefficients of this logistic
regression model (5). In the next step, one has to
decide whether the obtained model is appropriate
or not. Some features of the fitting are handled in
the section ‘Goodness-of-fit’. Once the goodnessof-fit has been assessed, the model can be used to
understand the relationship between the explanatory
variables and the response variable, as is explained
in the section ‘Interpreting the Coefficients’. In
the section ‘Predictions’ the model relationship is
then used to classify a new client, with specified
values for x = (x1 , x2a , x2b , x3 ), as good or not
good.

Fitting the Model
With ordinary linear regression models, the leastsquares method provides estimates for the coefficients
in (1) that have desirable properties. In some cases,
a (weighted) least-squares approach could also be
used to fit the logistic regression model in (4). But
in many cases the least-squares method unfortunately
breaks down when applying it to logistic regression
models. Therefore, the least-squares method is not
used as a standard to estimate the parameters in
a logistic regression model. Instead, a maximum
likelihood procedure (see Maximum Likelihood) is
used.
For each datapoint of a sample of size n, the
values of the explanatory variables, shortly denoted as
xi for i = 1, . . . , n, and the corresponding responses
y(xi ), abbreviated to yi , are collected. The likelihood
function for the binary data can then be obtained
by combining the probabilities P (Yi = yi ) for every
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datapoint in a product. Since yi is either equal to
1 or 0, the resulting likelihood function takes the
following form
Number of cases with yi =1



L(β) =

P (Yi = 1)

i=1
Number of cases with yi =0



×

P (Yi = 0) (6)

i=1

As before, we will use the shorter notation π(xi ) for
P (Yi = 1), such that P (Yi = 0) equals 1 − π(xi ). So,
Number of cases with yi =1



L(β) =

π(xi )

i=1
Number of cases with yi =0



×

[1 − π(xi )] (7)

i=1

Note that this expression indeed depends on the
parameters β through the model defined in (4). By
finding those values for β that maximize this likelihood function, the observed sample becomes the
most probable one. A convenientway to rewrite
the likelihood function is, L(β) = ni=1 π(xi )yi [1 −
π(xi )]1−yi , for indeed, π(xi )yi [1 − π(xi )]1−yi is equal
to P (Yi = 1) = π(xi ) if yi = 1, while π(xi )yi [1 −
π(xi )]1−yi equals P (Yi = 0) = 1 − π(xi ) for yi = 0.
It follows immediately that
nthe logarithm of the
likelihood ln L(β) equals
i=1 yi ln(π(xi )) + (1 −
yi ) ln(1 − π(xi )). This log-likelihood is usually easier
to maximize. The maximum can be found by differentiating ln L(β) with respect to β0 , β1 , . . . and βp .
Putting these p + 1 expressions equal to 0, the following relations are the defining equations for the
parameters β
 n



(yi − πi ) = 0



 i=1



n



(yi − πi )x1i = 0
i=1



···




n




(yi − πi )xpi = 0

i=1

3

or



p


β0 +
βs xsi


n 



e s=1



−
y


=0
i
p






β0 +
βs xsi
i=1



s=1
1+e


p



β0 +
βs xsi


n 



e s=1





yi −
 xsi = 0, for s = 1 . . . p
p






β0 +
βs xsi

 i=1
1 + e s=1
(8)
When applying the maximum likelihood method in
the ordinary linear regression framework as in (1),
the corresponding defining relations of the parameters β are linear. These linear equations have a
simple solution that is exactly the same as the leastsquares solution. On the contrary, the expressions
in (8) for the logistic regression model are not linear
and so it takes some numerical calculations to solve
the equations. How this can be done is explained
in detail in [5]. Basically, the method leads to an
iterative weighted least-squares procedure, in which
the values of the estimated parameters are adjusted
iteratively until the maximum likelihood values for
the parameters β are achieved. However, this procedure to obtain the maximum likelihood estimators
is implemented automatically in most software packages. For instance, when fitting the model (5) for the
credit-scoring example, the logistic procedure in the
software package SAS leads to the output shown in
Table 1.
From Table 1, we can read that the maximum
likelihood estimators for model (5) are then β̂0 =
−0.542, β̂1 = 1.096, β̂2a = 0.592, β̂2b = 0.375 and
β̂3 = 0.0089, resulting in the logistic regression
model


π(x)
= 0.542 + 1.096x1 + 0.592x2a
log
1 – π(x)
+ 0.375x2b + 0.0089x3

(9)

We will come back to the interpretation of the other
results in the output of Table 1 later. Let us, however,
now look at the standard errors of the estimators.
With Rao’s theory, one can estimate these standard
errors, by calculating derivatives of the likelihood
function. Again, most software packages provide
these standard errors together with the estimators.
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Table 1

SAS output for the credit-scoring example
The logistic procedure
Response profile good

Total frequency

Model convergence status

1
0

612
388

Convergence criterion (GCONV = 1E-8) satisfied
Testing global null hypothesis: BETA = 0

Model fit statistics
Criterion

Intercept only

Intercept and covariates

Test

Chi-square

DF

AIC
SC
−2 log L

1337.690
1342.598
1335.690

1230.384
1254.923
1220.384

Likelihood ratio
Score
Wald

115.3058
111.0235
103.8765

4
4
4

Analysis of maximum likelihood estimates
Parameter

DF

Estimate

Standard
error

Intercept
Estate
m1
m2
Age

1
1
1
1
1

−0.5425
1.0955
0.5922
0.3750
0.00887

0.2267
0.1580
0.1916
0.1859
0.00645

Chi-square
5.7263
48.0824
9.5574
4.0685
1.8957

Pr > chi-sq

Effect

0.0167
<0.0001
0.0020
0.0437
0.1686

Estate
m1
m2
Age

2.991
1.808
1.455
1.009

(β̂i − zα/2 Standard Error,
β̂i + zα/2 Standard Error)
By using the data in Table 1 or by using the
SAS option ‘Clparm = Wald’, one can calculate,
for example, the 95% confidence intervals for the
parameters β. These are called the Wald confidence
intervals and are given in Table 2.
In this way, standard errors give information
on the precision of the estimated parameters. As
such, they are often a first indication that something
is wrong with the estimated maximum likelihood
parameters. One of the possible problems is already

Wald confidence interval for parameters
Parameter

Estimate

Intercept
Estate
m1
m2
Age

−0.5425
1.0955
0.5922
0.3750
0.00887

95% confidence limits
−0.9868
0.7859
0.2167
0.0106
−0.00376

−0.0982
1.4052
0.9676
0.7394
0.0215

<0.0001
<0.0001
<0.0001

Odds ratio estimates
Point
estimate

They can then be used to calculate asymptotic confidence intervals in the usual way:

Table 2 Wald confidence intervals for model (5)

Pr > Chi-sq

95% Wald confidence limits
2.194
1.242
1.011
0.996

4.076
2.632
2.095
1.022

known from ordinary linear regression. When the
explanatory variables are a perfect linear combination
of one another, this perfect multicollinearity makes
estimation impossible. When the covariates are very
close to being linearly related, a strong multicollinearity makes estimates imprecise because of large standard errors. This being the case, variables that do not
provide extra information, as they can be expressed
as a linear combination of other variables, should be
omitted.
Large standard errors might also be an indication of a separation problem, where for a certain
covariate setting, the response is completely determined in the sample. This would, for instance, be the
case if all clients in the sample of the credit-scoring
example, who are living together, are good clients.
In this case, the maximum likelihood estimator does
not exist, as shown in [1]. When there is almost
complete separation, also called quasi-complete separation, the maximum likelihood estimators might be
calculated technically, although the results should be
regarded with care. One possible solution might be
to collapse categories of the explanatory variables.
For instance, with the credit-scoring example, there
might be evidence that the group of married clients
and the clients living together might be collapsed into
one group.

Logistic Regression Model

Goodness-of-fit and Significance of
Variables
When the model is fitted, a natural question then is
‘Does the model provide a good fit?’ In general, a
logistic regression model is correctly specified if the
true conditional probabilities are a logistic function
of the explanatory variables as in (2). Further, as
in ordinary linear regression, it is assumed that no
important variables are omitted and no extraneous
variables are included. These explanatory variables
cannot be linear combinations of each other and are
also supposed to be measured without error. As far
as the cases in the sample are concerned, they should
be independent. So, although the logistic regression
model is a very flexible tool when fitted to data, one
or more of the above assumptions might be violated,
resulting in a fit that is not optimal.
To assess the fit of a model, one can compare
the observed responses for the different cases in the
sample with the corresponding responses as predicted
by the model. In ordinary linear regression, examining the residual sum of squares does this assessment.
Some generalization of this procedure was introduced by Cox and Snell in [3], and later also by
Nagelkerke [7] for the generalized linear regression
models and more specifically for the logistic regression model.
Alternatively, other goodness-of-fit measures,
based on the likelihood function can be studied. One
normally looks at  = −2 ln L(β), where ln L(β)
denotes the log-likelihood as before. It is clear that
here also, models with larger likelihood functions,
and hence smaller values of , are preferred. So, to
deliberate about two well-specified models, one can
calculate and compare their -values. To examine the
goodness-of-fit of a single logistic regression model,
in general, one can now compare the -value of this
model with p + 1 parameters to the -value of a
saturated model for the data. In the saturated model,
there are as many parameters I as there are covariate
Table 3

5

settings in the data, so that a perfect fit results, since
observed and predicted values coincide. Although
such a saturated model is perfect in a sense, it is
usually also too elaborate, with explanatory variables
that have no practical relevance. Compared to this,
the examined model with p + 1 parameters might not
be perfect but it still can provide a reasonable and
relevant fit. Therefore, to see how well the examined
model is fitting, the difference in  for the examined
model and the saturated model is calculated. The
statistic found in that way is called the deviance D. It
is clear that the explanatory variables of the examined
model do not provide enough information about the
response variable if the value of D is too large.
Let us illustrate the procedure for the model as fitted in (9). For this example, the deviance can be calculated using the SAS option ‘scale = D aggregate’.
The resulting SAS output is given in Table 3.
According to the results in Table 3, the deviance
of model (9) is equal to 281.1433. To decide whether
this is too large for the model to be acceptable, one
can use the fact that the statistic can be proven to be
asymptotically chi-square distributed with I − (p +
1) degrees of freedom. The number I of covariate
settings in model (9) can be found in Table 3 and
equals 245, while p, the number of explanatory variables, is 4. On the basis of this asymptotic result one
can test the statistical significance of the deviance D.
In this example, we see in Table 3 that the p-value
for the test is 0.0351, which seems to suggest that the
model does not fit well. To model the fact whether
a customer of the leasing company will turn out to
be a good client, it seems one needs more information than ‘age’, ‘marital status’ and ‘ownership of real
estate’. The leasing company might decide to examine other risk factors, as for example, ‘Has the client
a steady job?’, ‘How long does he live on the current
address?’, and so on.
Apart from the deviance D, several other goodness-of-fit statistics are available. In software packages, similar statistics are usually provided too. For

Deviance–Pearson chi-square and Hosmer–Lemeshow statistics

Deviance and Pearson goodness-of-fit statistics
Value/DF

Hosmer and Lemeshow goodness-of-fit test

Criterion

DF

Value

Pr > chi-sq

Deviance
Pearson

240
240

281.1433
1.1714
0.0351
231.1086
0.9630
0.6482
Number of unique profiles: 245

Chi-square

DF

Pr > chi-sq

16.3499

8

0.0376
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example,  = −2 ln L(β) can be adjusted for the
number of parameters in the model and the number
of response levels in the sample. These adaptations
result in the Akaike Information Criterion or the
Schwarz criterion and can be found in Table 1 under
the names AIC and SC respectively. As can be
seen, the values are slightly different from  in this
example, but the interpretation is similar. In addition, we see also that the Pearson chi-square statistic
appears. This statistic can be used as a goodness-of-fit
statistic too. Without going into detail, the interpretation of this statistic is quite similar to the one for
the deviance. However, for both the deviance and
the Pearson chi-square statistic, one has to be careful when drawing conclusions using the asymptotic
chi-square distribution. For these asymptotic approximations to be valid, there have to be sufficient observations for each covariate setting and this is often not
the case when continuous explanatory variables are
taken up in the model. For this reason, Hosmer and
Lemeshow introduced a new statistic in [5]. Their
basic idea is to group the data in an artificial way,
which has the effect that the Hosmer and Lemeshow
test statistic is approximately chi-square distributed.
The method is explained in detail in [5], but we
restrict ourselves to calculating the statistic with the
SAS option ‘lackfit’. For the example above, the test
statistic with the p-value 0.0376 is then shown in
Table 3.
Although several goodness-of-fit test statistics
might be used, one still has to realize that a model
might provide a good fit for the sample that was
examined but might give a poor fit for another.
Therefore, if possible, it is useful to build the
model using some data and then use the previous
goodness-of-fit methods to validate the model using
other data. For a large dataset, this can be done by
dividing the original sample into a training and testing
subsample. Still, other techniques like the jackknife
procedure are available like in other regression
settings. More information on these techniques can
be found in a survey article [4] by Efron and Gong.
There, the authors also provide an application to
logistic regression.
The goal of the previous discussion was to examine whether a specific model fits well. Yet, there
might be some redundant variables left in the model,
variables that do not give much extra information
about the response. This easily occurs in practical situations in which a large number of possible

explanatory variables are available. Then, the model
could be more effective with the deletion of one or
more covariates. To investigate the contribution of a
set of k variables to a model with p + 1 coefficients
as defined in (4), one can compare the -value for
two models, as before. In this case, one calculates
the difference in  between a model based on p + 1
coefficients as in (4), and another model where k variables have been removed. This difference in  is then
called G and equals
 Likelihood for model without the 
k extra variables

G = −2 ln 
Likelihood for model with the
k extra variables
(10)
If the value of G is too small, the k extra variables
are not significant and can be ignored. Thus, using
this G as a test statistic, one can draw a conclusion
for hypotheses of the form
H0 : βp−k+1 = 0, βp−k+2 = 0 . . . and βp = 0
vs

H1 : βp−k+1  = 0, βp−k+2  = 0 . . . or βp  = 0

concerning the parameters in the logistic regression
model as defined in (4). The p-value for this test can
be approximated by using a chi-square distribution
as the asymptotic distribution for G, this time with k
degrees of freedom. Now, quite a lot of hypothesis
tests can be carried out in this way. Here, the cases
in which k = p and k = 1 deserve special attention.
The case k = p corresponds to the situation in which
a model with p covariates is compared with a model
where only an intercept is included. Doing this the
overall significance of the p coefficients is tested,
whereas for k = 1, the significance of one single
variable is examined by comparing a model with p
variables to a model with p − 1 variables.
In the case of the credit-scoring example, the
results for these special hypothesis tests for model (9)
can be found in the SAS output in Table 1. For the
case k = p, one can calculate the test statistic G as
− 2 ln(likelihood for intercept and covariates)
− 2 log(likelihood for intercept only)
According to the model fit statistics in Table 1, this
equals 1335.69 − 1220.384 = 115.308. This final
value for G can also be found elsewhere in the output,
since it can be proven that G is also the likelihood
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ratio test statistic for the Global Null Hypothesis
test. In this section of the output in Table 1, the pvalue is also given, being <0.0001. We can conclude
that at least one of the explanatory variables has
a significant impact on the response. Still, it is
possible that, for example, one of the covariates in
model (9) is not significant. To check this, the above
hypothesis test with k = 1 is carried out. Again, the
test statistic G can be calculated as a difference in 
but in software packages this approximate chi-square
value is usually provided directly together with the
corresponding p-value. Also, in the SAS output in
Table 1, one can read these results immediately in
the section on the analysis of maximum likelihood
estimates. For instance, for the variable ‘age’, the
statistic G for the hypothesis test H0 : β3 = 0 versus
H1 : β3  = 0 equals 1.8957 with a corresponding pvalue of 0.1686. Thus, this variable ‘age’ does not
seem to be significant. However, one can see that all
the other variables in model (9) are significant.
To test which variables are significant in the
model, other statistics, apart from the statistic G,
can be used. One other possibility is to make use
of the Wald confidence intervals for the parameters
that were previously mentioned. For model (9) of
Table 4
•

the credit-scoring example, these confidence intervals
were already calculated in Table 2. The same conclusions as above hold. For example, based on these
intervals, the ‘age’ variable also appears not to be
significant.
Explanatory variables may or may not be retained
in the model, based on the formerly discussed tests.
Notice that in this process, common sense definitely
plays an important role. The model building strategy then looks similar to the one in ordinary linear
regression. First, experience with the data and common sense is important. But also, a univariate analysis
can help make a first rough selection of the variables.

Interpreting the Coefficients
Once a specific model is selected, the next question is
‘What does this model mean?’ The basic idea in the
interpretation is probably most clear when we first
look at some simpler versions of the general logistic
regression model. We will consider the models in
Table 4 in the case of the credit-scoring example,
using the same coding for x1 , x2a , x2b and x3 , as before.
The estimators of the parameters in the models in

Logistic regression models for the credit-scoring example

Model A: log(π(x)/(1 − π(x))) = β0 + β1 x1
Analysis of maximum likelihood estimates

Parameter

DF

Estimate

Standard
error

Chi-square

Intercept
Estate

1
1

−0.1112
1.3542

0.0862
0.1412

1.6649
91.9721

•

7

Odds ratio estimates
Pr > chi-sq

Effect

Point
estimate

0.1969
<0.0001

Estate

3.874

95% Wald confidence limits
2.937

5.109

Model B : log(π(x)/(1 − π(x))) = β0 + β2a x2a + β2b x2b
Analysis of maximum likelihood estimates

Parameter
Intercept
m1
m2
• Model C :

DF

Estimate

Standard
error

Chi-square

1
0.0301
0.0867
0.1203
1
1.0511
0.1750
36.0963
1
0.8921
0.1676
28.3463
log(π(x)/(1 − π(x))) = β0 + β3 x3

Odds ratio estimates
Pr > chi-sq

Effect

0.7287
<0.0001
<0.0001

m1
m2

Analysis of maximum likelihood estimates
Parameter

DF

Estimate

Standard
error

Chi-square

Intercept
Age

1
1

0.7654
0.0330

0.2230
0.00585

11.7768
31.7773

Point
estimate
2.861
2.440

95% Wald confidence limits
2.030
1.757

4.031
3.389

Odds ratio estimates
Pr > chi-sq

Effect

0.0006
<0.0001

Age

Point
estimate
1.034

95% Wald confidence limits
1.022

1.045
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Table 4 are the maximum likelihood estimators and
are derived in the same way as before.
Now, let us first look at model A in Table 4. This
model is a very simple one with only one explanatory
variable that is dichotomous. In this case, x1 can
take the values 1 or 0 representing clients that own,
or do not own real estate, respectively. The logistic
model then answers the question how the fact whether
a client owns real estate or not influences the fact
whether he will turn out to be a good customer or
not. To understand this, the model equation for model
A can be rewritten as
π̂(x1 = 1)
= eβ̂0 +β̂1 = e−0.1112+1.3542 = 3.47
1 − π̂(x1 = 1)
π̂(x1 = 0)
= eβ̂0 = e−0.1112 = 0.89 (11)
1 − π̂ (x1 = 0)

and

where π(x1 = 1) denotes the probability for a good
client, given that the client owns real estate, while
π(x1 = 0) stands for the probability of a good client,
given that the client does not own real estate.
The left-hand sides in the expressions above are
called odds and can be expressed in words as follows.
The probability that a client turns out to be a good
client is about 3.47 times larger than the probability
that he is not, given the fact that the client owns real
estate. This is also stated as, the odds for a good client
is 3.47, given that he owns real estate. In the same
way, the odds for a good client, given that he does
not own real estate, is 0.89.
It follows immediately that
e

β̂1

=

eβ̂1 +β̂0
eβ̂0

π̂ (x1 = 1)
=
1 − π̂(x1 = 1)

3.47
=
= 3.9
0.89



π̂(x1 = 0)
1 − π̂ (x1 = 0)

the fact that this person will turn out to be a good
client. In our example, the odds ratio is larger than
1, more specifically 3.9, indicating that the fact that
a customer owns real estate has a positive influence
on the fact that the client will turn out to be a good
client. To conclude whether this effect is significant,
one also has to take into consideration the confidence
interval for the odds ratio. Although exact results
have been derived in the literature, most software
packages provide the asymptotic confidence intervals
that can be easily derived from the Wald confidence
intervals for the coefficients β. For model A, in the
example above, we find this interval in Table 4 next
to the odds ratio estimate 3.874. This asymptotic 95%
confidence interval for β1 turns out to be 2.937 and
5.109. Since 1 falls outside the interval, the difference
between real estate owners and nonowners, as stated
above, is significant.
This idea that the exponential function of a coefficient in the logistic model can be interpreted as an
odds ratio can now be extended to models B and C,
as introduced next in Table 4.
In the case of model B, there are three covariate settings, such that the logistic model provides
information on the three probabilities π (x2a = 1 and
x2b = 0), π (x2a = 0 and x2b = 1) and π (x2a = 0 and
x2b = 0). For now, we will shorten this complex notation to respectively π1 , π2 , and π3 . The notation
represents the respective probabilities that a married
person, a person who is living together, or a single
person, respectively, will turn out to be a good client.
For these three different settings, one can use the
parameter estimates in Table 4 to write model B as
π̂1
a
= eβ̂0 +β̂2 = 2.95
1 − π̂1

(12)

π̂2
b
= eβ̂0 +β̂2 = 2.51
1 − π̂2

β̂1

So, e can be interpreted as a ratio of odds. It seems
thus, that a change in β̂1 does not have a linear effect
on the response, as in ordinary linear regression,
but it causes an exponential effect on an odds ratio.
This odds ratio is clearly ameasure of association.
π(x1 = 0)
π(x1 =1)
would
If the odds ratio 1−π(x
1 =1)
1 − π(x1 = 0)
be equal to 1, this would obviously imply that the
odds for a good client given that he owns real estate
is equal to the odds for a good client given that
he does not own real estate. In other words, the
fact that someone owns real estate has no effect on

and

π̂3
= eβ̂0 = 1.03
1 − π̂3

(13)

In a similar way as before, it follows immediately
a
that eβ̂2 = 1−π̂1π̂1 1−π̂3π̂3 = 2.86. Analogously, as for
model A, the nominator 1−π̂1π̂1 denotes the odds for
a good client given that he is married, while the
denominator 1−π̂3π̂3 is a notation for the odds for a good
a
client given that he is single. The value eβ2 = 2.86 is
then again a ratio of odds. The fact that this number
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is larger than 1 means that a married client is more
likely to become a good customer than a single client.
In the same way, we can interpret the effect of
coefficient β̂2b in terms of an odds ratio. Indeed,
e

β̂2b

odds for a good client given that
he is living together
=
odds for good client given that
he is single
2.51
=
= 2.44
1.03

It seems also that clients living together are more
likely to become good customers than single clients.
Clearly, the group of singles serves as reference class
in the interpretation, since the married clients as well
as the clients living together are compared with the
single group. The reason for this lies in the design
of the dummies, where the single clients correspond
to the case X2a = 0 = X2b . When other designs are
used, this is also reflected in the interpretation of the
coefficients.
Also, the effect of the coefficient of a continuous
variable can be interpreted by means of odds ratios.
Indeed, with the use of Table 4 for model C, one can
show that for any given number x for the age,
π̂ (x)
= eβ̂0 +β̂3 x = e0.7654+0.033x
1 − π̂(x)
and

π̂ (x + 1)
= eβ̂0 +β̂3 (x+1)
1 − π̂(x + 1)
= e0.7654+0.033(x+1)

(15)

where π(x) denotes the probability for a good client
given his age is x.
So,

eβ̂0 +β̂3 x
π(x + 1)
π(x)
eβ̂3 =
+
β̂
(x+1)
β̂
1 − π(x + 1)
1 − π(x)
e0 3
odds of being a good client
given his age is x+1
=
odds of being a good client
given his age is x
= 1.03

customers that are one year older. Notice that, instead
of comparing odds for ages differing by one year, it
often makes more sense to compare ages differing,
for example, by 10 years. In the same way as before,
one can see that
odds of being a good client given his age is x + 10
odds of being a good client given his age is x
= e10β̂3

(14)

(16)

Although eβ̂3 = 1.03 is close to 1, in this case the
95% confidence interval (1.022, 1.045) in Table 4
reveals that this odds ratio is significantly different
from 1. In other words, clients of a certain age are
less likely to turn into good clients compared with
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(17)

So, the odds still change with an exponential factor,
but now with coefficient 10β3 instead of β3 .
When the former variables of model A, B, and C
are now put together into one model, as for example,
in model (9), one has to be careful with the interpretations. As in ordinary linear regression, the coefficients
have to be interpreted taking into account the presence of other variables. However, the exponential
function of a coefficient might again be interpreted
as a ratio of odds, if one holds the values of the other
variables constant. For example, in model (9), one
can find the coefficient of the variable ‘age’, which
according to Table 1 equals 0.0089. So,
e0.0089

odds of being a good client
given his age is x+1
=
odds of being a good client
given his age is x
= 1.009

(18)

given that the value of the variables ‘estate’ and
‘marital status’ are held constant. Table 1 also shows
the confidence interval for this odds ratio, being
(0.996, 1.022). Note that this odds ratio and the
corresponding confidence interval are now different
from the values derived before using model C. This
is due to the introduction of the variables ‘estate’
and ‘marital status’. Although the ‘age’ effect turned
out to be significant in model C, it appears it is not
significant any more in model (9) where information
about ‘estate’ and ‘marital status’ of the client is
also included.
If the coefficient of a variable changes a lot when
another is added or removed, there might be an
interaction effect. However, adding this interaction
term might make the model very complex.

Prediction and Classification
In the previous section, it is shown that the relationship between explanatory variables and a response
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can be understood by interpreting the coefficients in
a logistic regression model. Such a logistic regression
model can now also be used as a predictive equation.
With a substitution for the values x = (x1 , . . . , xp )
of the covariates, the model provides a prediction of
π(x), which denotes the probability that the response
Y equals 1, given x. It then seems logical that with
a high value of π(x), Y equal to 1 is more likely
than Y equal to 0. Therefore, one can classify an
item as Y = 1 or Y = 0, by comparing this estimated
π̂(x) with an appropriate threshold c. When the estimated probability π̂ (x) is larger than c, the item with
covariate setting x can be classified as Y = 1. Otherwise, the item will be allocated to the group with
Y = 0. For example, if model (9) is used in the creditscoring example to classify clients as good or bad by
comparing π̂(x) for every client with the threshold
c = 0.55, the resulting classification table is given in
Table 5.
The threshold c should be chosen in such a way
that few misclassifications are made. The number
of misclassifications using the threshold c = 0.55 in
the example can now be found in Table 5. Obviously, with the choice c = 0.55, 202/612 = 25% of
the good clients were classified as bad, whereas
153/388 = 49% of the bad clients were classified
as good. Depending on what type of misclassification one considers worst, one can change the choice
of the threshold c. If one increases the threshold,
more people will be classified as bad clients. In
this way, the number of bad clients wrongly classified as good clients will diminish. On the other
hand it will increase the number of misclassified
good clients. Analogously, the number of misclassified bad clients would decline with a decrease of
c. However, no matter what threshold is chosen in
classifying clients, there are always quite a lot of
misclassifications using model (9). It seems that more
explanatory variables are needed to predict the behavior of a client.
Table 5 Classification table for the credit-scoring
example

Good client (Y = 1)
Bad client (Y = 0)

Extensions
A number of extensions beyond the scope of this
entry can now be made. For instance, instead of
working with a dichotomous response, one can consider an outcome with more than two categories
that might or might not be ordinal. This extension, among others, is handled in [5], which is a
key reference as far as logistic regression is concerned. Here, attention is paid to logistic regression diagnostics, also covered in [8]. Finally, an
overview of interpreting software output results is
given in [9].
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Market Equilibrium
Introduction
Following the seminal work of Léon Walras [37],
equilibrium has been a central notion in economics.
Therefore, it was a great step forward when Vilfredo
Pareto [33] developed the concept of efficient equilibrium. In economics, equilibrium is efficient or Pareto
optimal, if it is impossible to organize a reallocation
of resources that would increase the satisfaction of
an individual without decreasing that of at least one
other individual.
Determining an efficient allocation of risks in
an economy is a central question. Another important point is to characterize market mechanisms that
would lead to one of these efficient equilibriums.
Kenneth Arrow [1] and Gérard Debreu [11], who
simultaneously developed the concept of ‘equilibrium under uncertainty’, made a decisive step in this
direction. The Arrow–Debreu model shows that competitive financial markets provide an efficient tool
to reach a Pareto optimal allocation of risks in the
economy. By introducing ‘contingent commodities’
or ‘contingent claims’, they extended to the case of
uncertainty the classical result on the viability and
efficiency of a free market economy.
Yet, the results above are obtained at a relatively
high cost. They rely on the fact that there exist as
many markets as states of nature. In most of the
cases, and for different reasons, risk is not completely
shifted in all markets. When markets are incomplete, the competitive allocation is, in general, inefficient [17]. A well-known exception is the Capital
Asset Pricing Model (CAPM). The CAPM is a competitive equilibrium-pricing model. Under this model,
despite the fact that markets are not assumed to be
complete, an efficient equilibrium can be obtained.
CAPM applies first and foremost to financial
markets. Some authors have adapted this model to
insurance markets and developed the so-called insurance CAPM.
This article will review these models as well as
their limitations and extensions.

Markets for Contingent Goods and the
Arrow–Debreu Model
In order to present the Arrow–Debreu model, we
need to characterize and define the characteristics of
the model.

Consider a model with n individuals, i = 1, . . . , n,
and a finite number of possible future states of nature,
s, with j = 1, . . . , s. The state s that will prevail
in the economy is not known but the probability
distribution {p1 , p2 , . . . , ps } attached to the random
variable s̃ is known.
Each individual is characterized by two elements:
his initial endowment for each state s, wi (s). In contrast with the standard efficiency problem under certainty, goods become state-contingent commodities,
or contingent goods in short. Every good is a claim
to a commodity in a given state of nature. The randomness of the initial endowment defines risks (or
risky allocation). The second element is the individual’s cardinal utility function ui (·). This function is
increasing and concave, that is, individuals are risk
averse.
An allocation of risks is a set of n random variables yi (s), i = 1, . . . , n, which describes the individual’s final wealth depending upon the prevailing
state. Equilibrium will be Pareto-efficient if there is
no alternative feasible (an allocation is said to be
feasible if the level of consumption per individual in
any state equals the quantity available per individual
in that state) allocation of risks providing a larger
expected utility to some individuals without reducing the expected utility of any other individual. It can
easily be shown that this is the case whenever



uj (yj (s))
ui (yi (s))
= 

ui (yi (t))
uj (yj (t))

∀ s, t, i, j

(1)

Equation (1) says that equilibrium will be Paretoefficient when the marginal rate of substitution of any
couple of state-contingent commodities is uniform in
the population.
The question now is to find the market conditions
under which we obtain an efficient equilibrium, that
is, equation (1).
To that end, it is assumed that there exists a market for each state in the economy, that is, there exists
a complete set of markets for state-contingent commodities. π(s) is the price of the contingent good in
state s and before the realization of the state of nature,
contracts are traded for consumption contingent to
each state. Besides, markets for contingent claims are
assumed to be competitive. This means that individuals take prices as given, and that π(s) clears the
market for the corresponding contingent good.
The objective of each individual is to maximize
his expected utility subject to a budget constraint (the
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budget constraint is a condition of equalization of
supply and demand in each market):
max E[ui (yi (s̃))] = max
yi (·)

s.t.

S


yi (·)

S


ps ui (yi (s))

(2)

s=1

π(s)[yi (s) − wi (s)] = 0

(3)

s=1

Arrow demonstrates that equation (1) is the solution
of the above maximization problem, that is, the competitive price function supports an allocation of risk
that is Pareto-efficient (this result is known as the first
theorem of welfare economics).
Nine years later, Karl Borch [4] showed how
the mechanism of Arrow’s result could be organized
in practice and be applied to the problem of risk
sharing (see Optimal Risk Sharing) among insurers
(see [18] for a review of risk sharing literature). This
result relies on the mutuality principle (see Borch’s
Theorem), a pooling rule, which states that before
determining specific levels of indemnity, all members
give their initial endowment up to a pool. Then, after
observing the aggregate wealth, a specific rule is used
to share it independent of individual risk endowment.
All diversifiable risks are then eliminated through
mutualization. The undiversifiable risk that remains
is shared with members depending on their degree of
risk aversion.
Some comments shall be made regarding these
results.
Firstly, welfare is judged entirely in terms of
individual preferences that are known before the
state of nature is determined. This is an ex-ante
definition. That is why welfare is measured in terms
of expected utility.
Secondly, the Arrow–Debreu model implicitly
assumes that there are no transaction costs (see
the budgetary constraint). It means that there is no
loss consecutive to the risk exchange, which is a
strong assumption. However, rare are the models
incorporating transaction costs into their analysis (see
[16, 22, 28]).
Thirdly, analysis of competitive equilibrium in risk
exchange models is based upon a single time period.
Yet, it is important to recognize that the optimal
decisions of insureds and insurers are usually made
for a longer-term planning horizon. In that case, the
risk reallocation is not necessarily Pareto-efficient for
each component time period. Several works provide

dynamic solutions for efficient equilibrium (see [27]
for an extensive source of references).
Finally, a most demanding requirement of the
Arrow–Debreu model is the requirement that the
asset market is complete (see Complete Markets).
Yet, there exist many contingent commodities for
which there is no market. Indeed, traded securities
and insurance contracts do not always make it possible to cover any future contingencies. In most cases,
markets are considered to be incomplete. However, it
can still be possible to obtain an efficient equilibrium.
This is the topic of the next section.

The Capital Asset Pricing Model
The CAPM originally developed by Lintner [29],
Sharpe [34] and Mossin [32], has become a cornerstone of finance theory. The CAPM is an
equilibrium-pricing model within a pure exchange
economy. The central idea is that in a competitive
equilibrium, a set of trades and prices is determined
such that aggregate supply equals aggregate demand
and such that all investors are at their optimal
consumption and portfolio position.
The main assumptions of the CAPM are the following: the investors’ preferences are defined through
a mean-variance criterion, the investors have a oneperiod horizon and have the same expectations about
returns, there is no friction in the capital market (the
asset market has no transaction costs, no taxes, and no
restrictions on short sales, and asset shares are divisible), probability distributions for portfolio returns are
normally distributed, and there exists N risky assets
and one risk-free asset.
The CAPM lays stress on the concept of market
portfolio. The market portfolio is a portfolio that consists of an investment in all risky assets in which the
proportion to be invested in each asset corresponds
to its relative market value (the relative market value
of an asset is simply equal to the aggregate market
value of the asset divided by the sum of the aggregate
market values of all assets).
The reason the market portfolio plays a central
role in the CAPM is because the efficient set consists
of an investment in the market portfolio coupled
with a desired amount of either risk-free borrowing
or lending. By regrouping all risky assets in one
portfolio, the market portfolio, all diversifiable risks
are eliminated and only the global risk is linked to the
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market stands. This is an application of the ‘mutuality
principle’ to the stock market (for further details,
see [13] Chapter 4, Part 3).
Under the above assumptions, the CAPM states
that if the financial market is at equilibrium, there
exists a linear relation between expected returns of
financial assets.
At market equilibrium, the expected return of asset
i is given by
E[ri ] = rf + βi (E[rm ] − rf )

(4)

with
βi =

Cov(ri , rm )
and E[rm ] − rf > 0,
Var(rm )

where rm is defined to be the return on the market
portfolio, and rf is the risk-free asset return.
The term βi is known as the beta coefficient and
represents the sensibility of asset i to market fluctuations. An asset perfectly correlated to the market has
a beta equal to unity and leads to an expected return
rm at equilibrium.
As mentioned above, the original CAPM makes
strong assumptions. In the years since it was
developed, more complex models have been
proposed, generally involving relaxing some of
the original assumptions (for a more extensive
treatment, see [19] Chapter 8). The first extension
was to develop a continuous-time intertemporal
CAPM (see [21, 25, 31]). Others were to integrate
market friction (see [7] for a derivation of the
CAPM under personal income taxes and [8] for a
derivation under transaction costs), the nonexistence
of a risk-free asset [3], heterogeneous perceptions
about returns [20, 30], and preferences depending on
consumption [6].

Insurance and CAPM
The CAPM was adapted to insurance by Cooper [9],
Biger and Kahane [2], Kahane [26], Fairley [15] and
Hill [23], and is usually called the insurance CAPM.
On the basis of Cummins [10], we can present the
basic version as follows.
Insurance activity is organized around two
sources of income – the investment income and
the underwriting income. The firm can invest its
assets A and premiums P at respectively a rate
of return ra and rp . In neglecting taxes, the net
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income of the insurer, I , writes as I = ra A + rp P .
By definition, A = L + E, with L being liabilities
and E being equity.
The return on equity, which is the net income
divided by equity, re , is ra A/E + rp P /E. By writing
s = P /E and k = L/P , we get
re = ra (ks + 1) + rp s

(5)

Equation (5) indicates that leveraging the rates of
investment return and underwriting return generates
the rate of return on equity for an insurer.
By taking expectations in equation (5), one obtains
the insurer’s expected return on equity. Besides, at
equilibrium, it is assumed that the expected return on
the insurer’s equity is determined by the CAPM (see
equation 1).
Therefore, the insurance CAPM is obtained by
equating the CAPM return with the expected return
given by (5). It gives
E(rp ) = −krf + βp (E(rm ) − rf )

(6)

where rm is the return on the market portfolio, rf
is the risk-free asset return, and βp , is the beta of
underwriting profit.
The first term of equation (6) represents an interest
credit for the use of policyholder funds. The second
component is considered as the insurer’s reward for
risk bearing.
Limitations of the insurance CAPM have motivated researchers to extend the basic model by integrating taxes on benefits [12, 24] and the specificity
of insurable risk [5, 35, 36, 38].

Concluding Remarks
Complete market models and the CAPM, by large,
are the two main ways of dealing with the concept
of market equilibrium. These models take as granted
that markets are competitive and that information
is symmetric.
In reality, insurance markets are not likely to
be competitive and may rather be monopolistic or
oligopolistic (see Oligopoly in Insurance Markets),
leading to other forms of equilibrium.
Recent developments in the insurance and economic literature have evolved mainly from the fact
that different agents have different information. This
asymmetry in information may seriously alter the
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allocation of risks between contractuals and may
cause market failures that preclude economic efficiency and even market equilibrium (for an extensive
survey on the theory of insurance equilibrium under
asymmetric information, consult Eisein [14]).
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Market Models
Introduction
In the calculation of the market value (or fair value)
of insurance products, the term structure of interest
rates plays a crucial role. To determine these market
values, one has to make a distinction between fixed
cash flows and contingent cash flows.
Fixed cash flows are cash flows in the insurance contract that do not depend on the state of the
economy. These cash flows are, in general, subject
to insurance risks like mortality risks, but are not
affected by market risks. To determine the market
value of a set of fixed cash flows, we can construct (at
least theoretically) a portfolio of fixed income instruments (e.g. government bonds) that exactly replicates
the set of cash flows. No-arbitrage arguments then
dictate that the market value of the set of cash flows
must be equal to the market value of the replicating portfolio of fixed income instruments. One can
show that the market value of a set of fixed cash
flows thus obtained is equal to the discounted value
of the cash flows, where the term structure of interest
rates implied by the market prices of fixed income
instruments is used; see [21].
Contingent cash flows are cash flows in the insurance contract that do depend on the state of the
economy. Hence, these cash flows are subjected to
market risk. Examples are unit-linked contracts with
minimum return guarantees or guaranteed annuity
contracts. To determine the market value of contingent cash flows, we can also construct a replicating
portfolio; however, such a replicating portfolio will
require a dynamic trading strategy. The market value
of such a replicating portfolio can be determined by
arbitrage-free pricing models. Good introductions to
contingent claim valuation are (in increasing order of
complexity) [4, 15, 21, 29, 30]. Readers interested in
the original papers should consult [8, 17, 18].
A very important subclass of contingent cash
flows, are cash flows that are solely or partly determined by interest rates. For life insurance products,
the most important market risk factor is typically
interest-rate risk. To price interest rate contingent
claims, knowledge of the current term structure of
interest rates is not sufficient, we must also model
the evolution of the term structure over time. Hence,
in order to determine the market value of interest

rate contingent cash flows, we need to consider
term structure models. References that concentrate
on models for pricing interest rate contingent claims
are [12, 24, 31, 32, 38].
Traditionally, the focus of the term structure models has been on so-called instantaneous interest rates.
The instantaneous interest rate is the amount of
interest one earns over an infinitesimally short time
interval. A plethora of models for the instantaneous
interest rate have been proposed in the literature in
recent years; see, for example, [6, 7, 13, 19, 20,
22, 37]. Although it is mathematically convenient to
consider instantaneous interest rates, the big disadvantage of these type of models is that instantaneous
interest rates cannot be observed in practice. Hence,
most of these models do not have closed form expressions for the interest rate derivatives that are traded
in financial markets.
If our goal is to determine the market value of
interest rate contingent insurance cash flows, we seek
to construct replicating portfolios. Hence, we really
want to base our term structure models on interest rates that are quoted daily in financial markets.
A class of models that takes these quoted interest
rates as a starting point has been developed in recent
years (see [10, 25, 28]) and is now known as Market
Models.
The rest of this article on Market Models is organized as follows: First, we provide definitions of
LIBOR and swap rates, which are the interest rates
quoted in financial markets and we provide definitions of options on these interest rates, which are
nowadays liquidly traded in financial markets. In the
next section, we show how LIBOR and Swap Market
Models can be set up in an arbitrage-free interest rate
economy. In the following section, we discuss the
Calibration and Implementation of Market Models.
Finally, we discuss extensions and further development of the standard Market Model setup.

LIBOR and Swap Rates
In this section, we will first define LIBOR rates and
options on LIBOR rates, which are known as caplets
and floorlets. Then we will define swap rates and
options on swap rates known as swaptions.

LIBOR Rates
The traded assets in an interest rate economy are the
discount bonds with different maturities. Let DT (t)

2

Market Models

denote the value at time t of a discount bond that
pays 1 unit of currency at maturity T.
If you put your money in a money-market account
for a given period, the interest earned over this period
is quoted as a LIBOR rate (LIBOR is an abbreviation
for London InterBank Offered Rate and it is the rate
banks quote to each other for borrowing and lending
money). At the end of a period of length T , one
receives an interest equal to αL, where L denotes the
LIBOR rate and α  T denotes the accrual factor or
daycount fraction. (Note that in real markets α is not
exactly equal to T , but is calculated according to
a specific algorithm for a given market known as the
daycount convention.) Hence, we obtain the relation
1 ≡ (1 + αL)DT (0), which states that the present
value today of 1 unit of currency plus the interest
earned at the end of a T period is equal to 1 unit
of currency.
A forward LIBOR rate LT S (t) is the interest rate
one can contract for at time t to put money in a
money-market account for the time interval [T , S],
where t ≤ T < S. We define the forward LIBOR rate
via the relation
DT (t) = (1 + αT S LT S (t))DS (t),

(1)

where αT S denotes the daycount fraction for the
interval [T , S]. Solving for L yields


1
DT (t) − DS (t)
LT S (t) =
.
(2)
αT S
DS (t)
The time T is known as the maturity of the forward
LIBOR rate and (S − T ) is called the tenor.
At time T the forward LIBOR rate LT S (T ) is fixed
or set and is then called a spot LIBOR rate. Note, that
the spot LIBOR rate is fixed at the beginning of the
period at T, but is paid not until the end of the period
at S.
In most markets, only forward LIBOR rates of
one specific tenor T are actively traded, which
is usually 3 months (e.g., for USD) or 6 months
(e.g., for EURO). Therefore, we assume there are N
forward LIBOR rates with this specific tenor, which
we denote by Li (t) = LTi Ti+1 (t) and Ti  iT for
i = 1, . . . , N , with daycount fractions αi = αTi Ti+1 .
(Again, in real markets the dates Ti are not spaced
exactly T apart, but are determined with a specific
algorithm for a given market known as the date-roll
convention.) For this set of LIBOR rates, we denote
the associated discount factors by Di (t) = DTi (t).

Caplet Price
A caplet is an option on a LIBOR rate (see, e.g. [21]).
A caplet can be regarded as a protection against high
interest rates. Suppose we have a caplet that protects
us from the LIBOR rates Li fixing above a level K.
The payoff Ci (Ti+1 ) we receive from the caplet at
time Ti+1 is equal to
Ci (Ti+1 ) = αi max{Li (Ti ) − K, 0}.

(3)

This payoff equals the difference between the insured
payment αi K and the LIBOR payment αi Li (Ti ) that
has to be made at time Ti+1 if Li (Ti ) > K. A caplet
is therefore a call option on a LIBOR rate.
If we choose the discount bond Di+1 (t) as a
numeraire and work under the associated probability
measure Q i+1 we know that the caplet payoff Ci (t)
divided by the numeraire Di+1 (t) is a martingale and
we obtain


Ci (0)
Ci (Ti+1 )
= Ei+1
Di+1 (0)
Di+1 (Ti+1 )
= αi Ei+1 (max{Li (Ti ) − K, 0}),

(4)

where Ei+1 denotes expectation with respect to the
measure Q i+1 . (Since Di+1 (t) is a traded asset with
a strictly positive price, there exists a probability
measure Q i+1 under which the prices of all other
traded assets divided by the numeraire Di+1 (t) are
martingales.)
The market-standard approach used by traders is
to assume that Li (Ti ) has a log-normal distribution.
Given this assumption, we can calculate the expectation explicitly as
Ci (0) = αi Di+1 (0)(Li (0)N (d1 ) − KN (d2 )),

(5)

where d1 = (log(Li (0)/K) +
d2 =
d1 − i and i is the standard deviation of
log Li (Ti ).
We can also consider a put option on a LIBOR
rate, which is known as a floorlet. Using the same
arguments as before, it follows that the price of a
floorlet Fi is given by
(1/2)i2 )/i ,

Fi (0) = αi Di+1 (0)(KN (−d2 ) − Li (0)N (−d1 )).
(6)
We see that in the market-standard valuation formula to quote prices for caplets and floorlets is the
Black formula originally derived in [5].
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Interest Rate Swaps
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In the market, swaps are not quoted as prices for
different fixed rates K, but only the fixed rate K is
quoted for each swap such that the value of the swap
is equal to zero. This particular rate is called the
par swap rate. We denote the par swap rate for the
[Tn , TN ] swap with yn,N . Solving (9) for K = yn,N
swap
such that Vn,N (t) = 0 yields

An interest rate swap is a contract in which two
parties agree to exchange a set of floating interest
rate payments for a set of fixed interest rate payments.
The set of floating interest rate payments is based on
LIBOR rates and is called the floating leg. The set of
fixed payments is called the fixed leg. The naming
convention for swaps is based on the fixed side.
In a payer swap you are paying the fixed leg (and
receiving the floating leg); in a receiver swap you are
receiving the fixed leg (and paying the floating leg).
Given a set of payment dates Ti where the payments are exchanged, we can determine the value of
a swap as follows. A floating interest payment made
at time Ti+1 is based on the LIBOR fixing αi Li (Ti ).
Hence, the present value Viflo (t) of this payment is

The term in the denominator is called the accrual
factor or Present Value of a BasisPoint or PVBP. We
will denote the PVBP by Pn+1,N (t). Given the par
swap rate yn,N (t) we can calculate the value of a
swap with fixed rate K as

Viflo (t) = Di+1 (t)Ei+1 (αi Li (Ti )) = Di+1 (t)αi Li (t)

Vn,N (t) = (yn,N (t) − K)Pn+1,N (t),

= Di (t) − Di+1 (t),

(7)

where we have used the fact that Li (t) is a martingale
under the measure Q i+1 .
Given a fixed rate K, the fixed payment made at
time Ti+1 is equal to αi K. Hence, the present value
Vifix (t) of this payment is given by
Vifix (t) = Di+1 (t)αi K.

(8)

In a swap multiple payments are exchanged. Let
pswap
Vn,N (t) denote the value of a payer swap at time
t that starts at Tn and ends at TN . At the start date
Tn the first LIBOR rate is fixed. Actual payments are
exchanged at dates Tn+1 , . . . , TN . The swap tenor is
defined as (TN − Tn ).
Given (7) and (8) we can determine the value of
the payer swap as
pswap

Vn,N (t) =

N−1


Viflo (t) −

i=n

N−1


Vifix (t)

i=n

= (Dn (t) − DN (t)) − K

N−1


αi Di+1 (t).

i=n

(9)
The value of a receiver swap is given by
rswap

Vn,N (t) = K

N−1


yn,N (t) =

Dn (t) − DN (t)
N


i=n

(10)

(11)

αi−1 Di (t)

i=n+1

pswap

(12)

rswap

(13)

Vn,N (t) = (K − yn,N (t))Pn+1,N (t).

Swaption Price
The PVBP is a portfolio of traded assets and has a
strictly positive value. Therefore, a PVBP can be used
as a numeraire. If we use the PVBP Pn+1,N (t) as a
numeraire, then under the measure Q n+1,N associated
with this numeraire, the prices of all traded assets
divided by Pn+1,N (t) must be martingales in an
arbitrage-free economy (see, e.g., [25]). In particular, the par swap rate yn,N (t) must be a martingale
under Q n+1,N .
A swaption (short for swap option) gives the
holder the right but not the obligation to enter at
time Tn into a swap with fixed rate K. A receiver
swaption gives the right to enter into a receiver swap,
a payer swaption gives the right to enter into a payer
swap. Swaptions are often denoted as Tn × (TN −
Tn ), where Tn is the option expiry date (and also the
start date of the underlying swap) and (TN − Tn ) is
the tenor of the underlying swap.
For a payer swaption, it is of course only beneficial
to enter the underlying swap if the value of the swap
is positive. Hence, the value PSn,N (Tn ) of a payer
swaption at time Tn is
pswap

αi Di+1 (t) − (Dn (t) − DN (t)).

.

PSn,N (Tn ) = max{Vn,N (Tn ), 0}.

(14)

If we use Pn+1,N (t) as a numeraire, we can calculate
the value of the payer swaption under the measure
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Q n+1,N as
PSn,N (0)
= En+1,N
Pn+1,N (0)



pswap

max{Vn,N (Tn ), 0}



Pn+1,N (Tn )

= En+1,N (max{yn,N (Tn ) − K, 0}).

(15)

The market-standard approach used by traders is to
assume that yn,N (Tn ) has a log-normal distribution.
Given this log-normal assumption, we can calculate
the expectation explicitly as
PSn,N (0) = Pn+1,N (0)(yn,N (0)N (d1 ) − KN (d2 ))
(16)
2
where d1 = (log(yn,N (0)/K) + 12 n,N
)/n,N , d2 =
2
d1 − n,N and n,N is the variance of log yn,N (Tn ).
Using the same arguments, it follows that the price
of a receiver swaption RSn,N is given by

RSn,N (0) = Pn+1,N (0)(KN (−d2 )
− yn,N (0)N (−d1 )).

(17)

We see again that the valuation formula for swaptions is the Black [5] formula used in the market
to price these instruments. Note, that it is standard
market practice to quote swaption prices in terms
of implied volatility. Given today’s term structure
of interest rates (which determines Pn+1,N (0) and
2
yn,N (0)) and the strike K, we only need to know n,N
to calculate the swaption price. Hence, option traders
quote swaption prices using the implied volatility
σ n,N where
2
n,N
= σ 2n,N Tn .
(18)
Finally, it is worthwhile to point out that it is mathematically inconsistent to assume that both the LIBOR
rates and the swap rates have log-normal distributions. We return to this point in the section ‘Modeling
Swap Rates in the LIBOR Market Model’.

When pricing interest rate derivatives we want to
consider many interest rates simultaneously. Hence,
we have to model the evolution of all interest rates
under the same probability measure. It is this construction that leads to the Market Model of interest
rates. We will first discuss the construction of the
LIBOR Market Model, then we will discuss the Swap
Market Model. More elaborate derivations of Market
Models can be found in [12, 24, 29, 31].

LIBOR Market Model
The LIBOR market model makes the assumption that
the process for the forward LIBOR rate Li is given by
the stochastic differential equation
dLi (t) = σi (t)Li (t) dW i+1 (t),

where W i+1 (t) denotes Brownian motion under
Q i+1 . Note that since Li (t) is a martingale under the
measure Q i+1 the stochastic differential equation
has no drift term. If σi (t) is a deterministic function,
then Li (t) has a log-normal probability distribution
the standard deviation of log Li (t)
under Q i+1 , where 
t
2
is equal to i =
0 σi (s) ds. Hence, under this
assumption the prices of caplets and floorlets in the
LIBOR market model are exactly consistent with the
market pricing formulæ (5) and (6) for caplets and
floorlets.
To bring all the LIBOR rates under the same
measure, we first consider the change of measure
dQ i / dQ i+1 . By repeated application of this change
of measure, we can bring all forward LIBOR processes
under the same measure.
Using the Change of Numeraire Theorem (see
[16]), we can establish the following relation between
Browian Motion under the two different measures:
dW i (t) = dW i+1 (t) −

LIBOR and Swap Market Models
In the previous section, we introduced LIBOR and
swap rates, and we demonstrated how options on
these interest rates can be priced consistently with the
market-standard Black formula via a judicious choice
of the numeraire for each interest rate. Although
mathematically elegant, the disadvantage of this approach is that it only works for a single interest rate.

(19)

αi σi (t)Li (t)
dt,
1 + αi Li (t)

(20)

where W i (t) and W i+1 (t) are Brownian motions
under the measures Q i and Q i+1 respectively.
If we consider the N LIBOR rates in our economy,
we can take the terminal discount bond DN+1 (t) as
the numeraire and work under the measure Q N+1 ,
which is called the terminal measure. Under the
terminal measure, the terminal LIBOR rate LN (t) is
a martingale.

Market Models
If we apply (20) repeatedly, we can derive that
Li (t), follows under the terminal measure, the process


N

αk σk (t)Lk (t)
dLi (t) = −
1 + αk Lk (t)
k=i+1
× σi (t)Li (t) dt + σi (t)Li (t) dW N+1 , (21)
for all 1 ≤ i ≤ N .
We see that, apart from the terminal LIBOR rate
LN (t), all LIBOR rates are no longer martingales
under the terminal measure, but have a drift term
that depends on the forward LIBOR rates with longer
maturities. As (21) is fairly complicated we cannot
solve the stochastic differential equation analytically,
but we have to use numerical methods. This will be
discussed in the section ‘Calibration and Implementation of Market Models’.
The derivation of the LIBOR Market Model given
above can be made much more general. First, the
choice of the terminal measure is arbitrary. Any
traded security with a positive price can be used
as numeraire. In particular, any discount bond or
money-market deposit can be used as numeraire.
Examples of these alternative choices are discussed
in [25, 29, 31]. Second, we have implicitly assumed
there is only a single Brownian motion driving all
interest rates. However, it is straightforward to set
up a LIBOR Market Model with multiple Brownian
Motions driving the model; see, for example, [24,
29]. It is even possible to extend the model to a
continuum of LIBOR rates. These types of models are
known as String Models; see, for example, [26, 35].
The equivalence between discrete String Models and
Market Models is established in [27].

Swap Market Model
In the section ‘LIBOR and Swap Rates’ we derived
swaption prices by specifying the dynamics of each
par swap rate yn,N (t) with respect to its own probability measure Q n+1,N . If we want to determine the
price for more complicated derivatives, we need to
model the behavior of all swap rates simultaneously
under a single measure, like we did for the LIBOR
Market Model.
However, we cannot specify a distribution for all
swap rates simultaneously. If we consider an economy with N + 1 payment dates T1 , . . . , TN+1 , we
can model the N + 1 discount factors associated with
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these dates. Given that we choose one of these discount bonds as the numeraire, we have N degrees of
freedom left to model. Therefore, we can only model
N par swap rates. All other swap rates (including
the LIBOR rates) are then determined by the N ‘spanning’ swap rates. Only the spanning swap rates can
be modeled as log-normal in their own measure, the
probability distributions of the other swap rates are
then determined by the distribution of the reference
rates and will, in general, not be log-normal. This
implies in particular that the log-normal LIBOR market model and the log-normal swap market model are
inconsistent with each other.
Like in the LIBOR Market Model, it is possible to
derive explicit expressions for sets of spanning swap
rates using change of measure techniques. However,
the resulting expressions are complicated. Explicit
derivations of Swap Market Models are given in [24,
25, 31].

Modeling Swap Rates in the LIBOR Market Model
Since it is possible to use either a LIBOR Market Model or a Swap Market Model to calculate
the prices of both caplets and swaptions, one can
test empirically, which of these modeling approaches
works best in practice. Using USD data, [14] demonstrates that the LIBOR Market Model gives a much
better description of the prices of caplets and swaptions than the Swap Market Model.
Although it is mathematically inconsistent to have
both log-normal LIBOR rates and swap rates in the
same model, it turns out that given log-normally
distributed LIBOR rates, the probability distribution of
the swap rates implied by the LIBOR rates is closely
approximated by a log-normal distribution. Hence,
for practical purposes, we can use the LIBOR Market
Model to describe both log-normal LIBOR and swap
rate dynamics.
Various approximations for swap rate volatilities
have been proposed in the literature; see, for example, [3, 9, 11, 23]. The basic idea behind these
approximations is the observation that the forward
swap rate (11) can be rewritten as

yn,N (t) =

N−1

i=n

wi (t)Li (t)

with
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wi (t) =

αi Di+1 (t)
N


,

(22)

αk−1 Dk (t)

k=n+1

which can be interpreted as a weighted average of
forward LIBOR rates (see [32]). Although the weights
wi (t) are stochastic, the volatility of these weights is
negligible compared to the volatility of the forward
LIBOR rates. Hence, the volatility of the forward swap
rate can be approximated by studying the properties
of the basket of LIBOR rates.

Calibration and Implementation of
Market Models
We have seen that the LIBOR Market Model can
be used to describe both LIBOR rate and swap rate
dynamics. Hence, the LIBOR Market Model can be
calibrated to LIBOR and swap volatilities simultaneously.
In order to calibrate a LIBOR Market Model, we
must specify volatility functions for the forward
LIBOR rates and a correlation matrix for the driving Brownian Motions such that the market prices
of caplets and swaptions are fitted by the model.
This is not a trivial problem. For a general introduction into the calibration of Market Models, we refer
to [12, 33, 34, 38]. Recently, significant progress has
been made by [3, 11] using semidefinite programming techniques, but this area is still very much in
development.
Depending on how we want to use the model,
we may want to use different calibration procedures.
Many traders will insist on an exact fit to all the
market prices of caplets and swaptions for pricing
exotic options as they want to avoid any mispricing
by the model of the underlying instruments. However,
from an econometric point of view, exact fitting to all
observed prices leads to an overfitting of the model
and to unstable estimates of the volatility and correlation parameters (see [14] for an empirical comparison
of both calibration approaches). Hence, for risk management purposes we want stable model parameters
over time and therefore it will be preferable to fit a
parsimonious model as well as possible to the available market prices.
Once the LIBOR Market Model is calibrated, we
can use the model to calculate prices of other interest
rate derivative securities. The stochastic differential

equation (21) describes the behavior of the LIBOR
rates under the terminal measure. Using Markov
chain Monte Carlo methods, we can use (21) to simulate the dynamics of the forward LIBOR rates. Given
the paths of LIBOR rates, we can then determine the
value of the interest rate derivative we are interested
in. For discussions on how to implement Monte Carlo
simulation for LIBOR Market Models, we refer to [12,
31, 38].

Extensions and Further Developments
The LIBOR Market Model we have presented here
is the standard case where all interest rates have
log-normal distributions. Furthermore, the analysis is
restricted to a single currency. This standard case can
be extended and generalized in several directions.
It is relatively straightforward to extend the model
to calculate prices of interest rate derivatives with
payments in different currencies; see, for example, [36] how the LIBOR Market Model can be set
up in a multicurrency setting.
A more challenging problem is the fact that interest rates do not follow log-normal distributions in
reality. Market participants adjust the Black formula for this non-log-normality by using a different implied volatility (19) for options with different
strikes. If we plot a graph of the implied volatility at
different strikes we obtain a so-called volatility smile.
If we are looking for a model that really replicates
the market prices of caplets and swaptions, we cannot
ignore the volatility smile effect. The challenge is to
formulate an extension of the LIBOR Market Model
that incorporates volatility smiles but still remains
tractable. Proposals in this direction have been made
by [1, 2, 12, 23], but much work remains to be done
in this area.
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Ɛ Mk T =i = Ɛ Ɛ Mk+1 | Fk T =i
 

= Ɛ Ɛ Mk+1 T =i | Fk


= Ɛ Mk+1 T =i .

Martingales
In this section, we consider stochastic processes
{Xt : t ∈ I } in discrete time (I = ) or in continuous
time (I = + ) with values in  or d for some
d ∈ . In continuous time, we will always assume
that X has cadlag sample paths, that is, the sample
paths are right-continuous and limits from the left
exist. There is a filtration {Ft : t ∈ I } given which is
right continuous if I = + . Basically, Ft contains all
the information available at time t. Right continuity
means that we can look at an infinitesimal time
interval in the future. For example, if Xt = 1, we also
know whether Xs will enter the set (1, ∞) just after
time t, or whether there is a small interval (t, t + ε)
on which Xs ≤ 1. A stopping time T is a random
variable such that at time t we can observe whether
T ≤ t or not.
An important concept for stochastic processes is
the notion of a ‘fair game’, which we will call a martingale. Martingales are particularly useful because
of Theorems 1 and 2 below. The concept of martingales was introduced by Levy. The theory was
developed by Doob, who was the first to recognize
its potential [1]. Later, the theory was extended by
the Strasbourg group [4].
A stochastic process M that is adapted to {Ft } (i.e.
Mt is measurable with
respect
to Ft ) is called {Ft }

submartingale if Ɛ |Mt | < ∞ and Ɛ Ms | Ft ≥ Mt
for all s ≥ t. It is called {Ft }-supermartingale if −M
is a submartingale. It is called {Ft }-martingale if it
is both a sub- and a supermartingale, that is, Ɛ Ms |
Ft = Mt . We have assumed that M is cadlag. This
is not a strong assumption [2], but it simplifies the
presentation considerably.
The simplest example of a martingale is the following. Let Y be an
 integrable random variable.
Then Mt = Ɛ Y | Ft is a martingale. Other important examples of martingales
  are the integrable Lévy
processes X with Ɛ Xt = 0. A Lévy process is
a stochastic process with independent and stationary increments. Standard Brownian motion is a key
example of such a martingale.
 
 The martingale property implies that Ɛ Mt =
Ɛ M0 for all t. We can extend this to bounded
stopping times, see Theorem 1 below. This is easy
to see in discrete time. Suppose T ≤ n is a stopping
time. Then, for i ≤ k < n we have

(1)

Thus
n
  


Ɛ MT =
Ɛ Mi T =i
i=0

=

n



 
 
Ɛ Mn T =i = Ɛ Mn = Ɛ M0 .

(2)

i=0


If we now consider a random walk, Sn =  ni=1Ui for
some i.i.d. random variables
{Ui } with Ɛ |Ui | < ∞
 
then {Mn = Sn − nƐ Ui } is a martingale. Thus, for
an integrable stopping time T , one has

 
 
Ɛ ST ∧n − (T ∧ n)Ɛ Ui = Ɛ S0 = 0, (3)



  
or equivalently Ɛ ST ∧n = Ɛ T ∧ n Ɛ Ui . One can
show that Ɛ ST ∧n is uniformly
and

  integrable,

thus Wald’s identity Ɛ ST = Ɛ T Ɛ Ui holds. The
result also holds for a Lévy process X in continuous
stopping times T ≤ t0 ,
  time
 and
  bounded

Ɛ XT = Ɛ T Ɛ X1 . Here, the stopping time must
be bounded, see also the example with Brownian
motion below.
Let M be a martingale
 and f:  →  be a convex
function such that Ɛ |f (Mt )| < ∞ for all t ∈ I .
Then, for s ≥ t one has by Jensen’s inequality




Ɛ f (Ms ) | Ft ≥ f (Ɛ Ms | Ft ) = f (Mt ) (4)
and therefore {f (Mt )} is a submartingale. In particular, {Mt2 } is a submartingale if M is a quadratic,
integrable martingale.
We next formulate the optional stopping theorem,
whose proof can be found, for instance, in [8].
Theorem 1 Let M be a {Ft }-submartingale and let
τ and σ be stopping times. Then, for each t ∈ I ,


Ɛ Mτ ∧t | Fσ ≥ Mτ ∧σ ∧t .
(5)
In particular, choosing σ = s ≤ t deterministic it follows that {Mτ ∧t } is a martingale.

 If, in addition,

τ < ∞ a.s. and limt→∞ Ɛ |Mt |τ >t = 0 then Ɛ Mτ |
Fσ ≥ Mτ ∧σ .
Replacing the ≥ signs by the equality sign, yields
the corresponding result for martingales. The theorem
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basically says that in a fair game it is not possible to
get an advantage by stopping at a specifically chosen
time point.
Uniform integrability (see the definition below) is
important in order to let t → ∞. Consider the following example. Let W be a standard Brownian motion
and τ = inf{t > 0: Wt > 1}. Because the Brownian
motion
has

 continuous paths and one can show
 that
 τ < ∞ = 1, one has Wτ = 1 and Ɛ Wτ = 1.
Thus,




0 = W0 = Ɛ Wτ ∧t = lim Ɛ Wτ ∧t
t→∞


(6)
 = Ɛ lim Wτ ∧t = 1.
t→∞

This shows that the Brownian motion is not uniformly
integrable.
Let us consider a Brownian motion with drift
{Xt = Wt + dt}. Then, one can easily verify that
{Mt = exp{−2dXt }} is a martingale. Let a < 0 < b
and let the the stopping time be defined as τ =
/ a, b }. Then, because Mτ ∧t is bounded
inf{t: Xt ∈


 
1 = M0 = lim Ɛ Mτ ∧t = Ɛ Mτ
t→∞




−2da
 Xτ = a + e−2db  Xτ = b . (7)
=e
This yields


 Xτ = a =

1 − e−2db
e2da − e−2d(b−a)
=
.
−2db
−e
1 − e−2d(b−a)
(8)

e−2da

Suppose d > 0. Letting b → ∞ yields, by the monotone limit theorem,




 inf Xt < a = lim  Xτ = a = e2da . (9)
b→∞

t≥0

The optional stopping theorem thus yields an easy
way to calculate first passage probabilities.
Another useful theorem is the martingale convergence theorem, that also is proved in [8].
Theorem

 2 Let
 M be a submartingale and suppose

supt∈I Ɛ (Mt )+ < ∞, or equivalently supt∈I Ɛ |Mt |
<∞. Then, there exits a random variable X with
Ɛ |X| < ∞ such that
lim Mt = X a.s.

t→∞

(10)



α
If, in addition,
 α  for some α > 1, sup t∈I Ɛ |Mtα|  < ∞
then Ɛ |X| < ∞ and limt→∞ Ɛ |Mt − X| = 0.



The condition supt∈I Ɛ (Wτ ∧t )+ < ∞ is satisfied
for the stopped Brownian motion {Wτ ∧t } with τ =
inf{t > 0: Wt > 1}. Thus, X = limt→∞ Wτ ∧t exists
and is integrable. But, because the Brownian motion
has stationary and independent increments, the only
possible limits are Wτ = 1 or −∞. Because X is integrable, we must have X = Wτ = 1. This illustrates
that convergence does not imply uniform integrability
of the martingale.
For a martingale, limit and expectation can be
interchanged exactly in the following situation.
Proposition 1 Let M be the martingale. The following are equivalent:
1. The family {Mt } is uniformly integrable.
2. M converges in L1 , that is, there exists an integrable random variable X such that


(11)
lim Ɛ |Mt − X| = 0.
t→∞

3. There exist an integrable random variable
 X such

that Mt converges to X a.s. and Mt = Ɛ X | Ft .
4. There exists an
random variable Y such
 integrable

that Mt = Ɛ Y | Ft .
Note thatin the notation
of the above proposition,

X = Ɛ Y | t≥0 Ft .
The next result is known as Doob’s inequality.
Proposition 2
1. Let M be a submartingale. Then, for any x > 0,




(12)
 sup Ms ≥ x ≤ x −1 Ɛ (Mt )+ .
0≤s≤t

2. Let M be a positive supermartingale. Then, for
any x > 0,


 
 sup Mt ≥ x ≤ x −1 Ɛ M0 .
(13)
t≥0

Consider again the Brownian motion with positive drift {Xt = Wt + dt} and the positive martingale
{Mt = exp{−2dXt }}. Then, an estimate for the ruin
probability can be obtained for x > 0,




 inf Xt ≤ −x =  sup Mt ≥ e2dx ≤ e−2dx . (14)
t≥0

t≥0

For the next result, we need the following definitions.
Let J be some set of indices and {Yj : j ∈ J } be a
family of random variables. We say that
 {Yj } is uni
formly integrable if limx→∞ supj ∈J Ɛ |Yj ||Yj |>x =
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0. Let T be the class of all {Ft }-stopping times. We
say that a submartingale M is of class DL if for each
t the family of random variables {Mτ ∧t : τ ∈ T} is uniformly integrable. For instance, M is of class DL if
M is bounded from below or if M is a martingale.
A submartingale is under quite weak assumptions
decomposable in a martingale and a nondecreasing
part, the so-called Doob–Meyer decomposition.
Theorem 3 Suppose M is a submartingale.
1. Let I = . Then, there exist unique processes X
and A such that X is a martingale, A is nondecreasing, At is Ft−1 -measurable, X0 = A0 = 0
and M = M0 + X + A.
2. Let I = + and suppose that M is of class DL.
Then, there exist unique processes X and A such
that X is a martingale, A is nondecreasing, X0 =
A0 = 0, M = M0 + X + A and, for any nonnegative martingale Y and any {Ft }-stopping time τ ,
 τ ∧t

 τ ∧t

Ɛ
Ys− dAs = Ɛ
Ys dAs
0

0



= Ɛ Yτ ∧t Aτ ∧t .

(15)

A proof of the result can be found in [2].
In the discrete
time

 case, it is easy to see that At =
At−1 + Ɛ Mt | Ft−1 − Mt−1 . In the continuous time
case, the decomposition is not as simple. Let us
consider an example. Let W be a standard Brownian
motion and Mt = Wt2 . Because {Xt = Wt2 − t} is a
martingale, one would expect that At = t. Indeed,
because Y is cadlag, the set of jump times is a
τ ∧t
τ ∧t
Lebesgue null set and 0 Ys− ds = 0 Ys ds. We
also have
 τ ∧t
  t


Ɛ
Ys ds =
Ɛ Ys τ >s ds
0



0

=


0



0

=

t



Ɛ Ys∧τ τ >s ds

t

 


Ɛ Ɛ Yt∧τ | Fs τ >s ds

t

=

 

Ɛ Ɛ Yt∧τ τ >s | Fs ds

0



=Ɛ



t

Yt∧τ τ >s ds
0



= Ɛ Yt∧τ (t ∧ τ ) .
Thus X and A are as expected.

(16)

Introductions to martingale theory can also be
found in the books mentioned in the list of references [1–9].
In some applications, it turns out that the notion
‘martingale’ is too strong. In order to use the nice
properties of martingales, one makes the following definition. A stochastic process M is called a
{Ft }-local martingale if there exists a sequence of
{Ft }-stopping times {Tn } such that limn→∞ Tn = ∞
and {Mt∧Tn } is a martingale for all n ∈ . Note
that by Fatou’s lemma, a local martingale that is
bounded from below is a supermartingale. An example is the following. Let W be a standard Brownian
motion and ξ > 0 be
 a random variable independent of W such that Ɛ ξ = ∞. Let Ft = FW
t ∨ σ (ξ ).
Then {Mt = ξ Wt } is not a martingale because Mt is
not integrable. Let Tn = inf{t > 0: |Mt | > n}. Then
Tn → ∞ and for s ≥ t




Ɛ Ms∧Tn | Ft = ξ Ɛ Ws∧Tn | Ft = ξ Wt∧Tn = Mt∧Tn
(17)
because ξ is Ft -measurable. Because |Mt∧Tn | ≤ n,
we get that Mt∧Tn is integrable. Thus {Mt∧Tn } is a
martingale.
We say that a process X is of bounded variation if
there are nondecreasing processes X + , X − such that
X = X + − X − . One can always choose a minimal
+
+
decomposition; namely, let A+
t = inf{Xt : X = X −
−
X }. Then
+
+
+
−
A−
t = At − Xt = inf{Xt − Xt : X = X − X }

= inf{Xt− : X = X + − X − }

(18)

+
−
−
and A+
t ≤ Xt and At ≤ Xt for any decomposition.
We now always work with the minimal decomposition X + , X − . Then X + and X − do not have common
points of increase. The variation process is denoted
by V X = X + + X − . One can obtain the variational
process as

VtX = sup

n


|Xtk − Xtk−1 |,

(19)

k=1

where the supremum is taken over all n and 0 = t0 <
t1 < · · · < tn = t.
For functions of bounded variation, classical integration theory applies. Let Y be a stochastic process
and X be a process of bounded variation. Then, the
process Z with
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t

Zt =



t

Ys− dXs =

0

0

Ys− dXs+ −



t
0

Ys− dXs−
(20)

is well-defined as a pathwise Stieltjes integral. If M is
t
a (local) martingale, then 0 Ys− dMs also is a local
martingale, see [8]. Note that it is important that the
integrand is left-continuous. Let, for example,
 a
 N be
Poisson process and {Yi } be i.i.d. with  Y1 = 1 =


 t
 Y1 = −1 = 12 . Then {Mt = N
Yi } is a martinNt i=1
t
i−1
gale. So is 0 Ms− dMs = i=1 j =1 Yj Yi . But
 t
 t
Nt 
i

Ms dMs =
Yj Yi =
Ms− dMs + Nt
0

i=1 j =1

Thus
 
Ɛ Mt2 = Ɛ

2

lim
(Mk2−n t − M(k−1)2−n t )2 . (24)
n

n→∞

Because
 M is continuous, it is uniformly continuous
on 0, t , that is, for n large enough, |Mk2−n t −
M(k−1)2−n t | < ε. Thus
2

(Mk2−n t − M(k−1)2−n t )2
n

k=1
n

There is an elementary proof of this result. It
is no loss of generality to assume that M0 = 0.
Suppose first that |Mt | ≤ 1 and VtM ≤ 1. Then, by
the martingale property,
2

 
2
2
Ɛ Mt2 = Ɛ
Mk2
−n t − M(k−1)2−n t

≤ ε.
(25)
 2
This yields Ɛ Mt = 0, and therefore Mt = 0. By
continuity, Mt = 0 (as a process) for all t. Suppose
now VtM is not bounded. Let TV = inf{t ≥ 0: VtM >
1}. We just have proved that {Mt∧TV } is equal to zero.
M
= 0 and TV = ∞ a.s. follows. Similarly,
Thus Vt∧T
V
for TM = inf{t ≥ 0: |Mt | > 1} we obtain Mt∧TM = 0
and TM = ∞ follows. This proves the proposition.
This result can, for example, be applied in order
to find differential equations. Let N be a Poisson
process with rate λ and Xt = u + ct − Nt for some
c > λ. Then Xt → ∞ a.s.
 Let τ = inf{t ≥ 0: Xt < 0}
and ψ(u) =  τ < ∞ . One can easily verify that
ψ(Xτ ∧t ) is a martingale (using that ψ(x) = 1 for
x < 0). Let M be the martingale {Mt = Nt − λt}. We
denote the jump times of N by {Tn }. Let us for the
moment suppose that ψ(x) is absolutely continuous
with density ψ (x). Then

n



n

k=1

By the definition of V M ,

Nτ ∧t


ψ(XTi )

n=1

− ψ(XTi − )
 τ ∧t
ψ (Xs− ) ds
=c
0


+

(Mk2−n t − M(k−1)2−n t )

2

τ ∧t

=

n

|Mk2−n t − M(k−1)2−n t |

τ ∧t

(ψ(Xs− − 1) − ψ(Xs− )) dNs

0



k=1


cψ (Xs− ) + λ(ψ(Xs− − 1)

0


− ψ(Xs− )) ds +

k=1

2VtM

≤ 2.

ψ (Xs ) ds +

0

2

=Ɛ
(Mk2−n t − M(k−1)2−n t )2 . (22)

≤

τ ∧t

ψ(Xτ ∧t ) − 1 = c

k=1

≤2

|Mk2−n t − M(k−1)2−n t |

k=1

Proposition 3 Let M be a continuous martingale of
bounded variation. Then M is constant.

2


2


≤ε

0

(21)
is not a martingale.
Suppose that N is a Poisson process with rate
λ and f (s) is 
a continuous
 function. If we want
Nt
f
(T
)
, we note that this is
to compute Ɛ
n
 t
 n=1
Ɛ 0 f (s) dNs . Because Nt − λt is a martingale,
 t

t
the expected value is Ɛ 0 f (s)λ ds = λ 0 f (s) ds.
Similar results can be proved for martingales with
unbounded variation, see [2, 8].
We have the following important result on martingales with bounded variation.

2n


k=1



τ ∧t

(ψ(Xs− − 1)

0

(23)

− ψ(Xs− )) dMs .

(26)
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τ ∧t 
cψ (Xs− ) + λ(ψ(Xs− − 1) − ψ
Therefore,
0

(Xs− )) ds must be a local martingale of bounded
variation. Hence, cψ (Xs ) + λ(ψ(Xs− − 1) − ψ
(Xs− )) = 0 almost everywhere. Thus, ψ solves
the differential equation cψ (x) + λ(ψ(x − 1) −
ψ(x)) = 0. The equation is easier to solve for δ(x) =
1 − ψ(x) because δ(x) = 0 for x < 0. This yields
an inhomogeneous
differential equation on the inter

vals n − 1, n , and one can verify that there is a
strictly increasing solution δ(x) with δ(∞) = 1. Suppose now ψ(x) is a decreasing solution to cψ (x) +
λ(ψ(x − 1) − ψ(x)) = 0 with ψ(∞) = 0. Then, as
above


ψ(Xτ ∧t ) − 1 =
0

τ ∧t

The process X, Y can easily be calculated if X,
Y are Lévy martingales, that is, processes with
 inde
pendent
and
stationary
increments
such
that
Xt =
Ɛ
 
Ɛ Yt = 0. It follows that



Ɛ Xt+s Yt+s | Ft = Xt Yt + Ɛ (Xt+s − Xt )



× (Yt+s − Yt ) | Ft = Xt Yt + Ɛ Xs Ys . (28)


Let f (t) = Ɛ Xt Yt . Then f (t + s)
 = f(t) + f (s),
and we get
that
f
(t)
=
tf
(1)
=
t
Ɛ
X1 Y1 . Thus X,


Y t=
t
Ɛ
Y
X
.
If
X
=
Y
,
we
obtain
X, X t =
1
1
 
tVar X1 .
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Matching
A problem faced by a financial intermediary such
as an insurance company is that of interest rate fluctuations. Half a century ago, Haynes and Kirton [3,
p. 142] wrote: ‘It is generally accepted that a life
office should bear in mind the outstanding term of its
existing liabilities when deciding upon the distribution of its assets with regard to date of redemption –
that if its assets are of longer date than its liabilities, a rise in interest rates will be harmful and
a fall in interest rates beneficial, and vice versa.
While accepting this principle, however, it is difficult
in practice to determine where the optimum datedistribution of assets lies – the distribution which,
so far as possible, will insulate the fund from the
effect of fluctuations in the market rate of interest.’
It is now understood that, in general, there are two
approaches to the problem. They are cash-flow matching and immunization.
Cash-flow matching or dedication was formally
suggested by the mathematical economist and Nobel
laureate Koopmans [7], when he was a Dutch refugee
working for the Penn Mutual Life Insurance Company, for managing assets and liabilities in life
insurance companies [2, p. 22]. The basic problem is
to determine the cheapest portfolio of fixed income
securities such that, for all time periods in the planning horizon, the accumulated net cash flows are
nonnegative. The model can be extended to allow
borrowing and reinvestment, and hence lowering the
cost of the investment portfolio. Although the mathematical program for the extended model is nonlinear,
it can be linearized by adding more variables and
can then be solved by the method of linear programming. It should be noted that cash-flow matching
models normally require both asset and liability cash
flows to be fixed and certain. The theory and algorithms for cash-flow matching can be found in [4–6]
and [8, Section 5.2]. For a pension fund application,
see [1].
The problem of matching asset and liability cash
flows can also be formulated in the context of immunization. Two such formulations can be found in
Section 3.9 of the actuarial textbook [9]. Again, linear programming is a key tool.
Tilley [10] has presented a model for matching assets and liabilities with special emphasis on

investment strategies. Three aspects of the investment problems are considered: initial investment
strategy, reinvestment strategy, and asset liquidation strategy. By means of linear programming, the
model solves for a region of strategies that result
in a nonnegative total fund value at the end of
the investment horizon for each specified interest
rate scenario.
An alternative approach to the problem of
matching assets with liabilities, involving the
variance of the ultimate surplus, has been proposed
by Wise [12–15]. Wilkie [11] suggests that it is
essentially a portfolio approach.
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Model Office
Balance sheets require values to be placed on a
company’s assets and liabilities. If the company is a
life insurer, this means that the entire future working
out of the in-force business has to be compressed
into a pair of numbers. For the liabilities, this is
achieved by the use of expected present values; for
the assets, by using their market values, book values
or otherwise.
Reducing the liability to a single figure, however
necessary for presentation in the balance sheet, conceals a great deal about how the fund might evolve in
future, especially under changing conditions, such as
expanding new business, falling mortality, or rising
or falling returns on the assets. These features can be
studied using a model office, in which the business is
projected into the future under suitable financial and
demographic assumptions, and the reserves, assets,
revenues, and surpluses emerging each year can be
followed.
Possibly the first such model office was constructed by Manly in 1869 [11], in order to study
the effects of different mortality tables and reserving
methods on reserves and surplus. The name ‘model
office’ seems to have been coined by Valentine who
in 1875 [13] updated Manly’s model, remarking:
‘Those who are familiar with Mr Manly’s essay will
remember that he constructed a table, which may be
said to represent a model office, showing assumed
amounts of policies taken out at various ages and
remaining in force at the end of stated periods, and
that, having done so, he formed a second table giving
the reserves, in the case of such a model office, at
different stages in its career, according to various
data’.

This still stands as a good description of a model
office. King continued the development, with Model
Office No.1 in 1877 [5] and Model Office No.2 in
1903 [6]. The common feature of all these investigations is that they allowed empirical research into
important questions of solvency and capital adequacy
(to use modern expressions) that were intractable
by any other means. Another feature that recurs
in modern model offices was their use of representative policies, that we would now call ‘model
points’.
Thereafter, until the era of computers, the model
office was an accepted, if infrequently used, device,

an example being the model offices used by Haynes
& Kirton in 1953 [4] in their pioneering work on
cash-flow matching.
With the advent of electronic computers, the
heroic calculations of Manly et al. could be extended
with relative ease, in particular, from models of
offices in a steady state to models of offices in
a changing environment (called static and dynamic
models, respectively, by Ward [14]). Much of the
pioneering work was done by Australian actuaries,
beginning with Lane & Ward in 1961 [7]. The ensuing period was one in which British and Australian
insurers were moving away from the traditional
model of conservative investments and reversionary bonuses, and were investing in ‘appreciating
assets’ [2] and introducing terminal bonuses, and
model offices gave valuable insights into the dynamics of these innovations. In particular, Ward [15], discovered empirically that an office that used a terminal
bonus system could, in theory, use the policyholders’
own asset shares to finance expansion at a rate greater
than the rate of return on their assets, though at the
expense of stripping away its estate. Further developments were led by the Faculty of Actuaries Bonus
and Valuation Research Group [1, 3], and Solvency
Working Party [8], in particular, introducing stochastic asset models. By the mid-1990s, the model office
had become not only an accepted research tool, but
one that was needed for Dynamic Financial Analysis
(see Dynamic Financial Modeling of an Insurance
Enterprise; DFA – Dynamic Financial Analysis),
and in order to apply stochastic asset models to life
insurance problems. A feature of stochastic model
offices is the need to model management decisions in
response to events, particularly asset allocation and
bonus declarations, described in [12] as the ‘computerized actuary’.
A number of papers have described the methodology of model offices, for example [9–12], and many
of the papers in Volume 2 of the Transactions of
the 19th International Congress of Actuaries in Oslo,
whose theme was ‘methods for forecasting the development of an insurance company during the next ten
years’.
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Noncooperative Game
Theory
Introduction
Game theory is a mathematical theory that is used
to model strategic interaction between several (economic) agents, called players. Usually, a distinction
is made between noncooperative and cooperative
theory. This distinction dates back to the groundbreaking contribution of von Neumann and Morgenstern [11]. In noncooperative theory it is assumed that
players cannot make binding agreements, whereas in
cooperative theory it is assumed that agents can. The
implication of this distinction is that in noncooperative theory the emphasis is on the strategies of players
and the consequences of the interaction of the strategies on payoffs.
This article describes the main concepts from
noncooperative game theory and some of its applications in the actuarial sciences. For a mathematically oriented text-book exposition of noncooperative
game theory, the reader is referred to [6]. Mas-Colell
et al. [4] devote a lot of attention to applications.
In Section 2 we describe games in strategic form
and their best-known solution concept, the Nash
equilibrium. In Section 3, the static environment
of strategic form games is extended to a dynamic
context. Section 4 deals with games of incomplete
information. In section 5, we mention some applications of noncooperative game theory in the actuarial
sciences.

Games in Strategic Form
A game in strategic form is a model of a strategic
situation in which players make one strategy choice
simultaneously. The payoffs to each player depend
on the actions chosen by all players. Formally, it is
a tuple G = (N, (Ai )i∈N , (ui )i∈N ), where N is the
set of players and Ai , i ∈ N , is the set of (pure)
actions for player i. Denote the Cartesian product of
all Ai by A. The function ui : A →  is the utility
function of player i. That is, ui (a) is the payoff to
player i if the actions played by all players are given
by a ∈ A.
It is assumed that there is no external agency
that can enforce agreements between the players (this

is in contrast with the cooperative game theory).
Therefore, rational players will choose their actions
such that it is unprofitable for each of them to deviate. Any prediction for the outcome of a game in
strategic form should have this property. The bestknown equilibrium concept is the Nash equilibrium.
This equilibrium states that players will choose their
actions such that unilateral deviations are not beneficial. Formally, a Nash equilibrium is a tuple of
actions a ∗ ∈ A such that for each player i ∈ N and
for all ai ∈ Ai it holds that
∗
ui (a ∗ ) ≥ ui (ai , a−i
),

(1)

∗
∗
∗
) = (a1∗ , . . . , ai−1
, ai , ai+1
, . . . , an∗ ).
where (ai , a−i
A Nash equilibrium in pure actions may not
exist for every game in strategic form. However,
if we allow players not only to play the pure
strategies in A but also any probability distribution over the strategies in A, the existence of a
Nash equilibrium can be guaranteed. Let G be a
game in strategic form. The mixed extension of G is
the strategic game Gm = (N, ((Ai ))i∈N , (Ui )i∈N ),
the set of probability distributions
where (Ai ) is 
over Ai and Ui : j ∈N (Aj ) →  is the von Neumann–Morgenstern
(vNM) utility function, defined

for all α ∈ j ∈N (Aj ) by

Ui (α) =

 
a∈A


αj (aj ) ui (a).

(2)

j ∈N

A mixed strategy is a probability distribution over
a player’s pure actions. It describes the probabilities
with which a player plays each of his pure actions.
The payoff given by the von Neumann–Morgenstern
utility function is simply the expected value of the
utility over the mixed strategies. A mixed Nash equilibrium of a game in strategic form G is a Nash
equilibrium of its mixed extension Gm . The following theorem establishes existence of a mixed Nash
equilibrium for finite games in strategic form.
Theorem 1 (Nash[5]) Every finite game in strategic
form has a mixed strategy Nash equilibrium.
The interpretation of mixed strategy Nash equilibrium is not straightforward. The reader is referred
to [6] for a discussion.
Since the set of Nash equilibria can be quite
large, there are numerous equilibrium refinements
that select a subset of the Nash equilibria. One of
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the best-known refinement concepts has been introduced by Selten [9] and is the notion of perfect
equilibrium. Intuitively, a perfect equilibrium is a
Nash equilibrium that is robust against the possibility
that, with a small probability, players make mistakes.
For a review of equilibrium refinements, the reader
is referred to [10].

Extensive Form Games
In the previous section, we discussed a simultaneous
move game. An extensive form game is a tuple G =
(N, H, P , (ui )i∈N ), where N is the set of players, H
is the set of histories, P is the player function, and
for each i ∈ N , ui denotes the utility function.
The set of histories gives all possible sequences
of actions that can be played by the agents in the
game. The player function assigns to each history
a player. For example, the player P (a) is the one
who makes a move after history a has been played.
Games in extensive form are usually represented by
a game-tree. An example of a game-tree is given in
Figure 1.
In this tree, player 1 chooses at the first node
between the strategies T and B, yielding either history
T or history B. At the second node, player 2 makes
a choice. After history T, player 2 chooses between
a and b. After history B, player 2 chooses between c
and d. The numbers between brackets are the payoffs
to player 1 and 2, respectively, for the possible
outcomes of the game.
A strategy of player i ∈ N in an extensive form
game G is a function that assigns an action to each
node in the game-tree on which the players have
to choose a strategy. For each strategy profile s =

2

T

a

b

(3,1)

(2, −1)

1

B

2

c
d

Figure 1

A game-tree

(0, 1)

(−1, 0)

(si )i∈N , the outcome, O(s), is defined to be the
final node of the history that results when each
player i ∈ N plays si . For example, in Figure 1,
the outcomes result from the histories (T , a), (T , b),
(B, c), and (B, d), respectively. A Nash equilibrium
for the extensive form game G is a tuple of strategies
s ∗ such that for all i ∈ N and all si  = si∗ it holds
that
∗
)).
(3)
ui (O(s ∗ )) ≥ ui (O(si , s−i
The subgame of an extensive form game G that follows the history h ∈ H is the reduction of G to h.
This implies that we take a particular history and
look at the game along this path. For a Nash equilibrium of G, it might hold that if the game actually
ends up in a particular history h, then the prescribed
equilibrium play is not optimal any more. This means
that the Nash equilibrium contains incredible threats
since the other players know that player i will not
stick to his/her Nash equilibrium strategy. For extensive form games, we therefore need an extra stability requirement. We focus on subgame perfectness,
which has been introduced by Selten [8]. For a strategy si and a history h ∈ H , define si|h = si (h, h )
for each h ∈ {(h, h ) ∈ H }. A subgame perfect equilibrium (SPE) for an extensive form game G is a
strategy profile s ∗ such that for each player i ∈ N
and all h ∈ H we have
∗
∗
ui (O(s|h
)) ≥ ui (O(si , s−i|h
)),

(4)

for every strategy si of player i in the subgame that
follows the history h.

Games with Incomplete Information
Until now we have been concerned with games
of complete information. In non-life insurances,
the problem is usually that the insured has
private information that is not known to the
insurer. Therefore, we consider games of incomplete
information in this section. The approach presented
here was originated by Harsanyi [2]. Strategic
situations with incomplete information are modeled
by the so-called Bayesian games. In a Bayesian
game, each player i ∈ N observes a random variable
θi ∈ i chosen by nature and unobservable for the
other players. The joint distribution function of the
θi s is denoted by F (θ1 , . . . , θn ) and is assumed
to be common knowledge among the players.

Noncooperative Game Theory
A Bayesian game is therefore given by a tuple
(N, (Ai )i∈N , (ui )i∈N , (i )i∈N , F ). A (pure) strategy
profile for player i is a function si : i → Ai that
assigns to each observation of θi an element from
the set Ai . The set of strategy profiles for player i is
denoted by Si .
A Bayesian Nash equilibrium is a profile of strategies (s1∗ , . . . , sn∗ ) such that for all i ∈ N , all θi ∈ i ,
and for all si ∈ Si it holds that
∗
∗
Ɛθ [ui (si∗ , s−i
)|θi ] ≥ Ɛθ [ui (si , s−i
)|θi ].

(5)

In fact, a Bayesian Nash equilibrium
gives

for each parameter value θ ∈ i∈N i a Nash
equilibrium for the game in strategic form G =
(N, (Si )i∈N , (Ɛθ [ui |θi ])i∈N ). Each player chooses for
each possible value of the private information a
strategy such that a unilateral deviation does not pay
in expectation.
If a Bayesian game is given in extensive form, the
Bayesian Nash equilibrium might include incredible
threats, just as Nash equilibrium can do in extensive
form games with complete information. However,
subgame perfection alone is often not enough in
games with incomplete information. An additional
requirement needed is that the beliefs of each player
over the strategies of the other players are consistent. The notion of perfect Bayesian equilibrium
requires that an equilibrium is both subgame perfect
and has consistent beliefs (the consistency requirement draws on Bayes’ rule, hence the reference to
Bayes). For a formal exposition, the reader is referred
to [1].

Applications in Actuarial Sciences
Applications of noncooperative game theory can be
mainly found in non-life insurance. One of the most
famous examples is the adverse selection problem,
where an uninformed insurer wants to screen possible
customers regarding their behavior. According to this
problem, an insurance will attract those customers
who expect to make good use of the insurance. This
problem can be solved by screening. As an example,
think of a car insurance. The insurer wants to distinguish between customers who are good drivers and
those who are bad. The basic screening model for
insurance markets can be found in [7, 12].
With adverse selection, the information asymmetry exists before the insurance contract is signed. It
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is also possible that an asymmetry arises after the
contract is signed. For example, someone who has
bought a car insurance might become very sloppy in
locking his car. This phenomenon is called moral
hazard. The action ‘locking the car doors’ is unobservable by the insurer and poses an informational
asymmetry. These kinds of contracting problems are
analyzed in [3].
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Options and Guarantees
in Life Insurance
Introduction
In the context of life insurance, an option is a
guarantee embedded in an insurance contract. There
are two major types – the financial option, which
guarantees a minimum payment in a policy with a
variable benefit amount, and the mortality option,
which guarantees that the policyholder will be able
to buy further insurance cover on specified terms.
An important example of the financial insurance
option arises in equity-linked insurance. This offers
a benefit that varies with the market value of a (real
or notional) portfolio of equities. A financial option
arises when there is an underlying guaranteed benefit
payable on the death of the policyholder or possibly on the surrender or the maturity of the contract.
Equity-linked insurance is written in different forms
in many different markets, and includes unit-linked
contracts (common in the UK and Australia), variable
annuities and equity indexed annuities in the United
States and segregated funds in Canada. In the following section, we will discuss methods of valuing
financial options primarily in terms of equity-linked
insurance. However, the same basic principles may
be applied to other financial guarantees.
A different example of a financial option is the
fixed guaranteed benefit under a traditional withprofit (or participating) insurance policy (see Participating Business). Another is the guaranteed annuity
option, which gives the policyholder the option to
convert the proceeds of an endowment policy into
an annuity at a guaranteed rate. Clearly, if the market rate at maturity were more favorable, the option
would not be exercised. This option is a feature of
some UK contracts.
All of these financial guarantees are very similar
to the options of financial economics (see Derivative
Securities). We discuss this in more detail in the next
section with respect to equity-linked insurance.
The mortality option in a life insurance contract
takes the form of a guaranteed renewal, extension,
or conversion option. This allows the policyholder
to effect additional insurance on a mortality basis
established at the start, or at the standard premium
rates in force at the date that the option is exercised,
without further evidence of health. For example, a

term insurance policy may carry with it the right
for the policyholder to purchase a further term or
whole life insurance policy at the end of the first
contract, at the regular premium rates then applicable,
regardless of their health or insurability at that time.
Without the renewal option the policyholder would
have to undergo the underwriting process, with the
possibility of extra premiums or even of having
insurance declined if their mortality is deemed to be
outside the range for standard premiums. The term
‘mortality option’ is also used for the investment
guarantee in equity-linked insurance which is payable
on the death of the insured life.

Financial Options
Diversifiable and Nondiversifiable Risk
A traditional nonparticipating insurance contract offers a fixed benefit in return for a fixed regular or
single premium. The insurer can invest the premiums at a known rate of interest, so there is no need
to allow for interest variability (note that although
the insurer may choose to invest in risky assets, the
actual investment medium should make no difference to the valuation). The other random factor is the
policyholder’s mortality. The variability in the mortality experience can be diversified if a sufficiently
large portfolio of independent policies is maintained.
Hence, diversification makes the traditional financial
guarantee relatively easily managed.
For example, suppose an insurer sells 10 000 oneyear term insurance contracts to independent lives,
each having a sum insured of 100, and a claim
probability of 5%. The total expected payment under
the contracts is 50 000, and the standard deviation of
the total payment is 2179. The probability that the
total loss is greater than, say 60 000 is negligible.
In equity-linked insurance with financial guarantees, the risks are very different. Suppose another
insurer sells 10 000 equity-linked insurance contracts.
The benefit under the insurance is related to an underlying stock price index. If the index value at the end
of the term is greater than the starting value, then no
benefit is payable. If the stock price index value at the
end of the contract term is less than its starting value,
then the insurer must pay a benefit of 100. Suppose
that the probability of a claim is 0.05.
The total expected payment under the equitylinked insurance is the same as that under the term
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insurance – that is 50 000, but the standard deviation
is 217 900. The nature of the risk is that there is a 5%
chance that all 10 000 contracts will generate claims,
and a 95% chance that none of them will. Thus, the
probability that losses are greater than 60 000 is 5%.
In fact, there is a 95% probability that the payment
is zero, and a 5% probability that the payment is 1
million. In this case, the expected value is not a very
useful measure.
In the second case, selling more contracts does
not reduce the overall risk – there is no benefit from
diversification so we say that the risk is nondiversifiable (also called systematic or systemic risk).
A major element of nondiversifiable risk is the
common feature of investment options in insurance.
Where the benefit is contingent on the death or
survival of the policyholder, the claim frequency risk
is diversifiable, but if the claim amount depends on
an equity index, or is otherwise linked to the same,
exogenous processes, then the claim severity risk is
not diversifiable.
Nondiversifiable risk requires different techniques
to the deterministic methods of traditional insurance.
With traditional insurance, with many thousands of
policies in force on lives, which are largely independent, it is clear from the Central Limit Theorem that
there will be very little uncertainty about the total
claims (assuming the claim probability is known).
With nondiversifiable risk we must deal more directly
with the stochastic nature of the liability.

Types of Financial Options in Life Insurance
In this section, we list some examples of financial
options that are offered with insurance contracts. The
largest concentration of actuarial involvement comes
with the equity-linked product known variously as
unit-linked insurance in the United Kingdom, variable
annuity insurance in the United States and segregated
fund insurance in Canada. All these terms describe
the same basic form; premiums (after expense deductions) are placed in a fund that is invested in equities,
or a mixture of equities and bonds. The proceeds of
this fund are then paid out at maturity, or earlier if
the policyholder dies or surrenders (see Surrenders
and Alterations). The option feature arises when the
payout is underpinned by a minimum guarantee.
Common forms of the guarantee are guaranteed
minimum maturity proceeds and guaranteed minimum death benefits. These may be fixed or may

increase from time to time as the fund increases. For
example, the guaranteed minimum accumulation benefit ratchets the death or maturity guarantee up to
the fund value at regular intervals. Guaranteed minimum death benefits are a universal feature of equitylinked insurance. Guaranteed maturity proceeds are
less common. They were a feature of UK contracts
in the 1970s, but became unpopular in the light of
a more realistic assessment of the risks, and more
substantial regulatory capital requirements, following the work of the Maturity Guarantees Working
Party, reported in [17]. Maturity guarantees are a
feature of the business in Canada, and are becoming more popular in the United States, where they
are called VAGLBs, for Variable Annuity Guaranteed Living Benefits. There are guaranteed surrender
payments with some equity-linked contracts in the
United States.
An important financial option in the United Kingdom scene in the past decade has been the guaranteed
annuity option. This provides a guaranteed annuitization rate, which is applied to the maturity proceeds of
a unit-linked or with-profit endowment policy. A similar guaranteed minimum income benefit is attached
to some variable annuity policies, although the guarantee is usually a fixed sum rather than an annuity
rate.
The equity indexed annuity offers participation
at some specified rate in an underlying index. A
participation rate of, say, 80% of the specified price
index means that if the index rises by 10% the interest
credited to the policyholder will be 8%. The contract
will offer a guaranteed minimum payment of the
original premium accumulated at a fixed rate; 3% per
year is common. These contracts are short relative to
most equity-linked business, with a typical contract
term of seven years.

Valuation and Risk Management
There are two approaches to the valuation and risk
management of financial options in insurance. The
first is to use stochastic simulation to project the
liability distribution, and then apply an appropriate risk measure to that distribution for a capital
requirement in respect of the policy liability. This is
sometimes called the actuarial approach. The second
method is to recognize the guarantees as essentially
the same as call or put options in finance, and use
the standard methodology of financial engineering to
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value and manage the risk. This approach involves
constructing a hedge portfolio of stocks and bonds,
which, under certain assumptions, will exactly meet
the option liability at maturity (see Hedging and
Risk Management); the hedge portfolio may include
other securities, such as options and futures, but
the simplest form uses stocks and bonds. Because
the hedge portfolio must be dynamically rebalanced
(that is, rebalanced throughout the contract term, taking into consideration the experience at rebalancing),
the method is sometimes called the dynamic hedging approach. Other terms used for the same method
include the financial engineering and the option pricing approach.

The Actuarial Approach
We may model the guarantee liability for an equitylinked contract by using an appropriate model for
the equity process, and use this to simulate the
guarantee liability using stochastic simulation. This
approach was pioneered in [17], and has become
loosely known as the actuarial or stochastic simulation approach; this does not imply that other
approaches or not ‘actuarial’, nor does it mean that
other methods do not use stochastic simulation.
For example, suppose we have a single premium
variable annuity contract, which offers a living benefit guarantee. The premium, of P say, is assumed
to be invested in a fund that tracks a stock index.
The contract term is n-years. If the policyholder surrenders the contract, the fund is returned without any
guarantee. If the policyholder survives to the maturity
date, the insurer guarantees a payment of at least the
initial premium, without interest. A fund management
charge of m per year, compounded continuously, is
deducted from the fund to cover expenses.
Let St denote the value of the stock index at t.
If the policyholder survives to the maturity date,
the fund has value P Sn e−mn /S0 . The insurer’s liability at maturity is


Sn −mn
L = max P − P e
,0 .
(1)
S0
So, given a model for the equity process, {St }, it is
a relatively simple matter to simulate values for the
liability L. Suppose we simulate N such values, and
order them, so that L(j ) is the jth smallest simulated
value of the liability at maturity, given survival to
maturity.

3

This needs to be adjusted to allow for the probability that the life will not survive to maturity.
We may simulate the numbers of policyholders surviving using a binomial model. However, the risk from
mortality variability is very small compared with the
equity risk, (see [11]) and it is usual to treat mortality deterministically. Thus, we simply multiply L(j )
by the survival probability, n px , say, for the jth simulated, unconditional guarantee liability. This may also
incorporate the probability of lapse if appropriate.
It is appropriate to discount the liability at a risk
free interest rate, r, say, (see Interest-rate Modeling)
to determine the economic capital for the contract,
assuming the economic capital will be invested in
risk free bonds.
So, we have a set of N values for the discounted
guarantee liability, H (j ), say, where
H (j ) = L(j )n px e−rn

j = 1, 2, . . . , n

(2)

Now we use the N values of H to determine the
capital required to write the business. This will also
help determine the cost of the guarantee. Because of
the nondiversifiability of the risk, the mean is not
a very useful measure. Instead we manage the risk
by looking at measures of the tail, which captures
the worst cases. For example, we could hold capital
sufficient to meet all but the worst 5% of cases.
We estimate this using the 95th percentile of the
simulated liabilities, that is, H (0.95N ) (since the
H (j ) are assumed ordered lowest to highest). This
is called a quantile risk measure, or the Value-atRisk measure, and it has a long history in actuarial
science.
Another approach is to use the average of the
worst 5% (say) of outcomes. We estimate this using
the average of the worst 5% of simulated outcomes,
that is
N

1
H (j ).
0.05N k=0.95N+1
This measure is variously called the Conditional Tail
Expectation (CTE), TailVaR, and expected shortfall.
It has various advantages over the quantile measure.
It is more robust with respect to sampling error than
the quantile measure. Also, it is coherent in the sense
described in [2]. For more information on these and
other risk measures, see [15, 20].
Of course, contracts are generally more complex
than this, but this example demonstrates that the
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essential idea is very straightforward. Perhaps the
most complex and controversial aspect is choosing
a model for the equity process. Other issues include
choosing N, and how to assess the profitability of a
contract given a capital requirement. All are discussed
in more detail in [15].

Models for the Equity Process
The determination of an appropriate model for the
uncertain benefit process can be very difficult. It is
often the case that the guarantee only comes into play
when the equity experience is extremely adverse. In
other words, it may involve the extreme tail of the
distribution for the equity process. It is very hard to
find sufficient data to model this tail well. Models
in common use for equity-linked guarantees include
the Wilkie model, which was, in fact, first developed for this purpose. Also frequently seen is the
log-normal model, under which the equity returns
in each successive time period are assumed to be
independent, each having identical log-normal distributions (see Continuous Parametric Distributions).
The use of this model probably comes from financial economics, as it is the discrete time version of
the geometric Brownian motion, which is widely
used for financial engineering. However, if the tail
or tails of the distribution of equities are important,
the log-normal model generally is not appropriate.
This is a particular problem for more long-term problems. An analysis of equity data over longer periods
indicates that a fatter-tailed, autocorrelated, stochastic volatility model may be necessary – that is, a
model in which the standard deviation of the logreturns is allowed to vary stochastically. Examples
include the regime switching family of models, as
well as autoregressive conditionally heteroscedastic
models (ARCH, GARCH, and many other variants).
For details of the ARCH family of models, see [9].
Regime switching models are introduced in [12], and
are discussed in the specific context of equity returns
in [13].
A description of the actuarial approach for investment guarantees in equity-linked life insurance, including details of selecting and fitting models, is
given in [15].

Dynamic Hedging
The simplest forms of option contracts in financial
economics are the European call option and the

European put option. The call option on a stock
gives the purchaser the right (but not the obligation)
to purchase a specified quantity of the underlying
stock at a fixed price, called the strike price at a
predetermined date, known as the expiry or maturity
date of the contract. The put option on a stock gives
the purchaser the right to sell a specified quantity
of the underlying stock at a fixed strike price at the
expiry date.
Suppose a put option is issued with strike price K,
term n years, where the value at t of the underlying
stock is St . At maturity, compare the price of the
stock Sn with the strike price K. If Sn > K then the
option holder can sell the option in the market, and
the option expires with no value. If Sn ≤ K, then
the option holder will exercise the option; the option
seller must pay K, but then acquires an asset worth
Sn . In other words, the option cost at maturity is
max(K − Sn , 0).
Suppose an insurer issues a single premium unitlinked contract with a guaranteed minimum payment
at maturity of G. The premium (after deductions) is
invested in a fund that has random value Ft at t. At the
maturity of the contract, if Ft > G then the guarantee
has no value. If Ft ≤ G then the insurer must find an
additional G − Ft to make up the guarantee. In other
words, the payout at maturity is
max(G − Fn , 0).
So, the equity-linked guarantee looks exactly like
a put option.
In [4, 18], Black and Scholes and Merton showed
that it is possible, under certain assumptions, to set up
a portfolio that has an identical payoff to a European
put (or call) option (see Black–Scholes Model). This
is called the replicating or hedge portfolio. For the
put option, it comprises a short position in the underlying stock together with a long position in a pure
discount bond. The theory of no arbitrage means that
the replicating portfolio must have the same value as
the call option because they have the same payoff
at the expiry date. Thus, the Black–Scholes option
pricing formula not only provides the price, but also
provides a risk management strategy for an option
seller – hold the replicating portfolio to hedge the
option payoff. A feature of the replicating portfolio is that it changes over time, so the theory also
requires the balance of stocks and bonds will need to
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be rearranged continuously over the term of the contract. In principle, the rebalancing is self-financing –
that is, the cost of the rebalanced hedge is exactly
equal to the value of the hedge immediately before
rebalancing; only the proportion of bonds and stocks
changes.
Consider the maturity guarantee discussed in the
section ‘The Actuarial Approach’. A single premium
P is paid into a fund, worth P (Sn /S0 )e−mn at maturity, if the contract remains in force. If we denote the
equity fund process by Ft , then
Ft = P

St −mt
e .
S0

(3)

The guarantee is a put option on Ft , maturing at
time n (if the contract remains in force), with strike
price P. If we assume the stock price St follows a
geometric Brownian motion, according to the original
assumptions of Black, Scholes, and Merton, then the
price at issue for the option is given by the following
formula, in which () represents the standard normal
distribution function (see Continuous Parametric
Distributions), σ is the volatility of the stock process
(that is, the standard deviation of log St /St−1 ), r
is the continuously compounded risk free rate of
interest, and m is the continuously compounded fund
management charge.
BSP = P e−rn (−d2 (n))
− S0 e−mn (−d1 (n)),
where


log
d1 (n) =




S0 e−mn
r + σ2
+n
P
2
√
nσ

and
d2 (n) = d1 (n) −

√

nσ,

(4)

(5)

(6)

and the replicating portfolio at any point t, during
the term of the contract, 0 ≤ t < n comprises a long
holding with market value P e−r(n−t) (−d2 (n − t))
in zero coupon bonds, maturing at n, and a short
holding with market value St e−mn (−d1 (n − t)) in
the underlying stock St .
To allow for the fact that the option can only be
exercised if the contract is still in force, the cost
of the option, which is contingent on survival is
BSP n px , where n px is the survival probability.

5

Most of the research relating to equity-linked
insurance published in actuarial, finance, and business journals assumes an option pricing approach.
The early papers, such as [5, 7, 8], showed how
straightforward equity-linked contracts could be valued and hedged as European options. The interesting
issue, which is that a guarantee that is payable on
the death of the policyholder is a European option
with a random term, is addressed. The conclusion
is that an arbitrage-free approach requires a deterministic approach to mortality. This has been considered in more detail in, for example [3]. The general
result is that, provided sufficient policies are sold
for broad diversification of the mortality risk, and
given that BSP(t) represent the value at time 0 of
the European put option maturing at t, and T represents the future lifetime random variable for the
policyholder, then the price of the option maturing
on death is
 n
E[BSP(T )] =
BSP(t)t px µx+t dt.
(7)
0

Other papers, including [1, 10] consider more
complex embedded options; incomplete markets are
explored in [19]. Most of the academic literature is
concerned predominantly with pricing, though some
papers do consider hedging issues.
Despite an extensive literature, the financial engineering approach to long-term, equity-linked insurance is still not widely applied in practice. In most
cases, the risk management of unit-linked, variable annuity and segregated fund business uses the
more passive ‘actuarial’ approach. The option pricing approach is used for shorter-term contracts, such
as equity indexed annuities, which many insurers will
fully hedge by buying options in the market.

A Hybrid Approach
One reason for the reluctance of insurers to adopt
dynamic hedging methods is that assumptions underlying the Black–Scholes–Merton approach are unrealistic. In particular, the following three assumptions
are considered problematic:
•

Assumption 1: Stock prices follow a geometric
Brownian motion. It is quite clear from considering stock price data that the geometric Brownian
motion model (also known as the independent
log-normal model) does not adequately capture
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the variability in equity returns, nor the autocorrelation.
Assumption 2: The replicating portfolio may be
continuously rebalanced. The balance of stocks
and bonds in the hedge portfolio must be continuously adjusted. This is necessary in principle
to ensure that the hedge is self-financing (i.e.
no additional funds are required after the initial
option price). Clearly, continuous rebalancing is
not practical or even possible.
Assumption 3: There are no transactions costs.
This too is unrealistic. While bonds may be traded
at very little or no cost by large institutions, stock
trades cost money.

In practice, the failure of assumptions 1 and 2 in
practice mean that the replicating portfolio derived
using Black–Scholes–Merton theory may not exactly
meet the liability at maturity, and that it may not be
self financing. The failure of assumption 3 in practice means that dynamic hedging has additional costs
after meeting the hedge portfolio price that need to be
analyzed and provided for in good time. Many papers
deal with extensions of the Black–Scholes–Merton
model to deal with the relaxing of these assumptions, including, for example [6, 16], which examine discrete hedging and transactions costs, and [13]
in which the option price under a (more realistic) regime switching model for the stock prices is
derived.
The basic message of these and similar papers is
that the replicating portfolio will not, in fact, fully
hedge the guarantee, though it may go a good way
toward immunizing the liability. A hybrid approach
could be used, where the actuarial approach is used
to project and analyze the costs that are required
in addition to the initial option price. We can do
this for example, by assuming a straightforward
Black–Scholes–Merton hedge is dynamically rebalanced at, say, monthly intervals.
Using stochastic simulation we can generate scenarios for the stock prices each month. For each
month of each scenario, we can calculate the cost
of rebalancing the hedge, including both the transactions costs and any costs arising from tracking error.
This is the difference between the market value of
the fund before and after rebalancing. At the maturity date, we can calculate the amount of shortfall
or excess of the hedge portfolio compared with the
guarantee. If we discount the costs at the risk free

rate of interest, we will have generated a set of
simulations of the value at issue of the additional
costs of hedging the guarantee. Then we can use the
risk measures discussed in the section, ‘The Actuarial Approach’ to convert the simulated values into a
capital requirement for a given security level. For
worked examples of this method, with simulation
results, see [15].

Comparing the Actuarial and Dynamic Hedging
Approaches
The philosophy behind the two approaches to financial options in life insurance is so different that a
comparison is not straightforward. Under the actuarial approach, a sum of money is invested in risk free
bonds. With fairly high probability, little or none of
this sum will be used and it can be released back to
the company by the time the contracts have expired.
Under the dynamic hedging approach, the cost of the
hedge portfolio is not recovered if the guarantee ends
up with zero value – if the policyholder’s fund is
worth more than the guarantee at expiry, then the
hedge portfolio will inexorably move to a value of
zero at the maturity date. Under the hybrid approach,
the cost of the hedge is lost, but the capital held in
respect of additional costs may be recovered, at least
partially.
Generally, the initial capital required under the
actuarial approach is greater than the option cost.
However, because of the high probability of later
recovery of that capital, on average the actuarial
approach may be cheaper – depending very much on
the allowance for the cost of capital. This is illustrated in Figure 1, which shows the mean net present
value of future loss for a guaranteed maturity benefit
on a 20-year equity-linked contract with a guaranteed minimum accumulation benefit. The net present
value includes a proportion of the management charge
deductions, which provide the risk premium income
for the contract. The risk discount rate is the interest
rate used to discount the cash flows from the contract.
At low risk discount rates, the burden of carrying a
relatively large amount of capital is not heavily penalized. At higher rates, the lower costs of hedging prove
more attractive, despite the fact that most of the initial capital will not be recovered even in the most
favorable scenarios.
Many experiments show that the option approach
is usually better at immunizing the insurer against
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6

Dynamic hedging
Mean PV of loss
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Figure 1 Mean net present value of loss on a 20-year equity-linked insurance contract with a guaranteed minimum
accumulation benefit at maturity

0.30
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0.15
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0.05

0.0
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Figure 2

−5
0
5
10
Net present value of loss, % of premium

15

Simulated probability density function for the present value of future loss

very adverse outcomes, that is, while the actuarial
approach may look preferable under the best scenarios, it looks much worse under the worst scenarios. Which method is preferred then depends on the
riskiness of the contract and the insurer’s attitude
to risk. In Figure 2, this is illustrated through the

density functions of the net present value for the same
contract as in Figure 1, using a risk discount rate of
12% per year. The right tail of the loss distributions
indicates the greater risk of large losses using the
actuarial approach.
Some other examples are shown in [14, 15].
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Mortality Options
Examples
Typical mortality options include
•
•
•

the option to purchase additional insurance at
standard premium rates;
the option to convert an insurance contract (for
example, from term to whole life) without further
evidence of health (convertible insurance);
automatic renewal of a term insurance policy
without further evidence of health.

In fact, combination policies are common. For example, a term insurance policy may carry an automatic
renewal option, as well as allowing conversion to a
whole life policy. These options are very common
with term insurance policies in the United States. In
the United Kingdom, RICTA contracts offer Renewable, Increasable, Convertible Term Assurance. The
renewal option offers guaranteed renewal of the term
assurance at the end of the original contract; the
increasability option offers the option to increase the
sum insured during the contract term, and the convertibility option allows the policyholder to convert the
insurance to a different form (whole life or endowment) during the contract term. All these mortality
options guarantee that there will be no requirement
for evidence of health if the option is exercised,
and therefore guarantee that the premium rates will
be independent of health at the exercise date. It is
not essential for the premiums charged at any point
to be the same as for similar contracts outside the
RICTA policy. What is required is that all policyholders renewing or converting their policies do so
on the same premium basis, regardless of their individual insurability at that time.

Adverse Selection
It is evident that there is a substantial problem of
adverse selection with mortality options. The option
has little value for lives that are insurable at standard rates anyway. The real value is for policyholders
who have health problems that would make insurance
more expensive or impossible to obtain, if they were
required to offer evidence of health. We might therefore expect the policyholders who exercise the option
to be in substantially poorer health than those who do
not exercise the option.

If the insurer responds to the adverse selection
by charging higher premiums for the postconversion
contracts, then the situation is just exacerbated. A
better approach is to try to design the contract such
that it is attractive for most policyholders to exercise
the option, even for the lives insurable at standard
rates. In the United States, renewal of term contracts
is often automatic, so that they can be treated as longterm contracts with premiums increasing every 5 or
10 years, say. Because of the savings on acquisition
costs, even for healthy lives the renewal option may
be attractive when compared with a new insurance
policy.
Other design features to reduce the effects of
adverse selection would be to limit the times when
the policy is convertible, or to limit the maximum
sum insured for an increasability option. All contracts
include a maximum age for renewal or conversion.

Valuation – The Traditional Approach
One method of valuing the option is to assume all
eligible policyholders convert at some appropriate
time. If each converting policyholder is charged the
same pure premium as a newly selected life of the
same age, then the cost is the difference between
the select mortality premium charged and the same
premium charged on a more appropriate ultimate
mortality basis. The cost is commuted and added to
the premium before the option is exercised.
For example, suppose that a newly selected policyholder age x purchases a 10-year discrete term
insurance policy with a unit sum assured and annual
premiums. At the end of the contract, the policyholder
has the option to purchase a whole life insurance with
unit sum insured, at standard rates. We might assume
that for pricing the option the standard rates do not
change over the term of the contract. If all the eligible lives exercise the option, then the net premium
that should be charged is
Px+10 =

Ax+10
äx+10

(8)

and the premium that is charged is P[x+10] – that is,
the same calculation but on a select basis.
The value at age x of the additional cost is the discounted value of the difference between the premiums
paid and the true pure premium after conversion:
H = (Px+10 − P[x+10] )10| ä[x]

(9)
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and if this is spread over the original 10-year term,
the extra premium would be
π=

H
.
ä[x]:10

•

Suppose p ij (y, n) represents the probability that
a life is in state j at age y + n, given that the life
is in state i at age y. Here i, j refer to the state
numbers given in the boxes in Figure 3.
The force of interest is δ.
The sum insured under the converted policy is S.
The premium paid for the converted policy is y
where y is the age at conversion.

(10)

There are several flaws with this method. The main
problem is in the assumption that all policyholders
exercise the option, and that the true mortality is
therefore just the ultimate version of the regular select
and ultimate table. If there is any adverse selection,
this will understate the true cost. Of course, the
method could easily be adapted to allow for more
accurate information on the difference between the
premium charged after conversion and the true cost
of the converted policies, as well as allowing for
the possibility that not all policies convert. Another
problem is that the method is not amenable to cases in
which the option may be exercised at a range of dates.

•
•
•

From multiple state theory, we know that
p 00 ([x], t)
  t

= exp − (ν[x]+u + ρ[x]+u + µ[x]+u ) du
0

(11)
and
p 22 (y, t)

  t

= exp − (ηy+u + ξy+u ) du

The Multiple State Approach

(12)

0

This is a more sophisticated method, which can be
used where conversion is allowed for a somewhat
more extended period, rather than at a single specific
date. We use multiple state model-to-model transitions from the original contract to the converted contract. This is shown in Figure 3 for a newly selected
life aged x. Clearly, this method requires information
on the transition intensity for conversion, and on the
mortality and (possibly) lapse experience of the converted policies.
The actuarial value at issue of the benefits under
the converted policy can then be determined as
follows:

and
p 02 ([x], t)
 t
=
p 00 ([x], u)ρ[x]+u p 22 (x + u, t − u) du.
0

(13)
Then the actuarial value of the death benefit under
the converted policy is

DB =

n

Sp 02 ([x], t)ηx+t e−δt dt.

0

Not converted
0

n[x ]+t

Lapsed
1

Figure 3

r[x ]+t

x[x ]+t

Converted
2

Multiple state model for convertible insurance

m[x ]+t

h[x ]+t

Died
3

(14)
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The actuarial value of the premiums paid after conversion is
 n
22
CP =
x+t p 00 ([x], t)ρ[x]+t e−δt ax+t
dt, (15)
0

[7]

[8]

jj

where ax+t is the value at age x + t of an annuity
of 1 per year paid while in state j , with frequency
appropriate to the policy. It can be calculated as a
sum or integral over the possible payment dates of
the product p jj (y, u)e−δu .
The total actuarial value, at issue, of the convertible option cost is then DB − CP, and this can be
spread over the original premium term as an annual
addition to the premium of
π=

DB − CP
.
00
a[x]

[9]

[10]

[11]

[12]

(16)
[13]

The method may be used without allowance for
lapses, provided, of course, that omitting lapses does
not decrease the liability value.

[14]
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Ornstein–Uhlenbeck
Process
The Ornstein–Uhlenbeck process is the solution to
the linear stochastic differential equation
dXt = −βXt dt + σ dWt ,

X0 = U

(1)

where W is a standard Wiener process or Brownian
motion, β ∈ , and σ > 0. The initial value U is
independent of the Wiener process. The process X
can be expressed explicitly in terms of the Wiener
process W :
Xt = e−βt U + σ



t

e−β(t−s) dWs

(2)

0

as can be seen by differentiation. The Ornstein–
Uhlenbeck process with level µ ∈  is given by
Yt = Xt + µ and solves the stochastic differential
equation
dYt = −β(Yt − µ) dt + σ dWt .

(3)

In mathematical finance, this process is also known
as the Vasiček model for the short-term interest rate.
In the following section, we take µ = 0.
The Ornstein–Uhlenbeck process is a Markov
process with the following transition distribution.
The conditional distribution of Xt+s given Xt =
x(t, s > 0) is the normal distribution with mean
e−βs x and variance σ 2 (1 − e−2βs )/(2β) when β  = 0.
This follows from (2). For β = 0, the mean is x and
the variance is σ 2 s since in this case the process is
a Wiener process. When U is normal distributed, the
Ornstein–Uhlenbeck process is Gaussian.
For β > 0, the Ornstein–Uhlenbeck process is
ergodic, and its invariant distribution is the normal
distribution with mean zero and variance σ 2 /(2β).
In particular, the process is stationary provided that
U ∼ N (0, σ 2 /(2β)). This is the only stationary Gaussian Markov process. For β < 0, the process |Xt |
tends to infinity exponentially fast as t → ∞. More
precisely,

eβt Xt → U + σ
0

∞

eβs dWs

almost surely as t → ∞. This follows from (2) and
the martingale
 ∞ convergence theorem. The stochastic integral 0 eβs dWs is normal distributed with
mean zero and variance −(2β)−1 and is independent
of U.
Statistical inference based on observations at
equidistant time points, X , X2 , . . . , Xn is easy,
because with the parameterization θ = e−β and
τ 2 = σ 2 (1 − e−2β )/(2β), the model is equal to the
Gaussian AR(1) process: Xi = θX(i−1) + i where
the i s are N (0, τ 2 )-distributed and independent.
Note, however, that necessarily θ > 0. When the
observation times are not equidistant, the likelihood
inference is still relatively easy because the likelihood
function is the product of the Gaussian transition
densities.
In recent years, more general Ornstein–Uhlenbeck
type processes have been applied in mathematical
finance. A stochastic process X is called a process of
the Ornstein–Uhlenbeck type if it satisfies a stochastic differential equation of the form
dXt = −λXt dt + dZt ,

X0 = U,

(4)

where λ > 0 and where the driving process Z is a
homogeneous Lévy process independent of the initial
value U. In analogy with (2),
 t
e−λ(t−s) dZs .
(5)
Xt = e−λt U +
0

From this representation, it can be seen that X
is a Markov process. A necessary and sufficient
condition for (4) to have a stationary solution is
that E(log(1 + |Z(1)|)) < ∞. For every self-decomposable distribution F, there exists a homogeneous
Lévy process Z such that the solution X of (4) is
a stationary process with Xt ∼ F . A distribution is
called self-decomposable if its characteristic function
ϕ(s) satisfies that ϕ(s)/ϕ(us) is again a characteristic function for every u ∈ (0, 1). That this is a
necessary condition is obvious from (5). The transition density, and hence the likelihood function, is
usually not explicitly available for processes of the
Ornstein–Uhlenbeck type.
(See also Diffusion Processes; Interest-rate Modeling)
MICHAEL SØRENSEN

Participating Business
Introduction
In participating life business, also referred to as ‘with
profits’, there are policyholders with rights to share
in the surplus (see Surplus in Life and Pension
Insurance) (or profits) of the business. This means
there are important issues in the management of such
business, including how to price policies that contain
such rights, how to determine the investments of
the fund (given that the obligations to policyholders
depend on the surplus that is earned), and how to
assess the amount of surplus to be distributed. There
is then the question of how to share surplus between
the participating policyholders and, in a stock life
insurer, the shareholders.
The genesis of participating business lies in the
mortality assumptions originally made by Equitable
Life in the United Kingdom, founded in 1762 and
with a deed of settlement that indicated that any
surplus should be divided among the members (see
Early Mortality Tables). When it was realized that
actual mortality was lower than had been assumed,
the premiums for new policies were reduced, but what
about the existing policies? It was decided that claims
should be increased by 1.5% of the sum assured for
each year’s premium paid, subject to a maximum of
28.5% [24]. This was therefore a reversionary bonus,
that is, an increase in the benefit payable when there
is a claim. Originally there was such a distribution of surplus every 10 years, although in modern
conditions we would expect an annual valuation of
assets and liabilities, and a declaration of reversionary
bonuses (see Valuation of Life Insurance Liabilities). Bonuses may also be referred to as ‘dividends’.
In principle, participation rights can be a suitable
way of sharing the risks; they may be an appropriate way of reducing conflicts between the competing rights of policyholders. In a stock life insurer,
participation rights reduce conflicts between shareholders and policyholders, although they may exacerbate the shareholder–manager conflict [16].
Participation has, in the past, been mandatory,
even for term assurances in, for example, Germany
and Denmark. As a mechanism for risk sharing it can
be particularly valuable where the claims experience
is especially uncertain: an example is the compulsory
long-term care insurance introduced in Germany:

cautious pricing assumptions lead to surpluses ‘which
have neither been earned by the company concerned,
nor are attributable to economic management by the
company. They must consequently be considered as
belonging to all’ [27, p. 290].
Participating policies are usually characterized by
some level of guaranteed benefits (normally increasing over time) (see Options and Guarantees in Life
Insurance), participation in a pool that is subject to
profits or losses, and ‘smoothing’ of benefits [7].
Low interest rates have increased the cost of guarantees, and some insurers have responded by reducing
the guaranteed benefits for new policies below those
previously provided [11]. Although guarantees under
participating policies have been typically set at a low
level, with the expectation that they will not be onerous, they may turn out to be so. Indeed, studies of the
value of guarantees, either by using stochastic methods or by examining the cost of derivatives [12, 35]
will surprise those who thought the guarantees were
valueless.
Indeed, in some cases, guarantees have been
removed, with life insurers relying on ‘smoothing’ as
the feature that distinguishes such business from unitor equity-linked contracts (see Unit-linked Business). The smoothing may apply to rates of bonus
and/or levels of payouts.
However, policies may not define precisely what
the rights of policyholders are to participate, how the
surplus will be distributed in practice, and how the
smoothing will operate. Therefore, there has been
criticism of participating profits as not being transparent, although there are ways of adjusting the way
in which the business is operated or the policies
designed, with greater information provided to policyholders to address this [7, 19]. There may be concerns on how management discretion is applied that
lead to regulatory intervention (see Insurance Regulation and Supervision). In some countries, either
legislation or regulatory action requires bonuses to
be calculated in certain ways or subject to certain
minima [4]; an alternative response is to focus on
disclosure, and require life insurers to publish the
principles of financial management of the participating business.
In practice, the forms of participating policy differ.
In some cases, profits may accrue to the policyholder
only after a minimum number of premiums have
been paid. There are differences in countries’ and life
insurers’ practice regarding the degree of smoothing
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involved. Surpluses may be payable only in certain
contingencies; for example, in Denmark there used
to be a practice of bonuses payable only on death.
The assets covering participating business may be
set aside from other assets: for example, in Italy,
assets covering the technical reserves are kept separate and a proportion (not less than some minimum,
e.g. 70%) of the return on such assets is, each year,
credited to policyholders: the bonus granted is the
excess of this over the technical interest rate included
in the premium calculation [2]. One variation is unitised participating business, developed in the United
Kingdom, where premiums purchase units in a participating fund, with bonuses credited either by the
allocation of additional units or by an increase in the
price of units [31].

Principles of Surplus Distribution
A number of authors have attempted to put forward
principles for the distribution of surplus.
One approach has been to set out a number of
basic criteria for equity in life insurance [33]. For
example, where a policy is designed to share directly
in a pool, it should be on a basis that reasonably
reflects the results or expected results of the pool
and the contribution the policy makes to the pool.
It is reasonable for participating policyholders to
bear their fair share of any adverse experience, but
possibly not where a heavy contribution is required
from the estate to fund new business.
Some rethinking of principles was needed when
funds began to have a high equity content. Three
suggestions made by [14] were that the estate, as
it relates to past generations, should only be drawn
upon to meet exceptional adverse experience or to
level out fluctuations; the level of basic reversionary
bonus rates should be maintainable unless there is
a sustained or substantial change in experience; and
the policyholder should receive on maturity his ‘fair
share’ of the assets.
Several issues arise in practice. In particular,
what is the appropriate class, which is the group
of policyholders treated together for the purpose of
determining the bonus [17, 32, 36]? One view is
that the definition of class should depend on the
characteristics existing when the policy began (or
date of change if the policy has been changed). A
more restrictive approach would be, say, to only

consider the characteristics used for premium rating.
Indeed, there has been criticism of life insurers who
have adopted ‘post-sale classification techniques’. For
example, where bonuses depend on the sex of the
life insured, that can be an improvement in equity,
reflecting differentials in mortality surplus between
males and females; but others may regard that as contrary to what policyholders had been led to believe
would happen, and therefore view such a practice as
inequitable [3]. Either view would allow bonus rates
to vary depending on whether the policy contained an
option, although whether the exercise of the option
is a sufficient basis for varying rates is more difficult, for example, if a policy loan has been taken at
advantageous rates [15, 36].
Indeed, if we say that a policyholder should have
a fair share of the assets, does this lead to the concept
of individual returnable surplus, which is foreign
to the cooperative principle, on which participating
insurance is built [32]?
Some concerns relate to ensuring equity between
different groups of policyholders. One key problem is
consistency of treatment between owners of old and
newly issued policies, especially in changing financial
conditions [26], between continuing and terminating
policyholders, and between owners of policies issued
at standard and at substandard rates [17].

Types of Bonus
Surplus was originally distributed to policyholders
of Equitable Life in the United Kingdom by means
of reversionary bonuses. Furthermore, there were
interim bonuses, that is, additional payments to policyholders who had a claim between declarations of
reversionary bonus, who may otherwise be treated
unfairly.
Surplus may also be distributed by means of
terminal bonuses, that is, an additional payment at
the time of claim, which, unlike reversionary bonuses,
does not add to the life insurer’s liabilities until it is
actually paid.
There are other ways of distributing surplus [4,
25]. For example, bonuses may be paid in cash form,
or dividends may be used to buy additional benefits
(which may be additional term insurance). The policyholder may be able to let dividends accumulate
with interest, or they may be used to reduce the
amount of regular premium payable under the policy.

Participating Business
The amount of surplus distributed needs to be
consistent with sound management of the office
and with meeting the obligations to policyholders.
The distribution to different classes of policyholders
should be equitable, though this is capable of different interpretations. Indeed, life insurers will also be
conscious of the importance that marketing departments attribute to bonus declarations, being a factor
that new customers can use in choosing the office to
invest with [4].
Many life insurers followed Equitable Life and
offered a simple bonus system, in which bonuses
declared were a proportion of the originally guaranteed sum assured. However, this was not the only
possibility, especially when the sources of surplus
in addition to mortality became apparent. One solution, which avoided the constraints of a uniform
bonus rate, was the contribution method (described
below).
Alternatively, a variation on simple bonuses was
the practice of compound bonuses, applying the
bonus rate to the sum of the guaranteed sum assured
and existing bonuses. This arose because, as surplus
investment earnings grew, it was realized that simple
bonuses may not be equitable to longer-term policies.
A further development was supercompound bonuses,
in which a higher bonus rate was applied to existing bonuses than was applied to the guaranteed sum
assured. When rates of interest changed, this system
had advantages in being able to maintain fairness
not only between policies of different original terms
but also between policies of different durations in
force [28].
On occasions, some life insurers have described
bonuses as ‘special’, to deter policyholders from
expecting them to be repeated. This was suggested
when actuaries were grappling with the problems of
how to ensure bonuses were fair when there was
substantial capital appreciation from equities [1, 5].
Terminal bonus, which became more common, was
another approach to the problem, making it easier for
life insurers to have different bonuses for policies
with different experiences. The next question was
the methodology to determine the amount of such
bonus.
There is a useful survey of bonus systems in
different countries in the national reports to the 18th
International Congress of Actuaries in Munich in
1968.
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Determination of Bonus Rates
In determining bonus rates, an initial step is assessing the surplus to be distributed. Premiums for
participating business are set on a conservative basis,
sometimes referred to as the technical basis (see
Technical Bases in Life Insurance) or first-order
basis. By contrast, the life insurer observes the experience basis (‘second-order basis’) [22]. In many countries, it is a practice (or a regulatory requirement) to
calculate liabilities using the same assumptions as in
the premium rates, the first-order basis. The outcome
is that surplus is the excess of the second-order retrospective reserve (i.e. the assets built up) over the
first-order prospective reserve (i.e. the liabilities valued prudently as in the premium rates) [22].
Where liabilities are valued on the premium basis,
surplus emerges as it is earned (apart from the effect
of new business strain). The management of surplus
then involves decisions on how much surplus to distribute immediately, and how much to carry forward
or transfer to other reserves [4].
A survey of bonus rates declared in Denmark [11]
found that the solvency level of a life insurer was
important in influencing the bonus rate, although
insurers differed as regards being aggressive or conservative in bonus rate declarations, with some insurers keeping higher ‘buffers’ than others.
Where liabilities are not valued on the premium
basis, the choice of valuation method and basis is
important in the actuarial management of surplus.
Each of the net premium and bonus reserve valuation methods has been an important tool used in
determining rates of reversionary bonus.
The net premium method, in connection with the
book value of assets, would establish the revenue surplus, and if experience were in-line with assumptions,
the surplus would emerge evenly (in cash terms) over
time. If the interest rate in the valuation were set
so that it was below that being earned, then surplus would increase over time, which suited the trend
towards distributing surplus using a uniform reversionary bonus.
However, there were increasing problems of maintaining fair treatment of policyholders as some life
insurers began to invest a substantial proportion of
their assets in equities. The increasing dividends
boosted the revenue account and, in addition, there
were some substantial capital gains. The book value
of assets in the net premium valuation method
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increased with dividends but not with unrealized
capital gains; actuaries therefore needed to write up
the value of assets by means of a transfer from
the ‘investment reserve’, being the excess of market value over book value of assets. However, the
amount to transfer was a matter of judgment.
Some actuaries saw the bonus reserve valuation as
having a number of advantages [30]. In conjunction
with assets measured as the discounted value of future
income, it could check if bonus rates were sustainable
over time. Arguably, such a valuation would give
greater insights into the financial position of the
insurer, and considered profits more widely than the
net premium valuation.
However, the bonus reserve valuation did not
really address the issue of what bonus it was fair
to pay on an individual policy, especially when
there was a growing investment in equities. There
was a concern that payouts could be uncompetitive
compared with other equity-based savings products,
unless valuation methods were updated. Hence asset
shares came into prominence as a method of ensuring equity – indeed, perhaps payouts equal to asset
shares was the solution to equity – and also as a way
of coping with falling interest rates [9, 29].
An alternative approach is the contribution
method, used particularly in Canada and the United
States, and referred to below.
It is also worth highlighting that stochastic models
are used to make projections of the financial position
of life insurers, from which the implications of alternative bonus rates and structures can be assessed.
In addition, option pricing can be used to consider
the cost of bonus additions, and life insurers may
be surprised by the cost of guaranteeing increased
benefits [34].

Asset Shares
One approach is to calculate the asset share on policies, where the asset share is the accumulation of
the premiums paid on a policy, with the investment
return attributable to such premiums, minus applicable costs. At maturity the asset share is effectively the
retrospective reserve on the experience basis. The life
insurer would calculate the asset share for representative policies maturing in the current year (which itself
involves some element of pooling and smoothing
as asset shares are not usually calculated policy-bypolicy). Then it would apply some smoothing to avoid

undue changes in payouts from one year to the next:
though in adverse financial conditions, the degree of
change acceptable would be greater. Life insurers differ in detail in the way in which asset shares are
calculated [18, 21]. Some, but not all, make a deduction for the cost of guarantees. In principle, the asset
share should include miscellaneous surplus (which
may take into account losses): for example as arises
from surrenders (see Surrenders and Alterations)
or from nonparticipating business, although it can be
difficult, in practice, to calculate the amount of such
surplus/loss, and to determine which policies it should
be attributed to.
The rate of terminal bonus can be calculated such
that the total payout is about equal to the smoothed
asset share. This meant that terminal bonus scales
would vary by year of entry or duration in some
way; or terminal bonuses could be expressed as a
proportion of attaching reversionary bonuses [29]. If
the asset share does not incorporate a charge for
guarantees, then it can be appropriate for the terminal
bonus to be based on the asset share after a deduction
for such cost, and there could also be a deduction for
the cost to the office of smoothing.
Asset share methodology may be used not only to
determine terminal bonus but also the annual reversionary bonus rate. The actuary may have in mind
that such rate should, if continued to be declared
throughout the lifetime of the policy, produce a payout rather less than the projected asset share, to allow
for adverse changes in experience. In other words,
the expectation should be that the guaranteed benefits should not exceed what is affordable, even in
adverse circumstances. In principle, bonus forecasts
should be made with a stochastic experience basis for
the future [22], and the actuary needs to take care to
attribute a proper value to the benefits of guarantees
and smoothing.

Contribution Method
Many life insurers use the so-called three-factor contribution method to determine the surplus distributed
to policyholders (usually described as dividends in
Canada and the United States). The dividend payable
is the sum of interest, mortality, and expense elements. Each element is an estimate of the contribution
of surplus from that source, so that, for example,
the interest element is the excess of the actual over
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the assumed investment rate of return in the year,
multiplied by the reserve on the policy. In practice,
the individual contributions are adjusted so that they
will reproduce, in aggregate, the overall sum that it
is desired to distribute and which must depend on all
sources of profit and loss [20].
In Germany, the practice follows the idea of the
contribution method, following the insistence of the
regulator on ‘methods to distribute profits in a “natural and fair” way’ [10, p. 20]. For example, risk
profits may be calculated as a proportion of the risk
premiums paid or of the sum assured. Expense profits
may be related to premium or sum assured, and interest bonus allocated as a percentage of the premium
reserve and the policyholder’s profit account [10].

Smoothing
Participating business is associated with ‘smoothing’,
that is, the payout to a policyholder does not depend
on day-to-day fluctuations of asset values as under an
equity- or unit-linked policy, but reflects the distribution of surplus as determined annually, or otherwise
from time to time.
In practice, varying degrees of smoothing
occur [4]. In the Netherlands, the practice of using
an average interest rate in determining interest surplus
effectively implies a degree of smoothing. In Canada,
the use of smoothing in asset values may have a
similar effect. In Germany, bonus reserve valuations
have been used to determine the proportion of surplus
to distribute and withhold, with a market philosophy
that has encouraged smoothing [4].
Insurers may have smoothing ‘rules’, such as payouts and asset shares should be equalized over a
five-year period, or the change in payouts from one
year to the next should not exceed 10% [6]. Such
smoothing may be a significant benefit to the policyholder.
There are a number of smoothing rules that can be
adopted [21]. In principle, smoothing up and smoothing down of payouts may be expected to even out.
This can be controlled by a bonus smoothing account,
which is the accumulated value of the ‘raw’ asset
shares of maturing policies in excess of the actual
payouts [8]. However, in adverse investment conditions, it may be necessary to operate a lesser degree
of smoothing, otherwise the solvency of the fund
may be threatened [13, 23], although the need to
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retain flexibility to change smoothing practices may
disappoint policyholders.

Participating Business and Management of
the Life Insurer
Since participating business involves sharing in the
profits of the life insurer, it is intimately tied up
with the financial management of the life insurer.
Especially when financial conditions are adverse, the
problems of the insurer are also problems for participating policyholders. It can therefore be important for
the life insurer to have models of the business, that
illustrate the risks, and that management can use to
analyze risks and take decisions accordingly [8, 13].
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Pensions
Introduction
The economic, legal, and political background of any
jurisdiction, together with its employment laws, will
inevitably have a major impact on the nature and
shape of benefits provided by the state, by employers
or through the personal saving of individuals.

State Provision
An idea of the range and level of benefits provided by the state may be gained from the following
brief examples.
In the United Kingdom, the social security system provides
•
•
•
•

flat rate pensions
earnings-related pensions
sickness and disability benefits
unemployment benefits.

State pensions are currently provided from age
65 for men and from 60 for women, although the
state pension age for women is being increased to 65
gradually from 2010 to 2020.
The flat rate or ‘Basic State Pension’ can provide
around 15% of national average earnings, while the
earnings-related supplement can provide around 20%
of earnings between certain bands, depending on
the earnings history and contribution record of the
individual. Higher percentages may be provided for
lower earners.
In the United States of America, the retirement
benefits environment is described as a ‘three legged
stool’, the legs being
•
•
•

social security
employer-provided pensions
personal saving (often through an employer-based
plan).

A wide variety of benefits is provided, including
retirement and survivors’ benefits, disability benefits,
and Medicare.
Retirement benefits provide between 25% and
60% of career average earnings (subject to an earnings cap), with the formula weighted in favor of the
lower paid.

State retirement age is being increased from 65
to 67.
In Japan, a combination of flat rate and earningsrelated benefits can provide up to 45% of revalued
career average earnings, together with survivors’,
disability, and health-care benefits.
State benefits are paid from age 60.
In Australia, flat rate social security pensions are
financed from general taxation. In general, only modest benefits are provided – around 35% of national
average wage for married couples and 25% for single
people. Benefits may be reduced through the application of income-based and asset-based tests.
State retirement age is 65.
In Germany, benefits are generous, providing significant income replacement for average earners.
State retirement ages will be equalized (for men and
women) at 65 by 2015.
Jollans [4] and Sullivan [10] look at the impact on
pension provision of improvements in longevity (see
Decrement Analysis), while Feldstein [8] considers
the future of state provision in Europe.

Mandatory Employer Plans
In some jurisdictions, employers must contribute to
a pension scheme, sometimes as an alternative to
their funding directly the state scheme. For example,
in the United Kingdom, employers must contribute to
the state schemes (through National Insurance contributions paid on behalf of employees) although they
may ‘contract-out’ of the earnings-related element
(thereby paying lower National Insurance Contributions in exchange for providing satisfactory alternative arrangements through a private plan). Employers
need not offer a separate occupational scheme, but,
if they choose not to do so, they must offer access
to a ‘Stakeholder’ pension plan. Stakeholder plans
are normally offered by insurance companies. Within
the plans, employee (and any employer) contributions
accumulate in a fund to be used to provide retirement
benefits. The requirement to ‘offer access’ is not an
onerous one. In effect, employers need only select
a provider and put in place sufficient administrative
arrangements to collect contributions from payroll,
and to remit them to the provider.
In Australia, mandatory employer-sponsored defined contribution arrangements provide additional
benefits. Companies must pay at least 9% of earnings
(subject to a limit) into such plans.
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In France, mandatory plans supplement social
security benefits, taking total benefits up to 35%
(higher paid employees) to 70% of pay (lower paid
employees.) These plans are set up on a defined
contribution basis, with the employer : employee contribution normally split 60 : 40.
No mandatory plans exist in the United States of
America, Japan or Germany.

benefit scheme, others known as ‘career average’
schemes also exist. The latter type of scheme provides
benefits based on each year’s earnings, normally
revalued (e.g. to allow for price inflation) up to
retirement. Career average schemes are said to benefit
employees whose earnings tail off as they approach
retirement (e.g. through a lack of overtime), while
at the same time protecting members’ funds from
executives’ (occasionally engineered) sharp pay rises
in their final working years.

Voluntary Employer Plans (UK)
This section, which focuses on the plans and benefits provided in the United Kingdom, provides an
overview of the types of arrangement available. Some
key international differences are identified in the
sections that follow. An international perspective may
be gained from the Pensions Management Institute’s
texts for their Diploma in International Benefits [3],
while that same body provides a useful glossary of
the terminology commonly used within the pensions
field [7]. Perspectives specific to Europe are given
in [6] and [9].
UK plans can include occupational schemes (providing ‘defined benefits’ or ‘defined contributions’ –
see below), Stakeholder plans or Group Personal Pensions. Lee [1] provides a detailed description of UK
schemes and their benefits while the annual survey
of the National Association of Pension Funds [2]
gives statistics on the relative popularity of different
benefit structures. When occupational schemes are
being introduced or amended, organizations invariably look to put in place benefit structures that
complement their overall Human Resources strategy.
Bright [5] considers in some detail the need for a
flexible approach.
The principal benefits offered by these plans
include retirement pensions and risk benefits. The
latter category can include lump sums or pensions
payable to dependants on death before retirement
(‘death in service benefits’) together with invalidity benefits.

Benefits at Normal Retirement. Driven by a desire
to integrate with state arrangements, combined with
European legislation prescribing equal treatment for
men and women, 65 remains the most popular ‘normal retirement age’ (NRA) in the United Kingdom.
Some schemes set the NRA at other ages, normally
between 60 and 65 while others offer ‘flexible retirement’ in which the employee chooses when to retire,
usually between 60 and 65.
Benefits at NRA will typically comprise 1/60
or 1/80 of pensionable pay per year of service
(the ‘accrual rate’), so that an employee with forty
years’ service will receive two thirds or a half of
their final (or career average) earnings as a pension at retirement. Some of this benefit may be
exchanged for a cash sum, which unlike the pension,
is free from income tax. Public sector and government schemes tend to provide explicitly for such a
cash sum, offering 1/80 pension plus 3/80 cash per
year of service. This formula, once considered to be
broadly equivalent to 1/60 pension, nowadays provides a benefit roughly equivalent to 1/70 accrual,
without additional cash (the reduction is a result of
improved longevity and low interest rates, both of
which increase the cash value of a pension.)
Spouses’ pensions are normally provided after the
death of the retired employee. 50% of the original
pension is typical, although some schemes, particularly those for executives, provide 2/3. In addition,
the member’s pension is normally ‘guaranteed’ for
five years, with the outstanding balance of five years’
payments being paid on death during that period.

Occupational Schemes – Defined Benefit
While defined benefit schemes are commonly known
as ‘final salary’ schemes, the two terms are not, in
fact, synonymous. Although ‘final salary’ schemes
(providing benefits based on earnings at or close to
retirement) remain the most popular type of defined

Benefits on Early Retirement. Depending on scheme rules and often subject to employer consent,
members may take their pensions early (from age
50 for most occupations, although proposals current
at the time of writing would raise this to 55). To
allow for pensions being paid earlier (leading to a loss
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in scheme investment returns and contributions), and
for longer (since they start at a younger age), early
retirement pensions are normally subject to a reduction through an ‘early retirement factor’. Reductions
of around ‘5% per year early’ are common.
Example Consider a member with 40 years’ service
up to age 65, a pension accrual rate of 1/60 and a final
salary of £60 000 p.a.
Normal Retirement Pension (65): 40/60 × £60 000
= £40 000
If this member retired at 62, on a salary of £55 000
Early Retirement Pension: 37/60 × £55 000 ×
0.85 = £28 829
Benefits on Late Retirement. If a member retires
after NRA, the scheme will have held funds for some
additional years and the pension, starting later, will
be assumed to be payable for a shorter period. As
a result, the pension will normally be increased by
a ‘late retirement factor’. Increases of ‘5% to 12%
per year late’ are common, the higher rate being used
where salary at NRA is used and the lower rate where
post-NRA salary increases are allowed for.
Ill-health Early Retirement (IHER). Schemes often provide IHER pensions should a member be
deemed unfit to work. Such pensions will not normally be subject to an early retirement reduction
and often benefit from an enhancement whereby ‘full
prospective service’ is counted in the calculation.
Example A member with 15 years’ service, an
accrual rate of 1/60 and a salary of £40 000 is granted
an IHER pension at age 45. Prospective service, had
he remained in the scheme to 65, is 35 years.
Ill Health Early Retirement Pension (IHERP) =
35/60 × £40 000 = £23 333.
Sometimes a form of income replacement insurance, known as ‘Permanent Health Insurance’ (or
‘Income Protection Insurance’) is used instead of or
in conjunction with IHERP.
Children’s Pensions. Occasionally pensions are
provided to children (often under age 18 or in fulltime education), after a member dies in retirement.
These will normally be subject to a limit such that,
when aggregated with any spouse’s pension, the total
does not exceed the member’s pension prior to death.
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Pension Increases. Pensions in payment are normally increased by the rate of price inflation, often
subject to a ceiling of 5% p.a. This ceiling exists
to protect schemes against the soaring costs, which
could result in periods of high inflation, such as
the 1970s. At the time of writing, proposed legislation would reduce this ceiling to 2.5% p.a.
Death-in-service Benefits. A spouse’s pension is
often provided if a member dies in service. Typical
benefits are 50% (occasionally 2/3) of the member’s
full prospective benefit, that is, 50% of the potential
IHERP (q.v.). Some schemes use a simpler approach,
paying a pension equal to a fraction of salary (typically 1/3 or 1/4.)
A lump sum of between one and four times salary
is also commonly provided.
Lump sum benefits are almost always provided
through an insurance contract, while dependants’ pensions may be insured or provided from the main
scheme (‘self-insured’).
Members’ Contributions. Members commonly
pay between nil and 6% of salary, with the sponsoring
employer paying the balance of cost.
Benefits on Leaving Service. When an employee
leaves their job, they will cease to accrue further
benefits in their former employer’s scheme. Benefits
already accrued will be converted into a ‘deferred
pension’, that is, a fixed pension (normally increased
in deferment in line with inflation) payable from
NRA. The deferred pension may be either left in the
scheme of the former employer, or the ex-employee
may opt to take the capitalized value of this deferred
pension (a ‘transfer value’) and have it paid into
his new employer’s scheme or into an insurance
contract.

Occupational Schemes – Defined Contribution
These schemes allow an individual fund to be accumulated for each member, made up of employee
and employer contributions plus the investment return
achieved up to retirement less charges made by the
scheme provider (typically an insurance company) to
cover expenses, mortality, and profits. The underlying insurance contract can be deposit-based, directly
linked to equity or gilt returns (through a unitised
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contract) or set up on a ‘with profits’ basis (see Participating Business) wherein returns are smoothed
over time by the insurance companies’ actuaries.
Benefits on Normal, Early or Late Retirement.
Accumulated funds will be used to provide a pension
whose amount will depend on the size of the fund
and annuity rates offered by insurance companies.
Individual members can choose whether to allocate some of the fund towards the provision of dependants’ benefits payable on death after retirement.
Ill-health Early Retirement. If such benefits are
offered, they will be provided through a Permanent Health Insurance arrangement. Benefit levels of
around 50% of salary (including state invalidity benefits) are typical.
Death-in-service Benefits. Dependants’ pensions
and lump sum benefits are normally provided under
a separate group life insurance policy. Benefit levels tend to be lower than those offered under defined
benefit arrangements.
Contributions. A wide range of contribution rates
exists, and employers’ rates can range from 2%
to 15% or more. A ‘matching’ system is used on
occasion. A typical matching approach might see the
employer provide a contribution of (say) 5%, plus
an additional contribution to match all or part of
the employee’s contribution up to a limit of (say)
a further 5%.
Some employers used tiered scales of contributions, with rates increasing with age and/or service.
Benefits on Leaving Service. On leaving service,
a member’s accumulated fund may be either left in
his former employer’s scheme or a transfer value (see
‘Benefits on Leaving Service’) may be paid into his
new employer’s scheme or into an insurance contract.

Stakeholder Pensions and Group Personal
Pensions
Stakeholder Pensions (SPs) and Group Personal Pensions (GPPs) are very similar arrangements. Both
are typically provided by insurance companies. SPs
are subject to legislation limiting the charges that
providers may apply and are introduced to provide

a low cost retirement savings vehicle, particularly for
lower paid employees.
Under these arrangements, funds accumulate on
behalf of each member, and are exchanged at or after
retirement (up to age 75), for an annuity (although
25% of the fund may be taken as tax-free cash).
Dependants’ pensions can be provided in the
same way as applies to defined contribution occupational schemes.
In SPs and GPPs, the employer is often providing
little more than a collection facility for contributions,
although some employers choose to contribute generously to such contracts. Employer contributions thus
range from nil to over 15%.

Voluntary Employer Plans (USA)
Defined benefit arrangements are integrated with the
social security system, and their aim is to provide
total benefits (including social security) of between
45% and 80% of final earnings.
Defined contribution arrangements include ‘401(k)
Plans’ that operate in a similar way to Stakeholder
plans in the United Kingdom.
A half-way house, between pure defined benefit
and pure defined contribution arrangements, is provided by schemes that offer at retirement a multiple of
salary (based on service). The employer thus retains
the investment risk prior to retirement (as in a defined
benefit arrangement) and passes it to the employee
at the point of retirement (as in a defined contribution plan).
‘Cash Balance Plans’ provide a guaranteed level
of return on monies invested prior to retirement. In
essence, these are defined contribution arrangements
but with some of the risk retained by the employer.
Normal Retirement Age is usually 65.
Disability benefit plans are common. These are
usually insured and provide around 50% to 70% of
salary as replacement income.
Health-care benefits (covering say 80% of
expenses) are provided for around 60% of the
population.
‘Cafeteria Plans’ provide flexible benefits allowing
employees to choose between different types and
levels of benefit (including life assurance (see Life
Insurance), dependant care expenses, health care,
extra salary).
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Voluntary Employer Plans (Japan)
Voluntary plans have historically been structured on
a defined benefit basis, providing a fund of 1 to 1.5
times monthly earnings per year of service.
Survivors’ benefits, whose level depends on job
classification, are normally provided through insurance contracts.
Disability benefits are common but health care is
rarely provided (being covered under social security
arrangements).
Defined contribution plans exist but are in their
infancy.

Voluntary Employer Plans (Australia)
Voluntary plans were traditionally set up to provide lump sums on a defined benefit basis. Since
the introduction of mandatory defined contribution
plans, employer interest has waned in defined benefit
arrangements.

Voluntary Employer Plans (Germany)
Voluntary plans are provided, some limited to the
higher paid. Defined benefit plans (providing flat
monetary amounts or multiples of salary) are common
although defined contribution arrangements are growing in popularity.
A variety of structures exist, including Direct
Insurance (premiums paid to and benefits provided by
an insurance company), Support Funds (separate entities established by employers) and Pensionskassen
(captive insurance companies).

Voluntary Employer Plans (France)
Voluntary plans are relatively rare, normally being
provided only for the higher paid and usually structured on a defined contribution basis.
Survivors’, disability, and health-care benefits are
commonly provided.

Individual Arrangements
In the United Kingdom, Personal Pensions are the
principal vehicle for individuals, including the selfemployed, to save for retirement. These operate in the

5

same way as GPPs except that the employer (if any)
is not involved. Personal Pensions are commonly provided by insurance companies, although Self-invested
Personal Pensions (SIPPs) can be set up, which are
entirely freestanding and which can hold their own
individual investment portfolio.
In the United States of America, Individual Retirement Accounts (IRAs) may be established without
employer involvement.
In Japan, defined contribution arrangements that
can be occupational or personal exist, but are in
their infancy.
Individual pension arrangements are much less
popular in other countries, although private provision
is being encouraged in Germany to reduce the strain
of providing generous state benefits.

Taxation of Contributions and Benefits
In the United Kingdom, provided schemes satisfy
certain requirements, they are granted ‘approved’ status. Approved schemes benefit from a favorable tax
regime whereby employer and employee contributions are tax deductible and investment returns are
partially tax-free. A lump sum may be taken taxfree although pensions in payment are subject to
income tax.

Occupational Schemes
Occupational schemes are subject to benefit limits
that depend on individuals’ salaries (up to a maximum – the ‘earnings cap’) and service.

Stakeholder and Personal Pensions
These arrangements are subject to contribution limits
that increase with age.
These contributions are also subject to the earnings cap.
In the United States of America, Japan, and
France, an approach similar to that used in the United
Kingdom applies, viz. contributions (employee and
employer) are tax-relieved, investment growth is
largely tax-free while benefits are taxed. A rather
less-generous approach is used in Australia, while,
in Germany, employee contributions (which are rare)
seldom attract tax relief as statutory limits on such
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relief tend to be exhausted by social security and
savings contributions.
At the time of writing, legislation proposed in the
UK would apply the same limits to occupational and
non-occupational schemes. Thus, instead of facing
benefit limits (in occupational schemes) and contribution limits (in non-occupational schemes) individuals
would be allowed to accumulate a maximum fund
from all pension sources. This fund would then be
used to provide tax free cash plus a pension.

[2]
[3]
[4]
[5]
[6]
[7]
[8]

Unapproved Arrangements

[9]

Unapproved arrangements, funded or unfunded, exist
to provide a top up to the benefits provided under
approved arrangements. They are normally offered
only to very senior executives and they do not benefit from the favorable tax treatment that applies to
approved schemes.

[10]
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Portfolio Theory
Portfolio theory is a general subject area, which
covers the use of quantitative techniques in order
to optimize the future performance of a portfolio
or to devise optimal risk-management strategies.
A number of good textbooks cover the subject of
portfolio theory including [1–3], and the collection
of papers in [8].

Single-period Models
Many theories have been developed within the setting
of a one-period investment problem.

Markowitz Mean–Variance Portfolio Theory
Markowitz [5] was central to the conversion of
investment analysis and portfolio selection from an
art into a quantitative subject. He proposed a very
simple model but drew some very important conclusions from it, which still apply to this day.
Let Ri represent the return at time 1 per unit
investment at time 0 on asset i (i = 1, . . . , n). Let
µi = E[Ri ], vii = Var[Ri ] and vij = Cov[Ri , Rj ] for
i  = j . In addition to these n risky assets there might
also exist a risk-free asset with the sure return of R0 .
For any portfolio that invests a proportion pi
in
n is RP =
nasset i the return on the portfolio
p
R
+
p
R
where
p
=
1
−
i
i
0
0
0
i=1
i=1 pi . (In
the 
basic model there is no risk-free asset and
n
so
i=1 pi = 1.) Mean–Variance portfolio theory
means that we are concerned only with the mean and
the variance of RP as a means of deciding which is
the best portfolio.
A central conclusion in Markowitz’s work was the
development of the efficient frontier. This is a set of
portfolios that cannot be bettered simultaneously in
terms of mean and variance. For any portfolio that
is not on the efficient frontier, there exists another
portfolio that delivers both a higher mean (higher
expected return) and a lower variance (lower risk). It
followed that smart fund managers should only invest
in efficient portfolios.
A second conclusion was the clear proof that
diversification works.

Variations on Markowitz’s Theory
A problem with this approach was that if one was
working with a large number of individual assets
(rather than asset classes, say) the number of parameters to be estimated (n mean values and n(n + 1)/2
variances and covariances) is very large, resulting
in substantial parameter risk. Over the succeeding years, a number of different models were developed to introduce some structure into the general
Markowitz model. This includes the single factor
model (Ri = µi + σMi ZM + σU i ZU i where ZM and
the ZU i are all zero-mean and unit variance and
uncorrelated)
and its multifactor extension (Ri =

µi + m
j =1 σj i ZFj + σU i ZU i ).
All of these models were concerned only with
an individual investor, her assessment of the distribution of returns, and how she should invest as a
consequence of this. There was no reference to other
investors or the market as a whole.
The single and multifactor models then lead
us naturally to the use of equilibrium models.
Equilibrium models look at the market as a whole.
We take into account a variety of factors including
•
•
•

the distribution of returns at the end of the investment period on each security in the market per
unit of security;
the number of units available of each security;
for all investors:
– the initial wealth of each investor;
– the investor’s attitude to risk;

and we use this to establish:
•
•

the initial market prices for each security, which
will ensure that the market is in equilibrium (i.e.
demand for stock equals supply);
the amount of each security held by each investor.

The most famous of these is the Capital Asset
Pricing Model (CAPM) proposed by Sharpe [9] and
Lintner [4]. Since these early papers, there have been
many subsequent works, which generalize the original papers, for example, by weakening the quite
strong assumptions contained in CAPM.

Multiperiod Models
The introduction to this article described one aim
of portfolio theory as being the requirement to
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manage risk and optimize an investor’s portfolio.
This aim applies equally well to the multiperiod
and continuous-time setting. One of the pioneers of
research in this field was Merton [6, 7] (both papers
are reproduced in the book by Merton [8]). Merton took a continuous-time, investment-consumption
problem where the aim was to try to maximize an
individual’s expected lifetime utility.
In Merton’s original work he used a simple multivariate, log-normal process for security prices. Since
then, Merton and others have generalized the theory in a number of ways or applied the theory to
other problems. Theoretical results are often difficult
to come by in both the continuous-time and multiperiod settings. However, the few theoretical results
that do exist can be put to good use by providing
pointers to effective decisions in a more complex
context where analytical or even numerical optimal
solutions are difficult to find.
In an actuarial context, similar multiperiod optimization problems arise when we incorporate liabilities into the portfolio decision problem.
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Premium Principles
Introduction
Loosely speaking, a premium principle is a rule for
assigning a premium to an insurance risk. In this
article, we focus on the premium that accounts for
the monetary payout by the insurer in connection
with insurable losses plus the risk loading that the
insurer imposes to reflect the fact that experienced
losses rarely, if ever, equal expected losses. In other
words, we ignore premium loadings for expenses and
profit.
In this article, we describe three methods that
actuaries use to develop premium principles. The distinction among these methods is somewhat arbitrary,
and a given premium principle might arise from more
than one of the methods.
We call the first method the ad hoc method
because within it, an actuary defines a (potentially)
reasonable premium principle, then she determines
which (if any) of a list of desirable properties her premium principle satisfies. For example, the Expected
Value Premium Principle, in which the premium
equals the expected value times a number greater
than or equal to one, is rather ad hoc, but it satisfies
some nice properties. Indeed, it preserves affine transformations of the random variable and is additive.
However, it does not satisfy all desirable properties,
as we will see in the section ‘Catalog of Premium
Principles: The Ad Hoc Method’.
A more rigorous method is what we call the characterization method because within it, an actuary
specifies a list of properties that she wants the premium principle to satisfy and then finds the premium
principle (or set of premium principles) determined
by those properties. Sometimes, an actuary might not
necessarily characterize the set of premium principles that satisfy the given list of properties but will
find one premium principle that does. Finding only
one such premium principle is a weaker method than
the full-blown characterization method, but in practice, it is often sufficient. An example of the weaker
method is to look for a premium principle that is scale
equivariant, and we will see in the section ‘Catalog
of Premium Principles: The Ad Hoc Method’ that the
standard deviation premium principle is scale equivariant but it is not the only such premium principle.

Perhaps the most rigorous method that an actuary
can use to develop a premium principle is what we
call the economic method. Within this method, an
actuary adopts a particular economic theory and then
determines the resulting premium principle. In the
section ‘The Economic Method’, we will see that
the important Esscher Premium Principle is such a
premium principle [15, 16].
These methods are not mutually exclusive. For
example, the Proportional Hazards Premium Principle [67] first arose when Wang searched for a premium principle that satisfied layer additivity; that
is, Wang used a weak form of the characterization
method. Then, Wang, Young, and Panjer [72] showed
that the Proportional Hazards Premium Principle can
be derived through specifying a list of properties
and showing that the Proportional Hazards Premium
Principle is the only premium principle that satisfies the list of properties. Finally, the Proportional
Hazards Premium Principle can also be grounded in
economics via Yaari’s dual theory of risk (see Risk
Utility Ranking) [74].
Some premium principles arise from more than
one method. For example, an actuary might have a
particular property (or a list of properties) that she
wants her premium principle to satisfy, she finds
such a premium principle, then later discovers that
her premium principle can be grounded in an economic premium principle. In the sections ‘The Characterization Method’ and ‘The Economic Method’,
we will see that Wang’s premium principle can
arise from both the characterization and economic
methods.
In the section ‘Properties of Premium Principles’,
we catalog desirable properties of premium principles
for future reference in this article. In the section ‘Catalog of Premium Principles: The Ad Hoc Method’,
we define some premium principles and indicate
which properties they satisfy. Therefore, this section
is written in the spirit of the ad hoc method. In the
section ‘The Characterization Method’, we demonstrate the characterization method by specifying a
list of properties and by then determining which premium principle exactly satisfies those properties. As
for the economic method, in the section ‘The Economic Method’, we describe some economic theories
adopted by actuaries and determine the resulting premium principles. In the ‘Summary’, we conclude this
review article.
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Properties of Premium Principles
In this section, we list and discuss desirable properties of premium principles. First, we present some
notation that we use throughout the paper. Let χ
denote the set of nonnegative random variables on the
probability space (, F, P); this is our collection of
insurance-loss random variables – also called insurance risks. Let X, Y , Z, etc. denote typical members
of χ. Finally, let H denote the premium principle,
or function, from χ to the set of (extended) nonnegative real numbers. Thus, it is possible that H [X]
takes the value ∞. It is possible to extend the domain
of a premium principle H to include possibly negative random variables. That might be necessary if we
were considering a general loss random variable of an
insurer, namely, the payout minus the premium [10].
However, in this review article, we consider only the
insurance payout and refer to that as the insurance
loss random variable.
1. Independence: H [X] depends only on the
(de)cumulative distribution function of X, namely
SX , in which SX (t) = P{ω ∈  : X(ω) > t}. That
is, the premium of X depends only on the tail
probabilities of X.
This property states that the premium depends
only on the monetary loss of the insurable event and
the probability that a given monetary loss occurs, not
the cause of the monetary loss.
2. Risk loading: H [X] ≥ EX for all X ∈ χ.
Loading for risk is desirable because one generally requires a premium rule to charge at least
the expected payout of the risk X, namely EX, in
exchange for insuring the risk. Otherwise, the insurer
will lose money on average.
3. No unjustified risk loading: If a risk X ∈ χ is identically equal to a constant c ≥ 0 (almost everywhere),
then H [X] = c.
In contrast to Property 2 (Risk loading), if we
know for certain (with probability 1) that the insurance payout is c, then we have no reason to charge
a risk loading because there is no uncertainty as to
the payout.
4. Maximal loss (or no rip-off): H [X] ≤ ess sup[X]
for all X ∈ χ.

5. Translation equivariance (or translation invariance): H [X + a] = H [X] + a for all X ∈ χ and all
a ≥ 0.
If we increase a risk X by a fixed amount a,
then Property 5 states that the premium for X + a
should be the premium for X increased by that fixed
amount a.
6. Scale equivariance (or scale invariance): H [bX]
= bH [X] for all X ∈ χ and all b ≥ 0.
Note that Properties 5 and 6 imply Property 3 as
long as there exists a risk Y such that H [Y ] < ∞.
Indeed, if X ≡ c, then H [X] = H [c] = H [0 + c] =
H [0] + c = 0 + c = c. We have H [0] = 0 because
H [0] = H [0Y ] = 0H [Y ] = 0. Scale equivariance is
also known as homogeneity of degree one in the
economics literature. This property essentially states
that the premium for doubling a risk is twice the
premium of the single risk. One usually uses a noarbitrage argument to justify this rule. Indeed, if
the premium for 2X were greater than twice the
premium of X, then one could buy insurance for
2X by buying insurance for X with two different
insurers, or with the same insurer under two policies.
Similarly, if the premium for 2X were less than twice
the premium of X, then one could buy insurance for
2X, sell insurance on X and X separately, and thereby
make an arbitrage profit. Scale equivariance might not
be reasonable if the risk X is large and the insurer
(or insurance market) experiences surplus constraints.
In that case, we might expect the premium for 2X
to be greater than twice the premium of X, as we
note below for Property 9. Reich [55] discussed this
property for several premium principles.
7. Additivity: H [X + Y ] = H [X] + H [Y ] for all X,
Y ∈ χ.
Property 7 (Additivity) is a stronger form of Property 6 (Scale equivariance). One can use a similar
no-arbitrage argument to justify the additivity property [2, 63, 64].
8. Subadditivity: H [X + Y ] ≤ H [X] + H [Y ] for all
X, Y ∈ χ.
One can argue that subadditivity is a reasonable
property because the no-arbitrage argument works
well to ensure that the premium for the sum of two
risks is not greater than the sum of the individual
premiums; otherwise, the buyer of insurance would
simply insure the two risks separately. However, the
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no-arbitrage argument that asserts that H [X + Y ]
cannot be less than H [X] + H [Y ] fails because it
is generally not possible for the buyer of insurance
to sell insurance for the two risks separately.
9. Superadditivity: H [X + Y ] ≥ H [X] + H [Y ] for
all X, Y ∈ χ.
Superadditivity might be a reasonable property of
a premium principle if there are surplus constraints
that require that an insurer charge a greater risk
load for insuring larger risks. For example, we might
observe in the market that H [2X] > 2H [X] because
of such surplus constraints.
Note that both Properties 8 and 9 can be weakened by requiring only H [bX] ≤ bH [X] or H [bX] ≥
bH [X] for b > 0, respectively. Next, we weaken the
additivity property by requiring additivity only for
certain insurance risks.
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14. Preserves stop-loss ordering (SL) ordering: If
E[X − d]+ ≤ E[Y − d]+ for all d ≥ 0, then H [X] ≤
H [Y ].
Property 1, (Independence), together with Property 12, (Monotonicity), imply Property 13, (Preserves FSD ordering) [72]. Also, if H preserves SL
ordering, then H preserves FSD ordering because
stop-loss ordering is weaker [56]. These orderings
are commonly used in actuarial science to order risks
(partially) because they represent the common orderings of groups of decision makers; see [38, 61], for
example.
Finally, we present a technical property that is
useful in characterizing certain premium principles.
15. Continuity: Let X ∈ χ; then, lim+ H [max(X −
a→0

a, 0)] = H [X], and lim H [min(X, a)] = H [X].
a→∞

10. Additivity for independent risks: H [X + Y ] =
H [X] + H [Y ] for all X, Y ∈ χ such that X and Y
are independent.

Catalog of Premium Principles: The
Ad Hoc Method

Some actuaries might feel that Property 7 (Additivity) is too strong and that the no-arbitrage argument
only applies to risks that are independent. They,
thereby, avoid the problem of surplus constraints for
dependent risks.

In this section, we list many well-known premium
principles and tabulate which of the properties from
the section ‘Properties of Premium Principles’ they
satisfy.

11. Additivity for comonotonic risks: H [X + Y ] =
H [X] + H [Y ] for all X, Y ∈ χ such that X and Y
are comonotonic (see Comonotonicity).
Additivity for comonotonic risks is desirable
because if one adopts subadditivity as a general
rule, then it is unreasonable to have H [X + Y ] <
H [X] + H [Y ] because neither risk is a hedge (see
Hedging and Risk Management) against the other,
that is, they move together [74]. If a premium
principle is additive for comonotonic risks, then is
it layer additive [68]. Note that Property 11 implies
Property 6, (Scale equivariance), if H additionally
satisfies a continuity condition.
Next, we consider properties of premium rules
that require that they preserve common orderings of
risks.
12. Monotonicity: If X(ω) ≤ Y (ω) for all ω ∈ ,
then H [X] ≤ H [Y ].
13. Preserves first stochastic dominance (FSD) ordering: If SX (t) ≤ SY (t) for all t ≥ 0, then H [X] ≤
H [Y ].

A. Net Premium Principle: H [X] = EX.
This premium principle does not load for risk.
It is the first premium principle that many actuaries
learn; see, for example [10]. It is widely applied in
the literature because actuaries often assume that risk
is essentially nonexistent if the insurer sells enough
identically distributed and independent policies [1, 4,
5, 11–13, 21, 46, 47].
B. Expected Value Premium Principle: H [X] = (1 +
θ) EX, for some θ > 0.
This premium principle builds on Principle A, the
Net Premium Principle, by including a proportional
risk load. It is commonly used in insurance economics and in risk theory; see, for example [10]. The
expected value principle is easy to understand and to
explain to policyholders.
C. Variance Premium Principle: H [X] = EX
+ αVarX, for some α > 0.
This premium principle also builds on the
Net Premium Principle by including a risk load
that is proportional to the variance of the risk.
Bühlmann [14, Chapter 4] studied this premium
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principle in detail. It approximates the premium that
one obtains from the principle of equivalent utility (or
zero-utility) (see Utility Theory), as we note below.
Also, Berliner [6] proposed a risk measure that is an
alternative to the variance and that can be used in this
premium principle.
D. Standard
√ Deviation Premium Principle: H [X] =
EX + β VarX, for some β > 0.
This premium principle also builds on the Net
Premium Principle by including a risk load that is
proportional to the standard deviation of the risk.
Bühlmann [14, Chapter 4] also considered this premium principle and mentioned that it is used frequently in property (see Property Insurance – Personal) and casualty insurance (see Non-life Insurance). As we note below, Wang’s Premium Principle
reduces to the Standard Deviation Premium Principle in many cases. Also, Denneberg [19] argued
that one should replace the standard deviation with
absolute deviation in calculating premium. Finally,
Schweizer [58] and Møller [42] discussed how to
adapt the Variance Premium Principle and the Standard Deviation Principle to pricing risks in a dynamic
financial market.
E. Exponential Premium Principle: H [X] = (1/α)
× ln E[eαX ], for some α > 0.
This premium principle arises from the principle of equivalent utility (Principle H below) when
the utility function is exponential [22, 23]. It satisfies many nice properties, including additivity
with respect to independent risks. Musiela and
Zariphopoulou [45] adapted the Exponential Premium Principle to the problem of pricing financial securities in an incomplete market. Young
and Zariphopoulou [78], Young [77], and Moore and
Young [43] used this premium principle to price various insurance products in a dynamic market.
F. Esscher Premium Principle: H [X] = (E[XeZ ]/
E[eZ ]), for some random variable Z.
Bühlmann [15, 16] derived this premium principle
when he studied risk exchanges; also see [59, 60]. In
that case, Z is a positive multiple of the aggregate
risk of the exchange market. Some authors define the
Esscher Premium Principle with Z = hX, h > 0. For
further background on the Esscher Premium Principle, which is based on the Esscher transform,
please read [24, 79]. Also, see the research of Gerber and Shiu for more information about how to

apply the Esscher Premium Principle in mathematical finance [27, 28]. The Esscher Premium Principle
(as given here in full generality) is also referred to
as the Exponential Tilting Premium Principle. Heilmann [33] discussed the case for which Z = f (X)
for some function f , and Kamps [40] considered the
case for which eZ = 1 − e−λX , λ > 0.
G. Proportional Hazards Premium Principle: H [X]
∞
= 0 [SX (t)]c dt, for some 0 < c < 1.
The Proportional Hazards Premium Principle is a
special case of Wang’s Premium Principle, Principle
I below. Wang [67] studied the many nice properties
of this premium principle.
H. Principle of Equivalent Utility: H [X] solves the
equation
u(w) = E[u(w − X + H )]

(1)

where u is an increasing, concave utility of wealth
(of the insurer), and w is the initial wealth (of the
insurer).
One can think of H as the minimum premium
that the insurer is willing to accept in exchange for
insuring the risk X. On the left-hand side of (1), we
have the utility of the insurer who does not accept
the insurance risk. On the right-hand side, we have
the expected utility of the insurer who accepts the
insurance risk for a premium of H . H [X] is such
that the insurer is indifferent between not accepting
and accepting the insurance risk. Thus, this premium is called the indifference price of the insurer.
Economists also refer to this price as the reservation
price of the insurer. The axiomatic foundations of
expected utility theory are presented in [65]. See [8,
9] for early actuarial references of this economic idea
and [26] for a more recent reference.
Pratt [48] studied how reservation prices change
as one’s risk aversion changes, as embodied by the
utility function. Pratt showed that for ‘small’ risks,
the Variance Premium Principle, Principle C, approximates the premium from the principle of equivalent
utility with α = −(1/2)(u (w)/u (w)), that is, the
loading factor equals one-half the measure of absolute risk aversion. If u(w) = −e−αw , for some α > 0,
then we have the Exponential Premium Principle,
Principle E.
Alternatively, if u and w represent the utility
function and wealth of a buyer of insurance, then
the maximum premium that the buyer is willing to

Premium Principles
pay for coverage is the solution G of the equation E[u(w − X)] = u(w − G). The resulting premium G[X] is the indifference price for the buyer
of insurance – she is indifferent between not buying
and buying insurance at the premium G[X].
Finally, the terminology of principle of zero-utility
arises when one defines the premium F as the solution to v(0) = E[v(F − X)] [14, 25]. One can think
of this as a modification of (1) by setting v(x) =
u(w + x), where w is the wealth of the insurer. All
three methods result in the same premium principle when we use exponential utility with the same
value for the risk parameter α. However, one generally expects that the insurer’s value for α to be less
than the buyer’s value. In this case, the minimum
premium that the insurer is willing to accept would
be less than the maximum premium that the buyer is
willing to pay.
∞
I. Wang’s Premium Principle: H [X] = 0 g
[SX (t)] dt, where g is an increasing, concave function that maps [0, 1] onto [0, 1]. The function g is
called a distortion and g[SX (t)] is called a distorted
(tail ) probability.
The Proportional Hazards Premium Principle,
Principle G, is a special case of Wang’s Premium
Principle with the distortion g given by g(p) =
p c for 0 < c < 1. Other distortions have been
studied; see [68] for a catalog of some distortions.
Also, a recent addition to this list is the so-called
Wang transform given by g(p) = [−1 (p) + λ],
where  is the cumulative distribution function for
the standard normal random variable and λ is a
real parameter [69, 70]. See [76] for the optimal
insurance when prices are calculated using Wang’s
Premium Principle, and see [35, 36, 71] for further
study of Wang’s Premium Principle.
Wang’s Premium Principle is related to the idea
of coherent risk measures [3, 73], and is founded in
Yaari’s dual theory of risk [74]. It is also connected
with the subject of nonadditive measure theory [20].
One can combine the Principle of Equivalent Utility
and Wang’s Premium Principle to obtain premiums
based on anticipated utility [29, 54, 57]. Young [75]
showed that Wang’s Premium Principle reduces to
a standard deviation for location-scale families, and
Wang [66] generalized her result. Finally, Landsman
and Sherris [41] offered an alternative premium
principle to Wang’s.
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J. Swiss Premium Principle: The premium H solves
the equation
E[u(X − pH )] = u((1 − p)H )

(2)

for some p ∈ [0, 1] and some increasing, convex
function u.
Note that the Swiss Premium Principle is a generalization of the principle of zero utility as defined
in the discussion of the Principle of Equivalent Utility, Principle H . The Swiss Premium Principle was
introduced by Bühlmann et al. [17]. This premium
principle was further studied in [7, 18, 30, 32].
K. Dutch Premium Principle: H [X] = EX +
θE[(X − αEX)+ ], with α ≥ 1 and 0 < θ ≤ 1.
Van Heerwaarden and Kaas [62] introduced this
premium principle, and Hürlimann [34] extended it
to experience-rating and reinsurance.
As shown in the table below, we catalog which
properties from the section ‘Properties of Premium
Principles’ are satisfied by the premium principles
listed above. A ‘Y’ indicates that the premium principle satisfies the given property. An ‘N’ indicates
that the premium principle does not satisfy the given
property for all cases.

The Characterization Method
In this section, we demonstrate the characterization
method. First, we provide a theorem that shows how
Wang’s Premium Principle can be derived from this
method; see [72] for discussion and more details.
Theorem 1 If the premium principle H : χ →
+
R = [0, ∞], satisfies the properties of Independence
(Property 1), Monotonicity (Property 12), Comonotonic Additivity (Property 11), No Unjustified Risk
Loading (Property 3), and Continuity (Property 15),
then there exists a nondecreasing function g :
[0, 1] → [0, 1] such that g(0) = 0, g(1) = 1, and
 ∞
H [X] =
g[SX (t)] dt
(3)
0

Furthermore, if χ contains all the Bernoulli random
variables, then g is unique. In this case, for p ∈
[0, 1], g(p) is given by the price of a Bernoulli(p)
(see Discrete Parametric Distributions) risk.
Note that the result of the theorem does not require
that g be concave. If we impose the property of
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Premium
principle Letter

Property
Number

Name
Name

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Independent
Risk load
Not unjustified
Max loss
Translation
Scale
Additivity
Subadditivity
Superadditivity
Add indep.
Add comono.
Monotone
FSD
SL
Continuity

A

C

D

E

F

G

Net

B
Exp’d
value

Var

Std dev

Exp

Esscher

Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y

Y
Y
N
N
N
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y

Y
Y
Y
N
Y
N
N
N
N
Y
N
N
N
N
Y

Y
Y
Y
N
Y
Y
N
N
N
N
N
N
N
N
Y

Y
Y
Y
Y
Y
N
N
N
N
Y
N
Y
Y
Y
Y

Y
N (Y if Z = X)
Y
Y
Y
N
N
N
N
N
N
N
N
N
Y

subadditivity, then g will be concave, and we have
Wang’s Premium Principle.
Next, we obtain the Proportional Hazards Premium Principle by adding another property to those
in Theorem 1. See [72] for a discussion of this
additional property from the viewpoint of no-arbitrage
in financial markets.
Corollary 1 Suppose H is as assumed in Theorem 1 and that H additionally satisfies the following
property:
Let X = I Y be a compound Bernoulli random
variable, with X, I , and Y ∈ χ, where the Bernoulli
random variable I is independent of the random variable Y. Then, H [X] = H [I ]H [Y ].
It follows that there exists c > 0, such that g(p) =
p c , for all p ∈ [0, 1].
Finally, if we assume the property of Risk Loading
(Property 2), then we can say that c in Corollary 1
lies between 0 and 1. Thus, we have characterized
the Proportional Hazards Premium Principle as given
in the section, ‘Catalog of Premium Principles: The
Ad Hoc Method’.
Other premium principles can be obtained through
the characterization method. For example, Promislow [49, 50] and Promislow and Young [51–53]
derived premium principles that are characterized by
properties that embody the economic notion of equity.
This observation leads us well into the last method of

I

J

K

PH

H
Equiv
utility

Wang

Swiss

Dutch

Y
Y
Y
Y
Y
Y
N
Y
N
N
Y
Y
Y
Y
Y

Y
Y
Y
Y
Y
N
N
N
N
N
N
Y
Y
Y
Y

Y
Y
Y
Y
Y
Y
N
Y
N
N
Y
Y
Y
Y
Y

Y
Y
Y
Y
N
N
N
N
N
N
N
Y
Y
Y
Y

Y
Y
Y
Y
N
Y
N
Y
N
N
N
Y
Y
Y
Y

obtaining premium principles, namely, the economic
method.

The Economic Method
In this section, we demonstrate the economic method
for deriving premium principles. Perhaps the most
well-known such derivation is in using expected utility theory to derive the Principle of Equivalent Utility,
Principle H. Similarly, if we use Yaari’s dual theory
of risk in place of expected utility theory, then we
obtain Wang’s Premium Principle. See our discussion in the section, ‘Catalog of Premium Principles:
The Ad Hoc Method’ where we first introduce these
two premium principles.
The Esscher Premium Principle can be derived
from expected utility theory as applied to the problem
of risk exchanges [8, 15, 16]. Suppose that insurer j
faces risk Xj , j = 1, 2, . . . , n. Assume that insurer j
has an exponential utility function given by uj (w) =
1 − exp(−αj w). Bühlmann [15, 16] defined an equilibrium to be such that each agent’s expected utility
is maximized. This equilibrium also coincides with a
Pareto optimal exchange [8, 9, 59, 60].
Theorem 2 In equilibrium, the price for risk X is
given by
E[XeαZ ]
H [X] =
(4)
E[eαZ ]

Premium Principles
in which Z = X1 + X2 + · · · + Xn is the aggregate
risk, and (1/α) = (1/α1 ) + (1/α2 ) + · · · + (1/αn ).

[4]

Theorem 2 tells us that in a Pareto optimal risk
exchange with exponential utility, the price is given
by the Esscher Premium Principle with Z equal to the
aggregate risk and 1/α equal to the aggregate ‘risk
tolerance’. Bühlmann [16] generalized this result for
insurers with other utility functions. Wang [70] compared his premium principle with the one given
in Theorem 2. Iwaki, Kijima, and Morimoto [37]
extended Bühlmann’s result to the case for which we
have a dynamic financial market in addition to the
insurance market.

[5]

[6]
[7]

[8]

[9]

Summary
We have proposed three methods of premium calculation: (1) the ad hoc method, (2) the characterization method, and (3) the economic method. In the
section, ‘Catalog of Premium Principles: The Ad Hoc
Method’, we demonstrated the ad hoc method; in
the section ‘The Characterization Method’, the characterization method for Wang’s Premium Principle
and the Proportional Hazards Premium Principle; and
in the section ‘The Economic Method’, the economic method for the Principle of Equivalent Utility,
Wang’s Premium Principle, and the Esscher Premium
Principle. For further reading about premium principles, please consult the articles and texts referenced
in this paper, especially the general text [31].
Some of the premium principles mentioned in this
article can be extended to dynamic markets in which
either the risk is modeled by a stochastic process,
the financial market is dynamic, or both. See [12, 39,
44] for connections between actuarial and financial
pricing. For more recent work, consult [42, 58, 77],
and the references therein.

[10]

[11]

[12]

[13]

[14]
[15]
[16]
[17]
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Present Values and
Accumulations
Effective Interest
Money has a time value; if we invest $1 today, we
expect to get back more than $1 at some future time
as a reward for lending our money to someone else
who will use it productively. Suppose that we invest
$1, and a year later we get back $(1 + i). The amount
invested is called the principal, and we say that i is
the effective rate of interest per year. Evidently, this
definition depends on the time unit we choose to use.
In a riskless world, which may be well approximated
by the market for good quality government bonds,
i will be certain, but if the investment is risky, i is
uncertain, and our expectation at the outset to receive
$(1 + i) can only be in the probabilistic sense.
We can regard the accumulation of invested money
in either a retrospective or prospective way. We may
take a given amount, $X say, to be invested now
and ask, as above, to what amount will it accumulate
after T years? Or, we may take a given amount, $Y
say, required in T years’ time (to meet some liability
perhaps) and ask, how much we should invest now,
so that the accumulation in T years’ time will equal
$Y ? The latter quantity is called the present value of
$Y in T years’ time. For example, if the effective
annual rate of interest is i per year, then we need
to invest $1/(1 + i) now, in order to receive $1 at
the end of one year. In standard actuarial notation,
1/(1 + i) is denoted v, and is called the discount
factor. It is immediately clear that in a deterministic
setting, accumulating and taking present values are
inverse operations.
Although a time unit must be introduced in the
definition of i and v, money may be invested over
longer or shorter periods. First, consider an amount
of $1 to be invested for n complete years, at a rate i
per year effective.
•
•

Under simple interest, only the amount originally
invested attracts interest payments each year, and
after n years the accumulation is $(1 + ni).
Under compound interest, interest is earned each
year on the amount originally invested and interest already earned, and after n years the accumulation is $(1 + i)n .

Since (1 + i)n ≥ (1 + ni) (i > 0), an astute investor
will turn simple interest into compound interest just
by withdrawing his money each year and investing
it afresh, if he is able to do so; therefore the use
of simple interest is unusual, and unless otherwise
stated, interest is always compound.
Given effective interest of i per year, it is easily
seen that $1 invested for any length of time T ≥ 0
will accumulate to $(1 + i)T . This gives us the rule
for changing the time unit; for example, if it was more
convenient to use the month as time unit, interest of
i per year effective would be equivalent to interest
of j = (1 + i)1/12 − 1 per month effective, because
(1 + j )12 = 1 + i.

Changing Interest Rates and the Force of
Interest
The rate of interest need not be constant. To deal
with variable interest rates in the greatest generality, we define the accumulation factor A(t, s) to
be the amount to which $1 invested at time t will
accumulate by time s > t. The corresponding discount factor is V (t, s), the amount that must be
invested at time t to produce $1 at time s, and clearly
V (t, s) = 1/A(t, s). The fact that interest is compound is expressed by the relation
A(t, s) = A(t, r)A(r, s) for t < r < s.

(1)

The force of interest at time t, denoted δ(t), is defined
as
δ(t) =

dA(0, t)
d
1
=
log A(0, t). (2)
A(0, t)
dt
dt

The first equality gives an ordinary differential equation for A(0, t), which with boundary condition
A(0, 0) = 1 has the following solution:

 t
δ(s) ds
A(0, t) = exp


0

  t

so V (0, t) = exp −
δ(s) ds
.

(3)

0

The special case of constant interest rates is now
given by setting δ(t) = δ, a constant, from which we
obtain the following basic relationships:
(1 + i) = eδ and δ = log(1 + i).

(4)
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The theory of cash flows and their accumulations
and present values has been put in a very general
framework by Norberg [10].

recipient survives – but if they are guaranteed regardless of events, the annuity is called an annuity certain.
Actuarial notation extends to annuities certain as
follows:

Nominal Interest

•

In some cases, interest may be expressed as an annual
amount payable in equal instalments during the year;
then the annual rate of interest is called nominal.
For example, under a nominal rate of interest of
8% per year, payable quarterly, interest payments
of 2% of the principal would be made at the end
of each quarter-year. A nominal rate of i per year
payable m times during the year is denoted i (m) .
This is equivalent to an effective rate of interest of
i (m) /m per 1/m year, and by the rule for changing
time unit, this is equivalent to effective interest of
(1 + i (m) /m)m − 1 per year.

sn =
an =

Annuities Certain
We often have to deal with more than one payment,
for example, we may be interested in the accumulation of regular payments made into a bank account.
This is simply done; both present values and accumulations of multiple payments can be found by
summing the present values or accumulations of each
individual payment.
An annuity is a series of payments to be made
at defined times in the future. The simplest are level
annuities, for example, of amount $1 per annum. The
payments may be contingent on the occurrence or
nonoccurrence of a future event – for example, a
pension is an annuity that is paid as long as the

n−1

(1 + i)n − 1
,
(1 + i)r =
i
r=0
n


vr =

r=1

Rates of Discount
Instead of supposing that interest is always paid at
the end of the year (or other time unit), we can suppose that it is paid in advance, at the start of the
year. Although this is rarely encountered in practice, for obvious reasons, it is important in actuarial
mathematics. The effective rate of discount per year,
denoted d, is defined by d = i/(1 + i), and receiving this in advance is clearly equivalent to receiving
i in arrears. We have the simple relation d = 1 − v.
Nominal rates of discount d (m) may also be defined,
exactly as for interest.

A temporary annuity certain is one payable for
a limited term. The simplest example is a level
annuity of $1 per year, payable at the end of each
of the next n years. Its accumulation at the end
of n years is denoted sn , and its present value at
the outset is denoted an . We have

•

•

1 − vn
.
i

(5)

(6)

There are simple recursive relationships between
accumulations and present values of annuities
certain of successive terms, such as sn+1 = 1 +
(1 + i)sn and an+1 = v + van , which have very
intuitive interpretations and can easily be verified
directly.
A perpetuity is an annuity without a limited term.
The present value of a perpetuity of $1 per year,
payable in arrear, is denoted a∞ , and by taking
the limit in equation (5) we have a∞ = 1/i. The
accumulation of a perpetuity is undefined.
An annuity may be payable in advance instead of
in arrears, in which case it is called an annuitydue. The actuarial symbols for accumulations and
present values are modified by placing a pair of
dots over the s or a. For example, a temporary
annuity-due of $1 per year, payable yearly for n
years would have accumulation s̈n after n years or
present value än at outset; a perpetuity of $1 per
year payable in advance would have present value
ä∞ ; and so on.
We have
s̈n =

än =

n

(1 + i)n − 1
(1 + i)r =
,
d
r=1
n−1

r=0

ä∞ =

1
.
d

vr =

1 − vn
,
d

(7)

(8)
(9)
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•

(1 + i)n − 1
,
i (m)
1 − vn
= (m) ,
i
(1 + i)n − 1
=
,
d (m)
1 − vn
= (m) .
d

sn(m) =

(10)

an(m)

(11)

s̈n(m)
än(m)

(12)
(13)

Comparing, for example, equations (5) and (10),
we find convenient relationships such as
sn(m) =

•

s̈n − n
,
d
än − nv n
(I ä)n =
.
d

Annuities are commonly payable more frequently
than annually, say m times per year. A level annuity of $1 per year, payable in arrears m times a
year for n years has accumulation denoted sn(m)
after n years and present value denoted an(m) at
outset; the symbols for annuities-due, perpetuities, and so on are modified similarly. We have

i
sn .
i (m)

(14)

In precomputer days, when all calculations
involving accumulations and present values of
annuities had to be performed using tables and
logarithms, these relationships were useful. It was
only necessary to tabulate sn or an , and the ratios
i/i (m) and i/d (m) , at each annual rate of interest
needed, and all values of sn(m) and an(m) could be
found. In modern times this trick is superfluous,
since, for example, sn(m) can be found from first
principles as the accumulation of an annuity of
$1/m, payable in arrears for nm time units at
an effective rate of interest of (1 + i)1/m − 1 per
time unit. Accordingly, the i (m) and sn(m) notation
is increasingly of historical interest only.
A few special cases of nonlevel annuities arise
often enough so that their accumulations and
present values are included in the international
actuarial notation, namely, arithmetically increasing annuities. An annuity payable annually
for n years, of amount $t in the tth year, has
accumulation denoted (I s)n and present value
denoted (I a)n if payable in arrears, or (I s̈)n and
(I ä)n if payable in advance.
s̈n − n
(I s)n =
,
i
än − nv n
(I a)n =
,
i

(I s̈)n =

•

3
(17)
(18)

(I s)(m)
n (and so on) is a valid notation for increasing annuities payable m times a year, but note that
the payments are of amount $1/m during the first
year, $2/m during the second year and so on,
not the arithmetically increasing sequence $1/m,
$2/m, $3/m, . . . at intervals of 1/m year. The
notation for the latter is (I (m) s)(m)
(and so on).
n
In theory, annuities or other cash flows may be
payable continuously rather than discretely. In
practice, this is rarely encountered but it may
be an adequate approximation to payments made
daily or weekly. In the international actuarial
notation, continuous payment is indicated by a bar
over the annuity symbol. For example, an annuity
of $1 per year payable continuously for n years
has accumulation s n and present value a n . We
have
 n
 n
sn =
(1 + i)n−t dt =
eδ(n−t) dt
0

0

(1 + i) − 1
,
δ
 n

an =
(1 + i)−t dt =
n

=

0

(19)
n

e−δt dt

0

1 − vn
,
δ
 ∞

=
(1 + i)−t dt =

=
a∞

0

(20)
∞

e−δt dt =

0

1
. (21)
δ

Increasing continuous annuities may have a rate
of payment that increases continuously, so that at
time t the rate of payment is $t per year, or that
increases at discrete time points, for example, a
rate of payment that is level at $t per year during
the tth year. The former is indicated by a bar that
extends over the I, the latter by a bar that does
not. We have

(15)

(I s)n =

(16)

=


n−1

(r + 1)
r=0

s̈n − n
,
δ

r+1

(1 + i)n−t dt

r

(22)
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(I a)n =

n−1

r=0



r+1

(r + 1)
r

än − nv n
,
δ
 n
sn − n
(I s)n =
t (1 + i)n−t dt =
,
δ
0
 n
a n − nv n
t (1 + i)−t dt =
.
(I a)n =
δ
0
=

or more individuals. The simplest insurance contracts such as whole life insurance guarantee to
pay a fixed amount on death, while the simplest annuities guarantee a level amount throughout life. For simplicity, we will suppose that
cash flows are continuous, and death benefits are
payable at the moment of death. We can (a) represent the future lifetime of a person now age
x by the random variable Tx ; and (b) assume a
fixed rate of interest of i per year effective; and
then the present value of $1 paid upon death is
the random variable v Tx , and the present value
of an annuity of $1 per annum, payable continuously while they live, is the random variable a Tx .
The principle of equivalence states that two series
of contingent payments that have equal expected
present values can be equated in value; this is
just the law of large numbers (see Probability
Theory) applied to random present values. For
example, in order to find the rate of premium P x
that should be paid throughout life by the person
now age x, we should solve

(1 + i)−t dt
(23)
(24)
(25)

Much of the above actuarial notation served to
simplify calculations before widespread computing
power became available, and it is clear that it is now
a trivial task to calculate any of these present values
and accumulations (except possibly continuous cash
flows) with a simple spreadsheet; indeed restrictions
such as constant interest rates and regular payments
are no longer important. Only under very particular
assumptions can any of the above actuarial formulae
be adapted to nonconstant interest rates [16].
For full treatments of the mathematics of interest
rates, see [8, 9].

E[v Tx ] = P x E[a Tx ].

Accumulations and Present Values Under
Uncertainty
There may be uncertainty about the timing and
amount of future cash flows, and/or the rate of
interest at which they may be accumulated or discounted. Probabilistic models have been developed
that attempt to model each of these separately or in
combination. Many of these models are described in
detail in other articles; here we just indicate some of
the major lines of development.
Note that when we admit uncertainty, present values and accumulations are no longer equivalent, as
they were in the deterministic model. For example,
if a payment of $1 now will accumulate to a random amount $X in a year, Jensen’s inequality (see
Convexity) shows that E[1/X]  = 1/E[X]. In fact,
the only way to restore equality is to condition on
knowing X, in other words, to remove all the uncertainty. Financial institutions are usually concerned
with managing future uncertainty, so both actuarial
and financial mathematics tend to stress present values much more than accumulations.
•

Life insurance contracts define payments that
are contingent upon the death or survival of one

•

(26)

In fact, these expected values are identical to the
present values of contingent payments obtained
by regarding the life table as a deterministic
model of mortality, and many of them are represented in the international actuarial notation. For
example, E[v Tx ] = Ax and E[a Tx ] = a x . Calculation of these expected present values requires a
suitable life table (see Life Table; Life Insurance
Mathematics). In this model, expected present
values may be the basis of pricing and reserving in life insurance and pensions, but the higher
moments and distributions of the present values
are of interest for risk management (see [15] for
an early example, which is an interesting reminder
of just how radically the scope of actuarial science
has expanded since the advent of computers).
For more on this approach to life insurance mathematics, see [1, 2].
For more complicated contracts than life
insurance, such as disability insurance or income
protection insurance, multiple state models were
developed and expected present values of extremely general contingent payments were obtained
as solutions of Thiele’s differential equations
(see Life Insurance Mathematics) [4, 5]. This
development reached its logical conclusion when
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•

life histories were formulated as counting
processes, in which setting the familiar expected
present values could again be derived [6] as
well as computationally tractable equations for
the higher moments [13], and distributions [3]
of present values. All of classical life insurance
mathematics is generalized very elegantly using
counting processes [11, 12], an interesting
example of Jewell’s advocacy that actuarial
science would progress when models were
formulated in terms of the basic random events
instead of focusing on expected values [7].
Alternatively, or in addition, we may regard
the interest rates as random (see Interestrate Modeling), and develop accumulations and
present values from that point of view. Under
suitable distributional assumptions, it may be
possible to calculate or approximate moments
and distributions of present values of simple
contingent payments; for example, [14] assumed
that the force of interest followed a secondorder autoregressive process, while [17] assumed
that the rate of interest was log-normal. The
application of such stochastic asset models
(see Asset–Liability Modeling) to actuarial
problems has since become extremely important,
but the derivation of explicit expressions for
moments or distributions of expected values and
accumulations is not common. Complex asset
models may be applied to complex models of
the entire insurance company, and it would be
surprising if analytical results could be found; as
a rule it is hardly worthwhile to look for them,
instead, numerical methods such as Monte Carlo
simulation are used (see Stochastic Simulation).

[3]

[4]

[5]

[6]

[7]

[8]
[9]
[10]

[11]
[12]

[13]

[14]

[15]

[16]
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Profit Testing
Introduction
Every business needs to know if its products are
profitable. However, it is much harder to determine
the profitability of long-term life and pensions business (see Pensions; Life Insurance) than most other
industries. Strictly speaking, one only knows if a
tranche of business has been profitable when the last
contract has gone off the books, which could take
fifty years for certain kinds of contract. Clearly, some
methodology is needed to assess likely profitability
before writing the business in the first place. This
article is devoted to the subject of profit testing, the
process of assessing the profitability of an insurance
contract in advance of it being written.
The original article on profit testing was by Anderson (1959) in the United States [1], while the first
major article in the United Kingdom was from Smart
(1977) [9]. The advent of computers played a large
role in the development of cashflow profit testing,
but the real driver in the United Kingdom was nonconventional unit-linked contracts (see Unit-linked
Business), which were difficult to price by traditional life table methods. Unit-linked contracts also
had substantially less scope to adapt retrospectively
to emerging experience – they had no terminal bonus,
for example – so it became vital to thoroughly
explore the behavior of such contracts before they
were written.
Throughout this article, the term investor will be
used to mean the person putting up the capital to write
the business. There is usually more than one investor,
and the investing is usually done by owning shares
in an insurance company. Nevertheless, we use the
term investor here to focus on profitability and return
on capital, which is the reason why the office exists
and why the investors have placed their capital with
the office. Note that the investor can be a shareholder
(in the case of a proprietary office (see Mutuals)), a
fellow policyholder (in the case of a mutual office),
or even both (in the case of a proprietary with-profits
fund (see Participating Business).

Other Uses of Profit Tests
In addition to testing for profit, companies also use
profit tests to check sensitivities to key assumptions.

One thing that all actuaries can be certain of is
that actual experience will never exactly match the
assumptions in their profit tests. Varying the parameters in a profit test model will tell the actuary not only
how profitable a contract might be, but also which
assumptions are most critical in driving profitability. This so-called stress testing or sensitivity testing
is, therefore, a key part of profit modeling; it is not
enough to know that the expected return on capital
is 10% per annum if a plausible small change in the
experience can reduce the return on capital to zero
(capital and return on capital are defined in the next
section).
Profit modeling is not just used for setting prices
or charges. With state-mandated charging structures –
for example, the new individual pensions (see Pensions, Individual) contracts in the United Kingdom
and Ireland – there is little by way of an actual price
to set. Instead, the profit model here allows the actuary to work backwards: if the charging structure and
return on capital are fixed along with other assumptions, the actuary can use the same profit models to
set operational business targets to make the business
profitable. Example targets include not just commission levels, sales costs, and office expenses, but also
the desired mix of business. Instead of merely being
an actuarial price-setting tool, the profit test can also
be used as a more general business and sales planning
tool.
Profit tests can also be useful in cash flow modeling for an entire office: it is perfectly possible for a
life office to grow rapidly and write lots of profitable
business, and yet go insolvent because there is not
enough actual cash to pay for management expenses.
However, profit tests cannot take the place of a proper
model office for the purpose of asset–liability modeling, say, or for investigating the impact of various
bonus strategies for a block of with-profits business.

The Profit Goal
All other things being equal, an actuary seeks to
design a product that
•
•
•
•

has as high a rate of return on capital as possible,
uses the least capital possible,
reaches the break-even point as quickly as possible, and
has a return on capital that is robust to changes
in assumptions.
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It is useful to have this goal in mind, although such
a product is seldom possible in practice. For example,
competition or regulation both restrict the potential
return on capital. More recently, consumer-friendly
product designs have tended to produce charging
structures with more distant break-even points and
greater general sensitivity of profit to certain assumptions, particularly persistency.
The profit goal stated above naturally prompts
three questions: what is capital, what is return on
capital, and what is the break-even point?

What is Capital?
Capital in the life industry can mean a number of
things, but a common definition is statutory capital.
This is defined as not just the capital required to write
the business, but also any other balance-sheet items
that come with writing the business (see Accounting). These items include solvency margins, nonunit
reserves, mismatching reserves, and resilience test
reserves.
For example, consider a life office that has to
pay a net negative cash flow of $500 at the start
of a contract. If valuation regulations also require
setting up additional statutory reserves and solvency
margins of $200 for this contract, then the total capital
required is $700.

What is Return on Capital?
Return on capital means the rate at which the
investor’s capital is returned to the investor’s longterm business fund. This can then be used to augment
bonuses (where other policyholders are providing the
capital), or else to pay dividends (where shareholders
are providing the capital). When a contract is written,
the investor (via the life office) pays for commissions and expenses plus the setting up of reserves.
All of this is done in advance of receiving any revenue beyond the first premium. In return, the investor
has rights to the income stream associated with the
policy in question. Over time, reserves will eventually also be released back to the investor, and this
release of reserves is an integral part of the return
to the investor. The rate at which all this happens is
expressed relative to the initial capital outlay, rather
like an interest rate on a deposit, for example, 10%
per annum return. The return on capital (RoC) is critical, especially in relation to the cost of capital. There

is no point in investing in writing business with a
RoC of 10% per annum if the office’s effective cost
of capital is 12%, say.
A long-term life or pension contract is a very
illiquid investment indeed. Unlike shares, property,
or bonds, there is no ready market for portfolios
of such contracts. Sales of portfolios (or companies)
are both infrequent and unique. It is, therefore, very
important that the rate of return on these contracts is
high enough to compensate for the restricted resale
opportunities for long-term life or pension contracts.
A long-term life or pension contract is also a
potentially riskier investment than investing in marketable assets. Legislative or demographic experience
can potentially move against the insurer, and the
required rate of return on capital will be set to take
this into account.

What is the Break-even Point?
The break-even point is the time measured from
the start of the contract at which the accumulated
revenues from the contract first match or exceed the
accumulated expenses. Accumulation may be done
with or without interest.
The interpretation of the break-even point is subtly
different from the return on capital, even though
the calculation appears very similar. The break-even
point is in many ways a measure of the time risk
in the product: the further out the break-even point,
the more vulnerable the product is to unanticipated
change. This is well-illustrated by the following three
phases of unit-linked pension product development in
the United Kingdom.
The first phase saw products with very near breakeven points, perhaps within three or so years of the
contract being effected. To achieve this, contracts had
so-called front-end loads and very poor (or zero!)
early transfer values as a result. Such contracts were
preferred by insurers as they required relatively little
capital to write. They were also low risk for the
insurer, since relatively little can go wrong within
three years.
The second phase saw more marketable products
with improved early transfer values from so-called
level-load charging structures. Such contracts were
preferred by customers, but less so by insurers as the
break-even point could be pushed out to around 10
years. Clearly, there is more time risk in a ten-year
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break-even point, even if the projected return on the
capital is the same.
In fact, this extra time risk became reality when
the UK Government introduced its stakeholder pension, which ushered in the third phase. With a simple,
single, percentage-of-fund charge of 1% or less, pension products became as customer friendly as one
could imagine. However, for insurers the timing mismatch between expenses (mainly up-front) and real
revenues (mainly towards the last few years) became
extreme: break-even points stretched out to 20 years
or more. Several UK market players felt obliged to
reprice their existing pensions contracts to avoid mass
‘lapse and reentry’, which involved sacrificing many
of the ongoing margins in existing level-load contracts. Front-end loaded contracts, by contrast, would
have already broken even and would, therefore, have
not been as badly affected.

Methodologies and the Need for Profit
Testing
Historically, profit testing was not carried out directly
or explicitly; in fact, there was no need. Instead, profit
was assured by taking a margin in each of the main
assumptions in the technical basis (see Technical
Bases in Life Insurance), especially interest rates
and mortality. Profit then emerged as surplus (see
Surplus in Life and Pension Insurance) during the
regular valuations (see Valuation of Life Insurance
Liabilities), which – in the case of with-profits policies – could then be credited back as discretionary
bonuses. This method was simple and required relatively little by way of computational resources. It
was suitable for an environment where most savings
products were with-profits or nonprofit, and where
there were no real concerns about capital efficiency.
Times have changed, however, and capital efficiency is now of paramount importance. In a more
competitive environment, it is no longer possible to
take large margins in the basic assumptions, nor is
it possible to use terminal bonus with unit-linked
products to return surplus. Indeed, with modern unitlinked contracts there is usually only limited scope to
alter charges once a contract is written. It is, therefore,
much more important to get the correct structure at
outset, as opposed to adjusting with-profit bonuses or
charges based on emerging experience. The modern
method of profit testing is therefore based on discounted cash flow modeling, and is increasingly done
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on a simulated, or stochastic, basis (see Stochastic
Simulation).
Almost as important as capital efficiency is the
subject of risk analysis and a crucial element of
profit modeling is sensitivity testing. This is where
each parameter of the profit model is varied in turn
and the effect of the change noted and analyzed.
The purpose of this is to understand what the main
drivers of profitability are in a product, and also to
check if there are any unplanned behaviors inherent
in the product, which may need modifying before
the launch. The results of a sensitivity test will also
inform the valuation actuary as to how to reserve for
the contracts once the product is launched.

Assumptions
To gain a feel of how a profit test basis is laid down,
it is useful to consider some of the major assumptions
that may need to be made. Not all assumptions will
be needed for every kind of product. Some assumptions will be more important than others, including
assumptions that will be crucial for some products
and practically irrelevant for others. Unusual products
may also require assumptions that are not listed here.
Many of the assumptions used in profit testing
are part of the actuarial control cycle. For example, expense loadings should come from the most
recent expense analysis, while demographic assumptions should come from the most recent persistency
investigation (for PUPs, transfers, and surrenders (see
Surrenders and Alterations) or from the most recent
mortality and morbidity investigation.

Investment Growth Rate
For savings products, this is usually a key assumption
in profit testing. The assumed investment growth rate
must be a realistic assessment of whatever is likely to
be achieved on the underlying mix of assets. Growth
can be a mixture of capital appreciation and income.
For products with little or no savings element, such as
term assurance, this is not an important assumption.
The nature of the underlying business will help with
the choice of whether to use a net-of-tax or gross rate.
The investment growth rate is that assumed on
the policyholder funds, that is, where the policyholder determines the asset mix. It is an important
assumption for savings products where charges are
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levied in relation to those funds, that is, a percentageof-fund-style charge. The investment growth rate is
distinct from the interest rate (defined below), which
is the rate the insurer earns on reserves where the
insurer alone defines the asset mix. An example could
be a single-premium unit-linked savings bond. Here,
the investment growth rate is the assumed rate of
return on the unit funds, which therefore impacts the
insurer’s receipts from the fund charge. The insurer
will most likely also have to hold nonunit reserves
such as the solvency margin, and the interest rate
would apply to the return on the assets held in respect
of such reserves. A small, unit-linked insurance company might have policyholder unit funds entirely
invested in equities, yet keep its own nonunit reserves
in cash or bonds.
In with-profits business, there is usually no distinction between the two types of return, although some
with-profit offices hypothecate assets to different liabilities as a means of reducing statutory reserves, such
as the resilience test reserve in the United Kingdom.

Risk Premium
Investing capital in writing insurance contracts is
risky. Insurance contracts are also illiquid: it is not
easy to sell a portfolio and there is no such thing as a
standardized market price. If an office is forced to sell
a portfolio for example, it may not be the only office
forced to do so at that time, thus depressing the price
likely to be obtained (if, indeed, the portfolio can
be sold at all). Therefore, if investors have capital
to invest in writing such contracts, they demand
an extra return over and above what they could
achieve by way of investing in listed securities. As
an example, it is clearly riskier to write insurance
savings contracts than it is simply to invest in the
underlying assets of those savings contracts. The risk
premium is a measure of the extra return required
to compensate for the extra risk and lack of liquidity
inherent in writing insurance business. The size of the
risk premium should vary according to the actuary’s
assessment of the risks involved.

Risk-discount Rate
The risk-discount rate (RDR) is the interest rate
used for discounting future cash flows. It is arrived
at by taking the investment return that the capital
could earn elsewhere (e.g. the investment growth rate
assumption above) and adding the risk premium to

it. Some practitioners use separate risk-discount rates
for discounting separate cash flows, for example, one
rate to discount expenses and another to discount
charges, whereas others just use one risk-discount rate
for all cash flows. The reasoning behind this is that
there may be differing degrees of risk applying to
each: the actuary might be confident of the expense
assumptions, for example, but less confident of the
charges achieved (or vice versa).
The derivation of the risk-discount rate is as much
of an art as a science and further details can be
found in [7, 8]. The risk-discount rate is closely
connected to profit criteria like the present value of
future profits (PVFP), which was historically often
targeted relative to the value of the contract to the
distributor, for example, a target PVFP of 50% of the
initial commission payable at an RDR of 15% per
annum. There is little by way of economic rationale
to justify this and the need for a risk-discount rate is
nowadays obviated by the calculation of the return
on capital as an internal rate of return (IRR) of
the policy cash flows and the changes in reserves.
While preferable, the IRR does not always exist. For
example, if a contract uses no capital and is cash flow
positive at all future times and in all future scenarios,
the IRR is infinitely positive. More details can be
found in [2, 4].
Some of the subjectiveness in the risk-discount
rate and risk premium does not entirely disappear;
however, there is still judgment required as to whether
a given return on capital is sufficient in relation to the
risks being borne.

Interest Rates
Most contracts require reserves to be held, and interest will be earned on these reserves. For particular
products, for example, guaranteed annuities, this is
a critical assumption and great care is required in
setting it. The interest rate chosen should be of an
appropriate term and nature to suit the product. For
example, from the perspective of asset–liability modeling for annuities, it is very important that the term
of the interest rate matches the term of the liabilities.
The nature of the underlying business will help with
the choice of whether to use a net-of-tax or gross-oftax interest rate. Assumptions may also be required
about default rates for corporate bonds and even some
sovereign debts.

Profit Testing

Tax and Tax Relief
There are two ways of modeling tax and tax relief:
one is to use net-of-tax assumptions for investment,
expenses, and so on, and the other is to model tax and
tax relief as explicit cash flow items in the profit test.
The author has a marginal preference for the explicit
model, since the timing and incidence of tax and tax
relief are sometimes different from the timing and
incidence of the other items, and it is often easier to
model these explicitly. Whichever method is chosen
must be consistently used throughout the profit test,
however.
There is also a wide variety of taxes that might
have to be modeled. Examples include the tax relief
on policyholders’ pension contributions (e.g. in the
UK and Ireland), the tax paid on behalf of policyholders surrendering their contracts (e.g. in Germany), and
of course the tax position of the office itself. There
is also a variety of very different tax bases in use
around the world for insurance company profits, and
actuaries must use the tax basis applicable to their
own office, territory, and product class.
The tax position of the office can interact strongly
with the particular tax features of a product line.
For example, in the United Kingdom some offices or
funds are taxed on the excess of investment income
over expenses. If the office has such a taxable excess,
it is known as an XSI office, whereas if it does not it
is an XSE office. A similar analysis also applies to the
product lines themselves. Term assurance, for example, generates more by way of office expenses than it
does by way of investment income (due to the relatively small size of the reserves), so it can be viewed
as an XSE product. An XSI office can therefore use
its tax position to profitably write more-competitive
XSE business (such as term assurance) than an XSE
office can. The converse also applies for XSI products, for example, life annuities in which the reserves
are relatively large and income exceeds expenses. An
XSE office can write profitable XSI products at more
competitive prices than an XSI office. Of crucial note
in this example, however, is if the office’s tax position
changes in the foreseeable future, since these competitive prices are only profitable as long as the office
maintains the tax position assumed in the pricing.
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vary greatly in size not just between life offices, but
also between product lines. In the United Kingdom,
for example, the set-up costs for a single-premium
investment bond are low due to the simple, singlestage, straight-through processing that applies usually
to this type of product. A term assurance contract,
by contrast, is likely to have much higher set-up
expenses due to underwriting and the multistage
processing that results. Expenses are usually a key
profitability driver and the major expense items are
covered below:

Sales Costs
Sales costs are the expenses associated with the sale
of a policy, excluding any commission paid to third
parties. Sales costs include the expenses associated
with sales agents, whether those agents are selling directly or just servicing third-party distribution.
Examples of sales costs include bonus commission,
salaries, offices, and so on. The costs of quotations
are also part of sales costs. If the office spends on the
direct marketing of its products, then this expenditure
is also a part of the sales cost.

Issue Cost
This is the cost of processing a new business case
once a sale has been made, including any underwriting costs or fees for medical reports.

Servicing Cost
This is the ongoing cost of administering a case after
the new business stage. Component costs include premium billing and collection, sending statements, and
dealing with simple changes, such as to customers’
names or addresses. The costs of premium collection
are sometimes significant enough in their own right
for offices to distinguish between servicing costs for
premium-paying and paid-up cases.

Termination Cost
This is the cost of terminating a policy, sometimes
split separately for the nature of the termination:
surrender, maturity, or death.

Expenses

Expense Inflation

There is a very wide variety of different expense types
that have to be allowed for in a profit test. Expenses

In manufacturing operations, staff costs and salaries
might account for only 10% of all costs. In life
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insurance in many countries, however, salary and
staff costs typically account for over half of the
expenses of a life office. The expense inflation rate is
therefore often set somewhere between the expected
rate of general price inflation and wage inflation,
assuming that the latter is higher in the longer term.

Commission
Commission is one of the most important assumptions in the profit test, especially up-front or initial
commission. In the case of regular-premium products, the amount of up-front commission advanced,
together with sales costs and issue cost, will often
exceed the first few years’ premiums. Other important
assumptions are the claw-back terms for unearned
commission; for example, the return of initial or upfront commission if a policy should be surrendered
or made paid-up early in the policy term.
An oft-overlooked additional assumption is the
bad debt rate on commission claw-back: if an office is
distributing through small, independent, and largely
self-employed agents, it will not always be possible
or practicable to claw back unearned commission.
Commission also exists in a variety of other
guises: renewal commission is often paid as a percentage of each premium paid, while single-premium
investment business often has renewal or trail commission paid as a percentage of the funds under
management.

inception (select mortality). Some studies have shown
mortality to be even more strongly influenced by
occupation and socioeconomic status than by gender.
The nature of the product and the distribution channel
will therefore be a very strong influence on the rates
experienced. Whether or not the life assured smokes
can easily double the mortality rate at younger ages.
Mortality rates can vary widely in their importance, from term assurance and annuities (where the
assumption is of critical importance) to pensions savings and single-premium bonds (where the assumption is of relatively little significance).

Morbidity (Sickness) Rates and Recovery Rates
The probability of falling sick as defined by the policy
terms and conditions. This latter part of the definition
is key, since generous terms and conditions tend to
lead to higher claim rates and longer claims.

Disability Inception Rates
These describe the probability of becoming disabled
as defined by the policy terms and conditions. This
latter part of the definition is key, since generous
terms and conditions do lead to higher claim rates.
The difference between disability and morbidity
is that the former is permanent and the claimant
is therefore not expected to recover. There is no
standard terminology, however, and the terms are
often used interchangeably.

Demographics

PUP Rates

One of the key features distinguishing actuaries from
other financial services professionals is their ability to
work with the uncertainty surrounding demographic
assumptions (see Demography) and their financial
impact. The term demographics covers both voluntary and involuntary events. Voluntary events include
PUP (alteration to paid-up status), transfer, surrender,
marriage, and remarriage. Involuntary events include
mortality (death) and morbidity (sickness), but also
the inception of long-term care or disability. Recovery rates are also important, for those claims where
recovery is a meaningful possibility. The most common demographic assumptions are covered below.

These are the rates at which policyholders stop paying premiums into a savings contract. PUP rates
are strongly dependent on product line and distribution channel. Products with no penalties for stopping
premiums will usually experience higher PUP rates.
High PUP rates in the first few months of a contract are sometimes an indication of high-pressure or
otherwise inappropriate sales methods.
The equivalent for a nonsavings contract is called
a lapse rate, since the contract is usually terminated
when premiums cease.

Mortality Rates

These are the rates at which policyholders transfer
their benefits elsewhere or take a cash equivalent.
Products with no exit penalties will usually experience higher transfer or surrender rates as a result.

Mortality rates vary not just by age and gender
of the life assured, but also by term since policy

Transfer or Surrender Rates

Profit Testing
High transfer or surrender rates can also be an indicator of churning, the phenomenon whereby a salesperson encourages the policyholder to terminate one
contract and take out an immediate replacement, thus
generating new initial commission for the salesperson. Churning is usually controlled through a tapered
claw-back of unearned initial commission.

Risk Benefits
The demographic risks above translate directly into
expected claim payouts according to the type of contract and the cover offered. Demographic assumptions
are required for every risk benefit under the policy:
possible risk benefits include death, critical illness,
disability, or entry into long-term care. The risk rates
for the demographic assumptions must be appropriate to the nature of the benefit: for example, inception
rates are required for disability insurance, but separate
inception rates are required for each initial period that
might be picked by the policyholder, since claim rates
are strongly dependent on the initial period which
applies before payment. Risk rates must also be modified according to the underwriting policy behind a
particular product: if underwriting is minimal, for
example, expect mortality to be worse than if full
underwriting standards were applied.
Also crucial to profit testing is the precise nature
of the sum at risk for each benefit, which is not necessarily the same thing as the headline sum assured.
The sum assured is the defined benefit that is payable
upon a claim, for example death. The sum at risk is
the actual capital that is on risk as far as the insurer is
concerned. For example, an endowment savings contract might have a nominal sum assured of $100 000,
but the sum at risk can be a lot less – even zero – if
substantial funds have been built up over time. The
sum at risk can therefore vary over time, even if the
sum assured is actually constant. The sum at risk can
even exceed the sum assured, in the case of an early
death where accumulated initial costs have not been
fully recouped by revenues from the contract.

Reinsurance
The impact of reinsurance treaties should be modeled explicitly in the profit test, regardless of whether
they cover the transfer of demographic risk, or
whether they are essentially financial reinsurance.
Reinsurance has a risk transfer role to play for protection products like term assurance, but it also has a
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key tax-mitigation role to play for certain investment
products in territories like the United Kingdom and
Ireland; (see Reinsurance Supervision; Life Reinsurance).
Reinsurers are often less tightly regulated than
direct insurers (see Insurance Regulation and
Supervision). As a result, insurers are often forced
to hold more capital for a given risk than reinsurers
are. This creates a role for reinsurance as a form
of regulatory arbitrage in reducing the capital the
insurer needs to write certain kinds of business.

Charges
How the insurer gets revenues from a contract is
clearly a key assumption for most contracts and
a useful list of potential charges can be found in
Unit-linked Business. The profit test is not only
measuring the overall balance between charges and
expenses, but it is also modeling the closeness of fit.
Stakeholder pensions in the United Kingdom are a
good example of a product in which charges are an
exceptionally poor fit to the actual expenses incurred.
Here, the only possible charge is a percentage of the
unit fund, capped at 1% pa, which takes many years
to become a meaningful revenue stream. However,
the initial commission and set-up expenses are paid
out up-front, and it takes many years before these
expenses (accumulated with interest) are paid back
via the charge.
Not every product has explicit charges, however.
Guaranteed annuities and term assurance contracts
are perhaps the highest-profile products with no
explicit charging structure. Everything the customer
needs to know about these products is contained in
the premium.

Reserving and Solvency Margins
The extent to which additional capital is tied up
in extra reserves or solvency margins is an important factor for the profitability of many products.
With products like guaranteed annuities, the reserving
requirements strongly determine the rate of release of
statutory capital, and hence the return on capital to
shareholders; the valuation basis for annuities is itself
a critical profit testing assumption.
The issue of the solvency margin can be complicated. In some territories, subsidiaries and subfunds
can cover their solvency margin requirements with
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the with-profits fund, thus avoiding shareholder capital being tied up in solvency reserves. At other times,
a regulator may press a company to hold greater solvency margins than are strictly required by law. All
other things being equal, the higher the solvency margin, the lower the return on (regulatory) capital.

Options
The pricing actuary must be aware of all the
options open to the policyholder and the potential
impact on profitability if these options are exercised
(see Options and Guarantees in Life Insurance).
Options are often linked to guarantees – especially
investment guarantees – which means they should
ideally be priced using stochastic methods.
Other kinds of options are often present in protection products in the form of guaranteed insurability or
extension-of-cover clauses. These take a wide variety of forms, of which one of the commonest is
the waiver of underwriting on extra cover taken out
upon moving house, getting married, or having children. The pricing actuary must note that such options
are essentially limited options to select against the
insurer, and must adjust the risk rates accordingly.
For example, the advent of AIDS in the 1980s proved
costly for writers of these kinds of options.

Guarantees
It is a truism that guarantees are expensive, usually
far more expensive than policyholders appreciate and
often more expensive than policyholders are prepared
to pay. Nevertheless, the issue of pricing guarantees
effectively is of critical importance. The price of
getting it wrong is demonstrated by the case of
Equitable Life in the United Kingdom at the turn of
the millennium, where inadequate pricing of – and
reserving for – guaranteed annuity options ultimately
forced the company to close to new business and to
seek a buyer. Investment guarantees are best priced
stochastically if they are not reinsured or covered by
appropriate derivatives.
For protection products, it is important to note
if premiums are guaranteed or reviewable, and – if
reinsurance is being used – whether the reinsurance
rates themselves are guaranteed or reviewable.

Expenses and Pricing Philosophy
In addition to the subdivision of costs into various
activities, there is the question of where the cost

of a particular activity belongs. Costs are often split
between direct costs and overheads. Direct costs arise
from activities meeting direct customer needs associated with a product: collecting policyholders’ premiums as part of the running expense, for example, or
providing distributors with promotional literature as
part of the sales and marketing expense. Non-direct
costs – also called overheads – are those activities not
directly associated with a product: the chief executive’s salary, for example, or the accounts department.
This is not to say that overheads are unnecessary, just
that they are not directly associated with the products.
The unit cost for an activity is arrived at by spreading the overheads around the business and adding
them to the direct costs. The direct cost of an activity
can be anything from 25% to 75% of the unit cost,
depending on the relative size of the book of business, the overheads, and the life office’s methodology
for allocating those overheads.
The distinction between direct costs and overheads
is, in fact, crucial in profit testing and pricing strategy. Ultimately, the charges on the entire book of
business must exceed the total office expenses, both
direct costs and overheads. However, this does not
necessarily mean that unit costs (i.e. direct costs plus
spread overheads) should automatically be used in
profit testing. If an office wishes to expand via rapid
new business growth, then pricing using unit costs
is unnecessarily conservative and will in fact inhibit
growth. Pricing using costs lower than this will lead
to competitive prices, and capacity for growth. This
growth will increase the size of the direct costs (more
policyholders require more service staff to answer
calls, for example). Assuming that overheads grow
more slowly, however, the overhead expenses will
therefore be spread over a larger book of business.
This leads almost automatically to a fall in unit costs.
The risk in this sort of pricing strategy is that, if
adopted by all competitors, everyone wins the same
amount of business that they would have won anyway, but on lower prices. In this scenario, although
the direct costs are being covered and the business
is ‘profitable’, the margins across the business as a
whole will not produce enough revenue to cover all
overhead costs. The products are therefore profitable,
yet the company as a whole is not (unless there are
products contributing more to overheads than their
allotted share).
The use of less-than-unit costs in pricing is variously referred to as marginal pricing or (in the US)

Profit Testing
Table 1

A simplified profit test

Mortality

Survival Policy
Year Ult. Select prob. reserve Premium Expenses Claims
0
1
2
3
4
5
6
7
8
9
10

9

1.02
1.16
1.32
1.51
1.72
1.97
2.24
2.55
2.90
3.29

0.85
1.11
1.26
1.44
1.63
1.97
2.24
2.55
2.90
3.29

1
0.999
0.998
0.997
0.995
0.994
0.992
0.990
0.987
0.984
0.981

0.07
88.26
165.30
228.66
275.34
302.22
305.68
281.78
226.11
133.98
0

240
240
240
240
240
240
240
240
240
240

160
26
26
26
26
26
26
26
26
26

as macro pricing. More details on macro pricing can
be found in [3].

End-year
Per policy
Cost of
cash
cash
flow
reserves
flow

84.70
−0.70
88.11
110.50
114.20
72.44
125.80
98.90
54.81
143.60
81.10
34.85
162.90
61.80
12.62
196.70
28.00 −12.25
224.20
0.50 −39.82
255.20 −30.50 −70.34
289.80 −65.10 −103.82
328.50 −103.80 −140.68

Table 1 shows a simplified profit test. It is for a
ten-year term assurance, for a man aged 40 at outset, with sum assured $100 000, payable at the end
of the year of death, and annual premium $240.
The first two columns summarize the assumed mortality rates, which are from the United Kingdom
TM80 table, ultimate and select. Mortality rates are
expressed per mille. The reserving (first-order) basis
is an unadjusted net premium reserve at 3% per
annum interest, using TM80 ultimate mortality. (Note
that the reserve at outset is not quite zero because
only two decimal places were used for the net premium.) The experience (second-order) basis, on the
other hand, is earned interest of 5% per annum, and
TM80 Select mortality. The third column shows the
expected number of policies in force each year, per
policy originally sold.
Subsequent columns show the annual expected
cash flows, and expected cost of reserves, at the end
of each year, per policy in force at the start of each
year. For example, if P is the annual premium per
policy, E the amount of expense, C the expected
death claims, and i  the earned rate of interest, the
end-year cash flow is
(P − E)(1 + i  ) − C,
and if t V40 is the reserve per policy in force at
duration t, the cost of reserves per policy in force

Discounted
cash
flow

−88.81
41.72
44.01
46.11
48.95
39.99
39.98
39.42
38.22
36.30

−79.30
33.26
31.32
29.30
27.78
20.26
18.09
15.92
13.78
11.69

at the start of each year is
p[40]+t

Simple Example Profit Test

−88.81
41.76
44.09
46.25
49.18
40.25
40.32
39.84
38.72
36.88

Total
cash
flow

t+1 V40

− t−1 V40 (1 + i  ).

The penultimate column applies the survivorship factors t p[40] to obtain cash flows at each year-end per
policy originally sold. The final column discounts
these to the point of sale using the risk-discount
rate, in this example 12% per annum; this vector is
often called the profit signature. Examination of the
profit signature gives any of several profit criteria, for
example, the total PVFP is $122.10, or about half of
one year’s premium; the break-even point is the end
of the third year, and so on.
For completeness, we list all the parameters of this
profit test, including the expenses:

Assumption

Value

Sum assured
Annual premium
Net premium
Valuation interest
Risk-discount rate
Earned rate of return
Valuation mortality
Experienced mortality
Initial commission
Renewal commission

$100 000
$240.00
$184.95
3%
12%
5%
TM80 Ultimate
TM80 Select
25% of the first premium
2.5% of second and
subsequent premiums
$100
$20

Initial expense
Renewal expense
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To keep things simple, no allowance was made for
tax or lapses or nonannual cash flows. Other examples
of profit test outputs can be found in [5, 6, 9].
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STEPHEN RICHARDS

Redington, Frank
Mitchell (1906–1984)
Born in Leeds on May 10, 1906, Redington took
his undergraduate in Cambridge. In 1928, he joined
the life insurance company Prudential and became
a member of the management already in 1945. His
appointment to Chief Actuary followed in 1951 and
Redington continued in this capacity until his retirement in 1968. During the period from 1956 to 1957,
he was Chairman of the Life Offices’ Association
in which time he led a delegation to India to discuss compensations for the nationalization of life
insurance. He served on the council of the Institute, was its Vice-President from 1953 to 56 and
President from 1958 to 1960. He died on May 23,
1984.
From the beginning, Redington was aware of the
increasing internationalization of insurance business
and problems resulting from it. For example, he
realized the differences in premium rates, assessment of profits, bonus rates to policyholders (see
Participating Business), the financing of national
pension schemes [4], and so on. Redington caused
a breakthrough by looking at assets and liabilities
on a consistent basis and by suggesting that matching by duration of assets to liabilities would minimize adverse effects of interest rate fluctuations (see
Asset–Liability Modeling). Redington’s principle of
immunization [3] (see Hedging and Risk Management) of a life insurance company against interest
rate movements are still influential as seen in [2, 6].
One of the main reasons for Redington’s influence
during and after his lifetime was his unmatched clarity of writing, of which his famous paper [3] is an
example. As well as immunization, it introduced and

named concepts like ‘estate’ and ‘expanding funnel
of doubt’ with such simplicity that his own original
thinking on complex matters was immediately accessible. These ideas are recognizable in modern tools
such as value-at-risk, which only became possible
with the advent of computers.
Chamberlin in [1] edited the collected papers,
essays, and speeches of Redington. For Redington’s
views on asset–liability management, see [5].
For an obituary, see [7].
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Reinsurance – Terms,
Conditions, and Methods
of Placing
Introduction
Reinsurance is never in a static environment. Changes are occurring all the time, not only in prices
but also in terms of products, conditions, and how
business is written. This also affects how it is placed.
Whereas direct insurance is normally parochial
and confined to one country, the reinsurance market place is global, and this is even more so for
the retrocessional (reinsurance of reinsurance) (see
Reinsurance) market place. However, certain features vary by country.
This note draws heavily on the Lloyd’s and London market experience, and it is worth bearing in
mind that practices in the United States, Europe, and
elsewhere may differ.

Methods of Placing
Reinsurance transactions occur either directly or
through brokers. In the London market, the use
of brokers is very common, whereas in continental
Europe most transactions are direct. In the United
States, both ways have about the same importance.
The broker acts on behalf of the cedant (reinsured)
(see Reinsurance) but effectively performs the role
of the go-between or intermediary. He places the initial business, deals with claims, and to a lesser extent
assists in solving any problems or misunderstandings.
The bulk of reinsurance in London is placed on a
subscription market basis with many reinsurers sharing in the risk. The benefit of a number of seasoned
underwriters all examining the risk, premiums, and
conditions is clear. In the competitive environment,
a keen price can be obtained. The position of the
lead underwriter is important to both the broker and
to other reinsurers on the slip. However, as the reinsurance market consolidates, the number of players
is diminishing and the subscription market itself is
changing.
Sometimes a small number of reinsurers, say two
or three, share a risk by way of coinsurance, and they
each split the premiums and claims. If one reinsurer

is unable to meet its liabilities, the other reinsurers are
not responsible. A similar effect is obtained by way
of one reinsurer writing all the risks, and reinsuring
outwards some, or perhaps all, of the risk to other
reinsurers. This is called a fronting arrangement. In
the case of the reinsurers of the reinsurer not being
able to meet their liabilities, the upfront reinsurer has
to meet all liabilities.
Whereas the broker traditionally received a percentage of the gross premium for his services, this
is becoming replaced by a fee-based service. This
assists in the claims handling for long tail claims of
business by making the cost structure more focused.
It also reflects the value-added service that brokers
now offer in many cases.
As the broker must demonstrate added value more
clearly, his role is becoming more sophisticated as
underwriting methods are becoming more scientific
and analytical. This often involves actuaries in the
pricing process, and at least for the more complex
contracts. Hence, brokers are employing actuaries
and others to highlight the salient features of the
risk. The historic claims information is thus presented
in a more structured manner. Information is generally presented far better now than even five years
ago reflecting the involvement of actuaries, greater
demand by underwriters and the harder market.

Terms and Conditions
Treaties (see Reinsurance Forms) are usually for
one year, most commonly commencing on January 1,
and they are renewable with a given notice period.
In proportional business (see Proportional Reinsurance), accounts of premiums less claims are rendered
every quarter whereas for a nonproportional treaty
(see Nonproportional Reinsurance), an agreed up
front premium is paid and adjusted at the end of the
treaty term.
Whereas price is normally seen as the primary
determinant of loss ratios (by affecting the premiums
received) and results in general, far greater variability
in underwriting results is often caused by changes
in terms and conditions. Prices do not affect claims
frequency or severity.
In a soft market when business is easier to place, as
well as prices for reinsurance are reducing, it is easier
for the purchaser of reinsurance to push for weaker
terms and conditions, thereby increasing the numbers
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and sizes of potential claims, which the reinsurer is
liable to pay. For nonproportional reinsurance, this
has a multiplicative effect as the weakness will affect
the business written by the direct writers as well as
that of the reinsurers. Hence, there is a gearing up in
the loss ratios at the reinsurance levels.
Exclusions have been very topical recently following the US terrorism acts (WTC) on September 11,
2001. More dramatically than their inclusion, terrorism exclusions in the United States were forced to be
withdrawn from December 2002 by order of the US
President, although this is being contested. Hence,
reinsurers must determine whether terrorist cover is
best provided by separate cover or within general
contracts.
Exclusions are often introduced to remove a high
level of uncertainty from loss events. Often they are
by class of business, geographical location of risk or
loss, size of risk, or other definitions.

Specific Reinsurance Features
One feature of the retrocessional market is the ability for business to be written such that a claim may
be reinsured by a group of reinsurers between themselves and then the claims are passed between their
excess-of-loss reinsurance programs at a higher and
higher level. As the total gross claims for an individual reinsurer increase, he can collect from his
fellow reinsurers at higher and higher levels in his
reinsurance program. In a pure excess-of-loss spiral no dissipation occurs, and only when vertical
reinsurance becomes exhausted does the net position
become apparent.
Such spirals occurred extensively in the property
(see Property Insurance – Personal) and marine
markets in the 1980s, and in the personal accident
market in the early 1990s. They are less common,
but still exist in the current market.
Although much reinsurance business takes place
in specified currencies, historically US$, Sterling and
Can$, and more recently in Euros (¤), it can be transacted in any currency. Anomalies and ambiguities
can arise especially when losses occur in several currencies, or when the inwards business and outwards
reinsurance are in different currencies. Fixed ratios of
currencies at fixed rates of exchange on reinsurance
contract are common and these can lead to obvious difficulties. It is normally preferable to maintain

losses in original currencies to avoid exchange rate
fluctuations giving rise to anomalies.
Claims data can be voluminous. Rather than provide details of every loss, it is often easier for proportional business to provide a list (or bordereaux )
of claims. Total amounts of claims can be processed
more quickly with only details of large and catastrophe claims being presented individually. Of course, if
the reinsurer wishes, he can obtain individual claims
details for audit and other purposes. For nonproportional business, it is more common for details of all
claims to be provided.
When a reinsurance treaty is in place, the reinsurers may change their participation, or some may
leave the treaty and others take their place. For
proportional business, to enable a clean cut to be
made, a proportion of the premiums and outstanding claims may be transferable between reinsurers.
Such a portfolio transfer means that the accounting
position of the reinsurers may be more quickly settled than waiting for the claims to be cleared in their
normal course. However, such clean-cut treaties are
now rare.
Whilst most reinsurance is in respect of losses
emerging for a future period of time, that is, prospective, some are in respect of losses from a historic
period of time, that is, retrospective. These latter
losses are normally in respect of long tail liability claims, such as asbestos, pollution, and other
latent claims.
A reinsurance contract passes a liability from the
cedant to the reinsurer for a premium. Thus, risk
is transferred. In traditional reinsurance, a wholesale
transfer of risk or indemnity occurs. In finite or financial reinsurance, there is also an element of timing or
other (credit, accounting, etc.) risk, and the pure risk
transfer may end up being very small indeed. Profit
commission, funded or experience accounts, payback
provision, loss limitations, and other features affect
the quantum of the risk being transferred.

Ongoing Problems
The definition of an event has long plagued reinsurance contracts. In property catastrophe reinsurance, claims are normally restricted to those arising
from one loss in a short period of time defined by
the hours clause. In liability or casualty insurance,
the definition often needs the intervention of the
courts.

Reinsurance – Terms, Conditions, and Methods of Placing
Industrial disease and other latent claims may
arise 25 or more years after the policy was issued.
Although the liability can be shortened by sunset
clauses, wordings in the policy and other such features, these claims often must be linked to the original
policies. However, changes in the legal environment, accepted risk practice, and temporal aspects
may offset the relationship between the original premium, the intention of the policy, and the resultant
claims.
Rewriting of the legislative environment, such
as for terrorism, can change the playing field dramatically. This illustrates the ever-changing state of
reinsurance.
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Reinsurance Supervision
Introduction
After a decade of deregulation in many countries just
before the millennium, the discussion on regulation
has resumed. It focuses less on individual sectors and
increasingly on the entire financial industry, including the previously neglected reinsurance sector. The
discussion falls in a period where heightened regulatory vigilance and uncertainty can be observed in
the entire financial services industry, as a number
of insurance as well as reinsurance companies have
failed.
While reinsurance forms an important part of the
financial system, it has traditionally been subject to
less direct regulation than primary insurance or banking. This fact has triggered the concern of various
international organizations in the financial sector –
such as the IMF, OECD, and the World Bank –
about the systemic risk possibly posed by reinsurance for the entire financial system. It is obvious that
the reinsurance industry has an increasing exposure
to, and an accumulation of director’s and officer’s
liability, environmental liability, and natural catastrophes, just to name a few. A particular concern
among regulators is also the increasing insuratization,
that is, the transformation of financial risks into insurance products. This regularly occurs through financial
guarantee (re)insurance and collateralized debt, loan,
or bond obligations. In those products, risk transfer
markets create interdependencies that are less transparent and cross-sectorial, which makes tracking of
counter party exposures a challenging task.
The historical reason for less regulation in reinsurance is based on the nature of reinsurance activity. Reinsurance is a global business conducted in a
professional market place between professional parties with equal bargaining power. The main goal of
regulatory intervention is no longer only to protect
the individual policyholder’s rights, but also to protect the insurance system as a whole. It is intended
to retain the good reputation and integrity of the
(re)insurance market place and to guard the financial
system against systemic risk. However, reinsurance is
also regulated in many countries, although the level
and form of regulation varies significantly between
the different jurisdictions. It is widely accepted today
that there is a need for a globally recognized method

of conducting reinsurance regulation. At the international level, the ambition must be to create a system
of common and shared standards under which the
world’s reinsurers will, for example, through mutual
recognition, be able to globally conduct their business
without having to comply with the uncoordinated regulatory demands of national and regional authorities.
This contributes to a more efficient and transparent
global market place. As the issue of the supervision of
reinsurance is a matter very much in flux today, various initiatives and studies have been conducted on
reinsurance regulation recently, and partly concrete
recommendations have been formulated.

Two Main Forms of Supervision
In general, one can distinguish between two forms of
supervision of reinsurance:
•
•

Direct supervision of reinsurance companies and
their business
Indirect supervision through regulating cessions
of primary insurance companies.

In the case of direct supervision, the regulator
exercises rules and regulations directly on the supervised reinsurer. Owing to the nature of the reinsurance business, supervision traditionally was subject
to a narrow scope of governmental oversight.
Indirect supervision looks at the supervision of the
reinsurance contracts in place at the level of the ceding insurance company (see Reinsurance). It checks
whether the reinsurance agreements are adequately
geared to the risks they have assumed and to the
direct insurer’s solvency. Implicitly, it also checks the
quality of the reinsurance counterpart, since a ‘fit and
proper’ management will only select reinsurance partners that have adequate financial strength, experience,
and know-how to fulfill their function. Increased
direct supervision of reinsurers, however, will not
make indirect supervision redundant as it considers
the appropriateness of reinsurance covers for the risks
assumed by the ceding insurance company.

Parties Active in Supervision of
Reinsurance
Pressure is coming from many sides to reform,
and where it does not exist, introduce reinsurance
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regulation. In a post-September 11 world, financial
officials and policy makers have become increasingly
concerned about potential systemic risks arising from
the activities of reinsurance companies. Organizations like the OECD (www.oecd.org) have long been
following the developments on insurance and reinsurance liberalization processes. In the mid 1990s, new
suppliers of reinsurance caught the attention of the
Organization as it perceived a lack of transparency in
offshore markets. In 1998, the OECD council adopted
a recommendation for the assessment of reinsurance
companies [3]. In the area of promoting efficient
functioning of markets, the OECD encourages the
convergence of policies, laws, and regulations covering financial markets and enterprises.
Discussions on greater regulatory compatibility
are also on the agenda of the Financial Stability Forum (FSF) and its task force on reinsurance.
The FSF was convened in April 1999 by the G7
group to promote international financial stability
through information exchange and international cooperation in financial supervision (www.fsforum.org).
The Reinsurance Task Force based at the Bank of
International Settlement in Basle has put its focus on
analyzing whether the Basle II accord is applicable
and how it would have to be adapted to reinsurance.
This work is particularly interesting in light of the
further integration of insurance, reinsurance, financial
intermediaries, and capital markets.
Reinsurance regulation is certainly also on the
agenda of the World Trade Organization (WTO)
(www.wto.org) regarding free trade, and the IMF
(www.imf.org) in its mandate to carry out surveillance of the international monetary system. Finally,
the International Accounting Standards Board (IASB)
(www.iasb.org) has its impact. The IASB is an independent, privately funded organization addressing
accounting standards. The Board is committed to
developing, in the public interest, a single set of
best practice, understandable and enforceable global
accounting standards that require transparent and
comparable information in general purpose financial
statements. One of the goals is to cooperate with
national accounting standard setters to achieve convergence in accounting standards around the world
with the objective of creating a level playing field in
regard to transparency of financial information. The
IASB is responsible for developing and approving
International Accounting Standards (IAS), which also
include reinsurance accounting issues. Internationally

applicable and accepted accounting standards are certainly one of the key elements for a future regulatory
concept for companies that conduct their business
globally, such as reinsurers.
Last but not least, major input for the supervision discussion comes from the International Association of Insurance Supervisors (IAIS). Established
in 1994, the IAIS represents insurance supervisory
authorities of some 100 jurisdictions. It was formed
to promote cooperation among insurance regulators,
set international standards for insurance supervision,
and to coordinate work with regulators in the other
financial sectors and international financial institutions (www.iaisweb.org). In late 2002, it adopted a
set of new principles setting out minimum requirements for the supervision of reinsurers. These are
aimed at establishing a global approach to the regulation of reinsurance companies, with the onus of
regulation being on the home jurisdiction. The principles identify elements of a supervisory framework
that are common for primary insurers and reinsurers,
such as licensing, fit and proper testing and onsite
inspection, and those elements that need to be adapted
to reflect reinsurers’ unique risks [2]. The IAIS will
now develop more detailed standards that focus on
these risks. The IAIS has also created a task force,
which has joined forces with members of the FSF
and the IMF, to address transparency and disclosure
issues in worldwide reinsurance.
The above discussion illustrates that there are various different bodies that are involved in activities at
various levels, ranging from official monetary and
governmental institutions having formal power to
legally implement and enforce principles and standards to supranational organizations and independent
standard setters without any formal authority to issue
legally binding directions. The work of the latter will
only find its way into local laws if the countries ratify the guidelines and implement them in the local
regulatory system. What they all have in common is
that they are independent of nation states or political
alliances such as the EU (Figure 1).

Focal Themes of Future Reinsurance
Supervision
There are a variety of relevant issues for the supervision of reinsurance. While some are of legal and
administrative relevance, the focus here will be on
those aspects that have an actuarial component.

Reinsurance Supervision

Actuarial Community
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Technical Provisions
Estimating technical provisions (see Reserving in
Non-life Insurance) is an inherently uncertain
process as it attempts to predict the ultimate
claims emergence. This process tends to be more
challenging in reinsurance than in insurance for
several reasons, for example, owing to the leveraged
impact of inflation on excess-of-loss claims, longer
notification period of claims since their occurrence,
scarcity of benchmark data, or different reserving
and claims reporting behavior of cedants. For
solvency considerations, it is imperative to assess
the reserve adequacy of a reinsurance company
because any reserve redundancy can be considered
as additional solvency capital, as well as a deficiency
reducing the capital position of the company.
Consequently, supervisors need to gain comfort
that reserves are adequate and sufficient and that
reserving policies follow a ‘best practice’ approach.
Supervisors, therefore, need to have the ability to
assess the adequacy of procedures used by reinsurers
to establish their liabilities. As such, actuarial
models used in the process of establishing technical
provisions need to be disclosed to and understood by
supervisors.

Setting of adequate reserve levels depends again
on the risk structure of the reinsurer. Reserves are
established using mathematical models as well as
professional judgment, and depend on information
provided by the cedants. As mentioned before, inconsistencies and delays in receiving claims information
make it even more difficult for reinsurers to establish
appropriate reserves. A further, potentially complicating element is the review of individual treaties (see
Reinsurance Forms), for example, for nontraditional
reinsurance transactions. Therefore, the application of
models is only the starting point. Setting the provisions at the right level not only heavily depends on
models but also on insights into the business, and
the understanding of future developments that have
to flow into the process. This process by design is an
iterative one, which cannot be substituted by black
box model processes.

Solvency and Risk-based Capital
Reinsurance companies are in the business of taking and managing risks. An essential prerequisite to
assuming risks is a sufficient capital base. Hence, one
of the main concerns in respect of the supervision of
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reinsurance is the maintenance of an adequate solvency level. Minimum capital requirements should
be set subject to a process based on risk-adjusted
capital calculations as they are reflective of the risk
assumed by the reinsurer, and ensure the viability
of the company at a safety level determined by the
supervisor.
In many jurisdictions, however, regulators have
traditionally applied rather simple formulas for regulatory capital requirements applicable to the whole
industry. These formulas were using ratios relative
to average losses or premiums over a certain time
span, which only partially reflect the underlying risks.
With increasing direct insurance market deregulation
in many markets around the world in the 1990s,
the risks transferred to reinsurance companies have
become more diverse and are subject to constant
change, which suggests the need for more adequate
risk-based approaches. Some countries have adopted
such approaches, such as the NAIC RBC formula
of the United States, the dynamic capital adequacy
test (DCAT) of Canada, and, more recently, the Australian model introduced by the supervisory authority
in Australia, APRA. Risk-based capital, or solvency
formulas, allow for the specific risk profile of a reinsurer, which is a function of the volume of business
written, the degree of concentration or diversification
in its portfolio, and the risk management practices in place (e.g. retrocession (see Reinsurance)
strategy, use of threat scenarios and stress testing
(see Dynamic Financial Modeling of an Insurance
Enterprise) as the basis for assessing risk exposures).
Many of the models used by reinsurers today are
based on sophisticated risk assessment techniques,
such as computer-based Dynamic Financial Analysis (DFA) and Asset–Liability-Management (ALM)
models, (see Asset–Liability Modeling) which allow
modeling risk exposures of all risk classes (underwriting, credit, financial market, operational risks)
to determine an adequate capital level at a given
safety level. These models typically take diversification effects as well as accumulation effects into
consideration.
Risk-based capital approaches identify the amount
of capital needed to enable the reinsurer to withstand

rare but large economic losses, implying first and
foremost, that not only are the interests of the policyholders/cedants protected but also that the company
can continue its operations after the event.
Traditional measures expressing the minimum capital are the one-year ruin probability (see Ruin Theory) and the corresponding loss, referred to as valueat-risk. The ruin probability is set by management
internally, and by supervisors for regulation purposes.
It depends on the risk appetite of the management
within a company and the safety level supervisors
want to set in the industry, that is, how many failures supervisors are prepared to permit to happen in
a given time period. The safety level is usually set
below a 1% ruin probability, and the typical level
observed within companies is 0.4% (e.g. ruin every
250 years). More recently, there is a move towards
other risk measures, specifically to expected shortfall (expected shortfall is also referred to as tail
value-at-risk or conditional tail expectation) as this
measure is less sensitive to the chosen safety level.
Also, expected shortfall is a coherent risk measure
and thus has the mathematical properties [1] desirable for deriving risk-based capital on a portfolio or
total company level.
While more recent developments in the supervision of reinsurance foresee the application of standard models prescribed by the supervisors, reinsurance companies are also encouraged by the standards
developed by the supranational supervisory organization, the IAIS, to use internal models, replacing
the standard approach and thereby more adequately
describing the specific reinsurance company’s risk.
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This is based in part on an article written by the
same author and published in Foundations of Casualty
Actuarial Science, Fourth Edition by the Casualty
Actuarial Society (2001).

What is Reinsurance?
Reinsurance is a form of insurance. A reinsurance
contract is legally an insurance contract; the reinsurer
agrees to indemnify the ceding insurance company,
or cedant, for a specified share of specified types of
insurance claims paid by the cedant for a single insurance policy or for a specified set of policies. The
terminology used is that the reinsurer ‘assumes’ the
liability ‘ceded’ on the subject policies. The cession,
or share of claims to be paid by the reinsurer, may be
defined on a proportional share basis (a specified percentage of each claim) or on an excess-of-loss basis
(the part of each claim, or aggregation of claims,
above some specified dollar amount). See Proportional Reinsurance; Nonproportional Reinsurance
and the References [1–4] for more complete discussions of these terms and ideas.
The nature and purpose of insurance is to reduce
the variability of the financial costs to individuals,
corporations and other entities arising from the occurrence of specified contingent events. An insurance
company sells insurance policies guarantying that
the insurer will indemnify the policyholders for part
of the financial losses stemming from these contingent events. The pooling of liabilities by the insurer
makes the total losses more predictable than is the
case for each individual insured, thereby reducing
the risk relative to the whole. Insurance enables individuals, corporations, and other entities to perform
riskier operations. This increases innovation, competition, and efficiency in a capitalistic marketplace.
The nature and purpose of reinsurance is exactly
parallel. Reinsurance reduces the variability of the
financial costs to insurance companies arising from
the occurrence of specified insurance claims. It thus
further enhances innovation, competition, and efficiency in the marketplace. The cession of shares of
liability spreads risk further throughout the insurance
system. Just as an individual or company purchases
an insurance policy from an insurer, an insurance
company may purchase fairly comprehensive reinsurance from one or more reinsurers. And a reinsurer
may then reduce its assumed reinsurance risk by purchasing reinsurance coverage from other reinsurers,
both domestic and international; such a cession is
called a retrocession.

Reinsurance companies are of two basic types:
direct writers, which have their own employed account executives who produce business, and broker
companies, which receive business through reinsurance intermediaries, or brokers. Some direct writers
do receive a part of their business through brokers,
and likewise, some broker reinsurers assume some
business directly from the ceding companies.
The form and wording of reinsurance contracts
are not as closely regulated as are insurance contracts in some legal jurisdictions, and there is no rate
regulation of reinsurance between private companies.
The coverage specified in a reinsurance contract is
often a unique agreement between the two parties.
Because of the many special cases and exceptions,
it is difficult to make correct generalizations about
reinsurance. Consequently, whenever you read anything about reinsurance, you should often supply for
yourself the phrases ‘It is generally true that . . .’
and ‘Usually . . .’ whenever they are not explicitly
stated.
This heterogeneity of contract wordings also
means that whenever you are accumulating, analyzing, and comparing various reinsurance data, you
must be careful that the reinsurance coverages
producing the data are reasonably similar.

The Functions of Reinsurance
Reinsurance does not change the basic nature of an
insurance coverage. On a long-term basis, it cannot
be expected to make bad business good. But it does
provide some direct assistance to the cedant. Reinsurance coverage allows an insurer to write higher
policy limits while maintaining a manageable risk
level. Thus, smaller insurers can compete with larger
insurers, and policies beyond the capacity of any single insurer can be written. Reinsurance also stabilizes
a cedant’s underwriting and financial results over
time and help protect the cedant’s surplus against
shocks from large, unpredictable losses. Reinsurance
can also alter the timing of income, enhance surplus, and improve various financial ratios by which
insurers are judged. And finally, many professional
reinsurers and reinsurance intermediaries provide an
informal consulting service for their cedants. For further discussion, see Reinsurance, Functions and
Values.
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The Forms of Reinsurance
This topic is more fully covered in Reinsurance
Forms. We will give only a brief sketch of these
forms here.
• Facultative certificates: A facultative certificate
reinsures just one primary policy.
• Facultative automatic agreements or programs:
A facultative automatic agreement reinsures many
primary policies of a specified type, usually very
similar, so that the exposure is very homogeneous.
• Treaties: A treaty reinsures a specified part of the
loss exposure for a set of insurance policies for a
specified coverage period. Large treaties may have
more than one reinsurer participating in the coverage.
•

Treaty proportional covers:
• A quota-share treaty reinsures a fixed percentage of every subject policy.
• A surplus-share treaty also reinsures a fixed
percentage of each subject policy, but the
percentage varies by policy according to the
relationship between the policy limit and the
treaty’s specified net line retention.

See Proportional Reinsurance; Quota-share
Reinsurance and Surplus Treaty for more complete
discussions.
• Treaty excess of loss covers: An excess of loss
treaty reinsures, up to a limit, a share of the part
of each claim that is in excess of some specified
attachment point (cedant’s retention). These concepts
are more fully discussed in Nonproportional Reinsurance; Excess-of-loss Reinsurance and Working
Covers.
•
•

•

A working cover excess treaty reinsures an
excess layer for which claims activity is
expected each year.
A higher exposed layer excess treaty attaches
above the working cover(s), but within policy limits. Thus, there is direct single-policy
exposure to the treaty.
A clash treaty is a casualty treaty that attaches
above all policy limits. Thus it may be only
exposed by:
•

extra-contractual-obligations (i.e. bad faith
claims), or by

•

•
•

excess-of-policy-limit damages (an obligation on the part of the insurer to cover
losses above an insurance contract’s stated
policy limit), or by
catastrophic accidents involving one or
many injured workers, or by
the ‘clash’ of claims arising from one
or more loss events involving multiple
coverages or policies.

• Catastrophe covers: A catastrophe cover is a peroccurrence treaty used for property exposure. It is
used to protect the net position of the cedant against
the accumulation of claims arising from one or more
large events. See Catastrophe Excess of Loss for a
more complete discussion.
• Aggregate excess, or stop loss covers: For an
aggregate excess treaty, also sometimes called a stoploss cover, a loss is the accumulation of all subject losses during a specified time period, usually
one year. This is discussed in Stop-loss Reinsurance.
• Financial, finite, or non-traditional, reinsurance
covers: Over the past few decades, there has been a
growing use of reinsurance, especially treaties, whose
main function is to manage financial results. Some of
the types of treaties are financial proportional covers,
loss portfolio transfers, and funded aggregate excess
covers. These treaties are discussed in Financial
Reinsurance and Alternative Risk Transfer.

A ‘Typical’ Reinsurance Program
There is no such thing as a typical reinsurance
program. Every insurance company is in a unique
situation with regard to loss exposure, financial solidity, management culture, future plans, and marketing
opportunities. Thus, each company needs a unique
reinsurance program, a combination of ceded reinsurance covers tailor-made for that company. Nevertheless, the following Table 1 displays what we
might regard as a ‘typical’ reinsurance program for a
medium-sized insurance company.
If the insurance company writes surety, fidelity,
marine, medical malpractice or other special business,
other similar reinsurance covers would be purchased.
If the company were entering a new market (e.g. a
new territory or a new type of business), it might

Reinsurance
purchase a quota-share treaty to lessen the risk of
the new business and the financial impact of the new
premium volume, and to obtain the reinsurer’s assistance. Or it might purchase a proportional facultative
automatic agreement for an even closer working relationship with a reinsurer. If the company were exiting
a market, it might purchase a loss portfolio transfer,
especially an adverse development cover, to cover
part of the run-off claims payments.
There is a more complete discussion of reinsurance programs in Retention and Reinsurance Programmes.

The Cost of Reinsurance to the Cedant
These costs are very briefly:
• Reinsurer’s margin: The reinsurer charges a margin over and above the ceded loss expectation, commission and brokerage fee (if any). The actual realized margin may of course, after actual realized
claims, be negative.
• Brokerage fee: A reinsurance broker charges a fee
for placing the reinsurance coverage and for any other
services performed on behalf of the cedant.
• Lost investment income: If the premium funds
(net of ceding commission) are paid to the reinsurer
(less brokerage fee), the cedant loses the use of those
funds. Some contracts incorporate a ‘funds withheld’
provision, in which part of the reinsurance premium
is withheld by the cedant. The cedant then pays
reinsurance losses out of the funds withheld until
they are exhausted, at which time payments are made
directly by the reinsurer.
• Additional cedant expenses: These are the cost of
negotiation, the cost of a financial analysis of the
reinsurer, accounting, and reporting costs, etc.
• Reciprocity: In some cases, in order to cede reinsurance, the cedant may be required to assume some
reinsurance from the reinsurer, in this case usually
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another primary company. If this reciprocal reinsurance assumption is unprofitable, the loss should be
considered as part of the cost of reinsurance.
Reinsurance, Functions and Values more fully
discusses costs.

Balancing Costs and Benefits
In balancing the costs and benefits of a reinsurance
cover or of a whole reinsurance program, the cedant
should consider more than just the direct costs versus the benefits of the loss coverage and reinsurance
functions discussed previously. A major consideration should be the reinsurer’s financial solidity: will
the reinsurer be able to quickly pay claims arising from a natural catastrophe; will the reinsurer be
around to pay late-settled casualty claims many years
from now? Also important is the reinsurer’s reputation: does the reinsurer pay reasonably presented
claims in a reasonable time? Another consideration
may be the reinsurer’s or broker’s services, including
perhaps advice and assistance regarding underwriting,
marketing, pricing, loss prevention, claims handling,
reserving, actuarial, investment, and personnel. When
balancing costs and benefits, the cedant should also
consider the cost of raising additional capital as an
alternative to reinsurance.
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Risk Measures
Introduction
The literature on risk is vast (the academic disciplines
involved are, for instance, investment and finance,
economics, operations research, management science,
decision theory, and psychology). So is the literature
on risk measures. This contribution concentrates on
financial risks and on financial risk measures (this
excludes the literature on perceived risk (the risk
of lotteries perceived by subjects) [5], the literature
dealing with the psychology of risk judgments [33],
and also the literature on inequality measurement [28,
Section 2.2]). We assume that the financial consequences of economic activities can be quantified
on the basis of a random variable X. This random
variable may represent, for instance, the absolute or
relative change (return) of the market or book value
of an investment, the periodic profit or the return
on capital of a company (bank, insurance, industry), the accumulated claims over a period for a
collective of the insured, or the accumulated loss
for a portfolio of credit risks. In general, we look
at financial positions where the random variable X
can have positive (gains) as well as negative (losses)
realizations. Pure loss situations can be analyzed by
considering the random variable S := −X ≥ 0. Usually, only process risk is considered ([3, p. 207] refers
to model-dependent measures of risk), in some cases,
parameter risk is also taken into account (model-free
measures of risk) (for model risk in general refer [6,
Chapter 15]).

Risk as a Primitive (See [5] for this
Terminology)
Measuring risk and measuring preferences is not
the same. When ordering preferences, activities, for
example, alternatives A and B with financial consequences XA and XB , are compared in order of
preference under conditions of risk. A preference
order A  B means that A is preferred to B. This
order is represented by a preference function  with
A  B ⇔ (XA ) > (XB ). In contrast, a risk order
A R B means that A is riskier than B and is represented by a function R with A R B ⇔ R(XA ) >
R(XB ). Every such function R is called a risk measurement function or simply a risk measure.

A preference model can be developed without
explicitly invoking a notion of risk. This, for instance,
is the case for expected (or von Neumann/Morgenstern) utility theory. On the other hand, one can
establish a preference order by combining a risk
measure R with a measure of value V and specifying a (suitable) trade-off function H between risk
and value, that is, (X) = H [R(X), V (X)]. The
traditional example is the Markowitz portfolio theory, where R(X) = Var(X), the variance of X, and
V (X) = E(X), the expected value of X. For such
a risk-value model, (see [32] for this terminology)
it is an important question whether it is consistent
(implies the same preference order) with, for example, expected utility theory. As we focus on risk measures, we will not discuss such consistency results
(e.g. whether the Markowitz portfolio theory is consistent with the expected utility theory) and refer to
the relevant literature (for a survey, see [32]).

Two Types of Risk Measures
The vast number of (financial) risk measures in the
literature can be broadly divided into two categories:
1. Risk as the magnitude of deviations from a target.
2. Risk as a capital (or premium) requirement.
In many central cases, there is an intuitive correspondence between these two ways of looking at risk.
Addition of E(X) to a risk measure of the second kind
will induce a risk measure of the first kind and vice
versa. The formal aspects of this correspondence will
be discussed in the Section ‘The System of Rockafellar/Uryasev/Zabarankin (RUZ) for Expectationbounded Risk Measures’ and some specific examples
are given in Sections ‘Risk as the Magnitude of Deviation from a Target’ and ‘Risk as Necessary Capital
or Necessary Premium’.

Risk Measures and Utility Theory
As the expected utility theory is the standard theory
for decisions under risk, one may ask the question, whether there are conceptions of risk that can
be derived from the utility theory. Formally, the
corresponding preference function is of the form
(X) = E[u(X)], where u denotes the utility function (specific to every decision maker). The form of
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the preference function implies that there is no separate measurement of risk or value within the utility
theory, both aspects are considered simultaneously.
However, is it possible to derive an explicit risk measure for a specified utility function? An answer is
given by the contribution [21] of Jia and Dyer introducing the following standard measure of risk :
R(X) = −E[u(X − E(X))].

(1)

Risk, therefore, corresponds to the negative expected
utility of the transformed random variable X − E(X),
which makes risk measurement location-free. Specific risk measures are obtained for specific utility
functions. Using, for instance, the utility function
u(x) = ax − bx 2 , we obtain the variance
Var(X) = E[(X − E(X))2 ]

(2)

as the corresponding risk measure. From a cubic
utility function u(x) = ax − bx 2 + cx 3 , we obtain
the risk measure
Var(X) − cM3 (X),

(3)

where the variance is corrected by the magnitude of
the third central moment M3 (X) = E[(X − E(X))3 ].
Applying the utility function u(x) = ax − |x|, we
obtain the risk measure mean absolute deviation
(MAD)
MAD(X) = E[|X − E(X)|].
(4)
In addition (under a condition of risk independence),
the approach of Jia and Dyer is compatible with riskvalue models.

Axiomatic Characterizations of Risk
Measures
The System of Pedersen and Satchell (PS)
In the literature, there are a number of axiomatic
systems for risk measures. We begin with the system
of PS [28]. The axioms are
(PS 1) (nonnegativity)
R(X) ≥ 0
(PS 2) (positive homogeneity) R(cX) = cR(X)
for c ≥ 0
(PS 3) (subadditivity)
R(X1 + X2 )
≤ R(X1 ) + R(X2 )
(PS 4) (shift-invariance)
R(X + c) ≤ R(X)
for all c.

Paderson and Satchell understand risk as deviation
from a location measure, so R(X) ≥ 0 is a natural
requirement. Homogeneity (PS 2) implies that the
risk of a certain multiple of a basic financial position
is identical with the corresponding multiple of the risk
of the basic position. Subadditivity (PS 3) requires
that the risk of a combined position is, as a rule, less
than the sum of the risks of the separate positions
(see [3, p. 209] for a number of additional arguments
for the validity of subadditivity). This allows for
diversification effects in the investment context and
for pooling-of-risks effects in the insurance context.
Shift-invariance (PS 4) makes the measure invariant
to the addition of a constant to the random variable,
which corresponds to the location-free conception of
risk. (PS 2) and (PS 3) together imply that zero risk is
assigned to constant random variables. Also, (PS 2)
and (PS 4) together imply that the risk measure is
convex, which assures, for instance, compatibility
to second-order stochastic dominance. As risk is
understood to be location-free by PS, their system of
axioms is ideally suited for examining risk measures
of the first kind for attributes of goodness (see Section
‘Properties of Goodness’).

The System of Artzner/Delbaen/Eber/Heath
(ADEH)
The system of ADEH [3] has been a very influential approach. In addition to subadditivity (ADEH
1) and positive homogeneity (ADEH 2), they postulate the axioms (in contrast to [3], we assume a
risk-free interest rate r = 0, to simplify notation)
(remember that profit positions, not claims positions,
are considered):
(ADEH 3) (translation
R(X + c) = R(X) + c
invariance)
for all c
(ADEH 4) (monotonicity) X ≤ Y ⇒ R(Y ) ≤ R(X).
A risk measure satisfying these four axioms is called
coherent. In the case of R(X) ≥ 0, we can understand
R(X) as (minimal) additional capital necessary to be
added to the risky position X in order to establish a
‘riskless position’ (and to satisfy regulatory standards
for instance). Indeed, (ADEH 3) results in R(X −
R(X)) = 0. In the case R(X) < 0, the amount |R(X)|
can be withdrawn without endangering safety or
violating the regulatory standards respectively. In
general, (ADEH 3) implies that adding a sure amount
to the initial position decreases risk to that amount.

Risk Measures
Monotonicity means that if X(ω) ≤ Y (ω) for every
state of nature, then X is riskier because of the higher
loss potential.
In [3], the authors not only consider ([3] suppose
that the underlying probability space is finite, extensions to general probability measures are given in [7])
the distribution-based case but also the situation of
uncertainty, in which no probability measure is given
a priori. They are able to provide a representation
theorem (giving up the requirement of homogeneity [12, 13], introduce convex measures of risk, and
are able to obtain an extended representation theorem) for coherent risk measures in this case.
Obviously, the system of axioms of ADEH is
ideally suited for examining risk measures of the
second kind for attributes of goodness. In general, the risk measures R(X) = E(−X) and R(X) =
max(−X), the maximal loss, are coherent risk measures. This implies that even if the coherency conditions may (see [14, 15], which are very critical about
the uncritical use of coherent risk measures disregarding the concrete practical situation) impose relevant conditions for ‘reasonable’ risk measures, not
all coherent risk measures must be reasonable (e.g.
in the context of insurance premiums, see Section
‘Axioms for Premium Principles and the System of
Wang/Young/Panjer (WYP)’).

The System of Rockafellar/Uryasev/Zabarankin
(RUZ) for Expectation-bounded Risk Measures
RUZ [31] develop a second system of axioms for
risks of the second kind. They impose the conditions
(ADEH 1–3) and the additional condition
(RUZ) (expectation-boundedness) R(X) > E(−X)
for all nonconstant X and R(X) = E(−X)
for all constant X.
Risk measures satisfying these conditions are called
expectation-bounded. If, in addition, monotonicity
(ADEH 4) is satisfied, then we have an expectationbounded coherent risk measure.
The basic idea of RUZ is that applying a risk
measure of the second kind not to X, but to X −
E(X) will induce (only R(X) ≥ E(−X) then guarantees (PS 1)) a risk measure of the first kind and
vice versa. Formally, there is a one-to-one correspondence between expectation-bounded risk measures and risk measures (of the first kind) satisfying a slightly sharper version of the PS system of
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axioms. A standard example for this correspondence
is RI (X) = bσ (X) for b > 0 and RII (X) = bσ (X) −
E(X). (RII (X), however, is not coherent, see [3,
p. 210]. This is the main motivation for RUZ for
their distinction between coherent and noncoherent
expectation-bounded risk measures) (in case of pure
loss variables S := −X ≥ 0, this correspondence is
RII (S) = E(S) + aσ (S), which is more intuitive)

Axioms for Premium Principles and the System of
Wang/Young/Panjer (WYP)
In the following text, we concentrate on the insurance context (disregarding operative expenses and
investment income). Two central tasks of insurance
risk management are the calculation of risk premiums π and the calculation of the risk capital C
or solvency. In contrast to the banking or investment case respectively, both premiums and capital can be used to finance the accumulated claims
S ≥ 0. So we have to consider two cases. If we
assume that the premium π is given (e.g. determined by market forces), we only have to determine
the (additional) risk capital necessary and we are
in the situation mentioned in the Section ‘The System of Rockafellar/Uryasev/Zabarankin (RUZ) for
Expectation-bounded Risk Measures’ when we look
at X := C0 + π − S, where C0 is an initial capital.
A second application is the calculation of the
risk premium. Here, the capital available is typically
not taken into consideration. This leads to the topic
of premium principles π (see Premium Principles) that assign a risk premium π(S) ≥ 0 to every
claim variable S ≥ 0. Considering the risk of the
first kind, especially deviations from E(S), one systematically obtains premium principles of the form
π(S) := E(S) + aR(S), where aR(S) is the risk loading. Considering on the other hand, the risk of the
second kind and interpreting R(X) as the (minimal)
premium necessary to cover the risk X := −S, one
systematically obtains premium principles of the form
π(S) := R(−S).
In mathematical risk theory, a number of requirements (axioms) for reasonable premium principles
exist (see [16]). Elementary requirements are π(S) >
E(S) and π(S) < max(S), the no-rip-off condition.
Translation invariance is treated as well as positive homogeneity. Finally, subadditivity is regarded,
although with the important difference ([14, 15] stress
this point) that subadditivity is required only for independent risks.
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A closed system of axioms for premiums in a competitive insurance market is introduced by WYP [39].
They require monotonicity, certain continuity properties, and a condition related to comonotonicity.
(WYP) (comonotone additivity) X, Y comonotone
(i.e. there is a random variable Z and
monotone functions f and g, with X =
f (Z)
and
Y = g(Z)) ⇒ π(X + Y )
= π(X) + π(Y ).
Under certain additional conditions, WYP are able to
prove the validity of the following representation for
π:
 ∞
g(1 − F (x)) dx.
(5)
π(X) =
0

Here, F is the distribution function of X and g
is an increasing function (distortion function) with
g(0) = 0 and g(1) = 1.
Another central result is that for any concave
function, the resulting premium principle π(X)
will be a coherent risk measure (see [41, p. 339]
and [7, p. 15]). This means that, in addition, we
have obtained an explicit method of constructing
coherent risk measures (for gain/loss positions X,
a corresponding result is existing, see Section
‘Distorted Risk Measures’).

Risk as the Magnitude of Deviation from a
Target
Two-sided Risk Measures
In the following, the expected value will be considered as the relevant target. Two-sided risk measures
measure the magnitude of the distance (in both directions) from the realizations of X to E(X). Different
functions of distance lead to different risk measures. Looking, for instance, at quadratic deviations
(volatility), this leads to the risk measure variance
according to (2) or to the risk measure standard deviation respectively by taking the root, that is,

(6)
σ (X) = + Var(X).
Variance or standard deviation respectively have been
the traditional risk measures in economics and finance
since the pioneering work of Markowitz [25, 26].
These risk measures exhibit a number of nice technical properties. For instance, the variance of a portfolio

return is the sum of the variances and covariances of
the individual returns. Furthermore, the variance is
used as a standard optimization function (quadratic
optimization). Finally, there is a well-established statistical tool kit for estimating variance and the variance/covariance matrix respectively.
On the other hand, a two-sided measure contradicts the intuitive notion of risk that only negative
deviations are dangerous; it is downside risk that
matters. In addition, variance does not account for
fat tails of the underlying distribution and for the
corresponding tail risk. This leads to the proposition
(see [4, p. 56]) to include higher (normalized) central
moments, as, for example, skewness and kurtosis into
the analysis to assess risk more properly. An example
is the risk measure (3) considered by Jia and Dyer.
Considering the absolute deviation as a measure
of distance, we obtain the MAD measure according
to (4) or the more general risk measures
R(X) = E[|X − E(X)|k ] respectively

(7a)

R(X) = E[|X − E(X)| ]

(7b)

k 1/k

.

The latter risk measure is considered by Kijima and
Ohnishi [23].
More generally, RUZ [31] define a function
f (x) = ax for x ≥ 0 and f (x) = b|x| for x ≤ 0
respectively with coefficients a, b ≥ 0 and consider
the risk measure (R(X − E(X)) is (only) coherent
for a = 0 and b ≥ 1 as well as for k = 1, see [31])
(k ≥ 1)
R(X) = E[f (X − E(X))k ]1/k .

(8)

This risk measure of the first kind allows for a different weighting of positive and negative deviations
from the expected value and was already considered
by Kijima and Ohnishi [23].

Measures of Shortfall Risk
Measures of shortfall risk are one-sided risk measures
and measure the shortfall risk (downside risk) relative
to a target variable. This may be the expected value,
but in general, it is an arbitrary deterministic target z
(target gain, target return, minimal acceptable return)
or even a stochastic benchmark (see [4, p. 51]).
A general class of risk measures is the class of
lower partial moments of degree k (k = 0, 1, 2, . . .)
LPM k (z; X) := E[max(z − X, 0)k ],

(9a)

Risk Measures
or, in normalized form (k ≥ 2)
R(X) = LPM k (z; X)1/k .

(9b)

Risk measures of type (9a) are studied by Fishburn [10].
Basic cases, playing an important role in applications, are obtained for k = 0, 1, and 2. These are the
shortfall probability
SP z (X) = P (X ≤ z) = F (z),

(10)

the expected shortfall
SE z (X) = E[max(z − X, 0)]

(11)
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be obtained in the context of the section on distorted
risk measures
when applying the distortion function
√
g(x) = x (and subsequently subtracting E(S) to
obtain a risk measure of the first kind):
 ∞
1 − F (s) ds − E(S).
(17)
R(S) =
0

This is the right-tail deviation considered by
Wang [37].
Despite the advantage of corresponding closer to
an intuitive notion of risk, shortfall measures have the
disadvantage that they lead to greater technical problems with respect to the disaggregation of portfolio
risk, optimization, and statistical identification.

and the shortfall variance
SV z (X) = E[max(z − X, 0)2 ]

(12a)

Classes of Risk Measures

(12b)

Stone (1993) defines a general three-parameter class
of risk measures of the form
 z
1/k
R(X) =
(|x − c|)k f (x) dx
(18)

as well as the shortfall standard deviation
SSD z (X) = E[max(z − X, 0)2 ]1/2 .

Variations are obtained for z = E(X), for example,
lower-semi-absolute deviation (LSAD), as considered
by Ogryczak and Ruszczynski [27] and Gotoh and
Konno [17], that is
R(X) = E[max{E(X) − X, 0}],

(13)

the semivariance
R(X) = E[max{E(X) − X, 0}2 ]

(14)

and the semistandard deviation
R(X) = E[max{E(X) − X, 0}2 ]1/2 .

(15)

Another variation of interest is to consider conditional measures of shortfall risk. An important
example is the mean excess loss (conditional shortfall
expectation)
MELz (X) = E(z − X|X ≤ z) =

SE z (X)
,
SP z (X)

(16)

the average shortfall under the condition that a shortfall occurs. The MEL can be considered (for an
application to the worst-case risk of a stock investment see [2]) as a kind of worst-case risk measure.
In an insurance context, the MEL is considered
in the form MELz (S) = E[S − z|S ≥ z] for an accumulated claim variable S := −X ≥ 0 to obtain an
appropriate measure of the right-tail risk (see [40,
p. 110]). Another measure of the right-tail risk can

−∞

with the parameters z, k, and c. The class of Stone
contains, for example, the standard deviation, the
semistandard deviation, the mean absolute deviation,
as well as Kijima and Ohnishi’s risk measure (7b).
More generally, Pedersen and Satchell [28] consider the following five-parameter class of risk measures:
b
 z
a
(|x − c|) w[F (y)]f (y) dy , (19)
R(X) =
−∞

containing Stone’s class as well as the variance, the
semivariance, the lower partial moments (9a) and
(9b), and additional risk measures from literature
as well.

Properties of Goodness
The following risk measures of the first kind satisfy the axioms of Pedersen and Satchell as considered in the Section ‘The System of Pedersen
and Satchell (PS)’: standard deviation, MAD, LPMk
(z, X)1/k for z = E(X), semistandard deviation, and
Kijima/Ohnishi’s risk measures (7b) and (8). In addition, Pedersen and Satchell give a complete characterization of their family of risk measures according to
the Section ‘Classes of Risk Measures’ with respect
to their system of axioms.
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Risk as Necessary Capital or Necessary
Premium

worst cases into account. Beyond this, a number of
additional criticisms are to be found in the literature
(see [34, p. 1260]).

Value-at-risk
Perhaps the most popular risk measure of the second
kind is value-at-risk (see [8, 22]). In the following,
we concentrate on the management of market risks
(in the context of credit risks, see [8, Chapter 9] and
[22, Chapter 13]). If we define Vt as the market value
of a financial position at time t, L := vt − Vt+h is
the potential periodic loss of the financial position
over the time interval [t, t + h]. We then define the
value-at-risk VaRα = VaR(α; h) at confidence level
0 < α < 1 by the requirement
P (L > VaRα ) = α.

(20)

An intuitive interpretation of the value-at-risk is that
of a probable maximum loss (PML) or more concrete, a 100(1 − α)% maximal loss, because P (L ≤
VaRα ) = 1 − α, which means that in 100(1 − α)%
of the cases, the loss is smaller or equal to VaRα .
Interpreting the value-at-risk as necessary underlying
capital to bear risk, relation (20) implies that this capital will, on average, not be exhausted in 100(1 − α)%
of the cases. Obviously, the value-at-risk is identical
to the (1 − α)-quantile of the loss distribution, that
is, VaRα = F −1 (1 − α), where F is the distribution
of L. In addition, one can apply the VaR concept
to L − E(L) instead of L, which results in a risk
measure of type I. (Partially, VaR is directly defined
this way, e.g. [44, p. 252]. Reference [8, pp. 40–41]
speaks of VaR ‘relative to the mean’ as opposed to
VaR in ‘absolute dollar terms’).
Value-at-risk satisfies a number of goodness criteria. With respect to the axioms of Artzner et al.,
it satisfies monotonicity, positive homogeneity, and
translation invariance. In addition, it possesses the
properties of law invariance and comonotone additivity (see [35, p. 1521]).
As a main disadvantage, however, the VaR lacks
subadditivity and therefore is not a coherent risk measure in the general case. This was the main motivation
for establishing the postulate of coherent risk measures. However, for special classes of distributions,
the VaR is coherent, for instance, (for the general
case of elliptical distributions, see [9, p. 190]) for the
class of normal distributions (as long as the confidence level is α < 0.5). Moreover, the VaR does not
take the severity of potential losses in the 100α%

Conditional Value-at-risk
The risk measure conditional value-at-risk at the
confidence level α is defined (we define the risk
measure in terms of L for a better comparison to
VaR) by
CVaRα (L) = E[L|L > VaRα ].

(21)

On the basis of the interpretation of the VaR as a
100(1 − α)%-maximum loss, the CVaR can be interpreted as the average maximal loss in the worst
100α% cases. The CVaR as defined in (21) is a coherent risk measure in case of the existence of a density
function, but not in general (see [1]). In the general
case, therefore, one has to consider alternative risk
measures like the expected shortfall or equivalent risk
measures, when coherency is to be ensured. (In the
literature, a number of closely related risk measures
like expected shortfall, conditional tail expectation,
tail mean, and expected regret have been developed,
satisfying, in addition, a number of different characterizations. We refer to [1, 19, 20, 24, 29, 30, 34, 35,
42, 43].)
The CVaR satisfies the decomposition
CVaRα (L) = VaRα (L) + E[L − VaRα |L > VaRα ],
(22)
that is, the CVaR is the sum of the VaR and the mean
excess over the VaR in case there is such an excess.
This implies that the CVaR will always lead to a risk
level that is at least as high as measured with the VaR.
The CVaR is not lacking criticism, either. For
instance, Hürlimann [20, pp. 245 ff.], on the basis of
extensive numerical comparisons, comes to the conclusion that the CVaR is not consistent with increasing tail thickness.

Lower Partial Moments
Fischer [11] proves the fact that the following risk
measures are coherent for 0 ≤ a ≤ 1, k ≥ 1:
R(X) = −E(X) + aLPMk (E(X); X)1/k .

(23)

This again is an example for the one-to-one correspondence between risk measures of the first and the
second kind according to RUZ [31].
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Distorted Risk Measures
We refer to the system of axioms of Wang/Young/
Panjer in the Section ‘Axioms for Premium Principles
and the System of Wang/Young/Panjer (WYP)’, but
now we are looking at general gain/loss distributions.
In case g: [0, 1] → [0, 1] is an increasing distortion
function with g(0) = 0 and g(1) = 1, the transformation F ∗ (x) = g(F (x)) defines a distorted distribution
function. We now consider the following risk measure
for a random variable X with distribution function F :
 0
E∗ (X) = −
g(F (x)) dx


−∞

+

∞

[1 − g(F (x))] dx.

(24)

0

The risk measure therefore is the expected value
of X under the transformed distribution F ∗ . The
CVaR corresponds to the distortion function g(u) = 0
for u < α and g(u) = (u − α)/(1 − α) for u ≥ α,
which is continuous but nondifferentiable in u = α.
Generally, the CVaR and the VaR only consider
informations from the distribution function for u ≥ α;
the informations in the distribution function for u < α
are lost. This is the criticism of Wang [38], who
proposes the use of alternative distortion functions,
for example, the Beta family of distortion functions
(see [41, p. 341]) or the Wang transform (a more
complex distortion function is considered by [36],
leading to risk measures giving different weight to
‘upside’ and ‘downside’ risk).

Selected Additional Approaches
Capital Market–Related Approaches
In the framework of the Capital Asset Pricing Model
(CAPM), the β-factor
β(R, RM ) =

Cov(R, RM )
ρ(R, RM )σ (R)
=
(25)
Var(RM )
σ (RM )

where RM is the return of the market portfolio and R
the return of an arbitrary portfolio, is considered to
be the relevant risk measure, as only the systematic
risk and not the entire portfolio risk is valued by
the market.

Tracking Error and Active Risk
In the context of passive (tracking) or active portfolio
management with respect to a benchmark portfolio
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with return RB , the quantity σ (R − RB ) is defined
(see [18, p. 39]) as tracking error or as active risk
of an arbitrary portfolio with return R. Therefore,
the risk measure considered is the standard deviation,
however, in a specific context.

Ruin Probability
In an insurance context, the risk-reserve process of an
insurance company is given by Rt = R0 + Pt − St ,
where R0 denotes the initial reserve, Pt the accumulated premium over [0, t], and St the accumulated claims over [0, t]. The ruin probability (see
Ruin Theory) is defined as the probability that during a specific (finite or infinite) time horizon, the
risk-reserve process becomes negative, that is, the
company is (technically) ruined. Therefore, the ruin
probability is a dynamic variant of the shortfall probability (relative to target zero).
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Risk-based Capital
Requirements
The Development of Capital Requirements
The business of insurance is essentially stochastic
in nature. Insurance companies price their products and provide for claims based upon their many
years of experience, usually upon the average levels
of that experience. In order to allow for unfavorable variations in future experience from past norms,
both premiums and policy reserves are calculated
with specific margins added to normal or average
rates derived from past business. However, experience in any given year may vary considerably from
the average or expected levels. Premiums and policy liabilities or reserves may become insufficient to
guarantee payments to policyholders and to provide
for an insurer’s continued operation. It is, therefore,
necessary for an insurer to have additional financial
resources available to survive the ‘rainy day’, that is,
to increase to very high values the probability that
the company will be able to survive an unfavorable
experience, pay all policyholder claims, and continue
in business. These funds are the company’s capital.
Capital most often is the sum of contributed capital
and retained earnings. In modern times, financial economics has developed a variety of other instruments
to supply capital to companies. It is often referred to
in the insurance industry as ‘surplus’. Whatever term
is used to describe the concept (here we shall use the
term ‘capital’), a primary concern is the amount of
capital that should be held. It is both intuitively clear
and mathematically verifiable that no finite amount
of capital can provide a guarantee that an insurance
company can meet all of its obligations for all future
time. Therefore, in establishing a capital ‘target’, an
insurance company or its supervisor (see Insurance
Regulation and Supervision) must first choose a
degree of probability of continued survival and a
future time horizon over which the insurer will continue to operate.
The amount of required capital calculated by a
company to meet its own needs is often termed
‘economic capital’. This represents the company’s
operating target. It depends upon comfort levels of
senior management, directors, and owners. It is influenced by industry norms. Companies seek to not hold

capital greatly in excess of this target level since capital has its own costs. Company earnings are often
measured as a return on equity; this rate of return
will be diminished if too high a value of capital or
equity is retained.
The supervisor or regulator has a different view of
required capital. The supervisor’s role is to protect the
financial interests of an insurer’s policyholders, contract holders, depositors, and other customers who
rely financially on the company, and to preserve
public confidence in the financial system. Continued operation of the entity, preservation of investor
wealth, and cost of capital are often not the supervisor’s primary concerns. Therefore, the level of capital
that a supervisor requires an insurer to maintain will
not necessarily be the same as that of the insurer’s
economic capital. In the following, we shall only be
concerned with capital amounts required by a supervisor or regulator.
From a supervisory perspective, the primary function of capital is to provide for the insurer’s financial obligations to its customers when reserves are
insufficient. The determination of a sufficient capital requirement requires an analysis of the reasons
why policy liabilities or reserves might prove to be
insufficient for the insurer’s needs. One must consider
both the methods used to calculate policy liabilities
and the factors that could cause an insurer’s experience to deviate dramatically from expected levels.
The latter leads to consideration of the risks to which
an insurance company is exposed.
Early insurance legislation in many jurisdictions
contained a requirement that insurance companies
maintain capital in a uniform monetary amount.
Required capital did not, in these jurisdictions, vary
by the size of the company, the nature of its portfolio of policies issued, its financial experience and
condition, or its method of operation. The earliest development of more modern risk-based capital
requirements began in Finland in the 1940s; the determination of an insurer’s required capital was based
upon ruin theory. The focus was upon excessively
high claim frequency and severity. A second important step was the introduction, in the First Insurance
Directive of the European Union (EU), of a capital
requirement for life insurance companies that was
calculated in two parts: a fixed percentage of mathematical reserves and a smaller percentage of the net
amount at risk (see Life Insurance Mathematics).
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Both the Finnish and the EU innovations represented an effort to relate a company’s capital requirement to the risks to which it is exposed. Further
developments in this direction required a systematic study and listing of these sources of risk. The
Committee on Valuation and Related Problems of the
Society of Actuaries carried out one of the earliest
such studies; its report was published in 1979. The
Committee suggested that risk could be categorized in
three parts and that capital, or contingency reserves,
could be provided for each part. The parts are: C1,
asset depreciation; C2, pricing inadequacy; and C3,
interest rate fluctuation. In more modern terms, these
would now be called: C1, credit risk; C2, insurance
risk; and C3, asset/liability mismatch risk.
Work on the first modern risk-based capital
requirement began in Canada in 1984, based upon
the Committee’s categorization. By 1989, a test
calculation had been established. This was subject
to extensive field tests in the life insurance industry
and became a regulatory requirement in 1992, known
as the Minimum Continuing Capital and Surplus
Requirement (MCCSR). A similar requirement was
not established for Canadian property and casualty
(general) insurers (see Non-life Insurance) until
2002. In the United States, following an increase
in the number of failures of insurance companies
due to economic experience in the late 1980s and
early 1990s, the National Association of Insurance
Commissioners (NAIC) began work on a similar
capital requirement for life insurers. The structure
of the NAIC formula, known widely as Riskbased Capital (RBC), follows the Committee’s
categorization and was quite similar to the Canadian
formulation. Both national requirements have evolved
independently; although they remain similar, there are
significant differences between them. Shortly after it
established the life insurance company formula, the
NAIC introduced a capital requirement for property
and casualty insurers. It has since introduced a
separate requirement for health insurers (see Health
Insurance).
A number of other jurisdictions have adopted regulatory capital requirements for insurance companies.
These tend to follow the North American formulations. In the very early years of the twenty-first
century, considerable interest had developed in a
wide extension of this concept. In Europe, the EU
has initiated its Solvency II project whose goal is
to introduce a uniform capital requirement for all

insurance companies in the EU. The International
Association of Insurance Supervisors (IAIS) produces
standards that are expected to guide the conduct of
insurance supervision in all member jurisdictions.
The IAIS has enlisted the help of the International
Actuarial Association (IAA) in designing a uniform
international approach to risk-based capital requirements. The IAA formed an international working
party whose report was to be presented to the IAIS
by the end of 2003. This report is expected to be a
significant factor in the Solvency II project as well.
The Solvency II and IAIS projects are part of a
wider development with respect to the international
standardization of financial reporting and the determination of capital requirements for financial institutions, including insurance companies. The North
American capital requirements for insurers were
developed at the same time that the Basel Committee on Banking Supervision developed international
capital standards for banks. However, the two developments were completely unrelated. By the end of
the 1990s, the Basel Committee was contemplating a
revised international capital requirement for banking,
known as Basel II.
It can no longer be said that the approaches to capital in banking and insurance are independent. One of
the important developments in supervision and regulation of financial institutions is the emergence of the
integrated financial regulator. A growing number of
jurisdictions have combined some of their previously
separated banking, insurance, pensions, and securities agencies into a single supervisory body. As this
integration takes hold, it naturally leads to communication among participants overseeing the various
financial industries. This in turn leads to a sharing of
ideas and the borrowing of concepts from one financial sector to another. In particular, the report of the
IAA working party contains several concepts (most
importantly, the idea of three pillars of a supervisory approach to solvency) that first appeared in early
drafts of the Basel II proposals.
The development of international approaches to
capital for both banking and insurance is being carried on at the same time as the International Accounting Standards Board (IASB) is developing a set
of international standards that are to apply to all
industries, including banking and insurance. In principle, these standards would encompass international
actuarial standards for the determination of policy
liabilities. If this were to happen, it would result
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in a uniform determination of capital and surplus.
The IAIS/IAA work would then enable the development of a uniform international capital requirement
for insurance companies. At the time of writing, the
timetables for each of these projects were not certain. However, it is distinctly possible that all of
the accounting, banking, and insurance projects will
have been successfully completed by the end of the
year 2010.
In the section ‘An Example of Risk-based Capital Requirements’ we will give an example of RBC
requirements, based on the NAIC’s C-1 to C-4 categories of risk. Methods of measuring risk capital
are evolving continually, and the best sources of current information are the websites of the regulatory
authorities, such as www.osfi-bsif.gc.ca in Canada,
www.naic.org in the USA, and www.fsa.gov.uk in
the UK.

Construction of a Capital Requirement
The determination of a risk-based capital requirement is a complex matter. It could not be completely
described in a single relatively brief article. In the following, several major considerations in undertaking
this construction are discussed.

Sources of Risk
As indicated in the historical discussion above, a first
step in constructing a risk-based capital requirement
is a listing of all the sources of risk that are to be covered. The subject of risk management for financial
institutions has undergone considerable development
since the mid-1980s and many such lists are available. For example, the reader could consult Capital
in Life Assurance or the report of the IAA working
party on the IAA website (www.actuaries.org).
Certain risks are quantifiable. These risks, referred
to as ‘Pillar I’ risks, can be covered in a capital
requirement. Certain risks are more qualitative; these
are usually thought of as ‘Pillar II’ risks. Supervisors
are left to monitor various companies’ management
of these risks. However, since they cannot be quantified, these risks are not generally covered in determining required capital. There are several risks that
are, in principle, quantifiable but are also left as Pillar II risks. This may be due to lack of an agreed
technical method to attack these risks (liquidity may
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be an example) or a lack of suitable data on which
to base a requirement (operational risk for insurers is
an example as of 2003).

Standard and Advanced Approaches
In its simplest form, a regulatory capital requirement is designed to apply uniformly to all insurers
within a particular jurisdiction. The requirement recognizes differences among companies with respect to
the degree of their exposure to each of the sources
of risk that are covered in the requirement. However,
it treats the same exposure resulting from two different companies in the same manner, even though
the companies may differ significantly in their experience, their product design or their management of
risk. A requirement of this form, sometimes referred
to as a ‘standard approach’, is usually formulaic. The
requirement specifies certain factors, one for each
source of risk. An insurer multiplies a specific measure of its exposure to a source of risk by the factor
to determine its capital requirement for that source
of risk. The supervisor determines factors that apply
uniformly to the local industry. Factors are usually
chosen with a conservative bias so that the resulting capital amount will be sufficient for almost all
companies in the jurisdiction.
In some jurisdictions, alternate company-specific
approaches are available to insurance companies.
These methods may make use of company data or
internal computer models to replace standard factors in determining capital requirements. In general,
due to the conservatism of the standard factors,
these advanced approaches will produce lower capital requirements than the standard approach. For
the supervisor to be comfortable with this outcome,
there must be assurance that the risk of the capital required is diminished when compared to what
might be expected of an average company to which
the formula applies. The supervisor will look at the
quality of the data or the model being used, the quality and training of company personnel who carry out
the calculations, and oversee the particular area of
risk, the quality of the company’s risk management
process, and the effectiveness of the company’s corporate governance processes.

Interaction of Risks
The conventional approaches to capital requirements
require the determination of a separate amount of
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capital for each source of risk. In the earliest requirements (e.g. the Canadian MCCSR), the company’s
requirement is simply the sum of these pieces. However, it is often argued that various sources of
risk interact and that these interactions should be
recognized in setting capital requirements. Initial
approaches to this question have focused on statistical
correlation as the measure of this interaction. From
this point of view, the determination of the total capital requirement as the sum of the pieces determined
for specific risks is equivalent to the assumption that
the risks involved act independently.
The NAIC’s RBC requirement contains a ‘correlation formula’ that determines the total capital
requirement from assumed correlations between the
risks considered. The practical effect of this formula
seems to be to significantly reduce required capital as
compared to the sum of the pieces. While this result
may be appropriate and is likely to be welcomed
by the industry, it is subject to criticism. The first
difficulty is that the correlations used are arbitrary
and have not been subjected to rigorous justification.
The second difficulty is that the interactions of particular risks may vary by product design, the nature
of a company’s business, and the operations of specific business units. If correlations exist and are to
be appropriately recognized, capital formulas would
need to be much more complex and company-specific
than are current formulations.

Total Balance Sheet Approach
Capital and liabilities are the two primary divisions of
one side of a company’s balance sheet. The amount of
capital a company is considered to possess is directly
related to the methods used to determine its liabilities. In particular, sound capital requirements cannot
be established without taking into account the actuarial methodology used to establish policy liabilities.
The IAA working party suggested that supervisors
take a ‘Total Balance Sheet’ approach in establishing
capital requirements. Under this approach, supervisors would establish the total of actuarial liabilities
and capital that would provide the desired degree of
security. Policy liabilities would be deducted from
this total to arrive at the capital requirement. This
can be a very useful approach, particularly when the
determination of liabilities is subject to a degree of
actuarial judgment. This approach is used explicitly
in Canada in respect of capital required for the risks

posed by mortality and maturity guarantees of certain
investment products (segregated funds) (see Options
and Guarantees in Life Insurance).

Reinsurance
Reinsurance introduces very specific problems in
constructing a capital requirement. Conventional
proportional reinsurance arrangements that transfer
risk proportionately pose little difficulty; the capital
required of a primary insurer would be based upon the
insurance risk it retains for its own account. However,
it is increasingly difficult to determine the amount
of risk that is actually transferred by a particular
agreement; many reinsurance arrangements are more
akin to financing agreements and do not transfer
significant risk to the reinsurer (see Alternative
Risk Transfer; Financial Reinsurance). Supervisors
do not often have the resources to analyze
each reinsurance agreement for its effectiveness in
transferring risk.
A second difficulty with respect to reinsurance is
that the insurer and ultimately the supervisor must
rely on the good faith of the reinsurer, that it will
pay claims when they are due. Therefore, reinsurers
contribute their own form of credit risk to a primary
insurer’s portfolio.
Some forms of reinsurance play a role similar to
that of capital. Stop-loss reinsurance or catastrophe
reinsurance (see Catastrophe Excess of Loss) have
characteristics of this type. Few, if any, national
formulations of capital requirements provide offsets
to capital for these contracts.
In general, the difficulties for capital requirements posed by reinsurance are more numerous than
are successful approaches to recognizing the riskmitigating effects of these contracts through reductions in required capital. It is likely that supervisors
will continue to be cautious in giving recognition to
reinsurance.

Available Capital
A complete capital requirement must take into
account how a company may satisfy the supervisor
that it has adequate capital. Capital has many forms.
As mentioned above, financial economists have
developed a variety of capital instruments. Some
forms have greater permanency than others. Some
provide greater liquidity or are easier to convert
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to cash in times of distress. Some are mixtures of
debt and equity whose utility as capital is difficult
to determine.
The original Basel Accord classified capital instruments in three ‘Tiers’. The Accord contains requirements for minimum amounts of Tier 1 capital and
internal limits within Tiers 2 and 3 with respect to
certain types of instruments. This structure is to be
continued in Basel II.
The Basel structure pertains to capital instruments.
These are largely independent of the particular financial business being considered. In the current era of
integrated financial regulation, it is not surprising that
the Basel structure for capital instruments is often carried through to insurance capital regimes. This was
also recommended to the IAIS by the IAA working party.

An Example of Risk-based Capital
Requirements
As an illustration, we describe here the requirements
adopted by the the NAIC in the United States in 1992
for life assurers’ financial reporting. For a description
of some of the quantitative modeling involved in
setting these risk factors, see [1–4].

C-1 (Asset) Risk
C-1 risk is the risk of loss on the life assurer’s assets.
The importance of fixed-interest and mortgage-type
assets is reflected in the level of detail at which the
factors vary. For completeness, the factors are shown
in Table 1 (note: the values shown in the tables are
50% of those originally published in 1992, for reasons
to be explained later).
C-1 factors are applied to the book values of the
relevant assets, except in respect of some of the
riskiest categories such as bonds in default, for which
the market value is used.
The RBC margins for bonds are adjusted to allow
for the concentration of the funds in each class,
and the margins for mortgages are adjusted to allow
for the assurer’s default and foreclosure experience
relative to an industry average. The total C-1 margin
is the sum of margins for each asset category, further
adjusted for concentration in such a way that the
margins for the 10 largest asset classes are effectively
doubled.

Table 1
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USA NAIC risk-based capital factors for C-1 risk

Asset class
US Government issue bonds
Bonds rated AAA – A
Bonds rated BBB
Bonds rated BB
Bonds rated B
Bonds rated C
Bonds in default
Residential mortgages in good
standing
Residential mortgages 90 days
overdue
Commercial mortgages in good
standing
Commercial mortgages 90 days
overdue
Mortgages in foreclosure
Unaffiliated common stock
Unaffiliated preferred stock
Real estate (investment)
Real estate (foreclosed)
Cash

Factor (%)
0.0
0.3
1.0
4.0
9.0
20.0
30.0
0.5
1.0
3.0
6.0
20.0
30.0
bond factor + 2.0
10.0
15.0
0.3

The C-1 risk factors were derived from studies of
the distributions of default losses among the different asset types. For example, the bond factors are
intended to cover 92% of the expected losses in
each category and 96% of the expected losses for
the whole bond portfolio, while the 30% factor for
common stock is supposed to cover the largest loss
likely over a 2-year period with 95% probability.

C-2 (Insurance) Risk
C-2 risk is the risk from excess claims. For individual
life assurance, the factors in Table 2 are applied to the
sums at risk. The aim of the C-2 factors is to meet
excess claims over a 5- to 10-year period with 95%
probability.
Table 2 USA NAIC risk-based capital factors for
C-2 risk
Sums at risk
First $500,000,000 at risk
Next $4,500,000,000 at risk
Next $20,000,000,000 at risk
Sums at risk over $25,000,000,000

Factor (%)
0.150
0.100
0.075
0.060
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Table 3 Examples of USA NAIC risk-based
capital factors for C-3 risk
Type of portfolio
Low risk portfolio
Medium risk portfolio
High risk portfolio

Factor (%)
0.5
1.0
2.0

C-3 (Interest Rate) Risk
The factors depend on the surrender rights (see Surrenders and Alterations) and guarantees granted
to the policyholder – a matter of importance in the
United States – and on the degree of cash flow matching of the assets and liabilities. Table 3 shows some
examples of the factors to be applied to the policy
reserves.
A ‘low risk’ portfolio, for example, is one in which
the policyholders have no surrender guarantees and
the difference between the volatility of the assets
and liabilities is less than 0.125. Unless the insurer
certifies that its asset and liability cash flows are wellmatched, the factors are increased by 50%.

C-4 (Business) Risk
C-4 risk is a ‘catch-all’ category covering everything
from bad management to bad luck. The same factors
are applied to all companies; there is no attempt to
pick out particular companies at greater risk than others. The factors are 2% of life and annuity premium
income and 0.5% of accident and health premium
income.
The total margin allows for correlations between
C-1 and C-2 risk as follows:
1/2

+ C-4
Total margin = (C-1 + C-2)2 + C-32
Application. As implemented in 1992, the definitions of the margins were accompanied by rules about

admissible sources of capital to cover the risk-based
capital requirements, and various levels of deficiency
that would trigger action by the regulator, as follows.
The office may employ statutory capital and surplus, an asset valuation reserve, voluntary investment
reserves and 50% of policyholders’ dividend (bonus)
liabilities (called Total Adjusted Capital) to meet the
RBC margin. The ratio of the Total Adjusted Capital to the RBC margin must be at least 200%. (The
factors given above are 50% of their original (1992)
values; the change was made on cosmetic grounds,
so that the published ratios would not attract adverse
attention.) Below 200%, the company must file a
recovery plan. Below 150%, the Insurance Commissioners office will inspect the company. Below 100%,
the company may be put into ‘rehabilitation’. Below
70%, and the company must be put into rehabilitation.
In addition, if this ratio is between 200 and 250%,
but on the basis of trend could fall below 190%
during the year, the company must file a recovery
plan.

References
[1]

[2]

[3]
[4]

Brender, A. (1991). The Evolution of Solvency Standards
for Life Assurance Companies in Canada, Presented to the
Institute of Actuaries of Australia Convention, Hobart.
Cody, D.D. (1988). Probabilistic concepts in measurement
of capital adequacy, Transactions of the Society of Actuaries XL, 149.
Sega, R.L. (1986). A practical C-1, Transactions of the
Society of Actuaries XXXVIII, 243.
Society of Actuaries C-1 Risk Task Force of the Committee on Valuation and Related Areas (1990). The risk of
asset default: report, Transactions of the Society of Actuaries XLI, 547.

ALLAN BRENDER

Self-insurance
The term ‘self-insurance’ is used to describe several
situations. If an organization has either knowingly
decided not to purchase insurance or has retained
risks that they are unaware of, they are self-insured.
Self-insurance therefore includes situations in which
the organization is uninsured, in which they have
retained risk through the use of deductibles or loss
retentions, and in which there is a formal mechanism
for self-insurance such as under various state workers compensation regulations in the United States or
through the use of a captive insurance company.
Organizations that are self-insured often purchase
excess insurance policies to limit their risk. Actuaries
frequently assist these organizations through the estimation of retained losses at various per-occurrence
retention levels. This permits a comparison between
the expected retained losses and the price of purchasing commercial insurance. On the basis of the
organization’s appetite for risk, they can then select
an appropriate level of loss retention.
In the United States, tax regulations have a significant impact on the decisions to retain risk or to purchase insurance. An insurance premium is expensed
at the time it is paid. This permits an immediate
deduction for tax purposes. If insurance is not purchased, outstanding liabilities for events that have
occurred prior to a financial statement date need to
be accrued. This results in a reduction to net income.
These same outstanding liabilities cannot be expensed
for tax purposes, however, until the claims are actually paid. This results in a tax penalty for self-insured

programs. The administrative expense savings and
control over the claims administration process are
positive factors under a self-insured program that
can offset the negative deferred tax impact of selfinsured losses.
Actuaries often assist self-insureds in estimating
the outstanding loss liabilities in order to perform a
risk-financing analysis of various alternatives. Once
a self-insured program is established, the actuary
helps in determining the amount of the accrual for
outstanding losses that should be maintained on the
balance sheet. These losses are often discounted for
the time value of money according to the principles
established in Actuarial Standards Board’s ASOP
#20 Discounting of Property and Casualty Loss and
Loss Adjustment Expense Reserves. Projections of
future losses are often made on the basis of loss
rates as a percentage of an exposure base such as
the number of vehicles for automobile insurance,
revenue for general liability, or payroll for workers’
compensation. This helps create a more accurate
budget for the organization.
Organizations that are self-insured for various
risks can also reduce these risks through hedging
operations, contractual limitations of liability, and
improved loss-control and loss-prevention activities.
As a general statement, an organization that is knowingly self-insured is usually more diligent in controlling its risk than an organization that purchases
insurance.
(See also Captives)
ROGER WADE

Shot-noise Processes

Asymptotic Behavior
For each t > 0 we define the rescaled process

Introduction
Building reserves for incurred but not fully reported (IBNFR) claims is an important issue in the
financial statement of an insurance company. The
problem in claims reserving is to estimate the cost of
claims – known or unknown to date – to be paid by
the company in the future, see [9]. Furthermore, this
issue can play a role in pricing insurance derivatives
as for example, the CAT-future. The payoff of such
contracts depends on aggregated insurance losses
reported by some insurance companies. Actually, not
all occurred claims are known immediately and not
even at the end of the reporting period. These effects
were analyzed in [2].
Shot noise processes are natural models for such
phenomena. The total claim amount process is modeled by
S(t) =

N(t)


Xi (t − Ti ),

t ≥ 0.

(1)

i=1

Here Xi = (Xi (t))t∈+ , i ∈ , are i.i.d. increasing
stochastic processes, independent of the homogeneous Poisson process N with rate α > 0 and points
0 < T1 < T2 < · · · . The process Xi (t − Ti ) describes
the payoff procedure of the ith individual claim that
occurs at time Ti . The limit limt→∞ Xi (t) = Xi (∞)
exists (possibly infinite) and is the total payoff caused
by the ith claim. The model is a natural extension of
the classical compound Poisson model. The mean
value and variance functions of (S(t))t≥0 are given
by Campbell’s theorem
 t
EX(u) du, t ≥ 0, (2)
ES(t) = µ(t) = α


x ∈ [0, ∞).

(4)

We want to investigate the asymptotics of the process
S. (t) when t tends to infinity. From an insurance
point of view, such limit theorems are interesting,
for example, to estimate the ruin probability.
First suppose that
X1 (∞) < ∞,

P -a.s.

(5)

with EX12 (∞) ∈ (0, ∞).
The basic idea is to approximate the process
N(t)
Xi (t − Ti ) by the compound Poisson proi=1 
N(t)
cess
i=1 Xi (∞). If Xi (u) converges to Xi (∞)
sufficiently fast, then Klüppelberg and Mikosch [6]
obtained that S. (t) converges (in a functional sense)
weakly to a standard Brownian motion. The assumptions are, for example, satisfied if there exists a t0 ∈
+ with Xi (t0 ) = Xi (∞), P-a.s. For the exact conditions, we refer to [6]. Without these assumptions
one still obtains convergence of the finite-dimensional
distributions to Brownian motion, cf. Proposition
2.3.1 in [8]. So, information with finite expansion
cannot produce dependency in the limit process.
If Xi (∞) = ∞ things are different. Under some
regularity assumptions Klüppelberg and Mikosch [6]
obtained convergence to Gaussian processes possessing long-range dependence. On the other hand,
claims are often heavy-tailed, even without second
and sometimes even without first moment. Hence,
infinite variance stable limits are relevant. They were
studied in [7].

Ruin Theory

0

VarS(t) = σ (t) = α

S(xt) − µ(xt)
,
σ (t)

Sx (t) =

t
2

EX (u) du,

t ≥ 0, (3)

0

(cf. [6]).
Remark 1 Alternatively, Dassios and Jang [3] suggested shot noise processes to model the intensity of
natural disasters (e.g. flood, windstorm, hail, and
earthquake). The number of claims then depends on
this intensity. Thus, they obtain a double stochastic
or Cox process.

Consider the risk process R(t) = u + P (t) − S(t),
t ≥ 0, where u > 0 is the initial capital, and P (t)
the premium income of the insurance company up to
time t.
Define the ruin probability in finite time as a
function of the initial capital and the time horizon
T, that is,


(6)
ψ(u, T ) = P
inf R(t) < 0 .
0≤t≤T
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As inf0≤t≤T (u + P (t) − s(t)) is continuous in the
function s (with respect to the Skorohod topology),
one can use the results from the section ‘Asymptotic
Behavior’ to state some asymptotics for the ruin probability. Klüppelberg and Mikosch [5] did this under
different premium calculation principles (leading to
different functions P (t)).
Brémaud [1] studied the ruin probability in infinite
time assuming the existence of exponential moments
of the shots.

Financial Applications
As pointed out by Stute [10], the shot noise model
is also appropriate to model asset prices. Each shot
can be interpreted as an information entering the
financial market at a Poisson time Ti , and Xi (t − Ti )
models its influence on the asset price – possibly
related with its spread among the market participants.
Consider a modification of (1) possessing stationary
increments,

S(t) =

N(t)


Xi (t − Ti )

i=1

+

−∞


[Xi (t − Ti ) − Xi (−Ti )], t ≥ 0.

(7)

i=−1

Here we have a two-sided homogeneous Poisson
process N with rate α > 0 and points · · · < T−2 <
T−1 < T1 < T2 < · · · .
Under suitable conditions, 
S converges (after some
rescaling) weakly to a fractional Brownian motion
(FBM). This leads to an economic interpretation
of the observed long-range dependence in certain
financial data. Whereas FBM allows for arbitrage,

the approximating shot noise processes themselves
can be chosen arbitrage-free, see [4].
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(See also Stationary Processes)
CHRISTOPH KÜHN

Simulation Methods for
Stochastic Differential
Equations
Approximation of SDEs
As we try to build more realistic models in risk management, the stochastic effects need to be carefully
taken into account and quantified. This paper provides a very basic overview on simulation methods
for stochastic differential equations (SDEs). Books on
numerical solutions of SDEs that provide systematic
information on the subject include [1, 13, 14, 22]. Let
us consider a simple Itô SDE of the form
dXt = a(Xt ) dt + b(Xt ) dWt + c(Xt− ) dNt

(1)

for t ∈ [0, T ], with initial value X0 ∈ R. The stochastic process X = {Xt , 0 ≤ t ≤ T } is assumed to be a
unique solution of the SDE (1), which consists of a
slowly varying component governed by the drift coefficient a(·), a rapidly fluctuating random component
characterized by the diffusion coefficient b(·), and a
jump component with jump size coefficient c(·). The
second differential in (1) is an Itô stochastic differential with respect to the Wiener process W = {Wt , 0 ≤
t ≤ T }. The third term is a pure jump term driven
by the Poisson process N = {Nt , t ∈ [0, T ]}, which
is assumed to have a given intensity λ > 0. When a
jump arises at a time τ , then the value Xτ − just before
that jump changes to the value Xτ = c(Xτ − ) + Xτ −
after the jump.
Since analytical solutions of SDEs are rare, numerical approximations have been developed. These are
typically based on a time discretization with points
0 = τ0 < τ1 < · · · < τn < · · · < τN = T in the time
interval [0, T ], using a step size  = T /N . More
general time discretizations can be used, for example,
in cases where jumps are typically random. Since the
path of a Wiener process is not differentiable, the Itô
calculus differs in its properties from classical calculus. This has a substantial impact on simulation
methods for SDEs.
To keep our formulae simple, we discuss in the
following only the simple case of the above onedimensional SDE without jumps, that is, for c(·) = 0.
Discrete time approximations for SDEs with a jump
component or driven by Lévy processes have been

studied, for instance, in [15, 17–19, 25, 28]. There is
also a developing literature on the approximation of
SDEs and their functionals involving absorption or
reflection at boundaries [8, 9]. Most of the numerical
methods that we mention have been generalized to
multidimensional X and W and the case with jumps.
Jumps can be covered, for instance, by discrete time
approximations of the SDE (1) if one adds to the
time discretization the random jump times for the
modeling of events and treats the jumps separately at
these times.
The Euler approximation is the simplest example
of a discrete time approximation Y of an SDE. It is
given by the recursive equation
Yn+1 = Yn + a(Yn ) + b(Yn )Wn

(2)

for n ∈ {0, 1, . . . , N − 1} with Y0 = X0 . Here
Wn = Wτn+1 − Wτn denotes the increment of the
Wiener process in the time interval [τn , τn+1 ]
and is represented by an independent N (0, )
Gaussian random variable with mean 0 and
variance . To simulate a realization of the Euler
approximation, one needs to generate the independent
random variables involved. In practice, linear
congruential pseudorandom number generators are
often available in common software packages. An
introduction to this area is given in [5].

Strong and Weak Convergence
For simulations, one has to specify the class of problems that one wishes to investigate before starting to
apply a simulation algorithm. There are two major
types of convergence to be distinguished. These are
the strong convergence for simulating scenarios and
the weak convergence for simulating functionals. The
simulation of sample paths, as, for instance, the generation of an insurance claim stream, a stock market
price scenario, a filter estimate for some hidden
unobserved variable, or the testing of a statistical
estimator, require the simulated sample path to be
close to that of the solution of the original SDE and
thus relate to strong convergence. A discrete time
approximation Y of the exact solution X of an SDE
converges in the strong sense with order γ ∈ (0, ∞]
if there exists a constant K < ∞ such that
E|XT − YN | ≤ Kγ

(3)
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for all step sizes  ∈ (0, 1). Much computational
effort is still being wasted on certain simulations
by overlooking that in a large variety of practical
problems a pathwise approximation of the solution
X of an SDE is not required. If one aims to compute,
for instance, a moment, a probability, an expected
value of a future cash flow, an option price, or, in
general, a functional of the form E(g(XT )), then only
a weak approximation is required. A discrete time
approximation Y of a solution X of an SDE converges
in the weak sense with order β ∈ (0, ∞] if for any
polynomial g there exists a constant Kg < ∞ such
that

on the interval [τn , τn+1 ] form the random building
blocks in a Wagner–Platen expansion. Close relationships exist between multiple Itô integrals, which have
been described, for instance, in [13, 22, 27].

|E(g(XT )) − E(g(YN ))| ≤ Kg β ,

+ b(Yn )b (Yn )I(1,1) ,

(4)

for all step sizes  ∈ (0, 1). Numerical methods,
which can be constructed with respect to this weak
convergence criterion are much easier to implement than those required by the strong convergence
criterion.
The key to the construction of most higher order
numerical approximations is a Taylor-type expansion
for SDEs, which is known as Wagner–Platen expansion, see [27]. It is obtained by iterated applications
of the Itô formula to the integrands in the integral
version of the SDE (1). For example, one obtains the
expansion
Xtn+1 = Xtn + a(Xtn ) + b(Xtn )I(1)
+ b(Xtn )b (Xtn )I(1,1) + Rt0 ,t ,

(5)

where Rt0 ,t represents some remainder term consisting of higher order multiple stochastic integrals.
Multiple Itô integrals of the type

I(1) = Wn =

I(1,1) =

dWs ,
τn

τn+1

τn


I(0,1) =

τn+1



s2

dWs1 dWs2 =

τn

τn+1



1
((I(1) )2 − )
2

s2

ds1 dWs2 ,
τn


I(1,0) =

τn

τn+1



dWs1 ds2 ,
τn



I(1,1,1) =

s2

τn
τn+1



s3



τn

τn

τn

If, from the Wagner–Platen expansion (5) we select
only the first three terms, then we obtain the Euler
approximation (2), which, in general, has a strong
order of γ = 0.5. By taking one more term in the
expansion (5) we obtain the Milstein scheme
Yn+1 = Yn + a(Yn ) + b(Yn )Wn
(7)

proposed in [20], where the double Itô integral I(1,1)
is given in (6). In general, this scheme has strong
order γ = 1.0. For multidimensional driving Wiener
processes, the double stochastic integrals appearing
in the Milstein scheme have to be approximated,
unless the drift and diffusion coefficients fulfill a certain commutativity condition [7, 13, 22]. In [27], the
terms of the expansion that have to be chosen to
obtain any desired higher strong order of convergence
have been described. The strong Taylor approximation of order γ = 1.5 has the form
Yn+1 = Yn + a + bWn + bb I(1,1) + ba  I(1,0)

 2 

1
1

+ aa  + b2 a 
+ ab + b2 b I(0,1)
2
2
2
+ b(bb + (b )2 )I(1,1,1) ,

(8)

where we suppress the dependence of the coefficients on Yn and use the multiple Itô integrals mentioned in (6). For higher order schemes one not only
requires, in general, adequate smoothness of the drift
and diffusion coefficients, but also sufficient information about the driving Wiener processes that is
contained in the multiple Itô integrals.
A disadvantage of higher order strong Taylor
approximations is the fact that derivatives of the drift
and diffusion coefficients have to be calculated at
each step. As a first attempt at avoiding derivatives
in the Milstein scheme, one can use the following
γ = 1.0 strong order method
Yn+1 = Yn + a(Yn ) + b(Yn )Wn

s2

dWs1 dWs2 dWs3

Strong Approximation Methods

(6)

1
+ (b(Ŷn ) − b (Yn )) √ ((Wn )2 − ), (9)
2 
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√
with Ŷn = Yn + b(Yn ) . In [3], a γ = 1.0 strong
order two-stage Runge–Kutta method has been developed, where

4
Wn
+ (b(Yn ) + 3b(Y n ))
4

Yn+1 = Yn + (a(Yn ) + 3a(Y n ))

(10)

with Y n = Yn + 23 (a(Yn ) + b(Yn )Wn ) using the
function
1
a(x) = − b(x)b (x).
2

(11)

The advantage of the method (10) is that the principal
error constant has been minimized within a class of
one stage first order Runge–Kutta methods.
Before any properties of higher order convergence
can be exploited, the question of numerical stability of a scheme has to be satisfactorily answered.
Many problems in risk management turn out to be
multidimensional. Systems of SDEs with extremely
different timescales can easily arise in modeling,
which cause numerical instabilities for most explicit
methods. Implicit methods can resolve some of these
problems. We mention a family of implicit Milstein
schemes, described in [22], where

Weak Approximation Methods
For many applications in insurance and finance, in
particular, for the Monte Carlo simulation of contingent claim prices, it is not necessary to use strong
approximations. Under the weak convergence criterion (5), the random increments Wn of the Wiener
process can be replaced by simpler random variables W n . By substituting the N (0, ) Gaussian
distributed random variable Wn in the Euler approximation (2) by an independent two-point √distributed
random variable W n with P (W n = ± ) = 0.5
we obtain the simplified Euler method
Yn+1 = Yn + a(Yn ) + b(Yn )W n ,

(14)

which converges with weak order β = 1.0. The Euler
approximation (2) can be interpreted as the order 1.0
weak Taylor scheme. One can select additional terms
from the Wagner–Platen expansion, to obtain weak
Taylor schemes of higher order. The order β = 2.0
weak Taylor scheme has the form
Yn+1 = Yn + a + bWn + bb I(1,1) + ba  I(1,0)



 2
1
1

+ ab + b2 b I(0,1) + aa  + b2 a 
2
2
2
(15)

Yn+1 = Yn + {αa(Yn+1 ) + (1 − α)a(Yn )}
+ b(Yn )Wn + b(Yn )b (Yn )

(Wn )2
. (12)
2

Here α ∈ [0, 1] represents the degree of implicitness
and a is given in (11). This scheme is of strong order
γ = 1.0.
In a strong scheme, it is almost impossible to
construct implicit expressions for the noise terms.
In [23], one overcomes part of the problem with the
family of balanced implicit methods given in the form
Yn+1 = Yn + a(Yn ) + b(Yn )Wn
+ (Yn − Yn+1 )Cn ,

(13)

where Cn = c0 (Yn ) + c1 (Yn )|Wn | and c0 , c1 represent positive real valued uniformly bounded functions. This method is of strong order γ = 0.5. It
demonstrated good stability behavior for a number
of applications in finance [4].

and was first proposed in [21]. We still obtain a
scheme of weak order β = 2.0 if we replace the
random variable Wn in (15) by Ŵn , the double
integrals I(1,0) and I(0,1) by 2 Ŵn , and the double Wiener integral I(1,1) by 12 ((Ŵn )2 − ). Here,
Ŵn can be a three-point distributed random variable
with
√
1
P(Ŵn = ± 3) =
6

2
.
3
(16)

and P(Ŵn = 0) =

As in the case of strong approximations, higher order
weak schemes can be constructed only if there is
adequate smoothness of the drift and diffusion coefficients and a sufficiently rich set of random variables
are involved for approximating the multiple Itô integrals. A weak second order Runge–Kutta approximation [13] that avoids derivatives in a and b is given
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by the algorithm
Yn+1 = Yn + (a(Ŷn ) + a(Yn ))
+ b(Yn− ))

A family of implicit weak order 2.0 schemes has
been proposed in [22] with


+ (b(Yn+ )
2

Yn+1 = Yn + {ξ a(Yn+1 ) + (1 − ξ )a(Yn )}

Ŵn
+ (b(Yn+ )
4

1
− b(Yn− ))((Ŵn )2 − ) √
4 

(17)

with Ŷn = Yn + a(Yn√) + b(Yn )Ŵn and Yn± =
Yn + a(Yn ) ± b(Yn ) , where Ŵn can be chosen
as in (16).
Implicit methods have better stability properties
than most explicit schemes, and turn out to be better
suited to simulation tasks with potential stability
problems. The following family of weak implicit
Euler schemes, converging with weak order β = 1.0,
can be found in [13]
Yn+1 = Yn + {ξ a η (Yn+1 ) + (1 − ξ )a η (Yn )}
+ {ηb(Yn+1 ) + (1 − η)b(Yn )}W n .

(18)

Here, W n can be chosen as in (14), and we have
to set a η (y) = a(y) − ηb(y)b (y) for ξ ∈ [0, 1] and
η ∈ [0, 1]. For ξ = 1 and η = 0, (18) leads to the drift
implicit Euler scheme. The choice ξ = η = 0 gives us
the simplified Euler scheme, whereas for ξ = η = 1
we have the fully implicit Euler scheme.
For the weak second order approximation of the
functional E(g(XT )), Talay and Tubaro proposed
in [29] a Richardson extrapolation of the form

Vg,2
(T ) = 2E(g(Y  (T ))) − E(g(Y 2 (T ))),

(19)

δ

where Y (T ) denotes the value at time T of an Euler
approximation with step size δ. Using Euler approximations with step sizes δ =  and δ = 2, and then
taking the difference (19) of their respective functionals, the leading error coefficient cancels out, and

Vg,2
(T ) ends up to be a weak second order approximation. Further, weak higher order extrapolations can
be found in [13]. For instance, one obtains a weak
fourth order extrapolation method using

=
Vg,4

1
[32E(g(Y  (T ))) − 12E(g(Y 2 (T )))
21
+ E(g(Y 4 (T )))],

(20)

where Y δ (T ) is the value at time T of the weak
second order Runge–Kutta scheme (17) with step
size δ.

(Ŵn )2 − 
1
+ b(Yn )b (Yn )
2
2


1 

+ b(Yn ) + (b (Yn ) + (1 − 2ξ )a (Yn )) Ŵn
2
+ (1 − 2ξ ){βa  (Yn ) + (1 − β)a  (Yn+1 )}

2
, (21)
2

where Ŵn is chosen as in (16). A weak second order
predictor–corrector method, see [26], is given by the
corrector

(22)
Yn+1 = Yn + (a(Y n+1 ) + a(Yn )) + ψn
2
with


1
1 2


ψn = b(Yn ) +
a(Yn )b (Yn ) + b (Yn )b (Yn )
2
2
× Ŵn + b(Yn )b (Yn )

(Ŵn )2 − 
2

and the predictor
Y n+1 = Yn + a(Yn ) + ψn

 2
1

+ a(Yn )a  (Yn ) + b2 (Yn )a  (Yn )
2
2
+

b(Yn )a  (Yn )Ŵn 
,
2

(23)

where Ŵn is as in (16).
By a discrete time weak approximation Y , one
can form a straightforward Monte Carlo estimate for
a functional of the form u = E(g(XT )), see [2, 13],
using the sample average
uN, =

N
1 
g(YT (ωk )),
N k=1

(24)

with N independent simulated realizations YT (ω1 ),
YT (ω2 ), . . . , YT (ωN ). The Monte Carlo approach is
very general and works in almost all circumstances.
For high-dimensional functionals, it is sometimes the
only method of obtaining a result. One pays for
this generality by the large sample sizes required
to achieve reasonably accurate estimates because the
size
√ of the confidence interval decreases only with
1/ N as N → ∞.
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One can increase the efficiency in Monte Carlo
simulation for SDEs considerably by using variance
reduction techniques. These reduce primarily the variance of the random variable actually simulated. The
method of antithetic variates [16] repeatedly uses
the random variables originally generated in some
symmetric pattern to construct sample paths that
offset each other’s noise to some extent. Stratified
sampling is another technique that has been widely
used [6]. It divides the whole sample space into disjoint sets of events and an unbiased estimator is
constructed, which is conditional on the occurrence
of these events. The very useful control variate technique is based on the selection of a random variable ξ
with known mean E(ξ ) that allows one to construct
an unbiased estimate with minimized variance [10,
24]. The measure transformation method [12, 13, 22]
introduces a new probability measure via a Girsanov
transformation and can achieve considerable variance
reductions. A new technique that uses integral representation has been recently suggested in [11].

References
[1]
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Stochastic Control Theory
The theory of stochastic control deals with the problem of optimizing the behavior of stochastic processes in a dynamic way, which means that the
controller at any given point in time can make
new decisions based on all information, which is
available to him at that time. Typical examples of
these kinds of problems from insurance are the
following:
1. (Martin-Löf [12]) A discrete time premium control
problem in which the reserve of an insurance company at a given time point (say end of the month) is
Xt = Xt−1 + p − pt−1 − Yt ,

(1)

where p is a fixed basis premium rate and Yt is
the total amount of claims in the period [t − 1, t)
(assumed to be i.i.d.). The objective is to choose the
rate pt = p(Xt ) in (t, t + 1), such that
Jx (p) = Ɛx

τ −1


α t p(Xt )

(2)

t=0

is maximized, where τ is the time of ruin and
α ∈ [0, 1] is a discount factor.
2. (Asmussen and Taksar [2]) A continuous-time
problem in which the reserve process Xt is modeled
by a Brownian motion with positive drift µ and
diffusion coefficient σ . If the company distributes
dividends with a rate D(t) ∈ [0, M] for some M <
∞, we have
dX(t) = (µ − D(t)) dt + σ dW (t),

(3)

with W a standard Brownian motion. The aim is to
maximize the present expected value of all future
dividends until bankruptcy, that is, to maximize
 τ
e−ρt D(t) dt,
(4)
Jx (D) = Ɛx
0

where ρ > 0 is a discount rate.
3. (Schmidli [15]) A classical continuous-time model
for the reserve process is the compound Poisson
model in which claims arrive according to a Poisson
process Nt with intensity λ, and the claim sizes Yi are
i.i.d. with distribution B and independent of the i.i.d.
arrival times Ti . The company uses proportional

reinsurance with retention a(t), which means that
at any time t it can choose to reinsure a fraction
1 − a(t) of all incoming claims. For given retention
a, p(a) denotes the premium rate and Y a denotes the
claim size after reinsurance. Then the reserve at time
t is


t

Xt = x +

p(a(s)) ds −

0

Nt


Y a(Ti ) .

(5)

i=1

A criteria for choosing the optimal retention is to
minimize
Jx (a) = (τ < ∞),

(6)

where τ is the time of ruin.
The mathematical approach to these problems,
which is presented here, is based on the Dynamic
Programming Principle (DPP) or Bellman Principle
as introduced in [3]. When we set up the theoretical
framework we must, however, separate the situations
of discrete time and continuous-time optimization.
We will only introduce the theory in the case when
the state process, that is the process which is to be
controlled, is a scalar. This is mainly for notational
convenience and it can be easily extended to higher
dimensions.

Discrete Time Optimization
In discrete time the state process X = {Xt }t∈0 is
controlled by a control process U = {Ut }t∈ taking
values in some predefined set At,x ⊆ m , where t,
x indicate that the set may depend on time and the
process X. Let F = {Ft } be a filtration that describes
all information available to the controller. Then Ut
must be Ft measurable and by U we denote the set of
all admissible controls, that is, the adapted processes
taking values in At,x . The state value at time t
depends on the value of the state and the control at
time t − 1, hence we define the transition kernel
Pxu (dy) = (Xt ∈ dy|Ft−2 , Xt−1 = x, Ut−1 = u).
(7)
We consider two (closely related) criteria of optimality. The first criteria is the finite horizon problem in
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which the objective is to find a value function of the
form
Vn (x) = sup Jn,x (U )
U ∈U

= sup Ɛn,x
U ∈U

T −1


As the second criteria, we consider the discounted
infinite horizon problem with value function


h(Xt , Ut ) + g(XT ) ,



(8)

t=n

V (x) = sup Ɛx

where the subscript n, x corresponds to conditioning
on {Xn = x}. The objective is to find an optimal
control function U ∗ (with corresponding state process
X ∗ ) such that Vn (x) = Jn,x (U ∗ ).
Theorem 1 The sequence of functions Vn (x), n =
0, . . . , T defined by (8) satisfies the Dynamic Programming Principle (DPP)



u
Vn (x) = sup h(n, x, u) + Vn+1 (y)Px (dy)
u∈An,x

(9)
for n ∈ 0, . . . , T − 1 with VT (x) = g(x).



T −1


U ∈U

∞



t

α h(Xt , Ut ) ,

(12)

t=0

where 0 ≤ α ≤ 1 is a discount factor. We assume
the function h satisfies growth conditions, which
ensure that the right hand side is well defined for
all admissible U (e.g. h bounded). We only consider
stationary Markov controls, which are controls on the
form Ut = u(Xt−1 ).
Theorem 2 The value function V defined by (12)
satisfies the DPP



u
V (x) = sup h(x, u) + α V (y)Px (dy) . (13)
u∈Ax

Thus the desired function Vn can be found by
applying (9) recursively, starting with n = T . The
motivation for (9) is simple. Consider any control U
with U (n) = u. Then the value function is
Jn,x (U ) = h(n, x, u) + Ɛ

Corollary 1 Assume there exists a function u(n, x),
which maximizes the right hand side of (9). Then the
optimal control is a Markov control Ut∗ = u(t, Xt∗ ).


h(Xt , Ut ) + g(XT ) .

t=n+1

(10)
Given {Xn+1 = y} the second term on the right hand
side equals the value function Jn+1,y (Û ) for some
control Û and is therefore not larger than Vn+1 (y).
We therefore obtain


Jn,x (U ) ≤ h(n, x, u) + Ɛ Vn+1 (Xn+1 )



u
≤ sup h(n, x, u) + Vn+1 (y)Px (dy) . (11)
u∈An,x

Since this holds for any Jn,x (U ) equality must hold
for Vn (x). That VT (x) = g(x) is obvious. A Markov
control (also called feedback control) is a control
Ut = u(t, Xt ), for some deterministic function u.
Note, that for these controls the transition kernel (1)
becomes a Markov transition kernel. The following
corollary is rather easily checked.

Furthermore, assume there exists a maximizing function u(x) in (13). Then the optimal control is Ut∗ =
u(Xt∗ ).
The argument for this result follows the argument
for the finite horizon case. It can be shown that the
value function is the unique solution to (13) if a solution exists and can be approximated using standard
fixpoint techniques, for example, by choosing arbitrary V0 (x) and defining



Vn (x) = sup h(x, u) + α Vn−1 (y)Pxu (dy) .
u∈Ax

(14)
The infinite horizon problem may also involve stopping, that is, let τ = inf{t ≥ 0: Xt  ∈ G} denote the
first exit time from some set G ⊆  and define the
value function
 τ −1


α t h(Xt , Ut ) + g(Xτ )I (τ < ∞) .
V (x) = sup Ɛx
U ∈U

t=0

(15)
Then V (x) satisfies (14) for x ∈ G and V (x) = g(x),
x  ∈ G. Returning to Example 1, we see this is in the
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form (15) with g = 0 and h(x, p) = p. Substituting
ξ = x − p the problem (14) becomes



V (x) = max x − ξ + V (ξ − y)B(dy) , (16)
0≤ξ ≤x

where B is the distribution of p − Y . It follows that
there exists ξ1 such that the optimal choice is ξ ∗ = x,
x ≤ ξ1 and ξ ∗ = ξ1 , x ≥ ξ1 [12]. Pioneer work on
dynamic programming is in [3]. Good references for
discrete time control are also [13, 16].

Continuous-time Optimization
Controlled Diffusions
The classical area of continuous-time optimization is
controlled diffusions. The use of controlled diffusions in insurance problems is typically motivated
from diffusion approximations. In this setup the
state process X is governed by the SDE
dX(t) = µ(t, X(t), U (t)) dt
+ σ (t, X(t), U (t)) dW (t);

(a)

Finite time horizon

Js,x (U ) = Ɛ

h(t, X(t), U (t)) dt


+ g(τ ∧ T , X(τ ∧ T )) ,

Lu f (s, x) = µ(s, x, u)

+

∂
f (s, x)
∂x

σ 2 (s, x, u) ∂ 2
f (s, x).
2
∂x 2

(21)

Theorem 3 Assume in case (a) and (b) that V ∈
C 1,2 . Then V satisfies the HJB equation


∂
u
sup
V (s, x) + L V (s, x) + h(s, x, u) = 0.
u∈As,x ∂s
(22)
In case (a), we have the following boundary
conditions
V (T , x) = g(T , x),

x ∈ G,
x ∈ δG,

s<T

and in case (b), the latter must be satisfied for all s.
(18)

where 0 < T < ∞ is a fixed terminal time.
Infinite horizon, discounted return
 τ
Js,x (U ) = Ɛ
e−ρt h(X(t), U (t)) dt
s

In case (b) and (c), the SDE (17) must be timehomogeneous meaning that µ, σ cannot depend
explicitly on t (note that the reward functions h, g
does not depend on t). The objective is to find the
optimal value function V (s, x) = supU Js,x (U ) and
an optimal control U ∗ such that V (s, x) = Js,x (U ∗ )
for all s, x. The important tool for solving this
problem is the Hamilton–Jacobi–Bellman equation
(HJB), a second order nonlinear differential equation,
which is satisfied by the optimal value function (in
case (c), with ergodic return the optimal value is actually a constant, and the approach is slightly different).
For each u ∈ A, we define the infinitesimal operator

V (s, x) = g(s, x),

τ ∧T

s

(b)

(c) Infinite time horizon, ergodic return

 T
1
Js,x (U ) = lim sup Ɛ
h(X(t), U (t)) dt .
T →∞ T
s
(20)

X(s) = x, (17)

where s, x is the initial time and position, W =
{W (t)}t∈ is a standard Brownian motion, and
U = {U (t)}t∈ is the control process, adapted to
the filtration generated by W and taking values in
some region At,x ⊆ m . An admissible control U
is a process satisfying these conditions ensuring that
the (17) has a solution X. For each admissible control
U we introduce a performance criteria Jx,s (U ), which
is typically one of the following: Let τ be the first exit
time of X from a region G ⊆ , which will depend
on the control U .

3


−ρτ
+ e g(X(τ ))I (τ < ∞) . (19)

To give an argument for the HJB equation we
consider only case (a). Let τ̂ = τ ∧ T and choose
any stopping time σ . Following the arguments of the
finite time models we find the DPP to be

σ ∧τ̂
V (s, x) = sup Ɛ
h(t, X(t), U (t)) dt
U

s



+ V (σ ∧ τ̂ , X(σ ∧ τ̂ )) .

(23)
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Let h > 0 be small and choose σ = σh such that
σ < τ̂ a.s. and σ → s when h → 0. Then using Ito’s
formula we get
 σ
0 = sup Ɛ
{h(t, X(t), U (t))
U

+

s


∂
V (t, X(t)) + LU (t) V (t, X(t))} dt . (24)
∂t

Now divide by Ɛ[σ ] and let h → 0. Assume we
can interchange limit and supremum. Then we arrive
at (8).
Although these arguments can be made rigorous
we cannot know in advance that V will satisfy the
HJB equation. The Verification Theorem shows, however, that if a solution to the HJB equation exists it is
equal to optimal value function. In addition, it shows
how to construct the optimal control.
Theorem 4 Assume a solution F to (22) exists satisfying the boundary conditions. Let u(s, x) be the maximizer in (22) with V replaced F and define U ∗ by
U ∗ (t) = u(t, X ∗ (t)) with X ∗ the corresponding solution to (17). Then F (s, x) = V (s, x) = Js,x (U ∗ ).
The argument here is even simpler. Choose arbitrary U . Then

Ɛ[F (τ̂ , X(τ̂ ))] − F (s, x)


τ̂
∂
U (t)
=Ɛ
F (t, X(t)) + L F (t, X(t)) dt .
0 ∂t
(25)
Since F satisfies the HJB and the boundary conditions we get

Ɛ[g(τ̂ , X(τ̂ ))] − F (s, x)


τ̂
≤ −Ɛ
h(t, X(t), U (t)) , (26)
0

where from F (s, x) ≥ Js,x (U ). Choose U = U ∗ and
equality follows easily, which completes the proof.
In the infinite horizon case (b) it can be shown that
V (s, x) = e−ρs V (0, x), hence we need only consider
V (x) = V (0, x). It is easily seen that the HJB for
V (x) is then
 2
σ (x, u)
sup
V (x) + µ(x, u)V (x)
2
u∈A


− ρV (x) + h(x, u) = 0.

(27)

The boundary condition is V (x) = g(x), x ∈ δG.
In the finale case of ergodic return, the approach
is slightly different since it can be shown that the
optimal value function is V (x) = λ independent of
x. In this case, we need a potential function F (x)
and it can be shown that the pair (F (x), λ) satisfies
the HJB equation

 2
σ (x, u)
sup
F (x) + µ(x, u)F (x) + h(x, u) = λ.
2
u∈A
(28)
To understand the potential function F we can look
at the relation between case (b) and (c), where we let
G = . Let V ρ (x) be the solution to (27) for fixed
ρ. Then it follows that ρV ρ (0) → λ and V ρ (x) −
V ρ (0) → F (x) when ρ → 0.
In Example 2 it is easily seen, that the HJB equation becomes

 2
σ
sup
V (x) + (µ − D)V (x) − ρV (x) + D = 0.
D∈[0,M] 2
(29)
The value function can be shown to be concave
and it follows easily that the solution is a ‘bangbang’ solution: D(x) = 0 if x < x1 and D(x) = M
if x > x1 for some x1 . From this observation, the
function V can easily be constructed by solving
two ODEs and making a ‘smooth fit’ of the two
solutions at x1 and thereby finding the unknown x1
(for details see [2]). If we remove the restrictions on
the rate of dividend payments, that is, let M → ∞,
we cannot solve the HJB equation. However, the
problem can still be solved using singular control. We
will not go further into this topic here (refer to [6] for
more details). This dividend maximization problem of
Example 2 has been extended in a series of papers by
adding reinsurance and investment strategies to the
problem [1, 10, 11]. Good references for controlled
diffusions are [5, 17].

Control of Piecewise Deterministic
Markov Processes
Piecewise Deterministic Markov Processes (PDMP)
is a class of nondiffusion, continuous time, Markovian stochastic processes. A theory for controlling
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these processes has been developed [4, 14]. A process X = {X(t)}t∈0 is a PDMP if it has a countable
number of jumps of size Y1 , Y2 , . . . with distribution B, which arrive with intensity λ(x). We let
T1 , T2 , . . . denote the arrival times. In the time intervals (Ti , Ti+1 ), the process evolves deterministically
according to the differential equation (dX(t)/dt) =
f (t, X(t)). When controlling we consider only stationary Markov controls U (t) = u(X(t−)), and we
assume that λ = λ(x, u), B = B u and f = f (x, u).
Again we let τ denote the first exit time of X from
a set G and consider the value function
 τ
V (x) = sup Ɛ
e−ρt h(X(t), U (t)) dt
U

+e

0

−ρτ


g(X(τ ))I (τ < ∞) .

(30)

Using similar arguments as in the previous section,
we can show that V satisfies the HJB equation


(31)
sup Au V (x) − ρV (x) + h(x, u) = 0
u∈Ax

for all x ∈ G and V (x) = g(x) for x ∈ \G. The
infinitesimal operator is here an integro-differential
operator given by
Au k(x) = f (x, u)k (x)

+ λ(x, u) k(x + y) − k(x)B u (dy). (32)

This means that the equation (31) is a nonlinear
integro-differential equation, which is in general very
hard to solve.
It is easily seen that Example 3 is formulated
in the setting of PDMPs with f (x, a) = p(a) and
λ(x, a) = λ. The criteria function is of the form (30)
with h = 0, ρ = 0 and g = 1. So the HJB becomes

 x
min p(a)V (x) + λ
V (x − y)
a∈[0,1]

0


− V (x)B a (dy) = 0,

(33)

where B a is the distribution of aY. By change of
variable the equation becomes

x
min p(a)V (x) − λ 1 − B
a∈[0,1]
a

 x
x−y
λ 1−B
−
V (y) dy = 0, (34)
a
0
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which is a nonlinear integral equation for V . After
showing existence and uniqueness of a solution this
can be approximated by iterative methods as in the
discrete time case [7, 9, 15]. If claim sizes are exponentially distributed some control problems can be
solved explicitly [7, 8, 9].
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Stochastic Investment
Models
Stochastic investment models are an increasingly
important component in a variety of actuarial work.
As examples, they are now regularly used in
•
•
•
•
•

risk assessment;
risk management;
determining mismatching reserves;
setting premiums in insurance contracts with
complex financial characteristics;
valuation of liabilities (for example, fair value).

Wilkie model such as the relative homogeneity and
normality of returns.
A new generation of models is now emerging [1,
2, 5], which aims to combine the best features of
multi-asset, Wilkie-type models with arbitrage-free
dynamics. Such models are essential for fair valuation
of insurance liabilities, but their more general aim is
to incorporate the following features:
•
•
•
•

asset and economic variables as described previously;
the model is framed in continuous time;
realistic, arbitrage-free short-term dynamics to
permit derivative pricing and dynamic hedging;
realistic long-term dynamics to allow actuaries to
look at long-term risk-management problems.

A stochastic investment model is a model that
incorporates some or all of the following features:
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Surplus in Life and
Pension Insurance
Introduction
Surplus in life insurance is a key issue for participating business: actuarial control over the emergence
and distribution of surplus is a major subject in
the management of life insurance companies [5].
Although we here concentrate on surplus in the context of participating life business, surplus is also
relevant in any kind of fund in which long-term liabilities may be valued on the basis of assumptions
about the future. For example, shareholders have
needs and expectations of surplus in nonparticipating life business, with premium rates and payouts
being determined with a view to rewarding shareholders, who have provided capital and run risks. In
pensions business, referred to below, there are similar issues concerning the sources, size, analysis, and
uses of surplus.

Sources of Surplus
When insurers began to offer both participating and
nonparticipating policies, premium rates for the former were deliberately set higher than the latter, with
loadings for bonus, which were to be a significant
source of surplus.
Over time, investment earnings were also to be
a significant source of surplus, both from interest
and dividends in excess of what had been previously assumed, and then capital gains. Other sources
are better mortality and morbidity experience, better
expense experience than assumed, and miscellaneous
surplus (e.g. from surrendered policies (see Surrenders and Alterations)). The relative importance of
the sources depends on the type of policy and has varied over time [3]; investment surplus is also affected
by the degree of matching or mismatching of assets to
liabilities. The increased investment in equities, and
the capital appreciation therefrom, gave rise to some
difficult questions as to how much of such surplus to
distribute and how and to whom.
However, we should not ignore the ways in which
negative factors have reduced surplus or resulted
in deficits: for example, high expenses related to

inflation or poor operational management, or reductions in the value of stock market investments.
The analysis of surplus is traditionally carried out
as an analysis of the surplus that has arisen between
valuations. Hence, it starts from the premise that the
levels of investment return, mortality, expenses, and
so on are those assumed in the valuation; and we can
compute the excess investment return, and so on, on
this basis as comprising the surplus. In a continuoustime setting, we can analyze the contributions to surplus from different sources, using Thiele’s equation
(see Life Insurance Mathematics), which plays the
role of the recursive relationship between reserves. In
practice, the analysis is carried out over an extended
accounting period, typically a year, and a simplified
example of such an analysis, based on a net premium
valuation, is shown in Table 1 below [6].
Clearly, it can be helpful to subdivide the analysis
further. For example, a key element that can be
identified separately is the strain from new business,
and also the surplus or loss from withdrawals.
Redington [12] distinguished between revenue
surplus, being that arising from the investment return
and so on, and capitalized surplus, being changes
of a capital nature, such as the effect of changes
in the valuation basis (see Valuation of Life Insurance Liabilities). Note that the choice of valuation
basis affects mainly the timing of emergence of the
disclosed surplus: true for nonparticipating business,
and for participating business under stable bonus
conditions. In such circumstances, this leads to the
result that the surpluses, accumulated at the rate of
investment return that has been earned, are independent of the valuation method and basis.
However, especially if the valuation assumptions
are deliberately set as being prudent, the traditional
analysis of surplus may not be very enlightening.
There can be more merit in analyzing experience
compared to the assumptions used in designing the
product or in the life insurer’s business plans, using
the idea of the ‘control cycle’ (see Actuarial Control
Cycle) [7]. This is particularly the case for unitlinked business in which the net premium valuation
method cannot be applied sensibly.

Meaning of Surplus
The surplus in a life insurance fund is the excess
of the assets over the liabilities, but this leaves
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Table 1

Analysis of surplus

Type of surplus
Interest

I − i(L0 + 0.5(P − C − E))

Loading

(P − PN − E)(1 + 0.5i)

Mortality and
miscellaneous

L0 (1 + i) + (P + C)(1 + 0.5i) − L1

Total

(A1 − L1 ) − (A0 − L0 )

unanswered the question of how to place values on
the assets and liabilities. We have to consider what
the purpose is of the valuation. If it is to establish
the surplus with a view to distributing some or all of
the surplus to participating policyholders, the liabilities should exclude such expected distributions, even
though they may be constructive obligations. Again,
we may see liabilities calculated with a high degree
of prudence, helping to avoid inappropriate high distributions that weaken the fund, although the actuary
still needs a mechanism to ensure that policyholders
are fairly treated.
For other purposes, we may wish to consider liabilities including constructive obligations for future
distributions of surplus insofar as those obligations
have accrued to date. This can mean that we regard
the participating policyholders’ share of the assets
of the fund as a liability: we could express this as
the sum of the asset shares of policies, and add an
amount to reflect the value of options and guarantees, together with the liabilities on nonparticipating policies. We can then calculate the surplus as
the excess of the market value of the assets in the
fund over such liabilities. This surplus is sometimes
referred to as the orphan surplus, orphan estate, inherited estate, or ‘unattributed assets’. However, there is
no unique way of assessing this amount, although one
definition is given by Smaller et al. [14, p. 1274]:
the residual part of the long-term business fund
assets after setting aside that part of the assets sufficient to satisfy the obligations owed to all the fund’s
policyholders (including their reasonable expectations), shareholders and creditors.

Interest received over interest at the
valuation rate on initial liability plus
on cash flow (premiums less claims
less expenses for half a year).
Excess of actual over net premiums,
minus expenses, increased by half a
year’s interest.
Excess of initial liability increased by
interest plus premiums and claims
with half year’s interest, over
year-end liability.
Increase in excess of assets over
liabilities.

Risk-bearing and Surplus
Some life insurance products indicate what forms of
surplus they participate in. For example, expense surpluses (or deficits) may not be borne by certain policyholders, instead being borne by the shareholders,
the estate, or (possibly) other policyholders. Some
participating policies have, as their main feature,
participation in investment profits, with smoothing,
rather than sharing in the profits of the business as
a whole. That leaves open the question of how such
business risks are borne, and ensuring that those who
bear risks understand this and are rewarded fairly.
As an example, consider a life insurer offering
immediate annuity policies that participate in profits.
Do the annuitants share in the investment profits of
this class of business and also the mortality experience? Are they also subject to sharing in losses that
arise elsewhere in the business? For policyholders
who may be relying on the benefit payable under
their policy for their main source of income, these
are important questions. Indeed, life insurers operating participating business need to understand not only
how profits will be shared but also how losses will be
borne. Will they affect only the bonuses of the policyholders in the class that has led to such risks, or
will other (which?) policyholders also bear the risks?
Who bears losses on nonparticipating business (such
as those that have arisen from the reducing mortality of annuitants with nonparticipating policies)? In a
stock company, what are the circumstances in which
the shareholders will bear the losses? Perhaps, the
unattributed assets will bear the whole or share some
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of the losses, although there could be cases in which
that would not be enough.

Use of Surplus
Surplus is available as a source of financing in the
event of losses arising from the risks that the life
insurer undertakes. It has been asserted that the primary role of surplus is to act as a reserve against
the contingencies that could impair the ability of the
insurer to meet its obligations: even if the substantial
threat to solvency is unlikely, it is the possibility of
severe adverse development that justifies the holding
of surplus [16].
Regulators set a minimum solvency margin, which
they require life insurers to hold, and hence, there
needs to be an excess of assets over liabilities to meet
this need. That minimum margin may be set with reference to the risks that the life insurer is running.
However, beyond that, it is up to each life insurer
to use appropriate risk measurement techniques to
determine the surplus it needs to hold against adverse
events. The complexities of the life insurance business may make it difficult to quantify risks, and more
sophisticated risk management processes are often
needed to assess the capital required.
The ‘revolving fund’ approach is one answer to the
question, where the life insurer has a ‘full’ distribution of surplus, and operates with a low solvency margin. Each cohort of participating business is intended
to be self-supporting in terms of both investment mix
and payout smoothing [8]. One office with such a policy (Equitable Life in the UK) questioned the need
for surplus:
‘Where then, was the estate? . . . the intellectual
argument for its genesis and maintenance does not
seem well-grounded’ [11, p. 317–318].
However, such an approach was subsequently
to prove unsound, when adverse financial conditions required funds that the insurer in question did
not have.
A life insurer with a high surplus may be able
to take more risks, with the prospect, but not the
guarantee, of correspondingly greater rewards. Surplus can bring competitive advantages to a life insurer
who can use it to take advantage of new business
opportunities, such as developing new products or
entering new territories [16]. Surplus can also be used
to finance new business and other investment opportunities, although in determining how to use surplus
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in this way, the needs and objectives of the stakeholders in the fund need to be considered. Shareholders
may have a greater preference for writing new business than the existing policyholders, who will be
concerned that their bonuses are not unfairly affected
by the strain arising from new business, and also the
possibility that it will be unprofitable.
If a mutual life insurer (see Mutuals) has surplus
that is judged high, then if such surplus represents
unattributed assets, the management may face pressure from policyholders for a distribution of some of
the surplus. There can be a fine balance between satisfying such policyholders and yet retaining a prudent
amount of surplus for contingencies that policyholders may not appreciate [15].

Shareholders’ Share of Surplus
An important issue is how do stock insurers determine the share of surplus to be allocated to shareholders? This may be a matter for the directors of
the insurer to decide, acting on actuarial advice. The
directors will take into account the legal position as
determined when the fund was established, or rights
that have arisen because of the practice of the fund,
such as whether shareholders participate in the surplus of the fund as a whole, or in the surplus arising
on participating policies, or in the surplus arising only
from certain sources. However, it is an area where
actuarial principles of equity do not easily translate
into what the shareholders should receive in practice [18], and regulators (see Insurance Regulation
and Supervision) may need to set rules or have powers of intervention to protect policyholders [1].
In principle, the shareholders’ share of surplus
could reflect the benefits that their capital brings,
and the risks they are running: not easy to assess.
In practice, ad hoc rules may be used, and it may
be acceptable for policyholders if the proportion of
surplus transferred to shareholders is not increased
over time or not beyond some maximum specified at
the outset.
However, rules may not be logical [17]. Say a life
insurer issues a policy with a high bonus loading in
the premium rates and relatively low guaranteed benefits. Then there is an expectation of high surpluses,
and also a relatively high transfer to shareholders.
However, if the guarantees are relatively low, the
risks to the shareholders are also relatively low, not
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consistent with their high rewards [13]. In practice,
the shareholders’ proportion of surplus has declined
over time and is limited by competition, imperfect as
it is.
A life insurer’s practice of allocating to shareholders a fixed proportion of surplus, may also need
adaptation to cover how tax is allocated between policyholders and shareholders, and also if unattributed
assets are distributed.
It may also be noted that the shareholders receive
x% of distributed surplus, which is x/(100 − x) of
the cost of the bonus paid to policyholders. If such
cost is calculated on a valuation basis that is prudent,
with a valuation rate below what is ‘realistic’, then
this increases the transfer made to the shareholders.
With a change to a more ‘realistic’ valuation basis,
the amount transferred to shareholders reduces [2].

Orphan Surplus
A life insurer may decide that it is unnecessary to
retain all the unattributed assets in the fund and that
some should be returned to the policyholders, and in
a stock life insurer, that some should be returned to
the shareholders. It may well be difficult to analyze
the source of the unattributed assets, but they are
likely to include the effect of having distributed to
previous generations of policyholders, less than could
have been afforded, though this may have represented
prudent management at the time. A distribution of
such unattributed assets to the current generation of
policyholders is therefore a windfall.
In the case of a mutual, such a distribution may
take place at the time of demutualization. In the
case of a stock life insurer, the question of how
to divide the distribution between policyholders and
shareholders may prove controversial, and there are
a number of perspectives on this question [14]. On
the one hand, such policyholders may have no reasonable expectation of receiving any such windfall;
however, if there is to be such a distribution, they may
well have a reasonable expectation that they should
receive a large proportion of it.

Special Classes
A number of types of life business may require
special consideration as regards their entitlement to
surplus [5]. For example, industrial life business will

have a different experience as regards expenses,
lapses, and surrenders, compared with ordinary life
business, and would ordinarily have bonus rates
reflecting that. Similarly, business operated in different territories may be treated as separate classes
for bonuses.

Pension Schemes
Surplus is an important issue in schemes with defined
salary-related benefits (see Pensions: Finance, Risk
and Accounting). Say, the employer pays the balance
of contributions necessary to pay for the benefits.
Then a deficit indicates an obligation on the employer
to pay in additional contributions, or a risk for the
scheme members that the benefits they expect will
not be paid. However, this also leads to the tricky
question of who owns any surplus? If the employer
has such an obligation when there is a deficit, should
he not have the benefit if experience is favorable and
there is a surplus? Surplus may be returned to the
employer either by a cash refund or through reduced
contributions, which may be ‘contribution holidays.’
Alternatively, it can be argued that contributions to
the scheme are for the benefit of scheme members and
other beneficiaries, and that they should gain from
favorable experience, for example through increasing
the level of pension benefits payable.
Such issues on ownership of surplus have often
proved tricky where firms have merged or been
acquired, especially where the rights to surplus in
their pension schemes are not clearly defined [9].
In measuring surplus, we need to consider that
there are different ways of measuring assets and
liabilities. Surplus measured using market values of
assets, with liabilities based on bond yields, may
differ from surplus measured using the discounted
value of the expected income from assets, with the
liabilities discounted using the expected return on the
assets held. Indeed, the several alternative valuation
bases have different implications for surplus [10].
What is the optimum amount of surplus? While
it is tempting to say, this depends on the measurement method and basis, it is worth emphasizing that
the parties involved can have different interests [4].
Employers and employees have different perspectives. In addition, regulators may set a minimum
surplus level, or require action if there is a deficit;
and if the pension scheme gains from tax advantages,
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there may be reason to prevent surpluses from growing unduly.
As in the case of life business, investment returns
that differ from those expected can be a source of
substantial surplus. This is especially the case when
the assets are not those that match the liabilities on the
valuation basis used. For example, where liabilities
are calculated by discounting at bond yields, and a
large part of the assets are in equities, movements in
share prices can give rise to substantial surpluses or
deficits on a market value basis.
The analysis of surplus has also to consider the
level of salary rises, as this affects salary-related
liabilities. The actuary is also making assumptions
on demographic factors (see Demography): increasing longevity (see Decrement Analysis) has been
a strain on funds, although other factors that can
contribute (positively or negatively) to surplus are
the number of employees leaving service, ill-health
retirements, or the proportion of members with widows or widowers.
Surplus is also affected by other commercial factors that are decisions of employers or other parties
responsible for the running of a scheme. For example, a large redundancy program, or a decision to
increase discretionary benefits under a scheme, can
have severe effects on the surplus of a scheme, and
the actuary would expect to be consulted to consider
the implications.

Conclusion
Actuaries recognized that their original practices for
distributing surplus needed updating when substantial amounts of surplus arise as investment returns
increased. However, they have also found that lower
interest rates, and falls in the market prices of equities present challenges. Hence, there continue to be
issues for actuaries and life insurers in the way they
manage, calculate, and distribute surplus.
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Time Series
A (discrete) time series is a sequence of data xt ,
t = 1, . . . , N (real numbers, integer counts, vectors,
. . .), ordered with respect to time t. It is modeled as part of the realization of a stochastic process . . . , X−1 , X0 , X1 , X2 , . . ., that is, of a sequence
of random variables, which is also called a time
series. In engineering applications, complex-valued
time series are of interest, but in economic, financial,
and actuarial applications, the time series variables
are real-valued, which we assume from now on. We
distinguish between univariate and multivariate time
series for one-dimensional Xt and for vector-valued
Xt respectively. For the sake of simplicity, we restrict
ourselves mainly to univariate time series (compare
Further reading).
Insurance professionals have long recognized the
value of time series analysis methods in analyzing sequential, business, and economic data, such
as number of claims per month, monthly unemployment figures, total claim amount per month, daily
asset prices and so on. Time series analysis is also
a major tool in handling claim inducing data like
age-dependent labor force participation for disability insurance [8], or meteorological and related data
like wind speed, precipitation, or flood levels of rivers
for flood insurance against natural disasters [27]
(see Natural Hazards). Pretending that such data
are independent and applying the standard tools of
risk analysis may give a wrong impression about the
real risk and the necessary reserves for keeping the
ruin probability below a prescribed bound. In [13,
Ch. 8.1.2], there appears an illuminating example: a
dyke which should be able to withstand all floods
for 100 years with probability 95% can be considerably lower if the flood levels are modeled as a
time series instead of a sequence of independent
data.
The observation times are usually regularly
spaced, which holds, for example, for daily, monthly,
or annual data. Sometimes, a few data are missing, but in such situations the gaps may be filled
by appropriate interpolation techniques, which are
discussed below. If the observation points differ
only slightly and perhaps randomly from a regular pattern, they may be transformed to a regularly
spaced time series by mapping the observation times
to a grid of equidistant points in an appropriate

manner. If the data are observed at a completely
irregular set of time points, they usually are interpreted as a sample from a continuous-time series,
that is, of a stochastic process or random function X(t) of a real-valued time variable. Of course,
a regularly spaced times series may also be generated by observing a continuous-time process at
a discrete, equidistant set of times only. In comparison to observing the whole continuous path,
the discrete time series contains less information.
These effects are well investigated ([33], Ch. 7.1).
They are also relevant, if one starts from a discrete
time series and reduces the frequency of observations used for further analysis, for example, reducing
high-frequency intraday stock prices to daily closing
prices.
In most applications, the process Xt , −∞ <
t < ∞, is assumed to be strictly stationary, (see
Stationary Processes), that is, the joint probability
distribution of any finite number of observations,
Xt (1)+s , . . . , Xt (n)+s does not depend on s. If we
observe part of a stationary time series, then it looks
similar no matter when we observe it. Its stochastic
structure does not change with time.
For many purposes, it suffices to assume that the
first and second moments are invariant to shifts of
the timescale. For univariate time series, the process
is weakly stationary, if var Xt < ∞, and if
EXt = µ,

cov(Xt , Xs ) = γt−s

∀t, s.

(1)

A weakly stationary time series has a constant
mean, and the covariance as a measure of dependence between Xt and Xs depends on the time
lag t − s only. γn , −∞ < n < ∞ are called the
autocovariances of the time series. They always
form a nonnegative definite and symmetric sequence
of numbers. The standardized values ρn = γn /γ0 =
corr(Xt+n , Xt ), satisfying |ρn | ≤ ρ0 = 1, are called
the autocorrelations.
If a time series is strictly stationary and has a
finite variance, then it is weakly stationary too. The
converse is true for Gaussian time series, that is,
processes for which any selection Xt (1) , . . . , Xt (n)
has a multivariate normal distribution with mean and
covariance matrix determined by (1). In that case, the
mean µ and the autocovariances γn determine the
distribution of the stochastic process completely.
A very special stationary time series, which serves
as an important building block for more complex
models, is the so-called white noise, εt , −∞ < t <
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∞, which consists of pairwise uncorrelated random
variables with identical mean µε and variance σε2 . Its
autocovariances vanish except for the lag 0 : γn = 0
for n  = 0, and γ0 = σε2 . If the εt are even independent
and identically distributed (i.i.d.), they are called
independent or strict white noise.
Many time series models assume that the observation Xt at time t is partly determined by the
past up to time t − 1 and some new random variable εt , the innovation at time t, which is generated at time t and which does not depend on
the past at all. Examples are causal linear processes with an additive decomposition Xt = πt + εt
or stochastic volatility models Xt = σt εt , where the
random variables πt and σt are determined (but
not necessarily observable) at time t − 1, and εt ,
−∞ < t < ∞, is white noise or even strict white
noise.

Linear Time Series Models
A simple, but very useful time series model is the
autoregression of order p or AR(p) process.
Xt = µ +

p


αk (Xt−k − µ) + εt ,

k=1

(2)

where εt , −∞ < t < ∞, is white noise with mean
Eεt = 0. An autoregressive process is, therefore,
a linear regression of Xt on its own past values
Xt−1,..., Xt−p . Such processes can also be interpreted
as the solutions of stochastic difference equations, the
discrete analog of stochastic differential equations.
Let Xt = Xt − Xt−1 denote the difference operator. Then, an AR(1) process solves the first-order
difference equation Xt = (α1 − 1)(Xt−1 − µ) + εt .
Correspondingly, an AR(p) process satisfies a pth
order difference equation. Autoregressions are particularly simple tools for modeling dependencies in
time. For example, [11] applies credibility theory to
IBNR reserves for portfolios in which payments in
consecutive development periods are dependent and
described using AR models.
Figure 1 shows from top to bottom an AR(1)
process with α1 = 0.7 and centered exponential along
with Gaussian innovations εt and Gaussian white
noise, respectively. Mark the sharp peaks of the first
autoregression, compared to the Gaussian one’s peaks
and troughs of similar shape.
Autoregressive processes are widely applied as
models for time series but they are not flexible
enough to cover all simple time series in an appropriate manner. A more general class of models consists
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of the so-called mixed autoregressive – moving average processes or ARMA(p, q) processes
Xt = µ +

p

k=1

αk (Xt−k − µ) +

q


βk εt−k + εt ,

(3)

k=1

where again εt , −∞ < t < ∞, is zero-mean white
noise. Here, Xt is allowed to depend explicitly on the
past innovations εt−1 , εt−2 , . . .. The class of ARMA
models contains the autoregressions as special case as
obviously ARMA(p, 0) = AR(p). The other extreme
case ARMA(0, q) is called moving average of order q
or MA(q)-process in which Xt = µ + εt + β1 εt−1 +
· · · + βq εt−q is just a shifting regime of linear combinations of uncorrelated or even independent random
variables. ARMA models are the most widely used
class of linear parametric time series models. They
have been applied, for example, to model the annual
gain of an insurance company and to calculate bounds
on the ruin probability [19, 35].
Providing some initial values X1 , . . . , Xm , ε1 , . . . ,
εm for m = max(p, q) it is always possible to generate a stochastic process satisfying the ARMA equation (3) recursively. However, only for particular
values of the autoregressive parameters α1 , . . . , αp
there will be a stationary process satisfying (3):
zeroes of the generating polynomial α(z) = 1 −
α1 z − · · · − αp zp have to lie outside of the closed
unit circle {z; |z| ≤ 1} in the complex plane. Otherwise, the time series will explode, if there is a zero
z0 with |z0 | < 1 or it will exhibit some other type of
instationarity, if there is some zero z0 with |z0 | =
1. For the simple case of an AR(1)-model, Xt =
αXt−1 + εt with mean µ = 0, let us assume that we
start the process at time 0 with Xt = c  = 0. Iterating
the autoregressive equation, we get Xt = α(αXt−2 +
εt−1 ) + εt = · · · = α t c + α t−1 ε1 + · · · + αεt−1 + εt .
For |α| < 1, we have α(z) = 1 − αz  = 0 for all |z| ≤
1, and therefore a stationary solution. Here, the influence of the initial value c decreases exponentially
with time like |α|t . This exponentially decreasing
influence of initial values is a common feature of
all stationary ARMA processes, and it facilitates the
simulation of such time series considerably; we can
start with arbitrary initial values for finitely many
observations and generate the innovations as white
noise. Then, we get all future data by applying
the recursion (3), and from a certain point onwards,
the time series will be practically in its stationary
state and no longer depend on the starting values.

3

If on the other hand |α| > 1, the time series will
explode as Xt always contains the term α t c that
increases exponentially in absolute value. For α = 1,
Xt = c + ε1 + · · · + εt is a random walk. It will stay
around c on the average as EXt = c, but its variance
increases with time: varXt = tσε2 in contradiction to
the stationarity assumption.
ARMA models belong to the large class of general
linear processes
Xt = µ +

∞


bk εt−k ,

(4)

k=−∞

where εt , −∞ < t < ∞, is zero-mean white noise
and bk ,−∞ < t < ∞, are square-summable coeffi2
cients ∞
k=−∞ bk < ∞. The series in (4) converges
in the mean-square sense. Many theoretical results
for model parameter estimates require the stronger
assumption of a linear 
process where the coefficients
have to be summable ∞
k=−∞ |bk | < ∞, and the εt ,
−∞ < t < ∞, have to be strict white noise.
Almost all stationary time series, in practice,
admit a representation as a general linear process except for those containing a periodic signal. The autocovariances can always be represented as the Fourier–Stieltjes transform γk =
π
(1/2π) −π e−ikω F (dω), of an increasing function F .
If this function is absolutely continuous with density
f , then
 π
1
e−ikω f (ω) dω,
(5)
γk =
2π −π
that is, γk is a Fourier coefficient of the function
f , which is called the spectral density of the time
series. Except for the fact that f does not integrate
up to 1, it corresponds to a probability density and
F to a distribution function. For real-valued Xt ,
f is a symmetric function: f (ω) = f (−ω). Now,
if the time series contains a periodic component
A cos(ω0 t + ) with random amplitude A and phase
, F will have a jump at ±ω0 . If Xt does not contain
any such periodic component, F will be absolutely
continuous except for pathological situations that are
irrelevant for practical purposes, and, then, Xt will
be a generalized linear process where the coefficients
bk are derived
the spectral density

 ∞ by factorizing
−ikω 2

.
f (ω) =
k=−∞ bk e
Assuming a linear process is a much stronger condition on a time series, mainly due to the requirement
that the εt have to be independent. Here, the Xt are
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limits of linear combinations of i.i.d. random variables, which imposes considerable restrictions on the
stochastic process. A useful property is the fact that a
linear process will be a Gaussian time series if the εt
are i.i.d. normal random variables. Linear models are
widely used for time series of interest to insurance
professionals, but this modeling assumption should
be checked. In [5], tests for linearity and Gaussianity are presented together with applications to several
data sets relevant to the financial operations of insurance companies.
If
the right-hand side of (4) is one-sided: Xt =
µ+ ∞
k=0 bk εt−k , then the linear or general linear
process is called causal. Such a process is also
called an infinite moving average or MA(∞) process. In that case, the random variable εt again
represents the innovation at time t, if we normalize the bk such
 that b0 = 1, and Xt = πt + εt ,
where πt = µ + ∞
k=1 bk εt−k is the best predictor for Xt , given the complete past. A stationary
process admits a representation as a causal general linear process under the rather weak condition that it has a spectral density f for which
log f (ω) is an integrable function [33], Ch. 10.1.1.
Under a slightly stronger, but still quite general condition, the MA(∞)-representation is invertible: εt =

∞
has an AR(∞)
k=0 ak (Xt−k − µ). In that case, Xt 
representation, for example, Xt = − ∞
k=1 ak Xt−k +
εt if we have µ = 0 and standardize the ak such that
a0 = 1 [33], Ch. 10.1. Both results together show that
any stationary time series satisfying a rather weak set
of conditions may be arbitrarily well approximated in
the mean-square sense by an AR(p) model and by a
MA(q) model for large enough p, q. That is the main
reason why autoregressions and moving averages are
such useful models. In practice, however, the model
order p or q required for a reasonable fit may be
too large compared to the size of the sample as they
determine the number of parameters to be estimated.
The more general ARMA models frequently provide
a more parsimonious parameterization than pure AR
and MA models.
ARMA models have another interesting property.
Under rather general conditions, they are the only
general linear processes that can be written in statespace form. Consider the simplest nontrivial case, a
zero-mean AR(2) process Xt = α1 Xt−1 + α2 Xt−2 +
εt . Setting the two-dimensional state vector as xt =
(Xt , Xt−1 )T and the noise as et = (εt , 0)T , then Xt

is the observed variable of the linear system
xt = F xt−1 + et

Xt = (1 0)xt ,

(6)

where the system matrix F has the entries F11 = α1 ,
F21 = α2 , F12 = 1, F22 = 0. Mark that xt , −∞ < t <
∞, is a Markov chain such that many techniques
from Markov process theory are applicable to ARMA
models. Similarly, a general ARMA(p, q) process
may be represented as one coordinate of the state vector of a linear system ([33], Ch. 10.4). A review of
state-space modeling of actuarial time series extending the scope of univariate ARMA models, can be
found in [9].

Prediction, Interpolation, and Filtering
One of the most important tasks of time series
analysis is forecasting, for example, the claims runoff of ordinary insurance business for establishing
claims reserves [37]. This prediction problem can be
formally stated as: Find a random variable πt , known
at time t − 1, which forecasts Xt optimally in the
sense that the mean-square prediction error E(Xt −
πt )2 is minimized. In general, the best predictor will
be a nonlinear function of past data and other random
variables. For an AR(p) process with, for the sake of
simplicity, mean µ = 0, the best forecast of Xt is
just a linear combination of the last p observations
πt = α1 Xt−1 + · · · + αp Xt−p , the prediction error is
the innovation εt = Xt − πt , and the minimal meansquare prediction error is just the innovation variance
σε2 = var εt . Once we have determined the one-step
predictor for Xt given information up to time t − 1,
we can iteratively calculate also s-step forecasts for
Xt−1+s [3].
Predicting ARMA processes is slightly more difficult than autoregressions. The best forecast for Xt
satisfying (3) up to time t − 1 is πt = α1 Xt−1 +
· · · + αp Xt−p + β1 εt−1 + · · · + βq εt−q if again we
assume µ = 0. However, the innovations εs = Xs −
πs are not observed directly, but we can approximate them by ε̂s = Xs − π̂s , where π̂t denotes the
following recursive predictor for Xt
π̂t =

p

k=1

αk Xt−k +

q


βk (Xt−k − π̂t−k ).

(7)

k=1

We may start this recursion with some arbitrary values for π̂1 , . . . , π̂m , m = max(p, q), if the ARMA
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equation (3) has a stationary solution. For then the
influence of these initial values decreases exponentially with time, quite similar to the above discussion
for the starting value of an AR(1)-process. Therefore, the recursive predictor will be almost optimal,
π̂t ≈ πt , if t is large enough.
Similar to prediction is the interpolation problem:
Given information from the past and the future,
estimate the present observation Xt . Such problems
appear if some observations in a time series are
missing, for example, stock prices during a holiday
that are needed for some kind of analysis. The
interpolation can also be solved as a least-squares
approximation problem based on a simple parametric
time series model. Alternatively, we may apply
nonparametric techniques like Wiener filtering to the
prediction as well as the interpolation problem, which
uses the spectral density of a time series and its
properties ([33], Ch. 10.1).
Both the prediction and interpolation problem are
special cases of the general filtering problem where
a time series is observed with some noise Nt and
where we have to estimate Xt from some of the noisy
observations Ys = Xs + Ns , where s may be located
in past, present, or future of t. If the time series of
interest allows for a state-space representation like
an ARMA model, then a quite effective procedure
for calculating the least-squares estimate for Xt is
given by the Kalman filter ([33], Ch. 10.6). It is
also immediately applicable to multivariate problems
in which, for example, we try to forecast a time series
given not only observations from its own past but also
from other related time series.

Parameter Estimates for Linear Models
We observe a sample X1 , . . . , XN from a general
linear process (4) with spectral density f . If f is
continuous in a neighborhood of 0 and f (0) > 0,
then the law of large numbers and the central limit
theorem hold
N
1 
XN =
Xt −−−→ µ in probability,
(8)
N t=1
√
N (X N − µ) −−−→ N(0, f (0)) in distribution

(9)
for N → ∞, that is, the sample mean X N from a
time series provides a consistent and asymptotically
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normal estimate of the mean µ. The variance of X N
depends on the type of dependence in the time series.
If Xt , Xt+k are mainly positively correlated then the
variance of X N will be larger as for the independent
case, as the path of X N , N ≥ 1, may show longer
excursions from the mean level µ, whereas for mainly
negatively correlated observations, the randomness
will be averaged out even faster than for the independent case, and varX N will be rather small. In actuarial
applications, the overall dependence usually is positive such that we have to be aware of a larger variance
of the sample mean than in the i.i.d. case.
The autocovariances γk = cov(Xt , Xt+k ), k = 0,
. . . , N − 1, are estimated by so-called sample autocovariances
γ̂k =

N−k
1 
(Xt+k − X N )(Xt − X N ).
N t=1

(10)

Dividing by N , instead of the number N − k of pairs
of observations, has the important advantage that
the sequence γ̂0 , . . . , γ̂N−1 of estimates automatically
will be nonnegative definite, like true autocovariances
γ0 , . . . , γN−1 . This fact is, for example, very helpful in estimating the autoregressive parameters of
ARMA models. If X1 , . . . , XN is a sample from a
linear process with spectral density f and Eεt4 < ∞,
then γ̂k is a consistent and asymptotically normal estimator of γk . We even have that any finite selection
(γ̂k1 , . . . , γ̂km ) is asymptotically multivariate normally distributed
√
N(γ̂k1 − γk1 , . . . , γ̂km − γkm ) −−−→ Nm (0, )
in distribution for N → ∞ with the asymptotic
covariance matrix
 π
1
f 2 (ω){ei(k− )ω + ei(k+ )ω } dω
k, =
2π −π
κε
(11)
+ 4 γk γ ,
σε
where κε = Eεt4 − 3σε4 denotes the fourth cumulant
of εt (κε = 0 for normally distributed innovations)
[33], Ch 5.3. From the sample autocovariances, we
get in a straightforward manner the sample autocorrelations ρ̂k = γ̂k /γ̂0 as consistent and asymptotically normal estimates of the autocorrelations ρk =
corr(Xt , Xt+k ).
For Gaussian time series, mean µ and autocovariances γk determine the distribution of the stochastic
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process completely. Here, sample mean and sample
autocovariances are asymptotically for N → ∞ identical to the maximum likelihood (ML) estimates.
Now, we consider a sample X1 , . . . , XN from
a Gaussian linear process that admits a decomposition Xt = πt (ϑ) + εt with independent N(0, σε2 )distributed innovations εt , −∞ < t < ∞. The function πt (ϑ) denotes the best predictor for Xt
given the past information up to time t − 1,
and we assume that it is known up to a ddimensional parameter vector ϑ ∈ d . For the
ARMA(p, q)-model (2), we have d = p + q + 1,
ϑ = (µ, α1 , . . . , αp , β1 , . . . , βq )T and
πt (ϑ) = µ +

p


αk (Xt−k − µ) +

k=1

q


CML estimates are called quasi maximum likelihood
(QML) or pseudo maximum likelihood estimates.
For genuine ARMA(p, q) models with q ≥ 1, an
additional problem appears. We have to condition
not only on the first observations X1 , . . . , Xm , but
also on the first innovations ε1 , . . . , εm , to be able to
calculate the πt (ϑ), t > m = max(p, q). If we would
know ε1 , . . . , εm , the remaining innovations can be
calculated recursively, depending on the parameter
ϑ, as
εt (ϑ) = Xt − µ −

p


αk (Xt−k − µ)

k=1

−

βk εt−k . (12)

k=1

q


βk εt−k (ϑ),

(13)

k=1

Provided that we have observed all the necessary
information to calculate πt (ϑ), t = 1, . . . , N , for
arbitrary values of ϑ, we can transform the original
dependent data X1 , . . . , XN to the sample of innovations εt = Xt − πt (ϑ), t = 1, . . . , N , and we get the
likelihood function


N

Xt − πt (ϑ)
1
ϕ
,
σ
σε
t=1 ε

with initial values εt (ϑ) = εt , t = 1, . . . , m. Then,
the conditional Gaussian likelihood function is

where ϕ is the standard normal density. However,
the πt (ϑ) for small t will usually depend on data
before time t = 1, which we have not observed. For
an autoregressive model of order p, for example, we
need p observations X1 , . . . , Xp before we can start
to evaluate the predictors πt (ϑ), t = p + 1, . . . , N .
Therefore, we treat those initial observations as fixed
and maximize the conditional likelihood function

In practice, we do not know ε1 , . . . , εm . So, we have
to initialize them with some more or less arbitrary
values similar as in forecasting ARMA processes.
Due to the exponentially decreasing memory of
stationary ARMA processes, the effect of the initial
innovation values is fortunately of minor impact if
the sample size is large enough.
An alternative to CML estimates for ϑ are the
(conditional) least-squares
estimates, that is, the para
meters minimizing t (Xt − πt (ϑ))2 , where the summation runs over all t for which πt (ϑ) is available
based on the given sample. For the ARMA(p, q)
model, we have to minimize

N

1
ϕ
σ
t=p+1 ε

1
σε

Xt − µ −

p


αk (Xt−k − µ)

.

k=1

The resulting estimates for ϑ = (µ, α1 , . . . , αp )T and
σε are called conditional maximum likelihood (CML)
estimates. If N
p, the difference between CML
estimates and ML estimates is negligible.
The basic idea is directly applicable for other distributions of the εt instead of the normal. If, however,
there is no information about the innovation distribution available, the model parameters are frequently
estimated by maximizing the Gaussian conditional
likelihood function even if one does not believe in the
normality of the εt . In such a situation, the Gaussian

N

1
ϕ
σ
t=m+1 ε

−

q


1
σε

Xt − µ −

p


αk (Xt−k − µ)

k=1

βk εt−k (ϑ)

.

k=1

N


Xt − µ −

t=m+1

−

p


αk (Xt−k − µ)

k=1
q


2

βk εt−k (ϑ)

.

k=1

For the pure autoregressive case (q = 0), explicit
expressions for the least-squares estimates of
µ, α1 , . . . , αp can be easily derived. They differ by
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only a finite number of asymptotically negligible
terms from even simpler estimates µ̂ = X N and
α̂1 , . . . , α̂p given as the solution of the so-called
Yule–Walker equations
p


α̂k γ̂t−k = γ̂t ,

t = 1, . . . , p,

7

which are consistent and easily calculated explicitly,
but which are asymptotically less efficient than the
CML estimates (compare [16] and [6], Ch. 8, where
in the latter reference also, the slightly more complicated unconditional ML estimates are discussed).

(14)

Model Selection for Time Series

k=1

where γ̂0 , . . . , γ̂p are the first sample autocovariances (10) and γ̂−k = γ̂k . As the sample autocovariance matrix ˆ p = (γ̂t−k )0≤t,k≤p−1 is positive definite
with probability 1, there exist unique solutions
α̂1 , . . . , α̂p of (14) satisfying the stationarity condition for autoregressive parameters. Moreover, we
can exploit special numerical algorithms for solving
linear equations with a positive definite, symmetric
coefficient matrix. The corresponding estimate for the
innovation variance σε2 is given by
γ̂0 −

p


α̂k γ̂k = σ̂ε2 .

(15)

k=1

The Yule–Walker estimates are asymptotically equivalent to the least-squares and to the Gaussian CML
estimates. They are consistent and asymptotically
normal estimates of α1 , . . . , αp
√
N (α̂1 − α1 , . . . , α̂p − αp )T −−−→ Np (0, σε2 p−1 )
in distribution for N→∞, where p = (γt−k )0≤t,k≤p−1
is the p × p-autocovariance matrix. This limit result
holds for arbitrary AR(p) processes with i.i.d. innovations εt that do not have to be normally distributed.
For a Gaussian time series, we know however,
that the Yule–Walker estimates are asymptotically
efficient.
The estimates for the autoregressive parameters
solve the linear equations (14), and, thus, we have
an explicit formula for them. In the general ARMA
model (3), we have to solve a system of nonlinear equations to determine estimates α̂1 , . . . , α̂p ,
β̂1 , . . . , β̂q , which are asymptotically equivalent to
the Gaussian CML-estimates. Here, we have to take
recourse to numerical algorithms, where a more stable procedure is the numerical minimization of the
conditional log-likelihood function. Such algorithms
are part of any modern time series analysis software,
but their performance may be improved by choosing
good initial values for the parameters. They are provided by other estimates for α1 , . . . , αp , β1 , . . . , βq ,

An important part of analyzing a given time series
Xt is the selection of a good and simple model. We
discuss the simple case of fitting an AR(p) model to
the data, where we are not sure about an appropriate
value for the model order p. The goodness-of-fit of
the model may be measured by calculating the best
predictor πt for Xt given the past, assuming that the
observed time series is really generated by the model.
Then, the mean-square prediction error E(Xt − πt )2
is a useful measure of fit corresponding to the residual
variance in regression models. However, in practice,
we do not know the best prediction coefficients but
we have to estimate them from the data. If we
denote by α̂k (p), k = 1, . . . , p, the estimates for the
parameters of an AR(p) model fitted to the data, then
the final prediction error ([6], Ch. 9.3),
FPE(p) = E Xt −

p


2

α̂k (p)Xt−k

(16)

k=1

consists of two components, one based as usual
on our uncertainty about what will happen in the
future between time t − 1 and t, the other one
based on the estimation error of α̂k (p). If we are
mainly interested in forecasting the time series, then
a good choice for the model order p is the minimizer
of FPE(p). An asymptotically valid approximation
of the FPE error is FPE(p) ≈ σ̂ 2 (p)(N + p)/(N −
p), where σ̂ 2 (p) denotes the ML estimate of the
innovation variance assuming a Gaussian AR(p)
process. The order selection by minimizing FPE
is asymptotically equivalent to that by minimizing
Akaike’s information criterion (AIC) [6], Ch. 9.3.
This method of fitting an autoregressive model to a
time series has various nice properties, but it does
not provide a consistent estimate of the order, if the
data are really generated by an AR(p0 ) process with
finite but unknown order p0 . For consistent order
estimation, there are other model selection procedures
available [6], Ch. 9.3.
For model selection purposes, we have to estimate
the autoregressive parameters α̂1 (p), . . . , α̂p (p), for
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a whole range of p = 1, . . . , pmax , to calculate and
minimize, for example, FPE(p). Here, the fast Levinson–Durbin algorithm is quite useful that allows to
evaluate the Yule–Walker estimates for the α̂k (p)
recursively in p. A more general algorithm for
the broader class of ARMA models is also available [16].
A popular alternative for selecting a good model is
based on analyzing the correlogram, that is, the plot
of autocorrelation estimates ρ̂k against time lag k,
k ≥ 1, or the related plot of partial autocorrelations.
From their form, it is possible to infer suitable orders
of ARMA models and, in particular, the presence of
trends or seasonalities [6], Ch. 9 [3]. Finally, a useful
way to check the validity of a model is always to
have a look at the residual plot, that is, at the plot
of the model-based estimates for the innovations ε̂t
against time t. It should look like a realization of
white noise, and there are also formal tests available
like the portmanteau test [6], Ch. 9.4.
Most of the model selection procedures, in particular, the minimization of the AIC or the analysis of residuals, are applicable in a much more
general context as far as the models are specified
by some finite number of parameters, for example, nonlinear threshold autoregressions or generalized autoregressive conditional heteroskedasticity
(GARCH processes) discussed below.

Nonstationary and Nonlinear Time Series
Many time series observed in practice, do not appear
to be stationary. Two frequent effects are the presence of a trend, that is, the data increase or decrease
on average with time, or of seasonal effects, that
is, the data exhibit some kind of periodic pattern. Seasonality is apparent in meteorological time
series like hourly temperatures changing systematically over the day or monthly precipitation changing
over the year, but also many socio-economic time
series such as unemployment figures, retail sales
volume, or frequencies of certain diseases or accidents, show an annual pattern. One way to cope
with these kinds of instationarities is transforming
the original data, for example, by applying repeatedly, say d times, the difference operator Xt =
Xt − Xt−1 . If the transformed time series can be
modeled as an ARMA(p, q) process, then the original process is called an integrated ARMA process

or ARIMA(p, d, q) process. Analogously, a time
series showing a seasonal effect with period s (e.g.
s = 12 for monthly data and an annual rhythm),
may be deseasonalized by applying the s-step difference operator s Xt = Xt − Xt−s . Usually, one
application of this transformation suffices, but, in
principle, we could apply it, say, D times. Combining both transformations, Box and Jenkins [3]
have developed an extensive methodology of analyzing and forecasting time series based on seasonal ARIMA or SARIMA (p, d, q) × (P , D, Q)
models for which d D
s Xt is a special type of
ARMA process allowing for a suitable, parsimonious
parameterization.
Instead of transforming nonstationary data to a
stationary time series, we may consider stochastic
processes with a given structure changing with time.
Examples are autoregressive processes with timedependent parameters
Xt = µt +

p


αtk (Xt−k − µt−k ) + εt .

(17)

k=1

To be able to estimate the µt , αtk , we have to assume
that they depend on a few unknown parameters
and are known otherwise, or that they change very
slowly in time, that is, they are locally approximately
constant, or that they are periodic with period s, that
is, µt+s = µt , αtk = αt+s,k for all t. The latter class
of models is called periodic autoregressive models
or PAR models. They and their generalizations to
PARMA and nonlinear periodic processes are, in
particular, applied to meteorological data or water
levels of rivers [27, 28, 36].
Sometimes, a time series looks nonstationary, but
instead moves only between various states. A simple example is a first-order threshold autoregression Xt = (µ1 + α1 Xt−1 )1ct−1 + (µ2 + α2 Xt−1 )(1 −
1ct−1 ) + εt , where 1ct = 1 if Xt ≤ c and = 0 else,
that is, the parameters of the autoregressive process
change if the time series crosses a given threshold c.
This is one example of many nonlinear time series
models related to ARMA processes. Others are bilinear processes in which Xt not only depends on a
finite number of past observations and innovations
but also on products of two of them. A simple example would be Xt = αXt−1 + δXt−1 Xt−2 + βεt−1 +
ϑXt−1 εt−1 + εt . A review of such processes is given
in [36].
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Financial Time Series – Stylized Facts
Financial time series like daily stock prices, foreign
exchange rates, interest rates and so on cannot be
adequately described by classical linear AR models
and ARMA models or even by nonlinear generalizations of these models. An intensive data analysis over
many years has shown that many financial time series
exhibit certain features, called stylized facts (SF),
which are not compatible with the types of stochastic
processes that we have considered up to now. Any
reasonable model for financial data has to be able to
produce time series showing all or at least the most
important of those stylized facts (SF in the following).
Let St denote the price of a financial asset at time t
which, for the sake of simplicity, pays no dividend
over the period of interest. Then, the return from time
t − 1 to time t is Rt = (St − St−1 )/St−1 . Alternatively, the log return Rt = log(St /St−1 ) is considered
frequently. For small price changes, both definitions
of Rt are approximately equivalent, which follows
directly from a Taylor expansion of log(1 + x) ([17],
Ch. 10.1).

SF1
Asset prices St seem to be nonstationary but exhibit
at least local trends.

Independence would also contradict SF2, of course.
A slightly stronger requirement than the first part
of SF3 is the nonpredictability of returns, which is
conceptually related to the “no arbitrage” assumption
in efficient markets. The best prediction πt of Rt ,
at time t − 1, is the conditional expectation of Rt ,
given information up to time t − 1. Rt is called nonpredictable, if πt coincides with the unconditional
expectation ERt for all t, that is, the past contains
no information about future values. A nonpredictable
stationary time series is automatically white noise,
but the converse is not necessarily true.
If Rt would be predictable, then we could make
certain profit on the average, as we would have
some hints about the future evolution of asset prices.
This would allow for stochastic arbitrage. Therefore,
many financial time series models assume nonpredictability of returns. However, there is some empirical evidence that this assumption does not always
hold [22], which is plausible considering that real
markets are not necessarily efficient.
The second part of SF3 implies, in particular,
that returns are conditionally heteroskedastic, that is,
the conditional variance of Rt given information up
to time t − 1 is not identical to the unconditional
variance varRt . The past contains some information
about the expected size of future squared returns.

SF4
SF2
The overall level of returns Rt seems to be stable,
but the time series shows volatility clustering, that is,
times t with large |Rt | are not evenly spread over the
time axis but tend to cluster.
The latter stylized fact corresponds to the repeated
change between volatile phases of the market with
large fluctuations and stable phases with small price
changes.

SF3
The returns Rt frequently seem to be white noise,
that is, the sample autocorrelations ρ̂k  = 0, are not
significantly different from 0, but the squared returns
Rt2 or absolute returns |Rt | are positively correlated.
Financial returns can therefore be modeled as
white noise, but not as strict white noise, that is,
Rt , Rs are uncorrelated for t  = s, but not independent.

The marginal distribution of Rt is leptokurtic, that is,
κ = E(Rt − ERt )4 /(varRt )2 > 3.
Leptokurtic distributions are heavy-tailed. They
put more mass on (absolutely) large observations
and less mass on medium-sized observations than
a corresponding Gaussian law (for which κ = 3).
Practically, this implies that extreme losses and gains
are much more frequently observed than for Gaussian
time series, which is a crucial fact for risk analysis.

GARCH processes and Other Stochastic
Volatility Models
A large class of models for nonpredictable financial
time series assume the form of a stochastic volatility
process
Rt = µ + σt εt ,

(18)
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where the volatility σt is a random variable depending
only on information up to time t − 1, and εt is
strict white noise with mean 0 and variance 1. The
independence assumption on the innovations εt may
be relaxed ([17], Ch. 12.1). Such a time series Rt
is nonpredictable and, therefore, white noise and, if
σt  ≡ σ , also conditionally heteroskedastic, where σt2
is the conditional variance of Rt , given the past up
to time t − 1. To simplify notation, we now assume
µ = 0, which corresponds to modelling the centered
returns Xt = Rt − ERt .
The first model of this type proposed in the
finance literature is the autoregressive conditional
heteroskedasticity model of order 1 or ARCH(1)
2
model [15], Xt = σt εt , with σt2 = ω + αXt−1
, ω,
α > 0. Such a time series exhibits SF2 and the
second part of SF3 too, as Xt2 tends to be large
2
if Xt−1
was large. SF4 is also satisfied as κ >
3 or even κ = ∞. There is a strictly stationary
ARCH(1) process if E{log(αεt2 )} < 0, which, for
Gaussian innovations, εt , is satisfied for α < 3.562.
However, the process has a finite variance and,
then, is weakly stationary only for α < 1. Using
techniques from extreme value theory, most return
time series seem to have a (sometimes just) finite
variance, but already the existence of the third
moment E|Rt |3 seems to be questionable. An explicit
formula for the density of a stationary ARCH(1)
process is not known, but numerical calculations
show its leptokurtic nature.
Analogously to autoregressive time series, we
consider higher order ARCH(p) models, where σt2 =
2
. However, for many
ω + α1 Xt−1 + · · · + αp Xt−p
financial time series, a rather large model order p
is needed to get a reasonable fit. Similar to the
extension of AR models to ARMA models, the class
of ARCH(p) processes is part of the larger class of
GARCH(q, p) models [1, 2],
Xt = σt εt ,

σt2 = ω +

p

k=1

2
αk Xt−k
+

q


2
βk σt−k
.

k=1

(19)
Here, the conditional variance of Xt given the past,
depends not only on the last returns but also on the
last volatilities. Again, these models usually provide
a considerably more parsimonious parameterization
of financial data than pure ARCH processes. The
most widely used model is the simple GARCH(1, 1)
2
2
model with σt2 = ω + αXt−1
+ βσt−1
, in particular,

in risk management applications. To specify the
stochastic process (19), we also have to choose the
innovation distribution. For daily data and stocks
of major companies, assuming standard normal εt
suffices for many purposes. However, some empirical
evidence is available that, for example, for intraday
data, or for modeling extremely large observations,
Xt will not be heavy-tailed enough, and we have to
consider εt , which themselves have a heavy-tailed
distribution [30].
Figure 2 shows, from top to bottom, strict white
noise with a rather heavy-tailed t-distribution with
eight degrees of freedom, the log returns of Deutsche
Bank stock from 1990 to 1992, and an artificially
generated GARCH(1, 1) process with parameters
estimated from the Deutsche Bank returns. The
variability of the white noise is homogeneous over
time whereas the real data and the GARCH process
show volatility clustering, that is, periods of high and
low local variability.
GARCH processes are superficially and directly
related to ARMA models. If Xt satisfies (19) and
if E(Xt2 − σt2 )2 < ∞, then Xt2 is an ARMA(m, q)
process with m = max(p, q)
Xt2 = ω +

q
m


2
(αk + βk )Xt−k
+
βk ηt−k + ηt ,
k=1

k=1

(20)
where we set αk = 0, k > p, βk = 0, k > q, as a
convention. ηt is white noise, but, in general, not
strict white noise. In particular, Xt2 is an AR(p)
process if Xt is an ARCH(p) process.
A GARCH(q, p) process has a finite variance
if α1 + · · · + αp + β1 + · · · + βq < 1. The boundary
case of the GARCH(1, 1) -model, with α + β = 1, is
called integrated GARCH or IGARCH(1, 1) model,
2
2
+ βσt−1
. This special
where σt2 = ω + (1 − β)Xt−1
case plays an important role in a popular method of
risk analysis.
There is another stylized fact that is not covered
by GARCH models and, therefore, has led to the
development of lots of modifications of this class of
processes [32].

SF5
Past returns and current volatilities are negatively
correlated.

Time Series

11

0.2
0.15
0.1
0.05
0
0.05
0.1
0.15
0.2
0.25

Figure 2

0

100

200

300

400

500

600

700

Strict white noise, returns of Deutsche Bank (1990–1992) and GARCH(1, 1) process

This leverage effect [2] mirrors that the volatility
increases more because of negative returns (losses),
than because of positive returns (gains). To reflect
this stylized fact, σt2 has to depend on Xt−1 instead
2
. A simple parametric model allowing for
of Xt−1
the leverage effect is the threshold GARCH or
TGARCH model [34], which assumes σt2 = ω +
2
2
2
+ α − Xt−1
10t−1 + βσt−1
for the model order (1,
αXt−1
0
1), where 1t = 1 if Xt ≤ 0 and 10t = 0 else, that is,
σt2 is large if Xt−1 < 0 if we choose α − > 0.
Time series of returns usually are nonpredictable
and have a constant mean. For other purposes,
however, mixed models like AR-GARCH are used.
Xt = µ +

p


αk (Xt−k − µ) + σt εt ,

(21)

k=1

where σt2 satisfies (19). Reference [4] uses an AR(1)GARCH(1, 1) as the basis of a market model to obtain
the expected returns of individual securities and to
extend the classical event study methodology.
Parameter estimation for GARCH and similar
stochastic volatility models like TGARCH, proceeds
as for ARMA models by maximizing the conditional
likelihood function. For a GARCH(1, 1) process

with Gaussian innovations εt , the parameter vector is
ϑ = (ω, α, β)T , and the conditional likelihood given
X1 , σ1 is
Lc (ϑ; X1 , σ2 ) =

N

t=2

1
ϕ
σt (ϑ)




Xt
,
σt (ϑ)

(22)

where σ1 (ϑ) = σ1 and, recursively, σt2 (ϑ) = ω +
2
2
+ βσt−1
(ϑ), t ≥ 2. Numerical maximization
αXt−1
of Lc provides the CML estimates where, again, good
starting values for the numerical algorithm are useful.
Here, we may exploit the relation to ARMA models
and estimate the parameters of (20) in an initial step
in which it is usually sufficient to rely on ARMA
estimates that are easy to calculate and not necessarily
asymptotically efficient.
If we pretend that the innovations are standard
normally distributed, but do not want to assume
this fact, then, the Gaussian CML estimates are
called quasi maximum likelihood (QML) estimates.
If Eεt4 < ∞ and if the GARCH(1, 1) process
is strictly stationary, which holds for E{log(β +
αεt2 )} < 0 [31], then under some technical assumptions, QML-estimates will be consistent and asymptotically normal ([20, 26], Ch. 4).
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GARCH-based Risk Management
GARCH models may be used for pricing financial
derivatives [12] or for investigating perpetuities
([13], Ch. 8.4), but the main current application of
this class of models is the quantification of market
risk. Given any stochastic volatility model Xt = σt εt ,
then, the value-at-risk VaRt as the conditional γ
quantile of Xt given the information up to time
γ
γ
t − 1, is just σt qε , where qε is the γ quantile of the
distribution of εt . Assuming a GARCH(1, 1) model
with known innovation distribution and some initial
approximation for the volatility σ1 , we get future
values of σt using the GARCH recursion (19), and we
γ
have VaRt = σt qε . A special case of this method is
the popular RiskMetrics approach [25], Ch. 9, which
uses an IGARCH(1, 1) model, with ω = 0, α = 1 −
β. The validity of such risk management procedures
is checked by backtesting, where the percentage of
actual large losses Xt < VaRt over a given period of
time is compared with the nominal level γ of the
value-at-risk.
For γ = 0.05 and stocks of major companies,
assuming standard normal εt leads to reasonable
results. In other cases, it may be necessary to fit
a more heavy-tailed distribution to the innovations,

for example, by methods from extreme value
theory [30]. Figure 3 shows again the log returns
of Deutsche Bank stock together with the 5% VaR
calculated from fitting a GARCH(1, 1) model with
Gaussian innovations to the data. The asterisks mark
the days in which actual losses exceed the VaR (31
out of 746 days, that is, roughly 4.2% of the data).
Extremal events play an important role in insurance and finance. A review of the relevant stochastic
theory with various applications is [14]. For analyzing extreme risks, in particular, the asymptotic distribution of the maximum MN = max(X1 , . . . , XN ) of a
time series is of interest. For many stationary Gaussian linear processes and, in particular, for ARMA
processes, the asymptotic extremal behavior is the
same as for a sequence of i.i.d. random variables having the same distribution as Xt . Therefore, for such
time series, the classical tools of non-life insurance
mathematics still apply. This is, however, no longer
true for stochastic volatility models like GARCH
processes, which is mainly due to the volatility clustering (SF2). The type of extremal behavior of a
strictly stationary time series may be quantified by the
extremal index, which is a number in (0, 1], where
1 corresponds to the independent case. For ARCH
models and for real financial time series, however,
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values considerably less than 1 are observed ([13],
Ch. 8.1).

Nonparametric Time Series Models
Up to now, we have studied time series models that
are determined by a finite number of parameters.
A more flexible, but computationally more demanding approach is provided by nonparametric procedures, where we assume only certain general structural properties of the observed time series. A simple
example is the nonparametric autoregression of order
p, where for some rather arbitrary autoregressive
function m, we assume Xt = m(Xt−1 , . . . , Xt−p ) +
εt with zero mean white noise εt . There are two
different types of approaches to estimate m, one
based on local smoothing where the estimate of
m at x = (x1 , . . . , xp ) depends essentially only on
those tuples of observations (Xt , Xt−1 , . . . , Xt−p ) for
which (Xt−1 , . . . , Xt−p ) ≈ x, the other one based on
global approximation of m by choosing an appropriate function out of a large class of simply structured functions having some universal approximation property to approximate m. An example for
the first type are kernel estimates, for example,
for p = 1


1 N−1
x − Xt
K
Xt+1
N h t=1
h

 , (23)
m̂(x, h) =
x − Xt
1 N−1
K
N h t=1
h
where K is a fixed kernel function and h a tuning
parameter controlling the smoothness of the function
estimate m̂(x, h) of m(x) [24]. An example of the
second type are neural network estimates, for
example, of feedforward type with one hidden layer
and for p = 1
m̂H (x1 ) = v̂0 +

H


v̂k ψ(ŵ0k + ŵ1k x1 ),

(24)

Local estimates are conceptually simpler, but can be
applied only if the argument of the function to be
estimated is of low dimension, that is, for nonparametric AR models, if p is small. Neural networks,
however, can be applied also to higher dimensional
situations.
For financial time series, nonparametric ARARCH models have been investigated. For the
simple case of model order 1, they have the form
Xt = m(Xt−1 ) + σ (Xt−1 )εt with zero-mean and unit
variance white noise εt . The autoregressive function
m and the volatility function σ may be estimated
simultaneously in a nonparametric manner [17]. If
m ≡ 0, then we have again a stochastic volatility
model with σt = σ (Xt−1 ), and the application to risk
quantification is straightforward.
Nonparametric estimates of ARMA or GARCH
estimates are just developed [7, 18]. The main problem here is the fact that the past innovations or
volatilities are not directly observable, which complicates the situation considerably.
All nonparametric estimates are useful for exploratory purposes, that is, without assuming a particular
parametric model, they allow to get some idea about
the structure of the time series [21]. They also may be
applied to specific tasks like forecasting or calculating
the value-at-risk. However, they usually are hard
to interpret, and the fitted model has no simple
interpretation.
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in die Statistik der Finanzmärkte, (English edition in
preparation), Springer-Verlag, Heidelberg.
Franke, J., Holzberger, H. & Müller, M. (2002). Nonparametric estimation of GARCH-processes, in Applied
Quantitative Finance, W. Härdle, Th. Kleinow &
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Further Reading
A very readable first short introduction into time series analysis is [10]. As an extensive reference volume on classical
time series analysis, [33] is still unsurpassed. For readers,
that are mathematically inclined, [6] gives a thorough treatment of the theory, but is also strong on practical applications, in particular, in the 2nd edition. For nonlinear models and financial time series, [20, 32, 36] provide recommendable surveys, whereas for nonparametric time series
analysis, the paper [24] gives an overview and lots of
references.
We have considered almost exclusively univariate time
series models, though, in practice, multivariate time series
are frequently of interest. All the main models and methods
discussed above can be generalized to two- and higherdimensional time series. The notation becomes, however,
rather complicated such that it is not suitable for a first
presentation of ideas and concepts. For practical purposes,
two additional problems show up in the multivariate case.
The two main models, ARMA in classical time series analysis
and GARCH in financial applications, suffer from considerable
identifiability problems, that is, the model is not uniquely
specified by the stochastic process underlying the data. To
avoid severe problems in parameter estimation, one has to
be quite careful in choosing an appropriate representation.
The other problem is the large number of parameters as
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we have not only to model each univariate component time
series but also the cross-dependencies between each pair of
different component time series. Frequently, we are forced
to rely on rather simple models to be able to estimate the
parameters from a limited sample at all. The textbook [29]
is an extensive reference on multivariate time series analysis, whereas [23] discusses, in particular, the identifiability
problems.

15

(See also Dependent Risks; Estimation; Hidden
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Transaction Costs
Transaction costs (in the present section) refer to
expenses that are incurred at every point in time when
securities are bought or sold. There are two main
types of transaction costs:
•
•

fixed costs, which are independent of the amount
of the transaction;
proportional costs, which are proportional to the
amount of each transaction.

The incorporation of transaction costs into any problem can result in changes to decisions that we take
and how we manage our assets. For example, in
the traditional Black–Scholes–Merton model, we
assume that we can and do continuously rebalance the
portfolio. If we incorporate either type of transaction
cost, then the total expenses as a result of trading are
infinite. It follows that the portfolio can only be rebalanced at discrete time intervals. One consequence of
this is that it results in hedging errors and an incomplete market, so that we cannot establish a unique
price for a derivative. Some early work on transaction costs in derivative pricing was done by Davis &
Norman [1] and Davis, Panas & Zariphopoulou [2].
One outcome of this research is that it is not optimal
to rebalance the hedging portfolio at predetermined

regular time intervals. Instead, it is optimal to rebalance the portfolio whenever the proportions in each
asset deviate too far from the target portfolio and the
form of the rebalancing depends on whether or not
there are fixed transaction costs.
In an actuarial context, Waters, Wilkie, and
Yang [3] have investigated the impact of transaction
costs on a life insurer’s ability to hedge a guaranteed
annuity option with rebalancing at regular time
intervals.
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Underwriting Cycle
Cycles and Crises
The property-casualty insurance industry is notorious
for its pattern of rising and falling prices and the supply of coverage, particularly in commercial casualty
lines. This pattern is well known to insurance practitioners and academics as the ‘underwriting cycle’.
In ‘soft markets,’ insurers endeavor to sell more
insurance, reflected in lower prices, relaxed underwriting standards and more generous coverage provisions. Conversely, in ‘hard markets,’ insurers increase
prices, tighten their underwriting standards, and narrow coverage. A particularly severe hard market can
constitute a ‘crisis’ in the sense that individuals and
firms face very substantial price increases or are
unable to buy insurance at any price. (The label ‘Liability Crisis’ was commonly used to describe market
conditions for liability insurance in the mid-1980s
and many media accounts describe current conditions
in the medical malpractice insurance market as a crisis.) Cyclicality has played a significant role in the
industry’s evolution and the development of public
policy toward the industry. Most recently, a confluence of conditions and events, including the terrorist
attacks on September 11, 2001, have contributed to a
tightened supply of commercial property and casualty
insurance in domestic and international markets.
The underwriting cycle has been subject to considerable theoretical and empirical research. Insurance
scholars have focused on economic causes of the
cycle, such as movements in interest rates, industry
capacity, and the cost of paying claims. Researchers
also have explored the role of certain ‘market imperfections,’ such as time lags between the occurrence
and reporting of insured losses that will generate
claims payments and regulatory delays in approving price changes [8, 11]. Market participants also
offer observations about behavioral aspects of insurers’ pricing and coverage decisions that have spurred
further academic inquiry. Wells [12], for example, has
examined principal-agent conflicts and managers’ use
of ‘free cash flow’ as potential contributors to cyclical
pricing and underwriting.
There is no definitive quantitative measure of the
underwriting cycle, but several indicators of the insurance industry’s financial results reflect the cycle.
For example, cyclicality is evident in the rate of

growth in premiums and the ratio of losses and
expenses to premiums (known as the ‘combined
ratio’). The combined ratio will decrease if premium growth exceeds the growth in losses and
expenses. The reverse is also true. Figure 1 shows
premium growth for the property/casualty industry
as a whole for the years 1968–2001. (With the
exception of Figure 4, all figures and data discussed
in this article were obtained from A.M. Best [1].)
Figure 2 shows the combined ratio after dividends
(to policyholders) for the property/casualty industry for the years 1957–2001. Measuring from peak
to peak, six distinct cycles in the combined ratio
are observed for the period 1957–2001: 1957–1964;
1964–1969; 1969–1975; 1975–1984; 1984–1992;
and 1992–2001. Actually, prices may rise further
before the cycle turns in 2003 or 2004, according
to industry analysts. Research by Cummins, Harrington, and Klein [4] reveal a similar pattern dating
back to the early 1920s, when these data first became
available.
However, traditional financial indicators such as
the combined ratio can be misleading in terms of
measuring the cyclicality of prices and profits. Premiums are inversely related to the level of interest rates
because the competitive price reflects the discounted
present values of loss, expense, and tax cash flows.
Therefore, when interest rates rise (fall), if other
factors remain constant, premiums will decline (rise)
and the combined ratio can be expected to increase
(decrease). But this does not necessarily mean that
profits have decreased (increased).
Another indicator, the overall ‘operating ratio’ partially compensates for this problem by subtracting the
ratio of investment earnings to premiums from the
combined ratio. A related measure is net operating
income (before taxes) as a percentage of earned premiums. Figure 3 shows the operating income measure
for the years 1968–2001. While the timing of changes
in operating income correspond closely to changes in
the combined ratio, the relative magnitude of income
changes appear less severe. For example, during the
soft market of the early 1980s, the combined ratio
shifted by almost 20 percentage points while operating income changed by only 7 percentage points.
However, operating income measures give only an
approximate indication of profitability because they
do not adequately account for the timing of the relevant cash flows and do not reflect income taxes.
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A further problem is that reported revenues
(earned premiums) represent an average of prices
set over a two-year period. This averaging process,
plus the lags inherent in the insurance business,
mean that accounting profits (for example, the
combined ratio) will exhibit a cycle even if actual

prices charged to buyers do not. This illusory
component of the underwriting cycle is known as the
‘accounting cycle’.
Perhaps a better indication of cyclical pricing is
provided by Figure 4, which tracks the percentage
total deviation below Insurance Services Office advi-
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sory rates for general liability, commercial automobile, commercial multi-peril and commercial fire
and extended coverage, over the period 1982–1990.
It is apparent that deviations below ISO advisory
rates increased substantially from 1981 through the
end of 1983, as the market softened, and decreased

significantly after 1984, as the market hardened.
Studies by the General Accounting Office [10] and
the Risk and Insurance Management Society [9]
also have documented changes in liability insurance
prices and availability during the mid-1980s. Finally,
Figures 5 to 7 reveal cyclical patterns in combined

4

Underwriting Cycle
140%
CR
OR
130%

120%

110%

100%

90%

Figure 5

2001

2000

1999

1998

1997

1996

1995

1994

1993

1992

1991

1990

1989

1988

1987

1986

1985

1984

1983

1982

1981

1980

80%

Combined Ratio and Operating Ratio: Commercial Multi-peril. Source: A.M. Best
160%

CR
OR

150%
140%
130%
120%
110%
100%
90%
80%

Figure 6

2001

2000

1999

1998

1997

1996

1995

1994

1993

1992

1991

1990

1989

1988

1987

1986

1985

1984

1983

1982

1981

1980

70%

Combined Ratio and Operating Ratio: Other Liability. Source: A.M. Best

ratios and operating ratios in more specific insurance
markets – commercial multi-peril, other liability, and
medical malpractice – that differ somewhat in timing
and severity.

In this context, it is possible to observe three different but related phenomena: (1) cycles in combined
ratios or ‘accounting profits’; (2) ‘real’ changes in
insurance prices, supply and profit; and (3) severe
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price/availability crises. The ‘accounting cycle’ correlates with the ‘real underwriting cycle’, but they are
not the same phenomena. Similarly, severe changes
in the price and availability of insurance affect the
combined ratio but may be distinct from both the
accounting cycle and the real underwriting cycle.
In sum, the cyclical pattern in the combined ratio,
usually viewed as ‘the cycle’ in the industry, is partially an accounting illusion. Moreover, a significant
proportion of the changes in insurance prices (relative to losses) observed over time can be explained
by changes in interest rates. However, these phenomena are not adequate to explain real underwriting
cycles (hard and soft markets) or the severe price
and availability crises that have occurred over the
past two decades.

Interest Rates, Capital, and Pricing
A series of studies sponsored by the National Association of Insurance Commissioners (NAIC) in the
early 1990s focused on periodic hard and soft markets
and price/availability crises as distinguished from the
‘accounting cycle’ [4]. Specifically, the NAIC underwriting cycle studies investigated two interrelated

issues: (1) the existence and causes of real underwriting cycles, that is periodic hard and soft markets
and (2) the causes of price/availability crises.
Neil Doherty and James Garven [6] analyzed
the interaction between interest rates, insurer capital
structure, and insurance pricing as a possible cause of
real underwriting cycles. Doherty and Garven made
use of standard financial pricing models to investigate the hypothesis that insurance prices are inversely
related to interest rates. Their principal innovation
was the use of the financial concept of the duration
of insurer assets, liabilities, and equity.
Duration is a measure of the rate of change of
the value of a financial instrument attributable to
changes in interest rates. Doherty and Garven provide
evidence that insurer equity durations are positive;
that is, the market value of equity falls (rises) when
interest rates rise (fall).
Therefore, changes in interest rates affect the price
of insurance not only through the discounting process but also by changing the insurer’s capital structure. However, Doherty and Garven hypothesize that
insurer response to rising and falling interest rates
is asymmetrical because it is easier to pay dividends if the capital is very high than it is to raise
capital when the capital is very low. Therefore, they
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believe, insurance prices will respond more strongly
to falling interest rates than to rising interest rates.
Doherty and Garven found empirical evidence to support these hypotheses.
In terms of real cycles, the Doherty–Garven
results imply that interest-rate changes, coupled with
changes in equity values, may trigger the shift from a
hard to a soft market. With regard to the 1984–1985
crisis, their results suggest that liability insurance
prices would have responded relatively strongly to
the decline in interest rates during that period, but
would have responded weakly to rising interest rates.
In other words, one would not predict that cash flow
underwriting would be associated with underpricing
during periods of rising rates. Their results also suggest that prices will increase due to capital shocks
from other causes, such as catastrophes and changing
liability rules, especially for firms that have relatively limited access to the capital markets and to
reinsurance.

Cummins and Danzon further hypothesized that existing insurers, particularly those in the higher-quality
classes, are able to raise prices under these circumstances because they hold private information about
their customers.
Cummins and Danzon presented empirical evidence supporting their hypothesis to explain the
1984–1985 liability crisis in terms of (1) declines in
interest rates; (2) increased loss expectations on new
policies; (3) retroactive rule changes increasing loss
liabilities on old policies; and (4) reserve strengthening accompanied by inflows of new capital. These
findings suggest that insurer behavior during the crisis period was a rational response to changing market
conditions. They also suggest that regulatory limits
on price changes would aggravate availability problems and delay the market’s return to normal safety
levels.

The ‘Winner’s Curse’
Loss Shocks
A second study, by J. David Cummins and Patricia
Danzon [3], focused primarily on the 1984–1985
price/availability crisis in general liability insurance,
although their results also have implications for real
underwriting cycles. Cummins and Danzon explained
crises in terms of unexpected shocks to losses or
assets that deplete capital, triggering the need to raise
new equity to remedy the capital shortage.
Cummins and Danzon hypothesized that insurers
have target leverage ratios and will seek to return
to their target ratio if dislodged because of an unexpected increase in their loss liabilities. They show
that an insurer cannot do this merely by raising new
equity capital, because part of the new capital will
be drawn down to pay old liabilities. New equity
holders will refuse to provide capital under these conditions because the capital will decrease in value once
it enters the insurer.
The only way to avoid the penalty associated with
a return to the target leverage ratio is to charge new
policyholders premiums that are higher than the premiums they would normally pay on the basis of
loss expectations, interest rates, target loss ratios, and
other cost factors. Therefore, especially large price
increases are to be expected following an adverse
loss shock that increases the value of loss reserves.

In a third study, Scott Harrington and Patricia Danzon
[7] explored two primary factors that may have contributed to excessive price cutting in liability insurance markets (see Liability Insurance) in the early
1980s: differences in insurer expectations regarding future loss costs and excessive risk taking by
some insurers in the industry. Harrington and Danzon
hypothesized that insurers form estimates or expectations of future losses on the basis of public and
private information.
These expectations are rational in the sense that
they are correct on an average. However, in any
given period, some insurers will estimate too low and
others too high. In a competitive market, the insurers
whose estimates are too low in any given period will
gain market share at the expense of insurers whose
loss estimates are too high. However, because their
loss estimates are too low, the ‘winning’ insurers
will incur excessive underwriting losses and fail to
earn a fair return on equity. This problem, which
is well known in economics, is called the ‘winner’s
curse’.
Harrington and Danzon also considered the possibility that some insurers may engage in excessive risk
taking, including ‘go for broke’ behavior. They postulate that excessive risk taking is more likely among
insurers that have low levels of intangible capital,
defined as the insurer’s reputation for quality and
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a profitable book of renewal business. Established
insurers with high levels of intangible capital may
decide to cut price below levels dictated by optimal
bidding strategies to avoid loss of business to insurers
that set prices too low because of their inexperience
or intentional risk taking. This may exacerbate pricing errors and contribute to the development of a
price/availability crisis.
Harrington and Danzon conducted empirical tests
to determine whether the winner’s curse or excessive risk taking contributed to the liability crisis.
Their strongest conclusion is that insurers and reinsurers did not foresee the substantial shifts in liability
insurance loss distributions that occurred in the early
1980s. Also, insurers with larger estimation errors,
as measured by ex-post loss development, grew faster
than insurers with smaller errors, providing some support for the winner’s-curse and excessive-risk-taking
hypothesis. They also present evidence to show that
insurers use reinsurance to facilitate rapid growth,
although this practice is not necessarily associated
with excessive risk taking.
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However, it would not be rational for insurers
to utilize deductibles because deductibles penalize
low risks more than high risks and therefore raising
deductibles may induce adverse selection. The finding
with regard to policy limits may help explain the
reductions in coverage limits that occurred during the
1984–1985 liability crisis.
Berger and Cummins also examined market equilibrium in a market characterized by mean-preserving
spreads. They demonstrated that increases in insurer
risk aversion can lead to coverage reductions accompanied by price increases. Insurer risk aversion may
increase because of uncertainty regarding the loss distribution, depletions of capital or because of other
causes. Therefore, the Berger–Cummins analysis predicts behavior very similar to that observed during the
1984–1985 liability crisis, with rapidly shifting policy offers involving lower limits and higher prices
and/or policy offers that buyers consider less than
optimal. Such offers, in this sense, are rational in a
market characterized by mean-preserving spreads and
risk-averse insurers.

Asymmetric Information
In a fourth study, Lawrence Berger and J. David
Cummins [2] extended a classic model of adverse
selection to investigate a market in which insurers can
identify buyers in terms of their expected losses, but
cannot distinguish among buyers on the basis of risk.
They assumed that insurers classify buyers for
rating purposes on the basis of the known expected
values of loss. Within any given class, buyers are
characterized by a mean-preserving spread; that is,
buyers in each class have the same mean but may
have different risk. They investigated the case in
which two types of buyers – high risk and low risk –
exist within each classification.
Berger and Cummins showed that deductibles tend
to penalize the low risks more than the high risks
because more of the loss expectation for low risks is
concentrated at the lower loss levels. On the other
hand, policy limits penalize high risks more than
low risks because high risks tend to have more loss
expectation at the high loss levels. Therefore, when
faced with uncertainty regarding the risk of loss
distributions, insurers would find it logical to reduce
policy limits because this would penalize high risks
more than low risks and may induce high risks to
drop out of the pool.

Evidence from Insurance Transaction-level
Data
The Cummins–Danzon and Harrington–Danzon
studies used aggregated data to point to shifts in
the probability of loss distribution as a potentially
important cause of the 1984–1985 liability crisis. In
a fifth study, David Cummins and James McDonald
utilize individual products–liability occurrence data
provided by the Insurance Services Office to test for
shifts both in expected losses per occurrence and
in the risk of the probability of loss distribution as
potential causes of instability in liability insurance
markets [5].
They found that both the expected value and the
risk of products-liability loss distributions increased
substantially during the period 1973–1985, with significant increases occurring during the 1980s. In this
type of environment, it would be rational for insurers to raise prices and in some cases to lower policy
limits. This additional evidence suggests that changes
in cost factors are a primary cause for the price and
availability problems for products-liability insurance
during the 1980s.
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Summary of Research
Overall, the NAIC studies show that real underwriting
cycles may be caused by some or all of the following factors:
•

•

•

Adverse loss shocks that move insurers away
from their target leverage ratios and that may be
followed by price increases that are necessary to
allow insurers to attract capital to restore target
safety levels.
Interest rates that are directly reflected in prices
through the discounting process implicit in competitive insurance markets and that indirectly
affect price because of their impact on insurer
capital structure.
Underpricing attributable to naive pricing or
excessive risk taking during soft markets, which
could contribute to the severity of hard markets.

Price/availability crises may be caused by unusually large loss shocks, extreme underpricing, and/or
by significant changes in interest rates and stock
prices. However, they may also be caused by instability in the underlying loss processes. Such instability
may lead to significant changes in what coverage
insurers offer and the prices they set. This may represent a rational response to a risky market. Dramatic
increases in expected loss costs and the risk of loss
distributions also can trigger pronounced changes in
price that are made more severe if these changes also
deplete capital.

Regulatory Implications
The main conclusion of the research on the underwriting cycle and price and availability crises is that
these phenomena are primarily caused by forces –
loss shocks and interest rates – that are not subject to
direct control by regulators or insurers. Although regulation cannot be completely effective in preventing
shifts in insurance prices and availability, government
can take certain actions to lessen the severity of these
shifts and moderate the cycle. On the other hand,
certain policy responses may not be helpful. Prior
research on the cycle as well as on the NAIC studies
have implications for several different policy areas.
For example, research indicates that rate regulation should be approached cautiously as a means to

control cyclical pricing. A number of states reinstituted prior approval or flex-rating systems in the
wake of the liability insurance crisis of the 1980s, but
the effectiveness of these approaches in controlling
cyclical pricing and improving market performance
is questionable. Rate regulation, appropriately administered, might be used to limit underpricing due to
excessive risk taking or naive behavior of insurers,
but its misapplication could have adverse effects on
the marketplace. Consumers will be hurt if rates are
held artificially above or below the competitively
determined price, the potential for which increases
when costs are changing rapidly.
Alternatively, states might consider establishing
competitive rating systems where appropriate. Under
such a system, regulators could retain sufficient
authority to intervene if insurers were clearly underpricing or overpricing their policies, while allowing
the market to function more spontaneously under normal conditions.
Better data are needed to facilitate the analysis
and monitoring of real cycles and the effects of rate
regulation. This would include information on the
exposure base as well as on price data not subject
to accounting averaging.
More stringent and proactive solvency regulation
also could make it more difficult for insurers to underprice their product and engage in risky behavior. Harrington and Danzon’s research suggests that greater
surveillance resources might be targeted toward inadequate pricing, excessive premium growth in long-tail
lines and less-experienced insurers.
Their research also suggests that regulators should
monitor more closely insurers whose shareholders,
managers, and agents have weak incentives for maintaining safe operations. This could be reflected in
underpricing, excessive investment risk and high
premium-to-surplus ratios. In addition, incentives for
prudent operation could be enhanced by forcing policyholders (or their brokers) to bear a greater portion
of the cost of insolvency. This could be accomplished
by increasing deductibles and copayment provisions
and by lowering limits for guaranty association coverage of insolvent insurers’ claims.

Antitrust Implications
The liability insurance crisis sparked antitrust lawsuits against the insurance industry and calls for
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stricter antitrust controls. However, it is not clear that
modifying federal statutes to subject loss cost analysis by advisory organizations to antitrust would assure
any tangible benefits in terms of increased competition or more stable pricing. Prohibiting advisory
trend analysis could exacerbate the underpricing and
loss-forecast errors that contribute to the cycle and
price/availability crises. Similarly, prohibiting insurers from developing standard policy forms would
seem to provide little benefit, as long as their use
in the marketplace is subject to appropriate regulation. Indeed, such a ban could result in significant
negative consequences. Allowing insurers to develop
innovative policy forms or provisions can increase
the availability of liability insurance and allow buyers to purchase policies more tailored to their specific needs.
Severe increases in liability claim costs have been
a major factor affecting the price and availability of
insurance in the United States. The NAIC studies
imply that tort reform measures that reduce uncertainty about legal liability and future damage awards
will have the most benefits in terms of mitigating
price/availability crises. Measures that limit the frequency and size of damage awards should also tend
to limit price increases during hard markets.
Among the measures that might be considered are
a clearer definition of and stricter adherence to rules
governing legal liability and compensability; scheduled limits on noneconomic damages; elimination of
the doctrine of joint and several liability for noneconomic damages; and greater use of alternative
dispute resolution and compensation mechanisms for
liability areas such as medical malpractice. However,
protection of individual rights to seek compensation
for negligent actions must be balanced against the
potential cost savings from measures that would limit
those rights.
Although the NAIC research project offers significant insights into the economic and policy questions
surrounding the underwriting cycle, study and debate
will certainly continue. It is to be hoped that this
research ultimately will lead to sound policy decisions, which will improve rather than impair the
functioning of the insurance marketplace.
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Unit-linked Business
The Nature of Unit-linked Business
Introduction
This article is about unit-linked insurance business,
including unitised with-profits (UWP) business. The
major distinguishing feature of unit-linked business
is that a separate and explicit asset account is maintained for each policy. Each policy can therefore be
invested entirely independently of the others, and this
investment flexibility is under the control of the policyholder, not the insurer. The value of a unit-linked
policy is directly linked to the investment performance of the unitised funds selected by the policyholder. Unlike traditional with-profits business, there
is no element of discretion for setting bonuses for
pure unit-linked business. An important consequence
of this for the insurer is that expenses and charges
are explicitly separated, and the simple ‘cost-plus’
approach to managing pricing has to be abandoned
in favor of profit testing.

Background
Historically, the financial health of an insurer was
directly connected to the liabilities contained within
tranches of traditional business. The insurer, therefore, made all decisions with respect to asset allocation, switching, and timing. The insurer would
determine investment policy for the whole office and
this could be driven as much by the local valuation
regulations (see Valuation of Life Insurance Liabilities; Insurance Regulation and Supervision) as by
the need to earn good long-term returns; see [8] for
further details.
Each policy within a tranche was therefore backed
by assets that were identically invested and differed only in the reversionary and terminal bonuses
that were applied (see Participating Business). In
particular, an office’s investment policy may have
developed in a manner entirely unwanted by the
policyholder, yet the policyholder’s only alternative
would be to surrender the policy (see Surrenders
and Alterations).
Unit-linked business, by contrast, involves the
policyholder (or adviser) determining the investment
strategy for an individual policy. The investment

strategy is then specific to the policyholder’s own
needs, and is not influenced by the office’s own
financial position. In particular, the policyholder can
even make investment decisions not open to the
insurer: valuation regulations often prohibit excessive
concentration in a particular asset or asset class,
but the unit-linked policyholder usually has fewer
such constraints. Investment options were initially
restricted to the insurer’s own funds, but recent years
have seen a rise in popularity of externally managed
fund links.
The popularity (or otherwise) of unit-linked contracts is heavily dependent on a given country, its
insurance business, and the tax and other regulations governing it. Within the European Union for
example, unit-linked business took off far earlier in
the United Kingdom and Ireland than in Continental
Europe. In the case of the United Kingdom, taxation played a role in this: if one wanted to invest in
a unit trust, it made more sense to invest indirectly
in a unit-linked life insurance contract because tax
relief was available on the premiums. Putting units
within a life insurance wrapper also enables greater
commission to be paid to selling agents than with
pure unit trusts. This made it viable for the selling agent to sell regular-premium unit-linked savings,
since pure unit trust sales are largely only viable as
single premiums.

Unit-linked Business from Different
Viewpoints
Viewpoint of Policyholders
The rationale for policyholders choosing unit-linked
contracts is that it gives them (or their advisers)
greater investment choice and flexibility, combined
with greater clarity over charging structures and freedom from seemingly arbitrary changes in bonus rates.
It allows them to take more aggressive (or defensive)
investment stances than the insurer may be willing or
able to take.
Unit-linked policyholders are therefore wholly
exposed to the success (or otherwise) of their own
investment decisions. With the exception of unitised
with-profits funds, there is no upward smoothing
applied in times of difficult market conditions. Conversely, of course, no money is held back in good
times to build up the insurer’s smoothing fund.
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Viewpoint of Advisers
Unit-linked business gives like-minded advisers the
opportunity to tailor the investment strategy for each
client. The downside of this is that if the adviser has
had a hand in formulating the investment strategy,
then (s)he will bear some of the blame if things
go badly. This is one reason why a lot of the socalled unit-linked business is still mainly invested in
unitised with-profits or managed funds.

Viewpoint of Insurers
Unit-linked business has a number of very important
advantages for the insurer:
Capital. Unit-linked business is much less capitalintensive than traditional business (all other things
being equal). This enables the insurer to use less
capital in writing a given volume of business, or else
a greater volume of business for a given amount of
shareholder capital.
The lower capital requirements come primarily
from the different reserving principles that apply to
unit-linked business: the office’s liability for a given
policy is directly linked to the value of the assets in
which that individual policy is invested. With a nearperfect correlation of assets and liabilities compared
to traditional business, there is less need for capital
beyond financing the up-front costs (referred to as
new business strain). In many instances, however,
this perfect correlation is somewhat tempered by the
necessity to provide guarantees (see Options and
Guarantees in Life Insurance), for example the
return-of-premium floor on the fund value commonly
required in territories like France and Germany. Also,
it is often not possible in practice to create contract
designs where ongoing expenses are always covered
by charges: early alterations to paid-up status (PUPs)
for stakeholder pensions in the United Kingdom, for
example, do not cover their ongoing expenses and
require capital in the form of an expense reserve.
One major area of capital difference in the European Union is the solvency margin: traditional business demands a solvency margin of 4% of the basic
technical provision, whereas a pure unit-linked contract without investment or expense guarantees can
have a solvency margin rate of 0%.
Charges. Traditional business lacks flexibility in
charging. A good example is the policy fee, which is

usually added to the premium at the outset in respect
of ongoing administration costs. If the premium is not
paid on a traditional contract, however, the fee is not
received and administration expenses for the policy
are not fully covered. With unit-linked business, the
policy fee can be deducted directly from the unit fund.
The charge is collected irrespective of the premium
being paid or not (assuming that sufficient premiums
have been paid to provide a fund from which to
deduct such charges in the first place). This is a key
advantage for business lines with high PUP rates,
such as personal pensions in the United Kingdom.
Flexibility. Unit-linked business offers far greater
flexibility than traditional business. In the example
of the traditional policy above, the amount of the fee
is added to the base premium at the outset of the contract, and it would be hard to increase it if expenses
were to rise dramatically. With unit-linked business,
however, it is a relatively easy exercise to increase
the (usually monthly) deduction. This flexibility usually leads to still-lower reserving requirements – in
the European Union, for example, the statutory minimum solvency margin is lower if there are no expense
or charge guarantees.
It is the less capital-intensive nature of unit-linked
business, which permits the relatively easy formation
of a new life and pensions company as opposed to
one selling traditional business.

Unitised with-profits
The rationale behind unitised with-profits (hereafter
UWP) business is that it offers a hybrid solution. It
can be made to combine some of the capital advantages to the insurer of unit-linked business, while
freeing the policyholder and adviser from making
asset allocation decisions. For example, very careful contract wording with respect to the investment
of future premiums can reduce the capital requirements relative to traditional business. With traditional
regular-premium product design, a life office is usually stuck with investing future premiums in the same
fund as all previous premiums: if investment conditions are poor, this creates a particular valuation strain
relative to the market value of assets. With unitised
with-profits, however, each premium can theoretically be invested separately, so future premiums can
be redirected to a new UWP fund. Future premiums
can therefore – if necessary – be valued as recurrent
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single premiums, which reduces the valuation strain
considerably under adverse investment conditions.
In practice, even if contracts are written carefully
enough to permit this, logistics and the external reaction to such moves make them relatively infrequent.
Few life offices have worded their policies carefully
enough in the past to adopt this approach to their
existing UWP book.
The role of regulation is key in driving the future
of structures like unitised with-profits. On the one
hand, the charge-capping in the UK stakeholder pension legislation has forced UWP funds to remove
guarantees, making them little more than managed
funds. At the other extreme, however, German regulations for private pensions (so-called Riester–Renten)
might permit pure unit-linked business, yet force the
provider to offer so many return-of-premium and
surrender-value guarantees as to make the policies
effectively with-profits.
For more details on unitised with-profits business,
see [11] and [12].

Administering Unit-linked Business
Background
Unit-linked business has historically been administered on a transactions basis. This means that an
individual policy account is kept, whereby the number of units in each fund – or type of fund – is tracked
over time. Whenever a premium is paid or a charge
is made, an explicit transaction record stores both the
cash amount and the number of units being bought
or sold.
With a large number of different fund options,
and with a fair number of transactions being created
each month, it does not take long for the administration database to grow quite large. Although this is
not strictly an actuarial concern, the practical issues
thrown up by unit-linked system design can often
absorb quite a lot of actuarial resource as a consequence. It is very common for product design to be
adjusted to fit to system capabilities, rather than the
other way around.

Charges
One of the main features of unit-linked business is
the greater flexibility with respect to charges. It is
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worth listing the variety of different charges which
can appear in a unit-linked (or UWP) contract and
outlining their nature and applicability:
Allocation Rates. When a premium is received, it
is not necessarily the case that the whole premium
is used to buy units. Instead, the allocation rate is
applied to the premium to yield the allocatable premium. The allocation rate gives the product designer
huge flexibility in controlling the cash flows arising from a contract. A front-end loaded contract is
one with a low (or even zero) initial allocation rate,
followed by higher rates after the initial allocation
period. A level-load contract is one in which a constant allocation rate applies throughout the premiumpaying term. An allocation rate can never be negative,
although it may sometimes exceed 100% due to the
operation of the bid–offer spread and other charges.
All other things being equal, the profitability of frontend loaded contracts is higher due to the shorter
payback period, and their profitability is less sensitive
to the emerging experience, especially PUP rates.
A slight complication is possible for contracts
where a policy debt may be in operation (see later in
article). The allocatable premium must first be applied
to paying off any policy debt first. Only once this
debt has been cleared can the remaining allocatable
premium be applied to purchasing units.
Bid–offer Spread. Also called the bid–ask spread,
this charge is the difference between the buying and
selling prices of a unit. A very common difference
historically was around 5%. When a premium is being
allocated, the (higher) offer price is used to buy units.
When charges are being deducted, the (lower) bid
price is used to sell units to the value of the charge.
The difference between the two unit prices is essentially a margin on the premium: when comparing
charging structures, the bid–offer spread is always
considered in conjunction with the allocation rate,
since both charges apply to the premium simultaneously. Some modern products do not have a bid–offer
spread, and these products are described as single
priced.
Fund Charge. Also called the fund management
charge, this is a charge which is usually built into
the unit price. Every time the unit price is calculated
(often daily) a small adjustment is made to take
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off the relevant proportion of the fund charge. Note
that the actual costs of fund management are usually
only a fraction of the fund charge levied. The fund
charge is not solely for recovering the costs of fund
management, but also for covering general office
expenses and amortized set-up costs.
Note also that many other fund costs are often not
covered by the fund charge, but are in fact charged to
the underlying fund separately and in addition to the
fund charge. In the United Kingdom, for example,
stockbrokers’ commissions, stamp duty and taxes
are usually deducted from an equity fund before
deducting the fund charge. An actively managed fund
will therefore suffer greater additional expenses than
a passively managed one. An accurate comparison of
the expense drag for two different funds therefore
requires comparing not their respective fund charges
but their total expense ratios, this being the fund
charge plus other expenses charged to the fund.
Different Unit Types. An extension of the fund
charge in early contracts was to have different types
of units with different levels of fund charge. There
were essentially two types: accumulation units (which
have a normal fund charge of say 1% per annum or
less) and capital or initial units with a fund charge
many times higher (say around 7% per annum).
The idea is that the first few years’ premiums are
invested in the higher-charging initial units and that
later years’ premiums are invested in the lowercharging accumulation units. Coupled with the concept of actuarial funding, an insurer can demonstrate
high allocation rates, yet still achieve the low capital requirements and rapid profitability of front-end
loaded contracts. This trick is an illusion, however,
as the policyholder finds out when (s)he surrenders
or transfers the policy. Capital/initial units fell into
disfavor as a result and – in the United Kingdom at
least – they largely exist only on discontinued product
lines.
Although they are not strictly charges, two different unit types exist for UWP business: the nominal
unit price and the shadow unit price. The nominal
price – which is the one published in newspapers –
is merely a nominal or face value, which changes over
time with the credit given for reversionary bonus. The
shadow price – which is not published – aims to track
the actual underlying value of the with-profits assets.
It is the shadow unit price and the shadow unit holding that are used to calculate an approximate asset

share on an individual policy basis (the asset share
can then be used for setting terminal bonus for the
policy). One U.K. life office runs UWP business with
a third price to represent the smoothed asset value.
Policy Charge. Also called the member charge
or administration charge, this fixed-but-reviewable
charge is deducted regularly (usually monthly) by
canceling units in the policy to the value of the
charge at the bid unit price. From the insurer’s point
of view, this is vastly superior to the policy fee,
which is loaded onto the premium. With unit-linked
contracts, the policy charge can still be collected or
increased, even if the policyholder has stopped paying
premiums.
Switch Charge. Most unit-linked policies have a
reasonably wide choice of investment funds and it
is rare to find a choice of fewer than 10 funds in
the United Kingdom or Ireland. The switch charge
is levied whenever the policyholder swaps money
out of one or more funds and reinvests it in some
other funds. Modern marketing considerations usually
allow the policyholder a fixed number of so-called
free switches each year, by which it is meant that
the first few switches are carried out without charge.
Switching nowadays is largely done on a bid-to-bid
basis, by which it is meant that the policyholder is not
made to suffer the bid–offer spread a second time.
Redirection Charge. If the policyholder wishes to
change the investment split amongst different funds
for future premiums, this is called redirection and
a charge may be applied. In most cases, however,
switches and redirections happen at the same time and
as part of the same transaction, so only one charge is
usually levied.
Risk Benefit Charge. The risk benefit charge represents one of the greater aspects of flexibility for
unit-linked business. A risk benefit can be simple life
cover, or it can be insurance against critical illness,
disability or any other type of non-savings benefit.
With traditional business, the cost of a risk benefit
is usually amortized as a level amount over the
premium-paying term of a contract and is either built
directly into the overall contract premium, or else
set as a separate rider premium. Changes to the
benefit level are therefore complicated: at the time
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of an alteration, a reserve must be calculated and a
new premium derived. Flexible benefits are therefore
difficult to administer with traditional contracts.
With unitised contracts, the charge made is the
expected cost of the sum at risk (see Life Insurance
Mathematics) over the period covered by the charge
(most risk benefit charges are made monthly). The
insurer may build in more than the expected cost
of the sum at risk, however: EU solvency margin
regulations specify a rate of 0.3% of the sum at risk
and some companies build this cost of capital into
the risk benefit charge.
Unit-linked contracts are often able to combine
the preferential tax status that comes from being a
life insurance contract with a lower cost of insurance
than with traditional business. Instead of fixing a sum
assured on death at outset, a unit-linked contract can
specify the sum assured as being the greater of a fixed
sum assured or a percentage of the fund value. This
percentage must be greater than 100% so that there
is a genuine minimum sum at risk for the insurer:
a common value is 5% on top of the fund value.
The basic formula for such a life cover charge is
therefore Q ∗ max(sum assured – fund value, X ∗
fund value), where X is the percentage for calculating
the minimum sum at risk (5% is common) and Q is
the policyholder-specific mortality charge rate, which
varies over time and includes underwriting loadings.
(Interestingly, it is the combination of fixed cash
charges and varying fund-based charges that forces
the use of computers for individual policy illustrations, say in projecting future benefits. Projections
of surrender or maturity values are, in mathematical terms, convolutions, which cannot be evaluated
formulaically.)
Another example of flexibility, albeit one not necessarily appreciated by policyholders, is the ability
of the insurer to alter the rates used in calculating
the risk benefit charge. This is useful if experience
turns out to be radically worse than anticipated, for
example with critical illness or disability cover. In
the European Union, clauses permitting this kind of
thing in the insurance contract help reduce the statutory reserves that need to be held in some territories,
and also help reduce the solvency margin.
Order of Charges. There is an important order to
the charges listed above. The first step is to allocate
any premiums received (subject to allocation rate and
bid–offer spread). The second step is to deduct any
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charges that are independent of the fund value. The
final step is to deduct any charge that is dependent
on the fund value. This is often the charge for life
insurance, since in many territories tax legislation
specifies a minimum life cover sum at risk in relation
to the fund size.
Policy Debt. With charges deducted both directly
and explicitly from the policy funds, it is perfectly
possible for the charges to exceed the value of the
funds available. This situation is common with frontend loaded contracts, but it can happen with almost
any regular-premium unit-linked contract. The life
office’s initial reaction depends on the premiumpaying status of the policy: if it is paid-up, the terms
of the contract will usually allow the policy to be
cancelled.
If the contract is still premium-paying, however,
the excess of charges over the fund value may be
funded by creating a policy debt. The thinking here
is that it is better to create a cash debt (and possibly charge interest on this debt), rather than create
negative units and expose the policyholder to an
unexpected investment risk. Any outstanding policy
debt must be paid back before new units are allocated
as part of the premium allocation process described
above. For example, if the bid value of units were $2,
but an administration charge of $3 were to be taken,
then the units would be cancelled and a policy debt
of $1 would be set up. Strictly speaking, the policy
debt should be included in the calculation of the sum
at risk for a variable life cover charge.
While the great number of different and variable
charges offers the insurer great flexibility, this is
not necessarily viewed quite as positively by others,
who see only a mass of incomprehensible charges.
In the United Kingdom, for example, this led to the
introduction of stakeholder pensions, whose primary
distinguishing feature is a single charge (the fund
charge), which is also capped at 1% per annum.
The UK Government hoped at a stroke to restore
consumer confidence in unit-linked pensions by not
only simplifying the charging structure, but by also
restricting insurers’ flexibility to increase charges.

Unit Pricing
A key decision to be made by a life office is which
mode of unit pricing it will adopt: historic pricing or
forward pricing. This is important, both in terms of
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operational procedures and the risks that shareholders
will run.

testing. (see [1] and [2] for more details). There are
two principal reasons for this:

Historic Pricing. Historic pricing is very much the
easier of the two approaches to implement, both
in terms of systems and administration procedures.
When a policyholder requests a surrender, transfer,
or switch, the most recent unit price is used in order
to complete the transaction at the point of request.
The great danger with historic pricing is that wellinformed policyholders look at market movements
since the unit price was last calculated and then
telephone switch requests to take advantage of subsequent market movements. While historic pricing is
very convenient for administration purposes, it does
offer customers the facility to select against the life
office. A number of well-known cases exist of offices
that have suffered at times of extreme market movements as a result of their historic pricing stance.

Separation of Charges and Expenses

Forward Pricing. With forward pricing, a cut-off
time is imposed each day. This cut-off time is usually
some hours before the time used by the unit pricing
function for calculating the next unit price. Any
request to surrender, transfer or switch made after
the cut-off is held over until the following day before
processing. This way, it is impossible for an investor
to use knowledge of actual market conditions against
the office.
Forward pricing is the correct approach to adopt
in that it harbors no antiselection risks (see Adverse
Selection) for the insurer. Unfortunately, it is more
complicated (and therefore more expensive) to build
systems and processes to accommodate forward pricing. Despite this, most offices have now moved to a
forward-pricing basis out of necessity: it is the policyholders with the largest funds who are also the
best informed (or best advised) as to how to take
advantage of historic pricing. Many offices started
with historic pricing, but, most switched their stance
as a result of the behavior of a small number of very
active switchers with large funds.

Pricing and Profit Testing of Unit-linked
Business
The method of choice for pricing unit-linked business
is discounted cashflow modeling, also called profit

The advent of unit-linked business saw the explicit
separation of charges – those items which the insurer
can deduct under the terms of the contract – and
expenses, which are the costs actually incurred by
the insurer. Without the ability to modify surrender
values or terminal bonuses at will, as with traditional
with-profits contracts, it became important to explicitly model the cashflows for unit-linked business.
Charging structures were fixed in advance in the policy terms and conditions, so it became important to do
cash flow modelling to explore the robustness of any
proposed product. The situation is slightly different
for UWP business, since the life office actuary must
still set rates for reversionary and terminal bonuses.
Nevertheless, UWP products are usually also cash
flow-tested.

Options and Guarantees
Where offices wish to offer maturity or other guarantees for unit-linked business, these guarantees have to
be both priced and reserved for. This cannot be done
formulaically, or indeed by deterministic step-by-step
projection alone: such guarantees can only be priced
and valued using stochastic methods.
The issue of maturity guarantees alongside equitylinked contracts was the subject of a number of
important reports by the UK actuarial profession (see
Maturity Guarantees Working Party) (Maturity
Guarantees Working Party, 1971–1981) and also in
Canada [9]. The subject of pricing options and guarantees is a vexatious one, and of great topicality due
to the demise of a major U.K. life office due to inadequate pricing and reserving for guaranteed annuity
options. More details on this difficult subject can be
found in [3–5, 10] and [13].

Valuing Unit-linked Business
Many of the methodologies for valuing traditional
business are wholly unsuited to valuing unit-linked
business. In particular, the net premium method is
quite unsuited to the purpose and a discounted cashflow valuation is the normal approach for unitised
contracts.

Unit-linked Business
Both traditional and unit-linked business have two
main components to their reserves in the European
Union: the mathematical reserve and the solvency
margin (in territories such as the UK and Ireland,
there may be additional reserves required for mismatching or resilience tests). However, unit-linked
business is distinguished by the splitting of the mathematical reserve into two further subcomponents: the
unit reserve and the non-unit reserve. These two subcomponents are described more in detail below:

Unit Reserves

7

The non-unit reserve is quite different in nature
and calculation to the unit reserve. In particular, the
non-unit reserve can be negative (negative sterling
reserve in the UK), a situation that can arise when all
the future cash flows for the contract are positive. A
policy in this state is therefore a source of capital for
the insurer and, in certain territories and depending
on valuation regulations, such reserves can be used
to reduce the reserves required to be held elsewhere
in the portfolio.
Depending on the contract design, penalties applying on surrender, termination or PUP can reduce the
size of the non-unit reserve as well as the unit reserve.
More details on valuing unit-linked contracts can be
found in [6] and [7].

The unit reserve is the claim the policyholder has
on the insurer with regard to the policy. It is not
always the same thing as the face value of units in
the policyholder account, and there are three common
scenarios when this can arise:

Example Unit Transaction Statement

Unitised with-profits. With UWP business, the unit
reserve is more likely to be the asset share (suitably
adjusted for valuation purposes) than the face value
of nominal units. This is an undecided question,
however, since such an approach effectively reserves
for terminal bonus and not all offices do this.

Table 1 demonstrates some of the principles discussed
in this article. In the example below, a unit-linked
policy investing in a single fund commences on 1st
January. This example illustrates several important
points about the administration of unit-linked business:

Surrender Penalties. The fund value on surrender
or transfer is often less than the fund value on
continuance due to surrender or exit penalties.
Actuarial Funding. If unit-linked business has capital and accumulation units, the former are most likely
to be subject to actuarial funding in the valuation.
Future charges are capitalized to reduce the value of
the unit reserve. Actuarial funding is in this sense a
particular type of surrender penalty.

Non-unit Reserves
Most long-term life or pension contracts have a mismatch between charges and expenses and unit-linked
business is no different in this respect. There are often
periods when a contract will have negative expected
cash flows, even after setup. It is a statutory requirement in territories like the United Kingdom and Ireland to hold explicit additional reserves to cover these
future negative cash flows. These non-unit reserves
(called sterling reserves in the U.K.) cannot be calculated formulaically, and so they have to be calculated
by means of step-by-step cash flow projection.

Separation of charges and expenses. The charges
levied in the example contract above are entirely
decoupled from the expenses actually incurred by
the life office. In particular, the heavy initial outgo
stemming from policy setup costs and agent commissions are recouped gradually via such charges as the
bid–offer spread, the allocation rate, and the administration charge.
Transaction order. The premium is allocated first,
followed by charge deduction, as on 1st January and
1st February.
Allocation rates. The premium has been multiplied by
an allocation rate (here 90%) before units have been
purchased. Note that no policy debt is in operation
here, so the entire allocatable premium is used to
buy units.
Different unit prices. There are bid and offer prices,
both being calculated in this example to five decimal
places. Premiums are allocated using the higher offer
price and charges are deducted using the lower bid
price. The bid–offer spread is implicit in the difference between these two prices.
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Table 1

Example unit transaction statement

Effective
date

Bid
price

Offer
price

Transaction
type

Transaction
amount

Amount
to units

Unit
movement

1st Jan

1.12108

1.17713

1st Feb

1.24234

1.30445

1st Mar
1st Apr
1st May

1.20734
1.17338
1.21397

1.26771
1.23204
1.27467

Premium
Admin charge
Premium
Admin charge
Admin charge
Admin charge
Admin charge

100.000
−2.000
100.000
−2.000
−2.000
−2.000
−2.250

90.000
−2.000
90.000
−2.000
−2.000
−2.000
−2.250

76.457
−1.784
68.994
−1.784
−1.578
−1.623
−1.765

Rounding and precision. Unit movements in this
example are calculated to three decimal places. Precise rounding rules differ for each company, but in
general, most companies allow fractional units, as in
this example.
Flexibility (for insurer). In this example, the administration charge (or policy fee) continued to be deducted
although no premiums were received with effect from
1st March. With traditional business, collection of the
policy fee stops when the premiums stop. The life
office has also raised the administration charge with
effect from 1st May.
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Utility Maximization
The basic form of utility theory is typically formulated as a one-period decision problem. The investor
has a utility function u(W (1)) where W (1) is her
wealth at the end of the investment period and for
a given set of investment opportunities at time 0 she
will choose the one that maximizes her expected utility at time 1, E[U (W (1))].
The theory can be extended to a multiperiod or
continuous-time setting (see, for example, Section 2
of the article on portfolio theory. Here, we typically
place the investor in a liquid investment market where
she can trade freely and buy or sell as much or
as little of each asset as she wishes (or we may
place restrictions of the sizes of individual holdings,
such as no short selling). In this context, a simple
example states that her utility (called the terminal
utility function) is measured at a specified time T in
the future as a function of her wealth at that time,
W (T ).
The problem is then one of how to maximize her
expected terminal utility. This brings in the theory of
optimal stochastic control [2, 4–6]. Here, the control
variable might be the investment strategy and in many
problems the optimal control strategy might be time
dependent and possibly stochastic with dependence
on the past performance of her portfolio.
Utility maximization can also be applied to
derivative pricing problems. In a complete market a
derivative must trade at the arbitrage-free price; if not,
then the investor will exploit the arbitrage opportunity

to achieve infinite expected terminal utility. In
an incomplete market, utility maximization can be
employed to investigate how different investors
would react to a derivative trading at a specified price.
Each investor will have what is called their utilityindifference price. If the actual price is below this,
then they will buy a certain amount whereas above
the utility-indifference price, they may choose to sell
the derivative short. Examples of this can be found
in [1, 3].

References
[1]

[2]
[3]

[4]

[5]

[6]

Becherer, D. (2003). Utility indifference hedging and
valuation via reaction diffusion systems, Proceedings of
the Royal Society, Series A, Volume 460.
Björk, T. (1998). Arbitrage Theory in Continuous Time,
Oxford University Press, Oxford.
Delbaen, F., Grandits, P., Rheinländer, T., Samperi, D.,
Schweizer, M. & Stricker, C. (2002). Exponential hedging and entropic penalties, Mathematical Finance 12,
99–123.
Merton, R.C. (1969). Lifetime portfolio selection under
uncertainty: the continuous-time case, Review of Economics and Statistics 51, 247–257.
Merton, R.C. (1971). Optimum consumption and portfolio
rules in a continuous-time model, Journal of Economic
Theory 3, 373–413.
Merton, R.C. (1990). Continuous-Time Finance, Blackwell, Cambridge, MA.

(See also Nonexpected Utility Theory)
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Valuation of Life
Insurance Liabilities
Introduction
Placing a value on life insurance liabilities is not
easy. The issues are not new: we can go back to 1864,
when the British Prime Minister William Gladstone
referred in Parliament to the accounts of the Prudential Assurance Company:
‘As it stands, it presents a balance of £41,000
in favor of the society; but it has been examined
by actuaries, and those gentlemen, proceeding upon
principles which are no more open to question than a
proposition of Euclid, say, that instead of a balance
of £41,000 in favor of, there is one of £31,000 against
the society’ [20].
In the twenty-first century we still have debates on
how to value the liabilities arising from life insurance
policies, notably with the work of the International
Accounting Standards Board in its effort to design an
international financial reporting standard for insurance contracts, to be used in insurers’ accounts (see
Accounting).
Key questions are
•

what are the estimated future cash flows from a
life policy? and
• what discount rate should be applied to the cash
flows to derive a present value (see Present Values and Accumulations)?
Closely linked with these questions are
•
•

how should the uncertainty about the cash flows
be reflected in the valuation? and
how can we ensure consistency of the valuation
of the liabilities with the valuation of the insurers’ assets?

Objectives of the Valuation
Part of the difficulty is that there may be a number of objectives of the valuation. Traditionally, a
key responsibility of the actuary has been to value
the liabilities in order to compare this with the
value of the assets, thereby assessing the solvency

of the insurer and hence its ability to pay claims
to policyholders. Since this valuation is generally
intended to demonstrate whether policyholders can
have confidence in the life insurer paying claims, it
has been common to calculate the value of the liabilities on a prudent basis, so that the value of liabilities
exceeds a ‘best estimate’. Indeed, this valuation process is clearly a key issue for regulators of life
insurers (see Insurance Regulation and Supervision), so industry regulators, with actuarial advice, set
out rules on how this valuation (sometimes referred
to as a ‘statutory valuation’ or ‘statutory solvency
valuation’) should be carried out.
Regulators also have rules on the minimum
solvency margin, that is, the excess of assets over
liabilities they require insurers to hold, and there
have been discussions on how that margin should
be calculated. For example, the risk-based capital
approach of the United States is more sophisticated
than the approach used in the European Union [41].
Now, there can be advantages in making the
minimum solvency margin of a life insurer depend
on the risks it is taking and how they are managed.
However, the issue cannot be separated from how the
assets and liabilities are calculated; in particular, if
there is a high degree of prudence in the valuation of
liabilities, it is appropriate for the minimum solvency
margin to be lower.
A second purpose of the valuation can be to
determine the surplus that it would be suitable to
distribute to participating policyholders (see Participating Business) as bonuses or dividends [54]. Some
would say that it is helpful if the valuation enables
surplus to emerge in an equitable way suited to the
bonus system of the office [52, 54]. Alternatively, we
could say that the valuation method should demonstrate objectively what surplus there is to distribute
rather than saying that we should choose a valuation
method that is designed to produce a distribution with
a predetermined manner in mind.
A third purpose arises from life insurers being
subject to the legislative requirements that require all
firms to prepare accounts, which involves placing a
value on the liabilities arising from its life insurance
contracts. How this is done in practice depends on
what rules apply to the preparation of accounts.
These objectives may conflict to some degree. In
particular, there has been increasing recognition that
shareholders and other investors cannot easily assess
the value of a life insurer if they use the statutory
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solvency valuation intended for the protection of
policyholders. We have therefore seen a search for
a more ‘realistic’ method of valuation for accounting
purposes [17, 24, 36].
The valuation method used in a firm’s accounts
depends on the rules applicable to accounts in the
jurisdiction concerned. There are national accounting standard-setting bodies, and also the International
Accounting Standards Board (IASB): they issue standards on the preparation of accounts, sometimes
referred to as ‘general purpose’ financial statements;
it is hoped that it will narrow the differences that exist
between countries. Some such bodies have developed standards specific to insurance, although an
international standard that applies to insurance contracts is now being developed by IASB. An Issues
Paper was published in 1999 [37], setting out a number of possible ways forward. This was followed
by a draft statement of principles, being published
in stages on the IASB website (www.iasb.org.uk).
In particular, IASB has raised concerns about the
so-called ‘deferral-and-matching’ approach, whereby
the timing of cash flows is adjusted to produce a
more meaningful pattern of income and expenditure
period-by-period. Instead it has highlighted the benefits from profits being determined from changes in
the life insurer’s assets and liabilities, so the key
issue is to calculate these appropriately, taking into
account the standards already applying, including that
for financial instruments (from which insurance contracts were initially excluded). Subsequently, IASB
decided to have two phases to its project. The first is
intended to produce a standard for insurers to use in
2005. This will not have addressed all issues fully,
and there will therefore be a subsequent second phase.
What IASB is proposing for life insurers’ accounts
follows principles that differ from the way that some
life insurers carry out statutory solvency valuations.
It looks as if some life insurers will therefore
complete two sets of calculations in future: one
for the accounts, one to meet the requirements of
regulators in monitoring solvency.
However, we can see the possibility of further
developments that will mean the same figure for the
liabilities appearing in the accounts and the statutory
solvency valuation. It can be argued that if the
liabilities are ‘realistic’ in the accounts, then that
shows, when compared with the value of assets, the
capital that the life insurer has. Then the statutory
solvency valuation has a further calculation of the

amount of capital that the insurer is required to have
(the insurer’s minimum solvency margin), reflecting
the risks it is running.
There can be further areas where a valuation of
a life insurer’s liabilities is needed, which may need
some different approach. For example, in estimating
the value of a business to be sold or in connection
with some corporate restructuring, some new set
of assumptions may be appropriate. Further, there
could be other ways in which the outcome of the
valuations for the statutory solvency valuation and
accounts do not meet the demands for internal
financial management of the life insurer, in which
case an alternative assessment of the liabilities can
be made [54].

Skerman Principles
What should be the principles underlying the
calculation of liabilities? Skerman [55] suggested five
principles for the valuation of actuarial liabilities,
which could form a suitable underlying basis for a
solvency standard. His principles were as follows:
1. The liabilities should be valued by a net premium method or on some other basis producing
stronger reserves (this helps to ensure that the
office can fulfil the reasonable expectations of
with-profit policyholders).
2. That an appropriate zillmerized reserve would be
acceptable in order to allow for initial expenses.
3. Adequate margins over the current rate of
expenses should be kept in the valuation of liabilities, in order to provide for future renewal
expenses.
4. That appropriate recognized tables of mortality
(see Life Table) should be employed.
5. That the valuation of the liabilities should be
at rates of interest lower than implicit in the
valuation of the assets, with due regard to the
incidence of taxation.

Principles of Valuation: Discussion
The Skerman principles have been influential. They
have been taken into account by regulators, and have
been used to put forward practical proposals for
valuations [9, 54].
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Quantifying the practical effect of the principles
is judgmental, and indeed the interest margin suggested by Skerman was less prudent than continental
European practice [4]. It was also suggested that
another principle be added, that the liability should
be not less than the current surrender value (see Surrenders and Alterations) on a policy.
In some cases, the calculation of the liability on a
policy may result in a negative amount. In a ‘realistic’
valuation, this treatment of the policy as an asset
may be acceptable. However, in many instances, it is
common practice to eliminate all negative amounts,
consistent with the principle that the liability should
not be less than the surrender value.
There is no uniform set of valuation rules made
by regulators. However, the International Association of Insurance Supervisors has issued principles
on prudential regulation [38], the first of which is
that the technical provisions of an insurer have to be
adequate, reliable, objective, and allow comparison
across insurers. It goes on to say that they have to
be adequate to meet the obligations to policyholders, and should include allowance for outstanding
claims, for future claims and guaranteed benefits for
policies in force, as well as expenses. The issue of
reasonable expectations of nonguaranteed benefits is
not addressed as such by IAIS, although it is fair
to say that there needs to be some calculation of
constructive obligations, or policyholders’ reasonable
expectations [15, 16].
The emphasis in accounts may be rather different, concerned with providing useful information to
users of accounts, including investors and potential
investors. If the emphasis in the statutory solvency
valuation has been prudence with a view to protecting policyholders’ interests, using such figures in the
life insurer’s accounts may fail to convey the shareholder’s interest.
As we do not yet have an international standard
setting out how to value liabilities from insurance
contracts in accounts, it is not surprising that there is
a wide variety of practices on how this is done. Actuaries need to understand accounting so that they can
appreciate what is needed in life insurers’ accounts to
meet accounting standards [47]. However, there are
a great many issues to be addressed [27]. Nevertheless, the outcome ought to be financial statements that
investors find helpful, as well as being a sensible way
of reflecting the performance of the management of
the life insurer.

3

Choice of Valuation Method and Basis
In carrying out the valuation, the actuary needs to
choose a method of valuation and also a valuation
basis, that is, a set of assumptions to be used.
The valuation, whether for statutory solvency or
accounts, is usually subject to some degree of regulation. In some states the degree of prescription is high,
and the actuary’s role is to carry out the calculations
using a laid-down method and using assumptions set
out by regulators: for example, there may be a common interest rate (‘technical rate’) and mortality table
that have to be used. In many states, a long-standing
practice, which may be required by regulators, has
been to value liabilities using the assumptions made
in the premium basis, usually referred to as a firstorder basis (see Technical Bases in Life Insurance)
(this may be combined with regulatory control over
premium rates).
Elsewhere, the actuary may have greater freedom
over the methodology and basis. It is then a matter of
professional judgment to value the liabilities appropriately. There are then several issues to address: one
issue regarding the valuation basis is that there should
be consistency in the assumptions, for example, in the
relationship between the inflation rate and investment
return [23].

Forecasting Cash Flows
One important part of the valuation process is forecasting the future cash flows to be valued. This can
require assumptions on matters such as the contingency (death, sickness, etc.) on which payment of
the benefits under the policy depends; factors that
determine the amount of payment (such as bonuses
added under participating policies); expenses, investment returns, tax, the rate of early discontinuances,
and so on.
A number of issues arise [37]. For example,
should the assumptions be those used when the product was priced, or those current at the date of valuation? Should they reflect all future events, including
potential changes in legislation and changes in technology? Should the cash flows be best estimates,
should they be prudent, should they allow for risk:
one suggestion is that liabilities should be calculated
such that, as the risks to the insurer decline, then provisions can be released into profit – the ‘release from
risk policy reserve system’ [34].
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One concern has been that initial expenses on
a policy should not be allowed to result in the
life insurer showing a loss in the first year if the
contract is expected to be profitable: that would be
misleading, it is claimed. On the other hand, some
liability calculation techniques may capitalize the
expected profit on the contract so that it all appears
at the outset, which also gives rise to concerns [58].
Skerman [55] indicated that there should be adequate margins over the current rate of expenses,
in order to provide for future renewal expenses.
Redington [52] suggested that, if the fund were
closed to new business, the level of renewal expense
would probably rise. However, we can also envisage expenses reducing upon closure. Actuaries also
need to consider the potential impact of inflation on
expenses levels.
As regards mortality, it is important that tables
are appropriate for assessing what will be future cash
flows in the valuation. New developments, such as
AIDS, have led to modifications in the assumptions
that actuaries make in valuations [2, 19]. Improvements in mortality over time are of particular relevance to valuing annuities, and there are projection
methods to produce forecasts for such a purpose, for
example [18].
Where the payment of the policy benefits depends
on sickness, the actuary needs a suitable assumption about the relevant sickness rates. In some cases,
new policy types have required the development of
new tables, for example, on critical illness [59]. There
have also been improvements in the way we analyze
data. In valuing income protection (permanent health)
policies, it is appropriate to use separate claim inception and disability rates (see Disability Insurance);
or use multistate modeling, though this demands more
data [65].
Valuations also need to estimate tax in future cash
flows, though recognizing that there may be changes
in tax rates. Liabilities will also take into account
reinsurance: recoveries may be expressed as an asset
or as a deduction from liabilities.
Is it appropriate to assume that some policies will
be subject to early discontinuance? That may not be
regarded as prudent, and hence it may be argued that
the reserve on a policy should be at least as high
as the surrender value (and that no policy should be
treated as an asset). Indeed, maybe the liability should
be the surrender value plus the value of the option of
the policyholder to continue the policy (see Options

and Guarantees in Life Insurance). However, some
would say that such an approach is unrealistic and,
for accounting purposes, unduly defers the emergence
of profits.
One particular issue relates to participating (withprofit) business. Is it appropriate to regard as liabilities the cash flows that reflect future declarations
of bonus? It can be argued that this is needed for
‘current value’ accounts [51]. One approach would
be to start from the premise that the obligation (or
expectation) is to pay policyholders at maturity the
sum of premiums paid with the investment return
earned, minus applicable costs (the so-called ‘asset
share’) [46]. This could lead on to saying that, prior
to maturity, the liability was the asset share as accumulated to date, plus some provision for options
and guarantees, including death benefits. Such an
approach could be modified to take account of any
expectation of paying higher bonuses than consistent
with asset shares, or smoothing.
The discussion leads to the possible conclusion
that we have two separate objectives: to measure the
ability of an office to meet its guaranteed liabilities,
and its ability to also pay more than this to reflect the
constructive obligations to participating policyholders. Indeed, Skerman [55] recognized the concern if
the measure of liabilities showed the life insurer as
solvent, and if it was not in a position to fulfil the reasonable expectations of participating policyholders.
The outcome may therefore be a need to calculate liabilities, both excluding and including future bonuses.
Participating funds may have unattributed assets,
also known as an orphan estate [56]. It may be
appropriate to regard this as a liability if it is intended
to be distributed to policyholders at some stage,
even if this is some future generation or perhaps to
compensate for some adverse circumstances. It may
also be necessary to regard the unattributed assets as
a liability if otherwise this amount would appear in
the accounts as an asset of the shareholders when in
fact there was no likelihood of this being passed on
to shareholders.
The practice in some countries in the European
Union is to use, in the accounts, an item called
the ‘fund for future appropriations’, being amounts,
the allocation of which between policyholders and
shareholders has not been determined at the valuation
date. However, this is unsatisfactory [37] and does
not enable the reader to have a proper understanding
of policyholders’ and shareholders’ interests.
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Discount Rates

Nonlinked Business

A key question is what rate should the actuary use to
discount future cash flows [35]?
In some cases the yield used to discount liabilities
is based on the yield on the insurer’s assets, an
approach that raises questions about what the yield to
be used is in discounting when the insurer has assets
such as equities in which part of the investment return
is expected to be an increase in the capital value of
the investment.
Discounting has also to consider the need, on
many policies, of premiums and investment income
to be reinvested. One approach is to use one interest
rate, being the maximum rate assumed to apply for
reinvestment. It is, however, possible to calculate
liabilities using a combination of the initial rate
of interest being earned on assets currently held
and a lower rate assumed for reinvestment [9, 22].
Alternatively, the rate for reinvestment may have
regard to rates in the forward market.
Many would say that the value of a liability is
independent of the assets held to back it (except
where the liability explicitly relates to specified
assets), which is the approach taken when assessing
fair value. This raises questions such as whether there
is a replicating portfolio, in which case the value of
the liabilities is equal to the value of the replicating
portfolio, and a discount rate is not required. Such
a portfolio may well include government bonds as a
match to guaranteed liabilities, though arguably highgrade corporate bonds may be satisfactory. Since
the yields on such bonds incorporate a premium for
lesser marketability, they may match the less-thanmarketable characteristics of life liabilities, and the
lower value attributable to liabilities from using them
may be suitable. However, a practical problem is that
the yield on corporate bonds includes a premium for
default risk that is difficult to identify separately from
the premium for low marketability [29].

Under the net premium valuation, the liabilities are
valued as the excess of the discounted value of
the benefits over the discounted value of future net
premiums. The net premium is calculated as the level
annual premium that would be needed to secure the
benefits under the policy, given the assumptions about
mortality and interest being used in the valuation,
without any expenses. This net premium is likely to
be quite different from the actual premium payable,
and indeed will change when the rate of interest
used in the valuation changes. If the rate of interest
reduces to such an extent that the excess of the actual
premium over the net premium is lower than the
expenses expected to be incurred, then an additional
provision for expenses would be established.
The net premium valuation has been regarded
as particularly appropriate for participating business.
This is because, given that future bonuses are not
regarded as a liability, it is sensible to use a method
that ensures that the liability is not reduced by taking credit for the element of future premiums that
represents the loading for such bonuses. Using a
rate of interest that is below the yield on the fund
means that there is some implicit allowance for future
bonuses. Redington [52] indicated: ‘The great justification for the net premium valuation is that it gives
an approximation to the premium basis of valuation
and therefore to the natural revenue surplus. As such
it is relatively foolproof and cannot easily be abused.
It cannot be used, for example, to capitalize future
profits. . .’ (page 302).
Skerman [55] also believed that the net premium
valuation was appropriate for nonparticipating business because the loadings for contingencies in future
premiums are not capitalized so as to reduce the
liabilities.
The formula used to calculate the liability using
the net premium method is as follows. If we consider
a participating whole-life policy, which began t years
ago on a life then aged x, with the sum assured being
S and bonuses attaching of B, then the liability is

Valuation Methods
Methods of valuation can be divided into retrospective methods and prospective methods. Under the
former, the liability is calculated as some accumulation of funds over the years up to the balance sheet
date. Under the latter, the liability is the present value
of the future net outgoing cash flows. Some methods
have elements of both.

(S + B)Ax+t − SPx äx+t

where Px =

Ax
äx

(see International Actuarial Notation; Life Insurance Mathematics).
Using the net premium method leads to the life
insurer showing a considerable deficit at the outset
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of the policy, as a result of expenses in the first
year exceeding expenses in subsequent years. Writing
new business that is expected to be profitable may
therefore reduce the insurer’s net assets. A balance
sheet on such a basis may be misleading and result
in excessive capital requirements, and hence modified
reserve methods have been suggested. Under the full
preliminary term method [60], it is assumed that the
whole of the first premium is expended on the cost
of the risk and expenses, so that the premium valued
is Px+1 rather than Px . Such a method would make
too high an allowance for initial expenses where
the policy is an endowment assurance rather than a
whole-life policy; hence a modified preliminary term
basis was designed, and is used in the commissioners’
Reserve Valuation Method in the United States.
This problem also led August Zillmer, a German
actuary, to propose, in 1863, a method that has
become known as Zillmerization. The net premium
in the first year is reduced because of acquisition
expenses (assumed to be Z per unit sum assured),
with subsequent years’ net premiums being increased.
Again, the effect is to reduce the value of liabilities,
especially in the early years, the Zillmerized net
premium liability being


Z
äx+t .
(S + B)Ax+t − S Px +
äx
The net premium method has had many critics, many
emphasizing that it does not deal satisfactorily with
modern contract types, including unit-linked and
unitized participating policies [54, 65]. However, one
working party also reported [65, p. 806] that it
‘. . . has been unable to find any intellectual support
for the net premium method for [nonlinked nonprofit] business.’

In particular, the method is concerned with the value
placed on liabilities and does not specify what basis
should be used for valuing the assets; indeed, the
method sits uncomfortably with a fund where there
is a substantial proportion of equity assets. The value
of liabilities does not change consistently with investment conditions; for example, if rates of interest
increase, then the reduction in the liability is restricted
because the net premium decreases.
The method has also been criticized as not transparent. In particular, the use of a low rate of interest is
an implicit provision for future bonuses; however, in

adverse financial conditions, it may be unrealistic to
expect significant bonuses, and it can be argued that
we need to look for more realistic measures to assess
the solvency of the life insurer properly. However, if
investment conditions are favorable, the method does
not deal satisfactorily with the expectation that policyholders may expect significant terminal bonuses
on maturity. Indeed, the method relies on stable
conditions, with the liabilities as calculated having
to be augmented if there are issues such as expense
growth meaning that the excess of actual over net premiums is inadequate, or if new mortality risks arise.
Under the gross premium valuation, the premium
valued is the actual premium payable, rather than
the net premium, and there is an explicit valuation
of future expenses. Such a valuation usually uses
assumptions that are active rather than passive, and
this can be argued to be particularly appropriate in
changing financial conditions [62]. Applied to participating business this approach produces a bonus
reserve valuation: the benefits include an estimate
of the bonuses payable in future. We need to have
some assumption about future bonuses; one possibility [61] is the bonus rates that current premium
rates would support, assuming that future interest
rates were those assumed in the valuation. However,
especially in changing financial conditions, this may
be inadequate.
Consider a participating whole-life policy, which
began t years ago on a life then aged x, with the sum
assured being S and bonuses attaching of B. The
bonus reserve liability is to be estimated assuming
future compound bonuses at the rate b, and we also
assume that expenses are a proportion e of the office
premium [OP ]. The liability is


(S + B)Aix+t − (1 − e)S[OP ]x äx+t ,
where i is the basic interest rate used in the valuation,
and i  = (i − b)/(1 + b).
Alternatively, we may value expenses explicitly,
being E p.a. with an assumed inflation rate f , and
where i  = (i − f )/(1 + f ):




i
.
(S + B)Aix+t − S[OP]x äx+t + E äx+t

OP may be calculated as the office premium for
a nonparticipating policy, OP 1 , plus a loading β
for future bonuses. The liability calculated therefore
capitalizes such loadings as β äx+t , and the actuary
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has to take care that this corresponds suitably with
the bonus rate b being assumed.

Linked Business
A gross premium cash flow method is appropriate for unit-linked business [13, 23, 54, 65]. Unitlinked policies have an obligation to the policyholder
that is the value of units at the date of claim.
The unit reserve, being the value of the units allocated to the policy at the valuation date, is therefore
the basis of the calculation of the liability on the
policy.
Actuarial funding is where credit is taken each
year for the management charges that the life insurer
expects to receive in the future [50]. This is typically from the capital units that have been allocated
to the policy, which have a high management charge,
and will have a high net income in the years before
the policy matures. Therefore, the life insurer purchases fewer than the face value of units, and the
liability on the policy can then be taken as the value
of the actuarially funded units, provided that this
covers the surrender value on the policy, which typically has some deduction from the face value of
units.
Consider a policy with outstanding term n, and
where there is actuarial funding at rate m, where
m is the fund management charge. Then, instead of
holding a unit fund of the face value of units Uf ,
an insurer can hold Uf Ax:n where A is the actuarial
funding factor, being an assurance factor calculated
at rate m.
However, the life insurer should also check
whether the future nonunit outgoings on the policy
(notably expenses and death benefits) are expected
to exceed the nonunit income. If this is the case,
then a nonunit reserve (sterling reserve in UK
terminology) is established. Such calculations require
detailed cash flow forecasting on a policy-bypolicy basis, together with appropriate assumptions
on, for example, investment returns, expenses, and
mortality. The unit reserve and nonunit reserve will
not be independent: for example, if the unit fund
declines, the nonunit income reduces (as the annual
management charge, expressed as a proportion of
the fund, reduces) and hence the nonunit reserve
can be expected to increase. Nonunit reserves also
include the cost of guaranteed insurability options,
rider benefits, maturity guarantees, and so on.

Consider a simplified example, where three possible streams of the net cash nonunit inflows over the
remaining five years of a policy are shown. The liability, that is, the nonunit reserve is shown (ignoring
discounting for simplicity), illustrating the principle that the liability established is such that future
cash flows are covered without recourse to additional
finance [13].
Net cash inflow in
year t, t = 1 to 5
1
−10
3
3

2
−10
−10
−10

3
−10
−10
−10

4
−10
−10
−10

Liability
5
−10
0
5

50
27
27

In some cases, it may be appropriate to have a
negative nonunit reserve. This could be where the
payment to the policyholder on surrender is no more
than the current value of units minus such negative
nonunit reserve; and where, if the policy continues to
maturity, the present value of net income under the
policy will exceed the negative nonunit reserve.
For example, consider a policy with a unit fund
of 1000, where the insurer forecasts positive net cash
flows to the nonunit fund of 10 in each of the 5
remaining years of the policy (present value = 43,
say). Then if the surrender value on the policy were
only 957, it may be acceptable to hold a nonunit
reserve of −43, which with the unit liability of 1000
gives a total liability of 957. This is on the basis that
if the policyholder surrenders now, the amount held
of 957 is adequate; and if he/she retains the policy to
maturity, the positive net cash flows in the next five
years will be such that the insurer has accumulated
the full unit fund then due. For a prudent valuation,
the actuary must clearly take care to ensure that the
future cash flows are reliable and are calculated on
suitable assumptions.

Some Advances in Techniques
Actuaries recognize that the result of comparing the
values of assets and liabilities using the financial
conditions of one valuation date may be inadequate.
Therefore, a resilience test may be incorporated [54].
Here, the assets and liabilities are recomputed as if
financial conditions were different, for example, a
25% fall in equity prices and a change in interest
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rates. The reduction in the surplus in such scenario,
if there were a reduction, would be added to the
liabilities as a ‘resilience test reserve’ [49]. Determining what is an appropriate resilience test is not
easy and, in any event, such a reserve can be more
properly regarded as an amount of capital that the life
insurer should hold to reflect the mismatching risk it
is running.
It is also possible to reflect the risks of cash flow
mismatching by establishing an additional reserve
[22, 54].
The logical extension of these approaches leads
to dynamic financial analysis (see also Dynamic
Financial Modeling of an Insurance Enterprise)
and stochastic scenario models.

Methods in Practice
We turn now to describe some of the methods used in
practice [17, 24, 37, 40, 48, 57]. We also compare the
methods used in accounts and in statutory solvency
valuations [39].
The United States was the first country to have
specific standards to be used by life insurers in
the preparation of their accounts (since the 1970s).
US GAAP (Generally Accepted Accounting Practice) prescribes the methods of valuation to be used,
depending on contract type [32]. Standard FAS60
applies to long-duration contracts that are not investment contracts, limited-premium payment contracts
or universal life-type policies (see below). Liabilities
are calculated as the present value of benefits and
related expenses, less the present value of that part
of the gross premium required to provide for all benefits and expenses. Prudence is incorporated by using
‘provisions for adverse deviation’. The assumptions
include an assumed level of surrenders, and are the
assumptions, at the time the policy was written, that
is, are ‘locked-in’, unless a premium deficiency is
found to exist.
Statement FAS97 applies to universal life-type
policies, in which a policyholder’s premiums are
accumulated in a notional fund, this being at a ‘credited rate’, and decreased with certain charges; the
policyholder can vary the premiums, and benefits are
not guaranteed. The provision is the policyholder balance, that is, the notional value of the fund, together
with amounts reserved for the cost of future services,
amounts previously charged to policyholders that are
refundable on termination, and any probable loss. We

cannot here detail all the relevant standards, though
it is worth noting that provisions for adverse deviations are not permitted in standards later than FAS60.
Where ownership of a business is transferred, special
rules apply (‘purchase GAAP’).
The National Association of Insurance Commissioners (NAIC) publishes model laws that states are
able to use in setting how they require life insurers
to undertake statutory solvency valuations. Broadly,
the states require a net premium reserve method that
only deals with guaranteed benefits. The commissioner sets the interest rates to be used, according to
the year the policy begins, thereafter being locked-in.
The regulators also prescribe mortality tables. The
valuation actuary must certify the adequacy of the
provisions, and must also test stochastically generated
scenarios [39].
In most countries of the European Union, the
accounts are also used for statutory supervision. Usually a net premium valuation method is used, and the
mortality and interest assumptions are the same as are
used in product pricing: hence the assumptions being
used for a type of product vary depending on when
it was issued. A Zillmer adjustment is common. The
assets are typically at cost, or market value if lower.
There are differences in the United Kingdom,
where assets are at market value, and therefore, the
assumptions in the valuation of liabilities are varied in line with latest estimates based on financial
conditions at the balance sheet date. A net premium
valuation method is typically used, except that a
gross premium method may be used for nonprofit
nonlinked business. The accounts typically use a
‘modified statutory method’, that is, adjusting the
statutory solvency valuation liabilities in certain cases
in which they are clearly inconsistent with accounting standards. For example, the statutory valuation
will include a ‘closed fund reserve’, that is, to ensure
that additional costs arising upon closure of the fund
are covered, but this is excluded from the accounts
that are prepared in accordance with the ‘going concern’ assumption.
The Canadian asset liability method, a gross premium method, was introduced in 2001 and is used
both for accounts and statutory solvency valuations [15, 16]. The first step in the liability calculation
is a discounted value of best estimate cash flows using
an interest rate scenario that is expected to be the
rates current at the valuation date. Then, provisions
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for adverse deviations are added, by applying margins to the cash flow assumptions and by testing the
effect of alternative interest rate scenarios. The liabilities are then adjusted if there are features of the
policies that mean some of the risk of adverse deviations is passed on to policyholders. This methodology
follows on from the policy premium method that was
introduced in Canada.
Under the margin-on-services method, used in
Australia, the basic liability is a realistic gross premium valuation, but to this is added the present
value of future planned profit margins expected over
the remaining lifetime of the policy. At the outset,
the margins from the policy are estimated, and their
present value is spread over the policy lifetime in proportion to a ‘profit carrier’, for example, premiums, if
it is determined that profits relate to payment of premiums [17]. The method generally does not permit
profits to be recognized at the point of sale. However,
the use of profit carriers is an artificial construct [37].
In South Africa, the financial soundness valuation
method was introduced in 1994. The liability is calculated as the best estimate amount, plus two sets
of margins, one tier that is prescribed, and a second
tier that is discretionary. However, it was criticized
for lack of clarity, and an adjusted method was introduced in 1998 [40, 44].

Stochastic Methods and Fair Values
The stochastic nature of cash flows under life policies
is such that a valuation method that merely derives
one value from deterministic assumptions will be
inappropriate in some cases. Putting margins in the
valuation basis can be an inadequate way of allowing for risk. A number of authors have therefore used
stochastic models to value liabilities, which is particularly important where the policy provides options and
guarantees. The dangers of offering guaranteed surrender values, paid-up benefits and annuity options,
for example, were emphasized by [31].
An early application of stochastic techniques was
to derive the reserve to be held for the maturity
guarantees on unit-linked policies. There were recommendations to calculate this using a stochastic
model [8]; also see the analysis of [11]. In addition
to considering an appropriate way to model asset
returns, there are other questions such as whether to
allow for policyholders surrendering before maturity,
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and how to calculate an appropriate provision from
the probability distribution of the results obtained.
This need for stochastic methods has led to
the development of models to use in such situations. Wilkie [63] explains the model he developed
(see Wilkie Investment Model), and which he has
applied [64] to describe a method of valuing the
guaranteed annuity options that some life insurers
have offered.
We need some way of using the probability distribution of liabilities from a stochastic projection
to determine the liabilities to use in the valuation.
This could be a quantile reserve. For example, if we
find that a liability of X is exceeded in only 1% of
stochastic projections we can say that X is the quantile reserve on a 99% basis. However, it may be more
appropriate to use what is a more coherent measure,
the conditional tail expectation, being the mean of the
losses in the worst 1% (say) of situations [16, 64].
We are likely to see the increasing use of stochastic
methods in valuations, perhaps as a complement to
traditional valuations [16] or as part of a calculation
of fair values.
One valuation type that has been prominent in
recent discussions is fair value. The IASB has been
considering this as an approach to valuing insurance
contracts; they define fair value as ‘the amount for
which an asset could be exchanged, or a liability
settled, between knowledgeable, willing parties in
an arm’s length transaction.’ Where the assets or
liabilities are traded on a market, then fair value
equates to the market value; if they are not traded,
then an estimate has to be made.
Considering the methods of fair value and how
to calculate the fair value of liabilities has been the
subject of several papers [3, 21, 24, 28, 42].
Fair value appears to have a number of advantages.
It brings about consistency of the asset and liability valuations, and consistency with the accounts of
noninsurance firms if fair value is adopted for other
financial instruments. Fair value implies using the latest information on factors such as interest rates and
mortality and helps meet the ‘relevance’ principle. It
also forces the valuation of options and guarantees
that may be omitted in a deterministic model.
However, the fair value of insurance liabilities
raises a number of issues. In particular, while it is
a value in a transaction to exchange liabilities, what
type of transaction are we envisaging? It could be, for
example, the price a policyholder would pay for the
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benefits being offered by the policy: this may imply
that, at the outset, the value of the liabilities would
equal the present value of the premiums. Or might
it be the value payable if the policyholder wished to
surrender the policy, or that he could obtain by selling
the policy in the open market (feasible for certain
contracts)? Alternatively, it could be the amount that
the insurer would have to pay to a third party to take
over the liabilities under the policy.
In practice, we do not have markets for trading
insurance liabilities where we can readily observe
prices, in particular, because of the dependence of
payment of benefits on human life, and the options
within the contracts. This implies that we need some
estimation of fair values. Here, the difficulties could
undermine the hoped-for consistency.
A general approach to calculating fair value of a
liability is to examine the replicating portfolio, that
is, the set of assets with cash flows that match those
under the liability. The fact that life policies contain
life insurance risk means this is generally impracticable, although one can envisage the capital market
issuing bonds containing mortality or survivorship
risk [10], with the price of such bonds being some
guide to the market assessment of the insurance risk
in life policies.
Several authors have put forward proposals on
how fair value might operate. Since we are concerned
about the prices payable for trading insurance risks, it
is not surprising that much of the work has involved
applying principles used in finance [5, 6, 43]. Using
option pricing principles (see Derivative Securities)
is one possibility [7, 25].
Liabilities can, in principle, be calculated either
directly, by valuing the relevant cash flows, or indirectly, by taking the value of the insurer, as assessed,
and subtracting this from the value of its assets [21].
It can be argued that the indirect approach has some
advantages for participating business, and the value
of the insurer for this purpose could be the embedded
value, being the discounted value of future surpluses
in the statutory solvency valuation [1]. However,
embedded values are not based on economic principles [29] and it has also been argued that they
are inconsistent with accounting standards [47] –
although some companies that own life insurers have
included the embedded value as an asset in their
balance sheet. A direct calculation of liabilities is
preferable [53], but that leaves open the question
of how.

The American Academy of Actuaries has put
forward a number of principles for fair values. They
suggested the inclusion of all cash flows, and using a
risk adjustment to reflect the market price of risk. The
risk adjustment may be made by changing the discount rate, using option pricing techniques to weight
the results under various scenarios, or by adjusting
the cash flows being discounted [3].
Hairs et al. suggested that fair value would equal
the best estimate of the liabilities plus a [28, p. 217].
‘market value margin (MVM) for risk to reflect
the premium that a marketplace participant would
demand for bearing the uncertainty inherent in the
cash flows. The emerging consensus, with which we
agree, is that, in developing a MVM, the market will
have regard only to nondiversifiable risks.’

However, there are also arguments that risks from
diversifiable risks should be included [37].
The nature of many life contracts may well mean
that stochastic modeling will have to be used frequently in establishing fair values. One key issue is
that such models need to be calibrated to give values consistent with current market conditions. Here,
one reference point is that some policies can be valued with reference to financial options, and this is
an alternative way of valuing guarantees under unitlinked policies [12].
There are some particular difficulties in calculating
fair values for participating business, given that the
actual amount of benefits payable depends on decisions on how to invest funds and how to distribute
surplus (which can involve smoothing the payouts).
The guarantees in the policies can be valued either
by using a stochastic model or by using derivative
prices [30]. The outcome can be very sensitive to
what is assumed about the way in which the management of the insurer uses its discretion to operate the
business [33]. Participating business can be viewed
as policyholders and shareholders having contingent
rights, with contingent claims analysis being used to
calculate liabilities [14], and extended to cover the
impact of various bonus policies and of surrender
options [26].
Although fair values have some advantages, there
are also some problems, in addition to the question
of how to make the calculations in the absence of
observable transactions. Fair values allow for credit
risk so, should the liabilities be reduced by the probability that the insurer will default? This produces the
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counterintuitive result that a failing insurer has its
profits uplifted as the default probability increases.
Furthermore, if the insurer’s obligations are to
make payments to policyholders, is it really relevant
to consider how much would have to be paid to a
third party to take over the payment, which is not
expected would happen?
Also, consider an insurer with high expenses compared with the market. Fair value might envisage
that a third party would operate with lower expenses,
in which case the liability calculation would assume
this, and the reported profits would reflect not the performance of the current management but the assumed
performance of a more efficient management. This
illustrates the problems in using fair value as a
valuation principle where we are evaluating a contract
that is not only a financial instrument but also has
elements of a service contract, in which the insurer
performs services over time.
Using entity-specific value would address some of
these issues. This would be the value of the liability
to the insurer and may reflect factors such as its own
rather than other market participants’ expenses. The
calculation could also be done on the basis that no
deduction was to be made for credit risk.
It remains to be seen how the debate will be
resolved!

The Role of the Actuary
Life insurers have traditionally seen the actuary in
the key role in assessing liabilities from life insurance contracts, and indeed regulators have relied on
positions such as appointed actuary, valuation actuary, or reporting actuary, to take responsibility for
these calculations.
The role has become more demanding in recent
years. This reflects the widening range of products
that are now available, the need to cope with financial conditions that can change (and have changed)
rapidly, and the ability of computing technology to
carry out more complex calculations [45].
Traditional actuarial techniques have not always
been adequate for these new demands. Actuaries have
had to take on board the principles and practices
used by financial economists and accountants. This
has raised a number of challenges, but the outcome
should be that the actuary has a richer set of tools to
assist him or her in valuing life liabilities, and thereby
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help life insurers manage their businesses and help
promote the interests and protection of policyholders.
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Value-at-risk
The Value at Risk (VaR) on a portfolio is the maximum loss we might expect over a given period, at
a given level of confidence. It is therefore defined
over two parameters – the period concerned, usually known as the holding period, and the confidence
level – whose values are arbitrarily chosen. The VaR
is a relatively recent risk measure whose roots go
back to Baumol [5], who suggested a risk measure
equal to µ − kσ , where µ and σ are the mean and
standard deviation of the distribution concerned, and
k is a subjective parameter that reflects the user’s attitude to risk. The term value at risk only came into
widespread use much later. The notion itself lay dormant for nearly 30 years, and then shot to prominence
in the early to mid 1990s as the centerpiece of the risk
measurement models developed by leading securities
firms. The most notable of these, Morgan’s RiskMetrics model, was made public in October 1994,
and gave rise to a widespread debate on the merits,
and otherwise, of VaR. Since then, there have been
major improvements in the methods used to estimate
VaR, and VaR methodologies have been applied to
other forms of financial risk besides the market risks
for which it was first developed.

determine internal capital allocation. We can use it
to determine capital requirements at the level of the
firm, but also right down the line, down to the level
of the individual investment decision: the riskier the
activity, the higher the VaR and the greater the capital requirement. (3) VaR can be used for reporting
and disclosing purposes, and firms increasingly make
a point of reporting VaR information in their annual
reports. (4) We can use VaR information to assess
the risks of different investment opportunities before
decisions are made. VaR-based decision rules can
guide investment, hedging, and trading decisions, and
do so taking account of the implications of alternative choices for the portfolio risk as a whole. (5) VaR
information can be used to implement portfolio-wide
hedging strategies that are otherwise very difficult to
identify. (6) VaR information can be used to remunerate traders, managers, and other employees in
ways that take account of the risks they take, and
so discourage the excessive risk-taking that occurs
when employees are rewarded on the basis of profits alone, without reference to the risks taken to get
those profits. (7) Systems based on VaR methodologies can be used to measure other risks such as
liquidity, credit and operational risks. In short, VaR
can help provide for a more consistent and integrated
approach to risk management, leading also to greater
risk transparency and disclosure, and better strategic
risk management.

Attractions and Uses of VaR
The VaR has two highly attractive features as a measure of risk. The first is that it provides a common
consistent measure of risk across different positions
and risk factors: it therefore enables us to measure
the risk associated with a fixed-income position, say,
in a way that is comparable to and consistent with a
measure of the risk associated with equity or other
positions. The other attraction of VaR is that it takes
account of the correlations between different risk factors. If two risks offset each other, for example, the
VaR allows for this offset and tells us that the overall risk is fairly low. Naturally, a risk measure that
accounts for correlations is essential if we are to handle portfolio risks in a statistically meaningful way.
VaR has many possible uses. (1) Senior management can use it to set their overall risk target, and
from that determine risk targets and position limits
down the line. (2) Since VaR tells us the maximum
amount we are likely to lose, we can also use it to

Criticisms of VaR
Whilst most risk practitioners have embraced VaR
with varying degrees of enthusiasm, others are highly
critical. At the most fundamental level, there are
those such as Taleb [26] and Hoppe [18] who were
critical of the naı̈ve transfer of mathematical and
statistical models from the physical sciences where
they are well suited to social systems where they
are often invalid. They argued that such applications
often ignore important features of social systems –
the ways in which intelligent agents learn and react
to their environment, the nonstationarity and dynamic
interdependence of many market processes, and so
forth – features that undermine the plausibility of
many models and leave VaR estimates wide open to
major errors.
A related concern was that VaR estimates are
too imprecise to be of much use, and empirical
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evidence presented by Beder [6] and others in this
regard is worrying, as it suggests that different VaR
models can give vastly different VaR estimates. Work
by Marshall and Siegel [23] also showed that VaR
models were exposed to considerable implementation
risk as well – so even theoretically similar models
could give quite different VaR estimates because of
the differences in the ways in which the models
were implemented. There is also the problem that
if VaR measures are used to control or remunerate
risk-taking, traders will have an incentive to seek
out positions where risk is over- or underestimated
and trade them [21]. They will therefore take on
more risk than suggested by VaR estimates – so our
VaR estimates will be biased downwards – and their
empirical evidence suggests that the magnitude of
these underestimates can be substantial.
Concerns have also been expressed that the use of
VaR might destabilize the financial system. Taleb [26]
pointed out that VaR players are dynamic hedgers
who need to revise their positions in the face of
changes in market prices. If everyone uses VaR,
there is a danger that this hedging behavior will
make uncorrelated risks become very correlated –
and again firms will bear much greater risk than their
VaR models might suggest. Similarly, Danielsson [9],
Basak and Shapiro [3] and others have suggested that
poorly thought through regulatory VaR constraints
could destabilize the financial system by inducing
banks to increase their risk-taking: for instance, a VaR
position limit can give risk managers an incentive to
protect themselves against relatively mild losses, but
not against very large ones.
Even if one is to grant the usefulness of risk measures based on the lower tail of a probability density
function, there is still the question of whether VaR
is the best tail-based risk measure, and it is now
clear that it is not. In some important recent work,
Artzner, Delbaen, Eber, and Heath [1] examined this
issue by first setting out the axioms that a ‘good’
(or, in their terms, coherent) risk measure should satisfy. They then looked for risk measures that satisfied
these coherence properties, and found that VaR did
not satisfy them. It turns out that the VaR measure
has various problems, but perhaps the most striking
of these is its failure to satisfy the property of subadditivity – namely, that we cannot guarantee that
the VaR of a combined position will be no greater
than the sum of the VaRs of the constituent positions.
The risk of the sum, as measured by VaR, might be

greater than the sum of the risks – a serious drawback for a measure of risk. Their work suggests that
risk managers would be better off abandoning VaR
for other tail-based risk measures that satisfy coherence. The most prominent of these is the average of
losses exceeding VaR, known as the expected tail loss
or expected shortfall – and, ironically, this measure
is very similar to the measures of conditional loss
coverage that have been used by insurers for over
a century.

Estimating VaR: Preliminary
Considerations
We turn now to VaR estimation. In order to estimate
VaR, we need first to specify whether we are working
at the level of the aggregate (and often firm-wide)
portfolio using portfolio-level data, or whether we
are working at the deeper level of its constituent
positions or instruments, and inferring portfolio VaR
from position-level data. We can distinguish between
these as portfolio-level and position-level approaches
to VaR estimation. The estimation approach used also
depends on the unit of measure, and there are four
basic units we can use: units of profit/loss (P/L),
loss/profit (the negative of P/L), arithmetic return, or
geometric return.

Estimating VaR: Parametric Approaches
at Portfolio Level
Many approaches to VaR estimation are parametric,
in the sense that they specify the distribution function
of P/L, L/P (loss/profit) or returns. To begin, note that
the VaR is given implicitly by
Pr(L/P ≤ VaR) = cl,

(1)

where cl is our chosen confidence level, and the holding period is implicitly defined by the data frequency.
We now make some parametric assumption.
1. The simplest of these is that portfolio P/L is
normally distributed with mean µP/L and standard
deviation σP/L . The loss/profit (L/P) therefore has
mean −µP/L and standard deviation σP/L , and the
VaR is
VaR = −αcl σP/L − µP/L ,
(2)
where αcl is the standard normal variate corresponding to our confidence level cl, Thus, αcl is the value
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of the standard normal variate such that 1–cl of the
probability density lies to the left, and cl of the probability density lies to the right. For example, if our
confidence level is 95%, αcl will be −1.645; and if
P/L is distributed as standard normal, then VaR will
also be equal to −1.645. Of course, in practice µP/L
and σP/L would be unknown, and we would have to
estimate VaR based on estimates of these parameters,
obtained using suitable estimation techniques; this in
turn gives rise to the issue of the precision of our
VaR estimators.
Equivalently, we could also assume that arithmetic
returns r (equal to P /P−1 − 1 ignoring reinvestment
of profits, where P and P−1 are the current and lagged
values of our portfolio) are normally distributed. Our
VaR is then
VaR = −(µr + αcl σr )P

(3)

where µr and σr are the mean and standard deviation
of arithmetic returns. However, both these approaches
have a problem: they imply that losses can be arbitrarily high and this is often unreasonable, because
the maximum potential loss is usually limited to the
value of our portfolio.
2. An alternative that avoids this problem is to
assume that geometric returns R (equal to ln(P /P−1 ),
ignoring reinvestment) are normally distributed,
which is equivalent to assuming that the value of the
portfolio is lognormally distributed. The formula for
this lognormal VaR is
VaR = P−1 − exp[µR + αcl σR + ln P−1 ]

(4)

This formula rules out the possibility of negative
portfolio values and ensures that the VaR can never
exceed the value of the portfolio. However, since
the difference between the normal and lognormal
approaches boils down to that between arithmetic
and geometric returns, the two approaches tend to
yield substantially similar results over short holding periods; the difference between them therefore
only matters if we are dealing with a long holding
period.
3. A problem with all these approaches is that empirical returns tend to exhibit excess (or greater than
normal) kurtosis, often known as ‘fat’ or heavy tails,
which implies that normal or lognormal approaches
can seriously underestimate true VaR. The solution is
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to replace normal or lognormal distributions with distributions that can accommodate fat tails, and there
are many such distributions to choose from. One such
distribution is the Student-t distribution: a Student-t
distribution with υ degrees of freedom has a kurtosis of 3(υ − 2)/(υ − 4), provided υ > 4, so we can
approximate an observed kurtosis of up to 9 by a suitable choice of υ. This gives us considerable scope to
accommodate excess kurtosis, so long as the kurtosis is not too extreme. In practice, we would usually
work with a generalized Student-t distribution that
allows us to specify the mean and standard deviation
of our P/L or return distribution, as well as the number of degrees of freedom. Using units of P/L, our
VaR is then

(υ − 2)
σP/L − µP/L ,
(5)
VaR = −αcl,υ
υ
where the confidence level term, αcl,υ , now refers to
a Student-t distribution instead of a normal one, and
so depends on υ as well as on cl.
To illustrate the impact of excess kurtosis, Figure 1
shows plots of a normal density function and a
standard textbook Student-t density function with 5
degrees of freedom (and, hence, a kurtosis of 9). The
Student-t has fatter tails than the normal, and also
has a higher VaR at any given (relatively) high confidence level. So, for example, at the 99% confidence
level, the normal VaR is 2.326, but the Student-t VaR
is 3.365.
4. We can also accommodate fat tails by using
a mixture of normal distributions [27]. Here, we
assume that P/L or returns are usually drawn from
one normal process, but are occasionally, randomly
drawn from another with a higher variance. Alternatively, we can use a jump-diffusion process [11,
29], in which returns are usually well behaved, but
occasionally exhibit discrete jumps. These approaches can incorporate any degree of observed kurtosis, are intuitively simple and (fairly) tractable,
and require relatively few additional parameters. We
can also use stable Lévy processes, sometimes also
known as α -stable or stable Paretian processes [25].
These processes accommodate the normal as a special case, and have some attractive statistical properties: they have domains of attraction, which means
that any distribution ‘close’ to a stable distribution
will have similar properties to such a distribution;
they are stable, which means that the distribution
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retains its shape when summed; and they exhibit
scale invariance or self-similarity, which means that
we can rescale the process over one time period
so that it has the same distribution over another
time period. However, stable Lévy processes also
imply that returns have an infinite variance, which
is generally regarded as being inconsistent with the
empirical evidence. Finally, we can also accommodate fat tails (and, in some cases, other nonnormal
moments of the P/L or return distribution) by using
Cornish–Fisher or Box–Cox adjustments, or by fitting the data to more general continuous distributions
such as elliptical, hyperbolic, Pearson or Johnson
distributions.
5. Another parametric approach that has become
prominent in recent years is provided by extremevalue theory, which is suitable for estimating VaR
at extreme confidence levels. This theory is based
on the famous Fisher–Tippett theorem [15], which
tells us that if X is a suitably ‘well-behaved’
(i.e. independent) random variable with distribution
function F (x), then the distribution function of
extreme values of X (taken as the maximum value
of X from a sample of size n, where n gets large)
converges asymptotically to a particular distribution,
the extreme-value distribution. Using L/P as our

unit of measurement, this distribution yields the
following formulas for VaR:
VaR = a −

b
[1 − (− ln cl)−ξ ]
ξ

(6)

if ξ > 0, and where 1 + ξ(x − a)/b > 0; and
VaR = a − b ln[ln(1/cl)]

(7)

if ξ = 0. a and b are location and scale parameters,
which are closely related to the mean and standard
deviation; and ξ is the tail index, which measures the
shape or fatness of the tail [14]. These two cases
correspond to our primary losses (i.e. X) having
excess and normal kurtosis respectively. There is also
a second branch of extreme-value theory that deals
with excesses over a (high) threshold. This yields the
VaR formula


−ξ
n
β
(1 − cl)
−1 , 0<ξ <1
VaR = u +
ξ
Nu
(8)
where u is a threshold of x, β > 0 is a scale parameter, n is the sample size, Nu is the number of
observations in excess of the threshold [24] and
1 − cl < Nu /n. This second approach dispenses with
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the location parameter, but requires the user to specify
the value of the threshold instead.

Estimating VaR: Parametric Approaches
at Position Level
We turn now to the position level.
1. The most straightforward position-level approach
is the variance–covariance approach, the most wellknown commercial example of which is the RiskMetrics model. This approach is based on the underlying assumption that returns are multivariate normal.
Suppose, for example, that we have a portfolio consisting of n different assets, the arithmetic returns
to which are distributed as multivariate normal with
mean µr and variance–covariance matrix r , where
µr is an n × 1 vector, and r is an n × n matrix
with variance terms down its main diagonal and
covariances elsewhere. The 1 × n vector w gives the
proportion of our portfolio invested in each asset (i.e.
so the first element w1 gives the proportion of the
portfolio invested in asset 1, and so on, and the sum
of the wi terms is 1). Our portfolio return therefore
has an expected value of wµr , a variance of w r wT ,
where wT is the n × 1transpose vector of w, and a
standard deviation of w r wT . Its VaR is then
 

VaR = − αcl . w r wT + wµr P .
(9)
The variance–covariance matrix r captures the
interactions between the returns to the different
assets. Other things being equal, the portfolio VaR
falls as the correlation coefficients fall and, barring
the special case in which all the correlations are 1,
the VaR of the portfolio is less than the sum of the
VaRs of the individual assets.
2. Unfortunately, the assumption of multivariate
normality runs up against the empirical evidence
that returns are fat tailed, which raises the tricky
issue of how to estimate VaR from the position
level taking account of fat tails. One solution is to
fit a more general class of continuous multivariate distributions, such as the family of elliptical
distributions that includes the multivariate Student-t
and multivariate hyperbolic distributions [4, 12, 16].
If we are dealing with extremely high confidence
levels, we can also apply a multivariate extremevalue approach. Another response, suggested by Hull
and White [19], is that we transform our returns to
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make them multivariate normal. We then apply the
variance–covariance analysis to our transformed returns, and unravel the results to derive our ‘true’
VaR estimates. This approach allows us to retain the
benefits of the variance–covariance approach – its
tractability, etc. – whilst allowing us to estimate VaR
and ETL in a way that takes account of skewness,
kurtosis, and the higher moments of the multivariate
return distribution.
3. A final solution, and perhaps the most natural from the statistical point of view, is to apply
the theory of copulas. A copula is a function that
gives the multivariate distribution in terms of the
marginal distribution functions, but in a way that
takes their dependence structure into account. To
model the joint distribution function, we specify our
marginal distributions, choose a copula to represent
the dependence structure, and apply the copula function to our marginals. The copula then gives us the
probability values associated with each possible P/L
value, and we can infer the VaR from the associated
P/L histogram.

Estimating VaR: Nonparametric
Approaches
We now consider nonparametric approaches, which
seek to estimate VaR without making strong assumptions about the distribution of P/L or returns. These
approaches let the P/L data speak for themselves
as much as possible, and use the recent empirical
distribution of P/L – not some assumed theoretical
distribution – to estimate our VaR. All nonparametric methods approaches are based on the underlying
assumption that the near future will be sufficiently
like the recent past, that we can use the data from the
recent past to forecast risks over the near future –
and this assumption may or may not be valid in any
given context.
The first step in any nonparametric approach is to
assemble a suitable data set: the set of P/L ‘observations’ that we would have observed on our current portfolio, had we held it throughout the sample
period. Of course, this set of ‘observations’ will not,
in general, be the same as the set of P/L values actually observed on our portfolio, unless the composition
of our portfolio remained fixed over that period.
1. The first and most popular nonparametric approach is historical simulation, which is conceptually
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simple, easy to implement, widely used, and has
a fairly good track record. In the simplest form
of historical simulation, we can estimate VaR by
constructing a P/L histogram, and then reading the
VaR off from this histogram as the negative of the
value that cuts off the lower tail, or the bottom
1 − cl of the relative frequency mass, from the rest
of the distribution. We can also estimate the historical
simulation VaR more directly, without bothering with
a histogram, by ranking our data and taking the
VaR to be the appropriate order statistic (or ranked
observation).
2. However, this histogram-based approach is rather
simplistic, because it generally fails to make the
best use of the data. For the latter, we should apply
the theory of nonparametric density estimation. This
theory treats our data as if they were drawings from
some unspecified or unknown empirical distribution
function, and then guides us in selecting bin widths
and bin centers, so as to best represent the information
in our data. From this perspective, a histogram is a
poor way to represent data, and we should use naı̈ve
estimators or, better still, kernel estimators instead.
Good decisions on these issues should then lead to
better estimates of VaR [8].
3. All these approaches share a common problem:
they imply that any observation should have the
same weight in our VaR-estimation procedure if it
is less than a certain number of periods old, and
no weight (i.e. a zero weight) if it is older than
that. This weighting structure is unreasonable a priori,
and creates the potential for distortions and ghost
effects – we can have a VaR that is unduly high, say,
because of a single loss observation, and this VaR
will continue to be high until n days have passed and
the observation has fallen out of the sample period.
The VaR will then appear to fall again, but this fall is
only a ghost effect created by the way in which VaR is
estimated. Various approaches have been suggested to
deal with this problem, most notably: age-weighting
and volatility-weighting the data e.g., [20]; filtered
historical simulation, which bootstraps returns within
a conditional volatility (e.g. GARCH) framework [2];
covariance weighting, with weights chosen to reflect
current market estimates of the covariance matrix
[11]; and moment weighting, in which weights are
chosen to reflect all relevant moments of the return
distribution [17].

4. Finally, we can also estimate nonparametric VaR
using principal components and factor analysis methods. These are used to provide a simpler representation of the risk factors present in a data set. They
are useful because they enable us to reduce the
dimensionality of problems and reduce the number of
variance–covariance parameters that we need to estimate. The standard textbook application of principalcomponents VaR estimation is to fixed-income portfolios whose values fluctuate with a large number of
spot interest rates. In these circumstances, we might
resort to principal-components analysis to identify the
underlying sources of movement in our data. Typically, the first three such factors – the first three
principal components – will capture 95% or thereabouts of the variance of our data, and so enable
us to cut down the dimensionality of the problem
and (sometimes drastically) cut down the number of
parameters to be estimated. However, principal components analysis needs to be used with care because
estimates of principal components can be unstable
[28]. Factor analysis is a related method that focuses
on explaining correlations rather than (as principalcomponents analysis does) explaining variances, and
is particularly useful when investigating correlations
among a large number of variables. When choosing between them, a good rule of thumb is to use
principal components when dealing with instruments
that are mainly volatility-dependent (e.g. portfolios
of interest-rate caps), and to use factor analysis when
dealing with problems that are mainly correlationdependent (e.g. portfolios of diff swaps).

Estimating Confidence Intervals for VaR
There are many ways to estimate confidence intervals for VaR, but perhaps the most useful of these
are the quantile-standard error, order-statistics, and
bootstrap approaches.
1. The simplest of these is the quantile-standarderror approach, outlined by Kendall and Stuart [22]:
if we have a sample of size n and a quantile (or VaR)
x that is exceeded with probability p, they show that
the standard error of the quantile is approximately

p(1 − p)
1
,
(10)
se(x) =
f (x)
n
where f (x) is the density function of x. The standard
error can be used to construct confidence intervals
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around our quantile estimates in the usual textbook
way: for example, a 95% confidence interval for our
quantile is
[x − 1.96 se(x), x + 1.96 se(x)].
This approach is easy to implement and has some
plausibility with large sample sizes. However, it also
has weaknesses: in particular, it relies on asymptotic theory, and can therefore be unreliable with
small sample sizes; and the symmetric confidence
intervals it produces are misleading for extreme quantiles whose ‘true’ confidence intervals are asymmetric reflecting the increasing sparsity of extreme
observations.
2. A more sophisticated approach is to estimate VaR
confidence intervals using the theory of order statistics. If we have a sample of n P/L observations, we
can regard each observation as giving an estimate
of VaR at an implied confidence level. For example,
if n = 100, we can take the VaR at the 95% confidence level as the negative of the sixth smallest P/L
observation. More generally, the VaR is equal to the
negative of rth lowest observation, known as the rth
order statistic, where r = n(1 − cl) + 1. Following
Kendall and Stuart [22], suppose our observations
x1 , x2 , . . . , xn come from a known distribution (or
cumulative density) function F (x), with rth order
statistic x(r) . The probability that j of our n observations do not exceed a fixed value x must obey the
following binomial distribution
Pr{j observations ≤ x} =

n
j

{F (x)}j

× {1 − F (x)}n−j .

(11)

It follows that the probability, that at least r observations in the sample do not exceed x, is also a binomial
n

Gr (x) =
j =r

n
{F (x)}j {1 − F (x)}n−j .
j

(12)

Gr (x) is therefore the distribution function of our
order statistic. It follows, in turn, that Gr (x) also
gives the distribution function of our VaR.
This VaR distribution function provides us with
estimates of our VaR and of its associated confidence intervals. The median (i.e. 50 percentile) of the
estimated VaR distribution function gives us a natural estimate of our VaR, and estimates of the lower
and upper percentiles of the VaR distribution function
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give us estimates of the bounds of our VaR confidence interval. This is useful, because the calculations
are accurate and easy to carry out on a spreadsheet.
The approach mentioned above is also very general
and gives us confidence intervals for any distribution
function F (x), parametric (normal, t, etc.) or empirical. In addition, the order statistics approach applies
even with small samples – although estimates based
on small samples will also be less precise, precisely
because the samples are small.
3. We can also obtain confidence intervals using a
bootstrap procedure [13]. We start with a sample of
size n. We then draw a new sample of the same size
from the original sample, taking care to replace each
selected observation back into the sample pool after it
has been drawn. In doing so, we would typically find
that some observations get chosen more than once,
and others don’t get chosen at all, so the new sample
would typically be different from the original one.
Once we have our new sample, we estimate its VaR
using a historical simulation (or histogram) approach.
We then carry out this process M times, say, to obtain
a bootstrapped sample of M parameter estimates, and
use this sample of VaR estimates to estimate a confidence interval for the VaR (so the upper and lower
bounds of the confidence interval would be given by
the percentiles points (or quantiles) of the sample distribution of VaR estimates). This bootstrap approach
is easy to implement and does not rely on asymptotic or parametric theory. Its main limitation arises
from the (often inappropriate) assumption that the
data are independent, although there are also various ways of modifying bootstraps to accommodate
data-dependency (e.g. we can use a GARCH model
to accommodate dynamic factors and then bootstrap
the residuals; for more on these methods, see [10]).

Other Issues
There are, inevitably, a number of important VaRrelated issues that this article has skipped over or
omitted altogether. These include parameter estimation, particularly the estimation of volatilities, correlations, tail indices, etc.; the backtesting (or validation) of risk models, which is a subject in its own
right; the use of delta–gamma, quadratic, and other
approximations to estimate the VaRs of options portfolios, on which there is a large literature; the use
of simulation methods to estimate VaR, on which

8

Value-at-risk

there is also a very extensive literature; the many,
and rapidly growing, specialist applications of VaR
to options, energy, insurance, liquidity, corporate,
crisis, and pensions risks, among others; the many
uses of VaR in risk management and risk reporting; regulatory uses (and, more interestingly, abuses)
of VaR, and the uses of VaR to determine capital
requirements; and the estimation and uses of incremental VaR (or the changes in VaR associated with
changes in positions taken) and component VaR (or
the decomposition of a portfolio VaR into its constituent VaR elements).

[16]

[17]
[18]
[19]

[20]
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Volatility
In financial economics, volatility refers to the shortterm uncertainty in the price of a security or in the
value of an economic variable such as the risk-free
rate of interest. For example, in the Black–Scholes–Merton model the price of a stock, S(t), is
governed by the stochastic differential equation
dS(t) = S(t)[µ dt + σ dZ(t)],

(1)

where Z(t) is a standard Brownian motion. In this
equation, σ is the volatility of the asset. (For asset
prices, it is typical to quote volatility as a proportion
of the current asset price. This means that the quoted
volatility is unaffected by the numeraire or if the
security is subdivided.)
Volatility can be estimated in one of two ways.
First, we can make use of historical price data (for
example, daily). In the case of the Black–Scholes–Merton model, this data would give us daily
proportional increases in the price, which are all
assumed to be independent and identically distributed
log-normal random variables. This makes it easy to
estimate the parameters µ and σ and their standard errors. This is an appropriate approach to take
if we are concerned with real-world risk management. This estimate is referred to as the historical
volatility.
Second, σ can be inferred from individual derivative prices. For example, in the Black–Scholes formula the price of a European call option depends on
the current stock price, S(t), the term to maturity of

the option, τ , the strike price, K, the risk-free rate of
interest, r, which are all observable, and the volatility, σ , which is not observable. However, if we take
the current market price for the option as given, then
since σ is the only unobserved variable, we can infer
it from the price of the option. This estimate is called
the implied volatility.
Ideally, we should find that implied volatility is
the same for all traded options. In reality, this is not
the case and we find instead that implied volatility
tends to be higher for options which are far out of
the money or far into the money. This suggests that
market makers are assuming that returns are fattertailed than normal or that the volatility of S(t) is
time varying rather than constant.

(See also Affine Models of the Term Structure
of Interest Rates; Ammeter Process; Capital
Allocation for P&C Insurers: A Survey of
Methods; Catastrophe Derivatives; Derivative
Pricing, Numerical Methods; Diffusion Processes;
Equilibrium Theory; Frontier Between Public and
Private Insurance Schemes; Hedging and Risk
Management; Hidden Markov Models; Interestrate Modeling; Market Models; Markov Chain
Monte Carlo Methods; Maximum Likelihood;
Risk Measures; Simulation of Risk Processes;
Simulation Methods for Stochastic Differential
Equations; Stochastic Simulation; Time Series;
Value-at-risk; Wilkie Investment Model)
ANDREW J.G. CAIRNS

Wilkie Investment Model
Introduction
The Wilkie stochastic investment model, developed
by Professor Wilkie, is described fully in two papers;
the original version is described in [17] and the model
is reviewed, updated, and extended in [18]. In addition, the latter paper includes much detail on the
process of fitting the model and estimating the parameters. It is an excellent exposition, both comprehensive and readable. It is highly recommended for any
reader who wishes to implement the Wilkie model for
themselves, or to develop and fit their own model.
The Wilkie model is commonly used to simulate
the joint distribution of inflation rates, bond yields,
and returns on equities. The 1995 paper also extends
the model to incorporate wage inflation, property
yields, and exchange rates. The model has proved to
be an invaluable tool for actuaries, particularly in the
context of measuring and managing financial risk. In
this article, we will describe fully the inflation, equity,
and bond processes of the model. Before doing so, it
is worth considering the historical circumstances that
led to the development of the model.
In the early 1980s, it became clear that modern
insurance products required modern techniques for
valuation and risk management, and that increasing
computer power made feasible far more complex calculation. Deterministic cash flow projections became
common. For example, actuaries might project the
cash flows from an insurance portfolio using ‘best
estimate’ assumptions. This gave a ‘best estimate’
projection, but did not provide a measure of the risk
involved. For this, some model of the variability of
assets and liabilities was required.
The initial foundations of the Wilkie model were
laid when David Wilkie was a member of the Maturity Guarantees Working Party (MGWP). This group
was responsible for developing standards for managing investment guarantees associated with unit-linked
contracts (similar to guaranteed living benefits associated with some variable annuity contracts in the
USA). It became clear that a stochastic methodology was required, and that stochastic simulation
was the only practical way of deploying such a
methodology. An early version of the Wilkie model
was published with the MGWP report in [10], which

was a seminal work in modern actuarial methodology for investment guarantees. This early form
modeled dividends and share prices separately. After
the MGWP completed its task, David Wilkie moved
on to the Faculty of Actuaries Solvency Working
Party [14]. Here again, stochastic simulation was
used to explore risk management, in this case for a
(simplified) mixed insurance portfolio, representing a
life insurance company. For this group, the model
was refined and extended. Wilkie recognized that
the existing separate, univariate models for inflation,
interest rates, and equity returns were not satisfactory for modeling the assets and liabilities of a life
insurer, where the interplay between these series is
critically important. In [17] the full Wilkie model
was described for the first time. This provided an
integrated approach to simulating stock prices and
dividends, inflation, and interest rates. When combined with suitable demographic models, the Wilkie
model enabled actuaries to simulate the assets and
liabilities for insurance portfolios and for pension
schemes. By performing a large number of simulations, actuaries could get a view of the distribution
of the asset and liability cash flows, and the relationship between them. Actuaries in life insurance
and in pensions in the United Kingdom and elsewhere took up the challenge of applying the model
to their own asset–liability problems. It is now common for pensions emerging costs to be projected
stochastically as part of the regular review of scheme
assets and liabilities, and many insurers too use an
integrated investment model to explore the financial
implications of different strategies. Many different
integrated investment models have been proposed;
some are in the public domain, others remain proprietary. However, the Wilkie model remains the most
scrutinized, and the benchmark against which others
are measured.

The Model Description
In this section, we describe the central elements of the
Wilkie model, following [18]. The model described is
identical to the 1985 formulation in [17], apart from
the short bond yield that was not included in that
model.
The Wilkie model is a cascade model; the structure is demonstrated in Figure 1. Each box represents a different random process. Each of these is
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Figure 1

Structure of the basic Wilkie investment model

modeled as a discrete, annual process. In each projection period, inflation is modeled first, followed by
the share yield, the share dividend index and long
bond yield, and finally the short bond yield. Each
series incorporates some factor from connected series
higher up the cascade, and each also incorporates
a random component. Some also depend on previous values from the series. The cascade model is
not supposed to model a causal link but is statistically convenient. For example, it is not necessary
for the long-term bond yields to depend on the share
dividend index, since the mutual dependence on the
inflation rate and (to a smaller extent) the share yield
accounts for any dependence between long-term bond
yields and share yields, according to this model.
The notation can be confusing as there are many
parameters and five integrated processes. The notation used here is derived from (but not identical
to) [18]. The subscript used indicates the series:
q refers to the inflation series;
y refers to the dividend yield;
d refers to the dividend index process;
c refers to the long-term bond yield;
b refers to the short-term bond yield series.
The µ terms all indicate a mean, though it may be
a mean of the log process. For example, µq is the
mean of the inflation process modeled, which is the
continuously compounded annual rate of inflation; we

refer to this as the force of inflation to distinguish it
from the effective annual rate. The term δ represents
a continuously compounded growth rate. For example, δq (t) is the continuously compounded inflation
rate in the year t to t + 1. The term a indicates an
autoregression parameter; σ is a (conditional) variance parameter; w is a weighting applied to the force
of inflation within the other processes. For example, the share dividend yield process includes a term
wy δq (t) which describes how the current force of
inflation (δq (t)) influences the current logarithm of
the dividend yield (see Equation (1)). The random
innovations are denoted by z(t), with a subscript
denoting the series. These are all generally assumed
to be independent N (0, 1) variables, though other distributions are possible.

The Inflation Model
Let δq (t) be the force of inflation, in the year
[t − 1, t). Then δq (t) follows an autoregressive
order one (AR(1)) process, which is defined by the
following equation:
δq (t) = µq + aq (δq (t − 1) − µq ) + σq zq (t)

(1)

where
δq (t)
µq

is the force of inflation in the tth year;
is the mean force of inflation, assumed
constant;
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aq

σq

is the parameter controlling the autoregression. A large value for aq implies weak
autoregression, that is, a weak pull back to
the mean value each year;
is the standard deviation of the white noise
term of the inflation model. zq (t) is a N (0,1)
white noise series.

Since the AR(1) process is well understood, the
inflation model is very easy to work with. For example, the distribution of the random variable δq (t)
given δq (0), and assuming |aq | < 1, is


1 − aq2t
t
t
2
(2)
N µq (1 − aq ) + δq (0)aq , σq
1 − aq2
The process only makes sense if |aq | < 1; otherwise
it is not autoregressive, meaning that it does not
tend back towards the mean, and the process variance becomes very large very quickly. This leads to
highly unrealistic results. If |aq | < 1, then the factor
a t tends to 0 as t increases, and therefore has a diminishing effect on the long-term distribution so that the
ultimate, unconditional distribution for the force of
inflation is N (µq , σq2 /(1 − aq2 )). This means that if
Q(t) is an index of inflation, the ultimate distribution
of Q(t)/Q(t − 1) is log-normal.
The parameter values for the United Kingdom
for the inflation series given in [18], based on data
from 1923 to 1994 are (with standard errors in
parentheses) µq = 0.0473, (0.0120), aq = 0.5773,
(0.0798) and σq = 0.0427, (0.0036). This means
that the long run inflation rate distribution is
δq (t) ∼ N (0.0473, 0.05232 ).
In [18], Wilkie also proposes an ARCH model for
inflation. The ARCH model has a varying volatility
that depends on the previous value of the series. If
the value of the process in the tth period is far away
from the mean, then the volatility in the following
period is larger than if the tth period value of the
process is close to the mean. The ARCH model has a
higher overall variability, which feeds through to the
other series, if the same parameters are adopted for
those models as for the AR(1) inflation model.

Dividends and the Return on Shares
The model generates the dividend yield on stocks
and the continuously compounded dividend growth
rate.

3

The dividend yield in year t, y(t), is determined
from
log y(t) = wy δq (t) + log µy + yn(t)

(3)

yn(t) = ay yn(t − 1) + σy zy (t)

(4)

where

So the log-yield process comprises an inflation-linked
component, a trend component, and a de-trended
AR(1) component, yn(t), independent of the inflation
process.
The parameter values from [18], based on UK
annual data from 1923 to 1994 are wy = 1.794,
(0.586), µy = 0.0377, (0.018), ay = 0.549, (0.101)
and σy = 0.1552 (0.0129).
The dividend growth rate, δd (t) is generated from
the following relationship:
δd (t) = wd dm(t) + (1 − wd )δq (t) + dy σy zy (t − 1)
+ µd + bd σd zd (t − 1) + σd zd (t)

(5)

where
dm(t) = dd δq (t) + (1 − dd ) dm(t − 1)

(6)

The first two terms for δd (t) are a weighted average of
current and past inflation. The total weight assigned to
the current δq (t) being wd dd + (1 − wd ). The weight
attached to the force of inflation in the τ th year before
t is wd dd (1 − dd )τ .
The next term is a dividend yield effect; a fall
in the dividend yield is associated with a rise in the
dividend index (i.e. dy < 0).
There is an influence from the previous year’s
innovation term for the dividend yield, σy zy (t − 1),
as well as an effect from the previous year’s innovation from the dividend growth rate itself, σd zd (t − 1).
The force of dividend can be used to construct an
index of dividends,
D(t) = D(t − 1)eδd (t)

(7)

A price index for shares, P (t), can be constructed
from the dividend index and the dividend yield,
P (t) = D(t)/y(t). Then the overall return on shares
each year py(t) can be summarized in the gross rolled
up yield,
py(t) =

P (t) + D(t)
− 1.0
P (t − 1)

(8)
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Parameter values for UK data, based on the 1923
to 1994 experience are given in [18] as wd = 0.58,
(0.2157), dy = −0.175, (0.044), µd = 0.016, (0.012),
bd = 0.57, (0.13), σd = 0.07, (0.01), and dd = 0.13,
(0.08).

Long-term and Short-term Bond Yields
The yield on long-term bonds is modeled by the
yield on UK ‘consols’. These are government bonds
redeemable at the option of the borrower. Because
the coupon rate on these bonds is very low (at 2.5%
per year), it is considered unlikely that the bonds will
be redeemed and they are therefore generally treated
as perpetuities.
The yield, c(t), is split into an inflation-linked part,
cm(t) and a ‘real’ part
c(t) = cm(t) + µc ecn(t)
where
and

cm(t) = wc δq (t) + (1 − wc )cm(t − 1)
cn(t) = ac cn(t − 1) + yc σy zy (t) + σc zc (t)
(9)

The inflation part of the model is a weighted moving average model. The real part is essentially an
autoregressive model of order one (i.e. AR(1)), with
a contribution from the dividend yield.
The parameters from the 1923 to 1994 UK
data, given in [18], are wc = 0.045, µc = 0.0305,
(0.0065), ac = 0.9, (0.044), yc = 0.34, (0.14) and
σc = 0.185, (0.015). Note that, the relatively high
value for ac (given that |ac | must be strictly less than
1.0) indicates a slow regression to the mean for this
series.
The yield on short-term bonds, b(t), is calculated
as a multiple of the long-term rate c(t), so that
b(t) = c(t)e−bd(t)
where

bd(t) = µb + ab (bd(t − 1) − µb ) + σb zb (t)
(10)

The log of the ratio between the short-term and the
long-term yields is therefore assumed to follow an
AR(1) process.

Wages, Property, Index-linked Bonds and
Exchange Rates
In the 1995 paper [18], Wilkie offers extensions of the
model to cover wage inflation, returns on property,

and exchange rates. For a wages model, Wilkie
proposes a combination of a real part, following
an AR(1) process, and an inflation-linked part, with
influence from the current and previous inflation
rates. The property model is very similar in structure
to the share model, with the yield and an index
of rent separately generated. The logarithm of the
real rate of return on index-linked bonds is modeled
as an AR(1) process, but with a contribution from
the long-term bond model. The exchange-rate model
that involves the ratio of the inflation indices of the
two countries, together with a random multiplicative
component, is modeled as a log-AR(1) process. The
model uses an assumption of purchasing power parity
in the long run.

Results
In Figure 2, we show 10 paths for inflation rates,
the total return on equities (i.e. py(t)), the long-term
bond yield, and the short-term bond yield. These
show the high year-to-year variability in the total
return on shares, and the greater variability of the
short-term bond yields compared to the long term,
although following the same approximate paths.
The important feature of these paths is that these
are not four independent processes, but a single
multivariate process, so that all of these paths are
connected with each other. Relatively low rates of
inflation will feed through the cascade to depress
the dividend yield, the dividend growth rate, and
the long-term bond yield and consequently the short
bond yield also. In [5], it is shown that although high
inflation is a problem for the model life insurer considered, a bigger problem is low inflation because of
its association with low returns on equities. Without
an integrated model this might not have been evident.

Applications
The nature of actuarial practice is that in many cases,
both assets and liabilities are affected by the economic processes modeled by the Wilkie investment
model. For example, in life insurance, on the asset
side, the model may be used to project asset values for a mixed portfolio of bonds and shares. On
the liability side, contract sizes and insurer expenses
will be subject to inflation; unit-linked guarantees
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depend on the performance of the underlying portfolio; guaranteed annuity options depend on both the
return on shares (before vesting) and on the longterm interest rate when the benefit is annuitized. For
defined benefit pension schemes, the liabilities are
related to price and wage inflation. For non-life insurance too, inflation is an important factor in projecting
liabilities.
It is not surprising therefore that the Wilkie model
has been applied in every area of actuarial practice. In life insurance, early examples of applications
include [14], where the model was used to project
the assets and liabilities for a mixed cohort of life
insurance policies in order to estimate the solvency
probability. This paper was the original motivation
for the development of the full model. Further life
office applications include [5, 6, 8, 9, 11, 12]; all
of these papers discuss different aspects of stochastic valuation and risk management of insurance
business, using a model office approach with the
Wilkie model. In [2], the Wilkie model was used
to project the assets and liabilities for a non-life
insurer, with the same broad view to assessing the risk

and appropriate levels of solvency capital. In [20],
the model was used to project the assets and liabilities for a pension fund. More recently, in [19],
the model was used to quantify the liability for
guaranteed annuity options. The model is now commonly used for actuarial asset–liability projection in
the United Kingdom and elsewhere, including South
Africa, Australia, and Canada.

Commentary on the Wilkie Model
Since the Wilkie model was first published, several
other similar models have been developed. However,
none has been subject to the level of scrutiny to
which the Wilkie model has been subjected. This is
largely because it was the first such model; there was
a degree of skepticism about the new methodology
opened up by the model. The development of the
Wilkie model helped to bring about a revolution in
the approach to life insurance risk, particularly in
the United Kingdom – that actuaries should explore
the distributions of assets and liabilities, not just
deterministic paths.
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In 1989, the Financial Management Group (FMG)
of the Institute and Faculty of Actuaries was assigned
the task of critiquing the model (‘from a statistical
viewpoint’). Their report is [3]. The only substantive
statistical criticism was of the inflation model. The
AR(1) model appeared too thin tailed, and did not
reflect prolonged periods of high inflation. Wilkie
in [18] suggests using an ARCH model for inflation
that would model the heavy tail and the persistence.
For many actuarial applications, high inflation is not
such a risk as low inflation, and underestimating
the high inflation risk may not be a significant
problem.
The most bitter criticism in the FMG report came
in the appendix on applications in life insurance,
where the Group (or a life insurance subset) claimed
that stochastic simulation was impractical in runtime costs, that the model is too abstruse and theoretical to explain to management, not understandable
by most actuaries, and uses ‘horrendously incomprehensible techniques to prove the blindingly obvious’.
These criticisms appear very dated now, 10 years after
the Group reported. Computer power, of course, has
expanded beyond the imagination of the authors of
the paper and stochastic simulation has become a
standard tool of risk management in life insurance.
Furthermore, the results have often proved to be far
from ‘blindingly obvious’. For example, it is shown
in [19] that, had actuaries used the Wilkie model in
the late 1980s to assess the risks from guaranteed
annuity options, it would have indicated a clear liability – at a time when most actuaries considered there
to be no potential liability at all.
A few years later, in [7], Huber discusses the
problem of stability; that is, that the relationships
between and within the economic series may change
from time to time. For example, there is evidence of
a permanent change in many economic time series
around the time of the second world war. It is
certainly useful to be aware of the limitations of
all models. I think few actuaries would be surprised
to learn that some of the relationships broke down
during world wars.
Huber also notes the inconsistency of the Wilkie
model with the efficient market hypothesis. Note
however that the Wilkie model is very close to
a random walk model over short terms, and the
random walk model is consistent with the efficient
market hypothesis. Also, there is some disagreement
amongst economists about the applicability of the

efficient market hypothesis over long time periods.
Finally, Huber notes the relative paucity of data. We
only have one historical path for each series, but
we are projecting many feasible future paths. This
is a problem with econometric time series. It is not
a reason to reject the entire methodology, but it is
always important to remember that a model is only a
model.

Other Integrated Investment Models for
Actuarial Use
Several models have been proposed since the Wilkie
investment model was first published. Examples
include [4, 13, 15, 16, 21].
Several of these are based on the Wilkie model,
with modifications to some series. For example,
in [16] a threshold autoregressive model is used
for several of the series, including inflation. The
threshold family of time series models are multipleregime models. When the process moves above (or
below) some specified threshold, the model parameters change. In [16], for example, the threshold for
the inflation rate is 10%. If inflation is less than
10% in the tth period, then in the following period it
is assumed to follow an AR(1) process with mean
parameter 0.04, autoregression parameter 0.5 and
standard deviation parameter 0.0325. If the process
in the tth period is more than 10%, then inflation in
the following period is assumed to follow a random
walk process, with mean parameter 12% and standard
deviation parameter 5%. In [21], the cascade used
is similar to the Wilkie model. Equity returns are
modeled using earnings rather than dividends, and
earnings depend on wage inflation that has a more
central role in this model than in the Wilkie model.
Another possible design is the vector autoregression. In [4], a vector autoregression approach is used
with regime switching. That is, the whole vector
process randomly jumps between two regimes. The
vector autoregression approach is a pure statistical
method, modeling all of the economic series together
as a single multivariate random process.
Most insurers and actuarial consulting firms now
have integrated stochastic investment models that are
regularly used for asset–liability modeling. Many use
the Wilkie model or a close relative.
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Models From Financial Economics
A derivative is a security that has a payoff that
depends on one or more risky assets. A risky asset
has value following a random process such as those
described above. For example, a stock is a risky asset
with the price modeled in the Wilkie model by a
combination of the dividend yield and dividend index
series.
One method for determining the value of a derivative is to take the expected discounted payoff, but
using an adjusted probability distribution for the
payoff random variable. The adjusted distribution is
called the risk neutral distribution or Q measure.
The original ‘real world’ distribution is also called
the P measure.
The distributions described in this article are not
designed for risk neutral valuation. They are designed
for real-world projections of assets and liabilities,
and designed to be used over substantially longer
periods than the models of financial economics. A
long-term contract in financial economics might be
around one year to maturity. A medium-term contract
in life insurance might be a 20-year contract. The
actuarial models on the whole are not designed for
the fine tuning of derivative modeling. Note also that
most of the models discussed are annual models,
where financial economics requires more frequent
time steps, with continuous-time models being by
far the most common in practical use. (The Wilkie
model has been used as a continuous-time model by
applying a Brownian bridge process between annual
points. A Brownian bridge can be used to simulate
a path between two points, conditioning on both the
start and end points.)
Models developed from financial economics theory to apply in P and possibly also in Q measure
(with a suitable change of parameters) tend to differ from the Wilkie model more substantially. One
example is [1], where a model of the term structure
of interest rates is combined with inflation and equities. This is modeled in continuous time, and takes the
shorter-term dynamics of financial economics models
as the starting point. Nevertheless, even in this model,
some influence from the original Wilkie model may
be discerned, at least in the cascade structure.
Another model derived from a financial economics
starting point is described in [13]. Like the vector
autoregression models, this model simultaneously
projects the four economic series, and does not use
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the cascade structure. It is similar to a multivariate
compound Poisson model and appears to have been
developed from a theory of how the series should
behave in order to create a market equilibrium. For
this reason, it has been named the ‘jump equilibrium’
model.

Some Concluding Comments
The Wilkie investment model was seminal for many
reasons. It has proved sufficiently robust to be still
useful in more or less its original form nearly
20 years after it was first published. The insurers
who adopted the model early, have found that the
insight provided into asset–liability relationships has
proved invaluable in guiding them through difficult
investment conditions. It has brought actuaries to a
new understanding of the risks and sensitivity of
insurance and pension assets and liabilities. (It is
also true that some insurers who were sceptical of
the stochastic approach, and who relied entirely on
deterministic asset–liability projection, are finding
themselves currently (in 2003) having to deal with
investment conditions far more extreme than their
most adverse ‘feasible’ scenarios.)
The work has also generated a new area of
research and development, combining econometrics
and actuarial science. Many models have been developed in the last 10 years. None has been subject to
the level of scrutiny of the Wilkie model, and none
has proved its worth so completely.
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Accident Insurance
The term accident insurance, also called personal
accident insurance, refers to a broad range of individual and group products with the common feature of
providing various types of benefits upon occurrence
of a covered accident.
Accident benefits are often provided as riders to
life insurance policies. While some of the features of
these benefits are common to both, in this article, we
concentrate on stand-alone accident insurance plans.

–

–

Accident
For purposes of this cover, the term accident has been
defined in many different ways. The spirit of the various definitions is that, for an accident to be covered,
it should be an unintended, unforeseen, and/or violent
event, and the bodily injuries suffered by the insured
should be caused directly and independently of all
other causes by the said event.
Limitations and exclusions to this cover also
vary widely but, in the vast majority of cases, the
following accidents are not covered, unless otherwise specified
–
–
–

war-related accidents
self-inflicted injuries and suicide
accidents resulting from the insured’s engaging
in an illegal activity.

Medical expenses: The insurer will reimburse the
insured for each covered expense the insured
incurs in the treatment of a covered accident.
Covered expenses usually include hospital, surgical, and physicians’ expenses, but some more
comprehensive products also include prescription
drugs, treatment by therapists, ambulance services, and aides such as crutches, wheelchair,
and so on. This benefit is often provided with
a deductible and/or a coinsurance.
Accident disability income: The insurer will provide a specified periodic income benefit to the
insured if he becomes disabled due to a covered accident. Benefits are provided during the
insured’s period of disability without exceeding a
specified disability period. An elimination period
or waiting period – an amount of time that the
insured must be disabled before becoming eligible to receive policy benefits – is usually also
applied. Some disability income products marketed as accident insurance – such as hospital
cash plans, which provide a cash amount for
each day the insured spends in the hospital – also
cover illness.

Accident Insurance Plans
Accident insurance is regarded as a low-cost alternative to life insurance. Its advantages and features are
easy for the insurer to present and for the prospective
insured to understand. For this reason, the insurance
market has developed a wide array of accident insurance plans, addressing different types of needs. Some
of the most common are the following:

Benefits
–
Accident insurance provides different types of benefits. The most common are the following:
–

–

Death benefit: If the insured dies as a result of
an accident, the insurer will pay the sum insured
to the named beneficiary or beneficiaries.
Dismemberment: The insurer will pay a stated
benefit amount if an accident causes the insured
to lose one or more limbs – or the use thereof.
The partial or total loss of eyesight, hearing, and
speech may also be covered. Benefits are usually described in a benefit schedule, and may be
expressed either as a flat amount or as a percentage of the sum insured for the death benefit.

–

–

Short-term accident insurance: Provides protection for a period shorter than one year. Minimum
duration is usually three days but can be lower.
These plans are often purchased by travelers or
persons who intend to stay for a period of time
away from their home town. Benefits provided
are usually accidental death, dismemberment and
medical expenses. Premium rates are calculated
as a percent of the yearly rate.
Travel insurance or Travel accident policy:
Covers only accidents while the insured
is traveling.
Student accident insurance: Covers accidents
occurred while an insured student is participating
in school-related activities.

2
–

–

Accident Insurance
Air travel insurance or Air passenger insurance:
Covers accidents occurred on a particular flight,
usually a commercial carrier.
Group accident insurance: Covers the members
of an insurable group. It is often purchased
as an alternative or as a supplement to group
life insurance, providing benefits only in case
of accident.

claims rate cr. Claims rates are often calculated in an
empirical or semiempirical manner based on market
or company statistics and specialized publications,
usually undifferentiated by sex and age.

Death and Dismemberment
Claims cost calculation follows the general form
cc = cr · db · il

Pricing

(2)

where
The insurance industry has traditionally followed a
straightforward approach to the pricing of accident
insurance, based on claims cost, expense and commission loading, and a number of factors reflecting
the nature and duration of the risk covered.
The gross premium follows the general form
GP =

cc · tc · (1 + µ)
1 − (A + C + M)

(1)

where

cr = Claims rate per thousand
db = Total death benefit in thousands
il = Industry loading for death and dismemberment
If the claims rate is related to the overall population, an industry load may be necessary when the
covered group is deemed to be a substandard risk
based on its occupation.

Disability
cc = Annual claims cost

Claims cost estimation can be manual or experience based. The main elements to determine the
approach to use are the size of the covered group
and the availability and reliability of its claims experience. Individual insurance is always rated manually.
If the covered group can be experience rated (see
Experience-rating), the claims cost will be estimated
in terms of the group’s claims experience, applying
any necessary adjustments due to changes in the
size of the covered population and in the conditions
of the coverage, and allowing for claims reporting
time lags (see Reserving in Non-life Insurance). It
is assumed that the claims experience reflects the
group’s occupational risk, so no additional loads
should be necessary unless there is an aggravation
of the risk.
Another approach for experience-rated risks is
to calculate an ad hoc claims rate and then apply
pricing factors as shown below. This provides greater
flexibility to the pricing process.
For individual insurance and for groups either too
small to experience rate or for which there is no
reliable claims information, claims cost is estimated
differently for death and dismemberment, medical
expenses, and disability. Key to this calculation is the

Claims-cost calculation follows the general form
cc = cr · db · il

(3)

where
cr = Claims rate per period of indemnity
db = Total disability benefit per period
il = Industry loading for disability
Claims rate and disability benefit should be related
to the same period, usually weekly or monthly.

Medical Expenses
Claims cost calculation follows the general form
cc = cr · d · c · mb · mt · il
where
cr
d
c
mb
mt
il

=
=
=
=
=
=

Claims rate
Deductible factor
Coinsurance factor
Maximum benefit factor
Medical trend factor
Industry loading for medical expenses

(4)

Accident Insurance
Companies calculate these factors based on market
data and company statistics.
tc = Time conversion factor
This factor is used in two cases:
1. When the claims rate is specific to a limited
period of time and the coverage is to be provided
for a longer period. In this case, tc > 1. This is
common in group, experience-rated policies. For
example, if available statistics for a certain group
only cover a period of one month, the annual
claims rate can be estimated by annualizing the
claims rate.
2. When the claims rate is based on annual statistics and the coverage is to be provided for a
shorter period. In this case, tc ≤ 1. Most companies apply a short-term, nonproportional coverage factor. For example: if the annual claims
rate for a risk is 1% and the period of coverage is 6 months, the company may apply a 0.6
short-term factor.
µ = Safety margin
A safety margin is often built into the premium
calculation. Its size will depend on a number of
factors, such as the quality of the data and market conditions.
The loading is usually composed of
A = Administrative expenses
C = Commissions and other acquisition expenses
M = Profit margin
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While, this classification varies widely from company to company, it is fundamental to consider all the
direct and indirect expenses related to the sale and
administration of the product, allowing for a target
minimum profit margin.
It bears mentioning that accident insurance comes
in an immense variety of forms. While the general
pricing model described above addresses the types of
insurance commonly found in the market, it does not
necessarily apply to all forms of accident insurance.
The pricing actuary should carefully examine and
evaluate each risk, and either adapt this model or
develop a new one whenever necessary.

Reserving
Accident insurance is usually reserved on an unearned
premium basis. Other statutory reserves are often
required in most countries, such as IBNR and catastrophe reserves. Their nature and methodology for
calculation varies from country to country.

Further Reading
Glossary of Insurance Terms, The Rough Notes Company, Inc.
(1998). http://www.amityinsurance.com/inswords/index.
htm.
Jones, H. & Long, D. (1999). Principles of Insurance: Life,
Health and Annuities, 2nd Edition, Life Office Management Association (LOMA), United States.
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Actuarial Control Cycle
The expression ‘Actuarial Control Cycle’ (ACC) is
used in two ways: as a model to describe the fundamental nature of actuarial work, and as the name of
a subject which since 1996 has formed Part 2 of the
Australian actuarial education system. Its introduction
as a subject was an important and influential educational innovation, and was the key to popularizing
the ACC as a model of actuarial work. The development of the subject is therefore recounted later in
this article.
The ACC was first represented diagrammatically
in 1994, as shown in Figure 1 [5]. Although there
are variations on this theme, the basic structure of
the ACC remains as shown in Figure 1. The cyclical concept originated in a 1985 paper by Jeremy
Goford, called ‘The control cycle: financial control
of a life assurance company’ [7]. Goford’s concept,
however, was limited to the financial operation of a

life insurance company. His diagram is reproduced
in Figure 2.
The ACC in Figure 1 was developed to serve an
educational purpose, but quickly found a wider role.
Consulting actuaries found it useful in presenting
their services to clients – and in this context, note
that Goford had devised his control cycle concept in
response to ‘the need to communicate to shareholders
the links between profit testing and the company’s
actual results’ [7]. The ACC soon appeared in Australian actuarial literature, particularly in papers about
extending actuarial work to nontraditional areas of
practice. Between 1996 and 1999, the phrase was
used in papers presented to the Institute of Actuaries
of Australia on such diverse topics as
•
•
•
•

Customer value management
Internet strategies of financial services companies
Financial management and the evolving actuary
General management in the funds management
industry

General conditions
The commercial environment

Specifying
the problem

Monitoring the
experience
Comparison with the model
reserving, solvency
identification/distribution of profit

Analysis of the risks
assessment of the
client's situation

Developing the solution
Building a model
assumptions
asset/liability issues
reserving, solvency

Professionalism
Figure 1

A simplified diagram of the actuarial control cycle
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Actuarial Control Cycle
Initial
assumptions

Profit test

Updating of
assumptions
Model

Monitoring

Appraisal
values

Analysis of
surplus

Figure 2

•
•

The control cycle

Long-term care insurance
Healthcare actuaries and their environment.

As is discussed in [3], it is no coincidence that
these papers all deal with areas that do not fall
within the traditional heartland of actuarial territory.
By applying the ACC to these problems, the authors
demonstrate that they are really actuarial problems,
solvable by the application of actuarial methods. A
theory about the way in which professions compete
for territory holds that a profession asserts its right
to a particular jurisdiction through the development
of an abstract system of knowledge. ‘Any occupation
can obtain licensure (e.g. beauticians) or develop an
ethics code (e.g. real estate). But only a knowledge
system governed by abstractions can redefine its
problems and tasks, defend them from interlopers,
and seize new problems’ [1].
The 1980s and 1990s were a time when such traditional areas of actuarial activity as with-profit life

insurance (see Participating Business) and defined
benefit pension arrangements were stagnant or declining, and the profession was actively seeking new
areas of work. To gain new territory, and to hold the
profession together as its practice areas became more
diversified, the actuarial profession needed to identify its fundamental set of concepts. This led to papers
such as [2], a North American attempt to define broad
principles of actuarial science. For the Australian
actuarial profession, the ACC met this need.
The ACC was quickly adopted by the British
profession also. Paul Thornton’s 1998 presidential
address described it as one of the ‘quite wellestablished ways of explaining what we do to a
relatively sophisticated audience’ [9].
The ability of the ACC to be applied generically
to all types of actuarial work was precisely why it
had been introduced in Australia as a new, holistic
approach to actuarial education. The foundations for
the introduction of the ACC as a subject were laid

Actuarial Control Cycle
down in a 1993 paper [4], which led to a 1994 review
by the Institute of Actuaries of Australia’s education
management committee [5]. The committee criticized
the requirement of that time that students pass a
subject in all four practice areas and specialize in
two of these areas, commenting that ‘many students
now regard much of the content of the final subjects
as being of no relevance to them if they do not
intend to work in the area, and approach their study
of these subjects as an obstacle to be overcome on
the way to a valuable qualification. This is not an
attitude which fosters deep learning’. The committee
recommended that the two nonspecialist final subjects
be replaced by a new subject ‘covering the important
techniques and principles which all actuaries need to
know.’ The ACC was proposed as the structure for
this new subject.
The recommendation was accepted and the ACC
became Part 2 of the Australian actuarial qualification
from 1996. Students tackled the ACC after the technical subjects of Part 1 and before their two chosen
specialist subjects in Part 3.
In 1997, the British actuarial profession considered the ACC approach to education, among other
alternatives. It was decided at that time, not to follow the Australian lead in combining the principles
underlying all practice areas in one subject. Nonetheless, from 1999, the final subjects of the UK actuarial
education system were each individually restructured
around the ACC, following the structure shown in
Figure 1. This helped to entrench the ACC concept
as a generalized model of actuarial work. In 2001,
the British profession revisited the idea of a holistic
approach, and a ‘core applications’ subject, similar
to the Australian ACC subject, is currently proposed
for introduction in 2005 [8].
The ACC has been criticized, for example, in [3,
6], as being no more than a commonsense feedback
loop, which will not necessarily fit every actuarial
task, and which is neither a new concept nor uniquely
actuarial. Within the United Kingdom and Australia,
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such criticism has not prevented acceptance of the
ACC as a useful structure for educational purposes.
My impression, from participating in international
discussions of actuarial education, is that actuaries
from North America and Continental Europe tend
to be more wary of the ACC’s holistic approach to
education, concerned that the profession’s strengths
in its specialist areas may be damaged by attempts to
generalize actuarial skills to a much wider range of
applications.
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Actuary
The word ‘actuary’ derives from the Latin word
‘actuarius’, who was the business manager of the
Senate of Ancient Rome. It was first applied to a
mathematician of an insurance company in 1775 in
the Equitable Life Insurance Society (of London, UK)
(see History of Actuarial Science). By the middle of the nineteenth century, actuaries were active
in life insurance, friendly societies, and pension
schemes. As time has gone on, actuaries have also
grown in importance in relation to general insurance
(see Non-life Insurance), investment, health care,
social security, and also in other financial applications such as banking, corporate finance, and financial
engineering.
Over the times, there have been several attempts
to give a concise definition of the term actuary. No
such attempted definition has succeeded in becoming
universally accepted. As a starting point, reference is
made to the International Actuarial Association’s
description of what actuaries are:
‘Actuaries are multi-skilled strategic thinkers, trained
in the theory and application of mathematics, statistics, economics, probability and finance’

and what they do:
‘Using sophisticated analytical techniques, actuaries
confidently make financial sense of the short term as
well as the distant future by identifying, projecting
and managing a spectrum of contingent and financial
risks.’

This essay will adopt a descriptive approach to what
actuaries are and what they do, specifically by considering the actuarial community from the following angles:
•
•
•

Actuarial science – the foundation upon which
actuarial practice rests.
Actuarial practice.
Some characteristics of the actuarial profession.

Actuarial Science
Actuarial science (see History of Actuarial Science)
provides a structured and rigid approach to modeling and analyzing the uncertain outcomes of events

that may impose or imply financial losses or liabilities upon individuals or organizations. Different
events with which actuarial science is concerned – in
the following called actuarial events – are typically
described and classified according to specific actuarial practice fields, which will be discussed later.
A few examples of actuarial events are the
following:
•
•

•

An individual’s remaining lifetime, which is decisive for the outcome of a life insurance undertaking and for a retirement pension obligation.
The number of fires and their associated losses
within a certain period of time and within a
certain geographical region, which is decisive for
the profit or loss of a fire insurance portfolio.
Investment return on a portfolio of financial assets
that an insurance provider or a pension fund has
invested in, which is the decisive factor for the
financial performance of the provider in question.

Given that uncertainty is the main characteristic of
actuarial events, it follows that probability must be
the cornerstone in the structure of actuarial science.
Probability in turn rests on pure mathematics.
In order to enable probabilistic modeling of actuarial events to be a realistic and representative description of real life phenomena, understanding of the
‘physical nature’ of the events under consideration
is a basic prerequisite. Pure mathematics and pure
probability must therefore, be supplemented with and
supported by the sciences that deal with such ‘physical nature’ understanding of the actuarial events.
Examples are death and disability modeling and modeling of financial market behavior.
It follows that actuarial science is not a selfcontained scientific field. It builds on and is the
synthesis of several other mathematically related scientific fields such as pure mathematics, probability, mathematical statistics, computer science, economics, finance, and investments. Where these disciplines come together in a synthesis geared directly
towards actuarial applications, terms like actuarial
mathematics and insurance mathematics are often
adopted.
To many actuaries, both in academia and in the
business world, this synthesis of several other disciplines is ‘the jewel in the crown’, which they find
particularly interesting, challenging, and rewarding.

2

Actuary

Actuarial Practice

•

The main practice areas for actuaries can broadly be
divided into the following three types:

•

•
•
•

Life insurance and pensions
General/non-life insurance
Financial risk

There are certain functions in which actuaries
have a statutory role. Evaluation of reserves in life
and general insurance and in pension funds is an
actuarial process, and it is a requirement under the
legislation in most countries that this evaluation is
undertaken and certified by an appointed actuary.
The role of an appointed actuary has long traditions in life insurance and in pension funds. Similar
requirements for non-life insurance have been introduced by an increasing number of countries since the
early 1990s.
The involvement of an actuary can be required as
a matter of substance (although not by legislation)
in other functions. An example is the involvement
of actuaries in corporations’ accounting for occupational pensions. An estimate of the value of accrued
pension rights is a key figure that goes into this
accounting, and this requires an actuarial valuation.
Although the actuary undertaking the valuation does
not have a formal role in the general auditing process, auditors will usually require that the valuation
is undertaken and reported by a qualified actuary. In
this way, involvement by an actuary is almost as if
it was legislated.
Then there are functions where actuarial qualifications are neither a formal nor a substantial requirement, but where actuarial qualifications are perceived
to be a necessity.
Outside of the domain that is restricted to actuaries, actuaries compete with professionals with similar or tangent qualifications. Examples are statisticians, operations researchers, and financial engineers.

Life Insurance and Pensions
Assessing and controlling the risk of life insurance
and pension undertakings is the origin of actuarial
practice and the actuarial profession. The success
in managing the risk in this area comprised the
following basics:

•

Understanding lifetime as a stochastic phenomena, and modeling it within a probabilistic
framework
Understanding, modeling, and evaluating the
diversifying effect of aggregating lifetime of the
several individuals into one portfolio.
Estimating individual death and survival probabilities from historic observations. (see Decrement
Analysis)

This foundation is still the basis for actuarial
practice in the life insurance and pensions fields.
A starting point is that the mathematical expectation of the present value of the (stochastic) future
payment streams represented by the obligation is an
unbiased estimate of the (stochastic) actual value of
the obligation. Equipped with an unbiased estimate
and with the power of the law of large numbers, the
comforting result is that the actual performance in a
large life insurance or pension portfolio can ‘almost
surely’ be replaced by the expected performance.
By basing calculations on expected present values,
life insurance and pensions actuaries can essentially
do away with frequency risk in their portfolios, provided their portfolios are of a reasonable size. Everyday routine calculations of premiums and premium
reserves are derived from expected present values.
Since risk and stochastic variations are not explicitly present in the formulae, which life insurance and
pension actuaries develop and use for premium and
premium reserve calculations, their valuation methods are sometimes referred to as deterministic. Using
this notion may in fact be misleading, since it disguises the fact that the management process is based
on an underlying stochastic and risk-based model.
If there were no other risk than frequency risk in a
life insurance and pensions portfolio, the story could
have been completed at this point. However, this
would be an oversimplification, and for purposes of
a real-world description, life insurance and pensions
actuaries need to take other risks also into consideration. Two prominent such risks are model risk and
financial risk.
Model risk represents the problem that a description of the stochastic nature of different individuals’
lifetimes may not be representative of the actual
nature of today’s and tomorrow’s actual behavior of
that phenomenon. This is indeed a very substantial
risk since life insurance and pension undertakings are
usually very long-term commitments.

Actuary
The actuarial approach to solving this problem has
been to adopt a more pessimistic view of the future
than one should realistically expect. Premium and
premium reserves are calculated as expected present
values of payment streams under a pessimistic outlook. In doing so, frequency risk under the pessimistic
outlook is diversified. Corresponding premiums and
premium reserves will then be systematically overstated under a realistic outlook.
By operating in two different worlds at the same
time, one realistic and one pessimistic, actuaries safeguard against the risk that what one believes to
be pessimistic ex ante will in fact turn out to be
realistic ex post. In this way, the actuary’s valuation method has been equipped with an implicit
safety margin against the possibility of a future less
prosperous than one should reasonably expect. This
is safeguarding against a systematic risk, whereas
requiring large portfolios to achieve diversification
is safeguarding against random variations around the
systematic trend.
As time evolves, the next step is to assess how
experience actually has developed in comparison with
both the pessimistic and the realistic outlook, and
to evaluate the economic results that actual experience gives rise to. If the actual experience is more
favorable than the pessimistic outlook, a systematic
surplus will emerge over time. The very purpose of
the pessimistic outlook valuation is to generate such
a development.
In life insurance, it is generally accepted that when
policyholders pay premiums as determined by the
pessimistic world outlook, the excess premium relative to the realistic world outlook should be perceived
as a deposit to provide for their own security. Accordingly, the surplus emerging from the implicit safety
margins should be treated in a different manner than
the ordinary shareholders’ profit. The overriding principle is that when surplus has emerged, and when it is
perceived to be safe to release some of it, it should be
returned to the policyholders. Designing and controlling the dynamics of emerging surplus and its reversion to the policyholders is a key activity for actuaries
in life insurance (see Participating Business).
The actuarial community has adopted some technical terms for the key components that go into
this process.
•
•

Pessimistic outlook: first order basis
Realistic outlook: second order basis
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Surplus reverted to policyholders: bonus (see Technical Bases in Life Insurance).
Analyzing historic data and projecting future
trends, life insurance actuaries constantly maintain
both their first order and their second order bases.
Premium and premium reserve valuation tariffs
and systems are built on the first order basis.
Over time, emerging surplus is evaluated and
analyzed by source, and in due course reverted as
policyholders’ bonus.
This dynamic and cyclic process arises from the
need to protect against systematic risk for the pattern
of lifetime, frequency, and timing of death occurrences, and so on. As mentioned above, another risk
factor not dealt with under the stochastic mortality
and disability models is financial risk.
The traditional actuarial approach to financial risk
has been inspired by the first order/second order basis
approach. Specifically, any explicit randomness in
investment return has been disregarded in actuarial
models, by fixing a first order interest rate that is
so low that it will ‘almost surely’ be achieved. This
simplified approach has its shortcomings, and we will
describe a more modernized approach to financial risk
under the Finance section.
A life insurance undertaking typically is a contractual agreement of payment of nominally fixed
insurance amounts in return for nominally fixed
premiums. Funds for occupational pensions on the
other hand can be considered as prefunding vehicles for long-term pension payments linked to future
salary and inflation levels. For employers’ financial planning, it is important to have an understanding of the impact that future salary levels and
inflation have on the extent of the pension obligations, both in expected terms and the associated risk. This represents an additional dimension
that actuaries need to take into consideration in
the valuation of pension fund’s liabilities. It also
means that the first order/second order perspective
that is crucial for life insurers is of less importance for pension funds, at least from the employer’s
perspective.

General (Non-life) Insurance
Over the years, actuaries have attained a growing
importance in the running of the non-life insurance
operations. The basis for the insurance industry is
to accept economic risks. An insurance contract may
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give rise to claims. Both the number of claims and
their sizes are unknown to the company. Thus, insurance involves uncertainty and here is where the
actuaries have their prerogative; they are experts in
insurance mathematics and statistics.
Uncertainty is maybe even more an issue in the
non-life than in the life insurance industry, mainly
due to catastrophic claims such as natural disasters. Even in large portfolios substantial fluctuations
around expected outcomes may occur.
In some countries, it is required by law for all
non-life insurance companies to have an appointed
actuary to approve the level of reserves and premiums
and report to the supervisory authorities.
The most important working areas for non-life
actuaries in addition to statutory reporting are
•
•
•
•
•
•
•

Reserving
Pricing
Reviewing reinsurance program
Profit analyses
Budgeting
Product development
Produce statistics

Reserving (see Reserving in Non-life Insurance).
It takes time from the occurrence of a claim until
it is being reported to the company and even more
time until the claim is finally settled. For instance,
in accident insurance the claim is usually reported
rather quickly to the company but it may take a long
time until the size of the claim is known since it
depends on the medical condition of the insured. The
same goes for fire insurance where it normally takes
a short time until the claim is reported but it may
take a longer time to rebuild the house. In liability
insurance it may take a very long time from the
claim occurs until it is reported. One example is
product liability in the pharmaceutical industry where
it may take a very long time until the dangerous
side effects of a medicine are revealed. The insurance
company has to make allowance for future payments
on claims already incurred. The actuary has a key
role in the calculation of these reserves. The reserves
may be split in IBNR-reserves (Incurred But Not
Reported) and RBNS-reserves (Reported But Not
Settled). As the names suggest, the former is a
provision for claims already occurred but they have
not yet been reported to the company. The latter is a
provision for claims already reported to the company
but they have not yet been finally settled, that is,

future payments will occur. The actuary is responsible
for the assessment of the IBNR-reserves and several
models and methods have been developed. The
RBNS-reserves are mainly fixed on an individual
basis by the claims handler based on the information
at hand. The actuary is, however, involved in the
assessment of standard reserves, which is used when
the claims handler has too scarce information to reach
a reliable estimate. In some lines of business where
claims are frequent and moderate in size, for instance
windscreen insurance in (see Automobile Insurance,
Private; Automobile Insurance, Commercial), the
actuary may help in estimating a standard reserve
that is used for all these claims in order to reduce
administration costs. In some cases, the RBNSreserves are insufficient and it is necessary to make
an additional reserve. This reserve is usually called an
IBNER-reserve (Incurred But Not Enough Reserved).
However, some actuaries denote the sum of (pure)
IBNR-reserve and the insufficient RBNS-reserve as
the IBNER-reserve.
Pricing (see Ratemaking; Experience-rating; Premium Principles). Insurance companies sell a product without knowing its exact price. Actuaries can
therefore help in estimating the price of the insurance
product. The price will depend on several factors: the
insurance conditions, the geographical location of the
insured object, the age of the policyholder, and so on.
The actuary will estimate the impact on the price of
the product from each of the factors and produce a
rating table or structure. The salesmen will use the
rating table to produce a price for the insurance product. The actuaries will also assist in reviewing the
wording of insurance contracts in order to maintain
the risks at an acceptable level. The actuaries may
also assist in producing underwriting guidelines. The
actuary will also monitor the overall premium level
of the company in order to maintain profitability.
Reinsurance. For most insurance companies, it will
be necessary to reduce their risk by purchasing reinsurance. In this way, a part of the risk is transferred
to the reinsurance company. The actuary may help
in assessing the necessary level of reinsurance to
be purchased.
Profit analyses. Analyzing the profitability of an
insurance product is a complex matter involving taking into account the premium income, investment
income, payments and reserves of claims, and finally
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the administration costs. The actuary is a prime contributor to such analyses.
Budgeting. Actuaries help in developing profit and
loss accounts and balance sheets for future years.
Product development. New risks or the evolvement
of existing risks may require development of new
products or alteration of existing products. Actuaries
will assist in this work.
Statistics. To perform the above analyses reliable
and consistent data are required. Producing risk
statistics is therefore an important responsibility for
the actuary.
It is important for the actuary to understand the
underlying risk processes and to develop relevant
models and methods for the various tasks. In most
lines of business, the random fluctuation is substantial. This creates several challenges for the actuary.
One major challenge is the catastrophic claims (see
Catastrophe Models and Catastrophe Loads). Taking such claims into full consideration would distort
any rating table. On the other hand, the insurance
company would have to pay the large claims as well
and this should be reflected in the premium.

Finance
Financial risk has grown to become a relatively new
area for actuarial practice. Actuaries who practice
in this field are called ‘actuaries of the third kind’
within the actuarial community, maybe also among
nonactuaries.
Financial risk has always been present in all insurance and pensions undertakings, and in capital accumulating undertakings as a quite dominant risk factor.
As mentioned under the life insurance and pension
section the ‘traditional approach’ to this risk has been
disregarded by assumption, by stipulating future liabilities with a discount rate that was so low that it
would ‘almost surely’ be realized over time.
Financial risk is different from ordinary insurance
risk in that increasing the size of a portfolio does
not in itself provide any diversification effect. For
actuaries, it has been a disappointing and maybe also
discouraging fact that the law of large numbers does
not come to assistance in this regard.
During the last half century or so, new perspectives on how explicit probabilistic approaches can be
applied to analyze and manage financial risk have
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developed. The most fundamental and innovative
result in this theory of financial risk/mathematical
finance is probably that (under certain conditions)
risk associated with contingent financial claims can
in fact be completely eliminated by an appropriate
portfolio management.
This theory is the cornerstone in a new practice
field that has developed over the last decades and
which is called financial engineering. Activities in
this field include quantitative modeling and analysis,
funds management, interest rate performance measurement, asset allocation, and model-based scenario
testing. Actuaries may practice financial engineering in its own right, or they may apply financial
engineering as an added dimension to the traditional
insurance-orientated actuarial work.
A field where traditional actuarial methods and
methods relating to financial risk are beautifully
aligned, is Asset Liability Management (ALM) (see
Asset Management). The overriding objective of
ALM is to gain insight into how a certain amount of
money best allocated among given financial assets, in
order to fulfill specific obligations as represented by
a future payment stream. The analysis of the obligation’s payment stream rests on traditional actuarial
science, the analysis of the asset allocation problem falls under the umbrella of financial risks and
the blending of the two is a challenge that requires
insight into both and the ability to understand and
model how financial risk and insurance risk interact.
Many actuaries have found this to be an interesting
and rewarding area, and ALM is today a key component in the risk management of insurance providers,
pension funds, and other financial institutions around
the world.
A tendency in the design of life insurance products in the recent decades has been unbundling. This
development, paralleled by the progress in the financial derivatives theory, has disclosed that many life
insurance products have in fact option or option-like
elements built into them. Examples are interest rate
guarantees, surrender options, and renewal options
(see Options and Guarantees in Life Insurance).
Understanding these options from a financial risk perspective, pricing and managing them is an area of
active actuarial research and where actuarial practice
is also making interesting progress. At the time of
writing this article, meeting long-term interest rate
guarantees is a major challenge with which the life

6

Actuary

and pension insurance industry throughout the world
is struggling.
A new challenge on the horizon is the requirement for insurers to prepare financial reports on
a market-based principle, which the International
Accounting Standards Board has had under preparation for some time. In order to build and apply
models and valuation tools that are consistent with
this principle, actuaries will be required to combine
traditional actuarial thinking with ideas and methods
from economics and finance.
With the financial services industry becoming
increasingly complex, understanding and managing
financial risk in general and in combination with
insurance risk in particular, must be expected to be
expanding the actuarial territory for the future.

Characteristics of Profession
Actuaries are distinguished from other professions in
their qualifications and in the roles they fill in business and society. They also distinguish themselves
from other professions by belonging to an actuarial
organization (see History of Actuarial Profession).
The first professional association, The Institute of
Actuaries, was established in London in 1848, and by
the turn of the nineteenth century, 10 national actuarial associations were in existence. Most developed
countries now have an actuarial profession and an
association to which they belong.
The role and the activity of the actuarial associations vary substantially from country to country.
Activities that an association may or may not be
involved in, include

•
•
•
•
•

expressing public opinion on behalf of the actuarial profession,
providing or approving basic and/or continued
education,
setting codes of conduct,
developing and monitoring standards of practice, and
involvement in or support to actuarial research.

There are also regional groupings of actuarial
association, including the grouping of associations
from the EU/EAA member countries (see Groupe
Consultatif Actuariel Européen), the Southeast
Asian grouping, and the associations from Canada,
Mexico and USA.
The International Actuarial Association (IAA),
founded in 1895, is the worldwide confederation of
professional actuarial associations (also with some
individual members from countries that do not have
a national actuarial association). It is IAA’s ambition
to represent the actuarial profession globally, and to
enhance the recognition of the profession and of actuarial ideas. IAA puts focus on professionalism, actuarial practice, education and continued professional
development, and the interface with governments and
international agencies. Actuarial professions which
are full members of IAA are required to have in place
a code of conduct, a formal disciplinary process, a
due process for adopting standards of practice, and to
comply with the IAA educational syllabus guidelines.
(See also History of Actuarial Education; History
of Actuarial Profession; Professionalism)
PÅL LILLEVOLD & ARNE EYLAND

American Society of
Pension Actuaries
History
The American Society of Pension Actuaries (ASPA)
was founded in Fort Worth, Texas in 1966 as an
actuarial organization whose purpose was to bring
together persons with professional or vocational interests in the design and administration of pension and
other employee benefit plans. Although founded as
an actuarial organization, the growing needs of the
pension community soon led to the expansion of
ASPA’s membership. ASPA views its members as all
retirement plan professionals including consultants,
administrators, accountants, attorneys, chartered life
underwriters, financial service professionals, insurance professionals, financial planners, and human
resource professionals. We still address the needs of
the pension actuary, however. In fact, ASPA is the
only actuarial organization dedicated solely to the
pension field.
ASPA’s mission is to educate pension actuaries,
consultants, administrators, and other benefits professionals, and to preserve and enhance the private
pension system as a part of the development of a
cohesive and coherent national retirement income
policy. We are most widely known for the quality
of our educational programs and for our active government participation and lobbying efforts on behalf
of our members.

involved in the pension industry, ASPA has developed membership categories for four groups: actuaries (FSPA, MSPA), consultants and administrators
(CPC, QPA, QKA), associated professionals (APM),
and other affiliate (noncredentialed) members.
Those interested in becoming credentialed members of ASPA must pass a series of exams, must
meet certain experience requirements, and must pay
membership dues. All credentialed members of ASPA
must meet 40 hours of continuing education credit
in each two-year cycle in order to maintain their
ASPA membership.
Those who have an interest in the pension field,
but who have not taken any examinations or who do
not have the necessary experience may qualify for the
affiliate membership category. All ASPA members,
credentialed and affiliate, are bound by ASPA’s Code
of Professional Conduct and are subject to ASPA’s
disciplinary procedures.

Meetings

Actuaries are not required to be members of ASPA
or of any other organization in order to practice.
However, if an actuary wishes to be legally recognized to perform actuarial services required under the
Employee Retirement Income Security Act of 1974
(ERISA) he or she must be enrolled. Enrolled actuaries are those who have been licensed by a Joint
Board of the Department of Treasury & Department
of Labor in the United States.

ASPA conducts a series of informative conferences
and workshops throughout the United States. Each
year, we conduct our annual conference in Washington, D.C. and our summer conference in California. The annual conference, our largest national
forum, is an educational conference covering technical, legislative, business, and professional topics.
The summer conference is a west coast version of
the annual conference.
On a smaller scale, we offer employee benefits
conferences cosponsored with the Internal Revenue
Service. These regional conferences include the latest
updates on all pension issues from top officials and
representatives of the IRS, U.S. Department of Labor,
and the U.S. Department of the Treasury. ASPA also
conducts the business leadership conference in an
effort to assist firms in the pension industry with
addressing business issues and staying competitive.
Most recently, we have added the 401-(k) sales summit – designed for retirement plan professionals who
actively sell, market, support, or influence the sale of
401 (k) plans.

Membership

Publications

As of December 31, 2001, ASPA had over 4500
members. Because of the diversity of professionals

ASPA publishes a newsletter entitled the ASPA ASAP
and a journal entitled The ASPA Journal (previously
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known as The Pension Actuary). Both publications
are only offered in English.
The ASPA ASAP, first published in 1996, is a government affairs publication and provides vital and
timely updates on breaking legislative and regulatory
developments critical to those in the employee benefits field. It is published approximately 36 times a
year. ASPA members receive the ASAP as an email
service free of charge. Nonmembers can subscribe for
$300 per year.
The first issue of The ASPA Journal was published in 1975. This bimonthly publication provides
critical insight into legislative and regulatory developments and features technical analyses of benefit
plan matters. Information regarding ASPA’s education and examination program, membership activities,

and conferences appear regularly. The ASPA Journal
is provided to all members free of charge and is not
available to nonmembers.

Contact Information
ASPA
4245 N, Fairfax Drive
Suite 750, Arlington
VA 22203
Phone: (703) 516–9300
Fax: (703) 516–9308
Website: www.aspa.org
AMY E. ILIFFE

Annuities
An annuity is a series of payments made to or from a
person or an institution. The payments may be level
or variable, may be due at regular or irregular intervals, and may be certain to be received or contingent
upon specified events. In ordinary usage, ‘annuity’
is usually understood to mean regular payments contracted to be made to a person or persons as long as
they are alive, of which a pension is an example. In
actuarial mathematics, however, an ‘annuity’ has a
much more general meaning. Its broadest definition
is of a series of payments that will be made as long
as any given status is complete or fulfilled.
The actuarial term status is best defined by simple
examples. Consider a pension payable to someone
now age x for the rest of their life. The status is ‘being
alive’ and it remains complete as long as the person
lives. Or, consider a pension payable from age 65
to someone who is now age 25. The status is ‘being
alive and older than age 65’; it is not fulfilled until the
person reaches age 65 (so the possibility exists that
it might never be fulfilled) and, if they do, it then
remains complete until they die. Finally, consider the
coupon payments under a risk-free coupon bond with
term 20 years. The status is ‘not more than 20 years
from now’, and coupons will be paid as long as this
condition is fulfilled.
International actuarial notation indicates statuses by subscripts to the symbols denoting expected
present values, A in the case of insurance payments
that will be made when a status fails, and a in the
case of annuities. Assuming payments of $1 yearly
in arrears, the expected present values of the three
examples above would be denoted ax , 40| a25 and a20
respectively (the latter being an expectation only in
a trivial sense).
The principle types of annuity are listed below.
•

•

An annuity-certain is an annuity whose payments
are certain to be made, and are not contingent on
any events or subject to any risk. The coupon
payments under a riskless coupon bond are an
example. (See Present Values and Accumulations for further examples, in particular, the associated actuarial notation and formulae.)
A contingent annuity is an annuity whose payments are not certain to be made, but are contingent on specified events. These can be events

•
•

•

•

that might or might not occur (such as the failure
of a company that has issued a coupon bond), or
events that are certain to occur but whose timing
is uncertain (such as death).
A life annuity is a contingent annuity depending
on the survival of one or more persons.
A term or temporary annuity is one payable for,
at most, a predefined limited term. The coupons
under a coupon bond provide an example, but life
annuities can also be temporary; for example, an
annuity could be paid to a person now age 50 until
they die or until 10 years have passed, whichever
happens first. This is an example of a compound
status, because two basic statuses – ‘being alive’
and ‘not more than 10 years from now’ – have to
be fulfilled simultaneously. The notation allows
such compound statuses to be expressed simply
by putting both in the subscript; assuming payment yearly in arrears, the expected present value
of this annuity would be denoted a50 : 10 . (a10 : 50
would be equally valid but unconventional.)
A deferred annuity is an annuity whose payments
do not commence at once, but at some time in
the future. The promise to the person age 25, of
a pension when they reach age 65, is an example.
An annuity whose payments do commence at
once is called an immediate annuity.
A reversionary annuity is an annuity whose payments commence when a given status fails. An
example is a widow’s pension, payable to a
woman now age y during her lifetime, as long
as her husband now age x has predeceased her;
in other words, it is payable as long as the status x has failed but the status y is still complete.
Assuming payment yearly in arrears, the expected
present value of this annuity would be denoted
ax|y . A reversionary annuity can be regarded as a
deferred annuity, in respect of which the deferred
period itself is contingent upon an event.

Apart from the status that determines whether or
not an annuity is in payment, the timing, frequency,
and amounts of the payments may vary, and the standard actuarial notation allows for the most commonly
used cases.
•

By convention, the ‘basic’ annuity is one whose
first payment is due at the end of the first time
period; expected present values of such annuities
have the unadorned symbol a (with suitable subscripts indicating the status). They are also said
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•
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to be payable in arrears. An annuity whose first
payment is due at once is called an annuity-due
and is said to be payable in advance; the expected
present values of such annuities are denoted ä.
The terminology (and notation) allows the same
annuity to be expressed in different ways, for
example, an immediate annuity with level yearly
payments (made in arrears) is also an annuity-due,
deferred for one year, and (taking a life annuity
as an example) ax = 1| äx .
Annuities payable m times a year have expected
present values denoted a (m) or ä (m) , with the
convention that the annual amount of annuity is
(12)
always $1, so ä40
(for example) denotes the
: 10
expected present value of an annuity-due of $1/12
per month, payable to a person now age 40 until
he dies or until 10 years have elapsed, whichever
period is shorter.
A slightly theoretical abstraction is an annuity whose payments are made continuously; the
expected present values of such annuities are
denoted a.
Increasing annuities have expected present values
denoted (Ia), (I ä), and so on, with many variations to account for the intervals at which the
increases occur, as well as the frequency of payment. (See Present Values and Accumulations
for examples.)
Several types of life annuities arise in connection
with the payment of regular premiums under life
insurance policies. Note that such premiums are
always payable in advance. Under policies with
installment premiums, the premiums continued

•

to be paid until the end of the (policy) year of
death, while policies with apportionable premiums refunded the balance of the last premium
paid but ‘unearned’, in proportion to the period
between the date of death and the next premium
due date.
Similar in concept to apportionable premiums,
but obviously applicable to annuities paid to,
rather than by, the individual, a complete or
apportionable annuity has a final payment made
on death, proportionate to the period between the
last payment and the date of death. Its expected
present value is denoted å.

Standard references are [2, 3], for annuities-certain, and [1, 4], for all varieties of life annuities.
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Asset Management
Introduction
Asset management is integral to the actuarial management of any financial security system, although
the earliest practical developments in actuarial science took place mostly in life insurance. In more
recent years, there has been an increased integration
of modern financial theories into actuarial science and
the adoption of actuarial techniques in areas of asset
management such as credit risk and operational risk.
The early development of asset management in
actuarial science was in determining the principles
that life insurance companies should use for the
investment of their funds. This was largely at a
time when insurance companies invested mainly in
fixed interest securities, both government and corporate. The development of the equity markets in the
1900s, as well as the later development of derivative and other security markets, has allowed more
sophisticated approaches to asset management and
an increased focus on asset management as part of
actuarial risk management. Asset management is
fundamental to the financial performance of financial
security systems including life insurance, pensions,
property, casualty, and health insurance.
We will start with a brief overview of the historical development of asset management in actuarial
science, then briefly outline major asset management
strategies used, as well as key models that have
been developed, and the issues in implementing asset
management strategies.

Asset Management Objectives and
Principles
The first actuarial contribution to the principles of
asset management of life insurance companies funds
is acknowledged to have been that of A. H. Bailey
[1], in which he set out what are generally referred to
as ‘Bailey’s Canons’. These were (1) that the safety
of capital was the first consideration, (2) that the
highest rate of interest consistent with the safety of
capital should be obtained, (3) that a small proportion
should be invested in readily convertible securities,
(4) that the remainder may be invested in securities
that were not readily convertible, and (5) that, as far

as practical, the fund should be invested to aid the
life assurance business.
Penman [8] reviewed these principles and highlighted the problems that arise in asset management
resulting from too generous guaranteed surrender
values, a lesson that has been hard learned, even to
this day. He also identified the increased importance
of currencies, commodities, inflation, and income tax
in asset management in the early 1900s. He noted the
importance of matching the currency that the reserve
is invested in, and the currency of the life insurance
contracts. The impact of inflation on asset values
is discussed with the suggestion that an increase
in investments such as house property and ordinary
shares may be, at least in theory, appropriate investments. The importance of income tax is recognized
since investors who did not pay income tax on interest, at that time, the big Banks, were paying high
prices for British government securities. The importance of diversification by geographical area and type
of security was also recognized by Penman.
Interestingly, in the discussion of the Penman
paper, R. J. Kirton mentions the early ideas underlying the theory of immunization, noting the effect of
holding securities that are ‘too long’ or ‘too short’.
Also in the discussion of the paper, C. R. V. Coutts
noted the importance of the rate of the interest, and
that there was a trade-off between the safety of capital
and the rate of interest. The difficulty was determining the minimum degree of security that was
acceptable. He also highlighted the need to ‘marry’
the asset and liabilities as far as possible, by which he
meant holding investments that were repayable at a
time to cover contract payments from the fund over
the following 40 or 50 years, an asset management
strategy now known as matching.
Pegler [7] sets out his principles of asset management under the title ‘The Actuarial Principles of
Investment’. Here, we see for the first time, a discussion of a risk adjusted yield. His first principle is
‘It should be the aim of life office investment policy
to invest its funds to earn the maximum expected
yield thereon.’ However, the expected yield takes
into account the chance of the yield being earned
and he suggests a ‘risk coefficient’ that is ‘equal,
or a little less than, unity for high class securities and a comparatively small fraction for those of
a highly speculative nature’. His second principle
recognizes the need for diversification and is ‘Investments should be spread over the widest possible range
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in order to secure the advantages of favorable, and
minimize the disadvantages of unfavorable, political
and economic trends.’ The third and fourth principle
were respectively, ‘Within the limits of the Second
Principle, offices should vary their investment portfolios and select new investments in accordance with
their view of probable future trends,’ and ‘Offices
should endeavor to orientate their investment policy
to socially and economically desirable ends.’ Pegler
was proposing what has come to be known as an
active investment strategy in his third principle.
Redington [10] developed the principle of immunization of a life insurance company against interest
rate movements. Assets were to be selected so that the
discounted mean term or duration of the asset and
liability cash flows were equal and that the spread of
the assets cash flows around their discounted mean
terms, referred to as convexity or M2 , should exceed
the spread of the liabilities around their mean term.
These ideas have been extended in more recent years.
Markowitz [5] developed the first mathematical
approach to asset management in which an investor’s
trade-off between risk and return was used to establish an optimal portfolio of assets. The Markowitz
model was developed using variance as risk measure. The major contribution to asset management of
this approach was that the risk of an asset should be
measured on the basis of its contribution to total portfolio risk and not through its own risk. Diversification
had value because of the potential reduction in total
portfolio risk from combining assets that were not
perfectly correlated. The optimal portfolio could be
selected using optimization techniques and thus was
born the quantitative approach to asset management.
Actuarial science is primarily concerned with the
management of portfolios of liabilities. Issues of solvency and fair pricing are critical to the successful
actuarial and financial management of a liability portfolio. Asset management is fundamental to the successful operation of a financial security fund, such as
an insurance company or pension fund, because of
its impact on profitability and the total risk. Incorporating liabilities into the asset management of a
company has been an area of interest of actuaries.
Wise [15] developed a model for matching assets to
a liability based on reinvestment of surplus (asset
less liability) cash flows to a horizon date and the
application of a mean variance selection criteria.
This approach to matching liabilities using the asset
management strategy was further generalized in the

Wilkie model [14] and then integrated into a common modeling framework by Sherris [12].

Asset Management Strategies
Asset management strategies involve determining the
allocation of funds to asset classes as well as to
security selection within asset classes. Strategic asset
allocation is concerned with long-run asset class allocations that become the benchmark for investment
managers to implement. These strategic asset allocations are usually developed using asset–liability
modeling to take into account the liability cash flows.
A benchmark asset allocation is determined as a longrun percentage allocation for different asset classes.
This takes into account the risk preferences of the
fund as well as the nature of the liabilities.
Tactical asset allocation involves moving away
from the strategic asset allocation in order to improve
returns by taking into account shorter-term assessments of market risks and returns. Tactical asset
allocation involves shorter-term variation between
different asset classes such as cash and equity. Market
timing is a form of tactical asset allocation where the
long-run equity market percentage is reduced when
equity markets are expected to fall and increased
when equity markets are expected to increase. The
ideal would be to have 100% in equities when markets rise and 0% when markets fall with the balance
in cash. Sy [13] analyzes the performance of market
timing strategies.
Market timing is a form of active asset management. Active asset management aims to use market
research, information, as well as exploiting market
imperfections, to determine asset allocations in order
to improve returns. The process uses value judgments and is not rule based. Successful market timing
requires superior information or superior information–processing ability.
Passive strategies are those where value judgments are not used to alter the asset allocation and
this can occur at the asset class level or the individual security selection level. At the asset level this
implies that no market timing is used, and at the
security selection level this involves the use of index
funds replication. Index funds are designed to track
the performance of a benchmark index for an asset
class. The benefits of a passive strategy are lower
transactions costs and lower asset management fees.

Asset Management
Passive strategies effectively assume that markets are
information efficient or at least that gains from active
trading are offset by the transaction costs involved.
Dynamic strategies involve explicit rules for altering asset allocations. Perold and Sharpe [9] examine
and compare dynamic strategies. The simplest rulebased strategy is the buy-and-hold strategy. However,
strategic asset allocations are most often specified as
a constant mix asset allocation where the percentages
of funds allocated to each asset class are fixed through
time. Even though the constant-mix strategy has a
fixed percentage asset allocation for each asset class,
it is necessary to rebalance the holdings in each asset
class through time as the relative value of the asset
classes change through time. A constant mix strategy
involves purchasing asset classes as they fall in value
and selling asset classes as they rise in value. This
is required to maintain a constant percentage of total
funds allocated to each asset class.
Dynamic strategies are most often associated with
portfolio insurance where a floor on the portfolio
value is required. Over a fixed horizon, a floor on a
portfolio value can be created by holding the asset
class and purchasing put options on the portfolio,
holding cash and purchasing call options on the
portfolio, or more usually, created synthetically using
dynamic option replication strategies. Leland and
Rubinstein [4] discuss the process of replication of
options using positions of stock (shares) and cash. If
the value of the assets are currently A0 and the floor
required is FT at time T, then the theoretical optionbased strategy using call options that will guarantee
the floor is to purchase n call options, each with strike
FT /n and maturity T, where
n=

−rT

A0 − FT e
C(K, T )

,

(1)

r is the continuous compounding default-free interest rate and C(K, T ) is the call option price, and to
invest FT e−rT into zero coupon default-free securities
maturing at time T. This strategy is usually implemented using dynamic replication of the call options
because traded options do not usually exist for the
time horizon and the asset classes involved. Optionbased portfolio insurance has a number of drawbacks
including the requirement for a specified time horizon
and also problems with the dynamic option position
as the time to maturity of the options becomes imminent. Just prior to maturity, the replicating strategy
can involve large swings in asset holding between
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cash and the asset class as the underlying value of
the asset moves because of the high sensitivity of the
holding in the asset class to changes in the asset value
immediately prior to maturity.
To avoid the problems of fixed maturity option
replication, longer-term asset management uses constant proportion portfolio insurance or CPPI. CPPI
invests a multiple of the difference between the asset
value and the floor in the risky asset class with the
remainder invested in default-free securities. Defining
the cushion, c, as the difference between the asset
value and the floor, At − Ft , then the amount invested
in the risky asset is given by
E = mc,

(2)

where m is the strategy multiple. CPPI strategies sell
risky assets as they fall and buy them as they rise in
order to meet the floor.
Black and Perold [2] study constant proportion
portfolio insurance (CPPI) and investigate how
transaction costs and borrowing constraints affect
portfolio insurance–type strategies. CPPI is shown to
be equivalent to investing in perpetual American call
options, and is optimal for a piecewise-HARA utility
function with a minimum consumption constraint.
Cairns [3] includes a discussion of optimal asset
allocation strategies for pension funds including an
analysis of CPPI strategies.

Asset Management Models
Asset management strategies are developed and
implemented using a range of models. These models
range from simple mean–variance optimizers to
complex dynamic programming models. Here we
cover only the basics of mean–variance models.
To determine an asset management strategy, a
range of models are used in practice. The classic
model is the mean–variance model developed by
Markowitz [5], which is based on a trade-off between
portfolio expected return and risk, using variance as
a risk measure and a single time period model.
Asset portfolio management is then a process of
maximizing the expected return for any level of risk
or of minimizing risk for any given level of expected
return.
Defining Ri as the return on asset i, wi as the
proportion of the fund invested in asset i, σi is the
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standard deviation of the return on asset i, then the
expected return on a portfolio of assets will be
E(Rp ) =

n


wi E(Ri ),

(3)

i=1

and the variance of the portfolio will be
σp =

n
n 


wi wj σij ,

(4)

i=1 j =1

where σij = ρij σi σj is the covariance between the
return on asset i and the return on asset j and ρij is
the correlation between the return on asset i and the
return on asset j . Other risk measures have been used
in this asset selection process including semivariance
and quantile-based risk measures such as probability
of a negative return. The mean–variance model is
consistent with an expected utility-based model on
the assumption that returns have a multivariate normal distribution or that individuals have quadratic
utility. VaR has become an important risk measure
in bank trading books and is related to the ruin probability measure in actuarial science.
Factor-based models are used for asset management in both optimal portfolio construction and in
asset pricing. A factor model assumes a returngenerating process for asset i of the form
Ri = αi + βi1 F1 + βi2 F2 + · · · + βik Fk + εi , (5)
where αi is constant for each security, Fk is a common factor influencing all asset returns to a greater
or lesser degree, βik is the sensitivity of the i th asset
return to the k th factor and εi is a random mean
zero error term. The factors often include expected
inflation, dividend yields, real interest rates, and the
slope of the yield curve among many others. In asset
portfolio construction, diversification will average the
factor sensitivities and reduce the random variation.
Asset portfolios can be constructed to have desired
exposures to particular factors. The factors can also
include liability proxies for asset–liability modeling
purposes.
To incorporate liabilities, Wise [15] and Wilkie
[14] define the end of period surplus as
S=A

n

i=1

wi Ri − L,

(6)

where L is the random accumulated liability cash
flows at the time horizon and A is the current value
of the liabilities. Mean–variance analysis can then
be based on the distribution of surplus, allowing for
the liability cash flows by modeling the mean and
variance of the liability along with the covariance of
the liability with the asset returns.
Matching and immunization are strategies that use
asset management models for interest rates to select
fixed interest assets to meet specific liability streams
or to ensure that the value of the assets and liabilities
are equally sensitive to movements in market interest
rates. In the actuarial literature, Redington [10] was
the first to develop models for immunization.
Increasingly, credit risk models are being developed to quantify and price default risk in loans
and corporate fixed-interest securities. These credit
risk models estimate expected default frequencies, or
probabilities of default, and losses given default. Portfolio models are important for credit risk since the
benefits of diversification of market-wide risk factors have a significant impact on default probabilities
and severities. Factor models have been developed
to quantify default probabilities and to measure the
benefit of portfolio diversification in credit portfolios.
More details on these models can be found in [6].

Asset Management – Implementation
In practice, once a strategic asset allocation strategy
has been determined, professional asset managers
are employed to implement the strategy. Professional
managers provide various forms of asset management
services ranging from balanced funds to specialist
funds for different markets, investment styles, and
security types. The balanced fund manager carries
out both asset sector allocation and securities selection using an agreed asset allocation as a benchmark
portfolio. Managers also offer specialist funds such as
small cap equity, large cap equity, value and growth
equity funds, domestic and international bond and
equity funds, as well as hedge funds offering a variety
of alternative investment strategies. Asset management will usually involve multiple asset managers
some of whom are specialist managers in particular
investment sectors. A major concern in the strategy
implementation process is the measurement of investment performance.
Performance measurement is based on the calculation of time-weighted returns that adjust for the effect

Asset Management
of cash flows on the relative performance of different
asset managers. Performance is measured against a
benchmark, which is usually the strategic asset allocation for the fund. Performance is usually measured
by adjusting for risk since high excess returns may
result from taking high-risk positions and luck. Common measures to risk adjust returns for performance
measurement include the Sharpe ratio
Ri − Rf
,
S=
σ (Ri )

This leaves an interaction term that captures other
effects.
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i

i
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wpi Rai −
wpi Rpi .
(10)
i

i
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Asset Shares
Asset share (AS) is a concept introduced in the 1970s
in the context of the type of with-profits business (see
Participating Business) written in the United Kingdom (called conventional with-profits) where regular premiums are payable, a basic (guaranteed) sum
assured is granted by the life office, and a significant part of each premium is invested in equities
(company shares). Typically, the basic sum assured
is close to the sum of the regular premiums payable
to the maturity date (implying a guaranteed interest
rate of 0% initially). During the term of the contract, the basic sum assured is increased by (1) the
declaration of a guaranteed reversionary bonus [1, 4]
(the word ‘reversionary’ is used because bonuses are
additions to the sum assured and are payable, along
with the basic sum assured, at maturity) and (2) the
declaration at maturity of a terminal (final) bonus.
The asset share concept arose in response to a need
to determine fair terminal bonuses [3, 6]. The scale
of terminal bonus (normally dependent on the year
in which the policy was taken out) is at the discretion of the office (although it cannot be negative) and
is not guaranteed, although it is unlikely to change
more frequently than once every six months unless
there is extreme volatility in markets. For example,
if the basic sum assured is 1000 and a compound
reversionary bonus of 2% per annum is declared as
well as a terminal bonus of 25%, the maturity payout
on a 10-year policy is 1000(1.02)10 (1.25) = 1523.74
(see Figure 1 below).

In the mid-1980s, a new type of with-profits policy, the so-called unitised with-profits policy [7], was
introduced to cope with the flexibility of premium
payment. Each premium paid buys with-profits units
in a fund and a rate of growth of the unit price, which
takes the place of the reversionary bonus in conventional with-profits funds, is declared in advance
(typically every six months or year). Equivalently,
additional units may be granted each year. The face
value of the units is guaranteed to be paid at maturity
but not on surrender (see Surrenders and Alterations) or on transfer to another life office. The future
rate of growth of the unit price always has a guaranteed minimum growth rate of at least 0% (the value
at maturity cannot fall) and sometimes more (3% p.a.
say) over the future duration to maturity, and this
minimum rate may or may not apply to premiums
to be paid in the future. The terminal bonus scale
normally depends on the year in which units were
purchased (treating each year’s units like a single premium paid in that year). Normally, expenses are met
by deducting charges from the unitised fund as with
unit-linked policies.
The raw asset share (RAS) [3] is defined by the
retrospective accumulated value of past premiums
less appropriate expenses (conventional with-profits)
or charges (unitised with-profits) and the cost of mortality, accumulated at the rate of investment return
(net of tax) earned on the assets. It is usually assumed
that a ‘managed fund’ approach is used, that is, each
policy is invested in the various markets in the same
way as the overall portfolio, but certain offices allow
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for a varying asset mix throughout a policy’s life by,
for example, calculating asset shares assuming that
policies closer to their maturity have a higher fixedinterest content than the fund as a whole, with the
reverse being true for policies close to their entry
date.
Adjustments may be made to the RAS to determine the asset share (AS)
1. Miscellaneous profits from non-profit and unitlinked business (see Unit-linked Business) may
be included,
2. Profits from surrenders may be included,
3. A charge to the RAS may be made for the capital
support needed by the policy during the time
that its statutory reserve is above its AS (when
the policy is not self-financing and a valuation
strain results),
4. A contribution may be made to the RAS where
the policy is more than supporting its own statutory reserve and the AS is enabling the statutory
reserves of other policies to be established, until
they can support their own statutory reserves,
5. The cost of distributions (if any) to shareholders
may be deducted,
6. The cost of any guarantees may be charged to
the RAS. The cost of guarantees is likely to be
small for with-profits endowment policies, with
terms over 10 years, if the reversionary bonus is
kept at a level allowing a good margin for terminal bonus. However, for single-premium policies
(so-called with-profit bonds) or recurrent singlepremium policies (e.g. unitised with-profits policies to provide pensions) where guarantees may
be given after a much shorter period of time (e.g.
after 5 years), the cost of the guarantees could
be high. Certain types of annuity guarantee on
pension policies may carry a high cost.
The office may use the appropriate market index
returns (allowing for the spread of the with-profit
fund assets across markets) if it does not have readily
available historic data on the actual portfolio.
After the asset shares have been determined, a
smoothing adjustment will be made to determine the
smoothed asset shares (SAS). The cost/contribution
from smoothing arises from SAS being more/less
than the AS, with the difference going into the socalled Bonus Smoothing Account, which will be monitored by the actuary.

In deciding the level of bonuses (i.e. policy payouts), the office will normally take the SAS (subject
to any guarantees) as a starting point. The office
may, in certain circumstances, be able, because of
its financial strength, to supplement the asset shares
(any guarantees have to be met as a minimum).
A smoothed return, subject to the guarantees [3, 6], is the hallmark of with-profits policies [5],
and it is this smoothing, together with the granting
of miscellaneous profits, which mainly distinguishes
them from unit-linked policies [2].
A measure of financial strength of the with-profits
fund is given by (a) the difference between the assets
of the with-profit fund and the sum of the policy
asset shares together with (b) the discounted value of
profits that will arise in future from the non-profit and
unit-linked business after allocating assets to the latter
to meet their statutory valuation requirements. This
measure can be used in the financial management of
a with-profits fund [6].
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Assets in Pension Funds
In countries with large scale private and public funded
pension arrangements, for example, the United States,
Canada, Japan, the Netherlands, and the United Kingdom, one of the key decisions is how the contributions into the fund should be invested to best effect.
The investment decision typically results in some
form of risk sharing between members and sponsor in terms of (1) the level of contributions required
to pay for all promised benefits, (2) the volatility
of contributions required, and (3) the uncertainty of
the level of benefits actually deliverable should the
scheme be wound up or have to be wound up. Some
of the risks associated with the pension benefits have
a clear link with the economy and hence with other
instruments traded in the financial markets. Others,
such as demographic risks (see Demography) and
the uncertainty as to how members or the sponsor
will exercise their options, which are often far from
being economically optimal, are less related to the
assets held in the fund.
Throughout this article, we will be referring
mainly to final salary defined benefit (DB) schemes,
although very similar comments will of course
apply to other DB schemes, such as career average
salary schemes or cash balance plans (see Pensions).
Some particular features, such as variable employee
contribution rates or high levels of discretionary
benefit, can change the impact of a particular
investment strategy enormously.
Explicitly hybrid schemes such as DB schemes
with a defined contribution (DC) top-up or underpin,
have some characteristics that may make asset allocation considerations more specialized. We have not
discussed these in any detail.
Pure DC schemes vary significantly in form: in
some, the investment options are very restricted, or
there is a strong inclination for employees to opt
for the default strategy, whereas in others, individuals have the encouragement and a broad palette
from which to choose their own personal investment
strategies.
In this article, we describe broadly what assets are
available to the institutional investor, how an investor
might go about deciding on an asset allocation, and
explore what the possible consequences of an asset
allocation might be. There are two general frameworks in which these questions are answered: the

first is the conventional ‘scheme-centric’ approach
where the whole fund is treated as an hypothetical
aggregate investor that has human features such as
risk aversion and regret. The second is a ‘stakeholder’ approach, where the fund is recognized as
being simply an intermediary that, in theory, neither
adds nor destroys value but can redistribute value and
risk among various stakeholders.
Whichever framework is adopted, a central issue
is to define why the assets are being held. Inevitably,
that involves a fairly close examination of the liabilities. The level of legislation, regulation, and the
wide diversity of scheme rules associated with pension schemes can make the investment decision
seem extremely complex. However, underpinning
this complexity is really quite a simple concept: an
employer promises to pay an employee part of his
salary when he or she retires. In order to improve the
security of this promise and make it less dependent on
the scheme sponsor’s financial well-being, contributions are made into a fund before the benefit is paid.
The way in which the funds are invested can have
important implications for the quality of the promise
associated with the deferred benefit.

Asset Selection
Various restrictions on the investments available to
occupational pension schemes exist around the world.
These range from the virtually unrestricted (e.g. UK)
to limited restrictions (e.g. an upper limit on the
proportion of overseas investments that can be held
as in Canada) to the highly restrictive (e.g. some
continental European pension arrangements). Beyond
these high level restrictions, there are normally limits on the concentration of investments within the
scheme, for example, no more than 5% of the funds
are to be invested in a particular security. These
will also depend on whether the scheme is regulated
under trust (e.g. a DB scheme or some occupational
DC schemes versus various personal pension arrangements). In some DC and grouped personal pension
arrangements, asset allocation is up to the individual
albeit selection is possible from only a limited set of
pooled funds. In others, the trustees set the strategy.
Investment by the scheme in its sponsoring
entity is prohibited in many countries, particularly
for occupational schemes. In contrast, in some
countries, investment in one’s employing company
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is sometimes encouraged within personal pension
arrangements.
In some countries such as Germany, a significant proportion of private pension provision is set
up without separate funds being held in respect of
the promised benefits. Accruing pension costs are
instead booked on the sponsor’s balance sheet. A central insurance fund then covers the members in the
event of sponsor distress. This arrangement implicitly exposes the fund to the economy of the country
although there is no explicit asset selection required.
Most state pension schemes are operated as a payas-you-go (PAYG) arrangement. ‘Unfunded’ arrangements such as book reserving and PAYG can have
significant macroeconomic implications, but we do
not discuss these in this article.

Bonds
Bonds are issues by governments, quasi-governmental
and supranational organizations, and corporations.
They offer a stream of coupon payments, either fixed
or index linked, and a return of principal at the maturity of the bond. Maturities of some bonds can go out
to 50 years, although the majority of bonds in issue
are very much shorter than this.
The certainty of receiving these coupons and
return of principal is dependent upon the willingness
and ability of the bond issuer to make good these
payments. While defaults by sovereign countries do
happen, government bonds issued by countries of
high standing represent the lowest credit risk of any
asset available. Credit ratings reflect the level of confidence in an issuer to make good the coupon and
redemption payments on the due dates. There is considerable debate about the value of credit ratings as
issued by the major agencies.
The market value of bonds at any time reflects the
present value of future coupon payments and return
of principal discounted at an interest rate that reflects
both current interest rate levels and the credit strength
of an issuer. All things being equal, the lower the
credit quality of the bond the higher the discount
interest rate and hence the lower the price put on the
bond. Liquidity also plays an important role in the
market value of a bond. Government issues, where
a range of maturities is always available in size,
trade at a premium to smaller, less liquid issues
even by supranationals of comparable credit quality.

The ‘spread’ between yields on government debt
and corporate debt is volatile, reflecting changing
expectations of default risk on credit, as well as
changes in liquidity preferences in different economic
climates.
In terms of bonds’ abilities to meet projected cash
needs in the future, the following qualities can be
noted:
•
•
•

largely predictable income streams into the future,
usually a known value at maturity,
future market value determined by movements in
interest rates and credit quality.

The majority of the total return from a long-dated
conventional bond investment is from the coupon
payments rather than from capital value changes. The
exceptions are bonds with low or zero coupons, or
in the case of shorter dated maturities. Bonds have
always been seen as suitable investments to back
insurance products such as annuities.
In comparison with the size of the conventional
bond market in most currencies, there is very little
index-linked issuance and next to no Limited Price
Indexation (LPI) issuance where coupons are linked
to an inflation index above a floor, such as 0%, and
up to some cap, such as 5%. Perfect matching of
pension benefit cash flows that increase in line with
LPI is currently not possible using a static portfolio
of conventional bond investments.
It is important to distinguish between corporate
and government bonds. While all conventional bonds
share the characteristic of greater predictability of
cash flows than equities, the default risk on corporate
bonds is related to the health of a corporation, in other
words, to the same factor, which is the primary driver
of return on the equivalent equity [31, 63]. Thus,
credit spreads tend to widen, and consequently corporate bond values to fall relative to Gilts, at the same
time as equity prices come under pressure, albeit that
the volatility of equity returns remains much higher
and is also driven by other considerations.
Corporate bonds are often ‘rated’ by credit rating agencies, such as Standard & Poors, Moody’s
Investor Services, or Fitch. These ratings represent
the ‘certainty’ with which bond holders will be paid
according to the terms of the bond and sometimes are
interpreted as the financial strength of the covenant
backing the bond. Note that not every bond issued by
a particular entity will have the same level of backing,

Assets in Pension Funds
so bond ratings will not always represent the overall financial strength of the issuer. Ratings such as
AAA (on the Standard & Poors basis) represent very
high levels of ‘certainty’. As the risk of the bondholder not being paid increases, the ratings will move
through levels such as AA, A, BBB. Below BBB,
the bond is labeled as being ‘noninvestment grade’
and these bonds are sometimes referred to as ‘junk
bonds’. Jarrow et al. [47] have built a model around
the likelihood of bonds moving between rating categories with assumed default and recovery probabilities attached to each category. There is a lively debate
about whether this type of model or one based more
directly on the option-like nature of corporate investment (such as described in [63]) is more appropriate.
As mentioned earlier, there exists a possibility that
government bonds might default and indeed some
governments have defaulted on their obligations.
However, in most of the established economies in
which there are significant funded pension schemes,
governments hold reliable tax raising power and are
conventionally treated as being risk-free.

Equities
Equities are shares in the risk capital of the firm,
and holders of equity participate in both the upside
(if any) and downside after all other commitments to
employees, suppliers, customers, taxation authorities
and so on, and long-term debt providers have been
met. The shareholder participates in the success or
failure of the company and as such returns cannot be
guaranteed. In most companies, shareholders receive
an income stream in the form of dividends, which are
at the discretion of the board of directors and which
can fall, or even go to zero as well as rise. By their
nature, they are difficult to predict for any individual
company, particularly over a long term. The capital value of the shares at any time reflects investors’
expectations regarding the future success of the enterprise including any dividend payments made by the
company. The value is entirely dependent on the price
that other investors are prepared to pay.
Whilst equities may provide the expected cash
flows in the future, there is no guarantee that this
will be the case. To compensate for this lack of
certainty, risk-averse investors will pay less for a
given level of expected cash flows. The lower price
equates to demanding a higher expected return from
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equities over equivalent risk-free securities and the
extra rate of return required is often called the equity
risk premium. With equities there are no guarantees,
only the hope of higher returns; see [78] for an early
formalization of how risk is priced into assets.
In terms of meeting future cash needs of a pension
scheme, equities are a poor matching vehicle in
that their value is extremely volatile and provides
a match to neither fixed payments nor inflationlinked payments as are common in pension schemes
(see further discussion in the Inflation subsection of
this article). Moreover, it is pertinent to note that
corporate bonds rank ahead of equity in the event
of the company going into liquidation, and even
subinvestment grade (or junk) corporate bonds offer
more security than the equivalent company equity.
In most countries, a significant proportion of pension fund assets are invested in quoted equity. Despite
long-standing theoretical support for global investment [80, 81], most pension schemes retain a ‘home
bias’ in their allocations (see [86] for a discussion of
the bias as well as an empirical study of how UK
pension schemes have managed their overseas asset
allocations).
One of the reasons often given for home bias is
that of a currency match between domestic equity
and the pension fund liabilities. However, the additional risk associated with the currency mismatch
given the huge mismatch that already exists between
equities and liabilities would suggest that the reason
lies elsewhere. It may be that in adopting a home
bias, investors are hedging against some unspecified political risks that might lead to it being difficult
to repatriate overseas investments, or, say, the introduction of an unfavorable change to the taxation of
foreign investors.
Changes in the value of the domestic currency
versus other currencies are typically as volatile as the
changes in value of the underlying assets. Investing
in an overseas market is therefore a joint decision
about the likely returns from the securities listed
in that market and the likely change in exchange
rate between the domestic currency and that of the
overseas market.
Some investors regard the currency decision as an
integral part of investing overseas. According to the
theory of purchasing power parity (PPP), currency
rates will eventually change so that the cost of a good
is the same in all countries for all consumers. One
light hearted example of this theory is the Big Mac
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Index produced by UBS and The Economist. The idea
is that a Big Mac hamburger from MacDonalds is a
well-defined, standard item. If the cost of the hamburger is £1.99 in the United Kingdom and $2.70 in
the United States and the exchange rate between the
two countries is £1 for $1.50, then the hamburger in
the United States looks ‘cheap’ compared to the UK
burger (or, the UK burger looks expensive). Theoretically, it would be worthwhile for a UK consumer
buying their burger directly from the United States
since it would cost them £2.70/1.50 = £1.80, which
is cheaper than the £1.99 quoted in UK stores.
In practice, individuals will not be able to take
advantage of this difference. Nevertheless, if enough
goods exhibit the same sort of discrepancy over a
period, capital flows will force the exchange rate to
equalize the prices.
The empirical evidence for PPP is very weak [71]
and the price differentials appear to exist for many
years, if not decades. Since the investment horizon
for many investors is far shorter than this, most
international investors prefer to take either an active
view on currency, or to ‘hedge’ out the impact of the
currency. The currency hedging does not altogether
remove a currency effect; what it does remove is
most of the unpredictability associated with changes
in exchange rates.
Currency hedging is usually achieved by entering
into forward contracts, that is, investors agree with
a counterparty to buy back their own currency at a
fixed rate at some time in the future. The rate at which
they agree to buy back their currency is the forward
rate and is (largely) determined by the interest rates
in the two countries.
The forward currency rate, (i.e. the rate at which
the two parties agree to exchange currencies in the
future), is determined by the principle of no-arbitrage
(see Arbitrage). The principle of no-arbitrage is that
an investor should not be able to buy something at
one price and sell it simultaneously at another, so
locking in a profit. The way this principle applies
to currencies is that investors should not be able to
exchange their currency for another, invest it in a riskfree rate (see Interest-rate Modeling) and exchange
it again after some time, and thereby lock in a different return from that which they might get from
investing in the domestic risk-free rate.
When it comes to investing in an overseas stock
market, buying a forward currency contract cannot
hedge out all the currency impact since the amount of

money to be converted back to the domestic currency
is not known in advance.
For an investor in any particular country, the
optimal portfolio construction is a simple exercise in
expanding the number of risky assets in which they
can invest. These assets can be hedged or unhedged.
So, for example, a UK-based investor can invest
in the domestic markets and can also invest in the
hedged US stock market and the unhedged US market
that can be considered two separate asset classes. This
approach is advocated by Meese and Dales [58] as
a means of deciding, how much to invest overseas
and how much of that overseas investment should be
currency hedged.
The Black model [7, 8] is perhaps the most widely
cited approach as it produces a straightforward analytic result that appears to hold for all investors. In
particular, it implies that all investors should hedge
a fixed proportion, the universal hedging ratio, of
their nondomestic assets. However, the assumptions
required in the model imply highly unrealistic investment behavior.
Errunza et al. [32] consider how ‘domestic’
asset exposures include implied levels of overseas
exposure.
Any of these approaches lead to investors (even
those with the same level of risk aversion) holding
different portfolios. The underlying reason for the
variations is often because the risk-free rate in each
country is specified in a different currency.

Other Asset Classes
Other pension asset classes – property, hedge funds,
venture capital, and other forms of private equity,
commodities, such as gold and timber, and artwork
or other collectibles – can be thought of as variants of equity-type investments. These are commonly
referred to as ‘alternative’ asset classes. Their place
in the asset allocation of pension funds will depend
on their features: their matching characteristics relative to liabilities (which are generally poor), their
expected returns, their volatilities in value relative to
the liabilities, their correlation with other asset classes
in order to assess diversification benefits, their liquidity, and the costs of accessing the asset class.
Commercial property investment provides investors with a stream of rental incomes. In the United
Kingdom, these are often bound up in long lease
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agreements with upward only rent reviews. In other
arrangements the leases are much shorter with a
more formal link in the rental income with inflation.
Nevertheless, the value of the property can change
significantly and quickly and the quality of the rental
stream is only as good as the covenant of the tenant.
Property is often accessed using pooled vehicles
such as unit trusts (PUTs), which improve the liquidity of the asset class and make it easier for smaller
funds to obtain exposure that is diversified across
property sector (industrial, retail, office, etc.). Nevertheless, the costs in obtaining property exposure
are relatively high. In the United Kingdom, pension
schemes, the aggregate exposure to property has
fluctuated significantly over time, with a peak of
nearly 20% and current levels under 5%. In the
United States, a large part of the property market is
represented by REITs, real estate investment trusts,
that are often highly sector focused.
In some countries, for example, the United States,
mortgage-backed securities are an important asset
class that combine elements of bond and residential
property risks.
Private equity investing involves investment of
funds in companies that are not publicly traded. These
may include providing venture capital to start-ups
or financing for management buy-ins or buy-outs
or various other ‘mezzanine’ financing requirements.
Pension funds typically invest via a fund of funds,
rather than directly in closed-end private equity funds.
Private equity funds invest directly in companies,
whereas funds of funds invest in several private
equity funds. Whether a fund-of-funds approach is
involved or not, the pension fund typically has to
provide a ‘commitment’ that is drawn down over
time. The rate therefore, at which exposure is actually
obtained will depend on how readily opportunities
are found in which to invest the money. This can
sometimes take several years and it takes several
more years to start realizing a return at all when the
private companies are sold on. In the interim period,
it is very difficult to liquidate these investments in
the secondary market on anything other than penal
terms.
Hedge funds are rather difficult to define as there
are a vast number of strategies and substrategies
employed by such named funds. These strategies
include market neutral, merger arbitrage, distressed
securities, convertible arbitrage, and many others.
What they have in common is that despite many
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claims to the contrary they are typically unregulated
(in any conventional sense), use leveraged (geared)
positions, and typically engage in both long and short
investing.
History is of very little help when assessing hedge
funds. The period is quite short, hedge funds have not
been consistently defined, the numbers are riddled
with survivorship bias, and we can recognize that
the current environment is quite different from the
past 10 years, which is the period over which most
of the historical evidence comes from. In addition,
the fees appear extremely high, although they are
typically, directly related to the performance of the
fund. Although some high-profile pension schemes in
the Unite States and other charities and endowments
have invested in hedge funds, uptake has been fairly
minimal among most UK pension funds. In contrast,
some European countries such as France have seen
a fairly sizeable take-up. Apart from the largest and
most sophisticated funds, exposure has generally been
obtained via a pooled fund-of-funds approach in order
to get access to diversification across geographic
regions and hedge fund strategies.

Derivatives
The derivatives market (see Derivative Securities)
can provide precise matches for future cash needs.
Hull [45] provides an excellent introduction to derivative instruments in general, and Kemp [50] discusses how actuaries can use them. In particular, the
swaps market allows investors to exchange cash flows
that derive from different underlying investments to
achieve the cash flows they require. A common type
of swap is where an investor exchanges the interest
payments on a cash deposit in return for a series of
fixed interest payments and redemption proceeds at
the end of a specified term. This gives the investor the
flexibility to turn the cash deposit into an asset that
can either mirror the proceeds on a bond, or match a
set of bespoke liability cash flows.
Swap markets are typically huge compared to the
cash markers (e.g. the Sterling swap market is around
six times the size of the sterling bond market) and
hence offers the investor both enhanced liquidity and
matching capability relative to conventional bonds.
Swaps tend to be available for longer terms than
more conventional assets, a significant benefit given
the scarcity of very long duration bonds, and can
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also be used to extend the duration of a portfolio,
for example, as an overlay to a physical portfolio of
corporate bonds.
Swaps are Over The Counter (OTC) instruments
and as such counterparty risks become an important
part of the investment. Counterparty risks on a swap
can be mitigated through collateralization, whereby
high quality assets such as cash or gilts are passed
to the pension fund as collateral for any counterparty
exposure that arises. Although interest among pension
funds has grown enormously in the use of such
derivatives, there are significant practical hurdles to
gaining access, not least of which is getting a board
of trustees to understand fully the risks and clearing
all the legal requirements that enable deals to be
entered into.
Some funds have invested in tranches of structured
credit products such as collateralized debt obligations,
although their relative unfamiliarity to pension fund
trustees means that they are still relatively rarely
encountered in this area.
Credit derivatives [46] such as default swaps are
also an embryonic asset class in pension funds. There
are several applications: the pension fund can purchase protection against the sponsor defaulting, or
can sell protection to gain exposure to a greater diversity of corporates than is possible from holdings of
corporate bonds.

Strategy, Structure and Selection
A crude model of the investment process under the
conventional scheme-centric framework is to maximize the expected ‘utility’ associated with the returns
on the fund
Rfund = δ1 RM + δ2 RA + (1 − δ1 − δ2 )RLBP (1)
by selecting values for the δ’s where RM is the
return on a market or benchmark portfolio, RA is the
return on an actively managed portfolio intended to
outperform the market benchmark portfolio and RLBP
can be interpreted as being the return on a portfolio of
assets designed to match the ‘liability’ return under
all economic states. The ‘LBP’ stands for liability
benchmark portfolio and it is discussed more in detail
in a later subsection.
A common practice is to decompose this
process into a hierarchy of stages, see e.g. [88],
characterized as (1) strategy review, (2) structure

review and (3) investment manager selection. Each
stage typically depends on the outcome of the stages
undertaken before.
Equation (1) can be reparameterized to make the
stages clear:
Rfund = k[ϕRM + (1 − ϕ)RA ] + (1 − k)RLBP ,
(2)
or equivalently,
Rfund − RLBP = k{[ϕRM + (1 − ϕ)RA ] − RLBP },
(3)
A decision about k determines strategy (proportion
in risky, unmatched portfolio versus matching portfolio); a decision about ϕ determines structure (the
proportion held in benchmark tracking or ‘passive’
vehicles) and the determination of the properties of
RA is the selection process. The expression on the
LHS of (3) can be thought of as the rate of change
in the funding level of the scheme. The expression in
the braces on the RHS of (3) represents a portfolio
that is ‘long’ in the assets of the fund and short in
the liability-matching portfolio.
There is no particular ‘theory’ that supports the
use of the hierarchical approach and it is likely that
its usage is driven more by practicalities such as
communicating with trustees, or identifying different
accountabilities in the process.
Exley, Mehta and Smith [33] argue along the lines
of Modigliani and Miller [69] that the choice of k is
(to first order) an irrelevance for DB pension funds.
They argue that investment consultancy should focus
more on second-order effects (discussed briefly elsewhere in this article). Hodgson et al. [41] focus on a
generalization of the choice of ϕ, that is, the investment structure of the fund. They include ‘behavioral
finance variables in an attempt to model irrational
behavior among investors.
Ideally, the investment characteristics of asset
classes are assessed relative to the matching portfolio, the return on which is denoted by RLBP . The
appropriate matching portfolio will depend on the
circumstances of the scheme and might vary, for
example, if the scheme is going into wind-up and
the scheme rules or legislation enforce a particular
set of priorities that is different from that implicit
in an ongoing scheme. In any event, the matching
portfolio will have the same sensitivities to external
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economic factors as the value of the liabilities. In
most schemes, these factors will include inflation (as
pension increases are often tied to price inflation) and
‘risk-free’ interest rates since these are required to
place a value on the promised benefits. The matching
portfolio is therefore likely to comprise almost exclusively of government bonds (both inflation-linked and
conventional).
In the formulation, in equation (2) above, the
assets are split into the ‘matched’ and unmatched (or
investment) components. The quality of the match,
in the matched component will often depend on the
relative sizes of the matched and unmatched portfolios. A large matched component would usually
imply that some effort is made in terms of the quality
of the match, that is, making sure that the values of
the assets and liabilities are equally sensitive to all
sources of risk. If the matched component is smaller,
then there is arguably less point in overengineering the match because the trustees have presumably
decided that members will benefit more from attempting to outperform the matching portfolio by taking
risk. There will be some gray areas. For example, it
may be possible that some of the gilts held in the
fund are actually part of the unmatched (investment)
portfolio. Similarly, corporate bonds may belong to
either or both parts since they are interest-rate sensitive (and hence part of the ‘matching’ portfolio),
while also exposing the members to some risk that
their benefit may not be paid (and earning a credit
risk premium in return).

Risk Budgeting
Formal ‘risk budgeting’ is becoming better known
within the pension fund industry and refers to the
notion that trustees should dispense with a strict hierarchical approach and rather (a) set an overall level
of risk (measured, e.g. by the uncertainty in funding
level, which may be measured by Var[Rfund − RLBP ])
with which they are comfortable and then (b) decide
jointly on asset allocation strategy and the extent
of any active risk in a way that maximizes return
within the overall level of risk decided in (a). A
key measure then of the quality of the arrangement is the level of return divided by the risk, often
measured by the generalized Sharpe ratio or information√ratio, IR, which is represented by E[Rfund −
RLBP ]/ Var[Rfund − RLBP ]. There is a description
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in [36] of the general concepts behind risk budgeting
and, in particular, how active management returns can
be modeled. (The discussion in [88] is focused more
specifically on how risk-budgeting principles apply
to pension funds.)
As a simplified example of risk budgeting, suppose that the value of the liabilities can be closely
approximated by a holding of bonds. Suppose further that equity market as a whole is expected to
outperform bonds by 5% p.a. and that the standard
deviation of the outperformance is 20%. If the fund
were initially 100% funded and invested entirely in
the equity market, the funding level would be exposed
to a risk (standard deviation) of 20%. The IR of this
arrangement is 0.25 = 5%/20%.
Suppose further that there is an active manager
who also has an IR of 0.25, which many would
agree represents an above-average level of skill. In
the case of active managers, risk is now measured
using the distribution of returns of the particular
portfolio of stocks held by the manager relative to the
returns on the whole market (or some proxy such as a
capitalization-weighted index). A manager that holds
nearly all stocks in proportion to their market weights
will have a low risk as measured by the standard
deviation of relative returns (often referred to as
tracking error or active risk). Conversely, a manager
who has selected a small number of ‘conviction’
stocks in the belief that they will outperform the
market as a whole is likely to have a high risk
(tracking error or active risk) relative to the market.
A manager with an IR of 0.25 who takes a risk of 4%
relative to the market is expected to outperform the
market (irrespective of what the market does relative
to the liabilities) by 1%.
If the trustees set a total level of risk of 15%,
then some fairly straightforward mathematics and
some plausible assumptions about the independence
of asset allocation and active risks reveal that the
most efficient way of structuring the fund is to take
just under 11% of strategic (asset allocation) risk and
the same of active risk. The IR achieved in this way
is higher than the IR for each component on its own.
Actually implementing a strategy and structure
based strictly according to such a risk-budgeting
approach as described above is often not practical.
Although a strategic risk of 11% is quite common
and, depending on assumptions, might be achieved
by investing, say, 65% in equities and 35% in bonds,
there are not many conventional portfolio managers
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with IRs of 0.25 who construct portfolios with an
active risk of 11%. Such a high level of active risk
is typically only achievable if some short positions
can be held in stocks and many investors are rightly
nervous of selling stocks that they do not own.

Styles
In exploring the arrangement of investment managers,
there have been several attempts to decompose the
overall risk into ever finer sources than the ‘asset
allocation’ and ‘stock selection’ components. By far,
the most commonly encountered additional source
is ‘style’, which is detected predominantly in conventional equity investment, but also in hedge funds
and private equity. Styles are features such as market
capitalization (small or large) or value (often interpreted as the market-to-book value ratio, or the dividend yield). Some possible theoretical justification is
provided by Fama and French [34] (but others have
come to different conclusions from the same data, see
[52]) or perhaps by multiple pricing factors (see the
work on Arbitrage Pricing Theory in [29, 72–74])
but styles have a much longer existence in practice.

Portfolio Construction and Stochastic
Asset Models
Both at an asset allocation and portfolio level, there
is significant use of quantitative methodologies in
order to create ‘optimal’ or at least efficient investment arrangements. Many of the approaches are
based on the original work by Markowitz (see [55,
56]). Practitioners and academics have developed the
methodology further in order to allow for some of its
perceived drawbacks. These drawbacks include (a)
the focus on ‘symmetric’ rather than downside risk
(see [83] for a general description and [5, 35, 38] for
some theoretical backing for the approach), (b) the
very dramatic sensitivity of the optimized portfolios
to estimation error (see [9, 19, 49, 64, 75–77] for
a discussion of some of the issues and some proposed solutions) and (c) the fact that in its original
form it does not take performance relative to liabilities or a benchmark directly into account (see [27]
for a general description and [92] for an interpretation that takes into account behavioral aspects
of investors with benchmarks). Artzner et al. [2–3]

describe a more axiomatic approach to deciding and
using appropriate risk measures.
One of the most notable drawbacks of these
approaches is that they are largely single period in
nature and do not necessarily allow for dynamic
management of the assets in response to the status
of the fund. For example, trustees may wish to pursue more aggressive strategies, if their funded status
is good. Alternatively they may wish to control cash
flows or to lock into any surplus that might arise.
In response to these needs, advisors and
consultants have advocated exploring the dynamics
of the scheme through asset/liability models (see
Asset–Liability Modeling). In these, thousands of
economic scenarios (a set of yield curves, asset
class returns, inflation, etc.) are generated using a
stochastic asset model. The evolution of the fund
under these scenarios is then calculated to ascertain
information about how likely particular events are to
arise (e.g. how likely contribution rates are to go over
a critical level, or how close the funded status is going
to get to some regulatory minimum). For funds that
are able to articulate ‘distress points’, these models
can be useful in deciding the high level strategy
required.
The choice and calibration of the stochastic asset
model can be significant. There are many models
available ([102] contains a selection of articles discussing many issues associated with asset–liability
models, including some descriptions of models; [54]
provides a limited comparison of many of the publicly available models in the United Kingdom; descriptions of these and other models can be found
in [20, 30, 40, 43, 44, 79, 87, 94, 96, 97, 101]), some
proprietary and others published. Perhaps the most
widely known model is the Wilkie model. The Wilkie
model is the name for a family of models, developed
and subsequently refined by A. D. Wilkie, starting in
1980. The models were initially developed to determine the reserves needed for particular types of life
insurance product, but have subsequently become
widely used in the United Kingdom and beyond,
in areas such as pensions consultancy and general
investment strategy.
The Wilkie model has achieved prominence
mainly because it has been published in full (and
therefore discussed widely) and it was the first
published formalization of a stochastic investment model. Many other actuarial consultancies and
investment banks have developed their own models.
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In some cases, aspects of these models have been
disseminated in journals and conferences, but key elements remain proprietary. The Wilkie model focuses
on modeling the ‘long-term’. It therefore encompasses some features that are unrealistic. The Wilkie
model is also a discrete model in the sense that it
models prices and yields at annual intervals. It does
not say anything about how a price has changed
from one value at the start of the year to another
at the end of the year. This has limitations in that
it ignores any risk or opportunity within the year,
and instruments such as options are difficult to incorporate. Some researchers have attempted to expand
the model to allow for continuous aspects, for example, [51] and [24].
Once an asset allocation has been decided, it is
usually converted into a benchmark. This is usually
a set of weights and market indices, which act as
benchmarks for the investment managers. This has
become more commonplace, but peer group benchmarks (e.g. to beat the median fund, or to be in the
top quartile of some peer group) held sway for quite
some time, particularly in the United Kingdom. Bailey [4] discusses some of the appropriate features of
benchmarks from the conventional viewpoint. Blake
and Timmerman [11] discuss how setting a benchmark has affected the optimality or otherwise of
asset allocation in a pension fund context. The set of
papers in [53] provides some insight into the debates
that practitioners have around benchmarks and asset
allocation, although the issues raised are not always
discussed in a self-consistent framework.

Assessing the Strategic Investment Needs
of the Scheme
One of the main points of funding a pension scheme
is to protect the members’ benefits from employer
default. A private sector employer is (almost by
definition) more risky than even equity investment.
Any deficit can therefore be considered an investment
in an ultra-risky asset class. This should be taken into
account when deciding on strategy.
A portfolio of gilts and index-linked gilts that
managed to have a constant duration will be only
an approximate match to liabilities. A better match
will typically be achieved with a portfolio of bonds
that match all the benefit cash flows as they occur.
As discussed elsewhere in the article, it is often
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practically impossible to find sufficiently long-dated
bonds to effect such matching. However, particularly
when combined with derivative overlays, nearly all
the investment risks can be kept to very low levels
by finding portfolios with approximate matches.
A popular measure of scheme maturity is the
pensioner : nonpensioner split. This does provide
some guide to the maturity, but a more relevant
measure is probably the salary roll : total liability
ratio. This is because the ability of the sponsor to
make good any deficit is normally much better if the
salary roll is large compared with the scheme. A small
salary roll : total liability ratio may incline trustees to
more conservative strategies.
The duration of nonpensioner liabilities is much
longer than the duration of pensioner liabilities,
which makes the value of the nonpensioner liabilities more sensitive to interest-rate changes than the
value of pensioner liabilities. Somewhat perversely,
that makes it all the more important to ‘hedge’ the
interest-rate risks (i.e. invest more in bonds) if nonpensioners dominate the scheme.

Asset Valuation
By far, the most common way of valuing holdings of
assets is to use a market value calculated as the price
of the last deal made in the market multiplied by the
number of shares or bonds held. This is typically easy
to implement and is viewed as an objective method
when there is a recognized exchange for the trading
of such securities, such as all quoted equities or unit
trusts.
For other asset classes, such as property, no such
exchange exists. Most schemes then rely on such
valuations that are acceptable for audited accounts.
These are provided by professional surveyors and
are typically highly smoothed, so can understate the
underlying volatility of the assets.
In some cases, the assets are valued by projecting
the expected cash flows returned to investors (dividends, coupons, redemptions, etc.) over time and then
discounting the expected cash flows at an ‘appropriate’ risk discount rate. The choice of discount rate
is in truth often completely arbitrary. It is difficult
to reconcile these alternative valuations to the market prices that exist for some of the assets. Dividends
are a variable fraction of accounting earnings, which
themselves are the outcome of ‘arbitrary’ accounting
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conventions. Sorensen and Williamson [82] provide a
more complete description of dividend discount models, mainly for the purpose of evaluating investment
opportunities. Michaud and Davis [65] discuss some
of the biases involved in using such models.
Nevertheless, some actuaries feel that discounted
cash flows provide a not inappropriate methodology
for valuing assets for funding purposes. The number
of parameters available for manipulating the asset
and liability values enables a smoother pattern of
surpluses or deficits to be recorded and hence a
smoother pattern of contributions designed to offset
these over fixed periods.
Other asset classes are even more difficult to value
whether a discounted cash flow or market value is
required. For example, the value of an investor’s participation in a venture capital partnership is extremely
difficult to establish because a value is only ever
known when the holding is sold into the market. By
their very nature, venture capital projects are also
unique, so it is virtually impossible to use ‘other
similar projects’ to place a value on it. Various conventions are used to deal with these cases (such as
recording at book value) in practice, but for virtually
all schemes they represent only a small fraction of
the assets.

Economic Impact on Sponsors
Multiple stakeholders are affected by the way in
which assets in a pension fund are invested.
To first order, the theorems of Modigliani and
Miller in [67, 69] applied to DB pension funds (the
applications are described e.g. in [6, 33, 85, 93]) suggest that the investment strategy in a pension fund is
irrelevant. However, implicit optionality in schemes,
limited liability, taxation, accounting practices, discretionary practices, and costs will mean that different
asset strategies will lead to some of the stakeholders gaining at the expense of other stakeholders. The
importance of these ‘second-order’ effects in determining an ‘optimal investment strategy is akin to
the insight discussed by Miller [66] when introducing
taxation into the Modigliani and Miller models.
It is typically the case that a change in investment
strategy will have several offsetting impacts on stakeholders; the ultimate consequence of the change will
depend on negotiating stances, specific scheme rules,
and other external forces. More detailed analysis of

these effects are explained in Chapman et al. [25].
The authors identify as stakeholders (1) current pension scheme members, (2) current employees who
hold an ‘option’ to join the scheme in the future,
(3) other employees, (4) shareholders of the sponsor, (5) company creditors (especially providers of
long-term debt financing), (6) Government (including
the Inland Revenue), (7) professional advisors (windup administrators, investment managers, and other
consultants), (8) and suppliers and customers of the
sponsoring company.
An example of the type of analysis that they
describe is the impact of moving from an equitydominated investment strategy to a bond investment
strategy (assuming the same funding basis and a continuing practice of awarding maximum discretionary
benefits when surpluses arise). They identify the following impacts:
1. Shareholders of the sponsoring company experience a gain in value because there is less
‘benefit leakage’ to pension scheme members and
a reduction in the number of windups (which
would typically generate costs) even though they
experience a slightly offsetting reduction in value
of their option to default on the pension promise
when the scheme is in deficit.
2. Employees lose out because the decline in the
value of the discretionary benefits (less equity
investment is associated with fewer surpluses
that would lead to enhanced benefits) more than
offsets the increase in value associated with a
reduction in the number of wind-ups and hence
more security of pension benefits and ongoing
salary receipts.
3. The government receives more tax in more scenarios because the average size of the pension
fund is smaller, so fewer assets are held in a
tax-advantaged fund and because there are fewer
wind-ups, more corporate tax is paid.
4. Consultants lose out because of lower investment
fee income and fewer company liquidations with
associated wind-up fees.
5. The group of suppliers and consumers, when
netted out, lose because in more scenarios, the
sponsoring company makes a profit from them
and does not go into liquidation.
Although the particular effects of a shift in asset
allocation can be highly model dependent (e.g. in
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measuring which of two offsetting effects dominates
the change of value to the particular stakeholder),
this approach to the analysis of investment strategy
permits some interesting insights.
The allocation of assets in pension funds is also
plagued by agency issues, as is much of corporate
finance. Managers in companies do not always have
their interests perfectly aligned with shareholders.
Moreover, managers often have more information
about the condition and prospects of the businesses
than the shareholders. References [26, 48] contain
a more detailed exposition about agency theory as
applied to corporate finance. Blake et al. [14] discuss
how agency theory might apply in pension funds
when it comes to setting and changing asset allocation
relative to benchmarks.
The mismatch can lead to decisions being taken
by the managers that are not optimal for shareholders: for example, managers may prefer to ‘take a
risk’ with the asset allocation of the pension fund
even if shareholders are not best served by their
doing so. To take a rather crude example (although
other more subtle examples may actually be more
common), accounting measures for pension funds
do not typically do a great job of communicating
the risks of the investment strategy. Moreover, in
many accounting standards (e.g. FRS17 in the UK or
FAS87 in the US), the profit-and-loss account recognizes ‘expected’ rather than actual returns on assets.
Because equities, for example, may legitimately have
a higher expected return than bonds, managers whose
rewards are linked to accounting profits will want to
encourage the trustees of the fund to invest more in
equities.
Although the behavior of agents is at first sight
to the detriment of shareholders, there would be a
cost attached to monitoring that behavior so that it
changed. Shareholders may therefore ‘tolerate’ the
mismatch provided the cost of the mismatch is less
than any costs attached to changing that behavior.

Inflation
‘Inflation’ forms the key economic risk for pension
funds and funding. Pension increases for benefits in
payment are often linked to price inflation, usually
with a cap and floor (e.g. pensions increase in line
with some standard measure of price inflation up
to a maximum of 5%, but will never decrease). In
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addition, deferred members in pension schemes often
have a statutory right to revaluation of their benefits
that is in some way linked to price inflation. For
current employee members, any link between pension
benefits and salary increases up until retirement will
form a significant part of the value of the promised
benefit.
In the past, the conventional wisdom was that
equities provided a hedge against salary increases
under the assumption that the providers of labor
and the providers of capital should share in roughly
fixed proportions in any increases in economic value.
Both empirically and theoretically, this has now been
shown to be incorrect (see [15, 33, 59]). Price inflation provides a much closer link and therefore any
asset class with returns that are closely linked with
price inflation (such as many inflation-index bonds)
will have a closer correlation with salary inflation.
Campbell and Viceira [22] provide a more detailed
discussion of the appropriate asset classes for hedging
inflation-linked liabilities. Deacon and Derry [28]
provide a methodology for extracting inflation expectations from a market in which inflation indexed and
conventional bonds are priced. This type of insight is
used to construct inflation hedges.

Market Values of Liabilities
To compare the assets and liabilities an accurate
assessment of the cost (or equivalently the present
value) of the liabilities is required. Moreover, this
assessment should be capable of demonstrating how
the value of the liabilities changes with economic
conditions. As discussed previously, the liabilities of
a pension scheme represent promised benefit cash
flows. On the assumption that the sponsor intends to
pay its employees the pensions that they have earned,
the appropriate current value of the benefit cash flows
should be calculated on a risk-free basis, that is,
using the redemption yields on the highest quality
bonds. This assumption is remarkably not universally
agreed upon, with some sponsors and commentators
believing that the quality of the pension promise (and
hence the value of the pension liability) should be
contingent on the asset performance.
Actuaries have also developed alternative ways of
developing ‘least risk’ portfolios, most notably the
series of papers by Wise [98–100] where a meanvariance framework (extended to include the cost of
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gaining exposure) is used to find the portfolio with
minimum risk associated with some terminal surplus
measure.
The level of the cash flows will be sensitive, not
only to demographic experiences, but also to changes
in inflation for the reasons outlined earlier. Recently,
a joint working party of the Faculty of Actuaries and
the Institute of Actuaries (see [84]) has advocated
the use of the Liability Benchmark Portfolio (LBP)
which acts as an ‘investible’ proxy for the accrued
liabilities. A very similar proposal has been made
by Arthur and Randall [1] and the authors of [30,
33] had also noted that a portfolio of bonds would
largely hedge (in the sense of a Black–Scholes hedge
(see Black–Scholes Model) described in [10, 62])
any uncertainty in the value of pension liabilities.
The LBP is the portfolio of assets such that, in
the absence of future contributions, benefit accrual
or random fluctuations around demographic assumptions, the scheme maintains its current solvency level
as economic conditions change. It is intended that the
solvency level should be measured using the accrued
liabilities valued using a suitable mix of real and
nominal risk-free rates of interest.
In practice, for most schemes, the LBP is likely to
consist of high quality bonds with a suitable mix of
inflation-linked and conventional fixed interest bonds
depending on the nature of the pension increases
(particular caps and floors on increases linked to inflation), revaluation in deferment rules and any other
features of the defined benefits (see [42, 89, 95]).
The authors of the working party recommend
that for assessing the relationship between the assets
and liabilities, the liabilities considered should be
the benefits due on discontinuance of the scheme,
the accrued liabilities. This is very similar to the
measure of the liabilities under the Defined Accrued
Benefit Method (DABM) as advocated by McLeish
and Stewart [57].
The intention is that the liability cash flows used
to identify the LBP are best estimates of the benefits
already earned, taking no margins and ignoring any
increases that are not guaranteed. The accrued liabilities for this purpose will, therefore, make allowance
for future revaluation of benefits, both in deferment
and in payment, in accordance with the provisions
of the scheme. No allowance would be made for the
effect on the benefits, assuming the scheme continues
in full force, of future salary increases.

In order to identify the LBP correctly, all assumptions need to be best estimates when considered in
isolation. Making adjustments to elements of the
basis to allow for approximate changes in other
assumptions (e.g. reducing the discount rate to allow
for improving mortality) will distort the duration of
the liabilities, which in turn would make accurate
estimation of the LBP impossible. Similarly, early
retirement assumptions will need to be allowed for
explicity even in cases in which early payment is on
financially neutral terms because the duration of the
cash flows will be directly affected by early retrials.
It is common for Trustees to focus on definitions
of liabilities other than the ‘accrued liabilities’, for
example, liabilities allowing for future salary escalation. However, such a definition of liabilities does
not represent the promises made to date. Although
allowing for such higher liabilities may be part of
an appropriate funding plan (see [37, 39]), there is a
necessity to focus first and foremost on the benefits
actually earned to date.
Where a scheme faces wind-up and the assets are
insufficient to meet the value of the accrued benefits,
regulations and scheme rules typically prescribe a
priority order for allocating assets to the classes of
beneficiaries. The priority orders and other rules may
sometimes necessitate a change in the LBP.

Immunization
Cashflow matching is currently relatively rare, mainly
because it is difficult to obtain exposure (directly in
the assets or even by means of swaps and swaptions,
which moreover involve exposure to some counterparty risk) to cash flows at very long durations
(over 30 or 40 years). It is more common for the
major interest rate and inflation risks to be hedged by
some version of immunization, a concept that dates
back to Redington [70]. Indeed, several schemes have
adopted an approach of holding diversified portfolio assets against a LIBOR benchmark, which has
been swapped into inflation and interest rate hedging
instruments.
Different plans have taken different approaches
to ‘matching’, especially when it comes to partial
matching. One approach is to match a proportion
of all the expected cash flows; the intention of this
approach is to protect the current level of funding. A
reasonably popular alternative is to match the first
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5 or 10, say, years of expected benefit payments
on a rolling basis. A third approach is to ‘match’
the expected cash flows for each person as their
benefit vests, typically when they retire, but to downplay matching considerations in respect of benefits
expected to be paid in the future for those not yet
retired.

Public Sector Schemes
Even for public sector schemes where the continued
support of the sponsoring employer(s) is, for all practical purposes, assured, it can be argued that it is
best practice to identify the LBP and to monitor and
measure the performance of the chosen strategy relative to this portfolio. One of the reasons for funding
such schemes rather than operating them on a PAYG
basis is to avoid significant intergenerational transfer
of risk that might disrupt the finances of the sponsoring public sector institution. The LBP provides a
basis for measuring the likelihood and extent of any
disruption caused by a mismatch between the asset
held and the value of the liabilities.

Investment Risk in a Defined Contribution
Scheme
A defined contribution (DC) scheme often runs no
asset/liability risk as the assets are usually invested
as requested by the trustees or members and the liabilities are defined by the value of the investments.
DC schemes are therefore effectively savings vehicles where the link to the amount of pension that
will be secured at retirement has been broken. This
feature of DC schemes is not always appreciated by
most members who believe that they are contributing
towards a salary-replacement scheme, or at least do
not understand the risks associated with it.
Applying an LBP approach also highlights that
the transfer of risk to the member associated with a
DC scheme is often overstated. Where a DC scheme
provides the option to invest in deferred annuity contracts or investments of similar nature, the members
can elect to pass the investment and mortality risk to
the annuity provider. This strategy arguably involves
less risk than a DB scheme as there is no reliance
on sponsor covenant and so the risk of default would
probably be lower. Most DC schemes do not offer
deferred annuity investment options but do enable
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members to invest in the (long) conventional and
index-linked bonds that would constitute the LBP for
such a series of deferred annuities. Here the members
are left with the mortality risk and some reinvestment
risk. This is a comparable position to the sponsor of
a DB scheme who invests in the LBP.
In many countries, a key difference between a
typical (fully funded) DB scheme and a typical DC
scheme invested in the LBP is that the contributions
paid into a DC scheme will not provide the same
benefit at retirement to members of equivalent service
and salary to those in a DB scheme. The difference is
often not noticed because members of the DC scheme
are led to believe that they should have to take
investment risks in order to have the same expected
benefit of their DB-counterparts.
Notwithstanding the above, the LBP approach may
not be appropriate for any given member. Because
a DC scheme does not offer a fixed ‘product’ in
the same sense as a DB pension scheme, individuals should consider their assets and liabilities (or
commitments) in aggregate. This aggregate includes,
for instance, their private nonpension savings, other
wealth, and any value attached to their employment. This may take on increasing importance in
countries such as the United Kingdom, with moves
towards more flexible tax rules on the lifetime buildup of funds. Individuals can also have different risk
preferences that could justify different investment
strategies.
A literature has developed on appropriate strategies for DC and other personal pension schemes. Cantor and Sefton [23] contain a review of several papers
especially on estimating future rates of return for
such products Vigna and Haberman [90–91] describe
an approach for developing an optimal strategies.
Bodie [16] and others have built on work started
by Merton [60, 61] focused on how pension fund
savings might fit into a more holistic approach to
saving, investing, and consuming for individuals; see
also [18] for a model of asset pricing that takes into
account consumption.
There is much practical interest in strategies
such as lifestyling. In lifestyling, a high equity (usually) strategy is advocated during the ‘accumulation’
(see [12, 13] for a discussion of the differences
between accumulation and distribution) phase of
the plan when the member is putting contributions
into his or her fund. As expected retirement date
approaches, the strategy is moved from equities into
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bonds in a predetermined set of moves. For example,
the strategy may be 100% equities until 5 years before
retirement, but then moved to 80% equities/20%
bonds in the following year, then 60% equities/40%
bonds the following year, and so on.
Although lifestyling is quite popular in practice,
there is much debate as to the rationale for applying it and whether or not any of the rationales
are sensible. One possible rationale is that equity
returns ‘mean-revert’ (equivalent to a notion of timediversification; see [22] for more detailed analysis
and evidence both for and against mean-reversion).
If markets mean-revert, then equities are relatively
less risky if invested over long periods than over
short periods. A second rationale is that for many
scheme members, their labor income is ‘bond-like’ in
that the value of their future salary receipts behaves
roughly like a bond. While they are young, therefore, they need to hold a relatively higher proportion in equities in order to expose their aggregate
‘wealth’ to a roughly constant level of risk over time.
Another rationale for lifestyling is that as the member approaches retirement, any consumption habits
and postretirement budgeting and planning becomes
more of an issue. The increased exposure to bonds
is intended to immunize the member from sharp
changes in annuity rates and so enable improved planning. In some countries the purchase of annuities is
compulsory, which can make such a scheme potentially useful for planning purposes.
Some researchers (e.g. [21], and some of the
authors writing in [17, 68]) suggest that deterministic
lifestyling has significant drawbacks. Some of these
analyses conclude that it is preferable to maintain
an allocation to equity right up to retirement. Others
conclude that a more dynamic strategy should be
adopted that depends on interest rates, risk aversion,
and other factors.
In addition, the date of retirement is often not
really set in stone. Early retirement courtesy of illhealth, redundancy, or simply choice can mean that
lifestyling should take into account the likely level
of uncertainty associated with the retirement dates of
scheme members.
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Capital in Life Assurance
An insurance company will have to meet the cost of
payouts to policyholders, the expenses/costs of running the business, taxation costs and, if a proprietary
company, payouts to shareholders. Collectively, these
are the ‘outgoings’ or financial liabilities consisting
of policyholder and ‘other’ liabilities.
In the case of a life insurance company, the
payouts to policyholders may be as follows:
1. Independent of the assets in which the insurance
company has invested; for example, (a) nonprofit liabilities, where the liabilities are a fixed
amount or (b) index-linked liabilities, where the
liabilities are calculated by reference to the performance of an externally quoted stock market
index over which the insurance company has no
direct control
2. Partially dependent on the assets in which the
insurance company has invested, in that there
is some feedback between the assets and liabilities (e.g. UK with-profits policies where there
is smoothing of actual investment returns in
determining maturity payouts) (see Participating Business)
3. Strongly dependent on the assets in which the
insurance company invests, for example, unitlinked contracts (see Unit-linked Business),
more properly called property-linked contracts,
in which the value of the policy’s share
of assets (properties) in the unit-linked funds
determine the unit liabilities of the policy,
except where a maturity guarantee bites (see
Options and Guarantees in Life Insurance),
in which case the guaranteed maturity value
(consisting of the unit-reserve plus the required
maturity-guarantee-reserve) will be paid instead
of just the value of units. (Under the EU close
matching rules, the unit-reserve has to be met
by holding the unit-reserve in units itself but
the maturity-guarantee-reserve falls outside the
close matching rules – see Article 23/4 of the
Third Life Directive.) In this context, the word
‘property’ refers to a variety of types of asset –
for example, equities, fixed interest, and so on
and not just commercial buildings
4. There may be perfect feedback between the policy’s share of assets in the unit-linked funds

and the unit liabilities, for example, unit-linked
contracts without maturity guarantees, where the
value of the policy’s share of assets (properties) is equal to the unit reserves and to the unit
liabilities.
In addition to meeting the payouts to policyholders, the life insurance company will have to meet
future expenses/costs, taxes, and shareholder dividends. Unless these are met by part of the incoming
premiums or future charges on assets held by the
company, the life assurance company will have to
hold reserves to cover these outgoings. This applies
particularly in the case of unit-linked policies, where
so-called ‘non-unit reserves’ (also called ‘sterling
reserves’) may be required (in addition to the unit
reserves) to cover any likely future shortfalls in contributions to expenses/costs or guarantees.

Risks
The life insurance company will place a value on
its financial liabilities. In endeavoring to meet its
financial liabilities, the insurance company will run
certain risks.
1. Default or credit risk – certain of the assets may
default (e.g. fixed interest assets) and only pay back
a part of their expected value (i.e. expected prior to
the default).
2. Liquidity risk – certain assets may be difficult to
sell at their market value.
3. Concentration risk – the assets may not be well
enough diversified with too high an exposure to one
company, sector or section of the economy.
4. Market risk including volatility, matching/hedging, (see Matching; Hedging and Risk Management) and reinvestment risk – even if there is no asset
default, the assets will fluctuate in value and may only
partially be matched/hedged to the liabilities (e.g. the
liabilities may be based on smoothed asset values and
not actual market asset values on a particular date). It
may not be possible to find assets that match/hedge
the liabilities or, even if matching assets are available, the insurance company may choose not to
match/hedge, or it may not be possible to earn a sufficient investment or reinvestment return to meet contractual liabilities, or currencies may go against the
insurance company. Some of the assets may be very
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volatile, for example, derivatives (see Derivative
Securities), and usually, to be allowed any admissible
value as assets, derivatives will have to pass several
stringent tests which will, in many cases, require them
to be used as a hedge, thereby reducing overall, the
volatility of the asset/liability combination.
5. Statistical fluctuation risk – the experience may
fluctuate round the mean experience – although, if
the demographic risks (see Demography) are independent for each person insured, then the percentage
variation, by the weak law of large numbers (see
Probability Theory), may be small.
6. Systematic demographic risk – the mortality, morbidity (sickness), or need for long-term care (see
Long-term Care Insurance) may be different from
that anticipated – for example, the secular improvement in longevity of annuitants may be underestimated. Another example is the exposure to changes
in diagnosis and treatment of serious illnesses if
long-term guarantees have been granted under critical illness insurance contracts. In short, the systematic
change in ‘demographic’ factors may become disadvantageous to the insurance company.
7. Options/guarantees risk (see Options and Guarantees in Life Insurance) – it may not be possible
to match/hedge the financial options/guarantees given
and they may become very expensive to grant. If they
become heavily ‘in-the-money’ and if it is not possible to hedge, the company has to have the financial
resources to meet the required payouts.
8. Expansion risk – the company may not have
enough free capital to expand at the rate that it would
like through inability to cover the statutory liabilities
arising from new business.
9. Inflation risk – the rate of inflation may be higher
than expected, affecting, for example, expenses.
10. Premium risk – the premiums may become inadequate and it may not be possible to alter them (e.g.
the annual premium may be fixed for the entire policy
term).
11. Expense risk – the insurance company’s expenses
/costs of management (including broker or salesman commission) may be higher than anticipated.
The costs will include the costs of developing new
computer systems and new buildings, plant, and
equipment particularly if an expansion is planned.

12. Taxation risk – there may be changes in taxation
that are unfavorable to the insurance company.
13. Legal risk – courts may reach a different conclusion over the interpretation of the law (e.g. the
meaning of policyholder reasonable expectations –
PRE) from current views.
14. Surrender and dis-intermediation risk (see Surrenders and Alterations) – dis-intermediation refers
to the surrendering of policies providing a certain rate
of interest if a new policy can be effected, providing
a higher rate of interest, by transferring the surrender
proceeds to the new policy.
15. Statutory insolvency risk – this refers to the situation in which the insurance company fails to meet
the regulations determining the statutory valuation of
liabilities but these may be too prudent to measure
true solvency.
16. Operational risk – this refers to the operational
risks arising from a break down in business processes,
IT services, a sudden loss of key staff, loss of business
continuity, a loss caused by lack of control of trading
(e.g. Barings) or lack of control of compliance with
the regulator’s rules, lack of control of the sales
force or tied agents (e.g. leading to fines for lack of
compliance, losses because misselling leading to the
costs of compensation or reinstatement in company
pension schemes etc.), or losses from expansion into
other fields, for example, acquisition of estate agents
or foreign expansion and so on.
17. General management or board risk – there may
be problems or issues arising in the general management or the board of an insurance company.
18. Shareholder risk – the shareholders may require
greater return than is compatible with PRE, that is,
there may be a tension between the requirements of
policyholders and shareholders.
Financial resources will be required to cover the
expected outgoings but since all the possible risks
cannot be taken into account in a value of financial
liabilities based on the assessment of likely outgoings,
resources will be required over and above these to
cover the risks outlined above, with an adequate
margin.
The life insurance company will also need to
ensure that it can afford the planned rate of expansion
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both in covering adequately the additional policyholder liabilities arising from new business as well
as the potential costs arising from the need for the
new buildings, computer systems, equipment, and
so on.
An insurance company may derive financial resources from the following:

Assets

1. The premiums plus investment returns less expenses, maturity, death, and surrender claims; that
is, retrospective asset shares.
2. Past maturity and surrender claims being more
often below asset shares than above asset
shares, and surpluses arising from non-profit
business, including unit-linked business. This
source is often called (in the UK) the ‘working
capital’, ‘orphan assets’ or ‘inherited estate’
or simply, the ‘estate’. It is characterized by
having no liabilities (on a realistic basis–see
below) attached to it. In many old, established
companies in the United Kingdom, the estate
has been built up over as many as a hundred
years.
3. Shareholders’ capital and additions to shareholders’ capital from a rights issue or capital injection by a parent company. If the company is a
mutual, then no capital is available from this
source.
4. Financial reinsurance, which means selling the
present value of future profits (PVFP) on a portfolio of policyholder liabilities.
5. Subordinated loan capital (subordinated to the
interests of policyholders on any wind-up).

1. Assets may be too concentrated and not well
enough diversified
2. Too much of the company’s assets may be
exposed to counterparty risk (the risk of default
from counterparties)
3. Assets may not be listed on a recognized stock
exchange or be with an approved counterparty
4. Assets may be derivatives
5. It may not be allowable to value assets at full
market value (i.e. under some statutory regimes,
only book values or the lowest of book value
or market value ever attained in the past e.g.
Niederstwert Princip may apply).

We shall call the value of the policyholder liabilities and related expenses and taxation costs assessed
according to the supervisory authority rules, the statutory (or regulatory) value of liabilities but we make a
distinction between this value and the realistic value
of liabilities. The supervisory/statutory rules may not
allow, inter alia, for any discretionary payments (e.g.
non-guaranteed final or terminal bonuses (see Participating Business), which the policyholder can expect
in line with his/her reasonable expectations. On the
other hand these rules tend to contain deliberately
stringent elements, for example, the maximum valuation rate of interest may be somewhat conservative;
it may not be possible to allow for withdrawals and
so on.

The statutory value that may be placed on a company’s assets will take into account any rules of the
supervisory authority on the valuation of assets. In
particular, asset values may be restricted for a number
of reasons, which may include the following:

Issues regarding the sufficiency of a life insurance
company’s capital are known as capital adequacy
questions.
We shall define the statutory (or regulatory) capital of an insurance company as the value of the
assets (subject to the asset valuation restrictions listed
above) over and above the value of the assets required
to cover the statutory value of the liabilities.
The statutory capital will usually be judged
in relation to benchmark capital, normally called
‘risk-based capital’ or the ‘solvency margin’. The
benchmark capital may be calculated taking into
account the risks set out above, specifically:
1. The degree of conservatism in the statutory technical provisions. In particular, if the statutory
technical provisions do not allow for matching/hedging risk (the different sensitivity of assets
and liabilities to changes in financial conditions)
through mismatching and resilience reserves,
then the benchmark capital would need to allow
for a prescribed change in financial conditions –
the so-called ‘stress tests’ for the insurance company. (The value of options/guarantees should
have been fully taken account of in the statutory
technical provisions).
2. Random fluctuations and systematic changes in
demographic factors, for example, mortality and
morbidity.
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3. The fact that the payouts on with-profit policies
are likely, in line with PRE, to be based on
smoothed asset shares and not on the statutory
value of liabilities. For example, the statutory
value of liabilities may not be realistic in relation
to likely payouts on wilt-profits policies, particularly for wilt-profits policies close to maturity.
4. An allowance for the other risks set out above.

USA
In the United States, capital adequacy is judged in
relation to ‘risk-based capital’ (RBC), which is calculated according to the so-called NAIC formula (NAIC
is the National Association of Insurance Commissioners) [1, 7, 8]. The formula allows for four types of
risk such as C1 to C4.
C1 – Asset default risk, in which the ‘write down’
factors to allow for this are based on the type of
investment and the quality of the issuer of the security. For example, in the case of bonds the factor
might vary from 0% (Government Bonds) to 20% or
higher depending on the issuer’s credit rating.
C2 – Random fluctuations and changes in demographic factors, for example, additional AIDS mortality, which is assessed in relation to the sum at
risk (defined as the difference between the sum
assured and declared bonuses less the value of related
liabilities).
C3 – Risks arising from changes in interest rates and
asset cash flows not matching liability cash flows.
These risks are assessed in relation to the value of
liabilities.
C4 – General management risks, which are assessed
in relation to premium income.
A similar approach is taken in Canada, known as
the ‘Minimum Continuing Capital Solvency Requirement’ (MCCSR).

European Union
In the European Union, capital adequacy is judged
in relation to the solvency margin calculated according to certain rules [2, 3, 5]. The solvency margin is based on 4% of the value of the liabilities
together with 0.3% of the sum at risk. There are

certain adjustments in respect of unit-linked business but it is acknowledged that the EU solvency
margin rules are very ‘broad-brush’ and empirical
without much of a theoretical basis. Accordingly a
project entitled ‘Solvency II’ is now underway in
the EU.
Although the documents submitted to the supervisory authorities together with the balance sheet of the
yearly financial accounts may be the only information
available publicly, various ratios may be calculated
internally in relation to capital adequacy.
Ratio 1 – The ratio of the statutory capital to the
benchmark capital.
Ratio 2 – The ratio of the realistic capital (using a
realistic value of assets and liabilities) to the benchmark capital.
Ratio 3 – The ratio of the statutory capital to the
value of statutory liabilities arising under a number
of prescribed changes in financial conditions taking
place instantaneously (assuming the statutory rules
for the calculation of liabilities do not already allow
for this), that is, a ‘stress’ or ‘resilience’ test.
Ratio 4 – The ratio of the realistic capital to the
value of realistic liabilities arising under a number
of prescribed changes in financial conditions taking
place.
Ratio 5 – The ratio of the realistic or statutory capital to the value of the realistic or statutory liabilities projected forward on a number of possible
future financial scenarios and allowing for a dynamic
bonus policy (for with-profits business) and dynamic
investment policy as well as different rates of new
business expansion and so on. The scenarios may be
chosen manually to reflect a range of possible futures,
or may be generated by a suitable asset model in
order to obtain distributions of these ratios and other
quantities (‘stochastic simulation’).
Capital requirements may play an important part in
determining resource allocation within an insurance
company and in determining which ‘lines’ of business
can be profitably expanded.
In an effort to give greater international comparability and theoretical underpinning to the value of
liabilities as shown in the balance sheet of financial
accounts, an International Accounting Standard for
Insurance has been proposed on the basis of the socalled ‘fair value’ of assets and liabilities. The fair
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value of an asset is defined as the value for which
an asset could be exchanged between knowledgeable,
willing parties in an arm’s length transaction. The
fair value of a liability is defined as the amount for
which a liability could be settled between knowledgeable, willing parties in an arm’s length transaction.
Initially entity-specific value may be used instead of
fair value, being the value of liabilities to the entity
concerned rather than the market value. If there is
international agreement on how the value of policyholder assets and liabilities should be calculated,
then there should be greater realism and international
comparability in the assessment of solvency and the
preparation of accounts.
A difficulty may be that a realistic value of the
liabilities depends on the intended investment strategy of the insurance company (the liabilities need
to be valued more cautiously if a matching/hedged
investment policy is not or cannot be followed). This
may make international or even national comparisons
between companies difficult.

[2]

[3]

[4]

It is the actuary’s professional duty, based on his
or her expertise, to assess a realistic value of the
company’s liabilities using the best actuarial techniques available and taking account of the nature
of the assets in which policyholder premiums are
invested. He or she has to assess the risks and the
additional capital, over and above the realistic value
of liabilities, required to cover these risks. He or she
has to assess the likely solvency, both today and
tomorrow, of the company under a range of likely
future financial scenarios. In doing this, he or she
must be mindful of the investment of the assets and
ensure that the investment policy is consonant with
the nature of the liabilities and that his or her valuation takes into account the intended investment
policy. The role of the actuary, particularly in deregulated markets, is critical to the financial soundness
of insurance companies [4, 6].
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Censored Distributions
In some settings the exact value of a random variable X can be observed only if it lies in a specified
range; when it lies outside this range, only that fact is
known. An important example in general insurance is
when X represents the actual loss related to a claim
on a policy that has a coverage limit C (e.g. [2],
Section 2.10).
If X is a continuous random variable with cumulative distribution function (c.d.f.) FX (x) and probability density function (p.d.f.) fX (x) = FX (x), then
the amount paid by the insurer on a loss of amount
X is Y = min(X, C).
The random variable Y has c.d.f.

FX (y) y < C
(1)
FY (y) =
1
y=C
and this distribution is said to be ‘censored from
above’, or ‘right-censored’.
The distribution (1) is continuous for y < C, with
p.d.f. fX (y), and has a probability mass at C of size
P (Y = C) = 1 − FX (C) = P (X ≥ C).

Left-censoring sometimes arises in time-to-event
studies. For example, a demographer may wish to
record the age X at which a female reaches puberty.
If a study focuses on a particular female from age C
and she is observed thereafter, then the exact value
of X will be known only if X ≥ C.
Values of X can also be simultaneously subject
to left- and right-censoring; this is termed interval
censoring. Left-, right- and interval-censoring raise
interesting problems when probability distribution are
to be fitted, or data analyzed.
This topic is extensively discussed in books on
lifetime data or survival analysis (e.g. [1, 3]).

Example
Suppose that X has a Weibull distribution with c.d.f.
FX (x) = 1 − e−(λx)

β

(4)

where λ > 0 and β > 0 are parameters. Then if X
is right-censored at C, the c.d.f. of Y = min(X, C)
is given by (1), and Y has a probability mass at C
given by (2), or

(2)

A second important setting where right-censored distributions arise is in connection with data on times to
events, or durations. For example, suppose that X is
the time to the first claim for an insured individual, or
the duration of a disability spell for a person insured
against disability.
Data based on such individuals typically include
cases where the value of X has not yet been observed
because the spell has not ended by the time of
data collection. For example, suppose that data on
disability durations are collected up to December 31,
2002. If X represents the duration for an individual
who became disabled on January 1, 2002, then the
exact value of X is observed only if X ≤ 1 year.
The observed duration Y then has right-censored
distribution (1) with C = 1 year.
A random variable X can also be censored from
below, or ‘left-censored’. In this case, the exact value
of X is observed only if X is greater than or equal
to a specified value C. The observed value is then
represented by Y = max(X, C), which has c.d.f.

FX (y) y > C
.
(3)
FY (y) =
FX (C) y = C

x≥0

P (Y = C) = e−(λC) .
β

(5)

Similarly, if X is left-censored at C, the c.d.f. of Y =
max(X, C) is given by (3), and Y has a probability
mass at C given by P (Y = C) = P (X ≤ C) = 1 −
exp[−(λC)β ].
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Censoring
Censoring is a process or a situation where we have
partial information or incomplete observations. It is
an area in statistics, engineering, and actuarial science, which has received widespread attention in the
last 40 years, having been influenced by the increase
in scientific computational power. The purpose of this
article is to present the concept, the idea of censoring,
to describe various types or kinds of censoring, and to
point out its connections with survival analysis and
actuarial methods. Censoring is closely related with
censored data and is a major topic in biostatistics and
reliability theory (life testing).
Suppose we have an experiment in which several
units or individuals are put under test or under observation and we measure the time up to a certain event
(time to event). The experiment must terminate. The
observation of time (tenure of the experiment) is limited. During this period, for some or all units the
event occurs, we observe the true or exact time of
its occurrence and record that the event has occurred.
On the other hand, for some units, the event does
not occur and we record this fact and the time of
termination of the study, or some units are lost from
the experiment for various reasons (lost to followup, withdrawal, dropout, planned removal, etc.), and
again we record this fact and the time when this happens. In this process or experiment we have censoring
in the observations. Some experiments (clinical trials) allow a delayed entry into the experiment, called
staggering entry.
We shall express this type of experimental/observational situation in a convenient mathematical notation below. Some examples of time to event situations
are as follows: time to death, time to onset (or relapse)
of a disease, length of stay in an automobile insurance plan (company), money paid for hospitalization
by health insurance, duration of disability, etc.
Data that are obtained under the above experimental/observational situations are usually and generally
called survival data or failure time data or simply
censored data. Broadly speaking, an observation is
called censored if we cannot measure it precisely but
we know that it is beyond some limit.
It is apparent that censoring refers to future observations or observations to be taken, to prospective
studies as well as to given data not fully observed.

The following definitions and notation are usually
employed in censoring: the failure time or lifetime
or time to event variable T is always nonnegative
T ≥ 0. T can either be discrete taking a finite set
of values a1 , a2 , . . . , an or continuous defined on the
half axis [0, ∞). A random variable X is called
censored failure or survival time random variable if
X = min(T , U ), or X = max(T , U ), where U is a
nonnegative censoring variable. The censoring variable U can be thought of as a confounding variable, a
latent variable, which inhibits the experimenter from
observing the true value of T . Censoring and failure time variables require a clear and unambiguous
time origin (e.g. initialization of car insurance, start
of a therapy, or randomization to a clinical trial), a
timescale (e.g. days, weeks, mileage of car), and a
clear definition of the event (e.g. a well-defined major
car repair, death, etc.).
An illustration of censored data is given in
Figure 1. This illustration shows units or individuals
entering the study at different times (staggered entry)
and units or individuals not having the event when the
study ends or dropping out of the study (censoring).
From a slightly different perspective, censoring
can also be thought as a case of incomplete data.
Incomplete data means that specific observations are
either lost or not recorded exactly, truly, and completely. Incomplete data can either be truncated or
censored. Roughly speaking, data are said to be truncated when observations that fall in a given set are
excluded. Here, we actually sample from an incomplete population, that is, from a ‘conditional distribution’. Data are censored as explained above, when
the number of observations that fall in a given set are
known, but the specific values of the observations are
unknown. The given set is all numbers greater (or
less) than a specific value. For these definitions in
actuarial science, see [18, p. 132].
Some authors [22, p. 10] distinguish truncated and
censored data in a slightly different way: if a cohort
or longitudinal study is terminated at a fixed predetermined date, then we say the data have been truncated
(see Type I censoring below). If, however, the study
is continued until a predetermined number of deaths
has been observed, then we say the data have been
censored (see Type II censoring below).
As indicated before, in survival analysis and
reliability studies, data are frequently incomplete
and/or incompatible. The factors that may cause
this incompleteness and/or incompatibility are
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T1
Dies

T2+

Alive

T3
T4+
Alive
Alive

T5+
T6+
Alive

Study begins

Time

Study ends

T1, T3: event occurs (true observations)
T2, T4, T5, T6: censoring (censored observations are usually denoted by +)

Figure 1

Illustration of censored data

as follows: (1) censoring/truncation, (2) staggering
entry (patients or units, possibly in batches, enter
the study at different time points), which introduces
different exposure times and unequal censoring
patterns, (3) withdrawal (random or planned), and
(4) monitoring of the experiment or clinical trial
(the study may be stopped if a significant
difference is detected in an interim analysis on
data accumulated so far) [26]. These factors impose
special considerations for the proper analysis of
incomplete data [27].
A censored observation is distinct from a missing
observation in the sense that, for the former, the time
of censoring or the order of the censored observation
relative to the uncensored ones are known and convey
information regarding the distribution being sampled.
A missing observation conveys no information.
Censoring provides partial information and it is
intuitively obvious that as censoring increases information (statistical information) decreases. This has
been studied in detail and we refer to [14, 28, 29]
and the references cited therein.

Types of Censoring
There are several types of censoring. We shall present
the main ones. In censoring, we observe either T or
U as follows:
1. Right censoring: Here we actually observe X =
min(T , U ) due to termination of the study or loss of

follow-up of the unit or dropout (common in medical
studies or clinical trials). X may be thought as the
time to event or the time to censoring. In addition to
observing X, we also get to see the failure indicator
variable,

1 if T ≤ U
δ=
0 if T > U
which, of course, indicates whether a failure has
occurred or not. Some authors or software packages
use the variable c = 1 − δ, which is the censoring
indicator variable,

0 if T ≤ U
c=
.
1 if T > U
The observed values in a right-censored sample are
(Xi , δi ), i = 1, 2, . . . , n. Right censoring is the most
common type of censoring. If U = ∞, we have no
censoring and the data are considered complete.
2. Left censoring: Here we observe X = max(T , U )
and its failure indicating variable,

1 if U ≤ T
.
e=
0 if U > T
The observed values in a left-censored sample are
(Xi , ei ), i = 1, 2, . . . , n. In some studies where we
measure the time to a certain event, the event has
already occurred at the time of entry of the subject
or the item into the study and when we detect it, this
time is left-censored.
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3. Interval censoring: Here we observe units or subjects which experience a failure within an interval of
time. Thus, failures are known to lie in time intervals. With the previous notation, instead of T, we
observe (L, R), where T ∈ (L, R). As an example,
consider the recurrence of a tumor following its surgical removal. If a patient is examined three months
after surgery and is found to be free of the cancer, but
at five months is found to have had a recurrence, the
observed recurrence time is between three and five
months and the observation time is interval-censored.
In life testing, where units are inspected for failure
more than once, one gets to know only that a unit
fails in an interval between inspections.
Interval censoring can be thought as a combination of left and right censoring, in which the
uncensored (exact) times to event are only interval observed. Interval-censored data commonly arise
in studies with nonterminal (lethal) endpoints, such
as the recurrence of a disease or condition. They
are common in reliability engineering. For methods
to analyze interval-censored data in medical studies, see [7]; in life testing and reliability engineering,
see [24].
A typical example in which both right and left
censoring are present is the example of African children cited in [23]: A Stanford University psychiatrist
wanted to know the age at which a certain group of
African children learn to perform a particular task.
When he arrived in the village, there were some children who already knew how to perform the task, so
these children contributed to left-censored observations. Some children learned the task while he was
present, and their ages could be recorded. When
he left, there remained some children who had not
yet learned the task, thereby contributing the rightcensored observations.
In an obvious manner and from the point of view
of incomplete data, we can have data truncated from
above or below and data censored from below or
from above. Formally, right truncated data consist of
observations (T , V ) on the half plane T ≤ V , where
T is the variable of interest and V is a truncation
variable. In actuarial science, a deductible is an
example of truncation from below and a policy limit
is an example of censoring from above (see [18]).
Grouping data to form a frequency table is a form of
censoring – interval censoring.
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Censoring can also be distinguished by the type of
the censoring variable U . Let (T1 , U1 ), (T2 , U2 ), . . . ,
(Tn , Un ) be a censored sample of n observations.
1. Type I censoring: If all the Ui ’s are the same,
censoring is called Type I. In this case, the r.v.
U takes a specific value with probability one. The
study terminates at a preassigned fixed time, which
is called fixed censoring time. For example, in lifetesting experiments for electronic devices, the study
terminates in two years and all units are accounted
for. If uc is the fixed censoring time and we have
right censoring, instead of observing T1 , T2 , . . . , Tn
(the rv’s of interest) we observe Xi = min(Ti , uc ),
i = 1, 2, . . . , n. Here the duration of the experiment
(trial) is fixed but the number of events (responses)
occurring within the period is random. If the fixed
censoring time is the same for all units, the sample is
single censored. If a different censoring time is used
for each unit, the sample is multi-censored.
2. Type II censoring: If Ui = T(r) , i = 1, 2, . . . , n,
the time of the rth failure, censoring is called Type
II. For example, in the previous example we stop
the experiment when the rth failure occurs. Type II
censoring is common in engineering life testing or
reliability experiments. Here, we curtail experimentation after a prefixed number r or ∝ proportion p of
events (responses) becomes available. The duration
of the experiment is random.
3. Random censoring: If the Ui ’s are truly random
variables, censoring is called random. In random
censoring, we have random withdrawals of units and
this is very common in clinical trials.
It is obvious that Type I censoring follows from
random censoring by considering the distribution of
U as degenerate on a fixed value (study termination
time). In all previous cases, we observe either Ti or
Ui and δi or ei as defined before.
Progressive censoring is another term used in the
area to indicate the gradual occurrence of censoring
in a preplanned or random way. Most of the time,
it is related to Type II censoring (and thus more
completely called progressive Type II censoring) with
many applications in life testing. At other times, it
is related to random censoring (random single point
censoring scheme (see [26]). Here, live units are
removed at each time of failure.
A simple use of progressive Type II censoring in
life testing is as follows: we have n units placed
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on a life test and m are completely observed until
failure. At the time of the first failure, c1 of the n − 1
surviving units are randomly withdrawn (or censored)
from the life-testing experiment. At the time of the
next failure, c2 of the n − 2 − c1 , surviving units
are censored, and so on. Finally, at the time of the
mth failure, all the remaining cm = n − m − c1 −
· · · − cm−1 surviving units are censored. Note that
censoring takes place here progressively in m stages.
Clearly, this scheme includes as special cases, the
complete sample case (when m = n and c1 = · · · =
cm = 0) and the conventional Type II right-censoring
case (when c1 = · · · = cm−1 = 0 and cm = n − m).
For an extensive coverage of this topic, see [3–5].
For an extended definition of progressive
censoring schemes incorporating all four factors
of data incompleteness and/or incompatibility
mentioned before, see [25]. The basic approach for
the statistical analysis of these schemes, in which
independence, homogeneity, and simultaneous entry
plan may not hold, is to formulate a suitable
stochastic process and use martingale theory
(see [25], Chap. 11).
There are other types of censoring as, for example,
double, quantal random, and so on, and for these and
other engineering applications see [20, 23, 24, 29].
Censoring is also distinguished as informative
and noninformative. Censoring is noninformative (or
independent), if the censoring variable Ui is independent of Ti and/or the distribution of Ui contains
either no parameters at all or no common parameters with the distribution of Ti . If for instance, Ui
is the predescribed end of the study then it is natural to be independent of the Ti ’s. If however, Ui
is the time that a patient drops out of the study
for reasons related to the therapy he receives, then
Ui and Ti are not probably independent. A statistical/inferential definition of informative censoring is
that the distribution of Ui contains information about
the parameters characterizing the distribution of Ti .
If censoring is independent and noninformative, then
it can be regarded as ignorable. In all other cases,
it is considered as non ignorable (see [9, 10]). For a
mathematical definition of independent censoring and
more details on dependent and informative censoring,
see [2, 3].
As said before, in right random censoring the
observations usually consist of i.i.d. pairs (Xi , δi ),
i = 1, 2, . . . , n, where Xi = min(Ti , Ui ) and δi =

I(Ti ≤Ui ) is the failure indicating variable. In noninformative censoring the rv’s Ti , Ui (or T , U ) are
supposed to be independent. In this case, if δi = 1, the
i th observation is uncensored and this happens with
∞
probability p = P (δi = 1) = 0 f (t)G(t) dt and if
δi = 0, the i th observation
 ∞ is censored with probability q = P (δi = 0) = 0 g(t)F (t) dt, p + q = 1,
where F and G are the cdf’s of T and U respectively,
F and G are the corresponding survival functions,
and f and g are the corresponding pdf’s or probability mass functions. Frequently F (t) is denoted as
S(t). If T and U are independent, the distribution
H of X satisfies the relation H = F G. Also, if T is
stochastically smaller than U (i.e. F (t) ≥ G(t)) then
p ≥ 1/2.
Most of the statistical methodology involving censored data and survival analysis is based on likelihood. The likelihood function for informative (dependent) randomly right-censored data is,
L(ϑ, ϕ|x, δ) =

n

[f (xi , ϑ)GU |T (xi , ϕ)]δi
i=1

× [g(xi , ϕ)F T |U (xi , ϑ)]1−δi , (1)
where ϑ and ϕ are parameters and GU |T and F T |U are
obvious conditional survival functions. In the case of
independent (noninformative) censoring in which the
distribution of U does not depend on a parameter,
the likelihood is,
L(ϑ|x, δ) ≈

n


[f (xi , ϑ)]δi [F (xi , ϑ)]1−δi . (2)

i=1

There are several functions that play a special and
crucial role in censoring and survival analysis, such
as the hazard function λ(t) = f (t)/[S(t)],
the cumut
lative hazard function (t) = 0 λ(u) du, etc. For
these, we refer to the survival analysis article in this
encyclopedia and the references given below.
It is interesting to note that if the hazard rates of
T and U are proportional, that is, λU (t) = βλT (t)
or G(t) = [F (t)]β for some β > 0, then X and δ
are independent random variables (see [1]). In addition, for this model also known as the Koziol–Green
model, β = P (δ = 1), the probability that an observation is uncensored.
Statistical analysis of censored data requires special considerations and is an active area of research.
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Censoring in Survival or Failure Time
Analysis
Survival or failure time analysis deals with survival
models, that is, probability models that describe the
distribution of lifetimes or amounts related to life or
times to an event. Survival analysis has been highly
developed in the last 40 years and is widespread in
many fields such as statistics, biostatistics, engineering, and actuarial science.
Survival analysis deals with several topics such as
parametric or nonparametric estimation of the survival function, the Kaplan–Meier or product limit
estimator of the survival function, standard deviation
of the estimates and asymptotic properties, comparison of survival curves (logrank tests), regression
models, the Cox proportional hazard model, model
selection, power and sample size, etc.
In all these topics, censoring plays a critical role.
One has to take into account the number of people
or units censored, the risk set, the censoring times,
etc. For example, the Kaplan–Meier estimator of the
survival function is different from the usual empirical survival function. For these topics, the reader is
referred to the survival analysis article in this encyclopedia and the references cited therein. Standard
textbook references for censoring in survival or lifetime analysis are [4–8, 12, 15–17, 19–21, 23, 24].

Censoring in Actuarial Science
Censoring enters actuarial science indirectly since
the data observed do not usually fit the pattern of
a prospective study or a planned experiment that terminates after a time period during which we may
have or not random withdrawals (lost to follow-up or
dropout). Its involvement comes primarily through
the construction or consideration of lifetime or disability distributions. It is conceivable, however, to
observe prospectively a number of units (e.g. portfolios), register the size of the unit (related to time)
until a certain event occurs and then terminate the
study, while the units continue to develop. But this
is not commonly done.
As mentioned before, in actuarial science, a
deductible is an example of truncation from below
and a policy limit is an example of censoring from the
above [18]. Given these boundaries one encounters
in the actuarial literature, expressions like censorized
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inverse Gaussian distribution or models combining
truncation and censoring, like the left truncation rightcensoring model, which is defined as follows: Let
the T be the variable of interest, U a random rightcensoring variable and V a random left truncation
variable. It is usually assumed that T and (U, V )
are independent. We observe (V , X, δ) if V ≤ X,
where X = min(T , U ) and δ = I(T ≤U ) . If V > X we
observe nothing.
Population life or mortality tables are frequently
used in actuarial science, particularly in life and
health insurance to compute, among others, insurance premiums and annuities. We have the cohort
life tables that describe the mortality experience from
birth to death for a particular group (cohort) of people born at about the same time. We also have the
current life tables that are constructed either from
census information on the number of persons alive
at each age or a given year, or from vital statistics
on the number of deaths by age, in a given year.
Current life tables are often reported in terms of a
hypothetical cohort of 1 00 000 people.
Generally, censoring is not an issue in population
life tables [20, 22]. However, in clinical life tables,
which are constructed from survival data obtained
from clinical studies with patients suffering from
specific diseases, censoring must be allowed since
patients can enter the study at different times or be
lost to follow-up, etc. Censoring is either accounted
for at the beginning or the end of each time interval or
in the middle of the interval. The latter approach leads
to the historically well known Actuarial Estimator of
the survivorship function.
Standard textbook references for censoring in
actuarial science are [11, 18, 22]. See also the article
on actuarial methods by S. Haberman [13].
Finally, we shall mention competing risks, which
is another area of survival analysis and actuarial
science, where censoring, as explained above, plays
an important role. For details see [8–10, 30].
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Cohort
A cohort is a group of subjects, identified by a
common characteristic, which is studied over a period
of time with respect to an outcome – event of interest.
The defining characteristic is often year of birth.
The event of interest may be death or disease onset
or generally any event that possesses a well-defined
intensity of occurrence.
In actuarial science, purchase of a life or medical
insurance policy may play the role of defining characteristic – death or insurance claim is the event of
interest in this case. On the other hand, marketing
of insurance products may require a study of birth
cohorts with respect to purchasing life or medical
insurance. Here, obviously the purchase is the event
of interest.
The word ‘cohort’ comes from Latin cohors,
denoting a group of warriors in the ancient Roman
armies, more exactly the tenth part of a legion. Its
current meaning can be traced to the thirties when
Frost [6] introduced the term ‘cohort’ to describe a
group of people sharing the same demographic characteristic – being born in the same period of time (see
also [2]). Frost studied age and sex-specific tuberculosis death rates and compared the disease experience
of people born in different decades (belonging to
different birth cohorts). He found a decreasing risk
of contracting disease in successive birth cohorts,
and a similar age distribution of tuberculosis in
the cohorts.
The term ‘cohort’ is mostly used by demographers,
social scientists, actuaries, and epidemiologists. For
example, in demography, we can encounter marriage
cohorts, whereas cohorts of immigrants according
to the year of immigration may be of interest for
sociologists. A large spectra of cohort defining characteristics (such as behavior, occupation, exposure)
are found in epidemiology. In epidemiological cohort
studies, the cohorts are followed-up to see if there are
any differences in occurrence of the disease (or other
event of interest) between the groups with different
levels of exposure or other factors. Cohort studies
are described in detail in many epidemiological textbooks [1, 3, 11].
Some authors distinguish the so-called static cohorts, who do not ‘recruit’ members during time, and
dynamic cohorts whose membership changes in time.
Social security planners may model risks of job loss

with the aim of predicting unemployment. Here, the
cohorts of employed/unemployed people may change
as subjects enter the workforce or lose jobs.
Dynamic cohorts of workers of a particular company may sometimes be of interest [3]. Besides epidemiological studies with the task of assessing risks
of diseases related to occupational exposure, the company management may be interested in forecasting
future liabilities that are determined by the future
number of cases of occupationally related diseases.
In such a situation, the low number of cases and mixing of occupational and nonoccupational risk factors
may require mathematical modeling of cohort mortality experience. One example is the number of lung
cancer deaths in a cohort of nuclear facility workers,
where either smoking or radiation exposure or both
may be responsible.
Often, subjects under consideration form a population that divides into several cohorts. One of the
tasks of the researcher is to assess the cohort effect,
that is, how a membership in a particular cohort influences the intensity of the event. Typically, the cohort
effect is caused by an influence that affects a particular cohort at the time of birth (e.g. nutrition factors
during pregnancy) or at a susceptible age (exposure
to a tobacco industry advertising campaign may influence people at susceptible ages to start smoking, later
leading to an increase lung cancer mortality of these
birth cohorts) [7]. The cohort effect may also express
a difference in habits (the US baby boomers tend
to purchase less life insurance policies than their
predecessors [4]). The cohort effect should become
relatively stable in time.
The cohort effect is contrasted with the effects of
age and period. An age effect occurs when the event
intensity varies with age regardless of the cohort
and calendar time period. Similarly, an influence that
causes a period effect acts, regardless of age (across
ages) and cohort, at some calendar time period. Usually, age accounts for the largest percent in variability
of event intensity. For a schematic picture of the age,
period and cohort effects see [11], p. 131.
One possible mathematical approach to modeling the above influences is the so-called age-periodcohort analysis. In particular, this technique is useful
for modeling vital statistics or other kinds of life
tables. Models for age-period-cohort analysis are
usually phrased as generalized linear models for the
rates, which form the life table. Thus, after a suitable transform (often logarithmic) the expected value
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E(Yij k ) of the rate Yij k may be expressed as a sum of
effects, for example
ln E(Yij k ) = µ + ai + pj + ck ,

(1)

where µ is the intercept and ai , pj and ck represent effects of different levels of ages, periods,
and cohorts, respectively. The well-known problem
associated with this analysis is the unidentifiability of all three effects within the frame of linear
methods, since cohort (birth year) and age determine the corresponding period (birth year + age), and
only one index k corresponds to each pair (i, j ).
Thus, if the terms ai , pj , ck are fixed effects, they
need to be reparameterized to achieve their identifiability. It is not possible to identify any linear
increase in ln E(Yij k ) with any single factor (age,
period, or cohort) but deviations from linearity are
identifiable. These deviations are measures of nonlinear curvature of ln E(Yij k ) as a function of age,
period, and cohort. They may be expressed as suitable linear combinations of parameters, for example,
second differences. For methodology of age-periodcohort analysis, see [7, 13].
Another possibility for modeling is to choose
either age-period approach or age-cohort approach,
and further parameterize the effects, obtaining for
example, polynomial expressions. Having assessed
the importance of all three kinds of effects, authors
often choose one of the two approaches for modeling trends, projecting rates, and forecasting future
number of events [12]. It is more common to use
the age-period approach but neglecting cohort effects
must be done with caution [4].
The amount of information gathered about cohort
members often allows utilizing other qualitative or
aggregate information on cohorts (like social or marital status, prevalence of a distinct symptom, or
smoking habits). Here, parametric modeling of event
intensity for the cohort starts being attractive. Usually
these models take age as their primary argument. The
parametric models of survival analysis may serve as
a reasonable modeling tool for cohort-specific intensities, for example, proportional hazards or accelerated
failure-time models.
When comparing two empirical cohort-specific
intensities, we may observe convergence or even
crossover with age, so that ‘the cohort that is disadvantaged at younger ages is less disadvantaged or
even advantaged at older ages’ [15]. This issue, studied largely in demography, is usually a consequence

of intra-cohort heterogeneity: although the intensity
for any single member of the cohort is increasing in
age (e.g. Weibull or Gompertz intensity), dying out
of susceptible or frail individuals is responsible for
a downward bow of the aggregated cohort intensity
in older ages. A frailty model can capture the key
features for the cohort, specifying the cohort’s heterogeneity in terms of a frailty distribution. The term
frailty was first introduced in [14]. The frailty distribution may be simple (gamma) or more complex, for
example cohorts may differ in the proportion of susceptible individuals as well as in the event intensity
for the susceptible.
In Figure 1 (taken from [5]) we see an example
of age and cohort effects. An increase in lung cancer
mortality for younger cohorts as well as a downward bow due to selection of less frail individuals
is evident.
A simple frailty model that has been used for
modeling mortalities is the gamma-Gompertz model.
For each individual of age a, the mortality µ(a, z)
is a product of an exponential in age and a gammadistributed frailty term z varying with individuals and
independent of age:
µ(a, z) = zB exp(θa),

(2)

where B and θ are positive constants. The frailty z
‘represents the joint effect of genetic, environmental,
and lifestyle characteristics that are relatively stable’ [9]. Thus, the random variable z represents the
cohort effect. Integrating out the frailty, the mortality m(a) of the whole cohort takes the form of a
logistic curve
m(a) =

D exp(θa)
,
1 + C exp(θa)

(3)

where D and C are some constants [8].
A generalized version of this model, the gammaMakeham model, with background mortality and
period-effect incorporation has been used in [9] for
explaining trends in the age pattern of mortality at
older ages.
In some situations, it is desirable to descend to
the individual level and construct models of the event
intensity for each member of the cohort. For example, the intensity of entering workforce again after
having lost a job is dependent on the subject’s history: length of being unemployed, previous number
of jobs, and so on. Here, the (aggregated or mean)
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Figure 1 Mortality from lung cancer in England and Wales by age (a) at different periods between 1936–40 and 1968
and (b) for different cohorts born between 1871 and 1896 (reproduced from [5]) or similarly

intensity in the cohort may not be tractable analytically. Nevertheless, it is possible to project the
intensity for every subject in time and estimate the
number of future events in the cohort by summing
over individuals. Typically, a time-dependent covariate (sometimes called a marker) is being repeatedly
measured in members of the cohort. For example, in
a cohort of companies, a risk of closedown may be
explained on the basis of economic indices published
every year. For a mathematical theory of markers,
see [10].
In actuarial science, modeling and analysis of
event intensities is a preliminary step, and the main
emphasis lies in forecasting future number of events
in a population or in particular cohorts. Age, period,
and cohort effects, each in a different way, affect
forward projections of event intensity. Thus, the forecasted future numbers of events may be erratic if an
important effect has been omitted in the model. On
the other hand, careful modeling of cohort effects or
cohort-specific intensity reduces the risk of adverse
change in mortality/morbidity experience or that of
increase in the costs of health care, more generally,
the C-2 risk.
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Commutation Functions

show how they may be used:
Dx = v x lx

The basis of most calculations in life insurance is
the expected present value (EPV) of some payments
made either on the death of the insured person, or
periodically, as long as the insured person survives.
The primary computational tool of the actuary was
(and often still is) the life table that tabulates lx at
integer ages x, representing the expected number (in
a probabilistic sense) of survivors at age x out of a
large cohort of lives alive at some starting age (often,
but not necessarily at birth). From this starting point,
it is simple to develop mathematical expressions for
various EPVs, assuming a deterministic and constant
rate of interest i per annum effective. For example,
defining v = 1/(1 + i) for convenience:
Ax =

∞


v t+1

t=0

lx+t − lx+t+1
lx

(1)

Nx =

∞

t=0

∞

v t+1

 lx+t
lx+t+1
=
vt
lx
lx
t=1

(2)

is the EPV of an annuity of $1 per annum, payable
at the end of each future year provided someone now
aged x is then alive. These are the simplest examples
of the International Actuarial Notation for EPVs.
We make two remarks:
•
•

Although the summations are taken to ∞, the
sums of course terminate at the highest age tabulated in the life table.
In the probabilistic setting, the life table lx is just a
convenient way to compute survival probabilities,
and we would most naturally express EPVs in
terms of these probabilities. It will become clear,
however, why we have chosen to express EPVs
in terms of lx .

Although it is simple to write down such mathematical expressions, it is only since modern computers became available that it has been equally simple
to compute them numerically. Commutation functions
are an ingenious and effective system of tabulated
functions that allow most of the EPVs in everyday
use to be calculated with a minimal number of arithmetical operations. We list their definitions and then

(3)

Dy

(4)

Ny

(5)

y=x

Sx =

∞

y=x

Cx = v x+1 (lx+t − lx+t+1 )
Mx =

∞


(6)

Cy

(7)

My .

(8)

y=x

Rx =

∞

y=x

The most elementary calculation using commutation functions is to note that
Dx+t
v x+t lx+t
= x
= v t t px ,
Dx
v
lx

is the EPV of a sum assured of $1 payable at the end
of the year in which a person now aged x dies, and
ax =

∞


(9)

which is the EPV of $1 payable in t years’ time to
someone who is now aged x, provided they are then
alive. It is clear that an annuity payable yearly is a
sum of such contingent payments, so by the linearity
of expected values we can write equation (2) as
ax =

∞


∞

v t+1

t=0

 Dx+t+1
Nx+1
lx+t+1
=
=
. (10)
lx
Dx
Dx
t=0

Moreover, annuities with limited terms are easily
dealt with by simple differences of the function Nx ,
for example;
ax:n =

n−1

t=0

=

n−1

t=0

v t+1

lx+t+1
lx

Nx+1 − Nx+t+1
Dx+t+1
=
Dx
Dx

(11)

is the EPV of an annuity of $1 per annum, payable
in arrear for at most n years to someone who is now
aged x.
Assurances and annuities whose amounts increase
at an arithmetic rate present an even greater computational challenge, but one that is easily dealt with
by commutation functions. For example, consider an
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annuity payable annually in arrear, for life, to a person now aged x, of amount $1 in year 1, $2 in year
2, $3 in year 3, and so on. The EPV of this annuity (giving it its symbol in the International Actuarial
Notation) is simply
Sx+1
.
(12)
Dx
The commutation functions Cx , Mx , and Rx do for
assurances payable at the end of the year of death,
exactly what the functions Dx , Nx , and Sx do for
annuities payable in arrear. For example, it is easily
seen that equation (1) can be computed as
(I a)x =

Ax =

∞

t=0

∞

v t+1

 Cx+t
Mx
lx+t − lx+t+1
=
=
.
lx
Dx
Dx
t=0

Therefore, the arithmetic was reduced to a few operations with commutation functions and then some
simple adjustments. These approximate methods are
described in detail in textbooks on life insurance
mathematics; see [1–3].
We may mention two specialized variants of
the classical commutation functions described above
(see [3] for details).
•

•

(13)
Assurances with a limited term are also easily accommodated, for example,
A1x:n =

n−1

t=0

=

n−1

t=0

v t+1

lx+t − lx+t+1
lx

Mx − Mx+n
Cx+t
=
Dx
Dx

(14)

is the EPV of a temporary (or term) assurance payable
at the end of the year of death, for a person now
aged x, if death occurs within n years. EPVs of
increasing assurances can be simply computed using
the function Rx .
Combinations of level and arithmetically increasing assurances and annuities cover most benefits
found in practice, so these six commutation functions were the basis of most numerical work in life
insurance until the advent of computers. However,
the assumptions underlying them, that annuities are
paid annually and that insurance benefits are paid at
the end of the year of death, are not always realistic,
rather they reflect the simplicity of the underlying
life table lx , tabulated at integer ages. There is no
theoretical objection to setting up a life table based
on a smaller time unit, in order to handle annuities
payable more frequently than annually, or assurances
payable soon after death; but in practice, the EPVs
of such payments were usually found approximately
starting with the EPVs based on the usual life table.

They may be adapted to a continuous-time model
instead of the discrete-time life table, allowing
annuity payments to be made continuously and
death benefits to be paid immediately on death.
They may be extended to the valuation of pension
funds, which requires a multiple-decrement table
(e.g. including death, withdrawal from employment, age retirement, ill-health retirement, and so
on) and payments that may be a multiple of current or averaged salaries.

Modern treatments have downplayed the use of
tables of commutation functions, since clearly the
same EPVs can be calculated in a few columns of
a spreadsheet. As Gerber points out in [2], their use
was also closely associated with the obsolete interpretation of the life table in which lx was regarded as
a deterministic model of the survival of a cohort of
lives. We have presented them above as a means of
calculating certain EPVs in a probabilistic model, in
which setting it is clear that they yield numerically
correct results, but have no theoretical content. Gerber said in [2]: “It may therefore be taken for granted
that the days of glory for the commutation functions
now belong in the past.”
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Competing Risks
Preamble
If something can fail, it can often fail in one of
several ways and sometimes in more than one way
at a time. In the real world, the cause, mode, or type
of failure is usually just as important as the time to
failure. It is therefore remarkable that in most of the
published work to date in reliability and survival
analysis there is no mention of competing risks.
The situation hitherto might be referred to as a lost
cause.
The study of competing risks has a respectably
long history. The finger is usually pointed at Daniel
Bernoulli for his work in 1760 on attempting to
separate the risks of dying from smallpox and other
causes. Much of the subsequent work was in the areas
of demography and actuarial science. More recently,
from around the middle of the last century, the main
theoretical and statistical foundations began to be set
out, and the process continues.
In its basic form, the probabilistic aspect of competing risks comprises a bivariate distribution of
a cause C and a failure time T . Commonly, C
is discrete, taking just a few values, and T is a
positive, continuous random variable. So, the core
quantity is f (c, t), the joint probability function
of a mixed, discrete–continuous, distribution. However, there are many ways to approach this basic
structure, which, together with an increasing realization of its wide application, is what makes competing risks a fascinating and worthwhile subject of
study.
Books devoted to the subject include Crowder [7]
and David and Moeschberger [8]. Many other books
on survival analysis contain sections on competing risks: standard references include [4, 6, 14–16].
In addition, there is a wealth of published papers,
references to which can be found in the books
cited; particularly relevant are Elandt-Johnson [9]
and Gail [11].
In this review, some brief examples are given.
Their purpose is solely to illustrate the text in a simple
way, not to study realistic applications in depth. The
literature cited above abounds with the latter.

Failure Times and Causes
Let us start with a toy example just to make a point.
Suppose that one were confronted with some lifetime
data as illustrated below.
0- - - - xxxxx- - - - xxxx- - - - →time

Within the confines of standard survival analysis,
one would have to consider the unusual possibility
of a bimodal distribution. However, if one takes into
account the cause of failure, labelled 1 and 2 in the
second illustration, all becomes clear. It seems that if
failure 1 occurs, it occurs earlier on, and vice versa.
0- - - - 11111- - - - 2222- - - - →time

The general framework for competing risks comprises a pair of random variables:
C = cause, mode, or type of failure;
T = time to failure.
For statistical purposes, the values taken by C are
conveniently labelled as integers 1 to r, where r
will often be 2 or 3, or not much more. The lifetime variable, T , is usually continuous, though there
are important applications in which T is discrete.
To reflect this, T will be assumed to be continuous
throughout this article except in the section ‘Discrete
Failure Times’, in which the discrete case is exclusively addressed. In a broader context, where failure
is not a terminal event, T is interpreted as the time
to the first event of the type under consideration. In
place of clock time, the scale for T can be a measure
of exposure or wear, such as the accumulated running
time of a system over a given period.
Examples
1. Medicine: T = time to death from illness, C =
cause of death.
2. Reliability: T = cycles to breakdown of machine, C = source of problem.
3. Materials: T = breaking load of specimen, C =
type of break.
4. Association football: T = time to first goal, C =
how scored.
5. Cricket: T = batsman’s runs, C = how out.
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Basic Probability Functions

h(t) =



From Survival Analysis to Competing Risks
The main functions, and their relationships, in survival analysis are as follows:
Survivor function: F (t) = P (T > t)
Density function: f (t) = −dF (t)/dt
Hazard function: h(t) = f (t)/F
 t (t)
Basic identity: F (t) = exp{− 0 h(s) ds}

Note that the divisor in the last definition is not
F (c, t), as one might expect from the survival version. The reason for this is that the event is conditioned on survival to time t from all risks, not just
from risk c. It follows that the basic survival identity,
expressing F (t) in terms of h(t), is not duplicated for
F (c, t) in competing risks.
In some cases one or more risks can be ruled
out, for example, in reliability a system might be
immune to a particular type of failure by reason of its
special construction, and in medicine immunity can
be conferred by a treatment or by previous exposure.
In terms of subsurvivor functions, immunity of a
proportion qc to risk c can be expressed by
(1)

This identifies the associated subdistribution as defective, having nonzero probability mass at infinity.

Marginal and Conditional Distributions
Since we are dealing with a bivariate distribution,
various marginal and conditional distributions can
be examined. Some examples of the corresponding
probability functions are as follows:

c

pc = F (c, 0) = P (C = c);

The marginal distribution of T is given by F (t) or,
equivalently, by h(t). The integrated hazard function,
 t
H (t) =
h(s) ds = − log F (t)
(3)
is often useful in this context. For the marginal
distribution of C, pc is the proportion of individuals
who will succumb to failure type c at some time.

Subsurvivor functions: F (c, t) = P (C = c,
T > t)
Subdensity functions: f (c, t) = −dF (c, t)/dt
Subhazard functions: h(c, t) = f (c, t)/F (t)

1. Marginal distributions

F (t) =
F (c, t) = P (T > t);

(2)

0

The corresponding functions of competing risks are

F (c, ∞) = qc > 0

h(c, t).

c

2. Conditional distributions
P (T > t | C = c) =

F (c, t)
;
pc

P (C = c | T = t) =

f (c, t)
;
f (t)

P (C = c | T > t) =

F (c, t)
F (t)

.

(4)

The first conditional, F (c, t)/pc , determines the distribution of failure times among those individuals
who succumb to risk c. The other two functions here
give the proportion of type-c failures among individuals who fail at and after time t.

Statistical Models
Various models are used in survival analysis as a
means of interpreting structure such as differences
between groups and the effect of covariates. Versions
of some standard survival models applied to competing risks are now listed. In these, x denotes a
vector of explanatory variables, covariates, or design
indicators.
1. Proportional hazards
The standard specification in survival analysis for
this model is that h(t; x) = ψx h0 (t). Here, ψx is a
positive function of x such as exp(x T β), β denoting
a vector of regression coefficients; h0 (t) is a baseline
hazard function. The version for competing risks is
slightly different: it specifies that h(c, t)/ h(t) be
constant in t, which can be written as
h(c, t) = ψc h(t)

(5)

for comparison with the familiar form. The condition
implies that C and T are independent though, in
practice, this is often an unrealistic assumption.
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2. Accelerated life
This model and proportional hazards are probably the
most popular assumptions in reliability and survival
analysis. In terms of subsurvivor functions the specification is that
F (c, t; x) = F 0 (c, tψcx )

(6)

where F 0 is a baseline subsurvivor function. In effect,
the timescale is modified by multiplication by the
function ψcx . For example, the specification ψcx =
exp(x T βc ), with x T βc > 0, gives tψcx > t, that is,
time is speeded up; x T βc < 0 would cause time to
be slowed down.
3. Proportional odds
Odds ratios are often claimed to be more natural and
more easily interpreted than probabilities; one cannot
deny the evidence of their widespread acceptance in
gambling. The specification here is that


1 − F (c, t; x)
1 − F 0 (c, t)
= ψcx
(7)
F (c, t; x)
F 0 (c, t)
where F 0 is a baseline subsurvivor function and ψcx
is a positive function of x.
4. Mean residual life
Life expectancy at age t, otherwise known as the
mean residual life, is defined as m(t) = E(T −
t | T > t). In some areas of application, notably
medicine and insurance, this quantity is often preferred as an indicator of survival. The corresponding
survivor function, F (t), can be expressed in terms of
m(t) as

  t


m(t) −1
−1
F (t) =
exp −
m(s) ds
(8)
m(0)
0
thus, m(t) provides an alternative characterization of
the distribution. A typical specification for the mean
residual life in the context of competing risks is
m(c, t; x) = ψcx m0 (c, t)

Example The Pareto distribution is a standard
model for positive variates with long tails, that
is, with significant probability of large values. The
survivor and hazard functions have the forms

t −ν
ν
. (10)
F (t) = 1 +
and h(t) =
ξ
ξ +t
Note that the hazard function is monotone decreasing
in t, which is unusual in survival analysis and represents a system that ‘wears in’, becoming less prone
to failure as time goes on. Although unusual, the
distribution has at least one unexceptional derivation
in this context: it results from an assumption that failure times for individuals are exponentially distributed
with rates that vary across individuals according to
a gamma distribution. Possible competing risks versions are

t −νc
F (c, t) = pc F (t | c) = pc 1 +
ξc
pc νc
and
h(c, t) =
.
(11)
ξc + t
This model does not admit proportional hazards. In a
typical regression model, the scale parameter could be
specified as log ξc = xiT βc , where xi is the covariate
vector for the ith case and βc is a vector of regression
coefficients, and the shape parameter νc could be
specified as homogeneous over failure types.

Likelihood Functions
Suppose that data are available in the form of n
observations, {ci , ti : i = 1, . . . , n}. A convenient convention is to adopt the code ci = 0 for a case whose
failure time is right-censored at ti . Once a parametric
model has been adopted for the subsurvivor functions,
F (c, t), or for the subhazards, h(c, t), the likelihood
function can be written down:
f (ci , ti ) ×

L(θ) =

(9)

where ψcx is some positive function and m0 is a
baseline mean-residual-life function.

h(ci , ti ) ×

=
obs

F (ti )

(12)

all

denotes a product over the observed failures,
over those right-censored, and all over all
individuals. With a likelihood function, the usual
procedures of statistical inference become available,
obs
cns

We begin with an example of parametric modeling in
competing risks.

F (ti )
cns

obs

Parametric Models and Inference
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including maximum likelihood estimation, likelihood ratio tests (based on standard asymptotic methods), and ‘exact’ Bayesian inference, using modern
computational methods.

Goodness-of-fit
Various comparisons of the data with the fitted model
and its consequences can be made. Marginal and
conditional distributions are useful in this context.
A few examples of such comparisons follow.
1. The ti -values can be set against their assumed
marginal distribution in the form of f (t; θ̂) or
F (t; θ̂ ), θ̂ being the parameter estimate. For
instance, uniform residuals can be constructed
via the probability integral transform as ui =
F (ti ; θ̂). In their estimated form, these can be
subjected to a q –q plot against uniform quantiles; significant departure from a 45° straight line
would suggest inadequacy of the adopted model.
Equivalently, exponential residuals, H (ti , θ̂) =
− log ui , can be examined.
2. A conditional version of 1 can be employed: the
ti -values for a given c can be compared with the
conditional density f (c, t)/pc .
3. The other marginal, that of C, can also be put
to use by comparing the observed c-frequencies
with the estimates of the pc .
4. A conditional version of 3 is to compare cfrequencies over a given time span, (t1 , t2 ),
with the conditional probabilities {F (c, t1 ) −
F (c, t2 )}/{F (t1 ) − F (t2 )}.
Residuals other than those derived from the probability integral transform can be defined and many
examples can be found in the literature; in particular, the so-called martingale residuals have found
wide application in recent years; see [3, 12, 18, 20].
A different type of assessment is to fit an extended
parametric model and then apply a parametric test
of degeneracy to the one under primary consideration. For example, the exponential distribution, with
survivor function F (t; λ) = e−λt , can be extended to
ν
the Weibull distribution, with F (t; λ, ν) = e−λt , and
then a parametric test for ν = 1 can be applied.

Incomplete Observation
In practice, it is often the case that the data are
incomplete in some way. In the present context, this

can take the form of a missing component of the pair
(C, T ).
1. There may be uncertainty about C, for example,
the cause of failure can only be assigned to one
of several possibilities. In such a case, one can
replace f (c, t) by its sum, c f (c, t), over these
possible causes.
2. Uncertainty about T is not uncommon. For
example, the failure times may be interval censored: if t is only observed to fall between t1
and t2 , f (c, t) should be replaced by F (c, t1 ) −
F (c, t2 ).

Latent Lifetimes
A natural, and traditional, approach is to assign a
potential failure time to each risk: thus, a latent
lifetime, Tc , is associated with risk c. The r risk
processes are thought of as running in tandem and
the one that matures first becomes the fatal cause.
In consequence, T = min(Tc ) = TC . Note that, for
any individual case, only one of the Tc s is observed,
namely, the smallest; the rest are lost to view, rightcensored at time TC , in effect. It is not necessary to
assume that the r risk processes run independently
though that used to be the standard approach. More
recently, joint distributions for (T1 , . . . , Tr ) where
dependence is permitted have become the norm,
being regarded as usually more realistic in reflecting
a real situation.
One major reason for adopting the latent-lifetimes
approach is to assess the individual Tc s in isolation,
that is, as if the other risks were not present. This can
often be done if we adopt a parametric multivariate
model for the latent lifetimes, that is, if we specify a
parametric form for the joint survivor function
G(t1 , . . . , tr ) = P (T1 > t1 , . . . , Tr > tr ). (13)
From this, by algebraic manipulation, follow f (c, t),
h(c, t), etc. An implicit assumption here is that the
survivor function of Tc , when only risk c is in
operation (the other risks having been eliminated
somehow), is identical to the c-marginal in G(·).
A major disadvantage of this approach is that we
can emulate the resulting F (c, t) by different joint
models, including one with independent components,
the so-called independent-risks proxy model. If these
different joint models have different marginal distributions for Tc , as is usual, different conclusions will
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be obtained for Tc . Since only (C, T ) is observed,
rather than (T1 , . . . , Tr ), it is only the F (c, t) that are
identifiable by the data. This point was taken up by
Prentice et al. (1978) [17], who stressed that (C, T )
has real existence, in the sense of being observable,
whereas (T1 , . . . , Tr ) is just an artificial construction.
They maintained that the nonidentifiability problem
is simply caused by modeling this imaginary joint
distribution, which is not a sensible thing to do. However, one can also argue that latent failure times are
sometimes ‘real’ (imagine different disease processes
developing in a body); that identifiability is an asymptotic concept (Do we ever believe that our statistical
model is ‘true’?); and that there is sometimes a need
to extrapolate beyond what is immediately observable
(an activity that has proved fruitful in other spheres,
such as cosmology).
Example Gumbel [13] suggested three forms for a
bivariate exponential distribution, of which one has
joint survivor function
G(t) = exp(−λ1 t1 − λ2 t2 − νt1 t2 )

Discrete Failure Times
The timescale, T , is not always continuous. For
instance, a system may be subject to periodic shocks,
peak stresses, loads, or demands, and will only fail at
those times: the lifetime would then be counted as the
number of shocks until failure. Cycles of operation
provide another example, as do periodic inspections
at which equipment can be declared as ‘life-expired’.

Basic Probability Functions
Suppose that the possible failure times are 0 =
τ0 < τ1 < · · · < τm , where m or τm or both may
be infinite. Often, we can take τl = l, the times
being natural integers, but it is convenient to keep
a general notation for transition to the continuoustime case. The subsurvivor functions, subdensities,
and subhazards are defined as
F (c, τl ) = P (C = c, T > τl ),

(14)

f (c, τl ) = P (C = c, T = τl )

where λ1 > 0, λ2 > 0 and 0 < ν < λ1 λ2 . The resulting marginal distribution for T = min(T1 , T2 ) has
survivor function
F (t) = exp(−λ+ t − νt )
2

f (c, t) = (λc + νt)F (t), h(c, t) = λc + νt.

(16)

For this model, proportional hazards obtains if λ1 =
λ2 or ν = 0, the latter condition yielding independence of T1 and T2 . However, exactly the same
f (c, t) arise from an independent-risks proxy model
with

∗
Gc (tc ) = exp −λc tc − νtc2 /2
(c = 1, 2). (17)
Hence, there are the alternative marginals
Gc (t) = exp(−λc t)(original) and

G∗c (t) = exp −λc t − νt 2 /2 (proxy),

= F (c, τl−1 ) − F (c, τl ),
h(c, τl ) =

(15)

and the associated subdensity and subhazard functions are

(18)

which give different probability predictions for Tc ,
and no amount of competing risks data can discriminate between them.

5

f (c, τl )
F (c, τl−1 )

.

(19)

For the marginal distribution of T , we have
the survivor function F (τl ) = P (T > τl ), (discrete)
density f (τl ) = P (T = τl ), hazard function h(τl ) =
c h(c, τl ), and cumulative hazard function H (τl ) =
s≤τl h(s).
Example Consider the form F (c, t) = πc ρct for
t = 0, 1, 2, . . . , where 0 < πc < 1 and 0 < ρc < 1.
The marginal probabilities for C are pc = F (c, 0) =
πc , and the subdensities are f (c, t) = πc ρct−1 (1 −
ρc ), for t = 1, 2, . . .. Thus, the (discrete) T -density,
conditional on C = c, is of geometric form, ρct−1 (1 −
ρc ). It is easy to see that proportional hazards obtains
when the ρc are all equal, in which case C and T are
independent. A parametric regression version of this
model could be constructed by adopting logit forms
for both πc and ρc :

log

πc
1 − πc




= xiT βcπ and log

ρc
1 − ρc


= xiT βcρ .
(20)
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Estimation
A likelihood function can be constructed and
employed as described in the section ‘Likelihood
Functions’. Thus, parametric inference is relatively
straightforward. Nonparametric maximum likelihood estimation, in which a parametric form is not
assumed for the T -distribution, can be performed for
random samples. For this, we use the identities
l

f (c, τl ) = hcl F (τl−1 ) and F (τl ) =

(1 − hs ) (21)
s=0

where we have written hcl for h(c, τl ) and hs for
h(τs ). Then, after some algebraic reduction, the
likelihood function can be expressed as


m
hrclcl × (1 − hl )ql −rl

L=
l=1

(22)

c

where rcl is the number of cases observed to fail from
cause c at time τl , rl = c rcl , and ql is the number
of cases ‘at risk’ (of being observed to fail) at time τl .
The Kaplan–Meier estimates emerge, by maximizing
this likelihood function over the hcl , as ĥcl = rcl /ql .
Many of the applications in survival analysis
concern death, disaster, doom, and destruction. For
a change, the following example focuses upon less
weighty matters; all one needs to know about cricket
is that, as in rounders (or baseball), a small ball is
thrown at a batsman who attempts to hit it with
a wooden bat. He tries to hit it far enough away
from the opposing team members to give him time
to run round one or more laid-out circuits before
they retrieve it. The number of circuits completed
before he ‘gets out’ (i.e. ‘fails’) comprises his score
in ‘runs’; he may ‘get out’ in one of several ways,
hence the competing risks angle.
Example: Cricket Alan Kimber played cricket for
Guildford, over the years 1981–1993. When not
thus engaged, he fitted in academic work at Surrey
University. His batting data may be found in [7,
Section 6.2]. The pair of random variables in this case
are
T = number of runs scored,

One aspect of interest concerns a possible increase in
the hazard early on in the batsman’s ‘innings’ (his
time wielding the bat), before he has got his ‘eye in’,
and later on when his score is approaching a century,
a phenomenon dubbed the ‘nervous nineties’. Fitting
a model in which h(c, t) takes one value for 10 <
t < 90 and another for t ≤ 10 and 90 ≤ t ≤ 100
reveals that Kimber does not appear to suffer from
such anxieties. Details may be found in the reference
cited.

C = how out;

T provides an observable measure of wear and tear on
the batsman and C takes values 0 (‘not out’ by close
of play), and 1 to 5 for various modes of ‘getting out’.

Hazard-based Methods: Non- and
Semiparametric Methods
Parametric models for subhazards can be adopted
directly, but care is needed as there can be unintended consequences (e.g. [7], Section 6.2). More
commonly, hazard modeling is used for nonparametric and semiparametric estimation.

Random Samples
The product limit, or Kaplan–Meier, estimates for the
continuous-time case have the same form as those for
discrete times except that the τl are replaced by the
observed failure times, ti .

Semiparametric Approach
Cox (1972) [5] introduced the proportional hazards
model together with a method of estimation based on
partial likelihood. The competing-risks version of the
model specifies the subhazards as
h(c, t; x) = ψc (x; β)h0 (c, t)

(23)

here, ψc (x; β) is a positive function of the covariate
x, β is a parameter vector, and h0 (c, t) is a baseline
subhazard function. A common choice for ψc (x; β)
is exp(x T βc ), with β = (β1 , . . . , βr ). Note that there
is an important difference between this specification
of proportional hazards and the one defined in the
section ‘Statistical Models’ under ‘Proportional hazards’. There, h(c, t) was expressed as a product of
two factors, one depending solely on c and the other
solely on t. Here, the effects of c and t are not thus
separated, though one could achieve this by superimposing the further condition that h0 (c, t) = φc h0 (t).
For inference, the partial likelihood is constructed
as follows. First, the risk set Rj is defined as the
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set of individuals available to be recorded as failing
at time tj ; thus, Rj comprises those individuals still
surviving and still under observation (not lost to view
for any reason) at time tj . It is now argued that, given
a failure of type cj at time tj , the probability that it
is individual ij among Rj who fails is
h(cj , tj ; xij )
ψcj (xij ; β)
= 
.

h(cj , tj ; xi )
ψcj (xi ; β)
i∈Rj

(24)

i∈Rj

The partial likelihood function is then defined as








 ψ (x ; β) 
cj ij
P (β) =
.
(25)



ψcj (xi ; β) 
j 




i∈Rj

It can be shown that P (β) has asymptotic properties
similar to those of a standard likelihood function
and so can be employed in an analogous fashion for
inference.

Martingale Counting Processes
The application of certain stochastic process theory
has made a large impact on survival analysis following Aalen [1].
Considering first a single failure time, T , a
counting process, N (t) = I {T ≤ t}, is associated
with it; here, I {·} denotes the indicator function.
Thus, until failure, N (t) takes the value 0, and, for
t ≥ T , N (t) takes the value 1. So, N (t) has an
increment, or jump, dN (t) = 1 at time T ; for all other
values of t, dN (t) = 0. If Ht− denotes the history
of the process up to the instant just before time t,
we have
E{dN (t) | Ht− } = P {T ∈ [t, t + dt) | Ht− }
= Y (t)h(t) dt

(26)

where h(·) is the hazard function of T and Y (t) is
an indicator of whether the individual is still ‘at risk’
(i.e. surviving and under observation) at time t. The
process {Y (t)h(t)} is called the intensity process of
N and the integrated intensity function is
 t
Y (s)h(s) ds.
(27)
(t) =
0
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The basis of the theory is that we can identify
N (t) − (t) as a martingale with respect to Ht ,
because
E{dN (t) | Ht− } = d (t);

(28)

(t) is the compensator of N (t).
For competing risks we need to have an rvariate counting process, {N1 (t), . . . , Nr (t)}, with
Nc (t) associated with risk  c. The corresponding
t
compensators are (c, t) = 0 Y (s)h(c, s) ds, where
the h(c, t) are the subhazards.
Likelihood functions, and other estimating and test
functions, can be expressed in this notation, which
facilitates the calculation of asymptotic properties for
inference. Details may be found in [2, 10].

Actuarial Terminology
Survival analysis and competing risks have a long
history in actuarial science, though under other names
and notations. For a historical perspective, see [19].
Throughout the present article, the more modern
statistical terms and symbols have been used. It will
be useful to note here some corresponding points
between the older and newer terminology but an
examination of the considerable amount of older
notation will be omitted.
In the older terminology, survival analysis is
usually referred to as the ‘analysis of mortality’,
essentially the study of life tables (which might, more
accurately, be called death tables). The calculations
are traditionally made in terms of number of deaths
in a given cohort rather than rates or proportions.
The term ‘exposed to risk’ is used to describe the
individuals in the risk set, and the hazard function
is referred to as the ‘force of mortality’ or the
‘mortality intensity’ or the ‘age-specific death rate’.
Competing risks was originally known as ‘multiple decrements’: decrements are losses of individuals
from the risk set, for whatever reason, and ‘multiple’
refers to the operation of more than one cause. In
this terminology, ‘single decrements’ are removals
due to a specific cause; ‘selective decrements’ refers
to dependence between risks, for example, in an
employment register, the mortality among those still
at work might be lower than that among those censored, since the latter group includes those who have
retired from work on the grounds of ill health. The
subhazards are now the ‘cause-specific forces of mortality’ and their sum is the ‘total force of mortality’.

8
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The hazard-based approach has a long history in
actuarial science. In the older terminology, ‘crude
risks’ or ‘dependent probabilities’ refers to the hazards acting in the presence of all the causes, that is,
as observed in the real situation; ‘net risks’ or ‘independent probabilities’ refers to the hazards acting in
isolation, that is, when the other causes are absent.
It was generally accepted that one used the crude
risks (as observed in the data) to estimate the net
risks. To this end, various assumptions were made
to overcome the identifiability problem described in
the section ‘Latent Lifetimes’. Typical examples are
the assumption of independent risks, the Makeham
assumption (or ‘the identity of forces of mortality’),
Chiang’s conditions, and Kimball’s conditions ([7],
Section 6.3.3).
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De Moivre, Abraham
(1667–1754)
His Life
De Moivre was born at Vitry-le-François, France
on 26 May 1667. At the Université de Saumur, he
became acquainted with Christiaan Huygens’ treatise
on probability [9]. As a Huguenot, he decided in 1688
to leave France for England. Here, he became closely
connected to I. Newton (1642–1727) and E. Halley
(1656–1742); he had a vivid and yearlong correspondence with Johann Bernoulli (1667–1748). His first
mathematical contributions were to probability theory. This resulted in his Mensura Sortis [2] in 1712
and even more in his famous Doctrine of Chances [3]
in 1718 that would become the most important
textbook on probability theory until the appearance
of Laplace’s Théorie Analytique des Probabilités in
1812.
De Moivre’s scientific reputation was very high.
However, he seemingly had problems finding a permanent position. For example, he could not receive
an appointment at Cambridge or Oxford as they
barred non-Anglicans from positions. Instead, he
acted as a tutor of mathematics, increasing his meager
income with publications. He also failed in finding significant patronage from the English nobility.
Owing to these difficulties, it is understandable why
de Moivre developed great skills in more lucrative
aspects of probability. His first textbook Doctrine
of Chance deals a lot with gambling. De Moivre’s
main reputation in actuarial sciences comes from
his Annuities of Lives [4] in 1725 that saw three
reprints during his lifetime. Also, his French descent
may have blocked his breaking through into English
Society. Todhunter in [16] writes that ‘in the long
list of men ennobled by genius, virtue, and misfortune, who have found an asylum in England,
it would be difficult to name one who has conferred more honor on his adopted country than de
Moivre’.
After he stopped teaching mathematics, de Moivre
earned his living by calculating odds or values
for gamblers, underwriters, and sellers of annuities. According to [12], de Moivre remained poor
but kept an interest in French literature. He died
at the age of 87 in London on November 27,
1754.

His Contributions to Probability Theory
The paper [2] is an introduction to probability theory with its arithmetic rules and predates the publication of Jacob Bernoulli’s Ars Conjectandi [1]. It
culminates in the first printed version of the gambler’s ruin. It also contains a clear definition of
the notion of independence. De Moivre incorporates
the material of [2] into his Doctrine of Chance of
1718. The coverage of this textbook and its first two
enlarged reprints is very wide. Chapter 22 in [6] contains an excellent overview of the treated problems.
Among the many problems attacked, de Moivre deals
with the fifth problem from Huygens [9], namely the
classical problem of points (see Huygens, Christiaan and Lodewijck (1629–1695)). But he also treats
lotteries, different card games, and the classical gambler’s ruin problem. A major portion of the text
is devoted to a careful study of the duration of a
game.
The most significant contribution can only be
found from the second edition onwards. Here de
Moivre refines Jacob Bernoulli’s law of large numbers (see Probability Theory) by proving how
the normal density (see Continuous Parametric
Distributions) approximates the binomial distribution (see Discrete Parametric Distributions). The
resulting statement is now referred to as the De
Moivre–Laplace theorem, a special case of the central limit theorem. As one of the side results, de
Moivre needed an approximation for large integer
values n to the factorial
√
n! ∼ 2π nn+1/2 e−n ,
which he attributed to J. Stirling (1692–1770) who
derived it in [15].

His Contributions to Actuarial Science
At the time when de Moivre wrote his Annuities, only
two sets of life tables were available; on the one hand
those of Graunt (1602–1674) [5] about London e.a.
and those of Halley (1656–1742) [7] about Breslau.
To get a better insight into these tables, de Moivre fits
a straight line through data above age 12. In terms of
the rate of mortality, this means that he assumes that
t
lx+t
=1−
,
lx
ω−x

(1)
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with ω the maximal age. Using this assumption,
he can then find the number of survivors at any
moment by interpolation between two specific values in the life table tables, say λx and λx+s . More
explicitly,


t
t
lx+t = lx+s + 1 −
(2)
lx , 0 ≤ t < s.
s
s
This in turn then leads to the following formula
for the value of a life annuity of one per year for a
life aged x as


1+i
1
1−
aω−x ,
(3)
ax =
i
ω−x
where we find the value of the annuity-certain (see
Present Values and Accumulations) on the right.
In later chapters, de Moivre extends the above
results to the valuation of annuities upon several
lives, to reversions, and to successive lives. In the
final section he uses probabilistic arguments to calculate survival probabilities of one person over another.
However, the formulas that he derived for survivorship annuities are erroneous.
We need to mention that simultaneously with de
Moivre, Thomas Simpson (1710–1761) looked at
similar problems, partially copying from de Moivre
but also changing and correcting some of the latter’s
arguments. Most of his actuarial contributions are
contained in [13].

Treatises
We need to mention that de Moivre wrote a few
papers on other mathematically inclined subjects. We
refer in particular
to his famous formula expanding
√
(cos x + −1 sin x)n in terms of sines and cosines.
For more information on this, see [11, 17].
For treatises that contain more on his importance
as a probabilist, see [8, 10, 12, 18].
For a detailed description of his actuarial work,
see Chapter 25 in [6]. For more information on the
role de Moivre played within the development of
statistics, we refer to [14] in which the relations
between de Moivre and Simpson can also be seen.
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History of Actuarial Education; History of
Insurance; History of Actuarial Science; Mortality
Laws)
JOZEF L. TEUGELS

De Witt, Johan
(1625–1672)
Johan de Witt was born on September 25, 1625. He
was born of a line of city councillors. As a young
lawyer, in 1652 he was appointed the Pensionary of
Dordrecht and at the age of 28, he took the oath
of the Grand Pensionary, in other words, as the
Secretary of the Estates of Holland. Partly due to his
intelligence and ability to manipulate other people,
he became one of the most important politicians
of the Republic. From his appointment until his
retirement from office on August 4, 1672, he made
an impact on the domestic and foreign politics of the
Republic in the so-called Golden Age. de Witt was
a famous politician who clearly subscribed to antiOrange politics. This was to cost him dearly. Together
with his brother, he was assassinated in 1672, in
The Hague.
The concerns of the State were primarily a duty
for de Witt. His personal interest lay largely in a
different area. Although he had very little time for
other matters, he made a ‘modest’ contribution to his
hobby, namely, (applied) mathematics. He was particularly proud of his Elementa Curvarum Linearum
(The Elements of Curves), a mathematical work on
conics published in 1661, which became the standard
work in this area. This work was praised in his time,

amongst others by the English scientist, Isaac Newton
(1642–1727). Modern mathematicians do not regard
it as a very important work. For actuaries, however,
Johan de Witt is still an important pioneer of their discipline. By linking the science of probabilities to data
on mortality, he laid the basis for the actuarial sciences in his publication, Waerdije van lyf-renten naer
proportie van los-renten (Annuity Values in Proportion to Separate Interest Rates), which was published
on a small scale. In this work, he calculates what an
annuity ought to cost given certain mortality figures,
depending on the interest rate. This small book had
a great reputation but was not meant for the general
public and was soon no longer available. In 1704
and 1705, the French mathematician Jacob Bernoulli
(1654–1705) and the German philosopher and mathematician, Gottfried Wilhelm Leibnitz (1646–1716)
were unable to find a copy. For this reason, it was
later thought that the Waerdije was unknown for very
long and that it had little influence. Dutch actuaries,
however, certainly knew where they could find de
Witt’s writings: in the resolutions of the Estates, in
which they were included in their entirety. As such,
the work had considerable influence on the development of actuarial science in the Netherlands.

(See also History of Actuarial Science)
SIMON VAN VUURE

Decrement Analysis

exact age x to exact age x + 1. Assumptions that are
sometimes used include

The life table is an example of a decrement table –
one with a single mode of decrement – death.

•
•
•

Binomial Model of Mortality
Under the most natural stochastic model associated
with the life table, a person aged exactly x is assumed
to have probability px of surviving the year to age
x + 1, and probability qx of dying before attaining
age x + 1. With N such independent lives, the number of deaths is a binomial (N , qx ) random variable
(see Discrete Parametric Distributions). When the
mortality probability is unknown, a maximum likelihood estimate is provided by D N −1 , where D is
the number of deaths observed between exact ages x
and x + 1, among the N lives observed from exact
age x to exact age x + 1 or prior death.
In practice, some or all of the lives in a mortality
investigation studied between exact age x and exact
age x + 1 are actually observed for less than a year.
Clearly, those dying fall into this category, but they
cause no problem, because our observation is until
exact age x + 1 or prior death. It is those who are still
alive and exit the mortality investigation for some
reason other than death between exact ages x and
x + 1, and those who enter after exact age x and
before exact age x + 1 who cause the complications.
The observation periods for such lives are said to be
censored (see Censoring).
For a life observed from exact age x + a to
exact age x + b (0 ≤ a < b ≤ 1), the probability of
dying whilst under observation is b−a qx+a . A person
observed for the full year of life from exact age x to
exact age x + 1 will have a = 0 and b = 1. In the
case of a person dying aged x last birthday, during
the investigation period, b = 1. Using an indicator
variable d, which is 1, if the life observed dies aged
x last birthday during the investigation and 0 otherwise, the likelihood of the experience is the product
over all lives of
(b−a qx+a )d (1 − b−a qx+a )1−d
To obtain the maximum likelihood estimate of
qx , it is necessary to make some assumption about
the pattern of mortality over the year of life from

the uniform distribution of deaths: t qx = tqx
the so-called Balducci assumption: 1−t qx+t =
(1 − t)qx
a constant force of mortality: t qx = 1 − e−µt

with 0 ≤ t ≤ 1. Once one of these assumptions is
made, there is only a single parameter to be estimated
(qx or µ), since the values of a, b and d are known
for each life. The uniform distribution of deaths
assumption implies an increasing force of mortality
over the year of age, whilst the Balducci assumption
implies the converse.

The Traditional Actuarial Estimate of qx
According to the above binomial model, the expected
number of deaths is the sum of b−a qx+a over all lives
exposed to the risk of death aged x last birthday
during the investigation period. Under the constant
force of mortality assumption from exact age x to
exact age x + 1, b−a qx+a = 1 − (1 − qx )b−a , which
becomes (b − a)qx if the binomial term is expanded
and the very small second and higher powers of qx
are ignored. Under the binomial model, those dying
whilst under observation are not censored above (i.e.
for them, b = 1). The expected number of deaths can
therefore be written as


(b − a)qx +
(1 − a)qx
survivors

deaths

which can be rearranged as

 

(1 − a) −
(1 − b) qx
all lives

survivors

The expression in curly brackets is referred to as
the initial exposed to risk, and is denoted by Ex .
Note that a life coming under observation a fraction
through the year of life from exact age x, is given
an exposure of 1 − a, whilst one leaving a fraction
b through that year of life other than by death has
his/her exposure reduced by 1 − b. Those dying are
given full exposure until exact age x + 1.
The actuarial approach uses the method of
moments, equating the expected number of deaths
to the observed number of deaths θx to obtain
q̂x =

θx
Ex

(1)
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The traditional actuarial estimation formulae can also
be obtained using the Balducci and uniform distribution of death assumptions. The accuracy of the derivation under the common Balducci assumption has been
criticized by Hoem [15] because it treats entrants and
exits symmetrically. Hoem points out that no assumption about intra-age-group mortality is needed if a
Kaplan–Meier estimator (see Survival Analysis) is
used [16]. The actuarial approach, however, has been
defended by Dorrington and Slawski [9], who criticize Hoem’s assumptions. In most actuarial contexts,
the numerical differences are very small.

Poisson Model
Over much of the life span, the mortality rate qx is
small, and the number of deaths observed at a particular age can therefore be accurately approximated
by the Poisson distribution (see Discrete Parametric Distributions). If one assumes that the force of
mortality or hazard rate is constant over the age of
interest, and enumerates as Exc the total time lives
aged x are observed, allowing only time until death
in the case of deaths (in contrast to the initial exposed
adopted under the binomial and traditional actuarial
methods), the maximum likelihood estimator of the
force of mortality is
µ̂ =

θx
Exc

(2)

The force of mortality is not in general constant
over the year of age, and (2) is therefore interpreted
as an estimate of the force of mortality at exact
age x + 1/2. The central mortality rate mx of the
life table is a weighted average of µx+r for all r
(0 < r < 1). So (2) is also often interpreted as an
estimate of mx .
Under the assumption that deaths occur, on average, at age x + 1/2, the initial exposed to risk Ex and
the central exposed to risk Exc are related as follows:
Ex ≈ Exc +

θx
2

(3)

The Poisson estimator is particularly useful when
population data are provided by one or more censuses. To see this, we observe that, if Px (t) is the
population at time t, aged x last birthday, the central
exposed to risk for an investigation of deaths over,
say, three years from t = 0 to t = 3 is the integral

of Px (t) over that interval of time, which is readily
approximated numerically using available population
numbers at suitable census dates, for example,
Exc ≈ 3Px (1.5)
Exc ≈

Px (0) + 2Px (1) + 2Px (2) + Px (3)
2

(4)
(5)

This approach is usually referred to as a census
method, and is commonly used in life insurance
mortality investigations and elsewhere, because of
its simplicity. Formula (4) is essentially the basis
of the method used to derive national life tables in
many countries, including Australia and the United
Kingdom.

Sampling Variances and Standard Errors
Under the binomial model, the number of deaths θx
aged x last birthday, among Ex lives exposed, has
variance Ex qx (1 − qx ). It follows that the actuarial
estimate (1) of qx has variance qx (1 − qx )/Ex . Over
most of the life span, qx is small, and in this situation,
an accurate approximation to the variance of
√ the qx
estimator is provided by qx /Ex , leading to ( θx )/Ex
as the standard error of the qx estimator, when the
unknown qx is replaced by its actuarial estimate (1).
Under the Poisson model, the variance of the
number of deaths θx is Exc µ. The variance of the
Poisson estimator (2) is therefore µ/Exc . Substituting
the Poisson estimate for the unknown µ, we deduce
that
√ the standard error of the Poisson estimate is
( θx )/Exc , which is numerically very close to the
binomial standard error, except at advanced ages.

Graduation
But for any prior information or prior belief we
might have about the pattern of decrement rates over
age, the estimates for each separate age obtained by
the above methods would be the best possible. For
most decrements, however, we do have some prior
information or belief. Mortality rates (in the normal
course of events), for example, might be expected to
change smoothly with age. If this is true, then the
data for several ages on either side of age x can be
used to augment the basic information for age x, and
an improved estimate of qx or µ can be obtained by
smoothing the observed rates.

Decrement Analysis
The art of smoothing the rates calculated as above
to obtain better estimates of the underlying population
mortality rates is called graduation, and the ability
to smooth out random fluctuations in the calculated
rates may permit the estimation of valid rates from
quite scanty data.
A wide range of smoothing methods have been
adopted by actuaries over the years, the principal
approaches being:
•
•
•
•

•

graphical methods;
summation methods (weighted running averages,
designed to avoid introduction of bias);
cubic splines;
reference to an existing standard table (manipulating standard table rates by a selected mathematical formula so that the adjusted rates represent
the actual experience); and
fitting a mathematical formula.

The method adopted will depend to some extent on
the data and the purpose for which the decrement
rates are required. A simple graphical graduation
will probably be sufficient in many day-to-day situations, but where a new standard table for widespread
use is required, considerable time and effort will
be expended in finding the best possible graduation.
For a standard mortality table, the mathematical formula approach is probably the commonest in recent
years [13], and formulae tend to be drawn from
among the well-known mortality laws or modifications of them. Rapid advances in computing power
have made this approach much more manageable
than in earlier years. Surprisingly, generalized linear
models (GLMs), which might be used for graduation,
allowing explicit modeling of selection and trends,
have not as yet attracted much actuarial attention in
relation to graduation.
The smoothness of rates produced by one or other
of the other methods needs to be checked, and the
usual approach is to examine the progression of first,
second, and third differences of the rates. This is not
necessary when a mathematical formula has been fitted, because any reasonable mathematical function
is by its very nature, smooth [2]. The art of graduation in fact lies in finding the smoothest set of
rates consistent with the data. This is most clearly
demonstrated by the Whittaker–Henderson method
that selects graduated rates in such a way that a
weighted combination of the sum of the squares of
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the third differences of the selected rates and the chisquare measure of goodness-of-fit is minimized [2].
The relative weighting of smoothness versus adherence to data is varied until a satisfactory graduation
is achieved.
The user of any graduated rates must be confident
that they do in fact properly represent the experience
on which they are based. The statistical testing of the
graduated rates against the data is therefore an essential component of the graduation process. A single
composite chi-square test (comparing actual deaths
at individual ages with expected deaths according to
the graduation) may provide an initial indication as to
whether a graduation might possibly be satisfactory
in respect of adherence to data, but because the test
covers the whole range of ages, a poor fit over certain
ages may be masked by a very close fit elsewhere.
The overall chi-square test may also fail to detect
clumping of deviations of the same sign. Further
statistical tests are therefore applied, examining individual standardized deviations, absolute deviations,
cumulative deviations, signs of deviations, runs of
signs of deviations, and changes of sign of deviations, before a graduation is accepted [2, 13]. With
very large experiences, the binomial/Poisson model
underlying many of the tests may break down [21],
and modifications of the tests may be necessary [2].

Competing Risks; Multiple-decrement
Tables
The life table has only one mode of decrement –
death. The first detailed study of competing risks
where there are two or more modes of decrement
was by the British actuary Makeham [19] in 1874,
although some of his ideas can be traced to Daniel
Bernoulli, who attempted to estimate the effect on a
population of the eradication of smallpox [8]. Makeham’s approach was to extend the concept of the
force of mortality (which was well known to actuaries
of the time) to more than one decrement.
The multiple-decrement table is therefore a natural extension of the (single-decrement) life table [2,
5, 6, 10], and it finds many actuarial applications,
including pension fund service tables (see Pension
Fund Mathematics) (where the numbers of active
employees of an organization are depleted by death,
resignation, ill-health retirement, and age retirement)
and cause of death analysis (where deaths in a normal life table are subdivided by cause, and exits from
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the lx column of survivors are by death from one or
other of the possible causes of death).
There is no agreed international notation, and
the symbols below, which extend the internationally
agreed life table notation, are commonly accepted in
the United Kingdom.
For a double-decrement table labeled ‘a’ with two
modes of decrement α and β, the number of survivors
at age x is represented by (al )x . Decrements at age
x by cause α are designated by (ad )αx , and the basic
double-decrement table takes the following form.
Age
x

Survivors
(al)x

20
21
22
23
...

1 00 000
93 943
87 485
80 598
...

α decrements
(ad)αx

β decrements
β
(ad)x

1129
1185
1245
1302
...

4928
5273
5642
6005
...

1 d(al)x
(al)x dx

∞

(ad)αx+t

(al)αx =

(8)

t=0

and a force of decrement
(aµ)αx = −

1 d
(al)αx
(al)x dx

(9)

and because
(ad)x = (ad)αx + (ad)βx

(10)

(aµ)x = (aµ)αx + (aµ)βx

(11)

we find that

The proportion surviving from age x to age
x + t (or probability of survivorship from age x
to age x + t in a stochastic context) is t (ap)x =
(al )x+t /(al )x . The proportion of lives aged exactly
x exiting by mode α before attaining age x + 1 is
(aq)αx = (ad )αx /(al )x . This is usually referred to as the
dependent rate of decrement by mode α, because the
decrement occurs in the context of the other decrement(s). Independent decrement rates are defined
below. The force of decrement by all modes at exact
age x bears the same relationship to (al )x as µx does
to lx in a life table, namely
(aµ)x = −

malaria deaths. To proceed, it is necessary to develop
further the underlying double-decrement model. The
usual approach is to define

(6)

Survivorship from age x to age x + t in terms of the
force of decrement from all modes again parallels the
equivalent life table formula
  t

(aµ)x+u du
(7)
t (ap)x = exp −
0

Related Single-decrement Tables
In the case of a population subject to two causes of
death: malaria, for example, (decrement β) and all
other causes (decrement α), a researcher may wish to
evaluate the effect on survivorship of eliminating all

The next step is to envisage two different hypothetical populations: one where malaria is the only
cause of death and the other where there are no
malaria deaths but all the other causes are present.
The assumption made in the traditional multipledecrement table approach is that the force of mortality
in the nonmalaria population µαx is equal to (aµ)αx and
β
β
that for the malaria-only population µx = (aµ)x .
Separate (single-decrement) life tables can then be
constructed for a population subject to all causes of
death except malaria (life table α, with α attached
to all its usual life table symbols) and a hypothetical population in which the only cause of death was
malaria (life table β). Then, for the population without malaria,
  t

α
α
p
=
exp
−
µ
du
t x
x+u

(12)

0

The decrement proportions (or probabilities of dying)
in the two separate single-decrement life tables are
β
β
qxα = 1 − pxα and qx = 1 − px . These are referred
to as independent rates of decrement because they
each refer to decrements in the absence of the other
decrement(s). Under the Makeham assumption, µαx =
β
β
(aµ)αx and µx = (aµ)x , so it is clear from (7), (11)
and (12) that
t (ap)x

= t pxα t pxβ

(13)
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Relationship between Dependent and
Independent Decrement Rates

β

For a life aged x in a double-decrement table to exit
by mode α before age x + 1, the life must survive
from age x to age x + t and then exit by mode
α between t and t + dt for some t (0 ≤ t < 1). It
follows that
 1
α
(aq)αx =
t (ap)x µx+t dt


0

1

=


α
β α
t px t px µx+t

0
1

=
0

dt

(1 − t qxβ )t pxα µαx+t dt

(14)

For most life tables and single-decrement tables, the
survivorship function lx is virtually indistinguishable
from a straight line over a single year of age. To
obtain practical formulae, strict linearity over the single year of age is often assumed. Under this assumption of uniform distribution of decrements (deaths),
the proportion exiting between age x and age x + t
(0 ≤ t < 1) is
t qx

=

lx − lx+t
t (lx − lx+1 )
=
= tqx
lx
lx

The mortality rate


=

s qx

(15)

for (aq)x . Obtaining the independent rates from the
dependent rates using (18) and the equivalent equation for decrement β is slightly more complicated as
we need to solve the two equations simultaneously.
Where there are only two modes of decrement, the
elimination of one of the two unknown independent
rates leads to a readily soluble quadratic equation. An
iterative approach is essential when there are three or
more decrements.
We note in passing that if the assumption of uniform distribution of decrements is made for each
mode, then the distribution of all decrements combined cannot be uniform (i.e. (al )x is not strictly
linear. With two modes of decrement, for example, it
will be quadratic).
The uniform distribution of decrements is not
the only practical assumption that can be made to
develop relationships between the independent and
dependent rates. Another approach is to assume that
for 0 ≤ t < 1,
µαx+t = A(aµ)x+t

s

dt

(16)

Under the uniform distribution of deaths assumption
with s qx = sq x , we conclude from (16) that
= qx ,

(0 ≤ t ≤ 1)

(17)

Applying the uniform distribution of deaths formula (15) for decrement β and formula (17) for α,
we deduce from (14) that
 1
(1 − tqxβ )qxα dt
(aq)αx =
0

=

qxα

(aq)αx
(aq)x

(20)

and

0

t px µx+t

(19)

with A constant within each one-year age-group,
but different from one age-group to the next. Under
this piecewise constant force of decrement proportion
assumption
A=

t px µx+t

5



1 β
1 − qx
2

(18)

The same approach can be used when there are three
or more decrements.
In the situation in which the independent decrement rates are known, the dependent rates can be calculated directly using (18) and the equivalent formula

pxα = [(ap)x ]A

(21)

so that
α

qxα = 1 − [1 − (aq)x ](aq)x /(aq)x

(22)

With this formula, one can derive the independent
rates from the dependent rates directly, but moving
in the other direction is more difficult.
Formula (22) also emerges if one makes an alternative piecewise constant force of decrement assumption: that all the forces of decrement are constant
within the year of age.
Except where there are significant concentrations
of certain decrements (e.g. age retirement at a fixed
age in a service table) or decrement rates are high,
the particular assumption adopted to develop the
relationship between the dependent and independent
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rates will have relatively little effect on the values
calculated [10].

Estimation of Multiple-decrement Rates
Independent q-type rates of decrement in a multipledecrement table context are readily estimated using
the binomial and traditional actuarial described above.
Lives exiting by the mode of decrement of interest
are given full exposure to the end of the year of life,
whilst those departing by other modes are given exposure only to the time they exit. Dependent rates can
be estimated directly by allowing full exposure to
the end of the year of life for exits by the modes of
interest and exposure only to time of exit for other
modes. Data, for example, might come from a population with three modes of decrement α, β, and γ ,
and a double-decrement table might be required with
modes of decrement α and β. Exits by modes α and
β would be given exposure to the end of the year of
life, and exits by mode γ exposure to time of exit.
In the case of the Poisson model, exposure is to
time of exit for all modes. Calculations are usually
simpler, and the statistical treatment more straightforward. The multiple-decrement table can, in fact,
be interpreted as a special case of the Markov
multi-state model (see Markov Chains and Markov
Processes), which now finds application in illnessdeath analysis.
If it is intended to graduate the data, it is usually preferable to work with the independent rates,
because changes brought about by graduating the
dependent rates for one decrement can have unexpected effects on the underlying independent rates
for other modes of decrement, and make the resultant
multiple-decrement table unreliable.

Dependence between Competing Risks
The lives we have been discussing in the doubledecrement situation can be thought of as being subject to two distinct competing risks (see Competing
Risks). As a stochastic model, we might assume that
a person has a random future lifetime X under risk
α and a random future lifetime Y under risk β. The
actual observed lifetime would be the minimum of
the two.
The distributions of the times to death for the
two causes could well be related, and this is very

relevant to one of the classic questions in the literature: How much would the expectation of life
be increased if a cure for cancer were discovered?
If cancer were largely unrelated to other causes of
death, we might expect a marked improvement in life
expectancy. If, on the other hand, survivorship from
another disease, for example, cardiovascular disease,
were highly correlated with cancer survivorship, the
lives no longer threatened by cancer might die only
a short time later from cardiovascular disease. The
increase in life expectancy might be relatively modest.
In the case of a single-decrement life table, survivorship from age 0 to age x is usually expressed in
terms of x p0 = lx /l0 . In a stochastic context, it is convenient to write it as S(x), where S(x) = 1 − F (x)
and F (x) is the distribution function of the time X
to death of a life aged 0. S(x) is the probability that
X > x, and the force of mortality
µx = lim

h→0

1
P (x < X ≤ x + h|X > x)
h

(23)

As suggested above, where a life is subject to two
possible causes of death α and β, it is possible to
imagine a time to death X for cause α and a time
to death Y for cause β. Death will actually occur at
time Z = min(X, Y ).
By analogy with the life table survivorship function, we define
S(x, y) = P (X > x, Y > y)

(24)

and note immediately that the marginal distributions
associated with
Sα (x) = S(x, 0)

(25)

Sβ (y) = S(0, y)

(26)

can be interpreted as the distributions of time to
death when causes α and β are operating alone (the
net distributions). These have hazard rates (forces of
mortality)
λα (x) =

−(dS(x, 0))/dx
S(x, 0)

(27)

λβ (y) =

−(dS(0, y))/dy
S(0, y)

(28)

With α and β operating together, we first examine
the bivariate hazard rate for cause α at the point
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From the definition of the crude hazard rate, the
probability that death will occur between ages x and
x + dx by cause α in the presence of cause β is

(x, y)
1
P (x < X ≤ x + h,
h
Y > y|X > x, Y > y)

hα (x, y) = lim

h→0

S(x, x)hα (x) dx

=

−(∂S(x, y))/∂x
S(x, y)

(29)

hβ (x, y) =

−(∂S(x, y))/∂y
S(x, y)

(30)

0

In practice, of course, it is only possible to observe
Z = min(X, Y ), with survival function
SZ (z) = P (Z > z) = S(z, z)

(31)

and hazard function
h(z) =

−(dSZ (z))/dz
SZ (z)

(33)

the overall hazard function for survivorship in the
two-cause situation

−(dSα∗ (x))/dx
=
Sα∗ (x)

hα (x)S(x, x)

∞

hα (u)S(u, u) du
x

(39)

Independence
When causes α and β are independent, the following
simplifications emerge:
S(x, y) = Sα (x)Sβ (y)

(40)

SZ (z) = Sα (z)Sβ (z)

(41)

hα (x, y) = hα (x) = λα (x)

(42)

Equation (41) is essentially identical to formula (13)
in the nonstochastic multiple-decrement analysis.

(35)

Changing the signs in (35), integrating and exponentiating, we discover that SZ (z) may be written
SZ (z) = S(z, z) = Gα (z)Gβ (z)

λ∗α (x) =

All these formulae generalize to three or decrements.

with a similar formula for cause β in the presence of
cause α, and since


dS(z, z)
∂S(x, y) ∂S(x, y)
(34)
=
+
dz
∂x
∂y
x=y=z

h(z) = hα (z) + hβ (z)

and the survival function of those dying from cause
α in the presence of cause β is
 ∞
1
Sα∗ (x) =
hα (u)S(u, u) du
(38)
πα x
with hazard rate

(32)

The crude hazard rate at age x for cause α in the
presence of cause β is
1
hα (x) = lim P (x < X ≤ x + h,
h→0 h
Y > x|X > x, Y > x)


∂S(x, y)/∂x
=−
S(x, y)
y=x

It follows that the probability of dying from cause α
in the presence of cause β is
 ∞
=
hα (u)S(u, u) du
(37)
πα

(36)

Thus, the overall survivorship function can be
expressed as the product of two functions, one
relating to decrement α and the other to β. Note,
however, that Gα (z) and Gβ (z) are both determined
by their respective crude hazard rate in the presence
of the other variable.

Effect of Dependence
Does dependence have a large effect? To investigate this, imagine that X, the time to death under
cause α, is a random variable made up of the sum of
two independent chi-square variables (see Continuous Parametric Distributions), one with 5 degrees
of freedom, the other with 1 degree of freedom, and
that Y , the time to death under the other cause β, is
also made up of the sum of independent chi-square
variables with 5 and 1 degrees of freedom. Both X

8

Decrement Analysis

and Y are therefore χ62 random variables. But in this
example, they are not independent. They are in fact
closely related, because we use the same χ52 component for both. A mortality experience was simulated
with both causes operating. The expectation of life
turned out to be 5.3 years. With cause β removed, the
life expectancy should be 6.0 (the expected value of
χ62 ). Conventional multiple-decrement table analysis,
however, provided an estimate of 8.3!
When X and Y were later chosen as two completely independent χ62 , the traditional analysis correctly predicted an increase from 4.2 to 6.0 years for
the life expectancy.
The example is rather an extreme one, but the
warning is clear.
Unless decrements are very dependent, actuaries tend to use the traditional multiple-decrement
approach, and the results obtained should be adequate. Modeling dependence is not easy. If we have
some idea of how the modes of decrement are related,
it may be possible to construct a useful parametric
model in which the parameters have some meaning, but it is very difficult to construct a general
one. Another approach is to choose some well-known
multivariate survival distribution in the hope that it
provides an adequate representation of the data [10].
Carriere [4] examines the effect of dependent decrements and their role in obscuring the elimination of
a decrement. A comprehensive mathematical treatise
can be found in [8].

Projection of Future Mortality
Mortality has improved remarkably in all developed
countries over the past century with life expectancies
at birth now well over 80 for females and only a
few years less for males. Whilst improving mortality does not pose problems in relation to the pricing
and reserving for life insurances, the rising costs of
providing annuities and pensions to persons with
ever increasing age at death make it essential that
actuaries project the future mortality of lives purchasing such products. Such projections date back at
least to the early twentieth century [1]. Governments
also require mortality projections to assess the likely
future costs of national pensions, whether funded or
pay-as-you-go.
It is impossible to foresee new developments in
medicine, new drugs, or new diseases. Any mortality

projection, however sophisticated, must therefore be
an extrapolation of recent experience. The simplest
approach, which has been used for almost a century
and is still commonly adopted, is to observe the
mortality rate qx at selected ages at recent points
of time and extrapolate these to obtain projected
mortality rates qx,t for age x at various points of time
t in the future. The projection may be graphical or
may involve formulae such as
qx,t = βx γxt

(43)

where βx reflects the level of mortality at age x
at a particular point of time (the base year) and
γx (0 < γx < 1), estimated from recent experience,
allows for the annual improvement in mortality at
age x. Because mortality tends to rise approximately
exponentially with age over much of the adult age
span, future improvements under (43) can be allowed
for, quite conveniently, by specifying an equivalent
annual age adjustment to obtain the projected mortality rate. A reduction of 1/20 per annum in the age, for
example, is approximately equivalent to γx = 0.996.
An ultimate minimum mortality level αx is envisaged if the formula
qx,t = αx + βx γxt

(44)

is adopted [22], and in some investigations, attempts
have been made to relate mathematically the reduction formulae at the different ages [7].
These projection methods can be applied to both
period (cross sectional) and generational data.
There is no reason why the function extrapolated
should be the mortality rate qx,t . Among the transformations sometimes used to project mortality, the
logit transformation of Brass [3, 14] is prominent,
particularly when the data are prepared in cohort
rather than period form. The transformation takes
the form


l0 (n) − lx (n)
(45)
x (n) = 0.5 ln
lx (n)
where n is the cohort born in year n.
Where the mortality of a population at different epochs can be adequately represented by a
‘law of mortality’, the parameters for these ‘laws’
may be extrapolated to obtain projected mortality
rates [11, 12]. The method has a certain intuitive
appeal, but can be difficult to apply, because, even
when the age specific mortality rates show clear

Decrement Analysis
trends, the estimated parameters of the mathematical ‘law’ may not follow a clearly discernible pattern over time, and independent extrapolations of
the model parameters may lead to projected mortality rates that are quite unreasonable. This tends
to be less of a problem when each of the parameters is clearly interpretable as a feature of the
mortality curve. The mortality experience of more
recent cohorts is always far from complete, and for
this reason these methods are usually applied to
period data.
Projectors of national mortality rates in the 1940s
generally assumed that the clear downward trends
would continue and failed to foresee the halt to the
decline that occurred in the 1960s in most developed populations. Researchers who projected deaths
separately by cause using multiple-decrement methods observed rapidly increasing circulatory disease
mortality alongside rapidly declining infectious disease mortality [20]. The net effect in the short term
was continued mortality decline, but when infectious
disease mortality reached a minimal level, the continually increasing circulatory disease mortality meant
that mortality overall would rise. This phenomenon
was of course masked when mortality rates were
extrapolated for all causes combined. Very often, the
results of the cause of death projections were ignored
as ‘unreasonable’!
In the case of populations for which there is
little existing mortality information, mortality is often
estimated and projected using model life tables or by
reference to another population about which levels
and trends are well known [22].
Actuaries have generally tended to underestimate
improvements in mortality, a fact emphasized by
Lee and Carter in 1992, and the consequences for
age pensions and social security are immense. Lee
and Carter [17, 18] proposed a model under which
the past observed central mortality rates {mx,t } are
modeled as follows:
ln(mx,t ) = ax + bx kt + ex,t

(46)

where x refers to age and t to the epoch of the observation. The vector a reflects the age pattern of the
historical data, vector b represents improvement rates
at the various ages, and vector k records the pattern over time of the improvements that have taken
place. To fit the model, the authors select ax equal
to the average historical ln(mx,t ) value, and arrange
that b is normalized so that its elements sum to
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one; and k is normalized so that its elements sum
to zero. They then use a singular value decomposition method to find a least squares fit. In the case
of the US population, the {kt } were found to follow
an essentially linear pattern, so a random walk with
drift time series was used to forecast mortality rates
including confidence intervals. Exponentiating (46),
it is clear that model is essentially a much-refined
version of (43). A comparison of results obtained via
the Lee – Carter approach, and a generalized linear model projection for the mortality of England
and Wales has been given by Renshaw and Haberman [23].
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Demography
Introduction
Demography is the study of population dynamics
(most frequently, those relating to human populations), and the measurement and analysis of associated vital rates of birth, death, migration, and marriage. Encompassing demography is a broader field
of research, ‘population studies’ or ‘social demography’, which seeks to situate the results of demographic inquiries in their social, political, economic,
and institutional contexts. Nevertheless, the boundaries between the two are ill-defined. The integration
of both quantitative and qualitative analysis has been
essential to the discipline from its earliest origins.
There are three major aspects to demographic
work: the description of a population at a point in
time, by reference to specific criteria (age, sex, etc.);
the analysis of the vital processes that contribute
to the state of a population at that point in time;
and, finally, the interpretation of the effects of these
vital processes on future population dynamics, taking into account population-specific social, economic,
and cultural systems [59].
The term demography is relatively new. Before
the word was first used in France in 1855 [49], the
study of population processes went under the title of
‘political arithmetic’, an apposite description for the
field of study, given that among its first uses was
the estimation of military capacity. John Graunt,
credited by many [7, 69] as founding demography
with the first presentation of a life table in ‘Natural
and Political Observations made upon the Bills of
Mortality’, wrote in his foreword that
I conceive that it doth not ill become a Peer of
Parliament, or member of His Majesty’s Council, to
consider how few starve of the many that beg: that
the irreligious proposals of some, to multiply people
by polygamy, is withal irrational and fruitless . . .
that the wasting of males by wars and colonies do
not prejudice the due proportion between them and
females . . . that the fighting men about London are
able to make three as great armies as can be of use
in this Island. . . [34]

While acknowledging that demography fulfils the
requirements to be termed a discipline, with its ‘own
body of interrelated concepts, techniques, journals,
and professional associations’, J. Mayone Stycos adds

that ‘by the nature of its subject matter and methods, demography is just as clearly an ‘interdiscipline’,
drawing heavily on biology and sociology for the
study of fertility; on economics and geography for
the study of migration; and on the health sciences for
the study of mortality’ [72]. Thus, from an epistemological perspective, demography is an interesting
case: being a discipline in its own right, but a discipline nonetheless that is heavily dependent on other
disciplines for its theoretical frameworks. This has
resulted in the formation of a number of subdisciplines, each paying particular allegiance to their theoretical underpinnings: indeed, branches of demography are known by their next cognate discipline:
anthropological, economic, historical, and mathematical demography, to name but a few.
In this review, we first trace briefly the evolution
of, and trends in, demographic theory since Graunt.
We then take readers on a Cook’s tour of different
demographic techniques in the fields of mortality,
fertility, migration, and population projections.

The Rise and Evolution of Demographic
Theory
As suggested above, from its very beginnings, the
subject of much demographic inquiry has been driven
by policy and research agendas external to the discipline itself. (The politicization of demographic
research continues to this day and instances can
still be found three centuries later, for example, in
apartheid era in South Africa).
In 1693, Edmond Halley (later to be far more
famous for predicting the cycle of the comet that
bears his name) published a life table based on parish
registers in the Polish city of Breslau [40]. This table
was important for several reasons. First, he avoided
some of the (somewhat implausible) assumptions and
mathematical errors that Graunt had made in his original calculations. Second, Halley understood that –
without information on the number of births and
migrants in the city – his life table was implicitly
assuming that the population under observation was
stable. In this regard, a succession of eminent mathematicians (in particular, Euler in the 1750s and Lotka
in the early 1900s – see [49] for an excellent history
of their and others’ contributions) further developed
the mathematical basis for understanding stable and
stationary populations.
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A third significance of Halley’s work is that he
was among the first to appreciate how a life table
could be combined with compound interest functions
(see Present Values and Accumulations) to derive
actuarially correct formulae for the valuation of life
annuities.
Over the century following Graunt’s life table, significant advances were made in the practice of creating life tables, and numerous others were derived (e.g.
those based on mortality in Carlisle and Northampton) (see Early Mortality Tables). In 1762, a century
after Graunt’s publication, the first life assurance (see
Life Insurance) company (the ‘Society for Equitable Assurances on Lives and Survivorships’) run
on actuarial principles was established (see History
of Insurance). The commercial imperative for accurate mortality data with which to price annuities and
life assurance contracts further developed the analysis of mortality. Thus, it was possible for the writer
of a history of demography written in the 1950s to
assert that
The necessary technical apparatus (for the study of
mortality) was practically complete in the 1880s,
considerable contributions to the methodology having been made by the well-organised actuarial profession [35].

In other branches of demographic research, progress was somewhat more haphazard. In the case
of the study of fertility, the reasons for this were
many: fertility was not thought to vary much between
populations, and even though there is now strong
evidence that preindustrial societies exercised control over fertility in indirect ways (e.g. through social
sanction on the age of marriage, and mores regarding
the desirability of newly married couples establishing
their own households [39]), methods of contraception as we know them today were virtually unknown.
Nevertheless, important observations regarding fertility were made during the early 1700s. The German
pastor Süssmilch, for example, documented that the
number of male births exceeded that of females, but
that the numbers of men and women at marriageable
age were approximately equal.
Interest in the development of tools for analyzing
fertility developed only in the mid- to late nineteenth century. While registration systems in France
had indicated a declining birth rate for some time,
in 1853 and 1854, the number of births was less
than the number of deaths, leading to political concern about the future of France. In the following

50 years, mathematicians and demographers developed the notion of the ‘net replacement ratio’, that
is, the number of daughters born to a woman, who
would themselves survive to bear children.
The growth of interest in fertility had another, possibly unintended, consequence for the field of demography. For as long as the study of demography was
dominated by the analysis of mortality, little in the
way of theoretical framework was required as the data
were subjected to technical analysis. However, the
rise in interest in fertility and migration led demographers to look for causal explanations of differences
in demographic variables – while the discipline had
been dominated by the study and analysis of mortality statistics, demographers concentrated most on
how best to summarize and interpret mortality data,
leaving causal reasoning to medical specialists and
epidemiologists. Thomas Malthus had, at the end of
the eighteenth century, formulated a proposition that
suggested that populations grew exponentially, but
food supply only arithmetically, resulting in periodic famines that would keep the two in balance,
but the debate that surrounded Malthus’ hypotheses happened largely outside of the realm of demographic research.
The developmental agenda that was invoked after
the end of the Second World War pushed demography in an altogether new direction. Arising from
concerns over the rate of population growth in developing countries, demographers sought to derive theoretical explanations to account for observed differences in demographic outcomes between and within
populations. In turn, this led to the formulation and
development of Demographic Transition Theory, a
theory described as ‘one of the best-documented
generalizations in the social sciences’ [47]. Strictly
speaking, Demographic Transition Theory is not so
much a theory as a set of propositions about trends
in fertility and mortality rates over time. At its core
is the proposition that
in traditional societies, mortality and fertility are
high. In modern societies, fertility and mortality
are low. In between, there is demographic transition [24].

A further proposition is usually incorporated stating that the reduction in mortality precedes the
reduction in fertility. The theory posits that, initially, both fertility and mortality are high, and the
rate of natural increase in the population is low.
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Once mortality rates begin to decline, the population begins to grow. At some point, fertility rates
begin to decline until a new equilibrium is reached
where both mortality and birth rates are lower than
they were originally, and with low rates of population
growth again.
In the theory’s original incarnation [22, 55], the
causes of the mortality decline that marked the start
of the demographic transition were ascribed to a
combination of epidemiological and public health
factors: vaccination and better public health leading to a reduction in epidemics; improved treatment
and diagnosis of diseases; reductions in famine as a
result of improved transport networks; and improved
standards of living. By contrast, fertility decline was
regarded as the long-term consequence of modernization and social and economic development, which
would gradually shift couples’ fertility intentions
and lead to the adoption of contraception to secure
this outcome. Thus, in that initial formulation, fertility behavior was seen as culturally and socially
embedded and change in fertility was seen as a
long-term process, requiring change – brought on
by development – of those institutions that affect
fertility. Implicit in this was the belief that interventions (such as family planning programs) aimed
at reducing fertility directly without challenging the
underlying social and economic structure of society
(through modernization and industrialization) would
not succeed.
Simon Szreter has argued that the construction
of demographic transition theory needs to be seen
in its historical context, and identifies its emergence at the same time as the rise of the positivist
developmentalist orthodoxy [73]. This can be seen
in the advancement of the idea that demographic
transition and industrialization/modernization were
linked to each other, and that it was a widely held
view that the commencement of demographic transition was a necessary precondition for a country to
become urban–industrial. By the early 1950s, demographic transition theory had evolved from its initial
statement (which saw the direction of causality running from modernization to fertility change) into a
theory that was, to all intents and purposes, the exact
opposite. This inversion was not simply a response
to a growing demand for a justification for programmatic intervention, but also was strongly influenced by the prevailing international political climate,
where poverty and underdevelopment were seen as
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being breeding grounds for communist or socialist
insurrection [73]. Thus, the growing desire in the
West, and in the United States especially, for lower
fertility in the developing world was a reflection
of that fear. Demographic theories and population
policies since the 1950s, therefore, need to be understood within the contexts of broader political agendas
and prevailing debates that were occurring in other
disciplines.
Demographers were centrally involved in these
debates. One of the most eminent demographers of
the twentieth century, Ansley Coale, had suggested
in his first major work [20] that reducing population
growth could be conducive to economic development,
and a major implication of the rise and revision of
demographic transition theory was that the focus of
demographic research shifted onto the measurement
of demographic variables and outcomes in developing countries.
In another influential paper published in 1973,
Coale proposed that if there were to be a threshold
beyond which fertility decline would occur as a
matter of course, three conditions would have to
be met. First, fertility would have to be within ‘the
realm of the calculus of conscious choice’ – in other
words, that individuals had to be in a position to
consider that they could, if desired, limit the number
of children borne. Second, individuals had to perceive
reduced fertility to be advantageous. Finally, effective
techniques of fertility reduction had to be known and
be available in order to effect the desired reduction
in children borne [18].
However, while an intellectual orthodoxy evolved
within the discipline, this orthodoxy was never hegemonic. Through an investigation of 450 papers published on the process and pattern of fertility change
in more than one country between 1944 and 1994,
van de Kaa shows how different theories of fertility decline have dominated at different points in
time [82]. Initially, the classic demographic transition
narrative dominated entirely, before falling into disfavor. Social narratives of fertility decline based on
family function and family structure ([15] and [16])
dominated in the 1960s and again in the 1980s. Economic explanations of fertility decline (epitomized by
Becker [2, 3], Schultz [68], and Easterlin [25–27])
were especially common until the mid-1970s but have
been less so since. Recently, explanations of fertility
decline based on cultural and institutional factors
have again come to the fore.
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Institutional approaches to the analysis of fertility are a syncretism of three different intellectual
strands. They adopt both the sociological concepts
of structure and agency [31] and the historiographical imperative to trace the evolution of particular
institutions, while not rejecting entirely, past intellectual traditions within demographic research. Such
approaches suggest that, within the broader narratives
and theorizations of the causes and correlates of the
fertility transition, understanding the specific institutional conditions under which fertility decline occurs
in a specific setting provides a better account of that
fertility decline. Thus, according to Greenhalgh, institutional approaches to demography offer
comprehensive explanations that embrace not only
the social and economic, but also the political and
cultural aspects of demographic change. They read
the history of demographic theorising as saying that
there is no single demographic transition, caused
by forces common to all places and all times.
Rather, there are many demographic transitions, each
driven by a combination of forces that are, to some
unknown extent, each institutionally, culturally, and
temporally specific [36].

The great advantage of institutional approaches to
the analysis of fertility decline is that they allow
(and indeed encourage) the integration of macroand microlevels of analysis by acknowledging the
fact that individual behavior is iteratively reconstituted and challenged by institutions (and conversely).
In short, our understanding of the dynamics of the
fertility transition is enhanced with the use of an institutional framework, or as McNicoll argues,
rounded explanation, cross-disciplinary range,
awareness of theoretical frontiers and historical contingency, and the critical stance that an outsider can
bring to self-regarding disciplinary cultures all can
work in favour of demography as serious social science as well as (not to be scorned) a neat ordering
of events on the Lexis plane [53].

Thus, demographers and other social scientists
who adopt an institutional framework argue that
demographic processes cannot be divorced or understood in isolation from broader social, economic,
and political forces, and have sought to reintegrate
social theory with demographic research on the fertility decline ([36, 37, 53] and [52]). In the process
of doing so, and with the understanding that fertility
behavior is essentially a cultural phenomenon, a new

branch of the discipline has evolved – anthropological demography – which has taken its cues from
the work of pioneering demographers in the early
1980s [39, 56].

Mortality
While the derivation of mortality tables from collected parish data made the first life assurance contracts possible, actuaries quickly appreciated the
value of a ‘law of mortality’ (see Mortality Laws), a
mathematical formula that would describe the shape
and level of mortality in a population based on a parsimonious model. Earliest efforts can be traced back
to 1729 when de Moivre proposed that the force of
mortality µx be approximated by µx = 1/(ω − x) for
x < ω. However, ever since Gompertz [33] first suggested that the force of mortality could be described
by a simple exponential function (µx = Bcx ), and
the actuary Makeham [50] added a constant term
to the Gompertz formula (µx = A + Bcx ), actuaries have tried to find a better law. Presentations
and discussions on the search for a better law of
mortality constitute a significant proportion of demographic articles published in the Journal of the Institute of Actuaries (see British Actuarial Journal)
over much of the twentieth century (see, for example [14, 58, 63, 74]). While contributions by R.E.
Beard, B. Benjamin, and W.F. Perks can be singled out [1, 6, 57], these efforts tended to focus
on male adult mortality alone, and for a long time
made no specific allowance for the so-called accident hump of male young adult mortality. Much
of this work has been generalized into the ‘Gompertz–Makeham formula of type (r, s)’ developed
by Forfar, McCutcheon, and Wilkie [29]. However,
a few actuaries, notably Thiele in 1872 and more
recently Pollard [34], made significant contributions
to finding a mathematical function for the mortality
rate over the whole age range. The ‘law’ develC
oped by Heligman and Pollard (qx /px = A(x+B) +
2
x
D exp{−E(log x − log F ) } + GH ) is still regarded
as one of the most successful of such attempts [41].
The actuarial need for a set of mortality rates that
progressed smoothly from one age to another and
for a formula to ease computation, meant that the
area where actuaries probably contributed most to
the development of demography was in the derivation
of appropriate methods for graduating mortality rates
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(see Graduation), including important contributions
to interpolation and graduation by use of ‘spline and
mathematical functions’ (see e.g. [4, 5, 29, 38]).
Commercial imperatives have tended to gradually restrict the role that actuaries have played in
the development of demographic techniques in the
second half of the twentieth century and beyond. The
shifting design of life insurance products in the 1970s
toward mortality-neutral products has further limited
actuarial interest in the subject. The effect can be
seen in many ways: one of the earliest textbooks
on demography originally written to help students of
the Faculty of Actuaries and Institute of Actuaries, was written by Cox in 1950 [21]. This, together
with a similar book published for the Society of
Actuaries [70] were the two standard works in the
field for many years. However, an investigation of
the research published in the Journal of the Institute
of Actuaries, covering the period from 1930 to the
present, indicates the limited extent to which actuaries
applied their minds to demographic issues, particularly those unrelated to mortality. Further, actuarial
interest in mortality processes remained focused on
the analysis of primarily life office data, with a subsidiary interest in population projections and demographic processes in developed countries. Almost no
research pertaining to developing countries was published by actuaries, or in actuarial journals, and when
it was, it was usually with a particularly actuarial
slant – for example, that on the mortality of postal
worker pensioners in India [30].
In the early 1960s, Coale and colleagues at the
Office for Population Research at Princeton embarked
on a project to produce a family of life tables for
use where local data were inadequate. Even though
it was not the first (a similar project had been undertaken by the United Nations in the 1950s), that
work, the so-called Princeton Regional Model Life
Tables [19], proved to be an essential development
in the derivation of methods appropriate to analyze
the demography of developing countries. Using 192
life tables from a range of mainly western countries at
various time points, four entirely distinct families of
life tables, with differing relationships between child
and adult mortality were derived. The production
of these tables −200 in all – represented an enormous undertaking in a barely computerized era, and
their availability spurred the further development of
techniques of demographic analysis where local data
were scanty. While these tables are still in use, and
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an essential part of any demographer’s toolkit, actuaries were – it appears – less impressed. In a review
carried by the Journal of the Institute of Actuaries,
the reviewer concluded:
The question arises whether or not all this labour
was worthwhile. For myself I doubt it was . . . Thus
this volume will take its place in University libraries
and may well have a part to play in the teaching of
demography. The life tables themselves may sometimes be useful to the practicing demographer. I
doubt if any individual actuary will wish to own
this book, but he may well wish to know of its
existence. . . [51]

It is easy to see why the tables were dismissed so
cursorily by actuaries. The tables’ main application
would be in the development and analysis of demographic outcomes in situations in which adequate data
were not available – hardly the case for actuaries with
their own proprietary Continuous Mortality Investigations (CMI) data. The tables were also destined for
use largely in the developing world, where actuaries
were in short supply and the demand for actuarial
skills even lower. From a demographic perspective,
however, the significance of the Princeton Life Tables
cannot be underestimated.
It is an interesting coincidence that the period in
which actuarial interest in the analysis of mortality
started to decline, was also the period in which the
techniques of demographic analysis took a huge leap
forward as a result of the reorientation of demographic research toward the derivation of methods
and tools appropriate to demographic research in
developing countries. The major original contributions to this new field were from William Brass. In
a series of papers, Brass [12, 13] proposed a variety of methods for estimating levels and trends in
mortality (and fertility) in countries where vital registration data were inadequate or nonexistent. These
techniques still bear his name.
Brass’ insights were creative and clever. Central to his techniques was the desire to derive as
accurate estimates of fertility and mortality as possible, using data from a small number of questions
in a census or survey. One of the first such ‘indirect techniques’ (so named because the estimates are
derived from answers to questions that do not seek
the desired outcome directly) was the derivation of a
procedure for estimating child mortality. Brass saw
that answers to questions on the numbers of births to
women, the numbers of these still surviving, and the

6

Demography

mother’s age could be used to derive reliable estimates. Sex-specific estimates of childhood mortality
can be derived if information on children is classified
further by the sex of the child.
In aggregate, the average number of children born
increases with mother’s age, while the proportion
surviving decreases, as age of mother is highly correlated with age of children. Brass’ approach was to
relate the proportion of children dead by mother’s
age to life table values qx . Underpinning this is the
(bold) assumption that the proportion of children dead
is most affected by the age distribution of fertility,
because this determines the amount of time that children born to a mother of a given age would have
been exposed to the risk of dying. Brass derived a
set of constants related to mother’s age to convert
the observed proportion surviving into life table values. A further insight was that the resulting estimates
could be located in time relative to the census or survey date: for example, the values of 1 q1 would, in
general, relate to a period slightly more than a year
before the survey.
The product of the technique is a set of estimates
of 2 q0 , 3 q0 , 5 q0 , 10 q0 , 15 q0 , and 20 q0 .
Other demographers, notably Trussell [78], have
since refined the technique (see [81] for a further
refinement), but the basic precepts still hold. These
modifications and refinements include the estimation
of child mortality using data classified by duration of
marriage. A weakness of the original approach was
that it was necessary to assume that mortality and fertility had remained constant – not a huge limitation in
the developing world at the time the methods were
first described, but subsequent demographic change
has necessitated the derivation of a variant that does
not depend on this assumption. This is achieved by
making use of data from two censuses (of comparable
quality and not too distant in time) to create a ‘hypothetical’ or ‘synthetic’ cohort, which could be used to
estimate mortality during the intercensal period [88].
Brass developed a slightly different approach
(although showing clear similarities to the conceptualization as regards child mortality) to determine
levels of adult mortality. There have been a number of
variations to the original method but, in essence, the
principles are similar. By asking individuals whether
their mother is alive, it is possible (providing the age
of the respondent is known) to estimate the level of
adult female mortality, since if one assumes that all

women gave birth at age m, the mean age of childbearing, then the proportion of surviving mothers of
respondents aged x would estimate x pm , although
tabulated regression coefficients are required to relate
the survival from age 25 to 25 + x to the mean age
of mothers at birth and the proportion of mothers of
respondents aged x − 5 to x who are reported to be
alive.
A similar method can be applied to estimate adult
male mortality with a slight adjustment to allow for
the fact that it is less certain whether (even a known)
father was still alive at the birth of his child having
been alive at its conception. In this case, the survival
probabilities from 35 to 35 + x are expressed as
a linear function of the mean age of childbearing
and the proportion of fathers of respondents in two
successive age groups, x − 5 to x and x to x + 5 who
have survived. For more detail and some variations on
this theme using the proportion of mothers (fathers)
deceased among respondents whose mother (father)
survived to the time the respondent reached age 20, or
using the proportions of mothers (fathers) surviving
to among respondents whose mother (father) was
alive at the time of the respondent’s first marriage,
see work by Timæus [75–77].
Other variations have been developed which use
questions about the survival of spouses or brothers or sisters (the so-called widowhood and sibling
methods) to derive a measure of the level of adult
mortality. Descriptions of these approaches have been
summarized by the United Nations [81].
A completely different set of techniques has been
developed to measure adult mortality in the many
countries where there is vital registration of deaths,
but of unknown completeness. The initial versions of
these methods assumed that the population is closed
to migration and stable (i.e. it has been growing at
a constant rate at all ages for a long time). All these
methods also make the assumption that the level of
completeness of death registration is independent of
age, at least for adults.
The first of these methods is the Brass Growth
Balance method [13] which makes use of the ‘balance equation’ (that asserts that the growth rate (r)
of a stable population closed to migration is the birth
rate (b) less the death rate (d) of that population).
Further, in a stable population, this relationship holds
for all open age interval populations (i.e. population
aged x and over), that is b(x) = r + d(x+), where
‘births’ in this case are interpreted to be the number
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who become x in the population. Thus, by regressing
b(x) on d(x+) linearly, one can derive an estimate
of the level of completeness of the death registration relative to the population (as the reciprocal of
the slope), while the intercept provides an estimate
of the growth rate of the population.
The second method, sometimes referred to as the
‘method of extinct generations’ [61], requires the
same set of assumptions. However, in this case, use
is made of the fact that the number of people at a
particular age is equal to the sum of the number
of deaths of those people in future years. Using
the assumption that the population is growing at a
constant rate at all ages, the numbers of deaths by
age in future years can be derived, and from these,
an estimate of the population at a particular age. The
ratio of this number to the corresponding estimate
from a census provides a measure of the completeness
of death registration relative to the census population.
Newer methods known loosely as ‘variable-r’
methods have been developed, which allow one to
relax the assumption that the population is stable by
incorporating age-specific growth rates (usually estimated from two successive censuses) into the above
formulations [8, 43]. Preston and Coale [60] subsequently generalized this work to show that provided
one had age-specific mortality, growth, and migration
(if the population was not closed), all the relationships that were previously thought only to apply to
stationary population still hold.

Fertility
Two important concepts were involved in the 1950s
and 1960s that helped to establish theoretical frameworks for understanding and measuring fertility.
‘Natural fertility’ is a term coined by Louis Henry in
1961 [42] to describe the fertility levels that would
prevail in a hypothetical population where marriage is
universal and early, and where no contraception was
used. Thus, in a ‘natural fertility’ population, couples do not determine their preference for additional
children on the basis of the numbers already borne.
While cases of exceptionally high fertility have been
documented in individual women, entire populations
exhibiting ‘natural fertility’ are exceedingly rare in
practice; the closest example recorded is that of the
Hutterites, a religious sect in North Dakota, in the
1920s where women were estimated to bear more
than 10 children over their reproductive lives. Even
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this is less than the maximum number of confinements that a woman may plausibly experience over
her reproductive life.
In 1956, Davis and Blake [23] published a list
of 11 ‘proximate determinants’ of fertility. They
observed that the vectors by which levels of fertility could differ between populations were limited,
and that all other effects on fertility would operate through these proximate determinants. Over the
ensuing years, this list was further distilled to seven
intermediate variables:
1.
2.
3.
4.
5.
6.
7.

The proportion of women married;
Contraceptive use and effectiveness;
The incidence of induced abortion;
The duration of postpartum infecundability;
Frequency of intercourse;
Spontaneous intrauterine mortality; and
The prevalence of permanent sterility.

In 1982, John Bongaarts [9] argued that only four
of these were important in predicting the level of
fertility in a population based on the sensitivity of
fertility to plausible ranges of the variable, and the
variability of the factor across populations. The four
variables were the prevalence of marriage in the population; the proportion of women of reproductive age
using contraception; the incidence of induced abortion; and the duration of postpartum infecundability.
Using data from a large number of developing countries, developed countries, and historical populations,
Bongaarts derived equations that relate these four
proximate determinants to the level of fertility in
the population, based on the assumption that each
proximate determinant operates independently of the
others. He proposes four indices, one for each of
the determinants, that take values between 0 and 1,
zero implying that the determinant reduced fertility
to zero, and an index of one that the measure has no
effect on fertility.
As a result, Bongaarts argued that the level of fertility in a population could be derived from the equation TFR = TF × CC × Ca × Cm × Ci , where TFR is
the predicted total fertility rate, TF the maximum
assumed level of fertility (usually between 13 and 17
children, but most frequently assumed to be 15.3),
and the four multiplicands are those relating to use
of contraception (CC ), incidence of induced abortion (Ca ), proportion of women married (Cm ) and
postpartum infecundability (Ci ).
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As useful a framework as it may be, the proximatedeterminants approach is of very little use in developing countries, or in other situations in which demographic data are defective. As with the analysis of
child and adult mortality, Brass derived a simple but
effective technique of measuring fertility using defective or deficient census and survey data [80]. The
method compares women’s reported lifetime fertility with the reported number of children born in the
year before the census on the assumption that fertility has been constant. Subsequent modifications of the
approach have allowed that assumption to be relaxed,
and permitted the estimation of past trends, as well as
current levels, of fertility [28]. Other demographers
have developed another of Brass’ approaches (using
the observed linearity of the Gompertz transform of
the schedule of age-specific fertility rates) to correct data for underreporting of recent fertility and age
errors in the reporting of past childbearing [11, 85].
While the postwar developmental consensus redirected the energies of demographers toward understanding and measuring demographic processes in
developing countries, a further major spur to the
development of analytical frameworks for understanding and measuring fertility behavior was the
World Fertility Survey (WFS). The WFS was an
ambitious undertaking beginning in the early 1970s
that conducted surveys across developed and developing countries using standardized research methodologies and questionnaires [17]. The vast amount
of data collected, together with advances in computing technology enabled the first cross-national
comparisons and evaluations of fertility behavior to
be described. The collection of detailed maternity
histories further prompted the development of new
methodologies describing and modeling birth intervals using proportional hazards techniques [44, 45,
79]. The WFS, which ended in the late 1970s, has
been superseded by the Demographic and Health
Surveys, a project run by Macro International with
assistance from the USAID. These surveys, whose
data are in the public domain, are conducted in a great
many developing countries, and collect data on a wide
range of demographic and maternal health topics.

Migration
The analysis of migration has always been the poor
cousin of demographic research. This is because it

is definitionally the hardest to pin down as well as
being the hardest to collect adequate data on. In particular, unlike death or fertility, the measurement of
migration is dependent on the time unit adopted for
analysis (e.g. circular migration may have taken place
between two dates, but if an individual is documented
as being in the same place at two different times, it
may not be possible to establish whether or not any
migration has taken place) and on the definition of
migrancy. In the field of migration, in the late nineteenth century, Ravenstein [62] proposed 11 ‘laws’
of migration, which though not specified mathematically, laid the foundations for subsequent research
and theorization of the causes and nature of migration. The gravity model he proposed, which suggests
that the amount of migration between two places is
a function of the distance between them; that longer
distance migration was associated with movement to
larger towns; that urban areas are net recipients of
migrants; and that the causes of migration are largely
economic was given its first mathematical expression
in 1949 when George Zipf [87] presented a mathematical interpretation of the ‘size-distance rule’ in the
form of an equation
Mij = k

Pi Pj
D

(1)

where Mij is the migration rate between two places,
i and j , a distance D apart and with populations Pi
and Pj , and where k is a constant. Subsequently, this
model has been refined to incorporate the possibility
of what Stouffer [71] terms ‘intervening opportunities’, the fact that individuals may not complete an
intended migration as a result of stopping at some
interstitial point.
A further major contribution to the understanding
of migration was Rogers and Castro’s 11 parameter model age-specific migration schedule [67]. The
model is
m(x) = a1 exp(−α1 x) + a2 exp [−α2 (x − µ2 )

− exp(−λ2 (x − µ2 )) + a3 exp [−α3 (x − µ3 )

− exp(−λ3 (x − µ3 )) + c,
(2)
where the subscripts 1, 2, and 3 refer to childhood
(i.e. prelabor force), working age, and postretirement.
µ represents the age at which migration in each of
the three age-bands is at a maximum (µ1 is taken as
zero). α1 is a measure of the rate of decrease in the
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migration rate after birth. The remaining parameters
α and λ represent the rate of increase (decrease) in
the rate of migration between the relevant peaks.
A completely different approach to the measurement and treatment of migration is the relatively new
field of multiregional demography [64–66]. This is
a more holistic approach to demographic estimation
and modeling, allowing patterns of migration to affect
demographic outcomes in both sending and receiving areas. While mathematically neat and elegant, the
obvious practical difficulty is that of populating the
required age-specific migration matrices. At the other
end of the scale, pioneering work has been done by
Zaba in developing methods for estimating international migration using limited data from developing
countries [86].

Population Projections
Perhaps the area most traditionally associated with
demographers is that of population projections. The
basic methods of short-term projections by simple exponential or logistic functions or longer-term
more detailed projections using the cohort-component
method have been unchanged for a long time. However, the need to project the demographic (and other)
impacts of HIV have necessitated the adaptation
of the cohort-component method to allow for the
increased number of deaths and reduced number of
births due to HIV/AIDS. In its simplest form, these
are derived from projected prevalence rates from
which incidence rates are derived, and hence mortality, by the application of suitable survival factors.
More complex models attempt to model the spread of
infection in the population by modeling transmission
through sexual and other risk behavior. Obviously,
in order to project a population, one needs to be able
to project the components, such as mortality, fertility, and migration, forward in time, and in this regard,
the approach proposed by Lee and Carter [48] is very
often used. The projection of mortality trends is an
area that has received a lot of attention particularly
in the developed world because of the shifting social
burden occasioned by the lengthening of the human
lifespan and aging [46, 48, 83, 84].
A further area of concern to demographers, particularly those involved in making long-term projections for the world as a whole, its major regions or
countries, is the accuracy of those projections [10].
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Indeed, some have even suggested that such projections, certainly those over 100 years, might just
as well be produced using a mathematical formula
(making use of the ‘momentum’ of the population) as
the much more complex and time-consuming cohortcomponent method [32].

Conclusions
An actuarial textbook prescribed by the Institute and
Faculty of Actuaries in the 1970s and 1980s claimed
that ‘the study of population forms a branch of actuarial science known as demography’ [54]. As this
review suggests, this may have been true a century
or more ago when demographic research was almost
synonymous with mortality research. Thus, while
there certainly was some initial overlap between the
two disciplines, actuarial science has concentrated
almost exclusively on the effect of mortality, while
the articulation of demographic research into areas
of public policy has led to the development of substantial and sophisticated techniques of assessing and
measuring not only mortality, but also fertility and
migration.
In addition, the shifts in international development
discourse in the 1950s and 1960s, together with the
development of mortality-neutral insurance products,
and the increasing sophistication of CMI, means that
actuarial science and demography now have little in
common except aspects of a shared history.
Most recently, demographic changes in the developed world (in particular, the effects of aging on
both state and private pension schemes) has led
to a growth in actuarial interest in these areas,
although increasingly, the actuarial literature in the
area acknowledges that demographers have a greater
expertise than they have in forecasting future trends.
Likewise, actuaries in the developing world are
increasingly making use of demographic expertise in
order to understand the impact of diseases such as
HIV/AIDS on insurance business and mortality rates.
Thus, the research agenda at demographic institutions
in the developed world now emphasize the political,
economic, and social costs and consequences of population aging in those societies, and addresses the
concerns around early motherhood and social exclusion. These institutions still have an interest in the
demography of developing countries, but less so than
in the past. By contrast, the demographic research
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agenda in the developing world is almost entirely
determined by the expected impact of the AIDS
epidemic.
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associated with X1 + X2 , that is,

Dependent Risks

(q)
VaRq [X1 + X2 ] = FX−1
1 +X2

Introduction and Motivation

= inf{x ∈ |FX1 +X2 (x) ≥ q}.

In risk theory, all the random variables (r.v.s,
in short) are traditionally assumed to be independent. It is clear that this assumption is made for
mathematical convenience. In some situations however, insured risks tend to act similarly. In life
insurance, policies sold to married couples involve
dependent r.v.s (namely, the spouses’ remaining lifetimes). Another example of dependent r.v.s in an
actuarial context is the correlation structure between
a loss amount and its settlement costs (the so-called
ALAE’s). Catastrophe insurance (i.e. policies covering the consequences of events like earthquakes,
hurricanes or tornados, for instance), of course, deals
with dependent risks.
But, what is the possible impact of dependence?
To provide a tentative answer to this question, we
consider an example from [16]. Consider two unit
exponential r.v.s X1 and X2 with ddf’s Pr[Xi > x] =
exp(−x), x ∈ + . The inequalities
exp(−x) ≤ Pr[X1 + X2 > x]


(x − 2 ln 2)+
≤ exp −
2

(1)

hold for all x ∈ + (those bounds are sharp; see [16]
for details). This allows us to measure the impact
of dependence on ddf’s. Figure 1(a) displays the
bounds (1), together with the values corresponding
to independence and perfect positive dependence
(i.e. X1 = X2 ). Clearly, the probability that X1 + X2
exceeds twice its mean (for instance) is significantly
affected by the correlation structure of the Xi ’s, ranging from almost zero to three times the value computed under the independence assumption. We also
observe that perfect positive dependence increases the
probability that X1 + X2 exceeds some high threshold compared to independence, but decreases the
exceedance probabilities over low thresholds (i.e. the
ddf’s cross once).
Another way to look at the impact of dependence
is to examine value-at-risks (VaR’s). VaR is an
attempt to quantify the maximal probable value of
capital that may be lost over a specified period
of time. The VaR at probability level q for X1 +
X2 , denoted as VaRq [X1 + X2 ], is the qth quantile

(2)

For unit exponential Xi ’s introduced above, the
inequalities
− ln(1 − q) ≤ VaRq [X1 + X2 ] ≤ 2{ln 2 − ln(1 − q)}
(3)
hold for all q ∈ (0, 1). Figure 1(b) displays the
bounds (3), together with the values corresponding
to independence and perfect positive dependence.
Thus, on this very simple example, we see that the
dependence structure may strongly affect the value of
exceedance probabilities or VaR’s. For related results,
see [7–9, 24].
The study of dependence has become of major
concern in actuarial research. This article aims to
provide the reader with a brief introduction to results
and concepts about various notions of dependence.
Instead of introducing the reader to abstract theory
of dependence, we have decided to present some
examples. A list of references will guide the actuarial
researcher and practitioner through numerous works
devoted to this topic.

Measuring Dependence
There are a variety of ways to measure dependence.
First and foremost is Pearson’s product moment
correlation coefficient, which captures the linear dependence between couples of r.v.s. For a random
couple (X1 , X2 ) having marginals with finite variances, Pearson’s product correlation coefficient r is
defined by
r(X1 , X2 ) = √

Cov[X1 , X2 ]
,
Var[X1 ]Var[X2 ]

(4)

where Cov[X1 , X2 ] is the covariance of X1 and X2 ,
and Var[Xi ], i = 1, 2, are the marginal variances.
Pearson’s correlation coefficient contains information on both the strength and direction of a linear
relationship between two r.v.s. If one variable is an
exact linear function of the other variable, a positive
relationship exists when the correlation coefficient
is 1 and a negative relationship exists when the
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(a) Impact of dependence on ddf’s and (b) VaR’s associated to the sum of two unit negative exponential r.v.s

correlation coefficient is −1. If there is no linear predictability between the two variables, the correlation
is 0.
Pearson’s correlation coefficient may be misleading. Unless the marginal distributions of two r.v.s
differ only in location and/or scale parameters, the
range of Pearson’s r is narrower than (−1, 1) and
depends on the marginal distributions of X1 and X2 .
To illustrate this phenomenon, let us consider the
following example borrowed from [25, 26]. Assume

for instance that X1 and X2 are both log-normally
distributed; specifically, ln X1 is normally distributed
with zero mean and standard deviation 1, while ln X2
is normally distributed with zero mean and standard
deviation σ . Then, it can be shown that whatever the
dependence existing between X1 and X2 , r(X1 , X2 )
lies between rmin and rmax given by
rmin (σ ) = 

exp(−σ ) − 1
(e − 1)(exp(σ 2 ) − 1)

(5)

Dependent Risks

3

1.0

rmax
rmin

Pearson r

0.5

0.0

−0.5

−1.0
0

1

2

3

4

5

Sigma

Figure 2

Bounds on Pearson’s r for Log-Normal marginals

exp(σ ) − 1
rmax (σ ) = 
.
(e − 1)(exp(σ 2 ) − 1)

(6)

Figure 2 displays these bounds as a function of σ .
Since limσ →+∞ rmin (σ ) = 0 and limσ →+∞ rmax (σ ) =
0, it is possible to have (X1 , X2 ) with almost zero correlation even though X1 and X2 are perfectly dependent (comonotonic or countermonotonic). Moreover,
given log-normal marginals, there may not exist a
bivariate distribution with the desired Pearson’s r (for
instance, if σ = 3, it is not possible to have a joint
cdf with r = 0.5). Hence, other dependency concepts
avoiding the drawbacks of Pearson’s r such as rank
correlations are also of interest.
Kendall τ is a nonparametric measure of association based on the number of concordances and discordances in paired observations. Concordance occurs
when paired observations vary together, and discordance occurs when paired observations vary differently. Specifically, Kendall’s τ for a random couple
(X1 , X2 ) of r.v.s with continuous cdf’s is defined as
τ (X1 , X2 ) = Pr[(X1 − X1 )(X2 − X2 ) > 0]
− Pr[(X1 − X1 )(X2 − X2 ) < 0]
= 2 Pr[(X1 − X1 )(X2 − X2 ) > 0] − 1,
(7)
where (X1 , X2 ) is an independent copy of (X1 , X2 ).

Contrary to Pearson’s r, Kendall’s τ is invariant
under strictly monotone transformations, that is, if φ1
and φ2 are strictly increasing (or decreasing) functions on the supports of X1 and X2 , respectively, then
τ (φ1 (X1 ), φ2 (X2 )) = τ (X1 , X2 ) provided the cdf’s of
X1 and X2 are continuous. Further, (X1 , X2 ) are perfectly dependent (comonotonic or countermonotonic)
if and only if, |τ (X1 , X2 )| = 1.
Another very useful dependence measure is
Spearman’s ρ. The idea behind this dependence
measure is very simple. Given r.v.s X1 and X2
with continuous cdf’s F1 and F2 , we first create
U1 = F1 (X1 ) and U2 = F2 (X2 ), which are uniformly
distributed over [0, 1] and then use Pearson’s r.
Spearman’s ρ is thus defined as ρ(X1 , X2 ) =
r(U1 , U2 ). Spearman’s ρ is often called the ‘grade’
correlation coefficient. Grades are the population
analogs of ranks, that is, if x1 and x2 are
observations for X1 and X2 , respectively, the grades
of x1 and x2 are given by u1 = F1 (x1 ) and u2 =
F2 (x2 ).
Once dependence measures are defined, one could
use them to compare the strength of dependence
between r.v.s. However, such comparisons rely on
a single number and can be sometimes misleading.
For this reason, some stochastic orderings have been
introduced to compare the dependence expressed by
multivariate distributions; those are called orderings of dependence.
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To end with, let us mention that the measurement
of the strength of dependence for noncontinuous r.v.s
is a difficult problem (because of the presence of ties).

Collective Risk Models
Let Yn be the value of the surplus of an insurance
company right after the occurrence of the nth claim,
and u the initial capital. Actuaries have been interested for centuries in the ruin event (i.e. the event
 that
Yn > u for some n ≥ 1). Let us write Yn = ni=1 Xi
for identically distributed (but possibly dependent)
Xi ’s, where Xi is the net profit for the insurance
company between the occurrence of claims number
i − 1 and i.
In [36], the way in which the marginal distributions of the Xi ’s and their dependence structure affect
the adjustment coefficient r is examined. The ordering of adjustment coefficients yields an asymptotic
ordering of ruin probabilities for some fixed initial capital u. Specifically, the following results come
from [36].
n in the convex order (denoted as
If Yn precedes Y
n ) for all n, that is, if Ɛf (Yn ) ≤ Ɛf (Y
n ) for
Yn cx Y
all the convex functions f for which the expectations
exist, then r ≥ 
r. Now, assume that the Xi ’s are
associated, that is
Cov[1 (X1 , . . . , Xn ), 2 (X1 , . . . , Xn )] ≥ 0

(8)

for all nondecreasing functions 1 , 2 : n → .
n where the
Then, we know from [15] that Yn cx Y
i ’s are independent. Therefore, positive dependence
X
increases Lundberg’s upper bound on the ruin probability. Those results are in accordance with [29, 30]
where the ruin problem is studied for annual gains
forming a linear time series.
In some particular models, the impact of dependence on ruin probabilities (and not only on adjustment coefficients) has been studied; see for example [11, 12, 50].

Widow’s Pensions
An example of possible dependence among insured
persons is certainly a contract issued to a married
couple. A Markovian model with forces of mortality depending on marital status can be found in [38,
49]. More precisely, assume that the husband’s force

of mortality at age x + t is µ01 (t) if he is then still
married, and µ23 (t) if he is a widower. Likewise, the
wife’s force of mortality at age y + t is µ02 (t) if she
is then still married, and µ13 (t) if she is a widow.
The future development of the marital status for a xyear-old husband (with remaining lifetime Tx ) and a
y-year-old wife (with remaining lifetime Ty ) may be
regarded as a Markov process with state space and
forces of transitions as represented in Figure 3.
In [38], it is shown that, in this model,
µ01 ≡ µ23 and µ02 ≡ µ13
⇔ Tx and Ty are independent,

(9)

while
µ01 ≤ µ23 and µ02 ≤ µ13 ⇒ Pr[Tx > s, Ty > t]
≥ Pr[Tx > s] Pr[Ty > t]∀s, t ∈ + .

(10)

When the inequality in the right-hand side of (10) is
valid Tx and Ty are said to be Positively Quadrant
Dependent (PQD, in short). The PQD condition for
Tx and Ty means that the probability that husband
and wife live longer is at least as large as it would
be were their lifetimes independent.
The widow’s pension is a reversionary annuity
with payments starting with the husband’s death
and terminating with the death of the wife. The
corresponding net single life premium for an x-yearold husband and his y-year-old wife, denoted as ax|y ,
is given by

v k Pr[Ty > k]
ax|y =
k≥1

−



v k Pr[Tx > k, Ty > k].

(11)

k≥1

Let the superscript ‘⊥’ indicate that the corresponding amount of premium is calculated under the independence hypothesis; it is thus the premium from the
tariff book. More precisely,

⊥
=
v k Pr[Ty > k]
ax|y
k≥1

−



v k Pr[Tx > k] Pr[Ty > k].

(12)

k≥1

When Tx and Ty are PQD, we get from (10) that
⊥
.
ax|y ≤ ax|y

(13)
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State 0:
Both spouses
alive

State 1:

State 2:

Husband dead

Wife dead

State 3:
Both spouses
dead

Figure 3

Norberg–Wolthuis 4-state Markovian model

The independence assumption appears therefore as
conservative as soon as PQD remaining lifetimes
are involved. In other words, the premium in the
insurer’s price list contains an implicit safety loading
in such cases. More details can be found in [6, 13,
14, 23, 27].

Pr[NT +1 > k1 |N• = k2 ] ≤ Pr[NT +1 > k1 |N• = k2 ]
for any integer k1 .

Credibility
In non-life insurance, actuaries usually resort to
random effects to take unexplained heterogeneity
into account (in the spirit of the Bühlmann–Straub
model). Annual claim characteristics then share the
same random effects and this induces serial dependence. Assume that given  = θ, the annual claim
numbers Nt , t = 1, 2, . . . , are independent and conform to the Poisson distribution with mean λt θ, that
is,
Pr[Nt = k| = θ] = exp(−λt θ)
k ∈ ,

Then, NT +1 is strongly correlated to N• , which legitimates experience-rating (i.e. the use of N• to reevaluate the premium for year T + 1). Formally, given
any k2 ≤ k2 , we have that

t = 1, 2, . . . .

This provides a host of useful inequalities. In particular, whatever the distribution of , Ɛ[NT +1 |N• = n]
is increasing in n.
As in [41], let πcred be the Bühlmann linear credibility premium. For p ≤ p  ,
Pr[NT +1 > k|πcred = p] ≤ Pr[NT +1 > k|πcred = p  ]
for any integer k,

(λt θ)k
,
k!
(14)

The dependence structure arising
 in this model has
been studied in [40]. Let N• = Tt=1 Nt be the total
number of claims reported in the past T periods.

(15)

(16)

so that πcred is indeed a good predictor of future claim
experience.
Let us mention that an extension of these results to
the case of time-dependent random effects has been
studied in [42].
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Bibliography
This section aims to provide the reader with some
useful references about dependence and its applications to actuarial problems. It is far from exhaustive
and reflects the authors’ readings. A detailed account
about dependence can be found in [33]. Other interesting books include [37, 45].
To the best of our knowledge, the first actuarial
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the recent review [44].
As quoted in [19], negative dependence notions
also deserve interest in actuarial problems. Negative
dependence naturally arises in life insurance, for
instance.

[4]

[5]

[6]
[7]

[8]

[9]

[10]

[11]

[12]

[13]

[14]

[15]

[16]

[17]

[18]

References
[1]

[2]

[3]

Albers, W. (1999). Stop-loss premiums under dependence, Insurance: Mathematics and Economics 24,
173–185.
Ambagaspitiya, R.S. (1998). On the distribution of a sum
of correlated aggregate claims, Insurance: Mathematics
and Economics 23, 15–19.
Ambagaspitiya, R.S. (1999). On the distribution of
two classes of correlated aggregate claims, Insurance:
Mathematics and Economics 24, 301–308.

[19]

[20]

[21]
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Disability Insurance

endowment, a whole life assurance, etc.). The
benefit consists of the waiver of life insurance
premiums during periods of disability.

Types of Benefits
Disability benefits can be provided by individual
(life) insurance, group insurance, or pension plans.
In the first case, the disability cover may be a standalone cover or it may constitute a rider benefit for
a more complex life insurance policy, such as an
endowment policy or a Universal Life product.
Individual disability insurance policies provide
benefits when the insured is unable to work because
of illness or bodily injury. According to the product design, permanent or not necessarily permanent
disability is considered. Moreover, some disability
policies only allow for total disability, whereas other
policies also allow for partial disability.
The most important types of disability benefits are
the following:
1. disability income benefits (i.e. annuity benefits);
2. lump-sum benefits;
3. waiver-of-premium benefits.
1. The usual disability income policy provides benefits in case of total disability. Various definitions
of total disability are used. Some examples are
as follows:
– the insured is unable to engage in his/her
own occupation;
– the insured is unable to engage in his/her
own occupation or carry out another activity
consistent with his/her training and experience;
– the insured is unable to engage in any gainful
occupation.
When one of the above definitions is met to a
certain degree only, partial disability occurs.
2. Some policies provide a lump-sum benefit in
case of permanent (and total) disability. The
cover may be a stand-alone cover or it may
be a rider to a basic life insurance, say an
endowment insurance. It must be pointed out
that moral hazard is present in this type of
product design, which involves the payment of a
lump sum to an individual who may subsequently
recover (partially or fully), so that the benefit is
irrecoverable in this event.
3. In this case, the disability benefit is a rider
benefit for a basic life insurance policy (e.g. an

Various names are actually used to denote disability annuity products, and can be taken as synonyms. The following list is rather comprehensive:
disability insurance, permanent health insurance (the
old British name), income protection insurance (the
present British name), loss-of-income insurance, lossof-time insurance (often used in the US), long-term
sickness insurance, disability income insurance, permanent sickness insurance, noncancellable sickness
insurance, long-term health insurance (the last two
terms are frequently used in Sweden).
Group disability insurance may represent an important part of an employee benefit package. The
two main types of benefits provided by disability
insurance are
1. the short-term disability (STD) benefit, which
protects against the loss of income during short
disability spells;
2. the long-term disability (LTD) benefit, which
protects against long-term (and possibly permanent or lasting to retirement age) disabilities.
The two fundamental types of disability benefits
that can be included in a pension plan are as follows:
1. a benefit providing a deferred annuity to a
(permanently) disabled employee, beginning at
retirement age;
2. a benefit providing an annuity to a disabled
employee.
Benefit of type (1) is usually found when an
LTD group insurance operates (outside the pension
scheme), providing disability benefits up to retirement
age.
Disability insurance should be distinguished from
other products, within the area of ‘health insurance’.
In particular, (short-term) sickness insurance usually provides medical expenses reimbursement and
hospitalization benefits (i.e. a daily allowance during
hospital stays). Long-term care insurance provides
income support for the insured, who needs nursing
and/or medical care because of chronic (or longlasting) conditions or ailments. A Dread Disease (or
Critical Illness policy provides the policyholder with
a lump sum in case of a dread disease, that is, when
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he is diagnosed as having a serious illness included
in a set of diseases specified by the policy conditions; the benefit is paid on diagnosis of a specified
condition rather than on disablement. Note that in all
these products, the payment of benefits is not directly
related to a loss of income suffered by the insured,
whereas a strict relation between benefit payment and
working inability characterizes the disability annuity
products.
In this article, we mainly focus on individual policies providing disability annuities. Nevertheless, a
number of definitions in respect of individual disability products also apply to group insurance and
pension plans as well.

The Level of Benefits in Disability
Annuities
In individual disability policies, the size of the
assured benefit needs to be carefully considered by
the underwriter at the time of application, in order
to limit the effects of moral hazard. In particular, the
applicant’s current earnings and the level of benefits
expected in the event of disablement (from social
security, pension plans, etc.) must be considered.
When the insurance policy also allows for partial disability, the amount of the benefit is scaled according
to the degree of disability.
In group disability insurance, benefits when paid
are related to predisability earnings, typically being
equal to a defined percentage (e.g. 75%) of the salary.
In pension plans, the benefit payable upon disability
is commonly calculated using a given benefit formula,
normally related with the formula for the basic benefit
provided by the pension plan.
Some disability covers pay a benefit of a fixed
amount while others provide a benefit that varies in
some way. In particular, the benefit may increase
in order to (partially) protect the policyholder from
the effects of inflation. There are various methods
by which increases in benefits are determined and
financed. In any case, policies are usually designed
so that increasing benefits are matched by increasing
premiums. Frequently, benefits and premiums are
linked to some index, say an inflation rate, in the
context of an indexing mechanism.
Another feature in disability policy design consists
in the decreasing annuity. In this case, the benefit
amount reduces with duration of the disability claim.

Such a mechanism is designed in order to encourage
a return to gainful work.

Some Policy Conditions
Individual disability policies include a number of
conditions, in particular, concerning the payment of
the assured benefits. We now focus on conditions
that aim at defining the time interval (included in the
disability period) during which benefits will be paid.
These policy conditions have a special importance
from an actuarial point of view when calculating
premiums and reserves.
The insured period is the time interval during
which the insurance cover operates, in the sense
that an annuity is payable if the disability inception
time belongs to this interval. In principle, the insured
period begins at policy issue, say at time 0, and ends
at policy termination, say at time n. However, some
restrictions to the insured period may follow from
policy conditions.
In many policies, the benefit is not payable until
the disability has lasted a certain minimum period
called the deferred period. As disability annuity policies are usually bought to supplement the (short-term)
sickness benefits available from an employer or from
the state, the deferred period tends to reflect the length
of the period after which these benefits reduce or
cease. The deferred period is also called (benefit-)
elimination period (for example, in the US). Note that
if a deferred period f is included in a policy written
to expire at time n, the insured period actually ends
at policy duration n − f .
When a lump-sum benefit is paid in case of permanent disability, a qualification period is commonly
required by the insurer in order to ascertain the permanent character of the disability; the length of the
qualification period would be chosen in such a way
that recovery would be practically impossible after
that period.
The maximum benefit period is the upper limit
placed on the period for which disability benefits
are payable (regardless of the actual duration of
the disability). It may range from, say, one year to
lifetime. Different maximum benefit periods can be
applied to accident disability and sickness disability.
Note that if a long maximum benefit period operates,
the benefit payment may last well beyond the insured
period.

Disability Insurance
Another restriction to benefit payment may follow
from the stopping time (from policy issue) of annuity
payment. Stopping time often coincides with the
retirement age. Hence, denoting by x the age of the
insured at policy issue and by ξ the retirement age,
the stopping time r is given by r = ξ − x.
The term waiting period is commonly used to
denote the period following policy issue during which
the insurance cover is not yet operating for disability
caused by sickness (so that if the waiting period is c
and the deferred period is f , the actual duration of
the insured period is n − c − f , as regards sickness
disability). Different waiting periods can be applied
according to the type of sickness. The waiting period
aims at limiting the effects of adverse selection. It
is worth noting that the waiting period is sometimes
called the ‘probationary’ period (for instance in the
US), while the term waiting period is used synonymously with ‘deferred’ (or ‘elimination’) period.
When conditions such as the deferred period or a
maximum benefit period are included in the policy, in
case of recurrent disabilities within a short time interval, it is necessary to decide whether the recurrences
have to be considered as a single disability claim or
not. The term continuous period is used to denote
a sequence of disability spells, due to the same or
related causes within a stated period (for example, six
months). So, the claim administrator has to determine,
according to all relevant conditions and facts, whether
a disability is related to a previous claim and constitutes a recurrence or has to be considered as a new
claim.

Probabilities
The evolution of an insured risk can be viewed as
a sequence of events that determine the cash flows
of premiums and benefits. When disability insurance
products are concerned, such events are typically
disablement, recovery, and death. The evolution of
a risk can be described in terms of the presence of
the risk itself, at every point of time, in a certain state,
belonging to a given set of states, or state space. The
aforementioned events correspond to transitions from
one state to another state. A graphical representation
of a model consisting of states and transitions is
provided by a graph, whose nodes represent the
states whereas the arcs represent possible (direct)
transitions between states. The graphs of Figures 1
to 3 refer to disability insurance covers.
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A graph simply describes the uncertainty, that is,
the possibilities pertaining to an insured risk, as far as
its evolution is concerned. A probabilistic structure
should be introduced in order to express a numerical evaluation of the uncertainty. A further step in
describing the features of an insurance cover consists
of relating premiums and benefits with presence of
the insured risk in some states or with transitions of
the risk itself from one state to another.
An insurance cover just providing a lump-sum
benefit in the case of permanent (and total) disability can be represented by the three-state model
depicted in Figure 1 (also called a double-decrement
model). Note that, since only permanent (and total)
disability is involved, the label ‘active’ concerns any
insured who is alive and not permanently (or not
totally) disabled. Premiums are paid while the contract is in state a. The lump-sum benefit is paid if
disablement occurs. This insurance cover requires a
probabilistic structure consisting of the probability
of disablement (i.e. the probability of becoming disabled), usually as a function of the insured’s attained
age, and the probability of death as a function of
the age.
The model described above is very simple but
rather unrealistic. It is more realistic to assume that
the benefit will be paid out after a qualification
period (see the section devoted to ‘Policy Conditions’), which is required by the insurer in order
to ascertain the permanent character of the disability. Analogous simplifications will be assumed in
what follows, mainly focussing on the basic concepts.
A more complicated structure than the three-state
model in Figure 1 is needed in order to represent an
annuity benefit in case of permanent (and total) disability. In this case, the death of the disabled insured
must be considered. The resulting graph is depicted
in Figure 2. Such a model is also called a doubledecrement model with a second-order decrement
(transition i → d). The annuity benefit is assumed
a

i

d

Figure 1 A three-state model for permanent (and total)
disability lump sum
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a

i

d

Figure 2
annuity

A three-state model for permanent disability

to be paid when the insured is disabled. Premiums
are paid when the insured is active. The probabilistic
structure also requires the probability of death for
a disabled insured, usually as a function of his/her
attained age. Hence the assumptions about mortality must concern both active and disabled insureds.
A hypothesis about mortality of insured lives, which
is more complicated (and realistic) than only dependence on the attained age, will be described below. A
more realistic (and general) setting would allow for
policy conditions such as the deferred period or the
waiting period.
Let us generalize the structure described above
considering an annuity benefit in case of (total) disability; thus the permanent character of the disability
is not required. Hence, we have to consider the
possibility of recovery. The resulting model is represented by Figure 3. This insurance cover requires a
probabilistic structure also including the probabilities
of recovery (or ‘reactivation’).
Let us turn to the definition of a probabilistic
model. For this purpose, we refer to the graph in
Figure 3, which represents a rather general structure.
Actually, the probabilistic model for the graph in
Figure 2 can be obtained assuming that the probability of transition i → a is equal to zero.
A time-discrete approach is adopted, in particular,
a time period of one year. The probability that an
individual aged y is in a certain state at age y + 1,
conditional on being in a given state at age y, is called
a transition probability.

a

i

We assume that no more than one transition can
occur during one year, apart from the possible death
of the insured. This hypothesis is rather unrealistic
when a time period of one year is concerned, as
it disregards the possibility of short-lasting claims.
It becomes more realistic if a smaller time unit is
assumed. Of course, if the time unit is very small
a time-continuous approach can be adopted (see the
section ‘Multistate Models: The Markov Assumption’, and the calculation methods described in Disability Insurance, Numerical Methods).
Let us define the following transition probabilities
related to an active insured aged y:
pyaa = probability of being active at age y + 1;
qyaa = probability of dying within one year, the death
occurring in state a;
pyai = probability of being disabled at age y + 1;
qyai = probability of dying within one year, the death
occurring in state i.
Further, we define the following probabilities:
pya = probability of being alive at age y + 1;
qya = probability of dying within one year;
wy = probability of becoming disabled within one
year.
The following relations hold

pya

+

pya = pyaa + pyai

(1)

qya = qyaa + qyai

(2)

qya

=1

wy = pyai + qyai

(3)
(4)

Now, let us consider a disabled insured aged y. We
define the following transition probabilities:
pyii = probability of being disabled at age y + 1;
qyii = probability of dying within one year, the death
occurring in state i;
pyia = probability of being active at age y + 1;
qyia = probability of dying within one year, the death
occurring in state a.
Moreover we define the following probabilities:

d

Figure 3 A three-state model for (not necessarily permanent) disability annuity

pyi = probability of being alive at age y + 1;
qyi = probability of dying within one year;
ry = probability of recovery within one year.
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relevant proof is omitted):

The following relations hold
pyi = pyia + pyii

(5)

aa
h py

aa
ia
= h−1 pyaa py+h−1
+ h−1 pyai py+h−1

(12)

qyi = qyii + qyia

(6)

ai
h py

ii
ai
= h−1 pyai py+h−1
+ h−1 pyaa py+h−1

(13)

pyi + qyi = 1

(7)

ry = pyia + qyia

with

(8)

aa
0 py

=1

(12a)

Thanks to the assumption that no more than one transition can occur during one year (apart from possible
death), probabilities pyaa and pyii actually represent
probabilities of remaining active and disabled respectively, from age y to y + 1.
When only permanent disability is addressed, we
obviously have

ai
0 py

=0

(13a)

pyia = qyia = 0

The probabilities of remaining in a certain state for
a given period are called occupancy probabilities.
Having excluded the possibility of more than one
transition throughout the year, occupancy probabilities can be expressed as follows:

(9)

aa
h py

qyia = ry

qyii

2
qyaa
2

(10)

•
•

uniform distribution of the first transition time
within the year (the transition consisting in a → i
or i → a respectively);
the probability that the second transition (i → d
or a → d respectively) occurs within the second
half of the year is equal to one half of the
probability that a transition of the same type
occurs within the year.

The probabilities mentioned above refer to a oneyear period. Of course, we can define probabilities
relating to two or more years. The notation, for
example, that refers to an active insured is as follows:
aa
h py
ai
h py

ii

h py =

= probability of being active at age y + h;
= probability of being disabled at age y + h;

and so on.
The following recurrent relationships involving
one-year probabilities hold for h ≥ 1 (for brevity, the

aa
py+k

(14)

h−1


ii
py+k

(15)

k=0

Equation (13) leads to the following relationship,
involving the probability of remaining disabled (for
brevity, the relevant proof is omitted):

(11)

Hypotheses underpinning formulae (10) and (11) are
as follows:

h−1

k=0

The set of probabilities needed for actuarial calculations can be reduced by adopting some approximation
formulae. For example, common assumptions are as
follows:
qyai = wy

=

ai
h py

=

h

ai
[h−r pyaa py+h−r

ii
r−1 py+h−r+1 ]

(16)

r=1

Equation (16) can be easily interpreted: each term
of the sum is the probability of a ‘story’ which,
starting from state a at age y, is in state a at age y +
h − r (probability h−r pyaa ), then is in state i at age
ai
y + h − r + 1 (probability py+h−r
) and remains in
ii

this state up to age y + h (probability r−1 py+h−r+1 ).
The probability, for an active insured aged y, of
being disabled at age y + h is then obtained summing
up the h terms. Equation (16) has a central role in
the calculation of actuarial values and premiums, in
particular.

Actuarial Values
The probabilities defined above allow us to express
actuarial values (i.e. expected present values)
concerning disability insurance. Hence formulae for
premiums calculated according to the equivalence
principle (see Life Insurance Mathematics) follow.
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We denote by v the annual discount factor, v =
1/(1 + i), where i is the ‘technical’ rate of interest.
Let us consider an insurance cover providing an
annuity benefit of 1 monetary unit per annum when
the insured is disabled, that is, in state i. At policy issue, the insured, aged x, is active. The policy
term is n. The disability annuity is assumed to be
payable up to the end of the policy term n. For simplicity, let us assume that the benefit is paid at policy
anniversaries. This assumption is rather unrealistic,
but the resulting model is simple and allows us to
single out important basic ideas. No particular policy
condition (e.g. deferred period, waiting period, etc.) is
considered. More realistic assumptions lead to much
more complicated models (see Disability Insurance,
Numerical Methods).
ai
, of the disability insurThe actuarial value, ax:n
ance defined above is given by
ai
=
ax:n

n


v h h pxai

(17)

h=1

ai
=
ax:n,s

Using equation (16) we have
ai
=
ax:n

n


vh

h=1

h 


aa
h−r px

ai
px+h−r

ii
r−1 px+h−r+1



r=1

letting j = h − r + 1 and inverting the summation
order in (17a), we find,
ai
=
ax:n

aa ai
j −1 px px+j −1

j =1

n


ii

v h h−j px+j

(17b)

h=j

The quantity
i
äx+j
:n−j +1 =

n


n


aa
j −1 px

ai
j i
px+j
−1 v äx+j :s

(20)

j =1

(17a)

n


The right-hand side of equation (19) is an inceptionannuity formula for the actuarial value of a disability
annuity benefit. Indeed, it is based on the probabilities
ai
px+j
−1 of entering state i and thus becoming disabled (‘inception’), and the expected present value
i
äx+j
:n−j +1 of an annuity payable while the insured
remains disabled. Conversely, formula (17) expresses
the same actuarial value in terms of the probabilities
of being disabled.
The preceding formulae are based on the assumption that the disability annuity is payable up to the
end of the policy term n. Hence the stopping time
coincides with the policy term and the maximum benefit period coincides with the insured period. Assume
now a maximum benefit period of s years. If s is
large (compared with n) the benefit payment may last
well beyond the insured period. The actuarial value,
ai
, can be easily derived from the right-hand side
ax:n,s
of equation (19) by changing the maximum duration
of the disability annuity

ii

v h−j h−j px+j

(18)

h=j

is the actuarial value of a temporary immediate annuity paid to a disabled insured aged x + j while he/she
stays in state i (consistently with the definition of the
insurance cover, the annuity is assumed to be payable
up to the end of the policy term n), briefly of a disability annuity. Using (18) we finally obtain

With reference to equations (19) and (20) respectively, the quantities
ai
i
π(j, n − j + 1) = px+j
−1 v äx+j :n−j +1
ai
i
π(j, s) = px+j
−1 v äx+j :s

(21)
(22)

represent, for j = 1, 2, . . . , n, the annual expected
costs for the insurer, whence actuarial values (19)
and (20) result in expected present values of annual
expected costs. Following the traditional actuarial
language, the annual expected costs are the natural premiums of the insurance covers. The behavior
of the natural premiums should be carefully considered while analyzing premium arrangements (see the
section on ‘Premiums’).
Let us consider a temporary immediate annuity payable for m years at most while the insured
(assumed to be active at age x) is active. The relevant
aa
, is given by
actuarial value, äx:m
aa
äx:m
=

m


v h−1 h−1 pxaa

(23)

h=1
ai
=
ax:n

n

j =1

aa
j −1 px

ai
j i
px+j
−1 v äx+j :n−j +1

(19)

This actuarial value is used for calculating periodic
level premiums.
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Premiums
In this section, we first focus on net premiums,
that is, premiums meeting the benefits. As a premium calculation principle, we assume the equivalence principle. By definition, the equivalence principle is fulfilled if and only if at policy issue
the actuarial value of premiums is equal to the
actuarial value of benefits. It follows that actuarai
ai
, ax:n,s
) also repreial values of benefits (e.g. ax:n
sent net single premiums fulfilling the equivalence
principle.
When periodic premiums are involved, it is quite
natural to assume that premiums are paid when the
insured is active and not when disabled, as premiums are usually waived during disability spells.
Let us focus on annual level premiums payable
for m years at most (m ≤ n), and denote the premium amount by P . The equivalence principle is
fulfilled
if
P
satisfies
the
following
equation:
aa
ai
= ax:n
P äx:m

Reserves

aa
ai
= ax:n,s
P  äx:m

(25)

Let us assume m = n. From equations (24) and (25),
and using (21) and (22), we respectively find

P =

aa j −1
π(j, n
j −1 px v

− j + 1)

j =1
n


(26)
v

j −1

P =

ai
0 ≤ t < m ax+t:n−t

aa j −1
π(j, s)
j −1 px v

j =1
n


(27)
v

j −1

As is well known, in actuarial mathematics the
(prospective) reserve at time t is defined as the actuarial value of future benefits less the actuarial value
of future premiums, given the ‘state’ of the policy at
time t. Thus, we have to define an active reserve as
well as a disabled reserve.
For brevity, let us only address the disability cover
whose actuarial value is given by equation (17) (or
(19)). Level premiums are assumed to be payable for
m years. The active reserve at (integer) time t is then
given by
ai
aa
Vt(a) = ax+t:n−t
− P äx+t:m−t

aa
j −1 px

j =1
n


funding of the insurer (which results in a negative reserve). Although it is sensible to assume that
ai
the probability px+j
−1 increases as the attained age
i
x + j − 1 increases, the actuarial value äx+j
:n−j +1
may decrease because of the decreasing expected
duration of the annuity payment. In this case, for a
given insured period of n years, the number m of
premiums must be less than n. This problem does
not arise when the disability annuity is payable for a
given number s of years.
Premiums paid by policyholders are gross premiums (also called office premiums). Gross premiums
are determined from net premiums by adding profit
and expense loadings, and, possibly, contingency
margins facing the risk that claims and expenses
are higher than expected. It is worth noting that the
expense structure is more complicated than in life
insurance. Expenses are also incurred in the event of
a claim, and result from both the initial investigations
in assessing claims and the periodic investigations
needed to control the continuation of claims.

(24)

if a maximum benefit period of s years is stated, the
premium P  must satisfy the equation

n


7

aa
j −1 px

j =1

In both cases, the annual level premium is an arithmetic weighted average of the natural premiums. If
natural premiums decrease as the duration of the policy increases, the level premium is initially lower
than the natural premiums, leading to an insufficient

m≤t ≤n

(28)

As regards the disabled reserve, first note that it
should be split into two terms:
1. a term equal to the actuarial value of the running
disability annuity, relating to the current disability spell;
2. a term equal to the actuarial value of benefits
relating to future disability spells less the actuarial value of premiums payable after recovery; of
course this term is equal to zero when a permanent disability cover is concerned.
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In actuarial practice, however, term (2) is commonly neglected even when the insurance product
allows for not necessarily permanent disability. Thus,
the disabled reserve is usually evaluated as follows:
i
Vt(i) = äx+t:n−t

(29)

The presence of policy conditions such as a deferred
period or a waiting period leads to more complicated
expressions for the reserves. We just mention a particular reserving problem arising from the presence
of a deferred period.
Let us refer to group disability insurance written
on, say, a one-year basis and assume a deferred period
of f . At the end of the one-year risk period, the
insurer will need to set up reserves in respect of
(a)
(b)

lives who are currently claiming;
lives who are currently disabled but whose
period of disability has not yet reached the
deferred period f and so are not currently claiming.

The reserve for category (b) is an IBNR-type
reserve that is, a reserve for Incurred But Not
Reported claims, widely discussed in the non-life
insurance literature (see Reserving in Non-life Insurance).

Allowing for Duration Effects
The probabilistic model defined above (see the section
on ‘Probabilities’) assumes that, for an insured aged
x at policy issue, transition probabilities at any age y
(y ≥ x) depend on the current state at that age. More
realistic (and possibly more complicated) models can
be built, considering, for instance,
1. the dependence of some probabilities on the
duration t of the policy;
2. the dependence of some probabilities on the time
z (z < t) spent in the current state since the latest
transition into that state;
3. the dependence of some probabilities on the total
time spent in some states since policy issue.

the attained age y = x + t only). For example, issue
selection in the probability of transition a → i can
represent a lower risk of disablement thanks to a
medical ascertainment carried out at policy issue.
Allowing for dependence (2), the duration-incurrent-state dependence requires inception-select
probabilities depending on both the attained age
y = x + t and the time z spent in the current state
(‘inception’ denoting the time at which the latest
transition to that state occurred). Practical issues
suggest that we focus on transitions from state i,
that is, on the disability duration effect on recovery
and mortality of disabled lives. Actually, statistical
evidence reveals an initial ‘acute’ phase and then a
‘chronic’ (albeit not-necessarily permanent) phase of
the disability spell. In the former, both recovery and
mortality have high probabilities, whilst in the latter,
recovery and mortality have lower probabilities.
Finally, the aim of dependence (3) is to stress
the ‘health story’ of the insured. In general, taking
into account aspects of the health story may lead to
untractable models. However, some particular aspects
can be introduced in actuarial calculations without
dramatic consequences in terms of complexity. An
example is presented in the section dealing with
‘Multistate Models’.
Focussing on dependence (2), it is worth noting
that disability duration effects can be introduced in
actuarial modeling without formally defining probabilities depending on both the attained age and the
disability duration. The key idea consists of splitting
the disability state i into m states, i (1) , i (2) , . . . , i (m)
(see Figure 4), which represent disability according to
duration since disablement. For example, the meaning
of the m disability states can be as follows:

i (1)

i (2)
a

d

i (m)

The consideration of dependence (1), named duration-since-initiation dependence, implies the use of
issue-select probabilities, that is, probabilities that are
functions of both x and t (rather than functions of

Figure 4 A model for disability annuity, with the disabled
state split according to the duration of disability
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i (h) = the insured is disabled with a duration of
disability between h − 1 and h, h = 1, 2, . . . ,
m − 1;
i (m) = the insured is disabled with a duration of
disability greater than m − 1.

The set of direct transitions is denoted by T. Let us
denote each transition by a couple. So (a, i) denotes
the transition a → i, that is, the disablement. For
example, referring to an insurance cover providing
an annuity in case of (nonnecessarily permanent)
disability, we have

The disability duration effect can be expressed via
an appropriate choice of the involved probabilities.
For instance, it is sensible to assume for any y

T = {(a, i), (i, a), (a, d), (i, d)}

(1)
pyi a

>

(2)
pyi a

> ··· >

(m)
pyi a

≥0

(30)

A disability actuarial model allowing for duration
dependence via splitting of the disability state is
adopted in the Netherlands. In most applications it
is assumed m = 6. Obviously, splitting the disability
state leads to more complicated expressions for actuarial values and, in particular, premiums and reserves.

Multistate Models: The Markov
Assumption
A unifying approach to actuarial problems concerning
a number of insurance covers within the area
of the insurances of the person (life insurance,
disability covers, Long-Term-Care products, etc.) can
be constructed thanks to the mathematics of Markov
stochastic processes, both in a time-continuous and
a time-discrete context (see Markov Chains and
Markov Processes). The resulting models are usually
called multistate models.
In this article we do not deal with mathematical
features of multistate models. To this purpose the
reader should refer to Life Insurance Mathematics
and [8]. A simple introduction will be provided, aiming at a more general approach to disability actuarial
problems. In particular, we will see how multistate
models can help in understanding premium calculation methods commonly used in actuarial practice
(further information about this topic can be found in
Disability Insurance, Numerical Methods).
As said in the section ‘Probabilities’, the evolution
of a risk can be described in terms of the presence
of the risk itself, at every point of time, in a certain
state belonging to a given set of states, or state space.
Formally, we denote the state space by S. We assume
that S is a finite set. Referring to a disability insurance
cover, the (simplest) state space is
S = {a, i, d}

The pair (S, T ) is called a multistate model. A
graphical representation of a multistate model is provided by a graph; see, for instance, Figures 1 to 3.
Note that a multistate model simply describes the
‘uncertainty’, that is, the ‘possibilities’ pertaining to
an insured risk. A probabilistic structure is needed in
order to express a numerical evaluation of the uncertainty.
Let us suppose that we are at policy issue, that
is, at time 0. The time unit is one year. Let S(t)
denote the random state occupied by the risk at
time t, t ≥ 0. Of course, S(0) is a given state; in
disability insurance, usually it is assumed S(0) =
a. The process {S(t); t ≥ 0} is a time-continuous
stochastic process, with values in the finite set S.
The variable t is often called seniority; it represents
the duration of the policy. When a single life is
concerned, whose age at policy issue is x, x + t
represents the attained age. Any possible realization
{s(t)} of the process {S(t)} is called a sample path;
thus, s(t) is a function of the nonnegative variable
t, with values in S. Conversely, in a time-discrete
context the variable t takes a finite number of values;
so, for instance, the stochastic process {S(t); t =
0, 1, . . .} is concerned. Note that this process has
been implicitly assumed in the preceding sections
while dealing with probabilities and actuarial values
for disability insurance.
A probabilistic structure must be assigned to the
stochastic process {S(t)}. First let us refer to the timediscrete context. Assume that, for all integer times t,
u, with u > t ≥ 0, and for each pair of states j , k,
the following property is satisfied
Pr{S(u) = k|S(t) = j ∧ H (t)}
= Pr{S(u) = k|S(t) = j }

(31)

where H (t) denotes any hypothesis about the path
{s(τ )} for τ < t. Thus, it is assumed that the conditional probability on the left-hand side of equation (31) depends only on the ‘most recent’ information {S(t) = j } and is independent of the path
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before t. The process {S(t); t = 0, 1, . . .} is then a
time-discrete Markov chain.
Let us go back to the transition probabilities
already defined. For example, consider the probability denoted by pyai , with y = x + t. According to the
notation we have now defined, we have
ai
px+t

= Pr{S(t + 1) = i|S(t) = a}

(32)

Moreover, referring to the (more general) probability
denoted by h pyai , we have
ai
h px+t

= Pr{S(t + h) = i|S(t) = a}

(33)

These equalities witness that the Markov assumption
is actually adopted when defining the usual probabilistic structure for disability insurance. It should be
stressed that, though an explicit and systematic use
of multistate Markov models dates back to the end
of the 1960s, the basic mathematics of what we now
call a Markov chain model were developed during the
eighteenth century and the first systematic approach
to disability actuarial problems, consistent with the
Markov assumption, dates back to the beginning of
the 1900s (see [8] for more information and an extensive list of references).
An appropriate definition of the state space S
allows us to express more general hypotheses of
dependence, still remaining in the context of Markov
chains. An important practical example is provided
by the splitting of the disability state i into a set of
states referring to various disability durations. The
resulting state space
S = {a, i (1) , i (2) , . . . , i (m) , d}

(represented by Figure 4) allows for disability duration effects on recovery and mortality of disabled
lives. Then, in discrete time, dependence on duration
becomes dependence on the current state.
Another interesting example is provided by the
multistate model represented in Figure 5. The meaning of the states is as follows:
a = active, no previous disability;
i = disabled, no previous disability;
a  = active, previously disabled;
i  = disabled, previously disabled;
d = dead.

a

a′

i

i′

d

Figure 5 A five-state model for disability annuity, with
active and disabled states split according to previous
disability

Thus, in this model the splitting is no longer
based on durations but on the occurrence of (one
or more) previous disability periods. The rationale
of splitting both the activity state and disability state
is the assumption of a higher risk of disablement, a
higher probability of death, and a lower probability of
recovery for an insured who has already experienced
disability. So, we can assume, for example,
 

pya i > pyai ;

 



 

qya a > qyaa ; pyia > pyi a

Note that also in this model various probabilities
do depend to some extent on the history of the insured
risk before time t, but an appropriate definition of
the state space S allows for this dependence in the
framework of a Markov model.
We now turn to a time-continuous context. While
in a time-discrete approach, the probabilistic structure
is assigned via one-year transition probabilities (e.g.
pyaa , pyai , etc.); in a time-continuous setting, it is
usual to resort to transition intensities (or forces or
instantaneous rates).
Let us use the following notation:
Pj k (t, u) = Pr{S(u) = k|S(t) = j }

(34)

The transition intensity µj k (t) is then defined as
follows:
Pj k (t, u)
(35)
µj k (t) = lim
u→t u − t
In the so-called transition intensity approach, it is
assumed that the transition intensities are assigned
for all pairs (j, k) such that the direct transition j →
k is possible. From the intensities, via differential
equations, probabilities Pj k (t, u) can be derived (at
least in principle, and in practice numerically) for all
states j and k in the state space S.
In the actuarial practice of disability insurance, the
intensities should be estimated from statistical data
concerning mortality, disability, and recovery. Note
that for an insurance product providing an annuity in
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the case of not necessarily permanent disability, the
following intensities are required:
µai (t), µia (t), µad (t), µid (t)
More complicated models can be constructed (possibly outside the Markov framework) in order to
represent a disability duration effect on recovery and
mortality. To this purpose, denoting by z the time
spent in disability in the current disability spell, transition intensities µia (t, z) and µid (t, z) should be
used, instead of µia (t) and µid (t). This structure
has been proposed by the CMIB (Continuous Mortality Investigation Bureau) in the United Kingdom,
to build up a multistate model for insurance covers
providing a disability annuity.

for disability insurance, can be found in Numerical
methods: disability insurance.
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Disability Insurance,
Numerical Methods
Practical Actuarial Approaches To
Disability Annuities
The implementation of a rigorous actuarial model for
Disability insurance requires a lot of statistical data.
In actuarial practice, available data may be scanty
(and this, in particular, happens where new insurance
products are concerned). It follows that simplified
calculation procedures are often used for pricing and
reserving.
Conversely, when statistical data are available
according to a given format, (approximate) calculation procedures are often chosen consistently with the
format itself. A classification of calculation methods
follows, based on the format of statistical data supporting pricing and reserving formulae. The terms
used in this article when referring to disability insurance products are defined in the article Disability
insurance.
1. Methods based on the probability of becoming disabled. The inception rate at age y is the frequency
with which active individuals become disabled in
the year of (exact) age y to y + 1. When inception
rates are provided by statistical experience, probabilities of becoming disabled can be estimated. A
number of actuarial models based on the probability
of becoming disabled, named inception-annuity models, are used in various countries, for example, in the
United States, Germany, Austria, and Switzerland.
The method applied in the US market (also known
as the continuance table method ) is also based on the
probabilities of a disabled person remaining in the
disability state for a certain length of time, that is, on
a ‘continuance table’. Conversely, the method used
in Germany, Austria, and Switzerland (also called the
method of decrement tables) is based on the disabled
mortality rates and the recovery rates, that is, on the
rates relating to the two causes of decrement from
the disability state.
2. Methods based on the probability of being disabled. Disability statistical data are often available as
prevalence rates. The (disability) prevalence rate at
age y is defined as the number of disabled individuals
aged y, (i.e. between exact ages y and y + 1) divided

by the number of individuals aged y. Prevalence rates
lead to the estimation of the probabilities of being
disabled at various ages. Assumptions regarding the
policy duration effect on the probability of being disabled are required, as the prevalence rates do not
allow for duration effects. An actuarial method based
on the probability of being disabled is used, for example, in Norway.
The inception-annuity method allows for various policy conditions and is more flexible than
prevalence-based methods. However, when only prevalence rates are available, the derivation of inception rates from prevalence rates requires assumptions
about the mortality of active lives and disabled lives
(anyhow required for calculating actuarial values of
disability annuities) and there could be no experience
data to support these assumptions. In these cases,
prevalence-based methods can represent a practicable
approach.
3. Methods based on the expected time spent in disability. The ‘disability rate’ or ‘(central) sickness
rate’, at age y is defined as the average time spent
in disability between (exact) ages y and y + 1 to
the average time lived between ages y and y + 1.
This rate can be classified as the persistency rate.
Sickness rates lead to the estimation of the expected
time spent in disability at various ages. Statistical
data arranged in the format of sickness rates underpin
the so-called ‘Manchester Unity’ model (or ‘Friendly
Society’ model), which had been traditionally used in
the United Kingdom, until the publication of new statistical data by the Continuous Mortality Investigation
(CMI) Bureau in 1991.
4. Methods implementing multistate modeling. Multistate modeling provides a mathematically rigorous
and sound framework for analyzing insurances of
the person and, in particular, disability insurance
products (see Life Insurance Mathematics; Disability Insurance and [7]). Multistate models can
be defined both in a time-continuous and a timediscrete context and offer a powerful tool for interpreting (and criticizing) various practical calculation methods (see [7]). Moreover, some calculation
methods used in actuarial practice directly derive
from multistate modeling. Interesting examples in
the context of time-continuous implementations are
provided by the Danish model and the method proposed by the CMI Bureau in the United Kingdom. In
a time-discrete context, the Dutch model shows the
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possibility, remaining within a Markov framework,
of allowing for disability duration effects on recovery and mortality of disabled people (see Disability
Insurance).
Some practical calculation methods, belonging to
the categories mentioned above, are described in the
following sections. For brevity, we focus only on
actuarial values leading to single premiums.

Inception-annuity Models
Formulae in this section can be compared with formula (29) in Disability insurance. Some differences
obviously depend on the assumed policy conditions
as well as on simplifications and approximations,
commonly adopted in actuarial practice. The reader
should also refer to Disability insurance for some
notational aspects.
Let us start with some formulae used in the United
States. Assume that policy conditions are as follows:
–
–
–

–

Insured period: n years.
Deferred period (from disability inception): s
s
years.
months, that is, 12
Maximum benefit period: ξ − x, where x is the
age at policy entry and ξ denotes some fixed age
(e.g. the retirement age).
The disability annuity is paid on a monthly basis.
Let a ai

x:n|ξ,

denote the actuarial value of the

s

12

disability benefits (i.e. the single premium according
to the equivalence principle (see Life Insurance
Mathematics)) and assume
=
a ai 
s
x:nξ,
12
× ä

(12)i
x+h+

n−1


1

s

v h+ 2 + 12 h pxaa wx+h

h=0



1
s
1 s
+ :ξ −x−h− −
2
12
2 12



ii

s p
1
12
x+h+
2

(1)

where v is the annual discount factor (see Present
Values and Accumulations) and ä (12)i denotes the
actuarial value of a disability annuity paid in advance
on a monthly basis. Some comments can help in
understanding formula (1). First, note that x + h + 12
relates to the age at disablement, while x + h +
1
s
+ 12
represents the age at which the deferment
2
ends and then the annuity commences. The term
aa
is the probability of an active person aged
h px

x being active at age x + h, whereas wx+h is the
probability of becoming disabled between ages x +
h and x + h + 1. Assuming a uniform distribution
of the disablement time within the year, the term
ii
s p
1 represents the probability of remaining
12

[x+h+ ]
2

12

[x+h+ ]
2

disabled from disability inception (at age x + h +
1
) to the end of the deferment period. Note that
2
the probability of remaining disabled and hence the
actuarial value of the disability annuity are assumed
to be inception-select, as indicated by the arguments
in square brackets.
In order to achieve simpler implementations, formula (1) can be modified in several ways. For brevity,
we only describe three simplifications adopted in
actuarial practice. First, the transition into the disability state is assumed to occur only if the disabled
person survives till the end of the deferred period
of s months; if death occurs during the deferred
period, the transition out of the active state is directly
regarded as death. Hence, the survivorship term,
ii
s p
1 is deleted, as the survival is implicitly
considered in wx+h . The second simplification is to
use ordinary survival probabilities h px , instead of
probabilities of being active h pxaa (scarcely supported
by experience data). This has the effect of increasing the actuarial value of benefits. Finally, the third
approximation concerns the factor wx+h . The probability wy refers to a person aged y. Hence it should
be estimated by comparing the number of lives entering into the disability state between age y and y + 1
to the number of actives (exposed to risk) aged y. In
place of wy , we can use the quantity wy , which is
defined comparing the number of lives entering into
the disability state to the average number of actives
between age y and y + 1. The following relation:


(2)
wy = wy 1 − 12 qyaa
which can be approximately expressed as follows:
wy = wy 1 py

(3)

2

The resulting formula for single premium is as
follows:
=
a ai 
s
x:nξ,
12
× ä(12)i
x+h+

n−1

h=0



1

s

v h+ 2 + 12

h+


1 px wx+h
2

1 s
1
s
+ :ξ −x−h− −
2
12
2 12



(4)
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Now, let us briefly describe some calculation
methods used in Europe, based on the inceptionannuity model. Assume the following policy conditions:
–
–
–
–

Insured period: n years.
No deferred period.
Maximum benefit period: n years.
The disability annuity is paid on a yearly basis.

The single premium formula used in Germany is
as follows:
ai
ax:n

=

n−1


v

h+

1
2 h p aa
x

h=0


1 aa

1 − qx+h
wx+h
2


1 i
i
×
ä[x+h]:n−h + ä[x+h+1]:n−h−1
2

(5)

i
ä[x+h]:n−h

denotes the inception-select actuarwhere
ial value of an annuity payable in advance at policy
anniversaries until the insured reactivates or dies, and
for n years at most, that is:
i
ä[x+h]:n−h

=

n−h−1


v

k

ii
k p[x+h]

n−1


1

v h+ 2

h+

h=0

1

1 px wx+h gx+h
2
2

i
+ ä[x+h+1]:n−h−1

1

v h+ 2 h pxaa wx+h

h=0
i
+ ä[x+h+1]:m−h−1



1 i
ä
2 [x+h]:m−h
(7)



aa
Note that the factor 1 − 12 qx+h
(see formula (5)) is
omitted since probabilities of the type wx+h , instead

, are used.
of wx+h
In Switzerland, both total and partial disability are
usually covered. In case of partial disability, the disability benefits are scaled according to the degree of
disablement. Hence, a new factor gx+h (0 < gx+h ≤
1), reflecting the average degree of disability among
disabled people, aged x + h, must be introduced in

 i
ä[x+h]:n−h



(8)

Note the use of an ordinary mortality table, as witnessed by the presence of the probability
1 px ,
h+

instead of

aa
1 px .
h+
2

2

Methods Based on the Probability of Being
Disabled
In a time-discrete context, the actuarial value (at
policy issue) of a disability annuity, with a unitary
annual amount, payable at policy anniversaries up to
the end of the policy term n, is given by
n


v h h pxai

(9)

h=1

(6)


The meaning of the factor wx+h
 and the related pres1 aa
ence of the factor 1 − 2 qx+h have been explained
above. Note that a linear interpolation formula is used
to determine the actuarial value of a disability annuity
commencing between ages x + h and x + h + 1.
The single premium formula used in Austria,
assuming a maximum benefit period of m years, is
as follows:

ai
=
ax:n

ai
ax:n
=

ai
ax:n
=

k=0

n−1


the premium calculation. So, the single premium formula, assuming a maximum benefit period of n years
is as follows:

where h pxai denotes the probability that an active
insured aged x is disabled at age x + h (see Disability Insurance). Turning to a time-continuous context,
and hence assuming that a continuous annuity is paid
at an instantaneous unitary rate while the insured is
disabled, the actuarial value is given by
a ai
x:n =

n
0

v t t pxai dt

(10)

Let j(x)+t denote the probability that an individual
is disabled at age x + t given that he/she was healthy
at age x (i.e. at policy issue) and that he/she is alive
at age x + t. Note that j(x)+t is a function of the
two variables x and t. Following the usual notation
(defined in Disability insurance), we have
ai
t px

= (t pxaa + t pxai )j(x)+t

(11)

whence
a ai
x:n =

n
0

v t (t pxaa + t pxai )j(x)+t dt

(12)

If we approximate the probability of an active individual aged x being alive at age x + t, that is,
aa
ai
t px + t px , by using a ‘simple’ survival probability
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(which does not allow for the state of the insured
at age x), we obtain the formula used in the so-called
‘Norwegian method’:

t px

a ai
x:n =

n

v t t px j(x)+t dt

(13)

0

which is clearly based on the probability of being
disabled.
Formula (13) can also be applied to disability
covers allowing for partial disability, in which the
amount paid by the insurer depends on the degree
of disability. For simplicity, let us assume that the
amounts paid are proportional to the degree of disability. Let gx,t denote the expected degree of disability for an individual who is disabled at age x + t,
being active at age x (0 < gx,t ≤ 1). The (exact)
actuarial value of the disability benefit can be easily
obtained by generalizing formula (10):
a ai
x:n

n

=

v
0

t

ai
t px gx,t

dt

(14)

depends on the attained age x + t. It follows that
for an insured aged x + t and disabled at that age,
any previous age is considered as a possible age
of inception of the current disability spell, whilst
only disabilities commencing after the entry age x
can really lead to the current disability spell (as the
insured is assumed to be active at policy issue). A
significant overestimate of probabilities fx+t might
occur when the relevant estimation is based on claims
from a ‘mature’ portfolio.
Further, we can approximate the actuarial value as
follows:
1
lx
=

n

v t lx+t fx+t dt
0
n
1 
lx h=1

1

lx+h−1+τ fx+h−1+τ v h−1+τ dτ
0
1

lx+h−1+τ fx+h−1+τ dτ

n
1
1 
h−
2
l

1v
lx h=1 x+h− 2

0
1

lx+h−1+τ dτ

Equating the integrands in (12) and (14), we have
j(x)+t = t pxai

gx,t
aa
ai
t px + t px

0

(17)

(15)
assuming

Hence, the function j(x)+t can be interpreted as the
insured’s expected degree of disability at age x +
t, given that he/she is active at age x and alive
at age x + t. Then, formula (13) still holds as an
approximation.

l

1
x+h−
2

1



lx+h−1+τ dτ

(18)

0

Let us define the function
1

ly+τ fy+τ dτ

Methods Based on the Expected Time
Spent in Disability
Let us consider formula (13) and replace j(x)+t with
fx+t , which represents the probability that an individual is disabled at age x + t, given that he/she is
alive at age x + t (disregarding the state at age x, i.e.
at policy issue). Let us assume the following approximation for the actuarial value:
a ai
x:n

n

=

1
v t px fx+t dt =
lx

n

t

0

t

v lx+t fx+t dt
0

(16)
where the terms ly (expected numbers of survivors at
age y) are drawn from an ordinary life table.
It is worth stressing that while in equation (13), the
probability j(x)+t is a function of the two variables
x and t, the probability fx+t used in (16) only

θy =

0

(19)

1

ly+τ dτ
0

which represents the ratio of the expected time spent
in disability between ages y and y + 1 to the expected
time lived between ages y and y + 1 (called, in UK
actuarial practice, central sickness rate). Using (19),
we obtain the following approximation formula:
a ai
x:n 

n
1
1 
h−
2 θx+h−1
l
1v
x+h−
lx h=1
2

(20)

Formula (20) has a central role in the so-called
‘Manchester Unity’ model (or ‘Friendly Society’
model), traditionally used in the United Kingdom
until the proposal of the CMI Bureau multistate
model (see the following section) in 1991. The use of
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this formula was justified by the availability of experience data in the format of central sickness rates, that
is, ratios of the average time spent in disability to the
average time lived in various age intervals.
Formulae useful in disability insurance practice
r/s
can be implemented through the probability fy that
an insured aged y is disabled, with the duration of disability between r and r + s. The corresponding sickr/s
ness rates, θy , can be defined as in equation (19).
When experience data are available in the format of
sickness rates for various durations, r and s, it is possible to define actuarial values of disability benefits
with various deferred periods and maximum benefit
periods.

Implementing Multistate Models
Some calculation methods used in actuarial practice
implement multistate models for pricing and reserving in relation with disability insurance products. For
a brief description of multistate modeling in the context of disability insurance, the reader should refer to
Disability insurance. Here, an implementation will
be addressed, mainly referring to the model proposed
by the CMI Bureau in the United Kingdom.
The model consists of three states, that is, a =
‘active’, i = ‘disabled’, d = ‘dead’, and four transitions, that is, ‘death of an active life’, ‘death of a
disabled life’, ‘disablement’ and ‘recovery’. Hence,
the model is represented by the graph of Figure 1.
The probabilistic structure is defined by the related
transition intensities, with the assumption that the
intensities of transition from the ‘active’ state depend
only on the attained age, while the intensities of
transition from the ‘disabled’ state (i.e. the claim termination intensities) are assumed to depend on the
attained age and the duration since the onset of disability. In any case, no account is taken of the past
disability story (e.g. the number of previous disability
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spells). Note that, because of the assumed (and realistic) dependence of the claim termination intensities
on the disability duration, the relevant probabilistic
model is semi-Markov.
Experience data concerning Income Protection
individual policies (and group policies as well) permit the estimation of intensities relating to claim
inception and claim termination. The process leading from crude data to actuarial values consists of
three steps. (a) First, a graduation of observed crude
data produces smoothed intensities relating to claim
inception and claim termination. Graduated values
for the mortality of active people are taken to be
those based on data sets for insured lives with similar characteristics. (b) Secondly, following the transition intensity approach, transition probabilities are
obtained from transition intensities via numerical
integration of simultaneous integro-differential equations. (c) Finally, when transition probabilities are
available, actuarial values relating to premiums and
reserves can be calculated.
A brief description of steps (b) and (c) follows,
and some examples concerning the calculation of
transition probabilities from transition intensities and
the calculation of actuarial values are discussed. The
presentation follows the report of the CMI Bureau
[4], which should be consulted for a full description
of the method.
For the transition intensities, the following notation is used here
ad
ia
id
µai
x+t , µx+t , µx+t,z , µx+t,z

where x + t denotes the current age and z the duration of the current disability spell. For an active
insured aged x, transition probabilities are denoted
as follows:
aa
t px
ai
t px
ad
t px

= probability of being active at age x + t;
= probability of being disabled at age x + t;
= probability of being dead at age x + t.

Further, let us define
a

= probability of being disabled at age x + t
with duration of disability less than or
equal to z, z ≤ t (trivially t,t pxai = t pxai ).

i

ai
z,t px

d

Let h denote the step size used in numerical
procedures for the calculation of probabilities from
1
. However, it can
intensities, for example, h = 100
be useful to link the choice of h to the time unit

Figure 1 A three-state model for (not necessarily permanent) disability annuity
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used to express deferred periods, durations, and so
on; if the unit is the week, appropriate choices are,
1
1
or h = 156
. Finally, let us define
for instance, h = 104
the following probability:
ai
t px (m)

depend on the age x + t for m ≥ m ; the value m
can be suggested by statistical evidence.
As a second example, consider the following
approximate recurrence relation:


1 
ad
 t pxaa − h t pxaa µai
x+t + µx+t
2
 ai

aa
+ t+h px µx+t+h + µad
x+t+h

1 
t pxai (m)µia 

+ h
1
2 m
h
x+t, m−

= probability of being disabled at age x +
t, with the duration of disability between
(m − 1)h and mh.

aa
t+h px

The following relations obviously hold:
ai
t px (m)

= mh,t pxai − (m−1)h,t pxai


(21)

2



t/ h

ai
t px

=

ai
t px (m)

(22)

+ t+h pxai (m)µia

m=1

Turning to the problem of finding transition probabilities from intensities, first consider, for m =
1, 2, . . . , the following approximate relation:

1
ai
ai
 ai
t+h px (m + 1)  t px (m) − h t px (m)
2




× µia 


 + µid 

1
h
x+t, m−
2

× µia



x+t+h, m+

  + t+h pxai (m + 1)

1
h
x+t, m−
2

 + µid

1
h
2



x+t+h, m−



x+t+h, m+


 

1
h
2

(23)

Formula (23) can be derived as an approximate
formula from a differential equation linking transition
probabilities to transition intensities. The derivation is
not a trivial matter, so we only present an interpretation of this formula. Moving from probability t pxai (m)
to t+h pxai (m + 1) means moving the future attained
age from x + t to x + t + h and the duration from t
to t + h. A person who will be disabled at age x + t
will still be disabled at age x + t + h if the disability does not terminate, either by recovery or death
(assuming that, for a conveniently small h, recovery and subsequent disablement are impossible). The
probability of disability termination is actually given
by the second term on the right hand side of (23).
Assume now that x is given, for example, the
age at policy issue. Provided that we can calculate
ai
t px (m) for m = 1 and for each t, we can recursively
calculate t pxai (m) for each t and for m = 2, 3, . . ..
From a computational point of view, it is convenient
to assume that the claim termination intensities only

 

1
h
2

(24)

Interpretation of formula (24) is as follows. A
person will be active at age x + t if
–

–

he/she is active at age x and he/she does not
leave this state because of disablement or death,
the probability of this event being represented by
the second term on the right hand side of (24);
he/she is disabled at age x and he/she recovers,
the probability of this event being represented
by the third term on the right hand side of (24),
which allows for the duration of the disability
spell.

We now turn to some examples concerning the calculation of actuarial values of continuous annuities.
It is worth noting that continuous annuities approximate closely to annuities payable in strict proportion
to the duration of disability. In all cases, we refer
to an insured who is active at age x (e.g. at policy
issue) and assume that the annuity is payable for a
maximum of n years.
Let us consider a continuous annuity with an
instantaneous unitary rate, payable up to the end of
the policy term n while the insured is disabled. The
relevant actuarial value, a ai
x:n , is given by formula
(10) and can be approximately calculated using, for
example, the trapezium rule. Assuming a step h, the
approximation is as follows:
n

a ai
x:n

−1

h


1  jh

h v j h pxai + v (j +1)h (j +1)h pxai (25)
2
j =0

When the annuity is payable if and only if the
duration of disability is between r and r + s, the
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actuarial value is given by
ai(r/s)

a x:n

n

=

vt
0



ai
r+s,t px


− r,t pxai dt

(26)

Formula (26) is useful when policy conditions include a deferred period or a benefit amount varying
as the duration of disability increases. The relevant
approximation is as follows:
n

ai(r/s)
a x:n

−1

h


1  jh 

h v r+s,j h pxai − r,j h pxai
2
j =0

+v (j +1)h



ai
r+s,(j +1)h px

− r,(j +1)h pxai



(27)

The actuarial value of a continuous annuity payable at an instantaneous unitary rate while the insured
is active and for m years at most is given by
a aa
x:m =

m
0

v t t pxaa dt

(28)

Formula (28) can be useful for calculating periodic
level premiums, which are waived during disability spells. The relevant approximation based on the
trapezium rule is as follows:
a aa
x:m 

m
−1
h

j =0


1  jh
h v j h pxaa + v (j +1)h (j +1)h pxaa
2
(29)

Suggestions for Further Reading
The following references can be split into two categories. In the first category, we collect contributions mainly related to ‘local’ calculation methods.
The Inception/Annuity method adopted in the United
States is described in many textbooks; in particular, readers are referred to [2]. For information on
European implementations of the Inception/Annuity
method readers should consult [13]. The Danish
model is briefly described in [11]. The method used in
Norway (the so-called j -method) is described in particular in [12]. The Dutch model is discussed in [5].
The new CMI Bureau model, relating to actuarial
practice in the United Kingdom, is described in [4];
the reader should also consult [9, 14]. The traditional
British ‘Manchester Unity’ method is described in
several actuarial textbooks; see for example, [1]. A
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probabilistic critique of the quantities involved in
actuarial calculations according to this method is
presented in [6].
Actuarial models, and in particular, approximation
methods for evaluating disability lump sums are dealt
with in [3].
Turning to ‘country independent’ studies, we can
define a second category including papers and books
dealing with general aspects of actuarial models for
disability insurance. The reader interested in comparing different calculation techniques for insurance
policies providing disability annuities should consult
[8, 10]. A number of calculation methods for disability insurance covers (and related products, for
example, Dread Disease insurance and Long Term
Care products) are discussed in [7]; in this textbook,
the calculation methods used in various countries for
pricing and reserving are treated within the context
of multistate modeling.
Further references, mainly referring to the description of disability insurance products, can be found in
Disability insurance.
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ERMANNO PITACCO

Dodson, James
(1710–1757)
Born in 1710, Dodson worked as a private teacher,
accountant, and surveyor. Like de Moivre (1667–
1754) – who probably had been his tutor – he also
helped people with their actuarial calculations. In
1755, he became a tutor for mathematics and navigation at the Royal Mathematical School attached to
Christchurch Hospital. In the same year, he became a
Fellow of the Royal Society. He, however, died soon
afterwards on November 23, 1757. For recollections
about Dodson from his grandson Augustus de Morgan
(1806–1871), see [3].
From all life assurance (see Life Insurance) companies started in the early eighteenth century in
England, only the Amicable Society for Perpetual
Assurance Office of 1705 survived for some time.
As mentioned in [2], the Amicable was limited to
2000 members between the age of 12 and 45 and
in good health and with a guaranteed amount paid
at death. When Dodson wanted to join the Amicable
in 1755, he was already too old. In [1], he started
to calculate level premiums on an insured capital in

terms of the age of the insured at the time of signing
(see Life Insurance). In this fashion, he showed how
premiums and reserves could be set up for permanent
insurance. His calculations have formed the basis for
considering the creation of a life assurance society,
which only materialized on September 7, 1762 with
the formation of the Society for Equitable Assurances
on Lives and Survivorships.
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JOZEF L. TEUGELS

Dynamic Financial
Modeling of an Insurance
Enterprise
Introduction
A dynamic financial insurance model is an integrated
model of the assets and liabilities of an insurer. In the
United Kingdom, these models may be called ‘model
offices’. Modeling the insurer as a whole entity differs from individual policy or portfolio approaches to
modeling in that it allows for interactions and correlations between portfolios, as well as incorporating
the effect on the organization of decisions and strategies, which depend on the performance of the insurer
as a whole. For example, profit distribution is most
sensibly determined after consideration of the results
from the different insurance portfolios that comprise
the company, rather than at the individual portfolio
level. The insurance enterprise model takes a holistic
approach to asset–liability modeling, enabling synergies such as economies of scale, and whole insurer
operations to be incorporated in the modeling process.

A Brief History
In the early 1980s, actuaries were beginning to branch
out from the traditional commuted values approach to
actuarial analysis. Increasingly, computers were used
to supplement the actuarial valuation with cash flow
projections for liability portfolios (see Valuation of
Life Insurance Liabilities). In a cash-flow projection, the premium income and benefit and expense
outgo for a contract are projected, generally using
deterministic, ‘best estimate’ assumptions for the projection scenarios. In the United Kingdom cash flow
testing became an industry standard method for premium rating for some types of individual contracts,
including unit-linked products. (Unit-linked policies
are equity-linked contracts similar to variable annuities in the USA.) A natural development of the cash
flow–testing model for individual contracts was to
use cash-flow testing for whole portfolios, and then
to create an overall model for an insurance company
by combining the results for the individual portfolios.
In 1982, the Faculty of Actuaries of Scotland
commissioned a working party to consider the nature

and assessment of the solvency of life insurance
companies. Their report [14], describes a simple
model office with two different contract types (participating endowment insurance (see Participating
Business) and nonparticipating term insurance) (see
Life Insurance). A stochastic model of investment
returns (see Stochastic Investment Models) was
used in conjunction with the liability model to attempt
to quantify the probability of ruin (see Ruin Theory)
for the simplified life insurer. This was the first application of the full Wilkie model of investment [16,
17]. Moreover, the working party proposed a method
of using their model office to determine a solvency
capital requirement for a given solvency standard.
At around the same time, the actuarial profession
in Finland was introducing a model office approach
to regulation for non-life (property–casualty) offices
(see Non-life Insurance), following the pioneering work of the Finnish Solvency Working Party,
described in [11].
The novelty of the Faculty of Actuaries Solvency
Working Party and the Finnish studies lay both in
the use of stochastic simulation, which had not
been heavily used by actuaries previously, and in the
whole-enterprise approach to modeling the liabilities.
This approach was particularly relevant in the
United Kingdom, where equities have traditionally
been used extensively in the investment of policyholder funds. In the 1980s and 1990s, equities might
have represented around 65 to 85% of the assets of
a UK life insurer. Returns on equities are highly
variable, and some recognition of this risk in solvency assessment is imperative. On the liability side,
the distribution of profits for participating business
is effected in the United Kingdom and some other
countries partly through reversionary bonus, which
increases the guaranteed sum insured over the term
of the contract. The Faculty of Actuaries Solvency
Working Party study explored the potential mismatch
of liabilities and assets, and the capital required to
‘manage’ this mismatch, through a simple, stochastic
model office.
As a separate but related development, in the
early 1990s, regulators in Canada began to discuss
requiring the regular dynamic financial analysis of
insurance company operations on a whole company
basis – that is, through a model office approach.
Dynamic financial analysis (DFA) involves projecting the cash flows of an insurance operation
through a number of scenarios. These scenarios might
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include varying assumptions for asset returns and
interest rates (see Interest-rate Modeling), mortality
(see Mortality Laws), surrenders (see Surrenders
and Alterations) and other valuation assumptions.
Although the initial impetus for DFA was to assess
and manage solvency capital, it became clear very
quickly that the model office approach provided a
rich source of information for more general strategic
management of insurance. The advantages of DFA in
risk management were appreciated rapidly by actuaries in other countries, and a regular DFA is now
very common practice in most major insurance companies as part of the risk management function. The
initial implementation of DFA used deterministic, not
stochastic, scenarios. More recently, it has become
common at least in North America for DFA to incorporate some stochastic scenario analysis.

Designing a Model Insurer
The design features of a model insurer depend on the
objectives for the modeling exercise.
The key design points for any model office are
1. deterministic or stochastic projection;
2. determination of ‘model points’;
3. integration of results from subportfolios at each
appropriate time unit;
4. design of algorithms for dynamic strategies;
5. run-off or going-concern projection.
Each of these is discussed in more detail in this
section. For a more detailed examination of the design
of life insurance models, see [7].

Deterministic or Stochastic Scenario Generation
Using the deterministic approach requires the actuary
to specify some scenarios to be used for projecting
the model insurer’s assets and liabilities. Often, the
actuary will select a number of adverse scenarios to
assess the insurer’s vulnerability to various risks. This
is referred to as ‘stress testing’. The actuary may also
test the effect on assets and liabilities of the introduction of a new product, or perhaps a new strategy
for asset allocation or bonus distribution (see Participating Business), for some central scenario for
investment returns. Some deterministic scenarios are
mandated by regulators (see Insurance Regulation

and Supervision). For example, the ‘New York 7’ is
a set of deterministic interest-rate scenarios required
for cash flow testing for certain portfolios in the
United States.
There are some problems with the deterministic
approach. First, the selection of scenarios by the actuary will be subjective, with recent experience often
given very heavy weight in deciding what constitutes a likely or unlikely scenario. When actuaries
in the United Kingdom in the 1980s were estimating the cost of the long-term interest-rate guarantees
implicit in guaranteed annuity options (see Options
and Guarantees in Life Insurance), the possibility that interest rates might fall below 6% per year
was considered by many to be impossible and was
not included in the adverse scenarios of most insurers. In fact, interest rates just 15 years earlier were
lower, but the actuaries selecting the possible range of
long-term interest rates were influenced by the very
high interest rates experienced in the previous 5 to
10 years. As it turned out, interest rates 15 years later
were indeed once again below 6%.
Another problem with stress testing is that selecting adverse scenarios requires prior knowledge of the
factors to which the enterprise is vulnerable – in other
words, what constitutes ‘adverse’. This is generally
determined more by intuition than by science.
Because no probability is attached to any of the
scenarios, quantitative interpretation of the results
of deterministic testing is difficult. If the actuary
runs 10 deterministic scenarios under a stress-testing
exercise, and the projected assets exceed the projected
liabilities in 9, it is not clear what this means. It
certainly does not indicate an estimated 10% ruin
probability, since not all the tests are equally likely;
nor will they be independent, in general.
Using stochastic simulation of scenarios, a stochastic model is selected for generating the relevant
investment factors, along with any other variables
that are considered relevant. The parameters of the
model are determined from the historical data using
statistical techniques. The model is used to generate a
large number of possible future scenarios – perhaps
1000. No attempt is made to select individual scenarios from the set, or to determine in advance the
‘adverse’ scenarios. Each scenario is assumed to be
equally likely and each is independent of the others. This means that, for example, if an actuary runs
10 000 simulations, and the projected assets exceed
the projected liabilities in only 9000, then a ruin
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probability of around 10% would be a reasonable
inference. Also, using standard statistical methodology, the uncertainty of the estimate arising from
sampling error can be quantified.
One of the models in common use in the United
Kingdom and elsewhere for generating investment
scenarios is the Wilkie model, described in [16, 17].
This describes interrelated annual processes for price
inflation, interest rates, and equity prices and dividends.
In principle, a model insurer may be designed to
be used with both stochastic scenarios and deterministic scenarios. The basic structure and operations
are unaffected by the scenario-generation process. In
practice, however, using stochastic simulation will
obviously not be feasible with a model, which is
so complex that each scenario takes many hours of
computer time. The choice of whether to take a deterministic or a stochastic approach is therefore closely
connected with the determination of model points,
which is discussed next.

Determination of Model Points
A model point can be thought of as a collection of
similar policies, which is treated as a single ‘policy’
by the model office. Using a large number of model
points means that policies are grouped together at a
detailed level, or even projected individually (this is
called the seriatim approach). Using a small number of model points means that policies are grouped
together at a high level, so that a few model points
may broadly represent the entire liability portfolio.
For example, term insurance and endowment insurance contracts may be collected together by term to
maturity, in very broad age bands. Each group of
contracts would then be treated as a single policy for
the aggregate sum insured, using some measure of
mortality averaged over the age group.
However powerful the computer, in designing a
model life insurer there is always a trade-off between
the inner complexity of the model, of which the number of model points is a measure, and the time taken
to generate projection results. In practice, the number and determination of model points used depends
to some extent on the objective of the modeling
exercise.
Broadly, model offices fall into one of the following two categories. The first is a detailed model
for which every scenario might take many hours of
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computer time. The second is a more broad-brush
approach, in which each scenario is sufficiently fast
so that many scenarios can be tested. The first type
we have called the revenue account projection model,
the second we have called the stochastic model, as
it is usually designed to be used with stochastic
simulation.
Type 1: Revenue Account Projection Model Office.
Models built to project the revenue account tend to
be highly detailed, with a large number of liability
model points and a large number of operations. Using
a large number of model points, gives a more accurate
projection of the liability cash flows.
The large number of model points and transactions means that these model offices take a long
time to complete a single projection. The revenue
account model office is therefore generally used with
a small number of deterministic scenarios; this may
be referred to as stress testing the enterprise, as the
model allows a few adverse scenarios to be tested to
assess major sources of systematic risk to the revenue account. Generally, this type of model is used
for shorter-term projections, as the uncertainty in the
projection assumptions in the longer term outweigh
the detailed accuracy in the model.
Type 2: Stochastic Model Office. Models built
to be used predominantly with randomly generated
scenarios tend to be less detailed than the revenue
account projection models. These are often used to
explore solvency risks, and may be used for longer
projection periods. Fewer model points and fewer
operations means that each projection is less detailed
and may therefore be less accurate, particularly on the
liability side. However, the advantage of using a less
detailed model is that each projection is very much
faster, allowing more scenarios and longer projection
periods to be considered. In particular, it is possible
to use stochastic simulation for assets and liabilities.
Provided suitable stochastic models are used, the
variation in the stochastic projections will give a more
accurate picture of the possible range of results than
a deterministic, detailed, type-1 model office.
For running a small number of detailed, individually accurate, shorter-term projections, a revenue
account projection model is preferable. To investigate
the possible range or outcomes, the stochastic office is
required; each projection will be less detailed and less
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accurate than the revenue account projection model,
but the larger number of scenarios, and the objective
generation of those scenarios using stochastic simulation, will give quantitative, distributional information,
which cannot be ascertained through the stress-testing
approach.
The increasing power of computers is beginning
to make the distinction between the two model types
less clear, and as it becomes feasible to run several
hundred scenarios on a revenue account projection
model, it is becoming more common for insurers
to use the same model for stress testing and for
stochastic simulation. In a survey of risk management
practice by Canadian insurers [3], it is reported that
all of the large insurers used both deterministic and
stochastic scenarios with their insurance models for
asset–liability management purposes. However, few
insurers used more than 500 scenarios, and the computer run time averaged several days. In most cases,
a larger, more detailed model is being used for both
deterministic and stochastic projections.

Integration of Results from Subportfolios at each
Appropriate Time Unit
The major advantage of modeling the office as a
single enterprise is that this allows for the interaction
between the individual liability portfolios; operations
can be applied in the model at an enterprise level.
For example, in the United Kingdom, the regulator
requires the insurer to demonstrate resilience to a
simultaneous jump in stock prices and interest rates.
The insurer must show sufficient surplus to withstand
this shock. The test is applied at an enterprise level;
the test does not need to be applied separately to each
liability portfolio. There are also interactions between
the individual liability portfolios; for example, the
projected profit from nonparticipating business may
be used to support other liabilities.
In order for the model to allow this type of enterprise operation, it is necessary to project the enterprise, as a whole, for each time unit. It will not work,
for example, if each liability portfolio is modeled separately over the projection period in turn. This means
that the model office should provide different results
to the aggregated results of individual liability portfolio cash flow projections, as these cannot suitably
model the portfolio synergies and whole-enterprise
transactions.
In practice this entails, in each time period, calculating the individual portfolio transactions, then

combining the individual portfolio cash flows to
determine the whole insurer cash flows. Dynamic
strategies operating at the whole insurer level would
then be applied, to determine, for example, asset allocation, tax and expenses, and dividend and bonus
declarations. It may then be necessary to return to the
portfolio level to adjust the cash flows at the portfolio
level, and indeed several iterations from portfolio to
whole insurer may be necessary.

Design of Dynamic Decision Strategies
A model is said to be ‘dynamic’ if it incorporates
internal feedback mechanisms, whereby the model
operations in some projection period depend, to some
extent, on the results from earlier projection periods.
For example, a model for new business in some time
period may be dependent on the projected solvency
position at the end of the previous time period.
Dynamic strategies represent the natural mechanisms controlling the insurer in real life. Without
them the model may tend to some unreasonable state;
for example, a rigid mechanism for distributing surplus may lead to unrealistically high levels of retained
surplus, or may deal unrealistically with solvency
management when assets are projected to perform
poorly relative to liabilities. The determination of an
algorithm for the determination of how much projected surplus is to be distributed may be important
in maintaining the surplus ratio at realistic levels.
It is often important to use a dynamic valuation
basis in the model. This is particularly relevant in
jurisdictions where an active or semiactive approach
to valuation assumptions is used; that is, the valuation
assumptions change with the asset and liability performance, to some extent. This is true in the United
Kingdom, where the minimum valuation interest rate
is determined in relation to the return on assets over
the previous valuation period. This is semiactive, in
that the assumptions are not necessarily changed each
year, but must be changed when the minimum is
breached. In the United States, the approach to the
valuation basis is more passive, but the risk-based
capital calculations would reflect the recent experience to some extent.
A model that includes an allowance for new business could adopt a dynamic strategy, under which
new business would depend on the asset performance
over previous time periods.
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Lapses are known to be dependent to some extent
on economic circumstances, and so may be modeled dynamically. Also, for equity-linked insurance
with maturity guarantees, we may assume that lapses
follow a different pattern when the guarantee is inthe-money (that is, the policyholder’s funds are worth
less than the guarantee) to when the guarantee is outof-the-money.
Asset allocation may be strongly dependent on the
solvency position of the office, which may require a
dynamic algorithm. This would certainly be necessary
in modeling UK insurers, for whom, traditionally, a
large proportion of funds are invested in equity and
property when the solvency situation is satisfactory.
When the asset to liability ratio gets near to one,
however, there is substantial motivation to move into
fixed-interest instruments (because of the valuation
regulations). A dynamic algorithm would determine
how and when assets are moved between stocks and
bonds.

Run-off or Going-concern
In the model office, the assets and liabilities are projected for some period. An issue (related to the model
points question) is whether the liabilities will include
new business written during the projection period, or
whether instead, the scenarios only consider the runoff of business currently in force. Which assumption
is appropriate depends on the purpose of the projection, and also to some extent on the length of the
projection period.
It may be reasonable to ignore new business in solvency projection, since the pertinent issue is whether
the current assets will meet the current liabilities
under the scenarios explored. However, if new business strain is expected to have a substantive effect on
solvency, then some new business should be incorporated.
The difficulty with a going-concern approach is in
formulating a reasonable model for both determining the assumed future premium rates and projecting
future premium volume. This is particularly difficult
for long-term projections. For example, in projecting a with-profits life insurer, the volume of business
written should depend on bonus history and premium loadings. Premium loadings should have some
dynamic relationship with the projected solvency
position. These are hard enough to model. Complicating the issue is the fact that, in practice, the behavior
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of competitors and regulators (where premiums must
be approved) will also play a very important role
in the volume of new business, so a realistic model
must incorporate whole market effects. Although this
is possible, and is certainly incorporated in most revenue account type models, it should be understood
that this is often a source of very great model and
parameter uncertainty.
A middle approach may be useful for some applications, in which new business is assumed to continue
for the early part of the projection period, after which
the business reverts to run-off. This has the benefit
that the short-term effects of new business strain can
be seen, and the short-term prospects for new business volume and premium rates may be estimated
with rather less uncertainty than in the longer term.
This approach is used in, for example, [1, 4].

Solvency Assessment and Management
Assessing the solvency risk was one of the earliest
motivations for the construction of model life and
non-life insurers. Computers allowed exploration of
the complex modeling required for any insight into
solvency assessment, quickly overtaking the analytical approach that involved great simplification and
tended to ignore important characteristics and correlations. Ruin theory, for example, is an analytical
method that has been applied for many years to nonlife insurers, but the classical model ignores, for
example, expenses, interest, delays in claim settlements, heterogeneous portfolios, varying premiums,
and inflation. All these factors can be readily incorporated into a computer-based model of a non-life
insurer.

Life Insurance
In life insurance, the model office approach to stochastic solvency assessment and capital management
was pioneered by the Faculty of Actuaries Solvency
Working Party [14]. This working party was established in 1980 to investigate the criteria by which
the solvency of life insurers should be assessed.
Their conclusion was that solvency is a matter of
probability, and that the measurement of solvency
therefore required quantifying the solvency probability for a given time horizon. As a result of the
complexity of the insurance process, stochastic simulation was the method proposed by the working
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party for measuring the solvency probability. This
was a major step for actuaries, for whom solvency
had been considered a binary issue, not a probabilistic one.
A number of papers followed, which developed
more fully the idea of stochastic simulation of model
life insurers for solvency assessment. In Finland,
Pentikäinen and Pesonen, in [10], were also exploring
the issue, but the imperative was arguably much
greater in the United Kingdom where the exposure of
life insurers to equities was traditionally much higher
than in other developed markets. Further exploration
of different aspects of the stochastic simulation model
insurer approach to solvency assessment can be found
in [4–6, 12].
All of these works are concerned predominantly
with investment risk. Investment returns, inflation,
and interest rates are stochastically simulated. The
Wilkie model is a popular choice for this, particularly in the United Kingdom, although several others
have been proposed and many firms have tailored
their own proprietary models. On the other hand, for a
traditional with-profits insurer, mortality is generally
modeled deterministically. It is easily demonstrated
that the risk from mortality variation is very small
compared to the investment risk. This is because for
a substantial portfolio of independent lives, diversification reduces the relative mortality risk substantially.
Also, an office that combines, say, annuity and insurance products is hedged against mortality risk to
some extent. On the other hand, the investment risk
tends to affect the whole portfolio and cannot be
diversified away. A stochastic approach to mortality would be more critical for a smaller portfolio
of high sum-at-risk policies, such as a reinsurer (see
Reinsurance) might write. The extension of scenarios (stochastic or deterministic) to incorporate other
risks, such as pricing or operational risk, is becoming increasingly common in the application of insurer
models.
The fundamental relationships for the asset shares
of a stochastic life insurance model might be summarized as follows. For simplicity, we assume cash
flows at the start and end of each time unit, giving
the following process for asset shares. For a cohort
of policies grouped (for example) by age x, we have
the asset share process
(AS)x,t,j = ((AS)x−1,t−1,j + Px,t,j − Ex,t,j )(1 + It,j )
− Cx,t,j − (SV)x,t,j + Dx,t,j

(1)

where
•
•

•

•

•

•

(AS)x,t,j is the total asset share of the lives age
x at the end of the tth projection period for
insurance class j.
Px,t,j is the projected premium income from lives
age x in the tth projection period for insurance class j. For business in force at the start
of the projection, the premium per unit sum
insured will be fixed (for traditional products);
for new business or for variable premium business, the premium process might depend on the
solvency position and on the dividend payouts
in previous projection periods through a dynamic
mechanism.
Ex,t,j is the projected expenses in the tth projection period for insurance class j (including
an allocation of fixed expenses). The stochastic
inflation model would be used to project future
expense levels.
It,j is the rate of return earned on asset shares
for insurance class j. The rate depends on the
asset model, and on the allocation of assets to the
different investment classes. We generally assume
at least two classes, stocks and bonds. The asset
allocation must be a dynamic process, as it will
depend on the projected solvency position.
Cx,t,j is the projected claims cost for lives age x
in the tth projection period for insurance class j.
Claims may be modeled with deterministic frequency (as discussed above), but some models
incorporate stochastic severity, representing the
variation of sums insured in a traditional insurance portfolio. Sums insured for new business
will also have a stochastic element if policy
inflation is modeled separately; using the Wilkie
model, the simulated price inflation process may
be used for projecting sums insured for new
business.
(SV)x,t,j is the projected cost of surrenders paid
in respect of lives age x in the tth projection
period for insurance class j . Surrender payments,
if appropriate, may be calculated by reference to
the projected asset share, or may be related to
the liability valuation. The surrender frequency
is often modeled deterministically, but may also
be dynamic, related to the projected solvency
situation, or to projected payouts for participating
business, or to projected investment experience,
or some combination of these factors.
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Dx,t,j is the contribution from other sources,
for example, portfolios of participating insurance
may have a right to a share of profits from nonparticipating business. For participating business
with cash dividends, D would be negative and
represents a decrement from the portfolio asset
shares.

appropriate valuation calculation produces a liability
of Lx,t,j for the lives age x, insurance class j in the
tth projection year, with an overall liability of

The total office assets are projected similarly to the
asset shares, with

The projected surplus of the insurer is then projected
as At − Lt , and when this is negative the insurer is
projected to be insolvent. We generally work with the
asset to liability ratio; At /Lt .
In Figure 1 we show the projected asset–liability
ratio distribution for a UK-style model life insurer,
with two product types, nonparticipating term insurance and participating endowment insurance. All
policies are issued for 25 years to lives age 35
at issue; profits for participating business are distributed as a combination of reversionary and terminal bonuses, with a dynamic bonus algorithm that
depends on the relationship between the asset share
and the liabilities. Liabilities also follow UK practice,
being a semipassive net premium valuation, with valuation basis determined with regard to the projected
return on assets. Bonds, stock prices and dividends,
and price inflation are all modeled using the model
and parameters from [16]. The model insurer used is
described in detail in [4].

At = (At−1 + Pt − Et )(1 + It ) − Ct − (SV)t
− (DV)t ,

(2)

where Pt , Et , Ct , (SV)t are premiums, expenses,
claims, and surrender payments for the tth projection
year, summed over the ages x and insurance classes
j. It is the rate of return earned on assets as a
whole. (DV)t represents dividend payments out of the
insurer funds, including shareholder dividends and
cash bonus to participating policyholders.
Once the entrants and exits have been calculated,
it is necessary to calculate the liability for each insurance class. This will use an appropriate valuation
method. Where the valuation basis is active or semiactive (i.e. where the valuation basis changes to some
extent according to the experience) the liability valuation is clearly a dynamic process. Suppose that an

Lt =


j

Lx,t,j .
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Figure 1 shows 35 sample-simulated paths for the
asset–liability ratio; Figure 2 shows some quantiles
for the ratio at each annual valuation date from a
set of 1000 projections. The projection assumes new
business is written for five years from the start of the
projection.
The effect of incorporating dynamic elements in
the model is to avoid unrealistic long-term behavior – such as having an asset–liability ratio that
becomes very large or very small. This is demonstrated here. Although there are a few very high
values for the ratio, the strategy for distribution of
profits regulates the process. Similarly, at the low end,
the model incorporates strategies for managing a low
asset–liability ratio, which regulates the downside
variability in the asset–liability ratio. This includes
reducing payouts when the ratio is low, as well as
moving assets into bonds, which releases margins in
the liability valuation.
The model insurer used to produce the figures is
an example in which the number of model points is
small. There are only two different insurance classes,
each with 25 different cohorts. There is also substantial simplification in some calculations; in particular,
for the modeling of expenses. This allows a large
number of scenarios to be run relatively quickly.
However, the basic structure of the more detailed
model would be very similar.

Non-Life Insurance
The work of the Finnish Working Party on the solvency of non-life insurers is described in [11]. The
work is summarized in [9]. The basic structure is very
simply described in equation (2.1.1) of that paper, as
U (t + 1) = U (t) + B(t) + I (t) − X(t)
− E(t) − D(t),

(4)

where, for the time interval t to t + 1
U (t) denotes the surplus at t (that is, assets minus
liabilities);
B(t) denotes the premium income;
I (t) denotes the investment proceeds, including
changes in asset values;
X(t) represents claims paid plus the increase in the
outstanding claims liability;
E(t) represents the expenses incurred;
D(t) represents dividend or bonus payments from
the model insurer funds.
As for the life insurance model, this simple relationship belies the true complexity of the model, which
is contained in the more detailed descriptions of the
stochastic processes U, B, I, X, C, and D. These are
random, correlated, dynamic processes. The incurred
claims process may be simulated from a compound
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Poisson distribution (see Compound Distributions;
Discrete Parametric Distributions). The delay in
settling claims and the effect of inflation before payment must then be modeled conditional on the simulated incurred claims experience.
For example, let Xi k represent claims incurred in
year i from insurance class k. These may be generated
by stochastic simulation, or by deterministic scenario
selection. Since claims incurred in different insurance
classes in the same interval will be correlated, a joint
model of the variable Xi = (Xi 1 , Xi 2 , . . . , Xi m ) is
required. Now, we also need to model settlement
delay, so we need to determine for each class, the
proportion of the claims incurred in year i , which
is paid in year j ≥ i, for insurance class k (see
Reserving in Non-life Insurance). Denote this as
rij k , say. We may also separately model an inflation
index for each class, λj k . Both r and λ may be
deterministically or stochastically generated.
Assume that Xi is expressed in terms of monetary
units in year i, then the claims paid in respect of
insurance class k in year t can be calculated as
Xk (t) =



Xi k ritk

i≤t

λt k
.
λik

(5)

The insurer does not know the values of rij k and
λj,k before the payment year j. Some values must be
assumed to determine the insurer’s estimation of the
contribution of Xi k to the outstanding claims liability.
This would generally be done using a fixed set of
values for rij k , depending only perhaps on k − i and
k ; denote these values as r̂ij k and λ̂j k .
Let Lk (t + 1) represent the estimated outstanding
claims liability at the end of the tth year arising
from insurance class k, determined using the insurer’s
estimated values for the run-off pattern r and inflation
index λ is
Lk (t + 1) =

 
i≤t j ≥t+1

Xi k r̂ij k

λ̂j k
λ̂i k

.

(6)

If we consider integer time intervals, and assume that
premiums are paid at the start of each
time unit and
claims paid at the end, then L(t) = k Lk (t) also
represents the total liability at time t.
Now we are in a position to determine X(t) in
equation 1 above, as

X(t) =
(Xtk rttk ) + L(t + 1) − L(t). (7)
k
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This method of modeling the claims run-off process
is described in more detail in [2].
Modeled stochastically, the premium process B(t)
may contain a random element, and may also be partially determined dynamically through a control rule
that increases loadings if claims experience is adverse
(with a short lag). Premiums for different classes of
business should be correlated, and premiums would
be affected by the inflation process, which also feeds
through to the investment proceeds process, I (t).
Expenses may be modeled fairly simply for a stochastic model, or in much greater detail for a deterministic, revenue account projection model. The dividend
process D(t) would be used as a control mechanism,
being greater when the surplus is larger, less when the
surplus is smaller. It may be realistic to incorporate
some smoothing in the dividend process, if it is felt
that large changes in dividends between the different
time units would be unacceptable in practice.
In property and casualty insurance modeling, the
claims process is emphasized. This is appropriate
because insolvency is most commonly caused by
the liability side in short-term insurance – inadequate
premiums or adverse claims experience. The analyst
firm A M Best, looking at non-life insurer failure in
the United States between 1969 and 1998 found that
42% of the 683 insolvencies were caused primarily
by underwriting risks, and only 6% were caused by
overvalued assets. In contrast, life insurers are more
susceptible to investment risk.
Model office development for non-life business
has moved a long way, with a general acceptance
of the need for integrated stochastic models in the
United Kingdom and elsewhere. A range of more
sophisticated treatment has been developed into the
more broadly oriented Dynamic Financial Analysis
models. Since 1996, the Casualty Actuarial Society has operated an annual call for papers developing the methods and applications of dynamic financial insurance models for non-life insurers. In an
early contribution, Warthen and Sommer in [15] offer
some basic principles for dynamic financial models in non-life insurance, including a list of variables commonly generated stochastically. This list
includes asset returns and economic variables, claim
frequency and severity by line of business, loss payment, and reporting patterns, loss adjustment and
other expenses, catastrophe losses, premiums, and
business growth. In non-life insurance, the benefits
of stochastic simulation over deterministic projection
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were apparently fairly generally accepted from the
earliest models.

Model Output
Using deterministic projections, the output must be
interpreted qualitatively; that is, by indicating which
if any of the scenarios used caused any
problems.
Using stochastic simulation, interpreting and communicating the model output is more complex. The
amount of information available may be very large
and needs to be summarized for analysis. This can
be in graphical form, as in Figure 1. In addition, it
is useful to have some numerical measures that summarize the information from the stochastic simulation
output. A popular measure, particularly where solvency is an issue, is the probability of insolvency
indicated by the output. For example, suppose we
use N = 1000 scenarios, generated by Monte Carlo
simulation, and where each scenario is assumed to be
equally likely. If, say 35 of these scenarios generate
an asset–liability ratio that falls below 1.0 at some
point, then the estimated probability of ruin would
be p̂ = 0.035. The standard error for that estimate, is
estimated at

p̂(1 − p̂)
,
N
which, continuing the example, with p̂ = 0.035 and
N = 1000 gives a standard error of 0.0058.
Other measures are also commonly used to summarize the distribution of outcomes. The mean and
standard deviation of an output variable may be
given. Often, we are most interested in the worst outcomes. A risk measure is a mapping of a distribution
to a real number, where the number, to some degree,
represents the riskiness of the distribution. Common
risk measures in dynamic financial modeling applications are the quantile risk measure and the conditional
tail expectation or CTE risk measure. The quantile
risk measure uses a parameter α, where 0 < α < 1.
The quantile risk measure for a random loss X is
then Vα , where Vα is the smallest value satisfying the
inequality
Pr[X ≤ Vα ] ≥ α.

(8)

In other words, the α-quantile risk measure for a
loss distribution X is simply the α-quantile of the

distribution. It has a simple interpretation as the
amount that, with probability α, will not be exceeded
by the loss X.
The conditional tail expectation is related to the
quantile risk measure. For a parameter α, 0 < α < 1,
the CTEα is the average of the losses exceeding the
α-quantile risk measure. That is,
CTEα = E[X|X > Vα ].

(9)

Note that this definition needs adjustment if Vα falls
in a probability mass.
Both these measures are well suited for use with
stochastically simulated loss information. For example, given 1000 simulated net loss values, the 95%
quantile may be estimated by ordering the values
from smallest to largest, and taking the 950th (or
951st for a smoothed approach). The 95% CTE is
found by taking the average of the worst 5% of losses.
Both measures are simple to apply and understand.
Many actuaries apply a mean variance analysis
to the model output. That is, comparing strategies
that increase the mean income to the insurer by
considering the respective variances. A strategy with
a lower mean and higher variance can be discarded.
Strategies that are not discarded will form an efficient
frontier for the decision. In [15] other risk return
comparisons are suggested, including, for example,
pricing decisions versus market share.
One useful exercise may be to look in more detail
at the scenarios to which the insurer is most vulnerable. This may help identify defensive strategies.

Dynamic Financial Analysis
In both life and non-life insurance, the usefulness
of dynamic financial models for strategic purposes
became clear as soon as the software became widely
available. The models allow different risk management strategies to be explored, and assist with product
development and dividend policy. In many countries
now, it is common for major strategic decisions to be
tested on the model office before implementation.
In Canada, insurers are required by regulators to
carry out an annual dynamic financial analysis of their
business. In the United States, many insurers have
incorporated DFA as part of their standard risk management procedure. In the United Kingdom, Muir
and Chaplin [8] reported on a survey of risk management practice in insurance, which indicated that
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the use of model offices in risk assessment and management was essentially universal. Similar studies in
North America have shown that, in addition, stochastic simulation is widely used, though the number of
simulations is typically relatively small for assessing
solvency risk, with most insurers using fewer than
500 scenarios. Although the terminology has changed
since the earliest research, solvency issues remain at
the heart of dynamic financial modeling. One of the
primary objectives of insurance modeling identified
by the Risk Management Task Force of the Society of Actuaries is the determination of ‘Economic
Capital’, which is defined loosely as ‘. . .sufficient
surplus capital to meet negative cash flows at a
given risk tolerance level.’ This is clearly a solvency
management exercise. Rudolph, in [13] gives a list
of some of the uses to which insurance enterprise
modeling is currently being put, including embedded
value calculations, fair value calculations, sources of
earnings analysis, economic capital calculation, product design, mismatch analysis, and extreme scenario
planning (see Valuation of Life Insurance Liabilities).
Modern research in dynamic financial modeling
is moving into the quantification and management
of operational risk, and in the further development
of the modeling of correlations between the various
asset and liability processes of the insurer. As computational power continues to increase exponentially, it
is clear that increasingly sophisticated modeling will
become possible, and that the dilemma that companies still confront, of balancing model sophistication
with the desire for testing larger numbers of scenarios
will eventually disappear.
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Early Mortality Tables
Roman Mortality
The so-called Macer’s table (40 BC) goes back to
Roman Law in the shape of the Falcidian Law.
Ulpian’s table (AD 220) is attributable to Domitius
Ulpianus, an eminent jurist and praetorian prefect.
These are tables of factors, believed to be intended
to be approximate expectations of life.
The Falcidian Law (named after the Roman Tribune Falcidius) of 40 BC was to prevent individuals
giving more than 75% of their wealth as life annuities
to third parties. To implement this Law, the Roman
lawyers had to place a value on a life annuity and
they did this by multiplying the annuity per annum
by a factor, which may approximate to the expectation of life e(x). Theoretically, they should have used
a(x) at a particular rate of interest.
The American actuary, Mays, analyzed from age
25, a best-fit mortality table to Ulpian’s expectations
of life using Makeham Law of mortality [20]. Splicing estimates of mortality rates at ages below 25 (the
most critical assumptions are the mortality rates in the
first few years of life, namely, 1 q0 , 1 q1 , 1 q2 , 1 q3 , 1 q4 ,
and 1 q5 – these are estimated to be 35, 17, 10, 6, 4.0,
and 2.2%) and using a value of c equal to 1.10 (the
value of 1.14 used by Mays seems too high), complete expectations of life at all ages can be found, as
shown in Table 2.

Seventeenth Century Mortality
Mortality analysis in the seventeenth century is associated with the names of most of the celebrated
mathematicians of that century, namely, de Witt
(1625–1672), Hudde (1628–1704), Huygens (brothers Christiaan, 1629–1695, and Lodewijk), Halley (1656–1742). Even the great Sir Isaac Newton
(1643–1727) appears to have given his imprimatur to
a table for purchasing leases, effectively last survivor
annuity values on several lives.

Graunt Table (Experience 1629–36 and 1647–60,
Published 1662)
In 1662, John Graunt expressed mortality as a life
table, that is, a table of lx [9]. It was an abbreviated

life table; only the values of lx at ages 0, 6, 16, 26,
36, 46, 56, 66, 76 were given, but it was the first
step in the study of mortality [30] and it was based
crudely on actual data [25]. However, the value of
l6 (namely 64, given l0 = 100) was too high to be
realistic at the time and the shape was not realistic.
Plague was by far the most common cause of death
around that time. It had wiped out 25 million people
during the epidemic (known as the Black Death) in
the fourteenth century. The Great Plague of London
in 1664–1665 (after the period to which Graunt’s
Table refers) resulted in more than 70 000 deaths in
a population estimated at 460 000 and caused Isaac
Newton to retreat to his home in Woolsthorpe. During
the latter part of the century, the plague disappeared
from Europe.
However, using the Graunt Table, Lodewijk Huygens (the brother of Christiaan, famous for his wave
theory of light) showed [17], for the first time, in
1669, how to calculate a (complete) expectation of
life, but these values are not reproduced in the tables
owing to (a) the misleading shape of Graunt’s Table
and (b) their lack of influence on actuarial science
(not being published until 1897).

de Witt/Hudde Probability/Chances of Dying
(Published 1671)
Cardano (1501–1576) did early work on games
of chance as did Christiaan Huygens and Pascal
(1623–1662), in a letter to Fermat (1601–1665), laid
the foundations of probability by his assessment of
the probability of an event happening as the ratio
of the number of events for its happening to the
total number of events for its happening and not
happening. With the help of this analysis, Johan
de Witt, the mathematically gifted Prime Minister
for Holland (who had been a pupil of Descartes
(1596–1650)) and one of the greatest statesman of
the seventeenth century, gave the value of an annuity
dependent on human life, based on the mortality
experience in the years 1568–1590 of annuitants
as analyzed by Hudde [29]. The effective formula
used by de Witt (although he did not express
the underlying probabilities of dying in the form
of a mortality table) was correct, namely, ax =

s=ω
s=1 ( dx+s /lx )as but de Witt made an inadvertent
error (which he would surely have corrected if it
had been pointed out to him) in his assumption of
the pattern of deaths. He used, by a technical slip,
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a fraction of 2/3 of deaths at ages 3–52 (assumed
to be 1 per half-year) to derive the deaths at ages
53–62 whereas, in line with the statements he made
regarding the increase of mortality, he should have
used the inverse fraction 3/2 (i.e. 1.5 deaths per
half-year) and so on. The fact that Hudde gave his
written opinion that de Witt’s work was ‘perfectly
discovered’ makes the error all the more interesting.
It is suggested that Hudde was too busy at the
time to thoroughly check de Witt’s work. De Witt

incorrectly calculated a3(2) at 4% interest as 16.00,
whereas the corrected value, on his assumptions,
should have been 18.90. An annuity value was not
calculated at any other age. As the government
continued to issue annuities on terms that were far too
favorable to the individual, his report was apparently
suppressed (sought after by Leibniz but without
success apparently for the reason that it had been
suppressed) and remained unknown to the actuarial
world for some 180 years until rediscovered by the
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actuary, Frederick Hendriks, [14, 15] in the State
Archives in the Hague. The underlying pattern of
mortality (corrected as above) can be expressed as
a mortality table.

Breslau Mortality Table (Experience 1687–1691,
Published 1693)
Statistics of the deaths in the City of Breslau between
1687 and 1691 were sent by Leibniz to Halley the
celebrated astronomer (of comet fame), as Secretary
of the Royal Society of London. Halley expressed
mortality in the form of a table with a value at each
age (Lx−1 in modern notation) from birth onwards
(when Halley refers to ‘curt’ age he is referring
to age next birthday – not curtate as used today
where it means age last birthday). The table [10–12,
16] was constructed using the numbers of deaths at
each age (by adding backwards assuming a stationary
population, which Halley realized was the best he
could do but was not totally realistic). He calculated
correctly the resulting value of an annuity (at 6%
interest) at various ages and published his results.
As de Witt’s Report had not been circulated with
the exception of a few persons in Holland, and was
unknown to Halley, this represents the first time
the calculation of an annuity on human life had
been widely circulated. However,
the formula used

s
v
(l
by Halley, namely ax = s=ω
x+s /lx ) is, to a
s=1
modern view, inferior to De Witt’s formula, as it
does not enable the standard deviation, and any higher
moment, of an annuity to be immediately calculated.
Halley went on to show how to calculate different
types of annuity contingent on two or three lives, so
his work represents something of a ‘tour de force’.
The Breslau Table, as used by Rev. Wallace and
Rev. Webster (the mathematician Colin Maclaurin,
FRS, acting as consultant), played a significant role
in the founding of one of the first pension funds,
in 1743, established on actuarial principles using
emerging cost estimates (The Scottish Ministers’
Widows’ Pension Fund).

Eighteenth Century Mortality Tables
Mortality in the eighteenth century is associated with
the names of de Moivre (1667–1764), Bernoulli
(Nicholas, (1687–1759) and Daniel (1700–82)),
Déparcieux (1703–1768), Euler (1707–1783) and the
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names associated with the early days of the Equitable
Life Assurance Company (founded in 1762), namely,
James Dodson, (1710–1757) a pupil of de Moivre,
Dr. Richard Price, (1723–1791) and William Morgan, (1750–1833).
In 1707, Nicholas Bernoulli [1] showed, as Huygens had done in 1669, how to calculate the expectation of life. He again based his analysis on Graunt’s
Table. Under a uniform distribution of deaths and a
limiting age ω for the life table, Bernoulli showed
the nice result that the expectation of life until the
last survivor of n lives was dead was (n/(n + 1)ω),
which tends to ω as n tends to infinity. He also appreciated the difference between the median and mean
expectation of life. These results were published.

Dodson’s Equitable Table (Experience
1728–1750)
It was a mortality table prepared by Dodson derived
from the record of deaths (bills of mortality published
by Corbyn Morris [24]) in London (from 1728 the
age at death was recorded) and was based on deaths
alone. It formed the basis of the premium rates calculated by Dodson for the Equitable Life founded
in 1762 and the first life office to be run on a scientific basis (to determine the scale of premiums
using 3% interest) [6]. Dodson’s First Lectures on
Insurance was remarkable, incorporating as it did,
correct annual and single premium calculations by
age, cash flow projections, sensitivity testing, and
distribution of surplus – in effect, the actuarial knowledge required to run a life office.

Dutch Tables (Published 1740)
Nicholas Struyck [31], for the first time, gave a
separate table for males and females (1740) and
Kersseboom also remarked on the different mortality
of the sexes. The difference between the sexes varied
with age but was around 15% lighter for females on
average. These were in respect of tontines and were
therefore cohort tables. Tontines arise where a fixed
amount of money per annum is divided amongst the
survivors. Cohort analysis arises naturally in order to
determine the payments but a mortality table cannot
be produced until everyone has died.

Northampton Table (Experience 1735–1780)
It was based on the mortality experience in the
town of Northampton, was constructed by Price, and
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published in his book [26]. It was based on the record
of deaths alone and assumed a stationary population,
which turned out to be an incorrect assumption (there
was immigration into Northampton), so the life table
was not accurate as the estimated mortality rates
were too high. The Northampton Table was used to
determine the scale of premiums for the Equitable
using 3%, and superseded Dodson’s calculations. As
the mortality rates on the Northampton were too high
compared with the true mortality, the Equitable made
a profit on its assurance business.
Price is one of the great men of actuarial science
and his book [26] remained one of the standard texts
in actuarial science until about the 1820s. He was
consultant to the Equitable for some 15 years.

Déparcieux’ Tables (Based on Nominees in the
French Tontines of 1689, 1696, and 1734,
Published 1746)
Déparcieux wrote the first work in the actuarial field
in France [4, 5, 30]. This work was highly influential
throughout Europe. His life tables were based on
cohort studies of tontines.

Wargentin’s Swedish Table (1755– 1763)
This [33] marked something of a landmark since (1)
separate tables were produced for males and females
(2) the inverse rates of mortality at each age were
calculated by dividing the size of the population at
that age by the number of deaths (i.e. the notion of
‘exposed to risk’ was implicitly understood and the
mortality rates did not depend on the assumption of a
stationary population) (3) the mortality statistics were
derived from census and registration statistics of the
General Register Office of Sweden. Price expressed
this Swedish data in the form of a life table [26],
which therefore became the first national life table
ever constructed. Female mortality as a proportion of
male mortality varied with age but was, on average,
some 10% lighter.

Nineteenth Century Mortality Tables
Carlisle Table (Experience of 1779–1797, Census
of Population in 1779 and 1787, Published in
1815)
Joshua Milne (1776–1851), who formulated this
Table, was the first actuary to the Sun Life and his

book [21] set out to deliver a complete treatise on
the subject of life contingencies. The statistics were
deduced from tracts published by Dr. John Heysham
M.D. The Carlisle Table was constructed, as with
the Swedish tables, by using a mortality rate at each
age at which the mortality rates were derived from
the number of deaths at each age and the equivalent
number of persons exposed to the risk of dying at
each age. A graphical method of graduation was first
employed. Subsequently, Makeham’s formula was
used [3, 18, 19, 32].
The Carlisle Table was one of the major mortality
tables used in the first half of the nineteenth century
both in the United Kingdom and the United States of
America and were used for calculating premium rates
and reserves (usually using 4% interest). However,
the sexes were not differentiated, and as only 10% of
assured lives were female it was not entirely suitable.

Brune’s Tables (1845) – Pension Fund Tables
These German mortality tables (for male and female
lives separately) of the experience (1776–1834 then
extended to 1845) of the Prussian Widows’ Annuity
Society [4] were published in Crelle’s Journal. Since
male lives were required to undergo a strict medical examination, the mortality table corresponds to
select lives. These tables were the basis for Gauss’
celebrated actuarial analysis of the University of
Göttingen Professors’ Widows’ and Orphans’ Pension Fund [12], which parallels the Scottish Ministers’ Fund referred to earlier.
Gauss allowed for proportions married, rate of
marriage, orphans’ pensions, remarriage of spouses
resulting in a younger widow, half-yearly payments,
administrative costs, fluctuations in the technical rate
of interest (3.5% and 4% used), and recommended
that the balance sheet be recalculated every 5 to
10 years. He refers to Price’s book [26] and to the
works of Kritter.

English Life Tables ELT 1–7; Males and Female
Population Tables
ELT 1, 2, and 3 (males and females separately)
were constructed by Dr. Farr, statistical adrises to the
Registrar General, Thomas Lister and on the basis of
census data and the register of deaths (compulsory
registration of births, marriages, and deaths having
been introduced in the United Kingdom in mid-1837).
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Adjustment was made for a tendency for persons aged
30 to 40 to state their age as 30!
ELT 1 corresponds to deaths in 1841, ELT 2 to
deaths in the period 1838–44 and ELT 3, to deaths
in the period 1838–54. ELT 4, 5, and 6 followed
similar lines. ELT 7 (deaths 1901–10 and censuses
1901 and 1910) was constructed by the celebrated
actuary George King using osculatory interpolation.
The first tables were prepared scientifically by the
US government from the census return of 1910 and
deaths 1909–11, on the advice of a committee of the
Actuarial Society of America [22].

The Seventeen Offices’ Table (Published 1843) –
Life Office Tables
Arthur Morgan (son of William Morgan), in 1834
[23] had published a table for the Equitable’s experience (1762–1829) which is believed to be the first
life office experience table.
The first life table based on the pooled mortality
experience of life offices is the 17 Offices’ Table. It
was based on the experience of 17 UK life offices
from the date of their foundation up until 1837 [28].
As many of the offices had only been recently
founded, the experience contained a high proportion
of what we would now call select lives. Interestingly,
the mortality of female assured lives was found to be
heavier than that for males below the age of 50.
It was adopted as a standard in some US States
(e.g. Massachusetts).

The Twenty Offices’ Tables (Published 1869) also
known as the HM , HF , and HM(5 ) Tables
This was the experience of 20 UK life offices using
all available life office data up to 1862. A formula for
the equivalent initial numbers of persons ‘exposed to
risk’ of dying was used, with the rate of mortality
being calculated as the ratio of the deaths at each age
to the initial exposed. Tables for healthy (excluding
under average lives) male and female lives (HM and
HF ) were published and an ‘ultimate’ mortality table
(HM(5) ) excluding the experience of, on an average,
the first four and a half years. This was the first
ultimate table.
In 1879, the celebrated actuary, T. B. Sprague,
constructed, using the data from this investigation, the
first select table (with a select period of five years)
and running into HM(5) .
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French and German Offices’ Life Office Tables
A small number of French life offices [13] analyzed
their assured life (experience from 1819–87) and
annuitant mortality (experience 1819–89) differentiating between males and females. Female mortality
at age 40 was some 20% lighter than for males.
In Germany, the Gotha Life Office [27] analyzed
its experience between 1829 and 1895.

US Life Office Tables
The first American life office experience table was
published in 1868 being superseded in 1881 by the
30 American Offices’ Table, being graduated by
Makeham’s formula.

British Offices’ Life Tables (Experience of 60 Life
Offices, 1863–93) also known as the OM , O[M] ,
OM(5 ) and O[NM] Tables
The OM , OM(5) tables were similar to the HM and
HM(5) Tables. The O[M] Table had a select period
of 10 years and was used for with-profits. The select
period of 10 years had a very large effect on mortality,
q[40] , q[39]+1 , q[38]+2 , . . . q40 being in the ratio 0.44,
0.65, 0.72, . . . 1.0. The importance of allowing for
selection is evident.
The ratio of population mortality (according to
ELT4M) at age 40 to assured lives ultimate mortality
on O[M] was as 1.41 : 1 showing that life office
mortality was much lighter than population.
The O[NM] Table had a select period of five years
and was the first life table specifically for nonprofit assurances.

Annuitant Mortality
The mortality of Government Annuitants had been
analyzed by William Morgan but, as he had used the
Northampton table, the assumed mortality was too
high and the government was losing money heavily (as de Witt discovered in the seventeenth century
in Holland). In 1819, John Finlaison, as Government
Actuary (and first President of the Institute of Actuaries 1848–60), finding that the mortality table used by
the government was too heavy, introduced Government Annuitants (GA) Table 1, and later GA Tables 2
and 3 were introduced [7].
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O[am] and O[af] tables (aggregate and 5-year select)
were constructed for life office annuitant lives, male
and female (experience 1863–1893). This, along with
the French table mentioned above, is the first occasion
of a table for life office annuitants. Figures 1 and 2
give an indication of the improvement in mortality
over the centuries. Table 1 shows an abbreviated life
table and Table 2 shows expectations of life.
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Early Warning Systems
An early warning system is an assessment mechanism
for monitoring the financial stability and soundness
of insurance companies before it is too late to take
any remedial action. In general, a solvency measurement system can be used as an early warning system
to assess the static financial conditions of insurance
companies at a particular instant. Solvency normally
means that there are more assets than liabilities, and
the excess is regarded as a buffer to prevent insurance
companies from becoming insolvent. A meaningful
solvency measurement therefore cannot exist without
a sound and proper valuation of assets and liabilities, which are mostly the policy reserves for the
life insurance business. The establishment of policy
reserves is to ensure that a life insurance company
can meet the policy liabilities when they fall due.
The methods for calculating the policy reserves can
be broadly categorized into two general types – modified net premium reserve, known as implicit valuation
method, and gross premium reserve plus a provision
for adverse deviation, referred to as explicit valuation
method. At present, the implicit valuation method is
widely adopted.
For the life insurance industry, a percentage of
reserves and sums at risk (PRSR) and risk-based
capitals (RBC) are currently the two main paradigms
of solvency measurement. The PRSR is based on
a percentage of the mathematical reserves and a
percentage of sums at risk. The sum of both components is usually subject to a minimum fixed dollar
amount. Most European and several Asian countries
and regions, such as the United Kingdom, Singapore,
Hong Kong, and China, are currently adopting this
type of solvency measurement. The PRSR approach
relates the solvency measurement to the size of the
life insurance company and the risks to which it is
exposed. It thus addresses the liabilities only.
The second type of solvency measurement is the
RBC method, which is broadly used throughout North
America, for example, the minimum continuing capital and surplus requirement (MCCSR) in Canada
and the RBC formula in the United States. In practice, after analyzing the risks of assets and liabilities
to which a life insurance company is exposed, the
RBC factors and formula are employed to calculate
the amount of required solvency margin. In other
words, it adopts an integrated approach that addresses

both assets and liabilities of a life insurance company. It takes into consideration the asset default risk
(C1 risk), mortality and morbidity risk (C2 risk),
interest-rate risk (C3 risk), and general business risk
(C4 risk). As the RBC solvency measurement is more
sophisticated, the resources required to perform the
calculation are more significant than those required
under the PRSR approach. In considering C1 risk,
different RBC factors are applied to assets with different credit ratings to reflect the level of default risk.
On the basis of the nature of liabilities and degree of
asset and liability matching, RBC factors are applied
to sums at risk, to net of reinsurance, for C2 risk,
and to mathematical reserves for C3 risk. Besides,
RBC factors are directly applied to the total premiums written for C4 risk calculation. In fact, the PRSR
is actually a subset of the RBC measurement such
that the percentage of sums at risk and percentage of
reserves are calculated under C2 and C3 risks in the
RBC formula, respectively. As both PRSR and RBC
calculations are based on some quantifiable measures
of insurers’ annual statements, they are viewed as a
static solvency measurement at a particular date.
Although a solvency measurement system can be
used as an early warning system, its assessment is
insufficient to oversee the long-term risks to which
life insurance companies are exposed. The static
nature in such a system may understate the risk of
insolvency. A sound early warning system should
therefore allow regulators to not only identify the
insurers who face an insolvency problem so that early
remedial actions can be taken, but also effectively
evaluate insurers’ ability to remain solvent in the
future and not just at a particular valuation date in
the past.
It is clear that a dynamic analysis of financial
condition can furnish valuable insights into how an
insurer’s financial soundness might fare in the future
under varying situations. For instance, it is able to
replicate more closely the real-world environment
whose ebb and flow would have an impact on the
solvency status of insurance companies. Taking into
account the changing conditions, an insurer’s operating policies and strategies, a dynamic financial
analysis system can be used to analyze and project
the trends of an insurer’s capital position given its
current circumstances, its recent past, and its intended
business plans, under a variety of future scenarios. It
therefore allows the actuary to inform the management on the likely implications of a business plan
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on capital and significant risks to which the company
may be exposed. In other words, it is concerned with
the trends of surplus in the period immediately following the statement date, and over the longer term,
using both best estimates of future experience, and
all plausible deviations from those estimates. This
effectively enables the actuary to advise management
as to the significance of various risks to the company, and the projected impact of its business plans
on surplus. Thus, a sound dynamic financial analysis system would not only quantify future financial
variabilities and improve management’s understanding of the risks, but also allow the regulator to identify
an insurance company that may be heading for trouble so that it can intervene promptly whenever the
company starts to look shaky. Currently, dynamic
financial analysis systems include the dynamic solvency testing (e.g. in Singapore) and dynamic capital
adequacy testing (e.g. in Canada).
An appropriate early warning system should not
only consider the interests of insurers and their shareholders, but also the protection to consumers and
policyholders. Because of its new business strain
and the long-term nature of liabilities, life insurance
industry is commonly regarded as a capital-intensive
industry. Too small a solvency margin will defeat the
purpose of absorbing unpredictable business risks and
will not be sufficient to protect the insurers and the
policyholders against insolvency. However, too large
a solvency margin will not only reduce shareholder
returns but also reduce returns to policyholders by
requiring higher premiums. This could even result in
the ultimate harm to consumers that there may not be
insurance products available, as returns are impaired
to the point where capital cannot be attracted. In
short, the consumers are hurt by extremes – too small
or too large a solvency margin. Therefore, it is important for an early warning system to achieve a balance
among the interests of the consumers, policyholders,
insurers, and shareholders.
An early warning system can provide a measure
to promptly trigger the supervisory intervention in
order to prevent further deterioration of the situation. Normally, regulators are authorized by laws,
under various circumstances, to take remedial actions

against the potential insolvency of an insurance company. The degree of the intervention, depending on
the level of deficiency and insufficient balance below
the required solvency margin, varies from setting
more stringent requirements over the management or
even liquidating the company. In general, interventions can be broadly categorized into three types – the
insurer will be required to submit a plan to restore its
financial soundness within a particular period of time;
the insurer will be asked to take immediate action(s),
such as suspension of particular types of new business and/or injection of new capital; and the insurer
will be immediately taken over by the regulator or
its representative, or asked to declare bankruptcy to
protect the interests of the policyholders.
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Estate
The estate is a term coined by Redington [1] for
the free assets of a life insurance company. The
definition of free assets is complicated by the methods
used to place values on the assets and liabilities in the
balance sheet, so that the reported difference between
these amounts need not be an accurate reflection of
the company’s true capital resources.
As originally envisaged by Redington, the estate
has three principle sources, as follows:
•

•
•

Margins in the valuation of the liabilities, for
example, arising from the use of a very conservative ‘safe-side’ valuation basis (see Technical
Bases in Life Insurance) in order to demonstrate
solvency.
Margins in the valuation of the assets, for example, the use of book values to exclude unrealized
capital gains.
The retention of assets in the fund that are not
attributable to current policyholders, for example, as a result of paying maturity values lower
than asset shares, or not distributing miscellaneous surpluses (see Surplus in Life and Pension Insurance).

Particularly for mutual insurers (see Mutuals),
the estate was a useful concept as it provided an
operational definition of available capital, some time
before ideas from corporate finance began to be
used.
Modern developments such as terminal bonuses
(see Participating Business), and the use of asset
shares, lead to alternative definitions of ‘estate’;
for example, the excess of the market value of
assets over the aggregate asset shares of all inforce policies may be regarded as a more objective
definition, not involving valuation margins. In the
United Kingdom, the term orphan estate or orphan
assets has come into use to describe assets not
attributable to current policyholders, and in proprietary offices there have been attempts, sometimes
successful, to transfer some of these funds to
shareholders.
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Euler–Maclaurin
Expansion and
Woolhouse’s Formula

n−1


v t t px ,

f (x) dx.

(1)

t=0

which is the expected present value of an annuity of
$1 per year, payable yearly in advance to a person
now age x for n years or until they die, whichever
happens first: but they would not usually give
(m)
äx:n

nm−1
1  t/m
=
v t/m px ,
m t=0

b

(4)

a

Actuarial functions such as the expected present values of life annuities are generally tabulated for integer
ages and terms, assuming that the cash flows they
represent are payable annually. Thus, actuarial tables
would often give, for integer ages x
äx:n =



is to find

Dividing the range of integration into N equal steps
of length h = (b − a)/N , the trapezium approximation is

 N
 b

f (a) + f (b)
.
f (x) dx ≈ h
f (a + ih) −
2
a
i=0
(5)
Suppose that f (x) is differentiable 2k times, for
a positive integer k. The Euler–Maclaurin formula
gives correction terms up to the (2k − 1)th derivative,
as follows

 N
 b

f (a) + f (b)
f (x) dx = h
f (a + ih) −
2
a
i=0
+

(2)

which is the expected present value of an annuity
of $1 per year, payable m times a year in advance
to a person now age x for n years or until they
die, whichever happens first [2, 4]. Nor would the
expected present values of annuities payable continuously usually be tabulated, for example,
 n
a x:n =
v t t px dt.
(3)
0

Annuities and life insurance premiums are often
paid more frequently than annually (monthly is com(m)
, and similar values arise often in pracmon) so äx:n
tice. Annuities payable continuously are most often
used as approximations to annuities payable very frequently (for example, daily or weekly). Nowadays,
their expected present values can easily be computed
with a spreadsheet, maybe with approximate values
of the survival probabilities t/m px at noninteger terms
t/m. However, simple approximations in terms of
annuities with annual payments are available, based
on the Euler–Maclaurin expansion and Woolhouse’s
formula, and these are still in use today.
The Euler–Maclaurin formula is a series expansion correcting for the error in approximating the
integral of a suitably differentiable function by the
trapezium rule; that is, by the integral of a piecewise
linear approximating function. Suppose the problem

k−1


B2j 2j  (2j −1)
(a) − f (2j −1) (b)
h f
(2j
)!
j =1

− (b − a)

B2k 2k (2k)
h f (ξ ),
(2k)!

(6)

where Bi is the ith Bernoulli number [1], and in
the final (error) term ξ is some number in (a, b).
Explicitly, the first few terms of this expansion are

 N

f (a) + f (b)
f (a + ih) −
h
2
i=0
+

h2 
h4
(f (a) − f  (b)) −
(f  (a) − f  (b)) + · · ·
12
720
(7)

Choosing f (t) = v t t px and h = 1, we see that the
left-hand side is a x:n , and, ignoring terms in first and
higher derivatives on the right-hand side, we have the
often-used approximation


a x:n ≈ äx:n+1 − 12 1 + v n n px


(8)
= äx:n − 12 1 − v n n px .
If we include the terms in the first derivative, we have
the ‘corrected trapezium rule’ [3], which we can use
with
d t
(9)
v t px = − (δ + µx+t ) v t t px .
dt
Woolhouse’s formula can be obtained from the Euler
–Maclaurin expansion by choosing h = 1 and h =
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1/m in equation (6), and equating the right-hand
sides of the two expressions. This gives

1 
f (t/m) =
f (t)
m t=0
t=0


1
1
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−
−
2 2m
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+

(m)
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=

n
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f (t) −


m−1 
1 − v n n px .
2m

(12)

Approximations to the expected present values of
other annuities, such as those payable in arrears, for
the whole of life, and so on, can be derived from
this.



× f (2j −1) (0) − f (2j −1) (n)
+ error term

m → ∞. Choosing f (t) = v t t px , we see that the
(m)
+ (1/m)v n n px
left-hand side of equation (11) is äx:n
and the summation on the right-hand side is äx:n +
v n n px . Discarding the terms in first- and higher-order
derivatives and simplifying, we have
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2m
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12m2
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−
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4
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+
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Frailty
A frailty model is a random effects model for survival data or other time-to-event data. For example,
these models can be used for evaluating a joint life
insurance, as that for a married couple. The random
effects model is a setup for deriving a bivariate distribution for the lifetimes of the husband and wife.
The dependence is modeled as coming from shared
unobserved risk factors. From an actuarial point of
view, frailty models are also interesting for group
life insurance and car insurance, where the frailty
model makes a probability model in which formulas
similar to those of credibility theory can be derived
for updating the risk according to the experience that
accumulates over time. Frailty models are the survival
data counterparts of the normal distribution mixed
model (variance components model).
Probably, the Pareto model is the simplest possible frailty model. It can be derived by specifying that
conditionally on an individual frailty Y , the hazard
of an event is Y , that is, an individual unobserved
constant. As Y is unknown, it has to be considered
random and integrated out. In the special case of a
gamma distribution with parameters (δ, θ), the unconditional hazard will be of the Pareto form δ/(θ + t).
This hazard decreases over time, even though the
conditional hazards are constant. This can be interpreted as a consequence of the changing population
composition, due to the high-risk people dying first.
More generally, a frailty model is defined by the multiplicative hazard Y λ(t), where t denotes the age.
The term frailty was first introduced for univariate
data by Vaupel et al. [37] to illustrate the consequences of a lifetime being generated from several
sources of variation. Frailty modeling can thus, in the
univariate case, be interpreted as a way of constructing more flexible parametric models. In the Pareto
case, the one-parameter constant hazards model is
extended to a two-parameter model. Furthermore, a
frailty model can be used to understand the consequences of neglecting important covariates.
Frailty models are, however, much more useful
for multivariate data, in which they can be used
to describe dependence between the observed times.
Conceptually, the frailty models are similar to the
mixed models, so that conditional on some random
variable (which in survival data is the term that
denotes frailty), the observations are independent.

Unconditionally, that is, when the frailty is integrated
out, the observations are dependent. Thus, frailty generates dependence between the times. Recent reviews
are [21, 30], and the book [15]. Basically, there are
four types of multivariate survival data in which
frailty models are relevant. The first type is the time
of some event (e.g. death) for several individuals,
related by family membership, marriage, exposure to
some hazardous agent, and so on. This type is most
relevant in actuarial science, in which frailty models might be used to describe group differences in
group life insurance [26]. Also, it can be used for
life or for pension insurance covering a married couple [4]. Secondly, there are failures of several similar
physically related components, like right/left eye or
right/left kidney on a single individual. This type is
relevant, for example, for evaluating the improved
reliability by having several engines on an airplane.
Thirdly, there are recurrent events in which the same
event, like myocardial infarction, childbirth or car
accident, can happen several times to an individual.
A classical model is the negative binomial distribution derived by Greenwood and Yule [11], which is
a gamma frailty model. The fourth type is a repeated
measurements type, typically the result of a designed
experiment, in which the time for the same event is
studied on multiple occasions for the same individual.
This type is less relevant in actuarial science.
Frailty models were introduced to model dependence for bivariate survival data by Clayton [5].
Suppose there are n independent groups, indexed by
i, and let j = 1, . . . , k, denote the member number
within groups. A group could, alternatively, denote a
married couple. The number of members could vary
between groups without making the problem more
complicated. The frailty, say Yi , is specific to the
group, and describes the influence of common unobserved risk factors on the hazard of an event. The key
assumption is that the lifetimes (Ti1 , . . . , Tik ) are conditionally independent given the value of the group’s
frailty. Technically, this is obtained by assuming that
the hazard is
Yi λ(t),
where t denotes age, and λ(t) is a function describing the age dependence. This can be generalized
to include known covariates, say a p-vector zij for
individual (i, j ), giving a conditional hazard function of the form Yi exp(β  zij ) λ(t). These covariates
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may include effects of sex, cohort, smoking, environmental factors as well as any measured genes. By
assigning some distribution to Yi and integrating it
out, we have created a multivariate survival model
with positive dependence between the lifetimes of
the group members.
Frailty is an unobservable quantity. For small
groups, we can only obtain limited information on the
individual value by observing the time of death/event,
respectively, censoring that observation. For example,
the number of car accidents can be used to update the
risk profile of a driver.
While most of the literature on frailty models is
of the ‘common frailty’ (or ‘shared frailty’) type
described above in which all members of a group
have the same (constant) value Yi of the frailty, this
may not fully capture the complexity of relationships
in all cases. There are a number of ways in which the
models can be extended to allow for more general
dependence structures [15].

Comparison to the Variance Components
Model
One can ask why the normal distribution models
are not applied. There are many simple results and
a broad experience with these models. However,
normal models are not well suited for survival data,
for several reasons. First, data are often censored.
Second, the normal distribution gives a very bad fit
to survival times. Third, dynamic evaluations, like
updating the risk by conditioning the history up to
a certain time point in experience-rating, is not well
suited to the normal distribution.
Four other aspects, however, make the analysis of
random effects more complicated for survival data:
The normal distributions satisfy very simple mixture properties, which are not satisfied for survival
models; data will never be balanced because of the
censoring; general dependence structures are more
complicated to handle; and it is more difficult to evaluate the degree of dependence because the correlation
coefficient is less useful for this purpose.

Distributional Assumptions
Various choices are possible for the distribution of the
frailty term. Most applications use a gamma distribution, with density f (y) = θ δ y δ−1 exp(−θy)/(δ),

as it is the conjugate prior to the Poisson distribution.
In most models, the scale parameter is unidentifiable, as it is ‘aliased’ with the baseline hazard λ(t),
and therefore, it is necessary to let δ = θ during
estimation, giving a mean of 1 and a variance of
1/θ for Y . However, it is worth noting that with
the gamma frailty distribution, a conditional proportional hazards model, using an explanatory variable
z, will no longer be of the proportional hazards form,
marginally. Instead, the marginal hazard for a single
individual j is of the form
µ(t, zj ) =

λ(t) exp(β  zj )
,
1 + θ(t) exp(β  zj )

(1)

the denominator reflecting the ‘survival of the fittest’
effect, that is, the differential survival implies removal of the highest frailty subjects over time. One
consequence is that even if individual hazards functions are increasing with time, the population hazard
function can be decreasing. Although in the presence
of covariates, it is in principle possible to estimate
the frailty variance using only survival-time data on
independent individuals, this estimator depends critically on the proportionality of the hazards conditional
on the frailty, an assumption that is unlikely to be
strictly true in practice and is inherently untestable.
This apparent identifiability of the individual frailty
model is not shared by the positive stable distribution
that follows; see [1] for further discussion of identifiability of univariate frailty models.
Some other nice probabilistic properties are obtained for a positive stable distribution of Y , of
index α, (α ∈ (0, 1]), where α = 1 corresponds to
independence, and α near 0 corresponds to maximal dependence [14]. If λ(t) corresponds to a Weibull
distribution of shape parameter γ , the unconditional
distribution of the lifetime is also Weibull, but of
shape αγ . This result is probably the closest we can
come to the variance components model, in which the
normal distribution appears in all stages of the model.
The change from γ to αγ corresponds to increased
variability. If there are covariates in a proportional
hazards model, and Y follows a positive stable distribution, the unconditional distributions also show proportional hazards (unlike the gamma frailty model),
but the regression coefficients are changed from β to
αβ. This can be interpreted as a bias in the regression
coefficients. Basically, any other distribution on the
positive numbers can be applied, but the probability
results are not equally simple. The distribution can be
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simply formulated by means of the derivatives of the
Laplace transform L(s) = E[exp(−sY )], as will be
shown below.
The gamma distributions and the positive stable
distributions can be unified in a three-parameter family, see [13, 35]. The inverse Gaussian distributions
are also included in this family. The family is characterized by the variance being a power function of
the mean, when considered as a natural exponential family. This distribution family may be particularly useful when considering mixtures of Gompertz
distributions. Furthermore, log-normal distributions
have been suggested for the frailty; this allows the
use of restricted maximum likelihood (REML)-like
procedures [22], and it is simpler to create models
with more complex structures.
In the case of Weibull models, the frailty model
can be formulated both in a proportional hazards
frame and in an accelerated failure time frame (in
which covariates have a linear effect on the logarithm
to the time). The accelerated failure time frame offers
a better parameterization in the sense that the regression parameters are the same for the conditional and
the marginal distribution [17, 19].
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The gamma model has the further advantage that
the conditional distribution of Y given the survival
experience in the family – the integrand in the penultimate expression above – is also gamma, with the
shape parameter increased by the number of deaths in
the family, that is, with parameters (θ + D., θ + .)
instead of (θ, θ) leading to the simple formulas
known from credibility theory. In a similar manner,
the joint survival function can be derived as

−1/(θ−1)
S(t1 , . . . , tk ) = 

k

Sj1−θ (tj ) − (k − 1)

,

j =1

(3)
where Sj (t) is the marginal survival function for
individual j . Using the marginal survivor functions
offers an alternative parameterization of the model.
In the special case of the marginal distributions being
uniform, this is the so-called copula models [8].
The general density for a distribution with Laplace
transform L(s) is
(−1)D. L(D.) (.)

k


λj (tj )Dj ,

j =1
(p)

Multivariate Models
In the multivariate case, several individuals have a
common value of the frailty Y . When the Laplace
transform is tractable, the likelihood function can be
directly derived by integrating Y out. Let Dij be
an indicator of death of individual (i, j ). Then the
likelihood (neglecting index i) in the gamma frailty
case is

f (y)Pr(D1 , . . . , Dk , T1 , . . . , Tk |y) dy

=

θ θ y θ−1 exp(−θy) 
[yλj (tj )]Dj
(θ)
j =1
k





× exp −y
×



tj

λj (s) ds
0



k
θθ 
dy =
λj (tj )Dj
(θ) j =1

y θ−1+D. exp[−y(θ + .)] dy

k
θ θ (θ + D.) 
λj (tj )Dj ,
(2)
(θ + .)θ+D. (θ) j =1
 t
where D. = j Dj and . = kj =1 0 j λj (s) ds.

=

where L (s) is the pth derivative of L(s).
In terms of fit, the inverse Gaussian and the lognormal distributions are reasonably similar to each
other. The positive stable frailty distributions lead
to high dependence initially, whereas the gamma
distributions lead to high late dependence. Here,
initial and late dependence refer to the size of the
peaks in the density, when the marginal distributions
are uniform [15]. The inverse Gaussian distributions
are intermediate. Oakes [27] reviews various frailty
distributions.

Estimation
The first estimation method for multivariate data
with covariates was suggested by Clayton & Cuzick [7], but most applications have used instead an
EM-algorithm [20]. By this method, the likelihood
including the observed quantities and the frailty is
evaluated. In the expectation step, the frailty term
is replaced by the mean frailty, conditional on the
observed times. In the maximization step, the frailties are considered fixed and known in a Cox model
with known regression coefficients. It is also possible to perform nonparametric maximum likelihood
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estimation directly in the likelihood obtained after
integrating out the frailty, as done above. This method
has the advantage of directly giving a variance estimate for all parameters [2]. Clayton [6] described a
Gibbs sampling approach that is similar to the EM
approach described above, but sampling from the relevant full conditional distributions instead of using
the mean frailty.
The gamma and log-normal shared frailty models
can be fitted by means of S-Plus [33]. There is no
other commercially available software that handles
frailty models with nonparametric hazard functions.

Goodness-of-fit
The goodness-of-fit of a frailty model may be
checked in various ways. Genest and Rivest [9]
suggest an empirical (one-dimensional) function
derived in a general frailty model, and this function
can then be compared with the course of the
function for specific frailty models. A similar idea
was explored by Viswanathan and Manatunga [38].
Shih [32] and Glidden [10] suggest approaches
specific to the gamma frailty model.

Asymptotics
The statistical inference has been performed doing
standard calculations, that is, using maximum likelihood estimation and using normal distributions
for the estimates, with the variance evaluated as
the inverse of (minus) the second derivative of the
log-likelihood function, the so-called observed information. For parametric models, this is easily justified.
For the bivariate positive stable Weibull model, the
Fisher (expected) information has also been calculated for uncensored data [28]. A similar evaluation
for the gamma frailty model was made by Bjarnason
and Hougaard [3].
For non- and semiparametric models, the standard
approach also works, although it has been more
difficult to prove that it does. For the gamma frailty
model with nonparametric hazard, Murphy [23] has
found the asymptotic distribution of the estimators
and a consistent estimator of the asymptotic variance.
These results generalized by Parner [29], Murphy,
and van der Vaart [24] show that using the observed
nonparametric likelihood as a standard likelihood
is correct for testing as well as for evaluating the
variance of the dependence parameter and also for
the explanatory factors.

Applications
There are still only a few actuarial applications.
Carriere [4] studied an insurance data set on coupled lives and demonstrated a marked dependence.
One consequence of this is that the time that the
longest living person receives widow pension is much
shorter than predicted under the usual independence
assumption. Jones [18] studied a univariate model
and Valdez [36] a bivariate frailty model for describing selective lapse of life insurance policies. Wang
and Brown [39] used a univariate frailty model for
actuarial mortality projection.
Hougaard [15] gives a list of references for biostatistical applications, of which most are on family
data. Guo [12] and Klein [20] studied the mortality of
general families, Nielsen et al. [25] studied the mortality of adoptive children and their relation to the
lifetimes of the biological and adoptive parents, and
Hougaard et al. [16] studied dependence in the lifetimes of twins. Yashin and Iachine [40] studied the
lifetimes of twins by means of a correlated gamma
frailty model. Thomas et al. [34] studied breast cancer concordance in twins using the shared gamma
frailty model. Pickles et al. [31] studied other times
than lifetimes, and considered several of the extended
models.
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Fraud in Insurance
Fraud is a form of false representation to gain an
unfair advantage or benefit. We can find examples of
fraudulent activities in money laundering, credit card
transactions, computer intrusion, or even medical
practice. Fraud appears in insurance as in many
other areas, resulting in great losses worldwide each
year. Insurance fraud puts the profitability of the
insurance industry under risk and can affect righteous
policyholders. Hidden fraudulent activities escalate
the costs that are borne by all policyholders through
higher premium rates. This is often referred to as a
‘fraud tax.’
The relationship between the insurer and the
insured needs many information transactions regarding the risk being covered and the true loss occurrence. Whenever information items are transferred,
there is a possibility for a lie or a scam. The phenomenon is known as asymmetric information.
We can find examples of fraud in many situations
related to insurance [16]. One of the most prevailing occurs when the policyholder distorts the losses
and claims for a compensation that does not correspond to the true and fair payment. Fraud does not
necessarily need to be related to a claim. Even in
the underwriting process, information may be hidden
or manipulated in order to obtain a lower premium
or the coverage itself, which would have otherwise
been denied. Efforts to avoid this kind of fraud are
based on incentives to induce the insured to reveal his
private information honestly. We can find a suitable
theoretical framework to deal with this kind of situation in the principal-agent theory, which has been
widely studied by economists. Dionne [21] relates the
effect of insurance on the possibilities of fraud by
means of the characterization of asymmetrical information and the risk of moral hazard.
All insurance branches are vulnerable to fraud.
The lines of business corresponding to automobile insurance (see Automobile Insurance, Private;
Automobile Insurance, Commercial), health insurance and homeowners insurance seem to be specific
products in which one would expect more fraud simply because they represent a large percentage of the
premium and also because the natural claim frequency is higher in those lines compared to others.
Prevention and detection are actions that can
be undertaken to fight insurance fraud. The first

one refers to actions aimed at stopping fraud from
occurring. The second includes all kind of strategies
and methods to discover fraud once it has already
been perpetrated.
One major problem for analyzing insurance fraud
is that very little systematic information is known
about its forms and scope. This is due to the nature
of the prohibited practice. Policyholders are reluctant
to say how they succeeded in cheating the insurer
because they do not want to get caught. Insurers
do not want to show the weaknesses of their own
systems and prefer not to share too much knowledge
about the disclosed fraudulent activities. Insurers
think that knowing more about fraud gives them some
informational advantage in front of competitors. This
whole situation poses great difficulties to size fraud in
terms of money and frequency of fraudulent claims. It
is even complicated to evaluate if the methods aimed
at reducing fraud do their job.
An estimate of the volume of fraud in the United
States can be found in [11], in which it is estimated
that 6 to 13% of each insurance premium goes to
fraud (see also [8, 14, 15]). Weisberg and Derrig
[36] conducted an early assessment of suspicious
auto insurance claims in Massachusetts, especially the
town of Lawrence, MA.
The Insurance Fraud Bureau Research Register
[27] based in Massachusetts includes a vast list of
references on the subject of insurance fraud. The
register was created in 1993 ‘to identify all available
research on insurance fraud from whatever source,
to encourage company research departments, local
fraud agencies, and local academic institutions to get
involved and use their resources to study insurance
fraud and to identify all publicly available databases
on insurance fraud which could be made available to
researchers.’

Types of Fraud
Experts usually distinguish between fraud and abuse.
The word fraud is generally applied whenever the
fraudster incurs a criminal action, so that legal
prosecution is possible. Abuse does not entail a
criminal offence. Abuse refers to a weaker kind of
behavior that is not illegal and much more difficult to
identify. The term claim fraud should be reserved to
criminal acts, provable beyond any reasonable doubt
(see [17, 20]). Nevertheless, the term insurance fraud
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has broadly been applied to refer to situations of
insurance abuse as well as criminal behavior.
A fraudulent action incorporates four components:
intention, profitability, falsification, and illegality.
The intention is represented by a willful act, bad
faith, or malice. The profitability is referred to a value
that is obtained, or in other words to an unauthorized
benefit that is gained. The falsification comes into the
scene because there is a material misrepresentation,
concealment, or a lie. In the insurance context, a
fraudulent action is illegal because it contradicts
the terms and conditions stipulated in the insurance
contract. For fraud to be distinguished from abuse, a
criminal component should also be present [17].
The adjectives soft and hard fraud have been
used in the literature to distinguish between claims
involving an exaggeration of damages and those that
are completely invented. Hard fraud means that the
claim has been created from a staged, nonexistent, or
unrelated accident. Criminal fraud, hard fraud, and
planned fraud are illegal activities that can be prosecuted and convictions are potential outcomes. Soft
fraud, buildup fraud, and opportunistic fraud are generally used for loss overstatement or abuse. In buildup
fraud, costs are inflated, but the damages correspond
to the accident that caused the claim. In opportunistic
fraud, the accident is true but some claimed amount
is related to damages that are fabricated or are not
caused by the accident that generated the claim.
Other fraud classifications are available, especially
those employed within insurance companies. These
catalogs usually register specific settings or distinct
circumstances.
Most soft fraud is settled in negotiations so that
the insurer relies on persuasion and confrontation
rather than in costly or lengthy court decisions. There
is a positive deterrence effect of court prosecution
on fraud. Actual detection of criminal acts must
be made available to the general public because
a rational economic agent will discount the utility
of perpetrating fraud with the probability of being
detected [9, 10]. Derrig and Zicko [20] studied the
experience of prosecuting criminal insurance fraud
in Massachusetts in the 1990s. They concluded that
‘the number of cases of convictable fraud is much
smaller than the prevailing view of the extent of
fraud; that the majority of guilty subjects have prior
(noninsurance) criminal records; and that sentencing
of subjects guilty of insurance fraud appears effective
as both a general and specific deterrent for insurance

fraud, but ineffective as a specific deterrent for other
crime types.’

Examples of Fraudulent Behavior
Here are some examples of typical fraudulent actions
encountered all over the world. One emblematic
example in health insurance is a policyholder not
telling the insurer about a preexisting disease. Equivalently, in automobile insurance, a policyholder who
had an accident may claim previous damages.
Another classical fraudulent behavior for automobile policyholders living in a bonus-malus system
occurs when the insured person accumulates several
accidents at fault in one single claim to avoid being
penalized in the following year’s premium. Most
bonus-malus systems in force penalize according to
the number of at fault claims and not their amounts.
In workers compensation insurance, a policyholder may decide to claim for wage loss due to a
strain and sprain injury that requires long treatment.
Healing is difficult to measure, so that the insured can
receive larger compensations for wage losses, than
would otherwise have been acquired [24].
Some examples of fraud appear more often than
others. For instance, in automobile insurance one can
find staged accidents quite frequently. Sometimes a
claimant was not even involved in the accident. We
can find other possible forms: duplicate claims, or
claims with no bills while the policyholder claims a
compensation for treatment or a fictitious injury. The
replacement cost endorsement gives the opportunity
to get a new vehicle in the case of a total theft or
destruction in a road accident. A test given used by
Dionne and Gagné in [23] indicates that this is a form
of ex post moral hazard for opportunistic insurance
fraud, the chances being that the policy holder exerts
his right before the end of this additional policy
protection.
The examples of fraud given above are not exhaustive. Tricks that are much more sophisticated are
discovered everyday. Fraudulent activities may also
incorporate external advisors and collaborators, such
as individuals that are conveniently organized in specialized networks. In workers compensation, fabricated treatments are sometimes used to misrepresent
wage losses. The characteristic of this latter behavior
is the contribution of an external partner who will
provide the necessary phony proofs.

Fraud in Insurance
Companies should be aware of internal fraud performed by the agents, insurer employees, brokers,
managers, or representatives. They can obstruct the
investigations or simply make the back door accessible to customers. External fraud usually refers to
customers, but it also includes regular providers such
as health care offices or garage repair stores. Insurers
should realize if a very special type of claim starts
being too frequent, because one sometimes gets ‘epidemics’ of fraud in certain groups of people, which
stop shortly after customers understand that they can
be caught.
Fragile situations in which fraud is easily perpetrated are as follows: (1) The underwriting process –
the policyholder may cheat about relevant information to obtain larger coverage or lower premiums, or
even the coverage of a nonexistent loss; (2) a claim
involving false damages, possibly with the collusion
of doctors, lawyers or auto repair facilities; (3) an
excess of bills or appraisal of the costs.
The automobile insurance branch is widely believed to be the one most affected by insurance fraud.
Homeowners is another branch in which claim fraud
involves actions for profit, such as arson, thefts, and
damages to the home.
Both in the United States and in Europe there is a
generalized concern about criminal organized groups
that grow because of dissimilar or nonexisting legislations on insurance fraud and the opportunities of
some open cross-country borders. The light sentences
and the lack of cooperation between insurers, courts,
and prosecution authorities increase concern about
the current widening span of insurance fraud.

Fraud Deterrence
Fighting against fraud before it happens calls for a
mechanism that induces people to tell the truth. We
can find some solutions in practice. One possibility
is to impose huge penalties for fraud; another one
is to introduce deductibles or bonuses based on a
no-claims formula. The most recommendable one is
that the insurer commits to an audit strategy as much
as possible. Commitment to an audit strategy means
that the way claims are selected for investigation is
fixed beforehand. Audits do not depend on the claims
characteristics. Another efficient practice is to make
the insured aware that the company makes efforts
to fight fraud. This may also help discourage future
fraudulent activities.
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The main features of the relationship between the
insurer and the insured through insurance contracts
imply incentives to report fraudulent claims, because
the insurer may not be able to commit to an audit
strategy before the claim is reported. Once the insurer
gets to know the claim, he can decide whether it
is profitable to investigate it or not. The claimed
amount is paid without any further checking if
it is not profitable to scrutinize it. Random audit
is a recommendable strategy to combine with any
detection system. If the insurer does random audits,
any particular claim has some probability of being
investigated. Credible commitment can be achieved
through external fraud investigation agencies, which
may receive funding from the insurers and which are
only possible in a regulated market.
Some studies in the theory of insurance fraud
address auditing as a mechanism to control fraud
are [4, 29]). This approach is called costly state verification and was introduced by Townsend [33] in
1979. The costly state verification principle assumes
that the insurer can obtain some valuable information
about the claim with an auditing cost. It implicitly
assumes that the audit process (normally using auditing technology) always discerns whether a claim is
fraudulent or honest. The challenge is to design a contract that minimizes the insurer costs, those including
the total claim payment plus the cost of the audit.
Normally, models suggested in this framework use
the claimed amount to make a decision on applying
monitoring techniques. In other words, deterministic
audits are compared with random audits [30], or it
is assumed that the insurer will commit to an audit
strategy [5].
Another parallel discussion is the one about costly
state falsification [12, 13]), which is based on the
hypothesis that the insurer cannot audit the claims –
that is, cannot tell whether the claim is truthful or
false. We can also find an optimal contract design in
this setting, but we need to assume that the claimant
can exaggerate the loss amount but at a cost greater
than zero.
One concludes that designing the auditing strategy
and specifying the insurance contract are interlinked
problems. Some authors [34] have proposed other
theoretical solutions. The existing literature proposes
optimal auditing strategies that minimize the total
costs incurred from buildup, accounting for the cost
of auditing and the cost of paying undetected fraud
claims.
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When analyzing the contract, Dionne and Gagné
[22] point out that insurance fraud is a significant resource-allocation problem. In the context of
automobile insurance, they conclude that straight
deductible contracts affect the falsification behavior
of the insured. A higher deductible implies a lower
probability of reporting a small loss, so that the
deductible is a significant determinant of the reported
loss at least when no other vehicle is involved in the
accident, or in other words, when the presence of
witnesses is less likely.
Assuming costly state verification, one may seek
an optimal auditing strategy but some assumptions
are needed on claim size, audit cost, proportion of
opportunistic insured, commitment to an investigation
strategy, and to what extent the insured are able to
manipulate audit costs. Recent developments go from
the formal definition of an optimal claims auditing
strategy to the calibration of the model on data and
to the derivation of the optimal auditing strategy.
Most of the theory underlying fraud deterrence is
based on the basic utility model for the policyholder
[29] (see Utility Theory). The individual decision to
perpetrate fraud is described in mathematical terms
as follows.
Let W be the initial wealth, L the loss amount with
probability π (0 < π < 1), P the insurance premium,
C the level of coverage or indemnity, Wf the final
wealth, Wf = W –L–P + C in case of an accident,
and Wf = W –P if no accident occurs. Unobservable
individual specific morale cost of fraud is represented
by ω. The state dependent utility is u(Wf , ω) in case
of fraud and u(Wf , 0) otherwise, with the usual von
Neumann–Morgenstern properties [29]. Let us say
that p is the probability of detecting a fraudulent
claim. A fine B is applied to fraudsters. In this setting,
the choice mechanism is
(1–p)u(W –P –L + C, ω) + pu(W –P –B, ω)
≥ u(W –P , 0).

(1)

An individual files a fraudulent claim if the
expected utility is larger than the status quo.

Fraud Detection
Fighting against fraud from the detection point of
view is always bad news because either no fraud is
found or too much fraud is detected. Both situations

are unpleasant to the insurer. Not being able to
discover fraud is certainly a sign of the detection
strategy being unsuitable. If too much fraud is
detected, then the insurer worries about the kind
of portfolio he has acquired in the past and his
reputation.
Fraud is not self-revealed. It must be investigated.
One has to find proofs and one has to understand why
the system was not able to spot the oddity. Fraud is
less visible as time from claiming passes because it
is a quick dynamic phenomenon. Note, for example,
that the injured person might be healed or the damage
might be already repaired when the investigator
comes into scene. Nothing can be done to return to
the original postaccident situation. The policyholder
demands a rapid decision on the insurer’s side,
because he wants to receive the payment. At the same
time, a solid conclusive proof of fraud is not easily
obtained. Finding evidence sometimes requires the
use of intensive specialized investigation skills, in
particular, if facts have to be proven in court. When
proofs are not definite, the cases are generally settled
with the claimant through compensation denial or
partial payment.
Auditing strategies have a deterrence effect and are
essential for detection purposes [32]. An automated
detection system tells the insurer which claims to
audit.
Completely automated fraud detection is bound to
fail because automated systems cannot accommodate
to the continuously changing environment, and to
the emergence of new fraud opportunities. More
information is obtained when analyzing longitudinal
or enriched data. An effective fraud detection system
requires unpredictability, so that randomness puts the
perpetrator at risk of being caught. One should be
aware that individuals should not be allowed to test if
the system detects fraud. Every time fraud is detected
some information is given about the characteristics of
the record and circumstances that are suspicious. For
this reason, insurers do not disclose the exact rules
of their detection systems to others.
The return on investment of detection systems is
hard to calculate because a higher fraud detection
rates may be due to a better detection system or to the
increase of the fraudulent activity. Costs and benefits
should also take into account that an unpaid claim
carries a commitment effect value to the customers.
What an insurer can do to detect fraud is not
necessarily valid for all lines of business, or for

Fraud in Insurance
all cases. Fraud detection technology is not easily
transferred from one insurer to another. There are
still many particular ways of doing things that differ
from one company to another. The way firms handle
claims, the kind of products, and the characteristics
of the portfolio do make a difference when dealing
with fraud detection. There is a clear local component
regarding cultural differences, habits, and social rules.
Tools for detecting fraud span all kind of actions
undertaken by insurers. They may involve human
resources, data mining (see Neural Networks), external advisors, statistical analysis, and monitoring. The
currently available methods to detect fraudulent or
suspicious claims based on human resources rely
on fraud awareness training, video, and audiotape
surveillance, manual indicator cards, internal audits,
and information collected from agents or informants.
Methods based on data analysis seek external and
internal data information. Automated methods use
computer software, preset variables, statistical, and
mathematical analytical techniques or geographic
data mapping.
The cost of fraud is a crucial issue when balancing
the benefits from starting a fraud detection strategy.
A company having 0.2% fraudulent claims, with an
average fraudulent amount being $1000, will have
lost up to $2 million yearly if the number of claims is
100 000. The cost of investigating is a key issue when
implementing a deterrence and detection strategy.
Insurers must find a balance between concentrating on a few large frauds or seeking lots of small
frauds. Rather than investigating all the records with
a high suspicion level, one can decide that it is better
to concentrate on the ones in which fraud is easy to
discover. This strategy can be harmful for the new
databases generated from a distorted identification
procedure. Usually, existing claims samples serve
to update detection systems. The only way to cope
with class membership being uncertain is to take into
account that there is misclassification in the samples.
The aim of using a detection model is to help
insurance companies in their decision-making and to
ensure that they are better equipped to fight insurance
fraud. An audit strategy that uses a detection model
is necessarily inserted in the claims handling process.

Claims Handling
The routine claim handling in the company starts with
the reporting of claims. A claim report protocol is
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generally established. Data mining should systematically detect outliers once the information has been
stored in the system. Then routine adjusting separates claims in two groups, those that will be easily
paid (or express paid) and others (called target claims)
that will be investigated [19]. If doubts arise, there
might be a negotiation to pay less or none of the
claimed amount. Target claims usually go through
fraud screens, and possible investigation carried out
by specialized investigation units. If investigators are
able to find enough evidence, claims are reported to
either a civil proceeding or a criminal referral. The
results of the prosecution can be a plea of guilty, with
the corresponding punishment or a trial with a guilty
or not guilty outcome.

Fighting Fraud Units
Special Investigation Units (SIU) concentrate on
examining suspicious claims. They may be part of the
insurance company or an external contractor. In the
United States, the strategy has been to set up insurance fraud bureaus as part of the state governments,
Massachusetts is the exception, but funded by the
industry as an external way to fight criminal insurance
fraud. In insurance, antifraud coalitions data can be
pooled together to gain more insight on the policies,
policyholders, claimants, risks, and losses. In Europe,
the individual data privacy regulation makes insurance data pooling especially difficult. It is against the
law for insurers to get information on policyholders
from external sources, even if the individual wishes
to cooperate. There are also strict rules stating that
the insurer cannot transmit information on the insured
person to external bodies.

Fraud Indicators
Fraud indicators are measurable characteristics that
can point out fraud. They are usually called red
flags. Some indicators are very objective such as
the date of the accident. Humans, based upon subjective opinions, can construct other indicators. One
example of a subjective indicator is a binary variable
telling whether the insured person seems too familiar with the insurance terminology when the claim
is first reported. Usually, this expertise can reveal a
deeper knowledge of the way claims are handled and
is a description associated to fraudsters. Other possible indicators can be obtained using text mining
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Table 1 Examples of fraud indicators in automobile
insurance
Date of subscription to guarantee and/or date of its
modification too close to date of accident
Date/time of the accident do not match the insured habits
Harassment from policyholder to obtain quick settlement
of a claim
Numerous claims passed in the past
Production of questionable falsified documents (copies
or bill duplicates)
Prolonged recovery from injury
Shortly before the loss, the insured checked the extent of
coverage with the agent
Suspicious reputation of providers
Variations in or additions to the policyholders initial
claims
Vehicle whose value does not match income of
policyholder

processes, from free-form text fields that are kept in
customer databases.
Table 1 shows some examples of fraud indicators
in the automobile insurance context that can be found
in [2, 3, 19, 36].
For some indicators, it is easy to guess if they signal a fraudulent claim. Sometimes there are variables
with a contrary or misleading effect. For example, if
witnesses are identifiable and ready to collaborate on
explaining the way an accident occurred, this may
indicate that there is more certainty about the true
occurrence of the accident. Nevertheless, it has been
noted that well-planned claims often include fake witnesses to make the story much more plausible.

Steps Towards Data Analysis for Detecting
Fraud
The steps for analyzing claims data are related to
the claims handling process. The following steps are
recommendable for building fraud detection models.
1. Construct a random sample of claims and avoid
selection bias.
2. Identify red flags or other sorting characteristics.
When selecting the variables, one should avoid subjective indicators. More indicators may show up as
time passes since the claim was initially reported,
especially information generated by treatment or
repair bills.

3. Cluster claims. One should group claims in homogeneous classes. Some methods described below can
help. They are suitable when one does not know
whether the claim is fraudulent or not. Sometimes
hypothesis on the proneness to fraud are needed.
4. Assess fraud. An external classification of claims
will divide claims in two groups: fraudulent and honest. The problem is that adjusters and investigators
are fallible; they may also have opposite opinions.
5. Construct a detection model. Once the sample
is classified, supervised models relate individual
characteristics to the claim class. A score is generated
for this purpose. One disadvantage is the tendency to
group claims by similarity, so that a claim that is
similar to another claim that is fraudulent is guilty
by association. Another drawback is that claims may
be classified incorrectly. There are models that take
into account a possible misclassification [2]. The
prediction performance of the fraud detection model
needs to be evaluated before implementation.
6. Monitor the results. Static testing is based on
expert assessment, cluster homogeneity, and model
performance. Dynamic testing is the real-time operation of the model. One should fine-tune the model and
adjust investigative proportions to optimize detection
of fraud.

Statistical Methods for Fraud Detection
Statistical methods can be used to help the insurers
in fraud detection. All available information on the
policyholder and the claim potentially carries some
useful hint about an abnormal behavior. All statistical
methods for outlier detection can be useful.
Statistical fraud detection methods are called
‘supervised’ if they are based on samples of both
fraudulent and nonfraudulent records that are used to
construct models. Supervised fraud detection models
are used to assign a new claim into one of the two
classes. A basic requirement is that the original data
set is classified and that there is no doubt about the
true classes. Models are expected to detect fraud of
a type that has previously occurred.
Unsupervised methods are used whenever no
existing classification of legitimate and fraudulent
claims is available. They are aimed at clustering similar claims or at finding records that differ from the
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standard observations, so that they can be investigated
in more detail.
Most statistical methods aimed at detecting insurance fraud have been presented using automobile
claims. Examples can be found for the United States
[35], Canada [3], Spain [1] and several other countries.
The statistical tools to deal with dataset analysis
include data mining [35], selecting strategies [28],
fuzzy set clustering [18] (see Fuzzy Set Theory),
simple regression models [19] (see Regression Models for Data Analysis), logistic regression [1, 2],
probit models [3], principal component analysis [6],
(see Multivariate Statistics) and neural networks
[7]. We include a short description of statistical procedures that are useful for fraud detection. We begin
with the techniques based on a sample of classified
claims.

Relating Fraud Indicators to Fraud Rate
Let us consider the claims for which information
on one particular indicator is available. The number
of such claims is denoted by N . Calculate p̂, the
proportion of observed fraud claims in the signaled
group. Then we calculate the confidence interval




p̂(1 − p̂)
p̂(1 − p̂)
, p̂ + zα/2
,
p̂ − zα/2
N
N
where zα/2 is the (1 − α/2) percentile of a standard normal distribution (see Continuous Parametric Distributions). If zero is not contained in the
confidence interval, one can accept that the indicator
can be helpful in a regression analysis. A regression
model is estimated, the dependent variable being a
numeric suspicion level. The independent variables
or covariates are the fraud indicators [3, 19, 35, 36].

K-nearest Neighbors
Let us assume that Xi ∈ k is a vector containing the
characteristics related to the ith claim. The k-nearest
neighbor method [26] estimates the probability that
an input vector Xi , refers to a claim that belongs to
the fraud class, by the proportion of fraudulent claims
near the input vector. If Yi is the binary random
variable, which indicates by a value equal to 1, that

7

the claim is fraudulent and by a value equal to 0 that
the claims are honest, then

Pr (Yi = 1|Xi ) =
Pr(Yi = 1|z)p(z) dz,
(2)
Ni

for Ni indicating the set near the ith claim, defined by
a suitable metric. The intuition behind this approach
is straightforward; we find the set of claims that are
most similar or closer to the ith claim. The risk of
fraud for the ith claims is estimated by the proportion
of claims that are fraudulent within the set of similar
claims.

Logistic Regression and Probit Models
The aim of these generalized linear models is to
develop a tool based on the systematic use of fraud
indicators. The model finds out some indicators that
have a significant effect on the probability of fraud.
The model accuracy and detection capability is used
to evaluate prediction performance.
Let Xi be the column vector of characteristics of
the ith claim including a constant term. Let Yi be
a binary variable, indicating by 1 that the claim is
fraudulent, and 0 otherwise. Let β be a column vector
of unknown parameters. The model specification

states that Pr(Yi = 1|Xi ) = F (Xi β). Function F (·) is
−z
) for the
called the link function, F (z)
 z= 1/(1 + e−u2 /2
du for
logistic model and F (z) = −∞ (1/2π )e
the probit model. Maximum likelihood estimation
procedures of the unknown parameters are available
in most statistical packages. In [2] the problem of
misclassification is addressed in this context.

Unsupervised Methods
Let us consider that Xi is the column vector of characteristics of the ith claim, with Xi ∈ k . The claims
sample is called a sample of patterns. No information is available about the true fraud class. Kohonen’s
Feature Map is a two-layered network, with the output layer arranged in some geometrical form such as
a square [7]. For each training pattern i, the algorithm seeks an output unit c whose weight vector
has the shortest distance to the sample of patterns;
weight vectors are updated using an iterative process. A topographical order is obtained, which is the
basis for visual identification of the underlying patterns. We can find an application to automobile bodily
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injury claims in [7], where four fraud suspicion levels are derived. Feed-forward neural networks and a
back-propagation algorithm are used to acknowledge
the validity of the Feature Map approach. Comparative studies illustrate that this technique performs
better than an insurance adjuster’s fraud assessment
and an insurance investigator’s fraud assessment with
respect to consistency and reliability. In [18] fuzzy
methods are used to classify claims. The method
is inspired in the classic clustering problems (see
Multivariate Statistics) of grouping towns in rating territories. Another unsupervised method is the
principal component iterative discriminant technique
[6]. It is an a priori classification method that can be
used to assess individual claim file suspicion level
and to measure the wealth of each indicator variable.
A critical assumption is that the indicators need to be
ordered categorically and the response categories of
indicators have to be prearranged in decreasing likelihood of fraud suspicion in order to construct the
scores.

Other Classification Techniques: Data Mining,
Neural Networks, and Support Vector Machines
A feed-forward multilayer perceptron is a neural network system that connects the information conveyed
in the input data set of classified claims with the target groups, through a function mapping [35]. Neural
networks are extremely flexible, the main disadvantage being that we cannot clearly perceive the effect
of each fraud indicator characteristic. This is usually called a black box system because the user does
not identify the separate influence of each factor on
the result. Vector support machines are similar models, but the output is a high-dimensional space. They
can be expressed as an optimization problem, whose
solution is linked to a classifier function. In [28],
a large-scale hybrid knowledge and statistical based
system aimed at scanning a large amount of health
insurance claims is presented. Knowledge discovery
techniques are used in two levels, the first one integrates expert knowledge-based ways of identifying
unusual provider behavior, and the second one uses
tool searches and constructs new rules. Similarly, we
can find in [31] an application aimed at reducing the
number of no payable insured claims. The method
implemented there is a hierarchical Bayesian logistic
regression model. Viaene [35] compared the classification techniques that are used in fraud detection
through the predictive power.

Evaluating the Performance of Detection
Systems
In order to assess the effectiveness of an audit strategy
driven by a detection system, a simple method is
to take the fraud score generated by the system for
every claim in the sample. Usually, the score is
expressed as an integer between 0 and 100, where
the higher the score the more likely it is that the
claim is fraudulent. The sample size is denoted by
N . In order to obtain the final binary classification,
one should fix a threshold c. Let Na be the number
of claims in the sample with a fraud score larger
than c. Correspondingly, Nc is the number of claims
in the sample with a score lower or equal to c.
If the model we used to calculate the score were
a perfect classifier, then all the claims in the first
group would be fraudulent and all the claims in
the second group would be honest. The number of
fraudulent claims in each group is called Nfa and
Nfc , respectively. The number of honest claims in the
high score group is N ha and the number of honest
claims in the low score group is N hc . A two by
two table can help understand the way classification
rates are calculated [25]. The first column shows the
distribution of claims that were observed as honest.
Some of them (N hc ) have a low score and the rest
(N ha ) have a score above threshold c. The second
column shows the distribution of the fraudulent
claims in the same way. Finally, the marginal column
presents the row sum.

Score ≤ c
Score > c

Observed
honest

Observed
fraud

N hc
N ha

Nfc
Nfa

Nc
Na

The usual terminology is true positive for Nfa
and true negative for N hc . Correspondingly, Nfc are
called false negative and N ha are referred to as false
positive.
If an audit strategy establishes that all claims with
a score higher than c are inspected, then the percentage of the sample that is examined is Na /N , which
is also called the investigative proportion. The rate of
accuracy for fraud cases is Nfa /Na and the rate of
detection is Nfa /(Nfa + Nfc ), also called sensitivity.
Specificity is defined as N hc /(N ha + N hc ). Rising c
will increase the rate of accuracy. If we diminish c
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the rate of detection will increase, but it will also
increase the number of claims to be investigated, and
consequently the auditing costs [3].
Many models produce a continuous score, which
is then transformed into a binary output using threshold c. If only the final class is given by the prediction
method, one can construct the previous classification
table in the same way.
Another model performance basic measure is the
receiver operating characteristic (ROC) curve and
the area under the ROC curve, called AUROC [35].
In order to visualize the ROC curve, one should
select a grid of different c thresholds, then compute
the previous classification table for each c and plot
Nfa /(Nfa + Nfc ) versus N ha /(N ha + N hc ), that is,
sensitivity in the y-axis versus (1-specificity) in the
x-axis, for each different threshold c. All the points
in the plot are linked together starting at (0,0) up to
(1,1). A curve similar to the one shown in Figure 1
is obtained. The AUROC is the shaded zone under
the ROC curve and above the bisectrix in Figure 1.
The larger the AUROC, the better the predictive performance of the model, because if a model produces
good predictions, sensitivity and specificity should be
equal to 1. This corresponds to the point (0,1) and the
maximum area is obtained.

Lessons for Model Implementation
Models for completely automated fraud detection
do not exist. Practitioners who implement detection models should bear in mind that new forms of
fraudulent behavior appear each day. The upgrade of
indicators, random audits, and continuous monitoring
are essentials, and the most efficient ways of keeping
a good track of fraud detection systems. They can
also help prevent an audit strategy from becoming
corrupted.
Basic measures to monitor fraud detection are
total claims savings due to fraud detection and total
and relative number of observed fraudulent claims.
Statistical analysis of the observed fraudulent claims
may provide useful information about the size and
the types of fraud the system is helping to find out.
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Genetics and Insurance
Genetics – Some Basic Facts
Genetics is today a vast subject, but it is necessary to
know only a small part of it to appreciate its impact
on insurance. In this short summary, we ignore all
complications; see [32, 35], for a full account, or
[8, 9], for introductions aimed at insurance.
Most cells in the human body have a nucleus
that contains 23 pairs of chromosomes. One pair
(the X and Y chromosomes) determines sex; women
have two X chromosomes, men have an X and a
Y chromosome. The other 22 pairs are homologous.
Because every cell is descended from the fertilized
egg by a process of binary cell division in which
the chromosomes are duplicated, the chromosomes
in every cell ought to be identical. Mutations arise
when the duplicating process makes errors, or when
chromosomes are damaged, hence genetic disorders
may arise.
Chromosomes are simply very long sequences
of DNA, arranged in the famous double helix. A
gene is a region of DNA at a particular locus on
a chromosome, whose DNA sequence encodes a
protein or other molecule. Genes can be regulated to
produce more or less of their gene product as required
by the body. A mutated gene has an altered DNA
sequence so it produces a slightly different protein
or other product. If this causes disease, it is usually
eliminated from the gene pool by selective pressure,
hence genetic disorders are relatively rare. However,
many mutations are harmless, so different varieties of
the same gene called alleles may be common, leading
to different physical characteristics (such as blue and
brown eyes) called the phenotype, but not necessarily
to disease.
Sperm and eggs each contain just 23 chromosomes, one of each type. When they fuse at conception, the fertilized egg has a full complement of
chromosomes, hence two copies of each gene (other
than those on the X and Y chromosomes). Sometimes
different alleles of a single gene cause an unambiguous variation in the fully developed person. The
simplest example is a gene with two alleles, and this
is the basis of Mendel’s laws of inheritance, first published in 1865. For example, if we denote the alleles
A and a, then the possible genotypes are AA, Aa,
and aa. The distribution of genotypes of any person’s

parents depends on the distribution of the A and a
alleles in the population. Assuming that each parent passes on either of their alleles to any child with
probability 1/2, simple combinatorics gives the probability distribution of the genotypes of the children
of given parents. The distribution of the childrens’
phenotypes depends on whether one of the alleles
is dominant or recessive. A dominant allele overrules a recessive allele, so if A is dominant and a
is recessive, genotypes AA and Aa will display the A
phenotype, but only aa genotypes will display the a
phenotype. Simple combinatorics again will give the
distribution of phenotypes; these are Mendel’s laws.
Simple one-to-one relationships between genotype
and phenotype are exceptional. The penetrance of a
given genotype is the probability that the associated
phenotype will appear. The phenotype may be present
at birth (eye color for example) or it may only
appear later (development of an inherited cancer for
example). In the latter case, penetrance is a function
of age. In the case of disease-causing mutations, the
burden of disease results from the frequency of the
mutations in the population, their penetrances, and
the possibilities, or otherwise, of treatment.

Developments in Human Genetics
Human genetics has for a long time played a part in
insurance underwriting, though it has only recently
attracted much attention. Some diseases run strongly
in families, with a pattern of inheritance that conforms to Mendel’s laws; these are the single-gene
disorders, in which a defect in just one of the 30 000
or so human genes will cause disease. A few of these
genes cause severe disease and premature death, but
with onset deferred until middle age, typically after
having had children; this is why these mutations
are able to persist in the population. Examples are
Huntington’s disease (HD), early-onset Alzheimer’s
disease (EOAD), adult polycystic kidney disease
(APKD), and familial breast cancer (BC). When a
family history of such a disorder is disclosed on an
insurance proposal form, the decision has often been
to charge a very high extra premium or to decline the
proposal.
Quite different from the single-gene disorders are
the multifactorial disorders, in which several genes,
influenced by the environment, confer a predisposition to a disease. The majority of the genetic influences on common diseases like cancer or coronary
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heart disease (CHD) are of this type. Underwriters
have often used the proposer’s parents’ ages at death
and causes of death as risk factors, for example, for
CHD, but without ever knowing how much of the
risk within a family might be genetic and how much
the result of shared environment. Not all familial risk
is genetic by any means.
Beginning in the early 1990s, geneticists began
to locate and to sequence the genes responsible for
major single-gene disorders. This work has tended
to show that their apparent simplicity, when all that
could be observed was their Mendelian mode of
inheritance, is not usually reflected in the underlying genetic mutations. Thus, HD was found to be
caused by an expanding segment of DNA of variable
length; two major genes were found to be responsible for most familial BC, and each of those to have
many hundreds of different disease-causing mutations; APKD was found to have two forms and so
on. Single genes have also been found to be associated with several diseases; thus, the discovery that an
allele of the APOE gene was associated with heart
disease gave rise to suggestions of genetic screening,
which were stopped dead when it was also discovered to be associated with Alzheimer’s disease (AD),
which is currently untreatable.
The sequencing of major disease-causing genes
meant that DNA-based genetic tests would become
available, which would be able to distinguish with
high reliability between people who did and did not
carry deleterious mutations, and among those who
did, possibly even the prognosis given a particular mutation. In the absence of such tests, all that
could be known is the probability that a person had
inherited a mutation, given their family history. For
example, HD is dominantly inherited, meaning that
only one of the two copies of the huntingtin gene (one
from each parent) need be mutated for HD to result.
But HD is very rare, so the probability that anyone’s
parents have more than one mutated huntingtin gene
between them is negligible, even in a family affected
by HD. Mendel’s laws then lead to the conclusion
that any child of a parent who carries a mutation will
inherit it with probability 1/2, and without a genetic
test, the only way to tell is to await the onset of
symptoms. Other forms of family history, for example, an affected grandparent but unaffected parent,
lead to more elaborate probabilities [31]. As an atrisk person ages and remains free of symptoms, the
probability that they do carry a mutation is reduced by

their very survival free of symptoms. For example, let
p(x) be the probability that a carrier of a HD mutation is free of symptoms at age x. Then the probability
that a child of an affected parent who is healthy at age
x is a carrier is 1/(1 + p(x)). This may be reflected
in underwriting guidelines, for example, in respect
of HD [5] recommended declinature below age 21,
then, extra premiums decreasing with age until standard rates at ages 56 and over. A DNA-based genetic
test resolves this uncertainty, which could result in
the offer of standard rates to a confirmed noncarrier,
but probably outright declinature of a confirmed carrier. Thus, the insurance implications of genetic tests
were clear from an early stage.
Research into multifactorial disorders lags far
behind that of single-gene disorders. The helpful factors of Mendelian inheritance and severely elevated
risk are generally absent, so multifactorial genotypes
are hard to find and the resulting risks are hard to
measure. Very large-scale studies will be needed to
make progress, for example, in the United Kingdom
the Biobank project aims to recruit a prospective sample of 500 000 people aged 45–69, to obtain DNA
samples from all of them and to follow them up
for many years. Even such a huge sample may not
allow the detection of genetic associations with relative risks lower than about 1.5 or 2 times normal [37].
The differences between the single-gene disorders
and multifactorial disorders are many. As far as insurance is concerned, the subset of single-gene disorders
that matters includes those that are rare, Mendelian,
highly penetrant, severe and often untreatable, or
treatable only by surgery. Multifactorial disorders are
common, non-Mendelian, are likely mostly to have
modest penetrance and to confer modest extra risks,
and may be amenable to medication or change in
lifestyle. It is not entirely clear why the great concerns over genetics and insurance, which have been
driven by single-gene disorders, should carry over to
multifactorial disorders with equal strength.

Responses to Genetics and Insurance
Issues
Public concerns center on privacy and the inappropriate use of genetic information, often naming insurers
and employers as those most eager to make mischief.
Potential difficulties with privacy go beyond the
usual need to treat personal medical information confidentially, because information may be requested
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about a proposer’s relatives without their being aware
of it, and any genetic information gained about
the proposer may also be informative about their
relatives. However, the actuarial dimension of this
question is limited and we will not discuss privacy
further.
Inappropriate use of genetic information means, to
many people, using it in the underwriting of insurance
contracts. The principles involved are no different
from those surrounding the use of sex or disability
in underwriting (except perhaps that the privacy of
persons other than the proposer may be invaded), but
genetics seems to stimulate unusually strong fears
and emotions. Many governments have responded
by imposing, or agreeing with their insurance industries, moratoria on the use of genetic information,
usually up to some agreed limit beyond which existing genetic test results may be used. There is general
agreement that insurers need not and should not ever
ask someone to be tested, so only existing test results
are in question.
The United Kingdom and Australia are of particular interest, because their governments have tried to
obtain evidence to form the basis of their responses
to genetics and insurance. In the United Kingdom,
the Human Genetics Commission (HGC) advises the
government [19, 20], and was instrumental in deciding the form of the moratorium (since 2001, genetic
test results may not be used to underwrite life insurance policies of up to £500 000, or other forms of
insurance up to £300 000). The industry body, the
Association of British Insurers (ABI) introduced a
code of practice [1] and appointed a genetics adviser,
who drew up a list of eight (later seven) late-onset,
dominantly inherited disorders of potential importance to insurers. The Genetics and Insurance Committee (GAIC), under the Department of Health, has
the task of assessing the reliability and actuarial relevance of particular genetic tests, for use with policies
that exceed the ceilings in the moratorium. In 2000,
GAIC approved the use of the test for HD in underwriting life insurance, but following reports that were
very critical of the industry [18, 19], the policy has
been reformed and the basis of that decision may
be reconsidered. In Australia, the Australian Law
Reform Commission (ALRC) has produced the most
thorough examination of the subject to date [2–4].
It recommends that a Human Genetics Commission
in Australia (HGCA) should be set up, and this
would approach the regulation of the use of genetic
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information in a manner quite similar to the GAIC
process. It remains to be seen if these interesting
and evidence-based approaches to the subject will
be followed by other countries; see [7, 25] for more
details.
In the course of the whole genetics debate, the
question of what exactly is genetic information [40]
has been raised. The narrowest definition would
include only information obtained by the direct examination of DNA [1], while the broadest would include
any information relating to any condition that might
be in any way genetic in origin. Differing views have
been reflected in the moratoria in different countries,
for example, that in Sweden covers family history
as well as genetic tests, while that in the United
Kingdom does not (though the HGC indicated that
it would revisit this in 2004).

Actuarial Modeling
Most actuarial modeling has concentrated on singlegene disorders, because it necessarily relies on genetic
epidemiology to parameterize any models, and that
is where the epidemiology is most advanced. We can
identify two broad approaches.
•

•

A top-down approach treats whole classes of
genetic disorder as if they were homogeneous.
This avoids the need to model individual disorders in detail, which in the case of multifactorial
disorders may be impossible just now anyway.
If, under extremely adverse assumptions, either
extra premiums or the costs of adverse selection are small, this is a useful general conclusion;
see [22–24] for examples. In the long run, this
approach is limited.
A bottom-up approach involves detailed modeling of individual disorders, and estimating the
overall premium increases or costs of adverse
selection by aggregation. Examples include models of BC and ovarian cancer [21, 28, 29, 36, 39],
HD [14, 15, 34], EOAD [11–13], APKD [16]
and AD [26, 27, 33, 38].

Multiple-state models are well suited to modeling
single-gene disorders because these naturally divide
the population into a reasonably small number of
subpopulations.
Figure 1 shows a model that includes all the
features needed to represent genetics and insurance
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i = 1: Not at risk
State 11
Not tested
Insured

State 10
Not tested
Not Ins'd

State 14
CI event

State 12
Tested
Not ins'd

State 15
Dead

i = 2: At risk, APKD mutation absent
State 21
Not tested
Insured

State 20
Not tested
Not ins'd

State 22
Tested
Not ins'd

State 24
CI event

State 25
Dead

State 13
Tested
Insured

i = 3: At risk, APKD mutation present
State 23
Tested
Insured

State 31
Not tested
Insured

State 30
Not tested
Not ins'd

State 32
Tested
Not ins'd

State 34
CI event

State 35
Dead

State 33
Tested
Insured

Figure 1 A Markov model of critical illness insurance allowing for family history of APKD and genetic testing. Source:
Gutiérrez & Macdonald [16]

problems, using critical illness (CI) insurance and
APKD as an example. APKD is rare (about 1 per
1000 persons), dominantly inherited and has no cause
except mutations in the APKD1 or APKD2 (or possibly other) genes. Therefore, at birth, 0.1% of persons have an APKD mutation, 0.1% are born into
families affected by APKD but do not carry a mutation, and 99.8% are born into families unaffected by
APKD and are not at risk. This determines the initial
distribution of the population in the starting states
10, 20, and 30. In these states, a person has not yet
bought insurance, nor have they had a genetic test.
They may then buy insurance without being tested
(move to the left) or be tested and then possibly buy
insurance (move to the right). Clearly, their decision
to buy insurance may be influenced by the result of a
test, and adverse selection may arise. At any time, a
person can suffer a ‘CI event’ – an illness that triggers
a claim, which would include kidney failure caused
by APKD – or can die. All the transition intensities
in this model may be functions of age, so it is Markov
(see Markov Chains and Markov Processes), and
computationally straightforward. Life insurance can
be modeled similarly but often survival after onset of
a genetic illness is age- and duration-dependent, and
a semi-Markov model results.
As well as adverse selection, this model captures
the market size (through the rate of insurance purchase), the prevalence of genetic testing, and the

frequency of mutations, all of which influence the
cost of adverse selection. It is also possible to group
states into underwriting classes, within each of which
the same premiums are charged, and thereby to represent underwriting based on family history, or under
any form of moratorium. And, just by inspecting the
expected present values (EPVs) of unit benefits and
unit annuities conditional on presence in an insured
state, the extra premiums that might be charged if
insurers could use genetic information can be found
(a simpler multiple decrement model would also suffice for this).
Parameterizing such a model is challenging. Intensities relating to morbidity and mortality can be
estimated in the usual way, relying on the medical
literature for rates of onset of the genetic disorder.
Intensities relating to insurance purchase can plausibly be based on market statistics or overall market
size. The rate of genetic testing is very difficult to
estimate. Testing is still fairly recent, so there is no
long-term experience. The take-up of testing varies a
lot with the severity of the disorder and the availability of treatment, so that even after nearly 10 years
of HD tests, only 10 to 20% of at-risk persons have
been tested [30].
Once the intensities in the model have all been
fixed or estimated, we proceed by solving Kolmogorov’s forward equations (see Markov Chains
and Markov Processes) for occupancy probabilities,
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or Thiele’s equations (see Life Insurance Mathematics) for EPVs of insurance cash flows [17]. With
jk
µx , the transition intensity between distinct states
jk
j and k, and t px , the probability that a person in
state j at age x will be in state k at age x + t (the
occupancy probability), Kolmogorov’s equations are:

∂ j k  j l lk
j k kl
t px µx+t −
t px µx+t .
t px =
∂t
l=k
l=k

(1)

(Note that we omit the i denoting genotype gi for
brevity here.) We can add insurance cash flows to the
model, with the convention that positive cash flows
are received by the insurer. If a continuous payment
j
is made at rate bx per annum while in state j at age
jk
x, or a lump sum of bx is made on transition from
state j to state k at age x, Thiele’s equations for the
j
statewise prospective reserves tVx , at force of interest
δ, at age x + t are
∂ j
j
j
tV = δ tVx + bx+t
∂t x

 jk  jk
−
µx+t bx+t + tVxk − tVxj .

(2)

k=j

These must be solved numerically.
The conclusions from such models, applied to
single-gene disorders, are consistent. We give an
example, for HD and life insurance, based on [14,
15]. The age at onset of HD is inversely related to
the number of times the trinucleotide CAG (cytosineadenine-guanine) is repeated in a certain region of
the huntingtin gene on chromosome 4. Brinkman
et al. [6] estimated the age-related penetrance for 40
to 50 CAG repeats, by Kaplan–Meier methods (see
Survival Analysis); these are shown in Figures 2
and 3. Also shown, as smooth curves, are modeled
penetrance functions from [15]. Brinkman’s study [6]
is, in fact, an unusually good and clear basis for
the fitted model, since the actual numbers in the
graphs were tabulated; many genetical studies merely
give penetrances in the form of point estimates at
a few ages or graphs of Kaplan–Meier estimates,
but we must acknowledge that actuarial models are
relatively demanding of the data. On the basis of this
model, and a conventional analysis of survival after
onset of HD [10], premium rates for life insurance
of various ages and terms are shown in Table 1
(expressed as a percentage of the standard rate that
would be paid by a healthy applicant). Note that these
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are specimens only, based on the mortality of the
population of England and Wales as expressed in the
English Life Table No. 15; an insurance company
might take account of the lower mortality typical
of insured persons, which would result in higher
premiums than in Table 1. This table shows the
following features:
•

•

Premiums increase rapidly with the number of
CAG repeats. Nevertheless, if there were fewer
than about 45 repeats, terms could be offered
within normal underwriting limits (in the UK,
cover would usually be declined if the premium
exceeded about 500% of the standard rate).
The premiums vary greatly with age and term,
suggesting the need for a model that takes account
of the heterogeneity of HD mutations. Note that
many other single-gene disorders could be as
heterogeneous, but few have such a simple underlying cause of heterogeneity as the length of a
trinucleotide repeat.

As mentioned above, the take-up of genetic testing
for HD is quite low, so many applicants may present
a family history of HD, and in some jurisdictions
this can be used in underwriting. Table 2 shows
premiums (as percentages of standard) in respect of
applicants who have an affected parent or sibling.
Note that these need the distribution of CAG repeat
length at birth among HD mutation carriers, see [15],
another complicating feature of any heterogeneous
disorder.
•

•

The premium rates based on family history decrease to negligible levels by age 50, consistent
with [5], because most HD mutations are so
highly penetrant that anyone who is free of symptoms at age 50 is unlikely to be a carrier.
Comparing Table 2 with Table 1, we see that
premiums based on a small number of CAG
repeats can sometimes be lower than those based
on family history, because the latter are in a
loose sense averaged over all CAG repeat lengths.
This raises the prospect of a person with (say)
40 or 41 CAG repeats requesting a premium
based on that information, even though it derives
from an adverse genetic test result that could not
be used under most moratoria. Again, this may
be a recurring feature of heterogeneous genetic
disorders.
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Figure 2 Penetrance estimates of onset of HD with 40 to 45 CAG repeats (crosses) and 95% confidence intervals, from
Gutiérrez & Macdonald [15], based on data from Brinkman et al. [6]. Also shown are fitted penetrance curves

The cost of adverse selection under any given
moratorium depends on the mutation frequencies, the
size of the market for any particular type of insurance,
the rate at which genetic testing takes place, how
people will react to learning that they carry a more
or less serious mutation, and the precise form of the
moratorium, as well as the mutation penetrance. The

cost can conveniently be expressed as the percentage
premium increase that would be needed to recover
it. In the case of HD and probably every other
single-gene disorder, the rarity of mutations is the
most important factor in any but a very small market,
and even quite extreme adverse selection would be
unlikely to require premium increases of more than
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Figure 3 Penetrance estimates of onset of HD with 46 to 50 CAG repeats (crosses) and 95% confidence intervals, from
Gutiérrez & Macdonald [15], based on data from Brinkman et al. [6]. Also shown are fitted penetrance curves

a fraction of 1%, if the use of family history was
still allowed. Higher costs are possible if family
history may not be used, and the cost for critical
illness insurance could be considerably greater than
for life insurance. References [13, 15, 16, 22–24,
36] suggest that, taking all genetic disorders together,
premium increases of 10% would be a conservative

upper limit for the cost of adverse selection in life
insurance.

Outstanding Issues
Molecular genetics is racing ahead of epidemiology,
and it may be some time before we have an accurate
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Table 1 Level net premium for level life insurance cover for persons with a known HD mutation, with 40 to 50 CAG
repeats, as a percentage of the premium for standard risks
Premium as percentage of standard

Sex of
applicant
Female

Policy
term
(years)

40
%

41
%

42
%

43
%

44
%

45
%

46
%

47
%

48
%

49
%

50
%

20

10
20
30
40
10
20
30
10
20
10
10
20
30
40
10
20
30
10
20
10

100
101
112
141
101
116
147
106
142
108
100
101
106
119
101
109
124
103
120
102

100
105
138
192
106
146
206
114
181
114
100
102
118
144
103
126
155
107
140
104

100
117
192
272
117
208
294
126
229
120
100
108
146
186
108
161
205
113
165
106

102
147
288
381
139
307
408
141
279
126
101
121
195
244
120
219
270
121
192
108

105
209
432
513
175
438
535
158
326
132
102
148
270
316
139
295
344
130
218
109

114
315
624
664
225
588
662
174
366
137
105
196
369
399
165
384
419
138
241
111

132
475
853
825
285
741
780
190
401
142
111
269
490
488
196
475
490
147
261
113

166
690
1107
990
349
885
884
205
430
147
123
367
624
581
230
561
552
155
278
114

219
951
1371
1154
414
1014
972
219
454
151
142
487
764
672
264
638
604
163
292
116

293
1242
1631
1310
477
1125
1044
231
474
155
169
621
902
760
298
705
648
170
304
117

387
1545
1877
1456
535
1220
1104
242
491
158
203
760
1032
842
329
762
684
176
314
119

30

40
50
20

Male

Number of CAG repeats

Age at
entry
(years)

30

40
50

Table 2 Level net premiums for level life
insurance cover as percentage of the level premium for standard risks, for persons with a
family history of HD (affected parent or sibling)
Age at
entry
(years)

Policy
term
(years)

Females
(%)

Males
(%)

20

10
20
30
40
10
20
30
10
20
10

114
211
297
293
122
187
208
107
130
102

105
150
202
203
112
151
160
103
115
101

30

40
50

default, genetics seems to be leading the way towards
‘evidence-based underwriting’.
•

•

•
picture of the financial impact of all the genetic
knowledge that is emerging from the laboratory.
Bodies like GAIC have a difficult task to perform,
as politicians and others demand answers before
the evidence base is properly in place. Almost by

At what point in the spectrum of genetic disorders, from highly penetrant single-gene disorders
to complex multifactorial disorders, should normal underwriting be allowed? Is genetic information so exceptional that nothing with the slightest
genetical content should be accessible to insurers?
There is often evidence that a rare mutation may
be highly penetrant, but its rarity prevents the
reliable estimation of relative risks. Amyloid precursor protein (APP) mutations associated with
EOAD is an example (from the ABI’s list). How
should this be handled within the framework of
evidence-based underwriting?
Heterogeneity leads to two problems. The first
is the obvious statistical one, that sample sizes
quickly become too small to be useful. Occasionally, as with HD, there is structure underlying the
heterogeneity that offers a basis for a model, but
that may be unusual. The second problem is that
if family history may be used in underwriting,
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•

premiums on that basis can exceed premiums
based on the less severe mutations, creating pressure for the use of adverse test results when that
would be to the applicant’s advantage.
The impact of multifactorial disorders on insurance is as yet largely unexplored, but we can
expect that many of the discoveries that will be
made in the future will concern them.
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ANGUS S. MACDONALD

Gompertz, Benjamin
(1779–1865)
Benjamin Gompertz was born in London on March
5, 1779 in a Dutch Jewish family of merchants. A
gifted, self-educated scholar, he was elected at the age
of 18 as a member of the Society of Mathematicians
of Spitalfields, the forerunner of the Royal Astronomical Society. Gompertz joined the stock market
in 1810 after marrying Abigail Montefiore from a
wealthy Jewish family. In 1819, he became a Fellow
of the Royal Society and in 1824, chief manager of
the newly founded Alliance Marine Insurance Company. He also became the first actuary of the Alliance
British and Foreign Life and Fire Assurance Company. In 1865, he was a founding member of the
London Mathematical Society. He died in London on
July 14, 1865 while preparing a paper for this Society. Gompertz made important contributions to the
theory of astronomical instruments and the convertible pendulum.
The actuarial work of Gompertz has been fundamental. Soon after his election, he criticized life
assurance (see Life Insurance) societies for using
incorrect but for them, favorable mortality tables.
Only some 20 years later, a committee started to collect data from 17 different offices in an attempt to
work out a more realistic mortality law (see Early
Mortality Tables). A first attempt to grasp mortality laws appeared in 1820 in [2]. A few years later,
Gompertz in [3] used Newton’s differential calculus
(method of fluxions). He proposed to approximate the
mortality rate by an exponential function, increasing with age. He wrote: “It is possible that death
may be the consequence of two generally co-existing
causes; the one, chance, without previous disposition
of death or deterioration; the other, a deterioration,
or an increased inability to withstand destruction”.
Interpreting the latter cause as a sequence of consecutive attempts to avoid death over (infinitesimally)
small intervals of time, this second cause leads naturally to the famous Gompertz’s law of mortality. The
modification by Makeham [7] formalized the inclusion of the first cause and as such, increased the
significance of Gompertz’s law. The agreement of
the law with experimental data was only satisfactory for age groups from 10 to 55 years. In [4],
Gompertz modified his law to make it applicable

from birth to old age. For explicit expressions of the
different mortality rates, see Mortality Laws. For a
supplement to [2, 3], see [5]. At the end of his life,
Gompertz suggested methods to control competition
among assurance offices.
The best sources on Gompertz are the obituary articles by Adler [1] and the historical paper
by Hooker [6]. The role played by Gompertz’s law
in demography has been treated by Olshansky e.a.
in [8] that discusses the importance of Gompertz’s
observations, reviews the literature and deals with
research on aging since the appearance of the seminal
paper [3]. The mathematical formalization of Gompertz’s observation on the mortality rate leads to a
functional equation that has received recent attention
by Riedel e.a. in [9].
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Graduation

Returning to the fund example, substitution of the
p
k 18 based on the raw qx into the formula for the fund
yields the amount 67 541 that needs to be invested
on the male’s 18th birthday to finance the expected
future payments.
Table 1 also exhibits a set of graduated mortality
rates. Notice that these rates start at a low of 142
at age 18 and rise gradually over the series of ages
in the table. Figure 1 displays the two sequences of
mortality rates.
The graduation process applied to the raw mortality rates has resulted in a monotone sequence of
adjusted rates. Business considerations make such
a monotonic pattern desirable. The amounts of the
funds needed to produce a series of 9 contingent payments of 10 000 for males of successive ages grow
monotonically using the graduated rates. Using the
raw rates, the fund needed for an older male could
be less than the fund needed for a younger male
because of the uneven variation in the mortality rates.
Such lack of a monotonic pattern in the funds would
be difficult to justify in a commercial setting. The
amount of adjustment shown in Figure 1 is somewhat extreme compared with graduations in most age
ranges. The age range 18 to 32 was chosen to dramatize the graduation process.
Substituting the k p18 based on the graduated qx
into the formula for the fund yields the amount
67 528 that needs to be invested on the male’s 18th
birthday to finance the expected 9 future payments.
This amount is slightly less than the amount obtained
with the raw rates because the graduated rates imply
a slightly higher risk of death over the period than do
the raw rates.

Introduction
In actuarial science, graduation refers to the adjustment of a set of estimated quantities to make the
adjusted quantities conform to a pattern suitable for
insurance purposes. The classic context for graduation is the adjustment of estimated mortality rates for
purposes of calculating annuity and insurance premiums and reserves [1, 31]. A life table may yield raw
estimates of mortality rates that exhibit an erratic pattern of change over a series of ages, whereas intuition
and business considerations dictate that a gradual,
systematic pattern of change is desirable. Graduation
aims to produce a ‘graduated’ series that exhibits the
desirable pattern and takes due account of the information in the raw estimates.
To illustrate, assume that we wish to determine the
amount of a fund, to be at 6% interest per annum,
that will pay 10 000 at the end of each of the next
9 years to a male now aged 18, provided the male
is alive. The amount
 of the fund to match expected
payments is 10 000 9k=1 (1.06)−k k p18 , where k p18 is
the probability that the male aged 18 survives to age
18 + k. The choice of appropriate values for the k p18
is a matter of actuarial judgment.
One possibility is to adopt an existing life table
judged to be appropriate for the application. A second possibility is to construct a life table for the
particular application using mortality data from a
population deemed appropriate. The first two rows
of Table 1 partially reproduce a table to be used in
this discussion.
In the table, qx is the probability that a male who
has attained age x will die within the next year. The
k p18 are functions of the qx for various values of x.
The raw rates qx start at a low of 133 at age 18,
rise to 170 at age 23, fall to 165 at ages 27 and
28, and then rise to 174 at age 25. The dip in the
observed mortality for ages between 25 and 30 is not
uncommon. The dip creates special problems in the
construction of life tables for business purposes.
Table 1

Scope of Graduation
Envision a table displaying the states of a criterion
variable x and estimated values of an outcome variable ux , associated with each x. The basic assumption
is that the outcome variable ‘should’ vary gradually
and systematically as the criterion varies from state
to state. If this assumption cannot be justified, a graduation exercise makes no sense.

Extract of table of raw and graduated mortality rates

Age (x)

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

Raw 105 qx
Graduated 105 qx

133
142

142
148

152
155

161
161

167
167

170
170

169
173

167
174

166
176

165
180

165
187

166
196

169
205

170
215

174
224

2

Graduation
Probability of death in one year
0.0023

Graduated
0.0018

Ungraduated

0.0013
20

25

30

Age

Figure 1

Plots of sequences of raw and graduated mortality rates

Another assumption is that the estimated values
are not definitive. Rather, they are subject to sampling and/or measurement errors of varying degrees,
rendering our knowledge of the pattern of definitive
values uncertain. The graduated values ought to lie
within the limits of uncertainty associated with the
raw estimates. We denote the graduated values by vx .
The choice of criterion and outcome variables
depends on the application. Outcome variables could
be forces of mortality, disability rates, withdrawal
rates, loss ratios, and so on. The criterion variable
could be multidimensional. For example, a mortality study may produce rates by age and degree of
disability. In this article, we discuss details of onedimensional criterion variables only. The literature
contains multidimensional extensions. See Chapter 8
of [31] for examples.
Our discussion suggests broad scope for potential
applications of graduation. The thought processes,
and some of the methods, of actuarial graduation can
also be found in the literatures of demography and
‘ill-posed problems,’ among others. (See [34, 40] for
demography and [45] for ill-posed problems.)

Overview of Approaches to Actuarial
Graduation
We distinguish between two broad categories:
approaches that involve fitting curves defined by
functions and approaches that involve other criteria.
In the curve-fitting approaches, one chooses a family

of functional forms indexed by a set of parameters
and uses a statistical estimation method to find the
member of the family that best fits the raw estimates.
The resulting fitted values are the graduated values.
Such approaches are able to yield fitted values
corresponding to values of the criterion variable,
x, other than those that exist in the data set.
The approaches that use other criteria tend to be
semiparametric or nonparametric in nature. They are
graphical methods from statistics or wholly ad hoc
methods. These approaches tend to yield graduated
values only for values of the criterion variable, x,
that exist in the data set. This article reviews only
examples chosen from the two broad categories.

Approaches Based on Fitting Curves
These approaches are generated by the choice of
functional form and by the choice of fitting criterion.
Popular functional forms for life tables are related
to mortality laws and include Gompertz (see Gompertz, Benjamin (1779–1865)), Weibull, Makeham,
and splines. Popular fitting criteria are GLM-models
and maximum likelihood. The likelihood methods
make assumptions about the sampling schemes used
to collect the raw data as well as assumptions about
the gradual changes in estimates as functions of x.
See Chapters 6 and 7 of [31] for a summary of several methods. References include [13, 15, 16, 24, 25,
37, 39, 42, 43].

Graduation

Approaches Using Other Criteria
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where different choices of n and of the weights ar
produce different graduations. Various criteria can be
used to guide these choices. The emphasis of these
methods is on ‘smoothing’ out the irregularities in
the raw estimates. In general, they do not seek to
reproduce patterns that are considered desirable a
priori, but the weights are often chosen to induce the
graduated values to fall locally near smooth curves,
such as cubic polynomials. See Chapter 3 of [31] and
also [3, 22, 23, 36] for examples.

The minimization of Whittaker’s objective function
with respect to the vx s is not difficult. See Chapter 4
of [31], and [14, 33, 44] for details.
Each choice of the wx s, h, and z produces a
different set of graduated values. The choice used
in a specific application must appeal to the actuarial judgment of the graduator. In practice, the wx s
are usually chosen inversely proportional to an estimated variance of the ux s computed from a plausible
model. The value of z is restricted to 2, 3, or 4.
The choice of h is difficult. In practice, the most
likely approach is to produce several trial graduations and then to choose a final graduation based
on an overall assessment of the ‘success’ of these
graduations.
Whittaker’s objective function can be modified in
a number of appealing ways. The squared terms may
be replaced with other powers, the roughness measures can be made more elaborate, and multidimensional methods are well documented. See Chapter 4
of [31], and [9, 30, 32].

Kernel Methods

Bayesian Methods

Kernel methods are generalizations of moving average methods. They use kernel-smoothing methods to
determine the weights to be applied to create graduated values; see [2, 17–21].

Fully Bayesian approaches to graduation are well
documented. See Chapter 5 of [31], and [6–8, 11, 12,
27–29]. Whittaker’s original approach can be derived
as a limiting case of a fully Bayesian analysis. Despite
the existence of the fully Bayesian formulations,
Whittaker’s approach may be the one most often
encountered in actuarial practice. For example, in the
United States it was used in the most recent basic
valuation mortality tables for life insurance sponsored
by the Society of Actuaries [26].

Weighted Moving Average Methods
These methods produce graduated values by taking
symmetric weighted moving averages of the raw
values, that is
vx =

n


ar ux+r

(1)

r=−n

Whittaker Methods
Whittaker [46] produced an argument analogous to
a Bayesian or inverse probability argument to assert
that graduated values should minimize an objective
function. Whittaker’s objective function balances a
measure of discrepancy between raw and graduated
values with a measure of ‘roughness’ in the behavior
of the graduated values, as follows:
ω

x=1

wx (vx − ux ) + h
2

ω−z


z

2

( vx )

x=1

Here ω is the number of x-states in the data table, the
wx s are weights measuring the relative contribution
of the squared deviations (vx − ux )2 , z vx is the
zth forward difference of vx , and h is a positive
constant that expresses the relative balance between
discrepancy and roughness. The smaller the measure
of discrepancy, the closer the graduated values are to
the raw values. The smaller the measure of roughness,
the smoother is the behavior of the graduated values.

Summary
Graduation continues to stimulate research and debate
among scholars. Recent innovative uses of graduation
include information theory methods [4, 5], crossvalidatory methods [10], and others [35, 38, 41, 47].
The extent to which the scholarly literature influences
practice remains to be seen. Whittaker’s approach
appears to have stood the test of time.
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Graunt, John (1620–1674)
John Graunt was born at St Michael, Cornhill on
April 24, 1620 in a merchant’s family. He received
a standard English education but studied Latin and
French on his own. He became a respected London citizen, holding offices in the City council and
in the military. His major publication Natural and
Political Observations Made Upon the Bills of Mortality from 1662 received a lot of attention, particularly after the great plague in 1665. It was often
reprinted. The great fire of London in 1666 destroyed
Graunt’s property and initiated a troublesome period
in his life, also caused by his conversion to Catholicism. He died of jaundice in London on April 18,
1674.
Starting in 1604, weekly mortality bills for the
London parishes were published by the Company of
Parish Clerks, with a yearly summary. For example,
deaths were classified according to up to 81 diseases
and casualties. For an example, see [11]. This vast
amount of data lies at the origin of Graunt’s Observations [5], a modest book of 85 pages that might
be considered the start of statistical epidemiology. At
the end of the book, he gives eight tables collecting numbers of burials, christenings, weddings, and
deaths from London and its surroundings, Romsey,
Tiverton, Cranbrooke, and even Paris. Graunt reduces
the data from ‘several confused Volumes into a few
perspicuous Tables’; he continues to present in ‘a few
succinct Paragraphs, without any long Series of multiloquious Deductions’ his statistical analysis. For a
very detailed description of the content of [5], we
refer to Chapter 7 in [6].
As mentioned by Stigler in [10], the Observations
contain many wise inferences based on data, but
its primary contemporary influence is more in its
demonstration of the value of data gathering than on
the development of modes of analysis. We mention
a few of Graunt’s 106 conclusions, some of which,
indicate his views on the trustworthiness of the data.
‘That about one third of all that were quick die under
five years old, and about thirty six per Centum under
six; that a fourth part more die of the Plague than are
set down; that Plagues always come in with King’s
reigns is most false; that there are about six millions,
and a half of people in England and Wales.’

The influence of Graunt’s Observations on subsequent developments has been frequently noted.
For example, Christiaan (1629–1695) and Lo-dewijck (1631–1699) Huygens started a correspondence, inspired by Graunt’s tables, on how to estimate
life expectancy. Another of Graunt’s observations is
the relative stability of certain population ratios. For
example of the ‘proportion of Men able to bear Arms’
or the stability of the sex ratio, a topic that was later
picked up by Arbuthnot (1667–1735) and Nicholas
Bernoulli (1662–1716). But Graunt’s tables have
also been used by Halley (1656–1742) in calculating
annuity values.
For information on his life and Graunt’s scientific
importance, consult [1, 3, 4, 6–8, 12]. There has
been a lot written on whether or not William Petty
(1623–1687) actually wrote Graunt’s Observations.
The consensus seems to be that while Graunt
knew and may have received comments from Petty,
Graunt wrote them himself. For more on this
topic, consult [11]. The importance of Graunt as the
originator of statistical demography is illustrated
in [2]. For a historical treatment of ratio estimation,
see [9].
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Group Life Insurance

• Employee group: Employees of an employer (including state, county, and municipality). The employer is the policyholder.

Group life insurance is life insurance written for
members of a specific group. Most frequently, it is
issued to an employer for the benefit of the employees. It may however be issued to any group given that
the group is not formed for the purpose of purchasing
insurance.
Originally, group life was meant to be a life insurance contract with a lump sum payment in case
of death of a member of a group (Group Term
Life Insurance) in which the total premium for all
members, contributory or not, was paid by the policyholder. The risk was supposed to be leveled out
within the group. The insurance companies could
then be less concerned with the health evidence,
and often an actively-at-work statement was enough.
Hence, the administration was less demanding and
the expenses lower than with individual insurances.
Today we see more complex ‘group life’ products
offered to more groups in which often the practical distinction between individual and group life has
become more and more vague and the expenses have
increased.
The characteristics of group life insurance are
that it is a life insurance issued to a policyholder
covering only all members of a well-defined group,
or all of any class or classes thereof, and that benefit
amounts have to be determined according to a general
plan (platform) precluding individual selection. At the
date of issue, it has to cover a minimum number of
lives (very often 10 lives), with or without medical
evidence. The premium has to be paid wholly or
partly by the policyholder. The policyholder cannot
be the beneficiary (except in the case of credit group
life and nonprofit group life).
Worldwide, group life insurance is not an unambiguous concept. It may vary between countries
according to the local legislation, practice, and products. In most countries, a group life insurance means a
Group Term Life Insurance, whilst in others it might
also mean different permanent life insurance plans
(Group Paid-Up Plans, Group Universal Life Plans,
Group Ordinary Plan, etc.). We will mainly concentrate on Group Term Life Insurance and how that has
been practiced.
Today we see group life insurance offered to
groups such as

• Trade group: Employees of employers who are
members of a trade organization. The trade organization is the policyholder.
• Association group: Members of a national or
local association with the object of promoting the
members’ professional interests. The association is
the policyholder.
• Federation group: Members of associations belonging to a national or local federation with the
object of promoting the member associations’ and
their members’ interests. The federation is the policyholder.
• Credit group: Individuals with private loans/mortgages in a bank or in another financial/credit institution. The bank or financial/credit institution is the
policyholder and the beneficiary.
• Economic group: Members of an organization/association with the object of promoting the members’
economical interest. The organization/association is
the policyholder.
• Nonprofit group: Members of a nonprofit association (charitable or religious) not formed for the
purpose of buying insurance. The association is the
policyholder and may be the beneficiary.
In addition to the lump sum death benefit, we can
today find different benefits as riders or written in
conjunction with a group life insurance under the
same contract.
The benefits could be
•
•
•
•
•
•
•
•

supplement for children and/or spouse/cohabitant
payable on the death of the insured;
dependent insurance, that is, coinsured spouse/
cohabitant and/or coinsured children;
funeral expenses on the death of the insured’s
dependents;
disability lump sum or annuity;
accelerated death benefit, that is, an advance payment of part of the life benefit when the insured
becomes terminally ill;
hospitalization due to accident;
medical;
accidental death and dismemberment;
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•

•
•

Group Life Insurance
waiver of premium, that is, the member’s life
insurance will be continued without premium
payment if the insured becomes totally disabled
before reaching a certain age;
optional life insurance, that is, a voluntary additional life insurance;
conversion privilege/continuation of coverage,
that is, an option to convert to an individual life
insurance for a member leaving the group life
scheme. No medical evidence is required and
the sum insured cannot exceed the amount of
insurance under the group life scheme.

A group life insurance may not necessarily cover
all the members of a group, and the benefit amount
might not be the same for all eligible members. The
members can be subdivided into smaller groups/classes with different benefit amounts as long as the
classes are well defined and there is no discrimination. Eligible members of a scheme/class could be,
for instance,
•
•
•
•
•
•
•
•

all members between 20 and 65 years of age
all members under 65 years of age with at least
one year of service
all members eligible for the pension scheme
all married and single breadwinners
all unmarried and single members
all members working full time, or all members
with at least an 50% position
all members with an income higher than a defined
minimum or within income brackets
all members belonging to a job class/title.

The benefit amount may either be a fixed/flat
amount or a multiple of either annual salary/earnings
or a local well-defined amount (like G, which is
the basic amount in the Norwegian social security
system). There might be a legislative or regulatory
maximum benefit amount.
When a group life scheme is subdivided into
classes there are normally some regulations as to the
minimum number of lives in each class and/or to the
proportion between the benefit amount in one class
compared to the next lower class and/or a maximum
highest class benefit compared to the lowest class
benefit or compared to the average benefit amount
for all the classes.
The health evidence requirements may depend on
the size of the group, the benefit amounts, if the
membership to the scheme is compulsory or not,
and/or on the benefits written in conjunction with or
as riders to the group life insurance. As a general
rule, we may say that the smaller the groups are and
the higher the benefit amounts are the more health
evidence is required in addition to an actively-at-work
statement. An actively-at-work statement is normally
enough for larger schemes as long as none of the
benefit amounts exceeds a regulatory free cover limit.
Group life insurances are normally paid with
yearly renewal premiums. The factors that are used
to determine the premium might be age, sex, type
of work, and location of business. The premiums
are often calculated by applying the local tariff to
find an average rate per thousand benefit amount,
which again is applied to every member’s benefit
amount. This average rate is also applied to calculate

Table 1 Minimum participation requirements for voluntary schemes in
Norway
Number of
persons entitled
to insurance
10–49
50–299
300–499
500–699
700–999
1000–1999
2000–4999
5000–9999
10 000–19 999
20 000–99 999
100 000 and more

Minimum
percentage
participation (%)

Minimum
number of
insured

90
75
70
65
55
45
35
25
15
10
7

10
45 (90% of 50)
225 (75% of 300)
350 (70% of 500)
455 (65% of 700)
550 (55% of 1000)
900 (45% of 2000)
1750 (35% of 5000)
2500 (25% of 10 000)
3000 (15% of 20 000)
10 000 (10% of 100 000)

Group Life Insurance
the premium for all new members during the policy
year. We have also seen that the average rate has been
guaranteed for more than one year.
Historically, the local tariffs have been very conservative, and we have seen different forms of ‘experience rating’. We have seen it in forms of increased
benefit amounts, premium discounts, and dividends.
The dividends may be paid directly to the policyholders or used to reduce next year’s premiums. In
later years, more sophisticated methods have been
applied [1, 2].
Participation in a group life insurance may either
be compulsory for all persons of the group or it can
be voluntary. To avoid adverse selection against an
insurance company, the insurance industry has introduced minimum requirements for the participation of

3

those entitled to insurance for voluntary schemes. The
requirements may be as simple as at least 40% or
75% participation when the policy is issued respectively with or without medical evidence. Or, they may
depend on the size of the insurable group as in Norway (Table 1):
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EINAR AKSELSEN

Halley, Edmond
(1656–1742)

this event is k| qx . Thus, the expected value becomes
ax =

∞


ak k| qx .

(1)

k=0

Edmond Halley was born near London on November 8, 1656 in a wealthy soap-maker’s family. At
the age of 17, he entered Queen’s College, Oxford,
where he assisted the Astronomer Royal, John Flamsteed (1646–1719), with astronomical observations.
He gave up his studies in 1676 to catalogue the
stars in the southern hemisphere from the isle of
St Helena. Two years later, he became a member
of the Royal Society. He had close contacts with
Isaac Newton (1642–1727), whose Principia was
written at his urging and was published thanks to his
financial support. Halley’s most famous achievements
concern the study of comets calculating their orbits
and return times. Halley’s prediction of the return of
the 1682 comet proved correct in 1758, well after
Halley died, and has been called Halley’s Comet
since. After a first failure, Halley was appointed as
Savilian Professor of geometry in Oxford in 1704,
succeeding John Wallis (1616–1703). In 1720, he
succeeded Flamsteed as Astronomer Royal, a position
that he held till his death in Greenwich on January
14, 1742.
Mainly recognized as one of the leading
astronomers of his time, Halley also contributed
to actuarial science [9]. At the request of Henry
Justell (1620–1693), secretary of the Royal Society
at London, he investigated data collected by Caspar
Neumann (1648–1715) in Breslau, Silesia, on births
and deaths, based on age and sex (see Early
Mortality Tables). In an attempt to find a scientific
link between mortality and age, Halley presented his
findings to the Society in [6] in 1693. This paper has
been very influential in the subsequent construction of
actuarial tables in life insurance. From his mortality
tables, Halley calculated expected present values of
annuities on one, two, and three lives.
Using the international actuarial notation, we
shall briefly compare the approach of Halley with the
approach presented by Jan de Witt (1625–1672) in
1672. We consider the expected present value of an
annuity ax for a person at age x to pay out one unit
at the end of each year as long as he is alive. If he
dies between age k (integer) and k + 1, the expected
present value of the annuity is ak (see Present
Values and Accumulations), and the probability of

This is the approach of de Witt. On the other hand,
one could argue that if the person is alive at time k
(integer), one unit should be paid out. The present
value of this unit is v k , and the probability that it is
paid out, is k px . Hence, its expected present value is
v k k px , and by summing over k, we obtain
ax =

∞


v k k px .

(2)

k=1

This is the approach of Halley. Whereas this approach
would normally be most suitable for evaluation of
such expected present values, de Witt’s approach is
more easily extended to higher-order moments. For a
more detailed discussion of the results of Halley and
de Witt, see [4, 5].
Prior to Halley’s paper, mortality bills had been
constructed by John Graunt (1620–1674) for the
City of London in 1662, but not annuity values.
For the life and astronomical work of Halley, we
refer to [1, 7] or to the more recent book [2] and [3].
For his mathematical work, see [8, 10].
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Hattendorff’s Theorem
Hattendorff’s Theorem (1868) [3] is one of the classical theorems of life insurance mathematics, all the
more remarkable for anticipating by more than 100
years one of the main results obtained by formulating
life insurance mathematics in a stochastic process
setting. It states that the losses in successive years
on a life insurance contract have mean zero and are
uncorrelated.
We will formulate the theorem in a modern setting,
following [4, 5]. Denote the total amount (benefits
minus premiums) or net outgo paid in the time interval (0, t] by B(t) (a stochastic process). Assuming
that the present value at time 0 of $1 due at time t is
v(t) (a stochastic process); the present value at time
0 of these payments is the random variable

V =

∞

v(s) dB(s).

(1)

this quantity L(r, t), then
 t
L(r, t) =
v(s) dB(s) + v(t)V (t) − v(r)V (r)
r

= M(t) − M(r).

The loss L(r, t) is seen to be the increment of the
martingale M(t), and Hattendorff’s Theorem follows
from the fact that martingales have increments with
mean zero, uncorrelated over nonoverlapping periods.
See also [1, 2, 6–8], for the development of this
modern form of the theorem.
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Health Insurance
Introduction
Most persons with health insurance fully expect to
make claims every year. Health insurance is a form of
prepayment, and the financing of the medical industry is more significant to the design of benefits than
is the traditional task of covering low-probability
catastrophic costs. Health insurance covers routine
physicals, while auto insurance (see Automobile
Insurance, Private; Automobile Insurance, Commercial) would never cover oil changes. Both are
similar events in that the consumer could easily plan
for the routine expense and save accordingly. In terms
of risk aversion, there is no efficiency gain from the
pooling of risks (see Pooling in Insurance) for highprobability, low-cost events such as routine physicals.
The reasons that health insurance covers such events
are more a subject for political and social research [3,
5, 10], but it is crucial to remember that health insurance is the primary financing tool for one of the
world’s largest service industries.
Healthcare is a large segment in most economies.
Many developed countries spend 7% or more of
gross domestic product on healthcare, with the United
States spending 13.9% (see Table 1). The vast majority of healthcare expenditures are funded through
insurance. Compare this to home and automobile
purchases, which are financed primarily through personal savings and borrowing; with only the rare
fire or accident replacement being funded through
insurance.
In countries such as the Canada, Sweden, and the
United Kingdom, the government acts as the largest
Table 1 Expenditures on healthcare as a percentage of
gross domestic product, 2001
Canada
France
Germany
Spain
Sweden
United Kingdom
United States

9.7%
9.5%
10.7%
7.5%
8.7%
7.6%
13.9%

Source: Growth of Expenditure on Health, 1990–2001, OECD
Organization for Economic Cooperation and Development,
Temple University Library, 1 July 2003, http://www.oecd.org/
pdf/M00042000/M00042367.pdf.

health insurer, with funding derived through taxes and
universal coverage of all citizens [11]. In the United
States, the picture is less clear (see Table 2) [8]. The
US government acts as health insurer for the elderly
through its Medicare program and poor families
through its Medicaid program. Most other people are
covered through private insurers contracted through
their employer.
Healthcare is also a large expense to the consumer.
Annual health insurance premiums average $3060 for
a single person and $7954 for families (Table 3) [13].
Compare this to average annual premiums of $687 for
auto and $487 for homeowners insurance [2]. Even
when employers contribute towards health insurance
premiums, it still represents a cost to consumers
because this is money that could otherwise have gone
towards salary.
It should be clear that health insurance is, indeed,
different from other types of insurance. Virtually
all healthcare spending is financed through insurance, governments get more involved, and it is very
expensive. Again, much of the reason for this is that
health insurance serves as the primary funding mechanism for one of the largest sectors of the economy.

Example of Premium Development
Despite these differences, health insurance still
employs familiar actuarial methods. This can be
demonstrated through a simple example (Table 4)
that will be expanded later. In this example, a
company wishes to purchase insurance to cover
Table 2

Health insurance coverage (US, 2000)

Total persons
With insurance
Coverage thru
Employment
Employee (dependent)
Other private insurance
Military
Medicare
Medicaid
Uninsured

Nonelderly

Elderly

250 000 000
74.2%

35 000 000
99.3%

34.9%
33.5%
5.7%
2.8%
2.2%
10.4%
15.5%

34.1%
0.0%
27.9%
4.3%
96.9%
10.1%
0.7%

Source: Robert, J.M. (2003) Health Insurance Coverage Status: 2001, US Census Bureau, Temple University Library, 1
July 2003 http://www.census.gov/hhes/www/hlthin01.html.
Note: Percentages add to more than 100% because many persons have multiple coverage.
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Table 3 Average annual premiums for
employee health insurance coverage (US,
2002)
Single
Family

Total premium
Employee pays
Total premium
Employee pays

$3060
$454
$7954
$2084

Source: 2002 Employer Health Benefits Survey, The Henry J. Kaiser Family Foundation, 2003, Temple University Library, 1
July 2003, http://www.kff.org/content/2002/
20020905a/.

Table 4 Premium computation – simple
example
Population
Number of covered
members
Inpatient
Days per 1000 members
per year
Total days used by 2000
members
Hospital per diem
Total Inpatient cost
Inpatient cost per member
per year

2000

280
560
$750
$420 000
$210

hospital inpatient services for its employees. They
will cover all 2000 employees (‘members’), but
not other family members. This covered population
ranges in age from 18 to 65. On the basis of published
sources and experience with similar groups, it is
estimated that they will use 280 bed-days per 1000
lives per year, for a total of 560 bed-days for the
2000 covered members. The insurance company has

Benefit
package

Copayment
structure

negotiated a rate of $750 per bed day (‘per diem’).
This results in a total expected cost of $420 000
for the 2000 members, or $210 per member per
year (PMPY). From here, the insurer must add in
loading factors to complete the premium development
process.

Group Health Plans
This section describes group health rate setting by a
commercial insurance company for a defined group
of persons (usually the employees of a firm and
their dependents). This applies to any type of health
insurer – Health Maintenance Organization (HMO),
Preferred Provider Organization (PPO) or traditional
indemnity plans such as Blue Cross or Blue Shield.
Lessons learned are applicable to plans that cover
individual consumers, as well as government
programs.
A typical premium computation process is used as
a framework for rate setting concepts described in this
section (see Figure 1). Benefit design, coinsurance
and population characteristics are standard determinants of incidence or ‘utilization rates’. Characteristics of the provider network also affect utilization
rates. The same physician who determines that a
patient needs a tonsillectomy is often the same
physician who performs the tonsillectomy; so economic incentives can potentially conflict with medical
necessity. Additionally, most hospital services are
‘ordered’ by physicians. While physicians have no
direct economic interest in hospitals, they are paid
for managing hospitalized patients, so there is another
potential conflict of interests. Most hospitals are paid
in a way that gives them incentives to discharge

Covered
population

Provider
network

Utilization
rates

Premium
calculation

Figure 1

Premium computation process overview
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patients quickly, so this might be seen as a check
on physician discretion. However, hospitals do not
want to be too aggressive in policing physicians, who
could take their patients to another hospital if they
wished.

Table 5

Benefit package

Hospital
inpatient

Outpatient

What Is Insured? Benefit Package
Most health insurance plans cover hospital inpatient,
physician, emergency room, and hospital outpatient
services. Some also cover prescription drugs. While
this sounds simple, developing the full list of all
covered services is a substantial task. Insurers must
develop a benefit package with a range of services
broad enough to be valuable to customers, yet restrictive enough to be affordable. Medical and marketing
departments generally make these decisions, but the
resulting benefit package interacts with other factors,
which must be actuarially accounted for.
Hospital inpatient coverage relates to services
provided by hospitals when the insured person is hospitalized. This typically includes semiprivate room,
meals, drugs administered, and lab tests done while
hospitalized.
Physicians may perform thousands of different
procedures. Each is assigned a ‘CPT’ (Current Procedural Terminology) code which is a uniform definition provided by the American Medical Association.
Even a simple office visit may result in a number
of different CPT codes depending on visit duration, physician specialty, and location (office, hospital inpatient, or outpatient). And there are thousands of types of treatments and surgeries that may
be done.
Hospital outpatient coverage normally includes
minor surgical procedures performed in hospitals or
freestanding surgical centers which do not require an
overnight stay. Emergency room coverage typically
applies expressly to services provided in a hospital’s
emergency department.
The number of prescription drugs available grows
each day, and there are thousands that may be
prescribed. Many brand-name drugs have cheaper
generic substitutes.
The example benefit package used in this chapter
is defined below in Table 5.
The definition of benefits rests on the determination of ‘medical necessity’, a rather vague and
ill-defined term usually construed to mean ‘consistent
with medicine as practiced within the community’,

Lab tests
Drugs

3

All services provided to patient while
hospitalized. Includes room
charges, drugs and lab tests
administered while in the hospital.
Services provided in physician’s
offices, in hospital outpatient
settings, and emergency rooms.
All lab tests ordered by physicians
and done on an outpatient visit.
All physician-prescribed prescription
drugs.

and often lacking in detailed descriptive contractual
stipulations.
There can be significant interaction between benefit design and utilization rates. A benefit package
that includes prescription drug coverage will be more
attractive to patients who use prescription drugs on
a regular basis. Many such patients have chronic
conditions such as diabetes or asthma, so use more
physician, hospital, and emergency room services
than other patients. Insurers who ignore this potential
may underprice premiums.

How Much Will The Patient Pay? Copayment
Structure
Having decided on the range of services to be
covered, insurers next consider the copayment structure. Expanding on the example benefit package,
Table 6 shows that health insurers typically use several different copayment rules for different benefits.
In this example, the insurer requires no patient payment towards hospital inpatient services, a copayment
of $10 for each physician visit and $50 for each trip to
the emergency room. Patients are responsible for 10%
of lab test costs. For prescription drugs, the patient
pays the first $50 of annual costs out of their own
pocket as a deductible, after which point they pay
20% of subsequent costs (coinsurance).
There is evidence that copayments help limit problems of moral hazard, wherein insured persons use
more services simply because they are covered [1].
For example, a $10 copayment per physician office
visit might result in an average of 3.5 visits per year,
while a $15 copayment would see that average drop
to 3.2 visits per year.
It is important to account for interactions between
benefit design and copayment structure. A patient
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Table 6

Benefit package – copayment structure matrix

Benefit

Description

Copayment

Hospital
inpatient

All services provided to patient while
hospitalized. Includes room charges,
drugs and lab tests administered
while in the hospital.
Services provided in physician’s offices,
in hospital outpatient settings, and
emergency rooms.
All lab tests ordered by physicians and
done on an outpatient visit.
All physician prescribed prescription
drugs.

$50 ER service

Outpatient

Lab tests
Drugs

with a strained medial collateral tendon can be treated
with anti-inflammatory drugs, physical therapy, or a
combination of the two. If a benefit package has high
copayments for prescription drugs but no copayment
for physical therapy, patients may choose the latter,
resulting in higher-than-average utilization of physical therapy services.
The benefit design interaction with copayment
structure can even lead to improper treatment. For
example, many insurers limit patients to 30 mental
health visits per year but do provide prescription
drug coverage with low copayments. A patient with
chronic depression may need two to three visits
a week according to mental health professionals.
Experts acknowledge that the use of antidepressant
drugs, such as Prozac, may enhance therapy effectiveness, but few would say that Prozac alone is adequate
treatment. Despite this warning, many health insurers have structured benefits and copayments to give
patients incentives to use drugs alone rather than a
complete course of psychiatric visits.
Many decisions regarding copayment and benefit
design are made by marketing and medical departments, but rate setters must recognize their effects on
utilization rates. It should be noted that most insurers offer a range of benefit packages, each with a
different copayment structure.

Who Is Insured? Population Enrolled
Employers may offer employees several enrollment
options – mandatory, one choice with opt-out, or
multiple choices. Under mandatory enrollment, the
employer decides that it will purchase health insurance for all employees. The employer generally

$10 – Physician
office.
10%
$50 deductible,
then 20%

selects a single benefit package and copayment structure, adopting a one-size-fits-all approach. This simplifies rate setting because company demographics
and enrolled population demographics are identical.
Some employers offer just one choice of benefit package and copayment structure, but allow
employees to decline participation (opt-out). Employers would typically take a portion of the unused health
insurance premiums and return it to non-participating
employees in the form of higher wages or benefits.
Under this option, there is potential for adverse selection, wherein only those employees who expect to
have healthcare costs participate. Expected utilization
rates may have to be shifted upwards.
Employers who offer multiple choices of benefit plans and copayment structures present one of
the biggest challenges. For example, Harvard University had offered two plans to employees in the early
1990s: a PPO with very generous benefits and an
HMO plan that was less generous [4]. Even though
premiums for the PPO were much higher, Harvard
subsidized the full cost of both plans. In 1995, Harvard began a program in which they contributed the
same amount regardless of employee choice, which
meant that the employees still choosing the PPO
faced higher payroll deductions. As adverse selection
and moral hazard theories predict, the employees who
stayed in the PPO were more likely to be sicker,
older, and have had higher medical expenses in the
past. Left with only the riskier patients, the PPO lost
money in 1995 and had to raise premiums again in
1996. This led to more people leaving the PPO in
favor of the less-generous HMO. Again, those that
left tended to be younger and healthier. By 1997,
the adverse selection effects had compounded so
much that only the highest risk patients were left in
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the PPO, at which time it was discontinued. When
employees are offered multiple choices, there is a
higher potential for adverse selection.
Small employer groups with just a few employees often experience higher utilization that should be
accounted for in rate setting, as moral hazard applies
at the group level also. Employees who were uninsured prior to coverage often have lower utilization
than average because they are unfamiliar with health
insurance rules and may not know how to get the
most from their coverage.
Health insurance is very likely to be used several
times a year. Each time an insured person uses
services, the physician or hospital submits a bill,
or ‘claim’, to the insurer. The insurer must ensure
that the patient was enrolled on the date of service,
resulting in high eligibility verification frequency.
This burden raises administrative expenses that are
important to rate setting.
Health insurers generally break contracts into several classes, called single, two-person, and family.
The single contract covers just the employee, and
is simplest for determining premiums because the
employer’s demographics define the demographics of
the pool of potential members. Two-person contracts
cover the employee and their spouse. If the average
age of employees is young, lower utilization for most
healthcare services is expected, as younger people
generally use fewer services. But young couples may
use more maternity benefits. Family contracts cover
the employee, their spouse, and their children, and
present the largest challenge. Employers may or may
not be able to provide the insurer with the age–sex
mix of the employees’ children. Baby boys tend to
be sicker than baby girls, but teenage boys use fewer
healthcare services than teenage girls. Families with
ten children are sure to use more healthcare services
than families with just one child. Yet family contracts
are priced at a single premium level, regardless of
the number of children. These complexities require a
great deal of attention from rate setters.

How Much Will They Use? Utilization Rates
Information on benefit package, copayment structure and population enrolled is brought together to
estimate the number and types of services used (utilization rate).
Hospital inpatient utilization, as discussed above,
is sometimes measured in days per 1000 lives per

Table 7

Premium computation – utilization rates

Population
Number of covered members
Inpatient
Days per 1000 members per year
Total days used by 2000 members
Outpatient
RVUs per member per year
Total RVUs used by 2000 members
Lab
Lab tests per member per year
Total lab tests used by 2000 members
Drugs
Prescriptions per member per year
Total prescriptions used by 2000
members

2000
280
560
18.0
36 000
6.7
13 400
10.0
20 000

year. In Table 7, utilization is 280 days per 1000 lives
per year. One of the problems with this measurement is that it does not indicate if it was one person
who used 280 inpatient days or 280 people using one
day. Bringing number of admissions into the analysis allows computation of average length of stay
(ALOS). For example, if there were 100 admissions,
the ALOS would be 2.8 days. ALOS is sometimes
seen as an indicator of average case severity. Populations with higher ALOS may be sicker because they
tend to stay in the hospital longer. However, a high
ALOS could also mean that a population was not well
managed; resulting in longer stays than was necessary. In the United States, government programs and
a number of private insurers use Diagnosis Related
Groups (DRGs) to address this problem. Under this
system, each admission is assigned a DRG code based
on initial diagnosis and the procedures done. For
example, DRG 167 is a simple appendectomy with
no complications and DRG 166 is a simple appendectomy with minor complications [7]. Each DRG
code is assigned a weight that indicates the relative
resource requirements. DRG 167 (no complications)
has a weight of 0.8841 and DRG 166 (minor complications) has a weight of 1.4244, indicating that
appendectomies with complications are expected to
require about 61% more hospital resources. For the
sake of simplicity, Table 7 will just use days per 1000
lives per year.
Just as there is a system to measure the relative complexity of hospital admissions, the Resource
Based Relative Value System (RBRVS) provides a
way to compare physician services. The Current
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Procedural Terminology (CPT) code for a simple
appendectomy is 44950. This CPT has a Relative
Value Unit (RVU) weight of 15.38 [6]. Note that
hospital DRG weights and physician RVU weights
are not related. DRGs measure hospital resource
usage. RVUs measure how much work the physician
performs. A common way of measuring a population’s use of outpatient services is to compute the
average RVUs per member per year (PMPY). Higher
numbers might indicate a population that is using
more physician office visits than average (0.75 RVUs
for simple visits). Or it might indicate a population using the average number of physician visits
but requiring more extended visits (1.4 RVUs). In
Table 7, the population is estimated to require 18
RVUs PMPY, totaling 36 000 RVUs for the 2000
members.
There are industry indices to measure laboratory
test and prescription drug use as well. For brevity’s
sake, a simple count of the number of services is
used for each (6.7 lab tests PMPY and 10 prescriptions PMPY).
Utilization rate estimation usually starts with community averages. These are then modified on the basis
of features of the benefit package, the copayment
structure, and the characteristics of the population
enrolled. If the benefit package has limited mental
health coverage but a generous prescription drug plan,
insurers might raise projected drug utilization. If the
copayment structure calls for a $5 patient payment for
every lab test, where most other insurers require no
copayment, lower than average lab utilization might
result. Finally, if rates were based on a population
with an average age of 35, expected utilization of all
for all services should be increased for an employee
group with average age of 50. Locality often matters also. For example, people in Rochester, New
York have hospital utilization rates much lower than
national or even statewide averages. If developing
rates for a state with a physician shortage, such as
Maine, lower than average number of RVUs PMPY
is expected.
It is useful to produce tables like Table 7 for
a number of age–sex cohorts. Typical splits would
be male–female, for ages 0–1, 2–5, 6–12, 13–18,
19–35, 36–50, 50–65, and 65+. This would split
the simple example table into 16 smaller tables that
would all have to be aggregated later. Secondly,
each benefit would be split into a number of subcategories. Hospital inpatient would be divided into

medical, surgical and maternity admissions, intensive
care, and neonatal. Outpatient would be divided into
family physician office visits, specialist physician
office visits, physician surgeries, mental health visits, and physical therapist visits – just to name a few.
Any such additions would make Table 7 much more
difficult to follow, so are simply mentioned here.
A final issue to be considered is the insurer’s
medical management program. All health insurers
have departments responsible for utilization review
and case management. Staffed by physicians and
nurses, these departments watch over the care patients
receive. If a physician thinks the patient needs
surgery, case managers will start tracking the patient
to make sure no unnecessary tests or procedures
are performed. Insurers who aggressively manage
patients are likely to have lower utilization rates.
Medical management also extends to benefit package and copayment structure policies. Most insurers
require a second opinion before surgery is performed.
Some insurers require that patients receive a referral from their primary care physician before seeing
a specialist, while other insurers allow non-referred
specialist visits but require a higher copayment. Utilization rates may need to be adjusted on the basis of
whether medical management programs are more or
less restrictive than average.

Who Provides Services and What Are They Paid?
Provider Network
Health insurers contract with hospitals, physicians
and other healthcare professionals to provide the full
range of services offered in the benefit package.
These contracts specify the amount that the insurer
will pay for each service. Various methods of payment are discussed below.
When hospitals are paid a flat fee for each day
a patient is hospitalized, the total expected hospital
inpatient cost is simply (total days) × (per diem rate),
as displayed in Table 8. In this example, the insurer
has a contracted rate of $750 per day, resulting in total
expected hospital costs of $4 20 000, or $648 PMPY
for each of the 2000 members. This payment method
gives hospitals an incentive to keep patients hospitalized as long as possible. Under the DRG payment
system hospitals have no economic incentive to keep
patients hospitalized too long. As discussed earlier,
each DRG is associated with a weight, which is then
multiplied by a conversion factor to yield the fee.
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For example, multiplying the routine appendectomy
(DRG 167) weight of 0.8841 by a $1000 conversion
factor shows a flat fee of $884 – regardless of length
of stay.
Physicians and other outpatient providers have
contracted at a rate of $36 per RVU. With an
expected 36 000 total RVUs, the total expected cost
is $1 296 000. Dividing by the number of covered
lives shows an expected cost for outpatient services
of $648 PMPY. This payment method gives providers
an economic incentive to provide more services.
Some medical services are paid based on the ratio
of cost to charges (RCC). In Table 8, the laboratory
would compute their total costs and divide that by
their total charges (25% in this case, resulting in an
effective cost of $18.75 per test). In effect, this is the
laboratory’s average cost per test. They may have
higher costs on some tests and lower on others, but
Table 8 Premium computation – costs (see Table 8 for
derivation of utilization rates)
Population
Number of covered members
Inpatient
Total days used by 2000
members
Hospital per diem
Subtotal inpatient cost
Inpatient cost PMPY
Outpatient
Total RVUs used by 2000
members
Payment per RVU
Subtotal outpatient cost
Outpatient cost PMPY
Lab
Total lab tests used by 2000
members
Average charge per lab test
Ratio of cost tocharges (RCC)
Effective cost per lab test
Subtotal lab cost
Lab cost PMPY
Drug
Total prescriptions used by 2000
members
Average AWP per prescription
Dispensing fee
Effective cost per prescription
Subtotal drug cost
Drug cost PMPY
Total Cost PMPY

2000
560
$750
$4 20 000
$210
36 000
$36
$1 29 6000
$648
13 400
$75
0.25
$18.75
$2 51 250
$126
20 000
$75
$2
$77
$15 40 000
$770
$1754
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they have agreed to be paid based on the average. The
RCC method makes it easy for both parties. The lab
continues to bill at their normal charge. The insurer
simply multiplies by the RCC to compute payment.
Prescription drug prices frequently vary from
pharmacy to pharmacy. There are, however, national
standards. The Average Wholesale Price (AWP) represents what the pharmacy is supposed to have paid
for the drug. Rather than negotiating separately with
each pharmacy for each different drug, many health
insurers contract to pay the pharmacy the AWP plus
a small fee for dispensing the drugs. The AWP just
covers the pharmacy’s cost of acquiring the drug, and
the dispensing fee provides them with a slight margin. Table 8 estimates that the AWP of the average
prescription used by this population would be $75
and that the average person would get 10 prescriptions each year. The insurer’s contracted dispensing
fee of $2 brings total expected drug costs to $770
PMPY. Drug utilization is especially sensitive to
moral hazard, with low copayments associated with
higher utilization rates.
Primary care physicians (PCPs) are frequently
paid a fixed capitation rate per life, per month. The
rate is adjusted for the age and sex of the patients
assigned to the PCP. Such methods pass risk down
to providers. The insurer chooses a fixed expense
based on historical averages. In accepting capitation,
the PCP now bears the risk that utilization of their
assigned patients is higher than average. As risk is
passed down, it actually increases the number of
parties who need to understand the actuarial concepts
behind insurance.
The amount that providers accept from insurers is
frequently much lower than the amount they accept
from cash paying patients. Recall that almost all
healthcare is paid via insurance. Since a physician
sees 80% or more of their revenues coming from
insurers, they face significant losses if they do not
agree to discounts.

How Much to Charge? Premium Calculation
With a sound estimate of total costs, it is simply a
matter of adding overhead to complete the premium
calculation process (see Ratemaking). Health insurer
overhead is typically 10 to 20% of total premiums.
Assuming 15% overhead, the $1754 expected cost
from Table 8 becomes a premium of $2064. Note
that this would be considered a very low premium in
the United States where the average is $3060.

8

Health Insurance

The example built in this section demonstrates
how rates are developed for a population without
knowing their prior experience. Community averages
were used as base estimates and adjusted according
to benefit package, population demographics, copayments and a number of other factors. Once an insurer
has a year or two to learn a population’s actual utilization rates, they may decide to experience rate. It
should be noted that experience-rating is not always
allowed. Some states in the United States require
community rating.
Reinsurance is available to reduce the risk that
the insurer will undergo insolvency in the case of a
single catastrophic loss, or a rise in overall average
claim size. Health reinsurance may be written at
the individual patient level (e.g. 90% of costs over
$10 000 but below $1 000 000 for any single patient
in a single year) or, less commonly, for the group as
a whole (e.g. 50% of claims in excess of $15 million
but less than $35 million for the defined group for a
specific year).

Risk and Reserves
Health insurers do not earn as much investment
income as in life insurance or other lines because the
lag between premium collection and claims payment
is relatively short. Premiums are typically prepaid
monthly for the following month. Allowing time for
bills from providers to be received, processed and
paid, the insurer will likely pay out most claims
within four months. For example, 50% of January
service utilization will be paid for by the end of
February, 80% by the end of March, and 95% by the
end of April. With such a short cycle, health insurers
have a hard time building up reserves (see Reserving in Non-life Insurance), and even large plans that
have been in business for years often have reserves
adequate to cover just six to eight weeks of claims
experience.
Owing to this short premium-to-payout turnaround, health insurers will feel the effect of an
underpriced premium much sooner than in other types
of insurance. An automobile insurance company may
not feel the effect of low premiums for years, a life
insurance company for decades, but a health insurer
will feel it in months. Unfortunately, health insurance
rates can normally be adjusted only once a year. So
even if a health insurer realizes it made a mistake by

June, they have to live with the loss until December. This makes the job of the actuary particularly
important to health insurers.
The experience of Oxford Health Plan provides an
example of how quickly things can change. Oxford
was one of the fastest growing US HMOs in the
mid-1990s. They had a reputation for being very
patient-friendly in a market where many other HMOs
were seen as too restrictive. In September 1996, as
Oxford’s enrollment approached two million covered
lives, they installed a new information system to cope
with their rapid growth. Just one year later, Oxford
announced losses of nearly $600 million, pushing
them to the edge of bankruptcy. Oxford blamed the
losses on the information system, which they said
understated its estimated debts to providers and which
also caused delays in billing premiums [12]. Information system problems notwithstanding, how did
Oxford actuaries miss important signs? While there is
no direct evidence of what happened inside Oxford,
some industry analysts state that ‘with profits high,
HMO actuaries – the people in charge of making sure
a HMO stays solvent – seemed like worrywarts. They
lost the upper hand to HMO marketers, who saw a
great opportunity to build market share. But big profits also attracted new competition and caused benefit
buyers to demand price concessions’ [9].
With ruination just a few months away in health
insurance, timely reports are critical. A key problem for Oxford was the understatement of ‘incurred
but not reported’ (IBNR) claims (e.g. losses which
have occurred but for which a claim has not yet
been submitted) (see Reserving in Non-life Insurance). A number of techniques have been developed to more accurately forecast IBNR, including the
use of rolling historical averages tracking lag from
service to payment, preauthorization of services and
the requirement for written referrals and continuing
reports on inpatient progress.
IBNR estimates are critical to monitoring shortterm fluctuations in reserves. In the longer term,
the health insurance industry often follows an
underwriting cycle wherein several years of profits
are followed by several years of losses. This cycle
turned again in the United States at the beginning
of the 1990s. Prior to this time, most Americans
were covered under traditional indemnity products
such as Blue Cross or Blue Shield. When HMOs
were introduced, they were seen as more attractive to
younger, healthier patients. But HMOs priced their
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premiums just slightly below competing indemnity
products. As a result, many HMOs experienced
large surpluses in the early 1990s. This drew more
insurers into the HMO product market, and the new
competition meant that HMOs were no longer pricing
just to compete with indemnity plans with their older,
sicker patients. HMOs now had to compete against
each other, so the mid-1990s saw reserves drop. To
cope with falling margins, some HMOs merged to
consolidate operating expenses, while others simply
went out of business. By 2000, HMO margins were
up again. Note the problem. While health insurers
have just a few months worth of expenses in reserves,
they exist in an industry that is subject to long-term
cycles of boom and bust.
Compounding the natural underwriting cycle,
many states in the United States regulate the premium
amounts that health insurers may charge. Some states
will not grant a request for increased rates until an
insurer has proved that current rates are too low.
Worse yet, some states are only convinced of the need
to raise rates when the insurer has proved their point
by actually losing money.
Another cycle to be aware of is the simple change
of seasons. Flu and pneumonia are more common
for elderly patients in winter months, resulting in
higher utilization. Late summer generally brings a
sharp increase in pediatric visits as children get their
immunizations before starting school. Even storms,
which are normally thought of as property and casualty problems (see Non-life Insurance), can cause
significant changes in utilization patterns. For example, a blizzard hit New York City on January 7, 1996,
dumping two to three feet of snow in two days, shutting down the city. Predictably, there was a sharp
increase in the number of broken limbs as people
tried, some unsuccessfully, to get around despite the
snow. No actuary would be faulted for not predicting
this, as weather is difficult to forecast more than one
or two weeks into the future. But what they could
have predicted months in advance, but many did not,
came in October 1996. Nine months after the storm
came a sharp spike in new births in New York City
hospitals. They were called ‘blizzard babies’.

Private and Social Insurance
The discussion above focused on group health
policies written by commercial insurers wherein

9

employers contract directly with insurers and only
employees and their families are eligible to join.
This is how most working-age families are insured
in the United States, Germany, and many other
countries. If a person is self-employed or works for a
small company that does not offer health insurance,
they may contract directly with the insurer under
an ‘individual’ policy. Alternatively, a person may
simply choose not to purchase insurance at all. In
countries such as the Netherlands, premiums are
paid out of a general tax fund, so everyone is
insured and there is no opt-out. But in the United
States, people may choose to not purchase health
insurance. This raises adverse selection problems
that must be recognized when setting rates for these
individual policies. This problem is compounded
by favorable tax treatment to premiums paid by
employers in the United States, where companies are
allowed to deduct insurance premiums as business
expenses, but individuals purchasing insurance on
their own can claim only a partial deduction.
This makes health insurance as much as 30%
cheaper when purchased through employers, creating
additional potential for moral hazard in the private
(nonemployer group) market. For this reason, many
individual health insurance policies exclude coverage
for pre-existing conditions. These selection problems,
and the resulting higher premiums lead to a large
number of uninsured people in the United States (over
40 million in 2002) [8].
Many societies assume responsibility for the individual health of disadvantaged citizens. People who
are old, poor or handicapped would not be able
to afford health insurance in a purely private market. Insurance for such people is instead collectively
funded, generally through taxes. This is how Medicare and Medicaid are funded in the United States.
Social Insurance (see Social Security) makes society
as a whole bear the risks of ill health and disability, rather than a defined subgroup delimited by
market financial contracts. The ‘group’ is no longer
just one set of employees, a set of medically prescreened individuals who have applied for contracts,
residents of a town, or students at a college, but
everyone who belongs to that society. Many risks
that are not capable of coverage with individual or
employer policies are thus covered (for example,
being born with a genetic defect (see Genetics and
Insurance), lack of income, or becoming old). The
standard actuarial procedures for varying premiums
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with the expected losses of each defined class of
insured no longer applies, and indeed is explicitly
eschewed.
Social insurance separates the variation in the
payments used to finance benefits from variation in
the expected cost of benefits, so that the sick and
the well, the young and the old, the healthy and
the disabled, all pay the same (although payment
may well vary with wages, income levels, and other
financial factors as in other tax policies). This lack of
connection between expected payments and expected
benefits is both the great strength and the great
weakness of social insurance. Since payments are
collective and unrelated to use of services, all sectors
of society tend to want to use more medical services
and cost control must be exercised from the center.
However, since all persons have the same plan, there
is strong social support for improving medical care
for everyone, rather than for trying to advantage
the medical care of one group at the expense of
another. Specifically, the high-income and employed
groups have a great incentive to maintain benefits for
the poor, the retired, and the chronically ill, since
the same policies apply to all. A more segregated
market system would allow high-income groups to
set up separate medical plans with superior funding,
that would attract the best doctors, hospitals, and
other employees. In such a segregated system, it is
inevitable that the financially disadvantaged become
medically disadvantaged as well.
Societies that do not directly subsidize the health
insurance of all citizens still pay an indirect price.
Hospitals are required to care for patients regardless
of their ability to pay. An uninsured homeless man
admitted for pneumonia and congestive heart failure
could cost $50 000 to treat. The hospital can try to
bill the patient, but they are not likely to collect much
of the bill. They will have to write-off the balance as
bad debt. In the larger scheme, this bad debt would
have to be covered by profits on other patients, so
part of the cost of everyone’s insurance is used to
cover the debts of the uninsured. The societal decision
to cover such bad debt conforms to basic insurance
theory in that the risk of a group is shared collectively
by all members of a society. The alternative, denying
care to the elderly and other persons in greatest need,
is unacceptable to most societies. Dealing with life
and death makes politicians reluctant to use prices
to ration care. For health, more than with other lines

of insurance, there is public support for using public
funds to provide benefits to all.
The insurance industry, both private and government sponsored, responds with solutions that address
the healthcare needs of the entire society. Access to
affordable healthcare is a vital need of any society,
and actuaries are an important part of the team that
makes the financing possible.
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Heterogeneity in Life
Insurance
Heterogeneity
The word related to ‘heterogeneity,’ namely ‘heterogeneous’ has its roots in the Greek heterogenes,
from heteros ‘different’ and genos ‘kind, gender, race
stock’. In actuarial science and in actuarial practice,
a number of fundamental concepts are closely related
to that of heterogeneity (of a group or class of insured
risks). First of all, there is of course the concept of
homogeneity (homos = ‘same’), and next that of risk
classification. Connected to the basic concepts mentioned are other concepts of risk selection both for the
insurer and for the insured. It is easy to see that the
concepts mentioned are interconnected: for instance,
a classification with groups that are more heterogeneous will be subject to a higher adverse selection
by the (prospective) insured.
In the following sections, we will mainly restrict
ourselves to traditional individual life insurances
and annuities, where the problem of partitioning the
risks into homogeneous groups is relatively easy,
and premium calculation/rating is entirely based on
a priori information at the time of issue (or time of
renewal) of the policies. The situation differs from
that of non-life insurance, see, for example, the end
of the next section.

Homogeneity, Heterogeneity, Risk Classification,
and Tariff
For a long time, it has been assumed that in life insurance the insureds (risks) can easily be partitioned into
homogeneous a priori classes at the time of policy
issue. Life insurances and annuities are historically
classified in practice according to sex, age, and health,
and more recently smoking habits have also been
introduced as a classification factor. In actuarial science, homogeneity of a group means that the risks
in a homogeneous group have an identical probability distribution function or random loss function
(implicitly it is assumed that the risks are independent). Homogeneity of the insured risks in a group
is an important assumption of the traditional pricing system, especially in life insurance (other pricing
aspects are expected investment return and expenses).
The pricing system in life insurance mathematics,

the actuarial equivalence principle, is in fact based on
the assumptions of homogeneity and independency
of risks. In the random variable model, the actuarial
equivalence principle is normally formulated as follows: the expected value of the premiums equals the
expected value of the benefits.
Homogeneity is however an abstract ideal. Only
in theory are all factors that influence a risk known,
observable, and included in the risk classification
of the tariff. For this reason, risk classification
in life insurance and pension plans is often criticized on theoretical grounds, and other approaches
that explicitly take heterogeneity into account, have
been suggested (see [2, 7]). In non-life insurance, an
experience-rating technique called credibility theory was designed to cope with heterogeneity (see for
instance [4]). In individual life assurance, it would of
course be meaningless to apply experience-rating as
you die only once. However, in group life assurance
it can be applied (see [5, 6]). Application of credibility theory in group life insurance had already been
discussed by Keffer in 1929.

Additional Aspects of Risk Classification
The probabilities of the insured to die or to become
disabled depend on more factors than mentioned
above; we only give a short list of interrelated factors:
biological factors (attained age and health), genetic
factors (sex, individual genotype) (see Genetics and
Insurance), lifestyle (smoking, drinking habits, etc.),
social factors (marital status, social class, occupation, etc.), and geographical factors (region, postal
code). The risk factors together form a risk classification system; sometimes also related probabilities
and underwriting and marketing strategy are seen as
part of this classification system. Since it is impossible to take all relevant risk factors (rating factors)
into account in a practical situation, this implies that
each group of insured persons is in fact heterogeneous. A refinement of a risk classification system
can be derived from an existing classification system
by adding an additional classification factor. In general, the refinement will be more homogeneous than
the original one.
The risk factors of a risk classification system have
to meet many requirements (see [2, 3]), they have to
be (i) statistically (actuarially) relevant, (ii) accepted
by society, (iii) operationally suitable, and (iv) legally
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accepted. This means that enough reliable statistical data should be available, which is also statistically significant for the risk under consideration, and
mainly stable over time. Statistical reliability is a
limiting factor in improving risk classification systems, because of reducing sample sizes. To tackle the
problem of diminishing sample sizes with refined risk
classifications in modern practice, in constructing rating systems, modern statistical modeling techniques
can be used, which also play a role in non-life insurance. The risk factors, of course, also have to be
objectively defined. It will often be forbidden by law
to discriminate against any individual with respect to
race, color, religion, disability, and sex.
The accuracy of classification systems has been
subject to public debate for many years in the United
States and other countries. Risk classification systems
are not unique, but have to be chosen with reference
to the marketing and underwriting policy of the insurance company. Of course, a probability distribution
has to be assigned to each of the individual risks.

Underwriting; Marketing; Risk Selection
Rating as considered in the previous sections is only
one aspect of the risk classification process; the
other major aspects that are also related to the rating process are underwriting, marketing, and risk
selection; for practical aspects, see again [2, 3, 8].
Underwriting is the process of examining the insurance risks in order to classify and accept or reject
the risks, and to charge a correct premium for the
accepted risks. Traditionally, in many countries, four
life insurance underwriting classes are used: standard,
preferred, substandard, and uninsurable. In the United
Kingdom, there is for instance no preferred class, and
in New Zealand, there is effectively no declined class
since antidiscrimination legislation requires insurers
to offer a premium (which can of course be very
high), hence the uninsurable class is not determined
by the insurer directly, but by what the prospective
insured is willing to pay. Marketing has to do with
not only the creation of demand for insurance products, but also market segmentation, choice of target
group, product development, and so on. Finally, in
risk selection (see table below), on the one hand,
a differentiation can be made between risk selection by the insured and the insurer, and on the other
hand, risk selection at the time of issue of a policy,

and during the term of a policy (or at expiry of the
policy).
Risk selection by insured and insurer
Time of issue
Insured

Insurer

Antiselection
(issue
selection)
Initial selection
(underwriting;
marketing)

During the term of the
insurance
Antiselection (financial
selection; selective
withdrawals)
Postselection (renewal
selection)

Insurers have economic incentives to use an adequate classification system, depending on the market
they are operating in. Incorrect rating, by using too
rough a classification system, will affect the profitability and solvency of the insurer operating in a
competitive market. Individuals have the opportunity to select against any risk classification system,
both at the time of issue and during the term of
the policy. This tendency is called antiselection or
adverse selection. For instance, at policy issue, a
smoker may prefer to buy life insurance from an
insurance company that only uses age and sex as
classification factors and charges a premium based
on these alone. Of course, in the underwriting process (see [1]), an inadequate primary classification
of age and sex, can be corrected, since applicants
for life insurance are further classified based on the
answer to questions asked on application forms on
medical and family history, and/or medical examinations. (There has been a pressure on the insurers in
several countries in recent years not to require genetic
tests to be carried out, or request to see the results
of past genetic tests for underwriting purposes.) The
underwriting process that is designed to uncover antiselection at the time the applications are received,
normally leads to significantly lower death rates in the
first years of a life insurance contract: for this reason,
often select probabilities (see Life Insurance Mathematics) are used in setting premium rates. Another
form of initial selection from the side of the insurance company is its marketing strategy, where, for
instance, only potential insureds in a certain region
are contacted.
Because an insurance portfolio is heterogeneous
with respect to the health of the insured for each
combination of risk factors, it is possible that during the term of the policies, proportionally fewer

Heterogeneity in Life Insurance
of the less healthy policyholders withdraw by surrender (see Surrenders and Alterations), hence
we have ‘selective withdrawal’. Another kind of
selection, financial selection, may occur related to
financial conditions where the savings process of
the insurance is involved: a savings policy with
a low rate of return will probably be surrendered
when market investment rates are high. There is
still another kind of selection, shown in the above
table, which is called postselection, this may occur
in renewable term life insurance (in the USA) at
expiry of a policy in case the policy is not renewed
automatically.
The concept of antiselection of the insured is
closely related to the concept of moral hazard
(see [9]), the tendency of insurance to change the
behavior of the insured. In life insurance policies,
clauses are included (if allowed by law) to exclude
payment of death benefits in case of death by suicide
in the first two years after issue of the policy.

References
[1]

Brackenridge, R.D.C. & Elder, W.J. (1993). Medical
Selection of Life Risks, Macmillan Publishers, UK.

[2]

[3]

[4]

[5]

[6]
[7]

[8]

[9]

3

Cummins, J.D., Smith, B.D., Vance, R.N. & VanDerhei, J.L. (1983). Risk Classification in Life Insurance,
Kluwer Nijhoff Publishing, Boston, The Hague, London.
Finger, R.J. (2001). Risk classification, in Foundations
of Casualty Actuarial Science, 4th Edition, I.K. Bass,
S.D. Basson, D.T. Bashline, L.G. Chanzit, W.R. Gillam &
E.P. Lotkowski, ed., Casualty Actuarial Society, Arlington, VA.
Goovaerts, M.J., Kaas, R., Van Heerwaarden, A.E. &
Bauwelinckx, T. (1990). Effective Actuarial Methods,
Insurance Series 3, North Holland, Amsterdam.
Keffer, R. (1929). An experience rating formula, Transactions of the American Society of Actuaries 30, 120–139;
Discussion Transactions of the American Society of Actuaries 31, 593–611.
Norberg, R. (1989). Experience rating in group life
insurance, Scandinavian Actuarial Journal 194–224.
Spreeuw, J. (1999). Heterogeneity in Hazard Rates in
Insurance, Tinbergen Institute Research Series 210, Ph.D.
thesis, University of Amsterdam, Amsterdam.
Trowbridge, C.L. (1989). Fundamental Concepts of Actuarial Science (revised edition), Actuarial Education &
Research Fund, Schaumburg, IL, http://www.aerf.org/
fundamental.pdf.
Winter, R.A. (2000). Optimal insurance under moral
hazard, in Handbook of Insurance, G. Dionne, ed., Kluwer
Academic Publishers, Boston.

HENK WOLTHUIS

History of Actuarial
Education
Actuarial Education up to 1848
By the seventeenth century, compound interest (see
Present Values and Accumulations) was understood
thoroughly [9] and Edmund Halley, in a famous
paper [5], published in 1693, showed how an annuity
on up to three lives could be calculated.
During the eighteenth century, there were various
writers on what we would now call actuarial science. De Moivre wrote a book about annuities in
1725 [1], and emerging cost calculations were done
for a widows’ pension fund in 1743 [3]; in 1750
James Dodson [2] had shown the actuarial calculations required to run a solvent life office (regular
premiums, reserves, bonus distribution etc.) on which
basis the Equitable was founded in 1762. Richard
Price’s influential book [7] appeared in 1771.
Milne’s Treatise [6] appeared in 1815 and Gauss’
work for the Göttingen Professors’ Widows’ Pension
Fund was commissioned in 1845 [4, 8].

Actuarial Education from 1848 to 1939
The history of the actuarial profession, as a profession, begins with the founding of the Institute of
Actuaries in 1848. Apart from the founding members, entry to the profession was in the hands of
the Institute and was by examination set by the
Institute. In 1849, three examiners were appointed,
one of whom was Sylvester (1814–1897) who was
for 11 years (1844–1855) the actuary to the Equity
and Law insurance company and a founding member of the Institute of Actuaries (although he is
better known as a pure mathematician – Chair at
Johns Hopkins University, USA, then Savilian Professor of Geometry at Oxford, as Halley had been).
The original subjects for the examination were arithmetic, algebra, probability, compound interest, life
contingencies (assurances and annuities), mortality
tables (see Life Table), and bookkeeping. By 1855,
the requirements were to sit for three examinations
over three years. A course of reading and syllabus was prescribed but otherwise students were
left to study on their own. In 1871, Sutton was

appointed as the first tutor to the Institute with 10
students.
The Faculty of Actuaries was formed in 1856
with Edward Sang, FFA, FRSE (Fellow of the Royal
Society of Edinburgh) (1805–1890) as the first lecturer. Edward Sang wrote some 112 scientific papers
and gave his first course of actuarial lectures in 1857.
He must be one of the first actuaries to make his living from academic and consulting activities. As with
the Institute, entry to the profession was in the hands
of the profession (and was by examination).
The first actuarial textbooks sponsored by the
profession appeared in 1882 (Part 1 – annuities –
by Sutton) and 1887 (Part 2 – life annuities and
assurances by King).
Admission to the professional ranks of the actuarial profession in the United Kingdom (as Fellow of
the Faculty or Institute) was from the start, and continues to be, by examination conducted by these two
professional bodies. Syllabuses, courses of reading,
and tuition material were supplied, but it was up to
the student to study in his spare time. It was not necessary to have attended a university and many future
actuaries entered life offices straight from school. The
United States, Australia, New Zealand, South Africa,
and Canada followed the British tradition of professional examinations and, as early as 1890, Melbourne,
Sydney, Wellington, Cape Town, and Montreal were
approved as examination centers. An Actuarial Education Service (tuition by correspondence course) was
set up in the United Kingdom in 1947. The passing of these examinations, resulting in full membership (Fellowship) of the professional body, conferred
on actuaries in these countries, the same professional status as lawyers and doctors. Actuarial science
was not taught at institutions of higher learning in
the United Kingdom (in contrast with Continental
Europe) until the University of Edinburgh introduced
a diploma course in actuarial sciences between 1918
and 1961 (actuarial science is now taught at HeriotWatt University in Edinburgh since 1971) and the
attainment of sufficiently high marks entitled the
student to exemption from certain of the earlier professional examinations. General insurance was not
part of the UK actuarial education until 1981. In the
United Kingdom, an actuary is defined in law as a
Fellow of the Faculty of Actuaries or Institute of
Actuaries.
The first American professional examinations
were set by the American Society of Actuaries
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(ASA) in 1897 followed by the American Institute
of Actuaries (AIA) in 1913 and Casualty Actuarial
Society (CAS) in 1915. In North America, although
the universities play an important part in actuarial
education, no exemptions from parts of the actuarial
examinations are (or were in the past) given for
university examinations.
The history of actuarial education in Continental Europe is somewhat different from the control
exerted by the professional bodies in the United Kingdom and in the United States of America and was
(and still is) closely associated with the teaching
of actuarial science at the universities/technische
hochschule (TH).
The roll of honor in introducing actuarial/insurance mathematics, prior to 1939, at universities or
technische hochschule is ETH Zurich (1858), TH
Vienna (1892), TH Prague (1895 – course now
ceased), Göttingen (1895 – now a partial course
only), Utrecht, Rotterdam, and Amsterdam (various
dates between 1896 and 1939), Iowa (1902), Michigan (1903), Copenhagen (1906), Lausanne (1913),
Texas (1913), Sydney (1915), Oslo (1916), Edinburgh
(1918), Stockholm (1929), Lyon (1930), Montreal
(1933), Manitoba (1935), Rome (1935), Basel (1938)
and Louvain (1938). The departments of actuarial
mathematics are situated, in some universities, in the
mathematics department and in others, in the economics department.
Associations of actuaries (professional bodies in
some cases) were formed, prior to 1939, in England
(1848), Scotland (1856), Germany (1868), Holland
(1888), USA (1889 ASA), France (1890 IAF), Belgium (1895), Italy (1897 – Association for the growth
of the actuarial sciences), Poland (1920 – Polish
Actuarial Institute), Australia (1897), Japan (1899),
Denmark (1901), Austria (1904), Norway (1904),
Sweden (1904), Switzerland (1905), USA (1909
AIA), Czechoslovakia (1919), USA (1914 Actuarial and Statistical Society later called CAS), Finland (1922), Bulgaria (1924), Italy (1929 – Institute
of Actuaries), France (DISFA 1933), and Mexico (1937).
Membership of the professional body representing the actuaries of Continental Europe was not by
professional examinations (controlled by the profession) but depended on the satisfactory completion of an approved course at these institutions
and/or practical experience in a firm or insurance
company.

Actuarial Education Post 1939
The United States of America has had a separate
Society (now the Casualty Actuarial Society) for
general insurance since 1914 and separate examinations since 1915. The United States of America also
has a separate professional body for pensions actuaries (the American Society of Pension Actuaries,
formed in 1966), which offers its own examinations.
It is the only country with three separate professional
associations for life insurance, general insurance,
and pension actuaries, brought together under the
umbrella of the American Academy of Actuaries
(founded in 1965).
Various associations of actuaries that were not
previously professional bodies have introduced professional codes of conduct and professional examinations, namely, in Germany where professional examinations set by the actuarial profession have been
introduced and the Deutsche Aktuarverein (DAV)
was formed.
A theme of the last decade has been the increasing
control taken by the actuarial bodies in various
countries through the introduction of professional
codes of conduct and, in the case of certain countries,
by the introduction of professional examinations.
However, there is not necessarily any definition of
an ‘actuary’ in a country’s legislation.
The number of professional bodies of actuaries has mushroomed, particularly in Eastern Europe,
since the decentralization and freeing up of these
economies. The International Actuarial Association had (on 1 November, 2002) 47 full members
and 25 observer associations.
Actuarial subjects are now taught at an increasing
number of universities, numbering perhaps about 150
throughout the world.

Core Syllabus for Actuarial Training
within the European Union
The European Union consisted, by the end of year
2002, of 15 countries to be expanded to 28 countries over the course of the next few years. Within
the European Union there is a mutual recognition
agreement for members of the Groupe Consultatif
(the body that represents the interests of the various actuarial bodies in the EU). It is intended that
actuaries qualified in their home country may apply
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for recognition in the country in which they wish
to practice after one year’s experience in that country (provided they have a minimum of three years’
practical experience).
In the light of this mutual recognition, a core
syllabus [10] was adopted for the countries of the EU
in 1998 and approved by EU member associations
in 2001 with a target implementation date of 2005.
There are four stages. The website for the Groupe
Consultatif [10] lists the aims and suggested reading
under the 18 headings of Stages 0 to 2.

its actuarial education at (at least) the level of the
syllabus by 2005.
The IAA syllabus comprises the following subjects: (1) Financial mathematics, (2) economics, (3)
accounting, (4) modeling, (5) statistical methods, (6)
actuarial mathematics, (7) investment/asset management, (8) principles of actuarial management, (9)
professionalism.
Details of the syllabus are given on the IAA
website [11].

Stage 0: Preliminary Stage

Developments for the Future

(1) Mathematics, (2) probability/statistics, (3) stochastic processes, (4) computing, (5) economics, (6) accounting/financial reporting, (7) structures/legislative
instruments in EU, (8) communication skills, (9)
language skills.

Progress (not just in the EU) is being made toward
international recognition of actuarial qualifications.
To achieve this, a common internationally recognized
syllabus for actuarial education is a prerequisite.
The Groupe Consultatif and the IAA are working to
this end.
Developments in financial mathematics, which,
since the 1970s has come of age as a subject in
its own right, are likely to have a significant influence on the education of actuaries in future. It is
unlikely that the actuary of the future can afford
to be ignorant of the more important developments
in this field. It is significant that an understanding of stochastic process and how financial options
are priced and hedged are gradually being introduced into professional examinations and university
actuarial courses (e.g. publication of the book Financial Economics by the Actuarial Foundation in the
USA, the Certificate in Derivatives in the UK, the
courses at the ETH in Switzerland, TU in Vienna
etc.) The proposed Faculty and Institute syllabus
for 2005 [12] will require a knowledge of arbitrage, stochastic calculus, Itô’s Lemma (see Itô Calculus), Black-Scholes formula (see Black–Scholes
Model), martingales, term structure of interest rates
(see Interest-rate Modeling) and so on. The pricing and hedging of guarantees, which may lie latent
in an insurance policy, has become a very important
topic for actuaries with the fall in worldwide interest
rates.
The profession needs to ensure that its approach
to the valuation of assets and liabilities is keeping abreast of current developments in finance and
uses the mainstream vocabulary of finance. There
is likely to be increasing international harmonization of the value that must be put on policyholder

Stage 1: Foundation Stage
(10) Financial mathematics, (11) survival models,
(12) actuarial mathematics, (13) risk mathematics,
(14) investment.

Stage 2: Generalized Applications Stage
(15) Life insurance, (16) general insurance, (17)
pensions, (18) living benefits.

Stage 3: Country Specific and Specialist Stage
Students will be required to study at least one of
the Stage 2 subjects in greater depth (covering the
regulatory, legislative, cultural, and administrative
framework of their country) to gain the full qualification of their association. The emphasis in Stage
3 is the practical implementation in the country concerned.

Syllabus of the IAA
The IAA has set out a core actuarial syllabus under
nine headings [11]. As there is no mutual recognition
of actuaries internationally, the syllabus is less extensive than that for the EU. The intention is that for full
membership of the IAA, an association should have
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liabilities for the purposes of calculating the technical provisions in the Financial Accounts and the
profession is taking a lead in the development of
the new International Accounting Standard for insurance (particularly over the realistic valuation of
liabilities).
Likewise, the profession continually needs to
ensure that it is up-to-date with developments in
financial risk management.
Actuaries, as currently, require to keep up-todate with developments in legislation, longevity (see
Decrement Analysis), genetics and so on.
The actuary of the future will need, as always, to
have a practical approach based on a sound business
sense grounded on a relevant and up-to-date actuarial
education.
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DAVID O. FORFAR

History of Actuarial
Profession
Introduction
A profession serves a public purpose. Consequently,
an outline of the history of the actuarial profession
must follow the public purposes served by actuaries
in applying their basic science.
The formation in London in 1762 of the Society
for Equitable Assurances on Lives and Survivorships
as a mutual company, initiated a process that created
a public purpose for actuaries. A mutual insurance
company is owned by its policyholders and is operated for their benefit. The policyholders share in the
profits of their company through dividends on their
policies. Ogborn [15] has written a comprehensive
history of the Equitable.
Because of the long-term nature of most life insurance policies, the estimation of the period profit
of a mutual life insurance company involves more
than counting the cash in the vault. The estimation
requires a valuation of contingent liabilities involving
future benefit payments less future premium payments, which may not be realized as cash payments
for many years. The resulting estimate of the value
of future liabilities must be subtracted from an estimate of the value of assets. The existence of market
values may assist the asset valuation, but the asset
valuation also involves assigning a number to the
value of future uncertain payments. The difference
between the estimated asset and liability values is
an estimate of surplus. Increase in estimated surplus
can be viewed as an initial estimate of periodic profit
and as a starting point in the determinations of policy
dividends.
The future cash flows arising from the assets
owned and the insurance liabilities owed are, however, random. To provide a suitably high probability
that the promises embedded in the insurance contracts
can be fulfilled, the initial estimate of the profit that
might be paid as dividends may be reduced to what is
called divisible surplus. This is to create the required
assurance of the ultimate fulfillment of the contracts.
The assumptions used in the process of valuing
assets and liabilities must be selected with a combination of analysis of past experience and informed
judgment about future trends. In the early years of
the Equitable, the basic model had to be created, the

information system to support the valuation established, and suitable approximations confirmed.
The fulfillment of contracts is a legitimate public
goal. The realization of this goal is one of the justifications for the legal profession and the court system.
In this case, the fulfillment of mutual insurance contracts is at stake. It was clear that the determination
of policy dividends required technical knowledge,
business judgment, and a commitment to equitably
fulfilling contracts. These factors combined to create
a public purpose foundation for the actuarial profession. Bolnick [2] covers some of this history.
The accounting profession, in common with the
actuarial profession, got its start in the middle of the
nineteenth century in Great Britain. At first its members performed the public function of supervising
bankruptcies with the goal of assuring creditors that
they would be treated fairly. The initial public assignments of accountants and actuaries were related. Both
professions were seeking fair treatment of creditors
or partial owners of a business. Porter [16] covers
the somewhat parallel history of the accounting and
actuarial professions.
The accounting profession grew to perform additional public functions such as auditing the accounts
of public companies. The public role of actuaries
also expanded. The overriding public responsibility
in the nineteenth century became the promotion of
the organization of insurance companies on scientific
principles.
The second quarter of the nineteenth century was
a period of turmoil in the life insurance industry of
Great Britain. For example, in 1845, no less than
47 companies were provisionally registered to transact life insurance business and of these, not one
existed in 1887. The collection of stories of shady
insurance operations assembled by a Select Committee of Parliament on Joint Stock Companies even
had an impact on literature. These events apparently
influenced the novelist Charles Dickens who was
writing ‘The Life and Adventures of Martin Chuzzlewit’. The novel was serialized from January 1843
to July 1844. When Dickens needed a fraudulent
enterprise to serve as a vehicle for the villain in
the novel, he created the Anglo-Bengalee Disinterested Loan and Life Assurance Company. In this
chaotic situation, some actuaries, as public-spirited
citizens, persistently pushed for a scientific basis for
the organization and management of life insurance
companies. Cox and Storr–Best [6] provide statistics
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on the confusion in life insurance during this period
of the nineteenth century. Bühlmann [3], in a call for
a broader mission for the actuarial profession, also
covers this period.
The determination of divisible surplus and the
promoting of science-based life insurance did not
end the professional development of actuaries. As the
scope of actuarial practice broadened, society’s views
on the attributes of a profession also changed. Bellis
[1] surveys the definitions of a profession and the
relevance of these definitions to actuaries.

Definition of Profession
Gordon and Howell [8] list the criterion for a profession, which we will use initially to guide our review.
‘First, the practice of a profession must rest on a
systematic body of knowledge of substantial intellectual content and on the development of personal
skill in the application of this knowledge to specific
cases. Second, there must exist standards of professional conduct, which take precedence over the goal
of personal gain, governing the professional man’s
relations with his clients and his fellow practitioners. These two primary criteria have led in practice
to two further ones. A profession has its own association of members, among whose functions are the
enforcement of standards, the advancement and dissemination of knowledge, and, in some degree, the
control of entry into the profession. Finally, there is a
prescribed way of entering the profession through the
enforcement of minimum standards of training and
competence. Generally, the road leading to professional practice passes through the professional school
and is guarded by a qualifying examination.’
The actuarial profession satisfies the first of the
Gordon and Howell criteria. This criterion establishes
the fundamental difference between the basic science
on which a profession is based, and the necessary
professional application of this science. There is, for
example, a difference between the medical profession
and the science of human biology.
The systematic body of knowledge is not, however, invariant across time. For actuaries, it has
changed as the scope of the financial security systems that they design and manage have changed. The
body of knowledge has always contained elements of
the mathematical sciences, economics, law, and business management. When there developed an actuarial

role in the design and management of old-age income
social security systems, demography and macroeconomics became part of this systematic body of
actuarial knowledge. These subjects clearly have a
smaller role in designing and managing an individual
automobile insurance system.
The standards of professional conduct for actuaries
that are required by Gordon and Howell’s second criteria have been implicit rather than explicit for most
of the history of the actuarial profession. For example, in 1853, in response to a Parliamentary Select
Committee on Assurance Associations’ question on
the accuracy of financial reports, Samuel Ingall
replied, ‘I think the best security is the character of
the parties giving them.’ Before the same Committee,
William Farr provided the assurance that ‘actuaries
are gentlemen’. Porter [16] describes these hearings.
By the early twenty-first century the expansion
of the scope and complexity of actuarial practice,
as well as the increased number of actuaries, created a different situation. This expansion made it
difficult to depend solely on the good character of
individual actuaries to define and promote the public
interest in designing and managing financial security systems. The development of supporting codes of
professional conduct and standards of actuarial practice has not been uniform all over the world. For
example, in the United States, the actuarial profession
has a Joint Code of Professional Conduct, Qualification Standards, and Actuarial Standards of Practice.
The situation in Australia, Canada, Great Britain, and
Ireland is similar.
The two derived criteria for a profession as stated
by Gordon and Howell are, in general, satisfied by the
actuarial profession. There are actuarial organizations
in many parts of the world and, almost uniformly,
they engage in the advancement and dissemination
of knowledge, and influence the method of entry into
the profession. As indicated earlier, the articulation
and enforcement of standards is not a function of all
of these organizations.
The process for gaining entry into the actuarial
profession is through an educational portal that is
the subject of continual discussion within the world’s
national actuarial organizations. The first of these
organizations, the Institute of Actuaries, started a
system of examinations in 1850, only two years after
the founding of the Institute. The Actuarial Society of
America was organized in 1889 and followed the lead
of the Institute by starting an examination program in
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1897. The Casualty Actuarial Society was founded
in the United States in 1914 and within a few months
started an examination system. In other nations, especially those in Western Continental Europe and Latin
America, completing a university program became
the path into the actuarial profession. The curriculum in these university programs was, to a varying
extent influenced by the profession. Cole [5] provides
a critical review of these education and examination
systems.

An Alternative Definition
The detailed and restrictive definition of a profession
by Gordon and Howell does not correspond to the
reality of the organization of the actuarial profession
in much of the world. The first element of their definition, the reliance on a systematic body of knowledge,
is, however, almost universal among actuarial organizations.
This fact, which is also true for some other professions, leads to an alternative and simplified definition.
A profession is an occupation or vocation requiring
advanced study in a specialized field.
Under the alternative definition, the existence
of professional actuarial standards may be implicit
rather than involving formal statements of standards and a professional enforcement agency. Entry
into professional actuarial practice, under the alternative definition, may be controlled by universities
and regulators rather than by professional actuarial organizations. It would be unnecessarily limiting
to ignore the history of those professional actuarial organizations that fit the more general alternative
definition.
The actuarial profession in the United Kingdom,
and in those countries with close cultural ties to the
United Kingdom, by and large satisfies the Gordon
and Howell definition. This is illustrated by developments in India. The Actuarial Society of India
was founded in 1945. The stated objectives of the
new organization centered on the first element of
the Gordon and Howell definition. The growth of
the Society was inhibited by the nationalization of
Indian life insurance in 1956. Not until 2000 were
private firms authorized to again enter the life insurance business. The regulations for the new industry
required each company to designate an appointed
actuary. The responsibilities of the appointed actuary were to safeguard defined public interests in
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insurance operations. This was modeled on a regulatory device introduced earlier in the United Kingdom.
In Western Continental Europe, on the other hand,
the actuarial profession tends to satisfy the alternative
definition. The practice of actuarial science tends
to be more regulated by central governments than
by private professional organizations. Entry into the
profession tends to be monitored by universities and
regulators with indirect influence from the profession.
Bellis [1] assembles references that build on the
political history of the United Kingdom and Western Continental Europe to explain these differences.
The core of the proposed explanation is that, following the French Revolution, centralized governments
in Western Continental Europe tended to sweep away
private institutions not subject to the sovereignty of
the people. The United Kingdom did not experience
the cataclysmic revolutionary event, and private institutions evolved along diverse paths.
A short case study of the history of the organized
actuarial profession in a Western-Continental European country may illustrate these differences.
We will examine the history in Switzerland. Political and economic stability has helped make Switzerland a center for international banking and insurance.
In addition, the intellectual contributions of scholars with Swiss connections helped create actuarial
science. The extended Bernoulli family provides
examples. Jacob Bernoulli contributed to the law of
large numbers, and Daniel Bernoulli constructed the
foundations of utility theory.
The Association of Swiss Actuaries was founded
in 1905. In 1989, the words were permuted to Swiss
Association of Actuaries. Unlike the United Kingdom, entry has not been gained by passing examinations. Most entrants have typically been university
graduates with majors in mathematics who have practical experience.
The official role of actuaries in Switzerland is confined to pensions. A pension-fund regulation law,
enacted in 1974, provided for training and qualifications for pension-fund experts. These experts were
entrusted with enforcing legal requirements for pensions and guarding the security of promised benefits. The Association has, since 1977, organized the
pension training courses and examinations leading
to a diploma for pension-fund experts. This operation is separate from the traditional activities of the
Association.
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The history of the actuarial profession in the
United Kingdom and Western Continental Europe are
different. The United States, as is true in many issues
involving cultural differences, took elements from
both traditions.

practitioners are finding their previously independent
actions are constrained by governmental or corporate
managers of health plans. A number of other specialists, devoted to a particular disease or technological
device, are now also members of health teams.

The Classical Professions

History of Actuarial Organizations

The classical professions are law, medicine, and theology. The roots of these professions extend into the
middle ages. Early European universities had separate
faculties devoted to each of these professions. The
trinity of these early professions clearly satisfy the
Gordon and Howell criterion. Indeed, the attributes
of this trinity have served to shape the definition
of the profession. They have served as models for
other groups coalescing around a body of knowledge,
useful to society, that are seeking to organize a profession. Accountancy, actuarial science, architecture,
dentistry, nursing, and pharmacy are examples of the
process. The goals of the organizational process is
usually to serve the public and, perhaps, to promote
the self-interest of the profession’s members.
The development of professions was not independent of the earlier guilds. Guilds were known in
England from the seventh century. Guilds were associations of persons engaged in kindred pursuits. Their
purposes were to regulate entry into the occupation
by a program of apprenticeships, to strive for a high
standard of quality in the guild’s product or service,
and to manage prices. It became difficult to maintain
guilds when, in the industrial age, production became
automated and no longer depended on ancient skills.
With the triumph of free markets, the private control
of entry into a guild and the management of prices
seemed to be impediments to the efficiency derived
from free markets.
The twentieth and twenty-first centuries have been
unfriendly to guilds, and events have altered, and
probably weakened, the sharpness of the definition
of the classical professions. For example, students of
theology now find themselves doing counseling, and
managing social welfare and education programs in
addition to their ecclesiastical duties. Students of the
law have found that in an age of business regulation
and complex tax law, it has become more difficult to
identify the mainstream of the law. In addition, a host
of specialists in taxation and regulation perform services closely related to legal services. Even medical

The birth of the actuarial profession can be conveniently fixed as 1848. In that year, the Institute of
Actuaries was organized in London. The Faculty of
Actuaries in Edinburgh followed in 1856. Victorian
Great Britain provided a favorable environment for
the development of professions. The idea of professional groups to protect public interest was in the
air. In 1853, Great Britain started using competitive
examinations for entry into the civil service. The
objective in both the civil service and the private
professions was to establish objective standards for
entry and to improve and standardize the quality of
the entrants.
The development of the actuarial profession in
Canada and in the United States followed the path
blazed by the Institute and Faculty. There were, however, deviations related to the adoption of elements
from both the United Kingdom and from Western
Continental European traditions. This development
will be outlined in part because of the large size of
professional organizations in Canada and the United
States as well as the interesting blending of traditions. In 1889, the American Society of Actuaries
was founded with members in both Canada and the
United States. In 1909, the American Institute of
Actuaries was organized. Its initial membership came
largely from the west of the Appalachian Mountains.
The motivation for the new organization was in part
regional and in part a conflict over the suitability of
preliminary term-valuation methods in life insurance.
The Society and the American Institute merged in
1949 to form the Society of Actuaries. Moorhead
[14] has written extensively on the history of actuarial
organizations in the United States and Canada.
The third professional actuarial organization founded in the United States had different roots. The
public response to the mounting human cost of industrial accidents was the enactment, by many states
and provinces, of workers’ compensation laws. These
laws placed responsibility for on-the-job injuries on
employers. These laws were enacted around 1910.
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The new liability of employers was managed by
workers’ compensation insurance. This insurance
became, depending on the state or province, a legal or
at least a practical requirement for employers. It had
features of both group and social insurance, and it had
different legal and social foundations from individual
life insurance. In 1914, the Casualty Actuarial and
Statistical Society of America was organized. It grew
out of the Statistical Committee of the Workmen’s
Compensation Service Bureau. The first president
was Isaac Rubinov, a pioneer in social insurance.
The name of the organization was shortened to Casualty Actuarial Society in 1921.
In 1965, both the American Academy of Actuaries (AAA) and the Canadian Institute of Actuaries
(CIA) were organized. The CIA was established by
an Act of the Canadian Parliament. Fellowship in
the CIA was soon reorganized in federal and provincial insurance and pension legislation. Chambers [4]
describes the history of the CIA and its recognition
in law.
The AAA had a somewhat different genesis. It
was organized as a nonprofit corporation, an umbrella
organization for actuaries in the United States. Its
assignment was public interface, professional standards, and discipline.
The UK model influenced the organization of the
actuarial profession throughout the Commonwealth.
As previously indicated, the path in Western Continental Europe was somewhat different. For example,
in Germany, starting as early as 1860, a group of
mathematicians met regularly to discuss problems
related to insurance. Bühlmann [3] summarizes some
of this history.
The founding of national actuarial organizations
are often associated with major political and economic events. The opening of Japan to world commerce in the nineteenth century is related to the
founding of the Institute of Actuaries of Japan in
1899. The end of the Pacific phase of World War
II helps create a foundation for the Korean Actuarial Association in 1963 and The Actuarial Society of
Philippines in 1953.
The end of the Cold War, in about 1990, was
a political event of cosmic importance. It also created a shock wave in the actuarial organizations of
the world. New national actuarial organizations were
created in response to the practical requirement for
people with technical skills to organize and manage
private insurance companies. Examples of Eastern
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European countries and the dates of organization of
their new actuarial group include: Belarus (1995),
Croatia (1996) (see Croatian Actuarial Association), Latvia (1997) (see Latvian Actuarial Association), Lithuania (1996), Poland (1991) (see Polskie
Stowarzyszenie Aktuariuszy), Russia (1994), and
Slovak Republic (1995) (see Slovak Society of Actuaries). Greb [9] wrote of the first 50 years of the
Society of Actuaries, but on pages 258 and 259, the
national actuarial organizations of the world are listed
in order of their establishment.

Actuaries as Instruments of Regulation
In the last half of the twentieth century, the size,
complexity, and economic importance of the financial
security systems designed and managed by actuaries
had grown. Many of these systems, such as insurance companies and pension plans, were regulated
enterprises. The increase in size and complexity left
a gap in the existing regulatory structure. It became
difficult to capture in a law or regulation all of the
aspects of public interest in these financial security
systems.
An alternative to an even more detailed regulation, with resulting retardation in innovations, was
to turn to the actuarial profession to monitor compliance with broadly stated goals. This alternative
seemed to be in accordance with the professional status of actuaries. In many ways, the alternative was
parallel to the assignment (in the United States and
some other countries) of formulating financial reporting standards and monitoring compliance with these
standards to the private accounting profession. This
movement was not without problems, but it elevated
the public purpose of the actuarial profession from
being a slogan to being a reality.
In the following list are examples of more direct
roles for actuaries in private employment in regulation. The list is not exhaustive.
• Canada, Valuation Actuary. An amendment to
federal insurance legislation in 1977 required life
insurance companies to appoint a Valuation Actuary
who was granted a wider range of professional judgment than in the past in selecting valuation assumptions. Chambers [4] discusses this development.
• Norway, Approved Actuary. In 1911, a law was
enacted that required that an approved actuary be
designated for every life insurance company. In 1990,
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this requirement was extended to non-life insurance
companies. These requirements are independent of
the Norwegian Society of Actuaries.
• United Kingdom, Appointed Actuary. This concept was by a 1973 Act of Parliament. The Appointed
Actuary is to continuously monitor the financial position of the assigned insurance company. Gemmell
and Kaye [7] discuss aspects of the responsibilities
of Appointed Actuaries. The duties and derived qualifications for Appointed Actuaries were developed
largely by the two professional actuarial organizations
in the United Kingdom.
• United States, Enrolled Actuary. The 1974
Employee Retirement Income Security Act (ERISA)
created the position of Enrolled Actuary. The designation is conferred by the Joint Board for
the Enrollment of Actuaries, an agency of the
federal government, rather than a private actuarial
organization. Enrolled Actuaries are assigned to
report on the compliance of defined benefit pension
plans with the funding requirement of ERISA and to
certify the reasonableness of the actuarial valuation.
Grubbs [10] discusses the public role of actuaries in
pensions in the United States.
• Appointed Actuary. This position was created by
the 1990 National Association of Insurance Commissioners (NAIC) amendments to the standard valuation
law. The Appointed Actuary is responsible for ensuring that all benefits provided by insurance contracts
have adequate reserves.
• Illustration Actuary. This position within each life
insurance company was created by the 1995 NAIC
Life Insurance Illustration Regulation. The regulation
was in response to the use of life insurance sales
illustrations that seemed divorced from reality. The
regulation supplied discipline to life insurance sales
illustration. The Illustration Actuary was assigned
to keep illustrations rooted in reality. Lautzenheiser,
in an interview with Hickman and Heacox [12],
describes these life insurance professional actuarial
roles.
These delegations of regulatory responsibilities to
actuaries in private employment have created perplexing ethical issues and a need for guidance in
carrying out the new duties. In many instances,
national actuarial organizations have issued standards
or guides for carrying out the new responsibilities.

Factors Influencing the Future
The actuarial profession has passed its sesquicentennial. It is not possible to forecast with certainty the
future course of the profession. The forces that will
affect that course can be identified.
• Globalization of business. Some cultural and political barriers may impede this trend. Nevertheless,
powerful economic forces are attacking the walls
that have compartmentalized business activity and
they are tumbling. The actuarial profession is fortunate in having in place a mechanism for creating
a worldwide profession to serve worldwide business. The first International Congress of Actuaries
(ICA) was held in Brussels in 1895. Such Congresses
have been held, except for war-induced cancellations,
periodically since then. The 2002 ICA was held in
Cancun, Mexico. These Congresses are organized by
the International Association of Actuaries (IAA).
Originally, IAA had individual members and carried out activities to promote the actuarial profession,
but the principal activity was promoting ICAs. In
1998, the IAA changed. It became an international
organization of national actuarial organizations. Periodic ICAs remain a function of IAA, but providing
a platform for actuaries to be a force in the new
global economy also became important. The platform
might permit actuaries to be represented in activities
of international economic organizations such as the
International Monetary Fund or the World Bank. The
creation of an international standard for basic actuarial education is another project of IAA.
An excellent illustration of how the international
dimension of business practice is the Statement of
Principles – Insurance Contracts issued by the International Accounting Standards Board. The statement
existed in draft form in 2002. The impact of associated International Accounting Standard (IAS) 39 will
be direct in the European Union in 2005. IAS 39
relates to Financial Instruments and Measurement.
Insurance contracts are excluded from its scope,
but its provisions do cover the accounting treatment
of the invested assets of insurance companies. The
resulting waves will be felt throughout the world. It is
obvious that actuaries have a professional interest in
financial reporting for insurance contracts and must
be organized to influence these developments. Gutterman [11] describes the international movements in
financial reporting.
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• Expanding the body of knowledge. The remarkable growth of the theory of financial economics since
Markowitz’s 1952 paper [13] on portfolio theory,
and the equally rapid application of the theory to
managing financial risk has had a profound impact
on actuarial practice. The original developments came
from outside actuarial science. As a result, actuaries
had to play catch-up in incorporating these new ideas
into their practices. The excitement of these new ideas
also attracted a large number of bright young people
into the field of financial risk management. These
young people did not come up the actuarial ladder.
Capturing and retaining intellectual leadership is the
most important step in promoting the prosperity of
the actuarial profession.
• Continuing education. The world’s actuarial
organizations have expended considerable energy
developing an educational portal for entering the
profession. Because of the rapid pace of business
and technological change, an equal challenge is to
develop continuing educational programs. No longer
can an actuary spend a working lifetime applying skills acquired in the process of entering the
profession.
• Resolving conflicts between private and public
responsibilities. The assignment to actuaries in private employment, the responsibility of monitoring
compliance with regulatory objective, is a compliment to the profession. Nevertheless, to manage, if
not resolve, the inevitable conflicts in serving two
masters must be faced. Standards, guidance, and disciplinary procedures, built on an ethical foundation,
will be necessary if a private profession serves a regulatory purpose. The crisis in the accounting profession
in the United States in 2002, as a consequence of
misleading financial reporting by some major corporations, illustrates the issue. It is likely that the
survival and prosperity of the actuarial profession
will depend on its credibility in providing information on financial security systems to their members,
managers, and regulators.
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History of Insurance
Early Days
From early times, communities have looked for ways
to pool resources in order to protect individuals from
unexpected losses. One of the most common and
long lasting arrangements, originating in the Mediterranean area and dating from before the Christian era,
was a loan, with a high rate of interest, secured on
the voyage of a ship, the loan being repayable only
if the voyage were completed successfully [68, p. 1].
In English, this became known as bottomry, referring
to the bottom of the ship (French: contrat à grosse,
German: Bodmerei).
There is evidence that the Romans practiced an
early form of life insurance and bought as well as
sold annuities [81, pp. 238–239].
In the year 1234, Pope Gregory IX banned the
taking of interest [48, p. 37] and artificial contracts
were developed to supplement bottomry [44, p. 9].
Following Pope Gregory’s ban on bottomry, marine
insurance in its basically current form developed in
Florence and then in Genoa.
This article looks at insurance where a premium
is paid to a third party to cover risk. Arrangements
that have an element of insurance, some of which
date from Babylonian times, are well covered by
Trenerry [81] and others.
A decree dated 1336 from the Duke of Genoa
carried regulations for a group of unrelated insurers, each writing his own share of the sum insured
in much the same manner as some Lloyd’s insurers still operate today. The idea of insurance passed
rapidly to France, Italy, Spain, Flanders, Portugal, and
England. The oldest surviving marine insurance document is from Genoa dated 1347 [69, p. 8]. Nevertheless, some states banned marine insurance and some
states authorized it. England was the most liberal
and in due course, marine insurance developed more
rapidly there than in the rest of Europe [69, p. 9].
Bottomry did not die out in all markets but was
expensive in comparison with insurance. It continued,
often as a facility for master mariners to obtain
money for repairs in foreign ports. An examination
in France of the wording of a bottomry contract in
1806 showed that the wording of the contract was
unchanged from the one found in Demosthenes in
350 BC, over 2000 years earlier [31, p. 129].

Codified laws of the sea were established in
Barcelona in the thirteenth century, and later Oleron,
Wisby, Rouen, and the Hanseatic towns. In the seventeenth and eighteenth centuries the ‘Consulat de
la Mer’ of Barcelona applied to the whole of the
Mediterranean, the Rules of Oleron to the Atlantic,
the Guidon de la Mer to the English Channel, and
the Hansa ordinances to the Baltic. The first work
devoted to insurance was by Santarem [71] and later
insurance appeared in books of law, such as [51,
57]. These works and subsequent law cases settle the
principles on which marine insurance is established.
Inevitably, difficult cases arise, and in all forms of
insurance law, cases continue to be put before the
courts of law to decide points up to the present day.
Malynes [52, p. 107] says that insurers can be compared with orphans because they can be wronged but
cannot commit any wrong because of the regulations
they are subjected to.
It is clear from the size of the premiums that
the risks to all parties were immense. To insure a
voyage from London to Edinburgh, or Rouen or Hamburg cost 3%, to Venice 10%, and to the East Indies
15% [52, p. 108]. It was unusual to insure the whole
ship. Fixed sums assured such as £50 or £500 were
normal. Marine insurance premiums were normally
paid after the completion of the voyage. After deduction of the premium and a further abatement of 2%,
the insured received less than the loss [57, p. 168].
The practice led to insuring more than the value of
the goods, so that after deduction of the premium and
other abatements, the insured had a complete reimbursement. At a rate of 10%, the sum to be insured
to receive 100 net was 113.63 and at the rate of 40%,
the sum was 172.41 [26, p. 302].
Insurance on transported goods over land existed
in the seventeenth century [52, p. 107] and I suspect
may well have existed earlier.

The British Isles
Non-life Insurance
Men gathered in Lombard Street, London, to transact
business, including insurance, in the sixteenth century and probably much earlier. Dissatisfaction with
the conditions, particularly in bad weather, led to
the building of the Royal Exchange by Sir Thomas
Gresham in 1569 for the benefit of the traders and
the citizens of London.
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Marine insurance gravitated to the Royal Exchange
as a result of the formation in 1575 of the office of
insurance in the building [68, p. 42] and the requirement to register insurances publicly. The commissioners of the office of insurance set out rules for
the transaction of insurance business [6] and there
was an associated arbitration court to settle matters
of dispute. There is evidence of the use of brokers to place risks with underwriters by 1654 [68,
p. 56]. By 1676, private policies did not need to
be registered [68, p. 57] and by 1693, the registrar
of insurances could act as a broker. By 1700, the
Office of Insurance seems to have disappeared without leaving a trace. However, the holder of the office
of Registrar was permitted to act as a broker [68,
p. 57] and he may well have changed into one of the
number of office keepers or brokers working in and
around the Royal Exchange.
There was much abuse of insurance as gamblers and others became involved. Some persons
insured named ships with named masters with the
sum insured being paid if the ship did not arrive in
Amsterdam within 12 months. When the ship did not
arrive, the claim was paid. However, the ship and
master sometimes did not exist. This is described as
an unconscionable way of raising money copied from
the Italians [5, p. 124]. In 1746, insuring marine risks
without the person effecting the policy having a financial interest in the risk was prohibited. The same act
also prohibited reinsurance, except when the insurer
became insolvent, bankrupt or died – (19 Geo 2 c
37) [46, p. 37], following much abuse. The prohibition of reinsurance was lifted by further legislation in
1846 [28, p. 33].
Lloyd’s of London. Edward Lloyd’s Coffee House
moved to Lombard Street, London, in 1691 and
began the association with marine insurance. The
establishment of Royal Exchange Assurance and the
London Assurance in 1720, which were given a
monopoly for marine business written by corporations, stimulated the Lloyd’s brokers and underwriters to obtain more business. The two corporations did not pursue the monopoly with much vigor,
with the result that Lloyd’s went from strength to
strength. The monopoly was not lifted until 1824 [87,
pp. 306–314]. During its existence, Lloyd’s has had
a number of reorganizations and survived a number
of crises. It became a legal entity in 1871 following
its act of parliament and was authorized for marine

insurance business [27, p. 143]. A market of other
forms of nonmarine insurance existed and flourished,
but it was sustained by the legal fiction that a nonmarine policy signed by a Lloyd’s underwriter was not a
Lloyd’s policy [27, p. 175]. The nonmarine Lloyd’s
business was innovative, largely due to the creativity
of Cuthbert Heath. Amongst Cuthbert Heath’s new
policies were insurances against theft and robbery,
with or without violence and burglary, the all risks
insurance, the jewelers’ block policy, which insures
a jeweler’s stock wherever it may be, and the loss of
profits policy following a fire [27, p. 164–167].
Fire Insurance. In the United Kingdom, fire insurance was a reaction to the great fire of London in
1665. The first fire insurance business, a partnership, was formed by Nicholas Barbon and others
in 1680 and was situated in the Royal Exchange.
It was known as the Fire Office or the Insurance
Office for Houses. It retained a company of men to
extinguish fires [86, p. 32]. Fire marks were issued
to be set on walls to identify the company’s insured
buildings. Others followed. Provincial fire companies were established in the eighteenth century [68,
p. 188]. By the beginning of the nineteenth century,
there were about 50 manual fire engines in use by
fire insurance companies [86, p. 29]. Ten of the leading insurance company fire brigades in London were
merged into the London Fire Engine Establishment
in 1833. This establishment was taken over as a public service by the Metropolitan Board of Works in
1866 [86, pp. 25–26].
Industrialization and changes in society caused
strains in fire insurance and other forms of insurance.
Adaptations had to be made and there were many
debates on a wide range of issues. These are well
illustrated by Jenkins and Yoneyama [41].
Casualty Insurances. There was much innovation
during the nineteenth century as changes in society
provided new risks. Fidelity guarantee policies, which
obviated defects of surety of private bondsmen, were
established with the formation of the Guarantee Society in 1840 [68, p. 279].
In 1849, the Railway Passengers Assurance Company was formed and wrote mainly personal accident business [68, p. 276] (see Accident Insurance).
In assessing damages against railway companies in
respect of fatal accidents, for any sum payable, the
policy was not taken into account, as the company
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was empowered under a special Act of Parliament of
1840. Sums payable under other accident insurance
policies were taken into account in assessing damages
until further legislation in 1908.
The Steam Boiler Assurance Company was founded in 1858, nearly 60 years after the invention of
high-pressure boilers and the many accidents that
followed [15, p. 51]. Prior to this, cover for boiler
explosions was difficult to obtain.
Credit insurance (see Credit Risk), under which
the insurer will guarantee payment, if a purchaser
fails to meet his obligation to a vendor in respect of
goods supplied by the latter, started in 1893 and was
reinsured by Cuthbert Heath [68, p. 283].

Widows’ Funds and Life Insurance
Widows’ Funds. In the United Kingdom, the first
two widows’ funds were formed at the end of the
seventeenth century. In 1698, the Mercers’ Company
set up a fund of £2888 to back its widows’ fund
venture [68, p. 115]. William Assheton was the promoter. Each person subscribing £100 was granted a
widow’s annuity of £30 per annum. The terms were
far too generous and over the course of time the
annuities to the widows had to be reduced. Finally,
Parliament granted the Mercers’ Company £3000 per
annum to enable the company to meet its engagements [65, p. 105].
Plans for an Irish widows’ fund were put forward by the City of Dublin in 1739 and again in
1741 [19]. It is not clear if anything resulted from
these plans, which were copied from the Mercers’
Company 1698 scheme.
In 1744, The Scottish Ministers’ Widows’ Fund
commenced. It was promoted by Alexander Webster
and extensive calculations were undertaken mainly
by Robert Wallace and Colin Maclaurin. The calculations did not estimate the individual liability for
each member of the fund [35, p. 2]. The fund was
reorganized in 1748 and projections of the amount
of the fund up to the year 1789 [79, p. 49] were
published. In 1759 further projections were published
up to the year 1831 [80, p. 49–52]. For many years,
these projections were remarkably accurate. The fund
was the first attempt to organize scientifically a widows’ fund on a regular contribution basis [24, p. 27]
and was a significant advance on anything existing before. The Scottish Ministers’ Widows’ Fund
survived because the members’ numbers reached a
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maximum and stayed more or less stationary as originally envisaged. This fund was put onto a modern basis in 1862 and survived until its closure
in 1994.
The Scottish Ministers’ Widows’ Fund was the
stimulus for numerous widows’ and annuity schemes
in the United Kingdom, some based on the Scottish plan. Richard Price criticized these schemes
as unsound [65, pp. 64–88 and also pp. 367–379 of
the 1772 edition]. By 1792, nearly all had ceased
to exist [66, p. xx and xxi of the general introduction]. However, widows’ funds continued to be
established, particularly in Scotland, up to the middle
of the 1860s. Hewat [32, p. 9] describes the methods
of these schemes as primitive and unscientific and
says that the advance of life assurance practically put
a stop to the founding of widows’ funds.
Life Insurance. The year 1755 saw a major breakthrough when James Dodson published the formula
for an age-related level annual premium for the
whole of life insurance [22, pp. 362–365] using De
Moivre’s approximation to Halley’s mortality table
(see Early Mortality Tables). In 1756, the year
before Dodson’s death, he completed calculations for
the operation of a life office writing whole of life
insurances including a 20-year accounts projection,
some sensitivity testing and a proposal for distribution of surplus [23]. The Society for Equitable
Assurances on Lives was formed on the basis of Dodson’s calculations in 1762 [63, Chapters 2 and 3].
A further breakthrough came in 1775, when Richard
Price (probably better known in the USA for his support of the American Revolution and civil liberties)
suggested three methods for ascertaining the financial situation of the society [63, p. 103]. These were
a mortality investigation, a look at death strain and a
full actuarial valuation. The methods were used in the
1776 valuation and were made public by Price and
William Morgan, Equitable’s actuary and Price’s
nephew, in 1779 [58, pp. 21–39].
In 1774, following gambling policies taken out on
the lives of public figures, the Life Insurance Act
prohibited the effecting policies unless the person
effecting the policy had an insurable interest in the
life insured [68, p. 131]. An act prohibiting gambling
in marine insurance policies without proof of interest
had been passed in 1746 [26, p. 160].
Life Insurance Companies. Four other life companies in the United Kingdom started writing life
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insurance on a scientific basis before the end of the
nineteenth century. Thereafter the pace of change
quickened up. Details of the life businesses that
opened and closed in the first half of the nineteenth century are not complete. Walford [82, p. 46]
describes the period 1816–1844 as the golden age of
assurance companies and goes on to say that in this
period, companies sprang up like gnats on a summer’s
evening and disappeared as suddenly. That was followed by the bubble companies from 1844–1862. It
was in the year 1844 that company registration was
introduced in the United Kingdom. In these 18 bubble
years, of the 519 life companies that were provisionally registered, 258 went to complete registration and
at the end of 1862 only 44 existed [83, pp. 48–62d].
In addition, there were a few companies set up under
deeds of settlement and others set up under friendly
society legislation.
In June 1867, the company creation position was
as shown in Table 1.
Note that, owing to lack of information, companies
that ceased to exist before 1845 are not included in
the table.
In these formative years, policyholders swindled
the life companies and some life companies were pure
swindles too. In the early 1830s, Helen Abercrombie
was murdered by Janus Weathercock (a rogue whose
real name was Thomas Wainwright) after her life
was insured for £18 000 in several life offices [25,
Chapter XIII]. Some more careful life offices had
declined to insure her life because the grounds for
insuring were not clear. The Independent and West
Middlesex Company was a pure swindle. It was set
up in 1836 by Mr. Knowles, an aged ex-smuggler
and journeyman shoemaker, together with William
Hole, a tallow chandler and ex-smuggler. They sold
annuities and spent the proceeds in lavish living and
good lawyers to protect them. It was three years
Table 1

Life Insurance Companies

Year of
creation
Up to 1805
1806–1815
1816–1825
1826–1835
1836–1845
1846–1855
1856–1865

Total companies
created

Still in existence
June 1867

8
11
23
20
70
147
55

4
10
17
12
25
19
16

before the fraud was exposed. Other fraudulent life
insurance companies were the ‘Absolute Security’ of
1852, the ‘Civil Service’ of 1854, the ‘Universal Life
and Fire’ of 1853 and there were more.
Provident Mutual introduced group life insurance
in 1846 and the first policies covered clerks [15,
p. 38].
In 1853, relief from income tax on life premiums
was introduced [15, p. 39].
Life insurance was for the wealthier sections of
the community and the workers had to resort to
friendly societies (see Mutuals) or burial clubs,
which often had an ephemeral existence. In its booklet for solicitors, Atlas Assurance instructed, ‘If a
life, either male or female, should be proposed for
assurance who is a labourer or working Mechanic,
or is in a menial situation, or in low circumstances,
it may be declined, without reference to the Office;
as the Directors have a general objection to assure
the lives of persons in lower ranks of society.’ [2,
p. 17]
Collecting premiums at the homes of workers
started with the friendly societies, such as the Preston
Shelley in 1831 [85, pp. 35–37]. Industrial insurance
followed in 1849 with the Industrial and General,
which had only a short existence, followed by the
British Industry. Prudential Assurance started issuing
industrial policies in 1854. After a slow start, industrial insurance spread to United States, the continent
of Europe, and Australasia.
Many life insurance offices were managed without
professional advice. There was considerable concern
for the safety of life insurance offices, leading to
the formation of the Institute of Actuaries in 1848.
One of the objectives of the new institute was the
development and improvement of the mathematical
theories upon which the practice of life insurance was
based [72, p. 20]. That did not correct the problems
in the market place immediately and many remained
ignorant of the perils of gross premium valuation
without proper allowance for expenses and withdrawals [12]; there are many examples of published
defective gross premium valuations throughout the
work. The failure of the Albert Life Assurance Co.
in 1869 led to the Life Assurances Companies Act
in 1870, with provision for deposits, separation of
the life fund, accounts and returns, and amalgamation and winding up [68, pp. 349–350]. The British
public was beginning to get effective supervision of
life insurance companies. Accounts published before
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the 1870 act were unsatisfactory and the publication
of accounting detail by Sprague [73] was a further
step forward.
The 1870 supervisory legislation was reenacted
in 1909 with additional but similar requirements
for non-life insurance [68, pp. 353–355], excluding
marine and capital redemption business.
The Consols Insurance Association was founded
in 1859 [18, p. 1] and provided life insurance linked
to three per cent consolidated stock, a major government-issued fixed interest security. Policyholders’
benefits were expressed as units of the security at
the par price. Further, the policyholders’ investment
portion of their contracts was separated from the risk
portion and their investment could be withdrawn as
if from a bank account at will. This is a surprising
modern concept. Details of the method of operation
are given in [12, pp. 119–130] as an example of an
office that deals equitably with its policyholders on
a sound and satisfactory basis. In 1862, the office
was unable to continue and was taken over by the
Provident Clerks.
Calculation capacity limited the technical development of life insurance. At the end of the first
quarter of the nineteenth century, commutation tables
began to take over from logarithms. These tables
are a device to speed up arithmetic by combining compound interest functions with the number of
persons living in the mortality table. This was followed by Crelle’s tables, which gave products of
three numbers and also by tables of quarter squares.
Quarter squares reduced the operation of multiplication to arithmetic by the use of the relationship
(1/4)(a + b)2 − (1/4)(a − b)2 = ab. This was followed by the introduction of the calculating machine
to life insurance offices about 1875. After that there
was some continuing theoretical progress during the
following century, but lack of improved calculating capacity held back further development until the
introduction of electronic calculating devices permitted large scale statistical analysis and brought a
further surge forward.
Substandard Lives, Medical Evidence etc. (see
Life Table). Brief statements about the health of
lives to be insured and their circumstances seem to
have been the norm from early on. A life policy in
the United Kingdom dated 1596 recites, ‘. . .which
said T.B. is in health and meaneth not to travel out
of England’ [68, pp. 113–114].
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Equitable Life had a formal approach to substandard lives from an early date. A history of gout, or
if the life had not had smallpox, attracted 12% to the
premium, which was reduced to 11% in 1781 [56,
p. 15]. Beer retailers, female lives under age 50,
and a history of hernia were also charged at about
11% addition to the premium. The Eagle Insurance
Company started underwriting substandard life business in 1807, the year of its formation. It reported
on the mortality experience in 1874 [36]. The Clerical, Medical, and General Life Assurance Society,
and the Asylum Life Office were both formed in
1824 with the express purpose of insuring ‘invalid
lives’.
In 1812, William Morgan published a ‘nosological’ table, being a tabulation of the causes of death
in the Equitable Society [59, pp. 324–326]. This was
the start of many such tabulations for normal and
substandard lives. Rigorous studies of substandard
lives started with the Medico-Actuarial Impairment
Investigation – 1912 in North America.
Early underwriting requirements were simple. A
proposal form, two references (one from the proposer’s medical attendant) and appearance before the
directors was the norm. If the proposer did not attend,
there was a fine payable with the first premium. London Life appointed its own medical adviser in 1823
and in the following year, Clerical, Medical, and General and the Asylum life office both appointed their
medical examiners. The medical examiners’ reports
to the board were usually oral. Oral reports were
still the norm in one office in 1886 [14, p. 411]. The
1850s saw the start of publications on life insurance
medical problems. In 1853, Knapp said that there
was no stripping for the insurance medical examination, although unclothing of the chest may be
necessary for auscultation [42, p. 169]. Dobell [21,
pp. 4–7 and 10] published a comprehensive set of
questions for medical examinations, including urinalysis, heart sounds, and so on, and explanations. Also,
he suggested that an appropriate premium for substandard lives was to charge for the age attained in
comparison with healthy lives. Brinton said that some
authorities form a very low estimate of the value
of medical examinations [9, p. 3]. By the middle of
the 1860s, life insurance companies had their own
printed forms for medical examinations [75, p. 34].
Towards the end of the 1860s the Hartford Life and
Annuity Assurance Company of Connecticut had a
printed form with additional specific questions to
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be answered by the medical examiner of the company when the party to be assured was female. In
France, in 1866, Taylor and Tardieu said that substandard lives could be assured by adding 10, 15, or
20 years to the actual age and charging the premium
for this increased age [76, p. 11]. Doctors, particularly in France [49, p. 10], began to express concern
on the effect on relationships with their patients as
a result of offering medical information to insurance
companies. Pollock and Chisholm suggested a number of ways of charging for extra risk in 1889 [64,
pp. 152–164]. They considered various impairments
and suggested specific additions to age or deductions
from the sum insured.

France
Non-life Insurance
In 1686, Louis XIV authorized the establishment
of the first French insurance company, Compagnie
Générale pour les Assurances Grosses Aventures de
France (General Company for Insurances and Bottomry Bonds) [10, p. 235]. After reorganizations, in
1753, the company’s major directors were directors of
the Paris water company. They had established public water works and invented the fire engine, so they
were authorized to form the Compagnie Générale
d’Assurances contre incendies, the first French fire
insurance company which started in 1786.
After the French Revolution, insurance companies of all branches, including marine, fire, and
transport both on land and inland waterways began
to be formed again. Many companies had only an
ephemeral existence. Thirty six mutual fire companies (see Mutuals) and 11 mutual hail companies
were formed from 1809–1830 [69, p. 41]. The first
joint stock companies were not authorized until 1818.
Glass insurance was successfully introduced to
France by La Parisienne in 1829, but did not occur
in Great Britain until 1852 [15, p. 50].
In the years 1864 and 1865, accident insurance
offering both lump sums on death and income during incapacity commenced, and specialist reinsurance companies started. Reinsurance treaties between
companies had commenced in 1821 with a treaty
between La Royale of Paris and Propriétaires Réunis
of Brussels. Outside France, Cologne Reinsurance
Company was formed in 1842 and the Swiss Re.
in 1863.

The years after the Franco-Prussian war of 1870–
1871 saw realignment in the market. Some companies
merged, others disappeared and new companies were
formed. In the years after 1879, some 11 marine
insurance companies went into liquidation [69, pp.
87–93].
To a large extent, the French companies were
behind the English companies in much of their practice and principles of insurance and their operations
were more elementary [69, p. 72]. But the French
companies had a solidarity and regularity of operations that made them veritable public institutions.
There was an unsuccessful attempt in 1894 to
create a state monopoly in fire insurance and to make
effecting fire insurance compulsory [69, p. 99].
In 1900, there were 22 fire insurance companies,
17 life insurance companies, 13 accident insurance
companies, 4 hail insurance companies, 17 marine
insurance companies, and 2 mutual associations covering livestock. In addition there were 6 agricultural
mutual companies insuring against hail and no less
than 500 primitive agricultural associations, either
active or being formed, to cover livestock and some
of these offered fire insurance too [69, p. 98].

Tontines and Life Insurance
Tontines. The invention of the tontine is credited to
Lorenzo Tonti, who put forward a scheme to Mazarin
to raise money for the French government in 1653.
In its original form, the tontine was a sum of money
paid by subscribers on which interest was paid in
respect of nominated lives, the amount being paid
for each life increasing as lives died. When the last
life died the capital reverted to the state. In 1689,
the first French state tontine was established. Others
followed, but in 1770 all tontines of the French King
were suppressed and transformed into life annuities
without increases [69, p. 25].
In 1791 Joachim Lafarge opened a variation on
the tontine. The details are complex, but in principle,
money was to be accumulated for 10 years and the
first persons to receive an income were to be chosen
by lot. The calculations presented to the public were
based on the assumption that 6% of lives would
die every year [39, p. 2]. The Caisse Lafarge proved
to be controversial and in 1809, was placed into
administration after questions were raised about the
way it was being operated [3, p. 83]. Up to this
time, its experienced mortality rate was under 1%
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per annum. This experience set back the cause of
life insurance for a long time [48, p. 50]. The Caisse
Lafarge continued in existence until 1888.
Tontines, which were not used widely before the
revolution, became popular during the nineteenth century. Some tontines were run by swindlers. A number
of life insurance companies would not consider tontines as an adjunct to their main life business and a
number of specialist companies sprang up [69, p. 30].
Other life companies ceased tontine business when
their ordinary life business had reached a certain stage
of development.
The 1914–1918 war and the related inflation put
paid to most of the tontine operations, but some
continued quite successfully.
Life Insurance. Antipathy towards life insurance
existed in France from early times. In 1681 an ordinance prohibited life insurance. There was a general
view that as the life of a person was beyond price,
a life could not be a matter for commerce and any
such contract was odious.
The first French life insurance company, Compagnie Royale d’Assurances, started writing life business
in 1788 after receiving authorization by decree on
November 3, 1787. The water company put forward
its own plan to write life insurance business [17]
and obtained a decree of authorization in April 5,
1788. Following strong protests from the Compagnie
Royale and others, the Compagnie Royale’s authorization was confirmed in a further decree of July
27, 1788, which also gave it a 15-year monopoly
period and forbade the water company’s life business
operations and other projects. The Compagnie Royale
became involved in the politics of the French Revolution. Mirabeau attacked the Compagnie Royale
violently and all other companies involved in speculation [67, pp. 54, 125 and 289]. In April 24, 1793,
a decree abolished the company and its 24 offices
were sold off by auction. Claviere, who wrote the
company’s prospectus and managed the company,
committed suicide in December 1793. E E Duvillard, the actuary advising the company, survived the
revolutionary politics but succumbed to cholera in
1832. All other insurance companies were proscribed,
too, but a few mutual Caisses de Secours, mainly
local or regional fire and hail organizations, survived
the revolution.
Life business, which started again in 1819 [69,
p. 44] with the Compagnie d’Assurance Générales,
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was not very popular. In 1849, the total life insurance sums assured payable on death for the three
most senior companies were Fr 61 million, but sums
subscribed for tontines were Fr 395 million and regular contributions were Fr 125 million [69, p. 56].
On the birth of the Prince Imperial in France in
1856 [84, p. 501], a large endowment insurance was
effected on his life and he collected several million francs at age 18. This did little to popularize
life insurance in France. The benefits of life insurance came to the public notice in 1864 as a result
of the La Pomerais law case that questioned whether
life insurance death benefits were not just immoral
but also illegal in France by virtue the 1681 ordinance [69, p. 65] despite later authorizations to the
contrary. The resulting publicity led life insurers to
issue endowment assurances, which became popular
and the 10-year term assurance payable only on death
lost favor. At the beginning of the twentieth century
life business could be said to be a normal feature
of society.
The Institut des Actuaires Français (see Institut des Actuaires) was founded on May 30, 1890
with a view towards research for moral and material
progress in a disinterested way [38, pp. 19–20].

Germany
Non-life Insurance
Fire Insurance. In Germany, fire insurance was
the core business up to the year 1900 [1, p. 170].
The formation of non-life insurance companies was
a little faster than the life insurance companies as
the number of companies existing in 1846, extracted
from Masius [54], shows in Table 2.
Although insurance, particularly marine insurance,
was common in Hamburg and the Hanseatic towns,
in some parts of Germany there were superstitions,
which held the development of fire insurance back.
In 1783 a fire caused by lightning in Göppingen, near
Stuttgart, saw the townspeople saving their furniture
rather than extinguishing the fire on the grounds
that the buildings were insured. Lightning was God’s
punishment and some people thought that the fires it
caused could not be extinguished. Insurance limited
the punishing hand of God and if everybody were
insured, how could God punish? In the 1840s, some
of the South German evangelical clergy were against
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Table 2 Number of Insurance Companies by
Year of Formation
Year
up to 1805
1806–1816
1816–1825
1826–1835
1836–1845
Total

Life and annuity

Non-life

7
22
29

4
3
10
22
30
69

the formation of private fire insurance companies
because God could then no longer punish [1, p. 21].
During the nineteenth century, the German states
used the granting of concessions to write insurance
business as a measure of protection from foreign
concerns, which included towns in other German
states so that, for example, Prussia was foreign for
residents of Hamburg. Sometimes these concessions
were for fire insurance only, but could also be for
other branches of insurance too. In Prussia, a law of
1853 required all forms of insurance to be subject
to concessions and no less than three Government
ministries were responsible for the various insurance
branches [1, p. 45].
In addition to concessions, individual fire contracts
were supervised by the police from the 1830s [1, pp.
48–52]. Over insurance was a problem and no agent
would hand over a policy without having a declaration from the police that they had no objections.
Employers’ Liability Insurance, Sickness and Accident Insurance, and Pensions. The Haftpflichtgesetz of June 7, 1871 was a modest piece of legislation
granting compulsory compensation on death or injury
to employees working in mines, railways, and so
on. Nevertheless, it was the first intervention of the
German state into the relationship of employers and
employees [1, pp. 65–66]. This led to the formation
of three mutual employers’ liability insurance companies in 1873 and was the stimulus for the modern
German employers’ liability for workers [53, column
501]. In France, the introduction of employers’ liability insurance stems from 1861, when the Préservatrice
Société d’Assurances introduced a group insurance to
cover workers against accident risks, whether there
was a legal liability or not. In the United Kingdom, employers’ liability legislation was introduced
in 1880 and The Employers’ Liability Corporation,
which pioneered this class of business in the United

States and elsewhere [70, pp. vii–viii], was formed
in the same year.
Following the parliamentary checking of Social
Democratic excesses in 1878 [20, pp. 11–12], there
was an extensive social insurance program (see
Social Security). Sickness insurance legislation
came into force on December 1, 1884, and gave up to
13 weeks of benefit to industrial workers generally.
The accident insurance legislation came into force
in 1885 and extended the sickness law to other
occupations. The obligatory accident insurance was
extended to further occupations in 1886 and later.
Obligatory old age and infirmity insurance came into
force in 1889. The old age pension was paid from
age 70 if infirmity allowance was not being paid. At
this time, the expectation of life at birth was less
than 60 years [88, p. 787]. Infirmity allowance was
paid when the person was unable to earn one third of
the wage of a day laborer, in his place of residence.
The allowance for infirmity was higher than the old
age pension and a person over age 70 receiving the
pension could lay claim to the infirmity allowance
instead [34, p. 27]. Most pensions were granted for
infirmity. In 1889, 1 in 7 was on account of old age
and 1 in 12 in the year 1910 [20, p. 20].
Other Branches of Non-life Insurance Business.
Payments for a short-term sickness were common in
Germany and Great Britain from early days, being
conducted through friendly societies or similar organizations. Long-term invalidity payments (see Disability Insurance) became possible as the mathematical analysis of sickness patterns progressed.
The early sickness tables were produced in Great
Britain [8, p. 421] in the early nineteenth century, but
the development of the mathematics then passed to
Germany for a while. The earliest insurance company
insuring long-term sickness, as far as I can find, is
the Leipzig-based Leipziger Kranken- Invaliden- und
Lebensversicherungsgesellschaft [1, p. 121], a mutual
company formed in 1855 writing short-term sickness
and life business too.
Hail insurance companies flourished. A hail insurance association started in Mecklenburg, in 1797,
on the principle of mutual contribution [15, p. 49].
Many others followed on the continent of Europe,
where the problems of hail are much greater than in
Great Britain.
In 1846, Masius gave details of 15 mutual companies and 1 proprietary company, dating from 1797
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onwards. There were 13 transport insurance companies; these included cover in respect of river transport
including the rivers Rhine and Main. The first of these
listed in Masius was formed in 1829. Six companies
insured cattle and horses and in the life insurance
field the numbers included nine annuity companies.
There were also two tontines, one in Hamburg and
one in Rostock.

Widows’ Funds and Life Insurance
Widows’ Funds. The first widows’ funds appeared
in Germany in the beginning of the seventeenth century [8, p. 173]. They were in Zwickau, Mansfeld,
Magdeburg, Lepizig, Altenburg, Chemnitz, Braunschweig, and Hamburg. In 1645, Duke Henry the
Pious of Gotha formed a widows’ fund for ministers
of religion. In 1662, he founded another for teachers,
which in 1775 was merged into the general widows’
fund for civil servants of the dukedom. Large numbers of widows’ and orphans’ funds were founded
between 1750 and 1870 [7, p. 9]. Widows’ funds in
Germany were developed technically by a number
of mathematicians including J. N. Tetens [77, Chapter 5] and C. F. Gauss [30, p. 50 of the introductory
essay]; see also [7, pp. 13 and 15] for other mathematicians.
Life Insurance. The first life insurance company
established in Germany was the Hamburg-based Allgemeine Versorgungsanstalt of 1778 that operated
locally. The founders had asked Richard Price for a
report on their plans [7, p. 13]. It did not attract much
business as it limited its business to Hamburg, but it
survived throughout all of the nineteenth century. The
next life insurance company was founded by William
Benecke in 1806, also in Hamburg. It lasted until
1814, when Benecke, who opposed Napoleon, fled to
England [7, p. 15]. At this time and later until well
into the nineteenth century, much life insurance was
provided by branches of English companies.
There was upset in Germany when Atlas Assurance and two other English companies rejected a
death claim on the life of Duke Frederick IV of
Gotha [33, p. 137]. The death occurred within eight
months of the policy being effected. Two more
English companies paid their claims. The Duke was
born in 1774 and was raised in a way appropriate for
a son of a wealthy family, including travel abroad and
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a period in the army when, at the age of 19, he commanded his regiment in Holland. His state of health
changed so that at the time the policy was effected, he
was unable to speak and his intellect was impaired
to the extent that he was entirely in the hands of
his attendants and his medical men. Legal action to
enforce payment was nonsuited and a further action
to set that aside was refused [29].
This aroused a desire for German life companies
tailored to German needs including a stricter basis
for sharing profits than that used by the English
companies. The result was to accelerate plans for
William Arnoldi’s mutual life insurance company the
Lebensversicherungsbank für Deutschland in Gotha,
which was founded in 1827 and did not write business
on lower class persons. All its business was written
through agents [47, p. 23]. In 1845, there were 29
German life insurance companies in existence [54];
the data are scattered throughout the work.
The growth of life insurance in Germany was
steady until the new empire of 1871, after which
there was a sharp increase in sums assured in force.
These sums in 1870 were 1 billion. Marks, which
doubled to 2.28 billion by 1880 and doubled again
to 4.31 billion marks by 1890 [1, p. 141]. After the
year 1880, the German public may be regarded as
having accepted life insurance as a general means of
savings and protection.
Table 3 gives an overview of life business by
insurance companies in their own countries (i.e.
excluding business written by overseas life insurance
companies and thus much understates the situation in
Italy, Switzerland, and Russia).

United States of America
Non-life Insurance
For many years after the Pilgrim Fathers colonized
America, insurance provision was largely lacking.
The distances from European countries were large
and communication was difficult. There may well
have been a reluctance of underwriters to undertake
business in a country where the conditions were not
well known to them.
One of the earliest mentions of American insurance concerns William Penn [37, p. 8], who lost
twenty guineas in 1705 when a private underwriter
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Table 3

Insurance Company Life Business
Life sums insured in millions of marks

Germany
Austria
Italy
Switzerland
France
Belgium
Holland
England
Russia
USA
Canada
Australia
Others
Total

1860
317
104
2
6
184
17
10
3400
23
707

1870
1010
350
13
88
806
37
53
5983
38
8743

13
4783

40
17 161

1880
2282
927
29
152
2183
48
86
9313
118
6376
151
560
167
22 392

1890
4312
1501
103
224
3202
60
227
11 016
516
16 812
495
800
567
39 835

Insureds per 100 000 inhabitants in 1880.
148
80
30
1313
68
213
Ordinary business 2659, industrial 17 251
23

Source: Reproduced by permission of Vandenhoeck & Ruprecht, Originally published in Ludwig Arps: Auf
sicheren Pfeilern. Deutsche Versicherungswirtschaft von 1914 , Göttingen 1965 [1, p. 142].

failed. In 1724, an office opened in Boston to provide for individual writing of marine policies [43, pp.
49–50].
In Charleston, South Carolina on January 18,
1732 an advertisement in the South Carolina Gazette
invited freeholders of the town to meet in Mr. Giguilliat’s house, where proposals for the formation of
a fire insurance office were put forward [10, pp.
19–20]. It was another four years before the company, the Friendly Society, was formed. On February
1, 1736, the articles of association were approved and
the officers of the company elected. The leading lights
were Captain William Pinckney and Jacob Motte.
In November 1740, fire consumed over 300 buildings in Charleston, which ruined the Friendly Society
financially. The effects of the fire included new building codes and a large sum of money sent from
England to help the sufferers.
Another American fire insurance was The Philadelphia Contributionship for the Insurance of Houses
from Loss by Fire, which was formed by means of
a deed of settlement in 1752 but not incorporated
until 1768 [10, p. 24]. Benjamin Franklin, in whose
Pennsylvania Gazette the call for subscribers was
published, was a signatory to the deed and elected
a director. The company adopted the hand-in-hand
pattern as its seal, being copied from the London
based Amicable Contributors for Insuring from Loss
by Fire formed in 1696.

During the eighteenth century, American underwriters operating as a syndicate could not write sums
insured of more than $25 000. The market was primarily in London and slow communication was a
problem [13, p. 38]. In 1792, after the failure of tontines in Boston, New York and Philadelphia to attract
a sufficient number of subscribers, the Universal Tontine Association changed its name and its objectives
to become the Insurance Company of North America [37, p. 10], a stock company, which got its act
of incorporation in 1794, writing a wide range of
risks. The company suffered heavy marine insurance
losses in 1794 largely due to French depredations on
American commerce. Attempts to write life insurance
was limited to short-term insurance against death in
captivity after capture by Algerian pirates or Barbary Corsairs. Little life business was written, but no
claims were received, and this branch of insurance
was discontinued in 1804 [37, p. 17]. Nevertheless
the company overcame its problems and became a
major force in the market.
In the period from 1787 to 1799, 24 charters were
granted to insurance companies of which 5 were
authorized life insurance [43, pp. 65–66]. By 1804,
there were 40 insurance companies in the market [13,
p. 51].
Reinsurance was introduced into the United States
in 1819, when the Middletown Fire of Connecticut
stopped business [37, p. 42].
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New York’s first look at insurance company operations started with statutes in 1828, which required
all moneyed corporations created thereafter to make
annual reports to the State Comptroller. In 1849,
a general insurance act made compliance by foreign companies a condition of their admission to the
state [55, pp. 4–5]. This general law and its subsequent modifications became the basis of the general
insurance statutes of most States [60, p. 24].
New York started taxing insurance companies in
1823 and Massachusetts followed suit in 1832 [43, p.
95]. From 1832, the number of insurance companies
chartered, increased considerably [43, p. 86]. More
than 25 charters were granted in New York and a
similar increase occurred in other Eastern states. The
movement spread to the Middle West and the South.
Most of these were property insurance companies.
In 1835, there was a catastrophic fire in New York.
Most of the fire companies there were bankrupted
and the city was left largely without insurance cover.
The need for foreign capital was clear and in 1837,
taxation obstacles for foreign insurers were reduced.
The limited response to these measures led to the
setting up of mutual fire insurance companies, no less
than 44 being chartered in two years in New York
State [43, pp. 91–92].
In 1837, the state of Massachusetts introduced
legislation to set up unearned premium funds to
protect the public against loss of premium on policies
not yet expired. This is the start of the intervention of
the state into the setting up of reserves for insurance
businesses [37, pp. 41–42]. This state codified the
laws of insurance in force in 1854 and set up the first
state insurance department in 1855 [43, p. 128]. New
York followed in 1859.
In 1837, too, Massachusetts introduced legislation
requiring insurance companies to file returns. Under
its 1817 legislation, returns were required at the
pleasure of the legislature [60, p. 6]. As there was
no requirement to register in 1837, the state did not
know what companies had been formed or had ceased
writing business. On December 1, 1838, the returns
showed a total of 24 companies operating in Boston
and 19 operating elsewhere [16].
Windstorms and tornados were often a problem,
especially in Illinois, where damage on the open
prairies was severe. In 1861, tornado insurance was
started in that state, but was not very successful [60,
p. 64]. Several corporations were then organized in
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the West, but these also proved unprofitable. Nevertheless, in the course of time, this branch of insurance
business became established.
A massive fire in Chicago in 1871 resulted in 68
companies being bankrupted, 83 paying only part of
their claims and 51 companies only paying in full [13,
p. 68]. 60 miles of streets were destroyed and 150 000
people became homeless [40, frontpage]. This led
to a spoof advertisement for the Tom Tit Insurance
Company of Chicago offering to insure ‘Grave-yards,
stone walls and pig iron on favorable terms’ [40, p.
8]. The fire has been attributed to an unruly cow
knocking over a hand-lamp filled with a destructively
inflammable oil [78]. There seems, however, to have
been more than one source of ignition. That was
followed in 1872 by a great fire at Boston, which
resulted in more insurance companies being unable
to meet their engagements [37, p. 70].
Guarantees were, and still are, often sought for
the fulfillment of contractors’ work. The idea of
insuring this occurred in Great Britain and the Contract Guarantee Company was provisionally registered in 1852 [84, p. 107]. However, this company
never became completely established and the British
did not have a company of the sort until 1904 [68,
p. 282]. In the United States, this type of business
became common in the late nineteenth century.

Life Insurance
In the United States, Francis Alison, whose alma
mater was the University of Glasgow [4, p. 31], and
Robert Cross, put forward a petition in 1756, which
led to the formation of the Presbyterian Ministers’
Fund in 1759. Alison’s petition referred to a charter
in imitation of the laudable example of the Church
of Scotland [50, p. 109]. This fund survived and
adapted. It operates today as Covenant Life. Others
followed the same pattern, including the Episcopal
corporation and the Protestant Episcopal Church of
Maryland [43, p. 58, 64].
The Pennsylvania Company for Insurance on Lives
opened in 1813 [43, pp. 75–76] and was the first life
insurance company operated on a commercial basis.
Its actuary, Jacob Shoemaker was the first holder of
such an office in the United States.
In 1820, the Aetna Insurance of Hartford obtained
legislation permitting the creation of separate life
and general insurance funds, but did not make much
use of it [43, pp. 85–86]. The New York Life and
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Trust Company of 1830, which used agencies from
the outset, is credited with being the first company
to write life insurance on any scale through this
distribution channel. It sought business much more
actively than the Pennsylvania Company [43, pp.
88–89].
Girard Life and Trust Company in its charter
of 1836 provided for profits of life business to be
distributed to whole life policies as an addition to
the policy and is the beginning of the dividend
system in America [43, pp. 92–93]. The company
also introduced liberalized conditions including less
rigid travel restrictions and days of grace for payment
of premiums.
New York introduced legislation in 1840 giving a
married woman the right to effect as her own property, a life policy on the life on her husband, subject
to his consent. Nearly every other state followed this
lead [43, p. 96].
The New England Mutual obtained its charter
in 1835 and commenced life insurance in 1843. It
was the first of many US life insurance companies
formed under the mutual plan [43, p. 102]. The New
England Mutual started the beginning of practical
life business in New England. It also introduced the
system of allowing policyholders to pay part of their
first five years’ premiums by credit note. This was
much copied by other life insurance companies.
During the years 1847–1850, bubble companies
were formed and disappeared quickly [43, pp.
112–113]. Of the 47 companies operating in 1850,
only 12 operated for any length of time. The
remaining 35 were largely speculative and their
officers had inadequate knowledge of insurance.
These companies were the product of the speculative
character of the times and the sudden popularity
of life insurance. There was also a change in the
type of life insurance being written. In 1843 term
policies, payable only on death within a limited
period, predominated; but by 1850 over 90% of
policies were whole life insurances [43, p. 118].
In 1858, Massachusetts introduced a law giving authority to insurance commissioners to examine
the valuation bases of life insurances (see Technical Bases in Life Insurance). The commissioners
decided to adopt the English 17 Offices mortality
table of 1843 (see Early Mortality Tables) with 4%
interest and, most importantly, to credit the companies with the value of future net premiums instead of

the value of future gross premiums that some companies thought proper. This was the start of government
regulation of life insurance [43, pp. 122–123] prescribing solvency standards for life insurance businesses. New York followed with a solvency standard
in 1866 [55, p. 5]. In Europe, Switzerland followed
with insurance supervisory legislation for life and
general business in 1885 [45, p. 192] and the United
Kingdom followed in 1870.
The duty of regulating insurance by law arises
because of the weakness of individual insureds and
their dispersed nature. All the funds accumulated
in Life Insurances offices belong exclusively to
the insured. Actuaries, Presidents, and Directors are
merely their paid agents and trustees accountable to
them for every dollar [61].
In the period 1860–1870, there was a large expansion in life insurance companies and business written
expanded 10-fold, despite the civil war [43, p. 141].
Fraternal insurance started in 1869. This was limited life insurance for workers together with sickness
benefits and served the community well.
Many life insurance companies paid no surrender value (see Surrenders and Alterations) on the
lapse of a policy. Elizur Wright campaigned against
this and Massachusetts introduced nonforfeiture legislation in 1861. This improved the situation somewhat, but policyholders continued to be treated in an
unfair fashion. Cash dividends were introduced by the
Mutual Life in 1866. After further campaigning, cash
surrender values were introduced by Massachusetts’
legislation in 1880 [62, pp. 493–494 and 539].
The year 1879 saw the rise of the assessment life
companies in Pennsylvania [11, pp. 326–346]. 236
associations of this kind were incorporated and a
large number of them were swindles. For a while
these associations became a mania. Many crimes
were brought about by the craze. The speculators
were insuring old and infirm poor people close to
death. The associations did not intend to pay claims,
but merely to pass the hat round and give some of
the proceeds to the claimant. The insurance commissioner called for more protection for the life insurance
industry and by the end of 1882, the law put paid to
the abuses.
This was followed by the assessment endowment
system, which promised such benefits of $1000 at the
end of seven years in return for small assessments of
$300 over the same period [11, pp. 347–377]. This
scheme worked quietly for a number of years until

History of Insurance
in 1887, the Massachusetts Insurance Commissioner
called it to the attention of the law officers of the
state. The mania and speculation grew and so did
associated crime. By the end of 1893, the mania had
ended but not before about one million people in
the United States had been taken in according to the
Massachusetts insurance commissioner.
Nevertheless, the respectable part of the life insurance industry continued to promote life insurance and
pointed out the advantages accruing to the political
economy of the nation [74, p. 14]. It survived the
swindles and in due course flourished.
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TREVOR SIBBETT

International Actuarial
Notation
Right from the start of the International Congresses
of Actuaries in Brussels in 1895 (see International
Actuarial Association), the need was strongly felt
for a unique international, then called ‘universal’
mathematical notation, for a large number of actuarial
functions for life contingencies (life insurances and
life annuities). At that congress for this purpose,
a permanent committee on notation was installed.
Without such a standard notation, each individual
country, or even each individual author would use
a different notation for the same basic ideas. Until
that moment, about five major sets of notations were
in use in different countries, causing difficulties in
communication between actuaries and even errors in
actuarial calculations. During the second International
Congress in London in 1898, apart from some minor
changes, the notation system of the Institute of
Actuaries (England) was adopted unanimously as
the notation to be used by actuaries in the different
countries [5].
In this notation each actuarial symbol (or function)
consisted of a core symbol, in general, a single letter for an interest function, probability, insurance or
annuity function, premium, policy value, and commutation table (see Commutation Functions). For
instance, the actuarial symbol v denotes the present
value at the start of the effective interest period, and
the symbol p the probability of surviving a given
period of time. There are several types of actuarial
present values (net single premiums); for instance,
the symbol A denotes the actuarial present value of
an insurance or pure endowment of 1, and the symbol
a, the actuarial present value of an annuity of 1 per
time period, in arrear.
The mentioned core, or principal symbol is often
combined with auxiliary symbols, mainly subscripts
(lower left or lower right) or superscripts (upper left
or upper right). The symbol n px with subscripts n
and x, for instance, signifies the probability that an
insured with initial age x, survives a time period of n
years. As a second example, the symbol Ax denotes
the actuarial present value of an amount 1 payable
at the end of the year of death of the insured person
of age x. For the corresponding term insurance (see
Life Insurance) with duration n, the notation is A1x:n ;

the hooked symbol n means that the insurance ends
at time n (if the insured is still alive at that moment).
A whole life annuity payable in advance issued on
a life aged x is denoted by äx . If the duration of
the annuity is n years, then we write as notation
äx:n . We have expressed this annuity both in survival
probabilities and in so-called commutation functions
in the next formula
äx:n =

n−1


v k k px =

k=0

=

n−1 x+k

v lx+k
k=0

n−1

Dx+k

Dx

k=0

=

v x lx

Nx − Nx+n
Dx

(1)

In (1) we have used the equality
lx+k = k px lx

(2)

the expected number of survivors lx+k equals the
survival probability k px times the expected number
of survivors lx . For the definition of the commutation
symbols, see Table 1; commutation functions are still
very convenient in spreadsheets.
Similarly we have
A1x:n

=

n−1


v

k+1

k px qx+k

k=0

=

k=0

n−1

Cx+k
k=0

=

n−1 x+k+1

v
dx+k

Dx

=

Mx − Mx+n
Dx

v x lx
(3)

In (3) we used the simple formula
dx+k = qx+k lx+k

(4)

the expected number of those dying dx+k in year
k + 1 equals the probability of dying in this year qx+k
starting from the group lx+k . For the definition of the
commutation symbols, see again Table 1.
Comparison of (1) and (3) shows that to arrive
at the formula for the term insurance expressed in
commutation functions, we may simply start from
the formula in commutation functions for the life
annuity and replace commutation functions N by
commutation functions M. The same holds for other
linear increasing or decreasing actuarial values; in
such cases in addition S has to be replaced by R. For
single life policies, the commutation function in the
denominator always remains a D-function.
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Table 1

Basic actuarial symbols (see [2, 3])

Symbols

Description

Topic

i
v
δ
d
e
l
p
q
µ
A

Effective rate of interest for a time period (usually one year)
Present value of amount 1 due at the end of the effective interest period
Force of interest
Expected number of those dying within a given time period
Expectation of life
Expected number of survivors of a given age
Probability of surviving a given time period
Probability of dying within a given time period
Force of mortality
Actuarial present value of an insurance payable at the end of the time
period or pure endowment of 1
Actuarial present value of an insurance payable at the moment of death
Actuarial present value of an insurance with benefit amount of 1 at the
end of the first time period, increasing linearly at a rate of 1 per time
period
Actuarial present value of a term insurance with an initial benefit amount
equal to the term and decreasing linearly at the rate of 1 per time
period
Actuarial present value of a pure endowment of 1
Annuity, actuarial present value of 1 per time period, first payment at the
end of the time period
Annuity-due, first payment at the start of the time period
The same, payable continuously
Actuarial present value of an annuity payable at the rate of 1 per year at
the end of the time period and increasing linearly at a rate of 1 per
time period
Actuarial present value of a temporary annuity with initial payment rate
equal to the term and decreasing linearly at a rate of 1 per time period
n, the period of deferment, and m, the period after deferment
Premiums
Policy value
Actuarial present value at 0 of a unit death benefit in regard to those
dying at a specific age
Actuarial present value at 0 of a unit amount to each of the survivors at a
given age
Sum of the values of the C function from a specified age to the greatest
age listed in the life table
Sum of the values of the D function from a specified age to the greatest
age listed in the life table
Sum of the values of the M function from a specified age to the greatest
age listed in the life table
Sum of the values of the N function from a specified age to the greatest
age listed in the life table

Interest

A
(IA)

(DA)

E
a
ä
a
(Ia)

(Da)
n|m
P
V
C
D
M
N
R
S

Continuous actuarial functions have a bar above
the basic symbol, we have, for example, the continuous annuity

a x:n =
0

n

v t t px dt =

N x − N x+n
Dx

(5)

Life tables

Life insurance and pure
endowments

Annuities

Premiums
Reserves
Commutation functions

In Present Values and Accumulations, closely
related symbols are defined for pure compound interest, like the present value än . This symbol is called an
annuity certain and annual payments of 1 is guaranteed, payable at the beginning of the next n years. The
hooked symbol n has the same significance as earlier.

International Actuarial Notation
Next, we give some principles to write down or
understand joint life statuses, where the letters x,
y, z and so on denote different lives. A status is
represented by the subscript or subscripts attached
to an assurance (A) or annuity (a) symbol, such as
the x in äx . When more than one life is involved,
the status includes them all, such as the xyz in äxyz .
The notation includes a set of principles that allow
any possible order of deaths and survivorship to be
specified; generally speaking, annuities are payable
as long as a status remains complete, and assurances
are paid when a status expires. These principles are
–

no operations on the letters, denoting the completeness of the status, for example,
•

–

äxyz denotes an annuity payable in advance
as long as x, y, and z are alive.
• Axyz denotes a joint life insurance payable on
the death of the first of the three.
overlining denoting the last to occur, for example,

•

–

äxy , äxyz denotes an annuity in advance
payable on the last survivorship of the two
of three lives.
• äxyz is payable on the last survivorship of x
and y, if z is alive.
• Axy insurance payable on the death of the
second person.
numbers denoting the specified order of dying,
for example,
•
•

A1xy insurance payable on the death of the
insured x provided that y is still alive.
A3xyz insurance payable on the death of x if he
12

–

dies third, y having died first and z second.
vertical bars denoting contingent events, for
example,
•

äx|yz annuity on the life of x if the last
survivor of y and z has died.

The usual symbols for temporary annuities and
insurances are just joint life statuses, with the hooked
symbol n being a deterministic status, for example,
äxy:n .
The auxiliary symbols on the one hand, give a
(more) precise meaning of an actuarial function, but
on the other hand, make discussion with scientists in
other fields rather difficult. The latter is illustrated by

3

the rather complicated life annuity symbol
T ,i% (k)
n|m ax

in which, for instance, (k) indicates number of fractions of the year, n the period of deferment, and m,
the period after deferment.
From the time of introduction of the International Actuarial Notation, of course, many things
have changed. For instance, influenced by developments in other scientific fields, the deterministic
actuarial models were replaced by stochastic models, leading to the introduction of random variables
like the random future lifetime of the insured and
the random rate of interest. Also, computers were
invented. The developments led to many discussions
in the actuarial community, and to many new proposals (see below). This new type of modeling also
meant a reinterpretation of many actuarial symbols.
For instance, the symbol dx for the number of persons dying between age x and age x + 1 in the
deterministic model denotes the expected number of
persons dying in the stochastic approach. Besides,
actuarial present values were now also interpreted as
expected present values. This new type of modeling
has the advantage that variances and other moments
of actuarial quantities can easily be formulated. This,
however, did not lead to a new international actuarial notation, only to a new interpretation of existing
financial functions.
In the period 1968 to 1976, many new notation
systems were proposed on the basis of a linearized
approach, instead of the approach with basic symbols
accompanied by ‘bells and whistles’; see [1] for an
overview and further references. Some of the notations were meant for computer programming, while
others were mainly oriented toward scientific actuarial publications. In each case, advantages and disadvantages of the proposed notations were listed. As
mentioned in [1], the actuarial notation of individual
life insurance mathematics has many advantages:
(a) familiarity to present actuaries, (b) ease of recognizing and remembering actuarial expressions, and
(c) adequate comprehensiveness. There are, however,
also many disadvantages [1]. These are (a) lack of
a linear form, (b) difficulty of extending clearly,
for example, to models of morbidity, (c) difficulty
of transforming into identifiers to be used in common computer languages, (d) incompleteness, and
(e) difficulty in expressing in words.
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In 1976, during the international actuarial congress
in Tokyo, a report was presented during a special
meeting on ‘Actuarial Notations’, see [7], and a resolution was passed ‘to consider from time to time
extensions to, or revisions of, and alternative forms
for the International Actuarial Notation’. The present
official notation, however, is still the one published
in 1949 (see [3]), with only a different meaning
assigned to the symbols, since the introduction of
random variable models. Historical aspects for the
period 1898 to 1954 can be found in [4]. An extensive overview of this notation can also be found in an
appendix of [2]; here, also some additional authoritative references on the International Actuarial Notation
can be found.
It was also considered desirable by the actuarial
community during the Tokyo congress to consider
extensions of the notation into the fields of pensions,
disability insurance and/or sickness insurance, nonlife insurance (see Non-life Insurance), and so on.
Some 20 years later, the Permanent Committee for
International Actuarial Notations made such a small
extension for pension mathematics for the rather simple model with two causes of decrement (death and
disabled). The proposal, that was published in 1996
[6], has not been accepted by the actuarial community until now. This situation will probably continue
for some years to come, since the last meeting of
the Committee was during the 25th International
Congress in Brussels in 1995. After that, in 1998,
the International Actuarial Association was reorganized and the committee for International Actuarial
Notations was disbanded.
For theoretical actuarial purposes, however, in
recent years, a new actuarial standard seems to have
been developed for multiple state models (models
with a set of states and set of transitions between

states), mainly based on the notation of probability theory. For non-life insurance, many different
models can be found in the textbooks and actuarial
papers. The basic notations of the models of non-life
insurance mathematics are closely related to that of
statistics, probability theory, and econometrics.
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Lexis Diagram
The Lexis diagram, named after the statistician who
first presented it in 1875 [2], offers a convenient way
of representing the course of an individual through
age and calendar time, and clarifies the relationship
between periods and cohorts. This clarification is
often important in the actuarial work.
Figure 1 is an example of a Lexis diagram. In
this example, the x-axis represents time before a
set reference date (e.g. the date of a survey or the
end date of a mortality investigation based on the
data collected during a fixed period of time). In
other cases, see Figure 2, for example, the x-axis
just represents calendar time. The y-axis shows the
age of an individual at the reference date (i.e. when
x = 0). Thus, for example, point ‘C’ in Figure 1
represents a person who is 40 now, when he/she was
25 some 15 years ago. Following these lines through
time enables us to distinguish between cohort, period,
and cohort–period interpretations of the information
contained in a Lexis diagram.
In fact, Lexis [2] originally presented his diagram
in a slightly different way, with year of birth along
the x-axis and age along the y-axis, but clearly the
original and the modern conventions convey identical
information.
The cohort interpretation is the most intuitive.
The parallelogram FBCG represents those lives that
attained the age of 15 between 25 and 30 years before
the reference date, and are then tracked for a period
of 10 years. Note that while the ages of people within
this area extend over a period of five years, for
example, from age 40 to 45 at the reference date,
the calendar time frame over which they are tracked
extends over a period of 15 years, from 30 years ago
(at F) to 15 years ago (at C).
By contrast, the period interpretation shows the
experience of a population at given points in time.
The rectangle ABHG represents all lives who, 20
to 25 years before the reference date, were aged
between 15 and 25. Clearly, this experience includes
individuals from different cohorts (as can be seen
in ABHG (Figure 1), which includes elements from
three cohorts, namely those aged 35–40, 40–45, and
45–50 at the reference date). In this sense, measures
calculated on a period basis reflect the experience
of a synthetic cohort of lives, in much the same
way as the expectation of life e0 is a measure of

the life expectancy at birth for a child born now if
he/she were to experience the current mortality rates
of people currently at each age, when he/she attains
that age in the future. In other words, measures that
are often presented as representing cohorts but are
based on period calculations (such as the total fertility
rate or 45 q15 ) need to be interpreted with a great deal
of care.
At times, however, the secular (i.e. calendar) trend
in rates is also important. Under such circumstances,
cohort–period rates can be particularly useful. In
Figure 1, these are represented by the intersection
of the cohort and period exposures described above,
shown by the crosshatched area DBEG.
Assuming a closed population (i.e. neither increments nor decrements other than death), following
Hinde [1], the Lexis diagram can be used to clarify
the difference between m- and q-type measures of
mortality (so-called ‘central’ and ‘initial’ mortality
rates, although neither is actually a rate) (see Decrement Analysis). In Figure 2, deaths of people aged
between x and x + 1 in the period t to t + 1 occur in
the square ABCD. By contrast, the number of deaths
of people aged x last birthday occur in the parallelogram EFGH.
The denominator for a central or m-type measure
is given by the central exposed-to-risk. In a population closed to movement, and on the assumptions of
uniformity of death distributions over each year of
age and unchanging force of mortality over time, the
exposed-to-risk corresponding to deaths classified by
the square ABCD (i.e. the death rate of people aged x
to x + 1 in the period t to t + 1) is the volume of time
lived by the population while in this domain. This can
be approximated by the population aged between x
and x + 1 at time t + 0.5 (shown by the line FH)
on the assumption that the population in the domain
changes linearly over time.
Similarly, probabilities of death (i.e. q-type rates)
are derived as follows: The population attaining age
x over a year centered on time t occur on the line
EH. As described above, the number of deaths of
those attaining age x in this period is given by the
parallelogram EFGH. Consequently, the probability
of death is given by the number of deaths divided by
the initial exposed-to-risk, the number of people on
the line EH.
From this formulation, again following Hinde,
it is also possible to derive the approximate relation between q- and m-type mortality measures. By
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assumption of uniformity of deaths over each year of
age, and unchanging levels of mortality over time and
the fact that areas ABCD and EFGH are equal, the
number of deaths (θx ) in each of ABCD and EFGH
can be assumed to be equal. It therefore stands to reason, further, that the number of deaths in the triangle
EFH is half the total number of deaths represented in
the space EFGH, that is, 1/2 θx .
Since the central exposed-to-risk can be approximated by the midpoint population (represented by the
line FH), and the initial exposed-to-risk is equivalent
to the population represented by the line EH, the population represented by FH is simply the survivors of
the initial EH population attaining age x, implying
that the denominator for the q-type rate is simply the
denominator of the m-type rate plus 1/2 θx .

Now, mx is given by θx /(population represented
by FH). By rearrangement, the denominator is θx /mx ,
implying that the denominator of the initial (q-type)
rate is θx /mx + 1/2 θx , resulting in the conventional
formulation of the relation between m and q, namely
qx = mx /(1 + 1/2 mx ).
Obviously, if other movements (entry or withdrawal, for example) are present in the population,
the estimation of the exposed-to-risk requires additional assumptions about the nature and timing of
those movements.
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Lidstone, George James
(1870–1952)
Lidstone was born on December 11, 1870 in London.
He passed his first examination at the Institute of
Actuaries in 1887 and became Fellow at the age
of 21. His first professional appointment was at the
Alliance Assurance Company from 1893 until 1905
when he became actuary and moved to the Equitable
Society as secretary. In 1913, he left London to
become the manager of the Scottish Widow’s Fund
till 1930 at which time he was appointed director. He
retired in 1946 and died on May 12, 1952. For an
obituary on Lidstone, see [3].
Apart from being an exceptionally gifted actuary,
Lidstone built up an increasing standing within the
mathematics community. His merits have been recognized in that he received a gold medal of the Institute
and an honorary degree from Edinburg University.
He was elected Fellow of the Actuarial Society of
America and he became one of the very few Fellows
elected by the Faculty of Actuaries.
As seen in [5], he developed a graphic graduation method from a limited experience by means of a
comparison with a standard life table. As seen in [6],
in 1905, he investigated the changes in the prospective reserve held under a life insurance policy when
one changed the elements of the technical basis (see
Lidstone’s Theorem, [4]). This approach has been
adapted from a discrete-time frame to a continuous
setup by Norberg [14].
In a sequence of papers [7, 8, 11], Lidstone developed a summation method of graduation. Lidstone’s
insight into interpolation was noticed by the mathematical world too. As seen in [15], Whittaker employed Lidstone’s methods that later lead to concepts
like Lidstone series and Lidstone polynomials. Nowadays these concepts are familiar in approximation
theory and in boundary value problems; see, for
example, [1, 2]. He also contributed to other subjects,
like to mortality in [9, 10, 12] and to Poisson distributions (see Discrete Parametric Distributions) [13].

in Approximation Theory, A.K. Varma, ed., Marcel
Dekker, New York, 1–41.
[2] Davis, J.M., Henderson, J. & Wong, P.J.Y. (2000).
General Lidstone problems: multiplicity and symmetry
of solutions, Journal of Mathematical Analysis and its
Applications 251, 527–548.
[3] Elderton, W.P. (1952). Memoirs – George James Lidstone, Journal of the Institute of Actuaries 78, 378–382.
[4] Jordan, C.W. (1967). Life Contingencies, 2nd Edition,
Society of Actuaries, Chicago.
[5] Lidstone, G.J. (1892–93). On the application of the
graphic method to obtain a graduated mortality table
from a limited experience, by means of comparison with
a standard table, Journal of the Institute of Actuaries 30,
212–219.
[6] Lidstone, G.J. (1905). Changes in pure premium policyvalues consequent upon variations in the rate of interest
or the rate of mortality, or upon the introduction of the
rate of discontinuance (with discussion), Journal of the
Institute of Actuaries 39, 209–252.
[7] Lidstone, G.J. (1907). On the rationale of formulae for
graduation by summation, Journal of the Institute of
Actuaries 41, 348–361.
[8] Lidstone, G.J. (1908). On the rationale of formulae for
graduation by summation, Part II, Journal of the Institute
of Actuaries 42, 106–141.
[9] Lidstone, G.J. (1933). The application of the Z-method
of valuing endowment assurances to valuations based
on the new A1924-29 mortality table, Journal of the
Institute of Actuaries 64, 478–489. Addendum to the
preceding paper by W.C. Reid, 64, 490–494.
[10] Lidstone, G.J. (1935). The practical calculation of annuities for any number of joint lives on a mortality table
following the double geometric law; with notes on some
associated laws and on the form of the curve of µx ,
Journal of the Institute of Actuaries 66, 413–423.
[11] Lidstone, G.J. (1936). The arithmetic of graduation by
summation, Journal of the Institute of Actuaries 67,
66–75.
[12] Lidstone, G.J. (1938). Some properties of Makeham’s
second law of mortality and the double and triple
geometric laws, Journal of the Institute of Actuaries 68,
535–540.
[13] Lidstone, G.J. (1942). Note on the Poisson frequency
distribution, Journal of the Institute of Actuaries 71,
284–291.
[14] Norberg, R. (1985). Lidstone in the continuous case,
Scandinavian Actuarial Journal, 27–32.
[15] Whittaker, J.M. (1935). Interpolatory Function Theory,
Cambridge University Press, UK.

References
(See also Lidstone’s Theorem)
[1]

Agarwal, R.P. & Wong, P.J.Y. (1998). Error bounds for
the derivative of Lidstone interpolation and applications,

JOZEF L. TEUGELS

Lidstone’s Theorem
Lidstone’s theorem, first presented in 1905 [5], gives
a sufficient condition for being able to determine
whether the prospective reserve held (see Life Insurance Mathematics) under a life insurance policy
will be increased or decreased if one or more elements of the technical basis are changed. Lidstone
obtained his results in a discrete-time framework,
using the usual one-year probabilities of the life table.
In this setting, the theorem was extended (see [1–3])
and in 1985, it was generalized to continuous time
by Norberg [6], which we follow closely here.
Let the technical basis be given by a constant
force of interest δ and a force of mortality µy at
age y. Suppose a life insurance contract is taken
out at age x, for a term of n years, with death
benefit bt payable on death at age x + t, and maturity benefit bn . Let the rate of premium be πt at
age x + t, possibly with a single premium of π0
at outset. The prospective policy reserve at age
x + t is denoted Vt , and we suppose that the same
technical basis is used for calculating both premiums and reserves, so Thiele’s differential equation (see Life Insurance Mathematics) is satisfied
d
Vt = δVt + πt − µx+t (bt − Vt ).
dt

(1)

A new technical basis is specified by new interest and
mortality parameters, δ  and µy , which lead to a new
net premium πt , and a new prospective reserve Vt ,
also satisfying Thiele’s equation:
d 
V = δ  Vt + πt − µx+t (bt − Vt ).
dt t

ct =

− πt ) −

(µx+t



µx+t

+ (δ − δ +

⇒ Vt ≤ Vt for t ∈ (0, n)

(4)

ct ≥ 0 for t ∈ (0, t0 ) and ct ≤ 0 for t ∈ (t0 , n)
⇒ Vt ≥ Vt for t ∈ (0, n)

(5)

and the result is also valid if all the inequalities are
strict.
The theorem has some corollaries for contracts
with level benefits, level premiums, and increasing
reserves, such as endowment assurances [6].
•
•

An increase/decrease in the force of interest produces a decrease/increase in the reserve.
An increase/decrease in the force of mortality
at all ages, such that |µy − µy | is nonzero and
nonincreasing, produces a decrease/increase in the
reserve.

The theorem is, in essence, about testing the sensitivity of reserves to the elements of the valuation
basis. It applies only to the special case of the singledecrement mortality model, and it seems not to have
any obvious extension to generalizations of this, such
as the Markov illness–death model (see Disability
Insurance). Kalashnikov & Norberg [4] took this
step by direct differentiation of Thiele’s equations,
and numerical solution of the resulting partial differential equations.
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Life Insurance
This article describes the main features and types of
life insurance, meaning insurance against the event of
death. Life insurers also transact annuity business.

Long-term Insurance
The distinguishing feature of life insurance is that it
provides insurance against the possibility of death,
often on guaranteed terms, for very long terms. For
that reason it is sometimes referred to as ‘long-term
business’. Of course, it is also possible to insure risks
of death over very short terms, or to have frequent
reviews of premium rates, as is usual under nonlife insurance. In the context of life insurance, this
system is called assessmentism. But because the probability of dying during a short period, such as a year,
increases rapidly with age (see Mortality Laws) and
these probabilities would naturally be the basis for
charging premiums, life insurance written along the
lines of assessmentism becomes just as rapidly less
affordable as the insured person ages. Moreover, deteriorating health might result in cover being withdrawn
some years before death. The modern system of life
insurance was initiated by the foundation of the Equitable Life Assurance Society in London in 1762,
when James Dodson described how a level premium
could be charged, that would permit the insurance
cover to be maintained for life [15] (see Early Mortality Tables; History of Actuarial Science). Long
familiarity makes it easy to forget just how ingenious
an invention this was.
The chief drawback of assessmentism – that
human mortality increased rapidly with age – in fact
was the key to the practicability of Dodson’s system.
The level premium was calculated to be higher than
the premium under assessmentism for some years
after the insurance was purchased. Starting with a
group of insured people, this excess provided an
accumulating fund, of premiums received less claims
paid, which could be invested to earn interest. As the
group aged, however, the level premium eventually
would fall below that charged under assessmentism,
but then the fund could be drawn upon to make
good the difference as the aged survivors died. The
level premium could, in theory, be calculated so
that the fund would be exhausted just as the last

survivor might be expected to die. See Figure 1 for
an example, based on the Swedish M64 (Males) life
table. It is easy to see why a similar system of
level premiums might not be a sound method of
insuring a long-term risk that decreased with age, as
the insured person would have little incentive to keep
the insurance in force at the same rate of premium in
the later years.
The level premium system, while solving one
problem, introduced others, whose evolving solutions
became the province of the actuary, and as it became
the dominant method of transacting life insurance
business, eventually, it gave rise to the actuarial
profession. We mention three of the problems that
have shaped the profession:
•

•

•

A life table was needed in order to calculate the
level premium; thus actuaries adopted as their
own the scientific investigation of mortality. (A
life table was also needed to calculate premiums
under assessmentism, but its short-term nature
did not lock the insurer into the consequences of
choosing any particular table.)
An understanding of the accumulation of invested
funds was necessary because of the very long
terms involved; thus actuaries were early proponents of what we would now call financial
mathematics.
It was necessary to check periodically that the
assets were sufficient to meet the liabilities, leading to methods of valuing long-term liabilities
(see Valuation of Life Insurance Liabilities).

A form of assessmentism remains in common use
for group life insurance in which an employer (typically) buys life insurance cover for a workforce. A
large enough group of persons, of varying ages, with
young people joining and older people leaving, represents a reasonably stable risk in aggregate, unlike
the rapidly increasing risk of death of an individual
person, so this business is closer to non-life insurance
than to long-term individual life insurance.

Conventional Life Insurance Contracts
Here we describe the basic features of conventional
life insurance benefits. We use ‘conventional’ to
distinguish the forms of life insurance that have been
transacted for a very long time, sometimes since the
very invention of the level premium system, from
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Figure 1 An illustration of the level premium principle, showing the premiums payable per $1 of life cover at the ages
shown along the bottom. The increasing line is the force of mortality according to the Swedish M64 (Males) life table;
this represents the premium that would be charged under assessmentism, regardless of the age at which life insurance was
purchased, if the M64 table was used to calculate premiums. The level lines show the level premiums that would be payable
by a person age 40, 50, 60, or 70, buying life cover until age 80

those that are distinctly modern, and could not be
transacted without computers.
•
•

The policy term is the period during which the
insurance will be in force, and the insurer at risk.
The sum assured is the amount that will be paid
on, or shortly after, death. It is often a level
amount throughout the policy term, but for some
purposes, an increasing or decreasing sum assured
may be chosen; for example, the insurance may
be covering the outstanding amount under a loan,
which decreases as the loan is paid off.

We list the basic forms of life insurance benefit here. Most actuarial calculations involving these
benefits make use of their expected present values
(EPVs) and these are used so frequently that they
often have a symbol in the standard international
actuarial notation; for convenience we list these
as well. Note that the form of the benefit does not
define the scheme of premium payment; level premiums as outlined above, and single premiums paid
at inception, are both common, but other patterns of
increasing or decreasing premiums can be found.
•

A whole of life insurance pays the sum assured on
death at any future age. It is also sometimes called

•

•

a permanent assurance. The EPV of a whole of
life insurance with sum assured $1, for a person
who is now age x, is denoted Ax if the sum
assured is payable immediately on death, or Ax
if it is paid at the end of the year of death (most
contracts guarantee the former, subject only to
the time needed to administer a claim, but the
latter slightly odd-looking assumption facilitates
calculations using life tables that tabulate survival
probabilities (or, equivalently, the function lx ) at
integer ages).
A term insurance, also called a temporary insurance, has a fixed policy term shorter than the
whole of life. The EPV of a term insurance with
sum assured $1, for a person who is now age x,
1
with remaining term n years, is denoted Ax:n
if
the sum assured is payable immediately on death,
1
or Ax:n
if it is paid at the end of the year of death
(if death occurs within n years).
A pure endowment also has a fixed policy term
shorter than the whole of life, but the sum assured
is paid out at the end of that term provided the
insured person is then alive; nothing is paid if
death occurs during the policy term. The EPV of
a pure endowment with sum assured $1, for a
person who is now age x, with remaining term n
years, is denoted Ax:n1 , or alternatively n Ex .

Life Insurance
•

An endowment insurance is a combination of a
term insurance and a pure endowment. It is a
savings contract that delivers the sum assured at
the end of the policy term, but also pays a sum
assured (often but not always the same) on earlier
death. The EPV of an endowment insurance with
sum assured $1, for a person who is now age x,
with remaining term n years, is denoted Ax:n if
the sum assured is payable immediately on death,
or Ax:n if it is paid at the end of the year of death
(if death occurs within n years). Since expected
values behave linearly, we clearly have
1
1
Ax:n = Ax:n
+ Ax:n1 and Ax:n = Ax:n
+ Ax:n1 .

(1)
•

•

A joint life insurance is written on more than
one life. The type of benefit can be any of
those described above, and it is only necessary
to specify the precise event (other than the end of
the policy term) that will cause the sum assured
to be paid. Common types (taking whole of life
insurance as examples) are:
– Joint life first death insurance, payable when
the first of several lives dies. The EPV of a
joint life, first death, whole of life insurance
with sum assured $1, for two persons now age
x and y, is denoted Ax:y if the sum assured
is payable immediately on the first death, or
Ax:y if it is paid at the end of the year of the
first death.
– Joint life last death insurance, payable when
the last of several lives dies. The EPV of a
joint life, last death, whole of life insurance
with sum assured $1, for two persons now age
x and y, is denoted Ax:y if the sum assured is
payable immediately on the second death, or
Ax:y if it is paid at the end of the year of the
second death.
A contingent insurance has a sum assured that
is payable when the insured person dies within
the policy term, but only if some specified event
(often the death of another person) has happened
first, or has not happened first. For example,
consider a policy with sum assured $1, payable
on the death of a person now age y, but contingent
upon the death or survival of another person
now age x, denoted (x). The benefit may be
payable provided (x) is still alive, and then its
EPV is denoted Ax:y1 . Or, it may be payable
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provided (x) has already died, and then its EPV
is denoted Ax:y2 . The notation can be extended
to any number of lives, and any combination of
survivors and prior deaths that may be needed.
Such problems usually arise in the context of
complicated bequests or family trusts. We clearly
have the relations
Ax:y1 + Ax:y2 = Ay ,

(2)

1
Ax:y1 + Ax:y
= Ax:y ,

(3)

2
Ax:y
+ Ax:y = Ax:y .

(4)

2

Other forms of life insurance benefit, mainly relating to increasing or decreasing sums assured, are also
found; see [4, 11, 13], for detailed accounts.

Premiums and Underwriting
A life insurance contract may be paid for by a single
premium at outset, or by making regular payments
while the insurance remains in force, or over an
agreed shorter period. Regular premiums may be
level or may vary.
The amount of the premiums will be determined
by the actuarial basis that is used, namely the assumptions that are made about future interest rates, mortality, expenses, and possibly other factors such as
the level of lapses or surrenders (see Surrenders
and Alterations), and the cost of any capital that
is needed to support new business.
The terms that will be offered to any applicant will
be subject to financial and medical underwriting (see
Life Table).
•

•

Many familiar forms of insurance indemnify the
insured against a given loss of property. Life
insurance does not, and the quantum of insurance
is largely chosen by the insured. The scope for
moral hazard is clear, and financial underwriting
is needed to ensure that the sum assured is not
excessive in relation to the applicant’s needs or
resources.
The applicant will have to answer questions about
his or her health in the proposal form, and this
basic information may be supplemented by a
report from the applicant’s doctor, or by asking
the applicant to undergo a medical examination.
These more expensive procedures tend to be used
only when the answers in the proposal form
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indicate that it would be prudent, or if the sum
assured is high, or if the applicant is older; see [5,
12], for a detailed account.

Participating and Nonparticipating
Business
Any insurer makes a loss if they charge inadequate
premiums, and a non-life insurer will constantly monitor the claims experience so that premiums may be
kept up-to-date. The opportunity to do this is much
reduced for a life insurer, because the experience
takes so long to be worked out. Therefore it has
always been evident that prudent margins should be
included in the premiums so that the chance that they
will turn out to be insufficient is reduced to a very low
level. For basic life insurance, this means that premiums should be calculated assuming: (a) that mortality
will be worse than is thought likely; (b) that the
assets will earn less interest than is thought likely;
and (c) that the expenses of management will turn
out to be higher than is thought likely. The future
course of these three elements – mortality, interest,
and expenses – must be assumed in order to calculate a premium, and this set of assumptions is called
the premium basis in some countries, or the firstorder basis in others (see Technical Bases in Life
Insurance).
A consequence of this cautious approach is that,
with high probability, the premiums will be more than
sufficient to pay claims, and over time a substantial
surplus (see Surplus in Life and Pension Insurance) will build up. Provided it is not squandered
incautiously, this surplus may be returned to the policyholders in some form, so that they are rewarded for
the contribution that their heavily loaded premiums
have made to the security of the collective. This is
known as participation in the profits of the company.
In some jurisdictions (e.g. Denmark and Germany)
it has been the practice that all life insurance contracts of all types participate in profits; in others
(e.g. the UK) not all contracts participate in profits,
and two separate classes of business are transacted:
participating business (also known as with-profits
business) and nonparticipating business (also known
as nonprofits or without-profits business). Typically,
with-profits business has included mainly contracts
whose purpose is savings (whole of life and endowment insurances) and whose premiums have included

a very substantial loading intended to generate investment surpluses, while nonprofit business has mainly
included contracts whose purpose is pure insurance
(term insurances). Note, however, that unit-linked
business is nonparticipating.
Surpluses give rise to two important actuarial
problems: how to measure how much surplus has
been earned and may safely be distributed, and then
how to distribute it? The first of these is a central
theme of the valuation of life insurance liabilities.
Surpluses may be returned to participating policyholders in many ways; in cash, by reducing their
premiums, or by enhancing their benefits. Collectively, these may be called bonus systems, and aspects
of these are described in Participating Business and
Surplus in Life and Pension Insurance; see also [6,
7, 16].

Valuation of Liabilities
The keystone of the actuarial control of life insurance
business is the valuation of life insurance liabilities.
Ever since the invention of participating business,
the valuation has struggled to meet two conflicting
aims: a conservative basis of valuation is appropriate in order to demonstrate solvency, but a realistic
basis of valuation is needed in order to release surplus for distribution to participating policyholders and
to shareholders in an equitable manner. In addition,
there was persistent debate over the very methodology that should be used, especially in countries whose
insurance law allowed some freedom in this regard.
The so-called gross premium methods made explicit
assumptions about future premiums, expenses, and
bonuses, while net premium (or pure premium) methods made highly artificial assumptions [6, 7, 16, 17].
Perhaps surprisingly from an outside perspective,
the net premium method predominated in many jurisdictions, even being mandatory under harmonized
insurance regulation in the European Community.
There were, however, good practical reasons for this.
Under certain circumstances (including fairly stable
interest rates, identical pricing and valuation bases,
and a uniform reversionary bonus system) the net premium method did provide a coherent mathematical
model of the business (see Life Insurance Mathematics). In many countries, insurance regulation
tended to enforce these circumstances, for example, by constraining the investment of the assets, or
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the form of the bonus system, or the relationship
between the pricing and valuation bases. In others,
particularly the United Kingdom, there were no such
constraints, and developments such as the investment
of with-profits funds in equities and the invention
of terminal bonuses meant that the use of the net
premium method, in some respects, obscured rather
than revealed the true state of the business, at least
to outside observers.
Both net and gross premium methods are simple
to use with conventional business, lending themselves
to the use of aggregated rather than individual policy
data, and without computers this is important. It is
difficult, however, even to formulate the equivalent
of a net premium method of valuation for nonconventional business such as unit-linked.
Discussions of ways to strengthen solvency reporting began in the 1960s, with arguments for and
against the introduction of explicit solvency margins,
as opposed to those implicit in a conservative valuation basis (e.g. [1, 14, 18]), which resulted in the
introduction of an explicit solvency margin in Europe,
risk-based capital in the United States, and Minimum Continuing Capital and Surplus Requirements
in Canada. These margins were simple percentages of
certain measures of exposure to risk; for example, in
Europe, the basic requirement was 4% of mathematical reserves and 0.3% of sums at risk; in the United
States, many more risk factors were considered (the
so-called C-1 to C-4 risks), similarly in Canada, but
the principles were the same. These approaches may
be said, broadly, to belong to the 1980s and, however
approximately, they began a move towards separate
reporting requirements for earnings and for solvency,
that has gathered pace to this day.

Modern Developments
Modern developments in life insurance have been
intimately associated with the rise of cheap,
widespread computing power. Indeed, this may be
said to have opened the way to a fundamental
change in the actuarial approach to life insurance.
A glance back at the actuarial textbooks on life
insurance mathematics up to the 1980s [11, 13], will
show an emphasis on computations using life tables,
while textbooks on life insurance practice would be
concerned with issues such as approximate methods
of valuation of a life insurer’s liabilities. Much of the
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technique of actuarial science used to be the reduction
of complex calculations to manageable form, but the
need for this has been greatly reduced by computing
power. Indeed the authors of [4], a modern textbook,
said in their introduction:
‘This text represents a first step in communicating
the revolution in the actuarial profession that is
taking place in this age of high-speed computers.’

This freedom from arithmetical shackles has allowed
modern actuaries to focus on the underlying probabilistic risk models, a development that has been,
and is being, propelled by risk measurement and
risk management techniques based on models being
adopted by regulators worldwide.
Computing power allowed new products to be
developed, that simply could not have been managed
using traditional actuarial techniques and manual
clerical labor. Unit-linked insurance is an example.
Briefly, it allows each policyholder to direct their premiums into one or more funds invested in specified
types of assets, and the value of their investment in
each fund then moves precisely in line with the prices
of the underlying assets. This is achieved by dividing
each fund into identical units, that the policyholder
‘buys’ and ‘sells’, so it is very like a unit trust (UK)
or mutual fund (USA) with a life insurance ‘wrapper’. Charges are levied explicitly in order to meet
the insurer’s expenses and provide a profit margin.
Explicit charges can also be used to pay for insurance
benefits such as life cover. Unit-linked policies ought
to be transparent, compared with traditional withprofits policies, although they support a rich variety
of charging structures that policyholders tend to find
unclear. Their very essence is that they may be tailored to the needs of each policyholder, whereas conventional policies such as endowments are strongly
collective, with shared tariffs and bonus scales. Only
computers made this individuality feasible.
Once such a variety of products are marketed,
questions of consistency arise, from the viewpoints
of equity and profitability. Under conventional business, tariffs and bonuses would be set in an effort
to achieve fairness, however rough, for all policyholders, but how can different unit-linked policies
be compared? New techniques are needed, and chief
among these is the profit test (see Profit Testing).
At its simplest, this combines the explicit projection
of future net cash flows, either expected cash flows
or under various scenarios, with a model of capital
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represented by a risk discount rate. Again, only computers make this new technique accessible. One of its
most interesting features is that the use of a risk discount rate makes a link between actuarial technique
and financial economics, even if, when it was introduced in 1959 [2], most of financial economics had
yet to be developed.
An obvious step, once explicit cash-flow modeling had been introduced for pricing, was to extend it
to models of the entire entity, the so-called model
office. This became the basis of the next step in
strengthening supervision, dynamic financial analysis
(see Dynamic Financial Modeling of an Insurance Enterprise), in which model office projections
under a wide range of economic and demographic
scenarios were carried out, to establish the circumstances in which statutory solvency would be threatened. Dynamic financial analysis was, broadly, the
major development of the 1990s, and at the time
of writing it is the most advanced tool in use in
many jurisdictions.
Beginning in the 1970s, modern financial mathematics introduced coherence between the assets and
liabilities of a financial institution, centered on the
concepts of hedging and nonarbitrage (see Arbitrage). Hedging ideas had been foreshadowed by
actuaries, for example, [10, 17], but the technical
apparatus needed to construct a complete theory was
then still very new mathematics. In principle, these
methodologies sweep away the uncertainties associated with the traditional methods of life insurance
liability valuation. Instead of discounting expected
future cashflows at a rate of interest that is, at best,
a guess at what the assets may earn in future, the
actuary simply finds the portfolio of traded assets
that matches future liability cashflows, and the value
of the liability is just the value of that portfolio of
assets. This underlies the idea of the fair value (see
Accounting; Valuation of Life Insurance Liabilities) of an insurance liability, as the price at which
it would be exchanged between willing buyers and
sellers [3].
In practice, there are significant difficulties in
applying nonarbitrage methods to life insurance liabilities. The theory comes closest to resembling reality when there are deep and liquid markets in financial
instruments that can genuinely match a liability. This
is rarely the case in life insurance because of the long
term of the liabilities and because there are no significant markets trading life insurance-like liabilities in

both directions. Moreover, the scale of life insurance
liabilities, taken together with annuity and pension
liabilities, are such that hedging in existing financial
markets might disrupt them.
Nevertheless, driven by the aim (of the International Accounting Standards Board) of making life
insurers’ accounts transparent and comparable with
the accounts of other entities [8], the entire basis of
their financial reporting is, at the time of writing,
being transformed by the introduction of ‘realistic’
or ‘fair value’ or ‘market consistent’ balance sheets,
with a separate regime of capital requirements for
solvency. In principle, this is quite close to banking
practice in which balance sheets are marked to market and solvency is assessed by stochastic measures
such as value-at-risk or conditional tail expectations.
The methodologies that will be needed to implement
this regime are still the subject of discussion [9].
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ANGUS S. MACDONALD

Life Table Data,
Combining
Overview
Combining information contained in multiple data
sets is the focus of a growing literature entitled
‘meta-analysis’ [8]. Meta-analytic methods focus on
combining the summary statistics from similar studies to determine the persistence of certain effects
across studies. As illustrated in Brockett et al. [6]
many situations arise in which data are similar in
their underlying focus, but not in their tabulation or
summary statistics. In these cases, ‘lining up’ the data
tabulations to combine is a difficult task. Often some
of the cells have no counts at all from one data set
because of the life table format. In more extreme situations, the data to be combined includes histograms,
the plot of a fitted curve, and expert opinion. Combining such information requires a methodology founded
on acceptable principles rather than simply an ad hoc
technique. This article is based on the premise that the
actuary or analyst who wishes to combine data life
tables is willing to build a statistical model and construct the combined life table from this fitted model.
Increasingly, combined life tables are not simply constructed from the company’s experience on
blocks of business from, say, two different geographical regions, but from a variety of sources including
related blocks of business, analyses from specialized
epidemiological studies, cross sectional survey data,
long-term follow up studies, summaries from studies across the insurance industry, and government
data gathered on the general population. Publications
such as the Society of Actuaries’ Record, or Medical Risks [14] or Medical Selection of Life Risks [5]
derive their value from the fact that actuaries will
price product, perform valuations, or make general
risk assessments by explicitly or implicitly combining
these data with other data.
An outline of this article is as follows. In the
section ‘Preliminaries’, we provide notation and delineate assumptions. In the next section, we discuss
direct combination of life tables. In the section ‘The
Statistical Model’, we give a detailed look at a particular method that may be useful. In the section
‘Fitting the Model’, we present an example. In the
final section, we briefly comment about other methods currently available.

Preliminaries
To facilitate the use of assumptions and the steps
necessary to combine life table data, we will use the
following notation.
i = index for age. Age can be in any variety of
units and need not represent units of equal
length. i = 1, . . . , I .
j = index for outcome. The two obvious outcomes are live or die. However, the index
may be expanded to include onset of risk
factors such as cardiac event, decrement to
another status such as retirement, or cause
specific mortality such as death by cancer.
j = 1, . . . , J .
k = index for the different life tables. Though
one may initially view k as simply a numerical name for delineating each life table, k
may be a multiple index capturing salient
features of each life table, such as male
smokers, female smokers, non smokers, etc.
In these cases the index k would be a multiple index, say k = (k1 , k2 , k3 ) where k1
indexes gender, k2 indexes smoking status
and k3 enumerates the individual life tables
for each smoking status and gender combination. k = 1, . . . , K.
nij k = counts in the cell defined by the indexes
i, j , k. Note that if each of the life tables
has been standardized to a fixed radix,
the entries will have to be adjusted, as
described in the Appendix, before the individual entries can be used as nij k values.
These are the entries in the life tables for
various ages (i), outcomes (j ), and life
tables (k). These counts represent the data
to be combined.
mij k = expected value of the nij k counts. This is
the theoretical value of the number in age
group i in status j and life table k.
Xi = matrix of known constants that describe the
risk factors, decrements, and characteristics
for age group i.
βj = vector of unknown parameters relating constants Xi to decrement risks for cause j .
When we sum across an index we denote the total
with a plus, ‘+’, in the place of the summed index.
For example, ni+k is the total number of individuals
in age group i in life table k. The ‘+’ indicates that
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we have added those who survive, those who died,
and any other decrements of this age group of this
life table.
Assumption 1
analysis.

The ni+k are assumed fixed in the

Although life tables are commonly presented so
that each l(x + 1) represents survivors from l(x), we
do not assume that here. For example, we might use
the actual or approximate exposures by age, not infrequently reported in the typical insured-lives table.
The marginal count totals that are assumed fixed
influence the type of statistical model to be fit. The
ni+k represent the total number of individuals who
enter age group i alive in life table k. Not fixing these
margins will mean that the model we fit will include
modeling the population size across age groups. The
primary objective here, however, is to estimate decrement probabilities for each specific age group by
combining data from several life tables.
Under assumption 1 we define the cell probabilities as
mij k
.
(1)
πij k =
ni+k
It will be convenient to represent the observed
counts nij k , the expectations mij k , and the probabilities πij k in vector notation as follows:
n T = (n111 , n211 . . . nij 1 , n121 . . . nI J K )

Table 1

Two hypothetical life tables

Age
(x)

Number alive
at beginning
of age interval
(lx )

k=1
0
1
2
3
k=2
0
1
2
3

Number
dying during
age interval
(dx )

Number
surviving
interval
(lx+1 )

500
470
320
220

(n1+1 )
(n2+1 )
(n3+1 )
(n4+1 )

30
150
100
120

(n121 )
(n221 )
(n321 )
(n421 )

470
320
220
100

(n111 )
(n211 )
(n311 )
(n411 )

700
620
520
300

(n1+2 )
(n2+2 )
(n3+2 )
(n4+2 )

80
100
220
150

(n122 )
(n222 )
(n322 )
(n422 )

620
520
300
150

(n112 )
(n212 )
(n312 )
(n412 )

by choosing a radix such as lo = 100 000. Though
standardized life tables facilitate calculation of curtate commutation functions and actuarial functions,
such a life table format can be deceptive when combining life tables. Life tables must be set up such
that the counts for each age group represent the level
of uncertainty in the actual experience recorded. For
example, if the mortality pattern for age (1) is based
on the outcome of 1000 individuals, putting this result
in a standardized life table with l1 , the number beginning age interval (1), as, say, 95 000, misrepresents
the level of accuracy vis-a-vis statistical modeling
methodology. A method of ‘unstandardizing’ a life
table prior to modeling is in the Appendix.

˜

m T = (m111 , m211 . . . mi11 , m121 . . . mI J K )
˜

π T = (π111 , π211 . . . πi11 , π121 . . . πI J K )
In this notation, the superscript “T” means the
vector is transposed. Hence all vectors defined above
are column vectors.
To fix ideas and illustrate the notation, consider the
simple life tables given in Table 1. The columns are
labeled according to standard demographic notation.
Below each life table entry is the notation in parenthesis as defined above. Here, there are only two life
tables so k = 1 or 2. The index for age is i = 1, 2, 3,
or 4 and j = 1 or 2 indicating the number surviving
or the number dying.
Before combining data from two or more life
tables, it is important to use ‘raw data counts’. This
means that the original numbers living and dying
are used. Actuarial life tables are often standardized

Combining Life Tables Directly
The most straightforward method of combining data
is simply adding the counts in each of the columns
corresponding to the number alive, lx+1 , and the
counts of the number who die, dx , for each time
period. The probabilities of death for each row, representing a period of time, are then calculated from new
totals and a new life table is constructed from these
probabilities using standard methods with a fixed
radix chosen to standardize the counts. If the actuary wishes to weigh one life table more than another,
she/he simply increases the ‘number’ of observations
of the more important life table relative to the other
life table and adjusts each of the columns accordingly
before adding the individual columns together.
Though the method of simply adding counts
(referred to here as combining life tables directly)
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is easy to implement, it requires some assumptions
about the data. There are a variety of other methods
for combining data, each of which entails a specific
set of restrictive assumptions contained in a statistical
model. The simplest such model is that the various
cell probabilities πij k are equal for all values of i and
j for the tables indexed by k. That is, the probability
of decrement of each type by age group is the same
across life tables.
Put in symbols,
πij k = πij k 

(2)

for all i and j for tables indexed by k and k  . For
combining multiple tables, Equation (2) must hold for
all tables (i.e. all values of k and k  ). Although this
assumption is easy to check it is often not true.
An alternative assumption regards odds ratios [1].
Explicitly, one may combine life tables indexed by k
and k  by adding counts from these two life tables if
θ(i)j kk  =

πij k πij +1k 
=1
πij +1k πij k 

(3)

for all i, and for j = 1, . . ., J − 1. This assumption
is less restrictive in general data tables since it is
easier
to satisfy than Equation (2). However, since

j πij k = 1 in our case, (2) and (3) are equivalent.
Though seemingly more involved here, Equation (3)
is more natural to check with the statistical methods
used here. Note also that Equation (3) (or (2)) may
hold only for subsets of life tables. In other words,
it may happen that one or more subsets of life tables
may be combined.
If Equation (3) (or (2)) does not hold, then the
life tables cannot in general be combined by simply
adding up the cell counts.
Two questions rise from the quest for a direct combination of life tables. First, how does one check to
see if Equation (3) holds? This will entail a statistical hypothesis. Second, if Equation (3) does not hold,
what can be done in the sense of combining information? Both these questions can be answered by
constructing a more sophisticated statistical model.

The Statistical Model
A statistical model allows information from multiple
life tables to be used together, often resulting in a
gain in accuracy. Models entail making assumptions
about life table entries in the form of restrictions
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or constraints. For example, to combine life tables
directly (by simply adding counts in each cell) we
assumed either Equation (2) or Equation (3) held.
These equations restrict the values of πij k . Here,
we assume that the constraints are represented by
modeling m as
(4)
m = eXβ
where β is a vector of unknown parameters and X
is a matrix of known constants {Xc }. This is the
traditional log-linear model formulation of Bishop,
Fienberg, and Holland [3]. The notation eXβ refers
to taking the exponential of each entry in Xβ,
component-wise, and placing it in a vector of the
same length as Xβ.
Equation (4) may be rewritten as
Xβ = log(m)

(5)

where log (m) is a vector obtained by taking the
natural logarithm of each entry of m. In essence,
Equation (5) says that the unknown parameters β are
linear combinations of the logarithms of the expected
counts. If we choose the matrix X to be full rank, each
of the elements in β can be explicitly expressed using
β = X−1 log(m),

(6)

where X−1 is the inverse of X. And if we have chosen
well, we will have the ability to test (3) or some other
hypothesis.
To illustrate how this model applies to combining
data, consider a single age group, i. Suppose we wish
to combine two life tables in which the outcome of
each individual in this age group is either live or die,
j = 1 or 2. In this case, the counts can be represented
as a 2 × 2 life table of counts of individuals by
mortality outcome (live or die) and by life table k = 1
or 2. A generic life table is given in Table 2. In this
life table, the nij k , k = 1, 2, j = 1, 2, i fixed, are the
observed counts of individuals, ni+k and nij + are the
column and row totals respectively. In this life table,
we suppress the fixed index i for age group. We
Table 2 A generic life table to clarify
notations
Survival
Yes
No
Table 1
n11
n21
n+1
2
n12
n22
n+2
n1+
n2+
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model the expected counts of nj k using Equation (4)
with the X matrix. We may choose any X matrix. If
we choose X given by


1 1
1
1
1  1 1 −1 −1 
X= 

4 1 −1 1 −1
1 −1 −1 1
then the inverse of this matrix is simply


1 1
1
1
 1 1 −1 −1 
X−1 = 

1 −1 1 −1
1 −1 −1 1
This value of X−1 indicates that β1 , the first
entry in β is the sum of the entries of log(m), that
is, by multiplying out in Equation (6) we get β1 =
log(m11 ) + log(m21 ) + log(m12 ) + log(m22 ). Similarly, β2 = log(m11 ) + log(m21 ) − log(m12 ) − log
(m22 ). The fourth term, β4 = log(m11 ) − log(m21 ) −
log(m12 ) + log(m22 ) represents the logarithm of θ
in (3). Consequently, if β4 is zero, then from Equation (3) we can conclude that the two life tables
can be combined by simply adding up the individual
counts for this age group.
In general, then, a statistical test of the hypothesis
H0 : β4 = 0, will also give a statistical evaluation of
whether or not the data from these two life tables can
be combined by simply adding entries. To combine
entries for each age group i, i = 1 . . . , I , β4 parameters for each i must be zero. In the next section, we
describe how to test this hypothesis.

Fitting the Model
To determine if our sample data from Table 2 can
be combined by just adding the entries, we first test
H0 : β4 = 0. We will perform this test for Age zero.
The 2 × 2 life table for this test is shown in Table 3.
We use the X−1 matrix described above. Since
this is a fully saturated model, the estimate for β̂4
Table 3 2 × 2 life table, for
example, data at age = 0
Survival
Yes
No
Table 1
470
30
2
620
80

is log(470) − log(30) − log(620) + log(80) = 0.704.
Using the maximum likelihood method described
in [17], it is possible to show the standard error of that
estimate is 0.223. Applying the log-linear methodology described in [3] yields a chi-square statistic
of 9.99 on one degree of freedom for a p-value of
0.0016. Thus, we reject the notion that β4 = 0 for
this age group and that implies that it is inappropriate to combine these life tables by adding cell counts
for this age group.
Having concluded that direct combination of the
two life tables in Table 1 is inappropriate, we now
give details of combination based on a more complicated model using the example data given in Table 2.
We store the observed counts in a vector n that has
dimension 16 × 1 since there are 16 data points. The
data can be stored in any order, but the order you
choose determines what the X−1 looks like. We put
the data from Table 1 first, with the number alive in
the first age group followed by the number dead in
the first age group, followed by the number alive in
the second age group, and so on. Thus, nT looks like
nT = (470, 30, 320, 150, 220, 100, 100, 120, 620,
80, 520, 100, 300, 220, 150, 150).
We then build the X−1 matrix as follows. There are
16 rows in the matrix. The first row is a row of ‘1 s’
or the intercept. The next row indicates that life table
effect and has 8 ‘1 s’ followed by ‘8 − 1 s’. The next
three rows are to model the effect of age. We like to
use orthogonal polynomials to model age effects. Since
there are four levels of age, we can model a linear, a
quadratic, and a cubic effect. We also need to model
a status effect (live or die). This is accomplished with
a row that includes 8 pairs of ‘1 – 1’. All interactions
between the main effects must also be modeled, and this
is most easily accomplished by element multiplication
of the main effect degrees of freedom. For clarity, we
show the entire X−1 matrix in Table 4. We invert the
X−1 to produce the design matrix.
In this example, since alive-or-dead status is a constrained total, we really have a bivariate measure on 8
cells. That is, if we think of the cells as the proportion
of alive and dead in each setting, we are constrained
that those proportions must add to 1. We are limited
by that constraint to focus on the degrees of freedom

1
1
−0.67
0.5
−0.22
−0.67
0.5
−0.22
1
1
−0.67
0.5
−0.22
−0.67
0.5
−0.22

1
1
−0.67
0.5
−0.22
−0.67
0.5
−0.22
−1
−1
0.67
−0.5
0.22
0.67
−0.5
0.22

The 16 × 16 X−1 matrix

Int
Table
Age-lin
Age-quad
Age-cubic
Tab.age-lin
Tab.age-quad
Tab.age-cubic
Status
St.tab
St.Age-lin
St.Age-quad
St.Age-cubic.
St.tab.age-lin
St.tab.aqe
St.tab.age-cubic

Table 4
1
1
−0.22
−0.5
0.67
−0.22
−0.5
0.67
1
1
−0.22
−0.5
0.67
−0.22
−0.5
0.67

1
1
−0.22
−0.5
0.67
−0.22
−0.5
0.67
−1
−1
0.22
0.5
−0.67
0.22
0.5
−0.67

1
1
0.22
−0.5
−0.67
0.22
−0.5
−0.67
1
1
0.22
−0.5
−0.67
0.22
−0.5
−0.67

1
1
0.22
−0.5
−0.67
0.22
−0.5
−0.67
−1
−1
−0.22
0.5
0.67
−0.22
0.5
0.67

1
1
0.67
0.5
0.22
0.67
0.5
0.22
1
1
0.67
0.5
0.22
0.67
0.5
0.22

1
1
0.67
0.5
0.22
0.67
0.5
0.22
−1
−1
−0.67
−0.5
−0.22
−0.67
−0.5
−0.22

1
−1
−0.67
0.5
−0.22
0.67
−0.5
0.22
1
−1
−0.67
0.5
−0.22
0.67
−0.5
0.22

1
−1
−0.67
0.5
−0.22
0.67
−0.5
0.22
−1
1
0.67
−0.5
0.22
−0.67
0.5
−0.22

1
−1
−0.22
−0.5
0.67
0.22
0.5
−0.67
1
−1
−0.22
−0.5
0.67
0.22
0.5
−0.67

1
−1
−0.22
−0.5
0.22
0.22
0.5
−0.67
−1
1
0.22
0.5
−0.67
−0.22
−0.5
0.67

1
−1
0.22
−0.5
−0.22
−0.22
0.5
0.67
1
−1
0.22
−0.5
−0.67
−0.22
0.5
0.67

1
−1
0.22
−0.5
−0.22
−0.22
0.5
0.67
−1
1
−0.22
0.5
0.67
0.22
−0.5
−0.67

1
−1
0.67
0.5
−0.67
−0.67
−0.5
−0.22
1
−1
0.67
0.5
0.22
−0.67
−0.5
−0.22

1
−1
0.67
0.5
−0.67
−0.67
−0.5
−0.22
−1
1
−0.67
−0.5
−0.22
0.67
0.5
0.22
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associated with the main effect for status and all interactions involving status. These account for 8 degrees
of freedom. All the degrees of freedom are estimable
in this example since data are present in each cell.
In this case, with data present in every cell, β̂ =
X−1 log(n). The output for this fully saturated model
is given below.
Source

Beta

Status
St.table
St.age-linear
St.age-quad
St.age-cubic
St.tab.age-lin
St.tab.age-quad
St.tab.age-cubic

S.E. Chi-square P -value

8.12
0.109
−3.63
0.556
−0.237
−0.288
0.467
−1.117

0.354
0.354
0.197
0.177
0.155
0.197
0.177
0.155

526.1
0.095
340.7
9.86
2.34
2.14
6.96
52.1

0
0.759
0
0.002
0.126
0.143
0.008
0

This analysis shows a clear linear and quadratic
age effect, while the main effect for life table is not
significant.
Since we have 8 degrees of freedom and 8 cells
(the 8 proportions alive) of data, this model will
exactly duplicate the proportions. It is sometimes
reasonable to fit a further reduced model. In this case,
we may choose to fit a model with only the 3 degrees
of freedom for status, status by age-linear, and status
by age-quadratic. We fit this model by removing the
columns of X−1 corresponding to the rows of the
removed parameters of X. The following estimates
result as given below.
Source

Beta

status
7.82
St.age-lin
−3.49
St.age-quad
0.514

S.E.

Chi-square

0.334
0.181
0.167

549
371
9.52

P -value
0
0
0.002

This reduced model will not fit the proportions
exactly, but yields the point estimates for the proportions alive in each life table shown in Table 5.
As may be seen, the reduced model still predicts the
proportions quite well.
So how does one combine life tables? In the
reduced model just described, note that there is no
parameter associated with ‘life table’. In other words,
the fit described in Table 5, in effect, combines the
information across the two life tables. If this fit
is adequate then one has a combined life table.

Table 5 Actual and predicted number surviving interval
for each life table using the reduced model
Age
k=1
0
1
2
3
k=2
0
1
2
3

Actual number
surviving interval

Predicted number
surviving interval

470
321
220
100

453.5
364.3
196.2
106.5

620
520
300
150

634.9
480.5
318.8
145.2

Often, when constructing a parsimonious model the
resulting ‘reduced’ model will include one or more
parameters associated with ‘life table’. In this case,
the combined life table is formulated by specifying
an explicit value for the ‘life table’ parameter and
then fitting the model. For example, if ‘status by
life table’ interaction had been included in the above
reduced model in addition to the other three factors,
we would produce two life tables, one for the life
table value of ‘1’ for the first life table and ‘−1’ for
the second life table according to how we represented
the different life tables in the matrix X. Both of
the resulting life tables will represent information
‘combined’ across life tables while maintaining the
significant differences observed in the life tables. For
a more complete discussion of this paradigm see [7].

Other Models
Combining tables directly requires that the user
assume that Equation (2) (or (3)) holds. This is the
simplest statistical model to form. When (2) does
not hold, a more involved statistical model must
be used to combine data. In an earlier section we
have illustrated a statistical model based on the loglinear model given by Equation (4) and estimated
the parameters of this model using maximum likelihood techniques. One may wish to estimate the
parameters of the model using a weighted leastsquares approach [11, 12] or an information theoretic
approach [13]. These variations are based on fundamentally the same model of the table probabilities but
the statistical fitting of the data to the model is altered.
In addition, however, there are several alternatives

Life Table Data, Combining
that one may pursue in developing a different probability model. These can be broken into at least three
different families of models.
Rather than representing cell probabilities by the
exponential form given in Equation (4), there are
several alternatives. One of the most common is to
assume that the cell probabilities are represented by a
logistic model [1, 9]. In this case, the assumption that
the cell probabilities are nonnegative and between
zero and unity is easily satisfied. There is a large literature on the use of logistic models. A simple model
for the probabilities is to model cell probabilities as
linear [11]. This model is simple to fit using readily
available software. However, the requirement that the
cell probabilities be bounded between zero and unity
is not automatically satisfied and can bring in additional difficulties. A more sophisticated and difficult
model for modeling cell probabilities is the grade of
membership (GoM) model [15]. This model is useful
when the number of concomitant variables is large.
Fitting this model is computationally very involved,
though the model does provide a great degree of flexibility in modeling individual heterogeneity.
A second class of probability models entails
assuming a prior distribution of some type on the
life tables and/or the cell probabilities. In this case,
the ‘fitted model’ is the posterior distribution of
the cell probabilities [2]. The different tables to be
combined represent different realizations of the prior
distributions or the hyperpriors of these distributions.
Combining information is effected by determining
this posterior distribution. Theoretical aspects of this
method of developing a probability model have been
around for literally centuries. However, methods of
determining the posterior and using this posterior for
prediction has seen considerable success recently and
promises to be an active area of research in the next
decades.
The third class of probability models derives from
recognizing the mortality process results in a continuous random variable, time to death or time to
transition to a different status, and then selecting and
fitting a density function for this random variable
using the discrete life table data [4]. In this case,
the combined life table is reconstructed from the
joint density function constructed using data from
the multiple tables. Tenenbein et al. [16] present a
family of survival models of use in this approach.
The flexibility of this approach is that the vast literature in survival models can be applied including Cox
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regression, frailty models and so forth [10]. Brockett et al. [6] present a maximum entropy method of
determining a density function from the curtate data,
even when the recording intervals for the life table
misalign.

Appendix
Adjusting Standardized Life Tables
Traditionally, actuarial life tables represent the experience of multiple carriers over a period of time. The
probability of death determined from such experience is estimated with a high level of accuracy. Until
recently, the fact that there was uncertainty in these
estimates was ignored. The practice of standardizing the life table to a fixed radix, say l0 = 100 000,
worked to further obscure any concept of uncertainty
in estimated decrement probabilities. Though actuaries, in practice, folded in contingency reserves or
even biased a mortality life table to more accurately
represent the expected mortality experience of a block
of business, such adjustments were informal. By this
we mean that such adjustments were not based on
the axiomatic development of equations to capture
various types of uncertainty.
When combining life table data, it is important
that a concept of uncertainty in the observed entries
be formally maintained. To do this, we examine the
number of individuals in each age group of the life
table separately. We also do not require that the
number surviving age group i be equal to the number
entering age group i + 1. The purpose here is to
replace the life table counts for each age group with
a ‘raw data’ equivalent count. If the life table data
consists of actual observed counts from an experience
study or epidemiological study, then the data are
already the raw data equivalent.
Suppose the life table has been standardized to a
fixed radix l0 . For age group i in life table, k, let Pik
be the tabulated probability of survival to age group
i + 1. Let a and b, a < Pik < b, be two numbers
such that one is reasonably confident that the true
probability of survival is between a and b. Calculate
r1ik and r2ik where
r1ik =

4Pik (1 − Pik )
(Pik − a)2

(7)

r2ik =

4Pik (1 − Pik )
(b − Pik )2

(8)
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Set r0ik to be the smaller of r1ik and r2ik . Then the
raw data equivalent of a standardized count nij k is

nij k
n̂ij k = r0ik
(9)
ni+k
Note that the square brackets indicate that the term
inside is to be rounded down to the nearest integer to
the expression. The resulting n̂ij k are used to replace
the nij k in the standardized life table.
When the data are gathered from a histogram or
graphical representation of survival experience, the
above technique can be used to determine raw data
equivalents for combining with other sources. Similarly, expert opinion might be elicited from otherwise
unobtainable data. The expert will usually provide
overall decrement rates π̂ij k . Given reasonable values
of a and b for each i, raw data equivalents can be
obtained by replacing π̂ij k with the ratio (nij k /ni+k )
in Equation (9).

[7]
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Life Table

and the density function
fx (t) = Fx (t) =

Probabilistic and Deterministic
Approaches
The idea behind the life table is simple: the effect
of mortality gradually depleting a population can be
set out in a table as the number of persons alive
at each age, out of a group of persons known to
be alive at some initial age. From this tabulation,
many useful functions can be derived. The life table
can be presented either as a probabilistic or as a
deterministic model of mortality. The probabilistic
approach assumes that the future lifetime of any
individual is a random variable; hence, there is a
certain probability of dying in each time period and
the number of deaths at each age (last birthday) is
therefore also a random variable. The deterministic
approach, in contrast to the probabilistic approach,
assumes, as known, exactly how many persons will
die at each age. The link between the deterministic
approach and the probabilistic approach is through
expected values.

A Probabilistic Model of Future Lifetimes
The probabilistic approach assumes that the future
lifetime of an individual person aged x is a random
variable. (Note: random variables are shown in bold.)
The basic quantity is T0 , a random variable representing the length of the future lifetime of a person
aged exactly 0. It is assumed T0 has a continuous
distribution with a (cumulative) distribution function
F0 (t) and a density function f0 (t). The probability
of dying before age t is denoted by t q0 and by definition, this is the same as F0 (t) = P [T0 ≤ t]. The
probability of being alive at age t is denoted by t p0
and this is clearly equal to 1 − t q0 = 1 − F0 (t). This
is also denoted S0 (t) and is often called the survival
function [1, 2, 4].
We extend this notation to any age x, defining Tx
to be a random variable representing the length of
the future lifetime of a person aged exactly x. Tx
has a continuous distribution with the (cumulative)
distribution function Fx (t) defined by
Fx (t) = P [Tx ≤ t] = P [T0 ≤ x + t|T0 > x]
=

F0 (x + t) − F0 (x)
1 − F0 (x)

(1)

f0 (x + t)
.
1 − F0 (x)

(2)

This definition of Fx (t) in terms of F0 (t) ensures
that the family of distributions Fx (t) for all ages x
is self-consistent. The probability of a person aged
dying before age x + t is denoted by t qx (equal to
Fx (t)) and the probability of being alive at age x + t
is denoted by t px (equal to 1 − Fx (t), also denoted
as Sx (t)).
The statistical notation Fx (t) and Sx (t) is equivalent to the actuarial notation t qx and t px . By convention, when the time period t is 1 year, then t
is dropped from the actuarial notation and we just
write qx and px (see International Actuarial Notation) [3].
We introduce the force of mortality, denoted by
µx , which is the instantaneous rate of mortality at
age x:
µx = lim

dx→∞

=−

P [T0 ≤ x + dx|T0 > x]
f0 (x)
=
dx
S0 (x)

1 dS0 (x)
.
S0 (x) dx

(3)

We can easily show that
f0 (x + t)
fx (t)
S0 (x + t)
= Sx (t) and µx+t =
=
.
S0 (x)
S0 (x + t)
Sx (t)
The density function fx (t) can also be written in
terms of the force of mortality as fx (t) = t px µx+t ,
leading to the identity
 t
(4)
t qx =
s px µx+s ds.
0

Differentiating this, we obtain the ordinary differential equation
d
(5)
t px = −t px µx+t
dt
which, with the obvious boundary condition 0 px = 1,
has the solution
  t

µx+s ds .
(6)
t px = exp −
0

From this we also have the following, intuitively
reasonable, multiplicative property of survival probabilities:
s+t px

= s px t px+s = t px s px+t .

(7)
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For some purposes, it is useful to have a discrete
random variable representing the curtate future lifetime of a person aged x (meaning rounded to the
lower integer, for example, 6.25 curtate is 6). We
denote this by Kx , taking values 0, 1, 2, and so
on. The distribution function of Kx is P [Kx = k] =
k px qx+k .
Associated with the random lifetimes Tx and Kx
are their expected values, called expectation of life.
The complete expectation of life, denoted by e° x is
E[Tx ] and is given by
 ∞
 ∞
t t px µx+t dt =
e° x = E[Tx ] =
t px dt. (8)
0

•

•

n|m qx

•

0

The curtate expectation of life, denoted by ex is
E[Kx ] and is given by
ex = E[Kx ] =

∞


k k px qx+k =

k=0

∞


(9)

•

k=0

The life table is simply a way of describing the model
above, in a manner easily interpreted and convenient
for many calculations. We suppose that we start with
a number of persons known to be alive at some age
α, and denote this number by lα . This is called the
radix of the life table. The age α is often zero, but
it can also be any non-negative age. For convenience
of exposition, we will suppose here that α = 0. Then
define the function lx , for x ≥ 0, to be the expected
number out of the l0 original lives who are alive at
age x. Clearly we have lx = l0 x p0 , and then since
the multiplicative rule for survival probabilities gives
=

x+t p0
x p0

=

lx+t l0
lx+t
=
l0 lx
lx

=

lx+n − lx+n+m
.
lx

(10)

we see that, knowing just the one-dimensional function lx , we can compute any required values of the
two-dimensional function t px . A tabulation of the
function lx is called a life table. Most often, its values
are tabulated at integer ages (hence the introduction
of the curtate lifetime Kx ) but this is an arbitrary
choice [5].

0

Lx is the total years of life expected to be lived
between ages x and x + 1, by the l0 persons alive
at age 0, given by
 1
Lx = Tx − Tx+1 =
lx+t dt.
(13)
0

•

mx , the central death rate is defined as mx =
dx /Lx .

Life Table Functions at Noninteger Ages
In a life table, only the values of lx at discrete (usually
integer) ages are given. If the life table has been
graduated by mathematical formula, an exact value
of µx or t qx may be calculated at all relevant ages
and durations; otherwise, in order to calculate lx (and
related functions) between the ages at which it has
been tabulated, an approximate method is needed.
Three common assumptions are
•

A uniform of distribution of deaths between exact
ages x and x + 1; that is,
P [Tx ≤ t|Tx ≤ 1] = t

Other Life Table Functions
To aid in calculation, several additional life table
functions are defined as the following:

(11)

Tx (not to be confused with the random variable
Tx ) is the total years of life expected to be lived
after age x, by the l0 persons alive at age 0,
given by
 ∞
 ∞
°
lx+t dt. (12)
Tx = lx ex = lx
t px dt =
0

k px .
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t px

dx = lx − lx+1 is the expected number of l0 lives
alive at age 0 who will die between ages x
and x + 1 (often called ‘age x last birthday’ by
actuaries).
n|m qx is the probability that a person alive at age
x will die between ages x + n and x + n + m. It
is conveniently calculated, as

•

(0 < t ≤ 1).

(14)

Equivalently, the dx deaths expected between
ages x and x + 1 are assumed to be uniformly
spread across that year of age. Under this assumption, µx+t = qx /(1 − tqx ), so the force of mortality increases over the year of age.
A constant force of mortality between exact ages
x and x + 1. Let this constant force be denoted by

Life Table

•

µ. Then for 0 < t ≤ 1, we have t px = exp(−µt)
and lx+t = lx exp(−µt).
The Balducci assumption, which is that 1−t qx+t =
(1 − t)qx . Since then µx+t = qx /(1 − (1 − t)qx ),
the Balducci assumption implies a decreasing
force of mortality between integer ages, which
is perhaps implausible.

A Deterministic Interpretation of the Life
Table
Under the probabilistic approach outlined above, the
life table functions lx and dx are interpreted as
expected values, and the quantities px and qx are
interpreted as probabilities. Under an older, deterministic interpretation of the life table, lx and dx are
regarded as the actual numbers, out of l0 initially
alive, who will be alive at age x, or will die between
ages x and x + 1, respectively. Clearly, the probabilistic interpretation is more satisfactory. First, lx and
dx need not be integers (as shown in the tables below)
whereas the numbers of people alive or dying, in a
real cohort of people, cannot be anything but integers.
Also, only by using a probabilistic model can we hope
to devise useful methods of inference, to parameterize
the life table using the observed mortality data.

Commutation Functions
Commutation functions combine the elements of
compound interest with the life table. These functions
are often tabulated, at relevant rates of interest, as part
of the life tables used in actuarial work.

The Life Table as a Stationary Population
Model
An alternative interpretation of the life table is as a
model of a population that has reached an unchanging
or stationary state, that is, where the fertility and
mortality rates have been unchanging over a long
period of time and an exact equilibrium has been
reached between the birth and death rates, so the
numbers born in any year exactly match the numbers
who die. In a stationary population, the expectation
of life for an individual equals the average age at
death within the population. Now, lx is interpreted
as the ‘number’ of persons having their xth birthday
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(attaining exact age x) in each calendar year, dx is
the number of persons who die in a calendar year
aged x last birthday, Tx is the number of persons
alive at ages x and over, and Lx is the number alive
between ages x and x + 1. Since dx = mx Lx , we see
that the central mortality rate mx may be used to
project forward the number of survivors of a birth
cohort one year at a time, and in practice, this is the
basis of population projections.
A stable population model represents a population
in which the rate of mortality has been unchanging
over a long period of time and if the numbers of births
have been expanding or contracting at a constant rate
over a long period, say g per annum, the total size
of the population grows or shrinks at a rate g per
annum.

Population Life Tables
Table 1 shows an extract of English Life Table No.
15 (Males), which illustrates the use of the life table
to compute probabilities; for example,
q37 = 133/96933 = 0.00137
e° 37 = 3701383/96933 = 38.2
This mortality table represents the deaths of male
lives in the population of England and Wales between
1990 and 1992. In this extract the starting age is 30.

Select and Ultimate Life Tables
When a potential policyholder applies to an insurance
company, he/she is medically ‘underwritten’ (subject
Table 1 Extract:- English life tables No. 15 males (deaths
1991–94)
x

lx

dx

qx

µx

Tx

e° x

30
31
32
33
34
35
36
37
38
39
40

97 645
97 556
97 465
97 370
97 273
97 170
97 057
96 933
96 800
96 655
96 500

89
91
95
97
103
113
124
133
145
155
166

0.00091
0.00094
0.00097
0.00099
0.00106
0.00116
0.00127
0.00138
0.00149
0.00160
0.00172

0.00090
0.00092
0.00096
0.00098
0.00102
0.00111
0.00122
0.00133
0.00144
0.00155
0.00166

43 82 556
42 84 966
41 87 455
40 90 037
39 92 715
38 95 493
37 98 379
37 01 383
36 04 515
35 07 787
34 11 208

44.9
43.9
43.0
42.0
41.0
40.1
39.1
38.2
37.2
36.3
35.3
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to medical screening based on answers to questions
on the proposal form and perhaps, in addition, subject
to a medical examination). It has long been observed
that the mortality of recently accepted policyholders
is lighter than that of existing policyholders, of the
same age, who were medically underwritten some
years ago. This is known as the effect of selection.
The period over which this effect wears off is called
the select period, and a life table that takes this into
account is called a select table. For example, if a life
table has a select period of 2 years, it distinguishes
between those within 1 year of entry to the policy
(curtate duration of zero), those between 1 year and
2 years duration since entry (curtate duration 1) and
those with a duration of 2 years or more since entry
(curtate duration 2 or more). The age at entry is
denoted by [x], and the duration since entry by t;
hence, the probability that a person who took out a
policy at age x, and who is now aged x + s, should
survive for another t years, is written as t p[x]+s . At
durations s beyond the select period we just write
t px+s , and we call this the ultimate part of the life
table. So, for example, if the select period is two
years, the probability that a person now aged 30
survives for another 10 years may be 10 p[30] , 10 p[29]+1
or 10 p30 , if that person took out a policy 0, 1, 2 or
more years ago, respectively.
For an example of a select and ultimate table, in
Table 2, we show an extract from the A92 males
table, which has a select period of two years and
represents the mortality of male lives with wholelife or endowment assurances with life insurance
companies in the United Kingdom during the years
1991 to 1994. Instead of having a single column for
lx , this has three columns for the expected numbers
alive, labeled l[x] , l[x]+1 , and lx . It also has three
columns for the expected numbers dying and three
corresponding columns for the rates of mortality and
survivance. In each case, the first two columns are
called the select columns and the third column is
called the ultimate column. This may be used to
illustrate the calculation of select probabilities, for
example,
q[37] =
q[36]+1 =
q37 =

d[37]
6.362
=
= 0.000644
l[37]
9878.8128
d[36]+1
7.1334
=
= 0.000722
l[36]+1
9880.0288
d37
7.5586
=
= 0.000765.
l37
9880.4540

Table 2 Extract:- AM92 males UK male assured lives
1991–94
x
30
31
32
33
34
35
36
37
38
39
40
x
30
31
32
33
34
35
36
37
38
39
40
x
30
31
32
33
34
35
36
37
38
39
40
x
30
31
32
33
34
35
36
37
38
39
40

l[x]
9923.7497
9917.9145
9911.9538
9905.8282
9899.4984
9892.9151
9886.0395
9878.8128
9871.1665
9863.0227
9854.3036
d[x]
4.7237
4.8598
5.0253
5.2204
5.4448
5.7082
6.0107
6.3620
6.7618
7.2296
7.7652
q[x]
0.000476
0.000490
0.000507
0.000527
0.000550
0.000577
0.000608
0.000644
0.000685
0.000733
0.000788
e° [x]
49.3
48.3
47.3
46.4
45.4
44.4
43.4
42.5
41.5
40.5
39.6

l[x]+1
9919.0260
9913.0547
9906.9285
9900.6078
9894.0536
9887.2069
9880.0288
9872.4508
9864.4047
9855.7931
9846.5384
d[x]+1
5.6439
5.7892
5.9640
6.1779
6.4410
6.7529
7.1334
7.5820
8.1184
8.7421
9.4723
q[x]+1
0.000569
0.000584
0.000602
0.000624
0.000651
0.000683
0.000722
0.000768
0.000823
0.000887
0.000962
e° [x]+1
48.3
47.3
46.3
45.4
44.4
43.4
42.5
41.5
40.5
39.6
38.6

lx+2
9913.3821
9907.2655
9900.9645
9894.4299
9887.6126
9880.4540
9872.8954
9864.8688
9856.2863
9847.0510
9837.0661
dx+2
6.1166
6.3010
6.5346
6.8173
7.1586
7.5586
8.0266
8.5825
9.2353
9.9849
10.8601
qx+2
0.000617
0.000636
0.000660
0.000689
0.000724
0.000765
0.000813
0.000870
0.000937
0.001014
0.001104
e° x+2
47.3
46.3
45.4
44.4
43.4
42.5
41.5
40.5
39.6
38.6
37.6

x+2
32
33
34
35
36
37
38
39
40
41
42
x+2
32
33
34
35
36
37
38
39
40
41
42
x+2
32
33
34
35
36
37
38
39
40
41
42
x+2
32
33
34
35
36
37
38
39
40
41
42

Comparing these mortality rates with the ELT15
males table, which is based on the experience of

Life Table
roughly the same calendar years, we see that these are
much lighter than, for example, q37 = 0.00138 from
the ELT15 males table (by 53% using select mortality
and by 44% using ultimate mortality). The complete
expectation of life at age 37 is 38.2 years based on
population mortality (ELT15 males) but 42.5 years
on select mortality (A92 males). This is typical of the
difference between the mortality of a country’s whole
population, and that of the subgroup of persons who
have been approved for insurance.

[2]

[3]

[4]

[5]

Gerber, H.U. (1990). Life Insurance Mathematics,
Springer (Berlin) and Swiss Association of Actuaries
(Znrich).
International Actuarial Notation. (1949). Journal of the
Institute of Actuaries 75, 121; Transactions of the Faculty
of Actuaries 19, 89.
Macdonald, A.S. (1996). An actuarial survey of statistical
methods for decrement and transition data I: multiple
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Linton, Morris Albert
(1887–1966)
For a highly distinguished pioneer of the actuarial
profession, Linton’s entry into the field was almost
accidental. In 1909, he was working for an electrical instrument manufacturer for $7.50 per week,
while studying for his master’s degree in mathematics at Haverford College. The president of the college
received a telephone call from the president of the
Provident Life and Trust Company, inquiring whether
he could recommend a ‘Quaker boy good at mathematics’ who had the potential to become an actuary.
‘I didn’t know then what the word “actuary” meant,’
Linton later recalled, ‘but I grabbed at the chance to
make $1000 a year.’
It was the beginning of a long and fruitful career.
Within five years, he had attained fellowship in both
the Actuarial Society of America and the British
Institute of Actuaries. His participation in actuarial organizations such as the Actuarial Society of
America, the American Institute of Actuaries, and
the successor organization, the Society of Actuaries,
paralleled his lifelong commitment to the profession.
Prior to his 2 years as president of the Actuarial Society of America beginning in 1936, he had

served 11 years as a member of the council and
6 years as vice-president. Following his presidency,
he remained on the council and was instrumental in
the formation of the Society of Actuaries in 1949, and
continued to serve on the board of governors during
the ensuing year. As well, he also served as chairman
of the United States section of the Permanent Committee for International Congresses of Actuaries (see
International Actuarial Association), chairman of
the Institute of Life Insurance and was elected to the
Insurance Hall of Fame in 1960.
Linton was a staunch advocate of cash-value life
insurance, serving as the industry’s leading proponent of permanent life insurance. With pamphlets,
public appearances, radio debates, and books (Life
Insurance Speaks for Itself ), he tirelessly defended
life insurance against detractors.
In addition to the numerous papers he contributed
to actuarial journals such as Transactions and the
Record, Linton is also renowned for the ‘Linton A
and B Termination Rates’, first published in 1924 and
still in use today. He also served as a member of the
four-man Actuarial Advisory Committee on President
Franklin D. Roosevelt’s Committee on Economic
Security.
WILLIAM BREEDLOVE

Long-term Care
Insurance
Introduction
It is well known that older adults become increasingly
frail as they age. Even in the absence of a disease, one
eventually loses the physical and/or mental ability to
live independently. The kind of assistance required
when this occurs is referred to as long-term care
(LTC). LTC is very different from the health care
needed by individuals with injury or disease, and it
requires a different set of services. Often, long-term
care services can be provided in a person’s home,
and this is the ideal situation. However, many cases
require that the individual be institutionalized in an
appropriate LTC facility.
According to the (US) Actuarial Standards Board
[2], LTC is ‘a wide range of health and social services
which may include adult day care, custodial care,
home care, hospice care, intermediate nursing care,
respite care, and skilled nursing care, but generally
not care in a hospital.’
A somewhat more optimistic definition is given
by the World Health Organization [28]. ‘Long-term
care is the system of activities undertaken by informal caregivers (family, friends, and/or neighbors)
and/or professionals (health, social, and others) to
ensure that a person who is not fully capable of selfcare can maintain the highest possible quality of life,
according to his or her individual preferences, with
the greatest possible degree of independence, autonomy, participation, personal fulfillment, and human
dignity.’
The World Health Organization then comments
on the nature of the conditions that may give rise
to LTC. ‘An older person’s need for LTC is influenced by declining physical, mental, and/or cognitive
functional capacities. Although the tendency is for
progressive loss of capacity with increasing age, there
is evidence, at least from some countries, that disability rates among older persons are decreasing and that
declines or losses are not irreversible. Some older
persons can recuperate from loss and reclaim lost
functional capacities. Therefore, duration and type of
care needs are often indeterminate and will require
individually tailored responses.’
The World Health Organization [29] outlines the
kinds of specific services that LTC includes. ‘It

encompasses a broad array of services such as
personal care (e.g. bathing and grooming), household chores (e.g. meal preparation and cleaning),
life management (e.g. shopping, medication management, and transportation), assistive devices (e.g.
canes and walkers), more advanced technologies (e.g.
emergency alert systems, computerized medication
reminders), and home modifications (e.g. ramps and
hand rails). This mix of services, whether delivered in
homes, in communities or in institutional settings, is
designed to minimize, restore, or compensate for the
loss of independent physical or mental functioning.’
General discussions on LTC are also provided in
[6, 7, 13, 24, 25].

The Growing Need for Long-term Care
The need for LTC services has been a growing
concern to many countries in recent years. Longer
life expectancies combined with low fertility rates
have resulted in elderly populations that are growing
at a faster rate than overall populations. In the United
States, it is expected that the number of persons of age
80 and above will increase by 270% in the next 40
years, while corresponding values for Germany and
Japan are 160% and 300% respectively (see [9]). The
effect of these demographic changes is exacerbated,
in many countries, by declining levels of informal
care provided by families. As a result, the demand
for formal LTC will increase rather dramatically in
the coming decades.
Further discussion on the demographic impact
on the demand for LTC is given in [5, 11, 12,
23, 25, 30].
Public long-term care programs vary greatly in
terms of their coverage and how they are financed.
Studies of LTC in various countries are presented in
[9, 11, 13, 14, 27].

Private Long-term Care Insurance
In countries without extensive public LTC systems,
there has been a growing interest in the potential of
private long-term care insurance (LTCI) as a means
of financing long-term care. The United States is
the country with the most developed LTCI market. However, the market has not grown as quickly
as one might expect, in part, because of the challenges related to affordability, denial of risk, free
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riding (the choice not to insure due to the expectation of publicly funded benefits), incorrect public
perception regarding the extent of other coverage,
adverse selection and moral hazard, and unpredictability of benefit costs. These issues are discussed
in [9, 12, 13, 16, 21].

The Actuary’s Role
According to the Society of Actuaries [17], ‘Actuaries perform traditional duties of product development,
valuation, experience analysis as well as other nontraditional duties for long-term care insurance. In their
traditional capacity, actuaries calculate premiums and
reserves. They set pricing and reserve assumptions by
interpreting sources of data on utilization that include
noninsured public data. They prepare actuarial memoranda in conjunction with the filing for approval of
contract forms and rates. They also perform experience analysis for statutory and internal management purposes. Actuaries in state insurance departments review contract form and rate filings. Actuaries
are also involved in product research, development
of underwriting guidelines and claims practices as
well as the quotation process of group long-term
care insurance. They conduct reserve adequacy and
cash-flow tests and contribute to the formulation of
state regulations. For example, they provide actuarial evaluation of nonforfeiture benefits and rate
stabilization.’

LTCI Product Design
Insurers have marketed individual and group LTCI
policies as well as LTC riders on life insurance
policies. The majority of LTC coverage has been
provided through individual LTCI policies.
LTCI provides benefits to insureds who meet the
eligibility criteria (the benefit trigger) and satisfy a
waiting period ranging from 0 to 100 days or more.
The period during which benefits are payable (the
benefit period) ranges from two years to lifetime.
LTCI benefits may be of a reimbursement-type or
a disability income-type. In the former case, which
is the most common in the United States, the policy reimburses actual expenses incurred for certain
kinds of services up to a daily maximum. For example, a policy may reimburse the insured for the costs
associated with a nursing home stay. A disability

income-type policy, the type sold in the United Kingdom, provides a fixed benefit amount regardless of
expenses incurred. An argument in favor of this type
of product design is that it gives the insured complete flexibility to choose how benefits should be
spent in order to best take care of his/her long-term
care needs. It is viewed as a more expensive benefit,
since it is like a reimbursement-type benefit in which
the insured incurs the maximum covered expense
each day.
Benefit triggers under LTCI policies are often
based on activities of daily living (ADLs). These
are basic functions used as measurement standards
to determine levels of personal functioning capacity. The six most commonly used ADLs are bathing,
continence, dressing, eating, toileting, and transferring (between bed and chair or wheelchair). A benefit
trigger may, for example, require that the insured be
unable to perform two or more ADLs. Many policies also include cognitive impairment (CI) and/or
medical necessity (MN) as an alternative trigger. For
policies providing only an institutional benefit, placement in the institution becomes most important for
benefit eligibility, as benefit triggers may be presumed to be satisfied. In the United Kingdom, it is
common for policies to provide a benefit of 50% of
the maximum while the insured is unable to perform two ADLs and 100% of the maximum while
the insured is unable to perform three or more ADLs
or is cognitively impaired.
LTCI policies are generally guaranteed renewable (the policy cannot be canceled as long as the
insured pays the premiums, but premiums can be
increased if this is done for an entire class of policy holders) or noncancelable (the policy cannot be
canceled as long as the insured pays the premiums,
and premiums cannot be increased), with level premiums. Since LTCI claim costs increase with age, a
reserve is built up during the lifetime of a policy, as
with a whole life insurance policy. Some companies
offer nonforfeiture benefits as an option. However,
most people elect for less expensive products without nonforfeiture benefits. The profitability of these
products is heavily dependent on the extent of voluntary lapses. Inflation protection in the form of an
indexed maximum daily benefit is typically offered
as an option requiring an additional premium.
For further information on LTCI product design,
see [2, 4, 6, 7, 25].

Long-term Care Insurance

LTCI Pricing and Valuation
LTC pricing has been a challenge due to the complexity of LTC products, the lack of insured lives’ LTC
experience, and uncertainty about the future directions of LTC, LTCI, and the surrounding regulatory
environments.
Actuaries have typically priced LTC policies using
a primary/secondary decrement model (see Decrement Analysis). Active lives are exposed to mortality, lapse, and LTC disability (the primary decrements). LTC-disabled lives are subject to mortality
and recovery (the secondary decrements). Thus, the
actuary requires tables of mortality (see Life Table),
lapse, and LTC incidence rates. The secondary decrements are often combined, and an LTC continuance
table is used. Assumptions about utilization of covered services are also required for reimbursementtype policies. These assumptions lead to estimates
of the percentage of the maximum daily benefit that
will actually be incurred by the insured while LTC
disabled.
Owing to the lack of insured lives experience,
incidence and continuance tables have typically been
based on population data, with the main sources being
the (US) National Nursing Home Survey (NNHS),
and the National Long-Term Care Survey (NLTCS).
In [15], incidence and continuance tables are provided on the basis of data from the 1985 NNHS.
These tables and their modifications have been used
extensively in LTC insurance calculations. They were
the institutional tables recommended by the Society of Actuaries Long-Term Care Insurance Valuation
Methods Task Force (see [18]). The Task Force also
created noninstitutional tables using data from the
1982 and 1984 NLTCS. Data from the 1984 and
1989 NLTCS were used to produce noninsured home
and community-based LTC incidence and continuance tables (see [19]). More recent US data includes
the 1997 NNHS, the 1994 NLTCS, the 1998 National
Home and Hospice Care Survey, and the 1996 Medical Expenditure Panel Survey.
The Society of Actuaries Long-Term Care Experience Committee has produced three reports providing
experience under long-term care insurance policies.
The most recent report (see [20]) summarizes data
from the years 1984 to 1999. Although this is very
valuable information, the report emphasizes the limitations due to variation across companies and the evolution of LTC policies during the experience period.
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LTCI pricing methods, considerations, and data
sources are discussed in [4, 10, 25]. Beekman [3]
discusses methods for calculating LTCI premiums.
Some general issues related to LTCI pricing are
discussed in [22]. The Actuarial Standards Board [2]
presents standards of practice that are relevant in
LTCI pricing.
LTCI valuation presents many of the same challenges as LTCI pricing. The same models, methods,
and data sources are generally used. Some guidance is
provided by the Society of Actuaries Long-Term Care
Valuation Methods Task Force (see [18]), as well as
the Actuarial Standard of Practice no. 18, which deals
with LTCI (see [2]). A Society of Actuaries committee is currently working on an LTCI valuation table
(see [21]). They face many challenges owing to the
wide range of LTC products and company practices.

Alternatives to LTCI
One of the difficulties associated with private LTC
insurance is that those who need it most are often
the ones who are least able to afford it (see [13]).
Alternative approaches to funding LTC are therefore
being carefully explored in some countries. Four
possibilities follow.

Immediate Care Annuities
Immediate care annuities are impaired life annuities
sold for a single premium to persons who already
require LTC. Since these individuals are presumed to
have shorter than average life expectancies, they can
be provided greater annuity incomes than standard
annuitants. These incomes can then be used to cover
LTC costs. Careful underwriting is essential for this
type of product. More details on immediate care
annuities are provided in [4].

Continuing Care Retirement Communities
A continuing care retirement community (CCRC) is
‘a residential facility for retired people that provides
stated housekeeping, social, and health care services
in return for some combination of an advance fee,
periodic fees, and additional fees.’ (see [1]). CCRCs
typically have up to several hundred independent
living units and a health care center offering one or
more levels of care. Residents requiring care may be
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transferred temporarily or permanently to the health
care center.
To the extent that services provided by the health
care center do not require additional fees, CCRCs
provide an LTC insurance benefit. Some of the
early CCRCs in the United States found themselves
unable to meet their obligations to residents. Actuarial involvement is therefore important to ensure that
fee structures and reserves are appropriate.
The characteristics, history, and financial analysis of CCRCs are discussed in [26]. The financial
analysis of CCRCs is also considered in [8].

[3]

[4]

[5]

[6]
[7]
[8]

Reverse Mortgages (Equity Release Schemes)
Reverse mortgages or equity release schemes allow
elderly persons to draw an income from the equity
in their homes while retaining possession until they
die or move to another home. Since many older
homeowners are ‘income poor but equity rich’ (see
[13]), this can be a very desirable option.

[9]

[10]

[11]

Pensions
Another alternative is to include LTC benefits in
pension plans (see Pensions: Finance, Risk and
Accounting). Since pensions are intended to provide
an adequate income to persons in retirement, it seems
natural to expand pension plans so that they provide
additional income for LTC services when these services are needed. Some difficulties with this are that
the tax treatment of pension plans does not contemplate the inclusion of LTC benefits, and pension plans
would become more expensive to fund.

Acknowledgment
The author gratefully acknowledges the assistance of
Samuel Oduro Dua, a graduate student at the University
of Western Ontario who spent many hours working on the
development of this chapter.

[12]

[13]

[14]

[15]

[16]

[17]

References
[1]

[2]

Actuarial Standards Board (1994). Actuarial Standard
of Practice No. 3: Practices Relating to Continuing Care
Retirement Communities Revised Edition, July 1994.
Actuarial Standards Board (1999). Actuarial Standard
of Practice No. 18: Long-term care insurance, Revised
Edition, January 1999.

[18]

[19]

Beekman, J.A. (1989). An alternative premium calculation method for certain long-term care coverages, Actuarial Research Clearing House 2, 39–61.
Dullaway, D. & Elliott, S. (1998). Long-Term Care
Insurance: A Guide to Product Design and Pricing,
Staple Inn Actuarial Society.
Eisen, R. & Sloan, F.A. (1996). Long-Term Care:
Economic Issues and Policy Solutions, Kluwer Academic
Publishers, Boston, MA, USA.
Goetze, J.G. (1999). Long-Term Care, 3rd Edition,
Dearborn Financial Publishing, Inc, Chicago, IL, USA.
Health Insurance Association of America (2002). A
Guide to Long-Term Care Insurance.
Humble, R.A. & Ryan, D.G. (1998). Continuing care
retirement communities – attractive to members, but
what about sponsors? British Actuarial Journal 4,
547–614.
Karlsson, M. (2002). Comparative Analysis of LongTerm Care Systems in Four Countries, Interim Report
IR-02-003/January, International Institute for Applied
Systems Analysis, Laxenburg, Austria.
Litow, M.E. (1990). Pricing Long-Term Care, Society
of Actuaries Study Note 522-27-90, Schaumburg, IL,
USA.
Nuttall, S.R., Blackwoood, R.J.L., Bussell, B.M.H.,
Cliff, J.P., Cornall, M.J., Cowley, A., Gatenby, P.L.
& Webber, J.M. (1994). Financing long-term care in
Great Britain, Journal of the Institute of Actuaries 121,
1–68.
Pollard, J. (1995). Long-Term Care: Demographic and
Insurance Perspectives, Actuarial Studies and Demography Research Papers, Macquarie University, School
of Economic and Financial Studies, Research Paper
No. 009/95, September 1995.
Royal Commission On Long-Term Care, (1999). With
Respect to Old Age: Long-Term Care – Rights and
Responsibilities. Presented to Parliament by Command
of Her Majesty, March 1999, United Kingdom.
Riedel, H. (2002). Private Compulsory Long-Term Care
Insurance in Germany, Transactions of the Twentyseventh International Congress of Actuaries.
Society of Actuaries (1992a). Report of the Long-Term
Care Experience Committee: 1985 National Nursing
Home Survey Utilization Data, Transactions Society of
Actuaries 1988-89-90 Reports, pp. 101–164.
Society of Actuaries (1992b). Long-Term Care – Who
Needs it, Wants it, or Can Pay for it? Record of Society
of Actuaries 18(4b), 1851–1872.
Society of Actuaries (1993). Professional Actuarial Specialty Guide: Long-Term Care Insurance, T-1-93.
Society of Actuaries (1995). Long-Term Care Insurance
Valuation Methods, Transactions, Society of Actuaries
XLVII, 599–773.
Society of Actuaries (1999). Non-Insured Home and
Community-Based Long-Term Care Incidence and Continuance Tables, Non-Insured Home and Community
Experience Subcommittee of the Long-Term Care Experience Committee.

Long-term Care Insurance
[20]
[21]

[22]

[23]

[24]

[25]
[26]

Society of Actuaries (2002a). Long-Term Care Experience Committee, Intercompany Study, 1984–1999.
Society of Actuaries (2002b). Long-Term Care Valuation
Issues – Valuation Committee Update, Record of the
Society of Actuaries 27(1), 1–23.
Society of Actuaries (2002c). Why Is Long-term Care
Pricing Different from Any Other Pricing? Record of
the Society of Actuaries 27(3), 1–22.
Stone, R.I. (2002). Population Aging: Global Challenges
and Opportunities for the 21st Century, International
Section News, Society of Actuaries, 27 March 2002,
pp. 1,4–9.
United States General Accounting Office (1995). LongTerm Care: Current Issues and Future Directions. Report
to the Chairman, Special Committee on Aging, U.S.
Senate, April 1995.
Werth, M. (2001). Long Term Care. Faculty and Institute
of Actuaries, Healthcare Modules.
Winklevoss, H.E. & Powell, A.V. (1984). Continuing
Care Retirement Communities: An Empirical, Financial,

[27]

[28]

[29]
[30]

5

and Legal Analysis, Richard D. Irwin, Inc., Homewood,
IL, USA.
World Health Organization, (2000a). Long-Term Care
Laws in Five Developed Countries: A Review, WHO/
NMH/CCL/00.2.
World Health Organization, (2000b). Towards an International Consensus on Policy for Long-Term Care of the
Ageing.
World Health Organization (2002a). Lessons for LongTerm Care Policy, WHO/NMH/CCL/02.1.
World Health Organization (2002b). Current and Future
Long-Term Care Needs, WHO/NMH/CCL/02.2.

(See also Disability Insurance; Health Insurance;
Social Security)
BRUCE L. JONES

Lundberg, Filip
(1876–1965)
Lundberg was a student of mathematics and science
in Uppsala at the end of the nineteenth century. At
this point, he had already started performing actuarial work in life insurance, and after his PhD in
1903, he started a long and successful career as a
manager and innovator in Swedish life insurance,
during the first half of the twentieth century. He
was a pioneer of sickness insurance, using the life
insurance reserve–based techniques. He was one of
the founders of the reinsurance company ‘Sverige’,
and of the Swedish Actuarial Society (see Svenska
Aktuarieföreningen, Swedish Society of Actuaries)
in 1904; he was also a member of the government
commission that prepared the 1948 Swedish insurance law.
Besides his practical work, he created his highly
original risk theory (see Collective Risk Theory),
which was published in Swedish [6, 8] and in German [7, 9].
The starting point in his work, already present in
his thesis, is the stochastic description of the flow
of payments as a compound Poisson process (see
Compound Process): the times of payments form a
Poisson process in time; the successive amounts paid
are independently drawn from a given ‘risk mass distribution’. This is probably the first instance where
this important concept is introduced, and besides
Bachelier’s work in 1900 and Erlang’s in 1909, it
forms an important pioneering example of the definition and use of a continuous-time stochastic process.
In the thesis, he proves the central limit theorem (see
Central Limit Theorem) for the process, using in
an original way, the forward equation for the distribution function of the process. In other works [7–9],
he introduces the ‘risk process’ describing the surplus, where the inflow is continuous at a rate given
by the premium and the outflow is a compound Poisson process. For this process, he considers the ruin
probability (see Ruin Theory), the probability that
the surplus ever becomes negative, as a function of
the initial surplus, the premium rate, and the risk
mass distribution. There is a natural integral equation
for the ruin probability, which is used to derive the
famous Lundberg inequality P(ruin) < exp(−Ru),

where u is the initial surplus and R is the adjustment coefficient, a measure of the dispersion of the
risk mass distribution.
This analysis of the ruin problem is a pioneering work analyzing the possible trajectories of the
process. Similar methods have later been used in
the queueing theory and in other fields. Lundberg
also formulated the natural idea that one ought to
have a premium, which is a decreasing function of
the surplus in order that the surplus does not grow
excessively.
Lundberg’s papers were written long before these
types of problems were dealt with in the literature;
they were written in cryptic style where definitions
and arguments were often unclear. Therefore, only
a few people could penetrate them, and it took a
long time before their importance was recognized.
Two early reviews are [1, 5]. Through the works of
Harald Cramér and his students, the theory was
clarified and extended, in such a way that it has now
become an actuarial science. Later reviews by Cramér
are [2, 3]; a general review of the life and works of
Lundberg is [4].
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ANDERS MARTIN-LÖF

Markov Models in
Actuarial Science
The purpose of this article is to give a brief overview
on the use of Markov processes for computational
and modeling techniques in actuarial science. Let
us recall that, loosely speaking, Markov processes
are stochastic processes whose future development
depends on the past only through its present value.
An equivalent way to put it is that, conditioned on
the present, the past and the future are independent.
Markov processes can be considered in discrete or
continuous time, and can take values in a discrete
or continuous state space. If the state space of the
Markov process is discrete (finite or countable), then
it is usually referred to as a Markov chain (note
however, that this term is ambiguous throughout
the literature). Formal definitions and properties of
Markov chains and processes can be found in a
separate article.
Markov processes form a large and important subset of stochastic processes since they often enable
a refined analysis of probabilistic properties. At the
same time they turn out to be a powerful and frequently used modeling tool for a variety of different
contexts within actuarial science. We will first give
a general account on the role of Markov processes
within the class of stochastic processes and then
we will point out some particular actuarial models
using the Markovian approach. This list is by no
means exhaustive, the idea is rather to provide crossreferences to other articles and to demonstrate the
versatility of the ‘Markovian method’.

Properties of Markov Processes
Markov processes lie in the heart of stochastic process theory and serve as a tractable special case in
many situations. For instance, every Markov process
is a semimartingale and by definition short-range
dependent. For the analysis of various characteristics
of a stochastic process (such as the hitting time of
sets in the state space), the strong Markov property
is of particular interest (it essentially states that the
Markov property of memorylessness also holds for
arbitrary stopping times). It is fulfilled for a large
class of Markov processes and, in particular, for all
Markov processes in discrete time.

At the same time, Markov processes represent
a unifying concept for many important stochastic
processes: Brownian motion, processes of Ornstein–Uhlenbeck type (which are the only stationary
Gaussian processes), random walks and all processes with stationary and independent increments
are examples of Markov processes. Moreover, under
weak regularity conditions, every diffusion process
is Markov. Another advantage of the Markovian setup
is that it is particularly simple to simulate a Markov
chain, given the initial distribution and the transition probabilities. If, on the other hand, one needs to
sample from the stationary distribution of a Markov
chain, perfect sampling can be achieved by coupling
techniques. Coupling is also a powerful tool to investigate properties of Markov chains such as asymptotic
stationarity. In some cases, stability bounds for
the stationary distribution of a Markov chain can be
obtained, which can itself be used to derive stability
bounds for relevant quantities in a stochastic model in
terms of the input parameters (for instance, stability
bounds for ruin probabilities in risk theory [7]).
Piecewise deterministic Markov processes form an
important subclass of Markov processes, which, for
instance, play a prominent role in stochastic control
theory. In some contexts, it is useful to approximate
a Markov process by a diffusion approximation.
A finite-state Markov process can be represented
using counting processes. Irreducible and recurrent
Markov chains belong to the class of regenerative
processes. There is a strong link between Markov
chains and discrete renewal processes.
A Markov additive process is a bivariate Markov
process {Xt } = {(Jt , St )}, where {Jt } is a Markov
process (usually in a finite state space) and the
increments of {St } are governed by {Jt } (see
e.g. [4]). The notion of a Markov additive process
is a unification of various Markovian structures: it
contains the class of Markovian arrival processes,
which are dense in the class of all point processes
on the positive half line, and it also contains
Markov renewal processes. The latter are defined as
a point process, where the interarrival times are not
necessarily i.i.d., but governed by a Markov chain
with finite or countable state space. Markov renewal
processes are a generalization of Markov chains,
continuous-time Markov processes, and renewal
processes at the same time. Note that the discrete
time Markovian arrival processes are essentially the
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same as the hidden Markov models, a frequently
used modeling tool in actuarial science.
The theory of ergodic Markov chains gives rise
to an effective computational technique with wide
applicability: if one has to numerically determine
the value of an (possibly high-dimensional) integral
whose integrand is difficult to simulate or known
only up to a constant, it is often possible to simulate
an appropriate ergodic Markov chain whose equilibrium distribution is the one from which the sample is
needed and, by the ergodic theorem, the corresponding Monte Carlo estimate will converge to the desired
value. This technique is known as Markov chain
Monte Carlo [5, 8] and is used in various branches
of insurance such as premium rating.

Actuarial Models of Markovian Type
A Markovian setup is a natural starting point for
formulating stochastic models. In many cases, one
can come up with explicit solutions and get a feeling for more general models. Moreover, many relevant situations in actuarial science practically are of
Markovian type. Examples are certain bonus-malus
systems in car insurance, decrement analysis (for
instance models for the mortality force depending
on the marital status) in life insurance, multi-state
models in disability insurance and critical illness
insurance. Markovian models are also successfully
used in credit scoring and interest-rate modeling.
In claims reserving, Markov chains are sometimes
used to track the claims history.
In queueing theory, numerous Markovian models
have been studied, which are of particular importance for the investigation of the surplus process
in collective risk theory due to the duality of these
two concepts (which, for instance, holds for all
stochastically monotone Markov processes). Various
generalizations of the classical Cramér–Lundberg
model can be studied using Markovian techniques, for
example, using Markov-modulated compound Poisson processes or relaxing the involved independence assumptions among claim sizes and interarrival
times [1–3]. Note that the Cramér–Lundberg process
is itself a Markov process.
Some distributions allow for a Markovian interpretation, a fact that often leads to analytic solutions
for the quantities under study (such as the probability
of ruin in a risk model). Among the most general

classes with that property are the phase-type distributions, which extend the framework of exponential
and Erlang distributions and are described as the
time of absorption of a Markov chain with a number of transient states and a single absorbing state.
Since phase-type distributions are dense in the class
of all distributions on the positive half line, they are
of major importance in various branches of actuarial
science.
In many situations, it is useful to consider a
discrete-time Markovian structure of higher order
(e.g. the distribution of the value Xt+1 of the process at time t + 1 may depend not only on Xt , but
also on Xt−1 and Xt−2 etc.). Note that such a process can always be presented in a Markovian way
at the expense of increasing the dimension of the
state space like often done in Bonus-malus systems.
Such techniques are known as ‘markovizing’ the system (typically markovization is achieved by introducing auxiliary processes). This technique can also be
applied in more general settings (see for instance [6]
for an application in collective risk theory).
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Mass Tort Liabilities
Mass tort claims are best defined by a series of
common characteristics that they share:
1. They involve similar bodily injuries or property
damage suffered by a large number of people
or a large segment of the population, owing to
exposure to a hazardous element.
2. They are often latent claims, that is, it often takes
several years for evidence of injuries or damages
to manifest.
3. The exposure to a hazardous element often
occurs continuously over a period of several
years.
4. They involve significant loss and defense costs,
often due to complex litigation involving several parties.
5. There are often questions as to which insurance
policy or policies (if any) should provide coverage for the claims.
6. There is widespread public awareness of the
various causes of mass tort claims, often due to
publicity created by the plaintiffs’ attorneys.
7. The resolution of mass tort claims may involve
government intervention.
Examples of hazardous elements that have caused
mass tort claims include asbestos, environmental pollution, construction defects, pharmaceuticals, medical
products, chemicals and solvents, and tobacco.
Asbestos has been an insurance issue for over
30 years. Several issues have contributed to make
asbestos the most costly and lingering mass tort:
1. There are proven medical links between exposure
to asbestos fibers and several diseases, such as
pleural plaques, mesothelioma, and asbestosis.
2. Plaintiffs’ attorneys and unions have been extensively involved in the claims-reporting process.
3. Court interpretations of insurance coverage have
allowed for collections on many policies across
several accident years. The majority of insurance coverage for asbestos claims was provided
under the products liability portion of commercial general liability (CGL) policies. Owing to
the presence of aggregate limits on this coverage, the limits of many CGL policies have
been exhausted, which in turn has driven several
asbestos manufacturers into bankruptcy.

4. Significant punitive damages have been awarded
in the past.
5. While it had appeared that new filings of asbestos
litigation for bodily injury claims were on the
decline, there has been a new surge in asbestos
litigation in recent years. Contractors and installers of asbestos-containing material are now
being sued for damages, which has led them to
seek insurance recoveries under the premises and
operations portion of their CGL policies.
The primary geographical area of exposure for
environmental and pollution liabilities is the United
States. It is important to note that US liabilities
for pollution exposures were created by government
legislation, not by the tort law system [1]. The Superfund legislation created large cleanup or remediation
expenses that were spread among many responsible
parties. The majority of environmental claims are
associated with exposures from the decades of the
1960s and 1970s, with the remainder being mostly
related to exposures from the 1980s. Insurance companies never intended the premises and operations
portion of the CGL policies they wrote to provide
coverage for the remediation of pollution sites, but
courts have interpreted ambiguous policy language in
various ways to create coverage. A standard absolutepollution exclusion was added to CGL policies in
1986. The exclusion has been successful in limiting
insurers’ pollution exposure for policy years 1986 and
for subsequent years.
Construction defect claims are also primarily a US
mass tort exposure. They have been most prevalent in
California, but they are now also spreading to other
states. California is the primary area of exposure due
to the use of unskilled labor in the building boom
that started in the late 1970s, due to the application of the continuous trigger theory of exposure by
the California courts, and due to the relatively long
statute of limitations for latent claims in the state.
The other states that have been targeted by plaintiffs’
attorneys have also had explosive population growth
and a large amount of new construction. It is easy
to identify and evaluate the property damage associated with construction defects, but court decisions
have created coverage for faulty workmanship where
insurers did not intend coverage to be provided. A
new phenomenon in the construction defect arena
that has led to insurance companies paying additional
defense costs is owing to a court decision involving
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subcontractors listing general contractors as an additional insured on their policies [6].
Several other classes of mass tort exposures
have been touted as potential future issues for the
insurance industry. These include pharmaceuticals
(an example is heart-valve disease caused by the
use of ‘Phen-Fen’), medical products (examples
include allergies caused by latex, the Dalkon
Shield, silicone breast implants, and blood products
contaminated with HIV), chemicals and solvents
(examples include polychlorinated biphenyls (PCBs)
and soil and groundwater contamination caused
by methyl tertiary-butyl ether (MTBE)), toxic
mold, lead paint, sick building syndrome (SBS),
reactive airways dysfunction syndrome (RADS),
electromagnetic fields (EMF), noise-induced hearing
loss (NIHL), and tobacco.
There are several factors that complicate performing an actuarial reserving analysis (see Reserving in
Non-life Insurance) of mass tort liabilities. The primary issue is the latency period of mass tort claims,
which creates a long lag between when the exposure
occurs and when claims are reported and also limits
the amount of historical data that is available for use
as the basis of projections. Other complicating issues
include the varying insurance coverage interpretations by the courts, the application of various theories
of how insurance coverage is triggered, the absence
of aggregate limits under the premises and operations
portion of CGL policies, the recent phenomenon of
nuisance claims (i.e. claims filed by people who were
exposed but have not exhibited symptoms), the possibility of class action settlements, the failure of certain
policy exclusions to prevent insurance coverage from
being accessed, the numerous bankruptcy filings of
asbestos manufacturers (which lead creative plaintiffs’ attorneys to seek out other parties to sue for
damages), and the unavailability of reinsurance coverage depending on varying definitions of what constitutes an occurrence.
Standard actuarial approaches, such as loss development methods, do not work well when applied to
mass tort data owing to many of these complicating
factors. In particular, the application of the continuous trigger theory of exposure will lead to claims
attaching to many policies and several accident years
simultaneously; this makes traditional triangular analysis on an accident year basis extremely difficult, if
not impossible. There are two general types of actuarial analyses that can be applied to mass tort liabilities.

The first category is benchmarking analysis, and the
second category is modeling analysis.
Common types of benchmarking analysis include
the following:
1. Survival ratio. It is also known as multiple of
current payments [2]. A survival ratio is a ratio of
total reserves (including case reserves and incurred
but not reported (IBNR) reserves) to the average
annual payments associated with those reserves. The
ratio represents the number of years of level payments funded by the current reserve. The survival
ratio statistic was first published by AM Best and
has been used to compare the relative adequacy of
asbestos and environmental reserves between various
insurance companies.
2. Market share analysis. This type of analysis assumes that an individual insurer will share in the ultimate losses of the industry in proportion to its share
of the entire market [2].
3. IBNR to case reserve ratios. This ratio is calculated
by dividing IBNR by case reserves. This statistic
is useful when comparing the relative adequacy of
reserves between various insurance companies.
4. Aggregate development analysis. This is also
known as paid and incurred completion factors.
By dividing an estimate of consolidated industry
ultimate losses for all accident years by the
consolidated industry’s cumulative paid (or incurred)
losses for all accident years, one can calculate an
implied paid (or incurred) completion (or aggregate
development) factor. These factors can then be
applied to the cumulative paid (or incurred) losses
of an individual insurer to project ultimate losses
specific to that company [2].
5. Frequency times severity approach. This method
involves developing separate estimates of claim counts and claim severity (average costs per claim). The
assumed claim severities can be based upon industry
benchmark information.
Common types of modeling analysis include the
following:
1. Curve fitting to cumulative calendar year paid (or
incurred) loss data. This method attempts to determine the incremental paid (or incurred) losses in
each future calendar year by adjusting the ultimate
loss estimate to maximize the goodness-of-fit to the
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historical observed calendar year losses. Many cumulative loss distributions, such as the exponential,
gamma, and Weibull distributions (see Continuous
Parametric Distributions), can be utilized in this
approach [7].
2. Ground-up studies. These studies use the entire
population exposed to the hazardous element as
a starting point. An individual insurance company
can then determine what portion of their historical
book of business overlaps with the exposed population. This approach is the most technically complex
method, and it requires a large number of assumptions. Additional refinements to a ground-up study
could involve making different sets of assumptions
for different classes of insureds.
Several approaches have been taken by insurers
to try to reduce their exposure to mass torts. These
include the absolute-pollution exclusion, policy buybacks, more extensive requirements for documentation of injuries or damages, attempts to maximize
reinsurance recoveries, and negotiated settlements.
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Proposed tort reform could have a large impact on
the ultimate resolution of mass tort claims.
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KELLY CUSICK & JONATHAN ANKNEY

Maturity Guarantees
Working Party
The Report of the Maturity Guarantees Working
Party [5] was published in 1980. It was one of
the most influential papers ever to be published in
an actuarial journal, introducing reserving methods
based on probabilistic models of assets and liabilities, which would reappear many years later under
names such as ‘Value at Risk’.
In the United Kingdom, premiums paid for life
assurance (see Life Insurance) policies used to
attract considerable tax relief. In the 1950s, certain
managers of Unit Trusts realized that, if they set up
a life office and wrote a regular savings plan as if it
were a life assurance policy, the monthly premiums
would get tax relief. So, unit-linked life assurance
(see Unit-linked Business) products based on the
prices of units invested in ordinary shares, first developed in the United States, were introduced in the
United Kingdom.
At that time it was natural to write a life insurance
policy with a fixed sum assured, and since share
prices had gone up considerably during the 1950s and
1960s it appeared to the designers of these policies
that a guaranteed sum assured (see Options and
Guarantees in Life Insurance) would be attractive
to customers, and of insignificant cost to the insurer.
So, guarantees on maturity, often of a return of
premiums, were introduced with comparable benefits
on earlier death.
Share prices in the United Kingdom reached a
peak in 1972, and then fell by some 70% from that
peak to a low point at the end of 1974. Fortunately for
the life insurers who had written such policies, few
policies matured at that time, so the costs, if any,
of the maturity guarantee, were small. However, the
event attracted the attention of some actuaries.
In about 1974, Sidney Benjamin wrote a paper that
was discussed, in camera, at the Institute of Actuaries. In it he had simulated the results of investing
in shares over various periods, with the share price
performance replicated as random drawings from the
actual experience of shares over a period from about
1919 to 1970, as shown by the De Zoete & Bevan
Equity Index. He showed that the potential cost of
guarantees was considerable, and the probability of
a claim was far from negligible. Benjamin’s original

paper was not made public but a revised version was
published in 1976 [1].
The question attracted the attention of other actuaries, and a number of published papers followed,
by David Wilkie [7, 8], Brian Corby [4] and William
Scott [6], and Wilkie [8].
In August 1977, a Maturity Guarantees Working Party (MGWP) was set up by the Institute of
Actuaries and the Faculty of Actuaries jointly, with
Alan Ford as Chairman, and the following members:
Sidney Benjamin, Robin Gillespie, David Hager,
David Loades, Ben Rowe, John Ryan, Phil Smith and
David Wilkie. The MGWP met frequently, having
32 meetings of 3 hours or so each over a period of
about 2 years.
The first question for the MGWP was to decide on
a suitable model to represent share price movements.
The Efficient Market Hypothesis and its concomitant
model, the random walk, was achieving publicity,
and it seemed the natural first model to consider.
Nevertheless, some members of the MGWP felt that
if the course of share prices had been a random walk,
it had been an unusually straight one.
Time series modeling in statistics had received
a significant boost with the publication of a seminal work on time series analysis by Box & Jenkins [2], and the MGWP commissioned Ed Godolphin
of Royal Holloway College of the University of
London to carry out some research, using the most
advanced time series modeling techniques. His report
formed Appendix C of the MGWP’s report. In it, he
suggested a seventh order autoregressive model, an
ARIMA (7,1,0) one, for the annual returns on shares.
A model extending over such a long past period
seemed unattractive to some members of the MGWP,
and alternative research was carried out by Wilkie,
who investigated share prices as a decomposition
of share dividends and share dividend yields. He
developed a model for the Working Party, which
treated dividends as a random walk, and share
yields (prospective yields, that is next year’s dividend
divided by today’s price) as a first-order autoregressive model, an AR(1) one. This required fewer
parameters than Godolphin’s model, fitted the facts
just as well, and seemed more plausible. Its one problem was in the use of prospective yield, rather than
historic yield (last year’s dividend divided by today’s
price), because the prospective yield at any time was
an estimate until one year after the relevant date. The
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model was described graphically by Alistair Stalker
as ‘a drunken stagger about a random walk’.
Wilkie fitted the Working Party model to both UK
and US data, and the fact that it seemed to explain
the experience of both countries was a merit.
The MGWP then conducted many ‘Monte Carlo’
simulations by computer (see Stochastic Simulation)
to estimate the cost of maturity guarantees, investigating first, single policies, then a portfolio of policies
effected at the same time but with different maturity dates, then a series of such portfolios run over a
number of years. The principle in each case was to
calculate the reserves that would be required to meet
the cost of the guarantee with a certain probability,
such as 99 or 99.9%, what might now be called Quantile Reserves, or Value-at-Risk reserves.
The objective of the MGWP was to establish a
method of reserving that could be recommended to
life offices and supervisors for the existing policies
with maturity guarantees. It was not their remit to
recommend a system of charging for the guarantees.
Many life offices had issued such polices with no
charge, and it was now too late to calculate what
should have been charged.
During the period of the MGWP the modern
concepts of option pricing (see Derivative Securities) were becoming better known, and the analogies between a maturity guarantee and a put option
were obvious. Professor Michael Brennan, then of the
University of British Columbia, happened to be visiting the United Kingdom and was invited to explain
option pricing to the MGWP. Brennan, along with
Eduardo Schwartz, had shown in [3] how a maturity guarantee on a regular premium policy could be
hedged using the Black–Scholes methodology (see
Black–Scholes Model).
Some members of the Working Party were at
that time unconvinced about the mathematics of
option pricing, which at that time was quite unfamiliar to most actuaries, while others accepted that
it was mathematically satisfactory, but that nevertheless, if all life offices that had written such
polices attempted to hedge them using the proper
Black–Scholes methodology, and if share prices then
fell, all such offices would wish to sell shares, which
would cause share prices to fall further, and vice versa
if shares rose. The dangers of portfolio insurance
were pointed out well before the crash of October
1987, which was attributed, at least in part, to such
cumulative selling.

The Report of the MGWP was presented to the
Institute of Actuaries on January 28, 1980, and to
the Faculty of Actuaries on October 20, 1980. The
principles enunciated in it were adopted by the UK
supervisors and by UK life offices. A later working
party, chaired by John Ryan, carried out a survey in
1985–1986 into how life offices had dealt with maturity guarantees. Unfortunately, its report was never
completed and never published, but its main findings
were that most life offices had stopped selling policies with maturity guarantees, that most had used the
MGWP methodology in setting up statutory reserves,
and that none had found any particular difficulty in
implementing it.
One has to wonder why the same principles were
not applied by life office actuaries to guaranteed
annuity options, which present many of the same
features.
A development that was inspired by the work done
for the MGWP was the ‘Wilkie model’, a fuller
stochastic asset model developed by Wilkie, and first
presented to the Faculty of Actuaries in 1984 [9].
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DAVID WILKIE

Maximum Likelihood
Introduction
Actuarial models typically involve some parametric
distributions. In order to implement these models, one
has to find a suitable way of obtaining the parameter
values. The maximum likelihood (ML) principle is
the most powerful way of conducting parameter estimation when a parametric model has been specified.
A likelihood function pertains to a data sample. If the
data sample is assumed to be a set of independent random realizations of a particular distribution function,
the likelihood of occurrence for this data sample is
the product of individual probabilities (or probability
densities if they exist) corresponding to each of the
data points based on the assumed parametric distribution. These individual probabilities have different
values because data points are random realizations.
They share the same parameter value(s), however,
for the data sample is a set of random draws from
the same distribution. The likelihood function of a
given data sample should be viewed as a function of
parameter(s) with the data sample being fixed. ML
estimation is an act of finding the unknown parameter(s) that obtain the highest likelihood of occurrence
for the data sample under a particular distributional
assumption. In some instances, the ML solution can
be obtained analytically. In more general cases, the
ML solution needs to be computed by a numerical
optimization method.
Although maximizing likelihood is intuitively
appealing, what are the properties of such a parameter
estimator? Statistical theory on this subject can be
dated back to Edgeworth and Fisher in the early
twentieth century. (See Chapter 28 of [11] for a
review on their works.) The analysis has been made
more rigorous later by, for example, [5, 16]. For
a more recent treatment of the theory, readers are
referred to [13].
Basically, ML estimation under reasonable conditions is asymptotically optimal in the sense that the
parameter estimator is consistent, asymptotically normally distributed with the smallest sampling error.
Consistency means that the ML estimator converges
to the true parameter value of the model if the size
of the data sample becomes increasingly large. The
parameter estimator with a proper scaling by the sample size becomes normally distributed around the true

parameter value with the smallest variance possible
when the sample size approaches infinity. Such statistical properties enshrine the ML principle, making
it a very powerful and practical tool in parameter
estimation.
ML estimation can be conducted for any assumed
parametric model. But how is one supposed to ascertain the suitability of a given model? In statistics, this
question is addressed in a form of hypothesis testing.
For a target model to be examined, one comes up with
a larger class of parametric models, nesting the target
model. The null hypothesis is that the target model
is true, whereas the alternative hypothesis is that the
target model is not true but the nesting class of models is. ML estimations under the null and alternative
hypotheses form the basis for assessing the appropriateness of the target model. There are three main
tests commonly employed in the context of ML: likelihood ratio test, Wald’s test, and Lagrange multiplier
test. Take the likelihood ratio test as an example. It
forms the ratio between the MLs under the null and
alternative hypotheses. Note that the likelihood ratio
is by definition bounded between zero and one. If the
ratio is close to one, one is inclined to accept the
target model, and otherwise, rejects the target model.
Closeness must be, of course, based on the derived
distribution for this ratio.
The assumption that the parametric form of the
true distribution function is known may be too
demanding for many applications. Without it, however, the standard asymptotic properties of the ML
estimator may not be applicable. Fortunately, the
quasi-ML principle can be used under such circumstances. Under some suitable conditions, ML estimation based on a misspecified distributional assumption
can still lead to a consistent and asymptotically normally distributed parameter estimator. The cost of
misspecification is that the estimator is no longer
asymptotically efficient. Estimation and statistical
inference based on the quasi-ML principle are sometimes referred to as robust estimation and inference. This generalization is comprehensively treated
in [17] but has its origin dated back to [1, 2, 12]. The
idea of quasi-ML significantly widens the applicability of the ML principle.
There are many circumstances under which the
assumption of having an independent, identically distributed data sample is simply not appropriate. For
example, interest rates are highly autocorrelated and
stock returns are known to have volatility clustering.
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The (quasi-) ML principle can be extended to cover
stationary, dependent data samples. Indeed, the ML
principle is applicable to many dynamic models that
are stationary time series. It can also be generalized to some specific nonstationary time series models, notably integrated or cointegrated time series by
properly scaling the relevant quantities.
In this article, we describe the ML estimation and
inference. Two examples are used to demonstrate
the workings of the ML principle. Owing to space
limitation, we provide the main results with some discussions and refer readers to other sources for further
readings. We first introduce the ML estimation and
the associated statistical properties for the independent, identically distributed data sample assuming no
misspecification of the distribution function. Our first
example deals with large medical claims and their
determining characteristics. We then introduce ML
estimation for dynamic stationary models (i.e. dependent data points) and turn to quasi-ML estimation
as a way of dealing with distributional misspecification. The US interest rates are used in our second
example to demonstrate quasi-maximum estimation
and inference for a time series model.

deal with the 
transformed function instead; that is,
ln L(X; ) = Ti=1 ln f (xi ; ). Since logarithm is a
T
monotonically increasing function, searching for 
by maximizing ln L(X; ) is equivalent to maximizing L(X; ). There is actually a more compelling
reason for taking the logarithmic transformation first.
Much of the statistical properties require applying the
law of large numbers and the central limit theorem
to a sum as opposed to a product of random variables. Logarithm transforms the likelihood function
from a product form of random variables to a sum of
transformed random variables, which makes it possible to apply these limit theorems. The derivatives of
the log-likelihood function with respect to the parameters occupy an important place in the ML theory.
The term, (∂ ln f (xi ; ))/(∂), is referred to as the
i th score function, whereas (∂ ln L(X; ))/(∂) is
the sample score function.
As noted earlier, the main attraction of ML estimation is that the resulting estimator has attractive
large sample properties. The ML estimator is consistent, asymptotically normal, and efficient under some
regularity conditions. But what are these conditions
and why? We provide a brief discussion and refer
readers to [13] for further details.

The ML Estimation and Inference
We assume for a moment that there is an independent, identically distributed (i.i.d.) data sample
X = (x1 , x2 , . . . , xT ). Further, we assume that the
sample is generated by a probability distribution
(or density) function f (x; ) where  is an ndimensional unknown parameter vector indexing the
family of probabilities (or density functions). Then,
the likelihood function is the joint distribution (or
density) function of the sample based on the parameter vector . Owing to the independence assumption, the joint distribution (or density) can be written
T as a product: L(X; ) = f (x1 , x2 . . . xT ; ) =
i=1 f (xi ; ). The ML estimate for , denoted by
 T , is the vector that maximizes the likelihood func
tion. Intuitively, this procedure amounts to picking
the parameter vector that renders the data sample
the highest likelihood of occurrence. Since the data
sample records the actual occurrences, ML estimation is appealing simply because at this particular set
of parameter values the chance of obtaining the data
sample is greatest.
The common practice is to first transform the likelihood function by a natural logarithm and then to

Asymptotic Properties
Consistency of the ML estimator is largely a consequence of the fact that the expected value of the
log-likelihood function evaluated at the true parameter vector 0 ,

E0 (ln f (x; )) = ln f (x; )f (x; 0 ) dx
(1)
is maximized at 0 . This follows from Jensen’s
inequality because logarithm is a concave function:
 



f (x; )
f (x; )
E0 ln
≤ ln E0
f (x; 0 )
f (x; 0 )

= ln f (x; ) dx = 0. (2)
If the 
law of large numbers can be applied to
(1/T ) Ti=1 ln f (xi ; ) for each , the log-likelihood
function divided by the sample size converges to the
expected value, which is known to be maximized at
the true parameter vector. Thus, we expect the ML
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 T to converge to 0 as the sample size
estimator 
increases to infinity. Note that there may be cases
when the maximum likelihood estimator is not consistent. Readers are referred to [6], p. 258 for some
examples.
Given consistency, one can concentrate on the set
of parameters in a small neighborhood of 0 . By the
Mean Value Theorem, the sample score function can
be expanded around 0 as follows:
1
T

T

i=1

T )
∂ ln f (xi ; 
∂
=

1
T
+

T

i=1

1
T

i=1

∂ 2 ln f (xi ; ) 
(T − 0 ), (3)
∂∂

 T and 0 . Note that the leftwhere  rests between 
 T is a
hand side equals 0 due to maximization. Since 
random variable, we need some regularity conditions
to ensure its convergence to 0 in a uniform sense
so that we can use 0 in place of . Rearranging the
terms gives rise to
√

 T − 0 )  − 1
T (
T

T

i=1

1
× √
T

∂ 2 ln f (xi ; 0 )
∂∂
T

i=1

To wrap things up, we need the well-known Fisher
information identity. When the likelihood function is
correctly specified and the support of the likelihood
function does not depend on , the information
identity is


∂ ln f (xi ; 0 )
I = Var
∂

 2
∂ ln f (xi ; 0 )
,
(5)
= −E
∂∂
which can be used to simplify the asymptotic distribution to
√


D
 T − 0 ) −−−→ N 0, I −1 .
T (

∂ ln f (xi ; 0 )
∂
T

3

−1

∂ ln f (xi ; 0 )
. (4)
∂

The above asymptotic√variance is the smallest possible variance for all T -consistent estimators that
have a limiting distribution for any 0 and the limiting distribution is continuous in 0 [14]. (It can
also be shown that all regular estimators in the sense
of [10] have the asymptotic variance at least as large
as I −1 . Such regularity is essentially used to rule out
pathological estimators that are superefficient only on
the set of parameter values with Lebesgue measure
0.) In this sense, the ML estimator is asymptotically
efficient.
Although the asymptotic covariance matrix is
evaluated at the true parameter value, consistency
allows us to substitute it with the ML estimate.
The information identity suggests two alternative
ways of computing the asymptotic covariance matrix.
These are

D

Let −−−→ denote convergence in distribution. Then,
if we can apply the law of large numbers to the
first term on the right-hand side and the central
limit theorem to the second term, convergence to
normality follows. (Convergence, of course, requires
some regularity conditions. Note that  is an ndimensional√vector. Thus, for instance, the covariance
 − 0 )) is an n × n matrix.):
matrix Var( T (
  2
−1
√
D
∂ ln f (xi ; 0 )

T (T − 0 ) −−−→N 0, E
∂∂


∂ ln f (xi ; 0 )
× Var
∂
  2
−1
∂ ln f (xi ; 0 )
× E
.
∂∂

I −

T )
1 ∂ 2 ln L(X; 

T
∂∂

(6)

and
I 

1
T

T

i=1

 T ) ∂ ln f (xi ; 
T )
∂ ln f (xi ; 
.
∂
∂

(7)

For this article, we will use the second way of
approximating the asymptotic covariance because it
only requires computing first derivatives.

Hypothesis Testing
Suppose that we want to know whether the data
sample can be adequately described by a model,
which is nested by a more general model. The target
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model can thus be viewed as the nested model subject
to some restrictions. The question is whether the
restrictions are binding in a statistical sense. Let c(·)
be a continuously differentiable function from R n to
R k . The null hypothesis describing the restrictions
can be expressed in general as
H0 : c() = 0k×1

(8)

where k < n. Under the null hypothesis, the parameter set has lost k degrees of freedom due to the k
restrictions, assuming there is no redundancy in the
k restrictions. Thus, there are effectively n − k free
parameters left. Three tests are commonly used for
hypothesis testing in the ML context.

test, which only needs the unrestricted parameter
estimate is useful for such cases. In some situations,
it is actually easier to obtain the restricted parameter
estimate. An example is that the restricted model is
a linear regression system whereas the unrestricted
model contains a nonlinear term. The Lagrange
multiplier test becomes useful in such cases. Both
Wald’s test and the Lagrange Multiplier (LM)
test rely on the following distributional result:
if x ∼ N (µk×1 , k×k ), then (x − µ)  −1 (x − µ) ∼
χk2 . These two tests are asymptotically equivalent to
the LR test, but they may yield different results for a
finite data sample. From here on, we let IT denote a
consistent estimator of the information matrix, I.

Wald’s Test

Likelihood Ratio (LR) Test
By definition, maximizing the likelihood function
without the restriction must yield a likelihood value
no less than the restricted maximum. However, if
the restriction is satisfied by the data, the difference
between the two likelihood values will be small. Such
an idea underlies the likelihood ratio statistic
D

LR = 2(ln LU − ln LR ) −−−→ χk2

(9)

where LU and LR are the unrestricted and restricted
maximum values of the likelihood function, respectively. Although ln LU is greater than ln LR by construction, the difference has to be large enough to
warrant a rejection of the null. The likelihood ratio
(LR) statistic turns out to have an asymptotic chisquare distribution with k degrees of freedom under
the null hypothesis, which can be used to determine
how likely it is for the LR statistic to exceed a
given value. In implementing the LR test, one should
be mindful of the presence of nuisance parameters.
A nuisance parameter is the one that is identifiable
under the alternative hypothesis but becomes nonidentifiable under the null. A suitable test with the
presence of nuisance parameters can be constructed,
and for that we refer readers to [7, 8].
Computing the likelihood ratio test statistic
requires both the restricted and unrestricted parameter
estimates. Sometimes it is harder to compute the
restricted estimate in comparison to computing
the unrestricted estimate. For instance, a linear
model becomes nonlinear with linear restrictions on
parameters. An alternative test, known as Wald’s

Wald’s test [15] requires the unrestricted ML esti (U ) . The test statistic is
mate, 
T
 ∂c(

 (U ) ) −1
T
 (U )
IT
W = Tc 
T
∂

 (U ) )
∂c(
T
∂


 D
 (U ) −−−→ χk2 .
×c 
T

 −1

(10)

 (U ) ) should be
If the null hypothesis is true, c(
T
close to the k-dimensional vector of zeros as the ML
 (U ) is consistent. A large departure from
estimator 
T
the zero vector will invalidate the null hypothesis.
Wald’s statistic can be interpreted as a weighted
 (U ) ) with the weights determined by the
norm of c(
T
 (U ) ).
variability of c(
T
This asymptotic distribution follows from the fact
 (U ) induces asymptotic
that asymptotic normality of 
T
 (U ) ), which is in turn a result of the
normality of c(
T
first-order Taylor expansion. In other words,

√  (U )  ∂c(0 ) √  (U )

 − 0
Tc 
T 

T
T
∂



D
∂c(0 ) −1 ∂c(0 ) 
−−−→ N 0,
I
∂
∂
(11)

Lagrange Multiplier (LM) Test
The Lagrange multiplier statistic requires the restric (R) . The test is based on the notion
ted ML estimate, 
T
that if the null hypothesis is valid, the restricted
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parameter estimate will also maximize the unrestricted likelihood function. As a result, the sample
score function (corresponding to the unrestricted likelihood) evaluated at the restricted parameter estimate
should be close to the n-dimensional vector of zeros.
A significant deviation from the zero vector invalidates the null hypothesis. The LM test statistic is
1
LM =
T

 (R) )
∂ ln LU (
T
∂



 (R) )
∂ ln LU (
T
(12)
∼ χk2 .
∂
The distribution result follows
from applying the
√
 (R) )/∂.
central limit theorem to (1/ T )∂ ln LU (
T

Table 1 Estimation results for large medical
claims example

Constant
Is410
Is411
Is296
Is715
Age
IsMale
σ2

OLS

ML

10.72
−0.0784
−0.038
−0.22
−0.3
0.0016
−0.013
0.1748

10.29(0.0539)
−0.16(0.0233)
−0.076(0.0265)
−0.6(0.0382)
−0.85(0.0397)
0.0042(0.0008)
−0.038(0.0194)
0.4204(0.0106)

× IT−1

Example: A Study of Large Medical Claims
To illustrate the ML estimation and testing techniques, we use the data from the 1991 Society of
Actuaries large claims study. The data sample consists of medical claims larger than $25 000 with different characteristics of the claimant and the medical
diagnosis. Out of hundreds of different diagnoses in
the original database, we select, for simplicity, the
cases with the five most frequent ones. The resulting sample has 12 745 observations, with an average
claim size of $49 865. We examine how the claim size
depends on age and gender of the claimant as well as
the nature of diagnosis. The set of explanatory variables consists of age, gender, and five diagnoses. We
restrict the analysis to five diagnoses, represented by
the ICD-9 codes (for instance, Is414 is the dummy
variable for the ICD-9 code 414). Because a constant
term is included in the regression, only four diagnosis
dummies are used as the explanatory variables with
the fifth being essentially the regression constant.
(The fifth diagnosis, which is not directly given in
Table 1 later has the ICD-9 code of 414.) As opposed
to relying solely on the nature of diagnosis, a multivariate approach can disentangle the effects of age
and gender from the effect arising from the nature of
diagnosis.
For simplicity, we assume a linear relationship
between the logarithmic claim size yi and the set of
explanatory variables xi . The noise term is assumed
to be normally distributed. The model is
yi = β  xi + εi
εi ∼ N (0, σ 2 ).

(13)

For linear models with normally distributed noise,
it is well known that the ML estimate is equivalent
to the ordinary least square (OLS) estimate. It is thus
tempting to estimate β by the OLS method. However,
we should note that the data sample only contains the
truncated observations. Each observation corresponds
to a claim size over $25 000. This truncation thus
changes the relevant density function to
f (yi |xi , yi > ln 25 000)
=

(1/σ )φ((yi − β  xi )/σ )
,
1 − ((ln 25 000 − β  xi )/σ )

(14)

where φ and
are the standard normal pdf and
cdf, respectively. Truncation has in effect turned the
original linear model into a nonlinear one, making
OLS unsuitable for the data sample.
We can perform ML estimation, however. The loglikelihood for the data sample is
ln L = −

1
T ln 2π
− T ln σ −
2
2σ 2
T

−
i=1


ln 1 −



T

(yi − β  xi )2
i=1

ln 25 000 − β  xi
σ


, (15)

where T = 12 745. The unknown parameters are β
and σ . The ML estimates cannot be solved analytically. Numerical optimization can be carried out to
obtain the ML estimates. For this problem, we use the
MATLAB optimization facility to perform the calculations. (One should be mindful of a weakness of
gradient-based optimization methods, typically used
in softwares like MATLAB. Gradient-based methods
can settle at a local optimum even though the global
optimum is the real objective. In order to be reasonably certain that the global optimum has been
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obtained, one could try several sets of initial parameter values.) For computing the asymptotic covariance
matrix, the cross product of individual score functions
is used.
Table 1 reports the ML estimation results with
standard errors in parentheses. To demonstrate the
effect of inappropriately applying OLS to the current
data sample, we also present the OLS estimation
results. Although OLS estimation does not alter the
sign of any parameter estimate, the magnitude has
been affected significantly. After controlling for the
effect of diagnosis, the older a person gets, the larger
is the expected claim size. This age effect is highly
significant, judging by the standard error. The result
also indicates that a male patient incurs a lower claim
than a female patient, keeping other things equal.
The gender effect is also significant by the usual
criterion albeit it is not as significant as the age
effect. We can infer the effect of diagnosis on claim
size by looking at the coefficients on the diagnosis
dummies. These coefficients provide us with the
expected differences over the claim size corresponding to the ICD-9 code of 414. For instance, because
the dependent variable is logarithmic claim size, the
coefficient −0.3 of Is715 means that one can expect
an osteoarthrosis case (code 715) to have roughly
30% lower claim size than the case of ischemic
heart disease (code 414) after controlling for other
factors.
We can also examine the joint effect of age and
gender or any other combinations. The null hypothesis for detecting the joint effect of age and gender can be formulated by setting both coefficients
(corresponding to age and gender) to zero. Three
test statistics described earlier can be calculated for
this hypothesis. The unrestricted and restricted loglikelihood values are −4587.7 and −4601.3, respectively. The LR test statistic thus equals 27.2. Since
there are two restrictions, the relevant Chi-square
distribution has two degrees of freedom. The 99%
quantile of this distribution is 9.21. The LR test
statistic clearly rejects the null hypothesis because
the chance for this value to occur under the null
hypothesis is less than 1%. Similarly, we have
computed Wald’s and LM test statistics to obtain
W = 30.21 and LM = 24.25, and in both cases
we reject the null hypothesis using the same cutoff value of 9.21. Thus, we can conclude that age
and gender together significantly affect the medical
claim size.

Time Series Models and the Quasi-ML
Principle
In many applications, the i.i.d. assumption is simply
not suitable. The asymptotic results discussed in the
preceding section are largely intact when the i.i.d.
assumption is discarded. For a model with a dynamic
structure linking a data point to the preceding data
points in the data series, the log-likelihood function
can be written as a sum of individual logarithmic conditional distribution (or density) functions. Consistency can be established by applying the law of large
numbers under some mixing conditions. (Mixing is
a way of describing the degree of dependence in a
time series. Mixing conditions are typically needed to
determine how fast the variables in a time series lose
their dependence when they become further apart.)
Because of consistency, the sample score function
can be viewed as a vector martingale and the limiting distribution of the ML estimator follows from
the martingale central limit theorem. This is the case
because each increment is a vector of derivatives of
the logarithmic conditional distribution (or density)
with respect to the parameters, whose expected value
evaluated at the true parameter vector equals a vector of zeros. In short, the same asymptotic results are
available for dependent data samples as long as the
regularity conditions are met. The intuitive reasons
for the asymptotic results are basically the same. We
refer readers to [18] for technical details.
So far, we assume that the parametric form of
distribution is correctly specified. If there is a misspecification, the likelihood function being maximized differs from the true distribution function that
generates the data sample. The asymptotic results
discussed in the preceding section are no longer
valid. To what extent those results can be retained
when there is a misspecification is the focus of
the quasi-ML (QML) theory. Reference [17] provides a comprehensive treatment of the QML theory under the i.i.d. assumption. A generalization
to the time series models is available in [3]. Basically, the QML estimator can still be consistent for
some parameters of the model with a misspecified
distribution; for example, mean and variance parameters for location-scale models by using a potentially
misspecified normality assumption. Moreover, the
QML estimator has an asymptotic normal distribution
even though efficiency is lost. In the i.i.d. case [9],
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presents conditions restricting the type of misspecified likelihood functions by which consistency for
the QML estimators of the first two moments can be
ensured.

neighborhood of ∗ to obtain the following:
√

 T − ∗ )  −
T (

1
T

T

i=1

1
× √
T

Asymptotic Properties of QML

∂ 2 ln fi (xi+1 ; ∗ )
∂∂
T

i=1

−1

∂ ln fi (xi+1 ; ∗ )
.
∂
(16)

Suppose that the conditional distribution of xi+1 ,
conditioning on information available at i, is
described by the density function gi (xi+1 ) but
we have used the misspecified density function
fi (xi+1 ; ). Let ∗ minimize the Kullback–Leibler
number, Eg (ln(gi (x(i+1) )/fi (x(i+1) ; ))) where Eg (·)
denotes the expectation taken with respect to
g. In other words, ∗ yields the best misspecified model within the
 class. By the law
of large numbers, (1/T ) Ti=1 ln fi (xi+1 ; ) conT
verges to Eg (ln fi (xi+1 ; )). The QML estimator 

that maximizes (1/T ) Ti=1 ln fi (xi+1 ; ) also min
imizes (1/T ) Ti=1 ln(gi (x(i+1) )/fi (x(i+1) ; )), but
this quantity converges to Eg (ln(gi (x(i+1) )/
 T converges to ∗ . This
fi (x(i+1) ; ))). Naturally, 
is a different kind of consistency, however. Consistency in ML estimation implies that the ML estimator
goes to the true parameter vector as the sample size
increases. In contrast, the QML estimator only converges to the parameter that gives rise to the best
misspecified model. For some parameters of interest, the QML estimates may actually converge to
the true values. The location-scale model is such a
case. Let location (mean) and scale (standard deviation) parameters be denoted by µ and σ , but the
true distribution function for (xi − µ)/σ is unknown.
The QML estimates by assuming
normality are µ̂T =

2
T
 
(1/T ) i=1 xi and σ̂T = (1/T ) Ti=1 xi − µ̂T .
Since µ̂T and σ̂T converge to the true location and
scale parameters by the standard limiting argument,
these two specific QML estimates have the desirable
consistency for they approach the true parameter values. By [3], this result can be generalized to dynamic
location-scale models with conditional normal distribution. In fact, all parameters in the conditional
location and scale equations can be consistently estimated by the QML method.
For the asymptotic distribution, we can again
apply the Mean Value Theorem to a small

By the martingale central limit theorem,
√

  2
∗ −1
D
 T −∗ ) −−−→N 0, E ∂ ln fi (xi+1 ;  )
T (
∂∂


∂ ln fi (xi+1 ; ∗ )
× Var
∂
  2
−1
∂ ln fi (xi+1 ; ∗ )
× E
.
∂∂

Unlike the previous case, the asymptotic covariance
matrix cannot be simplified further because the information identity only holds under a correctly specified
distribution. Although the QML estimator still possesses asymptotic normality, it is not as efficient as
the ML estimator because it does not attain the lower
bound for regular estimators discussed earlier.
For hypothesis testing, we use the robustified
Wald and LM statistics to test the restrictions on
the parameters that can be consistently estimated.
This again follows from asymptotic normality for
the QML estimator as well as for the sample score
function. The weighting matrix in either case must
be adjusted to reflect the fact that the information identity is no longer applicable under QML
estimation. These test statistics continue to be chisquare distributed with degrees of freedom equal to
the number of restrictions. It should be noted that
the LR statistic under QML is not chi-square distributed because the negative of the Hessian matrix
no longer approximates the asymptotic covariance
matrix. The LR statistic amounts to a sum of squared,
normally distributed random variables with mean
0 but variance not equal to 1. The proper cutoff value must be determined by simulation in
this case.
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Example: Estimating a Time Series Model for the
US Interest Rate
To demonstrate QML estimation for a dependent
data sample, we apply a model in [4] to US shortterm interest rates. The data sample consists of 909
weekly observations of the 3-month US Treasury
bill yields during the period from February 9, 1973
to July 6, 1990. Rates are annualized and stated
in percentage; for example, 3.5 means 3.5% per
annum. The model has been set up to capture two
stylized empirical facts about the volatility of shortterm interest rates. The first is volatility clustering,
meaning that calm (volatile) periods are clustered
together. This phenomenon is reflected by adopting
a GARCH(1, 1) model under which past volatility
and innovation solely determines the volatility for the
next period. The second is the level effect. When the
interest rate is high (low), volatility tends to be high
(low). A function of interest rate is directly added to
the GARCH volatility equation to accommodate the
level effect. The specific interest rate model is
rt = a + brt−1 + σt εt
2
2
2
σt2 = β0 + β1 σt−1
+ β2 σt−1
εt−1
+ β3

r

t−1

(17)
2γ

10
(18)

εt ∼ D(0, 1),
where D(0, 1) denotes some distribution function
with mean 0 and variance 1.
We use conditional normality to construct the loglikelihood function. Since the true distribution is
unknown, we are using QML estimation. The loglikelihood function is
ln L = −

(T − 1) ln(2π)
− (T − 1) ln σt
2
T

−
t=2

(rt − a − (1 + b)rt−1 )2
.
2σt2

Table 2

a
b
β0
β1
β2
β3
γ

Parameter
estimate

Standard
error

Robust standard
error

0.0084
−0.0002
0.0017
0.668
0.323
0.0046
3.5

0.0224
0.0032
0.0003
0.0216
0.0256
0.0017
0.6916

0.0243
0.0036
0.0008
0.0935
0.1371
0.0028
0.6724

conditional distribution, the robustified standard error
should be used instead.
The results are presented in Table 2. The robust
standard errors are greater for all except one. The
asymptotic result suggests that the robust standard
error should be larger for an infinitely large sample
because QML estimation loses efficiency. With 909
data points, the predication by the asymptotic theory
has pretty much materialized.
The estimates for a and b are insignificant from
0. Insignificant estimate for parameter b is consistent with the typical finding that interest rates are
close to being integrated, meaning that the estimated autocorrelation coefficient is about 1. The
GARCH effect is clearly present as indicated by significant β1 and β2 . The level of interest rate also
seems to have an effect on volatility, and indeed a
higher (lower) interest rate leads to a higher (lower)
volatility.
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Model Office
Balance sheets require values to be placed on a
company’s assets and liabilities. If the company is a
life insurer, this means that the entire future working
out of the in-force business has to be compressed
into a pair of numbers. For the liabilities, this is
achieved by the use of expected present values; for
the assets, by using their market values, book values
or otherwise.
Reducing the liability to a single figure, however
necessary for presentation in the balance sheet, conceals a great deal about how the fund might evolve in
future, especially under changing conditions, such as
expanding new business, falling mortality, or rising
or falling returns on the assets. These features can be
studied using a model office, in which the business is
projected into the future under suitable financial and
demographic assumptions, and the reserves, assets,
revenues, and surpluses emerging each year can be
followed.
Possibly the first such model office was constructed by Manly in 1869 [11], in order to study
the effects of different mortality tables and reserving
methods on reserves and surplus. The name ‘model
office’ seems to have been coined by Valentine who
in 1875 [13] updated Manly’s model, remarking:
‘Those who are familiar with Mr Manly’s essay will
remember that he constructed a table, which may be
said to represent a model office, showing assumed
amounts of policies taken out at various ages and
remaining in force at the end of stated periods, and
that, having done so, he formed a second table giving
the reserves, in the case of such a model office, at
different stages in its career, according to various
data’.

This still stands as a good description of a model
office. King continued the development, with Model
Office No.1 in 1877 [5] and Model Office No.2 in
1903 [6]. The common feature of all these investigations is that they allowed empirical research into
important questions of solvency and capital adequacy
(to use modern expressions) that were intractable
by any other means. Another feature that recurs
in modern model offices was their use of representative policies, that we would now call ‘model
points’.
Thereafter, until the era of computers, the model
office was an accepted, if infrequently used, device,

an example being the model offices used by Haynes
& Kirton in 1953 [4] in their pioneering work on
cash-flow matching.
With the advent of electronic computers, the
heroic calculations of Manly et al. could be extended
with relative ease, in particular, from models of
offices in a steady state to models of offices in
a changing environment (called static and dynamic
models, respectively, by Ward [14]). Much of the
pioneering work was done by Australian actuaries,
beginning with Lane & Ward in 1961 [7]. The ensuing period was one in which British and Australian
insurers were moving away from the traditional
model of conservative investments and reversionary bonuses, and were investing in ‘appreciating
assets’ [2] and introducing terminal bonuses, and
model offices gave valuable insights into the dynamics of these innovations. In particular, Ward [15], discovered empirically that an office that used a terminal
bonus system could, in theory, use the policyholders’
own asset shares to finance expansion at a rate greater
than the rate of return on their assets, though at the
expense of stripping away its estate. Further developments were led by the Faculty of Actuaries Bonus
and Valuation Research Group [1, 3], and Solvency
Working Party [8], in particular, introducing stochastic asset models. By the mid-1990s, the model office
had become not only an accepted research tool, but
one that was needed for Dynamic Financial Analysis
(see Dynamic Financial Modeling of an Insurance
Enterprise; DFA – Dynamic Financial Analysis),
and in order to apply stochastic asset models to life
insurance problems. A feature of stochastic model
offices is the need to model management decisions in
response to events, particularly asset allocation and
bonus declarations, described in [12] as the ‘computerized actuary’.
A number of papers have described the methodology of model offices, for example [9–12], and many
of the papers in Volume 2 of the Transactions of
the 19th International Congress of Actuaries in Oslo,
whose theme was ‘methods for forecasting the development of an insurance company during the next ten
years’.
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Mortality Laws

De Moivre (1725) [7] used a 1-parameter formula:
1
; equivalent to
ω−x

x
(1)
x p0 = 1 −
ω
De Moivre used age 86 for ω.
Lambert (1776) [17] used a 4-parameter formula:


 x
x
a−x 2
− b e− c − e− d
(2)
x p0 =
x
µx =

Mathematical Formulae
From the time of De Moivre (1725), suggestions have
been made as to the law of mortality as a mathematical formula, of which the most famous is perhaps that of Gompertz (1825). Since John Graunt
(1620–1674) life tables had been constructed empirically. These life tables represented mortality over
the whole human lifespan, and it was natural to
ask if the mathematical functions defined by the life
table could be described by simple laws, as had been
so successfully achieved in natural philosophy. The
choice of function that should be described by a
law of mortality (a mathematical formula depending
on age) has varied, as different authors have considered µx , qx , or mx (see International Actuarial
Notation) (or something else) to be most suitable; in
modern terminology we would model the parameter
that is most natural to estimate, given the underlying
probabilistic model for the data.
It should be noted that, since qx and mx are
all µ 1 to first order, it makes little difference
x+

2

at younger ages whether the formula is used to
represent the functions µx , qx , or mx (see below for
advanced ages).
Since laws of mortality are attempts to summarize
empirical observations, they have been intimately
linked with the statistical techniques of analyzing
mortality data, and, nowadays, would be described as
parametric forms for quantities appearing in statistical
models. In some cases, these models may have a
physiological basis and may attempt to model the
ageing process.
A typical modern pattern of mortality can be
divided into three periods. The first period is the
mortality of infants, namely, a rapid decrease of
mortality during the first few years of life. The
second period contains the so-called ‘accident hump’
where the deaths are mainly due to accidents, for
example, in cars or motor bicycles. The third period
is the almost geometric increase of mortality with age
(the rate of increase slowing down after age 80) –
senescent mortality.
We will now describe the most important laws of
mortality that have been proposed and their features.

Babbage (1823) [2] used a 2-parameter formula,
assuming that x p0 was quadratic (rather than linear,
as De Moivre had assumed)
x p0

= 1 − bx − ax 2 ,

(3)

for suitable values of a, b, c, see [1].
(First) Gompertz (1825) [11] used a 2-parameter
formula:
µx = Bcx
or equivalently
µx = eα1 +α2 x ;

x p0

= e−k(c

x

−1)

(4)

The important conclusion of Gompertz was that the
force of mortality (practically the same as the rate
of mortality for one-half of a year less except for
high ages) increased in geometric progression with
age. This simple law has proved to be a remarkably
good model in different populations and in different
epochs, and many subsequent laws are modifications
of it, to account for known deviations at very young
or very old ages, or for particular features.
Young (1826) proposed a very complex mathematical expression involving x 40 [1, 35].
Littrow (1832) [19] used a polynomial of degree
higher than 2 (as an extension of Babbage).
Moser (1839) [23] used a 5-parameter formula of
the form:
1

x p0

9

= 1 − ax 4 + bx 4 − cx

17
4

− dx

25
4

+ ex

33
4

(5)
where the values (a, b, c, d, e) for Brune’s Tables,
used by the celebrated C. F. Gauss for the Widows’
Fund at Göttingen University are given in [23].
Second Gompertz (1860) [12] was a 10-parameter
formula:
x

ln lx = −bcx + ghx − xdf x − j k m

(x−n)

(6)
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This was intended to represent mortality over the
whole span of life, which was not adequately described by the first Gompertz law. Note that the derivative of the function ln l(x) is equivalent to the force
of mortality µx . This formula seemed to have been in
advance of its time but was too complex for normal
practical use.
Third Gompertz (1862) [13] was a version of the
second Gompertz formula above.
First Makeham (1867) [20] was a 3-parameter
formula:
µx = A + Bcx
or equivalently
µx = α1 + eα2 +α3 x ; x p0 = e−k(bx+c

x

−1)

(7)

This extended the first Gompertz law simply by
including a term independent of age, representing
nonsenescent deaths, for example, from accidents.
Double Geometric (unknown author) [16, 18, 24]
was a 5-parameter formula:
µx = A + Bcx + Mnx

(8)

Oppermann (1870) [25] proposed a 3-parameter
formula:
1

1

µx = ax − 2 + b + cx 3 ,

(9)

which only applies for young ages, x ≤ 20.
Thiele (1871) [31] proposed a 7-parameter formula:
µx = Ae−Bx + Ce−D(x−E) + F Gx ,
2

(10)

which covers the whole span of life. Each term in this
formula represents one of the recognizable features
of human mortality mentioned above. The first term
represents infant mortality, declining steeply after
birth; the second term represents the ‘accident hump’;
the third term is the Gompertz law appropriate at
older ages.
Second Makeham (1890) [21] was a 4-parameter
formula:
µx = A + H x + Bcx

µx =

A + Bcx
1 + Dcx

2

+cx −1)

(11)

(PER1)

(12)

PER1 is the logistic curve, equivalently expressed
GH x
as µx = A + 1+KGH
x (see HP3 below). Perks (1932)
[26] also proposed a 5-parameter formula:
µx =

A + Bcx
+ 1 + Dcx

Kc−x

(PER2)

(13)

The effect of the denominators is to flatten out the
exponential increase of the Gompertz term in the
numerator, noticeable at ages above about 80, which
is now a well-established feature of the mortality.
PER1 results, if each member of a population has
mortality that follows Makeham’s Law µx = A +
Bcx but B, which is fixed for an individual member of the population, follows a gamma distribution
(see Continuous Parametric Distributions) for the
population as a whole. PER1 was used in the graduation of the table of annuitant lives in the United
Kingdom known as a (55).
Weibull (1951) [33] proposed a 2-parameter
formula:
 B+1 
µx = Ax B ;

x p0

=e

−A

x
B+1

(14)

The English Life Tables (ELT) 11 and 12 [27]
(deaths 1950–1952 and 1960–1962) were graduated
using a 7-parameter curve


b
2
∼
mx = µ 1 = a + ce−β(x−x2 ) +
−α(x−x1 )
x+
1
+
e
2
(15)
This mathematical formula was used for English Life
Tables 11 and 12 for an age range above a certain
age; in the case of ELT12 from age 27 upwards.
The method of splines was used for ELT13 and
14 [8, 22].
Beard (1971) [3, 5] proposed a 5-parameter formula:
qx = A +

or equivalently
µx = α1 + α2 x + eα3 +α4 x ; x p0 = e−k(bx+dx

Perks (1932) [26] proposed a 4-parameter formula
(this is known as the logistic curve):-

Ec−2x

Bcx
+ 1 + Dcx

(16)

This formula was used to graduate the table of
assured lives known as A1949–52 in the United
Kingdom.
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Barnett (1974) [4] proposed a 4-parameter formula:
f (x)
qx =
1 + f (x)

Third Heligman–Pollard – HP3 – (1980) [14] was a
9-parameter formula:

where

GH x
(HP3)
(22)
1 + KGH x
which covers the whole span of life. As an example,
the Figure 1 shows the published rates of mortality qx
of the English Life Tables No. 15 (Males) (ELT15M)
from ages 0 to 109 (this represents the mortality
in England and Wales in 1990–1992). ELT15 was
graduated by splines, but we can see that the third
Heligman–Pollard law gives a very close fit, called
ELM15M(Formula) on the figure below. The parameters A∗ 103 ,B ∗ 103 ,C ∗ 102 ,D ∗ 104 , E, F, G∗ 105 , H, K
are 0.59340, 10.536, 9.5294, 6.3492, 8.9761, 21.328,
2.6091, 1.1101, 1.4243. This has K = 1.4243 givGH x
ing, at higher ages, qx = 1+1.4243GH
x (a Perks/logistic
curve with the constant term being zero) and an
asymptotic value of 0.7.
Fourth Heligman–Pollard – HP4 – (1980) [14]
was a 9-parameter formula:

f (x) = A − H x + Bc

x

(17)

This formula was used in the United Kingdom to graduate the experience of insured lives over the period
1967–1970, and this table is known as A 1967–70.
Wilkie (1976) [6, 34] proposed a family, incorporating as many parameters as are significant
qx =

f (x)
1 + f (x)

where

s

f (x) = exp

αi x i−1

(18)

i=1

graduated ages.
First and Second Heligman–Pollard – HP1 and
HP2 – (1980) [14] are two 8-parameter formulae that
cover the whole span of life:
f (x)
qx =
1 + f (x)

C

+ GH x

loge

x
F

2

(HP1)
C

qx = g(x) = A(x+B) +
GH x
+
1 + GH x

qx =

x
De−E loge F

(HP2)

x
F

2

+

(x+B)C

qx = A

+ De

−E loge

x
F

2

k

GH x
+
1 + GH x k

(HP4)

r

µx = GM r,s (x) where GMr,s (x) =
+e

(20)

r+s
i=r+1

αi x i−1
i=1

αi x

i−r−1

(FMW1)

(24)

r,s

g(x)
where at higher ages
1 + g(x)
GH x
1 + 2GH x

loge

(19)
2

Because the first two terms are very small at higher
ages, HP1 and HP2 are practically the same. At
GH x
higher ages both are qx = 1+GH
x . The three terms in
the formula describe infant mortality (high mortality
in the first few years of life, particularly the first year
of life), the accident hump (centered around age 20),
and senescent mortality, as did Thiele’s law over a
100 years ago.
A variation is qx =

C

(23)
which covers the whole span of life.
Forfar, McCutcheon, Wilkie – FMW1 and FMW2
(1988) [9] proposed a general family, incorporating
as many parameters (r + s) as are found to be
significant:

where
f (x) = A(x+B) + De−E

qx = A(x+B) + De−E

(HP2a)

(21)

qx =

GM (x)
= LGMr,s (x) (FMW2)
1 + GMr,s (x)
(25)

The formula for µx incorporates (First) Gompertz
and First and Second Makeham. A mathematical
formula approach was used in the United Kingdom
to graduate the 80 series and 92 series of standard
tables for life insurance companies [6, 9, 22]. For
UK assured lives (two-year select period) and life
office pensioners (‘normal’ retirals, no select period)
in the 92 series, (life office deaths 1991–1994)
the mathematical formula µx = GM(2, 3) was fitted
to µx .
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Figure 1

Mortality ELTM, ELTM(FIT) and ELTM(limit)

Mortality at the Highest Ages
Whereas from ages 30 to 80 the yearly rate of
increase in mortality rates is almost constant (10% –
11.5% a year in round terms), the rate of increase
slows down markedly above age 80 [28–30]. The
GH x
term 1+KGH
x in the Third Heligman–Pollard formula
is similar to a Perks (see above) term (with A = 0);
fitting HP3 to ELT15M gives an asymptotic value
of (1/K) = 0.7 for qx (see above). The asymptotic
value of µx then approximates to 1.2 {− ln(1–0.7)}.
At age 110, qx = 0.55, so the asymptotic value has
nearly (but not quite) been reached.
Since the rate of growth of µx and qx
declines above age 80, perhaps the functional form
GM 1,2 (x)
for either µx or qx may be preferable to
1+KGM 1,2 (x)
GM 1,3 (x), but this has not been tried.

Mortality Projections for Pensioners and
Annuitants [particularly CMI Report
No. 17]
Human mortality has changed dramatically during the
few centuries in which laws of mortality have been
pursued, notably during the twentieth century [6, 10,
15, 32]. Of interest in themselves, such changes
are of great financial importance to life insurers

(see Life Insurance). Generally we have seen mortality falling and longevity increasing, which makes
pensions and annuities more expensive, so actuaries have attempted to project such future trends in
order to price and reserve for annuity contracts. This
subject cannot be described in detail here, but a study
of the laws of mortality that have been found to apply
over time, and how their parameters have changed,
gives useful information. Projections of annuitant and
pensioner mortality have been made in the United
Kingdom since the 1920s. The projections have been
based on a double entry table where the axes of the
table are age and calendar year.

Future Mortality
Ever since Gompertz (1825), an exponential term has
appeared in some form in most laws of mortality; it
is convenient to focus on the parameter H (which is
around 1.10) in the Third Heligman–Pollard formula.
This appears to be significant as it plausibly relates
to the natural aging of the human body, as originally
argued by Gompertz. Modern medicine does not
appear to have made a difference to H . In fact, H
appears to be increasing with time as Table 1 shows.
Eliminating all infant mortality (the first term
in the Third Heligman–Pollard formula) and all

Mortality Laws
[6]

Table 1

Mortality table and date
English life tables No. 2 males 1841
English life tables No. 15 males 1991

Optimum
value of
H in HP3

[7]

1.099
1.113

[8]

accidents, (the second term) reducing qx to 1/3 of its
ELT15M(Formula) value, and running linearly into
0.9 times, the ELT15M(Formula) value of qx over the
ages between 60 and 120, but keeping the proportion
constant at 0.9 above age 120 will create a mortality
table denoted by ELT(limit) but will only put the
expectation of life for males at birth up from 76
(on ELT15M) to 83, on ELT(limit). The age of the
oldest person to die in the world (currently believed
to be Madame Calment of France, who died at age
122 years 164 days) may, however, not increase much
above 122 over the foreseeable future. On ELT(limit),
out of 100 million births per annum and a stationary
population of 8.5 billion there is less than 1 person
alive at age 124. This suggests that until we can find
some way of influencing the ageing process there is
a limit of, say, 85 years to the expectation of life for
male lives at birth and a limit to which the oldest
person in the world can live of, say, 125. ELT(limit)
is shown in Figure 1.
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Options and Guarantees
in Life Insurance
Introduction
In the context of life insurance, an option is a
guarantee embedded in an insurance contract. There
are two major types – the financial option, which
guarantees a minimum payment in a policy with a
variable benefit amount, and the mortality option,
which guarantees that the policyholder will be able
to buy further insurance cover on specified terms.
An important example of the financial insurance
option arises in equity-linked insurance. This offers
a benefit that varies with the market value of a (real
or notional) portfolio of equities. A financial option
arises when there is an underlying guaranteed benefit
payable on the death of the policyholder or possibly on the surrender or the maturity of the contract.
Equity-linked insurance is written in different forms
in many different markets, and includes unit-linked
contracts (common in the UK and Australia), variable
annuities and equity indexed annuities in the United
States and segregated funds in Canada. In the following section, we will discuss methods of valuing
financial options primarily in terms of equity-linked
insurance. However, the same basic principles may
be applied to other financial guarantees.
A different example of a financial option is the
fixed guaranteed benefit under a traditional withprofit (or participating) insurance policy (see Participating Business). Another is the guaranteed annuity
option, which gives the policyholder the option to
convert the proceeds of an endowment policy into
an annuity at a guaranteed rate. Clearly, if the market rate at maturity were more favorable, the option
would not be exercised. This option is a feature of
some UK contracts.
All of these financial guarantees are very similar
to the options of financial economics (see Derivative
Securities). We discuss this in more detail in the next
section with respect to equity-linked insurance.
The mortality option in a life insurance contract
takes the form of a guaranteed renewal, extension,
or conversion option. This allows the policyholder
to effect additional insurance on a mortality basis
established at the start, or at the standard premium
rates in force at the date that the option is exercised,
without further evidence of health. For example, a

term insurance policy may carry with it the right
for the policyholder to purchase a further term or
whole life insurance policy at the end of the first
contract, at the regular premium rates then applicable,
regardless of their health or insurability at that time.
Without the renewal option the policyholder would
have to undergo the underwriting process, with the
possibility of extra premiums or even of having
insurance declined if their mortality is deemed to be
outside the range for standard premiums. The term
‘mortality option’ is also used for the investment
guarantee in equity-linked insurance which is payable
on the death of the insured life.

Financial Options
Diversifiable and Nondiversifiable Risk
A traditional nonparticipating insurance contract offers a fixed benefit in return for a fixed regular or
single premium. The insurer can invest the premiums at a known rate of interest, so there is no need
to allow for interest variability (note that although
the insurer may choose to invest in risky assets, the
actual investment medium should make no difference to the valuation). The other random factor is the
policyholder’s mortality. The variability in the mortality experience can be diversified if a sufficiently
large portfolio of independent policies is maintained.
Hence, diversification makes the traditional financial
guarantee relatively easily managed.
For example, suppose an insurer sells 10 000 oneyear term insurance contracts to independent lives,
each having a sum insured of 100, and a claim
probability of 5%. The total expected payment under
the contracts is 50 000, and the standard deviation of
the total payment is 2179. The probability that the
total loss is greater than, say 60 000 is negligible.
In equity-linked insurance with financial guarantees, the risks are very different. Suppose another
insurer sells 10 000 equity-linked insurance contracts.
The benefit under the insurance is related to an underlying stock price index. If the index value at the end
of the term is greater than the starting value, then no
benefit is payable. If the stock price index value at the
end of the contract term is less than its starting value,
then the insurer must pay a benefit of 100. Suppose
that the probability of a claim is 0.05.
The total expected payment under the equitylinked insurance is the same as that under the term
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insurance – that is 50 000, but the standard deviation
is 217 900. The nature of the risk is that there is a 5%
chance that all 10 000 contracts will generate claims,
and a 95% chance that none of them will. Thus, the
probability that losses are greater than 60 000 is 5%.
In fact, there is a 95% probability that the payment
is zero, and a 5% probability that the payment is 1
million. In this case, the expected value is not a very
useful measure.
In the second case, selling more contracts does
not reduce the overall risk – there is no benefit from
diversification so we say that the risk is nondiversifiable (also called systematic or systemic risk).
A major element of nondiversifiable risk is the
common feature of investment options in insurance.
Where the benefit is contingent on the death or
survival of the policyholder, the claim frequency risk
is diversifiable, but if the claim amount depends on
an equity index, or is otherwise linked to the same,
exogenous processes, then the claim severity risk is
not diversifiable.
Nondiversifiable risk requires different techniques
to the deterministic methods of traditional insurance.
With traditional insurance, with many thousands of
policies in force on lives, which are largely independent, it is clear from the Central Limit Theorem that
there will be very little uncertainty about the total
claims (assuming the claim probability is known).
With nondiversifiable risk we must deal more directly
with the stochastic nature of the liability.

Types of Financial Options in Life Insurance
In this section, we list some examples of financial
options that are offered with insurance contracts. The
largest concentration of actuarial involvement comes
with the equity-linked product known variously as
unit-linked insurance in the United Kingdom, variable
annuity insurance in the United States and segregated
fund insurance in Canada. All these terms describe
the same basic form; premiums (after expense deductions) are placed in a fund that is invested in equities,
or a mixture of equities and bonds. The proceeds of
this fund are then paid out at maturity, or earlier if
the policyholder dies or surrenders (see Surrenders
and Alterations). The option feature arises when the
payout is underpinned by a minimum guarantee.
Common forms of the guarantee are guaranteed
minimum maturity proceeds and guaranteed minimum death benefits. These may be fixed or may

increase from time to time as the fund increases. For
example, the guaranteed minimum accumulation benefit ratchets the death or maturity guarantee up to
the fund value at regular intervals. Guaranteed minimum death benefits are a universal feature of equitylinked insurance. Guaranteed maturity proceeds are
less common. They were a feature of UK contracts
in the 1970s, but became unpopular in the light of
a more realistic assessment of the risks, and more
substantial regulatory capital requirements, following the work of the Maturity Guarantees Working
Party, reported in [17]. Maturity guarantees are a
feature of the business in Canada, and are becoming more popular in the United States, where they
are called VAGLBs, for Variable Annuity Guaranteed Living Benefits. There are guaranteed surrender
payments with some equity-linked contracts in the
United States.
An important financial option in the United Kingdom scene in the past decade has been the guaranteed
annuity option. This provides a guaranteed annuitization rate, which is applied to the maturity proceeds of
a unit-linked or with-profit endowment policy. A similar guaranteed minimum income benefit is attached
to some variable annuity policies, although the guarantee is usually a fixed sum rather than an annuity
rate.
The equity indexed annuity offers participation
at some specified rate in an underlying index. A
participation rate of, say, 80% of the specified price
index means that if the index rises by 10% the interest
credited to the policyholder will be 8%. The contract
will offer a guaranteed minimum payment of the
original premium accumulated at a fixed rate; 3% per
year is common. These contracts are short relative to
most equity-linked business, with a typical contract
term of seven years.

Valuation and Risk Management
There are two approaches to the valuation and risk
management of financial options in insurance. The
first is to use stochastic simulation to project the
liability distribution, and then apply an appropriate risk measure to that distribution for a capital
requirement in respect of the policy liability. This is
sometimes called the actuarial approach. The second
method is to recognize the guarantees as essentially
the same as call or put options in finance, and use
the standard methodology of financial engineering to
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value and manage the risk. This approach involves
constructing a hedge portfolio of stocks and bonds,
which, under certain assumptions, will exactly meet
the option liability at maturity (see Hedging and
Risk Management); the hedge portfolio may include
other securities, such as options and futures, but
the simplest form uses stocks and bonds. Because
the hedge portfolio must be dynamically rebalanced
(that is, rebalanced throughout the contract term, taking into consideration the experience at rebalancing),
the method is sometimes called the dynamic hedging approach. Other terms used for the same method
include the financial engineering and the option pricing approach.

The Actuarial Approach
We may model the guarantee liability for an equitylinked contract by using an appropriate model for
the equity process, and use this to simulate the
guarantee liability using stochastic simulation. This
approach was pioneered in [17], and has become
loosely known as the actuarial or stochastic simulation approach; this does not imply that other
approaches or not ‘actuarial’, nor does it mean that
other methods do not use stochastic simulation.
For example, suppose we have a single premium
variable annuity contract, which offers a living benefit guarantee. The premium, of P say, is assumed
to be invested in a fund that tracks a stock index.
The contract term is n-years. If the policyholder surrenders the contract, the fund is returned without any
guarantee. If the policyholder survives to the maturity
date, the insurer guarantees a payment of at least the
initial premium, without interest. A fund management
charge of m per year, compounded continuously, is
deducted from the fund to cover expenses.
Let St denote the value of the stock index at t.
If the policyholder survives to the maturity date,
the fund has value P Sn e−mn /S0 . The insurer’s liability at maturity is


Sn −mn
L = max P − P e
,0 .
(1)
S0
So, given a model for the equity process, {St }, it is
a relatively simple matter to simulate values for the
liability L. Suppose we simulate N such values, and
order them, so that L(j ) is the jth smallest simulated
value of the liability at maturity, given survival to
maturity.
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This needs to be adjusted to allow for the probability that the life will not survive to maturity.
We may simulate the numbers of policyholders surviving using a binomial model. However, the risk from
mortality variability is very small compared with the
equity risk, (see [11]) and it is usual to treat mortality deterministically. Thus, we simply multiply L(j )
by the survival probability, n px , say, for the jth simulated, unconditional guarantee liability. This may also
incorporate the probability of lapse if appropriate.
It is appropriate to discount the liability at a risk
free interest rate, r, say, (see Interest-rate Modeling)
to determine the economic capital for the contract,
assuming the economic capital will be invested in
risk free bonds.
So, we have a set of N values for the discounted
guarantee liability, H (j ), say, where
H (j ) = L(j )n px e−rn

j = 1, 2, . . . , n

(2)

Now we use the N values of H to determine the
capital required to write the business. This will also
help determine the cost of the guarantee. Because of
the nondiversifiability of the risk, the mean is not
a very useful measure. Instead we manage the risk
by looking at measures of the tail, which captures
the worst cases. For example, we could hold capital
sufficient to meet all but the worst 5% of cases.
We estimate this using the 95th percentile of the
simulated liabilities, that is, H (0.95N ) (since the
H (j ) are assumed ordered lowest to highest). This
is called a quantile risk measure, or the Value-atRisk measure, and it has a long history in actuarial
science.
Another approach is to use the average of the
worst 5% (say) of outcomes. We estimate this using
the average of the worst 5% of simulated outcomes,
that is
N

1
H (j ).
0.05N k=0.95N+1
This measure is variously called the Conditional Tail
Expectation (CTE), TailVaR, and expected shortfall.
It has various advantages over the quantile measure.
It is more robust with respect to sampling error than
the quantile measure. Also, it is coherent in the sense
described in [2]. For more information on these and
other risk measures, see [15, 20].
Of course, contracts are generally more complex
than this, but this example demonstrates that the
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essential idea is very straightforward. Perhaps the
most complex and controversial aspect is choosing
a model for the equity process. Other issues include
choosing N, and how to assess the profitability of a
contract given a capital requirement. All are discussed
in more detail in [15].

Models for the Equity Process
The determination of an appropriate model for the
uncertain benefit process can be very difficult. It is
often the case that the guarantee only comes into play
when the equity experience is extremely adverse. In
other words, it may involve the extreme tail of the
distribution for the equity process. It is very hard to
find sufficient data to model this tail well. Models
in common use for equity-linked guarantees include
the Wilkie model, which was, in fact, first developed for this purpose. Also frequently seen is the
log-normal model, under which the equity returns
in each successive time period are assumed to be
independent, each having identical log-normal distributions (see Continuous Parametric Distributions).
The use of this model probably comes from financial economics, as it is the discrete time version of
the geometric Brownian motion, which is widely
used for financial engineering. However, if the tail
or tails of the distribution of equities are important,
the log-normal model generally is not appropriate.
This is a particular problem for more long-term problems. An analysis of equity data over longer periods
indicates that a fatter-tailed, autocorrelated, stochastic volatility model may be necessary – that is, a
model in which the standard deviation of the logreturns is allowed to vary stochastically. Examples
include the regime switching family of models, as
well as autoregressive conditionally heteroscedastic
models (ARCH, GARCH, and many other variants).
For details of the ARCH family of models, see [9].
Regime switching models are introduced in [12], and
are discussed in the specific context of equity returns
in [13].
A description of the actuarial approach for investment guarantees in equity-linked life insurance, including details of selecting and fitting models, is
given in [15].

Dynamic Hedging
The simplest forms of option contracts in financial
economics are the European call option and the

European put option. The call option on a stock
gives the purchaser the right (but not the obligation)
to purchase a specified quantity of the underlying
stock at a fixed price, called the strike price at a
predetermined date, known as the expiry or maturity
date of the contract. The put option on a stock gives
the purchaser the right to sell a specified quantity
of the underlying stock at a fixed strike price at the
expiry date.
Suppose a put option is issued with strike price K,
term n years, where the value at t of the underlying
stock is St . At maturity, compare the price of the
stock Sn with the strike price K. If Sn > K then the
option holder can sell the option in the market, and
the option expires with no value. If Sn ≤ K, then
the option holder will exercise the option; the option
seller must pay K, but then acquires an asset worth
Sn . In other words, the option cost at maturity is
max(K − Sn , 0).
Suppose an insurer issues a single premium unitlinked contract with a guaranteed minimum payment
at maturity of G. The premium (after deductions) is
invested in a fund that has random value Ft at t. At the
maturity of the contract, if Ft > G then the guarantee
has no value. If Ft ≤ G then the insurer must find an
additional G − Ft to make up the guarantee. In other
words, the payout at maturity is
max(G − Fn , 0).
So, the equity-linked guarantee looks exactly like
a put option.
In [4, 18], Black and Scholes and Merton showed
that it is possible, under certain assumptions, to set up
a portfolio that has an identical payoff to a European
put (or call) option (see Black–Scholes Model). This
is called the replicating or hedge portfolio. For the
put option, it comprises a short position in the underlying stock together with a long position in a pure
discount bond. The theory of no arbitrage means that
the replicating portfolio must have the same value as
the call option because they have the same payoff
at the expiry date. Thus, the Black–Scholes option
pricing formula not only provides the price, but also
provides a risk management strategy for an option
seller – hold the replicating portfolio to hedge the
option payoff. A feature of the replicating portfolio is that it changes over time, so the theory also
requires the balance of stocks and bonds will need to
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be rearranged continuously over the term of the contract. In principle, the rebalancing is self-financing –
that is, the cost of the rebalanced hedge is exactly
equal to the value of the hedge immediately before
rebalancing; only the proportion of bonds and stocks
changes.
Consider the maturity guarantee discussed in the
section ‘The Actuarial Approach’. A single premium
P is paid into a fund, worth P (Sn /S0 )e−mn at maturity, if the contract remains in force. If we denote the
equity fund process by Ft , then
Ft = P

St −mt
e .
S0

(3)

The guarantee is a put option on Ft , maturing at
time n (if the contract remains in force), with strike
price P. If we assume the stock price St follows a
geometric Brownian motion, according to the original
assumptions of Black, Scholes, and Merton, then the
price at issue for the option is given by the following
formula, in which () represents the standard normal
distribution function (see Continuous Parametric
Distributions), σ is the volatility of the stock process
(that is, the standard deviation of log St /St−1 ), r
is the continuously compounded risk free rate of
interest, and m is the continuously compounded fund
management charge.
BSP = P e−rn (−d2 (n))
− S0 e−mn (−d1 (n)),
where


log
d1 (n) =




S0 e−mn
r + σ2
+n
P
2
√
nσ

and
d2 (n) = d1 (n) −

√

nσ,

(4)

(5)

(6)

and the replicating portfolio at any point t, during
the term of the contract, 0 ≤ t < n comprises a long
holding with market value P e−r(n−t) (−d2 (n − t))
in zero coupon bonds, maturing at n, and a short
holding with market value St e−mn (−d1 (n − t)) in
the underlying stock St .
To allow for the fact that the option can only be
exercised if the contract is still in force, the cost
of the option, which is contingent on survival is
BSP n px , where n px is the survival probability.
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Most of the research relating to equity-linked
insurance published in actuarial, finance, and business journals assumes an option pricing approach.
The early papers, such as [5, 7, 8], showed how
straightforward equity-linked contracts could be valued and hedged as European options. The interesting
issue, which is that a guarantee that is payable on
the death of the policyholder is a European option
with a random term, is addressed. The conclusion
is that an arbitrage-free approach requires a deterministic approach to mortality. This has been considered in more detail in, for example [3]. The general
result is that, provided sufficient policies are sold
for broad diversification of the mortality risk, and
given that BSP(t) represent the value at time 0 of
the European put option maturing at t, and T represents the future lifetime random variable for the
policyholder, then the price of the option maturing
on death is
 n
E[BSP(T )] =
BSP(t)t px µx+t dt.
(7)
0

Other papers, including [1, 10] consider more
complex embedded options; incomplete markets are
explored in [19]. Most of the academic literature is
concerned predominantly with pricing, though some
papers do consider hedging issues.
Despite an extensive literature, the financial engineering approach to long-term, equity-linked insurance is still not widely applied in practice. In most
cases, the risk management of unit-linked, variable annuity and segregated fund business uses the
more passive ‘actuarial’ approach. The option pricing approach is used for shorter-term contracts, such
as equity indexed annuities, which many insurers will
fully hedge by buying options in the market.

A Hybrid Approach
One reason for the reluctance of insurers to adopt
dynamic hedging methods is that assumptions underlying the Black–Scholes–Merton approach are unrealistic. In particular, the following three assumptions
are considered problematic:
•

Assumption 1: Stock prices follow a geometric
Brownian motion. It is quite clear from considering stock price data that the geometric Brownian
motion model (also known as the independent
log-normal model) does not adequately capture
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the variability in equity returns, nor the autocorrelation.
Assumption 2: The replicating portfolio may be
continuously rebalanced. The balance of stocks
and bonds in the hedge portfolio must be continuously adjusted. This is necessary in principle
to ensure that the hedge is self-financing (i.e.
no additional funds are required after the initial
option price). Clearly, continuous rebalancing is
not practical or even possible.
Assumption 3: There are no transactions costs.
This too is unrealistic. While bonds may be traded
at very little or no cost by large institutions, stock
trades cost money.

In practice, the failure of assumptions 1 and 2 in
practice mean that the replicating portfolio derived
using Black–Scholes–Merton theory may not exactly
meet the liability at maturity, and that it may not be
self financing. The failure of assumption 3 in practice means that dynamic hedging has additional costs
after meeting the hedge portfolio price that need to be
analyzed and provided for in good time. Many papers
deal with extensions of the Black–Scholes–Merton
model to deal with the relaxing of these assumptions, including, for example [6, 16], which examine discrete hedging and transactions costs, and [13]
in which the option price under a (more realistic) regime switching model for the stock prices is
derived.
The basic message of these and similar papers is
that the replicating portfolio will not, in fact, fully
hedge the guarantee, though it may go a good way
toward immunizing the liability. A hybrid approach
could be used, where the actuarial approach is used
to project and analyze the costs that are required
in addition to the initial option price. We can do
this for example, by assuming a straightforward
Black–Scholes–Merton hedge is dynamically rebalanced at, say, monthly intervals.
Using stochastic simulation we can generate scenarios for the stock prices each month. For each
month of each scenario, we can calculate the cost
of rebalancing the hedge, including both the transactions costs and any costs arising from tracking error.
This is the difference between the market value of
the fund before and after rebalancing. At the maturity date, we can calculate the amount of shortfall
or excess of the hedge portfolio compared with the
guarantee. If we discount the costs at the risk free

rate of interest, we will have generated a set of
simulations of the value at issue of the additional
costs of hedging the guarantee. Then we can use the
risk measures discussed in the section, ‘The Actuarial Approach’ to convert the simulated values into a
capital requirement for a given security level. For
worked examples of this method, with simulation
results, see [15].

Comparing the Actuarial and Dynamic Hedging
Approaches
The philosophy behind the two approaches to financial options in life insurance is so different that a
comparison is not straightforward. Under the actuarial approach, a sum of money is invested in risk free
bonds. With fairly high probability, little or none of
this sum will be used and it can be released back to
the company by the time the contracts have expired.
Under the dynamic hedging approach, the cost of the
hedge portfolio is not recovered if the guarantee ends
up with zero value – if the policyholder’s fund is
worth more than the guarantee at expiry, then the
hedge portfolio will inexorably move to a value of
zero at the maturity date. Under the hybrid approach,
the cost of the hedge is lost, but the capital held in
respect of additional costs may be recovered, at least
partially.
Generally, the initial capital required under the
actuarial approach is greater than the option cost.
However, because of the high probability of later
recovery of that capital, on average the actuarial
approach may be cheaper – depending very much on
the allowance for the cost of capital. This is illustrated in Figure 1, which shows the mean net present
value of future loss for a guaranteed maturity benefit
on a 20-year equity-linked contract with a guaranteed minimum accumulation benefit. The net present
value includes a proportion of the management charge
deductions, which provide the risk premium income
for the contract. The risk discount rate is the interest
rate used to discount the cash flows from the contract.
At low risk discount rates, the burden of carrying a
relatively large amount of capital is not heavily penalized. At higher rates, the lower costs of hedging prove
more attractive, despite the fact that most of the initial capital will not be recovered even in the most
favorable scenarios.
Many experiments show that the option approach
is usually better at immunizing the insurer against
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very adverse outcomes, that is, while the actuarial
approach may look preferable under the best scenarios, it looks much worse under the worst scenarios. Which method is preferred then depends on the
riskiness of the contract and the insurer’s attitude
to risk. In Figure 2, this is illustrated through the

density functions of the net present value for the same
contract as in Figure 1, using a risk discount rate of
12% per year. The right tail of the loss distributions
indicates the greater risk of large losses using the
actuarial approach.
Some other examples are shown in [14, 15].
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Mortality Options
Examples
Typical mortality options include
•
•
•

the option to purchase additional insurance at
standard premium rates;
the option to convert an insurance contract (for
example, from term to whole life) without further
evidence of health (convertible insurance);
automatic renewal of a term insurance policy
without further evidence of health.

In fact, combination policies are common. For example, a term insurance policy may carry an automatic
renewal option, as well as allowing conversion to a
whole life policy. These options are very common
with term insurance policies in the United States. In
the United Kingdom, RICTA contracts offer Renewable, Increasable, Convertible Term Assurance. The
renewal option offers guaranteed renewal of the term
assurance at the end of the original contract; the
increasability option offers the option to increase the
sum insured during the contract term, and the convertibility option allows the policyholder to convert the
insurance to a different form (whole life or endowment) during the contract term. All these mortality
options guarantee that there will be no requirement
for evidence of health if the option is exercised,
and therefore guarantee that the premium rates will
be independent of health at the exercise date. It is
not essential for the premiums charged at any point
to be the same as for similar contracts outside the
RICTA policy. What is required is that all policyholders renewing or converting their policies do so
on the same premium basis, regardless of their individual insurability at that time.

Adverse Selection
It is evident that there is a substantial problem of
adverse selection with mortality options. The option
has little value for lives that are insurable at standard rates anyway. The real value is for policyholders
who have health problems that would make insurance
more expensive or impossible to obtain, if they were
required to offer evidence of health. We might therefore expect the policyholders who exercise the option
to be in substantially poorer health than those who do
not exercise the option.

If the insurer responds to the adverse selection
by charging higher premiums for the postconversion
contracts, then the situation is just exacerbated. A
better approach is to try to design the contract such
that it is attractive for most policyholders to exercise
the option, even for the lives insurable at standard
rates. In the United States, renewal of term contracts
is often automatic, so that they can be treated as longterm contracts with premiums increasing every 5 or
10 years, say. Because of the savings on acquisition
costs, even for healthy lives the renewal option may
be attractive when compared with a new insurance
policy.
Other design features to reduce the effects of
adverse selection would be to limit the times when
the policy is convertible, or to limit the maximum
sum insured for an increasability option. All contracts
include a maximum age for renewal or conversion.

Valuation – The Traditional Approach
One method of valuing the option is to assume all
eligible policyholders convert at some appropriate
time. If each converting policyholder is charged the
same pure premium as a newly selected life of the
same age, then the cost is the difference between
the select mortality premium charged and the same
premium charged on a more appropriate ultimate
mortality basis. The cost is commuted and added to
the premium before the option is exercised.
For example, suppose that a newly selected policyholder age x purchases a 10-year discrete term
insurance policy with a unit sum assured and annual
premiums. At the end of the contract, the policyholder
has the option to purchase a whole life insurance with
unit sum insured, at standard rates. We might assume
that for pricing the option the standard rates do not
change over the term of the contract. If all the eligible lives exercise the option, then the net premium
that should be charged is
Px+10 =

Ax+10
äx+10

(8)

and the premium that is charged is P[x+10] – that is,
the same calculation but on a select basis.
The value at age x of the additional cost is the discounted value of the difference between the premiums
paid and the true pure premium after conversion:
H = (Px+10 − P[x+10] )10| ä[x]

(9)

9

Options and Guarantees in Life Insurance
and if this is spread over the original 10-year term,
the extra premium would be
π=

H
.
ä[x]:10

•

Suppose p ij (y, n) represents the probability that
a life is in state j at age y + n, given that the life
is in state i at age y. Here i, j refer to the state
numbers given in the boxes in Figure 3.
The force of interest is δ.
The sum insured under the converted policy is S.
The premium paid for the converted policy is y
where y is the age at conversion.

(10)

There are several flaws with this method. The main
problem is in the assumption that all policyholders
exercise the option, and that the true mortality is
therefore just the ultimate version of the regular select
and ultimate table. If there is any adverse selection,
this will understate the true cost. Of course, the
method could easily be adapted to allow for more
accurate information on the difference between the
premium charged after conversion and the true cost
of the converted policies, as well as allowing for
the possibility that not all policies convert. Another
problem is that the method is not amenable to cases in
which the option may be exercised at a range of dates.

•
•
•

From multiple state theory, we know that
p 00 ([x], t)
  t

= exp − (ν[x]+u + ρ[x]+u + µ[x]+u ) du
0

(11)
and
p 22 (y, t)

  t

= exp − (ηy+u + ξy+u ) du

The Multiple State Approach

(12)

0

This is a more sophisticated method, which can be
used where conversion is allowed for a somewhat
more extended period, rather than at a single specific
date. We use multiple state model-to-model transitions from the original contract to the converted contract. This is shown in Figure 3 for a newly selected
life aged x. Clearly, this method requires information
on the transition intensity for conversion, and on the
mortality and (possibly) lapse experience of the converted policies.
The actuarial value at issue of the benefits under
the converted policy can then be determined as
follows:

and
p 02 ([x], t)
 t
=
p 00 ([x], u)ρ[x]+u p 22 (x + u, t − u) du.
0

(13)
Then the actuarial value of the death benefit under
the converted policy is

DB =

n

Sp 02 ([x], t)ηx+t e−δt dt.

0

Not converted
0

n[x ]+t

Lapsed
1

Figure 3

r[x ]+t

x[x ]+t

Converted
2

Multiple state model for convertible insurance

m[x ]+t

h[x ]+t

Died
3

(14)
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The actuarial value of the premiums paid after conversion is
 n
22
CP =
x+t p 00 ([x], t)ρ[x]+t e−δt ax+t
dt, (15)
0

[7]

[8]

jj

where ax+t is the value at age x + t of an annuity
of 1 per year paid while in state j , with frequency
appropriate to the policy. It can be calculated as a
sum or integral over the possible payment dates of
the product p jj (y, u)e−δu .
The total actuarial value, at issue, of the convertible option cost is then DB − CP, and this can be
spread over the original premium term as an annual
addition to the premium of
π=

DB − CP
.
00
a[x]

[9]

[10]

[11]

[12]

(16)
[13]

The method may be used without allowance for
lapses, provided, of course, that omitting lapses does
not decrease the liability value.

[14]
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Participating Business
Introduction
In participating life business, also referred to as ‘with
profits’, there are policyholders with rights to share
in the surplus (see Surplus in Life and Pension
Insurance) (or profits) of the business. This means
there are important issues in the management of such
business, including how to price policies that contain
such rights, how to determine the investments of
the fund (given that the obligations to policyholders
depend on the surplus that is earned), and how to
assess the amount of surplus to be distributed. There
is then the question of how to share surplus between
the participating policyholders and, in a stock life
insurer, the shareholders.
The genesis of participating business lies in the
mortality assumptions originally made by Equitable
Life in the United Kingdom, founded in 1762 and
with a deed of settlement that indicated that any
surplus should be divided among the members (see
Early Mortality Tables). When it was realized that
actual mortality was lower than had been assumed,
the premiums for new policies were reduced, but what
about the existing policies? It was decided that claims
should be increased by 1.5% of the sum assured for
each year’s premium paid, subject to a maximum of
28.5% [24]. This was therefore a reversionary bonus,
that is, an increase in the benefit payable when there
is a claim. Originally there was such a distribution of surplus every 10 years, although in modern
conditions we would expect an annual valuation of
assets and liabilities, and a declaration of reversionary
bonuses (see Valuation of Life Insurance Liabilities). Bonuses may also be referred to as ‘dividends’.
In principle, participation rights can be a suitable
way of sharing the risks; they may be an appropriate way of reducing conflicts between the competing rights of policyholders. In a stock life insurer,
participation rights reduce conflicts between shareholders and policyholders, although they may exacerbate the shareholder–manager conflict [16].
Participation has, in the past, been mandatory,
even for term assurances in, for example, Germany
and Denmark. As a mechanism for risk sharing it can
be particularly valuable where the claims experience
is especially uncertain: an example is the compulsory
long-term care insurance introduced in Germany:

cautious pricing assumptions lead to surpluses ‘which
have neither been earned by the company concerned,
nor are attributable to economic management by the
company. They must consequently be considered as
belonging to all’ [27, p. 290].
Participating policies are usually characterized by
some level of guaranteed benefits (normally increasing over time) (see Options and Guarantees in Life
Insurance), participation in a pool that is subject to
profits or losses, and ‘smoothing’ of benefits [7].
Low interest rates have increased the cost of guarantees, and some insurers have responded by reducing
the guaranteed benefits for new policies below those
previously provided [11]. Although guarantees under
participating policies have been typically set at a low
level, with the expectation that they will not be onerous, they may turn out to be so. Indeed, studies of the
value of guarantees, either by using stochastic methods or by examining the cost of derivatives [12, 35]
will surprise those who thought the guarantees were
valueless.
Indeed, in some cases, guarantees have been
removed, with life insurers relying on ‘smoothing’ as
the feature that distinguishes such business from unitor equity-linked contracts (see Unit-linked Business). The smoothing may apply to rates of bonus
and/or levels of payouts.
However, policies may not define precisely what
the rights of policyholders are to participate, how the
surplus will be distributed in practice, and how the
smoothing will operate. Therefore, there has been
criticism of participating profits as not being transparent, although there are ways of adjusting the way
in which the business is operated or the policies
designed, with greater information provided to policyholders to address this [7, 19]. There may be concerns on how management discretion is applied that
lead to regulatory intervention (see Insurance Regulation and Supervision). In some countries, either
legislation or regulatory action requires bonuses to
be calculated in certain ways or subject to certain
minima [4]; an alternative response is to focus on
disclosure, and require life insurers to publish the
principles of financial management of the participating business.
In practice, the forms of participating policy differ.
In some cases, profits may accrue to the policyholder
only after a minimum number of premiums have
been paid. There are differences in countries’ and life
insurers’ practice regarding the degree of smoothing
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involved. Surpluses may be payable only in certain
contingencies; for example, in Denmark there used
to be a practice of bonuses payable only on death.
The assets covering participating business may be
set aside from other assets: for example, in Italy,
assets covering the technical reserves are kept separate and a proportion (not less than some minimum,
e.g. 70%) of the return on such assets is, each year,
credited to policyholders: the bonus granted is the
excess of this over the technical interest rate included
in the premium calculation [2]. One variation is unitised participating business, developed in the United
Kingdom, where premiums purchase units in a participating fund, with bonuses credited either by the
allocation of additional units or by an increase in the
price of units [31].

Principles of Surplus Distribution
A number of authors have attempted to put forward
principles for the distribution of surplus.
One approach has been to set out a number of
basic criteria for equity in life insurance [33]. For
example, where a policy is designed to share directly
in a pool, it should be on a basis that reasonably
reflects the results or expected results of the pool
and the contribution the policy makes to the pool.
It is reasonable for participating policyholders to
bear their fair share of any adverse experience, but
possibly not where a heavy contribution is required
from the estate to fund new business.
Some rethinking of principles was needed when
funds began to have a high equity content. Three
suggestions made by [14] were that the estate, as
it relates to past generations, should only be drawn
upon to meet exceptional adverse experience or to
level out fluctuations; the level of basic reversionary
bonus rates should be maintainable unless there is
a sustained or substantial change in experience; and
the policyholder should receive on maturity his ‘fair
share’ of the assets.
Several issues arise in practice. In particular,
what is the appropriate class, which is the group
of policyholders treated together for the purpose of
determining the bonus [17, 32, 36]? One view is
that the definition of class should depend on the
characteristics existing when the policy began (or
date of change if the policy has been changed). A
more restrictive approach would be, say, to only

consider the characteristics used for premium rating.
Indeed, there has been criticism of life insurers who
have adopted ‘post-sale classification techniques’. For
example, where bonuses depend on the sex of the
life insured, that can be an improvement in equity,
reflecting differentials in mortality surplus between
males and females; but others may regard that as contrary to what policyholders had been led to believe
would happen, and therefore view such a practice as
inequitable [3]. Either view would allow bonus rates
to vary depending on whether the policy contained an
option, although whether the exercise of the option
is a sufficient basis for varying rates is more difficult, for example, if a policy loan has been taken at
advantageous rates [15, 36].
Indeed, if we say that a policyholder should have
a fair share of the assets, does this lead to the concept
of individual returnable surplus, which is foreign
to the cooperative principle, on which participating
insurance is built [32]?
Some concerns relate to ensuring equity between
different groups of policyholders. One key problem is
consistency of treatment between owners of old and
newly issued policies, especially in changing financial
conditions [26], between continuing and terminating
policyholders, and between owners of policies issued
at standard and at substandard rates [17].

Types of Bonus
Surplus was originally distributed to policyholders
of Equitable Life in the United Kingdom by means
of reversionary bonuses. Furthermore, there were
interim bonuses, that is, additional payments to policyholders who had a claim between declarations of
reversionary bonus, who may otherwise be treated
unfairly.
Surplus may also be distributed by means of
terminal bonuses, that is, an additional payment at
the time of claim, which, unlike reversionary bonuses,
does not add to the life insurer’s liabilities until it is
actually paid.
There are other ways of distributing surplus [4,
25]. For example, bonuses may be paid in cash form,
or dividends may be used to buy additional benefits
(which may be additional term insurance). The policyholder may be able to let dividends accumulate
with interest, or they may be used to reduce the
amount of regular premium payable under the policy.
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The amount of surplus distributed needs to be
consistent with sound management of the office
and with meeting the obligations to policyholders.
The distribution to different classes of policyholders
should be equitable, though this is capable of different interpretations. Indeed, life insurers will also be
conscious of the importance that marketing departments attribute to bonus declarations, being a factor
that new customers can use in choosing the office to
invest with [4].
Many life insurers followed Equitable Life and
offered a simple bonus system, in which bonuses
declared were a proportion of the originally guaranteed sum assured. However, this was not the only
possibility, especially when the sources of surplus
in addition to mortality became apparent. One solution, which avoided the constraints of a uniform
bonus rate, was the contribution method (described
below).
Alternatively, a variation on simple bonuses was
the practice of compound bonuses, applying the
bonus rate to the sum of the guaranteed sum assured
and existing bonuses. This arose because, as surplus
investment earnings grew, it was realized that simple
bonuses may not be equitable to longer-term policies.
A further development was supercompound bonuses,
in which a higher bonus rate was applied to existing bonuses than was applied to the guaranteed sum
assured. When rates of interest changed, this system
had advantages in being able to maintain fairness
not only between policies of different original terms
but also between policies of different durations in
force [28].
On occasions, some life insurers have described
bonuses as ‘special’, to deter policyholders from
expecting them to be repeated. This was suggested
when actuaries were grappling with the problems of
how to ensure bonuses were fair when there was
substantial capital appreciation from equities [1, 5].
Terminal bonus, which became more common, was
another approach to the problem, making it easier for
life insurers to have different bonuses for policies
with different experiences. The next question was
the methodology to determine the amount of such
bonus.
There is a useful survey of bonus systems in
different countries in the national reports to the 18th
International Congress of Actuaries in Munich in
1968.
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Determination of Bonus Rates
In determining bonus rates, an initial step is assessing the surplus to be distributed. Premiums for
participating business are set on a conservative basis,
sometimes referred to as the technical basis (see
Technical Bases in Life Insurance) or first-order
basis. By contrast, the life insurer observes the experience basis (‘second-order basis’) [22]. In many countries, it is a practice (or a regulatory requirement) to
calculate liabilities using the same assumptions as in
the premium rates, the first-order basis. The outcome
is that surplus is the excess of the second-order retrospective reserve (i.e. the assets built up) over the
first-order prospective reserve (i.e. the liabilities valued prudently as in the premium rates) [22].
Where liabilities are valued on the premium basis,
surplus emerges as it is earned (apart from the effect
of new business strain). The management of surplus
then involves decisions on how much surplus to distribute immediately, and how much to carry forward
or transfer to other reserves [4].
A survey of bonus rates declared in Denmark [11]
found that the solvency level of a life insurer was
important in influencing the bonus rate, although
insurers differed as regards being aggressive or conservative in bonus rate declarations, with some insurers keeping higher ‘buffers’ than others.
Where liabilities are not valued on the premium
basis, the choice of valuation method and basis is
important in the actuarial management of surplus.
Each of the net premium and bonus reserve valuation methods has been an important tool used in
determining rates of reversionary bonus.
The net premium method, in connection with the
book value of assets, would establish the revenue surplus, and if experience were in-line with assumptions,
the surplus would emerge evenly (in cash terms) over
time. If the interest rate in the valuation were set
so that it was below that being earned, then surplus would increase over time, which suited the trend
towards distributing surplus using a uniform reversionary bonus.
However, there were increasing problems of maintaining fair treatment of policyholders as some life
insurers began to invest a substantial proportion of
their assets in equities. The increasing dividends
boosted the revenue account and, in addition, there
were some substantial capital gains. The book value
of assets in the net premium valuation method
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increased with dividends but not with unrealized
capital gains; actuaries therefore needed to write up
the value of assets by means of a transfer from
the ‘investment reserve’, being the excess of market value over book value of assets. However, the
amount to transfer was a matter of judgment.
Some actuaries saw the bonus reserve valuation as
having a number of advantages [30]. In conjunction
with assets measured as the discounted value of future
income, it could check if bonus rates were sustainable
over time. Arguably, such a valuation would give
greater insights into the financial position of the
insurer, and considered profits more widely than the
net premium valuation.
However, the bonus reserve valuation did not
really address the issue of what bonus it was fair
to pay on an individual policy, especially when
there was a growing investment in equities. There
was a concern that payouts could be uncompetitive
compared with other equity-based savings products,
unless valuation methods were updated. Hence asset
shares came into prominence as a method of ensuring equity – indeed, perhaps payouts equal to asset
shares was the solution to equity – and also as a way
of coping with falling interest rates [9, 29].
An alternative approach is the contribution
method, used particularly in Canada and the United
States, and referred to below.
It is also worth highlighting that stochastic models
are used to make projections of the financial position
of life insurers, from which the implications of alternative bonus rates and structures can be assessed.
In addition, option pricing can be used to consider
the cost of bonus additions, and life insurers may
be surprised by the cost of guaranteeing increased
benefits [34].

Asset Shares
One approach is to calculate the asset share on policies, where the asset share is the accumulation of
the premiums paid on a policy, with the investment
return attributable to such premiums, minus applicable costs. At maturity the asset share is effectively the
retrospective reserve on the experience basis. The life
insurer would calculate the asset share for representative policies maturing in the current year (which itself
involves some element of pooling and smoothing
as asset shares are not usually calculated policy-bypolicy). Then it would apply some smoothing to avoid

undue changes in payouts from one year to the next:
though in adverse financial conditions, the degree of
change acceptable would be greater. Life insurers differ in detail in the way in which asset shares are
calculated [18, 21]. Some, but not all, make a deduction for the cost of guarantees. In principle, the asset
share should include miscellaneous surplus (which
may take into account losses): for example as arises
from surrenders (see Surrenders and Alterations)
or from nonparticipating business, although it can be
difficult, in practice, to calculate the amount of such
surplus/loss, and to determine which policies it should
be attributed to.
The rate of terminal bonus can be calculated such
that the total payout is about equal to the smoothed
asset share. This meant that terminal bonus scales
would vary by year of entry or duration in some
way; or terminal bonuses could be expressed as a
proportion of attaching reversionary bonuses [29]. If
the asset share does not incorporate a charge for
guarantees, then it can be appropriate for the terminal
bonus to be based on the asset share after a deduction
for such cost, and there could also be a deduction for
the cost to the office of smoothing.
Asset share methodology may be used not only to
determine terminal bonus but also the annual reversionary bonus rate. The actuary may have in mind
that such rate should, if continued to be declared
throughout the lifetime of the policy, produce a payout rather less than the projected asset share, to allow
for adverse changes in experience. In other words,
the expectation should be that the guaranteed benefits should not exceed what is affordable, even in
adverse circumstances. In principle, bonus forecasts
should be made with a stochastic experience basis for
the future [22], and the actuary needs to take care to
attribute a proper value to the benefits of guarantees
and smoothing.

Contribution Method
Many life insurers use the so-called three-factor contribution method to determine the surplus distributed
to policyholders (usually described as dividends in
Canada and the United States). The dividend payable
is the sum of interest, mortality, and expense elements. Each element is an estimate of the contribution
of surplus from that source, so that, for example,
the interest element is the excess of the actual over
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the assumed investment rate of return in the year,
multiplied by the reserve on the policy. In practice,
the individual contributions are adjusted so that they
will reproduce, in aggregate, the overall sum that it
is desired to distribute and which must depend on all
sources of profit and loss [20].
In Germany, the practice follows the idea of the
contribution method, following the insistence of the
regulator on ‘methods to distribute profits in a “natural and fair” way’ [10, p. 20]. For example, risk
profits may be calculated as a proportion of the risk
premiums paid or of the sum assured. Expense profits
may be related to premium or sum assured, and interest bonus allocated as a percentage of the premium
reserve and the policyholder’s profit account [10].

Smoothing
Participating business is associated with ‘smoothing’,
that is, the payout to a policyholder does not depend
on day-to-day fluctuations of asset values as under an
equity- or unit-linked policy, but reflects the distribution of surplus as determined annually, or otherwise
from time to time.
In practice, varying degrees of smoothing
occur [4]. In the Netherlands, the practice of using
an average interest rate in determining interest surplus
effectively implies a degree of smoothing. In Canada,
the use of smoothing in asset values may have a
similar effect. In Germany, bonus reserve valuations
have been used to determine the proportion of surplus
to distribute and withhold, with a market philosophy
that has encouraged smoothing [4].
Insurers may have smoothing ‘rules’, such as payouts and asset shares should be equalized over a
five-year period, or the change in payouts from one
year to the next should not exceed 10% [6]. Such
smoothing may be a significant benefit to the policyholder.
There are a number of smoothing rules that can be
adopted [21]. In principle, smoothing up and smoothing down of payouts may be expected to even out.
This can be controlled by a bonus smoothing account,
which is the accumulated value of the ‘raw’ asset
shares of maturing policies in excess of the actual
payouts [8]. However, in adverse investment conditions, it may be necessary to operate a lesser degree
of smoothing, otherwise the solvency of the fund
may be threatened [13, 23], although the need to
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retain flexibility to change smoothing practices may
disappoint policyholders.

Participating Business and Management of
the Life Insurer
Since participating business involves sharing in the
profits of the life insurer, it is intimately tied up
with the financial management of the life insurer.
Especially when financial conditions are adverse, the
problems of the insurer are also problems for participating policyholders. It can therefore be important for
the life insurer to have models of the business, that
illustrate the risks, and that management can use to
analyze risks and take decisions accordingly [8, 13].
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Pension Fund
Mathematics
Introduction
In this article, we will review the role of mathematics
as a tool in the running of pension funds. We will
consider separately defined benefit (DB) and defined
contribution (DC) pension funds (see Pensions).

Defined Benefit Pension Funds
Deterministic Methods
We will concentrate here on final salary schemes, and
in order to illustrate the various uses of mathematics
we will consider some simple cases. In this section,
we will describe the traditional use of mathematics
first, before moving on to more recent developments
using stochastic modeling. We will use a model
pension scheme with a simple structure:
•
•
•
•

•

Salaries are increased each year in line with a
cost-of-living index CLI (t).
At the start of each year (t, t + 1) one new
member joins the scheme at age 25, with a salary
of ¤ 10 000 × CLI (t)/CLI (0).
All members stay with the scheme until age 65
and mortality before age 65 is assumed to be zero.
At age 65, the member retires and receives a
pension equal to 1/60 of his final salary for each
year, payable annually in advance for life. This
pension is secured by the purchase of an annuity
from a life insurer, so that the pension fund has
no further responsibility for making payments to
the member. Final salary is defined as the salary
rate at age 65, including the cost-of-living salary
increase at age 65 (this definition of final salary
is slightly generous, but it simplifies some of our
arguments below).
Salaries are increased at the start of each year and
include a combination of age-related and cost-ofliving increases.

Let S(t, x) represent the salary at time t for a
member aged x at that time. The scheme structure
described above indicates that
w(x + 1) CLI (t + 1)
S(t + 1, x + 1) = S(t, x) ×
×
,
w(x)
CLI (t)
(1)

where the function w(x) is called the wage profile and determines age-related increases. Initially,
we assume that S(0, x) = 10000w(x)/w(25) for x =
25, . . . , 65. It follows that we also have the identity
S(t, x) = S(0, x)

CLI (t)
.
CLI (0)

(2)

The traditional role of the actuary is twofold: to
determine the actuarial liability at time t (which is
then compared with the value of the assets) and to
recommend a contribution rate. (Unlike a traditional
life insurance policy it is not essential to get the
contribution rate exactly right at the outset. For a
DB fund, if it turns out that the contribution rate has
been too low in the past, then the fund sponsors can
pay more later. This somewhat comfortable position
probably stifled progress in pension mathematics for
decades because there was essentially no penalty
for poor advice.) There are numerous approaches
(funding methods) to answering these two questions.
We will describe two of the most popular.
One approach (called the Entry Age Method in
the UK) treats the contract like a life insurance
policy and poses the question: what contribution
rate (as a percentage of salary) should a new member pay throughout his career in order to have the
right amount of cash available at age 65 to buy
the promised pension? Once this question has been
answered the overall fund liability can be calculated.
The second approach (the Projected Unit Method)
calculates the actuarial liability first. The accrued liability values only service accrued to date and makes
no allowance for benefits arising from continued service in the future. The valuation also takes into
account projected future salary increases (age-related
and cost-of-living). In this case, the actuarial liability
at time t is


64

x − 25
w(65)
AL(t) =
S(t, x)
(1 + e)65−x
60
w(x)
x=25
× v 65−x ä65 +

40
S(t, 65)ä65 .
60

(3)

Recall that pensions are bought out at age 65. The
component of AL(t) in the second line represents the
liability for the member who has just attained age 65
but for whom a pension has not yet been purchased.
In this equation, e represents the assumed rate of
growth of CLI (t), v = 1/(1 + i) where i is the valuation rate of interest and ä65 is the assumed price for a
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unit of pension from age 65. It is straightforward, but
messy, to incorporate a variety of decrements before
age 65 such as mortality, ill-health retirement, resignation from the company, along with associated other
benefits such as death benefits, ill-health pensions,
early-leavers benefits and so on.
Since salaries at each constant age x increase each
year in line with CLI (t) we can note that
AL(t + 1) =

AL(t)CLI (t + 1)
.
CLI (t)

(4)

The normal contribution rate, NC (t), payable at time
t is the rate, which will ensure the following:
•
•
•
•
•

if we start at t with assets equal to liabilities;
if the sponsor pays in
NC (t) times the total salary
roll at t, TSR(t) = 64
x=25 S(t, x);
if the pension fund trustees immediately secure
the purchase of a pension (for a price B(t)) for
the member who has just attained age 65;
if experience is as anticipated in the valuation
basis (investment return, salary increase at time
t + 1, and no deaths); then
the assets will still be equal to the liabilities at
time t + 1.
Thus,
(AL(t) + NC (t)TSR(t) − B(t))(1 + i)
ˆ + 1) = AL(t)(1 + e).
= AL(t

(5)

B(t) − AL(t)(1 − vv )
,
TSR(t)

(6)

This means that
NC (t) =

where vv = (1 + e)/(1 + i) is the assumed real discount factor.
The remaining element of a funding valuation is
the recommendation of a contribution rate (bearing
in mind that NC (t) is only appropriate if assets equal
liabilities). This leads us to the concept of amortization of surplus or deficit. The simplest approach is
that adopted in the United Kingdom amongst other
places. Let F (t) represent the fund size at time t, so
that the deficit on the funding basis is AL(t) − F (t).
The recommended contribution rate is
RCR(t) = N C(t) +

AL(t) − F (t)
,
TSR(t)äm ,iv

where

äm ,iv =

m−1

k=0

vvk =

1 − vvm
.
1 − vv

(7)

Here, the constant m is the amortization period.
This could be set according to how rapidly the fund
sponsor wants to get rid of surplus or deficit. Often,
though, it is set equal to the expected future working
lifetime of the active membership, in line with certain
accounting guidelines.
A related approach to amortization is used in
North America. The adjustment is divided into m
components each relating to the amortization of the
surplus/deficit arising in each of the last m years.
Additionally, there may be a corridor around the actuarial liability within which surplus or deficit is not
amortized. Both these differences (compared to the
UK approach) lead to greater volatility in contribution rates.
Within this deterministic framework, the actuary
has control over the assumptions. Traditionally, for
example, there have been relatively few external
controls over how the valuation basis should be set.
As a consequence, actuaries have tended to err on the
side of caution: that is, low i, high e, low mortality
in retirement. This results in prudent overestimates
of both the value of the liabilities and the required
contribution rate. As mentioned before, traditionally,
this has not caused a problem as overpayment in one
year can be balanced by reduced payments in later
years when surplus arises as a result of the use of a
cautious basis. A problem with this approach is that
there is no rationale behind the level of caution in
the valuation basis, that is, no attempt has ever been
made to link the level of caution in the individual
assumptions to the level of risk.

Stochastic Methods
Since the late 1980s, we have seen the development
of a number of possible new approaches to pension
fund management using stochastic models. In the
literature to date, these have focused on relatively
simple models, with a view to understanding the
stochastic nature of pension fund dynamics and their
interaction with the funding methods used. The aim of
this fundamental work is to give us an understanding
of some of the factors that are likely to be important
in the more complex world that we really work in.
Early work on this was conducted by Dufresne
in a series of papers [12–14]. Assumptions made in
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this early work were later relaxed [16], and it was
found that the original conclusions remained broadly
intact. Dufresne took the series of actuarial liabilities
AL(0), AL(1), . . . as given: the valuation method
and basis were assumed to be given. In particular,
all elements of the basis were best estimates of the
relevant quantities.
We focus on the dynamics of the fund size and the
contribution rate
F (t + 1) = (1 + i(t + 1))
× [F (t) + RCR(t)TSR(t) − B(t)],

(8)

where i(t + 1) was the achieved return on the fund
from t to t + 1, and
RCR(t) = N C(t) +

AL(t) − F (t)
.
TSR(t)äm ,iv

Simple models for i(t) allow us to derive analytical (or semianalytical) formulae for the unconditional
mean and variance of both the F (t) and RCR(t). The
key feature of these investigations was the assessment
of how these values depend upon the amortization
period m. It was found that if m is too large (typically greater than 10 years), then the amortization
strategy was inefficient, that is, a lower value for
m would reduce the variance of both the fund size
and the contribution rate. Below a certain threshold
for m, however, there would be a trade-off between
continued reductions in Var[F (t)] and an increasing
Var[RCR(t)].
A number of further advances were made
by Cairns & Parker [6] and Huang [19]. In the earlier
works, the only control variable was the amortization
period. Cairns & Parker extended this to include
the valuation rate of interest, while Huang extended
this further to include the asset strategy as a control
variable. They found that having a valuation rate of
interest different from E[i(t)] enriched the analysis
somewhat since a cautious basis would then result in
the systematic generation of surplus. This meant that
the decision process now had to take into account
the mean contribution rate as well as the variances.
Cairns & Parker also conducted a comprehensive
sensitivity analysis with respect to various model
parameters and took a close look at conditional in
addition to unconditional means and variances with
finite time horizons.

3

Dynamic Stochastic Control
Up to this point, the decision-making process was still
relatively subjective. There was no formal objective,
which would result in the emergence of one specific
strategy out of the range of efficient strategies. This
then led to the introduction of stochastic control
theory as a means of assisting in the decisionmaking process. This approach has been taken using
both continuous-time modeling [3, 5] and discrete
time [17]. The former approach yields some stronger
results and that is what we will describe here.
Once the objective function has been specified,
dynamic stochastic control (at least in theory) identifies the dynamic control strategy, which is optimal at
all times in the future and in all possible future states
of the world. This is in contrast with the previous
approach, where a limited range of controls might be
considered and which might only result in the identification of a strategy, which is optimal for one state
of the world only.
In stochastic control, there is no automatic requirement to conduct actuarial valuations or set contribution rates with respect to a normal contribution rate
augmented by rigid amortization guidelines. Instead,
we start with a clean sheet and formulate an objective
function which takes into account the interests of the
various stakeholders in the pension fund. Thus, let
F (t) the fund size at time t and c(t) be the corresponding contribution rate. Cairns [5] proposed that
the dynamics of F (t) be governed by the stochastic
differential equation (see Itô Calculus)
dF (t) = F (t) dδ(t) + c(t) dt
− (B dt + σb dZb (t)).

(9)

This assumes that the benefit outgo has a constant mean with fluctuations around this to account
for demographic and other uncertainty in the benefit payments. The first element in (9) gives us the
instantaneous investment gain on the fund from t to
t + dt. The dδ(t) term represents the instantaneous
gain per unit invested and contains the usual mixture of drift (dt) and Brownian motion dZ(t) terms.
The second element represents the contributions paid
in by the fund sponsor. The third term in brackets represents the benefit outgo. Boulier et al. [3]
and Cairns [5] assumed that both the contribution
rate, c(t), and the (possibly dynamic) asset-allocation
strategy, p(t), were both control variables, which
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could be used to optimize the fund’s objective function. The objective function was similar to that introduced by Merton [21, 22] (see also [23]) and can be
described as the discounted expected loss function:
(t, f )(c, p)

 ∞


−βs

=E
e L(s, c(s), F (s)) ds  F (t) = f .
t

(10)
From the current fund size, F (t) = f the expected
discounted loss depends on the choice of control
strategies c and p. These strategies can depend upon
the time of application, s, in the future as well as the
‘state of the world’ at that time (that is, F (s)).
The function L(t, c, f ) is a loss function, which
measures how unhappy (in a collective sense) the
stakeholders are about what is happening at time
s given that F (s) = f and that the contribution
rate will be c(s) = c. The discount function e−βs
determines the relative weight attached to outcomes
at various points in the future: for example, a large
value of β will place more emphasis on the short
term.
The aim of the exercise is then to determine what
strategies c and p minimize (t, f )(c, p). Thus let
V (t, f ) = inf (t, f )(c, p).
c,p

(11)

For problems of this type it is well known that
V (t, f ) can be solved using the Hamilton–Jacobi–
Bellman equation (HJB) (see, for example, [1, 15,
20]) and Cairns [5] used this to determine the optimal
contribution and asset strategies. He then analyzed
examples in which the loss function is quadratic in
c and f as well as power and exponential loss in
c only. These led to some interesting conclusions
about the optimal c and p. Some of these were
intuitively sensible, but others were less so and
this could be connected to aspects of the original
loss function. Cairns concluded that alternative loss
functions needed to be developed to address these
problems and this is the subject of ongoing work.

Defined Contribution Pensions
DC pensions operate in quite a different way from
DB pensions. In the latter, the company sponsoring
the fund usually takes on the majority of the risk

(especially investment risk). In a DC pension fund,
the individual members take on all of the risk.
In a typical occupational DC pension fund, the
contribution rate payable by both the member and
the employer is a fixed percentage of salary. This is
invested in a variety of managed funds with some
control over the choice of funds in the hands of
the member. The result is that there is considerable
uncertainty over the amount of pension that might
be achieved at the time of retirement. Again this is
in contrast to a DB pension which delivers a welldefined level of pension.
Individual DC pensions (that is, personal pensions)
offer additional flexibility over occupational schemes
through variation of the contribution rate. This means
that the policyholder might choose to pay more
if their pension fund investments have not been
performing very well.
Typically, there has never been any formal requirement for actuarial or other advice to help DC fund
members choose how to invest or what level of contributions they should pay. An exception to this (e.g.
in the UK, 2003) is that at the point of sale of a personal pension policy, the insurer may be obliged to
provide the potential policyholder with deterministic
projections to help decide the right contribution rate.
Similarly, existing DC pension fund members (personal pension policyholders and occupational fund
members) may be provided with, again, deterministic projections. This lamentable situation has left DC
fund members largely ignorant about the risk that they
are exposed to.
So the present situation is that they just have
to accept the risks that face them. However, the
growing use of stochastic methods in DB pension
funds has spawned similar work in DC pensions. For
DC pensions the aim of stochastic modeling is to
•
•

•

inform existing members of the potential risks
that they face if they continue with their present
strategy;
inform potential new DC fund members or new
personal pension policyholders of the risks that
they face to allow them to choose between the
DC pension and some alternatives;
allow existing members to manage the risks
that they face by choosing an investment and
contribution strategy which is consistent with
their appetite for risk and with the current status
of their personal DC pension account;
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•

allow members to adopt a strategy that will, with
high probability, permit them to retire by a certain
age with a comfortable level of pension.

We will focus here on occupational DC pension
funds, where the contribution rate is a fixed percentage of salary. This type of scheme has been analyzed
extensively by Blake, Cairns & Dowd [2], Haberman
& Vigna [18] and Cairns, Blake & Dowd [7, 8].
Blake, Cairns & Dowd [2] (BCD) look at the
problem in discrete time from an empirical point of
view. The fund dynamics are
F (t + 1) = (1 + i(t + 1))(F (t) + C(t)), (12)
where the annual contribution C(t) = k × S(t) is a
fixed proportion, k, of the member’s current salary,
S(t), and i(t + 1) is the investment return from t
to t + 1. The salary process itself is stochastic and
correlated with investment returns. At the time, T , of
retirement (age 65, say) F (T ) is used to purchase
a pension at the prevailing market rate a65 (T ).
The market rate will depend primarily on longterm interest rates at T but could also incorporate
changes in mortality expectations. This pension is
then compared with a benchmark DB pension of two
thirds of final salary to give the pension ratio
P R(T ) =

3F (T )
PEN (T )
=
.
2
2a
S(T )
65 (T )S(T )
3

(13)

BCD investigate a variety of investment strategies,
which are commonly used in practice, and offered by
pension funds and pension providers. They consider
a variety of different models for investment returns
on six asset classes in order to assess the extent
of model risk. They conclude that if the models
are all calibrated to the same historical data set,
then differences between models are relatively small,
when compared with the differences that arise as a
result of adopting different investment strategies.
The analysis is empirical in nature due to the
relative complexity of the individual asset models,
and they use the model to generate (by simulation)
the distribution of the pension ratio at retirement
for each investment strategy. This then allows users
to compare strategies using a variety of different
measures of risk (although BCD concentrate on
Value-at-Risk measures). They conclude that some
of the more sophisticated strategies (such as the
Lifestyle strategy popular with insurers) do not
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deliver superior performance over the long period of
the contract. (The Lifestyle Strategy is a deterministic
but time-varying investment strategy covering the
period from inception to the date of retirement.
At young ages, the policyholder’s DC account is
invested in a high-return–high-risk fund consisting
mainly of equities. Over the final 5, 10, or 20 years
these assets are gradually transferred into a bond
fund that matches the annuity purchase price.) They
conclude instead that a static strategy with high equity
content is likely to be best for all but the most riskaverse policyholders.
Haberman & Vigna [18] also consider a discretetime model as in equation (12) but restrict themselves
to a fixed contribution rate in monetary terms in a
framework that is consistent with constant salary over
the working lifetime of the policyholder. They use a
simpler model for investment returns and this allows
them to conduct a more rigorous analysis using
stochastic control with quadratic or mean-shortfall
loss functions.
Cairns, Blake & Dowd [7, 8] (CBD) formulate the
DC pension problem in continuous time (see also [4,
9, 11]). Their aim is to tackle the same problem
as Blake, Cairns & Dowd [2] with the requirement
to optimize the expected value of a terminal utility
function (see Utility Theory). This requires a simpler
model (multivariate geometric Brownian motion)
than before for asset values and salary growth, but
also includes a full, arbitrage-free model for the term
structure of interest rates [24], which allows us to
calculate accurately the price of the annuity at time T .
Terminal utility is assumed to be of the power-utility
form
1
P R(T )γ
γ
for γ < 1 and γ  = 0.
CBD apply the same HJB technology as used
by Cairns [5] in tackling the DB pension problem
to determine the optimal dynamic asset-allocation
strategy for a policyholder with a given level of
risk aversion. A crucial feature of the DC pension policy is that the policyholder needs to take
into account future contributions. The result of this
feature is that the optimal strategy should vary significantly over time, starting with a high proportion
in high-return–high-risk assets, gradually reducing to
a mixed portfolio consistent with their degree of risk
aversion. They find that the optimal strategy depends
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significantly on the current fund size. This is then
compared with a variety of static and deterministicbut-dynamic asset-allocation strategies, and CBD find
that the optimal stochastic strategy delivers a significantly higher expected terminal utility.

[12]

[13]

[14]
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Pensions: Finance, Risk
and Accounting
Financing Pensions

United States support ratio will fall from 3.4 in 2000
to 2.1 in 2020 and to 1.7 in 2040. Similar patterns
are predicted elsewhere in the developed world (UK,
France, Germany, Japan), whose ratios in 2000 were
already lower than that in the United States, at around
2.5. Key factors are

This article deals with the financing of defined benefit
pension schemes (see Pensions). The financing of
defined contribution schemes is much simpler and
can be summarized as follows. An amount is paid
into a scheme for each member. That amount will be
determined by market forces (what other companies,
competing for the same workers, are paying) and by
what a company can afford. Where specific benefit
targets are used within defined contribution schemes,
they take on some of the characteristics of defined
benefit arrangements and their financing will follow,
to a greater or lesser extent (depending on the type
of benefit guarantee given) the principles below.
Defined benefit pensions can be financed in a
number of ways. At one extreme, ‘Pay As You
Go’ (PAYG) systems do not involve any prefunding
(i.e. the accumulation of funds during employees’
working lifetimes) whatsoever. At the other extreme,
an immediate lump sum might be set aside, its amount
being sufficient (on an appropriate set of actuarial
assumptions) to meet all future pension outgo. This
approach is very unlikely to be used in practice
(see below.)

•
•
•
•

Pay As You Go

•

Pay As You Go refers to an approach whereby no
funds are accumulated or reserved in advance to meet
future pension benefits. Instead, benefits are simply
paid as they become due.
PAYG is used by many countries to finance state
pensions. Each year, the state pays pensions out of its
tax income and the social insurance (see Social Security) contributions of current workers. Thus today’s
workers pay the pensions of today’s pensioners.
A key measure of the burden on the state system
is given by the ‘support ratio’. This is simply the total
number of working people divided by the number of
pensioners in receipt of state pensions. Should such
a ratio decline, then pension benefits will start to be
supported by fewer workers, necessitating increases
in tax and/or social insurance contributions.
Throughout most of the world, the support ratio
is in decline. The World Bank has predicted that the

increasing pensioner longevity
falling retirement ages
lower birth rates
increasing unemployment

The first two factors have increased the number of
pensioners, while the third has reduced the number
of workers supporting them. Unemployment is, of
course, an economic (rather than a demographic)
factor, which is subject to cyclical changes.
Such pressures of state schemes can be counteracted by some or all of the following measures:
•
•
•
•

An increase in state pension ages
A reduction in state benefits
An increase in social insurance contributions
The encouragement of private provision

Very few private pension schemes (i.e. those sponsored by companies) anywhere in the world are
financed on a PAYG basis because
•
•

•

unexpected cash flows are inevitable
no security is provided for current and prospective pensioners
accounting rules and other legislation may preclude the use of PAYG
tax rules may favor prefunding or book reserving

Were a company scheme funded on a PAYG basis,
the company’s cash flows could be affected significantly by, for example, the need to pay out an unexpectedly high amount of lump sum benefits within
a short period. At the same time, employees would
have no security whatsoever should their employer
cease to exist; a simultaneous loss of both employment and pension benefits.

Book Reserves
Book reserving can be viewed as a form of internal funding, i.e. notional funding within corporate
accounts. Money is not paid to a fund external to the
sponsoring company. Instead, a company will set up
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a reserve in its accounts to reflect its future pension
liabilities. Assets thus remain within the company,
providing the following advantages:
•
•
•

Funds are retained, which may be required for
future corporate expansion.
A better return may be available by investing
‘internally’ (compared with investing externally,
in effect, in bonds or in other companies).
In some countries, tax advantages may improve
cash flows.

The key disadvantage of book reserving affects
employees. They have no security as no pool of
assets exists which is separate from their employing company.
Security can be enhanced by introducing
reinsurance to a book reserving approach. In such a
scenario, employers will pay an insurance premium in
return for which an insurance company will guarantee
to meet some or all of the pension obligations.
Clearly, the addition of reinsurance will increase
employer costs. Where reinsurance is introduced in
this way, the approach to funding takes on the
characteristics of an advance funded arrangement
using an insurance contract (see below). If benefits
are fully reinsured, there is, in practice, no difference
between the two approaches.

Advance Funding
Where advance funding is used, rather than finance
benefits as they become due (Pay As You Go) or
through a notional reserve (book reserve), a separately identifiable fund of assets is set aside to meet
benefits to be paid out in the future.
An extreme version of advance funding would
involve the setting aside, on an employee’s first day,
of a lump sum equal to the present value of all his
future pension benefits. In practice, such an approach
is rarely, if ever, used because it would lead to very
large and volatile (see Volatility) cash flows for companies and would increase significantly the initial
costs of employing staff. In practice, advance funding
operates by spreading the cost over employees’ working lifetimes, usually via periodic (often monthly)
contributions to a fund.
The amount to be contributed to such a fund each
year is determined on the basis of actuarial advice. A
number of assumptions, financial and demographic,

need to be made in advance to estimate how much
money will be needed and when. These assumptions
are used in conjunction with one of a number of
funding methods to determine annual contribution
rates. The funding status of a scheme will be assessed
periodically to determine whether the funds held are
sufficient and whether contribution levels need to rise
or fall.
It is worth noting that the cost of a pension
scheme will depend on its financial and demographic
experience together with the generosity of its benefit
structure. The funding method and assumptions serve
merely to determine the incidence of cost, i.e. the rate
at which funds are set aside to meet future benefits.
To the extent that actual experience differs from
that expected, schemes will develop ‘surpluses’ or
‘deficiencies’ which will be identified at their periodic
funding assessments.
Advance funding benefits employees by providing
security through the existence of a fund separate from
the employer. Subject to the fund being maintained at
an adequate level and assets being segregated from
those belonging to the employer, at least some of
the employees’ pension benefits will remain secure
irrespective of the fortunes of their employer. Legislation and scheme rules are often put in place to
maintain this security, for example, by limiting the
extent to which schemes may invest in the equity of
the sponsoring employer.
A number of different structures may be set up to
permit advance funding:
• Self-administered/Single-employer arrangements:
A scheme (or a number of schemes) will exist for the
employees of a single company or the parent group.
Funds may be invested directly in bond and/or equity
markets or in various pooled investment vehicles.
Limits are normally imposed by legislation to restrict
the extent to which funds may be invested in the
stock of the sponsoring company (‘self-investment’).
A fully self-invested scheme would offer no more
security to members than does the book reserving
approach described above.
• Multi-employer arrangements: These exist where
transfer is common among employers within the
same or similar industries. The allocation of costs
can vary from country to country and from industry
to industry, as can the extent of the partitioning or
pooling of assets.
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• Insured arrangements: These are common in continental Europe and for small schemes in the United
States, United Kingdom, and Australia. Premiums are
paid to an insurance company in exchange for various
levels of guarantee that benefits will be met.
The choice of funding method, assumptions, and
the level of fund maintained will depend on a number
of factors:
•
•
•

corporate cash flow constraints,
degree of member security desired or negotiated,
statutory requirements.

Statutory requirements vary from country to country but, in general, their objective is to set a ‘floor’
and a ‘ceiling’ to the level of funds that may be
held to meet a given benefit obligation. The floor or
minimum funding level will be set to protect employees’ benefit security, while the ceiling or maximum
funding level will be imposed to prevent excessive
contributions from building up in a favorable tax
environment. Were no ceiling imposed, companies
might shelter profits within their pension funds, to the
detriment of the country’s corporate tax revenues.
Benefits payable on death before retirement may
comprise lump sums and/or dependants’ pensions.
Lump sums are commonly insured (i.e. the risk is
passed to an insurance company in exchange for
a premium) because their retention within schemes
(‘self-insurance’) could lead to large and volatile cash
outflows. Larger schemes sometimes self-insure the
dependants pensions.

Factors Influencing the Choice of Financing
Method
Several considerations influence the approach taken
in a given circumstance:
• Cash flow: If benefits are not prefunded, then an
obligation to pay significant lump sum benefits can
lead to extremely large and volatile future levels of
outgo. This can have a major impact on a small company. Conversely, start-up operations with limited
corporate cash flow may prefer to defer funding.
• Security: Prefunding provides a degree of security for members, especially against the situation in
which an insolvent company becomes unable to meet
the benefits promised. Pay As You Go is considered acceptable for state schemes, however, as it is

3

assumed that the state will exist in perpetuity and be
able to provide benefits as promised.
• Accounting: Companies often wish to contribute
an amount similar to that charged through their
accounts. This prevents the build up of balance
sheet items (see the section ‘Accounting for Pension
Costs’).
• Taxation: The existence of tax breaks (e.g. in the
USA and UK) can provide an incentive to fund in
advance. Conversely, the German tax system encourages book reserving.
• Legislation: In some countries, certain pension
benefits must be prefunded by law (e.g. Spain and
Netherlands).
• Investment returns: If it is believed that better returns can be achieved within a company than
through an external investment vehicle (often through
the investment in other companies via stock markets)
then, ceteris paribus, book reserves will be preferred.
Lee [8] provides a more extensive description of
approaches used in the funding of pension schemes.

Funding Assumptions and Methods
Funding Assumptions
It is assumed that the reader is already familiar
with the principles of discounting and the term
‘present value’, which has already been mentioned
(see Present Values and Accumulations).
The actuarial assumptions are fundamental to the
setting of rates of contribution and the valuation
of future benefit obligations. Assumptions, as used
within pension schemes, can be broken down into
two categories, financial and demographic. We use
below expressions such as ‘higher assumed levels of
x will increase the pace of funding’. This can be taken
as being synonymous with ‘higher experienced levels
of x will increase the cost of providing benefits’.
Financial Assumptions.
(a) Investment return/interest rate (preretirement):
This is the level of return expected to be achieved
on assets before members retire. The choice of rate
will depend on the yields available from a scheme’s
current and expected asset mix. A starting point might
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be to look at risk-free yields such as those available
on government bonds. Some actuaries would then
argue that an allowance should be added for the extra
return expected from holding riskier assets such as
shares and property (the ‘risk premium’), while others would ignore any such extra expected return. This
has been the subject of much debate in recent times as
the principles of ‘financial economics’ (a discipline
that insists that risk premia be ignored) have become
more widely embraced by the actuarial profession.
As the rate of investment is used to discount future
benefits, a higher rate will lead to a lower value being
placed on future benefits, hence a slower pace of
funding through lower contribution rates.
(b) Investment return/interest rate (postretirement):
This is the rate of return expected to be achieved
on assets (should they be retained in an employer’s
fund), or the interest rate expected to underlie insurance companies’ annuity rates when members come
to retire. It is unusual for a significant risk premium
(see above) to be included here because it is assumed
that bonds, rather than equities, will be the principal
asset type held to meet pensions in payment. A higher
return will again lead to slower funding.
(c) Price inflation: Benefits are often linked to price
inflation (before or after retirement), so projected
benefits will depend on the level of inflation assumed
for the future. In those countries where government
bonds are available providing both a level and an
inflation-linked income, an estimate of the market’s
view of future price inflation can be obtained from
the difference between the yields on these securities.
A higher rate of price inflation implies higher
projected benefits, hence faster funding.
(d) Salary inflation: This assumption will determine
projected benefits, where they are linked to salary at
or near the date of retirement or exit from a scheme.
The assumption is likely to be based on that used
for price inflation, with an addition of perhaps 1%
or 2% p.a. to reflect historical experience. Any such
addition, will vary from country to country and from
industry to industry.
A higher rate of salary inflation implies higher
projected benefits, hence faster funding.
Demographic Assumptions.
(a) Mortality: Mortality assumptions are required
both before and after retirement. Scheme sponsors

need to know how many people from a given population are likely to reach retirement age in order
to assess the eventual level of pensions likely to be
required. Equally, to capitalize the value of pensions
once in payment, mortality after retirement needs to
be assessed. Most schemes will use published actuarial tables (see Life Table) as the source of their mortality assumptions. Very large and long-established
schemes may refer to their own experience. Sometimes adjustments will be made according to occupation, for example, clerical and managerial staff are
often expected to experience lighter mortality (i.e.
live longer) than manual workers.
Generally, the assumption of lighter mortality
implies that more pensions will be paid and these
will be paid for longer, thus increasing the pace
of funding.
Mortality studies over the years have shown a
consistent trend of improved longevity. To reflect
this trend, an allowance for future improvements (i.e.
lightening) in mortality is often incorporated in the
assumptions used.
(b) Withdrawal rates: Schemes often expect to profit
from members’ leaving service. This will occur wherever leavers’ benefits fall short of those funded for
within a scheme. This situation might occur where
leavers’ benefit were subject to revaluation with price
inflation while normal retirement benefits were subject to (higher) salary inflation. Where such profits are
expected to result, a scheme may anticipate them by
incorporating withdrawal rates. These will normally
reflect industry experience and are invariably higher
at younger than at older ages.
The inclusion of withdrawal rates normally reduces the pace of funding.
(c) Proportions married (or cohabiting): Where
spouses’ (or partners’) benefits are provided,
an assumption is normally made regarding the
proportion of members who will be married/cohabiting at retirement, leaving, or death.
Higher proportions imply faster funding but the
impact of this assumption is rarely significant.
(d) Ill-health early retirement (IHER): Where enhanced benefits are payable on IHER, an assumption
will be required to assess the amounts of IHER
benefits to be paid. IHER pensioners will normally
be expected to experience heavier mortality than
‘normal’ pensioners.
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Higher assumed IHER rates will normally increase
the pace of funding, although the impact is offset
through the assumption of heavier mortality.
(e) Early retirement: If members may retire early on
favorable terms (e.g. where any reduction in benefit
for retiring early does not negate the extra cost)
then an assumption will be required for proportions
retiring early. This will normally reflect corporate
experience, scheme rules, and the availability and
level of state pensions.
Higher levels of assumed early retirement will
increase the pace of funding.

Funding Methods
The reader should refer to [3] for a more detailed
description of funding methods.
Definitions.
(a) Actuarial liability: The present value of benefits
payable in the future to all members. The terms past
service reserve, future service reserve and total service reserve are often used to describe respectively,
the liabilities in respect of service already completed
at the valuation date, service still to be completed,
and total service. For active members (i.e. current
employees for whom benefits continue to accrue), the
actuarial liability will vary according to the funding
method used (see below.) For deferred and current
pensioners, all methods place the same value on the
liability, viz. the present value of all future pensions
in respect of these members.
(b) Standard contribution rate: The rate, under a
particular funding method, required to fund accruing
benefits, irrespective of the existence of any actuarial
surplus or deficiency.
(c) Actuarial surplus/deficiency: The difference between the actuarial value of assets and liabilities.
(d) Funding ratio: The ratio of assets to liabilities.
(e) Control period: The period over which the standard contribution rate has been calculated to remain
constant (typically 1 to 10 years)
Accrued Benefits Funding Methods. These methods focus on benefits accrued at the valuation date,
commonly those benefits based on the period of each
member’s membership up to that date.
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The standard contribution rate (SCR) is normally
expressed as a proportion of current salaries (strictly,
the pensionable part of current payroll) and is calculated as follows:
V0 : the actuarial liability, at the valuation date, in
respect of service up to that date
V1 : the actuarial liability, at the valuation date, in
respect of service up to the end of the control period
B: the present value, at the valuation date, of expected
benefits payable during the control period
S: present value, at the valuation date, of pensionable
pay (see Pensions) during the control period
SCR = (V1 − V0 + B)/S
(a) Projected unit method: The actuarial liability for
active members is calculated as the present value of
benefits in respect of past service, allowing for salary
inflation up to the assumed date of retirement, leaving
or death.
(b) Current unit method: The actuarial liability is
calculated in the same way as under the projected
unit method, except that salary inflation is projected
only up to the end of the control period. Thereafter,
increases are applied, which are applicable (under
legislation or scheme rules) to deferred pensions.
Such increases might be at the rate of price inflation,
sometimes subject to a ceiling.
(c) Defined accrued benefit method: The actuarial
liability for active members either at the valuation
date or at the end of the control period is based on the
assumption that the scheme will then be discontinued.
Allowance may be made for discretionary increases
to discontinuance benefits.
Prospective Benefits Funding Methods. Unlike
accrued methods (which focus on benefits in respect
of past service only), prospective methods focus on
total benefits expected to be accrued. The actuarial
liability is based on both past and future service. Similarly, salaries (for the purpose of calculating the SCR
are projected up to the expected date of retirement,
leaving, or death).
The SCR is calculated as follows:
V : the actuarial liability at the valuation date
B: the present value, at the valuation date, of total
benefits expected to be payable
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S: the present value, at the valuation date, of expected
future pensionable pay (up to retirement, leaving
or death) in respect of active members
SCR = (B − V )/S
(a) Entry age method: The SCR is the rate which, if
payable for a group of new entrants, would provide
for their total benefits. Actual or assumed entry ages
may be used.
(b) Attained age method: The SCR is the rate which,
if paid over the expected future membership of active
members, would provide for their expected benefits
arising from their future service (i.e. total benefits
less benefits in respect of past service). The actuarial
liability (although not the SCR) will be identical to
that produced by the projected unit method.
(c) Aggregate method: No SCR is calculated. Instead,
a contribution rate is calculated being the amount
which, if paid over the expected future membership
of active members, would be sufficient to provide for
all benefits after making allowance for the value of
assets currently held.
Surplus. Where the actuarial value of scheme
assets exceeds that of the liabilities in respect of
service up to the valuation date (the ‘past service
reserve’) a surplus is said to exist. A deficiency
(negative surplus) exists where liabilities exceed
assets. Such a surplus may be available to offset
future contributions. Equally, a deficiency may have
to be made good over time through the injection
of extra funds. The extent to which a surplus can
offset contributions will depend on scheme rules
and local legislation, either of which may demand
that some or all of the surplus is used to enhance
members’ benefits.
To the extent that a surplus can be used to offset
contributions, or a deficiency made good, a modified contribution rate will be calculated, being the
SCR, adjusted to reflect the existence of the surplus or deficiency. The elimination of surpluses is
normally spread over time i.e. it is assumed that a
surplus will be exhausted, or a deficiency made good,
over a number of years. The adjustment to the SCR
will, therefore, reflect the part of surplus or deficiency assumed to be eliminated during each year
of the spreading period. The choice of time period
will depend on the reconciliation of corporate cashflow requirements with the desire to provide secure

funding of benefits and any restrictions imposed by
local jurisdictions. A popular spreading period is ‘the
expected future working lifetime of current active
members’. It is worth noting that, where this spreading period is used, the aggregate and attained age
methods will produce the same contribution rate.
Actuarial Value of Assets. While it is now common simply to value assets at market value, other
approaches exist.
One method, the rationale for which is a desire to
avoid very volatile results, simply smooths market
values over time. Thus, the ‘actuarial value’ may
reflect average asset prices over, say, the 12 months
prior to the valuation date.
Another method, once universal in the United
Kingdom but less popular elsewhere, is the ‘dividend
discount model’. Long-term assumptions are selected
to value liabilities and then these same assumptions
are used to place a present value on the income stream
expected to flow from the assets.
Head et al. [5] describe in detail the trend away
from these nonmarket methods.
Funding Methods Reviewed. O’Regan and Weeder [10] offer a detailed analysis of funding methods
and their appropriateness under different circumstances while McLeish and Stewart [9] make a case
for the defined accrued benefit method.
(a) Projected unit method: This method allows for
future salary increases, identifies the cost of benefits accruing during the following year and spreads
forward any surplus. As a result, it is popular as
a method for accounting purposes (see the section
‘Accounting for Pension Costs’), and is prescribed
under the US accounting standard FAS 87, international standard IAS 19 and UK standard FRS 17. The
contribution rate will be stable only if the average age
of scheme members stays broadly stable. As a result,
this method is not appropriate for schemes closed to
new entrants (whose membership will, de facto, age.)
(b) Current unit method: If used without a control
period exceeding one year, this method includes no
allowance for salary increases. As a result, it produces
low initial rates that rise dramatically with age (as
they have to provide for the previous year’s salary
increase on ever increasing past service benefits).
Accordingly, the method is rarely used where benefits
are salary-related, but is common where benefits are
fixed in monetary terms.
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(c) Defined accrued benefit method: Similar to the
current unit method and principally popular where
discontinuance funding is required (i.e. where it is
deemed appropriate to assume a scheme will terminate at the end of any control period.)
(d) Entry age method: This method is prescribed for
calculating German book reserves and can be suitable for schemes with a high membership turnover.
A drawback, which reduces its popularity elsewhere,
is that it does not generate past service figures and
thus cannot be used for accounting figures or solvency ratios.
(e) Attained age method: This allows for future
salary increases and produces a past service reserve.
It is thus suitable for calculating solvency ratios and
for accounting figures (although the projected unit
method now dominates for the latter purpose). By
allowing for all future benefits, this method automatically allows for the ageing of scheme members. It is therefore appropriate for closed schemes
but may tend to fund more quickly than necessary in open schemes in which the admission of
new entrants serves to keep the average age broadly
stable.
(f) Aggregate method: This is similar to the attained
age method except that it does not generate a liability
specifically in respect of past service and so does not
produce solvency and surplus figures.

Funding: Some International Comparisons
Approaches to funding are influenced by tradition,
taxation, the types of schemes provided, and the
extent of prescription within the relevant local legislation. While a more extensive description of the
approaches used around the world is given in [11],
we give below a few examples to illustrate the variety
of methods in use.

USA
Tax relief on contributions and investment returns
is granted in return for satisfying significant regulatory restrictions on benefit provision and funding.
Advance funding is mandatory for tax- qualified
plans. Minimum and maximum funding levels are
prescribed, providing a floor and a ceiling. Insolvency insurance is required for defined benefit plans.
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Annual actuarial valuations are required and actuarial assumptions must fall within a narrow range. The
projected unit method is popular.
More flexibility is available for nonqualified plans
(i.e. those not receiving tax breaks) and book reserving is commonly used here.

UK
As in the United States, tax-relieved plans must
satisfy many complex legislative requirements,
although the government’s intention is to simplify
pensions legislation, which has long been recognized
as being excessively complicated. Tax-approved
plans are established under trust law and must satisfy
minimum and maximum funding standards. Triennial
valuations are required and, while methods and
assumptions for the minimum and maximum funding
limits are tightly prescribed, discretion may be used
provided neither of these levels is breached. The most
commonly used funding methods are the projected
unit and the attained age method.
Unapproved plans may be funded or unfunded.

Australia
Pensions (known as ‘superannuation’) are governed
by Federal legislation. Retirement plans are set up
under trust. Minimum solvency standards apply to
most plans and these are subject to actuarial certification. Entry age, aggregate, projected unit and attained
age methods are all used. Valuations are triennial and
a free choice of assumptions is allowed.

Germany
Under book reserved plans, the methods and assumptions for calculating the reserve are tightly prescribed.
Similar assumptions are prescribed for premiums
under Pensionskassen (captive insurers). Under direct
insurances, individual premiums are calculated using
tables prescribed by the insurance supervisory authorities. Pensionskassen are funded using an individual premium, an average premium or, less commonly, an aggregate premium method. Book reserved
plans and Pensionskassen require annual valuations
for tax, accounting and insolvency purposes, while
support funds require valuations only for accounting purposes.
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Japan
The traditional method of providing retirement benefits has been via the severance lump sum plans. These
were rarely funded, and used instead a book reserving
approach. Assets need not be earmarked to support
such reserves, nor is insolvency insurance required.
More recently, funded arrangements (tax qualified
pension plans and employees’ pension funds) have
become popular. These are normally funded using
the entry age method and with tightly prescribed
assumptions. Valuations are required every five years.
No solvency requirements exist. Surpluses must be
returned to employees.

France
Defined benefit arrangements are normally funded on
a Pay As You Go basis (or on a partial PAYG basis).
The ‘partial’ basis entails the holding of reserves (to
cover a projected period of up to 10 years). These
reserves allow for timing differences between receipts
and contributions, benefit improvements, and changing population growth. A relatively straightforward
projection (involving expected contribution income
and benefit outgo) is carried out every six months.

Risks and Who Bears Them
Pension Fund Risks
By ‘risk’ we mean the possibility that the assumptions underlying the provision of pension benefits (see
‘Funding Assumptions and Methods’) are not borne
out in practice. Of course, the result of actual experience differing from that assumed can be positive or
negative – leading to ‘upside risk’ or ‘downside risk’.
Pension fund risks include the following:
• Investment risk (preretirement): Where returns
exceed or fall short of those expected, funds built
up will, ceteris paribus, exceed or fall short of those
required to provide benefits.
• Investment risk (postretirement): The cost of providing benefits after retirement will depend on the
returns then achievable on monies invested, on bond
markets at retirement, or those implicit in the insurers’ annuity rates. Higher annuity costs or lower
returns mean that a larger than expected fund will
be required per unit of pension and vice versa.

• Mortality risk (preretirement): In a group scheme,
some members will be expected to die before retirement. Should more survive than expected, the ensuing
pension benefits to be provided will exceed those
anticipated. If a scheme self-insures (i.e. provides
from its own resources) preretirement death benefits,
then a partially offsetting cost saving will result from
experienced mortality proving to be lighter than that
anticipated.
• Mortality risk (postretirement): Should longevity
exceed expectations, as has happened consistently
over the last 50 years, pensions will have to be paid
for longer than was originally anticipated.
• Salary risk: If benefits are linked to salary at or
close to retirement then ‘excess’ salary increases will
lead to pensions required exceeding the level anticipated. This risk can be increased by executive pay
levels being deliberately raised close to retirement.
• Inflation risk: Where pensions increase with price
inflation (pre- or postretirement) excess inflation
will lead to pensions required exceeding the level
anticipated.
• Other demographic risks: These are linked to the
other assumptions described in the section ‘Funding
Assumptions and Methods’. For example, if more
members than expected are married at retirement
then any spouses’ pensions will exceed expectations,
leading to an increase in costs.
• Discontinuance risk: Should a scheme discontinue, through the insolvency of the sponsoring employer or its decision simply to abandon the scheme,
a number of risks arises. When a scheme discontinues, benefits lose any link to future salaries. Current
pensioners retain their pension entitlements (subject
to assets being sufficient), while working members
become entitled to leavers’ benefits. Such leavers’
benefits normally fall short of final salary benefits. If
the discontinuance is unplanned (as is often the case),
the scheme assets may not be sufficient to meet in full
even these (lower) leavers’ benefits.

Defined Contribution Arrangements
These are described in some detail in ‘Pensions’. In
essence, contributions from either or both employers
and employees build up in an individual fund. The
fund at retirement will depend on amounts paid in and
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on investment returns achieved. The pension payable
at retirement will depend on the size of this fund and
on annuity rates available from insurance companies.
In a ‘pure’ defined contribution arrangement, the
employer makes no guarantee (except regarding its
level of contribution), and so all risks (financial
and demographic) up to retirement remain with the
employee. After retirement, if an annuity is purchased, risks are transferred to the insurance company
in exchange for the purchase price.
On discontinuance, members should receive their
full accrued entitlements (subject to contributions
having been paid and monies invested securely.)

Defined Benefit Arrangements
These often provide benefits based on salary at or
near retirement or on revalued career average salary.
They can also provide fixed monetary amounts.
A common approach to funding involves the
employee paying a fixed percentage (which may be
nil) of salary each year with the employer meeting the
balance of cost. All risks associated with financial and
demographic assumptions, upside and downside, thus
remain with the employer. If legislation or scheme
rules require that some or all of any surplus is shared
with employees, the employer’s upside risk will be
reduced or eliminated.
On discontinuance, members will lose their final
salary link. Should the scheme be insolvent (i.e. assets
insufficient to meet in full the leavers’ benefits), then
members may receive less than their full entitlements.
Where legislation is in place to ensure that any asset
shortfall on discontinuance is made good, this risk
can be transferred, in part at least, to the sponsoring
employer. If the employer is insolvent, however, little
or no protection may be afforded to members by such
legislation.
Schemes (and the legislation governing them)
often incorporate ‘priority rules’ to be applied on discontinuance. These tend to favor current pensioners
over current employees by allocating assets first to
pensions already in payment.
Even where a scheme is solvent, and whether or
not it is discontinuing, members who opt to take a
‘transfer value’ (see Pensions) will, by so doing,
assume the pre- and postretirement investment risk,
both upside and downside. To the extent that, in
calculating a transfer value, a basis less generous than
that used for funding purposes is used to capitalize
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the alternative, preserved pension, members may face
an immediate reduction in their expected benefit. Any
such difference in calculation basis, together with the
loss inherent in taking a leaver’s benefit (see above)
means that individuals often see their benefits reduced
on transferring from one employer to another.

Individual Arrangements
Risk considerations are identical to those described
for defined contribution arrangements (see above.)

Hybrid Arrangements
A number of hybrid arrangements exists. Such arrangements cannot be described either as pure defined
benefit or pure defined contribution. By their nature,
some of these involve a sharing of risk between the
employer and the employee. An exception is schemes
with an ‘underpin’. These can take the form of
‘defined benefit schemes with a defined contribution
underpin’ or the converse. Employees will receive the
better of the two types of benefit. Examples might
include a scheme providing 1/80 of final salary each
year, subject to an underpin of the benefit provided
by an annual contribution of x% of salary. Such
schemes leave all the risk with the employer and,
in fact, the introduction of an underpin increases the
employer’s downside risk by giving employees an
option to ‘select against’ the pension scheme, opting
for the defined benefit pension after periods of low
returns, and the defined contribution pension after
periods of high returns. The extent of this increase
will depend on the value of the underpin (i.e. the
likelihood that it will ‘bite’ and the associated costs
thereof). As a result, such underpins are often set at
a very low level. In theory, the same techniques used
to value stock options could be used to value such
underpins. In practice, particularly where underpins
are set at a low level, more approximate approaches
tend to be used.
Schemes in which risk is shared include those
schemes providing a multiple of salary as a lump
sum at retirement. This lump sum is then converted
into pension. In these schemes, the employer takes
all the risks (investment, salary, demographic) prior
to retirement, but then transfers them to the employee
at the point of retirement.
‘Cash Balance Plans’ (see Pensions) are akin to
defined contribution arrangements, but with some
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of the downside investment risk prior to retirement
retained by the employer. The extent of this retained
risk will depend on the level of return guaranteed.

Risks, Trends, and the Future
While pension arrangements can differ significantly
from country to country, a number of trends have
become apparent over the last few decades.
Many companies, seeking higher returns (hence
lower costs) moved from insured to self-administered
arrangements to take advantage of the greater freedom of investment. At the same time, new layers of
legislation were introduced, most of them intended
to protect scheme members. They increased for companies the costs of operating their schemes (by,
for example, improving leavers’ benefits or increasing administrative burdens and reporting requirements). Poor global stockmarket performances in
the early years of the new millennium, combined
with new and more transparent accounting practices
(see below) and improvements in longevity brought
into higher relief than ever before the true extent
of the risks faced by companies operating defined
benefit schemes. The result has been a global trend
away from defined benefit arrangements and towards
defined contribution plans. In general, contributions
are paid into defined contribution plans at rates lower
than those required to finance their defined benefit predecessors. The inevitable result is that today’s
workers may expect, on average, to live longer and
receive lower pensions than the generation that preceded them.

Accounting for Pension Costs
Why the Accounting Approach is Important
Pensions can often represent a significant corporate
expense. This expense needs to be reflected in companies’ accounts. Differences (between countries or
between companies) in the treatment of this expense
can lead to distortions in the valuation of companies.
Historically, companies ‘booked’ their pension
costs on a ‘cash basis’, that is, they charged through
their accounts simply the monies paid in a particular
year. This led to misleading statements of the true
cost of providing pensions. For example, a company
taking a contribution holiday (funded out of surplus)

might show a zero pension cost, implying (falsely)
that it faced no ongoing financial commitment to provide retirement benefits.

Objectives of Accounting Standards
The principal objective is to show a realistic cost
of pension benefits over the period during which
companies benefit from their employees’ services.
Accounts should show an understandable and comparable (between companies) measure of the financial effect of their undertaking to provide pension benefits.

Basic Principles
‘Materiality’ is an accounting concept. Auditors will
require less detailed calculations where pension benefits represent only a small cost in comparison with the
total corporate costs and revenues. Defined contribution plans face a straightforward treatment; contributions paid equal (by definition) employer costs, and
this is the amount that must be reflected in corporate
accounts. For defined benefit schemes, an accounting
cost is calculated and, should actual payments exceed
or fall short of this cost, a ‘prepayment’ or ‘accrual’
respectively, will be entered on the balance sheet.
The treatment of any surplus differs from country
to country. Some standards treat surplus as belonging
entirely to the employer while others require an
analysis to be carried out to determine whether any
limitations exist.

Accounting versus Funding
Two schools of thought exist regarding the basis to
be used for accounting purposes. One school supports an ‘actuarial’ approach, using long-term funding
assumptions. The other prefers a ‘market’ basis, using
current economic assumptions.
Approaches differ from country to country. Germany and Japan, for example, lean towards an actuarial basis (as did the UK prior to the introduction of
a new standard, FRS 17). The US standard, FAS 87,
leans towards a market basis.
Carr [2] provides more information on the development over time of pension accounting standards.

International Convergence
The introduction in the United Kingdom of the
market-based standard, FRS 17, brings the UK
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approach closer to that used in the United States.
At the same time, the European Union has stated
that it would like the international standard (IAS
19) to be used by all members. This convergence
has implications for an international merger and
acquisition activity because, while different local
GAAPs (Generally Accepted Accounting Principles)
exist, financial statements require to be ‘translated’
by consultants to allow a potential purchaser to make
an informed decision.
For more detailed information, the reader is
referred to the texts of the Standards SSAP 24 [6],
FRS 17 [1], FAS 87 [4], IAS 19 [7] and to Carr [2].

Impact on Pension Provision
Accounting standards are intended to be dispassionate recording mechanisms. Their purpose is to allow
financial analysts to assess properly corporate pension commitments. Yet, they can be the subject
of heated debate. Some pension professionals have
expressed concern that standards that use volatile
(and, they assert, occasionally overconservative) valuation assumptions to assess pension costs may cause
companies to reduce the benefits provided under their
defined benefit arrangements or to abolish them altogether. Others insist that to use anything other than
a (necessarily volatile) market-driven basis will lead
to the systematic misstatement of costs. Agreement
seems unlikely to be imminent.
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Pensions, Individual
Characteristics of Individual Pensions
Individual pension arrangements provide a key vehicle for retirement planning for those unable to participate in collective, employer-sponsored arrangements.
Examples include the self-employed and employees
of small organizations unable to afford to provide
an occupational scheme. The precise structure, target market, and tax treatment of pension products
available to individuals varies significantly throughout the world. Variations in state benefits and local
tax and pensions legislation combine with differing
levels of sophistication within financial services markets to produce a wide variety of different offerings.
Within this article, we give an overview of some of
the features that are commonly, if not universally,
seen throughout the world. We then cover in more
detail some of the features of individual arrangements
in the United Kingdom, the United States of America,
Germany, and Canada.
While few sources are available which describe
in any detail the differences among individual pension arrangements throughout the world, readers may
find of interest the paper ‘A Proposal for Developing a Taxonomy of Private Pension Systems’ [1].
Other, country-specific, material may be found on
the internet.

Individual Accumulation Accounts
These go under a variety of names, for example, ‘Personal Pensions’ (UK), Individual Retirement Accounts (USA). Popular features include the
following:
(a) Providers: Contracts are usually made between
individuals and the product provider, normally banks,
insurance companies, or unit trust companies.
(b) Target market: Plans are generally available both
to employees and to the self-employed.
(c) Defined Contribution (DC) Structure (see Pensions): Most plans are operated on a DC basis, with
monies accumulating in individual accounts up to a
selected (or prescribed) retirement age.
(d) Tax-free cash: Some of the fund accumulated at
retirement may often be taken as a tax-free lump sum.
(e) Annuitization: After any tax-free cash is taken,
the residual fund must normally be used to provide

a pension, through the purchase of an annuity. We
describe below some exceptions to this.
(f) Tax treatment: Contributions (up to a fixed monetary amount or percentage of earnings) and investment returns are usually tax-relieved, while pensions
in retirement are taxed as income.
(g) Retirement age: A minimum age at which benefits may be taken, and a maximum age by which time
an annuity must be purchased, are often stipulated by
legislation.
(h) Investment options: A variety of funds is often
available, giving individuals a choice of with-profits
or investment-linked funds. The latter may include
funds focusing on specific asset classes such as equities, bonds, cash or property.
(i) Death benefits: On death before retirement, accumulated funds are normally returned to dependants.
Additional life assurance (see Life Insurance) may
often be added to contracts.
(j) Cessation of contributions: Plans can usually be
‘frozen’ if contributions are stopped. They will normally continue to benefit from investment growth up
to retirement.

Deferred Annuities
Individuals who wish to purchase in advance a specific retirement income may obtain deferred annuity
contracts from insurance companies. These contracts
will provide a specific retirement income in exchange
for a lump sum, although the income may be bought
piecemeal through the payment of regular premiums.
Insurance companies tend to invest in bonds (often
government bonds) to back the liabilities associated
with deferred annuities written. The price of the
annuities thus varies with the yields available on such
securities, with high yields implying low prices and
vice versa.

Immediate Annuities
Immediate annuities are available (from banks or
insurers) for individuals who have reached retirement
age and require to purchase an immediate income.
Like deferred annuities, the price of immediate annuities is linked to bond yields.

United Kingdom
With its history of relatively limited state pension
provision, supplemented by private arrangements, the
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United Kingdom has spawned an unusually rich variety of individual pension arrangements.

Personal Pensions (PPs)
Personal Pensions (PPs) are voluntary arrangements
available to employees and to the self-employed. PPs
exhibit the characteristics described in the section
‘Individual Accumulation Accounts’, with contributions (including, where applicable, employer contributions) up to a percentage of earnings (that percentage rising with age) allowed against tax. 25% of the
fund at retirement (no earlier than age 50) may be
taken as tax-free cash, while the residual fund must
be used to purchase an annuity no later than age 75.
Prior to age 75, part of the fund (within prescribed
limits) may be taken directly (i.e. without having purchased an annuity) as a taxable pension. This facility,
known as ‘drawdown’, allows individuals to defer
the purchase of an annuity (should they believe rates
to be unfavorable) thus retaining control over where
monies are invested.
Some PPs have been offered in the past with Guaranteed Annuity Rates. At the start of the millennium,
however, some insurance companies suffered significant losses through having to honor such guarantees
during periods of low interest rates and bond yields
and continuing improvements in mortality.

Self-invested Personal Pensions (SIPPs)
Self-invested Personal Pensions (SIPPs) are arrangements through which the individual chooses the
investments himself, instead of leaving investment
decisions to an insurance company or a bank. Permitted investments include stocks and shares, unit
and investment trusts, bonds and commercial property. This last investment option can prove useful to
business owners whose SIPP may take out a mortgage of up to 75% of the property’s value and then
lease it back, on commercial terms, to the business.

are the same as those applicable to defined benefit
arrangements (see Pensions). This can allow a higher
level of contribution to be paid than would be possible under a PP. SSASs, like SIPPs, offer considerable
freedom of investment, including the opportunity to
lease property back to the owner’s business.

Deferred and Immediate Annuities
At the time of writing, consideration is being given
by insurance companies to offering ‘return of capital’
annuities. This feature would return all or part of
the purchase price on death, allaying the misgivings
of individuals concerned that their early death might
render the contract poor value for money. Clearly, the
inclusion of such a feature would reduce the pension
payable in return for a given premium.

Executive Pension Plans (EPPs)
Executive Pension Plans (EPPs) are normally set up
for directors and senior employees. While set up on
a defined contribution basis, (i.e. there is no benefit
promise) the limits on tax-deductible contributions
follow rules applicable to defined benefit arrangements. Like SSASs (see above), then, they permit
higher levels of contribution than do PPs. Directors
may also engineer their earnings close to retirement
to ‘mop up’ an otherwise overfunded plan. Investment earnings are tax free while pensions are taxed
as income.
At the time of writing, legislation proposed in the
UK would apply the same limits to occupational and
non-occupational schemes. Thus, instead of facing
benefit limits (in occupational schemes) and contribution limits (in non-occupational schemes) individuals
would be allowed to accumulate a maximum fund
from all pension sources. This fund would then be
used to provide tax free cash plus a pension.

United States of America
Small Self-administered Schemes (SSASs)
While Small Self-administered Schemes (SSAS) may
be set up for up to 12 senior employees, often within
a family firm, single-person SSASs also exist. While
almost always funded on a defined contribution basis,
their targets and the limits imposed on their funding

Individual annuities exist, broadly as described earlier. The US equivalent of the Personal Pension is
called an Individual Retirement Account (IRA). A
similar arrangement, known as a ‘Keogh Plan’ exists
for the self-employed. Contributions, up to fixed
monetary limits, are tax-relieved. Very popular in
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the United States, monies invested in IRAs exceed
2.5 trillion US Dollars.
Three types of IRA exist.

Traditional IRA
Money must start to be withdrawn, within prescribed
limits, between ages 59 12 and 70 12 . Earlier withdrawals suffer a tax penalty. Investment earnings are
tax free until money starts to be withdrawn. Monies
withdrawn are themselves subject to income tax.

Roth IRA
Only available to individuals with certain incomes,
contributions are not tax deductible but investment
returns are always tax free. In other respects, the Roth
IRA is similar to the traditional version.

Education IRA
Not a pension contract but included for completeness,
this IRA exists to fund children’s or grandchildren’s
education. It is subject to lower contribution limits
than the other two types of IRA.
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Canada
Registered Retirement Savings Plan (RRSP)
Registered Retirement Savings Plan (RRSPs) are defined contribution, individual accumulation accounts.
Contributions up to certain limits are tax deductible
and investment earnings are free of tax. Benefits are
subject to income tax. While the contracts are normally offered by insurers and banks, ‘Self-Directed
RRSPs’ exist for those who wish to manage their own
investments (see SIPP under UK section). ‘Spousal
RRSPs’ allow a higher earning spouse to obtain tax
relief in respect of contributions made to their partner’s RRSP.

Registered Retirement Income Fund (RRIF)
An Registered Retirement Income Fund (RRIF) is
a vehicle available at retirement as an alternative
to purchasing an annuity. A registered pension fund
(normally an RRSP) may be transferred into a RRIF
and funds subsequently drawn down from the fund.
A minimum amount must be withdrawn each year
and this is taxed as income.

Individual Pension Plans (IPPs)

Tax relief is granted on only a very low level of contribution. For most employees, this relief is already
exhausted by their social insurance contributions. By
contrast, the self-employed (who often make no social
insurance (see Social Security) contributions) may
take advantage of this limited relief. Investment earnings are generally tax free and, once an annuity is
purchased, part of the resulting income is treated as
being a return of capital and thus avoids income tax.

An Individual Pension Plan (IPP) is a defined benefit
plan specifically tailored for one shareholder or a
senior executive. Such plans may provide a pension
of up to 2% of indexed remuneration for each year of
service, subject to a monetary ceiling. Contributions
and investment earnings are tax deductible.
Because no limit exists on contributions, which
may be paid into an IPP (limits apply instead to
benefits) an IPP may allow individuals to pay higher
levels of tax-deductible contributions than would be
possible under an RRSP.
Because of reporting requirements and actuarial
involvement, IPPs are more complex to establish and
to administer than are RRSPs.

Reister Plans

Reference

Named after the labor minister who introduced tax
reforms in 2001, these plans offer tax relief on a
higher level of contribution than do the traditional
plans described above. Investment returns are tax free
while withdrawals and pensions are subject to tax.
Reister Plans have to satisfy a number of fairly prescriptive requirements to benefit from the favorable
tax treatment.

[1]

Germany
Individual Pension Plans

A Proposal for Developing a Taxonomy of Private Pensions, International Network of Pensions Regulators and
Supervisors.
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Pensions
Introduction
The economic, legal, and political background of any
jurisdiction, together with its employment laws, will
inevitably have a major impact on the nature and
shape of benefits provided by the state, by employers
or through the personal saving of individuals.

State Provision
An idea of the range and level of benefits provided by the state may be gained from the following
brief examples.
In the United Kingdom, the social security system provides
•
•
•
•

flat rate pensions
earnings-related pensions
sickness and disability benefits
unemployment benefits.

State pensions are currently provided from age
65 for men and from 60 for women, although the
state pension age for women is being increased to 65
gradually from 2010 to 2020.
The flat rate or ‘Basic State Pension’ can provide
around 15% of national average earnings, while the
earnings-related supplement can provide around 20%
of earnings between certain bands, depending on
the earnings history and contribution record of the
individual. Higher percentages may be provided for
lower earners.
In the United States of America, the retirement
benefits environment is described as a ‘three legged
stool’, the legs being
•
•
•

social security
employer-provided pensions
personal saving (often through an employer-based
plan).

A wide variety of benefits is provided, including
retirement and survivors’ benefits, disability benefits,
and Medicare.
Retirement benefits provide between 25% and
60% of career average earnings (subject to an earnings cap), with the formula weighted in favor of the
lower paid.

State retirement age is being increased from 65
to 67.
In Japan, a combination of flat rate and earningsrelated benefits can provide up to 45% of revalued
career average earnings, together with survivors’,
disability, and health-care benefits.
State benefits are paid from age 60.
In Australia, flat rate social security pensions are
financed from general taxation. In general, only modest benefits are provided – around 35% of national
average wage for married couples and 25% for single
people. Benefits may be reduced through the application of income-based and asset-based tests.
State retirement age is 65.
In Germany, benefits are generous, providing significant income replacement for average earners.
State retirement ages will be equalized (for men and
women) at 65 by 2015.
Jollans [4] and Sullivan [10] look at the impact on
pension provision of improvements in longevity (see
Decrement Analysis), while Feldstein [8] considers
the future of state provision in Europe.

Mandatory Employer Plans
In some jurisdictions, employers must contribute to
a pension scheme, sometimes as an alternative to
their funding directly the state scheme. For example,
in the United Kingdom, employers must contribute to
the state schemes (through National Insurance contributions paid on behalf of employees) although they
may ‘contract-out’ of the earnings-related element
(thereby paying lower National Insurance Contributions in exchange for providing satisfactory alternative arrangements through a private plan). Employers
need not offer a separate occupational scheme, but,
if they choose not to do so, they must offer access
to a ‘Stakeholder’ pension plan. Stakeholder plans
are normally offered by insurance companies. Within
the plans, employee (and any employer) contributions
accumulate in a fund to be used to provide retirement
benefits. The requirement to ‘offer access’ is not an
onerous one. In effect, employers need only select
a provider and put in place sufficient administrative
arrangements to collect contributions from payroll,
and to remit them to the provider.
In Australia, mandatory employer-sponsored defined contribution arrangements provide additional
benefits. Companies must pay at least 9% of earnings
(subject to a limit) into such plans.
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In France, mandatory plans supplement social
security benefits, taking total benefits up to 35%
(higher paid employees) to 70% of pay (lower paid
employees.) These plans are set up on a defined
contribution basis, with the employer : employee contribution normally split 60 : 40.
No mandatory plans exist in the United States of
America, Japan or Germany.

benefit scheme, others known as ‘career average’
schemes also exist. The latter type of scheme provides
benefits based on each year’s earnings, normally
revalued (e.g. to allow for price inflation) up to
retirement. Career average schemes are said to benefit
employees whose earnings tail off as they approach
retirement (e.g. through a lack of overtime), while
at the same time protecting members’ funds from
executives’ (occasionally engineered) sharp pay rises
in their final working years.

Voluntary Employer Plans (UK)
This section, which focuses on the plans and benefits provided in the United Kingdom, provides an
overview of the types of arrangement available. Some
key international differences are identified in the
sections that follow. An international perspective may
be gained from the Pensions Management Institute’s
texts for their Diploma in International Benefits [3],
while that same body provides a useful glossary of
the terminology commonly used within the pensions
field [7]. Perspectives specific to Europe are given
in [6] and [9].
UK plans can include occupational schemes (providing ‘defined benefits’ or ‘defined contributions’ –
see below), Stakeholder plans or Group Personal Pensions. Lee [1] provides a detailed description of UK
schemes and their benefits while the annual survey
of the National Association of Pension Funds [2]
gives statistics on the relative popularity of different
benefit structures. When occupational schemes are
being introduced or amended, organizations invariably look to put in place benefit structures that
complement their overall Human Resources strategy.
Bright [5] considers in some detail the need for a
flexible approach.
The principal benefits offered by these plans
include retirement pensions and risk benefits. The
latter category can include lump sums or pensions
payable to dependants on death before retirement
(‘death in service benefits’) together with invalidity benefits.

Benefits at Normal Retirement. Driven by a desire
to integrate with state arrangements, combined with
European legislation prescribing equal treatment for
men and women, 65 remains the most popular ‘normal retirement age’ (NRA) in the United Kingdom.
Some schemes set the NRA at other ages, normally
between 60 and 65 while others offer ‘flexible retirement’ in which the employee chooses when to retire,
usually between 60 and 65.
Benefits at NRA will typically comprise 1/60
or 1/80 of pensionable pay per year of service
(the ‘accrual rate’), so that an employee with forty
years’ service will receive two thirds or a half of
their final (or career average) earnings as a pension at retirement. Some of this benefit may be
exchanged for a cash sum, which unlike the pension,
is free from income tax. Public sector and government schemes tend to provide explicitly for such a
cash sum, offering 1/80 pension plus 3/80 cash per
year of service. This formula, once considered to be
broadly equivalent to 1/60 pension, nowadays provides a benefit roughly equivalent to 1/70 accrual,
without additional cash (the reduction is a result of
improved longevity and low interest rates, both of
which increase the cash value of a pension.)
Spouses’ pensions are normally provided after the
death of the retired employee. 50% of the original
pension is typical, although some schemes, particularly those for executives, provide 2/3. In addition,
the member’s pension is normally ‘guaranteed’ for
five years, with the outstanding balance of five years’
payments being paid on death during that period.

Occupational Schemes – Defined Benefit
While defined benefit schemes are commonly known
as ‘final salary’ schemes, the two terms are not, in
fact, synonymous. Although ‘final salary’ schemes
(providing benefits based on earnings at or close to
retirement) remain the most popular type of defined

Benefits on Early Retirement. Depending on scheme rules and often subject to employer consent,
members may take their pensions early (from age
50 for most occupations, although proposals current
at the time of writing would raise this to 55). To
allow for pensions being paid earlier (leading to a loss

Pensions
in scheme investment returns and contributions), and
for longer (since they start at a younger age), early
retirement pensions are normally subject to a reduction through an ‘early retirement factor’. Reductions
of around ‘5% per year early’ are common.
Example Consider a member with 40 years’ service
up to age 65, a pension accrual rate of 1/60 and a final
salary of £60 000 p.a.
Normal Retirement Pension (65): 40/60 × £60 000
= £40 000
If this member retired at 62, on a salary of £55 000
Early Retirement Pension: 37/60 × £55 000 ×
0.85 = £28 829
Benefits on Late Retirement. If a member retires
after NRA, the scheme will have held funds for some
additional years and the pension, starting later, will
be assumed to be payable for a shorter period. As
a result, the pension will normally be increased by
a ‘late retirement factor’. Increases of ‘5% to 12%
per year late’ are common, the higher rate being used
where salary at NRA is used and the lower rate where
post-NRA salary increases are allowed for.
Ill-health Early Retirement (IHER). Schemes often provide IHER pensions should a member be
deemed unfit to work. Such pensions will not normally be subject to an early retirement reduction
and often benefit from an enhancement whereby ‘full
prospective service’ is counted in the calculation.
Example A member with 15 years’ service, an
accrual rate of 1/60 and a salary of £40 000 is granted
an IHER pension at age 45. Prospective service, had
he remained in the scheme to 65, is 35 years.
Ill Health Early Retirement Pension (IHERP) =
35/60 × £40 000 = £23 333.
Sometimes a form of income replacement insurance, known as ‘Permanent Health Insurance’ (or
‘Income Protection Insurance’) is used instead of or
in conjunction with IHERP.
Children’s Pensions. Occasionally pensions are
provided to children (often under age 18 or in fulltime education), after a member dies in retirement.
These will normally be subject to a limit such that,
when aggregated with any spouse’s pension, the total
does not exceed the member’s pension prior to death.
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Pension Increases. Pensions in payment are normally increased by the rate of price inflation, often
subject to a ceiling of 5% p.a. This ceiling exists
to protect schemes against the soaring costs, which
could result in periods of high inflation, such as
the 1970s. At the time of writing, proposed legislation would reduce this ceiling to 2.5% p.a.
Death-in-service Benefits. A spouse’s pension is
often provided if a member dies in service. Typical
benefits are 50% (occasionally 2/3) of the member’s
full prospective benefit, that is, 50% of the potential
IHERP (q.v.). Some schemes use a simpler approach,
paying a pension equal to a fraction of salary (typically 1/3 or 1/4.)
A lump sum of between one and four times salary
is also commonly provided.
Lump sum benefits are almost always provided
through an insurance contract, while dependants’ pensions may be insured or provided from the main
scheme (‘self-insured’).
Members’ Contributions. Members commonly
pay between nil and 6% of salary, with the sponsoring
employer paying the balance of cost.
Benefits on Leaving Service. When an employee
leaves their job, they will cease to accrue further
benefits in their former employer’s scheme. Benefits
already accrued will be converted into a ‘deferred
pension’, that is, a fixed pension (normally increased
in deferment in line with inflation) payable from
NRA. The deferred pension may be either left in the
scheme of the former employer, or the ex-employee
may opt to take the capitalized value of this deferred
pension (a ‘transfer value’) and have it paid into
his new employer’s scheme or into an insurance
contract.

Occupational Schemes – Defined Contribution
These schemes allow an individual fund to be accumulated for each member, made up of employee
and employer contributions plus the investment return
achieved up to retirement less charges made by the
scheme provider (typically an insurance company) to
cover expenses, mortality, and profits. The underlying insurance contract can be deposit-based, directly
linked to equity or gilt returns (through a unitised
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contract) or set up on a ‘with profits’ basis (see Participating Business) wherein returns are smoothed
over time by the insurance companies’ actuaries.
Benefits on Normal, Early or Late Retirement.
Accumulated funds will be used to provide a pension
whose amount will depend on the size of the fund
and annuity rates offered by insurance companies.
Individual members can choose whether to allocate some of the fund towards the provision of dependants’ benefits payable on death after retirement.
Ill-health Early Retirement. If such benefits are
offered, they will be provided through a Permanent Health Insurance arrangement. Benefit levels of
around 50% of salary (including state invalidity benefits) are typical.
Death-in-service Benefits. Dependants’ pensions
and lump sum benefits are normally provided under
a separate group life insurance policy. Benefit levels tend to be lower than those offered under defined
benefit arrangements.
Contributions. A wide range of contribution rates
exists, and employers’ rates can range from 2%
to 15% or more. A ‘matching’ system is used on
occasion. A typical matching approach might see the
employer provide a contribution of (say) 5%, plus
an additional contribution to match all or part of
the employee’s contribution up to a limit of (say)
a further 5%.
Some employers used tiered scales of contributions, with rates increasing with age and/or service.
Benefits on Leaving Service. On leaving service,
a member’s accumulated fund may be either left in
his former employer’s scheme or a transfer value (see
‘Benefits on Leaving Service’) may be paid into his
new employer’s scheme or into an insurance contract.

Stakeholder Pensions and Group Personal
Pensions
Stakeholder Pensions (SPs) and Group Personal Pensions (GPPs) are very similar arrangements. Both
are typically provided by insurance companies. SPs
are subject to legislation limiting the charges that
providers may apply and are introduced to provide

a low cost retirement savings vehicle, particularly for
lower paid employees.
Under these arrangements, funds accumulate on
behalf of each member, and are exchanged at or after
retirement (up to age 75), for an annuity (although
25% of the fund may be taken as tax-free cash).
Dependants’ pensions can be provided in the
same way as applies to defined contribution occupational schemes.
In SPs and GPPs, the employer is often providing
little more than a collection facility for contributions,
although some employers choose to contribute generously to such contracts. Employer contributions thus
range from nil to over 15%.

Voluntary Employer Plans (USA)
Defined benefit arrangements are integrated with the
social security system, and their aim is to provide
total benefits (including social security) of between
45% and 80% of final earnings.
Defined contribution arrangements include ‘401(k)
Plans’ that operate in a similar way to Stakeholder
plans in the United Kingdom.
A half-way house, between pure defined benefit
and pure defined contribution arrangements, is provided by schemes that offer at retirement a multiple of
salary (based on service). The employer thus retains
the investment risk prior to retirement (as in a defined
benefit arrangement) and passes it to the employee
at the point of retirement (as in a defined contribution plan).
‘Cash Balance Plans’ provide a guaranteed level
of return on monies invested prior to retirement. In
essence, these are defined contribution arrangements
but with some of the risk retained by the employer.
Normal Retirement Age is usually 65.
Disability benefit plans are common. These are
usually insured and provide around 50% to 70% of
salary as replacement income.
Health-care benefits (covering say 80% of
expenses) are provided for around 60% of the
population.
‘Cafeteria Plans’ provide flexible benefits allowing
employees to choose between different types and
levels of benefit (including life assurance (see Life
Insurance), dependant care expenses, health care,
extra salary).

Pensions

Voluntary Employer Plans (Japan)
Voluntary plans have historically been structured on
a defined benefit basis, providing a fund of 1 to 1.5
times monthly earnings per year of service.
Survivors’ benefits, whose level depends on job
classification, are normally provided through insurance contracts.
Disability benefits are common but health care is
rarely provided (being covered under social security
arrangements).
Defined contribution plans exist but are in their
infancy.

Voluntary Employer Plans (Australia)
Voluntary plans were traditionally set up to provide lump sums on a defined benefit basis. Since
the introduction of mandatory defined contribution
plans, employer interest has waned in defined benefit
arrangements.

Voluntary Employer Plans (Germany)
Voluntary plans are provided, some limited to the
higher paid. Defined benefit plans (providing flat
monetary amounts or multiples of salary) are common
although defined contribution arrangements are growing in popularity.
A variety of structures exist, including Direct
Insurance (premiums paid to and benefits provided by
an insurance company), Support Funds (separate entities established by employers) and Pensionskassen
(captive insurance companies).

Voluntary Employer Plans (France)
Voluntary plans are relatively rare, normally being
provided only for the higher paid and usually structured on a defined contribution basis.
Survivors’, disability, and health-care benefits are
commonly provided.

Individual Arrangements
In the United Kingdom, Personal Pensions are the
principal vehicle for individuals, including the selfemployed, to save for retirement. These operate in the
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same way as GPPs except that the employer (if any)
is not involved. Personal Pensions are commonly provided by insurance companies, although Self-invested
Personal Pensions (SIPPs) can be set up, which are
entirely freestanding and which can hold their own
individual investment portfolio.
In the United States of America, Individual Retirement Accounts (IRAs) may be established without
employer involvement.
In Japan, defined contribution arrangements that
can be occupational or personal exist, but are in
their infancy.
Individual pension arrangements are much less
popular in other countries, although private provision
is being encouraged in Germany to reduce the strain
of providing generous state benefits.

Taxation of Contributions and Benefits
In the United Kingdom, provided schemes satisfy
certain requirements, they are granted ‘approved’ status. Approved schemes benefit from a favorable tax
regime whereby employer and employee contributions are tax deductible and investment returns are
partially tax-free. A lump sum may be taken taxfree although pensions in payment are subject to
income tax.

Occupational Schemes
Occupational schemes are subject to benefit limits
that depend on individuals’ salaries (up to a maximum – the ‘earnings cap’) and service.

Stakeholder and Personal Pensions
These arrangements are subject to contribution limits
that increase with age.
These contributions are also subject to the earnings cap.
In the United States of America, Japan, and
France, an approach similar to that used in the United
Kingdom applies, viz. contributions (employee and
employer) are tax-relieved, investment growth is
largely tax-free while benefits are taxed. A rather
less-generous approach is used in Australia, while,
in Germany, employee contributions (which are rare)
seldom attract tax relief as statutory limits on such
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Pensions

relief tend to be exhausted by social security and
savings contributions.
At the time of writing, legislation proposed in the
UK would apply the same limits to occupational and
non-occupational schemes. Thus, instead of facing
benefit limits (in occupational schemes) and contribution limits (in non-occupational schemes) individuals
would be allowed to accumulate a maximum fund
from all pension sources. This fund would then be
used to provide tax free cash plus a pension.

[2]
[3]
[4]
[5]
[6]
[7]
[8]

Unapproved Arrangements

[9]

Unapproved arrangements, funded or unfunded, exist
to provide a top up to the benefits provided under
approved arrangements. They are normally offered
only to very senior executives and they do not benefit from the favorable tax treatment that applies to
approved schemes.

[10]
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Present Values and
Accumulations
Effective Interest
Money has a time value; if we invest $1 today, we
expect to get back more than $1 at some future time
as a reward for lending our money to someone else
who will use it productively. Suppose that we invest
$1, and a year later we get back $(1 + i). The amount
invested is called the principal, and we say that i is
the effective rate of interest per year. Evidently, this
definition depends on the time unit we choose to use.
In a riskless world, which may be well approximated
by the market for good quality government bonds,
i will be certain, but if the investment is risky, i is
uncertain, and our expectation at the outset to receive
$(1 + i) can only be in the probabilistic sense.
We can regard the accumulation of invested money
in either a retrospective or prospective way. We may
take a given amount, $X say, to be invested now
and ask, as above, to what amount will it accumulate
after T years? Or, we may take a given amount, $Y
say, required in T years’ time (to meet some liability
perhaps) and ask, how much we should invest now,
so that the accumulation in T years’ time will equal
$Y ? The latter quantity is called the present value of
$Y in T years’ time. For example, if the effective
annual rate of interest is i per year, then we need
to invest $1/(1 + i) now, in order to receive $1 at
the end of one year. In standard actuarial notation,
1/(1 + i) is denoted v, and is called the discount
factor. It is immediately clear that in a deterministic
setting, accumulating and taking present values are
inverse operations.
Although a time unit must be introduced in the
definition of i and v, money may be invested over
longer or shorter periods. First, consider an amount
of $1 to be invested for n complete years, at a rate i
per year effective.
•
•

Under simple interest, only the amount originally
invested attracts interest payments each year, and
after n years the accumulation is $(1 + ni).
Under compound interest, interest is earned each
year on the amount originally invested and interest already earned, and after n years the accumulation is $(1 + i)n .

Since (1 + i)n ≥ (1 + ni) (i > 0), an astute investor
will turn simple interest into compound interest just
by withdrawing his money each year and investing
it afresh, if he is able to do so; therefore the use
of simple interest is unusual, and unless otherwise
stated, interest is always compound.
Given effective interest of i per year, it is easily
seen that $1 invested for any length of time T ≥ 0
will accumulate to $(1 + i)T . This gives us the rule
for changing the time unit; for example, if it was more
convenient to use the month as time unit, interest of
i per year effective would be equivalent to interest
of j = (1 + i)1/12 − 1 per month effective, because
(1 + j )12 = 1 + i.

Changing Interest Rates and the Force of
Interest
The rate of interest need not be constant. To deal
with variable interest rates in the greatest generality, we define the accumulation factor A(t, s) to
be the amount to which $1 invested at time t will
accumulate by time s > t. The corresponding discount factor is V (t, s), the amount that must be
invested at time t to produce $1 at time s, and clearly
V (t, s) = 1/A(t, s). The fact that interest is compound is expressed by the relation
A(t, s) = A(t, r)A(r, s) for t < r < s.

(1)

The force of interest at time t, denoted δ(t), is defined
as
δ(t) =

dA(0, t)
d
1
=
log A(0, t). (2)
A(0, t)
dt
dt

The first equality gives an ordinary differential equation for A(0, t), which with boundary condition
A(0, 0) = 1 has the following solution:

 t
δ(s) ds
A(0, t) = exp


0

  t

so V (0, t) = exp −
δ(s) ds
.

(3)

0

The special case of constant interest rates is now
given by setting δ(t) = δ, a constant, from which we
obtain the following basic relationships:
(1 + i) = eδ and δ = log(1 + i).

(4)
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The theory of cash flows and their accumulations
and present values has been put in a very general
framework by Norberg [10].

recipient survives – but if they are guaranteed regardless of events, the annuity is called an annuity certain.
Actuarial notation extends to annuities certain as
follows:

Nominal Interest

•

In some cases, interest may be expressed as an annual
amount payable in equal instalments during the year;
then the annual rate of interest is called nominal.
For example, under a nominal rate of interest of
8% per year, payable quarterly, interest payments
of 2% of the principal would be made at the end
of each quarter-year. A nominal rate of i per year
payable m times during the year is denoted i (m) .
This is equivalent to an effective rate of interest of
i (m) /m per 1/m year, and by the rule for changing
time unit, this is equivalent to effective interest of
(1 + i (m) /m)m − 1 per year.

sn =
an =

Annuities Certain
We often have to deal with more than one payment,
for example, we may be interested in the accumulation of regular payments made into a bank account.
This is simply done; both present values and accumulations of multiple payments can be found by
summing the present values or accumulations of each
individual payment.
An annuity is a series of payments to be made
at defined times in the future. The simplest are level
annuities, for example, of amount $1 per annum. The
payments may be contingent on the occurrence or
nonoccurrence of a future event – for example, a
pension is an annuity that is paid as long as the

n−1

(1 + i)n − 1
,
(1 + i)r =
i
r=0
n


vr =

r=1

Rates of Discount
Instead of supposing that interest is always paid at
the end of the year (or other time unit), we can suppose that it is paid in advance, at the start of the
year. Although this is rarely encountered in practice, for obvious reasons, it is important in actuarial
mathematics. The effective rate of discount per year,
denoted d, is defined by d = i/(1 + i), and receiving this in advance is clearly equivalent to receiving
i in arrears. We have the simple relation d = 1 − v.
Nominal rates of discount d (m) may also be defined,
exactly as for interest.

A temporary annuity certain is one payable for
a limited term. The simplest example is a level
annuity of $1 per year, payable at the end of each
of the next n years. Its accumulation at the end
of n years is denoted sn , and its present value at
the outset is denoted an . We have

•

•

1 − vn
.
i

(5)

(6)

There are simple recursive relationships between
accumulations and present values of annuities
certain of successive terms, such as sn+1 = 1 +
(1 + i)sn and an+1 = v + van , which have very
intuitive interpretations and can easily be verified
directly.
A perpetuity is an annuity without a limited term.
The present value of a perpetuity of $1 per year,
payable in arrear, is denoted a∞ , and by taking
the limit in equation (5) we have a∞ = 1/i. The
accumulation of a perpetuity is undefined.
An annuity may be payable in advance instead of
in arrears, in which case it is called an annuitydue. The actuarial symbols for accumulations and
present values are modified by placing a pair of
dots over the s or a. For example, a temporary
annuity-due of $1 per year, payable yearly for n
years would have accumulation s̈n after n years or
present value än at outset; a perpetuity of $1 per
year payable in advance would have present value
ä∞ ; and so on.
We have
s̈n =

än =

n

(1 + i)n − 1
(1 + i)r =
,
d
r=1
n−1

r=0

ä∞ =

1
.
d

vr =

1 − vn
,
d

(7)

(8)
(9)
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•

(1 + i)n − 1
,
i (m)
1 − vn
= (m) ,
i
(1 + i)n − 1
=
,
d (m)
1 − vn
= (m) .
d

sn(m) =

(10)

an(m)

(11)

s̈n(m)
än(m)

(12)
(13)

Comparing, for example, equations (5) and (10),
we find convenient relationships such as
sn(m) =

•

s̈n − n
,
d
än − nv n
(I ä)n =
.
d

Annuities are commonly payable more frequently
than annually, say m times per year. A level annuity of $1 per year, payable in arrears m times a
year for n years has accumulation denoted sn(m)
after n years and present value denoted an(m) at
outset; the symbols for annuities-due, perpetuities, and so on are modified similarly. We have

i
sn .
i (m)

(14)

In precomputer days, when all calculations
involving accumulations and present values of
annuities had to be performed using tables and
logarithms, these relationships were useful. It was
only necessary to tabulate sn or an , and the ratios
i/i (m) and i/d (m) , at each annual rate of interest
needed, and all values of sn(m) and an(m) could be
found. In modern times this trick is superfluous,
since, for example, sn(m) can be found from first
principles as the accumulation of an annuity of
$1/m, payable in arrears for nm time units at
an effective rate of interest of (1 + i)1/m − 1 per
time unit. Accordingly, the i (m) and sn(m) notation
is increasingly of historical interest only.
A few special cases of nonlevel annuities arise
often enough so that their accumulations and
present values are included in the international
actuarial notation, namely, arithmetically increasing annuities. An annuity payable annually
for n years, of amount $t in the tth year, has
accumulation denoted (I s)n and present value
denoted (I a)n if payable in arrears, or (I s̈)n and
(I ä)n if payable in advance.
s̈n − n
(I s)n =
,
i
än − nv n
(I a)n =
,
i

(I s̈)n =

•

3
(17)
(18)

(I s)(m)
n (and so on) is a valid notation for increasing annuities payable m times a year, but note that
the payments are of amount $1/m during the first
year, $2/m during the second year and so on,
not the arithmetically increasing sequence $1/m,
$2/m, $3/m, . . . at intervals of 1/m year. The
notation for the latter is (I (m) s)(m)
(and so on).
n
In theory, annuities or other cash flows may be
payable continuously rather than discretely. In
practice, this is rarely encountered but it may
be an adequate approximation to payments made
daily or weekly. In the international actuarial
notation, continuous payment is indicated by a bar
over the annuity symbol. For example, an annuity
of $1 per year payable continuously for n years
has accumulation s n and present value a n . We
have
 n
 n
sn =
(1 + i)n−t dt =
eδ(n−t) dt
0

0

(1 + i) − 1
,
δ
 n

an =
(1 + i)−t dt =
n

=

0

(19)
n

e−δt dt

0

1 − vn
,
δ
 ∞

=
(1 + i)−t dt =

=
a∞

0

(20)
∞

e−δt dt =

0

1
. (21)
δ

Increasing continuous annuities may have a rate
of payment that increases continuously, so that at
time t the rate of payment is $t per year, or that
increases at discrete time points, for example, a
rate of payment that is level at $t per year during
the tth year. The former is indicated by a bar that
extends over the I, the latter by a bar that does
not. We have

(15)

(I s)n =

(16)

=


n−1

(r + 1)
r=0

s̈n − n
,
δ

r+1

(1 + i)n−t dt

r

(22)
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(I a)n =

n−1

r=0



r+1

(r + 1)
r

än − nv n
,
δ
 n
sn − n
(I s)n =
t (1 + i)n−t dt =
,
δ
0
 n
a n − nv n
t (1 + i)−t dt =
.
(I a)n =
δ
0
=

or more individuals. The simplest insurance contracts such as whole life insurance guarantee to
pay a fixed amount on death, while the simplest annuities guarantee a level amount throughout life. For simplicity, we will suppose that
cash flows are continuous, and death benefits are
payable at the moment of death. We can (a) represent the future lifetime of a person now age
x by the random variable Tx ; and (b) assume a
fixed rate of interest of i per year effective; and
then the present value of $1 paid upon death is
the random variable v Tx , and the present value
of an annuity of $1 per annum, payable continuously while they live, is the random variable a Tx .
The principle of equivalence states that two series
of contingent payments that have equal expected
present values can be equated in value; this is
just the law of large numbers (see Probability
Theory) applied to random present values. For
example, in order to find the rate of premium P x
that should be paid throughout life by the person
now age x, we should solve

(1 + i)−t dt
(23)
(24)
(25)

Much of the above actuarial notation served to
simplify calculations before widespread computing
power became available, and it is clear that it is now
a trivial task to calculate any of these present values
and accumulations (except possibly continuous cash
flows) with a simple spreadsheet; indeed restrictions
such as constant interest rates and regular payments
are no longer important. Only under very particular
assumptions can any of the above actuarial formulae
be adapted to nonconstant interest rates [16].
For full treatments of the mathematics of interest
rates, see [8, 9].

E[v Tx ] = P x E[a Tx ].

Accumulations and Present Values Under
Uncertainty
There may be uncertainty about the timing and
amount of future cash flows, and/or the rate of
interest at which they may be accumulated or discounted. Probabilistic models have been developed
that attempt to model each of these separately or in
combination. Many of these models are described in
detail in other articles; here we just indicate some of
the major lines of development.
Note that when we admit uncertainty, present values and accumulations are no longer equivalent, as
they were in the deterministic model. For example,
if a payment of $1 now will accumulate to a random amount $X in a year, Jensen’s inequality (see
Convexity) shows that E[1/X]  = 1/E[X]. In fact,
the only way to restore equality is to condition on
knowing X, in other words, to remove all the uncertainty. Financial institutions are usually concerned
with managing future uncertainty, so both actuarial
and financial mathematics tend to stress present values much more than accumulations.
•

Life insurance contracts define payments that
are contingent upon the death or survival of one

•

(26)

In fact, these expected values are identical to the
present values of contingent payments obtained
by regarding the life table as a deterministic
model of mortality, and many of them are represented in the international actuarial notation. For
example, E[v Tx ] = Ax and E[a Tx ] = a x . Calculation of these expected present values requires a
suitable life table (see Life Table; Life Insurance
Mathematics). In this model, expected present
values may be the basis of pricing and reserving in life insurance and pensions, but the higher
moments and distributions of the present values
are of interest for risk management (see [15] for
an early example, which is an interesting reminder
of just how radically the scope of actuarial science
has expanded since the advent of computers).
For more on this approach to life insurance mathematics, see [1, 2].
For more complicated contracts than life
insurance, such as disability insurance or income
protection insurance, multiple state models were
developed and expected present values of extremely general contingent payments were obtained
as solutions of Thiele’s differential equations
(see Life Insurance Mathematics) [4, 5]. This
development reached its logical conclusion when

Present Values and Accumulations

•

life histories were formulated as counting
processes, in which setting the familiar expected
present values could again be derived [6] as
well as computationally tractable equations for
the higher moments [13], and distributions [3]
of present values. All of classical life insurance
mathematics is generalized very elegantly using
counting processes [11, 12], an interesting
example of Jewell’s advocacy that actuarial
science would progress when models were
formulated in terms of the basic random events
instead of focusing on expected values [7].
Alternatively, or in addition, we may regard
the interest rates as random (see Interestrate Modeling), and develop accumulations and
present values from that point of view. Under
suitable distributional assumptions, it may be
possible to calculate or approximate moments
and distributions of present values of simple
contingent payments; for example, [14] assumed
that the force of interest followed a secondorder autoregressive process, while [17] assumed
that the rate of interest was log-normal. The
application of such stochastic asset models
(see Asset–Liability Modeling) to actuarial
problems has since become extremely important,
but the derivation of explicit expressions for
moments or distributions of expected values and
accumulations is not common. Complex asset
models may be applied to complex models of
the entire insurance company, and it would be
surprising if analytical results could be found; as
a rule it is hardly worthwhile to look for them,
instead, numerical methods such as Monte Carlo
simulation are used (see Stochastic Simulation).

[3]

[4]

[5]

[6]

[7]

[8]
[9]
[10]

[11]
[12]

[13]

[14]

[15]

[16]

[17]
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Price, Richard
(1723–1791)
Born on February 23, 1723 at Tynton, Glamorganshire to a Calvinist congregational minister, Price
went to a dissenting academy in London for his
higher education. As a preacher in the surroundings of
London, he quickly established a reputation as a nonconformist, moral philosopher. Apart from that, Price
had strong interests in politics, economics, and mathematics. Through his political writing on colonialism
in America, he had a fair share in influencing the
Americans to declare their independence. Although
he was an intimate friend of Benjamin Franklin
(1706–1790), he declined an invitation of the American Congress to assist in the financial administration
of the states. The progress of the French Revolution
offered a bit of consolation in his final years. He died
on April 19, 1791 at Gravel Pit, Hackney.
When Thomas Bayes (1701–1761) died in 1761,
his mathematical papers were passed to Price for
examination. On December 23, 1763, Price read a
paper to the Royal Society under the title An essay
toward solving a problem in the doctrine of chances,
which he attributed to Bayes, apart from an introduction and an appendix. The essay contains the
essentials of what is now called Bayes theorem (see
Bayesian Statistics) and was published as [1] in
1764. For more information on this essay, see [5]. A
discussion on possible alternative inventors of Bayes’
law can be found in [6].
In a letter [3] to Franklin in April 1769, Price
made a number of observations on the expectation
of lives, the increase of mankind, and the population of London. This letter was later read before the
Royal Society. In it Price discusses the life expectation for single and joint lives using both the median
and the arithmetic mean. His main point is that in
a stationary population, the number of inhabitants
equals the product of the number of births times
the average life length. Two years later, Price published [4], which is considered his major actuarial
work. Within a moral and philosophical context, Price

covers a variety of contingent and survivorship problems, deferred annuities and life assurances (see Life
Insurance). He calculates examples of age-related
level annual premiums following a method developed by James Dodson (1716–1757) in 1755. He
also severely attacks annuity schemes that are in use
with different assurances. The book [4] had such a
tremendous impact on legislation and actuarial practice that Price has been called the Father of Old Age
Pensions.
As mentioned in [2] Price was ‘the first to understand how an assurance company issuing level annual
premium life policies functions. He appreciated the
need for regular financial investigations as well as
properly calculated premiums and he was able to put
his ideas into practice’.
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Profit Testing
Introduction
Every business needs to know if its products are
profitable. However, it is much harder to determine
the profitability of long-term life and pensions business (see Pensions; Life Insurance) than most other
industries. Strictly speaking, one only knows if a
tranche of business has been profitable when the last
contract has gone off the books, which could take
fifty years for certain kinds of contract. Clearly, some
methodology is needed to assess likely profitability
before writing the business in the first place. This
article is devoted to the subject of profit testing, the
process of assessing the profitability of an insurance
contract in advance of it being written.
The original article on profit testing was by Anderson (1959) in the United States [1], while the first
major article in the United Kingdom was from Smart
(1977) [9]. The advent of computers played a large
role in the development of cashflow profit testing,
but the real driver in the United Kingdom was nonconventional unit-linked contracts (see Unit-linked
Business), which were difficult to price by traditional life table methods. Unit-linked contracts also
had substantially less scope to adapt retrospectively
to emerging experience – they had no terminal bonus,
for example – so it became vital to thoroughly
explore the behavior of such contracts before they
were written.
Throughout this article, the term investor will be
used to mean the person putting up the capital to write
the business. There is usually more than one investor,
and the investing is usually done by owning shares
in an insurance company. Nevertheless, we use the
term investor here to focus on profitability and return
on capital, which is the reason why the office exists
and why the investors have placed their capital with
the office. Note that the investor can be a shareholder
(in the case of a proprietary office (see Mutuals)), a
fellow policyholder (in the case of a mutual office),
or even both (in the case of a proprietary with-profits
fund (see Participating Business).

Other Uses of Profit Tests
In addition to testing for profit, companies also use
profit tests to check sensitivities to key assumptions.

One thing that all actuaries can be certain of is
that actual experience will never exactly match the
assumptions in their profit tests. Varying the parameters in a profit test model will tell the actuary not only
how profitable a contract might be, but also which
assumptions are most critical in driving profitability. This so-called stress testing or sensitivity testing
is, therefore, a key part of profit modeling; it is not
enough to know that the expected return on capital
is 10% per annum if a plausible small change in the
experience can reduce the return on capital to zero
(capital and return on capital are defined in the next
section).
Profit modeling is not just used for setting prices
or charges. With state-mandated charging structures –
for example, the new individual pensions (see Pensions, Individual) contracts in the United Kingdom
and Ireland – there is little by way of an actual price
to set. Instead, the profit model here allows the actuary to work backwards: if the charging structure and
return on capital are fixed along with other assumptions, the actuary can use the same profit models to
set operational business targets to make the business
profitable. Example targets include not just commission levels, sales costs, and office expenses, but also
the desired mix of business. Instead of merely being
an actuarial price-setting tool, the profit test can also
be used as a more general business and sales planning
tool.
Profit tests can also be useful in cash flow modeling for an entire office: it is perfectly possible for a
life office to grow rapidly and write lots of profitable
business, and yet go insolvent because there is not
enough actual cash to pay for management expenses.
However, profit tests cannot take the place of a proper
model office for the purpose of asset–liability modeling, say, or for investigating the impact of various
bonus strategies for a block of with-profits business.

The Profit Goal
All other things being equal, an actuary seeks to
design a product that
•
•
•
•

has as high a rate of return on capital as possible,
uses the least capital possible,
reaches the break-even point as quickly as possible, and
has a return on capital that is robust to changes
in assumptions.
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It is useful to have this goal in mind, although such
a product is seldom possible in practice. For example,
competition or regulation both restrict the potential
return on capital. More recently, consumer-friendly
product designs have tended to produce charging
structures with more distant break-even points and
greater general sensitivity of profit to certain assumptions, particularly persistency.
The profit goal stated above naturally prompts
three questions: what is capital, what is return on
capital, and what is the break-even point?

What is Capital?
Capital in the life industry can mean a number of
things, but a common definition is statutory capital.
This is defined as not just the capital required to write
the business, but also any other balance-sheet items
that come with writing the business (see Accounting). These items include solvency margins, nonunit
reserves, mismatching reserves, and resilience test
reserves.
For example, consider a life office that has to
pay a net negative cash flow of $500 at the start
of a contract. If valuation regulations also require
setting up additional statutory reserves and solvency
margins of $200 for this contract, then the total capital
required is $700.

What is Return on Capital?
Return on capital means the rate at which the
investor’s capital is returned to the investor’s longterm business fund. This can then be used to augment
bonuses (where other policyholders are providing the
capital), or else to pay dividends (where shareholders
are providing the capital). When a contract is written,
the investor (via the life office) pays for commissions and expenses plus the setting up of reserves.
All of this is done in advance of receiving any revenue beyond the first premium. In return, the investor
has rights to the income stream associated with the
policy in question. Over time, reserves will eventually also be released back to the investor, and this
release of reserves is an integral part of the return
to the investor. The rate at which all this happens is
expressed relative to the initial capital outlay, rather
like an interest rate on a deposit, for example, 10%
per annum return. The return on capital (RoC) is critical, especially in relation to the cost of capital. There

is no point in investing in writing business with a
RoC of 10% per annum if the office’s effective cost
of capital is 12%, say.
A long-term life or pension contract is a very
illiquid investment indeed. Unlike shares, property,
or bonds, there is no ready market for portfolios
of such contracts. Sales of portfolios (or companies)
are both infrequent and unique. It is, therefore, very
important that the rate of return on these contracts is
high enough to compensate for the restricted resale
opportunities for long-term life or pension contracts.
A long-term life or pension contract is also a
potentially riskier investment than investing in marketable assets. Legislative or demographic experience
can potentially move against the insurer, and the
required rate of return on capital will be set to take
this into account.

What is the Break-even Point?
The break-even point is the time measured from
the start of the contract at which the accumulated
revenues from the contract first match or exceed the
accumulated expenses. Accumulation may be done
with or without interest.
The interpretation of the break-even point is subtly
different from the return on capital, even though
the calculation appears very similar. The break-even
point is in many ways a measure of the time risk
in the product: the further out the break-even point,
the more vulnerable the product is to unanticipated
change. This is well-illustrated by the following three
phases of unit-linked pension product development in
the United Kingdom.
The first phase saw products with very near breakeven points, perhaps within three or so years of the
contract being effected. To achieve this, contracts had
so-called front-end loads and very poor (or zero!)
early transfer values as a result. Such contracts were
preferred by insurers as they required relatively little
capital to write. They were also low risk for the
insurer, since relatively little can go wrong within
three years.
The second phase saw more marketable products
with improved early transfer values from so-called
level-load charging structures. Such contracts were
preferred by customers, but less so by insurers as the
break-even point could be pushed out to around 10
years. Clearly, there is more time risk in a ten-year
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break-even point, even if the projected return on the
capital is the same.
In fact, this extra time risk became reality when
the UK Government introduced its stakeholder pension, which ushered in the third phase. With a simple,
single, percentage-of-fund charge of 1% or less, pension products became as customer friendly as one
could imagine. However, for insurers the timing mismatch between expenses (mainly up-front) and real
revenues (mainly towards the last few years) became
extreme: break-even points stretched out to 20 years
or more. Several UK market players felt obliged to
reprice their existing pensions contracts to avoid mass
‘lapse and reentry’, which involved sacrificing many
of the ongoing margins in existing level-load contracts. Front-end loaded contracts, by contrast, would
have already broken even and would, therefore, have
not been as badly affected.

Methodologies and the Need for Profit
Testing
Historically, profit testing was not carried out directly
or explicitly; in fact, there was no need. Instead, profit
was assured by taking a margin in each of the main
assumptions in the technical basis (see Technical
Bases in Life Insurance), especially interest rates
and mortality. Profit then emerged as surplus (see
Surplus in Life and Pension Insurance) during the
regular valuations (see Valuation of Life Insurance
Liabilities), which – in the case of with-profits policies – could then be credited back as discretionary
bonuses. This method was simple and required relatively little by way of computational resources. It
was suitable for an environment where most savings
products were with-profits or nonprofit, and where
there were no real concerns about capital efficiency.
Times have changed, however, and capital efficiency is now of paramount importance. In a more
competitive environment, it is no longer possible to
take large margins in the basic assumptions, nor is
it possible to use terminal bonus with unit-linked
products to return surplus. Indeed, with modern unitlinked contracts there is usually only limited scope to
alter charges once a contract is written. It is, therefore,
much more important to get the correct structure at
outset, as opposed to adjusting with-profit bonuses or
charges based on emerging experience. The modern
method of profit testing is therefore based on discounted cash flow modeling, and is increasingly done
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on a simulated, or stochastic, basis (see Stochastic
Simulation).
Almost as important as capital efficiency is the
subject of risk analysis and a crucial element of
profit modeling is sensitivity testing. This is where
each parameter of the profit model is varied in turn
and the effect of the change noted and analyzed.
The purpose of this is to understand what the main
drivers of profitability are in a product, and also to
check if there are any unplanned behaviors inherent
in the product, which may need modifying before
the launch. The results of a sensitivity test will also
inform the valuation actuary as to how to reserve for
the contracts once the product is launched.

Assumptions
To gain a feel of how a profit test basis is laid down,
it is useful to consider some of the major assumptions
that may need to be made. Not all assumptions will
be needed for every kind of product. Some assumptions will be more important than others, including
assumptions that will be crucial for some products
and practically irrelevant for others. Unusual products
may also require assumptions that are not listed here.
Many of the assumptions used in profit testing
are part of the actuarial control cycle. For example, expense loadings should come from the most
recent expense analysis, while demographic assumptions should come from the most recent persistency
investigation (for PUPs, transfers, and surrenders (see
Surrenders and Alterations) or from the most recent
mortality and morbidity investigation.

Investment Growth Rate
For savings products, this is usually a key assumption
in profit testing. The assumed investment growth rate
must be a realistic assessment of whatever is likely to
be achieved on the underlying mix of assets. Growth
can be a mixture of capital appreciation and income.
For products with little or no savings element, such as
term assurance, this is not an important assumption.
The nature of the underlying business will help with
the choice of whether to use a net-of-tax or gross rate.
The investment growth rate is that assumed on
the policyholder funds, that is, where the policyholder determines the asset mix. It is an important
assumption for savings products where charges are
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levied in relation to those funds, that is, a percentageof-fund-style charge. The investment growth rate is
distinct from the interest rate (defined below), which
is the rate the insurer earns on reserves where the
insurer alone defines the asset mix. An example could
be a single-premium unit-linked savings bond. Here,
the investment growth rate is the assumed rate of
return on the unit funds, which therefore impacts the
insurer’s receipts from the fund charge. The insurer
will most likely also have to hold nonunit reserves
such as the solvency margin, and the interest rate
would apply to the return on the assets held in respect
of such reserves. A small, unit-linked insurance company might have policyholder unit funds entirely
invested in equities, yet keep its own nonunit reserves
in cash or bonds.
In with-profits business, there is usually no distinction between the two types of return, although some
with-profit offices hypothecate assets to different liabilities as a means of reducing statutory reserves, such
as the resilience test reserve in the United Kingdom.

Risk Premium
Investing capital in writing insurance contracts is
risky. Insurance contracts are also illiquid: it is not
easy to sell a portfolio and there is no such thing as a
standardized market price. If an office is forced to sell
a portfolio for example, it may not be the only office
forced to do so at that time, thus depressing the price
likely to be obtained (if, indeed, the portfolio can
be sold at all). Therefore, if investors have capital
to invest in writing such contracts, they demand
an extra return over and above what they could
achieve by way of investing in listed securities. As
an example, it is clearly riskier to write insurance
savings contracts than it is simply to invest in the
underlying assets of those savings contracts. The risk
premium is a measure of the extra return required
to compensate for the extra risk and lack of liquidity
inherent in writing insurance business. The size of the
risk premium should vary according to the actuary’s
assessment of the risks involved.

Risk-discount Rate
The risk-discount rate (RDR) is the interest rate
used for discounting future cash flows. It is arrived
at by taking the investment return that the capital
could earn elsewhere (e.g. the investment growth rate
assumption above) and adding the risk premium to

it. Some practitioners use separate risk-discount rates
for discounting separate cash flows, for example, one
rate to discount expenses and another to discount
charges, whereas others just use one risk-discount rate
for all cash flows. The reasoning behind this is that
there may be differing degrees of risk applying to
each: the actuary might be confident of the expense
assumptions, for example, but less confident of the
charges achieved (or vice versa).
The derivation of the risk-discount rate is as much
of an art as a science and further details can be
found in [7, 8]. The risk-discount rate is closely
connected to profit criteria like the present value of
future profits (PVFP), which was historically often
targeted relative to the value of the contract to the
distributor, for example, a target PVFP of 50% of the
initial commission payable at an RDR of 15% per
annum. There is little by way of economic rationale
to justify this and the need for a risk-discount rate is
nowadays obviated by the calculation of the return
on capital as an internal rate of return (IRR) of
the policy cash flows and the changes in reserves.
While preferable, the IRR does not always exist. For
example, if a contract uses no capital and is cash flow
positive at all future times and in all future scenarios,
the IRR is infinitely positive. More details can be
found in [2, 4].
Some of the subjectiveness in the risk-discount
rate and risk premium does not entirely disappear;
however, there is still judgment required as to whether
a given return on capital is sufficient in relation to the
risks being borne.

Interest Rates
Most contracts require reserves to be held, and interest will be earned on these reserves. For particular
products, for example, guaranteed annuities, this is
a critical assumption and great care is required in
setting it. The interest rate chosen should be of an
appropriate term and nature to suit the product. For
example, from the perspective of asset–liability modeling for annuities, it is very important that the term
of the interest rate matches the term of the liabilities.
The nature of the underlying business will help with
the choice of whether to use a net-of-tax or gross-oftax interest rate. Assumptions may also be required
about default rates for corporate bonds and even some
sovereign debts.
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Tax and Tax Relief
There are two ways of modeling tax and tax relief:
one is to use net-of-tax assumptions for investment,
expenses, and so on, and the other is to model tax and
tax relief as explicit cash flow items in the profit test.
The author has a marginal preference for the explicit
model, since the timing and incidence of tax and tax
relief are sometimes different from the timing and
incidence of the other items, and it is often easier to
model these explicitly. Whichever method is chosen
must be consistently used throughout the profit test,
however.
There is also a wide variety of taxes that might
have to be modeled. Examples include the tax relief
on policyholders’ pension contributions (e.g. in the
UK and Ireland), the tax paid on behalf of policyholders surrendering their contracts (e.g. in Germany), and
of course the tax position of the office itself. There
is also a variety of very different tax bases in use
around the world for insurance company profits, and
actuaries must use the tax basis applicable to their
own office, territory, and product class.
The tax position of the office can interact strongly
with the particular tax features of a product line.
For example, in the United Kingdom some offices or
funds are taxed on the excess of investment income
over expenses. If the office has such a taxable excess,
it is known as an XSI office, whereas if it does not it
is an XSE office. A similar analysis also applies to the
product lines themselves. Term assurance, for example, generates more by way of office expenses than it
does by way of investment income (due to the relatively small size of the reserves), so it can be viewed
as an XSE product. An XSI office can therefore use
its tax position to profitably write more-competitive
XSE business (such as term assurance) than an XSE
office can. The converse also applies for XSI products, for example, life annuities in which the reserves
are relatively large and income exceeds expenses. An
XSE office can write profitable XSI products at more
competitive prices than an XSI office. Of crucial note
in this example, however, is if the office’s tax position
changes in the foreseeable future, since these competitive prices are only profitable as long as the office
maintains the tax position assumed in the pricing.
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vary greatly in size not just between life offices, but
also between product lines. In the United Kingdom,
for example, the set-up costs for a single-premium
investment bond are low due to the simple, singlestage, straight-through processing that applies usually
to this type of product. A term assurance contract,
by contrast, is likely to have much higher set-up
expenses due to underwriting and the multistage
processing that results. Expenses are usually a key
profitability driver and the major expense items are
covered below:

Sales Costs
Sales costs are the expenses associated with the sale
of a policy, excluding any commission paid to third
parties. Sales costs include the expenses associated
with sales agents, whether those agents are selling directly or just servicing third-party distribution.
Examples of sales costs include bonus commission,
salaries, offices, and so on. The costs of quotations
are also part of sales costs. If the office spends on the
direct marketing of its products, then this expenditure
is also a part of the sales cost.

Issue Cost
This is the cost of processing a new business case
once a sale has been made, including any underwriting costs or fees for medical reports.

Servicing Cost
This is the ongoing cost of administering a case after
the new business stage. Component costs include premium billing and collection, sending statements, and
dealing with simple changes, such as to customers’
names or addresses. The costs of premium collection
are sometimes significant enough in their own right
for offices to distinguish between servicing costs for
premium-paying and paid-up cases.

Termination Cost
This is the cost of terminating a policy, sometimes
split separately for the nature of the termination:
surrender, maturity, or death.

Expenses

Expense Inflation

There is a very wide variety of different expense types
that have to be allowed for in a profit test. Expenses

In manufacturing operations, staff costs and salaries
might account for only 10% of all costs. In life
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insurance in many countries, however, salary and
staff costs typically account for over half of the
expenses of a life office. The expense inflation rate is
therefore often set somewhere between the expected
rate of general price inflation and wage inflation,
assuming that the latter is higher in the longer term.

Commission
Commission is one of the most important assumptions in the profit test, especially up-front or initial
commission. In the case of regular-premium products, the amount of up-front commission advanced,
together with sales costs and issue cost, will often
exceed the first few years’ premiums. Other important
assumptions are the claw-back terms for unearned
commission; for example, the return of initial or upfront commission if a policy should be surrendered
or made paid-up early in the policy term.
An oft-overlooked additional assumption is the
bad debt rate on commission claw-back: if an office is
distributing through small, independent, and largely
self-employed agents, it will not always be possible
or practicable to claw back unearned commission.
Commission also exists in a variety of other
guises: renewal commission is often paid as a percentage of each premium paid, while single-premium
investment business often has renewal or trail commission paid as a percentage of the funds under
management.

inception (select mortality). Some studies have shown
mortality to be even more strongly influenced by
occupation and socioeconomic status than by gender.
The nature of the product and the distribution channel
will therefore be a very strong influence on the rates
experienced. Whether or not the life assured smokes
can easily double the mortality rate at younger ages.
Mortality rates can vary widely in their importance, from term assurance and annuities (where the
assumption is of critical importance) to pensions savings and single-premium bonds (where the assumption is of relatively little significance).

Morbidity (Sickness) Rates and Recovery Rates
The probability of falling sick as defined by the policy
terms and conditions. This latter part of the definition
is key, since generous terms and conditions tend to
lead to higher claim rates and longer claims.

Disability Inception Rates
These describe the probability of becoming disabled
as defined by the policy terms and conditions. This
latter part of the definition is key, since generous
terms and conditions do lead to higher claim rates.
The difference between disability and morbidity
is that the former is permanent and the claimant
is therefore not expected to recover. There is no
standard terminology, however, and the terms are
often used interchangeably.

Demographics

PUP Rates

One of the key features distinguishing actuaries from
other financial services professionals is their ability to
work with the uncertainty surrounding demographic
assumptions (see Demography) and their financial
impact. The term demographics covers both voluntary and involuntary events. Voluntary events include
PUP (alteration to paid-up status), transfer, surrender,
marriage, and remarriage. Involuntary events include
mortality (death) and morbidity (sickness), but also
the inception of long-term care or disability. Recovery rates are also important, for those claims where
recovery is a meaningful possibility. The most common demographic assumptions are covered below.

These are the rates at which policyholders stop paying premiums into a savings contract. PUP rates
are strongly dependent on product line and distribution channel. Products with no penalties for stopping
premiums will usually experience higher PUP rates.
High PUP rates in the first few months of a contract are sometimes an indication of high-pressure or
otherwise inappropriate sales methods.
The equivalent for a nonsavings contract is called
a lapse rate, since the contract is usually terminated
when premiums cease.

Mortality Rates

These are the rates at which policyholders transfer
their benefits elsewhere or take a cash equivalent.
Products with no exit penalties will usually experience higher transfer or surrender rates as a result.

Mortality rates vary not just by age and gender
of the life assured, but also by term since policy

Transfer or Surrender Rates

Profit Testing
High transfer or surrender rates can also be an indicator of churning, the phenomenon whereby a salesperson encourages the policyholder to terminate one
contract and take out an immediate replacement, thus
generating new initial commission for the salesperson. Churning is usually controlled through a tapered
claw-back of unearned initial commission.

Risk Benefits
The demographic risks above translate directly into
expected claim payouts according to the type of contract and the cover offered. Demographic assumptions
are required for every risk benefit under the policy:
possible risk benefits include death, critical illness,
disability, or entry into long-term care. The risk rates
for the demographic assumptions must be appropriate to the nature of the benefit: for example, inception
rates are required for disability insurance, but separate
inception rates are required for each initial period that
might be picked by the policyholder, since claim rates
are strongly dependent on the initial period which
applies before payment. Risk rates must also be modified according to the underwriting policy behind a
particular product: if underwriting is minimal, for
example, expect mortality to be worse than if full
underwriting standards were applied.
Also crucial to profit testing is the precise nature
of the sum at risk for each benefit, which is not necessarily the same thing as the headline sum assured.
The sum assured is the defined benefit that is payable
upon a claim, for example death. The sum at risk is
the actual capital that is on risk as far as the insurer is
concerned. For example, an endowment savings contract might have a nominal sum assured of $100 000,
but the sum at risk can be a lot less – even zero – if
substantial funds have been built up over time. The
sum at risk can therefore vary over time, even if the
sum assured is actually constant. The sum at risk can
even exceed the sum assured, in the case of an early
death where accumulated initial costs have not been
fully recouped by revenues from the contract.

Reinsurance
The impact of reinsurance treaties should be modeled explicitly in the profit test, regardless of whether
they cover the transfer of demographic risk, or
whether they are essentially financial reinsurance.
Reinsurance has a risk transfer role to play for protection products like term assurance, but it also has a
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key tax-mitigation role to play for certain investment
products in territories like the United Kingdom and
Ireland; (see Reinsurance Supervision; Life Reinsurance).
Reinsurers are often less tightly regulated than
direct insurers (see Insurance Regulation and
Supervision). As a result, insurers are often forced
to hold more capital for a given risk than reinsurers
are. This creates a role for reinsurance as a form
of regulatory arbitrage in reducing the capital the
insurer needs to write certain kinds of business.

Charges
How the insurer gets revenues from a contract is
clearly a key assumption for most contracts and
a useful list of potential charges can be found in
Unit-linked Business. The profit test is not only
measuring the overall balance between charges and
expenses, but it is also modeling the closeness of fit.
Stakeholder pensions in the United Kingdom are a
good example of a product in which charges are an
exceptionally poor fit to the actual expenses incurred.
Here, the only possible charge is a percentage of the
unit fund, capped at 1% pa, which takes many years
to become a meaningful revenue stream. However,
the initial commission and set-up expenses are paid
out up-front, and it takes many years before these
expenses (accumulated with interest) are paid back
via the charge.
Not every product has explicit charges, however.
Guaranteed annuities and term assurance contracts
are perhaps the highest-profile products with no
explicit charging structure. Everything the customer
needs to know about these products is contained in
the premium.

Reserving and Solvency Margins
The extent to which additional capital is tied up
in extra reserves or solvency margins is an important factor for the profitability of many products.
With products like guaranteed annuities, the reserving
requirements strongly determine the rate of release of
statutory capital, and hence the return on capital to
shareholders; the valuation basis for annuities is itself
a critical profit testing assumption.
The issue of the solvency margin can be complicated. In some territories, subsidiaries and subfunds
can cover their solvency margin requirements with
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the with-profits fund, thus avoiding shareholder capital being tied up in solvency reserves. At other times,
a regulator may press a company to hold greater solvency margins than are strictly required by law. All
other things being equal, the higher the solvency margin, the lower the return on (regulatory) capital.

Options
The pricing actuary must be aware of all the
options open to the policyholder and the potential
impact on profitability if these options are exercised
(see Options and Guarantees in Life Insurance).
Options are often linked to guarantees – especially
investment guarantees – which means they should
ideally be priced using stochastic methods.
Other kinds of options are often present in protection products in the form of guaranteed insurability or
extension-of-cover clauses. These take a wide variety of forms, of which one of the commonest is
the waiver of underwriting on extra cover taken out
upon moving house, getting married, or having children. The pricing actuary must note that such options
are essentially limited options to select against the
insurer, and must adjust the risk rates accordingly.
For example, the advent of AIDS in the 1980s proved
costly for writers of these kinds of options.

Guarantees
It is a truism that guarantees are expensive, usually
far more expensive than policyholders appreciate and
often more expensive than policyholders are prepared
to pay. Nevertheless, the issue of pricing guarantees
effectively is of critical importance. The price of
getting it wrong is demonstrated by the case of
Equitable Life in the United Kingdom at the turn of
the millennium, where inadequate pricing of – and
reserving for – guaranteed annuity options ultimately
forced the company to close to new business and to
seek a buyer. Investment guarantees are best priced
stochastically if they are not reinsured or covered by
appropriate derivatives.
For protection products, it is important to note
if premiums are guaranteed or reviewable, and – if
reinsurance is being used – whether the reinsurance
rates themselves are guaranteed or reviewable.

Expenses and Pricing Philosophy
In addition to the subdivision of costs into various
activities, there is the question of where the cost

of a particular activity belongs. Costs are often split
between direct costs and overheads. Direct costs arise
from activities meeting direct customer needs associated with a product: collecting policyholders’ premiums as part of the running expense, for example, or
providing distributors with promotional literature as
part of the sales and marketing expense. Non-direct
costs – also called overheads – are those activities not
directly associated with a product: the chief executive’s salary, for example, or the accounts department.
This is not to say that overheads are unnecessary, just
that they are not directly associated with the products.
The unit cost for an activity is arrived at by spreading the overheads around the business and adding
them to the direct costs. The direct cost of an activity
can be anything from 25% to 75% of the unit cost,
depending on the relative size of the book of business, the overheads, and the life office’s methodology
for allocating those overheads.
The distinction between direct costs and overheads
is, in fact, crucial in profit testing and pricing strategy. Ultimately, the charges on the entire book of
business must exceed the total office expenses, both
direct costs and overheads. However, this does not
necessarily mean that unit costs (i.e. direct costs plus
spread overheads) should automatically be used in
profit testing. If an office wishes to expand via rapid
new business growth, then pricing using unit costs
is unnecessarily conservative and will in fact inhibit
growth. Pricing using costs lower than this will lead
to competitive prices, and capacity for growth. This
growth will increase the size of the direct costs (more
policyholders require more service staff to answer
calls, for example). Assuming that overheads grow
more slowly, however, the overhead expenses will
therefore be spread over a larger book of business.
This leads almost automatically to a fall in unit costs.
The risk in this sort of pricing strategy is that, if
adopted by all competitors, everyone wins the same
amount of business that they would have won anyway, but on lower prices. In this scenario, although
the direct costs are being covered and the business
is ‘profitable’, the margins across the business as a
whole will not produce enough revenue to cover all
overhead costs. The products are therefore profitable,
yet the company as a whole is not (unless there are
products contributing more to overheads than their
allotted share).
The use of less-than-unit costs in pricing is variously referred to as marginal pricing or (in the US)

Profit Testing
Table 1

A simplified profit test

Mortality

Survival Policy
Year Ult. Select prob. reserve Premium Expenses Claims
0
1
2
3
4
5
6
7
8
9
10

9

1.02
1.16
1.32
1.51
1.72
1.97
2.24
2.55
2.90
3.29

0.85
1.11
1.26
1.44
1.63
1.97
2.24
2.55
2.90
3.29

1
0.999
0.998
0.997
0.995
0.994
0.992
0.990
0.987
0.984
0.981

0.07
88.26
165.30
228.66
275.34
302.22
305.68
281.78
226.11
133.98
0

240
240
240
240
240
240
240
240
240
240

160
26
26
26
26
26
26
26
26
26

as macro pricing. More details on macro pricing can
be found in [3].

End-year
Per policy
Cost of
cash
cash
flow
reserves
flow

84.70
−0.70
88.11
110.50
114.20
72.44
125.80
98.90
54.81
143.60
81.10
34.85
162.90
61.80
12.62
196.70
28.00 −12.25
224.20
0.50 −39.82
255.20 −30.50 −70.34
289.80 −65.10 −103.82
328.50 −103.80 −140.68

Table 1 shows a simplified profit test. It is for a
ten-year term assurance, for a man aged 40 at outset, with sum assured $100 000, payable at the end
of the year of death, and annual premium $240.
The first two columns summarize the assumed mortality rates, which are from the United Kingdom
TM80 table, ultimate and select. Mortality rates are
expressed per mille. The reserving (first-order) basis
is an unadjusted net premium reserve at 3% per
annum interest, using TM80 ultimate mortality. (Note
that the reserve at outset is not quite zero because
only two decimal places were used for the net premium.) The experience (second-order) basis, on the
other hand, is earned interest of 5% per annum, and
TM80 Select mortality. The third column shows the
expected number of policies in force each year, per
policy originally sold.
Subsequent columns show the annual expected
cash flows, and expected cost of reserves, at the end
of each year, per policy in force at the start of each
year. For example, if P is the annual premium per
policy, E the amount of expense, C the expected
death claims, and i  the earned rate of interest, the
end-year cash flow is
(P − E)(1 + i  ) − C,
and if t V40 is the reserve per policy in force at
duration t, the cost of reserves per policy in force

Discounted
cash
flow

−88.81
41.72
44.01
46.11
48.95
39.99
39.98
39.42
38.22
36.30

−79.30
33.26
31.32
29.30
27.78
20.26
18.09
15.92
13.78
11.69

at the start of each year is
p[40]+t

Simple Example Profit Test

−88.81
41.76
44.09
46.25
49.18
40.25
40.32
39.84
38.72
36.88

Total
cash
flow

t+1 V40

− t−1 V40 (1 + i  ).

The penultimate column applies the survivorship factors t p[40] to obtain cash flows at each year-end per
policy originally sold. The final column discounts
these to the point of sale using the risk-discount
rate, in this example 12% per annum; this vector is
often called the profit signature. Examination of the
profit signature gives any of several profit criteria, for
example, the total PVFP is $122.10, or about half of
one year’s premium; the break-even point is the end
of the third year, and so on.
For completeness, we list all the parameters of this
profit test, including the expenses:

Assumption

Value

Sum assured
Annual premium
Net premium
Valuation interest
Risk-discount rate
Earned rate of return
Valuation mortality
Experienced mortality
Initial commission
Renewal commission

$100 000
$240.00
$184.95
3%
12%
5%
TM80 Ultimate
TM80 Select
25% of the first premium
2.5% of second and
subsequent premiums
$100
$20

Initial expense
Renewal expense
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To keep things simple, no allowance was made for
tax or lapses or nonannual cash flows. Other examples
of profit test outputs can be found in [5, 6, 9].
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STEPHEN RICHARDS

Risk Classification,
Pricing Aspects

6. Legal: Rating dimensions must be legal and socially acceptable.

Equity and Homogeneity
The cost of insurance coverage depends on the
attributes of the insured: males have higher mortality than females and young male drivers have higher
accident rates than young female drivers. Insurance
premiums are based on expected losses and vary similarly. Differentiation among risks by expected cost
is termed risk classification.
Risk classification uses the characteristics of a
group to set rates for its members. Certain forms
of classification are prohibited in many jurisdictions,
such as classification by race or ethnic group; other
types of classification, such as applicant age for life
insurance or type of firm for workers’ compensation insurance, are commonly accepted as the proper
basis for insurance rates.
Many classification dimensions are good predictors of insurance loss costs but lack direct causal
relations with losses. For example, higher auto loss
costs in urban areas than in rural areas has been
attributed to traffic and road differences, traits of
urban residents versus rural residents, and the relative
involvement of attorneys in urban versus rural claims.
A good risk classification system has several
attributes, not all of which are essential. Much debate
focuses on the importance of each attribute; actuaries
and economists emphasize the equity and homogeneity attributes, whereas other groups may emphasize
more the intuition, incentives, or social acceptability
attributes.
1. Equity: Premiums should accurately reflect expected losses (benefits) and expenses.
2. Homogeneity: Within any class, there should be
no subgroups identifiable at reasonable cost that have
different expected costs.
3. Intuition: The rating variables should be intuitively
related to the loss hazards.
4. Practicality: Classification variables should be
objectively measurable and not subject to manipulation by the insured.
5. Incentives: The classification system ideally
should provide incentives to reduce risk.

No alternative class system that can be implemented
at reasonable cost should provide rates that are more
accurately correlated with the expected. Competition
spurs insurers to refine class plans; monopolistic
insurance programs, such as social security, need not
use class plans. Some actuaries interpret the statutory
regulation that rates not be inadequate, redundant, or
unfairly discriminatory as a directive to use equitable
rates that match expected losses with premiums; not
all courts agree with this interpretation.
Some potential class dimensions, such as drinking
habits or personality traits for automobile insurance
(see Automobile Insurance, Private), are too difficult to measure; marital status and credit rating are
objective proxies that measure similar traits. Sampling error and mean reversion imply that empirical data should be weighted with data from similar populations; credibility formulas (see Credibility Theory) separate random loss fluctuations from
historical data.
Illustration. Rate relativities might be based exclusively on sample data of 20 000 young males and
50 000 adult drivers; random loss fluctuations would
be smoothed by the high volume. Workers’ compensation manuals rates for apparel makers in a small
state could not be determined from a sample of few
firms, so their experience would be weighted with
that of apparel makers in other states or with that of
other manufacturers of light goods in the same state.
Similar attributes of good class systems are reliability (a class with good or poor experience in the past
will probably have similar experience in subsequent
years), accuracy (the estimate of the class’s expected
pure premium should not be subject to high process
variation), bias (the class rate should not be biased up
or down for most of the insureds in the class), and
credibility (the class should have enough exposures
so that the rate determined from the class experience
is a good estimate of expected losses).

Intuition and Incentives
Empirical data may lead to spurious correlations or
to variables that are not the true indicators of loss.
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The class attributes need not be causes of loss, but
the relation between the classes and the loss hazard
should be evident. It has been argued that the class
attributes should be the cause of the loss, as frame
construction is a cause of rapidly burning fires. In
practice, causes are hard to demonstrate; actuarial
theory requires correlations of class attributes with
losses, not causal relations.
A class rating system may provide social benefits
by encouraging low-risk activity in place of high-risk
activity, thereby producing additional welfare gains.
Classes which provide welfare gains are ideal, but
spurious classes designed solely to influence behavior
degrade the efficiency of the class plan. The purpose
of the class plan is to estimate expected losses; social
gains are a positive but incidental benefit.
Illustration. The Homeowners class system (see
Homeowners Insurance), encourages builders to
use better construction materials and adhere to
building codes (reducing fire hazards) and to
avoid windstorm-prone areas and floodplains (see
Flood Risk). Merit rating (see Bonus–Malus
Systems) for auto encourages drivers to obey traffic
laws; workers’ compensation experience-rating
encourages employers to provide safe workplaces.

Practical and Legal
A class plan may not use illegal or socially unacceptable dimensions, such as race or ethnic group,
regardless of correlations with loss costs. Classes that
are legal and meet the other attributes discussed here
but which are socially suspect raise difficult public
policy issues.
Illustration. Classification by sex, with different
rates for males and females, is sometimes considered
improper. Differentiation by sex is not permitted for
US retirement benefits, since sex discrimination in
employment terms is illegal (Supreme Court Manhart decision); but the mortality differences by sex
are too great for uniform male/female life insurance
rates. Some actuaries believe that perhaps biological attributes make men more aggressive and make
women more resilient to illness, thereby accounting
for the differential longevity (see Decrement Analysis) and auto accident frequency of men and women.
Although simple generalizations are not appropriate, biological influences on behavior are likely.

Most actuaries believe that class differentials based
on expected losses should not be constrained by
social opinion.
Classes that are objectively measurable, not subject to manipulation, and already used for other purposes are the most desirable. For example, hours
worked are not easily measured; payroll is a preferred
variable for estimating workers’ compensation loss
costs; similarly, mileage is subject to manipulation;
car-months is a preferred variable for estimating auto
insurance loss costs. Some actuaries add that classes
should be exhaustive and mutually exclusive, so that
each insured is in one and only one class.
A comparison of the homeowners and commercial property insurance versus the personal auto class
plan illustrates many of the items discussed above.
Property coverage uses a four dimension class system with intuitive relations to fire hazards: protection (fire department and fire hydrants), construction
(frame, masonry, or fire-resistive), occupancy (work
performed and combustibility of contents), and exposure (fire hazards from adjoining buildings). All four
class dimensions reflects choices or activities of the
insured and they are clearly related to fire losses. The
auto class plan uses territory and driver characteristics (age, sex, marital status, and credit rating); though
the influence on loss hazards is not well understood,
these classes are good predictors of future losses. But
the contrast is not sharp: some homeowners class
variables, such as territory, have been criticized as
surrogates for urban redlining, and some auto class
variables, such as the make and use of the car, are
clearly related to the loss hazards.
Competitive markets spur classification refinement, which enables innovative insurers to succeed;
the sophistication of the class plan reflects the competitiveness of the market.
Illustration. Social security provides retirement benefits and medical care without regard to the expected
costs for each retiree. Social security succeeds only
because it is a mandatory (statutory), noncompetitive system; higher quality risks cannot leave and
lower quality risks cannot buy more coverage. Personal automobile is perhaps the most competitive line
and it has the most intricate classification system.
A classification system may improve upon separately rating each class, even for classes that have
high exposures. Classification models often presume
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that (at least) some relations in a class dimensions
are invariant along other dimensions. For example, if
males have twice the loss costs of females in territory 01, a class model might assume that they should
have the same relation in other territories. One might
derive a better estimate of the male to female relativity by looking at all territories than by setting
separate relativities for each territory. Similarly, the
relativities among territories could be the same for
all driver classes (age, sex, martial status, and credit
score). Quantifying these relations is the goal of classification ratemaking.
Forming a risk classification system has three
components: selecting a model, choosing classification dimensions and values, and determining rate
relativities.
Model. Most insurers use multiplicative models.
One classification dimension is chosen as the exposure base; a base rate is set for one class; rate relativities are determined for each classification dimension;
and the premium is the product of the base rate, the
exposure, and the rate relativities in each classification dimension.
Illustration. The base rate for adult drivers might
be $500 per annum, and the rate relativities might
be 1.8 for young males, 0.97 for driver education,
0.8 for rural residents, and 0.94 for two years claims
free, giving a rate for a young male rural resident
with no claims in the past two years and who has
taken driver education of $500 × 1.8 × 0.97 × 0.8 ×
0.94 = $656.50.
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urban territories has some streets with different rates
on opposite sides of the street. Many insurers now use
territories based on postal zip codes, with objective
statistical packages to group zip codes with similar
accident costs. Nevertheless, some states constrain
territorial rating by limiting the number of territories, limiting the rate relativity from the highest to
the lowest territory, limiting the relativity between
adjoining territories, or outlawing the use of territory. The common result of such restrictions on risk
classification is higher residual market (assigned risk)
populations and less available auto insurance in the
voluntary market.
Some class dimensions measure similar attributes.
Using both dimensions causes overlap and possibly
incorrect rates, though using only one dimension
leaves out relevant information.
Illustration. A young, unmarried male in an urban
neighborhood without a good credit rating and with
one prior accident would be placed in higher-rated
classes for five reasons: young male, unmarried,
territory, credit rating, and merit rating. The class
variables may overlap (most young unmarried urban
males do not have good credit ratings) and the class
system may be over-rating the insured. In practice,
insurers spend great effort to examine their class systems and prevent inequitable rates.

The distinction between exposure base and classification dimension is not firm. Mileage could be used
as the exposure base for private passenger automobile, or it could be used as a classification dimension.
Class systems are sometimes criticized for using
arbitrary definitions, not using relevant information,
and inefficiently measuring loss hazards. These criticisms are not always valid but they contain kernels of
truth that actuaries must be aware of. The illustrations
show several scenarios where these criticisms have
been levied.

Illustration. In the United States, merit rating
(bonus-malus) is emphasized less in automobile insurance than driver attributes, though if driver attributes
were not considered, merit rating would have greater
value for differentiating among risks. A common criticism is that insurers should emphasize merit rating
in lieu of driver attributes. But this is incorrect; the
low frequency of auto accidents makes merit rating a less accurate predictor of future loss costs
than driver attributes. Competition forces insurers to
assign the optimal weight to each class dimension,
though our imperfect knowledge prevents us from
achieving ideal systems. For example, credit rating
of auto owners has only recently been recognized as
a potent predictor of claim frequency.

Illustration. Given a set of territories, a territorial
rating system matches expected losses with premiums, but the definitions of the territories is necessarily
arbitrary. Urban areas may have different auto claim
frequencies in different neighborhoods, but any set of

Illustration. Even the highly refined auto insurance
class system explains only a quarter of the variance in
auto claim frequency; some argue that a class system
so imperfect should not be used at all. But this is
illogical; the competitiveness of insurance markets
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forces insurers to use whatever class systems are
best related to loss hazards, even if random loss
fluctuations prevent the class dimensions from perfect
correlation with expected loss costs.
Some actuaries conceive of exposure bases as
those using continuous (quantitative) variables and
rate classes as those using discrete (qualitative) variables. For example, mileage as a continuous variable
may be an exposure base; mileage categories (drive
to work; pleasure use) are rate classes. Other actuaries view this distinction as an artifact of the common
US classification systems; nothing prevents a class
variable from having a continuous set of values.
Additive models add and subtract relativities; this
is commonly done for merit rating. Additive models
have less spread in rates between highest rated class
and lowest rated class.
Illustration. Personal auto commonly uses the number of vehicles as the exposure base with a multiplicative model using driver characteristics, territory,
mileage driven, type of vehicle, use of the car, credit
rating, and merit rating. Alternative exposure bases
are mileage driven or gasoline usage. Additive models have frequently been proposed, though none are
widely used. Other potential classes are driver training, years licensed, and occupation.
Some actuaries differentiate classification rating
based on the average loss costs of a larger group from
individual risk rating based on the insured’s own
experience. Others consider merit rating (experiencerating) equivalent to a classification dimension, since
the relation between past and future experience is
based on studies of larger groups.
Experience-rating is more important when the rate
classes are more heterogeneous; if the rate classes
are perfectly homogeneous, experience-rating adds
no information about a risk’s loss hazards. As rate
classes are refined, less emphasis is placed on experience rating.

Class
High risk
Standard
Preferred

Relativity
2.25
1.00
0.80

Premium
(in million)
$1
$5
$4
$10

Illustration. A highly refined personal auto class
plan separates drivers into homogeneous classes;
merit rating receives little credibility, since it adds
little information and much white noise. A single
dimension workers’ compensation class plan has heterogeneous classes; experience-rating differentiates
risks into higher and low quality, is based on more
annual claims, and receives much credibility.
Three methods are commonly used to form rate
relativities: separate analyses by dimension; simultaneous determination of relativities; and generalized linear models. We explain the methods with a
male–female and urban–rural classification system.

Separate Analyses
All male insureds are compared with all female
insureds to derive the male–female relativity; all
urban insureds are compared with all rural insureds
to derive the territorial relativity. The rate for any
class, such as urban males, may be the urban relativity
times the male relativity or the urban relativity plus
the male relativity, depending on the model. The
analysis of each classification dimension is simple,
and it is independent of the type of model, such as
multiplicative or additive. Separate analyses are used
in most lines.
Some classes may have sparse data, and credibility
weighting is used to reduce sampling errors and
adjust for mean reversion. Optimal rates may be
set by Bayesian analysis if all loss distributions are
known; Bühlmann credibility is the best least-squares
linear approximation to the Bayesian solutions. In
practice, the loss distributions are not known. Full
credibility is commonly given to a certain volume of
claims or losses, and partial credibility is proportional
to the square root of the class volume. A reasonable
combination of class data and overall population data
provides much of the benefit obtainable from an exact
credibility formula.

Change

Credibility

1.15
1.05
0.90

40%
100%
100%

Adjusted
change

Rebalanced
change

1.06
1.05
0.90
0.991

1.070
1.060
0.908
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Classification analyses may produce new class
relativities or changes to the class relativities.
When classification reviews are done in conjunction with state rate reviews, the overall rate change
is the statewide indication and the changes to the
class relativities should balance to unity. If credibility weighting or constraints on the changes to the
class relativities prevent this, the changes to the class
relativities are often balanced to unity. The illustration above shows existing relativities and indicated
changes for three classes, along with the credibility
for each. The data indicate that the high-risk relativity
should be increased 15%, the standard relativity
should be increased 5%, and the preferred relativity
should be decreased 10%, for no change in the overall relativity. The high-risk class is small and is given
only 40% credibility, for a credibility weighted relativity change of 40% × 1.15 + (1 − 40%) × 1.00 =
1.06. The credibility weighted changes are multiplied
by 1.01 so that they rebalance to unity. To reset the
standard relativity to unity, the rebalanced changes
are divided by 1.060 and the overall statewide rate
change is multiplied by 1.060.
Separate analysis by class does not consider correlations among classification dimensions and classification relations that are not uniform:
1. Separate analyses by sex and age show higher
loss costs for male drivers and for youthful
drivers. In fact, young males have considerably higher accident frequencies than adult males
have, but the age disparity is much smaller
for females.
2. Analyses by age and territory show higher loss
costs for urban drivers and youthful drivers.
Urban areas have more youthful drivers than
suburbs have; the two dimensions partly overlap.

Simultaneous Analyses
Bailey and Simon (1960) use a simultaneous analysis
of all class dimension to derive rate relativities (see
Bailey–Simon Method). They posit a model, such
as multiplicative or additive; select an error function
(which they call ‘bias’), such as least squares, χsquared, maximum likelihood, or the balance principle; and choose rate relativities to minimize the
disparity between the indicated pure premiums and
the observed loss costs.
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Illustration. An additive or multiplicative model
using driver characteristics and territorial relativities is compared to observed loss costs by driver
characteristics and territory. The relativities are selected to minimize the squared error or the χ-squared
error, to maximize a likelihood, or to form unbiased
relativities along each dimension.
Illustration. Let rij and wij the observed loss costs
and the number of exposures by driver class and territory; yi be the driver class relativities; and zj be
the territorial relativities. If a multiplicative model is
posited with a base rate b, we selectthe
 relativities
to
minimize
the
difference
between
rij wij and

bxi yj in one 
of 
the following ways: minimize
the squared error  
(rij wij − bxi yj )2 ; minimize
the χ-squared error
(rij wij − bxi yj )2 /bxi yj ; or
achieve a zero 
overall difference for any driver
characteristic
(rkj wkj − bxk yj ) = 0 and for any
k
territory k
(rik wik − bxi yk ) = 0. For an additive
model, relativities are added instead of multiplied;
the indicated pure premiums are b(xi + yj ). A maximum likelihood bias function requires an assumed
loss distribution for each class.
This method may also be used with observed
loss ratios instead of observed loss costs; this partially offsets distortions caused by an uneven mix
by class of other attributes used in rating but not
being analyzed.
Illustration. Suppose a simultaneous analysis is
used for driver class and territory, large cars are used
primarily in suburban territories and compact cars primarily in urban territories, and large cars cause more
damage than small cars. Using loss ratios instead of
loss costs can eliminate some of the distortion caused
by an uneven mix of car size by territory.

Generalized Linear Models
Multiple regressions (see Regression Models for
Data Analysis) are used to derive relations between
variables in the social sciences. Regression analysis
assumes that independent variables are combined
linearly (that is, there are no interaction effects from
two or more variables) and that the regression deviates are normally distributed with a constant variance;
these assumptions limit the applicability of multiple regression for insurance relativity analysis. Generalized linear modeling (see Generalized Linear
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Models) relaxes some of these restrictions on multiple regressions, such as the additivity of the factors,
the normal distribution of the error terms, and uniform variance of the error terms. European actuaries
commonly derive rate relativities using generalized
linear modeling, and many US insurers are following
their lead.

ployers to eliminate workplace hazards; rate
credits for safety equipment encourages homeowners to install fire extinguishers.
3. Risk classification promotes social welfare by
making insurance coverage more widely available; regulatory tampering with classification
rules creates market dislocations.

Criticism

Actuaries generally base class relativities on insurance data, augmented by information from other
sources; for example,

Risk classification systems are not efficient; that is,
they explain only a fraction of the loss differences
among insureds. The SRI estimated that private passenger automobile classification systems explain no
more than 25 to 30% of the variance in auto accidents and noted that higher efficiency could hardly
be expected. Causes of auto accidents include random
loss fluctuations and high cost classification dimensions, such as drinking and sleep deprivation.
Risk classification may have substantial social
welfare benefits, in addition to the competitive advantages it gives to insurers.
1. Higher-rated insureds are less likely to engage
in the risky activity: adolescents are less likely
to drive if their insurance premiums are high;
high-risk employers, such as underground coal
mines, may close down; firms choose delivery
employees who are safe drivers; builders choose
sound building materials and are less likely to
build along hurricane areas (coasts) and in floodplains.
2. Risk classification provides incentives for risk
reduction: merit rating in auto insurance encourages adherence to traffic regulations; experiencerating in workers’ compensation encourages em-

1. Windstorm and earthquake relativities are based
on meteorologic or geologic data.
2. Relativities for health coverage are based on clinical studies; insurance experience is less valuable
because of the rapid changes in medical care.
Two long-term trends will influence the future use
of risk classification by insurers. On the one hand,
society is learning that actuarially determined classes
are not arbitrary but reflect true indicators of risk; this
bodes well for the acceptance of classification systems. On the other hand, insurers are becoming ever
more proficient at quantifying risk. For example, individual health insurance may not be stable if insurers
ascertain each applicant’s susceptibility to disease by
genetic testing (see Genetics and Insurance), and
private insurance markets may be difficult to sustain. As actuaries refine their models, they must heed
the unease of many consumers with being marked as
high-risk insureds.
(See also Risk Classification, Practical Aspects)
SHOLOM FELDBLUM

Risk-based Capital
Requirements
The Development of Capital Requirements
The business of insurance is essentially stochastic
in nature. Insurance companies price their products and provide for claims based upon their many
years of experience, usually upon the average levels
of that experience. In order to allow for unfavorable variations in future experience from past norms,
both premiums and policy reserves are calculated
with specific margins added to normal or average
rates derived from past business. However, experience in any given year may vary considerably from
the average or expected levels. Premiums and policy liabilities or reserves may become insufficient to
guarantee payments to policyholders and to provide
for an insurer’s continued operation. It is, therefore,
necessary for an insurer to have additional financial
resources available to survive the ‘rainy day’, that is,
to increase to very high values the probability that
the company will be able to survive an unfavorable
experience, pay all policyholder claims, and continue
in business. These funds are the company’s capital.
Capital most often is the sum of contributed capital
and retained earnings. In modern times, financial economics has developed a variety of other instruments
to supply capital to companies. It is often referred to
in the insurance industry as ‘surplus’. Whatever term
is used to describe the concept (here we shall use the
term ‘capital’), a primary concern is the amount of
capital that should be held. It is both intuitively clear
and mathematically verifiable that no finite amount
of capital can provide a guarantee that an insurance
company can meet all of its obligations for all future
time. Therefore, in establishing a capital ‘target’, an
insurance company or its supervisor (see Insurance
Regulation and Supervision) must first choose a
degree of probability of continued survival and a
future time horizon over which the insurer will continue to operate.
The amount of required capital calculated by a
company to meet its own needs is often termed
‘economic capital’. This represents the company’s
operating target. It depends upon comfort levels of
senior management, directors, and owners. It is influenced by industry norms. Companies seek to not hold

capital greatly in excess of this target level since capital has its own costs. Company earnings are often
measured as a return on equity; this rate of return
will be diminished if too high a value of capital or
equity is retained.
The supervisor or regulator has a different view of
required capital. The supervisor’s role is to protect the
financial interests of an insurer’s policyholders, contract holders, depositors, and other customers who
rely financially on the company, and to preserve
public confidence in the financial system. Continued operation of the entity, preservation of investor
wealth, and cost of capital are often not the supervisor’s primary concerns. Therefore, the level of capital
that a supervisor requires an insurer to maintain will
not necessarily be the same as that of the insurer’s
economic capital. In the following, we shall only be
concerned with capital amounts required by a supervisor or regulator.
From a supervisory perspective, the primary function of capital is to provide for the insurer’s financial obligations to its customers when reserves are
insufficient. The determination of a sufficient capital requirement requires an analysis of the reasons
why policy liabilities or reserves might prove to be
insufficient for the insurer’s needs. One must consider
both the methods used to calculate policy liabilities
and the factors that could cause an insurer’s experience to deviate dramatically from expected levels.
The latter leads to consideration of the risks to which
an insurance company is exposed.
Early insurance legislation in many jurisdictions
contained a requirement that insurance companies
maintain capital in a uniform monetary amount.
Required capital did not, in these jurisdictions, vary
by the size of the company, the nature of its portfolio of policies issued, its financial experience and
condition, or its method of operation. The earliest development of more modern risk-based capital
requirements began in Finland in the 1940s; the determination of an insurer’s required capital was based
upon ruin theory. The focus was upon excessively
high claim frequency and severity. A second important step was the introduction, in the First Insurance
Directive of the European Union (EU), of a capital
requirement for life insurance companies that was
calculated in two parts: a fixed percentage of mathematical reserves and a smaller percentage of the net
amount at risk (see Life Insurance Mathematics).
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Both the Finnish and the EU innovations represented an effort to relate a company’s capital requirement to the risks to which it is exposed. Further
developments in this direction required a systematic study and listing of these sources of risk. The
Committee on Valuation and Related Problems of the
Society of Actuaries carried out one of the earliest
such studies; its report was published in 1979. The
Committee suggested that risk could be categorized in
three parts and that capital, or contingency reserves,
could be provided for each part. The parts are: C1,
asset depreciation; C2, pricing inadequacy; and C3,
interest rate fluctuation. In more modern terms, these
would now be called: C1, credit risk; C2, insurance
risk; and C3, asset/liability mismatch risk.
Work on the first modern risk-based capital
requirement began in Canada in 1984, based upon
the Committee’s categorization. By 1989, a test
calculation had been established. This was subject
to extensive field tests in the life insurance industry
and became a regulatory requirement in 1992, known
as the Minimum Continuing Capital and Surplus
Requirement (MCCSR). A similar requirement was
not established for Canadian property and casualty
(general) insurers (see Non-life Insurance) until
2002. In the United States, following an increase
in the number of failures of insurance companies
due to economic experience in the late 1980s and
early 1990s, the National Association of Insurance
Commissioners (NAIC) began work on a similar
capital requirement for life insurers. The structure
of the NAIC formula, known widely as Riskbased Capital (RBC), follows the Committee’s
categorization and was quite similar to the Canadian
formulation. Both national requirements have evolved
independently; although they remain similar, there are
significant differences between them. Shortly after it
established the life insurance company formula, the
NAIC introduced a capital requirement for property
and casualty insurers. It has since introduced a
separate requirement for health insurers (see Health
Insurance).
A number of other jurisdictions have adopted regulatory capital requirements for insurance companies.
These tend to follow the North American formulations. In the very early years of the twenty-first
century, considerable interest had developed in a
wide extension of this concept. In Europe, the EU
has initiated its Solvency II project whose goal is
to introduce a uniform capital requirement for all

insurance companies in the EU. The International
Association of Insurance Supervisors (IAIS) produces
standards that are expected to guide the conduct of
insurance supervision in all member jurisdictions.
The IAIS has enlisted the help of the International
Actuarial Association (IAA) in designing a uniform
international approach to risk-based capital requirements. The IAA formed an international working
party whose report was to be presented to the IAIS
by the end of 2003. This report is expected to be a
significant factor in the Solvency II project as well.
The Solvency II and IAIS projects are part of a
wider development with respect to the international
standardization of financial reporting and the determination of capital requirements for financial institutions, including insurance companies. The North
American capital requirements for insurers were
developed at the same time that the Basel Committee on Banking Supervision developed international
capital standards for banks. However, the two developments were completely unrelated. By the end of
the 1990s, the Basel Committee was contemplating a
revised international capital requirement for banking,
known as Basel II.
It can no longer be said that the approaches to capital in banking and insurance are independent. One of
the important developments in supervision and regulation of financial institutions is the emergence of the
integrated financial regulator. A growing number of
jurisdictions have combined some of their previously
separated banking, insurance, pensions, and securities agencies into a single supervisory body. As this
integration takes hold, it naturally leads to communication among participants overseeing the various
financial industries. This in turn leads to a sharing of
ideas and the borrowing of concepts from one financial sector to another. In particular, the report of the
IAA working party contains several concepts (most
importantly, the idea of three pillars of a supervisory approach to solvency) that first appeared in early
drafts of the Basel II proposals.
The development of international approaches to
capital for both banking and insurance is being carried on at the same time as the International Accounting Standards Board (IASB) is developing a set
of international standards that are to apply to all
industries, including banking and insurance. In principle, these standards would encompass international
actuarial standards for the determination of policy
liabilities. If this were to happen, it would result
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in a uniform determination of capital and surplus.
The IAIS/IAA work would then enable the development of a uniform international capital requirement
for insurance companies. At the time of writing, the
timetables for each of these projects were not certain. However, it is distinctly possible that all of
the accounting, banking, and insurance projects will
have been successfully completed by the end of the
year 2010.
In the section ‘An Example of Risk-based Capital Requirements’ we will give an example of RBC
requirements, based on the NAIC’s C-1 to C-4 categories of risk. Methods of measuring risk capital
are evolving continually, and the best sources of current information are the websites of the regulatory
authorities, such as www.osfi-bsif.gc.ca in Canada,
www.naic.org in the USA, and www.fsa.gov.uk in
the UK.

Construction of a Capital Requirement
The determination of a risk-based capital requirement is a complex matter. It could not be completely
described in a single relatively brief article. In the following, several major considerations in undertaking
this construction are discussed.

Sources of Risk
As indicated in the historical discussion above, a first
step in constructing a risk-based capital requirement
is a listing of all the sources of risk that are to be covered. The subject of risk management for financial
institutions has undergone considerable development
since the mid-1980s and many such lists are available. For example, the reader could consult Capital
in Life Assurance or the report of the IAA working
party on the IAA website (www.actuaries.org).
Certain risks are quantifiable. These risks, referred
to as ‘Pillar I’ risks, can be covered in a capital
requirement. Certain risks are more qualitative; these
are usually thought of as ‘Pillar II’ risks. Supervisors
are left to monitor various companies’ management
of these risks. However, since they cannot be quantified, these risks are not generally covered in determining required capital. There are several risks that
are, in principle, quantifiable but are also left as Pillar II risks. This may be due to lack of an agreed
technical method to attack these risks (liquidity may
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be an example) or a lack of suitable data on which
to base a requirement (operational risk for insurers is
an example as of 2003).

Standard and Advanced Approaches
In its simplest form, a regulatory capital requirement is designed to apply uniformly to all insurers
within a particular jurisdiction. The requirement recognizes differences among companies with respect to
the degree of their exposure to each of the sources
of risk that are covered in the requirement. However,
it treats the same exposure resulting from two different companies in the same manner, even though
the companies may differ significantly in their experience, their product design or their management of
risk. A requirement of this form, sometimes referred
to as a ‘standard approach’, is usually formulaic. The
requirement specifies certain factors, one for each
source of risk. An insurer multiplies a specific measure of its exposure to a source of risk by the factor
to determine its capital requirement for that source
of risk. The supervisor determines factors that apply
uniformly to the local industry. Factors are usually
chosen with a conservative bias so that the resulting capital amount will be sufficient for almost all
companies in the jurisdiction.
In some jurisdictions, alternate company-specific
approaches are available to insurance companies.
These methods may make use of company data or
internal computer models to replace standard factors in determining capital requirements. In general,
due to the conservatism of the standard factors,
these advanced approaches will produce lower capital requirements than the standard approach. For
the supervisor to be comfortable with this outcome,
there must be assurance that the risk of the capital required is diminished when compared to what
might be expected of an average company to which
the formula applies. The supervisor will look at the
quality of the data or the model being used, the quality and training of company personnel who carry out
the calculations, and oversee the particular area of
risk, the quality of the company’s risk management
process, and the effectiveness of the company’s corporate governance processes.

Interaction of Risks
The conventional approaches to capital requirements
require the determination of a separate amount of
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capital for each source of risk. In the earliest requirements (e.g. the Canadian MCCSR), the company’s
requirement is simply the sum of these pieces. However, it is often argued that various sources of
risk interact and that these interactions should be
recognized in setting capital requirements. Initial
approaches to this question have focused on statistical
correlation as the measure of this interaction. From
this point of view, the determination of the total capital requirement as the sum of the pieces determined
for specific risks is equivalent to the assumption that
the risks involved act independently.
The NAIC’s RBC requirement contains a ‘correlation formula’ that determines the total capital
requirement from assumed correlations between the
risks considered. The practical effect of this formula
seems to be to significantly reduce required capital as
compared to the sum of the pieces. While this result
may be appropriate and is likely to be welcomed
by the industry, it is subject to criticism. The first
difficulty is that the correlations used are arbitrary
and have not been subjected to rigorous justification.
The second difficulty is that the interactions of particular risks may vary by product design, the nature
of a company’s business, and the operations of specific business units. If correlations exist and are to
be appropriately recognized, capital formulas would
need to be much more complex and company-specific
than are current formulations.

Total Balance Sheet Approach
Capital and liabilities are the two primary divisions of
one side of a company’s balance sheet. The amount of
capital a company is considered to possess is directly
related to the methods used to determine its liabilities. In particular, sound capital requirements cannot
be established without taking into account the actuarial methodology used to establish policy liabilities.
The IAA working party suggested that supervisors
take a ‘Total Balance Sheet’ approach in establishing
capital requirements. Under this approach, supervisors would establish the total of actuarial liabilities
and capital that would provide the desired degree of
security. Policy liabilities would be deducted from
this total to arrive at the capital requirement. This
can be a very useful approach, particularly when the
determination of liabilities is subject to a degree of
actuarial judgment. This approach is used explicitly
in Canada in respect of capital required for the risks

posed by mortality and maturity guarantees of certain
investment products (segregated funds) (see Options
and Guarantees in Life Insurance).

Reinsurance
Reinsurance introduces very specific problems in
constructing a capital requirement. Conventional
proportional reinsurance arrangements that transfer
risk proportionately pose little difficulty; the capital
required of a primary insurer would be based upon the
insurance risk it retains for its own account. However,
it is increasingly difficult to determine the amount
of risk that is actually transferred by a particular
agreement; many reinsurance arrangements are more
akin to financing agreements and do not transfer
significant risk to the reinsurer (see Alternative
Risk Transfer; Financial Reinsurance). Supervisors
do not often have the resources to analyze
each reinsurance agreement for its effectiveness in
transferring risk.
A second difficulty with respect to reinsurance is
that the insurer and ultimately the supervisor must
rely on the good faith of the reinsurer, that it will
pay claims when they are due. Therefore, reinsurers
contribute their own form of credit risk to a primary
insurer’s portfolio.
Some forms of reinsurance play a role similar to
that of capital. Stop-loss reinsurance or catastrophe
reinsurance (see Catastrophe Excess of Loss) have
characteristics of this type. Few, if any, national
formulations of capital requirements provide offsets
to capital for these contracts.
In general, the difficulties for capital requirements posed by reinsurance are more numerous than
are successful approaches to recognizing the riskmitigating effects of these contracts through reductions in required capital. It is likely that supervisors
will continue to be cautious in giving recognition to
reinsurance.

Available Capital
A complete capital requirement must take into
account how a company may satisfy the supervisor
that it has adequate capital. Capital has many forms.
As mentioned above, financial economists have
developed a variety of capital instruments. Some
forms have greater permanency than others. Some
provide greater liquidity or are easier to convert
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to cash in times of distress. Some are mixtures of
debt and equity whose utility as capital is difficult
to determine.
The original Basel Accord classified capital instruments in three ‘Tiers’. The Accord contains requirements for minimum amounts of Tier 1 capital and
internal limits within Tiers 2 and 3 with respect to
certain types of instruments. This structure is to be
continued in Basel II.
The Basel structure pertains to capital instruments.
These are largely independent of the particular financial business being considered. In the current era of
integrated financial regulation, it is not surprising that
the Basel structure for capital instruments is often carried through to insurance capital regimes. This was
also recommended to the IAIS by the IAA working party.

An Example of Risk-based Capital
Requirements
As an illustration, we describe here the requirements
adopted by the the NAIC in the United States in 1992
for life assurers’ financial reporting. For a description
of some of the quantitative modeling involved in
setting these risk factors, see [1–4].

C-1 (Asset) Risk
C-1 risk is the risk of loss on the life assurer’s assets.
The importance of fixed-interest and mortgage-type
assets is reflected in the level of detail at which the
factors vary. For completeness, the factors are shown
in Table 1 (note: the values shown in the tables are
50% of those originally published in 1992, for reasons
to be explained later).
C-1 factors are applied to the book values of the
relevant assets, except in respect of some of the
riskiest categories such as bonds in default, for which
the market value is used.
The RBC margins for bonds are adjusted to allow
for the concentration of the funds in each class,
and the margins for mortgages are adjusted to allow
for the assurer’s default and foreclosure experience
relative to an industry average. The total C-1 margin
is the sum of margins for each asset category, further
adjusted for concentration in such a way that the
margins for the 10 largest asset classes are effectively
doubled.

Table 1
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USA NAIC risk-based capital factors for C-1 risk

Asset class
US Government issue bonds
Bonds rated AAA – A
Bonds rated BBB
Bonds rated BB
Bonds rated B
Bonds rated C
Bonds in default
Residential mortgages in good
standing
Residential mortgages 90 days
overdue
Commercial mortgages in good
standing
Commercial mortgages 90 days
overdue
Mortgages in foreclosure
Unaffiliated common stock
Unaffiliated preferred stock
Real estate (investment)
Real estate (foreclosed)
Cash

Factor (%)
0.0
0.3
1.0
4.0
9.0
20.0
30.0
0.5
1.0
3.0
6.0
20.0
30.0
bond factor + 2.0
10.0
15.0
0.3

The C-1 risk factors were derived from studies of
the distributions of default losses among the different asset types. For example, the bond factors are
intended to cover 92% of the expected losses in
each category and 96% of the expected losses for
the whole bond portfolio, while the 30% factor for
common stock is supposed to cover the largest loss
likely over a 2-year period with 95% probability.

C-2 (Insurance) Risk
C-2 risk is the risk from excess claims. For individual
life assurance, the factors in Table 2 are applied to the
sums at risk. The aim of the C-2 factors is to meet
excess claims over a 5- to 10-year period with 95%
probability.
Table 2 USA NAIC risk-based capital factors for
C-2 risk
Sums at risk
First $500,000,000 at risk
Next $4,500,000,000 at risk
Next $20,000,000,000 at risk
Sums at risk over $25,000,000,000

Factor (%)
0.150
0.100
0.075
0.060
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Table 3 Examples of USA NAIC risk-based
capital factors for C-3 risk
Type of portfolio
Low risk portfolio
Medium risk portfolio
High risk portfolio

Factor (%)
0.5
1.0
2.0

C-3 (Interest Rate) Risk
The factors depend on the surrender rights (see Surrenders and Alterations) and guarantees granted
to the policyholder – a matter of importance in the
United States – and on the degree of cash flow matching of the assets and liabilities. Table 3 shows some
examples of the factors to be applied to the policy
reserves.
A ‘low risk’ portfolio, for example, is one in which
the policyholders have no surrender guarantees and
the difference between the volatility of the assets
and liabilities is less than 0.125. Unless the insurer
certifies that its asset and liability cash flows are wellmatched, the factors are increased by 50%.

C-4 (Business) Risk
C-4 risk is a ‘catch-all’ category covering everything
from bad management to bad luck. The same factors
are applied to all companies; there is no attempt to
pick out particular companies at greater risk than others. The factors are 2% of life and annuity premium
income and 0.5% of accident and health premium
income.
The total margin allows for correlations between
C-1 and C-2 risk as follows:
1/2

+ C-4
Total margin = (C-1 + C-2)2 + C-32
Application. As implemented in 1992, the definitions of the margins were accompanied by rules about

admissible sources of capital to cover the risk-based
capital requirements, and various levels of deficiency
that would trigger action by the regulator, as follows.
The office may employ statutory capital and surplus, an asset valuation reserve, voluntary investment
reserves and 50% of policyholders’ dividend (bonus)
liabilities (called Total Adjusted Capital) to meet the
RBC margin. The ratio of the Total Adjusted Capital to the RBC margin must be at least 200%. (The
factors given above are 50% of their original (1992)
values; the change was made on cosmetic grounds,
so that the published ratios would not attract adverse
attention.) Below 200%, the company must file a
recovery plan. Below 150%, the Insurance Commissioners office will inspect the company. Below 100%,
the company may be put into ‘rehabilitation’. Below
70%, and the company must be put into rehabilitation.
In addition, if this ratio is between 200 and 250%,
but on the basis of trend could fall below 190%
during the year, the company must file a recovery
plan.
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Sickness Insurance
The term sickness insurance in the broadest sense is
used to describe individual insurance products that
provide sickness benefits for employees and selfemployed workers and employer group schemes. The
term is also used to encompass social insurance
schemes, such as health insurance that meet medical
and hospital expenses for the wider community. For
example, in Switzerland sickness insurance is used to
describe the social scheme that gives everyone access
to adequate health care in the event of sickness, and
in the event of accident if they are not covered by
accident insurance.
Sickness insurance is the provision of benefits
in the event of an individual becoming sick. It is
common for sickness and accident insurance to be
provided under one policy. The extent of the benefits
and level of coverage varies widely depending on the
policy conditions and the type of policy (individualbased products, employer group schemes, social
insurance (see Social Security), or health insurance).
For example, a traditional form of sickness insurance
for employees and self-employed workers is used to
provide for the payment of a substantial part of earned
income lost through disability caused by illness and
for payment of medical expenses incurred as a result
of illness [1].
Sickness insurance can be categorized with a number of other terms used to describe different products,
conditions, and schemes in various countries for providing sickness benefits resulting from illness and
accidents. Some of these include the following:
•
•
•
•

Sickness and accident insurance
Health insurance
Disability income insurance (see Disability
Insurance)
Group sickness insurance

Sickness insurance has been provided by friendly
societies (see Mutuals) since the nineteenth century
in England. The demand for such insurance was
mainly the result of social conditions at the time and
the need to provide some support for loss of income
in the event of sickness and accident as there were
limited government social benefits. Sickness benefits
from friendly societies were usually in the form of
fixed weekly income amounts that varied with the
duration of sickness, after completion of a waiting

period. Individuals often took out multiple benefit
units, and premiums were typically based on age,
occupation, and region. Sickness insurance has since
been extended in complexity in terms of benefits and
coverage.

Coverage
Coverage for sickness insurance can be provided for
the following:
• Individuals – usually employees and self-employed workers are covered under a single policy that
specifies the benefit details and terms and conditions
of benefit payment and policy renewal terms.
• Group schemes – provide benefits to groups such
as employees (i.e. employer-based schemes) or individuals linked through some association such as occupation or retirement benefit scheme.
• Community-based schemes (i.e. health and social
insurance) – provide benefits to a wider range
of people that could include children, students,
unemployed, no longer in the workforce (i.e. retired
or permanently disabled), migrants, and so on.

Benefits
The types of sickness insurance benefits vary considerably and are usually a function of the coverage.
Traditional sickness insurance benefits are for loss-ofincome benefit in the event of sickness of employees
and self-employed workers. Some of the benefits provided under sickness insurance include
• Loss of income – usually limited to a percentage
of income (e.g. 75%) and for specified time periods
such as two years or to normal retirement age. A
waiting period such as four weeks to six months
is common practice before loss-of-income benefits
become payable. Under traditional friendly society,
loss-of-income benefits were often fixed amounts
dependant on the duration of sickness. For example,
$20 per week for the first 26 weeks of sickness, $10
per week for the next 26 weeks, and $7.50 for the
next 52 weeks.
• Lump sum – usually payable for a permanent disability resulting from a sickness or accident following
a waiting period.
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• Medical expenses – most commonly payable in
respect of group employer schemes and community
health insurance schemes.
• Hospital expenses – most commonly payable in
respect of group employer schemes and community
health insurance schemes.
• Death benefits – not common but schemes could
provide for death benefits as an extension to the
sickness and accident insurance.

Funding
The funding of benefits varies from
•
•

Individual policies that are funded through premiums payable to an underwriter,
Group employer schemes that can be funded
through an underwriter with employee and employer contributions, or that can be self insured,

•

Community-based schemes that are most often
funded through the tax system but may
also require individuals to make additional
contributions.
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Social Security
Social security is a concept that can be interpreted
in many different ways and should therefore be used
with the utmost caution.
Barr [4] notes that in the United States, it refers
to retirement pensions; in the United Kingdom, it
refers to the entire system of cash benefits; and in
mainland Europe (in accordance with the practice
of the International Labor Organization), it refers
to all cash benefits plus health care (see Health
Insurance).
Barr chooses to describe the security system by
examining the purpose of the various cash benefits.
The various components are then, according to Barr:
Social insurance awarded without an income test
on the basis of a person’s contribution record and
the occurrence of a specified event, such as becoming unemployed (see Unemployment Insurance) or
reaching a particular age. The essence of social insurance is that it offers protection against what, at least
in principle, are insurable risks.

Universal benefits awarded on the basis of a specified
event, without regard to a person’s income or contribution record. Examples include family allowance
and free health care.
Social assistance awarded on the basis of an
income test and the occurrence of a specified event,
without a contribution test.
Consequently, social security can be seen as an
accumulative concept for different systems that provide economical compensation in the case of illness,
unemployment, old age, and so on.
Over and above the compulsory systems that are
established through national legislation and managed
by public authorities, there are often supplementary systems based on agreements made between
labor market parties. These agreement systems may
be included in the concept of social insurances
due to the fact that they constitute an alternative to a more comprehensively extended general
insurance.
There is no such thing as ‘the best’ social insurance model, and different countries’ systems have
been designed to suit the prevailing principles and
economical prerequisites of each country. Systems
vary according to the degree of coverage, whether or
not they are income related or provide equal benefits.

Financing can be met through general payroll tax,
employee contributions, taxes or a combination of
contributions and taxes.
A popular and well-used classification of the
social insurance systems is as being of Bismarck
or Beveridge type [11]. This classification refers to
the income-related insurance for workers introduced
by Bismarck in Germany in the last decade of the
nineteenth century, and the general insurance with
equal contributions and benefits proposed by Beveridge in his report, which was published in 1940.
A problem with this classification is, however, the
fact that there are scarcely any social insurance systems that are designed according to any of the two
principles. Insurance systems are more often diversified systems with income-related benefits and in-built
guarantee levels.
The development of social insurance systems has
taken place over a long period of time and has often
occurred during political strife and turbulence.
The Nordic welfare states’ social insurances may
be used here as an illustration (Table 1). The dates
are reported in the American publication ‘Social
Security Programs Throughout the World’ (1985).
(U.S. Department of Health and Human Services,
Research Report 60).
The report shows that, of the 27 countries included
in the report, 15 had their legislation before 1900, 10
in the period 1901 to 1920, and only 2 countries at a
later date.
Most people feel some sort of aversion to putting
themselves at risk. Even if individuals cannot always,
and indeed may not always want to avoid specific
risks, for example, when participating in various
sports, they do attempt to protect themselves from the
negative economical effects, which can be the consequence of an accident. This is possible by taking
out individually adapted insurances for accidents (see
Table 1

Time for the first legislation
Denmark Finland Norway Sweden

Pension
Sickness
benefits
Work injury
insurance
Unemployment
benefits
Child allowance

1891
1892

1937
1963

1936
1909

1913
1891

1898

1895

1895

1901

1907

1917

1906

1934

1952

1948

1946

1947
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Accident Insurance), illness (see Sickness Insurance), unemployment, old age (see Pensions), and
so on. In this way, by taking out insurances available on the open insurance market, people are able to
achieve an adaptation of economical protection suited
to their personal needs of economical security and
their conception of risks.
Why then do we have compulsory insurances
where opportunities for individual adaptation are limited or indeed are not available at all? Some of the
reasons often given are the following [8]:
• Market imperfection: For example, certain people,
due to their health situation, cannot find an insurer
willing to provide insurance at a reasonable price.
• Myopia: Some people completely lack the ability
to plan their need of financial resources and insurance
in a long-term perspective.
• Free riders: (see Free Riding) People with poor
economic resources, or those who are avid consumers
probably choose to put their trust in society, and are
sure that they will receive all the necessary help.
• Adverse selection: (see Adverse Selection) People who consider themselves free from risk may
choose not to insure themselves, consequently leading
to higher risks and costs of collective insurance.
Compulsory social insurance is one way to prevent
people being forced or choosing to be uninsured, subsequently leveling out and stabilizing risks and costs.
Because of this leveling out of premium costs,
social insurance leads to a certain economical distribution between people that is not dependent on
whether the insurance is deployed or not. This distribution may even include issues of influence and
dominance [1].
If social insurances are to be seen solely as an
opportunity for market accessibility to all and sundry,
then social insurances should at least offer a security
similar to that offered by private insurance companies. The proceedings of private insurance companies are carefully followed by public supervising
authorities, which means that they cannot handle
refunds or refund interest in any way they want, neither in reality nor as an issue in advertising. There is a
security minded way of thinking in the private insurance branch, which among other things expresses
a conservative assumption in insurance provisions
regarding death and interest.

This remains a fact, even if it might seem that
during the past few years there appears to have
been a repositioning of influence from the insurance
actuaries to the financial managers.
Politicians, however, do not always think in a
correspondingly critical way and there is quite often
a lack of a long-term perspective in those decisions
that are made, and which are necessary to ensure that
adequate responsibility is taken when dealing with a
general pension system.
Owing to the fact that the social insurance systems’ design is the result of political decisions, the
outcome may be influenced by ideological compromises or indeed by the actual state of power between
the political parties.
The conventional conception that social insurances
originated because of poorly functioning insurance
markets has been questioned. Atkinson [2, 3] analyzes the market arguments and comes to the conclusion that they derive from actuarial risks rather than
the defined concept of security. Atkinson is of the
opinion that they overlook the important function of
providing social insurance for unforeseen contingencies or fear of unforeseen events.
The general system will, in other words, have
more responsibility than the private market due to
the overarching responsibility of guaranteeing a reasonable distribution of welfare.
Several of the programs included in the various
countries’ social insurance systems are not in fact
insurances – they are indeed social systems for transfers. There is no need for actuarial participation in
the programs in which the benefits are not connected
to insurance risks. Responsibilities for the necessary
calculations, which are often based on short-term
trend analyses, have often been left to statisticians
or economists. The underlying economical assumptions that steer the choice of prognosis is decided by
governments and the calculations are often based on
different scenarios, and therefore can be said to be
more of arithmetic examples than prognoses.
The parts of the social systems, which need actuarial involvement are the parts tied to various pensions and the old age pension. This connects to the
promises of the pension’s long-term character.
Over and above an allowance for an old age
pension, the system often includes an allowance for
invalidity pension in the case of illness that results in
reduced work capacity. In several countries, this has
now become difficult to handle. Sweden and Holland
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are both alarming examples of this. The insureds’
expectations of being able to take out a pension at an
earlier age lead to an economical strain on the pension
system. In both Sweden and Holland it appears that
problems relating to the labor market have had an
unhealthy influence on the pension system, and is
now out of control.
Insurance risks have no stability in time and have
more or less taken on the character of uncertainties,
which are influenced by the political debate. A muchused description of the problem now is the expression
‘The Dutch Disease’.
Society takes responsibility for social insurances
by, among other things, passing laws but does not
always take responsibility for administrating the insurances. Employers are quite often left to take care
of insurances. To encourage employers to take such
responsibilities, it is necessary to subsidize taxes,
and to the extent that pension funds remain in the
business, it could prove necessary for society to make
demands on or supply reinsurance.
Pension settlements bound to employers are, as a
rule, fully funded, a fact that demands a responsible
actuary. This is not so in the so-called distribution
systems in which the pension costs are continually
financed by contributions or taxes. Pension provision
is not calculated explicitly in these systems, but
rather by calculation of the need for contributions.
A prospective fund establishment is motivated by the
need for having a buffer that meets satisfactorily with
the variations of pension disbursements and creates
sufficient scope in time for adaptation of the size of
contributions. The buffer’s size can therefore not be
determined by clearly defined demands.
A balanced distribution system can, according to
Barr [5], be described as follows:
s W L = P N,
where
s
W
L
P
N

=
=
=
=
=

the
the
the
the
the

PAYG social security contribution rate,
average nominal wage,
number of workers
average nominal pension,
number of pensioners.

A calculation of s depends not only on the assumptions regarding the demographic development but
also on labor market participation and the trend of
wages. These are basically decisions that include
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political standpoints on various forms of migration,
among others, work force migration. A condition that
can influence the need of contribution levels is the
EU’s mobility of labor policy.
Pension guarantees in the distribution systems
have in many cases been designed according to the
model most often used for occupational pensions,
where the pension is, principally, calculated according to the final earnings. In a distribution system, this
can lead to a pension being calculated according to
the insured’s average income during the most financially advantageous income years. In order to acquire
full pension, a minimum number of years on the labor
market is required.
In order to calculate the pension system’s income
and expenditure, work force participation, the size of
income, frequency of invalidity pensioning, and the
extent of migration must be surmised. An extensive
simulating model has been developed in the Swedish
administrative sector to enable implementation of
such calculations [7] – a model that has duly been
put into practice in many other countries.
The Government in Sweden assesses the outcome
of the calculations, which are implemented from the
viewpoints of various scenarios, and the contributions
are set by the Parliament. Management is not left to
an autonomous insurer.
Besides the above-mentioned alternatives to the
pension systems, there are also the so-called Provident Funds, compulsory savings programs, mainly
found in former British Colonies.
The capital can be paid out either in a lump sum
or in a life-long annuity.
A report, ‘Averting the Old Age Crisis’, was given
out by the World Bank in 1994. Policies to protect the
old and promote growth are given below. The Bank
asserted a three-part model for the field of pensions
with the three parts being
1. limited tax financed basic protection – without funding,
2. a legislated funded system, fully funded and
managed by private insurers,
3. voluntary private and fully funded insurances.
The Bank’s proposal sparked off strong reactions
in various countries as well as from the international
organizations ILO and ISSA [6] due to the fact that
the proposal was construed as being normative. The
reaction was to a certain extent due to the Bank’s
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defence of and attempt at dissemination to other Latin
American countries, of the well-needed reform of the
pension system implemented in Chile [9] as well as
the Bank’s involvement in the reformation of the
pension systems in East Europe [6].
In the prolongation of the debate that commenced,
ISSA took the initiative to discuss more profoundly,
the problems that are present in several pension
systems [13]. An example of a country with problems
is Germany; but in Norway also they are considering
using their so-called ‘oil fund’ to meet with the
demands of financing their pension commitments.
From the debate it may be concluded, though
rather simplified [5, 10, 12], that funding does not
solve the problem of demographic changes, that pensions based on accumulated life earnings can be a
better alternative than benefits based on severance
pay, and that systems with contribution defined benefits are probably better than benefit-defined systems.
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TOR ERIKSEN

Surplus in Life and
Pension Insurance
Introduction
Surplus in life insurance is a key issue for participating business: actuarial control over the emergence
and distribution of surplus is a major subject in
the management of life insurance companies [5].
Although we here concentrate on surplus in the context of participating life business, surplus is also
relevant in any kind of fund in which long-term liabilities may be valued on the basis of assumptions
about the future. For example, shareholders have
needs and expectations of surplus in nonparticipating life business, with premium rates and payouts
being determined with a view to rewarding shareholders, who have provided capital and run risks. In
pensions business, referred to below, there are similar issues concerning the sources, size, analysis, and
uses of surplus.

Sources of Surplus
When insurers began to offer both participating and
nonparticipating policies, premium rates for the former were deliberately set higher than the latter, with
loadings for bonus, which were to be a significant
source of surplus.
Over time, investment earnings were also to be
a significant source of surplus, both from interest
and dividends in excess of what had been previously assumed, and then capital gains. Other sources
are better mortality and morbidity experience, better
expense experience than assumed, and miscellaneous
surplus (e.g. from surrendered policies (see Surrenders and Alterations)). The relative importance of
the sources depends on the type of policy and has varied over time [3]; investment surplus is also affected
by the degree of matching or mismatching of assets to
liabilities. The increased investment in equities, and
the capital appreciation therefrom, gave rise to some
difficult questions as to how much of such surplus to
distribute and how and to whom.
However, we should not ignore the ways in which
negative factors have reduced surplus or resulted
in deficits: for example, high expenses related to

inflation or poor operational management, or reductions in the value of stock market investments.
The analysis of surplus is traditionally carried out
as an analysis of the surplus that has arisen between
valuations. Hence, it starts from the premise that the
levels of investment return, mortality, expenses, and
so on are those assumed in the valuation; and we can
compute the excess investment return, and so on, on
this basis as comprising the surplus. In a continuoustime setting, we can analyze the contributions to surplus from different sources, using Thiele’s equation
(see Life Insurance Mathematics), which plays the
role of the recursive relationship between reserves. In
practice, the analysis is carried out over an extended
accounting period, typically a year, and a simplified
example of such an analysis, based on a net premium
valuation, is shown in Table 1 below [6].
Clearly, it can be helpful to subdivide the analysis
further. For example, a key element that can be
identified separately is the strain from new business,
and also the surplus or loss from withdrawals.
Redington [12] distinguished between revenue
surplus, being that arising from the investment return
and so on, and capitalized surplus, being changes
of a capital nature, such as the effect of changes
in the valuation basis (see Valuation of Life Insurance Liabilities). Note that the choice of valuation
basis affects mainly the timing of emergence of the
disclosed surplus: true for nonparticipating business,
and for participating business under stable bonus
conditions. In such circumstances, this leads to the
result that the surpluses, accumulated at the rate of
investment return that has been earned, are independent of the valuation method and basis.
However, especially if the valuation assumptions
are deliberately set as being prudent, the traditional
analysis of surplus may not be very enlightening.
There can be more merit in analyzing experience
compared to the assumptions used in designing the
product or in the life insurer’s business plans, using
the idea of the ‘control cycle’ (see Actuarial Control
Cycle) [7]. This is particularly the case for unitlinked business in which the net premium valuation
method cannot be applied sensibly.

Meaning of Surplus
The surplus in a life insurance fund is the excess
of the assets over the liabilities, but this leaves
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Table 1

Analysis of surplus

Type of surplus
Interest

I − i(L0 + 0.5(P − C − E))

Loading

(P − PN − E)(1 + 0.5i)

Mortality and
miscellaneous

L0 (1 + i) + (P + C)(1 + 0.5i) − L1

Total

(A1 − L1 ) − (A0 − L0 )

unanswered the question of how to place values on
the assets and liabilities. We have to consider what
the purpose is of the valuation. If it is to establish
the surplus with a view to distributing some or all of
the surplus to participating policyholders, the liabilities should exclude such expected distributions, even
though they may be constructive obligations. Again,
we may see liabilities calculated with a high degree
of prudence, helping to avoid inappropriate high distributions that weaken the fund, although the actuary
still needs a mechanism to ensure that policyholders
are fairly treated.
For other purposes, we may wish to consider liabilities including constructive obligations for future
distributions of surplus insofar as those obligations
have accrued to date. This can mean that we regard
the participating policyholders’ share of the assets
of the fund as a liability: we could express this as
the sum of the asset shares of policies, and add an
amount to reflect the value of options and guarantees, together with the liabilities on nonparticipating policies. We can then calculate the surplus as
the excess of the market value of the assets in the
fund over such liabilities. This surplus is sometimes
referred to as the orphan surplus, orphan estate, inherited estate, or ‘unattributed assets’. However, there is
no unique way of assessing this amount, although one
definition is given by Smaller et al. [14, p. 1274]:
the residual part of the long-term business fund
assets after setting aside that part of the assets sufficient to satisfy the obligations owed to all the fund’s
policyholders (including their reasonable expectations), shareholders and creditors.

Interest received over interest at the
valuation rate on initial liability plus
on cash flow (premiums less claims
less expenses for half a year).
Excess of actual over net premiums,
minus expenses, increased by half a
year’s interest.
Excess of initial liability increased by
interest plus premiums and claims
with half year’s interest, over
year-end liability.
Increase in excess of assets over
liabilities.

Risk-bearing and Surplus
Some life insurance products indicate what forms of
surplus they participate in. For example, expense surpluses (or deficits) may not be borne by certain policyholders, instead being borne by the shareholders,
the estate, or (possibly) other policyholders. Some
participating policies have, as their main feature,
participation in investment profits, with smoothing,
rather than sharing in the profits of the business as
a whole. That leaves open the question of how such
business risks are borne, and ensuring that those who
bear risks understand this and are rewarded fairly.
As an example, consider a life insurer offering
immediate annuity policies that participate in profits.
Do the annuitants share in the investment profits of
this class of business and also the mortality experience? Are they also subject to sharing in losses that
arise elsewhere in the business? For policyholders
who may be relying on the benefit payable under
their policy for their main source of income, these
are important questions. Indeed, life insurers operating participating business need to understand not only
how profits will be shared but also how losses will be
borne. Will they affect only the bonuses of the policyholders in the class that has led to such risks, or
will other (which?) policyholders also bear the risks?
Who bears losses on nonparticipating business (such
as those that have arisen from the reducing mortality of annuitants with nonparticipating policies)? In a
stock company, what are the circumstances in which
the shareholders will bear the losses? Perhaps, the
unattributed assets will bear the whole or share some
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of the losses, although there could be cases in which
that would not be enough.

Use of Surplus
Surplus is available as a source of financing in the
event of losses arising from the risks that the life
insurer undertakes. It has been asserted that the primary role of surplus is to act as a reserve against
the contingencies that could impair the ability of the
insurer to meet its obligations: even if the substantial
threat to solvency is unlikely, it is the possibility of
severe adverse development that justifies the holding
of surplus [16].
Regulators set a minimum solvency margin, which
they require life insurers to hold, and hence, there
needs to be an excess of assets over liabilities to meet
this need. That minimum margin may be set with reference to the risks that the life insurer is running.
However, beyond that, it is up to each life insurer
to use appropriate risk measurement techniques to
determine the surplus it needs to hold against adverse
events. The complexities of the life insurance business may make it difficult to quantify risks, and more
sophisticated risk management processes are often
needed to assess the capital required.
The ‘revolving fund’ approach is one answer to the
question, where the life insurer has a ‘full’ distribution of surplus, and operates with a low solvency margin. Each cohort of participating business is intended
to be self-supporting in terms of both investment mix
and payout smoothing [8]. One office with such a policy (Equitable Life in the UK) questioned the need
for surplus:
‘Where then, was the estate? . . . the intellectual
argument for its genesis and maintenance does not
seem well-grounded’ [11, p. 317–318].
However, such an approach was subsequently
to prove unsound, when adverse financial conditions required funds that the insurer in question did
not have.
A life insurer with a high surplus may be able
to take more risks, with the prospect, but not the
guarantee, of correspondingly greater rewards. Surplus can bring competitive advantages to a life insurer
who can use it to take advantage of new business
opportunities, such as developing new products or
entering new territories [16]. Surplus can also be used
to finance new business and other investment opportunities, although in determining how to use surplus
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in this way, the needs and objectives of the stakeholders in the fund need to be considered. Shareholders
may have a greater preference for writing new business than the existing policyholders, who will be
concerned that their bonuses are not unfairly affected
by the strain arising from new business, and also the
possibility that it will be unprofitable.
If a mutual life insurer (see Mutuals) has surplus
that is judged high, then if such surplus represents
unattributed assets, the management may face pressure from policyholders for a distribution of some of
the surplus. There can be a fine balance between satisfying such policyholders and yet retaining a prudent
amount of surplus for contingencies that policyholders may not appreciate [15].

Shareholders’ Share of Surplus
An important issue is how do stock insurers determine the share of surplus to be allocated to shareholders? This may be a matter for the directors of
the insurer to decide, acting on actuarial advice. The
directors will take into account the legal position as
determined when the fund was established, or rights
that have arisen because of the practice of the fund,
such as whether shareholders participate in the surplus of the fund as a whole, or in the surplus arising
on participating policies, or in the surplus arising only
from certain sources. However, it is an area where
actuarial principles of equity do not easily translate
into what the shareholders should receive in practice [18], and regulators (see Insurance Regulation
and Supervision) may need to set rules or have powers of intervention to protect policyholders [1].
In principle, the shareholders’ share of surplus
could reflect the benefits that their capital brings,
and the risks they are running: not easy to assess.
In practice, ad hoc rules may be used, and it may
be acceptable for policyholders if the proportion of
surplus transferred to shareholders is not increased
over time or not beyond some maximum specified at
the outset.
However, rules may not be logical [17]. Say a life
insurer issues a policy with a high bonus loading in
the premium rates and relatively low guaranteed benefits. Then there is an expectation of high surpluses,
and also a relatively high transfer to shareholders.
However, if the guarantees are relatively low, the
risks to the shareholders are also relatively low, not
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consistent with their high rewards [13]. In practice,
the shareholders’ proportion of surplus has declined
over time and is limited by competition, imperfect as
it is.
A life insurer’s practice of allocating to shareholders a fixed proportion of surplus, may also need
adaptation to cover how tax is allocated between policyholders and shareholders, and also if unattributed
assets are distributed.
It may also be noted that the shareholders receive
x% of distributed surplus, which is x/(100 − x) of
the cost of the bonus paid to policyholders. If such
cost is calculated on a valuation basis that is prudent,
with a valuation rate below what is ‘realistic’, then
this increases the transfer made to the shareholders.
With a change to a more ‘realistic’ valuation basis,
the amount transferred to shareholders reduces [2].

Orphan Surplus
A life insurer may decide that it is unnecessary to
retain all the unattributed assets in the fund and that
some should be returned to the policyholders, and in
a stock life insurer, that some should be returned to
the shareholders. It may well be difficult to analyze
the source of the unattributed assets, but they are
likely to include the effect of having distributed to
previous generations of policyholders, less than could
have been afforded, though this may have represented
prudent management at the time. A distribution of
such unattributed assets to the current generation of
policyholders is therefore a windfall.
In the case of a mutual, such a distribution may
take place at the time of demutualization. In the
case of a stock life insurer, the question of how
to divide the distribution between policyholders and
shareholders may prove controversial, and there are
a number of perspectives on this question [14]. On
the one hand, such policyholders may have no reasonable expectation of receiving any such windfall;
however, if there is to be such a distribution, they may
well have a reasonable expectation that they should
receive a large proportion of it.

Special Classes
A number of types of life business may require
special consideration as regards their entitlement to
surplus [5]. For example, industrial life business will

have a different experience as regards expenses,
lapses, and surrenders, compared with ordinary life
business, and would ordinarily have bonus rates
reflecting that. Similarly, business operated in different territories may be treated as separate classes
for bonuses.

Pension Schemes
Surplus is an important issue in schemes with defined
salary-related benefits (see Pensions: Finance, Risk
and Accounting). Say, the employer pays the balance
of contributions necessary to pay for the benefits.
Then a deficit indicates an obligation on the employer
to pay in additional contributions, or a risk for the
scheme members that the benefits they expect will
not be paid. However, this also leads to the tricky
question of who owns any surplus? If the employer
has such an obligation when there is a deficit, should
he not have the benefit if experience is favorable and
there is a surplus? Surplus may be returned to the
employer either by a cash refund or through reduced
contributions, which may be ‘contribution holidays.’
Alternatively, it can be argued that contributions to
the scheme are for the benefit of scheme members and
other beneficiaries, and that they should gain from
favorable experience, for example through increasing
the level of pension benefits payable.
Such issues on ownership of surplus have often
proved tricky where firms have merged or been
acquired, especially where the rights to surplus in
their pension schemes are not clearly defined [9].
In measuring surplus, we need to consider that
there are different ways of measuring assets and
liabilities. Surplus measured using market values of
assets, with liabilities based on bond yields, may
differ from surplus measured using the discounted
value of the expected income from assets, with the
liabilities discounted using the expected return on the
assets held. Indeed, the several alternative valuation
bases have different implications for surplus [10].
What is the optimum amount of surplus? While
it is tempting to say, this depends on the measurement method and basis, it is worth emphasizing that
the parties involved can have different interests [4].
Employers and employees have different perspectives. In addition, regulators may set a minimum
surplus level, or require action if there is a deficit;
and if the pension scheme gains from tax advantages,
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there may be reason to prevent surpluses from growing unduly.
As in the case of life business, investment returns
that differ from those expected can be a source of
substantial surplus. This is especially the case when
the assets are not those that match the liabilities on the
valuation basis used. For example, where liabilities
are calculated by discounting at bond yields, and a
large part of the assets are in equities, movements in
share prices can give rise to substantial surpluses or
deficits on a market value basis.
The analysis of surplus has also to consider the
level of salary rises, as this affects salary-related
liabilities. The actuary is also making assumptions
on demographic factors (see Demography): increasing longevity (see Decrement Analysis) has been
a strain on funds, although other factors that can
contribute (positively or negatively) to surplus are
the number of employees leaving service, ill-health
retirements, or the proportion of members with widows or widowers.
Surplus is also affected by other commercial factors that are decisions of employers or other parties
responsible for the running of a scheme. For example, a large redundancy program, or a decision to
increase discretionary benefits under a scheme, can
have severe effects on the surplus of a scheme, and
the actuary would expect to be consulted to consider
the implications.

Conclusion
Actuaries recognized that their original practices for
distributing surplus needed updating when substantial amounts of surplus arise as investment returns
increased. However, they have also found that lower
interest rates, and falls in the market prices of equities present challenges. Hence, there continue to be
issues for actuaries and life insurers in the way they
manage, calculate, and distribute surplus.
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CHRISTOPHER DAVID O’BRIEN

Surrenders and
Alterations
Life insurance contracts are written for very long
terms, often several decades, and it is common for the
insured person’s circumstances to change during that
time, causing them to request a change in the terms of
the contract. Commonly requested alterations include
the following.
•

•

•

The surrender (that is, immediate cessation) of a
savings contract, such as an endowment policy.
Under such contracts, a fund is accumulated, and
on surrender, it is usual to pay an amount to the
policyholder representing the return of part, at
least, of this fund; such a payment is called a
surrender value or cash value.
The alteration of a savings contract to be paid-up.
The contract remains in force but the policyholder
pays no further premiums, and the amount of the
benefits (life cover and maturity value) is reduced
appropriately to the paid-up sum assured.
A change to the level of premium payable in
future, with a consequent alteration of the benefits
(paid-up policies being an extreme case), or vice
versa.

Only savings contracts, as a rule, have surrender
values. Under pure protection contracts such as term
insurance, no great reserves are built up, and if the
policyholder stops paying premiums, the life cover
usually runs out very soon, and the policy is said to
be forfeited. Contracts may have nonforfeiture provisions, under which life cover may be kept in force
for a period after the policyholder stops paying premiums, that are paid for by drawing upon the policy
reserve. Often, the policyholder may be allowed to
reinstate the policy by paying the missing premiums plus interest and, if too much time has elapsed,
providing evidence of good health. See [2, 3, 5], for
more details.
We also use the terms lapse and withdrawal to
describe a policyholder’s action in terminating a contract, and the rates at which this occurs among the
body of policyholders may be called lapse, withdrawal, or surrender rates, though the latter usually
implies the payment of a surrender value.
In many jurisdictions, endowment policies must
be granted surrender values on a guaranteed scale,

perhaps after paying premiums for a number of
years, and this is a valuable option against the issuing company (see Options and Guarantees in Life
Insurance). Such guaranteed surrender values may
constrain the investment policy of the insurer severely
because the maturity dates of all its savings contracts
are potentially very short. They are, perhaps, still
consistent with systems of insurance regulation (see
Insurance Regulation and Supervision) based on
prudent first-order bases (see Technical Bases in Life
Insurance) and conservative investments, but they
would pose a very great mismatching risk to insurers
who depart from this model in order to take advantage of long time horizons to achieve high returns, by
investing in equity-type assets. These developments
have tended to occur in countries where regulations
do not require surrender values to be guaranteed,
such as in the United Kingdom. Even in these countries, however, marketing needs have led to policies
that effectively do have guaranteed cash values; for
example, endowment policies intended to build up a
retirement fund may have a range of maturity dates.
However, freedom from guaranteed surrender values need not be good for all policyholders for several
reasons. First, lapse rates are very high. Table 1
shows the results of a survey of persistency published
in 1998 by the Personal Investment Authority in the
United Kingdom [6]. It is clear that the most significant demographic factor in life insurance is not
mortality, but surrender; in many cases, a minority
of policies originally taken out reach their intended
maturity date. This raises serious questions about the
suitability of many policies for the people to whom
they are sold, and therefore the methods used to sell
them, and the methods of remuneration of those doing
the selling, such as high commissions at the point
of sale. Second, surrender values can be very low,
especially at early durations, if they are calculated
retrospectively in order to recover high selling costs,
including commission. And if surrender values are
set so that the insurer recovers some profit from the
sale, such high rates of surrender as are shown above
mean that surrendering policyholders may subsidize
maturity values greatly. It can be argued that this is
fair, since to surrender a policy is to breach a contract, but this view is probably no longer acceptable
to regulators or courts.
One reason for surrendering a savings contract
may be that the policyholder needs the money. An
alternative remedy may be to obtain a loan from
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Table 1 Percentage of life insurance policies sold in the United Kingdom in 1993 still in force after four
years, by sales channel and premium type
Sold by company representative

Sold by independent financial adviser

Policy type

Regular premium

Single premium

Regular premium

Single premium

Endowment
Other life
Pensions

76.7
59.1
59.6

90.8
79.5
97.1

83.8
74.0
71.5

89.6
83.6
94.6

Source: Personal Investment Authority.

the insurer, secured upon the surrender value of the
policy. The loan becomes an asset in the insurer’s
balance sheet, and the policyholder pays interest
upon the loan at a rate sufficient to fund the proper
development of the reserve. This arrangement has the
advantage of keeping the life cover in force. Another
alternative, if the insurer offers rather low surrender
values, is to sell the policy in a traded endowment
market, if this operates in the relevant jurisdiction
(as is the case in the UK, for example). The buyer
undertakes to pay the premiums, and takes over the
entitlement to any benefits.
Under unit-linked contracts (see Unit-linked
Business), the surrender value ought, in principle, to
be determined by the value of the units allocated to
the policy on the date of surrender, and hence be
transparent. Similarly, the paid-up benefit is simply
the result of leaving the same units to accumulate
to the maturity date. However, this assumes that the
charging structure of the policy closely matches the
incidence of the actual expenses, so that the effect
of surrenders on the insurer’s finances is relatively
neutral. Many charging structures do not match heavy
initial expenses at all closely (e.g. allocating a high
proportion of all premiums to units) requiring the use
of a surrender penalty, which is a scale of charges to
be deducted from the value of units upon surrender.
Unitised with-profits contracts (see Participating
Business), similarly, may allow the face value of
units to be reduced on surrender, to reflect market
conditions (called a market value adjustment). In the
United Kingdom, consumer-driven regulation (and
adverse publicity) is gradually removing life insurers’
immunity from guaranteed surrender values.
Under traditional life insurance contracts, there are
two basic approaches to dealing with surrenders and
alterations. Both equate the value of the terms to be
offered in future with the current value of the policy,
giving an equation that can be solved for an unknown

premium or sum assured. It is clear that the first
of these quantities must be evaluated prospectively,
including the cash payment of a surrender value
as a limiting case. The second of these quantities,
however, may be evaluated either prospectively or
retrospectively [4].
•

•

The prospective approach takes a prospective
policy value under the original policy terms
as the starting point. Under with-profit policies,
this might include the value of the reversionary
bonuses already declared. The basis of valuation need not be the same as that used for the
insurer’s published reserves, for which very different considerations apply. Initial expenses may
be allowed for by valuing an adjusted premium,
that includes an explicit loading for the recovery of those expenses; see [1] for details of such
adjustments in the United States of America, for
example.
The retrospective approach takes a retrospective accumulation of premiums less expenses and
claims costs (similar to an asset share as the starting point. This has two advantages: (a) it allows
more accurately for expenses in the early years,
which may not be reflected at all closely in a
prospective policy value, especially one with no
Zillmer (or similar) adjustment (see Valuation of
Life Insurance Liabilities); and (b) it may be
a better reflection of the true policy value over
longer durations, if the insurer employs a system
of terminal or final bonus.

There are many practicalities to be considered,
such as the treatment of the expenses of alteration and future renewal expenses, or the treatment
of attaching bonuses; see [2, 3, 5], for a detailed
account. Before computers were widely available,
alterations, like many other computations, might
involve some simple approximations; for example,

Surrenders and Alterations
it was common to use proportionate paid-up values, where the paid-up sum assured was that proportion of the full sum assured that was equal to
the proportion of all the premiums that had been
paid.
Surrender values, especially if guaranteed, have
a bearing on the level of reserves that must be held.
Skerman’s original five principles [7], widely applied
in practice, were extended to six, with the addition
of a principle that the reserves held should be sufficient to cover any surrender values that might be
payable. Under unit-linked policies, several methods of reducing the reserves to allow for initial
expenses have been used, such as actuarial funding
or negative non-unit reserves (broadly equivalent to
Zillmerizing). An integral part of any such scheme
is a scale of surrender charges that ensures that the
surrender value does not exceed the reserve actually
held.
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Technical Bases in Life
Insurance
This article describes briefly the nature of the bases
in common use in life insurance and, in particular,
the different terminologies that have evolved through
different approaches to regulation.
A basis is a set of assumptions that may be used
to project future cash flows under a life insurance
contract and to discount them to the present. The
projection and discounting operations may be performed by any numerical method available, from the
traditional use of expected present values through to
explicit cash flow projection models.
The simplest basis must have assumptions about
future rates of mortality and the rate of interest that
will prevail in future, and the premiums that will be
received in future. To these may be added, depending on the purpose for which the basis is required,
assumptions about future expenses, lapse rates and
surrender values (see Surrenders and Alterations),
transfers to paid-up policies, morbidity, rates of
retirement, marriage, and so on. The purpose of the
basis may be pricing (i.e. setting premium rates or tariffs), valuation for solvency, or valuation in order to
measure and distribute surplus (see Surplus in Life
and Pension Insurance).
If the same basis is used for pricing and valuation, a particularly simple mathematical model is
obtained because, if the future works out exactly
as expected according to the elements of the basis,
the retrospective accumulation of assets at any time
is exactly what is needed in order then to reserve
prospectively for future liabilities (technically, retrospective and prospective policy values are equal). If,
in addition, this basis allows implicitly rather than
explicitly for future expenses and contingencies, by
making conservative or ‘safe-side’ assumptions about
future interest and mortality, we have the classical
net premium system. Until recently, this was used
widely in most of Europe, and local regulations often
enforced its use and even specified the elements of
the basis. In such a system, the common pricing and
valuation basis is often called the first-order basis.
In other countries, including the United Kingdom,
actuaries were free to choose pricing and valuation
bases.

The use of ‘safe-side’ bases for pricing should
result in the emergence of surpluses during the term
of the policy. Note that, what is ‘safe-side’ in respect
of mortality depends on the nature of the risk being
insured; for assurance contracts, paying a benefit on
death, it is prudent to assume that future mortality
will be on the high side, but for annuities or pure
endowment contracts, paying benefits upon survival,
the opposite is the case. The measurement of emerging surplus depends on a valuation basis, because the
terms of life insurance policies are so long that no retrospective system of accounting for profit is adequate.
We can see how this works with a simple example,
of a whole of life insurance with sum assured $1
and level premiums payable continuously, taken out
by a person age x. The prospective policy value at
age x + t is denoted t V x , computed on the valuation basis, if the insured person is still alive then,
or zero otherwise. Thiele’s differential equation is
then:
d tV x
= δ t V x + π − µx+t (1 − t V x ),
dt

(1)

where δ is the force of interest and µx+t is the
force of mortality at age x + t under the valuation or
first-order basis, and π is the level annual premium,
payable continuously, calculated on the same basis.
Thiele’s equation is interpreted intuitively as follows:
the rate of change of prospective reserve is just the
rate at which interest is earned on the current reserve,
plus the rate at which premiums are received, minus
the expected payments due to death (the sum assured
is $1, but the reserve is available to offset this amount,
so the sum at risk is (1 − t V x )).
To every assumption in the valuation basis, there
corresponds the actual outcome in reality, variously
called the experience basis or second-order basis, and
the difference between the two is the contribution to
surplus from that source. For example, if the force
of interest actually earned on the assets is δ  , and the
rate at which deaths actually occur is represented by
the force of mortality µx+t , and the rate at which
premiums net of expenses are actually received is π 
we have
d tV x
+ St = δ  t V x + π  − µx+t (1 − t V x ),
dt

(2)
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in which St is the rate at which surplus is emerging.
Subtracting equation (1) from this, we get:
St = (δ  − δ) t V x + (π  − π) + (µx+t − µx+t )
× (1 − t V x ),

(3)

which analyzes the emerging surplus into its interest,
loading (or expense), and mortality components. It
is simplest to demonstrate the analysis of surplus in
this somewhat idealized continuous-time setting, in
which the key rôle of Thiele’s equation is evident,
but in practice emerging surplus may be measured
and analyzed over some extended time period, often
the insurance company’s accounting period or the
period between bonus declarations (see Participating Business), and then a discrete-time setting is
appropriate. The analog of Thiele’s equation is that
there is a recursive relationship between the prospective reserves at successive durations; see [1, 3]. The
analysis is then complicated by second-order contributions to the surplus, for example, interest surplus
on mortality surplus; see [2], so from a pedagogical point of view, the continuous-time model has
advantages.
Note that the experience basis or second-order
basis may contain elements that are not included
in the valuation or first-order basis, such as lapses.
The valuation basis may be simplified by omitting
such elements, but the experience basis is given
by what actually happens. In the analysis of surplus, the ‘missing’ elements of the valuation basis

are treated as if they were included but with null
values, for example, lapse rates of zero at every
duration.
Modern developments have introduced probabilistic models into all the elements of the traditional
basis, and computer-intensive numerical methods to
accompany them, such as simulation (see Stochastic Simulation). The technical basis as described
above can be recognized, in modern parlance, as the
parameterization of a particularly simple model of life
insurance liabilities. In current practice, its place is
taken by the parameters of the various models being
used.
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Unit-linked Business
The Nature of Unit-linked Business
Introduction
This article is about unit-linked insurance business,
including unitised with-profits (UWP) business. The
major distinguishing feature of unit-linked business
is that a separate and explicit asset account is maintained for each policy. Each policy can therefore be
invested entirely independently of the others, and this
investment flexibility is under the control of the policyholder, not the insurer. The value of a unit-linked
policy is directly linked to the investment performance of the unitised funds selected by the policyholder. Unlike traditional with-profits business, there
is no element of discretion for setting bonuses for
pure unit-linked business. An important consequence
of this for the insurer is that expenses and charges
are explicitly separated, and the simple ‘cost-plus’
approach to managing pricing has to be abandoned
in favor of profit testing.

Background
Historically, the financial health of an insurer was
directly connected to the liabilities contained within
tranches of traditional business. The insurer, therefore, made all decisions with respect to asset allocation, switching, and timing. The insurer would
determine investment policy for the whole office and
this could be driven as much by the local valuation
regulations (see Valuation of Life Insurance Liabilities; Insurance Regulation and Supervision) as by
the need to earn good long-term returns; see [8] for
further details.
Each policy within a tranche was therefore backed
by assets that were identically invested and differed only in the reversionary and terminal bonuses
that were applied (see Participating Business). In
particular, an office’s investment policy may have
developed in a manner entirely unwanted by the
policyholder, yet the policyholder’s only alternative
would be to surrender the policy (see Surrenders
and Alterations).
Unit-linked business, by contrast, involves the
policyholder (or adviser) determining the investment
strategy for an individual policy. The investment

strategy is then specific to the policyholder’s own
needs, and is not influenced by the office’s own
financial position. In particular, the policyholder can
even make investment decisions not open to the
insurer: valuation regulations often prohibit excessive
concentration in a particular asset or asset class,
but the unit-linked policyholder usually has fewer
such constraints. Investment options were initially
restricted to the insurer’s own funds, but recent years
have seen a rise in popularity of externally managed
fund links.
The popularity (or otherwise) of unit-linked contracts is heavily dependent on a given country, its
insurance business, and the tax and other regulations governing it. Within the European Union for
example, unit-linked business took off far earlier in
the United Kingdom and Ireland than in Continental
Europe. In the case of the United Kingdom, taxation played a role in this: if one wanted to invest in
a unit trust, it made more sense to invest indirectly
in a unit-linked life insurance contract because tax
relief was available on the premiums. Putting units
within a life insurance wrapper also enables greater
commission to be paid to selling agents than with
pure unit trusts. This made it viable for the selling agent to sell regular-premium unit-linked savings,
since pure unit trust sales are largely only viable as
single premiums.

Unit-linked Business from Different
Viewpoints
Viewpoint of Policyholders
The rationale for policyholders choosing unit-linked
contracts is that it gives them (or their advisers)
greater investment choice and flexibility, combined
with greater clarity over charging structures and freedom from seemingly arbitrary changes in bonus rates.
It allows them to take more aggressive (or defensive)
investment stances than the insurer may be willing or
able to take.
Unit-linked policyholders are therefore wholly
exposed to the success (or otherwise) of their own
investment decisions. With the exception of unitised
with-profits funds, there is no upward smoothing
applied in times of difficult market conditions. Conversely, of course, no money is held back in good
times to build up the insurer’s smoothing fund.
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Viewpoint of Advisers
Unit-linked business gives like-minded advisers the
opportunity to tailor the investment strategy for each
client. The downside of this is that if the adviser has
had a hand in formulating the investment strategy,
then (s)he will bear some of the blame if things
go badly. This is one reason why a lot of the socalled unit-linked business is still mainly invested in
unitised with-profits or managed funds.

Viewpoint of Insurers
Unit-linked business has a number of very important
advantages for the insurer:
Capital. Unit-linked business is much less capitalintensive than traditional business (all other things
being equal). This enables the insurer to use less
capital in writing a given volume of business, or else
a greater volume of business for a given amount of
shareholder capital.
The lower capital requirements come primarily
from the different reserving principles that apply to
unit-linked business: the office’s liability for a given
policy is directly linked to the value of the assets in
which that individual policy is invested. With a nearperfect correlation of assets and liabilities compared
to traditional business, there is less need for capital
beyond financing the up-front costs (referred to as
new business strain). In many instances, however,
this perfect correlation is somewhat tempered by the
necessity to provide guarantees (see Options and
Guarantees in Life Insurance), for example the
return-of-premium floor on the fund value commonly
required in territories like France and Germany. Also,
it is often not possible in practice to create contract
designs where ongoing expenses are always covered
by charges: early alterations to paid-up status (PUPs)
for stakeholder pensions in the United Kingdom, for
example, do not cover their ongoing expenses and
require capital in the form of an expense reserve.
One major area of capital difference in the European Union is the solvency margin: traditional business demands a solvency margin of 4% of the basic
technical provision, whereas a pure unit-linked contract without investment or expense guarantees can
have a solvency margin rate of 0%.
Charges. Traditional business lacks flexibility in
charging. A good example is the policy fee, which is

usually added to the premium at the outset in respect
of ongoing administration costs. If the premium is not
paid on a traditional contract, however, the fee is not
received and administration expenses for the policy
are not fully covered. With unit-linked business, the
policy fee can be deducted directly from the unit fund.
The charge is collected irrespective of the premium
being paid or not (assuming that sufficient premiums
have been paid to provide a fund from which to
deduct such charges in the first place). This is a key
advantage for business lines with high PUP rates,
such as personal pensions in the United Kingdom.
Flexibility. Unit-linked business offers far greater
flexibility than traditional business. In the example
of the traditional policy above, the amount of the fee
is added to the base premium at the outset of the contract, and it would be hard to increase it if expenses
were to rise dramatically. With unit-linked business,
however, it is a relatively easy exercise to increase
the (usually monthly) deduction. This flexibility usually leads to still-lower reserving requirements – in
the European Union, for example, the statutory minimum solvency margin is lower if there are no expense
or charge guarantees.
It is the less capital-intensive nature of unit-linked
business, which permits the relatively easy formation
of a new life and pensions company as opposed to
one selling traditional business.

Unitised with-profits
The rationale behind unitised with-profits (hereafter
UWP) business is that it offers a hybrid solution. It
can be made to combine some of the capital advantages to the insurer of unit-linked business, while
freeing the policyholder and adviser from making
asset allocation decisions. For example, very careful contract wording with respect to the investment
of future premiums can reduce the capital requirements relative to traditional business. With traditional
regular-premium product design, a life office is usually stuck with investing future premiums in the same
fund as all previous premiums: if investment conditions are poor, this creates a particular valuation strain
relative to the market value of assets. With unitised
with-profits, however, each premium can theoretically be invested separately, so future premiums can
be redirected to a new UWP fund. Future premiums
can therefore – if necessary – be valued as recurrent
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single premiums, which reduces the valuation strain
considerably under adverse investment conditions.
In practice, even if contracts are written carefully
enough to permit this, logistics and the external reaction to such moves make them relatively infrequent.
Few life offices have worded their policies carefully
enough in the past to adopt this approach to their
existing UWP book.
The role of regulation is key in driving the future
of structures like unitised with-profits. On the one
hand, the charge-capping in the UK stakeholder pension legislation has forced UWP funds to remove
guarantees, making them little more than managed
funds. At the other extreme, however, German regulations for private pensions (so-called Riester–Renten)
might permit pure unit-linked business, yet force the
provider to offer so many return-of-premium and
surrender-value guarantees as to make the policies
effectively with-profits.
For more details on unitised with-profits business,
see [11] and [12].

Administering Unit-linked Business
Background
Unit-linked business has historically been administered on a transactions basis. This means that an
individual policy account is kept, whereby the number of units in each fund – or type of fund – is tracked
over time. Whenever a premium is paid or a charge
is made, an explicit transaction record stores both the
cash amount and the number of units being bought
or sold.
With a large number of different fund options,
and with a fair number of transactions being created
each month, it does not take long for the administration database to grow quite large. Although this is
not strictly an actuarial concern, the practical issues
thrown up by unit-linked system design can often
absorb quite a lot of actuarial resource as a consequence. It is very common for product design to be
adjusted to fit to system capabilities, rather than the
other way around.

Charges
One of the main features of unit-linked business is
the greater flexibility with respect to charges. It is
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worth listing the variety of different charges which
can appear in a unit-linked (or UWP) contract and
outlining their nature and applicability:
Allocation Rates. When a premium is received, it
is not necessarily the case that the whole premium
is used to buy units. Instead, the allocation rate is
applied to the premium to yield the allocatable premium. The allocation rate gives the product designer
huge flexibility in controlling the cash flows arising from a contract. A front-end loaded contract is
one with a low (or even zero) initial allocation rate,
followed by higher rates after the initial allocation
period. A level-load contract is one in which a constant allocation rate applies throughout the premiumpaying term. An allocation rate can never be negative,
although it may sometimes exceed 100% due to the
operation of the bid–offer spread and other charges.
All other things being equal, the profitability of frontend loaded contracts is higher due to the shorter
payback period, and their profitability is less sensitive
to the emerging experience, especially PUP rates.
A slight complication is possible for contracts
where a policy debt may be in operation (see later in
article). The allocatable premium must first be applied
to paying off any policy debt first. Only once this
debt has been cleared can the remaining allocatable
premium be applied to purchasing units.
Bid–offer Spread. Also called the bid–ask spread,
this charge is the difference between the buying and
selling prices of a unit. A very common difference
historically was around 5%. When a premium is being
allocated, the (higher) offer price is used to buy units.
When charges are being deducted, the (lower) bid
price is used to sell units to the value of the charge.
The difference between the two unit prices is essentially a margin on the premium: when comparing
charging structures, the bid–offer spread is always
considered in conjunction with the allocation rate,
since both charges apply to the premium simultaneously. Some modern products do not have a bid–offer
spread, and these products are described as single
priced.
Fund Charge. Also called the fund management
charge, this is a charge which is usually built into
the unit price. Every time the unit price is calculated
(often daily) a small adjustment is made to take
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off the relevant proportion of the fund charge. Note
that the actual costs of fund management are usually
only a fraction of the fund charge levied. The fund
charge is not solely for recovering the costs of fund
management, but also for covering general office
expenses and amortized set-up costs.
Note also that many other fund costs are often not
covered by the fund charge, but are in fact charged to
the underlying fund separately and in addition to the
fund charge. In the United Kingdom, for example,
stockbrokers’ commissions, stamp duty and taxes
are usually deducted from an equity fund before
deducting the fund charge. An actively managed fund
will therefore suffer greater additional expenses than
a passively managed one. An accurate comparison of
the expense drag for two different funds therefore
requires comparing not their respective fund charges
but their total expense ratios, this being the fund
charge plus other expenses charged to the fund.
Different Unit Types. An extension of the fund
charge in early contracts was to have different types
of units with different levels of fund charge. There
were essentially two types: accumulation units (which
have a normal fund charge of say 1% per annum or
less) and capital or initial units with a fund charge
many times higher (say around 7% per annum).
The idea is that the first few years’ premiums are
invested in the higher-charging initial units and that
later years’ premiums are invested in the lowercharging accumulation units. Coupled with the concept of actuarial funding, an insurer can demonstrate
high allocation rates, yet still achieve the low capital requirements and rapid profitability of front-end
loaded contracts. This trick is an illusion, however,
as the policyholder finds out when (s)he surrenders
or transfers the policy. Capital/initial units fell into
disfavor as a result and – in the United Kingdom at
least – they largely exist only on discontinued product
lines.
Although they are not strictly charges, two different unit types exist for UWP business: the nominal
unit price and the shadow unit price. The nominal
price – which is the one published in newspapers –
is merely a nominal or face value, which changes over
time with the credit given for reversionary bonus. The
shadow price – which is not published – aims to track
the actual underlying value of the with-profits assets.
It is the shadow unit price and the shadow unit holding that are used to calculate an approximate asset

share on an individual policy basis (the asset share
can then be used for setting terminal bonus for the
policy). One U.K. life office runs UWP business with
a third price to represent the smoothed asset value.
Policy Charge. Also called the member charge
or administration charge, this fixed-but-reviewable
charge is deducted regularly (usually monthly) by
canceling units in the policy to the value of the
charge at the bid unit price. From the insurer’s point
of view, this is vastly superior to the policy fee,
which is loaded onto the premium. With unit-linked
contracts, the policy charge can still be collected or
increased, even if the policyholder has stopped paying
premiums.
Switch Charge. Most unit-linked policies have a
reasonably wide choice of investment funds and it
is rare to find a choice of fewer than 10 funds in
the United Kingdom or Ireland. The switch charge
is levied whenever the policyholder swaps money
out of one or more funds and reinvests it in some
other funds. Modern marketing considerations usually
allow the policyholder a fixed number of so-called
free switches each year, by which it is meant that
the first few switches are carried out without charge.
Switching nowadays is largely done on a bid-to-bid
basis, by which it is meant that the policyholder is not
made to suffer the bid–offer spread a second time.
Redirection Charge. If the policyholder wishes to
change the investment split amongst different funds
for future premiums, this is called redirection and
a charge may be applied. In most cases, however,
switches and redirections happen at the same time and
as part of the same transaction, so only one charge is
usually levied.
Risk Benefit Charge. The risk benefit charge represents one of the greater aspects of flexibility for
unit-linked business. A risk benefit can be simple life
cover, or it can be insurance against critical illness,
disability or any other type of non-savings benefit.
With traditional business, the cost of a risk benefit
is usually amortized as a level amount over the
premium-paying term of a contract and is either built
directly into the overall contract premium, or else
set as a separate rider premium. Changes to the
benefit level are therefore complicated: at the time
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of an alteration, a reserve must be calculated and a
new premium derived. Flexible benefits are therefore
difficult to administer with traditional contracts.
With unitised contracts, the charge made is the
expected cost of the sum at risk (see Life Insurance
Mathematics) over the period covered by the charge
(most risk benefit charges are made monthly). The
insurer may build in more than the expected cost
of the sum at risk, however: EU solvency margin
regulations specify a rate of 0.3% of the sum at risk
and some companies build this cost of capital into
the risk benefit charge.
Unit-linked contracts are often able to combine
the preferential tax status that comes from being a
life insurance contract with a lower cost of insurance
than with traditional business. Instead of fixing a sum
assured on death at outset, a unit-linked contract can
specify the sum assured as being the greater of a fixed
sum assured or a percentage of the fund value. This
percentage must be greater than 100% so that there
is a genuine minimum sum at risk for the insurer:
a common value is 5% on top of the fund value.
The basic formula for such a life cover charge is
therefore Q ∗ max(sum assured – fund value, X ∗
fund value), where X is the percentage for calculating
the minimum sum at risk (5% is common) and Q is
the policyholder-specific mortality charge rate, which
varies over time and includes underwriting loadings.
(Interestingly, it is the combination of fixed cash
charges and varying fund-based charges that forces
the use of computers for individual policy illustrations, say in projecting future benefits. Projections
of surrender or maturity values are, in mathematical terms, convolutions, which cannot be evaluated
formulaically.)
Another example of flexibility, albeit one not necessarily appreciated by policyholders, is the ability
of the insurer to alter the rates used in calculating
the risk benefit charge. This is useful if experience
turns out to be radically worse than anticipated, for
example with critical illness or disability cover. In
the European Union, clauses permitting this kind of
thing in the insurance contract help reduce the statutory reserves that need to be held in some territories,
and also help reduce the solvency margin.
Order of Charges. There is an important order to
the charges listed above. The first step is to allocate
any premiums received (subject to allocation rate and
bid–offer spread). The second step is to deduct any
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charges that are independent of the fund value. The
final step is to deduct any charge that is dependent
on the fund value. This is often the charge for life
insurance, since in many territories tax legislation
specifies a minimum life cover sum at risk in relation
to the fund size.
Policy Debt. With charges deducted both directly
and explicitly from the policy funds, it is perfectly
possible for the charges to exceed the value of the
funds available. This situation is common with frontend loaded contracts, but it can happen with almost
any regular-premium unit-linked contract. The life
office’s initial reaction depends on the premiumpaying status of the policy: if it is paid-up, the terms
of the contract will usually allow the policy to be
cancelled.
If the contract is still premium-paying, however,
the excess of charges over the fund value may be
funded by creating a policy debt. The thinking here
is that it is better to create a cash debt (and possibly charge interest on this debt), rather than create
negative units and expose the policyholder to an
unexpected investment risk. Any outstanding policy
debt must be paid back before new units are allocated
as part of the premium allocation process described
above. For example, if the bid value of units were $2,
but an administration charge of $3 were to be taken,
then the units would be cancelled and a policy debt
of $1 would be set up. Strictly speaking, the policy
debt should be included in the calculation of the sum
at risk for a variable life cover charge.
While the great number of different and variable
charges offers the insurer great flexibility, this is
not necessarily viewed quite as positively by others,
who see only a mass of incomprehensible charges.
In the United Kingdom, for example, this led to the
introduction of stakeholder pensions, whose primary
distinguishing feature is a single charge (the fund
charge), which is also capped at 1% per annum.
The UK Government hoped at a stroke to restore
consumer confidence in unit-linked pensions by not
only simplifying the charging structure, but by also
restricting insurers’ flexibility to increase charges.

Unit Pricing
A key decision to be made by a life office is which
mode of unit pricing it will adopt: historic pricing or
forward pricing. This is important, both in terms of
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operational procedures and the risks that shareholders
will run.

testing. (see [1] and [2] for more details). There are
two principal reasons for this:

Historic Pricing. Historic pricing is very much the
easier of the two approaches to implement, both
in terms of systems and administration procedures.
When a policyholder requests a surrender, transfer,
or switch, the most recent unit price is used in order
to complete the transaction at the point of request.
The great danger with historic pricing is that wellinformed policyholders look at market movements
since the unit price was last calculated and then
telephone switch requests to take advantage of subsequent market movements. While historic pricing is
very convenient for administration purposes, it does
offer customers the facility to select against the life
office. A number of well-known cases exist of offices
that have suffered at times of extreme market movements as a result of their historic pricing stance.

Separation of Charges and Expenses

Forward Pricing. With forward pricing, a cut-off
time is imposed each day. This cut-off time is usually
some hours before the time used by the unit pricing
function for calculating the next unit price. Any
request to surrender, transfer or switch made after
the cut-off is held over until the following day before
processing. This way, it is impossible for an investor
to use knowledge of actual market conditions against
the office.
Forward pricing is the correct approach to adopt
in that it harbors no antiselection risks (see Adverse
Selection) for the insurer. Unfortunately, it is more
complicated (and therefore more expensive) to build
systems and processes to accommodate forward pricing. Despite this, most offices have now moved to a
forward-pricing basis out of necessity: it is the policyholders with the largest funds who are also the
best informed (or best advised) as to how to take
advantage of historic pricing. Many offices started
with historic pricing, but, most switched their stance
as a result of the behavior of a small number of very
active switchers with large funds.

Pricing and Profit Testing of Unit-linked
Business
The method of choice for pricing unit-linked business
is discounted cashflow modeling, also called profit

The advent of unit-linked business saw the explicit
separation of charges – those items which the insurer
can deduct under the terms of the contract – and
expenses, which are the costs actually incurred by
the insurer. Without the ability to modify surrender
values or terminal bonuses at will, as with traditional
with-profits contracts, it became important to explicitly model the cashflows for unit-linked business.
Charging structures were fixed in advance in the policy terms and conditions, so it became important to do
cash flow modelling to explore the robustness of any
proposed product. The situation is slightly different
for UWP business, since the life office actuary must
still set rates for reversionary and terminal bonuses.
Nevertheless, UWP products are usually also cash
flow-tested.

Options and Guarantees
Where offices wish to offer maturity or other guarantees for unit-linked business, these guarantees have to
be both priced and reserved for. This cannot be done
formulaically, or indeed by deterministic step-by-step
projection alone: such guarantees can only be priced
and valued using stochastic methods.
The issue of maturity guarantees alongside equitylinked contracts was the subject of a number of
important reports by the UK actuarial profession (see
Maturity Guarantees Working Party) (Maturity
Guarantees Working Party, 1971–1981) and also in
Canada [9]. The subject of pricing options and guarantees is a vexatious one, and of great topicality due
to the demise of a major U.K. life office due to inadequate pricing and reserving for guaranteed annuity
options. More details on this difficult subject can be
found in [3–5, 10] and [13].

Valuing Unit-linked Business
Many of the methodologies for valuing traditional
business are wholly unsuited to valuing unit-linked
business. In particular, the net premium method is
quite unsuited to the purpose and a discounted cashflow valuation is the normal approach for unitised
contracts.

Unit-linked Business
Both traditional and unit-linked business have two
main components to their reserves in the European
Union: the mathematical reserve and the solvency
margin (in territories such as the UK and Ireland,
there may be additional reserves required for mismatching or resilience tests). However, unit-linked
business is distinguished by the splitting of the mathematical reserve into two further subcomponents: the
unit reserve and the non-unit reserve. These two subcomponents are described more in detail below:

Unit Reserves
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The non-unit reserve is quite different in nature
and calculation to the unit reserve. In particular, the
non-unit reserve can be negative (negative sterling
reserve in the UK), a situation that can arise when all
the future cash flows for the contract are positive. A
policy in this state is therefore a source of capital for
the insurer and, in certain territories and depending
on valuation regulations, such reserves can be used
to reduce the reserves required to be held elsewhere
in the portfolio.
Depending on the contract design, penalties applying on surrender, termination or PUP can reduce the
size of the non-unit reserve as well as the unit reserve.
More details on valuing unit-linked contracts can be
found in [6] and [7].

The unit reserve is the claim the policyholder has
on the insurer with regard to the policy. It is not
always the same thing as the face value of units in
the policyholder account, and there are three common
scenarios when this can arise:

Example Unit Transaction Statement

Unitised with-profits. With UWP business, the unit
reserve is more likely to be the asset share (suitably
adjusted for valuation purposes) than the face value
of nominal units. This is an undecided question,
however, since such an approach effectively reserves
for terminal bonus and not all offices do this.

Table 1 demonstrates some of the principles discussed
in this article. In the example below, a unit-linked
policy investing in a single fund commences on 1st
January. This example illustrates several important
points about the administration of unit-linked business:

Surrender Penalties. The fund value on surrender
or transfer is often less than the fund value on
continuance due to surrender or exit penalties.
Actuarial Funding. If unit-linked business has capital and accumulation units, the former are most likely
to be subject to actuarial funding in the valuation.
Future charges are capitalized to reduce the value of
the unit reserve. Actuarial funding is in this sense a
particular type of surrender penalty.

Non-unit Reserves
Most long-term life or pension contracts have a mismatch between charges and expenses and unit-linked
business is no different in this respect. There are often
periods when a contract will have negative expected
cash flows, even after setup. It is a statutory requirement in territories like the United Kingdom and Ireland to hold explicit additional reserves to cover these
future negative cash flows. These non-unit reserves
(called sterling reserves in the U.K.) cannot be calculated formulaically, and so they have to be calculated
by means of step-by-step cash flow projection.

Separation of charges and expenses. The charges
levied in the example contract above are entirely
decoupled from the expenses actually incurred by
the life office. In particular, the heavy initial outgo
stemming from policy setup costs and agent commissions are recouped gradually via such charges as the
bid–offer spread, the allocation rate, and the administration charge.
Transaction order. The premium is allocated first,
followed by charge deduction, as on 1st January and
1st February.
Allocation rates. The premium has been multiplied by
an allocation rate (here 90%) before units have been
purchased. Note that no policy debt is in operation
here, so the entire allocatable premium is used to
buy units.
Different unit prices. There are bid and offer prices,
both being calculated in this example to five decimal
places. Premiums are allocated using the higher offer
price and charges are deducted using the lower bid
price. The bid–offer spread is implicit in the difference between these two prices.
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Table 1

Example unit transaction statement

Effective
date

Bid
price

Offer
price

Transaction
type

Transaction
amount

Amount
to units

Unit
movement

1st Jan

1.12108

1.17713

1st Feb

1.24234

1.30445

1st Mar
1st Apr
1st May

1.20734
1.17338
1.21397

1.26771
1.23204
1.27467

Premium
Admin charge
Premium
Admin charge
Admin charge
Admin charge
Admin charge

100.000
−2.000
100.000
−2.000
−2.000
−2.000
−2.250

90.000
−2.000
90.000
−2.000
−2.000
−2.000
−2.250

76.457
−1.784
68.994
−1.784
−1.578
−1.623
−1.765

Rounding and precision. Unit movements in this
example are calculated to three decimal places. Precise rounding rules differ for each company, but in
general, most companies allow fractional units, as in
this example.
Flexibility (for insurer). In this example, the administration charge (or policy fee) continued to be deducted
although no premiums were received with effect from
1st March. With traditional business, collection of the
policy fee stops when the premiums stop. The life
office has also raised the administration charge with
effect from 1st May.
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STEPHEN RICHARDS

Valuation of Life
Insurance Liabilities
Introduction
Placing a value on life insurance liabilities is not
easy. The issues are not new: we can go back to 1864,
when the British Prime Minister William Gladstone
referred in Parliament to the accounts of the Prudential Assurance Company:
‘As it stands, it presents a balance of £41,000
in favor of the society; but it has been examined
by actuaries, and those gentlemen, proceeding upon
principles which are no more open to question than a
proposition of Euclid, say, that instead of a balance
of £41,000 in favor of, there is one of £31,000 against
the society’ [20].
In the twenty-first century we still have debates on
how to value the liabilities arising from life insurance
policies, notably with the work of the International
Accounting Standards Board in its effort to design an
international financial reporting standard for insurance contracts, to be used in insurers’ accounts (see
Accounting).
Key questions are
•

what are the estimated future cash flows from a
life policy? and
• what discount rate should be applied to the cash
flows to derive a present value (see Present Values and Accumulations)?
Closely linked with these questions are
•
•

how should the uncertainty about the cash flows
be reflected in the valuation? and
how can we ensure consistency of the valuation
of the liabilities with the valuation of the insurers’ assets?

Objectives of the Valuation
Part of the difficulty is that there may be a number of objectives of the valuation. Traditionally, a
key responsibility of the actuary has been to value
the liabilities in order to compare this with the
value of the assets, thereby assessing the solvency

of the insurer and hence its ability to pay claims
to policyholders. Since this valuation is generally
intended to demonstrate whether policyholders can
have confidence in the life insurer paying claims, it
has been common to calculate the value of the liabilities on a prudent basis, so that the value of liabilities
exceeds a ‘best estimate’. Indeed, this valuation process is clearly a key issue for regulators of life
insurers (see Insurance Regulation and Supervision), so industry regulators, with actuarial advice, set
out rules on how this valuation (sometimes referred
to as a ‘statutory valuation’ or ‘statutory solvency
valuation’) should be carried out.
Regulators also have rules on the minimum
solvency margin, that is, the excess of assets over
liabilities they require insurers to hold, and there
have been discussions on how that margin should
be calculated. For example, the risk-based capital
approach of the United States is more sophisticated
than the approach used in the European Union [41].
Now, there can be advantages in making the
minimum solvency margin of a life insurer depend
on the risks it is taking and how they are managed.
However, the issue cannot be separated from how the
assets and liabilities are calculated; in particular, if
there is a high degree of prudence in the valuation of
liabilities, it is appropriate for the minimum solvency
margin to be lower.
A second purpose of the valuation can be to
determine the surplus that it would be suitable to
distribute to participating policyholders (see Participating Business) as bonuses or dividends [54]. Some
would say that it is helpful if the valuation enables
surplus to emerge in an equitable way suited to the
bonus system of the office [52, 54]. Alternatively, we
could say that the valuation method should demonstrate objectively what surplus there is to distribute
rather than saying that we should choose a valuation
method that is designed to produce a distribution with
a predetermined manner in mind.
A third purpose arises from life insurers being
subject to the legislative requirements that require all
firms to prepare accounts, which involves placing a
value on the liabilities arising from its life insurance
contracts. How this is done in practice depends on
what rules apply to the preparation of accounts.
These objectives may conflict to some degree. In
particular, there has been increasing recognition that
shareholders and other investors cannot easily assess
the value of a life insurer if they use the statutory
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solvency valuation intended for the protection of
policyholders. We have therefore seen a search for
a more ‘realistic’ method of valuation for accounting
purposes [17, 24, 36].
The valuation method used in a firm’s accounts
depends on the rules applicable to accounts in the
jurisdiction concerned. There are national accounting standard-setting bodies, and also the International
Accounting Standards Board (IASB): they issue standards on the preparation of accounts, sometimes
referred to as ‘general purpose’ financial statements;
it is hoped that it will narrow the differences that exist
between countries. Some such bodies have developed standards specific to insurance, although an
international standard that applies to insurance contracts is now being developed by IASB. An Issues
Paper was published in 1999 [37], setting out a number of possible ways forward. This was followed
by a draft statement of principles, being published
in stages on the IASB website (www.iasb.org.uk).
In particular, IASB has raised concerns about the
so-called ‘deferral-and-matching’ approach, whereby
the timing of cash flows is adjusted to produce a
more meaningful pattern of income and expenditure
period-by-period. Instead it has highlighted the benefits from profits being determined from changes in
the life insurer’s assets and liabilities, so the key
issue is to calculate these appropriately, taking into
account the standards already applying, including that
for financial instruments (from which insurance contracts were initially excluded). Subsequently, IASB
decided to have two phases to its project. The first is
intended to produce a standard for insurers to use in
2005. This will not have addressed all issues fully,
and there will therefore be a subsequent second phase.
What IASB is proposing for life insurers’ accounts
follows principles that differ from the way that some
life insurers carry out statutory solvency valuations.
It looks as if some life insurers will therefore
complete two sets of calculations in future: one
for the accounts, one to meet the requirements of
regulators in monitoring solvency.
However, we can see the possibility of further
developments that will mean the same figure for the
liabilities appearing in the accounts and the statutory
solvency valuation. It can be argued that if the
liabilities are ‘realistic’ in the accounts, then that
shows, when compared with the value of assets, the
capital that the life insurer has. Then the statutory
solvency valuation has a further calculation of the

amount of capital that the insurer is required to have
(the insurer’s minimum solvency margin), reflecting
the risks it is running.
There can be further areas where a valuation of
a life insurer’s liabilities is needed, which may need
some different approach. For example, in estimating
the value of a business to be sold or in connection
with some corporate restructuring, some new set
of assumptions may be appropriate. Further, there
could be other ways in which the outcome of the
valuations for the statutory solvency valuation and
accounts do not meet the demands for internal
financial management of the life insurer, in which
case an alternative assessment of the liabilities can
be made [54].

Skerman Principles
What should be the principles underlying the
calculation of liabilities? Skerman [55] suggested five
principles for the valuation of actuarial liabilities,
which could form a suitable underlying basis for a
solvency standard. His principles were as follows:
1. The liabilities should be valued by a net premium method or on some other basis producing
stronger reserves (this helps to ensure that the
office can fulfil the reasonable expectations of
with-profit policyholders).
2. That an appropriate zillmerized reserve would be
acceptable in order to allow for initial expenses.
3. Adequate margins over the current rate of
expenses should be kept in the valuation of liabilities, in order to provide for future renewal
expenses.
4. That appropriate recognized tables of mortality
(see Life Table) should be employed.
5. That the valuation of the liabilities should be
at rates of interest lower than implicit in the
valuation of the assets, with due regard to the
incidence of taxation.

Principles of Valuation: Discussion
The Skerman principles have been influential. They
have been taken into account by regulators, and have
been used to put forward practical proposals for
valuations [9, 54].
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Quantifying the practical effect of the principles
is judgmental, and indeed the interest margin suggested by Skerman was less prudent than continental
European practice [4]. It was also suggested that
another principle be added, that the liability should
be not less than the current surrender value (see Surrenders and Alterations) on a policy.
In some cases, the calculation of the liability on a
policy may result in a negative amount. In a ‘realistic’
valuation, this treatment of the policy as an asset
may be acceptable. However, in many instances, it is
common practice to eliminate all negative amounts,
consistent with the principle that the liability should
not be less than the surrender value.
There is no uniform set of valuation rules made
by regulators. However, the International Association of Insurance Supervisors has issued principles
on prudential regulation [38], the first of which is
that the technical provisions of an insurer have to be
adequate, reliable, objective, and allow comparison
across insurers. It goes on to say that they have to
be adequate to meet the obligations to policyholders, and should include allowance for outstanding
claims, for future claims and guaranteed benefits for
policies in force, as well as expenses. The issue of
reasonable expectations of nonguaranteed benefits is
not addressed as such by IAIS, although it is fair
to say that there needs to be some calculation of
constructive obligations, or policyholders’ reasonable
expectations [15, 16].
The emphasis in accounts may be rather different, concerned with providing useful information to
users of accounts, including investors and potential
investors. If the emphasis in the statutory solvency
valuation has been prudence with a view to protecting policyholders’ interests, using such figures in the
life insurer’s accounts may fail to convey the shareholder’s interest.
As we do not yet have an international standard
setting out how to value liabilities from insurance
contracts in accounts, it is not surprising that there is
a wide variety of practices on how this is done. Actuaries need to understand accounting so that they can
appreciate what is needed in life insurers’ accounts to
meet accounting standards [47]. However, there are
a great many issues to be addressed [27]. Nevertheless, the outcome ought to be financial statements that
investors find helpful, as well as being a sensible way
of reflecting the performance of the management of
the life insurer.
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Choice of Valuation Method and Basis
In carrying out the valuation, the actuary needs to
choose a method of valuation and also a valuation
basis, that is, a set of assumptions to be used.
The valuation, whether for statutory solvency or
accounts, is usually subject to some degree of regulation. In some states the degree of prescription is high,
and the actuary’s role is to carry out the calculations
using a laid-down method and using assumptions set
out by regulators: for example, there may be a common interest rate (‘technical rate’) and mortality table
that have to be used. In many states, a long-standing
practice, which may be required by regulators, has
been to value liabilities using the assumptions made
in the premium basis, usually referred to as a firstorder basis (see Technical Bases in Life Insurance)
(this may be combined with regulatory control over
premium rates).
Elsewhere, the actuary may have greater freedom
over the methodology and basis. It is then a matter of
professional judgment to value the liabilities appropriately. There are then several issues to address: one
issue regarding the valuation basis is that there should
be consistency in the assumptions, for example, in the
relationship between the inflation rate and investment
return [23].

Forecasting Cash Flows
One important part of the valuation process is forecasting the future cash flows to be valued. This can
require assumptions on matters such as the contingency (death, sickness, etc.) on which payment of
the benefits under the policy depends; factors that
determine the amount of payment (such as bonuses
added under participating policies); expenses, investment returns, tax, the rate of early discontinuances,
and so on.
A number of issues arise [37]. For example,
should the assumptions be those used when the product was priced, or those current at the date of valuation? Should they reflect all future events, including
potential changes in legislation and changes in technology? Should the cash flows be best estimates,
should they be prudent, should they allow for risk:
one suggestion is that liabilities should be calculated
such that, as the risks to the insurer decline, then provisions can be released into profit – the ‘release from
risk policy reserve system’ [34].
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One concern has been that initial expenses on
a policy should not be allowed to result in the
life insurer showing a loss in the first year if the
contract is expected to be profitable: that would be
misleading, it is claimed. On the other hand, some
liability calculation techniques may capitalize the
expected profit on the contract so that it all appears
at the outset, which also gives rise to concerns [58].
Skerman [55] indicated that there should be adequate margins over the current rate of expenses,
in order to provide for future renewal expenses.
Redington [52] suggested that, if the fund were
closed to new business, the level of renewal expense
would probably rise. However, we can also envisage expenses reducing upon closure. Actuaries also
need to consider the potential impact of inflation on
expenses levels.
As regards mortality, it is important that tables
are appropriate for assessing what will be future cash
flows in the valuation. New developments, such as
AIDS, have led to modifications in the assumptions
that actuaries make in valuations [2, 19]. Improvements in mortality over time are of particular relevance to valuing annuities, and there are projection
methods to produce forecasts for such a purpose, for
example [18].
Where the payment of the policy benefits depends
on sickness, the actuary needs a suitable assumption about the relevant sickness rates. In some cases,
new policy types have required the development of
new tables, for example, on critical illness [59]. There
have also been improvements in the way we analyze
data. In valuing income protection (permanent health)
policies, it is appropriate to use separate claim inception and disability rates (see Disability Insurance);
or use multistate modeling, though this demands more
data [65].
Valuations also need to estimate tax in future cash
flows, though recognizing that there may be changes
in tax rates. Liabilities will also take into account
reinsurance: recoveries may be expressed as an asset
or as a deduction from liabilities.
Is it appropriate to assume that some policies will
be subject to early discontinuance? That may not be
regarded as prudent, and hence it may be argued that
the reserve on a policy should be at least as high
as the surrender value (and that no policy should be
treated as an asset). Indeed, maybe the liability should
be the surrender value plus the value of the option of
the policyholder to continue the policy (see Options

and Guarantees in Life Insurance). However, some
would say that such an approach is unrealistic and,
for accounting purposes, unduly defers the emergence
of profits.
One particular issue relates to participating (withprofit) business. Is it appropriate to regard as liabilities the cash flows that reflect future declarations
of bonus? It can be argued that this is needed for
‘current value’ accounts [51]. One approach would
be to start from the premise that the obligation (or
expectation) is to pay policyholders at maturity the
sum of premiums paid with the investment return
earned, minus applicable costs (the so-called ‘asset
share’) [46]. This could lead on to saying that, prior
to maturity, the liability was the asset share as accumulated to date, plus some provision for options
and guarantees, including death benefits. Such an
approach could be modified to take account of any
expectation of paying higher bonuses than consistent
with asset shares, or smoothing.
The discussion leads to the possible conclusion
that we have two separate objectives: to measure the
ability of an office to meet its guaranteed liabilities,
and its ability to also pay more than this to reflect the
constructive obligations to participating policyholders. Indeed, Skerman [55] recognized the concern if
the measure of liabilities showed the life insurer as
solvent, and if it was not in a position to fulfil the reasonable expectations of participating policyholders.
The outcome may therefore be a need to calculate liabilities, both excluding and including future bonuses.
Participating funds may have unattributed assets,
also known as an orphan estate [56]. It may be
appropriate to regard this as a liability if it is intended
to be distributed to policyholders at some stage,
even if this is some future generation or perhaps to
compensate for some adverse circumstances. It may
also be necessary to regard the unattributed assets as
a liability if otherwise this amount would appear in
the accounts as an asset of the shareholders when in
fact there was no likelihood of this being passed on
to shareholders.
The practice in some countries in the European
Union is to use, in the accounts, an item called
the ‘fund for future appropriations’, being amounts,
the allocation of which between policyholders and
shareholders has not been determined at the valuation
date. However, this is unsatisfactory [37] and does
not enable the reader to have a proper understanding
of policyholders’ and shareholders’ interests.
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Discount Rates

Nonlinked Business

A key question is what rate should the actuary use to
discount future cash flows [35]?
In some cases the yield used to discount liabilities
is based on the yield on the insurer’s assets, an
approach that raises questions about what the yield to
be used is in discounting when the insurer has assets
such as equities in which part of the investment return
is expected to be an increase in the capital value of
the investment.
Discounting has also to consider the need, on
many policies, of premiums and investment income
to be reinvested. One approach is to use one interest
rate, being the maximum rate assumed to apply for
reinvestment. It is, however, possible to calculate
liabilities using a combination of the initial rate
of interest being earned on assets currently held
and a lower rate assumed for reinvestment [9, 22].
Alternatively, the rate for reinvestment may have
regard to rates in the forward market.
Many would say that the value of a liability is
independent of the assets held to back it (except
where the liability explicitly relates to specified
assets), which is the approach taken when assessing
fair value. This raises questions such as whether there
is a replicating portfolio, in which case the value of
the liabilities is equal to the value of the replicating
portfolio, and a discount rate is not required. Such
a portfolio may well include government bonds as a
match to guaranteed liabilities, though arguably highgrade corporate bonds may be satisfactory. Since
the yields on such bonds incorporate a premium for
lesser marketability, they may match the less-thanmarketable characteristics of life liabilities, and the
lower value attributable to liabilities from using them
may be suitable. However, a practical problem is that
the yield on corporate bonds includes a premium for
default risk that is difficult to identify separately from
the premium for low marketability [29].

Under the net premium valuation, the liabilities are
valued as the excess of the discounted value of
the benefits over the discounted value of future net
premiums. The net premium is calculated as the level
annual premium that would be needed to secure the
benefits under the policy, given the assumptions about
mortality and interest being used in the valuation,
without any expenses. This net premium is likely to
be quite different from the actual premium payable,
and indeed will change when the rate of interest
used in the valuation changes. If the rate of interest
reduces to such an extent that the excess of the actual
premium over the net premium is lower than the
expenses expected to be incurred, then an additional
provision for expenses would be established.
The net premium valuation has been regarded
as particularly appropriate for participating business.
This is because, given that future bonuses are not
regarded as a liability, it is sensible to use a method
that ensures that the liability is not reduced by taking credit for the element of future premiums that
represents the loading for such bonuses. Using a
rate of interest that is below the yield on the fund
means that there is some implicit allowance for future
bonuses. Redington [52] indicated: ‘The great justification for the net premium valuation is that it gives
an approximation to the premium basis of valuation
and therefore to the natural revenue surplus. As such
it is relatively foolproof and cannot easily be abused.
It cannot be used, for example, to capitalize future
profits. . .’ (page 302).
Skerman [55] also believed that the net premium
valuation was appropriate for nonparticipating business because the loadings for contingencies in future
premiums are not capitalized so as to reduce the
liabilities.
The formula used to calculate the liability using
the net premium method is as follows. If we consider
a participating whole-life policy, which began t years
ago on a life then aged x, with the sum assured being
S and bonuses attaching of B, then the liability is

Valuation Methods
Methods of valuation can be divided into retrospective methods and prospective methods. Under the
former, the liability is calculated as some accumulation of funds over the years up to the balance sheet
date. Under the latter, the liability is the present value
of the future net outgoing cash flows. Some methods
have elements of both.

(S + B)Ax+t − SPx äx+t

where Px =

Ax
äx

(see International Actuarial Notation; Life Insurance Mathematics).
Using the net premium method leads to the life
insurer showing a considerable deficit at the outset
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of the policy, as a result of expenses in the first
year exceeding expenses in subsequent years. Writing
new business that is expected to be profitable may
therefore reduce the insurer’s net assets. A balance
sheet on such a basis may be misleading and result
in excessive capital requirements, and hence modified
reserve methods have been suggested. Under the full
preliminary term method [60], it is assumed that the
whole of the first premium is expended on the cost
of the risk and expenses, so that the premium valued
is Px+1 rather than Px . Such a method would make
too high an allowance for initial expenses where
the policy is an endowment assurance rather than a
whole-life policy; hence a modified preliminary term
basis was designed, and is used in the commissioners’
Reserve Valuation Method in the United States.
This problem also led August Zillmer, a German
actuary, to propose, in 1863, a method that has
become known as Zillmerization. The net premium
in the first year is reduced because of acquisition
expenses (assumed to be Z per unit sum assured),
with subsequent years’ net premiums being increased.
Again, the effect is to reduce the value of liabilities,
especially in the early years, the Zillmerized net
premium liability being


Z
äx+t .
(S + B)Ax+t − S Px +
äx
The net premium method has had many critics, many
emphasizing that it does not deal satisfactorily with
modern contract types, including unit-linked and
unitized participating policies [54, 65]. However, one
working party also reported [65, p. 806] that it
‘. . . has been unable to find any intellectual support
for the net premium method for [nonlinked nonprofit] business.’

In particular, the method is concerned with the value
placed on liabilities and does not specify what basis
should be used for valuing the assets; indeed, the
method sits uncomfortably with a fund where there
is a substantial proportion of equity assets. The value
of liabilities does not change consistently with investment conditions; for example, if rates of interest
increase, then the reduction in the liability is restricted
because the net premium decreases.
The method has also been criticized as not transparent. In particular, the use of a low rate of interest is
an implicit provision for future bonuses; however, in

adverse financial conditions, it may be unrealistic to
expect significant bonuses, and it can be argued that
we need to look for more realistic measures to assess
the solvency of the life insurer properly. However, if
investment conditions are favorable, the method does
not deal satisfactorily with the expectation that policyholders may expect significant terminal bonuses
on maturity. Indeed, the method relies on stable
conditions, with the liabilities as calculated having
to be augmented if there are issues such as expense
growth meaning that the excess of actual over net premiums is inadequate, or if new mortality risks arise.
Under the gross premium valuation, the premium
valued is the actual premium payable, rather than
the net premium, and there is an explicit valuation
of future expenses. Such a valuation usually uses
assumptions that are active rather than passive, and
this can be argued to be particularly appropriate in
changing financial conditions [62]. Applied to participating business this approach produces a bonus
reserve valuation: the benefits include an estimate
of the bonuses payable in future. We need to have
some assumption about future bonuses; one possibility [61] is the bonus rates that current premium
rates would support, assuming that future interest
rates were those assumed in the valuation. However,
especially in changing financial conditions, this may
be inadequate.
Consider a participating whole-life policy, which
began t years ago on a life then aged x, with the sum
assured being S and bonuses attaching of B. The
bonus reserve liability is to be estimated assuming
future compound bonuses at the rate b, and we also
assume that expenses are a proportion e of the office
premium [OP ]. The liability is


(S + B)Aix+t − (1 − e)S[OP ]x äx+t ,
where i is the basic interest rate used in the valuation,
and i  = (i − b)/(1 + b).
Alternatively, we may value expenses explicitly,
being E p.a. with an assumed inflation rate f , and
where i  = (i − f )/(1 + f ):




i
.
(S + B)Aix+t − S[OP]x äx+t + E äx+t

OP may be calculated as the office premium for
a nonparticipating policy, OP 1 , plus a loading β
for future bonuses. The liability calculated therefore
capitalizes such loadings as β äx+t , and the actuary
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has to take care that this corresponds suitably with
the bonus rate b being assumed.

Linked Business
A gross premium cash flow method is appropriate for unit-linked business [13, 23, 54, 65]. Unitlinked policies have an obligation to the policyholder
that is the value of units at the date of claim.
The unit reserve, being the value of the units allocated to the policy at the valuation date, is therefore
the basis of the calculation of the liability on the
policy.
Actuarial funding is where credit is taken each
year for the management charges that the life insurer
expects to receive in the future [50]. This is typically from the capital units that have been allocated
to the policy, which have a high management charge,
and will have a high net income in the years before
the policy matures. Therefore, the life insurer purchases fewer than the face value of units, and the
liability on the policy can then be taken as the value
of the actuarially funded units, provided that this
covers the surrender value on the policy, which typically has some deduction from the face value of
units.
Consider a policy with outstanding term n, and
where there is actuarial funding at rate m, where
m is the fund management charge. Then, instead of
holding a unit fund of the face value of units Uf ,
an insurer can hold Uf Ax:n where A is the actuarial
funding factor, being an assurance factor calculated
at rate m.
However, the life insurer should also check
whether the future nonunit outgoings on the policy
(notably expenses and death benefits) are expected
to exceed the nonunit income. If this is the case,
then a nonunit reserve (sterling reserve in UK
terminology) is established. Such calculations require
detailed cash flow forecasting on a policy-bypolicy basis, together with appropriate assumptions
on, for example, investment returns, expenses, and
mortality. The unit reserve and nonunit reserve will
not be independent: for example, if the unit fund
declines, the nonunit income reduces (as the annual
management charge, expressed as a proportion of
the fund, reduces) and hence the nonunit reserve
can be expected to increase. Nonunit reserves also
include the cost of guaranteed insurability options,
rider benefits, maturity guarantees, and so on.

Consider a simplified example, where three possible streams of the net cash nonunit inflows over the
remaining five years of a policy are shown. The liability, that is, the nonunit reserve is shown (ignoring
discounting for simplicity), illustrating the principle that the liability established is such that future
cash flows are covered without recourse to additional
finance [13].
Net cash inflow in
year t, t = 1 to 5
1
−10
3
3

2
−10
−10
−10

3
−10
−10
−10

4
−10
−10
−10

Liability
5
−10
0
5

50
27
27

In some cases, it may be appropriate to have a
negative nonunit reserve. This could be where the
payment to the policyholder on surrender is no more
than the current value of units minus such negative
nonunit reserve; and where, if the policy continues to
maturity, the present value of net income under the
policy will exceed the negative nonunit reserve.
For example, consider a policy with a unit fund
of 1000, where the insurer forecasts positive net cash
flows to the nonunit fund of 10 in each of the 5
remaining years of the policy (present value = 43,
say). Then if the surrender value on the policy were
only 957, it may be acceptable to hold a nonunit
reserve of −43, which with the unit liability of 1000
gives a total liability of 957. This is on the basis that
if the policyholder surrenders now, the amount held
of 957 is adequate; and if he/she retains the policy to
maturity, the positive net cash flows in the next five
years will be such that the insurer has accumulated
the full unit fund then due. For a prudent valuation,
the actuary must clearly take care to ensure that the
future cash flows are reliable and are calculated on
suitable assumptions.

Some Advances in Techniques
Actuaries recognize that the result of comparing the
values of assets and liabilities using the financial
conditions of one valuation date may be inadequate.
Therefore, a resilience test may be incorporated [54].
Here, the assets and liabilities are recomputed as if
financial conditions were different, for example, a
25% fall in equity prices and a change in interest
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rates. The reduction in the surplus in such scenario,
if there were a reduction, would be added to the
liabilities as a ‘resilience test reserve’ [49]. Determining what is an appropriate resilience test is not
easy and, in any event, such a reserve can be more
properly regarded as an amount of capital that the life
insurer should hold to reflect the mismatching risk it
is running.
It is also possible to reflect the risks of cash flow
mismatching by establishing an additional reserve
[22, 54].
The logical extension of these approaches leads
to dynamic financial analysis (see also Dynamic
Financial Modeling of an Insurance Enterprise)
and stochastic scenario models.

Methods in Practice
We turn now to describe some of the methods used in
practice [17, 24, 37, 40, 48, 57]. We also compare the
methods used in accounts and in statutory solvency
valuations [39].
The United States was the first country to have
specific standards to be used by life insurers in
the preparation of their accounts (since the 1970s).
US GAAP (Generally Accepted Accounting Practice) prescribes the methods of valuation to be used,
depending on contract type [32]. Standard FAS60
applies to long-duration contracts that are not investment contracts, limited-premium payment contracts
or universal life-type policies (see below). Liabilities
are calculated as the present value of benefits and
related expenses, less the present value of that part
of the gross premium required to provide for all benefits and expenses. Prudence is incorporated by using
‘provisions for adverse deviation’. The assumptions
include an assumed level of surrenders, and are the
assumptions, at the time the policy was written, that
is, are ‘locked-in’, unless a premium deficiency is
found to exist.
Statement FAS97 applies to universal life-type
policies, in which a policyholder’s premiums are
accumulated in a notional fund, this being at a ‘credited rate’, and decreased with certain charges; the
policyholder can vary the premiums, and benefits are
not guaranteed. The provision is the policyholder balance, that is, the notional value of the fund, together
with amounts reserved for the cost of future services,
amounts previously charged to policyholders that are
refundable on termination, and any probable loss. We

cannot here detail all the relevant standards, though
it is worth noting that provisions for adverse deviations are not permitted in standards later than FAS60.
Where ownership of a business is transferred, special
rules apply (‘purchase GAAP’).
The National Association of Insurance Commissioners (NAIC) publishes model laws that states are
able to use in setting how they require life insurers
to undertake statutory solvency valuations. Broadly,
the states require a net premium reserve method that
only deals with guaranteed benefits. The commissioner sets the interest rates to be used, according to
the year the policy begins, thereafter being locked-in.
The regulators also prescribe mortality tables. The
valuation actuary must certify the adequacy of the
provisions, and must also test stochastically generated
scenarios [39].
In most countries of the European Union, the
accounts are also used for statutory supervision. Usually a net premium valuation method is used, and the
mortality and interest assumptions are the same as are
used in product pricing: hence the assumptions being
used for a type of product vary depending on when
it was issued. A Zillmer adjustment is common. The
assets are typically at cost, or market value if lower.
There are differences in the United Kingdom,
where assets are at market value, and therefore, the
assumptions in the valuation of liabilities are varied in line with latest estimates based on financial
conditions at the balance sheet date. A net premium
valuation method is typically used, except that a
gross premium method may be used for nonprofit
nonlinked business. The accounts typically use a
‘modified statutory method’, that is, adjusting the
statutory solvency valuation liabilities in certain cases
in which they are clearly inconsistent with accounting standards. For example, the statutory valuation
will include a ‘closed fund reserve’, that is, to ensure
that additional costs arising upon closure of the fund
are covered, but this is excluded from the accounts
that are prepared in accordance with the ‘going concern’ assumption.
The Canadian asset liability method, a gross premium method, was introduced in 2001 and is used
both for accounts and statutory solvency valuations [15, 16]. The first step in the liability calculation
is a discounted value of best estimate cash flows using
an interest rate scenario that is expected to be the
rates current at the valuation date. Then, provisions
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for adverse deviations are added, by applying margins to the cash flow assumptions and by testing the
effect of alternative interest rate scenarios. The liabilities are then adjusted if there are features of the
policies that mean some of the risk of adverse deviations is passed on to policyholders. This methodology
follows on from the policy premium method that was
introduced in Canada.
Under the margin-on-services method, used in
Australia, the basic liability is a realistic gross premium valuation, but to this is added the present
value of future planned profit margins expected over
the remaining lifetime of the policy. At the outset,
the margins from the policy are estimated, and their
present value is spread over the policy lifetime in proportion to a ‘profit carrier’, for example, premiums, if
it is determined that profits relate to payment of premiums [17]. The method generally does not permit
profits to be recognized at the point of sale. However,
the use of profit carriers is an artificial construct [37].
In South Africa, the financial soundness valuation
method was introduced in 1994. The liability is calculated as the best estimate amount, plus two sets
of margins, one tier that is prescribed, and a second
tier that is discretionary. However, it was criticized
for lack of clarity, and an adjusted method was introduced in 1998 [40, 44].

Stochastic Methods and Fair Values
The stochastic nature of cash flows under life policies
is such that a valuation method that merely derives
one value from deterministic assumptions will be
inappropriate in some cases. Putting margins in the
valuation basis can be an inadequate way of allowing for risk. A number of authors have therefore used
stochastic models to value liabilities, which is particularly important where the policy provides options and
guarantees. The dangers of offering guaranteed surrender values, paid-up benefits and annuity options,
for example, were emphasized by [31].
An early application of stochastic techniques was
to derive the reserve to be held for the maturity
guarantees on unit-linked policies. There were recommendations to calculate this using a stochastic
model [8]; also see the analysis of [11]. In addition
to considering an appropriate way to model asset
returns, there are other questions such as whether to
allow for policyholders surrendering before maturity,
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and how to calculate an appropriate provision from
the probability distribution of the results obtained.
This need for stochastic methods has led to
the development of models to use in such situations. Wilkie [63] explains the model he developed
(see Wilkie Investment Model), and which he has
applied [64] to describe a method of valuing the
guaranteed annuity options that some life insurers
have offered.
We need some way of using the probability distribution of liabilities from a stochastic projection
to determine the liabilities to use in the valuation.
This could be a quantile reserve. For example, if we
find that a liability of X is exceeded in only 1% of
stochastic projections we can say that X is the quantile reserve on a 99% basis. However, it may be more
appropriate to use what is a more coherent measure,
the conditional tail expectation, being the mean of the
losses in the worst 1% (say) of situations [16, 64].
We are likely to see the increasing use of stochastic
methods in valuations, perhaps as a complement to
traditional valuations [16] or as part of a calculation
of fair values.
One valuation type that has been prominent in
recent discussions is fair value. The IASB has been
considering this as an approach to valuing insurance
contracts; they define fair value as ‘the amount for
which an asset could be exchanged, or a liability
settled, between knowledgeable, willing parties in
an arm’s length transaction.’ Where the assets or
liabilities are traded on a market, then fair value
equates to the market value; if they are not traded,
then an estimate has to be made.
Considering the methods of fair value and how
to calculate the fair value of liabilities has been the
subject of several papers [3, 21, 24, 28, 42].
Fair value appears to have a number of advantages.
It brings about consistency of the asset and liability valuations, and consistency with the accounts of
noninsurance firms if fair value is adopted for other
financial instruments. Fair value implies using the latest information on factors such as interest rates and
mortality and helps meet the ‘relevance’ principle. It
also forces the valuation of options and guarantees
that may be omitted in a deterministic model.
However, the fair value of insurance liabilities
raises a number of issues. In particular, while it is
a value in a transaction to exchange liabilities, what
type of transaction are we envisaging? It could be, for
example, the price a policyholder would pay for the
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benefits being offered by the policy: this may imply
that, at the outset, the value of the liabilities would
equal the present value of the premiums. Or might
it be the value payable if the policyholder wished to
surrender the policy, or that he could obtain by selling
the policy in the open market (feasible for certain
contracts)? Alternatively, it could be the amount that
the insurer would have to pay to a third party to take
over the liabilities under the policy.
In practice, we do not have markets for trading
insurance liabilities where we can readily observe
prices, in particular, because of the dependence of
payment of benefits on human life, and the options
within the contracts. This implies that we need some
estimation of fair values. Here, the difficulties could
undermine the hoped-for consistency.
A general approach to calculating fair value of a
liability is to examine the replicating portfolio, that
is, the set of assets with cash flows that match those
under the liability. The fact that life policies contain
life insurance risk means this is generally impracticable, although one can envisage the capital market
issuing bonds containing mortality or survivorship
risk [10], with the price of such bonds being some
guide to the market assessment of the insurance risk
in life policies.
Several authors have put forward proposals on
how fair value might operate. Since we are concerned
about the prices payable for trading insurance risks, it
is not surprising that much of the work has involved
applying principles used in finance [5, 6, 43]. Using
option pricing principles (see Derivative Securities)
is one possibility [7, 25].
Liabilities can, in principle, be calculated either
directly, by valuing the relevant cash flows, or indirectly, by taking the value of the insurer, as assessed,
and subtracting this from the value of its assets [21].
It can be argued that the indirect approach has some
advantages for participating business, and the value
of the insurer for this purpose could be the embedded
value, being the discounted value of future surpluses
in the statutory solvency valuation [1]. However,
embedded values are not based on economic principles [29] and it has also been argued that they
are inconsistent with accounting standards [47] –
although some companies that own life insurers have
included the embedded value as an asset in their
balance sheet. A direct calculation of liabilities is
preferable [53], but that leaves open the question
of how.

The American Academy of Actuaries has put
forward a number of principles for fair values. They
suggested the inclusion of all cash flows, and using a
risk adjustment to reflect the market price of risk. The
risk adjustment may be made by changing the discount rate, using option pricing techniques to weight
the results under various scenarios, or by adjusting
the cash flows being discounted [3].
Hairs et al. suggested that fair value would equal
the best estimate of the liabilities plus a [28, p. 217].
‘market value margin (MVM) for risk to reflect
the premium that a marketplace participant would
demand for bearing the uncertainty inherent in the
cash flows. The emerging consensus, with which we
agree, is that, in developing a MVM, the market will
have regard only to nondiversifiable risks.’

However, there are also arguments that risks from
diversifiable risks should be included [37].
The nature of many life contracts may well mean
that stochastic modeling will have to be used frequently in establishing fair values. One key issue is
that such models need to be calibrated to give values consistent with current market conditions. Here,
one reference point is that some policies can be valued with reference to financial options, and this is
an alternative way of valuing guarantees under unitlinked policies [12].
There are some particular difficulties in calculating
fair values for participating business, given that the
actual amount of benefits payable depends on decisions on how to invest funds and how to distribute
surplus (which can involve smoothing the payouts).
The guarantees in the policies can be valued either
by using a stochastic model or by using derivative
prices [30]. The outcome can be very sensitive to
what is assumed about the way in which the management of the insurer uses its discretion to operate the
business [33]. Participating business can be viewed
as policyholders and shareholders having contingent
rights, with contingent claims analysis being used to
calculate liabilities [14], and extended to cover the
impact of various bonus policies and of surrender
options [26].
Although fair values have some advantages, there
are also some problems, in addition to the question
of how to make the calculations in the absence of
observable transactions. Fair values allow for credit
risk so, should the liabilities be reduced by the probability that the insurer will default? This produces the
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counterintuitive result that a failing insurer has its
profits uplifted as the default probability increases.
Furthermore, if the insurer’s obligations are to
make payments to policyholders, is it really relevant
to consider how much would have to be paid to a
third party to take over the payment, which is not
expected would happen?
Also, consider an insurer with high expenses compared with the market. Fair value might envisage
that a third party would operate with lower expenses,
in which case the liability calculation would assume
this, and the reported profits would reflect not the performance of the current management but the assumed
performance of a more efficient management. This
illustrates the problems in using fair value as a
valuation principle where we are evaluating a contract
that is not only a financial instrument but also has
elements of a service contract, in which the insurer
performs services over time.
Using entity-specific value would address some of
these issues. This would be the value of the liability
to the insurer and may reflect factors such as its own
rather than other market participants’ expenses. The
calculation could also be done on the basis that no
deduction was to be made for credit risk.
It remains to be seen how the debate will be
resolved!

The Role of the Actuary
Life insurers have traditionally seen the actuary in
the key role in assessing liabilities from life insurance contracts, and indeed regulators have relied on
positions such as appointed actuary, valuation actuary, or reporting actuary, to take responsibility for
these calculations.
The role has become more demanding in recent
years. This reflects the widening range of products
that are now available, the need to cope with financial conditions that can change (and have changed)
rapidly, and the ability of computing technology to
carry out more complex calculations [45].
Traditional actuarial techniques have not always
been adequate for these new demands. Actuaries have
had to take on board the principles and practices
used by financial economists and accountants. This
has raised a number of challenges, but the outcome
should be that the actuary has a richer set of tools to
assist him or her in valuing life liabilities, and thereby
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help life insurers manage their businesses and help
promote the interests and protection of policyholders.
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Waring’s Theorem

life table survival probabilities is extended as follows:
tp

Waring’s theorem gives the probability that exactly r
out of n possible events should occur. Denoting the
events A1 , A2 , . . . , An , the required probability is
t=n−r



t

(−1)

t=0

r +t
t

t=0


t

(−1)

r +t −1
t


= P [Exactly r survivors after t years]
(3)

tp

r
x1 x2 ...xn



= P [At least r survivors after t years].
(4)

Sr+t ,

(1)



where S0 =1, S1 = i P[Ai ], S2 = i<j P[Ai ∩
Aj ], S3 = i<j <k P[Ai ∩ Aj ∩ Ak ], and so on.
This generalizes the inclusion–exclusion theorem
of elementary probability theory, which is the
case r = 1. See [2] (Chapter IV) for a proof of
Waring’s result, and [1] for a generalization, known
as the Schuette–Nesbitt formula. By summation of
equation (1), the probability that at least r out of the
n possible events will occur is
t=n−r


[r]
x1 x2 ...xn


Sr+t .

(2)


r −1
(with the understanding that
= 1 identi0
cally). This and similar results have applications in
the valuation of assurances and annuities contingent upon the death or survival of a large number
of lives, although it must be admitted that such
problems rarely arise in the mainstream of actuarial practice. For example, given n people, now
age x1 , x2 , . . . , xn respectively, the standard actuarial
notation (see International Actuarial Notation) for

Assuming independence among the lives, the first
of these may be evaluated using Waring’s
 theo=
1,
S
=
rem (equation
1)
in
terms
of
S
0
1
i t pxi ,


S2 = i<j t pxi t pxj , S3 = i<j <k t pxi t pxj t pxk ,
and so on. The second can be similarly evaluated
using equation (2).
Older textbooks (see [3]) describe the so-called Zmethod for computing these probabilities, which simply amounts to the fact that the binomial coefficients
in Waring’s theorem are the same as those of the first
n − r + 1 terms in the expansion of Z r /(1 + Z)r+1 ,
and likewise when the probability in equation (4) is
expressed in terms of S0 , S1 , . . . , Sn , the binomial
coefficients are the first n − r + 1 in the expansion
of Z r /(1 + Z)r .
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Wilkie Investment Model
Introduction
The Wilkie stochastic investment model, developed
by Professor Wilkie, is described fully in two papers;
the original version is described in [17] and the model
is reviewed, updated, and extended in [18]. In addition, the latter paper includes much detail on the
process of fitting the model and estimating the parameters. It is an excellent exposition, both comprehensive and readable. It is highly recommended for any
reader who wishes to implement the Wilkie model for
themselves, or to develop and fit their own model.
The Wilkie model is commonly used to simulate
the joint distribution of inflation rates, bond yields,
and returns on equities. The 1995 paper also extends
the model to incorporate wage inflation, property
yields, and exchange rates. The model has proved to
be an invaluable tool for actuaries, particularly in the
context of measuring and managing financial risk. In
this article, we will describe fully the inflation, equity,
and bond processes of the model. Before doing so, it
is worth considering the historical circumstances that
led to the development of the model.
In the early 1980s, it became clear that modern
insurance products required modern techniques for
valuation and risk management, and that increasing
computer power made feasible far more complex calculation. Deterministic cash flow projections became
common. For example, actuaries might project the
cash flows from an insurance portfolio using ‘best
estimate’ assumptions. This gave a ‘best estimate’
projection, but did not provide a measure of the risk
involved. For this, some model of the variability of
assets and liabilities was required.
The initial foundations of the Wilkie model were
laid when David Wilkie was a member of the Maturity Guarantees Working Party (MGWP). This group
was responsible for developing standards for managing investment guarantees associated with unit-linked
contracts (similar to guaranteed living benefits associated with some variable annuity contracts in the
USA). It became clear that a stochastic methodology was required, and that stochastic simulation
was the only practical way of deploying such a
methodology. An early version of the Wilkie model
was published with the MGWP report in [10], which

was a seminal work in modern actuarial methodology for investment guarantees. This early form
modeled dividends and share prices separately. After
the MGWP completed its task, David Wilkie moved
on to the Faculty of Actuaries Solvency Working
Party [14]. Here again, stochastic simulation was
used to explore risk management, in this case for a
(simplified) mixed insurance portfolio, representing a
life insurance company. For this group, the model
was refined and extended. Wilkie recognized that
the existing separate, univariate models for inflation,
interest rates, and equity returns were not satisfactory for modeling the assets and liabilities of a life
insurer, where the interplay between these series is
critically important. In [17] the full Wilkie model
was described for the first time. This provided an
integrated approach to simulating stock prices and
dividends, inflation, and interest rates. When combined with suitable demographic models, the Wilkie
model enabled actuaries to simulate the assets and
liabilities for insurance portfolios and for pension
schemes. By performing a large number of simulations, actuaries could get a view of the distribution
of the asset and liability cash flows, and the relationship between them. Actuaries in life insurance
and in pensions in the United Kingdom and elsewhere took up the challenge of applying the model
to their own asset–liability problems. It is now common for pensions emerging costs to be projected
stochastically as part of the regular review of scheme
assets and liabilities, and many insurers too use an
integrated investment model to explore the financial
implications of different strategies. Many different
integrated investment models have been proposed;
some are in the public domain, others remain proprietary. However, the Wilkie model remains the most
scrutinized, and the benchmark against which others
are measured.

The Model Description
In this section, we describe the central elements of the
Wilkie model, following [18]. The model described is
identical to the 1985 formulation in [17], apart from
the short bond yield that was not included in that
model.
The Wilkie model is a cascade model; the structure is demonstrated in Figure 1. Each box represents a different random process. Each of these is
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Figure 1

Structure of the basic Wilkie investment model

modeled as a discrete, annual process. In each projection period, inflation is modeled first, followed by
the share yield, the share dividend index and long
bond yield, and finally the short bond yield. Each
series incorporates some factor from connected series
higher up the cascade, and each also incorporates
a random component. Some also depend on previous values from the series. The cascade model is
not supposed to model a causal link but is statistically convenient. For example, it is not necessary
for the long-term bond yields to depend on the share
dividend index, since the mutual dependence on the
inflation rate and (to a smaller extent) the share yield
accounts for any dependence between long-term bond
yields and share yields, according to this model.
The notation can be confusing as there are many
parameters and five integrated processes. The notation used here is derived from (but not identical
to) [18]. The subscript used indicates the series:
q refers to the inflation series;
y refers to the dividend yield;
d refers to the dividend index process;
c refers to the long-term bond yield;
b refers to the short-term bond yield series.
The µ terms all indicate a mean, though it may be
a mean of the log process. For example, µq is the
mean of the inflation process modeled, which is the
continuously compounded annual rate of inflation; we

refer to this as the force of inflation to distinguish it
from the effective annual rate. The term δ represents
a continuously compounded growth rate. For example, δq (t) is the continuously compounded inflation
rate in the year t to t + 1. The term a indicates an
autoregression parameter; σ is a (conditional) variance parameter; w is a weighting applied to the force
of inflation within the other processes. For example, the share dividend yield process includes a term
wy δq (t) which describes how the current force of
inflation (δq (t)) influences the current logarithm of
the dividend yield (see Equation (1)). The random
innovations are denoted by z(t), with a subscript
denoting the series. These are all generally assumed
to be independent N (0, 1) variables, though other distributions are possible.

The Inflation Model
Let δq (t) be the force of inflation, in the year
[t − 1, t). Then δq (t) follows an autoregressive
order one (AR(1)) process, which is defined by the
following equation:
δq (t) = µq + aq (δq (t − 1) − µq ) + σq zq (t)

(1)

where
δq (t)
µq

is the force of inflation in the tth year;
is the mean force of inflation, assumed
constant;

Wilkie Investment Model
aq

σq

is the parameter controlling the autoregression. A large value for aq implies weak
autoregression, that is, a weak pull back to
the mean value each year;
is the standard deviation of the white noise
term of the inflation model. zq (t) is a N (0,1)
white noise series.

Since the AR(1) process is well understood, the
inflation model is very easy to work with. For example, the distribution of the random variable δq (t)
given δq (0), and assuming |aq | < 1, is


1 − aq2t
t
t
2
(2)
N µq (1 − aq ) + δq (0)aq , σq
1 − aq2
The process only makes sense if |aq | < 1; otherwise
it is not autoregressive, meaning that it does not
tend back towards the mean, and the process variance becomes very large very quickly. This leads to
highly unrealistic results. If |aq | < 1, then the factor
a t tends to 0 as t increases, and therefore has a diminishing effect on the long-term distribution so that the
ultimate, unconditional distribution for the force of
inflation is N (µq , σq2 /(1 − aq2 )). This means that if
Q(t) is an index of inflation, the ultimate distribution
of Q(t)/Q(t − 1) is log-normal.
The parameter values for the United Kingdom
for the inflation series given in [18], based on data
from 1923 to 1994 are (with standard errors in
parentheses) µq = 0.0473, (0.0120), aq = 0.5773,
(0.0798) and σq = 0.0427, (0.0036). This means
that the long run inflation rate distribution is
δq (t) ∼ N (0.0473, 0.05232 ).
In [18], Wilkie also proposes an ARCH model for
inflation. The ARCH model has a varying volatility
that depends on the previous value of the series. If
the value of the process in the tth period is far away
from the mean, then the volatility in the following
period is larger than if the tth period value of the
process is close to the mean. The ARCH model has a
higher overall variability, which feeds through to the
other series, if the same parameters are adopted for
those models as for the AR(1) inflation model.

Dividends and the Return on Shares
The model generates the dividend yield on stocks
and the continuously compounded dividend growth
rate.

3

The dividend yield in year t, y(t), is determined
from
log y(t) = wy δq (t) + log µy + yn(t)

(3)

yn(t) = ay yn(t − 1) + σy zy (t)

(4)

where

So the log-yield process comprises an inflation-linked
component, a trend component, and a de-trended
AR(1) component, yn(t), independent of the inflation
process.
The parameter values from [18], based on UK
annual data from 1923 to 1994 are wy = 1.794,
(0.586), µy = 0.0377, (0.018), ay = 0.549, (0.101)
and σy = 0.1552 (0.0129).
The dividend growth rate, δd (t) is generated from
the following relationship:
δd (t) = wd dm(t) + (1 − wd )δq (t) + dy σy zy (t − 1)
+ µd + bd σd zd (t − 1) + σd zd (t)

(5)

where
dm(t) = dd δq (t) + (1 − dd ) dm(t − 1)

(6)

The first two terms for δd (t) are a weighted average of
current and past inflation. The total weight assigned to
the current δq (t) being wd dd + (1 − wd ). The weight
attached to the force of inflation in the τ th year before
t is wd dd (1 − dd )τ .
The next term is a dividend yield effect; a fall
in the dividend yield is associated with a rise in the
dividend index (i.e. dy < 0).
There is an influence from the previous year’s
innovation term for the dividend yield, σy zy (t − 1),
as well as an effect from the previous year’s innovation from the dividend growth rate itself, σd zd (t − 1).
The force of dividend can be used to construct an
index of dividends,
D(t) = D(t − 1)eδd (t)

(7)

A price index for shares, P (t), can be constructed
from the dividend index and the dividend yield,
P (t) = D(t)/y(t). Then the overall return on shares
each year py(t) can be summarized in the gross rolled
up yield,
py(t) =

P (t) + D(t)
− 1.0
P (t − 1)

(8)
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Parameter values for UK data, based on the 1923
to 1994 experience are given in [18] as wd = 0.58,
(0.2157), dy = −0.175, (0.044), µd = 0.016, (0.012),
bd = 0.57, (0.13), σd = 0.07, (0.01), and dd = 0.13,
(0.08).

Long-term and Short-term Bond Yields
The yield on long-term bonds is modeled by the
yield on UK ‘consols’. These are government bonds
redeemable at the option of the borrower. Because
the coupon rate on these bonds is very low (at 2.5%
per year), it is considered unlikely that the bonds will
be redeemed and they are therefore generally treated
as perpetuities.
The yield, c(t), is split into an inflation-linked part,
cm(t) and a ‘real’ part
c(t) = cm(t) + µc ecn(t)
where
and

cm(t) = wc δq (t) + (1 − wc )cm(t − 1)
cn(t) = ac cn(t − 1) + yc σy zy (t) + σc zc (t)
(9)

The inflation part of the model is a weighted moving average model. The real part is essentially an
autoregressive model of order one (i.e. AR(1)), with
a contribution from the dividend yield.
The parameters from the 1923 to 1994 UK
data, given in [18], are wc = 0.045, µc = 0.0305,
(0.0065), ac = 0.9, (0.044), yc = 0.34, (0.14) and
σc = 0.185, (0.015). Note that, the relatively high
value for ac (given that |ac | must be strictly less than
1.0) indicates a slow regression to the mean for this
series.
The yield on short-term bonds, b(t), is calculated
as a multiple of the long-term rate c(t), so that
b(t) = c(t)e−bd(t)
where

bd(t) = µb + ab (bd(t − 1) − µb ) + σb zb (t)
(10)

The log of the ratio between the short-term and the
long-term yields is therefore assumed to follow an
AR(1) process.

Wages, Property, Index-linked Bonds and
Exchange Rates
In the 1995 paper [18], Wilkie offers extensions of the
model to cover wage inflation, returns on property,

and exchange rates. For a wages model, Wilkie
proposes a combination of a real part, following
an AR(1) process, and an inflation-linked part, with
influence from the current and previous inflation
rates. The property model is very similar in structure
to the share model, with the yield and an index
of rent separately generated. The logarithm of the
real rate of return on index-linked bonds is modeled
as an AR(1) process, but with a contribution from
the long-term bond model. The exchange-rate model
that involves the ratio of the inflation indices of the
two countries, together with a random multiplicative
component, is modeled as a log-AR(1) process. The
model uses an assumption of purchasing power parity
in the long run.

Results
In Figure 2, we show 10 paths for inflation rates,
the total return on equities (i.e. py(t)), the long-term
bond yield, and the short-term bond yield. These
show the high year-to-year variability in the total
return on shares, and the greater variability of the
short-term bond yields compared to the long term,
although following the same approximate paths.
The important feature of these paths is that these
are not four independent processes, but a single
multivariate process, so that all of these paths are
connected with each other. Relatively low rates of
inflation will feed through the cascade to depress
the dividend yield, the dividend growth rate, and
the long-term bond yield and consequently the short
bond yield also. In [5], it is shown that although high
inflation is a problem for the model life insurer considered, a bigger problem is low inflation because of
its association with low returns on equities. Without
an integrated model this might not have been evident.

Applications
The nature of actuarial practice is that in many cases,
both assets and liabilities are affected by the economic processes modeled by the Wilkie investment
model. For example, in life insurance, on the asset
side, the model may be used to project asset values for a mixed portfolio of bonds and shares. On
the liability side, contract sizes and insurer expenses
will be subject to inflation; unit-linked guarantees
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depend on the performance of the underlying portfolio; guaranteed annuity options depend on both the
return on shares (before vesting) and on the longterm interest rate when the benefit is annuitized. For
defined benefit pension schemes, the liabilities are
related to price and wage inflation. For non-life insurance too, inflation is an important factor in projecting
liabilities.
It is not surprising therefore that the Wilkie model
has been applied in every area of actuarial practice. In life insurance, early examples of applications
include [14], where the model was used to project
the assets and liabilities for a mixed cohort of life
insurance policies in order to estimate the solvency
probability. This paper was the original motivation
for the development of the full model. Further life
office applications include [5, 6, 8, 9, 11, 12]; all
of these papers discuss different aspects of stochastic valuation and risk management of insurance
business, using a model office approach with the
Wilkie model. In [2], the Wilkie model was used
to project the assets and liabilities for a non-life
insurer, with the same broad view to assessing the risk

and appropriate levels of solvency capital. In [20],
the model was used to project the assets and liabilities for a pension fund. More recently, in [19],
the model was used to quantify the liability for
guaranteed annuity options. The model is now commonly used for actuarial asset–liability projection in
the United Kingdom and elsewhere, including South
Africa, Australia, and Canada.

Commentary on the Wilkie Model
Since the Wilkie model was first published, several
other similar models have been developed. However,
none has been subject to the level of scrutiny to
which the Wilkie model has been subjected. This is
largely because it was the first such model; there was
a degree of skepticism about the new methodology
opened up by the model. The development of the
Wilkie model helped to bring about a revolution in
the approach to life insurance risk, particularly in
the United Kingdom – that actuaries should explore
the distributions of assets and liabilities, not just
deterministic paths.
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In 1989, the Financial Management Group (FMG)
of the Institute and Faculty of Actuaries was assigned
the task of critiquing the model (‘from a statistical
viewpoint’). Their report is [3]. The only substantive
statistical criticism was of the inflation model. The
AR(1) model appeared too thin tailed, and did not
reflect prolonged periods of high inflation. Wilkie
in [18] suggests using an ARCH model for inflation
that would model the heavy tail and the persistence.
For many actuarial applications, high inflation is not
such a risk as low inflation, and underestimating
the high inflation risk may not be a significant
problem.
The most bitter criticism in the FMG report came
in the appendix on applications in life insurance,
where the Group (or a life insurance subset) claimed
that stochastic simulation was impractical in runtime costs, that the model is too abstruse and theoretical to explain to management, not understandable
by most actuaries, and uses ‘horrendously incomprehensible techniques to prove the blindingly obvious’.
These criticisms appear very dated now, 10 years after
the Group reported. Computer power, of course, has
expanded beyond the imagination of the authors of
the paper and stochastic simulation has become a
standard tool of risk management in life insurance.
Furthermore, the results have often proved to be far
from ‘blindingly obvious’. For example, it is shown
in [19] that, had actuaries used the Wilkie model in
the late 1980s to assess the risks from guaranteed
annuity options, it would have indicated a clear liability – at a time when most actuaries considered there
to be no potential liability at all.
A few years later, in [7], Huber discusses the
problem of stability; that is, that the relationships
between and within the economic series may change
from time to time. For example, there is evidence of
a permanent change in many economic time series
around the time of the second world war. It is
certainly useful to be aware of the limitations of
all models. I think few actuaries would be surprised
to learn that some of the relationships broke down
during world wars.
Huber also notes the inconsistency of the Wilkie
model with the efficient market hypothesis. Note
however that the Wilkie model is very close to
a random walk model over short terms, and the
random walk model is consistent with the efficient
market hypothesis. Also, there is some disagreement
amongst economists about the applicability of the

efficient market hypothesis over long time periods.
Finally, Huber notes the relative paucity of data. We
only have one historical path for each series, but
we are projecting many feasible future paths. This
is a problem with econometric time series. It is not
a reason to reject the entire methodology, but it is
always important to remember that a model is only a
model.

Other Integrated Investment Models for
Actuarial Use
Several models have been proposed since the Wilkie
investment model was first published. Examples
include [4, 13, 15, 16, 21].
Several of these are based on the Wilkie model,
with modifications to some series. For example,
in [16] a threshold autoregressive model is used
for several of the series, including inflation. The
threshold family of time series models are multipleregime models. When the process moves above (or
below) some specified threshold, the model parameters change. In [16], for example, the threshold for
the inflation rate is 10%. If inflation is less than
10% in the tth period, then in the following period it
is assumed to follow an AR(1) process with mean
parameter 0.04, autoregression parameter 0.5 and
standard deviation parameter 0.0325. If the process
in the tth period is more than 10%, then inflation in
the following period is assumed to follow a random
walk process, with mean parameter 12% and standard
deviation parameter 5%. In [21], the cascade used
is similar to the Wilkie model. Equity returns are
modeled using earnings rather than dividends, and
earnings depend on wage inflation that has a more
central role in this model than in the Wilkie model.
Another possible design is the vector autoregression. In [4], a vector autoregression approach is used
with regime switching. That is, the whole vector
process randomly jumps between two regimes. The
vector autoregression approach is a pure statistical
method, modeling all of the economic series together
as a single multivariate random process.
Most insurers and actuarial consulting firms now
have integrated stochastic investment models that are
regularly used for asset–liability modeling. Many use
the Wilkie model or a close relative.

Wilkie Investment Model

Models From Financial Economics
A derivative is a security that has a payoff that
depends on one or more risky assets. A risky asset
has value following a random process such as those
described above. For example, a stock is a risky asset
with the price modeled in the Wilkie model by a
combination of the dividend yield and dividend index
series.
One method for determining the value of a derivative is to take the expected discounted payoff, but
using an adjusted probability distribution for the
payoff random variable. The adjusted distribution is
called the risk neutral distribution or Q measure.
The original ‘real world’ distribution is also called
the P measure.
The distributions described in this article are not
designed for risk neutral valuation. They are designed
for real-world projections of assets and liabilities,
and designed to be used over substantially longer
periods than the models of financial economics. A
long-term contract in financial economics might be
around one year to maturity. A medium-term contract
in life insurance might be a 20-year contract. The
actuarial models on the whole are not designed for
the fine tuning of derivative modeling. Note also that
most of the models discussed are annual models,
where financial economics requires more frequent
time steps, with continuous-time models being by
far the most common in practical use. (The Wilkie
model has been used as a continuous-time model by
applying a Brownian bridge process between annual
points. A Brownian bridge can be used to simulate
a path between two points, conditioning on both the
start and end points.)
Models developed from financial economics theory to apply in P and possibly also in Q measure
(with a suitable change of parameters) tend to differ from the Wilkie model more substantially. One
example is [1], where a model of the term structure
of interest rates is combined with inflation and equities. This is modeled in continuous time, and takes the
shorter-term dynamics of financial economics models
as the starting point. Nevertheless, even in this model,
some influence from the original Wilkie model may
be discerned, at least in the cascade structure.
Another model derived from a financial economics
starting point is described in [13]. Like the vector
autoregression models, this model simultaneously
projects the four economic series, and does not use
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the cascade structure. It is similar to a multivariate
compound Poisson model and appears to have been
developed from a theory of how the series should
behave in order to create a market equilibrium. For
this reason, it has been named the ‘jump equilibrium’
model.

Some Concluding Comments
The Wilkie investment model was seminal for many
reasons. It has proved sufficiently robust to be still
useful in more or less its original form nearly
20 years after it was first published. The insurers
who adopted the model early, have found that the
insight provided into asset–liability relationships has
proved invaluable in guiding them through difficult
investment conditions. It has brought actuaries to a
new understanding of the risks and sensitivity of
insurance and pension assets and liabilities. (It is
also true that some insurers who were sceptical of
the stochastic approach, and who relied entirely on
deterministic asset–liability projection, are finding
themselves currently (in 2003) having to deal with
investment conditions far more extreme than their
most adverse ‘feasible’ scenarios.)
The work has also generated a new area of
research and development, combining econometrics
and actuarial science. Many models have been developed in the last 10 years. None has been subject to
the level of scrutiny of the Wilkie model, and none
has proved its worth so completely.
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Actuarial Institute of the
Republic of China
The Actuarial Institute of the Republic of China
(AIRC) was established on June 23, 1969 in Taiwan with the purpose of promoting the local actuarial science’s development, fostering better actuaries, exchanging international actuarial knowledge and
experience, and enhancing the development of Taiwan’s insurance and actuarial careers.
The membership of AIRC is divided into six categories: Honorary, Sponsoring, Fellow, Associate,
Pre-Associate, and Junior. Up to the end of 2001, the
AIRC had 4 Honorary Members, 51 Group Sponsoring Members and 21 Personal Sponsoring Members,
130 Fellows, 198 Associates, 64 Pre-Associates and
1056 Junior Members. The Fellows are differentiated
into three kinds: Life, Non-life, and Pension.
According to the present regulations of the Ministry of Finance, anyone who wants to be a qualified
actuary in Taiwan must be a Fellow of AIRC and
should be approved by the Ministry.
The present qualifications for a Fellowship of
AIRC are as follows:
1. to have passed all the parts of the AIRC membership examinations with at least one year domestic
actuarial work experience, or
2. to have obtained a Fellowship at a recognized
foreign actuarial society with at least one year

domestic actuarial work experience after obtaining that foreign Fellowship.
As for the organization of AIRC, it has a Board
of Governors (19 persons) and a Board of Superintendents (5 persons). Under the Board of Governors, there are 11 Committees: Examination &
Admission Committee, Education Committee, General Affairs Committee, Life Actuarial Committee,
Non-Life Actuarial Committee, Pension Actuarial
Committee, Annuity Study Committee, Financial
Actuarial Study Committee, International Relation
Committee, Discipline Committee, and FAS No. 18
Pension Actuary Committee. In addition, there are
some Secretaries, Accountants, Treasurers, and one
General Secretary.
The AIRC Annual Convention is held annually,
and the Meeting of the Board of Governors is usually
held quarterly. In addition, the above-mentioned committees convene their meetings whenever necessary.
Each year, after the Annual Convention, the AIRC
publishes the Annual Convention Report in the Chinese Edition, and the AIRC Journal quarterly. All of
these publications are free of charge for AIRC members.
At last, it is worth mentioning that AIRC has held
its own Fellowship Examinations semiannually since
1974. This is a great contribution to the development
of Taiwan’s actuarial and insurance industry. The
AIRC welcomes all the actuaries around the world
to share their actuarial knowledge and experiences
with it. The Web Site is: http://www.airc.org.tw
CHEN BING-HONG

Actuarial Research
Clearing House (ARCH)
The Actuarial Research Clearing House (ARCH) is
an informal electronic publication presenting current
actuarial research that the Education and Research
(E&R) Section of the Society of Actuaries (SOA)
offers to members and friends of the actuarial
community. Unlike most professional journals, it
is nonrefereed and has as its primary goal the
speedy dissemination of current thinking and aids
to research rather than the publishing of thoroughly
edited papers. While primary emphasis is on
distribution of short notes or papers on specific
research topics, ARCH also acts as a clearing house
for items embodied in letters between researchers,
useful computer programs (or announcements of
the availability of such programs), translations of
appropriate material in foreign languages, problems,
solutions, and so on.
Editorial work for ARCH is held to a minimum.
The editors balance a normal desire to present reasonably worthwhile and cohesive material with their
wish to allow anyone the opportunity of circulating his or her ideas to the readership. However, the
editors reserve the right to cut, condense, or rearrange information and do not guarantee publication of
either solicited or unsolicited material. All items are
published on the SOA website: http://www.soa.org/
bookstore/arch/arch.html.

The History of ARCH
The first volume of ARCH appeared in 1972 under
the sponsorship of the Committee on Research
(COR), the precursor of the E&R Section, of the
Society of Actuaries. Under the editorial direction
of Russell M. Collins, Jr, and David G. Halmstad, it
was intended to encourage new literature and research
by actuaries and to provide a means for the quick
and informal sharing among actuaries of current
‘presentations, papers, and whatnots of a theoretical
bent’. To avoid typesetting and printing costs, the
format was a xeroxed reproduction of photo-ready

items with a covering index for each issue and an
editorial page.
Initially, ARCH was distributed on a nonperiodical
basis at such times as sufficient material had been collected for publication and was provided to subscribers
at cost. One subscribed to ARCH by depositing a
small sum with the secretary of the COR. The subscriber stopped getting issues when 8I + P exceeded
100D, where I was the number of issues received,
P the number of pages, and D was the deposit in
dollars. (The 8 was only a semiconstant, since it represents postage.)
The contents of ARCH evolved over time. A
‘Problems and Solution’ section was added to ARCH
1972.2, under the direction of John A. Beekman.
A ‘Teacher’s Corner’ section was added in 1974,
under the direction of Ralph Garfield. The SOA
took over the administration of the journal in 1978
and it became a biannual publication, with tentative
publication dates in June and December. In 1979, an
additional volume of ARCH was added, which was
devoted to the proceedings of the SOA’s Actuarial
Research Conferences (ARCs). From 1996 to 2001,
this volume included an interactive video CD-ROM
entitled ‘What’s New In Actuarial Education and
Research’, which focused on the highlights of the
ARCs. The series, which was produced at Penn State
University under the direction of Arnold F. Shapiro,
was discontinued when ARCH moved to the Internet.

The Impact of the Internet
The Internet has brought the publication of ARCH
full circle. The original intent was to have distributions as soon as there were enough articles, but
because of administrative and expense issues, the
distributions became more rigidly structured. Now,
however, the Internet allows ARCH to return to its
original mandate. Since 2001, in keeping with the
spirit of the publication, rather than waiting until
enough material for an entire volume is ready for distribution, new papers are posted in electronic format
when processing is complete and articles are added
to the Table of Contents as they are released.
ARNOLD F. SHAPIRO

Actuarial Society of
Ghana
Background
The Actuarial Society of Ghana (ASG) was founded
on 27 June, 1996, with a membership of 22. By May
2002, the membership had grown to 57. It was inaugurated by Mr Chris D. Daykin, then President of the
Institute of Actuaries, United Kingdom.
The objectives of the body include the following:
•
•
•
•
•

the promotion of knowledge and research in matters relevant to actuarial science and its applications;
to regulate practice by its members;
to promote, uphold, and develop the highest standard of professional training, knowledge, and
conduct among its members;
to promote the status of the actuarial profession;
to provide the impetus for the rapid and positive
transformation of the financial services industry
in Ghana.

In pursuance of these, the ASG is guided by
a constitution, a set of bye-laws, and a code of
conduct.

Legal Environment
A formal legal definition of an actuary is yet to be
given in our statute books, but apparently, a Fellow
of the Faculty of Actuaries (UK) or an Associate or
Fellow of the Society of Actuaries (USA) is regarded
as such. The reasons may be historical ties. The ASG,
however, intends to propose to the government to
incorporate members of the ASG as actuaries.
The Commissioner of Insurance, the Chief Executive of the National Insurance Commission (a statutory body responsible for regulating the insurance
market), has been playing the role of a policeman
in the practice of the profession. The ASG will lobby
the government to come up with the appropriate legal
framework for the practice of the profession in due
course.

Actuarial Education
With the exception of one university (the University
of Ghana), which runs a basic course in actuarial science as part of a bachelor’s degree programme in
statistics, none of the four universities in the country
runs any program in actuarial science. The only route
to becoming an actuary is via the professional examinations administered by the Society of Actuaries
(US) and the Institute of Actuaries (IA)/the Faculty
of Actuaries (FA), UK, or by pursuing a degree program abroad, usually in the United States, Canada, or
the United Kingdom. Since both routes are expensive
and slow processes, ASG, in collaboration with Find
Actuaries, is exploring the possibility of starting an
actuarial science program in one of the Universities
to pave the way for the training of actuaries for the
local and international markets.

Membership Data
The core membership of ASG is at three levels, namely, Member, Associate, and Student. As
of December, 2001, membership counts were as
follows:
•
•
•
•

Members – 13
Associates – 5
Students – 39
Total – 57

In addition, there are Honorary and Corporate
members.
Qualifications for membership are as follows:
1. Member – Fellowship or Associateship of SA or
IF/FA, MSc in actuarial science with some credits
from SA or IF/FA.
2. Associate – BSc or postgraduate diploma in actuarial science, BSc in other relevant fields plus some
credits from SA or IF/FA.
3. Student – First degree in relevant fields other than
actuarial science.
As regards corporate and honorary membership,
qualification depends on interest in the profession and
academic achievements, respectively.
Membership is open to foreigners and Ghanaians
resident abroad.
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Actuarial Society of Ghana

Meetings and Journals of ASG

To subscribe please direct request to

Quarterly meetings are held by the executive, the
council, professional committees, and by the general body.
The four professional committees of ASG are

The Chairman,
Research and Publicity Committee,
C/o Research Department,
SSNIT, P.O. Box M 149,
Accra, Ghana.

•
•
•
•

education and membership
welfare and discipline
finance
research and publicity.

ASG publishes the newsletter of the actuarial
society of Ghana, biannually, in English. The first
edition was published in November, 1996.

Contact Information
Further information may be obtained from the Secretary via Research Department, SSNIT, P.O. Box M
149, Accra, Ghana or E-mail: roppong@ssnit.org.com
ROBERT OPPONG

Actuarial Society of Hong
Kong
Introduction
Hong Kong is a unique city; it is colorful and
dynamic with a vibrant and active international business community. Financial services are a major contributor to the Hong Kong economy, and the actuarial
profession is involved in a wide range of activities
within several businesses. Companies from all over
the world have their Asian regional headquarters in
Hong Kong, and there are a variety of actuarial professionals from several different countries who work
in Hong Kong.

A Brief History
The Actuarial Association of Hong Kong (AAHK)
was formed in 1968 when several actuaries from different parts of the world found themselves working
in Hong Kong. The initial idea behind the AAHK
was to create a forum where actuaries could meet to
discuss topics of common interest to them as professionals operating in a diverse and fast-moving
business environment. The AAHK had founder members who originated from Hong Kong, the United
States of America, Canada, Australia, and the United
Kingdom. In 1992, the Actuarial Society of Hong
Kong (ASHK) was formed and the AAHK was succeeded by the ASHK when it was duly incorporated
as the actuarial professional body in Hong Kong
in 1994.
The ASHK was accepted as a fully accredited
member of the International Actuarial Association
in 2000 and actively participates at all international
actuarial forums.

Constitution and Membership
The ASHK is a limited liability company with its
Memorandum and Articles of Association appropriate to its objectives of promoting, regulating, and
overseeing the interests of the Actuarial profession
in Hong Kong. It has three classes of membership
and the current statistics (as of August 1, 2003) are
as follows:

Fellow Members: 205
Associate Members: 89
Student Members: 145
The ASHK does not currently organize its own
examinations and it relies upon the examination systems of other established overseas actuarial bodies.
Typically, members of the ASHK are members
of one of the actuarial bodies in the United States
of America, United Kingdom, Canada, or Australia.
There are also members of the ASHK who have
qualified as actuaries in other countries. This diversity
of membership has been a source of strength for
the ASHK as it has allowed actuaries with different
backgrounds and experiences to work together, share
ideas, practices, and concepts to make the ASHK a
truly international society.
Members typically work in life insurance, general insurance (see Non-life Insurance), investment,
and consulting with some members also working in
government departments.
Fellow Members are required to undertake continuing professional development as part of their ongoing responsibility to the profession in Hong Kong.

Current Activities
The ASHK has a Council that is elected by the
membership to oversee the running of the Society.
Regular newsletters are sent out to all members and discussion forums are held once a month
to encourage the sharing of knowledge and ideas.
Speakers from all over the world have presented at
these forums, which has allowed its members to keep
up-to-date with the actuarial thinking from around
the world.
The highlights of the ASHK calendar for 2001
were as follows:
•
•
•

The ASHK hosted the East Asian Actuarial Conference in Hong Kong with over 500 delegates
attending from all over the world.
The ASHK hosted International Actuarial Association meetings and contributed to several discussions for formulating future policy.
A forum for Hong Kong appointed actuaries was
attended by several practitioners and this event
will now be held on an annual basis.
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Actuarial Society of Hong Kong

Professional Standards and Guidance

assured lives. Reports on the conclusions of the investigations were published in 1993, 1997, and 2001.

There are two Professional Standards for Fellow
Members to adhere to:
•

•

Professional Standard 1 relates to the statutory
duties of the Actuary. In particular, it is for
the following:
– The Hong Kong appointed actuary
– The actuary as a director or in any other
position of authority in relation to an insurance company
– The actuary as an external advisor or assessor
Professional Standard 2 relates to the statutory
duties of the actuary in relation to occupational retirement scheme – actuarial reports and
certification.

In addition there are the following guidance notes
that outline matters and issues that actuaries should
consider when practising in a variety of business
areas:
GN3 – Additional guidance for appointed actuaries
GN4 – Note on professional practice – outstanding
claims in general insurance
GN5 – Principles of life insurance policy illustrations
GN6 – Continuing professional development

Mortality Studies
The ASHK has undertaken investigations into mortality trends (see Decrement Analysis) for Hong Kong

The Future
Membership of the ASHK is now at record levels
as the demand for actuarial skills in Hong Kong
continues to grow. Actuaries are encouraged to be
actively involved in the Society, and as numbers
grow, the profession will take on more varied and
wider roles in the community as employers and
businesses place greater value on the actuarial skills
in Hong Kong.
The ASHK is watching with interest the developments in the People’s Republic of China and is
actively contributing to discussions relating to the
future of the actuarial profession in that country,
including helping to organize the first International
Actuarial Forum in Xiamen.
The Actuarial Society of Hong Kong
1806 Tower One
Lippo Centre
89 Queensway
Hong Kong.
Tel: (852) 2147 9418
Fax: (852) 2147 2497
Website: www.actuaries.org.hk
DAVID P. HUGHES

Actuary
The word ‘actuary’ derives from the Latin word
‘actuarius’, who was the business manager of the
Senate of Ancient Rome. It was first applied to a
mathematician of an insurance company in 1775 in
the Equitable Life Insurance Society (of London, UK)
(see History of Actuarial Science). By the middle of the nineteenth century, actuaries were active
in life insurance, friendly societies, and pension
schemes. As time has gone on, actuaries have also
grown in importance in relation to general insurance
(see Non-life Insurance), investment, health care,
social security, and also in other financial applications such as banking, corporate finance, and financial
engineering.
Over the times, there have been several attempts
to give a concise definition of the term actuary. No
such attempted definition has succeeded in becoming
universally accepted. As a starting point, reference is
made to the International Actuarial Association’s
description of what actuaries are:
‘Actuaries are multi-skilled strategic thinkers, trained
in the theory and application of mathematics, statistics, economics, probability and finance’

and what they do:
‘Using sophisticated analytical techniques, actuaries
confidently make financial sense of the short term as
well as the distant future by identifying, projecting
and managing a spectrum of contingent and financial
risks.’

This essay will adopt a descriptive approach to what
actuaries are and what they do, specifically by considering the actuarial community from the following angles:
•
•
•

Actuarial science – the foundation upon which
actuarial practice rests.
Actuarial practice.
Some characteristics of the actuarial profession.

Actuarial Science
Actuarial science (see History of Actuarial Science)
provides a structured and rigid approach to modeling and analyzing the uncertain outcomes of events

that may impose or imply financial losses or liabilities upon individuals or organizations. Different
events with which actuarial science is concerned – in
the following called actuarial events – are typically
described and classified according to specific actuarial practice fields, which will be discussed later.
A few examples of actuarial events are the
following:
•
•

•

An individual’s remaining lifetime, which is decisive for the outcome of a life insurance undertaking and for a retirement pension obligation.
The number of fires and their associated losses
within a certain period of time and within a
certain geographical region, which is decisive for
the profit or loss of a fire insurance portfolio.
Investment return on a portfolio of financial assets
that an insurance provider or a pension fund has
invested in, which is the decisive factor for the
financial performance of the provider in question.

Given that uncertainty is the main characteristic of
actuarial events, it follows that probability must be
the cornerstone in the structure of actuarial science.
Probability in turn rests on pure mathematics.
In order to enable probabilistic modeling of actuarial events to be a realistic and representative description of real life phenomena, understanding of the
‘physical nature’ of the events under consideration
is a basic prerequisite. Pure mathematics and pure
probability must therefore, be supplemented with and
supported by the sciences that deal with such ‘physical nature’ understanding of the actuarial events.
Examples are death and disability modeling and modeling of financial market behavior.
It follows that actuarial science is not a selfcontained scientific field. It builds on and is the
synthesis of several other mathematically related scientific fields such as pure mathematics, probability, mathematical statistics, computer science, economics, finance, and investments. Where these disciplines come together in a synthesis geared directly
towards actuarial applications, terms like actuarial
mathematics and insurance mathematics are often
adopted.
To many actuaries, both in academia and in the
business world, this synthesis of several other disciplines is ‘the jewel in the crown’, which they find
particularly interesting, challenging, and rewarding.
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Actuarial Practice

•

The main practice areas for actuaries can broadly be
divided into the following three types:

•

•
•
•

Life insurance and pensions
General/non-life insurance
Financial risk

There are certain functions in which actuaries
have a statutory role. Evaluation of reserves in life
and general insurance and in pension funds is an
actuarial process, and it is a requirement under the
legislation in most countries that this evaluation is
undertaken and certified by an appointed actuary.
The role of an appointed actuary has long traditions in life insurance and in pension funds. Similar
requirements for non-life insurance have been introduced by an increasing number of countries since the
early 1990s.
The involvement of an actuary can be required as
a matter of substance (although not by legislation)
in other functions. An example is the involvement
of actuaries in corporations’ accounting for occupational pensions. An estimate of the value of accrued
pension rights is a key figure that goes into this
accounting, and this requires an actuarial valuation.
Although the actuary undertaking the valuation does
not have a formal role in the general auditing process, auditors will usually require that the valuation
is undertaken and reported by a qualified actuary. In
this way, involvement by an actuary is almost as if
it was legislated.
Then there are functions where actuarial qualifications are neither a formal nor a substantial requirement, but where actuarial qualifications are perceived
to be a necessity.
Outside of the domain that is restricted to actuaries, actuaries compete with professionals with similar or tangent qualifications. Examples are statisticians, operations researchers, and financial engineers.

Life Insurance and Pensions
Assessing and controlling the risk of life insurance
and pension undertakings is the origin of actuarial
practice and the actuarial profession. The success
in managing the risk in this area comprised the
following basics:

•

Understanding lifetime as a stochastic phenomena, and modeling it within a probabilistic
framework
Understanding, modeling, and evaluating the
diversifying effect of aggregating lifetime of the
several individuals into one portfolio.
Estimating individual death and survival probabilities from historic observations. (see Decrement
Analysis)

This foundation is still the basis for actuarial
practice in the life insurance and pensions fields.
A starting point is that the mathematical expectation of the present value of the (stochastic) future
payment streams represented by the obligation is an
unbiased estimate of the (stochastic) actual value of
the obligation. Equipped with an unbiased estimate
and with the power of the law of large numbers, the
comforting result is that the actual performance in a
large life insurance or pension portfolio can ‘almost
surely’ be replaced by the expected performance.
By basing calculations on expected present values,
life insurance and pensions actuaries can essentially
do away with frequency risk in their portfolios, provided their portfolios are of a reasonable size. Everyday routine calculations of premiums and premium
reserves are derived from expected present values.
Since risk and stochastic variations are not explicitly present in the formulae, which life insurance and
pension actuaries develop and use for premium and
premium reserve calculations, their valuation methods are sometimes referred to as deterministic. Using
this notion may in fact be misleading, since it disguises the fact that the management process is based
on an underlying stochastic and risk-based model.
If there were no other risk than frequency risk in a
life insurance and pensions portfolio, the story could
have been completed at this point. However, this
would be an oversimplification, and for purposes of
a real-world description, life insurance and pensions
actuaries need to take other risks also into consideration. Two prominent such risks are model risk and
financial risk.
Model risk represents the problem that a description of the stochastic nature of different individuals’
lifetimes may not be representative of the actual
nature of today’s and tomorrow’s actual behavior of
that phenomenon. This is indeed a very substantial
risk since life insurance and pension undertakings are
usually very long-term commitments.

Actuary
The actuarial approach to solving this problem has
been to adopt a more pessimistic view of the future
than one should realistically expect. Premium and
premium reserves are calculated as expected present
values of payment streams under a pessimistic outlook. In doing so, frequency risk under the pessimistic
outlook is diversified. Corresponding premiums and
premium reserves will then be systematically overstated under a realistic outlook.
By operating in two different worlds at the same
time, one realistic and one pessimistic, actuaries safeguard against the risk that what one believes to
be pessimistic ex ante will in fact turn out to be
realistic ex post. In this way, the actuary’s valuation method has been equipped with an implicit
safety margin against the possibility of a future less
prosperous than one should reasonably expect. This
is safeguarding against a systematic risk, whereas
requiring large portfolios to achieve diversification
is safeguarding against random variations around the
systematic trend.
As time evolves, the next step is to assess how
experience actually has developed in comparison with
both the pessimistic and the realistic outlook, and
to evaluate the economic results that actual experience gives rise to. If the actual experience is more
favorable than the pessimistic outlook, a systematic
surplus will emerge over time. The very purpose of
the pessimistic outlook valuation is to generate such
a development.
In life insurance, it is generally accepted that when
policyholders pay premiums as determined by the
pessimistic world outlook, the excess premium relative to the realistic world outlook should be perceived
as a deposit to provide for their own security. Accordingly, the surplus emerging from the implicit safety
margins should be treated in a different manner than
the ordinary shareholders’ profit. The overriding principle is that when surplus has emerged, and when it is
perceived to be safe to release some of it, it should be
returned to the policyholders. Designing and controlling the dynamics of emerging surplus and its reversion to the policyholders is a key activity for actuaries
in life insurance (see Participating Business).
The actuarial community has adopted some technical terms for the key components that go into
this process.
•
•

Pessimistic outlook: first order basis
Realistic outlook: second order basis
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Surplus reverted to policyholders: bonus (see Technical Bases in Life Insurance).
Analyzing historic data and projecting future
trends, life insurance actuaries constantly maintain
both their first order and their second order bases.
Premium and premium reserve valuation tariffs
and systems are built on the first order basis.
Over time, emerging surplus is evaluated and
analyzed by source, and in due course reverted as
policyholders’ bonus.
This dynamic and cyclic process arises from the
need to protect against systematic risk for the pattern
of lifetime, frequency, and timing of death occurrences, and so on. As mentioned above, another risk
factor not dealt with under the stochastic mortality
and disability models is financial risk.
The traditional actuarial approach to financial risk
has been inspired by the first order/second order basis
approach. Specifically, any explicit randomness in
investment return has been disregarded in actuarial
models, by fixing a first order interest rate that is
so low that it will ‘almost surely’ be achieved. This
simplified approach has its shortcomings, and we will
describe a more modernized approach to financial risk
under the Finance section.
A life insurance undertaking typically is a contractual agreement of payment of nominally fixed
insurance amounts in return for nominally fixed
premiums. Funds for occupational pensions on the
other hand can be considered as prefunding vehicles for long-term pension payments linked to future
salary and inflation levels. For employers’ financial planning, it is important to have an understanding of the impact that future salary levels and
inflation have on the extent of the pension obligations, both in expected terms and the associated risk. This represents an additional dimension
that actuaries need to take into consideration in
the valuation of pension fund’s liabilities. It also
means that the first order/second order perspective
that is crucial for life insurers is of less importance for pension funds, at least from the employer’s
perspective.

General (Non-life) Insurance
Over the years, actuaries have attained a growing
importance in the running of the non-life insurance
operations. The basis for the insurance industry is
to accept economic risks. An insurance contract may
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give rise to claims. Both the number of claims and
their sizes are unknown to the company. Thus, insurance involves uncertainty and here is where the
actuaries have their prerogative; they are experts in
insurance mathematics and statistics.
Uncertainty is maybe even more an issue in the
non-life than in the life insurance industry, mainly
due to catastrophic claims such as natural disasters. Even in large portfolios substantial fluctuations
around expected outcomes may occur.
In some countries, it is required by law for all
non-life insurance companies to have an appointed
actuary to approve the level of reserves and premiums
and report to the supervisory authorities.
The most important working areas for non-life
actuaries in addition to statutory reporting are
•
•
•
•
•
•
•

Reserving
Pricing
Reviewing reinsurance program
Profit analyses
Budgeting
Product development
Produce statistics

Reserving (see Reserving in Non-life Insurance).
It takes time from the occurrence of a claim until
it is being reported to the company and even more
time until the claim is finally settled. For instance,
in accident insurance the claim is usually reported
rather quickly to the company but it may take a long
time until the size of the claim is known since it
depends on the medical condition of the insured. The
same goes for fire insurance where it normally takes
a short time until the claim is reported but it may
take a longer time to rebuild the house. In liability
insurance it may take a very long time from the
claim occurs until it is reported. One example is
product liability in the pharmaceutical industry where
it may take a very long time until the dangerous
side effects of a medicine are revealed. The insurance
company has to make allowance for future payments
on claims already incurred. The actuary has a key
role in the calculation of these reserves. The reserves
may be split in IBNR-reserves (Incurred But Not
Reported) and RBNS-reserves (Reported But Not
Settled). As the names suggest, the former is a
provision for claims already occurred but they have
not yet been reported to the company. The latter is a
provision for claims already reported to the company
but they have not yet been finally settled, that is,

future payments will occur. The actuary is responsible
for the assessment of the IBNR-reserves and several
models and methods have been developed. The
RBNS-reserves are mainly fixed on an individual
basis by the claims handler based on the information
at hand. The actuary is, however, involved in the
assessment of standard reserves, which is used when
the claims handler has too scarce information to reach
a reliable estimate. In some lines of business where
claims are frequent and moderate in size, for instance
windscreen insurance in (see Automobile Insurance,
Private; Automobile Insurance, Commercial), the
actuary may help in estimating a standard reserve
that is used for all these claims in order to reduce
administration costs. In some cases, the RBNSreserves are insufficient and it is necessary to make
an additional reserve. This reserve is usually called an
IBNER-reserve (Incurred But Not Enough Reserved).
However, some actuaries denote the sum of (pure)
IBNR-reserve and the insufficient RBNS-reserve as
the IBNER-reserve.
Pricing (see Ratemaking; Experience-rating; Premium Principles). Insurance companies sell a product without knowing its exact price. Actuaries can
therefore help in estimating the price of the insurance
product. The price will depend on several factors: the
insurance conditions, the geographical location of the
insured object, the age of the policyholder, and so on.
The actuary will estimate the impact on the price of
the product from each of the factors and produce a
rating table or structure. The salesmen will use the
rating table to produce a price for the insurance product. The actuaries will also assist in reviewing the
wording of insurance contracts in order to maintain
the risks at an acceptable level. The actuaries may
also assist in producing underwriting guidelines. The
actuary will also monitor the overall premium level
of the company in order to maintain profitability.
Reinsurance. For most insurance companies, it will
be necessary to reduce their risk by purchasing reinsurance. In this way, a part of the risk is transferred
to the reinsurance company. The actuary may help
in assessing the necessary level of reinsurance to
be purchased.
Profit analyses. Analyzing the profitability of an
insurance product is a complex matter involving taking into account the premium income, investment
income, payments and reserves of claims, and finally
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the administration costs. The actuary is a prime contributor to such analyses.
Budgeting. Actuaries help in developing profit and
loss accounts and balance sheets for future years.
Product development. New risks or the evolvement
of existing risks may require development of new
products or alteration of existing products. Actuaries
will assist in this work.
Statistics. To perform the above analyses reliable
and consistent data are required. Producing risk
statistics is therefore an important responsibility for
the actuary.
It is important for the actuary to understand the
underlying risk processes and to develop relevant
models and methods for the various tasks. In most
lines of business, the random fluctuation is substantial. This creates several challenges for the actuary.
One major challenge is the catastrophic claims (see
Catastrophe Models and Catastrophe Loads). Taking such claims into full consideration would distort
any rating table. On the other hand, the insurance
company would have to pay the large claims as well
and this should be reflected in the premium.

Finance
Financial risk has grown to become a relatively new
area for actuarial practice. Actuaries who practice
in this field are called ‘actuaries of the third kind’
within the actuarial community, maybe also among
nonactuaries.
Financial risk has always been present in all insurance and pensions undertakings, and in capital accumulating undertakings as a quite dominant risk factor.
As mentioned under the life insurance and pension
section the ‘traditional approach’ to this risk has been
disregarded by assumption, by stipulating future liabilities with a discount rate that was so low that it
would ‘almost surely’ be realized over time.
Financial risk is different from ordinary insurance
risk in that increasing the size of a portfolio does
not in itself provide any diversification effect. For
actuaries, it has been a disappointing and maybe also
discouraging fact that the law of large numbers does
not come to assistance in this regard.
During the last half century or so, new perspectives on how explicit probabilistic approaches can be
applied to analyze and manage financial risk have
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developed. The most fundamental and innovative
result in this theory of financial risk/mathematical
finance is probably that (under certain conditions)
risk associated with contingent financial claims can
in fact be completely eliminated by an appropriate
portfolio management.
This theory is the cornerstone in a new practice
field that has developed over the last decades and
which is called financial engineering. Activities in
this field include quantitative modeling and analysis,
funds management, interest rate performance measurement, asset allocation, and model-based scenario
testing. Actuaries may practice financial engineering in its own right, or they may apply financial
engineering as an added dimension to the traditional
insurance-orientated actuarial work.
A field where traditional actuarial methods and
methods relating to financial risk are beautifully
aligned, is Asset Liability Management (ALM) (see
Asset Management). The overriding objective of
ALM is to gain insight into how a certain amount of
money best allocated among given financial assets, in
order to fulfill specific obligations as represented by
a future payment stream. The analysis of the obligation’s payment stream rests on traditional actuarial
science, the analysis of the asset allocation problem falls under the umbrella of financial risks and
the blending of the two is a challenge that requires
insight into both and the ability to understand and
model how financial risk and insurance risk interact.
Many actuaries have found this to be an interesting
and rewarding area, and ALM is today a key component in the risk management of insurance providers,
pension funds, and other financial institutions around
the world.
A tendency in the design of life insurance products in the recent decades has been unbundling. This
development, paralleled by the progress in the financial derivatives theory, has disclosed that many life
insurance products have in fact option or option-like
elements built into them. Examples are interest rate
guarantees, surrender options, and renewal options
(see Options and Guarantees in Life Insurance).
Understanding these options from a financial risk perspective, pricing and managing them is an area of
active actuarial research and where actuarial practice
is also making interesting progress. At the time of
writing this article, meeting long-term interest rate
guarantees is a major challenge with which the life
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and pension insurance industry throughout the world
is struggling.
A new challenge on the horizon is the requirement for insurers to prepare financial reports on
a market-based principle, which the International
Accounting Standards Board has had under preparation for some time. In order to build and apply
models and valuation tools that are consistent with
this principle, actuaries will be required to combine
traditional actuarial thinking with ideas and methods
from economics and finance.
With the financial services industry becoming
increasingly complex, understanding and managing
financial risk in general and in combination with
insurance risk in particular, must be expected to be
expanding the actuarial territory for the future.

Characteristics of Profession
Actuaries are distinguished from other professions in
their qualifications and in the roles they fill in business and society. They also distinguish themselves
from other professions by belonging to an actuarial
organization (see History of Actuarial Profession).
The first professional association, The Institute of
Actuaries, was established in London in 1848, and by
the turn of the nineteenth century, 10 national actuarial associations were in existence. Most developed
countries now have an actuarial profession and an
association to which they belong.
The role and the activity of the actuarial associations vary substantially from country to country.
Activities that an association may or may not be
involved in, include

•
•
•
•
•

expressing public opinion on behalf of the actuarial profession,
providing or approving basic and/or continued
education,
setting codes of conduct,
developing and monitoring standards of practice, and
involvement in or support to actuarial research.

There are also regional groupings of actuarial
association, including the grouping of associations
from the EU/EAA member countries (see Groupe
Consultatif Actuariel Européen), the Southeast
Asian grouping, and the associations from Canada,
Mexico and USA.
The International Actuarial Association (IAA),
founded in 1895, is the worldwide confederation of
professional actuarial associations (also with some
individual members from countries that do not have
a national actuarial association). It is IAA’s ambition
to represent the actuarial profession globally, and to
enhance the recognition of the profession and of actuarial ideas. IAA puts focus on professionalism, actuarial practice, education and continued professional
development, and the interface with governments and
international agencies. Actuarial professions which
are full members of IAA are required to have in place
a code of conduct, a formal disciplinary process, a
due process for adopting standards of practice, and to
comply with the IAA educational syllabus guidelines.
(See also History of Actuarial Education; History
of Actuarial Profession; Professionalism)
PÅL LILLEVOLD & ARNE EYLAND

AFIR
AFIR is the section of International Actuarial Association (IAA) dealing with actuarial approach to
financial risks.
IAA regulations provide for the establishment of
Sections to promote the role of the actuary in specific
areas, and to sponsor research and opportunities for
participation in debate.
At the IAA Council in Brussels in 1987, a Provisional Committee was established to propose a
Section with the objective of promotion of actuarial research in financial risks and problems. The
Chair of the Provisional Committee was Mr François
Delavenne.
The Provisional Committee prepared a draft of
AFIR rules and regulations, which were unanimously
approved by the IAA council on July 9, 1988, in
Helsinki. There was also a brochure prepared to promote AFIR membership, introducing the new Section
and incorporating contributions signed by personalities from the financial world arguing in favor of
its creation. The Provisional Committee became the
first AFIR committee, with Mr Delavenne as the
Chair. French actuaries are substantially concerned
with matters of banking and finance, and it was their
enthusiasm, particularly that of Mr Delavenne, that
stimulated the proposal originally. Those promoting
AFIR had drawn inspiration, in particular, from the
successful operation of the ASTIN section of IAA on
insurance risks.
The AFIR rules provide for the following:
• Membership classes: ordinary for actuaries, associate for nonactuaries, and donor members;
•

AFIR governing Committee;

•

Colloquia: protocol for hosting a colloquium;

Membership worldwide stands at around 2000.
The IAA website www.actuaries.org has a dedicated AFIR section containing further information.
Recent AFIR colloquia papers also appear on this
website. Additionally, AFIR papers may be published

in the ASTIN bulletin, an internationally renowned
referenced scientific journal published twice a year
by the ASTIN section of IAA.
The most important function of the AFIR is the
organizing of colloquia. Therefore, information on
AFIR is best gained by considering the activities of
colloquia. In general, colloquia
•
•
•

•
•

•

introduce actuaries to the concepts of financial
economists and other financial experts;
allow financial economists and other financial
experts to present their ideas to actuaries;
allow all to apply these ideas to the financial institutions with which actuaries are most concerned;
insurance companies, pension funds and credit
institutions;
exchange knowledge among actuaries of different
countries and different disciplines;
bring together academics and practitioners and
thus provide a forum for learning and keeping
up-to-date with change in the area of financial
risks;
as well as being professionally stimulating, AFIR
colloquia usually take place in attractive and
interesting sites which contribute to a friendly and
collaborative atmosphere.

The initiative, financial responsibility, and organization of each Colloquium is the responsibility of
the hosting actuarial association. This lends variety and the opportunity to pursue different formats,
which is of much value in totality. It also follows
that the information reported on each colloquium
varies in detail and emphasis. Further information
on each colloquium can be found in the conference
proceedings and the reports published in the ASTIN
bulletin.
CATHERINE PRIME

Catherine Prime sadly passed away in February
2004. The Editors-in-Chief and Publisher would like
to acknowledge the fact that the author was not able
to correct her proofs.

Aktuarvereinigung
Österreichs (Austrian
Actuarial Association)
Historical Development
The Aktuarvereinigung Österreichs (AVÖ, Austrian
Actuarial Association) was founded in 1971 and
reorganized in 1995 as a reaction to a changed
environment.
In Austria (before the Austrian–Hungarian monarchy), since the middle of the nineteenth century, the
insurance industry developed as rapidly as in other
European countries. Several revolutionary changes of
the political system, since the turn of the nineteenth
century, had far-reaching consequences on the economy and society, and caused several setbacks that
also influenced actuarial science in Austria.
Austrian actuaries always had the advantage of
a sound academic training. The academic education of actuaries – provided by the state for more
than 100 years – required continuous adaptations to
the rising standard of demands, mainly in the last
decades. The sixth International Congress of Actuaries, organized by the International Actuarial Association, took place in Vienna in June 1909 with 430
participants from 23 countries.
One of the most profound recent changes to the
insurance industry and to actuaries was Austria’s
accession to the European Union in 1994, which
led to legal changes, to a new thinking following
the liberalization of the insurance market, and to a
new orientation within the AVÖ. The AVÖ developed
from a scientific platform to a profession’s representative body. This brought up a new understanding of
the duties and responsibilities of full members of the
association.
Austrian actuaries nowadays work mostly in life
insurance companies, in Pensionskassen (pension
funds), or as actuarial consultants. Each life

insurance company in Austria must have a
Verantwortlicher Aktuar (appointed actuary) and
a Stellvertretender Verantwortlicher Aktuar (vice
appointed actuary). Each Pensionskasse must have
an Aktuar (appointed actuary) and a Prüfaktuar
(auditing actuary). There is no doubt that in the future
actuaries will also play an important role in non-life
insurance companies and in finance.

The AVÖ Today
At the end of 2001, the AVÖ had 176 full members. Full members of the AVÖ are entitled to call
themselves Anerkannter Aktuar (AVÖ). There are
guidelines and professional codes of conduct that are
binding on all full members. The AVÖ has established permanent working groups on insurance, pensions, pension funds, mortality tables, investment and
financial risk, education, and publications. The AVÖ
is a member of the Groupe Consultatif Actuariel
Europeen and of the International Actuarial Association and has representatives in several working
committees of these organizations.
The AVÖ organizes lectures and seminars on
important topics, often in cooperation with the Technical University of Vienna or with the University
of Salzburg, and also organizes an annual general meeting, traditionally in May. It publishes a
journal called Mitteilungen der Aktuarvereinigung
Österreichs, which appears approximately every other
year. The AVÖ has developed and published mortality tables, which are used in Austria for calculations in life insurance, for Pensionskassen (‘pension
funds’) and for book reserves.
More information concerning the AVÖ, its statutes,
its guidelines, and other topics can be found on the
association’s web-page www.avoe.at. The association
can be contacted by email at sekretariat@avoe.at or
at the address Schwarzenbergplatz 7, Postfach 99,
A-1031 Wien, Austria.
KLAUS WEGENKITTL

American Academy of
Actuaries
The American Academy of Actuaries (the
‘Academy’) was established in the mid-1960s as
the membership organization for all actuaries in the
United States. Its mission statement articulates the
main purposes of the Academy’s work.
As the organization is representing the entire US
actuarial profession, the American Academy of Actuaries serves the public and the actuarial profession
both nationally and internationally through
1. establishing, maintaining, and enforcing high
professional standards of actuarial qualification,
practice, and conduct,
2. assisting in the formulation of public policy by
providing independent and objective information,
analysis, and education, and
3. in cooperation with other organizations representing actuaries,
– representing and advancing the actuarial profession, and
– increasing the public’s recognition of the
actuarial profession’s value.
The Academy has over 14 000 members – most
of the actuaries in North America – including consultants, insurance company executives, and government
officials. Their areas of practice range from pensions and financial reporting to general insurance
(see Non-life Insurance), health insurance, and life
insurance.
As the organization with primary responsibility
for actuarial professionalism in the United States,

the Academy maintains the Joint Committee on the
Code of Professional Conduct, which develops standards of conduct for members of the US-based
organizations representing actuaries, including the
Academy. The Academy’s Committee on Qualifications develops standards of qualification for actuaries practicing in the United States. The Academy
also provides support to the Actuarial Standards
Board, an independent body that promulgates standards of practice for actuaries providing professional
services in the United States, and the Actuarial Board
for Counseling and Discipline, an independent body
that investigates complaints against members of the
US-based organizations representing actuaries, counsel actuaries concerning professionalism (see Professionalism), and recommends disciplinary action
against actuaries who materially breach professional
standards.
As the public policy arm of the US actuarial profession, the Academy provides independent, objective analysis to policy makers and regulators. The
Academy, through publication of monographs and
issue briefs, commentary on proposed laws and regulations, briefings on Capitol Hill, and live testimony,
contributes at both the federal and state levels to the
public debate on major issues ranging from social
security to solvency to terrorism insurance.
The Academy issues a wide range of publications,
including public policy documents, the magazine
Contingencies, both electronic and paper newsletters
for its members, law manuals, and an annual professionalism report. The Academy website (www.
actuary.org) is designed as a primary resource for
members and nonmembers alike.
LAUREN M. BLOOM

American Risk and
Insurance Association
(ARIA)
The American Risk and Insurance Association
(ARIA) is a professional association of insurance
scholars and other insurance and risk management
professionals. Through ARIA, members receive
many tools and opportunities for enlightenment,
growth, and education.
Founded in 1932, the association’s membership is
composed of academics, individual insurance industry representatives, and institutional sponsors. ARIA
emphasizes research relevant to the operational concerns and functions of insurance professionals, and
provides resources, information, and support on important insurance issues. Our goals also include the
expansion and improvement of academic instruction
to students of risk management and insurance.
To that end, ARIA
1. encourages research on all significant aspects of
risk management and insurance;
2. communicates the findings of our research;
3. provides forums for scholarly discussion of risk
management and insurance matters;
4. publishes materials that contribute to the general
purpose of the association;
5. develops and maintains relations with other
US and international organizations with similar
objectives and interests; and
6. maintains a job database for doctorally qualified academicians and professionals desiring academic positions.
ARIA’s ability to provide networking, information, and support on important insurance issues makes
it a valuable organization to its members. Those provisions come from a variety of awards, publications,
and conferences, including the Journal of Risk and
Insurance, Risk Management and Insurance Review,
ARIA’s annual meeting, and the annual risk theory
seminar (www.aria.org/rts).

Membership
Total individual membership in the association
is approximately 600, with an additional 1700

subscribers to the association’s journals (institutions,
associations, and libraries).

Annual Meeting
ARIA’s annual meeting is attended by academics
and researchers in the fields of insurance and risk
management. Over 100 research papers on a variety
of risk or insurance-related topics are presented each
year. Specific subject areas include insurance law or
regulation, public policy, economics, finance, health
care, international issues, employee benefits, or risk
management. The annual meeting is usually held
during the second week of August. The deadline for
proposals to be submitted for research at ARIA’s
annual meeting is usually February 15.

Publications
ARIA publishes two journals – the Journal of Risk
and Insurance and Risk Management and Insurance Review.
The Journal of Risk and Insurance (JRI ) is the
flagship journal for ARIA. The JRI is a wellrecognized academic risk management and insurance
journal and is currently indexed by the American
Economic Association’s Economic Literature Index,
the Finance Literature Index, the Social Sciences
Citation Index, ABI/Inform, Business and Company
ASAP, Lexis–Nexis, Dow Jones Interactive, and others. All back issues, that is, 1933–1998, are now
available on JSTOR, the Scholarly Journal Archive
(www.jstor.org).
The JRI publishes original research in risk management and insurance economics. This includes the
following areas of specialization: (1) industrial organization of insurance markets; (2) management of
risks in the private and public sectors; (3) insurance
finance, financial pricing, and financial management; (4) economics of employee benefits, pension
schemes, and social insurance; (5) utility theory,
demand for insurance, moral hazard, and adverse
selection; (6) insurance regulation (see Insurance
Regulation and Supervision); (7) actuarial and statistical methodology; and (8) economics of insurance
institutions. Both theoretical and empirical submissions are encouraged. Empirical work must provide tests of hypotheses based on sound theoretical
foundations.
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The first Journal of Risk and Insurance, Volumes 0–3, 1932–1935, was published by the American Association of University Teachers of Insurance, Urbana, Illinois. The JRI is published quarterly (March, June, September, and December) and
the editors are Richard MacMinn and Patrick
Brockett.
Risk Management and Insurance Review publishes papers on applied research, and offers opinions
and discussions in the field of risk and insurance.
The Review’s ‘Feature Articles’ section includes
original research involving applications and applied
techniques. The ‘Perspectives’ section contains articles providing new insights on the research literature, business practice, and public policy. The
‘Educational Insights’ section provides a repository of model lectures in risk and insurance, along
with articles discussing and evaluating instructional
techniques.

The first Risk Management and Insurance Review,
Volume 1, Number 1, Summer 1997, was published
by ARIA in conjunction with the Southern Risk
and Insurance Association and the Western Risk and
Insurance Association. The Review is published semiannually (March and September) and the editors are
Mary Weiss and Michael Powers.

Contact
General association information is available on the
ARIA website at www.aria.org. Information on
ARIA’s two journals, as well as subscription and
membership information is available from Blackwell
Publishing at www.blackwellpublishing.com. Questions on all other matters should be directed to the
executive director of ARIA at ARIA@cpcuiia.org.
ROBERT HOYT

American Society of
Pension Actuaries
History
The American Society of Pension Actuaries (ASPA)
was founded in Fort Worth, Texas in 1966 as an
actuarial organization whose purpose was to bring
together persons with professional or vocational interests in the design and administration of pension and
other employee benefit plans. Although founded as
an actuarial organization, the growing needs of the
pension community soon led to the expansion of
ASPA’s membership. ASPA views its members as all
retirement plan professionals including consultants,
administrators, accountants, attorneys, chartered life
underwriters, financial service professionals, insurance professionals, financial planners, and human
resource professionals. We still address the needs of
the pension actuary, however. In fact, ASPA is the
only actuarial organization dedicated solely to the
pension field.
ASPA’s mission is to educate pension actuaries,
consultants, administrators, and other benefits professionals, and to preserve and enhance the private
pension system as a part of the development of a
cohesive and coherent national retirement income
policy. We are most widely known for the quality
of our educational programs and for our active government participation and lobbying efforts on behalf
of our members.

involved in the pension industry, ASPA has developed membership categories for four groups: actuaries (FSPA, MSPA), consultants and administrators
(CPC, QPA, QKA), associated professionals (APM),
and other affiliate (noncredentialed) members.
Those interested in becoming credentialed members of ASPA must pass a series of exams, must
meet certain experience requirements, and must pay
membership dues. All credentialed members of ASPA
must meet 40 hours of continuing education credit
in each two-year cycle in order to maintain their
ASPA membership.
Those who have an interest in the pension field,
but who have not taken any examinations or who do
not have the necessary experience may qualify for the
affiliate membership category. All ASPA members,
credentialed and affiliate, are bound by ASPA’s Code
of Professional Conduct and are subject to ASPA’s
disciplinary procedures.

Meetings

Actuaries are not required to be members of ASPA
or of any other organization in order to practice.
However, if an actuary wishes to be legally recognized to perform actuarial services required under the
Employee Retirement Income Security Act of 1974
(ERISA) he or she must be enrolled. Enrolled actuaries are those who have been licensed by a Joint
Board of the Department of Treasury & Department
of Labor in the United States.

ASPA conducts a series of informative conferences
and workshops throughout the United States. Each
year, we conduct our annual conference in Washington, D.C. and our summer conference in California. The annual conference, our largest national
forum, is an educational conference covering technical, legislative, business, and professional topics.
The summer conference is a west coast version of
the annual conference.
On a smaller scale, we offer employee benefits
conferences cosponsored with the Internal Revenue
Service. These regional conferences include the latest
updates on all pension issues from top officials and
representatives of the IRS, U.S. Department of Labor,
and the U.S. Department of the Treasury. ASPA also
conducts the business leadership conference in an
effort to assist firms in the pension industry with
addressing business issues and staying competitive.
Most recently, we have added the 401-(k) sales summit – designed for retirement plan professionals who
actively sell, market, support, or influence the sale of
401 (k) plans.

Membership

Publications

As of December 31, 2001, ASPA had over 4500
members. Because of the diversity of professionals

ASPA publishes a newsletter entitled the ASPA ASAP
and a journal entitled The ASPA Journal (previously

Actuarial Legal Environment

2

American Society of Pension Actuaries

known as The Pension Actuary). Both publications
are only offered in English.
The ASPA ASAP, first published in 1996, is a government affairs publication and provides vital and
timely updates on breaking legislative and regulatory
developments critical to those in the employee benefits field. It is published approximately 36 times a
year. ASPA members receive the ASAP as an email
service free of charge. Nonmembers can subscribe for
$300 per year.
The first issue of The ASPA Journal was published in 1975. This bimonthly publication provides
critical insight into legislative and regulatory developments and features technical analyses of benefit
plan matters. Information regarding ASPA’s education and examination program, membership activities,

and conferences appear regularly. The ASPA Journal
is provided to all members free of charge and is not
available to nonmembers.

Contact Information
ASPA
4245 N, Fairfax Drive
Suite 750, Arlington
VA 22203
Phone: (703) 516–9300
Fax: (703) 516–9308
Website: www.aspa.org
AMY E. ILIFFE

Ammeter, Hans
(1912–1986)
Hans Ammeter was an exceptional personality, always overflowing with energy and new ideas. Born
in Geneva, Switzerland, in 1912, he attended school
in Zurich, where he passed his final examination in
1932. Despite his obvious talent, he was unable to
take up university studies for financial reasons, and
thus joined Swiss Life as an ‘assistant calculator’ in
the same year. He left the company in 1978 as a
Member of the Management and Co-President.
Thanks to a strong will and unquenchable scientific curiosity, Hans Ammeter gained his mathematical knowledge – which was in every way equivalent
to an academic level – through diligent study at night.
His first paper was published in 1942 [6]; however,
international experts became familiar with the name
of Ammeter only toward the end of the 1940s. In
a pioneering work [1], he extended the collective
risk theory to the case of fluctuating basic probabilities, which brought the theory much closer to
practical applications (see Ammeter Process). Other
important publications followed in quick succession,
dealing with both statistical issues [9] and with the
risk theory [3, 5, 8]. Papers [8] and [9] were awarded
prestigious prizes, while [5], a lecture on the 50th
anniversary of the Swiss Association of Actuaries
(SAA), was described as ‘a milestone in research.’
He continued to publish remarkable studies on a
variety of topics at regular intervals, always striving
to achieve a close connection with practice. Reference [7] offers an excellent review of his scientific
activities during the late 1950s and the 1960s.
Hans Ammeter received many honors, and the
greatest of these must have been the honorary doctorate from the Federal Institute of Technology in Zurich
in 1964. He was a lecturer and honorary professor at
this institute from 1966 to 1981 and the driving force
behind his students’ enthusiasm for actuarial science.
Two of his published lectures [2, 4] are particularly
worth reading.
Moreover, Hans Ammeter was an authority on
Swiss social insurance, and many committees relied

on his profound knowledge. He was President of
the SAA from 1971 to 1979, and again showed his
exceptional qualities in this function. As Congress
President, he was responsible for preparing and carrying out the 21st International Congress of Actuaries in
Switzerland in 1980, a highlight in his career. During
the same year, he was appointed Honorary President
of the SAA.
Hans Ammeter left his mark on the twentieth century history of actuarial science. We will remember
him not only as a fundamental thinker but also as a
skillful negotiator, a humorous speaker, and a charming individual with an innate charisma.
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Argentina, Actuarial
Associations
Legal Environment
In each state of Argentina, the actuarial profession
is regulated by specific laws. They all follow the
same pattern as the National Law 20.488, defining the
areas of exclusive professional activity of the actuary
as an independent consultant. The law considers as
exclusive areas of actuaries those areas related to any
report by an independent auditor that deal with
1. insurance companies (technical memoranda and
reserving),
2. mutual or friendly societies (different plans
including life contingencies (see Life Insurance
Mathematics)),
3. Government or a Court (use of statistics and
probability theory applied to insurance, savings
and loans, bonds, and capitalization societies),
4. valuations of uncertain outputs using actuarial
skills,
5. expert witness cases in which it is required to
determine the economic value of life or annuities,
6. pension funds, when the subjects are related to
quotations, benefits, and reserving.
Details may be obtained from law 20.488 Art. 16, at
www.cpcecf.org.ar.

Actuarial Education
In the 1920’s, the Faculty of Economics of the University of Buenos Aires has included the Actuarial
Program to provide fully qualified actuaries.
There have been other actuarial programs at the
National University of Cordoba and National University of Rosario for a very short time. Nowadays,
the Universidad del Salvador (USAL) provides an
actuarial program similar to the UBA program.
The actuarial courses are included in the general
program of the Faculty of Economics; 34 courses
need to be completed in about 5 years; each course
requires 4 months, with 4 to 6 h of theoretical sessions
and 2 or 4 practical sessions per week. The courses
are as follows:

1. General Cycle: 12 courses, compulsory for all
programs of the Faculty.
2. Professional Cycle: 22 courses, including accounting, economics, administration, systems, statistics,
finance, and specific courses for actuaries, like mortality table construction (see Decrement Analysis),
life contingencies, casualty and property insurance
(see Non-life Insurance), risk theory, reinsurance,
pension plans, investments, almost including all subjects of the syllabus of the International Actuarial
Association. The professional cycle also includes two
elective courses from a group of courses related to
actuarial practice, and a seminar in which the student
has to prepare a paper on an actuarial subject.
More details about actuarial courses at the
University of Buenos Aires are available at
www.econ.uba.ar.

Instituto Actuarial Argentino
The Instituto Actuarial Argentino, which has its roots
in Buenos Aires, was founded on October 16, 1919,
by seven actuaries (five foreigners and two locals)
who were working in insurance companies. It became
an institution where members organized meetings in
order to exchange ideas about the local markets and
academic subjects, and published the ‘Anales’. Those
meetings and the need for local actuarial expertise
lead to the introduction of an actuarial program in
the Faculty of Economics at the University of Buenos
Aires in 1926 where the program started in 1929 with
eight students.
After exactly 30 years of its roots, on October
16, 1949, the present Instituto Actuarial Argentino
was established in the presence of 41 members, with
locally graduated actuaries being the largest number.
For a long time, the Institute was a full member of
the International Actuarial Association. Since 1998,
because of the new status of the IAA, it became
an observer member; the Consejo Profesional de
Ciencias Económicas de la Ciudad Autónoma de
Buenos Aires (CPCECABA) is the sole Argentine full
member. The board of the Institute has six members
appointed by annual elections, that renews the board
by halves.
During its long existence, the Institute has promoted actuarial science through many activities,
such as
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publishing the ‘Anales’. Until 30 years back,
the Institute used to publish the ‘Anales del
Instituto Actuarial Argentino’, which included
articles written by local members as well as translations of articles of special interest published in
bulletins of other actuarial associations or other
entities;
maintaining a library,
participating in the International Congress and
acting as a contact between its members and the
International Actuarial Association,
organizing local and Pan-American Congresses of
Actuaries, jointly with the Consejo or the faculty
of economics,
organizing periodic meetings between its members, sometimes including the participation of
other specialists dealing with multidisciplinary
subjects.

Nowadays its activities are organized jointly with
CPCECABA, through its commission of actuarial
practice.
Meetings take place twice a month, jointly with
the commission of actuarial practice of the CPCECABA discussing different subjects of interest. The
Institute, jointly with the Consejo, has organized in
Buenos Aires, national and international congresses
of actuaries, such as
1993
1995
1997
2002

First Argentine Congress of Actuaries
Second Argentine and First Cone South
Congress of Actuaries
Third Argentine and First Pan-American
Congress of Actuaries
Fourth Argentine and Fifth Pan-American
Congress of Actuaries.

Also, jointly with the University of Buenos Aires,
the Institute has given support to Actuarial Colloquia
in 2000, 2001, and 2002. The Institute does not have
any legal relationship with UBA, but in practice many
of its members are professors or teachers of actuarial
sciences at UBA or USAL; authorities of the Institute
have also participated as jury members to appoint
ordinary professors.
The Institute is a private, nonprofit organization
in which the main idea is the promotion of academic
activities related to actuarial science. Membership is
voluntary and not related to professional activities. A
full member must be a recognized actuary, but other
categories include any individual or entity related to

the areas of actuarial practice, insurance, or pensions.
There is no membership restriction for foreign candidates. Currently, the Institute has 60 members.
Contact: Mr. Mario Perelman, President. marioperelman@fibertel.com.ar

Consejo Profesional de Ciencias
Economicas de la Ciudad Autónoma de
Buenos Aires
According to the Decree Law 5103, dated March
2, 1945, professionals in economics, in order to
work independently, must be registered at a ‘Consejo Profesional de Ciencias Económicas’; this rule
applies to accountants, actuaries, administrators, and
economists, with a specific university degree given
in Argentina or specifically approved from another
country. Accordingly, in each state there is one such
public professional body in charge of enforcing professional standards. As a general rule, in order to be
able to issue independent reports and formal advice,
actuaries have to be registered at the Consejo of
the state where they work. Registration requires an
actuarial diploma issued by a recognized Argentine
University (private or public) or a diploma from a foreign university accepted by a public university with a
full actuarial program, like the University of Buenos
Aires.
Since 1945, the Consejo Profesional de Ciencias
Económicas de la Capital Federal (since the year
2000, Consejo Profesional de Ciencias Económicas
de la Ciudad Autónoma de Buenos Aires – Consejo)
has been the public legal entity responsible for the
registration, professional standards of practice, and
control of professional conduct (through a specific
tribunal of professional ethics) for actuaries and other
professionals in economics. Since August 2000, there
has been a new law, #466 that updates the institutional structure of the Consejo.
The total membership of this Consejo is about
50 000, from which 165, at the end of 2001, were
fully qualified actuaries. For actuaries (and other
professions), there exist two categories of members,
those with a university degree in their profession, and
those who in 1945, had been recognized as experts
in the actuarial area. There is no difference in the
professional activity that may be performed by each
category.
In Argentina, there are other Consejos, but as
almost all insurance companies have their legal
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address in the city of Buenos Aires, the Consejo of the
city of Buenos Aires is by large the most important in
the number of registered actuaries and the only one
related to the International Actuarial Association as
a full member.
The Consejo is a leading institution in Latin America, in organizing actuarial congresses, like
1993
1995
1997
2002

First Argentine Congress of Actuaries
Second Argentine and First Cone South
Congress of Actuaries
Third Argentine and First Pan-American
Congress of Actuaries
Fourth Argentine and Fifth Pan-American
Congress of Actuaries

In this congress, the Consejo had the participation not only of local and Latin American actuaries
but also of international leading professional associations like the Institute of Actuaries, the Society of
Actuaries, the Casualty Actuarial Society, and the
International Actuarial Association.
One day before the Fifth Pan-American Congress
of Actuaries, the International Actuarial Association
organized a ‘First International Professional Meeting
of Leaders of the Actuarial Profession and Actuarial
Educators in Latin America’, financed by the International Promotion and Education Fund and Actions,
to discuss the actuarial profession and actuarial education in Latin America.
The Consejo is conducted by a board of 25 members (3 of them must be actuaries) elected by registered professionals every 3 years.
As a different entity, but within the organization
of the Consejo, there exists a tribunal of professional
ethics, in charge of the judgment of professional
misconduct, according to a specific code, closely
related to the code proposed by the International
Actuarial Association.
The Consejo does not participate in the education process, nor does it organize exams. It has no
formal relationship with the University of Buenos
Aires, but may be called to give an opinion about
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the actuarial program of any university. The Consejo
is helping the UBA in updating its actuarial program
according to the syllabus of the International Actuarial Association.
The Consejo has several commissions, created for
specific purposes related to different professional and
academic subjects; one of these is the commission
of actuarial practice. The main purpose of the commission of actuarial practice is to help the board on
all subjects related to the profession, giving opinions on specific problems or documents, maintaining
communication with other professional associations
around the world, and organizing conferences and
congresses. It works jointly with the Instituto Actuarial Argentino.
Any registered actuary may be a member of the
commission and can vote on the different subjects.
Officers (president, vice president, and secretary) are
appointed by the board.
The Consejo has several publications, mainly
related to accounting practice (the largest major group
of registered members), that sometimes include some
subjects related to health management, insurance, and
social security. Papers submitted at actuarial congresses are available on the web page of the Consejo.

Contacts
Commission of Actuarial Practice
Dr. Rodolfo Pérez Raffo – President: gpraffo@intra
med.net.ar
Dr. Simon Abel Groll – Vice President: sagroll@hot
mail.com
Dr. Eduardo Melinsky – Board Member Coordinator:
edumel@melpel.com.ar
Web page of the Consejo: www.cpcecf.org.ar
EDUARDO MELINSKY, MARIO PERELMAN,
RODOLFO PEREZ RAFFO, SIMON ABEL GROLL &
SERGIO HOJENBERG

Association of Actuaries
and Financial Analysts
The Association of Actuaries and Financial Analysts (AAFA) was established in August 1998 upon
the initiative of a group of mathematicians, specialists in probability theory and mathematical statistics,
based on the desire of the Statistical Association of
Georgia to expand its insurance and financial analysis activities.
Since the establishment of AAFA, its activity
has always been ahead of the development of the
insurance market in Georgia. Although interest in
pension insurance has increased recently, there is
still a particular demand on the part of the market
to use the skills of actuaries. The legislation also
does not provide special treatment for the activities of
actuaries. Nevertheless, authorities and members of
AAFA are convinced that a real demand will emerge
in the near future and do their best to be adequately
prepared for this change.
At present, a main task of AAFA is to establish
an educational process of international standards and
adopt a certification process for new actuaries. For
the time being, members of AAFA contribute to this
effort by acting as faculty of applied mathematics at

the Technical University; in addition, regular seminars are held. At the same time, we hope that an
International Project of Education worked out by the
International Actuarial Association (AAFA is an
observer member of IAA since May 2000) will soon
be implemented with the assistance of the Institute of
Actuaries and the Society of Actuaries. This project
will be a reference point for the establishment of the
actuarial profession in Georgia.
AAFA holds annual meetings. The first one was
held in November 1999, and was attended by a
number of foreign guests. AAFA does not issue a
periodical magazine. Pamphlets encourage the visibility of the profession in the country.
At this stage, membership of AAFA is not limited – nearly half of the 30 members of AAFA
are students.

AAFA Contact
Address: A. Razmadze Mathematical Institute,
1, M. Aleksidze str., 380093 Tbilisi,
Georgia.
E-mail: underwriting@aldagi.com.ge;
guram@aldagi.com.ge
G. MIRZASHVILI

Association Royale des
Actuaires Belges
Koninklijke Vereniging der
Belgische Actuarissen (KVBA)
The Past
Belgium has a long actuarial tradition. Records date
from the end of the nineteenth century. Under the
inspiration of Amédée Begault, Charles Le Jeune, and
Léon Mahillon, the Association of Belgian Actuaries
was founded on January 8, 1895. Mr Henri Adan
became the first president of the Association.
Only a few months later, the Association had to
face an important challenge: the organization of the
first International Congress of Actuaries in Brussels
from September 2 to 6, 1895. It was in the same
year that, thanks to Amédée Begault, a permanent
Committee was set up in collaboration with France,
Germany, the United Kingdom, and the United States.
This Committee had to assure the continuity of future
International Congresses of Actuaries in collaboration
with national associations. Nowadays, the Permanent
Committee has become the International Actuarial
Association (IAA). For over a century, the seat of the
Committee was located in Brussels. The Board (president, secretary general, and treasurer) was composed
exclusively of Belgians. In 1997, the IAA moved to
Ottawa.
In 1920, King Albert I of Belgium allowed the
Association to use the qualification and title of
‘Royal’. From that moment on, the Association
has been called the Royal Association of Belgian
Actuaries (Association Royale des Actuaires Belges
(ARAB) or Koninklijke Vereniging der Belgische
Actuarissen (KVBA)).
Exactly 100 years after the first International Congress of Actuaries, on the occasion of the 100th
anniversary of the Association, the International Congress of Actuaries was again organized in Brussels.

The Present
The number of members has increased gradually.
In 1950, the Association numbered 41 members, in
1970, 77 members, and in 1994, 480 members. At

the end of 2002, the total number of members was
equal to 630.
There are two main categories of members: ordinary members and honorary members. Honorary
members are divided into associated members, corresponding members, donating members, members
‘honoris causa’, and members ‘for life’.
To become an ordinary member, a university graduate starts as a ‘young’ member if the following
conditions are fulfilled:
•
•
•
•

he has Belgian nationality or is a member of the
European Union;
he has profound theoretical knowledge of actuarial science;
he exercises the profession of an actuary or
instructs actuarial sciences;
he is under the age of 35.

At the end of 2002, the Association had 155 ‘young’
members.
After five years of membership, a ‘young’ member becomes an ‘ordinary’ member. There were 475
ordinary members at the end of 2002. Foreigners
not fulfilling the above-mentioned requirements can
join the Association, under certain conditions, as honorary members.
Nowadays, anyone who has obtained the required
academic degree in actuarial science at one of the four
universities (Katholieke Universiteit Leuven, Vrije
Universiteit Brussel, Université Catholique de Louvain, or Université Libre de Bruxelles) may work as
an actuary in Belgium without being a member of the
Association.
On the basis of a long tradition, actuarial education in Belgium is implemented in an exclusively
university-based system. The study of actuarial science is open to university graduates after the completion of a four-year college degree, which must have a
strong mathematical or economics base. The actuarial
education program is offered as a two-year university program at the master level. The first year of
actuarial training contains general courses on legislation, accounting, economics, probability, and statistics, and also basic actuarial training courses such
as life insurance, general insurance (see Non-life
Insurance), actuarial mathematics, risk theory, and
so on. The second year contains advanced actuarial
courses: risk theory, pension mathematics, Markov
models, stochastic finance, and so on. A master thesis
is required.
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In order to deal with the new educational challenges concerning international requirements, ARABKVBA decided to adapt its structure. The main innovation was the creation of an education committee.
Indeed, one of the most important tasks of the Association in the near future is to become a partner in
the actuarial educational system in Belgium, and also
to build adequate relations with the scientific world.
One can divide the tasks of the education committee into two main parts. The first series of tasks is to
supervise the Belgian actuarial education situation, to
construct the second and third stages of the Actuarial
Education Scheme, and to represent ARAB-KVBA in
international educational bodies. The second series of
tasks of the education committee consists in maintaining contacts with the actuarial scientific world
(i.e. creation of contacts/partnerships with Belgian
universities).
Other committees and task forces were established.
• International Affairs Committee: As the actuary
carries out his work within a world economy in which
the global approach is becoming more and more
important as far as activities, political, and economic
decisions are concerned, his activity is more and
more influenced by several international factors. As
a consequence, the Committee has decided to follow
developments at the international level very closely.
It wants to be an active player on several international
platforms such as the IAA worldwide as well as with
the Groupe Consultatif on the European level. The
general objectives of both groups correspond to those
of the professional organization.
• The Committee for Professional Interests: The
purpose of the Committee, in general, is to acquaint
the world with the profession of the actuary and
to promote the profession. Another objective is to
increase the professionalism of the actuary by formalizing procedures and techniques, and by publishing
guidelines and standards. Much attention is given to
expanding the expertise and skills of the actuary in
such a way that our Association is invited to act, on
a regular basis, as an expert in both insurance and
finance matters. Guidelines for insurance companies
and pension funds were published in the second half
of 2002.
These Committees meet at least four times a year.

Several workforces with the task of investigating actual problems and themes have also been
set up:
• Second Pillar Task Force: Tracking the development of legislation in respect to extra-legal benefits
(group insurances, pension funds).
• Mortality Task Force: Development of prospective mortality tables (see Life Table; Decrement
Analysis; Survival Analysis).
• Internet Task force: Development and follow-up
of the website.
• Task force for Permanent Education: Continuing Professional Development (CPD) is of primary
importance.
• Task Force for Fair Value and Risk-based Solvency: Participants from different horizons (insurance
companies, academic sector, actuarial consultants,
and control authorities) are brought together in order
to collect, to analyze, and to comment on information about the concepts of fair value and risk-based
solvency within the scope of the implementation of
the International Accounting Standards.
The board of Directors, which meets when
required but in any case once a month, supervises
all Committees and task forces. Members of
the Association meet on a regular basis either
during Ordinary Assemblies or during General
Assemblies.
Some first-class actuarial journals are managed by
Belgian academics, as ASTIN Bulletin and Insurance
Mathematics & Economics. A few years ago, in 2001,
the Board of Directors decided to launch the Belgian
Actuarial Bulletin (BAB). The aim of the BAB is
to publish articles pertaining to the ‘art’ and/or ‘sciences’ involved in contemporary actuarial practice.
The BAB welcomes articles providing new ideas or
techniques, articles improving existing ones as well
as survey papers of pedagogical nature. Another goal
of the BAB is to improve communication between
the practicing and academic actuarial communities.
The BAB also provides a forum for the presentation
of ideas, issues and methods of interest to actuaries.
In fact, the BAB continues the former “Bulletin de
l’Association Royale des Actuaires Belges – Bulletin
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van de Koninklijke Vereniging der Belgische Actuarissen” (BARAB), which was published for nearly
a century.
In order to keep members informed about activities and achievements of the committees and task
forces, a journal called ACTUANEWS is published
four times a year, since the spring of 1999.
More information about the Association as well as
on interesting links can be obtained via the website:
www.actuaweb.be.

The Future
The Association faces many long-term challenges.
1. Committee for Professional Interests:
– Drawing up of the Code of Conduct.
– Establishing an Institute of Actuaries.
2. Committee for International Affairs:
– Representing KVBA-ARAB in several committees of the IAA and GC.
– Playing a proactive role within these Committees (e.g. the ‘Survey on Professional
Responsibilities of Pensions Actuaries’ coordinated by the KVBA-ARAB).
3. Education Committee:
– Creation of a Belgian syllabus that will
reflect the qualifications of the KVBAARAB members.

–
–
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Representation in international education and
scientific committees.
Development of the second stage of the
Actuarial Education Scheme. The Actuarial
Education Scheme can be divided into three
successive stages. The first stage is the basic
actuarial study organized by the universities.
The second stage includes the organization
of courses related to the topic ‘Professionalism’ (including characteristics and standards
of the actuarial profession, code of conduct
and practice standards, the regulatory role
of actuaries, the professional role of actuaries). The third stage or CPD (Continuing Professional Development) is meant for
actuaries who want their knowledge continuously updated. The first and third stages are
already in force. The second stage still has
to be developed.

For additional information, please contact:
KVBA-ARAB
Gerda Elsen, Director
Nachtegalendreef 1
B-3140 Keerbergen, Belgium
E-mail: gerda.elsen@prof.ehsal.be
Tel: +32 478 57 33 12
Fax: +32 15 23 53 30
GERDA ELSEN

ASTIN
Scope of ASTIN
ASTIN stands for Actuarial STudies In Non-Life
insurance. It was created in 1957 as the first section
of IAA, the International Actuarial Association. It
has, as its main objective, the promotion of actuarial research, particularly in non-life insurance.
Recently, genetics and health care research have been
added to its activities.

History
ASTIN’s inaugural meeting took place in New York
on October 16, with 46 actuaries in attendance. The
first ASTIN Committee consisted of P. Johansen
(Chairman), E. Franckx (Editor), R. E. Beard, Sir
G. Maddex, B. Monic, F. Perryman, and C. Philipson. During that meeting, the ASTIN rules were
drafted and adapted; four scientific papers were read;
the annual dues were set at Belgian Francs (BEF)
200, about US$4; and it was decided to publish a
scientific journal – the ASTIN Bulletin.
The association grew rapidly – membership
reached 500 in 1965, and 1000 in 1975. Currently,
ASTIN has over 2200 members in nearly 50 countries. ASTIN Colloquia take place on a near-annual
basis, with attendance often exceeding 200. The
ASTIN Bulletin has evolved from a collection of
colloquia papers, published irregularly, to a prestigious refereed scientific journal, publishing annually
about 350 pages of actuarial articles encompassing
all theoretical and practical applications from probability models to insurance. Despite the growth of the
association, and the increased services provided to
members, annual dues remain very modest; increased
to BEF 1000 (about $27) in 1977, dues are still at this
level after 25 years without any increase.

ASTIN Bulletin
Twice a year, ASTIN publishes the ASTIN Bulletin,
the internationally renowned refereed scientific journal of the actuarial profession. Two recent studies
[1, 2] found that the ASTIN Bulletin is the journal
with the most impact in the field, and is the most
widely cited among actuarial journals. The Bulletin

is distributed free of charge to all ASTIN members. In addition, all members of AFIR, the financial section of IAA, also receive the Bulletin. With
AFIR members and external subscriptions (universities, insurance companies, individuals), the circulation of the Bulletin exceeds 3000. The entire past
collection of the Bulletin can be downloaded free of
charge from the Casualty Actuarial Society website
(http://www.casact.org/library/astin/index.htm).
The ASTIN Bulletin started in 1958 as a journal providing an outlet for actuarial studies in nonlife insurance. Since then, a well-established non-life
methodology has resulted, which is also applicable to
others fields of insurance. For that reason, the ASTIN
Bulletin publishes papers written from any quantitative point of view – whether actuarial, econometric,
mathematical, statistical, and so on – analyzing theoretical and applied problems in any field faced with
elements of insurance and risk. Since the foundation
of the AFIR section of IAA in 1988, the ASTIN Bulletin has opened its editorial policy to include any
papers dealing with financial risk.
Nonmembers of ASTIN and AFIR, such as university libraries, insurance companies, and academics,
can subscribe to the ASTIN Bulletin by contacting the publisher, Peeters, Bondgenotenlaan, 153,
B-3000 Leuven, Belgium. Peeters’ email address is
peeters@peeters-leuven.be. The annual subscription
price is 80 Euros.
Guidelines for authors can be found in any copy
of the ASTIN Bulletin. The ASTIN Bulletin publishes
articles in English or in French.

ASTIN Colloquia
Almost every year, ASTIN organizes an international
colloquium. Attended by actuaries from all over the
world, these colloquia bring together academics and
practitioners, and provide an outstanding forum for
the exchange of knowledge among actuaries of different countries and disciplines. They allow participants
to keep up to date with the fast changes occurring in
the actuarial field. Meetings usually include invited
lectures, contributed papers, and panels discussing
current issues. All papers submitted to colloquia are
distributed in advance to all participants, so that more
time can be devoted to discussion of ideas. ASTIN
Colloquia usually take place in attractive and interesting sites, which add a friendly and collaborative
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atmosphere to the professional stimulation of working sessions through social and cultural activities.
Thirty four ASTIN colloquia have taken place. The
increasingly international nature of ASTIN Colloquia is illustrated by the location of recent meetings:
Cairns, Australia (1997), Glasgow (1998), Tokyo
(1999), Porto Cervo, Italy (2000), Washington, DC
(2001), Cancun, Mexico (2002), and Berlin (2003).
Future meetings will take place in Bergen, Norway
(2004), and Zurich, (2005).

Actuarially Emerging Countries Program
A portion of the ASTIN income is devoted to the
development of actuarial science in actuarially emerging countries. In 1997, ASTIN donated 18 of the
most important actuarial textbooks to 120 universities
and actuarial associations throughout the emerging
world. These recipients also get a free subscription to
the ASTIN Bulletin. ASTIN has started a program to
sponsor seminars. In India, Croatia, Latvia, Estonia,
Poland, Zimbabwe, Chile, and Hong Kong, ASTIN
members have taught the principles of loss reserving (see Reserving in Non-life Insurance), merit
rating (see Bonus–Malus Systems) in motor insurance (see Automobile Insurance, Private; Automobile Insurance, Commercial), financial economics
in insurance, applications of stochastic processes,
and stochastic models for life contingencies, to actuarial students and practitioners. National actuarial
associations and universities interested in hosting

an ASTIN seminar should contact the IAA delegate to the ASTIN Committee, Jean Lemaire, at
lemaire@wharton.upenn.edu.

Membership
Membership is open to all members of the IAA. In
order to join, prospective members need only contact the National Correspondent for the IAA of their
own national actuarial association. Annual dues are
40 Canadian dollars. Individual members of the IAA,
from countries where there is no actuarial association
that is a member of the IAA, may apply directly to
the IAA secretariat for ASTIN membership (director@actuaries.org). ASTIN may also admit as a special member an individual or organization that is not
a member of the IAA. Admission to this category
is decided by the committee of ASTIN, upon the
recommendation of at least two ordinary members
of ASTIN.
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Bailey, Arthur L.
(1905–1954)
Arthur L. Bailey was described by Thomas O. Carlson (President of the Casualty Actuary Society from
1951–1952) at the 17th International Congress of
Actuaries in 1964 as ‘probably the most profound
contributor to casualty actuary theory the United
States has produced.’
After graduating from the University of Michigan
in 1928, Bailey began his career as a statistician for
the United Fruit Company. He recalled this in regard
to his entry into the profession:
‘The first year or so I spent proving to myself that
all of the fancy actuarial procedures of the casualty business were mathematically unsound. They are
unsound – if one is bound to accept the restrictions
implied or specifically placed on the development
of classical statistical methods. Later on I realized
that the hard-shelled underwriters were recognizing
certain facts of life neglected by the statistical theorists. Now I am convinced that the casualty insurance
statisticians are a step ahead in most of those fields.
This is because there has been a truly epistemological review of the basic conditions of which their
statistics are measurements.’

What Bailey was alluding to – the recognition of
heterogeneity of populations as opposed to the homogeneity assumed in classical studies, the imposition of
restrictive conditions on groups of estimates considered in the aggregate rather than upon each individual
estimate, with consequent reduction in the variances
involved, and the development of ‘credibility’ formulas to produce consistent weightings of statistical
experience – would later be elaborated in his groundbreaking paper [1, 2].
For this paper, as well as his revolutionary work in
developing credibility theory using Bayesian methods (see Bayesian Statistics), Bailey continues to be
cited as a key pioneer in applicable and academic
actuarial science.
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Beard, Robert Eric
(1911–1983)
Beard was born in January 1911. After an engineering training, he joined Pearl in 1928, a nonlife insurance company, also active in the industrial life sector. He qualified as a Fellow of both
the Institute of Actuaries and of the Royal Statistical Society in 1938. During World War II, he
was involved in developing techniques of operations
research for the Admiralty. After a business stay in
the United States, he returned to his former company
to become its Assistant General Manager. By 1967,
he became the General Manager for the next five
years. After his retirement, Beard took up part-time
positions as insurance advisor at the Department of
Trade and Industry and professor at Essex University
and Nottingham University. He died on 7 November
1983.
Beard played a crucial role in the founding of
ASTIN. During the first 10 years after its creation
in 1957, he was the secretary of the ASTIN Committee. He served as editor of the Astin Bulletin
from 1959 to 1960 and chaired ASTIN from 1962
to 1964.
Beard’s name is undoubtedly associated with the
first textbook on risk theory that appeared for the
first time in 1969, had a first reprint and then an
extended revision [3] in 1984 to be succeeded by [4].
However, thanks to his mathematical skills, he also

contributed substantially to the calculation of actuarial functions in [1] and to mortality (see Mortality
Laws) and morbidity studies in [2]. In particular,
Beard has been responsible for the concept of frailty
as it has been coined in [7]. For obituaries on Beard,
see [5, 6].

References
[1]

[2]

[3]

[4]

[5]
[6]
[7]

Beard, R.E. (1942). The construction of a small-scale
differential analyser and its application to the calculation
of actuarial functions, Journal of the Institute of Actuaries
71, 193–211.
Beard, R.E. (1971). Some aspects of theories of mortality,
cause of death analysis, forecasting and stochastic processes, in Biological Aspects of Demography, W. Brass,
ed., Taylor & Francis, London.
Beard, R.E., Pentikäinen, T. & Pesonen, E. (1984). Risk
Theory. The Stochastic Basis of Insurance, 3rd Edition,
Chapman & Hall, London.
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Bernoulli Family

Jacob Bernoulli

Bernoulli Family
The Bernoulli family from Basel, Switzerland, has
among its members, jurists, mathematicians, scientists, doctors, politicians, and so on. Many of them
left a mark on the development of their specific
discipline while some have been excelling in more
than one area. Below is a small excerpt from the
Bernoulli family pedigree. Four of the Bernoulli’s
(boldfaced in the excerpt) have contributed to probability theory in general and to actuarial science more
specifically (see Figure 1). We highlight their main
achievements but restrict ourselves as much as possible to issues that are relevant to actuarial science.
Excellent surveys of the early history of probability and statistics can be found in [9, 17, 18]. For
collections of historical papers on history and the role
played by the Bernoullis, see [14, 16, 19]. A wealth
of historical facts related to actuarial science can be
found in [20]. For information on the Bernoulli family, see [12]. For extensive biographies of all but
one of the Bernoulli’s mentioned below, see [10].
Alternatively, easily accessible information is available on different websites, for example, http://wwwgap.dcs.st-and.uk/ history/Mathematicians

In 1676, Jacob received his first university degree
in theology. After travelling extensively through
Switzerland, France, the Netherlands, and England,
he returned to Basel in 1683 to lecture on experimental physics. Four years later, he became professor of
mathematics at the University of Basel and he held
this position until his death in 1705. For an extensive
biography of Jacob Bernoulli, see [16].
Jacob made fundamental contributions to mechanics, astronomy, the calculus of variations, real analysis, and so on. We will focus on his achievements
in probability theory, collected in volume 3 of his
opera omnia [6]. The residue of his work in this area
can be found in the renowned Ars Conjectandi [5].
When Jacob died in 1705, the manuscript of the Ars
Conjectandi was almost completed. Owing to family quarrels, the publication was postponed. Thanks
to the stimulus of Montmort (1678–1719), the book
finally appeared in 1713 with a preface of Nicholas
Bernoulli, a son of Jacob’s brother Nicholas.
In summary, the Ars Conjectandi contains (i) an
annotated version of [11], (ii) a treatment of permutations and combinations from combinatorics, (iii)
studies on a variety of games and (iv) an unachieved
fourth and closing chapter on applications of his
theories to civil, moral, and economic affairs. The
first three chapters can be considered as an excellent

The Bernoulli family
Nicholas
1623−1708

Jacob
27.12.1654−16.8.1705

Nicholas
1662−1716

Johann
6.8.1667−1.1.1748

Nicholas (I)
21.10.1687−28.11.1759

Nicholas (II)
1695−1726

Figure 1

The Bernoulli family

Daniel
8.2.1700−17.3.1782

Johann (II)
1710−1790
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treatise on the calculus of chance, with full proofs
and numerous examples.
Jacob was the first scientist to make a distinction
between probabilities that could be calculated explicitly from basic principles and probabilities that were
obtained from relative frequencies. He also expanded
on some of the philosophical issues related to probabilistic concepts like contingency and moral certainty.
Of course, Jacob’s main contribution has been the
first correct proof of (what we now call) the weak
law of large numbers (see Probability Theory),
proved in the fourth chapter. In current terminology,
this theorem states essentially that the relative frequency of the number of successes in independent
Bernoulli trials converges in probability to the probability of success. The influence of this basic result
on the development of probability and statistics can
hardly be overstated. For an in-depth discussion of
Bernoulli’s theorem, see [17]. Let us also mention
that Jacob was the first mathematician to use infinite
series in the solution of a probability problem.

Johann Bernoulli
Jacob taught his younger brother, Johann, mathematics during the latter’s medical studies. Together
they worked through the manuscripts of Leibniz
(1646–1716) on the newly developed integral calculus. After collaborating for many years on the same
problems, the brothers became hostile towards each
other, bombarding each other with insults and open
problems. In 1695, Johann was appointed professor
of mathematics at the University of Groningen, the
Netherlands. He returned to Basel in 1705 to succeed
his brother as professor of mathematics. For a more
extensive biography, see [16].
Johann’s main contributions are in the areas of
real analysis, astronomy, mechanics, hydrodynamics, and experimental physics. He also took part in
correspondence on probabilistic questions with his
nephew Nicholas and Montmort. Perhaps his best
known result in probability theory is the analytic solution of the problem of points for the case in which
both players do not have the same chance of winning.

Nicholas Bernoulli
After obtaining a master’s degree under Jacob in
mathematics in 1704, Nicholas received his doctorate

in law at the age of 21. His thesis might be considered
as a partial realization of Jacob’s intention to give
applications of the Ars Conjectandi to legal issues.
Below, we treat some of his results in more detail.
Apart from them, he discusses lotteries, marine
insurance, and reliability of witnesses in court cases.
The importance of the contributions of Nicholas,
this nephew of Jacob and Johann, in actuarial sciences
at large, can hardly be overestimated. We hint at a
number of highlights from his contributions.
A first life table was included in a review of
Graunt’s book, Observations made upon the Bills of
Mortality as it appeared in the Journal des Sçavans
in 1666. This lead to the question of calculating
the chance for a person of a specific age x to die
at the age x + y. Apart from his uncle Jacob and
the brothers Huygens, Nicholas also got interested
in this problem and treated it in his thesis De Usu
Artis Conjectandi in Jure, a clear reference to Jacob’s
work.
He also treated there the problem of deciding
legally when an absent person could be considered
dead, an important issue when deciding what to do
with the person’s legacy.
An issue with some relevance towards demography that has been at the origin of lots of disputes
among scientists and theologians was the stability
of the sex ratio, indicating a surplus of males over
females in early population data. This problem originated from a paper by Arbuthnot [2], in which he
claimed to demonstrate that the sex ratio at birth was
governed by divine providence rather than by chance.
As stated by Hald [9], Nicholas stressed the need to
estimate the probability of a male birth, compared this
to what might be expected from a binomial distribution (see Discrete Parametric Distributions), and
looked for a large sample approximation. In a certain
sense, his approach was a forerunner of a significance
test.
Nicholas contributed substantially to life insurance mathematics as well. In Chapter 5 of his thesis,
he calculates the present value of an annuity certain (see Present Values and Accumulations). In
Chapter 4, he illustrates by example (as de Witt
and Halley did before him) how the price of a life
annuity has to depend on the age and health of the
annuitant.
In the years 1712 to 1713, Nicholas traveled in
the Netherlands, and in England where he met de
Moivre (1667–1754) and Newton (1642–1727) and
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in France where he became a close friend of Montmort (1678–1719). Inspired by the game of tennis,
Nicholas also considered problems that would now
be classified under discrete random walk theory or
ruin theory. Such problems were highly popular
among scientists like Montmort and Johann Bernoulli
with whom Nicholas had an intense correspondence.
Issues like the probability of ruin and the duration
of a game until ruin are treated mainly by recursion
relations. The latter procedure had been introduced
by Christian Huygens in [11].
In the correspondence, Nicholas also treats a card
game Her, for which he develops a type of minimax strategy, a forerunner of standard procedures
from game theory (see Cooperative Game Theory;
Noncooperative Game Theory). He also poses five
problems to Montmort, the fifth of which is known
as the St. Petersburg Paradox. See below for Daniel
Bernoulli’s contribution to its solution.
It remains a riddle why Nicholas suddenly left
the probability scene at the age of 26. In 1716, he
became a mathematics professor in Padua, Italy, but
he returned to Basel to become professor of logic in
1722 and professor of law in 1731. For a biography,
see [21].

Daniel Bernoulli
Born in Groningen, Daniel returned with the family to
Basel in 1705 where his father filled the mathematics
chair of his uncle Jacob. After studying in Heidelberg
and Strassbourg, he returned to Basel in 1720 to
complete his doctorate in medicine. In 1725, he was
appointed at St. Petersburg together with his older
brother Nicholas (1695–1726), who unfortunately
died the next year. Later Daniel returned to Basel
to teach botany.
While his major field of expertise has been hydrodynamics, Daniel made two important contributions
to probabilistic thinking. First of all, in 1738 he published the paper [3] that introduces the concept of
utility theory. Because of the place of publication,
the tackled problem is known under the name of St.
Petersburg Paradox. The problem deals with a game
where a coin is tossed until it shows heads. If the
head appears at the nth toss a prize of 2n−1 is paid.
The expected gain is then
 n
∞

n−1 1
2
= ∞,
(1)
2
n=1
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yet all payoffs are finite. This was considered a
paradox. Nicholas tried to resolve the paradox by
suggesting that small probabilities should be taken to
be zero. Daniel however reasoned that to a gambler,
the value or utility of a small amount of money is
inversely proportional to the amount he already has.
So, an increase by dx in money causes du = k dx
x
in increased utility. Hence the utility function for the
game should be u(x) = k log x + c. If the gambler
starts with an amount a and pays x to play one game,
then his fortune will be a − x + 2n−1 , if the game
lasts n trials. His expected utility is therefore
 
∞

 1 n

,
(2)
k log(a − x + 2n−1 ) + c
2
n=1
and this should be equal to k log a + c to make the
game fair. Hence x should solve the equation
 n
∞

1
log(a − x + 2n−1 )
= log a.
(3)
2
n=1
For further discussions on the paradox, see Feller [8] or Kotz e.a. [15]. For a recent treatment of
the problem and references see [1, 7].
Secondly, and as pointed out in an extensive
treatment by Stigler [18], Daniel published a short
paper [4] that might be viewed as one of the earliest attempts to formulate the method of maximum
likelihood; see also [13].
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Borch, Karl Henrik
(1919–1986)
Developments in insurance economics over the past
few decades provide a vivid illustration of the interplay between abstract theorizing and applied research.
In any account of these developments, the specific
early contributions of Karl Henrik Borch, from the
late fifties on, are bound to stand out.
Karl Borch’s life was eventful – sometimes
adventurous. Reality, however, was neither easy, nor
straightforward. Karl Borch was born in Sarpsborg,
Norway, March 13, 1919. He graduated from high
school in 1938, and started working in the insurance
industry at the same time as he commenced his
undergraduate studies at the University of Oslo. As
with many of his generation, his education was
interrupted by the Second World War. In 1941, he
fled to London, where at first he worked in the
office of foreign affairs attached to the Norwegian
exile government. Later he spent three years with
the Free Norwegian Forces in Great Britain. In
1947, he returned to Norway after the war and
graduated with a master of science in actuarial
mathematics.
After his graduation, Borch was hired by the
insurance industry, but his tenure was again shortlived. In August 1947, a new period in his life started
with an appointment as the Science Liaison Officer at
UNESCO, serving in the Middle East, a position he
held till 1950. New appointments at the UN followed,
first as the Technical Assistance Representative in
Iran during 1950–1951 and then back to UNESCO,
now in the southern part of Asia, in 1952. During
the years 1953–1954, he represented UNICEF in
Africa, south of Sahara. From 1955, till the summer
of 1959, he was with the OECD in Paris as the
director of the organization’s division of productivity
studies.
This sketch of Karl Borch’s professional life so far
gives few indications of a future scientific career. An
exception may be the spring semester of 1953, which
he spent as a research associate at the Cowles Commission for Research in Economics at the University
of Chicago, then the leading center in the world for
the application of mathematical and statistical methods in economic research. Here he met some of the
world’s leading economists. As a result of this short

stay, he published an article [6] in Econometrica –
the avant-garde journal for quantitative economic
research – about the effects on demand for consumer
goods as a result of changes in the distribution of
income.
In 1959, he took the important step into the academic world. The opportunity came at the Norwegian
School of Economics and Business Administration
(NHH), located in Bergen, through a donation of a
chair in insurance. Borch was given the scholarship
associated with the chair, and he used this three-year
period to take his doctorate at the University of Oslo
in 1962. In 1963, he was finally appointed the professor of insurance at the NHH, a position he held
until his untimely death on December 2, 1986, just
before his retirement.
The step in 1959 must have been perceived as a
rather risky one, both for him and for NHH. Borch
was then 40 years of age, his academic credentials
were limited, and although being an actuary with
some – although rather limited – experience, he had
not written anything in the field. But Borch fearlessly accepted the new challenge. In [36] he writes:
‘When in 1959 I got a research post which gave me
almost complete freedom, as long as my work was
relevant to insurance, I naturally set out to develop
an economic theory of insurance’. Sounds simple
and uncomplicated. That he, within a year, should
have made a decisive step in that direction is amazing. What he did during these first years of his
‘real’ research career was to write the first of a long
series of seminal papers, which were to put him on
the map as one of the world’s leading scholars in
his field.
The nature of the step is also noteworthy. Borch
knew the recent theoretical papers of Allais [1, 2],
and especially Arrow [3], and the subsequent reformulation of general equilibrium theory by Arrow
and Debreu [4]. He was also aware of the von Neumann and Morgenstern [31] expected utility representation of preferences (see Utility Theory). He
understood perfectly their significance as well as
their limitations, at a time when very few economists
had taken notice. As he explained more explicitly
in 1962, he attributed that lack of recognition to the
fact that these ‘relatively simple models appear too
remote from any really interesting practical economic
situation. . . However, the model they consider gives
a fairly accurate description of a reinsurance market’ [10].

2

Borch, Karl Henrik (1919–1986)

One important contribution, in the papers [7] and
[8] was to derive testable implications from the
abstract model of general equilibrium with markets
for contingent claims. In this way, he brought
economic theory to bear on insurance problems,
thereby opening up that field considerably; and he
brought the experience of reinsurance contracts
to bear on the interpretation of economic theory,
thereby enlivening considerably the interest for
that theory. In fact, Borch’s model is complete
by construction, assuming that any reinsurance
contract can be signed. Thus, he did not need the
rather theoretical, and artificial, market consisting of
so-called Arrow–Debreu securities [4]. This made
his model very neat and opened up for many
important insights.
Borch was also influenced by the subjective expected utility representation proposed by Leonard Savage [34], and was early on aware of Bruno de
Finetti’s fundamental theories [24]. Here the preference relation is defined directly on a set of objects,
called acts, which is typically more suitable for most
purposes, certainly for those of Borch, than having this relation defined over a set of lotteries, as
in the von Neumann-Morgenstern representation. He
wrote a really entertaining paper in the Bayesian tradition [16] (see Bayesian Statistics).
Borch did not write only about insurance, but
it is fair to say that after he started his academic
career, practically his entire production was centered on the topic of uncertainty in economics in
one form or the other. Many of his thoughts around
the economics of uncertainty were formulated in
his successful book [12] (also available in Spanish,
German and Japanese). The background for this particular work is rather special: Borch was visiting
The University of California, Los Angeles, where
he was about to give a series of lectures in insurance economics. The topic did not seem to attract
much attention at the time, and only a few students signed up for the course. Then Borch changed
marketing strategy, and renamed the course ‘The
Economics of Uncertainty’. Now a suitably large
group of students turned out, the course was given,
the contents changed slightly, and the well-known
book resulted. This illustrates the close connection
between economics of uncertainty and insurance economics, at least as seen from Karl Borch’s point
of view.

In his subsequent publications, Karl Borch often
related advanced theoretical results to casual observations, sometimes in a genuinely entertaining manner,
which transmits to younger generations a glimpse of
his wit and personal charm.
Several papers by Karl Borch follow a simple lucid pattern: after a brief problem-oriented
introduction, the first-order conditions for efficient
risk-sharing are recalled, then applied to the problem
at hand; the paper ends with a discussion of applicability and confrontation with stylized facts. And the
author prefers a succession of light touches, in numbered subsections, to formal theorems and lengthy
discussions.
Borch helped establish, and traveled repeatedly,
the bridge that links the theory of reinsurance markets
and the ‘Capital Asset Pricing Model’ (CAPM) (see
Market Equilibrium), developed by his former student Jan Mossin, among others [28]. Although Borch
was keenly conscious of the restrictive nature of the
assumptions underlying the CAPM, he often used that
model as an illustration, stressing, ‘the applications of
CAPM have led to deeper insight into the functioning
of financial markets’ (e.g. [18, 19, 22]).
There is a story about Borch’s stand on
‘mean–variance’ analysis. This story is known to
economists, but probably unknown to actuaries:
He published a paper [14] in Review of Economic
Studies, and Martin Feldstein, a friend of Borch,
published another paper in the same issue on
the limitations of the mean–variance analysis for
portfolio choice [23] (see Portfolio Theory). In
the same issue, a comment [35] from James Tobin
appeared. Today Borch’s and Feldstein’s criticism
seems well in place, but at the time this was shocking
news. In particular, professor James Tobin at Yale,
later a Nobel laureate in economics, entertained at
the time great plans for incorporating mean–variance
analysis in macroeconomic modeling. There was even
financing in place for an institute on a national
level. However, after Borch’s and Feldstein’s papers
were published, Tobin’s project seemed to have
been abandoned. After this episode, involving two
of the leading American economists, Borch was
well noticed by the economist community, and
earned a reputation, perhaps an unjust one, as a
feared opponent.
It may be of some interest to relate Borch’s view
of the economics of uncertainty to the theory of ‘contingent claims’ in financial economics, the interest
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of which has almost exploded, following the paper
by Black and Scholes [5] (see Asset–Liability Modeling). In order to really understand the economic
significance of these developments, it is well worth
to study the theory in Borch’s language (e.g. [12,
13]), where many of the concepts are more transparent than in the ‘modern’ counterpart. For example, Karl Borch made important, early contributions
towards the understanding of the notion of complete
markets as earlier indicated (e.g. [10, 18–20]). And
the famous linear pricing rule preventing arbitrage is
the neoclassical one just as in Borch’s world, where
the main problem is to characterize the ‘state price
deflator’ from underlying economic primitives ([10,
18, 21, 22], among others).
A lot can be said about Karl Borch’s importance
for NHH. His appointment as professor coincided
with the big expansion period in the 1960s, which
transformed the School from a small to a relatively
large institution of its type. For the generation of
researchers who got attached to NHH as research
assistants in this period, Borch had an enormous influence – as teacher, advisor, and as a role model. He
gave the first lectures at graduate level, and was
the personal advisor for a long series of master’s
(licentiate) and doctoral candidates. As an advisor,
he stimulated his students to study abroad, and using
his broad network of international contacts, he helped
them to get to the best places. He also encouraged them to raise their ambitions and write with
a view towards international publishing. The international recognition NHH enjoys today is based on
the fundamental efforts by Borch during this period.
We still enjoy the fruits of his efforts. Naturally
enough, Borch influenced the research orientation of
a group of younger scholars. Over a period, NHH
was in fact known as the place where ‘everybody’
was concerned with uncertainty. Both for his own
research and for his inspiration and encouragement to
the research environment, he was the obvious choice
to receive the NHH Price for Excellent Research,
awarded for the first time at the School’s fiftieth
anniversary in 1986.
Karl Borch was member of a number of professional organizations. He took part in their activities with enthusiasm and presented his ideas in
innumerable lectures, discussions, and written contributions. After Karl Borch had participated for
the first time at the third meeting of the Geneva
Association, held in Geneva in June of 1973, he
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became a driving force behind the maturation, extension, and the credibility of this group. In 1990,
this association honored his memory by publishing [27]. The consistent quality of his contributions
led to an invitation to present the fourth ‘Annual
Lecture’ in 1980 entitled: ‘The Three Markets for
Private Insurance’, a series of lectures organized
by the Geneva Association. This series, by the
way, was inaugurated by Kenneth Arrow, and benefited from the contribution of various world-known
economists such as Martin Feldstein, Joseph Stiglitz,
Edmond Malinvaud, Robert Merton, Jacques Drèze,
and others. Karl Borch was also invited to the
Royal Statistical Society in London, where he presented [11]. Here, among many other things, he
relates his findings to de Finetti’s [25] ‘collective
theory of risk’.
During his period as a professor, from 1962 till
his death in December 1986, he had more than 150
publications in scientific journals, proceedings and
transactions from scientific conferences, among them
three books ([12, 15, 22]). In addition to what has
already been said, it should be mentioned that his
pioneering work on Pareto optimal risk exchanges in
reinsurance (e.g. [7–10]) opened a new area of actuarial science, which has been in continuous growth
since. This research field offers a deeper understanding of the preferences and behavior of the parties in
an insurance market. The theory raises and answers
questions that could not even be put into shape by
traditional actuarial handicraft: how can risk be optimally shared between economic agents, how should
the insurance industry best be organized in order to
further social security and public welfare? Finally,
it should be mentioned that Borch gave many contributions to the application of game theory (see
Cooperative Game Theory; Noncooperative Game
Theory) in insurance (see e.g. [8, 9, 15]). Game theory attracted Borch’s clear intellect. In particular,
he characterized the Nash [29] bargaining solution
in a reinsurance syndicate [9], and also analyzed
the moral hazard problem in insurance [17] by a
Nash [30] equilibrium in mixed strategies, among
many other applications.
Some of his articles have been collected in [15]
(with a foreword by Kenneth J. Arrow). His output
averages more than six published papers a year as
long as he held the chair in Bergen. At the time
of his death, he was working on a manuscript to a
fundamental textbook in the economics of insurance.
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This manuscript, supplemented by some of Borch’s
papers, was later published [22] with the help of
professor Agnar Sandmo and Knut Aase. This book
was translated into Chinese in 1999.
Karl Borch will be remembered by colleagues and
students at the NHH and in many other places as
a guide and source of inspiration, and by a large
number of people all over the world as a gentle and
considerate friend who had concern for their work
and everyday life.
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7, 1–68.
de Finetti, B. (1957). Su una Impostazione Alternativa
della Teoria Collettiva del Rischio, Transactions of the
XV International Congress of Actuaries, Vol. V(II), New
York, pp. 433–443.
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Publishers, Boston-Drordrecht-London, pp. 41–65.
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Optimality; Reinsurance; Utility Theory)
KNUT K. AASE

Brazilian Institute of
Actuaries (IBA)
The Brazilian Institute of Actuaries (IBA) was
founded in 1944 by mathematicians and researchers
interested in extending their field of study to subjects
related to actuarial science. Established in Rio de
Janeiro, IBA’s main objective is to promote and
support research and development initiatives, aiming
at improving the scientific study of contingent facts
of an economic, financial, or biometric nature, in all
their aspects and applications.
The Institute is the only entity representing the
actuarial profession in Brazil, and for this reason it
has concentrated efforts toward becoming a formal
regulatory body. This new status would render it more
capable to employ the adequate means to address
professional issues in this area.
Professional actuaries are required by the Brazilian legislation to register with the National Labor
Department prior to their employment in the Brazilian
market, and although IBA has not been assigned any
formal responsibility by the government, it plays an
important part in this regulation by assuring professional ethics and good practice among professionals.
The National Labor Department requires professional
actuaries to present one of following documents for
registration:
•
•

Bachelor’s degree in actuarial science, duly recognized and registered with the National Department of Education; or
Bachelor’s degree in actuarial science from a
recognized foreign institution and accepted by the
National Department of Education.

In 2002, the International Actuarial Association (IAA) defined a minimum standard syllabus
for actuarial science courses, with which all affiliated actuarial associations will be required to comply by 2005. With this purpose, and as a member
of the IAA, the IBA is committed to implement
a certification process using exams to which new
applications would have to be submitted, following
a trend already consolidated not only in the United
States, but also in Canada and in certain European
countries.

In August 2003, the Institute had more than
600 members, including individuals and legal entities providing actuarial services, as well as pension
funds, capitalization entities, and insurance companies. Members are admitted to one of the six membership categories after approval by decision of either
the Institute’s board of directors or the plenary of
members.

IBA Membership Categories
• Junior members: Students from a recognized
graduation course in actuarial science, formally
accepted by IBA’s board of directors;
• Individual members: Actuaries with a Bachelor’s Degree obtained from an accredited Brazilian
or foreign institution, admitted by IBA’s board of
directors;
• Organizations: Private companies and public entities, officially accepted by IBA’s board of directors;
• Honorary: Individuals granted this position by the
Plenary of Members as a recognition of the value
of their work, scientific knowledge, or experience in
areas related to the objectives pursued by the IBA;
• Meritorious: Individuals and legal entities considered by the Plenary of Members to deserve public
recognition from the IBA as a result of their legacy,
relevant services, or donations.
• Correspondents: Brazilian or non-Brazilian residents accepted by the board of directors because of
their interest in the Institute’s activities or to their
contribution to the IBA.
The board of directors holds monthly meetings to
discuss and decide upon issues relevant to the Institute’s interests. Many of the positions assumed by
the board of directors are based on previous studies carried out by the various existing commissions
that centralize discussions in specific areas such as
pension funds, general insurance, health insurance,
capitalization plans, education, foreign relations, and
planning of events.
Every September, a general meeting is held in
order to revise and ratify the Institute’s annual report,
statements of accounts and their corresponding audit
reports. This assembly also votes to choose the members to compose the following year’s audit committee. Every two years, this general board meeting also
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elects the president, the vice president and the board
of directors for the following two-year term.
The IBA maintains a newsletter focusing on topics
of actuarial interests: ATUAR. Published bimonthly
in Portuguese since January 1996, it has proved
to be an efficient channel of communication with
associates, bringing news from the Brazilian actuar-

ial market and interviews, as well as book reviews
and suggestions of relevant websites and news features. Visit www.atuarios.org.br to access the web
version of ATUAR and to find out more about
the IBA.
CARLOS TEIXEIRA & LEONARDO CAMOZZATO

British Actuarial Journal
The British Actuarial Journal is the journal of the
Faculty of Actuaries and of the Institute of Actuaries. It was first published in 1995, and is one of
the signs of the close cooperation that exists between
the Faculty and the Institute.
Although the British Actuarial Journal is a relatively new publication, its roots go back a long
way, actuarially speaking, as it was formed from the
merger of the Journal of the Institute of Actuaries and
the Transactions of the Faculty of Actuaries. Of these,
the Journal of the Institute of Actuaries first appeared
in 1848 as The Assurance Magazine. Two volumes
later, it became The Assurance Magazine and Journal of the Institute of Actuaries, and for Volumes 14
to 25 it was the Journal of the Institute of Actuaries and Assurance Magazine. The name Journal of
the Institute of Actuaries was adopted in 1886. One
hundred and twenty-one volumes were published.
The first volume of the Transactions of the Faculty
of Actuaries was published in 1904, long after the
formation of the Faculty. Previously, Scottish actuarial papers had appeared in the Transactions of the
Actuarial Society of Edinburgh. There were 44 volumes of the Transactions of the Faculty of Actuaries
published, most covering 2 years.
Both the Institute and the Faculty established these
publications in order to publish the papers discussed
at their ordinary general meetings, and these are
still the backbone of the British Actuarial Journal,
together with the abstracts of the discussions of
these papers held at the meetings. Some ordinary
general meetings have no paper to discuss, being
debates or discussions. These are also published,
unless the subject being discussed is deemed to be
of a sensitive nature, which does not often occur.
All papers discussed are agreed upon by the relevant
meetings committee, and are subject to scrutiny.

Papers are also submitted for publication only, and
are subject to thorough scrutiny. Such papers cover a
wide spectrum of actuarial interests, from the general
to the specific to the academic, and include review
papers. Papers are submitted from many countries –
from actuaries and nonactuaries.
The British Actuarial Journal also includes other
items of interest to the profession. These include
the addresses of the presidents of the Institute and
the Faculty, guest editorials, regular papers on stock,
market indices, and on United Kingdom mortality,
abstracts from actuarial journals worldwide, book
reviews, and information concerning the British actuarial profession. Over the years there have been
changes in what appears, and this is how a publication
like this should evolve.
The British Actuarial Journal is controlled by the
journal committee of the Faculty and Institute. The
first chairman was Professor David Wilkie, and the
current chairman is Professor Angus Macdonald. This
committee reports to the profession’s Education and
Continuing Professional Development Board. Up to
Volume 8 (2002), the editor has been Mrs. Doreen
Hart; there have been two deputy editors and five
assistant editors. There are also a number of associate
editors who assist with submitted papers, finding
scrutineers, and often giving their own comments.
From Volume 9, the distribution of duties among
the editorial team will be altering, and in the future
there are sure to be other changes, so as to try to keep
the British Actuarial Journal relevant for the whole
of the actuarial profession in a changing world.
One volume of the British Actuarial Journal is
produced each year, and there are usually five parts
to each volume. English is the language used.
Subscriptions can be obtained by contacting
(reference TBBAJ): Tel: +44(0)1865 268242; Fax:
+44(0)1865 268253; E-mail: publications@actuaries.
org.uk. The web page is within www.actuaries.org.uk
DOREEN HART

Canadian Institute of
Actuaries
The Canadian Institute of Actuaries (CIA), the
national organization of the actuarial profession in
Canada, was established by an Act of the federal
parliament on March 18, 1965. Since its formation,
the Canadian Institute has grown steadily to its
present size of about 2500 member Fellows. The CIA
Secretariat is located in Canada’s capital city at Suite
#800, 150 rue Metcalfe Street, Ottawa, Ontario K2P
1P1, Canada.
The Institute is proud of the substantial contribution that has been made by its members over the
years to build a skilled and respected profession.
The Institute has established high qualification standards, responsible rules of professional conduct, a
formal process for the adoption of standards of practice, and a meaningful discipline process to reinforce
compliance with standards. A body of standards of
practice has been adopted and a major initiative to
consolidate those into a single unified document is
almost completed.
As a result of these initiatives, Fellowship in the
Canadian Institute of Actuaries has been recognized
as the operative qualification standard in several laws
and regulations at both federal and provincial levels.
Canadian governments regularly seek the view of the
Institute in respect to matters pertinent to actuarial
practice. The Institute has adopted, as the primary
element of its statement of purpose, its dedication to
serve the interest of the Canadian public.
Actuarial thought and practice have a long history
in Canada. In fact, Canadian actuarial practice predates the country’s 1867 Confederation. The beginning of the actuarial profession in Canada can perhaps
be dated in 1847, when the Canada Life Insurance Company was founded in Hamilton, Ontario,
by Hugh Baker who became a Fellow of the Institute of Actuaries in 1852. The Federal Department of
Insurance was established in 1875 and shortly thereafter, recruited actuaries to its staff. The first actuarial
organization in North America was the Actuarial
Society of America, founded in 1889 in New York
and included four Canadians among its 38 Charter Members.
The original organization of actuaries in Canada,
the Actuaries Club, was founded in 1907 with 24

charter members – all actuaries living and working
in Toronto. The Canadian Association of Actuaries
was established on October 8, 1946, and included
all members of the Actuaries Clubs of Toronto and
Winnipeg as well as a group of Montréal actuaries.
This was the organization that formed the membership basis of the CIA in 1965.
The federal Act that incorporated the CIA provides
that
‘The purpose and objects of the Institute shall be
(a) to advance and develop actuarial science,
(b) to promote the application of actuarial science
to human affairs, and
(c) to establish, promote and maintain high standards of competence and conduct within the
actuarial profession.’
Soon after the CIA was formed, the pattern of
the meetings changed. Instead of several one-day or
half-day meetings held usually in Toronto, it became
the custom, after 1970, to have three meetings a
year, each of two days duration. Meetings are held
in cities across Canada. Since 1994, the Institute has
held two two-day general meetings per year, in June
and November, and in addition, held two or three
specialty seminars.
Within a few years, the need for a truly bilingual
CIA was identified as a means of improving service to
members, of recognizing Canada’s official languages
policy, and of strengthening the actuarial profession
across Canada. A formal bilingualism policy, requiring that all publications of the Institute be available
in both French and English and that simultaneous
translation be provided at all general meetings, was
adopted by the Institute’s council in 1977.
Statutory recognition of Fellowship of the Canadian Institute of Actuaries came rapidly. None of the
provinces saw fit to license actuaries, but they made
full use of the FCIA (FICA, en français) designation.
Regulations under the Ontario and Québec pension
plan legislation required noninsured pension plans to
be valued at least once every three years by an FCIA,
and that a cost certificate be filed. Other provinces
followed this example a few years later. Many Acts
relating to public sector pension plans also require
certification by an FCIA.
Even before 1965, the statements of insurance
companies transacting life insurance and health
insurance in Canada had to be signed by an actuary
who was a Fellow of a recognized actuarial body.
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With the advent of the CIA, most Canadian jurisdictions introduced the requirement that the actuary
be an FCIA. A similar requirement became effective for federally registered property/casualty insurers (see Non-life Insurance) in 1992 and also, at
that time, for provincially registered property/casualty
companies in Québec and Ontario. In anticipation
of these property/casualty insurer requirements, the
CIA undertook a special program in the late 1980s
to increase the number of qualified property/casualty
practitioners.
The Institute’s examination system has evolved
to meet the needs of the profession and the changing social background. The early examinations were
cosponsored by the Canadian Institute of Actuaries,
the Society of Actuaries, and the Casualty Actuarial Society. The later examinations of the Society of
Actuaries were also cosponsored by the CIA.
The examinations of the Society of Actuaries had,
during the 1990s, been modified to provide a Canadian option and a United States option in a number
of the later examinations dealing with taxation, law,
social security, and the like. Only an actuary who had
passed the Canadian options could be granted Fellowship in the Canadian Institute of Actuaries. In addition
to opting for the United States or Canadian streams,
a student of the Society of Actuaries could choose
to concentrate on group benefits, individual life and
annuity risks, pensions, or finance and investments.
As a cosponsor, the CIA has an influential voice
regarding examination content and methods, particularly as they affect Canadians. Examinations can be
taken in various cities in Canada and, in the main,
are bilingual.
In 2000, the Society of Actuaries examinations
were modified and in the process, the later examinations were changed to be less nation-specific.
Consequently, in order to demonstrate knowledge
of Canadian practice, FCIA candidates writing the
Society of Actuaries examinations are now required
as well, to complete the CIA-administered Practice

Education Course (PEC). The PEC offers separate
courses in insurance, group benefits, pension, and
investment/finance areas of practice and in all cases
concludes with a written examination.
Similar policies are pursued with the Casualty
Actuarial Society, which specializes in property/casualty risks. For the later examinations, the Casualty
Actuarial Society conducts separate examinations that
are jointly sponsored by the Canadian Institute of
Actuaries and that incorporate Canadian content.
Actuaries from the United Kingdom and from
other countries are also required to complete the
CIA’s Practice Education Course to demonstrate that
they have adequate knowledge of Canadian practice
before they can be admitted as FCIAs.
The CIA has a single membership category – Fellow. At the end of March 2003, the total membership
stood at 2572. In addition, there were 959 associate
enrollees and 36 correspondent enrollees.
The CIA does not publish a journal. However,
transcripts of most of the discussion sessions at
CIA meetings and Appointed Actuary Seminars are
published in the Proceedings of the Canadian Institute of Actuaries. In each of the 10 months of the
year (all save July and August), the CIA publishes
a glossy newsletter, the Bulletin, for its members
and enrollees.
The CIA and its members are active in the international actuarial community. The CIA was active in
the 1998 restructuring of the International Actuarial Association and prides itself on being a founding
member of that body. In fact, the IAA Secretariat is
colocated with that of the CIA in Ottawa.
The CIA maintains an active website at http://
www.actuaries.ca where an archive of recent copies
of the Proceedings and Bulletin are accessible, as are
standards of practice, meeting announcements, and a
variety of other materials.
MORRIS W. CHAMBERS

Casualty Actuarial Society
Introduction
The Casualty Actuarial Society (CAS) is a professional organization whose purpose is the advancement of the body of knowledge of actuarial science
applied to property, casualty (see Non-life Insurance), and similar risk exposures. This is accomplished through communication with the public who
are affected by insurance as well as by presenting and
discussing papers, attending seminars and workshops,
conducting research, and maintaining a comprehensive library collection.
Other important objectives of the Society are
establishing and maintaining high standards of conduct and competence for its membership through
study and a course of rigorous examinations, developing industrial standards and a code of professional
conduct, and increasing the awareness of actuarial
science.

History
In the early 1900s in the United States, problems
requiring actuarial treatment were emerging in sickness, disability, and casualty insurance – particularly
in workers’ compensation, which was introduced in
1911. The differences between the new problems and
those of traditional life insurance led to the organization of the Casualty Actuarial and Statistical Society
of America in 1914, with 97 charter members of the
grade of Fellow. Dr. Rubinow, who was responsible
for the Society’s formation, became its first president.
The Society adopted its present name, the Casualty
Actuarial Society, on 14 May 1921. Since the problems of workers’ compensation were the most urgent,
many members played a leading part in developing
the scientific basis for that line of insurance.
From its inception, the Society has grown
constantly, not only in membership but also in
the range of interest and in scientific and related
contributions to all lines of insurance other than life,
including automobile (see Automobile Insurance,
Private; Automobile Insurance, Commercial), fire,
homeowners, commercial multiple peril, and
others.

Membership
The Society has two grades of credentialed members:
Fellows who are the voting members and Associates.
Both grades are achieved by the successful completion of a series of comprehensive examinations. A
class of CAS membership, Affiliate, serves qualified
actuaries from other actuarial organizations that practice in the general insurance field but do not meet the
CAS examination qualifications to become an Associate or Fellow.
As of 12 November 2001, the CAS had 3564
members, consisting of 2197 Fellows, 1347 Associates, and 20 Affiliates. Members of the Society are
generally employed by insurance companies, educational institutions, ratemaking organizations, state
insurance departments, the federal government, and
independent consulting firms. However, as skill sets
broaden, actuaries are moving into ‘nontraditional’
areas of practice including investment banks, brokerage firms, corporations, and rating agencies.
An academic correspondent program is available
for nonmembers who are involved in teaching actuarial science, mathematics, economics, business or
related courses, and have an interest in the CAS.
Other interested nonmembers may enroll in the
subscriber program. Correspondents and subscribers
receive all CAS publications and may attend meetings
and seminars.
As of 2002, there are 15 regional organizations
affiliated with the Casualty Actuarial Society.
Regional Affiliates embrace New York, New
England, the mid-Atlantic region, Northern and
Southern California, the Northwest, Southeast,
Midwest, Southwest, Central States, and the Desert
States of the United States, as well as Ontario,
Bermuda, Taiwan, Hong Kong, and Europe.
The Casualty Actuarial Society also supports
two special interest sections, actuaries in regulation
(see Insurance Regulation and Supervision)
and casualty actuaries in reinsurance, to foster
the study and discussion of issues facing these
market segments.

Examinations
Examinations are held each year in the spring
and fall in various cities in the United States,
Canada, and in other countries around the world.
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Successful completion of exams 1 through 7 and
attendance at the CAS course on professionalism
satisfy the education requirements for Associateship.
Satisfactory completion of nine exams is required for
Fellowship, the highest mark of distinction a member
can receive.
Currently, three of the first four of these examinations, or preliminary actuarial exams, are jointly
sponsored by the CAS and the Society of Actuaries. These examinations cover the mathematical
foundations of actuarial science, interest theory, economics, finance, and actuarial models and modeling.
The remaining examinations are administered independently by the CAS and cover introduction to
property and casualty insurance, ratemaking, reserving (see Reserving in Non-life Insurance), insurance
accounting principles, reinsurance, taxation and regulation, investments, financial analysis, rate of return,
and individual risk rating plans. All of the examinations are designed to be completed through a program
of self-study. A quarterly newsletter, Future Fellows, is produced for the benefit of candidates taking
CAS exams.

Meetings
The Casualty Actuarial Society has two general meetings each year, in May and November. Special
and joint meetings with other actuarial bodies are
occasionally held. Each of the 15 regional affiliates
holds meetings periodically on topics of interest to
Society members.

Continuing Education
The CAS recognizes its obligation to provide a variety of continuing education opportunities for its members. The CAS sponsors three annual seminars focusing on the topics of (a) ratemaking, (b) reserving and
(c) risk and capital management. Each year, the Society also sponsors other seminars of special interest
on a wide range of business, insurance, and actuarial
subjects. Various sessions held during the two general meetings of the Society provide other educational
opportunities. Online courses and courses in conjunction with the regional affiliates further supplement the
CAS continuing education offerings.

Publications
The Society also fosters the professional growth
of its members by disseminating actuarial-related
information through its many publications. The Society’s proceedings, first published in 1914, contains
refereed papers on selected actuarial subjects, as well
as the formal records of the Society. The journal,
which is published in English, is printed annually.
The yearbook is the Society’s organizational manual, with the constitution and bylaws, a listing of
members, and a description of the organization’s
committees. The yearbook also contains statements
of principles and the code of professional conduct
for the Society. The Actuarial Review is a quarterly
newsletter that contains news of the Society’s activities and current developments relating to actuarial
science. The CAS Discussion Paper Program publication includes the papers solicited for discussion at the
Society’s spring meeting. The Forum is a nonrefereed
journal and contains research from CAS-sponsored
seminars and committees and information from other
actuarial sources.
The Society also publishes its textbook, Foundations of Casualty Actuarial Science, its syllabus
for examinations and reference material for examinations, as well as policy statements and white papers
on current issues.
The Society’s publications are available through
the CAS website, most at no cost.

CAS Website
The CAS website, at http://www.casact.org, provides
comprehensive information about the CAS for members, candidates, academics, and the general public. Features of the website include the calendar
of events, which is updated often with the latest information about upcoming continuing education programs and other CAS activities, and actuarial science research tools, including a searchable
database of article citations and a downloadable
library of papers.

Research
To stimulate original thinking and research within the
actuarial profession, the Society annually sponsors

Casualty Actuarial Society
four special award programs, the WoodwardFondiller Prize, the Dorweiler Prize, the Michelbacher Prize, and the Hachemeister Prize for the best
eligible papers in four categories. Additional prizes
are awarded for the best papers in response to calls for
papers on specific research areas such as ratemaking,
reserving, dynamic financial analysis, and reinsurance. The CAS also awards prizes for related research
by other organizations.

International
While the CAS is a North American organization focused on practice in the United States and
Canada, CAS members are employed around the
world. Currently, the CAS has members in Australia,
Brazil, France, Germany, Hong Kong, Ireland, Israel,
Japan, Singapore, South Korea, Switzerland, Taiwan,
and the United Kingdom. There are CAS regional
affiliate organizations for Taiwan, Hong Kong, and
Europe.
The CAS is also a member association of the
International Actuarial Association, the international professional, educational, and research organizations of actuarial associations and of actuaries.
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Public Service
The Casualty Actuarial Society Trust was established
as a nonprofit, tax-exempt organization that can
dispense funds donated by members for scientific,
literary, or educational purposes.

Structure
The Society’s governing body is the 15-member
board of directors. The principal administrative body
is the executive council, consisting of the president, president-elect, and six vice presidents. The
vice presidents are responsible for managing the
Society’s major activities including education and
examinations, marketing and communications, membership services, research and development, publications, professional education (including meetings and
seminars), international activities, and administration.
The Society is supported by a professional staff, with
an office in Arlington, Virginia.
J. MICHAEL BOA, ALICE M. UNDERWOOD &
WILLIAM R. WILKINS

Česká Společnost Aktuáru◦
(The Czech Society of
Actuaries)
According to its 1992 statutes, the Czech Society
of Actuaries is the successor of the Association of
Czechoslovak Insurance Technicians established on
27 February 1919. The founders of the Association
were mainly the graduates of the two-year program
in insurance technics started at the Technical University, Prague in 1904. Another program in actuarial
sciences was established at the Charles University
in 1921. The Act on the studies of statistics and
insurance passed by the Czechoslovakian Parliament
in 1946 reformed the studies into a full university
program and aimed for a merger of both schools
of insurance mathematics and mathematical statistics
in Prague. This happened in 1952 when the faculty of mathematics and physics was constituted at
the Charles University. A five-year master’s degree
program in financial and insurance mathematics was
opened in 1992 at the Charles University. The studies
represent the standard of education of certified actuaries in the Czech Republic. Doctoral studies of financial and insurance mathematics (Mathesis raciocinans
et assecuratoria) were established in 1994.
The 1999 Insurance Act stipulates that each insurance company, life as well as non-life, and each
reinsurance company, has to employ a responsible insurance mathematician (responsible insurance
technician in the legislation of 1934). He or she
must be enrolled in a list kept by the Ministry of
Finance. One of the conditions for the enrolment is
to be certified by a society that is a full member
of the International Actuarial Association. This is
the only instance when Czech legislation entrusts an
actuarial association with the role of a guarantor of
professional qualification.
Amended rules and conditions for issuing the certificate of actuarial qualification by the Czech Society

of Actuaries have been in force since 1 January 2002.
They follow the Austrian and the Swiss models.
In addition to three years of commendable practice
as an insurance mathematician, a certified member
has to have university education in mathematics. In
what concerns actuarial science education, selected
courses read at the Charles University for the master’s
degree students of financial and insurance mathematics have been approved as covering the required
knowledge. They are put together into three subjects:
insurance mathematics, financial theory and higher
financial mathematics, and insurance law. The Society committee monitors whether the courses cover,
to a sufficient extent, the Core Syllabus of Groupe
Consultatif Actuariel Européen and decides what
courses offered by other universities may be considered to be equivalent. A member who passes the
majority of the courses of a subject can pass the
examination in the rest before an examination commission of the Society.
The Society has a program of continuing professional development. The participation in the program is obligatory to certified members who are also
expected to make presentations on topics of interest.
The lectures of the program are a part of the seminar
on actuarial sciences organized jointly with the faculty of mathematics and physics, Charles University.
The transactions of the seminar are published yearly.
The Society is, since 1998, a full member of the
International Actuarial Association and since 1999,
an associate member of Groupe Consultatif Actuariel Européen. It has adopted the code of professional
conduct and the recommended practice of the Groupe.
Since 2001 it issues practice standards. The Society
has no agreement on mutual recognition of actuarial
qualification with other associations. This restricts the
possibility of foreigners joining the Society. By the
end of 2003 the Society had 160 members of whom
53 were certified members.
Contact information is on the Society web page at
www.actuaria.cz.
PETR MANDL

China, Development of
Actuarial Science
Early Exploration of Actuarial Techniques
by Domestic Insurers
The early Chinese efforts to introduce Actuarial Techniques [1] go back to 1912, when the first domestic
life insurer (see Life Insurance) was established in
Shanghai. Lu Yuquan, CEO of the insurer, knew
that pricing and reserving should have a sound basis,
and went to the former serviced British-ventured life
insurer and appointed F. Defries as chief actuary.
Meanwhile, he invested much in educating his own
actuarial employees.
In 1927, Professor Soloman S. Huebner from the
Wharton School, University of Pennsylvania, visited
China; he praised the achievements of Lu’s company
in his report, and Lu was appointed as Wharton
School consultant in Far East Asia.
However, the economy was mainly dominated
by foreign capital at that time. The domestic insurance industry, especially in the life business, grew
painfully and slowly, and so did local actuarial
knowledge. There was no national life table, the
industry had to refer to existing US, British, and
Japanese tables, before the completion of the China
Life Tables (1990–1993).
Before 1949, there were only two Chinese with
the designation Associate of the Society of Actuaries
(SOA). They contributed much to the research and
applications of actuarial science. After a stagnation
of the domestic insurance business between 1950
and 1980, actuarial science and practice caught more
attention and developed gradually.

Recent Development of Actuarial Science
and Education
Actuarial science was reintroduced into China in
1987 with the support of the SOA and Tuan Kailin,
a Professor Emeritus from Temple University. In
the fall semester of 1988, the Graduate Program in
Actuarial Science was inaugurated at Nankai University. In 1992, SOA established the first Examination
Center (EC) at Nankai and the first two Associates
emerged in January 1994. Since then, the study of
actuarial science and the emergence of the actuarial

profession have made rapid progress. Today, actuarial science programs are in existence in more than
25 universities and colleges, and there are eight of
SOA’s ECs in China. As a result, both the British and
Institute of Actuaries and the Institute of Actuaries of Japan have also ventured into China, and each
has established two ECs.
Generally, the pass rates of the 100 series or
courses 1 to 4 for Chinese candidates are much
higher than the world average. Chinese students are,
however, at a disadvantage for the 200 exam series or
courses above 4, which focus more and more on the
background of industry practice and US regulations.
By the end of 2001, there were about 15 Fellows and
40 Associates of the Society of Actuaries as well as
one Associate of the Institute of Actuaries in China.

Development of the Chinese Actuarial
Profession
The main motivations to set up a Chinese Actuarial
System are: (1) Provision 109, Insurance Law of People’s Republic of China (1995), which states that life
insurers should appoint actuarial experts approved by
the related regulator and provide actuarial reports;
(2) A qualified actuary should be familiar with the
Chinese backgrounds. On the basis of two years’
research efforts starting at the end of 1995, the former regulator (Insurance Department in the People’s
Bank of China) set up a sponsoring group, promoting the formation of a Chinese Actuarial System.
The responsibilities were shifted to the China Insurance Regulation Commission (CIRC, established in
November 1998). In October 1999, CIRC held a special examination for existing actuarial employees who
had passed the 100 SOA series, or courses A-D of the
British Institute of Actuaries, and appointed 43 Chinese actuaries, a milestone of the Chinese Actuary
System. Two months later, all the Chinese actuaries
and several overseas Chinese actuaries met and set
up the Society of Actuaries of China (SAC).
Since 1999, CIRC holds actuarial examinations
once a year. The examination program consists of
two parts, Associate and Fellow. SAC has established eight ECs: Beijing, Shanghai, Tianjin, Wuhan,
Guangzhou, Chengdu, Hefei, and Hongkong. The
number of students taking the exams were 474 in
2002, 934 in 2001, and 3700 in 2002. The pass rate
averages 30%. There were 18 Associates after two
exam seasons.
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According to the newly issued regulations by
CIRC, nationwide life insurers should have at least
three persons holding the certificate of Chinese actuary, regional life insurers at least one. CIRC is
speeding up the establishment of an actuarial report
system for non-life insurers and reinsurers, which
is hopefully realized within one or two years from
2002.
With the various parties’ recognition and efforts,
more Chinese actuaries will come up and play a more

and more important role in insurance industry and
financial markets.
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Col·legi d’Actuaris de
Catalunya
The Col ·legi d’Actuaris de Catalunya was created on
November 9, 1992. Before this date, the Catalonian
Actuaries belonged to the Catalonian Association of
the Instituto de Actuarios Españoles created in 1942.
The actuarial legal environment in Catalunya
(Spain) follows the Napoleonic code. Being a Fellow
of the Col·legi d’Actuaris de Catalunya is obligatory
to work as an actuary in Catalunya and to certify
those balance sheet items of Insurance Companies
that contain actuarial calculations. Likewise, to
certify the solvency of a pension plan (see Pensions:
Finance, Risk and Accounting) it is necessary to
be a member of a specific register – the Registro de
Actuarios de Planes de Pensiones – which depends
on the General Directorate of Insurance and Pension
Funds in Spain (the Dirección General de Seguros y
Fondos de Pensiones).
The actuarial education is based on a university
Master of Actuarial and Financial Science course. At
the same time, there is an active collaboration from
the actuarial association in an agreement to organize
100% of the courses of the Core Syllabus requirements of the Groupe Consultatif. Also, ‘Continuous
Professional Development’ courses are offered by our
association.
The different categories of members are as
follows:
• Fellow: Members with legally recognized actuarial education from Spain or other countries of the
European Union. Their number at the end of 2001
was 382.
• Honorary Fellow: Outstanding people in the insurance and pension fields who may not be Fellows
(4 at the end of 2001).
• Students studying for the Actuarial and Financial
Masters: 24 at the end of 2001.
• Corresponding Member: Foreign actuaries associated with another actuarial association who wish to

receive information about the activities of our association (8 at the end of 2001).
• Actuarial Society: Societies dedicated to giving
actuarial services as permitted by law (6 at the end
of 2001).
• Sponsor: People or institutions that collaborate
with our association towards scientific, cultural, and
professional advancement (21 at the end of 2001).
The Col·legi d’Actuaris de Catalunya is a member
of the International Actuarial Association (IAA)
and of the Groupe Consultatif convened by the
National Associations of Actuaries of Europe.
The organization of the Col·legi d’Actuaris de
Catalunya consists of the board and the general
assembly. The board is composed of a president,
a vice president, a treasurer, a secretary, and three
vocals for the professional, training, and research,
and institutional and international relationships sections, and is elected every four years (with a maximum of two terms). The assembly consists of all
the Fellows.
The board has internal meetings at least once a
month. However, the members of each section have
weekly meetings in order to oversee the different
activities that they organize. The General Assembly
meets at least once a year. Furthermore, the presence of the Col·legi d’Actuaris de Catalunya in the
different international commissions involves our participation in 10 meetings each year on average.
The Col·legi d’Actuaris de Catalunya publishes
the journal Cuadernos Actuariales annually in December. Most of the articles in our journal are written
in Spanish. However, articles in English or French
are welcome too. The articles submitted have to pass
a peer-review process. Subscription since its creation
has been free of charge for all members.
The 2002 issue of Cuadernos Actuariales was
the first one to be published entirely with electronic support.
Further information is available on our website
[http://www.actuaris.org]
M. ANGELES FELIPE CHECA &
MANUELA BOSCH PRÍNCEP

Combinatorics
Combinatorics is part of the vast mathematical discipline of discrete mathematics. Here, we will only
consider some illustrative examples connected with
enumerative combinatorics and probability.
Combinatorial arguments are often used in elementary books in probability and statistics to introduce probability through problems from games of
chance. However, there are many applications of
probability theory outside gambling where combinatorics is of interest. The classical book by Feller [3]
contains an abundance of examples. Knuth’s treatise on computer programming, for example, [5] on
sorting and searching, is another source. More elementary is [2] with its snapshots. Enumerative combinatorics is thoroughly introduced in [4]. An up-todate account on certain combinatorial structures is the
monograph [1]. In this context, we would also like to
mention the theory of random graphs.

Urn Models
A favorite object in statistics is an urn containing balls of different colors together with different schemes of drawing balls. The simplest case
is an urn with initially b black and r red balls.
Balls are drawn at random with replacement, that
is, independent Bernoulli trials with success probability b/(b + r) for getting a black ball are done.
The number of black balls in n drawings has a binomial distribution. If the balls are not replaced, then
the Bernoulli trials are dependent and the number
of black balls has a hypergeometric distribution. The
corresponding results for more than two colors are
the multinomial and multivariate hypergeometric
distributions. Now suppose that each drawn ball is
replaced together with c > 0 new balls of the same
color. This is Polya’s urn model, introduced for modeling after-effects; the number of drawn black balls
has a Polya–Eggenberger distribution. The applications of these simple urn models are numerous [2, 3].

The Classical Occupancy Problem
A symmetrical die with r faces is thrown n independent times. What is the probability that all faces
appear? The answer is


 
 
r

j n
n 1
j r
1−
(−1)
= r!
.
r
j
r rn
j =0

(1)

The formula was obtained around 1710 by Abraham
De Moivre, one of the founders of the probability
theory, introducing the inclusion–exclusion principle
of combinatorics.
The Stirling number of the second

kind nr is the number of ways a set of n different
objects can be partitioned into r nonempty subsets.
For any s we have the identity
n  

n
s =
s(s − 1) · · · (s − r + 1).
r
r=1
n

(2)

For more on this and the related birthday and collector’s problems see [2–4].

The Matching Problem
An urn contains n balls numbered 1, 2, . . . , n. By
drawing the balls at random, without replacement, a
random permutation is generated. We say that there is
a match if the ith ball was drawn at the ith drawing.
What is the probability of no match?
The problem has a long history. It was already
solved in 1708 by Montmort, in connection with an
analysis of a card game. De Moivre, Euler, Laplace,
and many other prominent mathematicians have studied variants of it. By the inclusion–exclusion principle, one can prove that the probability is
n

1
(−1)j
≈ e−1 = 0.3679 . . . .
j
!
j =0

(3)

The approximation is very accurate with an error less
than 1/(n + 1)!. The distribution of the number of
matches in a random permutation is very well approximated by a Poisson distribution with mean 1. For
further results see [2, 3].

Cycles in Permutations
Every permutation can be broken down into cycles,
that is, groups of elements permuted among themselves. For example, the permutation
1
2

2
7

3
6

4
3

5
8

6 7
4 1

8
5

9
9

2

Combinatorics

has the cycles (127), (364), (58), (9). The cycles
determine the permutation uniquely and those of
length one, correspond to matches. What can be said
about the cycles in a random permutation? For some
results on this see [2, 3].
We will now describe a procedure introduced
around 1980, which is useful for analyzing the cycle
structure. It is sometimes called the Chinese Restaurant Process or Hoppe’s urn. Initially, a list is empty
and an urn contains one black ball. Balls are successively drawn at random from the urn. Each drawn
ball is replaced together with a new ball numbered
by the drawing number; the number is also written in
the list. At the first drawing 1 is written. If at drawing
j > 1 the black ball is drawn, then j is written to the
left of the list, else j is written to the right of the
number of the drawn ball in the list. Say that after 9
drawings the list is 9 5 8 3 6 4 1 2 7. Then the black
ball was obtained at drawings 1, 3, 5, 9. Let the segments in the list beginning with those numbers, that
is, 1 2 7, 3 6 4, 5 8, 9, be the cycles in a permutation (the same as in the permutation above). After n
drawings, this procedure gives each of the n! possible
permutations of 1, 2, . . . , n, with the same probability. Every time the black ball is drawn, a new cycle
is started, and independently of what has happened
before, the probability of drawing the black ball in
drawing j is 1/j . Therefore, the number of cycles is
the number of successes in n independent trials with
success probability 1/j in the j th trial. Using this, it
follows that for any s, we have
s(s + 1) · · · (s + n − 1) =

n 

n
k=1

k

sk,

Now suppose that the black ball has weight θ > 0,
all other balls have weight 1 and that drawings are
done proportional to weights. For θ > 1 (θ < 1) this
will favor permutations with many (few) cycles; we
get a nonuniform distribution on the permutations
in this way. Furthermore, any time the black ball is
drawn, let it be replaced together with one new ball
of a color not used before, other balls are replaced
together with one new of the same color, see Polya’s
urn model. One can, for example, prove that the sizeordered relative frequencies of the number of balls of
the different colors in the urn converge, as n → ∞,
to a so-called Poisson–Dirichlet distribution.
There are surprisingly many interesting applications of the above procedure in such diverse fields as
analytic number theory, Bayesian statistics, population genetics, and ecology. For more on this see [1]
and the references therein.
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where the (signless) Stirling number of the first kind
n
denotes the number of permutations with k
k
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Competing Risks
Preamble
If something can fail, it can often fail in one of
several ways and sometimes in more than one way
at a time. In the real world, the cause, mode, or type
of failure is usually just as important as the time to
failure. It is therefore remarkable that in most of the
published work to date in reliability and survival
analysis there is no mention of competing risks.
The situation hitherto might be referred to as a lost
cause.
The study of competing risks has a respectably
long history. The finger is usually pointed at Daniel
Bernoulli for his work in 1760 on attempting to
separate the risks of dying from smallpox and other
causes. Much of the subsequent work was in the areas
of demography and actuarial science. More recently,
from around the middle of the last century, the main
theoretical and statistical foundations began to be set
out, and the process continues.
In its basic form, the probabilistic aspect of competing risks comprises a bivariate distribution of
a cause C and a failure time T . Commonly, C
is discrete, taking just a few values, and T is a
positive, continuous random variable. So, the core
quantity is f (c, t), the joint probability function
of a mixed, discrete–continuous, distribution. However, there are many ways to approach this basic
structure, which, together with an increasing realization of its wide application, is what makes competing risks a fascinating and worthwhile subject of
study.
Books devoted to the subject include Crowder [7]
and David and Moeschberger [8]. Many other books
on survival analysis contain sections on competing risks: standard references include [4, 6, 14–16].
In addition, there is a wealth of published papers,
references to which can be found in the books
cited; particularly relevant are Elandt-Johnson [9]
and Gail [11].
In this review, some brief examples are given.
Their purpose is solely to illustrate the text in a simple
way, not to study realistic applications in depth. The
literature cited above abounds with the latter.

Failure Times and Causes
Let us start with a toy example just to make a point.
Suppose that one were confronted with some lifetime
data as illustrated below.
0- - - - xxxxx- - - - xxxx- - - - →time

Within the confines of standard survival analysis,
one would have to consider the unusual possibility
of a bimodal distribution. However, if one takes into
account the cause of failure, labelled 1 and 2 in the
second illustration, all becomes clear. It seems that if
failure 1 occurs, it occurs earlier on, and vice versa.
0- - - - 11111- - - - 2222- - - - →time

The general framework for competing risks comprises a pair of random variables:
C = cause, mode, or type of failure;
T = time to failure.
For statistical purposes, the values taken by C are
conveniently labelled as integers 1 to r, where r
will often be 2 or 3, or not much more. The lifetime variable, T , is usually continuous, though there
are important applications in which T is discrete.
To reflect this, T will be assumed to be continuous
throughout this article except in the section ‘Discrete
Failure Times’, in which the discrete case is exclusively addressed. In a broader context, where failure
is not a terminal event, T is interpreted as the time
to the first event of the type under consideration. In
place of clock time, the scale for T can be a measure
of exposure or wear, such as the accumulated running
time of a system over a given period.
Examples
1. Medicine: T = time to death from illness, C =
cause of death.
2. Reliability: T = cycles to breakdown of machine, C = source of problem.
3. Materials: T = breaking load of specimen, C =
type of break.
4. Association football: T = time to first goal, C =
how scored.
5. Cricket: T = batsman’s runs, C = how out.
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Basic Probability Functions

h(t) =



From Survival Analysis to Competing Risks
The main functions, and their relationships, in survival analysis are as follows:
Survivor function: F (t) = P (T > t)
Density function: f (t) = −dF (t)/dt
Hazard function: h(t) = f (t)/F
 t (t)
Basic identity: F (t) = exp{− 0 h(s) ds}

Note that the divisor in the last definition is not
F (c, t), as one might expect from the survival version. The reason for this is that the event is conditioned on survival to time t from all risks, not just
from risk c. It follows that the basic survival identity,
expressing F (t) in terms of h(t), is not duplicated for
F (c, t) in competing risks.
In some cases one or more risks can be ruled
out, for example, in reliability a system might be
immune to a particular type of failure by reason of its
special construction, and in medicine immunity can
be conferred by a treatment or by previous exposure.
In terms of subsurvivor functions, immunity of a
proportion qc to risk c can be expressed by
(1)

This identifies the associated subdistribution as defective, having nonzero probability mass at infinity.

Marginal and Conditional Distributions
Since we are dealing with a bivariate distribution,
various marginal and conditional distributions can
be examined. Some examples of the corresponding
probability functions are as follows:

c

pc = F (c, 0) = P (C = c);

The marginal distribution of T is given by F (t) or,
equivalently, by h(t). The integrated hazard function,
 t
H (t) =
h(s) ds = − log F (t)
(3)
is often useful in this context. For the marginal
distribution of C, pc is the proportion of individuals
who will succumb to failure type c at some time.

Subsurvivor functions: F (c, t) = P (C = c,
T > t)
Subdensity functions: f (c, t) = −dF (c, t)/dt
Subhazard functions: h(c, t) = f (c, t)/F (t)

1. Marginal distributions

F (t) =
F (c, t) = P (T > t);

(2)

0

The corresponding functions of competing risks are

F (c, ∞) = qc > 0

h(c, t).

c

2. Conditional distributions
P (T > t | C = c) =

F (c, t)
;
pc

P (C = c | T = t) =

f (c, t)
;
f (t)

P (C = c | T > t) =

F (c, t)
F (t)

.

(4)

The first conditional, F (c, t)/pc , determines the distribution of failure times among those individuals
who succumb to risk c. The other two functions here
give the proportion of type-c failures among individuals who fail at and after time t.

Statistical Models
Various models are used in survival analysis as a
means of interpreting structure such as differences
between groups and the effect of covariates. Versions
of some standard survival models applied to competing risks are now listed. In these, x denotes a
vector of explanatory variables, covariates, or design
indicators.
1. Proportional hazards
The standard specification in survival analysis for
this model is that h(t; x) = ψx h0 (t). Here, ψx is a
positive function of x such as exp(x T β), β denoting
a vector of regression coefficients; h0 (t) is a baseline
hazard function. The version for competing risks is
slightly different: it specifies that h(c, t)/ h(t) be
constant in t, which can be written as
h(c, t) = ψc h(t)

(5)

for comparison with the familiar form. The condition
implies that C and T are independent though, in
practice, this is often an unrealistic assumption.
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2. Accelerated life
This model and proportional hazards are probably the
most popular assumptions in reliability and survival
analysis. In terms of subsurvivor functions the specification is that
F (c, t; x) = F 0 (c, tψcx )

(6)

where F 0 is a baseline subsurvivor function. In effect,
the timescale is modified by multiplication by the
function ψcx . For example, the specification ψcx =
exp(x T βc ), with x T βc > 0, gives tψcx > t, that is,
time is speeded up; x T βc < 0 would cause time to
be slowed down.
3. Proportional odds
Odds ratios are often claimed to be more natural and
more easily interpreted than probabilities; one cannot
deny the evidence of their widespread acceptance in
gambling. The specification here is that


1 − F (c, t; x)
1 − F 0 (c, t)
= ψcx
(7)
F (c, t; x)
F 0 (c, t)
where F 0 is a baseline subsurvivor function and ψcx
is a positive function of x.
4. Mean residual life
Life expectancy at age t, otherwise known as the
mean residual life, is defined as m(t) = E(T −
t | T > t). In some areas of application, notably
medicine and insurance, this quantity is often preferred as an indicator of survival. The corresponding
survivor function, F (t), can be expressed in terms of
m(t) as

  t


m(t) −1
−1
F (t) =
exp −
m(s) ds
(8)
m(0)
0
thus, m(t) provides an alternative characterization of
the distribution. A typical specification for the mean
residual life in the context of competing risks is
m(c, t; x) = ψcx m0 (c, t)

Example The Pareto distribution is a standard
model for positive variates with long tails, that
is, with significant probability of large values. The
survivor and hazard functions have the forms

t −ν
ν
. (10)
F (t) = 1 +
and h(t) =
ξ
ξ +t
Note that the hazard function is monotone decreasing
in t, which is unusual in survival analysis and represents a system that ‘wears in’, becoming less prone
to failure as time goes on. Although unusual, the
distribution has at least one unexceptional derivation
in this context: it results from an assumption that failure times for individuals are exponentially distributed
with rates that vary across individuals according to
a gamma distribution. Possible competing risks versions are

t −νc
F (c, t) = pc F (t | c) = pc 1 +
ξc
pc νc
and
h(c, t) =
.
(11)
ξc + t
This model does not admit proportional hazards. In a
typical regression model, the scale parameter could be
specified as log ξc = xiT βc , where xi is the covariate
vector for the ith case and βc is a vector of regression
coefficients, and the shape parameter νc could be
specified as homogeneous over failure types.

Likelihood Functions
Suppose that data are available in the form of n
observations, {ci , ti : i = 1, . . . , n}. A convenient convention is to adopt the code ci = 0 for a case whose
failure time is right-censored at ti . Once a parametric
model has been adopted for the subsurvivor functions,
F (c, t), or for the subhazards, h(c, t), the likelihood
function can be written down:
f (ci , ti ) ×

L(θ) =

(9)

where ψcx is some positive function and m0 is a
baseline mean-residual-life function.

h(ci , ti ) ×

=
obs

F (ti )

(12)

all

denotes a product over the observed failures,
over those right-censored, and all over all
individuals. With a likelihood function, the usual
procedures of statistical inference become available,
obs
cns

We begin with an example of parametric modeling in
competing risks.

F (ti )
cns

obs

Parametric Models and Inference
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including maximum likelihood estimation, likelihood ratio tests (based on standard asymptotic methods), and ‘exact’ Bayesian inference, using modern
computational methods.

Goodness-of-fit
Various comparisons of the data with the fitted model
and its consequences can be made. Marginal and
conditional distributions are useful in this context.
A few examples of such comparisons follow.
1. The ti -values can be set against their assumed
marginal distribution in the form of f (t; θ̂) or
F (t; θ̂ ), θ̂ being the parameter estimate. For
instance, uniform residuals can be constructed
via the probability integral transform as ui =
F (ti ; θ̂). In their estimated form, these can be
subjected to a q –q plot against uniform quantiles; significant departure from a 45° straight line
would suggest inadequacy of the adopted model.
Equivalently, exponential residuals, H (ti , θ̂) =
− log ui , can be examined.
2. A conditional version of 1 can be employed: the
ti -values for a given c can be compared with the
conditional density f (c, t)/pc .
3. The other marginal, that of C, can also be put
to use by comparing the observed c-frequencies
with the estimates of the pc .
4. A conditional version of 3 is to compare cfrequencies over a given time span, (t1 , t2 ),
with the conditional probabilities {F (c, t1 ) −
F (c, t2 )}/{F (t1 ) − F (t2 )}.
Residuals other than those derived from the probability integral transform can be defined and many
examples can be found in the literature; in particular, the so-called martingale residuals have found
wide application in recent years; see [3, 12, 18, 20].
A different type of assessment is to fit an extended
parametric model and then apply a parametric test
of degeneracy to the one under primary consideration. For example, the exponential distribution, with
survivor function F (t; λ) = e−λt , can be extended to
ν
the Weibull distribution, with F (t; λ, ν) = e−λt , and
then a parametric test for ν = 1 can be applied.

Incomplete Observation
In practice, it is often the case that the data are
incomplete in some way. In the present context, this

can take the form of a missing component of the pair
(C, T ).
1. There may be uncertainty about C, for example,
the cause of failure can only be assigned to one
of several possibilities. In such a case, one can
replace f (c, t) by its sum, c f (c, t), over these
possible causes.
2. Uncertainty about T is not uncommon. For
example, the failure times may be interval censored: if t is only observed to fall between t1
and t2 , f (c, t) should be replaced by F (c, t1 ) −
F (c, t2 ).

Latent Lifetimes
A natural, and traditional, approach is to assign a
potential failure time to each risk: thus, a latent
lifetime, Tc , is associated with risk c. The r risk
processes are thought of as running in tandem and
the one that matures first becomes the fatal cause.
In consequence, T = min(Tc ) = TC . Note that, for
any individual case, only one of the Tc s is observed,
namely, the smallest; the rest are lost to view, rightcensored at time TC , in effect. It is not necessary to
assume that the r risk processes run independently
though that used to be the standard approach. More
recently, joint distributions for (T1 , . . . , Tr ) where
dependence is permitted have become the norm,
being regarded as usually more realistic in reflecting
a real situation.
One major reason for adopting the latent-lifetimes
approach is to assess the individual Tc s in isolation,
that is, as if the other risks were not present. This can
often be done if we adopt a parametric multivariate
model for the latent lifetimes, that is, if we specify a
parametric form for the joint survivor function
G(t1 , . . . , tr ) = P (T1 > t1 , . . . , Tr > tr ). (13)
From this, by algebraic manipulation, follow f (c, t),
h(c, t), etc. An implicit assumption here is that the
survivor function of Tc , when only risk c is in
operation (the other risks having been eliminated
somehow), is identical to the c-marginal in G(·).
A major disadvantage of this approach is that we
can emulate the resulting F (c, t) by different joint
models, including one with independent components,
the so-called independent-risks proxy model. If these
different joint models have different marginal distributions for Tc , as is usual, different conclusions will
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be obtained for Tc . Since only (C, T ) is observed,
rather than (T1 , . . . , Tr ), it is only the F (c, t) that are
identifiable by the data. This point was taken up by
Prentice et al. (1978) [17], who stressed that (C, T )
has real existence, in the sense of being observable,
whereas (T1 , . . . , Tr ) is just an artificial construction.
They maintained that the nonidentifiability problem
is simply caused by modeling this imaginary joint
distribution, which is not a sensible thing to do. However, one can also argue that latent failure times are
sometimes ‘real’ (imagine different disease processes
developing in a body); that identifiability is an asymptotic concept (Do we ever believe that our statistical
model is ‘true’?); and that there is sometimes a need
to extrapolate beyond what is immediately observable
(an activity that has proved fruitful in other spheres,
such as cosmology).
Example Gumbel [13] suggested three forms for a
bivariate exponential distribution, of which one has
joint survivor function
G(t) = exp(−λ1 t1 − λ2 t2 − νt1 t2 )

Discrete Failure Times
The timescale, T , is not always continuous. For
instance, a system may be subject to periodic shocks,
peak stresses, loads, or demands, and will only fail at
those times: the lifetime would then be counted as the
number of shocks until failure. Cycles of operation
provide another example, as do periodic inspections
at which equipment can be declared as ‘life-expired’.

Basic Probability Functions
Suppose that the possible failure times are 0 =
τ0 < τ1 < · · · < τm , where m or τm or both may
be infinite. Often, we can take τl = l, the times
being natural integers, but it is convenient to keep
a general notation for transition to the continuoustime case. The subsurvivor functions, subdensities,
and subhazards are defined as
F (c, τl ) = P (C = c, T > τl ),

(14)

f (c, τl ) = P (C = c, T = τl )

where λ1 > 0, λ2 > 0 and 0 < ν < λ1 λ2 . The resulting marginal distribution for T = min(T1 , T2 ) has
survivor function
F (t) = exp(−λ+ t − νt )
2

f (c, t) = (λc + νt)F (t), h(c, t) = λc + νt.

(16)

For this model, proportional hazards obtains if λ1 =
λ2 or ν = 0, the latter condition yielding independence of T1 and T2 . However, exactly the same
f (c, t) arise from an independent-risks proxy model
with

∗
Gc (tc ) = exp −λc tc − νtc2 /2
(c = 1, 2). (17)
Hence, there are the alternative marginals
Gc (t) = exp(−λc t)(original) and

G∗c (t) = exp −λc t − νt 2 /2 (proxy),

= F (c, τl−1 ) − F (c, τl ),
h(c, τl ) =

(15)

and the associated subdensity and subhazard functions are

(18)

which give different probability predictions for Tc ,
and no amount of competing risks data can discriminate between them.

5

f (c, τl )
F (c, τl−1 )

.

(19)

For the marginal distribution of T , we have
the survivor function F (τl ) = P (T > τl ), (discrete)
density f (τl ) = P (T = τl ), hazard function h(τl ) =
c h(c, τl ), and cumulative hazard function H (τl ) =
s≤τl h(s).
Example Consider the form F (c, t) = πc ρct for
t = 0, 1, 2, . . . , where 0 < πc < 1 and 0 < ρc < 1.
The marginal probabilities for C are pc = F (c, 0) =
πc , and the subdensities are f (c, t) = πc ρct−1 (1 −
ρc ), for t = 1, 2, . . .. Thus, the (discrete) T -density,
conditional on C = c, is of geometric form, ρct−1 (1 −
ρc ). It is easy to see that proportional hazards obtains
when the ρc are all equal, in which case C and T are
independent. A parametric regression version of this
model could be constructed by adopting logit forms
for both πc and ρc :

log

πc
1 − πc




= xiT βcπ and log

ρc
1 − ρc


= xiT βcρ .
(20)
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Estimation
A likelihood function can be constructed and
employed as described in the section ‘Likelihood
Functions’. Thus, parametric inference is relatively
straightforward. Nonparametric maximum likelihood estimation, in which a parametric form is not
assumed for the T -distribution, can be performed for
random samples. For this, we use the identities
l

f (c, τl ) = hcl F (τl−1 ) and F (τl ) =

(1 − hs ) (21)
s=0

where we have written hcl for h(c, τl ) and hs for
h(τs ). Then, after some algebraic reduction, the
likelihood function can be expressed as


m
hrclcl × (1 − hl )ql −rl

L=
l=1

(22)

c

where rcl is the number of cases observed to fail from
cause c at time τl , rl = c rcl , and ql is the number
of cases ‘at risk’ (of being observed to fail) at time τl .
The Kaplan–Meier estimates emerge, by maximizing
this likelihood function over the hcl , as ĥcl = rcl /ql .
Many of the applications in survival analysis
concern death, disaster, doom, and destruction. For
a change, the following example focuses upon less
weighty matters; all one needs to know about cricket
is that, as in rounders (or baseball), a small ball is
thrown at a batsman who attempts to hit it with
a wooden bat. He tries to hit it far enough away
from the opposing team members to give him time
to run round one or more laid-out circuits before
they retrieve it. The number of circuits completed
before he ‘gets out’ (i.e. ‘fails’) comprises his score
in ‘runs’; he may ‘get out’ in one of several ways,
hence the competing risks angle.
Example: Cricket Alan Kimber played cricket for
Guildford, over the years 1981–1993. When not
thus engaged, he fitted in academic work at Surrey
University. His batting data may be found in [7,
Section 6.2]. The pair of random variables in this case
are
T = number of runs scored,

One aspect of interest concerns a possible increase in
the hazard early on in the batsman’s ‘innings’ (his
time wielding the bat), before he has got his ‘eye in’,
and later on when his score is approaching a century,
a phenomenon dubbed the ‘nervous nineties’. Fitting
a model in which h(c, t) takes one value for 10 <
t < 90 and another for t ≤ 10 and 90 ≤ t ≤ 100
reveals that Kimber does not appear to suffer from
such anxieties. Details may be found in the reference
cited.

C = how out;

T provides an observable measure of wear and tear on
the batsman and C takes values 0 (‘not out’ by close
of play), and 1 to 5 for various modes of ‘getting out’.

Hazard-based Methods: Non- and
Semiparametric Methods
Parametric models for subhazards can be adopted
directly, but care is needed as there can be unintended consequences (e.g. [7], Section 6.2). More
commonly, hazard modeling is used for nonparametric and semiparametric estimation.

Random Samples
The product limit, or Kaplan–Meier, estimates for the
continuous-time case have the same form as those for
discrete times except that the τl are replaced by the
observed failure times, ti .

Semiparametric Approach
Cox (1972) [5] introduced the proportional hazards
model together with a method of estimation based on
partial likelihood. The competing-risks version of the
model specifies the subhazards as
h(c, t; x) = ψc (x; β)h0 (c, t)

(23)

here, ψc (x; β) is a positive function of the covariate
x, β is a parameter vector, and h0 (c, t) is a baseline
subhazard function. A common choice for ψc (x; β)
is exp(x T βc ), with β = (β1 , . . . , βr ). Note that there
is an important difference between this specification
of proportional hazards and the one defined in the
section ‘Statistical Models’ under ‘Proportional hazards’. There, h(c, t) was expressed as a product of
two factors, one depending solely on c and the other
solely on t. Here, the effects of c and t are not thus
separated, though one could achieve this by superimposing the further condition that h0 (c, t) = φc h0 (t).
For inference, the partial likelihood is constructed
as follows. First, the risk set Rj is defined as the
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set of individuals available to be recorded as failing
at time tj ; thus, Rj comprises those individuals still
surviving and still under observation (not lost to view
for any reason) at time tj . It is now argued that, given
a failure of type cj at time tj , the probability that it
is individual ij among Rj who fails is
h(cj , tj ; xij )
ψcj (xij ; β)
= 
.

h(cj , tj ; xi )
ψcj (xi ; β)
i∈Rj

(24)

i∈Rj

The partial likelihood function is then defined as








 ψ (x ; β) 
cj ij
P (β) =
.
(25)



ψcj (xi ; β) 
j 




i∈Rj

It can be shown that P (β) has asymptotic properties
similar to those of a standard likelihood function
and so can be employed in an analogous fashion for
inference.

Martingale Counting Processes
The application of certain stochastic process theory
has made a large impact on survival analysis following Aalen [1].
Considering first a single failure time, T , a
counting process, N (t) = I {T ≤ t}, is associated
with it; here, I {·} denotes the indicator function.
Thus, until failure, N (t) takes the value 0, and, for
t ≥ T , N (t) takes the value 1. So, N (t) has an
increment, or jump, dN (t) = 1 at time T ; for all other
values of t, dN (t) = 0. If Ht− denotes the history
of the process up to the instant just before time t,
we have
E{dN (t) | Ht− } = P {T ∈ [t, t + dt) | Ht− }
= Y (t)h(t) dt

(26)

where h(·) is the hazard function of T and Y (t) is
an indicator of whether the individual is still ‘at risk’
(i.e. surviving and under observation) at time t. The
process {Y (t)h(t)} is called the intensity process of
N and the integrated intensity function is
 t
Y (s)h(s) ds.
(27)
(t) =
0
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The basis of the theory is that we can identify
N (t) − (t) as a martingale with respect to Ht ,
because
E{dN (t) | Ht− } = d (t);

(28)

(t) is the compensator of N (t).
For competing risks we need to have an rvariate counting process, {N1 (t), . . . , Nr (t)}, with
Nc (t) associated with risk  c. The corresponding
t
compensators are (c, t) = 0 Y (s)h(c, s) ds, where
the h(c, t) are the subhazards.
Likelihood functions, and other estimating and test
functions, can be expressed in this notation, which
facilitates the calculation of asymptotic properties for
inference. Details may be found in [2, 10].

Actuarial Terminology
Survival analysis and competing risks have a long
history in actuarial science, though under other names
and notations. For a historical perspective, see [19].
Throughout the present article, the more modern
statistical terms and symbols have been used. It will
be useful to note here some corresponding points
between the older and newer terminology but an
examination of the considerable amount of older
notation will be omitted.
In the older terminology, survival analysis is
usually referred to as the ‘analysis of mortality’,
essentially the study of life tables (which might, more
accurately, be called death tables). The calculations
are traditionally made in terms of number of deaths
in a given cohort rather than rates or proportions.
The term ‘exposed to risk’ is used to describe the
individuals in the risk set, and the hazard function
is referred to as the ‘force of mortality’ or the
‘mortality intensity’ or the ‘age-specific death rate’.
Competing risks was originally known as ‘multiple decrements’: decrements are losses of individuals
from the risk set, for whatever reason, and ‘multiple’
refers to the operation of more than one cause. In
this terminology, ‘single decrements’ are removals
due to a specific cause; ‘selective decrements’ refers
to dependence between risks, for example, in an
employment register, the mortality among those still
at work might be lower than that among those censored, since the latter group includes those who have
retired from work on the grounds of ill health. The
subhazards are now the ‘cause-specific forces of mortality’ and their sum is the ‘total force of mortality’.
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The hazard-based approach has a long history in
actuarial science. In the older terminology, ‘crude
risks’ or ‘dependent probabilities’ refers to the hazards acting in the presence of all the causes, that is,
as observed in the real situation; ‘net risks’ or ‘independent probabilities’ refers to the hazards acting in
isolation, that is, when the other causes are absent.
It was generally accepted that one used the crude
risks (as observed in the data) to estimate the net
risks. To this end, various assumptions were made
to overcome the identifiability problem described in
the section ‘Latent Lifetimes’. Typical examples are
the assumption of independent risks, the Makeham
assumption (or ‘the identity of forces of mortality’),
Chiang’s conditions, and Kimball’s conditions ([7],
Section 6.3.3).
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Table; Occurrence/Exposure Rate)
MARTIN CROWDER

Conference of Consulting
Actuaries
The Conference of Consulting Actuaries (CCA) is
a voluntary US professional organization based in
Buffalo Grove, Illinois, dedicated to strengthening
both the practice of actuarial consulting and the
ability of its members to better serve their clients
and the public.
The organization began in the fall of 1949, as
the Conference of Actuaries in Public Practice, when
six consulting actuaries met in Chicago to discuss the need for a professional organization where
members could exchange views and concerns relevant to the consulting actuary. The inaugural meeting was held at the Edgewater Beach Hotel in
Chicago on 3 October 1950 and was attended by
35 members.
Today the CCA’s 1200 members are comprised
of practitioners from all major disciplines. While
based in the United States, CCA membership has
spread to countries including Canada, Mexico, Japan,
and France.
The CCA features three experience-based levels of
membership: Fellows (FCA), Members (MCA), and
Associates (ACA). Fellows must have twelve years of
actuarial experience with a minimum of five years as
a consultant. Members must have five years of actuarial experience with at least three years of consulting
experience. Associates need only have five years of
actuarial experience; however, Associates do not have
voting privileges. As of 2002, CCA dues were $260
for all membership levels.
Since its formation, the CCA has maintained a
cooperative relationship with its fellow US-based
actuarial organizations. In an effort to avoid duplication, the CCA Board of Directors annually appoint
liaisons to specific committees of each of the other
US organizations to report back to the board on current efforts in order to ensure that the needs and views
of the consulting actuary are adequately represented
and addressed.
The most recognized aspect of the organization
is their sponsorship of high-quality continuing education opportunities for the experienced consultant.
The CCA sponsors two three-day meetings to provide actuaries with the most current information on

issues confronting clients and a forum for exploring new ideas. These two meetings are CCA Annual
Meeting and the Enrolled Actuaries Meeting. The
CCA Annual Meeting, held in the fall at popular resort locations, is designed to provide consulting actuaries of all disciplines an opportunity
to gain valuable information from their peers. The
Enrolled Actuaries Meeting, jointly sponsored with
the American Academy of Actuaries, is held each
spring in Washington, D.C., and is geared to provide pension actuaries with the continuing education
required by the Joint Board for the Enrollment of
Actuaries, while challenging their professional skills
and knowledge.
In addition to these traditional meetings, the
CCA sponsors single-subject seminars on various
topics. Attendees of CCA-sponsored meetings and
seminars need not be members of the CCA to
attend.
The CCA also supports the educational efforts
of organizations such as the Casualty Actuarial
Society and the Society of Actuaries by requiring
that CCA members attain membership in at least one
of several organizations that require the completion
of an exam process prior to acceptance or be an
Enrolled Actuary, after having passed in the exam
and maintaining continuing education requirements
prior to entry.
In addition to its continuing educational efforts,
the CCA works to ensure that its members conduct themselves in a professional manner. The first
CCA Code of Professional Ethics was published
in 1960 and revised in 1971 as Guides to Professional Conduct and Interpretive Opinions. This
guide was replaced by the Code of Professional
Conduct [see US Code of Professional Conduct]
that was adopted by all US-based actuarial organizations in 1991 and restated most recently in
2001.
Since its inception, the CCA has annually published The Proceedings as both a transcript of significant sessions at the CCA Annual Meeting and a
forum for papers of interest to consulting actuaries.
The publication is currently published exclusively in
CD-ROM format. The CCA also annually publishes
a CD-ROM containing transcripts of various sessions
from the Enrolled Actuaries Meeting since assuming management of the Enrolled Actuaries Meeting
in 1995.
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The Consulting Actuary is the official newsletter of
the CCA. Formerly, CAPPsules, the newsletter was
published biannually to provide members with the
latest information on the programs and policies of
the CCA.

For more information on the publications, programs, and activities of the CCA, visit their website
at www.ccactuaries.org.
MATTHEW D. NONCEK

Cramér, Harald
(1893–1985)
Cramér started his mathematical career in analytic
number theory, but from the 1920s, he gradually
changed his research field to probability and mathematical statistics. In the 1930s, he published articles
on the theory of limit theorems for sums of independent random variables, and, in the 1940s, his important work on the structure of stationary stochastic
processes (see Stationary Processes) was published.
His famous treatise [4] had great influence as the
first rigorous and systematic treatment of mathematical statistics. In the 1960s, after his retirement, he
took up work on stochastic processes, summed up
in his book [7] with Leadbetter. From the 1920s, he
was also engaged in work on the refinement of the
central limit theorem (see Central Limit Theorem)
motivated by practical applications. He was one of
the few persons who could penetrate the risk theory (see Collective Risk Theory) of Filip Lundberg
and could present an expanded and clarified version
in review articles [2, 5, 6]. After his appointment as
professor of actuarial mathematics and mathematical
statistics at Stockholm University in 1929, he developed the risk theory with his students Arwedson,
Segerdahl, and Täcklind; their results were published
in Skandinavisk Aktuarietidskrift (see Scandinavian
Actuarial Journal) in the 1940s and 1950s. A review
of this work is in [5], where the probability distribution of the surplus process and of the time of ruin
is studied in detail using the so-called Wiener–Hopf
method for solving the relevant integral equations. In
this work, he also develops the approximation of the
distribution of the surplus introduced by Fredrik Esscher, an early example of a large deviation method.
Such methods have turned out to be very useful in
many other contexts.
In the 1930s and 1940s, Cramér was also engaged
in practical actuarial work. He was the actuary of
‘Sverige’, the reinsurance company of the Swedish
life insurers and was a member of the government
commission that created a new insurance law around
1940. He also developed new technical bases for
Swedish life insurance, which were adopted in 1938.
They were partly prompted by the crisis caused by the
fall of interest rates in the 1930s. Cramér also worked
out mortality predictions (see Decrement Analysis)

on the basis of the detailed Swedish records from
the period 1800–1930 in cooperation with Herman
Wold [3]. In his work on technical bases, the socalled zero-point method was introduced to obtain a
safe upper bound of the reserve. It consists in solving
Thiele’s differential equation, using a high mortality
when the sum at risk is positive, and a low mortality
when it is negative [10].
Being a great mathematician with genuine interest in the actuarial problems and being a talented
communicator gave Cramér an undisputed position
as an authority in the actuarial community of Sweden throughout his long career. This is reflected in
the fact that he was the chairman of the Swedish
Actuarial Society (see Svenska Aktuarieföreningen,
Swedish Society of Actuaries) (1935–1964) and an
editor of Skandinavisk Aktuarietidskrift (see Scandinavian Actuarial Journal) (1920–1963). A general
survey of his works is given in [1, 8]; a more detailed
survey of his works on insurance mathematics is
in [10]. See also the article about Filip Lundberg in
this encyclopedia.
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Croatian Actuarial
Association
History
The Croatian Actuarial Association (CAA) was founded on April 1, 1996, by 15 experienced actuaries
employed in insurance companies. The development
of the actuarial profession started earlier and has
followed the development of the insurance market.
The first Croatian insurance law ‘Ordo super assecuratoribus’ (Dubrovnik, 1568) is the oldest marine
insurance act of that type in the world [1]. Since
the first national insurance company ‘Osiguravajuća
zadruga Croatia’ (‘Insurance Association Croatia’)
was established (1884), actuaries have always been
active in the field. While Croatia was a part of
Yugoslavia (1918–1991), Croatian actuaries were
active at the federation level. The first actuarial
association (1937–1941), which published a bulletin
‘Glasnik udruženja aktuara’ (‘Bulletin of the Actuarial Association’), was established in Zagreb (Croatia)
and the second (1983–1991) had its head office in
Zagreb. In the first half of the twentieth century,
two Croatian actuaries were internationally recognized. University professor Vladimir Vranić, PhD,
created a course in actuarial mathematics in Zagreb
University and wrote a book titled Financial and
Actuarial Mathematics. Dragutin Fahn participated in
international actuarial conferences and took part in a
discussion on ‘life policyholders surplus appropriation’.

Membership
At the end of 2001, CAA had 55 members (34 fully
qualified, 19 associates, 2 honorary). The requirements for a fully qualified member is to hold a
degree in mathematics and to have at least three
years of actuarial experience; or to hold a degree
in economics, physics, or any other technical degree
and to have at least five years of actuarial experience; or to complete a special actuarial training
recognized by the CAA and to have at least one
year of actuarial experience [4]. Most of the fully
qualified members are actuaries trained according
to the International Actuarial Association (IAA)
syllabus; from 2003, the special actuarial training

became a requirement for all potential new members. Associates are persons interested in the actuarial
profession or those who are not (yet) actuaries. The
members meet once a year at the General Assembly
to review results accomplished in the previous year
and plan future activities and also meet at meetings
with a specific agenda, where they are encouraged
to discuss current issues, newly adopted acts, and
standards of practice. The CAA has a code of conduct and a disciplinary scheme in place and it is
a member of the IAA and the Groupe Consultatif.

Education
In the period 1998–2001, the CAA, along with
the UK Government Actuary Department and
Zagreb University, organized a basic and advanced
diploma course in actuarial mathematics and
insurance. In 2003, a postgraduate study in actuarial
mathematics was established at the mathematical
department of Zagreb University. The syllabus is
defined in cooperation with the CAA and is in
line with the syllabi of IAA and the Groupe
Consultatif.

Status of Actuaries
The status of actuaries and certified actuaries
is regulated by several acts of the Ministry of
Finance, the Insurance Supervision Agency, and the
Agency for Supervision Pension Funds and Insurance
(HAGENA). An actuary is defined as a fully qualified
member of the CAA. The Ministry of Finance grants
the certified actuary license for insurance. Potential
licensees are required to take the exam for certified
actuary or complete any other appropriate training
and also to fulfil a number of other requirements [3].
Similar conditions are also set for a certified actuary
for the pension insurance license, which is issued by
HAGENA [2].

Address
Miramarska 28, 10000 Zagreb, Croatia; Web:
www.aktuari.hr.
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Cyprus Association of
Actuaries (CAA)
Background
Started by a group of young actuaries educated
in the United Kingdom and the United States, the
Cyprus Association of Actuaries (CAA) was organized in 1991 and formally established in 1993. For
Cyprus, the actuarial profession, practically speaking,
did not exist. None of the local insurance companies had an internal actuary. Insurance companies
and pension funds (see Pensions: Finance, Risk
and Accounting; Pensions) mainly contracted any
actuarial-related work to UK-based consulting firms.
The partners and staff of a local actuarial services company, established by Mr. Ibrahim Muhanna
(Chartering President) and Mr. George M. Psaras,
provided both the impetus and the manpower in creating the association. They were eager to have a forum
to continue education, discuss local legislation and
regulations, and establish a professional code of conduct (see Professionalism). Also, recognition for the
profession would be gained using the association as a
means to formally and collectively promote the benefits of actuarial services to the public and private
sector.
Once preparations began, the association received
vital support from many other sources. The United
Kingdom’s government actuary, Mr. Chris Daykin,
offered his time and advice in all aspects of formation. Cypriot professionals with extensive insurance
and/or actuarial qualifications were eager to assist and
join the new association. External professional actuaries, mostly from the United Kingdom, who were
familiar with the Cyprus market, were delighted to
help further the profession.
On October 25, 1991, the Chartering Meeting was
held. The association was one of the founders of the
International Forum of Actuarial Associations (IFAA)
in 1995, which was reverted back as International
Actuarial Association (IAA), of which CAA became
full member in 1998, and an associate member of
Groupe Consultatif Actuariel Européen (GC) in
1999 (once Cyprus becomes a EU state member, the
CAA is to become a full member).

Environment
All of the major life insurance companies have now
at least one full-time internal actuary on staff, and
most of the pension funds maintain local actuarial
services. While still few in number, CAA members
are active in national as well as international activities. Through their employers or the association, they
organize conferences and present papers on the role
of the actuary and actuarial methodologies. On the
international stage, many participate in conferences
and are committee members of organizations such as
the GC.
While the CAA and its members are recognized
and respected in both the private and public sectors,
the profession needs further legal support. Advancement has been made now that the concepts of an internal actuary and periodic pensions valuations have
been accepted, and the association is consulted by
the government and/or regulatory bodies on a regular
basis. The CAA continues to work with the government in defining its statutory role in insurance
supervision (see Insurance Regulation and Supervision) and occupational pension schemes.
Implementation process of the new Cyprus insurance law, which became effective from January 1,
2003 and incorporates the related European Union
directives, triggered more formal involvement of the
CAA. Since 1998, upon request of the government,
the association made recommendations concerning
special issues within the new law. Most notably, the
new legislation states the qualifications and role of
the Appointed and Internal actuary; however, it does
not enforce any requirement regarding pension or
non-life actuaries. To become an Appointed Actuary, special approval from the government supervisor
is required with a prerequisite that the applicant has
attained Fellowship of GC or IAA.

Qualifications and Structure
The CAA has 29 regular members, as of December 31, 2001, 20 Fellows, five Associates, and four
student members.
Given the absence of higher-level actuarial education in Cyprus and since CAA is very small, it is premature to set an examination curriculum. Therefore,
the main exam structure and qualification criteria are
based on the Institute of Actuaries (IOA) or the
Society of Actuaries (SOA) membership structures.
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Hence, for membership qualification*, an applicant must have
•
•
•

Secondary level education with satisfactory Mathematics courses to become a Student;
Student qualifications plus passing most of the
technical exams of the IOA or SOA to become
an Associate, and;
Associate qualifications plus passing of at least
three specialist exams of the IOA or SOA, and
three years of actuarial experience in Cyprus to
qualify as a Fellow.

(*Membership does not require Cypriot citizenship or
residency.)
Moving toward a Continuous Professional Development (CPD) system, the CAA basic structure
includes formal or informal credit requirements. The
association also aims to organize professional activities with other actuarial associations to hold regional
conferences and training seminars.
The Executive Council consisting of seven elected
members guides the CAA: President, Vice President, Secretary, Treasurer, and three Advisors. Three
permanent committees of Education, New Members
and Accreditation, and Public Relations each have
two to three members. In addition, the association
is able to create ad hoc committees for special
issues or investigations, and maintains a library at
its headquarters.
The Charter and Byelaws were revised to conform to international standards, and our formalized
code of conduct and disciplinary procedures were

reviewed by the IOA and approved by GC. Also, the
IOA Guidance Notes have been adopted with minor
modifications.
Meetings of the Executive Council take place
every 45 days, besides extracurricular activities such
as sport events, dinners and lunches, and special
seminar discussions open to all members. Elections
are held every two years for all positions, and the
AGM is held every December.
There are also special categories of Affiliate and
Honorary members. Affiliates are defined as those
entities or person(s) that aid the association financially. Honorary members are appointed by the Executive Council. Affiliate and Honorary members do
not pay regular fees and do not have the right to vote
unless they are also regular Fellow members. Chris
Daykin has been Honorary President since 1996.
In GC, the CAA has a representative in the main
council and each of the five committees.
As a full member of the IAA, CAA-appointed
representatives were in 2002 present in four of the
14 committees.

Contact
George M. Psaras, FCAA
Secretary of CAA.
E-mail: george.psaras@muhanna.com
Tel.: ++ 357 22 456045
RENEE LUCIANI

De Finetti, Bruno
(1906–1985)
Essential Biography
Bruno de Finetti was born on June 13, 1906 in
Innsbruck (Austria). His parents were Italian, coming
from regions that until 1918 belonged to the AustroHungarian Empire. At that time, de Finetti’s father,
an engineer, was actually engaged in the construction
of railways in Tyrol.
Bruno de Finetti entered the Polytechnic of Milan,
aiming at a degree in engineering. After two years,
since a Faculty of Mathematics was opened in
Milan, he moved to mathematical studies and in
1927 he obtained a degree in applied mathematics.
After graduation, de Finetti moved to Rome to
join the Istituto Centrale di Statistica, whose president
was the Italian statistician Corrado Gini. He stayed
with that institute until 1931, when he moved to
Trieste to accept a position at Assicurazioni Generali.
He was engaged as an actuary and, in particular, he
was active in the mechanization process of actuarial
services, mainly in the field of life insurance. He left
Assicurazioni Generali in 1946.
During this period, in spite of the work pressure
in the insurance company, de Finetti developed the
research work started in Rome in the field of probability theory. Important results in actuarial mathematics
also date back to that period. Moreover, de Finetti
started teaching: he taught mathematical analysis,
financial and actuarial mathematics, and probability
at the University of Trieste, and for two years he
taught at the University of Padua.
In 1947, Bruno de Finetti obtained a chair as full
professor of financial mathematics at the University
of Trieste, Faculty of Sciences. In 1951, he moved
to the Faculty of Economics, at the same University.
In 1954, he moved to the Faculty of Economics at
the University of Rome ‘La Sapienza’. Finally, in
1961 he moved to the Faculty of Sciences at the same
university where he taught the theory of probability
until 1976.
Bruno de Finetti died in Rome on July 20, 1985.

The Scientific Work
The scientific activity of de Finetti pertains to a
wide range of research fields. Nevertheless, Bruno de
Finetti is a world-renowned scientist mainly because
of his outstanding contributions to probability and
statistics. Foundations of subjective probability (see
Bayesian Statistics), stochastic processes with independent increments, sequences of exchangeable random variables, and statistical inference are the main
areas in which we find de Finetti’s contributions.
Actually, de Finetti must be considered as one of the
founders of the modern subjective approach to probability (see, in particular, the well-known treatise, de
Finetti [11]).
For a comprehensive description of de Finetti’s
contribution to probability and statistics, the reader
can refer to [1]; see also [13].
Extremely significant contributions can be found
also in the fields of mathematical analysis, economics, decision theory, risk theory, computer science, financial mathematics, and actuarial mathematics. The reader can refer to [2, 3] for detailed
information about de Finetti’s scientific work and a
complete list of papers, textbooks, and treatises; see
also [4].

Contributions in the Actuarial Field
Bruno de Finetti’s contribution to actuarial sciences
can be allocated to the following areas:
1. life insurance mathematics (mortality laws,
surrender value (see Surrenders and Alterations), ancillary benefits, expenses, calculation of mathematical reserves (see Life Insurance Mathematics), technical bases for impaired
lives);
2. non-life insurance (see Non-life Insurance)
mathematics (theory of non-life insurance,
credibility theory);
3. risk theory and reinsurance (optimal retention
(see Retention and Reinsurance Programmes),
individual and collective approach to risk theory,
extreme value theory).
Important contributions to the development of
actuarial sciences also arise from de Finetti’s scientific work in different research fields, typically in
the fields of stochastic processes, statistical inference,
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and utility theory. In particular, his results concerning exchangeability (see [5]) and partial exchangeability (see [6]) have made a significant impact on
the theory of statistical inference and related actuarial
applications, whereas his contributions to utility theory (see [9]) underpin a number of results relevant to
insurance economics.
A short presentation of some seminal de Finetti’s
contributions to actuarial sciences follows.
Proportional reinsurance policies are analyzed
in [7], referring to both a one-year period and
an infinite time horizon. The approach adopted to
find optimal retention levels can be considered an
ante-litteram example of the mean-variance methodology, followed by Markowitz 10 years later for
solving portfolio selection problems (see Portfolio
Theory). de Finetti’s approach starts from considering that any reinsurance policy reduces the insurer’s
risk (in terms of the variance of the random profit
and the related ruin probability (see Ruin Theory))
as well as the expected profit. Then, a two-step
method is proposed. The first step consists in minimizing the variance under the constraint of a given
expected profit, whereas the second one, assuming
the expected profit as a parameter, leads to the
choice, based on a preference system, of a particular solution.
In the framework of risk theory, starting from
the collective scheme defined by Filip Lundberg
and Harald Cramér, de Finetti proposed a ‘barrier’
model (see [10]), in which an upper bound L is
introduced for the accumulated portfolio surplus. The
approach adopted is based on a random walk model.
The problem consists in the choice of the level
L, which optimizes a given objective function, for
example, maximizes the expected present value of
future dividends, or maximizes the expected residual
life of the portfolio.
In the field of life insurance mathematics, an
important contribution by de Finetti concerns the
surrender values (see [12]). The paper aims at finding
‘coherent’ rules for surrender values, which do not
allow the policyholder to obtain an advantage by
withdrawing immediately after the payment of a
premium. Then, the paper extends the concept of
coherence to the whole tariff system of a life office,
aiming at singling out ‘arbitrage’ possibilities for
the insured, arising from the combination of several
insurance covers.

Although the assessment of risk for a life insurance portfolio dates back to the second half of
the 19th century (Hattendorff’s theorem (see Life
Insurance Mathematics) is among the earliest contributions in this field), the formal expression of
the randomness of life insurance contracts must be
attributed to de Finetti. The concept of random
present value of benefits as a function of the random residual lifetime has been actually introduced
in [8].
As far as research in the actuarial field is concerned, it is worth noting that de Finetti was awarded
in 1931 the Toja prize, in 1964 the International INA
prize by the Accademia dei Lincei, and in 1978 by
the Swiss Actuarial Association. Bruno de Finetti
belonged to the pioneering generation of ASTIN, the
first section of the International Actuarial Association, founded in 1957 to promote actuarial studies in
the field of non-life insurance.
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De Moivre, Abraham
(1667–1754)
His Life
De Moivre was born at Vitry-le-François, France
on 26 May 1667. At the Université de Saumur, he
became acquainted with Christiaan Huygens’ treatise
on probability [9]. As a Huguenot, he decided in 1688
to leave France for England. Here, he became closely
connected to I. Newton (1642–1727) and E. Halley
(1656–1742); he had a vivid and yearlong correspondence with Johann Bernoulli (1667–1748). His first
mathematical contributions were to probability theory. This resulted in his Mensura Sortis [2] in 1712
and even more in his famous Doctrine of Chances [3]
in 1718 that would become the most important
textbook on probability theory until the appearance
of Laplace’s Théorie Analytique des Probabilités in
1812.
De Moivre’s scientific reputation was very high.
However, he seemingly had problems finding a permanent position. For example, he could not receive
an appointment at Cambridge or Oxford as they
barred non-Anglicans from positions. Instead, he
acted as a tutor of mathematics, increasing his meager
income with publications. He also failed in finding significant patronage from the English nobility.
Owing to these difficulties, it is understandable why
de Moivre developed great skills in more lucrative
aspects of probability. His first textbook Doctrine
of Chance deals a lot with gambling. De Moivre’s
main reputation in actuarial sciences comes from
his Annuities of Lives [4] in 1725 that saw three
reprints during his lifetime. Also, his French descent
may have blocked his breaking through into English
Society. Todhunter in [16] writes that ‘in the long
list of men ennobled by genius, virtue, and misfortune, who have found an asylum in England,
it would be difficult to name one who has conferred more honor on his adopted country than de
Moivre’.
After he stopped teaching mathematics, de Moivre
earned his living by calculating odds or values
for gamblers, underwriters, and sellers of annuities. According to [12], de Moivre remained poor
but kept an interest in French literature. He died
at the age of 87 in London on November 27,
1754.

His Contributions to Probability Theory
The paper [2] is an introduction to probability theory with its arithmetic rules and predates the publication of Jacob Bernoulli’s Ars Conjectandi [1]. It
culminates in the first printed version of the gambler’s ruin. It also contains a clear definition of
the notion of independence. De Moivre incorporates
the material of [2] into his Doctrine of Chance of
1718. The coverage of this textbook and its first two
enlarged reprints is very wide. Chapter 22 in [6] contains an excellent overview of the treated problems.
Among the many problems attacked, de Moivre deals
with the fifth problem from Huygens [9], namely the
classical problem of points (see Huygens, Christiaan and Lodewijck (1629–1695)). But he also treats
lotteries, different card games, and the classical gambler’s ruin problem. A major portion of the text
is devoted to a careful study of the duration of a
game.
The most significant contribution can only be
found from the second edition onwards. Here de
Moivre refines Jacob Bernoulli’s law of large numbers (see Probability Theory) by proving how
the normal density (see Continuous Parametric
Distributions) approximates the binomial distribution (see Discrete Parametric Distributions). The
resulting statement is now referred to as the De
Moivre–Laplace theorem, a special case of the central limit theorem. As one of the side results, de
Moivre needed an approximation for large integer
values n to the factorial
√
n! ∼ 2π nn+1/2 e−n ,
which he attributed to J. Stirling (1692–1770) who
derived it in [15].

His Contributions to Actuarial Science
At the time when de Moivre wrote his Annuities, only
two sets of life tables were available; on the one hand
those of Graunt (1602–1674) [5] about London e.a.
and those of Halley (1656–1742) [7] about Breslau.
To get a better insight into these tables, de Moivre fits
a straight line through data above age 12. In terms of
the rate of mortality, this means that he assumes that
t
lx+t
=1−
,
lx
ω−x

(1)
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with ω the maximal age. Using this assumption,
he can then find the number of survivors at any
moment by interpolation between two specific values in the life table tables, say λx and λx+s . More
explicitly,


t
t
lx+t = lx+s + 1 −
(2)
lx , 0 ≤ t < s.
s
s
This in turn then leads to the following formula
for the value of a life annuity of one per year for a
life aged x as


1+i
1
1−
aω−x ,
(3)
ax =
i
ω−x
where we find the value of the annuity-certain (see
Present Values and Accumulations) on the right.
In later chapters, de Moivre extends the above
results to the valuation of annuities upon several
lives, to reversions, and to successive lives. In the
final section he uses probabilistic arguments to calculate survival probabilities of one person over another.
However, the formulas that he derived for survivorship annuities are erroneous.
We need to mention that simultaneously with de
Moivre, Thomas Simpson (1710–1761) looked at
similar problems, partially copying from de Moivre
but also changing and correcting some of the latter’s
arguments. Most of his actuarial contributions are
contained in [13].

Treatises
We need to mention that de Moivre wrote a few
papers on other mathematically inclined subjects. We
refer in particular
to his famous formula expanding
√
(cos x + −1 sin x)n in terms of sines and cosines.
For more information on this, see [11, 17].
For treatises that contain more on his importance
as a probabilist, see [8, 10, 12, 18].
For a detailed description of his actuarial work,
see Chapter 25 in [6]. For more information on the
role de Moivre played within the development of
statistics, we refer to [14] in which the relations
between de Moivre and Simpson can also be seen.
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Insurance; History of Actuarial Science; Mortality
Laws)
JOZEF L. TEUGELS

De Witt, Johan
(1625–1672)
Johan de Witt was born on September 25, 1625. He
was born of a line of city councillors. As a young
lawyer, in 1652 he was appointed the Pensionary of
Dordrecht and at the age of 28, he took the oath
of the Grand Pensionary, in other words, as the
Secretary of the Estates of Holland. Partly due to his
intelligence and ability to manipulate other people,
he became one of the most important politicians
of the Republic. From his appointment until his
retirement from office on August 4, 1672, he made
an impact on the domestic and foreign politics of the
Republic in the so-called Golden Age. de Witt was
a famous politician who clearly subscribed to antiOrange politics. This was to cost him dearly. Together
with his brother, he was assassinated in 1672, in
The Hague.
The concerns of the State were primarily a duty
for de Witt. His personal interest lay largely in a
different area. Although he had very little time for
other matters, he made a ‘modest’ contribution to his
hobby, namely, (applied) mathematics. He was particularly proud of his Elementa Curvarum Linearum
(The Elements of Curves), a mathematical work on
conics published in 1661, which became the standard
work in this area. This work was praised in his time,

amongst others by the English scientist, Isaac Newton
(1642–1727). Modern mathematicians do not regard
it as a very important work. For actuaries, however,
Johan de Witt is still an important pioneer of their discipline. By linking the science of probabilities to data
on mortality, he laid the basis for the actuarial sciences in his publication, Waerdije van lyf-renten naer
proportie van los-renten (Annuity Values in Proportion to Separate Interest Rates), which was published
on a small scale. In this work, he calculates what an
annuity ought to cost given certain mortality figures,
depending on the interest rate. This small book had
a great reputation but was not meant for the general
public and was soon no longer available. In 1704
and 1705, the French mathematician Jacob Bernoulli
(1654–1705) and the German philosopher and mathematician, Gottfried Wilhelm Leibnitz (1646–1716)
were unable to find a copy. For this reason, it was
later thought that the Waerdije was unknown for very
long and that it had little influence. Dutch actuaries,
however, certainly knew where they could find de
Witt’s writings: in the resolutions of the Estates, in
which they were included in their entirety. As such,
the work had considerable influence on the development of actuarial science in the Netherlands.

(See also History of Actuarial Science)
SIMON VAN VUURE

Decrement Analysis

exact age x to exact age x + 1. Assumptions that are
sometimes used include

The life table is an example of a decrement table –
one with a single mode of decrement – death.

•
•
•

Binomial Model of Mortality
Under the most natural stochastic model associated
with the life table, a person aged exactly x is assumed
to have probability px of surviving the year to age
x + 1, and probability qx of dying before attaining
age x + 1. With N such independent lives, the number of deaths is a binomial (N , qx ) random variable
(see Discrete Parametric Distributions). When the
mortality probability is unknown, a maximum likelihood estimate is provided by D N −1 , where D is
the number of deaths observed between exact ages x
and x + 1, among the N lives observed from exact
age x to exact age x + 1 or prior death.
In practice, some or all of the lives in a mortality
investigation studied between exact age x and exact
age x + 1 are actually observed for less than a year.
Clearly, those dying fall into this category, but they
cause no problem, because our observation is until
exact age x + 1 or prior death. It is those who are still
alive and exit the mortality investigation for some
reason other than death between exact ages x and
x + 1, and those who enter after exact age x and
before exact age x + 1 who cause the complications.
The observation periods for such lives are said to be
censored (see Censoring).
For a life observed from exact age x + a to
exact age x + b (0 ≤ a < b ≤ 1), the probability of
dying whilst under observation is b−a qx+a . A person
observed for the full year of life from exact age x to
exact age x + 1 will have a = 0 and b = 1. In the
case of a person dying aged x last birthday, during
the investigation period, b = 1. Using an indicator
variable d, which is 1, if the life observed dies aged
x last birthday during the investigation and 0 otherwise, the likelihood of the experience is the product
over all lives of
(b−a qx+a )d (1 − b−a qx+a )1−d
To obtain the maximum likelihood estimate of
qx , it is necessary to make some assumption about
the pattern of mortality over the year of life from

the uniform distribution of deaths: t qx = tqx
the so-called Balducci assumption: 1−t qx+t =
(1 − t)qx
a constant force of mortality: t qx = 1 − e−µt

with 0 ≤ t ≤ 1. Once one of these assumptions is
made, there is only a single parameter to be estimated
(qx or µ), since the values of a, b and d are known
for each life. The uniform distribution of deaths
assumption implies an increasing force of mortality
over the year of age, whilst the Balducci assumption
implies the converse.

The Traditional Actuarial Estimate of qx
According to the above binomial model, the expected
number of deaths is the sum of b−a qx+a over all lives
exposed to the risk of death aged x last birthday
during the investigation period. Under the constant
force of mortality assumption from exact age x to
exact age x + 1, b−a qx+a = 1 − (1 − qx )b−a , which
becomes (b − a)qx if the binomial term is expanded
and the very small second and higher powers of qx
are ignored. Under the binomial model, those dying
whilst under observation are not censored above (i.e.
for them, b = 1). The expected number of deaths can
therefore be written as


(b − a)qx +
(1 − a)qx
survivors

deaths

which can be rearranged as

 

(1 − a) −
(1 − b) qx
all lives

survivors

The expression in curly brackets is referred to as
the initial exposed to risk, and is denoted by Ex .
Note that a life coming under observation a fraction
through the year of life from exact age x, is given
an exposure of 1 − a, whilst one leaving a fraction
b through that year of life other than by death has
his/her exposure reduced by 1 − b. Those dying are
given full exposure until exact age x + 1.
The actuarial approach uses the method of
moments, equating the expected number of deaths
to the observed number of deaths θx to obtain
q̂x =

θx
Ex

(1)
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The traditional actuarial estimation formulae can also
be obtained using the Balducci and uniform distribution of death assumptions. The accuracy of the derivation under the common Balducci assumption has been
criticized by Hoem [15] because it treats entrants and
exits symmetrically. Hoem points out that no assumption about intra-age-group mortality is needed if a
Kaplan–Meier estimator (see Survival Analysis) is
used [16]. The actuarial approach, however, has been
defended by Dorrington and Slawski [9], who criticize Hoem’s assumptions. In most actuarial contexts,
the numerical differences are very small.

Poisson Model
Over much of the life span, the mortality rate qx is
small, and the number of deaths observed at a particular age can therefore be accurately approximated
by the Poisson distribution (see Discrete Parametric Distributions). If one assumes that the force of
mortality or hazard rate is constant over the age of
interest, and enumerates as Exc the total time lives
aged x are observed, allowing only time until death
in the case of deaths (in contrast to the initial exposed
adopted under the binomial and traditional actuarial
methods), the maximum likelihood estimator of the
force of mortality is
µ̂ =

θx
Exc

(2)

The force of mortality is not in general constant
over the year of age, and (2) is therefore interpreted
as an estimate of the force of mortality at exact
age x + 1/2. The central mortality rate mx of the
life table is a weighted average of µx+r for all r
(0 < r < 1). So (2) is also often interpreted as an
estimate of mx .
Under the assumption that deaths occur, on average, at age x + 1/2, the initial exposed to risk Ex and
the central exposed to risk Exc are related as follows:
Ex ≈ Exc +

θx
2

(3)

The Poisson estimator is particularly useful when
population data are provided by one or more censuses. To see this, we observe that, if Px (t) is the
population at time t, aged x last birthday, the central
exposed to risk for an investigation of deaths over,
say, three years from t = 0 to t = 3 is the integral

of Px (t) over that interval of time, which is readily
approximated numerically using available population
numbers at suitable census dates, for example,
Exc ≈ 3Px (1.5)
Exc ≈

Px (0) + 2Px (1) + 2Px (2) + Px (3)
2

(4)
(5)

This approach is usually referred to as a census
method, and is commonly used in life insurance
mortality investigations and elsewhere, because of
its simplicity. Formula (4) is essentially the basis
of the method used to derive national life tables in
many countries, including Australia and the United
Kingdom.

Sampling Variances and Standard Errors
Under the binomial model, the number of deaths θx
aged x last birthday, among Ex lives exposed, has
variance Ex qx (1 − qx ). It follows that the actuarial
estimate (1) of qx has variance qx (1 − qx )/Ex . Over
most of the life span, qx is small, and in this situation,
an accurate approximation to the variance of
√ the qx
estimator is provided by qx /Ex , leading to ( θx )/Ex
as the standard error of the qx estimator, when the
unknown qx is replaced by its actuarial estimate (1).
Under the Poisson model, the variance of the
number of deaths θx is Exc µ. The variance of the
Poisson estimator (2) is therefore µ/Exc . Substituting
the Poisson estimate for the unknown µ, we deduce
that
√ the standard error of the Poisson estimate is
( θx )/Exc , which is numerically very close to the
binomial standard error, except at advanced ages.

Graduation
But for any prior information or prior belief we
might have about the pattern of decrement rates over
age, the estimates for each separate age obtained by
the above methods would be the best possible. For
most decrements, however, we do have some prior
information or belief. Mortality rates (in the normal
course of events), for example, might be expected to
change smoothly with age. If this is true, then the
data for several ages on either side of age x can be
used to augment the basic information for age x, and
an improved estimate of qx or µ can be obtained by
smoothing the observed rates.

Decrement Analysis
The art of smoothing the rates calculated as above
to obtain better estimates of the underlying population
mortality rates is called graduation, and the ability
to smooth out random fluctuations in the calculated
rates may permit the estimation of valid rates from
quite scanty data.
A wide range of smoothing methods have been
adopted by actuaries over the years, the principal
approaches being:
•
•
•
•

•

graphical methods;
summation methods (weighted running averages,
designed to avoid introduction of bias);
cubic splines;
reference to an existing standard table (manipulating standard table rates by a selected mathematical formula so that the adjusted rates represent
the actual experience); and
fitting a mathematical formula.

The method adopted will depend to some extent on
the data and the purpose for which the decrement
rates are required. A simple graphical graduation
will probably be sufficient in many day-to-day situations, but where a new standard table for widespread
use is required, considerable time and effort will
be expended in finding the best possible graduation.
For a standard mortality table, the mathematical formula approach is probably the commonest in recent
years [13], and formulae tend to be drawn from
among the well-known mortality laws or modifications of them. Rapid advances in computing power
have made this approach much more manageable
than in earlier years. Surprisingly, generalized linear
models (GLMs), which might be used for graduation,
allowing explicit modeling of selection and trends,
have not as yet attracted much actuarial attention in
relation to graduation.
The smoothness of rates produced by one or other
of the other methods needs to be checked, and the
usual approach is to examine the progression of first,
second, and third differences of the rates. This is not
necessary when a mathematical formula has been fitted, because any reasonable mathematical function
is by its very nature, smooth [2]. The art of graduation in fact lies in finding the smoothest set of
rates consistent with the data. This is most clearly
demonstrated by the Whittaker–Henderson method
that selects graduated rates in such a way that a
weighted combination of the sum of the squares of
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the third differences of the selected rates and the chisquare measure of goodness-of-fit is minimized [2].
The relative weighting of smoothness versus adherence to data is varied until a satisfactory graduation
is achieved.
The user of any graduated rates must be confident
that they do in fact properly represent the experience
on which they are based. The statistical testing of the
graduated rates against the data is therefore an essential component of the graduation process. A single
composite chi-square test (comparing actual deaths
at individual ages with expected deaths according to
the graduation) may provide an initial indication as to
whether a graduation might possibly be satisfactory
in respect of adherence to data, but because the test
covers the whole range of ages, a poor fit over certain
ages may be masked by a very close fit elsewhere.
The overall chi-square test may also fail to detect
clumping of deviations of the same sign. Further
statistical tests are therefore applied, examining individual standardized deviations, absolute deviations,
cumulative deviations, signs of deviations, runs of
signs of deviations, and changes of sign of deviations, before a graduation is accepted [2, 13]. With
very large experiences, the binomial/Poisson model
underlying many of the tests may break down [21],
and modifications of the tests may be necessary [2].

Competing Risks; Multiple-decrement
Tables
The life table has only one mode of decrement –
death. The first detailed study of competing risks
where there are two or more modes of decrement
was by the British actuary Makeham [19] in 1874,
although some of his ideas can be traced to Daniel
Bernoulli, who attempted to estimate the effect on a
population of the eradication of smallpox [8]. Makeham’s approach was to extend the concept of the
force of mortality (which was well known to actuaries
of the time) to more than one decrement.
The multiple-decrement table is therefore a natural extension of the (single-decrement) life table [2,
5, 6, 10], and it finds many actuarial applications,
including pension fund service tables (see Pension
Fund Mathematics) (where the numbers of active
employees of an organization are depleted by death,
resignation, ill-health retirement, and age retirement)
and cause of death analysis (where deaths in a normal life table are subdivided by cause, and exits from
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the lx column of survivors are by death from one or
other of the possible causes of death).
There is no agreed international notation, and
the symbols below, which extend the internationally
agreed life table notation, are commonly accepted in
the United Kingdom.
For a double-decrement table labeled ‘a’ with two
modes of decrement α and β, the number of survivors
at age x is represented by (al )x . Decrements at age
x by cause α are designated by (ad )αx , and the basic
double-decrement table takes the following form.
Age
x

Survivors
(al)x

20
21
22
23
...

1 00 000
93 943
87 485
80 598
...

α decrements
(ad)αx

β decrements
β
(ad)x

1129
1185
1245
1302
...

4928
5273
5642
6005
...

1 d(al)x
(al)x dx

∞

(ad)αx+t

(al)αx =

(8)

t=0

and a force of decrement
(aµ)αx = −

1 d
(al)αx
(al)x dx

(9)

and because
(ad)x = (ad)αx + (ad)βx

(10)

(aµ)x = (aµ)αx + (aµ)βx

(11)

we find that

The proportion surviving from age x to age
x + t (or probability of survivorship from age x
to age x + t in a stochastic context) is t (ap)x =
(al )x+t /(al )x . The proportion of lives aged exactly
x exiting by mode α before attaining age x + 1 is
(aq)αx = (ad )αx /(al )x . This is usually referred to as the
dependent rate of decrement by mode α, because the
decrement occurs in the context of the other decrement(s). Independent decrement rates are defined
below. The force of decrement by all modes at exact
age x bears the same relationship to (al )x as µx does
to lx in a life table, namely
(aµ)x = −

malaria deaths. To proceed, it is necessary to develop
further the underlying double-decrement model. The
usual approach is to define

(6)

Survivorship from age x to age x + t in terms of the
force of decrement from all modes again parallels the
equivalent life table formula
  t

(aµ)x+u du
(7)
t (ap)x = exp −
0

Related Single-decrement Tables
In the case of a population subject to two causes of
death: malaria, for example, (decrement β) and all
other causes (decrement α), a researcher may wish to
evaluate the effect on survivorship of eliminating all

The next step is to envisage two different hypothetical populations: one where malaria is the only
cause of death and the other where there are no
malaria deaths but all the other causes are present.
The assumption made in the traditional multipledecrement table approach is that the force of mortality
in the nonmalaria population µαx is equal to (aµ)αx and
β
β
that for the malaria-only population µx = (aµ)x .
Separate (single-decrement) life tables can then be
constructed for a population subject to all causes of
death except malaria (life table α, with α attached
to all its usual life table symbols) and a hypothetical population in which the only cause of death was
malaria (life table β). Then, for the population without malaria,
  t

α
α
p
=
exp
−
µ
du
t x
x+u

(12)

0

The decrement proportions (or probabilities of dying)
in the two separate single-decrement life tables are
β
β
qxα = 1 − pxα and qx = 1 − px . These are referred
to as independent rates of decrement because they
each refer to decrements in the absence of the other
decrement(s). Under the Makeham assumption, µαx =
β
β
(aµ)αx and µx = (aµ)x , so it is clear from (7), (11)
and (12) that
t (ap)x

= t pxα t pxβ

(13)

Decrement Analysis

Relationship between Dependent and
Independent Decrement Rates

β

For a life aged x in a double-decrement table to exit
by mode α before age x + 1, the life must survive
from age x to age x + t and then exit by mode
α between t and t + dt for some t (0 ≤ t < 1). It
follows that
 1
α
(aq)αx =
t (ap)x µx+t dt


0

1

=


α
β α
t px t px µx+t

0
1

=
0

dt

(1 − t qxβ )t pxα µαx+t dt

(14)

For most life tables and single-decrement tables, the
survivorship function lx is virtually indistinguishable
from a straight line over a single year of age. To
obtain practical formulae, strict linearity over the single year of age is often assumed. Under this assumption of uniform distribution of decrements (deaths),
the proportion exiting between age x and age x + t
(0 ≤ t < 1) is
t qx

=

lx − lx+t
t (lx − lx+1 )
=
= tqx
lx
lx

The mortality rate


=

s qx

(15)

for (aq)x . Obtaining the independent rates from the
dependent rates using (18) and the equivalent equation for decrement β is slightly more complicated as
we need to solve the two equations simultaneously.
Where there are only two modes of decrement, the
elimination of one of the two unknown independent
rates leads to a readily soluble quadratic equation. An
iterative approach is essential when there are three or
more decrements.
We note in passing that if the assumption of uniform distribution of decrements is made for each
mode, then the distribution of all decrements combined cannot be uniform (i.e. (al )x is not strictly
linear. With two modes of decrement, for example, it
will be quadratic).
The uniform distribution of decrements is not
the only practical assumption that can be made to
develop relationships between the independent and
dependent rates. Another approach is to assume that
for 0 ≤ t < 1,
µαx+t = A(aµ)x+t

s

dt

(16)

Under the uniform distribution of deaths assumption
with s qx = sq x , we conclude from (16) that
= qx ,

(0 ≤ t ≤ 1)

(17)

Applying the uniform distribution of deaths formula (15) for decrement β and formula (17) for α,
we deduce from (14) that
 1
(1 − tqxβ )qxα dt
(aq)αx =
0

=

qxα

(aq)αx
(aq)x

(20)

and

0

t px µx+t

(19)

with A constant within each one-year age-group,
but different from one age-group to the next. Under
this piecewise constant force of decrement proportion
assumption
A=

t px µx+t

5



1 β
1 − qx
2

(18)

The same approach can be used when there are three
or more decrements.
In the situation in which the independent decrement rates are known, the dependent rates can be calculated directly using (18) and the equivalent formula

pxα = [(ap)x ]A

(21)

so that
α

qxα = 1 − [1 − (aq)x ](aq)x /(aq)x

(22)

With this formula, one can derive the independent
rates from the dependent rates directly, but moving
in the other direction is more difficult.
Formula (22) also emerges if one makes an alternative piecewise constant force of decrement assumption: that all the forces of decrement are constant
within the year of age.
Except where there are significant concentrations
of certain decrements (e.g. age retirement at a fixed
age in a service table) or decrement rates are high,
the particular assumption adopted to develop the
relationship between the dependent and independent
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rates will have relatively little effect on the values
calculated [10].

Estimation of Multiple-decrement Rates
Independent q-type rates of decrement in a multipledecrement table context are readily estimated using
the binomial and traditional actuarial described above.
Lives exiting by the mode of decrement of interest
are given full exposure to the end of the year of life,
whilst those departing by other modes are given exposure only to the time they exit. Dependent rates can
be estimated directly by allowing full exposure to
the end of the year of life for exits by the modes of
interest and exposure only to time of exit for other
modes. Data, for example, might come from a population with three modes of decrement α, β, and γ ,
and a double-decrement table might be required with
modes of decrement α and β. Exits by modes α and
β would be given exposure to the end of the year of
life, and exits by mode γ exposure to time of exit.
In the case of the Poisson model, exposure is to
time of exit for all modes. Calculations are usually
simpler, and the statistical treatment more straightforward. The multiple-decrement table can, in fact,
be interpreted as a special case of the Markov
multi-state model (see Markov Chains and Markov
Processes), which now finds application in illnessdeath analysis.
If it is intended to graduate the data, it is usually preferable to work with the independent rates,
because changes brought about by graduating the
dependent rates for one decrement can have unexpected effects on the underlying independent rates
for other modes of decrement, and make the resultant
multiple-decrement table unreliable.

Dependence between Competing Risks
The lives we have been discussing in the doubledecrement situation can be thought of as being subject to two distinct competing risks (see Competing
Risks). As a stochastic model, we might assume that
a person has a random future lifetime X under risk
α and a random future lifetime Y under risk β. The
actual observed lifetime would be the minimum of
the two.
The distributions of the times to death for the
two causes could well be related, and this is very

relevant to one of the classic questions in the literature: How much would the expectation of life
be increased if a cure for cancer were discovered?
If cancer were largely unrelated to other causes of
death, we might expect a marked improvement in life
expectancy. If, on the other hand, survivorship from
another disease, for example, cardiovascular disease,
were highly correlated with cancer survivorship, the
lives no longer threatened by cancer might die only
a short time later from cardiovascular disease. The
increase in life expectancy might be relatively modest.
In the case of a single-decrement life table, survivorship from age 0 to age x is usually expressed in
terms of x p0 = lx /l0 . In a stochastic context, it is convenient to write it as S(x), where S(x) = 1 − F (x)
and F (x) is the distribution function of the time X
to death of a life aged 0. S(x) is the probability that
X > x, and the force of mortality
µx = lim

h→0

1
P (x < X ≤ x + h|X > x)
h

(23)

As suggested above, where a life is subject to two
possible causes of death α and β, it is possible to
imagine a time to death X for cause α and a time
to death Y for cause β. Death will actually occur at
time Z = min(X, Y ).
By analogy with the life table survivorship function, we define
S(x, y) = P (X > x, Y > y)

(24)

and note immediately that the marginal distributions
associated with
Sα (x) = S(x, 0)

(25)

Sβ (y) = S(0, y)

(26)

can be interpreted as the distributions of time to
death when causes α and β are operating alone (the
net distributions). These have hazard rates (forces of
mortality)
λα (x) =

−(dS(x, 0))/dx
S(x, 0)

(27)

λβ (y) =

−(dS(0, y))/dy
S(0, y)

(28)

With α and β operating together, we first examine
the bivariate hazard rate for cause α at the point
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From the definition of the crude hazard rate, the
probability that death will occur between ages x and
x + dx by cause α in the presence of cause β is

(x, y)
1
P (x < X ≤ x + h,
h
Y > y|X > x, Y > y)

hα (x, y) = lim

h→0

S(x, x)hα (x) dx

=

−(∂S(x, y))/∂x
S(x, y)

(29)

hβ (x, y) =

−(∂S(x, y))/∂y
S(x, y)

(30)

0

In practice, of course, it is only possible to observe
Z = min(X, Y ), with survival function
SZ (z) = P (Z > z) = S(z, z)

(31)

and hazard function
h(z) =

−(dSZ (z))/dz
SZ (z)

(33)

the overall hazard function for survivorship in the
two-cause situation

−(dSα∗ (x))/dx
=
Sα∗ (x)

hα (x)S(x, x)

∞

hα (u)S(u, u) du
x

(39)

Independence
When causes α and β are independent, the following
simplifications emerge:
S(x, y) = Sα (x)Sβ (y)

(40)

SZ (z) = Sα (z)Sβ (z)

(41)

hα (x, y) = hα (x) = λα (x)

(42)

Equation (41) is essentially identical to formula (13)
in the nonstochastic multiple-decrement analysis.

(35)

Changing the signs in (35), integrating and exponentiating, we discover that SZ (z) may be written
SZ (z) = S(z, z) = Gα (z)Gβ (z)

λ∗α (x) =

All these formulae generalize to three or decrements.

with a similar formula for cause β in the presence of
cause α, and since


dS(z, z)
∂S(x, y) ∂S(x, y)
(34)
=
+
dz
∂x
∂y
x=y=z

h(z) = hα (z) + hβ (z)

and the survival function of those dying from cause
α in the presence of cause β is
 ∞
1
Sα∗ (x) =
hα (u)S(u, u) du
(38)
πα x
with hazard rate

(32)

The crude hazard rate at age x for cause α in the
presence of cause β is
1
hα (x) = lim P (x < X ≤ x + h,
h→0 h
Y > x|X > x, Y > x)


∂S(x, y)/∂x
=−
S(x, y)
y=x

It follows that the probability of dying from cause α
in the presence of cause β is
 ∞
=
hα (u)S(u, u) du
(37)
πα

(36)

Thus, the overall survivorship function can be
expressed as the product of two functions, one
relating to decrement α and the other to β. Note,
however, that Gα (z) and Gβ (z) are both determined
by their respective crude hazard rate in the presence
of the other variable.

Effect of Dependence
Does dependence have a large effect? To investigate this, imagine that X, the time to death under
cause α, is a random variable made up of the sum of
two independent chi-square variables (see Continuous Parametric Distributions), one with 5 degrees
of freedom, the other with 1 degree of freedom, and
that Y , the time to death under the other cause β, is
also made up of the sum of independent chi-square
variables with 5 and 1 degrees of freedom. Both X
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and Y are therefore χ62 random variables. But in this
example, they are not independent. They are in fact
closely related, because we use the same χ52 component for both. A mortality experience was simulated
with both causes operating. The expectation of life
turned out to be 5.3 years. With cause β removed, the
life expectancy should be 6.0 (the expected value of
χ62 ). Conventional multiple-decrement table analysis,
however, provided an estimate of 8.3!
When X and Y were later chosen as two completely independent χ62 , the traditional analysis correctly predicted an increase from 4.2 to 6.0 years for
the life expectancy.
The example is rather an extreme one, but the
warning is clear.
Unless decrements are very dependent, actuaries tend to use the traditional multiple-decrement
approach, and the results obtained should be adequate. Modeling dependence is not easy. If we have
some idea of how the modes of decrement are related,
it may be possible to construct a useful parametric
model in which the parameters have some meaning, but it is very difficult to construct a general
one. Another approach is to choose some well-known
multivariate survival distribution in the hope that it
provides an adequate representation of the data [10].
Carriere [4] examines the effect of dependent decrements and their role in obscuring the elimination of
a decrement. A comprehensive mathematical treatise
can be found in [8].

Projection of Future Mortality
Mortality has improved remarkably in all developed
countries over the past century with life expectancies
at birth now well over 80 for females and only a
few years less for males. Whilst improving mortality does not pose problems in relation to the pricing
and reserving for life insurances, the rising costs of
providing annuities and pensions to persons with
ever increasing age at death make it essential that
actuaries project the future mortality of lives purchasing such products. Such projections date back at
least to the early twentieth century [1]. Governments
also require mortality projections to assess the likely
future costs of national pensions, whether funded or
pay-as-you-go.
It is impossible to foresee new developments in
medicine, new drugs, or new diseases. Any mortality

projection, however sophisticated, must therefore be
an extrapolation of recent experience. The simplest
approach, which has been used for almost a century
and is still commonly adopted, is to observe the
mortality rate qx at selected ages at recent points
of time and extrapolate these to obtain projected
mortality rates qx,t for age x at various points of time
t in the future. The projection may be graphical or
may involve formulae such as
qx,t = βx γxt

(43)

where βx reflects the level of mortality at age x
at a particular point of time (the base year) and
γx (0 < γx < 1), estimated from recent experience,
allows for the annual improvement in mortality at
age x. Because mortality tends to rise approximately
exponentially with age over much of the adult age
span, future improvements under (43) can be allowed
for, quite conveniently, by specifying an equivalent
annual age adjustment to obtain the projected mortality rate. A reduction of 1/20 per annum in the age, for
example, is approximately equivalent to γx = 0.996.
An ultimate minimum mortality level αx is envisaged if the formula
qx,t = αx + βx γxt

(44)

is adopted [22], and in some investigations, attempts
have been made to relate mathematically the reduction formulae at the different ages [7].
These projection methods can be applied to both
period (cross sectional) and generational data.
There is no reason why the function extrapolated
should be the mortality rate qx,t . Among the transformations sometimes used to project mortality, the
logit transformation of Brass [3, 14] is prominent,
particularly when the data are prepared in cohort
rather than period form. The transformation takes
the form


l0 (n) − lx (n)
(45)
x (n) = 0.5 ln
lx (n)
where n is the cohort born in year n.
Where the mortality of a population at different epochs can be adequately represented by a
‘law of mortality’, the parameters for these ‘laws’
may be extrapolated to obtain projected mortality
rates [11, 12]. The method has a certain intuitive
appeal, but can be difficult to apply, because, even
when the age specific mortality rates show clear
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trends, the estimated parameters of the mathematical ‘law’ may not follow a clearly discernible pattern over time, and independent extrapolations of
the model parameters may lead to projected mortality rates that are quite unreasonable. This tends
to be less of a problem when each of the parameters is clearly interpretable as a feature of the
mortality curve. The mortality experience of more
recent cohorts is always far from complete, and for
this reason these methods are usually applied to
period data.
Projectors of national mortality rates in the 1940s
generally assumed that the clear downward trends
would continue and failed to foresee the halt to the
decline that occurred in the 1960s in most developed populations. Researchers who projected deaths
separately by cause using multiple-decrement methods observed rapidly increasing circulatory disease
mortality alongside rapidly declining infectious disease mortality [20]. The net effect in the short term
was continued mortality decline, but when infectious
disease mortality reached a minimal level, the continually increasing circulatory disease mortality meant
that mortality overall would rise. This phenomenon
was of course masked when mortality rates were
extrapolated for all causes combined. Very often, the
results of the cause of death projections were ignored
as ‘unreasonable’!
In the case of populations for which there is
little existing mortality information, mortality is often
estimated and projected using model life tables or by
reference to another population about which levels
and trends are well known [22].
Actuaries have generally tended to underestimate
improvements in mortality, a fact emphasized by
Lee and Carter in 1992, and the consequences for
age pensions and social security are immense. Lee
and Carter [17, 18] proposed a model under which
the past observed central mortality rates {mx,t } are
modeled as follows:
ln(mx,t ) = ax + bx kt + ex,t

(46)

where x refers to age and t to the epoch of the observation. The vector a reflects the age pattern of the
historical data, vector b represents improvement rates
at the various ages, and vector k records the pattern over time of the improvements that have taken
place. To fit the model, the authors select ax equal
to the average historical ln(mx,t ) value, and arrange
that b is normalized so that its elements sum to
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one; and k is normalized so that its elements sum
to zero. They then use a singular value decomposition method to find a least squares fit. In the case
of the US population, the {kt } were found to follow
an essentially linear pattern, so a random walk with
drift time series was used to forecast mortality rates
including confidence intervals. Exponentiating (46),
it is clear that model is essentially a much-refined
version of (43). A comparison of results obtained via
the Lee – Carter approach, and a generalized linear model projection for the mortality of England
and Wales has been given by Renshaw and Haberman [23].
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Demography
Introduction
Demography is the study of population dynamics
(most frequently, those relating to human populations), and the measurement and analysis of associated vital rates of birth, death, migration, and marriage. Encompassing demography is a broader field
of research, ‘population studies’ or ‘social demography’, which seeks to situate the results of demographic inquiries in their social, political, economic,
and institutional contexts. Nevertheless, the boundaries between the two are ill-defined. The integration
of both quantitative and qualitative analysis has been
essential to the discipline from its earliest origins.
There are three major aspects to demographic
work: the description of a population at a point in
time, by reference to specific criteria (age, sex, etc.);
the analysis of the vital processes that contribute
to the state of a population at that point in time;
and, finally, the interpretation of the effects of these
vital processes on future population dynamics, taking into account population-specific social, economic,
and cultural systems [59].
The term demography is relatively new. Before
the word was first used in France in 1855 [49], the
study of population processes went under the title of
‘political arithmetic’, an apposite description for the
field of study, given that among its first uses was
the estimation of military capacity. John Graunt,
credited by many [7, 69] as founding demography
with the first presentation of a life table in ‘Natural
and Political Observations made upon the Bills of
Mortality’, wrote in his foreword that
I conceive that it doth not ill become a Peer of
Parliament, or member of His Majesty’s Council, to
consider how few starve of the many that beg: that
the irreligious proposals of some, to multiply people
by polygamy, is withal irrational and fruitless . . .
that the wasting of males by wars and colonies do
not prejudice the due proportion between them and
females . . . that the fighting men about London are
able to make three as great armies as can be of use
in this Island. . . [34]

While acknowledging that demography fulfils the
requirements to be termed a discipline, with its ‘own
body of interrelated concepts, techniques, journals,
and professional associations’, J. Mayone Stycos adds

that ‘by the nature of its subject matter and methods, demography is just as clearly an ‘interdiscipline’,
drawing heavily on biology and sociology for the
study of fertility; on economics and geography for
the study of migration; and on the health sciences for
the study of mortality’ [72]. Thus, from an epistemological perspective, demography is an interesting
case: being a discipline in its own right, but a discipline nonetheless that is heavily dependent on other
disciplines for its theoretical frameworks. This has
resulted in the formation of a number of subdisciplines, each paying particular allegiance to their theoretical underpinnings: indeed, branches of demography are known by their next cognate discipline:
anthropological, economic, historical, and mathematical demography, to name but a few.
In this review, we first trace briefly the evolution
of, and trends in, demographic theory since Graunt.
We then take readers on a Cook’s tour of different
demographic techniques in the fields of mortality,
fertility, migration, and population projections.

The Rise and Evolution of Demographic
Theory
As suggested above, from its very beginnings, the
subject of much demographic inquiry has been driven
by policy and research agendas external to the discipline itself. (The politicization of demographic
research continues to this day and instances can
still be found three centuries later, for example, in
apartheid era in South Africa).
In 1693, Edmond Halley (later to be far more
famous for predicting the cycle of the comet that
bears his name) published a life table based on parish
registers in the Polish city of Breslau [40]. This table
was important for several reasons. First, he avoided
some of the (somewhat implausible) assumptions and
mathematical errors that Graunt had made in his original calculations. Second, Halley understood that –
without information on the number of births and
migrants in the city – his life table was implicitly
assuming that the population under observation was
stable. In this regard, a succession of eminent mathematicians (in particular, Euler in the 1750s and Lotka
in the early 1900s – see [49] for an excellent history
of their and others’ contributions) further developed
the mathematical basis for understanding stable and
stationary populations.
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A third significance of Halley’s work is that he
was among the first to appreciate how a life table
could be combined with compound interest functions
(see Present Values and Accumulations) to derive
actuarially correct formulae for the valuation of life
annuities.
Over the century following Graunt’s life table, significant advances were made in the practice of creating life tables, and numerous others were derived (e.g.
those based on mortality in Carlisle and Northampton) (see Early Mortality Tables). In 1762, a century
after Graunt’s publication, the first life assurance (see
Life Insurance) company (the ‘Society for Equitable Assurances on Lives and Survivorships’) run
on actuarial principles was established (see History
of Insurance). The commercial imperative for accurate mortality data with which to price annuities and
life assurance contracts further developed the analysis of mortality. Thus, it was possible for the writer
of a history of demography written in the 1950s to
assert that
The necessary technical apparatus (for the study of
mortality) was practically complete in the 1880s,
considerable contributions to the methodology having been made by the well-organised actuarial profession [35].

In other branches of demographic research, progress was somewhat more haphazard. In the case
of the study of fertility, the reasons for this were
many: fertility was not thought to vary much between
populations, and even though there is now strong
evidence that preindustrial societies exercised control over fertility in indirect ways (e.g. through social
sanction on the age of marriage, and mores regarding
the desirability of newly married couples establishing
their own households [39]), methods of contraception as we know them today were virtually unknown.
Nevertheless, important observations regarding fertility were made during the early 1700s. The German
pastor Süssmilch, for example, documented that the
number of male births exceeded that of females, but
that the numbers of men and women at marriageable
age were approximately equal.
Interest in the development of tools for analyzing
fertility developed only in the mid- to late nineteenth century. While registration systems in France
had indicated a declining birth rate for some time,
in 1853 and 1854, the number of births was less
than the number of deaths, leading to political concern about the future of France. In the following

50 years, mathematicians and demographers developed the notion of the ‘net replacement ratio’, that
is, the number of daughters born to a woman, who
would themselves survive to bear children.
The growth of interest in fertility had another, possibly unintended, consequence for the field of demography. For as long as the study of demography was
dominated by the analysis of mortality, little in the
way of theoretical framework was required as the data
were subjected to technical analysis. However, the
rise in interest in fertility and migration led demographers to look for causal explanations of differences
in demographic variables – while the discipline had
been dominated by the study and analysis of mortality statistics, demographers concentrated most on
how best to summarize and interpret mortality data,
leaving causal reasoning to medical specialists and
epidemiologists. Thomas Malthus had, at the end of
the eighteenth century, formulated a proposition that
suggested that populations grew exponentially, but
food supply only arithmetically, resulting in periodic famines that would keep the two in balance,
but the debate that surrounded Malthus’ hypotheses happened largely outside of the realm of demographic research.
The developmental agenda that was invoked after
the end of the Second World War pushed demography in an altogether new direction. Arising from
concerns over the rate of population growth in developing countries, demographers sought to derive theoretical explanations to account for observed differences in demographic outcomes between and within
populations. In turn, this led to the formulation and
development of Demographic Transition Theory, a
theory described as ‘one of the best-documented
generalizations in the social sciences’ [47]. Strictly
speaking, Demographic Transition Theory is not so
much a theory as a set of propositions about trends
in fertility and mortality rates over time. At its core
is the proposition that
in traditional societies, mortality and fertility are
high. In modern societies, fertility and mortality
are low. In between, there is demographic transition [24].

A further proposition is usually incorporated stating that the reduction in mortality precedes the
reduction in fertility. The theory posits that, initially, both fertility and mortality are high, and the
rate of natural increase in the population is low.
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Once mortality rates begin to decline, the population begins to grow. At some point, fertility rates
begin to decline until a new equilibrium is reached
where both mortality and birth rates are lower than
they were originally, and with low rates of population
growth again.
In the theory’s original incarnation [22, 55], the
causes of the mortality decline that marked the start
of the demographic transition were ascribed to a
combination of epidemiological and public health
factors: vaccination and better public health leading to a reduction in epidemics; improved treatment
and diagnosis of diseases; reductions in famine as a
result of improved transport networks; and improved
standards of living. By contrast, fertility decline was
regarded as the long-term consequence of modernization and social and economic development, which
would gradually shift couples’ fertility intentions
and lead to the adoption of contraception to secure
this outcome. Thus, in that initial formulation, fertility behavior was seen as culturally and socially
embedded and change in fertility was seen as a
long-term process, requiring change – brought on
by development – of those institutions that affect
fertility. Implicit in this was the belief that interventions (such as family planning programs) aimed
at reducing fertility directly without challenging the
underlying social and economic structure of society
(through modernization and industrialization) would
not succeed.
Simon Szreter has argued that the construction
of demographic transition theory needs to be seen
in its historical context, and identifies its emergence at the same time as the rise of the positivist
developmentalist orthodoxy [73]. This can be seen
in the advancement of the idea that demographic
transition and industrialization/modernization were
linked to each other, and that it was a widely held
view that the commencement of demographic transition was a necessary precondition for a country to
become urban–industrial. By the early 1950s, demographic transition theory had evolved from its initial
statement (which saw the direction of causality running from modernization to fertility change) into a
theory that was, to all intents and purposes, the exact
opposite. This inversion was not simply a response
to a growing demand for a justification for programmatic intervention, but also was strongly influenced by the prevailing international political climate,
where poverty and underdevelopment were seen as
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being breeding grounds for communist or socialist
insurrection [73]. Thus, the growing desire in the
West, and in the United States especially, for lower
fertility in the developing world was a reflection
of that fear. Demographic theories and population
policies since the 1950s, therefore, need to be understood within the contexts of broader political agendas
and prevailing debates that were occurring in other
disciplines.
Demographers were centrally involved in these
debates. One of the most eminent demographers of
the twentieth century, Ansley Coale, had suggested
in his first major work [20] that reducing population
growth could be conducive to economic development,
and a major implication of the rise and revision of
demographic transition theory was that the focus of
demographic research shifted onto the measurement
of demographic variables and outcomes in developing countries.
In another influential paper published in 1973,
Coale proposed that if there were to be a threshold
beyond which fertility decline would occur as a
matter of course, three conditions would have to
be met. First, fertility would have to be within ‘the
realm of the calculus of conscious choice’ – in other
words, that individuals had to be in a position to
consider that they could, if desired, limit the number
of children borne. Second, individuals had to perceive
reduced fertility to be advantageous. Finally, effective
techniques of fertility reduction had to be known and
be available in order to effect the desired reduction
in children borne [18].
However, while an intellectual orthodoxy evolved
within the discipline, this orthodoxy was never hegemonic. Through an investigation of 450 papers published on the process and pattern of fertility change
in more than one country between 1944 and 1994,
van de Kaa shows how different theories of fertility decline have dominated at different points in
time [82]. Initially, the classic demographic transition
narrative dominated entirely, before falling into disfavor. Social narratives of fertility decline based on
family function and family structure ([15] and [16])
dominated in the 1960s and again in the 1980s. Economic explanations of fertility decline (epitomized by
Becker [2, 3], Schultz [68], and Easterlin [25–27])
were especially common until the mid-1970s but have
been less so since. Recently, explanations of fertility
decline based on cultural and institutional factors
have again come to the fore.
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Institutional approaches to the analysis of fertility are a syncretism of three different intellectual
strands. They adopt both the sociological concepts
of structure and agency [31] and the historiographical imperative to trace the evolution of particular
institutions, while not rejecting entirely, past intellectual traditions within demographic research. Such
approaches suggest that, within the broader narratives
and theorizations of the causes and correlates of the
fertility transition, understanding the specific institutional conditions under which fertility decline occurs
in a specific setting provides a better account of that
fertility decline. Thus, according to Greenhalgh, institutional approaches to demography offer
comprehensive explanations that embrace not only
the social and economic, but also the political and
cultural aspects of demographic change. They read
the history of demographic theorising as saying that
there is no single demographic transition, caused
by forces common to all places and all times.
Rather, there are many demographic transitions, each
driven by a combination of forces that are, to some
unknown extent, each institutionally, culturally, and
temporally specific [36].

The great advantage of institutional approaches to
the analysis of fertility decline is that they allow
(and indeed encourage) the integration of macroand microlevels of analysis by acknowledging the
fact that individual behavior is iteratively reconstituted and challenged by institutions (and conversely).
In short, our understanding of the dynamics of the
fertility transition is enhanced with the use of an institutional framework, or as McNicoll argues,
rounded explanation, cross-disciplinary range,
awareness of theoretical frontiers and historical contingency, and the critical stance that an outsider can
bring to self-regarding disciplinary cultures all can
work in favour of demography as serious social science as well as (not to be scorned) a neat ordering
of events on the Lexis plane [53].

Thus, demographers and other social scientists
who adopt an institutional framework argue that
demographic processes cannot be divorced or understood in isolation from broader social, economic,
and political forces, and have sought to reintegrate
social theory with demographic research on the fertility decline ([36, 37, 53] and [52]). In the process
of doing so, and with the understanding that fertility
behavior is essentially a cultural phenomenon, a new

branch of the discipline has evolved – anthropological demography – which has taken its cues from
the work of pioneering demographers in the early
1980s [39, 56].

Mortality
While the derivation of mortality tables from collected parish data made the first life assurance contracts possible, actuaries quickly appreciated the
value of a ‘law of mortality’ (see Mortality Laws), a
mathematical formula that would describe the shape
and level of mortality in a population based on a parsimonious model. Earliest efforts can be traced back
to 1729 when de Moivre proposed that the force of
mortality µx be approximated by µx = 1/(ω − x) for
x < ω. However, ever since Gompertz [33] first suggested that the force of mortality could be described
by a simple exponential function (µx = Bcx ), and
the actuary Makeham [50] added a constant term
to the Gompertz formula (µx = A + Bcx ), actuaries have tried to find a better law. Presentations
and discussions on the search for a better law of
mortality constitute a significant proportion of demographic articles published in the Journal of the Institute of Actuaries (see British Actuarial Journal)
over much of the twentieth century (see, for example [14, 58, 63, 74]). While contributions by R.E.
Beard, B. Benjamin, and W.F. Perks can be singled out [1, 6, 57], these efforts tended to focus
on male adult mortality alone, and for a long time
made no specific allowance for the so-called accident hump of male young adult mortality. Much
of this work has been generalized into the ‘Gompertz–Makeham formula of type (r, s)’ developed
by Forfar, McCutcheon, and Wilkie [29]. However,
a few actuaries, notably Thiele in 1872 and more
recently Pollard [34], made significant contributions
to finding a mathematical function for the mortality
rate over the whole age range. The ‘law’ develC
oped by Heligman and Pollard (qx /px = A(x+B) +
2
x
D exp{−E(log x − log F ) } + GH ) is still regarded
as one of the most successful of such attempts [41].
The actuarial need for a set of mortality rates that
progressed smoothly from one age to another and
for a formula to ease computation, meant that the
area where actuaries probably contributed most to
the development of demography was in the derivation
of appropriate methods for graduating mortality rates

Demography
(see Graduation), including important contributions
to interpolation and graduation by use of ‘spline and
mathematical functions’ (see e.g. [4, 5, 29, 38]).
Commercial imperatives have tended to gradually restrict the role that actuaries have played in
the development of demographic techniques in the
second half of the twentieth century and beyond. The
shifting design of life insurance products in the 1970s
toward mortality-neutral products has further limited
actuarial interest in the subject. The effect can be
seen in many ways: one of the earliest textbooks
on demography originally written to help students of
the Faculty of Actuaries and Institute of Actuaries, was written by Cox in 1950 [21]. This, together
with a similar book published for the Society of
Actuaries [70] were the two standard works in the
field for many years. However, an investigation of
the research published in the Journal of the Institute
of Actuaries, covering the period from 1930 to the
present, indicates the limited extent to which actuaries
applied their minds to demographic issues, particularly those unrelated to mortality. Further, actuarial
interest in mortality processes remained focused on
the analysis of primarily life office data, with a subsidiary interest in population projections and demographic processes in developed countries. Almost no
research pertaining to developing countries was published by actuaries, or in actuarial journals, and when
it was, it was usually with a particularly actuarial
slant – for example, that on the mortality of postal
worker pensioners in India [30].
In the early 1960s, Coale and colleagues at the
Office for Population Research at Princeton embarked
on a project to produce a family of life tables for
use where local data were inadequate. Even though
it was not the first (a similar project had been undertaken by the United Nations in the 1950s), that
work, the so-called Princeton Regional Model Life
Tables [19], proved to be an essential development
in the derivation of methods appropriate to analyze
the demography of developing countries. Using 192
life tables from a range of mainly western countries at
various time points, four entirely distinct families of
life tables, with differing relationships between child
and adult mortality were derived. The production
of these tables −200 in all – represented an enormous undertaking in a barely computerized era, and
their availability spurred the further development of
techniques of demographic analysis where local data
were scanty. While these tables are still in use, and
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an essential part of any demographer’s toolkit, actuaries were – it appears – less impressed. In a review
carried by the Journal of the Institute of Actuaries,
the reviewer concluded:
The question arises whether or not all this labour
was worthwhile. For myself I doubt it was . . . Thus
this volume will take its place in University libraries
and may well have a part to play in the teaching of
demography. The life tables themselves may sometimes be useful to the practicing demographer. I
doubt if any individual actuary will wish to own
this book, but he may well wish to know of its
existence. . . [51]

It is easy to see why the tables were dismissed so
cursorily by actuaries. The tables’ main application
would be in the development and analysis of demographic outcomes in situations in which adequate data
were not available – hardly the case for actuaries with
their own proprietary Continuous Mortality Investigations (CMI) data. The tables were also destined for
use largely in the developing world, where actuaries
were in short supply and the demand for actuarial
skills even lower. From a demographic perspective,
however, the significance of the Princeton Life Tables
cannot be underestimated.
It is an interesting coincidence that the period in
which actuarial interest in the analysis of mortality
started to decline, was also the period in which the
techniques of demographic analysis took a huge leap
forward as a result of the reorientation of demographic research toward the derivation of methods
and tools appropriate to demographic research in
developing countries. The major original contributions to this new field were from William Brass. In
a series of papers, Brass [12, 13] proposed a variety of methods for estimating levels and trends in
mortality (and fertility) in countries where vital registration data were inadequate or nonexistent. These
techniques still bear his name.
Brass’ insights were creative and clever. Central to his techniques was the desire to derive as
accurate estimates of fertility and mortality as possible, using data from a small number of questions
in a census or survey. One of the first such ‘indirect techniques’ (so named because the estimates are
derived from answers to questions that do not seek
the desired outcome directly) was the derivation of a
procedure for estimating child mortality. Brass saw
that answers to questions on the numbers of births to
women, the numbers of these still surviving, and the
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mother’s age could be used to derive reliable estimates. Sex-specific estimates of childhood mortality
can be derived if information on children is classified
further by the sex of the child.
In aggregate, the average number of children born
increases with mother’s age, while the proportion
surviving decreases, as age of mother is highly correlated with age of children. Brass’ approach was to
relate the proportion of children dead by mother’s
age to life table values qx . Underpinning this is the
(bold) assumption that the proportion of children dead
is most affected by the age distribution of fertility,
because this determines the amount of time that children born to a mother of a given age would have
been exposed to the risk of dying. Brass derived a
set of constants related to mother’s age to convert
the observed proportion surviving into life table values. A further insight was that the resulting estimates
could be located in time relative to the census or survey date: for example, the values of 1 q1 would, in
general, relate to a period slightly more than a year
before the survey.
The product of the technique is a set of estimates
of 2 q0 , 3 q0 , 5 q0 , 10 q0 , 15 q0 , and 20 q0 .
Other demographers, notably Trussell [78], have
since refined the technique (see [81] for a further
refinement), but the basic precepts still hold. These
modifications and refinements include the estimation
of child mortality using data classified by duration of
marriage. A weakness of the original approach was
that it was necessary to assume that mortality and fertility had remained constant – not a huge limitation in
the developing world at the time the methods were
first described, but subsequent demographic change
has necessitated the derivation of a variant that does
not depend on this assumption. This is achieved by
making use of data from two censuses (of comparable
quality and not too distant in time) to create a ‘hypothetical’ or ‘synthetic’ cohort, which could be used to
estimate mortality during the intercensal period [88].
Brass developed a slightly different approach
(although showing clear similarities to the conceptualization as regards child mortality) to determine
levels of adult mortality. There have been a number of
variations to the original method but, in essence, the
principles are similar. By asking individuals whether
their mother is alive, it is possible (providing the age
of the respondent is known) to estimate the level of
adult female mortality, since if one assumes that all

women gave birth at age m, the mean age of childbearing, then the proportion of surviving mothers of
respondents aged x would estimate x pm , although
tabulated regression coefficients are required to relate
the survival from age 25 to 25 + x to the mean age
of mothers at birth and the proportion of mothers of
respondents aged x − 5 to x who are reported to be
alive.
A similar method can be applied to estimate adult
male mortality with a slight adjustment to allow for
the fact that it is less certain whether (even a known)
father was still alive at the birth of his child having
been alive at its conception. In this case, the survival
probabilities from 35 to 35 + x are expressed as
a linear function of the mean age of childbearing
and the proportion of fathers of respondents in two
successive age groups, x − 5 to x and x to x + 5 who
have survived. For more detail and some variations on
this theme using the proportion of mothers (fathers)
deceased among respondents whose mother (father)
survived to the time the respondent reached age 20, or
using the proportions of mothers (fathers) surviving
to among respondents whose mother (father) was
alive at the time of the respondent’s first marriage,
see work by Timæus [75–77].
Other variations have been developed which use
questions about the survival of spouses or brothers or sisters (the so-called widowhood and sibling
methods) to derive a measure of the level of adult
mortality. Descriptions of these approaches have been
summarized by the United Nations [81].
A completely different set of techniques has been
developed to measure adult mortality in the many
countries where there is vital registration of deaths,
but of unknown completeness. The initial versions of
these methods assumed that the population is closed
to migration and stable (i.e. it has been growing at
a constant rate at all ages for a long time). All these
methods also make the assumption that the level of
completeness of death registration is independent of
age, at least for adults.
The first of these methods is the Brass Growth
Balance method [13] which makes use of the ‘balance equation’ (that asserts that the growth rate (r)
of a stable population closed to migration is the birth
rate (b) less the death rate (d) of that population).
Further, in a stable population, this relationship holds
for all open age interval populations (i.e. population
aged x and over), that is b(x) = r + d(x+), where
‘births’ in this case are interpreted to be the number
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who become x in the population. Thus, by regressing
b(x) on d(x+) linearly, one can derive an estimate
of the level of completeness of the death registration relative to the population (as the reciprocal of
the slope), while the intercept provides an estimate
of the growth rate of the population.
The second method, sometimes referred to as the
‘method of extinct generations’ [61], requires the
same set of assumptions. However, in this case, use
is made of the fact that the number of people at a
particular age is equal to the sum of the number
of deaths of those people in future years. Using
the assumption that the population is growing at a
constant rate at all ages, the numbers of deaths by
age in future years can be derived, and from these,
an estimate of the population at a particular age. The
ratio of this number to the corresponding estimate
from a census provides a measure of the completeness
of death registration relative to the census population.
Newer methods known loosely as ‘variable-r’
methods have been developed, which allow one to
relax the assumption that the population is stable by
incorporating age-specific growth rates (usually estimated from two successive censuses) into the above
formulations [8, 43]. Preston and Coale [60] subsequently generalized this work to show that provided
one had age-specific mortality, growth, and migration
(if the population was not closed), all the relationships that were previously thought only to apply to
stationary population still hold.

Fertility
Two important concepts were involved in the 1950s
and 1960s that helped to establish theoretical frameworks for understanding and measuring fertility.
‘Natural fertility’ is a term coined by Louis Henry in
1961 [42] to describe the fertility levels that would
prevail in a hypothetical population where marriage is
universal and early, and where no contraception was
used. Thus, in a ‘natural fertility’ population, couples do not determine their preference for additional
children on the basis of the numbers already borne.
While cases of exceptionally high fertility have been
documented in individual women, entire populations
exhibiting ‘natural fertility’ are exceedingly rare in
practice; the closest example recorded is that of the
Hutterites, a religious sect in North Dakota, in the
1920s where women were estimated to bear more
than 10 children over their reproductive lives. Even
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this is less than the maximum number of confinements that a woman may plausibly experience over
her reproductive life.
In 1956, Davis and Blake [23] published a list
of 11 ‘proximate determinants’ of fertility. They
observed that the vectors by which levels of fertility could differ between populations were limited,
and that all other effects on fertility would operate through these proximate determinants. Over the
ensuing years, this list was further distilled to seven
intermediate variables:
1.
2.
3.
4.
5.
6.
7.

The proportion of women married;
Contraceptive use and effectiveness;
The incidence of induced abortion;
The duration of postpartum infecundability;
Frequency of intercourse;
Spontaneous intrauterine mortality; and
The prevalence of permanent sterility.

In 1982, John Bongaarts [9] argued that only four
of these were important in predicting the level of
fertility in a population based on the sensitivity of
fertility to plausible ranges of the variable, and the
variability of the factor across populations. The four
variables were the prevalence of marriage in the population; the proportion of women of reproductive age
using contraception; the incidence of induced abortion; and the duration of postpartum infecundability.
Using data from a large number of developing countries, developed countries, and historical populations,
Bongaarts derived equations that relate these four
proximate determinants to the level of fertility in
the population, based on the assumption that each
proximate determinant operates independently of the
others. He proposes four indices, one for each of
the determinants, that take values between 0 and 1,
zero implying that the determinant reduced fertility
to zero, and an index of one that the measure has no
effect on fertility.
As a result, Bongaarts argued that the level of fertility in a population could be derived from the equation TFR = TF × CC × Ca × Cm × Ci , where TFR is
the predicted total fertility rate, TF the maximum
assumed level of fertility (usually between 13 and 17
children, but most frequently assumed to be 15.3),
and the four multiplicands are those relating to use
of contraception (CC ), incidence of induced abortion (Ca ), proportion of women married (Cm ) and
postpartum infecundability (Ci ).
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As useful a framework as it may be, the proximatedeterminants approach is of very little use in developing countries, or in other situations in which demographic data are defective. As with the analysis of
child and adult mortality, Brass derived a simple but
effective technique of measuring fertility using defective or deficient census and survey data [80]. The
method compares women’s reported lifetime fertility with the reported number of children born in the
year before the census on the assumption that fertility has been constant. Subsequent modifications of the
approach have allowed that assumption to be relaxed,
and permitted the estimation of past trends, as well as
current levels, of fertility [28]. Other demographers
have developed another of Brass’ approaches (using
the observed linearity of the Gompertz transform of
the schedule of age-specific fertility rates) to correct data for underreporting of recent fertility and age
errors in the reporting of past childbearing [11, 85].
While the postwar developmental consensus redirected the energies of demographers toward understanding and measuring demographic processes in
developing countries, a further major spur to the
development of analytical frameworks for understanding and measuring fertility behavior was the
World Fertility Survey (WFS). The WFS was an
ambitious undertaking beginning in the early 1970s
that conducted surveys across developed and developing countries using standardized research methodologies and questionnaires [17]. The vast amount
of data collected, together with advances in computing technology enabled the first cross-national
comparisons and evaluations of fertility behavior to
be described. The collection of detailed maternity
histories further prompted the development of new
methodologies describing and modeling birth intervals using proportional hazards techniques [44, 45,
79]. The WFS, which ended in the late 1970s, has
been superseded by the Demographic and Health
Surveys, a project run by Macro International with
assistance from the USAID. These surveys, whose
data are in the public domain, are conducted in a great
many developing countries, and collect data on a wide
range of demographic and maternal health topics.

Migration
The analysis of migration has always been the poor
cousin of demographic research. This is because it

is definitionally the hardest to pin down as well as
being the hardest to collect adequate data on. In particular, unlike death or fertility, the measurement of
migration is dependent on the time unit adopted for
analysis (e.g. circular migration may have taken place
between two dates, but if an individual is documented
as being in the same place at two different times, it
may not be possible to establish whether or not any
migration has taken place) and on the definition of
migrancy. In the field of migration, in the late nineteenth century, Ravenstein [62] proposed 11 ‘laws’
of migration, which though not specified mathematically, laid the foundations for subsequent research
and theorization of the causes and nature of migration. The gravity model he proposed, which suggests
that the amount of migration between two places is
a function of the distance between them; that longer
distance migration was associated with movement to
larger towns; that urban areas are net recipients of
migrants; and that the causes of migration are largely
economic was given its first mathematical expression
in 1949 when George Zipf [87] presented a mathematical interpretation of the ‘size-distance rule’ in the
form of an equation
Mij = k

Pi Pj
D

(1)

where Mij is the migration rate between two places,
i and j , a distance D apart and with populations Pi
and Pj , and where k is a constant. Subsequently, this
model has been refined to incorporate the possibility
of what Stouffer [71] terms ‘intervening opportunities’, the fact that individuals may not complete an
intended migration as a result of stopping at some
interstitial point.
A further major contribution to the understanding
of migration was Rogers and Castro’s 11 parameter model age-specific migration schedule [67]. The
model is
m(x) = a1 exp(−α1 x) + a2 exp [−α2 (x − µ2 )

− exp(−λ2 (x − µ2 )) + a3 exp [−α3 (x − µ3 )

− exp(−λ3 (x − µ3 )) + c,
(2)
where the subscripts 1, 2, and 3 refer to childhood
(i.e. prelabor force), working age, and postretirement.
µ represents the age at which migration in each of
the three age-bands is at a maximum (µ1 is taken as
zero). α1 is a measure of the rate of decrease in the
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migration rate after birth. The remaining parameters
α and λ represent the rate of increase (decrease) in
the rate of migration between the relevant peaks.
A completely different approach to the measurement and treatment of migration is the relatively new
field of multiregional demography [64–66]. This is
a more holistic approach to demographic estimation
and modeling, allowing patterns of migration to affect
demographic outcomes in both sending and receiving areas. While mathematically neat and elegant, the
obvious practical difficulty is that of populating the
required age-specific migration matrices. At the other
end of the scale, pioneering work has been done by
Zaba in developing methods for estimating international migration using limited data from developing
countries [86].

Population Projections
Perhaps the area most traditionally associated with
demographers is that of population projections. The
basic methods of short-term projections by simple exponential or logistic functions or longer-term
more detailed projections using the cohort-component
method have been unchanged for a long time. However, the need to project the demographic (and other)
impacts of HIV have necessitated the adaptation
of the cohort-component method to allow for the
increased number of deaths and reduced number of
births due to HIV/AIDS. In its simplest form, these
are derived from projected prevalence rates from
which incidence rates are derived, and hence mortality, by the application of suitable survival factors.
More complex models attempt to model the spread of
infection in the population by modeling transmission
through sexual and other risk behavior. Obviously,
in order to project a population, one needs to be able
to project the components, such as mortality, fertility, and migration, forward in time, and in this regard,
the approach proposed by Lee and Carter [48] is very
often used. The projection of mortality trends is an
area that has received a lot of attention particularly
in the developed world because of the shifting social
burden occasioned by the lengthening of the human
lifespan and aging [46, 48, 83, 84].
A further area of concern to demographers, particularly those involved in making long-term projections for the world as a whole, its major regions or
countries, is the accuracy of those projections [10].
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Indeed, some have even suggested that such projections, certainly those over 100 years, might just
as well be produced using a mathematical formula
(making use of the ‘momentum’ of the population) as
the much more complex and time-consuming cohortcomponent method [32].

Conclusions
An actuarial textbook prescribed by the Institute and
Faculty of Actuaries in the 1970s and 1980s claimed
that ‘the study of population forms a branch of actuarial science known as demography’ [54]. As this
review suggests, this may have been true a century
or more ago when demographic research was almost
synonymous with mortality research. Thus, while
there certainly was some initial overlap between the
two disciplines, actuarial science has concentrated
almost exclusively on the effect of mortality, while
the articulation of demographic research into areas
of public policy has led to the development of substantial and sophisticated techniques of assessing and
measuring not only mortality, but also fertility and
migration.
In addition, the shifts in international development
discourse in the 1950s and 1960s, together with the
development of mortality-neutral insurance products,
and the increasing sophistication of CMI, means that
actuarial science and demography now have little in
common except aspects of a shared history.
Most recently, demographic changes in the developed world (in particular, the effects of aging on
both state and private pension schemes) has led
to a growth in actuarial interest in these areas,
although increasingly, the actuarial literature in the
area acknowledges that demographers have a greater
expertise than they have in forecasting future trends.
Likewise, actuaries in the developing world are
increasingly making use of demographic expertise in
order to understand the impact of diseases such as
HIV/AIDS on insurance business and mortality rates.
Thus, the research agenda at demographic institutions
in the developed world now emphasize the political,
economic, and social costs and consequences of population aging in those societies, and addresses the
concerns around early motherhood and social exclusion. These institutions still have an interest in the
demography of developing countries, but less so than
in the past. By contrast, the demographic research
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agenda in the developing world is almost entirely
determined by the expected impact of the AIDS
epidemic.
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Den Danske
Aktuarforening (The
Danish Society of
Actuaries)
The Danish Society of Actuaries was established in
1901 on the initiative of T. N. Thiele who was an
astronomer and at the same time the chief actuary
in a life insurance company. The Society held its
constituent meeting on April 23, 1901 and the first
general member meeting on May 31, 1901, when the
original statutes were adopted. In 1990, the statutes
were supplemented by a code of conduct describing
the members’ liabilities to each other, to employers, and to clients. In case of a violation, the code
also includes a specification of the procedure to
be applied.
The Society is a member of The International
Actuarial Association (IAA) and cooperates with
actuarial societies in the EU countries as well as
other European countries in the Groupe Consultatif
Actuariel Européen (GC). In Denmark, the Danish
Society of Actuaries is party to all hearings on actuarial concerns resulting from amendments of legislation
within the financial area, and it, therefore, cooperates
with both The Danish Financial Supervisory Authority as well as the Ministry of Finance and the Ministry
of Economic Affairs.
The Danish Master’s Degree in actuarial sciences
is obtained at the University of Copenhagen and takes
five to six years. The education includes mathematics, statistics, probability theory, and actuarial mathematics – and to a smaller extent law, economics,
and computer science. The Society is not directly
involved in the studies, but it cooperates to some
degree with the University to, if possible, influence
the education in a more job-related way. The educational curriculum is divided in two parts: the student
becomes a bachelor after having passed the first part
and a graduate in actuarial sciences after the second part.
A majority of actuaries are employed within the
insurance industry: life insurance, non-life insurance
(see Non-life Insurance), and reinsurance companies, as well as pension funds and the Danish Financial Supervisory Authority. Some auditing firms also
use actuaries. Self-employed actuaries and actuarial

firms exist only to a small extent in Denmark. The
majority of the students have a relevant paid job during the last part of the education, and often continue
to work in the same place after having passed their
examinations.
In Denmark, all life insurance companies and
pension funds are legally obliged to have a chief
actuary, but it is not a requirement that the person in
question should be a member of the Danish Society
of Actuaries. According to the legislation, the chief
actuary, who is usually employed within the company
concerned, has a number of obligations concerning
implementation and supervision of laws, such as
the presentation of accounts and the preparation and
forwarding of notifications of new or amended rules
for calculating pensions, bonuses, and so on, to the
Danish Financial Supervisory Authority. Moreover,
the chief actuary must annually send in a report to
the Supervisory Authority – a report assessing the
company’s financial position in light of the actual
development in financial return, mortality, expenses,
and so on.
The Danish Society of Actuaries has two groups
of members – ordinary members and European members. Ordinary members are actuaries having passed
the Danish Master’s Degree in actuarial sciences at
a Danish University, and persons who by way of
scientific or functional activity have acquired qualifications equivalent to The Danish Master’s Degree
in actuarial sciences. An application for admission as
an ordinary member must be recommended by at least
two members of the Society. European members are
actuaries who are members of a Society of Actuaries affiliated with the Groupe Consultatif agreement
on mutual recognition of members. Furthermore, the
applicant must do actuarial work in Denmark on a
regular basis.
By the end of 2001, the Danish Society of Actuaries had a total of 313 members, 312 ordinary members and 1 European member. Through the last few
years, the number of members has increased by 15 to
20 annually. This is due to the fact that it is general
practice for newly educated actuaries to be admitted
as members right after they pass their examinations.
The Society is managed by an Executive Committee composed of six persons elected by the general
meeting. The Executive Committee elects the chairman, vice chairman, treasurer, and secretary from
among its members. The members of the Committee
are elected for a period of three years. Thereafter,
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they can be reelected for another period of three
years, but then they cannot be elected for the next
three-year period.
The Society holds ordinary member meetings once
a month from October to April. During the first
meeting in January, the Annual General Meeting is
held. Furthermore, the Society holds special meetings
about subjects of current interest. The Society also
arranges for specific supplementary education – for
instance, in connection with the adoption of new
accounting rules.
On the occasion of the Society’s 100th anniversary
in 2001, it published a jubilee publication ‘Aktuar
i Stormvejr’ (‘Actuary in Stormy Weather’). This
publication included descriptions of important events
from the past 25 years annotated with comments from

members of the Society, people from the insurance
industry as well as from the minister of the industry,
and papers describing the future of the profession.
However, the jubilee publication is only available
in Danish.
In 1951 – on the occasion of the Society’s 50th
anniversary – the Danish Society of Actuaries set
up a fund for the purpose of granting financial aid
for research and for students in promising education projects.
Further information is available on the Society’s
website www.aktuarforeningen.dk in both Danish
and English.

FINN HEERWAGEN

Den Norske
Aktuarforening (The
Norwegian Society of
Actuaries)
Before the Society Was Founded
Various insurance arrangements existed in Norway
since the Middle Ages. A Danish–Norwegian annuity
institute was founded in 1747 (Denmark and Norway were at that time one country). Later, the Danish–Norwegian Widows Fund was established. After
the countries separated in 1814, this was followed by
the Norwegian Widows Fund, which covered military and civil servants. For this fund, there were
continuous discussions about calculation bases, and
the fund showed a deficit after some years. The fund
used foreign tables, usually with no adaptation to the
population of Norway. This went on until ‘Norway’s
first actuary’, Svein Rasmussen, was put in charge.
He was a professor of physics and mathematics and
made a comprehensive comparison between different
foreign tables and death lists from the Norwegian
Census. In 1845, a new tariff was set up for the
Widows Fund, which later continued as the Civil Servants Pension Fund. The bases for the tariff were
Finlaison’s statistical tables from 1829 (see Early
Mortality Tables).
In the second half of the nineteenth century, insurance activity grew with the development of sickness
insurance, accident insurance, pension funds, and
the creation of the first two life insurance companies,
in 1844 and 1847.
More and more people with higher education in
mathematics were employed in the insurance industry, although this was not very well known outside
the insurance business. As an anecdote, it can be
mentioned that when the International Congress of
Actuaries was organized in New York in 1903, invitations including free travel were sent to the Norwegian
Government. The Government did not know of any
actuary, and the two Norwegian participants had to
pay their own travel expenses.
The question of creating a Scandinavian Actuarial
Society was raised at several Scandinavian life insurance congresses. Many topics at these congresses
concerned actuaries in all countries. At the same time,

a wish for a Scandinavian journal was put forward.
However, the Danish society was created in 1901 (see
Den Danske Aktuarforening (The Danish Society
of Actuaries)), and the thought of a common Scandinavian society was cancelled. In 1904, the Swedish
(see Svenska Aktuarieföreningen, Swedish Society
of Actuaries), and then on July 11, the Norwegian
Society of Actuaries was founded. (Sweden and Norway did not separate as individual countries until
1905). The founders of the Norwegian society were
14 insurance or university connected people, all with
a mathematical background.

Early Days of the Society
Early on, the Society operated as a club. Meetings
started with a lecture on an actuarial topic, usually
by a member who had met a problem in his daily
work. A discussion followed, then the participants
enjoyed dinner, followed by drinks and loose talk into
the late hours. Meetings were held in companies, at
University of Oslo, or in restaurants.
According to the written annals, the topics discussed were all connected to life insurance or actuarial education. This peaceful existence continued up to
the late 1920s, when the question of accepting women
came up. This was discussed at a meeting in 1930,
when a vote turned down women. The main objection
was that accepting women would destroy the ‘spirit
and high intellectual’ discussions at the ‘nachspiels’.
However, in 1936, the decision was reversed and two
women became members. Even today the women are
in minority, about 18% of the members. This proportion will change over time, as 50% of the graduates
and new members in recent years have been women.
One of the more important tasks of the association was the publishing of the Skandinavisk Aktuarietidsskrift, later the Scandinavian Actuarial Journal. In contrast to the idea of a common Scandinavian
actuarial society, the idea of a joint journal met little resistance.
After World War II, the number of members grew
rapidly, and topics discussed at the meetings changed.
More actuaries were involved in general insurance
(see Non-life Insurance); the introduction of computers led to a revolution in the insurance industry;
the development of advanced methods for the calculation of premium reserves was not of interest any
more. Reserves for each policy could now be easily
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calculated on the basis of individual data. The social
security system grew to a considerable size, and the
actuaries’ field of work expanded.

The Actuarial Society Today
Almost all Norwegian actuaries are members. The
board of the Society consists of five elected members. Most work for the Society today is voluntary.
Some accounting and secretarial services have been
contracted out. The Society enjoys an excellent reputation, and being elected to the board is considered
an honor and a career achievement.
The Society has created three committees to deal
with actuarial science and continuing education in
three fields: life and pension insurance, non-life insurance, and financial risks. Since 1992, the Society
issues a newsletter for members six times a year.
In the twentieth century, the Society was sponsored by the Norwegian Insurance Association, which
also paid the publishing cost of the Scandinavian
Actuarial Journal. This sponsorship has now been
discontinued to emphasize the independence of the
Society in actuarial matters, especially when dealing
with official hearings, as the Government (mainly the
Department of Finance and the Department of Social
Affairs) uses the Society for hearing of opinions.
The most important part of the work of the Society
is the organization of meetings. Initially, meetings
included a speaker on an invited subject, followed by
a discussion. In recent years, panel discussions have
become more prevalent. Meetings are still followed
by a dinner.

International Activity
The international involvement of Norwegian actuaries in early years was fairly modest, but the Society
was represented in the ‘Comité Permanent’ (later
International Actuarial Association), and several
senior actuaries participated in actuarial congresses
and contributed papers.
The participation of Norwegian actuaries in
international actuarial activity increased after World
War II. The Society’s rules for professional conduct
are now harmonized with the guidelines of the
Groupe Consultatif (Groupe Consultatif Actuariel
Européen). The Society is a full member of IAA and
has observer status in Groupe Consultatif (as Norway
is not a member of EU).
The participation in international congresses from
Norwegian actuaries has been steady. In 1972, the
Norwegian Society of Actuaries organized the International Congress of Actuaries.
Norwegian actuaries participated in ASTIN colloquia from the start, and in 1981, the Norwegian
Society organized a colloquium in Loen on the west
coast. A subgroup of the actuarial society – NAG, the
Norwegian ASTIN Group – was started and has lived
a fruitful life since. Norwegian actuaries have also
participated in AFIR colloquia. In the year 2000, the
Society organized an AFIR colloquium in Tromsø.
On the occasion of its 100th anniversary, the
Society will host the 2004 ASTIN Colloquium.

TOR EIVIND HØYLAND & ERIK FALK

Deutsche
Aktuarvereinigung e. V.
(DAV)
German Association of Actuaries
The International Congresses of Actuaries in 1895
and 1898 stimulated German actuaries to establish
the German Society of Actuaries on April 4, 1903.
Disbanded in 1945 after World War II, a new society, the German Society for Insurance Mathematics
(DGVM), was founded in October 1948 and this
society concentrated on publishing papers, holding
regular meetings and cultivating international contacts. Since 1980, seminars have been held for the
qualification and further education of actuaries, which
also prepare them for examinations that are compulsory for new members. The establishment of the
Common Market in the EU led to the foundation
of the German Association of Actuaries (DAV) on
February 16, 1993. The DAV is the professional representation of German actuaries, whereas the still
existing DGVM, in 2002 renamed DGVFM (German
Society for Insurance and Financial Mathematics),
focuses on actuarial theory and financial mathematics. The field of employee benefit is covered by the
Institute of Experts in the Insurance Mathematics
of Employee Benefit (IVS), founded in 1980 and
attached to the DAV in 1997. Since October 2000,
all seminars and courses are managed by the German
Actuarial Academy.
The role of the actuary has changed in the
100 years of existence of the association, but it is
still only clearly defined (in the German insurance
supervisory law – VAG) for life, pensions and health
insurance, and for certain aspects of liability, accident and motor insurance (see Automobile Insurance, Private; Automobile Insurance, Commercial). It is subject to constant change in all other fields
of activity.
Membership in the association is granted to a person with a university degree in mathematics who
has acquired several years of actuarial practice and
has passed all examinations of the DAV successfully. A new education system, meeting the international guidelines, was started in summer, 2002
and supersedes the old system completely till 2007.
The new system consists of five examinations in

Fundamentals I (life, finance, accounting for actuaries, information processing – only course) and II
(two subjects out of four: pension, non-life, health,
building societies) and one examination in specialist knowledge (subject can be chosen). Seminars
and courses on the preparation for the examinations as well as courses for advanced education for
the members of the DAV and interested people are
being held by the German Actuarial Academy. Members of other actuarial associations who practice in
Germany can become associated members of the
DAV having the same rights and duties of a full
member.
Membership data in August 2003:
•
•
•

DAV : 2051 full members, 16 associated members
DGVFM : 2079 full members (mostly members of
the DAV), 126 corporate members
IVS : 369 full and 38 temporary members (all
members of the DAV)

German Academy of Actuaries (August 2003):
•

1320 students undergoing examinations for membership

A lot of members engage themselves in the actuarial work of the association, which is reflected in
several events during the year:
•
•
•
•
•
•
•

annual convention of DAV and DGVFM every
year in April, for members only,
annual convention of IVS once every year, for
members only,
scientific conference of DGVFM every year in
April,
spring convention of the groups of life, pension,
ASTIN, AFIR and health every year in April,
autumn convention of ASTIN once every year,
autumn convention of Life and AFIR every year
in November,
several meetings of the board of directors, committees, work groups, appointed actuaries, and
local groups of the associations throughout the
year.

Regular information is made available through
the homepage at www.aktuar.de and through several
publications:
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•

Blätter der DGVM : first published in 1950, articles are essays in actuarial mathematics, some
in German, and some in English; it will be
renamed Blätter der DGVFM, and continues to
be published every year in April and October. Subscription by Konrad Triltsch Print und
Digitale Medien GmbH, Johannes-Gutenberg-Str.
1–3, 97199 Ochsenfurt-Hohestadt, Germany.
Der Aktuar: first published in 1995, topics are
for the regular information of German actuaries,
all articles are in German, with four issues being
published every year. Subscription by Verlag
Versicherungswirtschaft GmbH, Postfach 6469,
76044 Karlsruhe, Germany.
Schriftenreihe Angewandte Versicherungsmathematik : A series of 31 books (April 2002) in

•

•

German, each treating a special topic of practical insurance mathematics. Orders to be sent to
Verlag Versicherungswirtschaft GmbH.

Contact Information
DAV/DGVFM/IVS/
Deutsche Aktuar-Akademie GmbH
Unter Sachsenhausen 33
50667 Köln
Germany.
Phone: 49 221 912 554 0
Fax: 49 221 912 554 44
E-mail: info@aktuar.de
Web: www.aktuar.de
TIM KAMPMANN

Dodson, James
(1710–1757)
Born in 1710, Dodson worked as a private teacher,
accountant, and surveyor. Like de Moivre (1667–
1754) – who probably had been his tutor – he also
helped people with their actuarial calculations. In
1755, he became a tutor for mathematics and navigation at the Royal Mathematical School attached to
Christchurch Hospital. In the same year, he became a
Fellow of the Royal Society. He, however, died soon
afterwards on November 23, 1757. For recollections
about Dodson from his grandson Augustus de Morgan
(1806–1871), see [3].
From all life assurance (see Life Insurance) companies started in the early eighteenth century in
England, only the Amicable Society for Perpetual
Assurance Office of 1705 survived for some time.
As mentioned in [2], the Amicable was limited to
2000 members between the age of 12 and 45 and
in good health and with a guaranteed amount paid
at death. When Dodson wanted to join the Amicable
in 1755, he was already too old. In [1], he started
to calculate level premiums on an insured capital in

terms of the age of the insured at the time of signing
(see Life Insurance). In this fashion, he showed how
premiums and reserves could be set up for permanent
insurance. His calculations have formed the basis for
considering the creation of a life assurance society,
which only materialized on September 7, 1762 with
the formation of the Society for Equitable Assurances
on Lives and Survivorships.
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Early Mortality Tables
Roman Mortality
The so-called Macer’s table (40 BC) goes back to
Roman Law in the shape of the Falcidian Law.
Ulpian’s table (AD 220) is attributable to Domitius
Ulpianus, an eminent jurist and praetorian prefect.
These are tables of factors, believed to be intended
to be approximate expectations of life.
The Falcidian Law (named after the Roman Tribune Falcidius) of 40 BC was to prevent individuals
giving more than 75% of their wealth as life annuities
to third parties. To implement this Law, the Roman
lawyers had to place a value on a life annuity and
they did this by multiplying the annuity per annum
by a factor, which may approximate to the expectation of life e(x). Theoretically, they should have used
a(x) at a particular rate of interest.
The American actuary, Mays, analyzed from age
25, a best-fit mortality table to Ulpian’s expectations
of life using Makeham Law of mortality [20]. Splicing estimates of mortality rates at ages below 25 (the
most critical assumptions are the mortality rates in the
first few years of life, namely, 1 q0 , 1 q1 , 1 q2 , 1 q3 , 1 q4 ,
and 1 q5 – these are estimated to be 35, 17, 10, 6, 4.0,
and 2.2%) and using a value of c equal to 1.10 (the
value of 1.14 used by Mays seems too high), complete expectations of life at all ages can be found, as
shown in Table 2.

Seventeenth Century Mortality
Mortality analysis in the seventeenth century is associated with the names of most of the celebrated
mathematicians of that century, namely, de Witt
(1625–1672), Hudde (1628–1704), Huygens (brothers Christiaan, 1629–1695, and Lodewijk), Halley (1656–1742). Even the great Sir Isaac Newton
(1643–1727) appears to have given his imprimatur to
a table for purchasing leases, effectively last survivor
annuity values on several lives.

Graunt Table (Experience 1629–36 and 1647–60,
Published 1662)
In 1662, John Graunt expressed mortality as a life
table, that is, a table of lx [9]. It was an abbreviated

life table; only the values of lx at ages 0, 6, 16, 26,
36, 46, 56, 66, 76 were given, but it was the first
step in the study of mortality [30] and it was based
crudely on actual data [25]. However, the value of
l6 (namely 64, given l0 = 100) was too high to be
realistic at the time and the shape was not realistic.
Plague was by far the most common cause of death
around that time. It had wiped out 25 million people
during the epidemic (known as the Black Death) in
the fourteenth century. The Great Plague of London
in 1664–1665 (after the period to which Graunt’s
Table refers) resulted in more than 70 000 deaths in
a population estimated at 460 000 and caused Isaac
Newton to retreat to his home in Woolsthorpe. During
the latter part of the century, the plague disappeared
from Europe.
However, using the Graunt Table, Lodewijk Huygens (the brother of Christiaan, famous for his wave
theory of light) showed [17], for the first time, in
1669, how to calculate a (complete) expectation of
life, but these values are not reproduced in the tables
owing to (a) the misleading shape of Graunt’s Table
and (b) their lack of influence on actuarial science
(not being published until 1897).

de Witt/Hudde Probability/Chances of Dying
(Published 1671)
Cardano (1501–1576) did early work on games
of chance as did Christiaan Huygens and Pascal
(1623–1662), in a letter to Fermat (1601–1665), laid
the foundations of probability by his assessment of
the probability of an event happening as the ratio
of the number of events for its happening to the
total number of events for its happening and not
happening. With the help of this analysis, Johan
de Witt, the mathematically gifted Prime Minister
for Holland (who had been a pupil of Descartes
(1596–1650)) and one of the greatest statesman of
the seventeenth century, gave the value of an annuity
dependent on human life, based on the mortality
experience in the years 1568–1590 of annuitants
as analyzed by Hudde [29]. The effective formula
used by de Witt (although he did not express
the underlying probabilities of dying in the form
of a mortality table) was correct, namely, ax =

s=ω
s=1 ( dx+s /lx )as but de Witt made an inadvertent
error (which he would surely have corrected if it
had been pointed out to him) in his assumption of
the pattern of deaths. He used, by a technical slip,
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a fraction of 2/3 of deaths at ages 3–52 (assumed
to be 1 per half-year) to derive the deaths at ages
53–62 whereas, in line with the statements he made
regarding the increase of mortality, he should have
used the inverse fraction 3/2 (i.e. 1.5 deaths per
half-year) and so on. The fact that Hudde gave his
written opinion that de Witt’s work was ‘perfectly
discovered’ makes the error all the more interesting.
It is suggested that Hudde was too busy at the
time to thoroughly check de Witt’s work. De Witt

incorrectly calculated a3(2) at 4% interest as 16.00,
whereas the corrected value, on his assumptions,
should have been 18.90. An annuity value was not
calculated at any other age. As the government
continued to issue annuities on terms that were far too
favorable to the individual, his report was apparently
suppressed (sought after by Leibniz but without
success apparently for the reason that it had been
suppressed) and remained unknown to the actuarial
world for some 180 years until rediscovered by the

Early Mortality Tables
actuary, Frederick Hendriks, [14, 15] in the State
Archives in the Hague. The underlying pattern of
mortality (corrected as above) can be expressed as
a mortality table.

Breslau Mortality Table (Experience 1687–1691,
Published 1693)
Statistics of the deaths in the City of Breslau between
1687 and 1691 were sent by Leibniz to Halley the
celebrated astronomer (of comet fame), as Secretary
of the Royal Society of London. Halley expressed
mortality in the form of a table with a value at each
age (Lx−1 in modern notation) from birth onwards
(when Halley refers to ‘curt’ age he is referring
to age next birthday – not curtate as used today
where it means age last birthday). The table [10–12,
16] was constructed using the numbers of deaths at
each age (by adding backwards assuming a stationary
population, which Halley realized was the best he
could do but was not totally realistic). He calculated
correctly the resulting value of an annuity (at 6%
interest) at various ages and published his results.
As de Witt’s Report had not been circulated with
the exception of a few persons in Holland, and was
unknown to Halley, this represents the first time
the calculation of an annuity on human life had
been widely circulated. However,
the formula used

s
v
(l
by Halley, namely ax = s=ω
x+s /lx ) is, to a
s=1
modern view, inferior to De Witt’s formula, as it
does not enable the standard deviation, and any higher
moment, of an annuity to be immediately calculated.
Halley went on to show how to calculate different
types of annuity contingent on two or three lives, so
his work represents something of a ‘tour de force’.
The Breslau Table, as used by Rev. Wallace and
Rev. Webster (the mathematician Colin Maclaurin,
FRS, acting as consultant), played a significant role
in the founding of one of the first pension funds,
in 1743, established on actuarial principles using
emerging cost estimates (The Scottish Ministers’
Widows’ Pension Fund).

Eighteenth Century Mortality Tables
Mortality in the eighteenth century is associated with
the names of de Moivre (1667–1764), Bernoulli
(Nicholas, (1687–1759) and Daniel (1700–82)),
Déparcieux (1703–1768), Euler (1707–1783) and the
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names associated with the early days of the Equitable
Life Assurance Company (founded in 1762), namely,
James Dodson, (1710–1757) a pupil of de Moivre,
Dr. Richard Price, (1723–1791) and William Morgan, (1750–1833).
In 1707, Nicholas Bernoulli [1] showed, as Huygens had done in 1669, how to calculate the expectation of life. He again based his analysis on Graunt’s
Table. Under a uniform distribution of deaths and a
limiting age ω for the life table, Bernoulli showed
the nice result that the expectation of life until the
last survivor of n lives was dead was (n/(n + 1)ω),
which tends to ω as n tends to infinity. He also appreciated the difference between the median and mean
expectation of life. These results were published.

Dodson’s Equitable Table (Experience
1728–1750)
It was a mortality table prepared by Dodson derived
from the record of deaths (bills of mortality published
by Corbyn Morris [24]) in London (from 1728 the
age at death was recorded) and was based on deaths
alone. It formed the basis of the premium rates calculated by Dodson for the Equitable Life founded
in 1762 and the first life office to be run on a scientific basis (to determine the scale of premiums
using 3% interest) [6]. Dodson’s First Lectures on
Insurance was remarkable, incorporating as it did,
correct annual and single premium calculations by
age, cash flow projections, sensitivity testing, and
distribution of surplus – in effect, the actuarial knowledge required to run a life office.

Dutch Tables (Published 1740)
Nicholas Struyck [31], for the first time, gave a
separate table for males and females (1740) and
Kersseboom also remarked on the different mortality
of the sexes. The difference between the sexes varied
with age but was around 15% lighter for females on
average. These were in respect of tontines and were
therefore cohort tables. Tontines arise where a fixed
amount of money per annum is divided amongst the
survivors. Cohort analysis arises naturally in order to
determine the payments but a mortality table cannot
be produced until everyone has died.

Northampton Table (Experience 1735–1780)
It was based on the mortality experience in the
town of Northampton, was constructed by Price, and
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published in his book [26]. It was based on the record
of deaths alone and assumed a stationary population,
which turned out to be an incorrect assumption (there
was immigration into Northampton), so the life table
was not accurate as the estimated mortality rates
were too high. The Northampton Table was used to
determine the scale of premiums for the Equitable
using 3%, and superseded Dodson’s calculations. As
the mortality rates on the Northampton were too high
compared with the true mortality, the Equitable made
a profit on its assurance business.
Price is one of the great men of actuarial science
and his book [26] remained one of the standard texts
in actuarial science until about the 1820s. He was
consultant to the Equitable for some 15 years.

Déparcieux’ Tables (Based on Nominees in the
French Tontines of 1689, 1696, and 1734,
Published 1746)
Déparcieux wrote the first work in the actuarial field
in France [4, 5, 30]. This work was highly influential
throughout Europe. His life tables were based on
cohort studies of tontines.

Wargentin’s Swedish Table (1755– 1763)
This [33] marked something of a landmark since (1)
separate tables were produced for males and females
(2) the inverse rates of mortality at each age were
calculated by dividing the size of the population at
that age by the number of deaths (i.e. the notion of
‘exposed to risk’ was implicitly understood and the
mortality rates did not depend on the assumption of a
stationary population) (3) the mortality statistics were
derived from census and registration statistics of the
General Register Office of Sweden. Price expressed
this Swedish data in the form of a life table [26],
which therefore became the first national life table
ever constructed. Female mortality as a proportion of
male mortality varied with age but was, on average,
some 10% lighter.

Nineteenth Century Mortality Tables
Carlisle Table (Experience of 1779–1797, Census
of Population in 1779 and 1787, Published in
1815)
Joshua Milne (1776–1851), who formulated this
Table, was the first actuary to the Sun Life and his

book [21] set out to deliver a complete treatise on
the subject of life contingencies. The statistics were
deduced from tracts published by Dr. John Heysham
M.D. The Carlisle Table was constructed, as with
the Swedish tables, by using a mortality rate at each
age at which the mortality rates were derived from
the number of deaths at each age and the equivalent
number of persons exposed to the risk of dying at
each age. A graphical method of graduation was first
employed. Subsequently, Makeham’s formula was
used [3, 18, 19, 32].
The Carlisle Table was one of the major mortality
tables used in the first half of the nineteenth century
both in the United Kingdom and the United States of
America and were used for calculating premium rates
and reserves (usually using 4% interest). However,
the sexes were not differentiated, and as only 10% of
assured lives were female it was not entirely suitable.

Brune’s Tables (1845) – Pension Fund Tables
These German mortality tables (for male and female
lives separately) of the experience (1776–1834 then
extended to 1845) of the Prussian Widows’ Annuity
Society [4] were published in Crelle’s Journal. Since
male lives were required to undergo a strict medical examination, the mortality table corresponds to
select lives. These tables were the basis for Gauss’
celebrated actuarial analysis of the University of
Göttingen Professors’ Widows’ and Orphans’ Pension Fund [12], which parallels the Scottish Ministers’ Fund referred to earlier.
Gauss allowed for proportions married, rate of
marriage, orphans’ pensions, remarriage of spouses
resulting in a younger widow, half-yearly payments,
administrative costs, fluctuations in the technical rate
of interest (3.5% and 4% used), and recommended
that the balance sheet be recalculated every 5 to
10 years. He refers to Price’s book [26] and to the
works of Kritter.

English Life Tables ELT 1–7; Males and Female
Population Tables
ELT 1, 2, and 3 (males and females separately)
were constructed by Dr. Farr, statistical adrises to the
Registrar General, Thomas Lister and on the basis of
census data and the register of deaths (compulsory
registration of births, marriages, and deaths having
been introduced in the United Kingdom in mid-1837).
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Adjustment was made for a tendency for persons aged
30 to 40 to state their age as 30!
ELT 1 corresponds to deaths in 1841, ELT 2 to
deaths in the period 1838–44 and ELT 3, to deaths
in the period 1838–54. ELT 4, 5, and 6 followed
similar lines. ELT 7 (deaths 1901–10 and censuses
1901 and 1910) was constructed by the celebrated
actuary George King using osculatory interpolation.
The first tables were prepared scientifically by the
US government from the census return of 1910 and
deaths 1909–11, on the advice of a committee of the
Actuarial Society of America [22].

The Seventeen Offices’ Table (Published 1843) –
Life Office Tables
Arthur Morgan (son of William Morgan), in 1834
[23] had published a table for the Equitable’s experience (1762–1829) which is believed to be the first
life office experience table.
The first life table based on the pooled mortality
experience of life offices is the 17 Offices’ Table. It
was based on the experience of 17 UK life offices
from the date of their foundation up until 1837 [28].
As many of the offices had only been recently
founded, the experience contained a high proportion
of what we would now call select lives. Interestingly,
the mortality of female assured lives was found to be
heavier than that for males below the age of 50.
It was adopted as a standard in some US States
(e.g. Massachusetts).

The Twenty Offices’ Tables (Published 1869) also
known as the HM , HF , and HM(5 ) Tables
This was the experience of 20 UK life offices using
all available life office data up to 1862. A formula for
the equivalent initial numbers of persons ‘exposed to
risk’ of dying was used, with the rate of mortality
being calculated as the ratio of the deaths at each age
to the initial exposed. Tables for healthy (excluding
under average lives) male and female lives (HM and
HF ) were published and an ‘ultimate’ mortality table
(HM(5) ) excluding the experience of, on an average,
the first four and a half years. This was the first
ultimate table.
In 1879, the celebrated actuary, T. B. Sprague,
constructed, using the data from this investigation, the
first select table (with a select period of five years)
and running into HM(5) .
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French and German Offices’ Life Office Tables
A small number of French life offices [13] analyzed
their assured life (experience from 1819–87) and
annuitant mortality (experience 1819–89) differentiating between males and females. Female mortality
at age 40 was some 20% lighter than for males.
In Germany, the Gotha Life Office [27] analyzed
its experience between 1829 and 1895.

US Life Office Tables
The first American life office experience table was
published in 1868 being superseded in 1881 by the
30 American Offices’ Table, being graduated by
Makeham’s formula.

British Offices’ Life Tables (Experience of 60 Life
Offices, 1863–93) also known as the OM , O[M] ,
OM(5 ) and O[NM] Tables
The OM , OM(5) tables were similar to the HM and
HM(5) Tables. The O[M] Table had a select period
of 10 years and was used for with-profits. The select
period of 10 years had a very large effect on mortality,
q[40] , q[39]+1 , q[38]+2 , . . . q40 being in the ratio 0.44,
0.65, 0.72, . . . 1.0. The importance of allowing for
selection is evident.
The ratio of population mortality (according to
ELT4M) at age 40 to assured lives ultimate mortality
on O[M] was as 1.41 : 1 showing that life office
mortality was much lighter than population.
The O[NM] Table had a select period of five years
and was the first life table specifically for nonprofit assurances.

Annuitant Mortality
The mortality of Government Annuitants had been
analyzed by William Morgan but, as he had used the
Northampton table, the assumed mortality was too
high and the government was losing money heavily (as de Witt discovered in the seventeenth century
in Holland). In 1819, John Finlaison, as Government
Actuary (and first President of the Institute of Actuaries 1848–60), finding that the mortality table used by
the government was too heavy, introduced Government Annuitants (GA) Table 1, and later GA Tables 2
and 3 were introduced [7].
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0
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6
1
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3
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9
2
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67
60
56
50
44
36
26
12
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4
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4
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70
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5
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74
68
60
47
26
7
0
0

ELT7F
1906

ELTNM stands for Population Life Table No. N for England and Wales–Males and ELTNF stands for the corresponding Life Table – Females
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2
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O[am] and O[af] tables (aggregate and 5-year select)
were constructed for life office annuitant lives, male
and female (experience 1863–1893). This, along with
the French table mentioned above, is the first occasion
of a table for life office annuitants. Figures 1 and 2
give an indication of the improvement in mortality
over the centuries. Table 1 shows an abbreviated life
table and Table 2 shows expectations of life.
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Estonian Actuarial Society
Estonian Actuarial Society (EAS) was established on
January 5, 1999. The initial members were mostly
actuaries working in Estonian insurance companies.
On December 31, 2001, the Society had 22 members, with equal gender representation. The average
age was 33.5 years. EAS is a full member of the
International Actuarial Association and an associated member of the Groupe Consultatif Actuariel
Européen.
The current law on insurance activities compels all
insurance companies to employ at least one actuary.
Only high academic education and sufficient knowledge and professional skills are needed. There is no
state-regulated system for actuarial licensing of the
actuaries. Qualification standards are set by EAS.
Although membership of EAS is not compulsory,
most working actuaries have joined the association.
EAS evaluates qualifications through different
membership levels: full, associated, and student
members. There is no regular examination system.
The education committee of EAS considers each
membership application separately. A full member
status is awarded only if the applicant has
successfully passed the EAS syllabus. In addition, full
members must have at least two years of experience.
There are no special restrictions for foreigners.

EAS has adopted a syllabus for actuarial training
that is in line with the core syllabus of the Groupe
Consultatif Actuariel Européen. It is built up in a
hierarchical way, with different levels being obligatory for different membership categories. Continuous
professional development training is a part of the syllabus, but it is not compulsory for qualifying.
Basic topics of the syllabus are taught at Tartu
University as a part of the degree program in financial and actuarial mathematics. There is no teaching
on regular basis for higher-level topics. To cover
these, EAS organizes an actuarial management program that consists of modules on different subjects
taking place at least twice a year. Different university programs and foreign associations’ examinations
are also accepted.
General meetings take place twice a year. There
are monthly round table meetings at which different
topics are discussed.
The association web page is currently under construction. Contact can be made through the following
address:
Tarmo Koll
Männimetsa 34-8A, 76401 Laagri,
Saue vald, ESTONIA
E-mail: tarmo.koll@ergo.com.ee or eal@hot.ee
TARMO KOLL

Faculty of Actuaries
Introduction
The Faculty was formed in 1856 by actuaries in
Scotland with the objective of uniting, in one body,
those practicing the profession; promoting the studies necessary to practice as an actuary; and generally
furthering the objectives in which, as members of
the same profession, they had a common interest.
Members can now be found in 25 countries worldwide. The first meeting of the Council took place on
26 March 1856 at 21 St Andrew Square, Edinburgh.
The Faculty vacated St Andrew Square in 1993 and
after two temporary locations, moved into their current accommodation at Maclaurin House, 18 Dublin
Street, Edinburgh in 1998. In 1868, the members of
the Faculty applied for and obtained a Royal Charter
of Incorporation under the name and title of ‘The Faculty of Actuaries in Scotland’. This charter, together
with the rules and byelaws, constitute the governing
instruments of the Faculty.
The management of the Faculty is in the hands of
a council elected in terms of the rules and consisting
of a president, not more than four vice presidents,
not more than two past presidents, one or more
honorary secretaries, honorary treasurers, honorary
editors, honorary librarians, such other additional
office bearers as may be required, and not more than
12 other members.
Much of the detailed work of the Council is
dealt with by boards and committees, which meet
frequently for this purpose and most of which are
organized jointly with the Institute of Actuaries.
In 1996, the councils of the Faculty and Institute
formed the Faculty and Institute Management Committee (FIMC), a joint decision-making body above
the level of the boards with as much authority delegated to it by the two councils as could be achieved
within the present charters, rules, and byelaws. This
enables the councils to concentrate on the strategic
direction, objectives, and policies for the UK profession and to support the boards on day-to-day matters
through the FIMC.

Meetings
During the winter months of each year, sessional
meetings are held when papers of actuarial interest

are submitted and discussed. These papers and the
verbatim text of the discussions may, at the discretion
of the council and the editor, be published in the
British Actuarial Journal.

Actuarial Legal Environment
The three main statutory roles to which actuaries can
be appointed in the United Kingdom are as follows:

Certificate for Appointed Actuaries
Pursuant to Section 340 of the Financial Services and
Markets Act 2000, councils require all Fellows of the
Faculty and the Institute, who hold the position of
Appointed Actuary, to possess a certificate issued by
the Faculty or the Institute.

Certificate for Scheme Actuaries
Pursuant to the Pensions Act 1995, councils require
all Fellows of the Faculty and the Institute who
hold the position of Scheme Actuary to possess a
certificate issued by the Faculty or the Institute.

Certificate for Syndicate Actuaries
Pursuant to Lloyd’s valuation of liabilities rules,
councils require all Fellows of the Faculty and the
Institute who hold the position of Syndicate Actuary
to a general insurance (see Non-life Insurance) business syndicate to possess a certificate issued by the
Faculty or the Institute.

Actuarial Education
Examinations
The examinations described below cover the full
range of study required up to Fellowship from 2005.
Intermediate qualifications are available for particular
combinations of subjects taken.
The Core Technical Stage is designed to give
students a solid grounding in the key actuarial techniques. There will be eight subjects: CT1 Financial
Mathematics; CT2 Finance and Financial Reporting; CT3 Probability and Mathematical Statistics;
CT4 Models; CT5 Contingencies; CT6 Statistical
Methods; CT7 Economics; and CT8 Financial Economics. In addition, a business awareness module
must be taken.

2

Faculty of Actuaries

The principle of the Core Applications Stage is to
teach actuarial concepts across a range of application
areas. The main Core Applications Concepts subject
will be assessed by two papers covering assets in
one and liabilities and asset–liability management in
the other. The two papers will be added together to
form the subject CA1 Core Application Concepts. In
addition, there will be a Modelling course (CA2) with
the aim to ensure that a candidate has data analysis
skills and can communicate the results to a technical
audience. The third part of the assessment at the stage
is a paper in Communication (CA3). The aim of the
communications paper is to ensure that a candidate
can communicate with a non technical audience.
The Specialist Technical stage builds on the Core
Applications Stage but in individual specialisms with
choice introduced at this stage. The student will
choose from two subjects from the following: ST1
Health and Care Specialist Technical; ST2 Life Insurance Specialist Technical; ST3 General Insurance
Specialist Technical; ST4 Pensions and other Benefits Specialist Technical; ST5 Finance and Investment
Specialist Technical A; ST6 Finance and Specialist
Technical B.
For the final stage of the examinations, one specialist application subject is chosen from: SA1 Health
and Care specialist Applications; SA2 Life Insurance Specialist Applications; SA3 General Insurance
Specialist Applications; SA4 Pensions and other Benefits Specialist Applications; SA5 Finance Specialist Applications; Investment Specialist Applications.
Each subject will be offered within a UK context.
In addition, students working in the United Kingdom may have to take an additional regulatory paper
or papers. This requirement will be developed in
conjunction with the regulatory authority and the profession’s standards for actuarial practice. Students
are also required to maintain a logbook of work
undertaken and of courses attended as part of their
development of work-based skills. This will include
some technical actuarial skills as well as more general
business and management skills.
The examinations are administered jointly with the
Faculty of Actuaries.

certain degree examinations and to holders of certain statistical or actuarial qualifications. The following universities offer courses directly relevant to
the actuarial qualifications of the UK profession:
Macquarie, Melbourne, New South Wales (Australia); Hong Kong (China); Cairo (Egypt); University College (Ireland); Haifa (Israel); Wellington
(New Zealand); Nan-Yang (Singapore); Cape Town,
Natal, Potchefstroom, Pretoria, Rand Afrikaans, Stellenbosch, Witwatersrand (South Africa); City, Kent,
Heriot-Watt, London School of Economics, Oxford,
Southampton, Swansea, Warwick (United Kingdom);
Bulawayo (Zimbabwe).
In suitable cases, graduates may qualify for exemption from some of the 100-series subjects. There
are also courses at City University, the University of
Cape Town, and the University of Witwatersrand that
can lead to exemption from some of the 300-series
subjects. A course at the University of Cape Town
can lead to exemption from Subject 201. Exemption
and mutual recognition agreements with other professional bodies are also in place.

Tuition
Tuition for the examinations is provided through
the Actuarial Education Company (ActEd). A complete tuition course is available for each subject in
the examinations and this course can, if desired, be
conducted entirely by correspondence. Tutorials and
revision courses are held in the United Kingdom and
some overseas centers.

Classes of Member
Fellows
Anyone possessing qualifications enabling him to
carry out the duties of an actuary, and that render his admission to the Faculty desirable may be
elected a Fellow. Any student or Associate who has
passed, to the satisfaction of the Council, such examinations as the Council prescribes may be admitted
to Fellowship. Fellows may use the initials FFA after
their name.

Exemptions from Faculty Examinations

Honorary Fellows

Exemption from certain papers of the examinations
may be granted to graduates who have attained a
sufficiently high standard in appropriate papers of

Anyone of distinguished attainments in mathematical,
statistical or financial subjects, or who has rendered
important service in promoting the objects of the

Faculty of Actuaries
Faculty may be elected an Honorary Fellow. The
Council may also recommend that a Fellow who
has retired from the profession after long service be
elected an Honorary Fellow. Honorary Fellows may
use the initials Hon. FFA after their name.

Affiliates
Affiliates represent a small and special class with
limited rights.

Associates
Any student possessing the qualifications set out by
the Council may be admitted as an Associate on
application to the Council. Associates may use the
initials AFA after their name.

Students
Affiliates, Associates, and students are entitled to use
the library, to attend sessional meetings, to contribute
papers (subject to the approval of the Council) and
to take part in the discussions at sessional meetings.
Analysis of Membership of the Faculty of Actuaries
31 December 2002
Class of member
Males
Females
Fellow
1021
124
Associate
0
0
Affiliate
30
8
Student
623
229
1674

361
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The British Actuarial Journal
The British Actuarial Journal (BAJ ), a joint publication of the Faculty of Actuaries and the Institute
of Actuaries, was first published in 1995. Individuals can subscribe to the BAJ by contacting the
Membership Department of the Institute of Actuaries
(membership@actuaries.org.uk).
Prior to the introduction of the BAJ in 1995,
the Faculty of Actuaries published (since 1901) the
Transactions of the Faculty of Actuaries. Between
1878 and 1994, they published the Transactions of
the Actuarial Society of Edinburgh.

Contact Details
The Faculty of Actuaries can be contacted at:
Maclaurin House
18 Dublin Street
Edinburgh
EH1 3PP.
Telephone: 0044 (0)131 240 1300
Fax: 0044 (0)131 240 1313
E-mail: faculty@actuaries.org.uk
www.actuaries.org.uk
(See also British Actuarial Journal)
THE UNITED KINGDOM ACTUARIAL
PROFESSION’S INTERNATIONAL COMMITTEE

Franckx, Edouard
(1907–1988)
Nobody can relate the history of the actuarial sciences
in time and space without paying particular tribute to
Edouard Franckx.
Born in Ghent in 1907, son, grandson, and greatgrandson of field officers, he studied at the Royal
Military School in Brussels where he finished first in
his year.
Great patriot and fighter for his native country’s
freedom, he was one of the first Belgian resistance
fighters of Nazism during the Second World War. As
he was one of the founders of the ‘Secret Army’
and commanding officer of the ‘Resistance’, he was
arrested in 1943 and detained for 26 months as a
political prisoner in the Nazi concentration camps
in Breendonk first, and in Dachau afterwards. His
exemplary courage during the war won him the
highest honorific distinctions.
After the liberation, he came back to Belgium
and became a professor with the rank of lieutenant
colonel at the Royal Military School, an institution
where he devoted himself to reforming the methods
of teaching. As he was a brilliant mathematician and
an excellent teacher, he was interested very early
in adapting basic mathematical concepts to actuarial
problems like life operations, risk theory, credibility
methods, analytical models, stochastic processes,
martingales and Monte Carlo method, reinsurance
and many others.
The contribution he has made to the profession
is illustrated by his numerous publications in the
proceedings of several International Congresses of
Actuaries, in the ASTIN Bulletin, and in the journals
of actuarial associations of various countries where he
was often invited as a guest speaker. For more than
30 years, he took part in nearly all the International
Congresses of Actuaries and ASTIN Colloquia where
he was always deeply involved in scientific discussions. In 1960, the heavy commitments of presiding

over the 16th International Congress in Brussels fell
on him.
Edouard Franckx was not only a researcher and a
professor but also a great builder. After becoming a
member of the Council of the International Actuarial Association in 1953, which at that time was still
called Permanent Committee for International Actuarial Congresses, he was appointed Treasurer in 1956,
Secretary-General in 1958, and President in 1961, a
mandate from which he was released at his request
in 1980. Then, on the occasion of the closing ceremony of the 21st International Congress in Lausanne,
he was appointed Honorary President of the IAA for
eight more years.
Franckx’s achievements on behalf of IAA and the
world actuarial community are outstanding. A famous
campaign with which he was closely involved was the
promotion of the ASTIN idea, at a time when there
were fears that outsiders would flood the actuarial
profession or that a separate organization would lead
to an undesirable division between life and non-life
actuaries. With his visionary concern for all things
actuarial, his warm and friendly personality, and his
great diplomatic skills, Edouard Franckx and a few
other pioneers contributed to the discussions and
negotiations that preceded the creation of ASTIN, the
form of its bylaws, and its consequent development.
The abbreviation of Actuarial STudies In Nonlife
insurance is Professor Franckx’s contribution.
After retiring from the IAA presidency, he supported – with much conviction – the genesis of the
youngest section of IAA, the finance section AFIR.
Unfortunately, because of his death on February 27,
1988 he could not witness AFIR’s birth.
To all those who have known the man, the patriot,
the professor, the scientist, the builder, Edouard
Franckx has left an unforgettable impression. To actuaries all over the world whose respect and gratitude
he earned, he has left the memory of somebody whom
some of them described as ‘a charming gentleman
seeing life through stochastic spectacles’!
ANDRÉ LAMENS

Gompertz, Benjamin
(1779–1865)
Benjamin Gompertz was born in London on March
5, 1779 in a Dutch Jewish family of merchants. A
gifted, self-educated scholar, he was elected at the age
of 18 as a member of the Society of Mathematicians
of Spitalfields, the forerunner of the Royal Astronomical Society. Gompertz joined the stock market
in 1810 after marrying Abigail Montefiore from a
wealthy Jewish family. In 1819, he became a Fellow
of the Royal Society and in 1824, chief manager of
the newly founded Alliance Marine Insurance Company. He also became the first actuary of the Alliance
British and Foreign Life and Fire Assurance Company. In 1865, he was a founding member of the
London Mathematical Society. He died in London on
July 14, 1865 while preparing a paper for this Society. Gompertz made important contributions to the
theory of astronomical instruments and the convertible pendulum.
The actuarial work of Gompertz has been fundamental. Soon after his election, he criticized life
assurance (see Life Insurance) societies for using
incorrect but for them, favorable mortality tables.
Only some 20 years later, a committee started to collect data from 17 different offices in an attempt to
work out a more realistic mortality law (see Early
Mortality Tables). A first attempt to grasp mortality laws appeared in 1820 in [2]. A few years later,
Gompertz in [3] used Newton’s differential calculus
(method of fluxions). He proposed to approximate the
mortality rate by an exponential function, increasing with age. He wrote: “It is possible that death
may be the consequence of two generally co-existing
causes; the one, chance, without previous disposition
of death or deterioration; the other, a deterioration,
or an increased inability to withstand destruction”.
Interpreting the latter cause as a sequence of consecutive attempts to avoid death over (infinitesimally)
small intervals of time, this second cause leads naturally to the famous Gompertz’s law of mortality. The
modification by Makeham [7] formalized the inclusion of the first cause and as such, increased the
significance of Gompertz’s law. The agreement of
the law with experimental data was only satisfactory for age groups from 10 to 55 years. In [4],
Gompertz modified his law to make it applicable

from birth to old age. For explicit expressions of the
different mortality rates, see Mortality Laws. For a
supplement to [2, 3], see [5]. At the end of his life,
Gompertz suggested methods to control competition
among assurance offices.
The best sources on Gompertz are the obituary articles by Adler [1] and the historical paper
by Hooker [6]. The role played by Gompertz’s law
in demography has been treated by Olshansky e.a.
in [8] that discusses the importance of Gompertz’s
observations, reviews the literature and deals with
research on aging since the appearance of the seminal
paper [3]. The mathematical formalization of Gompertz’s observation on the mortality rate leads to a
functional equation that has received recent attention
by Riedel e.a. in [9].
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Graduation

Returning to the fund example, substitution of the
p
k 18 based on the raw qx into the formula for the fund
yields the amount 67 541 that needs to be invested
on the male’s 18th birthday to finance the expected
future payments.
Table 1 also exhibits a set of graduated mortality
rates. Notice that these rates start at a low of 142
at age 18 and rise gradually over the series of ages
in the table. Figure 1 displays the two sequences of
mortality rates.
The graduation process applied to the raw mortality rates has resulted in a monotone sequence of
adjusted rates. Business considerations make such
a monotonic pattern desirable. The amounts of the
funds needed to produce a series of 9 contingent payments of 10 000 for males of successive ages grow
monotonically using the graduated rates. Using the
raw rates, the fund needed for an older male could
be less than the fund needed for a younger male
because of the uneven variation in the mortality rates.
Such lack of a monotonic pattern in the funds would
be difficult to justify in a commercial setting. The
amount of adjustment shown in Figure 1 is somewhat extreme compared with graduations in most age
ranges. The age range 18 to 32 was chosen to dramatize the graduation process.
Substituting the k p18 based on the graduated qx
into the formula for the fund yields the amount
67 528 that needs to be invested on the male’s 18th
birthday to finance the expected 9 future payments.
This amount is slightly less than the amount obtained
with the raw rates because the graduated rates imply
a slightly higher risk of death over the period than do
the raw rates.

Introduction
In actuarial science, graduation refers to the adjustment of a set of estimated quantities to make the
adjusted quantities conform to a pattern suitable for
insurance purposes. The classic context for graduation is the adjustment of estimated mortality rates for
purposes of calculating annuity and insurance premiums and reserves [1, 31]. A life table may yield raw
estimates of mortality rates that exhibit an erratic pattern of change over a series of ages, whereas intuition
and business considerations dictate that a gradual,
systematic pattern of change is desirable. Graduation
aims to produce a ‘graduated’ series that exhibits the
desirable pattern and takes due account of the information in the raw estimates.
To illustrate, assume that we wish to determine the
amount of a fund, to be at 6% interest per annum,
that will pay 10 000 at the end of each of the next
9 years to a male now aged 18, provided the male
is alive. The amount
 of the fund to match expected
payments is 10 000 9k=1 (1.06)−k k p18 , where k p18 is
the probability that the male aged 18 survives to age
18 + k. The choice of appropriate values for the k p18
is a matter of actuarial judgment.
One possibility is to adopt an existing life table
judged to be appropriate for the application. A second possibility is to construct a life table for the
particular application using mortality data from a
population deemed appropriate. The first two rows
of Table 1 partially reproduce a table to be used in
this discussion.
In the table, qx is the probability that a male who
has attained age x will die within the next year. The
k p18 are functions of the qx for various values of x.
The raw rates qx start at a low of 133 at age 18,
rise to 170 at age 23, fall to 165 at ages 27 and
28, and then rise to 174 at age 25. The dip in the
observed mortality for ages between 25 and 30 is not
uncommon. The dip creates special problems in the
construction of life tables for business purposes.
Table 1

Scope of Graduation
Envision a table displaying the states of a criterion
variable x and estimated values of an outcome variable ux , associated with each x. The basic assumption
is that the outcome variable ‘should’ vary gradually
and systematically as the criterion varies from state
to state. If this assumption cannot be justified, a graduation exercise makes no sense.

Extract of table of raw and graduated mortality rates

Age (x)

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

Raw 105 qx
Graduated 105 qx

133
142

142
148

152
155

161
161

167
167

170
170

169
173

167
174

166
176

165
180

165
187

166
196

169
205

170
215

174
224

2

Graduation
Probability of death in one year
0.0023

Graduated
0.0018

Ungraduated

0.0013
20

25

30

Age

Figure 1

Plots of sequences of raw and graduated mortality rates

Another assumption is that the estimated values
are not definitive. Rather, they are subject to sampling and/or measurement errors of varying degrees,
rendering our knowledge of the pattern of definitive
values uncertain. The graduated values ought to lie
within the limits of uncertainty associated with the
raw estimates. We denote the graduated values by vx .
The choice of criterion and outcome variables
depends on the application. Outcome variables could
be forces of mortality, disability rates, withdrawal
rates, loss ratios, and so on. The criterion variable
could be multidimensional. For example, a mortality study may produce rates by age and degree of
disability. In this article, we discuss details of onedimensional criterion variables only. The literature
contains multidimensional extensions. See Chapter 8
of [31] for examples.
Our discussion suggests broad scope for potential
applications of graduation. The thought processes,
and some of the methods, of actuarial graduation can
also be found in the literatures of demography and
‘ill-posed problems,’ among others. (See [34, 40] for
demography and [45] for ill-posed problems.)

Overview of Approaches to Actuarial
Graduation
We distinguish between two broad categories:
approaches that involve fitting curves defined by
functions and approaches that involve other criteria.
In the curve-fitting approaches, one chooses a family

of functional forms indexed by a set of parameters
and uses a statistical estimation method to find the
member of the family that best fits the raw estimates.
The resulting fitted values are the graduated values.
Such approaches are able to yield fitted values
corresponding to values of the criterion variable,
x, other than those that exist in the data set.
The approaches that use other criteria tend to be
semiparametric or nonparametric in nature. They are
graphical methods from statistics or wholly ad hoc
methods. These approaches tend to yield graduated
values only for values of the criterion variable, x,
that exist in the data set. This article reviews only
examples chosen from the two broad categories.

Approaches Based on Fitting Curves
These approaches are generated by the choice of
functional form and by the choice of fitting criterion.
Popular functional forms for life tables are related
to mortality laws and include Gompertz (see Gompertz, Benjamin (1779–1865)), Weibull, Makeham,
and splines. Popular fitting criteria are GLM-models
and maximum likelihood. The likelihood methods
make assumptions about the sampling schemes used
to collect the raw data as well as assumptions about
the gradual changes in estimates as functions of x.
See Chapters 6 and 7 of [31] for a summary of several methods. References include [13, 15, 16, 24, 25,
37, 39, 42, 43].

Graduation

Approaches Using Other Criteria
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where different choices of n and of the weights ar
produce different graduations. Various criteria can be
used to guide these choices. The emphasis of these
methods is on ‘smoothing’ out the irregularities in
the raw estimates. In general, they do not seek to
reproduce patterns that are considered desirable a
priori, but the weights are often chosen to induce the
graduated values to fall locally near smooth curves,
such as cubic polynomials. See Chapter 3 of [31] and
also [3, 22, 23, 36] for examples.

The minimization of Whittaker’s objective function
with respect to the vx s is not difficult. See Chapter 4
of [31], and [14, 33, 44] for details.
Each choice of the wx s, h, and z produces a
different set of graduated values. The choice used
in a specific application must appeal to the actuarial judgment of the graduator. In practice, the wx s
are usually chosen inversely proportional to an estimated variance of the ux s computed from a plausible
model. The value of z is restricted to 2, 3, or 4.
The choice of h is difficult. In practice, the most
likely approach is to produce several trial graduations and then to choose a final graduation based
on an overall assessment of the ‘success’ of these
graduations.
Whittaker’s objective function can be modified in
a number of appealing ways. The squared terms may
be replaced with other powers, the roughness measures can be made more elaborate, and multidimensional methods are well documented. See Chapter 4
of [31], and [9, 30, 32].

Kernel Methods

Bayesian Methods

Kernel methods are generalizations of moving average methods. They use kernel-smoothing methods to
determine the weights to be applied to create graduated values; see [2, 17–21].

Fully Bayesian approaches to graduation are well
documented. See Chapter 5 of [31], and [6–8, 11, 12,
27–29]. Whittaker’s original approach can be derived
as a limiting case of a fully Bayesian analysis. Despite
the existence of the fully Bayesian formulations,
Whittaker’s approach may be the one most often
encountered in actuarial practice. For example, in the
United States it was used in the most recent basic
valuation mortality tables for life insurance sponsored
by the Society of Actuaries [26].

Weighted Moving Average Methods
These methods produce graduated values by taking
symmetric weighted moving averages of the raw
values, that is
vx =

n


ar ux+r

(1)

r=−n

Whittaker Methods
Whittaker [46] produced an argument analogous to
a Bayesian or inverse probability argument to assert
that graduated values should minimize an objective
function. Whittaker’s objective function balances a
measure of discrepancy between raw and graduated
values with a measure of ‘roughness’ in the behavior
of the graduated values, as follows:
ω

x=1

wx (vx − ux ) + h
2

ω−z


z

2

( vx )

x=1

Here ω is the number of x-states in the data table, the
wx s are weights measuring the relative contribution
of the squared deviations (vx − ux )2 , z vx is the
zth forward difference of vx , and h is a positive
constant that expresses the relative balance between
discrepancy and roughness. The smaller the measure
of discrepancy, the closer the graduated values are to
the raw values. The smaller the measure of roughness,
the smoother is the behavior of the graduated values.

Summary
Graduation continues to stimulate research and debate
among scholars. Recent innovative uses of graduation
include information theory methods [4, 5], crossvalidatory methods [10], and others [35, 38, 41, 47].
The extent to which the scholarly literature influences
practice remains to be seen. Whittaker’s approach
appears to have stood the test of time.
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Graphical Methods

Basic Graphical Displays

Introduction

For the purposes of classification, it is useful to distinguish between categorical data (e.g. gender: male
or female) and continuous data (e.g. age). This can
be artificial, for instance, age may not be reported
exactly but only be given to age last birthday or be
given in general terms like young and old. Simple categorical data are easy to display using a bar chart.
Figure 2 shows the most important causes of death
in London for the year 1635 as reported in [4]. The
area of a bar represents the count in that category,
but as all bars are of equal width, the height may
also be taken to represent the count. These displays
may alternatively be drawn with horizontal instead
of vertical bars with the advantage of easier labeling.
Displaying categorical data over several years or displaying combinations of several categorical variables
(e.g. gender by occupation by nationality) is more
difficult to do effectively (but see the discussion of
mosaic plots below).
When categorical data are shares of a total (e.g.
proportions of different kinds of insurance policies)
then a pie chart may be drawn. Piecharts emphasize
the fact that the data are shares, but the individual pie
slices are difficult to compare and there is a tendency
for designers to try to make piecharts more striking by
introducing a fake third dimension (which distorts the
display) and by emphasizing one category by cutting
out its slice (which distorts the display even more).
Some data are continuous not categorical, for
instance, amount insured, premium payable, or age.
Data like these may be represented by histograms.
In Figure 3, there are two histograms for the ratio of
Male to Female christenings from 1629 to 1660. The
first includes all the data, including what must be an
error for the year 1659. (The years are not shown in
the plot. This is where interaction is effective as cases
can be selected and queried.) The second histogram
excludes the year 1659. We can now see that the ratio
varies between 1.02 and 1.16, with the lower values
occurring more frequently. To draw a histogram, the
data range is divided into a number of equal, nonoverlapping bins covering the complete range, and the
count for each bin is the number of points with values in that range. Histograms are based on the same
concept as bar charts (areas represent counts and
when all bars are of equal width, height does too)
but are differently drawn. There should always be a

Figure 1 is a time series plot showing some early
English demographic data from London in the 1600s
analyzed by John Graunt [4]. Two main conclusions may be drawn immediately: something dramatic
happened in the middle of the 1620s, probably an epidemic; and christenings declined during the 1640s,
possibly because of the Civil War.
Figure 1 illustrates the principal reasons for drawing graphics and many of the issues that arise in
preparing them. Graphics can potentially summarize
substantial amounts of data in readily understandable
forms and they can reveal aspects of the data that
would be hard to pick up from a table. However,
graphics only work if they are clearly and accurately
drawn, if they are properly scaled, and if they are
sufficiently well labeled. It is a useful principle in
practice that graphic displays should be uncluttered
with ‘chart junk’. Too often the message is lost in
unnecessary and distracting decoration or in excessive annotation.
There are many standard statistical graphics that
can be useful in any field. More complex graphics
may be useful for individual applications. Bertin [2]
is the classic early reference, but although full of
ideas, is not an easy read. Tufte [7] has written and
published three excellent books on information visualization and the first one is full of good advice
(and good and bad examples) for drawing graphics
to display data. More recently Wilkinson [10] has
published a book giving a formalization of statistical graphics. There are quite a few ‘how-to’ texts as
well. The statistical ones emphasize the importance
of accurate representation, clear scales, good choice
of origin, informative legends, and lack of distortion
and display clutter. Other books tend to emphasize more how to make a graph grab the reader’s
attention. These are not necessarily conflicting aims
and the best graphics will combine the best of both
worlds. The books by Cleveland [3] Kosslyn [6] and
Wainer [9] are well worth studying.
Most of the literature on statistical graphics discusses static graphics for presentation. There has been
some work on interactive graphics for exploratory
analyses [8] and this will become more relevant as
results are presented on web pages, where users have
come to expect a degree of interactive control.
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gap between the bars of a bar chart because they represent categories that are distinct from one another.
Histogram bars are drawn without gaps between adjacent bars as the bins are genuinely adjacent. The
choice of bin width can have a major effect on how
the display looks, so one should always experiment
with a few different choices (again this can be done
very effectively interactively). Histograms are a good
way of displaying frequency distributions of values.
A classic variation is the back-to-back histogram of

male and female age distributions drawn with the
main axis vertical.
Two common alternatives to histograms for single continuous variables are dotplots and boxplots.
With dot plots a point is drawn for each case at the
appropriate position on the scale. With even moderately large data sets there is too much overplotting,
but dotplots can be useful for revealing grouped data
with gaps. Boxplots are a special display suggested by
the famous data analyst and statistician John Tukey.
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Figure 3 Histograms of the male/female ratio of christenings from 1629 to 1660. The left graph includes the data from
1659, the right does not. The vertical scales are also very different. (Data: John Graunt)
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Figure 4 A boxplot of dates of birth of 51 000 car insurance policyholders. Outliers are marked as circles and may
represent more than one point

The central box contains 50% of the data, the 25%
immediately above the median (represented by a line
across the box) and the 25% immediately below.
The whiskers are drawn as far as the furthest point
within the so-called inner fences, which are robust
estimates of boundaries for ‘reasonable’ data values.
Points outside the fences are drawn individually and
are regarded as outliers. Outer fences may also be
specified and points outside them are considered to
be extreme outliers. Figure 4 shows a boxplot of the
dates of birth of car insurance policyholders. Half of
the drivers were born between the mid 1940s and the
mid 1960s. The upper outliers are clearly in error (as

must any other recent dates of birth be), but the lower
outliers are potentially genuine. The single point at
1900 turned out to represent 33 cases and may have
been due to the misinterpretation of a missing code
of ‘00’ at some stage in the data collection. Graphics are excellent for identifying such problems with
data quality.
Data collected over time (like the numbers of
burials and christenings in Figure 1) are called time
series. These plots always have time on the horizontal axis and values on the vertical axis. They may
be drawn in several ways and in Figure 1 continuous lines joining the values have been used, since
there are around 60 values, one for each year. For
shorter series of, say, only 10 points, it is better to use
displays that avoid creating a false impression of continuity, where readers of the graph may be tempted
to interpolate nonexistent values between the years.
Several time series may be plotted in one display if
the scales are comparable.

More Than One Variable
Two continuous variables recorded for the same cases
can be displayed very effectively with a scatterplot.
The data behind the histograms in Figure 3 are shown
in Figure 5 in which the numbers of females christened per year are plotted against the corresponding
numbers of males. Each case is plotted as a point
with coordinates x and y reflecting its values for the
two variables. The relatively constant ratio of male
to female births is clear (though if we are interested
directly in the ratio, then Figure 3 is the better display), as is the outlying value for 1659, which can
now be seen to be due to a mistake in the number of
males christened. To make effective use of the space
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Figure 5 Nos of females christened vs nos of males christened 1629–1660. The outlying value is clearly in error. Note
that the origin is not at (0, 0). (Data: John Graunt)

available we have drawn this scatterplot with the origin where the axes meet at (2000, 2000) and not at
(0, 0). You should always draw attention to origins
that are not at zero as readers will usually assume
this as a default and it can be very misleading. Companies wishing to show strong growth over time can
make a 1% increase look enormous by choosing axes
and scales for this purpose. Tufte [7] includes several
appalling examples as warnings. Sadly, these warnings are not always heeded and we can find many
additional bad examples in newspapers and company reports.
Fortunately there are also many fine examples
that show how it should be done. Tufte’s book [7]
has diagrams on trade between nations by Playfair
from two hundred years ago, which are impressively
informative time series. Tufte also includes Snow’s
famous diagram of deaths from cholera in nineteenthcentury London and the location of the public water
pumps. This shows dramatically the likely cause of
the spread of disease.
We may want to compare data for different groups,
perhaps look at age distributions for different professions or amounts insured by type of policy. Plotting
sets of histograms, one for each group is not an
efficient use of space, and comparisons are difficult.
Dotplots or boxplots in parallel by group, on the other
hand, are an effective use of space and a good way
of making comparisons.

Special Graphics
In every area of application there are adaptations of
standard graphics, which turn out to be particularly
useful. Survival curves are a special form of time
dependent display, which plot the proportion of a
population surviving over time. The height of the
curve at a time x on the X-axis represents the probability of an individual surviving at least that long.
For small groups (for instance, in medical trials) you
get a sequence of steps of unequal length, one step
down for each death in the group.
Risk exceedance curves display the risks of financial losses. Amounts are plotted on the horizontal axis and probabilities of losses exceeding those
amounts, on the vertical axis. The resulting curve
declines towards zero as amounts increase. These
curves are related to the term VaR (Value-at-Risk)
used in financial markets. The probability of losing
an amount bigger than the VaR is set to some low
value such as 1%.

Advanced Graphics
Three displays have been developed in recent years,
which are useful for displaying several variables at
once. Parallel coordinate plots are primarily for large
numbers of continuous variables. (For a few continuous variables you could use a scatterplot matrix.
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Figure 6 Sydney Olympics 2002 Decathlon points per event. The three medal winners have been selected. (events in
order of occurrence)

This displays one scatterplot for each pair of variables.) Figure 6 shows the points obtained by each
athlete in the 10 events of Sydney 2000 Olympics
decathlon. Each variable is plotted on its own vertical axis and the cases are joined by line segments.
The axes have all been drawn to the same scale, so
that it is readily apparent that the athletes score far
higher on some events than on others. More interestingly, we can see that the point scoring varies more
on some events than others. Finally, the best performances in half the events were achieved by athletes
who did not win any one of the medals. Interactivity

is important for plots like this because the order of the
variables and the scaling of the variables affects what
can be seen and we need to view several alternatives
to uncover all the information contained in the data.
Mosaic plots and their variants are valuable
for displaying several categorical variables together.
They are a generalization of bar charts. Figure 7
shows a display for data concerning the tragic sinking
of the Titanic. Information is available on the sex,
age (child or adult), boat class (first, second, third,
crew) and whether they survived or not, for all
2201 who were on board. Rectangles are drawn in a

Females

Males

Child

Adult

First

Second

Third

Crew

Figure 7 A mosaic plot of the Titanic data set showing all combinations of gender by age by class, with survivors
highlighted. Females are to the left, males to the right. Children are above and adults below. Within these four sections the
classes are shown in the order first, second, third, crew, from left to right
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structured way (see [5] for more details) such that the
area of each rectangle is proportional to the number
of cases falling in that combination of variable
values. The upper rectangles represent the children,
but there are too few to draw any conclusions.
The left-hand lower group of rectangles represents
the adult females by class and shows that survival
rates decreased with passenger class (though a high
proportion of the small number of females in the crew
survived). The right-hand lower group of rectangles
represents the adult males. Survival rates were much
lower than those of the females and there was no
parallel decrease by class. Note that the relatively
high crew survival rate is because each lifeboat was
launched with crewmembers aboard. The variable
ordering in this plot has been chosen to enable a
direct comparison of survival rates by gender across
class. To compare survival rates by gender within
class, a different ordering would be appropriate.
With interactive tools for querying, reordering, and
reformatting the display, mosaic plots become an
extremely effective tool for displaying and exploring
multidimensional categorical data.
Trellis diagrams (see Becker et al. [1]) are used
for displaying subsets of a data set in groups of comparable graphics. Each panel displays the same form
of plot (say a scatterplot) for a different subset of
the data. The layout is determined by a nesting of
conditioning variables. This idea of using ‘small multiples’ in plots may also be found in micromaps for
spatial data.

the uncertainty surrounding those results. Scientific
publications include graphs with error bars or confidence interval envelopes, but further research is
needed to integrate graphical displays fully with statistical theory.

Drawing Graphics
As data sets become larger, some graphics displays
must be amended. Area displays such as histograms,
bar charts, and mosaic plots remain equally effective
whether representing 200 cases or 200 million. Point
displays such as scatterplots have to be replaced by
some form of density estimation.
Computer software for drawing good graphics is
now widely available and it has become simple to
produce graphics displays, but their quality depends
not only on the software but on what you decide to
draw. Both accuracy and aesthetics have important
roles to play.
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Graunt, John (1620–1674)
John Graunt was born at St Michael, Cornhill on
April 24, 1620 in a merchant’s family. He received
a standard English education but studied Latin and
French on his own. He became a respected London citizen, holding offices in the City council and
in the military. His major publication Natural and
Political Observations Made Upon the Bills of Mortality from 1662 received a lot of attention, particularly after the great plague in 1665. It was often
reprinted. The great fire of London in 1666 destroyed
Graunt’s property and initiated a troublesome period
in his life, also caused by his conversion to Catholicism. He died of jaundice in London on April 18,
1674.
Starting in 1604, weekly mortality bills for the
London parishes were published by the Company of
Parish Clerks, with a yearly summary. For example,
deaths were classified according to up to 81 diseases
and casualties. For an example, see [11]. This vast
amount of data lies at the origin of Graunt’s Observations [5], a modest book of 85 pages that might
be considered the start of statistical epidemiology. At
the end of the book, he gives eight tables collecting numbers of burials, christenings, weddings, and
deaths from London and its surroundings, Romsey,
Tiverton, Cranbrooke, and even Paris. Graunt reduces
the data from ‘several confused Volumes into a few
perspicuous Tables’; he continues to present in ‘a few
succinct Paragraphs, without any long Series of multiloquious Deductions’ his statistical analysis. For a
very detailed description of the content of [5], we
refer to Chapter 7 in [6].
As mentioned by Stigler in [10], the Observations
contain many wise inferences based on data, but
its primary contemporary influence is more in its
demonstration of the value of data gathering than on
the development of modes of analysis. We mention
a few of Graunt’s 106 conclusions, some of which,
indicate his views on the trustworthiness of the data.
‘That about one third of all that were quick die under
five years old, and about thirty six per Centum under
six; that a fourth part more die of the Plague than are
set down; that Plagues always come in with King’s
reigns is most false; that there are about six millions,
and a half of people in England and Wales.’

The influence of Graunt’s Observations on subsequent developments has been frequently noted.
For example, Christiaan (1629–1695) and Lo-dewijck (1631–1699) Huygens started a correspondence, inspired by Graunt’s tables, on how to estimate
life expectancy. Another of Graunt’s observations is
the relative stability of certain population ratios. For
example of the ‘proportion of Men able to bear Arms’
or the stability of the sex ratio, a topic that was later
picked up by Arbuthnot (1667–1735) and Nicholas
Bernoulli (1662–1716). But Graunt’s tables have
also been used by Halley (1656–1742) in calculating
annuity values.
For information on his life and Graunt’s scientific
importance, consult [1, 3, 4, 6–8, 12]. There has
been a lot written on whether or not William Petty
(1623–1687) actually wrote Graunt’s Observations.
The consensus seems to be that while Graunt
knew and may have received comments from Petty,
Graunt wrote them himself. For more on this
topic, consult [11]. The importance of Graunt as the
originator of statistical demography is illustrated
in [2]. For a historical treatment of ratio estimation,
see [9].
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Groupe Consultatif
Actuariel Européen
Groupe Consultatif des Associations
d’Actuaires des Pays des Communautes
Européennes
What is now called the Groupe Consultatif Actuariel Europeen was established in 1978 as the Groupe
Consultatif des Associations d’Actuaires des Pays
des Communautes Européennes, to represent actuarial
associations in the countries of the European Union
(EU). Initially, its purpose was to provide advice and
opinions to the various organizations of the EU – the
Committee – on actuarial issues. Over the years it has
become progressively proactive and now also exists
as a focal point for communication on professional
and technical matters among the European actuarial
associations, but not restricted to European issues.
The Groupe currently has 30 member associations
in 27 countries, representing over 13 000 actuaries. Of
these, 18 are actuarial associations in the 15 member states of the EU: Austria, Belgium, Denmark,
Finland, France, Germany, Greece, Ireland, Italy,
Luxembourg, Netherlands, Portugal, Spain, Sweden,
and the United Kingdom.) Each of the EU’s member states has at least one association (Italy, Spain,
and the United Kingdom each have two; France, until
the end of 2001 had four associations that have now
merged into one). The associations(s) in each member
state can jointly appoint a maximum of four delegates
to the Groupe depending on the number of actuaries
in the member state. There is also representation from
each association on five specific committees covering
insurance, pensions, investment and financial risk,
education, and general issues such as the free movement of services, professional matters, meetings, and
constitution.
In addition, the actuarial associations in Cyprus,
Czech Republic, Estonia, Hungary, Iceland, Norway,
Slovenia, and Switzerland are associate members in
the Groupe, and the associations in the Channel
Islands, Croatia, Latvia, and Lithuania have been
admitted as observer members.
The legislative process within the EU is complicated. Proposals for ‘Directives’ are initiated by the
European Commission, and at all stages there is consultation with professional experts to ensure that the

proposals are not only effective but also practical.
The Groupe has made considerable contributions to
this process, and has established an excellent working
relationship with Commission officials.
For example, in 1990, the Commission, as part of
its work on proposals for a directive on life assurance (see Life Insurance), asked for a report on
the calculation of technical reserves (see Life Insurance Mathematics) for life assurance in the member
states. The Groupe’s report recommended that the
directive should contain a statement of certain actuarial principles to be followed, to ensure a consistent
approach in each country. This recommendation was
fully accepted and incorporated substantially into the
EU’s Third Life Directive.
The Groupe regularly makes submissions on pensions and insurance matters in which professional
actuarial issues are involved, and presentations to
meetings organized by the Commission. For example,
the Groupe
•

•

•

has, at the request of the Commission, prepared a report on a system of actuarial principles
for a valuation of the liabilities and assets of
institutions for occupational retirement provision
(IORPs) throughout the EU, to help inform the
Commission’s strategy for developing a directive
on IORPs;
has recently been invited by the Commission to
advise on technical issues relating to the transferability of supplementary pension rights, and the
actuarial standard to be applied in the calculation
of transfer values.
is currently participating in the Commission’s
restricted working groups (life and non-life)
that are reviewing Solvency II (see Solvency),
and also reviewing reinsurance supervision (see
Reinsurance Supervision).

The Groupe holds regular bilateral meetings with
the Commission, and organizes an annual meeting
with representatives of the pensions and insurance
supervisory authorities in the member states to discuss matters of mutual concern (supervisors from
Iceland, Norway, and Switzerland are invited to the
latter meeting). In association with the Commission,
the Groupe has the membership of the European
Pensions Forum and the insurance committee of the
European Financial Reporting Advisory Group.
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It is, however, not just at this technical level that
the work of the Groupe had led to greater awareness of the actuarial profession within the EU. The
Groupe increasingly sees its role as one of coordinating and promoting a more Pan-European actuarial profession and of providing a forum in which
issues common to all its members can be discussed.
For example, the Groupe has a common basic code
of conduct to which the member associations have
given their approval. It is mandatory for all members of the associations to observe the code. Guidance
notes in life assurance, non-life insurance, and pensions have been recommended to the associations
as good practice. It is intended that the code and
the guidance notes should be regarded by member
associations as a minimum standard. In addition,
as part of its work in harmonizing the education
and training of actuaries, the Groupe has established a core syllabus for the training of actuaries
in Europe, and has organized conferences on the subject for university teachers and for actuaries interested
in education.
Following the adoption, in 1989, of an EU directive on higher education diplomas, member associations of the Groupe drew up an agreement concerning

the mutual recognition by each association of the full
members of the other EU associations. Under this
agreement, a full member of one association who is
working in another member state can apply to the
actuarial association in that state to become a full
member, subject only to a possible requirement of
having had at least three years practical experience,
of which one year must be in the host country.
In continually seeking to develop relationships
among the actuarial associations in Europe and their
individual members, the Groupe organizes colloquia
and summer schools. It has produced numerous publications of interest to the actuarial profession in
Europe, including a Second Actuarial Study of Mortality in Europe and a paper on Defined Contribution
Arrangements in Europe. In addition, it has carried
out surveys amongst its member associations on pension and insurance issues, and on the professional
responsibilities of actuaries in Europe.
Further information on the role and activities of
the Groupe, including its publications and surveys,
is freely available at its website (www.gcactuaries.
org).
ALF GULDBERG

Halley, Edmond
(1656–1742)

this event is k| qx . Thus, the expected value becomes
ax =

∞


ak k| qx .

(1)

k=0

Edmond Halley was born near London on November 8, 1656 in a wealthy soap-maker’s family. At
the age of 17, he entered Queen’s College, Oxford,
where he assisted the Astronomer Royal, John Flamsteed (1646–1719), with astronomical observations.
He gave up his studies in 1676 to catalogue the
stars in the southern hemisphere from the isle of
St Helena. Two years later, he became a member
of the Royal Society. He had close contacts with
Isaac Newton (1642–1727), whose Principia was
written at his urging and was published thanks to his
financial support. Halley’s most famous achievements
concern the study of comets calculating their orbits
and return times. Halley’s prediction of the return of
the 1682 comet proved correct in 1758, well after
Halley died, and has been called Halley’s Comet
since. After a first failure, Halley was appointed as
Savilian Professor of geometry in Oxford in 1704,
succeeding John Wallis (1616–1703). In 1720, he
succeeded Flamsteed as Astronomer Royal, a position
that he held till his death in Greenwich on January
14, 1742.
Mainly recognized as one of the leading
astronomers of his time, Halley also contributed
to actuarial science [9]. At the request of Henry
Justell (1620–1693), secretary of the Royal Society
at London, he investigated data collected by Caspar
Neumann (1648–1715) in Breslau, Silesia, on births
and deaths, based on age and sex (see Early
Mortality Tables). In an attempt to find a scientific
link between mortality and age, Halley presented his
findings to the Society in [6] in 1693. This paper has
been very influential in the subsequent construction of
actuarial tables in life insurance. From his mortality
tables, Halley calculated expected present values of
annuities on one, two, and three lives.
Using the international actuarial notation, we
shall briefly compare the approach of Halley with the
approach presented by Jan de Witt (1625–1672) in
1672. We consider the expected present value of an
annuity ax for a person at age x to pay out one unit
at the end of each year as long as he is alive. If he
dies between age k (integer) and k + 1, the expected
present value of the annuity is ak (see Present
Values and Accumulations), and the probability of

This is the approach of de Witt. On the other hand,
one could argue that if the person is alive at time k
(integer), one unit should be paid out. The present
value of this unit is v k , and the probability that it is
paid out, is k px . Hence, its expected present value is
v k k px , and by summing over k, we obtain
ax =

∞


v k k px .

(2)

k=1

This is the approach of Halley. Whereas this approach
would normally be most suitable for evaluation of
such expected present values, de Witt’s approach is
more easily extended to higher-order moments. For a
more detailed discussion of the results of Halley and
de Witt, see [4, 5].
Prior to Halley’s paper, mortality bills had been
constructed by John Graunt (1620–1674) for the
City of London in 1662, but not annuity values.
For the life and astronomical work of Halley, we
refer to [1, 7] or to the more recent book [2] and [3].
For his mathematical work, see [8, 10].
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Halley, Scripta Mathematica 24, 265–273.
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Lewin, C. (1989). 1848 and all that – Edmond Halley,
FIASCO. The Magazine of the Staple Inn Actuarial
Society 116.
O’Connor, J.J. & Robertson, E.F. (2000). Edmond
Halley, School of Mathematics and Statistics, University of St Andrews, Scotland, www-history.mcs.standrews.ac.uk/history/Mathematicians.

(See also Bernoulli Family; Demography; De
Moivre, Abraham (1667–1754); De Witt, Johan
(1625–1672); Early Mortality Tables; History of
Actuarial Education; History of Actuarial Science;
History of Insurance)
JOZEF L. TEUGELS

Hellenic Actuarial Society
The Hellenic Actuarial Society (HAS) was founded in
1979 under the name Association of Greek Actuaries
and became a full member of the Groupe Consultatif
Actuariel Européen in 1981, the year that Greece
joined the European Union. In 1996, HAS became
a Founding Member of the International Forum of
Actuarial Associations (IFAA), the accrediting arm
of the International Actuarial Association (IAA).
Actuaries in Greece are licensed by the State upon
completion of eight examinations conducted jointly
by HAS and by the insurance supervisory authority.
Though they become members as a matter of course,
holders of the state license are not legally required to
enroll in HAS.
HAS has only one class of members (‘full members’ in the sense the term is used by the Groupe
Consultatif). Besides holders of the state license,
HAS admits full members of other national actuarial
associations in accordance with the Mutual Recognition Agreement concluded by the national associations belonging to the Groupe Consultatif. Full
members of HAS are designated as FHAS (Fellows of
HAS). Starting with 20 Founding Members in 1979,
HAS membership has grown to 81. In addition to
their professional license, several HAS members hold
postgraduate degrees (masters and PhDs). A number of members are simultaneously members of other
actuarial associations (two FIAs, one AIA, one FSA,
several ASAs, two MAAAs), and one member is an
honorary FIA.

While most HAS members are employed in insurance, both life and non-life, in the last few years
there is a clearly discernible drift toward other types
of financial intermediaries. Few HAS members are
self-employed.
Actuarial education in the universities is in its
infancy and consists of a bachelors degree in actuarial science program begun by the University of the
Aegean in 2000 and of a similar older program in the
University of Piraeus recently upgraded under HAS
guidance. Both these universities intend to introduce a
masters degree in actuarial science in the next couple
of years.
HAS is heavily involved in the training of actuaries. It organizes and teaches the eight courses that
correspond to the eight professional examinations
required of those seeking the state actuarial license.
In addition, HAS bears almost the entire burden of
administering the state examinations and, in recent
years, has undertaken to assist universities in setting
up actuarial science degree programs. Finally, HAS
operates a Society of Actuaries Examination Center
in Athens.
Owing to its very small membership, HAS is not
able to publish a journal at present. All the members being located in Athens, meet several times
each year and discuss both business developments
of current interest and technical matters of a more
theoretical nature.
Anyone wishing to get additional information
regarding the Hellenic Actuarial Society can consult
the HAS website www.hactuarials.gr.
C.J. KOUTSOPOULOS

Het Actuarieel
Genootschap (The Dutch
Actuarial Society)
The first traces of the Dutch contribution to the
development of actuarial theory can be found in
the sixteenth century. The first stirrings of actuarial science can be traced back to Simon Stevin
(1548–1620), a famous mathematician (see History
of Actuarial Science). In 1671, Johan de Witt contributed a systematic statistical approach to actuarial
science. His approach enabled him to determine the
value of a life annuity in relation to human longevity
and thus he started the new science of life insurance
with its research of mortality patterns.
After the first life insurance company was established in 1807, mathematicians put themselves and
their knowledge at the service of this development.
The role of mathematical advisers, the predecessor of
the present actuary, became more and more important
after the abolishment of government control in 1880.
One of the consequences of their growing importance
was the foundation of an organization of actuaries
in 1888. The present Dutch Actuarial Society, the
‘Actuarieel Genootschap’, has its roots in this first
organization.
Until the Second World War, the profession of
actuary was an elite profession that relied exclusively
on insurance techniques. After the Second World
War, the need for insurance increased significantly
in the Netherlands. The sharp increase in the need
for insurance was promoted by the ‘open’ insurance
market. This was a market with free competition
between providers. Supervision by the supervisor (the
Pensions & Insurance Supervisory Authority of the
Netherlands) was based on normative supervision.
The regulations provide the basis and supervision
occurs retrospectively. It is therefore more or less
a matter of course that this supervisory legislation
was based on the strong independent position of
actuaries. We also see increasing interest for the
profession of actuary after the Second World War,
an interest that received added form in the mideighties. The rapid growth in the size of pension
insurance and pension funds, in particular, resulted

in a considerable demand for actuaries, particularly
from actuarial consulting firms.
Nowadays, the actuarial profession can be divided
into four fields of expertise: life insurance, pensions, general insurance (see Non-life Insurance),
and financial risks. Each of these disciplines forms
a section of the ‘Actuarieel Genootschap’. Each discipline has its own history with a length that differs
considerably between disciplines. Life insurance has
a history that goes back to Johan de Witt in 1671,
but the general insurance section only just started its
activities and therefore its history in the 1960s. Pensions and financial risks are the youngest sections of
the ‘Actuarieel Genootschap’ and were founded in
the 1990s.
After the Second World War, the contents of the
training of actuaries changed gradually. In addition
to basic mathematical education and subsequent education in insurance techniques in the broad sense,
increasing attention was given to subjects in the
areas of Economics, (Tax) Law, Administration, and
Computerization. This development has resulted in
the emergence in the Netherlands of a highly professional educational system. A student can qualify
as an actuary after education in actuarial sciences
at the University of Amsterdam. Students can also
opt for part-time training at the ‘Actuarieel Instituut’, which provides a curriculum especially for
students already employed in the insurance industry.
On September 1, 1997 the Dutch Actuarial Society
raised its standards for the acceptance of university
graduates in actuarial science. ‘Automatic’ membership has been replaced by a postgraduate course that
takes about 1.5 years.
Regulations, an actuarial code of conduct, and
Guidance Notes are necessary instruments to ensure
that clients, employers, policyholders, but also fellow actuaries, can rely on each other’s integrity
and quality of work. Over the years, this aspect
has received increasing attention within the ‘Actuarieel Genootschap’. Since the actuarial profession
is not protected by law, discipline is also enforced
by the Dutch Actuarial Society. The ‘Actuarieel
Genootschap’ has established two disciplinary bodies
that can impose disciplinary measures. These two
bodies act almost entirely independent of the Executive Board.
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The ‘Actuarieel Genootschap’ now has 800 full
members in a country with a population of 16 million
people. The Society has 400 affiliates (including
students). In the coming years, we expect the number
of actuaries to stabilize because of falling interest in
the Netherlands in mathematics-based studies. This

fall in interest is attributed to the higher level of
prosperity, resulting in a certain disinclination to
enrol for more demanding studies.
SIMON VAN VUURE

History of Actuarial
Education
Actuarial Education up to 1848
By the seventeenth century, compound interest (see
Present Values and Accumulations) was understood
thoroughly [9] and Edmund Halley, in a famous
paper [5], published in 1693, showed how an annuity
on up to three lives could be calculated.
During the eighteenth century, there were various
writers on what we would now call actuarial science. De Moivre wrote a book about annuities in
1725 [1], and emerging cost calculations were done
for a widows’ pension fund in 1743 [3]; in 1750
James Dodson [2] had shown the actuarial calculations required to run a solvent life office (regular
premiums, reserves, bonus distribution etc.) on which
basis the Equitable was founded in 1762. Richard
Price’s influential book [7] appeared in 1771.
Milne’s Treatise [6] appeared in 1815 and Gauss’
work for the Göttingen Professors’ Widows’ Pension
Fund was commissioned in 1845 [4, 8].

Actuarial Education from 1848 to 1939
The history of the actuarial profession, as a profession, begins with the founding of the Institute of
Actuaries in 1848. Apart from the founding members, entry to the profession was in the hands of
the Institute and was by examination set by the
Institute. In 1849, three examiners were appointed,
one of whom was Sylvester (1814–1897) who was
for 11 years (1844–1855) the actuary to the Equity
and Law insurance company and a founding member of the Institute of Actuaries (although he is
better known as a pure mathematician – Chair at
Johns Hopkins University, USA, then Savilian Professor of Geometry at Oxford, as Halley had been).
The original subjects for the examination were arithmetic, algebra, probability, compound interest, life
contingencies (assurances and annuities), mortality
tables (see Life Table), and bookkeeping. By 1855,
the requirements were to sit for three examinations
over three years. A course of reading and syllabus was prescribed but otherwise students were
left to study on their own. In 1871, Sutton was

appointed as the first tutor to the Institute with 10
students.
The Faculty of Actuaries was formed in 1856
with Edward Sang, FFA, FRSE (Fellow of the Royal
Society of Edinburgh) (1805–1890) as the first lecturer. Edward Sang wrote some 112 scientific papers
and gave his first course of actuarial lectures in 1857.
He must be one of the first actuaries to make his living from academic and consulting activities. As with
the Institute, entry to the profession was in the hands
of the profession (and was by examination).
The first actuarial textbooks sponsored by the
profession appeared in 1882 (Part 1 – annuities –
by Sutton) and 1887 (Part 2 – life annuities and
assurances by King).
Admission to the professional ranks of the actuarial profession in the United Kingdom (as Fellow of
the Faculty or Institute) was from the start, and continues to be, by examination conducted by these two
professional bodies. Syllabuses, courses of reading,
and tuition material were supplied, but it was up to
the student to study in his spare time. It was not necessary to have attended a university and many future
actuaries entered life offices straight from school. The
United States, Australia, New Zealand, South Africa,
and Canada followed the British tradition of professional examinations and, as early as 1890, Melbourne,
Sydney, Wellington, Cape Town, and Montreal were
approved as examination centers. An Actuarial Education Service (tuition by correspondence course) was
set up in the United Kingdom in 1947. The passing of these examinations, resulting in full membership (Fellowship) of the professional body, conferred
on actuaries in these countries, the same professional status as lawyers and doctors. Actuarial science
was not taught at institutions of higher learning in
the United Kingdom (in contrast with Continental
Europe) until the University of Edinburgh introduced
a diploma course in actuarial sciences between 1918
and 1961 (actuarial science is now taught at HeriotWatt University in Edinburgh since 1971) and the
attainment of sufficiently high marks entitled the
student to exemption from certain of the earlier professional examinations. General insurance was not
part of the UK actuarial education until 1981. In the
United Kingdom, an actuary is defined in law as a
Fellow of the Faculty of Actuaries or Institute of
Actuaries.
The first American professional examinations
were set by the American Society of Actuaries
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(ASA) in 1897 followed by the American Institute
of Actuaries (AIA) in 1913 and Casualty Actuarial
Society (CAS) in 1915. In North America, although
the universities play an important part in actuarial
education, no exemptions from parts of the actuarial
examinations are (or were in the past) given for
university examinations.
The history of actuarial education in Continental Europe is somewhat different from the control
exerted by the professional bodies in the United Kingdom and in the United States of America and was
(and still is) closely associated with the teaching
of actuarial science at the universities/technische
hochschule (TH).
The roll of honor in introducing actuarial/insurance mathematics, prior to 1939, at universities or
technische hochschule is ETH Zurich (1858), TH
Vienna (1892), TH Prague (1895 – course now
ceased), Göttingen (1895 – now a partial course
only), Utrecht, Rotterdam, and Amsterdam (various
dates between 1896 and 1939), Iowa (1902), Michigan (1903), Copenhagen (1906), Lausanne (1913),
Texas (1913), Sydney (1915), Oslo (1916), Edinburgh
(1918), Stockholm (1929), Lyon (1930), Montreal
(1933), Manitoba (1935), Rome (1935), Basel (1938)
and Louvain (1938). The departments of actuarial
mathematics are situated, in some universities, in the
mathematics department and in others, in the economics department.
Associations of actuaries (professional bodies in
some cases) were formed, prior to 1939, in England
(1848), Scotland (1856), Germany (1868), Holland
(1888), USA (1889 ASA), France (1890 IAF), Belgium (1895), Italy (1897 – Association for the growth
of the actuarial sciences), Poland (1920 – Polish
Actuarial Institute), Australia (1897), Japan (1899),
Denmark (1901), Austria (1904), Norway (1904),
Sweden (1904), Switzerland (1905), USA (1909
AIA), Czechoslovakia (1919), USA (1914 Actuarial and Statistical Society later called CAS), Finland (1922), Bulgaria (1924), Italy (1929 – Institute
of Actuaries), France (DISFA 1933), and Mexico (1937).
Membership of the professional body representing the actuaries of Continental Europe was not by
professional examinations (controlled by the profession) but depended on the satisfactory completion of an approved course at these institutions
and/or practical experience in a firm or insurance
company.

Actuarial Education Post 1939
The United States of America has had a separate
Society (now the Casualty Actuarial Society) for
general insurance since 1914 and separate examinations since 1915. The United States of America also
has a separate professional body for pensions actuaries (the American Society of Pension Actuaries,
formed in 1966), which offers its own examinations.
It is the only country with three separate professional
associations for life insurance, general insurance,
and pension actuaries, brought together under the
umbrella of the American Academy of Actuaries
(founded in 1965).
Various associations of actuaries that were not
previously professional bodies have introduced professional codes of conduct and professional examinations, namely, in Germany where professional examinations set by the actuarial profession have been
introduced and the Deutsche Aktuarverein (DAV)
was formed.
A theme of the last decade has been the increasing
control taken by the actuarial bodies in various
countries through the introduction of professional
codes of conduct and, in the case of certain countries,
by the introduction of professional examinations.
However, there is not necessarily any definition of
an ‘actuary’ in a country’s legislation.
The number of professional bodies of actuaries has mushroomed, particularly in Eastern Europe,
since the decentralization and freeing up of these
economies. The International Actuarial Association had (on 1 November, 2002) 47 full members
and 25 observer associations.
Actuarial subjects are now taught at an increasing
number of universities, numbering perhaps about 150
throughout the world.

Core Syllabus for Actuarial Training
within the European Union
The European Union consisted, by the end of year
2002, of 15 countries to be expanded to 28 countries over the course of the next few years. Within
the European Union there is a mutual recognition
agreement for members of the Groupe Consultatif
(the body that represents the interests of the various actuarial bodies in the EU). It is intended that
actuaries qualified in their home country may apply
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for recognition in the country in which they wish
to practice after one year’s experience in that country (provided they have a minimum of three years’
practical experience).
In the light of this mutual recognition, a core
syllabus [10] was adopted for the countries of the EU
in 1998 and approved by EU member associations
in 2001 with a target implementation date of 2005.
There are four stages. The website for the Groupe
Consultatif [10] lists the aims and suggested reading
under the 18 headings of Stages 0 to 2.

its actuarial education at (at least) the level of the
syllabus by 2005.
The IAA syllabus comprises the following subjects: (1) Financial mathematics, (2) economics, (3)
accounting, (4) modeling, (5) statistical methods, (6)
actuarial mathematics, (7) investment/asset management, (8) principles of actuarial management, (9)
professionalism.
Details of the syllabus are given on the IAA
website [11].

Stage 0: Preliminary Stage

Developments for the Future

(1) Mathematics, (2) probability/statistics, (3) stochastic processes, (4) computing, (5) economics, (6) accounting/financial reporting, (7) structures/legislative
instruments in EU, (8) communication skills, (9)
language skills.

Progress (not just in the EU) is being made toward
international recognition of actuarial qualifications.
To achieve this, a common internationally recognized
syllabus for actuarial education is a prerequisite.
The Groupe Consultatif and the IAA are working to
this end.
Developments in financial mathematics, which,
since the 1970s has come of age as a subject in
its own right, are likely to have a significant influence on the education of actuaries in future. It is
unlikely that the actuary of the future can afford
to be ignorant of the more important developments
in this field. It is significant that an understanding of stochastic process and how financial options
are priced and hedged are gradually being introduced into professional examinations and university
actuarial courses (e.g. publication of the book Financial Economics by the Actuarial Foundation in the
USA, the Certificate in Derivatives in the UK, the
courses at the ETH in Switzerland, TU in Vienna
etc.) The proposed Faculty and Institute syllabus
for 2005 [12] will require a knowledge of arbitrage, stochastic calculus, Itô’s Lemma (see Itô Calculus), Black-Scholes formula (see Black–Scholes
Model), martingales, term structure of interest rates
(see Interest-rate Modeling) and so on. The pricing and hedging of guarantees, which may lie latent
in an insurance policy, has become a very important
topic for actuaries with the fall in worldwide interest
rates.
The profession needs to ensure that its approach
to the valuation of assets and liabilities is keeping abreast of current developments in finance and
uses the mainstream vocabulary of finance. There
is likely to be increasing international harmonization of the value that must be put on policyholder

Stage 1: Foundation Stage
(10) Financial mathematics, (11) survival models,
(12) actuarial mathematics, (13) risk mathematics,
(14) investment.

Stage 2: Generalized Applications Stage
(15) Life insurance, (16) general insurance, (17)
pensions, (18) living benefits.

Stage 3: Country Specific and Specialist Stage
Students will be required to study at least one of
the Stage 2 subjects in greater depth (covering the
regulatory, legislative, cultural, and administrative
framework of their country) to gain the full qualification of their association. The emphasis in Stage
3 is the practical implementation in the country concerned.

Syllabus of the IAA
The IAA has set out a core actuarial syllabus under
nine headings [11]. As there is no mutual recognition
of actuaries internationally, the syllabus is less extensive than that for the EU. The intention is that for full
membership of the IAA, an association should have
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liabilities for the purposes of calculating the technical provisions in the Financial Accounts and the
profession is taking a lead in the development of
the new International Accounting Standard for insurance (particularly over the realistic valuation of
liabilities).
Likewise, the profession continually needs to
ensure that it is up-to-date with developments in
financial risk management.
Actuaries, as currently, require to keep up-todate with developments in legislation, longevity (see
Decrement Analysis), genetics and so on.
The actuary of the future will need, as always, to
have a practical approach based on a sound business
sense grounded on a relevant and up-to-date actuarial
education.
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DAVID O. FORFAR

History of Actuarial
Profession
Introduction
A profession serves a public purpose. Consequently,
an outline of the history of the actuarial profession
must follow the public purposes served by actuaries
in applying their basic science.
The formation in London in 1762 of the Society
for Equitable Assurances on Lives and Survivorships
as a mutual company, initiated a process that created
a public purpose for actuaries. A mutual insurance
company is owned by its policyholders and is operated for their benefit. The policyholders share in the
profits of their company through dividends on their
policies. Ogborn [15] has written a comprehensive
history of the Equitable.
Because of the long-term nature of most life insurance policies, the estimation of the period profit
of a mutual life insurance company involves more
than counting the cash in the vault. The estimation
requires a valuation of contingent liabilities involving
future benefit payments less future premium payments, which may not be realized as cash payments
for many years. The resulting estimate of the value
of future liabilities must be subtracted from an estimate of the value of assets. The existence of market
values may assist the asset valuation, but the asset
valuation also involves assigning a number to the
value of future uncertain payments. The difference
between the estimated asset and liability values is
an estimate of surplus. Increase in estimated surplus
can be viewed as an initial estimate of periodic profit
and as a starting point in the determinations of policy
dividends.
The future cash flows arising from the assets
owned and the insurance liabilities owed are, however, random. To provide a suitably high probability
that the promises embedded in the insurance contracts
can be fulfilled, the initial estimate of the profit that
might be paid as dividends may be reduced to what is
called divisible surplus. This is to create the required
assurance of the ultimate fulfillment of the contracts.
The assumptions used in the process of valuing
assets and liabilities must be selected with a combination of analysis of past experience and informed
judgment about future trends. In the early years of
the Equitable, the basic model had to be created, the

information system to support the valuation established, and suitable approximations confirmed.
The fulfillment of contracts is a legitimate public
goal. The realization of this goal is one of the justifications for the legal profession and the court system.
In this case, the fulfillment of mutual insurance contracts is at stake. It was clear that the determination
of policy dividends required technical knowledge,
business judgment, and a commitment to equitably
fulfilling contracts. These factors combined to create
a public purpose foundation for the actuarial profession. Bolnick [2] covers some of this history.
The accounting profession, in common with the
actuarial profession, got its start in the middle of the
nineteenth century in Great Britain. At first its members performed the public function of supervising
bankruptcies with the goal of assuring creditors that
they would be treated fairly. The initial public assignments of accountants and actuaries were related. Both
professions were seeking fair treatment of creditors
or partial owners of a business. Porter [16] covers
the somewhat parallel history of the accounting and
actuarial professions.
The accounting profession grew to perform additional public functions such as auditing the accounts
of public companies. The public role of actuaries
also expanded. The overriding public responsibility
in the nineteenth century became the promotion of
the organization of insurance companies on scientific
principles.
The second quarter of the nineteenth century was
a period of turmoil in the life insurance industry of
Great Britain. For example, in 1845, no less than
47 companies were provisionally registered to transact life insurance business and of these, not one
existed in 1887. The collection of stories of shady
insurance operations assembled by a Select Committee of Parliament on Joint Stock Companies even
had an impact on literature. These events apparently
influenced the novelist Charles Dickens who was
writing ‘The Life and Adventures of Martin Chuzzlewit’. The novel was serialized from January 1843
to July 1844. When Dickens needed a fraudulent
enterprise to serve as a vehicle for the villain in
the novel, he created the Anglo-Bengalee Disinterested Loan and Life Assurance Company. In this
chaotic situation, some actuaries, as public-spirited
citizens, persistently pushed for a scientific basis for
the organization and management of life insurance
companies. Cox and Storr–Best [6] provide statistics
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on the confusion in life insurance during this period
of the nineteenth century. Bühlmann [3], in a call for
a broader mission for the actuarial profession, also
covers this period.
The determination of divisible surplus and the
promoting of science-based life insurance did not
end the professional development of actuaries. As the
scope of actuarial practice broadened, society’s views
on the attributes of a profession also changed. Bellis
[1] surveys the definitions of a profession and the
relevance of these definitions to actuaries.

Definition of Profession
Gordon and Howell [8] list the criterion for a profession, which we will use initially to guide our review.
‘First, the practice of a profession must rest on a
systematic body of knowledge of substantial intellectual content and on the development of personal
skill in the application of this knowledge to specific
cases. Second, there must exist standards of professional conduct, which take precedence over the goal
of personal gain, governing the professional man’s
relations with his clients and his fellow practitioners. These two primary criteria have led in practice
to two further ones. A profession has its own association of members, among whose functions are the
enforcement of standards, the advancement and dissemination of knowledge, and, in some degree, the
control of entry into the profession. Finally, there is a
prescribed way of entering the profession through the
enforcement of minimum standards of training and
competence. Generally, the road leading to professional practice passes through the professional school
and is guarded by a qualifying examination.’
The actuarial profession satisfies the first of the
Gordon and Howell criteria. This criterion establishes
the fundamental difference between the basic science
on which a profession is based, and the necessary
professional application of this science. There is, for
example, a difference between the medical profession
and the science of human biology.
The systematic body of knowledge is not, however, invariant across time. For actuaries, it has
changed as the scope of the financial security systems that they design and manage have changed. The
body of knowledge has always contained elements of
the mathematical sciences, economics, law, and business management. When there developed an actuarial

role in the design and management of old-age income
social security systems, demography and macroeconomics became part of this systematic body of
actuarial knowledge. These subjects clearly have a
smaller role in designing and managing an individual
automobile insurance system.
The standards of professional conduct for actuaries
that are required by Gordon and Howell’s second criteria have been implicit rather than explicit for most
of the history of the actuarial profession. For example, in 1853, in response to a Parliamentary Select
Committee on Assurance Associations’ question on
the accuracy of financial reports, Samuel Ingall
replied, ‘I think the best security is the character of
the parties giving them.’ Before the same Committee,
William Farr provided the assurance that ‘actuaries
are gentlemen’. Porter [16] describes these hearings.
By the early twenty-first century the expansion
of the scope and complexity of actuarial practice,
as well as the increased number of actuaries, created a different situation. This expansion made it
difficult to depend solely on the good character of
individual actuaries to define and promote the public
interest in designing and managing financial security systems. The development of supporting codes of
professional conduct and standards of actuarial practice has not been uniform all over the world. For
example, in the United States, the actuarial profession
has a Joint Code of Professional Conduct, Qualification Standards, and Actuarial Standards of Practice.
The situation in Australia, Canada, Great Britain, and
Ireland is similar.
The two derived criteria for a profession as stated
by Gordon and Howell are, in general, satisfied by the
actuarial profession. There are actuarial organizations
in many parts of the world and, almost uniformly,
they engage in the advancement and dissemination
of knowledge, and influence the method of entry into
the profession. As indicated earlier, the articulation
and enforcement of standards is not a function of all
of these organizations.
The process for gaining entry into the actuarial
profession is through an educational portal that is
the subject of continual discussion within the world’s
national actuarial organizations. The first of these
organizations, the Institute of Actuaries, started a
system of examinations in 1850, only two years after
the founding of the Institute. The Actuarial Society of
America was organized in 1889 and followed the lead
of the Institute by starting an examination program in
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1897. The Casualty Actuarial Society was founded
in the United States in 1914 and within a few months
started an examination system. In other nations, especially those in Western Continental Europe and Latin
America, completing a university program became
the path into the actuarial profession. The curriculum in these university programs was, to a varying
extent influenced by the profession. Cole [5] provides
a critical review of these education and examination
systems.

An Alternative Definition
The detailed and restrictive definition of a profession
by Gordon and Howell does not correspond to the
reality of the organization of the actuarial profession
in much of the world. The first element of their definition, the reliance on a systematic body of knowledge,
is, however, almost universal among actuarial organizations.
This fact, which is also true for some other professions, leads to an alternative and simplified definition.
A profession is an occupation or vocation requiring
advanced study in a specialized field.
Under the alternative definition, the existence
of professional actuarial standards may be implicit
rather than involving formal statements of standards and a professional enforcement agency. Entry
into professional actuarial practice, under the alternative definition, may be controlled by universities
and regulators rather than by professional actuarial organizations. It would be unnecessarily limiting
to ignore the history of those professional actuarial organizations that fit the more general alternative
definition.
The actuarial profession in the United Kingdom,
and in those countries with close cultural ties to the
United Kingdom, by and large satisfies the Gordon
and Howell definition. This is illustrated by developments in India. The Actuarial Society of India
was founded in 1945. The stated objectives of the
new organization centered on the first element of
the Gordon and Howell definition. The growth of
the Society was inhibited by the nationalization of
Indian life insurance in 1956. Not until 2000 were
private firms authorized to again enter the life insurance business. The regulations for the new industry
required each company to designate an appointed
actuary. The responsibilities of the appointed actuary were to safeguard defined public interests in
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insurance operations. This was modeled on a regulatory device introduced earlier in the United Kingdom.
In Western Continental Europe, on the other hand,
the actuarial profession tends to satisfy the alternative
definition. The practice of actuarial science tends
to be more regulated by central governments than
by private professional organizations. Entry into the
profession tends to be monitored by universities and
regulators with indirect influence from the profession.
Bellis [1] assembles references that build on the
political history of the United Kingdom and Western Continental Europe to explain these differences.
The core of the proposed explanation is that, following the French Revolution, centralized governments
in Western Continental Europe tended to sweep away
private institutions not subject to the sovereignty of
the people. The United Kingdom did not experience
the cataclysmic revolutionary event, and private institutions evolved along diverse paths.
A short case study of the history of the organized
actuarial profession in a Western-Continental European country may illustrate these differences.
We will examine the history in Switzerland. Political and economic stability has helped make Switzerland a center for international banking and insurance.
In addition, the intellectual contributions of scholars with Swiss connections helped create actuarial
science. The extended Bernoulli family provides
examples. Jacob Bernoulli contributed to the law of
large numbers, and Daniel Bernoulli constructed the
foundations of utility theory.
The Association of Swiss Actuaries was founded
in 1905. In 1989, the words were permuted to Swiss
Association of Actuaries. Unlike the United Kingdom, entry has not been gained by passing examinations. Most entrants have typically been university
graduates with majors in mathematics who have practical experience.
The official role of actuaries in Switzerland is confined to pensions. A pension-fund regulation law,
enacted in 1974, provided for training and qualifications for pension-fund experts. These experts were
entrusted with enforcing legal requirements for pensions and guarding the security of promised benefits. The Association has, since 1977, organized the
pension training courses and examinations leading
to a diploma for pension-fund experts. This operation is separate from the traditional activities of the
Association.
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The history of the actuarial profession in the
United Kingdom and Western Continental Europe are
different. The United States, as is true in many issues
involving cultural differences, took elements from
both traditions.

practitioners are finding their previously independent
actions are constrained by governmental or corporate
managers of health plans. A number of other specialists, devoted to a particular disease or technological
device, are now also members of health teams.

The Classical Professions

History of Actuarial Organizations

The classical professions are law, medicine, and theology. The roots of these professions extend into the
middle ages. Early European universities had separate
faculties devoted to each of these professions. The
trinity of these early professions clearly satisfy the
Gordon and Howell criterion. Indeed, the attributes
of this trinity have served to shape the definition
of the profession. They have served as models for
other groups coalescing around a body of knowledge,
useful to society, that are seeking to organize a profession. Accountancy, actuarial science, architecture,
dentistry, nursing, and pharmacy are examples of the
process. The goals of the organizational process is
usually to serve the public and, perhaps, to promote
the self-interest of the profession’s members.
The development of professions was not independent of the earlier guilds. Guilds were known in
England from the seventh century. Guilds were associations of persons engaged in kindred pursuits. Their
purposes were to regulate entry into the occupation
by a program of apprenticeships, to strive for a high
standard of quality in the guild’s product or service,
and to manage prices. It became difficult to maintain
guilds when, in the industrial age, production became
automated and no longer depended on ancient skills.
With the triumph of free markets, the private control
of entry into a guild and the management of prices
seemed to be impediments to the efficiency derived
from free markets.
The twentieth and twenty-first centuries have been
unfriendly to guilds, and events have altered, and
probably weakened, the sharpness of the definition
of the classical professions. For example, students of
theology now find themselves doing counseling, and
managing social welfare and education programs in
addition to their ecclesiastical duties. Students of the
law have found that in an age of business regulation
and complex tax law, it has become more difficult to
identify the mainstream of the law. In addition, a host
of specialists in taxation and regulation perform services closely related to legal services. Even medical

The birth of the actuarial profession can be conveniently fixed as 1848. In that year, the Institute of
Actuaries was organized in London. The Faculty of
Actuaries in Edinburgh followed in 1856. Victorian
Great Britain provided a favorable environment for
the development of professions. The idea of professional groups to protect public interest was in the
air. In 1853, Great Britain started using competitive
examinations for entry into the civil service. The
objective in both the civil service and the private
professions was to establish objective standards for
entry and to improve and standardize the quality of
the entrants.
The development of the actuarial profession in
Canada and in the United States followed the path
blazed by the Institute and Faculty. There were, however, deviations related to the adoption of elements
from both the United Kingdom and from Western
Continental European traditions. This development
will be outlined in part because of the large size of
professional organizations in Canada and the United
States as well as the interesting blending of traditions. In 1889, the American Society of Actuaries
was founded with members in both Canada and the
United States. In 1909, the American Institute of
Actuaries was organized. Its initial membership came
largely from the west of the Appalachian Mountains.
The motivation for the new organization was in part
regional and in part a conflict over the suitability of
preliminary term-valuation methods in life insurance.
The Society and the American Institute merged in
1949 to form the Society of Actuaries. Moorhead
[14] has written extensively on the history of actuarial
organizations in the United States and Canada.
The third professional actuarial organization founded in the United States had different roots. The
public response to the mounting human cost of industrial accidents was the enactment, by many states
and provinces, of workers’ compensation laws. These
laws placed responsibility for on-the-job injuries on
employers. These laws were enacted around 1910.
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The new liability of employers was managed by
workers’ compensation insurance. This insurance
became, depending on the state or province, a legal or
at least a practical requirement for employers. It had
features of both group and social insurance, and it had
different legal and social foundations from individual
life insurance. In 1914, the Casualty Actuarial and
Statistical Society of America was organized. It grew
out of the Statistical Committee of the Workmen’s
Compensation Service Bureau. The first president
was Isaac Rubinov, a pioneer in social insurance.
The name of the organization was shortened to Casualty Actuarial Society in 1921.
In 1965, both the American Academy of Actuaries (AAA) and the Canadian Institute of Actuaries
(CIA) were organized. The CIA was established by
an Act of the Canadian Parliament. Fellowship in
the CIA was soon reorganized in federal and provincial insurance and pension legislation. Chambers [4]
describes the history of the CIA and its recognition
in law.
The AAA had a somewhat different genesis. It
was organized as a nonprofit corporation, an umbrella
organization for actuaries in the United States. Its
assignment was public interface, professional standards, and discipline.
The UK model influenced the organization of the
actuarial profession throughout the Commonwealth.
As previously indicated, the path in Western Continental Europe was somewhat different. For example,
in Germany, starting as early as 1860, a group of
mathematicians met regularly to discuss problems
related to insurance. Bühlmann [3] summarizes some
of this history.
The founding of national actuarial organizations
are often associated with major political and economic events. The opening of Japan to world commerce in the nineteenth century is related to the
founding of the Institute of Actuaries of Japan in
1899. The end of the Pacific phase of World War
II helps create a foundation for the Korean Actuarial Association in 1963 and The Actuarial Society of
Philippines in 1953.
The end of the Cold War, in about 1990, was
a political event of cosmic importance. It also created a shock wave in the actuarial organizations of
the world. New national actuarial organizations were
created in response to the practical requirement for
people with technical skills to organize and manage
private insurance companies. Examples of Eastern
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European countries and the dates of organization of
their new actuarial group include: Belarus (1995),
Croatia (1996) (see Croatian Actuarial Association), Latvia (1997) (see Latvian Actuarial Association), Lithuania (1996), Poland (1991) (see Polskie
Stowarzyszenie Aktuariuszy), Russia (1994), and
Slovak Republic (1995) (see Slovak Society of Actuaries). Greb [9] wrote of the first 50 years of the
Society of Actuaries, but on pages 258 and 259, the
national actuarial organizations of the world are listed
in order of their establishment.

Actuaries as Instruments of Regulation
In the last half of the twentieth century, the size,
complexity, and economic importance of the financial
security systems designed and managed by actuaries
had grown. Many of these systems, such as insurance companies and pension plans, were regulated
enterprises. The increase in size and complexity left
a gap in the existing regulatory structure. It became
difficult to capture in a law or regulation all of the
aspects of public interest in these financial security
systems.
An alternative to an even more detailed regulation, with resulting retardation in innovations, was
to turn to the actuarial profession to monitor compliance with broadly stated goals. This alternative
seemed to be in accordance with the professional status of actuaries. In many ways, the alternative was
parallel to the assignment (in the United States and
some other countries) of formulating financial reporting standards and monitoring compliance with these
standards to the private accounting profession. This
movement was not without problems, but it elevated
the public purpose of the actuarial profession from
being a slogan to being a reality.
In the following list are examples of more direct
roles for actuaries in private employment in regulation. The list is not exhaustive.
• Canada, Valuation Actuary. An amendment to
federal insurance legislation in 1977 required life
insurance companies to appoint a Valuation Actuary
who was granted a wider range of professional judgment than in the past in selecting valuation assumptions. Chambers [4] discusses this development.
• Norway, Approved Actuary. In 1911, a law was
enacted that required that an approved actuary be
designated for every life insurance company. In 1990,
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this requirement was extended to non-life insurance
companies. These requirements are independent of
the Norwegian Society of Actuaries.
• United Kingdom, Appointed Actuary. This concept was by a 1973 Act of Parliament. The Appointed
Actuary is to continuously monitor the financial position of the assigned insurance company. Gemmell
and Kaye [7] discuss aspects of the responsibilities
of Appointed Actuaries. The duties and derived qualifications for Appointed Actuaries were developed
largely by the two professional actuarial organizations
in the United Kingdom.
• United States, Enrolled Actuary. The 1974
Employee Retirement Income Security Act (ERISA)
created the position of Enrolled Actuary. The designation is conferred by the Joint Board for
the Enrollment of Actuaries, an agency of the
federal government, rather than a private actuarial
organization. Enrolled Actuaries are assigned to
report on the compliance of defined benefit pension
plans with the funding requirement of ERISA and to
certify the reasonableness of the actuarial valuation.
Grubbs [10] discusses the public role of actuaries in
pensions in the United States.
• Appointed Actuary. This position was created by
the 1990 National Association of Insurance Commissioners (NAIC) amendments to the standard valuation
law. The Appointed Actuary is responsible for ensuring that all benefits provided by insurance contracts
have adequate reserves.
• Illustration Actuary. This position within each life
insurance company was created by the 1995 NAIC
Life Insurance Illustration Regulation. The regulation
was in response to the use of life insurance sales
illustrations that seemed divorced from reality. The
regulation supplied discipline to life insurance sales
illustration. The Illustration Actuary was assigned
to keep illustrations rooted in reality. Lautzenheiser,
in an interview with Hickman and Heacox [12],
describes these life insurance professional actuarial
roles.
These delegations of regulatory responsibilities to
actuaries in private employment have created perplexing ethical issues and a need for guidance in
carrying out the new duties. In many instances,
national actuarial organizations have issued standards
or guides for carrying out the new responsibilities.

Factors Influencing the Future
The actuarial profession has passed its sesquicentennial. It is not possible to forecast with certainty the
future course of the profession. The forces that will
affect that course can be identified.
• Globalization of business. Some cultural and political barriers may impede this trend. Nevertheless,
powerful economic forces are attacking the walls
that have compartmentalized business activity and
they are tumbling. The actuarial profession is fortunate in having in place a mechanism for creating
a worldwide profession to serve worldwide business. The first International Congress of Actuaries
(ICA) was held in Brussels in 1895. Such Congresses
have been held, except for war-induced cancellations,
periodically since then. The 2002 ICA was held in
Cancun, Mexico. These Congresses are organized by
the International Association of Actuaries (IAA).
Originally, IAA had individual members and carried out activities to promote the actuarial profession,
but the principal activity was promoting ICAs. In
1998, the IAA changed. It became an international
organization of national actuarial organizations. Periodic ICAs remain a function of IAA, but providing
a platform for actuaries to be a force in the new
global economy also became important. The platform
might permit actuaries to be represented in activities
of international economic organizations such as the
International Monetary Fund or the World Bank. The
creation of an international standard for basic actuarial education is another project of IAA.
An excellent illustration of how the international
dimension of business practice is the Statement of
Principles – Insurance Contracts issued by the International Accounting Standards Board. The statement
existed in draft form in 2002. The impact of associated International Accounting Standard (IAS) 39 will
be direct in the European Union in 2005. IAS 39
relates to Financial Instruments and Measurement.
Insurance contracts are excluded from its scope,
but its provisions do cover the accounting treatment
of the invested assets of insurance companies. The
resulting waves will be felt throughout the world. It is
obvious that actuaries have a professional interest in
financial reporting for insurance contracts and must
be organized to influence these developments. Gutterman [11] describes the international movements in
financial reporting.
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• Expanding the body of knowledge. The remarkable growth of the theory of financial economics since
Markowitz’s 1952 paper [13] on portfolio theory,
and the equally rapid application of the theory to
managing financial risk has had a profound impact
on actuarial practice. The original developments came
from outside actuarial science. As a result, actuaries
had to play catch-up in incorporating these new ideas
into their practices. The excitement of these new ideas
also attracted a large number of bright young people
into the field of financial risk management. These
young people did not come up the actuarial ladder.
Capturing and retaining intellectual leadership is the
most important step in promoting the prosperity of
the actuarial profession.
• Continuing education. The world’s actuarial
organizations have expended considerable energy
developing an educational portal for entering the
profession. Because of the rapid pace of business
and technological change, an equal challenge is to
develop continuing educational programs. No longer
can an actuary spend a working lifetime applying skills acquired in the process of entering the
profession.
• Resolving conflicts between private and public
responsibilities. The assignment to actuaries in private employment, the responsibility of monitoring
compliance with regulatory objective, is a compliment to the profession. Nevertheless, to manage, if
not resolve, the inevitable conflicts in serving two
masters must be faced. Standards, guidance, and disciplinary procedures, built on an ethical foundation,
will be necessary if a private profession serves a regulatory purpose. The crisis in the accounting profession
in the United States in 2002, as a consequence of
misleading financial reporting by some major corporations, illustrates the issue. It is likely that the
survival and prosperity of the actuarial profession
will depend on its credibility in providing information on financial security systems to their members,
managers, and regulators.
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History of Actuarial
Science
Introduction
Actuarial science is the constantly evolving set of
ideas that is the intellectual foundation of actuarial practice. Actuarial practice, in turn, is devoted
to designing and managing financial security systems. The ideas in this set have roots in many basic
disciplines, including the mathematical sciences, economics, demography, and business management.
At times actuarial science has incorporated ideas
not yet used in the practical business of operating
financial security systems. For example, the explosion of ideas about stochastic processes that occurred
in the first decade of the twentieth century was not
used in actuarial practice for several decades. On the
other hand, practical business necessity may require
an ad hoc solution to an actuarial problem, before
a satisfactory theory comes into existence. The birth
of workers compensation insurance, as required by
the industrial revolution, needed experience-rating
mechanisms to create an incentive for industrial
safety. Experience-rating plans were used before a
satisfactory theory for credibility (see Credibility
Theory) was in place. In the post World War II years,
electronic computers developed outside actuarial science. Yet, within a few years, these machines had
an enormous impact on insurance administration and
actuarial science.
H.G. Wells, British author and historian, wrote
‘Human history is in essence the history of ideas.’
The same is true of actuarial science. This does not
mean that creative men and women are irrelevant.
Rather, it means that the intellectual tides sweeping
actuarial science are related to ideas moving the general scientific community. The almost simultaneous
development of stochastic processes in actuarial science, financial economics, and physics in the first
decade of the twentieth century is an example. The
development of individual risk theory, largely in central Europe, used many ideas from probability and
statistics that were motivated by practical problems
in astronomy and geodesy, and were being developed
at the same time.

The Foundations
The cornerstone in the structure of actuarial science is
probability. Ideas about probability surfaced several
times before the seventeenth century, usually in the
analysis of games of chance. There were theological
reasons for questioning the need to measure uncertainty about events viewed as in the hands of God.
The thread of the development of probability from the
famous correspondence between Fermat and Pascal
in 1648 is, however, unbroken. The correspondence
was devoted to a gambling issue, splitting the pot of
money invested in a game equitably, if the game was
terminated before the end. The probabilities in their
solution were not estimated from data. Instead, they
were assigned a priori on the basis of assumed symmetry among enumerated possible outcomes. It took
some years before the idea that the mathematics of
probability could be applied, where the probabilities
are estimated from data, was accepted. When it was
accepted, the domain of the application of probability
expanded including, among others, actuarial science.
The development of actuarial science in the
early eighteenth century contributed to adoption
of probability as a foundation of statistics. From
then on, probability would be applied to serious
social and business problems, not just idle games of
chance. Among those helping with the transition were
Edmund Halley, Jacob Bernoulli, and Abraham
De Moivre.
Halley, who was a colleague of Newton, is best
known to the public for his work in astronomy.
Yet in 1693, Halley published ‘An Estimate of the
Degrees of the Mortality of Mankind, Drawn from
Various Tables of Births and Funerals in the City of
Breslau.’ The paper contains, what became known
as, the Breslau Table (see Early Mortality Tables)
and the format that Halley used to summarize the
probabilities of human survival, as a function of age,
remains in use today. Halley’s title tells it all, the
source of his data and, almost, his methods.
Jacob Bernoulli, member of a remarkable Swiss
family of scientists, published the first treatise on
probability, ‘Ars Conjectandi’ in [8]. It contained his
version of the law of large numbers. It was a subtle result and is today called the ‘weak law of large
numbers’, to distinguish it from Borel’s ‘strong law
of large numbers’ (see Probability Theory). Despite
its subtlety and the fact that it took almost two centuries to construct a satisfactory proof, Bernoulli’s
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result was a green light to actuaries and other applied
scientists to use relative frequency estimates of probabilities in tackling practical problems.
We will discuss De Moivre’s contribution in the
next section because it involved building the edifice
of actuarial science as well as construction of the
foundation.
A second foundation stone of actuarial science
came from business practice. The barrier to the development of a theory of compound interest was cultural,
rather than intellectual. The monotheistic religions
emerging from the Near East, Christianity, Islam, and
Judaism, were influenced by scriptural admonitions
against usury. These admonitions can be found in
the Old Testament. Deuteronomy 23:19 provides a
succinct statement of the Biblical position. ‘Do not
charge your brother interest, whether on money or
food or anything else that may earn interest.’ There
are many interesting stories about how ingenious
business people, and at times church authorities, circumvented these admonitions.
The widespread relaxation of objections to
charging interest came with the reformation. The
reformation was a sixteenth century revolution within
the Christian church. It ended the ecclesiastical
supremacy of the pope in Western Christendom and
resulted in the establishment of protestant churches.
The reformation had an impact beyond ecclesiastical
affairs. Among the consequences in business practice,
was a widespread eroding of the objections to
charging interest. In 1545, during the reign of Henry
VIII, it became legal to lend money at interest in
England. In 1540, the Dutch mathematician, Gemma
Frisus, summarized the situation in a textbook, by
explaining the usefulness of compound interest and
added, ‘although many Christians consider its very
name an abomination’. Much of this early history is
recorded by Sanford [46].
Simon Stevin, (1548–1620) a native of Bruges,
lived in the Netherlands during the days of the great
struggle with Spain. In 1582, he published tables of
present values (see Present Values and Accumulations) at annual rates from 1 to 16% and from 1 to
30 years.
A third foundation stone was laid down in the
early eighteenth century, although its role in actuarial science was not completely recognized until
the second half of the twentieth century. A satisfactory explanation for why insurance systems make the
world better did not exist until the work of Daniel

Bernoulli [7], on what he called the ‘moral value’ of
money.
Bernoulli started his paper with a review of the
idea of expected value. He found that expected values were flawed as a description of how people make
decisions in the face of uncertainty. He made the
observation: ‘The utility resulting from any small
increase in wealth will be inversely proportionate to
the quantity of goods previously possessed.’ Here,
in a nutshell, is the decreasing marginal utility concept of economics (see Utility Theory). Bernoulli
mathematized this idea as a differential equation and
derived a logarithmic utility function. The next step
was to apply a utility function, like the logarithmic
function, with positive first derivative and negative
second derivative, to establish that a decision maker
possessing such a utility function will pay more than
the expected value of a loss for an insurance policy
that will cover the loss. Upon this result, the insurance
industry is built.
Surprisingly, Bernoulli’s ideas had little impact on
actuarial science until the final half of the twentieth
century. Borch [14], who did much to alert actuaries
to these ideas, pointed out that Barrois [5] constructed
a theory of fire insurance using the logarithmic utility
function.
Utility theory seemed to be in the very air in the
years immediately after World War II. Von Neumann
and Morgenstern [54] constructed utility functions
on the basis of preferences consistent with a set of
axioms, in their work on game theory. Savage [47],
with axioms about preferences and about views on
uncertain propositions, constructed a unified statistical decision theory using a personal interpretation of
probability and utility functions.
The rapid growth of actuarial science and insurance enterprises during the age of enlightenment,
required more than a theory of probability, compound
interest, and utility. A commitment to rationalistic
methods and a healthy skepticism about established
dogmas, all of which were characteristics of the
enlightenment period, were necessary.

The Enlightenment and Actuarial Science
The union of probability and compound interest produced actuarial science. The first application of the
new science was not in life insurance but in annuities. In the seventeenth century, governments often
raised capital by issuing contingent public debt life
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annuities. The Dutch Prime Minister, John De Witt,
in 1671, presented a report on life annuities to the
States General. The annuity values were based on a
life table that may have been influenced by observations, but convenience seemed a powerful consideration. Using existing compound interest tables, he calculated life annuities values as average, or expected
values, as actuaries do today (see Life Insurance
Mathematics).
Halley’s [28] paper contained more than the Breslau life table. In addition, Halley computed life annuity values much as had De Witt.
Abraham De Moivre synthesized the previous
work and wrote a textbook on life annuities.
De Moivre (1667–1754), a French Protestant,
emigrated to England at age 21, to enjoy religious
freedom. He was active in mathematics, for example,
De Moivre’s theorem (cos x + i sin x)n = cos(nx) +
i sin(nx), probability, for example, the binomial
distribution approaches the normal distribution, and
actuarial science. He has been called the first
consulting actuary because of his role in advising
gamblers, speculators, and governments issuing
annuities. His textbook, ‘Annuities Upon Lives’ [20],
contains many original ideas. Stigler [52] provides
an account of De Moivre’s work in proving that
the binomial distribution (see Discrete Parametric
Distributions) approaches the normal distribution
(see Continuous Parametric Distributions) as the
number of trials increase. Laplace [34] recognized the
importance of De Moivre’s results and extended it.
In this work is visible the beginnings of risk theory.
Pensions have been a source of actuarial employment and a motivation for actuarial research for over
two hundred and fifty years. Informal family and
clan arrangements to care for elderly members have
existed as long as human society. More formal old
age income systems for military veterans or long time
servants of the church or state have existed since
the classical age. The first pension plan with defined
benefits, a funding scheme, and projections of financial operations appears to be the Scottish Ministers
Widows Fund. A monograph edited by Dunlop [21]
describes the organization of the Fund and traces its
continuous history since 1743.
The principal architects of the Fund were Robert
Wallace and Alexander Webster. The mathematician,
Colin Maclaurin, also made contributions to the financial model. Wallace and Webster were clergymen.
Webster was clearly the driving force behind the
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Fund and continued a connection with it during his
entire career. Wallace applied himself to the theoretical basis of the Fund. He was acquainted with
Halley’s Breslau table and used it to construct the
service table used in financial planning. The table
provided for 30 ministers to enter at age 26, each
year. The fund projections used the now familiar
formula,
Fund at end of year = Fund at beginning of year +
contributions + investment income − benefit outgo −
expenses.
The results were displayed in a worksheet that
appears almost identical to those used today in pension and social insurance (see Social Security) actuarial work.
The intellectual and cultural prerequisites were
now in place for life insurance. Several earlier
attempts at organizing life insurance companies
ultimately fizzled out. This changed in 1762 with the
organization in London of the Society for Equitable
Assurance on Lives and Survivorships, on a set of
scientific principles. The principles were the product
of James Dodson (1716–1757).
Dodson had been a student of De Moivre and
had collected and analyzed Bills of Mortality from
London parishes for several years. He proposed that
life insurance premiums be constant throughout life
but should vary by age of entry. This idea also
appeared in the earlier work of Halley. Dodson
recognized that level premiums would result in the
accumulation of a fund that he planned to invest.
Dodson died before a life insurance company based
on his principles was organized, and it survived at
least until 2000.
In 1775, William Morgan, actuary of the
Equitable, made the first valuation of an insurance
company. The valuation revealed a substantial
surplus. Comparisons of actual and expected
mortality showed that Dodson’s mortality rates were
too high for the lives insured by the Equitable.
Ogborn [41] has written a comprehensive history of
the Equitable.
Some sort of adjustment was necessary and the
Directors of the Equitable adopted the Northampton
Table (see Early Mortality Tables), as a basis for
premiums and valuation. The Northampton Table first
appeared in 1771. It was constructed on the basis of
a 46-year record of christenings and funerals in the
Parish of All Saints, one of four parishes in the town
of Northampton. The author of the table was Richard
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Price. Price, a dissenting minister, had a lifelong
interest in mathematics, and almost everything else,
and served as consultant to the Equitable from 1765
until his death in 1791.
Price’s contributions to actuarial science were
massive. His textbook, Observations on Reversionary
Payments; On Schemes for Providing Annuities for
Widows and for Persons of Old Age; On the Method
of Calculating the Values of Assurances on Lives and
the National Debt [43], displays his all encompassing
field of interest. The book went through several editions and served as the principal textbook on life contingencies (see Life Insurance Mathematics) well
into the nineteenth century.
Price is best known outside actuarial science for
his role in publishing Thomas Bayes’ essay, ‘Toward
Solving a Problem in Chance’. Bayes was about
twenty years older than Price. Both of them were
dissenting ministers. When Bayes died in 1761, he
left £100 and his scientific papers to Price. Price
read Bayes’s paper to the Royal Society about two
years after his death. Price had added an introduction
and an appendix on evaluating the incomplete beta
function. The paper had little immediate impact. Yet
today, what we call Bayesian methods (see Bayesian
Statistics) are applied in most scientific fields.

The Victorian Age
The nineteenth century was marked by a rapid
expansion of the insurance industry, and the beginning of professional organizations of actuaries (see
History of Actuarial Profession). The scientific
basis for actuarial practice also grew and the growth
paralleled developments in related fields.
The law of large numbers, in its popular form, was
invoked for many years as a justification for concentrating actuarial science on calculating expected
present values in determining premiums and reserves
for long-term contracts, expected number of claims,
and expected claim amounts in short-term insurances.
The law of large numbers was seldom quoted exactly
or explained in a technical fashion. For example,
Spurgeon [50], in his widely used textbook on life
contingencies, says, ‘In the calculation of monetary
values based on the mortality tables the assumption
is tacitly made, in every instance, that there are sufficient cases, that is sufficient individuals or contracts,
to form an average’.

During the nineteenth century, especially in Central Europe, risk theory, the study of deviations
from expected results, commenced and began to add
another dimension to actuarial science. The model
that was developed is called individual risk theory. In
this model, the deviations from expected results for a
set of n individual risks that are typically assumed to
be stochastically independent, are studied. A typical
model is described by
S = Xi + X2 + · · · + Xn

(1)

where S is the aggregate claims and Xi is the claims
from insured unit i and n is the number of risk units
insured. It is required to compute E[Xi ], Var(Xi ) and
an approximate distribution for
S−

n


E[Xi ]

i

.

 n


Var(Xi )
i

Typically, a form of the Central Limit Theorem
(see Central Limit Theorem) was used to justify
a normal or Gaussian distribution (see Continuous Parametric Distributions). This application followed progress in proving and extending the Central
Limit Theorem. The application in actuarial science,
in some ways, parallel earlier applications in astronomy. Stigler [58] describes these developments.
In actuarial science, most attention was devoted to
the sometimes complicated tasks of computing E[Xi ]
and Var(Xi ). This can be seen in the works of Hattendorf [29] and Hausdorff [30]. The names of these
two contributors indicate that the origin of much of
individual risk theory was in Germany. Another of the
amazing coincidences in actuarial science is that Hattendorf’s ideas were revived in 1929, in two papers by
Cantelli [16] and Steffensen [51]. Lukacs [36] provides a summary of these developments.
If the variables X in the individual risk model
are the present value of losses, present value of
claims – present value of benefit premiums, then
an application of the principle that the expected
present value of losses is zero, yields an expression
for the benefit premium. Reserves are conditional
expected present values of losses, given survival.
An alternative approach is to postulate a differential
equation describing the rate of change in the reserve
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fund coming from premium and investment inflows
and benefit outflows. From this differential equation,
most of the traditional expressions in life insurance
mathematics can be derived. The thought process
is much like that used in deterministic Newtonian
physics. The differential equation used as the basis for
these developments is attributed to Thiele. Examples
of this approach are found in [10].
Demography is not a subset of actuarial science.
Yet, many of the advances in actuarial science
in the eighteenth and nineteenth centuries, were
closely related to demography. The collection and
analysis of mortality data and the construction and
graduation (smoothing) of life tables were issues
within both disciplines. Halley, De Moivre, and
Price simultaneously advance actuarial science and
demography. These parallel developments continued
in the Victorian age.
Benjamin Gompertz [27], an actuary, proposed
a formula for the force of mortality
µ(x) = Bcx ,

B > 0, C > 1,

(2)

that has influenced the construction of life tables and
the calculation of life insurance functions down to the
present (see Mortality Laws). Gompertz’s formula
for the force of mortality deserves mention because
biologists have successfully used it in studying the
survival of many species. The very success of the
Gompertz formula fueled the ultimately futile quest
for a ‘curve of life’.
In 1790, the United States took its first of the
sequence of decennial censuses required for congregational reapportionment by the Constitution. In
1801, England and Wales started a similar activity,
also at 10-year intervals. An exception was 1941
during World War II, when the census was omitted. Canada started decennial censuses in 1871 and in
1956, initiated a program of quinquennial censuses.
The Netherlands, Denmark, Finland, Norway, and
Sweden have maintained systems for the continuous
registration of the population. The Swedish registry
supplied the data for a massive study by Cramér and
Wold [19], which examined the generation and time
models of mortality projection. Their basic model
was built on Makeham’s modification of Gompertz’s
formula
µ(x) = A + Bcx .

(3)
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(See Mortality Laws). Mortality projection (see
Decrement Analysis) remains a significant item on
the actuarial research agenda.

The Tumultuous Twentieth Century
The atmosphere of the early twentieth century seemed
to have promoted the study of stochastic (random)
processes. Statistical physics blossomed in the first
decade of the new century. One of the most memorable events was Einstein’s [23] paper on Brownian
motion. It was one of a remarkable set of five papers
that Einstein published in 1905. He explained Brownian motion by showing that suspended particles in
a liquid or gas behave erratically because of the continual bombardment of the particles by molecules of
the surrounding medium.
In one of the fascinating coincidences that brighten
the history of science, much of the work in physics
on stochastic processes followed a path parallel to
that blazed by Bachelier [1] in his doctoral thesis.
In the dissertation is the development of the Einstein, Wiener, Brownian motion process. (We have
used the names of several scientists who contributed
to the development.) The dissertation recognizes that
the process is a solution of the partial differential
equation for heat diffusion. The remarkable aspect
of Bachelier’s work was that he was modeling speculative prices rather than the motion of suspended
particles, the fashionable topic in physics.
Jules-Henri Poincaré, a giant in early twentieth
century mathematics, wrote of Bachelier’s dissertation, ‘Mr. Bachelier has evidenced an original and
precise mind [but] the subject is somewhat remote
from those our other candidates are in the habit of
treating’. It appeared that in the early twentieth century, building models for economic processes was not
a mainstream activity. Bernstein [9] provides a colorful account of these events.
Bachelier was not an actuary and he did not
develop insurance applications for his ideas. Nevertheless, in the final 30 years of the twentieth century,
his ideas, originally established by heuristic methods,
had an enormous impact on actuarial science.
A third major development in the study of stochastic processes in the first decade of the twentieth
century, was motivated by a classical insurance problem. The author of the development was the Swede
Filip Lundberg. Just as Bachelier’s ideas appeared
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in his doctoral dissertation at the University of Paris,
Lundberg’s ideas appeared first in his [37] dissertation at the University of Uppsala.
Lundberg’s new theory was called collective risk
theory because no attention was paid to individual
policies but instead the dynamic risk business is
considered as a whole. The basic model is
S = Xi + X2 + · · · + XN ,
where S is aggregate claims, Xi is the amount of the
ith claim, and N is a random variable associated with
the frequency of claims in the period under study.
Typically, two fundamental assumptions are made.
•
•

Xi , X2 , . . . are identically distributed random
variables
The random variables N, Xi , X2 , . . . are mutually
independent.

The goal of the development is to find
Fs (x) = Pr[S ≤ x] =

∞


Pr[Xi + · · · + Xn ≤ x]

n=0

× Pr[N = n].

(4)

Lundberg’s work started with N having a Poisson
distribution (see Continuous Parametric Distributions).
With suitable changes in the interpretations of
the random variables, this model has been used in
many applications. For example, S could be aggregate
service time, N , the number of customers seeking
service, and Xi the time to serve customer i. In
a second example, S is total rainfall in a fixed
period, N the number of episodes of rain, and Xi the
amount of rain in episode i. Many of these alternative
applications can be classified under the rubric of
operations research.
In addition to developing the distribution of
aggregate claims in a fixed time period, Lundberg
proposed the probability of ruin as a stability criterion
for an insurance process (see Ruin Theory). He
started with an expression for the capital at time t,
U (t) = P t + u − S(t),

(5)

where P is the rate of premium income, t is a
measure of time, u is the initial capital and S(t)
is the aggregate claims to time t. The probability
of ruin criterion calls for an expression for the

probability that U (t) < 0 in the future. The smaller
this probability, presumably, the more stable is the
insurance process. Lundberg obtained an upper bound
on this probability (see Lundberg Inequality for
Ruin Probability). The great Swedish actuary and
statistician, Cramér [17, 18], also contributed to these
developments.
During the three and a half centuries since the
original correspondence between Fermat and Pascal on probability, the basic mathematics, built on
a simple set of axioms, became highly developed.
The interpretation of probability, which motivates
the axioms and defines the limitations of its applications, remain under discussion. The basis issue
has been discussed since the beginning, but in the
twentieth century, it was brought to the attention of
actuaries by Whittaker [56]. He gave a lecture to
the Faculty of Actuaries with the provocative title
‘On Some Disputed Questions in Probability’. The
basic question was whether probability is restricted
by the limiting relative frequency interpretation or
can probability be used to measure the support for
propositions?
Whittaker not only raised the basic issue that had
been around at least since Bayes. He also provided
an example involving actuarial graduation. He formulated a loss function L = F + hS, where F is
a measure of fit and S a measure of smoothness
based on prior knowledge. In his statistically formulation of the problem, the minimum value of L
is achieved at the mode of a posterior distribution of
the vector of mortality probabilities. He also provided
a mathematical programing formulation of the same
method.
The language of Whittaker’s statistical formulation goes back to Bayes’s paper. The distribution of
F comes from the model and the observed data, the
likelihood of the data. The distribution of S comes
from prior information. The past tells us primarily
about smoothness. The two distributions are combined using Bayes Theorem, with h being the ratio of
two variances, and the mode of the resulting posterior
distribution combining prior and data information,
provides an answer, which is the most likely estimate. The Bayesian development is, perhaps, most
easily found in [57].
Scattered examples of actuarial applications of
Bayesian methods exist in the approximately one
hundred and sixty years between Bayes and Whittaker. The next major actuarial exposition of the
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division in the fundamentals of statistics came in the
development of credibility theory. The full development of a comprehensive theory of credibility based
on Bayesian methods started in the 1940s with the
work of Bailey [2–4]. This development was capped
by a famous paper of Bühlmann’s [15].
Several actuaries had earlier taken a Bayesian
approach in considering experience-rating and credibility. These include Keffer [33] and Lundberg [38].
The application of experience-rating was already
embedded in actuarial practice before these developments. Whitney [55] derives credibility formulas and
describes their application.
The credibility story was evolving at the same
time that Savage [47] and others were building a solid
intellectual foundation for Bayesian statistics. Among
the major contributors was de Finetti, known in actuarial science for his work in risk theory.
In the decades immediately before high speed
electronic computing had its massive impact, one of
the pressing issues in actuarial science was to find
better approximations to the distribution of aggregate
claims. In applications of individual risk theory, it
was usual to appeal to an extended version of the
Central Limit Theorem and to justify a normal distribution. Cramér and others, were critical of this
choice. The critics felt that insurance portfolios were
simply too heterogeneous and the resulting probability statements were, therefore, not sufficiently
accurate.
Those using the collective risk model had a similar
problem. Only for simple claim amount distributions,
such as the exponential, were exact probability statements obtainable from the model. Using the moments
of the distribution of aggregate claims, many actuaries fit standard distributions such as the normal,
gamma, and these distributions plus derivatives of the
basis distributions. Because it is fairly easy to exhibit
the moment generating or characteristic function (see
Transforms) of the distribution of aggregate claims,
another approach was to invert the transformation by
numerical methods to approximate the distribution.
Bohman and Esscher [13] provide a survey of these
methods along with a massive example comparing
the results using real claims amount data. One of the
authors of this study, Esscher [24], had developed a
modification of the saddlepoint approximation to an
integral that performed well in the study (see Esscher
Transform).
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Most of the ideas from physics and mathematics that drove the computer revolution existed before
World War II. Nevertheless, the wartime demands of
code breaking, developing ballistic tables, designing
aircraft, and simulating the performance of atomic
weapons provided the motivation that created the
teams to start the revolution.
Goldstein [26] provides a history of the revolution. Until about 1952, electronic computing grew
within the government – university community. The
installation of a UNIVAC computer in life insurance
companies, at about this time, began to shift the
center of gravity of computer development toward
business and industry.
The initial applications of the new equipment in
the insurance industry were in policy administration
and accounting. Within a few years, electronic computing began to transform actuarial science. We have
discussed the ongoing problem of finding acceptable
approximate distributions for aggregate claims in
risk theory models. Very soon computer simulation
(see Stochastic Simulation) became the practical
approach to these problems. Simulations also were
approximating the distribution of outcomes for much
more elaborate models than the traditional individual
and collective risk models. An early example is found
in Boermeester’s [12] paper in which the operation of
a pension fund is simulated. Benjamin [6] provides a
review of methods for simulating mortality results
as they existed at the end of the first decade of the
computer revolution.
A second field of computer applications in actuarial science was in the development of new recursive
computer methods for deriving the distribution of
aggregate claims from risk theory models. The development of these recursive methods has been very
rapid and they are surveyed by Sundt [53].
It would be unfortunate to leave the impression
that the administrative use of computers did not
have an impact on actuarial science. The design of
insurance products is a legitimate topic in actuarial science and these designs have been profoundly
affected by the power of computers. The administration of flexible insurance or annuity products would
have been impractical in a precomputer age. Likewise, variable insurance or annuity policies with their
frequent changes in benefits, related to changes in a
capital market index, would be out of the question
without high speed computing.

8

History of Actuarial Science

The idea of multistate stochastic processes has
been around for a long time. Du Pasquier [22]
developed early actuarial applications of these
processes. Hoem [31] showed how much of the
mathematics of life insurance can be developed using
Markov chains (see Markov Chains and Markov
Processes) as a tool. The demographic realities of the
late twentieth century brought multistate stochastic
processes into the mainstream of actuarial practice.
The increase in the proportion of elderly persons in
the developed nations created a demand for financial
security systems in which the benefits vary by the
physical state of the insured. Movements into and out
of the various states are possible. Multistate stochastic
processes are the natural tool for modeling these
systems. Long-term care insurance and financial
plans for continuing care retirement communities
(CCRC) are examples of such systems. Jones [32]
provides an example of using a multistate process in
planning a CCRC.
The second half of the twentieth century saw an
explosion of research activity in financial economics.
This activity included basic theoretical research and
empirical result that use new computer power to
squeeze results from data. One measure of this
activity is the number of Nobel prizes in economics
awarded for work in this field. Never before has
research in a social science had such an immediate
impact on business. There was only a short lag
between a demonstration in an academic seminar and
its implementation in the capital markets.
Most of these results were not derived within actuarial science. Nevertheless, they contain implications
for financial security systems and during the final
decades of the twentieth century these results entered
actuarial science and have profoundly influenced the
direction of actuarial research.
In outline form, these basic results are as follows:
• Immunization (1952). This result did arise in actuarial science and deals with rules to minimize the
impact on the surplus of a financial system resulting from changes in interest rates on the values of
future asset and liability cash flows. The pioneering
work was by Redington [44] and marked the beginning of models for asset/liability management (see
Asset–Liability Modeling).
• Portfolio theory (1952). This work started with
the idea that investment rates of return are random
variables. The theory adopted the variance of total

investment returns as a measure of risk. Within the
theory, was a mathematical programing approach for
maximizing expected investment return, subject to
a constraint on the acceptable variance. The theory
came from Markowitz [39].
• Efficient Market Hypothesis (1965) (see Market
Models). The rudiments of this idea have been around
for many years. We selected 1965 as a key data
because of papers by Fama [25] and Samuelson [45].
An efficient market is one that fully reflects all available information. Clearly defining ‘fully reflects’ and
testing whether a real market satisfies the definition
has been a perpetual entry on the finance research
agenda.
• Capital Asset Pricing Models (1964) (see Market
Equilibrium). This model is attributed to Sharpe [49]
and Lintner [35]. Although the model can be
approached by many routes, the basic idea is that
the rate of return on each investment has a linear
regression relationship to the market rate of return.
Some view this theory as a simplification of portfolio
theory. Although it has been widely used, many
research issues remain. One issue is to determine the
relevant market rate of return. Empirical research has
found many interesting anomalies.
• Option Pricing (1973) (see Derivative Securities). The problem of establishing a fair price for a
stock option had been discussed for years. In [11],
Black and Scholes published a remarkable solution
(see Black–Scholes Model). Shortly thereafter, Merton [40], who had contributed to earlier work, developed an alternative path to the result. In recent years,
the range of application of option pricing theory has
expanded. It has turned out that options are an effective tool in asset/liability management.
These ideas are now being incorporated into
actuarial science and practice. This is reviewed by
Panjer et al. [42].

The Future
There is no topic that has been discussed in this essay
that can be considered closed. Euclid did not have the
final word in geometry despite his comprehensive
work about 300 B.C.A. Nevertheless, it is useful to
speculate on the topics that are likely to be most
active in actuarial research in the future.
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• Insurance and the information age. The information age has elevated both moral hazard and antiselection as considerations in insurance planning. The
most dramatic example is the challenge posed by
genetic knowledge (see Genetics and Insurance)
available in an asymmetric fashion to purchasers and
providers of life insurance, health insurance or annuities. Less dramatic examples involving investment
and credit risks may involve greater potential losses.

[12]

[13]

[14]
[15]

• Macro-applications of insurance. If insurance has
increased the welfare of individuals and corporations,
can insurance systems be created to manage macrorisk? Macro-risks might bring change in unemployment, GDP or regional housing prices. Schiller [48]
believes that the answer is yes. The extension will
require broad indices to settle macro-contracts, and
new ideas for managing moral hazard and antiselection (see Adverse Selection).

[17]
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History of Insurance
Early Days
From early times, communities have looked for ways
to pool resources in order to protect individuals from
unexpected losses. One of the most common and
long lasting arrangements, originating in the Mediterranean area and dating from before the Christian era,
was a loan, with a high rate of interest, secured on
the voyage of a ship, the loan being repayable only
if the voyage were completed successfully [68, p. 1].
In English, this became known as bottomry, referring
to the bottom of the ship (French: contrat à grosse,
German: Bodmerei).
There is evidence that the Romans practiced an
early form of life insurance and bought as well as
sold annuities [81, pp. 238–239].
In the year 1234, Pope Gregory IX banned the
taking of interest [48, p. 37] and artificial contracts
were developed to supplement bottomry [44, p. 9].
Following Pope Gregory’s ban on bottomry, marine
insurance in its basically current form developed in
Florence and then in Genoa.
This article looks at insurance where a premium
is paid to a third party to cover risk. Arrangements
that have an element of insurance, some of which
date from Babylonian times, are well covered by
Trenerry [81] and others.
A decree dated 1336 from the Duke of Genoa
carried regulations for a group of unrelated insurers, each writing his own share of the sum insured
in much the same manner as some Lloyd’s insurers still operate today. The idea of insurance passed
rapidly to France, Italy, Spain, Flanders, Portugal, and
England. The oldest surviving marine insurance document is from Genoa dated 1347 [69, p. 8]. Nevertheless, some states banned marine insurance and some
states authorized it. England was the most liberal
and in due course, marine insurance developed more
rapidly there than in the rest of Europe [69, p. 9].
Bottomry did not die out in all markets but was
expensive in comparison with insurance. It continued,
often as a facility for master mariners to obtain
money for repairs in foreign ports. An examination
in France of the wording of a bottomry contract in
1806 showed that the wording of the contract was
unchanged from the one found in Demosthenes in
350 BC, over 2000 years earlier [31, p. 129].

Codified laws of the sea were established in
Barcelona in the thirteenth century, and later Oleron,
Wisby, Rouen, and the Hanseatic towns. In the seventeenth and eighteenth centuries the ‘Consulat de
la Mer’ of Barcelona applied to the whole of the
Mediterranean, the Rules of Oleron to the Atlantic,
the Guidon de la Mer to the English Channel, and
the Hansa ordinances to the Baltic. The first work
devoted to insurance was by Santarem [71] and later
insurance appeared in books of law, such as [51,
57]. These works and subsequent law cases settle the
principles on which marine insurance is established.
Inevitably, difficult cases arise, and in all forms of
insurance law, cases continue to be put before the
courts of law to decide points up to the present day.
Malynes [52, p. 107] says that insurers can be compared with orphans because they can be wronged but
cannot commit any wrong because of the regulations
they are subjected to.
It is clear from the size of the premiums that
the risks to all parties were immense. To insure a
voyage from London to Edinburgh, or Rouen or Hamburg cost 3%, to Venice 10%, and to the East Indies
15% [52, p. 108]. It was unusual to insure the whole
ship. Fixed sums assured such as £50 or £500 were
normal. Marine insurance premiums were normally
paid after the completion of the voyage. After deduction of the premium and a further abatement of 2%,
the insured received less than the loss [57, p. 168].
The practice led to insuring more than the value of
the goods, so that after deduction of the premium and
other abatements, the insured had a complete reimbursement. At a rate of 10%, the sum to be insured
to receive 100 net was 113.63 and at the rate of 40%,
the sum was 172.41 [26, p. 302].
Insurance on transported goods over land existed
in the seventeenth century [52, p. 107] and I suspect
may well have existed earlier.

The British Isles
Non-life Insurance
Men gathered in Lombard Street, London, to transact
business, including insurance, in the sixteenth century and probably much earlier. Dissatisfaction with
the conditions, particularly in bad weather, led to
the building of the Royal Exchange by Sir Thomas
Gresham in 1569 for the benefit of the traders and
the citizens of London.
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Marine insurance gravitated to the Royal Exchange
as a result of the formation in 1575 of the office of
insurance in the building [68, p. 42] and the requirement to register insurances publicly. The commissioners of the office of insurance set out rules for
the transaction of insurance business [6] and there
was an associated arbitration court to settle matters
of dispute. There is evidence of the use of brokers to place risks with underwriters by 1654 [68,
p. 56]. By 1676, private policies did not need to
be registered [68, p. 57] and by 1693, the registrar
of insurances could act as a broker. By 1700, the
Office of Insurance seems to have disappeared without leaving a trace. However, the holder of the office
of Registrar was permitted to act as a broker [68,
p. 57] and he may well have changed into one of the
number of office keepers or brokers working in and
around the Royal Exchange.
There was much abuse of insurance as gamblers and others became involved. Some persons
insured named ships with named masters with the
sum insured being paid if the ship did not arrive in
Amsterdam within 12 months. When the ship did not
arrive, the claim was paid. However, the ship and
master sometimes did not exist. This is described as
an unconscionable way of raising money copied from
the Italians [5, p. 124]. In 1746, insuring marine risks
without the person effecting the policy having a financial interest in the risk was prohibited. The same act
also prohibited reinsurance, except when the insurer
became insolvent, bankrupt or died – (19 Geo 2 c
37) [46, p. 37], following much abuse. The prohibition of reinsurance was lifted by further legislation in
1846 [28, p. 33].
Lloyd’s of London. Edward Lloyd’s Coffee House
moved to Lombard Street, London, in 1691 and
began the association with marine insurance. The
establishment of Royal Exchange Assurance and the
London Assurance in 1720, which were given a
monopoly for marine business written by corporations, stimulated the Lloyd’s brokers and underwriters to obtain more business. The two corporations did not pursue the monopoly with much vigor,
with the result that Lloyd’s went from strength to
strength. The monopoly was not lifted until 1824 [87,
pp. 306–314]. During its existence, Lloyd’s has had
a number of reorganizations and survived a number
of crises. It became a legal entity in 1871 following
its act of parliament and was authorized for marine

insurance business [27, p. 143]. A market of other
forms of nonmarine insurance existed and flourished,
but it was sustained by the legal fiction that a nonmarine policy signed by a Lloyd’s underwriter was not a
Lloyd’s policy [27, p. 175]. The nonmarine Lloyd’s
business was innovative, largely due to the creativity
of Cuthbert Heath. Amongst Cuthbert Heath’s new
policies were insurances against theft and robbery,
with or without violence and burglary, the all risks
insurance, the jewelers’ block policy, which insures
a jeweler’s stock wherever it may be, and the loss of
profits policy following a fire [27, p. 164–167].
Fire Insurance. In the United Kingdom, fire insurance was a reaction to the great fire of London in
1665. The first fire insurance business, a partnership, was formed by Nicholas Barbon and others
in 1680 and was situated in the Royal Exchange.
It was known as the Fire Office or the Insurance
Office for Houses. It retained a company of men to
extinguish fires [86, p. 32]. Fire marks were issued
to be set on walls to identify the company’s insured
buildings. Others followed. Provincial fire companies were established in the eighteenth century [68,
p. 188]. By the beginning of the nineteenth century,
there were about 50 manual fire engines in use by
fire insurance companies [86, p. 29]. Ten of the leading insurance company fire brigades in London were
merged into the London Fire Engine Establishment
in 1833. This establishment was taken over as a public service by the Metropolitan Board of Works in
1866 [86, pp. 25–26].
Industrialization and changes in society caused
strains in fire insurance and other forms of insurance.
Adaptations had to be made and there were many
debates on a wide range of issues. These are well
illustrated by Jenkins and Yoneyama [41].
Casualty Insurances. There was much innovation
during the nineteenth century as changes in society
provided new risks. Fidelity guarantee policies, which
obviated defects of surety of private bondsmen, were
established with the formation of the Guarantee Society in 1840 [68, p. 279].
In 1849, the Railway Passengers Assurance Company was formed and wrote mainly personal accident business [68, p. 276] (see Accident Insurance).
In assessing damages against railway companies in
respect of fatal accidents, for any sum payable, the
policy was not taken into account, as the company
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was empowered under a special Act of Parliament of
1840. Sums payable under other accident insurance
policies were taken into account in assessing damages
until further legislation in 1908.
The Steam Boiler Assurance Company was founded in 1858, nearly 60 years after the invention of
high-pressure boilers and the many accidents that
followed [15, p. 51]. Prior to this, cover for boiler
explosions was difficult to obtain.
Credit insurance (see Credit Risk), under which
the insurer will guarantee payment, if a purchaser
fails to meet his obligation to a vendor in respect of
goods supplied by the latter, started in 1893 and was
reinsured by Cuthbert Heath [68, p. 283].

Widows’ Funds and Life Insurance
Widows’ Funds. In the United Kingdom, the first
two widows’ funds were formed at the end of the
seventeenth century. In 1698, the Mercers’ Company
set up a fund of £2888 to back its widows’ fund
venture [68, p. 115]. William Assheton was the promoter. Each person subscribing £100 was granted a
widow’s annuity of £30 per annum. The terms were
far too generous and over the course of time the
annuities to the widows had to be reduced. Finally,
Parliament granted the Mercers’ Company £3000 per
annum to enable the company to meet its engagements [65, p. 105].
Plans for an Irish widows’ fund were put forward by the City of Dublin in 1739 and again in
1741 [19]. It is not clear if anything resulted from
these plans, which were copied from the Mercers’
Company 1698 scheme.
In 1744, The Scottish Ministers’ Widows’ Fund
commenced. It was promoted by Alexander Webster
and extensive calculations were undertaken mainly
by Robert Wallace and Colin Maclaurin. The calculations did not estimate the individual liability for
each member of the fund [35, p. 2]. The fund was
reorganized in 1748 and projections of the amount
of the fund up to the year 1789 [79, p. 49] were
published. In 1759 further projections were published
up to the year 1831 [80, p. 49–52]. For many years,
these projections were remarkably accurate. The fund
was the first attempt to organize scientifically a widows’ fund on a regular contribution basis [24, p. 27]
and was a significant advance on anything existing before. The Scottish Ministers’ Widows’ Fund
survived because the members’ numbers reached a
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maximum and stayed more or less stationary as originally envisaged. This fund was put onto a modern basis in 1862 and survived until its closure
in 1994.
The Scottish Ministers’ Widows’ Fund was the
stimulus for numerous widows’ and annuity schemes
in the United Kingdom, some based on the Scottish plan. Richard Price criticized these schemes
as unsound [65, pp. 64–88 and also pp. 367–379 of
the 1772 edition]. By 1792, nearly all had ceased
to exist [66, p. xx and xxi of the general introduction]. However, widows’ funds continued to be
established, particularly in Scotland, up to the middle
of the 1860s. Hewat [32, p. 9] describes the methods
of these schemes as primitive and unscientific and
says that the advance of life assurance practically put
a stop to the founding of widows’ funds.
Life Insurance. The year 1755 saw a major breakthrough when James Dodson published the formula
for an age-related level annual premium for the
whole of life insurance [22, pp. 362–365] using De
Moivre’s approximation to Halley’s mortality table
(see Early Mortality Tables). In 1756, the year
before Dodson’s death, he completed calculations for
the operation of a life office writing whole of life
insurances including a 20-year accounts projection,
some sensitivity testing and a proposal for distribution of surplus [23]. The Society for Equitable
Assurances on Lives was formed on the basis of Dodson’s calculations in 1762 [63, Chapters 2 and 3].
A further breakthrough came in 1775, when Richard
Price (probably better known in the USA for his support of the American Revolution and civil liberties)
suggested three methods for ascertaining the financial situation of the society [63, p. 103]. These were
a mortality investigation, a look at death strain and a
full actuarial valuation. The methods were used in the
1776 valuation and were made public by Price and
William Morgan, Equitable’s actuary and Price’s
nephew, in 1779 [58, pp. 21–39].
In 1774, following gambling policies taken out on
the lives of public figures, the Life Insurance Act
prohibited the effecting policies unless the person
effecting the policy had an insurable interest in the
life insured [68, p. 131]. An act prohibiting gambling
in marine insurance policies without proof of interest
had been passed in 1746 [26, p. 160].
Life Insurance Companies. Four other life companies in the United Kingdom started writing life
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insurance on a scientific basis before the end of the
nineteenth century. Thereafter the pace of change
quickened up. Details of the life businesses that
opened and closed in the first half of the nineteenth century are not complete. Walford [82, p. 46]
describes the period 1816–1844 as the golden age of
assurance companies and goes on to say that in this
period, companies sprang up like gnats on a summer’s
evening and disappeared as suddenly. That was followed by the bubble companies from 1844–1862. It
was in the year 1844 that company registration was
introduced in the United Kingdom. In these 18 bubble
years, of the 519 life companies that were provisionally registered, 258 went to complete registration and
at the end of 1862 only 44 existed [83, pp. 48–62d].
In addition, there were a few companies set up under
deeds of settlement and others set up under friendly
society legislation.
In June 1867, the company creation position was
as shown in Table 1.
Note that, owing to lack of information, companies
that ceased to exist before 1845 are not included in
the table.
In these formative years, policyholders swindled
the life companies and some life companies were pure
swindles too. In the early 1830s, Helen Abercrombie
was murdered by Janus Weathercock (a rogue whose
real name was Thomas Wainwright) after her life
was insured for £18 000 in several life offices [25,
Chapter XIII]. Some more careful life offices had
declined to insure her life because the grounds for
insuring were not clear. The Independent and West
Middlesex Company was a pure swindle. It was set
up in 1836 by Mr. Knowles, an aged ex-smuggler
and journeyman shoemaker, together with William
Hole, a tallow chandler and ex-smuggler. They sold
annuities and spent the proceeds in lavish living and
good lawyers to protect them. It was three years
Table 1

Life Insurance Companies

Year of
creation
Up to 1805
1806–1815
1816–1825
1826–1835
1836–1845
1846–1855
1856–1865

Total companies
created

Still in existence
June 1867

8
11
23
20
70
147
55

4
10
17
12
25
19
16

before the fraud was exposed. Other fraudulent life
insurance companies were the ‘Absolute Security’ of
1852, the ‘Civil Service’ of 1854, the ‘Universal Life
and Fire’ of 1853 and there were more.
Provident Mutual introduced group life insurance
in 1846 and the first policies covered clerks [15,
p. 38].
In 1853, relief from income tax on life premiums
was introduced [15, p. 39].
Life insurance was for the wealthier sections of
the community and the workers had to resort to
friendly societies (see Mutuals) or burial clubs,
which often had an ephemeral existence. In its booklet for solicitors, Atlas Assurance instructed, ‘If a
life, either male or female, should be proposed for
assurance who is a labourer or working Mechanic,
or is in a menial situation, or in low circumstances,
it may be declined, without reference to the Office;
as the Directors have a general objection to assure
the lives of persons in lower ranks of society.’ [2,
p. 17]
Collecting premiums at the homes of workers
started with the friendly societies, such as the Preston
Shelley in 1831 [85, pp. 35–37]. Industrial insurance
followed in 1849 with the Industrial and General,
which had only a short existence, followed by the
British Industry. Prudential Assurance started issuing
industrial policies in 1854. After a slow start, industrial insurance spread to United States, the continent
of Europe, and Australasia.
Many life insurance offices were managed without
professional advice. There was considerable concern
for the safety of life insurance offices, leading to
the formation of the Institute of Actuaries in 1848.
One of the objectives of the new institute was the
development and improvement of the mathematical
theories upon which the practice of life insurance was
based [72, p. 20]. That did not correct the problems
in the market place immediately and many remained
ignorant of the perils of gross premium valuation
without proper allowance for expenses and withdrawals [12]; there are many examples of published
defective gross premium valuations throughout the
work. The failure of the Albert Life Assurance Co.
in 1869 led to the Life Assurances Companies Act
in 1870, with provision for deposits, separation of
the life fund, accounts and returns, and amalgamation and winding up [68, pp. 349–350]. The British
public was beginning to get effective supervision of
life insurance companies. Accounts published before

History of Insurance
the 1870 act were unsatisfactory and the publication
of accounting detail by Sprague [73] was a further
step forward.
The 1870 supervisory legislation was reenacted
in 1909 with additional but similar requirements
for non-life insurance [68, pp. 353–355], excluding
marine and capital redemption business.
The Consols Insurance Association was founded
in 1859 [18, p. 1] and provided life insurance linked
to three per cent consolidated stock, a major government-issued fixed interest security. Policyholders’
benefits were expressed as units of the security at
the par price. Further, the policyholders’ investment
portion of their contracts was separated from the risk
portion and their investment could be withdrawn as
if from a bank account at will. This is a surprising
modern concept. Details of the method of operation
are given in [12, pp. 119–130] as an example of an
office that deals equitably with its policyholders on
a sound and satisfactory basis. In 1862, the office
was unable to continue and was taken over by the
Provident Clerks.
Calculation capacity limited the technical development of life insurance. At the end of the first
quarter of the nineteenth century, commutation tables
began to take over from logarithms. These tables
are a device to speed up arithmetic by combining compound interest functions with the number of
persons living in the mortality table. This was followed by Crelle’s tables, which gave products of
three numbers and also by tables of quarter squares.
Quarter squares reduced the operation of multiplication to arithmetic by the use of the relationship
(1/4)(a + b)2 − (1/4)(a − b)2 = ab. This was followed by the introduction of the calculating machine
to life insurance offices about 1875. After that there
was some continuing theoretical progress during the
following century, but lack of improved calculating capacity held back further development until the
introduction of electronic calculating devices permitted large scale statistical analysis and brought a
further surge forward.
Substandard Lives, Medical Evidence etc. (see
Life Table). Brief statements about the health of
lives to be insured and their circumstances seem to
have been the norm from early on. A life policy in
the United Kingdom dated 1596 recites, ‘. . .which
said T.B. is in health and meaneth not to travel out
of England’ [68, pp. 113–114].
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Equitable Life had a formal approach to substandard lives from an early date. A history of gout, or
if the life had not had smallpox, attracted 12% to the
premium, which was reduced to 11% in 1781 [56,
p. 15]. Beer retailers, female lives under age 50,
and a history of hernia were also charged at about
11% addition to the premium. The Eagle Insurance
Company started underwriting substandard life business in 1807, the year of its formation. It reported
on the mortality experience in 1874 [36]. The Clerical, Medical, and General Life Assurance Society,
and the Asylum Life Office were both formed in
1824 with the express purpose of insuring ‘invalid
lives’.
In 1812, William Morgan published a ‘nosological’ table, being a tabulation of the causes of death
in the Equitable Society [59, pp. 324–326]. This was
the start of many such tabulations for normal and
substandard lives. Rigorous studies of substandard
lives started with the Medico-Actuarial Impairment
Investigation – 1912 in North America.
Early underwriting requirements were simple. A
proposal form, two references (one from the proposer’s medical attendant) and appearance before the
directors was the norm. If the proposer did not attend,
there was a fine payable with the first premium. London Life appointed its own medical adviser in 1823
and in the following year, Clerical, Medical, and General and the Asylum life office both appointed their
medical examiners. The medical examiners’ reports
to the board were usually oral. Oral reports were
still the norm in one office in 1886 [14, p. 411]. The
1850s saw the start of publications on life insurance
medical problems. In 1853, Knapp said that there
was no stripping for the insurance medical examination, although unclothing of the chest may be
necessary for auscultation [42, p. 169]. Dobell [21,
pp. 4–7 and 10] published a comprehensive set of
questions for medical examinations, including urinalysis, heart sounds, and so on, and explanations. Also,
he suggested that an appropriate premium for substandard lives was to charge for the age attained in
comparison with healthy lives. Brinton said that some
authorities form a very low estimate of the value
of medical examinations [9, p. 3]. By the middle of
the 1860s, life insurance companies had their own
printed forms for medical examinations [75, p. 34].
Towards the end of the 1860s the Hartford Life and
Annuity Assurance Company of Connecticut had a
printed form with additional specific questions to

6

History of Insurance

be answered by the medical examiner of the company when the party to be assured was female. In
France, in 1866, Taylor and Tardieu said that substandard lives could be assured by adding 10, 15, or
20 years to the actual age and charging the premium
for this increased age [76, p. 11]. Doctors, particularly in France [49, p. 10], began to express concern
on the effect on relationships with their patients as
a result of offering medical information to insurance
companies. Pollock and Chisholm suggested a number of ways of charging for extra risk in 1889 [64,
pp. 152–164]. They considered various impairments
and suggested specific additions to age or deductions
from the sum insured.

France
Non-life Insurance
In 1686, Louis XIV authorized the establishment
of the first French insurance company, Compagnie
Générale pour les Assurances Grosses Aventures de
France (General Company for Insurances and Bottomry Bonds) [10, p. 235]. After reorganizations, in
1753, the company’s major directors were directors of
the Paris water company. They had established public water works and invented the fire engine, so they
were authorized to form the Compagnie Générale
d’Assurances contre incendies, the first French fire
insurance company which started in 1786.
After the French Revolution, insurance companies of all branches, including marine, fire, and
transport both on land and inland waterways began
to be formed again. Many companies had only an
ephemeral existence. Thirty six mutual fire companies (see Mutuals) and 11 mutual hail companies
were formed from 1809–1830 [69, p. 41]. The first
joint stock companies were not authorized until 1818.
Glass insurance was successfully introduced to
France by La Parisienne in 1829, but did not occur
in Great Britain until 1852 [15, p. 50].
In the years 1864 and 1865, accident insurance
offering both lump sums on death and income during incapacity commenced, and specialist reinsurance companies started. Reinsurance treaties between
companies had commenced in 1821 with a treaty
between La Royale of Paris and Propriétaires Réunis
of Brussels. Outside France, Cologne Reinsurance
Company was formed in 1842 and the Swiss Re.
in 1863.

The years after the Franco-Prussian war of 1870–
1871 saw realignment in the market. Some companies
merged, others disappeared and new companies were
formed. In the years after 1879, some 11 marine
insurance companies went into liquidation [69, pp.
87–93].
To a large extent, the French companies were
behind the English companies in much of their practice and principles of insurance and their operations
were more elementary [69, p. 72]. But the French
companies had a solidarity and regularity of operations that made them veritable public institutions.
There was an unsuccessful attempt in 1894 to
create a state monopoly in fire insurance and to make
effecting fire insurance compulsory [69, p. 99].
In 1900, there were 22 fire insurance companies,
17 life insurance companies, 13 accident insurance
companies, 4 hail insurance companies, 17 marine
insurance companies, and 2 mutual associations covering livestock. In addition there were 6 agricultural
mutual companies insuring against hail and no less
than 500 primitive agricultural associations, either
active or being formed, to cover livestock and some
of these offered fire insurance too [69, p. 98].

Tontines and Life Insurance
Tontines. The invention of the tontine is credited to
Lorenzo Tonti, who put forward a scheme to Mazarin
to raise money for the French government in 1653.
In its original form, the tontine was a sum of money
paid by subscribers on which interest was paid in
respect of nominated lives, the amount being paid
for each life increasing as lives died. When the last
life died the capital reverted to the state. In 1689,
the first French state tontine was established. Others
followed, but in 1770 all tontines of the French King
were suppressed and transformed into life annuities
without increases [69, p. 25].
In 1791 Joachim Lafarge opened a variation on
the tontine. The details are complex, but in principle,
money was to be accumulated for 10 years and the
first persons to receive an income were to be chosen
by lot. The calculations presented to the public were
based on the assumption that 6% of lives would
die every year [39, p. 2]. The Caisse Lafarge proved
to be controversial and in 1809, was placed into
administration after questions were raised about the
way it was being operated [3, p. 83]. Up to this
time, its experienced mortality rate was under 1%
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per annum. This experience set back the cause of
life insurance for a long time [48, p. 50]. The Caisse
Lafarge continued in existence until 1888.
Tontines, which were not used widely before the
revolution, became popular during the nineteenth century. Some tontines were run by swindlers. A number
of life insurance companies would not consider tontines as an adjunct to their main life business and a
number of specialist companies sprang up [69, p. 30].
Other life companies ceased tontine business when
their ordinary life business had reached a certain stage
of development.
The 1914–1918 war and the related inflation put
paid to most of the tontine operations, but some
continued quite successfully.
Life Insurance. Antipathy towards life insurance
existed in France from early times. In 1681 an ordinance prohibited life insurance. There was a general
view that as the life of a person was beyond price,
a life could not be a matter for commerce and any
such contract was odious.
The first French life insurance company, Compagnie Royale d’Assurances, started writing life business
in 1788 after receiving authorization by decree on
November 3, 1787. The water company put forward
its own plan to write life insurance business [17]
and obtained a decree of authorization in April 5,
1788. Following strong protests from the Compagnie
Royale and others, the Compagnie Royale’s authorization was confirmed in a further decree of July
27, 1788, which also gave it a 15-year monopoly
period and forbade the water company’s life business
operations and other projects. The Compagnie Royale
became involved in the politics of the French Revolution. Mirabeau attacked the Compagnie Royale
violently and all other companies involved in speculation [67, pp. 54, 125 and 289]. In April 24, 1793,
a decree abolished the company and its 24 offices
were sold off by auction. Claviere, who wrote the
company’s prospectus and managed the company,
committed suicide in December 1793. E E Duvillard, the actuary advising the company, survived the
revolutionary politics but succumbed to cholera in
1832. All other insurance companies were proscribed,
too, but a few mutual Caisses de Secours, mainly
local or regional fire and hail organizations, survived
the revolution.
Life business, which started again in 1819 [69,
p. 44] with the Compagnie d’Assurance Générales,
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was not very popular. In 1849, the total life insurance sums assured payable on death for the three
most senior companies were Fr 61 million, but sums
subscribed for tontines were Fr 395 million and regular contributions were Fr 125 million [69, p. 56].
On the birth of the Prince Imperial in France in
1856 [84, p. 501], a large endowment insurance was
effected on his life and he collected several million francs at age 18. This did little to popularize
life insurance in France. The benefits of life insurance came to the public notice in 1864 as a result
of the La Pomerais law case that questioned whether
life insurance death benefits were not just immoral
but also illegal in France by virtue the 1681 ordinance [69, p. 65] despite later authorizations to the
contrary. The resulting publicity led life insurers to
issue endowment assurances, which became popular
and the 10-year term assurance payable only on death
lost favor. At the beginning of the twentieth century
life business could be said to be a normal feature
of society.
The Institut des Actuaires Français (see Institut des Actuaires) was founded on May 30, 1890
with a view towards research for moral and material
progress in a disinterested way [38, pp. 19–20].

Germany
Non-life Insurance
Fire Insurance. In Germany, fire insurance was
the core business up to the year 1900 [1, p. 170].
The formation of non-life insurance companies was
a little faster than the life insurance companies as
the number of companies existing in 1846, extracted
from Masius [54], shows in Table 2.
Although insurance, particularly marine insurance,
was common in Hamburg and the Hanseatic towns,
in some parts of Germany there were superstitions,
which held the development of fire insurance back.
In 1783 a fire caused by lightning in Göppingen, near
Stuttgart, saw the townspeople saving their furniture
rather than extinguishing the fire on the grounds
that the buildings were insured. Lightning was God’s
punishment and some people thought that the fires it
caused could not be extinguished. Insurance limited
the punishing hand of God and if everybody were
insured, how could God punish? In the 1840s, some
of the South German evangelical clergy were against
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Table 2 Number of Insurance Companies by
Year of Formation
Year
up to 1805
1806–1816
1816–1825
1826–1835
1836–1845
Total

Life and annuity

Non-life

7
22
29

4
3
10
22
30
69

the formation of private fire insurance companies
because God could then no longer punish [1, p. 21].
During the nineteenth century, the German states
used the granting of concessions to write insurance
business as a measure of protection from foreign
concerns, which included towns in other German
states so that, for example, Prussia was foreign for
residents of Hamburg. Sometimes these concessions
were for fire insurance only, but could also be for
other branches of insurance too. In Prussia, a law of
1853 required all forms of insurance to be subject
to concessions and no less than three Government
ministries were responsible for the various insurance
branches [1, p. 45].
In addition to concessions, individual fire contracts
were supervised by the police from the 1830s [1, pp.
48–52]. Over insurance was a problem and no agent
would hand over a policy without having a declaration from the police that they had no objections.
Employers’ Liability Insurance, Sickness and Accident Insurance, and Pensions. The Haftpflichtgesetz of June 7, 1871 was a modest piece of legislation
granting compulsory compensation on death or injury
to employees working in mines, railways, and so
on. Nevertheless, it was the first intervention of the
German state into the relationship of employers and
employees [1, pp. 65–66]. This led to the formation
of three mutual employers’ liability insurance companies in 1873 and was the stimulus for the modern
German employers’ liability for workers [53, column
501]. In France, the introduction of employers’ liability insurance stems from 1861, when the Préservatrice
Société d’Assurances introduced a group insurance to
cover workers against accident risks, whether there
was a legal liability or not. In the United Kingdom, employers’ liability legislation was introduced
in 1880 and The Employers’ Liability Corporation,
which pioneered this class of business in the United

States and elsewhere [70, pp. vii–viii], was formed
in the same year.
Following the parliamentary checking of Social
Democratic excesses in 1878 [20, pp. 11–12], there
was an extensive social insurance program (see
Social Security). Sickness insurance legislation
came into force on December 1, 1884, and gave up to
13 weeks of benefit to industrial workers generally.
The accident insurance legislation came into force
in 1885 and extended the sickness law to other
occupations. The obligatory accident insurance was
extended to further occupations in 1886 and later.
Obligatory old age and infirmity insurance came into
force in 1889. The old age pension was paid from
age 70 if infirmity allowance was not being paid. At
this time, the expectation of life at birth was less
than 60 years [88, p. 787]. Infirmity allowance was
paid when the person was unable to earn one third of
the wage of a day laborer, in his place of residence.
The allowance for infirmity was higher than the old
age pension and a person over age 70 receiving the
pension could lay claim to the infirmity allowance
instead [34, p. 27]. Most pensions were granted for
infirmity. In 1889, 1 in 7 was on account of old age
and 1 in 12 in the year 1910 [20, p. 20].
Other Branches of Non-life Insurance Business.
Payments for a short-term sickness were common in
Germany and Great Britain from early days, being
conducted through friendly societies or similar organizations. Long-term invalidity payments (see Disability Insurance) became possible as the mathematical analysis of sickness patterns progressed.
The early sickness tables were produced in Great
Britain [8, p. 421] in the early nineteenth century, but
the development of the mathematics then passed to
Germany for a while. The earliest insurance company
insuring long-term sickness, as far as I can find, is
the Leipzig-based Leipziger Kranken- Invaliden- und
Lebensversicherungsgesellschaft [1, p. 121], a mutual
company formed in 1855 writing short-term sickness
and life business too.
Hail insurance companies flourished. A hail insurance association started in Mecklenburg, in 1797,
on the principle of mutual contribution [15, p. 49].
Many others followed on the continent of Europe,
where the problems of hail are much greater than in
Great Britain.
In 1846, Masius gave details of 15 mutual companies and 1 proprietary company, dating from 1797
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onwards. There were 13 transport insurance companies; these included cover in respect of river transport
including the rivers Rhine and Main. The first of these
listed in Masius was formed in 1829. Six companies
insured cattle and horses and in the life insurance
field the numbers included nine annuity companies.
There were also two tontines, one in Hamburg and
one in Rostock.

Widows’ Funds and Life Insurance
Widows’ Funds. The first widows’ funds appeared
in Germany in the beginning of the seventeenth century [8, p. 173]. They were in Zwickau, Mansfeld,
Magdeburg, Lepizig, Altenburg, Chemnitz, Braunschweig, and Hamburg. In 1645, Duke Henry the
Pious of Gotha formed a widows’ fund for ministers
of religion. In 1662, he founded another for teachers,
which in 1775 was merged into the general widows’
fund for civil servants of the dukedom. Large numbers of widows’ and orphans’ funds were founded
between 1750 and 1870 [7, p. 9]. Widows’ funds in
Germany were developed technically by a number
of mathematicians including J. N. Tetens [77, Chapter 5] and C. F. Gauss [30, p. 50 of the introductory
essay]; see also [7, pp. 13 and 15] for other mathematicians.
Life Insurance. The first life insurance company
established in Germany was the Hamburg-based Allgemeine Versorgungsanstalt of 1778 that operated
locally. The founders had asked Richard Price for a
report on their plans [7, p. 13]. It did not attract much
business as it limited its business to Hamburg, but it
survived throughout all of the nineteenth century. The
next life insurance company was founded by William
Benecke in 1806, also in Hamburg. It lasted until
1814, when Benecke, who opposed Napoleon, fled to
England [7, p. 15]. At this time and later until well
into the nineteenth century, much life insurance was
provided by branches of English companies.
There was upset in Germany when Atlas Assurance and two other English companies rejected a
death claim on the life of Duke Frederick IV of
Gotha [33, p. 137]. The death occurred within eight
months of the policy being effected. Two more
English companies paid their claims. The Duke was
born in 1774 and was raised in a way appropriate for
a son of a wealthy family, including travel abroad and
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a period in the army when, at the age of 19, he commanded his regiment in Holland. His state of health
changed so that at the time the policy was effected, he
was unable to speak and his intellect was impaired
to the extent that he was entirely in the hands of
his attendants and his medical men. Legal action to
enforce payment was nonsuited and a further action
to set that aside was refused [29].
This aroused a desire for German life companies
tailored to German needs including a stricter basis
for sharing profits than that used by the English
companies. The result was to accelerate plans for
William Arnoldi’s mutual life insurance company the
Lebensversicherungsbank für Deutschland in Gotha,
which was founded in 1827 and did not write business
on lower class persons. All its business was written
through agents [47, p. 23]. In 1845, there were 29
German life insurance companies in existence [54];
the data are scattered throughout the work.
The growth of life insurance in Germany was
steady until the new empire of 1871, after which
there was a sharp increase in sums assured in force.
These sums in 1870 were 1 billion. Marks, which
doubled to 2.28 billion by 1880 and doubled again
to 4.31 billion marks by 1890 [1, p. 141]. After the
year 1880, the German public may be regarded as
having accepted life insurance as a general means of
savings and protection.
Table 3 gives an overview of life business by
insurance companies in their own countries (i.e.
excluding business written by overseas life insurance
companies and thus much understates the situation in
Italy, Switzerland, and Russia).

United States of America
Non-life Insurance
For many years after the Pilgrim Fathers colonized
America, insurance provision was largely lacking.
The distances from European countries were large
and communication was difficult. There may well
have been a reluctance of underwriters to undertake
business in a country where the conditions were not
well known to them.
One of the earliest mentions of American insurance concerns William Penn [37, p. 8], who lost
twenty guineas in 1705 when a private underwriter
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Table 3

Insurance Company Life Business
Life sums insured in millions of marks

Germany
Austria
Italy
Switzerland
France
Belgium
Holland
England
Russia
USA
Canada
Australia
Others
Total

1860
317
104
2
6
184
17
10
3400
23
707

1870
1010
350
13
88
806
37
53
5983
38
8743

13
4783

40
17 161

1880
2282
927
29
152
2183
48
86
9313
118
6376
151
560
167
22 392

1890
4312
1501
103
224
3202
60
227
11 016
516
16 812
495
800
567
39 835

Insureds per 100 000 inhabitants in 1880.
148
80
30
1313
68
213
Ordinary business 2659, industrial 17 251
23

Source: Reproduced by permission of Vandenhoeck & Ruprecht, Originally published in Ludwig Arps: Auf
sicheren Pfeilern. Deutsche Versicherungswirtschaft von 1914 , Göttingen 1965 [1, p. 142].

failed. In 1724, an office opened in Boston to provide for individual writing of marine policies [43, pp.
49–50].
In Charleston, South Carolina on January 18,
1732 an advertisement in the South Carolina Gazette
invited freeholders of the town to meet in Mr. Giguilliat’s house, where proposals for the formation of
a fire insurance office were put forward [10, pp.
19–20]. It was another four years before the company, the Friendly Society, was formed. On February
1, 1736, the articles of association were approved and
the officers of the company elected. The leading lights
were Captain William Pinckney and Jacob Motte.
In November 1740, fire consumed over 300 buildings in Charleston, which ruined the Friendly Society
financially. The effects of the fire included new building codes and a large sum of money sent from
England to help the sufferers.
Another American fire insurance was The Philadelphia Contributionship for the Insurance of Houses
from Loss by Fire, which was formed by means of
a deed of settlement in 1752 but not incorporated
until 1768 [10, p. 24]. Benjamin Franklin, in whose
Pennsylvania Gazette the call for subscribers was
published, was a signatory to the deed and elected
a director. The company adopted the hand-in-hand
pattern as its seal, being copied from the London
based Amicable Contributors for Insuring from Loss
by Fire formed in 1696.

During the eighteenth century, American underwriters operating as a syndicate could not write sums
insured of more than $25 000. The market was primarily in London and slow communication was a
problem [13, p. 38]. In 1792, after the failure of tontines in Boston, New York and Philadelphia to attract
a sufficient number of subscribers, the Universal Tontine Association changed its name and its objectives
to become the Insurance Company of North America [37, p. 10], a stock company, which got its act
of incorporation in 1794, writing a wide range of
risks. The company suffered heavy marine insurance
losses in 1794 largely due to French depredations on
American commerce. Attempts to write life insurance
was limited to short-term insurance against death in
captivity after capture by Algerian pirates or Barbary Corsairs. Little life business was written, but no
claims were received, and this branch of insurance
was discontinued in 1804 [37, p. 17]. Nevertheless
the company overcame its problems and became a
major force in the market.
In the period from 1787 to 1799, 24 charters were
granted to insurance companies of which 5 were
authorized life insurance [43, pp. 65–66]. By 1804,
there were 40 insurance companies in the market [13,
p. 51].
Reinsurance was introduced into the United States
in 1819, when the Middletown Fire of Connecticut
stopped business [37, p. 42].
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New York’s first look at insurance company operations started with statutes in 1828, which required
all moneyed corporations created thereafter to make
annual reports to the State Comptroller. In 1849,
a general insurance act made compliance by foreign companies a condition of their admission to the
state [55, pp. 4–5]. This general law and its subsequent modifications became the basis of the general
insurance statutes of most States [60, p. 24].
New York started taxing insurance companies in
1823 and Massachusetts followed suit in 1832 [43, p.
95]. From 1832, the number of insurance companies
chartered, increased considerably [43, p. 86]. More
than 25 charters were granted in New York and a
similar increase occurred in other Eastern states. The
movement spread to the Middle West and the South.
Most of these were property insurance companies.
In 1835, there was a catastrophic fire in New York.
Most of the fire companies there were bankrupted
and the city was left largely without insurance cover.
The need for foreign capital was clear and in 1837,
taxation obstacles for foreign insurers were reduced.
The limited response to these measures led to the
setting up of mutual fire insurance companies, no less
than 44 being chartered in two years in New York
State [43, pp. 91–92].
In 1837, the state of Massachusetts introduced
legislation to set up unearned premium funds to
protect the public against loss of premium on policies
not yet expired. This is the start of the intervention of
the state into the setting up of reserves for insurance
businesses [37, pp. 41–42]. This state codified the
laws of insurance in force in 1854 and set up the first
state insurance department in 1855 [43, p. 128]. New
York followed in 1859.
In 1837, too, Massachusetts introduced legislation
requiring insurance companies to file returns. Under
its 1817 legislation, returns were required at the
pleasure of the legislature [60, p. 6]. As there was
no requirement to register in 1837, the state did not
know what companies had been formed or had ceased
writing business. On December 1, 1838, the returns
showed a total of 24 companies operating in Boston
and 19 operating elsewhere [16].
Windstorms and tornados were often a problem,
especially in Illinois, where damage on the open
prairies was severe. In 1861, tornado insurance was
started in that state, but was not very successful [60,
p. 64]. Several corporations were then organized in
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the West, but these also proved unprofitable. Nevertheless, in the course of time, this branch of insurance
business became established.
A massive fire in Chicago in 1871 resulted in 68
companies being bankrupted, 83 paying only part of
their claims and 51 companies only paying in full [13,
p. 68]. 60 miles of streets were destroyed and 150 000
people became homeless [40, frontpage]. This led
to a spoof advertisement for the Tom Tit Insurance
Company of Chicago offering to insure ‘Grave-yards,
stone walls and pig iron on favorable terms’ [40, p.
8]. The fire has been attributed to an unruly cow
knocking over a hand-lamp filled with a destructively
inflammable oil [78]. There seems, however, to have
been more than one source of ignition. That was
followed in 1872 by a great fire at Boston, which
resulted in more insurance companies being unable
to meet their engagements [37, p. 70].
Guarantees were, and still are, often sought for
the fulfillment of contractors’ work. The idea of
insuring this occurred in Great Britain and the Contract Guarantee Company was provisionally registered in 1852 [84, p. 107]. However, this company
never became completely established and the British
did not have a company of the sort until 1904 [68,
p. 282]. In the United States, this type of business
became common in the late nineteenth century.

Life Insurance
In the United States, Francis Alison, whose alma
mater was the University of Glasgow [4, p. 31], and
Robert Cross, put forward a petition in 1756, which
led to the formation of the Presbyterian Ministers’
Fund in 1759. Alison’s petition referred to a charter
in imitation of the laudable example of the Church
of Scotland [50, p. 109]. This fund survived and
adapted. It operates today as Covenant Life. Others
followed the same pattern, including the Episcopal
corporation and the Protestant Episcopal Church of
Maryland [43, p. 58, 64].
The Pennsylvania Company for Insurance on Lives
opened in 1813 [43, pp. 75–76] and was the first life
insurance company operated on a commercial basis.
Its actuary, Jacob Shoemaker was the first holder of
such an office in the United States.
In 1820, the Aetna Insurance of Hartford obtained
legislation permitting the creation of separate life
and general insurance funds, but did not make much
use of it [43, pp. 85–86]. The New York Life and
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Trust Company of 1830, which used agencies from
the outset, is credited with being the first company
to write life insurance on any scale through this
distribution channel. It sought business much more
actively than the Pennsylvania Company [43, pp.
88–89].
Girard Life and Trust Company in its charter
of 1836 provided for profits of life business to be
distributed to whole life policies as an addition to
the policy and is the beginning of the dividend
system in America [43, pp. 92–93]. The company
also introduced liberalized conditions including less
rigid travel restrictions and days of grace for payment
of premiums.
New York introduced legislation in 1840 giving a
married woman the right to effect as her own property, a life policy on the life on her husband, subject
to his consent. Nearly every other state followed this
lead [43, p. 96].
The New England Mutual obtained its charter
in 1835 and commenced life insurance in 1843. It
was the first of many US life insurance companies
formed under the mutual plan [43, p. 102]. The New
England Mutual started the beginning of practical
life business in New England. It also introduced the
system of allowing policyholders to pay part of their
first five years’ premiums by credit note. This was
much copied by other life insurance companies.
During the years 1847–1850, bubble companies
were formed and disappeared quickly [43, pp.
112–113]. Of the 47 companies operating in 1850,
only 12 operated for any length of time. The
remaining 35 were largely speculative and their
officers had inadequate knowledge of insurance.
These companies were the product of the speculative
character of the times and the sudden popularity
of life insurance. There was also a change in the
type of life insurance being written. In 1843 term
policies, payable only on death within a limited
period, predominated; but by 1850 over 90% of
policies were whole life insurances [43, p. 118].
In 1858, Massachusetts introduced a law giving authority to insurance commissioners to examine
the valuation bases of life insurances (see Technical Bases in Life Insurance). The commissioners
decided to adopt the English 17 Offices mortality
table of 1843 (see Early Mortality Tables) with 4%
interest and, most importantly, to credit the companies with the value of future net premiums instead of

the value of future gross premiums that some companies thought proper. This was the start of government
regulation of life insurance [43, pp. 122–123] prescribing solvency standards for life insurance businesses. New York followed with a solvency standard
in 1866 [55, p. 5]. In Europe, Switzerland followed
with insurance supervisory legislation for life and
general business in 1885 [45, p. 192] and the United
Kingdom followed in 1870.
The duty of regulating insurance by law arises
because of the weakness of individual insureds and
their dispersed nature. All the funds accumulated
in Life Insurances offices belong exclusively to
the insured. Actuaries, Presidents, and Directors are
merely their paid agents and trustees accountable to
them for every dollar [61].
In the period 1860–1870, there was a large expansion in life insurance companies and business written
expanded 10-fold, despite the civil war [43, p. 141].
Fraternal insurance started in 1869. This was limited life insurance for workers together with sickness
benefits and served the community well.
Many life insurance companies paid no surrender value (see Surrenders and Alterations) on the
lapse of a policy. Elizur Wright campaigned against
this and Massachusetts introduced nonforfeiture legislation in 1861. This improved the situation somewhat, but policyholders continued to be treated in an
unfair fashion. Cash dividends were introduced by the
Mutual Life in 1866. After further campaigning, cash
surrender values were introduced by Massachusetts’
legislation in 1880 [62, pp. 493–494 and 539].
The year 1879 saw the rise of the assessment life
companies in Pennsylvania [11, pp. 326–346]. 236
associations of this kind were incorporated and a
large number of them were swindles. For a while
these associations became a mania. Many crimes
were brought about by the craze. The speculators
were insuring old and infirm poor people close to
death. The associations did not intend to pay claims,
but merely to pass the hat round and give some of
the proceeds to the claimant. The insurance commissioner called for more protection for the life insurance
industry and by the end of 1882, the law put paid to
the abuses.
This was followed by the assessment endowment
system, which promised such benefits of $1000 at the
end of seven years in return for small assessments of
$300 over the same period [11, pp. 347–377]. This
scheme worked quietly for a number of years until
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in 1887, the Massachusetts Insurance Commissioner
called it to the attention of the law officers of the
state. The mania and speculation grew and so did
associated crime. By the end of 1893, the mania had
ended but not before about one million people in
the United States had been taken in according to the
Massachusetts insurance commissioner.
Nevertheless, the respectable part of the life insurance industry continued to promote life insurance and
pointed out the advantages accruing to the political
economy of the nation [74, p. 14]. It survived the
swindles and in due course flourished.

[20]
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TREVOR SIBBETT

Hungarian Actuarial
Society

•

The legal predecessor of the HAS was founded in
1991 by 36 members. The idea of establishing an
actuarial association came during a workshop on an
introduction to actuarial ideas held by members of
the Institute of Actuaries and Faculty of Actuaries
in Budapest in 1991. Given the legal environment at
that time in Hungary, the founders chose to set up the
association as a section of the Association of Hungarian Insurers. Then the HAS became an independent
legal entity in 1995. The HAS became a full member of the International Actuarial Association and
an associate member of the Groupe Consultatif in
2000.
There are two types of actuarial position that are
legally recognized in Hungary: chief actuary of an
insurance company and chief actuary of a private
pension fund. The requirements for filling in such
a position are as follows:

Two universities offer systematic actuarial education in Hungary, the Budapest University of Economic Sciences and Public Administration (graduate
and post graduate studies) and Eötvös University of
Budapest (graduate studies).
The HAS has two categories of members, ordinary
and honorary. There were 129 ordinary members and
one honorary member at the end of 2001. There are
no specific qualifications for membership at present.
Foreigners may join the HAS on the recommendation
of two members.
Regular meetings of the HAS consist of a New
Year Dinner, a seminar organized jointly with the
Eötvös University of Budapest, and an annual twoday symposium (that includes the Annual Ordinary General Meeting). The HAS does not publish
a journal.

•

•

•
•

A professionally relevant university degree and an
advisory level actuarial qualification, as defined in
a separate regulation (at the time being, no such
separate regulation exists).
At least five years of professional experience
gained in an insurance company, in the Supervisory Authority, in a professional actuarial body,
in a brokerage firm, or as an insurance consultant.
A clean criminal record.
Being employed.

Being professionally acceptable and reliable in
business.
Membership in the HAS does not belong to the
set of requirements.

Contact information
President: Dr. Miklós Arató
(aratonm@ludens.elte.hu)
Secretary: Tamás Varga
(varga.tamas@onyf.hu)
Website: www.actuary.hu
GÁBOR HANÁK

Huygens, Christiaan and
Lodewijck (1629–1695)
Christiaan Huygens was born in The Hague (The
Netherlands) on April 14, 1629 as one of the sons
of Constantin Huygens, a diplomat well versed in
philosophy and music. His major scientific achievements are in physics: lens grinding, telescope construction, clock making, the theory of light, and so
on. Irrespective of his weak health, Huygens traveled
extensively over Western Europe and got acquainted
with the most brilliant scientists of his time: Descartes
(1596–1650), de Montmort (1678–1719), Boyle
(1627–1691), Leibniz (1646–1716), Newton (1642–
1727) and many others. He died in his birthplace on
June 8, 1695.
Christiaan Huygens has been recognized as the
first author of a book on probability theory. While
on a visit to Paris in 1655, he learned about the
correspondence between Pascal and Fermat over the
problem of points: if two players have to stop a game
prematurely, how does one have to split the stakes?
Huygens solved this problem on the way back to
Holland. In 1656, he sent a manuscript of a sixteenpage treatise Van Rekeningh in Speelen van Geluck to
van Schooten who included his own translation into
Latin in 1657 in his Exercitationum Mathematicarum.
The Dutch version of this, De Ratiociniis in Ludo
Aleae [5], appeared only in 1660. For a reprint and
a French translation, see Volume 14 of [6]. In De
Ludo Aleae, Huygens states an axiom on the value
of a fair game that can be considered as the first
approach to the probabilistic concept expectation.
With the help of 14 propositions (among them, the
problem of points) and 5 problems (among them, the
gambler’s ruin problem), the author has offered to
the community, a prime example of a scientifically
written paper. For a description of the whole content,
we refer to [4].
The importance of Huygens’ contribution in the
development of probability theory can be estimated
by the fact that John Arbuthnot (1667–1735) translated the De Ludo Aleae (anonymously) into English
in 1692. This slightly annotated translation [1] is considered to be the first English publication of probability theory. Moreover, Jacob Bernoulli (1676–1705)
included it in an annotated version as the first chapter
in his Ars Conjectandi of 1713. Huygens’ treatise

remained the main text on probability until the
appearance of the contributions of Jacob Bernoulli.
For early applications of Huygens’ approach to medical problems and other illustrations, see [9]. See
also the articles by Freudenthal [3] and Schneider [8].
The overall impact of probability theory on the
development of actuarial science is clear. But Huygens also contributed in other ways to the latter
subject. During 1699, Christiaan Huygens had an
intensive correspondence (see Volume 6 in [2, 6])
with his younger brother Lodewijck (1631–1699)
on the expectation of life. In particular, they treated
the remaining lifetime of a person that has reached
a certain age, anticipating concepts like conditional
probability and conditional expectation (see Probability Theory). Lodewijck saw the relevance of the
tables by John Graunt (1620–1674) for the calculation of the expected present value of a life annuity.
To compute life expectancies, he divided the product of Graunt’s decades with the average number of
years they survived by the total number of people.
This procedure was later picked up by Jan Hudde
(1628–1704) and Jan de Witt (1625–1672). Also, the
discussion on the difference between expected lifetime and median lifetime is fully treated in [4]; see
also [7, 10].
For general references on Christiaan Huygens, see
www-gap.dcs.st-and.ac.uk/history/References/
Huygens.html
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International Actuarial
Association
The Genesis
The first International Congress of Actuaries was
held in Brussels from 2 to 9 September 1895 under
the presidency of Léon Mahillon. A few months
later, to continue the Brussels meetings, which had
been very successful, and with the determination of
the participants, the predecessor to the International
Actuarial Association (IAA), the Comité Permanent
des Congrès d’Actuaires, was born.
How did it all happen? At the beginning of the
1890s, the oldest actuarial societies already existed:
they were the Institute of Actuaries, created in
London in 1848, the Faculty of Actuaries, created
in Edinburgh in 1856, and a few others like the
American (see Society of Actuaries) and Dutch (see
Het Actuarieel Genootschap (The Dutch Actuarial
Society)) Societies, founded in 1889, and the French
Institute (see Institut des Actuaires), established in
1890.
Contacts between the actuaries of various countries
were quite limited; the circulation of the principles
of actuarial science was almost inexistent. Education books were not numerous; the main textbook
was written by the British actuaries George King
and William Sutton. This textbook of the Institute
was specially designed for the courses organized by
this private London institute, which had already contributed to the promotion of graduates in actuarial
science.
Necessity knowing no law, actuaries seriously
began to think about translation of the book into
French; this was achieved by Belgian actuaries in
1894 with the permission of George King and the
support of the Institute of French Actuaries. That
undertaking had the effect of further weaving friendship bonds between the actuaries of the countries
concerned.
This led to the idea of Belgian actuaries to invite
the most authorized representatives of actuarial science from Great Britain, North America, France, the
Netherlands and elsewhere to meet in Belgium in
1895. An organizing committee consisting of a few
Belgian actuaries was set up, and gathered support
from the Belgian Government and the main actuarial societies, the Institute, the Faculty, the Actuarial

Society of America in New York, the Vereniging voor
Wiskunde Adviseurs in Amsterdam, and the Institut
des Actuaires Français.
In the late nineteenth century, communication
across countries was not easy, and the idea of a First
International Congress of Actuaries was certainly
not free from risk when Belgian actuaries decided
to bring to Brussels, colleagues originating from at
least three continents. One can easily imagine the
length of the trip of those who joined the congress
from America or the Far East. Ninety-eight actuaries, coming from 15 countries, took part in this first
congress: Austria–Hungary, Belgium, Canada, Denmark, France, Germany, Great Britain, Italy, Japan,
Luxembourg, the Netherlands, Portugal, Russia, Sweden, and the United States.
The success of the Congress was so great that participants decided to create a permanent international
committee with the mission of organizing congresses
periodically, bringing together actuaries of various
nationalities to examine insurance issues from a scientific point of view. The ‘Comité Permanent des
Congrès d’Actuaires’ was born in 1895; further congresses took place in London (1898), Paris (1900),
New York (1903), Berlin (1906), Vienna (1909), and
Amsterdam (1912).
These activities were interrupted during World
War I and only resumed in London (1927), Stockholm
(1930), Rome (1934), and Paris (1937). Because
of World War II, the next congress could not take
place as planned in Lucerne in 1940, although the
texts of the scientific communications had already
been published; congresses resumed in Scheveningen
(Netherlands, 1951), Madrid (1954), New York and
Toronto (1957), Brussels (1960), London and Edinburgh (1964), Munich (1968), Oslo (1972), Tokyo
(1976), Zurich and Lausanne (1980), Sydney (1984),
Helsinki (1988), Montreal (1992), Brussels (1995 –
at the same place, at the same time, a hundred years
later), and Birmingham (1998).

The Metamorphosis
At different times, the Comité Permanent des Congrès
d’Actuaires changed its regulations. The regulations
were changed for the first time in 1951. In 1957, the
possibility ‘to recognise sections formed by a number
of members for studying special issues’ was introduced, which led to the creation of the ASTIN section
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(Actuarial Studies in Non-Life Insurance) in 1957 and
the AFIR section (Actuarial Approach for Financial
Risks) in 1988. In 1968, the more appropriate title
of ‘International Actuarial Association’ (IAA) was
adopted. The IAA had over 2500 members at that
time.
For nearly a hundred years, the Comité Permanent
and the IAA always stuck to their initial purpose,
which was ‘to serve as a bond between the actuaries
and the associations of actuaries of various countries by
•
•
•

promoting or conducting work or research of
interest to the science or practice of the actuary,
publishing periodically a ‘Bulletin’,
cooperating with the Organizing Committees in
preparing the work of International Congresses’.

Only much later appeared the necessity to stress not
only on the scientific purpose of the IAA but also
to attach as much importance to the defense of the
actuary’s profession by placing a strong focus on
professionalism, actuarial practice and deontology,
education, and continuing professional development.
In 1991, the IAA established an International
Promotion and Education Fund (IPEF), which has
provided scholarships to facilitate the education
of actuaries from actuarially developing countries,
provided grants to encourage attendance at important
international actuarial events, and given financial
support for tailored meetings for the leaders and
actuarial educators of countries with newly emerging
actuarial professions.
Finally, in 1998, a profound metamorphosis of
IAA was decided after three years of constructive discussions; the General Assembly of IAA, until then a
scientific association of individual members grouped
by nationalities, constituted itself in accordance with
Swiss Law as an association for gathering associations of actuaries as well as their members individually. New statutes and regulations were adopted that
radically transformed the governance and the structure of IAA, while putting more emphasis on the need
to act globally on behalf of the profession and to
give special attention to professional and educational
standards of the associations. IAA’s objectives are to
•
•

develop the role and the reputation of the
profession,
promote high standards of professionalism to
ensure that the public interest is served,

•
•
•
•
•

advance the body of knowledge of actuarial
science,
further the personal development of actuaries,
promote mutual esteem and respect amongst
actuaries,
provide a discussion forum for actuaries and actuarial associations,
represent the profession to international bodies.

Following the adoption of the new regulations, the
IAA secretariat was transferred from Brussels, where
the IAA had had its headquarters for over a century,
to Ottawa, Canada.

Entering the New Millennium
This metamorphosis was a major turning point for
the actuarial community and an important step in
preparing the global profession for the challenges of
the next millennium as it expands to meet the growing
professional needs of a global economy.
The restructuring created a single, stronger, unified framework to ensure unity of direction and
efficient coordination with respect to issues of a
worldwide nature. The IAA is a unique international organization dedicated to research, education, and development of the profession and of
actuarial associations. It is recognized as a nonprofit, nonpolitical, and nongovernmental organization by the United Nations and by the International
Labor Office. Its supranational status is illustrated
by institutional cross-memberships with the IAIS
(International Association of Insurance Supervisors),
the ISSA (International Social Security Association),
and the IASB (International Accounting Standards
Board).
The major responsibilities of IAA, which are the
links between the actuaries and the actuarial associations worldwide, are now in the hands of the
actuarial associations that bring together the actuaries in their respective countries. Under the new
governance structure, the powers and responsibilities
are vested in the council in which each full member association and section is represented by one
delegate. The voting rights vary from one to four
in accordance with the number of fully qualified
actuaries in each association, thus achieving a balanced although nonproportional representation. The
IAA restricts its activities to strategies and programs
that require international coordination or direction,
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or can be handled more efficiently across national
and regional boundaries. This principle of solidarity is embodied in the Statutes and is not only cost
efficient but also preserves a harmonious and efficient relationship between the IAA and its member
associations.
The ASTIN and AFIR sections have maintained
their role in serving the scientific needs of individual
actuaries under the new structure, and have been
joined in 1999 by IACA (International Association
of Consulting Actuaries). IAAHS, a new Health
section, was created in 2003, while the creation of
a Pension and a Life section is under consideration.
A new development has been the addition of an
array of committees serving the professional needs
of the associations and their members. Their nature
and mandates are revised from time to time as needs
evolve; some are supported by subcommittees and
task forces. At the beginning of 2003, the following
committees were operational:
Executive, Accreditation, Advice and Assistance,
Audit, Education, Financial Risks, Pensions and
Employee Benefits, Insurance Accounting, Insurance
Regulation, Nominations, Professionalism, Services
to Individual Members, Social Security, and Supranational Relations.

In keeping with the IAA policy as to the frequency
and venues for International Congresses of Actuaries,
the 27th congress, the first under the new structure,
was held in Cancun, Mexico, in 2002; the next
congress is scheduled in Paris in 2006. Proposed
locations for subsequent congresses are South Africa
in 2010 and the United States in 2014.
A new policy applies to council meetings that are
scheduled twice a year in different countries, generally in different continents. Committees meet at the
same location just before the council meetings but
may also schedule additional meetings, face-to-face,
by conference call, or by using electronic linkup. IAA
makes full use of electronic communications and has
become virtually a paperless association to reduce
its operating costs and to provide equal accessibility
to actuaries in different locations. Convening notices
and minutes are available on the IAA Website at
www.actuaries.org.
The global outreach of the IAA is supported by a
number of new initiatives:
•

A Nominations Committee is mandated to seek
to achieve cultural, geographical, and linguistic

•

•

•

•
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balance in the leadership of IAA and its committees, as well as an appropriate range of skills and
practice areas.
The term of office of the President is one year,
nonrenewable, and the regulations aim to achieve
a rotation that over a six-year period will cover
Europe, USA and Canada, and the rest of the
world.
A Website through which agendas, minutes, reports, publications, briefs, discussion tracks, and
other material are accessible to all actuaries; originally English/French bilingual as per the IAA
Statutes, it benefits from the gradual addition of
pages in German and Spanish, completed by an
automatic translation facility covering English,
French, German, Spanish, Russian, Chinese, and
Japanese.
A virtual global actuarial library through the use
of a customized search facility on the IAA Website, with integrated automatic translation that
focuses exclusively on material of relevance to
actuaries.
Biannual bulletins, quarterly newsletters, and
other communications periodically posted on the
Website.

The outreach is also translated in an increased membership. The new structure, in combination with the
efforts deployed by IPEF, has generated a substantial growth in the number of member associations.
The projections for May 2003 are 50 full member
associations, 24 associate member associations and
over 35 000 fully qualified actuaries from over 50
countries in all inhabited continents. Associate member associations are associations not yet meeting the
criteria for full membership, namely: a code of professional conduct meeting the minimum requirements
of the code set up by the ‘Groupe Consultatif’, a formal discipline process, a formal process for adoption
of Standards of Practice, minimum educational guidelines for new fully qualified members matriculating
after 2005. New membership categories, observers
and benefactors, will be added in 2003 to increase
the resources of IAA, and to expand its outreach to
public, academic, or industrial institutions of interest for the global actuarial profession, as well as
for other entities that wish to support the work of
IAA in enhancing quality of services and professional
standards, and in general, ensuring that the public
interest is well served.
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Deeply rooted in all continents and continuously
active since over a century, IAA enjoys high
credibility, thanks to the quality of the contributions
of many volunteers supporting the professional
activities of the local and international associations.
This enables the global actuarial profession to
continuously improve the scientific body of actuarial
knowledge, to promote professional standards,
actuarial education, mutual recognition and speak

with a single voice when responding to supranational
government initiatives, and to effectively represent
the views of the profession at the international level.

(See also National Associations of Actuaries)
ANDRÉ LAMENS & YVES GUÉRARD

Institut des Actuaires

Association, AFIR (Actuarial Approach for Financial Risks), in 1988.

Historical Facts about the French
Actuarial Movement

Admission

The first French actuarial association (Cercle des
Actuaires Français) was founded in 1872. Since
1891, the title of Actuary has been awarded by the
Institut des Actuaires Français (IAF ) to candidates
who passed specific exams.
In 1930, the Institut de Science Financière et
d’Assurances (ISFA) of the University of Lyon created the first University diploma of Actuary, recognized by the IAF. In 1933, the Association des
Actuaires Diplômés de l’ISFA (AADISFA) was created. Subsequently, the IAF recognized more external actuarial training schools: Institut de Statistiques
de l’Université de Paris (ISUP) in 1962, Conservatoire National des Arts et Métiers (CNAM) in 1965,
Centre d’Études Actuarielles (CEA) in 1969, École
Nationale de la Statistique et de l’Administration
Économique (ENSAE) in 1985, École Supérieure des
Sciences Économiques et Commerciales (ESSEC) in
1990, Collège des Ingénieurs in 1991, and Dauphine
in 2001.
The University Louis Pasteur of Strasbourg set up
an actuarial training in 1984. Its graduates formed
the Union Strasbourgeoise des Actuaires (USA) in
1987. The Euro-Institut d’Actuariat (EURIA) of Brest
opened an actuarial training program in 1989. Its
graduates founded the Association des Actuaires de
Bretagne (A2B ) in 1992. In 1994, IAF and AADISFA
set up the Fédération Française des Actuaires (FFA),
which USA and A2B joined later. In 1995, the professional syndicate of consulting actuaries (SACEI)
was created.
On January 1, 2002, FFA and IAF merged to
become the Institut des Actuaires, the unique official
body for Actuaries in France, putting an end to more
than 70 years of confusion in the French actuarial
movement. AADISFA, USA and A2B still exist as
alumni associations, joined by the Amicale des Actuaires de Paris, created in 2002.
In the international sphere, French actuaries were
the initiators of two important bodies: the Groupe
Consultatif des Associations d’Actuaires auprès de
la Communauté Economique Européenne in 1978,
and the financial section of International Actuarial

The admission process to the Institut des Actuaires
takes place in several steps. The first step is associate
membership. Applicants need to have graduated from
one of the following 10 recognized schools:
5 Universities
– Institut de Science Financière et d’Assurances de l’Université de Lyon (ISFA).
– Institut de Statistiques de l’Université de
Paris (ISUP).
– Université Louis Pasteur de Strasbourg.
– Euro-Institut d’Actuariat de l’Université de
Brest (EURIA).
– Université Paris Dauphine.
2 Graduate schools
– École Nationale de la Statistique et de
l’Administration Économique (ENSAE).
– École Supérieure des Sciences Économiques
et Commerciales (ESSEC).
3 Continuing education organizations
– Conservatoire National des Arts et Métiers
(CNAM).
– Centre d’Études Actuarielles (CEA).
– Collège des Ingénieurs.
The second step is qualified membership. It involves
a requirement of at least three years of actuarial experience. The Institut des Actuaires is currently setting up a continuous professional development plan.

Categories and Number of Members on
January 1, 2002
Total Number of Actuaries: 2332, including 653 associate members, 1679 qualified members (including 28
‘membres agrégés’), and 61 honorary members.

Admission of Foreign Actuaries
Foreign Actuaries, who are fully qualified members
of a foreign actuarial association, member of IAA or
the Groupe Consultatif Actuariel Européen, may be
admitted as members of Institut des Actuaires by the
board after approval of the Scientific Committee.
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Publications
•

‘Tableau Unique des Actuaires’
List of all associate and qualified actuaries
Frequency of publication: permanent
Distribution: on website

•

‘L’année actuarielle’
Annual report of the French actuarial movement
(presidential address, professional events, schools
news, market developments, . . .)
Date first published: 2002
Frequency of publication: annual
Circulation: 5000
Distribution: firms, regulatory, and professional
authorities, schools, . . .

•

‘Bulletin Français d’Actuariat’
Scientific articles
Date first published: 1997
Previous names: Bulletin de l’Institut des Actuaires Français (1890), Bulletin de l’Association
des Actuaires ISFA (1933), Bulletin de la Finance
et de l’Assurance (1985)
Frequency of publication: semiannual
Circulation: 2500
Distribution: by subscription – ¤180 per year
(2 issues)

•

Group business insurance, Reinsurance, Solvency margin.
Frequency: monthly or quarterly

‘News’
Information for members
Frequency of publication: daily
Distribution: by e-mail

•

Debates
Debates on current themes
Frequency: monthly

•

Workshops
One- or two-day workshops on fundamental subjects to prepare the official opinion of the Institut
des Actuaires
Frequency: annual

Open Meetings
•

Congrès des Actuaires
Annual general meeting and Forum, open to
nonactuaries: conferences and round-table discussions
Frequency: annual

Contact
Institut des Actuaires
Maison des Actuaires
4 rue Chauveau Lagarde
F-75008 PARIS
Tel. +33 (0)1 44 51 72 72
Fax +33 (0)1 44 51 72 73
E-mail: contact@institutdesactuaires.com
Website: www.institutdesactuaires.com
JEAN BERTHON

Meetings
Meetings for Members Only
•

Committees and work groups
Accountancy, ALM, Bank & Finance, Life insurance, Mutual insurance, Non-Life insurance,

Institute of Actuaries of
Australia
The Institute of Actuaries of Australia (IAAust) is
the learned professional body representing Australian
actuaries. The IAAust’s vision statement is to position
the profession so that wherever there is uncertainty
of financial outcomes, actuaries are sought after for
valued advice and authoritative comment. Through
expanding and maintaining an environment in which
the skills of actuaries are widely used and valued,
the IAAust:
•
•
•
•
•

establishes professional standards for the protection of the public;
provides prequalification and continuing professional education;
provides forums for discussion of issues of contemporary interest;
promotes research and development of actuarial
science; and
contributes to and informs debate on public
policy.

History
The origins of the actuarial profession in Australia
can be traced back to the mid-1800s, with the foundation of the first life insurance companies in the
colonies. By the 1890s, the profession was firmly
established in Australia. The examinations of the
Institute of Actuaries (UK) were extended to Australia from 1892 and for many years the UK Institute,
along with the Faculty of Actuaries in Scotland,
provided the formal training of Australian actuaries.
In 1897, the forerunner of the present IAAust, the
Actuarial Society of New South Wales, was founded
in Sydney with 17 members. As actuaries in other
Australian states and in New Zealand joined, the
Society’s name was changed in 1918 to the Actuarial Society of Australasia. The name was changed
again in 1960 to the Actuarial Society of Australia
and New Zealand, and then in 1963 the organisation was incorporated as The Institute of Actuaries of Australia and New Zealand. By 1977 it was
clear that a specifically national organisation was
required, and the IAAust was renamed The Institute of Actuaries of Australia. In the same year of
1977, the IAAust’s membership voted to introduce an

Australian actuarial qualification, and examinations
for the Fellowship of the Institute of Actuaries of
Australia (FIAA) were conducted from 1980.

Membership
In 2002, the IAAust represented 2654 members,
1237 of these being FIAAs. Membership has grown
steadily, nearly doubling in size in the last decade,
with each year around fifty members qualifying as
new FIAAs. Demand for actuaries in Australia and
the Asia/Pacific region continues to expand with
some 20% of the current IAAust membership based
overseas, particularly in Asian countries. The IAAust
has responded to the increased opportunities for Australian actuaries in Asia by developing an Asian education strategy to promote the FIAA qualification and
provide support for students based in these countries.
The IAAust is active within the International Actuarial Association (IAA) with Australian representatives on most of the IAA committees covering
professional development, public policy, and education. Australian members also contribute strongly to
the work of the international research bodies, ASTIN
and AFIR. The IAAust has a number of bilateral
agreements for mutual recognition of Fellows with
the Faculty and Institute of Actuaries (UK), the Society of Actuaries (US), the Canadian Institute of
Actuaries and the Society of Actuaries of Ireland.
These agreements enable actuaries to practise professionally in other territories subject to meeting the
requirements of the local actuarial association. Each
agreement is predicated on equivalent standards of
educational and professional conduct.
The balance of Australian actuaries working
across various practice areas has shifted significantly
since the early 1990s. Developing areas of actuarial
practice include investment and funds management,
banking, finance, health, the environment, energy
markets, and information technology. In 2001, 35%
of members identified that they were working in nontraditional areas – outside of Superannuation, Life
Insurance, and General Insurance.

Governance and Structure
The IAAust is governed by a Council of fifteen
FIAAs elected by members for three-year terms.
Council has overall responsibility for corporate
governance and the strategic direction of the IAAust.
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The President and two Vice Presidents, elected from
within the Council, have two years as a Vice President
and then hold office as President for twelve months.
The Immediate Past President continues to serve for a
further twelve months as the IAAust Delegate to the
IAA. The Presidential group, together with the Chief
Executive Officer, forms an Executive Committee
that monitors the strategic plan, allocates resources,
and establishes priorities.
Four major committees reporting directly to Council cover the range of IAAust programs:
• Education: Overseeing the development and delivery of actuarial education either through accreditation of universities or the delivery of IAAust courses
and the provision of Continuing Professional Development (CPD) program and events.
• Finance & administration: Handling the management, financial reporting and investment issues for
the IAAust.
• International: Participating in the international
actuarial community and responsible for communications between the IAAust and its overseas ambassadors and representatives, and providing the link
with the IAA.
• Public affairs: Coordinating the IAAust response
to a wide range of economic, social policy, legislative reforms, and industry regulation issues, and
coordinating internal and external communications
strategies.
Members contribute to the work of these committees and initiate programs in policy development, education and CPD for the benefit of actuaries
in particular practice areas through the six Practice Committees in Banking & Finance, General
Insurance, Health, Investment & Funds Management,
Life Insurance, Superannuation, and Employee Benefits. More than one third of the FIAAs are actively
involved in conducting the education and policy
development work of the IAAust. The IAAust
national office, based in Sydney, has a professional
staff of twelve, led by the Chief Executive Officer.
The IAAust is also a partner in the Joint Hong Kong
Actuaries Office.

Professional Standards
Committed to maintaining the quality, integrity and
high professional standard of practising actuaries, the

IAAust has a Code of Conduct, requiring the development and review of Professional Standards and
supporting guidance notes. A disciplinary process has
been established to enforce adherence to this Code
and the Standards. As a function of the self-regulatory
nature of the profession, the IAAust, through its various committees and task forces, regularly reviews
existing practice standards, and develops new standards and guidance to cover new or changing aspects
of professional practice. The IAAust participates in
initiatives taken within industry sectors in conjunction with other professional associations and industry
bodies where such developments may affect the actuarial profession.

Professional Development
Australian actuarial education involves a combination
of university programs and courses conducted by
practising actuaries through the IAAust. It includes
four parts and takes on an average six to seven
years to complete. To ensure the appropriateness of
the education process for professionally qualifying as
an actuary, the IAAust has the responsibility for the
continuous review and improvement of the syllabus
and delivery of all programs.
The IAAust has a rigorous process of accrediting
universities to teach Part I and Part II of the actuarial education program, leading to the professional
qualification of Associate of the Institute of Actuaries of Australia (AIAA). The first such program
commenced at Macquarie University in Sydney in
1968, and has been followed by others at the University of Melbourne, the Australian National University
in Canberra, and the University of NSW in Sydney.
The university programs are reviewed on a four-year
cycle, with a mid-term review conducted every two
years. The examinations of the Institute and Faculty
of Actuaries (UK) remain as an alternative for Part I
via correspondence. Part II comprises the ‘Actuarial
Control Cycle’, a program specifically developed by
the IAAust and first taught in 1996 as part of the Australian actuarial education program to promote the
practical application of actuarial techniques.
The IAAust itself develops, delivers, and manages the final stages of the actuarial education program (Part III & IV), leading to the professional
qualification of Fellow of the Institute of Actuaries
of Australia. Part III involves successful completion
of two specialist subjects (Investment Management,
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Life Insurance, General Insurance, Superannuation
and Other Employee Benefits, and Finance). The
number of students undertaking Part III subjects has
consistently increased, with over 360 students using
the distance learning materials, web-based discussion
forums, tutorials and videos in 37 centers around the
world in 2002. To finalize Fellowship studies, Part IV
of the program requires students to attend the IAAust
Professionalism Course and meet a one-year Practical Experience Requirement, after which they receive
their qualification of FIAA.
The IAAust conducts an extensive CPD program as a means of maintaining professional standards, enhancing career opportunities, and meeting
the needs for lifelong learning by actuaries. Typically,
the CPD program consists of forums, seminars, selfstudy programs, ‘hot topics’ sessions, residential
courses, regular monthly meetings, and a major biennial convention. Annual or biennial forums for discussion of industry issues, changes to regulations,
government initiatives, and developments in professional practice are also held across various practice
areas.
The IAAust produces a number of publications,
both hard-copy and on the Website, including the
quarterly Australian Actuarial Journal, the monthly
Actuary Australia magazine, and a range of textbooks
and compilations of papers.

Public Policy
The IAAust has an active public policy program
providing independent advice on issues of public
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interest covering economic and social policy. It
is an active contributor to the process of reform,
and is well positioned to prepare submissions to
major inquiries and provide advice to governments,
industry and the community more generally. Most
recently, the IAAust has been proactive in supporting
reforms in the regulation of Financial Services
and General Insurance, both fundamentally affecting
actuarial practice. The IAAust also provides advice
in areas of corporate governance and financial
reporting, including an active contribution to the
establishment of international accounting standards
and valuation methodologies for executive options,
employee entitlements, and economic entities. The
IAAust contributes to public debate in areas such
as health funding, aging populations, retirement
incomes, infrastructure, genetics, sustainability, and
the environment.
Looking forward, there are many opportunities
for growth and development for the actuarial profession to extend its influence and the contribution
of actuaries for the benefit of society. The IAAust
has a tremendous responsibility to the profession in
its representation and support for actuaries in meeting
these challenges. Identifying and giving priority to the
key areas for strategic initiatives and supporting the
development of actuaries to provide leadership will
be the key to strengthening the profession and its reputation for valued advice and authoritative comment.
For more information on the Institute of Actuaries
of Australia, visit www.actuaries.asn.au.
CATHERINE BEALL

Institute of Actuaries of
Japan
The Institute of Actuaries of Japan (IAJ) was established on October 30, 1899.
Initially, the IAJ was operated only by members
who engaged in life insurance. In 1962, a Taxqualified Pension Scheme was introduced in Japan.
As the requirements to manage pension funds properly became high, the demand for actuaries in these
fields arose. In 1964, therefore, trust banks, which
deal with this pension scheme, became donation
members of the IAJ. Non-Life insurance (see Nonlife Insurance) companies and banks became donation members in 1970 and 1989 respectively. Thereafter, IT companies and consulting firms also joined
the Institute. Meanwhile, in order to raise its social
status and authority, the IAJ changed its constitution
from a voluntary body to a Public Interest Corporation in 1963. It also revised its constitution in
1989 to add professional responsibilities to its academic status. In 2000, the IAJ was recognized as a
designated corporation by the commissioner of the
Financial Services Agency. Thus, the legal foundation for the IAJ and Actuarial Standards of Practice
for Hoken-Keirinin (appointed actuary) prescribed in
the Insurance Business Law was established.
An official recognition of actuaries was formally
prescribed in the Insurance Business Law of 1940.
In its article 89, this law stated that ‘Life insurance
companies shall appoint appointed actuaries as set
forth in applicable orders, and these individuals will
be responsible for actuarial matters’.
In 1996, in order to respond to the changing
circumstances of the insurance industry, such as
the liberalization and internationalization of financial markets, significant revisions were made with the
objective of ensuring the soundness of the industry.
Changes closely related to actuaries and the IAJ are
as follows:
1. Improvements to the appointed actuary system:
Under this revision, not only life insurance companies
but also non-life insurers are obligated to appoint
appointed actuaries. The mandatory qualifications for
appointed actuaries are stipulated in the regulations.
For example, being a fellow member of the IAJ or an
associate member with a certain period of practical
experience is part of the qualifications.

2. Duties of appointed actuaries: The most important
duty of an appointed actuary is to preserve the soundness of accounting (especially actuarial valuations)
of insurance companies. Specific items concerning
actuarial matters, such as the methods of computing
insurance premiums, are stipulated in Articles 120
and 121 of the Law.
3. Other duties of appointed actuaries: Various other
duties of appointed actuaries are stipulated in Article
121 of the Law. For example, liability reserves must
be calculated on the basis of sound actuarial methods and the allocation of dividends must be fair and
equitable. These confirmations are to be submitted
to the board of directors in the form of a statement of opinion in accordance with the regulations
and the Actuarial Standards of Practice prepared by
the IAJ.
4. Introduction of provisions in regard to standard
liability reserves.
5. Introduction of provisions concerning policyholder
dividends. Fellow members of the IAJ are also
required to be involved in planning and administration of corporate pension plans.
Members have to pass qualifying examinations on
topics such as probability theory statistics, applied
mathematics, accounting, investment theory, and
related laws. After passing qualifying examinations,
members are required to improve their knowledge
and application skills through on-the-job training.
To cope with various demands from members, the
IAJ provides educational training opportunities. For
example, it publishes textbooks for qualifying examinations, organizes actuarial courses for candidates,
and conducts overseas seminars and regular seminars
by invited guest lecturers.
As of March 31, 2002, 7 honorary members, 985
fellows, 784 associates, and 1637 students were registered as individual members of the IAJ. With regard
to corporate members, 118 corporations have become
donation members so far. There are no differences in
rights and duties between membership statuses.
Steps to become a fellow member consist first of
becoming a student member after passing one or more
qualifying examinations. Then, the status of associate
member is reached after passing all six basic subjects.
To become a fellow member, all eight basic and
advanced subjects must be passed. Non-Japanese can
also qualify as members.
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Many IAJ activities are organized by its committees and research groups. Committees are classified
into the following five categories:
1.
2.
3.
4.
5.

investigation, study, and advisory
examination, education, and training
international
general affairs
planning.

Corresponding to the above five functions, there are
committees on (1) life, non-life, pension, IT, and
investment; (2) E&E-redesign planning, education,
examination, continuing education, papers, and
annual meeting; (3) international planning, ASEA
(Actuarial Seminar for East Asia) and academic
exchange (China & Japan); (4) budget, general
affairs, secretariat assistance; (5) planning.
In addition to the above committees, there are
11 research groups dealing with specific topics such
as ALM (Asset Liability Management), derivatives,
catastrophic risk, and so on. These committees and
research groups actively contribute to the development of the Institute.

The IAJ publishes a regular bulletin and extra
bulletins around 10 times a year. These bulletins
report activities of committees and research groups
and papers by members. The IAJ also publishes
its actuarial journal four times a year since 1990.
This journal reports IAJ activities and insurance and
pension topics.
Owing to deregulation in the financial sector,
many mergers, acquisitions, and restructurings of
business are taking place. Therefore, the role of actuaries as risk controllers in these operations is expected
to become important and the IAJ will have to assume
more important duties and responsibilities.

Contact
Telephone: 81-3-5548-6033
Fax: 81-3-5548-3233
E-mail: secretariat@actuaries.jp
Website: http://www.iaj-web.or.jp
AKIRA KURIYAMA

Institute of Actuaries
Introduction
The Institute of Actuaries was formed in London in
1848. Members can now be found in 57 countries
worldwide. The Royal Charter of Incorporation was
granted to the Institute in 1884. The Charter defines
the objects of the Institute as follows:
1. in the public interest to promote knowledge and
research in all matters relevant to actuarial science and its application;
2. to regulate the practice by its members of the
profession of actuary;
3. to promote, uphold, and develop the highest standards of professional education, training, knowledge, practice, and conduct amongst actuaries
and in pursuance of this object, to publish codes
of conduct and practice, and guidance notes of
all kinds;
4. to promote the status of the actuarial profession
and of those who are engaged in it in any
capacity;
5. to be a regulatory body for purposes of any legislation and when appropriate for such purposes,
to regulate or govern the carrying on of any
activity or type of business by, or any aspect
of the affairs of, actuaries, partnerships, or unincorporated associations of which actuaries are
members (whether with or without others), bodies corporate of which actuaries are members or
directors (whether with or without others) and for
purposes connected therewith; and
6. to do all such other things as may be considered
to be incidental or conducive to the above objects
or any of them.
Since 1887, the Institute has been housed in Staple Inn, apart from a break of 11 years following the
destruction of Staple Inn Hall by a flying bomb in
August 1944. A number of eminent men, many of
whom were Fellows of the Royal Society, played a
part in the early development of actuarial science,
but for a considerable period in the late nineteenth
and early twentieth centuries, actuarial talents were
almost wholly concentrated on the practical problems to which the expansion of life assurance was
giving rise. Life assurance is still a major sphere of

occupation of actuaries, but a growing number of
actuaries have become concerned with the application of statistical theory and actuarial methods to the
problems of general insurance. There has also been a
rapid increase in the number of actuaries in full-time
consulting practice, largely as the result of the great
extension of privately invested pension schemes.
Actuaries are also employed in government service,
both at home and abroad; in the United Kingdom,
they are mostly in the Government Actuary’s Department and the Financial Services Authority. Actuaries
can also be found in a variety of activities in industry
and commerce. Some occupy top management posts
as directors and chairmen of companies. The Stock
Exchange and other fields of investment activity are
areas in which actuarial expertise is used, particularly
in the rapid growth area of institutional investment.

The Council
The management and superintendence of the affairs
of the Institute are vested in a Council of thirty
Fellows; the exercise of the Council’s powers is
subject to the control of the General Meetings of
the Institute. Five members of the Council (chosen
by the Council) retire each year, and no retiring
member, unless he/she was co-opted to fill a vacancy,
is eligible for reelection for at least a year. Fellows
are entitled to nominate candidates for election to the
Council; each nomination must be signed by at least
two Fellows. The new members of the Council are
elected by a postal ballot of Fellows and Associates.
Much of the detailed work of the Council is dealt
with by Boards and Committees, which meet frequently for this purpose, and most of which are
organized jointly with the Faculty of Actuaries. In
1996, the Councils of the Faculty and Institute formed
the Faculty and Institute Management Committee
(FIMC), a joint decision-making body above the level
of the Boards with as much authority delegated to
it by the two Councils as could be achieved within
the present charters, rules, and byelaws. This enables
the Councils to concentrate on the strategic direction,
objectives and policies for the UK profession and to
support the Boards on day-to-day matters through the
FIMC.

Actuarial Legal Environment
The three main statutory roles to which actuaries can
be appointed in the United Kingdom are as follows:
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Certificate for Appointed Actuaries
Pursuant to Section 340 of the Financial Services and
Markets Act 2000, Councils require all Fellows of
the Faculty and the Institute who hold the position of
Appointed Actuary to possess a certificate issued by
the Faculty or the Institute.

Certificate for Scheme Actuaries
Pursuant to the Pensions Act 1995, Councils require
all Fellows of the Faculty and the Institute who
hold the position of Scheme Actuary to possess a
certificate issued by the Faculty or the Institute.

Certificate for Syndicate Actuaries
Pursuant to the Lloyd’s Valuation of Liabilities Rules,
Councils require all Fellows of the Faculty and the
Institute who hold the position of Syndicate Actuary
to a general insurance business syndicate to possess
a certificate issued by the Faculty or Institute.

Actuarial Education
Examinations
The examinations described below cover the full
range of study required up to Fellowship from 2005.
Intermediate qualifications are available for particular
combinations of subjects taken.
The Core Technical Stage is designed to give
students a solid grounding in the key actuarial techniques. There will be eight subjects: CT1 Financial
Mathematics; CT2 Finance and Financial Reporting;
CT3 Probability and Mathematical Statistics; CT4
Models; CT5 Contingencies; CT6 Statistical Methods; CT7 Economics; and CT8 Financial Economics.
In addition, a business awareness module must be
taken.
The principle of the Core Applications Stage is to
teach actuarial concepts across a range of application
areas. The main Core Applications Concepts subject
will be assessed by two papers covering assets in
one and liabilities and asset–liability management in
the other. The two papers will be added together to
form the subject CA1 Core Application Concepts. In
addition, there will be a Modelling course (CA2) with
the aim to ensure that a candidate has data analysis
skills and can communicate the results to a technical
audience. The third part of the assessment at the stage

is a paper in Communication (CA3). The aim of the
communications paper is to ensure that a candidate
can communicate with a non technical audience.
The Specialist Technical stage builds on the Core
Applications Stage but in individual specialisms with
choice introduced at this stage. The student will
choose from two subjects from the following: ST1
Health and Care Specialist Technical; ST2 Life Insurance Specialist Technical; ST3 General Insurance
Specialist Technical; ST4 Pensions and other Benefits Specialist Technical; ST5 Finance and Investment
Specialist Technical A; ST6 Finance and Specialist
Technical B.
For the final stage of the examinations, one specialist application subject is chosen from: SA1 Health
and Care specialist Applications; SA2 Life Insurance Specialist Applications; SA3 General Insurance
Specialist Applications; SA4 Pensions and other Benefits Specialist Applications; SA5 Finance Specialist Applications; Investment Specialist Applications.
Each subject will be offered within a UK context.
In addition, students working in the United Kingdom may have to take an additional regulatory paper
or papers. This requirement will be developed in
conjunction with the regulatory authority and the profession’s standards for actuarial practice. Students
are also required to maintain a logbook of work
undertaken and of courses attended as part of their
development of work-based skills. This will include
some technical actuarial skills as well as more general
business and management skills.
The examinations are administered jointly with the
Faculty of Actuaries.

Exemptions from Institute Examinations
Exemption from certain papers of the examinations
may be granted to graduates who have attained a
sufficiently high standard in appropriate papers of
certain degree examinations and to holders of certain statistical or actuarial qualifications. The following universities offer courses directly relevant
to the actuarial qualifications of the UK profession: Macquarie, Melbourne, New South Wales (Australia), Hong Kong (China), Cairo (Egypt), University College (Ireland), Haifa (Israel), Wellington
(New Zealand), Nan-Yang (Singapore), Cape Town,
Natal, Potchefstroom, Pretoria, Rand Afrikaans, Stellenbosch, Witwatersrand (South Africa), City, Kent,
Heriot-Watt, London School of Economics, Oxford,
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Southampton, Swansea, Warwick (UK), Bulawayo
(Zimbabwe).
In suitable cases, graduates may qualify for
exemption from some of the 100-series subjects.
There are also courses at City University, the
University of Cape Town, and the University of
Witwatersrand that can lead to exemption from some
of the 300-series subjects. A course at the University
of Cape Town can lead to exemption from Subject
201. Exemption and mutual recognition agreements
with other professional bodies are also in place.

Tuition
Tuition for the examinations is provided through
the Actuarial Education Company (ActEd). A complete tuition course is available for each subject in
the examinations and this course can, if desired, be
conducted entirely by correspondence. Tutorials and
revision courses are held in the United Kingdom and
some overseas centers.

Classes of Member
Student: Applicants for the class of Student must
satisfy academic entry standards. Students may attend
the General Meetings of the Institute, but they may
not vote; at an Annual or a Special General Meeting
they may not take part in the discussion unless invited
to do so by the Chairman.
Associate: An applicant for Associateship of the Institute of Actuaries must have passed or have been
exempted from all the subjects of the examinations, except the final Fellowship subjects, must have
attended a Professionalism Course, and have had one
year’s work experience. A diploma of Associateship
is issued to those Associates who meet these requirements and Associates may use the initials AIA.
Fellow : An applicant for Fellowship of the Institute of Actuaries must have passed or have been
exempted from all the subjects of the examinations,
have had three years’ experience of practical actuarial work, and must have attained the age of 23 years.
For persons admitted as members before 9 June
1975, Fellowship will be awarded on completion of
the examinations. Council may, however, in certain
circumstances, dispense with the examination qualification in the case of a person whose experience in
matters relative to the profession of actuary is such as
to render him worthy of election as a Fellow. Council
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shall also admit as a Fellow, an actuary fully qualified
in another country of the European Union, subject to
satisfactory completion of all requirements properly
imposed by Council, which are consistent with the
objectives of the EC Directive No. 89/48/EEC and the
European Communities (Recognition of Professional
Qualifications) Regulations 1991. Council may admit
as a Fellow, a Fellow of the Institute of Actuaries of
Australia, the Society of Actuaries or the Canadian
Institute of Actuaries who meets the appropriate criteria specified by Council. A diploma of Fellowship
is issued on completion of the requirements above
and a Fellow may use the initials FIA.
Honorary Fellow : Council may recommend for election as an Honorary Fellow, a person who, on account
either of his position or of his eminence in science and his experience in matters relative to the
profession of Actuary, appears to be able to render
assistance in promoting the objects of the Institute,
and who is not professionally engaged in practice
as an actuary. This also includes practicing actuaries who are fully qualified in other jurisdictions. The
recommendation is then published and balloted on
at an Ordinary General Meeting. Honorary Fellows
may attend Ordinary General Meetings and take part
in the discussion of the papers read thereat; they are,
however, not entitled to vote. Honorary Fellows may
use the initials Hon FIA.
Affiliate: Affiliates have the same rights and privileges as Honorary Fellows, except that an annual
subscription is payable and they are not entitled to use
designatory letters. Individuals who wish to become
Affiliates will need to complete an application form
that will be put to Council for approval.

Analysis of Membership of the Institute of
Actuaries
Class of member
Fellow
Associate
Affiliate
Student

31 December 2002
Males
Females
5080
830
428
29
331
87
4291
1941
10 130

2887

General Meetings
Ordinary General Meetings of the Institute are normally held on the fourth Monday of each month

4

Institute of Actuaries

from October to April, except December. Ordinary
General Meetings may also be held in conjunction
with local actuarial societies. Apart from any special
business, such as the election of Honorary Fellows,
these meetings are usually occupied with the discussion of papers on aspects of actuarial science and
kindred matters. The paper for discussion is posted
on the profession’s website in advance of the meeting. Hard copies are available on request from the
Institute’s offices at Napier House. Members of other
actuarial societies are welcome at Ordinary General Meetings. Visitors may also be introduced by
members of the Institute; such visitors, and the introducer, are required to sign the book provided for the
purpose. Visitors are permitted to take part in the discussions on the invitation of the Chairman. Questions
as to the direction and management of the Institute’s
affairs cannot be discussed at an Ordinary General
Meeting unless they arise out of the confirmation
of the minutes of the Annual or a Special General
Meeting.
The Annual General Meeting is normally held at
the end of June or the beginning of July. At this
meeting, Council’s report on the affairs and financial
position of the Institute is received. Auditors are also
appointed, and a new President inducted. Questions
relating to the direction and management of the
Institute’s affairs may be considered at an Annual
General Meeting, provided that 28 days’ notice is
given by the Council, which is bound to give such
notice upon receiving, at least 42 days before the
meeting, a requisition signed by at least ten Fellows
or Associates. A Special General Meeting may be
called by Council at any time and it must be called by
Council on receipt of a requisition signed by at least
ten Fellows or Associates. Twenty-one days’ notice
must be given by Council of any Special General
Meeting, and no business, save that named in the
notice, may be transacted at the meeting. No business
can be transacted unless at least 30 members are
present. The Institute’s byelaws can be amended only
at a Special General Meeting.

The British Actuarial Journal
The British Actuarial Journal (BAJ), a joint publication of the Faculty of Actuaries and the Institute
of Actuaries, was first published in 1995. Individuals can subscribe to the BAJ by contacting the
Membership Department of the Institute of Actuaries
(membership@actuaries.org.uk).
Prior to the introduction of the BAJ in 1995, the
Institute of Actuaries had published the Journal of the
Institute of Actuaries, since 1848.

Contact Details
The Institute of Actuaries can be contacted at:
Staple Inn Hall
High Holborn
London WC1V 7QJ
Telephone: 0044 (0)20 7632 2100
Fax: 0044 (0)20 7632 2111
E-mail: institute@actuaries.org.uk
Website: www.actuaries.org.uk
Education, Careers and Library are managed from:
Napier House
4 Worcester Street
Oxford OX1 2AW
Phone: 0044 (0)1865 268200
Fax: 0044 (0)1865 268211
E-mail: institute@actuaries.org.uk
Website: www.actuaries.org.uk

(See also British Actuarial Journal)
THE UNITED KINGDOM ACTUARIAL
PROFESSION’S INTERNATIONAL COMMITTEE

Insurance Company
An insurance company is an organization that is
licensed by the government to act as an insurer, to be
party to an insurance contract that promises to pay
losses or render services.

History
Insurance companies and the types of coverage
offered, as we know them today, originated in England in the seventeenth century. The most notable
insurance company is Lloyd’s of London, currently
the world’s second largest commercial insurer, which
started in Lloyd’s coffee shop where merchants and
shipowners gathered to underwrite specific types of
risks and establish a set of rules for payment.
Further development of insurance companies has
been a result of market initiatives and requirements
by law. To protect against large losses, in the nineteenth century, governments began to require that
companies purchase insurance and retain adequate
reserves (see Reserving in Non-life Insurance) for
risks such as fire, workers compensation, public liability, and later automobile (see Automobile
Insurance, Private; Automobile Insurance, Commercial).

Types of Insurance Organizations
Insurance companies can be broadly divided into two
groups: life insurers and general insurers.
Life insurance was originally designed to provide
protection for the family of a deceased policyholder,
but has now evolved to include a variety of
policy designs and benefits. Traditional policies
would require the policyholder to make regular
premium payments and would provide for payment
of a predetermined sum if the policyholder died
during the specified term of the policy. Recently,
policies have evolved such that premiums are now
invested in an investment portfolio/account with the
policyholder receiving the accumulated funds plus
any investment income earned at the cessation of
the policy (see Unit-linked Business). Life insurers
also began to offer annuity products, which allowed
for the payment of a fixed yearly income after the
policyholder reached a predetermined age. Recently,

insurers have also allowed for early benefit payments
to patients with terminal illnesses.
General insurance (see Non-life Insurance)
allows for the coverage of non-life related
risks. This might include products that provide
coverage for home and contents (see Homeowners
Insurance), vehicles, and factories against theft
or damage. Companies also developed catastrophe
insurance allowing coverage against damage due
to the elements, such as tornado, cyclone, hail,
or flood damage. Other large fields in which
general insurance companies are involved include
public and professional liability insurance, marine
insurance, and credit insurance. Almost every type
of foreseeable risk can now be insured through
insurers that use specialized underwriting techniques
to evaluate the risks involved.
Insurance companies differ not only with the
type of coverage offered but also with the type
of organizational structure based on differing goals
and objectives.
Stock insurance companies operate for profit, selling stock of ownership to shareholders who provide
the capital. This type of insurance company represents the largest proportion of organizational structures. Mutual insurance companies (see Mutuals)
are owned by the policyholders and are designed,
not for profit, but for risk sharing. Any earnings are
redistributed to the policyholders. In recent times,
many mutual insurance companies have undergone
demutualization, and have been reorganized as stock
companies to have easier access to capital and to
put themselves in an ‘improved’ competitive position.
There are many other types of organizational structures that fill a smaller part of the market, but generally satisfy specific needs in various industries, such
as cooperations, fraternal orders, and reciprocals.

Underwriting/Rate making
The insurance industry is competitive and the insured
may choose a company based on its financial stability,
policy premiums, and details of coverage. To remain
competitive, insurance companies must be selective
in deciding the underwriting process and what risks
to take on, and in order to have sufficient reserves
to cover potential losses (see Reserving in Non-life
Insurance), a premium should be charged that provides adequate coverage at a competitive price (see
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Premium Principles; Ratemaking; Risk Classification, Pricing Aspects; Risk Classification, Practical
Aspects).

Environment
Most insurers operate in an environment of intense
government regulation. Insurance and superannuation
comprise an essential part of most governments’ public savings policies and help contribute to the overall
stability of the financial system. The activities of
insurance companies are therefore severely limited by
complex and comprehensive government legislation.
The regulations generally aim to promote solvency,
protect policyholder interests, and ensure consistency
in financial reporting.
Other limitations might include restrictions on the
types and amount of securities that may be purchased, as well as ensuring the provision of minimum
capital adequacy reserves held in low-risk assets.
Government and nongovernment bodies usually work

together to establish prescribed processes and methods to be used in the valuation of an insurance
company’s liabilities and assets.
Insurers may sometimes receive differential tax
treatment to help the government achieve its longterm economic objectives. In particular, superannuation (see Pensions: Finance, Risk and Accounting)/pension products tend to receive favorable tax
treatment due to their importance in increasing public savings and reducing pressure on social welfare
systems (see Social Security).
In recent years, insurers have faced increasing
competition from other financial institutions that have
begun to offer insurance type products. In particular, banks have shown an increasing interest in the
insurance market and have aimed to build on existing customer bases by offering more comprehensive
packages designed to meet the full spectrum of customers’ financial needs.
AMANDA AITKEN & BRETT COHEN

Insurance: Mathematics
and Economics
The journal Insurance: Mathematics and Economics
(IME) was created in 1982 as an insurance and actuarial journal published by Elsevier under the NorthHolland Publishing Company imprint. It was founded
by Goovaerts, together with Haezendonck and De
Vijlder, all from Belgium. The main difference with
other journals on related topics was the total independence of the journal from the actuarial societies who
were and still are publishing journals. It was one of
the first journals on insurance mathematics and economics published on a commercial basis with special
emphasis on the peer review refereeing process. In
the first ten years, the frequency of appearance was
one volume of four issues each year. After 1992,
the frequency was raised to two volumes and six
issues per year, partly because from then on, the
journal, Insurance, Abstracts and Reviews, published
by the former Nationale-Nederlanden (now ING) by
De Wit and Kuys, was incorporated into Insurance:
Mathematics and Economics. In 1997, Kaas started
the series of annual IME conferences. The first one
was in Amsterdam; after that, Lausanne, London,
Barcelona, Penn State, Lisbon and Lyon have hosted
these conferences. As a consequence, the influx of
suitable papers was stimulated. In the first 2 decades
of the existence of the journal, 30 volumes, consisting
of 100 issues with an average of 95.08 pages were
published. In the period 1982–2000, published papers
originated from the following countries: Belgium and
The Netherlands (287), rest of Europe (211), United
States of America and Canada (262), Australia (32),
and Israel (27).

Insurance: Mathematics and Economics is an
international journal that aims to strengthen the communication between individuals and groups who produce and apply research results in insurance mathematics, thus helping to correct the fragmentation in
the field. The journal feels a particular obligation to
facilitate closer cooperation between those who carry
out research in insurance mathematics and insurance
economics (whether actuaries or nonactuaries) and
practicing actuaries who are interested in the implementation of the results. To this purpose, Insurance:
Mathematics and Economics publishes high quality
papers of international interest, concerned with either
the theory of insurance and financial mathematics or
the inventive application of it, including empirical
or experimental results. Papers that combine several
of these aspects are particularly considered, as are
survey papers of a pedagogical nature. The subject
matter of the journal includes the theory, models, and
computational methods of life insurance (including
pension systems, social insurance (see Social Security), and health insurance), of non-life insurance,
and of reinsurance and other risk-sharing arrangements. It also includes, under the heading insurance economics, innovative insurance applications
of results from other fields, such as probability and
statistics, computer science and numerical analysis,
economics, mathematical finance and physics, operations research and management science, and risk
management.
In 2002, the editors of the journal were Gerber,
Goovaerts, and Shiu. The managing editor was Kaas
(since 1992; University of Amsterdam), the proceedings editor was Denuit. The board of associate editors
consists of 23 members.
MARC J. GOOVAERTS

International Association
for the Study of Insurance
Economics – ‘The Geneva
Association’
Historic Developments of the Geneva
Association
The International Association for the Study of Insurance Economics, also known by its short name ‘The
Geneva Association’ was established in 1973 for promoting economic research in the sector of risk and
insurance.
The Geneva Association was founded under the
initiative of a committee, which met for the first
time in Paris on September 22, 1971. This founding
committee was constituted by the following people:
Mr. Emil Frey, General Manager, Mannheimer
Versicherung (Mannheim); Mr. Georges Martin,
President, Royale Belge (Brussels); Mr. Ernst Meyer,
General Manager, Allianz (Munich); Mr. Fabio
Padoa, Administrateur Délégué, Generali (Trieste),
and Mr. Bernard Pagezy, President, Paternelle
(Paris).
The Constitutive Assembly of the Geneva Association took place in Paris on February 27, 1973,
at the headquarters of La Paternelle (today part of
the AXA group). The following companies were represented either by their president or by their chief
executive officer: Allianz, Münchener Rück, Aachener & Münchener, and Victoria for Germany; Commercial Union, Royal and Mercantile & General for
the United Kingdom; Erste Allgemeine for Austria;
Royale Belge for Belgium; UAP, AGF, Paternelle,
Préservatrice and SAFR for France; Generali, RAS,
Reale Mutua, INA and Fondiaria for Italy; Nationale
Nederlanden for the Netherlands, and the Swiss Re
for Switzerland.

importance of worldwide insurance activities in all
sectors of the economy. We try to identify fundamental trends and strategic issues in which insurance plays a substantial role or which influence the
insurance sector. In parallel, we develop and encourage various initiatives concerning the evolution – in
economic and cultural terms – of risk management
and the notion of uncertainty in the modern economy. All those activities are pursued by means of
research, publications, and organizations of international colloquia.
The Geneva Association also acts as a forum for
its members, providing a worldwide unique platform for the top insurance CEOs. We organize the
framework for our members in order that they may
exchange ideas and discuss key strategic issues, especially at the General Assembly where once per year
over 50 of the top insurance CEOs gather. The
Geneva Association serves as a catalyst for progress
in this unprecedented period of fundamental change
in the insurance industry and its growing importance
for the further development of the modern economy.
It is a nonprofit organization.

Members of the Geneva Association
At the outset, the Geneva Association had 20 members in 8 European countries. As of February 2002,
it has 78 members in all 5 continents, including 15
countries in Europe, 4 in North and South America,
1 in Asia, 1 in Oceania, and 1 in Africa. Its members are the chief executive officers of most of the
leading insurance companies in the world, although
they are members in a personal capacity. The General
Assembly decided in 1993 that the maximum number
of members would be limited to 80.
Applications of new members shall be examined
by the board of directors at the proposal of the president and, if recommended, will be submitted to the
General Assembly for approval by a majority vote.

Meetings of the Geneva Association
The Activities of the Geneva Association
The Geneva Association is a unique world organization formed by chief executive officers from the most
important insurance companies in the world (Europe,
North and South America, Asia, Africa, and Australia). Our main goal is to research the growing

As said earlier, in order to pursue its goals the Geneva
Association organizes or co-organizes a large number
of meetings, conferences, and lectures. We hereafter
list the main ones.
The most important meeting of the Geneva Association is its General Assembly that takes place every
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year. It has always represented the highest and the
most selected concentration of CEOs from the insurance industries in the world for such a single event.
At these occasions, key economic issues are presented
and discussed with world-known personalities and
key indications and recommendations are provided
for the activity of the Geneva Association.
Since 1973, the Association has been organizing an annual seminar for The European Group of
Risk and Insurance Economists, in order to stimulate
research and teaching in areas linked to economics
and insurance.
Each year, since 1977, an Annual Lecture is given
by an economist of repute, dealing with a subject of
theoretical importance on the problems of risk and
insurance.
In 1988, the Geneva Association inaugurated the
‘Geneva Lectures’ series: Every year the members of
the Geneva Association and chief executive officers
are given the opportunity to present, through this
initiative, their point of view on the key issues on
the future of insurance.
In 1999, the Geneva Association launched the
first meeting of the Amsterdam Circle of Chief
Economists that is now renewed every year. The
objective of the conference series is to provide a platform for a homogeneous group of chief economists
and strategists in insurance companies so they can
exchange their ideas and visions.
Finally, the Geneva Association organizes various
conferences linked to its research programs. Generally, the topics that are dealt with are related to social
security issues, the management of risk in engineering, health and aging, or service economics.

The Geneva Papers and the Publications
of the Geneva Association
The Geneva Association publishes and edits
numerous publications. The leading one is the now
renowned Geneva Papers.
The Geneva Papers on Risk and Insurance were
founded in January 1976, following a suggestion by
the first president of the Geneva Association, Raymond Barre. As stated by Raymond Barre, the goals
of The Geneva Papers were firstly, to become the
voice of Insurance at the highest world level to help
elaborate and confront key strategic views of the
sector; and secondly, to stimulate a constructive dialogue between insurance and its social and economic

partners. In 1990, with the development of more
theoretical studies on risk and insurance, The Geneva
Papers were split into two series: The Geneva Papers
on Risk and Insurance – Issues and Practices, and the
Geneva Papers on Risk and Insurance Theory.
The Geneva Papers on Risk and Insurance – Issues
and Practices rely essentially on in-depth professional business analysis and aim at bridging the
gap between academics and practitioners working in
insurance. This quarterly journal, published by Blackwell Publishers in London, is diffused in 2000 copies
worldwide and is now available on-line.
The Geneva Papers on Risk and Insurance Theory are exclusively devoted to academic-university
scholars in economics. They are published twice a
year by Kluwer Academic Publishers in Boston and
distributed in 800 copies.
The Geneva Association also publishes numerous other publications. These include The Geneva
Association Information Newsletters, published biannually, which present topics that relate to the stateof-the-art of the Association’s different research programs, and the working papers, Etudes & Dossiers,
which present, in full, preliminary and completed
research work financed by the Association. Finally,
various books and published studies have benefited
from the support of the Geneva Association.

Initiatives Promoting the Academic
Development of Risk and Insurance
Economics
The Geneva Association has been developing initiatives, promoting the academic development of risk
and insurance economics.
Since 1976, the Geneva Association has been publishing the results of a study on the teaching of risk
and insurance economics in European universities. In
1987, it was updated. In 1992, a first survey of teaching and research insurance in Eastern Europe was
published. Finally, a data bank has been developed at
the City University Business School, in London, on
the teaching of risk and insurance economics with the
help of the Geneva Association, which is constantly
updated.
Since the foundation of the Geneva Association,
one or two grants per year have been provided to
students preparing theses on the theory of risk and
insurance; the Ernst Meyer Prize is also awarded,

International Association for the Study of Insurance Economics – ‘The Geneva Association’
in recognition of a higher degree thesis on risk and
insurance; a grant is also awarded every year to
enable the publication of a deserving thesis.
For more information, contact the Geneva Association, Route de Malagnou, 53, CH-1208 Geneva; Tel.
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+41-22-707 66 00, Fax +41-22-736 75 36; secretariat@genevaassociation.org;
http://www.geneva
association.org.
CHRISTOPHE COURBAGE

International Association
of Consulting Actuaries
The International Association of Consulting Actuaries (IACA) is, as the name indicates, an organization
focused on actuarial issues of concern to consulting
actuaries. IACA became a section of the International Actuarial Association (IAA) in 1998.
When IACA was started in the 1960s, the impact
of globalization was just being felt. Part of IACA’s
purpose was to provide a forum where consulting actuaries from many countries could become
acquainted in order to develop relationships with
actuaries from other areas of the world to serve clients
with multinational interests better.
Max Lander and Geoffrey Heywood provided the
initial stimulus for IACA. These two extraordinary
actuaries were joined by a small group of other consulting actuaries to form the first IACA Committee.
IACA meetings began in 1968 in Munich, Germany,
and have taken place every even numbered year
thereafter. Sites for IACA meetings have included
Europe, North America, Africa, as well as in Australia and New Zealand.
Current membership in IACA is nearly 1400. The
largest contingent of members is from the United
States followed by actuaries from the United Kingdom, South Africa, and Canada. IACA’s membership includes representatives from over 30 countries
and the number of nations with IACA members is
expected to grow particularly as consulting actuaries
become more numerous in parts of the world where
the actuarial profession is in its infancy.
Originally the predominant professional specialty
of IACA membership was providing retirement
related actuarial services. However, IACA’s membership now consists of consulting actuaries whose

primary areas of interests include life insurance,
property and casualty insurance (see Non-life Insurance), health services, investment management, and
many other new areas of actuarial science.
IACA’s future role is to focus on representing the
interests of consulting actuaries in international actuarial forums. The IACA will particularly concentrate
on those issues that affect the ability of consulting actuaries to provide services in an increasingly
complex and global economy. It will address issues
ranging from professional integrity and liability to
how to manage a successful consulting practice.
One of IACA’s goals is to have more involvement
with national organizations of consulting actuaries.
For example, IACA hopes to forge a closer relationship with the Conference of Consulting Actuaries in
the United States including the holding of cooperative
meetings.
Through its biannual meetings IACA will continue
to provide a place where consulting actuaries from
around the world can meet and become acquainted
with each other, as there is no substitute for personal
relationships.
IACA’s importance is expanding because of the
rapidly growing proportion of consulting actuaries
who act as consultants as compared with those
working as employees of corporations or governments. IACA’s future challenges include becoming
effectively integrated into the IAA, meeting the needs
of all consulting firms regardless of size, and becoming a forum where actuaries with new specialties and
disciplines can be active.
Membership in IACA is open to any actuary who
has an interest in consulting and is a member of IAA.
A membership application can be obtained from the
IACA website (www.iacactuaries.org) or through the
IAA website (www.actuaries.org).
JAY JAFFE

Israel Association of
Actuaries
History
The first actuaries arrived in Palestine in the 1920s
before the creation of the State of Israel, during the
period of the British mandate, as part of the early
waves of immigration of the Zionist movement. In
the 1920s and 1930s, local insurance companies and
branches of foreign companies started operations,
and the immigrant actuaries were absorbed in the
emerging insurance industry.
Most of these immigrant actuaries were of German
or Austrian origin, mainly experts in mathematics or
physics, who subsequently became actuaries. Professor Shimon Breuer, a mathematician who immigrated
in 1933, is generally considered the father of the
actuarial profession in Israel. He was the actuary of
Migdal Insurance Company, the first Commissioner
of Insurance of the State of Israel, and afterwards the
first actuary of the National Insurance Institute. The
first to arrive in Palestine with a professional actuarial
diploma was Dr. Yehuda Gruengard. He became the
managing director of Migdal Insurance Company.
The Israel Association of Actuaries was established in 1946 by nine members. It was legally
registered in 1952. When Israel became a state in
1948, there were only 10 actuaries in the country.
The Israel Association of Actuaries began to
expand its membership in the 1950s. A number of
actuaries came to Israel from Europe after the end
of World War II and acquired experience in Israeli
insurance companies and other financial institutions
that were in need of actuaries.
From the 1950s until today, the actuarial community has grown considerably. Israeli actuaries are
active in international actuarial bodies. They participate in congresses, present papers, publish articles,
and contribute their share to the corpus of actuarial
knowledge. Israel has been host to overseas actuaries
and actuarial conferences.

Education
The first actuarial training course in Israel was held
in 1965–1967 at the Hebrew University in Jerusalem.
Graduates of the course, about 15 in number, are

active in the insurance world and the actuarial profession to this day. In 1977, a second course of actuarial
studies was started, this time by Tel-Aviv University.
Some of the lecturers were graduates of the previous
course at the Hebrew University. Again most of the
22 graduates are active in the field. In 1989, Haifa
University set up a course in actuarial studies and
a few years later the Israel Association of Actuaries
conducted a course to enhance the practical knowledge of graduates of the academic courses in Israel
and abroad and examined them for fellowship.

Membership
The Association currently has approximately 160
members, 90 fellows, 25 associates and 45 students.
Most are employed by insurance companies and
pension funds; others operate private consulting services and are representatives of overseas insurance
and reinsurance companies.
There are four types of members in the
Association. They are fellows with the FIAA (Fellow
of the Israel Association of Actuaries), associates,
students, and academic members. Academic membership is a new category of membership, which
recognizes Israeli academics who contribute to actuarial theory and study. Only fellows have the right to
vote in elections and at meetings.
In the past, Associate status was attained by
receiving a diploma of Actuarial Techniques from the
Institute of Actuaries. Courses and tests were given
by Haifa University and were reviewed by Professor
Steven Haberman to determine acceptability to the
Institute standards. Starting from 2001, Haifa University is fully responsible for administering these
tests, which are equivalent to the 100 series tests of
the Institute. Currently, the Department of Statistics,
under the chairmanship of Professor Udi Makov is
responsible for these tests. The Association reviews
the syllabus on a periodic basis to determine the level
of the courses and examinations.
In order to attain fellowship, Associate members have to fulfill an experience requirement, and
must also pass additional tests given by the Association. These tests follow the advanced syllabus of
the Institute of Actuaries in general insurance (see
Non-life Insurance), life insurance, and pensions
and investments.
Fellowship is granted to full Fellows of the IAA
member organizations, subject to the candidate’s
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attaining of one year of work experience in Israel.
Many of our members came to Israel from other
countries, chiefly the United Kingdom and the United
States. There are 14 Fellows of the Institute of Actuaries and 5 Fellows of the Society of Actuaries who
are fellows in Israel Association of Actuaries.

the proposed law. Committees have been established
to propose to the Commissioner’s office, regulations
regarding the law.

Meetings
Legal Recognition
Currently, the actuarial profession is not formally recognized or defined under Israeli law. However, in
2002, the Insurance Commissioner proposed a law
that would establish criteria for the formal recognition
of actuaries and grant them considerable responsibilities in determining the solvency of insurance companies and pension plans. The Association is working
with the Insurance Commissioner’s office regarding

The Association meets about five times annually.
Both local and international speakers discuss topics of actuarial interest in Israel and the world.
Biannually, the Association’s members gather for a
gala dinner.
Contact information for the Association and for
its officers can be found on its web page at www.
actuaries.org.il
ALAN DUBIN

Istituto Italiano degli
Attuari
The Italian Institute of Actuaries (IIA) was founded in
1929, created by the Royal Decree n. 1847 of October
10, 1929. The Institute continued the activities of the
‘Associazione Italiana per lo sviluppo della Scienza
degli Attuari’ (Italian Association for the development of the Actuarial Science) founded in 1897.
The object of the Institute, the rules for membership and for governing are set up in the byelaws
approved by the Royal Decree and amended in 1959
and 2001.
The IIA became in 1930, the ‘Membre donateur’
of the Permanent Committee of the Actuarial Associations and since then of the International Actuarial
Association (IAA); it has actively participated in the
activities of IAA and its sections ASTIN, AFIR, and
now IAAHS.
In 1934, the tenth International Congress of Actuaries was held in Rome. The IAA organized three
ASTIN colloquia: in Trieste (1963), in Taormina
(1978) and in Porto Cervo (2000). It also organized
the third AFIR colloquium in Rome (1993). The
IIA has published the colloquia proceedings, and
on the occasion of the AFIR colloquium, the textbook ‘Financial Risk in Insurance’ (Springer-Verlag,
Heidelberg).
Since the first volumes of the Giornale dell’Istituto
Italiano degli Attuari (GIIA), papers of several distinguished foreign colleagues have been published.
Many foreign colleagues have been invited to give
lectures to the Institute members during general
meetings.
The IIA contributed extensively to the activities of
the Groupe Consultatif Actuariel Européen. Professor B. De Mori, at that time, President of IIA, was
one of the promoters and one of the six founder members of the Groupe. Several key elements helped the
involvement of the IIA members in the activities of
the Groupe: the common roots of culture and education, the common technical language, the European
directives, the high level of coordination among the
supervisory authorities, and the challenge to develop
the profession at a European dimension. The IIA has
supported the Groupe initiatives, such as the annual
colloquium, the summer school, and participated,

through its representatives, in the activities and committees of the Groupe.
To be a fully qualified actuary, it is necessary, inter
alia, to hold a degree in Statistical and Actuarial Science and to have passed the state examination. For
functions specifically entrusted to the actuarial profession by Italian law, (such as Designated Actuary
for Life business and, recently, Designated Actuary
for Motor Car Liabilities), practicing actuaries must
be registered on the roll of Actuaries set up under the
provision of Law n. 194, 9.02.1942 (Legal Regulations of the Actuarial Profession).
The training of actuaries is entrusted to universities. The degree in actuarial sciences may be achieved
at several universities in Italy: Rome, Trieste, Firenze,
Milano, Benevento, and Cosenza.
Before the reform of academic studies in Italy,
education lasted four years. Then the graduates were
admitted to take the state qualifying examination for
practice of the profession.
The recent Italian university reform (D.M. 509/99)
is transforming the teaching system in a rather radical way: the redesign of the cycles into the so-called
3 + 2 schedule introduces a three-year cycle (degree
course in actuarial science), followed by a specialized two-year cycle (specialized degree in actuarial science).
The graduates of the first level will be admitted
to take the State examination and be qualified as
‘junior actuaries’. The graduates of the second level
can qualify as ‘senior actuaries’.
The classes of members are (art. 2–art. 7 ByeLaw):
(a) Soci Effettivi (Fellows) (in December 2002
there were 230 Fellows)
(b) Soci Aspiranti (Aspirants for Fellows) (8)
(c) Soci Aderenti (Affiliates) (70)
(d) Soci Enti (Corporate and University body members) (58)
(e) Soci Corrispondenti (Correspondents) (10)
(f) Soci Onorari (Honorary Members).
(g) Studenti (Students).
(a) To be admitted as a Fellow, a person must either
– be an aspirant member who has passed the
State examination to practice the profession
of actuary; or
– be a fully qualified aspirant member who
has attained the age of 30 years; or
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–

(b)

(c)

(e)

have the legal requirements for registration
in the roll of the Actuaries; or
– be a full member of other EU Associations
in the Groupe Consultatif; or
– be a full member of other associations,
members of IAA.
In the class of Aspirants for Fellow, may
be admitted
– fully qualified actuaries who have not attained the age of 30 years;
– graduates in actuarial science.
The Council may admit as an affiliate member,
a person, on account either of his position or of
his eminence in science, and of his experience
in matters related to the actuarial sector.
The Council may elect as correspondent member, a non-Italian scholar eminent in his profession or in actuarial science.

The IIA has the object of promoting knowledge
and research in all matters relevant to actuarial science and its application. To this end,
(a)

(b)

(c)

(d)

Ordinary general meetings are normally held
each month from October to June–July. Both
Italian and foreign colleagues are invited to hold
lectures on aspects of actuarial science. Occasionally, other professionals such as economists,
statisticians, and lawyers are invited.
A general meeting is held at least once a year.
At this meeting, the Council’s report on the
financial position of IIA is received as well as
a report on the activities. The members have to
approve the Council’s proposals on the changes
in the byelaws, changes of the dues, and other
questions relating to the management of the IIA.
The IIA keeps an actuarial library with a historical collection, and prints the Giornale of
the IIA.
The IIA organizes, through a separate corporate body in which it has a share of 50%, oneor two-day Continuing Professional Development seminars.

(e) The IIA organizes, normally every five years,
a National Congress of Science and Insurance
Technique. The IIA, jointly with the Ordine
Nazionale degli Attuari, organizes the National
Congress of Actuaries.
(f) The IIA representatives participate in national
and international committees where actuarial
matters are discussed.
(g) The IIA maintains an active relationship with
the IAA, its Sections, and other Actuarial Associations.
The publication of the Giornale dell’Istituto Italiano degli Attuari is one of the main activities of
the IIA. The first volume was published in 1930;
subsequent issues have been printed once or twice
a year, with the exception of some years during the Second World War. The Council nominates the editor, the assistant editor, and the members of the editorial committee. Papers on subjects of theoretical or practical interest to actuaries, submitted by Italian and foreign colleagues,
are printed, subject to the approval of the Editorial Board which may ask for the opinion of
external referees. An index of all papers was published in 2000. In the past, the papers were written
mainly in Italian; from 2004 onwards, all papers had
to be written in English. Information on subscription is available on the IIA website, www.italianactuaries.org.
The IIA has premises in Via del Corea 3, 00186
Roma, Tel 063226051 or 063227138, fax 063226056,
e-mail iia@italian-actuaries.org.

Contact person
For general affairs: the President or the General
Secretary.
For GIIA: the Editor.
CARLA ANGELA MORMINO

Journal of Actuarial
Practice
The Journal of Actuarial Practice (JoAP) was created
in 1993 as an actuarial science journal published by
Absalom Press, Inc. It was founded by Colin M. Ramsay of the University of Nebraska as an international
refereed journal with a mission to promote actuarial
research in areas of interest to practicing actuaries.
It was then, and still remains, one of the few actuarial journals that is not connected to an actuarial
society. Each annual volume of the JoAP consists of
approximately pages.
The aim of the JoAP is to publish articles pertaining to the ‘art’ and the ‘science’ involved in
contemporary actuarial practice. The JoAP welcomes
articles providing new ideas, strategies, or techniques
(or articles improving existing ones) that can be used
by practicing actuaries. One of the goals of the JoAP
is to improve communication between the practicing and academic actuarial communities. In addition,

the JoAP provides a forum for the presentation and
discussion of ideas, issues (controversial or otherwise), and methods of interest to actuaries.
The JoAP publishes different types of papers
including technical papers, commentaries, discussions, and book reviews. As the JoAP is not intended
to be an academic or a theoretical journal, the technical papers it publishes are neither abstract nor esoteric; rather, they tend to be practical, readable, and
accessible to the typical practicing actuary. Papers
may be on any subject related to actuarial science
or insurance, provided the authors demonstrate a
practical application that may be of interest to actuaries. Papers do not have to contain original ideas;
however, preference is given to practical or pedagogical papers that explain some aspect of current
actuarial practice. As an international journal, JoAP
welcomes papers pertaining to actuarial practice outside North America.
The Editorial Board of the JoAP consisted of
Colin M. Ramsay, Editor, and 26 Associate Editors.
COLIN M. RAMSAY

Latvian Actuarial
Association
The Latvian Actuarial Association, a nongovernmental organization, was founded on September 3, 1997.
To follow the statutes of organization, the main tasks
of the association are
1. to encourage the development of actuarial science practice and education in Latvia,
2. to encourage continuing professional education
of actuaries,
3. to encourage and support research in the field of
actuarial science,
4. to elaborate and to maintain a professional code
of ethics for actuaries and to ensure the fulfilment
of its norms,
5. to be aware of, represent, and protect, the professional interests of actuaries, to get involved and
to operate in the field of actuarial science in the
world and to represent the interest of the Latvian
actuaries abroad.

The highest decision-making body of association
is the General Meeting. The General Meeting elects
the Board consisting of seven members for three
years. The Board elects the chairperson among its
members for the term the Board. The Board is the
executive and acting institution of the Association.
According to the statutes, there are three kinds of
memberships in the association: Fellow of the Association of Actuaries, Associate of the Association
of Actuaries, and Candidate of the Associate of the
Association of Actuaries. In 2002, the association had
21 members with 6 candidates.
On May 26, 1999, the General Meeting accepted
the Code of Ethics, decided to apply for observer
membership status in Groupe Consultatif and membership in IAA and elected committees to develop
standards of practice, qualification standards and disciplinary procedures. In 1999, the Association was
admitted as an observer member in the Groupe Consultatif and in 2003 Association became full member
of IAA.
GAIDA PETTERE
Chairman of IAA

Lidstone, George James
(1870–1952)
Lidstone was born on December 11, 1870 in London.
He passed his first examination at the Institute of
Actuaries in 1887 and became Fellow at the age
of 21. His first professional appointment was at the
Alliance Assurance Company from 1893 until 1905
when he became actuary and moved to the Equitable
Society as secretary. In 1913, he left London to
become the manager of the Scottish Widow’s Fund
till 1930 at which time he was appointed director. He
retired in 1946 and died on May 12, 1952. For an
obituary on Lidstone, see [3].
Apart from being an exceptionally gifted actuary,
Lidstone built up an increasing standing within the
mathematics community. His merits have been recognized in that he received a gold medal of the Institute
and an honorary degree from Edinburg University.
He was elected Fellow of the Actuarial Society of
America and he became one of the very few Fellows
elected by the Faculty of Actuaries.
As seen in [5], he developed a graphic graduation method from a limited experience by means of a
comparison with a standard life table. As seen in [6],
in 1905, he investigated the changes in the prospective reserve held under a life insurance policy when
one changed the elements of the technical basis (see
Lidstone’s Theorem, [4]). This approach has been
adapted from a discrete-time frame to a continuous
setup by Norberg [14].
In a sequence of papers [7, 8, 11], Lidstone developed a summation method of graduation. Lidstone’s
insight into interpolation was noticed by the mathematical world too. As seen in [15], Whittaker employed Lidstone’s methods that later lead to concepts
like Lidstone series and Lidstone polynomials. Nowadays these concepts are familiar in approximation
theory and in boundary value problems; see, for
example, [1, 2]. He also contributed to other subjects,
like to mortality in [9, 10, 12] and to Poisson distributions (see Discrete Parametric Distributions) [13].
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Linton, Morris Albert
(1887–1966)
For a highly distinguished pioneer of the actuarial
profession, Linton’s entry into the field was almost
accidental. In 1909, he was working for an electrical instrument manufacturer for $7.50 per week,
while studying for his master’s degree in mathematics at Haverford College. The president of the college
received a telephone call from the president of the
Provident Life and Trust Company, inquiring whether
he could recommend a ‘Quaker boy good at mathematics’ who had the potential to become an actuary.
‘I didn’t know then what the word “actuary” meant,’
Linton later recalled, ‘but I grabbed at the chance to
make $1000 a year.’
It was the beginning of a long and fruitful career.
Within five years, he had attained fellowship in both
the Actuarial Society of America and the British
Institute of Actuaries. His participation in actuarial organizations such as the Actuarial Society of
America, the American Institute of Actuaries, and
the successor organization, the Society of Actuaries,
paralleled his lifelong commitment to the profession.
Prior to his 2 years as president of the Actuarial Society of America beginning in 1936, he had

served 11 years as a member of the council and
6 years as vice-president. Following his presidency,
he remained on the council and was instrumental in
the formation of the Society of Actuaries in 1949, and
continued to serve on the board of governors during
the ensuing year. As well, he also served as chairman
of the United States section of the Permanent Committee for International Congresses of Actuaries (see
International Actuarial Association), chairman of
the Institute of Life Insurance and was elected to the
Insurance Hall of Fame in 1960.
Linton was a staunch advocate of cash-value life
insurance, serving as the industry’s leading proponent of permanent life insurance. With pamphlets,
public appearances, radio debates, and books (Life
Insurance Speaks for Itself ), he tirelessly defended
life insurance against detractors.
In addition to the numerous papers he contributed
to actuarial journals such as Transactions and the
Record, Linton is also renowned for the ‘Linton A
and B Termination Rates’, first published in 1924 and
still in use today. He also served as a member of the
four-man Actuarial Advisory Committee on President
Franklin D. Roosevelt’s Committee on Economic
Security.
WILLIAM BREEDLOVE

Lloyd’s
To understand Lloyd’s, one has to realize what it is
not. It is not an insurance company with shareholders or a mutual, nor does it accept liability for a risk
as a trading entity under the name of ‘Lloyd’s’. It is,
in fact, a ‘society’, or group of individual and corporate members, who accept a share of a risk by operating through an underwriting syndicate, in which the
individual members (called Names) are liable to the
full extent of their personal private wealth, to supply
the capital backup to meet the insurance liabilities,
but the corporate organizations operate with a form
of limited liability.
How has Lloyd’s developed since its foundation
in 1688? It is a most extraordinary story of survival
and adaptation.
There were no offices in London at that time,
and like-minded men gathered at coffeehouses to
discuss affairs of the day, exchange news, and do
business together. Groups of shipowners, owning
ships bringing goods from the East and West Indies,
decided to pool their resources and cover each other
so that if one member’s ship with its cargo sank, then
the others would bail him out, and support him from a
principle of mutuality. So, in the London reasserting
itself after the Great Fire of 1666, modern ‘mutual’
insurance was born, and developed accordingly. The
name ‘Lloyd’s’ comes from Edward Lloyd who kept
the coffeehouse in Lombard Street.
In 1720, after the notorious South Sea Bubble
fraud, legislation was introduced to prohibit marine
insurance being written by organizations except
those with charters granted by the government, or
by individuals who pledged their whole wealth in
backing a risk. Thus, throughout the eighteenth century, Lloyd’s gradually expanded and developed into
a ‘society of underwriters’, not just shipowners but
other wealthy supporters, and in 1774 left the coffeehouse environment and moved into premises at
the Royal Exchange where it functioned for the next
150 years.
During this period, in 1795, Lloyd’s paid a claim
of over £1 million for a claim for a consignment of
gold bullion lost when the frigate HMS Lutine sank
off the Dutch coast. The ship had previously been the
French frigate ‘La Lutine’ captured by the British in
1793 off North Africa. The ship’s bell (which had
been on the ship in both incarnations) was eventually

found, and to this day it is the symbol of Lloyd’s,
hanging in the center of the modern Lloyd’s building
(see Figure 1). The gold, however, was never found!
Until the modern electronic age, the bell was rung
traditionally to herald important announcements to
underwriters and brokers in the Room (the trading
area of Lloyd’s). One stroke was for bad news, and
two strokes for good news.
In 1906, Lloyd’s was heavily involved in claims
from the San Francisco earthquake, and paid claims
very quickly – to the amazement of the Americans –
and ever since that time, has obtained about half
its business from North America. Several Lloyd’s
syndicates had a percentage share (a line) on the
Titanic when it sank in 1912.
Gradually, Lloyd’s extended its business from
marine (hull and cargo) to incorporate all forms of
general insurance (see Non-life Insurance), such as
employers’ liability, motor (see Automobile Insurance, Private; Automobile Insurance, Commercial), and aviation. It is estimated that today more
than half the world’s ships and planes, and over onequarter of UK cars are insured at Lloyd’s.
Lloyd’s was incorporated by the Act of Parliament in 1871, and business accepted on the principle
of ‘uberrima fides’ – utmost good faith. Since then,
there have been five further Acts. The most recent, in
1982, resulted from an investigation into the ability of
Lloyd’s to regulate itself, and indeed recommended
the setting up of the Council of Lloyd’s. Today,
the Council continues to function and control the
operation of the market, but the regulation of Lloyd’s
has been subsumed, along with the rest of the insurance industry, into the Financial Services Authority.
As mentioned, Lloyd’s does not determine premium
rates centrally for the market, but many risks are
shared (especially on jumbo aeroplanes and tankers)
throughout several syndicates.
The great advantage of Lloyd’s in its operational
sense is its accessibility. Permitted brokers (representatives of the insureds) come into the Lloyd’s building
to place their insurance, discuss it with a key lead
underwriter, and terms for cover and premiums are
agreed. If the underwriter does not take 100% of the
risk, then the broker takes details of the risk (on a
‘slip’) to other underwriters to build the percentage
up to 100%. All the potential insurers are in close
proximity, hence the ‘market’ terminology.
At its peak in 1988, before the introduction of
corporate members, Lloyd’s had 32 433 individual
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Figure 1

The Rostrum in the Lloyd’s Building where the Lutine Bell hangs

members, who between them operated 376 syndicates, with an underwriting capacity of £10 740 million, representing an average of nearly £30 million per
syndicate (the size of a medium insurance company),
and £330 000 pledged per individual member.
Lloyd’s has historically worked on a three-year
accounting system, whereby, in effect, a syndicate
was created for a particular calendar year, accepting
risks during that year, but was not able to close its
year of account until the end of the third year. By
then, it was anticipated that the expected quantum of
claims would have been filed by the insureds to the
insurers. This has not been the case in recent years,
with so many claims having a long tail and being notified late (see Long-tail Business) – asbestos claims
are a particular case in point.
Thus Lloyd’s had to devise a system for ‘closing’ a syndicate down at the end of three years,
and so a transfer value, called the ‘reinsurance to
close’ (RTC) was instituted. Effectively, this RTC

was a discounted value of the expected claims still to
be paid (whether or not notified at the end of the
three-year period). Actuarially, one could say that
this was equivalent to introducing an ‘expanding funnel of doubt’ – to quote Frank Redington. What its
introduction achieved was, of course, the potential to
pass on liability for future claim payments relating
to the closed year to the following year of account,
which might have a different collection of supporting
Names. Alternatively, if claims ended up less than
anticipated in the original RTC, then future participating Names would gain.
Over many years, this system worked reasonably
well; some syndicates built up huge reserves carried
forward, which stood them, and their Names, in good
stead through Lloyd’s problems in recent years. Others fared less well, and went out of business, having
made substantial losses, and thereby losing support
from their Names. The extraordinary aspect of this
approach to the calculation of the RTC has been the
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fact that it was wholly calculated by the underwriters themselves, in conjunction with the auditors. It is
now widely acknowledged that had there been regular (and regulated) actuarial input over the years,
then Lloyd’s would have been in a far stronger position to have coped with the difficulties of the 1990s
from having written too much business in the 1980s
and earlier (asbestos claims go back to the 1950s)
at too low a premium. Actuaries were only involved
when the underwriter of a syndicate felt that he could
not come up with a satisfactory RTC in conjunction
with his auditors, as there were too many unknowns,
and indeed may have had to keep the syndicate
account open. The role of the actuary in these circumstances was to assist in the estimation of future
claims, but it was a certifying role, not a statutory
role. Yet extraordinary though this background may
be, both the underwriter and the actuary approached
the problem of calculation of the RTC from the timehonored angle of ‘using the experience of the past to
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help assess the experience of the future’, so that they
come from the same perspective.
This system operated for many years throughout the twentieth century, and Lloyd’s continued to
expand and develop. Lloyd’s left the Royal Exchange
building in 1929, for premises in Lime Street, and
then outgrew that office building to move across
the road in 1958 to a second purpose-built building,
which still stands. But yet again, it was realized in
1980 that another building would be required.
A competition was initiated, won by the architect Richard Rogers, who produced an aluminum and
glass building, capable of housing all the 400 syndicates, and when occupied, it became known as the
1986 building, and is the current home of Lloyd’s.
The building itself is extremely modern with very
efficient use of space; it is flexible and adaptable,
and ecologically and environmentally sound, a prototype for the twenty-first century (see Figure 2).
Sadly, Lloyd’s as an institution peaked in 1988,
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due to adverse claims experiences and underreserving, inadequate, overall (reinsurance) protection, and
bad management, all coming together after many
years of satisfactory performance in the global market
place.
From 1988 onward, after such problems as the
Piper Alpha North Sea gas-rig explosion, and the
Exxon Valdez oil-tanker leak, and general deterioration in general insurance underwriting, losses began
to pile up, and there was considerable dissatisfaction
around from the Names and supporting agents. The
situation was eventually resolved by the Chairman of
Lloyd’s, Sir David Rowland, using his influence and
muscle to force through the setting up of Equitas,
a reinsurance company that dealt with the run-off of
claims for all the (non-life) syndicates combined. This
had the enormous advantage that there was only one
organization to deal with the insureds, which could
bargain and negotiate settlements for the market as a
whole. Actuaries were very instrumental in the setting
up of Equitas in 1995, and calculating the required
reserves. The moneys were then paid into Equitas by
the Names, and relate to the 1992 year of account
and previous, and are ring-fenced from future claims
as far as participants on syndicates for 1993 and later
are concerned. Equitas is still in force, currently continuing to negotiate settlement of outstanding claims,
and this is not expected to be completed until 2010
at the earliest.
This has given Lloyd’s the chance once again to
reengineer itself, and although recent years at the
end of the 1990s have not produced universally good
results, it is acknowledged that Lloyd’s has done better than the company market overall. Lloyd’s chain
of security is still highly regarded as being strong
and satisfactory. The biggest and most radical change
(and indeed the saving and survival) of the operation
of the Lloyd’s market has been the introduction of
corporate members, organizations that have limited
liability, and may be groups of insurance companies,
reinsurance companies, bankers, or individuals subscribing under a corporate guise.
In the year 2003, the Lloyd’s market had a capacity of £14.4 billion, spread over 71 syndicates (an
average of £200 million, nearly seven times the figure
for 1988); this means that each syndicate effectively
becomes a substantial insurance company in itself.
Yet the breakdown of support has become as
follows:

36%
15%
15%
13%
14%
7%

UK insurance industry
US insurance industry
Bermudan insurance industry
Individual Names (unlimited liability)
Other overseas insurance industry
Names conversion capital

One syndicate for 2003 had a capacity of over
£1 billion, and 5 others had capacity of £500 million
or more, and thereby they accounted for 25% of the
total market.
Each year now, for every syndicate there has to be
a year-end ‘statement of actuarial opinion’ provided
by an actuary for both the UK business and for the US
Trust Fund. Also provided is an overall ‘certification
of opinion of solvency’. This, in effect, means that
the reserves held are considered to be at least as
large as ‘the best estimate’ overall. This certification
from the actuary takes no account of the concept of
equity between generations of supporters, nor of a
commercial risk margin aspect. Indeed there was a
development in 2002 to acknowledge that Lloyd’s
had to accept and switch to one-year accounting, a
tacit acceptance of the fact that now Lloyd’s is 80%
corporate, and that it had become more and more akin
to an insurance company, and there was less need for
the generational adjustments. This did bring howls
of protest from individual Names, but there was no
doubt that the three-year accounting period days were
numbered.
Since September 11 2001, when Lloyd’s
experienced heavy claims, the premium rates
chargeable have increased dramatically, and likewise
the capacity of Lloyd’s increased by over £6 billion
from £8 billion in 2000 to £14.4 billion in 2003.
Insurance is still generally thought to be a (seven
year) cyclical business, and premium rates are
expected to soften. The role of the actuary in
assessing premium rates is becoming more important.
In 1992, only two actuaries worked full time at
Lloyd’s, one in the administrative area of the Corporation (the regulatory body), and one as underwriter
of a life syndicate (there were 7 small life syndicates permitted to write term assurance (see Life
Insurance) up to 10 years, now there are only 2,
but business can be written for 25 years). Ten years
later, there were around 50 actuaries fully employed
in the Lloyd’s market, meaning the corporation, the
agencies that manage the syndicates, and the broker
market. Other actuaries were involved with Lloyd’s
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through the consultancy firms, and the Financial Services Authority, which now has the responsibility for
regulating Lloyd’s.
The recent substantial reengineering of the Lloyd’s
market has ensured its survival for the time being.
Who knows what might happen if, say, some of
the top seven capital suppliers, who in 2003 provide
50% of the market capacity, feel that they no longer
need the support from Lloyd’s in its central role of
providing the market and forum that has existed for
over 300 years – and want to continue trading in the
open global insurance market?

Unusual Risks Placed at Lloyd’s
Lloyd’s has always been renowned for being able to
insure the unusual, difficult, one-off, or innovative
risks, and a selection are listed below.
In the film star, actors, and sports stars medium:
Betty Grable’s legs were insured for one million
dollars.
Bruce Springsteen insured his voice for £3.5 million.
Richard Branson’s balloon flights.
Cutty Sark Whisky offered a £1 million prize to
anyone who could capture the Loch Ness monster –
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alive, as the firm got ‘cold feet’ that Nessie would
actually be located.
Much of the insurance cover for the successful
Thrust SSC world land speed record of 763 mph in
October 1997 in Nevada was underwritten in the
Lloyd’s market, including personal accident cover for
the driver, Andy Green.
A fumigation company in Australia clears houses
of poisonous spiders, which tend to live under the
lavatory seats, and whose bite can be at best serious and at worst fatal. Lloyd’s underwriters insure
against the chance of being bitten after the fumigation
process has been completed.
Insurance was provided for a team of 21 British
women who walked 600 miles from northern Canada
to the North Pole, and included travel and personal
accident insurance, and rescue and recovery protection.
A merchant navy officer sailed from England to
France, in a seagoing bathtub, which was insured for
£100 000 in third party liabilities, and the risk was
accepted on the condition that the bath plug remained
in position at all times.
For an exhibition of Chinese artifacts in France,
Lloyd’s underwriters insured a 2000-year old wine
jar with its contents, which had turned blue with age.
ROBIN MICHAELSON

Long-term Care
Insurance
Introduction
It is well known that older adults become increasingly
frail as they age. Even in the absence of a disease, one
eventually loses the physical and/or mental ability to
live independently. The kind of assistance required
when this occurs is referred to as long-term care
(LTC). LTC is very different from the health care
needed by individuals with injury or disease, and it
requires a different set of services. Often, long-term
care services can be provided in a person’s home,
and this is the ideal situation. However, many cases
require that the individual be institutionalized in an
appropriate LTC facility.
According to the (US) Actuarial Standards Board
[2], LTC is ‘a wide range of health and social services
which may include adult day care, custodial care,
home care, hospice care, intermediate nursing care,
respite care, and skilled nursing care, but generally
not care in a hospital.’
A somewhat more optimistic definition is given
by the World Health Organization [28]. ‘Long-term
care is the system of activities undertaken by informal caregivers (family, friends, and/or neighbors)
and/or professionals (health, social, and others) to
ensure that a person who is not fully capable of selfcare can maintain the highest possible quality of life,
according to his or her individual preferences, with
the greatest possible degree of independence, autonomy, participation, personal fulfillment, and human
dignity.’
The World Health Organization then comments
on the nature of the conditions that may give rise
to LTC. ‘An older person’s need for LTC is influenced by declining physical, mental, and/or cognitive
functional capacities. Although the tendency is for
progressive loss of capacity with increasing age, there
is evidence, at least from some countries, that disability rates among older persons are decreasing and that
declines or losses are not irreversible. Some older
persons can recuperate from loss and reclaim lost
functional capacities. Therefore, duration and type of
care needs are often indeterminate and will require
individually tailored responses.’
The World Health Organization [29] outlines the
kinds of specific services that LTC includes. ‘It

encompasses a broad array of services such as
personal care (e.g. bathing and grooming), household chores (e.g. meal preparation and cleaning),
life management (e.g. shopping, medication management, and transportation), assistive devices (e.g.
canes and walkers), more advanced technologies (e.g.
emergency alert systems, computerized medication
reminders), and home modifications (e.g. ramps and
hand rails). This mix of services, whether delivered in
homes, in communities or in institutional settings, is
designed to minimize, restore, or compensate for the
loss of independent physical or mental functioning.’
General discussions on LTC are also provided in
[6, 7, 13, 24, 25].

The Growing Need for Long-term Care
The need for LTC services has been a growing
concern to many countries in recent years. Longer
life expectancies combined with low fertility rates
have resulted in elderly populations that are growing
at a faster rate than overall populations. In the United
States, it is expected that the number of persons of age
80 and above will increase by 270% in the next 40
years, while corresponding values for Germany and
Japan are 160% and 300% respectively (see [9]). The
effect of these demographic changes is exacerbated,
in many countries, by declining levels of informal
care provided by families. As a result, the demand
for formal LTC will increase rather dramatically in
the coming decades.
Further discussion on the demographic impact
on the demand for LTC is given in [5, 11, 12,
23, 25, 30].
Public long-term care programs vary greatly in
terms of their coverage and how they are financed.
Studies of LTC in various countries are presented in
[9, 11, 13, 14, 27].

Private Long-term Care Insurance
In countries without extensive public LTC systems,
there has been a growing interest in the potential of
private long-term care insurance (LTCI) as a means
of financing long-term care. The United States is
the country with the most developed LTCI market. However, the market has not grown as quickly
as one might expect, in part, because of the challenges related to affordability, denial of risk, free
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riding (the choice not to insure due to the expectation of publicly funded benefits), incorrect public
perception regarding the extent of other coverage,
adverse selection and moral hazard, and unpredictability of benefit costs. These issues are discussed
in [9, 12, 13, 16, 21].

The Actuary’s Role
According to the Society of Actuaries [17], ‘Actuaries perform traditional duties of product development,
valuation, experience analysis as well as other nontraditional duties for long-term care insurance. In their
traditional capacity, actuaries calculate premiums and
reserves. They set pricing and reserve assumptions by
interpreting sources of data on utilization that include
noninsured public data. They prepare actuarial memoranda in conjunction with the filing for approval of
contract forms and rates. They also perform experience analysis for statutory and internal management purposes. Actuaries in state insurance departments review contract form and rate filings. Actuaries
are also involved in product research, development
of underwriting guidelines and claims practices as
well as the quotation process of group long-term
care insurance. They conduct reserve adequacy and
cash-flow tests and contribute to the formulation of
state regulations. For example, they provide actuarial evaluation of nonforfeiture benefits and rate
stabilization.’

LTCI Product Design
Insurers have marketed individual and group LTCI
policies as well as LTC riders on life insurance
policies. The majority of LTC coverage has been
provided through individual LTCI policies.
LTCI provides benefits to insureds who meet the
eligibility criteria (the benefit trigger) and satisfy a
waiting period ranging from 0 to 100 days or more.
The period during which benefits are payable (the
benefit period) ranges from two years to lifetime.
LTCI benefits may be of a reimbursement-type or
a disability income-type. In the former case, which
is the most common in the United States, the policy reimburses actual expenses incurred for certain
kinds of services up to a daily maximum. For example, a policy may reimburse the insured for the costs
associated with a nursing home stay. A disability

income-type policy, the type sold in the United Kingdom, provides a fixed benefit amount regardless of
expenses incurred. An argument in favor of this type
of product design is that it gives the insured complete flexibility to choose how benefits should be
spent in order to best take care of his/her long-term
care needs. It is viewed as a more expensive benefit,
since it is like a reimbursement-type benefit in which
the insured incurs the maximum covered expense
each day.
Benefit triggers under LTCI policies are often
based on activities of daily living (ADLs). These
are basic functions used as measurement standards
to determine levels of personal functioning capacity. The six most commonly used ADLs are bathing,
continence, dressing, eating, toileting, and transferring (between bed and chair or wheelchair). A benefit
trigger may, for example, require that the insured be
unable to perform two or more ADLs. Many policies also include cognitive impairment (CI) and/or
medical necessity (MN) as an alternative trigger. For
policies providing only an institutional benefit, placement in the institution becomes most important for
benefit eligibility, as benefit triggers may be presumed to be satisfied. In the United Kingdom, it is
common for policies to provide a benefit of 50% of
the maximum while the insured is unable to perform two ADLs and 100% of the maximum while
the insured is unable to perform three or more ADLs
or is cognitively impaired.
LTCI policies are generally guaranteed renewable (the policy cannot be canceled as long as the
insured pays the premiums, but premiums can be
increased if this is done for an entire class of policy holders) or noncancelable (the policy cannot be
canceled as long as the insured pays the premiums,
and premiums cannot be increased), with level premiums. Since LTCI claim costs increase with age, a
reserve is built up during the lifetime of a policy, as
with a whole life insurance policy. Some companies
offer nonforfeiture benefits as an option. However,
most people elect for less expensive products without nonforfeiture benefits. The profitability of these
products is heavily dependent on the extent of voluntary lapses. Inflation protection in the form of an
indexed maximum daily benefit is typically offered
as an option requiring an additional premium.
For further information on LTCI product design,
see [2, 4, 6, 7, 25].
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LTCI Pricing and Valuation
LTC pricing has been a challenge due to the complexity of LTC products, the lack of insured lives’ LTC
experience, and uncertainty about the future directions of LTC, LTCI, and the surrounding regulatory
environments.
Actuaries have typically priced LTC policies using
a primary/secondary decrement model (see Decrement Analysis). Active lives are exposed to mortality, lapse, and LTC disability (the primary decrements). LTC-disabled lives are subject to mortality
and recovery (the secondary decrements). Thus, the
actuary requires tables of mortality (see Life Table),
lapse, and LTC incidence rates. The secondary decrements are often combined, and an LTC continuance
table is used. Assumptions about utilization of covered services are also required for reimbursementtype policies. These assumptions lead to estimates
of the percentage of the maximum daily benefit that
will actually be incurred by the insured while LTC
disabled.
Owing to the lack of insured lives experience,
incidence and continuance tables have typically been
based on population data, with the main sources being
the (US) National Nursing Home Survey (NNHS),
and the National Long-Term Care Survey (NLTCS).
In [15], incidence and continuance tables are provided on the basis of data from the 1985 NNHS.
These tables and their modifications have been used
extensively in LTC insurance calculations. They were
the institutional tables recommended by the Society of Actuaries Long-Term Care Insurance Valuation
Methods Task Force (see [18]). The Task Force also
created noninstitutional tables using data from the
1982 and 1984 NLTCS. Data from the 1984 and
1989 NLTCS were used to produce noninsured home
and community-based LTC incidence and continuance tables (see [19]). More recent US data includes
the 1997 NNHS, the 1994 NLTCS, the 1998 National
Home and Hospice Care Survey, and the 1996 Medical Expenditure Panel Survey.
The Society of Actuaries Long-Term Care Experience Committee has produced three reports providing
experience under long-term care insurance policies.
The most recent report (see [20]) summarizes data
from the years 1984 to 1999. Although this is very
valuable information, the report emphasizes the limitations due to variation across companies and the evolution of LTC policies during the experience period.

3

LTCI pricing methods, considerations, and data
sources are discussed in [4, 10, 25]. Beekman [3]
discusses methods for calculating LTCI premiums.
Some general issues related to LTCI pricing are
discussed in [22]. The Actuarial Standards Board [2]
presents standards of practice that are relevant in
LTCI pricing.
LTCI valuation presents many of the same challenges as LTCI pricing. The same models, methods,
and data sources are generally used. Some guidance is
provided by the Society of Actuaries Long-Term Care
Valuation Methods Task Force (see [18]), as well as
the Actuarial Standard of Practice no. 18, which deals
with LTCI (see [2]). A Society of Actuaries committee is currently working on an LTCI valuation table
(see [21]). They face many challenges owing to the
wide range of LTC products and company practices.

Alternatives to LTCI
One of the difficulties associated with private LTC
insurance is that those who need it most are often
the ones who are least able to afford it (see [13]).
Alternative approaches to funding LTC are therefore
being carefully explored in some countries. Four
possibilities follow.

Immediate Care Annuities
Immediate care annuities are impaired life annuities
sold for a single premium to persons who already
require LTC. Since these individuals are presumed to
have shorter than average life expectancies, they can
be provided greater annuity incomes than standard
annuitants. These incomes can then be used to cover
LTC costs. Careful underwriting is essential for this
type of product. More details on immediate care
annuities are provided in [4].

Continuing Care Retirement Communities
A continuing care retirement community (CCRC) is
‘a residential facility for retired people that provides
stated housekeeping, social, and health care services
in return for some combination of an advance fee,
periodic fees, and additional fees.’ (see [1]). CCRCs
typically have up to several hundred independent
living units and a health care center offering one or
more levels of care. Residents requiring care may be
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transferred temporarily or permanently to the health
care center.
To the extent that services provided by the health
care center do not require additional fees, CCRCs
provide an LTC insurance benefit. Some of the
early CCRCs in the United States found themselves
unable to meet their obligations to residents. Actuarial involvement is therefore important to ensure that
fee structures and reserves are appropriate.
The characteristics, history, and financial analysis of CCRCs are discussed in [26]. The financial
analysis of CCRCs is also considered in [8].

[3]

[4]

[5]

[6]
[7]
[8]

Reverse Mortgages (Equity Release Schemes)
Reverse mortgages or equity release schemes allow
elderly persons to draw an income from the equity
in their homes while retaining possession until they
die or move to another home. Since many older
homeowners are ‘income poor but equity rich’ (see
[13]), this can be a very desirable option.

[9]

[10]

[11]

Pensions
Another alternative is to include LTC benefits in
pension plans (see Pensions: Finance, Risk and
Accounting). Since pensions are intended to provide
an adequate income to persons in retirement, it seems
natural to expand pension plans so that they provide
additional income for LTC services when these services are needed. Some difficulties with this are that
the tax treatment of pension plans does not contemplate the inclusion of LTC benefits, and pension plans
would become more expensive to fund.
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Lotteries
Lottery companies sell risk to customers. They are
natural counterparts to insurance companies who
buy risk from customers. Insurance contracts contain
a positive risk premium, that is, the asked premium
exceeds the expected losses to cover the administrative costs and to allow profit and a safety margin for
the insurance company. Lottery contracts contain a
negative risk premium, that is, the price of the lottery ticket exceeds the expected win, again to allow
a profit for the lottery company or – in state-owned
lotteries – for the national finances.
It seems quite paradoxical that a person may hold
some insurance contracts (thus seems to be riskaverse) and at the same time buy lottery tickets (thus
seem to be risk-seeking). A preliminary explanation
can be found in the nature of the two risks: While
insurance protects against unwanted risks and risks
that cannot be controlled (accident, fire, etc.), lotteries
offer new, independent, maybe even thrilling risks.
One widely used decision criterion is the expected
utility maximization [1, 7]: Suppose a decisionmaker (DM) has to choose a decision x from some
decision space . After the decision is made, a
random variable ξ is observed and the DM gets a
payment of f (x, ξ ). (This payment may also be negative, meaning that the DM is subject to a loss). The
problem is to find the optimal decision x under ignorance of ξ . Notice that the structure of the decision
problem under uncertainty is the same for insurance
contracts and for lottery contracts, with the only difference being that the decision for insurance reduces
risk and the decision for lottery increases risk.
A utility function U :  →  is a monotonic
function mapping real monetary values to real utility values. Under the expected utility maximization
strategy one finds the decision x that maximizes
Ɛ(U [f (x, ξ )]). If U is linear, then the problem
reduces to the expectation maximization problem. If
U is (strictly) concave, then the DM is considered
as risk averse, since he prefers constant to random
profits with the same expectation. Conversely, if U is
(strictly) convex, then the DM is considered as risk
seeking, since he prefers random to constant profits
with the same expectation.
Using the utility approach, an explanation for
the rational behavior of lottery ticket buyers (for
instance elaborated in [4]) assumes that these persons

have a convex–concave utility function as shown in
Figure 1.
A third line of explanation is based on the notion
of regret. This argument will be elaborated here.

Lotteries and Regret
Regret functions are introduced best by considering – as a thought experiment – a clairvoyant person.
This person faces the same decision problem as the
DM above with profit function f (x, ξ ); however, he
knows the value of ξ in advance and may choose the
decision x in dependence of ξ . Therefore, his gain is
maxy f (y, ξ ). The regret function r(x, ξ ) is defined
as the difference between the gain of the clairvoyant
and the gain of a normal person:
r(x, ξ ) = max f (y, ξ ) − f (x, ξ ).
y∈

(1)

The expected regret disutility minimization strategy
maximizes the utility of negative regret (i.e. minimizes the disutility of regret). It finds the decision x,
which maximizes

Ɛ(U [−r(x, ξ )]).
The minimal regret rule is closely related to the
notion of the expected value of perfect information
(EVPI)


EVPI = Ɛ max f (x, ξ ) − max Ɛ(f (x, ξ )) ≥ 0.
x∈

x∈

(2)
Obviously, the maximal expected negative regret
value for the identity as utility function U (v) = v
satisfies
max Ɛ(−r(x, ξ )) = − min Ɛ(r(x, ξ )) = −EVPI .
x∈

x∈

(3)
Example. A lottery company sells 1000 tickets for
the price of 1 unit each. One ticket is drawn as winning and its holder gets 900. All the other tickets lose.
Suppose first, that the decision is only to buy or
not to buy one ticket. Then the decision maker has
two possible decisions: A (abstain) or B (buy ticket).
There are two scenarios: scenario 1: the purchased
ticket loses and scenario 2: the purchased ticket wins.
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Convex

Concave
Convex

Figure 1

Concave

A piecewise convex/concave utility function

The profit function f (x, ξ ) is as follows: (here x
stands for the two decisions, A and B and ξ stands
for the two outcomes ‘lose’ or ‘win’ Table 1).
For illustration, let us introduce three utility functions U1 , U2 , U3 . We need their values only at specific
test points. Utility functions are equivalent up to
affine transformations and therefore one may normalize them always at two points, say 0 and −1
(Table 2).
If we use the three utility functions for the given
profit function, we see that only the convex, riskseeking utility leads to a decision to buy the lottery.
Under concave (i.e. risk-averse) and linear (i.e. riskneutral) utilities, it is better not to buy a lottery ticket
(Table 3).
The clairvoyant, however, may choose the row
after knowing the column, that is, he acts as in
Table 4.

The regret values are the differences between
the clairvoyant’s profits and the original payments
(Table 5).
A regret-based decision rule maximizes the utility
of the negative regret (Table 6).
From these figures, one sees that the concave (i.e.
risk-averse) utility leads to the decision to buy the
ticket, if a regret function approach is adopted. The
psychology behind regret functions is not to look
directly to profits or losses, but to missed opportunities. The approach is not applicable to regular,
professional decision-making, but – if ever – only to
occasional, private life decision situations.
Table 3
Decision

Expected utility
Exp. concave
utility U1

Expectation

Exp. convex
utility U3

0
−0.199

0
−0.1

0
0.001

A
B
Table 1

Profit function
Scenario 1:
ticket loses

Probability
Decision A (abstain)
Decision B (buy)

Table 2

0.999
0
−1

0.001
0
899

Table 4

Clairvoyant’s decision

Clairvoyant’s decision
Clairvoyant’s profit

Scenario 1

Scenario 2

A
0

B
899

Utility functions U1 , U2 , U3

Test points
Concave
Linear
Convex

Scenario 2:
ticket wins

−1

0

899

−899

U1 (−1) = −1
U2 (−1) = −1
U3 (−1) = −1

U1 (0) = 0
U2 (0) = 0
U3 (0) = 0

U1 (899) = 800
U2 (899) = 899
U3 (899) = 1000

U1 (−899) = −1000
U2 (−899) = −899
U3 (−899) = −800

Lotteries
Table 5 Regret function
Decision

Scenario 1

Scenario 2

0
1

899
0

A
B

Table 6
Decision
A
B

Expected utility of negative regret
Exp. concave
utility U1

Expectation

Exp. convex
utility U3

−1
−0.999

−0.899
−0.999

−0.8
−0.999

The EVPI value in the above example is 0.899.
This is the monetary value of the advantage of being
clairvoyant.

Strategies for Lotteries
In many lotto games, the amount to win is not
predetermined, but depends on the results of fellow
players. For instance, in Austrian 6 for 45 Lotto, the
player bets on 6 out of 45 numbers. Only half of
the money bet is returned to the players, the other
half is kept by the state. The total prize money is
split into categories (6 correct, 5 correct, 4 correct, 3
correct) and then equally distributed among the ticket
holders in each category. So, the only strategy for
the player is to bet on unusual combinations, since in
case of a win, he would share the prize money with
only a few competitors. Some statistics about which
combinations are often chosen are available [2, 5].
It turns out that most players prefer some geometric
pattern of crosses on the lottery ticket. This might be
a hint about which combinations should not be used.
For strategies see also [3] or [6].

Gambling and Ruin Probabilities

probability. The player may bet on single numbers,
but also on combinations of numbers of various sizes.
These combinations are shown in Table 7.
We assume first that the player bets 1 unit at
each game. The different betting possibilities shown
in Table 7 are only for the convenience of the customer. In principle (neglecting the limitations for
minimal bets and indivisibility of chips), the player
may choose an arbitrary set of i numbers and bet
1/i at each of them. Let us call this the strategy i.
If he adopts the strategy i, he has a winning probability of i/37. If one of the chosen numbers appears,
he realizes a total gain of 36/i − 1, if not he loses
1, that is, gets −1. The expected gain for strategy i is (36/i − 1)i/37 − (37 − i)/37 = −1/37; it
is, of course, negative (negative risk premium) and
independent of the strategy. The variance of strategy i is (36/i − 1)2 i/37 + (37 − i)/37 − (1/37)2
(Table 8).
It is obviously irrelevant which number is bet
on, since all outcomes have the same chance. Some
players believe that recording past outcomes will
give some information about future outcomes. For
instance, they would bet on 17 (say), if this number
did not show for a very long time, believing that
Table 7
Size i of
the bet
Plein
À cheval
Transversale pleine
Carrée
Transversale simple
Colonne, douze
Pair, impair, rouge
Noir, passe, manque

i
i
i
i
i
i

=1
=2
=3
=4
=6
= 12

i = 18

Table 8
Strategy i

Since all gambles have a negative risk premium, ruin
is inevitable if a series of games is played and not
stopped. This is the consequence of the law of large
numbers. While there is no chance to escape from
ruin in the long run, one may try to play strategies to
stay away from ruin as long as possible. This will be
demonstrated here with the roulette game.
The European Roulette consists of numbers
0, 1, . . . , 36, which are all drawn with the same

3

1
2
3
4
6
12
18
36
37

Expected gain

Variance

−0.027027
−0.027027
−0.027027
−0.027027
−0.027027
−0.027027
−0.027027
−0.027027
−0.027027

34.0803
16.5668
10.7290
7.8101
4.8911
1.9722
0.9993
0.0263
0.0000
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some invisible hand should care for equidistribution
of all numbers. However, this strategy is completely
wrong: Probability distributions are not as we want
them to be, but as we observe them. So, if 17 did not
show for long time, maybe the wheel is not perfectly
balanced and 17 is slightly less probable than other
numbers. So, we should not bet on 17. Unfortunately,
the roulette companies check the equidistribution of
numbers carefully and change the wheel immediately
if there is any hint of unbalance.
Let us consider a player who always adopts a
strategy i for a series of games. Suppose he begins
with a starting capital of size K. Let V (t) be his
wealth at time t, that is, V (0) = K. We suppose that
the player continues until he either doubles his capital
(V (T ) = 2K) or loses everything (V (T ) = 0). The
duration of this series of games T is a random
variable. Its expectation Ɛ(T ) is called the mean
duration.
To be more concrete, assume that the starting
capital is K = 10, that is, the player starts with 10
and terminates either with 20 or with 0.
There is a simple relationship between ruin probability and mean duration. Let ri be the ruin probability and Ti the duration, if the strategy i is adopted.
The expected terminal capital is

Ɛ(V (Ti )) = ri 0 + (1 − ri )2K.

(4)

On the other hand, the mean loss per game is 0.027
and therefore

Ɛ(V (Ti )) = K − Ɛ(Ti )(0.027).

(5)

Equating the two expressions (4) and (5) leads to
K − (1 − ri )2K
.
(6)
0.027
The latter relation shows that a high mean duration
entails a high ruin probability and vice versa. If the

Ɛ(Ti ) =

customer wants a long duration, he has to accept a
high ruin probability.
Strategy 37 is the extreme case. This (absurd)
strategy to bet on every number leads to a deterministic loss of 0.027 per game. The ruin probability is r37 = 1, the duration is T37 = K/0.027 =
10/0.027 ∼ 370 (nonrandom). This is the maximal
possible duration with capital K = 10 and bet per
game of 1.
The ruin probability can be calculated by martingale methods: Suppose that a payment of V corresponds to a utility of zV . To find the constant zi ,
which makes the game fair in the utility domain, we
have to set
(36/i−1)

zi

i
1 37 − i
+
= 1.
37 zi 37

Solving this nonlinear equation for zi , we get the ruin
probability ri as solution of
zi = ri zi0 + (1 − ri )zi2K
that is,
ri =

ziK
.
+1

ziK

37
18
12
6
4
3
2
1

(8)

Solving (7) for the strategies i = 1, 2, 4, 6, 12, 18, 37
and using (8) and (7) for the starting capital K = 10,
one gets the relation between ruin probability and
mean duration shown in Table 9.

Wealth-dependent Strategies
There are countless possibilities to let the stake and
the number i of chances to bet on, depend on the
actual wealth. The pattern is always the same: Long
durations entail high ruin probabilities.
The Petersburg game (described by Daniel Bernoulli during his stay in St. Petersburg 1726–1733),

Table 9
Strategy i

(7)

zi

Ruin probability ri

Mean duration Ɛ(Ti )

1.0555
1.027525
1.01095
1.00683433
1.00496733
1.00321227
1.001559385

1
0.6318
0.5664
0.5272
0.5170
0.5125
0.5080
0.5039

370
97.5
50.0
20.1
12.6
9.2
5.9
2.8

Lotteries
Table 10

The profit function of the Petersburg game

Outcome
R
NR
NNR
NNNR
n times N followed by R

Stake

Gain

Probability

1
1+2=3
1+2+4=7
1 + 2 + 4 + 8 = 15
2(n+1) − 1

1
1
1
1
1

p = 0.4865
qp = 0.2498
q 2 p = 0.1282
q 3 p = 0.0658
q np

is the best-known version of a wealth-dependent
strategy: The series is started with a bet of one unit
on red (R). If the outcome is black or zero (N), the
bet is doubled, otherwise the series is stopped.
The winning probability in one game is p =
0.4865. Let q = 1 − p = 0.5135 (Table 10).
The mean duration of this series is
∞

1
(n + 1)q np = = 2.05.
(9)
p
n=0
The gain is 1 (deterministically). Unfortunately, this
gain cannot be realized since it requires an unbounded
capital at stake and no limitations on the maximal bet.
The expected capital at stake is
∞

n=0

5

∞
∞


q np(2n+1 − 1) = 2p
(2q)n − p
qn = ∞
n=0
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Lundberg, Filip
(1876–1965)
Lundberg was a student of mathematics and science
in Uppsala at the end of the nineteenth century. At
this point, he had already started performing actuarial work in life insurance, and after his PhD in
1903, he started a long and successful career as a
manager and innovator in Swedish life insurance,
during the first half of the twentieth century. He
was a pioneer of sickness insurance, using the life
insurance reserve–based techniques. He was one of
the founders of the reinsurance company ‘Sverige’,
and of the Swedish Actuarial Society (see Svenska
Aktuarieföreningen, Swedish Society of Actuaries)
in 1904; he was also a member of the government
commission that prepared the 1948 Swedish insurance law.
Besides his practical work, he created his highly
original risk theory (see Collective Risk Theory),
which was published in Swedish [6, 8] and in German [7, 9].
The starting point in his work, already present in
his thesis, is the stochastic description of the flow
of payments as a compound Poisson process (see
Compound Process): the times of payments form a
Poisson process in time; the successive amounts paid
are independently drawn from a given ‘risk mass distribution’. This is probably the first instance where
this important concept is introduced, and besides
Bachelier’s work in 1900 and Erlang’s in 1909, it
forms an important pioneering example of the definition and use of a continuous-time stochastic process.
In the thesis, he proves the central limit theorem (see
Central Limit Theorem) for the process, using in
an original way, the forward equation for the distribution function of the process. In other works [7–9],
he introduces the ‘risk process’ describing the surplus, where the inflow is continuous at a rate given
by the premium and the outflow is a compound Poisson process. For this process, he considers the ruin
probability (see Ruin Theory), the probability that
the surplus ever becomes negative, as a function of
the initial surplus, the premium rate, and the risk
mass distribution. There is a natural integral equation
for the ruin probability, which is used to derive the
famous Lundberg inequality P(ruin) < exp(−Ru),

where u is the initial surplus and R is the adjustment coefficient, a measure of the dispersion of the
risk mass distribution.
This analysis of the ruin problem is a pioneering work analyzing the possible trajectories of the
process. Similar methods have later been used in
the queueing theory and in other fields. Lundberg
also formulated the natural idea that one ought to
have a premium, which is a decreasing function of
the surplus in order that the surplus does not grow
excessively.
Lundberg’s papers were written long before these
types of problems were dealt with in the literature;
they were written in cryptic style where definitions
and arguments were often unclear. Therefore, only
a few people could penetrate them, and it took a
long time before their importance was recognized.
Two early reviews are [1, 5]. Through the works of
Harald Cramér and his students, the theory was
clarified and extended, in such a way that it has now
become an actuarial science. Later reviews by Cramér
are [2, 3]; a general review of the life and works of
Lundberg is [4].
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ANDERS MARTIN-LÖF

McClintock, Emory
(1840–1916)
As one of the original founders of the Actuarial Society of America (see Society of Actuaries),
McClintock is recognized as a true pioneer in the
field of actuarial science. Following his studies and
teaching of mathematics and chemistry, McClintock first became involved with life insurance in
1868, when he was appointed actuary of the newly
formed Asbury Life Insurance Company of New
York. Even though he confessed that at the time
he knew little about life insurance and even less
about actuarial matters, his devotion to the study
enabled him to begin publishing within two years,
articles in the Insurance Times on subjects such
as ‘Annuitants’ Mortality’, ‘Comparative Valuation
Table’ and ‘The Contribution Plan – A Theoretical
Limitation’.
In addition, McClintock was one of the leading
mathematicians in America, serving as the president of the American Mathematical Society from
1890 to 1894. During this time, he published many

papers, most importantly on his original discovery,
the ‘Calculus of Enlargement’, a term applying to his
theory embracing the calculus of finite differences,
differential and integral calculus, and other branches
of mathematical analysis.
McClintock also innovated several actuarial principles still in use today. In 1893, for example,
he devised the continuous installment policy. He
also devised and instituted the system of calculating deferred dividends by basing them on annual
dividends.
But it is probably for his dedication to raising
both the standards and the visibility of the actuarial profession that McClintock is best remembered. Elected as a Fellow of the Institute of
Actuaries in 1874, he also served as president
of the Actuarial Society from 1895 to 1897. His
presidential addresses included such topics as ‘The
Constitution and Scope of the Society’ and ‘The
Actuarial Profession as a Means of Livelihood.’
It was also during his presidency that the examination system for admission to the Society was
inaugurated.
WILLIAM BREEDLOVE

Mexico, Actuarial
Associations
Educational and Legal Environment
In Mexico, actuarial certification is granted by the
government and not by an actuarial association. To
obtain the professional certification, a student is
required to study at any of the 11 authorized universities and the studies generally last for 4 years. After
completing the studies, the student must present a
thesis and appear for a professional exam to obtain
certification. Some alternate paths exist, which vary
by university, such as a diploma in actuarial sciences, a general recognition exam, and so on. The
first actuarial program was introduced by the Universidad Nacional Autónoma de México in 1946.
Independent of the aforementioned, there are three
actuarial associations in Mexico: the ‘Asociación
Mexicana de Actuarios’ (AMA), which includes
those actuaries who are dedicated to insurance, the
‘Asociación Mexicana de Actuarios Consultores’
(AMAC), which specializes in actuarial consulting,
and the ‘Colegio Nacional de Actuarios’ (CONAC),
the organization that includes all specialties.
Thus, basic actuarial education in Mexico is conducted by the government. The participation of the
actuarial associations takes place in the continuing
education programs focused on the development of
actuaries in different spheres through diverse courses
or seminars.
In addition, in order to practice as an actuary, in some cases CONAC membership/certification
is required.
•

•
•

For the registration of pension plans (see Pensions: Finance, Risk and Accounting) before the
CONSAR (the governmental regulatory organism
for pensions plans), one must be a member of
the CONAC.
In order to provide an expert opinion, one must
be a member of the CONAC.
To sell an insurance product, the insurer should
register it before the ‘Comisión Nacional de
Seguros y Fianzas’ (CNSF), the governmental
organization that regulates insurance institutions.
It is necessary for actuaries to submit the product registration before CNSF, and they must be
specially certified to do this by CONAC or CNSF.

•

•

Technical reserves valuation should be carried
out and signed by an actuary with professional
certificate and certification from CONAC or from
CNSF.
External auditors who certify technical reserves
of insurance companies should also have professional certificates and be certified by CONAC
or CNSF.

Asociacion Mexicana de Actuarios (AMA)
The origin of the actuary in Mexico, as in many other
parts of the world, was in the insurance industry.
In 1938, the ‘Instituto Mexicano de Actuarios’ was
created through a group of executives of insurance
companies who were working as actuaries (even
though the profession as such did not exist at that
time) and risk analysts. The association lasted only a
short time.
On 2 August 1962, upon the initiative of 17 actuaries, the ‘Asociación Mexicana de Actuarios’ was
founded. Forty insurance companies existed in Mexico at that time.
AMA has 5 categories of membership:
1. Acreditado. Actuaries with professional documentation, who reside in the country and are active
members of CONAC. They are the only members
with voting rights.
2. Asociado. Actuarial students who have completed
the program but do not yet have professional certification (noncertified actuaries), and persons who have
completed studies of actuarial techniques who provide services directly related to Mexican insurance
activity and reside in the country.
3. Afiliado. Persons who practice the actuarial profession abroad and provide services directly related
to insurance activity.
4. Adherente. Professionals who provide services
directly related to Mexican insurance activity and
who actively contribute to the achievement of the
objectives of the association.
5. Honorario. Those persons who contribute in a relevant way to the development of Mexican insurance
and to the profession and who are designated and
approved by the Consulting Board and the Assembly. (The Consulting Board consists of all the past
presidents of the Association. The Assembly is the

2

Mexico, Actuarial Associations

supreme organism of the association and consists of
all ‘miembros acreditados’.)

To be a member of the CONAC with voting rights,
one has

To be a member of the AMA, one must submit a written application, accompanied by relevant
documentation according to the category of membership, be accepted by the assembly and pay annual
fees. The cases in which the category of Accredited Member is sought and the title of the actuary has been granted by some institution abroad,
he or she must also be accepted by the Technical Board. (The Technical Board consists of three
or more ‘miembros acreditados’ designated by the
Directive Board).
Currently AMA has 406 members: 187 ‘Acreditados’, 204 ‘Asociados’, 8 ‘Afiliados’, 6 ‘Adherentes’,
and 1 ‘Honorario’.
In any given year, AMA organizes six to eight
specific meetings to deal with actuarial subjects
of importance. Furthermore, every other year the
National Congress of Actuaries takes place. It lasts
approximately for two days.
‘Entre Actuarios’ is the journal that the Association publishes quarterly. It was first published in
1998, is published only in Spanish, and is distributed
to all members of the Association.
Contact information: www.ama.org.mx

•
•

Colegio Nacional de Actuarios (CONAC)

Currently, CONAC has 207 members with voting
rights and 256 members without such rights.
CONAC plans annual meetings, choosing themes
of current interest to its members, covering all areas
of the professional activities of the actuary. In October 2002, the XVth National Meeting of Actuaries
was held.
In 1980, CONAC created a National Actuary
Award contest for best papers in actuarial research.
Contact information: www.conac.org.mx

The General Law regulating Professions was first
published in Mexico in 1946, the actuarial profession among the first being regulated. In that law, the
role of a College is defined, granting the formal representation of a profession. With this in mind, on 16
August 1967, the ‘Colegio de Actuarios de México’
was founded, with 20 members. Later, with the purpose of permitting the participation of actuaries from
the entire country, the name was changed to ‘Colegio
Nacional de Actuarios’ (CONAC).

•
•

to be a Mexican citizen
to have obtained an actuarial degree (to have
professional certificate)
to submit an application and be approved by the
Directive Board
to pay the corresponding fees.

The following may be members of the CONAC
without voting rights:
•

•
•

Associates that temporarily or permanently
abandon the exercise of their profession, having
expressed their intention to remain incorporated
in CONAC.
Those who have completed the actuarial program,
but do not have professional certification (noncertified actuaries).
Foreign associates who have satisfied the terms of
International Treaties signed by Mexico. Article
13 of the Obligatory Law of the 5th constitutional
law may be applied. (‘Foreigners that have practiced in the country for the past five years and
have filed the certification before a competent
authority may practice in accordance with the
terms of this law.’)

SOFIA ROMANO

Mortality Laws

De Moivre (1725) [7] used a 1-parameter formula:
1
; equivalent to
ω−x

x
(1)
x p0 = 1 −
ω
De Moivre used age 86 for ω.
Lambert (1776) [17] used a 4-parameter formula:


 x
x
a−x 2
− b e− c − e− d
(2)
x p0 =
x
µx =

Mathematical Formulae
From the time of De Moivre (1725), suggestions have
been made as to the law of mortality as a mathematical formula, of which the most famous is perhaps that of Gompertz (1825). Since John Graunt
(1620–1674) life tables had been constructed empirically. These life tables represented mortality over
the whole human lifespan, and it was natural to
ask if the mathematical functions defined by the life
table could be described by simple laws, as had been
so successfully achieved in natural philosophy. The
choice of function that should be described by a
law of mortality (a mathematical formula depending
on age) has varied, as different authors have considered µx , qx , or mx (see International Actuarial
Notation) (or something else) to be most suitable; in
modern terminology we would model the parameter
that is most natural to estimate, given the underlying
probabilistic model for the data.
It should be noted that, since qx and mx are
all µ 1 to first order, it makes little difference
x+

2

at younger ages whether the formula is used to
represent the functions µx , qx , or mx (see below for
advanced ages).
Since laws of mortality are attempts to summarize
empirical observations, they have been intimately
linked with the statistical techniques of analyzing
mortality data, and, nowadays, would be described as
parametric forms for quantities appearing in statistical
models. In some cases, these models may have a
physiological basis and may attempt to model the
ageing process.
A typical modern pattern of mortality can be
divided into three periods. The first period is the
mortality of infants, namely, a rapid decrease of
mortality during the first few years of life. The
second period contains the so-called ‘accident hump’
where the deaths are mainly due to accidents, for
example, in cars or motor bicycles. The third period
is the almost geometric increase of mortality with age
(the rate of increase slowing down after age 80) –
senescent mortality.
We will now describe the most important laws of
mortality that have been proposed and their features.

Babbage (1823) [2] used a 2-parameter formula,
assuming that x p0 was quadratic (rather than linear,
as De Moivre had assumed)
x p0

= 1 − bx − ax 2 ,

(3)

for suitable values of a, b, c, see [1].
(First) Gompertz (1825) [11] used a 2-parameter
formula:
µx = Bcx
or equivalently
µx = eα1 +α2 x ;

x p0

= e−k(c

x

−1)

(4)

The important conclusion of Gompertz was that the
force of mortality (practically the same as the rate
of mortality for one-half of a year less except for
high ages) increased in geometric progression with
age. This simple law has proved to be a remarkably
good model in different populations and in different
epochs, and many subsequent laws are modifications
of it, to account for known deviations at very young
or very old ages, or for particular features.
Young (1826) proposed a very complex mathematical expression involving x 40 [1, 35].
Littrow (1832) [19] used a polynomial of degree
higher than 2 (as an extension of Babbage).
Moser (1839) [23] used a 5-parameter formula of
the form:
1

x p0

9

= 1 − ax 4 + bx 4 − cx

17
4

− dx

25
4

+ ex

33
4

(5)
where the values (a, b, c, d, e) for Brune’s Tables,
used by the celebrated C. F. Gauss for the Widows’
Fund at Göttingen University are given in [23].
Second Gompertz (1860) [12] was a 10-parameter
formula:
x

ln lx = −bcx + ghx − xdf x − j k m

(x−n)

(6)
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This was intended to represent mortality over the
whole span of life, which was not adequately described by the first Gompertz law. Note that the derivative of the function ln l(x) is equivalent to the force
of mortality µx . This formula seemed to have been in
advance of its time but was too complex for normal
practical use.
Third Gompertz (1862) [13] was a version of the
second Gompertz formula above.
First Makeham (1867) [20] was a 3-parameter
formula:
µx = A + Bcx
or equivalently
µx = α1 + eα2 +α3 x ; x p0 = e−k(bx+c

x

−1)

(7)

This extended the first Gompertz law simply by
including a term independent of age, representing
nonsenescent deaths, for example, from accidents.
Double Geometric (unknown author) [16, 18, 24]
was a 5-parameter formula:
µx = A + Bcx + Mnx

(8)

Oppermann (1870) [25] proposed a 3-parameter
formula:
1

1

µx = ax − 2 + b + cx 3 ,

(9)

which only applies for young ages, x ≤ 20.
Thiele (1871) [31] proposed a 7-parameter formula:
µx = Ae−Bx + Ce−D(x−E) + F Gx ,
2

(10)

which covers the whole span of life. Each term in this
formula represents one of the recognizable features
of human mortality mentioned above. The first term
represents infant mortality, declining steeply after
birth; the second term represents the ‘accident hump’;
the third term is the Gompertz law appropriate at
older ages.
Second Makeham (1890) [21] was a 4-parameter
formula:
µx = A + H x + Bcx

µx =

A + Bcx
1 + Dcx

2

+cx −1)

(11)

(PER1)

(12)

PER1 is the logistic curve, equivalently expressed
GH x
as µx = A + 1+KGH
x (see HP3 below). Perks (1932)
[26] also proposed a 5-parameter formula:
µx =

A + Bcx
+ 1 + Dcx

Kc−x

(PER2)

(13)

The effect of the denominators is to flatten out the
exponential increase of the Gompertz term in the
numerator, noticeable at ages above about 80, which
is now a well-established feature of the mortality.
PER1 results, if each member of a population has
mortality that follows Makeham’s Law µx = A +
Bcx but B, which is fixed for an individual member of the population, follows a gamma distribution
(see Continuous Parametric Distributions) for the
population as a whole. PER1 was used in the graduation of the table of annuitant lives in the United
Kingdom known as a (55).
Weibull (1951) [33] proposed a 2-parameter
formula:
 B+1 
µx = Ax B ;

x p0

=e

−A

x
B+1

(14)

The English Life Tables (ELT) 11 and 12 [27]
(deaths 1950–1952 and 1960–1962) were graduated
using a 7-parameter curve


b
2
∼
mx = µ 1 = a + ce−β(x−x2 ) +
−α(x−x1 )
x+
1
+
e
2
(15)
This mathematical formula was used for English Life
Tables 11 and 12 for an age range above a certain
age; in the case of ELT12 from age 27 upwards.
The method of splines was used for ELT13 and
14 [8, 22].
Beard (1971) [3, 5] proposed a 5-parameter formula:
qx = A +

or equivalently
µx = α1 + α2 x + eα3 +α4 x ; x p0 = e−k(bx+dx

Perks (1932) [26] proposed a 4-parameter formula
(this is known as the logistic curve):-

Ec−2x

Bcx
+ 1 + Dcx

(16)

This formula was used to graduate the table of
assured lives known as A1949–52 in the United
Kingdom.
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Barnett (1974) [4] proposed a 4-parameter formula:
f (x)
qx =
1 + f (x)

Third Heligman–Pollard – HP3 – (1980) [14] was a
9-parameter formula:

where

GH x
(HP3)
(22)
1 + KGH x
which covers the whole span of life. As an example,
the Figure 1 shows the published rates of mortality qx
of the English Life Tables No. 15 (Males) (ELT15M)
from ages 0 to 109 (this represents the mortality
in England and Wales in 1990–1992). ELT15 was
graduated by splines, but we can see that the third
Heligman–Pollard law gives a very close fit, called
ELM15M(Formula) on the figure below. The parameters A∗ 103 ,B ∗ 103 ,C ∗ 102 ,D ∗ 104 , E, F, G∗ 105 , H, K
are 0.59340, 10.536, 9.5294, 6.3492, 8.9761, 21.328,
2.6091, 1.1101, 1.4243. This has K = 1.4243 givGH x
ing, at higher ages, qx = 1+1.4243GH
x (a Perks/logistic
curve with the constant term being zero) and an
asymptotic value of 0.7.
Fourth Heligman–Pollard – HP4 – (1980) [14]
was a 9-parameter formula:

f (x) = A − H x + Bc

x

(17)

This formula was used in the United Kingdom to graduate the experience of insured lives over the period
1967–1970, and this table is known as A 1967–70.
Wilkie (1976) [6, 34] proposed a family, incorporating as many parameters as are significant
qx =

f (x)
1 + f (x)

where

s

f (x) = exp

αi x i−1

(18)

i=1

graduated ages.
First and Second Heligman–Pollard – HP1 and
HP2 – (1980) [14] are two 8-parameter formulae that
cover the whole span of life:
f (x)
qx =
1 + f (x)

C

+ GH x

loge

x
F

2

(HP1)
C

qx = g(x) = A(x+B) +
GH x
+
1 + GH x

qx =

x
De−E loge F

(HP2)

x
F

2

+

(x+B)C

qx = A

+ De

−E loge

x
F

2

k

GH x
+
1 + GH x k

(HP4)

r

µx = GM r,s (x) where GMr,s (x) =
+e

(20)

r+s
i=r+1

αi x i−1
i=1

αi x

i−r−1

(FMW1)

(24)

r,s

g(x)
where at higher ages
1 + g(x)
GH x
1 + 2GH x

loge

(19)
2

Because the first two terms are very small at higher
ages, HP1 and HP2 are practically the same. At
GH x
higher ages both are qx = 1+GH
x . The three terms in
the formula describe infant mortality (high mortality
in the first few years of life, particularly the first year
of life), the accident hump (centered around age 20),
and senescent mortality, as did Thiele’s law over a
100 years ago.
A variation is qx =

C

(23)
which covers the whole span of life.
Forfar, McCutcheon, Wilkie – FMW1 and FMW2
(1988) [9] proposed a general family, incorporating
as many parameters (r + s) as are found to be
significant:

where
f (x) = A(x+B) + De−E

qx = A(x+B) + De−E

(HP2a)

(21)

qx =

GM (x)
= LGMr,s (x) (FMW2)
1 + GMr,s (x)
(25)

The formula for µx incorporates (First) Gompertz
and First and Second Makeham. A mathematical
formula approach was used in the United Kingdom
to graduate the 80 series and 92 series of standard
tables for life insurance companies [6, 9, 22]. For
UK assured lives (two-year select period) and life
office pensioners (‘normal’ retirals, no select period)
in the 92 series, (life office deaths 1991–1994)
the mathematical formula µx = GM(2, 3) was fitted
to µx .
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Figure 1

Mortality ELTM, ELTM(FIT) and ELTM(limit)

Mortality at the Highest Ages
Whereas from ages 30 to 80 the yearly rate of
increase in mortality rates is almost constant (10% –
11.5% a year in round terms), the rate of increase
slows down markedly above age 80 [28–30]. The
GH x
term 1+KGH
x in the Third Heligman–Pollard formula
is similar to a Perks (see above) term (with A = 0);
fitting HP3 to ELT15M gives an asymptotic value
of (1/K) = 0.7 for qx (see above). The asymptotic
value of µx then approximates to 1.2 {− ln(1–0.7)}.
At age 110, qx = 0.55, so the asymptotic value has
nearly (but not quite) been reached.
Since the rate of growth of µx and qx
declines above age 80, perhaps the functional form
GM 1,2 (x)
for either µx or qx may be preferable to
1+KGM 1,2 (x)
GM 1,3 (x), but this has not been tried.

Mortality Projections for Pensioners and
Annuitants [particularly CMI Report
No. 17]
Human mortality has changed dramatically during the
few centuries in which laws of mortality have been
pursued, notably during the twentieth century [6, 10,
15, 32]. Of interest in themselves, such changes
are of great financial importance to life insurers

(see Life Insurance). Generally we have seen mortality falling and longevity increasing, which makes
pensions and annuities more expensive, so actuaries have attempted to project such future trends in
order to price and reserve for annuity contracts. This
subject cannot be described in detail here, but a study
of the laws of mortality that have been found to apply
over time, and how their parameters have changed,
gives useful information. Projections of annuitant and
pensioner mortality have been made in the United
Kingdom since the 1920s. The projections have been
based on a double entry table where the axes of the
table are age and calendar year.

Future Mortality
Ever since Gompertz (1825), an exponential term has
appeared in some form in most laws of mortality; it
is convenient to focus on the parameter H (which is
around 1.10) in the Third Heligman–Pollard formula.
This appears to be significant as it plausibly relates
to the natural aging of the human body, as originally
argued by Gompertz. Modern medicine does not
appear to have made a difference to H . In fact, H
appears to be increasing with time as Table 1 shows.
Eliminating all infant mortality (the first term
in the Third Heligman–Pollard formula) and all

Mortality Laws
[6]

Table 1

Mortality table and date
English life tables No. 2 males 1841
English life tables No. 15 males 1991

Optimum
value of
H in HP3

[7]

1.099
1.113

[8]

accidents, (the second term) reducing qx to 1/3 of its
ELT15M(Formula) value, and running linearly into
0.9 times, the ELT15M(Formula) value of qx over the
ages between 60 and 120, but keeping the proportion
constant at 0.9 above age 120 will create a mortality
table denoted by ELT(limit) but will only put the
expectation of life for males at birth up from 76
(on ELT15M) to 83, on ELT(limit). The age of the
oldest person to die in the world (currently believed
to be Madame Calment of France, who died at age
122 years 164 days) may, however, not increase much
above 122 over the foreseeable future. On ELT(limit),
out of 100 million births per annum and a stationary
population of 8.5 billion there is less than 1 person
alive at age 124. This suggests that until we can find
some way of influencing the ageing process there is
a limit of, say, 85 years to the expectation of life for
male lives at birth and a limit to which the oldest
person in the world can live of, say, 125. ELT(limit)
is shown in Figure 1.

[9]

[10]

[11]

[12]

[13]
[14]

[15]

[16]
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National Associations of
Actuaries
The International Actuarial Association (IAA)
groups all national actuarial associations. Any
national association may join the IAA if it satisfies
the IAA Council that its purpose is consistent with
the goals of the IAA. There are two categories of
members: Full Members and Associate Members.
Details about the accreditation process for
prospective members can be found in the IAA website, www.actuaries.org. The criteria for accreditation
as a Full Member Association are strict. The association must have a code of professional conduct, which
includes the principles approved by the Groupe Consultatif des Associations d’Actuaires des Pays des
Communautés Européennes.
The association must have a formal discipline
process. This process must include the following procedures: (i) there is a complaint process available
to anyone affected by a member’s work and the
member’s professional peers; (ii) there is a defense
process available to all members; (iii) there is an
appeal process available, which is independent of the
body that has ruled at the prior level; and (iv) there is
a set of sanctions that are appropriate to the offenses
committed. At the date of its application, an actuarial
association must have processes (i) and (ii) in place,
and must be committed to set up (iii) and (iv) within
18 months.
Furthermore, if the applicant association plans to
adopt recommended standards of practice, the process
has to satisfy the following criteria: (i) the proposal
to consider possible standards of practice follows an
established procedure; (ii) the proposed standards are
exposed to members, and, when appropriate, to third
parties, for comments; (iii) comments on the exposure draft are taken into consideration; (iv) accepted
standards are promulgated by an authority vested in
such powers; and (v) accepted standards are published and dispatched to members.
Finally, the applicant association must be committed to support the IAA proposals for minimum education guidelines, which are planned to be implemented
after 2005 for all new fully qualified actuaries.
Once accepted, the association must pay an annual
fee, currently set at $6 CAD per fully qualified actuary (fully qualified as defined by each association).

Actuarial associations that do not currently satisfy
the criteria for accreditation as Full Members may
apply to be Associate Members. In that case, the
annual fee is set currently at $50 CAD per association
per year.
Individuals who are unable to join an IAAaccredited association of actuaries due to a lack of
such an association in their region may be accepted
by the IAA as Individual Members, if they can prove
that they have acquired sufficient actuarial qualifications, for instance, through years of actuarial practice
or through scientific work in the actuarial field.
As of July 2003, the IAA had 49 Full Members
and 25 Observer Members from 64 countries. Several
associations joined the IAA after the deadline to be
included in this encyclopedia. The following 48 associations have kindly agreed to write a contribution for
the Encyclopedia of Actuarial Science. These contributions are found in this article, where associations
are listed by country in alphabetical order.
Argentina
Consejo Profesional de Ciencias Económicas de la
Ciudad Autónomas de Buenos Aires
Instituto Actuarial Argentino
(see Argentina, Actuarial Associations)
Australia
Institute of Actuaries of Australia
Austria
Aktuarvereinigung Österreichs (Austrian Actuarial Association)
Belgium
Association Royale des Actuaires Belges
Brazil
Brazilian Institute of Actuaries (IBA)
Canada
Canadian Institute of Actuaries
Croatia
Croatian Actuarial Association
Cyprus
Cyprus Association of Actuaries (CAA)
Czech Republic
Česká Společnost Aktuáru° (The Czech Society of
Actuaries)
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Denmark
Den Danske Aktuarforening (The Danish Society
of Actuaries)
Estonia
Estonian Actuarial Society
Finland
Suomen Aktuaariyhdistys (The Actuarial Society
of Finland)
France
Institut des Actuaires
Georgia
Association of Actuaries and Financial Analysts
Germany
Deutsche Aktuarvereinigung e. V. (DAV)
Ghana
Actuarial Society of Ghana

New Zealand
New Zealand Society of Actuaries
Norway
Den Norske Aktuarforening (The Norwegian Society of Actuaries)
Pakistan
Pakistan Society of Actuaries
Poland
Polskie Stowarzyszenie Aktuariuszy
Portugal
Portuguese Institute of Actuaries
Singapore
Singapore Actuarial Society
Slovakia
Slovak Society of Actuaries

Greece
Hellenic Actuarial Society

Slovenia
Slovensko Aktuarsko Društvo (The Slovenian
Association of Actuaries)

Hong Kong
Actuarial Society of Hong Kong

Spain
Col·legi d’Actuaris de Catalunya

Hungary
Hungarian Actuarial Society

Sweden
Svenska Aktuarieföreningen, Swedish Society of
Actuaries

Israel
Israel Association of Actuaries
Italy
Istituto Italiano degli Attuari
Japan
Institute of Actuaries of Japan
Latvia
Latvian Actuarial Association
Malaysia
Persatuan Aktuari Malaysia
Mexico
Asociacion Mexicana de Actuarios, A.C.
Colegio National de Actuarios A.C.
(see Mexico, Actuarial Associations)
The Netherlands
Het Actuarieel Genootschap (The Dutch Actuarial
Society)

Switzerland
Swiss Association of Actuaries
Taiwan, Republic of China
Actuarial Institute of the Republic of China
Ukraine
Ukrainian Actuarial Society
United Kingdom
Faculty of Actuaries
Institute of Actuaries
United States
American Academy of Actuaries
American Society of Pension Actuaries
Casualty Actuarial Society
Conference of Consulting Actuaries
Society of Actuaries
JEAN LEMAIRE

New Zealand Society of
Actuaries
Introduction
The New Zealand Society of Actuaries (NZSA) is
the body that represents actuaries practicing in New
Zealand. It enjoys some statutory recognition, applies
its own disciplinary code, and publishes its own
standards and guidance notes.

Structure
The Society is headed by a council, which is chaired
by the president. The council and the president are
elected by the members. Much of the work of the
Society is delegated by the council to the following
standing committees:
1.
2.
3.
4.
5.
6.
7.
8.

Education
General insurance (see Non-life Insurance)
health insurance
Human rights
Investment
Life insurance
Professional practice
Superannuation
Adhoc committees are also formed to assist with
9. Conference organization (for the biennial
convention)
10. Matrimonial/relationship property valuations
11. Experience investigations.

to life insurance reporting, defined benefit
superannuation-scheme reporting, and general
insurance reporting.
3. Making submissions on draft government legislation.

Membership
Criteria
Fellow members of the Institute of Actuaries, the
Faculty of Actuaries, the Institute of Actuaries
of Australia, the American Society of Actuaries,
and the Canadian Institute of Actuaries, who are
resident in New Zealand, are automatically eligible
for fellowship of the NZSA.
Fellow members of these bodies who are not
resident in New Zealand but who have sufficient
knowledge of New Zealand conditions, may apply
for membership of the NZSA.

Data

Activities

In 2002, the Society had 134 fellow members, of
whom about 50 were resident overseas, and there
were a further 114 students. The New Zealand–based
Fellows are more or less evenly spread between the
two major cities of Auckland and Wellington.
Approximately 65% of fellow members qualified
via the Institute or the Faculty of Actuaries, and 25%
qualified via the Institute of Actuaries of Australia.
Many of the FIAs and FFAs also opted to become
Fellow members of the Institute of Actuaries of
Australia under a ‘window’ available to overseasbased actuaries, when its fellowship status was first
introduced in 1983, reflecting the close ties that exist
between the two bodies.

The activities of the council and its committees
include the following:

Student’s Examinations

1. Providing forums for discussions on topics of
common interest. This includes regular lunches
with invited speakers in Wellington and Auckland, sessional meetings, one-day seminars, and
the Society’s biennial convention.
2. Publishing standards and guidance notes in areas
of professional practice. In addition to the
code of conduct (which includes disciplinary
procedures), there are currently standards relating

Auckland and Wellington are examination centers for
the joint Institute/Faculty examinations. Virtually all
students either join the Institute of Actuaries, or the
Institute of Actuaries of Australia (IAA). The IAA
sets final examinations only, recognizing the Institute/Faculty 100-series examinations as its preliminary examinations. Consequently, virtually all New
Zealand students begin their careers by sitting for the
Institute’s 100-series examinations.
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Thereafter, approximately half sit for the Institute/Faculty final examinations, and half for the
IAA finals.

Areas of Member Professional Work
Members of the New Zealand Society provide professional services in the following areas:
1. Life insurance: Despite its small population base
(4 million), New Zealand has a relatively large number of life insurance companies (18 at present).
New Zealand has adopted the Australian margin-onservice basis for reporting profits in its published
accounts, with a number of companies also publishing appraisal or embedded values (see Valuation of Life Insurance Liabilities). New Zealand’s
life insurance–taxation legislation also requires additional actuarial calculations.
2. Superannuation and investments: Employer-subsidized superannuation schemes have been in decline
in New Zealand over the past decade, with all tax
incentives for retirement saving having been removed
(replaced by a regime that includes a disincentive
for low-income earners), and with the remaining
defined benefit schemes tending to switch to defined
contribution schemes (see Pensions). A number of
consulting firms active in the superannuation area
have extended their efforts to providing investment
advice and performance measurement.
3. General insurance: A number of New Zealand
general insurers have ‘long-tailed’ claims liabilities (see Long-tail Business), which have a de
facto (rather than a statutory) requirement for actuarial analysis in the preparation of their published
accounts. Also, the country’s state-run Accident Compensation Corporation (ACC), which provides longterm accidental disablement income, makes extensive
use of actuarial resources for its analysis. The ACC
has recently established its own New Zealand–based
actuarial team, having previously solely used the services of overseas consultants.
4. Health: New Zealand has a small number of actuaries operating in the health insurance area. The
country’s largest health insurer has its own actuarial

team, and there are a number of smaller health insurance companies/societies.
5. Matrimonial/relationship property: Superannuation entitlements form part of the relationship
property, and in many cases require an actuarial
valuation to assess their value when parties separate.
A number of consultants practice in this area.

A Brief History of the Society
(Acknowledgements: The Actuarial Profession in
New Zealand (Edwin Sumner, 1979); History of
the Actuarial Profession in New Zealand (Jonathan
Eriksen, 1995); further information provided by Dick
Jessup):
1869 The first legal recognition of the profession.
‘The Government Annuities and Life Insurance Bill’ was introduced in New Zealand.
1870 First actuarial work was carried out in New
Zealand, by Maurice Black, an actuary based
in Sydney, Australia. He produced life insurance premiums and annuity rates for the Government Life insurance office.
1880 New Zealand’s first local actuarial appointment: Godfrey Knight is appointed as full
time actuary to Government Life.
1890 Wellington was approved as an examination
center for actuarial students.
1892 The first actuarial students sat for examinations in Wellington.
1957 The New Zealand Actuarial Club was formed
(informally). The driving force was Edwin
Sumner. The club held quarterly lunchtime
meetings. At this stage, there were seven
actuaries in New Zealand.
1966 The New Zealand Actuarial Club became a
formal body, adopting a Constitution. By now
there were 20 actuaries in New Zealand.
1976 The club became incorporated as a society,
having adopted the name ‘The New Zealand
Society of Actuaries’.
1989 The society adopted a code of conduct (including disciplinary procedures).
PETER DAVIES

Pakistan Society of
Actuaries
The Pakistan Society of Actuaries (PSOA) was established as an informal association of persons in the
mid 1970s, consisting mainly of members of the
Institute of Actuaries. The society was formally
registered as a corporate entity in 2001, with the
following objectives:

accounting community of IAS-19, which increased
the demand for actuarial services.
The PSOA currently has a membership of 63, with
15 Fellows, 17 Associates and 31 Student members.
Membership is currently granted on the basis of
membership of either the Institute of Actuaries in the
United Kingdom or the Society of Actuaries in the
United States.
In recent years, the PSOA has been actively
involved in areas relating to the regulation of insurance and pensions, including

•

•

•
•

To be a professional body representing the actuarial profession in Pakistan with respect to
– minimum standards of education and professional training,
– initiatives by government and other bodies
(eg. The Institute of Chartered Accountants
in Pakistan) regarding issues involving actuarial expertise.
To regulate the practice of its members to ensure
– adherence to standards,
– adherence to professional ethics.
To promote the actuarial profession in the country.

The actuarial profession in Pakistan is small,
although there has been a significant increase in
the membership in recent years. A large number of
actuaries left the country following nationalization of
life insurance in 1972 and this trend continued until
recently, with more Pakistani actuaries being resident
outside the country than within. In the last decade the
pace of actuaries leaving the country slowed down
due to the introduction of private sector life insurance
companies in the market and the adoption by the

•
•
•

the process of promulgation of a new insurance law (the Insurance Ordinance 2000 and
related rules);
the formulation of the Insurance Accounting Regulations 2002 (in a joint committee with the professional accounting body);
discussions with the regulator (the Securities and
Exchange Commission of Pakistan) on various
aspects of life insurance regulation
drafting standards for the actuarial valuation of
pension schemes for IAS-19 purposes.

The PSOA has also conducted a number of seminars, one of which was approved by the Society of
Actuaries for Professional Development credits and
has also received approval to conduct the seminar
related to Course 7 of the SOA in Pakistan. It also
recently conducted a widely attended seminar targeted at introducing legislation for the regulation of
retirement benefit schemes in Pakistan.
OMER MORSHED

Persatuan Aktuari
Malaysia
Actuarial Society of Malaysia
The Actuarial Society of Malaysia (ASM) is an
organization whose objectives are to promote the
actuarial profession and to maintain high standards
of actuarial competence and conduct in Malaysia.
The official establishment of the ASM on October
5, 1978 was a crucial milestone in the Malaysian life
insurance industry.
The appointment of the appointed actuary is mandated for all life insurance companies in Malaysia by
the Central Bank of Malaysia on January 1, 1994.
According to Article 84 of the Malaysian Insurance Act 1996, an appointed actuary is responsible
for investigating the financial condition and valuing the liabilities of the life insurance company, and
for preparing reports and certificates specified by the
Central Bank of Malaysia. These regulations have
significantly increased the importance of actuaries
in the life insurance industry. Actuaries also play a
major role with regulators and with the Life Insurance Association of Malaysia (LIAM) by formulating
insurance-related guidelines.
As of June 2002, the ASM had 190 members –
40 Fellows, 30 Associates, 117 students, and 3

observer members. An Executive Committee (EXCO)
is elected during the Annual General Meeting (AGM)
and meets regularly to deliberate on the issues and
activities pertaining to actuarial matters. Seminars
and lectures are held on actuarial topics where local
and foreign actuarial professionals are invited to
share their expertise and experience. Apart from the
above-mentioned activities, the ASM also assists in
engaging study groups and lecturers to hold review
courses for candidates sitting for actuarial examinations. The ASM also provides consultation and
advice to students who are interested in pursuing
their tertiary studies in actuarial science. Currently,
there are two higher-level institutions in Malaysia,
namely, the National University of Malaysia and the
MARA University of Technology, which offer degree
and diploma courses in actuarial science. Actuarial
students in Malaysia may pursue professional qualifications from the Society of Actuaries in the United
States of America, the Institute of Actuaries in
England, the Faculty of Actuaries in Scotland, the
Canadian Institute of Actuaries or the Institute of
Actuaries of Australia. These professional bodies
are accepted by the Malaysian regulators as a part of
the appointed actuary requirements.
The ASM maintains a website at http://browse.to/
asm where current information and announcements
are posted.
HASSAN KAMIL

Polskie Stowarzyszenie
Aktuariuszy
The Polish Society of Actuaries (Polskie Stowarzyszenie Aktuariuszy), a professional organization of Polish actuaries, was established in its present form in
1991. The Polish Society of Actuaries stressed its
desire to continue the traditions of the Polish Institute of Actuaries which was created in Warsaw in
1920 soon after the country regained its independence
after World War I and remained active until World
War II. The aim of the Institute was to promote actuarial science and to form a solid basis for actuarial
training and research. The Institute worked in close
cooperation with large insurance companies operating
in Poland and also attracted academic actuaries. The
first president of the Institute, Dr. Samuel Dickstein,
was a professor at Warsaw University. In 1920, the
Institute published the first set of professional guidelines for actuaries working in Poland and outlined the
principles of actuarial education. In 1922, the Institute began the publication of Wiadomości Aktuarialne
(‘Actuarial News’), the first Polish scientific journal
devoted solely to problems of insurance mathematics,
which appeared, with interruption, until World War II.
Polish actuaries participated in actuarial congresses
and Poland was one of the 17 European member
countries in the International Actuarial Association
(IAA).
World War II interrupted these developments, but
the tradition of actuarial research and high professional standards were very important as they made it
possible for Poland to continue some form of cooperation with international actuarial bodies despite the
communist regime’s attempts to make the actuarial
profession disappear. In the time immediately following World War II, the cooperation with the committee organizing International Congresses of Actuaries
(ICA) was maintained by the Institute of Mathematics of the Polish Academy of Sciences. However, this
cooperation also was terminated and until 1956, there
was no link between the Polish insurance industry and
the international actuarial community. The monopolistic nature of Polish insurance between 1945 and
the late 1980s successfully eliminated any form of
competition, while the state control did not promote actuarial professionalism. The Polish Institute
of Actuaries was never reestablished after World War

II, the word ‘actuary’ disappeared from Polish encyclopedias and the profession it used to describe practically ceased to exist. International actuarial contacts
were maintained by a handful of enthusiasts. In 1956,
Poland, represented by Państwowy Zakład Ubezpieczeń (‘Polish National Insurance’) reestablished its
collaboration with the organizing committee of the
ICA; the highlight of this renewed collaboration was
the organization of the 1966 ASTIN Colloquium in
Sopot, Poland. However, even in 1981, Poland had
only three registered IAA members. The only other
communist country represented in IAA until 1980
was the former Yugoslavia, with one member.
After half a century of both neglect and purposeful
destruction, the recreation of the actuarial profession
in Poland was not an easy task. With the fall of the
communist system, a new insurance law came into
force on July 28, 1990. It took into account laws in
European Community countries and required insurance companies to go through a licensing process and
provide business plans before establishing operations
as well as using ‘an expert in insurance mathematics,
finances, and statistics (an actuary)’. The actuary had
initially the responsibility for calculating and certifying technical and insurance reserves and was given a
degree of freedom in the way in which it was done.
However, the country had not a single licensed actuary at that time.
As the new insurance law was being prepared, in
July 1990, the first intensive summer courses in actuarial science were organized in Warsaw. They were
requested by the Polish Ministry of Finance, which
also acted as the insurance supervisory authority in
Poland. The courses were hosted by the Department
of Economics at Warsaw University and sponsored
by External Affairs and International Trade Canada,
the Polish Ministry of Finance, the Polish Chamber
of Insurance, and the Society of Actuaries. A number
of academic actuaries from Canada, United Kingdom,
United States of America, and France participated in
the actuarial summer schools, teaching three levels of
courses to students from Poland and from many other
countries of Central and Eastern Europe. The school
is still in operation as an annual event, now managed
by the Department of Economics at Warsaw University and operates primarily as a continuing education
program for actuaries from Poland and other Eastern
European countries.
The insurance company regulations of December
27, 1990, consolidated the insurance law of July 28,
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1990, and promoted a strong role for actuaries in
insurance company management. A group of students
of the first summer courses in 1990 decided to form
a support group to promote the actuarial profession
as well as actuarial education and research. One year
later, as a direct result of the 1991 summer school,
the idea of creating a truly professional organization
crystallized, and after discussion, the founding law,
Statut, was adopted and submitted for registration.
On August 9, 1991 the Polish Society of Actuaries,
Polskie Stowarzyszenie Aktuariuszy, was registered.
The first elected president of the Polish Society of
Actuaries was Dr. Krzysztof Stroiński who held office
until 1996.
The Society chose a three level structure of membership: students, associates, and full members (fellows). However, in the interim, because of the small
membership, additional privileges were granted to
associate members and full eligibility to run for office
within the Society was extended to the first level of
membership (students). The Society adopted examinations and insurance related work experience as
requirements for obtaining the associate membership.
Qualifying exams were introduced in 1991 and held
twice a year. Initially, a system of writing an externally reviewed thesis was adopted for qualification
as a fellow, mainly as a result of the then existing
difficulty in establishing a fully reliable system of
fellowship examinations.
The Society has established a library with books
and journal donations from the Institute of Actuaries

and the Faculty of Actuaries. This library is currently
located in the Department of Economics at Warsaw
University. A newsletter, Aktuariusz, had been issued
by the Society on a quarterly basis, with the first issue
published on July 7, 1991. Aktuariusz appeared for
a number of years, sponsored by a Canadian grant
and later by Certum Actuarial Consulting, but its
publication has now been interrupted because of lack
of funding. The Worshipful Company of Actuaries,
through Mr. Colin Czapiewski, donated to the Polish
Society of Actuaries a coat of arms with the motto
Cognosco quid solvare.
The Society continues to play an important role
in promoting the actuarial profession and education,
by organizing seminars and supporting the annual
summer school activities at Warsaw University. However, in 1996, the state actuarial exams, run by the
State Examination Commission, replaced the Society’s exams and the actuarial license given by the
state became necessary to sign actuarial reserves in
Polish insurance companies. By mid 2003, 123 such
licenses had been issued. The membership of the
Society in 2003 included 79 fellows, 25 associate
members, and 18 students. Several honorary memberships were also awarded. Foreign nationals in special
situations can become members of the Society. The
address for correspondence is Polskie Stowarzyszenie Aktuariuszy, c/o PZU – Życie, Aleja Jana Pawła
II 24, 00 133 Warszawa, Poland.
KRZYSZTOF STROIŃSKI

Portuguese Institute of
Actuaries
Origins and Objects
Portuguese Institute of Actuaries (IAP) was founded
on 19 June 1945, as a scientific association dedicated
to promoting the development of actuarial and statistical studies in Portugal.
Its founding nucleus comprised 38 ordinary and
32 associate members, the latter mostly made up of
insurance companies. The majority of the ordinary
members had completed their university studies in
mathematics or in economics and finance, practicing
their profession in insurance companies, the insurance
supervisory body, or in social welfare institutions.
The statutes of the IAP were approved by Ministerial Order on 24 July 1945. They established
the purpose of the institution as ‘the fostering of
progress in the technical principles and the mathematics of insurance’. Means to achieve these objectives
included ‘the holding of meetings of the members
in order to discuss scientific matters of an actuarial
nature; the publication of a bulletin; and the establishment of cultural relations between Portuguese and
foreign actuaries’.
These principles, which reflect the desire of the
Portuguese actuaries to escape from the associative
limitations imposed on all walks of society by the
political regime in place at that time, were later to
undergo amendments that were related to the evolving
socioeconomic conditions in Europe, in general, and
in Portugal, in particular. The amendments allowed
the IAP to adapt to the need for convergence and
harmonization arising from the institution’s participation in the Comité du Groupe Consultatif Actuariel Européen and the International Actuarial
Association.

Legal Framework and Qualifications
Portuguese law obliges insurance companies and
pension funds (see Pensions: Finance, Risk and
Accounting; Pensions) to certify with the supervisory body, the Insurance Institute of Portugal (ISP),
an appointed actuary who signs the Annual Accounts
and who must draw up the actuarial reports required

by law. There are two laws that concern the specific juridical requirements to which the appointed
actuary is subject – one dealing with insurance activities and the other with pension funds. Regulations
govern the certification procedure with regard to the
appointed actuary, as well as the guidelines for the
reports drawn up by appointed actuaries.
The IAP is currently endeavoring to convince
a wider spectrum of commercial and industrial
sectors of the need to introduce actuaries with riskmanagement skills into the ranks of their personnel.
Among those whose activities are most subject
to general market risks – both operational and
financial – the banking sector stands out in particular
as one that should give serious consideration to this
recommendation.
In Portugal, there are currently no universities
offering Bachelor degree courses in actuarial sciences, although it is common to find the subject
taught as a discipline or a branch of specialization
on mathematics degree courses and as a part of certain economics and business management degrees.
In recent years, as a result of the IAP’s encouragement, Portuguese universities, specifically, the
Faculty of Science and Technology (FCT) of the
Universidade Nova de Lisboa and the Higher Institute of Economics and Business Management of the
Universidade Técnica de Lisboa, have introduced
Masters degrees and postgraduate courses in actuarial sciences.

Membership
At present, the IAP has 240 individual and 40 corporate members, the majority of the latter being
insurance companies. Of the individual members, 140
have Full-Member status.
Admission to the IAP is obtained by means of
the submission of a proposal signed by two ordinary
members. The candidate must provide documentary
evidence of his/her academic qualifications in the
areas stipulated by the IAP. Full membership can
only be attained further to the member’s formal
application, which must be sponsored by two current
full members and on condition that the applicant has
completed three years as a practicing actuary.
In compliance with Portuguese legislation and in
conformity with the Mutual Recognition Agreement
to which the IAP and its European Union counterparts
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are signatories, the IAP will, on application, admit
as permanent members of the institution, eligible
individuals, in accordance with the terms of the
above-mentioned Agreement.

Participation in International
Organizations
The IAP participates on various committees of the
Groupe Consultatif Actuariel Européen, having
permanent members on the Education Committee and
the Freedoms and General Purposes Committee.
The IAP’s activities are concentrated on the specialized training of actuaries in collaboration with
those universities with which cooperation agreements
have been established. A Working Group is currently
engaged in the task of drawing up amendments to
the actuarial studies curriculum, not only in accordance with the Core Syllabus but also in order to
satisfy the requirements of the International Accounting Standards Committee (IASC) (see Accounting)
and other supervisory and regulatory bodies.

Scientific Activities
The IAP organizes annual conferences on actuarial
themes. Recent conferences dealt with social security, solvency, pricing-adjustments, and immunization of the liquidity of insurance companies and
pension funds.
The bulletin of the IAP is published twice a year,
presenting articles written mainly by Portuguese actuaries who are carrying out research within the ambit
of their postgraduate, masters, or doctorate studies.

Address
Instituto dos Actuários Portugueses
Alameda D. Afonso Henriques, 72 r/c esq.
1000-125 Lisboa – Portugal
Telef.: 351 21 84 63 882
Fax: 351 21 84 51 260
E-mail: instituto.actuarios@mail.telepac.pt
Website: www.iap.com.pt
CARLOS MANUEL PEREIRA DA SILVA &
ARMANDO CAEIRO

Price, Richard
(1723–1791)
Born on February 23, 1723 at Tynton, Glamorganshire to a Calvinist congregational minister, Price
went to a dissenting academy in London for his
higher education. As a preacher in the surroundings of
London, he quickly established a reputation as a nonconformist, moral philosopher. Apart from that, Price
had strong interests in politics, economics, and mathematics. Through his political writing on colonialism
in America, he had a fair share in influencing the
Americans to declare their independence. Although
he was an intimate friend of Benjamin Franklin
(1706–1790), he declined an invitation of the American Congress to assist in the financial administration
of the states. The progress of the French Revolution
offered a bit of consolation in his final years. He died
on April 19, 1791 at Gravel Pit, Hackney.
When Thomas Bayes (1701–1761) died in 1761,
his mathematical papers were passed to Price for
examination. On December 23, 1763, Price read a
paper to the Royal Society under the title An essay
toward solving a problem in the doctrine of chances,
which he attributed to Bayes, apart from an introduction and an appendix. The essay contains the
essentials of what is now called Bayes theorem (see
Bayesian Statistics) and was published as [1] in
1764. For more information on this essay, see [5]. A
discussion on possible alternative inventors of Bayes’
law can be found in [6].
In a letter [3] to Franklin in April 1769, Price
made a number of observations on the expectation
of lives, the increase of mankind, and the population of London. This letter was later read before the
Royal Society. In it Price discusses the life expectation for single and joint lives using both the median
and the arithmetic mean. His main point is that in
a stationary population, the number of inhabitants
equals the product of the number of births times
the average life length. Two years later, Price published [4], which is considered his major actuarial
work. Within a moral and philosophical context, Price

covers a variety of contingent and survivorship problems, deferred annuities and life assurances (see Life
Insurance). He calculates examples of age-related
level annual premiums following a method developed by James Dodson (1716–1757) in 1755. He
also severely attacks annuity schemes that are in use
with different assurances. The book [4] had such a
tremendous impact on legislation and actuarial practice that Price has been called the Father of Old Age
Pensions.
As mentioned in [2] Price was ‘the first to understand how an assurance company issuing level annual
premium life policies functions. He appreciated the
need for regular financial investigations as well as
properly calculated premiums and he was able to put
his ideas into practice’.
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Probability Theory
A mathematical model for probabilities of random
events.

History
Gerolamo Cardano (1501–1576) seems to be the first
one to formulate a quantitative theory of probabilities
(or odds) in random games. In his book Liber de Ludo
Alea (The Book on Dice Games), he found the two
fundamental rules of probability theory. The addition
rule: the probability that at least one of two exclusive event occurs is the sum of the probabilities. The
multiplication rule: the probability that two independent events occur simultaneously is the product of
the probabilities. Cardano was a passionate gambler
and he kept his findings secret. His book was first
betrayed more than 100 years after his death, but in
1654 Pierre de Fermat (1601–1665) and Blaise Pascal (1623–1662) reinvented a model of probability.
The model of Fermat and Pascal takes its starting
point in a finite nonempty set  of equally likely
outcomes. If A is a subset of , then the probability P (A) of A is defined to be quotient |A|/||
where |A| denotes the number of elements in A.
The model of Fermat–Pascal was later extended (by
Huyghens, de Moivre, Laplace, Legendre, Gauss,
Poisson etc.) to the case where  is a finite or countable set of outcomes ω1 , ω2 , . . . with probabilities
p1 , p2 , . . . summing up to 1 and with the probability 
P (A) of the event A ⊆  defined to be the
sum
ωi ∈A pi . In 1656, the Dutch mathematician
and physicist Christaan Huyghens (1629–1695) visited Paris and learned about the findings of Fermat
and Pascal and he wrote the book De Rationiis in
Ludo Alea (How to Reason in Dice Games), which
became the standard textbook on probability theory
for many years. In his book, Huyghens introduces
the important notion of expectation: If the probabilities of winning a1 , . . . , an are p1 , p2 , . . . , pn ,
then according to Huyghens the expected winnings
(or in his words ‘the value of my chance’) equals
p1 a1 + · · · + pn an . Huyghens applies his notion of
expectation to solve a series of nontrivial probability
problems. For instance, consider the following problem: two players, say A and B, throw two dices on
the condition that A wins the game if he obtains six

points before B obtains seven points, and B wins if
he obtains seven points before A obtains six points. If
A makes the first throw, what is the probability that
A wins the game? Using his theory of expectation,
Huyghens obtains the (correct) solution that the probability is 30/61. Note that the problem is not covered
by the (extended) Fermat–Pascal model – there are
no upper limit for the number of games before the
decision and it is possible that the game never reaches
a decision. The insufficiency of the (extended) Fermat–Pascal model was accentuated in the first commercial application of probability; namely, insurance
companies that emerged in the seventeenth century
(ship insurance and life insurance).

Ship Insurance
A ship insurance company is faced with the problem to determine the probability that a given ship
will safely return from a journey. It is clear, that the
(extended) Fermat–Pascal model cannot be used to
give a reasonable estimation of this probability. However, the problem was solved by James Bernoulli
(1654–1705) in his book Ars Conjectandi (The Art
of Conjecturing) in which he proved the first version of the law of large numbers: If we observe
a series of independent outcomes of an event with
two outcomes ‘success’ and ‘failure’ such that the
probability of success is the same but unknown,
say p, then the frequency of successes; that is, the
number of successes divided by the total number
of observations, will approach the unknown probability p as the number of observations tends to
infinity.

Life Insurance
The first life insurances (called a tontine) were
usually of the form that a person payed a (large)
amount to the insurance company on the condition that he would receive a preset pension per
year from his, say 60th birthday, to his death. So
the tontine company was faced with the problem
of estimating the total pension to be paid the tontine holder. The problem was solved by Abraham
de Moivre (1667–1754) in his book Annuities on
Lifes, which was first published separately, and later
(1756) was included and extended in the third edition of his famous book Doctrine of Chances. The
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solution was based on a life table by Edmond Halley
(1656–1742).
The (extended) Fermat–Pascal model was insufficient for many of the probabilistic problems considered in the nineteenth century but in spite of that,
probability theory was successfully developed in the
nineteenth century – lacking a precise mathematical foundation – by Chebyshev, Markov, Lyapounov,
Maxwell, and many others. The breakthrough for
probability theory as a rigorous mathematical discipline came in 1933 with the book Grundbegriffe der
Wahrsheinlichkeitstheorie (The Foundation of Probability Theory) by Andrei Nikolaevich Kolmogorov
(1903–1987), where he formulated an (axiomatic)
model for probability theory, which today is used by
the vast majority of probabilists. Other models have
been suggested around the same time with the model
of von Mises as the most prominent.

Kolmogorov’s Model
This takes its starting points in three objects: A
nonempty set  (the set of all possible outcomes),
a set F of subsets of  (the set of all observable
events), and a function P (F ) (the probability of the
event F ) from F into the unit interval [0, 1]. The
triple (, F, P ) is called a probability space if it
satisfies the following two axioms:
(a)

(b)

 ∈ F and if F, F1 , F2 , . . . ∈ F is are sets in F,
then complement F c and the union F1 ∪ F2 ∪
· · · ∈ F.
P () = 1 and if F1 , F2 , . . . ∈ F are mutually
disjoint sets (i.e. Fi ∩ Fj = ∅ for all i  = j )
with
∞ union F = F1 ∪ F2 ∪ · · ·, then P (F ) =
i=1 P (Fi ).

A set F of subsets of the nonempty set  satisfying (a) is called a σ -algebra. The smallest σ -algebra
in the real line R containing all intervals is called
the Borel σ -algebra and a set belonging to the
Borel σ -algebra is called a Borel set. The notion of
a random variable was introduced by Chebyshev
(approx. 1860) who defined it to be a real variable
assuming different values with specified probabilities. In the Kolmogorov model, a random variable is
defined to be an F-measurable function X:  → R;
that is, {ω | X(ω) ≤ a} ∈ F for every real number
a ∈ R. If X is a random variable, then {ω | X(ω) ∈
B} ∈ F for every Borel set B ⊆ R and the probability

P (X ∈ B) expresses the probability that X takes values in the Borel set B. In particular, the distribution
function FX (a) := P (X ≤ a) expresses the probability that the random variable X is less than or equal
to a.

Conditional Probabilities
Let (, F, P ) be a probability space and let A, B ∈
F be given events such that P (B) > 0, then the
conditional probability of A given B is denoted P (A |
B) and defined to be the quotient P (A ∩ B)/P (B).
The conditional probability P (A | B) is interpreted
as the probability of A if we know that the event
B has occurred. If B0 , . . . , Bn ∈ F are given events
such that P (B1 ∩ · · · ∩ Bn ) > 0, we have (the general
multiplication rule; see [11]):
P (B0 ∩ B1 ∩ · · · ∩ Bn )
= P (B0 )

n


P (Bi | B0 ∩ · · · ∩ Bi−1 ).

(1)

i=1

Let B1 , B2 , . . . be a finite or countably infinite
sequence of mutually disjoint events such that B1 ∪
B2 ∪ · · · =  and P (Bi ) > 0 for all i. If A ∈ F is an
arbitrary event, we have (the law of total probability;
see [1–3, 7, 10]):
P (A) =



P (A|Bi )P (Bi ),

(2)

i

and we have (Bayes’ rule of inverse probabilities
see [2, 3, 7, 9]):
P (A | Bj )P (Bj )
P (Bj | A) = 
P (A | Bi )P (Bi )

∀ j.

(3)

i

Expectation and Conditional Expectation
If X is random variable, then
 its expectation Ɛ(X) is
defined to be the integral  X(ω)P
 ∞(dω) or equivalently to be the Stieltjes integral −∞ x dFX (x) provided that the integral exists. If X and Y are random
variables such that X has finite expectation, then the
conditional expectation Ɛ(X | Y = y) is defined to be
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the (almost surely unique) function h: R → R satisfying
 a
h(y) dFY (y)
−∞



=

X(w)P (w)
{Y ≤a}

∀ a ∈ R.

(4)

If (X, Y ) is discrete with probability mass function
pX,Y (x, y) and φ: R → R is a function such that
φ(X) have finite expectation, we have (see [9, 11])

Ɛ(φ(X) | Y = y) =


×

1
pY (y)

φ(x)pX,Y (x, y) if pY (y) > 0,

(5)

x:pX,Y (x,y)>0

and if (X, Y ) is continuous with density function
fX,Y (x, y) and φ: R → R is a Borel function
such that φ(X) have finite expectation, we have
(see [9, 11])

Ɛ(φ(X) | Y = y) =

×

1
fY (y)

∞

−∞

φ(x)fX,Y (x, y) dx if fY (y) > 0.

(6)

Characteristic Functions and Laplace
Transforms
Let X be a random variable. Then the function φ(t) =
Ɛ(eitX ) is well-defined for all t ∈ R and is called
the characteristic function of X and the function
L(z) = Ɛ(ezX ) is well-defined for all z ∈ DX and
is called the Laplace transform of X where DX is
the set of all complex numbers for which eX z has
finite expectation where z denotes the real part of
z. The characteristic function of X determines the
distribution function of X uniquely; that is, X and
Y have the same distribution function if and only if
X and Y have the same characteristic function (the
uniqueness theorem; see [8, 11]).

Kolmogorov’s Consistency Theorem
Suppose that we want to construct a model for
a parameterized system (Xt | t ∈ T ) of random
variables where the probabilities P ((Xt1 , . . . , Xtn ) ∈
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B) are specified for certain sets B ⊆ Rn and certain
parameter points t1 , . . . , tn ∈ T . If the specifications
contain no inconsistencies (in some precisely defined
sense), then Kolmogorov’s consistency theorem
(see [5, 11]) states that there exists a probability
space (, F, P ) and random variables (Xt | t ∈ T )
on  obeying the given specifications. This means
that every random system containing no inconsistent
specifications can be modeled within the Kolmogorov
framework and the theorem is one of the main reasons
for the (almost) global acceptance of the Kolmogorov
model.

Brownian Motion
Consider a Brownian particle starting at the origin
at time zero and let Xt denote the first coordinate
position of the particle at time t ≥ 0. According to
Albert Einstein (1905), we have that Xt is a random
variable satisfying (i) X0 = 0; (ii) Xt+s − Xt has a
normal distribution with expectation zero and variance sσ 2 where σ 2 is a positive number depending
on the mass and velocity of the particle and the viscosity of the fluid; (iii) Xt+s − Xt is independent
of Xt1 , . . . , Xtn for all 0 ≤ t1 < · · · < tn ≤ t ≤ t + s.
Then the specifications (i), (ii), and (iii) contain no
inconsistencies (in the sense of Kolmogorov) and
there exists a probability space (, F, P ) and random
variables (Xt | t ≥ 0) satisfying (i), (ii), and (iii). The
stochastic process (Xt | t ≥ 0) satisfying (i), (ii), and
(iii) is called a Brownian motion and it has numerous applications to physics, finance, (stock market
prices), genetics, and many other parts of natural
sciences.

The 0–1 Law
If (Xi | i ∈ I ) is a collection of random variables,
then σ (Xi | i ∈ I ) denotes the smallest σ -algebra
on  making Xi measurable for all i ∈ I , that is,
σ (Xi | i ∈ I ) is the set of all events which can be
expressed in terms of the random variables (Xi ).
Let X1 , X2 , . . . be a sequence of independent random variables; that is, P (X1 ≤ a1 , . . . , Xn ≤ an ) =

n
i=1 P (Xi ≤ ai ) for all n ≥ 2 and all a1 , . . . , an ∈
R. Let A be a given event satisfying A ∈ σ (Xi | i ≥
n) for all n ≥ 1; that is, A is an event defined in terms
of the Xi ’s but A does not depend on the values of
X1 , . . . , Xn for any fixed integer n ≥ 1. (For instance,
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the set of all ω for which Xn (ω) converges or the
set all ω for the averages (X1 (ω) + · · · + Xn (ω))/n
converges). Then the 0–1 law states that P (A) is
either 0 or 1. In other words, the 0–1 law states that
an event that only depends of the infinite future has
probability 0 or 1. The 0–1 law has been extended
in various ways to sequences of ‘weakly’ independent random variables (e.g. stationary sequences,
Markov chains, martingales etc.; see [2]).

The Borel–Cantelli Lemma
This is a special case of the 0–1 law. Let A1 , A2 , . . .
be a given sequence of events with probabilities
p1 , p2 , . . . and let A denote the event that infinitely
many of the events An ’s occurs (you may conveniently think of An as the event that we obtain
‘head’ in the nth throw with a coin having probability pn of showing ‘head’ and A as the event that
‘head’ occurs infinitely many times in the infinite
sequence of throws).
 Then the Borel–Cantelli lemma
states that (i) If ∞
n=1 pn < ∞, then
 P (A) = 0; (ii) if
A1 , A2 , . . . are independent and ∞
n=1 pn = ∞, then
P (A) = 1.

Convergence Notions
Probability deals with a number convergence notions
for random variables and their distribution functions.

Convergence in Probability
Let X, X1 , X2 , . . . be a sequence of random variables.
Then Xn → X in probability if P (|Xn − X| > δ) →
0 for all δ > 0; that is, if the probability that Xn
differs from X with more than any prescribed (small)
positive number tends to 0 as n tends to infinity.
If φ: [0, ∞) → R is any given bounded, continuous,
strictly increasing function satisfying φ(0) = 0 (for
instance, φ(x) = arctan x or φ(x) = x/(1 + x)), then
Xn → X in probability to X if and only if Ɛφ(|Xn −
X|) → 0.

that P (N ) = 0 and Xn (ω) → X(ω) for all ω ∈
/N
(in the usual sense of convergence of real numbers).
Convergence a.s. implies convergence in probability.

Convergence in Mean
If X, X1 , X2 , . . . have finite means and variances,
then Xn converge quadratic mean to X if Ɛ(Xn −
X)2 → 0. More generally, if p > 0 is a positive number such that |X|p and |Xn |p have finite expectations,
then Xn converges in p-mean to X if Ɛ|Xn − X|p →
0. If Xn converges to X in p-mean, then Xn converges in probability to X and Xn converges in
q-mean to X for every 0 < q ≤ p.

Convergence in Distribution
Let F, F1 , F2 , . . . be a sequence of distribution
functions on R. Then Fn converge in distribution
(or in law or weakly) to F if Fn (a) →
F (a) for every
a of F , or
 ∞ continuity point ∞
equivalently, if −∞ ψ(x)Fn (dx) → −∞ ψ(x)F (dx)
for every continuous bounded function ψ: R → R. If
FX , FX1 , FX2 , . . . denotes the distribution functions
of X, X1 , X2 , . . ., we say that Xn converges in
distribution (or in law or weakly) to X or to F if FXn
converges in distribution to FX or to F . We have
that Xn converges in distribution to X if and only
if Ɛf (Xn ) → Ɛf (X) for every bounded continuous
function f : R → R. If φ, φ1 , φ2 , . . . denote the
characteristic functions of X, X1 , X2 , . . ., we have
that Xn converges in distribution to X if and only if
φn (t) → φ(t) for all t ∈ R (the continuity theorem;
see [2, 5, 11]). If Xn converges in probability to
X, then Xn converges in distribution to X. The
converse implication fails in general. However, if
F, F1 , F2 , . . . are distribution functions such that Fn
converges in distribution to F , then there exist a
probability space (, F, P ) and random variables
X, X1 , X2 , . . . defined on (, F, P ) such that X
has distribution function F and Xn has distribution
function Fn for all n ≥ 1 and Xn converges a.s. and
in probability to X (Strassen’s theorem).

Convergence Almost Surely
Let X, X1 , X2 , . . . be a sequence of random variables.
Then Xn converge a.s. to X (where a.s. is an abbreviation of almost surely) if there exists a set N such

Convergence in Total Variation
If H : R → R is a function, we let |H |1 denote the
total variation of H ; that is, the supremum of the
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sums ni=1 |H (xi−1 ) − H (xi )| taking over all x0 <
x1 < · · · < xn . Let F, F1 , F2 , . . . be distribution functions on R. Then we say that Fn converges in total
variation to F if |F − Fn |1 → 0. Convergence in total
variation implies convergence in distribution.

Limits of Partial Sums
Let X1 , X2 , . . . be a sequence of random variables
and let Sn = X1 + · · · + Xn denote the partial sum.
Then there exists an abundance of theorems describing the limit behavior of Sn or an (Sn − bn ) for the
given sequences a1 , a2 , . . . and b1 , b2 , . . . of real
numbers with an := n−1 and an := n−1/2 as the most
prominent choices of an .

(Sn − bn )/sn converges in distribution to the standard
normal distribution. that is


1
(Sn − bn ) ≤ a
lim P
n→∞
sn
 a
1
2
= √
e−x /2 dx ∀ a ∈ R.
(7)
2π −∞
For instance, if X1 , X2 , . . . are independent with
the same distribution and with expectation µ and
variance σ 2 > 0 or if X1 , X2 , . . . are independent and
satisfy Lindeberg’s condition (see [3, 6, 11]):
lim

n→∞

sn−2

n 

i=1

{|Xi −µi |>sn }

(Xi − µi )2 dP

= 0,
(8)

The Law of Large Numbers

Q1

The law of large numbers is the first limit theorem in
probability theory and goes back to James Bernoulli
(approx. 1695) who called it the golden theorem.
The law of large numbers states that, under specified assumptions, the centered averages (Sn − bn )/n
converges to zero in probability or in p-mean (the
so-called weak laws) or almost surely (the so-called
strong laws). If X1 , X2 , . . . are independent and have
the same distribution function and the same finite
expectation µ, then (Sn − nµ)/n → 0 almost surely
(see [3, 5, 8, 11]). Let X1 , X2 , . . . be uncorrelated
random variables with finite expectations µ1 , µ2 , . . .
and finite variances σ12 , σ22 , . . . and let bn = µ1 +
· · ·
+ µn denote the partial sum of the expectations.
−3/2 2
σn < ∞ (for instance, if the variances
If ∞
n=1 n
are bounded), then
(Sn − bn )/n → µ almost surely
(see [11]). If n−2 ni=1 σi2 →•, then (Sn − bn )/n →
0 in quadratic mean and in probability.

for every  > 0 or if X1 , X2 , . . . are independent and
satisfy Lyapounov’s condition (see [3, 6, 11])
∃p > 2 so that lim

n→∞

The central limit theorem is the second limit theorem in probability theory and goes back to Abraham
de Moivre (approx. 1740). Suppose that X1 , X2 , . . .
have finite means µ1 , µ2 , . . . and finite positive variances σ12 , σ22 , . . . and let bn = µ1 + · · · + µn and
sn2 = σ12 + · · · + σn2 denote the mean and variance of
Sn = X1 + · · · + Xn . Then the central limit theorem
states that, under specified assumptions, we have that

n


Ɛ|Xi − µi |p

= 0.

i=1

(9)

The Law of the Iterated Logarithm
The law of the iterated logarithm is a modern limit
theorem and it describes the upper and lower limit
bounds of an (Sn − bn ) for specified constants an
and bn . For instance, if X1 , X2 , . . . are independent
random variables with the same distribution and with
finite expectation µ and finite and positive variance
σ 2 , then we have (see [3, 11])
lim sup
n→∞

The Central Limit Theorem

sn−p

lim inf
n→∞

Sn − nµ
2n log(log n)
Sn − nµ
2n log(log n)

= σ with probability 1,
= −σ with probability 1.
(10)

Suppose that µ = 0. Then the sum Sn represents
the cumulative winnings in a series of series of n
independent, identical, fair games and the law of the
iterated logarithm states that the cumulative winnings
Sn fluctuates between the numbers σ n log(log n)
and −σ n log(log n).
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The Arcsine Law

References

The arcsine law is of a different character than the
limit theorems described above. Let X1 , X2 , . . . be
a sequence of independent random variables having the same distribution. If X1 , X2 , . . . represents
the winnings in a series of independent, identical
games, then the sum Sn = X1 + · · · + Xn represents
the cumulative winnings after the first n games.
Hence, the gambler is leading if Sn > 0 and we let
Nn denote the number of sums S1 , . . . , Sn which are
strictly positive. Then Nn /n represents the frequency
that the gambler is leading in the n first games. If
P (Sn > 0) → α for some number 0 < α < 1, then
the arcsine law states that (see [6])


Nn
sin(απ)
lim P
≤x =
n→∞
n
π
 x
×
y −α (1 − y)α−1 dy ∀ 0 ≤ x ≤ 1. (11)

[1]

0

The limit density is called the arcsine law with
parameter α and the arcsine law states that Nn /n
converges in distribution to the arcsine law with
parameter α. If α = 12 , then the games are fair in
the sense that the probability of being ahead after
the first n games is approximately 12 and one would
expect that the frequency of being ahead in the n first
games is approximately 12 . However, if α = 12 , then
the density of the arcsine law attains its minimum at
1
; that is, 12 is the most unlikely value of Nn /n, and
2
since the density is infinite at 0 and 1, the probability
of being ahead (or being behind) in most of the games
is much larger than the probability of being ahead in
approximately half of the times.
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J. HOFFMAN-JØRGENSEN

Professionalism
Professionalism is not defined in any dictionary that I
found. A profession was usually defined as something
like ‘A vocation in which a profound knowledge of
some department of learning is used in its application
to the affairs of others.’ No mention was made of
any ethical aspects. In the actuarial world, however,
professionalism means doing the work of an actuary
in the correct manner as reasonably expected by other
actuaries and as indicated by the relevant actuarial
professional body.
The actuarial professional bodies in the United
Kingdom, United States, Australia, and Canada all
require attendance at a professionalism course before
or shortly after attaining Fellowship. Many other
countries will have something similar. The aim of
the UK professionalism course is to give actuaries
the experience of applying the Professional Conduct
Standards in hypothetical realistic situations.
The UK Professional Conduct Standards require
observance in the spirit as well as in the letter. They
rely on the judgment of actuaries to uphold the dignity and integrity of the profession. Actuaries are
expected to adopt proper attitudes towards the public
generally, their employers, other actuaries, and members of other professions. They are expected to display standards of behavior, integrity, competence, and
professional judgment, which other actuaries might
reasonably expect.
Actuaries are reminded that their duty of care can
extend to persons or organizations that can reasonably
be expected to rely on their advice or information.
They must ensure that it is clear to all as to who their
client is, what their firm is, and in what capacity they
are acting. Actuary’s responsibilities are personal
and, in advising or acting for a client, they must have
proper regard for the trust and the confidence implied.
Advice to a client must be unaffected by interests
other than those of the client. The implications of
advice must be explained in suitable terms, including
the implications for affected third parties, such as
policy holders or the members of a pension scheme.
Actuaries must ensure that it is clear that they are
responsible for any advice that they give and that they
can be identified as the source of that advice. If the
advice is described as independent, the actuary must
be free, and seen to be free, of any influence that
might affect the advice or limit its scope.

Actuaries are reminded that many problems require considerable knowledge and experience for
their solution and an actuary with insufficient relevant experience should only act in cooperation with,
or with the guidance of, an experienced actuary.
Actuaries should recognize that there is room for
differences of opinion in professional advice and must
avoid any action that unfairly injures the professional
reputation of any other actuary. This does not prevent
criticism to the client of another actuary’s work for
that client, if this is properly reasoned and felt to
be justified.
Actuaries are not allowed to use any form of
publicity that might give a member undue or unfair
professional advantage or that is likely to detract from
the standing of the profession. They must be able to
substantiate, in an objective manner, the content of
any publicity for professional services.
Clients have an indisputable right to choose or to
change their professional adviser at any time, or to
take a second opinion, or to retain separate advisers
on different matters. However, the purpose of a new
appointment may conflict with the interests of those
persons or organizations that rely on the advice.
Therefore an actuary who is invited to advise a client,
for whom he or she knows that another actuary is
already acting in the same matter, should inform the
other actuary of the invitation, unless it is merely a
second opinion. The other actuary must then reply as
to whether there are any professional reasons why the
invitation should not be accepted or of any particular
considerations that should be borne in mind before
proceeding.
This codification of what other actuaries might
reasonably expect only came about in the United
Kingdom relatively recently. When I became a Fellow of the Faculty of Actuaries in 1966, the only
guidance to Fellows was one paragraph in the year
book. ‘The Council of the Faculty does not lay down
any rigid rules governing professional conduct and
practice but relies primarily on the judgment of its
members in upholding the dignity and integrity of
the profession. The onus is therefore on the individual member to adopt a proper attitude towards his
employers, towards the public generally and towards
members of his own and other professions.’
The only disciplinary rule was ‘On receiving a
complaint that the conduct of a Fellow is unprofessional or otherwise of such a nature as may be justly
considered likely to bring discredit to the Faculty, the

2

Professionalism

Council shall have power to take action on such complaint.’ Thereafter followed procedural rules, which
was a hearing before a special council meeting, with
any appeal by the Fellow being to a special general
meeting of all Fellows.
Only very rarely was the disciplinary procedure
used, much less than once a decade. Certainly, telephone calls were made by senior council members
to inform a Fellow that some matter had come to
their attention and to suggest appropriate actions in
future. These calls were certainly heeded. So what
went wrong?
The profession grew substantially; the Faculty had
only 387 Fellows in 1966 and the Institute of Actuaries, 1208. Commercial pressures increased and new
Fellows seemed less inclined to follow their predecessors’ thinking without much open debate. Decentralization of offices outside the capital cities led
to a less close knit profession. Points of difficulty,
which might have been mentioned casually, were no
longer discussed by telephone or letter. The Institute,
with its larger membership introduced a Memorandum of Professional Conduct in May 1965 and, after
six amendments, added an Advice on Professional
Conduct in June 1984. The Faculty felt obliged to
follow it in 1975. Advice on technical matters were
dealt with by issuing Guidance Notes, some mandatory and some merely advisory. The first was issued
in May 1975 and by July 2002 there were 36.
After numerous amendments, the two documents
were combined into Professional Conduct Standards
in July 1999 and amended in June 2002. Actuarial advice is not defined but reserved advice is, as,
‘Advice given by a member which, because of prescription in legislation, regulation or the requirements
of any statutory or regulatory body, or a contract,
deed or other legal document, usually to the effect
that the advice must be given by an actuary as therein
defined, could not have been given by the individual if that individual were not a member.’ Thus, the
full rigors of the Standards only apply to Reserved
Advice and not to all advice given by an actuary.
This change came about because of pressure from
actuaries working in other than traditional fields of
practice, who complained that they were restrained
when competing with nonactuaries. The interesting
point to be observed here is that the market, whether
client or employer, appears to put little or no value
on ‘Professionalism’. Advice from a person, perhaps
without a qualification, but certainly not subject to

the Standards of a profession, is as valued as advice
from a professional person. We must ask ‘Is this an
informed judgment?’ Either way, the actuarial profession has much to do. Better communication of
the worth of professionalism, if the judgments are
ill informed. But what is to be done if the judgment
is well informed? Is professionalism an outdated concept not required in today’s world?
Certainly, the actuarial profession in the United
Kingdom has made much of the public interest in
recent years. This has developed into the professional bodies having a duty to act in the public
interest as opposed to the individual actuary. Press
releases have made the profession’s stance clear so
that public debate can be an informed debate, in areas
where actuaries can contribute. The International
Actuarial Association has a Professionalism Committee with terms of reference of ‘With due regard to
subsidiarity, to recommend for approval by Council
appropriate approaches for the IAA to adopt regarding aspects of the professionalism of the worldwide
actuarial profession, including standards of practice
and qualification to practice in coordination with
expectations of actuaries by other worldwide professional forums.’
Certainly, the International Accounting Standards
Board is expecting actuaries to have an international
standard for actuaries valuing an insurance company’s liabilities for accounting purposes. But is this
only at the technical level, akin to the UK profession’s Guidance Notes?
The role of the appointed actuary (see Actuary) in
the United Kingdom was seen as a good example of
professionalism at work. The appointed actuary had
to balance the inherent conflicts of executive (and
shareholder if applicable) pressure with the duty to
the policyholders in managing the financial condition
of a life office and the policyholders’ reasonable
expectations.
The access to the government actuary and the
right and duty to whistle-blow to the supervisor were
powerful tools requiring great professional judgment.
But now, the Financial Services Authority proposes a
vastly different role for ‘the actuarial function’. This
is highly technical but would merely report to the
directors, who are required to make the judgments.
Thus, the future for professionalism looks obscure.
The apparent pressure from clients, employers,
supervisors, and some actuaries is for a more
technical and less judgmental Professional Conduct

Professionalism
Standard. But what of the third party interests of
policyholders and members of pension schemes?
Their representatives, the consumer representative
bodies, have been remarkably silent on these issues.
Is this through ignorance of the issues involved?
Perhaps, the actuarial professional bodies need to
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push harder on the public interest front to explain
the value of professionalism before it is too late.
(See also History of Actuarial Profession)
C.W.F. LOW

Redington, Frank
Mitchell (1906–1984)
Born in Leeds on May 10, 1906, Redington took
his undergraduate in Cambridge. In 1928, he joined
the life insurance company Prudential and became
a member of the management already in 1945. His
appointment to Chief Actuary followed in 1951 and
Redington continued in this capacity until his retirement in 1968. During the period from 1956 to 1957,
he was Chairman of the Life Offices’ Association
in which time he led a delegation to India to discuss compensations for the nationalization of life
insurance. He served on the council of the Institute, was its Vice-President from 1953 to 56 and
President from 1958 to 1960. He died on May 23,
1984.
From the beginning, Redington was aware of the
increasing internationalization of insurance business
and problems resulting from it. For example, he
realized the differences in premium rates, assessment of profits, bonus rates to policyholders (see
Participating Business), the financing of national
pension schemes [4], and so on. Redington caused
a breakthrough by looking at assets and liabilities
on a consistent basis and by suggesting that matching by duration of assets to liabilities would minimize adverse effects of interest rate fluctuations (see
Asset–Liability Modeling). Redington’s principle of
immunization [3] (see Hedging and Risk Management) of a life insurance company against interest
rate movements are still influential as seen in [2, 6].
One of the main reasons for Redington’s influence
during and after his lifetime was his unmatched clarity of writing, of which his famous paper [3] is an
example. As well as immunization, it introduced and

named concepts like ‘estate’ and ‘expanding funnel
of doubt’ with such simplicity that his own original
thinking on complex matters was immediately accessible. These ideas are recognizable in modern tools
such as value-at-risk, which only became possible
with the advent of computers.
Chamberlin in [1] edited the collected papers,
essays, and speeches of Redington. For Redington’s
views on asset–liability management, see [5].
For an obituary, see [7].
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RESTIN
RESTIN is an informal association of actuaries who
meet every year to discuss the practical application
of actuarial ideas and techniques, primarily in the
field of non-life reinsurance and also venturing occasionally into wider actuarial fields. Membership is by
invitation.
RESTIN had its origin in meetings organized in
1974 in the Swiss village of Vico Morcote by Gunnar
Benktander, who was already well known for his
important contributions to actuarial ideas and their
application to reinsurance. I was one of the three
attending the first meeting in February. At the second
meeting in autumn, with discussions structured by
Hilary Seal, we decided to establish a group of
actuaries, who would meet regularly and informally
to exchange views on the ways in which actuarial
thinking could help in the conduct of reinsurance.
To encourage both effective discussion during the
meetings and the circulation of ideas and information
between the meetings, we decided to restrict the
number of participants. The name RESTIN, adopted
a few years later, conveyed not only the flavor of
ASTIN in a reinsurance context but also the laid-back
informality of the proceedings.
In 1979, Peter Johnson entered the group, and is
since then acting as General Secretary.
In the 1960s and 1970s, there was a widespread
feeling among actuaries that there was a gulf between
the current theoretical ideas and the ways in which
the business was being handled in practice. A drastic example was the lack of understanding among
practitioners of how and to what extent inflation

should be dealt with in nonproportional rating and
underwriting (see Nonproportional Reinsurance).
In RESTIN, actuaries engaged in the practical business of reinsurance could meet and stimulate one
another in finding ways to bridge that gulf. To a large
extent, practitioners have since then been influenced
to replace bad theories with reliable methods based
on theoretical justification.
Another important task was to provide managers
and underwriters with quick practical tools or rules of
thumb, which were based on realistic but preferably
simple formulae and could be understood without too
much effort.
The founding members of RESTIN drew up an initial list of subjects to discuss. Among the first topics
were the rating of excess-of-loss treaties, the construction of treaties and the corresponding rating for
reinsurance of the largest claims (see Largest Claims
and ECOMOR Reinsurance), corporate planning,
and models for claim size distributions. In later years,
many subjects were added to the agenda. The thirtieth meeting, held in Ischia, Italy in May 2002, was
attended by 14 members for a program that included
such topics as capital allocation, claim reserves, solvency, catastrophic risks, and exposure rating.
Three former members who have since died are
Harald Bohman, Charlie Hachemeister, and Bob Alting von Geusau. It will come as no surprise to anyone
who knew them to learn that they all made significant contributions to the work of RESTIN and
provided abundant material from which we could try
to develop their ideas.
GIOVANNA FERRARA

Risk-based Capital
Requirements
The Development of Capital Requirements
The business of insurance is essentially stochastic
in nature. Insurance companies price their products and provide for claims based upon their many
years of experience, usually upon the average levels
of that experience. In order to allow for unfavorable variations in future experience from past norms,
both premiums and policy reserves are calculated
with specific margins added to normal or average
rates derived from past business. However, experience in any given year may vary considerably from
the average or expected levels. Premiums and policy liabilities or reserves may become insufficient to
guarantee payments to policyholders and to provide
for an insurer’s continued operation. It is, therefore,
necessary for an insurer to have additional financial
resources available to survive the ‘rainy day’, that is,
to increase to very high values the probability that
the company will be able to survive an unfavorable
experience, pay all policyholder claims, and continue
in business. These funds are the company’s capital.
Capital most often is the sum of contributed capital
and retained earnings. In modern times, financial economics has developed a variety of other instruments
to supply capital to companies. It is often referred to
in the insurance industry as ‘surplus’. Whatever term
is used to describe the concept (here we shall use the
term ‘capital’), a primary concern is the amount of
capital that should be held. It is both intuitively clear
and mathematically verifiable that no finite amount
of capital can provide a guarantee that an insurance
company can meet all of its obligations for all future
time. Therefore, in establishing a capital ‘target’, an
insurance company or its supervisor (see Insurance
Regulation and Supervision) must first choose a
degree of probability of continued survival and a
future time horizon over which the insurer will continue to operate.
The amount of required capital calculated by a
company to meet its own needs is often termed
‘economic capital’. This represents the company’s
operating target. It depends upon comfort levels of
senior management, directors, and owners. It is influenced by industry norms. Companies seek to not hold

capital greatly in excess of this target level since capital has its own costs. Company earnings are often
measured as a return on equity; this rate of return
will be diminished if too high a value of capital or
equity is retained.
The supervisor or regulator has a different view of
required capital. The supervisor’s role is to protect the
financial interests of an insurer’s policyholders, contract holders, depositors, and other customers who
rely financially on the company, and to preserve
public confidence in the financial system. Continued operation of the entity, preservation of investor
wealth, and cost of capital are often not the supervisor’s primary concerns. Therefore, the level of capital
that a supervisor requires an insurer to maintain will
not necessarily be the same as that of the insurer’s
economic capital. In the following, we shall only be
concerned with capital amounts required by a supervisor or regulator.
From a supervisory perspective, the primary function of capital is to provide for the insurer’s financial obligations to its customers when reserves are
insufficient. The determination of a sufficient capital requirement requires an analysis of the reasons
why policy liabilities or reserves might prove to be
insufficient for the insurer’s needs. One must consider
both the methods used to calculate policy liabilities
and the factors that could cause an insurer’s experience to deviate dramatically from expected levels.
The latter leads to consideration of the risks to which
an insurance company is exposed.
Early insurance legislation in many jurisdictions
contained a requirement that insurance companies
maintain capital in a uniform monetary amount.
Required capital did not, in these jurisdictions, vary
by the size of the company, the nature of its portfolio of policies issued, its financial experience and
condition, or its method of operation. The earliest development of more modern risk-based capital
requirements began in Finland in the 1940s; the determination of an insurer’s required capital was based
upon ruin theory. The focus was upon excessively
high claim frequency and severity. A second important step was the introduction, in the First Insurance
Directive of the European Union (EU), of a capital
requirement for life insurance companies that was
calculated in two parts: a fixed percentage of mathematical reserves and a smaller percentage of the net
amount at risk (see Life Insurance Mathematics).
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Both the Finnish and the EU innovations represented an effort to relate a company’s capital requirement to the risks to which it is exposed. Further
developments in this direction required a systematic study and listing of these sources of risk. The
Committee on Valuation and Related Problems of the
Society of Actuaries carried out one of the earliest
such studies; its report was published in 1979. The
Committee suggested that risk could be categorized in
three parts and that capital, or contingency reserves,
could be provided for each part. The parts are: C1,
asset depreciation; C2, pricing inadequacy; and C3,
interest rate fluctuation. In more modern terms, these
would now be called: C1, credit risk; C2, insurance
risk; and C3, asset/liability mismatch risk.
Work on the first modern risk-based capital
requirement began in Canada in 1984, based upon
the Committee’s categorization. By 1989, a test
calculation had been established. This was subject
to extensive field tests in the life insurance industry
and became a regulatory requirement in 1992, known
as the Minimum Continuing Capital and Surplus
Requirement (MCCSR). A similar requirement was
not established for Canadian property and casualty
(general) insurers (see Non-life Insurance) until
2002. In the United States, following an increase
in the number of failures of insurance companies
due to economic experience in the late 1980s and
early 1990s, the National Association of Insurance
Commissioners (NAIC) began work on a similar
capital requirement for life insurers. The structure
of the NAIC formula, known widely as Riskbased Capital (RBC), follows the Committee’s
categorization and was quite similar to the Canadian
formulation. Both national requirements have evolved
independently; although they remain similar, there are
significant differences between them. Shortly after it
established the life insurance company formula, the
NAIC introduced a capital requirement for property
and casualty insurers. It has since introduced a
separate requirement for health insurers (see Health
Insurance).
A number of other jurisdictions have adopted regulatory capital requirements for insurance companies.
These tend to follow the North American formulations. In the very early years of the twenty-first
century, considerable interest had developed in a
wide extension of this concept. In Europe, the EU
has initiated its Solvency II project whose goal is
to introduce a uniform capital requirement for all

insurance companies in the EU. The International
Association of Insurance Supervisors (IAIS) produces
standards that are expected to guide the conduct of
insurance supervision in all member jurisdictions.
The IAIS has enlisted the help of the International
Actuarial Association (IAA) in designing a uniform
international approach to risk-based capital requirements. The IAA formed an international working
party whose report was to be presented to the IAIS
by the end of 2003. This report is expected to be a
significant factor in the Solvency II project as well.
The Solvency II and IAIS projects are part of a
wider development with respect to the international
standardization of financial reporting and the determination of capital requirements for financial institutions, including insurance companies. The North
American capital requirements for insurers were
developed at the same time that the Basel Committee on Banking Supervision developed international
capital standards for banks. However, the two developments were completely unrelated. By the end of
the 1990s, the Basel Committee was contemplating a
revised international capital requirement for banking,
known as Basel II.
It can no longer be said that the approaches to capital in banking and insurance are independent. One of
the important developments in supervision and regulation of financial institutions is the emergence of the
integrated financial regulator. A growing number of
jurisdictions have combined some of their previously
separated banking, insurance, pensions, and securities agencies into a single supervisory body. As this
integration takes hold, it naturally leads to communication among participants overseeing the various
financial industries. This in turn leads to a sharing of
ideas and the borrowing of concepts from one financial sector to another. In particular, the report of the
IAA working party contains several concepts (most
importantly, the idea of three pillars of a supervisory approach to solvency) that first appeared in early
drafts of the Basel II proposals.
The development of international approaches to
capital for both banking and insurance is being carried on at the same time as the International Accounting Standards Board (IASB) is developing a set
of international standards that are to apply to all
industries, including banking and insurance. In principle, these standards would encompass international
actuarial standards for the determination of policy
liabilities. If this were to happen, it would result

Risk-based Capital Requirements
in a uniform determination of capital and surplus.
The IAIS/IAA work would then enable the development of a uniform international capital requirement
for insurance companies. At the time of writing, the
timetables for each of these projects were not certain. However, it is distinctly possible that all of
the accounting, banking, and insurance projects will
have been successfully completed by the end of the
year 2010.
In the section ‘An Example of Risk-based Capital Requirements’ we will give an example of RBC
requirements, based on the NAIC’s C-1 to C-4 categories of risk. Methods of measuring risk capital
are evolving continually, and the best sources of current information are the websites of the regulatory
authorities, such as www.osfi-bsif.gc.ca in Canada,
www.naic.org in the USA, and www.fsa.gov.uk in
the UK.

Construction of a Capital Requirement
The determination of a risk-based capital requirement is a complex matter. It could not be completely
described in a single relatively brief article. In the following, several major considerations in undertaking
this construction are discussed.

Sources of Risk
As indicated in the historical discussion above, a first
step in constructing a risk-based capital requirement
is a listing of all the sources of risk that are to be covered. The subject of risk management for financial
institutions has undergone considerable development
since the mid-1980s and many such lists are available. For example, the reader could consult Capital
in Life Assurance or the report of the IAA working
party on the IAA website (www.actuaries.org).
Certain risks are quantifiable. These risks, referred
to as ‘Pillar I’ risks, can be covered in a capital
requirement. Certain risks are more qualitative; these
are usually thought of as ‘Pillar II’ risks. Supervisors
are left to monitor various companies’ management
of these risks. However, since they cannot be quantified, these risks are not generally covered in determining required capital. There are several risks that
are, in principle, quantifiable but are also left as Pillar II risks. This may be due to lack of an agreed
technical method to attack these risks (liquidity may
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be an example) or a lack of suitable data on which
to base a requirement (operational risk for insurers is
an example as of 2003).

Standard and Advanced Approaches
In its simplest form, a regulatory capital requirement is designed to apply uniformly to all insurers
within a particular jurisdiction. The requirement recognizes differences among companies with respect to
the degree of their exposure to each of the sources
of risk that are covered in the requirement. However,
it treats the same exposure resulting from two different companies in the same manner, even though
the companies may differ significantly in their experience, their product design or their management of
risk. A requirement of this form, sometimes referred
to as a ‘standard approach’, is usually formulaic. The
requirement specifies certain factors, one for each
source of risk. An insurer multiplies a specific measure of its exposure to a source of risk by the factor
to determine its capital requirement for that source
of risk. The supervisor determines factors that apply
uniformly to the local industry. Factors are usually
chosen with a conservative bias so that the resulting capital amount will be sufficient for almost all
companies in the jurisdiction.
In some jurisdictions, alternate company-specific
approaches are available to insurance companies.
These methods may make use of company data or
internal computer models to replace standard factors in determining capital requirements. In general,
due to the conservatism of the standard factors,
these advanced approaches will produce lower capital requirements than the standard approach. For
the supervisor to be comfortable with this outcome,
there must be assurance that the risk of the capital required is diminished when compared to what
might be expected of an average company to which
the formula applies. The supervisor will look at the
quality of the data or the model being used, the quality and training of company personnel who carry out
the calculations, and oversee the particular area of
risk, the quality of the company’s risk management
process, and the effectiveness of the company’s corporate governance processes.

Interaction of Risks
The conventional approaches to capital requirements
require the determination of a separate amount of
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capital for each source of risk. In the earliest requirements (e.g. the Canadian MCCSR), the company’s
requirement is simply the sum of these pieces. However, it is often argued that various sources of
risk interact and that these interactions should be
recognized in setting capital requirements. Initial
approaches to this question have focused on statistical
correlation as the measure of this interaction. From
this point of view, the determination of the total capital requirement as the sum of the pieces determined
for specific risks is equivalent to the assumption that
the risks involved act independently.
The NAIC’s RBC requirement contains a ‘correlation formula’ that determines the total capital
requirement from assumed correlations between the
risks considered. The practical effect of this formula
seems to be to significantly reduce required capital as
compared to the sum of the pieces. While this result
may be appropriate and is likely to be welcomed
by the industry, it is subject to criticism. The first
difficulty is that the correlations used are arbitrary
and have not been subjected to rigorous justification.
The second difficulty is that the interactions of particular risks may vary by product design, the nature
of a company’s business, and the operations of specific business units. If correlations exist and are to
be appropriately recognized, capital formulas would
need to be much more complex and company-specific
than are current formulations.

Total Balance Sheet Approach
Capital and liabilities are the two primary divisions of
one side of a company’s balance sheet. The amount of
capital a company is considered to possess is directly
related to the methods used to determine its liabilities. In particular, sound capital requirements cannot
be established without taking into account the actuarial methodology used to establish policy liabilities.
The IAA working party suggested that supervisors
take a ‘Total Balance Sheet’ approach in establishing
capital requirements. Under this approach, supervisors would establish the total of actuarial liabilities
and capital that would provide the desired degree of
security. Policy liabilities would be deducted from
this total to arrive at the capital requirement. This
can be a very useful approach, particularly when the
determination of liabilities is subject to a degree of
actuarial judgment. This approach is used explicitly
in Canada in respect of capital required for the risks

posed by mortality and maturity guarantees of certain
investment products (segregated funds) (see Options
and Guarantees in Life Insurance).

Reinsurance
Reinsurance introduces very specific problems in
constructing a capital requirement. Conventional
proportional reinsurance arrangements that transfer
risk proportionately pose little difficulty; the capital
required of a primary insurer would be based upon the
insurance risk it retains for its own account. However,
it is increasingly difficult to determine the amount
of risk that is actually transferred by a particular
agreement; many reinsurance arrangements are more
akin to financing agreements and do not transfer
significant risk to the reinsurer (see Alternative
Risk Transfer; Financial Reinsurance). Supervisors
do not often have the resources to analyze
each reinsurance agreement for its effectiveness in
transferring risk.
A second difficulty with respect to reinsurance is
that the insurer and ultimately the supervisor must
rely on the good faith of the reinsurer, that it will
pay claims when they are due. Therefore, reinsurers
contribute their own form of credit risk to a primary
insurer’s portfolio.
Some forms of reinsurance play a role similar to
that of capital. Stop-loss reinsurance or catastrophe
reinsurance (see Catastrophe Excess of Loss) have
characteristics of this type. Few, if any, national
formulations of capital requirements provide offsets
to capital for these contracts.
In general, the difficulties for capital requirements posed by reinsurance are more numerous than
are successful approaches to recognizing the riskmitigating effects of these contracts through reductions in required capital. It is likely that supervisors
will continue to be cautious in giving recognition to
reinsurance.

Available Capital
A complete capital requirement must take into
account how a company may satisfy the supervisor
that it has adequate capital. Capital has many forms.
As mentioned above, financial economists have
developed a variety of capital instruments. Some
forms have greater permanency than others. Some
provide greater liquidity or are easier to convert

Risk-based Capital Requirements
to cash in times of distress. Some are mixtures of
debt and equity whose utility as capital is difficult
to determine.
The original Basel Accord classified capital instruments in three ‘Tiers’. The Accord contains requirements for minimum amounts of Tier 1 capital and
internal limits within Tiers 2 and 3 with respect to
certain types of instruments. This structure is to be
continued in Basel II.
The Basel structure pertains to capital instruments.
These are largely independent of the particular financial business being considered. In the current era of
integrated financial regulation, it is not surprising that
the Basel structure for capital instruments is often carried through to insurance capital regimes. This was
also recommended to the IAIS by the IAA working party.

An Example of Risk-based Capital
Requirements
As an illustration, we describe here the requirements
adopted by the the NAIC in the United States in 1992
for life assurers’ financial reporting. For a description
of some of the quantitative modeling involved in
setting these risk factors, see [1–4].

C-1 (Asset) Risk
C-1 risk is the risk of loss on the life assurer’s assets.
The importance of fixed-interest and mortgage-type
assets is reflected in the level of detail at which the
factors vary. For completeness, the factors are shown
in Table 1 (note: the values shown in the tables are
50% of those originally published in 1992, for reasons
to be explained later).
C-1 factors are applied to the book values of the
relevant assets, except in respect of some of the
riskiest categories such as bonds in default, for which
the market value is used.
The RBC margins for bonds are adjusted to allow
for the concentration of the funds in each class,
and the margins for mortgages are adjusted to allow
for the assurer’s default and foreclosure experience
relative to an industry average. The total C-1 margin
is the sum of margins for each asset category, further
adjusted for concentration in such a way that the
margins for the 10 largest asset classes are effectively
doubled.

Table 1
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USA NAIC risk-based capital factors for C-1 risk

Asset class
US Government issue bonds
Bonds rated AAA – A
Bonds rated BBB
Bonds rated BB
Bonds rated B
Bonds rated C
Bonds in default
Residential mortgages in good
standing
Residential mortgages 90 days
overdue
Commercial mortgages in good
standing
Commercial mortgages 90 days
overdue
Mortgages in foreclosure
Unaffiliated common stock
Unaffiliated preferred stock
Real estate (investment)
Real estate (foreclosed)
Cash

Factor (%)
0.0
0.3
1.0
4.0
9.0
20.0
30.0
0.5
1.0
3.0
6.0
20.0
30.0
bond factor + 2.0
10.0
15.0
0.3

The C-1 risk factors were derived from studies of
the distributions of default losses among the different asset types. For example, the bond factors are
intended to cover 92% of the expected losses in
each category and 96% of the expected losses for
the whole bond portfolio, while the 30% factor for
common stock is supposed to cover the largest loss
likely over a 2-year period with 95% probability.

C-2 (Insurance) Risk
C-2 risk is the risk from excess claims. For individual
life assurance, the factors in Table 2 are applied to the
sums at risk. The aim of the C-2 factors is to meet
excess claims over a 5- to 10-year period with 95%
probability.
Table 2 USA NAIC risk-based capital factors for
C-2 risk
Sums at risk
First $500,000,000 at risk
Next $4,500,000,000 at risk
Next $20,000,000,000 at risk
Sums at risk over $25,000,000,000

Factor (%)
0.150
0.100
0.075
0.060
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Table 3 Examples of USA NAIC risk-based
capital factors for C-3 risk
Type of portfolio
Low risk portfolio
Medium risk portfolio
High risk portfolio

Factor (%)
0.5
1.0
2.0

C-3 (Interest Rate) Risk
The factors depend on the surrender rights (see Surrenders and Alterations) and guarantees granted
to the policyholder – a matter of importance in the
United States – and on the degree of cash flow matching of the assets and liabilities. Table 3 shows some
examples of the factors to be applied to the policy
reserves.
A ‘low risk’ portfolio, for example, is one in which
the policyholders have no surrender guarantees and
the difference between the volatility of the assets
and liabilities is less than 0.125. Unless the insurer
certifies that its asset and liability cash flows are wellmatched, the factors are increased by 50%.

C-4 (Business) Risk
C-4 risk is a ‘catch-all’ category covering everything
from bad management to bad luck. The same factors
are applied to all companies; there is no attempt to
pick out particular companies at greater risk than others. The factors are 2% of life and annuity premium
income and 0.5% of accident and health premium
income.
The total margin allows for correlations between
C-1 and C-2 risk as follows:
1/2

+ C-4
Total margin = (C-1 + C-2)2 + C-32
Application. As implemented in 1992, the definitions of the margins were accompanied by rules about

admissible sources of capital to cover the risk-based
capital requirements, and various levels of deficiency
that would trigger action by the regulator, as follows.
The office may employ statutory capital and surplus, an asset valuation reserve, voluntary investment
reserves and 50% of policyholders’ dividend (bonus)
liabilities (called Total Adjusted Capital) to meet the
RBC margin. The ratio of the Total Adjusted Capital to the RBC margin must be at least 200%. (The
factors given above are 50% of their original (1992)
values; the change was made on cosmetic grounds,
so that the published ratios would not attract adverse
attention.) Below 200%, the company must file a
recovery plan. Below 150%, the Insurance Commissioners office will inspect the company. Below 100%,
the company may be put into ‘rehabilitation’. Below
70%, and the company must be put into rehabilitation.
In addition, if this ratio is between 200 and 250%,
but on the basis of trend could fall below 190%
during the year, the company must file a recovery
plan.
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Rubinow, Isaac Max
(1875–1936)
Isaac Max Rubinow, M.D., Ph.D. (1875–1936) came
to New York City from Russia with his parents
and brothers in 1893, fleeing the persecution of the
Jews in the reign of Czar Alexander III. Rubinow
was one of the founders of the Casualty Actuarial
and Statistical Society of America (CASSA) – which
shortened its name to Casualty Actuary Society in
1921–and was elected its first president in 1914. In
addition to his many accomplishments, Rubinow is
probably most closely associated with his pioneering
advocacy of social insurance (see Social Security).
Rubinow’s experiences practicing medicine in the
ghettos of New York City certainly strongly influenced his opinion on the importance of governmental
care for all citizens, which led to the publication of
Social Insurance in 1913. Indeed, the original CAS
constitution defined its field as both casualty and
social insurance, which is undoubtedly attributed to
Rubinow’s influence. Many life actuaries seemingly
were at odds with this viewpoint, leading to the Council of the Actuarial Society passing a resolution at its
1916 meeting declaring: ‘that in the opinion of the
Council, the members of the Actuarial Society should
be prepared to advise official bodies on all questions
affecting social insurance’.
Those in Rubinow’s school of thought agreed
with his assertion that ‘social insurance is insurance
of the masses established through organized society

for the purpose of combating destitution’. Others
held the viewpoint voiced by one member of the
CAS that social insurance was ‘insurance at the
other fellow’s expense’. The sharp divide among
members of the Society regarding the concept of
social insurance would continue to rage in actuarial
journals, at least until social security was established
in the United States in 1935. By that time, the focus
of the discussion was more trained on structures and
limits than overriding concepts of social justice.
In 1934, (Proceedings of the Casualty Actuarial
Society 21, 133) Rubinow recalled:
It would have been interesting to recall the early conflicts, friendly as they were, between the accountants,
the statisticians and the actuaries – if there were any
actuaries in the field at the time – as to whose influence should predominate in the new organization. . ..
I have not altogether forgotten the sharp conflicts and
sometimes bitter feelings careening around the term
“social insurance” and its proponents in this country
in years gone by. Perhaps if it had not been for that
unhappy antagonism I might still be actively in the
field.

Rubinow continued to be a driving force in the argument for social insurance in the United States. His
stature was such that President Franklin D. Roosevelt
sent a copy of Rubinow’s final book, The Quest for
Security (1934) to the author a year after signing
the Social Security Act into law, with an inscription
reflecting the President’s admiration of the volume.
Rubinow died on September 1, 1936.
WILLIAM BREEDLOVE

Scandinavian Actuarial
Journal
Scandinavian Actuarial Journal (SAJ ) is published
by Taylor & Francis on behalf of the Danish Society of Actuaries (see Den Danske Aktuarforening
(The Danish Society of Actuaries)), the Actuarial
Society of Finland (see Suomen Aktuaariyhdistys
(The Actuarial Society of Finland)), the Norwegian
Society of Actuaries (see Den Norske Aktuarforening (The Norwegian Society of Actuaries)), and the
Swedish Society of Actuaries (see Svenska Aktuarieföreningen, Swedish Society of Actuaries). ISSN
0346–1238. Website www.tandf.no/saj
The journal was published under the names of
Svenska Aktuarieföreningens Tidskrift (the Journal
of the Swedish Society of Actuaries), 1914–1917,
Skandinavisk Aktuarietidskrift, 1918–1973, and since
1974 as Scandinavian Actuarial Journal (SAJ ).
Until 1991, the journal was published by Almqvist
& Wiksell, Stockholm, and since then by the Scandinavian University Press, which was bought by the
Taylor & Francis Group in 2000.
Scandinavian Actuarial Journal is a journal for
actuarial sciences that deals with mathematical methods for insurance and related topics of specific relevance to actuarial applications. Generally, the journal
publishes articles with a theoretical basis in probability theory, statistics, operations research, numerical
analysis, computer science, demography, mathematical economics, or any other area of applied mathematics.
The journal has four editors and a managing coeditor who are appointed by the four Nordic Actuarial
Societies. Members of these societies receive the
journal as a membership benefit.
Members and regular subscribers have access to
an online preprint service, that is, a version of the
articles published ahead of the printed version.

Background
In the early 1900s, a number of Scandinavian academics expressed an interest in establishing a Scandinavian Society for Danish, Norwegian, and Swedish

academics and practitioners in the actuarial field. Professor Gösta Mittag-Leffler, Stockholm, argued that
this was a necessary step toward the publishing of a
pure insurance mathematical journal. However, when
the Danish Society was founded in 1902, the idea of a
Scandinavian society was abandoned and in 1904, the
Norwegian and Swedish societies were subsequently
established. Later that year, at the Nordic Congress
in Life Insurance in Copenhagen, the first issue of a
joint journal, ‘Aktuaren’, was presented. The editor
was Dr. J. P. Gram, Copenhagen.
When the union between Sweden and Norway was
dissolved in 1905, the political and economic climate
made the financing of the journal impossible and the
project was postponed.
At the Nordic Life Insurance meeting in Stockholm, 1912, a joint journal was once again on the
agenda. A committee consisting of Dr. J. P. Gram,
Denmark, Cabinet Minister L. Lindelöf, Finland,
Manager Th. Faernley, Norway, and Professor Gösta
Mittag-Leffler, Sweden looked into the possibility of
finally realizing a Nordic journal. There were many
obstacles, however, which led the Swedish Society to
consider publishing a journal of its own.
At the tenth anniversary of celebration of the
Swedish Society, the final decision to go ahead with
the journal was taken and the first issue was published
in May the same year. Dr. N. V. E. Nordenmark
was appointed editor and the journal Svenska Aktuarieföreningens Tidskrift was published in four volumes
from 1914 to 1917.
In 1917, the Danish Society proposed that the
Swedish journal should become a Scandinavian journal. In 1918, the Danish, Norwegian, and Swedish
societies agreed to the proposal and the Skandinavisk Aktuarietidskrift was born. Its first editor was
Dr. Nordenmark, Sweden.
In 1923, the newly created Finnish Society adopted
the journal as its official publication.
The journal was published between 1918 and 1973
(in 56 volumes). In 1973, the journal’s name was
changed to Scandinavian Actuarial Journal and all
content presented in English. The number of regular
subscribers and Society members receiving SAJ is
approximately 1500.
ARNE SANDSTROM

Segerdahl, Carl–Otto
(1912–1972)
Carl-Otto Segerdahl was, after Filip Lundberg and
Harald Cramér, the leading pioneer of risk theory
in Sweden. In the early 1930s, he came to Cramér’s
small – but very successful – group of probabilists in
Stockholm.
In the thesis [1], Segerdahl studied first, the general theory of homogeneous random processes, nowadays usually called Lévy processes, and then applied
his results to risk theory. The thesis was a significant
step in the stringent mathematical development of
risk theory. In his thesis and in his research reported
in [2, 3], he extended the theory by taking interest
and reinsurance into account. In [4], he showed that
the time of ruin – provided it occurs – is normally
distributed.
Segerdahl almost always combined scientific work
with practical insurance and business work. In 1965,

he returned to the University of Stockholm as the
successor of Ulf Grenander and was appointed full
professor in 1971.
Segerdahl belonged to the editorial staff of the
Scandinavian Actuarial Journal, first as the Swedish coeditor and then as the editor in chief, from
1940 until his death.
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Singapore Actuarial
Society
The Singapore Actuarial Society (SAS) was formed
in 1976 with 16 founding members. It remained a
largely social club until 1993 when its members
were invited by the Monetary Authority of Singapore
(MAS) to give their comments on draft legislation,
which would introduce the concept of the appointed
actuary into the supervision of life insurance companies (see Insurance Regulation and Supervision) in
Singapore. In 1994, the SAS embarked on the process
of transforming itself into a true professional body.
In 1996, the constitution of the SAS was revised
and three classes of membership were created: Fellow, Associate, and Ordinary Member. A Fellow
must be a Fellow of one of the following actuarial associations: Institute of Actuaries, Faculty of
Actuaries, Society of Actuaries, Institute of Actuaries of Australia, Canadian Institute of Actuaries,
or Casualty Actuarial Society (a Fellow of any of
the first four bodies is eligible to be an appointed
actuary of a life insurance company in Singapore).
An Associate must be an Associate of one of these
bodies and an Ordinary Member must write the examinations set by one of these bodies.
A new governing council, made up solely of Fellows, who may be elected by Fellows and Associates
only was also established.
In 1998, a Code of Professional Conduct was
adopted, and in 2000, a Disciplinary Scheme was
accepted that would allow the Council to act on
breaches of the Code in a fair and transparent manner.

In 2002, the membership agreed to a procedure for
the adoption of Guidance Notes and Standards of
Practice to which all members must abide. In 2002, a
new class of membership – a Student Member, who
could be a student in a tertiary institution studying
actuarial subjects and was not required to pay any
subscription – was also introduced.
At the time of writing, the SAS had set up working
groups to draft guidance notes for members involved
in the certification of non-life insurance reserves (see
Reserving in Non-life Insurance) and for members
who were appointed actuaries. The SAS had also contributed significantly to working groups set up by the
MAS to propose legislation relating to the certification of non-life reserves, risk-based capital for both
life and non-life insurance, and to the practice of participating business.
The SAS is a member of the East Asian Actuarial Conference (EAAC), and hosted the conference
in 1983 and 1993. The SAS published the Singapore
Actuarial Journal in 2000, which collated the papers
presented by members at the EAAC in 1999. The
SAS is now Full Member of the International Actuarial Association. The SAS has more than 160 members currently, of which more than 60 are Fellows.
The SAS has a website (www.actuaries.org.sg)
and may be reached at the following address:
Singapore Actuarial Society
Robinson Road Post Office
P. O. Box 976
Singapore 900376.
E-mail: SASSEC@Lifeisgreat.com.sg
CHI CHENG HOCK

Slovak Society of
Actuaries
The Actuarial Profession
The Slovak Society of Actuaries (in Slovak: Slovenska spolocnost aktuarov) (hereafter ‘the Society’)
formally came into being in April 1996 as a commoninterest society. It does not yet have the status of a
professional body under Slovak law.

The Actuarial Legal Environment
According to the Insurance Law that came into effect
on 1 March 2002, every life and non-life insurance company (see Life Insurance; Non-life Insurance; Insurance Company) must have a Responsible
Actuary. The requirements to be a Responsible Actuary include
•
•
•

appropriate university-level education
three years’ appropriate practical experience
the passing of a special examination.

There are no restrictions regarding citizenship or
residence, and also, no requirement to be a member
of the Society.
The Financial Market Authority has responsibility
for maintaining a list of those who have fulfilled the
requirements to be a Responsible Actuary. It also has
the responsibility for organizing the special examination that will cover the legal aspects of insurance,
actuarial theory, and current practice.
When the Society transforms itself into a professional body, one of its main aims will be to take
control of this examination and to maintain the list
of Responsible Actuaries. At the moment, the Society has only an advisory role with regard to the
examination, but in practice, most members of the
examination board are also members of the Society.
The main duty of the Responsible Actuary is to
sign a report every year, starting with the year 2002,
in which he or she comments on the appropriateness
of, amongst other things,
•
•

the calculation of premium rates and their adequacy,
the determination of the mathematical reserves
and their investment,

•
•

the calculation of the minimum solvency margin, and
the distribution of surplus.

Actuaries have no legal responsibilities within the
area of pensions.

Actuarial Education
The Society does not itself organize any education. Two universities – Comenius University and
the University of Economics – provide basic actuarial education as part of the five-year Masters degree
courses.
The content of both these courses is in line with
the current compulsory parts of the core syllabus of
the Groupe Consultatif. They also meet the International Actuarial Association core syllabus requirements.

Membership
At the end of 2001, the Society had 91 members: 55
in insurance companies, 15 in universities, 5 in insurance supervision and in auditing and consulting firms,
and 4 in banks and in the state and supplementary
pension funds.
At the moment the Society has only one category
of members. When the Society establishes itself as
a professional body, it is likely that there will be
two categories of membership: Full membership and
Associate membership.
To be a member of the Society, an applicant
must have a university-level qualification in actuarial
mathematics and at least one year of appropriate
practice in the field of insurance or in actuarial
education. Foreigners may join the Society if they
have permanent residence in Slovakia.

Meetings
The Society and the University of Economics organize a Conference on ‘Insurance Mathematics in
Theory and in Practice’ every two years. In addition, there are seminars at which members present
the results of their research work.
MARIA BILIKOVA

Slovensko Aktuarsko
Društvo (The Slovenian
Association of Actuaries)
Constitution of the Slovenian Association
of Actuaries
The Slovenian Association of Actuaries (SAA) was
established on January 30, 1997 at Kranj, Slovenia.
One of the primary aims of its establishment was to
enhance and contribute to the development and assertion of the actuarial profession in Slovenia. Also, the
improvement of the professional skills of Slovenian
actuaries, and the unification of the practical application of actuarial disciplines was needed. The initiative
committee consisted of 10 actuaries who have mainly
been active in Slovenian insurance companies. Simsič
Evgen was the first president of SAA. Medved Darko
replaced him in 2001.
Although the history of the SAA is quite short,
actuaries in Slovenia and their profession have a long
and interesting past, which officially started with the
foundation of the first Slovenian insurance company
in the year 1900. The years afterwards witnessed
continuous growth and evolution of the actuarial profession in Slovenia. Among the important Slovenian
actuaries who were active in the beginning of the last
century was Ivo Lah (1896–1979), the author of ‘The
Most Wonderful Chapter of Insurance Mathematics,’
published in 1937 in Slovenian.
For decades, Slovenian actuaries were members of
Yugoslavian Association of Actuaries. Since Slovenia became independent in 1991, there was a need
to establish an organization in which all Slovenian
actuaries could exchange ideas, an organization that
would state guiding rules about actuarial activities
and influence the government, insurance companies,
and other organizations. With the establishment of
the SAA, the first step towards this goal has been
accomplished.

Statute of the Slovenian Association of
Actuaries
At the constitutional assembly, the first statute of
the association was adopted. The statute stated the
aims of the association, defined membership classes,

established the bodies of the association, and how
the association will be financed. The bodies of the
association are the assembly, the managing committee, the supervisory committee, the arbitration court
of honour and the president of the association. At the
constitutional assembly, the first managing committee
and other bodies of the association were elected.
By statute, the SAA is a voluntary, independent,
nonprofit association of persons who actively work
in the actuarial profession in insurance, banking, and
other financial institutions. The association is a legal
entity governed by the civil law jurisdiction. It is represented by the president and can act independently
or join international associations and foreign organizations with similar objectives or goals.
The Statute states the main tasks of the SAA. Predominantly, this is the execution of the professional
conduct standard, which was adopted in November 2000. It identifies the professional and ethical
standards to which an actuary must comply whenever performing actuarial services. The basis of the
professional conduct standard follows the Groupe
Consultatif’s code of professional conduct.
The association has many other tasks, for example,
the training of actuaries through lectures, conferences, seminars, and other forms of educational and
vocational training. Another task is the preparation
of regulations dealing with the actuarial profession
and actuaries; first of all the creation of conditions
for obtaining the professional title of actuary and
appointed actuary. The goal of the association is also
to publish the association’s newsletter and other professional publications. The SAA’s next tasks are to
collect indigenous and foreign professional literature
and publications, set up a professional library, cooperate with insurance and reinsurance companies, and
with other institutions.

Disciplinary Rules of the Slovenian
Association of Actuaries
The Slovenian Association of Actuaries adopted disciplinary rules in July 2001. The rules specify the
procedure followed by the arbitration court of honour
of the SAA in cases that bring disciplinary measures
against members of the association. The disciplinary
rules define which violations are handled by the
court of honour, the disciplinary measures, and the
procedure.
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Membership of the Slovenian Association
of Actuaries
The Slovenian Association of Actuaries has three
categories of membership: full member, associated
member, and honorable member. A person with at
least three years of working practice in an actuarial
field who can prove that has knowledge in accordance to Groupe Cosultatif core syllabus concerning
full membership, can become a full member of the
association.
A person who has been practically and/or scientifically engaged with the actuarial profession for at
least one year can become an associated member of
the association.
A member or another person, who has contributed
to the work of the association or the development
of the actuarial profession, can become an honorable
member of the association.
The Slovenian Association of Actuaries had 57
members at the end of year 2003. Most of them work
as actuaries in Slovenian insurance companies and
other financial organizations. At that time, there were
35 full members, and 22 associated members.

Activities of the Slovenian Association of
Actuaries since its Constitution
The main activities of the SAA concern actuarial
education, cooperation with regulators concerning
actuarial questions, and international activities. For
example, the SAA cooperated with the University

of Ljubljana to develop the actuarial study program,
organized at the Faculty of Economics in 1997, and
also when this became a Masters’ in 1999. The SAA
has an important role in participating in educational
programs in actuarial and insurance subjects in EU
countries. The SAA runs the examination center of
the Institute of Actuaries in Ljubljana. The first examinations in Slovenia took place in April 2001.
The SAA has also contributed to changes in insurance legislation. It communicated with the ministry
of finance and suggested some changes when the
regulation concerning actuarial services was adopted
in 1999. This was also a basis for new regulations concerning the actuarial profession as a part
of the 2000 Insurance Act, which defines the profession of an appointed actuary. Finally, in 2001, the
agency for insurance supervision issued the sublaw,
‘Decision on conditions for acquiring and examining
the expertise to perform the tasks of an appointed
actuary,’ which lays down conditions for acquiring and examining the expected knowledge of an
appointed actuary.
The international activities of the SAA in the
years after its constitution were mainly geared to its
international recognition. In 1998, the SAA became
an observer member of the International Actuarial Association and of the Groupe Consultatif. In
October 2002, the SAA became a full member of
the International Actuarial Association. In September
2002, it became an associate member of the Groupe
Consultatif.
MAJA BENKO

Society of Actuaries
The Society of Actuaries (SOA) is a nonprofit educational, research, and membership organization for
actuaries worldwide. The SOA’s mission is to advance actuarial knowledge and to enhance the ability
of actuaries to provide expert advice and relevant
solutions for financial, business, and societal problems involving uncertain future events.
The Society of Actuaries was created as the successor of two actuarial organizations – the Actuarial Society of America (ASA) and the American
Institute of Actuaries (AIA). In 1949, the year the
SOA was formed, the Actuarial Society of America had been functioning since 1889, and the AIA
since 1909. While the two organizations had somewhat different orientations, there was a tremendous
amount of overlap in services provided to members – and members themselves. In 1949, of the
1071 individuals who were members of either the
ASA or the AIA, 770 were members of both.
Since the organizations had so much in common –
mission, publications, credentialing – presidents of
both began speaking of merging them as early
as 1943.
At their respective meetings in May and June
of 1949, the ASA and the AIA voted for dissolution, clearing the stage for the SOA, which held
its first meeting in November of 1949. Edmund M.
McConney was selected to serve as the first president of the SOA, overseeing a fledgling organization
that at the start was comprised of 642 Fellows and
428 Associates.
Since then, the SOA has grown dramatically.
Today, the SOA is the largest actuarial organization
in the world, with membership over 17 000 actuaries worldwide, and Fellows in 47 countries. The
SOA regularly collaborates with colleague organizations such as the American Academy of Actuaries,
Casualty Actuary Society, Canadian Institute of
Actuaries, the Institute of Actuaries (England) and
the International Actuarial Association, to name
but a few.
From the very beginning, education has always
been first and foremost among the SOA’s priorities. The SOA creates, administers, and scores the
examinations that are the bedrock of the actuarial profession, and that provide the credentialing of members worldwide. While the scope of the examinations

remains constant, over the years, both the number of
and some of the various content pieces have changed.
Presently, the SOA administers a series of eight
examinations to candidates.
Candidates completing a selection of those examinations, plus meeting additional criteria, can become
Associates of the Society of Actuaries (ASAs). Candidates who complete all of the examinations and also
meet other criteria are eligible to become Fellows of
the Society of Actuaries (FSAs). The SOA administers more than 25 000 examinations each year to
over 23 000 candidates. In 2001, the SOA welcomed
466 new Fellows as members. Individuals from all
over the world are members of the SOA, and the
SOA maintains a reciprocal relationship with many
international organizations, with each recognizing the
credentials of their respective members.
The actuarial profession is complex, encompassing
many varied areas of business. To help members, the
SOA is organized into four practice areas: Finance,
Health, Life, and Retirement Systems (or Pension).
Most members chose to align themselves with one
of these four practice areas. For example, an actuary
working on pension plans for a large company would
likely select the Retirement Systems practice area.
The practice areas each have a number of functional
committees that work to identify content for products
and services. As well, they provide ideas and content
for research projects and for Continuing Education
(CE) topics.
Because the practice area organization is rather
broad, the SOA offers more specialized Sections for
members to join. A Section is a group of SOA members organized to study and discuss common function
or professional interests and to contribute information
on those interests to the actuarial profession through
special meetings, seminars, and research projects.
The key to the Section concept is a ‘bottom-up’
or a coming from the members’ interests. This means
that Sections are structured, but flexible so they are
responsive both to the needs of the profession and to
the specific needs of members. Presently, there are
17 Sections within the SOA, ranging from traditional
areas – such as investment and reinsurance – to
emerging areas – such as nontraditional marketing
and risk management.
Both the practice areas and the Sections directly
contribute to the creation of new research projects.
The SOA remains committed to creating practical
research that is of value to the actuarial committee.

2

Society of Actuaries

At any given time, there are close to 50 research
projects – in various stages of completion – being
conducted by the SOA. The results of research
projects are typically collected in papers, monographs, or other media, and either published in one
of the SOA’s publications (such as the North American Actuarial Journal ) or presented at a symposium
or seminar.
The North American Actuarial Journal (NAAJ )
is the quarterly journal that serves as the primary
publication of the SOA. Growing out of the former journal Transactions of the Society of Actuaries
(which itself was preceded by The Transactions from
the Actuarial Society of America and The Record
of the American Institute of Actuaries), the NAAJ
began publication in 1997. The NAAJ scientifically
addresses the domestic, and international problems,
interests, and concerns of actuaries. As such, the
NAAJ contains scholarly material, such as research,
survey, synthesis, practice, and examination papers –
including emerging public policy debates, technological improvements, demographic trends, multidisciplinary topics, and globalization issues. The NAAJ is
a refereed publication; all papers submitted for publication are reviewed by subject matter experts.
The SOA also has many other publications, including a monograph series; The Future Actuary, a candidate publication and a newsletter for each of the 17
sections. Also, the SOA publishes a newsletter for
its membership, The Actuary. The Actuary is published 10 times a year, with a rotating independent
editorial board comprised of actuaries from all of the
practice areas. The content includes a variety of material, including short articles on professional subjects,
notices, letters, puzzles, and other items of a general
professional interest.

The SOA is also a key source of the latest information of interest to actuaries. On its website, for
example, the SOA features a Table Manager where
individuals can access information from over 1000
mortality tables.
Recognizing that developing and changing market
forces dictate the need to adapt to those changes, the
SOA offers a multitude of CE options. With close to
40 different programs each year, there is a huge variety in the types of courses, symposia, and meetings
offered. Most CE programs are typically on highly
specialized topics – recent seminars have included
financial reporting for reinsurance, enterprise risk
management or long-term care insurance – and last
from one to five days. Taking advantage of constantly improving technology, the SOA now offers
about 35 Internet-based courses that can be taken
from anywhere.
Of course, the largest grouping of CE courses
occur at the three regular meetings that the Society of
Actuaries conducts each year. These events include
two Spring Meetings and one Annual Meeting. These
large events have had up to 2000 attendees, with up
to 100 sessions spread over 3 days, on specific topics
of interest to actuaries.
As the world continues to change, the actuarial
profession is being called upon to change with it,
and the SOA is helping its members to continue
their success in that changing world. Whether it’s
through contributing to the public discourse on retirement issues or creating a Risk Management Section
to address the opportunities for actuaries in that
field, the Society of Actuaries continues to lead the
way for the advancement of the actuarial profession
worldwide.
WILLIAM BREEDLOVE

Suomen Aktuaariyhdistys
(The Actuarial Society of
Finland)

The qualification is granted as well, if a person
•
•

Creation
The first constitutive meeting of the Society was held
on 21 April 1922. The 13 persons who were present at
the meeting are the founder members of the Society.
The new Society was registered in the register of
associations on 3 November 1922. At the initial stage,
there were 23 members in the Society.

History
During the first years of Finland’s independence,
at the end of the 1910s and in the beginning of
the 1920s, Finnish insurance business was modernized and all matters pertaining to the business were
reviewed. Three contemporary insurance companies,
Kaleva, Suomi, and Salama, closely cooperated to
this end. There was a clear need to establish firmer
cooperation in Finland. So it was also at this time
that experts in insurance decided to found an actuarial
society in Finland.
It was stated in the constitution of the Society
that the purpose of the Society was to offer its
members an opportunity to discuss scientific matters
related to insurance, to give statements, if needed,
on insurance and relevant issues, and to promote the
professional skills of actuaries. The content of the
current constitution is essentially the same as the
principles of the original constitution.

Actuarial Legal Environment
Each insurance company must, according to the
Insurance Companies Act, have an insurance mathematician (actuary). The duties of an actuary are
provided by decree and the qualification criteria for
an actuary are stipulated by the ministry of social
affairs and health. The qualification is granted by
the actuarial examination board of the ministry and a
qualified actuary is entitled to use the letters ‘SHV’
(insurance mathematician approved by the ministry
of social affairs and health) after his or her name.

is a qualified actuary in a state of European
Union (EU), European Economic Area (EEA) or
Switzerland and
has practical experience, as described by decree,
in a state of EU, EEA, or Switzerland of tasks
in insurance mathematics for at least three years
one of which must be in Finland, or has adequate
knowledge of Finnish insurance legislation and
insurance activity as approved by the actuarial
examination board.

The Foundation
The Foundation for the Promotion of the Actuarial Profession was founded on the surplus of the
23rd International Congress of Actuaries, Helsinki in
1988. The purpose of the Foundation is to promote
research and educational activities in the actuarial
field, which includes, besides actuarial mathematics,
actuarial questions relating to investments, accountancy, and internationalization of the insurance industry. In order to promote its aims, the Foundation gives
support to educational and research activities, organizes seminars, and supplies grants to individuals and
organizations.
The board of the Foundation consists of the board
of the actuarial society of Finland reinforced by two
members. The most important activity is the yearly
autumn seminar.

Actuarial Education
The state is responsible for actuarial education and
actuarial designation. The ministry of social affairs
and health nominates an actuarial examination board,
which runs examinations and controls educational
content and qualification standards.
Admission to become a qualified actuary (SHV)
is granted on the satisfactory completion of the
following:
1.
2.
3.
4.
5.

suitable university degree
actuarial foundation courses
actuarial applications tests
thesis
one year practical experience requirement.
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Universities offer actuarial foundation courses,
whereas the examination board provides actuarial
application tests. The number of admitted actuaries is
3 to 5 per annum and the number of actuarial students
is about 20.
In order to enter the actuarial profession, a graduate must have a Master’s degree with mathematics
as a major subject, or a Master’s degree in another
subject, provided that a sufficiently high standard
of mathematics has been demonstrated. Courses on
probability, statistics, and stochastic processes are
particularly valued.
In order to implement the Groupe Consultatif
core syllabus by 2005, certain changes have to be
made in the educational system. Courses on financial
economics and investment mathematics will become
compulsory and a course on economics will be added
to the syllabus. Currently (2002), these courses are
optional. In addition, the weight of statistical methods
will be increased in the syllabus.
Actuarial applications include four general and
specialist stage self-study tests. At the general application stage, the subjects of the tests are (a) insurance
legislation, (b) accounting in the insurance business,
and (c) applied insurance mathematics. Insurance legislation and accounting tests are based on Finnish
legislation. The applied insurance mathematics test
covers actuarial modeling, practical risk theory, solvency issues, and investments.
The examination board supervises the thesis. From
the year 2005, there will be two options for it (at
present only the latter option is possible). First, the
candidate may write a brief description of an actuarial issue. The purpose of this type of thesis is to
demonstrate the ability to present ideas and arguments. The second option is to write a research paper
on a practical topic. Many candidates have a great
deal of work experience before attaining full professional qualification. The aim of this type of thesis
is to encourage the development of that experience
and foster innovations in actuarial science, and the
Foundation for promotion of the actuarial profession
attempts to financially support the writing of theses.
Finally, candidates must complete at least one
year’s practical experience in an insurance company.
In the case in which candidates are unable to work
in an insurance company, their experience will be
considered if they are putting into practice actuarial
methods under an SHV actuary’s supervision.

Continuing Professional Development (CPD) is
not a mandatory requirement in Finland. The Society offers voluntary seminars and courses on topical
issues when legislation is changed or if the environment is changed otherwise. Most actuaries attend
these activities. Another popular form of CPD is participation in actuarial conferences.

Membership Data
Membership consists of three categories: honorary
members, ordinary members, and supporting members. The ordinary members category is divided again
into full members and other ordinary members.
A qualified actuary (SHV) is granted membership
of the Society as a full member. A full member
is entitled to use internationally the letters ‘FASF’
(Fellow of the Actuarial Society of Finland) after his
or her name. Full member actuaries are responsible
for maintaining applicable practice standards in his
or her work and to take into account any relevant
guidance notes issued or endorsed by the Society.
The Society may admit a person as another ordinary member on the proposal of two members if he
or she is an insurance mathematician or scientifically
familiar with insurance mathematics. Any person who
distinguishes himself/herself in the activities of the
Society or in the insurance industry may be invited
to join the Society as an honorary member on the
proposal of the board. Any insurance company, association, or other body or person close to the insurance
industry that has applied for supporting membership
may be accepted as a supporting member on the proposal of the board.
Any person may be admitted as a full member of
the Society if he or she
•

•

is an insurance mathematician and a full member of a foreign actuarial Society with a mutual
recognition agreement with the Finnish Society,
and
has undertaken tasks in insurance mathematics
for at least three years one of which must be in
Finland or has adequate knowledge of Finnish
insurance legislation and insurance activity as
approved by the actuarial examination board.

The total number of members in the Society
(2001) was 306 persons of whom 101 were full members, 200 were ordinary members, four were both

Suomen Aktuaariyhdistys (The Actuarial Society of Finland)
full and honorary members, and one was an honorary
member. All member companies of the Federation of
Finnish Insurance Companies and The Social Insurance Institution of Finland are supporting members
of the Society.

Meetings
The Society meetings are held monthly (except in
summer) and the annual meeting is held in February.
According to established practice, a lecture and a
short current issue are on the agenda of the meetings.

Contact Information
Jarmo Jacobsson
Secretary of the board
c/o Federation of Accident Insurance
Institutions
Bulevardi 28
PO BOX 275 FIN-00121 Helsinki
Finland.
Tel. +358 9 680 40 503
Web page: http//www.actuary.fi
JARMO JACOBSSON
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Svenska
Aktuarieföreningen,
Swedish Society of
Actuaries
Foundation
The Swedish Society of Actuaries, (Svenska Aktuarieföreningen) was founded on March 3, 1904. The
idea of a society was first presented at a Nordic
life insurance meeting in Stockholm in June 1902
by Professor Gösta Mittag-Leffler, who believed that
a joint Nordic society would promote cooperation
between the life insurance companies in the region.
However, as a Danish Society of Actuaries already
existed, Dr Gram suggested that Professor MittagLeffler should take the initiative to create a Swedish
society rather than a Nordic society.
The introduction of the Insurance Business Act,
and the establishment of the Swedish Insurance
Supervisory Authority (now the Financial Supervisory Authority) in 1903 gave actuaries a more prominent role, and thereby called for the creation of an
actuarial society. In this light, Mittag-Leffler and his
colleagues, at a constitutional meeting on March 3,
1904, resolved to establish a Swedish Society of
Actuaries. Among its founding members were Gösta
Mittag-Leffler, Ivar Fredholm, and Filip Lundberg.
Since 1918, the Swedish, Danish, Finnish, and
Norwegian societies have been jointly responsible
for the publication of the Scandinavian Actuarial
Journal.

Historical Notes on Actuarial Work
In Sweden, the first study of an actuarial nature
was presented by Count Johan Gustaf Lagerbielke in
1780. His analysis of mid-eighteenth-century Swedish
death statistics revealed that the life insurance company Civilstatens Änke-och Pupillkassa, established
in 1740, was insolvent owing to insufficient premiums and had to be reconstructed.
In 1855, Professor Carl Johan Malmsten was
recruited to the newly established insurance company
Skandia. He adopted the English title of actuary (in
Swedish aktuarie). With the introduction of the Insurance Business Act some 50 years later, the title was

called into question by archive keepers whose official
title in Swedish also was aktuarie.

Education
In 1903, the newly established Insurance Supervisory
Authority stipulated that actuaries working in life
insurance companies should have a university degree
in mathematics and mathematical statistics. The first
professor in insurance mathematics and mathematical
statistics, Harald Cramér, was appointed to Stockholm University in 1929.
Since 2000, actuaries at non-life insurance companies have also been appointed by the Financial
Supervisory Authority. This has led to an increase
in consulting actuaries.
In Sweden, actuaries are not required to be members of the Society of Actuaries.

Authorization
In the late 1980s, the Society identified a need for
the authorization of actuaries. This resulted in a postgraduate diploma course (DSA, diplomerad svensk
aktuarie) being introduced in 1993. As of 2002, the
University of Stockholm has taken over this program.

Meetings
Since 1904, the Society has met on average six times
per year. Each gathering opens with a formal meeting,
followed by a seminar and a dinner. Until 1937, the
seminars dealt primarily with life insurance issues or
pure mathematics. Since then, issues related to nonlife insurance have been included on the agenda.

Professional Development
Since 1970, the Society offers its members a full
range of courses in actuarial science, finance, and
accounting.

Members
To qualify as an ordinary member of the Society, a
university degree in mathematics and mathematical
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Membership in mid-2002
No. of members

Men

Women

Total

Full members (DSA)
Ordinary members
Associate members
Total

81
82
32
195

23
30
22
75

104
112
54
270

Note: The first woman was elected in 1947.

statistics is required. A person who does not qualify
as an ordinary member may become an associate
member.
To qualify as a full member, an actuary must have
the DSA diploma. This also means that the DSA
member fulfils the Groupe Consultatif’s (GC) Code
of Conduct. As the Society has signed the GC’s

Agreement of Mutual Recognition, members of other
associations in the European Union can be members
of the Society.

Address and Website
Swedish Society of Actuaries
c/o Swedish Insurance Federation
Klara Norra Kyrkogata 33
SE – 111 22 Stockholm
Sweden
http://www.aktuarieforeningen.com/
ARNE SANDSTRÖM

Sverdrup, Erling
(1917–1994)
Erling Sverdrup was a founding father of mathematical statistics and modern actuarial science in
Norway. For three decades his efforts were decisive
in establishing and cultivating a Norwegian tradition in statistics and actuarial mathematics, a tradition
that has made important contributions to the scientific
advances in the fields.
Like many of his generation, Sverdrup’s academic
career was interrupted by the Second World War. He
was an actuarial student when Norway was attacked
by German forces in April 1940. During the war, he
served as an intelligence officer in the Free Norwegian Forces. When the Norwegian king and government went into exile in London in June 1940, Sverdrup was sent to Helsinki, Stockholm, Moscow, and
Tokyo to organize the cipher service at the Norwegian
legations there. Then he was posted in Washington,
DC, and, in 1942 he moved to London where he was
in charge of a special military cipher service.
Sverdrup completed his degree in actuarial mathematics at the University of Oslo in the fall of 1945.
He then served for about a year as head of the central cipher office for the Norwegian defense, before
he became part of the econometric milieu around
the later Nobel laureate Ragnar Frisch in 1946. This
was decisive for his interest in mathematical statistics. In 1948, Sverdrup became assistant professor in
insurance mathematics at the University of Oslo. He
was a Rockefeller Foundation fellow at the University of California, Berkeley, University of Chicago,
and Columbia University, 1949–1950, and got his
PhD at the University of Oslo in 1952. In 1953, he
was appointed professor in actuarial mathematics and
mathematical statistics at the same university, a position he held until he retired in 1984. Sverdrup was
a fellow of the Institute of Mathematical Statistics, a
member of the Norwegian Academy of Science and
Letters, and an honorary member of The Norwegian
Actuarial Association and of the Norwegian Statistical Association. He was Norwegian editor of the
Scandinavian Actuarial Journal (former Skandinavisk
Aktuarietidskrift) in 1968-82.
When Sverdrup became professor, he immediately
and energetically began to revise the study program.

It was clear to him that an education in actuarial science should be solidly founded on probability
theory and mathematical statistics. At that time, however, mathematical statistics was not established as
a subject of its own in any Norwegian university.
Therefore, Sverdrup first established a modern study
program in mathematical statistics for actuarial students and other students in science and mathematics.
When bachelor and master programs in mathematical statistics were in place, Sverdrup reorganized
the study program in actuarial science by designing
courses in insurance mathematics based on probability theory and mathematical statistics. As an integral
part of this, he developed teaching material both
in mathematical statistics and actuarial mathematics.
The Norwegian edition of his statistics textbook Laws
and chance variations [7] had a great impact on a
generation of Norwegian actuaries and statisticians,
and his lecture notes in actuarial mathematics were
decades ahead of contemporary textbooks. Unfortunately, these lecture notes were never translated and
widely publicized.
In his teaching and writing, Sverdrup had the
ability to focus on the fundamental sides of a problem without getting absorbed in mathematical details.
He insisted on the importance of conceptual clarity and the unifying role of science, and he had
strong opinions on the philosophical basis of mathematical statistics. It is therefore natural that the
focus of his research was statistical decision theory and the principles for construction of statistical
methods (e.g. [3, 6, 8]). He has, however, also made
important contributions to life-insurance mathematics (e.g. [2, 4]) and to survival analysis and event
history analysis, where he, at an early stage, advocated the use of Markov chain models for studying disability (e.g. [5]). Sverdrup was reticent in
publishing his results in the traditional form of journal papers, and a number of important contributions
have only appeared in lecture notes or technical
reports. However, both his published and unpublished research inspired others, and were crucial in
establishing a strong Norwegian tradition in actuarial science, survival and event history analysis,
and other fields of statistics; some notable scholars from this tradition with relevance to actuarial science are Jan Hoem, Odd Aalen, and Ragnar Norberg.
A detailed account of Erling Sverdrup’s life and
academic achievements is given in [1].

2

Sverdrup, Erling (1917–1994)

References
[1]

[2]
[3]

[4]

Norberg, R. (1989). Erling Sverdrup – portrait of a pioneer
in actuarial and statistical science in Norway. Pp. 1–7,
in Twelve Contributions to a Tradition in Statistical and
Actuarial Science. Festschrift to Erling Sverdrup, R. Norberg, ed., Almqvist & Wiksell International, Stockholm.
Sverdrup, E. (1952). Basic concepts in life insurance,
Skandinavisk Aktuarietidskrift 35, 115–131.
Sverdrup, E. (1953). Similarity, unbiasedness, minimaxibility and admissibility of statistical test procedures, Skandinavisk Aktuarietidskrift 36, 64–86.
Sverdrup, E. (1962). Actuarial concepts in the theory of
financing life insurance activities, Skandinavisk Aktuarietidskrift 45, 190–204.

[5]

[6]

[7]
[8]

Sverdrup, E. (1965). Estimates and test procedures in connection with stochastic models for deaths, recoveries and
transfers between different states of health, Skandinavisk
Aktuarietidskrift 48, 184–211.
Sverdrup, E. (1967). The present state of the decision
theory and Neyman-Pearson theory, Review of the International Statistical Institute 34, 309–333.
Sverdrup, E. (1967). Laws and Chance Variations, Vols. III, North Holland Publishing, Amsterdam.
Sverdrup, E. (1977). The logic of statistical inference: significance testing and decision theory, Bulletin of the International Statistical Institute XLVII(1),
573–606.

ØRNULF BORGAN

Swiss Association of
Actuaries
The Association of Swiss Insurance Mathematicians
was founded in Basle on 17 June 1905. The four
founding fathers, Johannes Eggenberger, Hermann
Kinkelin, Christian Moser, and Gottfried Schaertlin,
chose to model the association on the English Institute of Actuaries. Its remit focused on applying
scientific principles to solve issues involving insurance mathematics and other closely related areas. As
is still the case today, members are not required to
sit for an entrance examination to join the association. Financial restraints, in particular, stymied the
creation of a dedicated training center, which would
have led to a recognized qualification. Consequently,
‘insurance mathematician’ was no more than a job
title in Switzerland and did not afford its holder
any legal competencies. All this changed with the
introduction of the Federal Statute on Occupational
Pension Plans (Bundesgesetz über die berufliche Vorsorge) enacted in 1985. The new law prescribed
appropriate training and qualifications for pension
(see Pensions) fund experts if they were to be
entrusted with ensuring that pension fund regulations met legal requirements, and that pension funds
were able to guarantee the provision of the benefits
they promised. The association assumed responsibility for this training, and since 1977 has organized the
examinations and relevant training courses leading
to a diploma for pension fund experts. The diploma
is recognized at federal level and those wishing to
sit for the examination are not required to have a
university degree. The exam itself is divided into
three parts: insurance mathematics, law and social
insurance, thesis and final examination. It is held
annually.
In 1995, the association was renamed in line with
the English designation, and the statutes were thoroughly revised. At the same time, the ‘SAA Actuary’ category was added to the association’s membership. This category comprises the full members,
in other words those with the officially recognized
qualification. In comparison to the other members,
‘SAA Actuaries’ must present proof that they have
passed university examinations covering the syllabus
required by the Committee, in addition to being
examined on practical actuarial activities. As the

Swiss syllabus corresponds largely to that of the
Groupe Consultatif, full members of associations
belonging to the Groupe Consultatif are also admitted as part of a reciprocal agreement. The Committee
may submit proposals for further agreements of this
nature with non-European associations to the general
meeting.
The SAA’s most important organ is the general meeting, which usually takes place once a
year. The meeting is responsible for electing the
Committee members, setting the level of membership dues, and approving key activities, regulations, and changes to the statutes. The Committee’s remit comprises processing applications from
new members, observing codes of conduct, public relations and issuing expert statements, training SAA actuaries and pension fund experts, as
well as nurturing relations with the International
Actuarial Association and the Groupe Consultatif.
These activities are handled by a number of commissions and working groups comprising approximately
200 members.
Our members’ scientific activities are published
in German, French, or English in the biannual ‘SAA
Bulletin’, or presented in the form of working group
seminars, where talks and discussions are held on current issues. A one- week summer school is held each
year to provide young actuaries from Switzerland and
abroad with the opportunity of working intensively on
a topical issue of interest.
The SAA currently comprises
846 ordinary members
37 corporate members
24 honorary members
389 full members.
Over the coming years, the SAA chairman views the
focus of our activities as follows:
•
•
•
•

Raising the profile of our profession by means of
active public relations and issuing expert statements;
Active cooperation with international bodies, in
particular, in the areas of accounting and training;
Training SAA actuaries according to a constantly updated syllabus, and providing further
training;
Improving communication by means of a professional Internet site.
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The SAA, in its role as a professional organization for
experts in risk and finance, wants to actively develop
feasible, long-term solutions to actuarial issues
involving private and social insurance. Its members
have committed themselves to applying their broad
knowledge in insurance companies, pension funds
and health insurers (see Health Insurance), banks,

consultancy firms, universities, and authorities, under
observance of strict codes of conduct.
Further information about events organized by
our association, along with information about current topics, can be found in our homepage under
www.actuaries.ch.
H.J. STUDER

Thiele, Thorvald Nicolai
(1838–1910)

To actuaries, Thiele’s name is inextricably associated with the differential equation

Thorvald Nicolai Thiele was born in Copenhagen on
December 24, 1838. A prolific astronomer, mathematician, statistician, and actuarial mathematician,
Thiele was among the most influential scientists
of his time. His many talents and capabilities are
reflected in his academic and professional career:
Master’s degree in astronomy from the University
of Copenhagen in 1860; Research assistant at the
famous Copenhagen Observatory 1860–1870; Doctor’s degree from the University of Copenhagen in
1866 on a thesis on orbits in double star systems;
Cofounder of the Danish insurance company Hafnia
in 1872 and thereafter the company’s mathematical
director (actuary) until 1901; Professor of Astronomy
and Director of the Copenhagen Observatory from
1875 until retirement in 1907; Rector of the University of Copenhagen 1900–06; Founder of the Danish
Actuarial Society (Den Danske Aktuarforening) in
1901 and President of the Society until his death in
1910. He was a member of The Royal Danish Society
(Videnskabernes Selskab) from 1879, a corresponding member of the British Institute of Actuaries
from 1885, and a member of the Board of the Permanent Committee of the International Congresses of
Actuaries (see International Actuarial Association)
from 1895.
Thiele’s list of publications comprises some good
50 entries, 3 of which are monographs on statistical inference [14, 15] and interpolation theory [18],
and the rest are scientific papers on topics in astronomy, numerical analysis, statistics, and actuarial science. The 1897 book was translated to English [17],
received international acclaim, and was reprinted
in full in the Annals of Mathematical Statistics in
1931. For comprehensive and authoritative accounts
of Thiele’s contributions to statistics and actuarial
science, see [3, 4, 7, 10], and for briefer accounts,
see [8, 11–13].
As a mathematical statistician, Thiele made seminal contributions to the theory of skew distributions,
the canonical form of the linear model by orthogonal
transformations, the analysis of variance, dynamical
linear models, filtering, Gram–Charlier series, and –
widely held to be his major claim to fame – the theory
of cumulants that he invented [16].

(see Life Insurance Mathematics) expounded as
follows: Vt is the reserve (i.e. the conditional expected
value of discounted future benefits less premiums,
given survival) at time t for an n-year policy issued
at time zero to an x year old and specifying that
a sum assured of S is due immediately upon death
and premiums are payable continuously at rate P
during survival; δ is the force of interest and µx+t
is the force of mortality at age x + t. The differential equation shows how the reserve instantaneously
increases with interest and premiums and decreases
with expected death benefits in excess of reserve.
Thiele never published this result, and so it was
brought to the public’s attention only in Gram’s [2]
obituary on Thiele and more widely publicized in
scientific works by Jørgensen [9], Berger [1], and
Hansen [5]. Proclaiming it ‘the foundation of modern life insurance mathematics’, Berger anticipated
that the more general Kolmogorov backward equations (see Markov Chains and Markov Processes)
would become the basic constructive and numerical tools in stochastic analysis of insurance policies,
financial contracts, and other phenomena that are
developing dynamically and in a random manner over
time.
Thiele also engaged in actuarial mortality investigations. He introduced a mortality law (see Mortality
Laws) capable of fitting mortality at all ages, and
made pioneering contributions to the theories of
graduation of mortality tables [6, 7].
Thiele was married to Marie Martine Trolle
(1841–1889), and they had six children. He died in
Copenhagen on September 26, 1910.

d
Vt = δVt + P − µx+t (S − Vt ),
dt

(1)
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Ukrainian Actuarial
Society
The Ukrainian Actuarial Society (UAS) was established on September 17, 1999 (Ministry of Justice of
Ukraine License No. 1710, November 19, 2001). It
unites the specialists in actuarial and financial mathematics, who have professional actuarial qualification
and are allowed to make actuarial calculations. It is
an observer member of the International Actuarial
Association.
The Supreme Body of the UAS is the Conference of its members, held at the end of each year.
The Council of Directors supervises the activity of
the UAS between Conference meetings. The Inspection Committee controls the conformity of the UAS
activity to its Charter. Between Conference meetings,
the members of the UAS participate in independent
working groups, with the involvement of the League
of Insurance Organizations, representatives of insurance companies and Government officials.
The primary aims of the UAS are
•
•
•
•
•

the maintenance of the professional level of the
actuaries’ activity and the protection of their
rights and interests;
the introduction of actuarial and financial mathematics methods in insurance, investment, and
banking;
the development and implementation of professional training programs to improve professional skills;
the supervision of actuaries’ activities;
the development of liaisons with the overseas
professional actuarial organizations.

The UAS has the status of an all-Ukrainian public organization and has 16 regional branches. There
are two categories of members: Fellows and Associates. All 42 Fellows and 7 Associates work in
insurance companies. Some of them teach at higher
education institutions in Kyiv, Lviv, Kharkiv, and
Donetsk. Six Fellows underwent training at the Institute of Actuaries.
According to the order of the Ukrainian Insurance
Supervisory Committee No. 12, from February 17,
2000, people who have the right to perform actuarial
calculations in Ukrainian insurance companies are the
individuals who obtained the international certificates
given jointly by the Institute of Actuaries (UK) and
the Committee on supervision of insurance activity
of Ukraine. These individuals successfully passed
examinations after taking a two-year postgraduate
course in actuarial science, organized in Ukraine by
the Institute of Actuaries.
Currently, academic courses in actuarial science
are taught by the mathematics faculties of Taras
Shevchenko National University of Kyiv, and at
universities in Lviv, Kharkov, and Donetsk. The first
actuarial specialists have graduated from academic
programs at Kyiv Shevchenko University and
Donetsk University. Lviv University has recently
resumed the teaching of actuarial science that was
suspended in 1939. The UAS is currently working
with Taras Shevchenko National University of Kyiv
in order to establish a certification center.
The Ukrainian Actuarial Society
Address: 77 Saksahanskoho st., 01033 Kyiv
Tel.: 8-067-720-30-57
E-mail: ukr actuaries@yahoo.com
URL: http://www.geocities.com/krvavych/UAS.html
YURI KRVAVYCH

Utility Theory
Utility theory deals with the quantization of preferences among risky assets. The standard setup for Savage’s [17] 1954 axiomatic foundation of probability theory and von-Neumann & Morgenstern’s [20]
(vNM) 1947 axiomatic formulation of utility theory assumes an (infinite or) finite set S of states
of nature S = {s1 , s2 , . . . , sn } to which the decision
maker (DM) assigns probability distributions P =
(p1 , p2 , . . . , pn ). An act (or risky asset, or random variable) assigns consequences (or outcomes)
c1 , c2 , . . . , cn to the corresponding states of nature.
Acts are, thus, all or some of the functions from
the set of states S to the set of consequences C.
Such an act defines a lottery once the probabilities p
are taken into account. Preferences among lotteries
(L1 ( or )  L2 – lottery L1 is (nonstrictly) preferred to lottery L2 ) by a rational DM are assumed
to satisfy some axioms.
vNM1–Completeness. Every two lotteries are comparable, and  is transitive.
vNM2–Continuity. Whenever L1  L2  L3 , there
is a lottery L4 obtained as a probability mixture
L4 = αL1 + (1 − α)L3 of L1 and L3 , such that the
DM is indifferent (L4 ∼ L2 ) between lotteries L4 and
L2 .
vNM3–Independence. For every α ∈ (0, 1) and lottery L3 , L1  L2 if and only if αL1 + (1 − α)L3 
αL2 + (1 − α)L3 .
It should be clear that for any real valued utility
function U defined on the set of consequences,
the

expected utility functional EU (L) = ni=1 U (ci )pi
defined on lotteries, compares lotteries in accordance
with the vNM axioms. von-Neumann & Morgenstern
proved that every preference relation that satisfies
these axioms has such a utility function representation. Furthermore, this utility function is unique up
to an affine transformation, for example, it becomes
unique after determining it arbitrarily (but in the correct order) on any two consequences to which the
DM is not indifferent.
Savage, in contrast, formulated a list of seven
postulates for preferences among acts (rather than lotteries) based (postulate 3) on an exogenously defined

utility function on consequences, and obtained axiomatically the existence and uniqueness of a probability distribution on (infinite) S that accurately
expresses the DM’s preferences among acts in terms
of the proper inequality between the corresponding expected utilities. This subjective probability is
termed apriori distribution in Bayesian statistics; see
also [3] and de Finetti [5, 6].
The idea of assigning a utility value to consequences and measuring the desirability of lotteries
by expected utility was first proposed in the eighteenth century by Daniel Bernoulli [4], who argued
for the logarithmic utility U (x) = log(x) in this context. The idea of quantitatively obtaining a probability
from qualitative comparisons was first introduced in
the 1930s by de Finetti [5, 6].
von-Neumann & Morgenstern’s expected utility
theory constitutes the mainstream microeconomical
basis for decision making under risk. It has led to
the definitive characterization of risk aversion as
concavity of U , and of the determination of which of
two DMs is more risk averse – the one whose utility
function is a concave function of the other’s. This
Arrow–Pratt characterization was modeled in the
1960s by Arrow [2], in terms of increased tendency
to diversify in portfolios, and by Pratt [13], in terms
of inclination to buy full insurance.
Rothschild & Stiglitz [14–16] introduced into
Economics, in the 1970s, the study of Mean-preserving Increase in Risk (MPIR), begun by Hardy &
Littlewood [10] in the 1930s and followed in the
1960s by Strassen [19], lifting choice between risky
assets from the level of the individual DM to that of
the population of all (expected utility maximizing)
risk averters. Rothschild & Stiglitz’s 1971 article on
risk averse tendency to diversify showed that not all
risk averters reduce their holdings within a portfolio – of a risky asset that becomes MPIR riskier – and
characterized the subclass of those that do. This work
sparked powerful and intense research that fused
utility theory and the study of stochastic ordering
(partial orders in the space of probability distributions) [7, 9, 12, 18].
The sharp, clear-cut, axiomatic formulation of
the Bayesian basis of decision theory and of vNM
expected utility theory became, in fact, the tool for the
fruitful criticism that followed their introduction and
wide diffusion. Ellsberg [8] introduced a collection of
examples of choice among acts inconsistent with the
postulates of Savage, and Allais [1] proposed a pair
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of examples of lotteries in which normative behavior should contradict the vNM axioms. Kahnemann
& Tversky’s [11] 1979 experiments with human subjects confirmed Allais’s claims. These inconsistencies
paved the way for a school of generalizations of
utility theory under weaker forms of the controversial vNM independence axiom, and the controversial
insistence on completeness of preferences in both
Savage and vNM setups.
For further reading, consult [7].
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Wright, Elizur
(1804–1885)
Given the apparent popular perception of actuaries –
among not only the general public, but also seemingly
among themselves – it may seem somewhat surprising to hear of an actuary described as ‘A man of
singular contradictions; an idealist who was practical; a zealot with an orderly mind; an indefatigable
contender over small points who rarely lost sight of
the larger ones; a man with the words “devastating
energy” applied to him’.
Yet, this was how Ernest J. Moorehead, President
of the SOA (Society of Actuaries) from 1969–1970,
described Wright during an address in 1970. Indeed,
the adjective most applied to Wright seems to be
‘reformer’ – renowned for his work to abolish slavery, to advocate temperance, and to establish Massachusetts as a leader in life insurance regulation.
In one of his earliest life insurance connections –
with New England Mutual – Wright combined his
fervent temperance beliefs with his strong grasp of
actuarial principles to create an agreement whereby
nondrinkers would, in return for accepting a policy
(see Policy) endorsement voiding their insurance if
they ever used liquor as a beverage, be promised that
if within four years from September 1845, a majority
of them should elect to form a distinct company, New
England Mutual would fund the new company from
the excess of all premiums paid over the cost of term
life insurance for the elapsed period. Wright predicted

that at that time, New England Mutual would be able
to establish those policyholders into a distinct class,
making withdrawal to a new company unnecessary.
In 1844, Wright became the first American actuary
to make a trip to England to study life insurance practices. According to biographers, Wright returned with
a three-fold mission: (1) to develop a mathematical
basis so that companies might be sound; (2) to obtain
such legislation as to compel them to be sound; and
(3) to obtain additional legislation as would compel
them to deal justly with individual policyholders.
Wright then prepared net valuation tables based on
the Combined Experience mortality table, and subsequently worked to get legislation passed supporting those tables – legislation which Massachusetts
passed, in an amended form, in 1858. In 1860, he
succeeded in pushing through, the passage of his
‘nonforfeiture law’, naming the Combined 4 Percent
Table as the basis for extended term insurance.
In addition to these contributions, Wright also published his own newspaper, The Chronortype, wrote
numerous pamphlets and articles on the subject of
insurance reform, and also was an inventor. One of
Wright’s inventions was the Arithmeter, which has
been described as a ‘cylindrical slide rule to help
actuaries conduct their calculations.’ There are only
four arithmeters on display in the United States,
including one at the Museum of American History at the Smithsonian Institution and one at the
headquarters of the Society of Actuaries in Schaumburg, Illinois.
WILLIAM BREEDLOVE

Adverse Selection
Introduction
The term adverse selection qualifies contract situations when one party, generally the insuree, has
better information than the other party, generally the
insurer, about some exogenous (immutable) characteristics that are relevant for the contractual relationship. Adverse selection is a particular case of
asymmetrical information, which can also concern
an insuree’s behavior (see Moral Hazard or [47]) or
the amount of losses (see Fraud in Insurance and
Audit or [35]).
The first and most important stage in insurance
pricing policy and contracts offer is the determination of the pure premium for a given risk (i.e. the
average cost of risk). Any individual’s informational
advantage concerning risk characteristics then could
influence his insurance demand and by the same
way, the insurance profits. For instance, an individual,
knowing that his risk is higher than the average, will
choose more coverage and thus decrease the insurer’s
expected profits. This explains why in most theoretical models, information concerns risk level: it is
assumed that once the individuals have been separated (or categorized) by the insurer in risk classes
with respect to observable characteristics (age, year of
driver’s license, age, and type of the car for instance
in automobile insurance market), there remains some
heterogeneity in the accident probabilities, private
information of the individuals that influences their
demand for insurance but is not assessable by insurance companies.
Work on this topic began in the early seventies
with the most seminal contribution of Akerlof [1];
applied to the insurance market, his result implies that
when insurees know better their risk than insurers, the
insurance market may not exist for some risk types,
and if it exists, may not be efficient. The contribution of Akerlof was at the origin of a broad literature
on adverse selection on insurance markets. Economic
models dealing with adverse selection tend to identify the anomalies in the market functioning raised
by adverse selection and to find the contracts design
that can limit the negative consequences of adverse
selection. Three main paths have been explored (for
a complete survey on adverse selection, see [13]).
The first one is based on ‘self-selection mechanisms’:

individuals reveal their private information by their
choice in a set of contracts, adequately composed by
the insurer. In the second one, insurers use imperfect information to categorize risks. The last but not
least line of research concerns multiperiod contracting where past experience information is used by
insurers to update their beliefs concerning accident
probabilities.
In the following, we summarize the main results
of this theoretical literature and some empirical tests.

The Self-selection Mechanism in
One-period Contracts
Our basic assumptions and notation are the following.
We consider risk-averse individuals, with expected
utility preferences, who face a risk of monetary loss
D. These individuals are identical, except for their
probability of loss, which constitutes their private
information (or their type in the standard terminology). For simplicity, we assume that two risk classes
H and L with loss probabilities pH and pL such
that pH > pL coexist in the population in proportions λH and λL . Insurance companies are risk
neutral, propose exclusive contracts, and maximize
their expected profits; by assumption, there are no
transaction or administrative or transaction costs.
Moreover, companies have statistical information on
the individuals’ characteristics that gives them the
proportion of each type, without allowing them to
determine the risk of a given consumer. An insurance contract C = (P , I ) is fully characterized by a
premium P and an indemnity I (net of premium). We
denote by V (pi , C) the expected utility of type i for
the contract C:
V (pi , C) = pi U (w0 − D + I )
+ (1 − pi )U (w0 − P ),

(1)

where U is a twice differentiable, strictly increasing,
and concave function of wealth (U  > 0 and U  < 0)
and w0 corresponds to the individual’s initial wealth.
Note that full coverage corresponds here to I + P =
D; the individual then obtains the same wealth in
both states of nature (loss occurs or not).
Two extreme assumptions are made for the structure on the insurance market: monopoly and perfect
competition.
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Formally, the characteristics of the menu of optimal
contracts [43] are the following:

Monopoly
Under public information, the contracts offered by
a monopolistic insurer maximize its expected profit
under the participation constraint of the consumers.
More precisely, contracts Ci = (Pi , Ii ), i = H, L
intended for type i, are solution of the following
optimization problem where C0 = (0, 0) denotes no
insurance:
max

PL ,IL ,PH ,IH

λL [(1 − pL )PL − pL IL ]

+ λH [(1 − pH )PH − pH IH ]
such that
V (pL , CL ) ≥ V (pL , C0 )
V (pH , CH ) ≥ V (pH , C0 ).

(2)

The solution (CL∗ , CH∗ ) of the above problem is complete coverage for all individuals, but for different
premiums: complete discrimination is achieved. The
participation constraints are both binding, that is,
each type pays his maximal acceptable premium. The
private monopoly thus extracts the entire consumer
surplus, but the risk-sharing rule remains Pareto efficient.
When the risk type is private information for the
consumers, price discrimination is no more possible. If the complete information contracts are offered,
all individuals will buy the cheaper contract and the
company may suffer expected losses. Consequently,
in the asymmetric information setting, insurers must
introduce specific mechanisms to guarantee that any
individual will spontaneously choose the contract
designed for his risk type. Formally, this can be
achieved by the introduction of self-selection constraints in the maximization program. Contracts verifying these constraints are such that any individual
obtains a higher expected utility with his contract than
with the contract of any other type. Thus, no insuree
obtains any benefits from hiding his private information. More precisely, optimal contracts (CL∗∗ , CH∗∗ ) are
solutions of the program (2) to which are added the
following self-selection constraints:
V (pL , CL ) ≥ V (pL , CH )
V (pH , CH ) ≥ V (pH , CL ).

(3)


1. IH∗∗ + PH∗∗ = D, IL∗∗ + PL∗∗ < D;



 2. V (pH , CH∗∗ ) > V (pH , C0 ),
V (pL , CL∗∗ ) = V (pL , C0 );


3.
 V (pH , CH ) = V (pH , CL ),

V (pL , CL ) > V (pL , CH ).
Thus, two different contracts are offered by the
monopoly; perfect revelation of private information
is achieved using the fact that high risks are always
ready to pay more for additional coverage than low
risks. However, asymmetric information affects the
efficiency of risk allocation: only high risks obtain
complete coverage, the low risks being restricted to
partial coverage and sometimes even to no coverage
at all. The amount of coverage offered to low risks
results from a trade-off between increasing profits per
low-risk individual and abandoning more consumer
surplus to high risks. Thus, if the proportion of high
risks in the population is above a threshold, low
risks are not offered any insurance coverage. On the
other hand, if the proportion of high risks is too low,
to increase its profits on low risks (by increasing
their coverage), the company accepts losses on high
risks: cross-subsidization could then be optimal for a
monopolistic insurer.
If there are more than two types in the population
([43] considers a continuum of types), the revelation
of private information is no more systematic, profit
maximization may entail the offer of the same contract to different risk types.
Informational asymmetry may concern not only
risk characteristics but also individual risk preferences. Contracts offered by a private monopoly to
individuals with different utility functions are studied
in [43] in a two-state framework and by Landsberger
and Meilijson [29] when risk is a continuous random variable. These last authors prove that, under
unlimited liability, it is possible for the monopoly
to reach approximately its symmetric information
profit. Else, the informational asymmetry lowers
profit. When the proportion of high risk–aversion
individuals exceeds a threshold, types are separated.
Else, types are pooled at a contract offering full
insurance to all agents at the certainty equivalent of
the low risk–averse agents. Landsberger and Meilijson [30] generalize this framework considering a
general model of adverse selection when individuals

Adverse Selection
differ both on the risks they face and on risk preferences.

Competition on the Insurance Market
When information on risks is public, to attract consumers, insurance firms on a competitive insurance
market will offer contracts that maximize the consumers expected utility and give the firm at least a
zero expected profit. These contracts (CL∗ , CH∗ ) are
solutions of the following problem:
max

PL ,IL ,PH ,IH

λL V (pL , CL ) + λH V (pH , CH )

such that
(1 − pL )PL − pL IL ≥ 0
(1 − pH )PH − pH IH ≥ 0.

(4)

Owing to the insurers’ risk neutrality and to individuals’ risk aversion, the solutions of this program always satisfy the individuals’ participation
constraints. The equilibrium contracts offer complete
coverage for actuarial premium to both types of risks.
As in the monopoly setting, the risk allocation is efficient in the Pareto sense, but here all the consumer
surplus is retained by consumers, insurance companies earn zero expected profits.
In the presence of adverse selection, the efficiency
and even the existence of equilibrium are no more
guaranteed and depend on the competitive behavior
of firms on the market. As in the monopoly case,
self-selection constraints (3) have to be added to the
maximization program (4).
In their seminal paper, Rothschild and Stiglitz [40]
assume that firms choose the contracts they offer, taking as given the offers of their rivals. They then transpose the Nash equilibrium concept to the insurance
market with adverse selection. A menu of contracts
then is an equilibrium if all contracts in the menu
make nonnegative expected profits and if there is no
other contract, added to the equilibrium set, that could
earn positive expected profits. Note that, in this context, any equilibrium contract makes zero expected
profits (else a rival offer could attract the customers).
This equilibrium definition excludes a pooling equilibrium (both types of risk buy the same contract) for
the insurance game. Indeed, for any zero expected
profit-pooling contract CP o , there exists a contract
that, if it is proposed simultaneously, attracts only
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the low risks and makes nonnegative expected profits,
while high risks prefer CP o , which in this case makes
losses. Thus, Nash competition entails risk discrimination. Which are then the separating equilibrium
candidates? The presence of the high-risk individuals
prevents the low risks from obtaining full coverage for actuarial premium. Then, at equilibrium, the
contract offered to low risks should maximize their
expected utility conditionally on full coverage at the
actuarial premium being offered to high risks. So, the
only equilibrium candidate is a couple of contracts
offering complete coverage at actuarial premium to
high risks and partial coverage to low risks. This couple of contracts is the equilibrium of the game only if
there doesn’t exist a (pooling) contract, preferred by
both types, which makes nonnegative expected profits. This is true for a proportion of high risks in the
population high enough to imply that any contract,
making zero expected profit, when purchased by both
types, is worse for low-risk types than the contracts
in the above couple. To summarize, Rothschild and
Stiglitz prove the following:
1. The equilibrium set contains zero or two different
contracts.
2. High risks obtain complete coverage at actuarial
premium and low risks are “rationed”.
3. The equilibrium is not always second-best efficient. (An allocation is second-best efficient if
it satisfies the self-selection constraints and is
Pareto efficient [10]).
The following studies tried to restore the existence of equilibrium by considering other, sometimes
more aggressive reactions of firms to rival offers. Wilson [46] assumed that firms drop the policies that
become unprofitable after rival offers. The same idea
has been exploited by Riley [39], who assumes that
firms react to entrants by adding new contracts. Under
both these assumptions, the competitive equilibrium
always exists: it always separates types under the
Riley assumption whereas separation is only possible for a high proportion of bad risks in the Wilson
model; otherwise, a unique contract is offered.
If the previous equilibria are not always secondbest Pareto efficient, this is because they prohibit
cross-subsidization between contracts, which is necessary to allow low risks to be better covered and
to increase the welfare of both risk types. Wilson was the first to consider the possibility of
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relaxing the requirement of nonnegative expected
profit on each type, but the equilibrium in this context was completely characterized by Miyazaki [33]
and Spence [42]. These authors prove that when companies react to rival offers according to the Wilson
model (i.e. by dropping unprofitable contracts) and
when expected profit on the whole set of contracts
has to be nonnegative, equilibrium always exists,
separates risk types, and is efficient in the secondbest Pareto sense. The characteristics of second-best
efficient allocations in competitive insurance markets
and their relation with competitive equilibrium are
studied by Crocker and Snow [9] and Prescott and
Townsend [36].
In contrast with the standard paradigm of adverse
selection, some models consider that insurers are better informed than consumers. Indeed, in some insurance markets, the huge volume of historical data and
the more and more sophisticated statistical tools make
plausible the assumption that insurers have better
information regarding loss distribution than policyholders. Equilibrium contracts, when the informed
party is the insurer, have been studied by Fagart [17]
in a competitive setting and by Villeneuve [45] when
the insurance firm is in a monopoly situation. Ligon
and Thistle [31] study the equilibrium value of information in competitive insurance markets where consumers lack complete information regarding their
loss probabilities. Both the standard adverse selection hypothesis and its reverse contain some truth:
insurers know risk better, at least as far as the classifications they use are concerned, whereas consumers
know something personal and unobservable that is
also relevant to risk. Jeleva and Villeneuve [27] try
to reconcile these two points of view. They consider
a standard adverse selection problem in which agents
differ not only in the objective risk they face but also
in the perception of their risk.
Note that all the previous equilibria hold only
when contracts proposed by insurance companies are
exclusive and when the relevant risk is diversifiable.
Without the exclusivity assumption, it is possible for
high risks to obtain full coverage for a lower premium by buying the contract designed for low risks
and a complementary partial coverage, offered by
another insurance company that can make profits on
it. The exclusivity assumption and its consequences
are discussed in [23, 26]. Moreover, the equilibrium
results fail if insurers face aggregate undiversifiable
risk. This last feature is considered by Smith and

Stutzer [41] and more recently by Mahul [32] who
show that, in the presence of adverse selection, lowrisk agents signal their type by sharing aggregate
uncertainty with a mutual insurer (‘participating policies’) while nonmutual firms insure high-risk agents
with ‘nonparticipating contracts’. The choice of organizational form here acts as a sorting device.

Risk Categorization
Adverse selection can be partially circumvented
by using risk categorization based upon either
immutable individual characteristics (exogenous
categorization), or consumption choices (endogenous
categorization).

Categorization Based on Immutable Variables
The propensity for suffering loss is imperfectly
correlated with observable, immutable characteristics
as insured’s gender, age, or race. For example,
in automobile insurance, young drivers (called
group B) are much more risky to insure than old
drivers (group A), so that it is profitable for insurers
to offer to young drivers, policies with higher premia
than those priced to old drivers. Since insurers can
observe group k (k ∈ {A, B}) but not risk type i
(i ∈ {H, L}), both groups A and B contain low and
high risks, but λA
H the proportion of high risks in
group A is lower than λBH the one in group B (0 <
B
λA
H < λH < 1). The residual adverse selection due
to the fact that categorization is only imperfectly
informative, justifies that the offered contracts must
verify incentive constraints in each group k ∈ {A, B},
such that V (pi , Cik ) ≥ V (pi , Cjk ) for each risk type
i, j ∈ {H, L}, i  = j , in monopoly and competitive
contexts.
In an unregulated competitive market, Hoy [25]
discusses the implications of such a classification on
the pricing of insurance contracts. In addition, the
competitive context implies a no-profit constraint on
each group k ∈ {A, B} to prevent ‘cream-skimming’
strategies: i=H,L λki π(pi , Cik ) = 0. The comparison
of the categorization and no-categorization regimes
shows that the efficiency effects are ambiguous, since
generally, all the applicants classified in group A (low
and high risks) are the winners from the categorization, while all the applicants in group B are made
worse off.
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In a regulated market, Crocker and Snow [10]
examine the implications of such an exogenous classification by permitting the group A to subsidize the
group B, in addition to cross-subsidization between
low and high risks in each group k. So this regulated
context only requires a unique no-profit constraint for
each company
A
φ A i=H,L λA
i π(pi , Ci )

+ φ B i=H,L λBi π(pi , CiB ) = 0,

(5)

with φ k the proportion of the population belonging
to group k. The authors show that, if the winners
from categorization may compensate the losers, the
costless imperfect categorization is always able to be
Pareto-improving. Obviously, this tax-subsidy system is not sustainable as an equilibrium without
regulation.

Categorization Based on Consumption Choices
The actuarial relationship between the consumption x
of correlative product and underlying risk may also
be used by insurers to mitigate the problem of adverse
selection. Indeed, people who drive stodgy automobiles, for example, have likely a high risk to suffer
an accident, or people who consume cigarettes are
more likely to develop health affections. Bond and
Crocker [2] study a model in which x, the consumption of ‘hazardous goods’ increases the probability of
a loss (moral hazard aspect) and in which the consumer’s taste θ (θ ∈ {θH , θL }) for this kind of good
is positively correlated with the probability (adverse
selection aspect). Denoting by pθ (x) the probability
to suffer a loss for a type θ who consumes a quantity
x of the hazardous good, we have ∂pθ /∂x > 0 for
a given θ and pθH (x) > pθL (x) for a given x. The
expected utility of a type θ who consumes a quantity
x of the hazardous good (at the unit price c) and who
purchases a contract C(θ) is
V (pθ (x), C(θ)) = pθ (x)U (w0 − cx + I − D)
+ (1 − pθ (x))U (w0 − P − cx) + θG(x), (6)
when individual utility functions are additively separable in the wealth and the consumption x, and when
the hazardous good is chosen before the wealth state
is revealed. From the perspective of adverse selection,
the interesting situation arises when x is observable
and θ is private information. Moreover, the fact that

5

an individual’s premium depends on his consumption
of the hazardous good reduces the negative externalities from high risks on low risks. Bond and Crocker
show that the use of endogenous categorization may
permit to attain first-best allocations as competitive
Nash equilibria, as long as the adverse selection is
not too severe, that is, pθH (x) not too different from
pθL (x).
Another literature, especially developed in the
health care insurance, considers that agents can
choose their risk status (endogenous risk status). The
uninformed agents can become informed by taking
a diagnostic test (check up, genetic testing. . .). For
models in which the insurer cannot observe information status and/or risk type, see [16, 44].

Multiperiod Insurance Contracts
(Experience-rating)
Multiperiod contracts can be a complement or a
substitute to standard self-selection mechanisms to
alleviate the adverse selection problem. Long-term
contracting consists of adjusting ex post insurance
premia or coverage to individual’s past experience.
Such bonus–malus systems are often observed in
automobile insurance markets: an insurer observes
in period t, the agents’ accident claims and constitutes in t + 1 statistical risk groups based on accident
records. Experience-rating introduces a supplementary instrument to relax the self-selection constraints
imposed by adverse selection: it increases the cost to
high risks from masquerading as low risks in date t,
by exposing them to pay increasing premiums and
receive decreasing coverages in t + 1 if they suffer
an accident in t (and inversely in case of no loss in
t). However, the ability for experience-rating to mitigate the adverse selection problem strongly depends
on the degree of commitment between insurer and
insuree.
Under the full commitment assumption, Cooper
and Hayes [8] proposed a two-period model in the
case of a monopolistic insurer: both insuree and
insurer are committed for a second period to apply
the coverage and the premium chosen at the beginning of period one (full commitment), depending on
individual experience. The optimal two-period contracts involve that high risks receive full insurance
at an actuarial price in each period and thus are not
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experience-rated, while low risks face partial insurance with experience-rating price and quantity adjustments in the second period. A monopolist insurer
thus, is able to enhance its profits (relative to the oneperiod model without memory) thanks to the memory
effect (see also [20] for a similar result).
In [8], Cooper and Hayes then consider the perspective of competitive insurance markets. As a consequence, the strong full commitment assumption is
relaxed in favor of the semicommitment assumption:
insurers commit to a two-period contract but the contract is not binding on insurees, in the sense that they
can switch for another insurer offering a more attractive contract in period two. The authors show that
the presence of second-period competition limits but
does not destroy the ability for experience-rating to
alleviate the adverse selection problem: the contracts
with semicommitment are qualitatively identical to
those of the monopoly situation with full commitment, but the punishment possibilities for accident
are now reduced by the presence of additional noswitching constraints in period two, which take into
account outside options.
The full commitment assumption is, however,
not very realistic. Indeed, renegotiation opportunities exist in the optimal contracting configuration
described in [8]: given that all insurees reveal their
risk type at the end of period one, it then becomes
advantageous to the low-risk individuals and their
insurer to renegotiate a full coverage for the second period. Although the possibilities of renegotiation
improve welfare in period two, high risks anticipate renegotiation in the second period and they will
not necessarily reveal their type in period one, thus
violating the ex ante high risks’ self-selection constraint. In a competitive model with commitment and
renegotiation, Dionne and Doherty [12] interpret the
renegotiation opportunities as adding new constraints
to the set of feasible contract: in order to prevent renegotiation in the second period, the insurer must set the
contracts so that the insured type will not be perfectly
known after the first period. The prospect of renegotiation may involve semi pooling or pooling in period
one followed by separated contracts in period two, in
order to reduce the speed of information revelation
over time. Even though the punishment possibilities
are more restricted than under the full commitment
assumption, the long-term contracting may ever mitigate the adverse selection phenomenon.

Finally, under the bilateral no-commitment
assumption, insurers can only write short-term
contracts and each insuree can switch to another
company in period two if he decides to do
so. Despite the inability to commit, both parties
sign experience-rated contracts. Kunreuther and
Pauly [28] were the first to study a competitive
multiperiod model without commitment. Arguing that
companies are unable to write exclusive contracts,
they consider competition in price and not in price
quantity as in classical literature. In a monopoly
context, Hosios and Peters [24] focused attention on
the accident underreporting phenomenon: insurance
buyers may fail to report accidents in order to avoid
premium increases and coverage decreases, since
accident reports become informative in a dynamic
contracting perspective. In [24, 28], only pooling and
semipooling equilibria are possible in the absence
of any form of commitment from both parties. An
identical result on the existence of pooling contracts
is found in [34] in a context of competitive pricequantity contracts. In long-term contracting, crosssubsidizations thus, are compatible with equilibrium,
contrary to the standard result in static models.

Empirical Tests
Empirical estimation of insurance models entailing
adverse selection started much later than the theoretical findings and remained scarce until the nineties
(for a recent survey on this topic, see [5]). This
lag between more and more sophisticated theoretical models and empirical validation is mainly due
to difficulties in finding appropriate data and appropriate model, which allows to isolate adverse selection from other parameters. Important progress has
been made in this direction since the nineties. The
first papers on this topic are due to Dahlby [11],
Boyer and Dionne [3] and Puelz and Snow [37]
followed by Chiappori and Salanié [6, 7], Dionne
Gouriéroux and Vanasse [14, 15], Gouriéroux [21,
22], Richaudeau [38], Cawley and Philipson [4], and
so on.

General Method
The tests for adverse selection under an exclusivity assumption generally rely on the independence,
in the absence of adverse selection, between the
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choice of contract and expected accident costs. Recall
that, adverse selection leads to a positive correlation
between amount of coverage and risk of accident.
This theoretical implication has the advantage not to
require the estimation of the firm’s pricing policy.
The more general form of the testing method
is the following. Let Y, X, Z respectively denote
the risk variable (the occurrence of an accident,
for instance), the agents’ exogenous characteristics
observed by the insurance company and the agents’
decision variable (the choice of a contract within
a menu). In the absence of adverse selection, the
agents’ choice doesn’t bring any additional information on risk with respect to the exogenous characteristics, that is, if we denote conditional distributions
by l(.|.)
l (Y |X, Z) = l (Y |X)
l (Z|X, Y ) = l (Z|X) ,

or, equivalently
or

l (Z, Y |X) = l (Z|X) l (Y |X) .

(7)

The second form could be interpreted as a test for
information asymmetry. A perfectly informed agent
chooses his contract according to the risk he faces
and to his exogenous characteristics. If the exogenous variables, observed by the insurer, contain all
the relevant information concerning risk, and thus,
there is no informational asymmetry, Y becomes
useless.
The latter form corresponds to the independence
of Z and Y inside any risk class. Thus, the test of the
presence of adverse selection in a given insurance
market is an independence test of one of the three
forms above.
Tests for adverse selection have to be conducted
with caution as mentioned by Gouriéroux [21].
Indeed, several elements have to be taken into
account in the interpretation of the results,
namely,
•
•

the existence of residual adverse selection is conditional on the risk classes formed by the insurer.
it is difficult to separate the existence of adverse
selection from the omission of cross effects.

Applications
One of the first attempts to test for adverse selection on insurance markets on individual data is due
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to Puelz and Snow [37]. Using data from an insurer
domiciled in Georgia, the authors estimate a system of hedonic premium and demand functions.
In the general presentation of the tests, this one
is l(Z/X, Y ) = l(Z/X). However, several biases,
related to linear functional form, omitted variables,
and so on, listed in [5], make their conclusions
doubtful.
Chiappori and Salanié [6] propose an alternative,
simple, and general test of the presence of asymmetric information in any contractual relationships
within a competitive context. They test the conditional independence of the choice of better coverage and the occurrence of an accident, that is
l(Z, Y/X) = l(Z/X)l(Y/X) on the French automobile insurance market for young drivers.
Independence is tested using two parametric and
three nonparametric methods.
Parametric methods consist more precisely in the
estimation of a pair of probit models (one for the
choice of coverage and one for the occurrence of an
accident) or of a bivariate probit. Conditional independence of the residuals is tested using a standard
χ 2 test.
Although the two-parametric procedures rely on
a very large set of variables (55), the model form is
relatively restrictive. As an alternative, Chiappori and
Salanié [7] propose a fully nonparametric procedure
based on standard χ 2 independence tests.
The results of all of these estimation procedures
are concordant and conclude to the impossibility to
reject conditional independence. Except the papers
of Puelz and Snow [37] (whose result may be due
to misspecification) and that of Dahlby [11] (who
uses only aggregate data), all empirical studies on
automobile insurance markets [15, 21, 38], do not
reject independence and thus conclude to the absence
of adverse selection on this market.
In a nonexclusivity context, studies are scarce and
essentially concern the market for annuities and life
insurance. Friedman and Warshawski [19] compare
yields of annuities with that of alternative form of
wealth holding, and find evidence of adverse selection
on the annuity market. This result is confirmed by
Finkelstein and Poterba [18] who find that, on the
voluntary individual annuity markets in the United
Kingdom, annuitants live longer than nonannuitants.
On the contrary, in the life insurance market, Cawley
and Philipson [4] find a negative relation between
price and quantity and between quantity and risk,
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conditionally on wealth, and thus conclude to the
absence of adverse selection.

[16]

[17]

References
[1]

[2]

[3]

[4]

[5]

[6]

[7]

[8]

[9]

[10]

[11]

[12]

[13]

[14]

[15]

Akerlof, G.A. (1970). The market for ‘lemons’: quality
uncertainty and the market mechanism, Quarterly Journal of Economics 84, 488–500.
Bond, E.W. & Crocker, K.J. (1991). Smoking, skydiving
and knitting: the endogenous categorization of risks in
insurance markets with asymmetric information, Journal
of Political Economy 99, 177–200.
Boyer, M. & Dionne, G. (1989). An empirical analysis of moral hazard and experience rating, Review of
Economics and Statistics 71, 128–134.
Cawley, J. & Philipson, T. (1999). An empirical examination of information barriers to trade in insurance,
American Economic Review 89(4), 827–848.
Chiappori, P.A. (2000). Econometric models of insurance under asymmetric information, in Handbook of
Insurance, G. Dionne, ed., Kluwer Academic Publishers,
Boston, MA.
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Alternative Risk Transfer
Introduction
The term alternative risk transfer (ART) was originally coined in the United States to describe a variety
of mechanisms that allow companies to finance their
own risks. In recent years the term has acquired
a broader meaning, and ART solutions are now
being developed and marketed in their own right
by many (re)insurance companies and financial
institutions.
To enable us to describe ART, let us first consider
standard risk transfer. In order to avoid tedious repetitions, when using the term insurance, it will also
include reinsurance in what follows.
A standard insurance contract promises compensation to the insured for losses incurred. The circumstances under which a loss will be compensated
and the amount of compensation are defined in the
contract. Specific contract terms vary a great deal,
but a common feature of all insurance is that in
order to be compensable, a loss must be random
in one sense or another. The insurer earns a living by insuring a number of more or less similar
risks and charging each insured a premium that, in
aggregate, should provide sufficient money to pay
for the cost of loss compensation and a profit margin to the insurer. Thus, the insurer acts as a conduit
between the individual risk and a larger pool of similar risks.
A standard financial derivative (see Derivative
Securities) stipulates a payout on the basis of the
value of some underlying asset or pool of assets.
Derivative instruments are customarily used to hedge
(‘insure’) (see Hedging and Risk Management)
against unfavorable changes in the value of the
underlying asset. The payout of a derivative is not
contingent on the circumstances of the buyer and,
in particular, does not depend on the buyer having
incurred a ‘real’ loss. The derivatives exchange acts
as a conduit between the individual investor and the
participants in the financial market.
In addition to insurable risks and hedgeable assets,
the typical company will have a multitude of other
risks that it can neither insure nor hedge against. In
terms of their potential impact on the company should
they materialize, these are often the largest risks. The
risk transfer offered by traditional insurance on the

one hand and financial derivatives on the other, is
piecemeal, often expensive, and generally inefficient.
The purpose of ART solutions is to provide more
efficient risk transfer.
Exactly what constitutes a more efficient risk
transfer depends on the risk involved and the objective one is pursuing. As a result, the many different
solutions that flaunt the label ART, have very little
in common, other than the property that they utilize known techniques from standard reinsurance and
financial instruments in new settings. Swiss Re [1]
makes the following classification of ART solutions:
Captives,
Finite risk reinsurance,
Integrated products,
Multitrigger products,
Contingent capital,
Insurance securitization,
Insurance derivatives;
To this list one might add from Munich Re [2]:
Insuratization, the transfer of noninsurance risk to
insurers.
The following section gives a brief outline of these
solutions.

Forms of ART
Captives
A captive is an insurance or reinsurance vehicle that
belongs to a company that is not active in the insurance industry itself. It mainly insures the risk of its
parent company. Captives are also available for rent.
For all statutory purposes, a captive is a normal
insurance or reinsurance company. Using a captive,
the parent company can increase its retention of highfrequency risk that is uneconomic to insure. Direct
access to the reinsurance market allows the captive
to tailor its retention to the parent company’s needs.
As a result, the parent company retains control of
funds that otherwise would have been used to pay
insurance premiums.
The tax advantage associated with a captive has
become less prominent in recent years, as many
jurisdictions have restricted tax deductibility for premiums paid to a captive.
Groups of companies can form captive structures
like risk-retention groups or purchasing groups in
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order to increase their collective risk retention and
bargaining power.

Finite Risk Reinsurance
The essence of finite risk reinsurance is that the
amount of risk transferred to the reinsurer is limited.
This does not simply mean that there is an aggregate
limit of coverage, as in traditional reinsurance. It
means that the risk is self-financed by the insured
over time.
Attached to a finite risk reinsurance contract will
be an experience account, comprising the accumulated balance since inception of the contract, of
reinsurance premiums,
less reinsurance recoveries,
less fees/expenses deducted by the reinsurer,
plus interest credited (debited) for positive (negative) experience account balances.
At the end of the contract at the latest, the experience account balance will be repaid to the cedant if
it is positive, repaid to the reinsurer if it is negative.
The repayment of the experience account balance can
take several forms.
The simplest form of repayment is through a high
profit commission that becomes payable at the end
of the contract. However, profit commission is not
always suitable, as profit commission is only payable
when the experience account balance is positive –
thus the reinsurer would be left with any negative
balance.
More sophisticated contracts link the contract
parameters for the forthcoming year (priorities, limits,
etc.) to the accumulated experience account balance
from the previous years. More cover is provided if
the experience account balance is positive, less cover
if it is negative. As claims occurring from year to
year are random, this mechanism does not guarantee
that the experience account balance will be returned
to zero, and additional safeguards may have to be
implemented.
Another important distinction in finite reinsurance
contracts is between prefinancing contracts and postfinancing contracts, which refers to the time when the
contract lends financial support to the cedant. A prefinancing contract resembles a loan that the cedant gets
from the reinsurer, to be repaid later. A postfinancing
contract resembles a deposit that the cedant makes
with the reinsurer, to be drawn on at some later time.

Within the general description given above,
finite reinsurance contracts can be proportional or
nonproportional contracts. The cover the contract
provides can be for future claims (prospective) or for
incurred claims (retrospective).
For the cedant, a finite risk reinsurance spreads
the cost of losses over time, in effect, emulating a
flexible, off-balance sheet fluctuation provision. The
finiteness of the risk transfer enables the reinsurer to
cover risks that would be considered to be uninsurable (see Insurability) by a traditional contract.
Most jurisdictions will only allow the cedant to
account for a finite contract as reinsurance if it
transfers a certain minimum level of risk to the
reinsurer; otherwise the cedant will be required to
account for the transaction as a loan (liability) or
deposit (asset), whichever is the case.
One should note in passing, that traditionally, reinsurance has always been based on the ideal of cedants
and reinsurers getting even over time. Reinsurers
would impose stricter terms when they had suffered
losses, or be prepared to offer more generous terms
if previous years had been profitable. Profit commission and sliding-scale commission (see Reinsurance
Pricing) are quite common. Finite risk reinsurance
formalizes this process and obliges both parties to
remain at the table until they are approximately even.

Integrated Products
Integrated multiline products bundle several lines
of insurance into one reinsurance contract. In this
respect, they are similar to, say, comprehensive
homeowners’ insurance that provides cover against
fire, burglary, water, and so on, all in one policy.
In addition, an integrated multiyear contract will
run for more than one year, with an overall limit
on the reinsurer’s liability. Integrated contracts often
have finite risk transfer to allow inclusion of other,
‘noninsurable’ risks.
An integrated multiline, multiyear contract allows
the cedant to hold an overall retention across all
lines, that is in accordance with its total risk capacity.
Smoothing between lines of insurance and calendar
years should also stabilize the results of the reinsurer
and enable him to charge a lower profit margin.
Thus, in theory, integrated multiline, multiyear
reinsurance should be an attractive alternative to the
often fragmentary reinsurance of separate lines with
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different reinsurers and the tedious process of annual
renewals.
In practice, integrated covers have not won much
ground. The compartmentalized organization structure of insurance companies is partly to blame for this
failure because it makes it hard to agree on a reinsurance contract that covers all lines. Another reason for
reluctance is the difficulty in getting more than one
reinsurer to agree to any specifically tailored package;
in order to go down the route of multiline, multiyear
cover, a cedant would normally have to put all its
eggs into one basket (reinsurer), with the credit risk
that entails.

Multitrigger Products
For the shareholders in an insurance company, it does
not matter if the company’s profit is reduced by an
insurance loss or a realized asset loss. Insurers are
known to tolerate much higher loss ratios in times
when investment returns are high, than they could
afford to do in times when investment returns dry
up. This is the fundamental premise of multitrigger
products.
A multitrigger reinsurance contract stipulates that
(at least) two events that must occur in the same year,
if the reinsurer’s liability is to be triggered. The first
event would typically be an insurance loss of some
description, say the loss ratio exceeding an agreed
priority. The second event could be an investment
loss, say a rise in bond yield by a predetermined
number of percentage points. The cedant would be
entitled to claim compensation from the reinsurer
only if both technical results and investment results
are poor. There is, of course, no theoretical limit
to the number and nature of events that could be
combined in this way.
The main benefit of multitrigger reinsurance is
that cover is provided only when the cedant really
needs it. Assuming that every constituent trigger
event has low probability and the events are mutually
independent, the probability of a reinsurance event
becomes very low. This allows cover to be offered at
a lower rate.
Despite their apparent advantages, multitrigger
products have not won a lot of ground yet.

Contingent Capital
Contingent capital is an option, for the insurance
company, to raise debt or equity capital in the event
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of a severe insurance loss. The main purpose is to
enable the insurance company to continue trading
after a catastrophic event. The defining event could
of course involve a combination of trigger events,
insurance-related as well as investment-related.
Contingent debt is similar to a loan facility with
a bank, with the important distinction that the loan
is available when the company’s fortunes are low
(bank managers tend to get that glazed look when
approached by a borrower in distress).
Contingent equity is essentially a put option of the
insurance company’s own shares at a defined price
that is activated by the catastrophic event.
In both cases, the full insurance loss, after due
recoveries from other reinsurance contracts, remains
with the insurance company. The raising of contingent capital is a purely financial transaction that does
not improve the profit and loss account. Similarly, for
the provider of the contingent capital, the transaction
is a loan or a share purchase without any insurance
loss attached. Thus, the provision of contingent capital is not a transfer of insurance risk. However, the
provider of the capital assumes the credit risk of the
insurance company defaulting later.

Insurance Securitization
Insurance securitization is the direct placement of
insurance risks on the capital market.
Catastrophe bonds are dressed up as debt issued
by an insurance company. However, the coupon payments on the bonds, and sometimes part of the principal repayment, are made contingent to the occurrence
(or rather, nonoccurrence) of a defined, catastrophic
event.
For statutory purposes, and to increase transparency, the issuer of the bond is normally a special
purpose vehicle (SPV) owned by the insurance company. In relation to the capital market, the SPV acts
like any other corporate raiser of debt capital. In
relation to the sponsoring insurance company, the
SPV acts like a reinsurer, providing cover for an
annual reinsurance premium. The reinsurance premium must be sufficient to cover the annual coupon
payments to the bond holders and the cost of running
the SPV.
The definition of the catastrophic event and the
resulting reduction in the coupon and/or principal of
the bond may be linked directly to the loss incurred
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by the sponsoring insurer. However, that approach
presents a moral hazard to the insurance company
and it renders the workings of the bond intransparent
to the outside investors. As always, investors will
punish lack of transparency by demanding a higher
yield.
Therefore, the preferred approach is to link the
reduction in coupon and principal to an objective,
physical index – for example, the earthquake magnitude or the wind velocity. That still leaves the
insurance company holding the basis risk, that is, the
risk of its own experience deviating from that predicted by the index. Unless it is able to carry the basis
risk, it will need to arrange for some supplementary
reinsurance or ART solution.
For insureds and insurance companies alike, the
promise of insurance securitization lies in opening
up a pool of risk capital – the global capital market –
that dwarfs the equity of all reinsurance companies
combined. For proponents of convergence of financial
markets, their promise lies in opening up entirely new
methodologies for pricing catastrophe risks, a notoriously difficult problem for actuaries. For investors,
access to insurance securities augments the range of
investments with a new class that is only weakly correlated with the existing investments, hence promising diversification benefits.

As the index is based on an industry average
loss experience or on a physical measurement, the
insurance company will still have basis risk, that
is, the risk of its own experience deviating from
that predicted by the index. Unless it is able to
carry the basis risk, it will need to arrange for some
supplementary reinsurance or ART solution.
As with insurance bonds, the ultimate risk carrier
of insurance derivatives is the global financial market. Futures and options on loss indices have been
traded on the Chicago Board of Trade since 1992,
but trading is still modest [1].

Benefits of ART
As we have seen above, ART is not one method but
a range of methods that complement the traditional
risk transfer tools of insurance/reinsurance on the one
side, and financial derivatives on the other.
By tailoring a risk transfer to its individual risk
profile, risk capital, and other circumstances, an enterprise or an insurance company can aim to optimize
the use of its own risk capital
–
–

Insurance Derivatives

–

Standard derivatives – options and futures – are
financial instruments whose value is determined by
the performance of an underlying asset or pool of
assets. The value of insurance derivatives is determined by the performance of an insurance-specific
index.
The index can either be based on the total loss
amount for a defined event, or on certain physical
measurements (see Natural Hazards) like windstrength, barometric pressure, or earthquake strength.
The value of the derivative then is calculated as
the value of the index, times a predefined monetary
amount.
An insurance company can partially hedge its
own catastrophe risk by buying a futures or call
option on the corresponding catastrophe index. If
and when the catastrophic event occurs, the value
of the derivative increases, thereby compensating the
insurance company for its own losses.

–
–
–
–
–
–
–

by transferring risk that does not add value (e.g.
run-off of old liabilities);
by retaining risk that is uneconomic to insure
(e.g. high-frequency claims);
by retaining risk that is profitable in the long term
(e.g. equity exposure, long bonds);
by better utilization of its reinsurance capacity
(e.g. reduce overinsurance);
by filling gaps in its existing reinsurance program
(e.g. uninsurable risks);
by tapping into new sources of risk capital (e.g.
the capital market);
by protecting its viability after a major loss;
by stabilizing its profit and loss account;
by improving its solvency and ratings;
and so on.

Not every ART solution delivers all these benefits.
Table 1 reproduced from [1] compares some properties of different ART solutions.

Accounting for ART
All ART solutions are tailor-made, and each needs
to be assessed on its own merits. Therefore, it is
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the
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Derivatives

Yes, usual
case

Variable
Exists

Primarily the
policyholder
Time

Contingent
capital

Yes

Yes, usual
case

Variable
Exists

Portfolio

(Re)insurer

Multitrigger
products

Yes

Yes, usual
case

Multiyear
Exists

Portfolio/time

(Re)insurer

Multiline/
multiyear
products

Limited

Yes, usual
case

Multiyear
Slight

Primarily the
policyholder
Emphasis on
time

Finite
solutions

Source: Reproduced from Sigma 2/1999 with kind permission of Swiss Re.
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impracticable to give a general prescription on how
an ART solution ought to be analyzed or accounted
for. Just a few issues will be mentioned here.
A major issue in relation to a finite risk reinsurance
contract is the question whether there is sufficient
risk transfer to allow the cedant to account for the
contract as reinsurance. If the answer is yes, then reinsurance premiums and recoveries can be accounted
through the cedant’s technical account, and there is no
requirement to recognize the experience account balance as an asset or liability. If the answer is no, then
the insurer must recognize the experience account
balance as a deposit or loan, and the contract will not
improve or smooth the technical account. Under US
GAAP, the Financial Accounting Standard FAS113
(see Accounting) currently sets out the conditions
for recognition as reinsurance.
Another issue is the timing of profits, when undiscounted liabilities are transferred for a discounted
premium. For retrospective cover, that is, cover for
incurred claims, US GAAP requires that the resulting gain be deferred and recognized over the term
of the contract. There exists no comparable restriction for prospective cover, which really is an inconsistency. Such anomalies should, in principle, be
removed by the new international accounting standards (IAS).

When insurance securities and derivatives are
involved, the rules governing accounting of financial
instruments come into play.
Above all, one should remember the rule of putting
substance over form.
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Automobile Insurance,
Private
Because of the high cost of traffic accidents, auto
is the dominant line of insurance in most countries.
This article looks at its operation in the United States.
There, for the first half of the twentieth century,
auto insurance was priced by rating bureaus and sold
predominantly through independent agents; now most
auto insurance is independently priced and sold by
direct writers with captive agents. The large premium
volume, independent pricing, aggressive competition,
and the need for frequent rate changes make auto
insurance pricing the most common actuarial task.
Slightly more than half the US states use common
law systems of tort liability; drivers are liable for
negligently caused bodily injuries and property damages, though most policies also provide limited first
party medical coverage. Dissatisfaction with adversarial proceedings, court delays, high legal costs, and
the lack of compensation for many accident victims
have led to the adoption of no-fault compensation
systems in nearly half the states. A few states have
choice no-fault systems, in which drivers may choose
between tort liability and no-fault when purchasing
auto insurance. Choice no-fault requires an additional
mechanism for accidents involving drivers who have
chosen different compensation systems.
Strong opposition to no-fault by trial attorneys
have led to compromise no-fault systems with low
tort thresholds that permit suits for many injuries.
Inflation and liberal court interpretations of which
accidents permit a suit have led to weak laws unable
to contain rising loss costs.
Tort liability covers all damages for which the
insured is legally responsible, whether economic
damages (medical costs and lost wages) or general
damages (pain and suffering). No-fault compensation
systems cover economic damages only, not general
damages.
All states have either financial responsibility laws
or compulsory insurance laws. A postaccident, financial responsibility law requires a driver either to show
evidence of insurance coverage after an accident or to
post a bail bond; compulsory insurance laws require
drivers to obtain insurance before driving. A driver
unable to obtain insurance from a private carrier is
assigned by the state to an insurer; the rates for these

assigned risks are often determined by a national rating bureau (AIPSO, the automobile insurance plans
services office), not by the carriers themselves.
An alternative type of involuntary market (more
common in workers’ compensation and commercial
automobile, but also used by a few states for personal automobile) is a reinsurance facility or a joint
underwriting association. In these plans, the costs of
assigned risks are allocated to all auto insurers in
the state as a percentage of direct written premium.
Rate suppression in the voluntary market and restrictions on risk classification in a few some states (such
as New Jersey with a mandatory joint underwriting
mechanism, and Massachusetts with a reinsurance
facility) have so greatly increased the assigned risk
population and the costs of selling insurance that
many carriers have voluntarily left these markets.
Some drivers are uninsured, either because the
coverage is expensive or because the driver is not
legally in the country. These drivers are generally the
worst risks; the number of uninsured accidents is over
twice the number of uninsured drivers. Uninsured
motorists coverage provides injury compensation to
the policyholder if the tortfeasor in an auto accident is
not insured. Underinsured motorist provides similar
coverage if the tortfeasor’s policy limit is below a
certain amount.

Ratemaking
Calendar/accident year data are typically used for
the liability coverages (bodily injury, property damage, and personal injury protection); calendar year
data are generally used for vehicle damage coverages (collision and other damages). Premiums are
brought to current rate level using a ratio of adjusted
to unadjusted rate level. For example, with six-month
policies, a rate change of +6% effective on September 1 affects 2/3 × 2/3 × 1/2 = 22.2% of the calendar year’s earned premium, and the on-level factor
to bring the year’s premium to the current rate level
is (1.06)/(1 + 6% × 22%) = 1.046. Alternatively, the
policies in the experience period may be rerated using
the current rates (extending exposures), though the
additional complexity often outweighs the benefits of
increased accuracy.
The exposure base of car-years is not inflation sensitive; no exposure trend is needed but rate changes
are frequent. Mileage has been suggested as an alternative (usage sensitive) exposure base, but the potential manipulation of speedometers by insureds makes
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this impractical. During the high inflation years of the
late 1970s and early 1980s, many insurers switched
from twelve-month to six-month policies so that rates
could be updated more frequently.
Accident year losses are usually developed to
ultimate by chain ladder techniques using either
reported losses or paid losses. Development is significant only for the liability sublines; for vehicle
damage, calendar year data is generally used with
no adjustment for development.
Allocated loss adjustment expenses (see ALAE),
or defense counsel fees and other claim specific
costs, are combined with losses for ratemaking and
sometimes for reserving in the liability lines of business (see Liability Insurance), including auto insurance. Unallocated loss adjustment expenses, or claims
department overhead, are added as a loading onto
losses.
Losses are brought to the cost level of the future
policy period; in no-fault states, losses are also
brought to the current benefit levels. Trend factors
are often based on countrywide industry paid claim
data, sometimes weighted with state specific data.
Econometric modeling of inflation rates has had with
limited success, and actuaries tend to rely on exponential fits to historical loss cost data.
The trend period runs from the average accident
date in the experience period to the average accident
date under the new rates; the latter is the effective date
of the rate filing plus one half the lag until the next
rate filing plus one half the policy term. If the policy
term is six months, rate filings are made annually,
and the anticipated effective date of the filing is
January 1, 20XX, the average date of loss under
the new rates is January 1 + 6 months + 3 months =
October 1, 20XX.
Large direct writers can base rate indications for
major states on their own data. Smaller insurers and
even large insurers in small states may weight their
experience indications with the expected loss ratio,
adjusted by the same trend factors as the experience
loss ratio. The credibility (see Credibility Theory)
for a state’s experience has traditionally been based
on a full credibility standard of 1084 claims with
partial credibility based on a square root rule of
Z = N/1084. The developed, trended, and credibility
weighted experience period losses are divided by
premiums at current rate levels to give the experience
loss ratio.

Some actuaries load all expenses as a percentage
of premium; others treat the expenses that vary
directly with premium as a percentage loading and
the remaining expenses as fixed costs. For the latter method, the per-policy expenses are brought to
the cost level of the future policy period and divided
by the corresponding written premium. The indicated
rate change is the experience period loss ratio plus the
fixed expense ratio divided by the complement of the
variable expense ratio: rate change = (loss ratio +
fixed expense ratio)/(1 − variable expense ratio).
Expense flattening procedures that reduced the
fixed expense loading for high premium policies were
introduced in the 1980s and are now required in some
states. Underwriting, policy issuance, and advertising expenses are loaded as a flat rate, reducing the
premium for high-risk insureds and increasing the
premium for low-risk insureds. The lower persistency
of high rated classes along with their higher underwriting costs and not taken rates, lower limits on
liability coverages, and their frequent lack of physical damage coverages offsets the rationale for lower
expense loadings. Insurers vary in their ratemaking
methods.
The underwriting profit margin, which was set
at 5% of premium by a 1920s regulatory mandate,
is now calculated to provide an adequate return on
invested capital; actuaries use discounted cash flow,
net present value, or internal rate-of-return pricing
models. The short tail of personal auto insurance
makes sophisticated modeling less necessary than
for the longer-tailed commercial liability lines of
business. Some insurers select a target operating ratio
but do not run financial pricing models for each state
review.
The basic limits data used for auto insurance
ratemaking become a smaller portion of total premiums and losses as inflation reduces the value of the
limit and as higher court awards leads drivers to purchase higher limits of coverage. The price for higher
layers of coverage is based on increased limit factors,
which are the ratio of losses up to a given limit to
basic limit losses. Increased limit factors were once
computed directly from empirical data; they are now
derived from size-of-loss distributions fitted to mathematical curves.
Trend is lower for basic limits losses than for
total limits losses, and a basic limits rate review
understates the needed change in total premium
unless accompanied by a change in the increased
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limit factors. During years of high inflation, insurers
updated increased limit factors routinely, either by
reexamining empirical data or by calculating the
implied change in the size-of-loss distributions.
Illustration. A January 1, 20X7, rate filing for six
month policies is based on calendar/accident year
20X5 data developed to 15 months since inception
of the year (March 31, 20X6). The 20X5 basic
limits earned premium is $10 million, the basic limits
reported losses are $5 million, the variable expense
ratio is 20%, and the fixed expense ratio to written
premium is 15% in 20X5. Rate changes of +4%
and +5% were effective on January 1, 20X5 and
20X6. The accident year loss development factor
from 15 months to ultimate is 1.2; loss adjustment
expenses are 10% of losses; the loss trend rate is
6% per annum and the fixed expense trend is 3%
per annum. A target underwriting profit margin of
2% is based on a financial pricing model, though the
insurer would write business even at a −1% margin.
We determine the indicated rate change.
Using the pre-January 1, 20X5, rates as the
base, the average rate level in 20X5 is 3/4 × (1 +
1.04) = 1.03, since the 4% rate change on January
1, 20X5, affects half of the first half of calendar year
20X5 earned premium and all the second half. The
current rate level is 1.04 × 1.05, and the premium
on-level factor is (1.05 × 1.04)/1.03 = 1.060. Losses
and loss adjustment expenses developed to ultimate
are $5 million × 1.2 × 1.1 = $6.6 million. The trend
period runs from July 1, 20X5 to October 1, 20X7,
or 2.25 years; the trended losses are $6.6 million ×
1.062.25 = $7.52 million; and the experience loss ratio
is $7.52 million/$10.60 million = 70.97%. The fixed
expense ratio trend period runs from July 1, 20X5,
to April 1, 20X7; the ratio at future cost levels
is 15% × 1.031.75 = 15.80%. The target rate change
indication is (70.97% + 15.80%)/(1 − 20% − 2%) =
1.112, or +11.2%; the minimum is (70.97% +
15.80%)/(1 − 20% + 1%) = 1.071, or +7.1%. The
filed rate request would lie between these bounds,
depending on the intensity of competition.
Classification ratemaking stems largely from auto
insurance. Other lines of business may also have a
large number of classes, but, auto insurance is unique
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in the complexity of its class structure and in the
relation of its classes to the loss hazards. Life insurance classification uses age, property insurance (see
Property Insurance – Personal) uses construction
and protection classes, and workers’ compensation
uses industry, which are intuitively correlated with
the benefits or losses; auto uses sex, marital status, garaging territory, and credit rating, all of which
have been alleged to be discriminatory or socially
improper. Some states prohibit certain classification
dimensions and curtail the use of others, though the
empirical support for the risk classes leads most actuaries to support their use.
Merit rating (see Bonus–Malus Systems) for auto
insurance uses past accidents and (moving) traffic
violations. Because the class system is so refined
and claims are infrequent, the credibility of merit
rating for a single car is low (about 5 to 10%).
Some states mandate a uniform merit-rating plan with
higher credibility to provide financial incentive to
obey traffic laws.
Many insurers incorporate the merit-rating discount or surcharge as an additional class dimension
in a multiplicative model; a surcharge for two traffic
violations might be +4% of the premium. States that
mandate uniform merit-rating systems generally often
prefer dollar discounts and surcharges; a surcharge for
two traffic violations might be $75.
Ratemaking for collision coverage is based on
the value and damageability of the vehicle, often
represented by its model and age.
Underwriting cycles in auto insurance cause discernible, though irregular, patterns of high and low
profitability. The causes of the cycles are disputed,
ranging from the cobweb theory of agricultural cycles
(see Underwriting Cycle) to game theory (see Cooperative Game Theory; Noncooperative Game Theory) explanations of oligopolistic pricing. The phase
of the underwriting cycle often has as much influence on an insurer’s pricing decisions as actuarial
cost indications have.

(See also Automobile Insurance, Commercial)
SHOLOM FELDBLUM

Bailey–Simon Method
Introduction
The Bailey–Simon method is used to parameterize classification rating plans. Classification plans
set rates for a large number of different classes by
arithmetically combining a much smaller number of
base rates and rating factors (see Ratemaking). They
allow rates to be set for classes with little experience using the experience of more credible classes.
If the underlying structure of the data does not exactly
follow the arithmetic rule used in the plan, the fitted
rate for certain cells may not equal the expected rate
and hence the fitted rate is biased. Bias is a feature of
the structure of the classification plan and not a result
of a small overall sample size; bias could still exist
even if there were sufficient data for all the cells to
be individually credible.
How should the actuary determine the rating variables and parameterize the model so that any bias is
acceptably small? Bailey and Simon [2] proposed a
list of four criteria for an acceptable set of relativities:
BaS1. It should reproduce experience for each class
and overall (balanced for each class and overall).

is necessary to have a method for comparing them.
The average bias has already been set to zero, by
criterion BaS1, and so it cannot be used. We need
some measure of model fit to quantify condition
BaS3. We will show how there is a natural measure of
model fit, called deviance, which can be associated to
many measures of bias. Whereas bias can be positive
or negative – and hence average to zero – deviance
behaves like a distance. It is nonnegative and zero
only for a perfect fit.
In order to speak quantitatively about conditions
BaS2 and BaS4, it is useful to add some explicit
distributional assumptions to the model. We will
discuss these at the end of this article.
The Bailey–Simon method was introduced and
developed in [1, 2]. A more statistical approach to
minimum bias was explored in [3] and other generalizations were considered in [12]. The connection
between minimum bias models and generalized linear models was developed in [9]. In the United
States, minimum bias models are used by Insurance
Services Office to determine rates for personal and
commercial lines (see [5, 10]). In Europe, the focus
has been more on using generalized linear models
explicitly (see [6, 7, 11]).

BaS2. It should reflect the relative credibility of the
various groups.

The Method of Marginal Totals and
General Linear Models

BaS3. It should provide the minimum amount of
departure from the raw data for the maximum number
of people.

We discuss the Bailey–Simon method in the context of a simple example. This greatly simplifies
the notation and makes the underlying concepts far
more transparent. Once the simple example has been
grasped, generalizations will be clear. The missing
details are spelt out in [9].
Suppose that widgets come in three qualities –
low, medium, and high – and four colors – red, green,
blue, and pink. Both variables are known to impact
loss costs for widgets. We will consider a simple
additive rating plan with one factor for quality and
one for color. Assume there are wqc widgets in the
class with quality q = l, m, h and color c = r, g, b, p.
The observed average loss is rqc . The class plan will
have three quality rates xq and four color rates yc .
The fitted rate for class qc will be xq + yc , which is
the simplest linear, additive, Bailey–Simon model.
In our example, there are seven balance requirements
corresponding to sums of rows and columns of the
three-by-four grid classifying widgets. In symbols,

BaS4. It should produce a rate for each subgroup of
risks which is close enough to the experience so that
the differences could reasonably be caused by chance.
Condition BaS1 says that the classification rate
for each class should be balanced or should have
zero bias, which means that the weighted average rate
for each variable, summed over the other variables,
equals the weighted average experience. Obviously,
zero bias by class implies zero bias overall. In a two
dimensional example, in which the experience can be
laid out in a grid, this means that the row and column
averages for the rating plan should equal those of
the experience. BaS1 is often called the method of
marginal totals.
Bailey and Simon point out that since more than
one set of rates can be unbiased in the aggregate, it
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BaS1 says that, for all c,


wqc rqc =

q



wqc (xq + yc ),

(1)

q

and similarly for all q, so that the rating plan reproduces actual experience or ‘is balanced’ over subtotals by each class. Summing over c shows that the
model also has zero overall bias, and hence the rates
can be regarded as having minimum bias.
In order to further understand (1), we need to write
it in matrix form. Initially, assume that all weights
wqc = 1. Let
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We can now use the Jacobi iteration [4] to solve
Xt Xβ = Xt r for β. Let M be the matrix of diagonal
elements of Xt X and N = Xt X − M. Then the Jacobi
iteration is
Mβ (k+1) = Xt r − Nβ (k) .

(3)

Because of the simple form of Xt X, this reduces to
what is known as the Bailey–Simon iterative method

(rqc − yc(k) )
c

xq(k+1) =



.

(4)

1

c

be the design matrix corresponding to the simple
additive model with parameters β: = (xl , xm , xh , yr ,
yg , yb , yp )t . Let r = (rlr , rlg , . . . , rhp )t so, by definition, Xβ is the 12 × 1 vector of fitted rates (xl +
yr , xm + yr , . . . , xh + yp )t . Xt Xβ is the 7 × 1 vector
of row and column sums of rates by quality and by
color. Similarly, Xt r is the 7 × 1 vector of sums of
the experience rqc by quality and color. Therefore,
the single vector equation
Xt Xβ = Xt r

It is easy to see that

4 0
0 4

0 0

t
X X = 1 1

1 1
1 1
1 1

(2)

expresses all seven of the BaS1 identities in (1),
for different q and c. The reader will recognize (2)
as the normal equation for a linear regression
(see Regression Models for Data Analysis)! Thus,
beneath the notation we see that the linear additive
Bailey–Simon model is a simple linear regression
model. A similar result also holds more generally.

Similar equations hold for yc(k+1) in terms of xq(k) .
The final result of the iterative procedure is given by
xq = limk→∞ xq(k) , and similarly for y.
If the weights are not all 1, then straight sums
and averages must be replaced with weighted sums
and averages.
 The weighted row sum for quality q
becomes c wqc rqc and so the vector of all row and
column sums becomes Xt Wr where W is the diagonal matrix with entries (wlr , wlg , . . . , whp ). Similarly,
the vector of weighted sum fitted rates becomes
Xt WXβ and balanced by class, BaS1, becomes the
single vector identity
Xt WXβ = Xt Wr.

(5)

This is the normal equation for a weighted linear
regression with design matrix X and weights W. In
the iterative method, M is now the diagonal elements
of Xt WX and N = Xt WX − M. The Jacobi iteration
becomes the well-known Bailey–Simon iteration

wqc (rqc − yc(k) )
xq(k+1) =

c



.

(6)

wqc

c

An iterative scheme, which replaces each x (k) with
x (k+1) as soon as it is known, rather than once each
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variable has been updated, is called the Gauss–Seidel
iterative method. It could also be used to solve
Bailey–Simon problems.
Equation (5) identifies the linear additive Bailey–Simon model with a statistical linear model,
which is significant for several reasons. Firstly, it
shows that the minimum bias parameters are the same
as the maximum likelihood parameters assuming
independent, identically distributed normal errors (see
Continuous Parametric Distributions), which the
user may or may not regard as a reasonable assumption for his or her application. Secondly, it is much
more efficient to solve the normal equations than to
perform the minimum bias iteration, which can converge very slowly. Thirdly, knowing that the resulting
parameters are the same as those produced by a linear model allows the statistics developed to analyze
linear models to be applied. For example, information about residuals and influence of outliers can be
used to assess model fit and provide more information about whether BaS2 and BaS4 are satisfied. [9]
shows that there is a correspondence between linear
Bailey–Simon models and generalized linear models,
which extends the simple example given here. There
are nonlinear examples of Bailey–Simon models that
do not correspond to generalized linear models.

Bias, Deviance, and Generalized Balance
We now turn to extended notions of bias and associated measures of model fit called deviances. These are
important in allowing us to select between different
models with zero bias. Like bias, deviance is defined
for each observation and aggregated over all observations to create a measure of model fit. Since each
deviance is nonnegative, the model deviance is also
nonnegative, and a zero value corresponds to a perfect
fit. Unlike bias, which is symmetric, deviance need
not be symmetric; we may be more concerned about
negatively biased estimates than positively biased
ones or vice versa.
Ordinary bias is the difference r − µ between an
observation r and a fitted value, or rate, which we
will denote by µ. When adding the biases of many
observations and fitted values, there are two reasons
why it may be desirable to give more or less weight
to different observations. Both are related to the condition BaS2, that rates should reflect the credibility of
various classes. Firstly, if the observations come from
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cells with different numbers of exposures, then their
variances and credibility may differ. This possibility
is handled using prior weights for each observation.
Secondly, if the variance of the underlying distribution from which r is sampled is a function of its
mean (the fitted value µ), then the relative credibility
of each observation is different and this should also
be considered when aggregating. Large biases from
a cell with a large expected variance are more likely,
and should be weighted less than those from a cell
with a small expected variance. We will use a variance function to give appropriate weights to each cell
when adding biases.
A variance function V is any strictly positive
function of a single variable. Three examples of
variance functions are V (µ) ≡ 1 for µ ∈ (−∞, ∞),
V (µ) = µ for µ ∈ (0, ∞), and V (µ) = µ2 also for
µ ∈ (0, ∞).
Given a variance function V and a prior weight
w, we define a linear bias function as
b(r; µ) =

w(r − µ)
.
V (µ)

(7)

The weight may vary between observations but it is
not a function of the observation or of the fitted value.
At this point, we need to shift notation to one
that is more commonly used in the theory of linear
models. Instead of indexing observations rqc by classification variable values (quality and color), we will
simply number the observations r1 , r2 , . . . , r12 . We
will call a typical observation ri . Each ri has a fitted
rate µi and a weight wi .
For a given model structure, the total bias is

i

b(ri ; µi ) =

 wi (ri − µi )
.
V (µi )
i

(8)

The functions r − µ, (r − µ)/µ, and (r − µ)/µ2 are
three examples of linear bias functions, each with
w = 1, corresponding to the three variance functions
given above.
A deviance function is some measure of the distance between an observation r and a fitted value µ.
The deviance d(r; µ) should satisfy the two conditions: (d1) d(r; r) = 0 for all r, and (d2) d(r; µ) >
0 for all r  = µ. The weighted squared difference
d(r; µ) = w(r − µ)2 , w > 0, is an example of a
deviance function. Deviance is a value judgment:
‘How concerned am I that an observation r is this
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far from its fitted value µ?’ Deviance functions need
not be symmetric in r about r = µ.
Motivated by the theory of generalized linear
models [8], we can associate a deviance function to
a linear bias function by defining
d(r; µ): = 2w

r
µ

(r − t)
dt.
V (t)

(9)

Clearly, this definition satisfies (d1) and (d2). By the
Fundamental Theorem of Calculus,
∂d
(r − µ)
= −2w
∂µ
V (µ)

(10)

which will be useful when we compute minimum
deviance models.
If b(r; µ) = r − µ is ordinary bias, then the associated deviance is
r

d(r; µ) = 2w

(r − t) dt = w(r − µ)2 (11)

µ

is the squared distance deviance. If b(r; µ) = (r −
µ)/µ2 corresponds to V (µ) = µ2 for µ ∈ (0, ∞),
then the associated deviance is
d(r; µ) = 2w

r
µ

= 2w

(r − t)
dt
t2

r
r −µ
− log
µ
µ

.

(12)

In this case, the deviance is not symmetric about
r = µ. The deviance d(r; µ) = w|r − µ|, w > 0, is
an example that does not come from a linear bias
function.
For a classification plan, the total deviance is
defined as the sum over each cell
D=


i

di =



d(ri ; µi ).

(13)

i

Equation (10) implies that a minimum deviance
model will be a minimum bias model, and this is the
reason for the construction and definition of deviance.
Generalizing slightly, suppose the class plan determines the rate for class i as µi = h(xi β), where β
is a vector of fundamental rating quantities, xi =
(xi1 , . . . , xip ) is a vector of characteristics of the risk

being rated, and h is some further transformation. For
instance, in the widget example, we have p = 7 and
the vector xi = (0, 1, 0, 0, 0, 1, 0) would correspond
to a medium quality, blue risk. The function h is the
inverse of the link function used in generalized linear
models. We want to solve for the parameters β that
minimize the deviance.
To minimize D over the parameter vector β,
differentiate with respect to each βj and set equal to
zero. Using the chain rule, (10), and assuming that the
deviance function is related to a linear bias function
as in (9), we get a system of p equations
 ∂di
 ∂di ∂µi
∂D
=
=
∂βj
∂βj
∂µi ∂βj
i
i
= −2

 wi (ri − µi )
h (xi β)xij = 0. (14)
V
(µ
)
i
i

Let X be the design matrix with rows xi , W
be the diagonal matrix of weights with i, ith element wi h (xi β)/V (µi ), and let µ equal (h(x1 β), . . . ,
h(xn β))t , a transformation of Xβ. Then (14) gives
Xt W(r − µ) = 0

(15)

which is simply a generalized zero bias equation
BaS1 – compare with (5). Thus, in the general framework, Bailey and Simon’s balance criteria, BaS1, is
equivalent to a minimum deviance criteria when bias
is measured using a linear bias function and weights
are adjusted for the link function and form of the
model using h (xi β).
From here, it is quite easy to see that (15) is the
maximum likelihood equation for a generalized linear model with link function g = h−1 and exponential
family distribution with variance function V . The correspondence works because of the construction of the
exponential family distribution: minimum deviance
corresponds to maximum likelihood. See [8] for
details of generalized linear models and [9] for a
detailed derivation of the correspondence.

Examples
We end with two examples of minimum bias models and the corresponding generalized linear model

Bailey–Simon Method
assumptions. The first example illustrates a multiplicative minimum bias model. Multiplicative models
are more common in applications because classification plans typically consist of a set of base rates and
multiplicative relativities. Multiplicative factors are
easily achieved within our framework using h(x) =
ex . Let V (µ) = µ. The minimum deviance condition (14), which sets the bias for the i th level of the
first classification variable to zero, is
 wij (rij − exi +yj )
exi +yj
xi +yj
e
j =1
=



wij (rij − exi +yj ) = 0,

(16)

j =1

including the link-related adjustment. The iterative
method is Bailey–Simon’s multiplicative model
given by


wij rij

j

ex i = 

(17)

wij eyj

j

and similarly for j . A variance function V (µ) = µ
corresponds to a Poisson distribution (see Discrete
Parametric Distributions) for the data. Using
V (µ) = 1 gives a multiplicative model with normal
errors. This is not the same as applying a linear
model to log-transformed data, which would give
log-normal errors (see Continuous Parametric
Distributions).
For the second example, consider the variance
functions V (µ) = µk , k = 0, 1, 2, 3, and let h(x) =
x. These variance functions correspond to exponential family distributions as follows: the normal for
k = 0, Poisson for k = 1, gamma (see Continuous
Parametric Distributions) for k = 2, and the inverse
Gaussian distribution (see Continuous Parametric
Distributions) for k = 3. Rearranging (14) gives the
iterative method

xi =

j

wij (rij − yj )/µkij

j

wij /µkij

When k = 0 (18) is the same as (6). The form of
the iterations shows that less weight is being given
to extreme observations as k increases, so intuitively
it is clear that the minimum bias model is assuming
a thicker-tailed error distribution. Knowing the correspondence to a particular generalized linear model
confirms this intuition and gives a specific distribution for the data in each case – putting the modeler
in a more powerful position.
We have focused on the connection between linear
minimum bias models and statistical generalized
linear models. While minimum bias models are
intuitively appealing and easy to understand and
compute, the theory of generalized linear models
will ultimately provide a more powerful technique
for the modeler: the error distribution assumptions
are explicit, the computational techniques are more
efficient, and the output diagnostics are more
informative. For these reasons, the reader should
prefer generalized linear model techniques to linear
minimum bias model techniques. However, not
all minimum bias models occur as generalized
linear models, and the reader should consult [12]
for nonlinear examples. Other measures of model
fit, such as χ 2 , are also considered in the
references.
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Bayesian Statistics
Modeling Philosophy
Bayesian statistics refers to a particular approach
to statistical modeling and inference that uses three
major principles:
•

•

•

All unknown quantities in a model, whether they
are unobservable variables, parameters, or other
factors, are considered to be random variables that
have known or estimable probability distributions.
All statistical inference such as estimation or prediction, must strictly follow the laws of probability, with no introduction of extraneous principles.
Where necessary, approximations to exact probabilistic computations can be used.
Statistical sampling experiments are viewed as
operations that transform known distributions of
random quantities into new distributions that
reflect the change in the uncertainty due to the
experimental results.

The first principle saves us from convoluted
philosophical discussions about differences between
‘subjective’ probability and ‘true’ probability; to a
Bayesian, they are the same. The second principle
cautions a Bayesian against using ‘creative’ ideas
or methods of analysis from other fields, such as
physics, information theory, fuzzy sets, and the
like. The Bayesian recipe is clear; only when the
computations are difficult does one use approximation
methods, labeled as such. In this way, researchers
with better approximation methods will be able to
make better inferences. The last principle essentially
says that the goal of experimentation is not to propose
creative estimates of unknown quantities, but rather
to show how their probability distributions reflect the
information added by the experiment.

Bayes’ Law
The theory needed for Bayesian modeling is straightforward. Suppose x̃ and ỹ are two random variables,
defined over some specified range, with a known
joint probability density, p(x, y). Assuming these are
continuous random variables (which assumption can
easily be modified), we calculate the
 marginal densities in the usual way as p(x) = p(x, y) dy and


p(y) = p(x, y) dx. Note that we use the common
simplifications that, (1) known ranges of variables
are not written explicitly, and (2) most densities are
written p(·), letting the dummy variable indicate the
particular density under discussion. We also use the
expression ‘(almost) always’ or ‘similar’ to mean that
the indicated behavior occurs in practical models, but
that it may be possible to devise theoretical examples
that give contrary results.
From the definition of conditional probability,
the joint density can be expanded into two different
forms
p(x, y) = p(y|x)p(x) = p(x|y)p(y).

(1)

Rearranging, we have
p(y|x) =

p(x|y)
p(y).
p(x)

(2)

This is the original form of Bayes’ law or Bayes’ rule,
due to the Reverend Thomas Bayes (1701–1761),
as published posthumously by his colleague Richard
Price in the Royal Society Transactions in 1763. This
result lay ignored until after Laplace rediscovered it
in 1774. It is sometimes called the law of inverse
probability.

Bayesian Estimation and Prediction
To see the value of Bayes’ law in statistical inference,
consider an experiment in which some parameter, θ,
is an unknown quantity, and hence considered to be
a random variable, θ̃ , with a given prior parameter
density, p(θ). The result of the experiment will be
data, D, that are unknown before the experiment and
hence a priori, are considered to be another random
variable, D̃. The experimental model density that
specifies the probability density of the data, if the
parameter is known, is expressed as p(D|θ). (If the
role of θ is emphasized, this conditional density is
also called the data likelihood). It is important to
note that p(D|θ) alone does not make a probabilistic
statement about θ!
From Bayes’ law, we find
p(θ|D) =

p(D|θ)
p(θ),
p(D)

(3)

which shows us how to move from a probabilistic statement, p(θ), about the parameter a priori
(before the experiment), to a new probabilistic statement about the parameter a posteriori (after the
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experiment), as expressed by the posterior parameter
density, p(θ|D). Simply put, the Bayesian viewpoint
is that one cannot get ‘something for nothing’, that
is, (most) experiments cannot determine the parameter uniquely, but can only modify a previously given
distribution that expresses our uncertainty about the
parameter. We address this point again below.
Note that the denominator p(D) is simply a normalizing factor for the posterior parameter density
equal to p(D|θ)p(θ) dθ, and can be omitted by
using the ‘proportional to’ symbol
p(θ|D) ∝ p(D|θ)p(θ).

(4)

In this form, we can visualize how the ‘shapes’ of
the two functions multiply together to form the shape
of the posterior parameter density in θ-space. Thus,
if both functions are even slightly unimodal, the
result will (almost) always be a unimodal posterior
density that is ‘more peaked’ (lower variance) than
the prior density. In short, the experimental data
reduces our uncertainty about the parameter. If we
assume that there is an underlying ‘true’ and fixed
value of the parameter, θT , then we would hope that
p(θ|D) would converge to the degenerate density at
θ = θT as the amount of data increased without limit;
this is (almost) always true. Stronger mathematical
statements can be made.
In the simplest sampling experiment, we postulate
a model density, p(x|θ), from which n ‘independent
trials’ give us observed data D = {x1 , x2 , . . . , xn },
whose values are (to be precise) independent given
the parameter; thisproduces the familiar data likelihood, p(D|θ) = p(xj |θ). Note that the data by
itself is not independent before the
 experiment because p(D) = p(x1 , x2 , . . . , xn ) = p(D|θ)p(θ) dθ,
once we marginalize out the overall values of θ.
This type of joint dependence is said to be that of
exchangeable random variables by which we mean
that the value of the joint density function will be the
same, no matter in what order the variables are placed
in the function; it follows that all marginal densities
will be identical. This is why Bayesians emphasize that simple sampling experiments are independent trials only if the parameter is known; however,
when the parameter is unknown, the experiments
give exchangeable outcomes. Thus, once we sample
x̃1 = x1 , we are able to ‘learn’ something new about
the distribution of {x̃2 , . . . , x̃n }, and so on. Of course,
more complex experimental protocols will lead to
more complicated data likelihoods.

In statistical prediction, we are also given a conditional future observation density, p(w|θ), that models
the uncertainty of some future outcome, w̃; this may
be simply the unknown value of the next observation, w̃ = x̃n+1 , or may be some completely different
future outcome. Marginalizing out θ, we get the predictive observation densities

p(w|θ)p(θ) dθ;
p(w) =
a priori

p(w|D) =


p(w|θ)p(θ|D) dθ.

(5)

a posteriori

The density of the predictand is modified by the
experimental data, but the transformation is difficult
to characterize in general terms. Admitting again a
‘true’ value of the parameter, θT , it is (almost) always
the case that large amounts of data will cause the
predictive density to converge to p(w|θT ). Stronger
mathematical statements are possible. In actuarial
models, the usual dimension of x̃ and w̃ is the severity
(magnitude in $) of a claim, also called the loss
to distinguish it from administrative expense that is
borne by the insurer. Other possible variables might
be the frequency (number of claims occurring in a
given exposure interval), or the duration of some
dynamic process, such as the evolution over time of
a complex claim until the case is closed.
Ultimately, the results of statistical inference are
used to make decisions, and here, we again see the
value of the Bayesian approach. To make decisions,
we first use economic or other outside principles to
specify a loss function, g(d, θ), that is to be minimized by choosing the value of a decision variable,
d, in the face of an unknown parameter, θ̃. Substituting a point estimate of the parameter, say θ1 , and
minimizing g(d, θ1 ) with respect to d does not seem
to be a desirable procedure. However, a Bayesian has
the complete distribution of the parameter to work
with, and
 so can use the Bayesian risk function,
g(d) = g(d, θ)p(θ|D) dθ, as the objective function. There are strong economic arguments like those
used in decision theory that justify this approach, but
lack of space prohibits further discussion [3, 11, 20].

History and Conceptual Resistance
After Laplace’s rediscovery, the law of inverse probability was accepted as just another relationship useful

Bayesian Statistics
in probability modeling and analysis. Then, in 1926
and 1928, Frank P. Ramsey suggested the concept of
‘personal’ probability. In 1928, Richard von Mises
published a seminal work in German hinting at
important possibilities of the law in the formal analysis of data. In 1937, Bruno de Finetti, a professor
of probability and actuarial mathematics, set forth
detailed ideas in Italian on the foundations of ‘personal probability’. In 1939, Harold Jeffreys somewhat
tentatively presented the Bayesian point of view in
English. A fairly complete history of the development of inverse probability through the 1950s is given
in [10]. The stage was now set for the expansion and
application of Bayesian ideas.
However, by the end of the Second World War,
the foundations of a different approach to statistical theory were being developed by such eminent
mathematicians as Ronald Fisher, Jerzy Neyman,
and others, based upon the important concept that
the likelihood summarized all of the information
obtained from the data itself. The resulting theory, called classical or Fisher–Neyman or largesample or mathematical statistics, provided a rigorous methodology that replaced earlier, ad hoc
approaches to data analysis, but it was one that
emphasized point estimators and asymptotic (largesample) results and did not include the concept of
prior information. This new methodology enjoyed
tremendous success, and dominated teaching, textbooks, and research publications from the 1950s
onward.
However, by the 1960s, there were some Bayesian
‘voices in the wilderness’ pointing out that many of
these classical methods were, themselves, inconsistent by probability standards, or that they introduced
arbitrary ‘ad hockeries’. Important Bayesian literature of this period would include [12, 16, 18]. These
works were at first rejected as heresy by much of the
statistical establishment, although they slowly gained
adherents in various fields of application, such as
economics, biology, demography, and, yes, actuarial science. The resulting conflict between the two
schools was played in all of the important technical
journals, such as the Journal of the Royal Statistical
Society, B, and a reading of the important papers,
referenced in the citations above, gives a fascinating glimpse into the conceptual resistance to the
‘new’ Bayesian paradigm from ‘classical’ mathematical statisticians. The first texts in this area [16, 20]
are also instructive.

3

When all of the posturing about ‘fundamentals’
and ‘counterexamples’ is set aside, the essential conflict (this is the author’s point of view) concerns
the nature and role of the prior density, p(θ). A
Fisher–Neyman statistician prefers that all analysis
be independent of the field of application, which leads
to the self-imposed requirement that a statistician
should have no prior opinion about the experiment
that is to be performed – in short, he/she should be
indifferent to all possible outcomes. If θ ∈ [0, 1], this
means that a uniform density should be the only
acceptable indifference prior. But what if the parameter space is [0, ∞]? This led to all kinds of discussion
about acceptable ‘diffuse’ or ‘non-informative’ priors, which foundered on the fact that p(θ) might be
acceptedly diffuse, but then the density of any transformation of the parameter would not be acceptable.
At this point in time, a favorite pejorative reserved
for the Bayesians was that they were using personal
probabilities (i.e. not ‘objective’ ones).
There have been many attempts to construct compromise theories, such as ‘empirical Bayes’ or ‘probabilistic likelihoods’ or ‘automatic priors’, that would
bridge the two approaches. But the difference in the
two worldviews is too great for easy reconciliation,
except for the saving grace that most Bayesian posterior distributions become independent of the chosen
prior density, as the number of datum becomes very
large. And, (almost always), they are sharply concentrated about a single value. (‘All statisticians agree in
the limit’). For this reason, it has been suggested that
Bayesian statistics be called small-sample statistics.
Reference [2] attempts a comparison between the different schools of statistical inference.
This indifference-to-the-results requirement is
rarely mentioned in applied fields – applied statisticians are supposed to have a prior opinion, however
vague, about reasonable values for reasonably chosen
parameters in their models, and about what he/she
expects from a given experiment. The development
and application of the Bayesian approach to practical statistical problems have continued unabated over
the years simply because it is a useful approach, and
because those who use it are willing to make prior
judgments. Reference [19] is a good example of a
respected journal devoting an entire issue to the ‘new’
methodology; Bernardo & Smith [4], Berger [3] and
Press [17] are examples of the many textbooks in
Bayesian methodology; and Howson and Urbach [14]
is one of several philosophical ‘apologies’ for the

4

Bayesian Statistics

Bayesian approach. Specialty conferences in applied
Bayesian modeling have been held for many years
now, and many universities offer a course in Bayesian
methods.

Sufficient Statistics; Natural Conjugate
Priors
Although Bayesian concepts and methodology are
straightforward, it is still desirable to see how
Bayes’ law works in specific complex models to
help with the practical problems of model selection and data organization. One of the most useful
modeling concepts is that of sufficient statistics. We
say that a model density has sufficient statistics if
the total data from a simple sampling experiment,
D = {x1 , x2 , . . . , xn }, can be replaced by a smaller
number of summary statistics (functions of the data),
D # , thus simplifying the data likelihood. This can
be illustrated with the useful negative exponential
model, p(x|θ) = θ exp(−θx), where x, θ ∈ (0,
 ∞).
The data likelihood is p(D|θ) = θ n exp(−θ xj ),
and we see that the reduced statistics, D # = {n, xj }
are, in statistical jargon, sufficient for θ̃ . One can also
#
use the equivalent
 sufficient statistics, D = {n, x},
where x = 1/n xj is the sample mean. Any prior
parameter density p(θ) on [0,∞) can still be used in
Bayes’ law.
However, a further simplification is obtained if
we also specify a prior whose shape matches the
likelihood, in this case, if p(θ) ∝ θ no exp(−θxo ).
This is seen to be a gamma density for θ in
disguise, unimodal if no > 0. If this shape reasonably
approximates the known prior density, p(θ), then
the idea is to adjust the hyperparameters {no , xo }
for a ‘best fit’ to the given prior. Then, applying
Bayes’ law, we see that p(θ|D) will also be a gamma
density, but now
 with ‘updated’ hyperparameters
{no + n, xo + xj }! This particular type of a prior
density is said to be a natural conjugate prior, and
the fact that its shape will be retained after any
experimental outcome signifies that the family of
all parameter densities is closed under sampling.
Thus, for this model-prior conjugate pair, the analysis
simplifies to a point where few numerical calculations
are needed!
Note also in this simple example, that as the
number of observations increases without limit, the
posterior parameter density will become more and
more concentrated around the parameter value, θ −1 =


(xo + xj )/(no + n) → x, which, by the strong law
of large numbers, approaches almost surely the true
underlying mean observable, E{x̃|θT } = θT−1 . This
type of result can be generalized.
It can be shown that all one-dimensional model
densities with a single sufficient statistic form,
say s(x), are members of the so-called Koopman–Pitman–Darmois exponential (-like) family of
densities, which can be written in a canonical form
a(x) −θs(x)
p(x|θ) =
x ∈ X,
(6)
e
c(θ)
where the kernel function, a(x), the sufficient statistic
s(x), and the domain of the observable variable, X,
are selected by the analyst. Obviously, these have to
be chosen so that
 the density can be normalized with
a finite c(θ) = X a(x)e−θs(x) dx over some range .
Standard distributions may require reparameterization
to be put in this canonical form; see for example, the
binomial and Poisson distributions. Slightly different
canonical forms are used by different authors.

The data likelihood
becomes p(D|θ) = a(xj )

[c(θ]−n exp[−θ
s(xj )], and the sufficient statistics

are {n, s(xj )}, as promised. The corresponding
natural conjugate prior and hyperparameter updating
for the posterior density are
p(θ) ∝

1
e−θso θ ∈ ;
[c(θ]no

no → no+ n
.
so → so + s(xj )
(7)

It is usual to take  as the largest range over which
the prior parameter can be normalized, since if the
range is limited arbitrarily, Bayes’ law will never
assign mass to the missing range, no matter what
values the data likelihood produces. Admittedly, in
the general case, this recipe might not lead to a useful
prior density. But it is worth trying, and with the most
common statistical models the natural conjugate prior
is usually another well-known density. Aitchinson
and Dunsmore [1] tabulate most of the useful natural
conjugate pairs of model and prior distributions.
This emphasis on distributions with sufficient
statistics can, of course, impede the development of
other useful models. For example, there is recent
actuarial interest in the Burr density, p(x|θ) ∝ (1 +
θx)−a , to model casualty claim size with ‘thick tails’.
In this case, the entire data set, D, will be needed
in the likelihood and Bayes’ law must be applied
numerically in each case. Theoretical insights are
difficult.
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Multiple Dimensions
Several Unknown Parameters
Most interesting actuarial models have multiple
unknown parameters or observables. In the simplest
situation, we have a one-dimensional observable variable with several unknown parameters. Two important actuarial examples are the normal density with
parameters (µ, ω) (mean, precision) and the gamma
density with parameters (α, θ) (shape, scale factor)
√
ω −(ω(x−µ)2 /2
e
√
;
(8)
p(x|µ, ω) =
2π
normal density
α α−1 −θx

p(x|α, θ) =

θ x e
(α)

,

(9)

gamma density

defined over the usual ranges, (−∞, +∞) or
[0, +∞). If ω = ω1 or α = α1 were given, then
these densities would be similar to the previous
example, with D # = {n, x} as sufficient statistics.
But with two unknown parameters, the situation
changes. It is easy to verify the well-known result
that, for the normal density, the data likelihood
p(D|µ, ω) can be summarized
by three sufficient


statistics, D # = {n, xj , xj2 }, or, if preferred,
{n, the sample mean, the sample variance}. For
the gamma density, the data likelihood p(D|α, θ),
involves
three
different sufficient statistics, D # =


{n, xj , xj }, or, if preferred, {n, the sample
mean, the harmonic mean}. With some redefinition of
parameters, one can see that both of these densities
belong to the exponential family defined above,
extended to two parameters.
The first modeling task is to visualize the shape
of the likelihood in the appropriate two-dimensional
space. It turns out that p(D|µ, ω) is a simple twodimensional ‘hill’ associated with a two-dimensional
normal density, in which the ‘top’ of the hill in the
µ dimension does not change with ω. Increasing
sample size causes the likelihood (and hence the
posterior density) to tend towards a sharp ‘mountain’,
and then approach the degenerate density in two
dimensions. However, for the gamma density, the
likelihood p(D|α, θ) has a pronounced curved ridge
in (α, θ) that persists as the sample size increases.
This means that unless the prior density is strongly
peaked in a simple manner, the shape of the posterior
p(α, θ|D) perpetuates the ridge effect. Thus, a strong
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posteriori statistical dependency between the two
parameters persists, leading to a ‘confounding’ of any
joint estimates unless a very large sample is used.
The study of likelihood shapes is also important in
classical statistics.
The second problem is that the analyst must reason
carefully about how to model the priors, p(µ, ω)
or p(α, θ). Is some empirical two-dimensional data
available for the parameters? Do we believe that the
parameters are a priori independent, so that, say,
p(µ, ω) = p(µ)p(ω), and can we specify the two
one-dimensional priors? Or, perhaps, is our prior
experience/opinion about two different parameters,
and might it be easier to reason with these? For
instance, in the gamma case, the conditional mean
observation is E{x̃|α, θ} = α/θ = µ, say, and α −1/2
is the conditional coefficient of variation. Further,
the shape of the likelihood in (µ, α)-space is very
well behaved. I might easily convince myself that
perhaps it is α̃ and µ̃ that are a priori independent.
So, reparameterization may help the actuary to think
more clearly about appropriate priors.
In any case, the choice of independent parameters
a priori does not of itself simplify computations, since
the shape of the likelihood may make the (random)
parameters appear to be statistically dependent, a
posteriori. For the record, both of the model densities
above have natural conjugate (joint) parameter priors;
that for the normal density is a two-dimensional
combination of a normal and a gamma density, found
in most textbooks. The natural conjugate joint prior
for the gamma model requires the introduction of
a new and unusual, though perfectly well-behaved,
density. In each case, use of the natural conjugate
priors produces two ‘exact credibility’ predictors.
(defined below).
Finally, we point out that estimating two parameters with a fixed amount of data must result in less
‘learning’ from the experiment than if the same data
were applied to estimating just one parameter. For
models with more than two unknown parameters,
these remarks apply with greater force and there may
be much difficulty in reducing parameter uncertainty.

Multidimensional Observables and Parameters
The extension of Bayes’ law to higher-dimensional
observables, x̃, w̃, and higher-dimensional parameters, θ̃, (the dimensions need not be the same)
is directly made, and numerical computations pose
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no special difficulties, apart from the usual strong
demands imposed by higher-dimensional spaces. In
most actuarial applications, the number of dimensions
required is usually small, except for multidimensional
regressions and other generalized linear models discussed later.

Composite Models; The Compound Law
The usual situation in which multiple unknown
quantities arise is in models that combine two or more
simpler laws. The paramount example in insurance
is the compound law, basic to casualty models.
Suppose that an integer number ñ = n of claims
(the ‘frequency’) are made on a given policy in one
exposure year, in amounts x̃1 = x1 , x̃2 = x2 , . . . x̃n =
xn (the ‘individual severities’). The total loss or ‘total
severity’ is a random variable, ỹ, given by
ỹ = x̃1 + x̃2 + · · · + x̃ñ ,

(10)

if ñ > 0, ỹ = 0 otherwise. Suppose that the number
of claims has a (discrete) frequency density, pn (n|λ),
with an unknown frequency parameter, λ, and that
the individual losses are drawn from a common individual severity density, px (x|θ), with an unknown
severity parameter, θ. The frequency and all individual severities are assumed to be mutually statistically
independent, given the parameters (λ, θ) Given a
joint prior parameter density, p(λ, θ), there are two
inference problems of interest; (1) using experience
data to reduce our uncertainty about the parameters,
and (2) finding predictive densities for future values
of ñ, x̃, and/or ỹ.
Since this compound model is developed elsewhere, we discuss only the effect on Bayesian inference when data is gathered in different ways. (We
consider only one year’s experience to avoid notational complexity). The first and the most detailed
protocol collects all of the individual severities, so
that D = {n; x1 , x2 , . . . xn }. By definition, the data
likelihood is
n

px (xj |θ),
(11)
p(D|λ, θ) = pn (n|λ)
j =1

with the product term missing if n = 0. From this
comes the important result that if the parameters are
a priori independent, then they will remain so after
the experiment. Thus, p(λ, θ) = p(λ)p(θ) implies
p(λ, θ|D) = p(λ|D)p(θ|D), and the estimation of
the updated parameters can be carried out separately.

In some experimental situations, it may not be
possible to capture the individual severities, but only
the total loss, y = x1 + x2 + · · · + xn . The data is
now D = {n; y}, and the data likelihood becomes

n∗
(12)
p(D|λ, θ) = pn (n|λ) px (y|θ) ,
with the convention that the convolution term is the
degenerate unit density at y = 0, if n = 0. The important property of separation of estimates for the two
parameters still holds, but clearly less information
is provided for the updating of θ, unless px (y|θ)
belongs to the exponential family for which y is a
sufficient statistic!
Finally, we might have an extreme situation in
which the number of claims was not recorded, so
that D = {y}, making the data likelihood
p(D|λ, θ) =

∞



n∗
p(n|λ) px (y|θ) ,

(13)

n=1

when y > 0. Finding an analytic form for a compound law distribution is very difficult; the actuarial
literature is full of many approximation methods for
numerical computing, but none of them introduces
parameters suitable for Bayesian inference. Even
if we could find such parametric approximations,
this limited amount of data introduces dependency
between the two parameters, even where none existed
a priori. In this situation, one would probably abandon this detail of model complexity and simply ‘fit’
the compound density by some convenient family of
densities, treating the total losses as one-dimensional
observations.
This last equation also reveals the inherent difficulty in making predictions for some future total
loss, say ỹ = w̃. No matter what detail of data is
given, we need to analyze the form of all possible
convolutions of px (y|θ). Fortunately, most actuarial
applications require only one or two moments of the
predictive density. For example, the predictive mean
total severity is by a well-known formula
E{w̃|D} = E{ñ|D}E{x̃|D}.

(14)

If detailed frequency and severity data is available,
we see that the two first-moment components can be
forecasted individually, and then multiplied together.
There is practically no literature on the important
problem of predicting the tail probabilities of the
compound law density.

Bayesian Statistics

Point Estimators and Predictors
Even though Bayes’ law gives the complete posterior
distributions for random variables of interest, there
are times when applications only require a quickly
calculated single value that is ‘best’ or ‘most representative’ in some sense. In a general Bayesian
approach, one must define ‘best’ explicitly, by specifying a loss function. In insurance applications, there
is already the fundamental economic requirement of
finding the actuarial fair premium for insuring claims
of some risk process.
Note that in a simple Bayesian model there are
two levels of uncertainty to deal with – the first
is the observed variability in the underlying claims
process itself, and the second is our uncertainty about
the correct value of the risk parameter. If θ were
known, then the actuarial fair premium is simply the
mean value of the observations, m(θ) = E{x̃|θ}. This
point predictor is the starting point for calculating
commercial premiums, and has desirable, well-known
properties, such as being stable ‘in the long run’. It
is also the choice that minimizes the mean-squared
error in the fluctuations of the observables, given
θ. Some actuaries believe that the observational
variance, v(θ) = V{x̃|θ}, should also be used in
setting premium reserves.
But these considerations do not tell us how to
handle parameter uncertainty, a priori and a posteriori. For notational simplicity, let us transform
the unknown parameter and work directly with the
random mean value, µ̃ = m(θ̃ ). Using the standard
transformation formula, we can then, in principle, find
the equivalent a priori density of the mean, p(µ), and
the a posteriori density, p(µ|D), if needed. To find
our final point predictor, µ1 , we now have to select
the ‘most representative’ value of µ̃, except that now
there is no simple actuarial principle of ‘fairness’ to
guide us in characterizing a prior density. Remember, it is always possible that two different actuaries
may have an honest difference of opinion or different
experience about the appropriate p(µ) to use.
The simplest choice is to use once again the
expected value of the random quantity, thus selecting
the single value
µ1 = E{µ̃} = E{m(θ̃ )} or
µ1 (D) = E{µ̃|D} = E{m(θ̃ )|D}.

(15)

In many simple models, this ‘means of means’
value can be determined analytically. It can also be
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calculated numerically, except that now we need to
compute explicitly the normalizing factor, p(D).
A second possibility is to use the mode of p(µ)
or p(µ|D), call it µ̂ or µ̂(D). This predictor is
not usually mentioned in the literature, but it has
some desirable theoretical properties, and can usually
be computed more easily than the mean, either
analytically or computationally. Of course, a mode
may not be present in the prior density, p(µ), but,
with an increasing volume of data, D, the posterior
density p(µ|D) will quickly develop a distinct ‘most
likely’ peak. The mode is the best estimator using an
‘all or nothing’ loss function.
Generally, neither of these point predictors has
any direct relationship to the mean or mode of the
densities of the parameter θ̃ , since their properties are
not preserved under transformation. Also note that a
proper Bayesian would never make an estimate, θ1 ,
of the original parameter, and then use m(θ1 ) as a
predictor; unfortunately, this ‘fitting the curve first’
procedure is still a common practice in industry.

Credibility Prediction
Actuaries have been making point predictions using
informal, ad hoc arguments (heuristics) long before
modern statistical methods were developed. Foremost
among these is the much-used credibility formula of
casualty insurance. Surprisingly, this formula has a
strong relationship to a Bayesian point predictor.
The credibility formula for predicting the fair
premium (mean future claim size) of a particular
risk is
n
,
(16)
µ1 ≈ (1 − z)m + zx; z =
no + n
where m is the manual premium, a published
industry-wide guide tothe fair premium for similar risks, and x = 1/n xj is the experience sample
mean for that particular risk. The mixing factor, z,
called the credibility factor, is the relative weighting between the two forecasts; as n increases, more
weight is attached to the experience mean, which ‘has
more credibility’. The time constant, no , is to be ‘chosen by the actuary’, thus making its ‘best’ value a
continuing subject of discussion in the industry.
This formula was given a firm theoretical foundation in 1967 by Hans Bühlmann [6], who asked (in
our notation) if we approximate E{µ̃|D} by a linear
function of the sample mean, a + bx, what values
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of a and b minimize the mean-squared approximation error, averaged over our prior opinion about θ̃?
Bühlmann proved that the credibility formula above
was optimal, if we identify the manual premium with
the prior mean, m = E{x̃} = E{µ̃}, and select the time
constant as the ratio between the two components of
process variance, no = [E{v(θ̃ }]/[V{m(θ̃}]. The language of the article is that of actuarial modeling and
risk collectives, but it easy to identify the terms used
with their Bayesian equivalences. This discovery led
to an explosion of linear least-squared methodology
for various point predictors used by actuaries.
Previously, in 1945 and 1950, Arthur L. Bailey,
and, in 1963, Allen L. Mayerson had written papers
in the Proceedings of the Casualty Actuarial Society
pointing out the relationship between Bayesian methods and credibility theory. They gave three examples
of prior/model combinations for which the credibility
formula is an exact predictor of E{µ̃|D}; however,
they used standard model parameterization, so no
generalization is obvious. All of these developments
set the author thinking about more general conditions for ‘exact credibility’. In 1974 [15], showed that
exact credibility (almost) always occurs (1) whenever
the model density is a member of the simple exponential family (e.g. the mean is the sufficient statistic
and the support of x̃ does not depend upon θ), and
(2) the prior density is the natural conjugate prior for
that family, together with the requirement that the
support  be chosen as large as possible. The few
exceptions are theoretical heavy-tailed densities for
which a correction term must be added to the credibility formula, but this term vanishes quickly with
increasing sample size.
These results suggest that the credibility formula
is robust for more general families of distributions
and that least-squares approximation methods will
be useful in approximating exact Bayesian predictors
for more complex models. We now conclude with
some examples of useful Bayesian models that have
appeared in actuarial literature.

Linear Models
Regression Models
Complex linear model structures from classical statistics and economics are beginning to be used by
actuaries. For instance, credibility prediction can be

thought of as a simple Bayesian regression model.
The general form of the regression model is
ỹ = Hθ̃ + ũ,

(17)

where ỹ is a p-vector of observable random variables,
θ̃ is an r-vector of unobservable random parameters,
and ũ is a p-vector of random ‘noise’ or ‘errors’.
The fixed p × r matrix, H, is called the design
matrix; it links together the distributions of the
three random vectors, and reflects some assumed
polynomial behavior in p-space. Traditionally, the
components of ũ are assumed to be independent
normal variates, with zero means and common known
variance, σ 2 . The classical goal is to make inferences
about the {θ̃j }, given samples {y(1), y(2), . . .}.
In a Bayesian formulation, a vector parameter
prior density, p(θ), is specified so that, together
with the error variable assumptions, it defines the
observational likelihood, p(y|D); the law of inverse
probability then gives the posterior density, p(θ|D).
A full distributional analysis can only be carried out
explicitly if the parameters are a priori joint normally
distributed. With a little more effort, it is also possible
to let σ 2 be a random quantity with a gamma prior.
Reference [5] contains many examples.
The situation simplifies if one is only interested
in the development of mean predictors through linear
approximations. Hachemeister [13] developed credibility regression formulae for a problem in simultaneous rate making over several regions. However, his numerical results did not satisfy a desirable
(extra model) order relationship between different
regions. This difficulty was corrected by Bühlmann &
Gisler [7] through a reformulation of the regression.

General Linear Models
The so-called random effects models, which include
hierarchical, cross-classification, and nested structure
linear models have not yet had much application in
insurance. The Bayesian possibilities are discussed
in [5].
However, Bayesian inference models within dynamic linear structures, called generalized linear models have now been extensively developed [22]. These
models have great potential for enterprise modeling, but, thus far, Bayesian dynamic modeling of
insurance companies is in its infancy, an exception
being [21].

Bayesian Statistics

Hierarchical Structures
Actuaries are always looking for additional data that
will make estimates and predictions more precise.
Suppose that you are the actuary in insurance company #1, for which the model density is p(x1 |θ1 ) and
the prior density is p(θ1 ) (for simplicity we do not
index the densities, even though these densities may
be particular to company #1). After gathering data
D1 = {x11 , x12 , . . . , x1n1 }, you plan to use Bayes’ law
to calculate p(θ1 |D1 ) in the usual way and then make
predictions.
But then you realize that there are other insurance
companies (i = 2, 3, . . .) that are underwriting similar risks in similar territories under similar economic
conditions, each with their own individual risk parameter {θi }, prior density, and model density, together
with their own experience data {Di (i = 2, 3, . . .)}. It
would seem desirable for these similar companies (in
the same cohort) to share their experience through,
say, an independent ratemaking bureau, in order to
enhance the predictive power of all companies.
Now we have a modeling difficulty. If the risk
parameters {θ̃1 , θ̃2 , . . .} are truly independent of
each other, then a simple Bayesian argument on
p(θ1 , θ2 , . . .) and p(θ1 , θ2 , . . . |D1 , D2 , . . .) reveals
that any overall formulation decomposes into the
individual company formulations, with no one profiting from data generated at the other companies! To
model the desired effect, we must introduce statistical dependency between the risks of each company
by extending the overall model in some natural way.
The desired extension is gotten by assuming there
is an industry-wide risk hyperparameter, call it φ̃,
that affects the risks in every company in a similar manner. For instance, φ̃ could reflect common
economic conditions, weather, or consumer behavior. Then the prior density for company i should be
rewritten as p(θi |φ), with the assumption that individual risk parameters are independent of one another,
given the same hyperparameter! We then express
industry-wide uncertainty about this hyperparameter through a hyperprior density, p(φ), making the
unconditional
joint parameter density p(θ1 , θ2 , . . .) =

p(θi |φ) dφ. In other words, this new model is
equivalent to assuming that the individual company
risk parameters are exchangeable random variables.
The formulation now contains three levels of uncertainty, (x̃, θ̃, φ̃), and this is the main idea of a
hierarchical model. The model can be generalized
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in an obvious manner by including additional levels of uncertainty and supersets of relevant data, the
main difficulty being to develop a convenient notation. More complicated basic models have also been
extended into hierarchical forms with accompanying
Markov Chain Monte Carlo methods.
There is now the practical problem of specifying
analytic forms for the various densities. Unfortunately, the only known formulation is a normalnormal-normal density structure, with the unknown
means at the two lower levels representing the company and cohort risks, and all variances assumed to
be fixed. However, interesting credibility-type results
can be obtained in general cases, by using linearized
approximations for the point predictors [9].

Model and Prior Mixtures
Prior Density Mixtures
Some important practical considerations can best be
handled through combinations of simpler models. For
instance, if our prior uncertainty about the parameter or parameters were bimodal (thus representing an
‘either-or’ opinion), we could express the prior density as a mixture of two simpler unimodal forms
p(θ|π) = [1 − π]p1 (θ) + πp2 (θ),

(18)

introducing a mixing coefficient, 0 ≤ π ≤ 1, assumed temporarily to be given. (We use subscripts
on the component prior densities to emphasize their
different forms). Since the experimental data do not
depend upon π, Bayes’ law with a likelihood p(D|θ)
shows that each of the component densities, pi (θ),
can be updated independently to pi (θ|D), according
to
pi (θ|D)pi (D) = pi (θ)p(D|θ) (i = 1, 2), (19)

where pi (D) = pi (θ)p(D|θ) dθ has the interpretation of the probability of the data, given that prior
pi (θ) is acting alone. In this way, the overall posterior density becomes
p(θ|D, π) = [1 − π(D)]p1 (θ|D)
+ π(D)p2 (θ|D),
with

π(D) = π

p2 (D)
.
(1 − π)p1 (D) + πp2 (D)

(20)

Note that we are not updating uncertainty about π,
but merely changing the definition of the mixing
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coefficient to be used in the posterior formula. So
the posterior changes in two ways: each component
prior may become sharper through updating, and
the weight of evidence usually increases in favor of
just one component. If we try to incorporate prior
uncertainty regarding the mixing coefficient using a
p(π), we see that this density will remain unchanged
a posteriori, since the experiment is uninformative
about π̃.
Forecast densities and their moments exhibit similar decompositions, and the model can easily be
extended to additional different components.

Observational Density Mixtures
One may also consider the possibility that the observations are sampled from two (or more) different
component model densities, p1 (x|θ1 ) and p2 (x|θ2 ),
in proportions that are not known a priori. This leads
to an overall observational mixture
p(x|π, θ1 , θ2 ) = (1 − π)p1 (x|θ1 ) + πp2 (x|θ2 ), (21)
which might depend on three (or more) unknown
parameters, whose prior joint density must be specified. The much more difficult task is to compute the
likelihood, now,
p(D|π, θ1 , θ2 ) =

n


p(xj |π, θ1 , θ2 ),

(22)

1

in the usual case where the data D = {x1 , x2 , . . . , xn }
are i.i.d. given the parameters. For instance, consider
the simple case in which the model component
parameters θ1 and θ2 are given, but π̃ is uncertain,
with prior density p(π). Calculating the observational
constants, kij = pi (xj |θi ) (i = 1, 2; j = 1, 2, . . . n),
we see that the full form of the likelihood will be
p(D|π) =

n

[(1 − π)k1j + πk2j ],

(23)

1

which expands to the sum of 2n terms in all possible
combinations of (1 − π)r π n−r (r = 0, 1, . . . , n) ,
rather like a binomial expansion, except that the
coefficient of each term is a complex sum of various
combinations of the {kij }. In simple terms, the
learning about π is carried out by considering all
possible partitions of the observables {xj } into model
categories #1 or #2. This is sometimes referred
to as an observational classification model. With

some careful programing, calculating the form of the
likelihood is feasible for moderate sample sizes.
However, in the more usual case where we might
also like to reduce the uncertainty about the ‘true’
values of the unknown parameters θ̃1 and θ̃2 , the
constants above must be replaced by kij ⇒ pi (xj |θ̃i ).
The number of terms in the likelihood is still 2n ,
but now each possible combination of (1 − π)r π n−r
contains sums of various mixtures of functions of θ1
and θ2 . It is difficult to develop a compact notation
for all of these sums, let alone to compute the
various three-dimensional functions of the likelihood.
So, exact calculations with this complete model are
probably limited to small sample sizes.
Another well-recognized difficulty should be mentioned again – the inferential power of a given sample
size drops off considerably as the number of unknown
parameters is increased above one. Further, as is
well known in the statistical literature, the ability
to discriminate between two similarly shaped model
densities (for instance, between two negative exponential densities) is very limited. Some results might
be possible with very large volumes of data, but then
approximation methods would be needed to compute
the likelihood. This is not a result of using Bayesian
methodology, but is just an example of the famous
actuarial principle.
One cannot get more out of a mincing machine
than is put into it.

Estimation with Outliers
In certain situations, one may believe that the measurements are contaminated with outliers or with
unusually extreme values that arise from some spurious mechanism, which need to be eliminated from
any analysis. A simple model of outliers is to take the
two-component density above, and to identify p1 (·)
with the ‘normal’ observations, and p2 (·) with the
outlier observations. In most cases, π, the fraction of
outliers, will be very small.
The most desirable case is when we can assume
that both π and θ2 are (relatively) fixed, enabling us to
concentrate on estimation of the ‘usual’ observation
parameter, θ̃1 . One computational possibility is to
approximate the likelihood by its first few terms
(assume that there are only 0, 1, 2. . ., outliers), and
for each term, concentrate on placing only the largest
observations in category #2.
In insurance applications, we are usually
only interested in the unknown mean of the

Bayesian Statistics
‘normal’ observations,
for example, in µ1 =

E1 {x̃|θ1 } = xp1 (x|θ1 ) dx. This leads to the idea of
approximating E{µ̃1 |D} by a linear function of data.
On the basis of the thesis of Gisler [8], shows that
a direct Bayesian calculation supports the use of
credibility formulae with M-trimmed (Winsorized)
observations, y = min(x, M), where M is chosen to
minimize the expected least-squared approximation
error.
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to [Q(T |θ)]u . If T is very large, then of course all
samples might be completed with r = n and u = 0.
The unfinished samples above can be thought of
as right-truncated or right-censored data, but the
model also clearly applies to ‘in-progress’ lifetimes
that start before the beginning of the observation
interval (left-truncated), and terminate during the
interval, or even after it.

Noninformative Stopping Rules

Incomplete and Evolutionary Observations
Truncated Samples
In many applications, such as reliability, demography, and actuarial science, it often happens that
the observation and measurement of a lifetime, some
duration evolving in real time, must be terminated
after a finite interval, leaving one or more incomplete
samples. Insurance examples are a human life span or
the time from an accident until the claim is closed; the
observation interval might be determined by a project
deadline, limited financial resources, or some other
experimental constraint. For instance, suppose that a
total of n lifetimes start at known epochs and their
evolution observed. At the end of the experiment,
only r ≤ n of them might be completely measured,
with the remaining u = n − r lifetimes observed for
various durations {Tj }, but not yet ‘finished’. This
gives the data set
D = {x̃i = xi (i = 1, 2, . . . , r);

x̃j > Tj (j = 1, 2, . . . , u); (r, u)}.

(24)

Note that the total number of samples, r + u = n, is
fixed, but that the number of samples in each category
will vary from experiment to experiment. Clearly,
one should not discard the unfinished samples, but
incorporate them into the likelihood. Denoting the
cumulative and complementary cumulative (tail) distribution functions (conditional on θ), respectively,
by P (x|θ) and Q(x|θ) = 1 − P (x|θ), the appropriate
likelihood is
r
u


p(xi |θ)
Q(Tj |θ).
(25)
p(D|θ) =
1

1

If it is the usual case that all samples start at
the beginning of the observation interval and all
incomplete samples are terminated at a common
cutoff time, T , then the second term above simplifies

This is a convenient point to discuss a phenomenon
that was observed and exploited by pioneers in
Bayesian modeling [20], but is often missing in
modern texts. The key idea is that experiments
that can lead to incomplete samples must include
a stopping rule, part of the testing protocol, that
describes how and when the experiment begins
and ends, and which observations will be kept or
discarded. For instance, instead of the experiment
described above, the starting epoch of each sample
might be determined by some ‘outside’ stochastic
mechanism. Or, the observations might be terminated
after a fixed number r of ‘failures’ or ‘deaths’. Or,
perhaps the observations are ‘lined up’ in succession
along the time axis (renewal testing), making each
sample completion the beginning of the next sample,
leaving only one incomplete observation when the
experiment is terminated. The question is, how do
these different stopping rules affect the likelihood?
Fortuitously, it is possible to show that these
types of stopping rules change only constants in the
likelihood and do not affect the important part – the
shape of the likelihood with the parameter, θ. Stated
more formally
Remark 1 If the stopping rule does not depend
explicitly upon the value of the unknown parameter,
θ, then the stopping rule is said to be uninformative
about the parameter, and does not enter into the shape
of the data likelihood, p(D|θ).
This distinction between informative and noninformative stopping rules gives a tremendous simplification in modeling experiments, as it permits, for
example, adaptive experiments in which the stopping
rule could depend upon the observations themselves.
In other words, for all uninformative stopping rules,
we can assume that the ‘data speak for themselves’ in
giving a Bayesian model information about unknown
parameters, and the expression above has the correct
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shape for all uninformative stopping rule protocols.
Parenthetically, we note that many classical estimators do depend upon the likelihood constants for
different stopping rules, and hence are suspect.
To gain further analytic insight, we must know
the analytic form of Q(T |θ), which may be quite
complex. The only simple result is in the case of
a negative exponential model, for which
 there
 are
two sufficient statistics, r and s(D) = xi + Tj ,
called the total time on test statistic. More realistic
models must be handled numerically.

Missing Observations
A somewhat different situation occurs in reinsurance, in which a primary (ceding) insurance carrier
avoids extremely large claim (loss) fluctuations
by purchasing a stop-loss contract (treaty) from a
reinsurance company that will cover all losses above,
say, $M. Typically, M is many times the mean loss
of a single claim, and so only the extreme tail of
the loss distribution is ‘laid off’ in the treaty. The
problem for the reinsurer is to estimate this random
excess-loss distribution, and thus to fix a premium
for the stop-loss policy.
The cedant usually has many policies in its portfolio, thus producing a very large amount of claims
data, D = {x1 , x2 , . . . , xn }, most of which are values much smaller than M, and considered ‘not of
interest’. On the other hand, there are usually few or
no samples that actually exceed M. Thus, for both
economic and analytic reasons, the reinsurer requests
some reasonable amount of data that exceeds some
lower ‘observation layer’ L < M, in order to make
its estimates of risk; typically, L might be 0.8 M.
If the reinsurer is given only the data DL = {xi >
L|i = 1, 2, . . . r}, then any inference must take the
left truncation
 into account and use the likelihood
p(D|θ) = p(xi |θ)/Q(L|θ). This often turns out
to be an unstable and hence unreliable likelihood.
However, if the cedant company also provides the
(previously unknown) number of samples, u = n −
r, that did not reach the observation layer, then
the much 
more satisfactory likelihood, p(D|θ) =
[P (L|θ)]u p(xi |θ), can be used.
Practical reinsurance inference is, of course, much
more complex because of the complexity of some
treaty terms and because many actuaries believe that
the tails of a loss distribution should be modeled
differently from the body – the so-called problem

of dangerous distributions. But this example does
illustrate the value of thinking carefully about what
kind of data is available for accurate inference.

Incurred but not yet Reported Observations
Evolving claims processes may have an additional
complication; their occurrence is not known until
some random duration, x̃, has elapsed, when the claim
is presented, or when some threshold of duration or
cost is surpassed. To model these incurred but not
yet reported (IBNR) claims, we need not only a
duration model density, p(x|θ), but also a frequency
model density, say p(n|λ), that reflects the number
of claims, ñ, that actually occur in one exposure
(policy) year. The random risk parameters (θ̃ , λ̃)
would ordinarily require knowledge of a (joint) prior
density, p(θ, λ), but these parameters are usually
modeled as independent, a priori, so that a joint
prior, p(θ)p(λ), is used. Finally, specification of the
stochastic process that generates the claim start events
throughout the exposure year is required; we shall
finesse this complication by making the unrealistic
assumption that all claims start at the beginning of
the exposure year.
Assume that, at some horizon, T , (which may
occur well after the exposure year in the usual case of
long development duration claims), we have actually
had r reportings of durations, x = {x1 , x2 , . . . , xr }.
The main question is, what is the predictive density
for the unknown number of claims, ũ, that are still
IBNR? A direct way to find this is to write out the
joint density of everything
p(r, u, x, θ, λ) ∝ p(n = r + u|λ)
×

r


p(xj |θ) [Q(T |θ)]u p(θ)p(λ),

(26)
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integrate out over θ and λ, and then renormalize the
result to get the desired p(u|r, x) (u = 0, 1, 2, . . .).
There are simplifications if the frequency density
is assumed to be Poisson together with its natural
conjugate prior, but even if the duration density is
assumed to be in the exponential family, there is
still the difficult problem of the shape of Q(T |θ).
Creation of a practical IBNR model is still a large
step away, because the model above does not yet
include the dimension of severity (claim loss), which
evolves in its own complicated fashion and is difficult
to model. And then there is the ‘IBNR triangle’,

Bayesian Statistics
which refers to the shape of the data accumulated
over multiple policy years. Most of the efforts to
date have focused on predicting the mean of the ‘total
ultimate losses’; the forecasting methods are creative,
but predominately pre-Bayesian in approach. The
literature is very large, and there is still much
modeling and analysis to be done.
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Bonus–Malus Systems
In automobile insurance (see Automobile Insurance,
Private; Automobile Insurance, Commercial) as
in other lines of business, actuaries have to design
a tariff structure that fairly distributes the burden
of losses among policyholders. If all risks in
a portfolio are not assumed to be identically
distributed, it is only fair to identify classification
variables that are significantly correlated to the risk
and to partition all policies into rating cells. In
a competitive environment, failing to incorporate
significant variables in its rating would expose an
insurer to the loss of its best risks to competitors that
use them.
The values of many variables, called a priori
variables, can be determined before the policyholder
starts to drive. In automobile third-party liability
insurances, a priori variables commonly used include
the age, gender, marital status, and occupation of the
main driver, the model, engine power, and use of the
car, the place of residence, the number of cars in the
family; in some countries, even the smoking status of
the policyholder or the color of his car is used.
Even when many a priori variables are included,
rating cells often still exhibit strong heterogeneity
across policyholders. No a priori variable can be a
proxy for responsible driving behavior: ‘road rage’,
knowledge and respect of the highway code, drinking
habits, and swiftness of reflexes. Hence, the idea
adopted by most countries to adjust the premium
a posteriori, by taking into account the individual
claims experience and, whenever available to insurers, moving traffic violations. Past at-fault claims
are penalized by premium surcharges called maluses.
Claim-free years are rewarded by premiums discounts
called bonuses. Rating systems that include such
surcharges and discounts are called Bonus-Malus Systems (BMS) in most of Europe and Asia, merit-rating
or no-claim discount systems in other countries. Their
use is justified by the fact that statistical studies
(among which [11]) have concluded that the best predictor of a driver’s future number of accidents is not
his age, sex, or car, but his past number of accidents
at fault. The main purpose of BMS – besides reducing moral hazard by encouraging policyholders to
drive prudently – is to assess individual risks better
so that everyone will pay, in the long run, a premium
that represents his fair share of claims. Note that,

while BMS are mostly used in auto third-party liability, in some countries, they are also used in collision
or comprehensive coverage.
BMS are also a response to adverse or antiselection policyholders taking advantage of information
about their driving patterns, known to them but
unknown to the insurer. Annual mileage, for instance,
is obviously correlated with the number of claims.
Yet most insurers consider that this variable cannot
be measured accurately and inexpensively. In the
few countries that use annual mileage as a rating
variable or the distance between home and work as a
proxy, insurers acknowledge that they can do little
about mileage underreporting. BMS are a way to
partially compensate for this information asymmetry,
by penalizing the more numerous claims of those who
drive a lot.
With just two exceptions (South Korea and Japan
until 1993), all BMS in force in the world penalize the
number of at-fault accidents, and not their amounts.
A severe accident involving body injury is penalized
in the same way as a bumper-fender. One reason to
avoid the introduction of claim severities in a BMS is
the long delay, often several years, that occurs before
the exact cost of a bodily injury claim is known. Not
incorporating claim costs in BMS penalties implies
an assumption of independence between the variables
‘number of claims’ and ‘claim severity’. It reflects
a belief that the cost of an accident is, for the most
part, beyond the control of a driver. A cautious driver
will reduce his lifetime number of accidents, but
for the most part cannot control the cost of these
accidents, which is largely independent of the mistake
that caused it – one does not choose targets. The
validity of this independence assumption has been
questioned. Nevertheless, the fact that nearly all BMS
only penalize the number of claims is an indication
that actuaries and regulators seem to accept it, at least
as an approximation.
Discounts for claim-free driving have been
awarded, as early as the 1910s, in the United
Kingdom and by British companies operating in
Nordic countries. Discounts were quite small, 10%
after a claim-free year. They appear to have been
intended as an inducement to renew a policy with
the same company rather than as a reward for prudent
driving. Canada introduced a simple discount system
in the early 1930s. The system broke down in 1937 as
insurers could not devise an efficient way to exchange
claims information. In 1934, Norwegian companies
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introduced a bonus system awarding a 10% discount
per claim-free year up to a maximum of 30%. By the
end of the 1950s, simple, bonus-only, systems existed
in several countries (in addition to the aforementioned
countries, Switzerland and Morocco), while actuaries
from other countries, most notably France, vigorously
opposed the idea.
A 1938 jubilee book [14] of the Norwegian association of automobile insurers demonstrates that, even
before World War II, insurers had developed a thorough understanding of the major issues associated
with BMS, such as bonus hunger, incentives to safe
driving, and the necessary increase of the basic premium. However, the lack of a comprehensive scientific theory prevented the development of more
sophisticated systems. A comprehensive bibliography
of non-life actuarial articles, published in 1959 in Volume 1.2 of the ASTIN Bulletin, does not mention a
single BMS paper.
This situation changed drastically in the early
1960s, following the pioneering work of Bichsel [2],
Bühlmann [5], Delaporte [6], Franckx [7] (who provides the first published treatment of BMS through
Markov chains theory, following an idea by Fréchet,)
and Grenander [9]. The first ASTIN Colloquium,
held in La Baule, France, in 1959, was devoted exclusively to BMS. Attended by 53 actuaries from 8
countries, its only subject was ‘No-claim discount
in insurance, with particular reference to motor business’. According to the ASTIN legend, when Général
De Gaulle became President of France in 1958, he
ordered French insurers to introduce BMS. French
actuaries then convened the first ASTIN meeting. As
a result of this intense scientific activity, most European countries introduced BMS in the early 1960s.
These systems were noticeably more sophisticated
than their predecessors. More emphasis was put on
maluses. Volume 1.3 of the ASTIN Bulletin provides
some insights on the early history of BMS.
There exists a huge literature on the design and
evaluation of BMS in actuarial journals. A 1995
book [12] summarizes this literature and provides
more than 140 references and a full description of
30 systems in force in 4 continents. A steady flow
of papers on BMS continues to be published, mostly
in the ASTIN Bulletin. Recent contributions to the
literature deal with the introduction of claim severity in BMS [8, 16], the design of BMS that take into
account a priori classification variables [8, 18], optimal insurance contracts under a BMS [10], and the

estimation of the true claim amount distribution, eliminating the distortion introduced by the bonus hunger
effect [19].
The design of BMS heavily depends on consumer
sophistication, cultural attitudes toward subsidization,
and regulation. In developing countries,BMS need to
be simple to be understood by policyholders. The
Asian insurance culture is more favorable to subsidies across rating cells than the Northern European
culture, which promotes personalization of premiums.
In a country where the tariff structure is mandated by
the government, supervising authorities may choose
to exclude certain rating variables deemed socially or
politically incorrect. To compensate for the inadequacies of a priori rating, they often then design a tough
BMS that penalizes claims heavily. In a market where
complete rating freedom exists, insurance carriers are
forced by competition to use virtually every available
classification variable. This decreases the need for a
sophisticated BMS.

Examples
One of the simplest BMS, in force in West Malaysia
and Singapore, is described in Table 1.
This BMS is a ‘bonus-only’ system, in the sense
that all policyholders start driving in class 6 and pay
the basic premium at level 100. For each claim-free
year, they are allowed a one-class discount. With 5
consecutive years without a claim, they join class 1
and enjoy a 55% discount. With a single claim, even
after many claim-free years, policyholders return to
class 6, and the entire accumulated bonus is lost.
A more sophisticated system is used in Japan. It
is presented in Table 2.
Table 1

Malaysian BMS
Class after
0

Class
6
5
4
3
2
1

Premium level
100
75
70
61.66
55
45

Note: Starting class – class 6.

1+
claim

5
4
3
2
1
1

6
6
6
6
6
6
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Table 2

Japanese BMS
Class after

Class
16
15
14
13
12
11
10
9
8
7
6
5
4
3
2
1

Premium
level
150
140
130
120
110
100
90
80
70
60
50
45
42
40
40
40

0

1

2

3

4

5+

16
16
16
16
16
16
16
16
16
16
16
16
16
15
14
13

16
16
16
16
16
16
16
16
16
16
16
16
16
16
16
16

claims
15
14
13
12
11
10
9
8
7
6
5
4
3
2
1
1

16
16
16
16
15
14
13
12
11
10
9
8
7
6
5
4

16
16
16
16
16
16
16
15
14
13
12
11
10
9
8
7

16
16
16
16
16
16
16
16
16
16
15
14
13
12
11
10

Note: Starting class – class 11.

This system has a bonus and a malus zone: starting
from level 100, policyholders can accumulate discounts reaching 60% and can be penalized by as
much as 50%. The discount per claim-free year is
one class, the penalty per claim is three classes. Note
the lenient penalties once a policyholder has managed
to reach the best class, class 1: a claim in this case
will only raise the premium from level 40 to level
42, and a single claim-free year will erase this mild
penalty.
Before 1993, Japan used the same BMS, except
that claims involving bodily injury were penalized
by four classes, while claims with property damage
only were penalized by two classes.
In most countries, policyholders are subject to the
BMS rules throughout their driving career. They cannot escape the malus zone by switching to another
carrier and requesting a fresh start. A policyholder
changing company has to request a BMS statement
from his previous insurer showing the current BMS
class and recent claims, and has to present this statement to his new insurer.
Note that these two BMS, along with most systems in force around the world, enjoy the Markov
memory-less property that the class for next year
is determined by the present class and the number
of claims for the year, and not by the past claims
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history. The knowledge of the present class is sufficient information to determine the future evolution
of the policy; how the present class was reached is
irrelevant. A few BMS do not enjoy this property.
However, they all form a Markov chain of higher
order, and it is always possible to modify the presentation of the system into a Markovian way, at the
price of an increase in the number of classes (see [12]
for an example). All existing BMS can be presented
as a finite-state Markov ergodic (or regular) chain:
all states are positive recurrent and aperiodic. This
greatly facilitates the analysis, and leads to the following definition.

Definition
An insurance company uses an s-class BMS when
1. the insureds of a given tariff cell can be partitioned into a finite number of classes Ci (i =
1, . . . , s) so that the annual premium only depends on the class and on the a priori variables;
it is also assumed that C1 is the class providing
the highest discount, and Cs the largest penalty;
2. policyholders begin their driving career in a specified starting class Ci0 ;
3. an insured’s class for a given insurance year is
uniquely determined by the class of the previous
year and the number of reported at-fault claims
during the year.
Such a system is determined by three elements
1. the premium level scale b = (b1 , . . . , bs ), with
b 1 ≤ b2 ≤ · · · ≤ bs ,
2. the starting class Ci0 ,
3. the transition rules, or the rules that specify
the transfer from one class to another when the
number of claims is known.
These rules can be introduced as transformations
Tk , such that Tk (i) = j if the policy is transferred
from class Ci to class Cj when k claims have
been reported. Tk can be written in the form of a
matrix Tk = (tij(k) ), where tij(k) = 1 if Tk (i) = j and
0 otherwise. Transformations Tk need to satisfy the
consistency assumptions Tk (i) ≤ Tl (i) if k ≤ l and
Tk (i) ≤ Tk (m) if i ≤ m.
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It is often assumed that the distribution of the
annual number of claims for each policyholder follows a Poisson distribution (see Discrete Parametric Distributions) with parameter λ. λ, the claim
frequency, is a random variable, as it varies across
the portfolio. Its distribution is defined by its density function u(λ), the structure function. The most
classical choice for the distribution of λ is a Gamma
distribution (see Continuous Parametric Distributions), in which case the claims in the portfolio follow
a negative binomial distribution (see Discrete Parametric Distributions).
The (one-step) transition probability pij (λ) of a
policyholder characterized by his claim frequency λ
moving from Ci to Cj is
pij (λ) =

∞


pk (λ)tij(k)

(1)

s


aj (λ) = 1

(3)

j =1

aj (λ) is the limit value for the probability that the
policy is in class Ci when the number of policy years
tends to infinity. aj (λ) is also the fraction of the time
a policyholder with Poisson parameter λ will spend
in class Ci once stationarity has been reached.
For the whole portfolio of the company, the stationary distribution a = (a1 , . . . , as ) is obtained by
integrating individual stationary distributions a(λ),
using the structure function
 ∞
aj (λ)u(λ)dλ j = 1, . . . , s
(4)
aj =
λ=0

Evaluation and Design

k=0

where pk (λ) is the probability that the policyholder
reports k claims in a policy year. The matrix P (λ) =
(pij (λ)) is the transition matrix of this Markov chain.
If λ is stationary in time (no improvement of the
insured’s driving ability), the chain is homogeneous.
Denoting p0 (λ) = e−λ the probability of having
a claim-free year, and 1 − p0 (λ) the probability of
reporting at least one claim, the transition matrix of
the Malaysian system is presented in Table 3.
When the transition matrix is known, the n-step
transition probabilities pijn (λ) (probability to move
from Ci to Cj in n years) can be found by multiplying the matrix P (λ) by itself n times. For an
irreducible ergodic Markov chain, the stationary distribution a(λ) = [a1 (λ), . . . , as (λ)], where aj (λ) =
limn→∞ pijn (λ), always exists. It is the unique solution of
aj (λ) =

s


ai (λ)pij (λ)

j = 1, . . . , s (2)

i=1

Table 3
Class
6
5
4
3
2
1

Transition matrix of Malaysian BMS
6

5

4

3

2

1

1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)

p0 (λ)
0
0
0
0
0

0
p0 (λ)
0
0
0
0

0
0
p0 (λ)
0
0
0

0
0
0
p0 (λ)
0
0

0
0
0
0
p0 (λ)
p0 (λ)

The design and implementation of a BMS is
more often than not the result of a compromise
between conflicting marketing, regulatory, fairness,
and financial considerations. A major problem in
BMS design is that regulators cannot accept transition
rules that are too severe, as they would encourage
hit-and-run behavior. Consequently, the number of
penalty classes per reported claim nowhere exceeds
five classes. With average claim frequencies in
most developed countries now below 10%, this
results after a few years in a clustering of the
vast majority of policies in high-discount classes,
and a financial imbalance of the system. The
stationary average premium level
 collected by
the company, denoted b(∞, λ) = sj =1 aj (λ)bj for

individual policyholders and b(∞) = sj =1 aj bj for
the portfolio, is usually well below the starting
level of 100, which forces insurers to progressively
increase basic premiums.
Actuaries have developed numerous tools to evaluate existing BMS and to facilitate the design of new
BMS. They include the following:
1. The expected squared rating error [4, 15]. Assume
the monetary unit has been rescaled so that the mean
amount of a claim is one unit. If claim severity
is beyond the control of a policyholder, a BMS
attempts to estimate an insured’s claim frequency λ.
The difference between the mean stationary premium
b(∞, λ) and λ is the rating error for that policyholder.
A natural objective for the design of a BMS is then
the minimization of the total rating error, defined as

Bonus–Malus Systems
the expectation of the squared errors (or the average
of the absolute errors) over the entire portfolio. Under
an asymptotic approach [15], the total rating error is

RE =

∞

[b(∞, λ) − λ]2 u(λ)dλ

(5)

λ=0

[4] generalizes [15] to the transient case by introducing policy age as a random variable, and minimizing a weighted average of the age-specific total
rating errors.
2. The transparency [1]. A stationary average level
b(∞) below 100 may be considered as unfair to
policyholders, who do not receive the real discount
they expect. After a claim-free year, good drivers may
believe they receive a 5% discount, but in fact the
real discount will only be about 1% if the company
has to raise all premiums by 4% to compensate
for the progressive concentration of policyholders in
high-discount classes; the BMS is not transparent to
its users. If a BMS has a starting level of 100, a
minimum level of 40, and a b(∞) of 45, after a
few years it does not achieve its main goal, which
is to rate policyholders more accurately, but rather
becomes a way to implicitly penalize young drivers
who have to start their driving careers at level 100. A
strong constraint that can be introduced in the design
of a BMS is the transparency condition b(∞) = 100.
3. The relative stationary average level [12]. Stationary average levels b(∞) cannot be used to compare
different BMS, as they have different minimum and
maximum levels b1 and bs . The Relative Stationary
1
Average Level (RSAL), defined as RSAL = b(∞)−b
,
bs −b1
provides an index ∈ [0,1] that determines the relative
position of the average policyholder at stationarity. A
low RSAL indicates a high clustering of policies in
the low BMS classes. A high RSAL suggests a better
spread of policies among classes.
4. The rate of convergence [3]. For some BMS,
the distribution of policyholders among classes approaches the stationary distribution after very few
years. For other, more sophisticated BMS, class probabilities have not stabilized after 30, even 60 years.
This is a drawback: as the main objective of BMS
is to correct the inadequacies of a priori rating by
separating the good from the bad drivers, the separation process should proceed as fast as possible.
Sixty years is definitely excessive, when compared to
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the driving lifetime
 of policyholders. The total variation, TV n (λ) = sj =1 |pin0 j (λ) − aj (λ)|, measures the
degree of convergence of the system to the stationary distribution after n years. For any two probability
distributions, the total variation is always between 0
and 2. It progressively decreases to 0 as the BMS
stabilizes. It is strongly influenced by the number of
classes of the BMS and by the starting class. The premium level of the starting class should be as close as
possible to b(∞) to speed up convergence. Transition
rules normally only have a slight effect on the rate of
convergence.
5. The coefficient of variation of the insured’s premium [12]. Insurance is a risk transfer from the policyholder to the insurer. Without a BMS, the transfer
is total (perfect solidarity) and the variability of the
policyholder’s payments across years is zero. Without insurance, there is no transfer (no solidarity), the
policyholder has to pay for all losses, and the variability of payments is maximized. With a BMS, there
is some variability of payments, low in case of a
‘lenient’ BMS that does not penalize claims much,
higher in case of a ‘tough’ BMS with severe claim
penalties. The coefficient of variation (standard deviation divided by mean), a better measure of variability
than the variance since it is a dimensionless measure
of dispersion, thus evaluates solidarity or toughness
of BMS. For all BMS in force around the world, only
a small fraction of the total coefficient of variation of
claims is transferred to the policyholder, even with a
severe BMS. In all cases the main risk carrier remains
the insurer.
6. The elasticity of the mean stationary premium with
respect to the claim frequency [13]. The decision to
build a BMS based on claim number only has the
important consequence that the risk of each driver
can be measured by his individual claim frequency
λ. The elasticity of the mean stationary premium
with respect to the claim frequency (in short, the
elasticity of the BMS) measures the response of
the system to a change in the claim frequency. For
any reasonable BMS, lifetime premiums paid by
policyholders should be an increasing function of
λ. Ideally, this dependence should be linear: a 10%
increase of λ should trigger a 10% increase of total
premiums. In most cases, the premium increase is
less than 10%. If it is 2%, the elasticity of the BMS
when λ = 0.10 is evaluated at 0.20.
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An asymptotic concept of elasticity was introduced
by Loimaranta [13] under the name of efficiency.
Denoting b(∞, λ) the mean stationary premium associated with a claim frequency λ, it is defined as
. The BMS is said to be perη(λ) = db(∞,λ)/b(∞,λ)
dλ/λ
fectly elastic if η(λ) = 1. It is impossible for η(λ)
to be equal to 1 over the entire segment λ = (0,1).
η(λ) → 0 when λ → 0 and λ → ∞. The designer of
a BMS of course has to focus on the value of η(λ) for
the most common values of λ, for instance, the range
(0.05–0.25). In practice, nearly all BMS exhibit an
elasticity that is well below 1 in that range. The Swiss
system presents one of the rare cases of overelasticity
η(λ) > 1 in the range (0.15–0.28).
The portfolio elasticity η can be found by integrat∞
ing η(λ) : η = λ=0 η(λ)u(λ)dλ. A transient concept
of efficiency is defined in [11]. See [17] for a criticism of the concept of elasticity.
7. The average optimal retention (The bonus hunger
effect). A BMS with penalties that are independent of
the claim amount will trigger a bonus hunger effect;
policyholders will pay minor claims themselves and
not report them to their company, in order to
avoid future premium increases. The existence of
this behavior was recognized as early as 1938 [14].
In several countries consumer associations journals
publish tables of optimal retentions, the claim
amounts under which it is in the driver’s interest to
pay the claim out-of-pocket, and above which the
claim should be reported to the insurer. In some
countries, the existence of bonus hunger has been
explicitly recognized by regulators. In Germany, for
instance, in 1995, the policy wording specified that,
if the insured voluntarily reimbursed the company
for the cost of the claim, the penalty would not
be applied (even as the company incurred claim
settlement costs). Moreover, if the claim amount
did not exceed DM 1000, the company was legally
required to inform the policyholder of his right to
reimburse the loss.
Tables published by consumer associations are
usually based on unrealistic assumptions such as
no inflation or no future claims. The calculation
of the optimal strategy of the policyholder is a
difficult problem, closely related to infinite-horizon
dynamic programming under uncertainty. The optimal retention depends on numerous factors such as
the current BMS class, the discount factor, the claim
frequency, the time of the accident in the policy

year, the number of accidents already reported, and
the claim severity distribution. Numerous authors,
actuaries, and operations researchers, have presented
algorithms to compute policyholders’ optimal strategies [12]. Optimal retentions turn out to be surprisingly high. With the exception of drivers who have
reached the lowest BMS classes, retentions usually
exceed annual premiums. It is sometimes in the
best interest of a policyholder to pay out-of-pocket
a claim exceeding four or five times his annual
premium.
If policyholders’ out-of-pocket payments to accident victims are reasonable, the hunger-for-bonus
phenomenon amounts to a small deductible and
reduces administrative expenses, two desirable features. If, however, a BMS induces drivers to pay
claims in excess of, say, $5000, it definitely penalizes claims excessively and encourages hit-and-run
behavior. It is not a goal of a BMS to transfer most
claims from the insurer to the insureds.
An ‘optimal’ BMS should be transparent, have an
RSAL that is not too low, a fast rate of convergence,
a reasonable coefficient of variation of the insured’s
premium, an elasticity near 1 for the most common
values of λ, moderate optimal retentions, and a low
rating error. These objectives are conflicting. Making
the transition rules of a BMS more severe, for
instance, usually will improve the rating error, the
elasticity, the RSAL, and the transparency, but will
slow down the convergence of the BMS and may
increase the variability and the optimal retentions to
excessive levels. The design of a BMS is therefore
a complicated exercise that requires numerous trials
and errors to achieve reasonable values for the
selected actuarial criteria and to satisfy marketing and
regulatory conditions.

The Future of Bonus-Malus Systems
In the United Kingdom, insurers have enjoyed rating freedom in automobile insurance for many
years. As a result, they have developed rating
schemes that include several a priori variables (territory, age, use and model of vehicle, age of
driver, driving restrictions) and rather simple BMS.
Fierce competition resulted in policyholders having a choice among over 50 BMS at one point.
These BMS were however fairly similar, with
6 or 7 classes and maximum discounts of 60
or 65%.

Bonus–Malus Systems
In most other countries, BMS were developed
in a regulatory environment that provided little
room for competition. A single BMS, applicable
by all companies, was designed. Most Western
European countries introduced BMS in the early
1960s. The 1970s saw turbulent economic times,
drastic gas price increases following the first oil
shock, years of double-digit inflation, and government efforts to reduce the toll of automobile accidents
(laws mandating the use of safety belts, introduction of severe penalties in case of drunken driving, construction of an efficient network of freeways). The combined effect of these factors was
a drastic reduction in claim frequencies to levels averaging 10%. The ‘first-generation’ BMS of
the 1960s became obsolete, because they had been
designed for higher claim frequencies. The concentration of policyholders in high-discount classes
soon made the BMS inefficient as rating devices.
This resulted in the creation of ‘second-generation’
BMS, characterized by tougher transition rules, in
the 1980s.
In July 1994, complete freedom of services was
established in the European Union in non-life insurance, implementing the ‘Third Directive 92/49/EEC’.
In some countries like Portugal and Italy, insurance carriers engaged in intense competition in automobile insurance. A major segmentation of risks
took place to identify and attract the best drivers,
and several very different BMS were created and
widely advertised to the public. In other countries
like Belgium, regulatory authorities accepted transitory conditions that allowed a ‘soft landing’ to
rating freedom. A new BMS was implemented in
September 1992, with more severe transition rules.
The European Commission indicated that it would
view a unique BMS, to be applied by all companies, as incompatible to freedom of services. Belgian
insurers agreed to a two-step phase-out of the obligatory system. Around mid-2001, they eliminated the
compulsory premium levels of the new BMS, while
keeping the number of classes and transition rules.
Companies became free to select their own premium levels within the framework of the existing
system. In January 2004, each insurer will be authorized to design its own system. This delay in the
implementation of European Union laws will enable
the insurance market to organize a central system
to make the policyholders’ claims history available
to all.

7

The future will tell whether free competition in
automobile insurance markets will lead to vastly different BMS or, as some have predicted, a progressive
disappearance of BMS as we know them.
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(See also Experience-rating)
JEAN LEMAIRE

Burning Cost
The burning cost is an experience-rating method
most commonly used in nonproportional reinsurance when there is sufficient credible claims experience. The burning cost adjusts the actual historical
losses and translates them to the prospective reinsurance period. Strain [2] defines the burning cost
as, ‘The ratio of actual past reinsured losses to ceding company’s subject matter premium (written or
earned) for the same period.’
The burning cost is most useful for lower layers
where there is significant claims experience for the
results to be meaningful and predictive. When there
is no sufficient claims experience, alternative rating
methods might be used, for example, the exposure
rating method.

Pure Burning Cost
The pure burning cost is calculated by treaty year
as the total incurred losses to the layer over the
corresponding earned premium subject to the treaty.
Once the burning cost is calculated for each treaty
year, we calculate the average burning cost.
In practice, usually the most recent years of experience are not fully developed and therefore the claims
should be projected to ultimate before including them
in the burning cost average (see Reserving in Nonlife Insurance).

Trended Burning Cost
When the burning cost is used to estimate the
expected losses to the layer or the expected rate to be
charged for the layer for the prospective treaty year,
the historical losses should be adjusted for trends (e.g.
inflation, claims inflation, (see Excess-of-loss Reinsurance) etc.) before applying the layer attachment
and limit.
Care must be taken when expressing the trended
losses in the layer as a percentage of the premium
subject to the treaty. Naturally the subject premium
(see Exposure Rating) written by the primary insurer
will change for every treaty year. These changes
might be due to changes in premium rates, changes in
volume of business written (e.g. number of policies),
or both. When estimating a trended burning cost, the

premium used should be adjusted so that the premium
for all treaty years are at the current premium rates.
This adjustment is known as on-leveling [1].
The on-level premium is often used as a measure
of business volume written by the company. If the
volume of business changes significantly between
years the burning cost should be adjusted to allow
for these changes [1].

Example
Table 1 shows the incurred claims greater than
$150 00 for a primary company (ignoring expenses)
for treaty years 1996, 1997, and 1998. Assuming that
the reinsurer provides cover for the layer $500 000
xs $500 000, we want to use this claims experience
to estimate the pure burning cost and the trended
burning cost for the reinsurer for the treaty year 2002.
We have trended the losses to 2002 values assuming
5% inflation rate per annum.
Table 2 shows the burning cost and the trended
burning cost by treaty year. We have assumed that the
changes in subject premium are only due to changes
in premium rates. Therefore, the on-level premium
at 2002 rates is the expected premium for the 2002
treaty year, which we have assumed to be $6 200 000.
Note that by trending the losses before applying
the layer limits, the number of losses in the layer
increases. Moreover, the trend factor applied to losses
in 1996 is (10.5)6 = 1.34, whereas the trend factor
Table 1 Historical losses greater than $150 000 for the
layer $500 000 xs $500 000
Claim amounts
Treaty year
1996
1996
1996
1996
1997
1997
1997
1998
1998
1998
1998
1998
1998
1998

Claim to the layer

Incurred

Trended

Incurred

Trended

425 000
578 900
375 000
1 265 000
356 980
395 000
2 568 900
155 500
758 900
550 000
450 000
745 000
965 000
1 360 000

569 541
775 781
502 536
1 695 221
455 607
504 131
3 278 640
189 011
922 448
668 528
546 978
905 552
1 172 964
1 653 089

0
78 900
0
500 000
0
0
500 000
0
258 900
50 000
0
245 000
465 000
500 000

69 541
275 781
2536
500 000
0
4131
500 000
0
422 448
168 528
46 978
405 552
500 000
500 000

2
Table 2

Burning Cost
Burning cost results
Incurred basis

Trended basis

Treaty year

Premium

Losses

No. claims

BC (%)

Premium

Losses

No. claims

BC (%)

1996
1997
1998

5 000 000
5 175 000
5 356 125

578 900
500 000
1 518 900

2
1
5

11.6
9.7
28.4

6 200 000
6 200 000
6 200 000

847 858
504 131
2 043 506

4
2
6

13.7
8.1
33.0

for losses in the layer is (847 858/578 900) = 1.46.
In other words, the trend factor in the layer is higher
than the trend applied to the original claims since by
trending more claims would impact the layer.

Practical Considerations
Below we describe some adjustments that should be
taken into account in practice when using the burning
cost.
1. Treatment of expenses: In practice, the definition
of a claim is split into the claim itself and expenses
directly related to the claim, for example, defense
cost. How these expenses are allocated to the claim
is specified in the primary policy and the reinsurance
contract. The claim amounts have to be adjusted for
expenses when calculating the burning cost.
2. Trending and policy limits: When each claim
has associated a corresponding primary policy limit

(when appropriate) the trended losses have to be
capped at the original policy limit. If the policy limits
are not available (but they are applicable), care must
be taken into account when interpreting the results
of the trended burning cost since there is a risk of
overestimating the trended losses and therefore the
trended losses to the layer.
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ANA J. MATA

Catastrophe Models and
Catastrophe Loads

little help in estimating future losses – that this article
addresses. I will begin with the latter aspect.

Catastrophe Loss Models
Introduction
Natural catastrophes such as earthquakes, hurricanes, tornadoes, and floods have an impact on many
insureds, and the accumulation of losses to an insurer
can jeopardize the financial well-being of an otherwise stable, profitable insurer. Hurricane Andrew, in
addition to causing more than $16 billion in insured
damage, left at least 11 companies insolvent in 1992.
The 1994 Northridge earthquake caused more than
$12 billion in insured damage in less than 60 seconds.
Fortunately, such events are infrequent. But it
is exactly their infrequency that makes the estimation of losses from future catastrophes so difficult.
The scarcity of historical loss data makes standard
actuarial techniques of loss estimation inappropriate
for quantifying catastrophe losses. Furthermore, the
usefulness of the loss data that does exist is limited because of the constantly changing landscape
of insured properties. Property values change, building codes change over time, along with the costs
of repair and replacement. Building materials and
designs change, and new structures may be more
or less vulnerable to catastrophic events than were
the old ones. New properties continue to be built in
areas of high hazard. Therefore, the limited loss information that is available is not sufficient for a direct
estimate of future losses.
It is these two aspects of catastrophic losses –
the possibility that a quick accumulation of losses
can jeopardize the financial well-being of an insurer,
and the fact that historical loss information provides

Event
generation

The modeling of catastrophes is based on sophisticated stochastic simulation procedures and powerful
computer models of how natural catastrophes behave
and act upon the man-made environment. Typically,
these models are developed by commercial modeling firms. This article describes a model of one such
firm. I have examined other catastrophe models over
my actuarial career, and many of these other catastrophe models are similar to the model, which I will
describe below.
The modeling is broken into four components.
The first two components, event generation and local
intensity calculation define the hazard. The interaction of the local intensity of an event with specific
exposures is developed through engineering-based
vulnerability functions in the damage estimation component. In the final component, insured loss calculation, policy conditions are applied to generate the
insured loss.
Figure 1 illustrates the component parts of the
catastrophe models. It is important to recognize that
each component, or module, represents both, the
analytical work of the research scientists and engineers who are responsible for its design and the
complex computer programs that run the simulations.

The Event Generation Module
The event generation module determines the frequency, magnitude, and other characteristics of potential catastrophe events by geographic location. This

Local intensity
calculation
Damage
estimation
Insured loss
calculation

Exposure
data
Policy
conditions

Figure 1

Catastrophe model components (in gray)
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requires, among other things, a thorough analysis of
the characteristics of historical events.
After rigorous data analysis, researchers develop
probability distributions for each of the variables,
testing them for goodness-of-fit and robustness. The
selection and subsequent refinement of these distributions are based not only on the expert application
of statistical techniques but also on well-established
scientific principles and an understanding of how
catastrophic events behave.
These probability distributions are then used to
produce a large catalog of simulated events. By sampling from these distributions, the model generates
simulated ‘years’ of event activity. Many thousands
of these scenario years are generated to produce the
complete and stable range of potential annual experience of catastrophe event activity and to ensure full
coverage of extreme (or ‘tail’) events, as well as full
spatial coverage.

intensity at each location. Because different structural types will experience different degrees of damage, the damageability relationships vary according to construction materials and occupancy. The
model estimates a complete distribution around the
mean level of damage for each local intensity and
each structural type and, from there, constructs an
entire family of probability distributions. Losses
are calculated by applying the appropriate damage
function to the replacement value of the insured
property.
The damageability relationships incorporate the
results of well-documented engineering studies, tests,
and structural calculations. They also reflect the
relative effectiveness and enforcement of local building codes. Engineers refine and validate these functions through the use of postdisaster field survey data
and through an exhaustive analysis of detailed loss
data from actual events.

The Local Intensity Module

The Insured Loss Module

Once the model probabilistically generates the
characteristics of a simulated event, it propagates
the event across the affected area. For each location
within the affected area, local intensity is estimated.
This requires, among other things, a thorough
knowledge of the geological and/or topographical
features of a region and an understanding of how
these features are likely to influence the behavior
of a catastrophic event. The intensity experienced
at each site is a function of the magnitude of
the event, distance from the source of the event,
and a variety of local conditions. Researchers base
their calculations of local intensity on empirical
observation as well as on theoretical relationships
between the variables.

In this last component of the catastrophe model,
insured losses are calculated by applying the policy conditions to the total damage estimates. Policy
conditions may include deductibles by coverage,
site-specific or blanket deductibles, coverage limits, loss triggers, coinsurance, attachment points and
limits for single or multiple location policies, and
risk-specific insurance terms.

The Damage Module
Scientists and engineers have developed mathematical
functions called damageability relationships, which
describe the interaction between buildings (both their
structural and nonstructural components as well as
their contents), and the local intensity to which
they are exposed. Damageability functions have also
been developed for estimating time element losses.
These functions relate the mean damage level as
well as the variability of damage to the measure of

The Model Output
After all of the insured loss estimations have been
completed, they can be analyzed in ways of interest
to risk management professionals. For example, the
model produces complete probability distributions of
losses, also known as exceedance probability curves
(see Figure 2). Output includes probability distributions of gross and net losses for both annual aggregate
and annual occurrence losses. The probabilities can
also be expressed as return periods. That is, the loss
associated with a return period of 10 years is likely
to be exceeded only 10% of the time or, on average,
in 1 out of 10 years. For example, the model may
indicate that, for a given regional book of business, $80 million or more in insured losses would
be expected to result once in 50 years, on average, in
a defined geographical area, and that losses of $200
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million or more would be expected, on average, once
every 250 years.
Output may be customized to any desired degree
of geographical resolution down to location level,
as well as by line of insurance and, within line
of insurance, by construction class, coverage, and
so on. The model also provides summary reports
of exposures, comparisons of exposures and losses
by geographical area, and detailed information on
potential large losses caused by extreme ‘tail’ events.

Managing the Catastrophe Risk
As mentioned in the introduction, a quick accumulation of losses can jeopardize the financial well-being
of an insurer. In this section, I will give a description
of the financial environment that is typically faced
by an insurer. This will be followed by an example that illustrates the effect of catastrophes in this
environment.
My first assumption is that the insurer’s capital
is a function of its insurance risk. One way to measure this risk is to first define the Tail Value-at-Risk
(see Risk Measures; Risk Statistics) as the average of all net (after reinsurance) catastrophe losses,
X, above a given percentile, α. Denote this quantity
by TVaR α (X). Next, define the required capital for
the insurer to be equal to TVaR α (X) − E(X). The
capital is provided by investors who expect to be
compensated for exposing their money to this catastrophe risk.

In addition to raising capital, an insurer can also
finance its risk by buying reinsurance. While reinsurance can reduce risk, it does have a cost. A key
part of managing the catastrophe risk involves making intelligent use of reinsurance by balancing the
cost of capital with the cost of reinsurance.
My second assumption is that the price of catastrophe insurance cannot be dictated by the insurer. I
view the insurer as a price taker, not a price maker.
A second part of managing catastrophe risk involves
deciding where to write insurance and what price is
acceptable to the insurer in return for accepting the
risk of a catastrophe.
These assumptions can be applied to all kinds of
insurance, not just catastrophe insurance. But these
assumptions can lead to extraordinary conclusions
when applied to catastrophes due to natural disasters,
as I will illustrate below.

Illustrative Catastrophe Model Output
Let us begin with a description of an imaginary state
and the hurricanes that inflict damage on the property
of its residents.
The State of East Oceania is a rectangular state
organized into 50 counties. It has an ocean on its
east side and is isolated on its remaining three sides.
Table 1 provides a schematic map giving the percentage of exposure units (in $1000s of the insured value)
in each county. This table shows that East Oceania
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Table 1

Schematic map of the state of East Oceania

has a reasonable array of metropolitan areas, suburbs,
and rural areas.
East Oceania is exposed to hurricanes that move
in a westward path. The hurricanes are modeled by a
set of 63 loss scenarios, each with its own probability.
The damage caused by the hurricane can span a width
of either one or two counties. Each landfall has the
same probability of being hit. The losses due to each
hurricane decrease as the storm goes inland, with the
loss decreasing by 70% as the hurricane moves to
the west. The overall statewide average loss cost is
$4 per $1000 of insurance.
In all, the model has 63 events. Table 2 describes
the losses for each event and county.

E(X), where X is its net loss random variable.
Each insurer has to pay investors a return of 15%
on their capital investment. Each insurer has access
to excess-of-loss reinsurance which covers 90% of
the losses over any selected retention. The reinsurer
charges a premium equal to twice the expected
reinsurance recovery. This makes the net reinsurance
premium (= total premium – expected recovery)
equal to its expected recovery. The insurer’s total
cost of financing its business is 15% of its capital
requirement plus its net reinsurance premium.
Each insurer will address two questions.
•

Analyses of Illustrative Insurers
I will now describe some consequences of the
economic environment described above on three
illustrative insurers. Each insurer determines its
necessary capital by the formula, TVaR 99% (X) −

•

What reinsurance retention should it select?
In our examples, the insurer will select the retention that minimizes its total cost of financing its
current business.
In what territories can it write business at a
competitive premium?
In our examples, the insurer will calculate its
marginal cost of financing insurance when it adds

Catastrophe Models and Catastrophe Loads
Table 2
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Hurricane losses by event
Small hurricanes

Large hurricanes

Event

Landfall
county

Cost per unit
of exposure

Probability

Event

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30

5
5
5
10
10
10
15
15
15
20
20
20
25
25
25
30
30
30
35
35
35
40
40
40
45
45
45
50
50
50

4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368

0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854

31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63

Landfall
counties
5
5
5
10
10
10
15
15
15
20
20
20
25
25
25
30
30
30
35
35
35
40
40
40
45
45
45
5
5
5
50
50
50

10
10
10
15
15
15
20
20
20
25
25
25
30
30
30
35
35
35
40
40
40
45
45
45
50
50
50

Cost per unit
of exposure

Probability

12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281

0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236

Note: The cost per unit of exposure for an inland county is equal to 70% of the cost per unit of exposure for the county immediately
on its east. Note that there is also a zero-loss scenario, with a probability of 0.5.

a new insurance policy to its current book of
business. If the competitive market will allow the
insurer to recover its marginal cost of financing
insurance, it can write the policy.
I shall refer to the marginal cost of financing
insurance for a given insurance policy as the risk load
for the policy. As the examples below will illustrate,
the risk load will depend upon circumstances that are
particular to the insurer’s current book of business.
Note that the risk load will not be a provision in
the premium that the insurer actually charges. The

premium is determined by the market. Instead, the
risk load is a consideration that the insurer must make
when deciding to meet the market’s premium.
All County Insurance Company sells insurance in
the entire state. All County’s exposure in each county
is proportional to the number of exposure units in the
county. All County insures 10 million exposure units
and expects $40 million in annual losses.
In deciding what reinsurance retention to use, All
County calculates its cost of financing over a range of
retentions. The results are plotted in Figure 3 below.
It turns out that All County’s optimal reinsurance
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Note:
• Territories 24 and 25, each with 9% of the exposure, have higher risk loads because of their higher concentration of exposure.
• Territory 21 has a higher risk load, in spite of its low concentration of exposure (1% of total) because it has its losses at the
same time as Territories 24 and 25.
• Several territories, for example, 20 and 30, have relatively high risk loads in spite of their low exposure because of their
proximity to territories with high exposure.
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retention is $105.6 million, yielding a total cost of
financing as $26.8 million.
Next All County calculates its risk load for each
territory by calculating its marginal cost of financing
(at the optimal retention) when adding a $100 000
building to its current book of business, and then
subtracting its current cost of financing. Table 3 gives
the risk loads by territory for All County.
By inspection, one can see that concentration
of exposures, and proximity to concentrations of
exposure is associated with higher risk loads for
All County.
Having seen the effects of concentration of exposure, let us now examine Uni-County Insurance Company. Uni-County insures the same amount of exposure in each county. It has 20.5 million exposure units
county with the result that, like All County, it expects
$40 million in annual losses.
In a manner similar to All County, Uni-County
calculates that its optimal reinsurance retention is
Table 4
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$141.3 million, with the result that the total cost
of financing its business is $22.3 million. This is
more than $4 million less than the cost to finance
All County.
Table 4 gives the risk loads for Uni-County Insurance Company. Note that except for the territories on
the border, the risk loads are identical. But in spite of
Uni-County’s overall lower cost of financing, the risk
loads are higher than the corresponding risk loads for
All County. This is driven by the higher proportion of
Uni-County’s exposure in the less densely populated
territories.
This means that Uni-County could successfully
compete with All County in the densely populated
territories, and unless Uni-County has some other
competitive advantage, it could lose business to All
County in the less densely populated counties.
Our final example is the Northern Counties Insurance Company. Northern Counties restricts its writings to Counties 1–25. Within these counties, its

Marginal cost of financing for Uni-County Insurance Company

Note:
•
•

The risk loads are identical as a proportion of expected losses, except for the north and south borders.
The risk loads, for all but territories 21–25, are higher than the corresponding risk loads for All County Insurance Company.
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exposure is proportional to the number of exposure
units in the county. Northern Counties insures a total
of 18.4 million exposure units and expects $40 million in annual losses.
In a manner similar to the other insurers, Northern
Counties calculates that its optimal reinsurance retention is $101.8 million, with the result that the total
cost of financing its business is $39.6 million. This is
noticeably higher than it costs the other insurers to
finance their insurance.
Table 5 gives the risk loads for Northern Counties.
Note that its risk loads are not competitive in the
counties in which it does business. Note also that
its risk loads are negative in the southern counties
(31–50) in the State of East Oceania.
Negative risk loads deserve an explanation. Whenever there is a loss in the northern counties (1–25),
there is no loss in the southern counties. Since Northern Counties’ big losses occur when hurricanes hit
the northern counties, it does not raise its required
Table 5

assets, TVaR 99% (X), when it adds a single insurance
policy in the southern territories. But, writing a single
insurance policy in the southern counties increases
E(X). Thus the required capital, TVaR 99% (X) − E(X)
decreases and the marginal capital for this policy is
negative. This result has an analogy in standard portfolio theory where it can pay for an investor to accept
a negative expected return on a security when it is
negatively correlated with the rest of its portfolio.
If Northern Counties can develop the necessary
infrastructure in the southern half of East Oceania, it
should be able to draw business from All County and
Uni-County. However, it will lose this advantage if
it writes too much business in the southern counties.
Also, it stands to lose business to the other insurers
in the northern counties unless it has some other
competitive advantage.
Taken together, these three examples point toward
a market dynamic that says, roughly, that insurers
should write business in places where other insurers

Marginal cost of financing for Northern Counties Insurance Company

Note:
•
•

The risk loads for Counties 1–25 are higher than the minimum risk loads for the other two insurers.
The risk loads for Counties 31–50 are negative!
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are concentrated and where they are not concentrated.
In general, we should expect catastrophe insurance
premiums to be higher in areas where exposure is
concentrated.
While it might be possible to formalize such
statements by hypothesizing an ideal market, real
markets are constantly changing and it is unlikely
that any result of that sort will be of real use.
This article illustrates what can happen. Also, it
provides examples showing how insurers can apply
catastrophe models to current conditions and modify
their reinsurance and underwriting strategies to make
more efficient use of their capital.

•

•
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It can take a long time to settle claims in other
lines. An insurer must hold capital until all claims
are settled and investors must be compensated for
holding capital for this extended length of time.
Meyers et al. [4] address this problem.
In general, the sum overall insurance policies of
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is proportional to the exposure in that county, in
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the risk load as the product of the marginal capital
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Claim Size Processes
The claim size process is an important component
in the insurance risk models. In the classical insurance risk models, the claim process is a sequence
of i.i.d. random variables. Recently, many generalized models have been proposed in the actuarial
science literature. By considering the effect of inflation and/or interest rate, the claim size process will
no longer be identically distributed. Many dependent
claim size process models are used nowadays.

Renewal Process Models
The following renewal insurance risk model was
introduced by E. Sparre Andersen in 1957 (see [2]).
This model has been studied by many authors (see
e.g. [4, 20, 24, 34]). It assumes that the claim sizes,
Xi , i ≥ 1, form a sequence of independent, identically distributed (i.i.d.) and nonnegative r.v.s. with a
common distribution function F and a finite mean µ.
Their occurrence times, σi , i ≥ 1, comprise a renewal
process N (t) = #{i ≥ 1; σi ∈ (0, t]}, independent of
Xi , i ≥ 1. That is, the interoccurrence times θ1 =
σ1 , θi = σi − σi−1 , i ≥ 2, are i.i.d. nonnegative r.v.s.
Write X and θ as the generic r.v.s of {Xi , i ≥ 1} and
{θi , i ≥ 1}, respectively. We assume that both X and
θ are not degenerate at 0. Suppose that the gross premium rate is equal to c > 0. The surplus process is
then defined by
S(t) =

N(t)


Xi − ct,

(1)

i=1


where, by convention, 0i=1 Xi = 0. We assume the
relative safety loading condition
cEθ − EX
> 0,
EX

(2)

and write F for the common d.f. of the claims. The
Andersen model above is also called the renewal
model since the arrival process N (t) is a renewal
one. When N (t) is a homogeneous Poisson process,
the model above is called the Cramér–Lundberg
model. If we assume that the moment generating
function of X exists, and that the adjustment coefficient equation
MX (r) = E[erX ] = 1 + (1 + θ)µr,

(3)

has a positive solution, then the Lundberg inequality for the ruin probability is one of the important
results in risk theory. Another important result is the
Cramér–Lundberg approximation.
As evidenced by Embrechts et al. [20], heavytailed distributions should be used to model the claim
distribution. In this case, the moment generating
function of X will no longer exist and we cannot have
the exponential upper bounds for the ruin probability.
There are some works on the nonexponential upper
bounds for the ruin probability (see e.g. [11, 37]),
and there is also a huge amount of literature on
the Cramér–Lundberg approximation when the claim
size is heavy-tailed distributed (see e.g. [4, 19, 20]).

Nonidentically Distributed Claim Sizes
Investment income is important to an insurance company. When we include the interest rate and/or
inflation rate in the insurance risk model, the claim
sizes will no longer be an identically distributed
sequence. Willmot [36] introduced a general model
and briefly discussed the inflation and seasonality
in the claim sizes, Yang [38] considered a discretetime model with interest income, and Cai [9] considered the problem of ruin probability in a discrete
model with random interest rate. Assuming that the
interest rate forms an autoregressive time series,
Lundberg-type inequality for the ruin probability
was obtained. Sundt and Teugels [35] considered a
compound Poisson model with a constant force of
interest. Let Uδ (t) denote the value of the surplus at
time t. Uδ (t) is given by

Uδ (t) = ue +
δt

ps (δ)
t

−

t

eδ(t−v) dS(v),

(4)

0

where u = U (0) > 0 and
 t
s (δ)
=
eδv dv
t
0


=

t

e −1
δ
δt

if
if

δ=0
,
δ>0

S(t) =

N(t)


Xj ,

j =1

N (t) denotes the number of claims that occur in an
insurance portfolio in the time interval (0, t] and
is a homogeneous Poisson process with intensity
λ, and Xi denotes the amount of the i th claim.
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Owing to the interest factor, the claim size process is not an i.i.d. sequence in this case. By using
techniques that are similar to those used in dealing with the classical model, Sundt and Teugels [35]
obtained Lundberg-type bounds for the ruin probability. Cai and Dickson [10] obtained exponential type
upper bounds for ultimate ruin probabilities in the
Sparre Andersen model with interest. Boogaert and
Crijns [7] discussed related problems. Delbaen and
Haezendonck [13] considered risk theory problems in
an economic environment by discounting the value
of the surplus from the current (or future) time to
the initial time. Paulsen and Gjessing [33] considered
a diffusion-perturbed classical risk model. Under
the assumption of stochastic investment income,
they obtained a Lundberg-type inequality. Kalashnikov and Norberg [26] assumed that the surplus of
an insurance business is invested in a risky asset,
and obtained upper and lower bounds for the ruin
probability. Klüppelberg and Stadtmüller [27] considered an insurance risk model with interest income
and heavy-tailed claim size distribution. Asymptotic
results for ruin probability were obtained.
Asmussen [3] considered an insurance risk model
in a Markovian environment and Lundberg-type
bound and asymptotic results were obtained. In this
case, the claim sizes depend on the state of the
Markov chain and are no longer identically distributed. Point process models have been used by
some authors (see e.g. [5, 6, 34]). In general, the
claim size processes are even not stationary in the
point process models.

Correlated Claim Size Processes
In the classical renewal process model, the assumptions that the successive claims are i.i.d., and that
the interoccurring times follow a renewal process
seem too restrictive. The claim frequencies and
severities for automobile insurance and life insurance are not altogether independent. Different models have been proposed to relax such restrictions.
The simplest dependence model is the discrete-time
autoregressive model in [8]. Gerber [23] considered
the linear model, which can be considered as an
extension of the model in [8]. The common Poisson
shock model is commonly used to model the dependency in loss frequencies across different types of
claims (see e.g. [12]). In [28], finite-time ruin probability is calculated under a common shock model

in a discrete-time setting. The effect of dependence
between the arrival processes of different types of
claims on the ruin probability has also been investigated (see [21, 39]). In [29], the claim process is
modeled by a sequence of dependent heavy-tailed
random variables, and the asymptotic behavior of ruin
probability was investigated. Mikosch and Samorodnitsky [30] assumed that the claim sizes constitute
a stationary ergodic stable process, and studied how
ruin occurs and the asymptotic behavior of the ruin
probability.
Another approach for modeling the dependence
between claims is to use copulas. Simply speaking, a
copula is a function C mapping from [0, 1]n to [0, 1],
satisfying some extra properties such that given any
n distribution functions F1 , . . . , Fn , the composite
function
C(F (x1 ), . . . , F (xn ))
is an n-dimensional distribution. For the definition
and the theory of copulas, see [32]. By specifying the
joint distribution through a copula, we are implicitly
specifying the dependence structure of the individual
random variables.
Besides ruin probability, the dependency structure between claims also affects the determination
of premiums. For example, assume that an insurance company is going to insure a portfolio of n
risks, say X1 , X2 , . . . , Xn . The sum of these random
variables
(5)
S = X1 + · · · + Xn ,
is called the aggregate loss of the portfolio. In the
presence of deductible d, the insurance company may
want to calculate the stop-loss premium:
E[(X1 + · · · + Xn − d)+ ].
Knowing only the marginal distributions of the individual claims is not sufficient to calculate the stoploss premium. We need to also know the dependence
structure among the claims. Holding the individual
marginals the same, it can be proved that the stoploss premium is the largest when the joint distribution
of the claims attains the Fréchet upper-bound, while
the stop-loss premium is the smallest when the joint
distribution of the claims attains the Fréchet lowerbound. See [15, 18, 31] for the proofs, and [1, 14,
25] for more details about the relationship between
stop-loss premium and dependent structure among
risks.

Claim Size Processes
The distribution of the aggregate loss is very
useful to an insurer as it enables the calculation
of many important quantities, such as the stoploss premiums, value-at-risk (which is a quantile of the aggregate loss), and expected shortfall
(which is a conditional mean of the aggregate loss).
The actual distribution of the aggregate loss, which
is the sum of (possibly dependent) variables, is
generally extremely difficult to obtain, except with
some extra simplifying assumptions on the dependence structure between the random variables. As
an alternative, one may try to derive aggregate
claims approximations by an analytically more
tractable distribution. Genest et al. [22] demonstrated
that compound Poisson distributions can be used to
approximate the aggregate loss in the presence of
dependency between different types of claims. For
a general overview of the approximation methods
and applications in actuarial science and finance,
see [16, 17].
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Risk Modelling, ETH, Zürich, Preprint. Download:
http://www.risklab.ch/.
Mikosch, T. & Samorodnitsky, G. (2000). The supremum of a negative drift random walk with dependent

4

[30]

[31]

[32]

[33]

[34]

[35]

[36]

Claim Size Processes
heavy-tailed steps, Annals of Applied Probability 10,
1025–1064.
Mikosch, T. & Samorodnitsky, G. (2000). Ruin probability with claims modelled by a stationary ergodic stable
process, Annals of Probability 28, 1814–1851.
Müller, A. (1997). Stop-loss order for portfolios of
dependent risks, Insurance: Mathematics and Economics
21, 219–223.
Nelson, R.B. (1999). An Introduction to Copulas, Lectures Notes in Statistics Vol. 39, Springer-Verlag, New
York.
Paulsen, J. & Gjessing, H.K. (1997). Ruin theory with
stochastic return on investments, Advances in Applied
Probability 29, 965–985.
Rolski, T., Schmidli, H., Schmidt, V. & Teugels, J.
(1999). Stochastic Processes for Insurance and Finance,
Wiley and Sons, New York.
Sundt, B. & Teugels, J.L. (1995). Ruin estimates under
interest force, Insurance: Mathematics and Economics
16, 7–22.
Willmot, G.E. (1990). A queueing theoretic approach to
the analysis of the claims payment process, Transactions
of the Society of Actuaries XLII, 447–497.

[37]

Willmot, G.E. & Lin, X.S. (2001). Lundberg Approximations for Compound Distributions with Insurance Applications, Lecture Notes in Statistics, 156, Springer, New
York.
[38] Yang, H. (1999). Non-exponential bounds for ruin probability with interest effect included, Scandinavian Actuarial Journal, 66–79.
[39] Yuen, K.C., Guo, J. & Wu, X.Y. (2002). On a correlated
aggregate claims model with Poisson and Erlang risk
processes, Insurance: Mathematics and Economics 31,
205–214.

(See also Ammeter Process; Beekman’s Convolution Formula; Borch’s Theorem; Collective
Risk Models; Comonotonicity; Cramér–Lundberg
Asymptotics; De Pril Recursions and Approximations; Estimation; Failure Rate; Operational
Time; Phase Method; Queueing Theory; Reliability Analysis; Reliability Classifications; Severity
of Ruin; Simulation of Risk Processes; Stochastic
Control Theory; Time of Ruin)
KA CHUN CHEUNG & HAILIANG YANG

Credibility Theory
Credibility – What It Was and What It Is
In actuarial parlance, the term credibility was originally attached to experience-rating formulas that
were convex combinations (weighted averages) of
individual and class estimates of the individual risk
premium. Credibility theory, thus, was the branch
of insurance mathematics that explored model-based
principles for construction of such formulas. The
development of the theory brought it far beyond the
original scope so that in today’s usage, credibility
covers more broadly linear estimation and prediction
in latent variable models.

The Origins
The advent of credibility dates back to Whitney [46],
who in 1918 addressed the problem of assessing
the risk premium m, defined as the expected claims
expenses per unit of risk exposed, for an individual
risk selected from a portfolio (class) of similar risks.
Advocating the combined use of individual risk experience and class risk experience, he proposed that the
premium rate be a weighted average of the form
m = zm̂ + (1 − z)µ,

(1)

where m̂ is the observed mean claim amount per unit
of risk exposed for the individual contract and µ is
the corresponding overall mean in the insurance portfolio. Whitney viewed the risk premium as a random
variable. In the language of modern credibility theory, it is a function m() of a random element 
representing the unobservable characteristics of the
individual risk. The random nature of  expresses
the notion of heterogeneity; the individual risk is a
random selection from a portfolio of similar but not
identical risks, and the distribution of  describes the
variation of individual risk characteristics across the
portfolio.
The weight z in (1) was soon to be named the
credibility (factor) since it measures the amount of
credence attached to the individual experience, and
m was called the credibility premium.
Attempts to lay a theoretical foundation for rating
by credibility formulas bifurcated into two streams
usually referred to as limited fluctuation credibility

theory and greatest accuracy credibility theory. In
more descriptive statistical terms, they could appropriately be called the ‘fixed effect’ and the ‘random
effect’ theories of credibility.

The Limited Fluctuation Approach
The genealogy of the limited fluctuations approach
takes us back to 1914, when Mowbray [29] suggested how to determine the amount of individual
risk exposure needed for m̂ to be a fully reliable estimate of m. He worked with annual claim amounts
X1 , . . . , Xn , assumed to be i.i.d. (independent and
identically distributed) selections from a probability distribution with density f (x|θ), mean m(θ),
and variance s 2 (θ). The parameter
 θ was viewed
as nonrandom. Taking m̂ = 1/n ni=1 Xj , he sought
to determine how many
are
 years n of observation

needed to make θ |m̂ − m(θ)| ≤ km(θ) ≥ 1 − 
for some given (small) k and . Using
the normal
√
approximation m̂ ∼ N(m(θ), s(θ)/
n),
he
deduced
√
the criterion km(θ) ≥ z1−/2 s(θ)/ n, where z1−/2 is
the upper /2 fractile in the standard normal distribution (see Continuous Parametric Distributions).
Plugging in the empirical estimates m̂ and ŝ 2 =

n
2
i=1 (Xi − m̂) /(n − 1) for the unknown parameters, he arrived at
n≥

2
ŝ 2
z1−/2

k 2 m̂2

.

(2)

Whitney’s and Mowbray’s immediate successors
adopted Whitney’s appealing formula and, replacing
his random effect model with Mowbray’s fixed effect
model, they saw Mowbray’s result (2) as a criterion for full credibility of m̂, which means setting
z = 1 in (1). The issue of partial credibility was
raised: how to choose z when n does not satisfy
(2)? The plethora of papers that followed brought
many tentative answers, but never settled on a unifying principle that covered all special cases and that
opened for significant generalizations. Therefore, the
limited fluctuation approach, despite its grand scale,
does not really constitute a theory in the usual sense.
A survey of the area is given in [27].

The Greatest Accuracy Point of View
After three decades dominated by limited fluctuation
studies, the post World War II era saw the revival of
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Whitney’s random effect idea. Combined with suitable elements of statistical decision theory developed
meanwhile, it rapidly developed into a huge body of
models and methods – the greatest accuracy theory.
The experience-rating problem was now seen as a
matter of estimating the random variable m() with
some function m̆(X) of the individual data X, the
objective being to minimize the mean squared error
(MSE),
(3)
ρ(m̆) = Ɛ[m() − m̆(X)]2 .
The calculation

Ɛ[m() − m̆(X)]2 = Ɛ[m() − Ɛ[m|X]]2
+ Ɛ[Ɛ[m|X] − m̆(X)]2 (4)
shows that the optimal estimator is the conditional
mean,
(5)
m̃(X) = Ɛ[m|X],

likelihood if the posterior stays within the same family. If the conjugate prior is mathematically tractable,
then so is the posterior. The Bayes theory boasts a
huge body of results on conjugate priors for wellstructured parametric likelihoods that possess finitedimensional sufficient statistics; for an overview see,
for example, [8]. In 1972, Ferguson [12] launched
the Dirichlet process (a gamma process normed to a
probability) and showed that it is a conjugate prior to
the nonparametric family of distributions in the case
of i.i.d. observations. Conjugate analysis has had limited impact on credibility theory, the reason being that
in insurance applications, it is typically not appropriate to impose much structure on the distributions. In
the quest for a nice estimator, it is better to impose
structure on the class of admitted estimators and seek
the optimal solution in the restricted class. This is
what the insurance mathematicians did, and the program of greatest accuracy credibility thus became to
find the best estimator of the linear form

and that its MSE is
ρ̃ = Ɛar[m()|X] = ar m − ar m̃.

m̆(X) = a + bm̂(X),
(6)

In statistical terminology, m̃ is the Bayes estimator
under squared loss and ρ̃ is the Bayes risk (see
Bayesian Statistics).
Assuming that the data is a vector X =
(X1 , . . . , Xn ) with density f (x1 , . . . , xn |θ) conditional on  = θ, and denoting the distribution of 
by G, we have

(7)
m̃(X) = m(θ)dG(θ|X1 , . . . , Xn ),

where m̂ is some natural estimator based on the individual data. The MSE of such an estimator is just
a quadratic form in a and b, which is straightforwardly minimized. One arrives at the linear Bayes
(LB) estimator
m = Ɛm() +

ov[m, m̂]
(m̂ − Ɛm̂),
ar m̂

f (x1 , . . . , xn |θ)dG(θ)
.
f (x1 , . . . , xn |θ  )dG(θ  )
(8)
In certain well-structured models, with f (x1 , . . . ,
xn |θ) parametric (i.e. θ is finite-dimensional) and G
conveniently chosen, the integrals appearing in (7)
and (8) are closed form expressions. The quest for
such models is a major enterprise in Bayesian statistics, where f (·|θ) is called the likelihood (function),
G is called the prior (distribution) since it expresses
subjective beliefs prior to data, and G(·|x1 , . . . , xn )
is called the posterior (distribution) accordingly. A
family of priors is said to be conjugate to a given
dG(θ|x1 , . . . , xn ) = 

(10)

and the LB risk
ρ = ar m −

where G(·|x1 , . . . , xn ) is the conditional distribution
of , given the data:

(9)

ov2 [m, m̂]
.
ar m̂

(11)

The LB risk measures the accuracy of the LB estimator. For linear estimation to make sense, the LB
risk ought to approach 0 with increasing amounts of
data X. Since
ρ ≤ Ɛ[m − m̂]2 ,

(12)

a sufficient condition for ρ to tend to 0 is

Ɛ[m − m̂]2 −−−→ 0.

(13)

From the decomposition

Ɛ[m() − m̂]2 = Ɛ[m() − Ɛ[m̂|]]2
+ Ɛar[m̂|]

(14)

Credibility Theory
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it is seen that a pair of sufficient conditions for (13)
to hold true are asymptotic conditional unbiasedness
in the sense

which is the best linear unbiased estimator (BLUE)
of m(θ) in the conditional model, given  = θ, he
arrived at the credibility formula (1) with

Ɛ[m() − Ɛ[m̂|]]2 −−−→ 0

µ = Ɛm() = ƐXj ,

and asymptotic conditional consistency in the sense

Ɛar[m̂|] −−−→ 0.

If this condition is in place, then

Ɛm̂ = Ɛm,
ov[m, m̂] = ar m,
(16)

φ = Ɛs 2 ().

ρ=
(17)

This is the greatest accuracy justification of the credibility approach.

(21)

φλ
= (1 − z)λ,
λn + φ

(22)

which depends in a natural way on n and the
parameters.

The Bühlmann–Straub Model

The Greatest Accuracy Break-through
The program of the theory was set out clearly in
the late 1960s by Bühlmann [4, 5]. He emphasized
that the optimization problem is simple (a matter of
elementary algebra) and that the optimal estimator
and its MSE depend only on certain first and second moments that are usually easy to estimate from
statistical data. The greatest accuracy resolution to
the credibility problem had already been essentially
set out two decades earlier by Bailey [1, 2], but like
many other scientific works ahead of their time, they
did not receive wide recognition. They came prior to,
and could not benefit from, modern statistical decision theory, and the audience was not prepared to
collect the message.
Bühlmann considered a nonparametric model
specifying only that, conditional on , the annual
claim amounts X1 , . . . , Xn are i.i.d. with mean m()
and variance s 2 (). Taking
1
m̂ = X =
Xj ,
n i=1

(20)

The credibility factor z behaves as it ought to do:
it increases and tends to 1 with increasing number
of observations n; it increases with λ, which means
that great uncertainty about the value of the true risk
premium will give much weight to the individual risk
experience; it decreases with φ, which measures the
purely erratic variation in the observations. The LB
risk (11) becomes

and (10) assumes the form (1) with

ar m()
.
µ = Ɛm(), z =
ar m() + Ɛar[m̂|]

λn
,
λn + φ

λ = ar[m()],

Usually m̂ is conditionally unbiased, not only asymptotically:
Ɛ[m̂|] = m().
(15)

ar m̂ = ar m + Ɛar[m̂|],

z=

(19)

n

(18)

The greatest accuracy paradigm, a merger of a sophisticated model concept and a constructive optimization criterion, had great potential for extensions and
generalizations. This was demonstrated in a much
cited paper by Bühlmann and Straub [6], henceforth abbreviated B–S, where the i.i.d. assumption
in Bühlmann’s model was relaxed by letting the
conditional variances be of the form ar[Xj |] =
s 2 ()/pj , j = 1, . . . , n. The motivation was that Xj
is the loss ratio in year j, which is the total claim
amount divided by the amount of risk exposed, pj .
The volumes (p1 , . . . , pn ) constitute the observational design, a piece of statistical terminology that
has been adopted in insurance mathematics despite
its connotation of planned experiments. The admitted
estimators were taken to be of the linear form
m̆ = g0 + g1 X1 + · · · + gn Xn ,

(23)

with constant coefficients gj . Minimization of the
MSE (3) is just another exercise in differentiation of a
quadratic form and solving the resulting set of linear
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equations. The LB estimator is of the credibility form
(1), now with
n

pj Xj
m̂ =

j =1
n


(24)

R = ar m − ov[m, x ][ar x]−1 ov[x, m ].
(31)

pj

The Random Coefficient Regression Model

j =1

(the BLUE of m(θ) in the conditional or fixed effects
model), and
n

pj λ
z=

where tr denotes the trace operator and R is the LB
risk matrix

j =1
n


.

Hachemeister [16] introduced a regression extension
of the B–S model specifying that

Ɛ[Xj |] =

(25)

pj λ + φ

s


yj r br (),

where the regressors yj r are observable, and

j =1

ar[Xj |] = s 2 ()pj .

The LB risk is
ρ = (1 − z)λ.

(32)

r=1

(26)

In retrospect, this was a humble extension of the
results (18)–(22) for the i.i.d. case, but of great
importance in its time since it manifestly showed the
wide applicability of the greatest accuracy construction. The way was now paved for more elaborate
models, and new results followed in rapid succession.

Multidimensional Credibility

(33)

The design now consists of the n × q regressor
matrix Y = (Yj r ) and the n × n volume matrix P =
Diag(pj ) with the pj placed down the principal diagonal and all off-diagonal entries equal to 0. In matrix
form, denoting the n × 1 vector of observations by
x and the s × 1 vector of regression coefficients by
b(),

Ɛ[x|] = Yb(),

(34)

ar[x|] = s 2 ()P−1 .

(35)

The problem is to estimate the regression coefficients
b(). Introducing

Jewell [20] introduced a multidimensional model in
which the data is a random n × 1 vector x, the estimand m is a random s × 1 vector, and the admitted
estimators are of the linear form

the entities involved in (29) and (31) now become

m̆ = g + Gx,

Ɛx = Yβ,

β = Ɛb,  = ar b, φ = Ɛs 2 (),

(27)

ar x = YY + φP−1 ,

with constant coefficients g (s × 1) and G (s × n).
The objective is to minimize the MSE
ρ(m̆) = Ɛ(m − m̆) A(m − m̆),

(28)

where A is a fixed positive definite s × s matrix.
Again, one needs only to minimize a quadratic form.
The LB solution is a transparent multidimensional
extension of the one-dimensional formulas (10) –
(11):
m = Ɛm + ov[m, x ][ar x]−1 (x − Ɛx),
ρ = tr(AR),

(29)
(30)

ov[x, b ] = Y.
If Y has full rank s, some matrix algebra leads to the
appealing formulas
b = Zb̂ + (I − Z)β,

(36)

R = (I − Z),

(37)

where
b̂ = (Y PY)−1 Y Px,


−1

(38)


Z = (Y PY + φI) Y PY.

(39)

Credibility Theory
Formula (36) expresses the LB estimator as a credibility weighted average of the sample estimator b̂,
which is BLUE in the conditional model, and the
prior estimate β. The matrix Z is the called the credibility matrix. The expressions in (38) and (39) are
matrix extensions of (24) and (25), and their dependence on the design and the parameters follows along
the same lines as in the univariate case.

Heterogeneity Models and Empirical Bayes
Whitney’s notion of heterogeneity (in the section
‘The Origins’) was set out in precise terms in the
cited works of Bailey and Bühlmann. The portfolio
consists of N independent risks, the unobservable risk
characteristics of risk No. i is denoted by i , and
the i are i.i.d. selections from some distribution G
called the structural distribution. The device clarifies
the idea that the risks are different, but still have
something in common that motivates pooling them
into one risk class or portfolio.
Thus, in the B–S setup the annual loss ratios of
risk No. i, Xi1 , . . . , Xini , are conditionally independent with

Ɛ[Xij |] = m(i ), ar[Xij |] = s 2 (i )/pij .
(40)
Owing to independence, the Bayes estimator and
the linear Bayes estimator of each individual
risk premium m(i ) remain as in the sections
‘The Greatest Accuracy Break-through’ and ‘The
Bühlmann–Straub Model’ (add subscript i to all
entities). Thus, for the purpose of assessing m(i ),
the observations stemming from the collateral risks
i   = i are irrelevant if the parameters in the model
were known. However, the parameters are unknown
and are to be estimated from the portfolio statistics.
This is how data from collateral risks become
useful in the assessment of the individual risk
premium m(i ). The idea fits perfectly into the
framework of empirical Bayes theory, instituted by
Robbins [37, 38], which was well developed at the
time when the matter arose in the credibility context.
The empirical linear Bayes procedure amounts to
inserting statistical point estimators µ∗ , λ∗ , φ ∗ for the
parameters involved in (1) and (25) to obtain an
estimated LB estimator,
m∗ = z∗ m̂ + (1 − z∗ )µ∗

(41)
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(now dropping the index i of the given individual).
The credibility literature has given much attention to
the parameter estimation problem, which essentially
is a matter of mean and variance component estimation in linear models. This is an established branch of
statistical inference theory, well-documented in textbooks and monographs; see, for example, [36, 43].
Empirical Bayes theory works with certain criteria for assessing the performance of the estimators.
An estimated Bayes estimator is called an empirical Bayes estimator if it converges in probability
to the Bayes estimator as the amount of collateral
data increases, and it is said to be asymptotically
optimal (a.o.) if its MSE converges to the Bayes
risk. Carrying these concepts over to LB estimation, Norberg [33] proved a.o. of the empirical LB
estimator under the conditions that Ɛ [µ∗ − µ]2 → 0
and that (λ∗ , φ ∗ ) → (λ, φ) in probability (the latter condition is sufficient because z is a bounded
function of (λ, φ)). Weaker conditions were obtained
by Mashayeki [28]. We mention two more results
obtained in the credibility literature that go beyond
standard empirical Bayes theory: Neuhaus [31] considered the observational designs as i.i.d. replicates,
and obtained asymptotic normality of the parameter estimators; hence possibilities of confidence estimation and testing of hypotheses. Hesselager [18]
proved that the rate of convergence (to 0) of the MSE
of the parameter estimators is inherited by the MSE
of the empirical LB estimator.

The Bayes Point of View
When no collateral data are available, the frequency
theoretical empirical Bayes model does not apply.
This appears to be the situation Mowbray had in mind
(‘The Limited Fluctuation Approach’); his problem
was to quote a premium for a unique, single standing
risk or class of risks. The Bayesian approach to
this problem is to place a prior G on the possible
values of θ, probabilities now representing subjective
degrees of belief prior to any risk experience. This
way the fixed effect θ is turned into a random variable
 just as in the frequency theory setup, only with
a different interpretation, and the Bayes and linear
Bayes analyses become the same as before.
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Hierarchical Models

downwards,

The notion of hierarchies was introduced in the credibility theory by Gerber and Jones [13], Taylor [44],
and Jewell [24]. To explain the idea in its fully developed form, it is convenient to work with observations
in ‘coordinate form’ as is usual in statistical analysis
of variance. With this device, the B–S model in the
section ‘The Bühlmann–Straub Model’ is cast as
Xij = µ + ϑi + εij ,

(42)

where ϑi = m(i ) − µ is the deviation of risk No.
i from the overall mean risk level and εij = Xij −
m(i ) is the erratic deviation of its year j result
from the individual mean. The ϑi , i = 1, . . . , N , are
i.i.d. with zero mean and variance λ, and the εij , j =
1, . . . , nij , are conditionally independent, given i ,
and have zero mean and variances ar εij = φ/pij .
In the hierarchical extension of the model, the data
are of the form
Xi1 ...is j = µ + ϑi1 + ϑi1 i2 + · · · + ϑi1 ...is + εi1 ...is j ,
(43)
j = 1, . . . , ni1 ...is , is = 1, . . . , Ni1 ...is−1 , . . . , ir = 1,
. . . , Ni1 ...ir−1 , . . ., i1 = 1, . . . , N . The index i1 labels
risk classes at the first level (the coarsest classification), the index i2 labels risk (sub)classes at the
second level within a given first level class, and so
on up to the index is , which labels the individual risks
(the finest classification) within a given class at level
s − 1. The index j labels annual results for a given
risk.
The latent variables are uncorrelated with
zero means and variances ar ϑi1 ...ir = λr and
ar εi1 ...is j = φ/pi1 ...is j . The variance component λr
measures the variation between level r risk classes
within a given level r − 1 class.
The problem is to estimate the mean
mi1 ...ir = µ + ϑi1 + · · · + ϑi1 ...ir

(44)

for each class i1 . . . ir . The LB solution is a system of
recursive relationships: Firstly, recursions upwards,
mi1 ...ir = zi1 ...ir m̂i1 ...ir + (1 − zi1 ...ir )mi1 ...ir−1 ,

(45)

starting from mi1 = zi1 m̂i1 + (1 − zi1 )µ at level 1.
These are credibility formulas. Secondly, recursions

Ni1 ...ir



λr

zi1 ...ir ir+1

ir+1 =1

zi1 ...ir =

,

Ni1 ...ir

λr



(46)

zi1 ...ir ir+1 + λr+1

ir+1 =1
Ni1 ...ir



m̂i1 ...ir =

zi1 ...ir ir+1 m̂i1 ...ir ir+1

ir+1 =1

,

Ni1 ...ir



(47)

zi1 ...ir ir+1

ir+1 =1

starting from (24) and (25) at level s (with i1 . . . is
added in the subscripts). There is also a set of
recursive equations for the LB risks:
ρ i1 ...ir = (1 − zi1 ...ir )λr + (1 − zi1 ...ir )2 ρ i1 ...ir−1 . (48)
The formulas bear a resemblance to those in the
previous sections, and are easy to interpret. They
show how the estimator of any class mean mi1 ...ir
depends on the parameters and on data more or
less remote in the hierarchy. The recursion (45) was
proved by Jewell [24] and extended to the regression
case by Sundt [39, 40]. Displaying the complete data
structure of the hierarchy, Norberg [34] established
the recursions (46), (47), and (48) in a regression
setting.

Hilbert Space Methods
For a fixed probability space, the set L2 of all
square integrable random variables is a linear space
and, when equipped with the inner product X, Y =
Ɛ[XY ], it becomes a Hilbert space.√The corresponding norm of an X in L2 is X = X, X , and the
distance between any X and Y in L2 is X − Y .
In this setup the MSE (3) is the squared distance
between the estimand and the estimator, and finding the best estimator in some family of estimators
amounts to finding the minimum distance point to m
in that family. If the family of admitted estimators
is a closed linear subspace, M ⊂ L2 , then a unique
minimum distance point exists, and it is the random
variable m ∈ M such that
m − m, m̆ = 0, ∀m̆ ∈ M.

(49)

Credibility Theory
In geometric terms, m is the projection of m onto M,
the equations (49) are the normal equations stating
that m − m is orthogonal to M, and the Pythagoras
relationship m 2 = m 2 + m − m 2 gives
ρ = m−m

2

= m

2

− m 2.

(50)

The Hilbert space approach to linear estimation
under the MSE criterion was taken by Gerber and
Jones [13], De Vylder [9], and Taylor [45]. It adds
insight into the structure of the problem and its solution, but can be dispensed with if M is of finite
dimension since the problem then reduces to minimizing a finite-dimensional quadratic form. Hilbert
space methods are usually needed in linear spaces M
of infinite dimension. Paradoxically, maybe, for the
 consisting of all square intebiggest conceivable M
grable functions of the data, the best estimator (5)
can be obtained from the purely probabilistic argument (4) without visible use of the normal equations.
In the following situations, the optimal estimator can
only be obtained by solving the infinite-dimensional
system of normal equations (49): The ‘semilinear
credibility’ problem [10], where X1 , . . . , Xn are conditionally i.i.d., given , and
 M consists of all
estimators of the form m̂ = ni=1 f (Xi ) with f (Xi )
square integrable. The continuous-time credibility
problem, in which the claims process X has been
observed continually up to some time τ and M conτ
sists of all estimators of the form m̂ = g0 + 0 gt dXt
with constant coefficients gt . In [19] X is of diffusion type and in [35], it is of bounded variation. The
Hilbert space approach may simplify matters also in
finite-dimensional problems of high complexity. An
example is [7] on hierarchical credibility.

Exact Credibility
The problem studied under this headline is: when is
the linear Bayes estimator also Bayes? The issue is
closely related to the conjugate Bayes analysis (in
the section ‘The Greatest Accuracy Point of View’).
In [21–23], Jewell showed that m = m̃ if the likelihood is of the exponential form with X as the canonical sufficient statistic and the prior is conjugate.
Diaconis and Ylvisaker [11] completed the picture by
proving that these conditions are also sufficient. Pertinently, since the spirit of credibility is very much
nonparametric, Zehnwirth [49] pointed out that Bayes
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estimators are of credibility form in Ferguson’s nonparametric model (in the section ‘The Greatest Accuracy Point of View’). These results require observations to be conditionally independent and identically
distributed (i.i.d.), and thus, the B–S model falls outside their remit. In insurance applications, in which
nonparametric distributions and imbalanced designs
are commonplace, the LB approach is justified by
its practicability rather than its theoretical optimality
properties. One may, however, show that LB estimators in a certain sense are restricted minimax under
mild conditions.

Linear Sufficiency
A linear premium formula need not necessarily be
linear in the claim amounts themselves. In the simple
framework of the sections ‘The Greatest Accuracy
Point of View’ and ‘The Greatest Accuracy breakthrough’, the question is how to choose the sample
statistic m̂. Taylor [45] used results from parametric statistical inference theory to show that the best
choice is the unbiased minimal sufficient estimator
(when it exists). More in the vein of nonparametric credibility, and related to the choice of regressors
problem in statistics, Neuhaus [32] gave a rule for
discarding data that do not significantly help in reducing the MSE. Related work was done by Witting [48]
and Sundt [42] under the heading ‘linear sufficiency’.

Recursive Formulas
The credibility premium is to be currently updated as
claims data accrue. From a practical computational
point of view, it would be convenient if the new
premium would be a simple function of the former
premium and the new data. Key references on this
topic are [13, 25], and – including regression and
dynamical risk characteristics – [41].

A View to Related Work Outside
Actuarial Science
Credibility Theory in actuarial science and Linear
Bayes in statistics are non-identical twins: imperfect
communication between the two communities caused
parallel studies and discoveries and also some rediscoveries. Several works cited here are from statistics,
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and they are easily identified by inspection of the list
of references. At the time when the greatest accuracy
theory gained momentum, Linear Bayes theory was
an issue also in statistics [17]. Later notable contributions are [3, 43, 47], on random coefficient regression models, [14, 15] on standard LB theory, [30] on
continuous-time linear filtering, and [36] on parameter estimation and hierarchical models.
Linear estimation and prediction is a major project
also in engineering, control theory, and operations
research. Kalman’s [26] linear filtering theory (see
Kalman Filter) covers many early results in Credibility and Linear Bayes and, in one respect, goes far
beyond as the latent variables are seen as dynamical
objects.
Even when seen in this bigger perspective of its
environments, credibility theory counts as a prominent scientific area with claim to a number of significant discoveries and with a wealth of special models
arising from applications in practical insurance.
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Decision Theory
Decision theory aims at unifying various areas of
mathematical statistics, including the prediction of
a nonobservable random variable, the estimation of a
parameter of the probability distribution of a random
variable, and the test of a hypothesis on such a
parameter. Each of these problems can be formulated
as a statistical decision problem.
The structure of a statistical decision problem is
identical with that of a two-person zero-sum game:
•
•
•

There is a collection  of possible states of
nature.
There is a collection  of possible decisions.
There is a risk function r:  ×  → [0, ∞],
which attaches to every state of nature P ∈ 
and every decision δ ∈  the risk r(P , δ).

The triplet (, , r) is called a decision problem.
For a decision problem (, , r), there are two
principles for the selection of a decision:
•

The Bayes Principle: For a given state of nature
P ∈ , the quantity
inf r(P , δ)

δ∈

is said to be the Bayes risk with respect to P and
every solution δ ∗ ∈  of the Bayes equation with
respect to P
r(P , δ ∗ ) = inf r(P , δ)
δ∈

(1)

The Bayes decisions with respect to P ∈  and the
minimax decisions are not affected if the risk function
is multiplied by a strictly positive constant.
Statistical decision problems involve random
variables X, X1 , X2 , . . . and their joint probability
distribution. Mathematically, it is convenient to
assume that
•

•

•

all random variables under consideration are
defined on the same measurable space (, F)
(consisting of a set  and a σ -algebra F of subsets
of ),
the collection  of possible states of nature consists of probability measures F → [0, 1], which
determine the joint probability distribution of
X, X1 , X2 , . . ., and
the collection  of possible decisions consists of
random variables  → R, which are functions of
X, X1 , X2 , . . ..

We also assume that X, X1 , X2 , . . ., and hence
the decisions, are observable; by contrast, no such
assumption is made for X, which may be considered
as the target quantity whose role depends on the type
of the statistical decision problem.
The measurable space (, F) may be understood
as being the source of all randomness in the statistical
decision problem and will henceforth be assumed to
be given without any further discussion. For a random variable X:  → R and a probability measure
P : F → [0, 1], we denote by PX the probability distribution of X under P and by


X(ω) dP (ω) =
x dPX (x)
(3)
EP [X] :=


•

is said to be a Bayes decision with respect to P . A
Bayes decision with respect to P need not exist,
and if it exists it need not be unique.
The Minimax Principle: The quantity
inf sup r(P , δ)

δ∈ P ∈

is said to be the minimax risk of the decision problem, and every solution δ ∗ ∈  of the minimax
equation
sup r(P , δ ∗ ) = inf sup r(P , δ)

P ∈

δ∈ P ∈

the expectation of X under P . Then
VarP [X] := EP [(X − EP [X])2 ]

(4)

is the variance of X under P . As usual, we identify
real numbers with random variables that are constant.
The definition of a statistical decision problem can
proceed in three steps:
•

(2)

is said to be a minimax decision. A minimax
decision need not exist, and if it exists it need
not be unique.

R

•

Define the collection  of possible decisions to
consist of certain random variables δ:  → R.
For example,  may be defined as the collection
of all convex combinations of X1 , . . . , Xn .
Define the collection  of possible states of
nature to consist of certain probability measures P : F → [0, 1] such that their properties
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reflect assumptions on the joint distribution of
certain random variables. For example, when  is
defined as before, then  may be defined as the
collection of all probability measures for which
X, X1 , . . . , Xn have finite second moments and
identical expectations; if this is done, then, for
every state of nature P ∈ , every decision δ ∈ 
satisfies EP [δ] = EP [X] and hence is simultaneously an unbiased predictor of X and an unbiased
estimator of the expectation of X.
Define the risk function r:  ×  → [0, ∞] to
evaluate a decision δ ∈  when the state of nature
is P ∈ . For example, when  and  are
defined as before, then r may be defined by
r(P , δ) := EP [(X − δ)2 ]

for which X has a finite expectation and define
r:  ×  → [0, ∞] by letting
r(P , δ) := EP [|X − δ|]

•

(5)

r(P , δ) := EP [(EP [X] − δ)2 ]

(6)

Let us now proceed to discuss some typical statistical
decision problems that illustrate

•
•

the effect of changing the collection  of possible
states of nature,
the effect of changing the collection  of possible
decisions, and
the effect of changing the risk function r.

Prediction without Observations
Let us first consider the prediction of a nonobservable
random variable X by a real number (not depending
on any observable random variables). We define
 := R

(7)

To complete the definition of a statistical decision
problem, we still have to define a collection  of
probability measures P : F → [0, 1] and a risk function r:  ×  → [0, ∞]. This can be done in various
ways:
•

Absolute risk function: Let  denote the collection of all probability measures P : F → [0, 1]

(9)

Then r is said to be the quadratic risk function.
The Bayes equation with respect to P ∈  has
the unique solution

in order to find the best estimator of the expectation of X. The choice of each of these risk
functions requires the restriction to probability
measures for which X1 , . . . , Xn , and in the first
case X also, have a finite second moment.

•

Then r is said to be the absolute risk function.
For P ∈ , every δ ∗ ∈  satisfying P [X ≤ δ ∗ ] ≥
1/2 and P [X ≥ δ ∗ ] ≥ 1/2 is a solution of the
Bayes equation with respect to P . Therefore,
every median of X under P is a Bayes decision
with respect to P . It is well known that at least
one median of X under P exists.
Quadratic risk function: Let  denote the collection of all probability measures P : F → [0, 1] for
which X has a finite second moment and define
r:  ×  → [0, ∞] by letting
r(P , δ) := EP [(X − δ)2 ]

in order to find the best predictor of X or by

(8)

δ ∗ := EP [X]

•

(10)

Therefore, the expectation of X under P is the
unique Bayes decision with respect to P .
Esscher risk function: For α ∈ (0, ∞), let 
denote the collection of all probability measures
P : F → [0, 1] for which eαX and X 2 eαX have
finite expectations and define r:  ×  → [0, ∞]
by letting
r(P , δ) := EP [(X − δ)2 eαX ]

(11)

Then r is said to be the Esscher risk function with parameter α. The Bayes equation with
respect to P ∈  has the unique solution
δ ∗ :=

EP [XeαX ]
EP [eαX ]

(12)

By a suitable transformation of the probability
measures in , the Esscher risk function can be
reduced to the quadratic risk function. Indeed,
For P ∈ , the map Q(P , α, X) : F → [0, 1]
given by

Q(P , α, X)[A] :=
A

eαX
dP
EP [eαX ]

(13)
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is a probability measure, X has a finite second
moment with respect to Q(P , α, X), and we have
r(P , δ) = EP [eαX ]EQ(P ,α,X) [(X − δ)2 ]
and

δ ∗ = EQ(P ,α,X) [X]

(14)

•

(15)

δ = h(X1 , . . . , Xn )

Since EP [eαX ] is strictly positive and independent
of δ ∈ , a decision is a Bayes decision with
respect to P and the Esscher risk function with
parameter α if and only if it is a Bayes decision
with respect to Q(P , α, X) and the quadratic risk
function.
In the theory of premium calculation principles, the
random variable X is called a risk and the risk function is called a loss function. The discussion shows
that the net premium EP [X] can be obtained as a
Bayes decision with respect to the quadratic risk function while the Esscher premium EP [XeαX ]/EP [eαX ]
can be obtained as a Bayes decision with respect to
the Esscher risk function with parameter α; furthermore, the Esscher premium with respect to P is the
net premium with respect to Q(P , α, X). For some
other premiums that can be justified by a risk function, see [4, 8].

Prediction with Observations
Let us next consider the prediction of a nonobservable
random variable X by a function of the observable
random variables X1 , . . . , Xn . We deal with various
choices of  and , but in all cases we define the
risk function r:  ×  → [0, ∞] by letting
r(P , δ) := EP [(X − δ)2 ]

(17)

for some function h: R n → R and let  denote
the collection of all probability measures for
which X has a finite second moment. The Bayes
equation with respect to P ∈  has the solution
δ ∗ := EP (X|X1 , . . . , Xn )

δ ∗ := EP [X]

•

(20)

Therefore, the expectation of X under P is a
Bayes decision with respect to P .
Affine–linear prediction: Let  denote the collection of all random variables δ, which can be
written as
n

δ = a0 +
ak Xk
(21)
k=1

with a0 , a1 , . . . , an ∈ R. Assume that  is another
random variable and let  denote the collection of
all probability measures for which X, X1 , . . . , Xn
have a finite second moment and are conditionally independent and identically distributed with
respect to . The Bayes equation with respect to
P ∈  has the solution
κP
n
δ ∗ :=
X(n)
(22)
EP [X] +
κP + n
κP + n
where
and

κP := EP [VarP (X|)]/VarP [EP (X|)]
1
Xk
n k=1
n

X(n) :=

(23)

is the sample mean for the sample size n ∈ N .

Prediction in the general case: Let  denote the
collection of all random variables δ, which can
be written as
δ = h(X1 , . . . , Xn )

(19)

for some function h: R n → R, and let  denote
the collection of all probability measures, for
which X has a finite second moment and X,
X1 , . . . , Xn are independent. The Bayes equation
with respect to P ∈  has the solution

(16)

Then r is said to be the quadratic risk function.
•

Therefore, the conditional expectation of X under
P , given X1 , . . . , Xn , is a Bayes decision with
respect to P .
Prediction based on independent observables: Let
 denote the collection of all random variables
δ, which can be written as

(18)

The choice of  and  in the prediction problem
with affine–linear decisions is that of the classical
model of credibility theory due to Bühlmann [2].
For extensions of this model, see, for example, [5, 6,
7, 9], and the references given there.

Estimation
Let us now consider the estimation of the expectation
of X by a function of the observable random variables
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then every decision δ ∈  satisfies r(P , δ) > 0
such that a Bayes decision with respect to P does
not exist.

X1 , . . . , Xn . We deal with various choices of 
and , but in all cases we define the risk function
r:  ×  → [0, ∞] by letting
r(P , δ) := EP [(EP [X] − δ)2 ]

(24)

Then r is said to be the quadratic risk function.
•

Unbiased estimation when the sample size is fixed :
Let  denote the collection of all random variables δ, which can be written as
δ=

n


ak Xk

(25)

k=1


with a1 , . . . , an ∈ R satisfying nk=1 ak = 1, and
let  denote the collection of all probability
measures for which X has a finite second moment
and X1 , . . . , Xn are independent and have the
same distribution as X. The Bayes equation with
respect to P ∈  has the solution
δ ∗ := X(n)

•

(26)

Therefore, the sample mean is a Bayes decision
with respect to every P ∈ .
Unbiased estimation when the sample size is variable: Instead of the finite family {Xk }k∈{1,...,n} ,
consider a sequence {Xk }k∈N of observable random variables. Let  denote the collection of all
random variables δ, which can be written as
δ=

n


ak Xk

(27)

k=1

for some
 n ∈ N and with a1 , . . . , an ∈ R satisfying nk=1 ak = 1, and let  denote the collection
of all probability measures for which X has a
finite second moment and the random variables
of the family {Xk }k∈N are independent and have
the same distribution as X. Then, for each P ∈ ,
the sample mean for the sample size n satisfies
r(P , X(n)) =

1
VarP [X]
n

(28)

and the Bayes risk with respect to P satisfies
inf r(P , δ) ≤ inf r(P , X(n)) = 0

δ∈

n∈N

(29)

and hence, infδ∈ r(P , δ) = 0. Thus, if the distribution of X with respect to P is nondegenerate,

Tests
Let us finally consider the test of a hypothesis on
the expectation of X by a function of the observable
random variables X1 , . . . , Xn .
•

Test of a one-sided hypothesis for a normal distribution: Let  denote the collection of all
probability measures for which X has a normal distribution with known variance σ 2 and
X1 , . . . , Xn are independent and have the same
distribution as X. We want to test the hypothesis
H0 : EP [X] ≤ µ0
against the alternative
H1 : EP [X] > µ0
Let  denote the collection of all random variables δγ satisfying

1 if X(n) > γ (rejection of H0 )
δγ =
0 if X(n) ≤ γ (acceptance of H0 )
(30)
for some γ ∈ R. We define the risk function r:
 ×  → [0, ∞] by letting

P [X(n) > γ ] if EP [X] ≤ µ0
r(P , δγ ) :=
cP [X(n) ≤ γ ] if EP [X] > µ0
(31)
with c ∈ (0, ∞) (being close to zero). Since the
test problem is without interest when P and hence
EP [X] is known, Bayes decisions are useless and
we have to look for a minimax decision. Let
denote the distribution function of the standard
normal distribution. Then we have, for each P ∈
,


γ − EP [X] √
P [X(n) ≤ γ ] =
n
(32)
σ
and hence
r(P , δγ )



γ − EP [X] √

n if EP [X] ≤ µ0
1 −
σ


=
γ − EP [X] √

 c
n if EP [X] > µ0
σ
(33)
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Therefore, the minimax risk satisfies
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important as well. For further reading we recommend the monographs by DeGroot [3], Berger [1],
and Witting [10].

inf sup r(P , δγ )

δγ ∈ P ∈

= inf sup r(P , δγ )
γ ∈R P ∈


= inf max 1 −
γ ∈R



c




γ − µ0 √
n
σ
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Bühlmann, H. (1970). Mathematical Methods in Risk
Theory, Springer, Berlin-Heidelberg-New York.
DeGroot, M.M. (1970). Optimal Statistical Decisions,
McGraw-Hill, New York.
Heilmann, W.R. (1988). Fundamentals of Risk Theory,
Verlag Versicherungswirtschaft, Karlsruhe.
Hess, K.T. & Schmidt, K.D. (2001). Credibility–Modelle in Tarifierung und Reservierung, Allgemeines Statistisches Archiv 85, 225–246.
Schmidt, K.D. (1992). Stochastische Modellierung in der
Erfahrungstarifierung, Blätter Deutsche Gesellschaft für
Versicherungsmathematik 20, 441–455.
Schmidt, K.D. (2000). Statistical decision problems
and linear prediction under vague prior information,
Statistics and Decisions 18, 429–442.
Schmidt, K.D. (2002). Versicherungsmathematik, Springer, Berlin-Heidelberg-New York.
Schmidt, K.D. & Timpel, M. (1995). Experience rating
under weighted squared error loss, Blätter Deutsche
Gesellschaft für Versicherungsmathematik 22, 289–305.
Witting, H. (1985). Mathematische Statistik I, Teubner,
Stuttgart.

(See also Nonexpected Utility Theory; Risk Measures; Stop-loss Premium)
KLAUS D. SCHMIDT

Dirichlet Processes
Background, Definitions, Representations
In traditional Bayesian statistics, one has data Y
from a parametric model with likelihood L(θ) in
terms of parameters θ (typically a vector), along with
a prior distribution π(θ) for these. This leads by
Bayes’ theorem to the posterior distribution π(θ|data)
∝ π(θ)L(θ), and is the basis of all inference about
the unknowns of the model. This parametric setup
requires that one’s statistical model for data can be
described by a finite (and typically low) number of
parameters. In situations where this is unrealistic, one
may attempt nonparametric formulations in which
the data generating mechanism, or aspects thereof,
are left unspecified. In the Bayesian framework, this
means having prior distributions on a full distribution
P, in the set of all distributions on a given sample
space. The Dirichlet process (DP) was introduced
in [6, 7] for such use in Bayesian nonparametrics, and
is one way of constructing such random probability
distributions. Earlier, however, less general versions
of the DP were used in [5, 8].
To give a proper definition of the DP, recall first
that a vector (U1 , . . . , Uk ) is said to have a Dirichlet
distribution (see Discrete Multivariate Distributions) with parameters (c1 , . . . , ck ), if the density of
(U1 , . . . , Uk−1 ) is proportional to u1c1 −1 · · · ukck −1 on
the set where u1 , . . . , uk−1 are positive with sum less
than 1; also, uk = 1 − (u1 + · · · + uk−1 ). This distribution is used to describe random probabilities on
a finite set. It has the convenient property of being
closed when summing over cells; if (U1 , . . . , U6 ) is
a 6-cell Dirichlet with parameters (c1 , . . . , c6 ), then
(U1 + U2 , U3 + U4 + U5 , U6 ) is a 3-cell Dirichlet
with parameters (c1 + c2 , c3 + c4 + c5 , c6 ), for example. Note also that each of the Ui s is a beta variable.
It is precisely this sum-over-cells property that
makes it possible to define a DP on any given
sample space. It is an infinite-dimensional extension of the Dirichlet distribution. We say that
P is a DP with parameter aP0 , and write P ∼
DP(aP0 ), where P0 is the base distribution and a
is a positive concentration parameter, provided, for
each partition (A1 , . . . , Ak ) of the sample space,
(P (A1 ), . . . , P (Ak )) has the Dirichlet distribution
with parameters (aP0 (A1 ), . . . , aP0 (Ak )). In particular, P (A) has a beta distribution with mean P0 (A) and

variance P0 (A)(1 − P0 (A))/(a + 1). Thus P0 = EP
is interpreted as the center or prior guess distribution,
whereas a is a concentration parameter. For large values of a, the random P is more tightly concentrated
around its center P0 , in the space of all distributions.
The a parameter can also be seen as the ‘prior sample
size’ in some contexts, as seen below.
The paths of a DP are almost surely discrete,
with infinitely many random jumps placed at random locations. This may be seen in various ways,
and is, for example, related to the fact that a DP is a
normalized gamma process; see [6, 7, 12]. A useful
infinite-sum representation, see [19, 20], is as follows: let ξ1 , ξ2 , . . . be independent from P0 , and let,
independently, B1 , B2 , . . . come from the Beta(1, a)
distribution. Form from these random probability
= (1 − B1 ) · · · (1 − Bj −1 )Bj
weights γ1 = B1 and γj 
for j ≥ 2. Then P = ∞
j =1 γj δ(ξj ) is a DP with
mass
parameter aP0 . Here δ(ξ ) denotes a unit point

at position ξ . Thus the random
mean
θ
=
x
dP
(x)

may be represented as ∞
j =1 γj ξj , for example. Yet
another useful representation of the DP emerges as
follows: let (β1 , . . . , βm ) come from the symmetric
Dirichlet
 with parameter (a/m, . . . , a/m), and define
Pm = m
j =1 βj δ(ξj ). Then Pm tends in distribution
to P, a DP(aP0 ), as m → ∞; see [12]. For example,
the random
mean θ can now be seen as the limit of

β
θm = m
j =1 j ξj .
Results on the distributional aspects of random DP
means are reached and discussed in [2, 4, 12, 17].
Smoothed DPs have been used for density estimation and shape analysis [3, 11, 12, 15]. Probabilistic
studies of the random DP jumps have far-reaching
consequences, in contexts ranging from number theory [1, 13], population genetics, ecology, and sizebiased sampling [12–14].

Using the DP in Bayesian Analysis
Suppose that P ∼ DP(aP0 ) and that X1 , . . . , Xn are
independent from the selected P. Then the posterior
distribution of P is an updated DP, with parameter
(a + n)P̂n = aP0 + nPn . Here Pn is the empirical
distribution of the data points, and P̂n = wn P0 +
(1 − wn )Pn is the predictive distribution, or posterior
mean of P ; here wn = a/(a + n). This also entails
a similar formula θ̂n = wn θ0 + (1 − wn )X n for the
Bayes estimator of the unknown mean of P. These
formulae are as in credibility theory, a convex
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combination of prior guess and empirical average.
There are other nonparametric priors with a similar
structure for the posterior mean (see e.g. [12]), but the
DP is the only construction in which the wn factor
only depends on the sample size (see [16]). When the
DP is used in this way, the a parameter can be given
a ‘prior sample size’ interpretation.
This setup allows one to carry out inference for
any parameter θ = θ(P ) of interest, since its posterior distribution is determined from the DP((a +
n)Pˆn ) process for P. For various such parameters,
explicit formulae are available for the posterior mean
and variance. In practice, such formulae are not
always needed, since various simulation schemes
are available for generating copies of P, and hence
copies of θ(P ), from the posterior. This leads to the
Bayesian bootstrap (see e.g. [18]), of which there
are several related versions. One may demonstrate
Bernshteǐn–von Mises theorems to the effect that
Bayesian inference using the DP is asymptotically
equivalent to ordinary nonparametric large-sample
inference, for all smooth functions θ(P ).

A generalization of the DP is the beta process
[10], which is used for nonparametric Bayesian analysis of survival data and more general models for
event history data as with counting processes, like
the Cox regression model and time-inhomogeneous
Markov chains. For an illustration, assume individuals move between stages 1 (employed), 2 (unemployed), 3 (retired or dead), with hazard rate functions
hi,j (s) dictating the force of transition from stage
i to stage j. These depend on the age s and typically also on other available covariates for the individuals under study. Then beta process priors may
be placed on the cumulative hazard rate functions
t
Hi,j (t) = 0 hi,j (s) ds. These have independent and
approximately beta-distributed increments. The link
to DPs is that the distribution associated with a beta
process is a DP for special choices of the underlying
beta process parameters; see [10]. The Bayes estimator of Hi,j and of theaccompanying survival or
waiting-time probability [0,t] (1 − dHi,j (s)) are generalizations of, respectively, the Nelson–Aalen and
Kaplan–Meier estimators.
For connections between credibility theory and
Dirichlet processes, see [22] and its references.

Generalizations
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Disability Insurance

endowment, a whole life assurance, etc.). The
benefit consists of the waiver of life insurance
premiums during periods of disability.

Types of Benefits
Disability benefits can be provided by individual
(life) insurance, group insurance, or pension plans.
In the first case, the disability cover may be a standalone cover or it may constitute a rider benefit for
a more complex life insurance policy, such as an
endowment policy or a Universal Life product.
Individual disability insurance policies provide
benefits when the insured is unable to work because
of illness or bodily injury. According to the product design, permanent or not necessarily permanent
disability is considered. Moreover, some disability
policies only allow for total disability, whereas other
policies also allow for partial disability.
The most important types of disability benefits are
the following:
1. disability income benefits (i.e. annuity benefits);
2. lump-sum benefits;
3. waiver-of-premium benefits.
1. The usual disability income policy provides benefits in case of total disability. Various definitions
of total disability are used. Some examples are
as follows:
– the insured is unable to engage in his/her
own occupation;
– the insured is unable to engage in his/her
own occupation or carry out another activity
consistent with his/her training and experience;
– the insured is unable to engage in any gainful
occupation.
When one of the above definitions is met to a
certain degree only, partial disability occurs.
2. Some policies provide a lump-sum benefit in
case of permanent (and total) disability. The
cover may be a stand-alone cover or it may
be a rider to a basic life insurance, say an
endowment insurance. It must be pointed out
that moral hazard is present in this type of
product design, which involves the payment of a
lump sum to an individual who may subsequently
recover (partially or fully), so that the benefit is
irrecoverable in this event.
3. In this case, the disability benefit is a rider
benefit for a basic life insurance policy (e.g. an

Various names are actually used to denote disability annuity products, and can be taken as synonyms. The following list is rather comprehensive:
disability insurance, permanent health insurance (the
old British name), income protection insurance (the
present British name), loss-of-income insurance, lossof-time insurance (often used in the US), long-term
sickness insurance, disability income insurance, permanent sickness insurance, noncancellable sickness
insurance, long-term health insurance (the last two
terms are frequently used in Sweden).
Group disability insurance may represent an important part of an employee benefit package. The
two main types of benefits provided by disability
insurance are
1. the short-term disability (STD) benefit, which
protects against the loss of income during short
disability spells;
2. the long-term disability (LTD) benefit, which
protects against long-term (and possibly permanent or lasting to retirement age) disabilities.
The two fundamental types of disability benefits
that can be included in a pension plan are as follows:
1. a benefit providing a deferred annuity to a
(permanently) disabled employee, beginning at
retirement age;
2. a benefit providing an annuity to a disabled
employee.
Benefit of type (1) is usually found when an
LTD group insurance operates (outside the pension
scheme), providing disability benefits up to retirement
age.
Disability insurance should be distinguished from
other products, within the area of ‘health insurance’.
In particular, (short-term) sickness insurance usually provides medical expenses reimbursement and
hospitalization benefits (i.e. a daily allowance during
hospital stays). Long-term care insurance provides
income support for the insured, who needs nursing
and/or medical care because of chronic (or longlasting) conditions or ailments. A Dread Disease (or
Critical Illness policy provides the policyholder with
a lump sum in case of a dread disease, that is, when
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he is diagnosed as having a serious illness included
in a set of diseases specified by the policy conditions; the benefit is paid on diagnosis of a specified
condition rather than on disablement. Note that in all
these products, the payment of benefits is not directly
related to a loss of income suffered by the insured,
whereas a strict relation between benefit payment and
working inability characterizes the disability annuity
products.
In this article, we mainly focus on individual policies providing disability annuities. Nevertheless, a
number of definitions in respect of individual disability products also apply to group insurance and
pension plans as well.

The Level of Benefits in Disability
Annuities
In individual disability policies, the size of the
assured benefit needs to be carefully considered by
the underwriter at the time of application, in order
to limit the effects of moral hazard. In particular, the
applicant’s current earnings and the level of benefits
expected in the event of disablement (from social
security, pension plans, etc.) must be considered.
When the insurance policy also allows for partial disability, the amount of the benefit is scaled according
to the degree of disability.
In group disability insurance, benefits when paid
are related to predisability earnings, typically being
equal to a defined percentage (e.g. 75%) of the salary.
In pension plans, the benefit payable upon disability
is commonly calculated using a given benefit formula,
normally related with the formula for the basic benefit
provided by the pension plan.
Some disability covers pay a benefit of a fixed
amount while others provide a benefit that varies in
some way. In particular, the benefit may increase
in order to (partially) protect the policyholder from
the effects of inflation. There are various methods
by which increases in benefits are determined and
financed. In any case, policies are usually designed
so that increasing benefits are matched by increasing
premiums. Frequently, benefits and premiums are
linked to some index, say an inflation rate, in the
context of an indexing mechanism.
Another feature in disability policy design consists
in the decreasing annuity. In this case, the benefit
amount reduces with duration of the disability claim.

Such a mechanism is designed in order to encourage
a return to gainful work.

Some Policy Conditions
Individual disability policies include a number of
conditions, in particular, concerning the payment of
the assured benefits. We now focus on conditions
that aim at defining the time interval (included in the
disability period) during which benefits will be paid.
These policy conditions have a special importance
from an actuarial point of view when calculating
premiums and reserves.
The insured period is the time interval during
which the insurance cover operates, in the sense
that an annuity is payable if the disability inception
time belongs to this interval. In principle, the insured
period begins at policy issue, say at time 0, and ends
at policy termination, say at time n. However, some
restrictions to the insured period may follow from
policy conditions.
In many policies, the benefit is not payable until
the disability has lasted a certain minimum period
called the deferred period. As disability annuity policies are usually bought to supplement the (short-term)
sickness benefits available from an employer or from
the state, the deferred period tends to reflect the length
of the period after which these benefits reduce or
cease. The deferred period is also called (benefit-)
elimination period (for example, in the US). Note that
if a deferred period f is included in a policy written
to expire at time n, the insured period actually ends
at policy duration n − f .
When a lump-sum benefit is paid in case of permanent disability, a qualification period is commonly
required by the insurer in order to ascertain the permanent character of the disability; the length of the
qualification period would be chosen in such a way
that recovery would be practically impossible after
that period.
The maximum benefit period is the upper limit
placed on the period for which disability benefits
are payable (regardless of the actual duration of
the disability). It may range from, say, one year to
lifetime. Different maximum benefit periods can be
applied to accident disability and sickness disability.
Note that if a long maximum benefit period operates,
the benefit payment may last well beyond the insured
period.
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Another restriction to benefit payment may follow
from the stopping time (from policy issue) of annuity
payment. Stopping time often coincides with the
retirement age. Hence, denoting by x the age of the
insured at policy issue and by ξ the retirement age,
the stopping time r is given by r = ξ − x.
The term waiting period is commonly used to
denote the period following policy issue during which
the insurance cover is not yet operating for disability
caused by sickness (so that if the waiting period is c
and the deferred period is f , the actual duration of
the insured period is n − c − f , as regards sickness
disability). Different waiting periods can be applied
according to the type of sickness. The waiting period
aims at limiting the effects of adverse selection. It
is worth noting that the waiting period is sometimes
called the ‘probationary’ period (for instance in the
US), while the term waiting period is used synonymously with ‘deferred’ (or ‘elimination’) period.
When conditions such as the deferred period or a
maximum benefit period are included in the policy, in
case of recurrent disabilities within a short time interval, it is necessary to decide whether the recurrences
have to be considered as a single disability claim or
not. The term continuous period is used to denote
a sequence of disability spells, due to the same or
related causes within a stated period (for example, six
months). So, the claim administrator has to determine,
according to all relevant conditions and facts, whether
a disability is related to a previous claim and constitutes a recurrence or has to be considered as a new
claim.

Probabilities
The evolution of an insured risk can be viewed as
a sequence of events that determine the cash flows
of premiums and benefits. When disability insurance
products are concerned, such events are typically
disablement, recovery, and death. The evolution of
a risk can be described in terms of the presence of
the risk itself, at every point of time, in a certain state,
belonging to a given set of states, or state space. The
aforementioned events correspond to transitions from
one state to another state. A graphical representation
of a model consisting of states and transitions is
provided by a graph, whose nodes represent the
states whereas the arcs represent possible (direct)
transitions between states. The graphs of Figures 1
to 3 refer to disability insurance covers.
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A graph simply describes the uncertainty, that is,
the possibilities pertaining to an insured risk, as far as
its evolution is concerned. A probabilistic structure
should be introduced in order to express a numerical evaluation of the uncertainty. A further step in
describing the features of an insurance cover consists
of relating premiums and benefits with presence of
the insured risk in some states or with transitions of
the risk itself from one state to another.
An insurance cover just providing a lump-sum
benefit in the case of permanent (and total) disability can be represented by the three-state model
depicted in Figure 1 (also called a double-decrement
model). Note that, since only permanent (and total)
disability is involved, the label ‘active’ concerns any
insured who is alive and not permanently (or not
totally) disabled. Premiums are paid while the contract is in state a. The lump-sum benefit is paid if
disablement occurs. This insurance cover requires a
probabilistic structure consisting of the probability
of disablement (i.e. the probability of becoming disabled), usually as a function of the insured’s attained
age, and the probability of death as a function of
the age.
The model described above is very simple but
rather unrealistic. It is more realistic to assume that
the benefit will be paid out after a qualification
period (see the section devoted to ‘Policy Conditions’), which is required by the insurer in order
to ascertain the permanent character of the disability. Analogous simplifications will be assumed in
what follows, mainly focussing on the basic concepts.
A more complicated structure than the three-state
model in Figure 1 is needed in order to represent an
annuity benefit in case of permanent (and total) disability. In this case, the death of the disabled insured
must be considered. The resulting graph is depicted
in Figure 2. Such a model is also called a doubledecrement model with a second-order decrement
(transition i → d). The annuity benefit is assumed
a

i

d

Figure 1 A three-state model for permanent (and total)
disability lump sum
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a

i

d

Figure 2
annuity

A three-state model for permanent disability

to be paid when the insured is disabled. Premiums
are paid when the insured is active. The probabilistic
structure also requires the probability of death for
a disabled insured, usually as a function of his/her
attained age. Hence the assumptions about mortality must concern both active and disabled insureds.
A hypothesis about mortality of insured lives, which
is more complicated (and realistic) than only dependence on the attained age, will be described below. A
more realistic (and general) setting would allow for
policy conditions such as the deferred period or the
waiting period.
Let us generalize the structure described above
considering an annuity benefit in case of (total) disability; thus the permanent character of the disability
is not required. Hence, we have to consider the
possibility of recovery. The resulting model is represented by Figure 3. This insurance cover requires a
probabilistic structure also including the probabilities
of recovery (or ‘reactivation’).
Let us turn to the definition of a probabilistic
model. For this purpose, we refer to the graph in
Figure 3, which represents a rather general structure.
Actually, the probabilistic model for the graph in
Figure 2 can be obtained assuming that the probability of transition i → a is equal to zero.
A time-discrete approach is adopted, in particular,
a time period of one year. The probability that an
individual aged y is in a certain state at age y + 1,
conditional on being in a given state at age y, is called
a transition probability.

a

i

We assume that no more than one transition can
occur during one year, apart from the possible death
of the insured. This hypothesis is rather unrealistic
when a time period of one year is concerned, as
it disregards the possibility of short-lasting claims.
It becomes more realistic if a smaller time unit is
assumed. Of course, if the time unit is very small
a time-continuous approach can be adopted (see the
section ‘Multistate Models: The Markov Assumption’, and the calculation methods described in Disability Insurance, Numerical Methods).
Let us define the following transition probabilities
related to an active insured aged y:
pyaa = probability of being active at age y + 1;
qyaa = probability of dying within one year, the death
occurring in state a;
pyai = probability of being disabled at age y + 1;
qyai = probability of dying within one year, the death
occurring in state i.
Further, we define the following probabilities:
pya = probability of being alive at age y + 1;
qya = probability of dying within one year;
wy = probability of becoming disabled within one
year.
The following relations hold

pya

+

pya = pyaa + pyai

(1)

qya = qyaa + qyai

(2)

qya

=1

wy = pyai + qyai

(3)
(4)

Now, let us consider a disabled insured aged y. We
define the following transition probabilities:
pyii = probability of being disabled at age y + 1;
qyii = probability of dying within one year, the death
occurring in state i;
pyia = probability of being active at age y + 1;
qyia = probability of dying within one year, the death
occurring in state a.
Moreover we define the following probabilities:

d

Figure 3 A three-state model for (not necessarily permanent) disability annuity

pyi = probability of being alive at age y + 1;
qyi = probability of dying within one year;
ry = probability of recovery within one year.
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relevant proof is omitted):

The following relations hold
pyi = pyia + pyii

(5)

aa
h py

aa
ia
= h−1 pyaa py+h−1
+ h−1 pyai py+h−1

(12)

qyi = qyii + qyia

(6)

ai
h py

ii
ai
= h−1 pyai py+h−1
+ h−1 pyaa py+h−1

(13)

pyi + qyi = 1

(7)

ry = pyia + qyia

with

(8)

aa
0 py

=1

(12a)

Thanks to the assumption that no more than one transition can occur during one year (apart from possible
death), probabilities pyaa and pyii actually represent
probabilities of remaining active and disabled respectively, from age y to y + 1.
When only permanent disability is addressed, we
obviously have

ai
0 py

=0

(13a)

pyia = qyia = 0

The probabilities of remaining in a certain state for
a given period are called occupancy probabilities.
Having excluded the possibility of more than one
transition throughout the year, occupancy probabilities can be expressed as follows:

(9)

aa
h py

qyia = ry

qyii

2
qyaa
2

(10)

•
•

uniform distribution of the first transition time
within the year (the transition consisting in a → i
or i → a respectively);
the probability that the second transition (i → d
or a → d respectively) occurs within the second
half of the year is equal to one half of the
probability that a transition of the same type
occurs within the year.

The probabilities mentioned above refer to a oneyear period. Of course, we can define probabilities
relating to two or more years. The notation, for
example, that refers to an active insured is as follows:
aa
h py
ai
h py

ii

h py =

= probability of being active at age y + h;
= probability of being disabled at age y + h;

and so on.
The following recurrent relationships involving
one-year probabilities hold for h ≥ 1 (for brevity, the

aa
py+k

(14)

h−1


ii
py+k

(15)

k=0

Equation (13) leads to the following relationship,
involving the probability of remaining disabled (for
brevity, the relevant proof is omitted):

(11)

Hypotheses underpinning formulae (10) and (11) are
as follows:

h−1

k=0

The set of probabilities needed for actuarial calculations can be reduced by adopting some approximation
formulae. For example, common assumptions are as
follows:
qyai = wy

=

ai
h py

=

h

ai
[h−r pyaa py+h−r

ii
r−1 py+h−r+1 ]

(16)

r=1

Equation (16) can be easily interpreted: each term
of the sum is the probability of a ‘story’ which,
starting from state a at age y, is in state a at age y +
h − r (probability h−r pyaa ), then is in state i at age
ai
y + h − r + 1 (probability py+h−r
) and remains in
ii

this state up to age y + h (probability r−1 py+h−r+1 ).
The probability, for an active insured aged y, of
being disabled at age y + h is then obtained summing
up the h terms. Equation (16) has a central role in
the calculation of actuarial values and premiums, in
particular.

Actuarial Values
The probabilities defined above allow us to express
actuarial values (i.e. expected present values)
concerning disability insurance. Hence formulae for
premiums calculated according to the equivalence
principle (see Life Insurance Mathematics) follow.
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We denote by v the annual discount factor, v =
1/(1 + i), where i is the ‘technical’ rate of interest.
Let us consider an insurance cover providing an
annuity benefit of 1 monetary unit per annum when
the insured is disabled, that is, in state i. At policy issue, the insured, aged x, is active. The policy
term is n. The disability annuity is assumed to be
payable up to the end of the policy term n. For simplicity, let us assume that the benefit is paid at policy
anniversaries. This assumption is rather unrealistic,
but the resulting model is simple and allows us to
single out important basic ideas. No particular policy
condition (e.g. deferred period, waiting period, etc.) is
considered. More realistic assumptions lead to much
more complicated models (see Disability Insurance,
Numerical Methods).
ai
, of the disability insurThe actuarial value, ax:n
ance defined above is given by
ai
=
ax:n

n


v h h pxai

(17)

h=1

ai
=
ax:n,s

Using equation (16) we have
ai
=
ax:n

n


vh

h=1

h 


aa
h−r px

ai
px+h−r

ii
r−1 px+h−r+1



r=1

letting j = h − r + 1 and inverting the summation
order in (17a), we find,
ai
=
ax:n

aa ai
j −1 px px+j −1

j =1

n


ii

v h h−j px+j

(17b)

h=j

The quantity
i
äx+j
:n−j +1 =

n


n


aa
j −1 px

ai
j i
px+j
−1 v äx+j :s

(20)

j =1

(17a)

n


The right-hand side of equation (19) is an inceptionannuity formula for the actuarial value of a disability
annuity benefit. Indeed, it is based on the probabilities
ai
px+j
−1 of entering state i and thus becoming disabled (‘inception’), and the expected present value
i
äx+j
:n−j +1 of an annuity payable while the insured
remains disabled. Conversely, formula (17) expresses
the same actuarial value in terms of the probabilities
of being disabled.
The preceding formulae are based on the assumption that the disability annuity is payable up to the
end of the policy term n. Hence the stopping time
coincides with the policy term and the maximum benefit period coincides with the insured period. Assume
now a maximum benefit period of s years. If s is
large (compared with n) the benefit payment may last
well beyond the insured period. The actuarial value,
ai
, can be easily derived from the right-hand side
ax:n,s
of equation (19) by changing the maximum duration
of the disability annuity

ii

v h−j h−j px+j

(18)

h=j

is the actuarial value of a temporary immediate annuity paid to a disabled insured aged x + j while he/she
stays in state i (consistently with the definition of the
insurance cover, the annuity is assumed to be payable
up to the end of the policy term n), briefly of a disability annuity. Using (18) we finally obtain

With reference to equations (19) and (20) respectively, the quantities
ai
i
π(j, n − j + 1) = px+j
−1 v äx+j :n−j +1
ai
i
π(j, s) = px+j
−1 v äx+j :s

(21)
(22)

represent, for j = 1, 2, . . . , n, the annual expected
costs for the insurer, whence actuarial values (19)
and (20) result in expected present values of annual
expected costs. Following the traditional actuarial
language, the annual expected costs are the natural premiums of the insurance covers. The behavior
of the natural premiums should be carefully considered while analyzing premium arrangements (see the
section on ‘Premiums’).
Let us consider a temporary immediate annuity payable for m years at most while the insured
(assumed to be active at age x) is active. The relevant
aa
, is given by
actuarial value, äx:m
aa
äx:m
=

m


v h−1 h−1 pxaa

(23)

h=1
ai
=
ax:n

n

j =1

aa
j −1 px

ai
j i
px+j
−1 v äx+j :n−j +1

(19)

This actuarial value is used for calculating periodic
level premiums.
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Premiums
In this section, we first focus on net premiums,
that is, premiums meeting the benefits. As a premium calculation principle, we assume the equivalence principle. By definition, the equivalence principle is fulfilled if and only if at policy issue
the actuarial value of premiums is equal to the
actuarial value of benefits. It follows that actuarai
ai
, ax:n,s
) also repreial values of benefits (e.g. ax:n
sent net single premiums fulfilling the equivalence
principle.
When periodic premiums are involved, it is quite
natural to assume that premiums are paid when the
insured is active and not when disabled, as premiums are usually waived during disability spells.
Let us focus on annual level premiums payable
for m years at most (m ≤ n), and denote the premium amount by P . The equivalence principle is
fulfilled
if
P
satisfies
the
following
equation:
aa
ai
= ax:n
P äx:m

Reserves

aa
ai
= ax:n,s
P  äx:m

(25)

Let us assume m = n. From equations (24) and (25),
and using (21) and (22), we respectively find

P =

aa j −1
π(j, n
j −1 px v

− j + 1)

j =1
n


(26)
v

j −1

P =

ai
0 ≤ t < m ax+t:n−t

aa j −1
π(j, s)
j −1 px v

j =1
n


(27)
v

j −1

As is well known, in actuarial mathematics the
(prospective) reserve at time t is defined as the actuarial value of future benefits less the actuarial value
of future premiums, given the ‘state’ of the policy at
time t. Thus, we have to define an active reserve as
well as a disabled reserve.
For brevity, let us only address the disability cover
whose actuarial value is given by equation (17) (or
(19)). Level premiums are assumed to be payable for
m years. The active reserve at (integer) time t is then
given by
ai
aa
Vt(a) = ax+t:n−t
− P äx+t:m−t

aa
j −1 px

j =1
n


funding of the insurer (which results in a negative reserve). Although it is sensible to assume that
ai
the probability px+j
−1 increases as the attained age
i
x + j − 1 increases, the actuarial value äx+j
:n−j +1
may decrease because of the decreasing expected
duration of the annuity payment. In this case, for a
given insured period of n years, the number m of
premiums must be less than n. This problem does
not arise when the disability annuity is payable for a
given number s of years.
Premiums paid by policyholders are gross premiums (also called office premiums). Gross premiums
are determined from net premiums by adding profit
and expense loadings, and, possibly, contingency
margins facing the risk that claims and expenses
are higher than expected. It is worth noting that the
expense structure is more complicated than in life
insurance. Expenses are also incurred in the event of
a claim, and result from both the initial investigations
in assessing claims and the periodic investigations
needed to control the continuation of claims.

(24)

if a maximum benefit period of s years is stated, the
premium P  must satisfy the equation

n


7

aa
j −1 px

j =1

In both cases, the annual level premium is an arithmetic weighted average of the natural premiums. If
natural premiums decrease as the duration of the policy increases, the level premium is initially lower
than the natural premiums, leading to an insufficient

m≤t ≤n

(28)

As regards the disabled reserve, first note that it
should be split into two terms:
1. a term equal to the actuarial value of the running
disability annuity, relating to the current disability spell;
2. a term equal to the actuarial value of benefits
relating to future disability spells less the actuarial value of premiums payable after recovery; of
course this term is equal to zero when a permanent disability cover is concerned.
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In actuarial practice, however, term (2) is commonly neglected even when the insurance product
allows for not necessarily permanent disability. Thus,
the disabled reserve is usually evaluated as follows:
i
Vt(i) = äx+t:n−t

(29)

The presence of policy conditions such as a deferred
period or a waiting period leads to more complicated
expressions for the reserves. We just mention a particular reserving problem arising from the presence
of a deferred period.
Let us refer to group disability insurance written
on, say, a one-year basis and assume a deferred period
of f . At the end of the one-year risk period, the
insurer will need to set up reserves in respect of
(a)
(b)

lives who are currently claiming;
lives who are currently disabled but whose
period of disability has not yet reached the
deferred period f and so are not currently claiming.

The reserve for category (b) is an IBNR-type
reserve that is, a reserve for Incurred But Not
Reported claims, widely discussed in the non-life
insurance literature (see Reserving in Non-life Insurance).

Allowing for Duration Effects
The probabilistic model defined above (see the section
on ‘Probabilities’) assumes that, for an insured aged
x at policy issue, transition probabilities at any age y
(y ≥ x) depend on the current state at that age. More
realistic (and possibly more complicated) models can
be built, considering, for instance,
1. the dependence of some probabilities on the
duration t of the policy;
2. the dependence of some probabilities on the time
z (z < t) spent in the current state since the latest
transition into that state;
3. the dependence of some probabilities on the total
time spent in some states since policy issue.

the attained age y = x + t only). For example, issue
selection in the probability of transition a → i can
represent a lower risk of disablement thanks to a
medical ascertainment carried out at policy issue.
Allowing for dependence (2), the duration-incurrent-state dependence requires inception-select
probabilities depending on both the attained age
y = x + t and the time z spent in the current state
(‘inception’ denoting the time at which the latest
transition to that state occurred). Practical issues
suggest that we focus on transitions from state i,
that is, on the disability duration effect on recovery
and mortality of disabled lives. Actually, statistical
evidence reveals an initial ‘acute’ phase and then a
‘chronic’ (albeit not-necessarily permanent) phase of
the disability spell. In the former, both recovery and
mortality have high probabilities, whilst in the latter,
recovery and mortality have lower probabilities.
Finally, the aim of dependence (3) is to stress
the ‘health story’ of the insured. In general, taking
into account aspects of the health story may lead to
untractable models. However, some particular aspects
can be introduced in actuarial calculations without
dramatic consequences in terms of complexity. An
example is presented in the section dealing with
‘Multistate Models’.
Focussing on dependence (2), it is worth noting
that disability duration effects can be introduced in
actuarial modeling without formally defining probabilities depending on both the attained age and the
disability duration. The key idea consists of splitting
the disability state i into m states, i (1) , i (2) , . . . , i (m)
(see Figure 4), which represent disability according to
duration since disablement. For example, the meaning
of the m disability states can be as follows:

i (1)

i (2)
a

d

i (m)

The consideration of dependence (1), named duration-since-initiation dependence, implies the use of
issue-select probabilities, that is, probabilities that are
functions of both x and t (rather than functions of

Figure 4 A model for disability annuity, with the disabled
state split according to the duration of disability
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i (h) = the insured is disabled with a duration of
disability between h − 1 and h, h = 1, 2, . . . ,
m − 1;
i (m) = the insured is disabled with a duration of
disability greater than m − 1.

The set of direct transitions is denoted by T. Let us
denote each transition by a couple. So (a, i) denotes
the transition a → i, that is, the disablement. For
example, referring to an insurance cover providing
an annuity in case of (nonnecessarily permanent)
disability, we have

The disability duration effect can be expressed via
an appropriate choice of the involved probabilities.
For instance, it is sensible to assume for any y

T = {(a, i), (i, a), (a, d), (i, d)}

(1)
pyi a

>

(2)
pyi a

> ··· >

(m)
pyi a

≥0

(30)

A disability actuarial model allowing for duration
dependence via splitting of the disability state is
adopted in the Netherlands. In most applications it
is assumed m = 6. Obviously, splitting the disability
state leads to more complicated expressions for actuarial values and, in particular, premiums and reserves.

Multistate Models: The Markov
Assumption
A unifying approach to actuarial problems concerning
a number of insurance covers within the area
of the insurances of the person (life insurance,
disability covers, Long-Term-Care products, etc.) can
be constructed thanks to the mathematics of Markov
stochastic processes, both in a time-continuous and
a time-discrete context (see Markov Chains and
Markov Processes). The resulting models are usually
called multistate models.
In this article we do not deal with mathematical
features of multistate models. To this purpose the
reader should refer to Life Insurance Mathematics
and [8]. A simple introduction will be provided, aiming at a more general approach to disability actuarial
problems. In particular, we will see how multistate
models can help in understanding premium calculation methods commonly used in actuarial practice
(further information about this topic can be found in
Disability Insurance, Numerical Methods).
As said in the section ‘Probabilities’, the evolution
of a risk can be described in terms of the presence
of the risk itself, at every point of time, in a certain
state belonging to a given set of states, or state space.
Formally, we denote the state space by S. We assume
that S is a finite set. Referring to a disability insurance
cover, the (simplest) state space is
S = {a, i, d}

The pair (S, T ) is called a multistate model. A
graphical representation of a multistate model is provided by a graph; see, for instance, Figures 1 to 3.
Note that a multistate model simply describes the
‘uncertainty’, that is, the ‘possibilities’ pertaining to
an insured risk. A probabilistic structure is needed in
order to express a numerical evaluation of the uncertainty.
Let us suppose that we are at policy issue, that
is, at time 0. The time unit is one year. Let S(t)
denote the random state occupied by the risk at
time t, t ≥ 0. Of course, S(0) is a given state; in
disability insurance, usually it is assumed S(0) =
a. The process {S(t); t ≥ 0} is a time-continuous
stochastic process, with values in the finite set S.
The variable t is often called seniority; it represents
the duration of the policy. When a single life is
concerned, whose age at policy issue is x, x + t
represents the attained age. Any possible realization
{s(t)} of the process {S(t)} is called a sample path;
thus, s(t) is a function of the nonnegative variable
t, with values in S. Conversely, in a time-discrete
context the variable t takes a finite number of values;
so, for instance, the stochastic process {S(t); t =
0, 1, . . .} is concerned. Note that this process has
been implicitly assumed in the preceding sections
while dealing with probabilities and actuarial values
for disability insurance.
A probabilistic structure must be assigned to the
stochastic process {S(t)}. First let us refer to the timediscrete context. Assume that, for all integer times t,
u, with u > t ≥ 0, and for each pair of states j , k,
the following property is satisfied
Pr{S(u) = k|S(t) = j ∧ H (t)}
= Pr{S(u) = k|S(t) = j }

(31)

where H (t) denotes any hypothesis about the path
{s(τ )} for τ < t. Thus, it is assumed that the conditional probability on the left-hand side of equation (31) depends only on the ‘most recent’ information {S(t) = j } and is independent of the path
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before t. The process {S(t); t = 0, 1, . . .} is then a
time-discrete Markov chain.
Let us go back to the transition probabilities
already defined. For example, consider the probability denoted by pyai , with y = x + t. According to the
notation we have now defined, we have
ai
px+t

= Pr{S(t + 1) = i|S(t) = a}

(32)

Moreover, referring to the (more general) probability
denoted by h pyai , we have
ai
h px+t

= Pr{S(t + h) = i|S(t) = a}

(33)

These equalities witness that the Markov assumption
is actually adopted when defining the usual probabilistic structure for disability insurance. It should be
stressed that, though an explicit and systematic use
of multistate Markov models dates back to the end
of the 1960s, the basic mathematics of what we now
call a Markov chain model were developed during the
eighteenth century and the first systematic approach
to disability actuarial problems, consistent with the
Markov assumption, dates back to the beginning of
the 1900s (see [8] for more information and an extensive list of references).
An appropriate definition of the state space S
allows us to express more general hypotheses of
dependence, still remaining in the context of Markov
chains. An important practical example is provided
by the splitting of the disability state i into a set of
states referring to various disability durations. The
resulting state space
S = {a, i (1) , i (2) , . . . , i (m) , d}

(represented by Figure 4) allows for disability duration effects on recovery and mortality of disabled
lives. Then, in discrete time, dependence on duration
becomes dependence on the current state.
Another interesting example is provided by the
multistate model represented in Figure 5. The meaning of the states is as follows:
a = active, no previous disability;
i = disabled, no previous disability;
a  = active, previously disabled;
i  = disabled, previously disabled;
d = dead.

a

a′

i

i′

d

Figure 5 A five-state model for disability annuity, with
active and disabled states split according to previous
disability

Thus, in this model the splitting is no longer
based on durations but on the occurrence of (one
or more) previous disability periods. The rationale
of splitting both the activity state and disability state
is the assumption of a higher risk of disablement, a
higher probability of death, and a lower probability of
recovery for an insured who has already experienced
disability. So, we can assume, for example,
 

pya i > pyai ;

 



 

qya a > qyaa ; pyia > pyi a

Note that also in this model various probabilities
do depend to some extent on the history of the insured
risk before time t, but an appropriate definition of
the state space S allows for this dependence in the
framework of a Markov model.
We now turn to a time-continuous context. While
in a time-discrete approach, the probabilistic structure
is assigned via one-year transition probabilities (e.g.
pyaa , pyai , etc.); in a time-continuous setting, it is
usual to resort to transition intensities (or forces or
instantaneous rates).
Let us use the following notation:
Pj k (t, u) = Pr{S(u) = k|S(t) = j }

(34)

The transition intensity µj k (t) is then defined as
follows:
Pj k (t, u)
(35)
µj k (t) = lim
u→t u − t
In the so-called transition intensity approach, it is
assumed that the transition intensities are assigned
for all pairs (j, k) such that the direct transition j →
k is possible. From the intensities, via differential
equations, probabilities Pj k (t, u) can be derived (at
least in principle, and in practice numerically) for all
states j and k in the state space S.
In the actuarial practice of disability insurance, the
intensities should be estimated from statistical data
concerning mortality, disability, and recovery. Note
that for an insurance product providing an annuity in

Disability Insurance
the case of not necessarily permanent disability, the
following intensities are required:
µai (t), µia (t), µad (t), µid (t)
More complicated models can be constructed (possibly outside the Markov framework) in order to
represent a disability duration effect on recovery and
mortality. To this purpose, denoting by z the time
spent in disability in the current disability spell, transition intensities µia (t, z) and µid (t, z) should be
used, instead of µia (t) and µid (t). This structure
has been proposed by the CMIB (Continuous Mortality Investigation Bureau) in the United Kingdom,
to build up a multistate model for insurance covers
providing a disability annuity.

for disability insurance, can be found in Numerical
methods: disability insurance.
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h
h
= FX j h + − 0 − FX j h − − 0 ,
2
2

Discretization of
Distributions

j = 1, 2, . . .

Let S = X1 + X2 + · · · + XN denote the total or
aggregate losses of an insurance company (or some
block of insurance policies). The Xj ’s represent the
amount of individual losses (the ‘severity’) and N
represents the number of losses.
One major problem for actuaries is to compute
the distribution of aggregate losses. The distribution
of the Xj ’s is typically partly continuous and partly
discrete. The continuous part results from losses
being of any (nonnegative) size, while the discrete
part results from heaping of losses at some amounts.
These amounts are typically zero (when an insurance claim is recorded but nothing is payable by
the insurer), some round numbers (when claims are
settled for some amount such as one million dollars) or the maximum amount payable under the
policy (when the insured’s loss exceeds the maximum
payable).
In order to implement recursive or other methods for computing the distribution of S, the easiest
approach is to construct a discrete severity distribution on multiples of a convenient unit of measurement
h, the span. Such a distribution is called arithmetic
since it is defined on the nonnegative integers. In
order to ‘arithmetize’ a distribution, it is important
to preserve the properties of the original distribution both locally through the range of the distribution
and globally – that is, for the entire distribution. This
should preserve the general shape of the distribution
and at the same time preserve global quantities such
as moments.
The methods suggested here apply to the discretization (‘arithmetization’) of continuous, mixed,
and nonarithmetic discrete distributions. We consider
a nonnegative random variable with distribution function FX (x).
Method of rounding (mass dispersal): Let fj denote
the probability placed at j h, j = 0, 1, 2, . . .. Then
set




h
h
= FX
−0
f0 = Pr X <
2
2


h
h
fj = Pr j h − ≤ X < j h +
2
2

(1)
(2)

(3)

(The notation FX (x − 0) indicates that discrete probability at x should not be included. For continuous distributions, this will make no difference.) This
method splits the probability between (j + 1)h and
j h and ‘assigns’ it to j + 1 and j . This, in effect,
rounds all amounts to the nearest convenient monetary unit, h, the span of the distribution.
Method of local moment matching: In this method,
we construct an arithmetic distribution that matches p
moments of the arithmetic and the true severity distributions. Consider an arbitrary interval of length,
ph, denoted by [xk , xk + ph). We will locate point
masses mk0 , mk1 , . . . , mkp at points xk , xk + 1, . . . , xk +
ph so that the first p moments are preserved. The system of p + 1 equations reflecting these conditions is
 xk +ph−0
p

r k
(xk + j h) mj =
x r dFX (x),
xk −0

j =0

r = 0, 1, 2, . . . , p,

(4)

where the notation ‘−0’ at the limits of the integral
are to indicate that discrete probability at xk is to be
included, but discrete probability at xk + ph is to be
excluded.
Arrange the intervals so that xk+1 = xk + ph, and
so the endpoints coincide. Then the point masses
at the endpoints are added together. With x0 =
0, the resulting discrete distribution has successive
probabilities:
f0 = m00 ,

f1 = m01 ,

fp = m0p + m10 ,

f2 = m02 , . . . ,

fp+1 = m11 ,

fp+2 = m12 , . . . . (5)

By summing (5) for all possible values of k, with
x0 = 0, it is clear that p moments are preserved for
the entire distribution and that the probabilities sum
to 1 exactly. The only remaining point is to solve the
system of equations (4). The solution of (4) is
 xk +ph−0 
x − xk − ih
mkj =
dFX (x),
(j − i)h
xk −0
i=j
j = 0, 1, . . . , p.

(6)

This method of local moment matching was introduced by Gerber and Jones [3] and Gerber [2] and
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studied by Panjer and Lutek [4] for a variety of
empirical and analytical severity distributions. In
assessing the impact of errors on aggregate stoploss net premiums (aggregate excess-of-loss pure
premiums), Panjer and Lutek [4] found that two
moments were usually sufficient and that adding a
third moment requirement adds only marginally to
the accuracy. Furthermore, the rounding method and
the first moment method (p = 1) had similar errors
while the second moment method (p = 2) provided
significant improvement. It should be noted that the
discretized ‘distributions’ may have ‘probabilities’
that lie outside [0, 1].
The methods described here are qualitative, similar
to numerical methods used to solve Volterra integral
equations developed in numerical analysis (see, for
example, [1]).

[2]

[3]

[4]

Gerber, H. (1982). On the numerical evaluation of the distribution of aggregate claims and its stop-loss premiums,
Insurance: Mathematics and Economics 1, 13–18.
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2, 159–177.

(See also Compound Distributions; Derivative
Pricing, Numerical Methods; Ruin Theory;
Simulation Methods for Stochastic Differential
Equations; Stochastic Optimization; Sundt and
Jewell Class of Distributions; Transforms)
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Experience-rating

–

Introduction
–
Experience-rating occurs when the premium charged
for an insurance policy is explicitly linked to the previous claim record of the policy or the policyholder.
The most common form of experience-rating
involves two components:
–

–

A tariff premium that is calculated on the basis of
the policy’s known risk characteristics. Depending on the line of business, known risk characteristics could involve sums insured, type and
usage of building or vehicle, the occupation of
the insured workers, and so on.
An adjustment that is calculated on the basis of
the policy’s previous claim record.

Because it makes such obvious sense to consider
a policyholder’s claim record before deciding on his
or her renewal premium, every pricing actuary and
underwriter is experience-rating most of the time –
although not always in a formula-driven way.
Actuaries have studied formula-driven ways of
experience-rating under two main headings: Credibility theory and Bonus–malus systems. The
formalized use of credibility methods probably
originated in workers’ compensation insurance
schemes in the United States about 100 years ago.
Bonus–malus systems (BMS) are an integral feature of motor vehicle insurance (see Automobile
Insurance, Private; Automobile Insurance, Commercial) in many developed countries.
Common arguments quoted in support of experience-rating include
–

–

–

–

that experience-rating prevents losses from occurring by encouraging more careful behavior by the
policyholder (moral hazard);
that experience-rating prevents insurance claims
from being lodged for smallish losses, thus saving claim handling expenses;
that experience-rating provides a more equitable
distribution of premiums between different policyholders than strict manual rating;
that competition in the insurance market makes
it necessary to price every policy as correctly as
possible, to avert the dangers of adverse selection
and loss of business;

that experience-rating reduces the need for manual rating, in situations in which policies’ risk
characteristics are vaguely defined or difficult
to collect;
that experience-rating reduces the need for a
complicated tariff that utilizes many variables,
each of which may or may not be a significant
predictor of risk.

In this author’s view, each argument has a grain
of truth to it, but one should take care not to exaggerate the importance of experience-rating for any
specific purpose. In particular, experience-rating is
never a substitute for sound, statistically based risk
assessment using objective criteria.
The section ‘Methods of Experience-rating’
provides a brief outline of different methods
of experience-rating. In the section, ‘Desirable
Properties of Experience-rating Schemes’ we shall
discuss properties that an experience-rating scheme
should have, and in the section ‘Implementation
of Experience-rating’ some practical issues will
be outlined.

Methods of Experience-Rating
It has already been mentioned that every pricing
actuary and underwriter is experience-rating most of
the time. In its simplest form, this task involves a
comparison of past premiums with past claims, after
having made the necessary adjustments for inflation,
extreme claims, outstanding claims (see Reserving
in Non-life Insurance), change in the insured risks,
and so on. At a more sophisticated level, the actuary
or underwriter would also compare the actual policy’s claim record with that of other, similar policies,
thereby increasing the amount of statistical experience that goes into the premium calculation (provided
he or she believes that similar policies ought to generate similar claims).
The process of blending individual claim experience with collective claim experience to arrive at
an estimated premium, is formalized in the discipline
known as credibility theory. The generic form of a
credibility premium is
Pcredibility = zPindividual + (1 − z)Pcollective .
In this equation, Pindividual denotes the premium
that would be correct if one assumes that the individual claim record of the actual policy (its burning
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cost) is indicative of expected future claims. The
quantity Pcollective denotes the premium that would
be correct if one assumes that the future claims of
the policy will be similar to the claims recorded in
the collective to which the policy belongs by virtue
of its observable risk characteristics. The blending
factor z, often called the credibility factor and lying
between zero and one, allocates a certain weight to
the individual premium at the expense of the weight
allocated to the collective premium.
Credibility theory revolves around the question of
how one should determine the credibility factor z,
that is, how much weight it is reasonable to allocate
to each of the two premium estimates.
Bonus–malus systems in motor vehicle insurance
are similar to the familiar game of Snakes and Ladders. The claim-free policyholder works his way up
through the classes of the BMS, one class for each
claim-free year. Each successive class normally entitles him to a higher bonus or discount. If he is unlucky
and has to make a claim, he is set back a defined number of classes, or even back to start, and has to work
his way up through the same classes again. Depending on the number of classes in the BMS and the
transition rules, it may take anything between two to
three years and a decade to reach the highest bonus
class. Policyholders will go to great lengths to retain
and improve their position on the bonus–malus scale,
a phenomenon often referred to as bonus hunger.
Actuarial work on BMS revolves around optimal
design of the bonus–malus scale and its transition
rules and attached discounts, to ensure that the resulting premiums are fair and financially balanced.
The broad objective of experience-rating is to
adjust a policy’s renewal premium to its past claim
experience as it emerges, so that a claimant policyholder will pay a higher premium than a claimfree policyholder (everything else being equal). This
objective can be achieved by other devices than credibility formulas and bonus–malus systems.
The easiest way to make the claimant policyholder
pay a reasonable share of his own claims, is to impose
a meaningful deductible (retention) at the outset. A
problem with that approach is that many policyholders do not have sufficient liquidity to carry a high
deductible. Experience-rating schemes in general, and
BMS in particular, can be seen as ways of deferring
the cost of high deductibles. An alternative method
of financing high deductibles could be for the insurer
to provide a loan facility to policyholders, where the

entitlement to a loan is contingent on an insured loss
having occurred.
In proportional reinsurance, contract clauses
such as sliding scale commissions and profit commissions (see Reinsurance Pricing) are common. Such
devices essentially adjust the contract premium to its
claim experience in a predefined way, after the claims
have been recorded. At the extreme end of the scale,
one has finite risk reinsurance contracts (see Alternative Risk Transfer; Financial Reinsurance), which
are designed in such a way that the cedent (see Reinsurance) is obliged to pay for his own claims (and
only his own claims) over time, the reinsurer acting
only as a provider of finance.
Although they serve a similar purpose, the devices
outlined in the last two paragraphs are not normally
thought of as experience-rating. Experience-rating in
the narrow, actuarial sense is all about trying to
estimate the correct premium for future years. One
should keep in mind, however, that the mathematical
models and methods that actuaries use to analyze
experience-rating schemes, may also be employed to
analyze the properties of alternative devices.

Desirable Properties of Experience-rating
Schemes
In order to discuss the objectives of experience-rating,
let us introduce just a little mathematical notation.
Assume that an insurance policy has been in
force for the past n years, which we denote by
T − n + 1, T − n + 2, . . . , T − 1, T ; the symbol T
denotes the present year. In the policy year t, the
following observations have been recorded:
–
–
–

ct , the objective risk criteria of the insured interest; this may be a vector.
Nt , the number of claims reported.
St , the amount of claim payments, including an
estimate of outstanding claims.

Other information will of course also be available,
like the circumstances leading to each individual
claim and the individual claim amounts.
The renewal premium of the policy for the year
T + 1 must be based on the objective risk criteria pertaining to the coming year, which we denote by cT +1 .
The pure risk premium for a policy with no other
information than the objective risk criteria available,
is the expected claim cost, which we denote by

Experience-rating
RT +1 = E{ST +1 |cT +1 }. Calculating that quantity may
require elaborate statistical modeling and analysis.
Experience-rating builds on the obvious premise
that there will always be other risk characteristics
that cannot be (or have not been) directly observed.
In motor vehicle insurance these could be the temper of the driver, in worker’s compensation insurance
it could be the effectiveness of accident prevention
measures, and so on. Borrowing notation from credibility theory, let us denote the aggregate effect of hidden risk characteristics by a parameter θ and assume
that for the policy under consideration, the ‘true’ pure
risk premium actually is θRT +1 . The objective then
becomes to estimate θ based on the policy’s past
claims record. The experience-rated pure risk premium is then θ T +1 RT +1 , where θ T +1 denotes the
estimate that one has arrived at, by whatever means,
using available claim statistics up to year T . The
actual risk premium charged will typically be of
the form θ T +1 PT +1 where PT +1 = P (cT +1 ) denotes
some form of tariff premium or manual premium.
Please note that in the context of this paper, we
are disregarding loadings for expenses and profits,
including the (interesting!) question of how the burden of such loadings ought to be distributed between
different policyholders.
Now, what should we require of the estimate
θ T +1 ?
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a very (very!) poor predictor of θ. Undaunted by
this, some authors propose to measure the accuracy of a BMS by a weighted average of the mean
squared errors that have been calculated for different
classes of the BMS. Generally speaking, however,
bonus–malus systems score very low on accuracy.
To reinforce this assertion, let us remember that in
most BMS, the majority of policyholders are sitting in
the highest bonus class and enjoying discounts often
as high as 75%. This may be consistent with most
motorists’ self-perception of being better than the
average, but to the impartial statistician, it shows that
the (implicit) formula for θ T +1 is severely skewed
in most BMS. In order to collect sufficient premium
in aggregate, the insurer is then forced to raise the
tariff premium to compensate for the skewedness in
the BMS. Undiscounted tariff premiums will become
prohibitive, which then forces the insurer to offer
starting discounts, which in turn accelerates the drift
towards the high bonus classes and so on.
Bonus–malus systems are an extreme case of a
common situation in which the relationship between
the ‘true’ pure premiums RT +1 and the tariff premiums PT +1 is tenuous at best. This should cause
one to rephrase the request for accuracy rather than
requiring that θ T +1 should be a good predictor of θ;
one should ask that θ T +1 PT +1 be a good predictor of
θRT +1 – that is, θ T +1 should be able to compensate
for any skewedness in the tariff premiums.

Accuracy
Limited Fluctuations (Stability)
Accuracy is an important objective of any experiencerating method: θ T +1 should be as good a predictor
of θ as can be attained. To enable them to measure
accuracy, credibility theorists, including Bayesians
(see Bayesian Statistics), cast θ as a random variable that varies between the policies in the portfolio.
Then they use the minimization of mean squared error
E{θ T +1 − θ}2 to determine the optimal formula for
θ T +1 ; optimality being contingent, as usual, on the
stochastic model used to calculate mean squared error
and the constraints imposed on the permissible estimators. This branch of credibility theory is referred
to as greatest accuracy credibility theory.
Bonus–malus systems provide no explicit formula
for θ T +1 . Rather, θ T +1 is the (arbitrary) premium
relativity that goes with the bonus class in which
the policyholder will be placed in the coming year,
following his wanderings through the system. In
bonus–malus systems, therefore, θ T +1 is normally

The predictor θ T +1 , however defined, will change
from year to year as new claims emerge. It is in the
interest of the insured and the insurer that fluctuations
in renewal premiums should be limited (assuming
unchanged risk characteristics); certainly, fluctuations
that arise out of ‘random’ and smallish claims. For the
insured, it would make little sense if a smallish claim
were to be followed by a hefty premium increase for
the next year. The insurer has to consider the risk
that the insured, when confronted with such a hefty
increase, will say ‘thanks, but no thanks’ and leave
the company for a competitor.
Early actuarial work on credibility theory focused
primarily on the problem of limiting year-to-year
fluctuations. While not as mathematically elegant as
the more recent ‘greatest accuracy credibility theory’,
‘limited fluctuation credibility theory’ nevertheless
addressed a relevant problem that greatest accuracy
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credibility theory ignores – simply because year-toyear fluctuations do not enter into the objective function of the latter. Sundt [1] has proposed to merge
the two objectives into one objective function of the
mean squared error type, relying by necessity on a
subjective weighting of the relative importance of
accuracy as opposed to stability. By sticking to mean
squared error, Sundt preserves the mathematical elegance of greatest accuracy credibility theory.
Other approaches to limiting fluctuations in experience-rating schemes include the following:
–

–

–

–

Outright truncation of the year-to-year premium
change. This approach appears to be simple in
theory, but becomes tricky once there is a change
in the objective risk characteristics. Moreover,
truncation tends to skew the resulting premiums
in either way, which then necessitates compensating adjustments in the tariff premium.
Truncation of the claim amounts that go into
the formula for θ T +1 . This approach is based
on the idea that small claims are avoidable and
should be clawed back from the insured, while
large claims are beyond the insured’s control and
should be charged to the collective.
Basing the formula for θ T +1 on claim numbers only, not claim amounts. Credibility theorists often advocate this approach by making the (unchecked) assumption that a policyholder’s latent risk θ only affects his claim frequency, not the severity of his claims. While this
approach normally limits fluctuations in premiums because claim numbers are less volatile than
claim amounts, the premium increase that follows a single claim can in this way become much
higher than the claim that caused it.
Excluding ‘random’ and ‘innocent’ claims from
the calculation of θ T +1 . Often used in motor
vehicle insurance, mainly to avoid an argument
with the policyholder.

Bonus–malus systems often generate significant
year-to-year fluctuations. To see this, just consider
going from 60% bonus to 70% bonus after a claimfree year means that your premium drops by 25%
(other things being equal). Going from 70% bonus
to say 40% bonus after a claim means that your
premium increases by 100%, and will remain higher
for a number of years. If you add the effect of
blanket increases in the tariff premium, the overall

premium increase in the years following a claim may
easily dwarf the claim that caused it. Fortunately for
insurers, the average insured is blissfully unaware of
this, at least until he has made a claim.

Adaptiveness
Except for mathematical convenience, there is no
good reason why one should assume that a
policyholder’s latent risk parameter θ remains the
same from year to year. The relative level of a policyholder’s pure risk premium may change over time,
not only as a result of his own aging and learning
process, but also as a result of demographic shifts in
the collective that he is a part of. As a result, the
estimator θ T +1 should be able to adapt.
Models with changing risk parameters and adaptive credibility formulas have been developed under
the heading of ‘recursive credibility’. Those models
fall into the wider framework of dynamic linear modeling and Kalman filter theory. In general terms, the
resulting formula θ T +1 assigns less weight to older
observations than to newer ones.
Alternative ways of attaining the same goal include
–
–

outright exponential smoothing (without the use
of a model to justify it),
discarding observations that are more than, say,
five years old each year.

Bonus–malus systems are adaptive by nature,
as your progression is always just a function of
your current position on the bonus–malus scale, and
the presence or absence of claims made during the
last year.

Overall Balancing of Experience Rated Premiums
A very important requirement to an experience-rating
scheme is that the pure premiums it generates, are
balancing the claims that they are meant to pay
for.
 can be expressed in the form
 This requirement
Eθ T +1 PT +1 = EθRT +1 , where the summation
extends across all policies that will be renewed or
written for the year T + 1. Taken at face value, this
is an unbiasedness requirement – expected premiums
should equal expected claims.
Credibility formulas can be shown to be unbiased
as long as both the ‘collective premium’ and the
‘individual premium’ are unbiased estimates of the
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policy’s risk premium, that is,
E{Pindividual |cT +1 } = E{Pcollective |cT +1 }
= E{ST +1 |cT +1 },
because in that case we have,
E{Pcredibility |cT +1 } = zE{Pindividual |cT +1 }
+ (1 − z)E{Pcollective |cT +1 } = E{ST +1 |cT +1 }.
The rather informal conditioning on the risk characteristics cT +1 in the expressions above has only
been made in order to emphasize the obvious requirement that next year’s premium must be adjusted to all
that is known about next year’s risk characteristics.
It is a common misconception that the unbiasedness of credibility premiums is contingent on z being
the ‘greatest accuracy credibility factor’. Indeed, any
choice of z that is not correlated with the risk characteristics or claim record of the individual policy in
such a way as to create a bias, will give an unbiased
credibility premium.
The fact that the credibility premium will be unbiased for each single policy under the conditions
outlined above, does mean that a credibility-based,
experience-rating scheme guarantees an overall financial balance in a portfolio. The reason is that financial
balance must be secured not for the policies currently in the portfolio, but for the policies that will
be renewed or written in the next year. In a voluntary and competitive market, any policyholder has
the option of insuring with another company, or
not insuring at all when confronted with a premium
increase. It is obvious that policyholder migration has
the potential to change the balance between premiums
and claims. However, it is more difficult to predict
which way the balance will tilt, not least because the
migration pattern will depend on competing insurers’
rating mechanisms.
Taylor [2] has derived credibility premiums designed to maximize the expected profit of the insurer
in a model that includes assumptions on price elasticity and informed policyholders. The optimal credibility premiums in Taylor’s model differ from greatest
accuracy premiums by a fixed loading, and in fact
they are not unbiased for the individual policy in
the sense outlined above. It is interesting to observe,
however, that the optimal credibility premiums of
Taylor’s model approach the greatest accuracy credibility premiums when price elasticity is high. Stating
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the obvious, one could paraphrase that observation
by saying that only great accuracy will do if you are
dealing with informed, price-sensitive policyholders.
Most bonus–malus systems, if left unattended
over time, will create a massive imbalance. This
is mainly due to the drift of policyholders toward
the high bonus classes. An insurance company
running a BMS must continually monitor the likely
premium that will be collected next year compared
with the likely claims, and make adjustments to
the tariff premium to compensate the drift in the
average bonus.

Other Considerations
The successful operation of an experience-rating
scheme requires that, on average, the number of
claims that can be expected from a policy each
year is not too low. In lines [sic] with very low
claim frequency, the experience-rated premiums are
unlikely to generate financially balanced premiums
in aggregate. The resulting imbalance will have to be
compensated through increases in the tariff premium,
which creates a barrier to new entrants.
As noted in the previous section, experience-rating
is based on an assumption that a policy is likely to be
renewed, even after it has suffered a rerating. Lines
of business in which a great percentage of policies
migrate annually (e.g. short-term travel insurance),
are not particularly well suited for experience-rating.
Price elasticity will also be high in such lines.

Implementation of Experience-Rating
A number of practical issues must be addressed when
an insurance company implements an experiencerating scheme.
The company must organize its databases for
policies and claims in such a way as to enable it
to trace the risk characteristics and claim record
of each individual policy and policyholder through
time. Easy as it may sound, creating really reliable
historical databases is a major problem for many
insurance companies. This problem tends to encourage ‘memory-less’ experience-rating schemes, such
as bonus–malus schemes, where all that is required
to calculate next year’s premium, is this year’s premium (or bonus class) and claims.
The company must then decide how to take care
of open claims where the ultimate cost is not known,
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as well as unreported claims, in the experience-rating
formula. Some companies would make a percentual
adjustment to the reported incurred claim cost (paid
claims and outstanding case estimates), to cover the
cost of open and unreported claims. That approach is
simple to apply, but may open the door to difficult
discussions with the policyholder. Also, by divulging
the amount of outstanding case estimates on open
claims, the insurer may be seen to admit liability in
cases where that question yet has to be settled.
The problem with open claims is less pronounced
if the experience-rating scheme uses only claim
numbers, not claim amounts. For private and small
commercial policyholders, this may be a feasible
approach, but for medium and large commercial
policyholders, to disregard the amount of claims is
just not an option.
Experience-rating is fraught with difficulty in
long-tail lines of insurance (see Long-tail Business),
where both the reporting and the settlement of claims
may be delayed many years. When applied in a naive
way, that is, without making a prudent adjustment
for delayed claims, experience-rating will erode an
insurance company’s premium income and constitute
a financial health hazard.
The impact of very large claims must be limited
in order to limit fluctuations in the experience-rated
premium. That is most easily achieved by truncating
claims that go into the experience-rating formula,
at some predetermined limit. More sophisticated
schemes could be devised, where the truncation limit
is made dependent on the size of the insured (e.g.
measured by its average annual claim cost).
The insurance company will have to decide
whether it wants to make a distinction between
‘innocent’ claims, where the insured is not
demonstrably at fault, and claims for which the
insured can be blamed. In motor vehicle insurance,
for example, claims related to theft or road assistance
are sometimes exempted from the bonus–malus
calculation. Mostly, such exemptions are made for
the sake of avoiding an argument with the insured,
or because the penalties of the BMS are so severe
that they dwarf the claim. From a risk-theoretic point,
there is no reason why a motorist who lives in a theftprone area or who fails to maintain his car in working
order, should not pay a higher premium. Or one could
turn around the argument and ask what the point is
in covering claims that fall far below the (deferred)
deductible generated by the BMS.

In workers’ compensation insurance, a thorny
question is whether travel claims (i.e. claims for
injuries sustained when the employee was traveling to
or from work) should enter into the experience-rating
formula. The same is true of disease claims, when it
is not entirely clear that the disease has originated at
the current workplace.
Changes in the organization of the insured and
the insurer, such as mergers and acquisitions, are a
real hassle to an experience-rating scheme because
they usually necessitate merging poorly maintained
or nonexistent data from disparate computer systems
and filing cabinets.
The insurance company must also determine
whether it should, indeed whether is allowed to,
share its clients’ claim statistics with its competitors.
In some countries, bonus–malus information is
compulsorily exchanged, while other countries do not
require such an exchange of information.

Summary
As was stated at the beginning of this paper, experience-rating is a formalized approach to the task
of considering a policyholder’s claim record before
offering a renewal premium. By building stochastic
models of the risk heterogeneity within otherwise
homogeneous groups of policyholders, actuaries can
derive experience-rating formulas that purport to
be optimal.
An important caveat to any claim of optimality
is, however, that it is contingent on at least three
constraints:
–
–
–

the range of allowable experience-rating
formulas,
the objective function that is minimized or
maximized,
the stochastic model that underlies the calculations.

By imposing a strong limitation on any of the
above, one facilitates the task of finding an optimal formula but runs the risk of ignoring important
aspects and real-life dynamics. In practical applications, one should always keep in mind that successful
experience-rating may require more than just a statistical analysis of the risks involved. The actuary
should be aware of, and frank about, the possible
impact of any constraints that he or she has imposed

Experience-rating
in order to arrive at a solution. Just saying optimal
will not do. Computer simulation provides a great
tool to test the performance of the chosen solution
under a variety of scenarios and assumptions.
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Financial Pricing of
Insurance
No standard approach is used by property-liability
insurers (see Non-life Insurance) to incorporate investment income into pricing models. Prior to the
1960s, investment income was generally ignored
when setting rates for property-liability insurance.
Since the lag between the receipt of the premium and
the payment of claims was not very long, and interest
rates were rather low, including investment income
would not have made a significant difference in most
cases. Several developments changed this approach.
First, expansion of legal liability increased the importance of liability insurance coverages in which
the interval between premium payments and claim
payments is a significant factor. Second, increased
case loads for courts and more complex legal issues
increased the time lag before liability losses were
settled. Next, interest rates increased substantially.
For example, interest rates on three-month treasury
bills, which had generally been less than 3% prior
to the early 1960s, rose to 7% by the early 1970s
and exceeded 15% in the early 1980s. Finally, financial economists developed a number of financial
models for valuing the prices or returns of equities
and other investment alternatives that provided the
framework for financial pricing models for propertyliability insurance.
Financial pricing models bring together the underwriting and investment components of an insurance
contract. These models are used to attempt to determine the appropriate rate of return for a line of
business, the minimum premium level at which an
insurer would be willing to write a policy, or target
rate of return for an insurance company in aggregate.

where
=
=
=
=
=
=

TRR
IA
IR
P
S
UPM

In this model, any investment income reduces the
required underwriting profit margin. The primary difficulty in applying this model is setting the target
total rate of return. Some insurers use a constant,
company-wide value for their target rate of return;
others use a value that varies among lines of business and over time. Once the target total rate of
return is selected, equation (1) can be rearranged to
determine the underwriting profit margin needed to
achieve this return.

Insurance Capital Asset Pricing Model
The first financial pricing model applied in a regulatory framework was the Insurance Capital Asset Pricing Model (see Market Equilibrium). The CAPM,
first introduced in the mid-1960s, postulates that the
expected return on any asset is the risk-free rate of
return (see Interest-rate Modeling) plus a multiple
(termed beta) of the market risk premium. The market risk premium is the additional return over the
risk-free rate that investors demand for accepting the
risk of investing in equities. The beta for each security represents the covariance of returns between the
particular security and the market, divided by the
variance of market risk. Beta reflects how much the
return on a particular security moves with the market.
Generally, equities tend to move in tandem, so typical betas would range from 0.75 to 2.0. The CAPM
formula is

Target Total Rate of Return
The target total rate-of-return model, the most
straightforward of the financial pricing models for
property-liability insurance, has been proposed by
several researchers [1, 5, 12]. This model integrates
the underwriting and investment returns from
insurance by setting a target return for the insurer
to attain in aggregate. The formula for this model is
 
 
IA
P
TRR =
(IR) +
(UPM)
(1)
S
S

target total rate of return
investable assets
investment return
premium
surplus
underwriting profit margin

E[re ] = rf + βe (E[rm ] − rf )

(2)

where
re
rf
rm
βe
E

=
=
=
=
=

return on an equity
risk-free return
return on the market
systematic risk = Cov(re , rm )/Var(rm )
expected value of the variable in brackets

If the covariance between a security’s return and the
market were zero (which in practice would not be
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expected to occur for equities), then the expected
return on the security would be the risk-free rate.
If the covariance were 1.0, then the expected return
on the security would be the risk-free rate plus the
expected market return minus the risk-free rate, or the
expected market return. Securities whose prices tend
to move less than the market would generate returns
that are below the market return. Securities whose
prices tend to move more than the market would generate returns higher than the market. However, only
covariance between the security’s return and the market would affect expected returns. Price movements
that are uncorrelated with the market as a whole,
termed unsystematic risk, would not be rewarded by
a higher expected return.
Several studies propose applications of the CAPM
to insurance [2, 11, 13, 14]. The primary differences
in these approaches relate to the treatment of taxes.
The first step in this process is to determine the
underwriting beta for a given line of insurance by
measuring the covariance of underwriting profits with
equity market returns. Then the appropriate underwriting profit margin is calculated as the negative
of the risk-free rate of return multiplied by the time
lag between receipt of the premiums and payment of
claims or expenses plus the underwriting beta times
the market risk premium. Additional adjustments are
made for taxes that the insurer has to pay as a result
of writing the policy. The formula proposed by Hill
and Modigliani [14] is
(1 − ti )
+ βu (E[rm ] − rf )
(1 − tu )
  

S
ti
+
rf
P
(1 − tu )

U P M = −krf

(3)

where
UPM = underwriting profit margin
k = funds generating coefficient (lag between
premium and claim payments)
S = surplus
P = premium
ti = tax rate on investment income
tu = tax rate on underwriting income
In general, underwriting returns are uncorrelated with
stock market returns, so the underwriting beta is at
or near zero. Thus, the underwriting profit margin
is set equal to the negative of the risk-free rate for
as long as the insurer is assumed to hold the funds,

with an adjustment to reflect the taxes the insurer
pays when writing an insurance policy. The primary
flaw of this model is that it provides no compensation
to the insurer for bearing risk that is, based on an
equity model, diversifiable. Since banks and other
lenders do not provide loans at the risk-free rate to
borrowers whose default risk is uncorrelated with
the stock market, it is clear that this model is not
appropriate for pricing financial transactions.

Discounted Cash Flow Model
The discounted cash flow model was developed
by Myers and Cohn [16] as a counterpoint to the
Insurance Capital Asset Pricing Model for insurance rate hearings. This model considers the cash
flows between the insurance buyer and the insurance company. The premise underlying this model is
that the present value of the premiums should equal
the present value of the expected cash flows emanating from the contract, including losses, expenses,
and taxes. The formula for the discounted cash flow
model is
P V [P ] = P V [L] + P V [E] + P V [TU ] + P V [TIB ]
(4)
where
L
E
TU
TIB
PV

=
=
=
=
=

losses
expenses
taxes generated on the underwriting income
taxes generated on the investment balance
present value of the variable in brackets

The key to using the discounted cash flow model is
to determine the appropriate discount rate for each
cash flow. In applications of this model, elements
relating to the premiums and expenses have been
discounted at the risk-free rate and elements relating to losses have been discounted at a risk-adjusted
rate, which is normally less than the risk-free rate.
In some cases, the risk adjustment has been based on
the CAPM approach, which has the deficiencies cited
above. Another complication of the discounted cash
flow model is the complex tax structure applicable
to the insurance industry, with the regular corporate
tax calculation and the alternative minimum tax calculation intertwined, making the determination of the
expected cash flow from taxes exceedingly difficult.
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Internal Rate of Return
In corporate finance, the internal rate of return is the
discount rate that sets the present value of the cash
flows from an investment, considering both the initial
investment (as a negative cash flow) and the returns
generated by the investment (as positive cash flows),
equal to zero. The internal rate-of-return model in
insurance focuses on the cash flows between the
insurance company and its owners by examining
the timing of investing capital into the insurance
company and the release of profits and capital as
the contracts are settled. This model can be used
to determine the appropriate premium by inserting
the cost of capital as the discount rate, or it can be
used to determine the rate of return given a particular
premium level. The general formula of the internal
rate-of-return approach is
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formal regulatory setting, some researchers [15, 17]
have applied the arbitrage pricing model to insurance. Urrutia’s formulation of the arbitrage pricing
model is
krf (1 − ti )
+ βu,j (λj )
(1 − tu )
  

S
ti
+
rf
P
(1 − tu )

UP M = −

(6)

where
λj = the risk premium associated with factor fj
βu,j = Cov(UPM, fj )/Var(fj )

where

The arbitrage pricing model solves the CAPM problem of ignoring risk that is unsystematic with stock
market returns, but introduces the additional problems of identifying and pricing the other risk factors
relevant to insurance pricing. The difficulty in quantifying these variables has limited the practical applications of arbitrage pricing models for insurance.

II = investment income (after taxes)
UP = underwriting profit (after taxes)

Option Pricing Model

0 = P V (S) + P V (I I ) + P V (U P )

(5)

Since insurance companies are not funded to write
a single policy and then terminated when the policy
is finally settled, a number of assumptions have to
be made about the cash flows, including when the
surplus is invested by the owners (when the policy is
written, when the first expenses are generated prior
to writing the policy, or when the premiums are
received) and when the surplus is released (when the
policy expires, when the last claim payment is made,
or proportionally over the time to settle all claims).

Arbitrage Pricing Model
The arbitrage pricing model expands on the CAPM
by allowing additional sources of risk, not just market risk, to affect the expected rate of return on
an investment. These additional risk factors can be
any risk element that investors require compensation
to induce them to invest in. Empirical tests of the
arbitrage pricing model to security returns have determined that inflation, economic growth as measured
by changes in the Gross National Product, and the
differential between short-term and long-term interest rates may be priced risk factors [4]. Although the
arbitrage pricing model has not yet been used in a

The innovative approach to pricing options (see
Derivative Securities) introduced by Black and
Scholes [3] (see Black–Scholes Model) in the early
1970s provided important insights into the pricing of
any contingent claim, including insurance. An option
represents the right to buy or sell a security at a
predetermined price on a future date. The option
holder will only exercise the option if the market
price of the security is such that exercising the option
is preferable to making the same trade at the market
price. The current price of the option is the discounted
value of the portion of the future price distribution
of the underlying security for which the option will
be exercised.
Doherty and Garven [10] applied the option pricing model to insurance by valuing three different
contingent claims on the assets of an insurer, the
policyholders, the government (for taxes), and the
equityholders of the company. The policyholders’
claim is equal to the value of their losses, subject
to a maximum of the total value of the insurance
company’s asset portfolio. If losses exceed the total
assets, the insurance company would be insolvent and
policyholders would receive only a portion of their
losses. This is akin to having the policyholders sell
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to the equityholders a call option on the assets of the
insurer with an exercise price of their losses. The government has a contingent claim on the assets of the
insurance company equal to the tax rate multiplied by
the profit. The equityholders have the residual value
after the contingent claims of the policyholders and
the government are settled. The option pricing model
determines the appropriate price of a policy iteratively by testing different premium levels until the
premium is found that equates the value of the equityholders’ claim to the initial company value. At this
price, the equityholders neither gain nor lose value
by writing the policy. The option pricing model can
be written as
Ve = P V (Y1 ) − H0 − G0

(7)

The complexity of accurately modeling the insurance transaction, the difficulty in determining parameter values in situations in which market prices are
not readily available and the impact of a rate regulatory system that requires transparent ratemaking
methodologies have slowed the application of financial pricing models for property-liability insurance.
Efforts continue in this area to adjust existing models
and develop new models to price property-liability
insurance more accurately by integrating underwriting and investment returns.
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STEPHEN P. D’ARCY

Foreign Exchange Risk in
Insurance
Introduction
Economic globalization leads to issuance of insurance
contracts across countries. Although large insurance
companies are mainly located in Europe and North
America, they provide services all over the world.
From an insurer’s perspective, in addition to risks
that are intrinsic to the insurance industry, it must also
face foreign exchange rate risk when transactions are
conducted in a foreign currency.
This exchange rate risk faced by an international
insurance company may come from several sources.
The most obvious one is the insurance premium.
Premiums of insurance contracts trading in a foreign country can either be charged in terms of the
domestic currency of the insurer or in a foreign currency of the insured. If it is paid in terms of foreign
currency of the insured, then the exchange rate risk
obviously belongs to the underwriter, the insurer.
Otherwise, the insured bears the exchange risk. For
a country with volatile exchange rates, clients may
choose to purchase services from a local insurance
provider to avoid this risk. As a result, international
insurers may end up selling their products in foreign currencies in order to compete with the local
providers.
Exchange rate risk can also be generated from
novel insurance instruments such as variable annuity or equity-linked insurance contracts, which are
mainly used to hedge against inflation and longevity.
These products are usually linked to the financial
index of a particular country. When an international
insurer sells these instruments globally, it faces foreign exchange risk.

in FX rates. Clearly, transaction exposure is a cash
flow exposure.
• Translation exposure: Consolidation of financial
statements (or insurance contracts), which involves
foreign currency denominated assets and liabilities,
gives rise to translation exposure, sometimes also
known as the accounting exposure.
• Economic exposure: Economic exposure is concerned with the present value of future operating cash flows to be generated by a company’s
activities and how this present value, expressed
in the domestic currency, changes in FX movements.

FX Risk Management Techniques
Two main approaches to minimize FX risk are internal and external techniques.
•

•

Financial Theory
In financial terms, foreign exchange (FX) exposure
is usually categorized as follows, see for example [6].
• Transaction exposure: Transaction exposure arises when the cost of proceeds (in domestic currency)
of settlement of a future payment or receipt denominated in foreign currency may vary due to changes

•

Internal techniques refers to internal management
tools, which are part of a firm’s own financial
management within the group of companies concerned and do not resort to special contractual
relationships with third parties outside the firm.
Internal tools [1], may consist of netting, matching, leading and lagging, pricing policies, and
asset/liability management or a combination of
all of these.
– Netting involves associated companies that
trade with each other. The simplest scheme
is known as bilateral netting with a pair of
companies. Each pair of associates nets out
their own individual positions with each other
and cash flows are reduced by the lower of
each company’s purchases from or sales to
its netting partner.
– Matching is a mechanism whereby a company matches its foreign currency inflows
with its foreign currency outflows in respect
of amount and approximate timing.
– Leading and lagging refers to the adjustment
of credit terms between companies. Leading
means paying an obligation in advance of the
due date; lagging means delaying payment of
an obligation beyond its due date.
External techniques [8] as treated under
securities, resort to a contractual relationship outside of a group of companies to reduce the FX
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risk. The contracts include forward exchange,
short-term borrowing, FX futures, currency
options, quanto options, discounting bills receivable, factoring receivables, currency overdrafts,
currency swaps, and government exchange risk
guarantees. Insurance products may also be constructed according to the structure of financial
tools or embedded with a combination of these
features.

conducted on the impact of foreign exchange risk
in the insurance industry in general, and in actuarial
studies in particular. This short note may serve as a
pointer to some of these potential developments.
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Fuzzy Set Theory
Traditional actuarial methodologies have been built
upon probabilistic models. They are often driven
by stringent regulation of the insurance business.
Deregulation and global competition of the last two
decades have opened the door for new methodologies, among them, being fuzzy methods. The defining
property of fuzzy sets is that their elements possibly have partial membership (between 0 and 1), with
degree of membership of zero indicating not belonging to the set considered, and degree of membership
of one indicating certainty of membership.
Fuzzy sets have become a tool of choice in modeling uncertainty that may not arise in a stochastic setting. In probability models, one assumes that
uncertainty as to the actual outcome is overcome by
performing an experiment. Fuzzy sets are better fit
for the situations when, even after performing an
experiment, we cannot completely resolve all uncertainty. Such vagueness of the outcome is typically due
to human perception, or interpretation of the experiment. Another possible reason could be the high
degree of complexity of the observed phenomena,
when we end up referring to the experience of human
experts instead of precise calculations. Finally, ambiguity of inputs and outcomes can give rise to successful applications of fuzzy sets when probability is
not descriptive.
Fuzzy set theory was created in the historic paper
of Zadeh [23]. He also immediately provided most
of the concepts and methodologies that eventually
led to the successful practical applications of fuzzy
sets. The idea’s roots could be traced to multivalued
logic system of Lukasiewicz [18] and Post [20]. We
now provide a quick overview of developing fuzzy
sets methodologies in actuarial science, and the basic
mathematics of fuzzy sets.

Underwriting
DeWit [11] pointed out that the process of insurance
underwriting is fraught with uncertainty that may
not be properly described by probability. The work of
DeWit was followed by Erbach [13] (also see Erbach
and Seah [14]) who in 1987, together with his two
colleagues, Holmes and Purdy, working for a Canadian insurance firm, developed Zeno, a prototype life

insurance automated underwriter using a mixture of
fuzzy and other techniques. Lemaire [17] suggested a
fuzzy logic methodology for insurance underwriting
in general, as well as a fuzzy calculation of insurance
premiums and reserves. The underwriting methodology underwent further refinement in the work of
Young [21] who published a specific algorithm for
group health underwriting, utilizing the fuzziness
of 13 rules for acceptance. Horgby et al. [16] introduced fuzzy inference rules by generalized modus
ponens as a means of underwriting mortality coverage for applicants with diabetes mellitus. Twentyseven medically related factors are represented as
fuzzy input parameters to a fuzzy controller scheme
with a center of area defuzzifier to extract a single
crisp premium surcharge.

Time Value of Money, Life Insurance, and
Endowment Products
Buckley [4, 5] gave a pioneering account of the applications of fuzzy sets in finance and the theory of
interest. Lemaire [17] calculates the net single premium for a pure endowment insurance under a scenario of fuzzy interest rate. Ostaszewski [19] shows
how one can generalize this concept with a nonflat yield curve and increasing fuzziness for longer
maturities.

Risk Classification
Ostaszewski [19] pointed out that insurance risk
classification often resorts to rather vague and uncertain criteria, such as ‘high-risk area’, or methods that
are excessively precise – as in a case of a person who
may fail to classify as a preferred risk for life insurance because his body weight exceeded the stated
limit by half a pound (this was also noted in [17]).
Ebanks, Karwowski, and Ostaszewski [12] use
measures of fuzziness to classify risks. In many situations, we do know in advance what characteristics a
preferred risk possesses. Any applicant can be compared, in terms of features or risk characteristics,
to the ‘ideal’ preferred risk. A membership degree
can be assigned to each deviation from the ideal.
This produces a feature vector of fuzzy measurements
describing the individual.
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Derrig and Ostaszewski [9] use fuzzy clustering
for risk and claim classification. Overly precise clustering of Massachusetts towns into auto insurance
rating territories is replaced by fuzzy clustering of
towns over five major coverage groups to reveal the
nonprobabilistic uncertainty of a single common rating class. The fuzzy c-means algorithm, as discussed
in [2], was used to create the fuzzy clusters of towns.

Property/Casualty Claim Cost Forecasting
and Insurance Pricing
Cummins and Derrig [7] studied claim cost trends,
and compared existing forecasting methods with
respect to their forecasting accuracy, bias, and reasonability. Forecast methods that are nearly as accurate
and unbiased may not produce the expected claim
costs that are nearly the same. They suggested assigning a membership degree to a method for its accuracy, bias, and reasonableness separately. They then
derived a composite fuzzy inference measure of the
accuracy, bias, and reasonableness of a forecasting
method. This produced much greater insight into the
value of various methods than the commonly used
methods of comparisons of regression R-squares or
the preference of a company actuary.
Cummins and Derrig [8] provide examples of the
calculations of fuzzy insurance premiums for property/casualty insurance. They note that the premium
calculation faces uncertainty due to cash flow magnitudes, cash flow patterns, risk free interest rates, risk
adjustments, and tax rates that are all naturally fuzzy
when used by the actuary. Applied to capital budgeting, the projects that may have negative net present
values on crisp basis may be revealed as having an
obvious positive value on a fuzzy basis.

Fuzzy Taxes
Income taxes have a major effect on product pricing
and insurance-investment portfolio management.
Derrig and Ostaszewski [10] develop applications of
fuzzy set methodology to the management of the tax
liability of a property/casualty insurance company.

Fraud Detection
Claims can be classified by fuzzy clustering, segmenting on vague concepts such as subjective assessments

of fraud as in [9]. Cox [6] describes fraud and abuse
detection for managed health care by a fuzzy controller that identifies anomalous behaviors according
to expert-defined rules for provider billing patterns.

Integrated Approaches
Some recent developments are also promising in
combining fuzzy sets methodology with intervals of
possibilities [1], Kohonen’s self-organizing feature
map [3], and neural networks [15]. Operational control of premium price changes via fuzzy logic, adapts
fuzzy controller methods in industrial processes to
financial decisions. For example, Young [22] codified
several common actuarial concepts as fuzzy parameters in a rate-changing controller. Zimmerman [26]
gives a comprehensive overview of all existing applications of fuzzy sets, including a chapter on actuarial
applications by Derrig and Ostaszewski.

Basic Mathematics of Fuzzy Sets
A fuzzy set Ã is defined as a function µA : U →
[0, 1] from a universe of discourse U into the
unit interval [0,1]. Those elements x ∈ U for which
µA (x) = 1 are said to belong to the set Ã with
the degree of membership of 1, which is considered
equivalent to the regular concept of membership of an
element in a set. A standard set, as originally defined
in set theory, is referred to as a crisp set in fuzzy
set theory. Those x ∈ U for which µA (x) = 0 have
their degree of membership equal to zero. This is
equivalent to the notion that x is not an element of a
crisp set. For µA (x) = r ∈ (0, 1), r is referred to as
the degree of membership in the set Ã.
We define the α-cut of a fuzzy set Ã as Aα =
{x ∈ U : µA (x) ≥ α}.
An α-cut of a fuzzy set is a crisp set. Thus, α-cuts
provide a natural way of transforming a fuzzy set into
a crisp set. A normal fuzzy set is a fuzzy set whose
1-cut is nonempty. A fuzzy subset Ẽ of the set of all
real numbers  is convex if for each θ ∈ (0, 1) and
x, y ∈ , µE (θx + (1 − θ)y) ≤ min(µE (x), µE (y)).
A fuzzy subset Ẽ of  which is normal, convex,
and such that µE is continuous and vanishes outside
some interval [a, b] ⊂  is called a fuzzy number.
The fundamental tool of the study of fuzzy sets is
the following principle due to Zadeh [23].

Fuzzy Set Theory
The Extension Principle If f is a mapping from a
universe U = U1 × U2 × · · · × Un (a Cartesian product) to a universe V , and Ã1 , Ã2 , . . . , Ãn are fuzzy
subsets of Ũ1 , Ũ2 , . . . , Ũn , respectively, then f maps
the n-tuple (Ã1 , Ã2 , . . . , Ãn ) into a fuzzy subset B̃ of V
in the following manner: if f −1 (y)  = ∅ then µB (y) =
sup(min{µA1 (x1 ), µA2 (x2 ), . . . , µAn (xn ):f (x1 , x2 , . . . ,
xn ) = y}), and µB (y) = 0 otherwise.
Using the Extension Principle, one can, for example, define the sum of fuzzy numbers Ã and B̃,
denoted by Ã ⊕ B̃ = C̃, with the membership function µC (z) = max(min{µA (x), µB (y) : x + y = z}).
A sum so defined is a fuzzy number, and ⊕ is
an associative and commutative operation. A similar application of the Extension Principle allows for
a definition of a product of fuzzy numbers, also commutative and associative. Once arithmetic operations
are developed, fuzzy financial mathematics follows.
Fuzzy inference is defined as the deduction of new
conclusions from the given information in the form of
‘IF-THEN’ rules in which both antecedents and consequents are given by fuzzy sets. Fuzzy inference is
the basis for the theory of approximate reasoning as
developed by Zadeh [24]. The fundamental concept
of fuzzy models of approximate reasoning is that of
a linguistic variable. A typical fuzzy inference is
Implication : If x is A, then x is B
Premise : x is Ã
Conclusion : y is B̃
where x and y are linguistic variables, and A, Ã, B, B̃
are fuzzy sets representing linguistic labels (values of
linguistic variables) over the corresponding universes
of discourse, and pairs of the type A, Ã and B, B̃
represent closely related concepts. Zimmerman [25]
provides a comprehensive overview of the fuzzy set
theory.
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Group Life Insurance

• Employee group: Employees of an employer (including state, county, and municipality). The employer is the policyholder.

Group life insurance is life insurance written for
members of a specific group. Most frequently, it is
issued to an employer for the benefit of the employees. It may however be issued to any group given that
the group is not formed for the purpose of purchasing
insurance.
Originally, group life was meant to be a life insurance contract with a lump sum payment in case
of death of a member of a group (Group Term
Life Insurance) in which the total premium for all
members, contributory or not, was paid by the policyholder. The risk was supposed to be leveled out
within the group. The insurance companies could
then be less concerned with the health evidence,
and often an actively-at-work statement was enough.
Hence, the administration was less demanding and
the expenses lower than with individual insurances.
Today we see more complex ‘group life’ products
offered to more groups in which often the practical distinction between individual and group life has
become more and more vague and the expenses have
increased.
The characteristics of group life insurance are
that it is a life insurance issued to a policyholder
covering only all members of a well-defined group,
or all of any class or classes thereof, and that benefit
amounts have to be determined according to a general
plan (platform) precluding individual selection. At the
date of issue, it has to cover a minimum number of
lives (very often 10 lives), with or without medical
evidence. The premium has to be paid wholly or
partly by the policyholder. The policyholder cannot
be the beneficiary (except in the case of credit group
life and nonprofit group life).
Worldwide, group life insurance is not an unambiguous concept. It may vary between countries
according to the local legislation, practice, and products. In most countries, a group life insurance means a
Group Term Life Insurance, whilst in others it might
also mean different permanent life insurance plans
(Group Paid-Up Plans, Group Universal Life Plans,
Group Ordinary Plan, etc.). We will mainly concentrate on Group Term Life Insurance and how that has
been practiced.
Today we see group life insurance offered to
groups such as

• Trade group: Employees of employers who are
members of a trade organization. The trade organization is the policyholder.
• Association group: Members of a national or
local association with the object of promoting the
members’ professional interests. The association is
the policyholder.
• Federation group: Members of associations belonging to a national or local federation with the
object of promoting the member associations’ and
their members’ interests. The federation is the policyholder.
• Credit group: Individuals with private loans/mortgages in a bank or in another financial/credit institution. The bank or financial/credit institution is the
policyholder and the beneficiary.
• Economic group: Members of an organization/association with the object of promoting the members’
economical interest. The organization/association is
the policyholder.
• Nonprofit group: Members of a nonprofit association (charitable or religious) not formed for the
purpose of buying insurance. The association is the
policyholder and may be the beneficiary.
In addition to the lump sum death benefit, we can
today find different benefits as riders or written in
conjunction with a group life insurance under the
same contract.
The benefits could be
•
•
•
•
•
•
•
•

supplement for children and/or spouse/cohabitant
payable on the death of the insured;
dependent insurance, that is, coinsured spouse/
cohabitant and/or coinsured children;
funeral expenses on the death of the insured’s
dependents;
disability lump sum or annuity;
accelerated death benefit, that is, an advance payment of part of the life benefit when the insured
becomes terminally ill;
hospitalization due to accident;
medical;
accidental death and dismemberment;
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waiver of premium, that is, the member’s life
insurance will be continued without premium
payment if the insured becomes totally disabled
before reaching a certain age;
optional life insurance, that is, a voluntary additional life insurance;
conversion privilege/continuation of coverage,
that is, an option to convert to an individual life
insurance for a member leaving the group life
scheme. No medical evidence is required and
the sum insured cannot exceed the amount of
insurance under the group life scheme.

A group life insurance may not necessarily cover
all the members of a group, and the benefit amount
might not be the same for all eligible members. The
members can be subdivided into smaller groups/classes with different benefit amounts as long as the
classes are well defined and there is no discrimination. Eligible members of a scheme/class could be,
for instance,
•
•
•
•
•
•
•
•

all members between 20 and 65 years of age
all members under 65 years of age with at least
one year of service
all members eligible for the pension scheme
all married and single breadwinners
all unmarried and single members
all members working full time, or all members
with at least an 50% position
all members with an income higher than a defined
minimum or within income brackets
all members belonging to a job class/title.

The benefit amount may either be a fixed/flat
amount or a multiple of either annual salary/earnings
or a local well-defined amount (like G, which is
the basic amount in the Norwegian social security
system). There might be a legislative or regulatory
maximum benefit amount.
When a group life scheme is subdivided into
classes there are normally some regulations as to the
minimum number of lives in each class and/or to the
proportion between the benefit amount in one class
compared to the next lower class and/or a maximum
highest class benefit compared to the lowest class
benefit or compared to the average benefit amount
for all the classes.
The health evidence requirements may depend on
the size of the group, the benefit amounts, if the
membership to the scheme is compulsory or not,
and/or on the benefits written in conjunction with or
as riders to the group life insurance. As a general
rule, we may say that the smaller the groups are and
the higher the benefit amounts are the more health
evidence is required in addition to an actively-at-work
statement. An actively-at-work statement is normally
enough for larger schemes as long as none of the
benefit amounts exceeds a regulatory free cover limit.
Group life insurances are normally paid with
yearly renewal premiums. The factors that are used
to determine the premium might be age, sex, type
of work, and location of business. The premiums
are often calculated by applying the local tariff to
find an average rate per thousand benefit amount,
which again is applied to every member’s benefit
amount. This average rate is also applied to calculate

Table 1 Minimum participation requirements for voluntary schemes in
Norway
Number of
persons entitled
to insurance
10–49
50–299
300–499
500–699
700–999
1000–1999
2000–4999
5000–9999
10 000–19 999
20 000–99 999
100 000 and more

Minimum
percentage
participation (%)

Minimum
number of
insured

90
75
70
65
55
45
35
25
15
10
7

10
45 (90% of 50)
225 (75% of 300)
350 (70% of 500)
455 (65% of 700)
550 (55% of 1000)
900 (45% of 2000)
1750 (35% of 5000)
2500 (25% of 10 000)
3000 (15% of 20 000)
10 000 (10% of 100 000)

Group Life Insurance
the premium for all new members during the policy
year. We have also seen that the average rate has been
guaranteed for more than one year.
Historically, the local tariffs have been very conservative, and we have seen different forms of ‘experience rating’. We have seen it in forms of increased
benefit amounts, premium discounts, and dividends.
The dividends may be paid directly to the policyholders or used to reduce next year’s premiums. In
later years, more sophisticated methods have been
applied [1, 2].
Participation in a group life insurance may either
be compulsory for all persons of the group or it can
be voluntary. To avoid adverse selection against an
insurance company, the insurance industry has introduced minimum requirements for the participation of
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those entitled to insurance for voluntary schemes. The
requirements may be as simple as at least 40% or
75% participation when the policy is issued respectively with or without medical evidence. Or, they may
depend on the size of the insurable group as in Norway (Table 1):
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EINAR AKSELSEN

Heterogeneity in Life
Insurance
Heterogeneity
The word related to ‘heterogeneity,’ namely ‘heterogeneous’ has its roots in the Greek heterogenes,
from heteros ‘different’ and genos ‘kind, gender, race
stock’. In actuarial science and in actuarial practice,
a number of fundamental concepts are closely related
to that of heterogeneity (of a group or class of insured
risks). First of all, there is of course the concept of
homogeneity (homos = ‘same’), and next that of risk
classification. Connected to the basic concepts mentioned are other concepts of risk selection both for the
insurer and for the insured. It is easy to see that the
concepts mentioned are interconnected: for instance,
a classification with groups that are more heterogeneous will be subject to a higher adverse selection
by the (prospective) insured.
In the following sections, we will mainly restrict
ourselves to traditional individual life insurances
and annuities, where the problem of partitioning the
risks into homogeneous groups is relatively easy,
and premium calculation/rating is entirely based on
a priori information at the time of issue (or time of
renewal) of the policies. The situation differs from
that of non-life insurance, see, for example, the end
of the next section.

Homogeneity, Heterogeneity, Risk Classification,
and Tariff
For a long time, it has been assumed that in life insurance the insureds (risks) can easily be partitioned into
homogeneous a priori classes at the time of policy
issue. Life insurances and annuities are historically
classified in practice according to sex, age, and health,
and more recently smoking habits have also been
introduced as a classification factor. In actuarial science, homogeneity of a group means that the risks
in a homogeneous group have an identical probability distribution function or random loss function
(implicitly it is assumed that the risks are independent). Homogeneity of the insured risks in a group
is an important assumption of the traditional pricing system, especially in life insurance (other pricing
aspects are expected investment return and expenses).
The pricing system in life insurance mathematics,

the actuarial equivalence principle, is in fact based on
the assumptions of homogeneity and independency
of risks. In the random variable model, the actuarial
equivalence principle is normally formulated as follows: the expected value of the premiums equals the
expected value of the benefits.
Homogeneity is however an abstract ideal. Only
in theory are all factors that influence a risk known,
observable, and included in the risk classification
of the tariff. For this reason, risk classification
in life insurance and pension plans is often criticized on theoretical grounds, and other approaches
that explicitly take heterogeneity into account, have
been suggested (see [2, 7]). In non-life insurance, an
experience-rating technique called credibility theory was designed to cope with heterogeneity (see for
instance [4]). In individual life assurance, it would of
course be meaningless to apply experience-rating as
you die only once. However, in group life assurance
it can be applied (see [5, 6]). Application of credibility theory in group life insurance had already been
discussed by Keffer in 1929.

Additional Aspects of Risk Classification
The probabilities of the insured to die or to become
disabled depend on more factors than mentioned
above; we only give a short list of interrelated factors:
biological factors (attained age and health), genetic
factors (sex, individual genotype) (see Genetics and
Insurance), lifestyle (smoking, drinking habits, etc.),
social factors (marital status, social class, occupation, etc.), and geographical factors (region, postal
code). The risk factors together form a risk classification system; sometimes also related probabilities
and underwriting and marketing strategy are seen as
part of this classification system. Since it is impossible to take all relevant risk factors (rating factors)
into account in a practical situation, this implies that
each group of insured persons is in fact heterogeneous. A refinement of a risk classification system
can be derived from an existing classification system
by adding an additional classification factor. In general, the refinement will be more homogeneous than
the original one.
The risk factors of a risk classification system have
to meet many requirements (see [2, 3]), they have to
be (i) statistically (actuarially) relevant, (ii) accepted
by society, (iii) operationally suitable, and (iv) legally
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accepted. This means that enough reliable statistical data should be available, which is also statistically significant for the risk under consideration, and
mainly stable over time. Statistical reliability is a
limiting factor in improving risk classification systems, because of reducing sample sizes. To tackle the
problem of diminishing sample sizes with refined risk
classifications in modern practice, in constructing rating systems, modern statistical modeling techniques
can be used, which also play a role in non-life insurance. The risk factors, of course, also have to be
objectively defined. It will often be forbidden by law
to discriminate against any individual with respect to
race, color, religion, disability, and sex.
The accuracy of classification systems has been
subject to public debate for many years in the United
States and other countries. Risk classification systems
are not unique, but have to be chosen with reference
to the marketing and underwriting policy of the insurance company. Of course, a probability distribution
has to be assigned to each of the individual risks.

Underwriting; Marketing; Risk Selection
Rating as considered in the previous sections is only
one aspect of the risk classification process; the
other major aspects that are also related to the rating process are underwriting, marketing, and risk
selection; for practical aspects, see again [2, 3, 8].
Underwriting is the process of examining the insurance risks in order to classify and accept or reject
the risks, and to charge a correct premium for the
accepted risks. Traditionally, in many countries, four
life insurance underwriting classes are used: standard,
preferred, substandard, and uninsurable. In the United
Kingdom, there is for instance no preferred class, and
in New Zealand, there is effectively no declined class
since antidiscrimination legislation requires insurers
to offer a premium (which can of course be very
high), hence the uninsurable class is not determined
by the insurer directly, but by what the prospective
insured is willing to pay. Marketing has to do with
not only the creation of demand for insurance products, but also market segmentation, choice of target
group, product development, and so on. Finally, in
risk selection (see table below), on the one hand,
a differentiation can be made between risk selection by the insured and the insurer, and on the other
hand, risk selection at the time of issue of a policy,

and during the term of a policy (or at expiry of the
policy).
Risk selection by insured and insurer
Time of issue
Insured

Insurer

Antiselection
(issue
selection)
Initial selection
(underwriting;
marketing)

During the term of the
insurance
Antiselection (financial
selection; selective
withdrawals)
Postselection (renewal
selection)

Insurers have economic incentives to use an adequate classification system, depending on the market
they are operating in. Incorrect rating, by using too
rough a classification system, will affect the profitability and solvency of the insurer operating in a
competitive market. Individuals have the opportunity to select against any risk classification system,
both at the time of issue and during the term of
the policy. This tendency is called antiselection or
adverse selection. For instance, at policy issue, a
smoker may prefer to buy life insurance from an
insurance company that only uses age and sex as
classification factors and charges a premium based
on these alone. Of course, in the underwriting process (see [1]), an inadequate primary classification
of age and sex, can be corrected, since applicants
for life insurance are further classified based on the
answer to questions asked on application forms on
medical and family history, and/or medical examinations. (There has been a pressure on the insurers in
several countries in recent years not to require genetic
tests to be carried out, or request to see the results
of past genetic tests for underwriting purposes.) The
underwriting process that is designed to uncover antiselection at the time the applications are received,
normally leads to significantly lower death rates in the
first years of a life insurance contract: for this reason,
often select probabilities (see Life Insurance Mathematics) are used in setting premium rates. Another
form of initial selection from the side of the insurance company is its marketing strategy, where, for
instance, only potential insureds in a certain region
are contacted.
Because an insurance portfolio is heterogeneous
with respect to the health of the insured for each
combination of risk factors, it is possible that during the term of the policies, proportionally fewer
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of the less healthy policyholders withdraw by surrender (see Surrenders and Alterations), hence
we have ‘selective withdrawal’. Another kind of
selection, financial selection, may occur related to
financial conditions where the savings process of
the insurance is involved: a savings policy with
a low rate of return will probably be surrendered
when market investment rates are high. There is
still another kind of selection, shown in the above
table, which is called postselection, this may occur
in renewable term life insurance (in the USA) at
expiry of a policy in case the policy is not renewed
automatically.
The concept of antiselection of the insured is
closely related to the concept of moral hazard
(see [9]), the tendency of insurance to change the
behavior of the insured. In life insurance policies,
clauses are included (if allowed by law) to exclude
payment of death benefits in case of death by suicide
in the first two years after issue of the policy.
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Homeowners Insurance
As the name suggests, owners of homes purchase this
insurance to indemnify themselves against property
damage. The insurer will pay the costs of repair or
replacement up to the sum insured (see Coverage)
of the policy. The sum insured is estimated by the
homeowner as the cost of replacing the building in
the case of total loss. Often, this sum will be automatically increased each year in line with inflation.
The insurable items available under a homeowners policy include buildings and rental costs if the
property becomes uninhabitable after an insured loss.
Often, homeowners policies will include an element
of liability coverage, to indemnify the homeowner
for any damage or injury for which they become
liable. This will usually be a fixed amount unrelated to, and much higher than, the sum insured of
the policy.
The insurable events that an insurance company
is prepared to cover include fire, earthquake, water
damage, explosion, impact, lightning strike, riots,
civil commotion or industrial or political disturbances,

storm, damage from theft, and malicious acts. They
usually exclude loss or damage arising from floods,
wear and tear, depreciation, storm surge (the increase
in sea level from a severe storm), subsidence, war,
terrorism, or faulty construction.
The main factors affecting the premium for a
homeowners policy are the sum insured, the construction materials of the building, the use of the
building, and its location. The relationship between
sum insured and premium is not linear, as many of
the insurance claims are not for total losses, but for
things like fire damage.
Most homeowners policies will specify a
deductible. The homeowner may be offered various levels of deductibles, with each higher
level corresponding to a reduced policy premium. Discounts may be offered for protective devices, owner age, no-claim bonuses (see
Experience-rating), and multipolicies, such as
motor (see Automobile Insurance, Private), homeowners, and householders (or contents) insurances combined.
MARTIN FRY

Kalman Filter, Reserving
Methods
The Kalman filter [4] is an estimation method associated with state space models. The data are viewed as
a time series, and this focuses attention on forecasting. Hence, when it is applied to claims reserving,
it emphasizes the forecasting nature of the problem.
A state space model consists of two equations. The
first relates the data to an underlying (unobservable)
state vector, and is called the ‘observation equation’.
The second is the ‘state equation’, and defines the
change in the distribution of the state vector over
time. Thus, the dynamics of the system are governed by the state vector and the state equation. The
observation equation then links the state vector to the
data. The Kalman filter was applied to time series by
Harrison and Stevens [3], in a Bayesian framework
(see Bayesian Statistics; Bayesian Claims Reserving). However, although it is possible, and sometimes very helpful to use a Bayesian approach, it is
not necessary.
In the actuarial literature, Kalman filtering methods have been applied to claims runoff triangles
by De Jong and Zehnwirth [1] and Verrall [7]. The
section ‘The Kalman Filter’ gives an introduction to
the Kalman filter. The section ‘Application to Claims
Reserving’ outlines how the Kalman filter has been
applied to claims reserving in those articles. Further
details may also be found in [6], while [2] provides a
summary of stochastic reserving, including methods
using the Kalman filter.

The Kalman Filter
The Kalman filter is an estimation method for a
state space system, which consists of an observation
equation and a system equation. This can be set
up in a number of different ways, and there are
also a number of different assumptions that can be
made. Here, we choose to make full distributional
assumptions for the random variables.
The observation equation is
Yt = Ft θt + et ,

(1)

where et has a multivariate normal distribution with
mean 0 and variance–covariance matrix Vt (see

Continuous Multivariate Distributions). These are
assumed to be serially independent. In many cases,
Yt may be a scalar, but it is also often a vector
whose length should be specified here. However, the
application to claims reserving requires the dimension of Yt to increase with t. For this reason, it is
not helpful here to go into the details of specifying the dimensions of all the vectors and matrices in
these equations.
The system equation is
θt+1 = Gt θt + Ht ut + wt ,

(2)

where ut has a multivariate normal distribution with
mean Ut and variance–covariance matrix Ut and wt
has a multivariate normal distribution with mean 0
and variance–covariance matrix Wt . Further, et , ut ,
wt are sequentially independent.
In these equations, θt is the state vector, and
the way it is related to the previous state vector
through the system equation governs the dynamics
of the system. ut is a stochastic input vector, which
allows for new information to enter the system. et
and wt are stochastic disturbances. The choices of the
matrices Ft , Gt and Ht are made when the system
is set up, and can accommodate various different
models.
The Kalman filter is a recursive estimation procedure for this situation. When we have observed
Dt−1 = (Y1 , Y2 , . . . , Yt−1 ), we estimate θt by θ̂t|t−1 =
E[θt |Dt−1 ]. Let Ct denote the variance–covariance
matrix of θ̂t+1|t . Then, conditional on Dt−1 , θt has a
multivariate normal distribution with mean θ̂t|t−1 and
variance–covariance matrix Ct .
Conditional on Dt , θt+1 has a multivariate normal
distribution with mean θ̂t+1|t and covariance matrix
Ct+1 , where
θ̂t+1|t = Gt θ̂t|t−1 + Ht ût + Kt (Yt − Ŷt )
Kt = Gt Ct Ft (Ft Ct Ft + Vt )−1
Ct+1 = Gt Ct Gt + Ht Ut Ht
− Gt Ct Ft (Ft Ct Ft + Vt )−1 Ft Ct Gt + Wt
Ŷt = Ft θ̂t|t−1 .
This defines a complete recursion, and we
return to the distribution of θt , replacing it
the new distribution for the state vector. The
data arrives, and we can again update the
vector.

may
with
new
state
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To start the process, a noninformative prior distribution can be used (in the Bayesian setting). In the
classical setting, an approach similar to that used in
time series can be taken. Either one may condition on
the first data point, or else the complete distribution
can be formed and an optimization procedure used to
estimate the parameters.

Application to Claims Reserving
Since the Kalman filter is a recursive estimation
method, we have to treat the claims data as a time
series. Without loss of generality, we consider a triangle of incremental claims data, {Yij : i = 1, 2, . . . , n;
j = 1, 2, . . . , n − i + 1}:
Y11

Y12

Y21
..
.

...
.
..

. . . Y1n
.
..

Yn1
These claims data arrive in the following order:


Y14

  Y13 
Y12
Y 
, Y22 ,  23  , . . .
Y11 ,
Y21
Y32
Y31
Y41
It can be seen that the data vector is of increasing
length, in contrast to the more usual format of time
series data. This means that all the matrices in the
state space system will increase in dimension with
time. Also, it is (usually) necessary to add new
parameters at each time point, because there is data
from a new row and column. This can be achieved
using the input vectors, ut .
De Jong and Zehnwirth [1] set up the state space
system as follows. The observation equation, (1), is
defined so that
 

b 
φt
0
... 0
1

 0 φt−1 . . . 0 
b

2
Ft = 
..
.  and θt =  ..  .
..
 ...
.
. .. 
.
bt
0
0
. . . φ1
(3)
Here, φt and bt are, in general, vectors, and the
prime denotes the transpose of a vector. The simplest
case is when φt and bt are scalars, relating to the
development year and accident year respectively. De

Jong and Zehnwirth define φt so that the runoff
shape is that of the well-known Hoerl curve. They
also consider more complex formulations. However,
it should be noted that this set up implies that the
runoff shape must be assumed to have some known
parametric form.
The vector bt relates to the accident year, and it is
this to which the smoothing procedures are applied.
This is similar to the situation in other approaches,
such as credibility theory and Bayesian methods,
which are most often set up so that the smoothing is
applied over the accident years. The simplest model
that De Jong and Zehnwirth consider is where the
accident year parameter follows a simple random
walk: bi = bi−1 + wi . From these equations, we can
deduce the system equation for the present model.
Whilst De Jong and Zehnwirth concentrate on
models related to the Hoerl curve, Verrall [7] considers the chain-ladder technique as a state space
model. This uses a linear modeling approach, and
assumes that the incremental claims are lognormally
distributed (see Continuous Parametric Distributions) with mean
µ + αi + βj .
(Note that this model can be parameterized in
different ways. In this case, constraints are used such
that α1 = β1 = 0, as in [7].)
This means that the logged incremental claims are
normally distributed, and the Kalman filter can be
applied. The similarity between this lognormal model
and the chain-ladder technique was investigated by
Kremer [5].
The observation equation, (1), in this case, is in the
following form (illustrated for the third data vector):


Y13
Y22
Y31




=

1 0
1 1
1 0

0
1
0

0
0
1


µ
1  α2 
 
0  β2  .
0  α3 
β3




(4)

The system equation can take a number of forms
depending on the model being applied. For example,
the Kalman filter can be used simply as a recursive
estimation procedure for the lognormal model by
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setting up the system equation as follows:
  



µ
0 0
1 0 0
 

 α2   0 1 0  µ
0 0
  

 u3,1

,
 β2  =  0 0 1  α2 +  0 0 
α  0 0 0 β
 1 0  u3,2
3
2
β3
0 1
0 0 0
(5)


u3,1
contains the distribution of the new
where
u3,2
parameters. This distribution can be a vague prior
distribution that would give the same estimates as
fitting the model in a nonrecursive way. Or a distribution could be used that allows information to be
entered about the likely value of the new parameters.
However, it is likely that the Kalman filter is used
in order to apply some smoothing over the accident
years. This can be achieved by using the following
system equation:
 
 

  
0
0
1 0 0
µ
 
0
0
 α2   0 1 0  µ
 
 

  
 β2  =  0 0 1  α2 +  0  u3 +  0  w3 ,
0
1
α  0 1 0 β
3

β3

approaches to be applied. All the time, the estimation is carried out using the Kalman filter. It should
be noted that the Kalman filter assumes a normal
error distribution, which implies a lognormal distribution for incremental claims here. This assumption
has sometimes not been found to be totally satisfactory in practice (e.g. see the discussion of lognormal
modeling in [2]). So far, the use of dynamic modeling with other distributions has not been explored
in claims reserving, although the use of modern
Bayesian modeling methods has begun to receive
more attention.
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Kalman Filter
The Kalman filter is simply an efficient algorithm for
finding and updating the estimated mean and variance
of the state in a state space model. It is not a model.
A state space model is a type of linear model that
can be written in a certain standard form, which we
describe below.
There are numerous generalizations and specializations of the Kalman filter, related to slightly different versions of the state space model. Additionally,
for a given model, the Kalman filter may be written
using more or fewer equations. Further, the notation
is not standardized – different symbols are regularly
used in expositions of the Kalman filter, often to
emphasize the similarities to other material relevant
to the application at hand. Consequently, the Kalman
filter may be presented in a variety of apparently
different ways, but the basic ideas are always the
same. A simple version of the state space model
and its corresponding Kalman filter are presented
here.
Updating estimates of means and variances dates
back at least to Gauss. Plackett [27] shows how to
update least squares models. For a simple example
of updating, consider a set of observations (possibly arriving over time), y1 , y2 , . . . , yn , and let mt
and vt be the sample mean and variance (with the
maximum-likelihood estimator divisor, n) of the data
up to time t. Then, for example, it is possible to
expand
mt = t −1 [(t − 1)mt−1 + yt ]


1
1
mt−1 + yt
= 1−
t
t
1
= mt−1 + (yt − mt−1 ).
t

(1)

hence


1
1
vt = 1 −
[vt−1 + (mt−1 − mt )2 ] + (yt − mt )2 .
t
t
(3)
Similar updates may be performed for the unbiased
version of the variance.
The Kalman filter originated with Kalman [14]
in 1960. However, in 1959, Swerling [31] had in
essence taken the same approach as Kalman, though
Kalman’s work went substantially further. More
surprisingly, in 1880, T.N. Thiele (who did work
in mathematics, statistics, astronomy, and actuarial science) proposed a model for a problem in
astronomical geodesy, consisting of a regression
term, a Brownian-motion term, and white noise,
and derived a recursive least-squares approach to
prediction under the model, largely anticipating the
Kalman–Bucy filter [15] (which applies to related
continuous-time problems). Thiele, however, was
only interested in updates of the variance estimates
insofar as required for the mean estimates. Thiele’s
work was translated (both in language and terminology) and discussed by Lauritzen [21], and was
reprinted as a chapter in [22].
The Kalman filter, which has been extended many
times since the 1960 paper, updates mean and variance estimates in a model where the parameters (or
more generally, the states) may change over time.
Anderson and Moore’s book [1] is a standard reference. Grewal and Andrews’ book [9] also gives
a useful discussion on many related topics. Meinhold and Singpurwalla’s paper [24] is a reasonably
good introduction to the Kalman filter. Harrison and
Stevens [12] discuss the relationship of the Kalman
filter to Bayesian forecasting.
A basic state space model can be written in the
following form:
yt = Xt ξt + et ;

(4)

The middle line above may be immediately recognized as a credibility formula; the final line is in
the form of an adjustment (update) to the previous
estimate, and is similar in form to the calculations
presented below. Similarly, a variance update (there
are several possible) may be found by considering the
following identity, which may be verified readily:

where

tvt − (t − 1)vt−1
= (t − 1)(mt−1 − mt )2 + (yt − mt )2 ;

The e’s and u’s are independent of their own earlier
values and are mutually independent.

(2)

ξt = Ft ξt−1 + ut ;

t = 1, 2, . . . , n,

E(et ) = 0;

Var(et ) = σt2

E(ut ) = 0;

Var(ut ) = Ut .

(5)
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The first equation is called the observation equation. The variable yt is the observation. In applications, it is often a scalar, but may also be a vector. It
may help to think initially of yt as a scalar, since once
it is understood, the extension to the more general
case is not difficult to follow. The variable ξt is called
the state, which is generally a vector-valued quantity.
It is unobserved. The state equation relates the observations to the unknown state via the known Xt , which
relates observations to unobserved parameters (like a
design matrix in regression). The observation errors,
et , are unobserved. The mean of et is 0, and its variance (or in general, the variance–covariance matrix),
σt2 , is assumed as known. Note that in Eq. (4) above,
the equation relating observations to states is linear.
The second equation is called the state equation. It relates successive unobserved states in a
known way (via the matrix Ft ), but the states are
subject to unobserved ‘shocks’, ut with known variance–covariance matrix Ut . If the matrix Ft is not
square, the size of the state can change over time.
The unobserved states are generally (functions of) the
parameters in a model, and in many cases relevant
to actuarial work are simply the parameters themselves. The state equation is also linear. It is important
to watch the notation of a particular implementation
carefully – for example, where we have Ft above,
some authors will use a subscript of t − 1.
It is usual to take both et and ut to be normally
distributed. In this case, the Kalman filter can provide maximum likelihood estimates of the mean
and variance of the state. However, many authors,
beginning with Kalman, do not assume normality
but instead obtain the filter by restricting themselves
to linear estimators (which are optimal in the case
of normality).
The above state space model encompasses a wide
variety of well-known models, and with small modifications, can include many others. For example,
state space models have been constructed for spline
smoothing, for autoregressive and moving average
models, and for regression models, and have been
generalized to deal with distributions where the mean
and variance are related, such as in the case of
the Poisson. The Kalman filter has been used to
implement a variety of well-known actuarial models.
State space models are usually presented as time
series models. For example, autoregressive and even
ARIMA models (using a minor extension of the state
space model discussed here) and structural time series

models, (see [10, 11]) may be written as state space
models. Brockwell and Davis’ book [4] presents both
ARIMA and structural models as state space models
as well as giving a good overview of the Kalman filter
and related topics. However, it is important to note
that many non-time-series models may be written in
state space form. For example, the general linear
model is a special case of the state space model.
The Kalman filter may be used to estimate some
hierarchical linear models.
Let Yt = (y1 , y2 , . . . , yt ), that is Yt is all of the
data observed up to time t. Note that from Bayes theorem p(ξt |Yt ) ∝ p(yt |ξt , Yt−1 ) × p(ξt |Yt−1 ), where
p(.) represents density or probability functions as
appropriate. Consequently, estimation of ξt can be
updated (recursively estimated) from its predictive
distribution given the data up to time t − 1 with
the conditional probability distribution of the most
recent observation, yt . If distributions are Gaussian,
the mean and variance suffices to define the distribution, but even when this is not the case, from
Gauss–Markov theory, we may estimate the mean
and variance in such a recursive fashion and obtain
the best linear, unbiased estimates of them.
The Kalman filter is simply an algorithm for
updating estimates of the mean and variance of the
unobserved state ξt . What the state actually consists
of depends on the specific circumstances.
Let us adopt the following notation:
ξt|s = E(ξt |y1 , y2 , . . . , ys )

(6)

St|s = Var(ξt |y1 , y2 , . . . , ys ).

(7)

Then, the Kalman filter for the state space model
in Eqns. (4) and (5) may be written as follows:
ξt|t−1 = Ft ξt−1|t−1
St|t−1 =

Ft St−1|t−1 Ft

(8)
+ Ut

(9)

εt = yt − Xt ξt|t−1

(10)

Rt = Xt St|t−1 Xt + σt2

(11)

ξt|t = ξt|t−1 +

St|t−1 Xt Rt−1 εt

St|t = St|t−1 − St|t−1 Xt Rt−1 Xt St|t−1 .

(12)
(13)

Equations (8) and (9) are sometimes called prediction
equations, and (12) and (13) are called updating equations. The quantity εt is called the innovation, and Rt
is the innovation variance. The even-numbered steps
(Eqs. 8, 10, and 12) deal with the mean of the state
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(and involve the data), and the odd-numbered steps
(Eqs. 9, 11 and 13) deal with the variance of the
state. After beginning with initial ‘estimates’ ξ0|0 and
S0|0 , and running through the above algorithm on the
data y1 , y2 , . . . , yn , the final result will be estimates
of the mean and variance of the state at time n (i.e.
incorporating all of the data).
Often, these six steps are reduced (by substitution)
to a smaller number, but the filter is left in expanded
form here for ease of understanding, and to facilitate more efficient implementation in specific circumstances. The quantity St|t−1 Xt Rt−1 is called
the Kalman gain, often represented as Kt . It may
be considered as a kind of weighting on the information about the state in the new data. In many
implementations, it is calculated explicitly, since
St|t−1 Xt Rt−1 appears in both Eqs. (12) and (13)
above. Indeed, several repeated computations can be
avoided – for example Eqs. (11–13) above can be
replaced as follows:
st = St|t−1 Xt

(14)

Rt = Xt st + σt2

(15)

Kt =

st Rt−1

(16)

ξt|t = ξt|t−1 + Kt εt
St|t = St|t−1 −

Kt st .

(17)
(18)

Further, Xt and Ft often have a very simple form,
and it is common to take advantage of that structure
in particular implementations. Note that the varianceupdating steps (Eqs. 9, 11, and 13 in the Kalman filter
presented above) are completely unaffected by the
values of the observations themselves. In some applications, it is convenient to run through the variance
equations before processing the data, storing the parts
of that calculation that are subsequently required in
the equations for updating the state.
When yt is a scalar, the algorithm requires no
matrix inversion, though in practice, when Rt is a
matrix, one wouldn’t invert Rt anyway – it is possible
to solve for Kt , for example, via the Choleski decomposition, avoiding the numerically unstable computation of the inverse (though other approaches with still
better numerical stability may be used if required).
In fact, the variance equations, rather than updating
variance–covariance matrices, may be written so that
they update their Choleski decompositions directly.
This is sometimes called the square root Kalman
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filter. An early square root filter [28] was used in
navigation for the Apollo 11 program. An early survey of square root filters is in [16]. Kailath [13] gives
some simple derivations. Grewal and Andrews [9]
give a good discussion of the history of square
root filters, as well as a lengthy discussion of their
implementation.
It was stated earlier that the variance–covariance
matrix of the et , was assumed known. However,
in the case of independence (or other known correlation structure within et ), a common unknown
σ 2 can be taken out of each term of the variance
equations if Ut may be written with a factor of σ 2
in it, and it conveniently cancels out of the equations that update the state. The common σ 2 may
then be estimated subsequently, or with little extra
work, often simultaneously with the operation of the
Kalman filter.
Derivations of the Kalman filter equations may be
found in [8], and from a Bayesian standpoint in [7].
Zehnwirth [35] presents a generalization of the
Kalman filter for the situation where the observation variance depends on the state, which is useful
for dealing with non-Gaussian random variables. The
Kalman filter has also been extended in various ways
to deal with nonlinear models (e.g. the extended
Kalman filter, the unscented Kalman filter).
Example A simple but still useful example of a
state space model is the local level model. This is a
model where the mean at time t follows a random
walk, so the observations are effectively a random
walk with noise. For this model, exponential smoothing gives asymptotically optimal forecasts [26]. The
model may be written as follows:
yt = µt + et ;
µt = µt−1 + ut ;

(19)
t = 1, 2, . . . , n.

(20)

where et ∼ N (0, σ 2 ), ut ∼ N (0, τ 2 ), with both et and
ut independent over time and of each other.
This is a special case of the state space model
presented in Eqs. (4) and (5) above, with Xt = Ft =
1, ξt = µt , and Ut = τ 2 , so the Kalman filter takes a
simple form. In this case, the Kalman filter may be
written as
µt|t−1 = µt−1|t−1
St|t−1 = St−1|t−1 + τ

(21)
2

(22)
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εt = yt − µt|t−1

(23)

Rt = St|t−1 + σ 2

(24)

µt|t
St|t

εt
= µt|t−1 + St|t−1
Rt


St|t−1
= St|t−1 1 −
.
Rt

(25)
(26)

Indeed, the recursions may be simplified further, for
example, to
εt = yt − µt−1|t−1

(27)

St|t−1 = St−1|t−1 + τ 2

(28)

Rt = St|t−1 + σ

(29)

Kt =

2

St|t−1
Rt

(30)

µt|t = µt−1|t−1 + Kt εt

(31)

St|t = σ Kt .

(32)

2

If St|t is not itself required for each t, the recursions may be made simpler still. These recursions
yield (asymptotically) the same results as exponential
smoothing. Note that if τ 2 = 0, the model reduces to
the constant mean model, yt = µ + et .

Initial Values
The initial values of the mean and variance of
the state, ξ0|0 and S0|0 , may represent prior knowledge (which can be useful in credibility theory
and Bayesian statistics), they may be derived from
some assumption such as stationarity or homogeneity (such as when a process has run long enough
before the data was collected so that the effect of
the starting values has diminished), or they can be
made diffuse. Sufficiently large S0|0 may be effectively diffuse (‘numerically’ diffuse, though care
must be taken with this approach), or the Kalman
filter algorithm may be slightly modified to deal
explicitly with fully or partly diffuse initial conditions, where the variance–covariance matrix is split
into a sum of finite and diffuse (‘infinite’) parts,
and as information comes in about the states, the
corresponding pieces of the diffuse term of the covariance matrix become (and thereafter remain) zero.
For example, see [2, 3] or [18], or [6] for an alternate approach.

The innovation filter, which updates the inverse
of the variance–covariance matrix (as opposed to the
usual Kalman filter, the covariance filter), may also
be useful in the presence of diffuse initial conditions,
but it can break down in some circumstances, and
it is not always efficient (in the sense of sometimes
requiring more computation).

The Kalman Smoother
The Kalman filter gives estimates of the state and its
variance–covariance matrix at each time, t, using the
data up to time t. That is, the Kalman filter calculations produce ξt|t and St|t . In many circumstances,
interest centers only on the final values obtained by
the filter, ξn|n and Sn|n .
However, in some situations, it is useful to have
estimates of the mean and variance of the state
at all time periods, conditional on all of the data.
That is, it is sometimes desirable to obtain ξt|n and
St|n , t = 1, 2, . . . , n. In that circumstance the Kalman
smoother, a modification of the Kalman filter that
runs backward through the data after running the
ordinary Kalman filter going forward, may be used
to produce these estimates. Ansley and Kohn [2]
discuss its use in a time series application. Kohn
and Ansley [19] and de Jong [5] present a faster
approach to the classical smoother that avoids calculating inverses.

Missing Data
The Kalman filter deals with missing data in a graceful way. Indeed, there is no need to change the algorithm at all; you just omit the observation–equation
steps and later updating. That is, steps (10) and (11)
are skipped, and in place of steps (12) and (13)
the estimates of the state and its covariance matrix
at time t are obviously unchanged from what their
predictions were at time t − 1, since no further information was available at time t, that is, ξt|t = ξt|t−1 ,
and St|t = St|t−1 . It is possible to estimate the missing
data as well, for example, via the Kalman smoother.

Some Applications
Credibility theory is an area where the Kalman filter is widely used. Most of the common credibility
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models can be formulated as hierarchical linear models and can be thought of quite naturally in a Bayesian
framework. Indeed, credibility estimators are linear
Bayes rules, and the usual Kalman filter is an efficient
way of implementing inhomogeneous linear Bayes
rules. Consequently, it is not at all surprising to discover that many credibility models may be estimated
using the Kalman filter. Indeed Sundt [29] discusses
the Kalman filter as a form of recursive credibility estimation.
Following the work of Mehra [23], de Jong, and
Zehnwirth [7] present three well-known credibility
models (the Bühlmann–Straub model, Hachemeister’s regression model, and Jewell’s hierarchical
model) in state space form and use Kalman filter
algorithms to obtain recursive forecasts of premiums
and their associated prediction errors. Sundt [30]
puts some more elaborate credibility models into the
Kalman framework.
Zehnwirth [34] considers recursive credibility
estimation from the viewpoint of linear filtering
theory, obtaining new general algorithms. Examples
of Kalman-type filters useful for non-Gaussian
variables are derived.
Klugman’s book [17] discusses Bayesian credibility and the use of the Kalman filter at length, and
gives several examples.
There have been attempts to make credibility less
affected by occasional, very large claims. Robust versions of the Kalman filter have been developed, for
example, see [25], and correspondingly, robust credibility using robust variants of the Kalman filter have
been implemented, for example, by Kremer [20].
Another actuarial application for the Kalman filter is loss reserving (see Kalman Filter, reserving
methods). De Jong and Zehnwirth [8] presented a
loss reserving application in 1983, with time-varying
parameters and parameter smoothing, with a general model using simple basis functions. Verrall [33]
implements a two-way cross-classification model,
(i.e. with the same parameterization for the mean
as the chain-ladder method) in state space form.
Taylor’s book [32] gives some discussion of loss
reserving applications of the Kalman filter, particularly relating to the use of credibility methods and
time-varying parameters.
The Kalman filter also has many applications
relevant to actuarial work in the areas of economics
(particularly econometrics) and finance.
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Life Insurance
This article describes the main features and types of
life insurance, meaning insurance against the event of
death. Life insurers also transact annuity business.

Long-term Insurance
The distinguishing feature of life insurance is that it
provides insurance against the possibility of death,
often on guaranteed terms, for very long terms. For
that reason it is sometimes referred to as ‘long-term
business’. Of course, it is also possible to insure risks
of death over very short terms, or to have frequent
reviews of premium rates, as is usual under nonlife insurance. In the context of life insurance, this
system is called assessmentism. But because the probability of dying during a short period, such as a year,
increases rapidly with age (see Mortality Laws) and
these probabilities would naturally be the basis for
charging premiums, life insurance written along the
lines of assessmentism becomes just as rapidly less
affordable as the insured person ages. Moreover, deteriorating health might result in cover being withdrawn
some years before death. The modern system of life
insurance was initiated by the foundation of the Equitable Life Assurance Society in London in 1762,
when James Dodson described how a level premium
could be charged, that would permit the insurance
cover to be maintained for life [15] (see Early Mortality Tables; History of Actuarial Science). Long
familiarity makes it easy to forget just how ingenious
an invention this was.
The chief drawback of assessmentism – that
human mortality increased rapidly with age – in fact
was the key to the practicability of Dodson’s system.
The level premium was calculated to be higher than
the premium under assessmentism for some years
after the insurance was purchased. Starting with a
group of insured people, this excess provided an
accumulating fund, of premiums received less claims
paid, which could be invested to earn interest. As the
group aged, however, the level premium eventually
would fall below that charged under assessmentism,
but then the fund could be drawn upon to make
good the difference as the aged survivors died. The
level premium could, in theory, be calculated so
that the fund would be exhausted just as the last

survivor might be expected to die. See Figure 1 for
an example, based on the Swedish M64 (Males) life
table. It is easy to see why a similar system of
level premiums might not be a sound method of
insuring a long-term risk that decreased with age, as
the insured person would have little incentive to keep
the insurance in force at the same rate of premium in
the later years.
The level premium system, while solving one
problem, introduced others, whose evolving solutions
became the province of the actuary, and as it became
the dominant method of transacting life insurance
business, eventually, it gave rise to the actuarial
profession. We mention three of the problems that
have shaped the profession:
•

•

•

A life table was needed in order to calculate the
level premium; thus actuaries adopted as their
own the scientific investigation of mortality. (A
life table was also needed to calculate premiums
under assessmentism, but its short-term nature
did not lock the insurer into the consequences of
choosing any particular table.)
An understanding of the accumulation of invested
funds was necessary because of the very long
terms involved; thus actuaries were early proponents of what we would now call financial
mathematics.
It was necessary to check periodically that the
assets were sufficient to meet the liabilities, leading to methods of valuing long-term liabilities
(see Valuation of Life Insurance Liabilities).

A form of assessmentism remains in common use
for group life insurance in which an employer (typically) buys life insurance cover for a workforce. A
large enough group of persons, of varying ages, with
young people joining and older people leaving, represents a reasonably stable risk in aggregate, unlike
the rapidly increasing risk of death of an individual
person, so this business is closer to non-life insurance
than to long-term individual life insurance.

Conventional Life Insurance Contracts
Here we describe the basic features of conventional
life insurance benefits. We use ‘conventional’ to
distinguish the forms of life insurance that have been
transacted for a very long time, sometimes since the
very invention of the level premium system, from
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Figure 1 An illustration of the level premium principle, showing the premiums payable per $1 of life cover at the ages
shown along the bottom. The increasing line is the force of mortality according to the Swedish M64 (Males) life table;
this represents the premium that would be charged under assessmentism, regardless of the age at which life insurance was
purchased, if the M64 table was used to calculate premiums. The level lines show the level premiums that would be payable
by a person age 40, 50, 60, or 70, buying life cover until age 80

those that are distinctly modern, and could not be
transacted without computers.
•
•

The policy term is the period during which the
insurance will be in force, and the insurer at risk.
The sum assured is the amount that will be paid
on, or shortly after, death. It is often a level
amount throughout the policy term, but for some
purposes, an increasing or decreasing sum assured
may be chosen; for example, the insurance may
be covering the outstanding amount under a loan,
which decreases as the loan is paid off.

We list the basic forms of life insurance benefit here. Most actuarial calculations involving these
benefits make use of their expected present values
(EPVs) and these are used so frequently that they
often have a symbol in the standard international
actuarial notation; for convenience we list these
as well. Note that the form of the benefit does not
define the scheme of premium payment; level premiums as outlined above, and single premiums paid
at inception, are both common, but other patterns of
increasing or decreasing premiums can be found.
•

A whole of life insurance pays the sum assured on
death at any future age. It is also sometimes called

•

•

a permanent assurance. The EPV of a whole of
life insurance with sum assured $1, for a person
who is now age x, is denoted Ax if the sum
assured is payable immediately on death, or Ax
if it is paid at the end of the year of death (most
contracts guarantee the former, subject only to
the time needed to administer a claim, but the
latter slightly odd-looking assumption facilitates
calculations using life tables that tabulate survival
probabilities (or, equivalently, the function lx ) at
integer ages).
A term insurance, also called a temporary insurance, has a fixed policy term shorter than the
whole of life. The EPV of a term insurance with
sum assured $1, for a person who is now age x,
1
with remaining term n years, is denoted Ax:n
if
the sum assured is payable immediately on death,
1
or Ax:n
if it is paid at the end of the year of death
(if death occurs within n years).
A pure endowment also has a fixed policy term
shorter than the whole of life, but the sum assured
is paid out at the end of that term provided the
insured person is then alive; nothing is paid if
death occurs during the policy term. The EPV of
a pure endowment with sum assured $1, for a
person who is now age x, with remaining term n
years, is denoted Ax:n1 , or alternatively n Ex .
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•

An endowment insurance is a combination of a
term insurance and a pure endowment. It is a
savings contract that delivers the sum assured at
the end of the policy term, but also pays a sum
assured (often but not always the same) on earlier
death. The EPV of an endowment insurance with
sum assured $1, for a person who is now age x,
with remaining term n years, is denoted Ax:n if
the sum assured is payable immediately on death,
or Ax:n if it is paid at the end of the year of death
(if death occurs within n years). Since expected
values behave linearly, we clearly have
1
1
Ax:n = Ax:n
+ Ax:n1 and Ax:n = Ax:n
+ Ax:n1 .

(1)
•

•

A joint life insurance is written on more than
one life. The type of benefit can be any of
those described above, and it is only necessary
to specify the precise event (other than the end of
the policy term) that will cause the sum assured
to be paid. Common types (taking whole of life
insurance as examples) are:
– Joint life first death insurance, payable when
the first of several lives dies. The EPV of a
joint life, first death, whole of life insurance
with sum assured $1, for two persons now age
x and y, is denoted Ax:y if the sum assured
is payable immediately on the first death, or
Ax:y if it is paid at the end of the year of the
first death.
– Joint life last death insurance, payable when
the last of several lives dies. The EPV of a
joint life, last death, whole of life insurance
with sum assured $1, for two persons now age
x and y, is denoted Ax:y if the sum assured is
payable immediately on the second death, or
Ax:y if it is paid at the end of the year of the
second death.
A contingent insurance has a sum assured that
is payable when the insured person dies within
the policy term, but only if some specified event
(often the death of another person) has happened
first, or has not happened first. For example,
consider a policy with sum assured $1, payable
on the death of a person now age y, but contingent
upon the death or survival of another person
now age x, denoted (x). The benefit may be
payable provided (x) is still alive, and then its
EPV is denoted Ax:y1 . Or, it may be payable
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provided (x) has already died, and then its EPV
is denoted Ax:y2 . The notation can be extended
to any number of lives, and any combination of
survivors and prior deaths that may be needed.
Such problems usually arise in the context of
complicated bequests or family trusts. We clearly
have the relations
Ax:y1 + Ax:y2 = Ay ,

(2)

1
Ax:y1 + Ax:y
= Ax:y ,

(3)

2
Ax:y
+ Ax:y = Ax:y .

(4)

2

Other forms of life insurance benefit, mainly relating to increasing or decreasing sums assured, are also
found; see [4, 11, 13], for detailed accounts.

Premiums and Underwriting
A life insurance contract may be paid for by a single
premium at outset, or by making regular payments
while the insurance remains in force, or over an
agreed shorter period. Regular premiums may be
level or may vary.
The amount of the premiums will be determined
by the actuarial basis that is used, namely the assumptions that are made about future interest rates, mortality, expenses, and possibly other factors such as
the level of lapses or surrenders (see Surrenders
and Alterations), and the cost of any capital that
is needed to support new business.
The terms that will be offered to any applicant will
be subject to financial and medical underwriting (see
Life Table).
•

•

Many familiar forms of insurance indemnify the
insured against a given loss of property. Life
insurance does not, and the quantum of insurance
is largely chosen by the insured. The scope for
moral hazard is clear, and financial underwriting
is needed to ensure that the sum assured is not
excessive in relation to the applicant’s needs or
resources.
The applicant will have to answer questions about
his or her health in the proposal form, and this
basic information may be supplemented by a
report from the applicant’s doctor, or by asking
the applicant to undergo a medical examination.
These more expensive procedures tend to be used
only when the answers in the proposal form
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indicate that it would be prudent, or if the sum
assured is high, or if the applicant is older; see [5,
12], for a detailed account.

Participating and Nonparticipating
Business
Any insurer makes a loss if they charge inadequate
premiums, and a non-life insurer will constantly monitor the claims experience so that premiums may be
kept up-to-date. The opportunity to do this is much
reduced for a life insurer, because the experience
takes so long to be worked out. Therefore it has
always been evident that prudent margins should be
included in the premiums so that the chance that they
will turn out to be insufficient is reduced to a very low
level. For basic life insurance, this means that premiums should be calculated assuming: (a) that mortality
will be worse than is thought likely; (b) that the
assets will earn less interest than is thought likely;
and (c) that the expenses of management will turn
out to be higher than is thought likely. The future
course of these three elements – mortality, interest,
and expenses – must be assumed in order to calculate a premium, and this set of assumptions is called
the premium basis in some countries, or the firstorder basis in others (see Technical Bases in Life
Insurance).
A consequence of this cautious approach is that,
with high probability, the premiums will be more than
sufficient to pay claims, and over time a substantial
surplus (see Surplus in Life and Pension Insurance) will build up. Provided it is not squandered
incautiously, this surplus may be returned to the policyholders in some form, so that they are rewarded for
the contribution that their heavily loaded premiums
have made to the security of the collective. This is
known as participation in the profits of the company.
In some jurisdictions (e.g. Denmark and Germany)
it has been the practice that all life insurance contracts of all types participate in profits; in others
(e.g. the UK) not all contracts participate in profits,
and two separate classes of business are transacted:
participating business (also known as with-profits
business) and nonparticipating business (also known
as nonprofits or without-profits business). Typically,
with-profits business has included mainly contracts
whose purpose is savings (whole of life and endowment insurances) and whose premiums have included

a very substantial loading intended to generate investment surpluses, while nonprofit business has mainly
included contracts whose purpose is pure insurance
(term insurances). Note, however, that unit-linked
business is nonparticipating.
Surpluses give rise to two important actuarial
problems: how to measure how much surplus has
been earned and may safely be distributed, and then
how to distribute it? The first of these is a central
theme of the valuation of life insurance liabilities.
Surpluses may be returned to participating policyholders in many ways; in cash, by reducing their
premiums, or by enhancing their benefits. Collectively, these may be called bonus systems, and aspects
of these are described in Participating Business and
Surplus in Life and Pension Insurance; see also [6,
7, 16].

Valuation of Liabilities
The keystone of the actuarial control of life insurance
business is the valuation of life insurance liabilities.
Ever since the invention of participating business,
the valuation has struggled to meet two conflicting
aims: a conservative basis of valuation is appropriate in order to demonstrate solvency, but a realistic
basis of valuation is needed in order to release surplus for distribution to participating policyholders and
to shareholders in an equitable manner. In addition,
there was persistent debate over the very methodology that should be used, especially in countries whose
insurance law allowed some freedom in this regard.
The so-called gross premium methods made explicit
assumptions about future premiums, expenses, and
bonuses, while net premium (or pure premium) methods made highly artificial assumptions [6, 7, 16, 17].
Perhaps surprisingly from an outside perspective,
the net premium method predominated in many jurisdictions, even being mandatory under harmonized
insurance regulation in the European Community.
There were, however, good practical reasons for this.
Under certain circumstances (including fairly stable
interest rates, identical pricing and valuation bases,
and a uniform reversionary bonus system) the net premium method did provide a coherent mathematical
model of the business (see Life Insurance Mathematics). In many countries, insurance regulation
tended to enforce these circumstances, for example, by constraining the investment of the assets, or
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the form of the bonus system, or the relationship
between the pricing and valuation bases. In others,
particularly the United Kingdom, there were no such
constraints, and developments such as the investment
of with-profits funds in equities and the invention
of terminal bonuses meant that the use of the net
premium method, in some respects, obscured rather
than revealed the true state of the business, at least
to outside observers.
Both net and gross premium methods are simple
to use with conventional business, lending themselves
to the use of aggregated rather than individual policy
data, and without computers this is important. It is
difficult, however, even to formulate the equivalent
of a net premium method of valuation for nonconventional business such as unit-linked.
Discussions of ways to strengthen solvency reporting began in the 1960s, with arguments for and
against the introduction of explicit solvency margins,
as opposed to those implicit in a conservative valuation basis (e.g. [1, 14, 18]), which resulted in the
introduction of an explicit solvency margin in Europe,
risk-based capital in the United States, and Minimum Continuing Capital and Surplus Requirements
in Canada. These margins were simple percentages of
certain measures of exposure to risk; for example, in
Europe, the basic requirement was 4% of mathematical reserves and 0.3% of sums at risk; in the United
States, many more risk factors were considered (the
so-called C-1 to C-4 risks), similarly in Canada, but
the principles were the same. These approaches may
be said, broadly, to belong to the 1980s and, however
approximately, they began a move towards separate
reporting requirements for earnings and for solvency,
that has gathered pace to this day.

Modern Developments
Modern developments in life insurance have been
intimately associated with the rise of cheap,
widespread computing power. Indeed, this may be
said to have opened the way to a fundamental
change in the actuarial approach to life insurance.
A glance back at the actuarial textbooks on life
insurance mathematics up to the 1980s [11, 13], will
show an emphasis on computations using life tables,
while textbooks on life insurance practice would be
concerned with issues such as approximate methods
of valuation of a life insurer’s liabilities. Much of the
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technique of actuarial science used to be the reduction
of complex calculations to manageable form, but the
need for this has been greatly reduced by computing
power. Indeed the authors of [4], a modern textbook,
said in their introduction:
‘This text represents a first step in communicating
the revolution in the actuarial profession that is
taking place in this age of high-speed computers.’

This freedom from arithmetical shackles has allowed
modern actuaries to focus on the underlying probabilistic risk models, a development that has been,
and is being, propelled by risk measurement and
risk management techniques based on models being
adopted by regulators worldwide.
Computing power allowed new products to be
developed, that simply could not have been managed
using traditional actuarial techniques and manual
clerical labor. Unit-linked insurance is an example.
Briefly, it allows each policyholder to direct their premiums into one or more funds invested in specified
types of assets, and the value of their investment in
each fund then moves precisely in line with the prices
of the underlying assets. This is achieved by dividing
each fund into identical units, that the policyholder
‘buys’ and ‘sells’, so it is very like a unit trust (UK)
or mutual fund (USA) with a life insurance ‘wrapper’. Charges are levied explicitly in order to meet
the insurer’s expenses and provide a profit margin.
Explicit charges can also be used to pay for insurance
benefits such as life cover. Unit-linked policies ought
to be transparent, compared with traditional withprofits policies, although they support a rich variety
of charging structures that policyholders tend to find
unclear. Their very essence is that they may be tailored to the needs of each policyholder, whereas conventional policies such as endowments are strongly
collective, with shared tariffs and bonus scales. Only
computers made this individuality feasible.
Once such a variety of products are marketed,
questions of consistency arise, from the viewpoints
of equity and profitability. Under conventional business, tariffs and bonuses would be set in an effort
to achieve fairness, however rough, for all policyholders, but how can different unit-linked policies
be compared? New techniques are needed, and chief
among these is the profit test (see Profit Testing).
At its simplest, this combines the explicit projection
of future net cash flows, either expected cash flows
or under various scenarios, with a model of capital
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represented by a risk discount rate. Again, only computers make this new technique accessible. One of its
most interesting features is that the use of a risk discount rate makes a link between actuarial technique
and financial economics, even if, when it was introduced in 1959 [2], most of financial economics had
yet to be developed.
An obvious step, once explicit cash-flow modeling had been introduced for pricing, was to extend it
to models of the entire entity, the so-called model
office. This became the basis of the next step in
strengthening supervision, dynamic financial analysis
(see Dynamic Financial Modeling of an Insurance Enterprise), in which model office projections
under a wide range of economic and demographic
scenarios were carried out, to establish the circumstances in which statutory solvency would be threatened. Dynamic financial analysis was, broadly, the
major development of the 1990s, and at the time
of writing it is the most advanced tool in use in
many jurisdictions.
Beginning in the 1970s, modern financial mathematics introduced coherence between the assets and
liabilities of a financial institution, centered on the
concepts of hedging and nonarbitrage (see Arbitrage). Hedging ideas had been foreshadowed by
actuaries, for example, [10, 17], but the technical
apparatus needed to construct a complete theory was
then still very new mathematics. In principle, these
methodologies sweep away the uncertainties associated with the traditional methods of life insurance
liability valuation. Instead of discounting expected
future cashflows at a rate of interest that is, at best,
a guess at what the assets may earn in future, the
actuary simply finds the portfolio of traded assets
that matches future liability cashflows, and the value
of the liability is just the value of that portfolio of
assets. This underlies the idea of the fair value (see
Accounting; Valuation of Life Insurance Liabilities) of an insurance liability, as the price at which
it would be exchanged between willing buyers and
sellers [3].
In practice, there are significant difficulties in
applying nonarbitrage methods to life insurance liabilities. The theory comes closest to resembling reality when there are deep and liquid markets in financial
instruments that can genuinely match a liability. This
is rarely the case in life insurance because of the long
term of the liabilities and because there are no significant markets trading life insurance-like liabilities in

both directions. Moreover, the scale of life insurance
liabilities, taken together with annuity and pension
liabilities, are such that hedging in existing financial
markets might disrupt them.
Nevertheless, driven by the aim (of the International Accounting Standards Board) of making life
insurers’ accounts transparent and comparable with
the accounts of other entities [8], the entire basis of
their financial reporting is, at the time of writing,
being transformed by the introduction of ‘realistic’
or ‘fair value’ or ‘market consistent’ balance sheets,
with a separate regime of capital requirements for
solvency. In principle, this is quite close to banking
practice in which balance sheets are marked to market and solvency is assessed by stochastic measures
such as value-at-risk or conditional tail expectations.
The methodologies that will be needed to implement
this regime are still the subject of discussion [9].

References
[1]

Ammeter, H. (1966). The problem of solvency in life
assurance, Journal of the Institute of Actuaries 92,
193–197.
[2] Anderson, J.C.H. (1959). Gross premium calculations
and profit measurement for non-participating insurance
(with discussion), Transactions of the Society of Actuaries XI, 357–420.
[3] Babbel, D.F., Gold, J. & Merrill, C.B. (2001). Fair value
of liabilities: the financial economics perspective, North
American Actuarial Journal 6(1), 12–27.
[4] Bowers, N.L., Gerber, H.U., Hickman, J.C., Jones, D.A.
& Nesbitt, C.J. (1986). Actuarial Mathematics, The
Society of Actuaries, Itasca, IL.
[5] Brackenridge, R. & Elder, J. (1998). Medical Selection
of Life Risks, 4th Edition, Macmillan, London.
[6] Cox, P.R. & Storr-Best, R.H. (1962). Surplus in British
Life Assurance: Actuarial Control Over its Emergence
and Distribution During 200 Years, Cambridge University Press, Cambridge.
[7] Fisher, H.F. & Young, J. (1965). Actuarial Practice of
Life Assurance, The Faculty of Actuaries and Institute
of Actuaries.
[8] Gutterman, S. (2001). The coming revolution in insurance accounting, North American Actuarial Journal 6(1),
1–11.
[9] Hairs, C.J., Belsham, D.J., Bryson, N.M., George, C.M.,
Hare, D.J.P., Smith, D.A. & Thompson, S. (2002). Fair
valuation of liabilities (with discussion) British Actuarial
Journal 8, 203–340.
[10] Haynes, A.T. & Kirton, R.J. (1953). The financial
structure of a life office (with discussion), Transactions
of the Faculty of Actuaries 21, 141–218.

Life Insurance
[11]
[12]

[13]
[14]

[15]

Jordan, C.W. (1952). Life Contingencies, The Society of
Actuaries, Chicago.
Leigh, T.S. (1990). Underwriting – a dying art? (with
discussion). Journal of the Institute of Actuaries 117,
443–531.
Neill, A. (1977). Life Contingencies, Heinemann, London.
O.E.C.D. (1971). Financial Guarantees Required From
Life Assurance Concerns, Organisation for Economic
Co-operation and Development, Paris.
Ogborn, M.E. (1962). Equitable Assurances, George
Allen & Unwin, London.

[16]

7

Pedoe, A. (1964). Life Assurance, Annuities and Pensions, University of Toronto Press, Toronto.
[17] Redington, F.M. (1952). A review of the principles of
life office valuation (with discussion), Journal of the
Institute of Actuaries 78, 286–340.
[18] Skerman, R.S. (1966). A solvency standard for life
assurance, Journal of the Institute of Actuaries 92,
75–84.

ANGUS S. MACDONALD

Long-tail Business
When performing any type of pricing (see Premium
Principles; Ratemaking) or reserving (see Reserving in Non-life Insurance) exercise for a specific line
of insurance, one must take into account the length of
time that is expected to elapse between (a) the inception date of the insurance policy and (b) the date of
the final loss payment (for claims covered by that policy for that class of business). This length of time is
known as the tail, with most lines of business being
characterized as either ‘short-tail’ or ‘long-tail’.
While the definition of ‘long’ is subjective and
relative to the country where the insurance exposures lie, it is generally defined as a tail of several
years. Typically, classes of business involving liability exposures are considered ‘long-tail,’ while those
covering primarily property (see Property Insurance – Personal) exposures are ‘short-tail’.
There are two primary characteristics of the exposures that can lead to a long tail. The first is when
a significant amount of time may elapse between
the inception of insurance coverage and the filing
of a claim by the insured. An example of this is
Products Liability insurance, since it is not uncommon for lawsuits to be filed by a consumer against
the insured (and hence claims made by the insured
under the policy) many years after the product is
actually sold to the consumer. Another example is
Medical Malpractice insurance, in which suits are
brought against physicians a significant amount of
time after the medical services were provided to
the patient.
The second characteristic generating a long tail
is when the elapsed time between the claim being
filed and the claim being closed is significant. Most
claims filed under workers compensation insurance
in the United States, for example, are made within

a relatively short time after the policy is written;
however, several decades of time may pass until the
final claim payment is made.
Long-tail business requires a more rigorous compilation of data with the ability to match losses back
to their original policy premiums. In fact, calendar
year experience can be very misleading for long-tail
business, and should not be relied upon extensively
for pricing exercises. Furthermore, triangulation of
losses should be a key component of the pricing process for long-tail business.
Provisions for Incurred But Not Reported (IBNR)
losses are critical for long-tail business. Note that
there are generally two components associated with
IBNR: the classic component for claims that have
been incurred but not yet reported (i.e. the first
characteristic discussed above), and a provision for
losses incurred but not enough reported (primarily
because of the second characteristic, though the first
can also contribute to IBNR in this way).
Policy coverage terms are also an important element for pricing and reserving long-tail business. For
example, the concept of ‘claims made’ coverage (see
Insurance Forms) (common in many professional
liability exposures in the US) can alter the length of
the tail dramatically depending on the provisions in
the policy.
Finally, one must be very aware of the environment in which the insurance exposures exist. The
legal environment (claims consciousness, legal precedents, time delays in resolution of litigation, etc.)
varies tremendously across different countries and
even across regions within countries (or even within
states), and will have an important impact on how
long the tail is for the covered exposures.
(See also Reserving in Non-life Insurance)
ROBERT BLANCO

Nonparametric Statistics
Introduction
Nonparametric statistical methods enjoy many
advantages over their parametric counterparts. Some
of the advantages are as follows:
•
•
•

Nonparametric methods require fewer assumptions about the underlying populations from which
the data are obtained.
Nonparametric techniques are relatively insensitive to outlying observations.
Nonparametric procedures are intuitively appealing and quite easy to understand.

The earliest works in nonparametric statistics date
back to 1710, when Arbuthnott [2] developed an
antecedent of the sign test, and to 1904, when Spearman [43] proposed the rank correlation procedure.
However, it is generally agreed that the systematic
development of the field of nonparametric statistical
inference started in the late 1930s and 1940s with
the seminal articles of Friedman [16], Kendall [24],
Mann and Whitney [28], Smirnov [42], and Wilcoxon
[46]. Most of the early developments were intuitive
by nature and were based on ranks of observations
(rather than their values) to deemphasize the effect of
possible outliers on the conclusions.
Later, an important contribution was made by
Quenouille [36]. He invented a clever bias-reduction
technique – the jackknife – which enabled nonparametric procedures to be used in a variety of situations.
Hodges and Lehmann [22] used rank tests to derive
point estimators and proved that these estimators have
desirable properties. Their approach led to the introduction of nonparametric methods into more general
settings such as regression.
Among the most important modern advances
in the field of nonparametric statistics is that of
Efron [11]. He introduced a computer-intensive
technique – the bootstrap – which enables nonparametric procedures to be used in many complicated situations, including those in which parametric–theoretical approaches are simply intractable.
Finally, owing to the speed of modern computers,
the so-called smoothing techniques, prime examples
of which are nonparametric density estimation and

nonparametric regression, are gaining popularity in
practice, including actuarial science applications.
In the section ‘Some Standard Problems’, some
standard nonparametric problems for one, two, or
more samples are described. In the section ‘Special Topics with Applications in Actuarial Science’,
more specialized topics, such as empirical estimation,
resampling methods, and smoothing techniques, are
discussed and, for each topic, a list of articles with
actuarial applications of the technique is provided. In
the section ‘Final Remarks’, we conclude with a list
of books for further reading and a short note on software packages that have some built-in procedures for
nonparametric inference.

Some Standard Problems
Here we present the most common nonparametric
inference problems. We formulate them as hypothesis testing problems, and therefore, in describing
these problems, we generally adhere to the following
sequence: data, assumptions, questions of interest (i.e.
specification of the null hypothesis, H0 , and possible
alternatives, HA ), test statistic and its distribution, and
decision-making rule. Whenever relevant, point and
interval estimation is also discussed.

One-sample Location Problem
Let Z1 , . . . , Zn be a random sample from a
continuous population with cumulative distribution
function (cdf) F and median µ. We are interested
in the inference about µ. That is, H0 : µ = µ0
versus HA : µ > µ0 , or HA : µ < µ0 , or HA : µ  =
µ0 , where a real number µ0 and HA are prespecified
by the particular problem.
Also, let us denote the ordered sample values by
Z(1) ≤ Z(2) ≤ · · · ≤ Z(n) .
Sign Test. In this setting, if besides the continuity
of F, no additional assumptions are made, then the
appropriate test statistic is the sign test statistic:
B=

n


i ,

(1)

i=1

where i = 1, if Zi > µ0 , and i = 0, if Zi < µ0 .
Statistic B counts the number of sample observations Z that exceed µ0 . In general, statistics of
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such a type are referred to as counting statistics. Further, when H0 is true, it is well known (see [37],
Section 2.2) that B has a binomial distribution with
parameters n and p = P{Zi > µ0 } = 1/2 (because
µ0 is the median of F ). This implies that B is a
distribution-free statistic, that is, its null distribution
does not depend on the underlying distribution F .
Finally, for the observed value of B (say, Bobs ), the
rejection region (RR) of the associated level α test is
HA
RR
µ > µ0
Bobs ≥ bα
µ < µ0
Bobs ≤ n − bα
µ  = µ0 Bobs ≤ n − bα/2 or Bobs ≥ bα/2
where bα denotes the upper αth percentile of the
binomial (n, p = 1/2) distribution.
A typical approach for constructing one- or twosided confidence intervals for µ is to invert the
appropriate hypothesis test. Inversion of the level α
two-sided sign test leads to the following (1 − α)
100% confidence interval for µ: (Z(n+1−bα/2 ) , Z(bα/2 ) ).
The one-sided (1 − α) 100% confidence intervals for
µ, (−∞, Z(bα ) ) and (Z(n+1−bα ) , ∞), are obtained
similarly. Finally, the associated point estimator for
µ is µ̃ = median{Z1 , . . . , Zn }.
Wilcoxon Signed-rank Test. Consider the same
problem as before with an additional assumption
that F is symmetric about µ. In this setting, the
standard approach for inference about µ is based on
the Wilcoxon signed-rank test statistic (see [46]):
T+ =

n


Ri i ,

(2)

i=1

where Ri denotes the rank of |Zi − µ0 | among
|Z1 − µ0 |, . . . , |Zn − µ0 | and i is defined as before.
Statistic T + represents the sum of the |Z − µ0 | ranks
for those sample observations Z that exceed µ0 .
When H0 is true, two facts about i and |Zi − µ0 |
hold: (i) the |Zi − µ0 |’s and the i ’s are independent, and (ii) the ranks of |Zi − µ0 |’s are uniformly
distributed over the set of n! permutations of integers
(1, . . . , n) (see [37], Section 2.3). These imply that
T + is a distribution-free statistic. Tables for the critical values of this distribution, tα , are available in
+
, the
[23], for example. For the observed value Tobs

rejection region of the associated level α test is
RR

HA
µ > µ0
µ < µ0
+
µ  = µ0 Tobs

+
Tobs

≥ tα

n(n + 1)
− tα
2
n(n + 1)
+
− tα/2 or Tobs
≤
≥ tα/2
2
+
Tobs
≤

(The factor n(n + 1)/2 appears because T + is symmetric about its mean n(n + 1)/4.)
As shown previously, the one- and two-sided confidence intervals for µ are derived by inverting the
appropriate hypothesis tests. These intervals are based
on the order statistics of the N = n(n + 1)/2 Walsh
averages of the form Wij = (Zi + Zj )/2, for 1 ≤ i ≤
j ≤ n. That is, the (1 − α) 100% confidence intervals for µ are (W(N+1−tα/2 ) , W(tα/2 ) ), (−∞, W(tα ) ), and
(W(N+1−tα ) , ∞), where W(1) ≤ · · · ≤ W(N) denote the
ordered Walsh averages. Finally, the associated point
estimator for µ is µ̂ = median{Wij , 1 ≤ i ≤ j ≤ n}.
(This is also known as the Hodges–Lehmann [22]
estimator.)
Remark 1 Discreteness of the true distribution functions. Although theoretically the probability that Zi =
µ0 or that there are ties among the |Zi − µ0 |s is zero
(because F is continuous), in practice, this event may
occur due to discreteness of the true distribution function. In the former case, it is common to discard such
Zi s, thus reducing the sample size n, and, in the latter
case, the ties are broken by assigning average ranks
to each of the |Zi − µ0 |s within a tied group. Also,
due to discreteness of the distribution functions of
statistics B and T + , the respective levels of the associated tests (α) and confidence intervals (1 − α) are
not attained exactly.

Two-sample Location Problem
Let X1 , . . . , Xn1 and Y1 , . . . , Yn2 be independent random samples from populations with continuous cdfs
F and G respectively. We assume that these populations differ only by a shift of location, that is,
we assume that G(x) = F (x − ), and we want to
know if there is indeed the nonzero shift . That
is, H0 :  = 0 versus HA :  > 0, or HA :  < 0,
or HA :   = 0. (Another possible (though less common) approach is to test H0 :  = 0 . In such a case,
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all procedures described here remain valid if applied
to the transformed observations Yi∗ = Yi − 0 .)
In this setting, the most commonly used procedures are based on the rank sum statistic of the
Wilcoxon–Mann–Whitney (see [28, 46]):
W =

n2


Ri ,

(3)

i=1

where Ri is the rank of Yi among the combined sample of N = n1 + n2 of observations
X1 , . . . , Xn1 , Y1 , . . . , Yn2 . (See Remark 1 for how to
handle the ties among observations.)
When H0 is true, it follows from fact (ii) of
Section ‘Wilcoxon Signed-rank Test’ that W is a
distribution-free statistic. Tables for the critical values
of this distribution, wα , are available in [23], for
example. For the observed value Wobs , the rejection
region of the associated level α test is
RR
HA
>0
Wobs ≥ wα
<0
Wobs ≤ n2 (N + 1) − wα
  = 0 Wobs ≤ n2 (N + 1) − wα/2 or Wobs ≥ wα/2
(The factor n2 (N + 1) is due to the symmetricity of
W about its mean n2 (N + 1)/2.)
The associated confidence intervals are based
on the order statistics of the n1 n2 differences
Uij = Yj − Xi , for i = 1, . . . , n1 , j = 1, . . . , n2 .
That is, the (1 − α) 100% confidence intervals
for  are (U((n2 (n1 +2n2 +1)/2+1−wα/2 ) , U(wα/2 −n2 (n2 +1)/2) ),
(−∞, U(wα −n2 (n2 +1)/2) ), and (U(n2 (n1 +2n2 +1)/2+1−wα ) ,
∞), where U(1) ≤ · · · ≤ U(n1 n2 ) denote the ordered
differences Uij . Finally, the Hodges–Lehmann [22]
ˆ = median{Uij , i =
point estimator for  is 
1, . . . , n1 , j = 1, . . . , n2 }.
Remark 2 An application. In the insurance context,
Ludwig and McAuley [26] applied the Wilcoxon–Mann–Whitney test to evaluate reinsurers’
relative financial strength. In particular, they used
the statistic W to determine which financial ratios
discriminated most successfully between ‘strong’ and
‘weak’ companies.

Related Problems and Extensions
There are two types of problems that are closely
related to or directly generalize the location model.
One arises from the consideration of other kinds of
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differences between the two distributions–differences
in scale, location and scale, or any kind of differences. Another venue is to compare locations of
k > 2 distributions simultaneously. Inference procedures for these types of problems are motivated by
similar ideas as those for the location problem. However, in some cases, technical aspects become more
complicated. Therefore, in this section, the technical
level will be kept at a minimum; instead, references
will be provided.
Problems of Scale, Location–Scale, and General
Alternatives. Let X1 , . . . , Xn1 and Y1 , . . . , Yn2 be
independent random samples from populations with
continuous cdfs F1 and F2 respectively. The null
hypothesis for comparing the populations is H0 :
F1 (x) = F2 (x) (for every x). Here, several problems
can be formulated.
Scale Problem. If we assume that, for every
x, F1 (x) = G(x − µ/σ1 ) and F2 (x) = G(x − µ/σ2 ),
where G is a continuous distribution with a possibly
unknown median µ, then the null hypothesis can be
replaced by H0 : σ1 = σ2 , and possible alternatives
are HA : σ1 > σ2 , HA : σ1 < σ2 , HA : σ1  = σ2 . In
this setting, the most commonly used procedures
are based on the Ansari–Bradley statistic C. This
statistic is computed as follows. First, order the
combined sample of N = n1 + n2 X- and Y -values
from least to greatest. Second, assign the score ‘1’
to both the smallest and the largest observations in
this combined sample, assign the score ‘2’ to the
second smallest and second largest, and continue
in this manner. Thus, the arrays of assigned scores
are 1, 2, . . . , N/2, N/2, . . . , 2, 1 (for N -even) and
1, 2, . . . , (N + 1)/2, . . . , 2, 1 (for N -odd). Finally,
the Ansari–Bradley statistic is the sum of the scores,
S1 , . . . , Sn2 , assigned to Y1 , . . . , Yn2 via this scheme:
C=

n2


Si

(4)

i=1

(see [23], Section 5.1, for the distribution of C, rejection regions, and related questions).
Location–Scale Problem. If we do not assume that
medians are equal, that is, F1 (x) = G(x − µ1 /σ1 )
and F2 (x) = G(x − µ2 /σ2 ) (for every x), then the
hypothesis testing problem becomes H0 : µ1 = µ2 ,
σ1 = σ2 versus HA : µ1  = µ2 and/or σ1  = σ2 . In this
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setting, the most commonly used procedures are
based on the Lepage statistic L, which combines standardized versions of the Wilcoxon–Mann–Whitney
W and Ansari–Bradley C:
L=

(C − E0 (C))2
(W − E0 (W ))2
+
,
Var0 (W )
Var0 (C)

(5)

where the expected values (E0 ) and variances
(Var0 ) of the statistics are computed under H0 (for
further details and critical values for L, see [23,
Section 5.3]). Note that an additional assumption
of µ1 = µ2 (or σ1 = σ2 ) yields the scale (or the
location) problem setup.
General Alternatives. The most general problem in
this context is to consider all kinds of differences
between the distributions F1 and F2 . That is, we
formulate the alternative HA : F1 (x)  = F2 (x) (for at
least one x). This leads to the well-known Kolmogorov–Smirnov statistic:
D=

n1 n2
max |F̂1,n1 (Z(k) ) − F̂2,n2 (Z(k) )|.
d 1≤k≤N

(6)

Here d is the ‘greatest common divisor’ of n1 and n2 ,
Z(1) ≤ · · · ≤ Z(N) denotes the N = n1 + n2 ordered
values for the combined sample of X’s and Y ’s,
and F̂1,n1 and F̂2,n2 are the empirical distribution
functions for the X and Y samples:
F̂1,n1 (z) =
and F̂2,n2 (z) =

n1
1 
1{Xi ≤ z}
n1 i=1
n2
1 
1{Yj ≤ z},
n2 j =1

(7)

where 1{·} denotes the indicator function. For further
details, see [23], Section 5.4.
One-way Analysis of Variance. Here, the data are
k > 2 mutually independent random samples from
continuous populations with medians µ1 , . . . , µk
and cdfs F1 (x) = F (x − τ1 ), . . . , Fk (x) = F (x −
τk ), where F is the cdf of a continuous distribution
with median µ, and τ1 = µ1 − µ, . . . , τk = µk − µ
represent the location effects for populations 1, . . . , k.
We are interested in the inference about medians
µ1 , . . . , µk , which is equivalent to the investigation
of differences in the population effects τ1 , . . . , τk .

This setting is called the one-way layout or oneway analysis of variance. Formulation of the problem
in terms of the effects instead of the medians has
interpretive advantages and is easier to generalize (to
two-way analysis of variance, for example).
For testing H0 : τ1 = · · · = τk versus general alternatives HA : at least one τi  = τj , the Kruskal–Wallis
test is most commonly used. For testing H0 versus ordered alternatives HA : τ1 ≤ · · · ≤ τk (with at
least one strict inequality), the Jonckheere–Terpstra
test is appropriate, and versus umbrella alternatives HA : τ1 ≤ · · · ≤ τq−1 ≤ τq ≥ τq+1 ≥ · · · ≥ τk
(with at least one strict inequality), the most popular
techniques are those of Mack and Wolfe [27].
Also, if H0 is rejected, then we are interested in
finding which of the populations are different and
then in estimating these differences. Such questions
lead to the multiple comparisons and contrast estimation procedures. For further details and extensions
of the one-way analysis of variance, the reader is
referred to [23], Chapter 6.

Independence
Let (X1 , Y1 ), . . . , (Xn , Yn ) be a random sample from
a continuous bivariate population. We are interested
in the null hypothesis H0 : X and Y are independent. Depending on how the strength of association
between X and Y is measured, different approaches
for testing H0 are possible. Here we briefly review
two most popular procedures based on Spearman’s ρ
and Kendall ’s τ . For further details and discussion,
see [23], Chapter 8.
Spearman’s ρ. The Spearman rank correlation coefficient ρ was introduced in 1904, and is probably
the oldest nonparametric measure in current use. It is
defined by


n 

n+1
n+1
12
X
Y
Ri −
Ri −
ρ=
n(n2 − 1) i=1
2
2

6
(R X − RiY )2 ,
n(n2 − 1) i=1 i
n

=1−

(8)

where RiX (RiY ) denotes the rank of Xi (Yi ) in
the sample of Xs (Y s). Using the first expression,
it is a straightforward exercise to show that ρ is
simply the classical Pearson’s correlation coefficient
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applied to the rank vectors R X and R Y instead of the
actual X and Y observations respectively. The second
expression is more convenient for computations.
For testing the independence hypothesis H0 versus
alternatives HA : X and Y are positively associated,
HA : X and Y are negatively associated, HA : X and
Y are not independent, the corresponding rejection
regions are ρ ≥ ρα , ρ ≤ −ρα , and |ρ| ≥ ρα/2 . Critical
values ρα are available in [23], Table A.31.
Kendall’s τ . The Kendall population correlation
coefficient τ was introduced in 1938 by Kendall [24]
and is given by
τ = 2P{(X2 − X1 )(Y2 − Y1 ) > 0} − 1.

(9)

If X and Y are independent, then τ = 0 (but the
opposite statement is not necessarily true). Thus,
the hypotheses of interest can be written as H0 :
τ = 0 and HA : τ > 0, HA : τ < 0, HA : τ  = 0. The
appropriate test statistic is
K=

n
n−1 


Q((Xi , Yi ), (Xj , Yj )),

(10)

i=1 j =i+1

where Q((a, b), (c, d)) = 1, if (d − b)(c − a) > 0,
and = −1, if (d − b)(c − a) < 0. The corresponding
rejection regions are K ≥ kα , K ≤ −kα , and |K| ≥
kα/2 . Critical values kα are available in [23], Table
A.30. If ties are present, that is, (d − b)(c − a) = 0,
the function Q is modified by allowing it to take a
third value, Q = 0. Such a modification, however,
makes the test only approximately of significance
level α. Finally, the associated point estimator of τ
is given by τ̂ = 2K/(n(n − 1)).
Besides their simplicity, the main advantage of
Spearman’s ρ and Kendall’s τ is that they provide
estimates of dependence between two variables. On
the other hand, some limitations on the usefulness of
these measures exist. In particular, it is well known
that zero correlation does not imply independence;
thus, the H0 statement is not ‘if and only if’. In the
actuarial literature, this problem is addressed in [6].
A solution provided there is based on the empirical
approach, which we discuss next.

Special Topics with Applications in
Actuarial Science
Here we review some special topics in nonparametric
statistics that find frequent application in actuarial
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research and practice. For each topic, we provide a
reasonably short list of actuarial articles where these
techniques (or their variants) are implemented.

Empirical Approach
Many important features of an underlying distribution F , such as mean, variance, skewness, and
kurtosis can be represented as functionals of F ,
denoted T (F ). Similarly, various actuarial parameters, such as mean excess function, loss elimination
ratio, and various types of reinsurance premiums
can be represented as functionals of the underlying
claims distribution F . For example, the net premium of the excess-of-loss reinsurance, with priority β and expected
number of claims λ, is given

by T (F ) = λ max{0, x − β} dF (x); the loss elimination ratio
for a deductible

 of d is defined as
T (F ) = min{x, d} dF (x)/ x dF (x).
In estimation problems using empirical nonparametric approach, a parameter of interest T (F ) is
estimated by T (F̂n ), where F̂n is the empirical distribution function based on a sample of n observations from a population with cdf F , as defined
in the section ‘Problems of Scale, Location–Scale,
and General Alternatives’. (Sometimes this approach
of replacing F by F̂n in the expression of T (·)
is called the plug-in principle.) Then, one uses the
delta method to derive the asymptotic distribution of
such estimators. Under certain regularity conditions,
these estimators are asymptotically
normal with mean

T (F ) and variance (1/n) [T  (F )]2 dF (x), where
T  (F ) is a directional derivative (Hadamard-type)
of T (F ). (In the context of robust statistics (see
Robustness), T  (F ) is also known as the influence
function.)
The empirical approach and variants are extensively used in solving different actuarial problems.
Formal treatment of the delta-method for actuarial
statistics is provided by Hipp [21] and Præstgaard
[34]. Robustness properties of empirical nonparametric estimators of the excess-of-loss and stoploss reinsurance (see Stop-loss Reinsurance) premiums, and the probability of ruin are investigated by
Marceau and Rioux [29]. More extensive robustness
study of reinsurance premiums, which additionally
includes quota-share (see Quota-share Reinsurance), largest claims and ECOMOR (see Largest
Claims and ECOMOR Reinsurance) treaties, is
carried out by Brazauskas [3]. Carriere [4, 6] applies
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empirical approach to construct nonparametric tests
for mixed Poisson distributions and a test for independence of claim frequencies and severities. In a
similar fashion, Pitts [32] developed a nonparametric
estimator for the aggregate claims distribution (see
Aggregate Loss Modeling) and for the probability of
ruin in the Poisson risk model. The latter problem
is also treated by Croux and Veraverbeke [8] using
empirical estimation and U -statistics (for a comprehensive account on U -statistics, see Serfling [39],
Chapter 5). Finally, Nakamura and Pérez-Abreu [30]
proposed an empirical probability generating function for estimation of claim frequency distributions.

Resampling Methods
Suppose we have an estimator θ̂ = T (F̂n ) for the
parameter of interest θ = T (F ), where F̂n is defined
as in the preceding section. In all practical situations,
we are interested in θ̂ as well as in the evaluation of
its performance according to some measure of error.
The bias and variance of θ̂ are a primary choice but
more general measures of statistical accuracy can also
be considered. The nonparametric estimation of these
measures is based on the so-called resampling methods (see Resampling) also known as the bootstrap.
The concept of bootstrap was introduced by Efron
[11] as an extension of the Quenouille–Tukey jackknife. The latter technique, invented by Quenouille
[36] for nonparametric estimation of bias and later
extended by Tukey [45] for estimation of variance,
works as follows. It is based on the idea of sequentially deleting points Xi and then recomputing θ̂.
This produces n new estimates θ̂(1) , . . . , θ̂(n) , where
θ̂(i) is based on a sample of size n − 1, that is,
thecorresponding empirical cdf F̂n(i) (x) = 1/(n −
1) j =i 1{Xj ≤ x}, i = 1, . . . , n. Then, the jackknife
bias and variance for θ̂ are
 θ̂ ) = (n − 1)(θ̂(·) − θ̂ )
BIAS(

 θ̂ ) = n − 1
(θ̂(i) − θ̂(·) )2 , (11)
Var(
n i=1
n

and


where θ̂(·) = 1/n ni=1 θ̂(i) .
More general approaches of this ‘delete-a-point’
procedure exist. For example, one can consider deleting d ≥ 2 points at a time and recomputing θ̂.
This is known as the delete-d jackknife. The bootstrap generalizes/extends the jackknife in a slightly

different fashion. Suppose we have a random sample
X1 , . . . , Xn with its empirical cdf F̂n putting probability mass 1/n on each Xi . Assuming that X1 , . . . , Xn
are distributed according to F̂n , we can draw a sample (of size n) with replacement from F̂n , denoted
X1∗ , . . . , Xn∗ , and then recompute θ̂ based on these
observations. (This new sample is called a bootstrap
sample.) Repeating this process b number of times
∗
∗
yields θ̂(1)
, . . . , θ̂(b)
. Now, based on b realizations of
θ̂, we can evaluate the bias, variance, standard deviation, confidence intervals, or some other feature of
the distribution of θ̂ by using empirical formulas for
these measures. For example, the bootstrap estimate
of standard deviation for θ̂ is given by

 boot (θ̂ ) =
SD

2
1  ∗
∗
,
θ̂(i) − θ̂(·)
b − 1 i=1
b

(12)


∗
∗
= 1/b bi=1 θ̂(i)
. For further discussion of
where θ̂(·)
bootstrap methods, see [9, 12].
Finally, this so-called ‘sample reuse’ principle is
so flexible that it can be applied to virtually any
statistical problem (e.g. hypothesis testing, parametric
inference, regression, time series, multivariate
statistics, and others) and the only thing it requires
is a high-speed computer (which is not a problem
at this day and age). Consequently, these techniques
received a considerable share of attention in the
actuarial literature also. For example, Frees [15]
and Hipp [20] use the bootstrap to estimate
the ruin probability; Embrechts and Mikosch [13]
apply it for estimating the adjustment coefficient;
Aebi, Embrechts, Mikosch [1] provide a theoretical
justification for bootstrap estimation of perpetuities
and aggregate claim amounts; England and Verrall
[14] compare the bootstrap prediction errors in claims
reserving with their analytic equivalents. A nice
account on the applications of bootstrap and its
variants in actuarial practice is given by Derrig,
Ostaszewski, and Rempala [10]. Both the jackknife
and the bootstrap are used by Pitts, Grübel, and
Embrechts [33] in constructing confidence bounds
for the adjustment coefficient. Zehnwirth [49] applied
the jackknife for estimating the variance part of
the credibility premium. See also a subsequent
article by Sundt [44], which provides a critique of
Zehnwirth’s approach.
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Smoothing Techniques
Here we provide a brief discussion of two leading areas of application of smoothing techniques –
nonparametric density estimation and nonparametric
regression.
Nonparametric Density Estimation. Let X1 , . . . ,
Xn be a random sample from a population with the
density function f , which is to be estimated nonparametrically, that is, without assuming that f is from
a known parametric family.
The naı̈ve histogram-like
estimator, f˜(x) = 1/n ni=1 (1{x − h < Xi < x +
h})/2h, where h > 0 is a small (subjectively selected)
number, lacks ‘smoothness’, which results in some
technical difficulties (see [40]). A straightforward
correction (and generalization) of the naı̈ve estimator
is to replace the term 1{·}/2 in the expression of f˜ by
a smooth function. This leads to the kernel estimator


n
x − Xi
1 
K
,
(13)
fˆ(x) =
nh i=1
h
where h > 0 is the window width or bandwidth, and
is a kernel function that satisfies the condition
K(·)
∞
K(x)
dx = 1. (Note that the estimator fˆ is sim−∞
ply a sum of ‘bumps’ placed at the observations. Here
function K determines the shape of the bumps while
the bandwidth h determines their width.)
In this setting, two problems are of crucial importance – the choice of the kernel function K and the
choice of h (i.e. how much to smooth). There are
many criteria available for choosing K and h. Unfortunately, no unique, universally best answer exists.
Two commonly used symmetric
kernels are the Gaus√
2
x<
sian kernel KG (x) = (1/ 2π)e−x /2 , for −∞ < √
∞, and the Epanechnikov
kernel
K
(x)
=
(3/4
5)
E
√
√
(1 − x 2 /5), for − 5 < x < 5. Among all symmetric kernels, the Epanechnikov kernel is the most
efficient in the sense of its smallest mean integrated
square error (MISE). The MISE of the Gaussian kernel, however, is just about 5% larger, so one does
not lose much efficiency by using KG instead of KE .
The MISE criterion can also be used in determining
optimal h. The solution, however, is a disappointment since it depends on the unknown density being
estimated (see [40], p. 40). Therefore, additional (or
different) criteria have to be employed. These considerations lead to a variety of methods for choosing h,
including subjective choice, reference to a standard
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distribution, cross-validation techniques, and others
(see [40], Chapter 3).
There are many other nonparametric density
estimators available, for example, estimators based
on the general weight function class, the orthogonal
series estimator, the nearest neighbor estimator, the
variable kernel method estimator, the maximum
penalized likelihood approach, and others (see [40],
Chapter 2). The kernel method, however, continues
to have leading importance mainly because of its
well-understood theoretical properties and its wide
applicability. In the actuarial literature, kernel density
estimation was used by Young [47, 48] and Nielsen
and Sandqvist [31] to derive the credibility-based
estimators.
For multivariate density estimation techniques, see
Chapter 4 in [40, 41].
Nonparametric Regression. The most general
regression model is defined by
Yi = m(xi ) + εi ,

i = 1, . . . , n,

(14)

where m(·) is an unknown function and ε1 , . . . , εn
represent a random sample from a continuous population that has median 0.
Since the form of m(·) is not specified, the variability in the response variable Y makes it difficult to describe the relationship between x and Y .
Therefore, one employs certain smoothing techniques
(called smoothers) to dampen the fluctuations of Y
as x changes. Some commonly used smoothers are
running line smoothers, kernel regression smoothers,
local regression smoothers, and spline regression
smoothers. Here we provide a discussion of the spline
regression smoothers. For a detailed description of
this and other approaches, see [38] and Chapter 5 in
[41].
A spline is a curve pieced together from a number
of individually constructed polynomial curve segments. The juncture points where these curves are
connected are called knots. The underlying principle is to estimate the unknown (but smooth) function
m(·) by finding an optimal trade-off between smoothness of the estimated curve and goodness-of-fit of
the curve to the original data. For regression data,
the residual sum of squares is a natural measure of
goodness-of-fit, thus the so-called roughness penalty
estimator m̂(·) is found by solving the minimization
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problem
1
(Yi − m(xi ))2 + φ(m),
n i=1
n

L=

(15)

where φ(·) is a roughness penalty function that
decreases as m(·) gets smoother. To guarantee that
the minimization problem has a solution, some
restrictions have to be imposed on function φ(·). The
most common version of L takes the form
1
(Yi − m(xi ))2 + h
L=
n i=1
n

(m (u))2 du, (16)

where h acts as a smoothing parameter (analogous
to the bandwidth for kernel estimators) and functions
m(·) and m (·) are absolutely continuous and m (·) is
square integrable. Then, the estimator m̂(·) is called a
cubic smoothing spline with knots at predictor values
x1 , . . . , x n .
Carriere [5, 7] used smoothing splines (in conjunction with other above-mentioned nonparametric approaches) for valuation of American options
and instantaneous interest rates. Qian [35] applied
nonparametric regression methods for calculation of
credibility premiums.
Remark 3 An alternative formulation. A natural
extension of classical nonparametric methods to regression are the procedures based on ranks. These techniques start with a specific regression model (with
associated parameters) and then develop distributionfree methods for making inferences about the unknown parameters. The reader interested in the rankbased regression procedures is referred to [19, 23].

density estimation techniques with special emphasis
on topics of methodological interest. An applicationsoriented book by Simonoff [41] surveys the uses
of smoothing techniques in statistics. Books on
bootstrapping include Efron and Tibshirani’s [12]
introductory book and Davison and Hinkley’s [9]
intermediate-level book. Both texts contain many
practical illustrations.

Software
There is a rich variety of statistical packages that have
some capabilities to perform nonparametric inference. These include BMDP, Minitab, SAS, S-Plus,
SPSS, Stata, STATISTICA, StatXact, and others.
Of particular interest in this regard is the StatXact
package because of its unique ability to produce exact
p-values and exact confidence intervals. Finally, we
should mention that most of the packages are available for various platforms including Windows, Macintosh, and UNIX.
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VYTARAS BRAZAUSKAS

Nonproportional
Reinsurance
The Nature of Nonproportional
Reinsurance
Whereas in proportional reinsurance the claims
and the premium are divided between the primary
insurer and the reinsurer in the ratio of their shares
in the coverage granted for the individual risks, nonproportional reinsurance focuses on claims, whether
individual or aggregate claims. Each of these claims
is assigned a defined amount of cover. The breakdown of the loss burden between the primary insurer
and the reinsurer is thus defined only by the size
of the claim and the agreed cover parameters, irrespective of the original coverage. The essential cover
parameters are
• Deductible: The limit up to which the primary
insurer bears all losses himself. This is sometimes
also known as the retention limit. The reinsurer must
bear that part of a loss in excess of this limit.
• Coverage amount (or simply: cover): The maximum limit up to which the reinsurer bears losses due
to a given loss event. That part of any loss in excess
of this limit reverts to the primary insurer.
The deductible and the coverage amount together
establish the ceiling for the cover.
The cover granted for a portfolio may be broken
down into several segments known as layers. This
process is called layering. A number of successive
layers make up a layer program. In such a program,
each individual layer is, as a rule, the subject of a
separate reinsurance treaty.
Those parts of losses that exceed the deductible
are termed excess losses (see Figure 1).
The short notation for nonproportional covers
reads: cover xs deductible. Here, xs stands for in
excess of. Successive layers are consecutively numbered, the retention plus the cover of each previous
layer forming the attachment point (deductible) for
the following layer. The covers shown above would
read as follows: 1st layer $5 m xs $5 m and 2nd layer
$5 m xs $10 m.
From the mathematical point of view, l xs m
stands for the loss in excess of m subject to a

maximum of l, that is, min (l, max(0, X − m)), where
X is either the individual or the aggregate claim size.

Types of Nonproportional Reinsurance
Nonproportional reinsurance is used as a form of
cover, both in facultative reinsurance and in obligatory
reinsurance, the latter also known as treaty reinsurance (see Reinsurance Forms). While in facultative
reinsurance, cover is granted for individual primary
insurance policies, obligatory reinsurance covers a
whole portfolio of similar risks and perils (see Coverage) defined by a treaty framework.
The following discussion of nonproportional
reinsurance focuses on the obligatory reinsurance
context, as this is where the greater diversity of
nonproportional insurance configurations is to be
found. Essentially, however, the aspects described are
equally applicable to nonproportional reinsurance in
the facultative sector.
The literature typically distinguishes the following
types of nonproportional treaty:
•
•
•

excess-of-loss cover
aggregate excess-of-loss cover
largest-claims cover.

The various types of treaty differ according to
whether the cover applies to individual or to aggregate claims and, in the latter case, depending also on
the rules used to arrive at the aggregate.
Excess-of-loss covers provide protection against
individual loss events and are thus regarded as functions of individual claims. The following types of
cover are distinguished, depending on the event definition applied:
• Per-risk excess-of-loss (per-risk XL): This is used
when the primary insurer wants to limit his loss
per risk or policy. This type of excess-of-loss cover
is common, for example, in fire insurance, and
serves to limit the loss burden due to large, oneoff claims. If some claims activity is expected every
year, this cover is called a working excess-of-loss
(WXL)
• Per-event excess-of-loss (per-event XL): If an
event typically causes a large number of small claims
that in total add up to a high overall loss, for example
in the case of a storm, the primary insurer needs a
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Figure 1

Nonproportional cover

per-event XL. This cover limits the cumulative loss
arising out of a single event. In property (see Property Insurance – Personal), these events are designated as catastrophic events (natural or manmade),
and the covers are called catastrophe excess-of-loss
(CXL). In liability, the label clash layer is much more
common.
The aggregate excess-of-loss cover is based on
the broadest-of-loss event definitions. For this reason,
this type of treaty is dealt with separately in the
literature and does not count among the standard
excess-of-loss covers. It is also referred to as a stop
loss cover (SL). In this type of cover, all losses in a
year that are attributable to a defined peril are added
together and are treated as a single loss event for the
purposes of the cover. Specific perils for which this
cover provides expedient protection are, for example,
hailstorms or subsidence.
Largest-claims cover (see Largest Claims and
ECOMOR Reinsurance) is a special form very
rarely encountered in practice. It means that the
reinsurer grants the primary insurer cover for the x
largest claims occurring in a certain line of business
during the treaty term, with the reinsurer bearing
these claims from ground up (100%). In this kind
of treaty, the aggregate amount of all the other (nonx) claims is, as it were, the deductible for the cover.
In lines of business with long run-off periods, this
variable deductible benefits the primary insurer, in
that, it mitigates the effects of growing claims.
A variation on this type of treaty is the socalled ECOMOR cover. This provides cover for the
x largest claims, minus x times the (x + 1)th largest
claim.

You find further details about the single types
of nonproportional reinsurance and the structuring
of programs in the articles Catastrophe Excess of
Loss; Excess-of-loss Reinsurance; Largest Claims
and ECOMOR Reinsurance; Retention and Reinsurance Programmes; Stop-loss Reinsurance; and
Working Covers.

Reinsurance Premium
The premium for a nonproportional treaty is calculated on the basis of risk theory, in the same
way as the primary insurance (see Non-life Insurance) premiums in property and casualty insurance,
assuming for simplicity’s sake that it only has to
make allowance for the risk of random fluctuations.
The total loss of a portfolio in a given period is
treated as a random variable whose distribution is
defined by the distribution of the number of claims
and the distribution of the loss amounts per claim.
The basis for premium calculation is the expected
loss severity.
Loadings are applied to the pure risk premium to
allow for expenses and for anticipated fluctuations of
the claims burden around the expected mean (known
as the cost of capital).
For the single pricing methods for nonproportional
treaties see the following articles: Burning Cost;
Exposure Rating; Pareto Rating, and Reinsurance
Pricing.
The nonproportional reinsurance premium (NP
premium) is usually expressed as a premium rate
based on the underlying premium income for the
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entire business covered. The cedant’s (see Reinsurance) own expenses are not taken into account and
are not deducted from the underlying premium. If the
nonproportional cover protects the primary insurer’s
retention after proportional reinsurance, the premium
ceded under the proportional reinsurance is deducted.
The remaining primary insurance premium is referred
to as the gross net premium income, (GNPI) for short,
meaning gross with respect to the cedant’s expenses
being still included and net because prior reinsurance
protection is deducted.

Profit Share Agreement and No Claims
Bonus
Sharing in the reinsurer’s profit is a means of
retroactively influencing the reinsurance premium.
The actual loss experience plus an agreed expenses
and fluctuation loading are balanced against the paid
NP premium at the end of the treaty year or of an
agreed run-off period. Under the profit share agreement, a percentage of the difference, the profit, is
reimbursed to the cedant. Under a no claims bonus
agreement (NCB), a certain share of the NP premium
is returned to the cedant if he has reported no claims
at all.
Agreements of this type harbor the danger that
profits may be returned to the primary insurer simply
as a result of random fluctuations in claims experience. This is particularly true in the case of nonproportional covers with low probabilities of losses
occurring, but high loss amounts when they do occur,
for example, catastrophe excess-of-loss covers for
natural perils (see Natural Hazards). In these types
of cover, successive reimbursements in claims-free
years can systematically deplete the NP premium
until it is no longer sufficient to cover the expected
claims burden.

Rate on Line/Payback
The nonproportional reinsurance premium is, as a
rule, expressed as a percentage of GNPI. However,
it can also be expressed in terms of the (nominal)
coverage; this is known as the rate on line (ROL).
Consider, for example, a fire WXL, $5 m xs $5 m,
with a GNPI of $100 m and an NP premium of 1%
of the GNPI. The NP premium in this case amounts
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to $1 m. The ROL is calculated as $1 m/$5 m = 0.2
and amounts to 20%.
The ROL describes the ratio of the NP premium
to the coverage per loss event. The higher the ROL
for a given coverage, the higher is the reinsurance
premium and thus the probability of a total loss under
the cover. The ROL gives an indication of whether
the cover is a working cover, that is, a cover often hit
by claims, or a sleep-easy cover, one which is only
very rarely hit by claims.
The inverse of this ratio is known as the payback
period and describes the number of years it would
take to recoup a total loss out of the following years’
premiums.
Given the same fire WXL as above: $5 m xs $5 m,
GNPI of $100 m, NP premium of 1% = $1 m, the
payback is calculated as $5 m/$1 m = 5 and amounts
to 5 years.

Treaty Period
As nonproportional reinsurance is independent of the
term of the primary insurance policies covered, a
validity period has to be explicitly specified in the
treaty; as a rule, this is one year. The reinsurer
covers all claims attributable to this treaty period
on the terms defined for the cover. In this context,
a distinction is made between covers on a lossesoccurring, a risk-attaching, or a claims-made basis.
In the case of a cover on a losses-occurring basis,
all losses occurring during the treaty period are covered. Accordingly, the premium calculation period
for the covered business coincides precisely with the
treaty period, that is, if only half the period of a primary insurance policy falls within the treaty period,
only half the original premium is assigned to the
treaty period. This part of the primary insurance premiums is referred to as the earned GNPI.
If the reinsurance is concluded on a risk-attaching
basis, the important criterion is whether the primary
insurance policy was written during the reinsurance
treaty period. If this is the case, the reinsurer is liable
until the term of this policy/risk expires. He has to
indemnify losses that occur during the term of the
original policy, even if they do not happen until after
the end of the reinsurance treaty. Accordingly, the
basis for calculation of the reinsurance premium is
the total of all policies/risks written during the treaty
period. The associated premium is referred to as the
written GNPI.
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Under claims-made covers, all losses reported
within the treaty period are covered. This type of
cover is used in lines of business in which there
may be a considerable time gap between a loss being
caused and its being discovered, or in which it is
difficult to determine the precise time of the loss
occurrence, for example, in environmental impairment liability. In this case, the covered business can
no longer be precisely related to the underlying premium. As a rule, however, the reinsurance premium
is based on the written GNPI for the treaty period.

Co-reinsurance
In addition to the deductible under the nonproportional cover, a further retention may be agreed in
the form of a coinsurance arrangement. Here the primary insurer participates proportionally in the entire
excess claims burden, just as a reinsurer would. This
is referred to as co-reinsurance.
For a fire WXL $5 m xs $5 m, where the primary
insurer bears 5% of the cover, that is, $0.25 m,
himself, the common notation is: 95% of $5 m xs
$5 m.

Features and Functions
Nonproportional reinsurance is particularly suitable
for placing a cap on peak losses in portfolios in which
the distributions of the coverage amounts and loss
amounts differ and the risks covered are relatively

homogeneous. It thus follows that heterogeneous
portfolios should first be homogenized by means of
prior surplus covers.
Nonproportional reinsurance is an effective way
of improving the ratio between the primary insurer’s
loss burden and premium income, as it passes specifically the peak losses on to the reinsurer.
For a general overview about nonproportional
reinsurance see [1–5]. Additional literature you find
in the mentioned articles dealing with single topics
of nonproportional reinsurance.
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Ordering of Risks
Comparing risks is the very essence of the actuarial
profession. Two mathematical order concepts are well
suited to do this, and lead to important results in
non-life actuarial science, see, for instance, Chapter
10 in [1]. The first is that a risk X, by which
we mean a nonnegative random variable (a loss),
may be preferable to another risk Y if Y is larger
than X. Since only marginal distributions should be
considered in this comparison, this should mean that
the marginal distributions F and G of X and Y allow
the existence of a random pair (X  , Y  ) with the same
marginal distributions but Pr[X  ≤ Y  ] = 1. It can be
shown that this is the case if and only if F ≥ G
holds. Note that unless X and Y have the same cdf,
E[X] < E[Y ] must hold. This order concept is known
as stochastic order (see Stochastic Orderings). The
second is that, for risks with E[X] = E[Y ], it may be
that Y is thicker-tailed (riskier). Thicker-tailed means
that for some real number c, F ≤ G on (−∞, c) but
F ≥ G on (c, ∞), hence the cdfs cross once. This
property makes a risk less attractive than another with
equal mean because it is more spread and therefore
less predictable. Thicker tails can easily be shown
to imply larger stop-loss premiums, hence E[(Y −
d)+ ] ≥ E[(X − d)+ ] holds for all real numbers d.
Having thicker tails is not a transitive property, but it
can be shown that Y having larger stop-loss premiums
than X implies that a sequence of cdfs H1 , H2 , . . .
exists such that G = lim Hi , Hi+1 is thicker-tailed
than Hi for all i, and H1 ≤ F . The order concept of
having larger stop-loss premiums is known as stoploss order.
It can be shown that both the risk orders above
have a natural economic interpretation, in the sense
that they represent the common preferences of large
groups of decision makers who base their actions on
expected utility of risks (see Utility Theory). Every
decision maker who has an increasing utility function,
which means that he grows happier as his capital
increases, prefers the smaller loss, if the financial
compensations for the losses are equal. On the other
hand, all risk-averse (see Risk Aversion) decision
makers can be shown to prefer a risk with lower
stop-loss premiums. A risk-averse decision maker
has a concave increasing utility function. This means
that his marginal increase in happiness decreases
with his current wealth. By Jensen’s inequality (see

Convexity), decision makers of this type prefer a loss
of fixed size E[X] to a random loss X.
The common preferences of the subgroup of riskaverse decision makers retaining the same preferences between risks whatever their current capital
constitute the exponential order, since it can be shown
that their utility function must be exponential. The
smaller the group of decision makers considered is,
the sooner they all will agree on the order between
risks. Hence, stochastic order is the strongest and
exponential order the weakest of the three orders
shown. None is, however, a total order: if X is not
preferred to Y, Y can be preferred to X, but this
issue can also be undecided. From the fact that a
risk is smaller or less risky than another, one may
deduce that it is also preferable in the mean-variance
ordering, used in the CAPM theory (see Market
Equilibrium). In this ordering, one prefers the risk
with the smaller mean, and the variance serves as a
tiebreaker. This is a total order, but it is unsatisfactory in the sense that it leads to decisions that many
sensible decision makers would dispute.
A useful sufficient condition for stochastic order
is that the densities cross once. In this way, it is easy
to prove that, for instance, the binomial(n, p) distributions (see Discrete Parametric Distributions)
increase in p (and in n). Sufficient for stop-loss
order is equal means and twice-crossing densities.
Using this, it can be shown that a binomial(n, p) random variable has smaller stop-loss premiums than a
Poisson(np) one (see Discrete Parametric Distributions). If, for a certain cdf, we concentrate its
probability of some interval on some point of this
interval in such a way that the mean remains the
same, we get a cdf with lower stop-loss premiums.
Dispersion to the edges of that interval, however,
increases the stop-loss premiums.
Because stochastic order between risks is in essence the same as being smaller with probability one,
it is in general easy to describe what happens if we
replace a random component X of a model by a
stochastically larger component Y . For instance, convolution preserves stochastic order: if risk Z is independent of X and Y, then X + Z is stochastically less
than Y + Z. But the invariance properties of the stoploss order are more interesting. The most important
one for actuarial applications is that it is preserved
under compounding (see Compound Distributions).
This means that a sum S = X1 + X2 + · · · + XM
with a random number M of independent, identically
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distributed terms Xi has smaller stop-loss premiums
than T = Y1 + Y2 + · · · + YN , if either the terms X
are stop-loss smaller than Y, or the claim numbers
M and N are ordered this way. Also, mixing (see
Mixture of Distributions) preserves this order, if
the cdfs to be mixed are replaced by stop-loss larger
ones. The cdf of X can be viewed as a mixture, with
mixing coefficients Pr[ = λ], of random variables
with cdf Pr[X ≤ x| = λ]. Also, the cdf of the random variable E[X|] is a mixture (with the same
coefficients) of cdfs of random variables concentrated on E[X| = λ]. Hence, it follows that E[X|]
is stop-loss smaller than X itself. This explains the
Rao–Blackwell theorem from mathematical statistics: when E[X|] is a statistic, its use should be
preferred over that of X, because it is less spread. It
can be shown that when we look at a random variable
with a mixture of Poisson (λ) distributions as its cdf,
if the mixing distribution is replaced by a stop-loss
larger one, the resulting random variable is also stoploss larger. Since a negative binomial distribution can
be written as a gamma (see Continuous Parametric
Distributions) mixture of Poisson distributions, we
see that a negative binomial risk has larger stop-loss
premiums than a pure Poisson risk, in line with the
variance of binomial, Poisson, and negative binomial
risks being less than, equal to, and greater than the
mean, respectively.
The theory of ordering of risks has a number of
important actuarial applications. One is that the individual model is less risky than the collective model.
In the collective model, the claims X1 , X2 , . . . , Xn
on each of n policies, independent but not necessarily identical, are replaced by Poisson (1) many claims
with the same cdf. This leads to a compound Poisson distributed total claims, with the advantage that
Panjer’s recursion (see Sundt and Jewell Class of
Distributions) can be used to compute its probabilities, instead of a more time-consuming convolution
computation. This leads to a claim total that has the
same mean but a slightly larger variance than the
individual model. Since just one claim of type Xi
is replaced by Poisson (1) many such claims, the
collective model produces higher stop-loss premiums
than the individual model. Also, all ‘sensible’ decision makers prefer a loss with the distribution of the
latter, and hence decisions based on the former will
be conservative ones.
It can be shown that if we replace the individual
claims distribution in a classical ruin model (see

Ruin Theory) by a distribution that is preferred by
all risk-averse decision makers, this is reflected in
the probability of eventual ruin getting lower, if the
premium income remains the same. Replacing the
individual claims by exponentially larger ones can
be shown to lead to an increased upper bound in
the Lundberg inequality for ruin probability, but it
may happen that the actual ruin probability decreases.
Many parametric families of distributions of risks
are monotonic in their parameters, in the sense that
the risk increases (or decreases) with the parameters.
For instance, the gamma(α, β) distributions decrease
stochastically with β, increase with α. One may show
that in the subfamily of distributions with a fixed
mean α/β = µ, the stop-loss premiums at each d
grow with the variance α/β 2 , hence, with decreasing α. In this way, it is possible to compare all
gamma distributions with the gamma(α0 , β0 ) distribution. Some will be preferred by all decision makers
with increasing utility, some only by those who are
also risk averse, but for others, the opinions will differ. Similar patterns can be found, for instance, in the
families of binomial distributions: stochastic increase
in p as well as in n, stop-loss increase with n when
the mean is kept constant.
It is well-known that stop-loss reinsurance (see
Stop-loss Reinsurance) is optimal in the sense that
it gives the lowest variance for the retained risk when
the mean is fixed, see, for instance, Chapter 1 of [1].
Using the order concepts introduced above, one can
prove the stronger assertion that stop-loss reinsurance
leads to a retained loss that is preferable for any riskaverse decision maker. This is because the retained
loss after a stop-loss reinsurance with retention d,
hence Z = min{X, d} if X is the original loss, has
a cdf which crosses once, at d, with that of the
retained loss X − I (X) for any other reinsurance with
0 ≤ I (x) ≤ x for all x.
Quite often, but not always, the common good
opinion of all risk-averse decision makers about some
risk is reflected in the premium that they would ask
for it. If the premium is computed by keeping the
expected utility at the same level for some riskaverse utility function, and every risk-averse decision
maker prefers X to Y as a loss, X has lower premiums. An example of such zero-utility premiums (see
Premium Principles) are the exponential premiums
π[X] = log E[eαX ]/α, which solve the utility equilibrium equation u(w − π[X]) = E[u(w − X)] for
someone with utility function u(x) = −e−αx , α >
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0, and with current wealth w. But, for instance,
a standard deviation principle, that is, a premium
E[X] + α · σ [X], might be lower for a risk that is
larger with probability
  one, as exemplified by taking
X to be a Bernoulli 12 risk (see Discrete Parametric
Distributions), Y ≡ 1, and α > 1.
Using the theory of ordering of risks, the following
problem can easily be solved: a risk-averse decision
maker can invest an amount 1 in n companies with
independent and identically distributed yields. It can
easily be shown that spreading of risks, hence investing 1/n in each company, is optimal
in this situation.

For sample averages X n = Xi /n, where the Xi
are i.i.d., it can be shown that as n increases, X n
decreases in stop-loss order, to the degenerate r.v.
E[X] which is also the limit in the sense of the weak
law of large numbers. This is in line with the fact
that their variances decrease as Var[X]/n.
Sometimes one has to compute a stop-loss premium at retention d for a single risk of which only
certain global characteristics are known, such as the
mean value µ, an upper bound b, and possibly the
variance σ 2 . It is possible to determine risks with
these characteristics that produce upper and lower
bounds for such premiums. Since the results depend
on the value of d chosen, this technique does not
lead to upper bounds for the ruin probability or a
compound Poisson stop-loss premium. But uniform
results are obtained when only mean and upper bound
are fixed, by concentration on the mean and dispersion to the boundaries, respectively. Uniformity still
holds when, additionally, unimodality with mode 0,
and hence a decreasing density on the domain [0, b]
of the risk, is required.
It is quite conceivable that in practical situations,
the constraints of nonnegativity and independence of
the terms of a sum such as they are imposed above are
too restrictive. Many invariance properties of stoploss order depend crucially on nonnegativity, but in
financial actuarial applications, both gains and losses
must be incorporated in the models. Moreover, the
independence assumption is often not even approximately fulfilled, for instance, if the terms of a sum are
consecutive payments under a random interest force,
or in case of earthquake and flooding risks. Also, the
mortality patterns of husband and wife are obviously
related, both because of the so-called ‘broken heart
syndrome’ and the fact that their environments and
personalities will be alike (‘birds of a feather flock
together’). Nevertheless, most traditional insurance
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models assume independence. One can force a portfolio of risks to satisfy this requirement as much as
possible by diversifying, therefore not including too
many related risks like the fire risks of different floors
of a building or the risks concerning several layers
of the same large reinsured risk. The assumption of
independence plays a very crucial role in insurance.
In fact, the basis of insurance is that, by undertaking
many small independent risks, an insurer’s random
position gets more and more predictable because of
the two fundamental laws of statistics, the Law of
Large Numbers and the Central Limit Theorem (see
Central Limit Theorem). One risk is hedged by
other risks (see Hedging and Risk Management),
since a loss on one policy might be compensated by
more favorable results on others. Moreover, assuming independence is very convenient, because mostly,
the statistics gathered only give information about
the marginal distributions of the risks, not about
their joint distribution, that is, the way these risks
are interrelated. Also, independence is mathematically much easier to handle than most other structures
for the joint cdf. Note by the way that the Law of
Large Numbers does not entail that the variance of
an insurer’s random capital goes to zero when his
business expands, but only that the coefficient of variation, that is, the standard deviation expressed as a
multiple of the mean, does so.
Recently, research on ordering of risks has focused
on determining how to make safe decisions in case
of a portfolio of insurance policies that produce
gains and losses of which the stochastic dependency
structure is unknown. It is obvious that the sum of
random variables is risky if these random variables
exhibit a positive dependence, which means that large
values of one term tend to go hand in hand with large
values of the other terms. If the dependence is absent
such as is the case for stochastic independence, or if
it is negative, the losses will be hedged. Their total
becomes more predictable and hence, more attractive
in the eyes of risk-averse decision makers. In case
of positive dependence, the independence assumption
would probably underestimate the risk associated
with the portfolio. A negative dependence means that
the larger the claim for one risk, the smaller the other
ones. The central result here is that sums of random
variables X1 + X2 + · · · + Xn with fixed marginal
distributions are the riskiest if these random variables
are comonotonic, which means that for two possible
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realizations (x1 , . . . , xn ) and (y1 , . . . , yn ), the signs of
xi − yi are either all nonnegative, or all nonpositive.
For pairs of continuous random variables with
joint cdf F (x, y) and fixed marginal distributions
F (x) and G(y), the degree of dependence is generally
measured by using the Pearson product moment correlation r(X, Y ) = (E[XY ] − E[X]E[Y ])/σX σY , the
correlation of the ranks F (X) and G(Y ) (Spearman’s ρ), or Kendall’s τ , based on the probability
of both components being larger in an independent
drawing (concordance). A stronger ordering concept
is to call (X, Y ) more related than (X • , Y • ) (which
has the same marginals) if the probability of X and
Y both being small is larger than the one for X •
and Y • , hence Pr[X ≤ x, Y ≤ y] ≥ Pr[X • ≤ x, Y • ≤
y] for all x and y. It can be shown that X + Y has
larger stop-loss premiums than X • + Y • . If (X, Y ) are
more related than an independent pair, X and Y are
called Positive Quadrant Dependent. A pair (X, Y ) is
most related if its cdf equals the Fréchet–Hoeffding
upper bound min{F (x), G(y)} for a joint cdf with
marginals F and G. The pair (F −1 (U ), G−1 (U )) for
some uniform(0, 1) random variable U (see Continuous Parametric Distributions) has this upper
bound as its cdf. Obviously, its support is comono-

tonic, with elements ordered component-wise, and
the rank correlation is unity. The copula mechanism is a way to produce joint cdfs with pleasant
properties, the proper marginals and the same rank
correlation as observed in some sample. This means
that to approximate the joint cdf of some pair (X, Y ),
one chooses the joint cdf of the ranks U = F (X) and
V = G(Y ) from a family of cdfs with a range of possible rank correlations. As an example, mixing the
Fréchet–Hoeffding upper-bound min{u, v} and the
lower-bound max{0, u + v − 1} with weights p and
1 − p gives a rank correlation of 2p − 1, but more
realistic copulas can be found.
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Premium Principles
Introduction
Loosely speaking, a premium principle is a rule for
assigning a premium to an insurance risk. In this
article, we focus on the premium that accounts for
the monetary payout by the insurer in connection
with insurable losses plus the risk loading that the
insurer imposes to reflect the fact that experienced
losses rarely, if ever, equal expected losses. In other
words, we ignore premium loadings for expenses and
profit.
In this article, we describe three methods that
actuaries use to develop premium principles. The distinction among these methods is somewhat arbitrary,
and a given premium principle might arise from more
than one of the methods.
We call the first method the ad hoc method
because within it, an actuary defines a (potentially)
reasonable premium principle, then she determines
which (if any) of a list of desirable properties her premium principle satisfies. For example, the Expected
Value Premium Principle, in which the premium
equals the expected value times a number greater
than or equal to one, is rather ad hoc, but it satisfies
some nice properties. Indeed, it preserves affine transformations of the random variable and is additive.
However, it does not satisfy all desirable properties,
as we will see in the section ‘Catalog of Premium
Principles: The Ad Hoc Method’.
A more rigorous method is what we call the characterization method because within it, an actuary
specifies a list of properties that she wants the premium principle to satisfy and then finds the premium
principle (or set of premium principles) determined
by those properties. Sometimes, an actuary might not
necessarily characterize the set of premium principles that satisfy the given list of properties but will
find one premium principle that does. Finding only
one such premium principle is a weaker method than
the full-blown characterization method, but in practice, it is often sufficient. An example of the weaker
method is to look for a premium principle that is scale
equivariant, and we will see in the section ‘Catalog
of Premium Principles: The Ad Hoc Method’ that the
standard deviation premium principle is scale equivariant but it is not the only such premium principle.

Perhaps the most rigorous method that an actuary
can use to develop a premium principle is what we
call the economic method. Within this method, an
actuary adopts a particular economic theory and then
determines the resulting premium principle. In the
section ‘The Economic Method’, we will see that
the important Esscher Premium Principle is such a
premium principle [15, 16].
These methods are not mutually exclusive. For
example, the Proportional Hazards Premium Principle [67] first arose when Wang searched for a premium principle that satisfied layer additivity; that
is, Wang used a weak form of the characterization
method. Then, Wang, Young, and Panjer [72] showed
that the Proportional Hazards Premium Principle can
be derived through specifying a list of properties
and showing that the Proportional Hazards Premium
Principle is the only premium principle that satisfies the list of properties. Finally, the Proportional
Hazards Premium Principle can also be grounded in
economics via Yaari’s dual theory of risk (see Risk
Utility Ranking) [74].
Some premium principles arise from more than
one method. For example, an actuary might have a
particular property (or a list of properties) that she
wants her premium principle to satisfy, she finds
such a premium principle, then later discovers that
her premium principle can be grounded in an economic premium principle. In the sections ‘The Characterization Method’ and ‘The Economic Method’,
we will see that Wang’s premium principle can
arise from both the characterization and economic
methods.
In the section ‘Properties of Premium Principles’,
we catalog desirable properties of premium principles
for future reference in this article. In the section ‘Catalog of Premium Principles: The Ad Hoc Method’,
we define some premium principles and indicate
which properties they satisfy. Therefore, this section
is written in the spirit of the ad hoc method. In the
section ‘The Characterization Method’, we demonstrate the characterization method by specifying a
list of properties and by then determining which premium principle exactly satisfies those properties. As
for the economic method, in the section ‘The Economic Method’, we describe some economic theories
adopted by actuaries and determine the resulting premium principles. In the ‘Summary’, we conclude this
review article.
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Properties of Premium Principles
In this section, we list and discuss desirable properties of premium principles. First, we present some
notation that we use throughout the paper. Let χ
denote the set of nonnegative random variables on the
probability space (, F, P); this is our collection of
insurance-loss random variables – also called insurance risks. Let X, Y , Z, etc. denote typical members
of χ. Finally, let H denote the premium principle,
or function, from χ to the set of (extended) nonnegative real numbers. Thus, it is possible that H [X]
takes the value ∞. It is possible to extend the domain
of a premium principle H to include possibly negative random variables. That might be necessary if we
were considering a general loss random variable of an
insurer, namely, the payout minus the premium [10].
However, in this review article, we consider only the
insurance payout and refer to that as the insurance
loss random variable.
1. Independence: H [X] depends only on the
(de)cumulative distribution function of X, namely
SX , in which SX (t) = P{ω ∈  : X(ω) > t}. That
is, the premium of X depends only on the tail
probabilities of X.
This property states that the premium depends
only on the monetary loss of the insurable event and
the probability that a given monetary loss occurs, not
the cause of the monetary loss.
2. Risk loading: H [X] ≥ EX for all X ∈ χ.
Loading for risk is desirable because one generally requires a premium rule to charge at least
the expected payout of the risk X, namely EX, in
exchange for insuring the risk. Otherwise, the insurer
will lose money on average.
3. No unjustified risk loading: If a risk X ∈ χ is identically equal to a constant c ≥ 0 (almost everywhere),
then H [X] = c.
In contrast to Property 2 (Risk loading), if we
know for certain (with probability 1) that the insurance payout is c, then we have no reason to charge
a risk loading because there is no uncertainty as to
the payout.
4. Maximal loss (or no rip-off): H [X] ≤ ess sup[X]
for all X ∈ χ.

5. Translation equivariance (or translation invariance): H [X + a] = H [X] + a for all X ∈ χ and all
a ≥ 0.
If we increase a risk X by a fixed amount a,
then Property 5 states that the premium for X + a
should be the premium for X increased by that fixed
amount a.
6. Scale equivariance (or scale invariance): H [bX]
= bH [X] for all X ∈ χ and all b ≥ 0.
Note that Properties 5 and 6 imply Property 3 as
long as there exists a risk Y such that H [Y ] < ∞.
Indeed, if X ≡ c, then H [X] = H [c] = H [0 + c] =
H [0] + c = 0 + c = c. We have H [0] = 0 because
H [0] = H [0Y ] = 0H [Y ] = 0. Scale equivariance is
also known as homogeneity of degree one in the
economics literature. This property essentially states
that the premium for doubling a risk is twice the
premium of the single risk. One usually uses a noarbitrage argument to justify this rule. Indeed, if
the premium for 2X were greater than twice the
premium of X, then one could buy insurance for
2X by buying insurance for X with two different
insurers, or with the same insurer under two policies.
Similarly, if the premium for 2X were less than twice
the premium of X, then one could buy insurance for
2X, sell insurance on X and X separately, and thereby
make an arbitrage profit. Scale equivariance might not
be reasonable if the risk X is large and the insurer
(or insurance market) experiences surplus constraints.
In that case, we might expect the premium for 2X
to be greater than twice the premium of X, as we
note below for Property 9. Reich [55] discussed this
property for several premium principles.
7. Additivity: H [X + Y ] = H [X] + H [Y ] for all X,
Y ∈ χ.
Property 7 (Additivity) is a stronger form of Property 6 (Scale equivariance). One can use a similar
no-arbitrage argument to justify the additivity property [2, 63, 64].
8. Subadditivity: H [X + Y ] ≤ H [X] + H [Y ] for all
X, Y ∈ χ.
One can argue that subadditivity is a reasonable
property because the no-arbitrage argument works
well to ensure that the premium for the sum of two
risks is not greater than the sum of the individual
premiums; otherwise, the buyer of insurance would
simply insure the two risks separately. However, the
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no-arbitrage argument that asserts that H [X + Y ]
cannot be less than H [X] + H [Y ] fails because it
is generally not possible for the buyer of insurance
to sell insurance for the two risks separately.
9. Superadditivity: H [X + Y ] ≥ H [X] + H [Y ] for
all X, Y ∈ χ.
Superadditivity might be a reasonable property of
a premium principle if there are surplus constraints
that require that an insurer charge a greater risk
load for insuring larger risks. For example, we might
observe in the market that H [2X] > 2H [X] because
of such surplus constraints.
Note that both Properties 8 and 9 can be weakened by requiring only H [bX] ≤ bH [X] or H [bX] ≥
bH [X] for b > 0, respectively. Next, we weaken the
additivity property by requiring additivity only for
certain insurance risks.

3

14. Preserves stop-loss ordering (SL) ordering: If
E[X − d]+ ≤ E[Y − d]+ for all d ≥ 0, then H [X] ≤
H [Y ].
Property 1, (Independence), together with Property 12, (Monotonicity), imply Property 13, (Preserves FSD ordering) [72]. Also, if H preserves SL
ordering, then H preserves FSD ordering because
stop-loss ordering is weaker [56]. These orderings
are commonly used in actuarial science to order risks
(partially) because they represent the common orderings of groups of decision makers; see [38, 61], for
example.
Finally, we present a technical property that is
useful in characterizing certain premium principles.
15. Continuity: Let X ∈ χ; then, lim+ H [max(X −
a→0

a, 0)] = H [X], and lim H [min(X, a)] = H [X].
a→∞

10. Additivity for independent risks: H [X + Y ] =
H [X] + H [Y ] for all X, Y ∈ χ such that X and Y
are independent.

Catalog of Premium Principles: The
Ad Hoc Method

Some actuaries might feel that Property 7 (Additivity) is too strong and that the no-arbitrage argument
only applies to risks that are independent. They,
thereby, avoid the problem of surplus constraints for
dependent risks.

In this section, we list many well-known premium
principles and tabulate which of the properties from
the section ‘Properties of Premium Principles’ they
satisfy.

11. Additivity for comonotonic risks: H [X + Y ] =
H [X] + H [Y ] for all X, Y ∈ χ such that X and Y
are comonotonic (see Comonotonicity).
Additivity for comonotonic risks is desirable
because if one adopts subadditivity as a general
rule, then it is unreasonable to have H [X + Y ] <
H [X] + H [Y ] because neither risk is a hedge (see
Hedging and Risk Management) against the other,
that is, they move together [74]. If a premium
principle is additive for comonotonic risks, then is
it layer additive [68]. Note that Property 11 implies
Property 6, (Scale equivariance), if H additionally
satisfies a continuity condition.
Next, we consider properties of premium rules
that require that they preserve common orderings of
risks.
12. Monotonicity: If X(ω) ≤ Y (ω) for all ω ∈ ,
then H [X] ≤ H [Y ].
13. Preserves first stochastic dominance (FSD) ordering: If SX (t) ≤ SY (t) for all t ≥ 0, then H [X] ≤
H [Y ].

A. Net Premium Principle: H [X] = EX.
This premium principle does not load for risk.
It is the first premium principle that many actuaries
learn; see, for example [10]. It is widely applied in
the literature because actuaries often assume that risk
is essentially nonexistent if the insurer sells enough
identically distributed and independent policies [1, 4,
5, 11–13, 21, 46, 47].
B. Expected Value Premium Principle: H [X] = (1 +
θ) EX, for some θ > 0.
This premium principle builds on Principle A, the
Net Premium Principle, by including a proportional
risk load. It is commonly used in insurance economics and in risk theory; see, for example [10]. The
expected value principle is easy to understand and to
explain to policyholders.
C. Variance Premium Principle: H [X] = EX
+ αVarX, for some α > 0.
This premium principle also builds on the
Net Premium Principle by including a risk load
that is proportional to the variance of the risk.
Bühlmann [14, Chapter 4] studied this premium
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principle in detail. It approximates the premium that
one obtains from the principle of equivalent utility (or
zero-utility) (see Utility Theory), as we note below.
Also, Berliner [6] proposed a risk measure that is an
alternative to the variance and that can be used in this
premium principle.
D. Standard
√ Deviation Premium Principle: H [X] =
EX + β VarX, for some β > 0.
This premium principle also builds on the Net
Premium Principle by including a risk load that is
proportional to the standard deviation of the risk.
Bühlmann [14, Chapter 4] also considered this premium principle and mentioned that it is used frequently in property (see Property Insurance – Personal) and casualty insurance (see Non-life Insurance). As we note below, Wang’s Premium Principle
reduces to the Standard Deviation Premium Principle in many cases. Also, Denneberg [19] argued
that one should replace the standard deviation with
absolute deviation in calculating premium. Finally,
Schweizer [58] and Møller [42] discussed how to
adapt the Variance Premium Principle and the Standard Deviation Principle to pricing risks in a dynamic
financial market.
E. Exponential Premium Principle: H [X] = (1/α)
× ln E[eαX ], for some α > 0.
This premium principle arises from the principle of equivalent utility (Principle H below) when
the utility function is exponential [22, 23]. It satisfies many nice properties, including additivity
with respect to independent risks. Musiela and
Zariphopoulou [45] adapted the Exponential Premium Principle to the problem of pricing financial securities in an incomplete market. Young
and Zariphopoulou [78], Young [77], and Moore and
Young [43] used this premium principle to price various insurance products in a dynamic market.
F. Esscher Premium Principle: H [X] = (E[XeZ ]/
E[eZ ]), for some random variable Z.
Bühlmann [15, 16] derived this premium principle
when he studied risk exchanges; also see [59, 60]. In
that case, Z is a positive multiple of the aggregate
risk of the exchange market. Some authors define the
Esscher Premium Principle with Z = hX, h > 0. For
further background on the Esscher Premium Principle, which is based on the Esscher transform,
please read [24, 79]. Also, see the research of Gerber and Shiu for more information about how to

apply the Esscher Premium Principle in mathematical finance [27, 28]. The Esscher Premium Principle
(as given here in full generality) is also referred to
as the Exponential Tilting Premium Principle. Heilmann [33] discussed the case for which Z = f (X)
for some function f , and Kamps [40] considered the
case for which eZ = 1 − e−λX , λ > 0.
G. Proportional Hazards Premium Principle: H [X]
∞
= 0 [SX (t)]c dt, for some 0 < c < 1.
The Proportional Hazards Premium Principle is a
special case of Wang’s Premium Principle, Principle
I below. Wang [67] studied the many nice properties
of this premium principle.
H. Principle of Equivalent Utility: H [X] solves the
equation
u(w) = E[u(w − X + H )]

(1)

where u is an increasing, concave utility of wealth
(of the insurer), and w is the initial wealth (of the
insurer).
One can think of H as the minimum premium
that the insurer is willing to accept in exchange for
insuring the risk X. On the left-hand side of (1), we
have the utility of the insurer who does not accept
the insurance risk. On the right-hand side, we have
the expected utility of the insurer who accepts the
insurance risk for a premium of H . H [X] is such
that the insurer is indifferent between not accepting
and accepting the insurance risk. Thus, this premium is called the indifference price of the insurer.
Economists also refer to this price as the reservation
price of the insurer. The axiomatic foundations of
expected utility theory are presented in [65]. See [8,
9] for early actuarial references of this economic idea
and [26] for a more recent reference.
Pratt [48] studied how reservation prices change
as one’s risk aversion changes, as embodied by the
utility function. Pratt showed that for ‘small’ risks,
the Variance Premium Principle, Principle C, approximates the premium from the principle of equivalent
utility with α = −(1/2)(u (w)/u (w)), that is, the
loading factor equals one-half the measure of absolute risk aversion. If u(w) = −e−αw , for some α > 0,
then we have the Exponential Premium Principle,
Principle E.
Alternatively, if u and w represent the utility
function and wealth of a buyer of insurance, then
the maximum premium that the buyer is willing to
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pay for coverage is the solution G of the equation E[u(w − X)] = u(w − G). The resulting premium G[X] is the indifference price for the buyer
of insurance – she is indifferent between not buying
and buying insurance at the premium G[X].
Finally, the terminology of principle of zero-utility
arises when one defines the premium F as the solution to v(0) = E[v(F − X)] [14, 25]. One can think
of this as a modification of (1) by setting v(x) =
u(w + x), where w is the wealth of the insurer. All
three methods result in the same premium principle when we use exponential utility with the same
value for the risk parameter α. However, one generally expects that the insurer’s value for α to be less
than the buyer’s value. In this case, the minimum
premium that the insurer is willing to accept would
be less than the maximum premium that the buyer is
willing to pay.
∞
I. Wang’s Premium Principle: H [X] = 0 g
[SX (t)] dt, where g is an increasing, concave function that maps [0, 1] onto [0, 1]. The function g is
called a distortion and g[SX (t)] is called a distorted
(tail ) probability.
The Proportional Hazards Premium Principle,
Principle G, is a special case of Wang’s Premium
Principle with the distortion g given by g(p) =
p c for 0 < c < 1. Other distortions have been
studied; see [68] for a catalog of some distortions.
Also, a recent addition to this list is the so-called
Wang transform given by g(p) = [−1 (p) + λ],
where  is the cumulative distribution function for
the standard normal random variable and λ is a
real parameter [69, 70]. See [76] for the optimal
insurance when prices are calculated using Wang’s
Premium Principle, and see [35, 36, 71] for further
study of Wang’s Premium Principle.
Wang’s Premium Principle is related to the idea
of coherent risk measures [3, 73], and is founded in
Yaari’s dual theory of risk [74]. It is also connected
with the subject of nonadditive measure theory [20].
One can combine the Principle of Equivalent Utility
and Wang’s Premium Principle to obtain premiums
based on anticipated utility [29, 54, 57]. Young [75]
showed that Wang’s Premium Principle reduces to
a standard deviation for location-scale families, and
Wang [66] generalized her result. Finally, Landsman
and Sherris [41] offered an alternative premium
principle to Wang’s.
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J. Swiss Premium Principle: The premium H solves
the equation
E[u(X − pH )] = u((1 − p)H )

(2)

for some p ∈ [0, 1] and some increasing, convex
function u.
Note that the Swiss Premium Principle is a generalization of the principle of zero utility as defined
in the discussion of the Principle of Equivalent Utility, Principle H . The Swiss Premium Principle was
introduced by Bühlmann et al. [17]. This premium
principle was further studied in [7, 18, 30, 32].
K. Dutch Premium Principle: H [X] = EX +
θE[(X − αEX)+ ], with α ≥ 1 and 0 < θ ≤ 1.
Van Heerwaarden and Kaas [62] introduced this
premium principle, and Hürlimann [34] extended it
to experience-rating and reinsurance.
As shown in the table below, we catalog which
properties from the section ‘Properties of Premium
Principles’ are satisfied by the premium principles
listed above. A ‘Y’ indicates that the premium principle satisfies the given property. An ‘N’ indicates
that the premium principle does not satisfy the given
property for all cases.

The Characterization Method
In this section, we demonstrate the characterization
method. First, we provide a theorem that shows how
Wang’s Premium Principle can be derived from this
method; see [72] for discussion and more details.
Theorem 1 If the premium principle H : χ →
+
R = [0, ∞], satisfies the properties of Independence
(Property 1), Monotonicity (Property 12), Comonotonic Additivity (Property 11), No Unjustified Risk
Loading (Property 3), and Continuity (Property 15),
then there exists a nondecreasing function g :
[0, 1] → [0, 1] such that g(0) = 0, g(1) = 1, and
 ∞
H [X] =
g[SX (t)] dt
(3)
0

Furthermore, if χ contains all the Bernoulli random
variables, then g is unique. In this case, for p ∈
[0, 1], g(p) is given by the price of a Bernoulli(p)
(see Discrete Parametric Distributions) risk.
Note that the result of the theorem does not require
that g be concave. If we impose the property of
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Premium
principle Letter

Property
Number

Name
Name

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Independent
Risk load
Not unjustified
Max loss
Translation
Scale
Additivity
Subadditivity
Superadditivity
Add indep.
Add comono.
Monotone
FSD
SL
Continuity

A

C

D

E

F

G

Net

B
Exp’d
value

Var

Std dev

Exp

Esscher

Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y

Y
Y
N
N
N
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y

Y
Y
Y
N
Y
N
N
N
N
Y
N
N
N
N
Y

Y
Y
Y
N
Y
Y
N
N
N
N
N
N
N
N
Y

Y
Y
Y
Y
Y
N
N
N
N
Y
N
Y
Y
Y
Y

Y
N (Y if Z = X)
Y
Y
Y
N
N
N
N
N
N
N
N
N
Y

subadditivity, then g will be concave, and we have
Wang’s Premium Principle.
Next, we obtain the Proportional Hazards Premium Principle by adding another property to those
in Theorem 1. See [72] for a discussion of this
additional property from the viewpoint of no-arbitrage
in financial markets.
Corollary 1 Suppose H is as assumed in Theorem 1 and that H additionally satisfies the following
property:
Let X = I Y be a compound Bernoulli random
variable, with X, I , and Y ∈ χ, where the Bernoulli
random variable I is independent of the random variable Y. Then, H [X] = H [I ]H [Y ].
It follows that there exists c > 0, such that g(p) =
p c , for all p ∈ [0, 1].
Finally, if we assume the property of Risk Loading
(Property 2), then we can say that c in Corollary 1
lies between 0 and 1. Thus, we have characterized
the Proportional Hazards Premium Principle as given
in the section, ‘Catalog of Premium Principles: The
Ad Hoc Method’.
Other premium principles can be obtained through
the characterization method. For example, Promislow [49, 50] and Promislow and Young [51–53]
derived premium principles that are characterized by
properties that embody the economic notion of equity.
This observation leads us well into the last method of

I

J

K

PH

H
Equiv
utility

Wang

Swiss

Dutch

Y
Y
Y
Y
Y
Y
N
Y
N
N
Y
Y
Y
Y
Y

Y
Y
Y
Y
Y
N
N
N
N
N
N
Y
Y
Y
Y

Y
Y
Y
Y
Y
Y
N
Y
N
N
Y
Y
Y
Y
Y

Y
Y
Y
Y
N
N
N
N
N
N
N
Y
Y
Y
Y

Y
Y
Y
Y
N
Y
N
Y
N
N
N
Y
Y
Y
Y

obtaining premium principles, namely, the economic
method.

The Economic Method
In this section, we demonstrate the economic method
for deriving premium principles. Perhaps the most
well-known such derivation is in using expected utility theory to derive the Principle of Equivalent Utility,
Principle H. Similarly, if we use Yaari’s dual theory
of risk in place of expected utility theory, then we
obtain Wang’s Premium Principle. See our discussion in the section, ‘Catalog of Premium Principles:
The Ad Hoc Method’ where we first introduce these
two premium principles.
The Esscher Premium Principle can be derived
from expected utility theory as applied to the problem
of risk exchanges [8, 15, 16]. Suppose that insurer j
faces risk Xj , j = 1, 2, . . . , n. Assume that insurer j
has an exponential utility function given by uj (w) =
1 − exp(−αj w). Bühlmann [15, 16] defined an equilibrium to be such that each agent’s expected utility
is maximized. This equilibrium also coincides with a
Pareto optimal exchange [8, 9, 59, 60].
Theorem 2 In equilibrium, the price for risk X is
given by
E[XeαZ ]
H [X] =
(4)
E[eαZ ]

Premium Principles
in which Z = X1 + X2 + · · · + Xn is the aggregate
risk, and (1/α) = (1/α1 ) + (1/α2 ) + · · · + (1/αn ).

[4]

Theorem 2 tells us that in a Pareto optimal risk
exchange with exponential utility, the price is given
by the Esscher Premium Principle with Z equal to the
aggregate risk and 1/α equal to the aggregate ‘risk
tolerance’. Bühlmann [16] generalized this result for
insurers with other utility functions. Wang [70] compared his premium principle with the one given
in Theorem 2. Iwaki, Kijima, and Morimoto [37]
extended Bühlmann’s result to the case for which we
have a dynamic financial market in addition to the
insurance market.

[5]

[6]
[7]

[8]

[9]

Summary
We have proposed three methods of premium calculation: (1) the ad hoc method, (2) the characterization method, and (3) the economic method. In the
section, ‘Catalog of Premium Principles: The Ad Hoc
Method’, we demonstrated the ad hoc method; in
the section ‘The Characterization Method’, the characterization method for Wang’s Premium Principle
and the Proportional Hazards Premium Principle; and
in the section ‘The Economic Method’, the economic method for the Principle of Equivalent Utility,
Wang’s Premium Principle, and the Esscher Premium
Principle. For further reading about premium principles, please consult the articles and texts referenced
in this paper, especially the general text [31].
Some of the premium principles mentioned in this
article can be extended to dynamic markets in which
either the risk is modeled by a stochastic process,
the financial market is dynamic, or both. See [12, 39,
44] for connections between actuarial and financial
pricing. For more recent work, consult [42, 58, 77],
and the references therein.
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[11]
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[18]

[19]

References

[20]

[1]

[21]

[2]

[3]

Aase, K.K. & Persson, S.-A. (1994). Pricing of unitlinked life insurance policies, Scandinavian Actuarial
Journal 1994(1), 26–52.
Albrecht, P. (1992). Premium calculation without arbitrage? – A note on a contribution by G. Venter, ASTIN
Bulletin 22(2), 247–254.
Artzner, P., Delbaen, F., Eber, J.-M. & Heath, D.
(1999). Coherent risk measures, Mathematical Finance
9, 207–225.

[22]
[23]

7

Bacinello, A.R. & Ortu, F. (1993). Pricing equity-linked
life insurance with endogenous minimum guarantees,
Insurance: Mathematics and Economics 12, 245–257.
Bacinello, A.R. & Ortu, F. (1994). Single and periodic
premiums for guaranteed equity-linked life insurance
under interest-rate risk: the “lognormal + Vasicek” case,
in Financial Modeling, L. Peccati & M. Viren, eds,
Physica-Verlag, Berlin, pp. 1–25.
Berliner, B. (1977). A risk measure alternative to the
variance, ASTIN Bulletin 9, 42–58.
Beyer, D. & Riedel, M. (1993). Remarks on the Swiss
premium principle on positive risks, Insurance: Mathematics and Economics 13(1), 39–44.
Borch, K. (1963). Recent developments in economic
theory and their application to insurance, ASTIN Bulletin
2(3), 322–341.
Borch, K. (1968). The Economics of Uncertainty, Princeton University Press, Princeton, NJ.
Bowers, N.L., Gerber, H.U., Hickman, J.C., Jones, D.A.
& Nesbitt, C.J. (1997). Actuarial Mathematics, 2nd
edition, Society of Actuaries, Schaumburg, IL.
Boyle, P.P. & Schwartz, E.S. (1977). Equilibrium prices
of guarantees under equity-linked contracts, Journal of
Risk and Insurance 44, 639–660.
Brennan, M.J. & Schwartz, E.S. (1976). The pricing of
equity-linked life insurance policies with an asset value
guarantee, Journal of Financial Economics 3, 195–213.
Brennan, M.J. & Schwartz, E.S. (1979). Alternative
investment strategies for the issuers of equity linked life
insurance policies with an asset value guarantee, Journal
of Business 52(1), 63–93.
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Premium

year premium may not differ materially from calendar
year premium.

The premium is the compensation paid for insurance coverage. For most firms, sales are revenue and
the cost of goods sold is the offsetting expense. For
long-duration (life insurance) contracts, revenue is
recognized when the premium is due and a policy
reserve (see Reserving in Non-life Insurance) is
established simultaneously. For short-duration (property–casualty (see Non-life Insurance)) contracts,
under deferral/matching accounting, premium revenue is earned ratably as the insurance protection is
provided. An unearned premium reserve (UEPR) is
capitalized and amortized over the policy term, and
losses are recognized as expenses when they occur.
Insurance protection is usually provided evenly over
the policy term; exceptions are credit insurance, title
insurance, marine insurance, and product warranty
contracts.
Audit premiums and premium from retrospective
adjustments (see Retrospective Premium) are estimated and accrued over the policy term. Policy year
premiums are coded to the year the policy is effective;
they are revised each year, as audits and retrospective adjustments relating to policies written during
the year are changed. Exposure year premiums, the
analogue to accident year losses, are allocated to year
by exposures; see the illustration below.
Calendar year earned premium is the written premium minus the change in the unearned premium
reserve, net of audits and retrospective adjustments.
Revisions in the estimates of past audits and differences between the estimates and the actual audits are
earned immediately and allocated to the current calendar year, even if the audits relate to premiums from
prior calendar years.
Policy year premium is generally preferred for
commercial liability ratemaking (general liability,
medical malpractice, workers compensation) (see
Liability Insurance) and for estimating accrued retrospective premiums. Calendar year premium tends
to be used for other lines, combined either with accident year losses for liability lines or calendar year
losses for property lines (see Property Insurance –
Personal).
Ideally, exposure year premium should be used
with accident year losses, but if audits and retrospective adjustments are correctly estimated, exposure

Illustration. A retrospectively rated policy is issued
on October 1, 2003, for a premium of $10 000.
On December 31, 2003, the estimate of the payroll
audit is +$2000; on December 15, 2004, the actual
audit is +$3000. The estimated accrued retrospective
premium is −$500 on December 31, 2003, and it
is revised to −$1000 on December 31, 2004. At
the first retrospective adjustments on April 1, 2005,
$2000 of premium is returned to the policyholder,
and the accrued retrospective premium is changed to
+$1500.
On December 31, 2003, the estimated earned premium for the full policy term is $12 000, of which
the 2003 portion is $3000; the expected earned premium for 2004 is $9000. On December 15, 2004,
the net earned premium from the payroll audit is
the billed premium plus the change in reserve, or
$1000 + ($0 − $2000) = −$1000, allocated to 2004
for calendar year premiums, to 2003 for policy year
premiums, and one quarter to 2003 and three quarters
to 2004 for exposure year premiums.
On December 31, 2003, the accrued retrospective
premium is −$500, allocated in the same fashion
as the original audit estimate: one quarter is earned
in 2003. On December 31, 2004, the change in the
premium reserve is −$500, allocated to 2004 for
calendar year premiums, to 2003 for policy year premiums, and one quarter to 2003 and three quarters
to 2004 for exposure year premiums. The earned
premium from the retrospective adjustment on April
1, 2005, −$2000 + [$1500 − (−$1000)] = +$500,
is allocated in analogous fashion.
US statutory accounting requires written premium
to be recorded at the policy effective date; except
for workers’ compensation premiums that may be
recorded as billed. Estimates of audits and retrospective adjustments may be included as written
premium or as a separate adjustment to earned
premium.
For the illustration above, the accounting entries
on December 31, 2003 are either written premium
of $11 500 (written: $10 000; estimated audit: $2000;
estimated retro: −$500) and an UEPR of $8625
(75% of total) or written premium of $10 000 and
an UEPR of $7125. Either way, the earned premium
is $2875.
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US tax accounting requires that all written premium be booked on the policy effective date, including estimates of future audits and retrospective adjustments. The earlier recognition of premium increases
the taxable income from the revenue offset provision,

since only 80% of the change in the unearned
premium reserve is an offset to taxable income.
SHOLOM FELDBLUM

Ratemaking
Introduction
The goal of the ratemaking process is the
establishment of actuarially sound rates for property
(see Non-life Insurance), and casualty insurance,
or other risk transfer mechanisms. (Hereafter,
the reference to ‘other risk transfer mechanisms’
will be omitted for the sake of simplicity.)
Because ratemaking generally requires that rates be
established prior to the inception of the insurance, a
rate is ‘an estimate of the expected value of future
costs’ [1]. Such rates are actuarially sound if they
provide for all of the expected costs of the risk
transfer and appropriately reflect identified individual
risk characteristics.
Many state rating laws in the United States require
that insurance rates be ‘not inadequate, excessive or
unfairly discriminatory’. If a rate is actuarially sound,
it is deemed to meet these regulatory requirements
without regard to the extent to which the actuarial
expectations are consistent with the actual developed
experience.
This article will introduce and discuss the basic
elements of property and casualty actuarial ratemaking. The examples and illustrations have been substantially simplified, and it should be noted that the
methods presented herein are but a few of the methods available and may not be appropriate for specific
actuarial applications.

The Matching Principle – Exposures and
Loss Experience
Property and casualty rates are established by relating
the expected costs of the risk transfer to the exposure
units that underlie the premium calculation for the
line of business. For example, in automobile insurance (see Automobile Insurance, Private; Automobile Insurance, Commercial) the exposure unit is the
Table 1

‘car year’, which is one car insured over a period of
one year. Other lines use other exposure units such
as payroll, insured amount, sales, and square footage.
Insurance rates are generally expressed as rates per
unit of exposure and the product of the rate and the
exposure is the premium.
=R×E

(1)

where
 = premium
R = rate per unit of exposure
E = exposure units
The expected costs of the risk transfer are often estimated through the analysis of historical loss and
expense experience. In performing such an analysis, the exposure (or premium) experience must be
associated with the proper loss and expense experience. There are three commonly used experience
bases, which are viewed as properly matching the
loss and expense experience with the exposures: (1)
calendar year, (2) policy year, and (3) accident year.
The three exposure bases are summarized in Table 1.
Calendar year is a financial statement-based
method, which compares the losses and expenses
incurred during the year (paid during the year plus
reserves at the end of the year less reserves at the
beginning of the year), with exposures earned during the year (written during the year plus unearned at
the beginning of the year less unearned at the end of
the year).
The policy year basis focuses on the exposures,
losses, and expenses associated with insurance policies becoming effective during a year. Note that
policy year exposures are not fully earned until one
policy term after the end of the year, which also represents the last date on which a policy year loss can
occur. For example, the 2003 policy year includes
policies becoming effective from January 1, 2003
through December 31, 2003. If the policy term is
12 months, a policy effective December 31, 2004 will

Attributes of experience bases

Matching of losses and exposure
Direct reconciliation to financials
Availability
Requires loss development

Calendar year

Policy year

Accident year

Fair
Yes
Year end
No

Perfect
No
One term after year end
Yes

Good
No
Year end
Yes
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not expire until December 31, 2004. The policy year
basis requires that losses and expenses be allocated
to the appropriate year. Losses occurring during 2004
on 12-month policies can arise from either the 2003
policy year or the 2004 policy year. In addition, insurance losses are often not settled until years after
occurrence, so the policy year method requires that
‘ultimate’ loss amounts be estimated on the basis of
historic loss development patterns.
The accident year method represents a compromise between the simplicity of the calendar year
method and the exact matching of losses and exposure inherent in the policy year method. The accident
year method compares losses and associated expenses
occurring during a year with the calendar year earned
exposures. Like policy year losses, the development
of accident year losses to their ultimate settlement
values must be estimated.

Basic Ratemaking Methods

P +F
1−V −C

(2)

where
R
P
F
V
C

=
=
=
=
=

indicated rate per unit of exposure
pure premium (loss per unit of exposure)
fixed expense per exposure
premium-related (variable) expense factor
profit and contingencies factor

LRe
Rc
LRt

where
R = indicated rate
LRe = expected loss ratio at current rates

LRt =

1−V −C
1+G

(4)

where
LRt
V
C
G

=
=
=
=

target loss ratio
premium-related (variable) expense factor
profit and contingencies factor
ratio of nonpremium-related expenses to
losses

LRe =

(5)

LRe = experience loss ratio
L = experience losses
E = experience period earned exposures
Rc = current rate
Using (4) and (5), equation (3) can be rewritten as
L/E × Rc
Rc
1 − V − C/1 + G
L(1 + G)
L(1 + G)
Rc =
(E × Rc )(1 − V − C)
E(1 − V − C)
(6)

=

(3)

L
E × Rc

where

R=

The loss ratio method develops indicated rates by
comparing the loss ratio (ratio of incurred losses
to earned premium) expected to result if rates are
unchanged with a target loss ratio. (Where the term
‘loss’ is used it should be read as including ‘or loss
and loss expense.’
R=

The target loss ratio is the loss ratio that is expected
to produce appropriate allowances for expenses (both
premium-related expenses, such as commissions and
premium taxes, and nonpremium-related expenses
such as rent) and to provide the desired profit and
contingencies provision. The target loss ratio may be
expressed as follows:

And the experience loss ratio is

The two most widely used methods for property and
casualty ratemaking are the pure premium method
and the loss ratio method. The pure premium method
develops indicated rates per unit of exposure based
upon the following formula:
R=

LRt = target loss ratio
Rc = current rate

It can be demonstrated that the pure premium and
loss ratio methods are consistent with one another by
making the following substitutions in (6):
L = (E × P ) since P =
G=

L
E

E×F
F
=
where F is defined as in (2)
L
P

which produces
R=

(E × P )(1 + F /P )
P +F
=
E(1 − V − C)
1−V −C

(7)

Ratemaking
This is equation (2) – the formula for the indicated
rate under the pure premium method, which demonstrates the consistency of the methods.
The loss ratio method is most commonly used
in practice and the remainder of this article is presented in that context. Most of the considerations and
examples are equally applicable to the pure premium
method.

Premium Adjustments
In order to apply the loss ratio ratemaking method,
premiums for the experience period need to be
adjusted to the levels expected to result, if current
rates remain unchanged. There are three types of
premium adjustment, one or more of which may be
required in a specific situation: (1) adjustment to current rate level, (2) premium trend adjustment, and
(3) coverage drift adjustment.
An adjustment to current rate level is required
wherever any part of the premium underlying the
experience loss ratio LRe was earned at a rate level
other than that currently in effect. Where the rating for the line of insurance is computerized, the
premium at current rate level can be generated by rerating each earned exposure using the current rates.
This is referred to as the ‘extension of exposures’
technique.
Where extension of exposures cannot be used, an
alternative method is available. The ‘parallelogram
method’ is based upon the assumption that exposures
are uniformly distributed over the policy period and
makes use of simple geometry to estimate the adjustments necessary to bring premiums to the current rate
level.
2000

2001

1.000

10/1/2000

Figure 1

The parallelogram method

3

Assume that the experience period for a line of
business with a 12-month policy term consists of
accident years 2001, 2002, and 2003 and that the
only rate changes effective subsequent to January 1,
2000 were a +7.5% change effective October 1, 2000
and a +9.0% change effective April 1, 2002. Under
the uniform distribution of exposure assumption, each
year can be represented as a unit square, with the
cumulative premium earned at each rate level being
represented as a parallelogram (Figure 1).
Premium written prior to the first rate change
was earned at the base (1.000) rate level, premium
written between 10/1/2000 and 3/31/2002 was earned
at a relative rate of 1.075, and premium written on
and after 4/1/2002 was earned at 1.17175 (1.075 ×
1.090). The relative proportions of the calendar year
(unit square) premiums earned at each relative rate
are determined on the basis of area (Figure 2).
This process allows the calculation of ‘on-level’
factors to adjust earned premiums to their current rate
level equivalent as shown in Table 2.
The collected earned premiums for 2000, 2001,
and 2002 are then multiplied by the on-level factors
to adjust them to their current rate level equivalents.
Where exposures are measured in units that are
inflation sensitive, a premium trend adjustment is
required. Home owners insurance is an example
of a line that uses an inflation-sensitive exposure
base – amount of insurance. As home values increase
with inflation, the amount of insurance carried tends
to increase as well. Before the underlying earned
premiums or exposures can be used in ratemaking,
they must be adjusted to reflect expected premium
trend through the assumed average effective date for
the revised rates. The methodology used in evaluating
2002

1.075

2003

1.17175

4/1/2002
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2002

2002
Area =
1.0 − 0.21825
= 0.78175

1.075

Area =
(0.75)(0.75)/2
= 0.21825

1.17175
(a)

(b)

4/1/2002

4/1/2002

Figure 2
Table 2 Calculation of on-level factors based on parallelogram method
Calendar
year
[1]
2001
2002
2003

1.000
[2]

1.075
[3]

1.17175
[4]

Average
level
[5] = (1.0 × [2]) + (1.075 × [2])
+ (1.17175 × [3])

0.21825
0.00000
0.00000

0.78175
0.78175
0.03125

0.00000
0.21825
0.96875

1.05863
1.09612
1.16873

Portion earned at

and reflecting premium trend is quite similar to that
used for loss trend and discussed below.
Closely related to the premium trend adjustment
is the coverage drift adjustment. For lines with exposures measured in noninflation-sensitive units, the
nature of the rating process may produce identifiable
trends in collected premium over time. For example, where automobile physical damage rates are
based upon model year, with rates for later years
(newer cars) being higher than those for earlier years
(older cars), the replacement of older cars with newer
ones produces an increase in average premium over
time. The underlying premiums or exposures must be
adjusted to reflect this increase.
As new model years arrive, they are assigned relativities to a base year. Unless the selected base year
changes, model year relativities remain unchanged
and a model year ‘ages’ as demonstrated in Table 3.
In order to calculate the annual trend in model year
relativity, the individual relativities are weighted by
the distribution of car year exposures by model year
as shown in Table 4.
The annual trend is then calculated as follows:
Trend =

92.67%
− 1.0 = 0.0556 = 5.56%
87.79%

Table 3

On-level
factor
[6] = 1.17175/[5]
1.10685
1.06900
1.00259

Model year relativities

Model
year
[1]
Current
Current-1
Current-2
Current-3
Current-4
Current-5
Current-6
Older

Prior
New
relativity relativity
[2]
[3]
−
1.103 −− 1.158
→
1.050−−− 1.103
→
−
1.000 −− 1.050
→
0.950−−− 1.000
→
−
−
0.900 − 0.950
→
0.860−−− 0.900
→
0.810
0.860
0.733
0.780

Loss Adjustments
Losses underlying the ratemaking process must also
be adjusted. First, because ratemaking data generally
include some claims that have not yet been settled and
are therefore valued on the basis of estimates called
case reserves (see Reserving in Non-life Insurance),
the reported losses must be adjusted to a projected
ultimate settlement basis. This adjustment is called
the adjustment for loss development and losses that
have been adjusted for loss development are referred
to as projected ultimate losses. Additional adjustments are then made for changes over time in the

Ratemaking
Table 4

Weighted average model year relativities

Model
year
[1]
Current
Current-1
Current-2
Current-3
Current-4
Current-5
Current-6
Older
Total

Exposure
distribution
(%) [2]

Prior
relativity
[3]

7.5
10.0
10.0
10.0
10.0
10.0
10.0
32.5
100.0

1.103
1.050
1.000
0.950
0.900
0.860
0.810
0.733

frequency (number of claims per exposure) and severity (average loss per claim). These are referred to as
adjustments for loss trend. Finally, where appropriate
adjustments are made for the effects of deductibles
and for catastrophes.

Adjustment for Loss Development
Various actuarial methods for estimating loss
development have been documented in the actuarial
literature [2]. Among the most commonly used
is the ‘chain-ladder’ (or ‘link ratio’) approach,
which relates losses evaluated at subsequent ages –
usually denominated in months since the beginning
of the accident (or policy) year – to the prior
Accident
year
1999
2000
2001
2002

12
$3,105,009

New
relativity
[5]

Extension (%)
[4] = [2] × [3]
8.27
10.50
10.00
9.50
9.00
8.60
8.10
23.82
87.79

1.158
1.103
1.050
1.000
0.950
0.900
0.860
0.780

Extension (%)
[6] = [2] × [5]
8.69
11.03
10.50
10.00
9.50
9.00
8.60
25.35
92.67

evaluation by means of an incremental age-to-age
development factor as shown in Figure 3 and Table 5
or ‘link ratio’.
When all of the age-to-age factors have been
calculated the result is a triangle of link ratios as
shown in Table 6.
The next step is to select projected age-to-age
factors for each development period as shown in
Table 7. In this simplified example, it is assumed that
there is no development after 60 months. The selected
factors are then successively multiplied to produce
‘ultimate’ loss development factors for each age.
The indicated ultimate development factors are
applied to the latest diagonal of observed developed
losses to generate the projected ultimate losses as
shown in Table 8.

Losses evaluated at accident year age
24
36
48
$3,811,556

60

$3,811,556 ÷ $3,105,009 = 1.228

2003

Accident
year
1999
2000
2001
2002

Figure 3

5

12−24
1.228

Age-to-age development factors
24−36
36−48

Calculation of age-to-age development factors

48−60
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Table 5

Loss development triangle
Losses evaluated at accident year age

Accident
year

12 ($)

1999
2000
2001
2002
2003
Table 6

24 ($)

3 105 009
3 456 587
3 887 944
4 294 286
4 617 812

3 811 556
4 160 956
4 797 923
5 155 772

Loss development factors
Age-to-age development factors

Accident
year

12–24

24–36

36–48

48–60

1999
2000
2001
2002

1.228
1.204
1.234
1.201

1.086
1.083
1.086

1.029
1.027

1.012

Table 8
Accident
year
1999
2000
2001
2002
2003

Projected ultimate losses
Developed
losses ($)
12/31/2003
3 105 009
3 456 587
3 887 944
4 294 286
4 617 812

Selected
ultimate
factor
1.000
1.012
1.040
1.128
1.371

Projected
ultimate
losses ($)
3 105 009
3 498 066
4 043 462
4 843 955
6 331 020

Adjustment for Loss Trend
In order to serve as a proper basis for proposed rates,
the losses underlying the process must be adjusted
to reflect expected conditions for the period during
which the rates will be in effect. For example, if
the proposed rates will become effective on April
1, 2005 for a line with a policy term of 12 months,
the average policy written during the first year of the
Table 7

36 ($)

48 ($)

4 140 489
4 507 456
5 210 897

60 ($)

4 260 897
4 630 112

4 310 234

new rates will be effective on October 1, 2005 and the
average loss under that policy would occur on April 1,
2006. Ultimate losses for the 2002 accident year, for
example, would need to be adjusted for anticipated
trends in claim frequency and severity between the
midpoint of the accident year of approximately July
1, 2002 and the midpoint of loss occurrence under
the new rates of April 1, 2006 – a trending period of
45 months or 3.75 years.
The adjustment for loss trend can be based upon
external data, such as published construction cost
indices, consumer price indices, interest rates, or
other relevant information, or they can be based
upon internal actuarial data on claim frequency and
severity. The frequency and severity components can
be trended separately, or their product, the pure premium, can be used. Table 9 and Figure 4 provide an
example of quarterly internal trend data for automobile bodily injury.
Actuaries often use linear and exponential leastsquares fits to estimate loss trend factors. The decision on whether to use the linear or the exponential
model is generally based upon the relative fits of the
observations; however, the exponential model is generally used where the indicated trend is negative to
avoid the implicit projection of negative values.
The selected model generates the indicated annual
loss trend factor. Where the exponential model is
selected, the trend factor becomes one plus the annual

Projected ultimate development factors
Age-to-age development factors

Accident
year

12–24

24–36

36–48

48–60

1999
2000
2001
2002
Selected
Ultimate

1.228
1.204
1.234
1.201
1.215
1.371

1.086
1.083
1.086

1.029
1.027

1.012

1.085
1.128

1.028
1.040

1.012
1.012

60-ultimate

1.000
1.000

Ratemaking
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Auto bodily injury countrywide trend data

Accident
quarter
ended [1]

Earned
car-years
[2]

3/31/2000
6/30/2000
9/30/2000
12/31/2000
3/31/2001
6/30/2001
9/30/2001
12/31/2001
3/31/2002
6/30/2002
9/30/2002
12/31/2002
3/31/2003
6/30/2003
9/30/2003
12/31/2003

1 848 971
1 883 698
1 923 067
1 960 557
1 998 256
2 042 634
2 079 232
2 122 044
2 162 922
2 206 868
2 253 300
2 298 015
2 341 821
2 390 219
2 437 558
2 485 848

Ultimate
claim count
[3]

Ultimate
claim
frequency
[4] = [3]/[2]

31 433
31 269
32 308
32 741
33 171
33 091
33 060
33 528
33 958
34 206
34 701
35 619
36 767
37 526
38 026
38 531

0.0170
0.0166
0.0168
0.0167
0.0166
0.0162
0.0159
0.0158
0.0157
0.0155
0.0154
0.0155
0.0157
0.0157
0.0156
0.0155

Ultimate
incurred
losses ($)
[5]
241 216 842
244 492 311
260 208 632
276 399 522
278 835 426
283 589 870
287 655 060
297 359 832
309 017 800
314 113 698
331 151 643
348 140 106
366 236 087
378 562 288
393 188 840
404 305 783

Ultimate loss
severity ($)
[6] = [5]/[3]

Ultimate
pure
premium ($)
[7] = [5]/[2]

7674
7819
8054
8442
8406
8570
8701
8869
9100
9183
9543
9774
9961
10 088
10 340
10 493

130.46
129.79
135.31
140.98
139.54
138.84
138.35
140.13
142.87
142.33
146.96
151.50
156.39
158.38
161.30
162.64

$11000
$10500
$10000

Observed
Linear fit
Exponential fit

$9 500
$9 000
$8 500
$8 000
$7 500
3/31/2000

Figure 4

3/31/2001

3/31/2002

3/31/2003

Automobile bodily injury severity trend

fitted change. Where the linear model is selected, the
trend factor is often calculated as the last fitted point
plus the indicated annual change divided by the last
fitted point. In the example shown in Table 10 this is
$10 468 + $748
= 1.071
$10 468
Even when the linear fit underlies the selected trend
factor, the factor is generally applied exponentially.
Therefore, if the Table 10 selection were applied to
the ultimate losses for the 2002 accident year for
the April 1, 2005 rate change discussed above, the

trended projected ultimate losses would be calculated
as
$4 843 955 × 1.0713.75 = $6 264 849
Note that in this example there would also be an
adjustment for any frequency trend identified in the
observations.

Adjustment for Deductibles
Where first-party insurance coverage is provided
subject to a deductible, the insured agrees to self-fund
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Table 10

Automobile bodily injury severity trend
Ultimate
claim
severity
($) [2]

Accident
quarter
ended [1]
3/31/2000
6/30/2000
9/30/2000
12/31/2000
3/31/2001
6/30/2001
9/30/2001
12/31/2001
3/31/2002
6/30/2002
9/30/2002
12/31/2002
3/31/2003
6/30/2003
9/30/2003
12/31/2003
Annual change
Selected factor

7674
7819
8054
8442
8406
8570
8701
8869
9100
9183
9543
9774
9961
10 088
10 340
10 493

Least-squares fit
Linear
[3] ($)
7660
7847
8035
8223
8408
8595
8783
8972
9157
9343
9531
9720
9905
10 091
10 280
10 468
748
1.071

Exponential
[4] ($)
7725
7886
8052
8221
8391
8566
8747
8931
9115
9305
9501
9701
9902
10 108
10 321
10 539
8.63%

the deductible amount. Because deductibles are rarely
indexed to underlying loss severity trends, deductible
coverage exhibits severity trend in excess of that
impacting the ‘ground up’ claim amount. The greater
the deductible amount, the greater the severity trend
as illustrated in the following seven-claim example
(Table 11).
There are several ways of dealing with the adjustment for deductibles in ratemaking. The simplest is
to look at experience separately for each different
deductible amount. This method produces sound indicated rates for each deductible amount where there is
Table 11
Original
loss ($)
100
250
500
1000
1250
2500
5000
Total
Trend

sufficient experience, but is often inappropriate for
the less popular deductible amounts.
Another common method for dealing with
deductibles is to add the amount of the deductible
back to each claim before analysis of the
loss data. While this method will not reflect
those losses that were lower than the deductible
amount and therefore did not result in paid
claims, where the deductible amounts are relatively
low the adjusted losses represent a reasonable
basis for loss analysis. While this method is
appropriate for severity trend estimation, it cannot
be used for deductible-level ratemaking because
the appropriate adjustment to premiums is not
determinable.
A third method for the deductible adjustments
is to adjust all premiums and losses to a common deductible basis, generally the greatest popular deductible amount, and base the rates for lower
deductibles upon an underlying size-of-loss distribution. The specifics of this method are beyond the
scope of this article.

Adjustment for Catastrophes
Some property lines of business are subject to losses
arising from catastrophes such as hurricanes and
earthquakes. Where coverage is provided for relatively infrequent but costly events, the actuary generally removes any catastrophe-related losses from the
underlying ratemaking data and includes a provision
for average expected catastrophe losses.
The provision for catastrophe losses is developed
by trending past losses over a representative period of

Illustration of severity trend and deductibles
5%
Trended
loss ($)
105
263
525
1050
1313
2625
5250

Loss at $100 deductible
Original ($)
0
150
400
900
1150
2400
4900
9900

Trended ($)
5
163
425
950
1213
2525
5150
10431
5.36%

Loss at $200 deductible

Loss at $500 deductible

Original ($)

Trended ($)

Original ($)

Trended ($)

0
50
300
800
1050
2300
4800
9300

0
63
325
850
1113
2425
5050
9826
5.66%

0
0
0
500
750
2000
4500
7750

0
0
25
550
813
2125
4750
8263
6.62%

Ratemaking
years to current cost levels and expressing the provision as a percentage of premium or of noncatastrophe
losses.

Loss Adjustment Expenses
Loss adjustment expenses (see ALAE) are those
nonloss costs expended in connection with the maintenance or settlement of claims. While US statutory accounting requirements have recently adopted
a segregation of loss adjustment expenses between
‘defense and cost containment’ and ‘adjusting and
other’, most ratemaking analyses continue to use the
historical division between ‘allocated’ loss adjustment expenses – those costs that can be allocated to a
specific claim or group of claims – and ‘unallocated’
loss adjustment expenses – those costs that are in the
nature of claims overhead.
Where allocated loss adjustment expenses represent material portions of the premium, they are
generally included with losses and are developed
and trended to expected cost levels. For lines such
as homeowners, where the allocated loss adjustment
expenses are less significant, they are included with
the unallocated loss adjustment expenses.
Unallocated loss adjustment expenses (along with
allocated if applicable) are either included with losses
that are based upon historic ratios to loss (or loss and
allocated loss adjustment expenses) or are treated as
fixed, or nonpremium-related expenses.

Underwriting Expenses
Recall equation (2):
R=

P +F
1−V −C

where
R = indicated rate per unit of exposure
P = pure premium (loss per unit of exposure)
F = fixed expense per exposure
V = premium-related (variable) expense factor
C = profit and contingencies factor
The ‘variable’ expenses represented by V are
expenses such as commissions and premium taxes,
which vary directly with premiums, and are thus
included in the rate on a strictly proportional basis.
The ‘fixed’ expenses represented by F are those
expenses that are not assumed to vary directly with
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premium. It is important to understand that these
expenses are not really fixed, but that they vary with
underlying inflation and must be trended to expected
cost levels in a manner similar to loss severity.

Profit and Contingencies
In equation (2), C represents the loading for underwriting profit and contingencies. While it is treated
as a premium-variable provision for simplicity, the
actual reflection of expected or allowable profit in the
rates will vary by jurisdiction and by line of business,
as well as by insurer. For an in-depth treatment of the
subject, see Van Slyke et al. [3].

Classification and Territorial Ratemaking
While a detailed discussion of classification (see Risk
Classification, Pricing Aspects; Risk Classification,
Practical Aspects) and territorial ratemaking methods is beyond the scope of this article, the basic
approach will be discussed herein as well as the concept of the correction for off-balance.
Territorial and classification rates are generally
established in terms of relativities to some base class
or territory. Assume that we are dealing with a very
simple line of business consisting of three classes of
business (A, B, and C) written in three geographic
territories (1, 2, and 3) and that the base territory is
2 and the base class is A.
Assume further that our ratemaking analysis has
indicated the following changes in the territorial and
class relativities shown in Tables 12 and 13.
In order to determine the impact of the indicated
relativity changes, the on-level earned premium is
recalculated on the basis of the indicated changes as
shown in Table 14.
The combined effect in the three-territory, threeclass example is a 3.488% reduction in premium that
represents the off-balance resulting from the relativity changes and must be reflected in the revision of
Table 12

Territory relativity changes

Territory
[1]

Current
relativity
[2]

Proposed
relativity
[3]

Relativity
change
[4] = [3]/[2]

1
2
3

1.400
1.000
0.850

1.400
1.000
0.800

1.000
1.000
0.941
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Table 14

Territory
[1]

Class and territory off-balance calculation

Class
[2]

1
1
1
2
2
2
3
3
3
Total

Table 13
Class
[1]
A
B
C

A
B
C
A
B
C
A
B
C

On-level
earned
premium
[3] ($)

Effect of relativity change

2 097 984
1 479 075
753 610
2 285 440
1 377 848
1 344 672
810 696
510 427
743 820
11 403 572

Territory
[4]

Class
[5]

Total
[6] = [4] × [5]

1.000
1.000
1.000
1.000
1.000
1.000
0.941
0.941
0.941

1.000
0.945
0.967
1.000
0.945
0.967
1.000
0.945
0.967

1.000
0.945
0.967
1.000
0.945
0.967
0.941
0.889
0.910

Class relativity changes
Current
relativity
[2]

Proposed
relativity
[3]

Relativity
change
[4] = [3]/[2]

1.000
1.450
1.800

1.000
1.370
1.740

1.000
0.945
0.967

the base rate. If, for example, the overall indication is
a +10.0% increase in rates for the coverage involved,
the concurrent implementation of the class and territory relativity changes will require that the base rate
(Class A, Territory 2) be increased by a factor of
1.00 + .10
= 1.13975
1.00000 − .03488

Other Factors
While ratemaking represents the application of actuarial principles, assumptions, and methods to the
process of estimating the costs of risk transfers, the

Premium effect
($) [7] =
{[6] − 1.0} × [3]
0
(81 349)
(24 869)
0
(75 782)
(44 374)
(47 831)
(56 657)
(66 944)
(397 806)
−3.488%

pricing of the risk transfers often involves other considerations including, but not limited to, marketing
goals, regulatory restrictions, competitive environment, investment opportunities, and underwriting philosophy. There are often good reasons for the use
or adoption of insurance rates that do not meet the
requirements for actuarial soundness and, while the
actuary is generally the key player in the pricing process, the actuarial function must interact with other
areas in the formulation of pricing strategies.
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Reinsurance Pricing
Flat Premiums
In this article, the term technical premium means the
premium that the reinsurer needs in the long run. On
the other hand, the premium at which the reinsurance
treaty (see Reinsurance Forms) is actually sold – the
commercial premium – may differ from the technical
premium depending on market conditions. The article
in hand considers only technical premiums, the technical premium being the sum of three components:
the expected loss burden, the fluctuation loading, and
the loading for management expenses.

The Expected Loss Burden
The expected loss burden (or risk premium) is the
expected value of the sum of those claims that the
reinsurance treaty will have to indemnify (the terms
loss and claim are used synonymously here). In longtail business, for example, in liability or motor liability insurance (see Automobile Insurance, Private),
the claims are only paid several years after the premiums have been encashed. During this time, premiums
can be invested. The amount of money that grows by
its investment income – generated until the average
time of claim payment – to the expected loss burden
is referred to as the discounted expected loss burden
or discounted risk premium.

The Fluctuation Loading
The fluctuation loading is that part of the reinsurance
premium that the reinsurer charges as a compensation for taking over the fluctuations of the loss
incidence, that is, the deviations of the loss burden from its expected value. In actuarial literature,
it is dealt with under the heading premium calculation principles. The fluctuation loading is also called
security loading or loading for cost of capital. The
latter term stresses the fact that the reinsurer needs
capital in order to absorb fluctuations, the fluctuation
loading being interpreted as the cost of this capital.
Sometimes, the fluctuation loading is also assumed to
protect the reinsurer against underestimating the risk
premium. In the present article, however, we assume
estimation uncertainties are taken fully into account
in the determination of the risk premium. Thus, the

fluctuation loading relates only to deviations of the
loss burden from its expected value.
Different reinsurers use different methods to calculate the fluctuation loading. In practice, only four
methods are applied, although in the relevant literature, more methods have been described: The
loading is proportional to the (discounted) risk premium, proportional to the variance of the loss burden,
proportional to the standard deviation of the loss
burden, or proportional to the shortfall of the loss
burden. The shortfall is defined as the difference
E[Z|Z > u] − E[Z] where Z is the loss burden and
u ≥ 0 (typically u is the 99%-quantile of the distribution of Z). Treaties that provide very large covers
are often not underwritten by one reinsurer alone but
by several, each of them writing a share of a different
size. The variance loading, expressed as a percentage
of the reinsurance premium, depends on the share
written by the reinsurer: The bigger the share, the
bigger the variance loading. The three other loading
types are independent of the share.

The Loading for Management Expenses
The loading for management expenses is a contribution to the reinsurer’s costs for salaries, rent of
office space, EDP costs, and so on. Some reinsurers use a loading proportional to the (discounted)
risk premium, others use a flat amount, which, when
expressed as a percentage of the reinsurance premium, is greater the smaller the share written.
The reinsurance premium for a proportional treaty
(see Proportional Reinsurance) is defined by means
of a commission, expressed as a percentage of the
ceded premiums according to the following formula:
commission
premium ceded - technical reinsurance premium
=
premium ceded
The reinsurance premium for a nonproportional
treaty is usually expressed as a percentage of the
ceding company’s premium income of the line of
business covered by the reinsurance treaty. More precisely, the premium income on which the reinsurance
rate is calculated is taken gross of acquisition and
management expenses but net of prior reinsurance
premiums. It is called the GNPI (which stands for
Gross Net Premium Income). Prior reinsurance premiums are, for example, premiums for proportional
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reinsurance when the nonproportional treaty protects
the retention (see Retention and Reinsurance Programmes) of a proportional treaty, or reinsurance
premiums for exceptional risks that are reinsured on
an individual basis [so-called facultative reinsurance
(see Reinsurance Forms)].

Methods for Estimating the Excess – loss
Risk Premium
For proportional treaties, the pricing methods are –
apart from the loadings for fluctuation and management expenses – basically the same as the methods
of forecasting a loss ratio in direct insurance. On
the other hand, for nonproportional treaties, specific
pricing methods have been developed and are applied
in practice.
The loss burden of a nonproportional treaty
(see Nonproportional Reinsurance), expressed as
a percentage of the GNPI, is called burning cost.
The expected burning cost is called risk rate. For
excess of loss covers, it is normally estimated
using experience-rating, exposure rating, or a
mathematical model.

Experience-Rating
The majority of property and casualty reinsurance
(see Non-life Insurance) treaties are priced by
means of experience-rating. In [7] it is introduced
as follows:
‘In experience rating, the loss history is used to
draw conclusions about the future loss potential. This
method can be applied in situations where previous losses, after adjustments, are representative of
the losses that can be expected during the period
to be rated. For this to be possible, the treaty conditions must basically be alike (as regards geographical
scope, original limits, exclusions etc.). To obtain a
risk premium estimate which lends adequate consideration to the essential factors, we have to form
risk groups that contain homogeneous risks: losses
caused by private motor vehicles, for example, must
be separated from those caused by lorries.
Experience-rating is used foremost for nonproportional treaties; since the excess of loss (XL) covers every single loss that exceeds the retention, only
individual losses are considered here. This method,
however, may also be applied to pricing proportional
business’.

The excess-loss risk premium is estimated by
checking how much the losses of past years would
cost the reinsurer if they happened again during
the year that the reinsurance treaty covers, that is,
the rating year. On the other hand, it is also estimated how much GNPI the protected portfolio of
past years would generate during the rating year
taking inflation, changes in the tariff, and so on,
into account. The ratio of the excess-loss risk premium and the adjusted GNPI is an estimate of the
risk rate.
For more details, refer to [7].

Exposure Rating
In [7] exposure rating is introduced as follows:
‘Premium calculations on a burning cost basis
can often be very tricky, and in many cases even
impossible, if no representative data are available
to carry out an experience-rating. In this case, the
rating must be based on the portfolio mix. The aim is
to distribute the premium for each individual policy
between the cedent and the reinsurer in proportion
to the risk that each party assumes. This is done
with the help of exposure curves, which are based on
distribution models of claim sizes (Figure 1). These
curves determine the share of the premium that the
cedent can keep to cover losses in the retention. The
rest of the premium goes to the reinsurer’.

Mathematical Models
According to [7], ‘Mathematical models describe
empirical data in a straightforward way. All the information on the loss process is described using just a
few parameters. The advantage of these models is the
simplicity of data handling’.
The model mostly used in excess-loss rating is the
Poisson Pareto model described in [3]. Losses that
are high enough so that they exceed the excess-loss
deductible are assumed to follow a Pareto distribution
(see Continuous Parametric Distributions). The
number of excess losses is supposed to be Poisson
distributed (see Discrete Parametric Distributions).

Stop-loss Risk Premiums
In the case of stop-loss covers, the risk rate is normally estimated using a mathematical model. Particularly widespread are two approaches, one by Newton
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Retained share of total premium
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Retention as a percentage of sum insured
Heavy risk
Low risk
Example: With a retention of 60% of the sum insured, the retention premium for heavy risks is
approximately 85%, with the reinsurer receiving 15% of the premium for the XL cover. For low
risks, the reinsurer receives 5% for the same cover.

Figure 1

Distribution of premium between primary insurer and reinsurer

L. Bowers, Jr. first proved in [1], and the other one
by Gagliardi and Straub, first proved in [4].

The Approach of Newton L. Bowers, Jr
Let Z be the aggregate claim with expected value
E[Z] and variance V [Z], d the stop-loss deductible,
and (Z − d)+ , the stop-loss burden, that is,

Z − d if f Z ≥ d
(1)
(Z − d)+ =
0
otherwise.
The following inequality holds:

E[(Z − d)+ ] ≤ 12 V [Z] + (E[Z] − d)2

+ E[Z] − d .

is, Xi ≤ M. Define a new random variable S =
M1 + M2 + · · · + MN , which also follows a compound Poisson distribution with Poisson parameter
 = E[Z]/M and for which all individual claims
are equal to M. Then for every stop-loss deductible
d ≥ 0, the following inequality holds:
E[(Z − d)+ ] ≤ E[(S − d)+ ].

(3)

Again, the right hand side of the inequality is used as
an estimate of E[(Z − d)+ ]. For practical purposes,
the method is useful whenever M < d.

Variable Premium Rates
(2)

For practical purposes, the right hand side of the
inequality is used as an estimate of E[(Z − d)+ ].

The Approach by Gagliardi and Straub
Let Z = X1 + X2 + · · · + XK follow a compound
Poisson distribution (see Compound Distributions)
with Poisson parameter E[K] = λ, and let the individual claims be limited by a real number M, that

There are forms of excess-loss reinsurance in which
the amount of the premium or the breakdown
of the loss between direct insurer and reinsurer
depends on the amount of the loss burden. In
practice, such a form of reinsurance is considered
to be equivalent to the flat rate if its expected
result (i.e. premiums + investment income − claims)
for the reinsurer is equal to the expected result of
the flat rate. Theoretically, this equivalence is not
always quite correct since the loadings for fluctuation
and expenses are not necessarily the same in both
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cases. In the following, we show how the expected
results of these forms of excess-loss reinsurance can
be calculated using mathematical models. Except the
first one, the simple no-claim bonus, each requires
computations of accurate stop-loss premiums. The
upper bounds of NL Bowers or Gagliardi–Straub,
although they may be precise enough to estimate a
risk premium, are not suited for the calculation of
variable rates. The numerical methods required to
carry out such calculations have been developed since
the 1970s and have become more readily available to
reinsurance underwriters, thanks to the spread of desk
computers and personal computers.

The No-claim Bonus
Let r be the premium rate. If no claim occurs, the
reinsurer pays the direct insurer bonus b at the end
of the year. If Z is the burning cost and λ is the
Poisson parameter, then the expected result of the
treaty in percent of the GNPI is equal to:
r − e−λ b − E[Z].
No-claim bonuses are used only in short tail lines
of business.

The Aggregate Deductible
Let X1 , X2 , . . . , XK be excess claims and Z = X1 +
X2 + · · · + XK the excess-loss burden. The direct
insurer pays that part of Z which does not exceed
the amount a, the reinsurer pays the remaining part.
If P is the premium, the expected result apart from
investment income is equal to:
P − E[(Z − a)+ ].
The investment income is generated by P and P is
smaller than the equivalent flat premium. Therefore,
the investment income is also smaller than the investment income of the equivalent flat premium.
E[(Z − a)+ ] is formally a stop-loss risk premium,
but contrary to a normal stop-loss, it is calculated
on excess losses instead of losses from ground. In
order to calculate this stop-loss risk premium it is
usually assumed that K is Poisson (sometimes also
negative binomial) distributed and Xi + d (where
d is the excess-loss deductible and i = 1, . . . , K)
follows a Pareto distribution. Gerber’s discretization

methods described first in [6] and [5] can be used
in order to carry out the numerical computations.
More about the theoretical background can be found
in [2].

The Slide with a Flat Loading
The variable rate (also referred to as sliding-scale
premium rate or slide for short) with a flat loading is
defined as follows: The rate is equal to the burning
cost plus a loading, but not higher than a maximum
rate and not lower than a minimum rate. In algebraic
terms: Let Z be the burning cost, b the loading, m
the minimum rate, M the maximum rate and S the
variable premium rate. The slide S with a flat loading
is defined as

m
if Z ≤ m − b
S = Z + b if m − b ≤ Z ≤ M − b
(4)
M
if M − b ≤ Z.
Note that in spite of the term ‘loading’, b has nothing
to do whatsoever with a loading for fluctuation or
expenses and can be set arbitrarily at any value
between 0 and m. It follows from the definition of
S that:
S = m + (Z − [m − b])+ − (Z − [M − b])+ . (5)
In order to determine E[S], the difference of two
stop-loss risk premiums has to be calculated:
E[S] = m + E[(Z − [m − b])+ ]
− E[(Z − [M − b])+ ].

(6)

Note that the stop-loss risk premiums should not
be estimated by upper bounds (using NL Bower’s
method or the method of Gagliardi–Straub). Otherwise, we would not know if we were over- or
underestimating E[S] since the difference of two
upper bounds is not necessarily an upper bound of
the difference.
The expected result apart from investment income
is equal to:
m + E[(Z − [m − b])+ ] − E[(Z − [M − b])+ ]
− E[Z],
the investment income is generated by the minimum
rate m and thus smaller than the investment income
of the flat rate.

Reinsurance Pricing

The Slide with a Progressive Loading
The variable rate (or sliding-scale premium rate or
slide for short) with a progressive loading is equal
to the burning cost times a loading factor of, for
example, 100/80, but not higher than a maximum
rate and not lower than a minimum rate. In algebraic
terms: Let Z be the burning cost, f the loading factor,
m the minimum rate, M the maximum rate and S the
variable premium rate. The slide S with a progressive
loading is defined as:

m
if Zf ≤ m
S = Z · f if m ≤ Zf ≤ M
(7)
M
if M ≤ Zf
It follows from the definition of S that:




M +
m +
−f Z−
.
S =m+f Z−
f
f

(8)

As in the case of the flat loading, in order to determine
E[S], the difference of two stop-loss risk premiums
has to be calculated:


m +
E[S] = m + f E
Z−
f


M +
(9)
− fE
Z−
f
The expected result apart from investment income is
equal to:




M +
m +
−fE
Z−
m + fE
Z−
f
f
− E[Z],
the investment income is generated by the minimum
rate m and thus smaller than the investment income
of the flat rate.

The Slide with a Flat and a Progressive Loading
after an Aggregate Deductible
There are treaties that combine a flat loading b, a
progressive loading f and an aggregate deductible a.
In this case, the slide S is defined as:

m
if (Z − a)f + b ≤ m
S = (Z − a)f + b if m ≤ (Z − a)f + b ≤ M
M
if M ≤ (Z − a)f + b
(10)

It follows from the definition of S that:

+
m
b
S =m+f Z− + −a
f
f

+
M
b
−f Z−
+ −a .
f
f
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(11)

Again, in order to determine E[S] the difference of
two stop-loss risk premiums has to be calculated:

+
b
m
E[S] = m + f E
Z− + −a
f
f

+
b
M
(12)
+ −a
− fE
Z−
f
f
The expected result apart from investment income is
equal to:

+
b
m
m + fE
Z− + −a
f
f

+
b
M
− fE
− E[(Z − a)+ ],
+ −a
Z−
f
f
the investment income is generated by the minimum
rate m, and, thus is even smaller than the investment
income of the flat rate for an aggregate deductible.
Note that the aggregate deductible, the slide with
a flat loading and the slide with a progressive loading
are special cases of the slide with a flat and a
progressive loading after an aggregate deductible:
Setting a = 0 and f = 1 we get the slide with
a flat loading; setting a = 0 and b = 0 we get the
slide with a progressive loading; and setting f =
1, b = a and m = M = P we get the aggregate
deductible case.

Reinstatement Premiums
Consider a property excess-loss treaty with a cover
c after a deductible d. This means the reinsurer pays
that part of every claim, which exceeds d but at most
c. In property, it is customary to limit the aggregate
cover granted per year by a multiple of the cover per
claim, that is, of c. Let Z be the aggregate excessloss burden.
Z − (Z − c)+ is called excess-loss burden of the
first cover,
(Z − c)+ − (Z − 2c)+ is the excess-loss burden of
the second cover, and generally
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(Z − [i − 1]c)+ − (Z − ic)+ is the excess-loss
burden of the ith cover

When Z is so high that the excess-loss burden of
the ith cover is greater than 0, it is said that the ith
cover is used (or partly used). Some treaties provide
that the used cover be reinstated against a reinstatement premium. Let this reinstatement premium be Pi
if the whole ith cover has been used. If only a part of
the cover has been used, then the reinstatement premium is calculated pro rata amount, that is, the ceding
company pays Pi {(Z − [i − 1]c)+ − (Z − ic)+ }/c.
Now assume the premium for the first cover is P
and the treaty provides n reinstatements with reinstatement premium rates P1 , . . . , Pn . The expected
result of this treaty is
n

P+
i=1

Pi {E[(Z − [i − 1]c)+ ] − E[(Z − ic)+ ]}
c

− {E[Z] − E[(Z − [n + 1]c)+ ]}.

Thus, the expected result of the treaty with
profit commission is, apart from investment income,
equal to:
P − c{P − d − E[Z] + E[(Z − [P − d])+ ]}
− E[Z].
The investment income is generated by P and is thus
higher than the investment income of the equivalent
flat rate.
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HANS SCHMITTER

Retention and
Reinsurance Programmes
Introduction
The main reason for an insurer to carry the reinsurance of most of its risks (by risk we mean a
policy, a set of policies, a portfolio or even the
corresponding total claims amount) is the protection
against losses that might create financial snags or
even insolvency. By means of reinsurance the insurance companies protect themselves against the risk
of large fluctuations in the underwriting result, thus
reducing the amount of capital needed to respond to
their liabilities. Of course, there are other reasons for
a company to perform reinsurance, for example, the
increase of underwriting capacity (due to the meeting of solvency requirements), incorrect assessment
of the risk, liquidity, and services provided by the
reinsurer.
There are several forms of reinsurance, the more
usual ones being quota-share reinsurance, the surplus treaty, excess-of-loss and stop loss. Another
kind of arrangement is the pool treaty (see Pooling
in Insurance), which, because of its characteristics,
does not come, strictly speaking, under the heading
‘forms of reinsurance’. Yet, one should make a reference to Borch’s work on the subject, that in a series
of articles [5, 6, 9, 11] has characterized the set of
Pareto optimal solutions in a group of insurers forming a pool to improve the situation vis-a-vis of the
risk. Borch proved that when the risks of the members of the pool are independent and when the utility
functions (see Utility Theory) are all exponential,
quadratic, or logarithmic the Pareto optimal contracts
become quota contracts.
When outlining a reinsurance scheme for a line of
business, an insurer will normally resort to several
forms of reinsurance. Indeed, there is no ideal type
of reinsurance applicable to all the cases. Each kind
of reinsurance offers protection against only certain
factors that have an effect on the claim distribution. For example, the excess-of-loss and the surplus
forms offer protection against big losses involving
individual risks. Yet, the former offers no protection at all against fluctuations of small to medium
amounts and the latter offers but little protection. For
any line of business, the insurer should identify all

the important loss potentials to seek a suitable reinsurance program. With a given reinsurance program
the annual gross risk, S, is split into two parts: the
retained risk, Y , also called retention and the ceded
risk, S − Y . The retention is the amount of the loss
that a company will pay. To be able to attain a certain
retention, the company incurs costs, which are the
premium loadings, defined by the difference between
the reinsurance premiums and the expected ceded
risks, associated to the several components of the
reinsurance program. Hence, in order to decide for a
given retention, a trade-off between the profitability
and safety will be the main issue.
As it was mentioned, a reinsurance program may
consist of more than one form of reinsurance. For
instance, in property insurance (see Property Insurance – Personal) it is common to start the reinsurance program by a facultative (see Reinsurance
Forms) proportional reinsurance arrangement (to
reduce the largest risks), followed by a surplus
treaty which homogenizes the remaining portfolio,
followed, possibly, by a quota-share (on the retention
of the surplus treaty) and followed, yet on a per risk
basis, by an excess-of-loss treaty (per risk WXL – per
risk Working excess-of-loss, see Working Covers).
As one event (such as a natural hazard) can affect
several policies at the same time, it is convenient
to protect the insurance company’s per risk retention
with a catastrophe excess-of-loss treaty (see Catastrophe Excess of Loss). Both the per risk and the
per event arrangements protect the company against
major losses and loss events. However, the accumulation of small losses can still have a considerable
impact on the retained reinsured business. Therefore,
an insurer might consider to include in his reinsurance
program a stop loss treaty or an aggregate XL (see
Stop-loss Reinsurance). Schmutz [39] provides a set
of rules of thumb for the calculation of the key figures
for each of the per risk reinsurance covers composing
a reinsurance program in property insurance.
Sometimes a company, when designing the
reinsurance program for its portfolios, arranges
an umbrella cover to protect itself against an
accumulation of retained losses under one or more
lines of insurance arising out of a single event,
including the losses under life policies.
Several questions arise when an insurer is deciding on the reinsurance of a portfolio of a given
line of business, namely which is the optimal form
of reinsurance? should a quota-share retention be
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protected by an excess-of-loss treaty? once the form
or forms of reinsurance are decided which are the
optimal retention levels? These kind of questions
have been considered in the actuarial literature for
many years.
Of course, the insurer and reinsurer may have conflicting interests, in the sense that in some situations,
both of them would fear the right tail of the claim
distributions (see [43]). Most of the articles on reinsurance deal with the problem from the viewpoint
of the direct insurer. They assume that the premium
calculation principle(s) used by the reinsurer(s) is
known, and attempt to calculate the optimal retention according to some criterion. In those articles, the
interests of the reinsurer(s) are protected through the
premium calculation principles used for each type of
treaty. There are however some articles that treat the
problem from both points of views, defining the set
of optimal treaties such that any other treaty is worse
for at least one of the parties (the direct insurer and
the reinsurer) as Pareto optimal. Martti Pesonen [38]
characterizes all Pareto optimal reinsurance forms as
being those where both Y and S − Y are nondecreasing functions of S.
We confine in this article to the problem from
the viewpoint of the cedent, and will divide the
results into two sections. The section that follows
concerns the results on optimal reinsurance, without limiting the arrangements to any particular form.
Under the last section, we analyze the determination of the retention levels under several criteria.
We start by just one form of reinsurance and proceed with the combination of a quota-share with a
nonproportional treaty (see Nonproportional Reinsurance). When we consider these combinations, we
shall study simultaneously the optimal form and the
optimal retention level.
The results summarized here are important from
the mathematical point of view and can help in
the designing of the reinsurance program. However,
with the fast development of computers, it is now
possible to model the entire portfolio of a company,
under what is known as DFA – Dynamic Financial
Analysis (see also [31, 35]), including the analysis
of the reinsurance program, modeling of catastrophic
events, dependences between random elements, and
the impact on the investment income. However, a
good understanding of uncertainties is crucial to the
usefulness of a DFA model, which shows that the
knowledge of the classical results that follow can be

of help to understand the figures that are obtained by
simulation in a DFA model.

The Optimal Form of Reinsurance
We will denote by a the quota-share retention level,
that is,
Y = aS =

N


aXi ,

(1)

i=1


(with 0i=1 = 0) where N denotes the annual number
of claims and Xi are the individual claim amounts,
which are supposed to be independent and identically
distributed random variables, independent of N .
The excess-of-loss and the stop loss retention levels, usually called retention limits, are both denoted
by M. The retention is for excess-of-loss reinsurance
(unlimited)
Y =

N


min(Xi , M),

(2)

i=1

and for stop loss reinsurance
Y = min(S, M).

(3)

Note that the stop loss contract assumed here is of
the form S − Y = (S − M)+ = max(S − M, 0), that
is, L = +∞ and c = 0 in the encyclopedia article
Stop loss.
In 1960, Borch [8] proved that stop loss minimizes
the variance of the retained risk for a fixed reinsurance risk premium. Similar results in favor of the
stop loss contract were developed later (see [29, 32,
33, 36, 37, 44]) under the pure premium assumption
or the premium calculated according to the expected
value principle (see Premium Principles).
A similar result in favor of the stop loss contract
was proved by Arrow [2], taking another approach to
optimal reinsurance: the expected utility criterion.
Hesselager [28] has proved that the stop loss contract is optimal based on the maximization of the
adjustment coefficient, again for a fixed reinsurance risk premium. Note that the maximization of
the adjustment coefficient is equivalent to the minimization of the upper bound of the probability of
ruin in discrete time and infinite horizon provided by
Lundberg inequality for the probability of ruin.
The behavior of the ruin probability as a function of
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the retentions is very similar to the behavior of the
adjustment coefficient, which makes it acceptable to
use Lundberg’s upper bound as an approximation to
the ultimate probability of ruin.
Recently, Gajek and Zadrodny [25], followed by
Kaluszka [30], have shown that the reinsurance arrangement that minimizes the variance of the retained
risk for a fixed reinsurance premium, when the loading of reinsurance premium used is based on the
expected value and/or on the variance of the reinsured risk, is of the form S − Y = (1 − r)(S − M)+ ,
with 0 ≤ r < 1, called in their articles change loss (it
is still a stop loss contract in the terminology of the
encyclopedia article Stop loss).
All these articles in favor of the stop loss contract are based on the assumption that the reinsurance
premium principle is calculated on S − Y , independently of the treaty, although Borch himself has
made, in [10], a number of negative remarks to his
result, namely at pages 293–295,
‘I do not consider this a particularly interesting
result. I pointed out at the time that there are two
parties to a reinsurance contract, and that an arrangement which is very attractive to one party, may be
quite unacceptable to the other.
...
Do we really expect a reinsurer to offer a stop loss
contract and a conventional quota treaty with the
same loading on the net premium? If the reinsurer
is worried about the variance in the portfolio he
accepts, he will prefer to sell the quota contract,
and we should expect him to demand a higher
compensation for the stop loss contract.’

About the same problem he writes [7], page 163:
‘In older forms of reinsurance, often referred as
proportional reinsurance, there is no real problem
involved in determining the correct safety loading of
premiums. It seems natural, in fact almost obvious,
that the reinsurance should take place on original
terms, and that any departure from this procedure
would need special justification.
...
In nonproportional reinsurance it is obviously not
possible to attach any meaning to “original terms”.
It is therefore necessary to find some other rule for
determining the safety loading.’

With respect to the same result Gerathewhol et al.
[26], page 393, say:
‘They presume either that the reinsurance premium
contains no safety loading at all or that the safety
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loading for all types of reinsurance is exactly equal,
in which case the “perfect” type of reinsurance for
the direct insurer would be stop loss reinsurance.
This assumption, however, is unrealistic, since the
safety loading charged for the nonproportional reinsurance cover is usually higher, in relative terms,
than it is for proportional reinsurance.’

There are other results in favor of other kinds of
reinsurance. Beard et al. [3] proved that the quotashare type is the most economical way to reach a
given value for the variance of the retained risk if
the reinsurer calculates the premium in such a way
that the loading increases according to the variance
of the ceded risk.
Gerber [27] has proved that of all the kinds of
reinsurance of which the ceded part is a function
of the individual claims, the excess-of-loss treaty is
optimal, in the sense that it maximizes the adjustment
coefficient, when the reinsurer premium calculation
principle used is the expected value principle and
the loading coefficient is chosen independently of the
kind of reinsurance.
Still under the same assumption on the reinsurance premium, if one only takes reinsurance schemes
based on the individual claims, excess-of-loss will be
optimal if the criterion chosen is the maximization of
the expected utility (see [12]).
In [25, 30], when the reinsurance scheme is confined to reinsurance based on the individual claims X,
the authors show that the optimal form is such that
the company cedes (1 − r)(X − M)+ of each claim.
Such results, which are significant in mathematical
terms, are nevertheless of little practical meaning,
since they are grounded upon hypotheses not always
satisfied in practice. Indeed, the loadings used on
the nonproportional forms of reinsurance are often
much higher than those of the proportional forms.
The reinsurance premium for the latter is assessed in
original terms (proportion of the premium charged by
the insurer), but this is not the case in the former ones.
In rather skew forms of reinsurance, such as stop loss
and CAT-XL, the reinsurer will often charge a loading
that may amount to several times the pure premium,
which is sometimes of an irrelevant amount.

The Optimal Retention Level
Most of the authors try to tackle the issue of the
assessment of the retention level, once the form of
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reinsurance is agreed upon. We will now summarize
some of the theoretical results concerning the determination of the optimal retention when a specific
scheme is considered for the reinsurance of a risk
(usually a portfolio of a given line of business).

Results Based on Moments
Results Based on the Probability of a Loss in One
Year. For an excess-of-loss reinsurance arrangement Beard et al. [4], page 146, state the retention
problem as the ascertainment of the maximum value
of M in such a way that it is granted, with probability
1 − , that the retained risk will not consume the initial reserve U during the period under consideration
(which is usually one year). For the effect they have
used the normal power approximation (see Approximating the Aggregate Claims Distribution), transforming the problem in a moment’s problem. An
alternative reference to this problem is Chapter 6
of [23]. They also provide some rules of thumb for
the minimum value of M.
In the example given by them, with the data
used through their book, the initial reserve needed
to achieve a given probability 1 −  is an increasing
function with the retention limit. However, this function is not always increasing. Still using the normal
power approximation and under some fair assumptions (see [18]), it was shown that it has a minimum,
which rends feasible the formulation of the problem
as the determination of the retention limit to minimize
the initial reserve that will give a one year ruin probability of at most . In the same article, it has been
shown that, if we apply the normal approximation to
the retained risk, Y = Y (M), the reserve, U (M), as
a function of the retention limit M, with M > 0, has
a global minimum if and only if
√
α>z

Var[N ]
,
E[N ]

(4)

where α is the loading coefficient on the excess-ofloss reinsurance premium (assumed to be calculated
according to the expected value principle), Var[N ]
is the variance of the number of claims, E[N ] is its
expected value and z = −1 (1 − ), where  stands
for the distribution function of a standard normal
distribution (see Continuous Parametric Distributions). The minimum is attained at the point M ∗ ,

where M ∗ is the unique solution to the equation

σY (M)
Var[N ] − E[N ] M
(1 − G(x)) dx
M=
α−
z
E[N ]
0
(5)
where σY (M) is the standard deviation of the
retained aggregate claims and G(·) is the individual
claims distribution. Note that in the Poisson case
(see Discrete Parametric Distributions), Var[N ] =
E[N ] and (5) is equivalent to M = ασY (M) /z.
See [18] for the conditions obtained when the
normal power is used instead of the normal
approximation. Note that although the use of the
normal approximation is questionable, because when
M increases the distribution of Y becomes skewer
and skewer, the optimal value given by (5) does not
differ much from the corresponding value obtained
when the approximation used is the normal power.
Results for Combinations of Two Treaties. Lemaire et al. [34], have proved that if the insurer can
choose from a pure quota-share treaty, a pure nonproportional treaty, excess-of-loss or stop loss, or a
combination of both and if the total reinsurance loading is a decreasing function with the retention levels,
then the pure nonproportional treaty minimizes the
coefficient of variation and the skewness coefficient
for a given loading. In the proof for the combination of quota-share with excess-of-loss, they have
assumed that the aggregate claims amount follows a
compound Poisson distribution (see Compound Distributions).
In an attempt to tackle the problems related to
the optimal form and the optimal retention simultaneously, in the wake of Lemaire et al. [34], Centeno [14, 15] studied several risk measures, such
as the coefficient of variation, the skewness coefficient and the variance of the retained risk for the
quota-share and the excess-of-loss or stop loss combination (of which the pure treaties are particular cases),
assuming that the premium calculation principles are
dependent on the type of treaty.
Let P be the annual gross (of reinsurance and
expenses) premium with respect to the risk S under
consideration. Let the direct insurer’s expenses be
a fraction f of P . By a combination of quotashare with a nonproportional treaty (either excessof-loss or stop loss) we mean a quota-share, with
the premium calculated on original terms with a
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commission payment at rate c, topped by an unlimited
nonproportional treaty with a deterministic premium
given by Q(a, M). Hence, the retained risk Y can be
regarded as a function of a and M and we denote it
Y (a, M), with
Y (a, M) =

N


min(aXi , M)

(6)

i=1

and the total reinsurance premium is
V (a, M) = (1 − c)(1 − a)P + Q(a, M).

(7)

Note that the stop loss treaty can, from the mathematical point of view be considered an excess-of-loss
treaty by assuming that N is a degenerate random
variable.
The insurer’s net profit at the end of the year is
W (a, M) with
W (a, M) = (1 − f )P − V (a, M) − Y (a, M).

(8)

Note also that Y (a, M) = aY (1, M/a), which implies
that the coefficient of variation and the skewness
coefficient of the retained risk, CV [Y (a, M)] and
γ [Y (a, M)] respectively, will depend on a and M
only through M/a. Using this fact, it was first shown,
under very fair assumptions on the moments of the
claim number distribution (fulfilled by the Poisson,
binomial, negative binomial, and degenerate random
variable (see Discrete Parametric Distributions)),
that both the coefficient of variation and the skewness
coefficient of the retained risk, are strictly increasing
functions of M/a, which implies that the minimization of the coefficient of variation is equivalent to the
minimization of the skewness coefficient and equivalent to minimizing M/a. These functions were then
minimized under a constraint on the expected net
profit, namely
E[W (a, M)] ≥ B,

(9)

with B a constant.
Assuming that (1 − c)P − E[S] > 0, that B >
(c − f )P and that B < (1 − f )P − E[S], the main
result is that the optimal solution is a pure nonproportional treaty (with M given by the only solution
to E[W (1, M)] = B) if the nonproportional reinsurance premium is calculated according to the expected
value principle or the standard deviation principle
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(see Premium Principles), but this does not need
to be the case if the nonproportional reinsurance
premium is calculated according to the variance
principle (see Premium Principles). In this case,

the solution is given by the only point (
a , M),
satisfying





2[(f − c)P + B]
,1
.
[(1 − c)P − E[S]]

E[W (â, M̂)] = B
â = min

(10)

Note that the main difference between this result and
the result obtained in [34] is that by calculating the
premiums of the proportional and nonproportional
treaties separately, the isocost curves (set of points
(a, M) defined by having a constant loading, or which
is the same originating the same expected profit) are
not necessarily decreasing.
The problem of minimizing the variance of the
retained risk with a constraint of type (9) on the
expected profit was also considered in [15]. The problem is however, from the mathematical point of view,
a more difficult one than the problems considered
first. The reason is that the variance of Y (a, M)
is not a convex function (not even quasi-convex)
of the retention levels a and M. By considering
that the excess-of-loss reinsurance premium is calculated according to the expected value principle, and
assuming that Var[N ] ≥ E[N ] (not fulfilled by the
degenerate random variable) the problem was solved.
The solution is never a pure quota-share treaty. It is
either a combination of quota-share with excess-ofloss or a pure excess-of-loss treaty, depending on the
loadings of both premiums. If quota-share is, in the
obvious sense, at least as expensive as excess-of-loss,
that is, if
(1 − c)P ≥ (1 + α)E[S],

(11)

then, quota-share should not make part of the reinsurance arrangement.
Note that assuming that the quota-share treaty is
based on the original terms with a commission, could,
from the mathematical point of view, be considered
that it is calculated according to the expected value
principle or the standard deviation principle (both are
proportional to 1 − a).
In a recent article, Verlaak and Beirlant [45] study
combinations of two treaties, namely, excess-of-loss
(or stop loss) after quota-share, quota-share after
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excess-of-loss (or stop loss), surplus after quotashare, quota-share after surplus and excess-of-loss
after surplus. The criterion chosen was the maximization of the expected profit with a constraint
on the variance of the retained risk. The criterion
is equivalent, in relative terms, to the one considered in [15] (minimization of the variance with
a constraint on the expected profit). They have
assumed that the premium calculation principle is the
expected value principle and that the loading coefficient varies per type of protection. They provide the
first order conditions for the solution of each problem. It is to emphasize that the surplus treaty is for
the first time formalized in the literature on optimal
reinsurance.

Results Based on the Adjustment Coefficient or the
Probability of Ruin
Waters [47], studied the behavior of the adjustment
coefficient as a function of the retention level either
for quota-share reinsurance or for excess-of-loss reinsurance.
Let θ be the retention level (θ is a for the
proportional arrangement and M for the nonproportional). Let Y (θ) be the retained aggregate annual
 the
claims, V (θ) the reinsurance premium, and P
annual gross premium, net of reinsurance, but liquid
of expenses. Assuming that the moment generating
function of the aggregate claims distribution exists
and that the results from different years are independent and identically distributed, the adjustment
coefficient of the retained claims is defined as the
unique positive root, R = R(θ), of
P −V (θ))
= 1.
E eRY (θ)−R(

(12)

For the proportional treaty and under quite fair
assumptions for the reinsurance premium, he showed
that the adjustment coefficient is a unimodal function of the retention level a, 0 < a ≤ 1, attaining its
maximum value at a = 1 if and only if
lim

a→1

dV (a) R(1)
e P + E[SeR(1)S ] ≤ 0.
da

(13)

He also proved that a < 1 when the premium calculation principle is the variance principle or the
exponential principle.
For the excess-of-loss treaty, and assuming that
the aggregate claims are compound Poisson with

individual claim amount distribution G(·), he proved
that if the function
q(M) = (1 − G(M))−1

dV (M)
dM

(14)

is increasing with M then R(M) is unimodal with the
retention limit M. If V (M) is calculated according to
the expected value principle with loading coefficient
α, then the optimal retention is attained at the unique
point M satisfying
M = R −1 ln(1 + α),

(15)

where R is the adjustment coefficient of the retained
risk, that is, the optimal M is the only positive root of
 ∞
 − λ(1 + α)
P
(1 − G(x)) dx

−λ

M
M

exM

−1

ln(1+α)

(1 − G(x)) dx = 0.

(16)

0

The finite time ruin probability or its respective upper
bound are used in [19, 21, 42].
For a combination of quota-share with an excessof-loss treaty, confining to the case when the excessof-loss premium is calculated by the expected value
principle with loading coefficient α, Centeno [16,
20], has proved that the adjustment coefficient of the
retained risk is a unimodal function of the retentions
and that it is maximized either by a pure excessof-loss treaty or a combination of quota-share with
excess-of-loss but never by a pure quota-share treaty.
If (11) holds, that is, if excess-of-loss is in the obvious
sense cheaper than quota-share, then the optimal
solution is a pure excess-of-loss treaty. See [16, 20]
for details on the optimal solution for the general
case.

The Relative Risk Retention
Although all the results presented before concern only
one risk (most of the times, a portfolio in a certain line of business), the first problem that arises
in methodological terms is to decide whether reinsurance is to be carried independently for each risk
or if the reinsurance set of programs of an insurance company should be considered as a whole.
Although it is proved in [17], that the insurer maximizes the expected utility of wealth of n independent
risks, for an exponential utility function, only if the
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expected utility for each risk is maximized, such a
result is not valid in a general way; this is particularly true in the case of a quadratic or logarithmic
utility function, and so the primary issue remains
relevant.
It was de Finetti [24] who first studied the problem of reinsurance when various risks are under
consideration. He took into account the existence of
n independent risks and a quota-share reinsurance for
each one of them and he solved the problem of the
retention assessment using the criterion of minimizing the variance of the retained risk within the set
of solutions for which the retained expected profit is
a constant B. Let Pi be the gross premium (before
expenses and reinsurance) associated to risk Si and
ci the commission rate used in the quota-share treaty
with retention ai , 0 ≤ ai ≤ 1, i = 1, 2, . . . , n. Let
(1 − ci )Pi > E[Si ], that is, the reinsurance loading
is positive. The solution is

[(1 − ci )Pi − E[Si ]]
ai = min µ
,1 ,
Var[Si ]
i = 1, 2, . . . , n

(17)

The value of µ depends on the value chosen for B,
that is, depends on the total loading that a company
is willing to pay for the reinsurance arrangements.
For the choice of B, he suggested to limit the ruin
probability to a value considered acceptable by the
insurance company. A similar result is obtained by
Schnieper [41] by maximizing the coefficient of variation of the retained profit (called in the cited paper
net underwriting risk return ratio).
The relation between the retentions ai , i = 1, . . . n,
is called the relative retention problem. The choice
of µ (or equivalently of B) is the absolute retention
problem. From (17) we can conclude that the retention for each risk should be directly proportional to
the loading on the treaty and inversely proportional
to the variance of the risk (unless it hits the barrier
ai = 1).
Bülhmann [13] used the same criterion for excessof-loss reinsurance. When Si is compound-distributed
with claim numbers Ni and individual claims distribution Gi (·), the loading is a proportion αi of the
expected ceded risk, the retention limits should satisfy

Var[Ni ] − E[Ni ] Mi
(1 − Gi (x)) dx.
Mi = µαi −
E[Ni ]
0
(18)
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Note that when each Ni , i = 1, . . . , n, is Poisson
distributed (Var[Ni ] = E[Ni ]) the reinsurance limits
should be proportional to the loading coefficients αi .
See also [40] for a more practical point of view on
this subject.
The problem can be formulated in a different way,
considering the same assumptions. Suppose that one
wishes to calculate the retention limits to minimize
the initial reserve, U (M), M = (M1 , . . . , Mn ), that
will give a one year ruin probability of at most .
Using the normal approximation and letting z be
defined by (z) = 1 −  one gets that the solution is
Mi =

σY (M)
z

×

αi −

Mi

Var[Ni ] − E[Ni ]
E[Ni ]

(1 − Gi (x)) dx.

(19)

0

which are equivalent to (18) with
µ=

σY (M)
z

.

Note that (19) generalizes (5) for several risks.
Hence the principle of determining retentions, usually stated as minimum variance principle, or meanvariance criterion, provides the retentions in such a
way that the initial reserve necessary to assure with
the given probability that it is not absorbed during the
period under consideration is reduced to a minimum
(using the normal approximation).
Waters [46] solved, for the compound Poisson
case, the problem of determining the retention limits
of n excess-of-loss treaties in such a way as to maximize the adjustment coefficient, the very same criterion being adopted by Andreadakis and Waters [1] for
n quota-share treaties. Centeno and Simões [22] dealt
with the same problem for mixtures of quota-share
and excess-of-loss reinsurance. They proved in these
articles that the adjustment coefficient is unimodal
with the retentions and that the optimal excess-of-loss
reinsurance limits are of the form
Mi =

1
ln(1 + αi ),
R

(20)

where R is the adjustment coefficient of the retained
risk. Again the excess-of-loss retention is increasing
with the loading coefficient, now with ln(1 + αi ).
All these articles assume independence of
the risks. de Finetti [24] discusses the effect of
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correlation. Schnieper [41] deals with correlated risks
also for quota treaties.

[20]

[21]
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Retrospective Premium

The Expected Retrospective Premium

Introduction
Insurance is about the transfer of risk. If an entity,
either a person or a business, wants to transfer all of
its risk of loss to an insurer and the insurer is able
to quantify the risk that the entity wishes to transfer,
the price of the risk transfer is readily established by
market forces and a deal is struck.
In many cases, the insurer is not confident that it
can quantify the risk that the entity wishes to transfer.
An entity sensing difficulty in getting a full transfer
of risk may be willing to settle for a partial transfer of
risk. The insurer would be more comfortable with a
partial risk transfer because the entity has an incentive
to keep its loss at a minimum.
This article describes a particular kind of risksharing agreement called a retrospective rating plan.
In these plans, the premium for an insurance contract
is a function of the actual loss paid under the contract. The final premium is not known until after the
contract has expired. This explains the name retrospective rating.

An important consideration in coming to an agreement on the rating parameters is the expected retrospective premium. In this section, I will derive a
formula for the expected retrospective premium as
a function of the rating parameters. But first I must
introduce some additional notation.
•

0

•

The Retrospective Premium
The formula for the retrospective premium can take
many forms. Here I will use a fairly common formula
for the retrospective premium:
R = (B + LX)T .

(1)

where
R = Retrospective Premium,
B = Basic Premium,
L = Loss Conversion Factor,
X = Actual Loss,
T = Tax Multiplier.
R can be subject to a minimum amount, G, and a
maximum amount, H ; I always assume that G ≥ BT
and H ≥ G below.
The rating parameters B, G, H , L, and T are
determined before the insurance contract goes into
effect. The insured entity (almost always a business
for a retrospective rating plan) and the insurer have
to agree on these rating parameters in advance.

The random loss X will have a cumulative distribution function F (x). We will be particularly
interested in the expected value of X when it is
limited to a value of u. The formula for this limited expected value is given by
 u
(1 − F (x)) dx.
(2)
E[X ∧ u] =

•

Let xG be the largest loss that results in the
minimum premium, G, and let xH be the smallest
loss that results in the maximum premium, H .
Using (1) we calculate




G
H
1
1
−B
and xH =
−B
.
xG =
T
L
T
L
(3)
xG and xH are often referred to as the effective
minimum loss and the effective maximum loss,
respectively.
Let X ∗ be the random loss that results from the
limits of xG and xH being imposed on X. That is

xG for X ≤ xG
∗
X =
(4)
X for xG < X < xH
xH for X ≥ xH .
Then the expected retrospective premium is given
by
E[R] = (B + LE[X ∗ ])T
= (B + L(xG − E[X ∧ xG ] + E[X ∧ xH ]))T
= G + L((E[X ∧ xH ] − E[X ∧ xG ]))T . (5)

Equation (5) can be used as follows. The business
entity and the insurer agree on four of the five parameters B, L, T , G, and H , and solve for the ‘free’
fifth parameter that gives a desired expected retrospective premium. In almost all cases in practice,
the free parameter is either B or L. Note that it is
not always possible to solve for the free parameter. An easy example of such a case occurs when
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the maximum premium H is less than the desired
expected retrospective premium.

that is not subject to retrospective rating) for a business entity has the following components.
Guaranteed Cost Premium

Some Illustrative Examples
Before discussing some of the details involved in
implementing retrospective rating plans, I would like
to give a few examples that illustrate how the parameter selection works.
To keep the computations easy, let us use the
moment approximation of the collective risk model
to describe the distribution of the random loss, X.
We will use the Poisson distribution with mean λ
(see Discrete Parametric Distributions) to describe
the claim count distribution. We will assume that the
claim severity distribution will have mean m and
standard deviation s. Using this input, we approximate the distribution of X with a log-normal distribution (see Continuous Parametric Distributions)
with the parameters

log(λ(m2 + s 2 ) + λ2 m2 ) − 2 log(λm)
(6)
σ2
.
(7)
µ = log(λm) −
2
σ =

and

(These equations are derived from [4], Eq. (4.6) on p.
298 and the log-normal moment matching formulas
on p. 583. Equation (8) is also on p. 583. I should add
that this moment approximation can differ from the
exact collective risk model. I compared the results
with an exact collective risk model using a lognormal claim severity distribution and got answers
generally in the same ballpark. For example, Plan 1
below had a basic premium of $52 451.)
We also have


log(u) − µ − σ 2
2
E[X ∧ u] = eµ+σ /2 
σ



log(u) − µ
+u 1−
, (8)
σ
where  is the cumulative distribution function for
the standard normal distribution (see Continuous
Parametric Distributions).
The examples below are based on an insurance
contract where the guaranteed cost premium (i.e. the
cost of an otherwise equivalent insurance contract

Expected Loss
Other Expenses
Profit Loading
Total Premium

$100 000
30 000
10 000
$140 000

Let us suppose, for the sake of discussion, that the
insurer is willing to reduce its profit loading to $5000
in return for assuming less risk with a retro. Thus, the
insurer selects a target of $135 000 for its expected
retrospective premium.
In all but Example 4 below, I will use m =
$10 000 and s = $30 000 for the moments of the
claim severity distribution. In all but Example 3
below, I will use λ = 10 for the mean of the Poisson
claim count distribution. All the examples below use
a tax multiplier, T = 1.025.
Equations (3–8) can easily be put into a spreadsheet. In the examples below, I used Excel . I also
used Excel Solver, an iterative numerical algorithm,
to solve for the free parameter. In the tables below,
the free parameter will be denoted with a (∗ ).
Example 1
Plan
1
2
3
4

Some typical retrospective rating plans

G

H

L

B

57 965.78
49126.71
100 000.00
100 000.00

175 000.00
200 000.00
175 000.00
175 000.00

1.080
1.080
1.080
1.071∗

56 551.98∗
47 928.50∗
49 351.82∗
50 000.00

Comments:
•

•

For Plans 1 and 2, note that the minimum premium, G, is equal to BT . This means that the
effective minimum, xG , is equal to zero and the
retro acts as an aggregate excess contract with
retention xH . The cost of the contract is reflected
in the basic premium B, with a lower cost for the
higher retention.
A comparison of Plans 1 and 3 show the effect of
the minimum premium on the final retrospective
premium. As can be seen in Figure 1 below, Plan
1 has a lower retrospective premium when the
loss X is less than $37 971 which, as one can
calculate using our log-normal approximation,
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200 000
180 000

Retrospective premium

160 000
140 000
120 000
Plan 1

100 000

Plan 3

80 000
60 000
40 000
20 000
0
0

Figure 1

•

20 000

40 000

60 000
80 000
Loss amount − X

The loss conversion factor can be used to devise
cost sharing plans that apply to losses in the middle
range. Example 2 illustrates two such plans.
Example 2 Cost sharing plans

5
6

120 000

140 000

The effect of a minimum premium

happens 23% of the time. In return for a higher
premium for losses in the low range, Plan 3 has
a lower premium in the middle range.
It is possible to interpret the loss conversion factor
as a provision for loss adjustment expenses. This
is not an essential interpretation. To illustrate this,
Plan 4 fixes the basic premium and solves for
the loss conversion factor that yields the desired
retrospective premium.

Plan

100 000

G

H

L

B

92 953.06 175 000.00 0.500 90 685.91∗
95 000.00 175 000.00 0.470∗ 92 682.93

The size of the insured entity affects the rating
parameters. Increasing the size of the insured causes
the losses to be relatively closer to the expected loss.
Example 3 illustrates the effect when the expected
claim count, λ, of the insured is increased by a factor
of 10 over the prior examples. Plans 7 and 8 should
be compared with Plans 1 and 2 above. In Plans 7

and 8 below, I increased the maximum premium by
a factor of 10; but the basic premium increased by a
factor of less than 10.
Example 3
parameters
Plan
7
8

G

The effect of insured size on the rating

H

L

B

281 093.61 1 750 000.00 1.080 274 237.67∗
256 288.36 2 000 000.00 1.080 250 037.42∗

Quite often, the insured entity does not want a big
increase in its retrospective premium because of a
single large claim. Because of this, many retrospective rating plans will limit the effect of an individual
claim. The cost, to the insurer, of this single loss limit
is absorbed into the other parameters of the plan.
Example 4 illustrates the effect of a single loss
limit of $25 000. As in the previous examples, I set
m = $10 000 and s = $30 000 for the unlimited claim
severity distribution. Using a log-normal distribution
to model claim severity, I calculated that the limited
mean severity to be equal to $6547 and the limited
standard deviation to be equal to $7644. (The limited
moment formula for the log-normal is in [4], p. 583.)
Substituting the revised mean and standard deviation
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into (6)–(8) leads to the calculation of the expected
retrospective premium using (5).
In spite of the fact that the losses subject to
retrospective rating in this example have a different
distribution than in Example 1, there is no change
in the target retrospective premium. All losses are
covered under the insurance contract.
Here are the parameters of two plans that are
comparable to Plans 1 and 2.
Example 4
$25 000
Plan
9
10

The effect of a single loss limit of

G

H

L

B

66 774.88
64 308.78

175 000.00
200 000.00

1.080
1.080

65 146.23∗
62 740.27∗

The expected value of the losses in excess of
$25 000 in this example is $34 526. This cost is
absorbed into the basic premium of these plans. In
comparing these plans to Plans 1 and 2 above, you
should note that the basic premium in these plans
is noticeably less than the sum of expected excess
cost and the basic premium of Plans 1 and 2. This
is because the distribution of the limited losses is
different. The loss distribution underlying these plans
has both a lower mean and a lower variance.

The Practical Implementation of
Retrospective Rating Plans
The treatment above of retrospective rating plans was
focused purely on actuarial issues. While noting that
individual insurer practices may vary, I want to at
least give readers a flavor of how these plans might
be implemented in practice.
When an insurance contract goes into effect, the
insured entity pays a deposit premium. The amount
of the deposit premium can depend on competitive
conditions, the insured’s credit rating, and probably
a host of other factors. But generally it is close to the
guaranteed cost premium. I should also note here that
guaranteed cost premium can depend upon payroll or
some other variable exposure base.
After the contract has expired, the exposure is
audited, the losses are tallied, and the retrospective
premium is calculated and paid. Additional periodic
adjustments to the retrospective premium are made
as the losses become known with greater certainty.

Suffice it to say that a retrospective rating plan can
involve a long-term relationship between the insurer
and the insured. Cash flow considerations can affect
the pricing. See [6] for an approach that considers the
cash flow of a retrospective rating plan.
Because of the way retrospective rating plans are
implemented and for historical reasons, the details
involved in setting the parameters of the plan are
more complicated (at least in my view) than what I
described in the illustrative examples above. While
the underlying principles are the same, I was able
to use spreadsheet technology that was not available
when many of the current practices were developed. The readings currently on the Casualty Actuarial Society Syllabus of Examinations by Gillam
and Snader [3] and Gillam [2] describe some of
these details.
Probably the biggest actuarial issue in retrospective rating is the determination of the insurer aggregate loss distributions that are used in determining
the parameters of the plans. At the risk of oversimplifying the situation, let me identify the two principal
approaches to this problem.
•

First there is the empirical approach. This involves
tabulating the empirical loss ratios of actual
insureds and smoothing the results. Brosius [1]
provides a description of this method. The most
prominent example of this approach is the socalled ‘Table M’ that is maintained by the National Council on Compensation Insurance. This
table forms the basis of most filed retrospective rating plans today in the United States. This
table is derived from workers’ compensation
experience; but, because of the effort needed to
construct such a table, it is also the basis of
filed retrospective rating plans in many other lines
of insurance.
• A second approach uses the collective risk model.
This model derives aggregate loss distributions
from underlying claim count distributions and
claim severity distributions. I wrote an early paper
on this approach [5]. Some insurers deviate from
the standard filed plans and use this approach.
Most (if not all) reinsurance actuaries use a
variation of this approach for their loss-sensitive
rating plans.
I suspect that readers should have no problems
in imagining the arguments for and against each
approach.
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Risk Classification,
Practical Aspects1
1

This is based in part on an article written by the
same author and published in Foundations of Casualty
Actuarial Science, Fourth Edition by the Casualty
Actuarial Society (2001).

Introduction
The overall goal of risk classification is similar to that
for ratemaking in general; that is, to accurately price
a given policy. Actuaries use risk classification primarily when there is not sufficient claim experience
to estimate a price for a given individual insured. In
order to derive a price, individuals that are expected
to have the same costs are grouped together. The actuary then calculates a price for the group and assumes
that the price is applicable to all members of the
group. This, in simple terms, is the substance of risk
classification.
Relatively recent advances in computer technology and analytical processes allow actuaries to construct complex cost models for individuals. Some
examples include multiple regression (see Regression Models for Data Analysis), neural networks,
and global positioning. Even though these models
may seem complex, they essentially estimate the
average cost for groups of insureds that share the
same characteristics.
For purposes of this article, we define risk classification as the formulation of different premiums
for the same coverage based on group characteristics. These characteristics are called rating variables. For automobile insurance (see Automobile
Insurance, Private; Automobile Insurance, Commercial), examples are geography and driver characteristics. Rating variations due to individual claim
experience, as well as those due to limits of coverage
and deductibles, will not be considered here as part
of the classification problem.
Premiums should vary if the underlying costs vary.
Costs may vary among groups for all of the elements of insurance cost and income: losses, expenses,
investment income, and risk. For losses, as an example, groups may have varying accident frequency or
varying average claim costs. Expenses may also differ among groups; in some lines, such as boiler and
machinery, inspection expense is a major portion of
the premium. Investment income may vary among
groups; for example, some insureds may be sued
more quickly (emergency physicians versus obstetricians) or claims may be settled more quickly. Finally,

risk, defined as variation from the expected, may vary
among different types of insureds. For example, more
heterogeneous groups are subject to more adverse
selection and, hence, more risk. In the remainder of
this article, the term ‘costs’ will refer to all the above
considerations.
In this article, we shall first consider the interaction
between classifications and other rating mechanisms,
such as individual risk rating, marketing, and underwriting. We shall then review the various criteria
(actuarial, operational, social, and legal) for selecting
rating variables.

Relationship to other Mechanisms

The classification process must be considered within
the overall context of marketing, underwriting, and
rating. The overall goal is to price an insured properly
for a given coverage. This may be accomplished in
different ways. Risk classification is one step in a
process that makes significant pricing decisions in
many ways.

Individual Risk Rating
When the individual insured is large enough to have
credible claims experience, that claims data can be
used to modify the rate that would have been charged
by a classification plan alone. If the classification plan
is relatively simple, the credibility of the individual
claim experience will be greater; if the classification
plan is more accurate, the individual claim experience
will have less credibility. In a simple class plan, there
are a larger number of insureds who will receive
the same rate(s). It (usually) follows that there will
be more cost heterogeneity within each group. Thus,
whether an individual insured has had a claim, or not
had a claim, will be more indicative of whether that
individual’s actual (unknowable) cost differs from the
group average cost.
In general, it is better to produce a more accurate
classification plan than rely on individual risk rating
to improve the overall pricing accuracy.

Marketing and Underwriting
Insurers may use different strategies for pricing business. Many factors that are related to cost potential cannot be objectively defined and rated. Instead
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of pricing these factors, insurers may adjust their
marketing and underwriting practices to account
for them.
For example, two common strategies are (1) adjust
price according to individual cost potential, and
(2) accept an individual only if the existing price
structure is adequate. The former is more common
where premiums are higher. With a larger account,
more expense dollars, and more meaningful claims
history, an underwriter may feel more comfortable in
formulating an individual price.
An alternative to the second strategy is to have
several different rate structures within the same insurance group. For example, one company in a group
may charge standard rates; one charge 20% more;
another charges 10% less than standard rates; and
a fourth company charges 25% less than standard
rates. Using all available information, the underwriter
makes a judgment about which rate level is the most
appropriate for a given insured.
In the above case, the underwriter is working with
an existing classification plan. Each rate level, presumably, has the level of class detail that can be
supported by objective rating variables. The underwriter assesses all other relevant information, including qualitative data, to determine the charged rate.
In practice, most insurers consider a certain number of insureds to be uninsurable. This can happen
when the number of potential insureds with certain
characteristics is so small that cost experience will
not be credible. Along the same line, the insureds
within any given group may be thought to be too
heterogeneous. That is, there may be a greater risk in
writing certain individuals because the cost may be
much higher than the average (or measured) cost for
the group. In both cases, the individual insureds are
difficult to rate properly because there is not enough
experience with analogous types of insureds.
In summary, premiums for the same coverage can
vary among insureds because of individual risk rating plans and marketing or underwriting approaches.
Classification plans are one aspect, integrated with
these others, of accurately pricing individual insureds.

Criteria for Selecting Rating Variables
Criteria for selecting variables may be summarized
into the following categories: actuarial, operational,
social, and legal. Following this discussion, we

describe the ramifications of restricting the use of
rating variables.

Actuarial Criteria
Actuarial criteria may also be called ‘statistical’ criteria. They include accuracy, homogeneity, credibility, and reliability. Foremost is accuracy. Rating
variables should be related to costs. If costs do not
differ for different values of a rating variable, the
usual methods for estimating rate relativities will produce the same relativity. In that case, the use of a
variable adds to administrative expense, and possibly
consumer confusion, but does not affect premiums.
As a practical matter, insurers may gather and maintain cost information on a more detailed basis than
the pricing structure; data are maintained so that premium differences may be introduced if there actually
prove to be cost differences.
Accuracy is important for at least two reasons:
the market mechanism and fairness. In a market economy, insurers that price their products more accurately can be more successful. Suppose, for example,
that the cost (including a reasonable profit) of insuring Group A is $100 and the cost of insuring Group
B is $200. If an insurer charges both groups $150,
it is likely to be undersold in Group A by another
insurer. The first insurer will tend to insure more
people in Group B and, consequently, to lose money.
Thus, when insurers can identify costs more accurately, they can compete more successfully. Greater
accuracy generally requires more rating variables and
a more detailed classification system.
Another reason for the importance of accuracy is
fairness. In the example above, it would be fair for
Group A members to pay $100 and Group B members
to pay $200, because these are the costs of the goods
and services provided to them. (Of course, if there
are subgroups within Group A whose costs are $50,
$150, and $250, it would be fairer to charge those
costs to those subgroups). This concept is often called
‘actuarial fairness’ and it is based on the workings of
a market economy.
The second actuarial criterion is homogeneity.
This means that all members of a group that receive
the same rate or premium should have similar
expected costs. As a practical matter, it is difficult
to know if all group members do have similar costs.
The reason for grouping is the lack of credibility of
individual experience. Consequently, for many rating
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groups, subdivisions of the group may not have much
more credibility than individual insureds.
The third actuarial criterion, alluded to above, is
credibility. A rating group should be large enough
to measure costs with sufficient accuracy. There will
always be the desire to estimate costs for smaller
groups or subdivisions, even down to the individual
insured level. Random fluctuations in claims experience may make this difficult. However, there is an
inherent trade-off between theoretical accuracy (i.e.
the existence of premiums for smaller and smaller
groups) and practical accuracy (i.e. consistent premiums over time).
The fourth actuarial criterion is reliability or predictive stability. On the basis of a given set of loss
data, the apparent cost of different groups may be
different. The differences, however, may be due to
random fluctuations (analogous to the problem discussed under credibility, above). In addition, the cost
differences may change over time. For example, historical cost differences between genders may diminish or disappear as societal roles change. Technology
may also change relative cost differences.
In summary, actuarial classification criteria are
used in an attempt to group individual insureds
into groups that (1) are relatively homogeneous (all
group members have similar costs), (2) are sufficiently large to estimate relative cost differences
(credibility), and (3) maintain stable mean costs over
time (reliability).

Operational Criteria
Actuarial criteria must be tempered by practical
or operational considerations. The most important
consideration is that the rating variables have an
objective definition. There should be little ambiguity, class definitions should be mutually exclusive
and exhaustive, and the opportunity for administrative error should be minimized. For example, automobile insurance underwriters often talk of ‘maturity’
and ‘responsibility’ as important criteria for youthful drivers. These are difficult to define objectively
and to apply consistently. The actual rating variables, age, gender, and marital status, may be proxies
for the underlying sources of cost variation. Maturity might be a more accurate variable, but it is
not practical.
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Another important practical consideration is administrative expense. The cost of obtaining and verifying information may exceed the value of the additional accuracy.
Another practical consideration, alluded to above,
is verifiability. If insureds know that they can pay
lower premiums by lying, a certain percentage of
them will do so. The effect is to cause honest insureds
to pay more than they should, to make up for the dishonest insureds that pay less than they should. There
are practical trade-offs among verifiability, administrative expense, and accuracy. Few rating variables
are free from manipulation by insureds. Insureds supply most insurance rating information and insurers
verify it only to a limited extent. At some point, the
expense saved by relying upon unverified information
is outweighed by its inaccuracy. In practice, variables
are added, at a tolerable cost, as long as they result
in improved overall accuracy.
There are several other practical considerations
in selecting rating variables. The variables should
be intuitively related to costs. Age, in life insurance, is intuitively related (i.e. older people are more
likely to die). Age in automobile insurance is less
so. Younger operators may tend to be more reckless
and older operators may tend to be less observant,
but the correlation between age and these factors
is less precise than with mortality. Intuitive relationships also improve acceptability, which will be
discussed below.
When faced with the cost-verifiability issue, it is
often better to use measures that are available for
another purpose. If the variable is used only for
insurance rating, it is more likely to be manipulated
and it may be more difficult to verify. Payroll and
sales records, for example, are kept for other purposes, such as taxation. These may be manipulated
for those purposes, as well as insurance purposes, but
such manipulation may be discouraged by the risk of
criminal penalties or adverse relations with suppliers
or bankers.
Yet another practical consideration is the avoidance of extreme discontinuities. If Group A’s rate is
$100 and Group B’s rate is $300, a Group B insured
may obtain a significant premium reduction by qualifying for Group A rates. Thus, the incentive to cheat
and the expense to verify will be higher if there are
fewer classes, with larger differences in premiums.
It may be difficult in practice, however, to construct
gradual changes in rates because there may be very

4

Risk Classification, Practical Aspects

small numbers of very high-cost insureds. Thus, for
credibility purposes, there may be fewer classes, with
widely differing rates.

Social Criteria
So far in this section, we have discussed the actuarial
goals of classification and some of the operational difficulties. Another limitation on classification is ‘social
acceptability’ or social considerations. A number of
key issues, such as ‘causality,’ ‘controllability,’ and
‘affordability’ have been the subject of public debate.
We shall now briefly describe some of the public concerns.
Privacy is an important concern. People often
are reluctant to disclose personal information. This
affects accuracy of classification, verifiability, and
administrative cost. In automobile insurance, for
example, a psychological or behavioral profile might
be strongly correlated with claims cost (it might also
be expensive to obtain). Many people might resist this
intrusiveness, however. Although Insurer A might
achieve a more accurate rating system by using a
psychological profile, the company might not obtain
a sufficient amount of business. Insureds may choose
to pay more to avoid disclosing personal information.
‘Causality’ implies an intuitive relationship to
insurance costs. Assume there is some rating variable,
X, which divides insureds into Groups A, B, C, and so
on. The rating variable is correlated with costs if the
mean costs for the various groups are significantly
different. There may be other variables for which
there are similar correlations. The ‘real’ reason for
the differences in costs may be some entirely different
variable or combination of variables. Nevertheless, X
is correlated to the cost of providing insurance. X may
be a proxy for the ‘real’ cost difference.
‘Causality’ implies a closer relationship to costs
than correlation. Mileage in automobile insurance
might be considered a causal variable; the more
miles a driver drives, the higher the cost of insurance should be (other things being equal). Loss costs
can be divided into claim frequency and average
claim cost. ‘Causal’ variables, then, could be considered to be directly related to claim frequency or
average claim cost. Automobile mileage, presumably,
is proportional to claim frequency. Proximity to fire
protection, in fire insurance, may be inversely proportional to the average claim cost.

Unfortunately, however, the categorization of variables as ‘causal’ or ‘noncausal” is ambiguous. With
automobile insurance, for example, where and when
one drives may be more relevant to costs than
mileage. Driving in a large city, with more vehicles,
more intersections, and more distractions is probably
more hazardous than driving in rural areas. Driving at
night or when tired or drunk may be more hazardous
than driving in daytime or when fully rested or sober.
From an actuarial point of view, correlated variables
provide more accurate premiums and are thus more
desirable in a competitive market place. Eliminating
correlated ‘noncausal’ variables may produce a less
accurate rating system and cause certain market corrections. Those will be discussed later.
‘Controllability’ may be a desirable rating-variable
characteristic. A controllable variable is one that
is under the control of the insured. If the insured
moderates behavior in a certain way, premiums will
be reduced. For example, by installing burglar alarms,
the insured reduces claims cost potential and should
receive some discount. The use of controllable rating
variables encourages accident prevention.
From a practical viewpoint, there may not be
very many useful controllable variables. The make
and model of an automobile in physical damage
insurance is controllable. Geographical location is
controllable in a broad sense, but not very useful in
making day-to-day or short-term decisions. Moving
a warehouse or petroleum refinery is not practical;
nevertheless, the decision to locate a structure is
controllable and insurance costs may be a factor
in the decision. Driver-training course credits for
automobile insurance are also controllable, but most
people may qualify for them, reducing the effect of
this variable on rate variations.
Controllable variables may increase administrative
costs. If the insured has control over premium costs,
the insured can manipulate the rating system and
insurers may require verification. As with ‘causality’,
‘controllability’ is a useful concept, but there is a
shortage of usable rating variables that may apply.
Another social consideration is ‘affordability’. In
the context of risk classification, it usually arises
where classification schemes are more refined, with
the attendant spreading of rates. Thus, high rates are
often seen as causing affordability problems (even
if, for example, the high rate is generated by a
youthful operator driving a Corvette in New York
City). Another example is the correlation of incomes

Risk Classification, Practical Aspects
and insurance rates. In automobile insurance, rates
are often highest in urban areas, where, allegedly,
most poor people live. In reality, wealthy people also
live in urban areas and poor people live in rural
areas; youthful drivers who can afford any car or
a high-priced car probably are not poor. Thus both
high rates, per se, and higher rates for lower-income
groups pose an affordability concern.
Another aspect of the affordability issue is the
necessity of insurance. Many jurisdictions require
automobile liability insurance. Most mortgagors
require property insurance (see Property Insurance – Personal). Of course, owning a car or a house
is optional. Still another aspect of affordability is
availability. If rates are arbitrarily leveled or reduced
below cost, the market may not voluntarily provide
coverage. Thus, rates may be ‘affordable’ but insurers
may be very reluctant to insure people at those rates.
Except for the affordability issue, these social
issues are based on accuracy arguments. The basic
limitations on accuracy are the competitiveness of
the insurance industry and the credibility of the cost
information. These factors are related in some cases.
As long as the insurance industry is competitive, there
are incentives (profitability, solvency) to price individual insureds accurately. These incentives may be
minimal, however, for small groups of heterogeneous
insureds. Restrictions on competition are unlikely to
produce a more accurate rating system. The ramifications of restrictions will be discussed after a brief
review of legal considerations.

Legal Criteria
Legislatures and regulators may decide that certain
rating variables cannot be used, even though they may
meet some of the criteria listed above. For example,
racial classifications may be explicitly banned for
life insurance and health insurance, even though
demographic statistics show different mortality and
morbidity rates among races. The spread of rates or
rating variables also may be limited. For example, the
maximum rate differential between two geographical
areas may be limited to a factor of 2 or 5. As a
variant of this approach, regulators may specify that
rate differentials must be estimated in a particular
order. These restrictions may apply to a given type
of insurance or a specific jurisdiction.
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Ramifications of Restrictions
Rating variables may be either abolished or constrained. The following discussion assumes that there
has been abolition; generally, the consequences of
constraint will be similar, but less extreme. Insurers can react in three ways: pricing, marketing, and
underwriting. In pricing, they can try to find replacement variables. As stated above, there may not be
many variables that are suitable, given the above actuarial, operational, and social criteria. Insurers do have
incentives to create better variables; they may thus
consider the current ones to be the best available.
If no replacement variables are found, rates will be
leveled and subsidies created. For example, if Group
A’s cost is $50 and Group B’s cost is $150, but the
distinction between them cannot be used in rating,
both groups may pay $100. Group A would be overcharged by $50 and Group B would be subsidized
by $50.
The effect of abolishing rating variables in a competitive market is to create availability problems,
unless there are suitable replacement variables. Insurers may withdraw from marketing the coverage to
certain groups or refuse to insure them. This will produce, most likely, a larger residual market. Residual
markets, such as assigned risk plans in automobile
insurance, exist to provide insurance to those not
voluntarily insured. Abolition of variables may also
affect insurer profitability and solvency. If an insurer,
in the above example, has a large percentage of Group
B business, it will need to raise its rates or else it
will be unprofitable. If it raises its rates, it may drive
more of its better business to competitors who have
lower rates; this will further increase its costs and
require a further rate increase. Eventually, solvency
may be threatened.
Abolition of rating variables has social consequences, as well. To some extent, abolition will
create subsidies. Insurers may voluntarily insure
underpriced groups. Otherwise, residual markets will
expand; since most residual markets are subsidized by
the voluntary market, subsidies will be created. Such
subsidies, deriving from legislation, are a tax-in-kind.
Certain insureds pay more for insurance than they
otherwise would have, while others pay less. There is
a redistribution of income from the disfavored group
to the favored group.
In addition to the subsidies, abolition of rating
variables can reduce accident prevention incentives.
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That is, to the extent accurate pricing promotes accident prevention, less accurate pricing reduces it.
Thus, the abolition of rating variables probably
will reduce the accuracy of the rating system, which
either creates subsidies or else produces availability
problems. In either case, accident prevention incentives are reduced.
A competitive market tends to produce more
refined classifications and accurate premiums. Competition may be limited, however, when the premium
volume for a group is small or where there is significant heterogeneity in costs within the group. Most of

the social criteria are based on concepts of accuracy.
The abolition of certain rating variables likely will
reduce rating accuracy, as well as create subsidies or
availability problems. The inaccuracy in the current
rating systems is primarily determined by the level
of competition and the statistical difficulty of rating
small groups of insureds.

(See also Premium Principles; Ratemaking)
ROBERT J. FINGER

Risk Measures
Introduction
The literature on risk is vast (the academic disciplines
involved are, for instance, investment and finance,
economics, operations research, management science,
decision theory, and psychology). So is the literature
on risk measures. This contribution concentrates on
financial risks and on financial risk measures (this
excludes the literature on perceived risk (the risk
of lotteries perceived by subjects) [5], the literature
dealing with the psychology of risk judgments [33],
and also the literature on inequality measurement [28,
Section 2.2]). We assume that the financial consequences of economic activities can be quantified
on the basis of a random variable X. This random
variable may represent, for instance, the absolute or
relative change (return) of the market or book value
of an investment, the periodic profit or the return
on capital of a company (bank, insurance, industry), the accumulated claims over a period for a
collective of the insured, or the accumulated loss
for a portfolio of credit risks. In general, we look
at financial positions where the random variable X
can have positive (gains) as well as negative (losses)
realizations. Pure loss situations can be analyzed by
considering the random variable S := −X ≥ 0. Usually, only process risk is considered ([3, p. 207] refers
to model-dependent measures of risk), in some cases,
parameter risk is also taken into account (model-free
measures of risk) (for model risk in general refer [6,
Chapter 15]).

Risk as a Primitive (See [5] for this
Terminology)
Measuring risk and measuring preferences is not
the same. When ordering preferences, activities, for
example, alternatives A and B with financial consequences XA and XB , are compared in order of
preference under conditions of risk. A preference
order A  B means that A is preferred to B. This
order is represented by a preference function  with
A  B ⇔ (XA ) > (XB ). In contrast, a risk order
A R B means that A is riskier than B and is represented by a function R with A R B ⇔ R(XA ) >
R(XB ). Every such function R is called a risk measurement function or simply a risk measure.

A preference model can be developed without
explicitly invoking a notion of risk. This, for instance,
is the case for expected (or von Neumann/Morgenstern) utility theory. On the other hand, one can
establish a preference order by combining a risk
measure R with a measure of value V and specifying a (suitable) trade-off function H between risk
and value, that is, (X) = H [R(X), V (X)]. The
traditional example is the Markowitz portfolio theory, where R(X) = Var(X), the variance of X, and
V (X) = E(X), the expected value of X. For such
a risk-value model, (see [32] for this terminology)
it is an important question whether it is consistent
(implies the same preference order) with, for example, expected utility theory. As we focus on risk measures, we will not discuss such consistency results
(e.g. whether the Markowitz portfolio theory is consistent with the expected utility theory) and refer to
the relevant literature (for a survey, see [32]).

Two Types of Risk Measures
The vast number of (financial) risk measures in the
literature can be broadly divided into two categories:
1. Risk as the magnitude of deviations from a target.
2. Risk as a capital (or premium) requirement.
In many central cases, there is an intuitive correspondence between these two ways of looking at risk.
Addition of E(X) to a risk measure of the second kind
will induce a risk measure of the first kind and vice
versa. The formal aspects of this correspondence will
be discussed in the Section ‘The System of Rockafellar/Uryasev/Zabarankin (RUZ) for Expectationbounded Risk Measures’ and some specific examples
are given in Sections ‘Risk as the Magnitude of Deviation from a Target’ and ‘Risk as Necessary Capital
or Necessary Premium’.

Risk Measures and Utility Theory
As the expected utility theory is the standard theory
for decisions under risk, one may ask the question, whether there are conceptions of risk that can
be derived from the utility theory. Formally, the
corresponding preference function is of the form
(X) = E[u(X)], where u denotes the utility function (specific to every decision maker). The form of
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the preference function implies that there is no separate measurement of risk or value within the utility
theory, both aspects are considered simultaneously.
However, is it possible to derive an explicit risk measure for a specified utility function? An answer is
given by the contribution [21] of Jia and Dyer introducing the following standard measure of risk :
R(X) = −E[u(X − E(X))].

(1)

Risk, therefore, corresponds to the negative expected
utility of the transformed random variable X − E(X),
which makes risk measurement location-free. Specific risk measures are obtained for specific utility
functions. Using, for instance, the utility function
u(x) = ax − bx 2 , we obtain the variance
Var(X) = E[(X − E(X))2 ]

(2)

as the corresponding risk measure. From a cubic
utility function u(x) = ax − bx 2 + cx 3 , we obtain
the risk measure
Var(X) − cM3 (X),

(3)

where the variance is corrected by the magnitude of
the third central moment M3 (X) = E[(X − E(X))3 ].
Applying the utility function u(x) = ax − |x|, we
obtain the risk measure mean absolute deviation
(MAD)
MAD(X) = E[|X − E(X)|].
(4)
In addition (under a condition of risk independence),
the approach of Jia and Dyer is compatible with riskvalue models.

Axiomatic Characterizations of Risk
Measures
The System of Pedersen and Satchell (PS)
In the literature, there are a number of axiomatic
systems for risk measures. We begin with the system
of PS [28]. The axioms are
(PS 1) (nonnegativity)
R(X) ≥ 0
(PS 2) (positive homogeneity) R(cX) = cR(X)
for c ≥ 0
(PS 3) (subadditivity)
R(X1 + X2 )
≤ R(X1 ) + R(X2 )
(PS 4) (shift-invariance)
R(X + c) ≤ R(X)
for all c.

Paderson and Satchell understand risk as deviation
from a location measure, so R(X) ≥ 0 is a natural
requirement. Homogeneity (PS 2) implies that the
risk of a certain multiple of a basic financial position
is identical with the corresponding multiple of the risk
of the basic position. Subadditivity (PS 3) requires
that the risk of a combined position is, as a rule, less
than the sum of the risks of the separate positions
(see [3, p. 209] for a number of additional arguments
for the validity of subadditivity). This allows for
diversification effects in the investment context and
for pooling-of-risks effects in the insurance context.
Shift-invariance (PS 4) makes the measure invariant
to the addition of a constant to the random variable,
which corresponds to the location-free conception of
risk. (PS 2) and (PS 3) together imply that zero risk is
assigned to constant random variables. Also, (PS 2)
and (PS 4) together imply that the risk measure is
convex, which assures, for instance, compatibility
to second-order stochastic dominance. As risk is
understood to be location-free by PS, their system of
axioms is ideally suited for examining risk measures
of the first kind for attributes of goodness (see Section
‘Properties of Goodness’).

The System of Artzner/Delbaen/Eber/Heath
(ADEH)
The system of ADEH [3] has been a very influential approach. In addition to subadditivity (ADEH
1) and positive homogeneity (ADEH 2), they postulate the axioms (in contrast to [3], we assume a
risk-free interest rate r = 0, to simplify notation)
(remember that profit positions, not claims positions,
are considered):
(ADEH 3) (translation
R(X + c) = R(X) + c
invariance)
for all c
(ADEH 4) (monotonicity) X ≤ Y ⇒ R(Y ) ≤ R(X).
A risk measure satisfying these four axioms is called
coherent. In the case of R(X) ≥ 0, we can understand
R(X) as (minimal) additional capital necessary to be
added to the risky position X in order to establish a
‘riskless position’ (and to satisfy regulatory standards
for instance). Indeed, (ADEH 3) results in R(X −
R(X)) = 0. In the case R(X) < 0, the amount |R(X)|
can be withdrawn without endangering safety or
violating the regulatory standards respectively. In
general, (ADEH 3) implies that adding a sure amount
to the initial position decreases risk to that amount.

Risk Measures
Monotonicity means that if X(ω) ≤ Y (ω) for every
state of nature, then X is riskier because of the higher
loss potential.
In [3], the authors not only consider ([3] suppose
that the underlying probability space is finite, extensions to general probability measures are given in [7])
the distribution-based case but also the situation of
uncertainty, in which no probability measure is given
a priori. They are able to provide a representation
theorem (giving up the requirement of homogeneity [12, 13], introduce convex measures of risk, and
are able to obtain an extended representation theorem) for coherent risk measures in this case.
Obviously, the system of axioms of ADEH is
ideally suited for examining risk measures of the
second kind for attributes of goodness. In general, the risk measures R(X) = E(−X) and R(X) =
max(−X), the maximal loss, are coherent risk measures. This implies that even if the coherency conditions may (see [14, 15], which are very critical about
the uncritical use of coherent risk measures disregarding the concrete practical situation) impose relevant conditions for ‘reasonable’ risk measures, not
all coherent risk measures must be reasonable (e.g.
in the context of insurance premiums, see Section
‘Axioms for Premium Principles and the System of
Wang/Young/Panjer (WYP)’).

The System of Rockafellar/Uryasev/Zabarankin
(RUZ) for Expectation-bounded Risk Measures
RUZ [31] develop a second system of axioms for
risks of the second kind. They impose the conditions
(ADEH 1–3) and the additional condition
(RUZ) (expectation-boundedness) R(X) > E(−X)
for all nonconstant X and R(X) = E(−X)
for all constant X.
Risk measures satisfying these conditions are called
expectation-bounded. If, in addition, monotonicity
(ADEH 4) is satisfied, then we have an expectationbounded coherent risk measure.
The basic idea of RUZ is that applying a risk
measure of the second kind not to X, but to X −
E(X) will induce (only R(X) ≥ E(−X) then guarantees (PS 1)) a risk measure of the first kind and
vice versa. Formally, there is a one-to-one correspondence between expectation-bounded risk measures and risk measures (of the first kind) satisfying a slightly sharper version of the PS system of
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axioms. A standard example for this correspondence
is RI (X) = bσ (X) for b > 0 and RII (X) = bσ (X) −
E(X). (RII (X), however, is not coherent, see [3,
p. 210]. This is the main motivation for RUZ for
their distinction between coherent and noncoherent
expectation-bounded risk measures) (in case of pure
loss variables S := −X ≥ 0, this correspondence is
RII (S) = E(S) + aσ (S), which is more intuitive)

Axioms for Premium Principles and the System of
Wang/Young/Panjer (WYP)
In the following text, we concentrate on the insurance context (disregarding operative expenses and
investment income). Two central tasks of insurance
risk management are the calculation of risk premiums π and the calculation of the risk capital C
or solvency. In contrast to the banking or investment case respectively, both premiums and capital can be used to finance the accumulated claims
S ≥ 0. So we have to consider two cases. If we
assume that the premium π is given (e.g. determined by market forces), we only have to determine
the (additional) risk capital necessary and we are
in the situation mentioned in the Section ‘The System of Rockafellar/Uryasev/Zabarankin (RUZ) for
Expectation-bounded Risk Measures’ when we look
at X := C0 + π − S, where C0 is an initial capital.
A second application is the calculation of the
risk premium. Here, the capital available is typically
not taken into consideration. This leads to the topic
of premium principles π (see Premium Principles) that assign a risk premium π(S) ≥ 0 to every
claim variable S ≥ 0. Considering the risk of the
first kind, especially deviations from E(S), one systematically obtains premium principles of the form
π(S) := E(S) + aR(S), where aR(S) is the risk loading. Considering on the other hand, the risk of the
second kind and interpreting R(X) as the (minimal)
premium necessary to cover the risk X := −S, one
systematically obtains premium principles of the form
π(S) := R(−S).
In mathematical risk theory, a number of requirements (axioms) for reasonable premium principles
exist (see [16]). Elementary requirements are π(S) >
E(S) and π(S) < max(S), the no-rip-off condition.
Translation invariance is treated as well as positive homogeneity. Finally, subadditivity is regarded,
although with the important difference ([14, 15] stress
this point) that subadditivity is required only for independent risks.
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A closed system of axioms for premiums in a competitive insurance market is introduced by WYP [39].
They require monotonicity, certain continuity properties, and a condition related to comonotonicity.
(WYP) (comonotone additivity) X, Y comonotone
(i.e. there is a random variable Z and
monotone functions f and g, with X =
f (Z)
and
Y = g(Z)) ⇒ π(X + Y )
= π(X) + π(Y ).
Under certain additional conditions, WYP are able to
prove the validity of the following representation for
π:
 ∞
g(1 − F (x)) dx.
(5)
π(X) =
0

Here, F is the distribution function of X and g
is an increasing function (distortion function) with
g(0) = 0 and g(1) = 1.
Another central result is that for any concave
function, the resulting premium principle π(X)
will be a coherent risk measure (see [41, p. 339]
and [7, p. 15]). This means that, in addition, we
have obtained an explicit method of constructing
coherent risk measures (for gain/loss positions X,
a corresponding result is existing, see Section
‘Distorted Risk Measures’).

Risk as the Magnitude of Deviation from a
Target
Two-sided Risk Measures
In the following, the expected value will be considered as the relevant target. Two-sided risk measures
measure the magnitude of the distance (in both directions) from the realizations of X to E(X). Different
functions of distance lead to different risk measures. Looking, for instance, at quadratic deviations
(volatility), this leads to the risk measure variance
according to (2) or to the risk measure standard deviation respectively by taking the root, that is,

(6)
σ (X) = + Var(X).
Variance or standard deviation respectively have been
the traditional risk measures in economics and finance
since the pioneering work of Markowitz [25, 26].
These risk measures exhibit a number of nice technical properties. For instance, the variance of a portfolio

return is the sum of the variances and covariances of
the individual returns. Furthermore, the variance is
used as a standard optimization function (quadratic
optimization). Finally, there is a well-established statistical tool kit for estimating variance and the variance/covariance matrix respectively.
On the other hand, a two-sided measure contradicts the intuitive notion of risk that only negative
deviations are dangerous; it is downside risk that
matters. In addition, variance does not account for
fat tails of the underlying distribution and for the
corresponding tail risk. This leads to the proposition
(see [4, p. 56]) to include higher (normalized) central
moments, as, for example, skewness and kurtosis into
the analysis to assess risk more properly. An example
is the risk measure (3) considered by Jia and Dyer.
Considering the absolute deviation as a measure
of distance, we obtain the MAD measure according
to (4) or the more general risk measures
R(X) = E[|X − E(X)|k ] respectively

(7a)

R(X) = E[|X − E(X)| ]

(7b)

k 1/k

.

The latter risk measure is considered by Kijima and
Ohnishi [23].
More generally, RUZ [31] define a function
f (x) = ax for x ≥ 0 and f (x) = b|x| for x ≤ 0
respectively with coefficients a, b ≥ 0 and consider
the risk measure (R(X − E(X)) is (only) coherent
for a = 0 and b ≥ 1 as well as for k = 1, see [31])
(k ≥ 1)
R(X) = E[f (X − E(X))k ]1/k .

(8)

This risk measure of the first kind allows for a different weighting of positive and negative deviations
from the expected value and was already considered
by Kijima and Ohnishi [23].

Measures of Shortfall Risk
Measures of shortfall risk are one-sided risk measures
and measure the shortfall risk (downside risk) relative
to a target variable. This may be the expected value,
but in general, it is an arbitrary deterministic target z
(target gain, target return, minimal acceptable return)
or even a stochastic benchmark (see [4, p. 51]).
A general class of risk measures is the class of
lower partial moments of degree k (k = 0, 1, 2, . . .)
LPM k (z; X) := E[max(z − X, 0)k ],

(9a)

Risk Measures
or, in normalized form (k ≥ 2)
R(X) = LPM k (z; X)1/k .

(9b)

Risk measures of type (9a) are studied by Fishburn [10].
Basic cases, playing an important role in applications, are obtained for k = 0, 1, and 2. These are the
shortfall probability
SP z (X) = P (X ≤ z) = F (z),

(10)

the expected shortfall
SE z (X) = E[max(z − X, 0)]

(11)

5

be obtained in the context of the section on distorted
risk measures
when applying the distortion function
√
g(x) = x (and subsequently subtracting E(S) to
obtain a risk measure of the first kind):
 ∞
1 − F (s) ds − E(S).
(17)
R(S) =
0

This is the right-tail deviation considered by
Wang [37].
Despite the advantage of corresponding closer to
an intuitive notion of risk, shortfall measures have the
disadvantage that they lead to greater technical problems with respect to the disaggregation of portfolio
risk, optimization, and statistical identification.

and the shortfall variance
SV z (X) = E[max(z − X, 0)2 ]

(12a)

Classes of Risk Measures

(12b)

Stone (1993) defines a general three-parameter class
of risk measures of the form
 z
1/k
R(X) =
(|x − c|)k f (x) dx
(18)

as well as the shortfall standard deviation
SSD z (X) = E[max(z − X, 0)2 ]1/2 .

Variations are obtained for z = E(X), for example,
lower-semi-absolute deviation (LSAD), as considered
by Ogryczak and Ruszczynski [27] and Gotoh and
Konno [17], that is
R(X) = E[max{E(X) − X, 0}],

(13)

the semivariance
R(X) = E[max{E(X) − X, 0}2 ]

(14)

and the semistandard deviation
R(X) = E[max{E(X) − X, 0}2 ]1/2 .

(15)

Another variation of interest is to consider conditional measures of shortfall risk. An important
example is the mean excess loss (conditional shortfall
expectation)
MELz (X) = E(z − X|X ≤ z) =

SE z (X)
,
SP z (X)

(16)

the average shortfall under the condition that a shortfall occurs. The MEL can be considered (for an
application to the worst-case risk of a stock investment see [2]) as a kind of worst-case risk measure.
In an insurance context, the MEL is considered
in the form MELz (S) = E[S − z|S ≥ z] for an accumulated claim variable S := −X ≥ 0 to obtain an
appropriate measure of the right-tail risk (see [40,
p. 110]). Another measure of the right-tail risk can

−∞

with the parameters z, k, and c. The class of Stone
contains, for example, the standard deviation, the
semistandard deviation, the mean absolute deviation,
as well as Kijima and Ohnishi’s risk measure (7b).
More generally, Pedersen and Satchell [28] consider the following five-parameter class of risk measures:
b
 z
a
(|x − c|) w[F (y)]f (y) dy , (19)
R(X) =
−∞

containing Stone’s class as well as the variance, the
semivariance, the lower partial moments (9a) and
(9b), and additional risk measures from literature
as well.

Properties of Goodness
The following risk measures of the first kind satisfy the axioms of Pedersen and Satchell as considered in the Section ‘The System of Pedersen
and Satchell (PS)’: standard deviation, MAD, LPMk
(z, X)1/k for z = E(X), semistandard deviation, and
Kijima/Ohnishi’s risk measures (7b) and (8). In addition, Pedersen and Satchell give a complete characterization of their family of risk measures according to
the Section ‘Classes of Risk Measures’ with respect
to their system of axioms.
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Risk as Necessary Capital or Necessary
Premium

worst cases into account. Beyond this, a number of
additional criticisms are to be found in the literature
(see [34, p. 1260]).

Value-at-risk
Perhaps the most popular risk measure of the second
kind is value-at-risk (see [8, 22]). In the following,
we concentrate on the management of market risks
(in the context of credit risks, see [8, Chapter 9] and
[22, Chapter 13]). If we define Vt as the market value
of a financial position at time t, L := vt − Vt+h is
the potential periodic loss of the financial position
over the time interval [t, t + h]. We then define the
value-at-risk VaRα = VaR(α; h) at confidence level
0 < α < 1 by the requirement
P (L > VaRα ) = α.

(20)

An intuitive interpretation of the value-at-risk is that
of a probable maximum loss (PML) or more concrete, a 100(1 − α)% maximal loss, because P (L ≤
VaRα ) = 1 − α, which means that in 100(1 − α)%
of the cases, the loss is smaller or equal to VaRα .
Interpreting the value-at-risk as necessary underlying
capital to bear risk, relation (20) implies that this capital will, on average, not be exhausted in 100(1 − α)%
of the cases. Obviously, the value-at-risk is identical
to the (1 − α)-quantile of the loss distribution, that
is, VaRα = F −1 (1 − α), where F is the distribution
of L. In addition, one can apply the VaR concept
to L − E(L) instead of L, which results in a risk
measure of type I. (Partially, VaR is directly defined
this way, e.g. [44, p. 252]. Reference [8, pp. 40–41]
speaks of VaR ‘relative to the mean’ as opposed to
VaR in ‘absolute dollar terms’).
Value-at-risk satisfies a number of goodness criteria. With respect to the axioms of Artzner et al.,
it satisfies monotonicity, positive homogeneity, and
translation invariance. In addition, it possesses the
properties of law invariance and comonotone additivity (see [35, p. 1521]).
As a main disadvantage, however, the VaR lacks
subadditivity and therefore is not a coherent risk measure in the general case. This was the main motivation
for establishing the postulate of coherent risk measures. However, for special classes of distributions,
the VaR is coherent, for instance, (for the general
case of elliptical distributions, see [9, p. 190]) for the
class of normal distributions (as long as the confidence level is α < 0.5). Moreover, the VaR does not
take the severity of potential losses in the 100α%

Conditional Value-at-risk
The risk measure conditional value-at-risk at the
confidence level α is defined (we define the risk
measure in terms of L for a better comparison to
VaR) by
CVaRα (L) = E[L|L > VaRα ].

(21)

On the basis of the interpretation of the VaR as a
100(1 − α)%-maximum loss, the CVaR can be interpreted as the average maximal loss in the worst
100α% cases. The CVaR as defined in (21) is a coherent risk measure in case of the existence of a density
function, but not in general (see [1]). In the general
case, therefore, one has to consider alternative risk
measures like the expected shortfall or equivalent risk
measures, when coherency is to be ensured. (In the
literature, a number of closely related risk measures
like expected shortfall, conditional tail expectation,
tail mean, and expected regret have been developed,
satisfying, in addition, a number of different characterizations. We refer to [1, 19, 20, 24, 29, 30, 34, 35,
42, 43].)
The CVaR satisfies the decomposition
CVaRα (L) = VaRα (L) + E[L − VaRα |L > VaRα ],
(22)
that is, the CVaR is the sum of the VaR and the mean
excess over the VaR in case there is such an excess.
This implies that the CVaR will always lead to a risk
level that is at least as high as measured with the VaR.
The CVaR is not lacking criticism, either. For
instance, Hürlimann [20, pp. 245 ff.], on the basis of
extensive numerical comparisons, comes to the conclusion that the CVaR is not consistent with increasing tail thickness.

Lower Partial Moments
Fischer [11] proves the fact that the following risk
measures are coherent for 0 ≤ a ≤ 1, k ≥ 1:
R(X) = −E(X) + aLPMk (E(X); X)1/k .

(23)

This again is an example for the one-to-one correspondence between risk measures of the first and the
second kind according to RUZ [31].

Risk Measures

Distorted Risk Measures
We refer to the system of axioms of Wang/Young/
Panjer in the Section ‘Axioms for Premium Principles
and the System of Wang/Young/Panjer (WYP)’, but
now we are looking at general gain/loss distributions.
In case g: [0, 1] → [0, 1] is an increasing distortion
function with g(0) = 0 and g(1) = 1, the transformation F ∗ (x) = g(F (x)) defines a distorted distribution
function. We now consider the following risk measure
for a random variable X with distribution function F :
 0
E∗ (X) = −
g(F (x)) dx


−∞

+

∞

[1 − g(F (x))] dx.

(24)

0

The risk measure therefore is the expected value
of X under the transformed distribution F ∗ . The
CVaR corresponds to the distortion function g(u) = 0
for u < α and g(u) = (u − α)/(1 − α) for u ≥ α,
which is continuous but nondifferentiable in u = α.
Generally, the CVaR and the VaR only consider
informations from the distribution function for u ≥ α;
the informations in the distribution function for u < α
are lost. This is the criticism of Wang [38], who
proposes the use of alternative distortion functions,
for example, the Beta family of distortion functions
(see [41, p. 341]) or the Wang transform (a more
complex distortion function is considered by [36],
leading to risk measures giving different weight to
‘upside’ and ‘downside’ risk).

Selected Additional Approaches
Capital Market–Related Approaches
In the framework of the Capital Asset Pricing Model
(CAPM), the β-factor
β(R, RM ) =

Cov(R, RM )
ρ(R, RM )σ (R)
=
(25)
Var(RM )
σ (RM )

where RM is the return of the market portfolio and R
the return of an arbitrary portfolio, is considered to
be the relevant risk measure, as only the systematic
risk and not the entire portfolio risk is valued by
the market.

Tracking Error and Active Risk
In the context of passive (tracking) or active portfolio
management with respect to a benchmark portfolio

7

with return RB , the quantity σ (R − RB ) is defined
(see [18, p. 39]) as tracking error or as active risk
of an arbitrary portfolio with return R. Therefore,
the risk measure considered is the standard deviation,
however, in a specific context.

Ruin Probability
In an insurance context, the risk-reserve process of an
insurance company is given by Rt = R0 + Pt − St ,
where R0 denotes the initial reserve, Pt the accumulated premium over [0, t], and St the accumulated claims over [0, t]. The ruin probability (see
Ruin Theory) is defined as the probability that during a specific (finite or infinite) time horizon, the
risk-reserve process becomes negative, that is, the
company is (technically) ruined. Therefore, the ruin
probability is a dynamic variant of the shortfall probability (relative to target zero).
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Szegö, G. (2002). Measures of risk, Journal of Banking
and Finance 26, 1253–1272.
Tasche, D. (2002). Expected shortfall and beyond, Journal of Banking and Finance 26, 1519–1533.
Van der Hoek, J. & Sherris, M. (2001). A class of nonexpected utility risk measures and implications for asset
allocations, Insurance: Mathematics and Economics 29,
69–82.
Wang, S.S. (1998). An actuarial index of the right–tail
risk, North American Actuarial Journal 2, 88–101.
Wang, S.S. (2002). A risk measure that goes beyond coherence, 12th AFIR International Colloquium, Mexico.
Wang, S.S., Young, V.R. & Panjer, H.H. (1997).
Axiomatic characterization of insurance prices, Insurance: Mathematics and Economics 21, 173–183.
Wirch, J.R. (1999). Raising value at risk, North American Actuarial Journal 3, 106–115.
Wirch, J.R. & Hardy, M.L. (1999). A synthesis of risk
measures for capital adequacy, Insurance: Mathematics
and Economics 25, 337–347.
Yamai, Y. & Yoshiba, T. (2002a). On the Validity
of Value-at-Risk: Comparative Analysis with Expected
Shortfall, Vol. 20, Institute for Monetary and Economic
Studies, Bank of Japan, Tokyo, January 2002, pp. 57–85.
Yamai, Y. & Yoshiba, T. (2002b). Comparative Analyses
of Expected Shortfall and Value-at-Risk: Their Estimation Error, Decomposition and Optimization, Vol. 20,
Institute for Monetary and Economic Studies, Bank of
Japan, Tokyo, January 2002, pp. 87–121.
Zagst, R. (2002). Interest Rate Management, Springer,
Berlin.

(See also Capital Allocation for P&C Insurers:
A Survey of Methods; Esscher Transform;
Mean Residual Lifetime; Parameter and Model
Uncertainty; Risk Statistics; Risk Utility Ranking;
Stochastic Orderings; Surplus in Life and Pension
Insurance; Time Series)
PETER ALBRECHT

Risk Utility Ranking
The insurance industry exists because its clients are
willing to pay a premium that is larger than the net
premium, that is, the mathematical expectation of
the insured loss. Utility theory is an economic theory
that explains why this happens. It postulates that
a rational decision-maker, generally without being
aware of it, attaches a transformed value u(w) to his
wealth w instead of just w, where u(·) is called his
utility function. If the decision-maker has to choose
between random losses X and Y , then he compares
E[u(w − X)] with E[u(w − Y )] and chooses the loss
with the highest expected utility. The pioneering
work in utility theory was done by Von Neumann and
Morgenstern [3] on the basis of an idea by Daniel
Bernoulli. They showed that, for decision-makers
behaving rationally, there is a utility function that
reproduces their preference ordering between risky
situations.
Numerous axiomatizations to operationalize rationality have been formulated. Let the binary relation 
on the space of all random fortunes denote the preferences of a certain decision-maker, hence X  Y if
and only if Y is preferred over X. Yaari [4] derives
expected utility theory from the following five axioms
about :
1. If X and Y are identically distributed, then both
X  Y and Y  X.
2.  is a complete weak order.
3. For all X, X̃, Y, Ỹ , an ε > 0 exists such that
from X  Y , but not Y  X, and d(X, X̃) < ε
as well as d(Y, Ỹ ) < ε, it follows that X̃  Ỹ .
Here,
 +∞ d is the Wasserstein distance d(U, V ) :=
−∞ |FU (t) − FV (t)| dt.
4. If FX ≥ FY , then X  Y .
5. If X  Y , then pFX + (1 − p)FZ  pFY + (1 −
p)FZ for any random variable Z.
By axiom 2, the order is reflexive, transitive, and
complete. Axiom 1 entails that the preferences only
depend on the probability distributions, because, by
transitivity, risks with the same cdf are preferred to
the same set of risks. Axiom 3 implies some form
of continuity, 4 implies that Y is preferred to X if it
is actually larger with probability one, and 5 states
that when random variables X and Y , with Y more
attractive than X, are mixed with any other random
variable Z, the result for Y is more attractive.

Starting from these five axioms about the preference order  of a decision-maker with current wealth
w, one can prove the existence of a nondecreasing
utility function u, unique up to positive linear transformations, such that for any pair of random variables
X and Y we have
X  Y ⇐⇒ E[u(w − X)] ≤ E[u(w − Y )].

(1)

If u is a concave increasing utility function, then by
Jensen’s
inequality,
E[u(w − X)] ≤ u(E[w −
X]) = u(w − E[X]). Hence, a decision-maker with
concave increasing utility will prefer the fixed loss
E[X] to the random loss X, so he is risk averse.
With this model, the insured with wealth w and
utility function u(·) is able to determine the maximum
premium he is prepared to pay for insuring a loss
X. If the premium equals P , his expected utility
will increase if E[u(w − X)] ≤ u(w − P ). Assuming
u(·) is a nondecreasing, continuous function, this
is equivalent to P ≤ P + , where P + denotes the
maximum premium to be paid. It is the solution
to the utility equilibrium equation E[u(w − X)] =
u(w − P + ). At the equilibrium, he is indifferent to
being insured or not.
The model applies to the other party involved as
well. The insurer, with his own utility function U
and initial wealth W , will insure the loss for any
premium P ≥ P − , where the minimum premium P −
solves the equilibrium equation U (W ) = E[U (W +
P − − X)]. If the insured’s maximum premium P +
is larger than the insurer’s minimum premium P − ,
both parties involved increase their utility if the actual
premium is between P − and P + .
By using the risk aversion coefficient, one can
approximate the maximum premium P + for a loss
X to be insured. Let µ and σ 2 denote the mean and
variance of X. Using the first terms in the Taylor
series expansion of u(·) in w − µ, we obtain
u(w − P + ) ≈ u(w − µ) + (µ − P + )u (w − µ);
u(w − X) ≈ u(w − µ) + (µ − X)u (w − µ)
+ 12 (µ − X)2 u (w − µ).

(2)

Defining the risk aversion coefficient of the utility
function u(·) at wealth w as r(w) = −u (w)/u (w),
the equilibrium equation yields
1
1 u (w − µ)
= µ + r(w − µ)σ 2 .
P+ ≈ µ − σ2
2 u (w − µ)
2
(3)
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From this approximation we see that the larger the
risk aversion coefficient, the higher the premium the
insured is willing to pay.
Some interesting utility functions are linear utility
u(w) = w, quadratic utility u(w) = −(α − w)2 (w ≤
α), exponential utility u(w) = −e−αw (α > 0), power
utility u(w) = w c (w > 0 and 0 < c ≤ 1), and logarithmic utility u(w) = log(α + w) (w > −α). Linear
utility leads to net premiums. Quadratic utility has an
increasing risk aversion, which means that one gets
more conservative in deciding upon a maximum premium as one gets richer. Exponential utility has a
constant risk aversion, and the maximal premiums to
be paid are not affected by the current wealth.
From a theoretical point of view, insurers are
often considered to be virtually risk neutral. So
for any risk X, disregarding additional costs, a
premium E[X] is sufficient. Therefore, E[U (W +
E[X] − X)] = U (W ) for any risk X, and U (·) is
linear.
As an example, suppose that a decision-maker
with an exponential utility function u(x) = −e−αx ,
with risk aversion α > 0, wants to insure a gamma(n,
1) distributed risk. One obtains

eαx , so the resulting premium is an Esscher premium with parameter α. This result was proven
in [1], p. 84.
It should be noted that expected utility does not
always adequately describe the behavior of decisionmakers. Since its formulation by Von Neumann and
Morgenstern, numerous arguments against it have
been put forward. For instance, the Allais paradox,
discussed in [2], is based on the fact that experiments
have shown that the attractivity of being in a complete, safe situation is stronger than expected utility
indicates.
An important implication of axiom 5 is that the
preference function is linear in the probabilities. A
modification of this axiom gives rise to the so-called
dual theory of choice under risk as considered by
Yaari [4]. Under the distorted expectation hypothesis,
each decision-maker is supposed to have a distortion
function g: [0, 1] → [0, 1] with g(0) = 0, g(1) = 1
and g(·) increasing. Writing F (x) = 1 − F (x) for the
decumulative distribution function, the value of the
risky situation is then measured by
 0
[1 − g(F X (x))] dx
Hg [X] = −


P

+

1
= log(E[eαX ])
α
 n
− log(1 − α)
=
α
∞

−∞

+∞

+

g(F X (x)) dx.

(5)

0

for 0 < α < 1,
for α ≥ 1,

(4)

and as log(1 − α) < −α, it follows that P + is larger
than the expected claim size n, so the insured is
willing to pay more than the net premium. The risk
proves to be uninsurable for α ≥ 1.
Sometimes it is desirable to express a premium
as an expectation, not of the original random variable, but of one with a transformed distribution. The
Esscher premium is an example of this technique,
where the original differential dF (x) is replaced by
one proportional to ehx dF (x). For h > 0, larger values have increased probability, leading to a premium
with a positive safety loading. The resulting premium
is E[XehX ]/E[ehX ]. There is an interesting connection
with standard utility theory. Indeed, for an exponential utility function u(x) = −e−αx , if a premium of
the form E[ϕ(X)X] is to be asked for some continuous increasing function ϕ with E[ϕ(X)] = 1, the
utility can be shown to be maximized if ϕ(x) ∝

A decision-maker is said to base his preferences on
the distorted expectations hypothesis if he maximizes
his distorted expectation of wealth. He prefers Y to X
if and only if Hg [X] ≤ Hg [Y ]. Note that in both types
of utility theories the decision-maker’s preferences
follow a risk measure.
The dual theory of choice under risk arises when
the utility axiom 5 is replaced by
5 . If Y is preferred to X, then so is Yp to Xp for
any p ∈ [0, 1], where the inverse decumulative
distribution functions of these random variables
are given by
−1

−1

−1

−1

−1

−1

F Xp (q) = pF X (q) + (1 − p)F Z (q),
F Yp (q) = pF Y (q) + (1 − p)F Z (q),

(6)

for any arbitrary random variable Z and 0 ≤
q ≤ 1.
In case g is convex, it follows that Hg [X] ≤
E[X] = Hg [E[X]]. So, the behavior of a risk averse

Risk Utility Ranking
decision-maker is described by a convex distortion
function.

[2]

[3]

References
[4]
[1]

Goovaerts, M.J., De Vijlder, F. & Haezendonck, J. (1984).
Insurance Premiums, North Holland, Amsterdam.

3

Kaas, R., Goovaerts, M.J., Dhaene, J. & Denuit, M.
(2001). Modern Actuarial Risk Theory, Kluwer Academic
Publishers, Dordrecht.
Von Neumann, J. & Morgenstern, O. (1947). Theory
of Games and Economic Behavior, Princeton University
Press, Princeton.
Yaari, M.E. (1987). The dual theory of choice under risk,
Econometrica 55, 95–115.

MARC J. GOOVAERTS & ROB KAAS

Stochastic Orderings
Introduction
Stochastic orders are binary relations defined on sets
of probability distributions, which formally describe
intuitive ideas like ‘being larger’, ‘being more variable’, or ‘being more dependent’. A large number of
orderings were introduced during the last decades,
mostly motivated by different areas of applications.
They gave rise to a huge amount of literature that
culminated with [29, 30, 34, 37].
One of the areas in which the theory of stochastic orderings demonstrates its wide applicability is
undoubtedly actuarial science. This is not surprising
since actuaries have to deal with various types of
risks, modeled with the help of random variables. In
their everyday life, they have to compare risks and
compute insurance premiums, reflecting their dangerousness. The easiest way to rank risky situations
certainly consists in computing some risk measure
and in ordering the random prospects accordingly.
In many situations however, even if a risk measure is reasonable in the context at hand, the values
of the associated parameters (probability levels for
Value-at-Risk and Tail-VaR, deductibles for stoploss premiums, and risk aversion coefficient for
exponential utility functions, . . .) are not fixed by
the problem. Therefore, actuaries may require much
more than simply looking at a particular risk measure: they could ask for a risk to be more favorable
than another for all values of the possible parameters of a given risk measure. This generates a partial
order (and no more a total one, i.e. the actuary cannot
order any pair of risks anymore) called a stochastic
ordering.
The interest of the actuarial literature in the
stochastic orderings, which originated in the seminal
papers [2, 3, 16], has been growing to such a point
that they have become one of the most important
tools to compare the riskiness of different random
situations. Examples and actuarial applications of the
theory of stochastic orderings of risks can also be
found in [19, 25, 27].

Integral Stochastic Orderings
Consider two n-dimensional random vectors X and
Y valued in a subset S of n . Many stochastic

orderings, denoted here by ∗ , can be defined by
reference to some class U∗ of measurable functions
φ: S →  by
X ∗ Y ⇐⇒ Eφ(X) ≤ Eφ(Y) ∀ φ ∈ U∗ ,

(1)

provided that the expectations exist. Orderings defined in this way are generally referred to as integral
stochastic orderings; see, for example [31]. Nevertheless, not all stochastic order relations are integral
stochastic orderings.
Among standard special cases of integral stochastic orderings, we mention the following examples:
•
•
•

usual stochastic order X ≤st Y if U∗ in (1) is the
set of all increasing functions;
convex order X ≤cx Y if U∗ in (1) is the set of
all convex functions;
increasing convex order X ≤icx Y if U∗ in (1) is
the set of all increasing convex functions.

The usual stochastic order compares the size of
the random vectors, whereas the convex order compares the variability of the random vectors. Increasing
convex order combines both features. This can easily
be seen from the following almost sure characterizations, which relate these orderings to the notion of
coupling and martingales:
•
•
•

X ≤st Y holds if and only if there are random
vectors 
X and 
Y with the same distributions as X
and Y satisfying 
X≤
Y a.s.;
X ≤cx Y holds if and only if there are random
vectors 
X and 
Y with the same distributions as X
and Y satisfying E[
Y|
X] = 
X a.s.;
X ≤icx Y holds if and only if there are random
vectors 
X and 
Y with the same distributions as X
and Y satisfying E[
Y|
X] ≥ 
X a.s.

In the univariate case, there are other simple characterizations. There X ≤st Y holds if and only if their
distribution functions FX and FY fulfil FX (t) ≥ FY (t)
for all real t. This is equivalent to requiring the
Value-at-Risks to be ordered for any probability
level. The inequality X ≤icx Y holds if and only
if E(X − t)+ ≤ E(Y − t)+ holds for all real t. In
an actuarial context, this means that for any stoploss contract with a retention t the pure premium
for the risk Y is larger than the one for the risk
X. Therefore, the increasing convex order is known
in actuarial literature as stop-loss order, denoted by
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X ≤sl Y . A sufficient condition for stop-loss order is
that the distribution functions only cross once, the
means being ordered. This famous result is often
referred to as Ohlin’s lemma, as it can be found
in [35].
The convex order X ≤cx Y holds if and only
if X ≤icx Y and in addition EX = EY . In actuarial sciences, this order is therefore also called
stop-loss order with equal means, sometimes denoted
as X ≤sl,= Y . Actuaries also developed the higher
degree stop-loss orders (see [20, 26] and the references therein) and the higher degree convex orders
(see [10]). All these univariate stochastic orderings
enjoy interesting interpretations in the framework of
expected utility theory.

Conditional Integral Stochastic Orderings
Sometimes it happens that one is interested in stochastic orderings which are preserved under the operation
of conditioning. If one requires that for X and Y , the
excesses over t [X − t|X > t] and [Y − t|Y > t] are
comparable with respect to usual stochastic ordering
for all t, then one is naturally lead to the hazard rate
order. The latter ordering naturally appears in life
insurance (since it boils down to compare mortality
rates. It also possesses an interesting interpretation in
reinsurance. In the latter context, [X − t|X > t] represents the amount paid by the reinsurer in a stop-loss
agreement, given that the retention is reached.
If [X|a ≤ X ≤ b] st [Y |a ≤ Y ≤ b] is also required for any interval [a, b], then the likelihood ratio
order is obtained. This corresponds to the situation
in which the claim amount is known to hit some
reinsurance layer [a, b]. Likelihood ratio order is a
powerful tool in parametric models.
Both hazard rate and likelihood orders cannot be
defined by a class of functions as described in (1).
We refer to [34] for formal definitions and properties
of them.

Properties of Integral Stochastic Orderings
A noteworthy feature of the integral stochastic orderings ∗ is that many of their properties can be
obtained directly from conditions satisfied by the
underlying class of functions U∗ . This approach, particularly powerful in the multivariate case, offers
an opportunity for a unified study of the various
orderings, and provides some insight into why some

of the properties do not hold for all stochastic
orderings.
Of course, there may be different classes of functions which generate the same integral stochastic
order. For checking X ∗ Y it is desirable to have
‘small’ generators, whereas ‘large’ generators are
interesting for applications. From an analytical point
of view, this consists, in fact, in restricting U∗ to a
dense subclass in it, or on the contrary, in replacing
U∗ with its closure with respect to some appropriate topology (for instance, the topology of uniform
convergence).
Theorem 3.7 in [31] solves the problem of characterizing the largest generator. Broadly speaking, the
maximal generator of an integral stochastic ordering is the closure (in some appropriate topology)
of the convex cone spanned by U∗ and the constant
functions. Henceforth, we denote as U∗ the maximal
generator of ∗ .
In order to be useful for the applications, stochastic
order relations should possess at least some of the
following properties.
1. Shift invariance: if X ∗ Y, then X + c ∗ Y +
c for any constant c;
2. Scale invariance: if X ∗ Y, then cX ∗ cY for
any positive constant c;
3. Closure under convolution: given X, Y and Z
such that Z is independent of both X and Y, if
X ∗ Y, then X + Z ∗ Y + Z;
4. Closure with respect to weak convergence: if
Xn ∗ Yn for all n ∈  and Xn (resp. Yn )
converges in distribution to X (resp. Y), then
X ∗ Y;
5. Closure under mixing: If [X|Z = z] ∗ [Y|Z =
z] for all z in the support of Z, then X ∗ Y also
holds unconditionally.
Note that many other properties follow from 1 to 5
above, the closure under compounding, for instance.
A common feature of the integral stochastic orderings
is that many of the above properties are consequences
of the structure of the generating class of function.
Specifically,
1. ∗ is shift-invariant, provided φ ∈ U∗ ⇒ φc ∈
U∗ where φc (x) = φ(x + c);
2. ∗ is scale-invariant, provided φ ∈ U∗ ⇒ φc ∈
U∗ where φc (x) = φ(cx);
3. ∗ is closed under convolution, provided φ ∈
U∗ ⇒ φc ∈ U∗ where φc (x) = φ(x + c);

4. ∗ is closed with respect to weak convergence,
provided there exists a generator consisting of
bounded continuous functions;
5. closure under mixing holds for any integral
stochastic order.
To end this section, it is worth mentioning that
integral stochastic orderings are closely related to
integral probability metrics. A probability metric
maps a couple of (distribution functions of) random
+
vectors to the extended half-positive real line  ; this
mapping has to possess the metric properties of symmetry, triangle inequality, and a suitable analog of the
identification property. Fine examples of probability
metrics are the integral probability metrics defined by


(2)
d(X, Y) = sup Ɛφ(X) − Ɛφ(Y)
φ∈F

where F is some set of measurable functions φ.
Note the strong similarity between integral stochastic
orderings defined with the help of (1) and integral
probability metrics of the form (2). This apparent
analogous structure can be exploited further to derive
powerful results in the vein of those obtained in [33]
and [28]. Metrics have been used in actuarial sciences
to measure the accuracy of the collective approximation to the individual risk model (see [36]). Recent
applications to evaluate the impact of dependence are
considered in [11, 17].

Dependence Orders
In recent years, there has been a rapidly growing
interest in modeling and comparing dependencies
between random vectors. An important topic in actuarial sciences is the question how the dependence of
risks affects the riskiness of a portfolio of these risks.
Here, the so-called supermodular order and the directionally convex order play an important role. They are
integral stochastic orders generated by supermodular
and directionally convex functions, respectively.
Supermodular functions can be defined as follows:
A function f : n →  is supermodular, if
f (x ∧ y) + f (x ∨ y) ≥ f (x) + f (y)

∀ x, y ∈ n ,
(3)

where the lattice operators ∧ and ∨ are defined as
x ∧ y := (min{x1 , y1 }, . . . , min{xn , yn })

(4)
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x ∨ y := (max{x1 , y1 }, . . . , max{xn , yn }).

(5)

and

A function f : n →  is directionally convex, if
it is supermodular, and in addition convex in each
component, when the other components are held
fixed.
A twice-differentiable function is supermodular, if
all off-diagonal elements of the Hessian are nonnegative. It is directionally convex if all elements of the
Hessian are nonnegative.
The stochastic order relations obtained by using
in (1) for U∗ the classes of supermodular or directionally convex functions, are called supermodular
order (denoted as ≤sm ) and directionally convex
order (denoted as ≤dcx ).
The supermodular order fulfils all desirable properties of a dependence order (as stated in [23]). If
X ≤sm Y, then both vectors have the same marginals,
but there is stronger dependence between the components of Y compared to the components of X.
In contrast, the directionally convex order combines
aspects of variability and dependence. Both of them
have the interesting property that


Yi .
(6)
X  Y ⇒
Xi ≤cx
In an actuarial context, this means that a portfolio
Y = (Y1 , . . . , Yn ) is more risky than the portfolio
X = (X1 , . . . , Xn ). This was the reason why supermodular ordering was introduced in actuarial literature in [32]. A number of articles have been devoted
to the study of the impact of a possible dependence
among insured risks with the help of multivariate
stochastic orderings (see [1, 5, 7, 8, 13, 14]).
Another important class of dependence orders is
given by the orthant orders. Two random vectors
are said to comparable with respect to upper orthant
order (X ≤uo Y) if
P (X1 > t1 , . . . , Xn > tn ) ≤ P (Y1 > t1 , . . . , Yn > tn )
∀ t1 , . . . , t n .

(7)

They are said to be comparable with respect to lower
orthant order (X ≤lo Y) if
P (X1 ≤ t1 , . . . , Xn ≤ tn ) ≤ P (Y1 ≤ t1 , . . . , Yn ≤ tn )
∀ t1 , . . . , t n .

(8)

These orders also share many useful properties of
a dependence order (see [23]). However, they have
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the disadvantage that (6) does not hold for them for
n ≥ 3. The sum of the components of X and Y are
only ordered with respect to higher degree stop-loss
orders.
For a concise treatment of dependence orders, we
refer to [34]. The directionally convex order is also
considered in the article on point processes.

Incomplete Information
A central question in actuarial sciences is the construction of extrema with respect to some order
relation. Indeed, the actuary sometimes acts in a conservative way by basing his decisions on the least
attractive risk that is consistent with the incomplete
available information. This can be done by determining in given classes of risks, coherent with the
partially known information, the extrema with respect
to some stochastic ordering, which translates the preferences of the actuary, that is, the ‘worst’ and the
‘best’ risk. Thus, in addition to trying to determine
‘exactly’ the risk quantities under interest (the premium, for instance), the actuary will obtain accurate
lower and upper bounds for it using these extrema.
Combining these two methods, he will then determine
a reasonable estimation of the risk.
In the univariate case, we typically consider the
class Bs (S; µ) of all the random variables valued in
S ⊆  and with fixed numbers µ1 , µ2 , . . . , µs−1 as
first s − 1 moments. For a study of such moment
spaces Bs (S; µ) with actuarial applications (see [12]).
In general, Xmax ∈ Bs (S; µ) is called the maximum of
Bs (S; µ) with respect to ∗ if
X ∗ Xmax

∀ X ∈ Bs (S; µ).

∀ X ∈ Bs (S; µ).

(10)

Minima and maxima with respect to the s-convex
orders with S = [a, b] have been obtained in [4].
Discrete s-convex bounds on claim frequencies (S =
{0, 1, . . . , n}) have also been considered; see, for
example [6, 9].
Sometimes, maxima or minima cannot be obtained, only suprema or extrema. The supremum Xsup
is the smallest random variable (with respect to ∗ )
not necessarily in Bs (S; µ), for which
X ∗ Xsup

∀ X ∈ Bs (S; µ).

Xinf ∗ X

(11)

∀ X ∈ Bs (S; µ).

(12)

In Section 1.10 of [34], it is shown that suprema and
infima are well defined for the most relevant stochastic orders. In [18, 24] extrema with respect to st
for elements in Bs (S; µ) are derived. Corresponding
problems with respect to icx and cx are dealt with
in [21].
Of course, further constraints like unimodality can
be added to refine the bounds [4]. Also, other classes
than moment spaces are of interest. For instance, the
class of increasing failure rate (IFR) and decreasing
failure rate (DFR) distributions.
The multivariate case also attracted some
attention. In this case, the marginals are often fixed
(so that we work within a so-called Fréchet space).
Comonotonicity provides the upper bound with
respect to sm (see [32]). The case in which only
a few moments of the marginals are known has been
studied in [15]. When a fixed value for the covariance
is assumed, some interesting results can be found
in [22].
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Denuit, M., Lefèvre, Cl. & Mesfioui, M. (1999). A
class of bivariate stochastic orderings with applications
in actuarial sciences, Insurance: Mathematics and Economics 24, 31–50.
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Stop-loss Reinsurance
Stop loss is a nonproportional type of reinsurance
and works similarly to excess-of-loss reinsurance.
While excess-of-loss is related to single loss
amounts, either per risk or per event, stop-loss
covers are related to the total amount of claims
X in a year – net of underlying excess-of-loss
contracts and/or proportional reinsurance. The
reinsurer pays the part of X that exceeds a certain
amount, say R. The reinsurer’s liability is often
limited to an amount L so that the payment is
no more than if the total claim exceeds L + R.
Furthermore, it is common for the reinsurer’s liability
to be limited to a certain share (1 − c) of the
excess X − R, the remaining share c being met
by the ceding company (see Reinsurance). The
reinsurer’s share Z of the claims may by summarized
as follows

0
X≤R
Z = (1 − c)(X − R) R < X < R + L
(1)
(1 − c)L
X ≥ R + L,
where X is the total claim amount in the contract
period, typically a year
X=

N


Yi

(2)

i=1

where the stochastic variables, Yi , i = 1, . . . , N , are
the individual loss amounts, and the stochastic variable N is the number of losses.
Like for excess-of-loss covers, the stop-loss cover
is denoted by L xs R. Both retention (see Retention and Reinsurance Programmes) and limit can
be expressed as amounts, as percentages of the premiums (net of underlying excess-of-loss contracts
and/or proportional reinsurance), or as percentages
of the total sums insured, but mostly as percentages
of the premiums.
While normal excess-of-loss reinsurance provides
a ceding company with protection mainly against
severity of loss and with no protection against an
increase in the frequency of losses below the priority, stop-loss reinsurance offers protection against an
increase in either or both elements of a company’s
loss experience.
One of the purposes of reinsurance is to reduce
the variance of the underwriting results. Stop-loss

reinsurance is the optimal solution among all types
of reinsurance in the sense that it gives, for a fixed
reinsurance risk premium, the smallest variance for
the company’s net retention [3, 10, 26, 29, 30]
(see Retention and Reinsurance Programmes). It
is cheaper in respect of risk premium given a fixed
level of variance, and it gives a far greater reduction of variance than other forms of reinsurance
given a fixed level of risk premium. With a sufficiently large limit, the stop-loss contract gives an
almost total guarantee against ruin – if the ceding
company is able to pay all losses up to the stoploss priority.
Stop loss appears to be the ideal form of reinsurance. However, stop-loss reinsurance maximizes
the dispersion for the reinsurer. Therefore, the reinsurer will prefer a proportional contract if he wants
to reduce his costs, [6, 26], and will ask for a high
loading of the stop-loss contract to compensate for
the high variance accepted. The reinsurer will usually
require the following:
1. The underwriting results should fluctuate considerably from year to year. Fluctuation should
come from the claims side (not from the premium
side) and be of a random nature.
2. The business should be short tailed.
3. The reinsurer will design the cover in such a
way that the ceding company does not have a
guaranteed profit, which means that the retention
should be fixed at a level clearly above premiums
minus administrative expenses plus financial revenue. In other words, the ceding company shall
make a loss before the stop-loss cover comes
into operation. A further method that stimulates
the ceding company to maintain the quality of its
business is that the stop-loss reinsurer does not
pay 100% but 90 or 80% of the stop-loss claims,
that is, requiring c > 0 in (1). The remaining 10
or 20% is a ‘control quote’ to be covered by the
ceding company.
4. An upper limit is placed on the cover provided.
For various reasons (such as inflation, growth of
portfolio) the premium income can grow rapidly
and the reinsurer may like to restrict the range of
cover not only to a percentage of the premiums,
but also to a fixed amount per year to discourage
the ceding company from writing more business
than expected.
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Stop-loss covers are mostly seen either for some
property classes (see Property Insurance – Personal) or for life portfolios (see Life Insurance; Life
Reinsurance). Stop-loss covers are particularly suitable for risks such as hail, and crop, which suffers
from an occasional bad season and for which a single loss event would be difficult to determine, since
changes in claims ratios are mostly due to strong fluctuations in the frequency of small- and medium-sized
claims. Furthermore, these classes are characterized
by a correlation between the risks. An assumption
that the individual claims Yi ’s are independent will
therefore not necessarily be satisfied.
As mentioned above, reinsurers will not accept
stop-loss contracts that will guarantee profits to the
ceding companies by applying a low retention, such
that the stop-loss contract covers losses even before
the ceding company suffers from a loss. It should
at least be required that the retention exceeds the
expected loss ratio (or the risk premium of the ceding
company), or R ≥ E where E denotes the expected
loss cost for the portfolio. Another possibility is to
require c > 0, that is, forcing the ceding company
to pay part of the losses that exceed the retention.
However, this is not a very interesting possibility
from a theoretical point of view and in the remaining
part of this article it is assumed that c = 0.
Benktander [4] has studied a special (unlimited)
stop-loss cover having the retention R = E, and has
found a simple approximation formula for the risk
premium for such a stop-loss cover too
π(E) ∼
= EPλ ([λ])

(3)

with λ = E2 /V where Pλ is the Poisson distribution
Pλ (k) = λk e−λ /λ! (see Discrete Parametric Distributions), [λ] is the integer part of λ, E is the expected
2
value of the total claims distribution,
√ and V = σ
is the variance. It is shown that σ/ 2π is a good
approximation for the risk premium of this special
loss cover.
Stop-loss covers can be used internally in a company, as a tool for spreading exceptional losses
among subportfolios such as tariff groups [2]. The
idea is to construct an internal stop-loss cover excess
of, for example, k% of the premiums. On the other
hand, the tariff group has to pay a certain ‘reinsurance premium’. The company will earmark for
this purpose, a certain fund, which is debited with
all excess claims falling due on the occurrence of a
claim, and credited with all stop-loss premiums from

the different tariff groups. The same idea can be used
for establishing a catastrophe fund to spread extreme
losses over a number of accounting years.
Since stop-loss reinsurance is optimal, in the sense
that if the level V of the variance of the retained
business is fixed, the stop-loss reinsurance leaves
the maximum retained risk premium income to the
ceding company; therefore, stop-loss treaties are the
most effective tools to decrease the necessary solvency margin.

Variations of Stop-Loss Covers
In the reinsurance market, some variations from the
typical stop-loss contract as described by (1) and (2)
are seen from time to time. However, they are not
frequently used. One of these variations is the form of
aggregate excess-of-loss contracts covering the total
loss cost for, for example, losses larger than a certain
amount D, that is, having (2) replaced by
N


X=

I {Yi > D}Yi

(4)

i=1



1 Yi > D
0 Yi ≤ D.
Another variation covers the total loss cost for, for
example, the k largest claims in a year, that is,
having (2) replaced by

with I {Yi > D} =

X=

k


Y[i]

(5)

i=1

where Y[1] ≥ Y[2] ≥ · · · ≥ Y[N] are the ordered claim
amounts (see Largest Claims and ECOMOR Reinsurance).
More different from the standard stop-loss covers
are the frequency excess-of-loss covers. Such covers
will typically apply if the loss frequency rate f (number of claims in percent of the number of policies)
exceeds a certain frequency a up to a further b

0
f ≤a
K = (f − a) a < f < b
(6)
(b − a) f ≥ b,
The claim to the frequency excess-of-loss contract is
then defined as K multiplied with the average claim
amount for the whole portfolio. Such covers protect
the ceding company only against a large frequency in

Stop-loss Reinsurance
losses – not against severity, and are typically seen
for motor hull business (see Automobile Insurance,
Private; Automobile Insurance, Commercial).
None of these variations seem to be described in
the literature. However, they can be priced using the
same techniques as the standard stop-loss cover (see
below) by modifying the models slightly.

Stop-Loss Premiums and Conditions
As in the case of excess-of-loss contracts, the premium paid for stop-loss covers consists of the risk
premium plus loadings for security, administration
and profits, and so on (see Reinsurance Pricing).
The premium is usually expressed as a percentage
of the gross premiums (or a percentage of the sums
insured if the retention and limit of the cover are
expressed as percentages of the sums insured). Burning cost rates subject to minimum–maximum rates
are known but not frequently seen. In the section
‘Pricing stop loss’ below, we shall therefore concentrate on estimating the risk premium for a stoploss cover.
Stop-loss covers can also be subject to additional
premiums paid in case the observed loss ratio exceeds
a certain level and/or no claims bonus conditions (see
Reinsurance Pricing).

Pricing Stop Loss
Let us denote the aggregate annual claims amount
for a certain portfolio X and its distribution function
F (x) and let π(R, L) be the risk premium of the
layer L excess R, that is,
 ∞
 R+L
(x − R) dF (x) + L
dF (x).
π(R, L) =
R

R+L

(7)

where π(R) is the risk premium for the unlimited
stop-loss cover in excess of R (see Stop-loss Premium).
The estimation of stop-loss premiums can therefore be based on some knowledge about the distribution function F (x) of the sum of all claims in a
year (assuming that the stop-loss cover relates to a
period of one year). Generally speaking, there are
two classes of methods to estimate F (x):
1. Derivation of the distribution function using the
underlying individual risk, using data concerning
number of claims per year, and severity of individual claims amounts. This is by far the most
interesting from a theoretical point of view, and
is extensively covered in the literature.
2. Derivation of the distribution function from the
total claims data. This is – at least for non-life
classes – the most interesting method from a
practical point of view. Only a limited number
of papers cover this topic.

Derivation of the Distribution Function Using the
Individual Data
This class of methods can be divided into two subclasses:
1. In the collective risk model, the aggregate claims
X = Y1 + · · · + YN is often assumed to have a
compound distribution, where the individual
claim amounts Yi are independent, identically
distributed following a distribution H (y), and
independent of the number of claims N , [7, 17,
20, 24]. Often, N is assumed to be Poisson
distributed, say with Poisson parameter λ (the
expected number of claims). Thus
F (x) = e−λ

∞

λk
k=0

By integrating, the above expression can be written as
 R+L
LF (R + L) −
F (x) dx + L − LF (R + L),
R

so that the net premium becomes
 R+L
π(R, L) =
(1 − F (x)) dx = π(R) − π(L)
R

(8)

3

k!

H ∗k (x)

(9)

where H ∗k (x) is the kth convolution of H (x).
There is a large number of papers describing how
to approximate the compound distribution function F (x), and to compute the stop-loss premium.
The aggregate claims distribution function can in
some cases be calculated recursively, using, for
example, the Panjer recursion formula [7, 19, 27]
(see Sundt and Jewell Class of Distributions).
But for large portfolios, recursive methods may
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be too time consuming. By introducing the concept of stop-loss ordering [8] (see Ordering of
Risks), it is possible to derive lower and upper
bound for stop-loss premiums. Stop-loss upper
and lower bounds have been studied by a large
number of authors, see, for example, [8, 15, 16,
18, 21, 24, 31, 32, 34].
2. The individual risk model. Consider a portfolio
of n independent policies, labeled from 1 to n.
Let 0 < pi < 1 be the probability that policy i
produces no claims in the reference period and
qi = 1 − pi be the probability that this policy
leads to at least one positive claim. Further,
denote by
Gi (u) =

∞


gi (x)ux ,

i = 1, 2, . . . , n, (10)

x=1

the probability generating function of the total
claim amount of policy i, given that this policy
has at least one claim. The probability generating
function of the aggregate claim X of the portfolio
is then given by
P (x) =

n


[pi + qi Gi (x)].

(11)

i=1

Many authors have studied these approximations,
for example, [12–14, 17, 23, 25, 33] (see De Pril
Recursions and Approximations).

Derivation of the Distribution Function from the
Total Claims Data
When rating stop loss for non-life classes of business,
the information available in most practical situations
is the claims ratios – claims divided by premiums (or
claims divided by sums insured – similar to how the
cover is defined). The second method will have to
be used then, but is not necessarily straightforward.
Do we have of enough information of the past to
have a reasonable chance to calculate the risk of
the future? Here also comes in the question of the
number of years necessary or desirable as a basis
for the rating. In excess-of-loss reinsurance, rating is
often based on five years of statistical information.
In stop loss, we would need a much longer period,
ideally 20 to 25 years. If data are available for a
large number of years, these data often turn out to be
heterogeneous or to be correlated with time because

conditions, premium rates, portfolio composition, size
of portfolio, new crops, and so on, have changed
during the period in question. If, in that case, only the
data of the most recent years are used, the number of
these data is often too small a base for construction
of a distribution function.
Instead of cutting off the earlier years, we could
take a critical look at the data. First, we will have
to recalculate the claims ratios according to today’s
level of premium rates. On the other hand, it is not
necessary to take inflation into account unless there is
a different inflation working on the premiums and on
the claims amounts. Is there still any visible trend in
the claims ratio? If the claims ratio seems to vary
around a constant or around a slightly decreasing
level we can ignore the trend. But if the trend points
upwards we will have to adjust expected claims ratio
and retention accordingly. Do we fear that the change
in portfolio composition has increased the variability
in the underwriting results, or do we feel that a
measure of variation calculated from past statistics
is representative for the future?
Distributions in non-life insurance are not symmetrical but show a positive skewness. This means
that the variations around the average usually give
stronger positive deviations (larger claims, negative
underwriting results) than negative ones. This is very
obvious not only for the claims-size distributions of
importance in excess-of-loss reinsurance but also,
however less markedly, in the distribution of the total
claims amount protected by stop-loss reinsurance.
A number of distributions are suggested in the
literature:
1. The exponential distribution [4] (see Continuous
Parametric Distributions) giving the following
risk premium for the unlimited stop-loss cover
excess R
π(R) = Ee−R/E

(12)

2. The log-normal distribution [4] (see Continuous
Parametric Distributions) with mean µ and
variance σ 2 , giving the risk premium



ln R − µ − σ 2
π(R) = E 1 − 
σ



ln R − µ
−R 1−
(13)
σ
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where  denotes the cumulative standard normal
cumulative distribution function (see Continuous Parametric Distributions).
3. Bowers [5] has shown that the stop-loss risk
premium for an unlimited layer excess R




R−E 2 R−E

−
π(R) ≤ 0.5σ  1 +
σ
σ
when R ≥ E

(14)

4. A simple approximation is the normal approximation, where F (x) is approximated by the
normal distribution ((x − E)/σ ) [9]. Since
the normal distribution is symmetrical, a better
approximation is the Normal Power approximation [3, 9, 10] (see Approximating the Aggregate Claims Distribution), where the stop-loss
premium can be expressed in terms of the normal distribution function . When R > E + σ ,
the risk premium π(R) for the unlimited stoploss cover in excess of R can be approximated
by the following expression

γ  1
2
π(R) = σ 1 + yR √ e−(yR /2)
6
2π
− (R − E)(1 − (yR ))

(15)

where E is the total risk premium (the mean
value of the aggregate claim amount), σ and γ
are the standard deviation and skewness of the
aggregate claim amount. yR is related to R via
the Normal Power transformation, that is,


R−E
(16)
yR = vγ−1
σ
where
vγ−1 (x) =

1+

9
6x
3
+
−
γ2
γ
γ

F (X) ≈ [vγ−1 (x)]
Other distribution functions suggested in the literature are the Gamma distribution and the inverse
Gaussian distribution, [4, 9, 28]. Other improvements
of the normal distributions are the Edgeworth or the
Esscher approximations [9] (see Approximating the
Aggregate Claims Distribution).

5

New Portfolios
There is a problem when rating new portfolios where
the claims ratios are only available for a few years
(if any at all). In such cases, one must combine
with market data. For instance, hail market data are
available for a large number of countries, and the
hail portfolios in the same market can always be
assumed to be correlated to a certain extent, such
that years that are bad for one company in the
market will be bad for all companies in the market.
However, one should always have in mind when
using market data that the individual variance in
the claims ratio for one company will always be
larger than the variance in the claims ratio for the
whole market, and the premium for a stop-loss cover
should reflect the variance in the claims ratios for the
protected portfolio.

Which Type of Model Is To Be used?
The individual risk model is based on the assumption
that the individual risks are mutually independent.
This is usually not the case for classes such as hail
and crop portfolios. As shown in [1, 11, 18, 22]
the stop-loss premium may increase considerably if
the usual assumption of independence of the risks
in the reinsured portfolio is dropped. In such cases,
modeling the total claims amount or claims ratios
should be preferred.
The independence assumption is more likely to be
satisfied when looking at the largest claims only in a
portfolio. Therefore, the individual models are much
more suitable for pricing aggregate excess-of-loss
covers for the k largest losses or aggregate excessof-loss covering claims exceeding a certain amount.
The individual risk models are often used in stop
loss covering life insurance, since the assumption
of independency is more likely to be met and the
modeling of the individual risks are easier: there are
no partial losses and ‘known’ probability of death for
each risk.
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Adjustment Coefficient
The adjustment coefficient is a positive number, R,
associated with a classical ruin model. It can be
shown to be equal to the risk aversion coefficient
that makes the actual premium per unit of time equal
to a zero-utility premium with an exponential utility
function. But the most common use of the adjustment
coefficient is in F. Lundberg’s well-known exponential upper bound e−Ru for the ruin probability, dating
back to 1909 [3]. If the claims are bounded from
above by b, an exponential lower bound e−R(u+b) for
the probability of ruin holds. Asymptotically, the ruin
probability generally equals C · e−Ru for some constant C ∈ (0, 1). Hence, for large values of the initial
capital u, by increasing it by one unit, the probability of ever getting in ruin diminishes by a factor
about equal to e−R . The name adjustment coefficient
derives from the fact that R, and with it the ruin
probability as a measure for stability, can be adjusted
by taking measures such as reinsurance and raising
premiums. Apart from the classical ruin model, in
which ruin is checked at every instant in (0, ∞), the
adjustment coefficient, leading to a similar exponential upper bound, can also be used in some discrete
processes.
In a classical ruin model, the random capital (surplus) of an insurer at time t is
U (t) = u + ct − S(t),

t ≥ 0,

(1)

where u is the initial capital, and c, the premium
per unit of time, is assumed fixed. The process S(t)
denotes the aggregate claims incurred up to time t,
and is equal to
S(t) = X1 + X2 + · · · + XN(t) .

(2)

Here, the process N (t) denotes the number of claims
up to time t, and is assumed to be a Poisson process
with expected number of claims, λ in a unit interval.
The individual claims X1 , X2 , . . . are independent
drawings from a common cdf P (·). The probability of
ruin, that is, of ever having a negative surplus in this
process, regarded as a function of the initial capital
u, is
ψ(u) = Pr[U (t) < 0 for some t ≥ 0].

The adjustment coefficient, R is defined as the solution in (0, ∞) of the following equation
1 + (1 + θ)µR = mX (R).

1 + (1 + q)m1r

Figure 1

Determining the adjustment coefficient R

(4)

Here, µ = E[X] is the mean of the claims X;
mX (·) is their moment generating function (mgf),
assumed to exist for some positive arguments; and
θ = (c/λµ) − 1 is the safety loading contained in the
premiums. Ordinarily, there is exactly one such solution (Figure 1). But in some situations, there is no
solution for large θ, because the mgf is bounded on
the set where it is finite. This is, for instance, the
case with the Inverse Gaussian distribution for the
claims. From this, one sees that R increases with θ,
and also that replacing the claim size with one having
a larger moment generating function on (0, ∞) leads
to a smaller value of R, hence a higher exponential
bound for the ruin probability. A claim size distribution with a larger moment generating function is
called exponentially larger (see Ordering of Risks).
Replacing mX (R) by 1 + RE[X] + 12 R 2 E[X 2 ] gives
R < 2θµ/E[X 2 ]; having an upper bound for R available might be convenient if one has to compute R
numerically. In general, explicit expressions for R
cannot be found. But if the claims are exponential,
we have R = θ/(1 + θ)µ.

mX (r )

0

(3)

R

r

2
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Write S = S(1) for the compound Poisson random variable denoting the total claims in the time
interval (0, 1). Then some equivalent equations that
R has to fulfill are
eRc = E[eRS ] ⇐⇒ mc−S (−R) = 1
⇐⇒ c =

1
log mS (R).
R

(5)

The first equation says that when amounts of money x
are valued at eRx , the ‘value’ of the premium per unit
of time should be the mean ‘value’ for the claims. The
last equation states that c is actually the exponential
premium with coefficient of risk aversion R. Using
it, one may determine a premium c per unit time
that ensures that the ruin probability, ψ(u), does not
exceed a certain threshold ε. This is achieved by
taking R such that e−Ru = ε, hence R = − u1 log ε.
An elegant proof that ψ(u) ≤ e−Ru holds can be
given as follows [1]. Let ψk (u) denote the probability
of ruin at or before the kth claim. Then obviously
ψk (u)  ψ(u) for k → ∞. So we only need to prove
that for all k, we have ψk (u) ≤ e−Ru for all u. We
will do this using mathematical induction, starting
from ψ0 (u) ≤ e−Ru for all u. For larger k, we split
up the event of ruin at or before the kth claim by the
time t and the size x of the first claim. Multiplying by
the probability of that event occurring and integrating
over x and t leads to
 ∞ ∞
ψk−1 (u + ct − x) dP (x)λe−λt dt
ψk (u) =

≤

∞

0

=e

0
∞



−Ru

0

exp{−R(u + ct − x)} dP (x)λe

0



∞



∞

λ exp{−t (λ + Rc)} dt

0

−λt

dt

eRx dP (x)

0

λ
mX (R) = e−Ru ,
= e−Ru
λ + Rc

(6)

where the inequality is just the induction hypothesis
and the last equality follows by the defining equation
of R.
The adjustment coefficient R has the property that
{e−RU (t) } is a martingale. Indeed,
E[e−RU (t) ] = E[e−R{u+ct−S(t)} ]
= e−Ru [e−Rc exp{λ(mX (R) − 1)}]t
= e−Ru ,

by the fact that S(t) is compound Poisson with
parameter λt and claims with the same distribution
as X, and again by the defining equation of R.
In fact, the following general expression for the
ruin probability in a classical ruin model can be
derived (see Theorem 4.4.1 in [2]):

(7)

ψ(u) =

e−Ru
,
E[e−RU (T ) |T < ∞]

(8)

where T denotes the time of ruin, hence T < ∞ is
the event of ruin ever happening, and the surplus at
ruin U (T ) is negative. Some consequences of this
expression are
•
•
•
•

if θ ↓ 0 then R ↓ 0 and hence ψ(u) ↑ 1. If θ ≤ 0,
ψ(u) = 1 for all u;
ψ(u) < e−Ru holds, just as above;
if the claims are bounded by b, we have U (T ) ≥
−b, hence ψ(u) ≥ e−R(u+b) is an exponential
lower bound for the ruin probability;
assuming that, as is entirely plausible, the denominator above has a limit for u → ∞, say 1/C for
some C ≥ 1, for large u we have the approximation ψ(u) ∼ C · e−Ru .

As −U (T ) is the part of the claim causing ruin
that exceeds the capital available just before ruin,
in the case of exponential claim sizes it is also
exponential, with the same mean µ. So formula (8)
leads to ψ(u) = ψ(0)e−Ru for the exponential case.
A consequence of this is that we have
ψ(2u)
ψ(u)
=
,
ψ(u)
ψ(0)

(9)

which can loosely be interpreted as follows: the
probability of using up capital 2u, given that we use
up u, is equal to the probability that we use up u,
given that sometime we reach our original wealth
level again. This gives an explanation for the fact
that the ruin probability resembles an exponential
function.
Ruin probabilities can also be used in a discretetime framework, in which the surplus is inspected
only at times 0, 1, 2, . . .:
ψ̃(u) = Pr[U (t) < 0 for some t ∈ {0, 1, 2, . . .}].
(10)
In this case, a similar general expression for ψ̃(u) can
be derived, leading to the same exponential upper

Adjustment Coefficient
bound ψ̃(u) ≤ e−R̃u . The claims S(t) − S(t − 1)
between t − 1 and t, for t = 1, 2, . . ., must be
independent and identically distributed, say as S. This
random variable needs not be compound Poisson;
only E[S] < c and Pr[S < 0] > 0 are needed. The
adjustment coefficient R̃ is the positive solution to
the equation mc−S (−R̃) = 1.
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ROB KAAS

Affine Models of the Term
Structure of Interest
Rates
Introduction
Several families of interest rate models are commonly used to model the term structure of interest
rates. These include market models, used extensively in the money markets; affine term structure models, widely used in the bond markets;
and Heath, Jarrow, and Morton (HJM) models, less
widely used but applied to both the bond and money
markets.
In a bond market, the term structure is determined by a set of bonds with various maturity dates
and coupon rates. There is usually no natural tenor
structure. (In the money market, these are a set of
dates, at regular three or six monthly intervals, when
cash flows arise.) Only a subset of bonds may be
liquid, leading to potentially wide bid–ask spreads
on the remaining bonds. Bonds may trade with variable frequency, so that a previously traded price may
be some distance from the price of a subsequent
trade.
In these circumstances, it is unnecessary, undesirable, and indeed perhaps impossible to expect to
recover exactly the market price of all the bonds in
the market, or even of the subset of liquid bonds.
Instead, one can require, in general, no more than
that a model fits approximately to most of the bonds
in the market, although with significantly greater precision for the liquid bonds. Also, in the bond market
there are fewer option features that need to be modeled, compared to the money market. All in all, one
can be justified in using a model that emphasizes
tractability over an ability to recover a wide range of
market prices of cash and options. Affine models are
perfect for this purpose.
Write B(t, T ) for the price at time t of a pure
discount bond maturing at time T > t, and write τ =
T − t for the time to maturity. Let Xt = {Xti }i=1,...,N
be a set of N stochastic state variables whose values
determine the term structure at any moment. We
explicitly assume that we are in a Markov world so
that the future evolution of the term structure depends
only upon the current values of the state variables,
and not on their history. Without loss of generality,

we may write




B t, T |Xt1 , . . . , XtN = exp ϕ(t, T |Xt1 , . . . , XtN )
(1)
for some function ϕ that may depend on current time
t as well as on the state variables. In general, ϕ may
not have an analytic form.
One may proceed in two distinct directions. One
is to specify the processes followed by the state variables, and how they are related to the term structure.
One then derives the function ϕ in equation (1). It is
likely that ϕ may only be computable numerically.
A second approach is to specify a form for the function ϕ, and then to back out the processes followed by
the state variables (under the pricing measure) consistent with ϕ in the no-arbitrage framework. This latter
approach is likely to be more tractable than the former, since one is effectively imposing an analytical
solution for ϕ ab initio.
Affine models specify a particular functional form
for ϕ. For a tractable model, one wishes ϕ to be as
simple as possible, for instance, a polynomial in the
state variables,
ϕ(t, T |Xt ) = A0 (t, T ) +

N


Ai (t, T )Xti

i=1

+

N


j

Ai,j (t, T )Xti Xt + · · · .

(2)

i,j =1

The very simplest specification is to require that ϕ is
affine in the Xti , that is, to set
ϕ(t, T |Xt ) = A0 (t, T ) +

N


Ai (t, T )Xti .

(3)

i=1

A model in which ϕ takes this form is called an affine
model of the term structure. As we shall see, these
models are highly tractable, perhaps with explicit
solutions for the values of simple options as well
as for bond prices, and with relatively easy numerics
when there are no explicit solutions.
Note that other specifications are possible and
have been investigated in the literature. For instance,
truncating (2) to second order gives a quadratic term
structure model [13]. However, these models are
much more complicated than affine models and it is
not clear that the loss in tractability is compensated
for by increased explanatory power.
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From (3) we see that spot rates r(t, T ), where
B(t, T ) = exp(−r(t, T )(T − t)), are
A0 (t, T )  Ai (t, T ) i
−
Xt ,
T −t
T −t
i=1
N

r(t, T ) = −

(4)

and the short rate rt is
rt = g + f Xt ,
where
g=−

(5)


∂A0 (t, T ) 
,

∂T
T =t

f = {fi }I =1,...,N ,

More generally, they may be deterministic functions
of time.)
Here and elsewhere, unless explicitly stated,
we assume that processes are given in the spot
martingale measure associated with the accumulator
account numeraire (also called the money market or
cash account), so that no market price of risk occurs
in any pricing formula.
Given an N -dimensional process specified by (6)
and (7), one can solve for the functions Ai . In fact A0
and the vector of functions A = {Ai }i=1,...,N satisfy
the differential equations,
∂A(t, T )
= −f + a  A + A β  A,
∂T
∂A0 (t, T )
= −g + b A0 + A  diag(α)  A,
∂T


∂Ai (t, T ) 
fi = −
,

∂T
T =t

i = 1, . . . , N.

(8)

Affine models were investigated, as a category, by
Duffie and Kan [6]. In the rest of this article, we
first present a general framework of affine models,
due to Dai and Singleton [5]. We look at specific
examples of these models that have been developed
over the years, and finally look in detail at a twofactor Gaussian affine model – both the most tractable
and the most widely implemented in practice of the
models in the affine framework.

with boundary conditions
A(T , T ) = 0,

A0 (T , T ) = 0.

These are Riccati equations. These may sometimes
be solved explicitly but in any case it is fairly easy
to solve them numerically.

The State Variables

The Affine Framework
The requirement (4) is very strong. The process followed by the state variables is heavily constrained
if spot rates are to have this form. Let α and b be
N -dimensional vectors and a, β and  be N × N
matrixes. It can be shown (Duffie and Kan) that the
vector Xt has the SDE
dXt = (aXt + b) dt + Vt dzt

(6)

for an N -dimensional Wiener process zt , where V is
a diagonal matrix of the form


α1 + β1 Xt
0


..
Vt = 
 (7)
. 

0
αN + βN Xt
and we have written βi for the ith column of β.
(Certain regularity conditions are required to ensure
that Xt and αi + βi Xt remain positive. Also, we
have assumed that α, b, a, β and  are constants.

The specification given by (6) and (7) is quite
abstract. What do the state variables represent? In
general, they are indeed simply abstract factors, but
in practical applications they may be given a financial
or economic interpretation. For example, it is usually
possible to represent Xt as affine combinations of
spot rates of various maturities. Choose a set of times
to maturity {τi }i=1,...,N and set
h = {hij }i,j =1,...,d ,

hij = −

k  = (k1 , . . . , kd ),

ki = −

Aj (t, t + τi )
, (9)
τi

A0 (t, t + τi )
. (10)
τi

Suppose that for some set of maturity times, the
matrix h is nonsingular. Then define Yt = k + hXt ,
so that Yi (t) is the yield on a τi time to maturity pure
discount bond. In terms of Yt ,
B(t, T |Yt ) = exp(A(τ ) + B  (τ )h−1 Yt − h−1 k)
= exp(Ã(τ ) + B̃  (τ )Yt ),

(11)
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where
Ã(τ ) = A(τ ) − h−1 k,
B̃  (τ ) = B  (τ )h−1 .
The state variables {Xti } are seen to be an affine
combination of the spot rates, r (t, t + τi ).

Canonical Affine Models
We have seen that given a specification (6) and (7) of
a term structure model, it is possible to transform the
state variables to get an essentially equivalent model.
This raises the question: essentially how many district affine term structure models are there, taking
all reasonable transformations into account? This was
answered by Dai and Singleton [5]. Given a definition
of equivalence, essentially based upon linear transformations and rescalings of the original state variables,
they provided a classification of affine term structure models. They showed that for an N -factor model
there are only N + 1 essentially different canonical
affine models, and that every affine model is a special
case of one of these.
Dai and Singleton write the SDE of the N dimensional process Xt as
dXt = κ(θ − Xt ) dt + V dzt ,

(12)

where κ is an N × N matrix, θ is an N -dimensional
vector, and  and V are as before. Define Mm (N ),
for 0 ≤ m ≤ N , to be the canonical model with  =
I N×N , the N × N identity matrix, and
κ = κm (N ) =

κ 1,1
κ 2,1

θ = θm (N ) =


0

α = αm (N ) =

0
1N−m

0
κ 2,2
,

,

 ∈ Rm ,
,

0 ∈ R N−m ,

I m×m
0

β 1,2
0

,

I m×m the m × m identity matrix
where
κ 1,1 ∈ R m×m ,

κ 2,1 ∈ R (N−m)×m ,

κ 2,2 ∈ R (N−m)×(N−m) ,

β 1,2 ∈ R m×(N−m) ,

and when m = 0, κ0 (N ) is upper or lower triangular.
(There are also some restrictions on allowed parameter values. See Dai and Singleton.)
Every affine model is a special case of some
Mm (N ) with restrictions on the allowed values of
the parameters. The total number of free parameters
(including N + 1 for g and f ) is
N 2 + N + 1 + m, m > 0,
1
(N + 1)(N + 2), m = 0.
2

(14)

For example, for N = 3, there are four distinct affine
models with
13 + m parameters if m = 1, 2, 3,
10 parameters for m = 0.
The classification is determined by the rank of the
volatility matrix β, that is, upon the number of state
variables Xti that occur in the volatilities of Xt . This
is an invariant that cannot be transformed away.
Dai and Singleton made their classification some
time after various two- and three-factor affine models
had been devised and investigated. It turns out that
most of these models were heavily over specified, in
that, when put into canonical form their parameters
are not necessarily independent, or may have been
given particular values, for instance, set to zero. For
example, the Balduzzi, Das, Foresi, and Sundaram
(BDFS) [1] model described below can be transformed into an M1 (3) model but with six parameters
set to zero and one parameter set to −1.

Examples of Affine Models
In this section, we describe the two distinct onefactor affine models, and then give an example of
the two-factor Longstaff–Schwartz model [14]. In a
later section, we discuss at some length a two-factor
Gaussian model.

0 ∈ Rm ,

1N−m = (1, . . . , 1) ∈ R N−m
β = βm (N ) =

3

(13)

One-factor Models
In order to enable models to fit exactly to observed
market features, it is usual to allow certain parameters to become deterministic functions of time. The
functions are then chosen so that prices in the model
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match those observed in the market. For instance, the
two canonical one-factor models are
M0 (1) :

drt = κ(θ − rt ) dt + σ dzt ,

M1 (1) :

dr t = κ(θ − rt ) dt + (α + σ rt ) dzt .
(15)

1/2

The first model is the Vasicek model [15]. The second, with α = 0, is the Cox, Ingersoll, and Ross
model (CIR) [4].
In an extended model, the parameter θ is made
time dependent to allow the model to recover exactly
an observed term structure of interest rates. Making
σ time dependent, allows the model to fit to a term
structure of volatility, implicit in the prices of bond
options, or in bonds with option features. Note that
if a model is calibrated to market data (that is, its
parameter values are chosen so that the model fits
either exactly or else as closely as possible to market
data), it will need to be recalibrated as market prices
change. There is no guarantee that a calibrated model
will stay calibrated as time evolves.
Explicit solutions for the term structure when θ,
κ and σ are constant are given below. In the M0 (1)
Vasicek model, spot rates are
r(t, t + τ ) = l + (rt − l)
σ 2τ 2
+
4κ

1 − e−κτ
κτ

1 − e−κτ
κτ

where
A0 (t, T ) = −
A1 (t, T ) =

Both the Vasicek and CIR models have explicit solutions for values of bond options. This is important
since bond options are the most common option type
in the bond and money market (for instance, a caplet
can be modeled as a bond put option).
The extended Vasicek explicit solution for the
value of bond options was obtained by Jamshidian [11]. Write the short rate process under the equivalent martingale measure as
dr t = (θ(t) − art ) dt + σ dzt .

(18)

Instantaneous forward rates are f (t, T ) = −∂B(t,
T )/∂T . In the extended Vasicek model, to exactly
recover current bond prices θ(t) is set to be
∂f (0, t)
σ2
+ af (0, t) +
(1 − e−2at ). (19)
∂t
2a
Let ct (T1 , T2 ) be the value at time t of a bond call
option maturing at time T1 on a pure discount bond
maturing at time T2 , t < T1 < T2 . Suppose the strike
price is X. Then the value ct (T1 , T2 ) is
θ(t) =

ct (T1 , T2 ) = B(t, T2 )N (d) − XB(t, T 1 )N (d − σp ),
(20)
where
d=

2

,

(16)

where l = θ − σ 2 /2κ 2 is the long rate, a constant,
and rt = r(t, t) is the short rate. In√the M1 (1) CIR
model, with α = 0, and setting γ = κ 2 + 2σ 2 , spot
rates are
r(t, t + τ ) =

Bond Option Valuation

A0 (t, T ) A1 (t, T )
+
rt ,
τ
τ

(17)



2κθ
2γ e(κ+γ )τ/2
,
ln
σ2
2γ + (κ + γ )(eγ τ − 1)

2eγ τ − 2
.
2γ + (κ + γ )(eγ τ − 1)

In the M1 (1) extended CIR model, it is not possible theoretically to recover every term structure
(because negative rates are forbidden) but this is not
an objection in practice; the real objection to the CIR
framework is its comparative lack of tractability.

B(t, T2 )
1
1
ln
+ σp ,
σP
XB(t, T1 ) 2

σp = σ

1 − e−a(T2 −T1 )
a

1 − e−2a(T1 −t)
2a

1/2

,

where B(t, T ) are the theoretical extended Vasicek
bond prices. It is no accident that this resembles a
Black–Scholes formula with modified volatility.
There is also an explicit formula for bond option
prices in the extended CIR model. We give only
the formula in the case in which the parameters are
constants. Then
ct (T1 , T2 ) = B(t, T 2 )χ 2 2r X (φ + ψ + η);
4κθ 2φ 2 rt eγ (T1 −t)
,
σ2 φ + ψ + η
− XB(t, T 1 )χ 2 2r X (φ + ψ);
4κθ 2φ 2 rt eγ (T1 −t)
,
σ2
φ+ψ

. (21)
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where γ 2 = κ 2 + 2σ 2 as before and
φ = φ(t, T1 ) =
ψ=

2γ
σ 2 (eγ (T1 −t)

− 1)

The short rate volatility is
νt = α 2 xt + β 2 yt .

,

κ +γ
,
σ2

η = η(T1 , T2 ) =

2eγ (T2 −T1 ) − 2
,
2γ + (κ + γ )(eγ (T2 −T1 ) − 1)

where rX is the short rate value corresponding to the
exercise price X, X = B(T1 , T2 |rX ), and χ 2 is the
noncentral χ 2 distribution function [4].
The extended Vasicek model has an efficient lattice method that can be used when explicit solutions
are not available [9]. Lattice methods can also be
used with the one-factor CIR model, but these are
more complicated, requiring a transformation of the
underlying state variable [10].

Since rt and νt are linear functions of xt and yt , we
can reexpress the model in terms of rt and νt alone.
The short rate process becomes
dr t = (αγ + βη) −
−
+

rt = αxt + βyt ,

δ−ξ
νt
β −α

βδ − αξ
rt
β−α

dt +

βνt − αβrt
β −α

αβrt − ανt
β −α

1/2

dz1,t

1/2

dz2,t ,

(25)

and the process of its variance is
dνt = (α 2 γ + β 2 η) −

Two-factor Models
Two- and three-factor affine models have considerably more flexibility than a one-factor model. Gaussian models (of the form M0 (N )) are much more
tractable than non-Gaussian models, since they often
have explicit solutions for bond prices or bond
option prices. We defer a detailed discussion of a
two-factor Gaussian model until later, because of
their importance. Here we look at the two-factor
Longstaff–Schwartz model [14].
The Longstaff and Schwartz model is an affine
model of type M2 (2), originally derived in a general
equilibrium framework. Set

(24)

−

βξ − αδ
νt
β −α

dt +

β 3 νt − αβ 3 rt
β −α

+

αβ(δ − ξ )
rt
β−α
α 3 βrt − α 3 νt
β −α

1/2

dz1,t

1/2

dz2,t .

(26)

Although having greater financial intuition, for computational work it is far easier to work in terms of xt
and yt , rather than rt and νt .
In terms of rt and νt , pure discount bond prices in
the Longstaff and Schwartz model are
B(t, t + τ |rt , νt ) = A2γ (τ )B 2η (τ )
× exp(κτ + C(τ )rt + D(τ )νt ),

(27)

(22)
where

where the two state variables xt and yt are uncorrelated and have square root volatility processes
√
dx t = (γ − δxt ) dt + xt dz1,t ,
√
dy t = (η − ξyt ) dt + yt dz2,t ,
(23)
under the equivalent martingale measure. In the original derivation, xt and yt represented economic variables, but we need not explore this here. The model
has six underlying parameters that enable it to fit
closely, but not exactly, to term structures and ATM
bond option prices. (The most general M2 (2) model
has nine parameters.) It may also be extended to
enable it to fit exactly.

A(τ ) =

2ϕ
,
(δ + ϕ)(eϕτ − 1) + 2ϕ

B(τ ) =

2ψ
,
(ξ + ψ)(eψτ − 1) + 2ψ

C(τ ) =

αϕ(eψτ − 1)B(τ ) − βψ(eϕτ − 1)A(τ )
,
ϕψ(β − α)

D(τ ) =

−ϕ(eψτ − 1)B(τ ) + ψ(eϕτ − 1)A(τ )
,
ϕψ(β − α)

with
ϕ=


2α + δ 2
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ψ=


2β + υ 2

As in the Gaussian case, the drift is normally mean
reversion to a constant

κ = γ (δ + ϕ) + η(υ + ψ).

µ(Xt ) = κi (µi − Xti )

There is also a formula for bond option values [10].

Types of Affine Model
Before Dai and Singleton’s classification, affine models were studied on a more ad hoc basis. The models
that were investigated fall into three main families
1. Gaussian models
2. CIR models
3. A three-factor family of models.
We briefly discuss each family in turn.

Gaussian Models
In a Gaussian model the short rate is written as
rt = g + f1 Xt1 + · · · + fN XtN ,

(28)

where each state variable has a constant volatility
dXti = µ(Xt ) dt + σi dzi,t ,

σi constant. (29)

The drift is normally mean reversion to a constant
µ(Xt ) = κi (µi −

Xti ).

(30)

Examples of Gaussian models include the first
no-arbitrage term structure model, Vasicek, the
Hull–White extended Vasicek model [8], which has
an innovative lattice method enabling a very simple
calibration to the term structure, and today’s two- and
three-factor extended Gaussian models widely used in
the bond market.

CIR Models

Note that the volatility structure is usually not
expressed in its most general form.
This category of models is named after Cox, Ingersoll, and Ross, who devised the first model with
a square root volatility. Longstaff and Schwartz, as
we have seen, produced a two-factor version of this
model. Other authors [12] have investigated general N -factor and extended versions of these models. These models have generated considerably more
literature than the more tractable Gaussian family.
Part of the reason for this is that a process with
square root volatility cannot take negative values.
If it is felt that interest rates should not take negative values, then these models have a superficial
attraction. Unfortunately, CIR models have the property that the short rate volatility also goes to zero
and rates become low, a feature not observed in
practice. When rates are at midvalues, away from
zero, the tractability of Gaussian models far outweighs the dubious theoretical virtues of the CIR
family.

The Three-factor Family
This final family can be seen as a generalization
of the Vasicek model. The drift µ and volatility σ in the Vasicek model can themselves be
made stochastic. The first generalization was to
make σ stochastic. This is natural since volatility is observed in the market to change seemingly
at random. However, it turns out that models with
stochastic drift µ have much greater flexibility (and
greater tractability) than those with stochastic volatility.
Consider the following three processes
(i)

Again, the short rate process is rt = g + f1 Xt1 +
· · · + fN XtN , where each state variable has a square
root volatility

dX it = µ(Xt ) dt + σi Xti dzit , σi constant.
(31)

(32)

Short rate:
drt = α(µt − rt ) dt +

(ii)

√

vt dzr,t ,

Short rate drift:

dµt = β(γ − µt ) dt + η dzµ,t ,
(iii)

Short rate volatility:
√
dvt = δ(κ − vt ) dt + λ vt dzv,t .

(33)
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The stochastic drift model given by (i) and (ii) with a
constant variance v is an M0 (2) model. It has explicit
solutions for both bond prices and bond option prices.
The stochastic volatility model given by (i) and
(iii) with a constant drift µ is due to Fong and
Vasicek [7]. It is an M1 (2) model. It has some
explicit solutions but, in general, requires numerical
solution.
The full three-factor system with stochastic drift
and volatility, (i), (ii), and (iii), was investigated and
estimated by Balduzzi, Das, Foresi, and Sundaram [1]
(BDFS). It is an M1 (3) model. BDFS were able to
reduce the system to a one-factor PDE, making it
reasonably tractable.
The process (ii) can be replaced by (ii )
√
(ii) dµt = β(γ − µt ) dt + η µt dzµ,t . (34)
The system with (i), (ii ), and (iii) was investigated
by Chen [3]. It is M2 (3) and is significantly less
tractable than the BDFS model.

2 −a(T −t)
1 −2a(T −t)
3
e
e
−
−
a
2a
2a
=
a2
1
3
2
σy2 T − t + e−b(T −t) − e−2b(T −t) −
b
2b
2b
+
b2
2ρσy σx (T − t − Ba,t,T − Bb,t,T + Ba+b,t,T )
,
+
ab
(38)
σx2 T − t +

Vt,T

where Ba,t,T = (1 − e−a(T −t) )/a.
We know from elementary statistics that when X
is normal
1
E[eX ] = exp E[X] + var[X] .
2

(39)

Under the accumulator numeraire measure, bond
prices are


 T
rs ds ,
(40)
B(t, T ) = Et exp −
t

Two-factor Gaussian Models

so

A much used two-factor Gaussian model has the form
rt = ϕ(t) + xt + yt ,

(35)

where xt and yt are state variables reverting to zero
under the equivalent martingale measure
dxt = −ax t dt + σx dzx,t ,
dy t = −by t dt + σy dzy,t ,

(36)

with dzx,t dzx,t = ρ dt, for a correlation ρ. ϕ(t) is
a deterministic function of time, chosen to fit to the
current term structure. This model is a special case
of an extended M0 (2) affine model. It is discussed
at length in Brigo and Mercurio [2], which has been
used as a reference for this section.
It is easy to write down a model for bond prices
in this model [2, 10]. Since xt and yt are Gaussian,
so is rt , and so is
 T
(xs + ys ) ds.
(37)
It,T =
t

In fact, It,T ∼ N (Mt,T , Vt,T ) is normally distributed
with mean Mt,T and variance Vt,T ,
Mt,T = Ba,t,T xt + Bb,t,T yt ,


B(t, T ) = exp −
t

T

1
ϕ(s) ds − Mt,T + Vt,T
2

.
(41)

Suppose bond prices at time t = 0 are B(0, T ). ϕ(t)
can be chosen to fit to the observed prices B(0, T ).
It is determined from the relationship
 T
B(0, T )
ϕ(s) ds =
exp −
B(0, t)
t
1
× exp − (V0,T − V0,t ) .
2

(42)

Once the function ϕ(t) has been found, it can be
used to find bond prices at future times t, consistent
with the initial term structure. This is useful in lattice
implementations. Given values of xt and yt at a
node on the lattice, one can read off the entire term
structure at each node.

Alternative Representation
The model can be reexpressed in the equivalent form
dr t = (θ(t) + ut − art ) dt + σ1 dz1,t ,

(43)
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where ut is a stochastic drift

Forward Rate Volatility

dut = −but dt + σ2 dz2,t ,

(44)

and dz1,t dz2,t = ρ dt are correlated. This form has
as its state variables (i) the short rate rt itself and (ii)
the stochastic component of the short rate drift, ut .
The equivalence is given by
a = a,

b = b,

σ1 = (σx2 + σx σy ρ + σy2 )1/2 ,

At,T =

σ2 = σy (a − b)
ρ=

Although a two-factor affine model can fit exactly
to a term structure of bond prices, without further
extension it cannot fit exactly to an ATM volatility
term structure. However, it has sufficient degrees
of freedom to be able to approximate reasonably
well to a volatility term structure. It is easy to
find instantaneous forward rate volatilities in the
model. Set

σx ρ + σy
,
σ1

1
B(0, T )
exp − (V0,T − V0,t − Vt,T ) ,
B(0, t)
2
(48)

(45)
then pure discount bond prices are

and

B(t, T ) = At,T exp(−Ba,t,T xt − Bb,t,T yt ) (49)
∂ϕ(t)
θ(t) =
+ aϕ(t).
∂t

(46)

Conversely, given the model in the alternative form,
the original form can be recovered by making the
parameter transformations the inverse of those above
and by setting
 t
θ(s)e−a(t−s) ds.
(47)
ϕ(t) = r0 e−at +

The process for instantaneous forward rates f (t, T ),
df (t, T ) = µ(t, T ) dt + σf (t, T ) dzt

for some Wiener process zt , can be derived by
Itô’s lemma. In particular, the forward rate volatility
σf (t, T ) is
σf2 (t, T ) = σx2 e−2a(T −t) + 2ρσx σy e−(a+b)(T −t)

0

The alternative form has much greater financial intuition than the original form, but it is harder to deal
with computationally. For this reason, we prefer to
work in the first form.

+ σy2 e−2b(T −t) .

(51)

When ρ < 0 one can get the type of humped volatility
term structure observed in the market. For example, with σx = 0.03, σy = 0.02, ρ = −0.9, a = 0.1,

0.02
0.018
0.016

Volatality

0.014
0.012
0.01
0.008
0.006
0.004
0.002
0
0

Figure 1

2

4

Instantaneous forward rate volatility

6

(50)

8
10
Time to maturity

12

14

16
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b = 0.5, one finds the forward rate volatility term
structure shown in Figure 1. These values are not too
unreasonable.

Forward Rate Correlation
Although forward rate volatilities are not too bad, the
forward rate correlation structure is not reasonable. It
is possible to show (Brigo and Mercurio) that
1
corr( df (t, T 1 ), df (t, T 2 ))σf (t, T 1 )σf (t, T 2 )
dt
= σx2 e−a(T1 +T2 −2t) + σy2 e−b(T1 +T2 −2t)
+ ρσx σy (e−aT1 −bT2 +(a+b)t + e−bT1 −aT2 +(a+b)t ).
(52)
We can plot the correlation structure using previous parameter values (Figure 2). Unfortunately, this

correlation structure is not at all right. It does not
decrease sufficiently as the distance between pairs of
forward rates increases. To get a better correlation
structure, more factors are needed. For money market applications, such as the valuation of swaptions, it
is crucial to fit to market implied correlations. In the
bond market, it may not be so important for vanilla
applications.

The Market Price of Risk
We can also investigate the role of the market price of
risk in this M0 (2) model. Under a change of measure,
the short rate drift is offset by a multiple, λ, of its
volatility. λ is a market price of risk. Suppose that
in the alternative representation, under the objective
measure, the short rate process is
dr t = (θ(t) + ut − art ) dt + σ1 dz1,t ,
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where ut is given by equation (44). Under the equivalent martingale measure, the process for rt is
dr t = (θ(t) − λσ1 + ut − art ) dt + σ1 dz̃1,t
(54)
for a Wiener process z̃1,t . The effect is to shift the
deterministic drift component:
θ(t) becomes θ(t) − λσ1 .
For simplicity, suppose
λ is a constant. The effect
t
on ϕ(t) = r0 e−at 0 θ(s)e−a(t−s) ds is to shift it by a
function of time:
ϕ(t) becomes ϕ(t) − λσ1 Ba,0,t .
When investors are risk neutral, λ is zero and spot
rates are given by equation (41),
−1
ln B(t, T )
T −t
 T
1
−1
ϕ(s) ds − Mt,T + Vt,T
=
T −t
2
t

r(t, T ) =

.

When investors are risk averse, λ is nonzero and rates
are altered,
 T
1
r(t, T ) becomes r(t, T ) +
Ba,0,s ds
λσ1
T −t
t
.

dxt = −axt dt + σx dzx,t

(57)

has moments
E[xt+t |xt ] = xt e−at ∼ xt (1 − at),

(55)

λ
1 −at
e Ba,t,T
= r(t, T ) + σ1 1 −
a
T −t

To price American or Bermudan style options, it
may be more convenient to use a lattice method.
On the basis of a construction by Brigo and Mercurio, we show how a recombining two-factor binomial
tree for xt and yt can be formed, although we note
that in practice, one would prefer to use a twofactor trinomial tree. The construction we describe
is fairly simple. A fast implementation would require
speed-ups like Brownian bridge discounting, terminal correction with Richardson extrapolation where
possible, and evolving using exact moments.
We start by constructing a binomial tree for xt
and yt separately, and then glue the trees together.
The process

(56)

The term structure is shifted by a maturity dependent
premium. For a given time to maturity T − t, as t
increases, the premium increases to a maximum of
λσx /a. Figure 3 shows the size of the risk premium
with λ = 0.1 as T − t increases.

Implementing the Model
Although we have seen that formulae exist for bond
values (and indeed formulae also exist for bond
option values), in general, numerical methods are
required to find values for more complex instruments.
It is straightforward to implement Monte Carlo solution methods for these Gaussian models. In cases in
which the underlying SDEs can be solved, it is even
possible to implement ‘long step’ Monte Carlo methods. All the usual speed-up techniques can be used,
and it is often feasible to use control variate methods. We do not go into Monte Carlo methods in this
article.

σx2 (1 − e−2at )
(58)
∼ σx2 t,
2a
so we can discretize this process over a short time
interval of length t as
√
xt+t = xt − ax t t + σx tεx,t ,
(59)
var[xt+t |xt ] =

where εx,t ∼ N (0, 1) is standard normal i.i.d. A
binomial approximation is given by

xt


xt + x, probability pxu ,

(60)
xt − x, probability pxd .
√
where x = σx t and
1
a √
pxu = − xt
t,
2
2σx
1
a √
t.
pxd = + xt
2
2σx
This discrete process has the same moments as xt , up
to first order in t.
To be a valid approximation, we require√that
0 ≤ pxu , pxd ≤ 1. This is only true if |xt | ≤ σx /a t.
This condition is violated if |xt | is too large. Fortunately, this is not a problem in practice because
the lattice can be truncated before the probabilities
exceed their bounds. The probability of reaching distant levels is very low. Suppose that the lattice is
truncated when xt is 10 standard deviations away
from its initial value (so that nodes further away
from 0 than 10 standard deviations are not constructed, setting option values at this high boundary
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to zero). The stationary variance of xt is σx2 /2a so
we require
σx
σx
≥ 10 × √ .
(61)
√
a t
2a
As a condition on t this is
2
t ≤ 10−2 .
(62)
a
For a reasonable value of a ∼ 0.2, this is only 10
steps a year. Hence, as long as we have more than
10 steps a year, we are safe to truncate at 10 standard deviations. (In practice, a tree will have at least
several hundred time steps per year.)
Having found the x and y steps, x and y, and
probabilities pxu , pxd , and pyu , pyd , we can now combine

the two trees, incorporating a correlation. Branching
is illustrated in Figure 4. It is a binomial product
branching. At a given node (xt , yt ), x and y can
branch either up or down with combined probabilities
p uu , p ud , p du , and p dd .
To be consistent with the individual branching for x
and y, we require
p uu + p ud + p du + p dd = 1
p uu + p ud = pxu
p uu + p du = pyu .

There is one degree of freedom left: this enables us
to impose a correlation. In continuous time
cov(xt+t , yt+t |xt , yt )
= ρσx σy Ba+b,t,t+t ∼ ρσx σy t.

(x t + ∆ x , y t + ∆ y )

p uu

(xt + ∆ x , yt − ∆ y )

p ud

(64)

We can match this covariance with the covariance on
the lattice
ρσx σy t = p uu (x − ax t t)(y − ay t t)

(xt, yt )

+ p ud (x − ax t t)(−y − ay t t)
+ p du (−x − ax t t)(y − ay t t)

p dd
p du
(xt − ∆x, yt + ∆y )

Figure 4

(63)

(x t − ∆ x , y t − ∆ y )

Branching in the two factor lattice

+ p dd (−x − ax t t)(−y − ay t t).
(65)
The complete system of four equations can be solved
for the four unknown probabilities. To first order we

12

Affine Models of the Term Structure of Interest Rates

obtain

[5]

1+ρ
bσx yt + aσy xt √
t,
−
4
4σx σx
bσx yt − aσy xt √
1−ρ
−
=
t,
4
4σx σx
1+ρ
−bσx yt + aσy xt √
=
t,
−
4
4σx σx
−bσx yt − aσy xt √
1−ρ
−
=
t.
4
4σx σx

p uu =
p ud
p du
p dd

(66)

As before, we require 0 ≤ p uu , p ud , p du , p dd ≤ 1.
This condition is violated if xt or yt is too large,
but once again the lattice can be truncated before
the bound is reached. As before, t can be chosen to be small enough so that a violation would
only occur when xt or yt are in the truncated region,
many standard deviations away from their mean
values.

Conclusion
We have seen that affine models provide a flexible family of models that can fit accurately to
observed market features. Two- or three-factor Gaussian models are often used in the bond markets
because of their flexibility and their tractability.
There are explicit solutions for the commonest instruments, and straightforward numerical methods when
explicit solutions are not available. Affine models will continue to provide a major contribution
to practical interest-rate risk management for years
to come.
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NICK WEBBER

Ammeter Process
One of the important point processes used in modeling the number of claims in an insurance portfolio is
a (homogeneous) Poisson process. A Poisson process
is a stationary one, which implies that the average
sizes of a portfolio in all periods with the same length
of time are equal. However, in practice, the size of
a portfolio can increase or decrease over time. This
situation in insurance is referred to as size fluctuation; see, for example, [6]. In order to describe such
size fluctuations, actuaries have employed generalized point processes as claim number processes.
The simplest way to model the size fluctuation of
a portfolio is to let a claim number process be an
inhomogeneous Poisson process. Suppose that A(t)
is a right-continuous nondecreasing function with
A(0) = 0 and A(t) < ∞ for all t < ∞. Thus, a point
process {N (t), t ≥ 0} is called an inhomogeneous
Poisson process with intensity measure A if N (t)
has independent increments and N (t) − N (s) is a
Poisson random variable with mean A(t) − A(s) for
any 0 ≤ s < t. A Poisson process with intensity λ is
a special case of inhomogeneous Poisson processes
when A(t) = λt. In a Poisson process, the arrival
rates of claims are constant, λ, and independent
of time. However, general inhomogeneous Poisson
processes can be used to describe time-dependent
arrival rates of claims, hence, size fluctuations. It
should be pointed out that there are several equivalent
definitions of inhomogeneous Poisson processes. See,
for example, [4, 8, 9].
A further generalization of an inhomogeneous
Poisson process is a Cox process that was introduced
by Cox [3] and is also called a double stochastic
Poisson process. Detailed discussions about Cox processes can be found in [5]. Generally speaking, a Cox
process is a mixed inhomogeneous Poisson process (see Mixed Poisson Distributions). See, for
example, [2]. Thus, a point process {N (t), t ≥ 0} is
called a Cox process if {N (t), t ≥ 0} is an inhomogeneous Poisson process with intensity measure A,
given  = A, where  = {(t), t ≥ 0} is a random
measure and A = {A(t), t ≥ 0} is a realization of the
random measure . We point out that there are rigorous mathematical definitions of Cox processes. See,
for example, [4, 5, 8, 9].

In many examples of Cox processes, the random
measure  = {(t), t ≥ 0} has the following representation:

t

(t) =

λ(s) ds.

(1)

0

When the representation exists, the random process
{λ(s), s ≥ 0} is called an intensity process. A mixed
Poisson process is an example of a Cox process
when λ(s) = L at any time s ≥ 0, where L is a
positive random variable with distribution B(λ) =
Pr{L ≤ λ}, λ > 0. That is, (t) = L t. In this case,
the random variable L is called a structure variable
of the mixed Poisson process and N (t) has a mixed
Poisson distribution with
 ∞
(λt)k e−λt
dB(λ),
Pr{N (t) = k} =
k!
0
k = 0, 1, 2, . . . .

(2)

A comprehensive study of mixed Poisson processes
can be found in [8]. A traditional example of a mixed
Poisson process used in modeling claim number
processes is a Pólya process in which the structure
variable L is a gamma random variable. In this case,
N (t) has a negative binomial distribution.
However, mixed Poisson processes are still stationary. See, for example, page 64 and Remark 5.1
of [8]. In order to obtain a nonstationary but tractable
Cox process, Ammeter [1] considered a simple example of a Cox process by letting
λ(t) = Lk ,

k ≤ t < (k + 1), k = 0, 1, 2, . . . ,
(3)

where  > 0 is a constant and {Lk ; k = 0, 1, 2, . . .}
is a sequence of nonnegative, independent and identically distributed random variables. A Cox process
with the intensity process λ(t) given in (3) is called
an Ammeter process.
Ammeter processes and mixed Poisson processes
have similar structures of intensity processes. However, the latter have the same intensity at any time
while the former have the varying intensities over
time intervals [k, (k + 1)), k = 0, 1, 2, . . .. Furthermore, they have different distributional properties
and will yield different impacts on the aggregate
claim amount (see Claim Size Processes) and ruin
probabilities when we use them to model claim
number processes. To see these, we denote the total
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amount of claims up to time t in a portfolio by the
following compound process:
Y (t) =

N(t)


Xk ,

(4)

where c > 0 is the premium rate and u > 0 is the
initial capital of an insurer.
It is easy to see by conditioning on the structure
variable L that
ψM (u) ≥ Pr{L ≥ c/µ} ≥ 0.

k=1

where {N (t), t ≥ 0} is a claim number process, independent of the claim sizes {X1 , X2 , . . .}. We assume
that the claim sizes {X1 , X2 , . . .} are independent and
identically distributed with µ = EX1 > 0 and σ 2 =
Var(X1 ) > 0. Let the claim number process N (t) be
a mixed Poisson process or an Ammeter process and
denote the corresponding total amount of claims by
YM (t) and YA (t), respectively. In the two cases, YM (t)
and YA (t) are called compound mixed Poisson process
and compound Ammeter process, respectively. Also,
we assume that the common distribution of {Lk ; k =
0, 1, 2, . . .} given in (3) for the Ammeter process is
the same as that of the structure variable L for the
mixed Poisson process with E(L1 ) = E(L) = µL > 0
and Var(L1 ) = Var(L) = σL2 > 0.
Then, by (9.1) and page 214 of [8], we have
E(YM (t)) = E(YA (t)) = µ µL t. However, for large
values of t, (9.2) and page 214 of [8] imply
Var(YM (t)) ∼ µ2 σL2 t 2

(5)

and
Var(YA (t)) ∼ ((σ 2 + µ2 ) µL + µ2 σL2 ) t,

ψM (u) = Pr{YM (t) > ct + u,

for some t > 0}
(7)

t → ∞,

for some t > 0}
(8)

be the ruin probabilities in the compound mixed
Poisson and Ammeter risk models, respectively,

(10)

where Z is the standard normal random variable. For
the proof of this limit process, see Proposition 9.3
of [8]. But for YM (t), it can be shown that
YM (t)
= µL,
t→∞
t
lim

a.s.

(11)

See, for example, Proposition 9.1 of [8].
To sum up, an Ammeter process is an example of
a nonstationary Cox process or a nonstationary mixed
inhomogeneous Poisson process.
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Approximating the
Aggregate Claims
Distribution
Introduction
The aggregate claims distribution in risk theory is
the distribution of the compound random variable

0
N =0
S = N
(1)
Y
N
≥ 1,
j
j =1
where N represents the claim frequency random
variable, and Yj is the amount (or severity) of the j th
claim. We generally assume that N is independent
of {Yj }, and that the claim amounts Yj > 0 are
independent and identically distributed.
Typical claim frequency distributions would be
Poisson, negative binomial or binomial, or modified
versions of these. These distributions comprise the
(a, b, k) class of distributions, described more in
detail in [12].
Except for a few special cases, the distribution
function of the aggregate claims random variable is
not tractable. It is, therefore, often valuable to have
reasonably straightforward methods for approximating the probabilities. In this paper, we present some
of the methods that may be useful in practice.
We do not discuss the recursive calculation of the
distribution function, as that is covered elsewhere.
However, it is useful to note that, where the claim
amount random variable distribution is continuous,
the recursive approach is also an approximation in
so far as the continuous distribution is approximated
using a discrete distribution.
Approximating the aggregate claim distribution
using the methods discussed in this article was
crucially important historically when more accurate methods such as recursions or fast Fourier
transforms were computationally infeasible. Today,
approximation methods are still useful where full
individual claim frequency or severity information
is not available; using only two or three moments
of the aggregate distribution, it is possible to apply
most of the methods described in this article. The
methods we discuss may also be used to provide quick, relatively straightforward methods for
estimating aggregate claims probabilities and as a
check on more accurate approaches.

There are two main types of approximation. The
first matches the moments of the aggregate claims
to the moments of a given distribution (for example, normal or gamma), and then use probabilities from the approximating distribution as estimates
of probabilities for the underlying aggregate claims
distribution.
The second type of approximation assumes a given
distribution for some transformation of the aggregate
claims random variable.
We will use several compound Poisson–Pareto
distributions to illustrate the application of the
approximations. The Poisson distribution is defined
by the parameter λ = E[N ]. The Pareto distribution
has a density function, mean, and kth moment
about zero
fY (y) =

αβ α
;
(β + y)α+1

E[Y k ] =

k!β k
(α − 1)(α − 2) . . . (α − k)

E[Y ] =

β
;
α−1
for α > k.
(2)

The α parameter of the Pareto distribution determines the shape, with small values corresponding to
a fatter right tail. The kth moment of the distribution
exists only if α > k.
The four random variables used to illustrate the
aggregate claims approximations methods are described below. We give the Poisson and Pareto parameters for each, as well as the mean µS , variance
σS2 , and γS , the coefficient of skewness of S, that
is, E[(S − E[S])3 ]/σS3 ], for the compound distribution
for each of the four examples.
Example 1 λ = 5, α = 4.0, β = 30; µS = 50; σS2 =
1500, γS = 2.32379.
Example 2 λ = 5, α = 40.0, β = 390.0; µS = 50;
σS2 = 1026.32, γS = 0.98706.
Example 3 λ = 50, α = 4.0, β = 3.0; µS = 50;
σS2 = 150, γS = 0.734847.
Example 4 λ = 50, α = 40.0, β = 39.0; µS = 50;
σS2 = 102.63, γS = 0.31214.
The density functions of these four random variables
were estimated using Panjer recursions [13], and are
illustrated in Figure 1. Note a significant probability
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mass at s = 0 for the first two cases, for which the
probability of no claims is e−5 = 0.00674. The other
interesting feature for the purpose of approximation is
that the change in the claim frequency distribution has
a much bigger impact on the shape of the aggregate
claims distribution than changing the claim severity
distribution.
When estimating the aggregate claim distribution,
we are often most interested in the right tail of the
loss distribution – that is, the probability of very
large aggregate claims. This part of the distribution
has a significant effect on solvency risk and is key,
for example, for stop-loss and other reinsurance
calculations.

sum is itself random. The theorem still applies, and
the approximation can be used if the expected number of claims is sufficiently large. For the example
random variables, we expect a poor approximation
for Examples 1 and 2, where the expected number
of claims is only 5, and a better approximation for
Examples 3 and 4, where the expected number of
claims is 50.
In Figure 2, we show the fit of the normal distribution to the four example distributions. As expected,
the approximation is very poor for low values of
E[N ], but looks better for the higher values of E[N ].
However, the far right tail fit is poor even for these
cases. In Table 1, we show the estimated value that
aggregate claims exceed the mean plus four standard

The Normal Approximation (NA)
Using the normal approximation, we estimate the
distribution of aggregate claims with the normal distribution having the same mean and variance.
This approximation can be justified by the central
limit theorem, since the sum of independent random
variables tends to a normal random variable, as the
number in the sum increases. For aggregate claims,
we are summing a random number of independent
individual claim amounts, so that the number in the

Table 1 Comparison of true and estimated right tail
(4 standard deviation) probabilities; Pr[S > µS + 4σS ]
using the normal approximation
Example
Example
Example
Example
Example

1
2
3
4

True
probability

Normal
approximation

0.00549
0.00210
0.00157
0.00029

0.00003
0.00003
0.00003
0.00003

0.015
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deviations, and compare this with the ‘true’ value –
that is, the value using Panjer recursions (this is
actually an estimate because we have discretized the
Pareto distribution). The normal distribution is substantially thinner tailed than the aggregate claims
distributions in the tail.

The Translated Gamma Approximation
The normal distribution has zero skewness, where
most aggregate claims distributions have positive
skewness. The compound Poisson and compound
negative binomial distributions are positively skewed
for any claim severity distribution. It seems natural
therefore to use a distribution with positive skewness
as an approximation. The gamma distribution was
proposed in [2] and in [8], and the translated gamma
distribution in [11]. A fuller discussion, with worked
examples is given in [5].
The gamma distribution has two parameters
and a density function (using parameterization as
in [12])
f (x) =

x a−1 e−x/θ
θ a (a)

x, a, θ > 0.

(3)

The translated gamma distribution has an identical
shape, but is assumed to be shifted by some amount
k, so that

f (x) =

(x − k)a−1 e−(x−k)/θ
θ a (a)

x, a, θ > 0.

(4)

So, the translated gamma distribution has three parameters, (k, a, θ) and we fit the distribution by matching the first three moments of the translated gamma
distribution to the first three moments of the aggregate claims distribution.
The moments of the translated gamma distribution
given by equation (4) are
Mean = aθ + k
Variance > aθ 2
2
Coefficient of Skewness > √ .
a

(5)

This gives parameters for the translated gamma
distribution as follows for the four example
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distributions:
Example
Example
Example
Example

1
2
3
4

a
0.74074
4.10562
7.40741
41.05620

Table 2 Comparison of true and estimated right tail
probabilities Pr[S > E[S] + 4σS ] using the translated
gamma approximation

θ
k
45.00
16.67
15.81 −14.91
4.50
16.67
1.58 −14.91

Example
1
2
3
4

Translated
gamma
approximation

0.00549
0.00210
0.00157
0.00029

0.00808
0.00224
0.00132
0.00030

provided that the area of the distribution of interest
is not the left tail.

Bowers Gamma Approximation
Noting that the gamma distribution was a good starting point for estimating aggregate claim probabilities,
Bowers in [4] describes a method using orthogonal
polynomials to estimate the distribution function of
aggregate claims. This method differs from the previous two, in that we are not fitting a distribution to
the aggregate claims data, but rather using a functional form to estimate the distribution function. The
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The fit of the translated gamma distributions for the
four examples is illustrated in Figure 3; it appears
that the fit is not very good for the first example, but
looks much better for the other three. Even for the
first though, the right tail fit is not bad, especially
when compared to the normal approximation. If we
reconsider the four standard deviation tail probability
from Table 1, we find the translated gamma approximation gives much better results. The numbers are
given in Table 2.
So, given three moments of the aggregate claim
distribution we can fit a translated gamma distribution
to estimate aggregate claim probabilities; the left tail
fit may be poor (as in Example 1), and the method
may give some probability for negative claims (as in
Example 2), but the right tail fit is very substantially
better than the normal approximation. This is a very
easy approximation to use in practical situations,
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Actual and translated gamma estimated probability density functions for four example random variables
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first term in the Bowers formula is a gamma distribution function, and so the method is similar to
fitting a gamma distribution, without translation, to
the moments of the data, but the subsequent terms
adjust this to allow for matching higher moments of
the distribution. In the formula given in [4], the first
five moments of the aggregate claims distribution are
used; it is relatively straightforward to extend this to
even higher moments, though it is not clear that much
benefit would accrue.
Bowers’ formula is applied to a standardized random variable, X = βS where β = E[S]/Var[S]. The
mean and variance of X then are both equal to
E[S]2 /Var[S]. If we fit a gamma (α, θ) distribution to
the transformed random variable X, then α = E[X]
and θ = 1.
Let µk denote the kth central moment of X; note
that α = µ1 = µ2 . We use the following constants:
A=

µ3 − 2α
3!

B=

µ4 − 12µ3 − 3α 2 + 18α
4!

C=

µ5 − 20µ4 − (10α − 120)µ3 + 6 − α 2 − 144α
.
5!
(6)

Then the distribution function for X is estimated as
follows, where FG (x; α) represents the Gamma (α, 1)
distribution function – and is also the incomplete
gamma gamma function evaluated at x with parameter α.

xα
−x
FX (x) ≈ FG (x; α) − Ae
(α + 1)


x α+2
2x α+1
xα
+
+ Be−x
−
(α + 2) (α + 3)
(α + 1)

α+1
α+2
α+3
3x
x
3x
+
−
−
(α + 2) (α + 3) (α + 4)

4x α+1
6x α+2
xα
−x
+ Ce
−
+
(α + 1) (α + 2) (α + 3)

x α+4
4x α+3
.
(7)
+
−
(α + 4) (α + 5)
Obviously, to convert back to the original claim
distribution S = X/β, we have FS (s) = FX (βs).
If we were to ignore the third and higher moments,
and fit a gamma distribution to the first two moments,

5

the probability function for X would simply be
FG (x; α). The subsequent terms adjust this to match
the third, fourth, and fifth moments.
A slightly more convenient form of the formula is
F (x) ≈ FG (x; α)(1 − A + B − C) + FG (x; α + 1)
× (3A − 4B + 5C) + FG (x; α + 2)
× (−3A + 6B − 10C) + FG (x; α + 3)
× (A − 4B + 10C) + FG (x; α + 4)
× (B − 5C) + FG (x; α + 5)(C).

(8)

We cannot apply this method to all four examples, as
the kth moment of the Compound Poisson distribution exists only if the kth moment of the secondary
distribution exists. The fourth and higher moments
of the Pareto distributions with α = 4 do not exist;
it is necessary for α to be greater than k for the kth
moment of the Pareto distribution to exist. So we have
applied the approximation to Examples 2 and 4 only.
The results are shown graphically in Figure 4; we
also give the four standard deviation tail probabilities
in Table 3.
Using this method, we constrain the density to positive values only for the aggregate claims. Although
this seems realistic, the result is a poor fit in the
left side compared with the translated gamma for the
more skewed distribution of Example 2. However,
the right side fit is very similar, showing a good tail
approximation. For Example 4 the fit appears better,
and similar in right tail accuracy to the translated
gamma approximation. However, the use of two additional moments of the data seems a high price for
little benefit.

Normal Power Approximation
The normal distribution generally and unsurprisingly
offers a poor fit to skewed distributions. One method
Table 3 Comparison of true and estimated right tail
probabilities Pr[S > E[S] + 4σS ] using Bower’s gamma
approximation
Example
Example
Example
Example
Example

1
2
3
4

True
probability

Bowers
approximation

0.00549
0.00210
0.00157
0.00029

n/a
0.00190
n/a
0.00030
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of improving the fit whilst retaining the use of the
normal distribution function is to apply the normal
distribution to a transformation of the original random variable, where the transformation is designed to
reduce the skewness. In [3] it is shown how this can
be taken from the Edgeworth expansion of the distribution function. Let µS , σS2 and γS denote the mean,
variance, and coefficient of skewness of the aggregate
claims distribution respectively. Let () denote the
standard normal distribution function. Then the normal power approximation to the distribution function
is given by

FS (x) ≈ 

6(x − µS )
9
+1+
γS σS
γS2


−

3
γS

. (9)

provided the term in the square root is positive.
In [6] it is claimed that the normal power approximation does not work where the coeffient of skewness
γS > 1.0, but this is a qualitative distinction rather
than a theoretical problem – the approximation is not
very good for very highly skewed distributions.
In Figure 5, we show the normal power density
function for the four example distributions.
The right tail four standard deviation estimated
probabilities are given in Table 4.

Note that the density function is not defined at all
parts of the distribution. The normal power approximation does not approximate the aggregate claims
distribution with another, it approximates the aggregate claims distribution function for some values,
specifically where the square root term is positive.
The lack of a full distribution may be a disadvantage
for some analytical work, or where the left side of
the distribution is important – for example, in setting
deductibles.

Haldane’s Method
Haldane’s approximation [10] uses a similar theoretical approach to the normal power method – that
is, applying the normal distribution to a transformation of the original random variable. The method is
described more fully in [14], from which the following description is taken.
The transformation is
 h
S
,
(10)
Y =
µS
where h is chosen to give approximately zero skewness for the random variable Y (see [14] for
details).
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Table 4 Comparison of true and estimated right
tail probabilities Pr[S > E[S] + 4σS ] using the
normal power approximation
Example
Example
Example
Example
Example

1
2
3
4

True
probability

Normal power
approximation

0.00549
0.00210
0.00157
0.00029

0.01034
0.00226
0.00130
0.00029

and variance
sY2 =



σS2
σS2 2
1
−
h
(1
−
h)(1
−
3h)
. (12)
µ2S
2µ2S

We assume Y is approximately normally distributed,
so that

FS (x) ≈ 

Using µS , σS , and γS to denote the mean, standard
deviation, and coefficient of skewness of S, we have
γS µS
h=1−
,
3σS
and the resulting random variable Y = (S/µS )h has
mean


σ2
σ2
mY = 1 − S2 h(1 − h) 1 − S2 (2 − h)(1 − 3h) ,
2µS
4µS
(11)

(x/µS )h − mY
sY


.

(13)

For the compound Poisson–Pareto distributions the
parameter
h=1−

(α − 2)
γS µS
(α − 4)
=1−
=
3σS
2(α − 3)
2(α − 3)

(14)

and so depends only on the α parameter of the Pareto
distribution. In fact, the Poisson parameter is not
involved in the calculation of h for any compound
Poisson distribution. For examples 1 and 3, α = 4,
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giving h = 0. In this case, we use the limiting equation for the approximate distribution function


 
σS4
σs2
x
+
−

 log

µS
2µ2S
4µ4S 
 . (15)

FS (x) ≈  




σS2
σS
1−
2
µS
2µS
These approximations are illustrated in Figure 6, and
the right tail four standard deviation probabilities are
given in Table 5.
This method appears to work well in the right tail,
compared with the other approximations, even for the
first example. Although it only uses three moments,
Table 5 Comparison of true and estimated right
tail probabilities Pr[S > E[S] + 4σS ] using the
Haldane approximation
Example
1
2
3
4

Haldane
approximation

0.00549
0.00210
0.00157
0.00029

0.00620
0.00217
0.00158
0.00029

The Wilson–Hilferty method, from [15], and described in some detail in [14], is a simplified version
of Haldane’s method, where the h parameter is set at
1/3. In this case, we assume the transformed random
variable as follows, where µS , σS and γS are the
mean, standard deviation, and coefficient of skewness
of the original distribution, as before
Y = c1 + c2

S − µS
σS + c3

1/3
,

where
c1 =

γS
6
−
6
γS
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rather than the five used in the Bowers method, the
results here are in fact more accurate for Example 2,
and have similar accuracy for Example 4. We also get
better approximation than any of the other approaches
for Examples 1 and 3.
Another Haldane transformation method, employing higher moments, is also described in [14].
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2
c2 = 3
γS
c3 =
Then

2/3

2
.
γS





F (x) ≈  c1 + c2

(x − µS )
σS + c3

1/3 
.

(17)

The calculations are slightly simpler, than the Haldane method, but the results are rather less accurate
for the four example distributions – not surprising,
since the values for h were not very close to 1/3.
Table 6 Comparison of true and estimated right tail (4
standard deviation) probabilities Pr[S > E[S] + 4σS ] using
the Wilson–Hilferty approximation

1
2
3
4

Wilson–Hilferty
approximation

0.00549
0.00210
0.00157
0.00029

0.00812
0.00235
0.00138
0.00031
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Example
Example
Example
Example

True
probability

The Esscher Approximation
The Esscher approximation method is described in [3,
9]. It differs from all the previous methods in that,
in principle at least, it requires full knowledge of
the underlying distribution; all the previous methods have required only moments of the underlying
distribution. The Esscher approximation is used to
estimate a probability where the convolution is too
complex to calculate, even though the full distribution is known. The usefulness of this for aggregate claims models has somewhat receded since
advances in computer power have made it possible to
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In the original paper, the objective was to transform a chi-squared distribution to an approximately
normal distribution, and the value h = 1/3 is reasonable in that circumstance. The right tail four
standard deviation probabilities are given in Table 6,
and Figure 7 shows the estimated and actual density
functions.
This approach seems not much less complex than
the Haldane method and appears to give inferior
results.
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Summary of true and estimated right tail (4 standard deviation) probabilities
Normal (%)

Example
Example
Example
Example

1
2
3
4

−99.4
−98.5
−98.0
−89.0

Translated gamma (%)
47.1
6.9
−15.7
4.3

n/a
−9.3
n/a
3.8

determine the full distribution function of most compound distributions used in insurance as accurately
as one could wish, either using recursions or fast
Fourier transforms. However, the method is commonly used for asymptotic approximation in statistics, where it is more generally known as exponential
tilting or saddlepoint approximation. See for example [1].
The usual form of the Esscher approximation for
a compound Poisson distribution is
FS (x) ≈ 1 − eλ(MY (h)−1)−hx


M  (h)
× E0 (u) − 1/2 Y 
E
(u)
, (18)
3
6λ (M (h))3/2
where MY (t) is the moment generating function
(mgf) for the claim severity distribution; λ is the
Poisson parameter; h is a function of x, derived from
MY (h) = x/λ. Ek (u) are called Esscher Functions,
and are defined using the kth derivative of the standard normal density function, φ (k) (), as
 ∞
Ek (u) =
e−uz φ (k) (z) dz.
(19)
0

This gives
E0 (u) = eu

2

/2

(1 − (u)) and

1 − u2
E3 (u) = √
+ u3 E0 (u).
2π

Bower’s gamma (%)

(20)

The approximation does not depend on the underlying distribution being compound Poisson; more
general forms of the approximation are given in [7,
9]. However, even the more general form requires
the existence of the claim severity moment generating function for appropriate values for h, which
would be a problem if the severity distribution mgf
is undefined.
The Esscher approximation is connected with the
Esscher transform; briefly, the value of the distribution function at x is calculated using a transformed
distribution, which is centered at x. This is useful

NP (%)
88.2
7.9
−17.0
0.3

Haldane (%)
12.9
3.6
0.9
0.3

WH (%)
47.8
12.2
−11.9
7.3

because estimation at the center of a distribution is
generally more accurate than estimation in the tails.

Concluding Comments
There are clearly advantages and disadvantages
to each method presented above. Some require
more information than others. For example, Bower’s
gamma method uses five moments compared with
three for the translated gamma approach; the
translated gamma approximation is still better in the
right tail, but the Bower’s method may be more useful
in the left tail, as it does not generate probabilities for
negative aggregate claims.
In Table 7 we have summarized the percentage
errors for the six methods described above, with
respect to the four standard deviation right tail probabilities used in the Tables above. We see that, even
for Example 4 which has a fairly small coefficient of
skewness, the normal approximation is far too thin
tailed. In fact, for these distributions, the Haldane
method provides the best tail probability estimate,
and even does a reasonable job of the very highly
skewed distribution of Example 1.
In practice, the methods most commonly cited
are the normal approximation (for large portfolios),
the normal power approximation and the translated
gamma method.
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Bayesian Statistics
Modeling Philosophy
Bayesian statistics refers to a particular approach
to statistical modeling and inference that uses three
major principles:
•

•

•

All unknown quantities in a model, whether they
are unobservable variables, parameters, or other
factors, are considered to be random variables that
have known or estimable probability distributions.
All statistical inference such as estimation or prediction, must strictly follow the laws of probability, with no introduction of extraneous principles.
Where necessary, approximations to exact probabilistic computations can be used.
Statistical sampling experiments are viewed as
operations that transform known distributions of
random quantities into new distributions that
reflect the change in the uncertainty due to the
experimental results.

The first principle saves us from convoluted
philosophical discussions about differences between
‘subjective’ probability and ‘true’ probability; to a
Bayesian, they are the same. The second principle
cautions a Bayesian against using ‘creative’ ideas
or methods of analysis from other fields, such as
physics, information theory, fuzzy sets, and the
like. The Bayesian recipe is clear; only when the
computations are difficult does one use approximation
methods, labeled as such. In this way, researchers
with better approximation methods will be able to
make better inferences. The last principle essentially
says that the goal of experimentation is not to propose
creative estimates of unknown quantities, but rather
to show how their probability distributions reflect the
information added by the experiment.

Bayes’ Law
The theory needed for Bayesian modeling is straightforward. Suppose x̃ and ỹ are two random variables,
defined over some specified range, with a known
joint probability density, p(x, y). Assuming these are
continuous random variables (which assumption can
easily be modified), we calculate the
 marginal densities in the usual way as p(x) = p(x, y) dy and


p(y) = p(x, y) dx. Note that we use the common
simplifications that, (1) known ranges of variables
are not written explicitly, and (2) most densities are
written p(·), letting the dummy variable indicate the
particular density under discussion. We also use the
expression ‘(almost) always’ or ‘similar’ to mean that
the indicated behavior occurs in practical models, but
that it may be possible to devise theoretical examples
that give contrary results.
From the definition of conditional probability,
the joint density can be expanded into two different
forms
p(x, y) = p(y|x)p(x) = p(x|y)p(y).

(1)

Rearranging, we have
p(y|x) =

p(x|y)
p(y).
p(x)

(2)

This is the original form of Bayes’ law or Bayes’ rule,
due to the Reverend Thomas Bayes (1701–1761),
as published posthumously by his colleague Richard
Price in the Royal Society Transactions in 1763. This
result lay ignored until after Laplace rediscovered it
in 1774. It is sometimes called the law of inverse
probability.

Bayesian Estimation and Prediction
To see the value of Bayes’ law in statistical inference,
consider an experiment in which some parameter, θ,
is an unknown quantity, and hence considered to be
a random variable, θ̃ , with a given prior parameter
density, p(θ). The result of the experiment will be
data, D, that are unknown before the experiment and
hence a priori, are considered to be another random
variable, D̃. The experimental model density that
specifies the probability density of the data, if the
parameter is known, is expressed as p(D|θ). (If the
role of θ is emphasized, this conditional density is
also called the data likelihood). It is important to
note that p(D|θ) alone does not make a probabilistic
statement about θ!
From Bayes’ law, we find
p(θ|D) =

p(D|θ)
p(θ),
p(D)

(3)

which shows us how to move from a probabilistic statement, p(θ), about the parameter a priori
(before the experiment), to a new probabilistic statement about the parameter a posteriori (after the
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experiment), as expressed by the posterior parameter
density, p(θ|D). Simply put, the Bayesian viewpoint
is that one cannot get ‘something for nothing’, that
is, (most) experiments cannot determine the parameter uniquely, but can only modify a previously given
distribution that expresses our uncertainty about the
parameter. We address this point again below.
Note that the denominator p(D) is simply a normalizing factor for the posterior parameter density
equal to p(D|θ)p(θ) dθ, and can be omitted by
using the ‘proportional to’ symbol
p(θ|D) ∝ p(D|θ)p(θ).

(4)

In this form, we can visualize how the ‘shapes’ of
the two functions multiply together to form the shape
of the posterior parameter density in θ-space. Thus,
if both functions are even slightly unimodal, the
result will (almost) always be a unimodal posterior
density that is ‘more peaked’ (lower variance) than
the prior density. In short, the experimental data
reduces our uncertainty about the parameter. If we
assume that there is an underlying ‘true’ and fixed
value of the parameter, θT , then we would hope that
p(θ|D) would converge to the degenerate density at
θ = θT as the amount of data increased without limit;
this is (almost) always true. Stronger mathematical
statements can be made.
In the simplest sampling experiment, we postulate
a model density, p(x|θ), from which n ‘independent
trials’ give us observed data D = {x1 , x2 , . . . , xn },
whose values are (to be precise) independent given
the parameter; thisproduces the familiar data likelihood, p(D|θ) = p(xj |θ). Note that the data by
itself is not independent before the
 experiment because p(D) = p(x1 , x2 , . . . , xn ) = p(D|θ)p(θ) dθ,
once we marginalize out the overall values of θ.
This type of joint dependence is said to be that of
exchangeable random variables by which we mean
that the value of the joint density function will be the
same, no matter in what order the variables are placed
in the function; it follows that all marginal densities
will be identical. This is why Bayesians emphasize that simple sampling experiments are independent trials only if the parameter is known; however,
when the parameter is unknown, the experiments
give exchangeable outcomes. Thus, once we sample
x̃1 = x1 , we are able to ‘learn’ something new about
the distribution of {x̃2 , . . . , x̃n }, and so on. Of course,
more complex experimental protocols will lead to
more complicated data likelihoods.

In statistical prediction, we are also given a conditional future observation density, p(w|θ), that models
the uncertainty of some future outcome, w̃; this may
be simply the unknown value of the next observation, w̃ = x̃n+1 , or may be some completely different
future outcome. Marginalizing out θ, we get the predictive observation densities

p(w|θ)p(θ) dθ;
p(w) =
a priori

p(w|D) =


p(w|θ)p(θ|D) dθ.

(5)

a posteriori

The density of the predictand is modified by the
experimental data, but the transformation is difficult
to characterize in general terms. Admitting again a
‘true’ value of the parameter, θT , it is (almost) always
the case that large amounts of data will cause the
predictive density to converge to p(w|θT ). Stronger
mathematical statements are possible. In actuarial
models, the usual dimension of x̃ and w̃ is the severity
(magnitude in $) of a claim, also called the loss
to distinguish it from administrative expense that is
borne by the insurer. Other possible variables might
be the frequency (number of claims occurring in a
given exposure interval), or the duration of some
dynamic process, such as the evolution over time of
a complex claim until the case is closed.
Ultimately, the results of statistical inference are
used to make decisions, and here, we again see the
value of the Bayesian approach. To make decisions,
we first use economic or other outside principles to
specify a loss function, g(d, θ), that is to be minimized by choosing the value of a decision variable,
d, in the face of an unknown parameter, θ̃. Substituting a point estimate of the parameter, say θ1 , and
minimizing g(d, θ1 ) with respect to d does not seem
to be a desirable procedure. However, a Bayesian has
the complete distribution of the parameter to work
with, and
 so can use the Bayesian risk function,
g(d) = g(d, θ)p(θ|D) dθ, as the objective function. There are strong economic arguments like those
used in decision theory that justify this approach, but
lack of space prohibits further discussion [3, 11, 20].

History and Conceptual Resistance
After Laplace’s rediscovery, the law of inverse probability was accepted as just another relationship useful
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in probability modeling and analysis. Then, in 1926
and 1928, Frank P. Ramsey suggested the concept of
‘personal’ probability. In 1928, Richard von Mises
published a seminal work in German hinting at
important possibilities of the law in the formal analysis of data. In 1937, Bruno de Finetti, a professor
of probability and actuarial mathematics, set forth
detailed ideas in Italian on the foundations of ‘personal probability’. In 1939, Harold Jeffreys somewhat
tentatively presented the Bayesian point of view in
English. A fairly complete history of the development of inverse probability through the 1950s is given
in [10]. The stage was now set for the expansion and
application of Bayesian ideas.
However, by the end of the Second World War,
the foundations of a different approach to statistical theory were being developed by such eminent
mathematicians as Ronald Fisher, Jerzy Neyman,
and others, based upon the important concept that
the likelihood summarized all of the information
obtained from the data itself. The resulting theory, called classical or Fisher–Neyman or largesample or mathematical statistics, provided a rigorous methodology that replaced earlier, ad hoc
approaches to data analysis, but it was one that
emphasized point estimators and asymptotic (largesample) results and did not include the concept of
prior information. This new methodology enjoyed
tremendous success, and dominated teaching, textbooks, and research publications from the 1950s
onward.
However, by the 1960s, there were some Bayesian
‘voices in the wilderness’ pointing out that many of
these classical methods were, themselves, inconsistent by probability standards, or that they introduced
arbitrary ‘ad hockeries’. Important Bayesian literature of this period would include [12, 16, 18]. These
works were at first rejected as heresy by much of the
statistical establishment, although they slowly gained
adherents in various fields of application, such as
economics, biology, demography, and, yes, actuarial science. The resulting conflict between the two
schools was played in all of the important technical
journals, such as the Journal of the Royal Statistical
Society, B, and a reading of the important papers,
referenced in the citations above, gives a fascinating glimpse into the conceptual resistance to the
‘new’ Bayesian paradigm from ‘classical’ mathematical statisticians. The first texts in this area [16, 20]
are also instructive.

3

When all of the posturing about ‘fundamentals’
and ‘counterexamples’ is set aside, the essential conflict (this is the author’s point of view) concerns
the nature and role of the prior density, p(θ). A
Fisher–Neyman statistician prefers that all analysis
be independent of the field of application, which leads
to the self-imposed requirement that a statistician
should have no prior opinion about the experiment
that is to be performed – in short, he/she should be
indifferent to all possible outcomes. If θ ∈ [0, 1], this
means that a uniform density should be the only
acceptable indifference prior. But what if the parameter space is [0, ∞]? This led to all kinds of discussion
about acceptable ‘diffuse’ or ‘non-informative’ priors, which foundered on the fact that p(θ) might be
acceptedly diffuse, but then the density of any transformation of the parameter would not be acceptable.
At this point in time, a favorite pejorative reserved
for the Bayesians was that they were using personal
probabilities (i.e. not ‘objective’ ones).
There have been many attempts to construct compromise theories, such as ‘empirical Bayes’ or ‘probabilistic likelihoods’ or ‘automatic priors’, that would
bridge the two approaches. But the difference in the
two worldviews is too great for easy reconciliation,
except for the saving grace that most Bayesian posterior distributions become independent of the chosen
prior density, as the number of datum becomes very
large. And, (almost always), they are sharply concentrated about a single value. (‘All statisticians agree in
the limit’). For this reason, it has been suggested that
Bayesian statistics be called small-sample statistics.
Reference [2] attempts a comparison between the different schools of statistical inference.
This indifference-to-the-results requirement is
rarely mentioned in applied fields – applied statisticians are supposed to have a prior opinion, however
vague, about reasonable values for reasonably chosen
parameters in their models, and about what he/she
expects from a given experiment. The development
and application of the Bayesian approach to practical statistical problems have continued unabated over
the years simply because it is a useful approach, and
because those who use it are willing to make prior
judgments. Reference [19] is a good example of a
respected journal devoting an entire issue to the ‘new’
methodology; Bernardo & Smith [4], Berger [3] and
Press [17] are examples of the many textbooks in
Bayesian methodology; and Howson and Urbach [14]
is one of several philosophical ‘apologies’ for the
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Bayesian approach. Specialty conferences in applied
Bayesian modeling have been held for many years
now, and many universities offer a course in Bayesian
methods.

Sufficient Statistics; Natural Conjugate
Priors
Although Bayesian concepts and methodology are
straightforward, it is still desirable to see how
Bayes’ law works in specific complex models to
help with the practical problems of model selection and data organization. One of the most useful
modeling concepts is that of sufficient statistics. We
say that a model density has sufficient statistics if
the total data from a simple sampling experiment,
D = {x1 , x2 , . . . , xn }, can be replaced by a smaller
number of summary statistics (functions of the data),
D # , thus simplifying the data likelihood. This can
be illustrated with the useful negative exponential
model, p(x|θ) = θ exp(−θx), where x, θ ∈ (0,
 ∞).
The data likelihood is p(D|θ) = θ n exp(−θ xj ),
and we see that the reduced statistics, D # = {n, xj }
are, in statistical jargon, sufficient for θ̃ . One can also
#
use the equivalent
 sufficient statistics, D = {n, x},
where x = 1/n xj is the sample mean. Any prior
parameter density p(θ) on [0,∞) can still be used in
Bayes’ law.
However, a further simplification is obtained if
we also specify a prior whose shape matches the
likelihood, in this case, if p(θ) ∝ θ no exp(−θxo ).
This is seen to be a gamma density for θ in
disguise, unimodal if no > 0. If this shape reasonably
approximates the known prior density, p(θ), then
the idea is to adjust the hyperparameters {no , xo }
for a ‘best fit’ to the given prior. Then, applying
Bayes’ law, we see that p(θ|D) will also be a gamma
density, but now
 with ‘updated’ hyperparameters
{no + n, xo + xj }! This particular type of a prior
density is said to be a natural conjugate prior, and
the fact that its shape will be retained after any
experimental outcome signifies that the family of
all parameter densities is closed under sampling.
Thus, for this model-prior conjugate pair, the analysis
simplifies to a point where few numerical calculations
are needed!
Note also in this simple example, that as the
number of observations increases without limit, the
posterior parameter density will become more and
more concentrated around the parameter value, θ −1 =


(xo + xj )/(no + n) → x, which, by the strong law
of large numbers, approaches almost surely the true
underlying mean observable, E{x̃|θT } = θT−1 . This
type of result can be generalized.
It can be shown that all one-dimensional model
densities with a single sufficient statistic form,
say s(x), are members of the so-called Koopman–Pitman–Darmois exponential (-like) family of
densities, which can be written in a canonical form
a(x) −θs(x)
p(x|θ) =
x ∈ X,
(6)
e
c(θ)
where the kernel function, a(x), the sufficient statistic
s(x), and the domain of the observable variable, X,
are selected by the analyst. Obviously, these have to
be chosen so that
 the density can be normalized with
a finite c(θ) = X a(x)e−θs(x) dx over some range .
Standard distributions may require reparameterization
to be put in this canonical form; see for example, the
binomial and Poisson distributions. Slightly different
canonical forms are used by different authors.

The data likelihood
becomes p(D|θ) = a(xj )

[c(θ]−n exp[−θ
s(xj )], and the sufficient statistics

are {n, s(xj )}, as promised. The corresponding
natural conjugate prior and hyperparameter updating
for the posterior density are
p(θ) ∝

1
e−θso θ ∈ ;
[c(θ]no

no → no+ n
.
so → so + s(xj )
(7)

It is usual to take  as the largest range over which
the prior parameter can be normalized, since if the
range is limited arbitrarily, Bayes’ law will never
assign mass to the missing range, no matter what
values the data likelihood produces. Admittedly, in
the general case, this recipe might not lead to a useful
prior density. But it is worth trying, and with the most
common statistical models the natural conjugate prior
is usually another well-known density. Aitchinson
and Dunsmore [1] tabulate most of the useful natural
conjugate pairs of model and prior distributions.
This emphasis on distributions with sufficient
statistics can, of course, impede the development of
other useful models. For example, there is recent
actuarial interest in the Burr density, p(x|θ) ∝ (1 +
θx)−a , to model casualty claim size with ‘thick tails’.
In this case, the entire data set, D, will be needed
in the likelihood and Bayes’ law must be applied
numerically in each case. Theoretical insights are
difficult.

Bayesian Statistics

Multiple Dimensions
Several Unknown Parameters
Most interesting actuarial models have multiple
unknown parameters or observables. In the simplest
situation, we have a one-dimensional observable variable with several unknown parameters. Two important actuarial examples are the normal density with
parameters (µ, ω) (mean, precision) and the gamma
density with parameters (α, θ) (shape, scale factor)
√
ω −(ω(x−µ)2 /2
e
√
;
(8)
p(x|µ, ω) =
2π
normal density
α α−1 −θx

p(x|α, θ) =

θ x e
(α)

,

(9)

gamma density

defined over the usual ranges, (−∞, +∞) or
[0, +∞). If ω = ω1 or α = α1 were given, then
these densities would be similar to the previous
example, with D # = {n, x} as sufficient statistics.
But with two unknown parameters, the situation
changes. It is easy to verify the well-known result
that, for the normal density, the data likelihood
p(D|µ, ω) can be summarized
by three sufficient


statistics, D # = {n, xj , xj2 }, or, if preferred,
{n, the sample mean, the sample variance}. For
the gamma density, the data likelihood p(D|α, θ),
involves
three
different sufficient statistics, D # =


{n, xj , xj }, or, if preferred, {n, the sample
mean, the harmonic mean}. With some redefinition of
parameters, one can see that both of these densities
belong to the exponential family defined above,
extended to two parameters.
The first modeling task is to visualize the shape
of the likelihood in the appropriate two-dimensional
space. It turns out that p(D|µ, ω) is a simple twodimensional ‘hill’ associated with a two-dimensional
normal density, in which the ‘top’ of the hill in the
µ dimension does not change with ω. Increasing
sample size causes the likelihood (and hence the
posterior density) to tend towards a sharp ‘mountain’,
and then approach the degenerate density in two
dimensions. However, for the gamma density, the
likelihood p(D|α, θ) has a pronounced curved ridge
in (α, θ) that persists as the sample size increases.
This means that unless the prior density is strongly
peaked in a simple manner, the shape of the posterior
p(α, θ|D) perpetuates the ridge effect. Thus, a strong
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posteriori statistical dependency between the two
parameters persists, leading to a ‘confounding’ of any
joint estimates unless a very large sample is used.
The study of likelihood shapes is also important in
classical statistics.
The second problem is that the analyst must reason
carefully about how to model the priors, p(µ, ω)
or p(α, θ). Is some empirical two-dimensional data
available for the parameters? Do we believe that the
parameters are a priori independent, so that, say,
p(µ, ω) = p(µ)p(ω), and can we specify the two
one-dimensional priors? Or, perhaps, is our prior
experience/opinion about two different parameters,
and might it be easier to reason with these? For
instance, in the gamma case, the conditional mean
observation is E{x̃|α, θ} = α/θ = µ, say, and α −1/2
is the conditional coefficient of variation. Further,
the shape of the likelihood in (µ, α)-space is very
well behaved. I might easily convince myself that
perhaps it is α̃ and µ̃ that are a priori independent.
So, reparameterization may help the actuary to think
more clearly about appropriate priors.
In any case, the choice of independent parameters
a priori does not of itself simplify computations, since
the shape of the likelihood may make the (random)
parameters appear to be statistically dependent, a
posteriori. For the record, both of the model densities
above have natural conjugate (joint) parameter priors;
that for the normal density is a two-dimensional
combination of a normal and a gamma density, found
in most textbooks. The natural conjugate joint prior
for the gamma model requires the introduction of
a new and unusual, though perfectly well-behaved,
density. In each case, use of the natural conjugate
priors produces two ‘exact credibility’ predictors.
(defined below).
Finally, we point out that estimating two parameters with a fixed amount of data must result in less
‘learning’ from the experiment than if the same data
were applied to estimating just one parameter. For
models with more than two unknown parameters,
these remarks apply with greater force and there may
be much difficulty in reducing parameter uncertainty.

Multidimensional Observables and Parameters
The extension of Bayes’ law to higher-dimensional
observables, x̃, w̃, and higher-dimensional parameters, θ̃, (the dimensions need not be the same)
is directly made, and numerical computations pose
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no special difficulties, apart from the usual strong
demands imposed by higher-dimensional spaces. In
most actuarial applications, the number of dimensions
required is usually small, except for multidimensional
regressions and other generalized linear models discussed later.

Composite Models; The Compound Law
The usual situation in which multiple unknown
quantities arise is in models that combine two or more
simpler laws. The paramount example in insurance
is the compound law, basic to casualty models.
Suppose that an integer number ñ = n of claims
(the ‘frequency’) are made on a given policy in one
exposure year, in amounts x̃1 = x1 , x̃2 = x2 , . . . x̃n =
xn (the ‘individual severities’). The total loss or ‘total
severity’ is a random variable, ỹ, given by
ỹ = x̃1 + x̃2 + · · · + x̃ñ ,

(10)

if ñ > 0, ỹ = 0 otherwise. Suppose that the number
of claims has a (discrete) frequency density, pn (n|λ),
with an unknown frequency parameter, λ, and that
the individual losses are drawn from a common individual severity density, px (x|θ), with an unknown
severity parameter, θ. The frequency and all individual severities are assumed to be mutually statistically
independent, given the parameters (λ, θ) Given a
joint prior parameter density, p(λ, θ), there are two
inference problems of interest; (1) using experience
data to reduce our uncertainty about the parameters,
and (2) finding predictive densities for future values
of ñ, x̃, and/or ỹ.
Since this compound model is developed elsewhere, we discuss only the effect on Bayesian inference when data is gathered in different ways. (We
consider only one year’s experience to avoid notational complexity). The first and the most detailed
protocol collects all of the individual severities, so
that D = {n; x1 , x2 , . . . xn }. By definition, the data
likelihood is
n

px (xj |θ),
(11)
p(D|λ, θ) = pn (n|λ)
j =1

with the product term missing if n = 0. From this
comes the important result that if the parameters are
a priori independent, then they will remain so after
the experiment. Thus, p(λ, θ) = p(λ)p(θ) implies
p(λ, θ|D) = p(λ|D)p(θ|D), and the estimation of
the updated parameters can be carried out separately.

In some experimental situations, it may not be
possible to capture the individual severities, but only
the total loss, y = x1 + x2 + · · · + xn . The data is
now D = {n; y}, and the data likelihood becomes

n∗
(12)
p(D|λ, θ) = pn (n|λ) px (y|θ) ,
with the convention that the convolution term is the
degenerate unit density at y = 0, if n = 0. The important property of separation of estimates for the two
parameters still holds, but clearly less information
is provided for the updating of θ, unless px (y|θ)
belongs to the exponential family for which y is a
sufficient statistic!
Finally, we might have an extreme situation in
which the number of claims was not recorded, so
that D = {y}, making the data likelihood
p(D|λ, θ) =

∞



n∗
p(n|λ) px (y|θ) ,

(13)

n=1

when y > 0. Finding an analytic form for a compound law distribution is very difficult; the actuarial
literature is full of many approximation methods for
numerical computing, but none of them introduces
parameters suitable for Bayesian inference. Even
if we could find such parametric approximations,
this limited amount of data introduces dependency
between the two parameters, even where none existed
a priori. In this situation, one would probably abandon this detail of model complexity and simply ‘fit’
the compound density by some convenient family of
densities, treating the total losses as one-dimensional
observations.
This last equation also reveals the inherent difficulty in making predictions for some future total
loss, say ỹ = w̃. No matter what detail of data is
given, we need to analyze the form of all possible
convolutions of px (y|θ). Fortunately, most actuarial
applications require only one or two moments of the
predictive density. For example, the predictive mean
total severity is by a well-known formula
E{w̃|D} = E{ñ|D}E{x̃|D}.

(14)

If detailed frequency and severity data is available,
we see that the two first-moment components can be
forecasted individually, and then multiplied together.
There is practically no literature on the important
problem of predicting the tail probabilities of the
compound law density.

Bayesian Statistics

Point Estimators and Predictors
Even though Bayes’ law gives the complete posterior
distributions for random variables of interest, there
are times when applications only require a quickly
calculated single value that is ‘best’ or ‘most representative’ in some sense. In a general Bayesian
approach, one must define ‘best’ explicitly, by specifying a loss function. In insurance applications, there
is already the fundamental economic requirement of
finding the actuarial fair premium for insuring claims
of some risk process.
Note that in a simple Bayesian model there are
two levels of uncertainty to deal with – the first
is the observed variability in the underlying claims
process itself, and the second is our uncertainty about
the correct value of the risk parameter. If θ were
known, then the actuarial fair premium is simply the
mean value of the observations, m(θ) = E{x̃|θ}. This
point predictor is the starting point for calculating
commercial premiums, and has desirable, well-known
properties, such as being stable ‘in the long run’. It
is also the choice that minimizes the mean-squared
error in the fluctuations of the observables, given
θ. Some actuaries believe that the observational
variance, v(θ) = V{x̃|θ}, should also be used in
setting premium reserves.
But these considerations do not tell us how to
handle parameter uncertainty, a priori and a posteriori. For notational simplicity, let us transform
the unknown parameter and work directly with the
random mean value, µ̃ = m(θ̃ ). Using the standard
transformation formula, we can then, in principle, find
the equivalent a priori density of the mean, p(µ), and
the a posteriori density, p(µ|D), if needed. To find
our final point predictor, µ1 , we now have to select
the ‘most representative’ value of µ̃, except that now
there is no simple actuarial principle of ‘fairness’ to
guide us in characterizing a prior density. Remember, it is always possible that two different actuaries
may have an honest difference of opinion or different
experience about the appropriate p(µ) to use.
The simplest choice is to use once again the
expected value of the random quantity, thus selecting
the single value
µ1 = E{µ̃} = E{m(θ̃ )} or
µ1 (D) = E{µ̃|D} = E{m(θ̃ )|D}.

(15)

In many simple models, this ‘means of means’
value can be determined analytically. It can also be
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calculated numerically, except that now we need to
compute explicitly the normalizing factor, p(D).
A second possibility is to use the mode of p(µ)
or p(µ|D), call it µ̂ or µ̂(D). This predictor is
not usually mentioned in the literature, but it has
some desirable theoretical properties, and can usually
be computed more easily than the mean, either
analytically or computationally. Of course, a mode
may not be present in the prior density, p(µ), but,
with an increasing volume of data, D, the posterior
density p(µ|D) will quickly develop a distinct ‘most
likely’ peak. The mode is the best estimator using an
‘all or nothing’ loss function.
Generally, neither of these point predictors has
any direct relationship to the mean or mode of the
densities of the parameter θ̃ , since their properties are
not preserved under transformation. Also note that a
proper Bayesian would never make an estimate, θ1 ,
of the original parameter, and then use m(θ1 ) as a
predictor; unfortunately, this ‘fitting the curve first’
procedure is still a common practice in industry.

Credibility Prediction
Actuaries have been making point predictions using
informal, ad hoc arguments (heuristics) long before
modern statistical methods were developed. Foremost
among these is the much-used credibility formula of
casualty insurance. Surprisingly, this formula has a
strong relationship to a Bayesian point predictor.
The credibility formula for predicting the fair
premium (mean future claim size) of a particular
risk is
n
,
(16)
µ1 ≈ (1 − z)m + zx; z =
no + n
where m is the manual premium, a published
industry-wide guide tothe fair premium for similar risks, and x = 1/n xj is the experience sample
mean for that particular risk. The mixing factor, z,
called the credibility factor, is the relative weighting between the two forecasts; as n increases, more
weight is attached to the experience mean, which ‘has
more credibility’. The time constant, no , is to be ‘chosen by the actuary’, thus making its ‘best’ value a
continuing subject of discussion in the industry.
This formula was given a firm theoretical foundation in 1967 by Hans Bühlmann [6], who asked (in
our notation) if we approximate E{µ̃|D} by a linear
function of the sample mean, a + bx, what values
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of a and b minimize the mean-squared approximation error, averaged over our prior opinion about θ̃?
Bühlmann proved that the credibility formula above
was optimal, if we identify the manual premium with
the prior mean, m = E{x̃} = E{µ̃}, and select the time
constant as the ratio between the two components of
process variance, no = [E{v(θ̃ }]/[V{m(θ̃}]. The language of the article is that of actuarial modeling and
risk collectives, but it easy to identify the terms used
with their Bayesian equivalences. This discovery led
to an explosion of linear least-squared methodology
for various point predictors used by actuaries.
Previously, in 1945 and 1950, Arthur L. Bailey,
and, in 1963, Allen L. Mayerson had written papers
in the Proceedings of the Casualty Actuarial Society
pointing out the relationship between Bayesian methods and credibility theory. They gave three examples
of prior/model combinations for which the credibility
formula is an exact predictor of E{µ̃|D}; however,
they used standard model parameterization, so no
generalization is obvious. All of these developments
set the author thinking about more general conditions for ‘exact credibility’. In 1974 [15], showed that
exact credibility (almost) always occurs (1) whenever
the model density is a member of the simple exponential family (e.g. the mean is the sufficient statistic
and the support of x̃ does not depend upon θ), and
(2) the prior density is the natural conjugate prior for
that family, together with the requirement that the
support  be chosen as large as possible. The few
exceptions are theoretical heavy-tailed densities for
which a correction term must be added to the credibility formula, but this term vanishes quickly with
increasing sample size.
These results suggest that the credibility formula
is robust for more general families of distributions
and that least-squares approximation methods will
be useful in approximating exact Bayesian predictors
for more complex models. We now conclude with
some examples of useful Bayesian models that have
appeared in actuarial literature.

Linear Models
Regression Models
Complex linear model structures from classical statistics and economics are beginning to be used by
actuaries. For instance, credibility prediction can be

thought of as a simple Bayesian regression model.
The general form of the regression model is
ỹ = Hθ̃ + ũ,

(17)

where ỹ is a p-vector of observable random variables,
θ̃ is an r-vector of unobservable random parameters,
and ũ is a p-vector of random ‘noise’ or ‘errors’.
The fixed p × r matrix, H, is called the design
matrix; it links together the distributions of the
three random vectors, and reflects some assumed
polynomial behavior in p-space. Traditionally, the
components of ũ are assumed to be independent
normal variates, with zero means and common known
variance, σ 2 . The classical goal is to make inferences
about the {θ̃j }, given samples {y(1), y(2), . . .}.
In a Bayesian formulation, a vector parameter
prior density, p(θ), is specified so that, together
with the error variable assumptions, it defines the
observational likelihood, p(y|D); the law of inverse
probability then gives the posterior density, p(θ|D).
A full distributional analysis can only be carried out
explicitly if the parameters are a priori joint normally
distributed. With a little more effort, it is also possible
to let σ 2 be a random quantity with a gamma prior.
Reference [5] contains many examples.
The situation simplifies if one is only interested
in the development of mean predictors through linear
approximations. Hachemeister [13] developed credibility regression formulae for a problem in simultaneous rate making over several regions. However, his numerical results did not satisfy a desirable
(extra model) order relationship between different
regions. This difficulty was corrected by Bühlmann &
Gisler [7] through a reformulation of the regression.

General Linear Models
The so-called random effects models, which include
hierarchical, cross-classification, and nested structure
linear models have not yet had much application in
insurance. The Bayesian possibilities are discussed
in [5].
However, Bayesian inference models within dynamic linear structures, called generalized linear models have now been extensively developed [22]. These
models have great potential for enterprise modeling, but, thus far, Bayesian dynamic modeling of
insurance companies is in its infancy, an exception
being [21].

Bayesian Statistics

Hierarchical Structures
Actuaries are always looking for additional data that
will make estimates and predictions more precise.
Suppose that you are the actuary in insurance company #1, for which the model density is p(x1 |θ1 ) and
the prior density is p(θ1 ) (for simplicity we do not
index the densities, even though these densities may
be particular to company #1). After gathering data
D1 = {x11 , x12 , . . . , x1n1 }, you plan to use Bayes’ law
to calculate p(θ1 |D1 ) in the usual way and then make
predictions.
But then you realize that there are other insurance
companies (i = 2, 3, . . .) that are underwriting similar risks in similar territories under similar economic
conditions, each with their own individual risk parameter {θi }, prior density, and model density, together
with their own experience data {Di (i = 2, 3, . . .)}. It
would seem desirable for these similar companies (in
the same cohort) to share their experience through,
say, an independent ratemaking bureau, in order to
enhance the predictive power of all companies.
Now we have a modeling difficulty. If the risk
parameters {θ̃1 , θ̃2 , . . .} are truly independent of
each other, then a simple Bayesian argument on
p(θ1 , θ2 , . . .) and p(θ1 , θ2 , . . . |D1 , D2 , . . .) reveals
that any overall formulation decomposes into the
individual company formulations, with no one profiting from data generated at the other companies! To
model the desired effect, we must introduce statistical dependency between the risks of each company
by extending the overall model in some natural way.
The desired extension is gotten by assuming there
is an industry-wide risk hyperparameter, call it φ̃,
that affects the risks in every company in a similar manner. For instance, φ̃ could reflect common
economic conditions, weather, or consumer behavior. Then the prior density for company i should be
rewritten as p(θi |φ), with the assumption that individual risk parameters are independent of one another,
given the same hyperparameter! We then express
industry-wide uncertainty about this hyperparameter through a hyperprior density, p(φ), making the
unconditional
joint parameter density p(θ1 , θ2 , . . .) =

p(θi |φ) dφ. In other words, this new model is
equivalent to assuming that the individual company
risk parameters are exchangeable random variables.
The formulation now contains three levels of uncertainty, (x̃, θ̃, φ̃), and this is the main idea of a
hierarchical model. The model can be generalized
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in an obvious manner by including additional levels of uncertainty and supersets of relevant data, the
main difficulty being to develop a convenient notation. More complicated basic models have also been
extended into hierarchical forms with accompanying
Markov Chain Monte Carlo methods.
There is now the practical problem of specifying
analytic forms for the various densities. Unfortunately, the only known formulation is a normalnormal-normal density structure, with the unknown
means at the two lower levels representing the company and cohort risks, and all variances assumed to
be fixed. However, interesting credibility-type results
can be obtained in general cases, by using linearized
approximations for the point predictors [9].

Model and Prior Mixtures
Prior Density Mixtures
Some important practical considerations can best be
handled through combinations of simpler models. For
instance, if our prior uncertainty about the parameter or parameters were bimodal (thus representing an
‘either-or’ opinion), we could express the prior density as a mixture of two simpler unimodal forms
p(θ|π) = [1 − π]p1 (θ) + πp2 (θ),

(18)

introducing a mixing coefficient, 0 ≤ π ≤ 1, assumed temporarily to be given. (We use subscripts
on the component prior densities to emphasize their
different forms). Since the experimental data do not
depend upon π, Bayes’ law with a likelihood p(D|θ)
shows that each of the component densities, pi (θ),
can be updated independently to pi (θ|D), according
to
pi (θ|D)pi (D) = pi (θ)p(D|θ) (i = 1, 2), (19)

where pi (D) = pi (θ)p(D|θ) dθ has the interpretation of the probability of the data, given that prior
pi (θ) is acting alone. In this way, the overall posterior density becomes
p(θ|D, π) = [1 − π(D)]p1 (θ|D)
+ π(D)p2 (θ|D),
with

π(D) = π

p2 (D)
.
(1 − π)p1 (D) + πp2 (D)

(20)

Note that we are not updating uncertainty about π,
but merely changing the definition of the mixing
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coefficient to be used in the posterior formula. So
the posterior changes in two ways: each component
prior may become sharper through updating, and
the weight of evidence usually increases in favor of
just one component. If we try to incorporate prior
uncertainty regarding the mixing coefficient using a
p(π), we see that this density will remain unchanged
a posteriori, since the experiment is uninformative
about π̃.
Forecast densities and their moments exhibit similar decompositions, and the model can easily be
extended to additional different components.

Observational Density Mixtures
One may also consider the possibility that the observations are sampled from two (or more) different
component model densities, p1 (x|θ1 ) and p2 (x|θ2 ),
in proportions that are not known a priori. This leads
to an overall observational mixture
p(x|π, θ1 , θ2 ) = (1 − π)p1 (x|θ1 ) + πp2 (x|θ2 ), (21)
which might depend on three (or more) unknown
parameters, whose prior joint density must be specified. The much more difficult task is to compute the
likelihood, now,
p(D|π, θ1 , θ2 ) =

n


p(xj |π, θ1 , θ2 ),

(22)

1

in the usual case where the data D = {x1 , x2 , . . . , xn }
are i.i.d. given the parameters. For instance, consider
the simple case in which the model component
parameters θ1 and θ2 are given, but π̃ is uncertain,
with prior density p(π). Calculating the observational
constants, kij = pi (xj |θi ) (i = 1, 2; j = 1, 2, . . . n),
we see that the full form of the likelihood will be
p(D|π) =

n

[(1 − π)k1j + πk2j ],

(23)

1

which expands to the sum of 2n terms in all possible
combinations of (1 − π)r π n−r (r = 0, 1, . . . , n) ,
rather like a binomial expansion, except that the
coefficient of each term is a complex sum of various
combinations of the {kij }. In simple terms, the
learning about π is carried out by considering all
possible partitions of the observables {xj } into model
categories #1 or #2. This is sometimes referred
to as an observational classification model. With

some careful programing, calculating the form of the
likelihood is feasible for moderate sample sizes.
However, in the more usual case where we might
also like to reduce the uncertainty about the ‘true’
values of the unknown parameters θ̃1 and θ̃2 , the
constants above must be replaced by kij ⇒ pi (xj |θ̃i ).
The number of terms in the likelihood is still 2n ,
but now each possible combination of (1 − π)r π n−r
contains sums of various mixtures of functions of θ1
and θ2 . It is difficult to develop a compact notation
for all of these sums, let alone to compute the
various three-dimensional functions of the likelihood.
So, exact calculations with this complete model are
probably limited to small sample sizes.
Another well-recognized difficulty should be mentioned again – the inferential power of a given sample
size drops off considerably as the number of unknown
parameters is increased above one. Further, as is
well known in the statistical literature, the ability
to discriminate between two similarly shaped model
densities (for instance, between two negative exponential densities) is very limited. Some results might
be possible with very large volumes of data, but then
approximation methods would be needed to compute
the likelihood. This is not a result of using Bayesian
methodology, but is just an example of the famous
actuarial principle.
One cannot get more out of a mincing machine
than is put into it.

Estimation with Outliers
In certain situations, one may believe that the measurements are contaminated with outliers or with
unusually extreme values that arise from some spurious mechanism, which need to be eliminated from
any analysis. A simple model of outliers is to take the
two-component density above, and to identify p1 (·)
with the ‘normal’ observations, and p2 (·) with the
outlier observations. In most cases, π, the fraction of
outliers, will be very small.
The most desirable case is when we can assume
that both π and θ2 are (relatively) fixed, enabling us to
concentrate on estimation of the ‘usual’ observation
parameter, θ̃1 . One computational possibility is to
approximate the likelihood by its first few terms
(assume that there are only 0, 1, 2. . ., outliers), and
for each term, concentrate on placing only the largest
observations in category #2.
In insurance applications, we are usually
only interested in the unknown mean of the

Bayesian Statistics
‘normal’ observations,
for example, in µ1 =

E1 {x̃|θ1 } = xp1 (x|θ1 ) dx. This leads to the idea of
approximating E{µ̃1 |D} by a linear function of data.
On the basis of the thesis of Gisler [8], shows that
a direct Bayesian calculation supports the use of
credibility formulae with M-trimmed (Winsorized)
observations, y = min(x, M), where M is chosen to
minimize the expected least-squared approximation
error.
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to [Q(T |θ)]u . If T is very large, then of course all
samples might be completed with r = n and u = 0.
The unfinished samples above can be thought of
as right-truncated or right-censored data, but the
model also clearly applies to ‘in-progress’ lifetimes
that start before the beginning of the observation
interval (left-truncated), and terminate during the
interval, or even after it.

Noninformative Stopping Rules

Incomplete and Evolutionary Observations
Truncated Samples
In many applications, such as reliability, demography, and actuarial science, it often happens that
the observation and measurement of a lifetime, some
duration evolving in real time, must be terminated
after a finite interval, leaving one or more incomplete
samples. Insurance examples are a human life span or
the time from an accident until the claim is closed; the
observation interval might be determined by a project
deadline, limited financial resources, or some other
experimental constraint. For instance, suppose that a
total of n lifetimes start at known epochs and their
evolution observed. At the end of the experiment,
only r ≤ n of them might be completely measured,
with the remaining u = n − r lifetimes observed for
various durations {Tj }, but not yet ‘finished’. This
gives the data set
D = {x̃i = xi (i = 1, 2, . . . , r);

x̃j > Tj (j = 1, 2, . . . , u); (r, u)}.

(24)

Note that the total number of samples, r + u = n, is
fixed, but that the number of samples in each category
will vary from experiment to experiment. Clearly,
one should not discard the unfinished samples, but
incorporate them into the likelihood. Denoting the
cumulative and complementary cumulative (tail) distribution functions (conditional on θ), respectively,
by P (x|θ) and Q(x|θ) = 1 − P (x|θ), the appropriate
likelihood is
r
u


p(xi |θ)
Q(Tj |θ).
(25)
p(D|θ) =
1

1

If it is the usual case that all samples start at
the beginning of the observation interval and all
incomplete samples are terminated at a common
cutoff time, T , then the second term above simplifies

This is a convenient point to discuss a phenomenon
that was observed and exploited by pioneers in
Bayesian modeling [20], but is often missing in
modern texts. The key idea is that experiments
that can lead to incomplete samples must include
a stopping rule, part of the testing protocol, that
describes how and when the experiment begins
and ends, and which observations will be kept or
discarded. For instance, instead of the experiment
described above, the starting epoch of each sample
might be determined by some ‘outside’ stochastic
mechanism. Or, the observations might be terminated
after a fixed number r of ‘failures’ or ‘deaths’. Or,
perhaps the observations are ‘lined up’ in succession
along the time axis (renewal testing), making each
sample completion the beginning of the next sample,
leaving only one incomplete observation when the
experiment is terminated. The question is, how do
these different stopping rules affect the likelihood?
Fortuitously, it is possible to show that these
types of stopping rules change only constants in the
likelihood and do not affect the important part – the
shape of the likelihood with the parameter, θ. Stated
more formally
Remark 1 If the stopping rule does not depend
explicitly upon the value of the unknown parameter,
θ, then the stopping rule is said to be uninformative
about the parameter, and does not enter into the shape
of the data likelihood, p(D|θ).
This distinction between informative and noninformative stopping rules gives a tremendous simplification in modeling experiments, as it permits, for
example, adaptive experiments in which the stopping
rule could depend upon the observations themselves.
In other words, for all uninformative stopping rules,
we can assume that the ‘data speak for themselves’ in
giving a Bayesian model information about unknown
parameters, and the expression above has the correct
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shape for all uninformative stopping rule protocols.
Parenthetically, we note that many classical estimators do depend upon the likelihood constants for
different stopping rules, and hence are suspect.
To gain further analytic insight, we must know
the analytic form of Q(T |θ), which may be quite
complex. The only simple result is in the case of
a negative exponential model, for which
 there
 are
two sufficient statistics, r and s(D) = xi + Tj ,
called the total time on test statistic. More realistic
models must be handled numerically.

Missing Observations
A somewhat different situation occurs in reinsurance, in which a primary (ceding) insurance carrier
avoids extremely large claim (loss) fluctuations
by purchasing a stop-loss contract (treaty) from a
reinsurance company that will cover all losses above,
say, $M. Typically, M is many times the mean loss
of a single claim, and so only the extreme tail of
the loss distribution is ‘laid off’ in the treaty. The
problem for the reinsurer is to estimate this random
excess-loss distribution, and thus to fix a premium
for the stop-loss policy.
The cedant usually has many policies in its portfolio, thus producing a very large amount of claims
data, D = {x1 , x2 , . . . , xn }, most of which are values much smaller than M, and considered ‘not of
interest’. On the other hand, there are usually few or
no samples that actually exceed M. Thus, for both
economic and analytic reasons, the reinsurer requests
some reasonable amount of data that exceeds some
lower ‘observation layer’ L < M, in order to make
its estimates of risk; typically, L might be 0.8 M.
If the reinsurer is given only the data DL = {xi >
L|i = 1, 2, . . . r}, then any inference must take the
left truncation
 into account and use the likelihood
p(D|θ) = p(xi |θ)/Q(L|θ). This often turns out
to be an unstable and hence unreliable likelihood.
However, if the cedant company also provides the
(previously unknown) number of samples, u = n −
r, that did not reach the observation layer, then
the much 
more satisfactory likelihood, p(D|θ) =
[P (L|θ)]u p(xi |θ), can be used.
Practical reinsurance inference is, of course, much
more complex because of the complexity of some
treaty terms and because many actuaries believe that
the tails of a loss distribution should be modeled
differently from the body – the so-called problem

of dangerous distributions. But this example does
illustrate the value of thinking carefully about what
kind of data is available for accurate inference.

Incurred but not yet Reported Observations
Evolving claims processes may have an additional
complication; their occurrence is not known until
some random duration, x̃, has elapsed, when the claim
is presented, or when some threshold of duration or
cost is surpassed. To model these incurred but not
yet reported (IBNR) claims, we need not only a
duration model density, p(x|θ), but also a frequency
model density, say p(n|λ), that reflects the number
of claims, ñ, that actually occur in one exposure
(policy) year. The random risk parameters (θ̃ , λ̃)
would ordinarily require knowledge of a (joint) prior
density, p(θ, λ), but these parameters are usually
modeled as independent, a priori, so that a joint
prior, p(θ)p(λ), is used. Finally, specification of the
stochastic process that generates the claim start events
throughout the exposure year is required; we shall
finesse this complication by making the unrealistic
assumption that all claims start at the beginning of
the exposure year.
Assume that, at some horizon, T , (which may
occur well after the exposure year in the usual case of
long development duration claims), we have actually
had r reportings of durations, x = {x1 , x2 , . . . , xr }.
The main question is, what is the predictive density
for the unknown number of claims, ũ, that are still
IBNR? A direct way to find this is to write out the
joint density of everything
p(r, u, x, θ, λ) ∝ p(n = r + u|λ)
×

r


p(xj |θ) [Q(T |θ)]u p(θ)p(λ),

(26)

1

integrate out over θ and λ, and then renormalize the
result to get the desired p(u|r, x) (u = 0, 1, 2, . . .).
There are simplifications if the frequency density
is assumed to be Poisson together with its natural
conjugate prior, but even if the duration density is
assumed to be in the exponential family, there is
still the difficult problem of the shape of Q(T |θ).
Creation of a practical IBNR model is still a large
step away, because the model above does not yet
include the dimension of severity (claim loss), which
evolves in its own complicated fashion and is difficult
to model. And then there is the ‘IBNR triangle’,

Bayesian Statistics
which refers to the shape of the data accumulated
over multiple policy years. Most of the efforts to
date have focused on predicting the mean of the ‘total
ultimate losses’; the forecasting methods are creative,
but predominately pre-Bayesian in approach. The
literature is very large, and there is still much
modeling and analysis to be done.
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Hence, 1 − ψ(u) = Pr[L ≤ u], so the nonruin probability can be interpreted as the cdf of some random
variable defined on the surplus process. A typical realization of a surplus process is depicted in
Figure 1. The point in time where S(t) − ct is maximal is exactly when the last new record low in the
surplus occurs. In this realization, this coincides with
the ruin time T when ruin (first) occurs. Denoting
the number of such new record lows by M and the
amounts by which the previous record low was broken by L1 , L2 , . . ., we can observe the following.
First, we have

Beekman’s Convolution
Formula
Motivated by a result in [8], Beekman [1] gives a
simple and general algorithm, involving a convolution formula, to compute the ruin probability in a
classical ruin model. In this model, the random surplus of an insurer at time t is
U (t) = u + ct − S(t),

t ≥ 0,

(1)

where u is the initial capital, and c, the premium
per unit of time, is assumed fixed. The process S(t)
denotes the aggregate claims incurred up to time t,
and is equal to
S(t) = X1 + X2 + · · · + XN(t) .

L = L1 + L2 + · · · + LM .

Further, a Poisson process has the property that it
is memoryless, in the sense that future events are independent of past events. So, the probability that some
new record low is actually the last one in this instance
of the process, is the same each time. This means that
the random variable M is geometric. For the same
reason, the random variables L1 , L2 , . . . are independent and identically distributed, independent also of
M, therefore L is a compound geometric random
variable. The probability of the process reaching a
new record low is the same as the probability of getting ruined starting with initial capital zero, hence
ψ(0). It can be shown, see example Corollary 4.7.2
in [6], that ψ(0) = λµ/c, where µ = E[X1 ]. Note
that if the premium income per unit of time is not
strictly larger than the average of the total claims per
unit of time, hence c ≤ λµ, the surplus process fails
to have an upward drift, and eventual ruin is a certainty with any initial capital. Also, it can be shown
that the density of the random variables L1 , L2 , . . . at

(2)

Here, the process N (t) denotes the number of claims
up to time t, and is assumed to be a Poisson process
with expected number of claims λ in a unit interval.
The individual claims X1 , X2 , . . . are independent
drawings from a common cdf P (·). The probability
of ruin, that is, of ever having a negative surplus
in this process, regarded as a function of the initial
capital u, is
ψ(u) = Pr[U (t) < 0 for some t ≥ 0].

(3)

It is easy to see that the event ‘ruin’ occurs if and
only if L > u, where L is the maximal aggregate loss,
defined as
L = max{S(t) − ct|t ≥ 0}.

(4)

u
L1
L2
U (t )

L
L3

0

t
T1

Figure 1

The quantities L, L1 , L2 , . . .

T2

(5)

T3

T4 = T

T5
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Beekman’s Convolution Formula

y is proportional to the probability of having a claim
larger than y, hence it is given by
fL1 (y) =

1 − P (y)
.
µ

(6)

As a consequence, we immediately have Beekman’s
convolution formula for the continuous infinite time
ruin probability in a classical risk model,
ψ(u) = 1 −

∞


p(1 − p)m H ∗m (u),

(7)

m=0

where the parameter p of M is given by p = 1 −
λµ/c, and H ∗m denotes the m-fold convolution of
the integrated tail distribution
 x
1 − P (y)
dy.
(8)
H (x) =
µ
0
Because of the convolutions involved, in general,
Beekman’s convolution formula is not very easy to
handle computationally. Although the situation is not
directly suitable for employing Panjer’s recursion
since the Li random variables are not arithmetic, a
lower bound for ψ(u) can be computed easily using
that algorithm by rounding down the random variables Li to multiples of some δ. Rounding up gives
an upper bound, see [5]. By taking δ small, approximations as close as desired can be derived, though
one should keep in mind that Panjer’s recursion is
a quadratic algorithm, so halving δ means increasing
the computing time needed by a factor four.
The convolution series formula has been rediscovered several times and in different contexts. It can
be found on page 246 of [3]. It has been derived
by Benes [2] in the context of the queuing theory
and by Kendall [7] in the context of storage theory.

Dufresne and Gerber [4] have generalized it to the
case in which the surplus process is perturbed by
a Brownian motion. Another generalization can be
found in [9].

References
[1]
[2]
[3]

[4]

[5]

[6]

[7]

[8]

[9]

Beekman, J.A. (1968). Collective risk results, Transactions of the Society of Actuaries 20, 182–199.
Benes, V.E. (1957). On queues with Poisson arrivals,
Annals of Mathematical Statistics 28, 670–677.
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Bernoulli Family

Jacob Bernoulli

Bernoulli Family
The Bernoulli family from Basel, Switzerland, has
among its members, jurists, mathematicians, scientists, doctors, politicians, and so on. Many of them
left a mark on the development of their specific
discipline while some have been excelling in more
than one area. Below is a small excerpt from the
Bernoulli family pedigree. Four of the Bernoulli’s
(boldfaced in the excerpt) have contributed to probability theory in general and to actuarial science more
specifically (see Figure 1). We highlight their main
achievements but restrict ourselves as much as possible to issues that are relevant to actuarial science.
Excellent surveys of the early history of probability and statistics can be found in [9, 17, 18]. For
collections of historical papers on history and the role
played by the Bernoullis, see [14, 16, 19]. A wealth
of historical facts related to actuarial science can be
found in [20]. For information on the Bernoulli family, see [12]. For extensive biographies of all but
one of the Bernoulli’s mentioned below, see [10].
Alternatively, easily accessible information is available on different websites, for example, http://wwwgap.dcs.st-and.uk/ history/Mathematicians

In 1676, Jacob received his first university degree
in theology. After travelling extensively through
Switzerland, France, the Netherlands, and England,
he returned to Basel in 1683 to lecture on experimental physics. Four years later, he became professor of
mathematics at the University of Basel and he held
this position until his death in 1705. For an extensive
biography of Jacob Bernoulli, see [16].
Jacob made fundamental contributions to mechanics, astronomy, the calculus of variations, real analysis, and so on. We will focus on his achievements
in probability theory, collected in volume 3 of his
opera omnia [6]. The residue of his work in this area
can be found in the renowned Ars Conjectandi [5].
When Jacob died in 1705, the manuscript of the Ars
Conjectandi was almost completed. Owing to family quarrels, the publication was postponed. Thanks
to the stimulus of Montmort (1678–1719), the book
finally appeared in 1713 with a preface of Nicholas
Bernoulli, a son of Jacob’s brother Nicholas.
In summary, the Ars Conjectandi contains (i) an
annotated version of [11], (ii) a treatment of permutations and combinations from combinatorics, (iii)
studies on a variety of games and (iv) an unachieved
fourth and closing chapter on applications of his
theories to civil, moral, and economic affairs. The
first three chapters can be considered as an excellent

The Bernoulli family
Nicholas
1623−1708

Jacob
27.12.1654−16.8.1705

Nicholas
1662−1716

Johann
6.8.1667−1.1.1748

Nicholas (I)
21.10.1687−28.11.1759

Nicholas (II)
1695−1726

Figure 1

The Bernoulli family

Daniel
8.2.1700−17.3.1782
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treatise on the calculus of chance, with full proofs
and numerous examples.
Jacob was the first scientist to make a distinction
between probabilities that could be calculated explicitly from basic principles and probabilities that were
obtained from relative frequencies. He also expanded
on some of the philosophical issues related to probabilistic concepts like contingency and moral certainty.
Of course, Jacob’s main contribution has been the
first correct proof of (what we now call) the weak
law of large numbers (see Probability Theory),
proved in the fourth chapter. In current terminology,
this theorem states essentially that the relative frequency of the number of successes in independent
Bernoulli trials converges in probability to the probability of success. The influence of this basic result
on the development of probability and statistics can
hardly be overstated. For an in-depth discussion of
Bernoulli’s theorem, see [17]. Let us also mention
that Jacob was the first mathematician to use infinite
series in the solution of a probability problem.

Johann Bernoulli
Jacob taught his younger brother, Johann, mathematics during the latter’s medical studies. Together
they worked through the manuscripts of Leibniz
(1646–1716) on the newly developed integral calculus. After collaborating for many years on the same
problems, the brothers became hostile towards each
other, bombarding each other with insults and open
problems. In 1695, Johann was appointed professor
of mathematics at the University of Groningen, the
Netherlands. He returned to Basel in 1705 to succeed
his brother as professor of mathematics. For a more
extensive biography, see [16].
Johann’s main contributions are in the areas of
real analysis, astronomy, mechanics, hydrodynamics, and experimental physics. He also took part in
correspondence on probabilistic questions with his
nephew Nicholas and Montmort. Perhaps his best
known result in probability theory is the analytic solution of the problem of points for the case in which
both players do not have the same chance of winning.

Nicholas Bernoulli
After obtaining a master’s degree under Jacob in
mathematics in 1704, Nicholas received his doctorate

in law at the age of 21. His thesis might be considered
as a partial realization of Jacob’s intention to give
applications of the Ars Conjectandi to legal issues.
Below, we treat some of his results in more detail.
Apart from them, he discusses lotteries, marine
insurance, and reliability of witnesses in court cases.
The importance of the contributions of Nicholas,
this nephew of Jacob and Johann, in actuarial sciences
at large, can hardly be overestimated. We hint at a
number of highlights from his contributions.
A first life table was included in a review of
Graunt’s book, Observations made upon the Bills of
Mortality as it appeared in the Journal des Sçavans
in 1666. This lead to the question of calculating
the chance for a person of a specific age x to die
at the age x + y. Apart from his uncle Jacob and
the brothers Huygens, Nicholas also got interested
in this problem and treated it in his thesis De Usu
Artis Conjectandi in Jure, a clear reference to Jacob’s
work.
He also treated there the problem of deciding
legally when an absent person could be considered
dead, an important issue when deciding what to do
with the person’s legacy.
An issue with some relevance towards demography that has been at the origin of lots of disputes
among scientists and theologians was the stability
of the sex ratio, indicating a surplus of males over
females in early population data. This problem originated from a paper by Arbuthnot [2], in which he
claimed to demonstrate that the sex ratio at birth was
governed by divine providence rather than by chance.
As stated by Hald [9], Nicholas stressed the need to
estimate the probability of a male birth, compared this
to what might be expected from a binomial distribution (see Discrete Parametric Distributions), and
looked for a large sample approximation. In a certain
sense, his approach was a forerunner of a significance
test.
Nicholas contributed substantially to life insurance mathematics as well. In Chapter 5 of his thesis,
he calculates the present value of an annuity certain (see Present Values and Accumulations). In
Chapter 4, he illustrates by example (as de Witt
and Halley did before him) how the price of a life
annuity has to depend on the age and health of the
annuitant.
In the years 1712 to 1713, Nicholas traveled in
the Netherlands, and in England where he met de
Moivre (1667–1754) and Newton (1642–1727) and
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in France where he became a close friend of Montmort (1678–1719). Inspired by the game of tennis,
Nicholas also considered problems that would now
be classified under discrete random walk theory or
ruin theory. Such problems were highly popular
among scientists like Montmort and Johann Bernoulli
with whom Nicholas had an intense correspondence.
Issues like the probability of ruin and the duration
of a game until ruin are treated mainly by recursion
relations. The latter procedure had been introduced
by Christian Huygens in [11].
In the correspondence, Nicholas also treats a card
game Her, for which he develops a type of minimax strategy, a forerunner of standard procedures
from game theory (see Cooperative Game Theory;
Noncooperative Game Theory). He also poses five
problems to Montmort, the fifth of which is known
as the St. Petersburg Paradox. See below for Daniel
Bernoulli’s contribution to its solution.
It remains a riddle why Nicholas suddenly left
the probability scene at the age of 26. In 1716, he
became a mathematics professor in Padua, Italy, but
he returned to Basel to become professor of logic in
1722 and professor of law in 1731. For a biography,
see [21].

Daniel Bernoulli
Born in Groningen, Daniel returned with the family to
Basel in 1705 where his father filled the mathematics
chair of his uncle Jacob. After studying in Heidelberg
and Strassbourg, he returned to Basel in 1720 to
complete his doctorate in medicine. In 1725, he was
appointed at St. Petersburg together with his older
brother Nicholas (1695–1726), who unfortunately
died the next year. Later Daniel returned to Basel
to teach botany.
While his major field of expertise has been hydrodynamics, Daniel made two important contributions
to probabilistic thinking. First of all, in 1738 he published the paper [3] that introduces the concept of
utility theory. Because of the place of publication,
the tackled problem is known under the name of St.
Petersburg Paradox. The problem deals with a game
where a coin is tossed until it shows heads. If the
head appears at the nth toss a prize of 2n−1 is paid.
The expected gain is then
 n
∞

n−1 1
2
= ∞,
(1)
2
n=1

3

yet all payoffs are finite. This was considered a
paradox. Nicholas tried to resolve the paradox by
suggesting that small probabilities should be taken to
be zero. Daniel however reasoned that to a gambler,
the value or utility of a small amount of money is
inversely proportional to the amount he already has.
So, an increase by dx in money causes du = k dx
x
in increased utility. Hence the utility function for the
game should be u(x) = k log x + c. If the gambler
starts with an amount a and pays x to play one game,
then his fortune will be a − x + 2n−1 , if the game
lasts n trials. His expected utility is therefore
 
∞

 1 n

,
(2)
k log(a − x + 2n−1 ) + c
2
n=1
and this should be equal to k log a + c to make the
game fair. Hence x should solve the equation
 n
∞

1
log(a − x + 2n−1 )
= log a.
(3)
2
n=1
For further discussions on the paradox, see Feller [8] or Kotz e.a. [15]. For a recent treatment of
the problem and references see [1, 7].
Secondly, and as pointed out in an extensive
treatment by Stigler [18], Daniel published a short
paper [4] that might be viewed as one of the earliest attempts to formulate the method of maximum
likelihood; see also [13].
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Binomial Model
The binomial model for the price of a tradeable asset
is a simple model that is often used at the start of
many courses in derivative pricing. Its main purpose
in such a course is to provide a powerful pedagogical
tool that helps to explain some of the basic principles
in derivatives: pricing using the risk-neutral measure;
hedging and replication.
Let St represent the price at time t of the asset
(which we assume pays no dividends). Given St , we
then have

St u with probability p
(1)
St+1 =
St d with probability 1 − p
Here p and 1 − p are the real-world probabilities of
going up or down. The up or down movement at each
step is independent of what has happened before. It
follows that
St = S0 u d
Nt

t−Nt

For this model, the real-world probabilities are
irrelevant when it comes to the pricing and hedging
of a derivative contract. Suppose that a derivative
contract has St as the underlying quantity and that
it has a payoff of f (ST ) at time T . Then we can
prove [1] the following assertions:
•

V (t, s) = EQ [e−r(T −t) f (ST )|St = s]

q=
•

•

S0u 2
S0u

S0u 2d
S0ud

S0d

S0ud 2
S0d 2

S0d 3

Figure 1

Recombining binomial tree or binomial lattice

er − d
.
u−d

(4)

The derivative payoff can always be hedged
perfectly, or replicated. Thus, given St = s,
the replicating strategy at time t is to hold
from time t to t + 1 ([V (t + 1, su) − V (t +
1, sd)]/(su − sd)) units of the stock, St with
the remainder V (t, s) − s([V (t + 1, su) − V (t +
1, sd)]/(su − sd)) in cash where V (t, s) is given
in (3).
It is often convenient to calculate prices recursively backwards. Thus we take V (T , s) = (s)

S0u 3

S0

(3)

where Q is called the risk-neutral probability
measure. Under Q, the probability in any time
step that the price will go up is

(2)

where Nt , the number of up steps up to time t, has
a binomial distribution. The lattice structure for this
model is illustrated in Figure 1.
In addition to the risky asset St , we can invest
in a risk-free bank account (lend or borrow) with
the constant, continuously compounding rate of r. To
avoid arbitrage we require d < er < u.

The no-arbitrage price at time t < T for the
derivative, given the current value of St = s, is

2
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as given. Next calculate, for each s that is
attainable,
V (T − 1, s) = e−r [qV (T , su)
+ (1 − q)V (T , sd)].

(5)

Then take one further step back and so on using the
backwards recursion
V (t − 1, s) = e−r [qV (t, su) + (1 − q)V (t, sd)].

prices. In particular, as we let the time step, t,
become small and if the model is√ parameterized
in an appropriate
way (u = exp(σ t) and d =
√
exp(−σ t)), then the binomial model gives a
good approximation to the Black–Scholes–Merton
model, S(t) = (0) exp(µt + σ Z(t)), where Z(t) is a
standard Brownian motion.

Reference

(6)
[1]

The risk-neutral measure Q is purely an artificial,
computational tool. The use of Q does not make any
statement about investors’ beliefs in the true expected
return on St . In particular, the use of Q is entirely
consistent with all investors assigning a positive risk
premium to St (that is, pu + (1 − p)d > er ).
Besides being a useful pedagogical tool, the
binomial model also provides us with an efficient
numerical tool for calculating accurate derivative

Hull, J. (2002). Options Futures and other Derivatives,
5th Edition, Prentice Hall, Upper Saddle River, NJ.

(See also Collective Risk Theory; Dependent Risks;
Derivative Pricing, Numerical Methods; Lundberg
Inequality for Ruin Probability; Time of Ruin;
Under- and Overdispersion)
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Black–Scholes Model
The Black–Scholes model was the first, and is the
most widely used model for pricing options. The
model and associated call and put option formulas
have revolutionized finance theory and practice, and
the surviving inventors Merton and Scholes received
the Nobel Prize in Economics in 1997 for their
contributions.
Black and Scholes [4] and Merton [16] introduced
the key concept of dynamic hedging whereby the
option payoff is replicated by a trading strategy in
the underlying asset. They derive their formula under
log-normal dynamics for the asset price, allowing an
explicit formula for the price of European call and
put options.
Remarkably their formula (and its variants) have
remained the industry standard in equity and currency
markets for the last 30 years. Despite the assumptions
underpinning the formula being somewhat unrealistic,
options prices computed with the formula are reasonably close to those of options traded on exchanges.
To some extent, the agreement in prices may simply
reflect the fact that the Black–Scholes model is so
popular.
Mathematics in modern finance can be dated back
to Bachelier’s dissertation [1] on the theory of speculation in 1900. Itô and Samuelson were influenced
by Bachelier’s pioneering work. The idea of hedging
using the underlying asset via a ratio of asset to
options was recorded in [23] and Thorp used this
to invest in the late 1960s. Black and Scholes [4]
used the equilibrium Capital Asset Pricing Model
(CAPM ) to derive an equation for the option price
and had the insight that they could assume for valuation purposes the option expected return equal to
the riskless rate. This meant their equation could
be solved to give the Black–Scholes formula. Merton [16] showed how the model could be derived
without using CAPM by dynamic hedging, and this
solution was also in the Black–Scholes paper. Merton’s paper constructed a general theory of option
pricing based on no arbitrage and Itô calculus.
The Chicago Board Options Exchange began trading in April 1973, and by 1975, the Black–Scholes
model was being used by traders. The speed with
which the theory was adopted in practice was impressive and in part due to the changing market environment. Events in the 1970s included the shift to

floating exchange rates, a world oil-price shock with
the creation of OPEC and high inflation and interest rates in the United States. These meant that the
demand for managing risks was high. The book of
Boyle and Boyle [5] and the papers [18, 21] give
more insight into the history of the Black and Scholes
formula.
Following Black–Scholes, Harrison and Kreps
[11] and Harrison and Pliska [12] built on Cox
et al. [6] to show that the derivatives theory could
be described in terms of martingales and stochastic
integrals. These papers provided the foundations for
modern mathematical finance.
In the remainder of this article, we will discuss
options, the Black–Scholes assumptions, the pricing
formula itself, and give a number of derivations of
the Black–Scholes formula and some extensions of
the model. The reader is referred to the bibliography
for more details on each of these topics. In particular, there are many excellent texts that treat option
pricing, including [2, 3, 8, 9, 15, 19, 22].

Options
An option or derivative is a security whose value
depends on the value of other underlying variables.
Its value is derived, or is contingent on other values.
Typical underlying assets are stocks, stock indices,
foreign currencies, and commodities, but recently,
options have been sold on energy and even on the
weather.
European call and put options were the focus of
Black and Scholes’s analysis and will be our focus
also. A European call option with strike or exercise
price K, maturity date T on an asset with price P
gives the holder the right (but not obligation) at T to
buy one unit of asset at price K from the writer of
the option. The strike and maturity date are decided
when the option is written (think of this as time zero).
If the asset price is above the strike K at T , the
option is exercised and the holder makes PT − K by
purchasing at K and selling in the market at PT . If the
asset price is below the strike, the option is worthless
to the holder. The payoff to the holder of a European
call at T is
max[PT − K, 0] = (PT − K)+
and is graphed in Figure 1.

(1)
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The payoff to the holder of a European call option with strike K = 100
100

Payoff of put option
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Figure 2

The payoff to the holder of a European put option with strike K = 100

A European put option gives the holder the right
(but not obligation) to sell the asset at strike price
K at T . A similar argument gives the payoff of a
European put option as
max[K − PT , 0] = (K − PT )+

(2)

which is plotted in Figure 2. Both the call and put are
special cases of payoffs of the form f (PT ). These
payoffs depend only on the value of the asset at
maturity T .
Option pricing is concerned with pricing this random future payoff today, that is, obtaining a price to
which a buyer and seller agree to enter the transaction. This is achieved under the assumption of
an efficient market with no-arbitrage, which means

there are no opportunities to make money out of
nothing or that if two portfolios have the same cash
flows in the future, they must have the same value
or price today. This imposes some restrictions on the
option price since it must be consistent with the price
of the asset P . For example, if we were considering a call option, its price cannot be higher than
the asset price itself. If it were, an arbitrage argument involving selling the call and buying the stock
and riskless asset would result in a riskfree profit
at T .
The Black–Scholes model makes additional assumptions to achieve a unique, preference free, price
for the option. These are discussed in the next section.
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Density of log-normally distributed PT with p = 100, µ = 0.1, σ = 0.5 and T = 1

The Black–Scholes Assumptions
The assumptions underlying the Black and Scholes
option-pricing model are as follows:

Merton [16] relaxed some of these assumptions by
allowing for stochastic interest rates and dividends;
however, the classic assumptions are as outlined
above and we will proceed under these.

•
•

The Black–Scholes Formula

•
•

The market is arbitrage free.
The market is frictionless and continuous. There
are no transaction costs or differential taxes, trading takes place continuously, assets are infinitely
divisible, unlimited borrowing and short selling
are allowed, and borrowing and lending rates are
equal.
The riskless instantaneous interest rate is constant
over time. The riskless bond price at time u, Bu
is given by Bu = eru .
The dynamics for the price of the risky traded
asset P (which pays no dividends) are given by
dPu
= µ du + σ dWu
Pu

(3)

where µ is the instantaneous expected rate of return
on asset P , σ is its instantaneous volatility, both
constants and W is a standard Brownian motion or
Wiener process. These dynamics mean the asset price
P is log-normally distributed, hence




PT = p exp σ (WT − Wt ) + µ − 12 σ 2 (T − t)
(4)
where p = Pt the current asset price. The density of
PT is graphed in Figure 3, with initial price p = 100,
µ = 0.1, σ = 0.5 and T − t = 1 year.
• Investors prefer more to less, agree on σ 2 and the
dynamics (3).

The Black–Scholes formula for the price of a European call option at time 0 ≤ t ≤ T with strike K,
current asset price p, riskless interest rate r, volatility
σ and maturity T is
F c (t, p) = pN (d1 ) − Ke−r(T −t) N (d2 )
where

(5)



ln(p/K) + r + 12 σ 2 (T − t)
d1 =
,
√
σ T −t
√
d2 = d1 − σ T − t

and N (x) is the cumulative distribution function of
the standard Normal distribution.
The Black–Scholes formula for the price of a
European put option (with the same parameters) is
F p (t, p) = Ke−r(T −t) N (−d2 ) − pN (−d1 ) (6)
We can investigate the effect of each of the parameters on the call price, holding the others fixed. Refer
to [2, 15] for treatment of the put option. We can
think of r and σ as model parameters, K and T coming from the call-option contract specification, and t
and p the current state. The current asset price and
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Figure 4 Black–Scholes call prices with K = 100, r = 0.05, T = 1, and σ = 0.1, 0.3, 0.5 where the lines are increasing
with volatility. The call payoff (p − 100)+ is also shown

strike K determine the ‘moneyness’ of the option.
For p much smaller than K, the value of the option
is small and the option is out of the money. When p
is much greater than K, the option loses much of its
optionality and is like a forward, that is, it is almost
certain to be exercised.
The parameters of current time and maturity
appear only as T − t in the Black–Scholes formula.
As time approaches maturity (T − t smaller), there
is less chance of the asset price moving very far, so
the call-option value gets closer to (p − K)+ , where
p is the current asset price.
Black–Scholes calls are worth more the more
volatile the asset is. Figure 4 gives call prices for
volatilities σ = 0.1, 0.3, 0.5 with 0.1 the lowest line
and 0.5 the highest. Finally, the riskless rate r affects
the present value of cash flows to the option holder so
as r increases, the call price falls. However, the drift
on the underlying asset increases with r, which causes
the call price to rise, and this is the dominant effect.
The Black–Scholes option-pricing formula is
based on a dynamic hedging argument–the price is
the price because the risk can be hedged away by
trading the asset itself. This will be discussed further
in the next section.
A riskless portfolio can be set up consisting of a
position in the option and the asset itself. For a call,
this portfolio comprises
− 1 calls
∂F c
=
= N (d1 ) units of asset
∂p

That is, if a trader is short a call, he needs to maintain
a (long) position of N (d1 ) units of asset over time to
be delta hedged. Equivalently, if a trader is long a
call, the delta hedge involves holding −N (d1 ) units
of asset, that is, being short the asset.
A short position in a put should be hedged with
a position of −(1 − N (d1 )) units of asset, a short
position. Likewise, a long position in a put is delta
hedged with a long position of 1 − N (d1 ) in the asset.
Numerical examples in [15] illustrate delta hedging
an option position over its life.

Deriving the Black–Scholes Formula
There are a number of different ways to derive the
Black–Scholes formula for a European call. We will
first describe the martingale approach and then outline three other methods to obtain the Black–Scholes
PDE. The martingale and PDE approach are linked
via the Feynman–Kac formula [9]. A further method
is possible via discrete trading and equilibrium arguments, which require restrictions on investor preferences [14] for details. We will now derive the price of
a call option at time t, with 0 ≤ t ≤ T using various
methods.

Martingale Approach
(7)

Harrison and Pliska [12] showed option prices can
be calculated via martingale methods and were the

Black–Scholes Model

5

discounted expectation under the equivalent martingale measure making the discounted price process a
martingale. We need the notion of a self-financing
strategy. Consider a strategy (αu , βu ) where αu is the
number of units of the risky asset, Pu , and βu the
number of units of the riskless bond, Bu , held at time
u. The strategy (αu , βu ) is self-financing if its wealth
process φu = αu Pu + βu Bu satisfies

aT PT + bT BT = VT BT = f (PT ). We only have to
show that the strategy is self-financing. We can write
the investment in riskless bond as bu = (1/Bu )(πu −
au Pu ). Using the product rule, write

dφu = αu dPu + βu dBu

which shows the strategy is self-financing. Thus the
portfolio (au , bu ) with value πu replicates the option
payoff and is self-financing. There are now two ways
of achieving the payoff f (PT ) and neither have
any intermediate cash flows before time T . By the
assumption of no-arbitrage, this means the option and
the portfolio with value πT at T should have the same
value today, at time t. Thus the no-arbitrage option
price at time t is


 f (PT )
Ft
πt = Vt Bt = Bt Ɛ
BT

(8)

that is, if the instantaneous change in the portfolio
value, dφu , equals the instantaneous investment gain.
This means no extra funds can contribute to the
wealth process or portfolio apart from changes in the
value of the holdings of asset and bond. This should
be the case since no cash flows occur before time T
for the option.
Under this approach, a measure  ∼  is defined
such that Zu = Pu /Bu ; the discounted price process
is a -martingale. Define (A) = Ɛ (IA MT ) where
 

 
u
1 u µ−r 2
µ−r
ds
Mu = exp −
dWs −
σ
2 0
σ
0
and Ɛ refers to expectation under , the realworld measure. Now Mu is a -martingale, and
Girsanov’s theorem gives Wu = Wu + (µ − r/σ )u
is a -Brownian motion. Under ,
dPu
= r du + σ dWu
Pu

(9)

so P has rate of return r. Forming the conditional
expectation process of the discounted claim


 f (PT )
Vu = Ɛ
Fu ,
(10)
BT
both Vu and Zu are -martingales. The martingale
representation theorem gives a previsible process au
such that
 u
as dZs ,
(11)
Vu = V0 +
0

We see that dVu = au dZu . This corresponds to holding au in the discounted asset and the remainder
bu = Vu − au Zu in the riskless bond. Now consider
the same trading strategy au in the asset and bu
in the riskless bond, giving a portfolio with value
πu = au Pu + bu Bu = Vu Bu . Notice portfolio (au , bu )
with value πu replicates the option payoff since πT =

dπu = d(Bu Vu ) = Bu dVu + Vu rBu du
= Bu au dZu + rπu du = au dPu + bu dBu (12)

= e−r(T −t) Ɛ (f (PT )|Ft )

(13)

where  is the martingale measure for the discounted
asset price Zt .
This is known as risk-neutral valuation of the
option, since assets in a risk-neutral world have
expected rate of return r. The Black–Scholes option
price is therefore calculated as if agents are in a
risk-neutral world. In fact, agents have differing risk
attitudes and anticipate higher expected returns on
Pu than the riskless rate. This does not affect the
option price, however, because they can hedge away
all risks.
The expectation in (13) can be calculated
explicitly for call and put payoffs, resulting in the
Black–Scholes formulas in (5) and (6). We calculate
the call price here using Girsanov’s theorem. It is
also possible to calculate the option price by direct
integration [3].
The call payoff is given by f (p) = (p − K)+ so
the price πt becomes
πt = e−r(T −t) Ɛ [(PT − K)+ |Ft ]

(14)

This can be split into two parts, which we calculate
separately
πt = e−r(T −t) [Ɛ [PT I(PT >K) |Ft ]
− K (PT > K|Ft )].

(15)
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First, calculate the probability (PT > K|Ft ). The
solution to (9) is given by


PT = p exp σ (WT − Wt ) + r − 12 σ 2 (T − t)

We now move on to discuss other derivations that
result in the Black–Scholes PDE. Following this, we
show the PDE approach and the martingale approach
can be reconciled.

(16)

Riskless Portfolio Methods

where p = Pt . Now

(PT > K|Ft )
=  p exp σ (WT − Wt )
+

r − 12 σ 2 (T − t) > K




1
ln(p/K) + r − σ 2 (T − t)


2

= 
√

ξ <
σ T −t
= N (d2 )

(17)

√
ξ = −(WT − Wt )/ T − t ∼ N (0, 1)

since
under .
We now wish to compute e−r(T −t) Ɛ [PT I(PT >K) |
Ft ]. Define a new probability measure 
 via


1 2

d


FT = exp σ (WT − Wt ) − σ (T − t)
d
2
=

PT e−rT
.
pe−rt

(18)

u = W  − σ u is a 
By Girsanov’s theorem, W
u
Brownian motion. Then



 d
−r(T −t) 
Ɛ [PT I(PT >K) |Ft ] = p Ɛ
I(P >K) Ft
e
d T
= p
(PT > K|Ft ). (19)
T −W
t )+(r+1/2σ 2 )(T −t) so
, PT = peσ (W
Under 

 
T − W
t ) < ln p
(PT > K|Ft ) = p
 −σ (W
p
K



1
+ r + σ 2 (T − t) = pN (d1 ).
(20)
2
Putting these together gives the call price at t
πt = pN (d1 ) − Ke−r(T −t) N (d2 )
as given in (5).

(21)

These methods involve constructing an explicit replicating portfolio using other traded assets. The modern
approach is to use the asset and riskless bond; however, using the asset and the option itself is also
common in finance. We will discuss both approaches
in this section.
Under the first approach, we form a portfolio of
au units of the asset and bu units of the bond at time
u with the aim of replicating the payoff f (PT ). The
value of the portfolio at u is
πu = au Pu + bu Bu

(22)

and we require πT = f (PT ). The portfolio should be
self-financing so
dπu = au dPu + bu dBu
= (au µPu + bu rBu ) du + au σ Pu dWu
= au (µ − r)Pu du + au σ Pu dWu + rπ du (23)
Assuming the portfolio value is a function of time
and asset price only πu = F (u, Pu ) and applying Itô’s
formula gives


dπu = Ḟ + 12 F  (u, Pu )σ 2 Pu2 du
+ F  (u, Pu )(σ Pu dWu + µPu du)

(24)

Equating coefficients of du and dWu in (23) and (24),
we see that
au = F  (u, Pu )

(25)

and that F (u, Pu ) solves
Ḟ (u, p) + 12 σ 2 p 2 F  (u, p)
+ rpF  (u, p) − rF (u, p) = 0
F (T , p) = f (p).

(26)

This is the Black–Scholes PDE. The call-option
price is obtained using f (p) = (p − K)+ and solving. Notice that similarly to the call-option price (5)
or the expectation price given in (13), the PDE does
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not depend on the expected rate of return on the asset
µ, but only on the riskless rate and volatility.
The second approach in this category is one of the
original approaches in the Black and Scholes paper.
They make the additional assumption that the option
is traded, and again form a riskless portfolio, this
time of the asset and the option. They considered
holding one unit of the asset and a short position
1/F  (t, Pt ) in options, where F (t, Pt ) is the unknown
value for an option with payoff f (PT ). They show
this portfolio is riskless and thus should earn the
riskless rate r. However, formally, the portfolio does
not satisfy the self-financing criteria, although this
method gives the same Black–Scholes PDE.
Prior to showing the equivalence between the PDE
and the risk-neutral expectation price, we will show
another way of deriving the same PDE. See [19, 22]
for more details of this method.

Equilibrium Approach
This method to derive the Black–Scholes PDE relies
on the Capital Asset Pricing Model holding. The
method was given in the original paper of Black and
Scholes. The CAPM asserts that the expected return
on an asset is a linear function of its β, which is
defined as the covariance of the return on the asset
with the return on the market, divided by the variance
of the return on the market. So


dPu
= r du + αβ P du
Ɛ
(27)
Pu
where α is the expected return on the market minus
the riskless rate and β P is defined as
βP =

Cov(dPu /Pu , dMu /Mu )
Var(dMu /Mu )

(28)

Black and Scholes argue that the covariance of the
return on the option with the return on the market
is F  P /F times the covariance of the return on the
stock with the return on the market. This gives a
relationship between the option’s and asset’s β
F  (u, Pu )Pu P
β .
F (u, Pu )

Using this relationship in the expression for the
expected return on the option gives

Ɛ(dF (u, Pu )) = rF (u, Pu ) du
+ αF  (u, Pu )Pu β P du.

(31)

Applying Itô’s lemma gives

Ɛ(dF (u, Pu )) = rPu F  (u, Pu ) du + αPu
× F  (u, Pu )β P du + 12 F  (u, Pu )σ 2 Pu2 du
+ Ḟ (u, Pu ) du.

(32)

Equating this with (31) gives the Black–Scholes
PDE.

Equivalence Between the Black–Scholes PDE and
Martingale Approaches
One way of deriving the Black–Scholes call price,
given the PDE (26) is to solve it directly [22, 24].
However, to exhibit the link between the PDE and
martingale approaches, we may use the stochastic
representation of Feynman–Kac [9]) to write
F (t, p) = e−r(T −t) Ɛ[f (XT )|Xt = p]

(33)

where X is defined by dX = rX dt + σ X dW . That
is, X is a log-normal process with expected rate of
return r. To obtain the price in terms of P , we change
the probability measure to one under which P has the
correct distribution. This is exactly , the martingale
measure defined earlier under which
dPu
= r du + σ dWu
Pu

(34)

and the option price becomes

where Mu is the value of the market asset.
The CAPM also gives the expected return on the
option as


dF (u, Pu )
Ɛ
(29)
= r du + αβ F du.
F (u, Pu )

βF =

7

(30)

F (t, p) = e−r(T −t) Ɛ f (PT ).

(35)

This is the discounted expectation under martingale
measure  of the option payoff, as achieved under
the martingale approach.
Each of these approaches has its advantages
and disadvantages. The martingale approach is very
general, and extends immediately to other payoffs
(including path-dependent and other exotics) and to
models under which completeness holds. However,
the martingale approach does not give an explicit
expression for the strategy au in the way that the
riskless portfolio method does. The second riskless
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portfolio method involving hedging with asset and
option assumes additionally that the option is traded.
This method is also not technically correct as
the portfolio is not self-financing. The equilibrium
approach also makes the additional assumption that
the CAPM holds. This is sufficient but not necessary
to give the Black–Scholes PDE.

Extensions of the Model
The basic model can be extended in many ways. The
option may be American in style, meaning the holder
can exercise the option at any time up to and including maturity T . The option payoff may be ‘exotic’,
for instance, path-dependent (for example, lookback
option, average rate option, barrier option) or discontinuous (digital option) [15]. These are usually
traded over the counter. For such payoffs, the martingale method of calculating the price as the discounted
expectation under the risk-neutral measure (in (13))
is still valid, although for an American option this
is maximized over the decision variable, the time of
exercise τ . The price of an American call is given by
πt = sup Ɛ (e−rτ f (Pτ )|Ft ).

(36)

0≤τ ≤T

The difficulty is whether these expectations can actually be calculated, as it could for European calls
and puts. This depends on the nature of the payoff, for instance, under the assumption of log-normal
asset price, lookbacks, barriers, and digitals can be
priced explicitly whilst average rate and American options cannot. Equivalently, the riskless portfolio method can be used to obtain a PDE for
such complex payoffs, and again under the lognormal assumption, it can be solved for certain
payoffs.
The Black–Scholes model is an example of a
complete market model for option pricing. Under
technical assumptions, the assumption of no-arbitrage
is equivalent to the existence of an equivalent martingale measure under which options can be priced.
Completeness is the property that payoffs can be
replicated via a self-financing trading strategy giving a unique way of pricing an option. A complete
market model has a unique equivalent martingale
measure under which options are priced. The martingale method used earlier to derive the Black–Scholes
formula can actually be adapted to price options

under any complete model. For example, the constant elasticity of variance (CEV) model proposed
in [7] models the asset price via
dPu = µPu du + σ Puγ dWu

(37)

where 0 ≤ γ ≤ 1. Under alternative dynamics for
the asset price P , we still require the discounted
price process to be a martingale under the equivalent
ˆ . Here, the dynamics will
martingale measure, say 
become
ˆ

dPu = rPu du + σ Puγ dWu

(38)

ˆ , that is, the drift µ will be replaced with the
under 
riskless rate r. The option price will be
ˆ

e−r(T −t) Ɛ (f (PT )|Ft )
ˆ are given above.
where the dynamics of P under 
It is also possible to extend the PDE methods to price
options in a complete market.
Despite its popularity and longevity, there is a
huge literature that attempts to relax some of the
Black–Scholes modeling assumptions to overcome
deficiencies in pricing. The disadvantage is that most
of the more realistic models are ‘incomplete’, which
means it is not possible to construct a riskless portfolio giving a unique hedge and price for the option.
Under an incomplete market, there can be many
possible prices for the option, each corresponding
to an equivalent martingale measure making the
discounted traded asset a martingale [3, 19]. For
instance, prices do not really follow a log-normal
process, so models have been extended for jumps
([8, 17], were the first of this type). Volatility is
not constant, in fact, if prices of traded options
are inverted to give their ‘implied volatility’, this
is observed to depend on the option strike and
maturity [20]. Models where volatility follows a second stochastic process (see the survey [10]) are also
attempting to describe observed prices better. In reality, traders face transaction costs and finally, perfect
replication is not always feasible as markets are not
continuous and assets cannot be traded on a continuous basis for hedging purposes [13].
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Bonus–Malus Systems
In automobile insurance (see Automobile Insurance,
Private; Automobile Insurance, Commercial) as
in other lines of business, actuaries have to design
a tariff structure that fairly distributes the burden
of losses among policyholders. If all risks in
a portfolio are not assumed to be identically
distributed, it is only fair to identify classification
variables that are significantly correlated to the risk
and to partition all policies into rating cells. In
a competitive environment, failing to incorporate
significant variables in its rating would expose an
insurer to the loss of its best risks to competitors that
use them.
The values of many variables, called a priori
variables, can be determined before the policyholder
starts to drive. In automobile third-party liability
insurances, a priori variables commonly used include
the age, gender, marital status, and occupation of the
main driver, the model, engine power, and use of the
car, the place of residence, the number of cars in the
family; in some countries, even the smoking status of
the policyholder or the color of his car is used.
Even when many a priori variables are included,
rating cells often still exhibit strong heterogeneity
across policyholders. No a priori variable can be a
proxy for responsible driving behavior: ‘road rage’,
knowledge and respect of the highway code, drinking
habits, and swiftness of reflexes. Hence, the idea
adopted by most countries to adjust the premium
a posteriori, by taking into account the individual
claims experience and, whenever available to insurers, moving traffic violations. Past at-fault claims
are penalized by premium surcharges called maluses.
Claim-free years are rewarded by premiums discounts
called bonuses. Rating systems that include such
surcharges and discounts are called Bonus-Malus Systems (BMS) in most of Europe and Asia, merit-rating
or no-claim discount systems in other countries. Their
use is justified by the fact that statistical studies
(among which [11]) have concluded that the best predictor of a driver’s future number of accidents is not
his age, sex, or car, but his past number of accidents
at fault. The main purpose of BMS – besides reducing moral hazard by encouraging policyholders to
drive prudently – is to assess individual risks better
so that everyone will pay, in the long run, a premium
that represents his fair share of claims. Note that,

while BMS are mostly used in auto third-party liability, in some countries, they are also used in collision
or comprehensive coverage.
BMS are also a response to adverse or antiselection policyholders taking advantage of information
about their driving patterns, known to them but
unknown to the insurer. Annual mileage, for instance,
is obviously correlated with the number of claims.
Yet most insurers consider that this variable cannot
be measured accurately and inexpensively. In the
few countries that use annual mileage as a rating
variable or the distance between home and work as a
proxy, insurers acknowledge that they can do little
about mileage underreporting. BMS are a way to
partially compensate for this information asymmetry,
by penalizing the more numerous claims of those who
drive a lot.
With just two exceptions (South Korea and Japan
until 1993), all BMS in force in the world penalize the
number of at-fault accidents, and not their amounts.
A severe accident involving body injury is penalized
in the same way as a bumper-fender. One reason to
avoid the introduction of claim severities in a BMS is
the long delay, often several years, that occurs before
the exact cost of a bodily injury claim is known. Not
incorporating claim costs in BMS penalties implies
an assumption of independence between the variables
‘number of claims’ and ‘claim severity’. It reflects
a belief that the cost of an accident is, for the most
part, beyond the control of a driver. A cautious driver
will reduce his lifetime number of accidents, but
for the most part cannot control the cost of these
accidents, which is largely independent of the mistake
that caused it – one does not choose targets. The
validity of this independence assumption has been
questioned. Nevertheless, the fact that nearly all BMS
only penalize the number of claims is an indication
that actuaries and regulators seem to accept it, at least
as an approximation.
Discounts for claim-free driving have been
awarded, as early as the 1910s, in the United
Kingdom and by British companies operating in
Nordic countries. Discounts were quite small, 10%
after a claim-free year. They appear to have been
intended as an inducement to renew a policy with
the same company rather than as a reward for prudent
driving. Canada introduced a simple discount system
in the early 1930s. The system broke down in 1937 as
insurers could not devise an efficient way to exchange
claims information. In 1934, Norwegian companies
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introduced a bonus system awarding a 10% discount
per claim-free year up to a maximum of 30%. By the
end of the 1950s, simple, bonus-only, systems existed
in several countries (in addition to the aforementioned
countries, Switzerland and Morocco), while actuaries
from other countries, most notably France, vigorously
opposed the idea.
A 1938 jubilee book [14] of the Norwegian association of automobile insurers demonstrates that, even
before World War II, insurers had developed a thorough understanding of the major issues associated
with BMS, such as bonus hunger, incentives to safe
driving, and the necessary increase of the basic premium. However, the lack of a comprehensive scientific theory prevented the development of more
sophisticated systems. A comprehensive bibliography
of non-life actuarial articles, published in 1959 in Volume 1.2 of the ASTIN Bulletin, does not mention a
single BMS paper.
This situation changed drastically in the early
1960s, following the pioneering work of Bichsel [2],
Bühlmann [5], Delaporte [6], Franckx [7] (who provides the first published treatment of BMS through
Markov chains theory, following an idea by Fréchet,)
and Grenander [9]. The first ASTIN Colloquium,
held in La Baule, France, in 1959, was devoted exclusively to BMS. Attended by 53 actuaries from 8
countries, its only subject was ‘No-claim discount
in insurance, with particular reference to motor business’. According to the ASTIN legend, when Général
De Gaulle became President of France in 1958, he
ordered French insurers to introduce BMS. French
actuaries then convened the first ASTIN meeting. As
a result of this intense scientific activity, most European countries introduced BMS in the early 1960s.
These systems were noticeably more sophisticated
than their predecessors. More emphasis was put on
maluses. Volume 1.3 of the ASTIN Bulletin provides
some insights on the early history of BMS.
There exists a huge literature on the design and
evaluation of BMS in actuarial journals. A 1995
book [12] summarizes this literature and provides
more than 140 references and a full description of
30 systems in force in 4 continents. A steady flow
of papers on BMS continues to be published, mostly
in the ASTIN Bulletin. Recent contributions to the
literature deal with the introduction of claim severity in BMS [8, 16], the design of BMS that take into
account a priori classification variables [8, 18], optimal insurance contracts under a BMS [10], and the

estimation of the true claim amount distribution, eliminating the distortion introduced by the bonus hunger
effect [19].
The design of BMS heavily depends on consumer
sophistication, cultural attitudes toward subsidization,
and regulation. In developing countries,BMS need to
be simple to be understood by policyholders. The
Asian insurance culture is more favorable to subsidies across rating cells than the Northern European
culture, which promotes personalization of premiums.
In a country where the tariff structure is mandated by
the government, supervising authorities may choose
to exclude certain rating variables deemed socially or
politically incorrect. To compensate for the inadequacies of a priori rating, they often then design a tough
BMS that penalizes claims heavily. In a market where
complete rating freedom exists, insurance carriers are
forced by competition to use virtually every available
classification variable. This decreases the need for a
sophisticated BMS.

Examples
One of the simplest BMS, in force in West Malaysia
and Singapore, is described in Table 1.
This BMS is a ‘bonus-only’ system, in the sense
that all policyholders start driving in class 6 and pay
the basic premium at level 100. For each claim-free
year, they are allowed a one-class discount. With 5
consecutive years without a claim, they join class 1
and enjoy a 55% discount. With a single claim, even
after many claim-free years, policyholders return to
class 6, and the entire accumulated bonus is lost.
A more sophisticated system is used in Japan. It
is presented in Table 2.
Table 1

Malaysian BMS
Class after
0

Class
6
5
4
3
2
1

Premium level
100
75
70
61.66
55
45

Note: Starting class – class 6.

1+
claim

5
4
3
2
1
1

6
6
6
6
6
6

Bonus–Malus Systems
Table 2

Japanese BMS
Class after

Class
16
15
14
13
12
11
10
9
8
7
6
5
4
3
2
1

Premium
level
150
140
130
120
110
100
90
80
70
60
50
45
42
40
40
40

0

1

2

3

4

5+

16
16
16
16
16
16
16
16
16
16
16
16
16
15
14
13

16
16
16
16
16
16
16
16
16
16
16
16
16
16
16
16

claims
15
14
13
12
11
10
9
8
7
6
5
4
3
2
1
1

16
16
16
16
15
14
13
12
11
10
9
8
7
6
5
4

16
16
16
16
16
16
16
15
14
13
12
11
10
9
8
7

16
16
16
16
16
16
16
16
16
16
15
14
13
12
11
10

Note: Starting class – class 11.

This system has a bonus and a malus zone: starting
from level 100, policyholders can accumulate discounts reaching 60% and can be penalized by as
much as 50%. The discount per claim-free year is
one class, the penalty per claim is three classes. Note
the lenient penalties once a policyholder has managed
to reach the best class, class 1: a claim in this case
will only raise the premium from level 40 to level
42, and a single claim-free year will erase this mild
penalty.
Before 1993, Japan used the same BMS, except
that claims involving bodily injury were penalized
by four classes, while claims with property damage
only were penalized by two classes.
In most countries, policyholders are subject to the
BMS rules throughout their driving career. They cannot escape the malus zone by switching to another
carrier and requesting a fresh start. A policyholder
changing company has to request a BMS statement
from his previous insurer showing the current BMS
class and recent claims, and has to present this statement to his new insurer.
Note that these two BMS, along with most systems in force around the world, enjoy the Markov
memory-less property that the class for next year
is determined by the present class and the number
of claims for the year, and not by the past claims
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history. The knowledge of the present class is sufficient information to determine the future evolution
of the policy; how the present class was reached is
irrelevant. A few BMS do not enjoy this property.
However, they all form a Markov chain of higher
order, and it is always possible to modify the presentation of the system into a Markovian way, at the
price of an increase in the number of classes (see [12]
for an example). All existing BMS can be presented
as a finite-state Markov ergodic (or regular) chain:
all states are positive recurrent and aperiodic. This
greatly facilitates the analysis, and leads to the following definition.

Definition
An insurance company uses an s-class BMS when
1. the insureds of a given tariff cell can be partitioned into a finite number of classes Ci (i =
1, . . . , s) so that the annual premium only depends on the class and on the a priori variables;
it is also assumed that C1 is the class providing
the highest discount, and Cs the largest penalty;
2. policyholders begin their driving career in a specified starting class Ci0 ;
3. an insured’s class for a given insurance year is
uniquely determined by the class of the previous
year and the number of reported at-fault claims
during the year.
Such a system is determined by three elements
1. the premium level scale b = (b1 , . . . , bs ), with
b 1 ≤ b2 ≤ · · · ≤ bs ,
2. the starting class Ci0 ,
3. the transition rules, or the rules that specify
the transfer from one class to another when the
number of claims is known.
These rules can be introduced as transformations
Tk , such that Tk (i) = j if the policy is transferred
from class Ci to class Cj when k claims have
been reported. Tk can be written in the form of a
matrix Tk = (tij(k) ), where tij(k) = 1 if Tk (i) = j and
0 otherwise. Transformations Tk need to satisfy the
consistency assumptions Tk (i) ≤ Tl (i) if k ≤ l and
Tk (i) ≤ Tk (m) if i ≤ m.
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It is often assumed that the distribution of the
annual number of claims for each policyholder follows a Poisson distribution (see Discrete Parametric Distributions) with parameter λ. λ, the claim
frequency, is a random variable, as it varies across
the portfolio. Its distribution is defined by its density function u(λ), the structure function. The most
classical choice for the distribution of λ is a Gamma
distribution (see Continuous Parametric Distributions), in which case the claims in the portfolio follow
a negative binomial distribution (see Discrete Parametric Distributions).
The (one-step) transition probability pij (λ) of a
policyholder characterized by his claim frequency λ
moving from Ci to Cj is
pij (λ) =

∞


pk (λ)tij(k)

(1)

s


aj (λ) = 1

(3)

j =1

aj (λ) is the limit value for the probability that the
policy is in class Ci when the number of policy years
tends to infinity. aj (λ) is also the fraction of the time
a policyholder with Poisson parameter λ will spend
in class Ci once stationarity has been reached.
For the whole portfolio of the company, the stationary distribution a = (a1 , . . . , as ) is obtained by
integrating individual stationary distributions a(λ),
using the structure function
 ∞
aj (λ)u(λ)dλ j = 1, . . . , s
(4)
aj =
λ=0
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k=0

where pk (λ) is the probability that the policyholder
reports k claims in a policy year. The matrix P (λ) =
(pij (λ)) is the transition matrix of this Markov chain.
If λ is stationary in time (no improvement of the
insured’s driving ability), the chain is homogeneous.
Denoting p0 (λ) = e−λ the probability of having
a claim-free year, and 1 − p0 (λ) the probability of
reporting at least one claim, the transition matrix of
the Malaysian system is presented in Table 3.
When the transition matrix is known, the n-step
transition probabilities pijn (λ) (probability to move
from Ci to Cj in n years) can be found by multiplying the matrix P (λ) by itself n times. For an
irreducible ergodic Markov chain, the stationary distribution a(λ) = [a1 (λ), . . . , as (λ)], where aj (λ) =
limn→∞ pijn (λ), always exists. It is the unique solution of
aj (λ) =

s


ai (λ)pij (λ)

j = 1, . . . , s (2)

i=1

Table 3
Class
6
5
4
3
2
1

Transition matrix of Malaysian BMS
6

5

4

3

2

1

1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)
1 − p0 (λ)

p0 (λ)
0
0
0
0
0

0
p0 (λ)
0
0
0
0

0
0
p0 (λ)
0
0
0

0
0
0
p0 (λ)
0
0

0
0
0
0
p0 (λ)
p0 (λ)

The design and implementation of a BMS is
more often than not the result of a compromise
between conflicting marketing, regulatory, fairness,
and financial considerations. A major problem in
BMS design is that regulators cannot accept transition
rules that are too severe, as they would encourage
hit-and-run behavior. Consequently, the number of
penalty classes per reported claim nowhere exceeds
five classes. With average claim frequencies in
most developed countries now below 10%, this
results after a few years in a clustering of the
vast majority of policies in high-discount classes,
and a financial imbalance of the system. The
stationary average premium level
 collected by
the company, denoted b(∞, λ) = sj =1 aj (λ)bj for

individual policyholders and b(∞) = sj =1 aj bj for
the portfolio, is usually well below the starting
level of 100, which forces insurers to progressively
increase basic premiums.
Actuaries have developed numerous tools to evaluate existing BMS and to facilitate the design of new
BMS. They include the following:
1. The expected squared rating error [4, 15]. Assume
the monetary unit has been rescaled so that the mean
amount of a claim is one unit. If claim severity
is beyond the control of a policyholder, a BMS
attempts to estimate an insured’s claim frequency λ.
The difference between the mean stationary premium
b(∞, λ) and λ is the rating error for that policyholder.
A natural objective for the design of a BMS is then
the minimization of the total rating error, defined as
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the expectation of the squared errors (or the average
of the absolute errors) over the entire portfolio. Under
an asymptotic approach [15], the total rating error is

RE =

∞

[b(∞, λ) − λ]2 u(λ)dλ

(5)

λ=0

[4] generalizes [15] to the transient case by introducing policy age as a random variable, and minimizing a weighted average of the age-specific total
rating errors.
2. The transparency [1]. A stationary average level
b(∞) below 100 may be considered as unfair to
policyholders, who do not receive the real discount
they expect. After a claim-free year, good drivers may
believe they receive a 5% discount, but in fact the
real discount will only be about 1% if the company
has to raise all premiums by 4% to compensate
for the progressive concentration of policyholders in
high-discount classes; the BMS is not transparent to
its users. If a BMS has a starting level of 100, a
minimum level of 40, and a b(∞) of 45, after a
few years it does not achieve its main goal, which
is to rate policyholders more accurately, but rather
becomes a way to implicitly penalize young drivers
who have to start their driving careers at level 100. A
strong constraint that can be introduced in the design
of a BMS is the transparency condition b(∞) = 100.
3. The relative stationary average level [12]. Stationary average levels b(∞) cannot be used to compare
different BMS, as they have different minimum and
maximum levels b1 and bs . The Relative Stationary
1
Average Level (RSAL), defined as RSAL = b(∞)−b
,
bs −b1
provides an index ∈ [0,1] that determines the relative
position of the average policyholder at stationarity. A
low RSAL indicates a high clustering of policies in
the low BMS classes. A high RSAL suggests a better
spread of policies among classes.
4. The rate of convergence [3]. For some BMS,
the distribution of policyholders among classes approaches the stationary distribution after very few
years. For other, more sophisticated BMS, class probabilities have not stabilized after 30, even 60 years.
This is a drawback: as the main objective of BMS
is to correct the inadequacies of a priori rating by
separating the good from the bad drivers, the separation process should proceed as fast as possible.
Sixty years is definitely excessive, when compared to
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the driving lifetime
 of policyholders. The total variation, TV n (λ) = sj =1 |pin0 j (λ) − aj (λ)|, measures the
degree of convergence of the system to the stationary distribution after n years. For any two probability
distributions, the total variation is always between 0
and 2. It progressively decreases to 0 as the BMS
stabilizes. It is strongly influenced by the number of
classes of the BMS and by the starting class. The premium level of the starting class should be as close as
possible to b(∞) to speed up convergence. Transition
rules normally only have a slight effect on the rate of
convergence.
5. The coefficient of variation of the insured’s premium [12]. Insurance is a risk transfer from the policyholder to the insurer. Without a BMS, the transfer
is total (perfect solidarity) and the variability of the
policyholder’s payments across years is zero. Without insurance, there is no transfer (no solidarity), the
policyholder has to pay for all losses, and the variability of payments is maximized. With a BMS, there
is some variability of payments, low in case of a
‘lenient’ BMS that does not penalize claims much,
higher in case of a ‘tough’ BMS with severe claim
penalties. The coefficient of variation (standard deviation divided by mean), a better measure of variability
than the variance since it is a dimensionless measure
of dispersion, thus evaluates solidarity or toughness
of BMS. For all BMS in force around the world, only
a small fraction of the total coefficient of variation of
claims is transferred to the policyholder, even with a
severe BMS. In all cases the main risk carrier remains
the insurer.
6. The elasticity of the mean stationary premium with
respect to the claim frequency [13]. The decision to
build a BMS based on claim number only has the
important consequence that the risk of each driver
can be measured by his individual claim frequency
λ. The elasticity of the mean stationary premium
with respect to the claim frequency (in short, the
elasticity of the BMS) measures the response of
the system to a change in the claim frequency. For
any reasonable BMS, lifetime premiums paid by
policyholders should be an increasing function of
λ. Ideally, this dependence should be linear: a 10%
increase of λ should trigger a 10% increase of total
premiums. In most cases, the premium increase is
less than 10%. If it is 2%, the elasticity of the BMS
when λ = 0.10 is evaluated at 0.20.
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An asymptotic concept of elasticity was introduced
by Loimaranta [13] under the name of efficiency.
Denoting b(∞, λ) the mean stationary premium associated with a claim frequency λ, it is defined as
. The BMS is said to be perη(λ) = db(∞,λ)/b(∞,λ)
dλ/λ
fectly elastic if η(λ) = 1. It is impossible for η(λ)
to be equal to 1 over the entire segment λ = (0,1).
η(λ) → 0 when λ → 0 and λ → ∞. The designer of
a BMS of course has to focus on the value of η(λ) for
the most common values of λ, for instance, the range
(0.05–0.25). In practice, nearly all BMS exhibit an
elasticity that is well below 1 in that range. The Swiss
system presents one of the rare cases of overelasticity
η(λ) > 1 in the range (0.15–0.28).
The portfolio elasticity η can be found by integrat∞
ing η(λ) : η = λ=0 η(λ)u(λ)dλ. A transient concept
of efficiency is defined in [11]. See [17] for a criticism of the concept of elasticity.
7. The average optimal retention (The bonus hunger
effect). A BMS with penalties that are independent of
the claim amount will trigger a bonus hunger effect;
policyholders will pay minor claims themselves and
not report them to their company, in order to
avoid future premium increases. The existence of
this behavior was recognized as early as 1938 [14].
In several countries consumer associations journals
publish tables of optimal retentions, the claim
amounts under which it is in the driver’s interest to
pay the claim out-of-pocket, and above which the
claim should be reported to the insurer. In some
countries, the existence of bonus hunger has been
explicitly recognized by regulators. In Germany, for
instance, in 1995, the policy wording specified that,
if the insured voluntarily reimbursed the company
for the cost of the claim, the penalty would not
be applied (even as the company incurred claim
settlement costs). Moreover, if the claim amount
did not exceed DM 1000, the company was legally
required to inform the policyholder of his right to
reimburse the loss.
Tables published by consumer associations are
usually based on unrealistic assumptions such as
no inflation or no future claims. The calculation
of the optimal strategy of the policyholder is a
difficult problem, closely related to infinite-horizon
dynamic programming under uncertainty. The optimal retention depends on numerous factors such as
the current BMS class, the discount factor, the claim
frequency, the time of the accident in the policy

year, the number of accidents already reported, and
the claim severity distribution. Numerous authors,
actuaries, and operations researchers, have presented
algorithms to compute policyholders’ optimal strategies [12]. Optimal retentions turn out to be surprisingly high. With the exception of drivers who have
reached the lowest BMS classes, retentions usually
exceed annual premiums. It is sometimes in the
best interest of a policyholder to pay out-of-pocket
a claim exceeding four or five times his annual
premium.
If policyholders’ out-of-pocket payments to accident victims are reasonable, the hunger-for-bonus
phenomenon amounts to a small deductible and
reduces administrative expenses, two desirable features. If, however, a BMS induces drivers to pay
claims in excess of, say, $5000, it definitely penalizes claims excessively and encourages hit-and-run
behavior. It is not a goal of a BMS to transfer most
claims from the insurer to the insureds.
An ‘optimal’ BMS should be transparent, have an
RSAL that is not too low, a fast rate of convergence,
a reasonable coefficient of variation of the insured’s
premium, an elasticity near 1 for the most common
values of λ, moderate optimal retentions, and a low
rating error. These objectives are conflicting. Making
the transition rules of a BMS more severe, for
instance, usually will improve the rating error, the
elasticity, the RSAL, and the transparency, but will
slow down the convergence of the BMS and may
increase the variability and the optimal retentions to
excessive levels. The design of a BMS is therefore
a complicated exercise that requires numerous trials
and errors to achieve reasonable values for the
selected actuarial criteria and to satisfy marketing and
regulatory conditions.

The Future of Bonus-Malus Systems
In the United Kingdom, insurers have enjoyed rating freedom in automobile insurance for many
years. As a result, they have developed rating
schemes that include several a priori variables (territory, age, use and model of vehicle, age of
driver, driving restrictions) and rather simple BMS.
Fierce competition resulted in policyholders having a choice among over 50 BMS at one point.
These BMS were however fairly similar, with
6 or 7 classes and maximum discounts of 60
or 65%.
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In most other countries, BMS were developed
in a regulatory environment that provided little
room for competition. A single BMS, applicable
by all companies, was designed. Most Western
European countries introduced BMS in the early
1960s. The 1970s saw turbulent economic times,
drastic gas price increases following the first oil
shock, years of double-digit inflation, and government efforts to reduce the toll of automobile accidents
(laws mandating the use of safety belts, introduction of severe penalties in case of drunken driving, construction of an efficient network of freeways). The combined effect of these factors was
a drastic reduction in claim frequencies to levels averaging 10%. The ‘first-generation’ BMS of
the 1960s became obsolete, because they had been
designed for higher claim frequencies. The concentration of policyholders in high-discount classes
soon made the BMS inefficient as rating devices.
This resulted in the creation of ‘second-generation’
BMS, characterized by tougher transition rules, in
the 1980s.
In July 1994, complete freedom of services was
established in the European Union in non-life insurance, implementing the ‘Third Directive 92/49/EEC’.
In some countries like Portugal and Italy, insurance carriers engaged in intense competition in automobile insurance. A major segmentation of risks
took place to identify and attract the best drivers,
and several very different BMS were created and
widely advertised to the public. In other countries
like Belgium, regulatory authorities accepted transitory conditions that allowed a ‘soft landing’ to
rating freedom. A new BMS was implemented in
September 1992, with more severe transition rules.
The European Commission indicated that it would
view a unique BMS, to be applied by all companies, as incompatible to freedom of services. Belgian
insurers agreed to a two-step phase-out of the obligatory system. Around mid-2001, they eliminated the
compulsory premium levels of the new BMS, while
keeping the number of classes and transition rules.
Companies became free to select their own premium levels within the framework of the existing
system. In January 2004, each insurer will be authorized to design its own system. This delay in the
implementation of European Union laws will enable
the insurance market to organize a central system
to make the policyholders’ claims history available
to all.

7

The future will tell whether free competition in
automobile insurance markets will lead to vastly different BMS or, as some have predicted, a progressive
disappearance of BMS as we know them.
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Bühlmann, H. (1964). Optimale Prämienstufensysteme,
Mitteilungen der Vereinigung Schweizerischer Versicherungsmathematiker 64, 193–213.
Delaporte, P. (1965). Tarification du risque individuel
d’accidents par la prime modelée sur le risque, ASTIN
Bulletin 3, 251–271.
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Brownian Motion
Introduction
Brownian motion, also called Wiener process, is
probably the most important stochastic process. Its
key position is due to various reasons. The aim of this
introduction is to present some of these reasons without striving to a complete presentation. The reader
will find Brownian motion appearing also in many
other articles in this book, and can in this way form
his/her own understanding of the importance of the
matter.
Our starting point is that Brownian motion has a
deep physical meaning being a mathematical model
for movement of a small particle suspended in water
(or some other liquid). The movement is caused
by ever moving water molecules that constantly
hit the particle. This phenomenon was observed
already in the eighteenth century but it was Robert
Brown (1773–1858), a Scottish botanist, who studied the phenomenon systematically and understood
its complex nature. Brown was not, however, able
to explain the reason for Brownian motion. This
was done by Albert Einstein (1879–1955) in one of
his famous papers in 1905. Einstein was not aware
of the works of Brown but predicted on theoretical
grounds that Brownian motion should exist. We refer
to [10] for further readings on Brown’s and Einstein’s
contributions.
However, before Einstein, Louis Bachelier (1870–
1946), a French mathematician, studied Brownian
motion from a mathematical point of view. Also
Bachelier did not know Brown’s achievements and
was, in fact, interested in modeling fluctuations in
stock prices. In his thesis Théorie de la Spéculation,
published in 1900, Bachelier used simple symmetric
random walk as the first step to model price fluctuations. He was able to find the right normalization for
the random walk to obtain Brownian motion after a
limiting procedure. In this way, he found among other
things, that the location of the Brownian particle at
a given time is normally distributed and that Brownian motion has independent increments. He also
computed the distribution of the maximum of Brownian motion before a given time and understood the
connection between Brownian motion and the heat
equation. Bachelier’s work has received much attention during the recent years and Bachelier is now

considered to be the father of financial mathematics;
see [3] for a translation of Bachelier’s thesis.
The usage of the term Wiener process as a synonym for Brownian motion is to honor the work
of Norbert Wiener (1894–1964). In the paper [13],
Wiener constructs a probability space that carries a
Brownian motion and thus proves the existence of
Brownian motion as a mathematical object as given
in the following:
Definition Standard one-dimensional Brownian
motion initiated at x on a probability space (, F, P )
is a stochastic process W = {Wt : t ≥ 0} such that
(a) W0 = x a.s.,
(b) s  → Ws is continuous a.s.,
(c) for all 0 = t0 < t1 < · · · < tn the increments
Wtn − Wtn−1 , Wtn−1 − Wtn−2 , . . . , Wt1 − Wt0
are normally distributed with
E(Wti − Wti−1 ) = 0,

E(Wti − Wti−1 )2 = ti − ti−1 .
(1)

Standard d -dimensional Brownian motion is
defined as W = {(Wt(1) , . . . , Wt(d) ): t ≥ 0}, where
W (i) , i = 1, 2, . . . , d, are independent, one-dimensional standard Brownian motions.
Notice that because uncorrelated normally distributed random variables are independent it follows
from (c) that the increments of Brownian motion are
independent. For different constructions of Brownian motion and also for Paul Lévy’s (1886–1971)
contribution for the early development of Brownian
motion, see [9].
Another reason for the central role played by
Brownian motion is that it has many ‘faces’. Indeed,
Brownian motion is
–
–
–
–
–

a strong Markov process,
a diffusion,
a continuous martingale,
a process with independent and stationary increments,
a Gaussian process.

The theory of stochastic integration and stochastic
differential equations is a powerful tool to analyze
stochastic processes. This so-called stochastic calculus was first developed with Brownian motion as the
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integrator. One of the main aims hereby is to construct and express other diffusions and processes in
terms of Brownian motion. Another method to generate new diffusions from Brownian motion is via
random time change and scale transformation. This
is based on the theory of local time that was initiated
and much developed by Lévy.
We remark also that the theory of Brownian
motion has close connections with other fields of
mathematics like potential theory and harmonic analysis. Moreover, Brownian motion is an important
concept in statistics; for instance, in the theory of
the Kolmogorov–Smirnov statistic, which is used to
test the parent distribution of a sample.
Brownian motion is a main ingredient in many
stochastic models. Many queueing models in heavy
traffic lead to Brownian motion or processes closely
related to it; see, for example, [6, 11]. Finally, in
the famous Black–Scholes market model the stock
price process P = {Pt : t ≥ 0}, P0 = po is taken to be
a geometric Brownian motion, that is,

FT of events occurring before the time point T , that
is,

A ∈ FT ⇔ A ∈ F and A ∩ {T ≤ t} ∈ Ft .
Then the strong Markov property says that a.s. on the
set {T < ∞}
E(f (Wt+T )|FT ) = EWT (f (Wt )),

(4)

where Ex is the expectation operator of W when
started at x and f is a bounded and measurable
function. The strong Markov property of Brownian
motion is a consequence of the independence of
increments.
Spatial homogeneity. Assume that W0 = 0. Then for
every x ∈ R the process x + W is a Brownian motion
initiated at x.
Symmetry. −W is a Brownian motion initiated at 0
if W0 = 0.

Using Itô’s formula it is seen that P satisfies the
stochastic differential equation

Reflection principle. Let Ha := inf{t: Wt = a}, a = 0,
be the first hitting time of a. Then the process given
by

Wt ,
t ≤ Ha ,
(5)
Yt :=
2a − Wt , t ≥ Ha ,



σ2
dPt
dt.
= σ dWt + µ +
Pt
2

is a Brownian motion. Using reflection principle for
a > 0 we can find the law of the maximum of
Brownian motion before a given time t:

Pt = po eσ Wt +µt .

(2)

(3)

In the next section, we present basic distributional
properties of Brownian motion. We concentrate on
the one-dimensional case but it is clear that many
of these properties hold in general. The third section
treats local properties of Brownian paths and in the
last section, we discuss the important Feynman–Kac
formula for computing distributions of functionals
of Brownian motion. For further details, extensions,
and proofs, we refer to [2, 5, 7–9, 12]. For the
Feynman–Kac formula, see also [1, 4].

Basic Properties of Brownian Motion
Strong Markov property. In the introduction above,
it is already stated that Brownian motion is a strong
Markov process. To explain this more in detail let
{Ft : t ≥ 0} be the natural completed filtration of
Brownian motion. Let T be a stopping time with
respect to this filtration and introduce the σ -algebra

P0 (sup{Ws : s ≤ t} ≥ a) = 2P0 (Wt ≥ a)
 ∞
2
2
e−x /2t dx.
=√
2πt a
(6)
Further, because
P0 (sup{Ws : s ≤ t} ≥ a) = P0 (Ha ≤ t),

(7)

we obtain, by differentiating with respect to t, the
density of the distribution of the first hitting time Ha :
a
2
e−a /2t dt.
(8)
P0 (Ha ∈ dt) = √
3
2πt
The Laplace transform of the distribution of Ha is
√


E0 e−αHa = e−a 2α , α > 0.
(9)
Reflecting Brownian motion. The process {|Wt |: t ≥
0} is called reflecting Brownian motion. It is a timehomogeneous, strong Markov process. A famous
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result due to Paul Lévy is that the processes {|Wt |: t ≥
0} and {sup{Ws : s ≤ t} − Wt : t ≥ 0} are identical in
law.
√
Scaling. For every c > 0, the process { cWt/c : t ≥ 0}
is a Brownian motion.

only if both X itself and {Xt2 − t: t ≥ 0} are Ft martingales.
Strong law of large numbers.
lim

t→∞

Time inversion. The process given by

0,
t = 0,
Zt :=
tW1/t , t > 0,

Wt
=0
t

a.s.

(10)

lim sup √
t↓0

Last exit time. For a given t > 0 assuming that W0 =
0 the last exit time of 0 before time t
λ0 (t) : = sup{s ≤ t: Ws = 0}

(11)

is arcsine-distributed on (0, t), that is,
dv
.
√
π v(t − v)

(12)

Lévy’s martingale characterization. A continuous
real-valued process X in a filtered probability space
(, F, {Ft }, P ) is an Ft -Brownian motion if and

Wt
=1
2t ln ln(1/t)

lim sup √

Time reversibility. Assume that W0 = 0. Then for
a given t > 0, the processes {Ws : 0 ≤ s ≤ t} and
{Wt−s − Wt : 0 ≤ s ≤ t} are identical in law.

t→∞

Wt
2t ln ln t

=1

0.8
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0.4
0.2
0
−0.2
−0.4

Figure 1
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0.4

(14)

a.s.

(15)

A (very) nice property Brownian paths t  → Wt is
that they are continuous (as already stated in the
definition above). However, the paths are nowhere
differentiable and the local maximum points are
dense. In spite of these irregularities, we are faced
with astonishing regularity when learning that the
quadratic variation of t  → Wt , t ≤ T is a.s. equal to
T. Below we discuss in more detail, these and some
other properties of Brownian paths. See Figure 1, for
a simulated path of Brownian motion.

1

0

a.s.

Local Properties of Brownian Paths

1.2

−0.6

(13)

Laws of the iterated logarithm.

is a Brownian motion.

P0 (λ0 (t) ∈ dv) =

3
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A realization of a standard Brownian motion (by Margret Halldorsdottir)
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Hölder continuity and nowhere differentiability.
Brownian paths are a.s. locally Hölder continuous of
order α for every α < 1/2. In other words, for all
T > 0, 0 < α < 1/2, and almost all ω, there exists a
constant CT ,α (ω) such that for all t, s < T ,

such that for all s ∈ (0, ) we have f (t − s) ≤
f (t) ≤ f (t + s). A point of decrease is defined
analogously. Then for almost every ω ∈  the
Brownian path W. (ω) has no points of increase
or decrease.

|Wt (ω) − Ws (ω)| ≤ CT ,α (ω)|t − s|α .

Level sets. For a given ω and a ∈ R, let Za (ω) :=
{t: Wt (ω) = a}. Then a.s. the random set Za (ω) is
unbounded and of the Lebesgue measure 0. It is
closed and has no isolated points, that is, is dense
in itself. A set with these properties is called perfect.
The Hausdorff dimension of Za is 1/2.

(16)

Brownian paths are a.s. nowhere locally Hölder
continuous of order α ≥ 1/2. In particular, Brownian
paths are nowhere differentiable.
Lévy’s modulus of continuity.
|Wt − Wt1 |
lim sup sup √ 2
=1
2δ ln(1/δ)
δ→0

a.s.

(17)

where the supremum is over t1 and t2 such that
|t1 − t2 | < δ.
Variation. Brownian paths are of infinite variation on
intervals, that is, for every s ≤ t a.s.

(18)
sup
|Wti − Wti−1 | = ∞
where the supremum is over all subdivisions s ≤ t1 ≤
· · · ≤ tn ≤ t of the interval (s, t). On the other hand,
let n := {ti(n) } be a sequence of subdivisions of (s, t)
such that n ⊆ n+1 and



(n) 
lim max ti(n) − ti−1
(19)
 = 0.
n→∞

i

Then a.s. and in L2 ,
2
 

lim
Wt (n) − Wt (n)  = t − s.
n→∞

i

(20)

i−1

This fact is expressed by saying that the quadratic
variation of W over (s, t) is t − s.
Local maxima and minima. Recall that for a continuous function f : [0, ∞) → R a point t is called
a point of local (strict) maximum if there exists
> 0 such that for all s ∈ (t − , t + ), we have
f (s) ≤ f (t)(f (s) < f (t), s = t). A point of local
minimum is defined analogously. Then for almost
every ω ∈ , the set of points of local maxima for
the Brownian path W(ω) is countable and dense in
[0, ∞), each local maximum is strict, and there is no
interval on which the path is monotone.
Points of increase and decrease. Recall that for a
continuous function f : [0, ∞) → R, a point t is
called a point of increase if there exists > 0

Feynman–Kac Formula for Brownian
Motion
Consider the function

 t

v(t, x) := Ex F (Wt ) exp
f (t − s, Ws ) ds
,
0

(21)
where f and F are bounded and Hölder continuous
(f locally in t). Then the Feynman–Kac formula
says that v is the unique solution of the differential
problem
ut (t, x) = 12 uxx (t, x) + f (t, x)u(t, x),
u(0, x) = F (x)

(22)

Let now τ be an exponentially distributed (with
parameter λ) random variable, and consider the
function



 τ
v(x) := Ex F (Wτ ) exp −γ
f (Ws ) ds
,
0

(23)
where γ ≥ 0, F is piecewise continuous and bounded,
and f is piecewise continuous and nonnegative. Then
v is the unique bounded function with continuous
derivative, which on every interval of continuity of f
and F satisfies the differential equation
1
u
2

(x) − (λ + γf (x))u(x) = −λF (x). (24)

We give some examples and refer to [2] for more:
Arcsine law. For F ≡ 1 and f (x) = 1(0,∞) (x) we
have



 τ
E0 exp −γ
1(0,∞) (Ws ) ds
0

Brownian Motion

√

λ
λ
λ


−
−√



λ+γ
λ+γ
 λ+γ

√



× e−x 2λ+2γ ,
if x ≥ 0,

=
√

λ



1− 1− √


λ
+
γ



√

x 2λ+2γ
×e
,
if x ≤ 0.
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 t

2
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An occupation time formula for Brownian motion with
drift. For µ > 0



 ∞
E0 exp −γ
1(−∞,0) (Ws + µs) ds
0

2µ
.
= 
µ2 + 2γ + µ

0

2 γν
= 2ν
K2ν
a
(2ν)

 √ 
2 2γ
,
a

(29)

where ν = b/a 2 and K2ν is the modified Bessel
function of second kind and of order 2ν. The Laplace
transform can be inverted
 ∞

eaWs −bs ds ∈ dy
P0
0

=

[5]
[6]
[7]
[8]

[9]
[10]
[11]

[12]

[13]

Borodin, A.N. & Ibragimov, I.A. (1994). Limit theorems
for functionals of random walks, Trudy Matematicheskogo Instituta Imeni V. A. Steklova, (Proceedings of
the Steklov Institute of Mathematics) 195(2).
Borodin, A.N. & Salminen, P. (2002). Handbook of
Brownian Motion–Facts and Formulae, 2nd Edition,
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Catastrophe Derivatives
The market for securitized risks of various types has
grown substantially since the early 1990s. Contracts
have been created for the securitization of both financial and insurance-related risks. Examples include
asset-backed securities and credit derivatives that
represent pools of loans such as mortgages, consumer
and business loans, as well as catastrophe derivatives that are based on insured property losses caused
by natural catastrophes. The idea behind introducing
those securitized products is manifold and depends
not only on the characteristics of the underlying risk
but also on their relationship to existing markets in
which those risks are traded in conjunction with other
risks and their inefficiencies. In this article, we focus
on exchange-traded and over-the-counter catastrophe
derivatives.
Natural catastrophic risks are difficult to diversify by primary insurers due to the relatively rare
occurrence of major events combined with the high
correlation of insured losses related to a single event.
As a result, we observed multiple bankruptcies in
the insurance industry in the eighties and nineties
caused by natural catastrophes such as hurricanes
Hugo in 1989 and Andrew in 1992, the Northridge
California earthquake in 1994, and the earthquake in
Kobe in 1995. The reinsurance industry provides a
means of further risk diversification through pooling of multiple primary insurers’ layers of exposure
across worldwide regions. This risk transfer mechanism adds liquidity to the primary insurance market
for natural catastrophes and partly reduces the risk
of default. However, there are also costs associated
with reinsurance such as transaction costs, the additional risk of default of reinsurance companies, and
moral-hazard problems. Primary insurers may, for
example, loosen their management of underwriting
(ex-ante moral hazard) or reduce their investment in
claim settlement (ex-post moral hazard) if parts of
their risk exposure are shifted to the reinsurer. As
those shifts in management are not perfectly observable to reinsurers, it is not possible to write efficient
contingent contracts to implement the correct incentives. In addition to those market inefficiencies, the
different regulatory treatment of primary insurers and
reinsurers plays an important role with respect to
the liquidity of capital and credit risk of companies
in the market for natural catastrophic risk. Primary

insurers were restricted to reduce their risk exposure or raise premiums after hurricane Andrew or the
Northridge earthquake whereas reinsurers were free
in adjusting their exposure and pricing. Particularly
after catastrophic events, it has thus become not only
difficult for primary insurers to internally raise capital but also relatively more costly to transfer parts of
their exposure to reinsurers. Froot [14–16] examines
the causes and effects of inefficiencies in the market of catastrophic risk, which therefore experienced
a growing demand during the eighties and nineties
for additional liquidity from external capital sources
that at the same time would address and eventually
mitigate inefficiencies in the traditional reinsurance
market.
Those inefficiencies initiated an ongoing economic
and political debate on whether financial markets
could be used to provide both liquidity and capacity to meet the underwriting goals in the insurance
and reinsurance industry [5, 6, 9, 10, 12, 18, 20,
23, 27–29]. Standardized, exchange-traded financial
contracts involve much lower transaction costs compared to reinsurance contracts whose terms are individually negotiated and vary over time. Exchangetraded instruments are also subject to lower default
risk because of certain mechanisms, such as markedto-market procedures, that have been established and
overlooked by clearing houses. In addition to the
integrity and protection of exchange-traded instruments, catastrophe derivatives would turn natural
catastrophes into tradable commodities, add price
transparency to the market, and thus attract capital
from outside the insurance industry. Those contracts
would allow investors to purely trade in natural disasters, as opposed to buying insurers’ or reinsurers’
stocks. The returns of catastrophe derivatives should
be almost uncorrelated to returns on other stocks and
bonds and therefore provide a great opportunity for
diversifying portfolios.
In December 1992, the first generation of
exchange-traded catastrophe derivatives was introduced at the Chicago Board of Trade (CBoT). Futures
and options on futures were launched on the basis
of an index that reflected accumulated claims caused
by natural catastrophes. The index consisted of the
ratio of quarterly settled insurance claims to total
premium reported by approximately 100 insurance
companies to the statistical agency Insurance Service
Office (ISO). The CBoT announced the estimated
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total premium and the list of the reporting companies before the beginning of the trading period. A
detailed description of the structure of these contracts can be found in [1]. Due to the low trading
volume in these derivatives trading was given up in
1995. One major concern was a moral-hazard problem involved in the way the index was constructed:
the fact that a reporting company could trade conditional on its past loss information could have served
as an incentive to delay reporting in correspondence
with the company’s insurance portfolio. Even if the
insurance company reported promptly and truthfully,
the settlement of catastrophe claims might be extensive and the incurred claims might not be included
in the final settlement value of the appropriate contract. This problem occurred with the Northridge
earthquake, which was a late quarter catastrophe of
the March 1994 contract. The settlement value was
too low and did not entirely represent real accumulated losses to the industry. The trading in insurance
derivatives thus exposed companies to basis risk, the
uncertainty about the match between their own book
of business and the payoff from insurance derivatives.
In the traditional reinsurance market, basis risk is
almost negligible as reinsurance contracts are specifically designed to the needs of a particular primary
insurer.
Since options based on futures had more success –
especially call option spreads – a new generation
of exchange-traded contracts called PCS (Property
Claim Services) Catastrophe Options were introduced
at the CBoT in September 1995. These contracts were
standardized European call, put, and spread option
contracts based on catastrophe loss indices provided
daily by PCS–a US industry authority that estimates
catastrophic property damages since 1949. The PCS
indices reflected estimated insured industry losses
for catastrophes that occur over a specific period.
PCS compiled estimates of insured property damages using a combination of procedures, including
a general survey of insurers, its National Insurance
Risk Profile, and, where appropriate, its own onthe-ground survey. PCS Options offered flexibility in
geographical diversification, in the amount of aggregate losses to be included, in the choice of the loss
period and to a certain extent in the choice of the
contracts’ expiration date. Further details about the
contractual specifications of those insurance derivatives can be found in [25]. Most of the trading activity occurred in call spreads, since they essentially

work like aggregate excess-of-loss reinsurance agreements or layers of reinsurance that provide limited
risk profiles to both the buyer and seller. However,
the trading activity in those contracts increased only
marginally compared to the first generation of insurance futures and trading ceased in 2000.
Although the moral-hazard problem inherent in the
first generation of contracts had been addressed, basis
risk prevented the market for insurance derivatives
from taking off. Cummins et al. [8] and Harrington
and Niehaus [19] conclude, however, that hedging
with state-specific insurance derivatives can be
effective, particularly for large and well-diversified
insurers. Nell and Richter [26] and Doherty and
Richter [11] investigate the trade-off between basis
risk in catastrophe derivatives and moral-hazard
problems in reinsurance contracts.
In addition to exchange-traded instruments, overthe-counter insurance derivatives between insurers
and outside investors have been developed. The
structure of those contracts is similar to bonds,
however, the issuer may partly or entirely fail on
the interest and/or principal payment depending on
prespecified triggers related to the severity of natural
disasters. Those Catastrophe Bonds yield higher
interest rates compared to government bonds because
of the insurance-linked risk. The first Catastrophe
Bond with fully collateralized $400 million principal
was issued by the American insurer USAA in 1997,
which was subdivided into a $313 million principalat-risk and a $87 million interest-at-risk component.
Investors received 400 basis points above LIBOR for
putting their principal at risk and 180 basis points
above LIBOR for putting their interest payments at
risk. The trigger of this contract was defined upon
USAA’s insured losses above $1 billion related to
a single event between mid-June 1997 and midJune 1998 to be selected by USAA. Therefore,
USAA was not exposed to additional basis risk,
however, investors were facing the same moralhazard problems inherent in traditional reinsurance
contracts mentioned above. A detailed analysis about
the issuance of USAA’s Catastrophe Bond can be
found in [16]. During the same year, the Swiss
insurance company Winterthur Insurance launched
a three-year subordinated convertible bond with a
so-called WINCAT coupon rate of 2.25%, 76 basis
point above the coupon rate of an identical fixedrate convertible bond. If on any one day within a
prespecified observation period more than 6000 cars
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insured by Winterthur Insurance would be damaged
by hail or storm in Switzerland, Winterthur Insurance
would fail on the coupon payment. To ensure
transparency and therefore liquidity, Winterthur
Insurance collected and published the relevant
historical data. Schmock [30] presents a detailed
analysis of those contracts including the derivation
and comparison of discounted values of WINCAT
coupons based on different models for the dynamics
of the underlying risk. In 1999, $2 billion related to
insurance risk was securitized and transferred to the
capital market. The spread over LIBOR ranged from
250 basis points to 1095 basis points depending on
the specific layer of insured losses and exposure of
the issuing company. Lane [21] provides a precise
overview of all insurance securitizations between
March 1999 and March 2000. The author proposes
a pricing function for the nondefaultable, insurancelinked securities in terms of frequency and severity
of losses, and suggests to price defaultable corporate
bonds based on the same pricing function.
The securitization of natural catastrophic risk not
only raises the question about different contractual
designs and their impact on mitigating and introducing inefficiencies but also about the price determination of insurance derivatives. In their seminal
contribution, Black and Scholes [3] and Merton [24]
have shown how prices of derivatives can be uniquely
determined if the market does not allow for arbitrage
opportunities. An arbitrage opportunity represents
a trading strategy that gives the investor a positive
return without any initial investment. In an efficient market, such a money pump cannot exist in
equilibrium. There are two important assumptions
underlying the model of Black and Scholes [3] and
Merton [24] that need to be stressed and relaxed in
the context of pricing insurance derivatives.
First, their model allows for trading in the underlying asset of the financial derivative. Second, the
dynamics of the underlying asset price evolve according to a continuous stochastic process, a geometric
Brownian motion. Those two assumptions allow
for a trading strategy that perfectly replicates the
derivative’s payoff structure. The absence of arbitrage
opportunities in the market then uniquely determines
the price of the derivative to be equal to the initial investment in the replicating strategy. All insurance derivatives, however, are based on underlying
loss indices that are not publicly traded on markets.
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In addition, insurance-related risks such as earthquakes and hurricanes cause unpredictable jumps in
underlying indices. The model for the dynamics of
the underlying asset must thus belong to the class
of stochastic processes including jumps at random
time points. Both issues prevent perfect replication of
the movements and consequent payoffs of insurance
derivatives by continuously trading in the underlying
asset. It is thus not possible to uniquely determine
prices of insurance derivatives solely based on the
exclusion of arbitrage opportunities.
Cummins and Geman [7] investigate the pricing
of the first generation of exchange-traded futures and
options on futures. The underlying loss index L is
modeled as an integrated geometric Brownian motion
with constant drift µ and volatility σ to which an
independent Poisson process N with intensity λ and
fixed jump size k is added, that is,

Lt =

t

Ss ds

(1)

0

where the instantaneous claim process S is driven by
the following stochastic differential equation
dSt = St− [µ dt + σ dWt ] + k dNt .

(2)

The authors thus model instantaneous, small claims
by a geometric Brownian motion whereas large
claims are modeled by a Poisson process N with
expected number of events λ per unit time interval and constant severity k of individual claims.
Since the futures’ price, the underlying asset for those
insurance derivatives, was traded on the market and
since the jump size is assumed to be constant the
model can be nested into the framework of Black,
Scholes, and Merton. For a given market price of
claim level risk, unique pricing is thus possible solely
based on assuming absence of arbitrage opportunities
and a closed-form expression for the futures price is
derived.
Aase [1, 2] also examines the valuation of exchange-traded futures and derivatives on futures. However, he models the dynamics of the underlying loss
index according to a compound Poisson process, that
is,
Lt =

Nt

i=1

Yi ,

(3)
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where N is a Poisson process counting the number of catastrophes and Y1 , Y2 , . . . are independent
and identically distributed random variables representing random loss severities. For insured property
losses caused by hurricanes in the United States, Levi
and Partrat [22] empirically justify the assumption
on both the independence between the frequency and
severity distribution, and the independence and identical distribution of severities. Due to the random
jump size of the underlying index, it is not possible
to create a perfectly replicating strategy and derive
prices solely on the basis of excluding arbitrage
opportunities in the market. Aase [1, 2] investigates a
market equilibrium in which preferences of investors
are represented by expected utility maximization.
If investors’ utility functions are negative exponential functions, that is, their preferences exhibit constant absolute risk aversion, unique price processes
can be determined within the framework of partial
equilibrium theory under uncertainty. The author
derives closed pricing formulae for loss sizes that
are distributed according to a gamma distribution.
Embrechts and Meister [13] generalize the analysis to
allow for mixed compound Poisson processes with
stochastic frequency rate. Within this framework,
Christensen and Schmidli [4] take into account the
time lag between claim reports related to a single
event. The authors model the aggregate claim process from a single catastrophe as a mixed compound
Poisson process and derive approximate prices for
insurance futures based on actually reported, aggregate claims.
Geman and Yor [17] examine the valuation of
the second generation of exchange-traded catastrophe options that are based on nontraded underlying
loss indices. In this paper, the underlying index is
modeled as a geometric Brownian motion plus a
Poisson process with constant jump size. The authors
base their arbitrage argument on the existence of a
liquid reinsurance market, including a vast class of
reinsurance contracts with different layers, to guarantee the existence of a perfectly replicating strategy.
An Asian options approach is used to obtain semianalytical solutions for call option prices expressed
by their Laplace transform. Muermann [25] models
the underlying loss index as a compound Poisson
process and derives price processes represented by
their Fourier transform.

The overlap of insurance and capital markets created by catastrophe derivatives suggests that combining concepts and methods developed in insurance and
financial economics as well as actuarial and financial
mathematics should prove indispensable. The peculiarities of each market will need to be addressed in
order to tailor catastrophe derivatives optimally to
their needs and therewith create liquidity and capital
linked to natural catastrophes.
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Censoring
Censoring is a process or a situation where we have
partial information or incomplete observations. It is
an area in statistics, engineering, and actuarial science, which has received widespread attention in the
last 40 years, having been influenced by the increase
in scientific computational power. The purpose of this
article is to present the concept, the idea of censoring,
to describe various types or kinds of censoring, and to
point out its connections with survival analysis and
actuarial methods. Censoring is closely related with
censored data and is a major topic in biostatistics and
reliability theory (life testing).
Suppose we have an experiment in which several
units or individuals are put under test or under observation and we measure the time up to a certain event
(time to event). The experiment must terminate. The
observation of time (tenure of the experiment) is limited. During this period, for some or all units the
event occurs, we observe the true or exact time of
its occurrence and record that the event has occurred.
On the other hand, for some units, the event does
not occur and we record this fact and the time of
termination of the study, or some units are lost from
the experiment for various reasons (lost to followup, withdrawal, dropout, planned removal, etc.), and
again we record this fact and the time when this happens. In this process or experiment we have censoring
in the observations. Some experiments (clinical trials) allow a delayed entry into the experiment, called
staggering entry.
We shall express this type of experimental/observational situation in a convenient mathematical notation below. Some examples of time to event situations
are as follows: time to death, time to onset (or relapse)
of a disease, length of stay in an automobile insurance plan (company), money paid for hospitalization
by health insurance, duration of disability, etc.
Data that are obtained under the above experimental/observational situations are usually and generally
called survival data or failure time data or simply
censored data. Broadly speaking, an observation is
called censored if we cannot measure it precisely but
we know that it is beyond some limit.
It is apparent that censoring refers to future observations or observations to be taken, to prospective
studies as well as to given data not fully observed.

The following definitions and notation are usually
employed in censoring: the failure time or lifetime
or time to event variable T is always nonnegative
T ≥ 0. T can either be discrete taking a finite set
of values a1 , a2 , . . . , an or continuous defined on the
half axis [0, ∞). A random variable X is called
censored failure or survival time random variable if
X = min(T , U ), or X = max(T , U ), where U is a
nonnegative censoring variable. The censoring variable U can be thought of as a confounding variable, a
latent variable, which inhibits the experimenter from
observing the true value of T . Censoring and failure time variables require a clear and unambiguous
time origin (e.g. initialization of car insurance, start
of a therapy, or randomization to a clinical trial), a
timescale (e.g. days, weeks, mileage of car), and a
clear definition of the event (e.g. a well-defined major
car repair, death, etc.).
An illustration of censored data is given in
Figure 1. This illustration shows units or individuals
entering the study at different times (staggered entry)
and units or individuals not having the event when the
study ends or dropping out of the study (censoring).
From a slightly different perspective, censoring
can also be thought as a case of incomplete data.
Incomplete data means that specific observations are
either lost or not recorded exactly, truly, and completely. Incomplete data can either be truncated or
censored. Roughly speaking, data are said to be truncated when observations that fall in a given set are
excluded. Here, we actually sample from an incomplete population, that is, from a ‘conditional distribution’. Data are censored as explained above, when
the number of observations that fall in a given set are
known, but the specific values of the observations are
unknown. The given set is all numbers greater (or
less) than a specific value. For these definitions in
actuarial science, see [18, p. 132].
Some authors [22, p. 10] distinguish truncated and
censored data in a slightly different way: if a cohort
or longitudinal study is terminated at a fixed predetermined date, then we say the data have been truncated
(see Type I censoring below). If, however, the study
is continued until a predetermined number of deaths
has been observed, then we say the data have been
censored (see Type II censoring below).
As indicated before, in survival analysis and
reliability studies, data are frequently incomplete
and/or incompatible. The factors that may cause
this incompleteness and/or incompatibility are
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T1
Dies

T2+

Alive

T3
T4+
Alive
Alive

T5+
T6+
Alive

Study begins

Time

Study ends

T1, T3: event occurs (true observations)
T2, T4, T5, T6: censoring (censored observations are usually denoted by +)

Figure 1

Illustration of censored data

as follows: (1) censoring/truncation, (2) staggering
entry (patients or units, possibly in batches, enter
the study at different time points), which introduces
different exposure times and unequal censoring
patterns, (3) withdrawal (random or planned), and
(4) monitoring of the experiment or clinical trial
(the study may be stopped if a significant
difference is detected in an interim analysis on
data accumulated so far) [26]. These factors impose
special considerations for the proper analysis of
incomplete data [27].
A censored observation is distinct from a missing
observation in the sense that, for the former, the time
of censoring or the order of the censored observation
relative to the uncensored ones are known and convey
information regarding the distribution being sampled.
A missing observation conveys no information.
Censoring provides partial information and it is
intuitively obvious that as censoring increases information (statistical information) decreases. This has
been studied in detail and we refer to [14, 28, 29]
and the references cited therein.

Types of Censoring
There are several types of censoring. We shall present
the main ones. In censoring, we observe either T or
U as follows:
1. Right censoring: Here we actually observe X =
min(T , U ) due to termination of the study or loss of

follow-up of the unit or dropout (common in medical
studies or clinical trials). X may be thought as the
time to event or the time to censoring. In addition to
observing X, we also get to see the failure indicator
variable,

1 if T ≤ U
δ=
0 if T > U
which, of course, indicates whether a failure has
occurred or not. Some authors or software packages
use the variable c = 1 − δ, which is the censoring
indicator variable,

0 if T ≤ U
c=
.
1 if T > U
The observed values in a right-censored sample are
(Xi , δi ), i = 1, 2, . . . , n. Right censoring is the most
common type of censoring. If U = ∞, we have no
censoring and the data are considered complete.
2. Left censoring: Here we observe X = max(T , U )
and its failure indicating variable,

1 if U ≤ T
.
e=
0 if U > T
The observed values in a left-censored sample are
(Xi , ei ), i = 1, 2, . . . , n. In some studies where we
measure the time to a certain event, the event has
already occurred at the time of entry of the subject
or the item into the study and when we detect it, this
time is left-censored.

Censoring
3. Interval censoring: Here we observe units or subjects which experience a failure within an interval of
time. Thus, failures are known to lie in time intervals. With the previous notation, instead of T, we
observe (L, R), where T ∈ (L, R). As an example,
consider the recurrence of a tumor following its surgical removal. If a patient is examined three months
after surgery and is found to be free of the cancer, but
at five months is found to have had a recurrence, the
observed recurrence time is between three and five
months and the observation time is interval-censored.
In life testing, where units are inspected for failure
more than once, one gets to know only that a unit
fails in an interval between inspections.
Interval censoring can be thought as a combination of left and right censoring, in which the
uncensored (exact) times to event are only interval observed. Interval-censored data commonly arise
in studies with nonterminal (lethal) endpoints, such
as the recurrence of a disease or condition. They
are common in reliability engineering. For methods
to analyze interval-censored data in medical studies, see [7]; in life testing and reliability engineering,
see [24].
A typical example in which both right and left
censoring are present is the example of African children cited in [23]: A Stanford University psychiatrist
wanted to know the age at which a certain group of
African children learn to perform a particular task.
When he arrived in the village, there were some children who already knew how to perform the task, so
these children contributed to left-censored observations. Some children learned the task while he was
present, and their ages could be recorded. When
he left, there remained some children who had not
yet learned the task, thereby contributing the rightcensored observations.
In an obvious manner and from the point of view
of incomplete data, we can have data truncated from
above or below and data censored from below or
from above. Formally, right truncated data consist of
observations (T , V ) on the half plane T ≤ V , where
T is the variable of interest and V is a truncation
variable. In actuarial science, a deductible is an
example of truncation from below and a policy limit
is an example of censoring from above (see [18]).
Grouping data to form a frequency table is a form of
censoring – interval censoring.
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Censoring can also be distinguished by the type of
the censoring variable U . Let (T1 , U1 ), (T2 , U2 ), . . . ,
(Tn , Un ) be a censored sample of n observations.
1. Type I censoring: If all the Ui ’s are the same,
censoring is called Type I. In this case, the r.v.
U takes a specific value with probability one. The
study terminates at a preassigned fixed time, which
is called fixed censoring time. For example, in lifetesting experiments for electronic devices, the study
terminates in two years and all units are accounted
for. If uc is the fixed censoring time and we have
right censoring, instead of observing T1 , T2 , . . . , Tn
(the rv’s of interest) we observe Xi = min(Ti , uc ),
i = 1, 2, . . . , n. Here the duration of the experiment
(trial) is fixed but the number of events (responses)
occurring within the period is random. If the fixed
censoring time is the same for all units, the sample is
single censored. If a different censoring time is used
for each unit, the sample is multi-censored.
2. Type II censoring: If Ui = T(r) , i = 1, 2, . . . , n,
the time of the rth failure, censoring is called Type
II. For example, in the previous example we stop
the experiment when the rth failure occurs. Type II
censoring is common in engineering life testing or
reliability experiments. Here, we curtail experimentation after a prefixed number r or ∝ proportion p of
events (responses) becomes available. The duration
of the experiment is random.
3. Random censoring: If the Ui ’s are truly random
variables, censoring is called random. In random
censoring, we have random withdrawals of units and
this is very common in clinical trials.
It is obvious that Type I censoring follows from
random censoring by considering the distribution of
U as degenerate on a fixed value (study termination
time). In all previous cases, we observe either Ti or
Ui and δi or ei as defined before.
Progressive censoring is another term used in the
area to indicate the gradual occurrence of censoring
in a preplanned or random way. Most of the time,
it is related to Type II censoring (and thus more
completely called progressive Type II censoring) with
many applications in life testing. At other times, it
is related to random censoring (random single point
censoring scheme (see [26]). Here, live units are
removed at each time of failure.
A simple use of progressive Type II censoring in
life testing is as follows: we have n units placed
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on a life test and m are completely observed until
failure. At the time of the first failure, c1 of the n − 1
surviving units are randomly withdrawn (or censored)
from the life-testing experiment. At the time of the
next failure, c2 of the n − 2 − c1 , surviving units
are censored, and so on. Finally, at the time of the
mth failure, all the remaining cm = n − m − c1 −
· · · − cm−1 surviving units are censored. Note that
censoring takes place here progressively in m stages.
Clearly, this scheme includes as special cases, the
complete sample case (when m = n and c1 = · · · =
cm = 0) and the conventional Type II right-censoring
case (when c1 = · · · = cm−1 = 0 and cm = n − m).
For an extensive coverage of this topic, see [3–5].
For an extended definition of progressive
censoring schemes incorporating all four factors
of data incompleteness and/or incompatibility
mentioned before, see [25]. The basic approach for
the statistical analysis of these schemes, in which
independence, homogeneity, and simultaneous entry
plan may not hold, is to formulate a suitable
stochastic process and use martingale theory
(see [25], Chap. 11).
There are other types of censoring as, for example,
double, quantal random, and so on, and for these and
other engineering applications see [20, 23, 24, 29].
Censoring is also distinguished as informative
and noninformative. Censoring is noninformative (or
independent), if the censoring variable Ui is independent of Ti and/or the distribution of Ui contains
either no parameters at all or no common parameters with the distribution of Ti . If for instance, Ui
is the predescribed end of the study then it is natural to be independent of the Ti ’s. If however, Ui
is the time that a patient drops out of the study
for reasons related to the therapy he receives, then
Ui and Ti are not probably independent. A statistical/inferential definition of informative censoring is
that the distribution of Ui contains information about
the parameters characterizing the distribution of Ti .
If censoring is independent and noninformative, then
it can be regarded as ignorable. In all other cases,
it is considered as non ignorable (see [9, 10]). For a
mathematical definition of independent censoring and
more details on dependent and informative censoring,
see [2, 3].
As said before, in right random censoring the
observations usually consist of i.i.d. pairs (Xi , δi ),
i = 1, 2, . . . , n, where Xi = min(Ti , Ui ) and δi =

I(Ti ≤Ui ) is the failure indicating variable. In noninformative censoring the rv’s Ti , Ui (or T , U ) are
supposed to be independent. In this case, if δi = 1, the
i th observation is uncensored and this happens with
∞
probability p = P (δi = 1) = 0 f (t)G(t) dt and if
δi = 0, the i th observation
 ∞ is censored with probability q = P (δi = 0) = 0 g(t)F (t) dt, p + q = 1,
where F and G are the cdf’s of T and U respectively,
F and G are the corresponding survival functions,
and f and g are the corresponding pdf’s or probability mass functions. Frequently F (t) is denoted as
S(t). If T and U are independent, the distribution
H of X satisfies the relation H = F G. Also, if T is
stochastically smaller than U (i.e. F (t) ≥ G(t)) then
p ≥ 1/2.
Most of the statistical methodology involving censored data and survival analysis is based on likelihood. The likelihood function for informative (dependent) randomly right-censored data is,
L(ϑ, ϕ|x, δ) =

n

[f (xi , ϑ)GU |T (xi , ϕ)]δi
i=1

× [g(xi , ϕ)F T |U (xi , ϑ)]1−δi , (1)
where ϑ and ϕ are parameters and GU |T and F T |U are
obvious conditional survival functions. In the case of
independent (noninformative) censoring in which the
distribution of U does not depend on a parameter,
the likelihood is,
L(ϑ|x, δ) ≈

n


[f (xi , ϑ)]δi [F (xi , ϑ)]1−δi . (2)

i=1

There are several functions that play a special and
crucial role in censoring and survival analysis, such
as the hazard function λ(t) = f (t)/[S(t)],
the cumut
lative hazard function (t) = 0 λ(u) du, etc. For
these, we refer to the survival analysis article in this
encyclopedia and the references given below.
It is interesting to note that if the hazard rates of
T and U are proportional, that is, λU (t) = βλT (t)
or G(t) = [F (t)]β for some β > 0, then X and δ
are independent random variables (see [1]). In addition, for this model also known as the Koziol–Green
model, β = P (δ = 1), the probability that an observation is uncensored.
Statistical analysis of censored data requires special considerations and is an active area of research.
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Censoring in Survival or Failure Time
Analysis
Survival or failure time analysis deals with survival
models, that is, probability models that describe the
distribution of lifetimes or amounts related to life or
times to an event. Survival analysis has been highly
developed in the last 40 years and is widespread in
many fields such as statistics, biostatistics, engineering, and actuarial science.
Survival analysis deals with several topics such as
parametric or nonparametric estimation of the survival function, the Kaplan–Meier or product limit
estimator of the survival function, standard deviation
of the estimates and asymptotic properties, comparison of survival curves (logrank tests), regression
models, the Cox proportional hazard model, model
selection, power and sample size, etc.
In all these topics, censoring plays a critical role.
One has to take into account the number of people
or units censored, the risk set, the censoring times,
etc. For example, the Kaplan–Meier estimator of the
survival function is different from the usual empirical survival function. For these topics, the reader is
referred to the survival analysis article in this encyclopedia and the references cited therein. Standard
textbook references for censoring in survival or lifetime analysis are [4–8, 12, 15–17, 19–21, 23, 24].

Censoring in Actuarial Science
Censoring enters actuarial science indirectly since
the data observed do not usually fit the pattern of
a prospective study or a planned experiment that terminates after a time period during which we may
have or not random withdrawals (lost to follow-up or
dropout). Its involvement comes primarily through
the construction or consideration of lifetime or disability distributions. It is conceivable, however, to
observe prospectively a number of units (e.g. portfolios), register the size of the unit (related to time)
until a certain event occurs and then terminate the
study, while the units continue to develop. But this
is not commonly done.
As mentioned before, in actuarial science, a
deductible is an example of truncation from below
and a policy limit is an example of censoring from the
above [18]. Given these boundaries one encounters
in the actuarial literature, expressions like censorized
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inverse Gaussian distribution or models combining
truncation and censoring, like the left truncation rightcensoring model, which is defined as follows: Let
the T be the variable of interest, U a random rightcensoring variable and V a random left truncation
variable. It is usually assumed that T and (U, V )
are independent. We observe (V , X, δ) if V ≤ X,
where X = min(T , U ) and δ = I(T ≤U ) . If V > X we
observe nothing.
Population life or mortality tables are frequently
used in actuarial science, particularly in life and
health insurance to compute, among others, insurance premiums and annuities. We have the cohort
life tables that describe the mortality experience from
birth to death for a particular group (cohort) of people born at about the same time. We also have the
current life tables that are constructed either from
census information on the number of persons alive
at each age or a given year, or from vital statistics
on the number of deaths by age, in a given year.
Current life tables are often reported in terms of a
hypothetical cohort of 1 00 000 people.
Generally, censoring is not an issue in population
life tables [20, 22]. However, in clinical life tables,
which are constructed from survival data obtained
from clinical studies with patients suffering from
specific diseases, censoring must be allowed since
patients can enter the study at different times or be
lost to follow-up, etc. Censoring is either accounted
for at the beginning or the end of each time interval or
in the middle of the interval. The latter approach leads
to the historically well known Actuarial Estimator of
the survivorship function.
Standard textbook references for censoring in
actuarial science are [11, 18, 22]. See also the article
on actuarial methods by S. Haberman [13].
Finally, we shall mention competing risks, which
is another area of survival analysis and actuarial
science, where censoring, as explained above, plays
an important role. For details see [8–10, 30].

References
[1]

[2]

Abdushukurov, A.A. & Kim, L.V. (1987). Lower
Cramer-Rao and Bhattacharayya bounds for randomly
censored observations, Journal of Soviet Mathematics
38, 2171–2185.
Andersen, P.K. (1999). Censored data, in Encyclopedia
of Biostatistics, Vol. 1, P. Armitage & T. Colton, eds,
John Wiley & Sons, New York.

6
[3]

[4]

[5]
[6]

[7]
[8]
[9]

[10]
[11]

[12]

[13]

[14]

[15]
[16]

[17]

[18]

Censoring
Andersen, P.K., Borgan, P., Gill, R.D. & Keiding, N.
(1993). Statistical Models Based on Counting Processes,
Springer-Verlag, New York.
Balakrishnan, N. & Aggarwala, R. (2000). Progressive Censoring. Theory, Methods and Applications,
Birkhauser, Boston.
Cohen, A.C. (1991). Truncated and Censored Samples:
Theory and Applications, Marcel Dekker, New York.
Cohen, A.C. & Whitten, B.J. (1988). Parameter Estimation in Reliability and Life Span Models, Marcel Dekker,
New York.
Collet, D. (1994). Modelling Survival Data in Medical
Research, Chapman & Hall, London.
Cox, D.R. & Oakes, D. (1984). Analysis of Survival
Data, Chapman & Hall, London.
Crowder, M. (1991). On the identifiability crisis in competing risk analysis, Scandinavian Journal of Statistics
18, 223–233.
Crowder, M. (2001). Classical Competing Risks, Chapman & Hall, London.
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TAKIS PAPAIOANNOU

Central Limit Theorem
The central limit theorem (CLT) is generally regarded
as a generic name applied to any theorem giving convergence in distribution, especially to the normal law,
of normed sums of an increasing number of random
variables. Results of this kind hold under far reaching circumstances, and they have, in particular, given
the normal distribution a central place in probability
theory and statistics.
Classical forms of the CLT deal with sums of
independent random variables X1 , X2 , . . .. Suppose
2
σk 2 < ∞ for each k and write
that EX
kn = 0, EXk2 =
d
Sn = k=1 Xk , sn = nk=1 σk 2 . We shall use →
to
2
denote convergence in distribution and N (µ, σ ) to
denote the normal law with mean µ and variance σ 2 ,
while I (·) is the indicator function. The most basic
central limit result is the following Lindeberg–Feller
theorem.

Lindeberg–Feller Theorem
d
We have sn −1 Sn →
N (0, 1) and maxk≤n sn −1 σk → 0
as n → ∞ if and only if for every  > 0,

sn −2

n


E(Xk 2 I (|Xk | > sn )) −−−→ 0.

(1)

k=1

The CLT draws much of its significance from its
role as a rate of convergence result on the strong
law of large numbers. To see this role, take Xk ,
k = 1, 2, . . . as independent, identically distributed
random variables
with E|X1 | < ∞, EX1 = µ, and

write Sn = nk=1 Xk . Then, the Strong Law of Large
Numbers gives n−1 Sn → µ almost surely as n → ∞.
If, in addition, VarX1 = σ 2 < ∞, then the Lindeberg–Feller theorem gives a concrete statement about
the rate of this convergence, namely,
d

σ −1 n1/2 (n−1 Sn − µ) −−−→ N (0, 1)

(2)

as n → ∞. This result is at the heart of the statistical
theory for it enables approximate confidence intervals
for µ to be constructed and hypotheses about µ tested
using the sample mean n−1 Sn .
The CLT was historically known as the law of
errors through the work of Laplace and Gauss in
the early nineteenth century on the theory of errors

of observation. The result was first established for
the case of Bernoulli trials, Xk , k = 1, 2, . . . i.i.d.
with P (Xk = 1) = p, P (Xk = 0) = 1 − p, 0 < p <
1. The case p = 1/2 was treated by de Moivre
in 1718 and the case of general p by Laplace in
1812. Effective methods for the rigorous proof of
limit theorems for sums of arbitrarily distributed
random variables were developed in the second half
of the nineteenth century by Chebyshev. His results
of 1887 were based on the method of moments. The
first modern discussion was given by Liapunov in
1900 and 1901 using characteristic functions. The
sufficiency part of the Lindeberg–Feller Theorem is
due to Lindeberg in 1922 and the necessity to Feller
in 1935. For an account of the history up to 1935,
see [16].
There are many generalizations of the Lindeberg–Feller result and many limit laws other
than the normal can be obtained. We shall comment first on the case of independent variables.
−1
Note
n that {sn Sn, n ≥ 1} is a particular case of
k=1 Xnk , n ≥ 1 , the Xn,k , 1 ≤ k ≤ n, being independent for each fixed n. Note further that some
restriction on the Xnk is essential in order to obtain
meaningful results because without any restriction
we could let {Yn , n ≥ 1} be an arbitrary sequence
of random variables and set Xn1 = Yn and Xnk = 0,
k > 1 and every
 n. Any limit behavior could then be
obtained for nk=1 Xnk = Yn .
The usual restriction that is imposed is for the
summands Xnk to be uniformly asymptotically negligible (UAN). That is, for every  > 0,
max P (|Xnk | > ) −−−→ 0,

1≤k≤n

(3)

or, in other words, Xnk converges in probability to
zero, uniformly in k. Under the UAN condition, it is
possible to provide detailed answers to the problems
n
of what limit laws are possible for the
k=1 Xk
and when they obtain. Comprehensive discussions
of results of this kind are given in many texts, for
example, [6, 7, 8, 14, 17, 18, 20]. Typical of the
general results that emerge is the following theorem.
Theorem A Let Xnk , 1 ≤ k ≤ n, n ≥ 1 be UAN
summands and {an , n ≥ 1} be an arbitrary sequence
of constants.
1. The
nfamily of possible limit laws for sequences
k=1 Xnk − an , n ≥ 1 is the family of infinitely
divisible laws. This family can be described as the
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one for which the logarithm of the characteristic
function is expressible in the form

iuα +

∞

−∞


eiux − 1 −

iux
1 + x2



n 


x

−∞

k=1

y2
1 + y2

n


for some τ > 0. Furthermore, all admissible an
are of the form an = αn − α + o(1) as n → ∞,
where α is an arbitrary real number and

n 

αn =
ank +
k=1

∞

x2
dP (Xnk ≤ x + ank ) .
2
−∞ 1 + x

The infinitely divisible law to which convergence
obtains is characterized by the limit function .
Theorem A has various important applications,
among which are the particular cases of convergence to the normal and Poisson laws. These can
conveniently be described without the characteristic
function formalism in the following terms.
n
d
2
Normal convergence.
k=1 Xnk →N (µ, σ ) and
the Xnk are UAN if and only if for every  > 0 and
a τ > 0,
n

k=1

(8)

Poisson convergence. If the Xnk are UAN, then

n
k=1 Xnk converges in distribution to the Poisson
law with parameter λ if and only if, for every , 0 <
 < 1, and a τ, 0 < τ < 1,
n


P (|Xnk | > , |Xnk − 1| > ) → 0

k=1
n


P (|Xnk − 1| ≤ ) → λ

(9)

k=1

(b)

n


Var(Xnk I (|Xnk | ≤ τ )) → 0

k=1
n


E(Xnk I (|Xnk | ≤ τ )) → 0

(10)

k=1

(6)

(a)

E(Xnk I (|Xnk | ≤ τ )) → µ

as n → ∞.

(a)

|x|<τ

Var(Xnk I (|Xnk | ≤ τ )) → σ 2

k=1

× dP (Xnk ≤ x + ank ) → (x) (4)
at all points of continuity of , which is a distribution function up to a multiplicative constant,
and where

x dP (Xnk ≤ x)
(5)
ank =

n

k=1

1 + x2
d(x),
x2

where α is a real constant and  is a distribution
function up to
a multiplicative constant.
2. In order that nk=1 Xnk − an should converge in
distribution to a proper law, it is necessary and
sufficient that
n (x) =

(b)

P (|Xnk | > ) −−−→ 0

(7)

as n → ∞.
General results on convergence to normality in the
absence of the UAN condition have been given by
Zolotarev [23]; for extensions see [15].
Perhaps, the most important cases for applications
are those where Xnk = bn −1 Xk − k −1 an , 1 ≤ k ≤ n,
the Xk being (1) independent and (2) independent
and identically distributed (i.i.d.), while the bk are
positive constants and the ak are arbitrary constants.
The classes of possible limit laws in these contexts
are subsets of the infinitely divisible laws. In the case
of condition (1) they are called the self-decomposable
laws, and in the case of condition (2) the stable
laws. These laws, the circumstances under which
they occur, and the sequences of norming constants
required to produce them, have been well explored
and the details may be obtained from the texts cited
above. For more information related to the infinitely
divisible laws, also see [3, 22].
The laws for which a particular limit obtains are
said to belong to the domain of attraction of that

Central Limit Theorem
limit law, and there has been special interest in
the domain of attraction of the stable laws. These
are a family indexed by a parameter α, 0 < α ≤ 2,
α = 2 corresponding to the normal law and α < 2
to distributions whose tail probabilities behave like a
power of index α,
P (X > x) ∼ c1 x −α , P (X < −x) ∼ c2 x −α
say, as x → ∞ for certain nonnegative c1 , c2 . The
domains of attraction of these stable laws consist of
the distributions that are regularly varying at infinity
with index α. For details see, for example, [8, 21].
The distributions of this type, which are said to be
heavy tailed, have increasingly found their applications in finance, insurance, and telecommunications.

Higher Dimensional Results
Rather less detailed results than those described
above have been obtained for the case of vector valued random variables, and also for other more general
settings such as for Banach valued random variables
(e.g. Araujo and Giné [1]) and for random elements
in various spaces of functions and in other more
abstract settings such as locally compact Abelian
groups (e.g. [19]).
Theorems for random vectors in k-dimensional
Euclidean space k can often be obtained from results
involving only ordinary random variables in 1 using
the Cramer-Wold device. Suppose that the random
vectors Xn = (Xn1 , . . . , Xnk ) and X = (X1 , . . . , Xk )
satisfy
k
k


d
tj Xnj −−−→
tj Xj
(11)
j =1

j =1

for each point t = (t1 , . . . , tk ) of k . Then it is
easily seen from an examination of the characteristic
d
functions that Xn →
X.
In addition to ordinary central limit type results,
there are generalizations to what are termed functional central limit theorems or invariance principles. These provide a portmanteau from which many
associated limit results can be derived. The concept
evolved from the work of Erdös and Kac in 1946 on
sequences of partial sums of i.i.d. random variables
and was developed in the work of Donsker, 1951
and Skorokhod, 1956. The simplest result is known
as Donsker’s theorem.
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Donsker’s Theorem
Let X1 , X2 , . . . be a sequence of i.i.d. random variables with zero-mean and unit variance defined on
some 
basic probability space (, F, P ) and write
Sn = nk=1 Xk . For each integer n, and each sample point ω ∈ , the function Zn (t, ω) is defined for
0 ≤ t ≤ 1 by
Zn (t, ω) = n−1/2 (Sk−1 (ω) + [tn − (k − 1)]Xk (ω))
k − 1 ≤ tn ≤ k.

(12)

For each ω, Zn (·, ω) is an element of the space C
of continuous real-valued functions on [0, 1] which
is metrized using the uniform metric. Let Pn be the
distribution of Zn (·, ω) in C. Then, Pn converges
weakly in C to W , the Wiener measure in C.
This general result leads to many important
conclusions. For example, suppose that h is a
measurable map from C to 1 and Dh denotes the set
of discontinuities of h. If P (Zn ∈ Dh ) = 0, then the
d
Continuous Mapping Theorem gives h(Zn )→
h(W ).
The classical central limit theorem for i.i.d. random
variables follows by taking h(x)(t) = x(1), 0 ≤ t ≤
1. Other important cases are h(x)(t) = sup0≤s≤t x(s),
h(x)(t) = supt∈[0,1] {x(t) = 0}, and h(x)(t) is the
Lebesgue measure of those t ∈ [0, 1] for which
x(t) > 0. These lead, in the first case, to the limit
result

2 y −u2 /2
−1/2
max Sk ≤ y) →
e
du, y ≥ 0,
P (n
1≤k≤n
π 0
(13)
and in the second and third cases to what is called
the arc sine law. Both n−1 max1≤k≤n {Sk = 0} and
the proportion of time for which Sk > 0, 1 ≤ k ≤ n
tend in distribution to the law with density function
2/π arcsin y, 0 ≤ y ≤ 1. For more details, see [5].
For a general discussion of functional central limit
results, see [15].

Dependent Variables
Many of the results mentioned above have generalizations to the context of dependent variables,
but necessary conditions for convergence are rarely
available without independence, at least in the case
of finite-dimensional convergence. For example, the
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Lindeberg–Feller Theorem has the following generalization (of its sufficiency part) to the case of
martingales.
Theorem B Suppose that {Sn , Fn , n ≥ 1} is a zeromean, square integrable martingale, {Fn , n ≥ 1}
being a sequence of σ -fields such that
n Sn is Fn measurable for each n. Write S
n =
k=1 Xk as a
sum of differences and put Vn 2 = nk=1 E(Xk 2 |Fk−1 ),
sn 2 = ESn 2 = EVn 2 . If
(a)

sn −2 Vn 2 → 1

in probability as n → ∞ and
(b)
n

sn −2
E(Xk 2 I (|Xk | > sn )) → 0

(14)

Rates of Convergence

(15)

k=1

d
as n → ∞ for any  > 0, then sn −1 Sn →
N (0, 1).

For the general theory, there are significant advantages in using random normalization rather than the
normalization by constants as in Theorem B above.
Suppose that (a) is replaced by (a )
sn −2 Vn 2 → η2

(14a)

in probability as n → ∞ for some η2 which
d
is almost surely positive, then Vn −1 Sn →
N (0, 1),
d −1
−1
while sn Sn →η N (0, 1), the product in this last
limit being a mixture of independent η−1 and
N (0, 1)random variables. Random normalization
n
2
2
using
k=1 Xk rather than Vn can also be used
under almost the same circumstances. For details
see [11, Chapter 3]. Multivariate generalizations are
also available; see, for example, [12, Chapter 12].
Nonexistence of a CLT with random normalization
is closely related to the concept of long-range
dependence; see [13].
Martingale central limit theory forms a convenient
basis for developing central limit theory for a very
wide range of sums of dependent variables for which
sufficiently strong asymptotic independence conditions hold. This is a consequence of the ease with
which martingales can be constructed out of general
processes. For example, if {Zn } is any sequence of
integrable random variables, then
n

[Zk − E(Zk |Zk−1 , . . . , Z1 )]
k=1

is a martingale relative to the sequence of σ -algebras
generated by Zk , k ≤ n. A detailed discussion, with
a focus on processes with stationary differences, is
given in [11]. Popular among the asymptotic independence conditions, which have been widely studied are
ones involving strong mixing, uniform mixing, maximal correlation, and mixingales. For some recent
results, see [2] and references therein. Dependent
central limit theorems can be discussed very generally
in the setting of semimartingales; see, for example, [15].

There is a large literature on the rate of convergence
to normality in the CLT and comprehensive discussions for the independence case are provided in [10,
20] and [4], the last emphasizing the multivariate
case. Many different convergence forms have been
investigated including Lp metrics, 1 ≤ p ≤ ∞, for
the difference between the distribution function of the
normalized sum and that of the standard normal law,
and asymptotic expansions for the distribution function of the normalized sum. One of the most useful of
the results is the celebrated Berry–Esseen theorem,
which dates from 1941–42.

Berry–Esseen Theorem
Suppose that Xk , k = 1, 2, . . . are i.i.d. random variables 
with EX1 = 0, EX1 2 = σ 2 , E|X1 |3 < ∞. Write
Sn = nk=1 Xk and let be the distribution function
of the standard normal law. Then
sup

−∞<x<∞

|P (Sn ≤ xσ n1/2 ) −

≤ CE|X1 |3 σ −3 n−1/2 ,

(x)|
(16)

where C is an absolute constant, C ≤ 0.82.
There are many extensions of this result. For
example, if moments of higher orders exist it is
possible to obtain formal asymptotic expansions of
the kind
P (Sn ≤ xσ n1/2 ) −
e−x /2
= √
2π
2

(x)


Q1 (x) Q2 (x) Q3 (x)
+
+
+
·
·
·
. (17)
n1/2
n
n3/2

Here, the Qk (x) are polynomials of degree 3k − 1 in
x with coefficients depending only on the first k − 2
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moments of X1 . In the case where there is a density
fn (x), say, associated with the distribution function
P (Sn ≤ xσ n1/2 ) the following result [7], which is
called an Edgeworth expansion, can be obtained.
Theorem C Suppose that Xk , k = 1, 2, . . . are i.i.d.
random variables with EX1 = 0, EX1 2 = 1, E|X1 |r <
∞ and EX1 k = µk , k = 1, 2, . . . , r. Suppose also that
ψ, the characteristic function of X1 , has |ψ|ν integrable for some ν ≥ 1. Then, the density fn of n−1/2 Sn
exists for n ≥ ν and as n → ∞,


r

−1/2k+1
fn (x) − φ(x) 1 +
n
Pk (x)
3
−1/2r+1

= o(n

)

≤ CE|X1 |3 σ −3 n−1/2 (1 + |x|)−3 .

Many variants on such results appear in the literature
and in the case of dependent variables, some similar, but generally weaker, results are available. For
example, martingales are treated in [9].
Despite variants such as Theorem D giving
nonuniform bounds, the central limit theorem
generally gives accurate results only in the central
part of the distribution. The tail behavior of
distributions of sums of random variables is usually
studied in the framework of large deviations theory.
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Change of Measure

P̃ have densities g(x) and g̃(x) respectively. We
compute by simulation

Change of measure is a technique used for deriving
saddlepoint approximations, bounds or optimal methods of simulation. It is used in risk theory.

Theoretical Background; Radon–Nikodym
Theorem
Let  be a basic space and F a σ -field of subsets.
We consider two probability measures P and P̃ on
(, F ). Expectations with respect to P and P̃ are
denoted by E and Ẽ respectively. We say that P̃ is
absolute continuous with respect to P, if for all A ∈ F
such that P(A) = 0 we have P̃(A) = 0. We write then
P̃  P. If P̃  P and P  P̃, then we say that P̃ is
equivalent to P and write P̃ ≡ P. A version of RadonNikodym theorem, that is useful here, states that there
exists a nonnegative random variable Z on (, F)
such that EZ = 1 and
E[Z; A] = P̃(A)

(1)


for all A ∈ F, where we denote E[Z; A] = A Z dP .
Random variable Z is usually referred to as a RadonNikodym derivative, written dP̃/dP. The relation (1)
is basic for the change of measure technique and can
be stated equivalently as follows. For each random
variable X such that Ẽ|X| < ∞,
E[ZX] = Ẽ[X].

(2)

Moreover if P ≡ P̃, then conversely
Ẽ[Z −1 ; A] = P(A).

(3)

We now survey important cases and applications.

Importance Sampling
In the theory of simulation, one of the basic variance
reduction techniques is importance sampling. This
technique is in fact a change of measure and uses the
basic identity (2). Let, for example,  =  (although
derivation can be easily adapted to  = k ), F =
B(), in which B() denotes the σ -field of Borel
subsets, X(ω) = ω, and probability measures P and


Ẽφ(X) =

∞

φ(x)g̃(x) dx.

(4)

−∞


An ad hoc estimator is (1/n) nj=1 φ(Xj ), where
X1 , . . . , Xn are independent replications of X with
density g̃(x), but frequently this estimator is not good.
Assuming that the set {x: g(x) = 0} has P-probability
zero, we can write
 ∞
φ(x)g̃(x) dx
Ẽφ(X) =

=

−∞
∞

φ(x)
−∞

= Eφ(X)

g̃(x)
g(x) dx
g(x)

g̃(X)
.
g(X)

(5)

A suitable choice of g allows the improvement
of properties of the importance sampling estimator (1/n) nj=1 (φ(X)g̃(Xj )/g(Xj )), where now
X1 , . . . , Xn are independent replications of X1 considered on the probability space (, F, P). Notice
that g̃(x)/g(x) is called likelihood ratio [1, 3, 7].

Likelihood Ratio Sequence
Consider now a sequence of random variables
X1 , X2 , . . . on (, F ) under two different probability
measures P and P̃ and let Fn denote the σ -field
generated by X1 , . . . , Xn , that is, {Fn } is a filtration.
Let P|n and P̃|n be the restrictions of P and P̃ to Fn
and assume that P̃|n  P|n for all n = 1, 2, . . .. Then,
Zn = dP̃|n /dP|n , n = 1, 2, . . . is an Fn -martingale
on (, F, P) because for n ≤ m and A ∈ Fn ⊂ Fm ,
we have by (1)
E[Zn ; A] = P̃|n (A) = P̃|m (A) = E[Zm ; A].

(6)

Note that P̃  P if Zn → Z a.s. and {Zn } is uniformly integrable, which holds very rarely, and typically this is not true in most of applications.
The following converse construction is important
for various applications. Suppose, X1 , X2 , . . . is a
sequence of random variables on (, F, P) and {Fn }
as before. Let Zn be a positive Fn -martingale, such
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that EZ1 = 1. Under these assumptions, the relation
dP̃|n = Zn dP|n , which means that
P̃|n (A) = E[Zn ; A],

A ∈ Fn ,

n = 1, 2, . . . ,
(7)

defines a consistent sequence
 of probability measures. We assume that F = ∞
j =1 Fn , and that there
exists the unique probability measure P̃ on F, such
that P̃(A) = P̃|n (A), for all A ∈ Fn . A standard version of Kolmogorov consistency theorem suffices if
 =  ×  × · · ·. For other spaces, one needs a
more general version of the Kolmogorov theorem;
see, for example, [9], Theorem 4.2 on page 143. Suppose, furthermore, that for all n we have Zn > 0
P̃-a.s. Then
P|n (A) = Ẽ[Zn−1 ; A],

A ∈ Fn .

(8)

Moreover, for each P̃-finite stopping time τ , the
above can be extended to the basic identity
P(A) = Ẽ[Zτ−1 ; A],

A ∈ Fτ .

(9)

As a special case, assume that X1 , X2 , . . . are independent and identically distributed random variables;
under P or P̃, random variable Xn has distribution
F or F̃ respectively. Then P̃|n  P|n , if and only if
F̃  F . If furthermore F and F̃ have densities g̃(x)
and g(x) respectively, then
Zn =

g̃(Xn )
dP̃|n
g̃(X1 ) g̃(X2 )
···
=
dP|n
g(X1 ) g(X2 )
g(Xn )

(10)

which is called likelihood ratio sequence. See for
details [2, 3].

Associated Sequences
Let X1 , X2 , . . . be a sequence of independent and
identically distributed random variables with a common distribution F, and let m̂(s) = E exp(sX), be the
moment generating function of F. We assume that
m̂(s) is finite in an interval (θl < 0 < θr ). For all
θl < θ < θr , we define the so-called associated distribution or Esscher transform

eθx F (dx)
B
F̃θ (B) =
.
(11)
m̂(θ)

We have the following formulas for the moment
generating function, mean and variance of F̃θ
m̂(s + θ)
m̂(θ)

(12)

µθ = Ẽθ X1 =

m̂ (θ)
m̂(θ)

(13)

σθ2 = Ẽθ X1 =

m̂ (θ)m̂(θ) − (m̂ (θ))2
. (14)
(m̂(θ))2

m̂θ (s) = Ẽθ esX =

Clearly F ≡ F̃0 , and
eθ(X1 +···+Xn )
dP̃|n
= Ln;θ =
,
dP|n
m̂n (θ)

n = 1, 2, . . . . (15)

The basic identity can be expressed now as follows:
if τ is a finite P̃θ -a.s. stopping time and A ∈ Fτ , then
 −θ(X1 +···+Xτ ) 
e
;A
P(A) = Ẽθ
m̂−τ (θ)
= Ẽθ [e−θSτ +τ κ(θ) ; A],

(16)

where Sn = X1 + · · · + Xn and κ(θ) = log m̂(θ).
More details on associated distributions can be found
in [2, 11]. One also refers to the above technique as
exponential tilting.

An Example; Proof of Chernov Bound
and Efficient Simulation
Under assumption from the last paragraph on associated sequences, we derive now an inequality for
P(A(n)), where
A(n) = {Sn > (EX1 + )n}

(17)

and Sn = X1 + · · · + Xn .
The relevant choice of θ is fulfilling
Eθ X1 =

m̂ (θ)
= EX1 + .
m̂ (θ)

(18)

Let I = θ(EX1 + ) − κ(θ) > 0. Using the basic
identity (16) with τ = n, we have
P(Sn > (EX1 + )n) = Ẽθ [e−θSn +nκ(θ) ;
Sn > (EX1 + )n]
=e

−nI

Ẽθ [e−θ(Sn −n(EX1 +)) ;

Sn > (EX1 + )n]
≤e

−nI

.

(19)
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According to the theory of simulation, the sequence
of events A(n) is rare because P(A(n)) → 0. It
turns out that the above change of measure is in
some sense optimal for simulation of P(A(n)). One
. . , Xn according to P̃θ and use
has to sample X1 , .
the estimator (1/n) nj=1 Yj , where Yj = Ln;θ 1I(Sn >
n(EX1 + )). Details can be found in [1].

Continuous-time Stochastic Processes; A
General Scheme
All considered processes are assumed to be cádlág,
that is, right-continuous and with left limits realiza, P), equipped
tions, and they are defined on (, F
with a filtration {Ft }t≥0 , where F = t≥0 Ft is the
smallest σ -field generated by all subsets from Ft
(t ≥ 0). For a probability measure P, we denote
the restriction to Ft by P|t . Suppose that {Z(t)}
is a positive martingale, such that EZ(t) = 1, and
define
P̃|t (A) = E[Z(t); A],

A ∈ F|t

(20)

for all t ≥ 0. Then P̃|t is a probability measure and
{P̃|t , t ≥ 0} form a consistent family. We assume that
the standard setup is fulfilled, that is
1. the filtered probability space (, , P), has rightcontinuous filtration {Ft },
2. there exists the unique probability measure P̃,
such that P̃(A) = P̃|t (A), for A ∈ Ft .
A useful model in which the standard setup
holds is  = D[0, ∞), X(t, ω) = ω(t), with filFt = σ {X(s), 0 ≤ s ≤ t} (t ≥ 0), and F =
tration

F
. Assuming moreover Z(t) > 0 P̃-a.s., we
t
t≥0
also have
P|t (A) = Ẽ[Z −1 (t); A],

A ∈ Ft

(21)

and furthermore, for a stopping time τ which is finite
P̃ a.s.
−1

P(A) = Ẽ[Z (τ ); A],

A ∈ Fτ .

(22)

Assume from now on that {X(t)} is a Markov
process. For such class of processes one defines a
generator A that can be thought of as an operator
from a class of function, to a class of function (on the

state space). Define for a strictly positive function f
  t

f (X(t))
(Af )(X(s))
Ef (t) =
exp −
ds ,
f (X(0))
f (X(s))
0
t ≥ 0.

(23)

If for some h, the process {Eh (t)} is a mean-one
martingale, then we can make the change of measure
with Z(t) = Eh (t). Note that EEh (t) = 1. Then from
Kunita–Watanabe theorem we know, the process
{X(t)} on (, F, {Ft }, P̃), is Markovian. It can be
shown, with some care, that a generator Ã of this
new stochastic process fulfills
Ãf = h−1 [A(f h) − f Ah].

(24)

Details can be found in [8].

Continuous-time Markov Chains (CTMC)
The simplest case we can analyze completely is when
{X(t)} is a continuous-time Markov chain (CTMC),
with a finite state space. In this case, the generator
A is Q = (qij )i,j =1,..., , the intensity matrix of the
process that acts on the space of all finite column
vectors. Thus functions f, h are column vectors, and
h is positive. We change the measure by E h . Then
{X(t)} is a CTMC with new intensity matrix Q̃ =
(q̃ij ) given by

q̃ij =






qij



−

hj
hi
qij

k=1

i =j
hj
,
hi

.

(25)

i=j

Poisson Process
Suppose that under P(P̃), the stochastic process
{X(t)} is the Poisson process with intensity λ > 0
(with λ̃ > 0). Then P|t ≡ P̃|t , for all t > 0 and
dP̃|t
Z(t) =
=
dP|t

 X(t)−X(0)
λ̃
e−(λ̃−λ)t ,
λ

t ≥ 0.
(26)

Note that we can rewrite the above in form (23):

h(X(t)) − t (Ah)(X(t))
dt
(27)
Z(t) =
e 0 h(X(t))
h(X(0))
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where h(x) = (λ̃/λ)x and formally for a function f
we define (Af )(x) = λ(f (x + 1) − f (x)).

Claim Surplus Process in the Classical Poisson
Model
We consider claims arriving according to a Poisson
process {N (t)} with rate λ, and independent and identically distributed claims U1 , U2 , . . . with a common
distribution B. Let β > 0 be the premium rate. We
assume that the Poisson process and claim sequence
are independent. The claim surplus process in such
a model is
N(t)

Uj − βt,

S(t) =

t ≥ 0.

(28)

j =1

A classical problem of risk theory, is to compute
the ruin probability P(τ (u) < ∞), where the ruin
time τ (u) = min{t: S(t) > u}. Notice that P(τ (u) <
∞) < 1 if (λEU1 )/β < 1. We show how the technique of change of measure can be used to analyze
this problem. We need some preliminary results that
are of interest in their own right and are useful in
other applications too.
The stochastic process
Zθ (t) = eθS(t)−tκ(θ)

The strict positivity follows from the analysis of
function κ(s). Hence, S(t) → ∞ P̃-a.s. and therefore
τ (u) is finite P̃-a.s. Now the ruin probability can be
written using (22) and recalling P̃(τ (u) < ∞) = 1,
we have
P(τ (u) < ∞) = Ẽ[e−γ S(τ (u)) ; τ < ∞]
= e−γ u Ẽ[e−γ (S(τ (u))−u) ].

(31)

Since S(τ (u)) − u ≥ 0, we obtain immediately a
Lundberg inequality that
P(τ (u) < ∞) ≤ e−γ u ,

u ≥ 0.

(32)

Cramer–Lundberg asymptotics follows from the
observation that, under P̃, the process {ξ(t)} defined
by ξ(t) = S(τ (t)) − t is the residual lifetime process
in a renewal process and therefore
Ẽe−ξ(t) → Ẽe−ξ(∞) .

Further Reading Recommendation
Related material on the change of measure or Girsanov type theorems can be found, for example, in
books Revuz and Yor [10], Kűchler and Sorensen [6],
Jacod and Shirayev [5], Jacobsen [4].

(29)

is a mean-one martingale for θ such that EeθS(t) <
∞, where κ(θ) = λ(m̂(θ) − 1) − βθ and m̂(θ) =
E exp(θU ), is the moment generating function of U.
Assume, moreover that there exists γ > 0, such that
κ(γ ) = 0. For this it is necessary that (λEU1 )/β < 1.
Then the process {Z(t)}, where Z(t) = exp(γ S(t))
is a positive mean-one martingale. Moreover Z(t) =
Eh (t) for h(x) = exp(γ x). We may define the
new measure P̃ by {Z(t)}. It can be shown that
{S(t)} under P̃ is a claim surplus process in the
classical Poisson model, but with the claim arrival
rate λm̂(γ ), the claim size distribution B̃θ (dx) =
exp(γ x) B(dx)/m̂(γ ) and premium rate β. This
means that the process {S(t)} is a Lévy process and
to find its drift we compute, using the Wald identity,
that
 ∞
x exp(γ x) B(dx) − β = κ  (γ ) > 0.
ẼS(1) =
0

(30)
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Collective Risk Models

Examples
•

In the individual risk model, the total claim size is
simply the sum of the claims for each contract in the
portfolio. Each contract retains its special characteristics, and the technique to compute the probability
of the total claims distribution is simply convolution. In this model, many contracts will have zero
claims. In the collective risk model, one models the
total claims by introducing a random variable describing the number of claims in a given time span
[0, t]. The individual claim sizes Xi add up to the
total claims of a portfolio. One considers the portfolio as a collective that produces claims at random
points in time. One has S = X1 + X2 + · · · + XN ,
with S = 0 in case N = 0, where the Xi ’s are actual
claims and N is the random number of claims. One
generally assumes that the individual claims Xi are
independent and identically distributed, also independent of N . So for the total claim size, the statistics
concerning the observed claim sizes and the number of claims are relevant. Under these distributional
assumptions, the distribution of S is called a compound distribution. In case N is Poisson distributed,
the sum S has a compound Poisson distribution.
Some characteristics of a compound random variable
are easily expressed in terms of the corresponding
characteristics of the claim frequency and severity. Indeed, one has E[S] = EN [E[X1 + X2 + · · · +
XN |N ]] = E[N ]E[X] and
Var[S] = E[Var[S|N ]] + Var[E[S|N ]]
= E[N Var[X]] + Var[N E[X]]
= E[N ]Var[X] + E[X]2 Var[N ].

(1)

For the moment generating function of S, by
conditioning on N one finds mS (t) = E[etS ] =
mN (log mX (t)). For the distribution function of S,
one obtains
FS (x) =

∞


FXn∗ (x)pn ,

(2)

n=0

where pn = Pr[N = n], FX is the distribution function of the claim severities and FXn∗ is the n-th
convolution power of FX .

•

Geometric-exponential compound distribution. If
N ∼ geometric(p), 0 < p < 1 and X is exponential (1), the resulting moment-generating function
corresponds with the one of FS (x) = 1 − (1 −
p)e−px for x ≥ 0, so for this case, an explicit
expression for the cdf is found.
Weighted compound Poisson distributions. In case
the distribution of the number of claims is a
Poisson() distribution where there is uncertainty about the parameter , such that the
risk parameter in actuarial terms is assumed
to

vary randomly, we have Pr[N = n] = Pr[N =
n
n| = λ] dU (λ) = e−λ λn! dU (λ), where U (λ)
is called the structure function or structural distribution. We have E[N ] = E[], while Var[N ] =
E[Var[N |]] + Var[E[N |]] = E[] + Var[]
≥ E[N ]. Because these weighted Poisson distributions have a larger variance than the pure Poisson case, the weighted compound Poisson models
produce an implicit safety margin. A compound
negative binomial distribution is a weighted compound Poisson distribution with weights according to a gamma pdf. But it can also be shown to be
in the family of compound Poisson distributions.

Panjer [2, 3] introduced a recursive evaluation
of a family of compound distributions, based on
manipulations with power series that are quite familiar in other fields of mathematics; see Panjer’s
recursion. Consider a compound distribution with
integer-valued nonnegative claims with pdf p(x),
x = 0, 1, 2, . . . and let qn = Pr[N = n] be the probability of n claims. Suppose qn satisfies the following
recursion relation


b
(3)
qn = a +
qn−1 , n = 1, 2, . . .
n
for some real a, b. Then the following initial value
and recursions hold

Pr[N = 0)
if p(0) = 0,
(4)
f (0) =
mN (log p(0)) if p(0) > 0;

s 

1
bx
f (s) =
a+
p(x)f (s − x),
1 − ap(0) x=1
s
s = 1, 2, . . . ,

(5)

where f (s) = Pr[S = s]. When the recursion between
qn values is required only for n ≥ n0 > 1, we get
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a wider class of distributions that can be handled
by similar recursions (see Sundt and Jewell Class
of Distributions). As it is given, the discrete distributions for which Panjer’s recursion applies are
restricted to
1. Poisson (λ) where a = 0 and b = λ ≥ 0;
2. Negative binomial (r, p) with p = 1 − a and
r = 1 + ab , so 0 < a < 1 and a + b > 0;
a
, k = − b+a
, so
3. Binomial (k, p) with p = a−1
a
a < 0 and b = −a(k + 1).
Collective risk models, based on claim frequencies
and severities, make extensive use of compound distributions. In general, the calculation of compound
distributions is far from easy. One can use (inverse)
Fourier transforms, but for many practical actuarial
problems, approximations for compound distributions
are still important. If the expected number of terms
E[N ] tends to infinity, S = X1 + X2 + · · · + XN will
consist of a large number of terms and consequently,
in general, the
theorem is applicable, so
 central limit

S−E[S]
≤ x = (x). But as compound
limλ→∞ Pr
σS
distributions have a sizable right hand tail, it is generally better to use a slightly more sophisticated analytic approximation such as the normal power or the
translated gamma approximation. Both these approximations perform better in the tails because they are
based on the first three moments of S. Moreover,
they both admit explicit expressions for the stop-loss
premiums [1].
Since the individual and collective model are
just two different paradigms aiming to describe the
total claim size of a portfolio, they should lead to
approximately the same results. To illustrate how
we should choose the specifications of a compound
Poisson distribution to approximate an individual
model, we consider a portfolio of n one-year life
insurance policies. The claim on contract i is
described by Xi = Ii bi , where Pr[Ii = 1] = qi =
1 − Pr[Ii = 0]. The claim total is approximated
 by
the compound Poisson random variable S = ni=1 Yi
with Yi = Ni bi and Ni ∼ Poisson(λi ) distributed. It
can be shown that S is a compound Poisson 
random
n
variable with expected claim frequency
λ
=
i=1 λi
 n λi
and claim severity cdf FX (x) = i=1 λ I[bi ,∞) (x),
where IA (x) = 1 if x ∈ A and IA (x) = 0 otherwise.
By taking λi = qi for all i, we get the canonical
collective model. It has the property that the expected
number of claims of each size is the same in

the individual and the collective model. Another
approximation is obtained choosing λi = − log(1 −
qi ) > qi , that is, by requiring that on each policy,
the probability to have no claim is equal in both
models. Comparing the individual model S̃ with the
claim total S for the canonical collective model, an
easy calculation
results in E[S] = E[S̃] and Var[S] −

Var[S̃] = ni=1 (qi bi )2 , hence S has larger variance
and therefore, using this collective model instead of
the individual model gives an implicit safety margin.
In fact, from the theory of ordering of risks, it
follows that the individual model is preferred to the
canonical collective model by all risk-averse insurers,
while the other collective model approximation is
preferred by the even larger group of all decision
makers with an increasing utility function.
Taking the severity distribution to be integer valued enables one to use Panjer’s recursion to compute
probabilities. For other uses like computing premiums in case of deductibles, it is convenient to
use a parametric severity distribution. In order of
increasing suitability for dangerous classes of insurance business, one may consider gamma distributions, mixtures of exponentials, inverse Gaussian
distributions, log-normal distributions and Pareto
distributions [1].
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Combinatorics
Combinatorics is part of the vast mathematical discipline of discrete mathematics. Here, we will only
consider some illustrative examples connected with
enumerative combinatorics and probability.
Combinatorial arguments are often used in elementary books in probability and statistics to introduce probability through problems from games of
chance. However, there are many applications of
probability theory outside gambling where combinatorics is of interest. The classical book by Feller [3]
contains an abundance of examples. Knuth’s treatise on computer programming, for example, [5] on
sorting and searching, is another source. More elementary is [2] with its snapshots. Enumerative combinatorics is thoroughly introduced in [4]. An up-todate account on certain combinatorial structures is the
monograph [1]. In this context, we would also like to
mention the theory of random graphs.

Urn Models
A favorite object in statistics is an urn containing balls of different colors together with different schemes of drawing balls. The simplest case
is an urn with initially b black and r red balls.
Balls are drawn at random with replacement, that
is, independent Bernoulli trials with success probability b/(b + r) for getting a black ball are done.
The number of black balls in n drawings has a binomial distribution. If the balls are not replaced, then
the Bernoulli trials are dependent and the number
of black balls has a hypergeometric distribution. The
corresponding results for more than two colors are
the multinomial and multivariate hypergeometric
distributions. Now suppose that each drawn ball is
replaced together with c > 0 new balls of the same
color. This is Polya’s urn model, introduced for modeling after-effects; the number of drawn black balls
has a Polya–Eggenberger distribution. The applications of these simple urn models are numerous [2, 3].

The Classical Occupancy Problem
A symmetrical die with r faces is thrown n independent times. What is the probability that all faces
appear? The answer is


 
 
r

j n
n 1
j r
1−
(−1)
= r!
.
r
j
r rn
j =0

(1)

The formula was obtained around 1710 by Abraham
De Moivre, one of the founders of the probability
theory, introducing the inclusion–exclusion principle
of combinatorics.
The Stirling number of the second

kind nr is the number of ways a set of n different
objects can be partitioned into r nonempty subsets.
For any s we have the identity
n  

n
s =
s(s − 1) · · · (s − r + 1).
r
r=1
n

(2)

For more on this and the related birthday and collector’s problems see [2–4].

The Matching Problem
An urn contains n balls numbered 1, 2, . . . , n. By
drawing the balls at random, without replacement, a
random permutation is generated. We say that there is
a match if the ith ball was drawn at the ith drawing.
What is the probability of no match?
The problem has a long history. It was already
solved in 1708 by Montmort, in connection with an
analysis of a card game. De Moivre, Euler, Laplace,
and many other prominent mathematicians have studied variants of it. By the inclusion–exclusion principle, one can prove that the probability is
n

1
(−1)j
≈ e−1 = 0.3679 . . . .
j
!
j =0

(3)

The approximation is very accurate with an error less
than 1/(n + 1)!. The distribution of the number of
matches in a random permutation is very well approximated by a Poisson distribution with mean 1. For
further results see [2, 3].

Cycles in Permutations
Every permutation can be broken down into cycles,
that is, groups of elements permuted among themselves. For example, the permutation
1
2

2
7

3
6

4
3

5
8

6 7
4 1

8
5

9
9
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has the cycles (127), (364), (58), (9). The cycles
determine the permutation uniquely and those of
length one, correspond to matches. What can be said
about the cycles in a random permutation? For some
results on this see [2, 3].
We will now describe a procedure introduced
around 1980, which is useful for analyzing the cycle
structure. It is sometimes called the Chinese Restaurant Process or Hoppe’s urn. Initially, a list is empty
and an urn contains one black ball. Balls are successively drawn at random from the urn. Each drawn
ball is replaced together with a new ball numbered
by the drawing number; the number is also written in
the list. At the first drawing 1 is written. If at drawing
j > 1 the black ball is drawn, then j is written to the
left of the list, else j is written to the right of the
number of the drawn ball in the list. Say that after 9
drawings the list is 9 5 8 3 6 4 1 2 7. Then the black
ball was obtained at drawings 1, 3, 5, 9. Let the segments in the list beginning with those numbers, that
is, 1 2 7, 3 6 4, 5 8, 9, be the cycles in a permutation (the same as in the permutation above). After n
drawings, this procedure gives each of the n! possible
permutations of 1, 2, . . . , n, with the same probability. Every time the black ball is drawn, a new cycle
is started, and independently of what has happened
before, the probability of drawing the black ball in
drawing j is 1/j . Therefore, the number of cycles is
the number of successes in n independent trials with
success probability 1/j in the j th trial. Using this, it
follows that for any s, we have
s(s + 1) · · · (s + n − 1) =

n 

n
k=1

k

sk,

Now suppose that the black ball has weight θ > 0,
all other balls have weight 1 and that drawings are
done proportional to weights. For θ > 1 (θ < 1) this
will favor permutations with many (few) cycles; we
get a nonuniform distribution on the permutations
in this way. Furthermore, any time the black ball is
drawn, let it be replaced together with one new ball
of a color not used before, other balls are replaced
together with one new of the same color, see Polya’s
urn model. One can, for example, prove that the sizeordered relative frequencies of the number of balls of
the different colors in the urn converge, as n → ∞,
to a so-called Poisson–Dirichlet distribution.
There are surprisingly many interesting applications of the above procedure in such diverse fields as
analytic number theory, Bayesian statistics, population genetics, and ecology. For more on this see [1]
and the references therein.
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where the (signless) Stirling number of the first kind
n
denotes the number of permutations with k
k
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Preamble
If something can fail, it can often fail in one of
several ways and sometimes in more than one way
at a time. In the real world, the cause, mode, or type
of failure is usually just as important as the time to
failure. It is therefore remarkable that in most of the
published work to date in reliability and survival
analysis there is no mention of competing risks.
The situation hitherto might be referred to as a lost
cause.
The study of competing risks has a respectably
long history. The finger is usually pointed at Daniel
Bernoulli for his work in 1760 on attempting to
separate the risks of dying from smallpox and other
causes. Much of the subsequent work was in the areas
of demography and actuarial science. More recently,
from around the middle of the last century, the main
theoretical and statistical foundations began to be set
out, and the process continues.
In its basic form, the probabilistic aspect of competing risks comprises a bivariate distribution of
a cause C and a failure time T . Commonly, C
is discrete, taking just a few values, and T is a
positive, continuous random variable. So, the core
quantity is f (c, t), the joint probability function
of a mixed, discrete–continuous, distribution. However, there are many ways to approach this basic
structure, which, together with an increasing realization of its wide application, is what makes competing risks a fascinating and worthwhile subject of
study.
Books devoted to the subject include Crowder [7]
and David and Moeschberger [8]. Many other books
on survival analysis contain sections on competing risks: standard references include [4, 6, 14–16].
In addition, there is a wealth of published papers,
references to which can be found in the books
cited; particularly relevant are Elandt-Johnson [9]
and Gail [11].
In this review, some brief examples are given.
Their purpose is solely to illustrate the text in a simple
way, not to study realistic applications in depth. The
literature cited above abounds with the latter.

Failure Times and Causes
Let us start with a toy example just to make a point.
Suppose that one were confronted with some lifetime
data as illustrated below.
0- - - - xxxxx- - - - xxxx- - - - →time

Within the confines of standard survival analysis,
one would have to consider the unusual possibility
of a bimodal distribution. However, if one takes into
account the cause of failure, labelled 1 and 2 in the
second illustration, all becomes clear. It seems that if
failure 1 occurs, it occurs earlier on, and vice versa.
0- - - - 11111- - - - 2222- - - - →time

The general framework for competing risks comprises a pair of random variables:
C = cause, mode, or type of failure;
T = time to failure.
For statistical purposes, the values taken by C are
conveniently labelled as integers 1 to r, where r
will often be 2 or 3, or not much more. The lifetime variable, T , is usually continuous, though there
are important applications in which T is discrete.
To reflect this, T will be assumed to be continuous
throughout this article except in the section ‘Discrete
Failure Times’, in which the discrete case is exclusively addressed. In a broader context, where failure
is not a terminal event, T is interpreted as the time
to the first event of the type under consideration. In
place of clock time, the scale for T can be a measure
of exposure or wear, such as the accumulated running
time of a system over a given period.
Examples
1. Medicine: T = time to death from illness, C =
cause of death.
2. Reliability: T = cycles to breakdown of machine, C = source of problem.
3. Materials: T = breaking load of specimen, C =
type of break.
4. Association football: T = time to first goal, C =
how scored.
5. Cricket: T = batsman’s runs, C = how out.
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Basic Probability Functions

h(t) =



From Survival Analysis to Competing Risks
The main functions, and their relationships, in survival analysis are as follows:
Survivor function: F (t) = P (T > t)
Density function: f (t) = −dF (t)/dt
Hazard function: h(t) = f (t)/F
 t (t)
Basic identity: F (t) = exp{− 0 h(s) ds}

Note that the divisor in the last definition is not
F (c, t), as one might expect from the survival version. The reason for this is that the event is conditioned on survival to time t from all risks, not just
from risk c. It follows that the basic survival identity,
expressing F (t) in terms of h(t), is not duplicated for
F (c, t) in competing risks.
In some cases one or more risks can be ruled
out, for example, in reliability a system might be
immune to a particular type of failure by reason of its
special construction, and in medicine immunity can
be conferred by a treatment or by previous exposure.
In terms of subsurvivor functions, immunity of a
proportion qc to risk c can be expressed by
(1)

This identifies the associated subdistribution as defective, having nonzero probability mass at infinity.

Marginal and Conditional Distributions
Since we are dealing with a bivariate distribution,
various marginal and conditional distributions can
be examined. Some examples of the corresponding
probability functions are as follows:

c

pc = F (c, 0) = P (C = c);

The marginal distribution of T is given by F (t) or,
equivalently, by h(t). The integrated hazard function,
 t
H (t) =
h(s) ds = − log F (t)
(3)
is often useful in this context. For the marginal
distribution of C, pc is the proportion of individuals
who will succumb to failure type c at some time.

Subsurvivor functions: F (c, t) = P (C = c,
T > t)
Subdensity functions: f (c, t) = −dF (c, t)/dt
Subhazard functions: h(c, t) = f (c, t)/F (t)

1. Marginal distributions

F (t) =
F (c, t) = P (T > t);

(2)

0

The corresponding functions of competing risks are

F (c, ∞) = qc > 0

h(c, t).

c

2. Conditional distributions
P (T > t | C = c) =

F (c, t)
;
pc

P (C = c | T = t) =

f (c, t)
;
f (t)

P (C = c | T > t) =

F (c, t)
F (t)

.

(4)

The first conditional, F (c, t)/pc , determines the distribution of failure times among those individuals
who succumb to risk c. The other two functions here
give the proportion of type-c failures among individuals who fail at and after time t.

Statistical Models
Various models are used in survival analysis as a
means of interpreting structure such as differences
between groups and the effect of covariates. Versions
of some standard survival models applied to competing risks are now listed. In these, x denotes a
vector of explanatory variables, covariates, or design
indicators.
1. Proportional hazards
The standard specification in survival analysis for
this model is that h(t; x) = ψx h0 (t). Here, ψx is a
positive function of x such as exp(x T β), β denoting
a vector of regression coefficients; h0 (t) is a baseline
hazard function. The version for competing risks is
slightly different: it specifies that h(c, t)/ h(t) be
constant in t, which can be written as
h(c, t) = ψc h(t)

(5)

for comparison with the familiar form. The condition
implies that C and T are independent though, in
practice, this is often an unrealistic assumption.

Competing Risks
2. Accelerated life
This model and proportional hazards are probably the
most popular assumptions in reliability and survival
analysis. In terms of subsurvivor functions the specification is that
F (c, t; x) = F 0 (c, tψcx )

(6)

where F 0 is a baseline subsurvivor function. In effect,
the timescale is modified by multiplication by the
function ψcx . For example, the specification ψcx =
exp(x T βc ), with x T βc > 0, gives tψcx > t, that is,
time is speeded up; x T βc < 0 would cause time to
be slowed down.
3. Proportional odds
Odds ratios are often claimed to be more natural and
more easily interpreted than probabilities; one cannot
deny the evidence of their widespread acceptance in
gambling. The specification here is that


1 − F (c, t; x)
1 − F 0 (c, t)
= ψcx
(7)
F (c, t; x)
F 0 (c, t)
where F 0 is a baseline subsurvivor function and ψcx
is a positive function of x.
4. Mean residual life
Life expectancy at age t, otherwise known as the
mean residual life, is defined as m(t) = E(T −
t | T > t). In some areas of application, notably
medicine and insurance, this quantity is often preferred as an indicator of survival. The corresponding
survivor function, F (t), can be expressed in terms of
m(t) as

  t


m(t) −1
−1
F (t) =
exp −
m(s) ds
(8)
m(0)
0
thus, m(t) provides an alternative characterization of
the distribution. A typical specification for the mean
residual life in the context of competing risks is
m(c, t; x) = ψcx m0 (c, t)

Example The Pareto distribution is a standard
model for positive variates with long tails, that
is, with significant probability of large values. The
survivor and hazard functions have the forms

t −ν
ν
. (10)
F (t) = 1 +
and h(t) =
ξ
ξ +t
Note that the hazard function is monotone decreasing
in t, which is unusual in survival analysis and represents a system that ‘wears in’, becoming less prone
to failure as time goes on. Although unusual, the
distribution has at least one unexceptional derivation
in this context: it results from an assumption that failure times for individuals are exponentially distributed
with rates that vary across individuals according to
a gamma distribution. Possible competing risks versions are

t −νc
F (c, t) = pc F (t | c) = pc 1 +
ξc
pc νc
and
h(c, t) =
.
(11)
ξc + t
This model does not admit proportional hazards. In a
typical regression model, the scale parameter could be
specified as log ξc = xiT βc , where xi is the covariate
vector for the ith case and βc is a vector of regression
coefficients, and the shape parameter νc could be
specified as homogeneous over failure types.

Likelihood Functions
Suppose that data are available in the form of n
observations, {ci , ti : i = 1, . . . , n}. A convenient convention is to adopt the code ci = 0 for a case whose
failure time is right-censored at ti . Once a parametric
model has been adopted for the subsurvivor functions,
F (c, t), or for the subhazards, h(c, t), the likelihood
function can be written down:
f (ci , ti ) ×

L(θ) =

(9)

where ψcx is some positive function and m0 is a
baseline mean-residual-life function.

h(ci , ti ) ×

=
obs

F (ti )

(12)

all

denotes a product over the observed failures,
over those right-censored, and all over all
individuals. With a likelihood function, the usual
procedures of statistical inference become available,
obs
cns

We begin with an example of parametric modeling in
competing risks.

F (ti )
cns

obs

Parametric Models and Inference
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including maximum likelihood estimation, likelihood ratio tests (based on standard asymptotic methods), and ‘exact’ Bayesian inference, using modern
computational methods.

Goodness-of-fit
Various comparisons of the data with the fitted model
and its consequences can be made. Marginal and
conditional distributions are useful in this context.
A few examples of such comparisons follow.
1. The ti -values can be set against their assumed
marginal distribution in the form of f (t; θ̂) or
F (t; θ̂ ), θ̂ being the parameter estimate. For
instance, uniform residuals can be constructed
via the probability integral transform as ui =
F (ti ; θ̂). In their estimated form, these can be
subjected to a q –q plot against uniform quantiles; significant departure from a 45° straight line
would suggest inadequacy of the adopted model.
Equivalently, exponential residuals, H (ti , θ̂) =
− log ui , can be examined.
2. A conditional version of 1 can be employed: the
ti -values for a given c can be compared with the
conditional density f (c, t)/pc .
3. The other marginal, that of C, can also be put
to use by comparing the observed c-frequencies
with the estimates of the pc .
4. A conditional version of 3 is to compare cfrequencies over a given time span, (t1 , t2 ),
with the conditional probabilities {F (c, t1 ) −
F (c, t2 )}/{F (t1 ) − F (t2 )}.
Residuals other than those derived from the probability integral transform can be defined and many
examples can be found in the literature; in particular, the so-called martingale residuals have found
wide application in recent years; see [3, 12, 18, 20].
A different type of assessment is to fit an extended
parametric model and then apply a parametric test
of degeneracy to the one under primary consideration. For example, the exponential distribution, with
survivor function F (t; λ) = e−λt , can be extended to
ν
the Weibull distribution, with F (t; λ, ν) = e−λt , and
then a parametric test for ν = 1 can be applied.

Incomplete Observation
In practice, it is often the case that the data are
incomplete in some way. In the present context, this

can take the form of a missing component of the pair
(C, T ).
1. There may be uncertainty about C, for example,
the cause of failure can only be assigned to one
of several possibilities. In such a case, one can
replace f (c, t) by its sum, c f (c, t), over these
possible causes.
2. Uncertainty about T is not uncommon. For
example, the failure times may be interval censored: if t is only observed to fall between t1
and t2 , f (c, t) should be replaced by F (c, t1 ) −
F (c, t2 ).

Latent Lifetimes
A natural, and traditional, approach is to assign a
potential failure time to each risk: thus, a latent
lifetime, Tc , is associated with risk c. The r risk
processes are thought of as running in tandem and
the one that matures first becomes the fatal cause.
In consequence, T = min(Tc ) = TC . Note that, for
any individual case, only one of the Tc s is observed,
namely, the smallest; the rest are lost to view, rightcensored at time TC , in effect. It is not necessary to
assume that the r risk processes run independently
though that used to be the standard approach. More
recently, joint distributions for (T1 , . . . , Tr ) where
dependence is permitted have become the norm,
being regarded as usually more realistic in reflecting
a real situation.
One major reason for adopting the latent-lifetimes
approach is to assess the individual Tc s in isolation,
that is, as if the other risks were not present. This can
often be done if we adopt a parametric multivariate
model for the latent lifetimes, that is, if we specify a
parametric form for the joint survivor function
G(t1 , . . . , tr ) = P (T1 > t1 , . . . , Tr > tr ). (13)
From this, by algebraic manipulation, follow f (c, t),
h(c, t), etc. An implicit assumption here is that the
survivor function of Tc , when only risk c is in
operation (the other risks having been eliminated
somehow), is identical to the c-marginal in G(·).
A major disadvantage of this approach is that we
can emulate the resulting F (c, t) by different joint
models, including one with independent components,
the so-called independent-risks proxy model. If these
different joint models have different marginal distributions for Tc , as is usual, different conclusions will
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be obtained for Tc . Since only (C, T ) is observed,
rather than (T1 , . . . , Tr ), it is only the F (c, t) that are
identifiable by the data. This point was taken up by
Prentice et al. (1978) [17], who stressed that (C, T )
has real existence, in the sense of being observable,
whereas (T1 , . . . , Tr ) is just an artificial construction.
They maintained that the nonidentifiability problem
is simply caused by modeling this imaginary joint
distribution, which is not a sensible thing to do. However, one can also argue that latent failure times are
sometimes ‘real’ (imagine different disease processes
developing in a body); that identifiability is an asymptotic concept (Do we ever believe that our statistical
model is ‘true’?); and that there is sometimes a need
to extrapolate beyond what is immediately observable
(an activity that has proved fruitful in other spheres,
such as cosmology).
Example Gumbel [13] suggested three forms for a
bivariate exponential distribution, of which one has
joint survivor function
G(t) = exp(−λ1 t1 − λ2 t2 − νt1 t2 )

Discrete Failure Times
The timescale, T , is not always continuous. For
instance, a system may be subject to periodic shocks,
peak stresses, loads, or demands, and will only fail at
those times: the lifetime would then be counted as the
number of shocks until failure. Cycles of operation
provide another example, as do periodic inspections
at which equipment can be declared as ‘life-expired’.

Basic Probability Functions
Suppose that the possible failure times are 0 =
τ0 < τ1 < · · · < τm , where m or τm or both may
be infinite. Often, we can take τl = l, the times
being natural integers, but it is convenient to keep
a general notation for transition to the continuoustime case. The subsurvivor functions, subdensities,
and subhazards are defined as
F (c, τl ) = P (C = c, T > τl ),

(14)

f (c, τl ) = P (C = c, T = τl )

where λ1 > 0, λ2 > 0 and 0 < ν < λ1 λ2 . The resulting marginal distribution for T = min(T1 , T2 ) has
survivor function
F (t) = exp(−λ+ t − νt )
2

f (c, t) = (λc + νt)F (t), h(c, t) = λc + νt.

(16)

For this model, proportional hazards obtains if λ1 =
λ2 or ν = 0, the latter condition yielding independence of T1 and T2 . However, exactly the same
f (c, t) arise from an independent-risks proxy model
with

∗
Gc (tc ) = exp −λc tc − νtc2 /2
(c = 1, 2). (17)
Hence, there are the alternative marginals
Gc (t) = exp(−λc t)(original) and

G∗c (t) = exp −λc t − νt 2 /2 (proxy),

= F (c, τl−1 ) − F (c, τl ),
h(c, τl ) =

(15)

and the associated subdensity and subhazard functions are

(18)

which give different probability predictions for Tc ,
and no amount of competing risks data can discriminate between them.

5

f (c, τl )
F (c, τl−1 )

.

(19)

For the marginal distribution of T , we have
the survivor function F (τl ) = P (T > τl ), (discrete)
density f (τl ) = P (T = τl ), hazard function h(τl ) =
c h(c, τl ), and cumulative hazard function H (τl ) =
s≤τl h(s).
Example Consider the form F (c, t) = πc ρct for
t = 0, 1, 2, . . . , where 0 < πc < 1 and 0 < ρc < 1.
The marginal probabilities for C are pc = F (c, 0) =
πc , and the subdensities are f (c, t) = πc ρct−1 (1 −
ρc ), for t = 1, 2, . . .. Thus, the (discrete) T -density,
conditional on C = c, is of geometric form, ρct−1 (1 −
ρc ). It is easy to see that proportional hazards obtains
when the ρc are all equal, in which case C and T are
independent. A parametric regression version of this
model could be constructed by adopting logit forms
for both πc and ρc :

log

πc
1 − πc




= xiT βcπ and log

ρc
1 − ρc


= xiT βcρ .
(20)
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Estimation
A likelihood function can be constructed and
employed as described in the section ‘Likelihood
Functions’. Thus, parametric inference is relatively
straightforward. Nonparametric maximum likelihood estimation, in which a parametric form is not
assumed for the T -distribution, can be performed for
random samples. For this, we use the identities
l

f (c, τl ) = hcl F (τl−1 ) and F (τl ) =

(1 − hs ) (21)
s=0

where we have written hcl for h(c, τl ) and hs for
h(τs ). Then, after some algebraic reduction, the
likelihood function can be expressed as


m
hrclcl × (1 − hl )ql −rl

L=
l=1

(22)

c

where rcl is the number of cases observed to fail from
cause c at time τl , rl = c rcl , and ql is the number
of cases ‘at risk’ (of being observed to fail) at time τl .
The Kaplan–Meier estimates emerge, by maximizing
this likelihood function over the hcl , as ĥcl = rcl /ql .
Many of the applications in survival analysis
concern death, disaster, doom, and destruction. For
a change, the following example focuses upon less
weighty matters; all one needs to know about cricket
is that, as in rounders (or baseball), a small ball is
thrown at a batsman who attempts to hit it with
a wooden bat. He tries to hit it far enough away
from the opposing team members to give him time
to run round one or more laid-out circuits before
they retrieve it. The number of circuits completed
before he ‘gets out’ (i.e. ‘fails’) comprises his score
in ‘runs’; he may ‘get out’ in one of several ways,
hence the competing risks angle.
Example: Cricket Alan Kimber played cricket for
Guildford, over the years 1981–1993. When not
thus engaged, he fitted in academic work at Surrey
University. His batting data may be found in [7,
Section 6.2]. The pair of random variables in this case
are
T = number of runs scored,

One aspect of interest concerns a possible increase in
the hazard early on in the batsman’s ‘innings’ (his
time wielding the bat), before he has got his ‘eye in’,
and later on when his score is approaching a century,
a phenomenon dubbed the ‘nervous nineties’. Fitting
a model in which h(c, t) takes one value for 10 <
t < 90 and another for t ≤ 10 and 90 ≤ t ≤ 100
reveals that Kimber does not appear to suffer from
such anxieties. Details may be found in the reference
cited.

C = how out;

T provides an observable measure of wear and tear on
the batsman and C takes values 0 (‘not out’ by close
of play), and 1 to 5 for various modes of ‘getting out’.

Hazard-based Methods: Non- and
Semiparametric Methods
Parametric models for subhazards can be adopted
directly, but care is needed as there can be unintended consequences (e.g. [7], Section 6.2). More
commonly, hazard modeling is used for nonparametric and semiparametric estimation.

Random Samples
The product limit, or Kaplan–Meier, estimates for the
continuous-time case have the same form as those for
discrete times except that the τl are replaced by the
observed failure times, ti .

Semiparametric Approach
Cox (1972) [5] introduced the proportional hazards
model together with a method of estimation based on
partial likelihood. The competing-risks version of the
model specifies the subhazards as
h(c, t; x) = ψc (x; β)h0 (c, t)

(23)

here, ψc (x; β) is a positive function of the covariate
x, β is a parameter vector, and h0 (c, t) is a baseline
subhazard function. A common choice for ψc (x; β)
is exp(x T βc ), with β = (β1 , . . . , βr ). Note that there
is an important difference between this specification
of proportional hazards and the one defined in the
section ‘Statistical Models’ under ‘Proportional hazards’. There, h(c, t) was expressed as a product of
two factors, one depending solely on c and the other
solely on t. Here, the effects of c and t are not thus
separated, though one could achieve this by superimposing the further condition that h0 (c, t) = φc h0 (t).
For inference, the partial likelihood is constructed
as follows. First, the risk set Rj is defined as the

Competing Risks
set of individuals available to be recorded as failing
at time tj ; thus, Rj comprises those individuals still
surviving and still under observation (not lost to view
for any reason) at time tj . It is now argued that, given
a failure of type cj at time tj , the probability that it
is individual ij among Rj who fails is
h(cj , tj ; xij )
ψcj (xij ; β)
= 
.

h(cj , tj ; xi )
ψcj (xi ; β)
i∈Rj

(24)

i∈Rj

The partial likelihood function is then defined as








 ψ (x ; β) 
cj ij
P (β) =
.
(25)



ψcj (xi ; β) 
j 




i∈Rj

It can be shown that P (β) has asymptotic properties
similar to those of a standard likelihood function
and so can be employed in an analogous fashion for
inference.

Martingale Counting Processes
The application of certain stochastic process theory
has made a large impact on survival analysis following Aalen [1].
Considering first a single failure time, T , a
counting process, N (t) = I {T ≤ t}, is associated
with it; here, I {·} denotes the indicator function.
Thus, until failure, N (t) takes the value 0, and, for
t ≥ T , N (t) takes the value 1. So, N (t) has an
increment, or jump, dN (t) = 1 at time T ; for all other
values of t, dN (t) = 0. If Ht− denotes the history
of the process up to the instant just before time t,
we have
E{dN (t) | Ht− } = P {T ∈ [t, t + dt) | Ht− }
= Y (t)h(t) dt

(26)

where h(·) is the hazard function of T and Y (t) is
an indicator of whether the individual is still ‘at risk’
(i.e. surviving and under observation) at time t. The
process {Y (t)h(t)} is called the intensity process of
N and the integrated intensity function is
 t
Y (s)h(s) ds.
(27)
(t) =
0

7

The basis of the theory is that we can identify
N (t) − (t) as a martingale with respect to Ht ,
because
E{dN (t) | Ht− } = d (t);

(28)

(t) is the compensator of N (t).
For competing risks we need to have an rvariate counting process, {N1 (t), . . . , Nr (t)}, with
Nc (t) associated with risk  c. The corresponding
t
compensators are (c, t) = 0 Y (s)h(c, s) ds, where
the h(c, t) are the subhazards.
Likelihood functions, and other estimating and test
functions, can be expressed in this notation, which
facilitates the calculation of asymptotic properties for
inference. Details may be found in [2, 10].

Actuarial Terminology
Survival analysis and competing risks have a long
history in actuarial science, though under other names
and notations. For a historical perspective, see [19].
Throughout the present article, the more modern
statistical terms and symbols have been used. It will
be useful to note here some corresponding points
between the older and newer terminology but an
examination of the considerable amount of older
notation will be omitted.
In the older terminology, survival analysis is
usually referred to as the ‘analysis of mortality’,
essentially the study of life tables (which might, more
accurately, be called death tables). The calculations
are traditionally made in terms of number of deaths
in a given cohort rather than rates or proportions.
The term ‘exposed to risk’ is used to describe the
individuals in the risk set, and the hazard function
is referred to as the ‘force of mortality’ or the
‘mortality intensity’ or the ‘age-specific death rate’.
Competing risks was originally known as ‘multiple decrements’: decrements are losses of individuals
from the risk set, for whatever reason, and ‘multiple’
refers to the operation of more than one cause. In
this terminology, ‘single decrements’ are removals
due to a specific cause; ‘selective decrements’ refers
to dependence between risks, for example, in an
employment register, the mortality among those still
at work might be lower than that among those censored, since the latter group includes those who have
retired from work on the grounds of ill health. The
subhazards are now the ‘cause-specific forces of mortality’ and their sum is the ‘total force of mortality’.
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The hazard-based approach has a long history in
actuarial science. In the older terminology, ‘crude
risks’ or ‘dependent probabilities’ refers to the hazards acting in the presence of all the causes, that is,
as observed in the real situation; ‘net risks’ or ‘independent probabilities’ refers to the hazards acting in
isolation, that is, when the other causes are absent.
It was generally accepted that one used the crude
risks (as observed in the data) to estimate the net
risks. To this end, various assumptions were made
to overcome the identifiability problem described in
the section ‘Latent Lifetimes’. Typical examples are
the assumption of independent risks, the Makeham
assumption (or ‘the identity of forces of mortality’),
Chiang’s conditions, and Kimball’s conditions ([7],
Section 6.3.3).
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MARTIN CROWDER

Continuous Multivariate
Distributions

inferential procedures for the parameters underlying
these models. Reference [32] provides an encyclopedic treatment of developments on various continuous
multivariate distributions and their properties, characteristics, and applications. In this article, we present
a concise review of significant developments on continuous multivariate distributions.

Definitions and Notations
We shall denote the k-dimensional continuous
random vector by X = (X1 , . . . , Xk )T , and its
probability density function by pX (x)and cumulative
distribution function by FX (x) = Pr{ ki=1 (Xi ≤ xi )}.
We shall denote the moment generating function
T
of X by MX (t) = E{et X }, the cumulant generating
function of X by KX (t) = log MX (t), and the
T
characteristic function of X by ϕX (t) = E{eit X }.
Next, we shall denote
 the rth mixed raw moment of
X by µr (X) = E{ ki=1 Xiri }, which is the coefficient
k
ri
of
X (t), the rth mixed central
i=1 (ti /ri !) in M
moment by µr (X) = E{ ki=1 [Xi − E(Xi )]ri }, and the
rth
mixed cumulant by κr (X), which is the coefficient
of ki=1 (tiri /ri !) in KX (t). For simplicity in notation,
we shall also use E(X) to denote the mean vector of
X, Var(X) to denote the variance–covariance matrix
of X,
Cov(Xi , Xj ) = E(Xi Xj ) − E(Xi )E(Xj )

Cov(Xi , Xj )
{Var(Xi )Var(Xj )}1/2

Using binomial expansions, we can readily obtain the
following relationships:
µr (X) =

(2)

r1


···

1 =0

1 +···+k

(−1)

k =0

 
 
r1
rk
···
1
k
(3)

and
µr (X)

=

r1


···

1 =0

rk  

r1
k =0

1

 
rk
···
k

× {E(X1 )}1 · · · {E(Xk )}k µr− (X).

(4)

By denoting µr1 ,...,rj ,0,...,0 by µr1 ,...,rj and κr1 ,...,rj ,0,...,0
by κr1 ,...,rj , Smith [188] established the following two
relationships for computational convenience:
µr1 ,...,rj +1

to denote the correlation coefficient between Xi and
Xj .

=

r1


···

1 =0

rj
rj +1 −1


j =0 j +1 =0

   

r1
rj
rj +1 − 1
×
···
j +1
1
j

Introduction
The past four decades have seen a phenomenal
amount of activity on theory, methods, and applications of continuous multivariate distributions. Significant developments have been made with regard
to nonnormal distributions since much of the early
work in the literature focused only on bivariate and
multivariate normal distributions. Several interesting
applications of continuous multivariate distributions
have also been discussed in the statistical and applied
literatures. The availability of powerful computers
and sophisticated software packages have certainly
facilitated in the modeling of continuous multivariate distributions to data and in developing efficient

rk


× {E(X1 )}1 · · · {E(Xk )}k µr− (X)

(1)

to denote the covariance of Xi and Xj , and
Corr(Xi , Xj ) =

Relationships between Moments

× κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1

(5)

and
κr1 ,...,rj +1 =

r1

1 =0

···

rj
rj +1 −1


j =0 j +1 =0

 
 

r1
rj
rj +1 − 1
×
···
j +1
1
j
× µr1 −1 ,...,rj +1 −j +1 µ∗
1 ,...,j +1 ,

(6)

where µ∗
 denotes the th mixed raw moment of a distribution with cumulant generating function −KX (t).
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Along similar lines, [32] established the following
two relationships:
r1


µr1 ,...,rj +1 =

···

1 =0

rj
rj +1 −1  

 r1
j =0 j +1 =0

1

 
rj
···
j



rj +1 − 1 
κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1
×
j +1

− E {Xj +1 }µ1 ,...,j ,j +1 −1

κr1 ,...,rj +1 =


1 ,1 =0

···

rj


(7)

rj +1 −1



j ,j =0 j +1 ,j +1 =0

 

r1
rj
·
·
·
1 , 1 , r1 − 1 − 1
j , j , rj − j − j


rj +1 − 1
×
j +1 , j +1 , rj +1 − 1 − j +1 − j +1
×

× µr1 −1 −1 ,...,rj +1 −j +1 −j +1

µ∗
1 ,...,j +1

j +1



(µi +

1

p(x1 , x2 ; ρ) =

× exp −


µ∗i )i

2π 1 − ρ 2


1
2
2
−
2ρx
x
+
x
)
,
(x
1 2
2
2(1 − ρ 2 ) 1
x2 < ∞,

(10)

which is termed the standard bivariate normal density function. When ρ = 0 and σ1 = σ2 in (9), the
density is called the circular normal density function, while the case ρ = 0 and σ1  = σ2 is called the
elliptical normal density function.
The standard trivariate normal density function of
X = (X1 , X2 , X3 )T is
pX (x1 , x2 , x3 ) =

1
(2π)3/2

√




3
3 

 1
Aij xi xj ,
× exp −

 2
i=1 j =1

Bivariate and Trivariate Normal
Distributions
As mentioned before, early work on continuous multivariate distributions focused on bivariate and multivariate normal distributions; see, for example, [1,
45, 86, 87, 104, 157, 158]. Anderson [12] provided
a broad account on the history of bivariate normal
distribution.

1

− ∞ < x1 ,

(8)

where µr1 ,...,rj denotes µr1 ,...,rj ,0,...,0 , I {·} denotes
n

the indicator function, , ,n−−
 = n!/(! !(n − 
r

− )!), and , =0 denotes the summation over all
nonnegative integers  and  such that 0 ≤  +  ≤
r.
All these relationships can be used to obtain
one set of moments (or cumulants) from another
set.

1
2(1 − ρ 2 )

This bivariate normal distribution is also sometimes referred to as the bivariate Gaussian, bivariate
Laplace–Gauss or Bravais distribution.
In (9), it can be shown that E(Xj ) = ξj , Var(Xj ) =
σj2 (for j = 1, 2) and Corr(X1 , X2 ) = ρ. In the special case when ξ1 = ξ2 = 0 and σ1 = σ2 = 1, (9)
reduces to

i=1

+ µj +1 I {r1 = · · · = rj = 0, rj +1 = 1},

−

exp

2πσ1 σ2 1 −





x 1 − ξ1 2
x 2 − ξ2
x 1 − ξ1
×
− 2ρ
σ1
σ1
σ2



x 2 − ξ2 2
(9)
, −∞ < x1 , x2 < ∞.
+
σ2
ρ2

and
r1


p(x1 , x2 ; ξ1 , ξ2 , σ1 , σ2 , ρ) =

− ∞ < x1 , x2 , x3 < ∞,

(11)

where
A11 =

2
1 − ρ23
,


A22 =

2
1 − ρ13
,


2
1 − ρ12
ρ12 ρ23 − ρ12
, A12 = A21 =
,


ρ12 ρ23 − ρ13
= A31 =
,


Definitions

A33 =

The pdf of the bivariate normal random vector X =
(X1 , X2 )T is

A13
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A23 = A32 =

ρ12 ρ13 − ρ23
,


2
2
2
 = 1 − ρ23
− ρ13
− ρ12
+ 2ρ23 ρ13 ρ12 ,

joint moment generating function is
(12)

and ρ23 , ρ13 , ρ12 are the correlation coefficients
between (X2 , X3 ), (X1 , X3 ), and (X1 , X2 ), respectively. Once again, if all the correlations are zero and
all the variances are equal, the distribution is called
the trivariate spherical normal distribution, while the
case in which all the correlations are zero and all the
variances are unequal is called the ellipsoidal normal
distribution.

Moments and Properties
By noting that the standard bivariate normal pdf
in (10) can be written as


1
x2 − ρx1
p(x1 , x2 ; ρ) =
φ(x1 ), (13)
φ
1 − ρ2
1 − ρ2
√
2
where φ(x) = e−x /2 / 2π is the univariate standard
normal density function, we readily have the conditional distribution of X2 , given X1 = x1 , to be normal
with mean ρx1 and variance 1 − ρ 2 ; similarly, the
conditional distribution of X1 , given X2 = x2 , is normal with mean ρx2 and variance 1 − ρ 2 . In fact,
Bildikar and Patil [39] have shown that among bivariate exponential-type distributions X = (X1 , X2 )T has
a bivariate normal distribution iff the regression of
one variable on the other is linear and the marginal
distribution of one variable is normal.
For the standard trivariate normal distribution
in (11), the regression of any variable on the other
two is linear with constant variance. For example,
the conditional distribution of X3 , given X1 = x1 and
X2 = x2 , is normal with mean ρ13.2 x1 + ρ23.1 x2 and
2
variance 1 − R3.12
, where, for example, ρ13.2 is the
partial correlation between X1 and X3 , given X2 , and
2
is the multiple correlation of X3 on X1 and X2 .
R3.12
Similarly, the joint distribution of (X1 , X2 )T , given
X3 = x3 , is bivariate normal with means ρ13 x3 and
2
2
and 1 − ρ23
, and correlation
ρ23 x3 , variances 1 − ρ13
coefficient ρ12.3 .
For the bivariate normal distribution, zero correlation implies independence of X1 and X2 , which is not
true in general, of course. Further, from the standard
bivariate normal pdf in (10), it can be shown that the

MX1 ,X2 (t1 , t2 ) = E(et1 X1 +t2 X2 )


1 2
2
= exp − (t1 + 2ρt1 t2 + t2 ) (14)
2
from which all the moments can be readily derived.
A recurrence relation for product moments has also
been given by Kendall and Stuart [121]. In this
case, the orthant probability Pr(X1 > 0, X2 > 0) was
shown to be (1/2π) sin−1 ρ + 1/4 by Sheppard [177,
178]; see also [119, 120] for formulas for some
incomplete moments in the case of bivariate as well
as trivariate normal distributions.

Approximations of Integrals and Tables
With F (x1 , x2 ; ρ) denoting the joint cdf of the
standard bivariate normal distribution, Sibuya [183]
and Sungur [200] noted the property that
dF (x1 , x2 ; ρ)
= p(x1 , x2 ; ρ).
dρ

(15)

Instead of the cdf F (x1 , x2 ; ρ), often the quantity
L(h, k; ρ) = Pr(X1 > h, X2 > k)

 ∞ ∞
1
1
exp −
=
2
2(1
−
ρ2)
k
2π 1 − ρ h

× (x12 −2ρx1 x2 + x22 ) dx2 dx1
(16)
is tabulated. As mentioned above, it is known
that L(0, 0; ρ) = (1/2π) sin−1 ρ + 1/4. The function
L(h, k; ) is related to joint cdf F (h, k; ρ) as follows:
F (h, k; ρ) = 1 − L(h, −∞; ρ) − L(−∞, k; ρ)
+ L(h, k; ρ).

(17)

An extensive set of tables of L(h, k; ρ) were
published by Karl Pearson [159] and The National
Bureau of Standards
√ [147]; tables for the special
cases when ρ = 1/ 2 and ρ = 1/3 were presented
by Dunnett [72] and Dunnett and Lamm [74],
respectively. For the purpose of reducing the amount
of tabulation of L(h, k; ρ) involving three arguments,
Zelen and Severo [222] pointed out that L(h, k; ρ)
can be evaluated from a table with k = 0 by means
of the formula
L(h, k; ρ) = L(h, 0; ρ(h, k)) + L(k, 0; ρ(k, h))
− 12 (1 − δhk ),

(18)
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to be the best ones for use. While some approximations for the function L(h, k; ρ) have been discussed in [6, 70, 71, 129, 140], Daley [63] and Young
and Minder [221] proposed numerical integration
methods.

where
(ρh − k)f (h)

ρ(h, k) =

f (h) =

h2 − 2ρhk + k 2
1
−1

,

if h > 0
if h < 0,

Characterizations

and


δhk =

0
1

if sign(h) sign(k) = 1
otherwise.

Another function that has been evaluated rather
extensively in the tables of The National Bureau of
Standards [147] is V (h, λh), where
 kx1 / h
 h
φ(x1 )
φ(x2 ) dx2 dx1 .
(19)
V (h, k) =
0

0

This function is related to the function L(h, k; ρ)
in (18) as follows:


k − ρh
L(h, k; ρ) = V h,
1 − ρ2


1
k − ρh
+ 1 − { (h) + (k)}
+ V k,
2
2
1−ρ
−

cos−1 ρ
,
2π

(20)

where (x) is the univariate standard normal cdf.
Owen [153] discussed the evaluation of a closely
related function
 ∞
 ∞
1
φ(x1 )
φ(x2 ) dx2 dx1
T (h, λ) =
2π h
λx1


∞


1  −1
tan λ −
=
cj λ2j +1 , (21)

2π 
j =0

where


j

(−1)j
(h2 /2)
−h2 /2
1−e
.
cj =
2j + 1
!
=0
Elaborate tables of this function have been constructed by Owen [154], Owen and Wiesen [155],
and Smirnov and Bol’shev [187].
Upon comparing different methods of computing
the standard bivariate normal cdf, Amos [10] and
Sowden and Ashford [194] concluded (20) and (21)

Brucker [47] presented the conditions
d N (a + bx , g)
X1 | (X2 = x2 ) =
2

and

d N (c + dx , h)
X2 | (X1 = x1 ) =
1

(22)

for all x1 , x2 ∈ , where a, b, c, d, g (>0) and
h > 0 are all real numbers, as sufficient conditions for the bivariate normality of (X1 , X2 )T . Fraser
and Streit [81] relaxed the first condition a little.
Hamedani [101] presented 18 different characterizations of the bivariate normal distribution. Ahsanullah
and Wesolowski [2] established a characterization of
bivariate normal by normality of the distribution of
X2 |X1 (with linear conditional mean and nonrandom conditional variance) and the conditional mean
of X1 |X2 being linear. Kagan and Wesolowski [118]
showed that if U and V are linear functions of a pair
of independent random variables X1 and X2 , then the
conditional normality of U |V implies the normality
of both X1 and X2 . The fact that X1 |(X2 = x2 ) and
X2 |(X1 = x1 ) are both distributed as normal (for all
x1 and x2 ) does not characterize a bivariate normal
distribution has been illustrated with examples in [38,
101, 198]; for a detailed account of all bivariate distributions that arise under this conditional specification,
one may refer to [22].

Order Statistics
Let X = (X1 , X2 )T have the bivariate normal pdf
in (9), and let X(1) = min(X1 , X2 ) and X(2) =
max(X1 , X2 ) be the order statistics. Then, Cain [48]
derived the pdf and mgf of X(1) and showed, in
particular, that




ξ 2 − ξ1
ξ 1 − ξ2
+ ξ2
E(X(1) ) = ξ1
δ
δ


ξ2 − ξ1
− δφ
,
(23)
δ

where δ = σ22 − 2ρσ1 σ2 + σ12 . Cain and Pan [49]
derived a recurrence relation for moments of X(1) . For
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the standard bivariate normal case, Nagaraja [146]
earlier discussed the distribution of a1 X(1) + a2 X(2) ,
where a1 and a2 are real constants.
Suppose now (X1i , X2i )T , i = 1, . . . , n, is a random sample from the bivariate normal pdf in (9), and
that the sample is ordered by the X1 -values. Then,
the X2 -value associated with the rth order statistic of
X1 (denoted by X1(r) ) is called the concomitant of
the rth order statistic and is denoted by X2[r] . Then,
from the underlying linear regression model, we can
express


X1(r) − ξ1
+ ε[r] ,
X2[r] = ξ2 + ρσ2
σ1
r = 1, . . . , n,

(24)

where ε[r] denotes the εi that is associated with
X1(r) . Exploiting the independence of X1(r) and
ε[r] , moments and properties of concomitants of
order statistics can be studied; see, for example, [64,
214]. Balakrishnan [28] and Song and Deddens [193]
studied the concomitants of order statistics arising
from ordering a linear combination Si = aX1i + bX2i
(for i = 1, 2, . . . , n), where a and b are nonzero
constants.

Trivariate Normal Integral and Tables

Mukherjea and Stephens [144] and Sungur [200]
have discussed various properties of the trivariate
normal distribution. By specifying all the univariate
conditional density functions (conditioned on one as
well as both other variables) to be normal, Arnold,
Castillo and Sarabia [21] have derived a general
trivariate family of distributions, which includes
the trivariate normal as a special case (when the
coefficient of x1 x2 x3 in the exponent is 0).

Truncated Forms
Consider the standard bivariate normal pdf in (10)
and assume that we select only values for which X1
exceeds h. Then, the distribution resulting from such
a single truncation has pdf
ph (x1 , x2 ; ρ) =

exp −

1
2π 1 −

ρ 2 {1

−

(h)}


1
2
2
(x − 2ρx1 x2 + x2 ) ,
2(1 − ρ 2 ) 1

x1 > h, −∞ < x2 < ∞.

(27)

Using now the fact that the conditional distribution
of X2 , given X1 = x1 , is normal with mean ρx1 and
variance 1 − ρ 2 , we readily get
E(X2 ) = E{E(X2 |X1 )} = ρE(X1 ), (28)

Let us consider the standard trivariate normal pdf
in (11) with correlations ρ12 , ρ13 , and ρ23 . Let
F (h1 , h2 , h3 ; ρ23 , ρ13 , ρ12 ) denote the joint cdf of
X = (X1 , X2 , X3 )T , and
L(h1 , h2 , h3 ; ρ23 , ρ13 , ρ12 ) =
Pr(X1 > h1 , X2 > h2 , X3 > h3 ).

5

Var(X2 ) = E(X22 ) − {E(X2 )}2
= ρ 2 Var(X1 ) + 1 − ρ 2 ,
Cov(X1 , X2 ) = ρVar(X1 )
and

(25)

It may then be observed that F (0, 0, 0; ρ23 , ρ13 ,
ρ12 ) = L(0, 0, 0; ρ23 , ρ13 , ρ12 ), and that F (0, 0, 0;
ρ, ρ, ρ) = 1/2 − 3/4π cos−1 ρ. This value as well as
F (h, h, h; ρ, ρ, ρ) have been tabulated by [171, 192,
196, 208]. Steck has in fact expressed the trivariate
cdf F in terms of the function


1
b
−1
S(h, a, b) =
tan
√
4π
1 + a 2 + a 2 b2
+ Pr(0 < Z1 < Z2
+ bZ3 , 0 < Z2 < h, Z3 > aZ2 ), (26)
where Z1 , Z2 , and Z3 are independent standard
normal variables, and provided extensive tables of
this function.

(29)
(30)


−1/2
1 − ρ2
.
Corr(X1 , X2 ) = ρ ρ 2 +
Var(X1 )

(31)

Since Var(X1 ) ≤ 1, we get |Corr(X1 , X2 )| ≤ ρ meaning that the correlation in the truncated population is
no more than in the original population, as observed
by Aitkin [4]. Furthermore, while the regression of
X2 on X1 is linear, the regression of X1 on X2 is
nonlinear and is
E(X1 |X2 = x2 ) =


h − ρx2
φ
1 − ρ2


ρx2 +
h − ρx2
1−
1 − ρ2

1 − ρ2.

(32)
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Chou and Owen [55] derived the joint mgf, the joint
cumulant generating function and explicit expressions
for the cumulants in this case. More general truncation scenarios have been discussed in [131, 167,
176].
Arnold et al. [17] considered sampling from the
bivariate normal distribution in (9) when X2 is
restricted to be in the interval a < X2 < b and that
X1 -value is available only for untruncated X2 -values.
When β = ((b − ξ2 )/σ2 ) → ∞, this case coincides
with the case considered by Chou and Owen [55],
while the case α = ((a − ξ2 )/σ2 ) = 0 and β → ∞
gives rise to Azzalini’s [24] skew-normal distribution
for the marginal distribution of X1 . Arnold et al. [17]
have discussed the estimation of parameters in this
setting.
Since the conditional joint distribution of
(X2 , X3 )T , given X1 , in the trivariate normal case is
bivariate normal, if truncation is applied on X1 (selection only of X1 ≥ h), arguments similar to those in
the bivariate case above will readily yield expressions for the moments. Tallis [206] discussed elliptical truncation of the form a1 < (1/1 − ρ 2 )(X12 −
2ρX1 X2 + X22 ) < a2 and discussed the choice of a1
and a2 for which the variance–covariance matrix of
the truncated distribution is the same as that of the
original distribution.

Related Distributions

2

πσ1 σ2 1 − ρ 2
  2  2 
x2 
x1





+

σ1
σ2 
× exp −


2(1 − ρ 2 )








× cosh

− ∞ < x1 , x2 < ∞,

ρx1 x2
σ1 σ2 1 − ρ 2

(34)

where a, b > 0, c ≥ 0 and K(c) is the normalizing
constant. The marginal pdfs of X1 and X2 turn out to
be

a
1
2
e−ax1 /2
K(c)

2π 1 + acx 2
1

b
1
2
and K(c)

e−bx2 /2 .
(35)
2π 1 + bcx 2
2

Note that, except when c = 0, these densities are not
normal densities.
The density function of the bivariate skew-normal
distribution, discussed in [26], is
f (x1 , x2 ) = 2p(x1 , x2 ; ω) (λ1 x1 + λ2 x2 ),

Mixtures of bivariate normal distributions have been
discussed in [5, 53, 65].
By starting with the bivariate normal pdf in (9)
when ξ1 = ξ2 = 0 and taking absolute values of X1
and X2 , we obtain the bivariate half normal pdf
f (x1 , x2 ) =

corresponding to the distribution of the absolute value
of a normal variable with mean |ρ|X1 and variance
1 − ρ2.
Sarabia [173] discussed the bivariate normal distribution with centered normal conditionals with joint
pdf
√
ab
f (x1 , x2 ) = K(c)
2π


1
× exp − (ax12 + bx22 + abcx12 x22 ) ,
2

(36)

where p(x1 , x2 ; ω) is the standard bivariate normal
density function in (10) with correlation coefficient
ω, (·) denotes the standard normal cdf, and
δ1 − δ2 ω
λ1 = 
(1 − ω2 )(1 − ω2 − δ12 − δ22 + 2δ1 δ2 ω)
(37)
and
δ2 − δ1 ω
.
λ2 = 
(1 − ω2 )(1 − ω2 − δ12 − δ22 + 2δ1 δ2 ω)



(38)
,

x1 , x2 > 0.

(33)

In this case, the marginal distributions of X1 and
X2 are both half normal; in addition, the conditional distribution of X2 , given X1 , is folded normal

It can be shown in this case that the joint moment
generating function is


1 2
2
2 exp
(δ1 t1 + δ2 t2 ),
(t + 2ωt1 t2 + t2 )
2 1
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the marginal distribution of Xi (i = 1, 2) is

d
Xi =
δi |Z0 | + 1 − δi2 Zi , i = 1, 2,

(39)

where Z0 , Z1 , and Z2 are independent standard
normal variables, and ω is such that

δ1 δ2 − (1 − δ12 )(1 − δ22 ) < ω

< δ1 δ2 + (1 − δ12 )(1 − δ22 ).

Inference
Numerous papers have been published dealing with
inferential procedures for the parameters of bivariate
and trivariate normal distributions and their truncated
forms based on different forms of data. For a detailed
account of all these developments, we refer the
readers to Chapter 46 of [124].

Multivariate Normal Distributions
The multivariate normal distribution is a natural multivariate generalization of the bivariate normal distribution in (9). If Z1 , . . . , Zk are independent standard normal variables, then the linear transformation
ZT + ξ T = XT HT with |H|  = 0 leads to a multivariate normal distribution. It is also the limiting form of
a multinomial distribution. The multivariate normal
distribution is assumed to be the underlying model
in analyzing multivariate data of different kinds and,
consequently, many classical inferential procedures
have been developed on the basis of the multivariate
normal distribution.

Definitions
A random vector X = (X1 , . . . , Xk )T is said to have
a multivariate normal distribution if its pdf is


1
1
T −1
pX (x) =
exp − (x − ξ ) V (x − ξ ) ,
(2π)k/2 |V|1/2
2
x ∈ k ;

(40)

in this case, E(X) = ξ and Var(X) = V, which is
assumed to be a positive definite matrix. If V is a
positive semidefinite matrix (i.e., |V| = 0), then the
distribution of X is said to be a singular multivariate
normal distribution.
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From (40), it can be shown that the mgf of X is
given by


1
T
MX (t) = E(et X ) = exp tT ξ + tT Vt
(41)
2
from which the above expressions for the mean
vector and the variance–covariance matrix can be
readily deduced. Further, it can be seen that all
cumulants and cross-cumulants of order higher than 2
are zero. Holmquist [105] has presented expressions
in vectorial notation for raw and central moments of
X. The entropy of the multivariate normal pdf in (40)
is
E {− log pX (x)} =

k
1
k
log(2π) + log |V| +
(42)
2
2
2

which, as Rao [166] has shown, is the maximum
entropy possible for any k-dimensional random vector with specified variance–covariance matrix V.
Partitioning the matrix A = V−1 at the sth row
and column as


A11 A12
,
(43)
A=
A21 A22
it can be shown that (Xs+1 , . . . , Xk )T has a multivariate normal distribution with mean (ξs+1 , . . . , ξk )T and
−1
variance–covariance matrix (A22 − A21 A−1
11 A12 ) ;
further, the conditional distribution of X(1) =
(X1 , . . . , Xs )T , given X(2) = (Xs+1 , . . . , Xk )T = x(2) ,
T
− (x(2) −
is multivariate normal with mean vector ξ(1)
−1
T
ξ(2) ) A21 A11 and variance–covariance matrix A−1
11 ,
which shows that the regression of X(1) on X(2) is
linear and homoscedastic.
For the multivariate normal pdf in (40),
Šidák [184] established the inequality


k
k
 

(|Xj − ξj | ≤ aj ) ≥
Pr{|Xj − ξj | ≤ aj }
Pr


j =1
j =1
(44)
for any set of positive constants a1 , . . . , ak ; see
also [185]. Gupta [95] generalized this result to
convex sets, while Tong [211] obtained inequalities
between probabilities in the special case when all the
correlations are equal and positive. Anderson [11]
showed that, for every centrally symmetric convex
set C ⊆ k , the probability of C corresponding to
the variance–covariance matrix V1 is at least as
large as the probability of C corresponding to V2
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when V2 − V1 is positive definite, meaning that the
former probability is more concentrated about 0 than
the latter probability. Gupta and Gupta [96] have
established that the joint hazard rate function is
increasing for multivariate normal distributions.

Order Statistics
Suppose X has the multivariate normal density
in (40). Then, Houdré [106] and Cirel’son, Ibragimov and Sudakov [56] established some inequalities
for variances of order statistics. Siegel [186] proved
that

 
k
Cov X1 , min Xi =
Cov(X1 , Xj )
1≤i≤k

j =1



× Pr Xj = min Xi ,
1≤i≤k

(45)

which has been extended by Rinott and SamuelCahn [168]. By considering the case when (X1 , . . . ,
Xk , Y )T has a multivariate normal distribution, where
X1 , . . . , Xk are exchangeable, Olkin and Viana [152]
established that Cov(X( ) , Y ) = Cov(X, Y ), where
X( ) is the vector of order statistics corresponding
to X. They have also presented explicit expressions
for the variance–covariance matrix of X( ) in the
case when X has a multivariate normal distribution
with common mean ξ , common variance σ 2 and
common correlation coefficient ρ; see also [97] for
some results in this case.

Evaluation of Integrals
For computational purposes, it is common to work
with the standardized multivariate normal pdf


|R|−1/2
1 T −1
pX (x) =
exp
−
R
x
, x ∈ k ,
x
(2π)k/2
2
(46)
where R is the correlation matrix of X, and the
corresponding cdf


k


FX (h1 , . . . , hk ; R) = Pr
(Xj ≤ hj ) =


j =1





hk
h1
|R|−1/2
···
k/2
(2π)
−∞
−∞


1 T −1
× exp − x R x dx1 · · · dxk .
2

(47)

Several intricate reduction formulas, approximations and bounds have been discussed in the literature.
As the dimension k increases, the approximations
in general do not yield accurate results while the
direct numerical integration becomes quite involved
if not impossible. The MULNOR algorithm, due
to Schervish [175], facilitates the computation of
general multivariate normal integrals, but the computational time increases rapidly with k making it
impractical for use in dimensions higher than 5 or 6.
Compared to this, the MVNPRD algorithm of Dunnett [73] works well for high dimensions as well, but
is applicable only in the special case when ρij = ρi ρj
(for all i  = j ). This algorithm uses Simpson’s rule for
the required single integration and hence a specified
accuracy can be achieved. Sun [199] has presented a
Fortran program for computing the orthant probabilities Pr(X1 > 0, . . . , Xk > 0) for dimensions up to 9.
Several computational formulas and approximations
have been discussed for many special cases, with a
number of them depending on the forms of the variance–covariance matrix V or the correlation matrix
R, as the one mentioned above of Dunnett [73]. A
noteworthy algorithm is due to Lohr [132] that facilitates the computation of Pr(X ∈ A), where X is a
multivariate normal random vector with mean 0 and
positive definite variance–covariance matrix V and A
is a compact region, which is star-shaped with respect
to 0 (meaning that if x ∈ A, then any point between
0 and x is also in A). Genz [90] has compared the
performance of several methods of computing multivariate normal probabilities.

Characterizations
One of the early characterizations of the multivariate normal distribution is due to Fréchet [82] who
proved that if X1 , . . . , Xk are random variables and
the distribution of kj =1 aj Xj is normal for any set
of real numbers a1 , . . . , ak (not all zero), then the
distribution of (X1 , . . . , Xk )T is multivariate normal.
Basu [36] showed that if X1 , . . . , Xn are independent k × 1 vectors and that there are two sets of
constants a1 , . . . , an and b1 , . . . , bn such that the
n
n
vectors
j =1 aj Xj and
j =1 bj Xj are mutually
independent, then the distribution of all Xj ’s for
which aj bj  = 0 must be multivariate normal. This
generalization of Darmois–Skitovitch theorem has
been further extended by Ghurye and Olkin [91]. By
starting with a random vector X whose arbitrarily
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dependent components have finite second moments,
Kagan [117] established that all uncorrelated pairs
k
k
of linear combinations
i=1 ai Xi and
i=1 bi Xi
are independent iff X is distributed as multivariate
normal.
Arnold and Pourahmadi [23], Arnold, Castillo and
Sarabia [19, 20], and Ahsanullah and Wesolowski [3]
have all presented several characterizations of the
multivariate normal distribution by means of conditional specifications of different forms. Stadje [195]
generalized the well-known maximum likelihood
characterization of the univariate normal distribution to the multivariate normal case. Specifically,
it is shown that if X1 , . . . , Xn is a random sample from a population with pdf p(x) in k and
X = (1/n) nj=1 Xj is the maximum likelihood estimator of the translation parameter θ, then p(x) is
the multivariate normal distribution with mean vector θ and a nonnegative definite variance–covariance
matrix V.

Truncated Forms
When truncation is of the form Xj ≥ hj , j =
1, . . . , k, meaning that all values of Xj less
than hj are excluded, Birnbaum, Paulson and
Andrews [40] derived complicated explicit formulas
for the moments. The elliptical truncation in which
the values of X are restricted by a ≤ XT R−1 X ≤ b,
discussed by Tallis [206], leads to simpler formulas
due to the fact that XT R−1 X is distributed as chisquare with k degrees of freedom. By assuming
that X has a general truncated multivariate normal
distribution with pdf
1
K(2π)k/2 |V|1/2


1
T −1
× exp − (x − ξ ) V (x − ξ ) ,
2

p(x) =

x ∈ R, (48)

where K is the normalizing constant and R = {x :
bi ≤ xi ≤ ai , i = 1, . . . , k}, Cartinhour [51, 52] discussed the marginal distribution of Xi and displayed
that it is not necessarily truncated normal. This has
been generalized in [201, 202].

Related Distributions
Day [65] discussed methods of estimation for mixtures of multivariate normal distributions. While the
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method of moments is quite satisfactory for mixtures
of univariate normal distributions with common variance, Day found that this is not the case for mixtures
of bivariate and multivariate normal distributions
with common variance–covariance matrix. In this
case, Wolfe [218] has presented a computer program
for the determination of the maximum likelihood estimates of the parameters.
Sarabia [173] discussed the multivariate normal
distribution with centered normal conditionals that
has pdf
√
βk (c) a1 · · · ak
(2π)k/2
 k


k

1 
2
2
,
× exp −
ai xi + c
ai xi
2 i=1
i=1

p(x) =

(49)

where c ≥ 0, ai ≥ 0 (i = 1, . . . , k), and βk (c) is the
normalizing constant. Note that when c = 0, (49)
reduces to the joint density of k independent univariate normal random variables.
By mixing the multivariate normal distribution
Nk (0, V) by ascribing a gamma distribution
G(α, α) (shape parameter is α and scale is 1/α) to ,
Barakat [35] derived the multivariate K-distribution.
Similarly, by mixing the multivariate normal distribution Nk (ξ + W βV, W V) by ascribing a generalized inverse Gaussian distribution to W , Blaesild
and Jensen [41] derived the generalized multivariate
hyperbolic distribution. Urzúa [212] defined a distribution with pdf
p(x) = θ(c)e−Q(x) ,

x ∈ k ,

(50)

where θ(c) is the normalizing constant and
Q(x) is a polynomial of degree  in x1 , . . . , xk
given by Q(x) = q=0 Q(q) (x) with Q(q) (x) =
(q)
j
j
cj1 ···jk x11 · · · xk k being a homogeneous polynomial
of degree q, and termed it the multivariate Qexponential distribution. If Q(x) is of degree  = 2
relative to each of its components xi ’s then (50)
becomes the multivariate normal density function.
Ernst [77] discussed the multivariate generalized
Laplace distribution with pdf
p(x) =

λ(k/2)
2π k/2 (k/λ)|V|1/2



× exp −[(x − ξ )T V−1 (x − ξ )]λ/2 ,

(51)
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which reduces to the multivariate normal distribution
with λ = 2.
Azzalini and Dalla Valle [26] studied the multivariate skew-normal distribution with pdf
x ∈ k ,

p(x) = 2ϕk (x, ) (α T x),

(52)

where (·) denotes the univariate standard normal
cdf and ϕk (x, ) denotes the pdf of the k-dimensional
normal distribution with standardized marginals and
correlation matrix . An alternate derivation of this
distribution has been given in [17]. Azzalini and
Capitanio [25] have discussed various properties and
reparameterizations of this distribution.
If X has a multivariate normal distribution with
mean vector ξ and variance–covariance matrix V,
then the distribution of Y such that log(Y) = X is
called the multivariate log-normal distribution. The
moments and properties of X can be utilized to study
the characteristics of Y. For example, the rth raw
moment of Y can be readily expressed as
µr (Y)

=

E(Y1r1

· · · Ykrk )

= E(e
···e )


1
T
= E(er X ) = exp rT ξ + rT Vr .
2
r1 X1

and the corresponding pdf
pX1 ,X2 (x1 , x2 ) =


σ1 σ2 1 + e−(x1 −µ1 )/σ1 + e−(x2 −µ2 )/σ2

(53)

Let Zj = Xj + iYj (j = 1, . . . , k), where X =
(X1 , . . . , Xk )T and Y = (Y1 , . . . , Yk )T have a joint
multivariate normal distribution. Then, the complex
random vector Z = (Z1 , . . . , Zk )T is said to have a
complex multivariate normal distribution.

Multivariate Logistic Distributions
The univariate logistic distribution has been studied quite extensively in the literature. There is a
book length account of all the developments on the
logistic distribution by Balakrishnan [27]. However,
relatively little has been done on multivariate logistic
distributions as can be seen from Chapter 11 of this
book written by B. C. Arnold.

Gumbel–Malik–Abraham form

(55)

The standard forms are obtained by setting µ1 =
µ2 = 0 and σ1 = σ2 = 1.
By letting x2 or x1 tend to ∞ in (54), we readily
observe that both marginals are logistic with
−1

FXi (xi ) = 1 + e−(xi −µi )/σi
,
xi ∈  (i = 1, 2).

(x1 , x2 ) ∈ 2 ,

(54)

(56)

From (55) and (56), we can obtain the conditional
densities; for example, we obtain the conditional
density of X1 , given X2 = x2 , as
2e−(x1 −µ1 )/σ1 (1 + e−(x2 −µ2 )/σ2 )2

3 ,
σ1 1 + e−(x1 −µ1 )/σ1 + e−(x2 −µ2 )/σ2
x1 ∈ ,

(57)

which is not logistic. From (57), we obtain the
regression of X1 on X2 = x2 as
E(X1 |X2 = x2 ) = µ1 + σ1 − σ1
× log 1 + e−(x2 −µ2 )/σ2

(58)

which is nonlinear.
Malik and Abraham [134] provided a direct generalization to the multivariate case as one with cdf
−1

k

−(xi −µi )/σi
e
, x ∈ k . (59)
FX (x) = 1 +
i=1

Once again, all the marginals are logistic in this case.
In the standard case when µi = 0 and σi = 1 for
(i = 1, . . . , k), it can be shown that the mgf of X is
 k

k


T
ti
(1 − ti ),
MX (t) = E(et X ) =  1 +
i=1

Gumbel [94] proposed bivariate logistic distribution
with cdf

−1
FX1 ,X2 (x1 , x2 ) = 1 + e−(x1 −µ1 )/σ1 + e−(x2 −µ2 )/σ2
,

3 ,

(x1 , x2 ) ∈ 2 .

p(x1 |x2 ) =

rk Xk

2e−(x1 −µ1 )/σ1 e−(x2 −µ2 )/σ2

|ti | < 1 (i = 1, . . . , k)

i=1

(60)

from which it can be shown that Corr(Xi , Xj ) = 1/2
for all i  = j . This shows that this multivariate logistic
model is too restrictive.

Continuous Multivariate Distributions

Frailty Models (see Frailty)
For a specified distribution P on (0, ∞), consider the
standard multivariate logistic distribution with cdf
θ
 ∞ 
k
Pr(U ≤ xi ) dP (θ),
FX (x) =
0

i=1

x∈ ,
k

(61)

where the distribution of U is related to P in the form



1
Pr(U ≤ x) = exp −L−1
P
1 + e−x
∞

with LP (t) = 0 e−θt dP (θ) denoting the Laplace
transform of P . From (61), we then have



 ∞
k

1
−1
dP (θ)
exp −θ
LP
FX (x) =
1 + e−xi
0
i=1
 k



1
−1
,
(62)
= LP
LP
1 + e−xi
i=1
which is termed the Archimedean distribution by
Genest and MacKay [89] and Nelsen [149]. Evidently, all its univariate marginals are logistic. If
we choose, for example, P (θ) to be Gamma(α, 1),
then (62) results in a multivariate logistic distribution
of the form

−α
k

−xi 1/α
(1 + e ) − k
,
FX (x) = 1 +
i=1

α > 0,

(63)

which includes the Malik–Abraham model as a
particular case when α = 1.

Farlie–Gumbel–Morgenstern Form
The standard form of Farlie–Gumbel–Morgenstern
multivariate logistic distribution has a cdf


 k
k


1
e−xi
1+α
,
FX (x) =
1 + e−xi
1 + e−xi
i=1
i=1
− 1 < α < 1,

x∈ .
k

(64)

In this case, Corr(Xi , Xj ) = 3α/π 2 < 0.304 (for all
i  = j ), which is once again too restrictive. Slightly
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more flexible models can be constructed from (64)
by changing the second term, but explicit study of
their properties becomes difficult.

Mixture Form
A multivariate logistic distribution with all its
marginals as standard logistic can be constructed by
considering a scale-mixture of the form Xi = U Vi
(i = 1, . . . , k), where Vi (i = 1, . . . , k) are i.i.d. random variables, U is a nonnegative random variable
independent of V, and Xi ’s are univariate standard
logistic random variables. The model will be completely specified once the distribution of U or the
common distribution of Vi ’s is specified. For example, the distribution of U can be specified to be
uniform, power function, and so on. However, no
matter what distribution of U is chosen, we will
have Corr(Xi , Xj ) = 0 (for all i  = j ) since, due to
the symmetry of the standard logistic distribution, the
common distribution of Vi ’s is also symmetric about
zero. Of course, more general models can be constructed by taking (U1 , . . . , Uk )T instead of U and
ascribing a multivariate distribution to U.

Geometric Minima and Maxima Models
Consider a sequence of independent trials taking on
values 0, 1, . . . , k, with probabilities p0 , p1 , . . . , pk .
Let N = (N1 , . . . , Nk )T , where Ni denotes the number of times i appeared before 0 for the first time.
Then, note that Ni + 1 has a Geometric (pi ) dis(j )
tribution. Let Yi , j = 1, . . . , k, and i = 1, 2, . . . ,
be k independent sequences of independent standard
logistic random variables. Let X = (X1 , . . . , Xk )T be
(j )
the random vector defined by Xj = min1≤i≤Nj +1 Yi ,
j = 1, . . . , k. Then, the marginal distributions of X
are all logistic and the joint survival function can be
shown to be

−1
k

pj

Pr(X ≥ x) = p0 1 −
1 + ex j
j =1
×

k


(1 + exj )−1 .

(65)

j =1

Similarly, geometric maximization can be used to
develop a multivariate logistic family.
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Other Forms
Arnold, Castillo and Sarabia [22] have discussed
multivariate distributions obtained with logistic conditionals. Satterthwaite and Hutchinson [174] discussed a generalization of Gumbel’s bivariate form
by considering
F (x1 , x2 ) = (1 + e−x1 + e−x2 )−γ ,

γ > 0,

(66)

which does possess a more flexible correlation
(depending on γ ) than Gumbel’s bivariate logistic.
The marginal distributions of this family are Type-I
generalized logistic distributions discussed in [33].
Cook and Johnson [60] and Symanowski and
Koehler [203] have presented some other generalized bivariate logistic distributions. Volodin [213]
discussed a spherically symmetric distribution with
logistic marginals. Lindley and Singpurwalla [130],
in the context of reliability, discussed a multivariate
logistic distribution with joint survival function

Pr(X ≥ x) = 1 +

k


−1
e

xi

,

(67)

i=1

which can be derived from extreme value random
variables.

Multivariate Pareto Distributions

Multivariate Pareto of the First Kind
Mardia [135] proposed the multivariate Pareto distribution of the first kind with pdf
pX (x) = a(a + 1) · · · (a + k − 1)
−(a+k)
 k −1  k

 xi
θi
−k+1
,
×
θ
i=1
i=1 i
a > 0.

(68)

Evidently, any subset of X has a density of the
form in (68) so that marginal distributions of any

−a



k

xi − θi
= 1+
θi
i=1

xi > θi > 0,

,
a > 0.

(69)

References [23, 115, 117, 217] have all established different characterizations of the distribution.

Multivariate Pareto of the Second Kind
From (69), Arnold [14] considered a natural generalization with survival function
−a

k

xi − µi
Pr(X ≥ x) = 1 +
,
θi
i=1
xi ≥ µi ,

θi > 0,

a > 0, (70)

which is the multivariate Pareto distribution of the
second kind. It can be shown that
E(Xi ) = µi +

Simplicity and tractability of univariate Pareto distributions resulted in a lot of work with regard to
the theory and applications of multivariate Pareto
distributions; see, for example, [14] and Chapter 52
of [124].

xi > θi > 0,

order are also multivariate Pareto of the first kind.
Further, the conditional density of (Xj +1 , . . . , Xk )T ,
given (X1 , . . . , Xj )T , also has the form in (68) with
a, k and, θ’s changed. As shown by Arnold [14], the
survival function of X is
 k
−a
 xi
Pr(X ≥ x) =
−k+1
θ
i=1 i

θi
,
a−1

E{Xi |(Xj = xj )} = µi +

i = 1, . . . , k,
θi
a


1+

xj − µj
θj

(a + 1)
a(a − 1)


xj − µj 2
,
× 1+
θj

(71)

, (72)

Var{Xi |(Xj = xj )} = θi2

(73)

revealing that the regression is linear but heteroscedastic. The special case of this distribution
when µ = 0 has appeared in [130, 148]. In this case,
when θ = 1 Arnold [14] has established some interesting properties for order statistics and the spacings
Si = (k − i + 1)(Xi:k − Xi−1:k ) with X0:k ≡ 0.

Multivariate Pareto of the Third Kind
Arnold [14] proposed a further generalization, which
is the multivariate Pareto distribution of the third kind
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with survival function

 −1
k 

xi − µi 1/γi
Pr(X > x) = 1 +
,
θi
i=1
xi > µi ,

θi > 0,

γi > 0.

Marshall–Olkin Form of Multivariate Pareto

(74)

Evidently, marginal distributions of all order are
also multivariate Pareto of the third kind, but the
conditional distributions are not so. By starting with Z
that has a standard multivariate Pareto distribution of
the first kind (with θi = 1 and a = 1), the distribution
in (74) can be derived as the joint distribution of
γ
Xi = µi + θi Zi i (i = 1, 2, . . . , k).

Multivariate Pareto of the Fourth Kind
A simple extension of (74) results in the multivariate
Pareto distribution of the fourth kind with survival
function

 −a
k 

xi − µi 1/γi
,
Pr(X > x) = 1 +
θi
i=1
xi > µi (i = 1, . . . , k),

(75)

whose marginal distributions as well as conditional
distributions belong to the same family of distributions. The special case of µ = 0 and θ = 1 is the
multivariate Pareto distribution discussed in [205].
This general family of multivariate Pareto distributions of the fourth kind possesses many interesting
properties as shown in [220]. A more general family
has also been proposed in [15].

Conditionally Specified Multivariate Pareto

xi > 0,

s∈ξk

λ0 , . . . , λk ,

θ > 0;

i=1

(77)

this can be obtained by transforming the Marshall–Olkin multivariate exponential distribution (see
the section ‘Multivariate Exponential Distributions’).
This distribution is clearly not absolutely continuous and Xi ’s become independent when λ0 = 0.
Hanagal [103] has discussed some inferential procedures for this distribution and the ‘dullness property’,
namely,
Pr(X > ts|X ≥ t) = Pr(X > s) ∀s ≥ 1,

(78)

where s = (s1 , . . . , sk )T , t = (t, . . . , t)T and 1 =
(1, . . . , 1)T , for the case when θ = 1.

Multivariate Semi-Pareto Distribution
Balakrishnan and Jayakumar [31] have defined a
multivariate semi-Pareto distribution as one with
survival function
Pr(X > x) = {1 + ψ(x1 , . . . , xk )}−1 ,

(79)

where ψ(x1 , . . . , xk ) satisfies the functional equation
ψ(x1 , . . . , xk ) =

1
ψ(p 1/α1 x1 , . . . , p 1/αk xk ),
p

0 < p < 1, αi > 0, xi > 0.

By specifying the conditional density functions to
be Pareto, Arnold, Castillo and Sarabia [18] derived
general multivariate families, which may be termed
conditionally specified multivariate Pareto distributions. For example, one of these forms has pdf
−(a+1)
 k

k

 δ −1  
pX (x) =
xi i
λs
xisi δi
,


i=1

The survival function of the Marshall–Olkin form of
multivariate Pareto distribution is

 k
 % xi &−λi  max(x1 , . . . , xk ) −λ0
,
Pr(X > x) =
θ
θ
i=1

(80)

The solution of this functional equation is
ψ(x1 , . . . , xk ) =

k


xiαi hi (xi ),

(81)

i=1

where hi (xi ) is a periodic function in log xi with
period (2παi )/(− log p). When hi (xi ) ≡ 1 (i =
1, . . . , k), the distribution becomes the multivariate
Pareto distribution of the third kind.

(76)

where ξk is the set of all vectors of 0’s and
1’s of dimension k. These authors have also discussed various properties of these general multivariate distributions.

Multivariate Extreme Value Distributions
Considerable amount of work has been done during the past 25 years on bivariate and multivariate
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extreme value distributions. A general theoretical work on the weak asymptotic convergence of
multivariate extreme values was carried out in [67].
References [85, 112] discuss various forms of bivariate and multivariate extreme value distributions and
their properties, while the latter also deals with inferential problems as well as applications to practical
problems. Smith [189], Joe [111], and Kotz, Balakrishnan and Johnson ([124], Chapter 53) have provided detailed reviews of various developments in
this topic.

Models
The classical multivariate extreme value distributions arise as the asymptotic distribution of normalized componentwise maxima from several dependent populations. Suppose Mnj = max(Y1j , . . . , Ynj ),
for j = 1, . . . , k, where Yi = (Yi1 , . . . , Yik )T (i =
1, . . . , n) are i.i.d. random vectors. If there exist
normalizing vectors an = (an1 , . . . , ank )T and bn =
(bn1 , . . . , bnk )T (with each bnj > 0) such that

lim Pr

n→∞

Mnj − anj
≤ xj , j = 1, . . . , k
bnj

= G(x1 , . . . , xk ),



j =1

(84)
where 0 ≤ α ≤ 1 measures the dependence, with α =
1 corresponding to independence and α = 0, complete dependence. Setting Yi = (1 − %(ξi (Xi − µi &))/
α
1/α
k
,
(σi ))1/ξi (for i = 1, . . . , k) and Z =
i=1 Yi
a transformation discussed by Lee [127], and
then taking Ti = (Yi /Z)1/α , Shi [179] showed that
(T1 , . . . , Tk−1 )T and Z are independent, with the former having a multivariate beta (1, . . . , 1) distribution
and the latter having a mixed gamma distribution.
Tawn [207] has dealt with models of the form
G(y1 , . . . , yk ) = exp{−tB(w1 , . . . , wk−1 )},
yi ≥ 0,
where wi = yi /t, t =

(82)

(83)
where z+ = max(0, z). This includes all the three
types of extreme value distributions, namely, Gumbel, Fréchet and Weibull, corresponding to ξ = 0,
ξ > 0, and ξ < 0, respectively; see, for example,
Chapter 22 of [114]. As shown in [66, 160], the distribution G in (82) depends on an arbitrary positive
measure over (k − 1)-dimensions.
A number of parametric models have been suggested in [57] of which the logistic model is one with
cdf

(85)
k
i=1

yi , and

B(w1 , . . . , wk−1 )

 
=
max wi qi dH (q1 , . . . , qk−1 )
Sk

where G is a nondegenerate k-variate cdf, then G is
said to be a multivariate extreme value distribution.
Evidently, the univariate marginals of G must be
generalized extreme value distributions of the form
 


x − µ 1/ξ
,
F (x; µ, σ, ξ ) = exp − 1 − ξ
σ
+

G(x1 , . . . , xk ) =

α 
 

k 

ξj (xj − µj ) 1/(αξj ) 
,
exp −
1−


σj

1≤i≤k

(86)

with H being an arbitrary positive finite measure over
the unit simplex
Sk = {q ∈ k−1 : q1 + · · · + qk−1 ≤ 1, qi ≥ 0,
(i = 1, . . . , k − 1)}
satisfying the condition

qi dH (q1 , . . . , qk−1 ) (i = 1, 2, . . . , k).
1=
Sk

B is the so-called ‘dependence function’. For the
logistic model given in (84), for example, the dependence function is simply
B(w1 , . . . , wk−1 ) =

 k


1/r
wir

,

r ≥ 1.

(87)

i=1

In general, B is a convex function satisfying
max(w1 , . . . , wk ) ≤ B ≤ 1.
Joe [110] has also discussed asymmetric logistic and negative asymmetric logistic multivariate
extreme value distributions. Gomes and Alperin [92]
have defined a multivariate generalized extreme
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value distribution by using von Mises–Jenkinson
distribution.

Some Properties and Characteristics
With the classical definition of the multivariate
extreme value distribution presented earlier, Marshall
and Olkin [138] showed that the convergence in distribution in (82) is equivalent to the condition
lim n{1 − F (an + bn x)} = − log H (x)

n→∞

(88)

for all x such that 0 < H (x) < 1. Takahashi [204]
established a general result, which implies that if H
is a multivariate extreme value distribution, then so
is H t for any t > 0.
Tiago de Oliveira [209] noted that the components of a multivariate extreme value random vector
with cdf H in (88) are positively correlated, meaning that H (x1 , . . . , xk ) ≥ H1 (x1 ) · · · Hk (xk ). Marshall
and Olkin [138] established that multivariate extreme
value random vectors X are associated, meaning that
Cov(θ(X), ψ(X)) ≥ 0 for any pair θ and ψ of nondecreasing functions on k . Galambos [84] presented
some useful bounds for H (x1 , . . . , xk ).

parameters (θ1 , . . . , θk , θ0 ) has its pdf as


k


θ0 −1

θj 
k
k


j =0
θ −1
xj j 1 −
xj 
,
pX (x) = k

j =1
j =1
(θj )
j =0

0 ≤ xj ,

Shi [179, 180] discussed the likelihood estimation
and the Fisher information matrix for the multivariate
extreme value distribution with generalized extreme
value marginals and the logistic dependence function.
The moment estimation has been discussed in [181],
while Shi, Smith and Coles [182] suggested an alternate simpler procedure to the MLE. Tawn [207],
Coles and Tawn [57, 58], and Joe [111] have all
applied multivariate extreme value analysis to different environmental data. Nadarajah, Anderson and
Tawn [145] discussed inferential methods when there
are order restrictions among components and applied
them to analyze rainfall data.

Dirichlet, Inverted Dirichlet, and Liouville
Distributions
Dirichlet Distribution
The standard Dirichlet distribution, based on a
multiple integral evaluated by Dirichlet [68], with

k


xj ≤ 1.

(89)

j =1

It can be shown that this arises as the joint distribution of Xj = Yj / ki=0 Yi (for j = 1, . . . , k),
where Y0 , Y1 , . . . , Yk are independent χ 2 random
variables with 2θ0 , 2θ1 , . . . , 2θk degrees of freedom, respectively. It is evident that the marginal
distribution of Xj is Beta(θj , ki=0 θi − θj ) and,
hence, (89) can be regarded as a multivariate beta
distribution.
From (89), the rth raw moment of X can be easily
shown to be

µr (X) = E

Inference
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i=1

k



Xiri

=

[rj ]

θj

j =0

+



k

r
j =0 j

,,

(90)

where  = kj =0 θj and θj[a] = θj (θj + 1) · · · (θj +
a − 1); from (90), it can be shown, in particular,
that
θi
θi ( − θi )
, Var(Xi ) = 2
,

 ( + 1)
θi θj
,
(91)
Corr(Xi , Xj ) = −
( − θi )( − θj )
E(Xi ) =

which reveals that all pairwise correlations are negative, just as in the case of multinomial distributions; consequently, the Dirichlet distribution is commonly used to approximate the multinomial distribution. From (89), it can also be shown that the
marginal distribution of (X1 , . . . , Xs )T is Dirichlet
with parameters (θ1 , . . . , θs ,  − si=1 θi ), while the
conditional joint distribution of Xj /(1 − si=1 Xi ),
j = s + 1, . . . , k, given (X1 , . . . , Xs ), is also Dirichlet with parameters (θs+1 , . . . , θk , θ0 ).
Connor and Mosimann [59] discussed a generalized Dirichlet distribution with pdf
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k 


1
a −1
x j
pX (x) =
 B(aj , bj ) j
j =1

×

1−

j −1

i=1

0 ≤ xj ,

bk −1
bj −1 −(aj +bj )  
k


, 1 −
xi
xj 
,

j =1

k


xj ≤ 1,

(92)

j =1

which reduces to the Dirichlet distribution when
bj −1 = aj + bj (j = 1, 2, . . . , k). Note that in this
case the marginal distributions are not beta. Ma [133]
discussed a multivariate rescaled Dirichlet distribution with joint survival function
a

k
k


θi xi ,
0≤
θi xi ≤ 1,
S(x) = 1 −
i=1

i=1

a, θi > 0,

(93)

of [190, 191] will also assist in the computation
of these probability integrals. Fabius [78, 79] presented some elegant characterizations of the Dirichlet distribution. Rao and Sinha [165] and Gupta
and Richards [99] have discussed some characterizations of the Dirichlet distribution within the class
of Liouville-type distributions.
Dirichlet and inverted Dirichlet distributions have
been used extensively as priors in Bayesian analysis.
Some other interesting applications of these distributions in a variety of applied problems can be found
in [93, 126, 141].

Liouville Distribution
On the basis of a generalization of the Dirichlet
integral given by J. Liouville, [137] introduced the
Liouville distribution. A random vector X is said to
have a multivariate Liouville distribution if its pdf is
proportional to [98]

which possesses a strong property involving residual
life distribution.


f

i=1

Inverted Dirichlet Distribution
The standard inverted Dirichlet distribution, as given
in [210], has its pdf as
k
θj −1
()
j =1 xj
pX (x) = k
%
& ,
j =0 (θj )
1 + kj =1 xj
0 < xj , θj > 0,

k


k


θj = . (94)

j =0

It can be shown that this arises as the joint distribution of Xj = Yj /Y0 (for j = 1, . . . , k), where
Y0 , Y1 , . . . , Yk are independent χ 2 random variables
with degrees of freedom 2θ0 , 2θ1 , . . . , 2θk , respectively. This representation can also be used to obtain
joint moments of X easily.
From (94), it can be shown that if X has a
k-variate inverted Dirichlet distribution, then Yi =
Xi / kj =1 Xj (i = 1, . . . , k − 1) have a (k − 1)variate Dirichlet distribution.
Yassaee [219] has discussed numerical procedures
for computing the probability integrals of Dirichlet and inverted Dirichlet distributions. The tables


xi

k


xiai −1 ,

xi > 0,

ai > 0,

(95)

i=1

where the function f is positive, continuous, and
integrable. If the support of X is noncompact, it
is said to have a Liouville distribution of the first
kind, while if it is compact it is said to have a
Liouville distribution of the second kind. Fang, Kotz,
and Ng [80] have presented an alternate definition
k
d RY, where R =
as X =
i=1 Xi has an univariate Liouville distribution (i.e. k = 1 in (95)) and
Y = (Y1 , . . . , Yk )T has a Dirichlet distribution independently of R. This stochastic representation has
been utilized by Gupta and Richards [100] to establish that several properties of Dirichlet distributions
continue to hold for Liouville distributions. If the
function f (t) in (95) is chosen to be (1 − t)ak+1 −1 for
0 < t < 1, the corresponding Liouville distribution of
the second kind becomes the Dirichlet distribution;
k+1
if f (t) is chosen to be (1 + t)− i=1 ai for t > 0,
the corresponding Liouville distribution of the first
kind becomes the inverted Dirichlet distribution. For
a concise review on various properties, generalizations, characterizations, and inferential methods for
the multivariate Liouville distributions, one may refer
to Chapter 50 [124].
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Multivariate Exponential Distributions

Basu and Sun [37] have shown that this generalized
model can be derived from a fatal shock model.

As mentioned earlier, significant amount of work in
multivariate distribution theory has been based on
bivariate and multivariate normal distributions. Still,
just as the exponential distribution occupies an important role in univariate distribution theory, bivariate
and multivariate exponential distributions have also
received considerable attention in the literature from
theoretical as well as applied aspects. Reference [30]
highlights this point and synthesizes all the developments on theory, methods, and applications of
univariate and multivariate exponential distributions.

Marshall–Olkin Model
Marshall and Olkin [136] presented a multivariate
exponential distribution with joint survival function
 
k
λ i xi
Pr(X1 > x1 , . . . , Xk > xk ) = exp −
−



i=1

λi1 ,i2 max(xi1 , xi2 ) − · · · − λ12···k

1≤i1 <i2 ≤k


× max(x1 , . . . , xk ) ,

Freund–Weinman Model
Freund [83] and Weiman [215] proposed a multivariate exponential distribution using the joint pdf
pX (x) =

k−1

1 −(k−i)(xi+1 −xi )/θi
e
,
θ
i=0 i

0 = x0 ≤ x1 ≤ · · · ≤ xk < ∞,

θi > 0. (96)

xi > 0.

(98)

This is a mixture distribution with its marginal
distributions having the same form and univariate
marginals as exponential. This distribution is the only
distribution with exponential marginals such that
Pr(X1 > x1 + t, . . . , Xk > xk + t) =
Pr(X1 > x1 , . . . , Xk > xk )

This distribution arises in the following reliability context. If a system has k identical components
with Exponential(θ0 ) lifetimes, and if  components have failed, the conditional joint distribution
of the lifetimes of the remaining k −  components
is that of k −  i.i.d. Exponential(θ ) random variables, then (96) is the joint distribution of the failure
times. The joint density function of progressively
Type-II censored order statistics from an exponential distribution is a member of (96); [29]. Cramer
and Kamps [61] derived an UMVUE in the bivariate normal case. The Freund–Weinman model is
symmetrical in (x1 , . . . , xk ) and hence has identical marginals. For this reason, Block [42] extended
this model to the case of nonidentical marginals by
assuming that if  components have failed by time x
(1 ≤  ≤ k − 1) and that the failures have been to the
components i1 , . . . , i , then the remaining k −  com()
(x)
ponents act independently with densities pi|i
1 ,...,i
(for x ≥ xi ) and that these densities do not depend on
the order of i1 , . . . , i . This distribution, interestingly,
has multivariate lack of memory property, that is,
p(x1 + t, . . . , xk + t) =
Pr(X1 > t, . . . , Xk > t) p(x1 , . . . , xk ).

(97)

× Pr(X1 > t, . . . , Xk > t).

(99)

Proschan and Sullo [162] discussed the simpler
case of (98) with the survival function
Pr(X1 > x1 , . . . , Xk > xk ) =

 k

λi xi − λk+1 max(x1 , . . . , xk ) ,
exp −
i=1

xi > 0, λi > 0, λk+1 ≥ 0,

(100)

which is incidentally the joint distribution of Xi =
min(Yi , Y0 ), i = 1, . . . , k, where Yi are independent
Exponential(λi ) random variables for i = 0, 1, . . . , k.
In this model, the case λ1 = · · · = λk corresponds to
symmetry and mutual independence corresponds to
λk+1 = 0. While Arnold [13] has discussed methods
of estimation of (98), Proschan and Sullo [162] have
discussed methods of estimation for (100).

Block–Basu Model
By taking the absolutely continuous part of the
Marshall–Olkin model in (98), Block and Basu [43]
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defined an absolutely continuous multivariate exponential distribution with pdf
 k
k

λi1 + λk+1 
pX (x) =
λir exp −
λir xir − λk+1
α
r=2
r=1

× max(x1 , . . . , xk )

Moran–Downton Model

x i 1 > · · · > xi k ,
i1  = i2  = · · ·  = ik = 1, . . . , k,

(101)

where


···

k 
k


λ ir

i1 =i2 =···=ik =1 r=2

 .
α= 
k
r




λij + λk+1 


r=2

The joint distribution of X(K) defined above, which
is the Olkin–Tong model, is a subclass of the Marshall–Olkin model in (98). All its marginal distributions are clearly exponential with mean 1/(λ0 + λ1 +
λ2 ). Olkin and Tong [151] have discussed some other
properties as well as some majorization results.

The bivariate exponential distribution introduced
in [69, 142] was extended to the multivariate case
in [9] with joint pdf as


k

λ1 · · · λk
1
exp −
λ i xi
pX (x) =
(1 − ρ)k−1
1 − ρ i=1


ρλ1 x1 · · · λk xk
× Sk
, xi > 0, (103)
(1 − ρ)k
i
k
where Sk (z) = ∞
i=0 z /(i!) . References [7–9, 34]
have all discussed inferential methods for this model.

j =1

Under this model, complete independence is
present iff λk+1 = 0 and that the condition λ1 = · · · =
λk implies symmetry. However, the marginal distributions under this model are weighted combinations
of exponentials and they are exponential only in the
independent case. It does possess the lack of memory
property. Hanagal [102] has discussed some inferential methods for this distribution.

Raftery Model
Suppose (Y1 , . . . , Yk ) and (Z1 , . . . , Z ) are independent Exponential(λ) random variables. Further, suppose (J1 , . . . , Jk ) is a random vector taking on values
in {0, 1, . . . , }k with marginal probabilities
Pr(Ji = 0) = 1 − πi and Pr(Ji = j ) = πij ,
i = 1, . . . , k; j = 1, . . . , ,

Olkin–Tong Model
Olkin and Tong [151] considered the following special case of the Marshall–Olkin model in (98). Let
W , (U1 , . . . , Uk ) and (V1 , . . . , Vk ) be independent
exponential random variables with means 1/λ0 , 1/λ1
and 1/λ2 , respectively. Let K1 , . . . , Kk be nonnegative integers such that Kr+1 = · · · Kk = 0, 1 ≤ Kr ≤
k
· · · K1 and
i=1 Ki = k. Then, for a given K, let
X(K) = (X1 , . . . , Xk )T be defined by

Xi =


min(Ui , V1 , W ),



min(U

i , V2 , W ),


···





 min(Ui , Vr , W ),

i = 1, . . . , K1
i = K1 + 1, . . . ,
K1 + K2
···
i = K1 + · · · +
Kr−1 + 1, . . . , k.
(102)

(104)

where πi = j =1 πij . Then, the multivariate exponential model discussed in [150, 163] is given by
Xi = (1 − πi )Yi + ZJi ,

i = 1, . . . , k.

(105)

The univariate marginals are all exponential.
O’Cinneide and Raftery [150] have shown that the
distribution of X defined in (105) is a multivariate
phase-type distribution.

Multivariate Weibull Distributions
Clearly, a multivariate Weibull distribution can be
obtained by a power transformation from a multivariate exponential distribution. For example, corresponding to the Marshall–Olkin model in (98), we

Continuous Multivariate Distributions
can have a multivariate Weibull distribution with joint
survival function of the form
Pr(X1 > x1 , . . . , Xk > xk ) =



α
exp −
λJ max(xi ) , xi > 0, α > 0, (106)
J

λJ > 0 for J ∈ J, where the sets J are elements
of the class J of nonempty subsets of {1, . . . , k}
such that for each i, i ∈ J for some J ∈ J. Then,
the Marshall–Olkin multivariate exponential distribution in (98) is a special case of (106) when α = 1.
Lee [127] has discussed several other classes of multivariate Weibull distributions. Hougaard [107, 108]
has presented a multivariate Weibull distribution with
survival function
 
 
k



p
,
θi xi
Pr(X1 > x1 , . . . , Xk > xk ) = exp −


i=1

xi ≥ 0,

p > 0,

 > 0,

(107)

which has been generalized in [62]. Patra and
Dey [156] have constructed a class of multivariate
distributions in which the marginal distributions are
mixtures of Weibull.

Multivariate Gamma Distributions
Many different forms of multivariate gamma distributions have been discussed in the literature
since the pioneering paper of Krishnamoorthy and
Parthasarathy [122]. Chapter 48 of [124] provides a
concise review of various developments on bivariate
and multivariate gamma distributions.


× exp (k − 1)y0 −

k
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xi ,

i=1

0 ≤ y0 ≤ x1 , . . . , x k .

(108)

Though the integration cannot be done in a compact
form in general, the density function in (108) can be
explicitly derived in some special cases. It is clear that
the marginal distribution of Xi is Gamma(θi + θ0 ) for
i = 1, . . . , k. The mgf of X can be shown to be

MX (t) = E(e

tT X

)= 1−

k

i=1

−θ0
ti

k

(1 − ti )−θi
i=1

(109)

from which expressions for all the moments can be
readily obtained.

Krishnamoorthy–Parthasarathy Model
The standard multivariate gamma distribution
of [122] is defined by its characteristic function


(110)
ϕX (t) = E exp(itT X) = |I − iRT|−α ,
where I is a k × k identity matrix, R is a k × k
correlation matrix, T is a Diag(t1 , . . . , tk ) matrix,
and positive integral values 2α or real 2α > k −
2 ≥ 0. For k ≥ 3, the admissible nonintegral values 0 < 2α < k − 2 depend on the correlation matrix
R. In particular, every α > 0 is admissible iff |I −
iRT|−1 is infinitely divisible, which is true iff the
cofactors Rij of the matrix R satisfy the conditions (−1) Ri1 i2 Ri2 i3 · · · Ri i1 ≥ 0 for every subset
{i1 , . . . , i } of {1, 2, . . . , k} with  ≥ 3.

Gaver Model
Cheriyan–Ramabhadran Model
With Yi being independent Gamma(θi ) random variables for i = 0, 1, . . . , k, Cheriyan [54] and Ramabhadran [164] proposed a multivariate gamma distribution as the joint distribution of Xi = Yi + Y0 ,
i = 1, 2, . . . , k. It can be shown that the density function of X is
k

 min(xi )

1
θ0 −1
θi −1
y0
(xi − y0 )
pX (x) = k
i=0 (θi ) 0
i=1

Gaver [88] presented a general multivariate gamma
distribution with its characteristic function

−α
k

,
ϕX (t) = (β + 1) (1 − itj ) − β
i=1

α, β > 0.

(111)

This distribution is symmetric in x1 , . . . , xk , and the
correlation coefficient is equal for all pairs and is
β/(β + 1).
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Dussauchoy–Berland Model
Dussauchoy and Berland [75] considered a multivariate gamma distribution with characteristic function

 
k






 φ t +

βj b tb  
j
j




k



b=j +1


ϕX (t) =
, (112)


k


j =1 






βj b tb  



 φj
b=j +1

where
φj (tj ) = (1 − itj /aj )j

for j = 1, . . . , k,

βj b ≥ 0, aj ≥ βj b ab > 0 for j < b = 1, . . . , k,
and 0 < 1 ≤ 2 ≤ · · · ≤ k .
The corresponding density function pX (x) cannot be
written explicitly in general, but in the bivariate case
it can be expressed in an explicit form.

Prékopa–Szántai Model
Prékopa and Szántai [161] extended the construction
of Ramabhadran [164] and discussed the multivariate
distribution of the random vector X = AW, where Wi
are independent gamma random variables and A is a
k × (2k − 1) matrix with distinct column vectors with
0, 1 entries.

Kowalczyk–Tyrcha Model
Let Y =d G(α, µ, σ ) be a three-parameter gamma
random variable with pdf

σ > 0,

α > 0.

Mathai–Moschopoulos Model
Suppose Vi =d G(αi , µi , σi ) for i = 0, 1, . . . , k, with
pdf as in (113). Then, Mathai and Moschopoulos [139] proposed a multivariate gamma distribution of X, where Xi = (σi /σ0 ) V0 + Vi for i =
1, 2, . . . , k. The motivation of this model has also
been given in [139]. Clearly, the marginal distribution of Xi is G(α0 + αi , (σi /σ0 )µ0 + µi , σi ) for
i = 1, . . . , k. This family of distributions is closed
under shift transformation as well as under convolutions. From the representation of X above and using
the mgf of Vi , it can be easily shown that the mgf of
X is
MX (t) = E{exp(tT X)}

T 
µ0
σ
t
exp
µ+
σ0
, (114)
=
k

(1 − σ T t)α0
(1 − σi ti )αi
i=1

where µ = (µ1 , . . . , µk ) , σ = (σ1 , . . . , σk )T , t =
T
T
(t
. 1 , k. . . , tk ). , |σi ti | < 1 for i = 1, . . . , k, and |σ t| =
.
.
i=1 σi ti < 1. From (114), all the moments of
X can be readily obtained; for example, we have
Corr(Xi , Xj ) = α0 / (α0 + αi )(α0 + αj ), which is
positive for all pairs.
A simplified version of this distribution when
σ1 = · · · = σk has been discussed in detail in [139].
T

Royen Models

1
e−(x−µ)/σ (x − µ)α−1 ,
(α)σ α
x > µ,

distributions of all orders are gamma and that the
√
correlation between Xi and Xj is θ0 / αi αj (i  = j ).
This family of distributions is closed under linear
transformation of components.

(113)

For a given α = (α1 , . . . , αk )T with αi > 0, µ =
(µ1 , . . . , µk )T ∈ k , σ = (σ1 , . . . , σk )T with σi > 0,
and 0 ≤ θ0 < min(α1 , . . . , αk ), let V0 , V1 , . . . , Vk be
independent random variables with V0 =d G(θ0 , 0, 1)
d
and Vi =
G(αi − θ0 , 0, 1) for i = 1, . . . , k. Then,
Kowalczyk and Tyrcha [125] defined a multivariate
gamma distribution as the distribution of the random
√
vector X, where Xi = µi + σi (V0 + Vi − αi )/ αi
for i = 1, . . . , k. It is clear that all the marginal

Royen [169, 170] presented two multivariate gamma
distributions, one based on ‘one-factorial’ correlation matrix R of the form rij = ai aj (i  = j ) with
a1 , . . . , ak ∈ (−1, 1) or rij = −ai aj and R is positive
semidefinite, and the other relating to the multivariate
Rayleigh distribution of Blumenson and Miller [44].
The former, for any positive integer 2α, has its characteristic function as
ϕX (t) = E{exp(itT x)}
= |I − 2i Diag(t1 , . . . , tk )R|−α . (115)
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Some Other General Families

exponential-type. Further, all the moments can be
obtained easily from the mgf of X given by

The univariate Pearson’s system of distributions has
been generalized to the bivariate and multivariate
cases by a number of authors including Steyn [197]
and Kotz [123].
With Z1 , Z2 , . . . , Zk being independent standard
normal variables and W being an independent chisquare random variable
with ν degrees of freedom,
√
and with Xi = Zi ν/W (for i = 1, 2, . . . , k), the
random vector X = (X1 , . . . , Xk )T has a multivariate
t distribution. This distribution and its properties and
applications have been discussed in the literature
considerably, and some tables of probability integrals
have also been constructed.
Let X1 , . . . , Xn be a random sample from the multivariate normal distribution with mean vector ξ and
variance–covariance matrix V. Then, it can be shown
that the maximum likelihood estimators of ξ and
V are the sample mean vector X and the sample
variance–covariance matrix S, respectively, and these
two are statistically independent. From the reproductive property of the multivariate normal distribution,
it is known that X is distributed as multivariate normal with mean ξ and variance–covariance matrix
V/n, and that nS = ni=1 (Xi − X)(Xi − X)T is distributed as Wishart distribution Wp (n − 1; V).
From the multivariate normal distribution in (40),
translation systems (that parallel Johnson’s systems in
the univariate case) can be constructed. For example,
by performing the logarithmic transformation Y =
log X, where X is the multivariate normal variable
with parameters ξ and V, we obtain the distribution
of Y to be multivariate log-normal distribution. We
can obtain its moments, for example, from (41) to be
µr (Y)

=E

 k



Yiri

= E{exp(rT X)}

i=1



1
= exp rT ξ + rT Vr .
2

(116)

Bildikar and Patil [39] introduced a multivariate
exponential-type distribution with pdf
pX (x; θ) = h(x) exp{θ T x − q(θ)},

21

(117)

where x = (x1 , . . . , xk )T , θ = (θ1 , . . . , θk )T , h is a
function of x alone, and q is a function of θ alone.
The marginal distributions of all orders are also

MX (t) = E{exp(tT X)}
= exp{q(θ + t) − q(θ)}.

(118)

Further insightful discussions on this family have
been provided in [46, 76, 109, 143]. A concise review
of all the developments on this family can be found
in Chapter 54 of [124].
Anderson [16] presented a multivariate Linnik distribution with characteristic function

 m
α/2 −1



t T i t
,
(119)
ϕX (t) = 1 +


i=1

where 0 < α ≤ 2 and i are k × k positive semidefinite matrices with no two of them being proportional.
Kagan [116] introduced two multivariate distributions as follows. The distribution of a vector X of
dimension m is said to belong to the class Dm,k
(k = 1, 2, . . . , m; m = 1, 2, . . .) if its characteristic
function can be expressed as
ϕX (t) = ϕX (t1 , . . . , tm )

ϕi1 ,...,ik (ti1 , . . . , tik ),
=

(120)

1≤i1 <···<ik ≤m

where (t1 , . . . , tm )T ∈ m and ϕi1 ,...,ik are continuous
complex-valued functions with ϕi1 ,...,ik (0, . . . , 0) = 1
for any 1 ≤ i1 < · · · < ik ≤ m. If (120) holds in the
neighborhood of the origin, then X is said to belong to
the class Dm,k (loc). Wesolowski [216] has established
some interesting properties of these two classes of
distributions.
Various forms of multivariate Farlie–Gumbel–
Morgenstern distributions exist in the literature.
Cambanis [50] proposed the general form as one with
cdf

k
k


F (xi1 ) 1 +
ai1 {1 − F (xi1 )}
FX (x) =
i1 =1

+



i1 =1

ai1 i2 {1 − F (xi1 )}{1 − F (xi2 )}

1≤i1 <i2 ≤k


k

+ · · · + a12···k
{1 − F (xi )} .
i=1

(121)
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A more general form was proposed by Johnson and
Kotz [113] with cdf

k


FXi1 (xi1 ) 1 +
ai 1 i 2
FX (x) =
i1 =1

1≤i1 <i2 ≤k

× {1 − FXi1 (xi1 )}{1 − FXi2 (xi2 )}

k

+ · · · + a12···k
{1 − FXi (xi )} .

(122)
[5]

In this form, the coefficients ai were taken to be 0 so
that the univariate marginal distributions are the given
distributions Fi . The density function corresponding
to (122) is

k


pXi (xi ) 1 +
ai 1 i 2
pX (x) =

[6]

[7]

1≤i1 <i2 ≤k

i=1

× {1 − 2FXi1 (xi1 )}{1 − 2FXi2 (xi2 )}

k

{1 − 2FXi (xi )} . (123)
+ · · · + a12···k
i=1

[8]

[9]

The multivariate Farlie–Gumbel–Morgenstern distributions can also be expressed in terms of survival
functions instead of the cdf’s as in (122).
Lee [128] suggested a multivariate Sarmanov distribution with pdf
pX (x) =

[3]

[4]

i=1

k


[2]

[10]

[11]

pi (xi ){1 + Rφ1 ,...,φk ,k (x1 , . . . , xk )},

i=1

(124)

where pi (xi ) are specified density functions on ,

Rφ1 ,...,φk ,k (x1 , . . . , xk ) =
ωi1 i2 φi1 (xi1 )φi2 (xi2 )
1≤i1 <i2 ≤k

+ · · · + ω12···k

[12]

k


φi (xi ),

[13]
[14]

(125)

[15]

and k = {ωi1 i2 , . . . , ω12···k } is a set of real numbers
such that the second term in (124) is nonnegative for
all x ∈ k .

[16]

i=1

[17]
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Continuous Parametric
Distributions
General Observations
Actuaries use continuous distributions to model a
variety of phenomena. Two of the most common are
the amount of random selected property damage or
liability claim and the number of years until death for
a given individual. Even though the recorded numbers must be countable (being measured in monetary
units or numbers of days) the number of possibilities are usually numerous and the values sufficiently close to make a continuous model useful.
(One exception is the case where the future lifetime
is measured in years, in which case a discrete model
called the life table is employed.) When selecting
a distribution to use as a model, one approach is
to use a parametric distribution. A parametric distribution is a collection of random variables that
can be indexed by a fixed-length vector of numbers
called parameters. That is, let  be a set of vectors,
θ = (θ1 , . . . , θk ) . The parametric distribution is then
the set of distribution functions, {F (x; θ), θ ∈ }.
For example, the two-parameter Pareto distribution
is defined by
 θ1

θ2
, x>0
(1)
F (x; θ1 , θ2 ) = 1 −
θ2 + x
with  = {(θ1 , θ2 ) : θ1 > 0, θ2 > 0}. A specific
model is constructed by assigning numerical values
to the parameters.
For actuarial applications, commonly used parametric distributions are the log-normal, gamma,
Weibull, and Pareto (both one and two-parameter versions). The standard reference for these and many
other parametric distributions are [4] and [5]. Applications to insurance problems along with a list of
about 20 such distributions can be found in [8].
Included among them are the inverse distributions,
derived by obtaining the distribution function of the
reciprocal of a random variable.
For a survey of some of the basic continuous
distributions used in actuarial science, we refer to
pages 612–615 in [11] (see Table 1).
More complex models such as the three-parameter
transformed gamma distribution and four-parameter
transformed beta distribution are discussed in [12].

Finite mixture distributions (convex combinations
of parametric distributions) such as the mixture of
exponentials distribution has been discussed by
Keatinge [7] and are also covered in detail in the
book [10].
Often there are relationships between parametric
distributions that can be of value. For example,
by setting appropriate parameters to be equal to
1, the transformed gamma distribution can become
either the gamma or Weibull distribution. In addition,
a distribution can be the limiting case of another
distribution as two or more of its parameters become
zero or infinity in a particular way.
For most actuarial applications, it is not possible
to look at the process that generates the claims
and from it determine an appropriate parametric
model. For example, there is no reason automobile
physical damage claims should have a gamma as
opposed to a Weibull distribution. However, there
is some evidence to support the Pareto distribution
for losses above a large value [13]. This is in
contrast with discrete models for counts, such as
the Poisson distribution, which can have a physical
motivation.
The main advantage in using parametric models
over the empirical distribution or semiparametric
distributions such as kernel-smoothing distributions
is parsimony. When there are few data points, using
them to estimate two or three parameters may be
more efficient than using them to determine the
complete shape of the distribution. Also, these models
are usually smooth, which is in agreement with our
assessment of such phenomena.

Particular Examples
The remainder of this article discusses some particular distributions that have proved useful to actuaries.

Transformed Beta Class
The transformed beta (also called the generalized F )
distribution is specified as follows:
f (x) =

(α + τ )
γ (x/θ)γ τ
(α)(τ ) x[1 + (x/θ)γ ]α+τ

F (x) = β(τ, α; u), u =

(x/θ)γ
1 + (x/θ)γ

(2)
(3)

a, λ > 0

n = 1, 2, . . . , λ > 0

λ>0

(a, λ)

Erl(n, λ)

Exp(λ)

α, c > 0

r, c> 0 
r +n
ωn = 
r

µ > 0, λ > 0

α>1

W(r, c)

IG(µ, λ)

PME(α)

2

ω = exp(b )

−∞ < a < ∞, b > 0

n = 1, 2 . . ..

Par(α, c)

LN(a, b)

λ2 (n)

σ >0

−∞ < µ < ∞

−∞ < a < b < ∞

(a, b)

N(µ, σ 2 )

Parameters



n

x

λe−λx : x ≥ 0


(x − µ)2
exp
2σ 2
;x ∈ 
√
2πσ

α−1
α

α

λ
2π x 3

α



;x > 0

y −(α+2) e−x/y dy;

r>0

α

−λ(x − µ)2
2µ2 x

α−1
α

exp



2

1

r

rcx r−1 e−cx ; x ≥ 0

1

µ

1+

2
α(α − 2)

µ3
λ

(ω1 − ω22 )c−2/r

α>2

α>1
ω1 c−1/r

αc2
;
(α − 1)2 (α − 2)

e2a ω(ω − 1)

2n

σ2

αc
;
α−1



b2
exp a +
2

n

µ

1

2

2

1

;

2
α(α − 2)

λ

µ1

ω2
−1
ω12


1+



α>2

[α(α −

1
2)]− 2

(ω − 1) 2

σ
µ

2
n

1

n− 2

1

a− 2

1

3(b + a)

b−a

(b − a)2
12
a
λ2
n
λ2
1
λ2

a+b
2
a
λ
n
λ
1
λ

1
; x ∈ (a, b)
b−a
λa x a−1 e−λx
;x ≥ 0
(a)
λn x n−1 e−λx
;x ≥ 0
(n − 1)!
√

c.v.

Variance

Mean

Density f (x)

(2n/2 (n/2))−1 x 2 −1 e− 2 ; x ≥ 0


(log x − a)2
exp −
2b2
;x ≥ 0
√
xb 2π
α  c α+1
;x > c
c x

Absolutely continuous distributions

Distribution

Table 1

s

2 2a

xα
dr
x−s ;

s<0

α α−1
(α − 1)α

∫0α−1

α

*
 
λ
exp
µ


2
λ
exp 
− 2λs 
µ2

*

*

(1 − 2s)−n/2 ; s < 1/2

1

eµs+ 2 σ

ebs − eas
s(b − a)

a
λ
;s < λ
λ−s

n
λ
;s < λ
λ−s
λ
;s < λ
λ−s

m.g.f.
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Continuous Parametric Distributions
E[X k ] =

θ k (τ + k/γ )(α − k/γ )
,
(α)(τ )

− τ γ < k < αγ


τ γ − 1 1/γ
mode = θ
,
αγ + 1

(4)
τ γ > 1,

else 0. (5)

Special cases include the Burr distribution (τ = 1,
also called the generalized F ), inverse Burr (α = 1),
generalized Pareto (γ = 1, also called the beta distribution of the second kind), Pareto (γ = τ = 1, also
called the Pareto of the second kind and Lomax),
inverse Pareto (α = γ = 1), and loglogistic (α = τ =
1). The two-parameter distributions as well as the
Burr distribution have closed forms for the distribution function and the Pareto distribution has a closed
form for integral moments. Reference [9] provides a
good summary of these distributions and their relationships to each other and other distributions.

Transformed Gamma Class
The transformed gamma (also called the generalized
gamma) distribution is specified as follows:
f (x) =

τ uα e−u
,
x(α)

u=

 x τ
θ

,

F (x) = (α; u),
θ (α + k/τ )
, k > −ατ
(α)


ατ − 1 1/τ
, ατ > 1, else 0.
mode = θ
τ

E[X k ] =

(6)
(7)

k

(8)
(9)

Special cases include the gamma (τ = 1, and is
called Erlang when α is an integer), Weibull (α = 1),
and exponential (α = τ = 1) distributions. Each of
these four distributions also has an inverse distribution obtained by transforming to the reciprocal of
the random variable. The Weibull and exponential
distributions have closed forms for the distribution
function while the gamma and exponential distributions do not rely on the gamma function for integral
moments. The gamma distribution is closed under
convolutions (the sum of identically and independently distributed gamma random variables is also
gamma).
If one replaces the random variable X by eX , then
one obtains the log-gamma distribution that has a

heavy-tailed density for x > 1 given by


x −(1/θ)−1 log x α−1
f (x) =
.
θ(α)
θ

3

(10)

Generalized Inverse Gaussian Class
The generalized inverse Gaussian distribution is
given in [2] as follows:


1
(ψ/χ)θ/2 θ−1
exp − (χx −1 + ψx) ,
f (x) =
x
√
2
2Kθ ( ψχ)
x > 0, χ, ψ > 0.

(11)

See [6] for a detailed discussion of this distribution,
and for a summary of the properties of the modified
Bessel function Kθ .
Special cases include the inverse Gaussian
(θ = −1/2), reciprocal inverse Gaussian (θ =
1/2), gamma or inverse gamma (ψ = 0, inverse
distribution when θ < 0), and Barndorff-Nielsen
hyperbolic (θ = 0). The inverse Gaussian distribution
has useful actuarial applications, both as a mixing
distribution for Poisson observations and as a claim
severity distribution with a slightly heavier tail than
the log-normal distribution. It is given by

1/2
λ
f (x) =
2πx 3



λ x
µ
× exp −
−2+
, (12)
2µ µ
x
 

λ x
F (x) =
−1
x µ
  

λ x
2λµ−1
+e
−
+ 1 . (13)
x µ
The mean is µ and the variance is µ3 /λ. The inverse
Gaussian distribution is closed under convolutions.

Extreme Value Distribution
These distributions are created by examining the
behavior of the extremes in a series of independent
and identically distributed random variables. A thorough discussion with actuarial applications is found
in [2].

exp[−(1 + ξ z)−1/ξ ], ξ  = 0
(14)
F (x) =
exp[− exp(−z)], ξ = 0
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where z = (x − µ)/θ. The support is (−1/ξ, ∞)
when ξ > 0, (−∞, −1/ξ ) when ξ < 0 and is the
entire real line when ξ = 0. These three cases also
represent the Fréchet, Weibull, and Gumbel distributions respectively.

Other Distributions Used for Claim Amounts
•

The log-normal distribution (obtained by exponentiating a normal variable) is a good model for
less risky events.
 2
φ(z)
−z
1
=
,
√ exp
f (x) =
2
σx
xσ 2π
log x − µ
,
σ
F (x) = (z),


k2 σ 2
,
E[X k ] = exp kµ +
2
z=

mode = exp(µ − σ 2 ).
•

(16)
(17)
(18)

The single parameter Pareto distribution (which
is the ‘original’ Pareto model) is commonly used
for risky insurances such as liability coverages. It
only models losses that are above a fixed, nonzero
value.
αθ α
f (x) = α+1 , x > θ
x
 α
θ
F (x) = 1 −
, x>θ
x
αθ k
,
α−k
mode = θ.

E[X k ] =

•

(15)

k<α

(19)
(20)
(21)
(22)

The generalized beta distribution models losses
between 0 and a fixed positive value.
τ
(a + b) a
u (1 − u)b−1 ,
(a)(b)
x
 x τ
,
0 < x < θ, u =
θ
F (x) = β(a, b; u),
f (x) =

E[X k ] =

(23)
(24)

θ (a + b)(a + k/τ )
,
(a)(a + b + k/τ )
k

k > −aτ.

(25)

•

Setting τ = 1 produces the beta distribution (with
the more common form also using θ = 1).
Mixture distributions were discussed above.
Another possibility is to mix gamma distributions
with a common scale (θ) parameter and different
shape (α) parameters.

See [3] and references therein for further details
of scale mixing and other parametric models.

Distributions Used for Length of Life
The length of human life is a complex process
that does not lend itself to a simple distribution
function. A model used by actuaries that works fairly
well for ages from about 25 to 85 is the Makeham
distribution [1].


B(cx − 1)
.
(26)
F (x) = 1 − exp −Ax −
ln c
When A = 0 it is called the Gompertz distribution.
The Makeham model was popular when the cost of
computing was high owing to the simplifications that
occur when modeling the time of the first death from
two independent lives [1].

Distributions from Reliability Theory
Other useful distributions come from reliability theory. Often these distributions are defined in terms of
the mean residual life, which is given by
e(x) :=

1
1 − F (x)

x+

(1 − F (u)) du,

(27)

x

where x+ is the right hand boundary of the distribution F . Similarly to what happens with the failure
rate, the distribution F can be expressed in terms of
the mean residual life by the expression


x
1
e(0)
exp −
du .
(28)
1 − F (x) =
e(x)
0 e(u)
For the Weibull distributions, e(x) = (x 1−τ /θτ )
(1 + o(1)). As special cases we mention the Rayleigh
distribution (a Weibull distribution with τ = 2),
which has a linear failure rate and a model created from a piecewise linear failure rate function.

Continuous Parametric Distributions
For the choice e(x) = (1/a)x 1−b , one gets the
Benktander Type II distribution
1 − F (x) = ace−(a/b)x x −(1−b) ,
b

x > 1,

(29)

where 0 < a, 0 < b < 1 and 0 < ac < exp(a/b).
For the choice e(x) = x(a + 2b log x)−1 one
arrives at the heavy-tailed Benktander Type I
distribution
1 − F (x) = ce−b(log x) x −a−1 (a + 2b log x),
2

x>1

[6]

[7]

[8]
[9]

[10]

(30)

[11]

where 0 < a, b, c, ac ≤ 1 and a(a + 1) ≥ 2b.
[12]
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(3) implies f (EX) ≤ Ef (X). For a more general
Jensen inequality, see Theorem 1 below.
Another characterization of a convex function is
as follows: a function f is convex if and only if its
epigraph

Convexity
Convex Sets
A subset C of a linear space E (like, for example,
the real line  or an Euclidean space d ) is said to
be convex if
αx + (1 − α)y ∈ C

∀ x, y ∈ C, 0 ≤ α ≤ 1. (1)

Thus, a set is convex if it contains as subsets all line
segments joining pairs of its points. It is easy to see by
induction that 
a convex set C also contains all convex
combinations ni=1 α
i xi for all x1 , . . . , xn ∈ C and all
α1 , . . . , αn ≥ 0 with ni=1 αi = 1.
On the real line, a set is convex if and only if
it is an interval. Typical examples of convex sets in
Euclidean spaces are cubes, balls, or half-spaces. As
an infinite dimensional example, consider the space
E of all functions f :  → . Here, the subsets of
all nonnegative functions, all increasing functions, all
continuous functions, or all functions with a global
minimum at zero are all convex subsets. Notice also
that an intersection of an arbitrary number of convex
sets is again a convex set.

Convex Functions
Let C be a convex set and f : C →  be a real-valued
function. Then f is said to be convex if
f (αx + (1 − α)y) ≤ αf (x) + (1 − α)f (y)
∀ x, y ∈ C, 0 ≤ α ≤ 1.

(2)

A function f is said to be concave, if −f is convex.
A function is simultaneously convex and concave if
(2) holds with equality, which means that f is affine.
In expected utility theory, concavity of a function
reflects risk aversion.
It follows easily by induction that (2) is equivalent
to the condition

 n
n


αi xi ≤
αi f (xi )
(3)
f
i=1

epi(f ) := {(x, y) ∈ C ×  : f (x) ≤ y}

is a convex set.
Next we consider operations of convex functions
that lead to convex functions again.
•

•

A supremum of arbitrarily many convex functions
is convex again. Moreover, if f is continuous
and convex, then it is the supremum of all affine
functions  with  ≤ f .
If f and g are convex, then αf + βg is convex
for all α, β > 0.

Convex Functions on the Real Line
Convex functions on an interval I ⊂  have many
nice properties. In that case, a function f : I →  is
convex if and only if it has increasing increments,
which means that
x  → f (x + h) − f (x) is increasing for all h > 0.
(5)
A classical application of convexity in an actuarial
context is to model indemnity functions. These functions describe the amount paid by the (re)insurer for
a given total claim in a given time period. According
to (5), convexity ensures that the additional amount
paid by the (re)insurer for an additional claim of size
h is an increasing function of the already incurred
total claim size x.
Notice that property (5) does not characterize
convexity in higher dimensions. There, this property
characterizes directionally convex functions.
A convex function is necessarily continuous in the
interior of its domain. It is possible, however, that the
function is discontinuous with an upward jump at the
boundary. Moreover, the left and right derivatives
f (x + h) − f (x)
h0
h

D + f (x) = lim

i=1

for all x1 , . . . , xn ∈ C and all α1 , . . . , αn ≥ 0 with

n
i=1 αi = 1. This is known as Jensen’s inequality.
Let X be a discrete random variable with P (X =
xi ) = αi , i = 1, . . . , n. If f is a convex function, then

(4)

and

f (x) − f (x − h)
h0
h

D − f (x) = lim

(6)

always exist and they fulfill D + f (x) ≤ D − f (y) ≤
D + f (y) for all x < y. Especially, a differentiable
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function is convex, if and only if its derivative is
increasing, and hence a twice-differentiable function
f is convex, if and only if the second derivative is
nonnegative.
Convex functions can also be characterized as
having lines of support in every point. This means
that a function f is convex if and only if for every
fixed x0 there is some y such that
f (x) ≥ f (x0 ) + y(x − x0 )

∀ x ∈ C.

Convex Functions in Euclidean Space
If C ⊂  is a convex set, and f :  →  is a convex function, then still f is continuous in the interior
of C. A differentiable function f with gradient ∇f is
convex if and only if it fulfills the following monotonicity condition:
(8)

If f is twice differentiable, then it is convex if and
only if the Hessian Hf is positive semidefinite, that
is if
(9)
yT Hf (x)y ≥ 0 ∀ x ∈ C, y ∈ n .
They still have the nice property that any local
extrema in the interior of the domain must be a
minimum, and that any local minimum necessarily
is a global minimum. Moreover, the set of global
minima is a convex set. Therefore, convexity plays an
important role in the theory of nonlinear optimization.
It is also still true that a convex function is
characterized by having lines of support in all points
of the domain, that is, for any fixed x0 ∈ C there is
a y such that
f (x) ≥ f (x0 ) + yT (x − x0 ) ∀ x ∈ C.

(11)

This can be generalized to conditional expectations.
If G is an arbitrary sub-σ -algebra then
E[f (X)|G] ≥ f (E[X|G]) a.s.

(12)

Jensen’s inequality is related to the concept of convex
ordering of probability distributions, a topic that will
be treated in the article on stochastic ordering. It
also provides an intuitive meaning for risk aversion.

Bibliographic Remarks

n

[∇f (y) − ∇f (x)]T (y − x) ≥ 0 ∀ x, y ∈ C.

Ef (X) ≥ f (EX).

(7)

Inequality (7) holds for any y ∈ [D − f (x0 ),
D + f (x0 )], that is, for any subgradient.

n

Theorem 1 (Jensen’s inequality) Let X = (X1 , . . . ,
Xn ) be an arbitrary random vector and f : n → 
a convex function. Then

The foundations of convexity were laid by Jensen
and Minkowski at the beginning of the twentieth
century, see [1, 2]. Concise treatments of convex sets
and functions can be found in [3–5]. There you can
also find material about related concepts like quasiconvexity (convexity of all level sets), higher-order
convexity (also called s-convexity, which holds if the
derivative of order s − 2 is convex), Schur-convexity
(monotonicity with respect to majorization ordering),
and so on.
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(10)

If f is differentiable then y = ∇f (x0 ) in (10).

Jensen’s Inequality
Replacing in (10) the variable x with a random vector
X, choosing EX for x0 , and taking expectations on
both sides yields Jensen’s inequality, one of the most
important inequalities in probability theory. There is
also a version of it for conditional expectations.

(See also Audit; Aviation Insurance; Comonotonicity; Dependent Risks; Equilibrium Theory;
Incomplete Markets; Integrated Tail Distribution;
Interest-rate Risk and Immunization; Lévy Processes; Moral Hazard; Nonexpected Utility Theory; Optimal Risk Sharing; Point Processes; Riskbased Capital Allocation; Risk Measures; Risk
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Convolutions of
Distributions
Let F and G be two distributions. The convolution
of distributions F and G is a distribution denoted by
F ∗ G and is given by
 ∞
F (x − y) dG(y).
(1)
F ∗ G(x) =
−∞

Assume that X and Y are two independent random
variables with distributions F and G, respectively.
Then, the convolution distribution F ∗ G is the distribution of the sum of random variables X and Y,
namely, Pr{X + Y ≤ x} = F ∗ G(x).
It is well-known that F ∗ G(x) = G ∗ F (x), or
equivalently,
 ∞
 ∞
F (x − y) dG(y) =
G(x − y) dF (y).
−∞

−∞

(2)
See, for example, [2].
The integral in (1) or (2) is a Stieltjes integral with
respect to a distribution. However, if F (x) and G(x)
have density functions f (x) and g(x), respectively,
which is a common assumption in insurance applications, then the convolution distribution F ∗ G also
has a density denoted by f ∗ g and is given by
 ∞
f (x − y)g(y) dy,
(3)
f ∗ g(x) =
−∞

and the convolution distribution F ∗ G is reduced a
Riemann integral, namely
 ∞
F (x − y)g(y) dy
F ∗ G(x) =
−∞


=

∞

−∞

G(x − y)f (y) dy.

(4)

More generally, for distributions F1 , . . . , Fn , the convolution of these distributions is a distribution and is
defined by
F1 ∗ F2 ∗ · · · ∗ Fn (x) = F1 ∗ (F2 ∗ · · · ∗ Fn )(x). (5)
In particular, if Fi = F, i = 1, 2, . . . , n, the convolution of these n identical distributions is denoted
by F (n) and is called the n-fold convolution of the
distribution F.

In the study of convolutions, we often use the
moment generating function (mgf) of a distribution.
Let X be a random variable with distribution F. The
function
 ∞
mF (t) = EetX =
etx dF (x)
(6)
−∞

is called the moment generating function of X or F.
It is well-known that the mgf uniquely determines a
distribution and, conversely, if the mgf exists, it is
unique. See, for example, [22].
If F and G have mgfs mF (t) and mG (t), respectively, then the mgf of the convolution distribution
F ∗ G is the product of mF (t) and mG (t), namely,
mF ∗G (t) = mF (t)mG (t).
Owing to this property and the uniqueness of the
mgf, one often uses the mgf to identify a convolution
distribution. For example, it follows easily from the
mgf that the convolution of normal distributions is
a normal distribution; the convolution of gamma distributions with the same shape parameter is a gamma
distribution; the convolution of identical exponential distributions is an Erlang distribution; and the
sum of independent Poisson random variables is a
Poisson random variable.
A nonnegative distribution means that it is the
distribution of a nonnegative random variable. For a
nonnegative distribution, instead of the mgf, we often
use the Laplace transform of the distribution. The
Laplace transform of a nonnegative random variable
X or its distribution F is defined by
 ∞
e−sx dF (x), s ≥ 0. (7)
fˆ(s) = E(e−sX ) =
0

Like the mgf, the Laplace transform uniquely determines a distribution and is unique. Moreover, for
nonnegative distributions F and G, the Laplace transform of the convolution distribution F ∗ G is the
product of the Laplace transforms of F and G. See,
for example, [12]. One of the advantages of using
the Laplace transform fˆ(s) is its existence for any
nonnegative distribution F and all s ≥ 0. However,
the mgf of a nonnegative distribution may not exist
over (0, ∞). For example, the mgf of a log-normal
distribution does not exist over (0, ∞).
In insurance, the aggregate claim amount or loss
is usually assumed to be a nonnegative random variable. If there are two losses X ≥ 0 and Y ≥ 0 in
a portfolio with distributions F and G, respectively,
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then the sum X + Y is the total of losses in the portfolio. Such a sum of independent loss random variables
is the basis of the individual risk model in insurance.
See, for example, [15, 18]. One is often interested
in the tail probability of the total of losses, which
is the probability that the total of losses exceeds an
amount of x > 0, namely, Pr{X + Y > x}. This tail
probability can be expressed as
Pr{X + Y > x} = 1 − F ∗ G(x)
 x
G(x − y) dF (y)
= F (x) +
0


= G(x) +

x

F (x − y) dG(y), (8)

0

which is the tail of the convolution distribution
F ∗ G.
It is interesting to note that many quantities related
to ruin in risk theory can be expressed as the tail of a
convolution distribution, in particular, the tail of the
convolution of a compound geometric distribution
and a nonnegative distribution.
A nonnegative distribution F is called a compound
geometric distribution if the distribution F can be
expressed as
F (x) = (1 − ρ)

∞


ρ n H (n) (x), x ≥ 0,

(9)

n=0

where 0 < ρ < 1 is a constant, H is a nonnegative
distribution, and H (0) (x) = 1 if x ≥ 0 and 0 otherwise. The convolution of the compound geometric
distribution F and a nonnegative distribution G is
called a compound geometric convolution distribution and is given by
W (x) = F ∗ G(x)
= (1 − ρ)

∞


ρ n H (n) ∗ G(x), x ≥ 0.

(10)

n=0

The compound geometric convolution arises as
Beekman’s convolution series in risk theory and
in many other applied probability fields such
as reliability and queueing. In particular, ruin
probabilities in perturbed risk models can often
be expressed as the tail of a compound geometric
convolution distribution. For instance, the ruin
probability in the perturbed compound Poisson
process with diffusion can be expressed as the

convolution of a compound geometric distribution
and an exponential distribution. See, for example, [9].
For ruin probabilities that can be expressed as the tail
of a compound geometric convolution distribution in
other perturbed risk models, see [13, 19, 20, 26].
It is difficult to calculate the tail of a compound
geometric convolution distribution. However, some
probability estimates such as asymptotics and bounds
have been derived for the tail of a compound geometric convolution distribution. For example, exponential
asymptotic forms of the tail of a compound geometric
convolution distribution have been derived in [5, 25].
It has been proved under some Cramér–Lundberg
type conditions that the tail of the compound geometric convolution distribution W in (10) satisfies
W (x) ∼ Ce−Rx , x → ∞,

(11)

for some constants C > 0 and R > 0. See, for example, [5, 25]. Meanwhile, for heavy-tailed distributions, asymptotic forms of the tail of a compound
geometric convolution distribution have also been
discussed. For instance, it has been proved that
W (x) ∼

ρ
H (x) + G(x), x → ∞,
1−ρ

(12)

provided that H and G belong to some classes
of heavy-tailed distributions such as the class of
intermediately regularly varying distributions, which
includes the class of regularly varying tail distributions. See, for example, [6] for details. Bounds for
the tail of a compound geometric convolution distribution can be found in [5, 24, 25]. More applications
of this convolution in insurance and its distributional
properties can be found in [23, 25].
Another common convolution in insurance is the
convolution of compound distributions. A random
N variable S is called a random sum if S =
i=1 Xi , where N is a counting random variable
and {X1 , X2 , . . .} are independent and identically distributed nonnegative random variables, independent
of N. The distribution of the random sum is called a
compound distribution. See, for example, [15]. Usually, in insurance, the counting random variable N
denotes the number of claims and the random variable Xi denotes the amount of i th claim. If an insurance portfolio consists of two independent businesses
and the total amount of claims or losses in these two
businesses are random sums SX and SY respectively,
then, the total amount of claims in the portfolio is the
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sum SX + SY . The tail of the distribution of SX + SY
is of form (8) when F and G are the distributions of
SX and SY , respectively.
One of the important convolutions of compound
distributions is the convolution of compound Poisson distributions. It is well-known that the convolution of compound Poisson distributions is still a compound Poisson distribution. See, for example, [15].
It is difficult to calculate the tail of a convolution
distribution, when F or G is a compound distribution in (8). However, for some special compound
distributions such as compound Poisson distributions,
compound negative binomial distributions, and so
on, Panjer’s recursive formula provides an effective
approximation for these compound distributions. See,
for example, [15] for details. When F and G both
are compound distributions, Dickson and Sundt [8]
gave some numerical evaluations for the convolution
of compound distributions. For more applications of
convolution distributions in insurance and numerical
approximations to convolution distributions, we refer
to [15, 18], and references therein.
Convolution is an important distribution operator in probability. Many interesting distributions are
obtained from convolutions. One important class of
distributions defined by convolutions is the class
of infinitely divisible distributions. A distribution F
is said to be infinitely divisible if, for any integer
n ≥ 2, there exists a distribution Fn so that F =
Fn ∗ Fn ∗ · · · ∗ Fn . See, for example, [12]. Clearly,
normal and Poisson distributions are infinitely divisible. Another important and nontrivial example of an
infinitely divisible distribution is a log-normal distribution. See, for example, [4]. An important subclass
of the class of infinitely divisible distributions is the
class of generalized gamma convolution distributions,
which consists of limit distributions of sums or positive linear combinations of all independent gamma
random variables. A review of this class and its applications can be found in [3].
Another distribution connected with convolutions
is the so-called heavy-tailed distribution. For two
independent nonnegative random variables X and Y
with distributions F and G respectively, if
Pr{X + Y > x} ∼ Pr{max{X, Y } > x}, x → ∞,
(13)
or equivalently
1 − F ∗ G(x) ∼ F (x) + G(x), x → ∞, (14)

we say that F and G is max-sum equivalent, written
F ∼M G. See, for example, [7, 10].
The max-sum equivalence means that the tail
probability of the sum of independent random variables is asymptotically determined by that of the
maximum of the random variables. This is an interesting property used in modeling extremal events,
large claims, and heavy-tailed distributions in insurance and finance.
In general, for independent nonnegative random
variables X1 , . . . , Xn with distributions F1 , . . . , Fn ,
respectively, we need to know under what conditions,
Pr{X1 + · · · + Xn > x} ∼ Pr{max{X1 , . . . , Xn } > x},
x → ∞,

(15)

or equivalently
1 − F1 ∗ · · · ∗ Fn (x) ∼ F 1 (x) + · · · + F n (x),
x → ∞,

(16)

holds.
We say that a nonnegative distribution F is subexponential if F ∼M F , or equivalently,
F (2) (x) ∼ 2F (x),

x → ∞.

(17)

A subexponential distribution is one of the most
important heavy-tailed distributions in insurance,
finance, queueing, and many other applied probability
models. A review of subexponential distributions can
be found in [11].
We say that the convolution closure holds in a
distribution class A if F ∗ G ∈ A holds for any
F ∈ A and G ∈ A. In addition, we say that the maxsum-equivalence holds in A if F ∼M G holds for any
F ∈ A and G ∈ A.
Thus, if both the max-sum equivalence and the
convolution closure hold in a distribution class A,
then (15) or (16) holds for all distributions in A.
It is well-known that if Fi = F, i = 1, . . . , n are
identical subexponential distributions, then (16) holds
for all n = 2, 3, . . .. However, for nonidentical subexponential distributions, (16) is not valid. Therefore,
the max-sum equivalence is not valid in the class
of subexponential distributions. Further, the convolution closure also fails in the class of subexponential
distributions. See, for example, [16].
However, it is well-known [11, 12] that both the
max-sum equivalence and the convolution closure
hold in the class of regularly varying tail distributions.
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Further, Cai and Tang [6] considered other classes
of heavy-tailed distributions and showed that both
the max-sum equivalence and the convolution closure
hold in two other classes of heavy-tailed distributions.
One of them is the class of intermediately regularly
varying distributions. These two classes are larger
than the class of regularly varying tail distributions
and smaller than the class of subexponential distributions; see [6] for details. Also, applications of these
results in ruin theory were given in [6].
The convolution closure also holds in other important classes of distributions. For example, if nonnegative distributions F and G both have increasing
failure rates, then the convolution distribution F ∗ G
also has an increasing failure rate. However, the convolution closure is not valid in the class of distributions with decreasing failure rates [1]. Other classes
of distributions classified by reliability properties can
be found in [1]. Applications of these classes can be
found in [21, 25].
Another important property of convolutions of
distributions is their closure under stochastic orders.
For example, for two nonnegative random variables
X and Y with distributions F and G respectively, X is
said to be smaller than Y in a stop-loss order, written
X ≤sl Y , or F ≤sl G if
 ∞
 ∞
F (x) dx ≤
G(x) dx
(18)
t

t

for all t ≥ 0.
Thus, if F1 ≤sl F2 and G1 ≤sl G2 . Then F1 ∗
G1 ≤sl F2 ∗ G2 [14, 17]. For the convolution closure
under other stochastic orders, we refer to [21]. The
applications of the convolution closure under stochastic orders in insurance can be found in [14, 17] and
references therein.
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Copulas
Introduction and History
In this introductory article on copulas, we delve into
the history, give definitions and major results, consider methods of construction, present measures of
association, and list some useful families of parametric copulas.
Let us give a brief history. It was Sklar [19], with
his fundamental research who showed that all finite
dimensional probability laws have a copula function associated with them. The seed of this research
is undoubtedly Fréchet [9, 10] who discovered the
lower and upper bounds for bivariate copulas. For
a complete discussion of current and past copula
methods, including a captivating discussion of the
early years and the contributions of the French and
Roman statistical schools, the reader can consult the
book of Dall’Aglio et al. [6] and especially the article by Schweizer [18]. As one of the authors points
out, the construction of continuous-time multivariate
processes driven by copulas is a wide-open area of
research.
Next, the reader is directed to [12] for a good summary of past research into applied copulas in actuarial
mathematics. The first application of copulas to actuarial science was probably in Carrière [2], where the
2-parameter Fréchet bivariate copula is used to investigate the bounds of joint and last survivor annuities.
Its use in competing risk or multiple decrement
models was also given by [1] where the latent probability law can be found by solving a system of
ordinary differential equations whenever the copula is
known. Empirical estimates of copulas using joint life
data from the annuity portfolio of a large Canadian
insurer, are provided in [3, 11]. Estimates of correlation of twin deaths can be found in [15]. An example
of actuarial copula methods in finance is the article
in [16], where insurance on the losses from bond and
loan defaults are priced. Finally, applications to the
ordering of risks can be found in [7].

Bivariate Copulas and Measures of
Association
In this section, we give many facts and definitions in
the bivariate case. Some general theory is given later.

Denote a bivariate copula as C(u, v) where (u, v) ∈
[0, 1]2 . This copula is actually a cumulative distribution function (CDF) with the properties: C(0, v) =
C(u, 0) = 0, C(u, 1) = u, C(1, v) = v, thus the
marginals are uniform. Moreover, C(u2 , v2 ) −
C(u1 , v2 ) − C(u2 , v1 ) + C(u1 , v1 ) ≥ 0 for all u1 ≤
u2 , v1 ≤ v2 ∈ [0, 1]. In the independent case, the copula is C(u, v) = uv. Generally, max(0, u + v − 1) ≤
C(u, v) ≤ min(u, v). The three most important copulas are the independent copula uv, the Fréchet lower
bound max(0, u + v − 1), and the Fréchet upper
bound min(u, v). Let U and V be the induced random
variables from some copula law C(u, v). We know
that U = V if and only if C(u, v) = min(u, v), U =
1 − V if and only if C(u, v) = max(0, u + v − 1)
and U and V are stochastically independent if and
only if C(u, v) = uv.
For examples of parametric families of copulas, the reader can consult Table 1. The Gaussian
copula is defined later in the section ‘Construction
of Copulas’. The t-copula is given in equation (9).
Table 1 contains one and two parameter models.
The single parameter models are Ali–Mikhail–Haq,
Cook–Johnson [4], Cuadras–Augé-1, Frank, Fréchet
-1, Gumbel, Morgenstern, Gauss, and Plackett. The
two parameter models are Carrière, Cuadras–Augé-2,
Fréchet-2, Yashin–Iachine and the t-copula.
Next, consider Frank’s copula. It was used to
construct Figure 1. In that graph, 100 random pairs
are drawn and plotted at various correlations. Examples of negative, positive, and independent samples
are given. The copula developed by Frank [8] and
later analyzed by [13] is especially useful because it
includes the three most important copulas in the limit
and because of simplicity.
Traditionally, dependence is always reported as
a correlation coefficient. Correlation coefficients are
used as a way of comparing copulas within a family
and also between families. A modern treatment of
correlation may be found in [17].
The two classical measures of association are
Spearman’s rho and Kendall’s tau. These measures
are defined as follows:

Spearman: ρ = 12

Kendall: τ = 4
0

0
1

1



1

C(u, v) du dv − 3,

(1)

0



1
0

C(u, v) dC(u, v) − 1. (2)
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Table 1

One and two parameter bivariate copulas
C(u, v) where (u, v) ∈ [0, 1]2

Parameters

uv[1 − α(1 − u)(1 − v)]−1
(1 − p)uv + p(u−α + v −α − 1)−1/α
[u−α + v −α − 1]−1/α
[min(u, v)]α [uv]1−α
u1−α v 1−β min(uα , v β )
−1
α ln[1 + (eαu − 1)(eαv − 1)(eα − 1)−1 ]
p max(0, u + v − 1) + (1 − p) min(u, v)
p max(0, u + v − 1) + (1 − p − q)uv + q min(u, v)
G(−1 (u), −1 (v)|ρ)
exp{−[(− ln u)α + (− ln v)α ]1/α }
uv[1 + 3ρ(1 − u)(1 − v)]

1 + (α − 1)(u + v) − 1 + (α − 1)(u + v)2 + 4α(1 − α)
1
(α − 1)
2
CT (u, v|ρ, r)
(uv)1−p (u−α + v −α − 1)−p/α

−1 < α < 1
0 ≤ p ≤ 1, α > 0
α>0
0≤α≤1
0 ≤ α, β ≤ 1
α = 0
0≤p≤1
0 ≤ p, q ≤ 1
−1 < ρ < 1
α>0
− 13 < ρ < 13

Model name
Ali–Mikhail–Haq
Carrière
Cook–Johnson
Cuadras–Augé-1
Cuadras–Augé-2
Frank
Fréchet-1
Fréchet-2
Gauss
Gumbel
Morgenstern
Plackett
t-copula
Yashin–Iachine

1.0

−1 < ρ < 1, r > 0
0 ≤ p ≤ 1, α > 0
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Scatter plots of 100 random samples from Frank’s copula under different correlations
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It is well-known that −1 ≤ ρ ≤ 1 and if C(u, v) =
uv, then ρ = 0. Moreover, ρ = +1 if and only
if C(u, v) = min(u, v) and ρ = −1 if and only if
C(u, v) = max(0, u + v − 1). Kendall’s tau also has
these properties. Examples of copula families that
include the whole range of correlations are Frank,
Fréchet, Gauss, and t-copula. Families that only allow
positive correlation are Carrière, Cook–Johnson, Cuadras–Augé, Gumbel, and Yashin–Iachine. Finally,
the Morgenstern family can only have a correlation
between − 13 and 13 .

Definitions and Sklar’s Existence and
Uniqueness Theorem
In this section, we give a general definition of a
copula and we also present Sklar’s Theorem. This
important result is very useful in probabilistic modeling because the marginal distributions are often
known. This result implies that the construction of
any multivariate distribution can be split into the construction of the marginals and the copula separately.
Let P denote a probability function and let Uk
k = 1, 2, . . . , n, for some fixed n = 1, 2, . . . be a
collection of uniformly distributed random variables
on the unit interval [0,1]. That is, the marginal CDF
is equal to P[Uk ≤ u] = u whenever u ∈ [0, 1]. Next,
a copula function is defined as the joint CDF of all
these n uniform random variables. Let uk ∈ [0, 1].
We define
C(u1 , u2 , . . . , un ) = P[U1 ≤ u1 , U2
≤ u2 , . . . , Un ≤ un ].

(3)

An important property of C is uniform continuity. If
independent,
U1 , U2 , . . . , Un are jointly stochastically

then C(u1 , u2 , . . . , un ) = nk=1 uk . This is called
the independent copula. Also note that for all
k, P[U1 ≤ u1 , U2 ≤ u2 , . . . , Un ≤ un ] ≤ uk . Thus,
C(u1 , u2 , . . . , un ) ≤ min(u1 , u2 , . . . , un ). By letting
U1 = U2 = · · · = Un , we find that the bound
min(u1 , u2 , . . . , un ) is also a copula function. It
is called the Fréchet upper bound. This function
represents perfect positive dependence between
all the random variables. Next, let X1 , . . . , Xn
be any random variable defined on the same
probability space. The marginals are defined as
Fk (xk ) = P[Xk ≤ xk ] while the joint CDF is defined
as H (x1 , . . . , xn ) = P[X1 ≤ x1 , . . . , Xn ≤ xn ] where
xk ∈  for all k = 1, 2, . . . , n.
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Theorem 1 [Sklar, 1959] Let H be an n-dimensional CDF with 1-dimensional marginals equal to Fk ,
k = 1, 2, . . . , n. Then there exists an n-dimensional
copula function C (not necessarily unique) such that
H (x1 , x2 , . . . , xn ) = C(F1 (x1 ), F2 (x2 ), . . . , Fn (xn )).
(4)
Moreover, if H is continuous then C is unique,
otherwise C is uniquely determined on the Cartesian
product ran(F1 ) × ran(F2 ) × · · · × ran(Fn ), where
ran(Fk ) = {Fk (x) ∈ [0, 1]: x ∈ }. Conversely, if C
is an n-dimensional copula and F1 , F2 , . . . , Fn are
any 1-dimensional marginals (discrete, continuous,
or mixed) then C(F1 (x1 ), F2 (x2 ), . . . , Fn (xn )) is an
n-dimensional CDF with 1-dimensional marginals
equal to F1 , F2 , . . . , Fn .
A similar result was also given by [1] for
multivariate survival functions that are more useful
than CDFs when modeling joint lifetimes. In this
case, the survival function has a representation: S(x1 ,
x2 , . . . , xn ) = C(S1 (x1 ), S2 (x2 ), . . . , Sn (xn )), where
Sk (xk ) = P[Xk > xk ] and S(x1 , . . . , xn ) = P[X1 >
x1 , . . . , Xn > xn ].

Construction of Copulas
1. Inversion of marginals: Let G be an n-dimensional
CDF with known marginals F1 , . . . , Fn . As an
example, G could be a multivariate standard Gaussian
CDF with an n × n correlation matrix R. In that case,
G(x1 . . . . , xn |R)
 xn

=
···
−∞

x1

1

−∞

(2π)n/2 |R| 2

1



1
−1

× exp − [z1 , . . . , zn ]R [z1 , . . . , zn ]
2
× dz1 · · · dzn ,

(5)

and Fk (x) = (x) for all k, where (x) =
1
√
x
− z2
2 dz is the univariate standard
−∞ (1/ 2π)e
Gaussian CDF. Now, define the inverse Fk−1 (u) =
inf{x ∈ : Fk (x) ≥ u}. In the case of continuous distributions, Fk−1 is unique and we find
that C(u1 . . . . , un ) = G(F1−1 (u1 ), . . . , Fn−1 (un )) is a
unique copula. Thus, G(−1 (u1 ), . . . , −1 (un )|R)
is a representation of the multivariate Gaussian
copula. Alternately, if the joint survival function
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S(x1 , x2 , . . . , xn ) and its marginals Sk (x) are known,
then S(S1−1 (u1 ), . . . , Sn−1 (un )) is also a unique copula
when S is continuous.
2. Mixing of copula families: Next, consider a class
of copulas indexed by a parameter ω ∈  and denoted
as Cω . Let M denote a probabilistic measure on .
Define a new mixed copula as follows:

Cω (u1 , . . . , un ) dM(ω).
C(u1 , . . . , un ) =


(6)

Examples of this type of construction can be found
in [3, 9].
3. Inverting mixed multivariate distributions (frailties): In this section, we describe how a new copula
can be constructed by first mixing multivariate distributions and then inverting the new marginals. As
an example, we construct the multivariate t-copula.
Let G be an n-dimensional standard Gaussian CDF
with correlation matrix R and let Z1 , . . . , Zn be
the induced randomvariables with common CDF
(z). Define Wr = χr2 /r and Tk = Zk /Wr , where
χr2 is a chi-squared random variable with r > 0
degrees of freedom that is stochastically independent of Z1 , . . . , Zn . Then Tk is a random variable
with a standard t-distribution. Thus, the joint CDF
of T1 , . . . , Tn is
P[T1 ≤ t1 , . . . , Tn ≤ tn ] = E[G(Wr t1 , . . . , Wr tn |R)],

(7)
where the expectation is taken with respect to Wr .
Note that the marginal CDFs are equal to
1

 t
(r + 1)
2
1 
P[Tk ≤ t] = E[(Wr t)] =
r
−∞
2
z2
× 1+
r

1
− (r+1)
2

dz ≡ Tr (t). (8)

Thus, the t-copula is defined as
CT (u1 . . . . , un |R, r)
−1
= E[G(Wr T −1
r (u1 ), . . . , Wr T r (un )|R)].

(9)

This technique is sometimes called a frailty
construction. Note that the chi-squared distribution
assumption can be replaced with other nonnegative
distributions.
4. Generators: Let MZ (t) = E[etZ ] denote the
moment generating function of a nonnegative random

variable Z ≥ 0. Then, it can be shown that
n
−1
MZ
k=1 MZ (uk ) is a copula function constructed
by a frailty method. In this case, the MGF is called
a generator. Given a generator, denoted by g(t), the
copula is constructed as
 n


−1
g (uk ) .
(10)
C(u1 , . . . , un ) = g
k=1

Consult [14] for a discussion of Archimedian
generators.
5. Ad hoc methods: The geometric average method
was used by [5, 20]. In this case, if 0 < α < 1
and C1 , C2 are distinct bivariate copulas, then
[C1 (u, v)]α [C2 (u, v)]1−α may also be a copula when
C2 (u, v) ≥ C1 (u, v) for all u, v. This is a special case
of the transform g −1 [  g[Cω (u1 . . . . , un )] dM(ω)].
Another ad hoc technique is to construct a copula (if
possible) with the transformation g −1 [C(g(u), g(v))]
where g(u) = uξ as an example.
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Coupling
Coupling is a simple but powerful probabilistic
method, which is best explained through examples
as below. It means the joint construction of two or
more random variables, or more precisely, a collection of random variables (X̂i : i ∈ I ) is a coupling of
another collection Xi , i ∈ I , if each X̂i is a copy of
(has the same distribution as) the corresponding Xi ,
DX ,
X̂i =
i

i ∈ I.

(1)

The X s above need not be real-valued random variables. They can be stochastic processes or random
elements in arbitrary measurable spaces.
Thus, a coupling (X̂i : i ∈ I ) has given marginal
distributions (the distribution of the individual Xi ),
but the joint distribution can be arbitrary. The trick
is to find a joint distribution that fits one’s purposes.
Several basic couplings are presented below.

parameter np if p is small. This well-known fact
can be established by coupling as follows. Let U be
uniformly distributed on the interval [0, 1]. Define a
Bin(1, p) variable by

0, U ≤ 1 − p,
X1 =
(3)
1, U > 1 − p,
and a Poi(p) variable by

0,
U ≤ e−p ,
Y1 = 1,
e−p < U ≤ e−p + pe−p , (4)
and so on
Now 1 − p ≤ e−p so P(X1 = Y1 ) = P(X1 = 0) +
P(Y1 = 1) ≥ 1 − p 2 . Thus
P(X1  = Y1 ) ≤ p 2 .

Let (X1 , Y1 ), . . . , (Xn , Yn ) be independent copies of
(X1 , Y1 ). Then
X̂ = X1 + · · · + Xn

Maximal Coupling
If a random variable X has density f and we select
a point uniformly at random between the x-axis and
f, then, its x-coordinate X̂ is a copy of X. Consider
another random variable Y with density g. Put Ŷ = X̂
if the point we selected ends up under g, whereas if
it ends up above g, select a new point uniformly at
random above f and below g and let Ŷ be its xcoordinate. Then Ŷ is a copy of Y and thus (X̂, Ŷ )
is a coupling of X and Y. This coupling satisfies

P(X̂ = Ŷ ) = f ∧ g
(2)
and is called maximal because
 for any coupling (X̂,
Ŷ ) it holds that P(X̂ = Ŷ ) ≤ f ∧ g.
Maximal coupling can be constructed for any collection of random elements in an arbitrary measurable
space. Variations on this concept play a key role in
the coupling theory for general stochastic processes
mentioned later in this article. A simple application
of maximal coupling is given in the next section.

Poisson Approximation
A binomial variable X with parameters n and p
can be approximated by a Poisson variable Y with

(5)

Ŷ = Y1 + · · · + Yn

is Bin(n, p),
is Poi(np)

(6)
(7)

and since P(X̂  = Ŷ ) ≤ P(X1  = Y1 ) + · · · + P(Xn  =
Yn ) we obtain the approximation
P(X̂  = Ŷ ) ≤ np 2 .

(8)

Stochastic Domination
Let X have distribution function F and define F −1 by
F −1 (u) = inf{x ∈ R: F (x) ≥ u},

0 < u < 1. (9)

Let U be uniform on [0, 1] and put X̂ = F −1 (U ).
Then P(X̂ ≤ x) = P(U ≤ F (x)) = F (x), x ∈ R, that
is, X̂ is a copy of X. Now let X and Y be random
elements with distribution functions F and G. If there
exists a coupling (X̂, Ŷ ) of X and Y such that X̂ ≤
Ŷ then clearly F (x) ≥ G(x), x ∈ R. This is called
stochastic domination and is denoted by X ≤D Y . On
the other hand, if X ≤D Y then F −1 (U ) ≤ G−1 (U ),
that is, there exists a coupling (X̂, Ŷ ) such that X̂ ≤
Ŷ . This is an example of a general result that holds for
random elements in a partially ordered Polish space.
The above coupling can be used, for instance, to
prove that stochastic domination is preserved under
the addition of independent random variables. If X1
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and X2 are independent, Y1 and Y2 are independent,
X1 ≤D Y1 , and X2 ≤D Y2 , then
D

X1 + X2 ≤ Y1 + Y2 .

(10)

To prove this, let (X̂1 , Ŷ1 ) and (X̂2 , Ŷ2 ) be independent couplings of X1 and Y1 and of X2 and
Y2 such that X̂1 ≤ Ŷ1 and X̂2 ≤ Ŷ2 . Then (X̂1 + X̂2 ,
Ŷ1 + Ŷ2 ) is a coupling of X1 + X2 and Y1 + Y2 , and
X̂1 + X̂2 ≤ Ŷ1 + Ŷ2 , which implies that X1 + X2 ≤D
Y1 + Y2 .
This proof is a good example of how coupling
yields short and transparent proofs by turning distributional relations into pointwise relations. The above
coupling is also a good example of how coupling
yields insight into the meaning of distributional relations; stochastic domination is just the distributional
form of pointwise domination.

Convergence in Distribution
Let X1 , X2 , . . . and X be variables with distribution
functions F1 , F2 , . . . and F. If there exists a coupling (X̂1 , X̂2 , . . . , X̂) of X1 , X2 , . . . , X such that
X̂n → X̂, n → ∞, then, it is easy to show that
Fn (x) → F (x), n → ∞, for all x where F is continuous. This is called convergence in distribution
D
X, n → ∞. It is not hard
and is denoted by Xn →
to show that convergence in distribution implies
that Fn−1 (u) → F −1 (u), n → ∞, for all u where
F −1 is continuous. By taking U uniform on [0, 1]
and not taking the countably many values where
F −1 is not continuous, and putting X̂n = Fn−1 (U )
and X̂ = F −1 (U ), we obtain a coupling such that
X̂n → X̂, n → ∞. This means that convergence in
distribution is the distributional version of pointwise
convergence. This is an example of a general result
that holds for random elements in a separable metric
space.

Convergence of Densities
Consider continuous random variables X1 , X2 , . . .
and X with densities f1 , f2 , . . . and f such that
lim infn→∞ fn = f . Let X̂ have density f and let K be
a positive finite random integer, which is independent
of X̂ and has the distribution function P(K ≤ n) =



infk≥n fk . Take Ŷ1 , Ŷ2 , . . . independent with densities (f − infk≥n fk )/P(K > n), n = 1, 2, . . .. Let also
Ŷ1 , Ŷ2 , . . . be independent of X̂ and K. Put

X̂n = Ŷn , n < K,
(11)
X̂, n ≥ K.
This coupling is such that the variables not only close
in on the limit but actually hit it and stay there. This
result can be turned around and holds in any space,
and the proof is exactly the same as for continuous
random variables.

Markov Chains and Random Walks
Probably the most famous coupling is the following one dating back to Doeblin in 1938. Consider a
regular Markov chain X = (Xn )n≥0 with finite state
space E. In order to establish the asymptotic stationarity of X, run a stationary version Y = (Yn )n≥0
independently of X until the two chains meet in the
same state, say, at time T. From time T onward let
the chains run together. Regularity means that there
is an r > 0 such that the r step transition probabilities are all bounded below by a p > 0. Thus,
P(T > kr) ≤ (1 − p)k so T is finite with probability 1, that is, the coupling is successful. Thus X
behaves as Y in the end, that is, X is asymptotically stationary. In fact, T has a geometric tail and
thus the rate of convergence to stationarity is geometric.
This construction is called classical coupling. It
also works when the state space is countably infinite
and X is irreducible aperiodic positive recurrent but
the finiteness of T is harder to establish. When X
is null recurrent the classical coupling need not be
successful, but in that case a successful coupling is
obtained by applying the following construction to
the random walks formed by the successive visits to
a fixed state.
In 1969, Ornstein coupled two differently stated
versions of an integer-valued random walk with
strongly aperiodic step-lengths by letting the steplengths coincide when their difference is large and be
independent otherwise. The difference of the two random walks then forms a random walk with bounded
symmetric aperiodic step-lengths. Such a walk will
hit 0 with probability 1 and thus the two random
walks will hit the same state simultaneously. From
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there on, let them coincide to obtain a successful
coupling.

Stochastic Processes
A coupling of two processes X = (Xs )s∈[0,∞) and
Y = (Ys )s∈[0,∞) making the processes eventually
merge (as above) is called exact coupling. A
successful exact coupling exists if and only if the
processes converge in total variation and if and only
if they have the same distribution on tail sets. In the
Markov case, this is further equivalent to tail triviality
and to constancy of time–space harmonic functions.
The classical and Ornstein ideas work for regenerative process with lattice-valued regeneration times,
and (with a modification) when the interregeneration times have a density, or more generally are
spread out.

Epsilon-couplings
If a coupling makes the processes eventually merge,
not exactly but only modulo and a random timeshift that is less than an  > 0, then, we have an
-coupling. A successful -coupling exists for each
 > 0 if and only if the processes converge in smooth
total variation and if and only if they have the same
distribution on smooth tail sets. In the Markov case,
this is further equivalent to smooth tail triviality
and to constancy of smooth time–space harmonic
functions.
An exact coupling of regenerative processes does
not exist when the interregeneration times are nonlattice and not spread out. In the finite mean case,
however, a successful -coupling is obtained by running the processes independently until they regenerate  close, and by running them together from those
regenerations onwards. The Ornstein idea works similarly in the infinite mean case.

Shift-coupling
A coupling making the processes eventually merge
modulo some random time-shift is called a shiftcoupling. Both exact coupling and -coupling are
examples of shift-coupling. A successful shiftcoupling exists if and only if the processes converge
in Cesaro total variation and if and only if they
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have the same distribution on invariant sets. In the
Markov case, this is further equivalent to triviality
of the invariant sets and to constancy of harmonic
functions. The equivalences for shift-coupling of
stochastic processes generalizes to processes in twosided time, X = (Xs )s∈R , and to random fields in
higher dimensions, X = (Xs )s∈Rd . In fact, it extends
to general random elements under the action of
a locally compact, second countable, topological
transformation group.
A stationary marked point process and its Palm
version (interpreted to be the stationary process
conditioned on having a point at the origin) can be
successfully shift-coupled in the ergodic case, and in
the nonergodic case the same holds for a modified
Palm version (interpreted to be the stationary version
seen from a typical point).

Perfect Simulation
Consider the problem of simulating a realization of
the stationary state of a finite state regular Markov
chain. This can be done by coupling from the past.
Generate one-step transitions from all states at time
−1. Stop if all chains are in the same state at
time 0. Otherwise generate one-step transitions from
time −2, and continue from time −1 according to
the already generated one-step transition. Stop if all
chains starting at time −2 are in the same state at
time 0. Otherwise repeat this by generating one-step
transitions from time −3, and so on. It is easily seen
that there will be a finite random integer M such that
all the chains starting from time −M are in the same
state at time 0. This state, call it X0∗ , is a realization
of the stationary state because the stationary chain
coming in from the past will be in some state at
time −M and thus be forced to be in the state X0∗
at time 0.
In special cases, there are more efficient variations on this theme. When the chains are monotone (like birth and death processes) then it is sufficient to generate only from the top and bottom
states. In particular, the Ising model can be generated
this way.
For further information see the two books that have
been written on coupling [1, 2]. (Samples from [2]
are on www.hi.is/∼hermann and on Amazon.)

4

Coupling

References
[1]

[2]

Lindvall, T. (1992, 2002). Lectures on the Coupling
Method, Wiley, New York and Dover Publications, New
York.
Thorisson, H. (2000). Coupling, Stationarity, and Regeneration, Springer, New York.

(See also Derivative Pricing, Numerical Methods;
Markov Models in Actuarial Science; Renewal
Theory; Stochastic Orderings)
HERMANN THORISSON

Coverage
An insurance policy (see Policy) indemnifies the
insured against loss arising from certain perils. The
terms and conditions of the policy will define
•
•

the precise circumstances in which the insurer
will pay a claim under the policy, and
the amount payable in respect of that claim.

This combination of definitions, together with a
listing of the perils covered, is referred to generically
as the coverage provided by the policy.
A peril is a single specific risk that is potentially
the cause of loss to the insured. Examples in Property
insurance (see Property Insurance – Personal) are
fire, windstorm, flood, theft, and so on.
The coverage will need to make a precise identification of the entity in respect of which insurance is
provided. For example,
•

•

A Property insurance will need to identify precisely the property at risk. Under a homeowners’
insurance, this might be a designated residential property.
A Liability insurance will need to stipulate
the person or organization generating the risk
insured. Under an employer’s liability insurance, this would usually be an identification of
the employer, and possibly particular locations at
which that employer operates work sites.

Coverage may be restricted by the exclusion of
certain defined events. Policy conditions that do so
are called exclusions. For example, a homeowners’
insurance might exclude cash and/or jewelery from
the items insured against the peril of theft.
The claim amount payable by the insurer in respect
of a loss suffered by the insured would normally be

related to the financial measure of that loss. Because
of the moral hazard involved, the claim amount
would rarely exceed the quantum of the insured’s
loss, but might often be less than this. An insurance
that pays the full amount of a loss is referred to as
full-value insurance.
An insurance might be subject to an agreed fixed
amount maximum, or otherwise limited. This is usually called the sum insured in the case of property
insurance, and policy limit, or maximum limit, in the
case of liability insurance. For example, a workers’
compensation insurance might provide an income
replacement benefit equal to x% (x ≤ 100) of the
worker’s pre-injury income, precisely defined, and
might be subject to an overriding maximum of two
times average weekly earnings in the relevant jurisdiction.
Some risks can involve very large amounts at risk
in the event of total loss, but very low probabilities of
total loss. An example would be a large city building,
insured for its estimated replacement value of $200
million. The likelihood of total loss is very low, and
the insurer may regard $200 million as an unrealistic
and unhelpful way of quantifying its exposure under
this contract.
In these circumstances, the exposure may be quantified by means of the Probable Maximum Loss, or
PML. This is the amount that the insurer regards as
‘unlikely to be exceeded’ by a loss under the contract. This definition is inherently vague, but widely
used nonetheless.
Sometimes attempts are made to define PML more
precisely by defining it as the amount that will be
exceeded by a loss under the contract with a probability of only p% (e.g. p = 2).
(See also Non-life Insurance)
GREG TAYLOR

Cramér, Harald
(1893–1985)
Cramér started his mathematical career in analytic
number theory, but from the 1920s, he gradually
changed his research field to probability and mathematical statistics. In the 1930s, he published articles
on the theory of limit theorems for sums of independent random variables, and, in the 1940s, his important work on the structure of stationary stochastic
processes (see Stationary Processes) was published.
His famous treatise [4] had great influence as the
first rigorous and systematic treatment of mathematical statistics. In the 1960s, after his retirement, he
took up work on stochastic processes, summed up
in his book [7] with Leadbetter. From the 1920s, he
was also engaged in work on the refinement of the
central limit theorem (see Central Limit Theorem)
motivated by practical applications. He was one of
the few persons who could penetrate the risk theory (see Collective Risk Theory) of Filip Lundberg
and could present an expanded and clarified version
in review articles [2, 5, 6]. After his appointment as
professor of actuarial mathematics and mathematical
statistics at Stockholm University in 1929, he developed the risk theory with his students Arwedson,
Segerdahl, and Täcklind; their results were published
in Skandinavisk Aktuarietidskrift (see Scandinavian
Actuarial Journal) in the 1940s and 1950s. A review
of this work is in [5], where the probability distribution of the surplus process and of the time of ruin
is studied in detail using the so-called Wiener–Hopf
method for solving the relevant integral equations. In
this work, he also develops the approximation of the
distribution of the surplus introduced by Fredrik Esscher, an early example of a large deviation method.
Such methods have turned out to be very useful in
many other contexts.
In the 1930s and 1940s, Cramér was also engaged
in practical actuarial work. He was the actuary of
‘Sverige’, the reinsurance company of the Swedish
life insurers and was a member of the government
commission that created a new insurance law around
1940. He also developed new technical bases for
Swedish life insurance, which were adopted in 1938.
They were partly prompted by the crisis caused by the
fall of interest rates in the 1930s. Cramér also worked
out mortality predictions (see Decrement Analysis)

on the basis of the detailed Swedish records from
the period 1800–1930 in cooperation with Herman
Wold [3]. In his work on technical bases, the socalled zero-point method was introduced to obtain a
safe upper bound of the reserve. It consists in solving
Thiele’s differential equation, using a high mortality
when the sum at risk is positive, and a low mortality
when it is negative [10].
Being a great mathematician with genuine interest in the actuarial problems and being a talented
communicator gave Cramér an undisputed position
as an authority in the actuarial community of Sweden throughout his long career. This is reflected in
the fact that he was the chairman of the Swedish
Actuarial Society (see Svenska Aktuarieföreningen,
Swedish Society of Actuaries) (1935–1964) and an
editor of Skandinavisk Aktuarietidskrift (see Scandinavian Actuarial Journal) (1920–1963). A general
survey of his works is given in [1, 8]; a more detailed
survey of his works on insurance mathematics is
in [10]. See also the article about Filip Lundberg in
this encyclopedia.
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Cramér–Lundberg
Asymptotics
In risk theory, the classical risk model is a compound
Poisson risk model. In the classical risk model, the
number of claims up to time t ≥ 0 is assumed to be a
Poisson process N (t) with a Poisson rate of λ > 0;
the size or amount of the i th claim is a nonnegative
random variable Xi , i = 1, 2, . . .; {X1 , X2 , . . .} are
assumed to be independent and identically distributed
with common distribution function
 ∞ P (x) = Pr{X1 ≤
x} and common mean µ = 0 P (x) dx > 0; and
the claim sizes {X1 , X2 , . . .} are independent of the
claim number process {N (t), t ≥ 0}. Suppose that
an insurer charges premiums at a constant rate of
c > λµ, then the surplus at time t of the insurer
with an initial capital of u ≥ 0 is given by
X(t) = u + ct −

N(t)


Cramér–Lundberg condition. This condition is to
assume that there exists a constant κ > 0, called
the adjustment coefficient, satisfying the following
Lundberg equation
 ∞
c
eκx P (x) dx = ,
λ
0
or equivalently


∞

eκx dF (x) = 1 + θ,

(4)

0

x
where F (x) = (1/µ) 0 P (y) dy is the equilibrium
distribution of P.
Under the condition (4), the Cramér–Lundberg
asymptotic formula states that if
 ∞
xeκx dF (x) < ∞,
0

then
Xi ,

t ≥ 0.

(1)

θµ



ψ(u) ∼

i=1

∞

ye P (y) dy

κ

One of the key quantities in the classical risk model is
the ruin probability, denoted by ψ(u) as a function
of u ≥ 0, which is the probability that the surplus of
the insurer is below zero at some time, namely,

e−κu as u → ∞. (5)

κy

0

If



∞

xeκx dF (x) = ∞,

(6)

0

ψ(u) = Pr{X(t) < 0 for some t > 0}.

(2)

To avoid ruin with certainty or ψ(u) = 1, it is necessary to assume that the safety loading θ, defined by
θ = (c − λµ)/(λµ), is positive, or θ > 0. By using
renewal arguments and conditioning on the time and
size of the first claim, it can be shown (e.g. (6) on
page 6 of [25]) that the ruin probability satisfies the
following integral equation, namely,


λ u
λ ∞
P (y) dy +
ψ(u − y)P (y) dy,
ψ(u) =
c u
c 0
(3)
where throughout this article, B(x) = 1 − B(x)
denotes the tail of a distribution function B(x).
In general, it is very difficult to derive explicit
and closed expressions for the ruin probability. However, under suitable conditions, one can obtain some
approximations to the ruin probability.
The pioneering works on approximations to
the ruin probability were achieved by Cramér
and Lundberg as early as the 1930s under the

then
ψ(u) = o(e−κu ) as u → ∞;

(7)

and meanwhile, the Lundberg inequality states that
ψ(u) ≤ e−κu ,

u ≥ 0,

(8)

where a(x) ∼ b(x) as x → ∞ means limx→∞ a(x)/
b(x) = 1.
The asymptotic formula (5) provides an exponential asymptotic estimate for the ruin probability
as u → ∞, while the Lundberg inequality (8) gives
an exponential upper bound for the ruin probability for all u ≥ 0. These two results constitute the
well-known Cramér–Lundberg approximations for
the ruin probability in the classical risk model.
When the claim sizes are exponentially distributed,
that is, P (x) = e−x/µ , x ≥ 0, the ruin probability has
an explicit expression given by


1
θ
ψ(u) =
exp −
u , u ≥ 0.
1+θ
(1 + θ)µ
(9)
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Thus, the Cramér–Lundberg asymptotic formula is
exact when the claim sizes are exponentially distributed. Further, the Lundberg upper bound can be
improved so that the improved Lundberg upper bound
is also exact when the claim sizes are exponentially distributed. Indeed, it can be proved under the
Cramér–Lundberg condition (e.g. [6, 26, 28, 45]) that
ψ(u) ≤ βe−κu ,

u ≥ 0,

(10)

where β is a constant, given by
 ∞
eκy dF (y)
t
−1
,
β = inf
0≤t<∞
eκt F (t)
and satisfies 0 < β ≤ 1.
This improved Lundberg upper bound (10) equals
the ruin probability when the claim sizes are exponentially distributed. In fact, the constant β in (10) has
an explicit expression of β = 1/(1 + θ) if the distribution F has a decreasing failure rate; see, for
example [45], for details.
The Cramér–Lundberg approximations provide an
exponential description of the ruin probability in the
classical risk model. They have become two standard
results on ruin probabilities in risk theory.
The original proofs of the Cramér–Lundberg
approximations were based on Wiener–Hopf methods and can be found in [8, 9] and [29, 30]. However, these two results can be proved in different
ways now. For example, the martingale approach
of Gerber [20, 21], Wald’s identity in [35], and the
induction method in [24] have been used to prove the
Lundberg inequality. Further, since the integral equation (3) can be rewritten as the following defective
renewal equation
 u
1
1
F (u) +
ψ(u − x) dF (x),
ψ(u) =
1+θ
1+θ 0
u ≥ 0,

(11)

the Cramér–Lundberg asymptotic formula can be
obtained simply from the key renewal theorem for
the solution of a defective renewal equation, see,
for instance [17]. All these methods are much simpler than the Wiener–Hopf methods used by Cramér
and Lundberg and have been used extensively in
risk theory and other disciplines. In particular, the
martingale approach is a powerful tool for deriving
exponential inequalities for ruin probabilities. See, for

example [10], for a review on this topic. In addition, the induction method is very effective for one
to improve and generalize the Lundberg inequality.
The applications of the method for the generalizations and improvements of the Lundberg inequality
can be found in [7, 41, 42, 44, 45].
Further, the key renewal theorem has become a
standard method for deriving exponential asymptotic
formulae for ruin probabilities and related ruin quantities, such as the distributions of the surplus just
before ruin, the deficit at ruin, and the amount of
claim causing ruin; see, for example [23, 45].
Moreover, the Cramér–Lundberg asymptotic formula is also available for the solution to defective renewal equation, see, for example [19, 39] for
details. Also, a generalized Lundberg inequality for
the solution to defective renewal equation can be
found in [43].
On the other hand, the solution to the defective
renewal equation (11) can be expressed as the tail of
a compound geometric distribution, namely,
n
∞ 
1
θ 
F (n) (u), u ≥ 0,
ψ(u) =
1 + θ n=1 1 + θ
(12)
where F (n) (x) is the n-fold convolution of the distribution function F (x). This expression is known as
Beekman’s convolution series.
Thus, the ruin probability in the classical risk
model can be characterized as the tail of a compound
geometric distribution. Indeed, the Cramér–Lundberg
asymptotic formula and the Lundberg inequality can
be stated generally for the tail of a compound geometric distribution. The tail of a compound geometric distribution is a very useful probability model
arising in many applied probability fields such as
risk theory, queueing, and reliability. More applications of a compound geometric distribution in
risk theory can be found in [27, 45], and among
others.
It is clear that the Cramér–Lundberg condition
plays a critical role in the Cramér–Lundberg
approximations. However, there are many interesting
claim size distributions that do not satisfy the
Cramér–Lundberg condition. For example, when the
moment generating function of a distribution does not
exist or a distribution is heavy-tailed such as Pareto
and log-normal distributions, the Cramér–Lundberg
condition is not valid. Further, even if the moment
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generating function of a distribution exists, the
Cramér–Lundberg condition may still fail. In fact,
there exist some claim size distributions, including
certain inverse Gaussian and generalized inverse
distributions, so that for any r > 0 with
Gaussian
∞ rx
0 e dF (x) < ∞,
 ∞
erx dF (x) < 1 + θ.
0

Such distributions are said to be medium tailed; see,
for example, [13] for details.
For these medium- and heavy-tailed claim size distributions, the Cramér–Lundberg approximations are
not applicable. Indeed, the asymptotic behaviors of
the ruin probability in these cases are totally different from those when the Cramér–Lundberg condition
holds. For instance, if F is a subexponential distribution, which means
lim

x→∞

F (2) (x)
F (x)

= 2,

(13)

then the ruin probability ψ(u) has the following
asymptotic form
1
ψ(u) ∼ F (u) as u → ∞,
θ

ψ(u) ≤ B(u),

u ≥ 0.

(16)

The condition (15) can be satisfied by some medium
and heavy-tailed claim size distributions. See, [6, 41,
42, 45] for more discussions on this aspect. However,
the condition (15) still fails for some claim size
distributions; see, for example, [6] for the explanation
of this case.
Dickson [11] adopted a truncated Lundberg condition and assumed that for any u > 0 there exists a
constant κu > 0 so that
 u
eκu x dF (x) = 1 + θ.
(17)
0

Under the truncated condition (17), Dickson [11]
derived an upper bound for the ruin probability, and
further Cai and Garrido [7] gave an improved upper
bound and a lower bound for the ruin probability,
which state that
θe−2κu u + F (u)

≤ ψ(u) ≤

θe−κu u + F (u)
θ + F (u)

,

u > 0.
(18)

(14)

In particular, an exponential distribution is an example of an NWU distribution when the equality holds
in (14).
Willmot [41] used an NWU distribution function
to replace the exponential function in the Lundberg
equation (4) and assumed that there exists an NWU
distribution B so that
 ∞
(B(x))−1 dF (x) = 1 + θ.
(15)
0

Under the condition (15), Willmot [41] derived a
generalized Lundberg upper bound for the ruin probability, which states that

θ + F (u)

which implies that ruin is asymptotically determined
by a large claim. A review of the asymptotic behaviors of the ruin probability with medium- and heavytailed claim size distributions can be found in [15,
16].
However, the Cramér–Lundberg condition can be
generalized so that a generalized Lundberg inequality
holds for more general claim size distributions. In
doing so, we recall from the theory of stochastic
orderings that a distribution B supported on [0, ∞)
is said to be new worse than used (NWU) if for any
x ≥ 0 and y ≥ 0,
B(x + y) ≥ B(x)B(y).

3

The truncated condition (17) applies to any positive claim size distribution with a finite mean. In
addition, even when the Cramér–Lundberg condition
holds, the upper bound in (18) may be tighter than
the Lundberg upper bound; see [7] for details.
The Cramér–Lundberg approximations are also
available for ruin probabilities in some more general risk models. For instance, if the claim number
process N (t) in the classical risk model is assumed
to be a renewal process, the resulting risk model is
called the compound renewal risk model or the Sparre
Andersen risk model. In this risk model, interclaim
times {T1 , T2 , . . .} form a sequence of independent
and identically distributed positive random variables
with common
distribution function G(t) and common
∞
mean 0 G(t) dt = (1/α) > 0. The ruin probability in the Sparre Andersen risk model, denoted by
ψ 0 (u), satisfies the same defective renewal equation
as (11) for ψ(u) and is thus the tail of a compound
geometric distribution. However, the underlying distribution in the defective renewal equation in this case
is unknown in general; see, for example, [14, 25] for
details.
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Suppose that there exists a constant κ 0 > 0 so that
E(eκ

0

(X1 −cT1 )

) = 1.

(19)

Thus, under the condition (19), by the key renewal
theorem, we have
ψ 0 (u) ∼ C0 e−κ

0

u

as u → ∞,

(20)

where C0 > 0 is a constant. Unfortunately, the
constant C0 is unknown since it depends on
the unknown underlying distribution. However, the
Lundberg inequality holds for the ruin probability
ψ 0 (u), which states that
ψ 0 (u) ≤ e−κ u ,
0

u ≥ 0;

(21)

see, for example, [25] for the proofs of these results.
Further, if the claim number process N (t) in the
classical risk model is assumed to be a stationary renewal process, the resulting risk model is
called the compound stationary renewal risk model.
In this risk model, interclaim times {T1 , T2 , . . .} form
a sequence of independent positive random variables;
{T2 , T3 , . . .} have a common distribution function
G(t) as that in the compound renewal risk model;
and T1 has an equilibrium distribution function of
t
Ge (t) = α 0 G(s) ds. The ruin probability in this risk
model, denoted by ψ e (u), can be expressed as the
function of ψ 0 (u), namely

αµ
αµ u 0
F (u) +
ψ (u − x) dF (x),
ψ e (u) =
c
c 0
(22)
which follows from conditioning on the size and time
of the first claim; see, for example, (40) on page 69
of [25].
Thus, applying (20) and (21) to (22), we have
ψ e (u) ∼ Ce e−κ

0

u

as u → ∞,

(23)

and
ψ e (u) ≤

α
0
(m(κ 0 ) − 1)e−κ u ,
cκ 0

the constant (α/cκ 0 )(m(κ 0 ) − 1) in the Lundberg
upper bound (24) may be greater than one.
The Cramér–Lundberg approximations to the ruin
probability in a risk model when the claim number
process is a Cox process can be found in [2, 25, 38].
For the Lundberg inequality for the ruin probability
in the Poisson shot noise delayed-claims risk model,
see [3]. Moreover, the Cramér–Lundberg approximations to ruin probabilities in dependent risk models
can be found in [22, 31, 33].
In addition, the ruin probability in the perturbed
compound Poisson risk model with diffusion also
admits the Cramér–Lundberg approximations. In this
risk model, the surplus process X(t) satisfies

u ≥ 0, (24)

Ce = (α/cκ 0 )(m(κ 0 ) − 1)C0 and m(t) =
where
∞ tx
0 e dP (x) is the moment generating function of
the claim size distribution P. Like the case in the
Sparre Andersen risk model, the constant Ce in the
asymptotic formula (23) is also unknown. Further,

X(t) = u + ct −

N(t)


Xi + Wt ,

t ≥ 0, (25)

i=1

where {Wt , t ≥ 0} is a Wiener process, independent
of the Poisson process {N (t), t ≥ 0} and the claim
sizes {X1 , X2 , . . .}, with infinitesimal drift 0 and
infinitesimal variance 2D > 0.
Denote the ruin probability in the perturbed risk
model by ψp (u) and assume that there exists a
constant R > 0 so that
 ∞
eRx dP (x) + DR 2 = λ + cR.
(26)
λ
0

Then Dufresne and Gerber [12] derived the following
Cramér–Lundberg asymptotic formula
ψp (u) ∼ Cp e−Ru as u → ∞,
and the following Lundberg upper bound
ψp (u) ≤ e−Ru ,

u ≥ 0,

(27)

where Cp > 0 is a known constant. For the
Cramér–Lundberg approximations to ruin probabilities in more general perturbed risk models, see [18,
37]. A review of perturbed risk models and the
Cramér–Lundberg approximations to ruin probabilities in these models can be found in [36].
We point out that the Lundberg inequality is also
available for ruin probabilities in risk models with
interest. For example, Sundt and Teugels [40] derived
the Lundberg upper bound for the ruin probability
in the classical risk model with a constant force of
interest; Cai and Dickson [5] gave exponential upper
bounds for the ruin probability in the Sparre Andersen
risk model with a constant force of interest; Yang [46]
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obtained exponential upper bounds for the ruin probability in a discrete time risk model with a constant
rate of interest; and Cai [4] derived exponential upper
bounds for ruin probabilities in generalized discrete
time risk models with dependent rates of interest. A
review of risk models with interest and investment
and ruin probabilities in these models can be found
in [32]. For more topics on the Cramér–Lundberg
approximations to ruin probabilities, we refer to [1,
15, 21, 25, 34, 45], and references therein.
To sum up, the Cramér–Lundberg approximations
provide an exponential asymptotic formula and an
exponential upper bound for the ruin probability in
the classical risk model or for the tail of a compound
geometric distribution. These approximations are also
available for ruin probabilities in other risk models
and appear in many other applied probability models.
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Cramér–Lundberg
Condition and Estimate

Assume that the moment generating function of
X1 exists, and the adjustment coefficient equation,

The Cramér–Lundberg estimate (approximation) provides an asymptotic result for ruin probability. Lundberg [23] and Cramér [8, 9] obtained the result
for a classical insurance risk model, and Feller [15,
16] simplified the proof. Owing to the development
of extreme value theory and to the fact that claim
distribution should be modeled by heavy-tailed distribution, the Cramér–Lundberg approximation has
been investigated under the assumption that the claim
size belongs to different classes of heavy-tailed distributions. Vast literature addresses this topic: see,
for example [4, 13, 25], and the references therein.
Another extension of the classical Cramér–Lundberg
approximation is the diffusion perturbed model
[10, 17].

has a positive solution. Let R denote this positive
solution. If
 ∞
xeRx F (x) dx < ∞,
(5)

MX (r) = E[erX ] = 1 + (1 + θ)µr,

Classical Cramér–Lundberg
Approximations for Ruin Probability
The classical insurance risk model uses a compound
Poisson process. Let U (t) denote the surplus process of an insurance company at time t. Then
U (t) = u + ct −

N(t)


Xi

(1)

i=1

where u is the initial surplus, N (t) is the claim
number process, which we assume to be a Poisson
process with intensity λ, Xi is the claim random
variable. We assume that {Xi ; i = 1, 2, . . .} is an i.i.d.
sequence with the same distribution F (x), which has
mean µ, and independent of N (t). c denotes the risk
premium rate and we assume that c = (1 + θ)λµ,
where θ > 0 is called the relative security loading.
Let
T = inf{t; U (t) < 0|U (0) = u},

inf ∅ = ∞. (2)

The probability of ruin is defined as
ψ(u) = P (T < ∞|U (0) = u).

(3)

The Cramér–Lundberg approximation (also called
the Cramér–Lundberg estimate) for ruin probability
can be stated as follows:

(4)

0

then

ψ(u) ∼ Ce−Ru ,

u → ∞,

(6)

where


R
C=
θµ



∞

−1
Rx

xe F (x) dx

.

(7)

0

Here, F (x) = 1 − F (x).
The adjustment coefficient equation is also called
the Cramér–Lundberg condition. It is easy to see
that whenever R > 0 exists, it is uniquely determined [19]. When the adjustment coefficient R exists,
the classical model is called the classical Lundberg–Cramér model. For more detailed discussion
of Cramér–Lundberg approximation in the classical
model, see [13, 25].
Willmot and Lin [31, 32] extended the exponential function in the adjustment coefficient equation
to a new, worse than used distribution and obtained
bounds for the subexponential or finite moments
claim size distributions. Sundt and Teugels [27] considered a compound Poisson model with a constant
interest force and identified the corresponding Lundberg condition, in which case, the Lundberg coefficient was replaced by a function.
Sparre Andersen [1] proposed a renewal insurance
risk model by replacing the assumption that N (t)
is a homogeneous Poisson process in the classical
model by a renewal process. The inter-claim arrival
times T1 , T2 , . . . are then independent and identically distributed with common distribution G(x) =
P (T1 ≤ x) satisfying G(0) = 0. Here, it is implicitly assumed
that a claim has occurred at time 0.
 +∞
Let λ−1 = 0 x dG(x) denote the mean of G(x).
The compound Poisson model is a special case of
the Andersen model, where G(x) = 1 − e−λx (x ≥
0, λ > 0).
Result (6) is still true for the Sparre Anderson
model, as shown by Thorin [29], see [4, 14].
Asmussen [2, 4] obtained the Cramér–Lundberg
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approximation for Markov-modulated random
walk models.

Heavy-tailed Distributions
In the classical Lundberg–Cramér model, we assume
that the moment generating function of the claim
random variable exists. However, as evidenced
by Embrechts et al. [13], heavy-tailed distribution
should be used to model the claim distribution.
One important concept in the extreme value theory
is called regular variation. A positive, Lebesgue
measurable function L on (0, ∞) is slowly varying
at ∞ (denoted as L ∈ R0 ) if
lim

x→∞

L(tx)
= 1,
L(x)

t > 0.

(8)

L is called regularly varying at ∞ of index α ∈ R
(denoted as L ∈ Rα ) if
lim

x→∞

L(tx)
= tα,
L(x)

t > 0.

(9)

For detailed discussions of regular variation functions, see [5].
Let the integrated tail distribution of F (x) be
x
FI (x) = µ1 0 F (y) dy (FI is also called the equilibrium distribution of F ), where F (x) = 1 − F (x).
Under the classical model and assuming a positive
security loading, for the claim size distributions with
regularly varying tails we have
 ∞
1
1
F (y) dy = F I (u), u → ∞.
ψ(u) ∼
θµ u
θ
(10)
Examples of distributions with regularly varying tails
are Pareto, Burr, log-gamma, and truncated stable
distributions. For further details, see [13, 25].
A natural and commonly used heavy-tailed distribution class is the subexponential class. A distribution function F with support (0, ∞) is subexponential
(denoted as F ∈ S), if for all n ≥ 2,
lim

x→∞

F n∗ (x)
F (x)

= n,

(11)

where F n∗ denotes the nth convolution of F with
itself. Chistyakov [6] and Chover et al. [7] independently introduced the class S. For a detailed discussion of the subexponential class, see [11, 28]. For

a discussion of the various types of heavy-tailed
distribution classes and the relationship among the
different classes, see [13].
Under the classical model and assuming a positive
security loading, for the claim size distributions with
subexponential integrated tail distribution, the asymptotic relation (10) holds. The proof of this result can
be found in [13]. Von Bahr [30] obtained the same
result when the claim size distribution was Pareto.
Embrechts et al. [13] (see also [14]) extended the
result to a renewal process model. Embrechts and
Klüppelberg [12] provided a useful review of both
the mathematical methods and the important results
of ruin theory.
Some studies have used models with interest rate
and heavy-tailed claim distribution; see, for example,
[3, 21]. Although the problem has not been completely solved for some general models, some authors
have tackled the Cramér–Lundberg approximation in
some cases. See, for example, [22].

Diffusion Perturbed Insurance Risk
Models
Gerber [18] introduced the diffusion perturbed compound Poisson model and obtained the Cramér–
Lundberg approximation for it. Dufresne and Gerber
[10] further investigated the problem. Let the surplus
process be
U (t) = u + ct −

N(t)


Xi + W (t)

(12)

i=1

where W (t) is a Brownian motion with drift 0 and
infinitesimal variance 2D > 0 and independent of
the claim process, and all the other symbols have
the same meaning as before. In this case, the ruin
probability ψ(u) can be decomposed into two parts:
ψ(u) = ψd (u) + ψs (u)

(13)

where ψd (u) is the probability that ruin is caused by
oscillation and ψs (u) is the probability that ruin is
caused by a claim. Assume that the equation
 ∞
erx dF (x) + Dr 2 = λ + cr
(14)
λ
0

has a positive solution. Let R denote this positive solution and call it the adjustment coefficient.
Dufresne and Gerber [10] proved that
ψd (u) ∼ C d e−Ru ,

u→∞

(15)
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and

ψs (u) ∼ C s e−Ru ,

[9]

u → ∞.

(16)

u → ∞,

(17)

Therefore,
ψ(u) ∼ Ce−Ru ,

where C = C d + C s .
Similar results have been obtained when the claim
distribution is heavy-tailed. If the equilibrium distribution function FI ∈ S, then we have
ψσ (u) ∼

1
FI ∗ G(u),
µθ

[10]

[11]

[12]

(18)

where G is an exponential distribution function with
mean Dc .
Schmidli [26] extended the Dufresne and Gerber
[10] results to the case where N (t) is a renewal process, and to the case where N (t) is a Cox process
with an independent jump intensity. Furrer [17] considered a model in which an α-stable Lévy motion is
added to the compound Poisson process. He obtained
the Cramér–Lundberg type approximations in both
light and heavy-tailed claim distribution cases.
For other related work on the Cramér–Lundberg
approximation, see [20, 24].

[13]

[14]

[15]

[16]

[17]
[18]
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Credit Scoring
Introduction
‘Credit scoring’ describes the formal statistical and
mathematical models used to assist in running financial credit-granting operations, primarily to individual
applicants in the personal or retail consumer sectors.
The range of applicability of such tools is vast, covering areas such as bank loans, credit cards, mortgages,
car finance, hire purchase, mail order, and others.
Before the development of formal credit-scoring
methods, loan decisions were made on the basis of
personal judgment. This generally required a close
relationship between those seeking a loan and those
granting it. The ‘three Cs’ of ‘character, collateral, and capacity’ described the potential customer’s
standing in the community, whether some sort of
security would be pledged as a guarantee for the
repayment, and whether the applicant had sufficient
resources to meet the repayment terms. This was
all very well when the circle of people with whom
one carried out transactions was small, but over the
twentieth century this circle broadened dramatically,
as did the range of goods that one might wish to
purchase. The demand for unsecured loans began
to grow: mail order companies are just one example. Things were further complicated by World War
II, and the loss of people with expertise in making
credit-granting decisions to the war effort. This stimulated the creation of guidelines based on empirical
experience that others could apply. Around the middle of the twentieth century, recognition dawned that
predictive statistical tools, such as regression and linear multivariate statistics (dating from 1936) could
be applied. The need for these developments continued to grow in such forms as the appearance of the
credit card (the first UK credit card was launched by
Barclaycard in 1966) and Internet purchases. Credit
cards provided a guaranteed source of credit, so that
the customer did not have to go back to negotiate
a loan for each individual purchase. They also provided a source of revolving credit, so that even the
supply of fresh credit did not have to be renegotiated
(provided, of course, one was responsible with one’s
repayments). Credit cards and debit cards shifted the
loan decision to a higher level: to a ‘portfolio’ of
loans, chosen entirely by the individual customer.
However, the success and popularity of credit cards

meant that even these ‘portfolio’ decisions could not
be made on a personal basis. Some card issuers have
many tens of millions of cards in circulation, with
customers making billions of transactions annually.
Automatic methods to decide who merited a card
became essential.
The use of formal methods was further boosted
by the introduction of antidiscriminatory laws in the
1970s. This was a part of a broader social evolution,
but it manifested itself in the credit industry by
the legal requirement that credit-granting decisions
should be ‘empirically derived and statistically valid’,
and that they should not discriminate on certain
grounds, such as sex. (The latter is interesting, not
only because it is very different from the case in
insurance: it also means that some subgroups are
necessarily being unfairly penalized.) The only way
to guarantee this is to have a formal model that
can be written down in mathematical terms. Human
judgment is always susceptible to the criticism that
subjective, perhaps unconscious discrimination has
crept in.
Finally, the role of formal methods was boosted
further by growing evidence that such methods were
more effective than human judgment. Formal creditscoring methods are now used ubiquitously throughout the industry.
The introduction of statistical methods was not
without opposition. Almost without exception, the
statistical methods used in the industry are based on
empirical rather than theoretical models. That is, they
do not embody any theory about why people behave
in a certain way – for example, why some variable,
x, is correlated with degree of risk of default on a
loan, y. Rather they are based on observation that
x and y have been correlated in the past. This was
one source of criticism: some people felt that it was
immoral in some sense to use variables for which
there was no theoretical rationale. Others simply felt
uneasy about the introduction of quantification into
an arena that had previously been unquantified (the
history of quantification is littered with examples of
this). However, these objections soon faded in the
face of the necessity and the effectiveness of the
statistical methods.
Developments in credit-scoring technology are
continuing. Driven partly by progress in computer
technology, new statistical tools and methods that can
be applied in this domain continue to be invented.
Moreover, although the corporate sector had been
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relatively slow to adopt formal scoring methods,
things have changed in recent years. One reason for
the late adoption of the technology in the corporate
sector is that the data are typically very different:
the personal sector is characterized by a large volume of small loans, with limited financial data on
customers, and incomplete credit histories, while the
corporate sector is characterized by a small volume
of large loans, with audited financial accounts, and
records of corporate payment history. Even within the
personal sector, things are changing. Until recently,
the tools were applied chiefly in the ‘prime’ sector
(low risk customers). More recently, however, there
is a trend to move the technology downstream, to
the subprime sector (previously characterized by little customer assessment, but stringent penalties for
falling into arrears). Other things that stimulate continued development include the increasingly competitive market (e.g. from banks in the United States
spreading into Europe, from changes in the internal
nature of personal banking operations such as telephone and internet banking, and from other market
sectors developing financial arms), and the advent of
new products (e.g. sweeper accounts, current account
mortgages, and risk-based pricing).
There are several review papers describing the
methods and challenges of credit scoring, including
[1–3, 8, 9]. There are relatively few books on the
subject. The earliest seems to be [4], now in its
second edition. Edited collections of papers covering
the entire domain include [5, 6, 10], and integrated
texts on the subject include [7, 11].

Credit Scoring Models
In discussing credit scoring models, or scorecards, as
the models are called, it is useful to make two distinctions. The first is between application scorecards
and behavioral scorecards. Application scorecards
are used to decide whether to accept an applicant
(for a loan, credit card, or other product). Behavioral scorecards are used to monitor the behavior of
a customer over time, so that appropriate interventions can be made. For example, if a customer is
falling behind with repayments, a letter can be sent
drawing their attention to this. The available data will
typically be different in the two cases. For application scorecards, one may have information from an
application form, coupled with further information

from a credit bureau. For behavioral scorecards, one
will have an ongoing transaction record (e.g. purchase
and repayment). In both cases, the retrospective data
sets from which the models are to be constructed
will be large and will involve predominantly categorical data (continuous variables, such as age, are
typically categorized). An early, and generally fairly
labor-intensive, stage in building a scorecard is variable selection: deciding which of the many possible
predictor variables should be used, and how continuous variables should be categorized. One should also
be aware that the data are often imperfect: there will
often be missing or misrecorded values. This may
come as a surprise, since there would appear to be little scope for subjectivity in banking transaction data.
However, all data sets, especially those describing
humans and large data sets are vulnerable to these
problems.
The second useful distinction is between frontend and back-end scorecards. Front-end scorecards
are used in decision-making situations that involve
direct interaction with a customer or applicant – for
example, in making the decision about whether or not
to offer an applicant a loan. In such situations, there
are requirements (practical ones, and sometimes legal
ones) encouraging interpretability of the decisionmaking process. For example, one is often required to
say on what grounds one has rejected an applicant: for
example, the fact that the applicant has changed jobs
many times in the past year has led to a poor score.
Front-end scorecards must be relatively simple in
form – one may require, for example, that predicted
risk increases in the same order as the category levels
of each predictor, even if the data suggest otherwise.
In contrast, back-end scorecards are concerned with
more indirect decisions. For example, one might
process transaction records seeking customers who
are particularly profitable, or whose records suggest
that a card might have been stolen. These can be as
sophisticated and as complicated as one would like.
Scorecards are used for a wide (and growing)
variety of problems in the personal banking sector.
Perhaps the most familiar application is in making an accept/reject decision about an applicant, but
other applications include predicting churn (who is
likely to transfer to another supplier; a topic of particularly acute interest in the mortgage market at
the time of writing, and one of ongoing interest in
the credit card industry), attrition (who is likely to
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decline an offered product), fraud scoring, detecting other kinds of anomalous behavior, loan servicing
and review, choosing credit limits, market segmentation, designing effective experiments for optimizing
product design, and so on. Many of these applications ultimately involve making an allocation into one
of two classes (accept/reject, churn/not churn, close
account/do not close account, etc.) and much effort
has been spent on developing appropriate two-class
allocation tools.
The most popular tool used for constructing scorecards is logistic regression. This will either be based
on reformulating the categorical variables as indicator
variables, or on quantifying the categories in some
way (e.g. as weights of evidence). The naive Bayes
classifier is also popular because of its simplicity.
Linear multivariate statistics was used in the past,
but has tended to fall from favor. All of these models are ideal for front-end applications because they
express the final score as a simple sum of weights
assigned to the categories of the predictor variables.
If a low overall score can be explained in terms of
small contributions from one or more of the constituent variables, a ready ‘explanation’ is available.
Simple explanations can also be given by recursive partitioning or ‘tree’ classifiers. These partition
the space of predictor variables into cells, and assign
each cell to an outcome class or risk category. The
cells can then be described in simple terms such as
‘income less than X, rented accommodation, recent
adverse County Court judgments’. Despite the simplicity of this sort of interpretation, such models are
used relatively rarely for front-end purposes. Where
they are used tends to be to formulate new variables
describing interactions between raw predictors, in the
form of ‘derogatory trees’ (so-called because they are
used to identify particular configurations of the raw
predictors that are high risk).
Yet a third kind of simple prediction can be
obtained using nonparametric tools such as nearest
neighbor methods. In these, a new applicant is classified to the same class as the majority of the most
similar previous customers, in which ‘similarity’ is
measured in terms of the predictor variables. So,
for example, we might use, as predictors, time at
present address, time with current employer, type of
accommodation, occupation, and time with bank, and
identify those 50 previous customers most similar to
the new applicant in terms of these variables. If 40
of these subsequently defaulted, we might decide that
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the risk of the new applicant defaulting was high and
reject them. An explanation for the decision could
be given along the lines of ‘80% of similar customers went bad in the past’. Once again, despite
their simplicity, such models are rarely used in frontend systems. This is probably a legacy of the early
days, when there was a premium on simple calculations – in nearest neighbor methods, massive searches
are necessary for each new applicant. Such methods
are, however, used in back-end systems.
More sophisticated tools are also occasionally
used, especially in back-end models. Mathematical
programming methods, including linear and integer
programming, and neural networks, essentially an
extension of logistic regression, have been used.
Moreover, credit-scoring problems have their own
unique attributes, and particular specialized prediction methods have been developed which take account
of these. Graphical models have been proposed as a
tool for situations in which multiple distinct outcome
measures may be of interest (e.g. default, attrition,
churn, and top-up loan). Tools based on factor analysis have been developed as a way of summarizing
overall customer attractiveness into a single measure
(after all, ‘default’ is all very well, but it is ultimate
profitability which is of interest). More advanced
classification tools, such as ensemble classifiers, bagging, and boosting have also been used in some
back-end applications. Models have also been built
that take advantage of the known structural relationships of the variables. For example, if good/bad is
defined in terms of time in arrears and extent of
arrears then one can try to predict each of these
separately, combining the predictions to yield a predicted class, rather than trying to predict the class
directly.
It is worth noting that the classes in such problems
do not represent some underlying and well-defined
property of nature (contrast life assurance: ‘has died,
has not died’), but rather are defined by humans. In
particular, they will be defined in terms of possible outcome variables. For example, ‘default’ might
be defined as ‘three or more consecutive months in
arrears’ or perhaps by a combination of attributes
(‘account inactive over the past six months while
overdrawn beyond the overdraft limit’). This has
several implications. One is that the classes do not
have distinct distributions: rather they are defined
by splitting a continuum (e.g. the length of time
in arrears). Unless the predictor variables are highly
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correlated with the underlying outcome continuum,
accurate allocation into the two classes on the basis
of the predictor variables will not be possible. Furthermore, there is some intrinsic arbitrariness about
the choice of the threshold used to split the underlying continuum (why not four or more months in
arrears?).
Predictive models of the above kind are also useful
for behavioral models, but the repeated observations
over time in such situations mean that Markov chain
models are also natural, and various extensions of the
basic model have been proposed, including moverstayer models.

Challenges in Building Scorecards
In general, scorecards deteriorate over time. This
is not because the parameters in the scorecard
change, but because the applicant or customer
populations evolve over time (a phenomenon known
as population drift). There are various reasons for
this: the economic climate may change (the last
few years have seen dramatic examples of this,
where scorecards built in the previously benign
climate deteriorated dramatically as the stock market
slumped and other economic changes occurred),
new marketing strategies may mean that different
kinds of people are seeking loans (all too often the
marketing arm of a financial institution may not have
close contact with the risk assessment arm), and
competition may change the nature of applicants (in
some sectors, not too long ago, it was recognized
that long term customers were low risk – the
riskier ones having fallen by the wayside; nowadays,
however, in a highly competitive environment, the
long term customers may simply be those who cannot
get a better deal because they are perceived as
high risk). Criteria are therefore needed to assess
scorecard performance. Various measures are popular
in the industry, including the Gini coefficient, the
Kolmogorov-Smirnov statistic, the mean difference,
and the information value. All of these attempt to
measure the separability between the distribution of
scores for known bads and known goods. In general,
variants of ‘Receiver Operating Characteristic’ curves
(or Lorentz curves) are used to give more insight into
the merits of scorecards.
The particular problems that arise in credit-scoring
contexts mean that there are also other, deeper,

conceptual challenges. Some of the most important
include the following.
In granting loans, customers thought to be good
risks will be offered a loan, and those thought to
be bad risks will not. The former will then be followed up and their true (good/bad) class discovered,
while the latter will not. This means that the data
set is biased, causing genuine difficulties in measuring scorecard performance and in constructing new
scorecards. Attempts to tackle this problem go under
the general name of reject inference (since, in some
sense, one would like to infer the true class of the
rejected applicants).
Rejected applicants are but one type of selection
that occurs in the personal credit process. More
generally, a population may be mailed but only some
will reply, of those who reply only some are offered
a loan (say), of these only some take up the offer, of
these some turn out to be good and some bad, some
of the good wish to close the loan early and may be
offered a further loan, and so on.
In general, scorecards are always built on data that
are out of date. In principle, at least, one needs to
have records dating from further back in time than
the term of a loan, so as to ensure that one has both
known goods and bads in the sample. In practice, this
may be unrealistic. Consider, for example, a 25-year
mortgage. Quite clearly any descriptive data about the
applicants for mortgages dating from that long ago is
unlikely to be of great value for making predictions
about today’s applicants.

Conclusion
‘Credit scoring is one of the most successful applications of statistical and operations research modeling in finance and banking’ [11]. The astronomical
growth in personal banking operations and products
means that automatic credit scoring is essential –
modern banking could not function without it. Apart
from the imperative arising from the magnitude of
the operation, formal scoring methods also lead to
higher quality decisions. Furthermore, the fact that
the decision processes are explicitly stated in terms
of mathematical models means that they can be monitored, adjusted, and refined. None of this applies to
human judgmental approaches. The formalization and
quantification of such things as default probability
also means that effective risk management strategies
can be adopted.

Credit Scoring
The personal banking sector is one that changes
very rapidly, in response to economic climate,
legislative changes, new competition, technological
progress, and other forces. This poses challenging
problems for the development of credit-scoring tools.
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De Moivre, Abraham
(1667–1754)
His Life
De Moivre was born at Vitry-le-François, France
on 26 May 1667. At the Université de Saumur, he
became acquainted with Christiaan Huygens’ treatise
on probability [9]. As a Huguenot, he decided in 1688
to leave France for England. Here, he became closely
connected to I. Newton (1642–1727) and E. Halley
(1656–1742); he had a vivid and yearlong correspondence with Johann Bernoulli (1667–1748). His first
mathematical contributions were to probability theory. This resulted in his Mensura Sortis [2] in 1712
and even more in his famous Doctrine of Chances [3]
in 1718 that would become the most important
textbook on probability theory until the appearance
of Laplace’s Théorie Analytique des Probabilités in
1812.
De Moivre’s scientific reputation was very high.
However, he seemingly had problems finding a permanent position. For example, he could not receive
an appointment at Cambridge or Oxford as they
barred non-Anglicans from positions. Instead, he
acted as a tutor of mathematics, increasing his meager
income with publications. He also failed in finding significant patronage from the English nobility.
Owing to these difficulties, it is understandable why
de Moivre developed great skills in more lucrative
aspects of probability. His first textbook Doctrine
of Chance deals a lot with gambling. De Moivre’s
main reputation in actuarial sciences comes from
his Annuities of Lives [4] in 1725 that saw three
reprints during his lifetime. Also, his French descent
may have blocked his breaking through into English
Society. Todhunter in [16] writes that ‘in the long
list of men ennobled by genius, virtue, and misfortune, who have found an asylum in England,
it would be difficult to name one who has conferred more honor on his adopted country than de
Moivre’.
After he stopped teaching mathematics, de Moivre
earned his living by calculating odds or values
for gamblers, underwriters, and sellers of annuities. According to [12], de Moivre remained poor
but kept an interest in French literature. He died
at the age of 87 in London on November 27,
1754.

His Contributions to Probability Theory
The paper [2] is an introduction to probability theory with its arithmetic rules and predates the publication of Jacob Bernoulli’s Ars Conjectandi [1]. It
culminates in the first printed version of the gambler’s ruin. It also contains a clear definition of
the notion of independence. De Moivre incorporates
the material of [2] into his Doctrine of Chance of
1718. The coverage of this textbook and its first two
enlarged reprints is very wide. Chapter 22 in [6] contains an excellent overview of the treated problems.
Among the many problems attacked, de Moivre deals
with the fifth problem from Huygens [9], namely the
classical problem of points (see Huygens, Christiaan and Lodewijck (1629–1695)). But he also treats
lotteries, different card games, and the classical gambler’s ruin problem. A major portion of the text
is devoted to a careful study of the duration of a
game.
The most significant contribution can only be
found from the second edition onwards. Here de
Moivre refines Jacob Bernoulli’s law of large numbers (see Probability Theory) by proving how
the normal density (see Continuous Parametric
Distributions) approximates the binomial distribution (see Discrete Parametric Distributions). The
resulting statement is now referred to as the De
Moivre–Laplace theorem, a special case of the central limit theorem. As one of the side results, de
Moivre needed an approximation for large integer
values n to the factorial
√
n! ∼ 2π nn+1/2 e−n ,
which he attributed to J. Stirling (1692–1770) who
derived it in [15].

His Contributions to Actuarial Science
At the time when de Moivre wrote his Annuities, only
two sets of life tables were available; on the one hand
those of Graunt (1602–1674) [5] about London e.a.
and those of Halley (1656–1742) [7] about Breslau.
To get a better insight into these tables, de Moivre fits
a straight line through data above age 12. In terms of
the rate of mortality, this means that he assumes that
t
lx+t
=1−
,
lx
ω−x

(1)
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with ω the maximal age. Using this assumption,
he can then find the number of survivors at any
moment by interpolation between two specific values in the life table tables, say λx and λx+s . More
explicitly,


t
t
lx+t = lx+s + 1 −
(2)
lx , 0 ≤ t < s.
s
s
This in turn then leads to the following formula
for the value of a life annuity of one per year for a
life aged x as


1+i
1
1−
aω−x ,
(3)
ax =
i
ω−x
where we find the value of the annuity-certain (see
Present Values and Accumulations) on the right.
In later chapters, de Moivre extends the above
results to the valuation of annuities upon several
lives, to reversions, and to successive lives. In the
final section he uses probabilistic arguments to calculate survival probabilities of one person over another.
However, the formulas that he derived for survivorship annuities are erroneous.
We need to mention that simultaneously with de
Moivre, Thomas Simpson (1710–1761) looked at
similar problems, partially copying from de Moivre
but also changing and correcting some of the latter’s
arguments. Most of his actuarial contributions are
contained in [13].

Treatises
We need to mention that de Moivre wrote a few
papers on other mathematically inclined subjects. We
refer in particular
to his famous formula expanding
√
(cos x + −1 sin x)n in terms of sines and cosines.
For more information on this, see [11, 17].
For treatises that contain more on his importance
as a probabilist, see [8, 10, 12, 18].
For a detailed description of his actuarial work,
see Chapter 25 in [6]. For more information on the
role de Moivre played within the development of
statistics, we refer to [14] in which the relations
between de Moivre and Simpson can also be seen.
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Decrement Analysis

exact age x to exact age x + 1. Assumptions that are
sometimes used include

The life table is an example of a decrement table –
one with a single mode of decrement – death.

•
•
•

Binomial Model of Mortality
Under the most natural stochastic model associated
with the life table, a person aged exactly x is assumed
to have probability px of surviving the year to age
x + 1, and probability qx of dying before attaining
age x + 1. With N such independent lives, the number of deaths is a binomial (N , qx ) random variable
(see Discrete Parametric Distributions). When the
mortality probability is unknown, a maximum likelihood estimate is provided by D N −1 , where D is
the number of deaths observed between exact ages x
and x + 1, among the N lives observed from exact
age x to exact age x + 1 or prior death.
In practice, some or all of the lives in a mortality
investigation studied between exact age x and exact
age x + 1 are actually observed for less than a year.
Clearly, those dying fall into this category, but they
cause no problem, because our observation is until
exact age x + 1 or prior death. It is those who are still
alive and exit the mortality investigation for some
reason other than death between exact ages x and
x + 1, and those who enter after exact age x and
before exact age x + 1 who cause the complications.
The observation periods for such lives are said to be
censored (see Censoring).
For a life observed from exact age x + a to
exact age x + b (0 ≤ a < b ≤ 1), the probability of
dying whilst under observation is b−a qx+a . A person
observed for the full year of life from exact age x to
exact age x + 1 will have a = 0 and b = 1. In the
case of a person dying aged x last birthday, during
the investigation period, b = 1. Using an indicator
variable d, which is 1, if the life observed dies aged
x last birthday during the investigation and 0 otherwise, the likelihood of the experience is the product
over all lives of
(b−a qx+a )d (1 − b−a qx+a )1−d
To obtain the maximum likelihood estimate of
qx , it is necessary to make some assumption about
the pattern of mortality over the year of life from

the uniform distribution of deaths: t qx = tqx
the so-called Balducci assumption: 1−t qx+t =
(1 − t)qx
a constant force of mortality: t qx = 1 − e−µt

with 0 ≤ t ≤ 1. Once one of these assumptions is
made, there is only a single parameter to be estimated
(qx or µ), since the values of a, b and d are known
for each life. The uniform distribution of deaths
assumption implies an increasing force of mortality
over the year of age, whilst the Balducci assumption
implies the converse.

The Traditional Actuarial Estimate of qx
According to the above binomial model, the expected
number of deaths is the sum of b−a qx+a over all lives
exposed to the risk of death aged x last birthday
during the investigation period. Under the constant
force of mortality assumption from exact age x to
exact age x + 1, b−a qx+a = 1 − (1 − qx )b−a , which
becomes (b − a)qx if the binomial term is expanded
and the very small second and higher powers of qx
are ignored. Under the binomial model, those dying
whilst under observation are not censored above (i.e.
for them, b = 1). The expected number of deaths can
therefore be written as


(b − a)qx +
(1 − a)qx
survivors

deaths

which can be rearranged as

 

(1 − a) −
(1 − b) qx
all lives

survivors

The expression in curly brackets is referred to as
the initial exposed to risk, and is denoted by Ex .
Note that a life coming under observation a fraction
through the year of life from exact age x, is given
an exposure of 1 − a, whilst one leaving a fraction
b through that year of life other than by death has
his/her exposure reduced by 1 − b. Those dying are
given full exposure until exact age x + 1.
The actuarial approach uses the method of
moments, equating the expected number of deaths
to the observed number of deaths θx to obtain
q̂x =

θx
Ex

(1)
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The traditional actuarial estimation formulae can also
be obtained using the Balducci and uniform distribution of death assumptions. The accuracy of the derivation under the common Balducci assumption has been
criticized by Hoem [15] because it treats entrants and
exits symmetrically. Hoem points out that no assumption about intra-age-group mortality is needed if a
Kaplan–Meier estimator (see Survival Analysis) is
used [16]. The actuarial approach, however, has been
defended by Dorrington and Slawski [9], who criticize Hoem’s assumptions. In most actuarial contexts,
the numerical differences are very small.

Poisson Model
Over much of the life span, the mortality rate qx is
small, and the number of deaths observed at a particular age can therefore be accurately approximated
by the Poisson distribution (see Discrete Parametric Distributions). If one assumes that the force of
mortality or hazard rate is constant over the age of
interest, and enumerates as Exc the total time lives
aged x are observed, allowing only time until death
in the case of deaths (in contrast to the initial exposed
adopted under the binomial and traditional actuarial
methods), the maximum likelihood estimator of the
force of mortality is
µ̂ =

θx
Exc

(2)

The force of mortality is not in general constant
over the year of age, and (2) is therefore interpreted
as an estimate of the force of mortality at exact
age x + 1/2. The central mortality rate mx of the
life table is a weighted average of µx+r for all r
(0 < r < 1). So (2) is also often interpreted as an
estimate of mx .
Under the assumption that deaths occur, on average, at age x + 1/2, the initial exposed to risk Ex and
the central exposed to risk Exc are related as follows:
Ex ≈ Exc +

θx
2

(3)

The Poisson estimator is particularly useful when
population data are provided by one or more censuses. To see this, we observe that, if Px (t) is the
population at time t, aged x last birthday, the central
exposed to risk for an investigation of deaths over,
say, three years from t = 0 to t = 3 is the integral

of Px (t) over that interval of time, which is readily
approximated numerically using available population
numbers at suitable census dates, for example,
Exc ≈ 3Px (1.5)
Exc ≈

Px (0) + 2Px (1) + 2Px (2) + Px (3)
2

(4)
(5)

This approach is usually referred to as a census
method, and is commonly used in life insurance
mortality investigations and elsewhere, because of
its simplicity. Formula (4) is essentially the basis
of the method used to derive national life tables in
many countries, including Australia and the United
Kingdom.

Sampling Variances and Standard Errors
Under the binomial model, the number of deaths θx
aged x last birthday, among Ex lives exposed, has
variance Ex qx (1 − qx ). It follows that the actuarial
estimate (1) of qx has variance qx (1 − qx )/Ex . Over
most of the life span, qx is small, and in this situation,
an accurate approximation to the variance of
√ the qx
estimator is provided by qx /Ex , leading to ( θx )/Ex
as the standard error of the qx estimator, when the
unknown qx is replaced by its actuarial estimate (1).
Under the Poisson model, the variance of the
number of deaths θx is Exc µ. The variance of the
Poisson estimator (2) is therefore µ/Exc . Substituting
the Poisson estimate for the unknown µ, we deduce
that
√ the standard error of the Poisson estimate is
( θx )/Exc , which is numerically very close to the
binomial standard error, except at advanced ages.

Graduation
But for any prior information or prior belief we
might have about the pattern of decrement rates over
age, the estimates for each separate age obtained by
the above methods would be the best possible. For
most decrements, however, we do have some prior
information or belief. Mortality rates (in the normal
course of events), for example, might be expected to
change smoothly with age. If this is true, then the
data for several ages on either side of age x can be
used to augment the basic information for age x, and
an improved estimate of qx or µ can be obtained by
smoothing the observed rates.

Decrement Analysis
The art of smoothing the rates calculated as above
to obtain better estimates of the underlying population
mortality rates is called graduation, and the ability
to smooth out random fluctuations in the calculated
rates may permit the estimation of valid rates from
quite scanty data.
A wide range of smoothing methods have been
adopted by actuaries over the years, the principal
approaches being:
•
•
•
•

•

graphical methods;
summation methods (weighted running averages,
designed to avoid introduction of bias);
cubic splines;
reference to an existing standard table (manipulating standard table rates by a selected mathematical formula so that the adjusted rates represent
the actual experience); and
fitting a mathematical formula.

The method adopted will depend to some extent on
the data and the purpose for which the decrement
rates are required. A simple graphical graduation
will probably be sufficient in many day-to-day situations, but where a new standard table for widespread
use is required, considerable time and effort will
be expended in finding the best possible graduation.
For a standard mortality table, the mathematical formula approach is probably the commonest in recent
years [13], and formulae tend to be drawn from
among the well-known mortality laws or modifications of them. Rapid advances in computing power
have made this approach much more manageable
than in earlier years. Surprisingly, generalized linear
models (GLMs), which might be used for graduation,
allowing explicit modeling of selection and trends,
have not as yet attracted much actuarial attention in
relation to graduation.
The smoothness of rates produced by one or other
of the other methods needs to be checked, and the
usual approach is to examine the progression of first,
second, and third differences of the rates. This is not
necessary when a mathematical formula has been fitted, because any reasonable mathematical function
is by its very nature, smooth [2]. The art of graduation in fact lies in finding the smoothest set of
rates consistent with the data. This is most clearly
demonstrated by the Whittaker–Henderson method
that selects graduated rates in such a way that a
weighted combination of the sum of the squares of
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the third differences of the selected rates and the chisquare measure of goodness-of-fit is minimized [2].
The relative weighting of smoothness versus adherence to data is varied until a satisfactory graduation
is achieved.
The user of any graduated rates must be confident
that they do in fact properly represent the experience
on which they are based. The statistical testing of the
graduated rates against the data is therefore an essential component of the graduation process. A single
composite chi-square test (comparing actual deaths
at individual ages with expected deaths according to
the graduation) may provide an initial indication as to
whether a graduation might possibly be satisfactory
in respect of adherence to data, but because the test
covers the whole range of ages, a poor fit over certain
ages may be masked by a very close fit elsewhere.
The overall chi-square test may also fail to detect
clumping of deviations of the same sign. Further
statistical tests are therefore applied, examining individual standardized deviations, absolute deviations,
cumulative deviations, signs of deviations, runs of
signs of deviations, and changes of sign of deviations, before a graduation is accepted [2, 13]. With
very large experiences, the binomial/Poisson model
underlying many of the tests may break down [21],
and modifications of the tests may be necessary [2].

Competing Risks; Multiple-decrement
Tables
The life table has only one mode of decrement –
death. The first detailed study of competing risks
where there are two or more modes of decrement
was by the British actuary Makeham [19] in 1874,
although some of his ideas can be traced to Daniel
Bernoulli, who attempted to estimate the effect on a
population of the eradication of smallpox [8]. Makeham’s approach was to extend the concept of the
force of mortality (which was well known to actuaries
of the time) to more than one decrement.
The multiple-decrement table is therefore a natural extension of the (single-decrement) life table [2,
5, 6, 10], and it finds many actuarial applications,
including pension fund service tables (see Pension
Fund Mathematics) (where the numbers of active
employees of an organization are depleted by death,
resignation, ill-health retirement, and age retirement)
and cause of death analysis (where deaths in a normal life table are subdivided by cause, and exits from
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the lx column of survivors are by death from one or
other of the possible causes of death).
There is no agreed international notation, and
the symbols below, which extend the internationally
agreed life table notation, are commonly accepted in
the United Kingdom.
For a double-decrement table labeled ‘a’ with two
modes of decrement α and β, the number of survivors
at age x is represented by (al )x . Decrements at age
x by cause α are designated by (ad )αx , and the basic
double-decrement table takes the following form.
Age
x

Survivors
(al)x

20
21
22
23
...

1 00 000
93 943
87 485
80 598
...

α decrements
(ad)αx

β decrements
β
(ad)x

1129
1185
1245
1302
...

4928
5273
5642
6005
...

1 d(al)x
(al)x dx

∞

(ad)αx+t

(al)αx =

(8)

t=0

and a force of decrement
(aµ)αx = −

1 d
(al)αx
(al)x dx

(9)

and because
(ad)x = (ad)αx + (ad)βx

(10)

(aµ)x = (aµ)αx + (aµ)βx

(11)

we find that

The proportion surviving from age x to age
x + t (or probability of survivorship from age x
to age x + t in a stochastic context) is t (ap)x =
(al )x+t /(al )x . The proportion of lives aged exactly
x exiting by mode α before attaining age x + 1 is
(aq)αx = (ad )αx /(al )x . This is usually referred to as the
dependent rate of decrement by mode α, because the
decrement occurs in the context of the other decrement(s). Independent decrement rates are defined
below. The force of decrement by all modes at exact
age x bears the same relationship to (al )x as µx does
to lx in a life table, namely
(aµ)x = −

malaria deaths. To proceed, it is necessary to develop
further the underlying double-decrement model. The
usual approach is to define

(6)

Survivorship from age x to age x + t in terms of the
force of decrement from all modes again parallels the
equivalent life table formula
  t

(aµ)x+u du
(7)
t (ap)x = exp −
0

Related Single-decrement Tables
In the case of a population subject to two causes of
death: malaria, for example, (decrement β) and all
other causes (decrement α), a researcher may wish to
evaluate the effect on survivorship of eliminating all

The next step is to envisage two different hypothetical populations: one where malaria is the only
cause of death and the other where there are no
malaria deaths but all the other causes are present.
The assumption made in the traditional multipledecrement table approach is that the force of mortality
in the nonmalaria population µαx is equal to (aµ)αx and
β
β
that for the malaria-only population µx = (aµ)x .
Separate (single-decrement) life tables can then be
constructed for a population subject to all causes of
death except malaria (life table α, with α attached
to all its usual life table symbols) and a hypothetical population in which the only cause of death was
malaria (life table β). Then, for the population without malaria,
  t

α
α
p
=
exp
−
µ
du
t x
x+u

(12)

0

The decrement proportions (or probabilities of dying)
in the two separate single-decrement life tables are
β
β
qxα = 1 − pxα and qx = 1 − px . These are referred
to as independent rates of decrement because they
each refer to decrements in the absence of the other
decrement(s). Under the Makeham assumption, µαx =
β
β
(aµ)αx and µx = (aµ)x , so it is clear from (7), (11)
and (12) that
t (ap)x

= t pxα t pxβ

(13)

Decrement Analysis

Relationship between Dependent and
Independent Decrement Rates

β

For a life aged x in a double-decrement table to exit
by mode α before age x + 1, the life must survive
from age x to age x + t and then exit by mode
α between t and t + dt for some t (0 ≤ t < 1). It
follows that
 1
α
(aq)αx =
t (ap)x µx+t dt


0

1

=


α
β α
t px t px µx+t

0
1

=
0

dt

(1 − t qxβ )t pxα µαx+t dt

(14)

For most life tables and single-decrement tables, the
survivorship function lx is virtually indistinguishable
from a straight line over a single year of age. To
obtain practical formulae, strict linearity over the single year of age is often assumed. Under this assumption of uniform distribution of decrements (deaths),
the proportion exiting between age x and age x + t
(0 ≤ t < 1) is
t qx

=

lx − lx+t
t (lx − lx+1 )
=
= tqx
lx
lx

The mortality rate


=

s qx

(15)

for (aq)x . Obtaining the independent rates from the
dependent rates using (18) and the equivalent equation for decrement β is slightly more complicated as
we need to solve the two equations simultaneously.
Where there are only two modes of decrement, the
elimination of one of the two unknown independent
rates leads to a readily soluble quadratic equation. An
iterative approach is essential when there are three or
more decrements.
We note in passing that if the assumption of uniform distribution of decrements is made for each
mode, then the distribution of all decrements combined cannot be uniform (i.e. (al )x is not strictly
linear. With two modes of decrement, for example, it
will be quadratic).
The uniform distribution of decrements is not
the only practical assumption that can be made to
develop relationships between the independent and
dependent rates. Another approach is to assume that
for 0 ≤ t < 1,
µαx+t = A(aµ)x+t

s

dt

(16)

Under the uniform distribution of deaths assumption
with s qx = sq x , we conclude from (16) that
= qx ,

(0 ≤ t ≤ 1)

(17)

Applying the uniform distribution of deaths formula (15) for decrement β and formula (17) for α,
we deduce from (14) that
 1
(1 − tqxβ )qxα dt
(aq)αx =
0

=

qxα

(aq)αx
(aq)x

(20)

and

0

t px µx+t

(19)

with A constant within each one-year age-group,
but different from one age-group to the next. Under
this piecewise constant force of decrement proportion
assumption
A=

t px µx+t

5



1 β
1 − qx
2

(18)

The same approach can be used when there are three
or more decrements.
In the situation in which the independent decrement rates are known, the dependent rates can be calculated directly using (18) and the equivalent formula

pxα = [(ap)x ]A

(21)

so that
α

qxα = 1 − [1 − (aq)x ](aq)x /(aq)x

(22)

With this formula, one can derive the independent
rates from the dependent rates directly, but moving
in the other direction is more difficult.
Formula (22) also emerges if one makes an alternative piecewise constant force of decrement assumption: that all the forces of decrement are constant
within the year of age.
Except where there are significant concentrations
of certain decrements (e.g. age retirement at a fixed
age in a service table) or decrement rates are high,
the particular assumption adopted to develop the
relationship between the dependent and independent
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rates will have relatively little effect on the values
calculated [10].

Estimation of Multiple-decrement Rates
Independent q-type rates of decrement in a multipledecrement table context are readily estimated using
the binomial and traditional actuarial described above.
Lives exiting by the mode of decrement of interest
are given full exposure to the end of the year of life,
whilst those departing by other modes are given exposure only to the time they exit. Dependent rates can
be estimated directly by allowing full exposure to
the end of the year of life for exits by the modes of
interest and exposure only to time of exit for other
modes. Data, for example, might come from a population with three modes of decrement α, β, and γ ,
and a double-decrement table might be required with
modes of decrement α and β. Exits by modes α and
β would be given exposure to the end of the year of
life, and exits by mode γ exposure to time of exit.
In the case of the Poisson model, exposure is to
time of exit for all modes. Calculations are usually
simpler, and the statistical treatment more straightforward. The multiple-decrement table can, in fact,
be interpreted as a special case of the Markov
multi-state model (see Markov Chains and Markov
Processes), which now finds application in illnessdeath analysis.
If it is intended to graduate the data, it is usually preferable to work with the independent rates,
because changes brought about by graduating the
dependent rates for one decrement can have unexpected effects on the underlying independent rates
for other modes of decrement, and make the resultant
multiple-decrement table unreliable.

Dependence between Competing Risks
The lives we have been discussing in the doubledecrement situation can be thought of as being subject to two distinct competing risks (see Competing
Risks). As a stochastic model, we might assume that
a person has a random future lifetime X under risk
α and a random future lifetime Y under risk β. The
actual observed lifetime would be the minimum of
the two.
The distributions of the times to death for the
two causes could well be related, and this is very

relevant to one of the classic questions in the literature: How much would the expectation of life
be increased if a cure for cancer were discovered?
If cancer were largely unrelated to other causes of
death, we might expect a marked improvement in life
expectancy. If, on the other hand, survivorship from
another disease, for example, cardiovascular disease,
were highly correlated with cancer survivorship, the
lives no longer threatened by cancer might die only
a short time later from cardiovascular disease. The
increase in life expectancy might be relatively modest.
In the case of a single-decrement life table, survivorship from age 0 to age x is usually expressed in
terms of x p0 = lx /l0 . In a stochastic context, it is convenient to write it as S(x), where S(x) = 1 − F (x)
and F (x) is the distribution function of the time X
to death of a life aged 0. S(x) is the probability that
X > x, and the force of mortality
µx = lim

h→0

1
P (x < X ≤ x + h|X > x)
h

(23)

As suggested above, where a life is subject to two
possible causes of death α and β, it is possible to
imagine a time to death X for cause α and a time
to death Y for cause β. Death will actually occur at
time Z = min(X, Y ).
By analogy with the life table survivorship function, we define
S(x, y) = P (X > x, Y > y)

(24)

and note immediately that the marginal distributions
associated with
Sα (x) = S(x, 0)

(25)

Sβ (y) = S(0, y)

(26)

can be interpreted as the distributions of time to
death when causes α and β are operating alone (the
net distributions). These have hazard rates (forces of
mortality)
λα (x) =

−(dS(x, 0))/dx
S(x, 0)

(27)

λβ (y) =

−(dS(0, y))/dy
S(0, y)

(28)

With α and β operating together, we first examine
the bivariate hazard rate for cause α at the point
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From the definition of the crude hazard rate, the
probability that death will occur between ages x and
x + dx by cause α in the presence of cause β is

(x, y)
1
P (x < X ≤ x + h,
h
Y > y|X > x, Y > y)

hα (x, y) = lim

h→0

S(x, x)hα (x) dx

=

−(∂S(x, y))/∂x
S(x, y)

(29)

hβ (x, y) =

−(∂S(x, y))/∂y
S(x, y)

(30)

0

In practice, of course, it is only possible to observe
Z = min(X, Y ), with survival function
SZ (z) = P (Z > z) = S(z, z)

(31)

and hazard function
h(z) =

−(dSZ (z))/dz
SZ (z)

(33)

the overall hazard function for survivorship in the
two-cause situation

−(dSα∗ (x))/dx
=
Sα∗ (x)

hα (x)S(x, x)

∞

hα (u)S(u, u) du
x

(39)

Independence
When causes α and β are independent, the following
simplifications emerge:
S(x, y) = Sα (x)Sβ (y)

(40)

SZ (z) = Sα (z)Sβ (z)

(41)

hα (x, y) = hα (x) = λα (x)

(42)

Equation (41) is essentially identical to formula (13)
in the nonstochastic multiple-decrement analysis.

(35)

Changing the signs in (35), integrating and exponentiating, we discover that SZ (z) may be written
SZ (z) = S(z, z) = Gα (z)Gβ (z)

λ∗α (x) =

All these formulae generalize to three or decrements.

with a similar formula for cause β in the presence of
cause α, and since


dS(z, z)
∂S(x, y) ∂S(x, y)
(34)
=
+
dz
∂x
∂y
x=y=z

h(z) = hα (z) + hβ (z)

and the survival function of those dying from cause
α in the presence of cause β is
 ∞
1
Sα∗ (x) =
hα (u)S(u, u) du
(38)
πα x
with hazard rate

(32)

The crude hazard rate at age x for cause α in the
presence of cause β is
1
hα (x) = lim P (x < X ≤ x + h,
h→0 h
Y > x|X > x, Y > x)


∂S(x, y)/∂x
=−
S(x, y)
y=x

It follows that the probability of dying from cause α
in the presence of cause β is
 ∞
=
hα (u)S(u, u) du
(37)
πα

(36)

Thus, the overall survivorship function can be
expressed as the product of two functions, one
relating to decrement α and the other to β. Note,
however, that Gα (z) and Gβ (z) are both determined
by their respective crude hazard rate in the presence
of the other variable.

Effect of Dependence
Does dependence have a large effect? To investigate this, imagine that X, the time to death under
cause α, is a random variable made up of the sum of
two independent chi-square variables (see Continuous Parametric Distributions), one with 5 degrees
of freedom, the other with 1 degree of freedom, and
that Y , the time to death under the other cause β, is
also made up of the sum of independent chi-square
variables with 5 and 1 degrees of freedom. Both X
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and Y are therefore χ62 random variables. But in this
example, they are not independent. They are in fact
closely related, because we use the same χ52 component for both. A mortality experience was simulated
with both causes operating. The expectation of life
turned out to be 5.3 years. With cause β removed, the
life expectancy should be 6.0 (the expected value of
χ62 ). Conventional multiple-decrement table analysis,
however, provided an estimate of 8.3!
When X and Y were later chosen as two completely independent χ62 , the traditional analysis correctly predicted an increase from 4.2 to 6.0 years for
the life expectancy.
The example is rather an extreme one, but the
warning is clear.
Unless decrements are very dependent, actuaries tend to use the traditional multiple-decrement
approach, and the results obtained should be adequate. Modeling dependence is not easy. If we have
some idea of how the modes of decrement are related,
it may be possible to construct a useful parametric
model in which the parameters have some meaning, but it is very difficult to construct a general
one. Another approach is to choose some well-known
multivariate survival distribution in the hope that it
provides an adequate representation of the data [10].
Carriere [4] examines the effect of dependent decrements and their role in obscuring the elimination of
a decrement. A comprehensive mathematical treatise
can be found in [8].

Projection of Future Mortality
Mortality has improved remarkably in all developed
countries over the past century with life expectancies
at birth now well over 80 for females and only a
few years less for males. Whilst improving mortality does not pose problems in relation to the pricing
and reserving for life insurances, the rising costs of
providing annuities and pensions to persons with
ever increasing age at death make it essential that
actuaries project the future mortality of lives purchasing such products. Such projections date back at
least to the early twentieth century [1]. Governments
also require mortality projections to assess the likely
future costs of national pensions, whether funded or
pay-as-you-go.
It is impossible to foresee new developments in
medicine, new drugs, or new diseases. Any mortality

projection, however sophisticated, must therefore be
an extrapolation of recent experience. The simplest
approach, which has been used for almost a century
and is still commonly adopted, is to observe the
mortality rate qx at selected ages at recent points
of time and extrapolate these to obtain projected
mortality rates qx,t for age x at various points of time
t in the future. The projection may be graphical or
may involve formulae such as
qx,t = βx γxt

(43)

where βx reflects the level of mortality at age x
at a particular point of time (the base year) and
γx (0 < γx < 1), estimated from recent experience,
allows for the annual improvement in mortality at
age x. Because mortality tends to rise approximately
exponentially with age over much of the adult age
span, future improvements under (43) can be allowed
for, quite conveniently, by specifying an equivalent
annual age adjustment to obtain the projected mortality rate. A reduction of 1/20 per annum in the age, for
example, is approximately equivalent to γx = 0.996.
An ultimate minimum mortality level αx is envisaged if the formula
qx,t = αx + βx γxt

(44)

is adopted [22], and in some investigations, attempts
have been made to relate mathematically the reduction formulae at the different ages [7].
These projection methods can be applied to both
period (cross sectional) and generational data.
There is no reason why the function extrapolated
should be the mortality rate qx,t . Among the transformations sometimes used to project mortality, the
logit transformation of Brass [3, 14] is prominent,
particularly when the data are prepared in cohort
rather than period form. The transformation takes
the form


l0 (n) − lx (n)
(45)
x (n) = 0.5 ln
lx (n)
where n is the cohort born in year n.
Where the mortality of a population at different epochs can be adequately represented by a
‘law of mortality’, the parameters for these ‘laws’
may be extrapolated to obtain projected mortality
rates [11, 12]. The method has a certain intuitive
appeal, but can be difficult to apply, because, even
when the age specific mortality rates show clear
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trends, the estimated parameters of the mathematical ‘law’ may not follow a clearly discernible pattern over time, and independent extrapolations of
the model parameters may lead to projected mortality rates that are quite unreasonable. This tends
to be less of a problem when each of the parameters is clearly interpretable as a feature of the
mortality curve. The mortality experience of more
recent cohorts is always far from complete, and for
this reason these methods are usually applied to
period data.
Projectors of national mortality rates in the 1940s
generally assumed that the clear downward trends
would continue and failed to foresee the halt to the
decline that occurred in the 1960s in most developed populations. Researchers who projected deaths
separately by cause using multiple-decrement methods observed rapidly increasing circulatory disease
mortality alongside rapidly declining infectious disease mortality [20]. The net effect in the short term
was continued mortality decline, but when infectious
disease mortality reached a minimal level, the continually increasing circulatory disease mortality meant
that mortality overall would rise. This phenomenon
was of course masked when mortality rates were
extrapolated for all causes combined. Very often, the
results of the cause of death projections were ignored
as ‘unreasonable’!
In the case of populations for which there is
little existing mortality information, mortality is often
estimated and projected using model life tables or by
reference to another population about which levels
and trends are well known [22].
Actuaries have generally tended to underestimate
improvements in mortality, a fact emphasized by
Lee and Carter in 1992, and the consequences for
age pensions and social security are immense. Lee
and Carter [17, 18] proposed a model under which
the past observed central mortality rates {mx,t } are
modeled as follows:
ln(mx,t ) = ax + bx kt + ex,t

(46)

where x refers to age and t to the epoch of the observation. The vector a reflects the age pattern of the
historical data, vector b represents improvement rates
at the various ages, and vector k records the pattern over time of the improvements that have taken
place. To fit the model, the authors select ax equal
to the average historical ln(mx,t ) value, and arrange
that b is normalized so that its elements sum to
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one; and k is normalized so that its elements sum
to zero. They then use a singular value decomposition method to find a least squares fit. In the case
of the US population, the {kt } were found to follow
an essentially linear pattern, so a random walk with
drift time series was used to forecast mortality rates
including confidence intervals. Exponentiating (46),
it is clear that model is essentially a much-refined
version of (43). A comparison of results obtained via
the Lee – Carter approach, and a generalized linear model projection for the mortality of England
and Wales has been given by Renshaw and Haberman [23].
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Derivative Pricing,
Numerical Methods

where the drift rate µ and volatility σ are assumed
to be constants, and B is a standard Brownian
motion. Following the standard no-arbitrage analysis,
the value V of a derivative claim on S may be found
by solving the partial differential equation

Numerical methods are needed for derivatives pricing
in cases where analytic solutions are either unavailable or not easily computable. Examples of the former
case include American-style options and most discretely observed path-dependent options. Examples
of the latter type include the analytic formula for
valuing continuously observed Asian options in [28],
which is very hard to calculate for a wide range of
parameter values often encountered in practice, and
the closed form solution for the price of a discretely
observed partial barrier option in [32], which requires
high dimensional numerical integration.
The subject of numerical methods in the area of
derivatives valuation and hedging is very broad. A
wide range of different types of contracts are available, and in many cases there are several candidate
models for the stochastic evolution of the underlying state variables. Many subtle numerical issues can
arise in various contexts. A complete description of
these would be very lengthy, so here we will only
give a sample of the issues involved.
Our plan is to first present a detailed description
of the different methods available in the context of
the Black–Scholes–Merton [6, 43] model for simple
European and American-style equity options. There
are basically two types of numerical methods: techniques used to solve partial differential equations
(PDEs) (these include the popular binomial and trinomial tree approaches), and Monte Carlo methods. We
will then describe how the methods can be adapted to
more general contexts, such as derivatives dependent
on more than one underlying factor, path-dependent
derivatives, and derivatives with discontinuous payoff
functions. Familiarity with the basic theory of derivative pricing will generally be assumed, though some
of the basic concepts will be reviewed when we discuss the binomial method. Readers seeking further
information about these topics should consult texts
such as [33, 56], which are also useful basic references for numerical methods.
To set the stage, consider the case of a nondividend
paying stock with a price S, which evolves according
to geometric Brownian motion
dS = µS dt + σ S dB,

(1)

1 2 2
σ S VSS + rSVS + Vt − rV = 0,
2

(2)

subject to appropriate boundary conditions. Note that
in (2), subscripts indicate partial derivatives, r is
the continuously compounded risk free interest rate,
and t denotes time. As (2) is solved backward from
the maturity date of the derivative contract T to the
present, it is convenient to rewrite it in the form
Vτ =

1 2 2
σ S VSS + rSVS − rV ,
2

(3)

where τ = T − t. The terminal payoff of the contract
becomes an initial condition for (3). For instance, a
European call option with an exercise price of K
has a value at expiry of V (S, t = T ) = V (S, τ =
0) = max(ST − K, 0), where ST is the underlying
stock price at time T . Similarly, a European put
option would have a payoff condition of V (S, t =
T ) = max(K − ST , 0). For these simple examples,
there is no need for a numerical solution because
the Black–Scholes formula offers a well-known and
easily computed analytic solution. Nonetheless, these
problems provide useful checks for the performance
of numerical schemes.
It is also important to note that we can solve (2)
by calculating an expectation. This follows from the
Feynman–Kac solution (see [23] for more details)
V (S, t) = exp (−r(T − t)) E∗ (V (S, T )) ,

(4)

where the expectation operator E is superscripted
with ∗ to indicate that we are calculating the expected
terminal payoff of the contract not under the process (1), but under a modified version of it, where µ
is replaced with the risk free interest rate r. Formulation (4) is the basis for Monte Carlo methods of
option valuation.

The Binomial Method
Perhaps the easiest numerical method to understand
is the binomial method that was originally developed in [21]. We begin with the simplest model of
uncertainty; there is one period, and the underlying
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stock price can take on one of two possible values
at the end of this period. Let the current stock price
be S, and the two possible values after one period
be Su and Sd, where u and d are constants with
u > d. Denote one plus the risk free interest rate for
the period as R. Absence of arbitrage requires that
u > R > d (if u ≤ R, then the stock would be dominated by a risk free bond; if R < d, then the stock
would dominate the risk free bond). Figure 1 provides
an illustration of this model.
We know the value of the option at expiry as a
function of S. Suppose we are valuing a European
call option with strike price K. Then the payoff
is Vu = max(Su − K, 0), if S = Su at T and Vd =
max(Sd − K, 0), if S = Sd at that time. Consider an
investment strategy involving the underlying stock
and a risk free bond that is designed to replicate
the option’s payoff. In particular, suppose we buy
h shares of stock and invest C in the risk free asset.
We pick h and C to satisfy
hSu + RC = Vu
hSd + RC = Vd .

(5)

This just involves solving two linear equations in two
unknowns. The solution is
Vu − Vd
Su − Sd
Vd Su − Vu Sd
C=
.
R(Su − Sd)
h=

(6)

The cost of entering into this strategy at the start
of the period is hS + C. No-arbitrage considerations
then tell us that the price of the option today must
equal the cost of this alternative investment strategy
that produces the same future payoffs as the option.
Su

S

Sd

Figure 1

A one-period binomial model

In other words,
V =

Vu − Vd
S(Vd u − Vu d)
S+
S(u − d)
RS(u − d)

Vu − Vd
Vd u − Vu d
+
u−d
R(u − d)


 

1
R−d
u−R
Vu +
Vd
=
R
u−d
u−d

=

=

1
[πVu + (1 − π)Vd ] ,
R

(7)

where π = (R − d)/(u − d). Note that the no-arbitrage restriction u > R > d implies that 0 < π < 1,
so we can interpret π (and 1 − π) as probabilities,
giving the intuitively appealing notion of discounting
expected future payoffs to arrive at today’s value.
If these probabilities were the actual probabilities
of the stock price movement over the period, then
the expected rate of return on the stock would be
πu + (1 − π)d = R. So (7) indicates that we calculate derivative values by assuming that the underlying
asset has an expected growth rate equal to the risk
free interest rate, calculating expected option payoffs,
and then discounting at the risk free interest rate. The
correspondence with (4) is obvious.
Although the model above is clearly far too simple to be of any practical relevance, it can easily be
extended to a very useful scheme, simply by dividing
the derivative contract life into various subperiods. In
each subperiod, the underlying asset will be allowed
to move to one of two possible values. This will allow
us to construct a tree or lattice. With n subperiods,
we will have a total of 2n possible stock price paths
through the tree. In order to keep things manageable, we will assume that d = 1/u. Then a u move
followed by a d move will lead to the same stock
price as two moves in the opposite sequence. This
ultimately gives n + 1 terminal stock prices, vastly
improving the efficiency of the numerical scheme (in
fact, without a recombining tree, constraints on computer memory may make it impossible to implement
a binomial method with a realistic number of subperiods). Figure 2 provides an illustration for the case
of n = 3 subperiods. There are four terminal stock
prices, but eight possible paths in the tree. (The nodes
Su3 and Sd 3 can each only be arrived at by a single
path, with either three consecutive u moves or three
consecutive d moves. The node Su2 d can be reached
in three ways, each involving two u moves and one d
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move. Similarly, three paths lead to the node Sud 2 .)
As we move through the tree, the implied hedging
strategy (6) will change, requiring a rebalance of the
replicating portfolio. As it turns out, the replicating
portfolio is self-financing, meaning that any changes
in its composition are financed internally. The entire
cost of following the strategy comes from its initial
setup. Thus we are assured that the price of the option
is indeed the initial cost of the replication strategy.
The binomial method can easily be programmed
to contain hundreds (if not thousands) of subperiods. The initial option value is calculated by rolling
backwards through the tree from the known terminal payoffs. Every node prior to the end leads to two
successor nodes, so we are simply repeating the one
period model over and over again. We just apply (7)
at every node.
In the limit as n → ∞, we can converge to the
Black–Scholes solution in continuous time. Let r be
the continuously compounded risk free interest rate,
σ be the annual standard deviation of the stock price,

Su 3
Su 2
Su
Sud

Su 2d

S
Sud 2
Sd
Sd 2

Sd 3

Figure 2 A three period binomial model. Note that there
are four terminal stock prices, but eight possible paths
through the tree
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and let t be the time interval for each step (e.g.
with T = 1 year and n = 50, t = 0.02). We will
converge to the Black–Scholes price
√ as t → 0 (that
is, as n → ∞), if we set u = eσ t , d = 1/u, and
π = (ert − d)/(u − d).
In addition to the option value, we are frequently
interested in estimating the ‘Greeks’. These are hedging parameters such as delta (∂V /∂S) and gamma
(∂ 2 V /∂S 2 ). In the context of the binomial method,
these can be estimated by simply taking numerical
derivatives of option values in the stock price tree.
One simple trick often used to improve accuracy
involves taking a couple of extra timesteps (backwards beyond the starting date), so that more than one
value is available at the timestep corresponding to the
initial time. This permits these derivatives to be evaluated at that time, rather than one or two timesteps
later.
The binomial method is easily adaptable to the
case of American options. As we roll back through
the tree, we simply replace the computed value from
above (which is the value of holding onto the option
for another timestep) with the maximum of this and
its payoff if it were to be exercised rather than held.
This provides a very simple and efficient algorithm.
Table 1 presents an illustrative example for European
and American put options with S = K = 100, r =
0.08, T = 1, and σ = 0.30. The Black–Scholes value
for the European put is 8.0229, so in this case we get
a quite accurate answer with at most a few hundred
timesteps. The rate of convergence for this type of
numerical method may be assessed by repeatedly
doubling the number of timesteps (and hence the
number of grid points), and calculating the ratio of
successive changes in the computed solution value.
This will be around two if convergence is at a
first order or linear rate, and approximately four if

Table 1 Illustrative results for the binomial method. The parameters are S = K = 100, r = 0.08, T = 1 year, σ = 0.30.
The exact value for the European put is 8.0229. Value is the computed option value. Change is the difference between
successive option values as the number of timesteps (and thus grid size) is doubled. Ratio is the ratio of successive changes
European put

American put

No. of
timesteps

Value

Change

Ratio

Value

Change

Ratio

50
100
200
400
800
1600

7.9639
7.9934
8.0082
8.0156
8.0192
8.0211

n.a.
0.0295
0.0148
0.0074
0.0036
0.0019

n.a.
n.a.
1.99
2.00
2.06
1.89

8.8787
8.8920
8.8983
8.9013
8.9028
8.9035

n.a.
0.0133
0.0063
0.0030
0.0015
0.0007

n.a.
n.a.
2.11
2.10
2.00
2.14
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convergence is at a second order or quadratic rate.
It is well-known that the standard binomial model
exhibits linear convergence. This is borne out in
Table 1 for both the European and American cases.
The ease of implementation and conceptual simplicity of the binomial method account for its enduring popularity. It is very hard to find a more efficient
algorithm for simple options. Numerous researchers
have extended it to more complicated settings. However, as we shall see below, this is often not an ideal
strategy.

Numerical PDE Methods
A more general approach is to solve (3) using a
numerical PDE approach. There are several different
possibilities here including finite differences, finite
elements, and finite volume methods. In a onedimensional setting, the differences between these
various techniques are slight; in many cases all of
these approaches give rise to the same set of discrete
equations and the same option values.
We will consider the finite difference approach
here as it is the easiest to describe. The basic idea is to
replace the derivatives in (3) with discrete differences
calculated on a finite grid of values for S. This is
given by Si , i = 0, . . . , p, where S0 = 0 and Sp =
Smax , the highest value for the stock price on the grid.
Boundary conditions will depend on the contract, and
can be arrived at using obvious financial reasoning in
most cases. For instance, for a European call option at
Smax , we can use V (Sp ) = S − Ke−rτ , reflecting the
virtually certain exercise of the instrument at expiry.
Similarly, a put option is almost surely not going
to be exercised if S is very large, so we would use
V (Sp ) = 0 in this situation. At S0 = 0, a European
put option would be worth the present value of the
exercise price, while a call would be worth zero. We
can specify boundary conditions using these values,
but it is not required. This is because at S = 0,
the PDE (3) reduces to the easily solved ordinary
differential equation Vτ = −rV .
In most finance references, an equally spaced grid
is assumed but this is not necessary for anything other
than ease of exposition. In the following, we will
consider the more general case of a nonuniform grid
since it offers considerable advantages in some contexts. For the moment, let us consider the derivatives
with respect to S. Let Vi denote the option value at

grid node i. Using a first-order Taylor’s series expansion, we can approximate VS at node i by either the
forward difference
Vi+1 − Vi
,
(8)
VS ≈
Si+1 − Si
or the backward difference
Vi − Vi−1
,
VS ≈
Si − Si−1

(9)

where ≈ serves to remind us that we are ignoring
higher-order terms. Defining Si+1 = Si+1 − Si (and
similarly for Si ), we can form a central difference
approximation by combining (8) and (9) to get
VS ≈

Vi+1 − Vi−1
.
Si+1 + Si

(10)

In the case where Si = Si+1 , this is a secondorder approximation. (It is possible to derive a more
complicated expression which is second order correct
for an unevenly spaced grid, but this is not used much
in practice because grid spacing typically changes
fairly gradually, so there is not much cost to using
the simpler expression (10).) Similarly, using higherorder expansions and some tedious manipulations,
we can derive the following approximation for the
second derivative with respect to the stock price at
node i
Vi−1 − Vi
Vi+1 − Vi
+
Si+1
Si
.
(11)
VSS ≈
Si+1 + Si
2
This is also only first-order correct, but for an equally
spaced grid with Si = Si+1 = S, it reduces to
VSS ≈

Vi+1 − 2Vi + Vi−1
,
(S)2

(12)

which is second-order accurate. We will also use
a first-order difference in time to approximate Vτ .
Letting Vin denote the option value at node i and
time level n, we have (at node i)
Vin+1 − Vin
,
(13)
τ
where τ is the discrete timestep size. Note that
hedging parameters such as delta and gamma can be
easily estimated using numerical differentiation of the
computed option values on the grid.
Different methods arise depending upon the time
level at which the spatial derivatives are evaluated.
Vτ ≈
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Note that we are seeking to advance the discrete
solution forward from time n to n + 1. (Recall that we
are using the forward equation (3), so time is actually
running backwards.) If we evaluate these derivatives
at the old time level n, we have an explicit method.
In this case, plugging in our various approximations
to the PDE, we obtain
 n

n
Vi+1 − Vin
Vi−1
− Vin
+
n+1
n
2

− Vi
Vi
σ 2
Si+1
Si

=
Si 


S
+
S
τ
2
i+1
i
2
 n
n 
Vi+1 − Vi−1
+ rSi
(14)
− rVin .
Si+1 + Si
This can be rearranged to get
n
+ [1 − (αi + βi + r) τ ] Vin
Vin+1 = αi τ Vi−1
n
+ βi τ Vi+1
,

(15)

where
αi =

σ 2 Si2
rSi
,
−
Si (Si+1 + Si ) Si+1 + Si

βi =

σ 2 Si2
rSi
+
. (17)
Si+1 (Si+1 + Si ) Si+1 + Si

(16)

Similarly, we can derive an implicit method by
evaluating the spatial derivatives at the new time level
n + 1. Skipping over the details, we arrive at
n+1
+ [1 + (αi + βi + r) τ ] Vin+1
− αi Vi−1
n+1
− βi Vi+1
= Vin .

(18)

Using our ordinary differential equation Vτ = −rV
at S = 0 and an appropriately specified boundary
condition Vp = V (Sp ) at Smax , we can combine (15)
and (18) into a compact expression. In particular, let
V n be a column vector containing the elements of the
solution at time n, that is, V n = [V0n , V1n , . . . , Vpn ] .
Also, let the matrix, A, be given by


r
 −α2

 0
A =  ..
 .
 0
0
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Then we can write
(I + θAτ )V n+1 = (I − (1 − θ)Aτ )V n , (20)
where I is the identity matrix. Note that θ = 0 is
an explicit method, while θ = 1 gives an implicit
scheme. Either of these approaches is first-order
correct in time. A second-order scheme can be
obtained by specifying θ = 1/2. This is known as
a Crank–Nicolson method.
It is worth noting that what the literature refers
to as trinomial trees are effectively just explicit finite
difference methods. (Trinomial trees are similar to
the binomial method, except that the stock price can
branch to any of three, not two, successor nodes. To
be precise, there is a slight difference between the
explicit finite difference method described here and
the traditional trinomial tree. This arises from treating
the rV term in the PDE (3) in an implicit fashion.)
Although this is well known, what is less commonly
mentioned in the literature is that we can also view
the binomial method as a particular explicit finite
difference method using a log-transformed version
of (3) (see [31]). Therefore, all of the observations
below regarding explicit type methods also apply to
the binomial and trinomial trees that are pervasive in
the literature.
It is critical that any numerical method be stable. Otherwise, small errors in the computed solution
can grow exponentially, rendering it useless. Either
a Crank–Nicolson or an implicit scheme is unconditionally stable, but an explicit method is stable if and
only if


1
.
(21)
τ ≤ min
i
αi + βi + r
In the case of a uniformly spaced grid where Si+1 =
Si = S, (21) simplifies to

0
0
0
(r + α2 + β2 )
−β2
0
(r
+
α
+
β
)
−β
−α
3
3
3
..
..
.. 3
.
.
.
0
···
0
0
···
0

τ ≤ min
i

0
0
0.
..
−αp−1
0

(S)2
.
σ 2 Si2 + r(S)2


···
0
···
0 

· ·. ·
0. 
.
..
.. 


(r + αp−1 + βp−1 ) −βp−1
0
0

(22)

(19)
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This indicates that the timestep size must be very
small if the grid spacing is fine. This can be a very
severe limitation in practice because of the following
reasons:
•

•

It can be very inefficient for valuing long-term
derivative contracts. Because of the parabolic
nature of the PDE (3), the solution tends to
smooth out as we proceed further in time, so we
would want to be taking larger timesteps.
A fine grid spacing is needed in cases where the
option value has discontinuities (such as digital
options or barrier options). This can lead to a
prohibitively small timestep.

By contrast, neither Crank–Nicolson nor implicit
methods are subject to this stability restriction. This
gives them the potential for considerably more flexibility in terms of grid design and timestep size as
compared to explicit methods.
Boundary conditions are another consideration.
For explicit methods, there is no need to specify
them because we can solve backwards in time in
a triangular region (much like the binomial method,
but with three branches). Some authors claim this
is a significant advantage for explicit methods [34].
Balanced against this, however, is the fact that pricing
problems of long enough maturity eventually lead to
an excessive number of nodes (because we do not
impose a boundary condition at Smax , the highest
stock price in the tree keeps on growing).
This does, however, lead to the issue of how large
Smax needs to be. Various rules-of-thumb are cited in
the literature, such as three or four times the exercise
price. A call option will typically require a larger
value than a put, since for a call the payoff function
has considerable value at Smax , while it is zero for a
put. In general, it√can be shown that Smax should be
proportional to σ T , so options either on underlying
assets with high volatilities, or with long times until
expiry, should have higher values of Smax .
Another issue concerns the solution of (20). Explicit methods (θ = 0) determine Vin+1 as a linear combination of three nodes at the preceding timestep, so
there is no need to solve a set of simultaneous linear equations. This makes them easier to use than
either Crank–Nicolson or implicit methods, which
require solving a set of linear equations. However, A
is a tridiagonal matrix (the only nonzero entries are
on the diagonal, and on each adjacent side of it in
each row). This means that the system can be solved

very quickly and efficiently using algorithms such as
described in [46].
Another topic worth noting relates to the central difference approximation of VS in (10). If this
approximation is used, it is possible that αi in (16)
can become negative. This can cause undesirable
effects such as spurious oscillations in our numerical
solution. Even if such oscillations are all but invisible
in the solution profile for the option price, they can
be quite severe for the option delta VS and gamma
VSS , which are important parameters for implementing hedging strategies. In the case of an implicit
method, we can guarantee that oscillations will not
happen by switching to the forward difference (8) at
node i. This implies replacing (16) and (17) with
αi =

σ 2 Si2
,
Si (Si+1 + Si )

(23)

βi =

σ 2 Si2
rSi
.
+
Si+1 (Si+1 + Si ) Si+1

(24)

Although this is only first-order correct, the effects on
the accuracy of our numerical solution are generally
negligible. This is because the only nodes where a
switch to forward differencing is required are remote
from the region of interest, at least across a broad
range of typical parameter values. For instance, suppose we use a uniform grid with Si+1 = Si = S,
and Si = iS. Then, αi in (16) will be nonnegative
provided that σ 2 ≥ r/i. Note that the case i = 0 does
not apply since that is the boundary where S = 0. If
r = 0.06 and σ = 0.30, then we will never switch to
forward differences. If r = 0.12 and σ = 0.15, then
we will move to forward differences for i ≤ 5, that
is, only for the first five interior nodes near the lower
boundary. Note, however, that this may not be true
in other contexts, such as interest rate or stochastic
volatility models featuring mean-reversion.
What about an explicit method? It turns out that
the stability restriction implies that αi ≥ 0, so this is
not an issue for this type of approach. However, for
a Crank–Nicolson scheme, things are unfortunately
rather ambiguous. As noted in [61], we can only
guarantee that spurious oscillations will not occur if
we restrict the timestep size to twice the maximum
stable explicit timestep size. If we do not do this,
then oscillations may occur, but we cannot tell in
advance. However, they will be most prone to happen
in situations where the solution is changing rapidly,
such as near a discretely observed barrier, or close
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to the strike price of a digital option. As will be
discussed below, there are ways of mitigating the
chance that oscillations will occur.
We have noted that an advantage of Crank–Nicolson and implicit methods over explicit methods is
the absence of a timestep size restriction for stability. This permits the use of unevenly spaced grids
that can provide significant efficiency gains in certain
contexts. It also allows us to choose timestep sizes
in a more flexible fashion, which offers some further benefits. First, it is straightforward to change the
timestep size, so that timesteps can be aligned with
intermediate cash flow dates, arising from sources
such as dividend payments made by the underlying
stock or coupons from a bond. Second, values of
long-term derivatives can be computed much more
efficiently if we exploit the ability to take much larger
timesteps as we move away from the expiry time.
Third, it is not generally possible to achieve secondorder convergence for American options using constant timesteps [25]. While it is possible to alter the
timestep suitably in an explicit scheme, the tight

coupling of the grid spacing and timestep size due
to the stability restriction makes it considerably more
complicated. Some examples of this may be found
in [24].
A simple, automatic, and quite effective method
for choosing timestep sizes is described in [37].
Given an initial timestep size, a new timestep is
selected according to the relative change in the option
price over the previous timestep at various points on
the S grid. Of course, we also want to ensure that
timesteps are chosen to match cash flow dates, or
observation intervals for discretely monitored pathdependent options. One caveat with the use of a
timestep selector involves discrete barrier options.
As the solution changes extremely rapidly near such
barriers, chosen timesteps will be excessively small,
unless we limit our checking to values of S that are
not very close to a barrier.
To illustrate the performance of these various
methods in a simple case, we return to our earlier example of a European put with S = K = 100,
r = 0.08, T = 1, and σ = 0.30. Table 2 presents

Table 2 Illustrative results for numerical PDE methods for a European put
option. The parameters are S = K = 100, r = 0.08, T = 1 year, σ = 0.30. The
exact value is 8.0229. Value is the computed option value. Change is the
difference between successive option values as the number of timesteps and
the number of grid points is increased. Ratio is the ratio of successive changes
No. of
grid nodes

No. of
timesteps

Value

Change

Ratio

n.a.
0.0144
0.0036
0.0009

n.a.
n.a.
4.00
4.00

n.a.
0.0333
0.0118
0.0047
0.0020
0.0009

n.a.
n.a.
2.82
2.51
2.35
2.22

n.a.
0.0192
0.0047
0.0012
0.0030
0.0010

n.a.
n.a.
4.09
3.92
4.00
3.00

Explicit
51
101
201
401

217
833
3565
14 329

51
101
201
401
801
1601

50
100
200
400
800
1600

51
101
201
401
801
1601

50
100
200
400
800
1600

7

8.0037
8.0181
8.0217
8.0226
Implicit
7.9693
8.0026
8.0144
8.0191
8.0211
8.0220
Crank–Nicolson
7.9974
8.0166
8.0213
8.0225
8.0228
8.0229
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results for explicit, implicit, and Crank–Nicolson
methods. Since in this simple case there is not much
of an advantage to using nonuniform grid spacing or
uneven timestep sizes, we simply start with an evenly
spaced grid running from S = 0 to S = 200. We then
refine this grid a number of times, each time by just
inserting a new node halfway between previously
existing nodes. For the implicit and Crank–Nicolson
cases, the number of timesteps is initially set at 50
and doubled with each grid refinement. The number
of timesteps in the explicit case cannot be determined
in this way. In this example, we use the largest stable
explicit timestep size. In order to satisfy the stability criterion (21), the number of timesteps must
increase by roughly a factor of 4 with each grid
refinement. This implies an increase in computational
work of a factor of 8 with each refinement (versus 4
in the cases of both implicit and Crank–Nicolson).
This limits our ability to refine the grid for this
scheme, in that computational time becomes excessive. (This is obviously somewhat dependent on the
particular implementation of the algorithm. In this
case, no particular effort was made to optimize the
performance of any of the methods. It is worth noting, however, that the explicit method with 401 grid
points (and 14 329 timesteps) requires almost triple
the computational time as the implicit method with
1601 grid points and 1600 timesteps.) It also means
that the apparent quadratic convergence indicated in
Table 2 for the explicit case is actually misleading
(the value of 4 in the ‘Ratio’ column would demonstrate second-order convergence if the number of
timesteps was being doubled, not quadrupled). All
of the methods do converge, however, with the rate
for the implicit method being approximately linear
and that for Crank–Nicolson being approximately
quadratic. For this particular example, time truncation error appears to be more significant than spatial
truncation error. Notice how far the implicit method is
away from the other two methods on the coarsest spatial grid. The explicit method does substantially better
on this grid because it takes more than four times as
many timesteps, while Crank–Nicolson does much
better with the same number of timesteps as implicit
because it is second-order accurate in time.
It must be said, however, that for this simple
example, there is no compelling reason to use any of
these methods over the binomial method. Comparing
Tables 1 and 2, we observe that the binomial method
requires 400 timesteps (and thus 401 terminal grid

nodes) to achieve an absolute error of 0.01 (for the
European case), while the explicit method requires
101 nodes (and 833 timesteps). This level of accuracy
is attained by the implicit method with 201 nodes and
200 timesteps, and by the Crank–Nicolson method
with half as many nodes and timesteps. But this
ignores computational time and coding effort. It also
ignores the fact that we only calculate the option
value for a single value of S with the binomial
method, whereas we compute it across the entire
grid for the other techniques. Roughly speaking,
the binomial method takes about the same amount
of CPU time as the implicit method to achieve an
error within 0.01. The Crank–Nicolson method takes
around 75% as much CPU time as these methods,
while the explicit technique takes about than twice
as long. If we are only interested in the option value
for a particular value on the S grid, then the binomial
method performs quite well, and it has the virtue of
requiring far less effort to implement.

Monte Carlo Methods
Monte Carlo methods are based on the Feynman–Kac
solution (4). Originally introduced to the option
pricing literature in [7], they have found wide applicability ever since. An excellent survey may be found
in [9], and we shall rely heavily on it here. The
basic idea is as follows. Recall the stochastic differential equation (1), which models the evolution of
the underlying stock price over time. (Also recall that
for derivative valuation, we replace the real drift rate
µ with the risk free rate r.) We can simulate this
evolution forward in time using the approximation
√
S(t + t) = S(t) + rS(t)t + σ S(t) tZ, (25)
where Z ∼ N (0, 1). This gives us values of S at
t = 0, t, 2t, etc. We carry out this procedure until
we reach the expiry time of the option contract T .
Applying the payoff function to this terminal value
for S gives us one possible realization for the ultimate
value of the option. Now imagine repeating this many
times, building up a distribution of option values at
T . Then, according to (4), we can simply average
these values and discount back to today, at the risk
free interest rate, to compute the current value of the
option. Hedging parameters such as delta and gamma
may be calculated using techniques described in [14].
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It should be noted that for the simple case of
geometric Brownian motion (1), we can integrate to
get the exact solution

S(T ) = S(0) exp

r − σ2
2




√
T + σ T Z , (26)

where once again Z ∼ N (0, 1). This avoids the error
due to the first-order approximation (25). (There are
higher-order approximation schemes, but these are
not commonly used because they involve considerably higher computational overhead. See, for example [40], for a thorough discussion of these methods.)
Unfortunately, exact expressions like (26) are rare.
Monte Carlo simulations produce a statistical estimate of the option value. Associated with it is a
standard error that tends to zero at the rate of M −1/2 ,
where M is the number of independent simulation
runs. Increasing the number of runs by a factor of
10 will thus reduce the standard error by a factor of
a little more than three. An approximate 95% confidence interval for the option value can be constructed
by taking the estimated price plus or minus two standard errors. Observe that when we cannot integrate
the stochastic differential equation exactly (that is, we
must step forward through time as in (25)), there is
an additional approximation error. This is often overlooked, so standard errors in these cases are biased
downwards. (Of course, by reducing the time interval
t in (25), we can reduce this error, but what is commonly done in practice is to fix t at some interval
such as one day and then to keep increasing M.)
In order to obtain more precise estimates, an alternative to simply doing more simulations is to use a
variance reduction technique. There are several possibilities, the simplest being antithetic variates. This
exploits the fact that if Z ∼ N (0, 1), then −Z ∼
N (0, 1). In particular, if V (STi )e−rT denotes the discounted terminal payoff of the contract for the ith
simulation run when STi is evaluated using Zi , then
the standard Monte Carlo estimator of the option
value is
V =

1
M

M

V (STi )e−rT .

(27)

i=1

Now let S̃Ti be the terminal value of the simulated
stock price based on −Zi . Then the estimated option
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value using antithetic variates is
VAV =

1
M

M

i=1

V (STi )e−rT + V (S̃Ti )e−rT
. (28)
2

To calculate the standard error using this method,
observe that Zi and −Zi are not independent. Therefore the sample standard deviation of the M values
of [V (STi )e−rT + V (S̃Ti )e−rT ]/2 should be used.
Another method to drive down the variance is
the control variate technique. Here we draw on the
description in [9], which is more general than typically provided in references. The basic idea is as
follows. Suppose there is another related option pricing problem for which we know the exact answer.
(For example, consider the case in [7] in which the
solution for an option on a stock that does not pay
dividends is used as a control variate for valuing an
option on a stock that does pay dividends.) Denote
the exact value of the related problem by W , and
its estimated value using Monte Carlo as W . Then
the control variate estimator of the option value of
interest is
VCV = V + β(W − W ).

(29)

The intuition is simple: we adjust our estimated
price from standard Monte Carlo using the difference
between the known exact value and its Monte Carlo
estimate. As noted in [9], it is often assumed that
β = 1, but that is not necessarily an optimal, or
even good, choice. To minimize variance, the optimal
value is
β∗ =

Cov(V , W )
Var(W )

.

(30)

This can be estimated via linear regression using
an additional prior set of independent simulations.
Observe that the common choice of β = 1 implicitly
assumes perfect positive correlation.
As a third possibility, importance sampling can
sometimes be used to dramatically reduce variance.
The intuition is easiest for pricing out-of-the-money
options. Consider the example of an out-of-themoney put, with the current stock price above the
strike. Since we simulate forward with a positive
drift, most of the simulated stock price paths will
finish out-of-the-money, contributing nothing to our
estimated option value. In other words, much of our
computational effort will be wasted. Alternatively, we
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can change the drift in our simulations, so that more
of them will finish in-the-money. Provided we appropriately weight the result using a likelihood ratio, we
i,µ
will get the correct option value. In particular, let ST
be the terminal stock price using a different drift rate
µ. Then
VIS =

1
M

M

V (ST )e−rT Li ,
i,µ

(31)

i=1

where Li is the likelihood ratio. In the case of
geometric Brownian motion,

 2

i,µ (r−µ)/σ
(µ − r 2 )T
ST
Li =
exp
S0
2σ 2


(r − µ)T
× exp
,
(32)
2
where S0 is the current stock price. (We note that the
expression given on p. 1284 of [9] is not correct as it
omits the second term involving the exponential function.) Note that we can also change the volatility, or
even the distribution function itself, provided that the
new distribution has the same support as the old one.
There are several other possibilities, including
moment matching, stratified sampling, and low-discrepancy sequences. In the latter, the ‘random’ numbers are not random at all, rather they are generated in a particular deterministic fashion, designed
to ensure that the complete probability space is
always covered in a roughly uniform fashion, no matter how many draws have been made. (Of course,
any computer-based random number generator will
not produce truly random numbers, but it is the
uniformity property that distinguishes low discrepancy sequences.) Low discrepancy sequences can be

particularly appealing in certain cases because they
offer the potential for convergence at a rate proportional to M −1 , rather than M −1/2 as for standard
methods. Detailed descriptions of low discrepancy
sequences and other techniques may be found in
sources such as [4, 9, 36, 38].
Table 3 contains some illustrative results for our
European put example using basic Monte Carlo, antithetic variates, a control variate, and importance sampling. The control variate used was the actual stock
price itself, which has a present discounted value
equal to the current stock price. We estimate β using
an independent set of M/10 runs in each case. The
calculated values of β were close to −0.25 for each
value of M. In the case of importance sampling,
we simply change to another geometric Brownian
motion with a new drift of µ = −0.10, keeping the
same volatility. Estimated values and standard errors
are shown for values of M ranging from one thousand, by factors of 10, up to one million. It is easy
to observe the convergence at a rate of M −1/2 in
Table 3, as the standard errors are reduced by a factor
of around three each time M is increased tenfold. On
this simple problem, it seems that antithetic variates
works about as well as importance sampling, with the
control variate technique doing relatively poorly (of
course, this could be improved with a better choice
of control variate).
The main virtues of Monte Carlo methods are their
intuitive appeal and ease of implementation. However, for simple problems such as the one considered
here, they are definitely inferior to alternatives such as
the binomial method or more sophisticated numerical
PDE techniques. This is because of their relatively
slow convergence rate. However, as will be noted
below, there are situations in which Monte Carlo
methods are the only methods that can be used.

Table 3 Illustrative results for Monte Carlo methods for a European put option. The parameters are S = K = 100,
r = 0.08, T = 1 year, and σ = 0.30. The exact value is 8.0229. The control variate technique used the underlying stock
price as a control. The parameter β in (29) was estimated using a separate set of simulations, each with 1/10th of the
number used for the calculations reported here. The importance sampling method was used with a drift of µ = −0.10 and
a volatility of σ = 0.30
Basic Monte Carlo

Antithetic variates

Control variates

Importance sampling

No. of
simulations

Value

Std. error

Value

Std. error

Value

Std. error

Value

Std. error

1000
10 000
1 00 000
1 000 000

7.4776
8.0019
8.0069
8.0198

0.3580
0.1187
0.0377
0.0120

7.7270
7.9536
8.0243
8.0232

0.1925
0.0623
0.0198
0.0063

7.5617
7.9549
8.0198
8.0227

0.2514
0.0809
0.0257
0.0082

8.0417
8.0700
8.0107
8.0190

0.2010
0.0635
0.0202
0.0064
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Two other observations are worthy of note. First,
in many cases it is possible to achieve enhanced
variance reduction by using combinations of the
techniques described above. Second, we have not
described how the random numbers are generated.
Details about this can be found in sources such as
[36, 46].

Some Considerations in More Complex
Situations
The discussion thus far has been intended to convey
in some detail the types of methods generally available, but it has been almost entirely confined to the
simple case of standard European style equity options
on a single underlying asset. We now examine some
of the factors that affect the implementation of the
methods in a variety of more complicated settings.
We begin by considering American options. We
briefly described a procedure for valuing these earlier
in the case of the binomial method. Obviously, the
same procedure could be used for any type of numerical PDE method; given our knowledge of the solution
at the next time level (since we are solving backwards
in time), we know the value of the option if it is not
exercised. We can compare this with its value if it
were to be exercised and take the higher of these two
possibilities at each node. While this procedure works
fairly well in terms of calculating accurate prices in
an efficient manner, it is not without flaws. These are
easiest to describe in the numerical PDE context. The
method sketched above involves advancing the solution from one time level to the next, and then applying
the constraint that the solution cannot fall below
its value if the option were immediately exercised.
An alternative is to solve the linear equation system subject to the constraint rather than applying the
constraint afterwards. This imposes some additional
computational overhead, since we are now solving a
(mildly) nonlinear problem. Various techniques have
been proposed for doing this (see [20, 22, 25], and
references therein). This kind of approach has the
following advantage. Consider the ‘smooth-pasting’
condition, which says that the delta of an American
option should be continuous. This does not hold at the
early exercise boundary, if we do not solve the system
subject to the early exercise constraint. Consequently,
estimates of delta and gamma can be inaccurate near
the exercise boundary, if we follow the simple procedure of applying the constraint after the system is
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solved. While in the numerical PDE context, it is
worth reemphasizing our earlier observation that it is
not possible, in general, to attain convergence at a
second-order rate, using an algorithm with constant
timesteps [25]. Intuitively, this is because near the
option’s expiry the exercise boundary moves very
rapidly, so small timesteps are needed. Techniques
for achieving this speed of convergence include using
the automatic timestep size selector described above
from [37], as proposed in [25], or a suitably modified version of the adaptive mesh scheme described
in [24].
The use of Monte Carlo methods for American
options is more complicated. This was long thought
to be an impossible task. The basic reason is that
we must simulate forward in time. As we do so,
we know at any point in time and along any path
what the immediate exercise value is, but we do not
know what the value of holding onto the option is
(observe the contrast with numerical PDE methods
where we solve backwards in time, so we do know
the value of keeping the option alive). In recent
years, however, there has been considerable progress
towards devising ways of handling early exercise
constraints using simulation. This literature started
with a path-bundling technique in [54]. While this
first attempt was not very successful, it did provide
an impetus for several other efforts [5, 15, 17, 41, 48,
50]. Most of these provide a lower bound for the true
American option price due to an approximation of
the optimal exercise policy. Exceptions include [15],
in which algorithms are derived that compute both
upper and lower bounds, and [50]. A comparison of
several approaches can be found in [27].
Dividends need to be treated in one of two
ways. If the underlying asset pays a continuous dividend yield q, then for a Monte Carlo method we
simply need to change the drift from r to r − q. The
analogue in the numerical PDE context is to change
the rSVS term in (3) to (r − q)SVS . Of course, the
same idea applies in various other contexts (e.g. q is
the foreign risk free rate in the case of options on
foreign exchange). If the dividend paid is a specified amount of cash at a discrete point in time, we
need to specify the ex-dividend price of the stock.
By far, the most common assumption is that the
stock price falls by the full amount of the dividend.
This is easy to handle in Monte Carlo simulation,
where we are proceeding forward in time, but a little more complicated for a numerical PDE method.
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The reason is that as time is going backwards, we
need to enforce a no-arbitrage condition that says that
the value of the option must be continuous across
the dividend payment date [56]. If t + indicates the
time right after the dividend D is paid, and t − is
the time right before, then V (S, t − ) = V (S − D, t + ).
This will usually require some kind of interpolation, as S − D will not typically be one of our grid
points.
Discontinuous payoffs such as digital options
can pose some difficulty for Monte Carlo methods,
if hedging parameters are calculated in certain
ways [14] (convergence will be at a slower rate).
On the other hand, it has been argued that such
payoffs pose more significant problems for numerical
PDE (and binomial tree) methods, in that the rate
of convergence to the option price itself will be
reduced [31]. Crank–Nicolson methods will also be
prone to oscillations near discontinuities, unless very
small timesteps are taken. However, there is a
fairly simple cure [45]. Following Rannacher [47],
if we (a) smooth the payoff function via an l2
projection; and (b) take two implicit timesteps
before switching to Crank–Nicolson, we can restore
quadratic convergence. This does not guarantee that
oscillations will not occur, but it does tend to preclude
them. (For additional insurance against oscillations,
we can take more than two implicit timesteps. As
long as the number of these is fairly small, we
will converge at a second-order rate.) We will refer

to this as the Rannacher procedure. To illustrate,
consider the case of a European digital call option
paying 1 in six months, if S > K = 100 with r =
0.05 and σ = 0.25. Table 4 shows results for various
schemes. If we use Crank–Nicolson with a uniform
S grid and constant timesteps, we get slow (linear)
convergence. However, this is a situation in which
it is advantageous to place a lot of grid nodes near
the strike because the payoff changes discontinuously
there. If we try this, though, we actually get very
poor results. The reason, as shown in the left panel
of Figure 3, is a spurious oscillation near the strike.
Of course, the results for the derivatives of the value
(delta and gamma) are even worse. If we keep the
variable grid, and use the Rannacher procedure with
constant timesteps, Table 4 shows excellent results.
It also demonstrates that the use of an automatic
timestep size selector provides significant efficiency
gains, as we can achieve basically the same accuracy
with about half as many timesteps. The right panel
of Figure 3 shows the absence of oscillations in this
particular case when this technique is used. It is also
worth noting how costly an explicit method would
be. Even for the coarsest spatial grid with 121 nodes,
the stability restriction means that more than 5000
timesteps would be needed.
Barrier options can be valued using a variety of
techniques, depending on whether the barrier is presumed to be monitored continuously or discretely.
The continuous case is relatively easy for a numerical

Table 4 Illustrative results for numerical PDE methods for a European digital call option. The
parameters are S = K = 100, r = 0.05, T = 0.5 years, σ = 0.25. The exact value is 0.508 280
No. of
grid nodes

No. of
timesteps

Value

No. of
grid nodes

No. of
timesteps

Value

Crank–Nicolson, uniform S grid,
constant timestep size

Crank–Nicolson, nonuniform S grid,
constant timestep size

101
50
0.564 307
201
100
0.535 946
401
200
0.522 056
801
400
0.515 157
1601
800
0.511 716
Rannacher procedure, nonuniform S grid,
constant timestep size

121
50
0.589 533
241
100
0.588 266
481
200
0.587 576
961
400
0.587 252
1921
800
0.587 091
Rannacher procedure, nonuniform S grid,
automatic timestep size selector

121
241
481
961
1921

50
100
200
400
800

0.508 310
0.508 288
0.508 282
0.508 281
0.508 280

121
241
481
961
1921

26
48
90
176
347

0.508 318
0.508 290
0.508 283
0.508 281
0.508 280

Derivative Pricing, Numerical Methods

13

European Digital Call Option Value
0.75
0.7
0.65

Option Value

0.6
0.55
0.5
0.45
0.4
0.35
0.3
0.25
90

92

94

96

98

100 102
Asset Price
(a)

104

106

108

110

106

108

110

European Digital Call Option Value
0.75
0.7
0.65

Option Value

0.6
0.55
0.5
0.45
0.4
0.35
0.3
0.25
90

92

94

96

98

100 102
Asset Price
(b)

104

Figure 3 European digital call option value. Left: Crank–Nicolson using a nonuniform spatial grid with constant timesteps;
Rannacher procedure using a nonuniform spatial grid with automatic timestep size selector. The parameters are K = 100,
r = 0.05, T = 0.5 years, σ = 0.25. Circles depict the analytic solution, the numerical solution is shown by the solid lines
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PDE approach, since we just have to apply boundary conditions at the barrier. However, it is a little
trickier for a Monte Carlo approach. This is because,
as we simulate forward in time using (25), a systematic bias is introduced, as we do not know what
happens during the time intervals between sampling
dates (that is, a barrier could be breached within a
timestep). This implies the we overestimate prices
for knock-out options and underestimate prices of
knock-in options. Techniques for correcting this are
discussed in [3, 16]. This is more of an academic
issue than a matter of practical concern, though, as
the overwhelming majority of barrier options feature
discrete monitoring. In this case, Monte Carlo simulations are unbiased (provided that sampling dates
for our simulations coincide with barrier observation
times) but slow to converge. There are several papers
dealing with adaptations of binomial and trinomial
trees to handle barrier options [11, 12, 19, 24, 49].
Basically, all of these papers struggle with the issue
that a fine grid is required near a barrier, and this
then requires an enormous number of timesteps due
to the tight coupling of grid spacing and timestep
size in an explicit type of method. Of course, implicit
or Crank–Nicolson methods do not suffer from this
and can easily be used instead [62]. Note that we
have to apply the Rannacher procedure described
above at each barrier observation date if we want
to have quadratic convergence because a discontinuity is introduced into the solution at every monitoring
date.
Path-dependent options are an application for
which Monte Carlo methods are particularly well
suited. This is because we know the history of any
path as we simulate it forward in time. Standard
examples include Asian options (which depend on
the average value of the underlying asset over time),
look-back options (which depend on the highest or
lowest value reached by the underlying asset during
a period of time), and Parisian-style options (which
depend the length of time that the underlying asset
is within a specified range). We simply need to
track the relevant function of the stock price history
through the simulation and record it at the terminal
payoff date. One minor caveat is that the same issue
of discretization bias in the case of continuously
monitored barrier options also occurs here if the
contract is continuously monitored (again, this is
not of paramount practical relevance as almost all
contracts are discretely monitored). Also, note that

Asian options offer a very nice example of the
effectiveness of the control variate technique. As
shown in [39], using an option with a payoff based on
the geometric average (which has an easily computed
analytic solution) as a control, sharply reduces the
variance of Monte Carlo estimates of options with
payoffs based on the arithmetic average (which does
not have a readily calculable analytic formula).
However, Monte Carlo methods are relatively
slow to converge, and, as noted above, not easily
adapted to American-style options. On the other
hand, numerical PDE and tree-based methods are
somewhat problematic for path-dependent options.
This is because as we solve backwards in time,
we have no knowledge of the prior history of the
underlying stock price. A way around this is to
use a state augmentation approach. A description of
the general idea can be found in [56]. The basic
idea can be sketched as follows, for the discretely
monitored case. (The continuously monitored case
is rare, and results in a two dimensional PDE
problem with no second-order term in one of the
dimensions [56]. Such problems are quite difficult
to solve numerically. See [58] for an example in
the case of continuously observed Asian options.)
Consider the example of a Parisian knock-out option,
which is like a standard option but with the proviso
that the payoff is zero if the underlying asset price S is
above a specified barrier for a number of consecutive
monitoring dates. In addition to S, we need to define
a counter variable representing the number of dates
for which S has been over the barrier. Since this
extra variable can only change on a monitoring date,
in between monitoring dates we simply solve the
usual PDE (3). In fact, we have to solve a set of
problems of that type, one for each value of the
auxiliary variable. At monitoring dates, no-arbitrage
conditions are applied to update the set of pricing
equations. Further details can be found in [55]. This
idea of solving a set of one-dimensional problems
can obviously rely on any particular one-dimensional
solution technique. If binomial trees are being used,
the entire procedure is often referred to as a ‘binomial
forest’. Similar ideas can be applied to look-back
or Asian options [35, 59]. In the case of Asian
options, the auxiliary variable is the average value
of the underlying asset. Because the set of possible
values for this variable grows very fast over time, we
generally have to use a representative set of possible
values and interpolation. This needs to be done with
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care, as an inappropriate interpolation scheme can
result in an algorithm that can diverge or converge to
an incorrect answer [26]. It should be noted that not
all path-dependent pricing problems can be handled
in this fashion. HJM [29] models of the term structure
of interest rates, do not have a finite-dimensional PDE
representation, except in some special cases. Neither
do moving window Asian options (where the average
is defined over a rolling period of, e.g. 30 days). The
only available technique, in these cases, is Monte
Carlo simulation.
Multidimensional derivative pricing problems are
another area where Monte Carlo methods shine. This
is because the computational complexity of PDE
or tree type methods grows exponentially with the
number of state variables, whereas Monte Carlo
complexity grows linearly. The crossover point is
usually about three: problems with three or fewer
dimensions are better handled using PDE methods, higher dimensional problems are more suited
to Monte Carlo methods (in fact, they are basically
infeasible for PDE methods). There are no particular complications to using Monte Carlo in higher
dimensions, except for having to handle correlated
state variables appropriately [36]. Of course, reasons
of computational efficiency often dictate that variance reduction techniques become very important.
In this regard, low-discrepancy sequences are frequently the preferred alternative. For numerical PDE
methods in general, pricing problems in more than
one dimension are better handled using finite element or finite volume methods because they offer
superior grid flexibility compared to finite differences [60]. Also, when using Crank–Nicolson or
implicit methods, the set of equations to be solved
is no longer tridiagonal, though it is sparse. This
requires more sophisticated algorithms [46]. It should
be observed that there have been several attempts
to generalize binomial/trinomial type explicit methods to higher dimensions (e.g. [8, 10, 18, 34, 42]).
The fundamental issue here is that it is quite difficult
in general to extend (to higher than one dimension) the idea of having a scheme with positive
coefficients that sum to one, and hence can be interpreted as probabilities. The source of the difficulty
is correlation, and often what is proposed is some
form of transformation to eliminate it. While such
schemes can be devised, it should be noted that
it would be very difficult to accomplish this for

15

pricing problems, where a particular type of spatial grid is required, such as barrier options. Moreover, the effort is in one sense unnecessary. While
positivity of coefficients is a necessary and sufficient condition for the stability of an explicit method
in one dimension, it is only a sufficient condition in higher than one dimension; there are stable
explicit schemes in higher dimensions with negative
coefficients.
Finally, although our discussion has been in the
context of geometric Brownian motion, the same
principles and ideas carry over to other contexts.
One of the advantages of numerical methods (whether
Monte Carlo or PDE) is their flexibility in handling
different processes for the underlying state variables.
It is fairly easy to adapt the methods considered
here to other types of diffusion processes such as
stochastic volatility models [30], implied volatility
surfaces [2], or constant elasticity of variance models [13]. More difficulties arise in the case of mixed
jump-diffusion processes. There has not been a lot of
work in this area. PDE type methods for American
options have been developed in [1, 57]. Simulation
techniques for pricing barrier options in this context
are considered in [44].

Conclusions and Recommended Further
Reading
The field of pricing derivative instruments using
numerical methods is a large and confusing one, in
part because the pricing problems vary widely, ranging from simple one factor European options through
American options, barrier contracts, path-dependent
options, interest rate derivatives, foreign exchange
derivatives, contracts with discontinuous payoff functions, multidimensional problems, cases with different assumptions about the evolution of the underlying
state variables, and all kinds of combinations of
these items. The suitability of any particular numerical scheme depends largely on the context. Monte
Carlo methods are the only practical alternative for
problems with more than three dimensions, but are
relatively slow in other cases. Moreover, despite significant progress, early exercise remains problematic
for simulation methods. Numerical PDE methods are
fairly robust but cannot be used in high dimensions.
They can also require sophisticated algorithms for
solving large sparse linear systems of equations and
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are relatively difficult to code. Binomial and trinomial
tree methods are just explicit type PDE methods that
work very well on simple problems but can be quite
hard to adapt to more complex situations because of
the stability limitation tying the timestep size and
grid spacing together. In addition to the references
already cited here, recent books such as [51–53] are
fine sources for additional information.
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Diffusion Approximations
Calculations of characteristics of stochastic processes, as for example, ruin probabilities, is often
difficult. One therefore has to resort to approximations. Approximation of the process at a fixed point
often suggests by the central limit theorem to use a
normal approximation. Approximation of the whole
process should then result in a Gaussian process. In
many situations, the Brownian motion is the natural
choice.
The earliest approximation by the Brownian
motion in actuarial science that the author is aware
of is Hadwiger [6]. Even though the approximation
is heuristic, he obtains the correct partial differential
equation for the ruin probability of the Brownian
motion.
We start with an example. Consider the classical
surplus process Y,
Yt = u + ct −

Nt


Ui ,

(1)

i=1

where N is a Poisson process with rate λ, {Ui } are iid
positive random variable with mean µ and variance
σ 2 independent of N, and u, c are constants. The
process is a Lévy process, that is, a process with
independent and stationary increments. Splitting the
interval (0, t] into n equal parts, Yt can be expressed
as
n

(Yit/n − Y(i−1)t/n ).
(2)
Yt = u +
i=1

Because {Yit/n − Y(i−1)t/n } are iid, it seems natural to
approximate Yt by a normal distribution. For s > t
a natural approximation to Ys − Yt would also be a
normal distribution because Y has independent and
stationary increments. Proceeding in this way, the
approximation will have the same finite-dimensional
distributions as a Brownian motion. One therefore
considers the Brownian motion X (with drift)
Xt = u + mt + ηWt ,

(3)

where W is a standard Brownian motion. In order
that the two processes are comparable, one wishes
that Ɛ[Yt ] = Ɛ[Xt ] and Var[Yt ] = Var[Xt ], that is,
m = c − λµ and η2 = λ(σ 2 + µ2 ).
The problem with the above construction is that
as n → ∞ the distributions do not change. It would

be preferable to consider processes X (n) such that the
distribution of Xt(n) tends to a normal distribution for
each t. The idea
 tis to consider the aggregate claims
process St = N
i=1 Ui . Then
Nt
1 
1
Ui
√ St = √
Nt
Nt i=1

(4)

would converge to a normal distribution as Nt → ∞.
Instead of letting Nt → ∞, we let t → ∞. Because,
by the strong law of large numbers Nt /t → λ we get
that
√
Ntn
Ntn 1 
Ui
√ √
n
Ntn i=1
converges (intuitively) to a normal distribution with
mean value λµt. We obtain the same distribution
by√just letting λ(n) = λn and [Ui(n) ≤ x] = [Ui ≤
x n] in the n-th process. Considering
Xt(n)



Nt(n)

√
ρ
=u+ 1+ √
Ui(n)
λµ n −
n
i=1

(5)

with ρ = (c − λµ)/(λµ) we obtain processes such
that Ɛ[Xt(n) ] = Ɛ[Yt ] and Var[Xt(n) ] = Var[Yt ].
If one is interested in ruin probabilities,
ψ(u; T ) = [inf{Yt : 0 ≤ t ≤ T } < 0] or ψ(u) =
limT →∞ ψ(u; T ) one could now as an approximation use the corresponding ruin probabilities of the
Brownian motion X. Because the characteristics one
is interested in are functionals of the sample path, one
should rather approximate the whole sample path and
not the process at fixed time points. The natural way
to approximate the process is via weak convergence
of stochastic processes.
We next give a formal definition of weak convergence of stochastic processes for the interested
reader. It is possible to skip the next two paragraphs and proceed directly with Proposition 1. Weak
convergence has then to be understood in an intuitive way.
In order to define weak convergence, we first need
to specify the space of the sample paths and the
topology. Suppose that the stochastic process is in
DE (+ ), the space of all cadlag (right-continuous
paths, left limits exist) functions on E, where E is
a metric space. Let  be the set of strictly increasing
continuous functions λ on + = [0, ∞) with λ(0) =
0 and λ(∞) = ∞. A sequence of functions {xn } in
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DE (+ ) is said to converge to x ∈ DE (+ ) if for
each T > 0 there exists a sequence {λn } ⊂  such
that
lim sup |λn (t) − t| + d(xn (t), x(λn (t))) = 0, (6)

n→∞ 0≤t≤T

By Yt = u + mt + ηWt we denote a Brownian motion
with drift. Let β > 0 and define the discounted models
 t
e−βs dYs(n) ,
Xt(n) = ue−βt +
Xt = ue−βt +

where d(·, ·) denotes the metric of E. If the limit
x is continuous, we could replace the condition by
uniform convergence on compact sets.
A sequence of stochastic processes X (n) = {Xt(n) }
with paths in DE (+ ) is said to converge weakly
to a stochastic process X with paths in DE (+ ) if
limn→∞ Ɛ[f (X (n) )] = Ɛ[f (X)] for all bounded continuous functionals f. A diffusion approximation X is
a continuous process of unbounded variation obtained
as a weak limit of processes {X (n) }, where the processes {X (n) } are of the ‘same type’ as the process
one wishes to approximate. We next formulate some
functional limit theorems.
The first result is known as Donsker’s theorem or
functional central limit theorem.
Proposition 1 Let {Yn } be an iid sequence with finite
variance σ 2 and mean value µ. Let Sn = Y1 + · · · +
Yn denote the random walk with increments {Yn }. Then
the sequence of stochastic processes {X (n) } defined as
Xt(n) =

1
√ (Snt − µnt)
σ n

(7)

converges weakly to a standard Brownian motion.
Here xt denotes the integer part.
The proof can, for instance, be found in [3].
Harrison [8] considers classical risk models Y (n)
and the corresponding models with interest at a constant rate. We use the notation as in the example
above and mark the n-th model and its parameters
by (n).
Proposition 2 Let Y (n) be a sequence of classical
risk processes and suppose that Y0(n) = u for all n,


c(n) − λ(n) Ɛ Ui(n) = m ∀n,

2
λ(n) Ɛ Ui(n) = η2 ∀n,


2
λ(n) Ɛ Ui(n) U (n) >ε −−−→ 0 as n → ∞ ∀ε > 0.
i
(8)



0

t

e−βs dYs ,

(9)

0

where the latter integral is the Itô integral. Then
Y (n) converges weakly to Y and X (n) converges weakly
to X.
Both Propositions 1 and 2 justify the diffusion
approximation we used for the classical risk model
in (5). The assumption that mean value and variance of Yt(n) is fixed is not necessary. One could
also formulate the result such that Ɛ[Yt(n) ] → m and
Var[Yt(n) ] → η2 , see Proposition 5 below.
As in Proposition 2, many risk models are constructed from classical risk models. The result can
be generalized and diffusion approximations to the
classical risk model lead directly to diffusion approximations for more general models (as for instance
models including interest). The following result is
from [12] and concerns martingales.
Proposition 3 Let δ: →  be a Lipschitz-continuous function, {Y (n) } a sequence of semi-martingales
and Y a continuous semi- martingale, {X (n) } a sequence of stochastic processes satisfying the stochastic
differential equation
dXt(n) = δ(Xt ) dt + dYt(n) ,

X0(n) = Y0(n) ,

(10)

and X a diffusion satisfying the stochastic differential
equation
dXt = δ(Xt ) dt + dYt ,

X0 = Y0 .

(11)

Then Y (n) converges weakly to Y if and only if {X (n) }
converges weakly to X.
An application of diffusion approximations to ruin
theory was first made by Iglehart [10]. Let the
processes X (n) be defined by (5) and X be the
weak limit. Assume the net profit condition c > λµ.
Let τ (n) = inf{t: Xt(n) < 0} be the time of ruin of
{X (n) } and τ = inf{t: Xt < 0} be the ruin time of
the limiting Brownian motion. By the continuous
mapping theorem, τ (n) converges weakly to τ , that
is,
lim [τ (n) ≤ t] = [τ ≤ t]
(12)
n→∞

Diffusion Approximations
for all t ∈ + . This yields an approximation to the
finite horizon ruin probabilities.
Grandell [5] gives a slightly different interpretation. Instead of letting the intensity tend to zero
he increases the time horizon and rescales the ruin
process. In order to obtain a limit, he also lets the
safety loading ρ = c/(λµ) − 1 tend to√zero. Then√the
finite horizon ruin probabilities ψ(u n, nt, ρ/ n)
converge to the corresponding finite horizon ruin
probability of the Brownian motion. We do not use
Grandell’s interpretation because the setup of Proposition 3 would not make sense under the rescaling.
If the safety loading is not small, the diffusion
approximation does not work well. However, it is
possible to improve the approximation by so-called
corrected diffusion approximations, see [1, 13, 14].
In general, the infinite horizon ruin probabilities
[τ (n) < ∞] do not converge to [τ < ∞]. However, for classical risk models, we have the following
result proved in [12].
Proposition 4 Let {X (n) } be a sequence of classical
risk processes with parameters u(n) , c(n) , λ(n) , µ(n) ,
σ (n) converging to a Brownian motion. If
2

2

lim sup λ(n) (µ(n) + σ (n) ) < ∞
n→∞

(13)

lim [τ (n) < ∞] = [τ < ∞].

valued process with sample paths in Dd×d (+ )
(n)
is
such that A(n) is symmetric and A(n)
t − As
positive semidefinite for each t > s ≥ 0. Define
(n)
|} ≥
the stopping times τnr = inf{t: max{|Xt(n) |, |Xt−
r}. Suppose that M (n) = X (n) − B (n) and Mi(n) Mj(n) −
A(n)
ij are local martingales, and that for each r, T > 0

lim Ɛ

n→∞

(n)
Xt(n) − Xt−

sup
t≤T ∧τnr

lim Ɛ

n→∞

t≤T ∧τnr

sup

t≤T ∧τnr

= 0,

(16)

b(Xs(n) ) ds −−−→ 0,

(17)

(n)
A(n)
t − At−

sup
t≤T ∧τnr

sup

(n)
Bt(n) − Bt−

sup
t≤T ∧τnr



= 0,



lim Ɛ

n→∞

2



t

Bt(n) −
0



t

A(n)
t −
0

2

= 0,
P

P

a(Xs(n) ) ds −−−→ 0,
d

X0(n) −−−→ X0 ,

(18)

P

where −−−→ denotes convergence in probability and
d

then
n→∞

3

(14)

It therefore makes sense to approximate infinite horizon ruin probabilities by the ruin probability of the
diffusion approximation.
More complicated diffusions can be obtained when
considering Markov processes (see Markov Chains
and Markov Processes). The following (rather technical) result is proved in [3].

−−−→ denotes weak convergence. Then (under some
technical condition on the generator A) {X (n) } converges weakly to X.
We conclude this section by giving some additional references. More general limit theorems are
proved in [2] (discrete case) and [11] (continuous
case). More references can also be found in the survey papers [4, 9] or in the books [3, 7].
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Dirichlet Processes
Background, Definitions, Representations
In traditional Bayesian statistics, one has data Y
from a parametric model with likelihood L(θ) in
terms of parameters θ (typically a vector), along with
a prior distribution π(θ) for these. This leads by
Bayes’ theorem to the posterior distribution π(θ|data)
∝ π(θ)L(θ), and is the basis of all inference about
the unknowns of the model. This parametric setup
requires that one’s statistical model for data can be
described by a finite (and typically low) number of
parameters. In situations where this is unrealistic, one
may attempt nonparametric formulations in which
the data generating mechanism, or aspects thereof,
are left unspecified. In the Bayesian framework, this
means having prior distributions on a full distribution
P, in the set of all distributions on a given sample
space. The Dirichlet process (DP) was introduced
in [6, 7] for such use in Bayesian nonparametrics, and
is one way of constructing such random probability
distributions. Earlier, however, less general versions
of the DP were used in [5, 8].
To give a proper definition of the DP, recall first
that a vector (U1 , . . . , Uk ) is said to have a Dirichlet
distribution (see Discrete Multivariate Distributions) with parameters (c1 , . . . , ck ), if the density of
(U1 , . . . , Uk−1 ) is proportional to u1c1 −1 · · · ukck −1 on
the set where u1 , . . . , uk−1 are positive with sum less
than 1; also, uk = 1 − (u1 + · · · + uk−1 ). This distribution is used to describe random probabilities on
a finite set. It has the convenient property of being
closed when summing over cells; if (U1 , . . . , U6 ) is
a 6-cell Dirichlet with parameters (c1 , . . . , c6 ), then
(U1 + U2 , U3 + U4 + U5 , U6 ) is a 3-cell Dirichlet
with parameters (c1 + c2 , c3 + c4 + c5 , c6 ), for example. Note also that each of the Ui s is a beta variable.
It is precisely this sum-over-cells property that
makes it possible to define a DP on any given
sample space. It is an infinite-dimensional extension of the Dirichlet distribution. We say that
P is a DP with parameter aP0 , and write P ∼
DP(aP0 ), where P0 is the base distribution and a
is a positive concentration parameter, provided, for
each partition (A1 , . . . , Ak ) of the sample space,
(P (A1 ), . . . , P (Ak )) has the Dirichlet distribution
with parameters (aP0 (A1 ), . . . , aP0 (Ak )). In particular, P (A) has a beta distribution with mean P0 (A) and

variance P0 (A)(1 − P0 (A))/(a + 1). Thus P0 = EP
is interpreted as the center or prior guess distribution,
whereas a is a concentration parameter. For large values of a, the random P is more tightly concentrated
around its center P0 , in the space of all distributions.
The a parameter can also be seen as the ‘prior sample
size’ in some contexts, as seen below.
The paths of a DP are almost surely discrete,
with infinitely many random jumps placed at random locations. This may be seen in various ways,
and is, for example, related to the fact that a DP is a
normalized gamma process; see [6, 7, 12]. A useful
infinite-sum representation, see [19, 20], is as follows: let ξ1 , ξ2 , . . . be independent from P0 , and let,
independently, B1 , B2 , . . . come from the Beta(1, a)
distribution. Form from these random probability
= (1 − B1 ) · · · (1 − Bj −1 )Bj
weights γ1 = B1 and γj 
for j ≥ 2. Then P = ∞
j =1 γj δ(ξj ) is a DP with
mass
parameter aP0 . Here δ(ξ ) denotes a unit point

at position ξ . Thus the random
mean
θ
=
x
dP
(x)

may be represented as ∞
j =1 γj ξj , for example. Yet
another useful representation of the DP emerges as
follows: let (β1 , . . . , βm ) come from the symmetric
Dirichlet
 with parameter (a/m, . . . , a/m), and define
Pm = m
j =1 βj δ(ξj ). Then Pm tends in distribution
to P, a DP(aP0 ), as m → ∞; see [12]. For example,
the random
mean θ can now be seen as the limit of

β
θm = m
j =1 j ξj .
Results on the distributional aspects of random DP
means are reached and discussed in [2, 4, 12, 17].
Smoothed DPs have been used for density estimation and shape analysis [3, 11, 12, 15]. Probabilistic
studies of the random DP jumps have far-reaching
consequences, in contexts ranging from number theory [1, 13], population genetics, ecology, and sizebiased sampling [12–14].

Using the DP in Bayesian Analysis
Suppose that P ∼ DP(aP0 ) and that X1 , . . . , Xn are
independent from the selected P. Then the posterior
distribution of P is an updated DP, with parameter
(a + n)P̂n = aP0 + nPn . Here Pn is the empirical
distribution of the data points, and P̂n = wn P0 +
(1 − wn )Pn is the predictive distribution, or posterior
mean of P ; here wn = a/(a + n). This also entails
a similar formula θ̂n = wn θ0 + (1 − wn )X n for the
Bayes estimator of the unknown mean of P. These
formulae are as in credibility theory, a convex
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combination of prior guess and empirical average.
There are other nonparametric priors with a similar
structure for the posterior mean (see e.g. [12]), but the
DP is the only construction in which the wn factor
only depends on the sample size (see [16]). When the
DP is used in this way, the a parameter can be given
a ‘prior sample size’ interpretation.
This setup allows one to carry out inference for
any parameter θ = θ(P ) of interest, since its posterior distribution is determined from the DP((a +
n)Pˆn ) process for P. For various such parameters,
explicit formulae are available for the posterior mean
and variance. In practice, such formulae are not
always needed, since various simulation schemes
are available for generating copies of P, and hence
copies of θ(P ), from the posterior. This leads to the
Bayesian bootstrap (see e.g. [18]), of which there
are several related versions. One may demonstrate
Bernshteǐn–von Mises theorems to the effect that
Bayesian inference using the DP is asymptotically
equivalent to ordinary nonparametric large-sample
inference, for all smooth functions θ(P ).

A generalization of the DP is the beta process
[10], which is used for nonparametric Bayesian analysis of survival data and more general models for
event history data as with counting processes, like
the Cox regression model and time-inhomogeneous
Markov chains. For an illustration, assume individuals move between stages 1 (employed), 2 (unemployed), 3 (retired or dead), with hazard rate functions
hi,j (s) dictating the force of transition from stage
i to stage j. These depend on the age s and typically also on other available covariates for the individuals under study. Then beta process priors may
be placed on the cumulative hazard rate functions
t
Hi,j (t) = 0 hi,j (s) ds. These have independent and
approximately beta-distributed increments. The link
to DPs is that the distribution associated with a beta
process is a DP for special choices of the underlying
beta process parameters; see [10]. The Bayes estimator of Hi,j and of theaccompanying survival or
waiting-time probability [0,t] (1 − dHi,j (s)) are generalizations of, respectively, the Nelson–Aalen and
Kaplan–Meier estimators.
For connections between credibility theory and
Dirichlet processes, see [22] and its references.
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Discrete Multivariate
Distributions

ance–covariance matrix of X,
Cov(Xi , Xj ) = E(Xi Xj ) − E(Xi )E(Xj )

(3)

to denote the covariance of Xi and Xj , and

Definitions and Notations

Corr(Xi , Xj ) =

We shall denote the k-dimensional discrete ran, and its probadom vector by X = (X1 , . . . , Xk )T
bility mass function by PX (x) = Pr{ ki=1 (Xi = xi )},
andcumulative distribution function by FX (x) =
Pr{ ki=1 (Xi ≤ xi )}. We shall denote the probability

generating function of X by GX (t) = E{ ki=1 tiXi },
the moment generating function of X by MX (t) =
T
E{et X }, the cumulant generating function of X by
cumulant generating
KX (t) = log MX (t), the factorial 
function of X by CX (t) = log E{ ki=1 (ti + 1)Xi }, and
T
the characteristic function of X by ϕX (t) = E{eit X }.
Next, we shall denote
 the rth mixed raw moment
of X by µr (X) = E{ ki=1 Xiri }, which is the coeffi
cient of ki=1 (tiri /ri !) in MX (t), the rth mixed central

moment by µr (X) = E{ ki=1 [Xi − E(Xi )]ri }, the rth
descending factorial moment by

 k
 (r )

i
Xi
µ(r) (X) = E
i=1

=E

 k



Xi (Xi − 1) · · · (Xi − ri + 1) ,

i=1

(1)
the rth ascending factorial moment by

 k
 [r ]

i
Xi
µ[r] (X) = E

=E

i=1
k



Xi (Xi + 1) · · · (Xi + ri − 1) ,

i=1

(2)
the rth mixedcumulant by κr (X), which is the
coefficient of ki=1 (tiri /ri !) in KX (t), and the rth
descending factorial cumulant by κ(r) (X), which is

the coefficient of ki=1 (tiri /ri !) in CX (t). For simplicity in notation, we shall also use E(X) to denote
the mean vector of X, Var(X) to denote the vari-

Cov(Xi , Xj )
{Var(Xi )Var(Xj )}1/2

(4)

to denote the correlation coefficient between Xi
and Xj .

Introduction
As is clearly evident from the books of Johnson,
Kotz, and Kemp [42], Panjer and Willmot [73], and
Klugman, Panjer, and Willmot [51, 52], considerable amount of work has been done on discrete
univariate distributions and their applications. Yet,
as mentioned by Cox [22], relatively little has been
done on discrete multivariate distributions. Though
a lot more work has been done since then, as
remarked by Johnson, Kotz, and Balakrishnan [41],
the word ‘little’ can still only be replaced by the word
‘less’.
During the past three decades, more attention
had been paid to the construction of elaborate and
realistic models while somewhat less attention had
been paid toward the development of convenient and
efficient methods of inference. The development of
Bayesian inferential procedures was, of course, an
important exception, as aptly pointed out by Kocherlakota and Kocherlakota [53]. The wide availability of statistical software packages, which facilitated
extensive calculations that are often associated with
the use of discrete multivariate distributions, certainly resulted in many new and interesting applications of discrete multivariate distributions. The books
of Kocherlakota and Kocherlakota [53] and Johnson, Kotz, and Balakrishnan [41] provide encyclopedic treatment of developments on discrete bivariate
and discrete multivariate distributions, respectively.
Discrete multivariate distributions, including discrete
multinomial distributions in particular, are of much
interest in loss reserving and reinsurance applications. In this article, we present a concise review
of significant developments on discrete multivariate
distributions.
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Relationships Between Moments

and

Firstly, we have

 k
 (r )
µ(r) (X) = E
Xi i

=E

µr (X)



=

···

1 =0

for

where  = (1 , . . . , k )T and s(n, ) are Stirling numbers of the first kind defined by

s(n, n) = 1,

(n − 1)!,

S(n, n) = 1.

Next, we have

 k
rk
r1
 r



i
µr (X) = E
Xi =
···
S(r1 , 1 )
k =0

· · · S(rk , k )µ() (X),

(7)

where  = (1 , . . . , k )T and S(n, ) are Stirling numbers of the second kind defined by
S(n, 1) = 1,

(8)

Similarly, we have the relationships

 k
 [r ]
µ[r] (X) = E
Xi i
i=1


Xi (Xi + 1) · · · (Xi + ri − 1)

i=1

1 =0

···

1

k

× {E(X1 )}1 · · · {E(Xk )}k µr− (X)
r1

1 =0

S(n, n) = 1.

=

Using binomial expansions, we can also readily
obtain the following relationships:
 
 
rk
r1


rk
1 +···+k r1
µr (X) =
···
(−1)
···


1
k
 =0
 =0

µr (X) =

for  = 2, . . . , n − 1,

r1


(12)

(13)

and

S(n, ) = S(n − 1,  − 1) + S(n − 1, )

=E

(11)

for  = 2, . . . , n − 1,

(6)

1 =0

 = 2, . . . , n − 1,

S(n, ) = S(n − 1,  − 1) − S(n − 1, )

s(n, n) = 1.

k


(10)

S(n, 1) = (−1)n−1 ,

for  = 2, . . . , n − 1,



S(r1 , 1 )

k =0

and S(n, ) are Stirling numbers of the fourth kind
defined by

s(n, ) = s(n − 1,  − 1) − (n − 1)s(n − 1, )

i=1

1 =0

rk


s(n, ) = s(n − 1,  − 1) + (n − 1)s(n − 1, )

(5)

s(n, 1) = (−1)

···

s(n, 1) = (n − 1)!,
s(r1 , 1 ) · · · s(rk , k )µ (X),

k =0

n−1

r1


where  = (1 , . . . , k )T , s(n, ) are Stirling numbers
of the third kind defined by

Xi (Xi − 1) · · · (Xi − ri + 1)
rk


=

· · · S(rk , k )µ[] (X),

i=1
r1



Xiri

i=1

i=1
k


=E

 k


s(r1 , 1 ) · · · s(rk , k )µ (X)

k =0

(9)

rk  

r1
k =0

1

···

 
rk
k

× {E(X1 )}1 · · · {E(Xk )}k µr− (X).

(14)

By denoting µr1 ,...,rj ,0,...,0 by µr1 ,...,rj and
κr1 ,...,rj ,0,...,0 by κr1 ,...,rj , Smith [89] established the
following two relationships for computational convenience:
 
rj rj +1 −1  
r1


 r1
rj
···
···
µr1 ,...,rj +1 =
1
j
 =0
 =0  =0
1

rk


···

j

j +1



rj +1 − 1
κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1
×
j +1
(15)
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Conditional Distributions

and
r1


κr1 ,...,rj +1 =

···

1 =0

rj +1 −1 

 
rj

j =0 j +1 =0

r1
1



 
rj
···
j

We shall denote the conditional probability mass
function of X, given Z = z, by


 h
k



(Xi = xi ) (Zj = zj )
PX|z (x|Z = z) = Pr





rj +1 − 1 
×
µr1 −1 ,...,rj +1 −j +1
j +1
∗

× µ 1 ,...,j +1 ,

j =1

i=1

(16)

(19)

where
denotes the -th mixed raw moment
of a distribution with cumulant generating function
−KX (t). Along similar lines, Balakrishnan, Johnson, and Kotz [5] established the following two
relationships:

and the conditional cumulative distribution function
of X, given Z = z, by


 h
k



(Xi ≤ xi ) (Zj = zj ) .
FX|z (x|Z = z) = Pr



µ ∗

µr1 ,...,rj +1 =

r1


···

1 =0

rj rj +1 −1  

 r1
j =0 j +1 =0

1

(20)


rj +1 − 1
{κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1
×
j +1


− E{Xj +1 }µ1 ,...,j ,j +1 −1 }

(17)

and
κr1 ,...,rj +1 =

j =1

i=1

 
rj
···
j

With X = (X1 , . . . , Xh )T , the conditional expected
value of Xi , given X = x = (x1 , . . . , xh )T , is
given by


h
  

E(Xi |X = x ) = E Xi  (Xj = xj ) . (21)


j =1

r1


···

1 ,1 =0



×

×

×

rj +1 −1





rj

j ,j =0 j +1 ,j +1 =0

r1
1 , 1 , r1 − 1 − 1
rj
j , j , rj − j − j


···


rj +1 − 1
j +1 , j +1 , rj +1 − 1 − j +1 − j +1



× µr1 −1 −1 ,...,rj +1 −j +1 −j +1 µ∗
1 ,...,j +1
j +1

×





(µi + µ∗i )i + µj +1

The conditional expected value in (21) is called the
multiple regression function of Xi on X , and it is
a function of x and not a random variable. On the
other hand, E(Xi |X ) is a random variable.
The distribution in (20) is called the array distribution of X given Z = z, and its variance–covariance
matrix is called the array variance–covariance
matrix. If the array distribution of X given Z = z
does not depend on z, then the regression of X on Z
is said to be homoscedastic.
The conditional probability generating function of
(X2 , . . . , Xk )T , given X1 = x1 , is given by
GX2 ,...,Xk |x1 (t2 , . . . , tk ) =

i=1

× I {r1 = · · · = rj = 0, rj +1 = 1},

(22)

(18)

where µr1 ,...,rj denotes µr1 ,...,rj ,0,...,0 , I {·} denotes
n

the indicator function, , ,n−−
 = n!/(! !(n − 
r

− )!), and , =0 denotes the summation over all
nonnegative integers  and  such that 0 ≤  +
 ≤ r.
All these relationships can be used to obtain one
set of moments (or cumulants) from another set.

G(x1 ,0,...,0) (0, t2 , . . . , tk )
,
G(x1 ,0,...,0) (0, 1, . . . , 1)

where
G(x1 ,...,xk ) (t1 , . . . , tk ) =

∂ x1 +···+xk
G(t1 , . . . , tk ).
∂t1x1 · · · ∂tkxk
(23)

An extension of this formula to the joint conditional
probability generating function of (Xh+1 , . . . , Xk )T ,
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given (X1 , . . . , Xh )T = (x1 , . . . , xh )T , has been given
by Xekalaki [104] as

For a discrete multivariate distribution with probability mass function PX (x1 , . . . , xk ) and support T , the
truncated distribution with x restricted to T ∗ ⊂ T
has its probability mass function as

GXh+1 ,...,Xk |x1 ,...,xh (th+1 , . . . , tk )
=

G(x1 ,...,xh ,0,...,0) (0, . . . , 0, th+1 , . . . , tk )
.
G(x1 ,...,xh ,0,...,0) (0, . . . , 0, 1, . . . , 1)
(24)

Inflated Distributions
An inflated distribution corresponding to a discrete
multivariate distribution with probability mass function P (x1 , . . . , xk ), as introduced by Gerstenkorn and
Jarzebska [28], has its probability mass function as
P ∗ (x1 , . . . , xk )

β + αP (x10 , . . . , xk0 ) for x = x0
=
αP (x1 , . . . , xk )
otherwise,

(25)

where x = (x1 , . . . , xk )T , x0 = (x10 , . . . , xk0 )T , and
α and β are nonnegative numbers such that α +
β = 1. Here, inflation is in the probability of the
event X = x0 , while all the other probabilities are
deflated.
From (25), it is evident that the rth mixed raw
moments corresponding to P and P ∗ , denoted respectively by µr and µ ∗r , satisfy the relationship
µ∗
r =

 k



x1 ,...,xk

=β

k



xiri

P ∗ (x1 , . . . , xk )

1
PX (x),
C

x ∈ T ∗,

(28)

where C is the normalizing constant given by


C=
···
PX (x).
(29)
x∈T ∗

For example, suppose Xi (i = 0, 1, . . . , k) are variables taking on integer values from 0 to n such
k
that
i=0 Xi = n. Now, suppose one of the variables Xi is constrained to the values {b + 1, . . . , c},
where 0 ≤ b < c ≤ n. Then, it is evident that the
variables X0 , . . . , Xi−1 , Xi+1 , . . . , Xk must satisfy
the condition
n−c ≤

k


Xj ≤ n − b − 1.

(30)

j =0
j =i

Under this constraint, the probability mass function
of the truncated distribution (with double truncation
on Xi alone) is given by
P (x1 , . . . , xk )
,
Fi (c) − Fi (b)

(31)

y

ri
xi0
+ αµr .

(26)

i=1

Similarly, if µ(r) and µ∗(r) denote the rth mixed central
moments corresponding to P and P ∗ , respectively,
we have the relationship
k


PT (x) =

PT (x) =

i=1

µ∗(r) = β

Truncated Distributions

(ri )
xi0
+ αµ(r) .

where Fi (y) = xi =0 PXi (y) is the marginal cumulative distribution function of Xi .
Truncation on several variables can be treated in
a similar manner. Moments of the truncated distribution can be obtained from (28) in the usual
manner. In actuarial applications, the truncation that
most commonly occurs is at zero, that is, zerotruncation.

(27)

i=1

Clearly, the above formulas can be extended easily
to the case of inflation of probabilities for more than
one x.
In actuarial applications, inflated distributions are
also referred to as zero-modified distributions.

Multinomial Distributions
Definition Suppose n independent trials are performed, with each trial resulting in exactly one
of k mutually exclusive events E1 , . . . , Ek with
the corresponding probabilities of occurrence as
k
p1 , . . . , pk (with
i=1 pi = 1), respectively. Now,
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let X1 , . . . , Xk be the random variables denoting the
number of occurrences of the events E1 , . . . , Ek ,
respectively, in these n trials. Clearly, we have
k
i=1 Xi = n. Then, the joint probability mass function of X1 , . . . , Xk is given by

PX (x) = Pr



n
x1 , . . . , x k


=

n!
k


=

xi !

i=1

pi ti

,

(32)

j =1

(n + 1)
k


,

(xi + 1)
k


i=1

xi = n

(35)

(36)

From (32) or (35), we obtain the rth descending
factorial moment of X as

 k
k
k
 (r )

r

i
= n i=1 i
Xi
piri (37)
µ(r) (X) = E

i=1

n, xi > 0,

n

which, therefore, is the probability generating function GX (t) of the multinomial distribution in (32).
The characteristic function of X is (see [50]),
n

k

√
T
ϕX (t) = E{eit X } = 
pj eitj  , i = −1.

i=1

where


k

i=1


k
n
=
p xi ,
x1 , . . . , xk i=1 i
xi = n,


(p1 t1 + · · · + pk tk ) =



k


The
in (32) is evidently the coefficient of
k expression
xi
i=1 ti in the multinomial expansion of
n

k
k


pixi
(Xi = xi ) = n!
x!
i=1
i=1 i

xi = 0, 1, . . . ,

Generating Functions and Moments

(33)

i=1

from which we readily have

i=1

E(Xi ) = npi ,
is the multinomial coefficient.
Sometimes, the k-variable multinomial distribution defined above is regarded as (k − 1)-variable
multinomial distribution, since the variable of any
one of the k variables is determined by the values
of the remaining variables.
An appealing property of the multinomial distribution in (32) is as follows. Suppose Y1 , . . . , Yn are
independent and identically distributed random variables with probability mass function

py > 0,

E(Xi Xj ) = n(n − 1)pi pj ,
Cov(Xi , Xj ) = −npi pj ,

pi pj
Corr(Xi , Xj ) = −
.
(1 − pi )(1 − pj )

(38)

From (38), we note that the variance–covariance
matrix in singular with rank k − 1.

Properties

Pr{Y = y} = py ,
y = 0, . . . , k,

Var(Xi ) = npi (1 − pi ),

k


py = 1.

(34)

y=0

Then, it is evident that these variables can be considered as multinomial variables with index n. With
the joint distribution of Y1 , . . . , Yn being the product measure on the space of (k + 1)n points, the
multinomial distribution of (32) is obtained by idenn
tifying all points such that
j =1 δiyj = xi for i =
0, . . . , k.

From the probability generating function of X
in (35), it readily follows that the marginal distribution of Xi is Binomial(n, pi ). More generally, the subset (Xi1 , . . . , Xis , n − sj =1 Xij )T has
a Multinomial(n; pi1 , . . . , pis , 1 − sj =1 pij ) distribution. As a consequence, the conditional joint distribution of (Xi1 , . . . , Xis )T , given {Xi = xi } of the
remaining X’s, is also Multinomial(n − m; (pi1 /pi• ),
. . . , (pis /pi• )), where m = j =i1 ,...,is xj and pi• =
s
j =1 pij . Thus, the conditional distribution of
(Xi1 , . . . , Xis )T depends on the remaining X’s only
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through their sum m. From this distributional result,
we readily find
E(X |Xi = xi ) = (n − xi )




p
,
1 − pi

(39)

(X1• , . . . , Xk• )T = ( j =1 X1j , . . . , j =1 Xkj )T can
be computed from its joint probability generating
function given by (see (35))
 k




 s

E X  (Xij = xij )


j =1

= n −

s

j =1

j =1


xi j 
1−

p
s


,
p ij

j =1

Var(X |Xi = xi ) = (n − xi )

(40)

p
1 − pi

.

(43)

Mateev [63] has shown that the entropy of the
multinomial distribution defined by

P (x) log P (x)
(44)
H (p) = −



p
,
1 − pi

1
is the maximum for p = 1T = (1/k, . . . , 1/k)T –
k
that is, in the equiprobable case.
Mallows [60] and Jogdeo and Patil [37] established the inequalities


 s

Var X  (Xij = xij )



k
k


(Xi ≤ ci ) ≤
Pr{Xi ≤ ci }
Pr


i=1

j =1















s



p
p
xi j 
= n −
1
−
.
s
s






j =1


1−
p ij 
1−
p ij 




j =1

pij ti

i=1

x


1−

(41)
and

 nj

j =1

(42)
While (39) and (40) reveal that the regression of
X on Xi and the multiple regression of X on
Xi1 , . . . , Xis are both linear, (41) and (42) reveal that
the regression and the multiple regression are not
homoscedastic.
From the probability generating function in (35)
or the characteristic function in (36), it can be readily
shown that, if
d Multinomial(n ; p , . . . , p )
X=
1
1
k
d Multinomial(n ; p , . . . , p )
and Y=
2
1
k
d
are independent random variables, then X + Y=
Multinomial(n1 + n2 ; p1 , . . . , pk ). Thus, the multinomial distribution has reproducibility with respect
to the index parameter n, which does not
hold when the p-parameters differ. However, if
we consider the convolution of  independent
Multinomial(nj ; p1j , . . . , pkj ) (for j = 1, . . . , ) distributions, then the joint distribution of the sums

(45)

i=1

and

Pr

k



(Xi ≥ ci ) ≤

i=1

k


Pr{Xi ≥ ci },

(46)

i=1

respectively, for any set of values c1 , . . . , ck and
any parameter values (n; p1 , . . . , pk ). The inequalities in (45) and (46) together establish the negative
dependence among the components of multinomial
vector. Further monotonicity properties, inequalities,
and majorization results have been established by [2,
68, 80].

Computation and Approximation
Olkin and Sobel [69] derived an expression for the
tail probability of a multinomial distribution in terms
of incomplete Dirichlet integrals as

k−1
 p1
 pk−1

(Xi > ci ) = C
···
x1c1 −1
Pr
0

i=1


ck−1 −1
· · · xk−1

1−

k−1


n−k−

0

k−1
i=1

ci

xi

i=1

× dxk−1 · · · dx1 ,

(47)
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n
k−1
where
− k and C = n − k − i=1 .
ci , c1 , . . . , ck−1
Thus, the incomplete Dirichlet integral of Type
1, computed extensively by Sobel, Uppuluri,
and Frankowski [90], can be used to compute
certain cumulative probabilities of the multinomial
distribution.
From (32), we have
−1/2

k

pi
PX (x) ≈ 2πn


k−1
i=1 ci ≤ n

i=1



1  (xi − npi )2
1  xi − npi
−
2 i=1
npi
2 i=1 npi

k
1  (xi − npi )3
+
.
(48)
6 i=1 (npi )2
k

k

× exp −

Discarding the terms of order n−1/2 , we obtain
from (48)
−1/2

k

2
pi
e−χ /2 , (49)
PX (x1 , . . . , xk ) ≈ 2πn
i=1

where
k

(xi − npi )2
χ =
npi
i=1
2

(50)
is the very familiar chi-square approximation.
Another popular approximation of the multinomial
distribution, suggested by Johnson [38], uses the
Dirichlet density for the variables Yi = Xi /n (for
i = 1, . . . , k) given by
 (n−1)p −1 
k
i

yi
,
PY1 ,...,Yk (y1 , . . . , yk ) = (n − 1)
((n − 1)pi )
i=1
k


yi = 1.

Characterizations
Bol’shev [10] proved that independent, nonnegative,
integer-valued random variables X1 , . . . , Xk have
nondegenerate Poisson distributions if and only if
the conditional distribution of these variables, given
k
that
i=1 Xi = n, is a nondegenerate multinomial
distribution. Another characterization established by
Janardan [34] is that if the distribution of X, given
X + Y, where X and Y are independent random vectors whose components take on only nonnegative
integer values, is multivariate hypergeometric with
parameters n, m and X + Y, then the distributions of
X and Y are both multinomial with parameters (n; p)
and (m; p), respectively. This result was extended by
Panaretos [70] by removing the assumption of independence. Shanbhag and Basawa [83] proved that if
X and Y are two random vectors with X + Y having a multinomial distribution with probability vector
p, then X and Y both have multinomial distributions
with the same probability vector p; see also [15]. Rao
and Srivastava [79] derived a characterization based
on a multivariate splitting model. Dinh, Nguyen, and
Wang [27] established some characterizations of the
joint multinomial distribution of two random vectors
X and Y by assuming multinomials for the conditional distributions.

Simulation Algorithms (Stochastic Simulation)

k

(obs. freq. − exp. freq.)2
=
exp. freq.
i=1

yi ≥ 0,

7

(51)

i=1

This approximation provides the correct first- and
second-order moments and product moments of the
Xi ’s.

The alias method is simply to choose one of the k
categories with probabilities p1 , . . . , pk , respectively,
n times and then to sum the frequencies of the k categories. The ball-in-urn method (see [23, 26]) first
determines the cumulative probabilities p(i) = p1 +
· · · + pi for i = 1, . . . , k, and sets the initial value
of X as 0T . Then, after generating i.i.d. Uniform(0,1)
random variables U1 , . . . , Un , the ith component of X
is increased by 1 if p(i−1) < Ui ≤ p(i) (with p(0) ≡ 0)
for i = 1, . . . , n. Brown and Bromberg [12], using
Bol’shev’s characterization result mentioned earlier,
suggested a two-stage simulation algorithm as follows: In the first stage, k independent Poisson random variables X1 , . . . , Xk with means λi = mpi (i =
1, . . . , k) are generated, where m (< n) and depends
k
on n and k; In the second stage, if
i=1 Xi > n
k
the sample is rejected, if i=1 Xi = n, the sample is
accepted, and if ki=1 Xi < n, the sample is expanded
by the addition of n − ki=1 Xi observations from
the Multinomial(1; p1 , . . . , pk ) distribution. Kemp
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and Kemp [47] suggested a conditional binomial
method, which chooses X1 as a Binomial(n, p1 )
variable, next X2 as a Binomial(n − X1 , (p2 )/(1 −
p1 )) variable, then X3 as a Binomial(n − X1 −
X2 , (p3 )/(1 − p1 − p2 )) variable, and so on. Through
a comparative study, Davis [25] concluded Kemp and
Kemp’s method to be a good method for generating
multinomial variates, especially for large n; however,
Dagpunar [23] (see also [26]) has commented that
this method is not competitive for small n. Lyons and
Hutcheson [59] have given a simulation algorithm for
generating ordered multinomial frequencies.

Inference
Inference for the multinomial distribution goes to
the heart of the foundation of statistics as indicated by the paper of Walley [96] and the discussions following it. In the case when n and k
are known, given X1 , . . . , Xk , the maximum likelihood estimators of the probabilities p1 , . . . , pk are
the relative frequencies, p̂i = Xi /n(i = 1, . . . , k).
Bromaghin [11] discussed the determination of the
sample size needed to ensure that a set of confidence intervals for p1 , . . . , pk of widths not exceeding 2d1 , . . . , 2dk , respectively, each includes the
true value of the appropriate estimated parameter
with probability 100(1 − α)%. Sison and Glaz [88]
obtained sets of simultaneous confidence intervals of
the form
c
c+γ
p̂i − ≤ pi ≤ p̂i +
,
n
n
i = 1, . . . , k,
(52)
where c and γ are so chosen that a specified 100(1 −
α)% simultaneous confidence coefficient is achieved.
A popular Bayesian approach to the estimation
of p from observed values x of X is to assume a
joint prior Dirichlet (α1 , . . . , αk ) distribution (see, for
example, [54]) for p with density function
(α0 )

k

piαi −1
,
(αi )
i=1

where α0 =

k


αi .

(53)

i=1

The posterior distribution of p, given X = x, also
turns out to be Dirichlet (α1 + x1 , . . . , αk + xk ) from
which Bayesian estimate of p is readily obtained.
Viana [95] discussed the Bayesian small-sample estimation of p by considering a matrix of misclassification probabilities. Bhattacharya and Nandram [8]

discussed the Bayesian inference for p under stochastic ordering on X.
From the properties of the Dirichlet distribution (see, e.g. [54]), the Dirichlet approximation to
multinomial in (51) is equivalent to taking Yi =
Vi / kj =1 Vj , where Vi ’s are independently dis2
for i = 1, . . . , k. Johnson and
tributed as χ2(n−1)p
i
Young [44] utilized this approach to obtain for the
equiprobable case (p1 = · · · = pk = 1/k) approximations for the distributions of max1≤i≤k Xi and
{max1≤i≤k Xi }/{min1≤i≤k Xi }, and used them to test
the hypothesis H0 : p1 = · · · = pk = (1/k). For a
similar purpose, Young [105] proposed an approximation to the distribution of the sample range W =
max1≤i≤k Xi − min1≤i≤k Xi , under the null hypothesis H0 : p1 = · · · = pk = (1/k), as
 
k
,
Pr{W ≤ w} ≈ Pr W ≤ w
n




(54)

where W  is distributed as the sample range of k i.i.d.
N (0, 1) random variables.

Related Distributions
A distribution of interest that is obtained from a
multinomial distribution is the multinomial class size
distribution with probability mass function



m+1
x0 , x1 , . . . , x k

k
1
k!
,
×
(0!)x0 (1!)x1 · · · (k!)xk m + 1

P (x0 , . . . , xk ) =

xi = 0, 1, . . . , m + 1 (i = 0, 1, . . . , k),
k

i=0

xi = m + 1,

k


ixi = k.

(55)

i=0

Compounding (Compound Distributions)

Multinomial(n; p1 , . . . , pk )
p1 ,...,pk

Dirichlet(α1 , . . . , αk )
yields the Dirichlet-compound multinomial distribution or multivariate binomial-beta distribution with

Discrete Multivariate Distributions
probability mass function
P (x1 , . . . , xk ) =

n!
k


E

 k


i=1

n!

[n]

αi



k

αi[xi ]
,
xi !
i=1

i=1

xi ≥ 0,

xi = n.

i=1

Negative Multinomial Distributions
Definition The negative multinomial distribution
has its probability generating function as
−n

k

GX (t) = Q −
Pi ti
,
(57)
where n > 0, Pi > 0 (i = 1, . . . , k) and Q − ki=1
Pi = 1. From (57), the probability mass function is
obtained as
 k


PX (x) = Pr
(Xi = xi )

 n+
=

k


(n)

i=1

 
k

Pr
(Xi > xi ) =

yk

y1

fx (u) du1 · · · duk ,

0

(61)
where yi = pi /p0 (i = 1, . . . , k) and
!
 n + ki=1 xi + k
fx (u) =

(n) ki=1 (xi + 1)
k
xi
i=1 ui
×
, ui > 0.
!n+ k xi +k
i=1
k
1 + i=1 ui

(62)

From (57), we obtain the moment generating function as
−n

k

ti
Pi e
(63)
MX (t) = Q −
i=1

xi
xi !


···

0

i=1



i=1

k

and


(60)

Moments

i=1

i=1

y1

× fx (u) du1 · · · duk

(56)

This distribution is also sometimes called as the
negative multivariate hypergeometric distribution.
Panaretos and Xekalaki [71] studied cluster
multinomial distributions from a special urn model.
Morel and Nagaraj [67] considered a finite mixture
of multinomial random variables and applied it to
model categorical data exhibiting overdispersion.
Wang and Yang [97] discussed a Markov multinomial
distribution.



yk

i=1
k


(59)

where 0 < pi < 1 for i = 0, 1, . . . , k and ki=0 pi =
1. Note that n can be fractional in negative multinomial distributions. This distribution is also sometimes
called a multivariate negative binomial distribution.
Olkin and Sobel [69] and Joshi [45] showed that
 
 k
 ∞
∞

(Xi ≤ xi ) =
···
Pr

pixi

i=1

xi !

= 
k


xi = 0, 1, . . . (i = 1, . . . , k),
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Q−n


k 

Pi xi
i=1

Q

and the factorial moment generating function as
, xi ≥ 0.


GX (t + 1) = 1 −

(58)
Setting p0 = 1/Q and pi = Pi /Q for i = 1, . . . , k,
the probability mass function in (58) can be rewritten as


k

xi
 n+
k

i=1
PX (x) =
pixi ,
p0n
(n)x1 ! · · · xk !
i=1

k


−n
Pi ti

.

(64)

i=1

From (64), we obtain the rth factorial moment of
X as

 k
" k #
k
 (r )
r

i
= n i=1 i
µ(r) (X) = E
Xi
Piri ,
i=1

i=1

(65)
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where a [b] = a(a + 1) · · · (a + b − 1). From (65), it
follows that the correlation coefficient between Xi
and Xj is
$
Pi Pj
.
(66)
Corr(Xi , Xj ) =
(1 + Pi )(1 + Pj )

(θk /θ• )), where θi = npi /p0 (for i = 1, . . . , k)
and θ• = ki=1 θi = n(1 − p0 )/p0 . Further, the sum
N = ki=1 Xi has an univariate negative binomial
distribution with parameters n and p0 .

Note that the correlation in this case is positive,
while for the multinomial distribution it is
always negative. Sagae and Tanabe [81] presented
a symbolic Cholesky-type decomposition of the
variance–covariance matrix.

Suppose t sets of observations (x1 , . . . , xk )T ,  =
1, . . . , t, are available from (59). Then, the likelihood equations for pi (i = 1, . . . , k) and n are
given by

Inference

t n̂ +
xi
=
p̂i
1+

Properties
From (57), upon setting tj = 1 for all j  = i1 , . . . , is ,
we obtain the probability generating function of
(Xi1 , . . . , Xis )T as

−n
s


Q −
Pj −
Pij tij  ,
j =i1 ,...,is

j =1

which implies that the distribution of (Xi1 , . . . , Xis )T
is Negative multinomial(n; Pi1 , . . . , Pis ) with probability mass function
!
 n + sj =1 xij

P (xi1 , . . . , xis ) =
(Q )−n
(n) sj =1 nij !

s 

Pij xij
×
,
(67)
Q
j =1
where
Q = Q − j =i1 ,...,is Pj = 1 + sj =1 Pij .
Dividing (58) by (67), we readily see that the conditional distribution of {Xj , j  = i1 , . . . , is }, given
(Xi1 , . . . , Xis )T = (xi1 , . . . , xis )T , is Negative multinomial(n + sj =1 xij ; (P /Q ) for  = 1, . . . , k,   =
i1 , . . . , is ); hence, the multiple regression of X on
Xi1 , . . . , Xis is
 


s
s

  

P
xi j   ,
E X  (Xij = xij ) = n +


Q
j =1
j =1
(68)
which shows that all the regressions are linear.
Tsui [94] showed that for the negative multinomial
distribution in (59), the conditional distribution of X,
given ki=1 Xi = N , is Multinomial(N ; (θ1 /θ• ), . . . ,

and
t y
 −1

=1 j =0

t
=1 y
,
k
j =1 p̂j

i = 1, . . . , k,



k

1
p̂j  ,
= t log 1 +
n̂ + j
j =1

(69)

(70)

where y = kj =1 xj  and xi = t=1 xi . These
reduce to the formulas
xi
(i = 1, . . . , k) and
p̂i =
t n̂


∞
t

y
Fj
= log 1 + =1
,
(71)
n̂ + j − 1
t n̂
j =1
where Fj is the proportion of y ’s which are at least
j . Tsui [94] discussed the simultaneous estimation of
the means of X1 , . . . , Xk .

Related Distributions
Arbous and Sichel [4] proposed a symmetric bivariate negative binomial distribution with probability
mass function

θ
θ
Pr{X1 = x1 , X2 = x2 } =
θ + 2φ

x1 +x2
(θ − 1 + x1 + x2 )!
φ
×
,
(θ − 1)!x1 !x2 !
θ + 2φ
x1 , x2 = 0, 1, . . . ,

θ, φ > 0,

(72)

which has both its regression functions to be linear
with the same slope ρ = φ/(θ + φ).
Marshall and Olkin [62] derived a multivariate
geometric distribution as the distribution of X =

Discrete Multivariate Distributions
([Y1 ] + 1, . . . , [Yk ] + 1)T , where [] is the largest
integer contained in  and Y = (Y1 , . . . , Yk )T has a
multivariate exponential distribution.
Compounding

Negative multinomial(n; p1 , . . . , pk )
!
Pi 1
,
Q Q

Dirichlet(α1 , . . . , αk+1 )
gives rise to the Dirichlet-compound negative multinomial distribution with probability mass function
" k #
x
n i=1 i
P (x1 , . . . , xk ) =
# α [n]
"
! n+ k xi k+1
i=1
k
i=1 αi


k

αi[ni ]
.
(73)
×
ni !
i=1
The properties of this distribution are quite similar to
those of the Dirichlet-compound multinomial distribution described in the last section.
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If Xj = (X1j , . . . , Xkj )T , j = 1, . . . , n, are n
independent multivariate Bernoulli distributed random vectors with the same p for each j , then the
distribution of X• = (X1• , . . . , Xk • )T , where Xi • =
n
j =1 Xij , is a multivariate binomial distribution.
Matveychuk and Petunin [64, 65] and Johnson and
Kotz [40] discussed a generalized Bernoulli model
derived from placement statistics from two independent samples.

Multivariate Poisson Distributions
Bivariate Case
Holgate [32] constructed a bivariate Poisson distribution as the joint distribution of
X1 = Y1 + Y12

and X2 = Y2 + Y12 ,

(77)

d
d
where Y1 =
Poisson(θ1 ), Y2 =
Poisson(θ2 ) and Y12 =d
Poisson(θ12 ) are independent random variables. The
joint probability mass function of (X1 , X2 )T is
given by

P (x1 , x2 ) = e−(θ1 +θ2 +θ12 )

Generalizations
The joint distribution of X1 , . . . , Xk , each of which
can take on values only 0 or 1, is known as multivariate Bernoulli distribution. With
Pr{X1 = x1 , . . . , Xk = xk } = px1 ···xk ,
xi = 0, 1 (i = 1, . . . , k),

(74)

Teugels [93] noted that there is a one-to-one correspondence with the integers ξ = 1, 2, . . . , 2k through
the relation
ξ(x) = 1 +

k


2i−1 xi .

(75)

i=1

Writing px1 ···xk as pξ(x) , the vector p = (p1 , p2 , . . . ,
p2k )T can be expressed as
'
% 1 
& 1 − Xi 
,
(76)
p=E
Xi
i=k
(
where
is the Kronecker product operator. Similar general expressions can be provided for joint
moments and generating functions.

×

min(x
1 ,x2 )

i=0

i
θ1x1 −i θ2x2 −i θ12
.
(x1 − i)!(x2 − i)!i!

(78)

This distribution, derived originally by Campbell [14], was also derived easily as a limiting form
of a bivariate binomial distribution by Hamdan and
Al-Bayyati [29].
From (77), it is evident that the marginal distributions of X1 and X2 are Poisson(θ1 + θ12 ) and
Poisson(θ2 + θ12 ), respectively. The mass function
P (x1 , x2 ) in (78) satisfies the following recurrence
relations:
x1 P (x1 , x2 ) = θ1 P (x1 − 1, x2 )
+ θ12 P (x1 − 1, x2 − 1),
x2 P (x1 , x2 ) = θ2 P (x1 , x2 − 1)
+ θ12 P (x1 − 1, x2 − 1).

(79)

The relations in (79) follow as special cases of Hesselager’s [31] recurrence relations for certain bivariate
counting distributions and their compound forms,
which generalize the results of Panjer [72] on a
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family of compound distributions and those of Willmot [100] and Hesselager [30] on a class of mixed
Poisson distributions.
From (77), we readily obtain the moment generating function as
MX1 ,X2 (t1 , t2 ) = exp{θ1 (et1 − 1) + θ2 (et2 − 1)
+ θ12 (e

t1 +t2

− 1)}

(80)

and the probability generating function as
GX1 ,X2 (t1 , t2 ) = exp{φ1 (t1 − 1) + φ2 (t2 − 1)
+ φ12 (t1 − 1)(t2 − 1)},

(81)

where φ1 = θ1 + θ12 , φ2 = θ2 + θ12 and φ12 = θ12 .
From (77) and (80), we readily obtain
Cov(X1 , X2 ) = Var(Y12 ) = θ12

which cannot exceed θ12 {θ12 + min(θ1 , θ2 )}−1/2 .
The conditional distribution of X1 , given X2 = x2 ,
is readily obtained from (78) to be
Pr{X1 = x1 |X2 = x2 } = e

min(x
1 ,x2 ) 

j =0


×

θ12
θ2 + θ12

j 

θ2
θ2 + θ12

x2 −j

x2
j



x −j

θ1 1
,
(x1 − j )!
(84)

which is clearly the sum of two mutually independent
d
random variables, with one distributed as Y1 =
Poisson(θ1 ) and the other distributed as Y12 |(X2 =
d Binomial(x ; (θ /(θ + θ ))). Hence, we
x2 ) =
2
12
2
12
see that
θ12
x2
θ2 + θ12

(85)

θ2 θ12
x2 ,
(θ2 + θ12 )2

(86)

E(X1 |X2 = x2 ) = θ1 +
and
Var(X1 |X2 = x2 ) = θ1 +

1
n

n

j =1

i = 1, 2,

(87)

P (X1j − 1, X2j − 1)
= 1,
P (X1j , X2j )

(88)

where X i • = (1/n) nj=1 Xij (i = 1, 2) and (88) is
a polynomial in θ̂12 , which needs to be solved
numerically. For this reason, θ12 may be estimated
by the sample covariance (which is the moment
estimate) or by the even-points method proposed by
Papageorgiou and Kemp [75] or by the double zero
method or by the conditional even-points method
proposed by Papageorgiou and Loukas [76].

Distributions Related to Bivariate Case

θ12
, (83)
(θ1 + θ12 )(θ2 + θ12 )

−θ1

θ̂i + θ̂12 = X i • ,

(82)

and, consequently, the correlation coefficient is
Corr(X1 , X2 ) = √

On the basis of n independent pairs of observations (X1j , X2j )T , j = 1, . . . , n, the maximum likelihood estimates of θ1 , θ2 , and θ12 are given by

which reveal that the regressions are both linear
and that the variations about the regressions are
heteroscedastic.

Ahmad [1] discussed the bivariate hyper-Poisson distribution with probability generating function
eφ12 (t1 −1)(t2 −1)


2 

1 F1 (1; λi ; φi ti )
i=1

1 F1 (1; λi ; φi )

,

(89)

where 1 F1 is the Gaussian hypergeometric function,
which has its marginal distributions to be hyperPoisson.
By starting with two independent Poisson(θ1 ) and
Poisson(θ2 ) random variables and ascribing a joint
distribution to (θ1 , θ2 )T , David and Papageorgiou [24]
studied the compound bivariate Poisson distribution
with probability generating function
E[eθ1 (t1 −1)+θ2 (t2 −1) ].

(90)

Many other related distributions and generalizations can be derived from (77) by ascribing different distributions to the random variables Y1 , Y2
and Y12 . For example, if Consul’s [20] generalized
Poisson distributions are used for these variables,
we will obtain bivariate generalized Poisson distribution. By taking these independent variables to
be Neyman Type A or Poisson, Papageorgiou [74]
and Kocherlakota and Kocherlakota [53] derived two
forms of bivariate short distributions, which have
their marginals to be short. A more general bivariate
short family has been proposed by Kocherlakota and
Kocherlakota [53] by ascribing a bivariate Neyman

Discrete Multivariate Distributions
Type A distribution to (Y1 , Y2 )T and an independent
Poisson distribution to Y12 . By considering a much
more general structure of the form
X1 = Y1 + Z1

and X2 = Y2 + Z2

(91)

and ascribing different distributions to (Y1 , Y2 )T and
(Z1 , Z2 )T along with independence of the two parts,
Papageorgiou and Piperigou [77] derived some more
general forms of bivariate short distributions. Further,
using this approach and with different choices for
the random variables in the structure (91), Papageorgiou and Piperigou [77] also derived several forms
of bivariate Delaporte distributions that have their
marginals to be Delaporte with probability generating function


1 − pt
1−p

−k
eλ(t−1) ,

(92)

which is a convolution of negative binomial and
Poisson distributions; see, for example, [99, 101].
Leiter and Hamdan [57] introduced a bivariate
Poisson–Poisson distribution with one marginal as
Poisson(λ) and the other marginal as Neyman Type
A(λ, β). It has the structure
Y = Y1 + Y2 + · · · + YX ,

(93)

the conditional distribution of Y given X = x as
Poisson(βx), and the joint mass function as
Pr{X = x, Y = y} = e−(λ+βx)
x, y = 0, 1, . . . ,

λx (βx)y
,
x! y!

λ, β > 0.

(94)

For the general structure in (93), Cacoullos and Papageorgiou [13] have shown that the joint probability
generating function can be expressed as
GX,Y (t1 , t2 ) = G1 (t1 G2 (t2 )),

(95)

where G1 (·) is the generating function of X and G2 (·)
is the generating function of Yi ’s.
Wesolowski [98] constructed a bivariate Poisson
conditionals distribution by taking the conditional
distribution of Y , given X = x, to be Poisson(λ2 λx12 )
and the regression of X on Y to be E(X|Y = y) =
y
λ1 λ12 , and has noted that this is the only bivariate
distribution for which both conditionals are Poisson.
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Multivariate Forms
A natural generalization of (77) to the k-variate case
is to set
Xi = Yi + Y,

i = 1, . . . , k,

(96)

d
d
where Y =
Poisson(θ) and Yi =
Poisson(θi ), i =
1, . . . , k, are independent random variables. It is
evident that the marginal distribution
) of Xi is Poisson(θ + θi ), Corr(Xi , Xj ) = θ/ (θi + θ)(θj + θ),
and Xi − Xi  and Xj − Xj  are mutually independent
when i, i  , j, j  are distinct.
Teicher [92] discussed more general multivariate Poisson distributions with probability generating
functions of the form

k


Ai ti +
Aij ti tj
exp

i=1

1≤i<j ≤k



+ · · · + A12···k t1 · · · tk − A , (97)


which are infinitely divisible.
Lukacs and Beer [58] considered multivariate
Poisson distributions with joint characteristic functions of the form




k



tj  − 1 , (98)
ϕX (t) = exp θ exp i


j =1

which evidently has all its marginals to be Poisson.
Sim [87] exploited the result that a mixture of
d Binomial(N ; p) and N d Poisson(λ) leads to a
X=
=
Poisson(λp) distribution in a multivariate setting to
construct a different multivariate Poisson distribution.
The case of the trivariate Poisson distribution
received special attention in the literature in terms
of its structure, properties, and inference.
As explained earlier in the sections ‘Multinomial
Distributions’ and ‘Negative Multinomial Distributions’, mixtures of multivariate distributions can be
used to derive some new multivariate models for
practical use. These mixtures may be considered
either as finite mixtures of the multivariate distributions or in the form of compound distributions by
ascribing different families of distributions for the
underlying parameter vectors. Such forms of multivariate mixed Poisson distributions have been considered in the actuarial literature.
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Multivariate Hypergeometric Distributions

Properties

Definition Suppose a population of m individuals
contain m1 of type G1 , m2 of type G2 , . . . , mk of type
Gk , where m = ki=1 mi . Suppose a random sample
of n individuals is selected from this population without replacement, and Xi denotes the number of individuals of type Gi in the sample for i = 1, 2, . . . , k.
k
Clearly,
i=1 Xi = n. Then, the probability mass
function of X can be shown to be

k 
k

1  mi
, 0 ≤ xi ≤ mi ,
xi = n.
PX (x) = m
xi
n i=1
i=1

From (99), we see that the marginal distribution
of Xi is hypergeometric(n; mi , m − mi ). In fact,
the distribution of (Xi1 , . . . , Xis , n − sj =1 Xij )T
is multivariate hypergeometric(n; mi1 , . . . , mis , n −
s
j =1 mij ). As a result, the conditional distribution
of the remaining elements (X1 , . . . , Xk−s )T , given
(Xi1 , . . . , Xis )T = (xi1 , . . . , xis )T , is also Multivariate
hypergeometric(n − sj =1 xij ; m1 , . . . , mk−s ), where
(1 , . . . , k−s ) = (1, . . . , k)/(i1 , . . . , is ). In particular, we obtain for t ∈ {1 , . . . , k−s }

(99)
This distribution is called a multivariate hypergeometric distribution, and is denoted by multivariate hypergeometric(n; m1 , . . . , mk ). Note that in (99),
there are only k − 1 distinct variables. In the case
when k = 2, it reduces to the univariate hypergeometric distribution.
When m → ∞ with (mi /m) → pi for i = 1,
2, . . . , k, the multivariate hypergeometric distribution
in (99) simply tends to the multinomial distribution
in (32). Hence, many of the properties of the
multivariate hypergeometric distribution resemble
those of the multinomial distribution.

Moments
From (99), we readily find the rth factorial moment
of X as

 k
k
 (r )
n(r)  (ri )

i
= (r)
Xi
m , (100)
µ(r) (X) = E
m i=1 i
i=1
where r = r1 + · · · + rk . From (100), we get
n
mi ,
m
n(m − n)
Var(Xi ) = 2
mi (m − mi ),
m (m − 1)

Xt |(Xij = xij , j = 1, . . . , s)

s

d

xij ; mt ,
Hypergeometric
n
−
=
k−s




j =1

mj − mt  .

(102)

j =1

From (102), we obtain the multiple regression of Xt
on Xi1 , . . . , Xis to be
E{Xt |(Xij = xij , j = 1, . . . , s)}


s

mt
= n −
xi j 
,
s
m
−
j =1 mij
j =1

(103)

k−s
s
since
j =1 mj = m −
j =1 mij . Equation (103)
reveals that the multiple regression is linear, but
the variation about regression turns out to be
heteroscedastic.
While Panaretos [70] presented an interesting
characterization of the multivariate hypergeometric
distribution, Boland and Proschan [9] established the
Schur convexity of the likelihood function.

E(Xi ) =

n(m − n)
mi mj ,
m2 (m − 1)

mi mj
Corr(Xi , Xj ) = −
.
(m − mi )(m − mj )

Inference

Cov(Xi , Xj ) = −

(101)

Note that, as in the case of the multinomial distribution, all correlations are negative.

The minimax estimation of the proportions (m1 /m,
. . . , mk /m)T has been discussed by Amrhein [3]. By
approximating the joint distribution of the relative
frequencies (Y1 , . . . , Yk )T = (X1 /n, . . . , Xk /n)T by
a Dirichlet distribution with parameters (mi /m)((n
(m − 1)/(m − n)) − 1), i = 1, . . . , k, as well as
by an equi-correlated multivariate normal distribution with correlation −1/(k − 1), Childs and
Balakrishnan [18] developed tests for the null
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hypothesis H0 : m1 = · · · = mk = m/k based on the
test statistics
min1≤i≤k Xi max1≤i≤k Xi − min1≤i≤k Xi
,
max1≤i≤k Xi
n
and

max1≤i≤k Xi
.
n

(104)

Related Distributions
By noting that the parameters in (99) need not all be
nonnegative integers and using the convention that
(−θ)! = (−1)θ−1 /(θ − 1)! for a positive integer θ,
Janardan and Patil [36] defined multivariate inverse
hypergeometric, multivariate negative hypergeometric, and multivariate negative inverse hypergeometric
distributions. Sibuya and Shimizu [85] studied the
multivariate generalized hypergeometric distributions
with probability mass function


k

αi (ω − λ)
 ω−
PX (x) =

i=1


 ω−

k



αi − λ (ω)

i=1



k


xi 
×

λ

i=1



k


xi 

k

α [xi ]
i

i=1

xi !

,

(105)

i=1

ω
which reduces to the multivariate hypergeometric
distribution when ω = λ = 0.
Janardan and Patil [36] termed a subclass of
Steyn’s [91] family as unified multivariate hypergeometric distributions and its probability mass function is


a0

k 

k
ai
 

n−
xi
xi
i=1
i=1
 
,
(106)
PX (x) =
a
n
where a = ki=0 ai , ab = (a + 1)/((b + 1)(a
−b + 1)), and n need not be a positive integer.
Janardan and Patil [36] displayed that (106) contains
many distributions (including those mentioned
earlier) as special cases.

While Charalambides [16] considered the equiprobable multivariate hypergeometric distribution
(i.e. m1 = · · · = mk = m/k) and studied the restricted occupancy distributions, Chesson [17] discussed
the noncentral multivariate hypergeometric distribution. Starting with the distribution of X|m as multivariate hypergeometric in (99) and giving a prior
for m as Multinomial(m; p1 , . . . , pk ), where m =
k
T
i=1 mi and p = (p1 , . . . , pk ) is the hyperparameter, we get the marginal joint probability mass function of X to be
P (x) = k

k


n!

i=1
k

i=1

xi !

pixi , 0 ≤ pi ≤ 1, xi ≥ 0,

i=1

xi = n,

k


pi = 1,

(107)

i=1

which is just the Multinomial(n; p1 , . . . , pk ) distribution. Balakrishnan and Ma [7] referred to this as the
multivariate hypergeometric-multinomial model and
used it to develop empirical Bayes inference concerning the parameter m.
Consul and Shenton [21] constructed a multivariate Borel–Tanner distribution with probability
mass function
P (x) = |I − A(x)|

xj −rj
 '
%  k
k









λij xi
exp −
λ j i xj 


k



i=1
i=1
×
,


(xj − rj )!

j =1 








(108)
where A(x) is a (k × k) matrix with its (p, q)th
element as λpq (xp − rp )/ ki=1 λij xi , and λ’s are
positive constants for xj ≥ rj . A distribution that is
closely related to this is the multivariate Lagrangian
Poisson distribution; see [48].
Xekalaki [102, 103] defined a multivariate generalized Waring distribution which, in the bivariate
situation, has its probability mass function as
P (x, y) =

ρ [k+m] a [x+y] k [x] m[y]
,
(a + ρ)[k+m] (a + k + m + ρ)[x+y] x!y!
x, y = 0, 1, . . . ,

where a, k, m, ρ are all positive parameters.

(109)
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The multivariate hypergeometric and some of its
related distributions have found natural applications
in statistical quality control; see, for example, [43].

Definition Suppose in an urn there are a balls of k
different colors C1 , . . . , Ck , with a1 of color C1 , . . . ,
ak of color Ck , where a = ki=1 ai . Suppose one ball
is selected at random, its color is noted, and then it is
returned to the urn along with c additional balls of the
same color, and that this selection is repeated n times.
Let Xi denote the number of balls of colors Ci at the
end of n trials for i = 1, . . . , k. It is evident that when
c = 0, the sampling becomes ‘sampling with replacement’ and in this case the distribution of X will
become multinomial with pi = ai /a (i = 1, . . . , k);
when c = −1, the sampling becomes ‘sampling without replacement’ and in this case the distribution
of X will become multivariate hypergeometric with
mi = ai (i = 1, . . . , k).
The probability mass function of X is given by


k
n
1  [xi ,c]
a
,
(110)
PX (x) =
x1 , . . . , xk a [n,c] i=1 i
k
i=1

xi = n,

k
i=1

ai = a, and

a [y,c] = a(a + c) · · · (a + (y − 1)c)
with

a [0,c] = 1.

xi ≥ 0(i = 1, . . . , k),
k

i=1

xi ≥ 0.

Moments
From (113), we can derive the rth factorial moment
of X as

 k
k
 (r )
n(r)  [ri ,c/a]

i
= [r,c/a]
Xi
pi
, (114)
µ(r) (X) = E
1
i=1
i=1
where r =
(114) that

k
i=1 ri .

In particular, we obtain from

nai
,
a
nai (a − ai )(a + nc)
Var(Xi ) =
,
a 2 (a + c)
E(Xi ) = npi =

nai aj (a + nc)
,
a 2 (a + c)

ai aj
,
X
)
=
−
.
Corr(Xi j
(a − ai )(a − aj )
Cov(Xi , Xj ) = −

(115)

As in the case of multinomial and multivariate hypergeometric distributions, all the correlations are negative in this case as well.

Properties
(111)

Marshall and Olkin [61] discussed three urn models,
each of which leads to a bivariate Pólya–Eggenberger
distribution.
Since the distribution in (110) is (k − 1)-dimensional, a truly k-dimensional distribution can be
obtained by adding another color C0 (say, white)
initially represented by a0 balls. Then, with a =
k
i=0 ai , the probability mass function of X =
(X1 , . . . , Xk )T in this case is given by


k
n
1  [xi ,c]
a
,
PX (x) =
x0 , x1 , . . . , xk a [n,c] i=0 i

x0 = n −

(113)

where pi = ai /a is the initial proportion of balls of
color Ci for i = 1, . . . , k and ki=0 pi = 1.

Multivariate Pólya–Eggenberger
Distributions

where

This can also be rewritten as
 [x ,c/a] 
k
n!  pi i
PX (x) = [n,c/a]
,
1
xi !
i=0

(112)

The multiple regression of Xk on X1 , . . . , Xk1
given by
  k


pk

E Xk  (Xi = xi ) = npk −
{(x1 − np1 )
p
0 + pk
i=1
+ · · · + (xk−1 − npk−1 )}

(116)

reveals that it is linear and that it depends only on
k−1
the sum
i=1 xi and not on the individual xi ’s.
The variation about the regression is, however, heteroscedastic.
The multivariate Pólya–Eggenberger distribution
includes the following important distributions as special cases: Bose–Einstein uniform distribution when
p0 = · · · = pk = (1/(k + 1)) and c/a = (1/(k + 1)),
multinomial distribution when c = 0, multivariate
hypergeometric distribution when c = −1, and multivariate negative hypergeometric distribution when
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c = 1. In addition, the Dirichlet distribution can be
derived as a limiting form (as n → ∞) of the multivariate Pólya–Eggenberger distribution.

Inference
If a is known and n is a known positive integer, then
the moment estimators of ai are âi = ax i /n (for i =
1, . . . , k), which are also the maximum likelihood
estimators of ai . In the case when a is unknown,
under the assumption c > 0, Janardan and Patil [35]
discussed moment estimators of ai .
By approximating the joint distribution of
(Y1 , . . . , Yk )T = (X1 /n, . . . , Xk /n)T by a Dirichlet
distribution (with parameters chosen so as to match
the means, variances, and covariances) as well as by
an equi-correlated multivariate normal distribution,
Childs and Balakrishnan [19] developed tests for the
null hypothesis H0 : a1 = · · · = ak = a/k based on
the test statistics given earlier in (104).

Generalizations and Related Distributions
By considering multiple urns with each urn containing the same number of balls and then employing
the Pólya–Eggenberger sampling scheme, Kriz [55]
derived a generalized multivariate Pólya–Eggenberger distribution.
In the sampling scheme of the multivariate
Pólya–Eggenberger distribution, suppose the sampling continues until a specified number (say, m0 ) of
balls of color C0 have been chosen. Let Xi denote
the number of balls of color Ci drawn when this
requirement is achieved (for i = 1, . . . , k). Then, the
distribution of X is called the multivariate inverse
Pólya–Eggenberger distribution and has its probability mass function as


m0 − 1 + x
a0 + (m0 − 1)c
P (x) =
a + (m0 − 1 + x)c m0 − 1, x1 , . . . , xk
k
a0[m0 −1,c]  [xi ,c]
× [m −1+x,c]
ai ,
a 0
i=1
k
i=0

(117)

where a =
ai , −cxi ≤ ai (i = 1, . . . , k), and
x = ki=1 xi .
Consider an urn that contains ai balls of color
Ci for i = 1, . . . , k, and a0 white balls. A ball is
drawn randomly and if it is colored, it is replaced
with additional c1 , . . . , ck balls of the k colors, and
if it is white, it is replaced with additional d =
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k
i=1 ci

white balls, where (ci /ai ) = d/a = 1/K.
The selection is done n times, and let Xi denote
the number of balls of color Ci (for i = 1, . . . , k)
and X0 denote the number of white balls. Clearly,
k
i=0 Xi = n. Then, the distribution of X is called
the multivariate modified Pólya distribution and has
its probability mass function as

 [x0 ,d] [x,d] 
k
a0 a
n
ai !xi
P (x) =
,
[n,d]
x0 , x1 , . . . , xk (a0 + a)
a
i=1
(118)
where xi = 0, 1, . . . (for i = 1, . . . , k) and x =
k
i=1 xi ; see [86].
Suppose in the urn sampling scheme just
described, the sampling continues until a specified
number (say, w) of white balls have been chosen.
Let Xi denote the number of balls of color Ci
drawn when this requirement is achieved (for i =
1, . . . , k). Then, the distribution of X is called the
multivariate modified inverse Pólya distribution and
has its probability mass function as


a0[w,d] a [x,d]
w+x−1
P (x) =
x1 , . . . , xk , w − 1 (a0 + a)[w+x,d]
×

k

ai ! x i
,
a
i=1

(119)

where xi = 0, 1, . . . (for i = 1, . . . , k), x = ki=1 xi
and a = ki=1 ai ; see [86].
Sibuya [84] derived the multivariate digamma distribution with probability mass function
1
(x − 1)!
P (x) =
ψ(α + γ ) − ψ(γ ) (α + γ )[x]
×

k

α [xi ]
i

i=1

x=

xi !
k

i=1

,

αi , γ > 0, xi = 0, 1, . . . ,

xi > 0, α =

k


αi ,

(120)

i=1

where ψ(z) = (d/dz) ln (z) is the digamma distribution, as the limit of a truncated multivariate
Pólya–Eggenberger distribution (by omission of the
case (0, . . . , 0)).

Multivariate Discrete Exponential Family
Khatri [49] defined a multivariate discrete exponential family as one that includes all distributions of X
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with probability mass function of the form

 k

Ri (θ )xi − Q(θ ) ,
P (x) = g(x) exp

many prominent multivariate discrete distributions
discussed above as special cases.
(121)

i=1

where θ = (θ1 , . . . , θk )T , x takes on values in a region
S, and
'
 k
%



.
g(x) exp
Ri (θ )xi
Q(θ ) = log
···
x∈S

i=1

(122)
This family includes many of the distributions listed
in the preceding sections as special cases, including
nonsingular multinomial, multivariate negative binomial, multivariate hypergeometric, and multivariate
Poisson distributions.
Some general formulas for moments and
some other characteristics can be derived. For
example, with


∂Ri (θ)
(123)
M = (mij )ki,j =1 =
∂θj
and M−1 = (mij ), it can be shown that
E(X) = M
=

−1

k


∂Q(θ )
∂θ

mj 

=1

and

∂E(Xi )
,
∂θ

Cov(Xi , Xj )
i  = j.

(124)

Multivariate Power Series Distributions
Definition The family of distributions with probability mass function
a(x)  xi
θ
A(θ ) i=1 i
k

P (x) =

x1 =0

···

∞

xk =0

a(x1 , . . . , xk )

From (127), all moments can be immediately
obtained. For example, we have for i = 1, . . . , k
θi ∂A(θ )
E(Xi ) =
(128)
A(θ ) ∂θi
and



θi2
∂A(θ) 2
∂ 2 A(θ)
Var(Xi ) = 2
−
A(θ)
A (θ)
∂θi
∂θi2

A(θ) ∂A(θ)
.
(129)
+
θi
∂θi

Properties
From the probability generating function of X
in (127), it is evident that the joint distribution of any
subset (Xi1 , . . . , Xis )T of X also has a multivariate
power series distribution with the defining function
A(θ) being regarded as a function of (θi1 , . . . , θis )T
with other θ’s being regarded as constants. Truncated
power series distributions (with some smallest
and largest values omitted) are also distributed
as multivariate power series. Kyriakoussis and
Vamvakari [56] considered the class of multivariate
power series distributions in (125) with the support
xi = 0, 1, . . . , m (for i = 1, 2, . . . , k) and established
their asymptotic normality as m → ∞.

Related Distributions

A(θ ) = A(θ1 , . . . , θk )
∞


From (125), we readily obtain the probability generating function of X as

 k
 X
A(θ1 t1 , . . . , θk tk )
i
. (127)
GX (t) = E
=
ti
A(θ1 , . . . , θk )
i=1

(125)

is called a multivariate power series family of distributions. In (125), xi ’s are nonnegative integers, θi ’s
are positive parameters,

=

Moments

k


θixi

(126)

i=1

Patil and Bildikar [78] studied the multivariate
logarithmic series distribution with probability
mass function
k

(x − 1)!
θixi ,
P (x) = k
( i=1 xi !){− log(1 − θ)} i=1
xi ≥ 0,

x=

k

i=1

is said to be the ‘defining function’ and a(x)
the ‘coefficient function’. This family includes

xi > 0,

θ=

k


θi .

(130)

i=1

A compound multivariate power series distribution can be derived from (125) by ascribing a joint
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prior distribution to the parameter θ. For example,
if fθ (θ1 , . . . , θk ) is the ascribed prior density function of θ, then the probability mass function of the
resulting compound distribution is
 ∞
 ∞
1
···
P (x) = a(x)
A(θ)
0
0

 k
 x
×
θi i fθ (θ1 , . . . , θk ) dθ1 · · · dθk .
(131)
i=1

Sapatinas [82] gave a sufficient condition for identifiability in this case.
A special case of the multivariate power series
distribution in (125), when A(θ) = B(θ) with θ =
k
i=1 θi and B(θ) admits a power series expansion
in powers of θ ∈ (0, ρ), is called the multivariate
sum-symmetric power series distribution. This family
of distributions, introduced by Joshi and Patil [46],
allows for the minimum variance unbiased estimation
of the parameter θ and some related characterization results.

Miscellaneous Models
From the discussion in previous sections, it is clearly
evident that urn models and occupancy problems
play a key role in multivariate discrete distribution
theory. The book by Johnson and Kotz [39] provides an excellent survey on multivariate occupancy
distributions.
In the probability generating function of X
given by
GX (t) = G2 (G1 (t)),

ik =0

Jain and Nanda [33] discussed these weighted distributions in detail and established many properties.
In the past two decades, significant attention was
focused on run-related distributions. More specifically, rather than be interested in distributions regarding the numbers of occurrences of certain events,
focus in this case is on distributions dealing with
occurrences of runs (or, more generally, patterns) of
certain events. This has resulted in several multivariate run-related distributions, and one may refer to
the recent book of Balakrishnan and Koutras [6] for
a detailed survey on this topic.
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Discrete Parametric
Distributions

Suppose N1 and N2 have Poisson distributions
with means λ1 and λ2 respectively and that N1 and
N2 are independent. Then, the pgf of N = N1 + N2
is

The purpose of this paper is to introduce a large class
of counting distributions. Counting distributions are
discrete distributions with probabilities only on the
nonnegative integers; that is, probabilities are defined
only at the points 0, 1, 2, 3, 4,. . .. The purpose of
studying counting distributions in an insurance context is simple. Counting distributions describe the
number of events such as losses to the insured or
claims to the insurance company. With an understanding of both the claim number process and the
claim size process, one can have a deeper understanding of a variety of issues surrounding insurance
than if one has only information about aggregate
losses. The description of total losses in terms of
numbers and amounts separately also allows one to
address issues of modification of an insurance contract. Another reason for separating numbers and
amounts of claims is that models for the number of
claims are fairly easy to obtain and experience has
shown that the commonly used distributions really
do model the propensity to generate losses.
Let the probability function (pf) pk denote the
probability that exactly k events (such as claims or
losses) occur. Let N be a random variable representing the number of such events. Then
pk = Pr{N = k},

k = 0, 1, 2, . . .

(1)

The probability generating function (pgf) of a discrete
random variable N with pf pk is
P (z) = PN (z) = E[z ] =
N

∞


k

pk z .

(2)

k=0

Poisson Distribution
The Poisson distribution is one of the most important
in insurance modeling. The probability function of the
Poisson distribution with mean λ > 0 is
λk e−λ
pk =
, k = 0, 1, 2, . . .
(3)
k!
its probability generating function is
P (z) = E[zN ] = eλ(z−1) .

(4)

The mean and variance of the Poisson distribution
are both equal to λ.

PN (z) = PN1 (z)PN2 (z)
= e(λ1 +λ2 )(z−1)

(5)

Hence, by the uniqueness of the pgf, N is a Poisson distribution with mean λ1 + λ2 . By induction,
the sum of a finite number of independent Poisson
variates is also a Poisson variate. Therefore, by the
central limit theorem, a Poisson variate with mean
λ is close to a normal variate if λ is large.
The Poisson distribution is infinitely divisible,
a fact that is of central importance in the study
of stochastic processes. For this and other reasons
(including its many desirable mathematical properties), it is often used to model the number of claims
of an insurer. In this connection, one major drawback
of the Poisson distribution is the fact that the variance
is restricted to being equal to the mean, a situation
that may not be consistent with observation.
Example 1 This example is taken from [1], p. 253.
An insurance company’s records for one year show
the number of accidents per day, which resulted in
a claim to the insurance company for a particular
insurance coverage. The results are in Table 1. A
Poisson model is fitted to these data. The maximum
likelihood estimate of the mean is
742
= 2.0329.
(6)
λ̂ =
365
Table 1

Data for Example 1

No. of
claims/day

Observed no.
of days

0
1
2
3
4
5
6
7
8
9+

47
97
109
62
25
16
4
3
2
0

The resulting Poisson model using this parameter
value yields the distribution and expected numbers
of claims per day as given in Table 2.
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Table 2

Its probability generating function is

Observed and expected frequencies

No. of
claims
/day, k

Poisson
probability,
p̂k

Expected
number,
365 p̂k

Observed
number,
nk

0
1
2
3
4
5
6
7
8
9+

0.1310
0.2662
0.2706
0.1834
0.0932
0.0379
0.0128
0.0037
0.0009
0.0003

47.8
97.2
98.8
66.9
34.0
13.8
4.7
1.4
0.3
0.1

47
97
109
62
25
16
4
3
2
0

The results in Table 2 show that the Poisson distribution fits the data well.

Geometric Distribution
The geometric distribution has probability function

k
1
β
, k = 0, 1, 2, . . . (7)
pk =
1+β 1+β
where β > 0; it has distribution function
F (k) =

k


py

y=0


=1−

β
1+β

k+1
,

k = 0, 1, 2, . . . .

(8)

and probability generating function
P (z) = [1 − β(z − 1)]−1 ,

|z| <

1+β
.
β

1+β
.
β

(11)

The mean and variance are rβ and rβ(1 + β),
respectively. Thus the variance exceeds the mean,
illustrating a case of overdispersion. This is one
reason why the negative binomial (and its special
case, the geometric, with r = 1) is often used to
model claim numbers in situations in which the
Poisson is observed to be inadequate.
If a sequence of independent negative binomial
variates {Xi ; i = 1, 2, . . . , n} is such that Xi has
parameters ri and β, then X1 + X2 + · · · + Xn is
again negative binomial with parameters r1 + r2 +
· · · + rn and β. Thus, for large r, the negative binomial is approximately normal by the central limit
theorem. Alternatively, if r → ∞, β → 0 such that
rβ = λ remains constant, the limiting distribution is
Poisson with mean λ. Thus, the Poisson is a good
approximation if r is large and β is small.
When r = 1 the geometric distribution is obtained.
When r is an integer, the distribution is often called
a Pascal distribution.
Example 2 Tröbliger [2] studied the driving habits
of 23 589 automobile drivers in a class of automobile insurance by counting the number of accidents
per driver in a one-year time period. The data as
well as fitted Poisson and negative binomial distributions (using maximum likelihood) are given in
Table 3.
From Table 3, it can be seen that negative binomial distribution fits much better than the Poisson
distribution, especially in the right-hand tail.
Table 3

Two models for automobile claims frequency

No. of
claims/year

Negative Binomial Distribution
Also known as the Polya distribution, the negative
binomial distribution has probability function

r 
k
(r + k)
1
β
,
pk =
(r)k!
1+β
1+β

where r, β > 0.

|z| <

(9)

The mean and variance are β and β(1 + β),
respectively.

k = 0, 1, 2, . . .

P (z) = {1 − β(z − 1)}−r ,

(10)

0
1
2
3
4
5
6
7+
Totals

No. of
drivers

Fitted
Poisson
expected

Fitted
negative
binomial
expected

20 592
2651
297
41
7
0
1
0
23 589

20 420.9
2945.1
212.4
10.2
0.4
0.0
0.0
0.0
23 589.0

20 596.8
2631.0
318.4
37.8
4.4
0.5
0.1
0.0
23 589.0
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Logarithmic Distribution
A logarithmic or logarithmic series distribution has
probability function
qk
−k log(1 − q)

k
1
β
,
=
k log(1 + β) 1 + β

pk =

k = 1, 2, 3, . . .

where 0 < q = (β)/(1 + β < 1). The corresponding
probability generating function is

Unlike the distributions discussed above, the binomial distribution has finite support. It has probability
function
 
n k
pk =
p (1 − p)n−k , k = 0, 1, 2, . . . , n
k
and pgf

log(1 − qz)
log(1 − q)

P (z) = {1 + p(z − 1)}n ,

log[1 − β(z − 1)] − log(1 + β)
,
=
− log(1 + β)

1
|z| < .
q
(13)

The mean and variance are (β)/(log(1 + β)) and
(β(1 + β) log(1 + β) − β 2 )/([log(1 + β)]2 ), respectively.
Unlike the distributions discussed previously, the
logarithmic distribution has no probability mass at
x = 0. Another disadvantage of the logarithmic and
geometric distributions from the point of view of
modeling is that pk is strictly decreasing in k.
The logarithmic distribution is closely related to
the negative binomial and Poisson distributions. It
is a limiting form of a truncated negative binomial
distribution. Consider the distribution of Y = N |N >
0 where N has the negative binomial distribution. The
probability function of Y is
Pr{N = y}
, y = 1, 2, 3, . . .
1 − Pr{N = 0}

y
β
(r + y)
(r)y!
1+β
.
(14)
=
(1 + β)r − 1

py =

This may be rewritten as
py =

where q = β/(1 + β). Thus, the logarithmic distribution is a limiting form of the zero-truncated negative
binomial distribution.

Binomial Distribution

(12)

P (z) =

(r + y)
r
(r + 1)y! (1 + β)r − 1



β
1+β

. (15)

r→0

qy
−y log(1 − q)

(16)

(17)

Generalizations
There are many generalizations of the above distributions. Two well-known methods for generalizing
are by mixing and compounding. Mixed and compound distributions are the subjects of other articles
in this encyclopedia. For example, the Delaporte distribution [4] can be obtained from mixing a Poisson
distribution with a negative binomial. Generalized
discrete distribution using other techniques are the
subject of another article in this encyclopedia. Reference [3] provides comprehensive coverage of discrete
distributions.
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Estimation
In day-to-day insurance business, there are specific
questions to be answered about particular portfolios.
These may be questions about projecting future profits, making decisions about reserving or premium
rating, comparing different portfolios with regard to
notions of riskiness, and so on. To help answer these
questions, we have ‘raw material’ in the form of
data on, for example, the claim sizes and the claim
arrivals process. We use these data together with
various statistical tools, such as estimation, to learn
about quantities of interest in the assumed underlying
probability model. This information then contributes
to the decision making process.
In risk theory, the classical risk model is a common choice for the underlying probability model.
In this model, claims arrive in a Poisson process
rate λ, and claim sizes X1 , X2 , . . . are independent,
identically distributed (iid) positive random variables,
independent of the arrivals process. Premiums accrue
linearly in time, at rate c > 0, where c is assumed
to be under the control of the insurance company.
The claim size distribution and/or the value of λ are
assumed to be unknown, and typically we aim to
make inferences about unknown quantities of interest
by using data on the claim sizes and on the claims
arrivals process. For example, we might use the data
to obtain a point estimate λ̂ or an interval estimate
(λ̂L , λ̂U ) for λ.
There is considerable scope for devising procedures for constructing estimators. In this article, we
concentrate on various aspects of the classical frequentist approach. This is in itself a vast area, and it
is not possible to cover it in its entirety. For further
details and theoretical results, see [8, 33, 48]. Here,
we focus on methods of estimation for quantities of
interest that arise in risk theory. For further details,
see [29, 32].

Estimating the Claim Number and Claim
Size Distributions
One key quantity in risk theory is the total or aggregate claim amount in some fixed time interval (0, t].
Let N denote the number of claims arriving in this
interval. In the classical risk model, N has a Poisson
distribution with mean λt, but it can be appropriate to

use other counting distributions, such as the negative
binomial, for N
. The total amount of claims arriving
in (0, t] is S = N
k=1 Xk (if N = 0 then S = 0). Then
S is the sum of a random number of iid summands,
and is said to have a compound distribution. We can
think of the distribution of S as being determined by
two basic ingredients, the claim size distribution and
the distribution of N , so that the estimation for the
compound distribution reduces to estimation for the
claim number and the claim size distributions separately.

Parametric Estimation
Suppose that we have a random sample Y1 , . . . , Yn
from the claim number or the claim size distribution,
so that Y1 , . . . , Yn are iid with the distribution function FY say, and we observe Y1 = y1 , . . . , Yn = yn . In
a parametric model, we assume that the distribution
function FY (·) = FY (·; θ) belongs to a specified family of distribution functions indexed by a (possibly
vector valued) parameter θ, running over a parameter set . We assume that the true value of θ is fixed
but unknown. In the following discussion, we assume
for simplicity that θ is a scalar quantity.
An estimator θ̂ of θ is a (measurable) function
Tn (Y1 , . . . , Yn ) of the Yi ’s, and the resulting estimate of θ is tn = Tn (y1 , . . . , yn ). Since an estimator
Tn (Y1 , . . . , Yn ) is a function of random variables, it is
itself a random quantity, and properties of its distribution are used for evaluation of the performance of
estimators, and for comparisons between them. For
example, we may prefer an unbiased estimator, that
is, one with Ɛθ (θ̂ ) = θ for all θ (where Ɛθ denotes
expectation when θ is the true parameter value), or
among the class of unbiased estimators we may prefer
those with smaller values of varθ (θ̂ ), as this reflects
the intuitive idea that estimators should have distributions closely concentrated about the true θ.
Another approach is to evaluate estimators on
the basis of asymptotic properties of their distributions as the sample size tends to infinity. For
example, a biased estimator
may be asymptotically

unbiased in that limn→∞ Ɛθ (Tn ) − θ = 0, for all θ.
Further asymptotic properties include weak
consis

−
θ| >
|T
tency,
where
for
all
ε
>
0,
lim
n→∞ θ
n

ε = 0, that is, Tn converges to θ in probability,
for all θ. An estimator Tn is strongly consistent if
θ Tn → θ as n → ∞ = 1, that is, if Tn converges
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to θ almost surely (a.s.), for all θ. These are probabilistic formulations of the notion that Tn should be
close to θ for large sample sizes. Other probabilistic
notions of convergence include convergence in distribution (→d ), where Xn →d X if FXn (x) → FX (x)
for all continuity points x of FX , where FXn and
FX denote the distribution functions of Xn and X
respectively.
For an estimator sequence, we often
√
have n(Tn − θ) →d Z as n → ∞, where Z is normally distributed with zero mean and variance σ 2 ;
often σ 2 = σ 2 (θ). Two such estimators may be compared by looking at the variances of the asymptotic normal distributions, the estimator with the
smaller value being preferred. The asymptotic normality result above also means that we can obtain an
(approximate) asymptotic 100(1 − α)% (0 < α < 1)
confidence interval for the unknown parameter with
endpoints
σ (θ̂ )
θ̂L , θ̂U = Tn ± zα/2 √
n

(1)

where (zα/2 ) = 1 − α/2 and  is the standard normal distribution function. Then θ ((θ̂L , θ̂U )  θ) is,
for large n, approximately 1 − α.

Finding Parametric Estimators
In this section, we consider the above set-up with
θ ∈ p for p ≥ 1, and we discuss various methods
of estimation and some of their properties.
In the method of moments, we obtain p equations by equating each of p sample moments to the
corresponding theoretical moments. The method of
moments estimator for θ is the solution (if a unique

j
j
one exists) of the p equations Ɛθ (Y1 ) = n1 ni=1 yi ,
j = 1, . . . , p. Method of moments estimators are
often simple to find, and even if they are not optimal, they can be used as starting points for iterative
numerical procedures (see Numerical Algorithms)
for finding other estimators; see [48, Chapter 4] for
a more general discussion.
In the method of maximum likelihood, θ is estimated by that value θ̂ of θ that maximizes the likelihood L(θ; y) = f (y; θ) (where f (y; θ) is the joint
density of the observations), or equivalently maximizes the log-likelihood l(θ; y) = log L(θ; y). Under
regularity conditions, the resulting estimators can be
shown to have good asymptotic properties, such as

consistency and asymptotic normality with best possible asymptotic variance. Under appropriate definitions and conditions, an additional property of maximum likelihood estimators is that a maximum likelihood estimate of g(θ) is g(θ̂ ) (see [37] Chapter VII).
In particular, the maximum likelihood estimator is
invariant under parameter transformations. Calculation of the maximum likelihood estimate usually
involves solving the likelihood equations ∂l/∂θ = 0.
Often these equations have no explicit analytic solution and must be solved numerically. Various extensions of likelihood methods include those for quasi-,
profile, marginal, partial, and conditional likelihoods
(see [36] Chapters 7 and 9, [48] §25.10).
The least squares estimator of θ minimizes
2
n 
with respect to θ. If the Yi ’s
i=1 yi − Ɛθ (Yi )
are independent with Yi ∼ N (Ɛθ Yi , σ 2 ) then this is
equivalent to finding maximum likelihood estimates,
although for least squares, only the parametric
form of Ɛθ (Yi ) is required, and not the complete
specification of the distributional form of the Yi ’s.
In insurance, data may be in truncated form, for
example, when there is a deductible d in force.
Here we suppose that losses X1 , . . . , Xn are iid
each with density f (x; θ) and distribution function F (x; θ), and that if Xi > d then a claim of
density of the Yi ’s is
Yi = Xi − d is made. The

fY (y; θ) = f (y + d; θ)/ 1 − F (d; θ) , giving rise
 to
n
log-likelihood
l(θ)
=
f
(y
+
d;
θ)
−
n
log
1−
i
i=1

F (d; θ) .
We can also adapt the maximum likelihood method
to deal with grouped data, where, for example, the
original n claim sizes are not available, but we
have the numbers of claims falling into particular disjoint intervals. Suppose Nj is the number of
claims whose claim amounts are in (cj −1 , cj ], j =
1, . . . , k + 1, where c0 = 0 and c
k+1 = ∞. Suppose
that we observe Nj = nj , where k+1
j =1 nj = n. Then
the likelihood satisfies
L(θ) ∝

k



n
F (cj ; θ) − F (cj −1 ; θ) j

j =1

× [1 − F (ck ; θ)]nk+1

(2)

and maximum likelihood estimators can be sought.
Minimum chi-square estimation is another method

for
 grouped data. With the above set-up, Ɛθ Nj =
n F (cj ; θ) − F (cj −1 ; θ) . The minimum chi-square
estimator of θ is the value of θ that minimizes (with
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respect to θ)
2
k+1 

Nj − Ɛθ (Nj )
Ɛθ (Nj )
j =1
that is, it minimizes the χ 2 -statistic. The modified
minimum chi-square estimate is the value of θ that
minimizes the modified χ 2 -statistic which is obtained
when Ɛθ (Nj ) in the denominator is replaced by
Nj , so that the resulting minimization becomes a
weighted least-squares procedure ([32] §2.4).
Other methods of parametric estimation include
finding other minimum distance estimators, and percentile matching. For these and further details of the
above methods, see [8, 29, 32, 33, 48]. For estimation
of a Poisson intensity (and for inference for general
point processes), see [30].

Nonparametric Estimation
In nonparametric estimation, we drop the assumption
that the unknown distribution belongs to a parametric
family. Given Y1 , . . . , Yn iid with common distribution function FY , a classical nonparametric estimator
for FY (t) is the empirical distribution function,
1
1(Yi ≤ t)
n i=1
n

F̂n (t) =

(3)

where 1(A) is the indicator function of the event A.
Thus, F̂n (t) is the distribution function of the empirical distribution, which puts mass 1/n at each of
the observations, and F̂n (t) is unbiased for FY (t).
Since F̂n (t) is the mean of Bernoulli random variables, pointwise consistency, and asymptotic normality results are obtained from the Strong Law of Large
Numbers and the Central Limit Theorem respectively,
so that F̂n (t) → FY (t) almost surely as n → ∞, and
√
n(F̂n (t) − FY (t)) →d N (0, FY (t)(1 −
FY (t))) as n → ∞.
These pointwise properties can be extended to
function-space (and more general) results. The classical Glivenko–Cantelli Theorem says that supt |F̂n (t)
− FY (t)| → 0 almost surely as n → ∞ and Donsker’s Theorem gives an empirical central limittheo√
rem that says that the empirical processes n F̂n −
FY converge in distribution as n → ∞ to a zeromean Gaussian process Z with cov(Z(s), Z(t)) =
FY (min(s, t)) − FY (s)FY (t), in the space of rightcontinuous real-valued functions with left-hand limits

3

on [−∞, ∞] (see [48] §19.1). This last statement
hides some (interconnected) subtleties such as specification of an appropriate topology, the definition of
convergence in distribution in the function space, different ways of coping with measurability and so on.
For formal details and generalizations, for example,
to empirical processes indexed by functions, see [4,
42, 46, 48, 49].
Other nonparametric methods include density
estimation ([48] Chapter 24 [47]). For semiparametric methods, see [48] Chapter 25.

Estimating Other Quantities
There are various approaches to estimate quantities
other than the claim number and claim size distributions. If direct independent observations on the
quantity are available, for example, if we are interested in estimating features related to the distribution
of the total claim amount S, and if we observe iid
observations of S, then it may be possible to use
methods as in the last section.
If instead, the available data consist of observations on the claim number and claim size distributions, then a common approach in practice is to
estimate the derived quantity by the corresponding
quantity that belongs to the risk model with the estimated claim number and claim size distributions. The
resulting estimators are sometimes called “plug-in”
estimators. Except in a few special cases, plug-in estimators in risk theory are calculated numerically or via
simulation.
Such plug-in estimators inherit variability arising
from the estimation of the claim number and/or the
claim size distribution [5]. One way to investigate
this variability is via a sensitivity analysis [2, 32].
A different approach is provided by the delta
method, which deals with estimation of g(θ) by g(θ̂ ).
Roughly, the delta method says that, when g is differentiable in an appropriate sense, under
√ conditions,
and with√appropriate definitions, if n(θ̂n − θ) →d
Z, then n(g(θ̂n ) − g(θ)) →d gθ (Z). The most familiar version of this is when θ is scalar, g :  →  and
Z is a zero mean normally distributed random variable with variance σ 2 . In this case, gθ(Z) = g (θ)Z,
√
and so the limiting distribution of n g(θ̂n ) − g(θ)
is a zero-mean normal distribution, with variance
g (θ)2 σ 2 . There is a version for finite-dimensional
θ, where, for example, the limiting distributions are
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multivariate normal distributions [48] Chapter 3.
In infinite-dimensional versions of the delta method,
we may have, for example, that θ is a distribution
function, regarded as an element of some normed
space, θ̂n might be the empirical distribution function,
g might be a Hadamard differentiable map between
function spaces, and the limiting distributions might
be Gaussian processes, in particular the limiting dis√
tribution of n(F̂n − F ) is given by the empirical
central limit theorem [20], [48] Chapter 20. Hipp [28]
gives applications of the delta method for real-valued
functions g of actuarial interest, and Præstgaard [43]
uses the delta method to obtain properties of an estimator of actuarial values in life insurance. Some
other actuarial applications of the delta method are
included below.
In the rest of this section, we consider some quantities from risk theory and discuss various estimation
procedures for them.



 S>y ∼

Compound Distributions
As an illustration, we first consider a parametric
example where there is an explicit expression for
the quantity of interest and we apply the finitedimensional delta method. Suppose we are interested
in estimating (S > M) for some fixed M > 0 when
N has a geometric distribution with (N = k) =
(1 − p)k p, k = 0, 1, 2, . . ., 0 < p < 1 (this could
arise as a mixed Poisson distribution with exponential
mixing distribution), and when X1 has an exponential distribution with rate ν. In this case, there is an
explicit formula (S > M) = (1 − p) exp(−pνM)
(= sM , say). Suppose we want to estimate sM for
a new portfolio of policies, and past experience with
similar portfolios gives rise to data N1 , . . . , Nn and
X1 , . . . , Xn . For simplicity, we have assumed the
same size for the samples. Maximum likelihood (and
methodof moments)
estimators
for the

 parameters are

p̂ = n/ n + ni=1 Ni and ν̂ = n/ ni=1 Xi , and the
following asymptotic normality result holds:

√
p̂
p
0
n
−
→d N
,
ν̂
ν
0


=

p 2 (1 − p) 0
0
ν2

(p, ν) is some function of p and ν obtained as
follows. If g : (p, ν) → (1 − p) exp(−pνM), then
σS2 (p, ν) is given by (∂g/∂p, ∂g/∂ν) (∂g/∂p, ∂g/
∂ν)T (here T denotes transpose). Substituting estimates of p and ν into the formula for σS2 (p, ν)
leads to an approximate asymptotic 100(1 − α)%
confidence interval
for sM with end points ŝM ±
√
zα/2 σ (p̂, ν̂)/ n.
It is unusual for compound distribution functions to have such an easy explicit formula as in the
above example. However, we may have asymptotic
approximations for (S > y) as y → ∞, and these
often require roots of equations involving moment
generating functions. For example, consider again
the geometric claim number case, but allow claims
X1 , X2 , . . . to be iid with general distribution function
F (not necessarily exponential) and moment generating function M(s) = Ɛ(esX1 ). Then, using results
from [16], we have, under conditions,

(4)

Then sM has plug-in estimator ŝM = (1 − p̂)
exp(−p̂√ν̂M). The finite-dimensional delta method
gives n(ŝM − sM ) →d N (0, σS2 (p, ν)), where σS2

pe−κy
(1 − p)κM (κ)

as

y→∞

(5)

where κ solves M(s) = (1 − p)−1 , and the notation
f (y) ∼ g(y) as y → ∞ means that f (y)/g(y) → 1
as y → ∞.
A natural approach to estimation of such approximating expressions is via the empirical moment generating function M̂n , where
1  sXi
e
n i=1
n

M̂n (s) =

(6)

is the moment generating function associated with
the empirical distribution function F̂n , based on
observations X1 , . . . , Xn . Properties of the empirical
moment generating function are given in [12], and
include, under conditions, almost sure convergence
of M̂n to M uniformly over certain closed intervals
of the
real line,
 and convergence in distribution of
√ 
n M̂n − M to a particular Gaussian process in
the space of continuous functions on certain closed
intervals with supremum norm.
Csörgő and Teugels [13] adopt this approach to
the estimation of asymptotic approximations to the
tails of various compound distributions, including the
negative binomial. Applying their approach to the
special case of the geometric distribution, we assume
p is known, F is unknown, and that data X1 , . . . , Xn
are available. Then we estimate κ in the asymptotic
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approximation by κ̂n satisfying M̂n κ̂n = (1 − p)−1 .
Plugging κ̂n in place of κ, and M̂n in place of M, into
the asymptotic approximation leads to an estimate
of (an approximation to) (S > y) for large y. The
results in [13] lead to strong consistency and asymptotic normality for κ̂n and for the approximation. In
practice, the variances of the limiting normal distributions would have to be estimated in order to obtain
approximate confidence limits for the unknown quantities. In their paper, Csörgő and Teugels [13] also
adopt a similar approach to compound Poisson and
compound Pólya processes.
Estimation of compound distribution functions
as elements of function spaces (i.e. not pointwise
as above) is given in [39], where pk = (N = k),
k = 0, 1, 2, . . . are assumed known, but the claim
size distribution function F is not. On the basis
of observed claim sizes X1
, . . . , Xn , the compound
∗k
∗k
distribution function FS = ∞
k=0 pk F , where F
denotes thek-fold convolution power of F , is esti∞
∗k
mated by
k=0 pk F̂n , where F̂n is the empirical
distribution function. Under conditions on existence
of moments of N and X1 , strong consistency and
asymptotic normality in terms of convergence in distribution to a Gaussian process in a suitable space of
functions, is given in [39], together with asymptotic
validity of simultaneous bootstrap confidence bands
for the unknown FS . The approach is via the infinitedimensional delta method, using the function-space
framework developed in [23].

The Adjustment Coefficient
Other derived quantities of interest include the probability that the total amount claimed by a particular
time exceeds the current level of income plus initial capital. Formally, in the classical risk model, we
define the risk reserve at time t to be
U (t) = u + ct −

N(t)


Xi

(7)

i=1

where u > 0 is the initial capital, N (t) is the number
of claims in (0, t] and other notation is as before. We
are interested in the probability of ruin, defined as


ψ(u) =  U (t) < 0 for some t > 0
(8)
We assume the net profit condition c > λƐ(X1 )
which implies that ψ(u) < 1. The Lundberg inequality gives, under conditions, a simple upper bound for
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the ruin probability,
ψ(u) ≤ exp(−Ru)

∀u > 0

(9)

where the adjustment coefficient (or Lundberg coefficient) R is (under conditions) the unique positive
solution to
cr
(10)
M(r) − 1 =
λ
where M is the claim size moment generating function [22] Chapter 1. In this section, we consider
estimation of the adjustment coefficient.
In certain special parametric cases, there is an
easy expression for R. For example, in the case of
exponentially distributed claims with mean 1/θ in
the classical risk model, the adjustment coefficient is
R = θ − (λ/c). This can be estimated by substituting
parametric estimators of θ and λ.
We now turn to the classical risk model with
no parametric assumptions on F . Grandell [21]
addresses estimation of R in this situation, with λ
and F unknown, when the data arise through observation of the claims process over a fixed time interval (0, T ], so that the number N (T ) of observed
claims is random. He estimates R by the value
R̂T that solves an empirical version of (10),
 as) we
rXi
now explain. Define M̂T (r) = 1/N (T ) N(T
i=1 e
and λ̂T = N (T )/T . Then R̂T solves M̂T (r) − 1 =
cr/λ̂T , with appropriate definitions if the particular samples do not give rise to a unique positive
solution of this equation. Under conditions including
M(2R) < ∞, we have
√ 

T R̂T − R →d N (0, σG2 ) as T → ∞ (11)
with σG2 = [M(2R) − 1 − 2cR/λ]/[λ(M (R) − c/
λ)2 ].
Csörgő and Teugels [13] also consider this
classical risk model, but with λ known, and with
data consisting of a random sample X1 , . . . , Xn of
claims. They estimate R by the solution R̂n of
M̂n (r) − 1 = cr/λ, and derive asymptotic normality
for this estimator under conditions, with variance
2
=
of the limiting normal distribution given by σCT
2
2
[M(2R) − M(R) ]/[(M (R) − c/λ) ]. See [19] for
similar estimation in an equivalent queueing model.
A further estimator for R in the classical risk
model, with nonparametric assumptions for the claim
size distribution, is proposed by Herkenrath [25].
An alternative procedure is considered, which uses
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a Robbins–Monro recursive stochastic approximation to the solution of ƐSi (r) = 0, where Si (r) =
erXi − rc/λ − 1. Here λ is assumed known, but the
procedure can be modified to include estimation of
λ. The basic recursive sequence {Zn } of estimators
for R is given by Zn+1 = Zn − an Sn (Zn ). Herkenrath
has an = a/n and projects Zn+1 onto [ξ, η] where
0 < ξ ≤ R ≤ η < γ and γ is the abscissa of convergence of M(r). Under conditions, the sequence
converges to R in mean square, and under further
conditions, an asymptotic normality result holds.
A more general model is the Sparre Andersen
model, where we relax the assumption of Poisson
arrivals, and assume that claims arrive in a renewal
process with interclaim arrival times T1 , T2 , . . . iid,
independent of claim sizes X1 , X2 , . . .. We assume
again the net profit condition, which now takes the
form c > Ɛ(X1 )/Ɛ(T1 ). Let Y1 , Y2 , . . . be iid random
variables with Y1 distributed as X1 − cT1 , and let
MY be the moment generating function of Y1 . We
assume that our distributions are such that there is a
strictly positive solution R to MY (r) = 1, see [34] for
conditions for the existence of R. This R is called the
adjustment coefficient in the Sparre Andersen model
(and it agrees with the former definition when we
restrict to the classical model). In the Sparre Andersen
model, we still have the Lundberg inequality ψ(u) ≤
e−Ru for all u ≥ 0 [22] Chapter 3.
Csörgő and Steinebach [10] consider estimation of
R in this model. Let Wn = [Wn−1 + Yn ]+ , W0 = 0, so
that the Wn is distributed as the waiting time of the
nth customer in the corresponding GI /G/1 queueing model with service times iid and distributed as
X1 , and customer interarrival times iid, distributed
as cT1 . The correspondence between risk models and
queueing theory (and other applied probability models) is discussed in [2] Sections I.4a, V.4. Define
ν0 = 0, ν1 = min{n ≥ 1: Wn = 0} and νk = min{n ≥
νk−1 + 1: Wn = 0} (which means that the νk th customer arrives to start a new busy period in the queue).
Put Zk = maxνk−1 <j ≤νk Wj so that Zk is the maximum
waiting time during the k th busy period. Let Zk,n ,
k = 1, . . . , n, be the increasing order statistics of the
Zk ’s. Then Csörgő and Steinebach [10] show that, if
1 ≤ kn ≤ n are integers with kn /n → 0, then, under
conditions,
lim

n→∞

Zn−kn +1,n
1
=
a.s.
log(n/kn )
R

(12)

The paper considers estimation of R based on (12),
and examines rates of convergence results. Embrechts
and Mikosch [17] use this methodology to obtain
bootstrap versions of R in the Sparre Andersen
model. Deheuvels and Steinebach [14] extend the
approach of [10] by considering estimators that are
convex combinations of this type of estimator and a
Hill-type estimator.
Pitts, Grübel, and Embrechts [40] consider
estimating R on the basis of independent samples
T1 , . . . , Tn of interarrival times, and X1 , . . . , Xn of
claim sizes in the Sparre Andersen model. They
estimate R by the solution R̃n of MY,n (r) = 1, where
MY,n is the empirical moment generating function
based on Y1 , . . . , Yn , where Y1 is distributed as X1 −
cT1 as above, and making appropriate definitions
if there is not a unique positive solution of the
empirical equation. The delta method is applied to
the map taking the distribution function of Y onto
the corresponding adjustment coefficient, in order to
prove that, assuming M(s) < ∞ for some s > 2R,

√ 
n R̃n − R →d N (0, σR2 ) as n → ∞ (13)
with σR2 = [MY (2R) − 1]/[(MY (R))2 ]. This paper
then goes on to compare various methods of obtaining
confidence intervals for R: (a) using the asymptotic
normal distribution with plug-in estimators for the
asymptotic variance; (b) using a jackknife estimator
for σR2 ; (c) using bootstrap confidence intervals;
together with a bias-corrected version of (a) and a
studentized version of (c) [6]. Christ and Steinebach
[7] include consideration of this estimator, and give
rates of convergence results.
Other models have also been considered. For
example, Christ and Steinebach [7] show strong consistency of an empirical moment generating function
type of estimator for an appropriately defined adjustment coefficient in a time series model, where gains
in succeeding years follow an ARMA(p, q) model.
Schmidli [45] considers estimating a suitable adjustment coefficient for Cox risk models with piecewise
constant intensity, and shows consistency of a similar estimator to that of [10] for the special case of a
Markov modulated risk model [2, 44].

Ruin Probabilities
Most results in the literature about the estimation of
ruin probabilities refer to the classical risk model
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with positive safety loading, although some treat
more general cases. For the classical risk model, the
probability of ruin ψ(u) with initial capital u > 0
is given by the Pollaczeck–Khinchine formula or
the Beekman convolution formula (see Beekman’s
Convolution Formula),
1 − ψ(u) =

∞


1−

k=0

λµ
c

λµ
c

k

FI∗k (u)

(14)

where FI (x) = µ−1 0 (1 − F (y)) dy is called the
equilibrium distribution associated with F (see, for
example [2], Chapter 3). The right-hand side of (14)
is the distribution function of a geometric number
of random variables distributed with distribution
function FI , and so (14) expresses 1 − ψ(·) as a
compound distribution. There are a few special cases
where this reduces to an easy explicit expression,
for example, in the case of exponentially distributed
claims we have
x

ψ(u) = (1 + ρ)−1 exp(−Ru)

(15)

where R is the adjustment coefficient and ρ = (c −
λµ)/λµ is the relative safety loading. In general, we
do not have such expressions and so approximations
are useful. A well-known asymptotic approximation
is the Cramér–Lundberg approximation for the
classical risk model,
c − λµ
exp(−Ru) as u → ∞ (16)
ψ(u) ∼
λM (R) − c
Within the classical model, there are various possible
scenarios with regard to what is assumed known and
what is to be estimated. In one of these, which we
label (a), λ and F are both assumed unknown, while
in another, (b), λ is assumed known, perhaps from
previous experience, but F is unknown. In a variant
on this case, (c) assumes that λµ is known instead of
λ, but that µ and F are not known. This corresponds
to estimating ψ(u) for a fixed value of the safety
loading ρ. A fourth scenario, (d), has λ and µ known,
but F unknown. These four scenarios are explicitly
discussed in [26, 27].
There are other points to bear in mind when
discussing estimators. One of these is whether the
estimators are pointwise estimators of ψ(u) for each
u or whether the estimators are themselves functions,
estimating the function ψ(·). These lead respectively
to pointwise confidence intervals for ψ(u) or to
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simultaneous confidence bands for ψ(·). Another
useful distinction is that of which observation scheme
is in force. The data may consist, for example, of a
random sample X1 , . . . , Xn of claim sizes, or the data
may arise from observation of the process over a fixed
time period (0, T ].
Csörgő and Teugels [13] extend their development of estimation of asymptotic approximations for
compound distributions and empirical estimation of
the adjustment coefficient, to derive an estimator of
the right-hand side of (16). They assume λ and µ
are known, F is unknown, and data X1 , . . . , Xn are
available. They estimate R by R̂n as in the previous
subsection and M (R) by M̂n (R̂n ), and plug these
into (16). They obtain asymptotic normality of the
resulting estimator of the Cramér–Lundberg approximation.
Grandell [21] also considers estimation of the
Cramér–Lundberg approximation. He assumes λ and
F are both unknown, and that the data arise from
observation of the risk process over (0, T ]. With
the same adjustment coefficient estimator R̂T and
the same notation as in discussion of Grandell’s
results in the previous subsection, Grandell obtains
the estimator
ψ̂T (u) =

c − λ̂T µ̂T
λ̂T M̂T (R̂T ) − c

exp(−R̂T u)

(17)

 )
where µ̂T = (N (T ))−1 N(T
i=1 Xi , and then obtains
asymptotic confidence bounds for the unknown righthand side of (16).
The next collection of papers concern estimation
of ψ(u) in the classical risk model via (14). Croux
and Veraverbeke [9] assume λ and µ known. They
construct U -statistics estimators Unk of FI∗k (u) based
on a sample X1 , . . . , Xn of claim sizes, and ψ(u)
is estimated by plugging this into the right-hand
side of (14) and truncating the infinite series to a
finite sum of mn terms. Deriving extended results
for the asymptotic normality of linear combinations
of U -statistics, they obtain asymptotic normality for
this pointwise estimator of the ruin probability under
conditions on the rate of increase of mn with n, and
also for the smooth version obtained using kernel
smoothing. For information on U -statistics, see [48]
Chapter 12.
In [26, 27], Hipp is concerned with a pointwise
estimation of ψ(u) in the classical risk model, and
systematically considers the four scenarios above. He

8

Estimation

adopts a plug-in approach, with different estimators
depending on the scenario and the available data.
For scenario (a), an observation window (0, T ], T
fixed, is taken, λ is estimated by λ̂T = N (T )/T
and FI is estimated by the equilibrium distribution
associated with the
distribution function F̂T where
)
F̂T (u) = (1/N (T )) N(T
k=1 1(Xk ≤ u). For (b), the
data are X1 , . . . , Xn and the proposed estimator is the
probability of ruin associated with a risk model with
Poisson rate λ and claim size distribution function F̂n .
For (c), λµ is known (but λ and µ are unknown),
and the data are a random sample of claim sizes,
X1 = x1 , . . . , Xn = xn , and FI (x) is estimated by
 x
1
F̂I,n (x) =
(1 − F̂n (y)) dy
(18)
xn 0
which is plugged into (14). Finally, for (d), F is estimated by a discrete signed measure P̂n constructed
to have mean µ, where
#{j : xj = xi }
(xi − x n )(x n − µ)
1−
n
s2
(19)

where s 2 = n−1 ni=1 (xi − x n )2 (see [27] for more
discussion of P̂n ). All four estimators are asymptoti2
is the variance of the limiting
cally normal, and if σ(1)
normal distribution in scenario (a) and so on then
2
2
2
2
σ(4)
≤ σ(3)
≤ σ(2)
≤ σ(1)
. In [26], the asymptotic efficiency of these estimators is established. In [27], there
is a simulation study of bootstrap confidence intervals
for ψ(u).
Pitts [39] considers the classical risk model
scenario (c), and regards (14)) as the distribution
function of a geometric random sum. The ruin
probability is estimated by plugging in the empirical
distribution function F̂n based on a sample of n claim
sizes, but here the estimation is for ψ(·) as a function
in an appropriate function space corresponding to
existence of moments of F . The infinite-dimensional
delta method gives asymptotic normality in terms of
convergence in distribution to a Gaussian process,
and the asymptotic validity of bootstrap simultaneous
confidence bands is obtained.
A function-space plug-in approach is also taken
by Politis [41]. He assumes the classical risk model
under scenario (a), and considers estimation of the
probability Z(·) = 1 − ψ(·) of nonruin, when the
data are a random sample X1 , . . . , Xn of claim sizes
and an independent random sample T1 , . . . , Tn of
P̂n (xi ) =

interclaim arrival times. Then Z(·) is estimated by
the plug-in 
estimator that arises when λ is estimated
by λ̂ = n/ nk=1 Tk and the claim size distribution
function F is estimated by the empirical distribution
function F̂n . The infinite-dimensional delta method
again gives asymptotic normality, strong consistency,
and asymptotic validity of the bootstrap, all in
two relevant function-space settings. The first of
these corresponds to the assumption of existence of
moments of F up to order 1 + α for some α > 0,
and the second corresponds to the existence of the
adjustment coefficient.
Frees [18] considers pointwise estimation of ψ(u)
in a more general model where pairs (X1 , T1 ), . . . ,
(Xn , Tn ) are iid, where Xi and Ti are the ith claim
size and interclaim arrival time respectively. An
estimator of ψ(u) is constructed in terms of the
proportion of ruin paths observed out of all possible sample paths resulting from permutations of
(X1 , T1 ), . . . , (Xn , Tn ). A similar estimator is constructed for the finite time ruin probability
ψ(u, T ) = (U (t) < 0 for some t ∈ (0, T ]) (20)
Alternative estimators involving much less computation are also defined using Monte Carlo estimation of
the above estimators. Strong consistency is obtained
for all these estimators.
Because of the connection between the probability
of ruin in the Sparre Andersen model and the
stationary waiting time distribution for the GI /G/1
queue, the nonparametric estimator in [38] leads
directly to nonparametric estimators of ψ(·) in the
Sparre Andersen model, assuming the claim size
and the interclaim arrival time distributions are both
unknown, and that the data are random samples
drawn from these distributions.

Miscellaneous
The above development has touched on only a
few aspects of estimation in insurance, and for
reasons of space many important topics have not been
mentioned, such as a discussion of robustness in
risk theory [35]. Further, there are other quantities
of interest that could be estimated, for example,
perpetuities [1, 24] and the mean residual life [11].
Many of the approaches discussed here deal with
estimation when a relevant distribution has moment
generating function existing in a neighborhood of the
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origin (for example [13] and some results in [41]).
Further, the definition of the adjustment coefficient
in the classical risk model and the Sparre Andersen
model presupposes such a property (for example [10,
14, 25, 40]). However, other results require only the
existence of a few moments (for example [18, 38, 39],
and some results in [41]). For a general discussion
of the heavy-tailed case, including, for example,
methods of estimation for such distributions and the
asymptotic behavior of ruin probabilities see [3, 15].
An important alternative to the classical approach
presented here is to adopt the philosophical approach
of Bayesian statistics and to use methods appropriate
to this set-up (see [5, 31], and Markov chain Monte
Carlo methods).
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Grübel, R. & Pitts, S.M. (2000). Statistical aspects
of perpetuities, Journal of Multivariate Analysis 75,
143–162.
Herkenrath, U. (1986). On the estimation of the adjustment coefficient in risk theory by means of stochastic
approximation procedures, Insurance: Mathematics and
Economics 5, 305–313.
Hipp, C. (1988). Efficient estimators for ruin probabilities, in Proceedings of the Fourth Prague Symposium on
Asymptotic Statistics, Charles University, pp. 259–268.
Hipp, C. (1989). Estimators and bootstrap confidence
intervals for ruin probabilities, ASTIN Bulletin 19,
57–90.
Hipp, C. (1996). The delta-method for actuarial statistics,
Scandinavian Actuarial Journal 79–94.
Hogg, R.V. & Klugman, S.A. (1984). Loss Distributions,
Wiley, New York.
Karr, A.F. (1986). Point Processes and their Statistical
Inference, Marcel Dekker, New York.
Klugman, S. (1992). Bayesian Statistics in Actuarial
Science, Kluwer Academic Publishers, Boston, MA.
Klugman, S.A., Panjer, H.H. & Willmot, G.E. (1998).
Loss Models: From Data to Decisions, Wiley, New York.
Lehmann, E.L. & Casella, G. (1998). Theory of Point
Estimation, 2nd Edition, Springer, New York.

10
[34]

Estimation

Mammitsch, V. (1986). A note on the adjustment
coefficient in ruin theory, Insurance: Mathematics and
Economics 5, 147–149.
[35] Marceau, E. & Rioux, J. (2001). On robustness in
risk theory, Insurance: Mathematics and Economic 29,
167–185.
[36] McCullagh, P. & Nelder, J.A. (1989). Generalised
Linear Models, 2nd Edition, Chapman & Hall, London.
[37] Mood, A.M., Graybill, F.A. & Boes, D.C. (1974).
Introduction to the Theory of Statistics, 3rd Edition,
McGraw-Hill, Auckland.
[38] Pitts, S.M. (1994a). Nonparametric estimation of the
stationary waiting time distribution for the GI /G/1
queue, Annals of Statistics 22, 1428–1446.
[39] Pitts, S.M. (1994b). Nonparametric estimation of compound distributions with applications in insurance,
Annals of the Institute of Statistical Mathematics 46,
147–159.
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Extreme Value Theory
Classical Extreme Value Theory
Let {ξn }∞
n=1 be independent, identically distributed
random variables, with common distribution function
F . Let the upper endpoint û of F be unattainable
(which holds automatically for û = ∞), that is,
û = sup{x ∈  : P {ξ1 > x} > 0}
satisfies P {ξ1 < û} = 1
In probability of extremes, one is interested in
characterizing the nondegenerate distribution functions G that can feature as weak convergence limits
max ξk − bk

1≤k≤n

ak

d

−−−→ G as

n → ∞,

(1)

for suitable sequences of normalizing constants
∞
{an }∞
n=1 ⊆ (0, ∞) and {bn }n=1 ⊆ . Further, given a
possible limit G, one is interested in establishing for
which choices of F the convergence (1) holds (for
∞
suitable sequences {an }∞
n=1 and {bn }n=1 ). Notice that
(1) holds if and only if
lim F (an x + bn )n = G(x)

n→∞

for continuity points

x ∈  of G.

(2)

Clearly, the symmetric problem for minima can
be reduced to that of maxima by means of considering maxima for −ξ . Hence it is enough to discuss
maxima.
Theorem 1 Extremal Types Theorem [8, 10, 12] The
possible limit distributions in (1) are of the form
G(x) = Ĝ(ax + b), for some constants a > 0 and
b ∈ , where Ĝ is one of the three so-called extreme
value distributions, given by

Type I: Ĝ(x) = 
exp{−e−x } for x ∈ ;




exp{−x −α } for x > 0

 Type II: Ĝ(x) =
0
for x ≤ 0
for
a
constant
α
>
0;



α


 Type III: Ĝ(x) = exp{−[0 ∨ (−x)] }
for x ∈  for a constant α > 0.
(3)
In the literature, the Type I, Type II, and Type III
limit distributions are also called Gumbel, Fréchet,
and Weibull distributions, respectively.

The distribution function F is said to belong to
the Type I, Type II, and Type III domain of attraction of extremes, henceforth denoted D(I), Dα (II),
and Dα (III), respectively, if (1) holds with G given
by (3).
Theorem 2 Domains of Attraction [10, 12] We have

1 − F (u + xw(u))

F ∈ D(I) ⇔ lim


u↑û
1 − F (u)




−x

=
e
for
x∈




for
a
function
w > 0;




F ∈ Dα (II) ⇔ û = ∞ and lim 1 − F (u + xu)
u→∞
1 − F (u)


= (1 + x)−α for x > −1;



F ∈ Dα (III) ⇔ û < ∞ and lim



u↑û



1
−
F
(u
+
x(
û − u))





1
−
F
(u)

= (1 − x)α for x < 1.
(4)
In the literature, D(I), D α (II), and D α (III) are
also denoted D(), D(α ), and D(α ), respectively.
Notice that F ∈ D α (II) if and only if 1 − F is regularly varying at infinity with index −α < 0 (e.g. [5]).
Examples The standard Gaussian distribution function (x) = P {N(0, 1) ≤ x} belongs to D(I). The
corresponding function w in (4) can then be chosen
as w(u) = 1/u.
The Type I, Type II, and Type III extreme value
distributions themselves belong to D(I), Dα (II), and
Dα (III), respectively.
The classical texts on classical extremes are [9,
11, 12]. More recent books are [15, Part I], which
has been our main inspiration, and [22], which gives
a much more detailed treatment.
There exist distributions that do not belong to
a domain of attraction. For such distributions, only
degenerate limits (i.e. constant random variables) can
feature in (1). Leadbetter et al. [15, Section 1.7] give
some negative results in this direction.
Examples Pick ân > 0 such that F (ân )n → 1 and
F (−ân )n → 0 as n → ∞. For an > 0 with an /ân →
∞, and bn = 0, we then have
max ξk − bk

1≤k≤n

ak

d

−−−→ 0

2
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since
lim F (an x + bn )n =



n→∞

Condition D (un ) [18, 26] We have
1
0

for x > 0
.
for x < 0

n/m

lim lim sup n

Since distributions that belong to a domain of
attraction decay faster than some polynomial of negative order at infinity (see e.g. [22], Exercise 1.1.1
for Type I and [5], Theorem 1.5.6 for Type II), distributions that decay slower than any polynomial, for
example, F (x) = 1 − 1/ log(x ∨ e), are not attracted.

Extremes of Dependent Sequences
Let {ηn }∞
n=1 be a stationary sequence of random
variables, with common distribution function F and
unattainable upper endpoint û. Again one is interested
in convergence to a nondegenerate limit G of suitably
normalized maxima
max ηk − bk

1≤k≤n

ak

d

−−−→ G

as n → ∞.

−P

=1


p


q
{ηik ≤ un } P
{ηi ≤ un }

k=1

j =2

P {η1 > un , ηj > un } = 0.

Let {ξn }∞
n=1 be a so-called associated sequence of
independent identically distributed random variables
with common distribution function F .
Theorem 4 Extremal Types Theorem [14, 18, 26]
Assume that (1) holds for the associated sequence,
and that the Conditions D(an x + bn ) and D (an x +
bn ) hold for x ∈ . Then (5) holds.
Example If the sequence {ηn }∞
n=1 is Gaussian, then
Theorem 4 applies (for suitable sequences {an }∞
n=1
and {bn }∞
n=1 ), under the so-called Berman condition
(see [3])
lim log(n)Cov{ξ1 , ξn } = 0.

n→∞

(5)

Under the following Condition D(un ) of mixing
type, stated in terms of a sequence {un }∞
n=1 ⊆ , the
Extremal Types Theorem extends to the dependent
context:
Condition D(un ) [14] For any integers 1 ≤ i1 <
· · · ip < j1 < · · · < jq ≤ n such that j1 − ip ≥ m, we
have
  p
q

 
P
{η
≤
u
},
{ηi ≤ un }
i
n
k

k=1

m→∞ n→∞



 ≤ α(n, m),


=1

Much effort has been put into relaxing the
Condition D (un ) in Theorem 4, which may lead to
more complicated limits in (5) [13]. However, this
topic is too technically complicated to go further into
here. The main text book on extremes of dependent
sequences is Leadbetter et al. [15, Part II]. However,
in essence, the treatment in this book does not go
beyond the Condition D (un ).

Extremes of Stationary Processes
Let {ξ(t)}t∈ be a stationary stochastic process, and
consider the stationary sequence {ηn }∞
n=1 given by
ηn =

sup

ξ(t).

t∈[n−1,n)

where
lim α(n, mn ) = 0 for some sequence mn = o(n)

n→∞

Theorem 3 Extremal Types Theorem [14, 18]
Assume that (4) holds and that the Condition D(an x +
bn ) holds for x ∈ . Then G must take one of the three
possible forms given by (3).
A version of Theorem 2 for dependent sequences
requires the following condition D (un ) that bounds
the probability of clustering of exceedances of
{un }∞
n=1 :

[Obviously, here we assume that {ηn }∞
n=1 are welldefined random variables.]
Again, (5) is the topic of interest. Since we are
considering extremes of dependent sequences, Theorems 3 and 4 are available. However, for typical
processes of interest, for example, Gaussian processes, new technical machinery has to be developed
in order to check (2), which is now a statement about
the distribution of the usually very complicated random variable supt∈[0,1) ξ(t). Similarly, verification of
the conditions D(un ) and D (un ) leads to significant
new technical problems.

Extreme Value Theory
Arguably, the new techniques required are much
more involved than the theory for extremes of dependent sequences itself. Therefore, arguably, much
continuous-time theory can be viewed as more or less
developed from scratch, rather than built on available
theory for sequences.
Extremes of general stationary processes is a much
less finished subject than is extremes of sequences.
Examples of work on this subject are Leadbetter and
Rootzén [16, 17], Albin [1, 2], together with a long
series of articles by Berman, see [4].
Extremes for Gaussian processes is a much more
settled topic: arguably, here the most significant articles are [3, 6, 7, 19, 20, 24, 25]. The main text book
is Piterbarg [21].
The main text books on extremes of stationary processes are Leadbetter et al. [15, Part III] and
Berman [4]. The latter also deals with nonstationary
processes. Much important work has been done in the
area of continuous-time extremes after these books
were written. However, it is not possible to mirror
that development here.
We give one result on extremes of stationary
processes that corresponds to Theorem 4 for sequences:
Let {ξ(t)}t∈ be a separable and continuous in
probability stationary process defined on a complete
probability space. Let ξ(0) have distribution function F . We impose the following version of (4),
that there exist constants −∞ ≤ x < 0 < x ≤ ∞,
together with continuous functions F̂ (x) < 1 and
w(u) > 0, such that
lim
u↑û

1 − F (u + xw(u))
= 1 − F̂ (x)
1 − F (u)

for x ∈ (x, x).

(6)

We assume that supt∈[0,1] ξ(t) is a well-defined random variable, and choose
T (u) ∼

1
P supt∈[0,1] ξ(t) > u

as

u ↑ û. (7)

Theorem 5 (Albin [1]) If (6) and (7) hold, under
additional technical conditions, there exists a constant
c ∈ [0, 1] such that

ξ(t) − u
lim P
sup
≤x
u↑û
t∈[0,T (u)] w(u)
= exp −[1 − F̂ (x)]c

for x ∈ (x, x).

3

Example For the process ξ zero-mean and unitvariance Gaussian, Theorem 5 applies with w(u) =
1/u, provided that, for some constants α ∈ (0, 2] and
C > 0 (see [19, 20]),
1 − Cov{ξ(0), ξ(t)}
=C
t→0
tα
lim

and
lim log(t)Cov{ξ(0), ξ(t)} = 0.

t→∞

As one example of a newer direction in continuoustime extremes, we mention the work by Rosiński and
Samorodnitsky [23], on heavy-tailed infinitely divisible processes.
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Extremes
The Basic Model
In modern extreme value methodology, solutions
for statistical estimation of extreme quantiles and/or
small exceedance probabilities are provided under the
assumption that the underlying distribution of the
data X1 , . . . , Xn belongs to the domain of attraction of an extreme value distribution. In case of
an i.i.d. sequence of data with distribution function F and quantile function Q, the assumption of
convergence of the sequence of normalized maxima
Xn,n = maxi=1,...,n Xi to an extreme value distribution can be written as


F n (an y + bn ) −−−→ exp −(1 + γ y)−1/γ (1)
for some sequences an > 0 and bn and γ ∈ R as n →
∞, for all y such that 1 + γ y > 0. The parameter γ ,
the extreme value index (EVI), characterizes the tail
decay of the underlying distribution F as described
in extreme value distribution. Relation (1) can be
restated to, as z → ∞,
− z log F (az y + bz ) ∼ z(1 − F (az y + bz ))
−−−→ (1 + γ y)−1/γ

(2)

which suggests that under (1) it is possible to approximate an exceedance probability px = P (X > x) =
1 − F (x) concerning a high value x with the help of
a generalized Pareto distribution (GPD) with survival
function (1 + γ (x − µ)/σ )−1/γ using some scale and
location parameters σ and µ, which take over the role
of az and bz in (2).
More specifically, starting with the work of de
Haan [6], it has been shown that (1) holds if and
only if for some auxiliary function a, we have for all
u ∈ (0, 1) that
 1/u
Q(1 − uv) − Q(1 − v)
s γ −1 ds
lim
=
v→0
a(1/v)
1
  1
1
(u−γ − 1), γ  = 0
= hγ
(3)
= γ
u
log u,
γ =0
or, equivalently, for some auxiliary function b =
a(1/(1 − F )),
1 − F (t + b(t)v)
lim
= (1 + γ v)−1/γ ,
t→x+
1 − F (t)
∀v with 1 + γ v > 0,

(4)

where x+ denotes the possibly infinite right endpoint
of the distribution. These equivalent conditions make
clear that the goal of tail estimation is carried out
under a nonstandard model, since it is of asymptotic type containing some unknown function a, or
equivalently, b. Of course the estimation of the EVI
parameter γ is an important intermediate step.

Tail Estimation
In condition (4), t will be interpreted as a threshold, high enough so that the conditional probability P (X − t > y|X > t) = (1 − F (t + y))/(1 −
F (t)) can be approximated by a GPD with distribution function

γ y −1/γ
(5)
1− 1+
σ
for y with 1 + γ y/σ > 0 and y > 0. Here, the scale
parameter σ is a statistically convenient notation for
b(t) in (4).
Now two approaches exist, whether using a deterministic threshold that leads to a random number of
excesses over t, or using a random threshold like the
(k + 1)-largest observation Xn−k,n , which entails the
use of a fixed number of excesses over t. Here we
use the latter choice. When n grows to infinity, not
much information is available asymptotically if we
use only a fixed number k, so that it appears natural
to let k increase to infinity with n but not too fast to
satisfy the underlying asymptotic model: k/n → 0.
Given estimators γ̂ and σ̂ of γ and σ , one then
estimates px on the basis of (4) and (5) by


k
x − Xn−k,n −1/γ̂
,
(6)
p̂x =
1 + γ̂
n
σ̂
where 1 − F (t) is estimated by k/n in the random
threshold approach. Remark that this estimator also
follows readily from (2) taking z = n/k, b̂z = Xn−k,n
and âz = σ̂ .
Moreover, an extreme quantile qp := Q(1 − p)
for some given p (typically smaller than 1/n) can
be estimated by equating (6) to p and solving for x:
 
k
q̂p = Xn−k,n + σ̂ hγ̂
.
(7)
np
This expression also follows from condition (3).
Indeed, choosing uv = p, v = k/n, and â(n/k) =

2
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σ̂ , and estimating Q(1 − v) = Q(1 − k/n) by the
(k + 1)th largest observation Xn−k,n , we are lead
to (7).
This approach to estimating extreme quantiles and
tail probabilities was initiated in [22]. See also [27]
and [8] for alternative versions and interpretations.

Pareto-type Distributions
In the special case where γ > 0, supposing one is
convinced about this extra assumption, in which case
x+ = ∞ and the underlying distribution is heavy
tailed or of Pareto type, (4) can be specified to
1 − F (ty)
= y −1/γ ,
t→∞ 1 − F (t)

for every y > 1.

lim

(8)

Hence, for t high enough, the conditional probability P (X/t > y|X > t) = (1 − F (ty))/(1 − F (t))
can then be approximated by a strict Pareto distribution. Again, using a random threshold Xn−k,n , (8)
leads to the following tail estimators that can be used
in case γ > 0:
p̂x+ =

k
n



x

−1/γ̂

Xn−k,n
 γ̂
k
.
q̂p+ = Xn−k,n
np

,

(9)
(10)

This approach to tail estimation for Pareto-type tails
was initiated in [30]. The estimators given by (9) and
(10), in principle, can also be used in case γ = 0 [4].
The approach of fitting a GPD, namely a
Pareto, to the excesses Xn−j +1,n − Xn−k,n (that is,
Xn−j +1,n /Xn−k,n ) (j = 1, . . . , k) over a threshold
(here taken to be one of the highest observations)
is often referred to as the Peaks over Threshold
(POT) method. A classical reference concerning
POT methods is [26]. The use of the GPD
being a consequence of probabilistic limit theorems
(considering the threshold to tend to x+ ) concerning
the distribution of maxima, the GPD model should
of course be validated in practice, to see if the
limit in (4) (also (8)) is possibly attained and hence,
such an extreme value analysis should be carried
out with care. One can validate the use of the fitted
parametric models through goodness-of-fit methods.
For this purpose, we discuss some quantile plotting
techniques.

Quantile Plotting
An alternative view to the above material, which
allows to support an extreme value analysis graphically, consists of plotting ordered data X1,n ≤ · · · ≤
Xn,n against specific scales. For instance, in the specific case of Pareto-type distributions with γ > 0, the
model can be evaluated through the ultimate linearity
of a Pareto quantile plot


 
n+1
, log Xn−j +1,n , 1 ≤ j ≤ n. (11)
log
j
Indeed, the Pareto-type model (8) entails that
log Q(1 − p) is approximately linear with respect to
log(1/p) with slope γ when p → 0. So choosing
p as j/(n + 1) leads one to inspecting linearity in
(11) at the largest observations corresponding to the
smallest j -values. Also, rewriting (9) and (10) as
k
1
(12)
− (log x − log Xn−k,n ),
n γ̂
  
 n 
1
− log
,
log q̂p+ = log Xn−k,n + γ̂ log
p
k
(13)

log p̂x+ = log

it becomes clear that these estimators are the result
of extrapolation along a regression line fitted on an
upper portion of (11) with some slope estimator γ̂ .
Fitting, for instance, a regression line through the
upper k points on the graph helps assess the underlying Pareto-type model, and in case of linearity, the
slope of the regression line provides an estimator of
+
γ > 0, denoted by γ̂LS,k
.
In the general case, where γ is not assumed
to be positive, Beirlant, Vynckier, and Teugels [2]
proposed to plot

 

n+1
+
) , 1 ≤ j ≤ n,
log
, log(Xn−j +1,n Hj,n
j
(14)
+
= (1/j ) i=1 log Xn−i+1,n − log Xn−j,n .
where Hj,n
It can then again be shown that this plot will be
ultimately linear for the smaller j values under (3)
with slope approximating γ whatever the sign of the
EVI. So this allows to validate visually the underlying
model without having to estimate γ . In case of
linearity, the slope of a least-squares regression line
through the k upper points of the graph leads to
an estimator of the EVI, denoted by γ̂LS,k . This
j
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generalized quantile plot, however, does not allow to
interpret the tail estimators (6) and (7) in a direct way.
This quantile plotting approach has been discussed in
detail in [1].
Of course, the asymptotic approach presented here
can only be justified under the assumption that the
same underlying random mechanism that produced
the extreme observations rules over the even more
extreme region of interest where no data have been
observed so far. In applications, it is important to take
into account the modeling error caused by deviations
from the asymptotic relation in a finite sample setting
when assessing the accuracy of an application and
one must be careful not to overstretch the postulated
model over too many orders of magnitude [13].

1) largest observations Xn−j +1,n , j = 1, . . . , k + 1
which satisfy some of requirements listed above. We
already mentioned that through the quantile plotting
+
approach, one is lead to least-squares estimates γ̂LS,k
of γ > 0 (introduced in [19, 24]) and γ̂LS,k .
k

−
+
γ̂LS,k

1
k

=

log

k+1
log Xn−j +1,n
j

log

k+1
j

j =1
k
j =1

k

k

log Xn−j +1,n
j =1



2 ,

k

k + 1
k+1 1 
log
−
j
k j =1
j

log2
i=1

(15)
k

A Practical Example
In this contribution, we illustrate the methods under
review using a data set of 252 automobile insurance
claims gathered from several reinsurance companies, used to study the highest reinsurance layer in an
excess-of-loss reinsurance contract with the retention level or priority set 5 Mio euro. The data set
consists of those claims that were at least as large as
1.1 Mio euro. In Figure 1 the claim sizes (as function of the year of occurrence) are shown (a), together
with the Pareto quantile plot (11) in (b), and the generalized quantile plot (14) in (c). From these plots,
a Pareto tail behavior appears. In (d), the estimates
+
γ̂LS,k
(solid line) and γ̂LS,k (broken line) are plotted
as a function of k leading to an estimate γ̂ situated
around 0.3.
A problem in practice is the determination of
an appropriate threshold t, or correspondingly an
appropriate number k of extremes to be used in the
estimation procedure. In practice, one plots the estimates γ̂ , σ̂ or â(n/k), q̂p and p̂x as a function of k.
So, in the literature much attention has been paid to
the development of estimation methods for the different parameters, which show a stable behavior for
the smaller values of k combined with a good meansquared error behavior. Also, several methods have
been developed to choose the number of excesses k
adaptively. These have been reviewed in [14, 21].

Estimation of the EVI
Let us now review some of the most popular methods of estimating γ and σ based on the (k +

−

1
k

γ̂LS,k =

log

k+1
+
)
log(Xn−j +1,n Hj,n
j

log

k+1
j

j =1
k
j =1

k
+
log(Xn−j +1,n Hj,n
)
j =1



k

log2
i=1

2 .

k

k+1
k+1 1

log
− 
j
k j =1
j

(16)
+
Hk,n

In these expressions, the statistic
= (1/k) kj =1
log Xn−j +1,n − log Xn−k,n , introduced first by Hill
[17], can be viewed as a constrained least-squares
estimator of γ > 0 on (11) in the sense that the
least-squares line fitted to the k + 1 upper points
is forced to pass through the point (log((n +
1)/(k + 1)), log Xn−k,n ). When applying constrained
least-squares estimation on the upper portion of the
generalized quantile plot (14), a generalized Hill
estimator of a real valued EVI follows as introduced
in [2].
Hk,n =

1
k

k
+
log(Xn−j +1,n Hj,n
)
j =1

+
).
− log(Xn−k,n Hk+1,n

(17)

+
Another generalization of the Hill estimator Hk,n
to
real valued EVI, named the moment estimator, was
provided in [7].
1
Mk,n = Hk,n + 1 −
(18)
2
2(1 − Hk,n
/Sk,n )

where Sk,n = (1/k)

k
j =1 (log Xn−j +1,n −

log Xn−k,n )2 .
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Figure 1 Automobile insurance data: (a) claim sizes versus year of occurrence, (b) Pareto quantile plot, (c) generalized
quantile plot, and (d) the least squares estimates as a function of k

Pickands’ (1975) estimator


1
Xn−k/4 ,n − Xn−k/2 ,n
P
γ̂k,n
=
log
log 2
Xn−k/2 ,n − Xn−k,n

When using Mk,n , γ̂LS,k or Hk,n the estimate of σ
in (6) and (7) can be chosen as
(19)

can be seen to be consistent on the basis of (3) (for
more details see [8]). Refined estimators of this type
and more general classes of estimators in this spirit
were discussed in [9–11] and [25].

+
σ̂k,n = (1 − γ̂ − )Xn−k,n Hk,n

(20)

where γ̂ − = min(γ̂ , 0), γ̂ set at one of the above
mentioned estimators of γ ∈ R.
A more direct approach, which allows to estimate
γ ∈ R and σ jointly, arises from the POT approach
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(Continued )

in which the GPD (5) is fitted to the excesses
Xn−j +1,n − Xn−k,n (j = 1, . . . , k). Quite often, the
maximum likelihood procedure leads to appropriate estimates γ̂ML,k and σ̂ML,k , which show a stable
behavior as a function of k. In the case of γ > −1/2
(which is satisfied in most actuarial applications), the
corresponding likelihood equations for γ and σ can
be solved numerically; we can refer to [15] for a
detailed algorithm.

Other methods to fit the GPD to the excesses
have been worked out, the most popular being the
probability weighted moment estimation method [18].
Remark also that, in contrast to the estimators
based on the log-transformed data, the GPD-based
estimators are invariant under a shift of the data.
Techniques to support an extreme value analysis
graphically within the POT context can be found
in [28, 29].
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The Practical Example (contd)
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In Figure 2(a), the estimates γ̂ML,k and Mk,n are
plotted against k. Here, it is seen that the maximum
likelihood estimators are not stable as a function of
k, while the moment estimates typically lead to larger
values of γ than the least-squares estimators. Finally,

we propose estimates for P (X > 5 Mio euro). In
this example, the most stable result is provided by
(6) with γ̂ = γ̂LS,k and correspondingly σ̂k = (1 −
+
(γ̂LS,k )− )Xn−k,n Hk,n
, plotted in Figure 2(b).
Being limited in space, this text only provides
a short survey of some of the existing methods.
Procedures based on maxima over subsamples are
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Figure 2 Automobile insurance data: (a) the maximum likelihood and the moment estimates as a function of k, (b) tail
probability estimates as a function of k

Extremes
discussed in extreme value distribution. Concerning
asymptotic properties of the estimators, the case of
dependent and/or nonidentically distributed random
variables, actuarial applications and other aspects,
we refer the reader to the following general references: [3, 5, 12, 16, 20, 23].
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Schultze, J. & Steinebach, J. (1996). On the least squares
estimates of an exponential tail coefficient, Statistics and
Decisions 14, 353–372.
Segers, J. (2003). Generalized Pickands’ estimators for
the extreme value index, Journal of Statistical Planning
and Inference.
Smith, R.L. (1985). Threshold models for sample
extremes, in Statistical Extremes and Applications, J.
Tiago de Oliveira, ed., Reidel Publications, Dordrecht,
pp. 621–638.
Smith, R.L. (1987). Estimating tails of probability distributions, Annals of Statistics 15, 1174–1207.
Smith, R.L. (2000). Measuring risk with extreme value
theory, in Extremes and Integrated Risk Management,
P. Embrechts, ed., UBS, Warburg, pp. 19–35.
Smith, R.L. & Shively, T.S. (1995). A point process
approach to modeling trends in tropospheric ozone,
Atmospheric Environment 29, 3489–3499.
Weissman, I. (1978). Estimation of parameters and
large quantiles based on the k largest observations,
Journal of the American Statistical Association 73,
812–815.

(See also Extreme Value Theory; Oligopoly in
Insurance Markets; Rare Event; Subexponential
Distributions)
JAN BEIRLANT

Failure Rate
Let X be a nonnegative random variable with distribution F = 1 − F denoting the lifetime of a device.
Assume that xF = sup{x: F (x) > 0} is the right endpoint of F. Given that the device has survived up to
time t, the conditional probability that the device
will fail in (t, t + x] is by
Pr{X ∈ (t, t + x]|X > t} =
−

F (t + x)
F (t)

,

F (t + x) − F (t)
F (t)

0 ≤ t < xF .

=1
(1)

To see the failure intensity at time t, we consider the
following limit denoted by
Pr{X ∈ (t, t + x]|X > t}
x


1
F (t + x)
1−
, 0 ≤ t < xF . (2)
= lim
x→0 x
F (t)

λ(t) = lim

x→0

If F is absolutely continuous with a density f, then
the limit in (2) is reduced to
λ(t) =

f (t)
F (t)

,

0 ≤ t < xF .

(3)

This function λ in (3) is called the failure rate of F. It
reflects the failure intensity of a device aged t. In actuarial mathematics, it is called the force of mortality.
The failure rate is of importance in reliability, insurance, survival analysis, queueing, extreme value
theory, and many other fields. Alternate names in
these disciplines for λ are hazard rate and intensity
rate. Without loss of generality, we assume that the
right endpoint xF = ∞ in the following discussions.
The failure rate and the survival function, or equivalently, the distribution function can be determined
from each other. It follows from integrating both sides
of (3) that
 x
λ(t) dt = − log F (x), x ≥ 0,
(4)
0

and thus

 
F (x) = exp −

x



λ(t) dt = e−(x) ,

x ≥ 0,

0

(5)

x
where (x) = − log F (x) = 0 λ(t) dt is called the
cumulative failure rate function or the (cumulative) hazard function. Clearly, (5) implies that F is
uniquely determined by λ.
For an exponential distribution, its failure rate is
a positive constant. Conversely, if a distribution on
[0, ∞) has a positive constant failure rate, then the
distribution is exponential. On the other hand, many
distributions hold monotone failure rates. For example, for a Pareto distribution with distribution F (x) =
1 − (β/β + x)α , x ≥ 0, α > 0, β > 0, the failure rate
λ(t) = α/(t + β) is decreasing. For a gamma distribution G(α, β) with a density function f (x) =
β α /(α)x α−1 e−βx , x ≥ 0, α > 0, β > 0, the failure
rate λ(t) satisfies
 ∞
y α−1 −λy
e
dy.
(6)
1+
[λ(t)]−1 =
t
0
See, for example, [2]. Hence, the failure rate of the
gamma distribution G(α, β) is decreasing if 0 < α ≤
1 and increasing if α ≥ 1. On the other hand, the
monotone properties of the failure rate λ(t) can be
characterized by those of F (x + t)/F (t) due to (2).
A distribution F on [0, ∞) is said to be an increasing failure rate (IFR) distribution if F (x + t)/F (t) is
decreasing in 0 ≤ t < ∞ for each x ≥ 0 and is said
to be a decreasing failure rate (DFR) distribution if
F (x + t)/F (t) is increasing in 0 ≤ t < ∞ for each
x ≥ 0. Obviously, if the distribution F is absolutely
continuous and has a density f, then F is IFR (DFR)
if and only if the failure rate λ(t) = f (t)/F (t) is
increasing (decreasing) in t ≥ 0.
For general distributions, it is difficult to check
the monotone properties of their failure rates based
on the failure rates. However, there are sufficient
conditions on densities or distributions that can be
used to ascertain the monotone properties of a failure
rate. For example, if distribution F on [0, ∞) has
a density f, then F is IFR (DFR) if log f (x) is
concave (convex) on [0, ∞). Further, distribution F
on [0, ∞) is IFR (DFR) if and only if log F (x) is
concave (convex) on [0, ∞); see, for example, [1, 2]
for details. Thus, a truncated normal distribution with
the density function


(x − µ)2
1
f (x) =
, x ≥ 0 (7)
√ exp −
2σ 2
aσ 2π
has an increasing
failure rate since log f (x) =
√
− log(aσ 2π) − (x − µ)2 /(2σ 2 ) is concave on
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∞), √
where σ > 0, −∞ < µ < ∞, and a =
[0,
∞
1/(σ
2π ) exp{−(x − µ)2 /2σ 2 } dx.
0
In insurance, convolutions and mixtures of distributions are often used to model losses or risks.
The properties of the failure rates of convolutions
and mixtures of distributions are essential. It is well
known that IFR is preserved under convolution, that
is, if Fi is IFR, i = 1, . . . , n, then the convolution distribution F1 ∗ · · · ∗ Fn is IFR; see, for example, [2].
Thus, the convolution of distinct exponential distributions given by
n

Ci,n e−αi x ,

F (x) = 1 −

x ≥ 0,

(8)

i=1

is IFR, where αi > 0, i = 1, . . . , n and αi  = αj for
i  = j , and Ci,n = 1≤j =i≤n αj /(αj − αi ) with ni=1
Ci,n = 1; see, for example, [14]. On the other hand,
DFR is not preserved under convolution, for example,
for any β > 0, the gamma distribution G(0.6, β) is
DFR. However, G(0.6, β) ∗ G(0.6, β) = G(1.2, β)
is IFR.
As for mixtures of distributions, we know that if
Fα is DFR for each α ∈ A and G is a distribution on
A, then the mixture of Fα with the mixing distribution
G given by

F (x) =
Fα (x) dG(α)
(9)
α∈A

is DFR. Thus, the finite mixture of exponential
distributions given by
n

pi e−αi x ,

F (x) = 1 −

x≥0

(10)

i=1

is DFR, where pi ≥ 0, αi > 0, i = 1, . . . , n, and
n
i=1 pi = 1. However, IFR is not closed under mixing; see, for example, [2]. We note that distributions
given by (8) and (10) have similar expressions but
they are totally different. The former is a convolution
while the latter is a mixture.
In addition, DFR is closed under geometric compounding, that is, if F is DFR, then the compound
n (n)
(x) is
geometric distribution (1 − ρ) ∞
n=0 ρ F
DFR, where 0 < ρ < 1; see, for example, [16] for a
proof and its application in queueing. An application
of this closure property in insurance can be found
in [20].
The failure rate is also important in stochastic
ordering of risks. Let nonnegative random variables

X and Y have distributions F and G with failure rates
λX and λY , respectively. We say that X is smaller
than Y in the hazard rate order if λX (t) ≥ λY (t) for
all t ≥ 0, written X ≤hr Y . It follows from (5) that
if X ≤hr Y , then F (x) ≤ G(x), x ≥ 0, which implies
that risk Y is more dangerous than risk X. Moreover,
X ≤hr Y if and only if F (t)/G(t) is decreasing in
t ≥ 0; see, for example, [15]. Other properties of
the hazard rate order and relationships between the
hazard rate order and other stochastic orders can be
found in [12, 15], and references therein.
The failure rate is also useful in the study of risk
theory and tail probabilities of heavy-tailed distributions. For example, when claim sizes have monotone
failure rates, the Lundberg inequality for the ruin
probability in the classical risk model or for the tail
of some compound distributions can be improved;
see, for example, [7, 8, 20]. Further, subexponential distributions and other heavy-tailed distributions
can be characterized by the failure rate or the hazard
function; see, for example, [3, 6]. More applications
of the failure rate in insurance and finance can be
found in [6–9, 13, 20], and references therein.
Another important distribution which often appears in insurance and many other applied probability
models is the integrated tail distribution or the
equilibrium distribution. The integrated tail distribution
 ∞of a distribution F on [0, ∞) with mean
µ = 0 F (x) dx ∈ (0, ∞) is defined by FI (x) =
x
(1/µ) 0 F (y) dy, x ≥ 0. The failure rate of the
integrated
 ∞ tail distribution FI is given by λI (x) =
F (x)/ x F (y) dy, x ≥ 0. The failure rate λI of FI
is the reciprocal of the mean residual lifetime of
∞
F. Indeed, the function e(x) = x F (y) dy/F (x) is
called the mean residual lifetime of F.
Further, in the study of extremal events in insurance and finance, we often need to discuss the subexponential property of the integrated tail distribution.
A distribution F on [0, ∞) is said to be subexponential, written F ∈ S, if
lim

x→∞

F (2) (x)
F (x)

= 2.

(11)

There are many studies on subexponential distributions in insurance and finance. Also, we know sufficient conditions for a distribution to be a subexponential distribution. In particular, if F has a regularly
varying tail then F and FI both are subexponential;
see, for example, [6] and references therein. Thus, if
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F is a Pareto distribution, its integrated tail distribution FI is subexponential. However, in general, it
is not easy to check the subexponential property of
an integrated tail distribution. In doing so, the class
S∗ introduced in [10] is very useful. We say that a
distribution F on [0, ∞) belongs to the class S∗ if
x
 ∞
F (x − y)F (y) dy
=2
F (x) dx. (12)
lim 0
x→∞
F (x)
0
It is known that if F ∈ S∗ , then FI ∈ S; see, for
example, [6, 10]. Further, many sufficient conditions
for a distribution F to belong to S∗ can be given in
terms of the failure rate or the hazard function of F.
For example, if the failure rate λ of a distribution
F satisfies lim supx→∞ xλ(x) < ∞, then FI ∈ S. For
other conditions on the failure rate and the hazard
function, see [6, 11], and references therein. Using
these conditions, we know that if F is a log-normal
distribution then FI is subexponential. More examples of subexponential integrated tail distributions can
be found in [6].
In addition, the failure rate of a discrete distribution is also useful in insurance. Let N be a nonnative,
integer-valued random variable with the distribution {pk = Pr{N = k}, k = 0, 1, 2, . . .}. The failure
rate of the discrete distribution {pn , n = 0, 1, . . .} is
defined by
hn =

pn
∞

pj

=

Pr{N = n}
,
Pr{N > n − 1}

n = 0, 1, . . . .

j =n

(13)
See, for example, [1, 13, 19, 20]. Thus, if N denotes
the number of integer years survived by a life, then
the discrete failure rate is the conditional probability
that the life will die in the next year, given that the
life has survived n − 1 years.
Let an = ∞
k=n+1 pk = Pr{N > n} be the tail probability of N or the discrete distribution {pn , n =
0, 1, . . .}. It follow from (13) that hn = pn /(pn +
an ), n = 0, 1, . . .. Thus,
an
= 1 − hn , n = 0, 1, . . . ,
an−1

(14)

where a−1 = 1. Hence, hn is increasing (decreasing)
in n = 0, 1, . . . if and only if an+1 /an is decreasing
(increasing) in n = −1, 0, 1, . . ..

3

Thus, analogously to the continuous case, a discrete distribution {pn = 0, 1, . . .} is said to be a discrete decreasing failure rate (D-DFR) distribution if
an+1 /an is increasing in n for n = 0, 1, . . .. However,
another natural definition is in terms of the discrete
failure rate. The discrete distribution {pn = 0, 1, . . .}
is said to be a discrete strongly decreasing failure rate
(DS-DFR) distribution if the discrete failure rate hn
is decreasing in n for n = 0, 1, . . ..
It is obvious that DS-DFR is a subclass of DDFR. In general, it is difficult to check the monotone properties of a discrete failure rate based on
the failure rate. However, a useful result is that
if the discrete distribution {pn , n = 0, 1, . . .} is log2
≤ pn pn+2 for all n = 0, 1, . . . ,
convex, namely, pn+1
then the discrete distribution is DS-DFR; see, for
example, [13]. Thus, the negative binomial distribution with {pn = n+α−1
(1 − p)α p n , 0 < p < 1, α >
n
0, n = 0, 1, . . .} is DS-DFR if 0 < α ≤ 1.
Similarly, the discrete distribution {pn = 0, 1, . . .}
is said to be a discrete increasing failure rate (DIFR) distribution if an+1 /an is increasing in n for n =
0, 1, . . .. The discrete distribution {pn = 0, 1, . . .} is
said to be a discrete strongly increasing failure rate
(DS-IFR) distribution if hn is increasing in n for
n = 0, 1, . . .. Hence, DS-IFR is a subclass of D-IFR.
Further, if the discrete distribution {pn , n = 0, 1, . . .}
2
≥ pn pn+2 for all n =
is log-concave, namely, pn+1
0, 1, . . ., then the discrete distribution is DS-IFR;
see, for example, [13]. Thus, the negative binomial
distribution with {pn = n+α−1
(1 − p)α p n , 0 < p <
n
1, α > 0, n = 0, 1, . . .} is DS-IFR if α ≥ 1. Further,
the Poisson and binomial distributions are DS-IFR.
Analogously to an exponential distribution in the
continuous case, the geometric distribution {pn =
(1 − p)p n , n = 0, 1, . . .} is the only discrete distribution that has a positive constant discrete failure rate.
For more examples of DS-DFR, DS-IFR, D-IFR, and
D-DFR, see [9, 20].
An important class of discrete distributions in
insurance is the class of the mixed Poisson distributions. A detailed study of the class can be found
in [8]. The mixed Poisson distribution is a discrete
distribution with
 ∞
(θx)n e−θx
pn =
dB(x), n = 0, 1, . . . , (15)
n!
0
where θ > 0 is a constant and B is a distribution
on (0, ∞). For instance, the negative binomial distribution is the mixed Poisson distribution when B is
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a gamma distribution. The failure rate of the mixed
Poisson distribution can be expressed as
pn

hn =

[4]

[5]

pk
k=n



=



0
∞

θ
0

[6]

∞

(θx)n e−θx
dB(x)
n!
,
(θx)n−1 e−θx
B(x) dx
(n − 1)!

n = 1, 2, . . .

(16)
∞
with h0 = p0 = 0 e−θx dB(x); see, for example,
Lemma 3.1.1 in [20].
It is hard to ascertain the monotone properties of
the mixed Poisson distribution by the expression (16).
However, there are some connections between aging
properties of the mixed Poisson distribution and those
of the mixing distribution B. In fact, it is well known
that if B is IFR (DFR), then the mixed Poisson distribution is DS-IFR (DS-DFR); see, for example, [4,
8]. Other aging properties of the mixed Poisson distribution and their applications in insurance can be
found in [5, 8, 18, 20], and references therein.
It is also important to consider the monotone
properties of the convolution of discrete distributions
in insurance. It is well known that DS-IFR is closed
under convolution. A proof similar to the continuous
case was pointed out in [1]. A different proof of the
convolution closure of DS-IFR can be found in [17],
which also proved that the convolution of two logconcave discrete distributions is log-concave. Further,
as pointed in [13], it is easy to prove that DS-DFR
is closed under mixing. In addition, DS-DFR is also
closed under discrete geometric compounding; see,
for example, [16, 19] for related discussions.
For more properties of the discrete failure rate and
their applications in insurance, we refer to [8, 13, 19,
20], and references therein.
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Filtration
Considering a stochastic process, one gets information on the process as time goes by. If at some point
in time one has to make a decision or has to predict an
event in the future, one wants to use the information
obtained until this time point. That is, one uses conditional probabilities conditioned on the information
available. The mathematical way of doing this is to
express the information in a σ -algebra.
Recall that a σ -algebra G is a collection of subsets
of  such that
1. ∅ ∈ G,
2. If A ∈ G then also  \ A ∈ G,
3. If An ∈ G for each n ∈  then also ∩∞
n=1 An ∈ G.
If {Gα , α ∈ J } is a family of σ -algebras, it follows
readily that ∩α∈J Gα is a σ - algebra. Consider the
following sets: G1 = {∅, {1}, {2, 3}, {1, 2, 3}}, G2 =
{∅, {2}, {1, 3}, {1, 2, 3}}. These are σ -algebras. But
G1 ∪ G2 is not a σ -algebra because {3} = {2, 3} ∩
{1, 3} ∈
/ G1 ∪ G2 . Let H be a collection of sets. Then,
the intersection of all σ -algebras containing H is a σ algebra containing H. This shows that there exists the
smallest σ -algebra containing H. We denote this σ algebra by σ (H). For a family {Gα , α ∈ J } of σ - algebras, we denote by ∨α∈J Gα = σ (∪α∈J Gα ) the smallest σ -algebra containing all Gα . Let E be a metric
space. The Borel σ -algebra is the smallest σ -algebra
generated by the open sets. For instance, if E =  the
Borel σ -algebra is generated by the open intervals.
We work on a complete probability space
(, F, ). Complete means that F contains all nullsets, that is, if A ∈ F with [A] = 0 then also all
subsets of A are in F. A stochastic process {Xt : t ∈
I } is a family of random variables where I =  if the
process is in discrete time, and I = + = [0, ∞) if
the process is in continuous time. Let {Ft } be a family
of σ -algebras such that Ft ⊆ F, Fs ⊆ Ft for each
0 ≤ s ≤ t (information is nondecreasing). We call
{Ft } a filtration. For technical reasons it is convenient
to assume (and we will do it in the rest of this section)
that {Ft } is right continuous, that is, Ft = ∩s>t Fs . In
many books it is also assumed that {Ft } is complete,
that is, all F null sets are contained in F0 . We will
not make this assumption here, because there is a
problem with change of measure techniques. Change
of measure techniques turn out to be very useful in
ruin theory.

Let X = {Xt } be a stochastic process. We call X
adapted (to a filtration {Ft }) if Xt is measurable with
respect to Ft for each t ∈ I . The natural filtration is
the smallest right-continuous filtration {FX
t } such that
X is adapted.
Often one is interested in a stochastic process
at a random time. And the random time is defined
as a property of the sample path. This leads to
the following definition. A random variable T with
values in I ∪ {∞} is called {Ft }-stopping time if for
any t ∈ I , {T ≤ t} ∈ Ft . Because we assume that
{Ft } is right continuous, the condition is equivalent
to {T < t} ∈ Ft . Note that the notion ‘stopping time’
does not depend on the probability measure  but is
a property of the filtration {Ft } only. Thus, a random
variable that is almost surely equal to a stopping
time needs not be a stopping time. Note also that
each deterministic time t is a stopping time, because
{t ≤ s} is either  or ∅. It also follows readily that
for any stopping times T , S also T ∧ S and T ∨ S
are stopping times.
Examples of stopping times are first entrance
times. Let X be an adapted stochastic process on 
and u ∈ . Then,
τ (u) = inf{t: Xt < u}
and
σ (u) = inf{t: min{Xt , Xt− } ≤ u}

(1)

are stopping times, see [1, 2].
Let  be the space of all cadlag (right continuous,
left limits exist) real functions on + . Let X be
a stochastic process, Xt (ω) = ω(t) and {Ft } be the
natural filtration. Let σ ∗ = inf{t: Xt ≥ 1}. One can
show that σ ∗ (u) is not a stopping time. This is
because for deciding whether σ ∗ ≤ 1 or not one
would have to consider the process at an uncountable
number of times. Another example of a random
variable that is not a stopping time is τ (u) − 1.
This is because at time τ (u) − 1 we cannot know
whether the process will enter (−∞, u) sometime in
the future.
As a final definition, we need the information up
to a stopping time T . We define
FT = {A ∈ F: A ∩ {T ≤ t} ∈ Ft

∀t ∈ I }.

(2)

Then, one can easily verify that FT is a σ -algebra. It
also follows that FT ⊆ FS if T ≤ S and that XT is
FT -measurable.
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Finance
Finance and insurance are very similar in nature:
they both (now) consider the value of a financial instrument or an insurance policy or a firm to
be the discounted present value of the future cash
flows they provide to their holder. Research in the
fields of finance and insurance have been converging, with products and valuation techniques from one
field applying to and being used in the other field.
Risk pooling, risk sharing, and risk transfer are the
essence of insurance and the topic of study in modern
finance, with both fields interested in valuing contingent claims, either claims due to financial or liability obligations, market changes, foreign exchange
rate, or due to interest rate changes or payments
due, contingent upon the occurrence of a particular
type of insured loss (e.g. fire insurance payments,
life insurance payments, automobile insurance payments, etc.). Thus, finance and insurance are more
and more linked, and products in each area are less
and less distinct. It was not always so.
While finance as a discipline has existed for millennia, until the second half of the twentieth century it
was primarily institutional and descriptive in nature.
In investments, for example, texts were devoted to
security analysis, stock fundamentals, and how to differentiate ‘winning’ stocks from ‘losing’ stocks. Institutional details about how financial markets worked
and details on regulation, taxes, and accounting
were abundant, often written by practitioners and
were intuitively based. The area was considered as
a subfield of microeconomics (often under the names
‘microeconomic theory of the firm’ and ‘political
economics’) rather than a separate area of study. In
fact, many early economists viewed financial markets as a form of gambling, with prices determined
by speculation about future prices rather than behaving according to the rigorous theoretical view of the
market view we have today.
This is not to say that theoretical approaches to
financial market topics did not exist earlier. Indeed,
Louis Bachelier [1] presented pioneering theoretical
work in his mathematics PhD dissertation at the
Sorbonne, which not only anticipated the concepts
of market efficiency, but also anticipated Einstein’s
development of Brownian motion and other results,
only to be rediscovered and proven later by financial researchers in the latter half of the twentieth

century. Bachelier’s work was, however, ignored by
both theoreticians and practitioners in finance and
economics until, according to Bernstein [2], Paul
Samuelson distributed it to economists in the late
1950s. Similarly, Irving Fisher [13–15] considered
the valuation of assets, recognized the importance
of considering risk in decision making and the role
credit markets played in intertemporal consumption, savings, and investment decisions; an analysis
expanded upon by Hirshleifer [17] in 1970. John
Burr Williams [32] examined the determination of
the asset value of firms and argued that a firm had an
intrinsic value (this is unlike the ‘casino gambling’ or
‘beauty contest’ view of valuation of the market as
speculative, held by most economists of the day) and
that this fundamental value was the present value of
the future stream of dividend payments. John Lintner [19] noted that this work provides a basis for the
rigorous treatment of the financial impact of corporate
structure on value by Modigliani and Miller [24, 25],
one of the milestones of financial theory in the 1950s
and in the 1960s. The problem was that these early
advances were largely ignored by practitioners and
their implications were not explored by theoreticians
until much later. Their impact on insurance research
and practice was negligible.
Finance theory burst into its own with a revolutionary set of research starting in the 1950s.
Harry M. Markowitz realized that the fundamental valuation of assets must incorporate risk as well
as expected return, and he was able to use utility theory developed by John von Neumann and
Oskar Morgenstern [31] to determine optimal portfolio selection in the context of means and variances
representing returns and risk of the asset returns.
Portfolio diversification was shown as a method for
reducing risk. Essentially, Markowitz [21, 22] ushered in a new era of research into portfolio selection
and investments known as Modern Portfolio Theory
(MPT). The impact of his mean–variance approach
to decision-making under uncertainty continues to be
felt today and was the theoretical foundation for much
subsequent development in theoretical finance. For
example, Sharpe [30], Lintner [18], and Mossin [26]
extended Markowitz’s mean–variance analysis to a
market equilibrium setting and created the Capital Asset Pricing Model (CAPM), which is perhaps
one of the two largest contributions to the theoretical
finance literature in the last 50 years (the other being
option pricing theory to be discussed subsequently).
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It also provided a bridge to actuarial research, which
had a statistical base.
With the CAPM development, a security market line can be developed to depict the relationship between expected risk and return of assets in
equilibrium. The CAPM shows that in equilibrium
we have
E(Ri ) = rf + βi [E(RM ) − rf ],

(1)

where Ri is the return on the asset, RM is the return
on the market portfolio (usually taken to be the port2
folio of S&P 500 stocks), σM
is the variance of the
return on the market portfolio, rf is the risk-free
rate of return (usually taken to be the T -Bill rate)
2
and βi = Cov(Ri , RM )/σM
is the contribution of the
risk of asset i to market portfolio risk. An important contribution is that it is not the variation of the
asset itself that determines the riskiness of an asset
as priced by the market, but rather, it is only the β
of the asset that should be priced in market equilibrium. The intuitive logic is that through portfolio
diversification, idiosyncratic risk can be diversified
away, so that only that component of the asset risk
that is associated with the effect of market changes
on the asset value (as measured by β affects the
expected price E(Ri ). This model put valuation on
a firm theoretical equilibrium footing and allowed
for further valuation methods which were to follow.
The CAPM model has been proposed and used in
insurance, for example, as a model for insurance regulators to determine what ‘fair rate of return’ to allow
to insurance companies when they apply for rate
increases. Of course, it should be noted that idiosyncratic risk (that which cannot be diversified away
by holding a well-diversified portfolio and which is
not valued in the CAPM) is also a legitimate subject
for study in insurance-risk analysis since this is the
level of specific risk that insurance policies generally cover.
Richard Roll [27] successfully challenged the
empirical testability of the CAPM, and Brockett and
Golany [6] showed that the mean–variance analysis
is incompatible with expected utility analysis for
any utility function satisfying U  (x) > 0. However,
many extensions of the Sharpe–Lintner–Mossin
CAPM have been developed and used including
Black’s [3] zero-beta asset-pricing model, which
allows one to price assets in a market equilibrium
setting when there is no risk-free asset, but rather,
a portfolio of assets that are uncorrelated with the

market portfolio. Robert Merton [23] created the
‘intertemporal CAPM’ (ICAPM), and, combining
rational expectations assumptions, Cox, Ingersoll, and
Ross [8] created a differential equation for asset
prices and Robert E. Lucas [20] created a rational
expectations theory of asset pricing.
A second important early break-through in theoretical finance was Modigliani and Miller’s [24,
25] work concerning optimal capital structure of a
firm. They concluded that corporate financial structure should be independent of the value of the firm.
One might view this as an extension of Fisher’s Separation Theorem [15], which said that, in an efficient
capital market, the consumption and production decisions of an entrepreneur-owned firm can be made
independently. The Modigliani and Miller result is
that differently financed firms must have the same
market value; a separation of the value of the firm
and the means used to finance the production (i.e. the
value of the firm in an intrinsic value framework).
The next major milestone in finance was the evolution of the efficient markets model. While this
literature had evolved over time, often under the
acronym ‘random walk hypothesis’, Paul Samuelson’s [29] proof that properly anticipated prices fluctuate randomly, Paul Cootner’s [7] gathering together
of models and empirical evidence related to price
movements, and Eugene Fama’s [10] PhD dissertation on the behavior of stock prices (published in
its entirety in the Journal of Business (1965)) set
the stage for the conceptualization of efficient market behavior of asset prices. The market is efficient
if asset prices fully and completely reflect the information available. Essentially, they showed how to
view the fact that changes in stock prices showed
no predictability, not as a rejection of the fundamentalist or intrinsic value model of a firm’s value, but
rather as evidence that financial markets work incredibly well, adjusting prices immediately to reflect new
information. Of course, to define what is meant by
prices reflecting information, the amount of information available needs to be defined, and so we
have weak-form efficiency, semi-strong-form efficiency, and strong-form efficiency depending upon
whether the prices reflect information in the history
of past prices, information that is publicly available
to all market participants, or information that is available to any individual market participant respectively.
Fama [11, 12] reviews the literature and concludes
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that there is considerable support for weak-form efficiency of market prices. A review of the efficient
markets history is given in [9]. The efficient markets
literature has also provided finance with a methodology: the ‘event study’, which has subsequently been
used to examine the impact on prices of stock splits,
merger information, and many other financial events.
In insurance, it has been used to assess the effect
of insurance regulations on the value of insurance
companies [5].
While appealing and useful for theoretical model
building, the efficient markets hypothesis has a
disturbing circularity to it. If markets already
contain all available information, what motivation
is there for a rational investor to trade stock?
The History of Economic Thought [16] website http://cepa.newschool.edu/het/schools/finance.htm
puts this problem in an intuitive context: ‘The
efficient markets hypothesis effectively implies that
there is “no free lunch”, i.e. there are no $100
bills lying on the pavement because, if there were,
someone would have picked them up already.
Consequently, there is no point in looking down at
the pavement (especially if there is a cost to looking
down). But if everyone reasons this way, no one looks
down at the pavement, then any $100 bills that might
be lying there will not be picked up by anyone. But
then there are $100 bills lying on the pavement and
one should look down. But then if everyone realizes
that, they will look down and pick up the $100 bills,
and thus we return to the first stage and argue that
there are not any $100 bills (and therefore no point in
looking down, etc.). This circularity of reasoning is
what makes the theoretical foundations of the efficient
markets hypothesis somewhat shaky.’ Nevertheless,
as a first approximation, efficient market assumptions
have proven to be useful for financial model building.
The next innovation in finance was Fisher Black
and Myron Scholes [4] derivation of a pricing model
for options on common stock. This was immediately
seen as seminal. Perhaps no other theoretical development in finance so quickly revolutionized both
institutional processes (i.e. the creation of options
markets such as those on the Chicago Mercantile
Exchange or the Chicago Board of Trade, and elsewhere for stocks and stock market indexes) and
theoretical development (i.e. a methodology for the
creation of and pricing of derivatives, exotic options,
and other financial instruments). The explosion of the
field of financial engineering related to derivatives

3

and contingent claims pricing gives witness to the
impact of this seminal work on subsequent directions in the field of finance. This field (also known
as mathematical finance) grew out of option-pricing
theory. The study of real options is a current topic in
the literature, attracting considerable attention. The
application to insurance of the option-pricing models
spawned by Black and Scholes work are numerous,
from certain nonforfeiture options in insurance contracts to valuation of adjustable rate mortgages in an
insurance company portfolio.
On the financing side, insurance companies (and
other companies) now include options in their portfolios routinely. Indeed, the ability of options to hedge
the risk of assets in a portfolio provides risk management capabilities not available using ordinary
stocks, bonds, and treasury bills. New options and
derivates are constantly being created (and priced)
to manage a particular risk faced by a company.
Illustrative of these new derivative instruments are
insurance futures and options, and catastrophe risk
bonds and options.
The final seminal work that will be discussed
here is the concept of arbitrage-free pricing due
to Stephen Ross [28] in 1976. Moving away from
the idea of pricing by comparing risk/return tradeoffs, Ross exploited the fact that in equilibrium, there
should be no-arbitrage possibilities, that is, the ability to invest $0 and obtain a positive return. Market
equilibrium, then, is defined to exist when there are
no risk-free arbitrage opportunities in the market. As
noted by Ross, the general representation of market
equilibrium provided by arbitrage theoretic reasoning underlies all of finance theory. The fact that two
portfolios having identical cash flows should have
the same price, which underlies the option-pricing
models of Black and Scholes, is a particular case
of arbitrage pricing, since, were this not true, one
could buy one portfolio and sell the other and make
a profit for sure. Similarly, the Modigliani and Miller
work on the irrelevance of financing choices on a
firm’s value can be constructed via arbitrage arguments since if two firms differing only in financing
structure differed in value, then one could create arbitrage possibilities. Risk-neutral (martingale) pricing
measures arise from arbitrage theory.
While the above discussion has focused on finance
theory in general terms, specific applications of these
methods to capital decisions involving running a firm
such as project financing, dividend policy, and cash
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flow budgeting has an entire subliterature of its own
called corporate finance or managerial finance. Likewise, public finance relates these financial concepts
to public or governmental entities, budgeting, and
revenue flow management. Personal finance has a
subliterature dealing with individual choices such
as retirement planning, budgeting, investment, and
cash flow management. All these practical applications of finance draw heavily from the finance theory
described earlier and was created in the last half of
the twentieth century.
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Fuzzy Set Theory
Traditional actuarial methodologies have been built
upon probabilistic models. They are often driven
by stringent regulation of the insurance business.
Deregulation and global competition of the last two
decades have opened the door for new methodologies, among them, being fuzzy methods. The defining
property of fuzzy sets is that their elements possibly have partial membership (between 0 and 1), with
degree of membership of zero indicating not belonging to the set considered, and degree of membership
of one indicating certainty of membership.
Fuzzy sets have become a tool of choice in modeling uncertainty that may not arise in a stochastic setting. In probability models, one assumes that
uncertainty as to the actual outcome is overcome by
performing an experiment. Fuzzy sets are better fit
for the situations when, even after performing an
experiment, we cannot completely resolve all uncertainty. Such vagueness of the outcome is typically due
to human perception, or interpretation of the experiment. Another possible reason could be the high
degree of complexity of the observed phenomena,
when we end up referring to the experience of human
experts instead of precise calculations. Finally, ambiguity of inputs and outcomes can give rise to successful applications of fuzzy sets when probability is
not descriptive.
Fuzzy set theory was created in the historic paper
of Zadeh [23]. He also immediately provided most
of the concepts and methodologies that eventually
led to the successful practical applications of fuzzy
sets. The idea’s roots could be traced to multivalued
logic system of Lukasiewicz [18] and Post [20]. We
now provide a quick overview of developing fuzzy
sets methodologies in actuarial science, and the basic
mathematics of fuzzy sets.

Underwriting
DeWit [11] pointed out that the process of insurance
underwriting is fraught with uncertainty that may
not be properly described by probability. The work of
DeWit was followed by Erbach [13] (also see Erbach
and Seah [14]) who in 1987, together with his two
colleagues, Holmes and Purdy, working for a Canadian insurance firm, developed Zeno, a prototype life

insurance automated underwriter using a mixture of
fuzzy and other techniques. Lemaire [17] suggested a
fuzzy logic methodology for insurance underwriting
in general, as well as a fuzzy calculation of insurance
premiums and reserves. The underwriting methodology underwent further refinement in the work of
Young [21] who published a specific algorithm for
group health underwriting, utilizing the fuzziness
of 13 rules for acceptance. Horgby et al. [16] introduced fuzzy inference rules by generalized modus
ponens as a means of underwriting mortality coverage for applicants with diabetes mellitus. Twentyseven medically related factors are represented as
fuzzy input parameters to a fuzzy controller scheme
with a center of area defuzzifier to extract a single
crisp premium surcharge.

Time Value of Money, Life Insurance, and
Endowment Products
Buckley [4, 5] gave a pioneering account of the applications of fuzzy sets in finance and the theory of
interest. Lemaire [17] calculates the net single premium for a pure endowment insurance under a scenario of fuzzy interest rate. Ostaszewski [19] shows
how one can generalize this concept with a nonflat yield curve and increasing fuzziness for longer
maturities.

Risk Classification
Ostaszewski [19] pointed out that insurance risk
classification often resorts to rather vague and uncertain criteria, such as ‘high-risk area’, or methods that
are excessively precise – as in a case of a person who
may fail to classify as a preferred risk for life insurance because his body weight exceeded the stated
limit by half a pound (this was also noted in [17]).
Ebanks, Karwowski, and Ostaszewski [12] use
measures of fuzziness to classify risks. In many situations, we do know in advance what characteristics a
preferred risk possesses. Any applicant can be compared, in terms of features or risk characteristics,
to the ‘ideal’ preferred risk. A membership degree
can be assigned to each deviation from the ideal.
This produces a feature vector of fuzzy measurements
describing the individual.
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Derrig and Ostaszewski [9] use fuzzy clustering
for risk and claim classification. Overly precise clustering of Massachusetts towns into auto insurance
rating territories is replaced by fuzzy clustering of
towns over five major coverage groups to reveal the
nonprobabilistic uncertainty of a single common rating class. The fuzzy c-means algorithm, as discussed
in [2], was used to create the fuzzy clusters of towns.

Property/Casualty Claim Cost Forecasting
and Insurance Pricing
Cummins and Derrig [7] studied claim cost trends,
and compared existing forecasting methods with
respect to their forecasting accuracy, bias, and reasonability. Forecast methods that are nearly as accurate
and unbiased may not produce the expected claim
costs that are nearly the same. They suggested assigning a membership degree to a method for its accuracy, bias, and reasonableness separately. They then
derived a composite fuzzy inference measure of the
accuracy, bias, and reasonableness of a forecasting
method. This produced much greater insight into the
value of various methods than the commonly used
methods of comparisons of regression R-squares or
the preference of a company actuary.
Cummins and Derrig [8] provide examples of the
calculations of fuzzy insurance premiums for property/casualty insurance. They note that the premium
calculation faces uncertainty due to cash flow magnitudes, cash flow patterns, risk free interest rates, risk
adjustments, and tax rates that are all naturally fuzzy
when used by the actuary. Applied to capital budgeting, the projects that may have negative net present
values on crisp basis may be revealed as having an
obvious positive value on a fuzzy basis.

Fuzzy Taxes
Income taxes have a major effect on product pricing
and insurance-investment portfolio management.
Derrig and Ostaszewski [10] develop applications of
fuzzy set methodology to the management of the tax
liability of a property/casualty insurance company.

Fraud Detection
Claims can be classified by fuzzy clustering, segmenting on vague concepts such as subjective assessments

of fraud as in [9]. Cox [6] describes fraud and abuse
detection for managed health care by a fuzzy controller that identifies anomalous behaviors according
to expert-defined rules for provider billing patterns.

Integrated Approaches
Some recent developments are also promising in
combining fuzzy sets methodology with intervals of
possibilities [1], Kohonen’s self-organizing feature
map [3], and neural networks [15]. Operational control of premium price changes via fuzzy logic, adapts
fuzzy controller methods in industrial processes to
financial decisions. For example, Young [22] codified
several common actuarial concepts as fuzzy parameters in a rate-changing controller. Zimmerman [26]
gives a comprehensive overview of all existing applications of fuzzy sets, including a chapter on actuarial
applications by Derrig and Ostaszewski.

Basic Mathematics of Fuzzy Sets
A fuzzy set Ã is defined as a function µA : U →
[0, 1] from a universe of discourse U into the
unit interval [0,1]. Those elements x ∈ U for which
µA (x) = 1 are said to belong to the set Ã with
the degree of membership of 1, which is considered
equivalent to the regular concept of membership of an
element in a set. A standard set, as originally defined
in set theory, is referred to as a crisp set in fuzzy
set theory. Those x ∈ U for which µA (x) = 0 have
their degree of membership equal to zero. This is
equivalent to the notion that x is not an element of a
crisp set. For µA (x) = r ∈ (0, 1), r is referred to as
the degree of membership in the set Ã.
We define the α-cut of a fuzzy set Ã as Aα =
{x ∈ U : µA (x) ≥ α}.
An α-cut of a fuzzy set is a crisp set. Thus, α-cuts
provide a natural way of transforming a fuzzy set into
a crisp set. A normal fuzzy set is a fuzzy set whose
1-cut is nonempty. A fuzzy subset Ẽ of the set of all
real numbers  is convex if for each θ ∈ (0, 1) and
x, y ∈ , µE (θx + (1 − θ)y) ≤ min(µE (x), µE (y)).
A fuzzy subset Ẽ of  which is normal, convex,
and such that µE is continuous and vanishes outside
some interval [a, b] ⊂  is called a fuzzy number.
The fundamental tool of the study of fuzzy sets is
the following principle due to Zadeh [23].

Fuzzy Set Theory
The Extension Principle If f is a mapping from a
universe U = U1 × U2 × · · · × Un (a Cartesian product) to a universe V , and Ã1 , Ã2 , . . . , Ãn are fuzzy
subsets of Ũ1 , Ũ2 , . . . , Ũn , respectively, then f maps
the n-tuple (Ã1 , Ã2 , . . . , Ãn ) into a fuzzy subset B̃ of V
in the following manner: if f −1 (y)  = ∅ then µB (y) =
sup(min{µA1 (x1 ), µA2 (x2 ), . . . , µAn (xn ):f (x1 , x2 , . . . ,
xn ) = y}), and µB (y) = 0 otherwise.
Using the Extension Principle, one can, for example, define the sum of fuzzy numbers Ã and B̃,
denoted by Ã ⊕ B̃ = C̃, with the membership function µC (z) = max(min{µA (x), µB (y) : x + y = z}).
A sum so defined is a fuzzy number, and ⊕ is
an associative and commutative operation. A similar application of the Extension Principle allows for
a definition of a product of fuzzy numbers, also commutative and associative. Once arithmetic operations
are developed, fuzzy financial mathematics follows.
Fuzzy inference is defined as the deduction of new
conclusions from the given information in the form of
‘IF-THEN’ rules in which both antecedents and consequents are given by fuzzy sets. Fuzzy inference is
the basis for the theory of approximate reasoning as
developed by Zadeh [24]. The fundamental concept
of fuzzy models of approximate reasoning is that of
a linguistic variable. A typical fuzzy inference is
Implication : If x is A, then x is B
Premise : x is Ã
Conclusion : y is B̃
where x and y are linguistic variables, and A, Ã, B, B̃
are fuzzy sets representing linguistic labels (values of
linguistic variables) over the corresponding universes
of discourse, and pairs of the type A, Ã and B, B̃
represent closely related concepts. Zimmerman [25]
provides a comprehensive overview of the fuzzy set
theory.
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Gaussian Processes

Covariance Function

The class of Gaussian stochastic processes plays an
important role in stochastic modeling and is widely
used as a rich source of models in many areas of
applied probability, including actuarial and financial
mathematics.
There are many practical and theoretical reasons
for using Gaussian processes to model actuarial problems. For instance, the family of Gaussian processes
covers a large class of correlation structures and
enables explicit analysis of models for which classical renewal-type tools do not work.
On the other hand, theoretical results, mostly
based on central limit theorem-type argumentation, formally justify the use of Gaussian processes
[7, 9, 14].
Definition 1 A stochastic process {X(t): t ∈ T } is
said to be Gaussian if each finite linear combination
n


ai X(ti ),

n


ai (ti , tj )aj ≥ 0

i,j =1

for all a1 , . . . , an ∈ , n ∈ ). More important is the
converse result. By Kolmogorov’s existence theorem
combined with the form of the multivariate Gaussian
distribution, every symmetric semidefinite function
on T × T is the covariance function of some centered
Gaussian stochastic process on T.
The equivalence between the class of covariance
functions and positive semidefinite functions allows
us to make the structure of the covariance function precise, for some important classes of Gaussian
processes.
In particular, if {X(t): t ∈ } is stationary and
centered, then
R(t) = (t, 0)

i=1

where n ∈ , a1 , . . . , an ∈  and t1 , . . . , tn ∈ T, is a
real-valued Gaussian random variable.
Equivalently, by basic properties of Gaussian random variables, {X(t): t ∈ T } is Gaussian if all finitedimensional distributions (X(t1 ), . . . , X(tn )), where
n ∈  and t1 , . . . , tn ∈ T, are multivariate Gaussian
random variables.
The modern theory of Gaussian processes is currently being developed for very general parameter
sets T. In this study, we are mainly interested in the
cases T = , + , [0, T ], , that play a significant
role in applied probability.
The process X(t) is said to be centered if ƐX(t) =
0 for each t ∈ T. Since the transition from a centered
to a noncentered Gaussian process is by addition of a
deterministic function, it is natural in some cases to
work only with centered Gaussian processes. Moreover, following the definition of a Gaussian process,
if ƐX(t) = 0 for each t ∈ T, then the covariance
function
(s, t) = Cov(X(s), X(t)) = Ɛ(X(s)X(t))

A basic result from the general theory of stochastic
processes states that the covariance function has to
be positive semidefinite (that is,

(1)

defined on T × T, completely determines the law of
the entire process.

(2)

determines the covariance function (s, t); namely,
due to stationarity, we have
(s, t) = Cov(X(s), X(t))
= Cov(X(s − t), X(0)) = R(s − t). (3)
As long as there is no danger of confusion, R(t) is
said to be the covariance function of the stationary
process X(t). Moreover, by Bochner’s theorem (e.g.
Theorem 4.1 in [11]), if R(t) is continuous, then it
can be expressed as

exp(ixt) dF (x),
(4)
R(t) =


where F (x) is a nondecreasing, right continuous,
and bounded real function. The function F (x) is
called the spectral distribution function of the process
(or spectral measure of the process). An extensive
analysis of the properties of the spectral distribution
function and its connections to the spectral representation of a stationary Gaussian process can be found
in [3, 12].
Another class, for which there is a reasonably large
theory on the structure of the covariance function,
is the family of Gaussian processes with stationary
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increments. In particular, if {X(t): t ∈ [0, ∞)} is a
centered Gaussian process with stationary increments,
then the variance function σ 2 (t) = Var(X(t)) =
(t, t) completely describes the law of the entire
process; namely, due to stationarity of increments,
it follows in a straightforward way that
(s, t) = 12 (σ 2 (t) + σ 2 (s) − σ 2 (|t − s|)).

(5)

Moreover, (s, t) admits the following spectral representation:

(s, t) = (exp(isx) − 1)(exp(itx) − 1) dF (x),


(6)
where F (x) is
 even (i.e. F (x) = F (−x) for each
x ∈ ) and  min(x 2 , 1) dF (x) < ∞ (see [6] or
Section 4 in [11]).

process B1/2 (t) is standard Brownian motion. For
H > 1/2, the increments of BH (t) are positively corcalled long-range
related and BH (t) possesses the so
dependence property, that is,
i∈ Cov(BH (i +
1) − BH (i), BH (1) − BH (0)) = ∞. If H = 1, then
B1 (t) = tB1 (1) is a random straight line.
Fractional Brownian motion BH (t) is a selfsimilar process with index H in the sense that
for any c > 0 the process {c−H BH (ct): t ∈ [0, ∞)}
is again a fractional Brownian motion with Hurst
parameter H . A detailed overview of the properties
of fractional Brownian motion is given in [19]. The
use of fractional Brownian motion in collective risk
theory is proposed in [14].
• Ornstein–Uhlenbeck process {Z(t): t ∈ [0, ∞)}
is a centered stationary Gaussian process with covariance function R(t) = λe−αt , where λ, α > 0. Properties of Z(t) are described in Ornstein–Uhlenbeck
process.

Important Gaussian Processes
In the context of applied probability (including insurance and financial mathematics), the following Gaussian processes play a fundamental role:
• Standard Brownian motion (Wiener process)
{W (t): t ∈ [0, ∞)} is a centered Gaussian process
with stationary increments and covariance function
(s, t) = min(s, t). For a more detailed analysis of
the properties and applications of W (t) in insurance
mathematics, we refer to Brownian motion.
• Brownian bridge {W̃ (t): t ∈ [0, 1]} is a centered
Gaussian process with covariance function (s, t) =
min(s, t) − st. W̃ (t) may be interpreted as the error
of linear interpolation of the Brownian motion W (t),
given its values at t = 0 and t = 1. In particular, the
process W (t) − tW (1) is a Brownian bridge. More
advanced properties of W̃ (t) are analyzed in [11].
The importance of Brownian bridge in applied
probability is discussed in [18].
• Fractional Brownian motion {BH (t): t ∈ [0, ∞)}
with Hurst parameter H ∈ (0, 1] is a centered
Gaussian process with stationary increments and
covariance function (s, t) = (1/2)(t 2H + s 2H −
|t − s|2H ).
If H < 1/2, then the increments
of BH (t) are

|Cov(B
negatively correlated and
H (i + 1) −
i∈
BH (i), BH (1) − BH (0))| < ∞. For H = 1/2, the

Regularity of Gaussian Processes
Many properties of Gaussian processes and their
functionals are intimately related to the regularity of
sample paths. For instance, if X(t) is stationary, then
due to Belyaev’s dichotomy (see e.g. Theorem 7.3
in [11]) X(t) is either a.s. (almost surely) continuous
or a.s. unbounded on every open subset of T.
One of the natural and easy applicable notions
that provides sufficient conditions for smoothness
properties of realizations of Gaussian processes, is the
pseudometric d(s, t). For a given centered Gaussian
process X(t), it is defined by

(7)
d(s, t) = Ɛ(X(t) − X(s))2 .
In particular, we have the following criterion (cf.
Theorem 1.4. in [1] and Section 9.5 in [3]).
Theorem 1 If {X(t): t ∈ [0, T ]} is a centered Gaussian process, then a sufficient condition for sample
paths of X(t) to be
1. continuous with probability one is that for some
positive α, η, C
d 2 (s, t) ≤

C
|log |s − t||1+α

for all s, t ∈ [0, T ], such that |s − t| ≤ η;
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2. continuously differentiable with probability one is
that for some positive α, η, C
d 2 (s, t) ≤

C|s − t|2
| log |s − t||1+α

for all s, t ∈ [0, T ], such that |s − t| ≤ η.
Although most of the Gaussian processes that are
encountered in applied probability are a.s. continuous,
their sample paths may still be highly irregular. For
example, sample paths of
•

•

Another very special property of Gaussian processes
is the concentration principle. It states that
supt∈T X(t) is concentrated around its median
med(supt∈T X(t)) at least as strongly as a centered
Gaussian random variable ζ with variance σT2
is concentrated around zero. More precisely, if
{X(t): t ∈ T } is a centered Gaussian process with
sample paths bounded in T a.s. [11], then









 sup X(t) − med sup X(t)  > u ≤ (|ζ | > u)
t∈T

t∈T

(11)
standard Brownian motion, Brownian bridge, and
Ornstein–Uhlenbeck process are with probability
one α-Hölder-continuous if α < 1/2, but not if
α > 1/2;
fractional Brownian motion BH (t) is with probability one α-Hölder-continuous if α < H , but not
if α > H [2].

More advanced studies on quadratic mean analysis, modulus of continuity, and Hölder continuity are
given in [3, 12].

Suprema Distribution, Concentration
Principle
The explicit distribution function of supt∈T X(t), relevant to the study of ruin probabilities, is known only
for very special Gaussian processes and mostly for
T = [0, T ] or + . There are, however, reasonably
many tools that provide bounds and asymptotics. Let
 2
 ∞
1
−y
(x) =
dy
(8)
√ exp
2
2π
x
be the tail distribution of a standard Gaussian random
variable.
One of the basic properties is that the supremum
of a Gaussian process behaves much as a single
Gaussian variable with variance
σT2 = sup Var(X(t)).

(9)

t∈T

In particular, if we assume that {X(t): t ∈ T } has
bounded sample paths with probability one, then
following [13] we have
log (supt∈T X(t) > u)
u→∞
log((u/σT ))

for each u ≥ 0 and




med sup X(t) ≤ Ɛ sup X(t) < ∞. (12)
t∈T

Useful upper bounds for med(supt∈T X(t)) and
Ɛ(supt∈T X(t)), given in the language of the
pseudometric (1) and Dudley’s integral, are discussed
in [11], Section 14.
Another example of the concentration principle is
Borell’s inequality, which provides an upper bound
for the supremum distribution [17].
Theorem 2 (Borell’s inequality) Let {X(t): t ∈ T }
be a centered Gaussian process with sample paths
bounded a.s. Then for any u > 0




u − med(supt∈T X(t))
 sup X(t) > u ≤ 2
.
σT
t∈T
(13)
Borell’s inequality is one of the most useful
bounds in extreme value theory for Gaussian processes. Combined with more subtle techniques such
as the double sum method [17], it is the key to obtain
exact asymptotics of the tail distribution function
of supt∈T X(t). In particular, we have the following
result for stationary Gaussian processes, which is due
to Pickands [16].
Theorem 3 Let {X(t): t ∈ [0, T ]} be a stationary
centered Gaussian process with covariance function
R(t) such that R(t) = 1 − |t|α (1 + o(1)) as t → 0,
α ∈ (0, 2], and R(t) < 1 for all t > 0. Then

lim

= lim

u→∞

log (supt∈T X(t) > u)
= 1. (10)
−u2 /(2σT2 )

t∈T

lim

u→∞

(supt∈[0,T ] X(t) > u)
= T Hα ,
u2/α (u)

where Hα is a finite constant depending only on α.
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The analysis of properties of Pickands’ constants
Hα , α ∈ (0, 2], is given in [4, 17]. Pickands’ theorem was extended in several directions, including
nonstationary Gaussian processes and more general
parameter sets. However, due to many special cases
that have to be treated separately, there is no unified
form of the asymptotics [17].

Level Crossings

t∈[0,T ]

+ Ɛ(Nu (X, T )).
Moreover, for stationary Gaussian processes, the
celebrated Rice’s formula gives the exact form of
Ɛ(Nu (X, T )).
Theorem 4 (Rice’s formula) Let {X(t): t ∈ [0, T ]}
be a stationary a.s. differentiable Gaussian process.
Then the expected number of up-crossings of level u
in the interval [0, T ] is given by

Ɛ(Nu (X, T ))
T
2π

Theorem 5 (Slepian’s inequality) Let {X(t): t ∈ T }
and {Y (t): t ∈ T } be a.s. bounded Gaussian processes such that Ɛ(X(t)) = Ɛ(Y (t)) and Var(X(t))
= Var(Y (t)) for each t ∈ T. If, for each s, t ∈ T,

Ɛ(X(s) − X(t))2 ≤ Ɛ(Y (s) − Y (t))2 ,

We say that a continuous function f (t) has an upcrossing of level u at point t0 if there exists > 0
such that f (t) ≤ u for all t ∈ (t0 − , t0 ] and f (t) ≥
u for all t ∈ [t0 , t0 + ). By Nu (f, T ) we denote the
number of up-crossings of level u by f (t) in the
interval [0, T ].
Level crossings of Gaussian stochastic processes
play a significant role in extreme value theory and
the analysis of variability. In particular, the following approximation for the tail distribution of the
supremum of an a.s. continuous Gaussian process
{X(t): t ∈ [0, T ]} is often accurate [17].


 sup X(t) > u ≤ (X(0) > u)

=

correlated a Gaussian process is, the less the probability that it deviates from the mean. An important
example of the comparison principle is Slepian’s
inequality [20].



Var(X  (0))
(u − Ɛ(X(0)))2
.
exp −
Var(X(0))
2Var(X(0))

Extensions of Rice’s formula to nonstationary and
non-Gaussian processes can be found in [10, 17].
Higher moments of Nu (X, T ) are analyzed in [17].

Comparison Principle
The Gaussian comparison principle is extremely useful in finding bounds and reducing problems to
more simple and better known suprema distributions.
An intuition behind this principle is that the more

then for all real u




 sup X(t) > u ≤  sup Y (t) > u .
t∈T

t∈T

Another version of the comparison principle is
Sudakov–Fernique’s inequality, in which it is not
required that variances are equal.
Theorem 6 (Sudakov–Fernique’s inequality) If
{X(t): t ∈ T } and {Y (t): t ∈ T } are a.s. bounded centered Gaussian processes such that for each s, t ∈ T

Ɛ(X(t) − X(s))2 ≤ Ɛ(Y (t) − Y (s))2 ,
then

Ɛ sup X(t) ≤ Ɛ sup Y (t).
t∈T

t∈T

For an overview of the extensions of Slepian’s
inequality and implications of the comparison principle, we refer to [1, 11].

Gaussian Processes in Risk Theory
The concept of approximation of an appropriately
scaled risk process by a Brownian motion was mathematically made precise by Iglehart [9] (see also [7]).
One of the advantages of this approach, also called
the diffusion approximation, is that it allows the
analysis of more general models that arise in classical risk theory and for which renewal-type tools
do not work [7]. The idea of Iglehart was extended
in many directions, and other (nondiffusion) Gaussian processes were proposed to approximate the risk
process (e.g. fractional Brownian motion in [14]). For
instance,
U (t) = u + ct − X(t),

(14)

where u > 0, c > 0 and X(t) is a centered Gaussian
process with stationary increments, is a model that
naturally appears in ruin theory.

Gaussian Processes
Define

[5]



ψ(u, T ) =  inf U (t) < 0
t∈[0,T ]



=  sup (X(t) − ct) > u

[6]

(15)

t∈[0,T ]

[7]

as the finite-horizon ruin probability and


ψ(u) =  inf U (t) < 0

[8]

t≥0



=  sup(X(t) − ct) > u

[9]

(16)

t≥0

as the infinite-horizon ruin probability.
It turns out that for a reasonable large class of
Gaussian processes the exact asymptotics of the ruin
probability has the following form


u + cT
(1 + o(1))
ψ(u, T ) = f (u, c, T )
σT
as u → ∞;

(17)

[10]

[11]
[12]

[13]

ψ(u) = g(u, c)(m(u))(1 + o(1))
as u → ∞,
(18)
u + ct
and the functions
where m(u) = mint≥0 √
Var(X(t))
f, g are certain polynomials of u. The form of the
function f and exact asymptotics of the finite-horizon
ruin probability are studied in [5, 14]. The analysis of
ψ(u) and the form of the function g for X(t) being
a fractional Brownian motion are given in [15] (see
also [8]). Exact asymptotics of the infinite-horizon
t
ruin probability for X(t) = 0 Z(s) ds, where Z(s)
is a stationary Gaussian process, is presented in [5].
If X(t) = W (t) is a Brownian motion, then the exact
form of ψ(u) and ψ(u, T ) is known [7].

[14]

[15]

[16]

[17]

[18]
[19]
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Hüsler, J. & Piterbarg, V. (1999). Extremes of a certain
class of Gaussian processes, Stochastic Processes and
their Applications 83, 257–271.
Iglehart, D. (1969). Diffusion approximation in collective risk theory, Journal of Applied Probability 6,
285–292.
Leadbetter, M.R., Lindgren, G. & Rootzén, H. (1983).
Extremes and Related Properties of Random Sequences
and Processes, Springer-Verlag, New York.
Lifshits, M.A. (1995). Gaussian Random Functions,
Kluwer, Dordrecht.
Lindgren, G. (1999). Lectures on Stationary Stochastic
Processes, Lund University, Lund, Sweden, Available
from URL http://www.maths.lth.se/matstat/staff/georg/
Publications/Lecturec maj.ps.
Marcus, M.B. & Shepp, L.A. (1971). Sample behaviour
of Gaussian processes, Proceedings of the Sixth Berkeley
Symposium on Mathematical Statistics and Probability 2,
423–442.
Michna, Z. (1998). Self-similar processes in collective risk theory, Journal of Applied Mathematics and
Stochastic Analysis 11(4), 429–448.
Narayan, O. (1998). Exact asymptotic queue length
distribution for fractional Brownian traffic, Advances in
Performance Analysis 1(1), 39–63.
Pickands III, J. (1969). Asymptotic properties of the
maximum in a stationary Gaussian process, Transactions
of the American Mathematical Society 145, 75–86.
Piterbarg, V.I. (1996). Asymptotic Methods in the Theory of Gaussian Processes and Fields, Translations of
Mathematical Monographs 148, AMS, Providence.
Resnick, S. (1992). Adventures in Stochastic Processes,
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Generalized Discrete
Distributions
A counting distribution is said to be a power series
distribution (PSD) if its probability function (pf) can
be written as
a(k)θ k
,
pk = Pr{N = k} =
f (θ)

k = 0, 1, 2, . . . ,

g(t) = 1, a Lagrange expansion is identical to a Taylor expansion.
One important member of the LPD class is the
(shifted) Lagrangian Poisson distribution (also known
as the shifted Borel–Tanner distribution or Consul’s
generalized Poisson distribution).
It has a pf
pk =

θ(θ + λk)k−1 e−θ−λk
,
k!

k = 0, 1, 2, . . . .
(5)

(1)

k
where a(k) ≥ 0 and f (θ) = ∞
k=0 a(k)θ < ∞.
These distributions are also called (discrete) linear
exponential distributions. The PSD has a probability
generating function (pgf)
P (z) = E[zN ] =

f (θz)
.
f (θ)

(2)

Amongst others, the following well-known discrete
distributions are all members:
Binomial:
f (θ) = (1 + θ)n
Poisson:
f (θ) = eθ
Negative binomial: f (θ) = (1 − θ)−r , r > 0
Logarithmic
f (θ) = − ln(1 − θ).
A counting distribution is said to be a modified
power series distribution (MPSD) if its pf can be
written as
pk = Pr{N = k} =

a(k)[b(θ)]k
,
f (θ)

(3)

where the support of N is any subset of the nonnegative
integers, and where a(k) ≥ 0, b(θ) ≥ 0, and
f (θ) = k a(k)[b(θ)]k , where the sum is taken over
the support of N .
When b(θ) is invertible (i.e. strictly monotonic) on
its domain, the MPSD is called a generalized power
series distribution (GPSD). The pgf of the GPSD is
P (z) =

f (b−1 (zb(θ)))
.
f (θ)

(4)

Many references and results for PSD, MPSD, and
GPSD’s are given by [4, Chapter 2, Section 2].
Another class of generalized frequency distributions is the class of Lagrangian probability distributions (LPD). The probability functions are derived
from the Lagrangian expansion of a function f (t)
as a power series in z, where zg(t) = t and f (t)
and g(t) are both pgf’s of certain distributions. For

See [1] and [4, Chapter 9, Section 11] for an extensive bibliography on these and related distributions.
Let g(t) be a pgf of a discrete distribution on the
nonnegative integers with g(0)  = 0. Then the transformation t = zg(t) defines, for the smallest positive
root of t, a new pgf t = P (z) whose expansion in
powers of z is given by the Lagrange expansion
 

∞

zk
∂ k−1
k
(g(t))
.
(6)
P (z) =
k!
∂t
k=1
t=0

The above pgf P (z) is called the basic Lagrangian
pdf. The corresponding probability function is
1 ∗k
(7)
g , k = 1, 2, 3, . . . ,
k k−1
 ∗(n−1)

∗n
j
gj −k
where g(t) = ∞
j =0 gj t and gj =
k gk
is the nth convolution of gj .
Basic Lagrangian distributions include the Borel–
Tanner distribution with (θ > 0)
pk =

g(t) = eθ(t−1) ,
e−θk (θk)k−1
, k = 1, 2, 3, . . . ;
k!
the Haight distribution with (0 < p < 1)
and

pk =

(8)

g(t) = (1 − p)(1 − pt)−1 ,
and

pk =

(2k − 1)
(1 − p)k p k−1 ,
k!(k)
k = 1, 2, 3, . . . ,

(9)

and, the Consul distribution with (0 < θ < 1)
g(t) = (1 − θ + θt)m ,


k−1
1 mk
θ
(1 − θ)mk ,
and pk =
k k−1
1−θ
k = 1, 2, 3, . . . ,
and m is a positive integer.

(10)
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The basic Lagrangian distributions can be
extended as follows. Allowing for probabilities at
zero, the pgf is
  

∞

zk ∂ k−1
∂
P (z) = f (0) +
,
g(t)k f (t)
k! ∂t
∂t
t=0
k=1
(11)
with pf

pk =

1
k!



 

∂
∂ k−1
.
(g(t))k f (t)
∂t
∂t
t=0

[1]

[3]

(12)
[4]

Choosing g(t) and f (t) as pgf’s of discrete distributions (e.g. Poisson, binomial, and negative binomial) leads to many distributions; see [2] for many
combinations.
Many authors have developed recursive formulas
(sometimes including 2 and 3 recursive steps) for the
distribution of aggregate claims or losses
S = X1 + X2 + · · · + XN ,
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when N follows a generalized distribution. These formulas generalize the Panjer recursive formula (see
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(See also Continuous Parametric Distributions;
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Generalized Linear
Models
In econometric practice, the most widely used statistical technique is multiple linear regression (see
Regression Models for Data Analysis). Actuarial
statistics models situations that do not always fit in
this framework. Regression assumes normally distributed disturbances (see Continuous Parametric
Distributions) with a constant variance around a
mean that is linear in the collateral data. In actuarial applications such as reserving for future claims
(see Reserving in Non-life Insurance), a symmetric normally distributed random variable with a fixed
variance does not adequately describe the situation.
For claim numbers, a Poisson distribution (see Discrete Parametric Distributions) is generally a good
model if the assumptions of the Poisson processes
are valid. For such random variables, the mean and
variance are the same, but the data sets encountered in
practice generally exhibit a variance greater than the
mean. A distribution to describe the claim size should
have a thick right-hand tail. Rather than a variance
not depending on the mean, one would expect the
coefficient of variation to be constant. Furthermore,
the phenomena to be modeled are rarely additive in
the collateral data. For instance, for reserving purposes, a multiplicative model is much more plausible.
An increase in the portfolio size amounting to 10%
should also result in 10% more claims, not some fixed
amount more.
One approach is not to look at the observations
themselves, but at transformed values that are better
suited for the ordinary multiple regression model with
normality, hence symmetry, with a constant variance
and with additive systematic effects. This, however,
is not always possible. A transformation to make a
Poisson random variable Y symmetric (skewness ≈
zero) is Y 2/3 , while taking Y 1/2 stabilizes the variance
and taking log Y reduces multiplicative systematic
effects to additive ones. It should be noted that
some of the optimality properties in the transformed
model, notably unbiasedness and in some cases even
consistency, might be lost when transforming back to
the original scale.
Another way to solve those problems is to resort
to Generalized Linear Models (GLM). The generalization is twofold. First, it is allowed that the random

deviations from the mean obey another distribution
than the normal. In fact, one can take any distribution from the exponential dispersion family, which
includes, apart from the normal distribution, the Poisson, the (negative) binomial, the gamma, and the
inverse Gaussian distributions. Second, it is no longer
necessary that the mean of the random variable is
a linear function of the explanatory variables, but
it only has to be linear on a certain scale. If this
scale for instance is logarithmic, we have in fact a
multiplicative model instead of an additive model.
The assumptions of a GLM are loose enough to
encompass a wide class of models useful in statistical
practice, but tight enough to allow the development of
a unified methodology of estimation and inference, at
least approximately. Generalized linear models were
introduced in the paper in [9]. The reader is referred
to any of the current reference works on the subject for details, such as in [6] or [10] in which some
applications in insurance rate making can be found.
The first statistical approach to the IBNR problem
(see Reserving in Non-life Insurance) goes back
to [11]. Another early reference is [2], in which the
three time aspects given below of the problem are
introduced. An encyclopedic treatment of the various
methods is given in [10]. The relation with generalized additive and multiplicative linear models is
explored in [4, 12, 13]. There is a lot of commercial
software that is able to handle GLMs. Apart from the
specialized program GLIM (Generalized Linear Interactive Modeling) (see [5]), we mention the module
GenMod included in the widely used program SAS,
as well as the program S-Plus and its forerunner R;
see [1].
Many actuarial problems can be tackled using
specific GLMs, as they include ANOVA, Poisson
regression, and logit and probit models, to name a
few. They can also be applied to reserving problems,
as we will demonstrate in the sequel, to survival
data, and to compound Poisson distributions (see
Compound Distributions; Compound Poisson Frequency Models). Furthermore, it proves that many
venerable heuristic actuarial techniques such as Bailey and Simon’s rating technique (see Bailey–Simon
Method) are really instances of GLMs, see [6]. Quite
often, they involve that a set of reasonable equilibrium equations has to be satisfied, and these equations also happen to be the normal equations for
solving a likelihood maximization (see Maximum
Likelihood) problem in a specific GLM. This also
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holds for some widely used techniques for estimating
reserves, as explained below.
Though the explanatory variables in GLMs can be
quite general, including not only measurements and
counts but also sets of dummy variables to represent a
classification, for reserving purposes we may restrict
to studying cross-classified observations that can be
put into a two-dimensional table in a natural way.
The relevant collateral data with random variable Xij ,
representing payments in a run-off triangle for year of
origin i and development year j, are the row number
i, the column number j, as well as the ‘diagonal
number’ i + j − 1, representing the calendar year in
which the payment was made.

Definition of Generalized Linear Models
Generalized linear modeling is a development of linear models to accommodate both nonnormal response
distributions and transformations to linearity in a
clean and straightforward way. Generalized Linear
Models have three characteristics:
1. There is a stochastic component, which involves
that the observations are independent random
variables Yi , i = 1, . . . , n with a density in the
exponential dispersion family


yθ − b(θ)
+ c(y; ψ) ,
fY (y; θ, ψ) = exp
ψ
y ∈ Dψ .

(1)

Here Dψ is the support of Y, which may depend
on ψ. The parameter θ is related to the mean
µ, while ψ does not affect the mean, but the
variance is of the form ψV (µ), where V (·) is
the variance function. The function c(y, ψ), not
depending on θ, provides the normalizing constant, and b(θ) is called the cumulant function,
because the cumulants of Y can be shown to
satisfy κj(Y ) = b(j ) (θ)ψ j −1 . Especially, for j =
1, 2 we have E[Y ] = µ = b (θ) and Var[Y ] =
b (θ)ψ, and therefore V (µ) = b (θ(µ)).
The most important examples for actuarial purposes are
•
•
•

N(µi , ψi ) random variables;
Poisson(µi ) random variables;
Poisson multiples: ψi × Poisson(µi /ψi ) random variables;

•
•
•

ψi × binomial(1/ψi , µi ) random variables
(hence, the proportion of successes in 1/ψi
trials);
gamma(1/ψi , 1/ψi µi ) random variables;
inverse Gaussian(1/ψi µi , 1/ψi µ2i ) random
variables.

In all these examples, the parameterization chosen leads to the mean being equal to µi , while the
variance of the random variable is proportional to
ψi . In general, ψi is taken to be equal to φ/wi ,
where φ is the so-called dispersion parameter,
and wi the weight of observation i. In principle, this weight is the natural weight, so it
represents the number of independent, identically
distributed observations of which Yi is the arithmetic average. Since the multiples of Poisson
random variables for ψi > 1 have a dispersion
larger than the mean, their distribution is also
called overdispersed Poisson.
2. The systematic component of the model attributes
to every observation a linear predictor ηi =

j xij βj , linear in the parameters β1 , . . . , βp .
3. The expected value µi of Yi is linked to the linear
predictor ηi by a smooth invertible function of
the linear predictor called the link function: ηi =
g(µi ).
Each of the distributions has a natural link function
associated with it, called the canonical link function.
Using these link functions has some technical advantages. For the normal distribution, the canonical link
is the identity, leading to additive models. For the
Poisson it is the logarithmic function, leading to loglinear, multiplicative models. For the gamma, it is the
reciprocal.
Note that the parameterizations used in the stochastic component above are not always the usual, nor
the most convenient ones. The µi parameter is the
mean, and in each case, the variance equals V (µi )ψi
for some function V (·) which is called the variance
function. Assume for the moment that wi = 1, hence
ψi = φ, for every observation i. The list of distributions above contains a variety of variance functions,
making it possible to adequately model many actuarial statistical problems. In increasing order of the
exponent of µ in the variance function, we have the
normal distribution with a constant variance σ 2 =
µ0 φ (homoscedasticity), the Poisson distribution with
a variance equal to the mean, hence σ 2 = µ1 , and
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the class of Poisson multiples that have a variance proportional to the mean, hence σ 2 = µ1 φ, the
gamma(α, β) distributions, having, in the parameterization as required, a fixed shape parameter, and hence
a constant coefficient of variation σ/µ, therefore
σ 2 = µ2 φ, and the inverse Gaussian(α, β) distributions, having in the µ, φ parameterization as required,
a variance equal to α/β 2 = σ 2 = µ3 φ. Note that φ
should not affect the mean, while the variance should
equal V (µ)φ for a certain variance function V (·) for
the distribution to fit in the GLM framework as given.
The variance of Yi describes the precision of the
i th observation. Apart from weight, this precision is
constant for the normally distributed random variables. Poisson random variables are less precise for
large parameter values than for small ones. So for
small values, smaller estimation errors of fitted values are allowed than for large observed values. This is
even more strongly the case for gamma distributions
as well as for the inverse Gaussian distributions.
The least refined linear model one can study uses
as a systematic component only the constant term,
hence ascribes all variation to chance and denies any
influence of the collateral data. In the GLM literature,
this model is called the null model. Every observation
is assumed to have the same distribution, and the
(weighted) average Y is the best estimator for every
µi . At the other extreme, one finds the so-called full
model, in which every unit of observation i has its
own parameter. Maximizing the total likelihood then
produces the observation Yi as an estimator of µi . The
model merely repeats the data, without condensing it
at all, and without imposing any structure. In this
model, all variation between the observations is due
to the systematic effects. The null model will in
general be too crude, the full model has too many
parameters for practical use. Somewhere between
these two extremes, one has to find an ‘optimal’
model. This model has to fit well, in the sense
that the predicted outcomes should be close to the
actually observed values. On the other hand, the
fewer parameters it has, the more attractive the model
is. There is a trade-off between the predictive power
of a model and its manageability.
In GLM analyses, the criterion to determine the
quality of a model is the (scaled) deviance, based on
the log-likelihood of the model. From mathematical
statistics it is known that under the null hypothesis
that a certain refinement of the model is not an actual
improvement, −2 times the gain in log-likelihood
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approximately has a χ 2 -distribution (see Continuous
Parametric Distributions) with degrees of freedom
the number of parameters that have to be estimated
additionally. The scaled deviance equals −2 times
the logarithm of the likelihood ratio of two models, the deviance is the scaled deviance multiplied
by the dispersion parameter φ. In the GLM framework, the deviance is a statistic, observable from
the data. By analyzing the deviance, one can look
at a chain of ever refined models and judge which
of the refinements lead to a significantly improved
fit, expressed in the maximal likelihood. Not only
should the models to be compared be nested with
subsets of parameter sets, possibly after reparameterization by linear combinations, but also the link
function and the error distribution should be the
same. A bound for the log-likelihood is the one of
the full model, which can serve as a yardstick. The
deviance of two nested models can be computed as
the difference between the deviances of these models
to the full model. In this sense, the deviance is
additive.
To judge if a model is good enough and where it
can be improved, one looks at the residuals, the differences between actual observations and the values
predicted for them by the model, standardized by taking into account the variance function, filling in the
parameter estimates. One might look at the ordinary
Pearson residuals but in this context it is preferable to
look at deviance residuals based on the contribution
of this observation to the maximized log-likelihood.
For the normal distribution with the identity function
as a link, the sum of the squares of the standardized
(Pearson) residuals has a χ 2 distribution and is proportional to the difference in maximized likelihoods;
for other distributions, this quantity provides an alternative for the difference in maximized likelihoods to
compare the goodness-of-fit.

Marginal Totals Equations and Maximum
Poisson Likelihood
A sound method to determine insurance premiums
is the method of marginal totals. The basic idea
behind it is the same as the one behind the actuarial
equivalence principle: in a ‘good’ tariff system, for
large groups of insureds, the total premium to be paid
equals the observed loss. If for instance, our model
states Xij ≈ αi βj , we determine estimated values α̂i
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and β̂j in such a way that this condition is met for
all groups of risks for which one of the risk factors,
either the row number i or the column number j,
is constant. The equivalence does not hold for each
cell, but it does on the next higher aggregation level
of rows and columns.
In the multiplicative model, to estimate the parameters, one has to solve the following system of
marginal totals equations, consisting of as many equations as unknowns


wij αi βj =
wij yij for all columns j ;
i



i

wij αi βj =

j



wij yij

for all rows i.

(2)

j

If all estimated and observed row totals are the same,
the same holds for the sum of all these row totals.
So the total of all observations equals the sum of
all estimates. Hence, one of the equations in (2) is
superfluous, since each equation in it can be written
as a linear combination of all the others. This is in
line with the fact that the αi and the βj in (2) are
only identified up to a multiplicative constant.
The heuristic justification of the method of marginal totals applies for every interpretation of the
Xij . But if the Xij denote claim numbers, there is
another explanation, as follows. Suppose the number
of claims caused by each of the wij insureds in cell
(i, j ) has a Poisson(λij ) distribution with λij = αi βj .
Then estimating αi and βj by maximum likelihood or
by the marginal totals method gives the same results.
This is shown as follows. The total number of claims
in cell (i, j ) has a Poisson(wij λij ) distribution. The
likelihood of the parameters λij with the observed
numbers of claims sij then equals
L=


i,j

e−wij λij

(wij λij )sij
.
sij !

(3)

By substituting the relation E[Yij ] = E[Sij ]/wij =
λij = αi βj and maximizing log L for αi and βj , one
gets exactly the system of equations (2). Note that to
determine maximum likelihood estimates, knowledge
of the row sums and column sums suffices, and these
are in fact sufficient statistics.
One way to solve the equations to be fulfilled
by the maximum likelihood parameter estimates is
to use Newton–Raphson iteration, which, in a onedimensional setting, transforms the current best guess

xt for the root of an equation f (x) = 0 into a hopefully better one xt+1 as follows:
xt+1 = xt − (f  (xt ))−1 f (xt ).

(4)

For a p-dimensional optimization, (4) is valid as well,
except that the points x are now vectors, and the
reciprocal is now the inverse of a matrix of partial
derivatives. So the matrix of second derivatives of the
log-likelihood function l, that is, the Hessian matrix is
needed. The algorithm of Nelder and Wedderburn [9]
does not use the Hessian itself, but rather its expected
value, the information matrix. The technique that
arises in this way is called Fisher’s scoring technique.
It can be shown that the iteration step in this case
boils down to solving a weighted regression problem.

Generalized Linear Models and Reserving
Methods
To estimate reserves to be held, for instance, for
claims that are incurred, but not reported (IBNR) or
variants thereof, one often uses a run-off triangle with
development year represented horizontally and year
of origin represented vertically, as in the tables below.
We can give various methods of which each reflects
the influence of a number of exogenous factors. In the
direction of the year of origin, variation in the size
of the portfolio will have an influence on the claim
figures. On the other hand, for the factor development year, changes in the claim handling procedure
as well as in the speed of finalization of the claims
will produce a change. The figures on the diagonals
correspond to payments in a particular calendar year.
Such figures will change because of monetary inflation and also by changing jurisprudence or increasing
claim proneness. As an example, in liability insurance for the medical profession, the risk increases
each year, and if the amounts awarded by judges get
larger and larger, this is visible along the diagonals. In
other words, the so-called separation models, which
have as factors the year of development and the calendar year, would be the best choice to describe the
evolution of portfolios like these.
Obviously, one should try to get as accurate a picture as possible about the stochastic mechanism that
produced the claims, test this model if possible, and
estimate the parameters of this model optimally to
construct good predictors for the unknown observations. Very important is how the variance of claim
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Table 1
Year of
origin
1
..
.

t −n+1
..
.
t

Random variables in a run-off triangle
Development year
1

···

n

···

t

X11
..
.

···

X1n
..
.

···

X1t
..
.

Xt−n+1,1
..
.
Xt1

···
···

Xt−n+1,n
..
.
Xtn

···
···

Xt−n+1,t
..
.
Xtt

figures is related to the mean value. This variance
can be more or less constant, it can be proportional
to the mean, proportional to the square of the mean,
or have some other relation with it.
We will describe a very basic Generalized Linear
Model that contains as special cases some often used
and traditional actuarial methods to complete a runoff triangle, such as the arithmetic and the geometric
separation methods as well as the chain-ladder
method. In Table 1, the random variable Xij for
i, j = 1, 2, . . . , t denotes the claim figure for year
of origin i and year of development j, meaning
that the claims were paid in calendar year i + j −
1. For (i, j ), combinations with i + j ≤ t + 1, Xij
has already been observed, otherwise it is a future
observation. As well as claims actually paid, these
figures may also be used to denote quantities such
as loss ratios. As a model we take a multiplicative
model having three factors, in this case, a parameter
for each row i, each column j and each diagonal
k = i + j − 1, as follows:
Xij ≈ αi βj γk .

(5)

The deviation of the observation on the left-hand
side from its model value on the right-hand side is
attributed to chance. To get a linear model, we introduce dummies to indicate whether row, column, or
diagonal number have certain values. As one sees,
if we assume further that the random variables Xij
are independent and restrict their distribution to be in
the exponential dispersion family, the model specified
is a Generalized Linear Model as introduced above,
where the expected value of Xij is the exponent of
the linear form log αi + log βj + log γi+j −1 , such that
there is a logarithmic link. Year of origin, year of
development, and calendar year act as explanatory
variables for the observation Xij . We will determine
maximum likelihood estimates of the parameters αi ,
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βj and γk , under various assumptions for the probability distribution of the Xij . It will turn out that in
this simple way, we can generate some widely used
reserving techniques.
Having found estimates of the parameters, it is
easy to extend the triangle to a square, simply by
taking X̂ij = α̂i βˆj γ̂k . Determining estimates for the
future payments is necessary to determine an estimate
for the reserve to be kept on the portfolio. This
reserve should simply be equal to the total of all these
estimates. A problem is that there are no data on the
values of the γk parameters for calendar years k with
k > t. The problem can be solved, for instance, by
assuming that they have a geometric relation, with
γk ∝ γ k for some real number γ .

The Chain-ladder Method as a
Generalized Linear Model
The first method that can be derived from the threefactor model above is the chain-ladder method. The
idea behind the chain-ladder method is that in any
development year, about the same total percentage of
the claims from each year of origin will have been
settled. In other words, in the run-off triangle, the
columns are proportional. But the same holds for the
rows, since all the figures in a row are the same
multiple of the payment in year of development 1.
One may determine the parameters by least squares or
by any heuristic method. To put this in the three factor
model framework, assume the parameters αi and βj
are estimated by maximum likelihood, γk ≡ 1, and
Xij ∼ Poisson(αi βj ) independent.

(6)

To show how the likelihood maximization problem
involved can be solved, we first remark that one
of the parameters is superfluous, since if in (6) we
replace all αi and βj by δαi and βj /δ we get the
same expected values. To resolve this ambiguity, we
impose an additional restriction on the parameters.
It is natural to impose β1 + · · · + βt = 1, since this
allows the βj to be interpreted as the fraction of
claims settled in development year j, and αi as the
‘volume’ of year of origin i : it is the total of the
payments made. We know that the observations Xij ,
i, j = 1, . . . , t; i + j ≤ t follow a Poisson distribution with a logarithmic model for the means, and we
demonstrated above that the marginal
 totals of the
triangle, hence the row sums Ri = j Xij and the
column sums Kj of the observed figures Xij must
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then be equal to the predictions j α̂i β̂j and i α̂i β̂j
for these quantities. By the special triangular shape
of the data, the resulting system of marginal totals
equations admits a simple solution method, see also
Table 2.
1. From the first row sum equality α̂1 (β̂1 + · · · +
β̂t ) = R1 it follows that α̂1 = R1 . Then from
α̂1 β̂t = Kt , one finds the value of β̂t .
2. Assume that, for a certain n < t, estimates
β̂n+1 , . . . , β̂t , and α̂1 , . . . , α̂t−n have been found.
Then look at the following two marginal totals
equations:
α̂t−n+1 (β̂1 + · · · + β̂n ) = Rt−n+1 ;

(7)

(α̂1 + · · · + α̂t−n+1 )β̂n = Kn .

(8)

By the fact that β̂1 + · · · + β̂t = 1 was assumed,
equation (7) directly produces a value for α̂t−n+1 ,
and then one can compute β̂n from equation (8).
3. Repeat step 2 for n = t − 1, t − 2, . . . , 1.
We will illustrate by an example how we can express
the predictions for the unobserved part of the rectangle resulting from these parameter estimates in
the observations, see Table 3. Consider the (3, 4)
element in this table, which is denoted by ∗. This
is a claim figure for the next calendar year 6, which
is just beyond the edge of the observed figures. The
prediction of this element is
X̂34 = α̂3 β̂4 =

α̂3 (β̂1 + β̂2 + β̂3 )β̂4 (α̂1 + α̂2 )
(α̂1 + α̂2 )(β̂1 + β̂2 + β̂3 )

C ×B
.
(9)
A
Here B , for instance, denotes the total of the B elements in Table 3, which are observed values. The
last equality is valid because the estimates α̂i and β̂j
=

Table 2
Year of
origin
1
..
.

The marginal totals equations in a run-off triangle
Development year
1

···

α1 β 1

Total

···

α1 β n

t − n + 1 αt−n+1 β1
..
.
t

n

t

Total

α1 β t

R1
..
.

αt−n+1 βn

Rt−n+1
..
.

αt β1
K1

Rt
···

Kn

···

Kt

Table 3 Illustrating the completion of a run-off rectangle
with chain-ladder predictions

1
2
3
4
5

1

2

3

4

5

A
A
C
D
•

A
A
C
D

A
A
C
D̂

B
B
∗
∗∗

•

satisfy the marginal totals property, and B and C
are directly row and column sums of the observations,
while A = R1 + R2 − (K5 + K4 ) is expressible in
these quantities as well.
The prediction ∗∗ for X̂44 can be computed from
the marginal totals in exactly the same way by
X̂44 =

D ×B
A

=

D × (B + ∗)
,
A +C

(10)

where the sum D includes D̂. Note that this is not an
actual observation but a prediction for it, constructed
as above. The last equality can easily be verified, and
it shows that, for later calendar years than the next
also, the correct prediction is obtained by following
the procedure (9) used for an observation in the next
calendar year. This procedure is exactly how the
rectangle is completed from the run-off triangle in the
basic chain-ladder method. Note that this procedure
produces the same estimates to complete the square if
we exchange the roles of development year and year
of origin, hence take the mirror image of the triangle
around the diagonal. Also note that in descriptions of
the chain-ladder method, in general, the convention
is used that the figures displayed represent rowwise
cumulated claim figures.

Some Other Reserving Methods
In both the arithmetic separation method and the
geometric separation method, the claim figures Xij
are also explained by two aspects of time, namely a
calendar year effect γk , where k = i + j − 1, and a
development year effect βj . So inflation and run-off
pattern are the determinants for the claim figures in
this case. For the arithmetic separation method we
assume
Xij ∼ Poisson(βj γk ) independent; αi ≡ 1.

(11)

Again, βj and γk are estimated by maximum likelihood. Since this is again a Poisson model with

Generalized Linear Models
log-link, the marginal totals property must hold here
as well. In this model, these marginal totals are the
column sums and the sums over the diagonals, that
is, those cells (i, j ) with i + j − 1 = k.
In the separation models such as (11), and (12)
below, one assumes that in each year of development
a fixed percentage is settled, and that there are additional effects that operate in the diagonal direction
(from top-left to bottom-right) in the run-off triangle. So this model describes best the situation that
there is inflation in the claim figures, or when the
risk increases by other causes. The medical liability
risk, for instance, increases every year. This increase
is characterized by an index factor for each calendar
year, which is a constant for the observations parallel to the diagonal. One supposes that in Table 1, the
random variables Xij are average loss figures, where
the total loss is divided by the number of claims, for
year of origin i and development year j.
By a method very similar to the chain-ladder computations, one can also obtain parameter estimates in
the arithmetic separation method. This method was
originally described in [11], and goes as follows. We
have E[Xij ] = βj γi+j −1 . Again, the parameters βj ,
j = 1, . . . , t describe the proportions settled in development year j. Assuming that the claims are all settled
after t development years, one has β1 + · · · + βt = 1.
Using the marginal totals equations, cf. Table 2, one
can determine directly the optimal factor γ̂t , reflecting
base level times inflation, as the
 sum of the observations on the long diagonal i Xi,t+1−i . Since βt
occurs in the final column only, one has β̂t = X̂1t /γ̂t .
With this, one can compute γ̂t−1 , and then β̂t−1 ,
and so on. Just as with the chain-ladder method,
the estimates thus constructed satisfy the marginal
totals equations, and hence are maximum likelihood
estimates.
To fill out the remaining part of the square, one
also needs values for the parameters γt+1 , . . . , γ2t ,
to be multiplied by the corresponding β̂j estimate.
These can be found, for instance, by extrapolating
the sequence γ̂1 , . . . , γ̂t in some way. This can be
done with many techniques, for instance, loglinear
extrapolation.
The geometric separation method involves maximum likelihood estimation of the parameters in the
following statistical model:
log Xij ∼ N(log(βj γk ), σ 2 ) independent; αi ≡ 1.
(12)

7

Here σ 2 is an unknown variance, and k = i + j − 1
is the calendar year. We get an ordinary regression model with E[log Xij ] = log βj + log γi+j −1 . Its
parameters can be estimated in the usual way, but
they can also be estimated recursively
in the way

described above, starting from j βj = 1.
Note that the values βj γi+j −1 in this model are
not the expected values of Xij ; one has E[Xij ] =
2
eσ /2 βj γi+j −1 . They are, however, the medians.
In De Vijlder’s least-squares method, it is assumed
are determined by
that γk ≡ 1 holds, while αi and βj
2
minimizing the sum of squares
i,j (Xij − αi βj ) .
But this is tantamount to determining αi and βj by
maximum likelihood in the following model:
Xij ∼ N(αi βj , σ 2 ) independent; γk ≡ 1. (13)
Just as with the chain-ladder method, this method
assumes that the payments for a particular year of
origin/year of development combination result from
two elements. First, a parameter characterizing the
year of origin, proportional to the size of the portfolio
in that year. Second, a parameter determining which
proportion of the claims is settled through the period
that claims develop. The parameters are estimated by
least squares.
The basic three-factor model (5) reduces to the
chain-ladder model when the parameters γk are left
out and Xij ∼ Poisson, to the arithmetic separation
method when the parameters αi are left out. One
may also reduce the parameter set of the chain-ladder
model by requiring that the development factors have
a geometric pattern βj ∝ β j , or by requiring that
αi ∝ α i for some real numbers β and α. Especially
if one corrects for the known portfolio size ni in year
i, using in fact parameters of the form ni α i , it might
prove that a model with fewer parameters but a fit of
similar quality arises.

An Example
In [6], one finds the example of Table 4. The numbers
in the triangle are the known numbers of payments
up to December 31, 2007, totaled by year of origin
i (row-wise) and development year j (column-wise).
The triangle of Table 4 contains data of new contracts
only, which may occur, for instance, when a new type
of policy was issued for the first time in 2000. The
business written in this year on average has had only
half a year to produce claims in 2000, which is why
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Table 4 A run-off triangle with numbers of payments
by development year (horizontally) and year of origin
(vertically)
Development year

Year of
origin

1

2

3

4

5

6

7

8

2000
2001
2002
2003
2004
2005
2006
2007

101
99
110
160
161
185
178
168

153
121
182
197
254
201
261

52
76
80
82
85
86

17
32
20
38
46

14
10
21
19

3
3
2

4
1

1

the numbers in the first column are somewhat lower
than those in the second. On the basis of these claim
figures, we want to make predictions about claims
that will be paid, or filed, in calendar years 2008
and after. These future years are to be found in the
bottom-right part of Table 4. The goal of the actuarial
reserving techniques is to predict these figures, so as
to complete the triangle into a square. The total of the
figures found in the lower right triangle is the total
estimated number of claims that will have to be paid
in the future from the premiums that were collected in
the period 2000–2007. Assuming for simplicity that
the amount of the claim is fixed, this total is precisely
the reserve to be kept. The development pattern is
assumed to last eight years. It is obvious that there
are many branches, notably in liability, where claims
may still be filed after a time longer than eight
years. In that case, one has to make predictions about
development years after the seventh, of which our
run-off triangle provides no data. One not only has
to complete a square, but also to extend the triangle
into a rectangle containing more development years.
The usual practice is to assume that the development
procedure is stopped after a number of years, and to
apply a correction factor for the payments made after
the development period considered.
Obviously, introducing parameters for the three
time aspects, year of origin, year of development
and calendar year, sometimes leads to overparameterization. From all these parameters, many should
be dropped, that is, taken equal to 1. Others might
be required to be equal, for instance, by grouping classes having different values for some factor
together. Admitting classes to be grouped, however,
leads to many models being considered simultaneously, and it is sometimes hard to construct proper

significance tests in these situations. Also, a classification of which the classes are ordered, such as
age class or bonus–malus step (see Bonus–Malus
Systems), might lead to parameters giving a fixed
increase per class, except perhaps at the boundaries
or for some other special class. In a loglinear model,
replacing arbitrary parameter values associated with
factor levels (classes) by a geometric progression
in these parameters is easily achieved by replacing
the dummified factor by the actual levels again, or
in GLM parlance, treating this variable as a variate instead of as a factor. Replacing arbitrary values
αi , with α1 = 1, by a geometric progression α i−1
for some real α means that the portfolio is assumed
to grow or shrink, by a fixed percentage each year.
Doing the same to the parameters βj means that the
proportion settled decreases by a fixed fraction with
each development year. Quite often, it is reasonable
to assume that the first development year is different from the others. In that case, one does best to
allow a separate parameter for the first year, taking parameters β1 , β 2 , β 3 , . . . for some real numbers
β1 and β. Instead of with the original t parameters β1 , . . . , βt , one works with only two parameters.
By introducing a new dummy explanatory variable
to indicate whether the calendar year k = i + j − 1
with observation Xij is before or after k0 , and letting
it contribute a factor 1 or δ to the mean respectively, one gets a model involving a year in which
the inflation was different from the standard fixed
inflation of the other years. To test if a model can be
reduced without significant loss of fit, we analyze the
deviances. Some regression software leaves it to the
user to resolve the problems arising from introducing
parameters with variables that are dependent of the
others, the so-called ‘dummy trap’ (multicollinearity). This happens quite frequently, for instance, if
one takes all three effects in the basic three-factor
model (5) to be geometric, as with predictors
X̂ij = µ̂α̂ i−1 β̂ j −1 γ̂ i+j −2 ,

(14)

the last of these three parameters may be taken equal
to 1. Here µ̂ = X̂11 is introduced in order to be able
to write the other parameters in this simple form, just
as one can without loss of generality take α1 = β1 =
γ1 = 1 in the basic three-factor model (5) by writing it as Xij ∼ µαi βj γk . The parameter µ = E[X11 ]
is the level in the first year of origin and development year 1. It can be shown that the same
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model I has only six more parameters to be estimated than model II. Notice that for model I with
E[Xij ] = µαi βj γi+j −1 , there are 3(t − 1) parameters
to be estimated from t (t + 1)/2 observations, hence
model I only makes sense if t ≥ 4. All other models are nested in Model I, since its set of parameters
contains all other ones as a subset. The predictions
for model I best fit the data. About the deviances and
the corresponding numbers of degrees of freedom,
the following can be said. The chain-ladder model II
is not rejected statistically against the fullest model I
on a 95% level, since it contains six parameters less,
and the χ 2 critical value is 12.6 while the difference
in scaled deviance is only 12.3. The arithmetic separation model III fits the data approximately as well
as model II. Model IV with an arbitrary run-off pattern βj and a constant inflation γ can be shown to be
equivalent to model V, which has a constant rate of
growth for the portfolio. Model IV, which is nested
in III and has six parameters less, predicts significantly worse. In the same way, V is worse than II.
Models VI and VII again are identical. Their fit is
bad. Model VIII, with a geometric development pattern except for the first year, seems to be the winner:
with five parameters less, its fit is not significantly
worse than model II in which it is nested. It does fit
better than model VII in which the first column is not
treated separately. Comparing VIII with IX, we see
that a constant rate of growth in the portfolio must
be rejected in favor of an arbitrary growth pattern. In
model X, there is a constant rate of growth as well
as a geometric development pattern. The fit is bad,
mainly because the first column is so different.
From model XI, having only a constant term, we
see that the ‘percentage of explained deviance’ of
model VIII is more than 98%. But even model IX,

Table 5 Parameter set, degrees of freedom (= number
of observations minus number of estimated parameters),
and deviance for several models applied to the data of
Table 4
Model

Parameters used

Df

Deviance

I
II
III
IV
V
VI
VII
VIII
IX
X
XI

µ, αi , βj , γk
µ, αi , βj
µ, βj , γk
µ, βj , γ k−1
µ, α i−1 , βj
µ, αi , γ k−1
µ, αi , β j −1
µ, αi , β1 , β j −1
µ, α i−1 , β1 , β j −1
µ, α i−1 , β j −1
µ

15
21
21
27
27
27
27
26
32
33
35

25.7
38.0
36.8
59.9
59.9
504
504
46.0
67.9
582
2656

9

predictions are obtained using either of the models
E[Xij ] = µαi β j −1 and E[Xij ] = µαi γ i+j −2 . Completing the triangle of Table 4 into a square by using
Model VIII, see Table 5 and formula (15), produces
Table 6. The column ‘Total’ contains the row sums
of the estimated future payments, hence exactly the
amount to be reserved regarding each year of origin. The figures in the top-left part are estimates of
the already observed values, the ones in the bottomright part are predictions for future payments. To
judge which model best fits the data, we estimated
a few models, all assuming the observations to be
Poisson(αi βj γi+j −1 ). See Table 5. Restrictions like
βj = β j −1 or γk ≡ 1 were imposed to reproduce
various reduced models. Note that the nesting structure between the models can be inferred by noting
that βj ≡ 1 ⊂ β j −1 ⊂ {β1 , β j −1 } ⊂ βj , and so on. It
can be verified that in model I, one may choose
γ8 = 1 without loss of generality. This means that

Table 6 The claim figures of Table 4 estimated by Model VIII (15) below. The last column gives the totals for all the
future predicted payments
Development year

Year of
origin

1

2

3

4

5

6

7

8

Total

2000
2001
2002
2003
2004
2005
2006
2007

102.3
101.6
124.0
150.2
170.7
159.9
185.2
168.0|

140.1
139.2
169.9
205.8
233.9
219.1
253.8|
230.2

59.4
59.1
72.1
87.3
99.2
92.9|
107.6
97.6

25.2
25.0
30.6
37.0
42.1|
39.4
45.7
41.4

10.7
10.6
13.0
15.7|
17.8
16.7
19.4
17.6

4.5
4.5
5.5|
6.7
7.6
7.1
8.2
7.4

1.9
1.9|
2.3
2.8
3.2
3.0
3.5
3.2

0.8|
0.8
1.0
1.2
1.4
1.3
1.5
1.3

0.0
0.8
3.3
10.7
30.0
67.5
185.8
398.7

10
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which contains only a constant term and three other
parameters, already explains 97.4% of the deviation.
The estimated model VIII gives the following
predictions:


i = 1 : 1.00
 i = 2 : 0.99 


 i = 3 : 1.21 


 i = 4 : 1.47 
VIII: X̂ij = 102.3 × 

 i = 5 : 1.67 


 i = 6 : 1.56 
 i = 7 : 1.81 
i = 8 : 1.64
× 3.20j =1 × 0.42j −1 ,

(15)

where j = 1 should be read as a Boolean expression,
with value 1 if true, 0 if false (in this case, for the
special column with j = 1). Model IX leads to the
following estimates:
IX: X̂ij = 101.1 × 1.10i−1 × 3.34j =1 × 0.42j −1 .
(16)
The Poisson distribution with year of origin as well
as year of development as explanatory variables, thus
the chain-ladder method, is appropriate to model the
number of claims. For the claim sizes, the portfolio size, characterized by the factors αi , is irrelevant.
The inflation, hence the calendar year, is an important factor, and so is the development year, since
only large claims lead to delay in settlement. So
for this situation, the separation models are better
suited.

hence 0.8 + · · · + 398.7 = 696.8 = 26.42 . If there is
overdispersion present in the model, the variance
must be multiplied by the estimated overdispersion
factor. The actual variance of course also includes
the variation of the estimated mean, but that is harder
to come by. Again assuming that all parameters have
been correctly estimated and that the model is also
correct, including the independence of claim sizes
and claim numbers, the figures in Table 6 are predictions for Poisson random variables with mean λ.
The parameters λ of the numbers of claims can be
obtained from Table 5. Doray [3] gives UMVUE’s of
the mean and variance of IBNR claims for a model
with log-normal claim figures, explained by row and
column factors.
As we have shown, ML-estimation in case of
independent Poisson (αi βj ) variables Xij can be performed using the algorithm known as the chain-ladder
method. Mack [7] explored the model behind the
chain-ladder method, describing a minimal set of
distributional assumptions under which doing these
calculations makes sense. Aiming for a distributionfree model, he cannot specify a likelihood to be
maximized, so he endeavors to find minimum variance unbiased estimators instead.
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Genetics and Insurance
Genetics – Some Basic Facts
Genetics is today a vast subject, but it is necessary to
know only a small part of it to appreciate its impact
on insurance. In this short summary, we ignore all
complications; see [32, 35], for a full account, or
[8, 9], for introductions aimed at insurance.
Most cells in the human body have a nucleus
that contains 23 pairs of chromosomes. One pair
(the X and Y chromosomes) determines sex; women
have two X chromosomes, men have an X and a
Y chromosome. The other 22 pairs are homologous.
Because every cell is descended from the fertilized
egg by a process of binary cell division in which
the chromosomes are duplicated, the chromosomes
in every cell ought to be identical. Mutations arise
when the duplicating process makes errors, or when
chromosomes are damaged, hence genetic disorders
may arise.
Chromosomes are simply very long sequences
of DNA, arranged in the famous double helix. A
gene is a region of DNA at a particular locus on
a chromosome, whose DNA sequence encodes a
protein or other molecule. Genes can be regulated to
produce more or less of their gene product as required
by the body. A mutated gene has an altered DNA
sequence so it produces a slightly different protein
or other product. If this causes disease, it is usually
eliminated from the gene pool by selective pressure,
hence genetic disorders are relatively rare. However,
many mutations are harmless, so different varieties of
the same gene called alleles may be common, leading
to different physical characteristics (such as blue and
brown eyes) called the phenotype, but not necessarily
to disease.
Sperm and eggs each contain just 23 chromosomes, one of each type. When they fuse at conception, the fertilized egg has a full complement of
chromosomes, hence two copies of each gene (other
than those on the X and Y chromosomes). Sometimes
different alleles of a single gene cause an unambiguous variation in the fully developed person. The
simplest example is a gene with two alleles, and this
is the basis of Mendel’s laws of inheritance, first published in 1865. For example, if we denote the alleles
A and a, then the possible genotypes are AA, Aa,
and aa. The distribution of genotypes of any person’s

parents depends on the distribution of the A and a
alleles in the population. Assuming that each parent passes on either of their alleles to any child with
probability 1/2, simple combinatorics gives the probability distribution of the genotypes of the children
of given parents. The distribution of the childrens’
phenotypes depends on whether one of the alleles
is dominant or recessive. A dominant allele overrules a recessive allele, so if A is dominant and a
is recessive, genotypes AA and Aa will display the A
phenotype, but only aa genotypes will display the a
phenotype. Simple combinatorics again will give the
distribution of phenotypes; these are Mendel’s laws.
Simple one-to-one relationships between genotype
and phenotype are exceptional. The penetrance of a
given genotype is the probability that the associated
phenotype will appear. The phenotype may be present
at birth (eye color for example) or it may only
appear later (development of an inherited cancer for
example). In the latter case, penetrance is a function
of age. In the case of disease-causing mutations, the
burden of disease results from the frequency of the
mutations in the population, their penetrances, and
the possibilities, or otherwise, of treatment.

Developments in Human Genetics
Human genetics has for a long time played a part in
insurance underwriting, though it has only recently
attracted much attention. Some diseases run strongly
in families, with a pattern of inheritance that conforms to Mendel’s laws; these are the single-gene
disorders, in which a defect in just one of the 30 000
or so human genes will cause disease. A few of these
genes cause severe disease and premature death, but
with onset deferred until middle age, typically after
having had children; this is why these mutations
are able to persist in the population. Examples are
Huntington’s disease (HD), early-onset Alzheimer’s
disease (EOAD), adult polycystic kidney disease
(APKD), and familial breast cancer (BC). When a
family history of such a disorder is disclosed on an
insurance proposal form, the decision has often been
to charge a very high extra premium or to decline the
proposal.
Quite different from the single-gene disorders are
the multifactorial disorders, in which several genes,
influenced by the environment, confer a predisposition to a disease. The majority of the genetic influences on common diseases like cancer or coronary

2

Genetics and Insurance

heart disease (CHD) are of this type. Underwriters
have often used the proposer’s parents’ ages at death
and causes of death as risk factors, for example, for
CHD, but without ever knowing how much of the
risk within a family might be genetic and how much
the result of shared environment. Not all familial risk
is genetic by any means.
Beginning in the early 1990s, geneticists began
to locate and to sequence the genes responsible for
major single-gene disorders. This work has tended
to show that their apparent simplicity, when all that
could be observed was their Mendelian mode of
inheritance, is not usually reflected in the underlying genetic mutations. Thus, HD was found to be
caused by an expanding segment of DNA of variable
length; two major genes were found to be responsible for most familial BC, and each of those to have
many hundreds of different disease-causing mutations; APKD was found to have two forms and so
on. Single genes have also been found to be associated with several diseases; thus, the discovery that an
allele of the APOE gene was associated with heart
disease gave rise to suggestions of genetic screening,
which were stopped dead when it was also discovered to be associated with Alzheimer’s disease (AD),
which is currently untreatable.
The sequencing of major disease-causing genes
meant that DNA-based genetic tests would become
available, which would be able to distinguish with
high reliability between people who did and did not
carry deleterious mutations, and among those who
did, possibly even the prognosis given a particular mutation. In the absence of such tests, all that
could be known is the probability that a person had
inherited a mutation, given their family history. For
example, HD is dominantly inherited, meaning that
only one of the two copies of the huntingtin gene (one
from each parent) need be mutated for HD to result.
But HD is very rare, so the probability that anyone’s
parents have more than one mutated huntingtin gene
between them is negligible, even in a family affected
by HD. Mendel’s laws then lead to the conclusion
that any child of a parent who carries a mutation will
inherit it with probability 1/2, and without a genetic
test, the only way to tell is to await the onset of
symptoms. Other forms of family history, for example, an affected grandparent but unaffected parent,
lead to more elaborate probabilities [31]. As an atrisk person ages and remains free of symptoms, the
probability that they do carry a mutation is reduced by

their very survival free of symptoms. For example, let
p(x) be the probability that a carrier of a HD mutation is free of symptoms at age x. Then the probability
that a child of an affected parent who is healthy at age
x is a carrier is 1/(1 + p(x)). This may be reflected
in underwriting guidelines, for example, in respect
of HD [5] recommended declinature below age 21,
then, extra premiums decreasing with age until standard rates at ages 56 and over. A DNA-based genetic
test resolves this uncertainty, which could result in
the offer of standard rates to a confirmed noncarrier,
but probably outright declinature of a confirmed carrier. Thus, the insurance implications of genetic tests
were clear from an early stage.
Research into multifactorial disorders lags far
behind that of single-gene disorders. The helpful factors of Mendelian inheritance and severely elevated
risk are generally absent, so multifactorial genotypes
are hard to find and the resulting risks are hard to
measure. Very large-scale studies will be needed to
make progress, for example, in the United Kingdom
the Biobank project aims to recruit a prospective sample of 500 000 people aged 45–69, to obtain DNA
samples from all of them and to follow them up
for many years. Even such a huge sample may not
allow the detection of genetic associations with relative risks lower than about 1.5 or 2 times normal [37].
The differences between the single-gene disorders
and multifactorial disorders are many. As far as insurance is concerned, the subset of single-gene disorders
that matters includes those that are rare, Mendelian,
highly penetrant, severe and often untreatable, or
treatable only by surgery. Multifactorial disorders are
common, non-Mendelian, are likely mostly to have
modest penetrance and to confer modest extra risks,
and may be amenable to medication or change in
lifestyle. It is not entirely clear why the great concerns over genetics and insurance, which have been
driven by single-gene disorders, should carry over to
multifactorial disorders with equal strength.

Responses to Genetics and Insurance
Issues
Public concerns center on privacy and the inappropriate use of genetic information, often naming insurers
and employers as those most eager to make mischief.
Potential difficulties with privacy go beyond the
usual need to treat personal medical information confidentially, because information may be requested
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about a proposer’s relatives without their being aware
of it, and any genetic information gained about
the proposer may also be informative about their
relatives. However, the actuarial dimension of this
question is limited and we will not discuss privacy
further.
Inappropriate use of genetic information means, to
many people, using it in the underwriting of insurance
contracts. The principles involved are no different
from those surrounding the use of sex or disability
in underwriting (except perhaps that the privacy of
persons other than the proposer may be invaded), but
genetics seems to stimulate unusually strong fears
and emotions. Many governments have responded
by imposing, or agreeing with their insurance industries, moratoria on the use of genetic information,
usually up to some agreed limit beyond which existing genetic test results may be used. There is general
agreement that insurers need not and should not ever
ask someone to be tested, so only existing test results
are in question.
The United Kingdom and Australia are of particular interest, because their governments have tried to
obtain evidence to form the basis of their responses
to genetics and insurance. In the United Kingdom,
the Human Genetics Commission (HGC) advises the
government [19, 20], and was instrumental in deciding the form of the moratorium (since 2001, genetic
test results may not be used to underwrite life insurance policies of up to £500 000, or other forms of
insurance up to £300 000). The industry body, the
Association of British Insurers (ABI) introduced a
code of practice [1] and appointed a genetics adviser,
who drew up a list of eight (later seven) late-onset,
dominantly inherited disorders of potential importance to insurers. The Genetics and Insurance Committee (GAIC), under the Department of Health, has
the task of assessing the reliability and actuarial relevance of particular genetic tests, for use with policies
that exceed the ceilings in the moratorium. In 2000,
GAIC approved the use of the test for HD in underwriting life insurance, but following reports that were
very critical of the industry [18, 19], the policy has
been reformed and the basis of that decision may
be reconsidered. In Australia, the Australian Law
Reform Commission (ALRC) has produced the most
thorough examination of the subject to date [2–4].
It recommends that a Human Genetics Commission
in Australia (HGCA) should be set up, and this
would approach the regulation of the use of genetic
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information in a manner quite similar to the GAIC
process. It remains to be seen if these interesting
and evidence-based approaches to the subject will
be followed by other countries; see [7, 25] for more
details.
In the course of the whole genetics debate, the
question of what exactly is genetic information [40]
has been raised. The narrowest definition would
include only information obtained by the direct examination of DNA [1], while the broadest would include
any information relating to any condition that might
be in any way genetic in origin. Differing views have
been reflected in the moratoria in different countries,
for example, that in Sweden covers family history
as well as genetic tests, while that in the United
Kingdom does not (though the HGC indicated that
it would revisit this in 2004).

Actuarial Modeling
Most actuarial modeling has concentrated on singlegene disorders, because it necessarily relies on genetic
epidemiology to parameterize any models, and that
is where the epidemiology is most advanced. We can
identify two broad approaches.
•

•

A top-down approach treats whole classes of
genetic disorder as if they were homogeneous.
This avoids the need to model individual disorders in detail, which in the case of multifactorial
disorders may be impossible just now anyway.
If, under extremely adverse assumptions, either
extra premiums or the costs of adverse selection are small, this is a useful general conclusion;
see [22–24] for examples. In the long run, this
approach is limited.
A bottom-up approach involves detailed modeling of individual disorders, and estimating the
overall premium increases or costs of adverse
selection by aggregation. Examples include models of BC and ovarian cancer [21, 28, 29, 36, 39],
HD [14, 15, 34], EOAD [11–13], APKD [16]
and AD [26, 27, 33, 38].

Multiple-state models are well suited to modeling
single-gene disorders because these naturally divide
the population into a reasonably small number of
subpopulations.
Figure 1 shows a model that includes all the
features needed to represent genetics and insurance
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i = 1: Not at risk
State 11
Not tested
Insured

State 10
Not tested
Not Ins'd

State 14
CI event

State 12
Tested
Not ins'd

State 15
Dead

i = 2: At risk, APKD mutation absent
State 21
Not tested
Insured

State 20
Not tested
Not ins'd

State 22
Tested
Not ins'd

State 24
CI event

State 25
Dead

State 13
Tested
Insured

i = 3: At risk, APKD mutation present
State 23
Tested
Insured

State 31
Not tested
Insured

State 30
Not tested
Not ins'd

State 32
Tested
Not ins'd

State 34
CI event

State 35
Dead

State 33
Tested
Insured

Figure 1 A Markov model of critical illness insurance allowing for family history of APKD and genetic testing. Source:
Gutiérrez & Macdonald [16]

problems, using critical illness (CI) insurance and
APKD as an example. APKD is rare (about 1 per
1000 persons), dominantly inherited and has no cause
except mutations in the APKD1 or APKD2 (or possibly other) genes. Therefore, at birth, 0.1% of persons have an APKD mutation, 0.1% are born into
families affected by APKD but do not carry a mutation, and 99.8% are born into families unaffected by
APKD and are not at risk. This determines the initial
distribution of the population in the starting states
10, 20, and 30. In these states, a person has not yet
bought insurance, nor have they had a genetic test.
They may then buy insurance without being tested
(move to the left) or be tested and then possibly buy
insurance (move to the right). Clearly, their decision
to buy insurance may be influenced by the result of a
test, and adverse selection may arise. At any time, a
person can suffer a ‘CI event’ – an illness that triggers
a claim, which would include kidney failure caused
by APKD – or can die. All the transition intensities
in this model may be functions of age, so it is Markov
(see Markov Chains and Markov Processes), and
computationally straightforward. Life insurance can
be modeled similarly but often survival after onset of
a genetic illness is age- and duration-dependent, and
a semi-Markov model results.
As well as adverse selection, this model captures
the market size (through the rate of insurance purchase), the prevalence of genetic testing, and the

frequency of mutations, all of which influence the
cost of adverse selection. It is also possible to group
states into underwriting classes, within each of which
the same premiums are charged, and thereby to represent underwriting based on family history, or under
any form of moratorium. And, just by inspecting the
expected present values (EPVs) of unit benefits and
unit annuities conditional on presence in an insured
state, the extra premiums that might be charged if
insurers could use genetic information can be found
(a simpler multiple decrement model would also suffice for this).
Parameterizing such a model is challenging. Intensities relating to morbidity and mortality can be
estimated in the usual way, relying on the medical
literature for rates of onset of the genetic disorder.
Intensities relating to insurance purchase can plausibly be based on market statistics or overall market
size. The rate of genetic testing is very difficult to
estimate. Testing is still fairly recent, so there is no
long-term experience. The take-up of testing varies a
lot with the severity of the disorder and the availability of treatment, so that even after nearly 10 years
of HD tests, only 10 to 20% of at-risk persons have
been tested [30].
Once the intensities in the model have all been
fixed or estimated, we proceed by solving Kolmogorov’s forward equations (see Markov Chains
and Markov Processes) for occupancy probabilities,
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or Thiele’s equations (see Life Insurance Mathematics) for EPVs of insurance cash flows [17]. With
jk
µx , the transition intensity between distinct states
jk
j and k, and t px , the probability that a person in
state j at age x will be in state k at age x + t (the
occupancy probability), Kolmogorov’s equations are:

∂ j k  j l lk
j k kl
t px µx+t −
t px µx+t .
t px =
∂t
l=k
l=k

(1)

(Note that we omit the i denoting genotype gi for
brevity here.) We can add insurance cash flows to the
model, with the convention that positive cash flows
are received by the insurer. If a continuous payment
j
is made at rate bx per annum while in state j at age
jk
x, or a lump sum of bx is made on transition from
state j to state k at age x, Thiele’s equations for the
j
statewise prospective reserves tVx , at force of interest
δ, at age x + t are
∂ j
j
j
tV = δ tVx + bx+t
∂t x

 jk  jk
−
µx+t bx+t + tVxk − tVxj .

(2)

k=j

These must be solved numerically.
The conclusions from such models, applied to
single-gene disorders, are consistent. We give an
example, for HD and life insurance, based on [14,
15]. The age at onset of HD is inversely related to
the number of times the trinucleotide CAG (cytosineadenine-guanine) is repeated in a certain region of
the huntingtin gene on chromosome 4. Brinkman
et al. [6] estimated the age-related penetrance for 40
to 50 CAG repeats, by Kaplan–Meier methods (see
Survival Analysis); these are shown in Figures 2
and 3. Also shown, as smooth curves, are modeled
penetrance functions from [15]. Brinkman’s study [6]
is, in fact, an unusually good and clear basis for
the fitted model, since the actual numbers in the
graphs were tabulated; many genetical studies merely
give penetrances in the form of point estimates at
a few ages or graphs of Kaplan–Meier estimates,
but we must acknowledge that actuarial models are
relatively demanding of the data. On the basis of this
model, and a conventional analysis of survival after
onset of HD [10], premium rates for life insurance
of various ages and terms are shown in Table 1
(expressed as a percentage of the standard rate that
would be paid by a healthy applicant). Note that these
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are specimens only, based on the mortality of the
population of England and Wales as expressed in the
English Life Table No. 15; an insurance company
might take account of the lower mortality typical
of insured persons, which would result in higher
premiums than in Table 1. This table shows the
following features:
•

•

Premiums increase rapidly with the number of
CAG repeats. Nevertheless, if there were fewer
than about 45 repeats, terms could be offered
within normal underwriting limits (in the UK,
cover would usually be declined if the premium
exceeded about 500% of the standard rate).
The premiums vary greatly with age and term,
suggesting the need for a model that takes account
of the heterogeneity of HD mutations. Note that
many other single-gene disorders could be as
heterogeneous, but few have such a simple underlying cause of heterogeneity as the length of a
trinucleotide repeat.

As mentioned above, the take-up of genetic testing
for HD is quite low, so many applicants may present
a family history of HD, and in some jurisdictions
this can be used in underwriting. Table 2 shows
premiums (as percentages of standard) in respect of
applicants who have an affected parent or sibling.
Note that these need the distribution of CAG repeat
length at birth among HD mutation carriers, see [15],
another complicating feature of any heterogeneous
disorder.
•

•

The premium rates based on family history decrease to negligible levels by age 50, consistent
with [5], because most HD mutations are so
highly penetrant that anyone who is free of symptoms at age 50 is unlikely to be a carrier.
Comparing Table 2 with Table 1, we see that
premiums based on a small number of CAG
repeats can sometimes be lower than those based
on family history, because the latter are in a
loose sense averaged over all CAG repeat lengths.
This raises the prospect of a person with (say)
40 or 41 CAG repeats requesting a premium
based on that information, even though it derives
from an adverse genetic test result that could not
be used under most moratoria. Again, this may
be a recurring feature of heterogeneous genetic
disorders.
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Figure 2 Penetrance estimates of onset of HD with 40 to 45 CAG repeats (crosses) and 95% confidence intervals, from
Gutiérrez & Macdonald [15], based on data from Brinkman et al. [6]. Also shown are fitted penetrance curves

The cost of adverse selection under any given
moratorium depends on the mutation frequencies, the
size of the market for any particular type of insurance,
the rate at which genetic testing takes place, how
people will react to learning that they carry a more
or less serious mutation, and the precise form of the
moratorium, as well as the mutation penetrance. The

cost can conveniently be expressed as the percentage
premium increase that would be needed to recover
it. In the case of HD and probably every other
single-gene disorder, the rarity of mutations is the
most important factor in any but a very small market,
and even quite extreme adverse selection would be
unlikely to require premium increases of more than
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Figure 3 Penetrance estimates of onset of HD with 46 to 50 CAG repeats (crosses) and 95% confidence intervals, from
Gutiérrez & Macdonald [15], based on data from Brinkman et al. [6]. Also shown are fitted penetrance curves

a fraction of 1%, if the use of family history was
still allowed. Higher costs are possible if family
history may not be used, and the cost for critical
illness insurance could be considerably greater than
for life insurance. References [13, 15, 16, 22–24,
36] suggest that, taking all genetic disorders together,
premium increases of 10% would be a conservative

upper limit for the cost of adverse selection in life
insurance.

Outstanding Issues
Molecular genetics is racing ahead of epidemiology,
and it may be some time before we have an accurate
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Table 1 Level net premium for level life insurance cover for persons with a known HD mutation, with 40 to 50 CAG
repeats, as a percentage of the premium for standard risks
Premium as percentage of standard

Sex of
applicant
Female

Policy
term
(years)

40
%

41
%

42
%

43
%

44
%

45
%

46
%

47
%

48
%

49
%

50
%

20

10
20
30
40
10
20
30
10
20
10
10
20
30
40
10
20
30
10
20
10

100
101
112
141
101
116
147
106
142
108
100
101
106
119
101
109
124
103
120
102

100
105
138
192
106
146
206
114
181
114
100
102
118
144
103
126
155
107
140
104

100
117
192
272
117
208
294
126
229
120
100
108
146
186
108
161
205
113
165
106

102
147
288
381
139
307
408
141
279
126
101
121
195
244
120
219
270
121
192
108

105
209
432
513
175
438
535
158
326
132
102
148
270
316
139
295
344
130
218
109

114
315
624
664
225
588
662
174
366
137
105
196
369
399
165
384
419
138
241
111

132
475
853
825
285
741
780
190
401
142
111
269
490
488
196
475
490
147
261
113

166
690
1107
990
349
885
884
205
430
147
123
367
624
581
230
561
552
155
278
114

219
951
1371
1154
414
1014
972
219
454
151
142
487
764
672
264
638
604
163
292
116

293
1242
1631
1310
477
1125
1044
231
474
155
169
621
902
760
298
705
648
170
304
117

387
1545
1877
1456
535
1220
1104
242
491
158
203
760
1032
842
329
762
684
176
314
119

30

40
50
20

Male

Number of CAG repeats

Age at
entry
(years)

30

40
50

Table 2 Level net premiums for level life
insurance cover as percentage of the level premium for standard risks, for persons with a
family history of HD (affected parent or sibling)
Age at
entry
(years)

Policy
term
(years)

Females
(%)

Males
(%)

20

10
20
30
40
10
20
30
10
20
10

114
211
297
293
122
187
208
107
130
102

105
150
202
203
112
151
160
103
115
101

30

40
50

default, genetics seems to be leading the way towards
‘evidence-based underwriting’.
•

•

•
picture of the financial impact of all the genetic
knowledge that is emerging from the laboratory.
Bodies like GAIC have a difficult task to perform,
as politicians and others demand answers before
the evidence base is properly in place. Almost by

At what point in the spectrum of genetic disorders, from highly penetrant single-gene disorders
to complex multifactorial disorders, should normal underwriting be allowed? Is genetic information so exceptional that nothing with the slightest
genetical content should be accessible to insurers?
There is often evidence that a rare mutation may
be highly penetrant, but its rarity prevents the
reliable estimation of relative risks. Amyloid precursor protein (APP) mutations associated with
EOAD is an example (from the ABI’s list). How
should this be handled within the framework of
evidence-based underwriting?
Heterogeneity leads to two problems. The first
is the obvious statistical one, that sample sizes
quickly become too small to be useful. Occasionally, as with HD, there is structure underlying the
heterogeneity that offers a basis for a model, but
that may be unusual. The second problem is that
if family history may be used in underwriting,
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•

premiums on that basis can exceed premiums
based on the less severe mutations, creating pressure for the use of adverse test results when that
would be to the applicant’s advantage.
The impact of multifactorial disorders on insurance is as yet largely unexplored, but we can
expect that many of the discoveries that will be
made in the future will concern them.
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Survival Analysis)
ANGUS S. MACDONALD

Hattendorff’s Theorem
Hattendorff’s Theorem (1868) [3] is one of the classical theorems of life insurance mathematics, all the
more remarkable for anticipating by more than 100
years one of the main results obtained by formulating
life insurance mathematics in a stochastic process
setting. It states that the losses in successive years
on a life insurance contract have mean zero and are
uncorrelated.
We will formulate the theorem in a modern setting,
following [4, 5]. Denote the total amount (benefits
minus premiums) or net outgo paid in the time interval (0, t] by B(t) (a stochastic process). Assuming
that the present value at time 0 of $1 due at time t is
v(t) (a stochastic process); the present value at time
0 of these payments is the random variable

V =

∞

v(s) dB(s).

(1)

this quantity L(r, t), then
 t
L(r, t) =
v(s) dB(s) + v(t)V (t) − v(r)V (r)
r

= M(t) − M(r).

The loss L(r, t) is seen to be the increment of the
martingale M(t), and Hattendorff’s Theorem follows
from the fact that martingales have increments with
mean zero, uncorrelated over nonoverlapping periods.
See also [1, 2, 6–8], for the development of this
modern form of the theorem.
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Heckman–Meyers
Algorithm

=

The Heckman–Meyers algorithm was first published
in [3]. The algorithm is designed to solve the following specific problem. Let S be the aggregate loss
random variable [2], that is,
S = X1 + X2 + · · · + XN ,

(1)

where X1 , X2 , . . . are a sequence of independent
and identically distributed random variables, each
with a distribution function FX (x), and N is a discrete random variable with support on the nonnegative integers. Let pn = Pr(N = n), n = 0, 1, . . .. It is
assumed that FX (x) and pn are known. The problem
is to determine the distribution function of S, FS (s).
A direct formula can be obtained using the law of
total probability.
FS (s) = Pr(S ≤ s)
=

∞


∞


=

eitx fX (x) dx,

PN (t) = E(t N ) =

(3)

∞


t n pn .

(4)

n=0

It should be noted that the characteristic function is
defined for all random variables and for all values
of t. The probability function need not exist for a
particular random variable and if it does exist, may do
so only for certain values of t. With these definitions,
we have
ϕS (t) = E(eitS ) = E[eit (X1 +···+XN ) ]

Pr(S ≤ s|N = n) Pr(N = n)

= E{E[eit (X1 +···+XN ) |N ]}
 

N



= E E  eitXj |N 



Pr(X1 + · · · + Xn ≤ s)pn

n=0
∞


−∞

√
where i = −1 and the second integral applies only
when X is an absolutely continuous random variable with probability density function fX (x). The
probability generating function of a discrete random variable N (with support on the nonnegative
integers) is

n=0

=

∞

j =1

FX∗n (s)pn ,



N

 itX 
E e j
=E



(2)

n=0

where FX∗n (s) is the distribution of the n-fold
convolution of X.
Evaluation of convolutions can be difficult and
even when simple, the number of calculations
required to evaluate the sum can be extremely large.
Discussion of the convolution approach can be found
in [2, 4, 5]. There are a variety of methods available to
solve this problem. Among them are recursion [4, 5],
an alternative inversion approach [6], and simulation
[4]. A discussion comparing the Heckman–Meyers
algorithm to these methods appears at the end of this
article. Additional discussion can be found in [4].
The algorithm exploits the properties of the characteristic and probability generating functions of random variables. The characteristic function of a random variable X is
 ∞
eitx dFX (x)
ϕX (t) = E(eitX ) =
−∞

j =1

=E


N



j =1



ϕXj (t)


= E[ϕX (t)N ] = PN [ϕX (t)].

(5)

Therefore, provided the characteristic function of X
and probability function of N can be obtained, the
characteristic function of S can be obtained.
The second key result is that given a random variable’s characteristic function, the distribution function can be recovered. The formula is (e.g. [7],
p. 120)
FS (s) =

1
1
+
2 2π


0

∞

ϕS (−t)eits − ϕS (t)e−its
dt.
it
(6)
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Evaluation of the integrals can be simplified by using
Euler’s formula, eix = cos x + i sin x. Then the characteristic function can be written as
 ∞
(cos ts + i sin ts) dFS (s) = g(t) + ih(t),
ϕS (t) =
−∞

(7)
and then

1
1
+
2 2π


0

∞

[g(−t) + ih(−t)][cos(ts) + i sin(ts)]
it

[g(t) + ih(t)][cos(−ts) + i sin(−ts)]
dt
−
it
 ∞
1
g(−t) cos(ts) − h(−t) sin(ts)
1
= +
2 2π 0
it

bk with discrete probability
where b0 < b1 < · · · <
Pr(X = bk ) = u = 1 − kj =1 aj (bj − bj −1 ). Then
the characteristic function of X is easy to obtain.

h(−t) cos(ts) + g(−t) sin(ts)
t
i[g(t) cos(−ts) − h(t) sin(−ts)]
+
t
h(t) cos(−ts) + g(t) sin(−ts)
−
dt.
t

(8)

Because the result must be a real number, the coefficient of the imaginary part must be zero. Thus,

0

∞

h(−t) cos(ts) + g(−t) sin(ts)
t

h(t) cos(−ts) + g(t) sin(−ts)
−
dt.
t

k 

j =1

(9)

This seems fairly simple, except for the fact that
the required integrals can be extremely difficult to
evaluate. Heckman and Meyers provide a mechanism
for completing the process. Their idea is to replace
the actual distribution function of X with a piecewise
linear function along with the possibility of discrete

bj

aj (cos tx + i sin tx) dx

bj −1

+ u(cos tbk + i sin tbk )
k

aj
j =1

+

1
1
+
2 2π

=

=

i[h(−t) cos(ts) + g(−t) sin(ts)]
+
it
g(t) cos(−ts) − h(t) sin(−ts)
−
it
i[h(t) cos(−ts) + g(t) sin(−ts)]
−
dt
it

1
1 ∞ −i[g(−t) cos(ts) − h(−t) sin(ts)]
= +
2 2π 0
t

FS (s) =

fX (x) = aj , bj −1 ≤ x < bj , j = 1, 2, . . . , k,

ϕX (t)

FS (s)
=

probability at some high value. For the continuous
part, the density function can be written as

t

(sin tbj − sin tbj −1

− i cos tbj + i cos tbj −1 ) + u(cos tbk + i sin tbk )
=

k

aj
j =1

t

(sin tbj − sin tbj −1 ) + u cos tbk



k

aj
+i
(− cos tbj + cos tbj −1 ) + u sin tbk 
t
j =1
= g ∗ (t) + ih∗ (t).

(10)

If k is reasonably large and the constants {bi , 0 ≤
i ≤ k} astutely selected, this distribution can closely
approximate almost any model.
The next step is to obtain the probability generating function of N. For frequently used distributions, such as the Poisson and negative binomial, it
has a convenient closed form. For the Poisson distribution with mean λ,
PN (t) = eλ(t−1)

(11)

and for the negative binomial distribution with mean
rβ and variance rβ(1 + β),
PN (t) = [1 − β(t − 1)]−r .

(12)

For the Poisson distribution,
ϕS (t) = PN [g ∗ (t) + ih∗ (t)]
= exp[λg ∗ (t) + λih∗ (t) − λ]
= exp[λg ∗ (t) − λ][cos λh∗ (t) + i sin λh∗ (t)],
(13)

Heckman–Meyers Algorithm
and therefore g(t) = exp[λg ∗ (t) − λ] cos λh∗ (t) and
h(t) = exp[λg ∗ (t) − λ] sin λh∗ (t). For the negative
binomial distribution, g(t) and h(t) are obtained in a
similar manner.
With these functions in hand, (9) needs to be evaluated. Heckman and Meyers recommend numerical
evaluation of the integral using Gaussian integration.
Because the integral is over the interval from zero to
infinity, the range must be broken up into subintervals. These should be carefully selected to minimize
any effects due to the integrand being an oscillating
function. It should be noted that in (9) the argument s
appears only in the trigonometric functions while the
functions g(t) and h(t) involve only t. That means
these two functions need only to be evaluated once
at the set of points used for the numerical integration
and then the same set of points used each time a new
value of s is used.
This method has some advantages over other popular methods. They include the following:
1. Errors can be made as small as desired. Numerical integration errors can be made small and more
nodes can make the piecewise linear approximation as accurate as needed. This advantage
is shared with the recursive approach. If enough
simulations are done, that method can also reduce
error, but often the number of simulations needed
is prohibitively large.
2. The algorithm uses less computer time as the
number of expected claims increases. This is the
opposite of the recursive method, which uses
less time for smaller expected claim counts.
Together, these two methods provide an accurate and efficient method of calculating aggregate
probabilities.
3. Independent portfolios can be combined. Suppose S1 and S2 are independent aggregate models

3

as given by (1), with possibly different distributions for the X or N components, and the distribution function of S = S1 + S2 is desired. Arguing as in (5), ϕS (t) = ϕS1 (t)ϕS2 (t) and therefore
the characteristic function of S is easy to obtain.
Once again, numerical integration provides values of FS (s). Compared to other methods, relatively few additional calculations are required.
Related work has been done in the application of
inversion methods to queueing problems. A good
review can be found in [1].
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Hidden Markov Models

Examples of Applications in Risk and
Finance

Model Structure

Here we will briefly discuss two applications of
HMMs, starting with an example from finance. Consider a time series of stock or stock index returns,
and an investor whose task is to select a portfolio consisting of this stock and a risk-free asset
such as a bond. The investor is allowed to rebalance the portfolio each month, say, with the purpose of maximizing the expected value of a utility
function. The simplest model for the time series
of returns is to assume that they are i.i.d. Under
the additional assumptions of a long-term investment horizon and constant relative risk aversion, it
is then known that the optimal investment policy
agrees with the policy that is optimal over one period
(month) only. However, empirical data shows that
returns are not i.i.d., a fact which must also affect the
investment policy. One way to model the dependence
is through the well-known ARCH models and their
extensions such as GARCH and EGARCH, whereas
another one is to employ an HMM to model dependence and time-varying volatility. The hidden state
is then thought of as ‘the state of the market’. In
[12], such an approach is taken – returns are modeled as conditionally normal, with the mean possibly
containing autoregressive terms; the model is then
a Markov-switching autoregression. The number of
regimes (Markov states) and presence of autoregression is tested for using likelihood ratio tests. The
optimal portfolio selection problem in this framework is then solved using a dynamic programming
approach, and the methodology is applied to portfolio management on the American, UK, German and
Japanese markets, with portfolios containing, respectively, the S&P 500, FTSE, DAX or Nikkei index,
plus a bond. The results show, for example, that an
investor required to ignore regime switches in returns
while managing his/her portfolio, should ask for a
compensation that is at least as large as the initial
investment, and in some cases very much larger, if
the investment horizon is 10 years. Thus, acknowledging the presence of regime switches in the data
opens up the opportunity for portfolio management
much more effective than otherwise would be the
case.
In the second example, we depart from the classical ruin model, with claims arriving to an insurance
company as a Poisson process, a given claim size

There is no universal agreement about the meaning of the term hidden Markov model (HMM), but
the following definition is widespread. An HMM
is a discrete time stochastic model comprising an
unobserved (‘hidden’) Markov chain {Xk } and an
observable process {Yk }, related as follows: (i) given
{Xk }, the Y s are conditionally independent; (ii) given
{Xk }, the conditional distribution of Yn depends on
Xn only, for each n.
Thus, Yn is governed by Xn plus additional independent randomness. For this reason, {Xk } is sometimes referred to as the regime. The conditional distributions in (ii) often belong to a single parametric
family. A representative example is when, conditional
on Xn = i, Yn has a normal N(µi , σi2 ) distribution.
The (unconditional) distribution of Yn is then a finite
mixture of normals.
It is often understood that the state space of {Xk }
is finite, or countable. The above definition allows
for continuous state space, but then the model is
often called a state space model. An important extension is when the conditional distribution of Yn also
depends on lagged Y-values. We refer to such models as autoregressive models with Markov regime or
Markov-switching autoregressions, although they are
sometimes called HMMs as well. A simple example isa Markov-switching linear autoregression),
Yn = sj =1 bXn ,j Yn−j + σXn εn , where, for example,
εn is standard normal. In the control theory literature,
these models are also denoted Markov jump linear
systems. The generic terms regime-switching models
and Markov-switching models are sometimes used,
covering all of the models above.
An HMM can obviously be thought of as a noisy
observation of a Markov chain, but may also be
considered as an extension of mixture models in
which i.i.d. component labels have been replaced by a
Markov chain. HMMs not only provide overdispersion relative to a single parametric family, as do mixtures, but also some degree of dependence between
observations. Indeed, HMMs are often used as a first
attempt to model dependence, and the Markov states
are then often fictitious, that is, have no concrete
interpretation.
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distribution and incomes at a fixed premium rate.
The objective is, as usual, to estimate the ruin probability given a certain initial surplus. Now suppose that
the assumption of constant arrival rate is too coarse
to be realistic, and that it rather varies according to
an underlying finite state Markov process. This kind
of arrival process is known as a Markov-modulated
Poisson process (MMPP). In our case, we may have
two regimes corresponding to ‘winter’ or ‘summer’,
say, which may be relevant if claims concern fires or
auto accidents. Given this framework, it is still possible to analyze the ruin probability, using appropriate
conditionings on the behavior of the regime process
and working with matrix-valued expressions concerning ladder-height distributions and so on, rather
than scalar ones [4, Chapter VI]. The connection to
HMMs is that an MMPP may be considered as a
Markov renewal process, which is essentially the
same as an HMM. In the current example, the regime
process is hardly hidden, so that its presence leads
into issues in modeling and probability rather than in
statistics, but in other examples, the nature of the
regime process might be less clear-cut. Of course
one may argue that in a Markov process, states have
exponential holding times, and even though transitions from summer to winter and vice versa are not
perfectly observable, the durations of seasons do not
have exponential distributions. This is of course true,
and the remedy is often to include more states into
the model description; a ‘macro state’, winter say, is
then modeled using several Markov states, so that
the duration of winter corresponds to the sojourn
time in the aggregate. Such a sojourn time is said
to have a phase-type distribution, with which one
may approximate any distribution.

Probabilistic Properties
Since Yn is given by Xn plus extra randomization,
{Yk } inherits mixing properties from {Xk }. If {Xk }
is strongly mixing, so is {Yk } [20] (also when {Xk }
is not Markov). If the state space is finite and {Xk }
is ergodic, both {Xk } and {Yk } are uniformly mixing.
When {Yk } contains autoregression, the existence of
a (unique) stationary distribution of this process is a
much more difficult topic; see for example [10, 15,
33], and references therein.
We now turn to second order properties of an
HMM with finite state space {1, 2, . . . , r}. Let A =

(aij ) be the transition probability matrix of {Xk } and
assume it admits a unique stationary distribution π,
πA = π. Assume that {Xk } is stationary; then {Yk } is
stationary as well. With
 µi = E[Yn |Xn = i] the mean
}
is
E[Y
]
=
of
{Y
n
n
i , its variance is Var[Yn ] =
i πi µ
r
r
2
2
i=1 πi E[Yn |Xn = i] − ( i=1 πi µi ) and its covariance function is
Cov(Y0 , Yn ) =

r


E[Y0 Yn |X0 = i, Xn = j ]

i,j =1

× P (X0 = i, Xn = j ) − (E[Yn ])2
=

r


µi µj πi aij(n) − (E[Yn ])2 for n ≥ 1,

i,j =1

(1)
where aij(n) are the n-step transition probabilities. With
M = diag(µ1 , . . . , µr ) and 1 being the r × 1 vector
of all ones, we can write
Cov(Y0 , Yn ) = πMAn M1 − (πM1)2
= πM(An − 1π)M1

for

n ≥ 1. (2)

Since An → 1π at geometric rate, the covariance
decays geometrically fast as n → ∞.

Filtering and Smoothing: The
Forward–backward Algorithm
In models in which {Xk } has a physical meaning, it
is often of interest to reconstruct this unobservable
process, either on-line as data is collected (filtering)
or off-line afterwards (smoothing).
This can be accomplished by computing conditional probabilities like P(Xk = i|y1 , . . . , yn ) for n =
k or n > k, respectively; such probabilities are also
of intrinsic importance for parameter estimation.
Filtering can be done recursively in k while
smoothing is slightly more involved, but both can
be carried out with the so-called forward–backward
algorithm. To describe this algorithm, assume that
the state space is {1, 2, . . . , r}, that we have observed
y1 , . . . , yn and put
αk (i) = P(Xk = i, y1 , . . . , yk ),
βk (i) = P(yk+1 , yk+2 , . . . , yn |Xk = i)
for k = 1, . . . , n.

(3)

Hidden Markov Models
In fact, these quantities are often not probabilities, but
rather a joint probability and density, and a density,
respectively, but we will use this simpler notation.
Then
αk (j ) =

r


3

Here αk and βk may be replaced by scaled versions
of these variables.

Maximum Likelihood Estimation and The
EM Algorithm

aij gj (yk )αk−1 (i)

i=1

with α1 (j ) = ρj gj (y1 ),
βk (i) =

r


(4)

aij gj (yk+1 )βk+1 (j )

j =1

with βn (i) = 1,

(5)

where ρ = (ρi ) is the initial distribution (the distribution of X1 ) and gi (y) is the conditional density or
probability mass function of Yk given Xk = i. Using
these relations, αk and βk may be computed forward
and backward in time, respectively.
As the recursions go along, αk and βk will grow or
decrease geometrically fast so that numerical over- or
underflow may occur even for moderate n. A common
remedy is to scale αk and βk , making them sum to
unity. The scaled forward recursion thus becomes
r


aij gj (yk )αk−1
(i)

αk (j ) =

i=1
r
r 


ai g (yk )αk−1
(i)

with

=1 i=1

α1 (j ) =

ρj gj (y1 )
r


.

(6)

ρ g (y1 )

=1

This recursion generates normalized (in i ) αk , whence
αk (i) = P (Xk = i|y1 , . . . , yk ). These are the filtered
probabilities, and (6) is an efficient way to compute
them.
To obtain smoothed probabilities we note that
P(Xk = i|y1 , . . . , yn ) ∝ P(Xk = i, y1 , . . . , yn )
= P(Xk = i, y1 , . . . , yk )P(yk+1 , . . . , yn |Xk = i)
= αk (i)βk (i),

(7)

where ‘∝’ means ‘proportionality in i ’. Hence
αk (i)βk (i)
P(Xk = i|y1 , . . . , yn ) = 
.
αk (j )βk (j )
j

(8)

Estimation of the parameters of an HMM from data
is in most cases carried out using maximum likelihood (ML). The parameter vector, θ say, typically
comprises the transition probabilities aij and parameters of the conditional densities gi (y). Variations exist
of course, for example, if the motion of the hidden
chain is restricted in that some aij are identically
zero.
rThe likelihood itself can be computed as
i=1 αn (i). The numerical problems with the
unscaled forward recursion makes this method
impracticable, but one may run the scaled recursion
(6) with ck denoting
its denominator to obtain the log
likelihood as nk=1 log ck (the dependence on θ is not
explicit in (6)). Standard numerical optimization procedures such as the Nelder–Mead downhill simplex
algorithm or a quasi-Newton or conjugate gradient
algorithm, could then be used for maximizing the
log-likelihood. Derivatives of the log-likelihood (not
required by the Nelder–Mead algorithm) can be computed recursively by differentiating (6) with respect
to θ, or be approximated numerically.
An alternative and an extremely common route
to computing ML estimates is the EM algorithm
[23]. This is an iterative algorithm for models
with missing data that generates a sequence of
estimates with increasing likelihoods. For HMMs,
the hidden Markov chain serves as missing data.
Abbreviate (X1 , . . . , Xn ) by Xn1 and so on, and
let log p(xn1 , yn1 ; θ) be the so-called complete loglikelihood. The central quantity of the EM algorithm
is the function Q(θ; θ  ) = Eθ [log p(Xn1 , yn1 ; θ  )|yn1 ],
computed in the E-step. The M-step maximizes this
function over θ  , taking a current estimate θ̂ into
an improved one θ̂  = arg maxθ  Q(θ̂ ; θ  ). Then θ̂ is
replaced by θ̂  and the procedure is repeated until
convergence.
The EM algorithm is particularly attractive when
all gi (y) belong to a common exponential family
of distributions and when θ comprises their parameters and the transition probabilities (or a subset
thereof). We outline some details when Yk |Xk = i ∼
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N(µi , σi2 ). The complete log-likelihood is then
log p(Xn1 , y1n ; θ  ) =

r


I {X1 = i} log ρi

i=1

+

r
r 


nij log aij

i=1 j =1

 ni
n
log(2π) −
log σi2
2
2
i=1
r

−
−

(2)
(1) 
r

Sy,i
− 2Sy,i
µi + ni µ2
i

2σi2

i=1

,

(9)

n

where nij = k=2 I {Xk−1 = i, Xk = j
} is the number of transitions from state i to j, ni = nk=1 I {Xk =
(q)
i} is the number of visits to state i, and Sy,i =
n
q
k=1 I {Xk = i}yk . The initial distribution ρ is often
treated as a separate parameter, and we will do so
here. Since (9) is linear in the unobserved quantities involving the hidden chain, maximization of its
expectation Q(θ̂ ; θ  ) given yn1 is simple and can be
done separately for each state i. The maximizer of
the M-step is
n̂ij
ρ̂i = Pθ̂ (X1 = i|yn1 ), âij = r
=1

µ̂i =

(1)
Ŝy,i

n̂i

, σ̂i2 =

n̂i

(2)
(1) 2
Ŝy,i
− n̂−1
i [Ŝy,i ]

n̂i

,

,

(10)

where n̂ij = Eθ̂ [nij |yn1 ] etc.; recall that θ̂ is the
current estimate. These conditional expectations may
be computed using the
 forward–backward variables.
For example, n̂i = nk=1 Pθ̂ (Xk = i|yn1 ), with these
probabilities being obtained in (8). Similarly,
αk−1 (i)âij βk (j )
,
u,v αk−1 (u)âuv βk (v)
(11)

Pθ̂ (Xk−1 = i, Xk = j |yn1 ) = 

q

q

and Eθ̂ [yk I {Xk = i}|yn1 ] = yk Pθ̂ (Xk = i|yn1 ); summation over k = 2, 3, . . . , n and k = 1, 2, . . . , n,
(q)
respectively, yield n̂ij and Ŝi,y . In these computations, including the forward–backward recursions,
the current parameter θ̂ should be used. If ρ is a
function of (aij ), such as the stationary distribution,
there is generally no closed-form expression for the
update of (aij ) in the M-step; numerical optimization
is then an option.

The (log)likelihood surface is generally multimodal, and any optimization method – standard or
the EM algorithm – may end up at a local maximum. A common way to fight this problem is to start
the optimization algorithm at several initial points on
a grid or chosen at random. Alternatively, one may
attempt globally convergent algorithms such as simulated annealing [1].
So far computational aspects of maximum likelihood estimation. On the theoretical side, it has been
established that, under certain conditions, the MLE
is strongly consistent, asymptotically normal at rate
n−1/2 , and efficient, and that the observed information
(the negative of the Hessian of the log-likelihood) is
a strongly consistent estimator of the Fisher information matrix [5, 16, 19]; these results also extend
to Markov-switching models [7]. Approximate confidence intervals and statistical tests can be constructed
from these asymptotic results.

Estimation of the Number of States
The number r of states of {Xk } may be given a priori,
but is often unknown and needs to be estimated.
Assuming that θ comprises all transition probabilities
aij plus parameters φi of the conditional densities gi ,
the spaces (r) of r-state parameters are nested in
the sense that for any parameter in (r) there is a
parameter in (r+1) , which is statistically equivalent
(yields the same distribution for {Yk }).
Testing (r) versus (r+1) by a likelihood ratio
test amounts to computing


(r+1)
(r)
2 log p(yn1 ; θ̂ML
) − log p(yn1 ; θ̂ML
) ,
(r)
where θ̂ML
is the MLE over (r) and so on. For
HMMs, because of lack of regularity, this statistic does not have the standard χ 2 distributional
limit. One may express the limit as the supremum
of a squared Gaussian random field, which may
sometimes lead to useful approximations based on
Monte Carlo simulations [11, 14]. An alternative is to
employ parametric bootstrap [22, 30]. The required
computational efforts are large, however, and even
testing 3 versus 4 states of the Markov chain may be
insurmountable.
Penalized likelihood criteria select the model
(r)
) − dr,n , where
order r that maximizes log p(yn1 ; θ̂ML
dr,n is a penalty term. Common choices are dr,n =
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dim (r) (Akaike information criteria, AIC) and
dr,n = (1/2)(log n)dim (r) (Bayesian information
criteria, BIC). The asymptotics of these procedures
is not fully understood, although it is known that
with a modified likelihood function they do not
underestimate r asymptotically [29]. A common
rule of thumb, however, says that AIC often
overestimates the model order while BIC tends to
be consistent.

Bayesian Estimation and Markov Chain
Monte Carlo
In Bayesian analysis of HMMs, one thinks of θ as
an unobserved random variable and equips it with
a prior distribution; as usual, it is most convenient
to assume conjugate priors. The conjugate prior of
the parameters φi is dictated by the choice of the gi ,
and the conjugate prior for the transition probability
matrix (aij ) is an independent Dirichlet distribution
on each row [26].
Even when conjugate priors are used, the resulting
posterior is much too complex to be dealt with
analytically, and one is confined to studying it
through simulation. Markov chain Monte Carlo
(MCMC) simulation is the most common tool for
this purpose and it is common to also include the
unobserved states Xn1 in the MCMC sampler state
space. If conjugate priors are used, the Gibbs sampler
is then usually straightforward to implement [26]. The
states Xn1 may be updated either sequentially in k, one
Xk at the time (local updating [26]), or for all k at
once as a stochastic process (global updating [27]).
The latter requires the use of the backward or forward
variables. MCMC samplers whose state space do not
include Xn1 may also be designed, cf. [6]. Usually,
θ must then be updated using Metropolis–Hastings
moves such as random walk proposals.
As a further generalization, one may put the problem of model order selection in a Bayesian framework. An appropriate MCMC sampling methodology
is then Green’s reversible jump MCMC. One then
also includes moves that may increase or decrease
the model order r, typically by adding/deleting or
splitting/merging states of {Xk } [6, 28].

Applications
To the author’s knowledge, there has so far been few
applications of Markov-switching models in the risk
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and actuarial areas. However, as noted above, HMMs
are close in spirit to the Markov-modulated models,
for example Markov-modulated Poisson processes
(MMPPs), which have become so popular as to go
beyond the Poisson process in risk modeling [4]. In
econometrics and finance on the other hand, applications of HMMs is a lively area of research. The paper
[13] on regime switches in GNP data started the activities, and comprehensive accounts of such models in
econometrics can be found in [18, 25]. Some examples from finance are [2, 3, 17, 32]. In these models,
it is typical to think of the hidden Markov chain as
‘the state of the economy’ or ‘the state of the market’. Sometimes the states are given more concrete
interpretations such as ‘recession’ and ‘expansion’.
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builds on a change of measure technique (discrete
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a chapter on HMMs. We also mention the survey
papers [9] which is very comprehensive, but with
main emphasis on information theory, and [31] which
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TOBIAS RYDÉN

Huygens, Christiaan and
Lodewijck (1629–1695)
Christiaan Huygens was born in The Hague (The
Netherlands) on April 14, 1629 as one of the sons
of Constantin Huygens, a diplomat well versed in
philosophy and music. His major scientific achievements are in physics: lens grinding, telescope construction, clock making, the theory of light, and so
on. Irrespective of his weak health, Huygens traveled
extensively over Western Europe and got acquainted
with the most brilliant scientists of his time: Descartes
(1596–1650), de Montmort (1678–1719), Boyle
(1627–1691), Leibniz (1646–1716), Newton (1642–
1727) and many others. He died in his birthplace on
June 8, 1695.
Christiaan Huygens has been recognized as the
first author of a book on probability theory. While
on a visit to Paris in 1655, he learned about the
correspondence between Pascal and Fermat over the
problem of points: if two players have to stop a game
prematurely, how does one have to split the stakes?
Huygens solved this problem on the way back to
Holland. In 1656, he sent a manuscript of a sixteenpage treatise Van Rekeningh in Speelen van Geluck to
van Schooten who included his own translation into
Latin in 1657 in his Exercitationum Mathematicarum.
The Dutch version of this, De Ratiociniis in Ludo
Aleae [5], appeared only in 1660. For a reprint and
a French translation, see Volume 14 of [6]. In De
Ludo Aleae, Huygens states an axiom on the value
of a fair game that can be considered as the first
approach to the probabilistic concept expectation.
With the help of 14 propositions (among them, the
problem of points) and 5 problems (among them, the
gambler’s ruin problem), the author has offered to
the community, a prime example of a scientifically
written paper. For a description of the whole content,
we refer to [4].
The importance of Huygens’ contribution in the
development of probability theory can be estimated
by the fact that John Arbuthnot (1667–1735) translated the De Ludo Aleae (anonymously) into English
in 1692. This slightly annotated translation [1] is considered to be the first English publication of probability theory. Moreover, Jacob Bernoulli (1676–1705)
included it in an annotated version as the first chapter
in his Ars Conjectandi of 1713. Huygens’ treatise

remained the main text on probability until the
appearance of the contributions of Jacob Bernoulli.
For early applications of Huygens’ approach to medical problems and other illustrations, see [9]. See
also the articles by Freudenthal [3] and Schneider [8].
The overall impact of probability theory on the
development of actuarial science is clear. But Huygens also contributed in other ways to the latter
subject. During 1699, Christiaan Huygens had an
intensive correspondence (see Volume 6 in [2, 6])
with his younger brother Lodewijck (1631–1699)
on the expectation of life. In particular, they treated
the remaining lifetime of a person that has reached
a certain age, anticipating concepts like conditional
probability and conditional expectation (see Probability Theory). Lodewijck saw the relevance of the
tables by John Graunt (1620–1674) for the calculation of the expected present value of a life annuity.
To compute life expectancies, he divided the product of Graunt’s decades with the average number of
years they survived by the total number of people.
This procedure was later picked up by Jan Hudde
(1628–1704) and Jan de Witt (1625–1672). Also, the
discussion on the difference between expected lifetime and median lifetime is fully treated in [4]; see
also [7, 10].
For general references on Christiaan Huygens, see
www-gap.dcs.st-and.ac.uk/history/References/
Huygens.html
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Inflation Impact on
Aggregate Claims

Then the discounted aggregate claims at time 0 of
all claims recorded over [0, t] are given by:
Z(t) =

Inflation can have a significant impact on insured
losses. This may not be apparent now in western
economies, with general inflation rates mostly below
5% over the last decade, but periods of high inflation
reappear periodically on all markets. It is currently of
great concern in some developing economies, where
two or even three digits annual inflation rates are
common.
Insurance companies need to recognize the effect
that inflation has on their aggregate claims when setting premiums and reserves. It is common belief that
inflation experienced on claim severities cancels, to
some extent, the interest earned on reserve investments. This explains why, for a long time, classical
risk models did not account for inflation and interest.
Let us illustrate how these variables can be incorporated in a simple model.
Here we interpret ‘inflation’ in its broad sense;
it can either mean insurance claim cost escalation,
growth in policy face values, or exogenous inflation
(as well as combinations of such).
Insurance companies operating in such an
inflationary context require detailed recordings of
claim occurrence times. As in [1], let these
occurrence times {Tk }k≥1 , form an ordinary renewal
process. This simply means that claim interarrival
times τk = Tk − Tk−1 (for k ≥ 2, with τ1 = T1 ), are
assumed independent and identically distributed, say
with common continuous d.f. F . Claim counts at
different times t ≥ 0 are then written as N (t) =
max{k ∈ ; Tk ≤ t} (with N (0) = 0 and N (t) = 0 if
all Tk > t).
Assume for simplicity that the (continuous) rate of
interest earned by the insurance company on reserves
at time s ∈ (0, t], say βs , is known in advance. Similarly, assume that claim severities Yk are also subject
to a known inflation rate αt at time t. Then the corresponding deflated claim severities can be defined as
Xk = e
t

Yk ,

k ≥ 1,

(1)

where A(t) = 0 αs ds for any t ≥ 0. These amounts
are expressed in currency units of time point 0.

e−B(Tk ) Yk ,

(2)

k=1

s
where B(s) = 0 βu du for s ∈ [0, t] and Z(t) = 0 if
N (t) = 0.
Premium calculations are essentially based on
the one-dimensional distribution of the stochastic
process Z, namely, FZ (x; t) = P {Z(t) ≤ x}, for x ∈
+ . Typically, simplifying assumptions are imposed
on the distribution of the Yk ’s and on their dependence with the Tk ’s, to obtain a distribution FZ that
allows premium calculations and testing the adequacy
of reserves (e.g. ruin theory); see [4, 5, 13–22], as
well as references therein.
For purposes of illustration, our simplifying assumptions are that:
(A1) {Xk }k≥1 are independent and identically
distributed,
(A2) {Xk , τk }k≥1 are mutually independent,
(A3) E(X1 ) = µ1 and 0 < E(X12 ) = µ2 < ∞.
Together, assumptions (A1) and (A2) imply that
dependence among inflated claim severities or
between inflated severities and claim occurrence
times is through inflation only. Once deflated, claim
amounts Xk are considered independent, as we can
confidently assume that time no longer affects them.
Note that these apply to deflated claim amounts
{Xk }k≥1 . Actual claim severities {Yk }k≥1 are not
necessarily mutually independent nor identically distributed, nor does Yk need to be independent of Tk .
A key economic variable is the net rate of interest
δs = βs − αs . When net interest rates are negligible,
inflation and interest are usually omitted from classical risk models, like Andersen’s. But this comes with
a loss of generality.
From the above definitions, the aggregate discounted value in (2) is
Z(t) =

−A(Tk )

N(t)


N(t)

k=1

e−B(Tk ) Yk =

N(t)


e−D(Tk ) Xk ,

t > 0, (3)

k=1

t
(where D(t) = B(t) − A(t) = 0 (βs − αs ) ds =
t
0 δs ds, with Z(t) = 0 if N (t) = 0) forms a compound renewal present value risk process.
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The distribution of the random variable Z(t) in
(3), for fixed t, has been studied under different
models. For example, [12] considers Poisson claim
counts, while [21] extends it to mixed Poisson models. An early look at the asymptotic distribution of
discounted aggregate claims is also given in [9].
When only moments of Z(t) are sought, [15]
shows how to compute them recursively with the
above renewal risk model. Explicit formulas for the
first two moments in [14] help measure the impact of
inflation (through net interest) on premiums.
Apart from aggregate claims, another important
process for an insurance company is surplus. If π(t)
denotes the aggregate premium amount charged by
the company over the time interval [0, t], then
 t
eB(t)−B(s) π(s) ds
U (t) = eB(t) u +
0

−e

B(t)

depends on the zero net interest assumption. A slight
weakening to constant net rates of interest, δs =
δ  = 0, and ruin problems for U can no longer be
represented by the classical risk model. For a more
comprehensive study of ruin under the impact of
economical variables, see for instance, [17, 18].
Random variables related to ruin, like the surplus
immediately prior to ruin (a sort of early warning
signal) and the severity of ruin, are also studied.
Lately, a tool proposed by Gerber and Shiu in [10],
the expected discounted penalty function, has allowed
breakthroughs (see [3, 22] for extensions).
Under the above simplifying assumptions, the
equivalence extends to net premium equal to π0 (t) =
λµ1 t for both processes (note that
N(t)


−D(Tk )
E[Z(t)] = E
e
Xk
k=1

Z(t),

t > 0,

(4)

forms a surplus process, where U (0) = u ≥ 0 is
the initial surplus at time 0, and U (t) denotes the
accumulated surplus at t. Discounting these back to
time 0 gives the present value surplus process
U0 (t) = e−B(t) U (t)
 t
=u+
e−B(s) π(s) ds − Z(t),

(5)

0

with U0 (0) = u.
When premiums inflate at the same rate as claims,
that is, π(s) = eA(s) π(0) and net interest rates are
negligible (i.e. δs = 0, for all s ∈ [0, t]), then the
present value surplus process in (5) reduces to a
classical risk model
U0 (t) = u + π(0)t −

N(t)


Xk ,

(6)

k=1

T = inf{t > 0; U (t) < 0}

Xk = λµ1 t,

(8)

when D(s) = 0 for all s ∈ [0, t]). Furthermore, knowledge of the d.f. of the classical U0 (t) in (6), that
is,
FU0 (x; t) = P {U0 (t) ≤ x}
= P {U (t) ≤ eB(t) x} = FU {eB(t) x; t}

(9)

is sufficient to derive the d.f. of U (t) = eB(t) U0 (t).
But the models differ substantially in other respects.
For example, they do not always produce equivalent
stop-loss premiums. In the classical model, the (single net) stop-loss premium for a contract duration of
t > 0 years is defined by
N(t)


Xk − dt
(10)
πd (t) = E
+

(d > 0 being a given annual retention limit and (x)+
denoting x if x ≥ 0 and 0 otherwise). By contrast,
in the deflated model, the corresponding stop-loss
premium would be given by

N(t)

eB(t)−B(Tk ) Yk − d(t)
E e−B(t)
k=1

(7)

Both times have the same distribution and lead to
the same ruin probabilities. This equivalence highly



k=1

k=1

where the sum is considered null if N (t) = 0.
In solving ruin problems, classical and the above
discounted risk model are equivalent under the above
conditions. For instance, if T (resp. T0 ) is the time to
ruin for U (resp. U0 in (6)), then

= inf{t > 0; U0 (t) < 0} = T0 .

=E

N(t)


=E

N(t)

k=1

e−D(Tk ) Xk − e−B(t) d(t)

+

.
+

(11)
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When D(t) = 0 for all t > 0, the above expression
(11) reduces to πd (t) if and only if d(t) = eA(t) dt.
This is a significant limitation to the use of the
classical risk model. A constant retention limit of d
applies in (10) for each year of the stop-loss contract.
Since inflation is not accounted for in the classical
risk model, the accumulated retention limit is simply
dt which is compared, at the end of the t years, to
the accumulated claims N(t)
k=1 Xk .
When inflation is a model parameter, this accumulated retention limit, d(t), is a nontrivial function
of the contract duration t. If d also denotes the
annual retention limit applicable to a one-year stoploss contract starting at time 0 (i.e. d(1) = d) and if
it inflates at the same rates, αt , as claims, then a twoyear contract should bear a retention limit of d(2) =
d + eA(1) d = ds2 α less any scale savings. Retention
limits could also inflate continuously, yielding functions close to d(t) = ds t α . Neither case reduces to
d(t) = eA(t) dt and there is no equivalence between
(10) and (11). This loss of generality with a classical
risk model should not be overlooked.
The actuarial literature is rich in models with
economical variables, including the case when these
are also stochastic (see [3–6, 13–21], and references
therein). Diffusion risk models with economical
variables have also been proposed as an alternative
(see [2, 7, 8, 11, 16]).
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Information Criteria
Akaike’s Information Criterion
A well studied and one of the most popular information criteria is Akaike’s information criterion [1].
It is constructed as an estimated expected value of
the Kullback–Leibler distance between the model
under consideration and the unknown data generating
process. Let g(·) be the true data-generating density
function and denote by f (·; θ) a model, consisting
of a family of densities with parameter vector θ.
The Kullback–Leibler distance between g and f is
defined as



g(x)
KL(g, f ) = g(x) log
dx. (1)
f (x; θ)
This quantity is not immediately available in practice,
since both the true density g as well as the parameter
value θ are unknown. In the first step, θ is replaced
by its maximum likelihood estimator θ̂, leading to
the estimated Kullback–Leibler distance



g(x)

KL(g, f ) = g(x) log
dx. (2)
f (x; θ̂ )
Since θ̂ is a random variable, the expected value of
the estimated Kullback–Leibler distance equals




g(x)

dx dy.
E{KL(g, f )} = g(y) g(x) log
f (x; θ̂ )
(3)
This expected value can be written as a difference of
two terms, the first term depends only on g and hence
is the same for all models under consideration. The
second term is an expected log density value, which
Akaike proposed to estimate by the maximized loglikelihood function of the data denoted by log L(θ̂).
For
n a set of n independent data, this is: log L(θ̂) =
i=1 log f (xi ; θ̂). The bias in this estimation step is
approximately equal to dim(θ), that is, the number of
components of the parameter vector θ. Finally, this
leads to the value of Akaike’s information criterion
(AIC) for the model f (·; θ).
AIC{f (·; θ)} = 2 log L(θ̂ ) − 2dim(θ).

(4)

For a selection between different models, say f1 (·;
θ1 ), . . . , fm (·; θm ), we construct an AIC value for

each of these models and select that model for which
the AIC value is the largest.
The criterion written in this way takes the form
of a penalized log-likelihood criterion. Sometimes
the negative of the AIC values above are presented,
which are then, consequently, minimized to select an
appropriate model.
For small samples, Hurvich and Tsai [5], proposed
a second-order bias adjustment leading to the corrected AIC value
2ndim(θ)
AICC {f (·; θ)} = 2 log L(θ̂) −
n − dim(θ) − 1
= AIC −

2dim(θ)(dim(θ) + 1)
. (5)
n − dim(θ) − 1

A different adjustment to the AIC value is proposed by Takeuchi [18]. Instead of the dimension of the parameter vector θ, here we use
the trace (sum of the diagonal elements) of
the matrix product J (θ)I −1 (θ) where J (θ) =
E[{(∂/∂θ) log L(θ)}{(∂/∂θ ) log L(θ)}t ] and I (θ) =
E{−(∂ 2 /∂θ∂θ t ) log L(θ)}. This leads to Takeuchi’s
information criterion.
TIC{f (·; θ)} = 2 log L(θ̂) − 2tr{J (θ̂)I−1 (θ̂)}. (6)
Note that in case f (·; θ) = g(·), the true data generating density, the matrices J (θ) and I (θ) are equal
and are called the Fisher information matrix, in which
case this criterion reduces to AIC. The computation
and estimation of these matrices, however, might not
be straightforward for all models.
Other extensions include a network information
criterion NIC [9, 11], and application to quasi-likelihood [6] and semiparametric and additive model
selection [16].
Applications of the AIC method abound. See, for
example [10, 15], in the context of multiple regression, and [8, 14] for time series applications. For
more examples and information, refer also to [2, 7].
It is important to note that knowledge of the true
density g is not required for the construction of the
AIC values and their derived versions.

Bayesian Information Criteria
The Bayesian information criterion penalizes with the
log of the sample size n times the number of parameters, which leads to the following definition [12, 13]
BIC{f (·; θ)} = 2 log L(θ̂ ) − log(n)dim(θ).

(7)

2

Information Criteria

This criterion originates from approximating the log
of the posterior probability of a model given the
data. If the true data generating model belongs to the
finite parameter family of models under investigation, the Bayesian information criterion consistently
selects the correct model, see [4] for a proof in exponential family models. If this assumption does not
hold, models selected by the Bayesian information
criterion will tend to underfit, that is, will use too
few parameters.
The deviance information criterion DIC [17] is
also based on Bayesian methods. In a Bayesian
setting, let f (x|θ) be the density of X, given the
parameter θ, and let h(x) be a fully specified function of the data, not depending on any unknown
quantities. For example, for exponential family densities with E(X) = µ(θ), we can define h(x) =
P (X = x|µ(θ) = x), see [17] for more examples.
The Bayesian deviance is defined as
D(θ) = −2 log{f (x|θ)} + 2 log{h(x)}.

(8)

Define a penalization term as the difference between
the posterior mean of the deviance D(θ) and the
deviance of the posterior mean θ, pD = D(θ) − D(θ ).
The deviance information criterion (DIC) now reads
DIC{f (·|θ)} = D(θ ) + 2pD .

such that f (x; θ) = f (x; θ, γ0 ). Typically, γ corresponds to coefficients of extra variables in the bigger
model. Let µ(θ, γ ) be the focus parameter of interest.
For example, the mean response at a given covariate value in a regression setting. The model selection
task is to determine which, if any, of the q parameters to include. Let S indicate a subset of {1, . . . , q}
and let πS be a projection matrix mapping a vector
(v1 , . . . , vq )t to the subvector πS v = vS of components vj with j ∈ S. In order to define the FIC,
partition the information matrix as follows, with I00
of dimension p × p,


I00 I01
I (θ, γ ) =
.
(10)
I10 I11
−1
−1
I01 )−1 and ω = I10 I00
(∂µ/
Let K = (I11 − I10 I00
∂θ) − (∂µ/∂γ ). For each index set S, define KS =
(πS K −1 πSt )−1 and HS = K −1/2 πSt KS πS K −1/2 . All of
these quantities are consistently estimated in the
biggest model. Together with the estimator δ̂ =
√
n(γ̂full − γ0 ), this leads to the definition of the
focused information criterion.

FIC{f (·; θ, γS )} = ω̂t (I − K̂ 1/2 ĤS K̂ −1/2 )
× δ̂ δ̂ t (I − K̂ 1/2 ĤS K̂ −1/2 )t ω̂
+ 2ω̂St K̂S ω̂S

(9)

= (ψ̂full − ψ̂S )2 + 2ω̂St K̂S ω̂S ,
(11)

This criterion needs to be minimized to find the model
selected by DIC.

The Focused Information Criterion
A model that is best to estimate a mean function
might be different from a model specifically constructed for variance estimation. The starting point
of the focused information criterion FIC [3] differs
from the classical viewpoint in that a best model may
depend on the parameter under focus. That is, we
should not expect that a single model could explain
all aspects of the data and at the same time predict all
types of future data points. The FIC is tailored to the
parameter singled out for interest, while other selection criteria provide us with a single model regardless
of the purpose of the model selection.
Generally, we start with a narrow model f (x; θ)
with a vector θ of length p. An extended model
f (y; θ, γ ) has an additional q-vector of parameters
γ , where γ = γ0 corresponds to the narrow model

writing ψ̂full = ω̂t δ̂ and ψ̂S = ω̂t K̂ 1/2 ĤS K̂ −1/2 δ̂. For
K̂ diagonal, the criterion simplifies to

2


ω̂j δ̂j  + 2
ω̂j2 K̂jj .
FIC{f (·; θ, γS )} = 
j ∈S
/

j ∈S

(12)
Since the construction of the focused information
criterion is based on a risk difference, the best model
selected by FIC is the one that minimizes the FIC
values. Examples and discussion can be found in [3].
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Integrated Tail
Distribution

and more generally,
 ∞
(y − x)k dFn (x)
x

Let X0 be a nonnegative random variable with distribution function (df) F0 (x). Also, for k = 1, 2, . . .,
denote the kth moment of X0 by p0,k = E(X0k ), if it
exists. The integrated tail distribution of X0 or F0 (x)
is a continuous distribution on [0, ∞) such that its
density is given by
f1 (x) =

F 0 (x)
,
p0,1

x > 0,

(1)

where F 0 (x) = 1 − F0 (x). For convenience, we write
F (x) = 1 − F (x) for a df F (x) throughout this article. The integrated tail distribution is often called the
(first order) equilibrium distribution. Let X1 be a nonnegative random variable with density (1). It is easy
to verify that the kth moment of X1 exists if the
(k + 1)st moment of X0 exists and
p1,k =

p0,k+1
,
(k + 1)p0,1

(2)


=

1
p0,n

(3)

We may now define higher-order equilibrium distributions in a similar manner. For n = 2, 3, . . ., the
density of the nth order equilibrium distribution of
F0 (x) is defined by
fn (x) =

F n−1 (x)
,
pn−1,1

x > 0,

(4)

where Fn−1 (x) is the df of the (n −
1)st order equi∞
librium distribution and pn−1,1 = 0 F n−1 (x)dx is
the corresponding mean assuming that it exists. In
other words, Fn (x) is the integrated tail distribution
of Fn−1 (x). We again denote by Xn a nonnegative
random variable with df Fn (x) and pn,k = E(Xnk ). It
can be shown that
 ∞
1
F n (x) =
(y − x)n dF0 (y),
(5)
p0,n x

x

∞

 

n+k
(y − x)n+k dF0 (y)
,
k
(6)

The latter leads immediately to the following moment
property:

 

p0,n+k
n+k
pn,k =
.
(7)
k
p0,n
Furthermore, the higher-order equilibrium distributions are used in a probabilistic version of the Taylor
expansion, which is referred to as the Massey–Whitt
expansion [18]. Let h(u) be a n-times differentiable
real function such that (i) the nth derivative h(n)
is Riemann integrable on [t, t + x] for all x > 0;
(ii) p0,n exists; and (iii) E{h(k) (t + Xk )} < ∞, for
k = 0, 1, . . . , n. Then, E{|h(t + X0 )|} < ∞ and
E{h(t + X0 )} =

n−1

p0,k
k=0

where p1,k = E(X1k ). Furthermore, if f˜0 (z) =
E(e−zX0 ) and f˜1 (z) = E(e−zX1 ) are the Laplace–
Stieltjes transforms of F0 (x) and F1 (x), then
1 − f˜0 (z)
f˜1 (z) =
.
p0,1 z



+

k!

h(k) (t)

p0,n
E{h(n) (t + Xn )},
n!

(8)

for n = 1, 2, . . .. In particular, if h(y) = e−zy and
t = 0, we obtain an analytical relationship between
the Laplace–Stieltjes transforms of F0 (x) and Fn (x)
f˜0 (z) =

n−1

p0,k k
p0,n n ˜
z + (−1)n
z fn (z), (9)
(−1)k
k!
n!
k=0

where f˜n (z) = E(e−zXn ) is the Laplace–Stieltjes
transform of Fn (x). The above and other related
results can be found in [13, 17, 18].
The integrated tail distribution also plays a role
in classifying probability distributions because of
its connection with the reliability properties of the
distributions and, in particular, with properties involving their failure rates and mean residual lifetimes.
For simplicity, we assume that X0 is a continuous
random variable with density f0 (x) (Xn , n ≥ 1, are
already continuous by definition). For n = 0, 1, . . .,
define
fn (x)
,
x > 0.
(10)
rn (x) =
F n (x)
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The function rn (x) is called the failure rate or hazard
rate of Xn . In the actuarial context, r0 (x) is called the
force of mortality when X0 represents the age-untildeath of a newborn. Obviously, we have
x
−
r (u) du
F n (x) = e 0 n
.
(11)
The mean residual lifetime of Xn is defined as
 ∞
1
F n (y) dy.
en (x) = E{Xn − x|Xn > x} =
F n (x) x
(12)
The mean residual lifetime e0 (x) is also called the
complete expectation of life in the survival analysis
context and the mean excess loss in the loss modeling
context. It follows from (12) that for n = 0, 1, . . .,
en (x) =

1
.
rn+1 (x)

(13)

Probability distributions can now be classified based
on these functions, but in this article, we only discuss
the classification for n = 0 and 1. The distribution
F0 (x) has increasing failure rate (IFR) if r0 (x) is nondecreasing, and likewise, it has decreasing failure rate
(DFR) if r0 (x) is nonincreasing. The definitions of
IFR and DRF can be generalized to distributions that
are not continuous [1]. The exponential distribution
is both IFR and DFR. Generally speaking, an IFR
distribution has a thinner right tail than a comparable
exponential distribution and a DFR distribution has a
thicker right tail than a comparable exponential distribution. The distribution F0 (x) has increasing mean
residual lifetime (IMRL) if e0 (x) is nondecreasing
and it has decreasing mean residual lifetime (DMRL)
if e0 (x) is nonincreasing. Identity (13) implies that a
distribution is IMRL (DMRL) if and only if its integrated tail distribution is DFR (IFR). Furthermore,
it can be shown that IFR implies DMRL and DFR
implies IMRL. Some other classes of distributions,
which are related to the integrated tail distribution are
the new worse than used in convex ordering (NWUC)
class and the new better than used in convex ordering
(NBUC) class, and the new worse than used in expectation (NWUE) class and the new better than used in
expectation (NBUE) class. The distribution F0 (x) is
NWUC (NBUC) if for all x ≥ 0 and y ≥ 0,
F 1 (x + y) ≥ (≤)F 1 (x)F 0 (y).

The implication relationships among these classes are
given in the following diagram:
DFR(IFR) ⇒ IMRL(DMRL) ⇒ NWUC (NBUC )
⇒ NWUE (NBUE )
For comprehensive discussions on these classes and
extensions, see [1, 2, 4, 6–9, 11, 19].
The integrated tail distribution and distribution
classifications have many applications in actuarial
science and insurance risk theory, in particular. In
the compound Poisson risk model, the distribution
of a drop below the initial surplus is the integrated
tail distribution of the individual claim amount as
shown in ruin theory. Furthermore, if the individual claim amount distribution is slowly varying [3],
the probability of ruin associated with the compound
Poisson risk model is asymptotically proportional
to the tail of the integrated tail distribution as follows from the Cramér–Lundberg Condition and
Estimate and the references given there. Ruin estimation can often be improved when the reliability
properties of the individual claim amount distribution
and/or the number of claims distribution are utilized.
Results on this topic can be found in [10, 13, 15, 17,
20, 23]. Distribution classifications are also powerful tools for insurance aggregate claim/compound
distribution models. Analysis of the claim number process and the claim size distribution in an
aggregate claim model, based on reliability properties, enables one to refine and improve the classical
results [12, 16, 21, 25, 26]. There are also applications
in stop-loss insurance, as Formula (6) implies that
the higher-order equilibrium distributions are useful
for evaluating this type of insurance. If X0 represents
the amount of an insurance loss, the integral in (6) is
in fact the nth moment of the stop-loss insurance on
X0 with a deductible of x (the first stop-loss moment
is called the stop-loss premium. This, thus allows for
analysis of the stop-loss moments based on reliability
properties of the loss distribution. Some recent results
in this area can be found in [5, 14, 22, 24] and the
references therein.
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Klüppelberg, C. (1989). Estimation of ruin probabilities
by means of hazard rates, Insurance: Mathematics and
Economics 8, 279–285.
Lin, X. (1996). Tail of compound distributions and
excess time, Journal of Applied Probability 33, 184–195.
Lin, X. & Willmot, G.E. (1999). Analysis of a defective
renewal equation arising in ruin theory, Insurance:
Mathematics and Economics 25, 63–84.

3

[18]

Massey, W. & Whitt, W. (1993). A probabilistic generalisation of Taylor’s theorem, Statistics and Probability
Letters 16, 51–54.
[19] Shaked, M. & Shanthikumar, J. (1994). Stochastic
Orders and their Applications, Academic Press, San
Diego.
[20] Taylor, G. (1976). Use of differential and integral
inequalities to bound ruin and queueing probabilities,
Scandinavian Actuarial Journal 197–208.
[21] Willmot, G. (1994). Refinements and distributional generalizations of Lundberg’s inequality, Insurance: Mathematics and Economics 15, 49–63.
[22] Willmot, G.E. (1997). On a class of approximations for
ruin and waiting time probabilities, Operations Research
Letters 22, 27–32.
[23] Willmot, G.E. (2002). On higher-order properties of
compound geometric distributions, Journal of Applied
Probability 39, 324–340.
[24] Willmot, G.E., Drekic, S. & Cai, J. (2003). Equilibrium Compound Distributions and Stop-Loss Moments,
IIPR Technical Report 03–10, University of Waterloo,
Waterloo.
[25] Willmot, G.E. & Lin, X. (1994). Lundberg bounds on
the tails of compound distributions, Journal of Applied
Probability 31, 743–756.
[26] Willmot, G.E. & Lin, X. (2001). Lundberg Approximations for Compound Distributions with Insurance Applications, Lecture Notes in Statistics 156, Springer-Verlag,
New York.

(See also Beekman’s Convolution Formula;
Lundberg Approximations, Generalized; Phasetype Distributions; Point Processes; Renewal
Theory)
X. SHELDON LIN

Interest-rate Modeling

•

Introduction
In this article, we will describe some of the
main developments in interest-rate modeling since
Black & Scholes’ [3] and Merton’s [21] original
articles on the pricing of equity derivatives.
In particular, we will focus on continuous-time,
arbitrage-free models for the full term structure of
interest rates. Other models that model a limited
number of key interest rates or which operate in
discrete time (e.g. the Wilkie [31] model) will be
considered elsewhere. Additionally, more detailed
accounts of affine term-structure models and
market models are given elsewhere in this volume.
Here, we will describe the basic principles of arbitrage-free pricing and cover various frameworks for modeling: short-rate models
(e.g. Vasicek, Cox–Ingersoll–Ross, Hull–White); the
Heath–Jarrow–Morton approach for modeling the
forward-rate curve; pricing using state-price deflators
including the Flesaker–Hughston/Potential approach;
and the Markov-functional approach.
The article works through various approaches and
models in a historical sequence. Partly, this is for history’s sake, but, more importantly, the older models
are simpler and easier to understand. This will allow
us to build up gradually to the more up-to-date, but
more complex, modeling techniques.

Interest Rates and Prices
One of the first problems one encounters in this
field is the variety of ways of presenting information
about the term structure. (We implicitly assume that
readers have gone beyond the assumption that the
yield curve is flat!) The expression ‘yield curve’ is
often used in a sloppy way with the result that it often
means different things to different people: how is the
yield defined; is the rate annualized or semiannual or
continuously compounding; does it refer to the yield
on a coupon bond or a zero-coupon bond? To avoid
further confusion then, we will give some precise
definitions.
•

We will consider here only default-free government debt. Bonds which involve a degree of
credit risk will be dealt with in a separate article.

•

The basic building blocks from the mathematical point of view are zero-coupon bonds. (From
the practical point of view, it is sensible to
start with frequently traded coupon bonds, the
prices of which can be used to back out zerocoupon-bond prices. Zero-coupon bonds do exist
in several countries, but they are often relatively
illiquid making their quoted prices out of date
and unreliable.) In its standard form, such a contract promises to pay £1 on a fixed date in the
future. Thus, we use the notation D(t, T ) to represent the value at time t of £1 at time T . (Here
the D(·) notation uses D for discount bond or
discounted price. The common notation used elsewhere is P (t, T ) for price and B(t, T ) for bond
price. Additionally, one or other of the t or T can
be found as a subscript to distinguish between the
nature of the two variables: t is the dynamic variable, while T is usually static.) The bond price
process has the boundary conditions D(T , T ) = 1
and D(t, T ) > 0 for all t ≤ T .
A fixed-income contract equates to a collection
of zero-coupon bonds. For example, suppose it
is currently time 0 and the contract promises to
pay the fixed amounts c1 , c2 , . . . , cn at the fixed
times t1 , t2 , . . . , tn . If we assume that there are no
taxes (alternatively, we can assume that income
and capital gains are taxed on the same mark-tomarket basis), then the fair or market price for
this contract at time 0 is
n

ci D(0, ti ).
(1)
P =
i=1

(This identity follows from a simple, static
hedging strategy, which involves replicating the
coupon-bond payments with the payments arising
from a portfolio of zero-coupon bonds.) The
gross redemption yield (or yield-to-maturity) is a
measure of the average interest rate earned over
the term of the contract given the current price
P . The gross redemption yield is the solution, δ,
to the equation of value
P = P̂ (δ) =

n


ci e−δti .

(2)

i=1

If the ci are all positive, then the solution to this
equation is unique. δ, as found above, is a continuously compounding rate of interest. However,
the gross redemption yield is usually quoted as

2
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an annual (that is, we quote i = exp(δ) − 1) or
semiannual rate (i (2) = 2[exp(δ/2) − 1]) depending on the frequency of contracted payments.
(Thus exp(δ) ≡ 1 + i ≡ (1 + (1/2)i (2) )2 .)
The spot-rate curve at time t refers to the set of
gross redemption yields on zero-coupon bonds.
The spot rate at time t for a zero-coupon bond
maturing at time T is denoted by R(t, T ), which
is the solution to D(t, T ) = exp[−R(t, T )(T −
t)]: that is,
−1
log D(t, T ).
R(t, T ) =
T −t

•

(3)

that is, zero value. Therefore, equation (1) gives
us the fair forward rate.)
From the theoretical point of view, these forward rates give us too much information. Sufficient information is provided by the instantaneous
forward-rate curve
f (t, T ) = lim F (t, T , S) = −
S→T

=
•

The instantaneous, risk-free rate of interest is
the very short-maturity spot rate
r(t) = lim R(t, T ).
T →t

(4)

This gives us the money-market account or cash
account C(t), which invests only at this riskfree rate. Thus C(t) has the stochastic differential
equation (SDE)
dC(t) = r(t)C(t) dt
with solution



t

C(t) = C(0) exp


r(u) du .

(5)

(6)

0

•

Spot rates refer to the on-the-spot purchase of
a zero-coupon bond. In contrast, forward rates
give us rates of interest which refer to a future
period of investment. Standard contracts will refer
to both the future delivery and maturity dates.
Thus F (t, T1 , T2 ) is used to denote the (continuously compounding) rate which will apply
between times T1 and T2 as determined by a contract entered into at time t. The standard contract
also requires that the value of the contract at time
t is zero. Thus, a simple no-arbitrage argument
shows that we must have
log(D(t, T1 )/D(t, T2 ))
. (7)
F (t, T1 , T2 ) =
T2 − T1
(A short investment of 1 T1 -bond and a long
investment of D(t, T1 )/D(t, T2 ) T2 -bonds have
value zero at time t and produces exactly the same
cash flows at T1 and T2 as the forward contract
with the forward rate defined in (1). The law of
one price (principle of no-arbitrage) tells us that
the forward contract must have the same value at
time t as the static portfolio of T1 and T2 bonds:

∂
log D(t, T )
∂T

−1 ∂D(t, T )
.
D(t, T ) ∂T

(8)

The par-yield curve is a well-defined version of
the ‘yield curve’. For simplicity, suppose that we
have the possibility of issuing (without influencing other market prices) a set of coupon bonds,
each with its own coupon rate (payable annually)
and with maturity at times t + 1, t + 2, . . .. For
each maturity date, we ask the question: at what
level do we need to set the coupon rate in order
that the market price for the coupon bond will be
at par? Thus, let gn be the general coupon rate
for maturity at t + n for a coupon bond with a
nominal or face value of 100. The market price
for this bond will be
n

D(t, ti ) + 100D(t, t + n) (9)
Pn (t) = gn
i=1

If the bond is currently priced at par, then this
means that Pn (t) = 100. This in turn implies that
gn ≡ ρ(t, t + n) = 100

(1 − D(t, t + n))
n

D(t, t + i)

(10)

i=1

•

and ρ(t, t + n) is referred to as the par yield,
which we interpret here as an annualized rate.
Associated with forward rates and par yields we
have LIBOR and swap rates. Both rates apply to
actual rates of interest that are agreed between
banks rather than being derived from the government bonds market. LIBOR rates are equivalent to
spot rates but are quoted as simple rates of interest: that is, for the term-τ LIBOR an investment
of £1 at time t will return 1 + τ L at time t + τ .
Typically, the tenor τ is 3, 6, or 12 months. Thus,
generalizing the notation to L(t, t + τ ) we have
1 + τ L(t, t + τ ) =

1
D(t, t + τ )

= exp(R(t, t + τ )).

(11)
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An interest-rate swap contract (with annual payment dates, for simplicity, and a term to maturity
of n) is a contract which involves swapping a
series of fixed payments for the floating LIBOR
rate. The two investors A and B enter into a contract at time t, where A pays B the fixed amount
K(t, t + n) at times t + 1, t + 2, . . . , t + n and in
return B pays A L(t, t + 1) at time t + 1 (which
is known at time t), L(t + 1, t + 2) at time t + 2
(not known until time t + 1), and so on up to
L(t + n − 1, t + n) at time t (not known until
time t + n − 1). The fair swap rate K(t, t + n)
is the rate at which the value of the contract
has zero value at time t and this is very closely
linked to par yields. (Mathematically swap rates
and par yields are identical. However, swap rates
generally refer to agreements between investment
banks whereas par yields derive from the government bonds market. Liquidity and credit considerations then lead to small differences between
the two. For example, see Figure 2.)
An example of how some of the different rates
of interest interact can be seen in Figure 1 for UK
government bonds at the close of business on 31
December 2002. On that date, the Bank of England
base rate was 4% with declining yields over the
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first year of maturity before yields climbed back
up again. Coupon-bond yields do not define a crisp
curve: instead two bonds with the same maturity date
but different coupon rates can have different gross
redemption yields depending upon the shape of the
spot-rate curve. We can also see that the spot-rate and
par-yield curves are not especially smooth and this
reflects a mixture of local supply and demand factors,
liquidity, and transaction costs. We can calculate
6-month forward rates based on the spot-rates in
Figure 1 but this results in a far rougher curve than
we would expect. These curves are straightforward
to smooth (see e.g. [6, 10, 12, 22, 29]) if we are
only interested in the term structure on a given date
rather than the dynamics or if we require a relatively
smooth forward-rate curve as the starting point for
the Heath–Jarrow–Morton framework (Section 3).
As an alternative to government bonds data, investment banks often use swap curves as the starting
point for pricing many types of derivatives. These
tend to be rather smoother because of the high degree
of liquidity in the swaps market and because the
contracts are highly standardized in contrast to the
bonds market which is more heterogeneous. The relative smoothness of the swap curve can be seen
in Figure 2. The figure also highlights the relatively wide bid/ask spreads (up to 13 basis points)

4.8
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Figure 1 UK government bond yields at the close of business on December 31, 2002 (source: www.dmo.gov.uk).
Coupon-bond yields are the gross redemption yields on (single-dated) coupon bonds. The spot-rate curve is derived from
STRIPS’ prices. The par-yield curve is derived from the spot-rate curve
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Figure 2 Par yields implied by UK STRIPS market on December 31, 2002 (solid curve) in comparison with interbank
swap rates (dotted curves, bid and ask rates) (source: Financial Times). Dots represent quoted swap maturity dates

for interbank swaps in comparison with government
bonds (less than 5 basis points) and also the impact
of credit risk on swap rates.
We will now look at dynamic, arbitrage-free models for the term-structure of interest rates. For a more
detailed development, the reader can go to one of
several good textbooks, which specialize in the subject of interest-rate modeling as well as the original
articles referenced here. Those by Brigo & Mercurio [5], Pelsser [23], and Rebonato [24, 25] are relatively specialized texts which deal principally with
the most recent advances. Cairns [9] and James &
Webber [19] both give a wider overview of the subject: the former starting at a lower level and aimed
at persons new to the subject; the latter serving as an
excellent and wide-ranging reference book for anyone
interested in interest-rate modeling.

The Risk-neutral Approach to Pricing
One of the earliest papers to tackle arbitrage-free
pricing of bonds and interest-rate derivatives was
Vasicek [30]. This paper is best known for the
Vasicek model for the risk-free rate of interest, r(t)
described below. However, Vasicek also developed
a more general approach to pricing, which ties in
with what we now refer to the as the risk-neutral
pricing approach.

For notational convenience and clarity of exposition, we will restrict ourselves here to one-factor,
diffusion models for the short rate, r(t). The approach is, however, easily extended to multifactor
models. The general SDE for r(t) is
dr(t) = a(t, r(t)) dt + b(t, r(t)) dW (t)

(12)

where W (t) is a standard Brownian motion under
the real-world measure P (also referred to as the
objective or physical measure), and a(·) and b(·) are
suitable smooth functions of t and r.
Vasicek also postulated that the zero-coupon prices
have the SDEs
dD(t, T ) = D(t, T )[m(t, T , r(t)) dt
+ S(t, T , r(t)) dW (t)]

(13)

for suitable functions m(t, T , r(t)) and S(t, T , r(t))
which will depend on the model for r(t). Vasicek first
used an argument similar to Black & Scholes [3]
to demonstrate that there must exist a previsible
stochastic process γ (t) (called the market price of
risk ) such that
m(t, T , r(t)) − r(t)
= γ (t)
S(t, T , r(t))

(14)

for all T > t. Without this strong relationship between the drifts and volatilities of bonds with different
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terms to maturity, the model would admit arbitrage.
Second, Vasicek derived a Black–Scholes type of
PDE for prices:
∂D
1 ∂ 2D
∂D
+ (a − b · γ )
+ b2 2 − rD = 0 (15)
∂t
∂r
2 ∂r
for t < T , with the boundary condition D(T , T ) = 1.
We can then apply the Feynman–Kac formula (see,
for example, [9] to derive the well-known risk-neutral
pricing formula for bond prices:
 
   T

r(u) du Ft . (16)
D(t, T , r(t)) = EQ exp −
t

In this formula, the expectation is taken with
respect to a new probability measure Q rather than
the original measure P . Under Q, r(t) has the riskadjusted SDE
dr(t) = ã(t, r(t)) dt + b(t, r(t)) dW̃ (t)

(17)

where ã(t, r(t)) = a(t, r(t)) − γ (t)b(t, r(t)) and
W̃ (t) is a standard Brownian motion under Q.
Additionally, if we let X be some interest-rate
derivative payment at some time T , then the price
for this derivative at some earlier time t is
  

  T

r(u) du X Ft . (18)
V (t) = EQ exp −
t

The more modern, martingale approach, which
gives rise to the same result in (16) is described
in detail in [9]. Here, we first establish the measure
Q as that under which the prices of all tradable
assets discounted by the cash account, C(t) (i.e.
the Z(t, T ) = D(t, T )/C(t)), are martingales. For
this reason, Q is also referred to as an equivalent
martingale measure (see Esscher Transform). In this
context, C(t) is also described as the numeraire.
The martingale approach tends to provide a more
powerful starting point for calculations and modeling.
On the other hand, the PDE approach is still useful
when it comes to numerical calculation of derivative
prices. (Here a tradeable asset has a precise meaning
in a mathematical sense. It refers to assets where there
are no coupon or dividend payments. Thus, the price
at time t represents the total return on the investment
up to that time with no withdrawals or inputs of
cash at intermediate times. For assets that do pay
coupons or dividends, we must set up a mutual fund
that invests solely in the underlying asset in question
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with full reinvestment of dividends. This mutual fund
is a tradeable asset.)
In practice, modelers often work in reverse by
proposing the model for r(t) first under Q and then
by adding the market price of risk to allow us to
model interest rates and bond prices under P . Specific
models for r(t) under Q include [30]
dr(t) = α(µ − r(t)) dt + σ dW̃ (t)

(19)

and Cox, Ingersoll and Ross [11] (CIR)

dr(t) = α(µ − r(t)) dt + σ r(t) dW̃ (t). (20)
Both models give rise to analytical formulae for
zero-coupon bond prices and European options of the
same bonds. The CIR model has the advantage that
interest rates stay positive because of the square-root
of r(t) in the volatility. Both are also examples of
affine term-structure models: that is, the D(t, T )
can be written in the form
D(t, T ) = exp(A(T − t) − B(T − t)r(t)) (21)
for suitable functions A and B.

No-arbitrage Models
The Vasicek and CIR models are examples of timehomogeneous, equilibrium models. A disadvantage of
such models is that they give a set of theoretical
prices for bonds, which will not normally match
precisely the actual prices that we observe in the
market. This led to the development of some timeinhomogeneous Markov models for r(t), most
notably those due to Ho & Lee [15]
dr(t) = φ(t) dt + σ dW̃ (t)

(22)

Hull & White [16]
dr(t) = α(µ(t) − r(t)) dt + σ (t) dW̃ (t)

(23)

and Black & Karasinski [2]
dr(t) = α(t)r(t)[θ(t) − log r(t)] dt
+ σ (t)r(t) dW̃ (t).

(24)

In each of these models, φ(t), µ(t), α(t), θ(t) and
σ (t) are all deterministic functions of t. These deterministic functions are calibrated in a way that gives
a precise match at the start date (say time 0) between
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theoretical and observed prices of zero-coupon bonds
(Ho & Lee) and possibly some derivative prices also.
For example, at-the-money interest-rate caplet prices
could be used to derive the volatility function, σ (t),
in the Hull & White model.
Because these models involve an initial calibration
of the model to observed prices there is no-arbitrage
opportunity at the outset. Consequently, these models
are often described as no-arbitrage models. In contrast, the time-homogeneous models described earlier
tell us that if the prices were to evolve in a particular way, then the dynamics will be arbitrage-free.
(Thus, all the models we are considering here are
arbitrage-free and we reserve the use of the term
no-arbitrage model to those where we have a precise match, at least initially, between theoretical and
observed prices.)
The Ho & Lee [15] and Hull & White [16] models
are also examples of affine term-structure models.
The Black & Karasinski [2] model (BK), does not
yield any analytical solutions, other than that r(t)
is log-normally distributed. However, the BK model
is amenable to the development of straightforward
and fast numerical methods for both calibration of
parameters and calculation of prices.
It is standard market practice to recalibrate the
parameters and time-dependent, deterministic functions in these no-arbitrage models on a frequent basis.
For example, take two distinct times T1 < T2 . In the
Hull & White [16] model, we would calibrate at time
T1 , the functions µ(t) and σ (t) for all t > T1 to
market prices. Call these functions µ1 (t) and σ1 (t).
At time T2 we would repeat this calibration using
prices at T2 resulting in functions µ2 (t) and σ2 (t) for
t > T2 . If the Hull & White model is correct, then
we should find that µ1 (t) = µ2 (t) and σ1 (t) = σ2 (t)
for all t > T2 . In practice, this rarely happens so that
we end up treating µ(t) and σ (t) as stochastic rather
than the deterministic form assumed in the model.
Users of this approach to calibration need to be (and
are) aware of this inconsistency between the model
assumptions and the approach to recalibration (see
also, Rebonato, 2003). Despite this drawback, practitioners do still calibrate models in this way, so one
assumes (hopes?) that the impact of model error is
not too great.

Multifactor Models
The risk-neutral approach to pricing is easily extended
(at least theoretically) to multifactor models. One

approach models an n-dimensional diffusion process
X(t) with SDE
dX(t) = µ(t, X(t)) dt + ν(t, X(t)) dW̃ (t)

(25)

where µ(t, X(t)) is an n × 1 vector, W̃ (t) is standard n-dimensional Brownian motion under the riskneutral measure Q and ν(t, X(t)) is the n × n matrix
of volatilities. The risk-free rate of interest is then
defined as a function g of X(t): that is, r(t) =
g(X(t)). Zero-coupon bond prices then have essentially the same form as before: that is,

  T
 

D(t, T ) = EQ exp −
(26)
r(u) du Ft
t

as do derivatives

 
V (t) = EQ exp −

T
t

 


r(u) du V (T )  Ft . (27)

However, in a Markov context, whereas the conditioning was on r(t) in the one-factor model, we now
have to condition on the whole of X(t).
In some multifactor models, the first component
of X(t) is equal to r(t), but we need to remember that the future dynamics of r(t) still depend
upon the whole of X(t). In other cases, r(t) is
a linear combination of the Xi (t) (for example,
the Longstaff & Schwartz [20] model). Brennan &
Schwartz [4] model X1 (t) = r(t) and X2 (t) = l(t),
the yield on irredeemable coupon bonds. Rebonato
([24], Chapter 15) models X1 (t) = l(t) and X2 (t) =
r(t)/ l(t), both as log-normal processes. However,
both the Brennan & Schwartz and Rebonato models are prone to instability and need to be used with
great care.

The Heath–Jarrow–Morton (HJM)
Framework
The new framework proposed by Heath, Jarrow and
Morton [14] represented a substantial leap forward
in how the term structure of interest rates is perceived and modeled. Previously, models concentrated
on modeling of r(t) and other relevant quantities in
a multifactor model. The HJM framework arose out
of the question: if we look at, say, the Ho & Lee or
the Hull & White models, how does the whole of the
forward-rate curve evolve over time? So, instead of
focusing on r(t) and calculation of the expectation in
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(16), HJM developed a framework in which we can
model the instantaneous forward-rate curve, f (t, T ),
directly. Given the forward-rate curve, we then immeT
diately get D(t, T ) = exp[− t f (t, u) du].
In the general framework we have the SDE
df (t, T ) = α(t, T ) dt + σ (t, T ) dW (t)

(28)

for each fixed T > t, and where α(t, T ) is the drift
process (scalar), σ (t, T ) is an n × 1 vector process and W (t) is a standard n-dimensional Brownian
motion under the real-world measure P . For such
a model to be arbitrage-free, there must exist an
n × 1 vector process γ (t) (the market prices of risk)
such that
α(t, T ) = σ (t, T ) (γ (t) − S(t, T ))
where


T

S(t, T ) = −

σ (t, u) du.

(29)

t

The vector process S(t, T ) is of interest in its own
right as it gives us the volatilities of the zero-coupon
bonds: that is,
dD(t, T ) = D(t, T )[(r(t) + S(t, T ) γ (t)) dt
+ S(t, T ) dW (t)]
or
dD(t, T ) = D(t, T )[r(t) dt + S(t, T ) dW̃ (t)]
(30)
where W̃ (t) is a Q-Brownian motion. The last equation is central to model-building under Q: unless we
can write down the dynamics of a tradeable asset with
r(t) as the expected rate of return under Q, we will
not have an arbitrage-free model.
In fact, equation (30) is often taken as the starting point in a pricing exercise built on the HJM
framework. We derive the bond volatilities S(t, T )
from derivative prices and this then provides us
with sufficient information to derive the prices of
related derivatives. The market price of risk γ (t)
is only required if we are using the model in
an asset–liability modeling or dynamic financial
analysis (DFA) exercise where real-world dynamics
are required.
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Returning to (28), the vector σ (t, T ) gives us what
is described as the volatility term-structure. Developing this volatility function is central to modelbuilding and accurate pricing of derivatives under the
HJM framework.
All of the short-rate models described earlier can
be formulated within the HJM framework. For example, the Vasicek and Hull & White models both have
σ (t, T ) = σ exp(−α(T − t)), which is deterministic.
In contrast, the CIR model has a stochastic
volatility
√
function, which is proportional to r(t). However,
the point of using the HJM framework is to think
in much more general terms rather than restrict ourselves to the use of the earlier short-rate models.
This added flexibility has made the approach popular
with practitioners because it allows easy calibration:
first, of the forward rates from, for example, the
LIBOR term structure; second, of the volatility term
structure by making reference to suitable interest-rate
derivatives.
Despite the advantages of HJM over the shortrate models, it was found to have some drawbacks:
some practical, some theoretical. First, many volatility term structures σ (t, T ) result in dynamics for
f (t, T ), which are non-Markov (i.e. with a finite
state space). This introduces path dependency to pricing problems, which significantly increases computational times. Second, there are generally no simple
formulae or methods for pricing commonly traded
derivatives such as caps and swaptions. Again, this
is a significant problem from the computational point
of view. Third, if we model forward rates as lognormal processes then the HJM model will ‘explode’
(e.g. see [28]). This last theoretical problem with
the model can be avoided by modeling LIBOR and
swap rates as log-normal (market models) rather than
instantaneous forward rates.

Other Assets as Numeraires
Another essential step forward in term-structure modeling was the realization that it is not necessary to
use the cash account, C(t), as the numeraire, or the
risk-neutral measure for pricing.
Instead, we can follow the following guidelines.
•
•

Let X(t) be the price at time t of any tradeable
asset that remains strictly positive at all times.
Let V (t) be the price of another tradeable asset.
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Find the measure QX equivalent to Q under
which V (t)/X(t) is a martingale. Here we find
first the SDE for V (t)/X(t) under Q. Thus, given
dV (t) = V (t)[r(t) dt + σV (t) dW̃ (t)]

(31)

and
dX(t) = X(t)[r(t) dt + σX (t) dW̃ (t)]
we get


d

V (t)
X(t)


=

(32)

V (t)
(σV (t)
X(t)

− σX (t)) ( dW̃ (t) − σX (t) dt).

(33)

t

Now define W X (t) = W̃ (t) − 0 σX (u) du. We
can then call on the Cameron–Martin–Girsanov
Theorem (see, e.g. [1]). This tells us that (provided σX (t) satisfies the Novikov condition),
there exists a measure QX equivalent to Q under
which W X (t) is a standard n-dimensional Brownian motion. We then have


V (t)
V (t)
d
=
(σV (t) − σX (t)) dW X (t).
X(t)
X(t)
(34)

•

In other words, V (t)/X(t) is a martingale under
QX as required.
Now note that the transformation from Q to QX
was independent of the choice of V (t) so that
the prices of all tradeable assets divided by the
numeraire X(t) are martingales under the same
measure QX .

This has some important consequences. First, suppose that we have a derivative contract that pays
V (T ) at time T . We can take X(t) = D(t, T ) as the
numeraire. Rather than use the previous notation, QX ,
for the new measure, it is common to use QT for this
specific type of numeraire. QT is called a forward
measure. The martingale property tells us that
 

V (t)
V (T ) 
Ft
(35)
= EQT
D(t, T )
D(T , T ) 
⇒ V (t) = D(t, T )EQT [V (T )|Ft ]

(36)

since D(T , T ) = 1. This pricing equation is certainly more appealing than the risk-neutral pricing
equations (18) and (27) because we no longer need
to work out the joint distribution of V (T ) and

T

exp(− t r(u) du) given Ft . On the other hand, we
still need to establish the distribution of V (T ) under
the new measure QT . How easy this is to do will
depend upon the model being used.
For general numeraires X(t), we also have the
general derivative pricing equation
 

V (t)
V (T ) 
Ft .
= EQX
(37)
X(t)
X(T ) 
Specific frameworks, which make further use of
this change of measure are the LIBOR market model
(where we use X(t) = D(t, Tk ) for derivative payments at Tk ) and the swap market model (where
we use X(t) = nk=1 D(t, Tk ) in relation to a swaption contract with exercise date T0 and where Tk =
T0 + kτ ). Further details can be found in the accompanying article on market models.

State-price Deflators and Kernel Functions
We have noted in the previous section that we can
price derivatives under Q or QX . If we make a careful
choice of our numeraire, X(t), then we can turn the
pricing problem back into one involving expectations
under the real-world measure P .
The existence of P and its equivalence to the riskneutral measure Q means that there exists a vector
process γ (t) which connects the risk-neutral and realworld Brownian motions: that is
dW̃ (t) = dW (t) + γ (t) dt.

(38)

If we have a complete market, then we can synthesize a self-financing portfolio with value X(t) and
SDE
dX(t) = X(t)[r(t) dt + γ (t) dW̃ (t)]
under Q

(39)

= X(t)[(r(t) + |γ (t)|2 ) dt + γ (t) dW (t)]
under P .

(40)

Now define A(t) = X(t)−1 . Then the derivative
pricing equation (37) becomes
V (t) =

EP [V (T )A(T )|Ft ]
.
A(t)

(41)

The process A(t) has a variety of names: stateprice deflator; deflator; and pricing kernel.

Interest-rate Modeling
State-price deflators provide a useful theoretical
framework when we are working in a multicurrency
setting. In such a setting, there is a different riskneutral measure Qi for each currency i. In contrast,
the measure used in pricing with state-price deflators
is unaffected by the base currency. Pricing using the
risk-neutral approach is still no problem, but we just
need to be a bit more careful.
Apart from this, both the risk-neutral and stateprice-deflator approaches to pricing have their pros
and cons. One particular point to note is that specific models often have a natural description under
one approach only. For example, the CIR model has
a straightforward description under the risk-neutral
approach, whereas attempting to describe it using the
state-price-deflator approach is unnecessarily cumbersome and quite unhelpful. For other models, the
reverse is true: they have a relatively simple formulation using the state-price-deflator approach and
are quite difficult to convert into the risk-neutral
approach.

Positive Interest
In this section, we will describe what is sometimes
referred to the Flesaker–Hughston framework ([13]
or the Potential approach [26]).
This approach is a simple variation on the stateprice-deflator approach and, with a seemingly simple
constraint, we can guarantee that interest rates will
remain positive (hence the name of this section).
The approach is deceptively simple. We start with
a sample space , with sigma-algebra F and associated filtration Ft . Let A(t) be a strictly positive
diffusion process adapted to Ft and let P̂ be some
probability measure associated with ( , F, Ft : 0 ≤
t < ∞). P̂ is called the pricing measure and may be
different from the equivalent, real-world measure P .
Rogers [26] and Rutkowski [27] investigated the
family of processes
D(t, T ) =

EP̂ [A(T )|Ft ]
A(t)

for 0 ≤ t ≤ T

(42)

for all T > 0. They proved that the processes D(t, T )
can be regarded as the prices of zero-coupon bonds
in the usual way, and that the proposed framework
gives arbitrage-free dynamics. Additionally, if V (T )
is some FT -measurable derivative payoff at time T ,
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then the price for this derivative at some earlier time
t is
E [A(T )V (T )|Ft ]
V (t) = P̂
.
(43)
A(t)
In addition, if A(t) is a supermartingale under
P̂ , (that is, EP̂ [A(T )|Ft ] ≤ A(t) for all 0 < t < T )
then, for each t, D(t, T ) is a decreasing function of
T implying that all interest rates are positive.
A year earlier Flesaker & Hughston [13] proposed
a special case of this where
 ∞
A(t) =
φ(s)M(t, s) ds
(44)
t

for some family of strictly-positive P̂ -martingales
M(t, s).
Despite the apparent simplicity of the pricing formulae, all of the potential difficulties come in the
model for A(t) and in calculating its expectation.
Specific examples were given in the original papers
by Flesaker & Hughston [13], Rutkowski [27] and
Rogers [26]. More recently, Cairns [7, 8] used the
Flesaker–Hughston framework to develop a family
of models suitable for a variety of purposes from
short-term derivative pricing to long-term risk management, such as dynamic financial analysis (DFA).

Markov-functional Models
Many (but not all) of the preceding models can
be described as Markov-functional models. This
approach to modeling was first described by Hunt,
Kennedy & Pelsser [18] (HKP) with further accounts
in [17, 23]. In many of these models, we were able to
write down the prices of both bonds and derivatives
as functions of a Markov process X(t). For example,
in most of the short-rate models (Vasicek, CIR,
Ho–Lee, Hull–White) prices are all functions of
the Markov, risk-free rate of interest, r(t). Equally,
with the positive-interest family of Cairns [7, 8]
all prices are functions of a multidimensional
Ornstein–Uhlenbeck process, X(t), (which is
Markov) under the pricing measure P̂ .
HKP generalize this as follows. Let X(t) be some
low-dimensional, time-homogeneous Markov diffusion process. Under a given pricing measure, P̂ ,
equivalent to the real-world measure P suppose that
X(t) is a martingale, and that prices are of the form
D(t, T ) = f (t, T , X(t)).

(45)
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Clearly, the form of the function f needs to
be restricted to ensure that prices are arbitrage-free.
For example, we can employ the Potential approach
to define the numeraire, A(t), as a strictly positive
function of X(t).
For a model to be a Markov-functional model
HKP, add the requirement that it should be possible
to calculate relevant prices efficiently: for example,
the prices of caplets and swaptions. Several useful
examples can be found in [17, 23].
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Itô Calculus
First Contact with Itô Calculus
From the practitioner’s point of view, the Itô calculus
is a tool for manipulating those stochastic processes
that are most closely related to Brownian motion.
The central result of the theory is the famous Itô
formula that one can write in evocative shorthand as
df (t, Bt ) = ft (t, Bt ) dt + 12 fxx (t, Bt ) dt
+ fx (t, Bt ) dBt .

(1)

Here the subscripts denote partial derivatives and
the differential dt has the same interpretation that
it has in ordinary calculus. On the other hand, the
differential dBt is a new object that needs some care
to be properly understood.
At some level, one can think of dBt as ‘increment of Brownian motion’, but, even allowing this,
one must somehow stir into those thoughts the considerations that would make dBt independent of the
information that one gains from observing {Bs : 0 ≤
s ≤ t}, the path of Brownian motion up to time t.
The passive consumer can rely on heuristics such
as these to follow some arguments of others, but
an informal discussion of dBt cannot take one very
far.
To gain an honest understanding of the Itô integral,
one must spend some time with its formal definition. The time spent need not be burdensome, and
one can advisably gloss over some details on first
reading. Nevertheless, without some exposure to its
formal definition, the Itô integral can only serve as a
metaphor.

Itô Integration in Context
The Itô integral is a mathematical object that is
only roughly analogous to the traditional integral of
Newton and Leibniz. The real driving force behind
the definition – and the effectiveness – of the Itô
integral is that it carries the notion of a martingale transform from discrete time into continuous
time.
The resulting construction is important for several
reasons. First, it provides a systematic method for
building new martingales, but it also provides the

modeler with new tools for specifying the stochastic
processes in terms of ‘differentials’. Initially, these
specifications are primarily symbolic, but typically,
they can be given rigorous interpretations, which
in turn allow one to forge a systematic connection
between stochastic processes and the classical fields
of ordinary and partial differential equations. The
resulting calculus for stochastic processes turns out
to be exceptionally fruitful both in theory and in
practice, and the Itô calculus is now widely regarded
as one of the most successful innovations of modern
probability theory.
The aims addressed here are necessarily limited
since even a proper definition of the Itô integral
can take a dozen pages. Nevertheless, after a brief
introduction to Itô calculus it is possible to provide
(1) a sketch of the formal definition of the Itô integral,
(2) a summary of the key features of the integral, and
(3) some discussion of the widely used Itô formula.
For a more complete treatment of these topics, as well
as more on their connections to issues of importance
for actuarial science, one can refer [1] or [4]. For
additional perspective on the theory of stochastic
calculus, one can refer [2] or [3].

The Itô Integral: A Three Step Definition
If {Bt : 0 ≤ t ≤ T } denotes Brownian motion on the
finite interval [0, T ] and if {f (ω, t): 0 ≤ t ≤ T }
denotes a well-behaved stochastic process whose
specific qualifications will be given later, then the
Itô integral is a random variable that is commonly
denoted by
 T
I (f )(ω) =
f (ω, t) dBt .
(2)
0

This notation is actually somewhat misleading since
it tacitly suggests that the integral on the right may be
interpreted in a way that is analogous to the classical
Riemann–Stieltjes integral. Unfortunately, such an
interpretation is not possible on an ω-by-ω basis
because almost all the paths of Brownian motion fail
to have bounded variation.
The definition of the Itô integral requires a more
subtle limit process, which perhaps is best viewed
as having three steps. In the first of these, one
simply isolates a class of simple integrands where
one can say that the proper definition of the integral
is genuinely obvious. The second step calls on a
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continuity argument that permits one to extend the
definition of the integral to a larger class of natural
processes. In the third step, one then argues that there
exists a continuous martingale that tracks the value
of the Itô integral when it is viewed as a function
of its upper limit; this martingale provides us with a
view of the Itô integral as a process.

The First Step: Definition on H20
The integrand of an Itô integral must satisfy some
natural constraints, and, to detail these, we first let
B denote the smallest σ -field that contains all of the
open subsets of [0, T ]; that is, we let B denote the set
of Borel sets of [0, T ]. We then take {Ft } to be the
standard Brownian filtration and for each t ≥ 0 we
take Ft × B to be the smallest σ -field that contains
all of the product sets A × B where A ∈ Ft and
B ∈ B. Finally, we say f (·, ·) is measurable provided
that f (·, ·) is FT × B measurable, and we will say
that f (·, ·) is adapted provided that f (·, t) is Ft
measurable for each t ∈ [0, T ]. One then considers
the class H2 = H2 [0, T ] of all measurable adapted
functions f that are square-integrable in the sense
that

 T
f 2 (ω, t) dt
E
0

 

=


T

f 2 (ω, t) dt dP (ω) < ∞.

(3)

0

If we write L2 (dt × dP ) to denote the set of functions
that satisfy (3), then by definition we have H2 ⊂
L2 (dt × dP ). In fact, H2 turns out to be one of
the most natural domains for the definition and
application of the Itô integral.
If we take f (ω, t) to be the indicator of the
interval (a, b] ⊂ [0, T ], then f (ω, t) is trivially an
element of H2 , and in this case, we quite reasonably
want to define the Itô integral by the relation

I (f )(ω) =

b

dBt = Bb − Ba .

(4)

a

Also, since one wants the Itô integral to be linear, the
identity (4) will determine how I (f ) must be defined
for a relatively large class of integrands. Specifically,
if we let H20 denote the subset of H2 that consists of
all functions that may be written as a finite sum of

the form
f (ω, t) =

n−1


ai (ω)1(ti < t ≤ ti+1 ),

(5)

i=0

where ai ∈ Fti , E(ai2 ) < ∞, and 0 = t0 < t1 < · · · <
tn−1 < tn = T , then linearity and equation (4) determine the value of I on H20 . Now, for functions of the
form (5) one simply defines I (f ) by the identity
I (f )(ω) =

n−1


ai (ω){Bti+1 − Bti }.

(6)

i=0

This formula completes the first step, the definition
of I on H20 , though naturally one must check that this
definition is unambiguous; that is, one must show that
if f has two representations of the form (5), then the
sums given by (6) provide the same values for I (f ).

The Second Step: Extension to H2
We now need to extend the domain of I from H20 to
all of H2 , and the key is to first show that I : H20 →
L2 (dP ) is an appropriately continuous mapping. In
fact, the following fundamental lemma tells us much
more.
Lemma 1 (Itô’s Isometry on H20 ). For f ∈ H20 we
have
||I (f )||L2 (dP ) = ||f ||L2 (dP ×dt) .
By the linearity of I : H20 → L2 (dP ), the Itô’s Isometry Lemma implies that I takes equidistant points
in H20 to equidistant points in L2 (dP ), so, in particular, I maps a Cauchy sequence in H20 into a Cauchy
sequence in L2 (dP ). The importance of this observation is underscored by the next lemma, which asserts
that any f ∈ H2 can be approximated arbitrarily well
by the elements of H20 .
Lemma 2 (H20 is dense in H2 ). For any f ∈ H2 ,
there exists a sequence {fn } with fn ∈ H20 such that
||f − fn ||L2 (dP ×dt) → 0 as n → ∞.
Now, for any f ∈ H2 , this approximation lemma
tells us that there is a sequence {fn } ⊂ H20 such that
fn converges to f in L2 (dP × dt). Also, for each n,
the integral I (fn ) is given explicitly by formula (6),
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so the obvious idea is to define I (f ) as the limit of
the sequence I (fn ) in L2 (dP ); that is, we set
def lim I (f ),
I (f ) =
n
n→∞

(7)

where the detailed interpretation of equation (7) is
that the random variable I (f ) is the unique element
of L2 (dP ) such that ||I (fn ) − I (f )||L2 (dP ) → 0 as
n → ∞. This completes the definition of I (f ),
except for one easy exercise; it is still necessary
to check that the random variable I (f ) does not
depend on the specific choice that one makes for the
approximating sequence {fn : n = 1, 2, . . .}.

The Third Step: Itô’s Integral as a Process
The map I : H2  → L2 (dP ) permits one to define the
Itô integral over the interval [0, T ], but to connect
the Itô integral with stochastic processes we need to
define the Itô’s integral on [0, t] for each 0 ≤ t ≤ T
so that when viewed collectively these integrals will
provide a continuous stochastic process.
This is the most delicate step in the construction
of the Itô integral, but it begins with a straightforward
idea. If one sets

1 if s ∈ [0, t]
(8)
mt (ω, s) =
0 otherwise,
then for each f ∈ H2 [0, T ] the product mt f is in
H2 [0, T ], and I (mt f ) is a well-defined element of
L2 (dP ). A natural candidate for the process version
of Itô’s integral is then given by
Xt (ω) = I (mt f )(ω).

(9)

Sadly, this candidate has problems; for each 0 ≤ t ≤
T the integral I (mt f ) is only defined as an element
of L2 (dP ), so the value of I (mt f ) can be specified
arbitrarily on any set At ∈ Ft with P (At ) = 0. The
union of the At over all t in [0, T ] can be as large as
the full set , so, in the end, the process Xt suggested
by (9) might not be continuous for any ω ∈ .
This observation is troubling, but it is not devastating. With care (and help from Doob’s maximal
inequality), one can prove that there exists a unique
continuous martingale Xt that agrees with Xt with
probability 1 for each fixed t ∈ [0, T ]. The next theorem gives a more precise statement of this crucial
fact.
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Theorem 1 (Itô Integrals as Martingales). For any
f ∈ H2 [0, T ], there is a process {Xt : t ∈ [0, T ]} that
is a continuous martingale with respect to the standard Brownian filtration Ft and such that the event
{ω: Xt (ω) = I (mt f )(ω)}
has probability one for each t ∈ [0, T ].
This theorem now completes the definition of
the Itô integral of f ∈ H2 ; specifically, the process
{Xt : 0 ≤ t ≤ T } is a well-defined continuous martingale, and the Itô integral of f is defined by the
relation
 t
def X
f (ω, t) dBt =
for t ∈ [0, T ]. (10)
t
0

An Extra Step: Itô’s Integral on L2LOC
The class H2 provides one natural domain for the Itô
integral, but with a little more work, one can extend
the Itô integral to a larger space, which one can argue
is the most natural domain for the Itô integral. This
space is known as L2LOC , and it consists of all adapted,
measurable functions f :  × [0, T ]  →  for which
we have

 T
f 2 (ω, t) dt < ∞ = 1.
(11)
P
0

Naturally, L2LOC contains H2 , but L2LOC has some
important advantages over H2 . In particular, for
any continuous g:  → , the function given by
f (ω, t) = g(Bt ) is in L2LOC simply because for each
ω the continuity of Brownian motion implies that the
mapping t  → g(Bt (ω)) is bounded on [0, T ].
To indicate how the Itô integral is extended from
H20 to L2LOC , we first note that an increasing sequence
of stopping times is called an H2 [0, T ] localizing
sequence for f provided that one has
fn (ω, t) = f (ω, t)1(t ≤ νn ) ∈ H2 [0, T ]∀n
(12)
and
∞
{ω: νn = T } = 1

P
n=1

(13).
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For example, one can easily check that if f ∈
L2LOC [0, T ], then the sequence
  s
τn = inf s:
f 2 (ω, t) dt ≥ n or s ≥ T
(14)
0

is an H [0, T ] localizing sequence for f .
Now, to see how the Itô integral is defined on
L2LOC , we take f ∈ L2LOC and let {νn } be a localizing
sequence for f ; for example, one could take νn = τn
where τn is defined by (14). Next, for each n, take
{Xt,n } to be the unique continuous martingale on
[0, T ] that is a version of the Itô integral of I (mt g)
and where g(ω, s) = f (ω, s)1(s ≤ νn (ω)). Finally,
we define the Itô integral for f ∈ L2LOC [0, T ] to be
the process given by the limit of the processes {Xt,n }
as n → ∞. More precisely, one needs to show that
there is a unique continuous process {Xt : 0 ≤ t ≤ T }
such that
2

P Xt = lim Xt,n = 1∀t ∈ [0, T ];
n→∞

(15)

so, in the end, we can take the process {Xt } to be
our Itô integral of f ∈ L2LOC over [0, t], 0 ≤ t ≤ T .
In symbols, we define the Itô integral of f by setting
 t
def X (ω) for t ∈ [0, T ]. (16)
f (ω, s) dBs =
t
0

Some work is required to justify this definition, and
in particular, one needs to show that the defining
limit (16) does not depend on the choice that we
make for the localizing sequence, but once these
checks are made, the definition of the Itô integral
on L2LOC is complete. The extension of the Itô
integral from H2 to L2LOC introduces some intellectual
overhead, and one may wonder if the light is worth
the candle; be assured, it is. Because of the extension
of the Itô integral from H2 to L2LOC , we can now
consider the Itô integral of any continuous function of
Brownian motion. Without the extension, this simple
and critically important case would have been out of
our reach.

Some Perspective and Two Intuitive
Representations
In comparison with the traditional integrals, one may
find that the time and energy required to define
the Itô integral is substantial. Even here, where all
the proofs and verifications have been omitted, one

needed several pages to make the definition explicit.
Yet, oddly enough, one of the hardest parts of the
theory of Itô calculus is the definition of the integral;
once the definition is complete, the calculations that
one finds in the rest of the theory are largely in line
with the familiar calculations of analysis.
The next two propositions illustrate this phenomenon, and they also add to our intuition about
the Itô integral since they reassure us that at least in
some special cases, the Itô integrals can be obtained
by formulas that remind us of the traditional Riemann
limits. Nevertheless, one must keep in mind that even
though these formulas are intuitive, they covertly lean
on all the labor that is required for the formal definition of the Itô integral. In fact, without that labor,
the assertions would not even be well-defined.
Proposition 1 (Riemann Representation). For any
continuous f :  → , if we take the partition of
[0, T ] given by ti = iT /n for 0 ≤ i ≤ n, then we have
lim

n→∞

n




T

f (Bti−1 )(Bti − Bti−1 ) =

f (Bs ) dBs ,
0

i=1

where the limit is understood in the sense of convergence in probability.
Proposition 2 (Gaussian Integrals). If f ∈ C[0, T ],
then the process defined by

Xt =

t

f (s) dBs t ∈ [0, T ]

0

is a mean zero Gaussian process with independent
increments and with covariance function


s∧t

Cov(Xs , Xt ) =

f 2 (u) du.
0

Moreover, if we take the partition of [0, T ] given by
ti = iT /n for 0 ≤ i ≤ n and ti∗ satisfies ti−1 ≤ ti∗ ≤ ti
for all 1 ≤ i ≤ n, then we have
lim

n→∞

n

i=1

f (ti∗ )(Bti


− Bti−1 ) =

T

f (s) dBs ,
0

where the limit is understood in the sense of convergence in probability.
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Itô’s Formula
The most important result in the Itô calculus is Itô’s
formula, for which there are many different versions.
We will first consider the simplest.
Theorem 2 (Itô’s Formula). If the function f :   →
 has a continuous second derivative, then one has
the representation

 t
1 t 

f (Bs ) dBs +
f (Bs ) ds.
f (Bt ) = f (0) +
2 0
0
(17)
There are several interpretations of this formula,
but perhaps it is best understood as a version of
the fundamental theorem of calculus. In one way
the analogy is apt; this formula can be used to
calculate Itô integrals in much the same way that
the fundamental theorem of calculus can be used to
calculate traditional definite integrals. In other ways
the analogy is less apt; for example, one has an extra
term in the right hand sum, and, more important,
the expression Bs that appears in the first integral is
completely unlike the dummy variable that it would
represent if this integral were understood in the sense
of Riemann.

A Typical Application
If F ∈ C 2 () and F  = f with F (0) = 0, then Itô’s
formula can be rewritten as

 t
1 t 
f (Bs ) dBs = F (Bt ) −
f (Bs ) ds, (18)
2 0
0
and in this form it is evident that Itô’s formula can be
used to calculate many interesting Itô integrals. For
example, if we take F (x) = x 2 /2 then f (Bs ) = Bs ,
f  (Bs ) = 1, and we find
 t
1
1
(19)
Bs dBs = Bt2 − t.
2
2
0
In other words, the Itô integral of Bs on [0, t] turns
out to be just a simple function of Brownian motion
and time. Moreover, we know that this Itô integral
is a martingale, so, among other things, this formula
reminds us that Bt2 − t is a martingale, a basic fact
that can be checked in several ways.
A second way to interpret Itô’s formula is as a
decomposition of f (Bt ) into components that are
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representative of noise and signal. The first integral
of equation (17) has mean zero and it captures
information about the local variability of f (Bt ) while
the second integral turns out to capture all of the
information about the drift of f (Bt ). In this example,
we see that Bt2 can be understood as a process with
a ‘signal’ equal to t and a ‘noise component’ Nt that
is given by the Itô integral
 t
Bs dBs .
(20)
Nt = 2
0

Brownian Motion and Time
The basic formula (17) has many useful consequences, but its full effect is only realized when it is
extended to accommodate the function of Brownian
motion and time.
Theorem 3 [Itô’s Formula with Space and Time
Variables]. If a function f : + ×  →  has a continuous derivative in its first variable and a continuous
second derivative in its second variable, then one has
the representation
 t
∂f
f (t, Bt ) = f (0, 0) +
(s, Bs ) dBs
0 ∂x

 t
1 t ∂ 2f
∂f
+
(s, Bs ) ds.
(s, Bs ) ds +
2 0 ∂x 2
0 ∂t
One of the most immediate benefits of this version of
Itô’s formula is that it gives one a way to recognize
when f (t, Bt ) is a local martingale. Specifically,
if f ∈ C 1,2 (+ × ) and if f (t, x) satisfies the
equation
1 ∂ 2f
∂f
=−
,
∂t
2 ∂x 2

(21)

then the space–time version of Itô’s formula immediately tells us that Xt can be written as the Itô integral
of fx (t, Bt ). Such an integral is always a local martingale, and if the representing integrand is well-behaved
in the sense that

 
T
∂f 2
(t, Bt ) dt < ∞,
(22)
E
∂x
0
then in fact Xt is an honest martingale on 0 ≤ t ≤ T .
To see the ease with which this criterion can
be applied, consider the process Mt = exp(αBt −
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α 2 t/2) corresponding to f (x, t) = exp(αx − α 2 t/2).
In this case, we have
1
∂f
= − α2 f
∂t
2

and

∂ 2f
= α 2 f,
∂x 2

(23)

so the differential condition (21) is satisfied. As a
consequence, we see that Mt is a local martingale,
but it is also clear that Mt is an honest martingale
since the H2 condition (22) is immediate. The same
method can be used to show that Mt = Bt2 − t and
Mt = Bt are martingales. One only has to note that
f (t, x) = x 2 − t and f (t, x) = x satisfy the PDE
condition (21), and in both cases we have f (t, Bt ) ∈
H2 .
Finally, we should note that there is a perfectly
analogous vector version of Itô’s formula, and it
provides us with a corresponding criterion for a
function of time and several Brownian motions to
be a local martingale.
Theorem 4 (Itô’s Formula – Vector Version). If
f ∈ C 1,2 (+ × d ) and if Bt is standard Brownian
motion in d , then
df (t, Bt ) = ft (t, Bt ) dt
+ ∇f (t, Bt ) dBt + 12 f (t, Bt ) dt.
From this formula, we see that if f ∈ C 1,2 (+ × d )
and Bt is standard Brownian motion in d , then the
process Mt = f (t, Bt ) is a local martingale provided
that
ft (t, x) = − 12 f (t, x).

(24)

If we specialize this observation to functions that
depend only on x, we see that the process Mt =
f (Bt ) is a local martingale provided that f = 0;
that is, Mt = f (Bt ) is a local martingale provided
that f is a harmonic function. This observation provides a remarkably fecund connection between Brownian motion and classical potential theory, which is
one of the richest branches of mathematics.

The Itô Shorthand and More General
Integrals
Formulas of the Itô calculus can be lengthy when
written out in detail, so it is natural that shorthand

notation has been introduced. In particular, if Xt is a
process that with a representation of the form
 t
 t
Xt =
a(ω, s) ds +
b(ω, s) dBs , (25)
0

0

for some suitable processes a(ω, s) and b(ω, s), then
it is natural to write this relationship more succinctly
with the shorthand
dXt = a(ω, t) dt + b(ω, t) dBt ,

X0 = 0.

(26)

Expressions such as dXt , dBt , and dt are highly
evocative, and the intuition one forms about them
is important for the effective use of the Itô calculus.
Nevertheless, in the final analysis, one must always
keep in mind that entities like dXt , dBt , and dt draw
all of their meaning from their longhand interpretation. To prove a result that relies on these freeze-dried
expressions, one must be ready – at least in principle – to first reconstitute them as they appear in the
original expression (25).
With this caution in mind, one can still use the
intuition provided by the terms like dXt to suggest
new results, and, when one follows this path, it is
natural to define the dXt integral of f (t, ω) by setting
 t
 t
def
f (ω, s) dXs =
f (ω, s)a(ω, s) ds
0


+

0

t

f (ω, s)b(ω, s) dBs .

(27)

0

Here, of course, one must impose certain restrictions on f (ω, t) for the last two integrals to make
sense, but it would certainly suffice to assume that
f (ω, t) is adapted and that it satisfies the integrability
conditions
•
•

f (ω, s)a(ω, s) ∈ L1 (dt) for all ω in a set of
probability 1 and
f (ω, s)b(ω, s) ∈ L2LOC .

From Itô’s Formula to the Box Calculus
The experience with Itô’s formula as a tool for
understanding the dBt integrals now leaves one with
a natural question: is there an appropriate analog
of Itô’s formula for dXt integrals? That is, if the
process Xt can be written as a stochastic integral of
the form (27) and if g(t, y) is a smooth function, can

Itô Calculus
we then write the process Yt = g(t, Xt ) as a sum of
terms that includes a dXt integral?
Naturally, there is an affirmative answer to this
question, and it turns out to be nicely expressed with
the help from a simple formalism that is usually
called the box calculus, though the term box algebra
would be more precise. This is an algebra for the set
A of linear combinations of the formal symbols dt
and dBt , where the adapted functions are regarded
as the scalars. In this algebra, the addition operation
is just the usual algebraic addition, and products are
then computed by the traditional rules of associativity
and transitivity together with a multiplication table
for the special symbols dt and dBt . The new rules
one uses are simply
dt dt = 0,

dt dBt = 0, and dBt dBt = dt.

As an example of the application of these rules, one
can check that the product
(a dt + b dBt )(α dt + β dBt )
can be simplified by associativity and commutativity
to give
aα dt dt + aβ dt dBt + bα dBt dt
+ bβ dBt dBt = bβ dt.

(28)

If one uses this formal algebra for the process
Xt , which we specified in longhand by (25) or in
shorthand by (26), then one has the following general
version of Itô’s formula
df (t, Xt ) = ft (t, Xt ) dt + fx (t, Xt ) dXt
+ 12 fxx (t, Xt ) dXt dXt .

(29)

This simple formula is an exceptionally productive
formula, and it summarizes a vast amount of useful
information.
In the simplest case, we see that by setting Xt =
Bt , the formula (29) quietly recaptures space–time
version of Itô’s formula. Still, it is easy to go much
farther. For example, if we take Xt = µt + σ Bt so
Xt is Brownian motion with drift, or if we take
Xt = exp(µt + σ Bt ) so Xt is Geometric Brownian
motion, the general Itô formula (29) painlessly produces formulas for df (t, Xt ) which otherwise could
be won only by applying the space–time version of
Itô’s formula together with the tedious and errorprone applications of the chain rule.
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To address novel examples, one naturally needs
to provide a direct proof of the general Itô formula,
a proof that does not go through the space–time
version of Itô’s formula. Fortunately, such a proof is
not difficult, and it is not even necessary to introduce
any particularly new technique. In essence, a properly
modified repetition of the proof of the space–time
Itô’s formula will suffice.

Concluding Perspectives
Itô’s calculus provides the users of stochastic models with a theory that maps forcefully into some of
the most extensively developed area of mathematics,
including the theory of ordinary differential equations, partial differential equations, and the theory
of harmonic functions. Itô’s calculus has also led to
more sophisticated versions of stochastic integration
where the role of Brownian motion can be replaced
by any Lévy process, or even by more general processes. Moreover, Itô calculus has had a central role
in some of the most important developments of financial theory, including the Merton and Black–Scholes
theories of option pricing.
To be sure, there is some overhead involved in the
acquisition of a fully functioning background in the
Itô calculus. One also faces substantial limitations on
the variety of models that are supported by the Itô
calculus; the ability of diffusion models to capture
the essence of empirical reality can be marvelous,
but in some contexts the imperfections are all too
clear. Still, despite its costs and its limitations,
the Itô calculus stands firm as one of the most
effective tools we have for dealing with models
that hope to capture the realities of randomness and
risk.
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Large Deviations
Introduction
Large deviations theory provides estimates for the
probabilities of rare events. In a narrow sense, it
gives refinements for the laws of large numbers. We
illustrate the viewpoint by means of an example.
Let ξ, ξ1 , ξ2 , . . . be independent and identically
distributed random variables. Assume that the expectation E(ξ ) exists, and let x > E(ξ ) be fixed. Write
Yn = ξ1 + · · · + ξn for n ∈ N. A typical event of
interest in large deviations theory is {Yn /n ≥ x}, for
large n. The law of large numbers tells us that the
probability of the event tends to zero when n tends
to infinity. Large deviations theory states that


Yn
P
(1)
≥ x = e−n(I (x)+o(1))
n
where I (x) ∈ [0, ∞] can be specified and o(1) tends
to zero when n tends to infinity. Suppose that I (x) is
positive and finite. Then, (1) shows that P(Yn /n ≥ x)
tends to zero exponentially fast and that I (x) is the
rate of convergence.
A basic problem in large deviations theory is
finding out rates like I (x), above, for sequences of
random variables, or actually, for general sequences
of distributions. The theory has an interesting internal
structure that provides tools for analyzing rare events.
We refer to [4, 17] for wide descriptions of these
topics.
The scope of this article is in the exponential
estimates for probabilities similar to (1). If the distribution of ξ is heavy tailed, then one can often obtain
more accurate information by means of nonexponential estimates.

Connections with Insurance Problems
Tails of distributions and small probabilities are of
interest in insurance applications. In the example
given in the Introduction, we may interpret n as
the number of policy holders in the portfolio of an
insurance company and ξi as the total claim amount
of the policy holder i in a given year. Estimate (1)
then gives information about the right tail of the total
claim amount of the company. The asymptotic nature
of the estimate presupposes a big portfolio.

Another application of (1) can be found in ruin
theory. We then interpret Yn as the accumulated net
payout of an insurance company in the years 1, . . . , n.
Let U0 be the initial capital of the company. The time
of ruin is defined by

T =

inf{n ≥ 1 | Yn > U0 }
+∞ if Yn ≤ U0 for each n.

(2)

We consider the infinite time ruin probability P(T <
∞). By writing
{T < ∞} =

∞


{Yn > U0 },

(3)

n=1

one can expect that estimates like (1) could be used to
approximate the probability for large U0 . In fact, large
deviations theory leads to the asymptotic estimate
P(T < ∞) = e−U0 (R+o(1))

(4)

when U0 tends to infinity. The parameter R is known
as the Lundberg exponent. We note that the classical
Cramér–Lundberg approximation gives a sharper
result [3]. Large deviations theory provides further
insight into the ruin event by means of sample path
descriptions. It also applies to general models for the
net payouts [8, 10, 12, 13].

Large Deviations for Sequences of
Random Vectors
Let X1 , X2 , . . . be random vectors taking values in
the euclidean space Rd . We consider in this section,
large deviations associated with the sequence {Xn }.
To simplify notations, we assume that all the vectors
are defined on the same probability space (, S, P).
The large deviations principle is a basic concept of
large deviations theory. It gives exponential estimates
for a big collection of probabilities.
Definition 1 A function, I : Rd → [0, ∞], is a rate
function if it is lower semicontinuous. The sequence
{Xn } satisfies the large deviations principle with the
rate function I if
lim sup n−1 log P(Xn ∈ F ) ≤ − inf{I (x) | x ∈ F }
n→∞

(5)
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for every closed set F ⊆ Rd and
lim inf n−1 log P(Xn ∈ G) ≥ − inf{I (x) | x ∈ G}
n→∞

(6)
for every open set G ⊆ Rd .

Classes of Large Deviations Principles
We present in this subsection sufficient conditions for
the existence of the large deviations principle. The
rate function will also be identified. It is convenient
to start with a sequence {Yn } of random vectors taking
values in Rd and write Xn = Yn /n for n ∈ N.
We begin with some preliminary considerations.
Define the function : Rd → R ∪ {±∞} by
(λ) = lim sup n−1 log E{eλ,Yn }

(7)

n→∞

where · , · denotes the euclidean inner product. Let
D be the effective domain of , that is,
D = {λ ∈ R | (λ) < ∞}.
d

(8)

°

Denote by D the interior of D. The Fenchel–Legendre transform ∗ of  is defined by
∗ (x) = sup{λ, x − (λ) | λ ∈ Rd }

(9)

for x ∈ Rd .
Cramér’s theorem is viewed as the historical
starting point of large deviations theory. It deals
with the case in which {Yn } is a random walk.
The sequence on the right hand side of (7) does
not depend on n in this case and  is simply the
logarithm of the moment generating function of Y1 .
Theorem 1 (Cramér’s theorem) Let {Yn } be a ran°
dom walk in Rd . Assume that 0 ∈ D. Then, {Xn }
satisfies the large deviations principle with the rate
function ∗ .
There are some useful refinements of Theorem 1
available. The large deviations principle of the theorem
is satisfied for every one-dimensional random walk,
°
that is, it is not needed that 0 ∈ D. Lower bounds (6)
are satisfied with I = ∗ , for every multidimensional
°
random walk, too. Upper bounds may fail if 0 ∈ D. We
refer to [1, 2, 4, 5] for the background.
We next consider an extension of Cramér’s
theorem, by allowing dependence for the increments

of the process {Yn }. Recall that  is essentially
°
°
smooth if D is nonempty,  is differentiable on D
and | ∇(λi ) | tends to infinity for every sequence
°
{λi } ⊆ D, tending to a boundary point of D. In particular,  is essentially smooth if D = Rd and  is
differentiable everywhere.
Theorem 2 (Gärtner–Ellis theorem) Assume that
°
0 ∈ D and that  is essentially smooth. Suppose
°
that (7) holds as the limit for every λ ∈ D. Then {Xn }
satisfies the large deviations principle with the rate
function ∗ .
The development and the proof of Theorem 2 can
be found in [4, 6, 7, 14]. To apply the theorem, one
has to find out the function  and study its properties.
This can be done case by case, but there are also
general results available concerning the matter. A
basic example is given in [9] in which Markovian
dependence is considered.

General Properties of the Large Deviations
Principle
We illustrate in this subsection the structure of
the theory by means of two theorems. Specifically,
we consider transformations of the large deviations
principles and relate exponential rates to expectations.
Further general properties can be found in [4].
Let {Xn } be as at the beginning of the section
‘Large Deviations for Sequences of Random Vectors’.
We assume that {Xn } satisfies the large deviations
principle with the rate function I.
Theorem 3 (Contraction principle) Let f : Rd →
Rd be a continuous function. Define the function
J : Rd → [0, ∞] by
J (y) = inf{I (x) | x ∈ Rd , f (x) = y}

(10)

(by convention, the infimum over the empty set is
+∞). If J is lower semicontinuous, then {f (Xn )}
satisfies the large deviations principle with the rate
function J.
We refer to [4, 17] for the proof and for extensions
of the theorem. We note that if J is not lower semicontinuous, then, {f (Xn )} still satisfies the large deviations principle. The rate function is the lower semicontinuous hull of J, namely, the biggest lower semicontinuous function that is majorized by J [4, 15].

Large Deviations
In addition to the probabilities, it is often necessary
to consider expectations associated with {Xn }. The
second result deals with this question.
Theorem 4 (Varadhan’s integral lemma) Let f :
Rd → R be a continuous function. Assume that
lim lim sup n−1 log E{enf (Xn )

M→∞ n→∞

× 1(f (Xn ) ≥ M)} = −∞.

(11)

Then
lim n−1 log E{enf (Xn ) } = sup{f (x)

n→∞

− I (x) | x ∈ Rd }.

(12)

A useful sufficient condition for (11) is that
lim sup n−1 log E{eγ nf (Xn ) } < ∞

(13)

n→∞

for some γ > 1. We refer to [4, 17] for the proofs.

Large Deviations in Abstract Spaces
The concept of the large deviations principle can be
generalized to deal with abstract spaces. We state
here a direct extension of the definition in the section
‘Large Deviations for Sequences of Random Vectors’
and give an illustrative example.
Let (X, τ ) be an arbitrary topological space
and BX the sigma-algebra on X generated by the
open sets. Let (, S, P) be a probability space and
Xn : (, S) → (X, BX ) a measurable map for n =
1, 2, . . .. Then definition 1 applies to the sequence
{Xn }. The rate function is now defined on X and the
open and closed sets correspond to the topology τ .
All the results that are described in the section ’Large
Deviations for Sequences for Sequences of Random
Vectors’ have counterparts in general spaces [4].
Abstract considerations are interesting from the
theoretical point of view but they are sometimes concrete enough for a direct applied use. This should be
the case in the Mogulskii theorem where sample path
results are given. A further useful example is stated in
Sanov’s theorem where empirical measures are studied. We refer to [4, 11, 16] for more information.
We illustrate the abstract setting by means of a
sample path result. Let Y1 , Y2 , . . . be a random walk
in R and Y0 ≡ 0. For n ∈ N, define the continuoustime process Xn = {Xn (t) | t ∈ [0, 1]} by
Y[nt]
Xn (t) =
(14)
n

3

(we denote by [a] the integer part of a ≥ 0). The
sample paths of Xn give information on the whole
history of the underlying random walk because they
attain Yk /n for every k = 1, . . . , n.
We take X = L∞ ([0, 1]), the set of all bounded
real valued functions on [0,1], and let τ correspond
to the supremum norm on X. The sample paths of
Xn can be regarded as elements of X. Let  and
∗ be as in the section ‘Classes of Large Deviations
Principles’. Define the rate function I on X by
 1


∗ (x (t)) dt if x(0) = 0
0
I (x) =
(15)

 and x is absolutely continuous
+ ∞ otherwise.
Theorem 5 (Mogulskii theorem) Assume that (λ)
is finite for every λ ∈ R. Then, {Xn } satisfies the large
deviations principle with the rate function I of (15).

References
[1]

Bahadur, R.R. & Zabell, S.L. (1979). Large deviations
of the sample mean in general vector spaces, Annals of
Probability 7, 587–621.
[2] Cramér, H. (1938). Sur un nouveau theorème-limite de
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E. Cinlar, R.K. Getoor, eds, Birkhäuser, Basel, Switzerland, pp. 195–249.

[16]

[17]

Sanov, I.N. (1957). On the probability of large deviations
of random variables, in Russian. (English translation
from Mat.Sb. (42)) in Selected Translations in Mathematical Statistics and Probability I, 1961, 213–244.
Varadhan, S.R.S. (1984). Large Deviations and Applications, SIAM, Philadelphia.

(See also Central Limit Theorem; Compound Process; Rare Event; Stop-loss Premium)
HARRI NYRHINEN

= E[exp{iλ, Xp/q }]q ,

Lévy Processes
On a probability space (, F, P), a stochastic process {Xt , t ≥ 0} in d is a Lévy process if
1. X starts in zero, X0 = 0 almost surely;
2. X has independent increments: for any t, s ≥ 0,
the random variable Xt+s − Xs is independent of
{Xr : 0 ≤ r ≤ s};
3. X has stationary increments: for any s, t ≥ 0, the
distribution of Xt+s − Xs does not depend on s;
4. for every ω ∈ , Xt (ω) is right-continuous in
t ≥ 0 and has left limits for t > 0.
One can consider a Lévy process as the analog in
continuous time of a random walk. Lévy processes
turn up in modeling in a broad range of applications.
For an account of the current research topics in
this area, we refer to the volume [4]. The books of
Bertoin [5] and Sato [17] are two standard references
on the theory of Lévy processes.
Note that for each positive integer n and t > 0,
we can write




Xt = X t + X 2t − X t + · · · + Xt − X (n−1)t .
n

n

n

n

(3)

which proves (2) for t = p/q. Now the path t  →
Xt (ω) is right-continuous and the mapping t  →
E[exp{iλ, Xt }] inherits this property by bounded
convergence. Since any real t > 0 can be approximated by a decreasing sequence of rational numbers,
we then see that (2) holds for all t ≥ 0. The function  = − log ρ1 is also called the characteristic
exponent of the Lévy process X. The characteristic
exponent  characterizes the law P of X. Indeed, two
Lévy processes with the same characteristic exponent have the same finite-dimensional distributions
and hence the same law, since finite-dimensional distributions determine the law (see e.g. [12]).
Before we proceed, let us consider some concrete
examples of Lévy processes. Two basic examples of
Lévy processes are the Poisson process with intensity
a > 0 and the Brownian motion, with (λ) = a(1 −
eiλ ) and (λ) = 12 |λ|2 respectively, where the form
of the characteristic exponents directly follows from
the corresponding form of the characteristic functions
of a Poisson and a Gaussian random variable.
The compound Poisson process, with intensity
a > 0 and jump-distribution ν on d (with ν({0}) =
0) has a representation

(1)
Since X has stationary and independent increments,
we get from (1) that the measures µ = P [Xt ∈ ·]
and µn = P [Xt/n ∈ ·] satisfy the relation µ = µn
n ,
denotes
the
k-fold
convolution
of
the
meawhere µk
n

µn (d(x −
sure µn with itself, that is, µk
n (dx) =
y))µ(k−1)
(dy)
for
k
≥
2.
We
say
that
the onen
dimensional distributions of a Lévy process X are
infinitely divisible. See below for more information

on infinite divisibility. Denote by x, y = di=1 xi yi
the standard inner product for x, y ∈ d and let
(λ) = − log ρ1 (λ),
 where ρ1 is the characteristic
function ρ1 (λ) = exp(iλ, x)ρ1 (dx) of the distribution ρ1 = P (X1 ∈ ·) of X at time 1. Using equation
(1) combined with the property of stationary independent increments, we see that for any rational t > 0
E[exp{iλ, Xt }] = exp{−t(λ)},

λ ∈ d ,

Indeed, for any positive integers p, q > 0
E[exp{iλ, Xp }] = E[exp{iλ, X1 }]p
= exp{−p(λ)}

(2)

Nt


ξi ,

t ≥ 0,

i=1

where ξi are independent random variables with law
ν and N is a Poisson process with intensity a and
independent of the ξi . We find that its characteristic
exponent is (λ) = a d (1 − eiλx )ν(dx).
Strictly stable processes form another important
group of Lévy processes, which have the following important scaling property or self-similarity: for
every k > 0 a strictly stable process X of index
α ∈ (0, 2] has the same law as the rescaled process
{k −1/α Xkt , t ≥ 0}. It is readily checked that the scaling property is equivalent to the relation (kλ) =
k α (λ) for every k > 0 and λ ∈ d where  is the
characteristic exponent of X. For brevity, one often
omits the adverb ‘strictly’ (however, in the literature ‘stable processes’ sometimes indicate the wider
class of Lévy processes X that have the same law as
{k −1/α (Xkt + c(k) × t), t ≥ 0}, where c(k) is a function depending on k, see [16]). See below for more
information on strictly stable processes.
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As a final example, we consider the Normal
Inverse Gaussian (NIG) process. This process is frequently used in the modeling of the evolution of
the log of a stock price (see [4], pp. 238–318). The
family of all NIG processes is parameterized by the
quadruple (α, β, µ, δ) where 0 ≤ β ≤ α and µ ∈ 
and δ ∈ + . An NIG process X with parameters
(α, β, µ, δ) has characteristic exponent  given for
λ ∈  by


(λ) = −iµλ − δ
α 2 − β 2 − α 2 − (β + iλ)2 .
(4)
It is possible to characterize the set of all Lévy
processes. The following result, which is called the
Lévy–Itô decomposition, tells us precisely which
functions can be the characteristic exponents of a
Lévy process and how to construct this Lévy process. Let c ∈ d , a symmetric nonnegative-definite
d × d matrix and a measure on d with ({0}) =
0 and (1 ∧ x 2 ) (dx) < ∞. Define  by
1
(λ) = −ic, λ + λ, λ
2
−

(eiλ,x − 1 − iλ, x1{|x|≤1} ) (dx) (5)

for λ ∈ d . Then, there exists a Lévy process X with
characteristic exponent  = X . The converse also
holds true: if X is a Lévy process, then  = − log ρ1
is of the form (5), where ρ1 is the characteristic function of the measure ρ1 = P (X1 ∈ ·). The quantities
(c, , ) determine  = X and are also called the
characteristics of X. More specifically, the matrix
and the measure are respectively called the Gaussian covariance matrix and the Lévy measure of X.
The characteristics (c, , ) have the following
probabilistic interpretation. The process X can be represented explicitly by X = X (1) + X (2) + X (3) where
all components are independent Lévy processes: X (1)
is a Brownian motion with drift c and covariance
matrix , X (2) is a compound Poisson process
with intensity  = ({|x| ≥ 1}) and jump-measure
1{|x|≥1} −1 (dx) and X (3) is a pure jump martingale
with Lévy measure 1{|x|<1} (dx). The process X (1)
and X (2) + X (3) are called the continuous and jump
part of X respectively. The process X (3) is the limit
of compensated sums of jumps of X. Without compensation, these sums of jumps need not converge.
More precisely, let Xs = Xs − Xs − denote the jump

of X at time s (where Xs − = limr↑s Xr denotes the
left-hand limit of X at time s) and for t ≥ 0 we write

Xt(3,) =
Xs 1{|Xs |∈(,1)}
s≤t

−t

d

x1{|x|∈(,1)} (dx)

(6)

for the compensated sum of jumps of X of size
between  and 1. Then one can prove that Xt(3) (ω) =
lim↓0 Xt(3,) (ω) for P -almost all ω ∈ , where the
convergence is uniform in t on any bounded interval.
Related to (6) is the following approximation
result: if X is a Lévy process with characteristics (0, 0, ), the compound Poisson processes X ()
( > 0) with intensity and jump-measure respectively
given by
a () =

1{|x|≥} (dx), ν () (dx) =

1{|x|≥} (dx)
,
a ()
(7)

converge weakly to X as  tends to zero (where the
convergence is in the sense of weak convergence on
the space D of right-continuous functions with left
limits (càdlàg) equipped with the Skorokhod topology). In pictorial language, we could say we approximate X by the process X () that we get by throwing
away the jumps of X of size smaller than . More
generally, in this sense, any Lévy process can be
approximated arbitrarily closely by compound Poisson processes. See, for example, Corollary VII.3.6
in [12] for the precise statement.
The class of Lévy processes forms a subset of the
Markov processes. Informally, the Markov property
of a stochastic process states that, given the current
value, the rest of the past is irrelevant for predicting
the future behavior of the process after any fixed time.
For a precise definition, we consider the filtration
{Ft , t ≥ 0}, where Ft is the sigma-algebra generated by (Xs , s ≤ t). It follows from the independent
increments property of X that for any t ≥ 0, the process X· = Xt+· − Xt is independent of Ft . Moreover,
one can check that X has the same characteristic
function as X and thus has the same law as X.
Usually, one refers to these two properties as the
simple Markov property of the Lévy process X. It
turns out that this simple Markov property can be
reinforced to the strong Markov property of X as follows: Let T be the stopping time (i.e. {T ≤ t} ∈ Ft
for every t ≥ 0) and define FT as the set of all F for
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which {T ≤ t} ∩ F ∈ Ft for all t ≥ 0. Consider for
any stopping time T with P (T < ∞) > 0, the probability measure P̂ = PT /P (T < ∞) where PT is the
law of X̂ = (XT +· − XT , t ≥ 0). Then the process X̂
is independent of FT and P̂ = P , that is, conditionally on {T < ∞} the process X̂ has the same law
as X. The strong Markov property thus extends the
simple Markov property by replacing fixed times by
stopping times.

Wiener–Hopf Factorization
For a one-dimensional Lévy process X, let us denote
by St and It the running supremum St = sup0≤s≤t Xs
and running infimum It = inf0≤s≤t Xs of X up till
time t. It is possible to factorize the Laplace transform (in t) of the distribution of Xt in terms of the
Laplace transforms (in t) of St and It . These factorization identities and their probabilistic interpretations are called Wiener–Hopf factorizations of X.
For a Lévy process X with characteristic exponent ,
∞

q > 0, the supremum Sτ of X up to τ and the amount
Sτ − Xτ , that X is away of the current supremum at
time τ are independent.
From the above factorization, we also find the
Laplace transforms of Iτ and Xτ − Iτ . Indeed, by
the independence and stationarity of the increments
and right-continuity of the paths Xt (ω), one can show
that, for any fixed t > 0, the pairs (St , St − Xt ) and
(Xt − It , −It ) have the same law. Combining with
the previous factorization, we then find expressions
for the Laplace transform in time of the expectations
E[exp(λIt )] and E[exp(−λ(Xt − It ))] for λ > 0.
Now we turn our attention to a second factorization identity. Let T (x) and O(x) denote the first
passage time of X over the level x and the overshoot
of X at T (x) over x:
T (x) = inf{t > 0: X(t) > x},

O(x) = XT (x) − x.
(12)

Then, for q, µ, q > 0 the Laplace transform in x of
the pair (T (x), O(x)) is related to q+ by
∞

qe−qt E[exp(iλXt )] dt = q(q + (λ))−1 . (8)

0

3

e−qx E[exp(−qT (x) − µO(x))] dx

0

For fixed d > 0, this function can be factorized as
(q + (λ))−1 q = q+ (λ)q− (λ) λ ∈ 

(9)

where q± (λ) are analytic in the half-plane ±(λ) >
0 and continuous and nonvanishing on ±(λ) ≥ 0
and for λ with (λ) ≥ 0 explicitly given by
q+ (λ) = q

∞

e−qt E[exp(iλSt )] dt

0



∞

= exp

(eiλx − 1)

0
∞

×

t

−1 −qt

e


P (Xt ∈ dx)dt

(10)

0

q− (λ)

∞

=q

e

−qt

E[exp(−iλ(St − Xt ))] dt

0



= exp

0
−∞

∞

×

(eiλx − 1)

t −1 e−qt P (Xt ∈ dx) dt


(11)

0

Moreover, if τ = τ (q) denotes an independent exponentially distributed random variable with parameter

=

q+ (iq)
1
1− +
.
q−µ
q (iµ)

(13)

For further reading on Wiener–Hopf factorizations,
we refer to the review article [8] and [5, Chapter VI],
[17, Chapter 9].
Example Suppose X is Brownian motion. Then
(λ) = 12 λ2 and

−1  
=
2q( 2q − iλ)−1
q q + 12 λ2

 
2q( 2q + iλ)−1
(14)
×
The first and second factors are the characteristic
functions of
√ an exponential random variable with
parameter 2q and its negative, respectively. Thus,
the distribution of Sτ (q) and Sτ (q) − Xτ (q) , the supremum and the distance to the supremum of a Brownian
motion at an independent exp(q) time√τ (q), are exponentially distributed with parameter 2q.
In general, the factorization is only explicitly
known in special cases: if X has jumps in only one
direction (i.e. the Lévy measure has support in the
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positive or negative half-line) or if X belongs to a
certain class of strictly stable processes (see [11]).
Also, if X is a jump-diffusion where the jump-process
is compound Poisson with the jump-distribution
of phase type, the factorization can be computed
explicitly [1].

Subordinators
A subordinator is a real-valued Lévy process with
increasing sample paths. An important property of
subordinators occurs in connection with time change
of Markov processes: when one time-changes a
Markov process M by an independent subordinator
T , then M Ž T is again a Markov process. Similarly,
when one time-changes a Lévy process X by an
independent subordinator T , the resulting process
X Ž T is again a Lévy process. Since X is increasing,
X takes values in [0, ∞) and has bounded variation.
In particular, the
 ∞ Lévy measure of X, , satisfies
the condition 0 (1 ∧ |x|) (dx) < ∞, and we can
work with the Laplace exponent E[exp(−λXt )] =
exp(−ψ(λ)t) where
∞

ψ(λ) = (iλ) = dλ +

(1 − e

−λx

) (dx), (15)

0

where d ≥ 0 denotes the drift of X. In the text above,
we have already encountered an example of a subordinator, the compound Poisson process with intensity c and jump-measure ν with support in (0, ∞).
Another example lives in a class that we also considered before–the strictly stable subordinator with
index α ∈ (0, 1). This subordinator has Lévy measure
(dx) = x −1−α dx and Laplace exponent
∞

α
(1 − α)

Using the earlier mentioned property that the class
Lévy process is closed under time changing by an
independent subordinator, one can use subordinators
to build Lévy processes X with new interesting laws
P (X1 ∈ ·). For example, a Brownian motion time
changed by an independent stable subordinator of
index 1/2 has the law of a Cauchy process. More
generally, the Normal Inverse Gaussian laws can be
obtained as the distribution at time 1 of a Brownian motion with certain drift time changed by an
independent Inverse Gaussian subordinator (see [4],
pp. 283–318, for the use of this class in financial
econometrics modeling). We refer the reader interested in the density transformation and subordination
to [17, Chapter 6].
By the monotonicity of the paths, we can characterize the long- and short-term behavior of the paths
X· (ω) of a subordinator. By looking at the short-term
behavior of a path, we can find the value of the drift
term d:
lim
t↓0

Xt
=d
t

P -almost surely.

(18)

Also, since X has increasing paths, almost surely
Xt → ∞. More precisely, a strong law of large
numbers holds
lim

t→∞

Xt
= E[X1 ]
t

P -almost surely,

(19)

which tells us that for almost all paths of X the longtime average of the value converges to the expectation
of X1 . The lecture notes [7] provide a treatment of
more probabilistic results for subordinators (such as
level passage probabilities and growth rates of the
paths Xt (ω) as t tends to infinity or to zero).

(1 − e−λx )x −1−α dx = λα ,

0

α ∈ (0, 1).

(16)

The third example we give is the Gamma process,
which has the Laplace exponent


λ
ψ(λ) = a log 1 +
b
∞

=

(1 − e−λx )ax −1 e−bx dx

(17)

0

where the second equality is known as the Frullani
integral. Its Lévy measure is (dx) = ax −1 e−bx dx
and the drift d is zero.

Lévy Processes without Positive Jumps
Let X = {Xt , t ≥ 0} now be a real-valued Lévy process without positive jumps (i.e. the support of is
contained in (−∞, 0)) where X has nonmonotone
paths. As models for queueing, dams and insurance risk, this class of Lévy processes has received
a lot of attention in applied probability. See, for
instance [10, 15].
If X has no positive jumps, one can show that,
although Xt may take values of both signs with positive probability, Xt has finite exponential moments
E[eλXt ] for λ ≥ 0 and t ≥ 0. Then the characteristic
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function can be analytically extended to the negative half-plane (λ) < 0. Setting ψ(λ) = −(−iλ)
for λ with (λ) > 0, the moment-generating function
is given by exp(t ψ(λ)). Hölder’s inequality implies
that
E[exp((λ + (1 − )λ)Xt )] < E[exp(λXt )]
× E[exp(λXt )]1− ,

 ∈ (0, 1),

(20)

thus ψ(λ) is strictly convex for λ ≥ 0. Moreover,
since X has nonmonotone paths P (X1 > 0) > 0 and
E[exp(λXt )] (and thus ψ(λ)) becomes infinite as λ
tends to infinity. Let (0) denote the largest root of
ψ(λ) = 0. By strict convexity, 0 and (0) (which
may be zero as well) are the only nonnegative solutions of ψ(λ) = 0. Note that on [(0), ∞) the function ψ is strictly increasing; we denote its right
inverse function by : [0, ∞) → [(0), ∞), that is,
ψ((λ)) = λ for all λ ≥ 0. Let (as before) τ = τ (q)
be an exponential random variable with parameter
q > 0, which is independent of X. The Wiener–Hopf
factorization of X implies then that Sτ (and then also
Xτ − Iτ ) has an exponential distribution with parameter (q). Moreover,
E[exp(−λ(S − X)τ (q) )] = E[exp(λIτ (q) )]
=

q
(q) − λ
.
q − ψ(λ) (q)

(21)

Since {Sτ (q) > x} = {T (x) < τ (q)}, we then see that
for q > 0 the Laplace transform E[e−qT (x) ] of T (x) is
given by P [T (x) < τ (q)] = exp(−(q)x). Letting
q go to zero, we can characterize the long-term
behavior of X. If (0) > 0 (or equivalently the
right-derivative ψ+ (0) of ψ in zero is negative),
S∞ is exponentially distributed with parameter (0)
and I∞ = −∞ P -almost surely. If (0) = 0 and
+ (0) = ∞ (or equivalently ψ+ (0) = 0), S∞ and
−I∞ are infinite almost surely. Finally, if (0) =
0 and + (0) > 0 (or equivalently ψ+ (0) > 0), S∞
is infinite P -almost surely and −I∞ is distributed
according to the measure W (dx)/W (∞) where
W (dx) has Laplace–Stieltjes transform λ/ψ(λ).
The absence of positive jumps not only gives
rise to an explicit Wiener–Hopf factorization, it also
allows one to give a solution to the two-sided exit
problem which, as in the Wiener–Hopf factorization,
has no known solution for general Lévy processes.
Let τ−a,b be the first time that X exits the interval
[−a, b] for a, b > 0. The two-sided exit problem
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consists in finding the joint law of (τ−a,b , Xτ−a,b ) the
first exit time and the position of X at the time of exit.
Here, we restrict ourselves to finding the probability
that X exits [−a, b] at the upper boundary point.
For the full solution to the two-sided exit problem,
we refer to [6] and references therein. The partial
solution we give here goes back as far as Takács [18]
and reads as follows:
P (Xτ−a,b > −a) =

W (a)
W (a + b)

(22)

where the function W :  → [0, ∞) is zero on
(−∞, 0) and the restriction W |[0,∞) is continuous and
increasing with Laplace transform
∞
0

e−λx W (x) dx =

1
ψ(λ)

(λ > (0)).

(23)

The function W is called the scale function of
X, since in analogy with Feller’s diffusion theory
 
{W (Xt∧
T ), t ≥ 0} is a martingale where T = T (0) is
the first time X enters the negative half-line (−∞, 0).
As explicit examples, we mention that a strictly stable Lévy process with no positive jumps and index
α ∈ (1, 2] has as a characteristic exponent ψ(λ) =
λα and W (x) = x α−1 / (α) is its scale function. In
particular, a Brownian motion (with drift µ) has
1
(1 − e−2µx )) as scale function
W (x) = x(W (x) = 2µ
respectively.
For the study of a number of different but related
exit problems in this context (involving the reflected
process X − I and S − X), we refer to [2, 14].

Strictly Stable Processes
Many phenomena in nature exhibit a feature of selfsimilarity or some kind of scaling property: any
change in time scale corresponds to a certain change
of scale in space. In a lot of areas (e.g. economics,
physics), strictly stable processes play a key role in
modeling. Moreover, stable laws turn up in a number
of limit theorems concerning series of independent
(or weakly dependent) random variables. Here is a
classical example. Let ξ1 , ξ2 , . . . be a sequence of
independent random variables taking values in d .
Suppose that for some sequence of positive numbers
a1 , a2 , . . ., the normalized sums an−1 (ξ1 + ξ2 + · · · +
ξn ) converge in distribution to a nondegenerate law
µ (i.e. µ is not the delta) as n tends to infinity. Then
µ is a strictly stable law of some index α ∈ (0, 2].
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From now on, we assume that X is a real-valued
and strictly stable process for which |X| is not a
subordinator. Then, for α ∈ (0, 1) ∪ (1, 2], the characteristic exponent looks as

 πα
λ ∈ ,
(λ) = c|λ|α 1 − iβ sgn(λ) tan
2
(24)
where c > 0 and β ∈ [−1, 1]. The Lévy measure
is absolutely continuous with respect to the Lebesgue
measure with density

c+ x −α−1 dx, x > 0
,
(25)
(dx) =
c− |x|−α−1 dx x < 0
where c± > 0 are such that β = (c+ − c− /c+ − c− ).
If c+ = 0[c− = 0] (or equivalently β = −1[β = +1])
the process has no positive (negative) jumps, while
for c+ = c− or β = 0 it is symmetric. For α = 2 X
is a constant multiple of a Wiener process. If α =
1, we have (λ) = c|λ| + diλ with Lévy measure
(dx) = cx −2 dx. Then X is a symmetric Cauchy
process with drift d. For α  = 2, we can express the
Lévy measure of a strictly stable process of index
α in terms of polar coordinates (r, θ) ∈ (0, ∞) × S 1
(where S 1 = {−1, +1}) as
(dr, dθ) = r

−α−1

drσ (dθ)

(26)

where σ is some finite measure on S 1 . The
requirement that a Lévy measure integrates 1 ∧ |x|2
explains now the restriction on α. Considering the
radial part r −α−1 of the Lévy measure, note that as α
increases, r −α−1 gets smaller for r > 1 and bigger for
r < 1. Roughly speaking, an α-strictly stable process
mainly moves by big jumps if α is close to zero
and by small jumps if α is close to 2. See [13] for
computer simulation of paths, where this effect is
clearly visible.
For every t > 0, the Fourier-inversion of
exp(t(λ)) implies that the stable law P (Xt ∈ ·) =
P (t 1/α X1 ∈ ·) is absolutely continuous with respect
to the Lebesgue measure with a continuous density
pt (·). If |X| is not a subordinator, pt (x) > 0 for all
x. The only cases for which an expression of the
density p1 in terms of elementary functions is known,
are the standard Wiener process, Cauchy process, and
the strictly stable- 12 process.
By the scaling property of a stable process, the
positivity parameter ρ, with ρ = P (Xt ≥ 0), does

not depend on t. For α  = 1, 2, it has the following expression in terms of the index α and the
parameter β

 πα
ρ = 2−1 + (πα)−1 arctan β tan
.
(27)
2
The parameter ranges over [0, 1] for 0 < α < 1
(where the boundary points ρ = 0, 1 correspond to
the cases that −X or X is a subordinator, respectively). If α = 2, ρ = 2−1 , since then X is proportional to a Wiener process. For α = 1, the parameter
ρ ranges over (0, 1). See [19] for a detailed treatment
of one-dimensional stable distributions.
Using the scaling property of X, many asymptotic
results for this class of Lévy processes have been
proved, which are not available in the general case.
For a stable process with index α and positivity
parameter ρ, there are estimates for the distribution
of the supremum St and of the bilateral supremum
|Xt∗ | = sup{|Xs | : 0 ≤ s ≤ t}. If X is a subordinator,
X = S = X ∗ and a Tauberian theorem of de Bruijn
(e.g. Theorem 5.12.9 in [9]) implies that log P (X1∗ <
x) ∼ −kx α/(1−α) as x ↓ 0. If X has nonmonotone
paths, then there exist constants k1 , k2 depending on
α and ρ such that
P (S1 < x) ∼ k1 x αρ and
log P (X1∗ < x) ∼ −k2 x −α

as x ↓ 0. (28)

For the large-time behavior of X, we have the following result. Supposing now that , the Lévy measure
of X does not vanish on (0, ∞), there exists a constant k3 such that
P (X1 > x) ∼ P (S1 > x) ∼ k3 x −α

(x → ∞).
(29)

Infinite Divisibility
Now we turn to the notion of infinite divisibility,
which is closely related to Lévy processes. Indeed,
there is a one-to-one correspondence between the
set of infinitely divisible distributions and the set
of Lévy processes. On the one hand, as we have
seen, the distribution at time one P (X1 ∈ ·) of any
Lévy process X is infinitely divisible. Conversely, as
will follow from the next paragraph combined with
the Lévy–Itô decomposition, any infinitely divisible
distribution gives rise to a unique Lévy process.

Lévy Processes
Recall that we call a probability measure ρ infinitely divisible if, for each positive integer n, there
exists a probability measure ρn on d such that
 the characteristic function
ρ = ρnn. Denote by ρ
ρ
(λ) = exp(iλ, x)ρ(dx) of ρ. Recall that a measure uniquely determines and is determined by its
characteristic function and µ
ν =
µ ·
ν for probability measures µ, ν. Then, we see that ρ is infinitely
divisible if and only if, for each positive integer
n, ρ
 = (
ρn )n . Note that the convolution ρ1  ρ2 of
two infinitely divisible distributions ρ1 , ρ2 is again
infinitely divisible. Moreover, if ρ is an infinitely
divisible distribution, its characteristic function has
no zeros and ρ (if ρ is not a point mass) has
unbounded support (where the support of a measure is the closure of the set of all points where the
measure is nonzero). For example, the uniform distribution is not infinitely divisible. Basic examples of
infinitely divisible distributions on d are the Gaussian, Cauchy and δ-distributions and strictly stable
laws with index α ∈ (0, 2] (which are laws µ that
α
µ(cz)). On , for
for any c > 0 satisfy 
µ(z)c = 
example, the Poisson, geometric, negative binomial,
exponential, and gamma-distributions are infinitely
divisible. For these distributions, one can directly verify the infinite divisibility by considering the explicit
forms of their characteristic functions. In general, the
characteristic functions of an infinitely divisible distribution are of a specific form. Indeed, let ρ be a
probability measure on d . Then ρ is infinitely divisible if and only if there are c ∈ d , a symmetric
nonnegative-definite d × d-matrix
and a measure

on d with ({0}) = 0 and (1 ∧ x 2 ) (dx) < ∞
such that ρ
(λ) = exp(−(λ)) where  is given by
1
(λ) = −ic, λ + λ, λ
2
−

(eiλ,x − 1 − iλ, x1{|x|≤1} ) (dx) (30)

for every λ ∈ d . This expression is called the
Lévy–Khintchine formula.
The parameters c, , and
appearing in (5)
are sometimes called the characteristics of ρ and
determine the characteristic function ρ
. The function
(λ) is called
: d →  defined by exp{−(λ)} = ρ
the characteristic exponent of ρ. In the literature,
one sometimes finds a different representation of
the Lévy–Khintchine formula where the centering
function 1{|x|≤1} is replaced by (|x|2 + 1)−1 . This
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change of centering function does not change the
Lévy measure and the Gaussian covariance matrix
, but the parameter c has to be replaced by


1
c =c+
− 1{|x|≤1}
x
(dx). (31)
|x|2 + 1
d
If the Lévy measure
satisfies the condi∞
(1
∧
|x|)
(dx)
<
∞,
the mapping λ →
tion
0

λ, x1{|x|<1} (dx) is a well-defined function and
the Lévy–Khintchine formula (30) simplifies to
1
(λ) = −id, λ + λ, λ −
2

(eiλ,x − 1) (dx).
(32)

where d is called the drift.
Infinitely divisible distributions on  for which
their infinite divisibility is harder to prove include
the Student’s t, Pareto, F -distributions, Gumbel,
Weibull, log-normal, logistic and half-Cauchy-distribution (see [17 p. 46] for references). More generally, the following connection with exponential
families comes up: it turns out that either all or
no members of an exponential family are infinitely
divisible. Suppose ρ is a nondegenerate probability
measure on  (i.e. not a point
 mass) and define D(ρ)
as the set of all θ for which  exp(θx)ρ(dx) is finite
and let (ρ) be the interior of D(ρ). Given that
(ρ) is nonempty, the full natural exponential family of ρ, F(ρ), is the class of probability measures
{Pθ , θ ∈ D(ρ)} such that Pθ is absolutely continuous with respect to ρ with density p(x; θ) = dPθ /dρ
given by
(33)
p(x; θ) = exp(θx − kρ (θ)),

where kρ (θ) = log  exp(θx)ρ(dx). The subfamily
F(ρ) ⊂ F(ρ) consisting of those Pθ for which θ ∈
(ρ) is called the natural exponential family generated by ρ. Supposing (ρ) to be nonempty, there
exists an element P of F(ρ) that is infinitely divisible
if and only if all elements of F(ρ) are infinitely divisible. Equivalently, there exists
 a measure R such that
(R) = (ρ) and kρ (θ) =  exp(θx)R(dx). Moreover, for θ ∈ D(ρ) the Lévy measure θ corresponding to p(x; θ) is given by
θ (dx)

= x −2 exp(θx)R(dx)

for x  = 0. See [3] for a proof.

(34)
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Thus, the payments made in any small time interval
[t, t + dt) total

The Scope of This Survey

Payments are currently invested (contributions deposited and benefits withdrawn) into an account that
bears interest at rate r(t) at time t. The balance of the
company’s account at time t, called the retrospective
reserve, is the sum of all past and present payments
accumulated with interest,
 t t
r(s) ds
U(t) =
e τ
d(−B)(τ ),
(3)

Fetching its tools from a number of disciplines, actuarial science is defined by the direction of its applications rather than by the models and methods it makes
use of. However, there exists at least one stream of
actuarial science that presents problems and methods
sufficiently distinct to merit status as an independent
area of scientific inquiry – Life insurance mathematics. This is the area of applied mathematics that studies risk associated with life and pension insurance
and methods for management of such risk. Under this
strict definition, its models and methods are described
as they present themselves today, sustained by contemporary mathematics, statistics, and computation
technology. No attempt is made to survey its two millenniums of past history (see History of Actuarial
Science), its vast collection of techniques that were
needed before the advent of scientific computation,
or the countless details that arise from its practical implementation to a wide range of products in a
strictly regulated industry (see Insurance Regulation
and Supervision).

dB(t) = b(t) dt + B(t).

(2)

0−



t

where 0− = [0,t] . Upon differentiating this relationship, one obtains the dynamics
dU(t) = U(t)r(t) dt − dB(τ ),

(4)

showing how the balance increases with interest
earned on the current reserve and net payments into
the account.
The company’s discounted (strictly) future net
liability at time t is
 n τ
−
r(s) ds
V(t) =
e t
dB(τ ).
(5)
t

Its dynamics,

Basic Notions of Payments and Interest
In the general context of financial services, consider a
financial contract between a company and a customer.
The terms and conditions of the contract generate a
stream of payments, benefits from the company to
the customer less contributions from the customer
to the company. They are represented by a payment
function
B(t) = total amount paid in the time interval [0, t],
(1)
t ≥ 0, time being reckoned from the inception of the
policy. This function is taken to be right-continuous,
B(t) = limτ t B(τ ), with existing left-limits, B(t−)
= limτ t B(τ ). When different from 0, the jump
B(t) = B(t) − B(t−) represents a lump sum payment at time t. There may also be payments due
continuously at rate b(t) per time unit at any time t.

dV(t) = V(t)r(t) dt − dB(t),

(6)

shows how the debt increases with interest and
decreases with net redemption.

Valuation of Financial Contracts
At any time t the company has to provide a prospective reserve V (t) that adequately meets its future
obligations under the contract. If the future payments
and interest rates would be known at time t (e.g. a
fixed plan savings account in an economy with fixed
interest), then so would the present value in (5), and
an adequate reserve would be V (t) = V(t). For the
contract to be economically feasible, no party should
profit at the expense of the other, so the value of
the contributions must be equal to the value of the
benefits at the outset:
B(0) + V (0) = 0.

(7)
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If future payments and interest rates are uncertain
so that V(t) is unknown at time t, then reserving
must involve some principles beyond those of mere
accounting. A clear-cut case is when the payments
are derivatives (functions) of certain assets (securities) (see Derivative Securities), one of which is
a money account with interest rate r. Principles for
valuation of such contracts are delivered by modern financial mathematics; see, for example, [3]. We
will describe them briefly in lay terms. Suppose there
is a finite number of basic assets that can be traded
freely, in unlimited positive or negative amounts (taking long or short positions) and without transaction
costs. An investment portfolio is given by the number of shares held in each asset at any time. The size
and the composition of the portfolio may be dynamically changed through sales and purchases of shares.
The portfolio is said to be self-financing if, after its
initiation, every purchase of shares in some assets is
fully financed by selling shares in some other assets
(the portfolio is currently rebalanced, with no further
infusion or withdrawal of capital). A self-financing
portfolio is an arbitrage if the initial investment is
negative (the investor borrows the money) and the
value of the portfolio at some later time is nonnegative with probability one. A fundamental requirement
for a market to be functioning well is that it does not
admit arbitrage opportunities. A financial claim that
depends entirely on the prices of the basic securities
is called a financial derivative. Such a claim is said
to be attainable if it can be perfectly reproduced by a
self-financing portfolio. The no-arbitrage regime dictates that the price of a financial derivative must, at
any time, be the current value of the self-financing
portfolio that reproduces it. It turns out that the price
at time t of a stream of attainable derivative payments
B is of the form
V (t) = Ɛ̃[V(t)|Gt ],

(8)

where Ɛ̃ is the expected value under a so-called
equivalent martingale measure (see Esscher Transform) derived from the price processes of the basic
assets, and Gt represents all market events observed
up to and including time t. Again, the contract must
satisfy (7), which determines the initial investment
−B(0) needed to buy the self-financing portfolio.
The financial market is complete if every financial
derivative is attainable. If the market is not complete, there is no unique price for every derivative,

but any pricing principle obeying the no-arbitrage
requirement must be of the form (8).

Valuation of Life Insurance Contracts by
the Principle of Equivalence
Characteristic features of life insurance contracts are,
firstly, that the payments are contingent on uncertain
individual life history events (largely unrelated to
market events) and, secondly, that the contracts are
long term and binding to the insurer. Therefore,
there exists no liquid market for such contracts and
they cannot be valued by the mere principles of
accounting and finance described above. Pricing of
life insurance contracts and management of the risk
associated with them are the paramount issues of life
insurance mathematics.
The paradigm of traditional life insurance is the
so-called principle of equivalence, which is based on
the notion of risk diversification in a large portfolio
under the assumption that the future development of
interest rates and other relevant economic and demographic conditions are known. Consider a portfolio
of m contracts currently in force. Switching to calendar time, denote the payment function of contract No
future net liabili by B i and denote its discounted
 n −  τ r(s) ds
i
dB i (τ ). Let
ities at time t by V (t) = t e t
Ht represent the life history by time t (all individual life history events observed up to and includ2
i
ing time t) and introduce
ξi = 2Ɛ[V (t)|Ht ], σi =
ar[V i (t)|Ht ], and sm2 = m
σ
.
Assume
that
the
i=1 i
contracts are independent and that the portfolio grows
in a balanced manner such that sm2 goes to infinity without being dominated by any single term σi2 .
Then, by the central limit theorem, the standardized
sum of total discounted liabilities converges in law
to the standard normal distribution (see Continuous
Parametric Distributions) as the size of the portfolio
increases:
m

(V i (t) − ξi )
i=1

sm

L

−−−→ N (0, 1).

(9)

Suppose the company provides individual reserves
given by
V i (t) = ξi + σi2

(10)
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for some  > 0. Then
 
 m
m




i
i

V (t) −
V (t) > 0 Ht

i=1





= 



i=1

m


(V i (t) − ξi )

i=1

sm

 


 
 
< sm  Ht 
,
 



(11)

and it follows from (9) that the total reserve covers
the discounted liabilities with a (conditional) probability that tends to 1. Similarly, taking  < 0 in
(10), the total reserve covers discounted liabilities
with a probability that tends to 0. The benchmark
value  = 0 defines the actuarial principle of equivalence, which for an individual contract reads (drop
topscript i ):
 
 n  τ

−
r(s) ds
e t
dB(τ ) Ht . (12)
V (t) = Ɛ
t

In particular, for given benefits, the premiums should
be designed so as to satisfy (7).

Life and Pension Insurance Products
Consider a life insurance policy issued at time 0
for a finite term of n years. There is a finite set
of possible states of the policy, Z = {0, 1, . . . , J }, 0
being the initial state. Denote the state of the policy
at time t by Z(t). The uncertain course of policy
is modeled by taking Z to be a stochastic process. Regarded as a function from [0, n] to Z, Z is
assumed to be right-continuous, with a finite number of jumps, and commencing from Z(0) = 0. We
associate with the process Z the indicator processes
Ig and counting processes Ngh defined, respectively,
by Ig (t) = 1[Z(t) = g] (1 or 0 according to whether
the policy is in the state g or not, at time t) and
Ngh (t) = {τ ; Z(τ −) = g, Z(τ ) = h, τ ∈ (0, t]} (the
number of transitions from state g to state h(h  = g)
during the time interval (0, t]).
The payments B generated by an insurance policy
are typically of the form


Ig (t) dBg (t) +
bgh (t) dNgh (t), (13)
dB(t) =
g

g=h

3

where each Bg is a payment function specifying payments due during sojourns in state g (a general life
annuity), and each bgh specifying lump sum payments due upon transitions from state g to state h
(a general life assurance). When different from 0,
Bg (t) represents a lump sum (general life endowment (see Life Insurance)) payable in state g at time
t. Positive amounts represent benefits and negative
amounts represent premiums. In practice, premiums
are only of annuity type.
Figure 1 shows a flow-chart for a policy on a
single life with payments dependent only on survival
and death. We list the basic forms of benefits: An
n-year term insurance with sum insured 1 payable
immediately upon death, b01 (t) = 1[t ∈ (0, n)]; An
n-year life endowment with sum 1, B0 (n) = 1;
An n-year life annuity payable annually in arrears,
B0 (t) = 1, t = 1, . . . , n; An n-year life annuity
payable continuously at rate 1 per year, b0 (t) = 1[t ∈
(0, n)]; An (n − m)-year annuity deferred in m years
payable continuously at rate 1 per year, b0 (t) = 1[t ∈
(m, n)]. Thus, an n-year term insurance with sum
insured b against premium payable continuously at
rate c per year is given by dB(t) = b dN01 (t) −
cI0 (t) dt for 0 ≤ t < n and dB(t) = 0 for t ≥ n.
The flowchart in Figure 2 is apt to describe a
single-life policy with payments that may depend
on the state of health of the insured. For instance,
an n-year endowment insurance (a combined term
insurance and life endowment) with sum insured
b, against premium payable continuously at rate c
while active (waiver of premium during disability), is
given by dB(t) = b(dN02 (t) + dN12 (t)) − cI0 (t) dt,
0 ≤ t < n, dB(n) = b(I0 (n) + I1 (n)), dB(t) = 0 for
t > n.

0
Alive

1
Dead

Figure 1

A single-life policy with two states
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0

The Markov Chain Model for the Policy
History

1
Active

Disabled

The breakthrough of stochastic processes in life
insurance mathematics was marked by Hoem’s 1969
paper [10], where the process Z was modeled as a
time-continuous Markov chain (see Markov Chains
and Markov Processes). The Markov property
means that the future course of the process is
independent of its past if the present state is known:
for 0 < t1 < · · · < tq and j1 , . . . , jq in Z,

2
Dead

Figure 2

A single-life policy with three states

[Z(tq ) = jq |Z(tp ) = jp , p = 1, . . . , q − 1]
= [Z(tq ) = jq |Z(tq−1 ) = jq−1 ].

The flowchart in Figure 3 is apt to describe a
multilife policy involving three lives called x, y,
and z. For instance, an n-year insurance with sum b
payable upon the death of the last survivor against
premium payable as long as all three are alive is
given by dB(t) = b(dN47 (t) + dN57 (t) + dN67 (t)) −
cI0 (t) dt, 0 ≤ t < n, dB(t) = 0 for t ≥ n.

It follows that the simple transition probabilities,
pgh (t, u) = [Z(u) = h|Z(t) = g],

xyz

2
†y z

4

3

x †z

5
††z

xy†

6
†y †

7
†††

Figure 3

(15)

determine the finite-dimensional marginal distributions through

0

1

(14)

A policy involving three lives x, y, z. An expired life is replaced by a dagger †

x††
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[Z(tp ) = jp , p = 1, . . . , q]
= p0j1 (0, t1 )pj1 j2 (t1 , t2 ) · · · pjq−1 jq (tq−1 , tq ),

(16)

hence they also determine the entire probability law
of the process Z. It is moreover assumed that, for
each pair of states g  = h and each time t, the limit
µgh (t) = lim
ut

pgh (t, u)
,
u−t

(17)

exists. It is called the intensity of transition from state
g to state h at time t. In other words,
pgh (t, u) = µgh (t) dt + o(dt),

(18)

where o(dt) denotes a term such that o(dt)/dt → 0 as
dt → 0. The intensities, being one-dimensional and
easy to interpret as ‘instantaneous conditional probabilities of transition per time unit’, are the basic
entities in the probability model. They determine the
simple transition probabilities uniquely as solutions to
sets of differential equations. The Kolmogorov backward differential equations for the pjg (t, u), seen as
functions of t ∈ [0, u] for fixed g and u, are

∂
µj k (t)(pkg (t, u) − pjg (t, u)),
pjg (t, u) = −
∂t
k;k=j
(19)
with side conditions pgg (u, u) = 1 and pjg (u, u) = 0
for j  = g. The Kolmogorov forward equations for the
pgj (s, t), seen as functions of t ∈ [s, n] for fixed g
and s, are

∂
pgi (s, t)µij (t) dt
pgj (s, t) =
∂t
i;i=j
− pgj (s, t)µj (t) dt,

(20)

with obvious side conditions at t = s. The forward equations are sometimes the more convenient
because, for any fixed t, the functions pgj (s, t),
j = 0, . . . , J , are probabilities of disjoint events and
therefore sum to 1. A technique for obtaining such
differential equations is sketched in next section.
A differential equation for the sojourn probability,
pgg (t, u) = [Z(τ ) = g, τ ∈ (t, u]|Z(t) = g], (21)
is easily put up and solved to give
u
−
µ (s) ds
,
pgg (t, u) = e t g


where µg (t) = h,h=g µgh (t) is the total intensity of
transition out of state g at time t.
To see that the intensities govern the probability
law of the process Z, consider a fully specified path
of Z, starting form the initial state g0 = 0 at time
t0 = 0, sojourning there until time t1 , making a transition from g0 to g1 in [t1 , t1 + dt1 ), sojourning there
until time t2 , making a transition from g1 to g2 in
[t2 , t2 + dt2 ), and so on until making its final transition from gq−2 to gq−1 in [tq−1 , tq−1 + dtq−1 ), and
sojourning there until time tq = n. The probability of
this elementary event is a product of sojourn probabilities and infinitesimal transition probabilities, hence
a function only of the intensities:
 t1
 t2
−
µg (s) ds
−
µg (s) ds
µg0 g1 (t1 ) dt1 e t1 1
µg1 g2 (t2 )
e t0 0
 tq
−

µgq−1 (s) ds

× dt2 · · · e tq−1
 tp
q−1
q 
ln µgp−1 gp (tp )−
µ
(s) ds
h;h=gp−1 tp−1 gp−1 h
p=1
p=1
=e
× dt1 . . . dtq−1 .

Actuarial Analysis of Standard Insurance
Products
The bulk of existing life insurance mathematics deals
with the situation in which the functions Bg and bgh
depend only on the life history of the individual(s)
covered under the policy. We will be referring to
such products as standard. Moreover, interest rates
and intensities of transition are assumed to be deterministic (known at time 0).
We consider first simple products with payments
dBg (t) and bgh (t) depending only on the policy duration t (as the notation indicates). Then, with ‘memoryless’ payments and policy process (the Markov
assumption), the reserve in (12) is a function of the
time t and the current policy state Z(t) only. Therefore, we need only determine the statewise reserves


 n  τ

−
r(s) ds
e t
dB(τ ) Z(t) = j . (24)
Vj (t) = Ɛ
t

Inserting (13) into (24) and using the obvious relationships

Ɛ[Ig (τ )|Z(t) = j ] = pjg (t, τ ),
(22)

(23)

Ɛ[dNgh (τ )|Z(t) = j ] = pjg (t, τ )µgh (τ ) dτ,

(25)
(26)
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we obtain



n

Vj (t) =

e

−

τ
t

r(s) ds

t



pjg (t, τ )

g


× dBg (τ ) +




µgh (τ )bgh (τ ) dτ  .

Vj (t) = (1 − µj (t)dt)(bj (t) dt

h;h=g

(27)
It is an almost universal principle in continuous-time
stochastic processes theory that conditional expected
values of functions of the future, given the past, are
solutions to certain differential equations. More often
than not, these are needed to construct the solution.
Therefore, the theory of differential equations and
numerical methods for solving them are part and
parcel of stochastic processes and their applications.
The statewise reserves Vj satisfy the first-order
ordinary differential equations (ODE)
d
Vj (t) = r(t)Vj (t) − bj (t)
dt

µj k (t)(bj k (t) + Vk (t) − Vj (t)),
−

(28)

k;k=j

valid at all times t where the coefficients r, µj k , bj ,
and bj k are continuous and there are no lump sum
annuity payments. The ultimo conditions
Vj (n−) = Bj (n),

(29)

j = 1, . . . , J , follow from the very definition of the
reserve. Likewise, at times t where annuity lump
sums are due,
Vj (t−) = Bj (t) + Vj (t).

(30)

The equations (28) are so-called backward differential equations since the solution is to be computed
backwards starting from (29).
The differential equations can be derived in various ways. We will sketch a simple heuristic method
called direct backward construction, which works
because of the piecewise deterministic behavior of
the Markov chain. Split the expression on the right
of (5) into
V(t) = dB(t) + e−r(t) dt V(t + dt)

With probability 1 − µj (t) dt the policy stays in
state j and, conditional on this, dB(t) = bj (t) dt and
the expected value of V(t + dt) is Vj (t + dt). With
probability µj k (t) dt the policy moves to state k and,
conditional on this, dB(t) = bj k (t) and the expected
value of V(t + dt) is Vk (t + dt). One gathers

(31)

(suppressing a negligible term o(dt)) and condition
on what happens in the time interval (t, t + dt].

+ e−r(t) dt Vj (t + dt)) +



µj k (t) dt (bj k (t)

k;k=j

+ e−r(t) dt Vk (t + dt)) + o(dt).

(32)

Rearranging, dividing by dt, and letting dt → 0, one
arrives at (28).
In the single-life model sketched in Figure 1, consider an endowment insurance with sum b against
premium at level rate c under constant interest rate r.
The differential equation for V0 is
d
V0 (t) = rV0 (t) + c − µ(t)(b − V0 (t)),
dt

(33)

subject to V0 (n−) = b. This is Thiele’s differential
equation discovered in 1875.
The expression on the right of (28) shows how the
reserve, seen as a debt, increases with interest (first
term) and decreases with redemption of annuity type
in the current state (second term) and of lump sum
type upon transition to other states (third term). The
quantity
Rj k = bj k (t) + Vk (t) − Vj (t)

(34)

appearing in the third term is called the sum at risk
in respect of transition from state j to state k at
time t since it is the amount credited to the insured’s
account upon such a transition: the lump sum payable
immediately plus the adjustment of the reserve. This
sum multiplied with the rate µj k (t) is a rate of
expected payments.
Solving (28) with respect to −bj (t), which can
be seen as a premium (rate), shows that the premium consists of a savings premium (d/dt)Vj (t) −
r(t)Vj (t) needed to maintain the reserve (the increase
of the reserve
less the interest it earns) and a risk pre
mium
k;k=j µj k (t)(bj k (t) + Vk (t) − Vj (t)) needed
to cover risk due to transitions.
The differential equations (28) are as transparent
as the defining integral expressions (27) themselves,
but there are other and more important reasons why
they are useful.

Life Insurance Mathematics
Firstly, the easiest (and often the only) way of
computing the values of the reserves is by solving the differential equations numerically (e.g. by
some finite difference method). The coefficients in
the equations are precisely the elemental functions
that are specified in the model and in the contract. Thus, all values of the statewise reserves are
obtained in one run. The integrals (27) might be
computed numerically, but that would require separate computation of the transition probabilities as
functions of τ for each given t. In general, the transition probabilities are themselves compound quantities
that can only be obtained as solutions to differential
equations.
Secondly, the differential equations are indispensable constructive tools when more complicated products are considered. For instance, if the life endowment contract behind (33) is modified such that 50%
of the reserve is paid out upon death in addition
to the sum insured, then its differential equation
becomes
d
V0 (t) = rV0 (t) + c − µ(t)(b − 0.5V0 (t)), (35)
dt
which is just as easy as (33).
Another point in case is administration expenses
that are treated as benefits and covered by charging the policyholder an extra premium in accordance
with the equivalence principle. Such expenses may
incur upon the inception of the policy (included in
B0 (0)), as annuity type payments (included in the
bg (t)), and in connection with payments of death and
endowment benefits (included in the bgh (t) and the
Bg (t)). In particular, expenses related to the company’s investment operations are typically allocated
to the individual policies on a pro rata basis, in proportion to their individual reserves. Thus, for our
generic policy, there is a cost element running at rate
γ (t)Vj (t) at time t in state j. Subtracting this term on
the right-hand side of (28) creates no difficulty and,
virtually, is just to the effect of reducing the interest
rate r(t).
The noncentral conditional moments
(q)

Vj (t) = Ɛ[V(t)q |Z(t) = j ],

(36)

q = 1, 2, . . ., do not in general possess explicit, integral expressions. They are, however, solutions to the
backward differential equations,

7

d (q)
(q)
V (t) = (qr(t) + µj (t))Vj (t)
dt j

(q−1)
(t) −
µj k (t)
− qbj (t)Vj
k;k=j

q 
(q−p)
(t),
×
(bj k (t))p Vk
p
q

(37)

p=0

(q)

subject to the conditions Vj (n−) = Bj (n)q (plus
joining conditions at times with annuity lump sums).
The backward argument goes as for the reserves, only
with a few more details to attend to, starting from
V(t)q = (dB(t) + e−r(t) dt V(t + dt))q−p
q  

q
dB(t)q e−r(t) dt (q−p)
=
p
p=0

× V(t + dt)q−p .

(38)

Higher-order moments shed light on the risk associated with the portfolio. Recalling (9) and using the
notation from the section, ‘Valuation of Life Insurance Contracts by the Principle of Equivalence’, a
solvency margin approximately equal to the upper
ε-fractile in the distribution of thediscounted outstanding net liability is given by m
i=1 ξi + c1−ε sm ,
where c1−ε is the upper ε-fractile of the standard
normal distribution. More refined estimates of the
fractiles of the total liability can be obtained by
involving three or more moments.

Path-dependent Payments and
Semi-Markov Models
The technical matters in the previous two sections
become more involved if the contractual payments
or the transition intensities depend on the past life
history. We will consider examples where they may
depend on the sojourn time S(t) that has elapsed since
entry into the current state, henceforth called the state
duration. Thus, if Z(t) = j and S(t−) = s at policy
duration t, the transition intensities and payments
are of the form µj k (s, t), bj (s, t), and bj k (s, t). To
ease exposition, we disregard intermediate lump sum
annuities, but allow terminal endowments Bj (s, n)
at time n. The statewise reserve will now be a
function of the form Vj (s, t).
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In simple situations (e.g. no possibility of return to
previously visited states), one may still work out integral expressions for probabilities and reserves (they
will be multiple integrals). The differential equation
approach always works, however. The relationship
(32) modifies to
Vj (s, t) = (1 − µj (s, t) dt)(bj (s, t) dt
+ e−r(t) dt Vj (s + dt, t + dt))

+
µj k (s, t) dt (bj k (s, t)
k;k=j

+ Vk (0, t)) + o(dt),

(39)

from which one obtains the first-order partial differential equations
∂
∂
Vj (s, t) = r(t)Vj (s, t) − Vj (s, t) − bj (s, t)
∂t
∂s

µj k (s, t)(bj k (s, t) + Vk (0, t) − Vj (s, t)),
−
k;k=j

(40)
subject to the conditions
Vj (s, n−) = Bj (s, n).

(41)

We give two examples of payments dependent on
state duration. In the framework of the disability
model in Figure 2, an n-year disability annuity (see
Disability Insurance) payable at rate 1 only after a
qualifying period of q, is given by b1 (s, t) = 1[q <
s < t < n]. In the framework of the three-lives model
sketched in Figure 3, an n-year term insurance of 1
payable upon the death of y if z is still alive and x
is dead and has been so for at least q years, is given
by b14 (s, t) = 1[q < s < t < n].
Probability models with intensities dependent on
state duration are known as semi-Markov models. A
case of support to their relevance is the disability
model in Figure 2. If there are various forms of disability, then the state duration may carry information
about the severity of the disability and hence about
prospects of longevity (see Decrement Analysis) and
recovery.

substantial variations in interest, mortality, and other
economic and demographic conditions affecting the
economic result of the portfolio. The rigid conditions
of the standard contract leave no room for the
insurer to meet adverse developments of such
conditions; he cannot cancel contracts that are in
force and also cannot reduce their benefits or raise
their premiums. Therefore, with standard insurance
products, there is associated a risk that cannot be
diversified by increasing the size of the portfolio. The
limit operation leading to (12) was made under the
assumption of fixed interest. In an extended setup,
with random economic and demographic factors,
this amounts to conditioning on Gn , the economic
and demographic development over the term of the
contract. Instead of (12), one gets
 n  τ

−
r(s) ds
(42)
e t
dB(τ )|Ht , Gn .
V (t) = Ɛ
t

At time t only Gt is known, so (42) is not a feasible
reserve. In particular, the equivalence principle (7),
recast as
 n  τ

−
r(s) ds
0
e
dB(τ )|Gn = 0, (43)
B0 (0) + Ɛ
0

is also infeasible since benefits and premiums are
fixed at time 0 when Gn cannot be anticipated.
The traditional way of managing the nondiversifiable risk is to charge premiums sufficiently high to
cover, on the average in the portfolio, the contractual benefits under all likely economic–demographic
scenarios. The systematic surpluses (see Surplus in
Life and Pension Insurance) that (most likely) will
be generated by such prudently calculated premiums
belong to the insured and are paid back in arrears
as the history Gt unfolds. Such contracts are called
participating policies or with-profit contracts (see
Participating Business).
The repayments, called dividends or bonus, are
represented by a payment function D. They should be
controlled in such a manner as to ultimately restore
equivalence when the full history is known at time n:
 n  τ
−
r(s) ds
B0 (0) + Ɛ
e 0
(dB(τ )
0

Managing Nondiversifiable Risk for
Standard Insurance Products
Life insurance policies are typically long-term
contracts, with time horizons wide enough to see


+ dD(τ ))| Gn = 0.

(44)

A common way of designing the prudent premium
plan is to calculate premiums and reserves on a
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so-called technical basis with interest rate r ∗ and
transition intensities µ∗j k that represent a worst-case
scenario. Equipping all technical quantities with an
asterisk, we denote the corresponding reserves by Vj∗ ,
the sums at risk by Rj∗k etc. The surplus generated by
time t is, quite naturally, defined as the excess of
the factual retrospective reserve over the contractual
prospective reserve,
S(t) = U(t) −

J


Ij Vj∗ (t).

(45)

j =0

Upon differentiating this expression, using (4),
(13),
 (28), and the obvious relationship dIj (t) =
k;k=j (dNkj (t) − dNj k (t)), one obtains after some
rearrangement that
dS(t) = S(t)r(t) dt + dC(t) + dM(t),

dC(t) =

J


Ij (t)cj (t) dt,

(47)

j =0

cj (t) = (r(t) − r ∗ )Vj∗ (t)

+
Rj∗k (t)(µ∗j k (t) − µj k (t)),

(48)

k;k=j

dM(t) = −



basis was not sufficiently prudent) and/or dividends
were paid out prematurely. Designing the dividend
plan D is therefore a major issue, and it can be
seen as a problem in optimal stochastic control
theory. For a general account of the point process
version of this theory, see [5]. Various schemes used
in practice are described in [15]. The simplest (and
least cautious one) is the so-called contribution plan,
whereby surpluses are repaid currently as they arise:
D = C.
The much discussed issue of guaranteed interest
(see Options and Guarantees in Life Insurance)
takes a clear form in the framework of the present
theory. Focusing on interest, suppose the technical
intensities µ∗j k are the same as the factual µj k so
that the surplus emerges only from the excess of the
factual interest rate r(t) over the technical rate r ∗

(46)

where

∗
dC(t) = (r(t) − r ∗ )VZ(t)
(t) dt.

The right-hand side of (46) displays the dynamics of
the surplus. The first term is the interest earned on the
current surplus. The last term, given by (49), is purely
erratic and represents the policy’s instantaneous random deviation from the expected development. The
second term, given by (47), is the systematic contribution to surplus, and (48) shows how it decomposes
into gains due to prudent assumptions about interest
and transition intensities in each state.
One may show that (44) is equivalent to
 
 n  τ

−
r(s) ds
Ɛ
e 0
(dC(τ ) − dD(τ )) Gn = 0, (50)
0

which says that, on the average over the portfolio, all
surpluses are to be repaid as dividends.
The dividend payments D are controlled by the
insurer. Since negative dividends are not allowed, it is
possible that (50) cannot be ultimately attained if the
contributions to surplus turn negative (the technical

(51)

Under the contribution plan, dD(t) must be set to
0 if dC(t) < 0, and the insurer will therefore have
to cover the negative contributions dC − (t) = (r ∗ −
∗
(t) dt. Averaging out the life history ranr(t))+ VZ(t)
domness, the discounted value of these claims is


n

e

−

τ
0

r(s) ds

(r ∗ − r(τ ))+

0

Rj∗k (dNj k (t) − Ij (t)µj k (t) dt). (49)

j =k

9

J

j =0

p0j (0, τ )Vj∗ (τ ) dτ.
(52)

Mobilizing the principles of arbitrage pricing theory set out in the section ‘Valuation of Financial
Contracts’, we conclude that the interest guarantee
inherent in the present scheme has a market price,
which is the expected value of (52) under the equivalent martingale measure. Charging a down premium
equal to this price at time 0 would eliminate the
downside risk of the contribution plan without violating the format of the with-profit scheme.

Unit-linked Insurance
The dividends D redistributed to holders of standard
with-profit contracts can be seen as a way of adapting the benefits payments to the development of the
nondiversifiable risk factors of Gt , 0 < t ≤ n. Alternatively one could specify in the very terms of the
contract that the payments will depend, not only on
life history events, but also on the development of
interest, mortality, and other economic–demographic
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conditions. One such approach is the unit-linked contract (see Unit-linked Business), which relates the
benefits to the performance of the insurer’s investment portfolio. To keep things simple, let the interest
rate r(t) be the only uncertain nondiversifiable factor.
A straightforward way of eliminating the interest rate
risk is to let the payment function under the contract
be of the form
t
r(s) ds
dB 0 (t),
(53)
dB(t) = e 0
where B 0 is a baseline payment function dependent
only on the life history. This means that all payments,
premiums and benefits, are index-regulated with the
value of a unit of the investment portfolio. Inserting this into (43), assuming that life history events
and market events are independent, the equivalence
requirement becomes
 n

dB 0 (τ ) = 0.
(54)
B00 (0) + Ɛ

practice (see Pensions). Defined benefits means literally that only the benefits are specified in the contract,
either in nominal figures as in the with-profit contract
or in units of some index. A commonly used index is
the salary (final or average) of the insured. In that case
also the contributions (premiums) are usually linked
to the salary (typically a certain percentage of the
annual income). Risk management of such a scheme
is a matter of designing the rule for collection of contributions. Unless the future benefits can be precisely
predicted or reproduced by dynamic investment portfolios, defined benefits leave the insurer with a major
nondiversifiable risk. Defined benefits are gradually
being replaced with their opposite, defined contributions, with only premiums specified in the contract.
This scheme has much in common with the traditional with-profit scheme, but leaves more flexibility
to the insurer as benefits do not come with a minimum
guarantee.

0

This requirement does not involve the future interest rates and can be met by setting an equivalence
baseline premium level at time 0.
Perfect unit-linked products of the form (53) are
not offered in practice. Typically, only the sum
insured (of e.g. a term insurance or a life endowment)
is index-regulated while the premiums are not. Moreover, the contract usually comes with a guarantee that
the sum insured will not be less than a certain nominal amount. Averaging out over the life histories, the
payments become purely financial derivatives, and
pricing goes by the principles for valuation of financial contracts. If random life history events are kept
as a part of the model, one faces a pricing problem in
an incomplete market. This problem was formulated
and solved in [13] in the framework of the theory of
risk minimization [7].

Defined Benefits and Defined
Contributions
With-profit and unit-linked contracts are just two
ways of adapting benefits to the long-term development of nondiversifiable risk factors. The former does
not include the adaptation rule in the terms of the contract, whereas the latter does. We mention two other
archetypal insurance schemes that are widely used in

Securitization
Generally speaking, any introduction of new securities in a market helps to complete it. Securitization
means creating tradable securities that may serve to
make nontraded claims attainable. This device, well
known and widely used in the commodities markets,
was introduced in non-life insurance in the 1990s,
when exchanges and insurance corporations launched
various forms of insurance derivatives aimed to
transfer catastrophe risk to the financial markets (see
Catastrophe Derivatives). Securitization of nondiversifiable risk in life insurance, for example through
bonds with coupons related to mortality experience, is
conceivable. If successful, it would open new opportunities of financial management of life insurance risk
by the principles for valuation of financial contracts.
A work in this spirit is [16], where market attitudes
are modeled for all forms of risk associated with a
life insurance portfolio, leading to market values for
reserves.

Statistical Inference
The theory of inference in point process models is
a well developed area of statistical science, see for
example [1]. We will just indicate how it applies
to the Markov chain model and only consider the
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parametric case where the intensities are of the form
µgh (t; θ) with θ some finite-dimensional parameter.
The likelihood function for an individual policy is
obtained upon inserting the observed policy history
(the processes Ig and Ngh ) in (23) and dropping
the dti ;



(ln µgh (τ ) dNgh (τ )
= exp
g=h



− µgh (τ )Ig (τ ) dτ ) .

(55)

The integral ranges over the period of observation.
In this context, the time parameter t will typically be
the age of the insured.
The total likelihood for the observations from a
portfolio of m independent risks is the product of
the individual likelihoods and, therefore, of the
 samei
form as (55), with Ig and Ngh replaced by m
i=1 Ig

i
and m
N
.
The
maximum
likelihood
estimator
i=1 gh
θ̂ of the parameter vector θ is obtained as the solution
to the likelihood equations


∂
= 0.
(56)
ln 
∂θ
θ=θ̂
Under regularity conditions, θ̂ is asymptotically normally distributed with mean θ and a variance matrix
that is the inverse of the information matrix


∂2
Ɛθ −
ln
.
∂θ∂θ
This result forms the basis for construction of tests
and confidence intervals.
A technique that is specifically actuarial, starts
from the provisional assumption that the intensities
are piecewise constant, for example µgh (t) = µgh;j
for t ∈ [j − 1, j ), and that the µgh;j are functionally
unrelated and thus constitute the entries in θ. The
maximum likelihoood estimators are then the socalled occurrence-exposure rates

µ̂gh;j =

j

m
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which are empirical counterparts to the intensities. A
second stage in the procedure consists in fitting parametric functions to the occurrence-exposure rates by
some technique of (usually nonlinear) regression. In
actuarial terminology, this is called analytic graduation (see Decrement Analysis; Survival Analysis).

A Remark on Notions of Reserves
Retrospective and prospective reserves were defined
in [14] as conditional expected values of U(t) and
V(t), respectively, given some information Ht available at time t. The notions of reserves used here
conform with that definition, taking Ht to be the
full information Ht . While the definition of the
prospective reserve never was a matter of dispute in
life insurance mathematics, there exists an alternative notion of retrospective reserve, which we shall
describe. Under the hypothesis of deterministic interest, the principle of equivalence (7) can be recast
as
Ɛ[U(t)] = Ɛ[V(t)].
(58)
In the single life model this reduces to Ɛ[U(t)] =
p00 (0, t)V0 (t), hence
V0 (t) =

Ɛ[U(t)]
.
p00 (0, t)

(59)

This expression, expounded as ‘the fund per
survivor’, was traditionally called the retrospective
reserve. A more descriptive name would be the
retrospective formula for the prospective reserve
(under the principle of equivalence). For a multistate
policy, (58) assumes the form

Ɛ[U(t)] =
p0g (0, t)Vg (t).
(60)
g

As this is only one constraint on J functions, (58)
alone does not provide a nonambiguous notion of
statewise retrospective reserves.

A View to the Literature
i
dNgh
(τ )

j −1 i=1
 j 
m
j −1 i=1

,
Igi dτ

(57)

In this brief survey of contemporary life insurance
mathematics no space has been left to the wealth of
techniques that now have mainly historical interest,
and no attempt has been made to trace the origins
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of modern ideas and results. References to the literature are selected accordingly, their purpose being
to add details to the picture drawn here with broad
strokes of the brush. A key reference on the early history of life insurance mathematics is [9] (see History
of Actuarial Science). Textbooks covering classical insurance mathematics are [2, 4, 6, 8, 12]. An
account of counting processes and martingale techniques in life insurance mathematics can be compiled
from [11, 15].
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Life Table

and the density function
fx (t) = Fx (t) =

Probabilistic and Deterministic
Approaches
The idea behind the life table is simple: the effect
of mortality gradually depleting a population can be
set out in a table as the number of persons alive
at each age, out of a group of persons known to
be alive at some initial age. From this tabulation,
many useful functions can be derived. The life table
can be presented either as a probabilistic or as a
deterministic model of mortality. The probabilistic
approach assumes that the future lifetime of any
individual is a random variable; hence, there is a
certain probability of dying in each time period and
the number of deaths at each age (last birthday) is
therefore also a random variable. The deterministic
approach, in contrast to the probabilistic approach,
assumes, as known, exactly how many persons will
die at each age. The link between the deterministic
approach and the probabilistic approach is through
expected values.

A Probabilistic Model of Future Lifetimes
The probabilistic approach assumes that the future
lifetime of an individual person aged x is a random
variable. (Note: random variables are shown in bold.)
The basic quantity is T0 , a random variable representing the length of the future lifetime of a person
aged exactly 0. It is assumed T0 has a continuous
distribution with a (cumulative) distribution function
F0 (t) and a density function f0 (t). The probability
of dying before age t is denoted by t q0 and by definition, this is the same as F0 (t) = P [T0 ≤ t]. The
probability of being alive at age t is denoted by t p0
and this is clearly equal to 1 − t q0 = 1 − F0 (t). This
is also denoted S0 (t) and is often called the survival
function [1, 2, 4].
We extend this notation to any age x, defining Tx
to be a random variable representing the length of
the future lifetime of a person aged exactly x. Tx
has a continuous distribution with the (cumulative)
distribution function Fx (t) defined by
Fx (t) = P [Tx ≤ t] = P [T0 ≤ x + t|T0 > x]
=

F0 (x + t) − F0 (x)
1 − F0 (x)

(1)

f0 (x + t)
.
1 − F0 (x)

(2)

This definition of Fx (t) in terms of F0 (t) ensures
that the family of distributions Fx (t) for all ages x
is self-consistent. The probability of a person aged
dying before age x + t is denoted by t qx (equal to
Fx (t)) and the probability of being alive at age x + t
is denoted by t px (equal to 1 − Fx (t), also denoted
as Sx (t)).
The statistical notation Fx (t) and Sx (t) is equivalent to the actuarial notation t qx and t px . By convention, when the time period t is 1 year, then t
is dropped from the actuarial notation and we just
write qx and px (see International Actuarial Notation) [3].
We introduce the force of mortality, denoted by
µx , which is the instantaneous rate of mortality at
age x:
µx = lim

dx→∞

=−

P [T0 ≤ x + dx|T0 > x]
f0 (x)
=
dx
S0 (x)

1 dS0 (x)
.
S0 (x) dx

(3)

We can easily show that
f0 (x + t)
fx (t)
S0 (x + t)
= Sx (t) and µx+t =
=
.
S0 (x)
S0 (x + t)
Sx (t)
The density function fx (t) can also be written in
terms of the force of mortality as fx (t) = t px µx+t ,
leading to the identity
 t
(4)
t qx =
s px µx+s ds.
0

Differentiating this, we obtain the ordinary differential equation
d
(5)
t px = −t px µx+t
dt
which, with the obvious boundary condition 0 px = 1,
has the solution
  t

µx+s ds .
(6)
t px = exp −
0

From this we also have the following, intuitively
reasonable, multiplicative property of survival probabilities:
s+t px

= s px t px+s = t px s px+t .

(7)
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For some purposes, it is useful to have a discrete
random variable representing the curtate future lifetime of a person aged x (meaning rounded to the
lower integer, for example, 6.25 curtate is 6). We
denote this by Kx , taking values 0, 1, 2, and so
on. The distribution function of Kx is P [Kx = k] =
k px qx+k .
Associated with the random lifetimes Tx and Kx
are their expected values, called expectation of life.
The complete expectation of life, denoted by e° x is
E[Tx ] and is given by
 ∞
 ∞
t t px µx+t dt =
e° x = E[Tx ] =
t px dt. (8)
0

•

•

n|m qx

•

0

The curtate expectation of life, denoted by ex is
E[Kx ] and is given by
ex = E[Kx ] =

∞


k k px qx+k =

k=0

∞


(9)

•

k=0

The life table is simply a way of describing the model
above, in a manner easily interpreted and convenient
for many calculations. We suppose that we start with
a number of persons known to be alive at some age
α, and denote this number by lα . This is called the
radix of the life table. The age α is often zero, but
it can also be any non-negative age. For convenience
of exposition, we will suppose here that α = 0. Then
define the function lx , for x ≥ 0, to be the expected
number out of the l0 original lives who are alive at
age x. Clearly we have lx = l0 x p0 , and then since
the multiplicative rule for survival probabilities gives
=

x+t p0
x p0

=

lx+t l0
lx+t
=
l0 lx
lx

=

lx+n − lx+n+m
.
lx

(10)

we see that, knowing just the one-dimensional function lx , we can compute any required values of the
two-dimensional function t px . A tabulation of the
function lx is called a life table. Most often, its values
are tabulated at integer ages (hence the introduction
of the curtate lifetime Kx ) but this is an arbitrary
choice [5].

0

Lx is the total years of life expected to be lived
between ages x and x + 1, by the l0 persons alive
at age 0, given by
 1
Lx = Tx − Tx+1 =
lx+t dt.
(13)
0

•

mx , the central death rate is defined as mx =
dx /Lx .

Life Table Functions at Noninteger Ages
In a life table, only the values of lx at discrete (usually
integer) ages are given. If the life table has been
graduated by mathematical formula, an exact value
of µx or t qx may be calculated at all relevant ages
and durations; otherwise, in order to calculate lx (and
related functions) between the ages at which it has
been tabulated, an approximate method is needed.
Three common assumptions are
•

A uniform of distribution of deaths between exact
ages x and x + 1; that is,
P [Tx ≤ t|Tx ≤ 1] = t

Other Life Table Functions
To aid in calculation, several additional life table
functions are defined as the following:

(11)

Tx (not to be confused with the random variable
Tx ) is the total years of life expected to be lived
after age x, by the l0 persons alive at age 0,
given by
 ∞
 ∞
°
lx+t dt. (12)
Tx = lx ex = lx
t px dt =
0

k px .

The Life Table

t px

dx = lx − lx+1 is the expected number of l0 lives
alive at age 0 who will die between ages x
and x + 1 (often called ‘age x last birthday’ by
actuaries).
n|m qx is the probability that a person alive at age
x will die between ages x + n and x + n + m. It
is conveniently calculated, as

•

(0 < t ≤ 1).

(14)

Equivalently, the dx deaths expected between
ages x and x + 1 are assumed to be uniformly
spread across that year of age. Under this assumption, µx+t = qx /(1 − tqx ), so the force of mortality increases over the year of age.
A constant force of mortality between exact ages
x and x + 1. Let this constant force be denoted by

Life Table

•

µ. Then for 0 < t ≤ 1, we have t px = exp(−µt)
and lx+t = lx exp(−µt).
The Balducci assumption, which is that 1−t qx+t =
(1 − t)qx . Since then µx+t = qx /(1 − (1 − t)qx ),
the Balducci assumption implies a decreasing
force of mortality between integer ages, which
is perhaps implausible.

A Deterministic Interpretation of the Life
Table
Under the probabilistic approach outlined above, the
life table functions lx and dx are interpreted as
expected values, and the quantities px and qx are
interpreted as probabilities. Under an older, deterministic interpretation of the life table, lx and dx are
regarded as the actual numbers, out of l0 initially
alive, who will be alive at age x, or will die between
ages x and x + 1, respectively. Clearly, the probabilistic interpretation is more satisfactory. First, lx and
dx need not be integers (as shown in the tables below)
whereas the numbers of people alive or dying, in a
real cohort of people, cannot be anything but integers.
Also, only by using a probabilistic model can we hope
to devise useful methods of inference, to parameterize
the life table using the observed mortality data.

Commutation Functions
Commutation functions combine the elements of
compound interest with the life table. These functions
are often tabulated, at relevant rates of interest, as part
of the life tables used in actuarial work.

The Life Table as a Stationary Population
Model
An alternative interpretation of the life table is as a
model of a population that has reached an unchanging
or stationary state, that is, where the fertility and
mortality rates have been unchanging over a long
period of time and an exact equilibrium has been
reached between the birth and death rates, so the
numbers born in any year exactly match the numbers
who die. In a stationary population, the expectation
of life for an individual equals the average age at
death within the population. Now, lx is interpreted
as the ‘number’ of persons having their xth birthday
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(attaining exact age x) in each calendar year, dx is
the number of persons who die in a calendar year
aged x last birthday, Tx is the number of persons
alive at ages x and over, and Lx is the number alive
between ages x and x + 1. Since dx = mx Lx , we see
that the central mortality rate mx may be used to
project forward the number of survivors of a birth
cohort one year at a time, and in practice, this is the
basis of population projections.
A stable population model represents a population
in which the rate of mortality has been unchanging
over a long period of time and if the numbers of births
have been expanding or contracting at a constant rate
over a long period, say g per annum, the total size
of the population grows or shrinks at a rate g per
annum.

Population Life Tables
Table 1 shows an extract of English Life Table No.
15 (Males), which illustrates the use of the life table
to compute probabilities; for example,
q37 = 133/96933 = 0.00137
e° 37 = 3701383/96933 = 38.2
This mortality table represents the deaths of male
lives in the population of England and Wales between
1990 and 1992. In this extract the starting age is 30.

Select and Ultimate Life Tables
When a potential policyholder applies to an insurance
company, he/she is medically ‘underwritten’ (subject
Table 1 Extract:- English life tables No. 15 males (deaths
1991–94)
x

lx

dx

qx

µx

Tx

e° x

30
31
32
33
34
35
36
37
38
39
40

97 645
97 556
97 465
97 370
97 273
97 170
97 057
96 933
96 800
96 655
96 500

89
91
95
97
103
113
124
133
145
155
166

0.00091
0.00094
0.00097
0.00099
0.00106
0.00116
0.00127
0.00138
0.00149
0.00160
0.00172

0.00090
0.00092
0.00096
0.00098
0.00102
0.00111
0.00122
0.00133
0.00144
0.00155
0.00166

43 82 556
42 84 966
41 87 455
40 90 037
39 92 715
38 95 493
37 98 379
37 01 383
36 04 515
35 07 787
34 11 208

44.9
43.9
43.0
42.0
41.0
40.1
39.1
38.2
37.2
36.3
35.3
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to medical screening based on answers to questions
on the proposal form and perhaps, in addition, subject
to a medical examination). It has long been observed
that the mortality of recently accepted policyholders
is lighter than that of existing policyholders, of the
same age, who were medically underwritten some
years ago. This is known as the effect of selection.
The period over which this effect wears off is called
the select period, and a life table that takes this into
account is called a select table. For example, if a life
table has a select period of 2 years, it distinguishes
between those within 1 year of entry to the policy
(curtate duration of zero), those between 1 year and
2 years duration since entry (curtate duration 1) and
those with a duration of 2 years or more since entry
(curtate duration 2 or more). The age at entry is
denoted by [x], and the duration since entry by t;
hence, the probability that a person who took out a
policy at age x, and who is now aged x + s, should
survive for another t years, is written as t p[x]+s . At
durations s beyond the select period we just write
t px+s , and we call this the ultimate part of the life
table. So, for example, if the select period is two
years, the probability that a person now aged 30
survives for another 10 years may be 10 p[30] , 10 p[29]+1
or 10 p30 , if that person took out a policy 0, 1, 2 or
more years ago, respectively.
For an example of a select and ultimate table, in
Table 2, we show an extract from the A92 males
table, which has a select period of two years and
represents the mortality of male lives with wholelife or endowment assurances with life insurance
companies in the United Kingdom during the years
1991 to 1994. Instead of having a single column for
lx , this has three columns for the expected numbers
alive, labeled l[x] , l[x]+1 , and lx . It also has three
columns for the expected numbers dying and three
corresponding columns for the rates of mortality and
survivance. In each case, the first two columns are
called the select columns and the third column is
called the ultimate column. This may be used to
illustrate the calculation of select probabilities, for
example,
q[37] =
q[36]+1 =
q37 =

d[37]
6.362
=
= 0.000644
l[37]
9878.8128
d[36]+1
7.1334
=
= 0.000722
l[36]+1
9880.0288
d37
7.5586
=
= 0.000765.
l37
9880.4540

Table 2 Extract:- AM92 males UK male assured lives
1991–94
x
30
31
32
33
34
35
36
37
38
39
40
x
30
31
32
33
34
35
36
37
38
39
40
x
30
31
32
33
34
35
36
37
38
39
40
x
30
31
32
33
34
35
36
37
38
39
40

l[x]
9923.7497
9917.9145
9911.9538
9905.8282
9899.4984
9892.9151
9886.0395
9878.8128
9871.1665
9863.0227
9854.3036
d[x]
4.7237
4.8598
5.0253
5.2204
5.4448
5.7082
6.0107
6.3620
6.7618
7.2296
7.7652
q[x]
0.000476
0.000490
0.000507
0.000527
0.000550
0.000577
0.000608
0.000644
0.000685
0.000733
0.000788
e° [x]
49.3
48.3
47.3
46.4
45.4
44.4
43.4
42.5
41.5
40.5
39.6

l[x]+1
9919.0260
9913.0547
9906.9285
9900.6078
9894.0536
9887.2069
9880.0288
9872.4508
9864.4047
9855.7931
9846.5384
d[x]+1
5.6439
5.7892
5.9640
6.1779
6.4410
6.7529
7.1334
7.5820
8.1184
8.7421
9.4723
q[x]+1
0.000569
0.000584
0.000602
0.000624
0.000651
0.000683
0.000722
0.000768
0.000823
0.000887
0.000962
e° [x]+1
48.3
47.3
46.3
45.4
44.4
43.4
42.5
41.5
40.5
39.6
38.6

lx+2
9913.3821
9907.2655
9900.9645
9894.4299
9887.6126
9880.4540
9872.8954
9864.8688
9856.2863
9847.0510
9837.0661
dx+2
6.1166
6.3010
6.5346
6.8173
7.1586
7.5586
8.0266
8.5825
9.2353
9.9849
10.8601
qx+2
0.000617
0.000636
0.000660
0.000689
0.000724
0.000765
0.000813
0.000870
0.000937
0.001014
0.001104
e° x+2
47.3
46.3
45.4
44.4
43.4
42.5
41.5
40.5
39.6
38.6
37.6

x+2
32
33
34
35
36
37
38
39
40
41
42
x+2
32
33
34
35
36
37
38
39
40
41
42
x+2
32
33
34
35
36
37
38
39
40
41
42
x+2
32
33
34
35
36
37
38
39
40
41
42

Comparing these mortality rates with the ELT15
males table, which is based on the experience of

Life Table
roughly the same calendar years, we see that these are
much lighter than, for example, q37 = 0.00138 from
the ELT15 males table (by 53% using select mortality
and by 44% using ultimate mortality). The complete
expectation of life at age 37 is 38.2 years based on
population mortality (ELT15 males) but 42.5 years
on select mortality (A92 males). This is typical of the
difference between the mortality of a country’s whole
population, and that of the subgroup of persons who
have been approved for insurance.
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Long Range Dependence
Long-range dependence (synonymous with long memory) is a property of some stationary processes.
Intuitively, the notion is clear: a stationary stochastic
process that has long-range dependence is a process whose memory lasts very long. However, the
term ‘long-range dependence’ means more than simply ‘longer memory’. It means memory so long that
the behavior of a stochastic process changes dramatically, and so long that the usual statistical tools break
down when applied to observations arising from a
long-range dependent process.
Awareness of long-range dependence as a phenomenon of independent interest has its origins
in a series of papers by B. Mandelbrot and his
coworkers in the second half of 1960s, in a successful attempt to give a parsimonious explanation
to Hurst phenomenon, an empirical law discovered
by a British hydrologist Hurst [4]. Hurst studied
the behavior of the R/S statistic applied to the
Nile river annual minima of the water levels and
observed that this statistic grows, as a function of
the number n of observations, as nH with H > 1/2.
The R/S statistic is, roughly, the rescaled range
of the partial sums of the observations, and by a
central limit theory argument one expects it to
grow as n1/2 if the observations arise from a stationary process whose memory is not ‘too long’.
To explain the Hurst phenomenon, Mandelbrot [5],
and Mandelbrot and Van Ness [7] used a centered
Gaussian process they called fractional Brownian
motion, a self-similar process with stationary increments.
A stochastic process (Y (t), t ≥ 0) is called selfsimilar if there is H such that for any c > 0 the
timescaled process (Y (ct), t ≥ 0) has the same finitedimensional distributions as the space-scaled process
(cH Y (t), t ≥ 0). The parameter H is the exponent
of self-similarity of the process. Fractional Brownian motion (BH (t), t ≥ 0) starts at zero, has an
exponent of self-similarity in the range 0 < H < 1,
and its covariance function, uniquely determined by
self-similarity and stationarity of the increments, is
given by
var(BH (1))
iscov(BH (t), BH (s)) =
2
 2H

2H
2H
× t + s − |t − s|
, t, s ≥ 0.

(1)

Further reading on self-similar processes may include
[3, 9].
The increments Xi = BH (i) − BH (i − 1), i = 1,
2, . . . of a fractional Brownian motion form a stationary process, referred to as Fractional Gaussian noise, and the R/S statistic, computed for this
stationary process, will grow as nH . A fractional
Gaussian noise with H > 1/2 (which explains the
Hurst phenomenon) is regarded as having long-range
dependence.
For a stationary stochastic process with a finite
second moment, it is easier to measure the length of
memory using the rate of decay of correlations. Such
a process is commonly called long-range dependent if
∞


|ρn | = ∞,

(2)

n=1

where (ρn ) is the correlation function of the process. For many ‘usual’ stochastic models, like ARMA
(p, q) models or ergodic Markov chains with a finite
state space, correlation functions decay exponentially
fast. On the other hand, the correlation function of a
fractional Gaussian noise satisfies ρn ∼ CH n−2(1−H )
as n → ∞, with CH > 0 if H > 1/2, < 0 if H <
1/2 and = 0 is H = 1/2. Hence, a fractional Gaussian noise with H > 1/2 is long-range dependent
according to the definition (2). Other correlationbased definitions of long-range dependence that appeared in literature are
ρn = Ln n−d for some 0 ≤ d < 1

(3)

ρn = Ln n−d for some d ≥ 0,

(4)

and

where Ln is a slowly varying-at-infinity function.
One sees that a fractional Gaussian noise with any
H  = 1/2 is long-range dependent according to the
definition (4), but only the range H > 1/2 gives
long-range dependence according to the definition
(3). On the other hand, stochastic models with exponentially fast decaying correlation functions are not
long-range dependent according to any of these
definitions.
For stationary processes with a finite variance,
one can still stay within the framework of L2 analysis and define long-range dependence via spectral
domain. Assume that a process has a spectral density f (λ), λ ∈ (0, π). The spectral domain definition
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of long-range dependence parallel (but not strictly
comparable) to (3) is
f (λ) = l(λ)λ−(1−d) for some 0 ≤ d < 1,

(5)

where l is a slowly varying-at-zero function. The
spectral domain definition of long-range dependence
parallel to (and strictly stronger than) (2) is
f does not have a finite limit at zero.

(6)

For example, for a fractional Gaussian noise f (λ) ∼
cH λ−(2H −1) as λ → 0, with cH > 0, and so a Fractional Gaussian noise with H > 1/2 is long-range
dependent according to both definitions (5) and (6),
but this is not true for a fractional Gaussian noise with
H ≤ 1/2 or any stochastic process with exponentially
fast decaying correlations.
In addition to a fractional Gaussian noise with
H > 1/2, other commonly used long-range dependent models include fractionally differenced ARIMA
models with the order of the difference in the interval
(0, 1/2) [2].
Definitions of long-range dependence based on
correlations or other versions of L2 analysis are not
entirely satisfactory because they do not apply to stationary processes with an infinite second moment,
and also because even for stationary processes with

a finite variance, correlations are not very informative unless the process is Gaussian, or has a
structure very similar to that of a Gaussian process.
Another approach to long-range dependence is based
on self-similarity and scaling. Given a self-similar
process with stationary increments, its increments
form a stationary process, and this stationary process
is regarded as long-range dependent if the exponent H of self-similarity is above a certain threshold (typically taken to be 1/2 if the process has a
finite variance) [3]. This is so because the rate of
growth (scale) of certain functionals of the increment
processes often changes when the exponent of selfsimilarity is large enough. A useful review of possible
approaches to long-range dependence using L2 theory
and self-similarity is in [1].
Newer approaches to long-range dependence are
based on phase transitions. If the parameter space 
of a stationary process can be split into two parts,
0 and 1 , such that the behavior of important
functionals changes dramatically as one crosses the
boundary between 0 and 1 , then this boundary
may qualify as the boundary between short memory
and long memory (as long as ‘nonmemory’ causes,
like changing heaviness of the tails, are not involved).
See, for example, [10].
ARIMA

4

2

0

−2

−4

0

Figure 1
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A simulation of ARIMA (0, 0.4, 0) process

3000

4000

5000

Long Range Dependence
Stationary processes with long-range dependence
according to almost any reasonable definition often
have a striking feature of trends, changing levels,
and apparent periodicities that appear to be inconsistent with stationarity. This is clearly visible in the
simulated path of an ARIMA (0,0.4,0) process on
Figure 1. This phenomenon was already observed by
Mandelbrot and Wallis [8], who called it the Joseph
effect, referring to the biblical story of seven years
of famine and seven years of plenty. Mandelbrot [6]
calls this apparent departure from stationarity, nonperiodic cycles, meaning that they cannot be extrapolated beyond the existing sample. Given a data
set with such features, one has to decide whether
to use a nonstationary model, a short memory stationary model that is close to the boundary with
nonstationarity (for example, an ARMA model whose
autoregressive characteristic polynomial has a root
close to the unit circle) or a stationary long-range
dependent model. Often the latter provides the most
parsimonious description of the data, which may be
kept even as new observations become available. This
is the real reason why long-range dependent models
are important.
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GENNADY SAMORODNITSKY

Lundberg
Approximations,
Generalized

An exponential upper bound for FS (x) can also be
derived. It can be shown (e.g. [13]) that
FS (x) ≤ e−κx ,

Consider the random sum
S = X1 + X2 + · · · + XN ,

(1)

where N is a counting random variable with probability function
qn = Pr{N = n} and survival func
tion an = ∞
j =n+1 qj , n = 0, 1, 2, . . ., and {Xn , n =
1, 2, . . .} a sequence of independent and identically
distributed positive random variables (also independent of N ) with common distribution function P (x)
(for notational simplicity, we use X to represent any
Xn hereafter, that is, X has the distribution function
P (x)). The distribution of S is referred to as a compound distribution.
Let FS (x) be the distribution function of S and
FS (x) = 1 − FS (x) the survival function. If the random variable N has a geometric distribution with
parameter 0 < φ < 1, that is, qn = (1 − φ)φ n , n =
0, 1, . . ., then FS (x) satisfies the following defective
renewal equation:
 x
FS (x) = φ
FS (x − y) dP (y) + φP (x). (2)
0

Assume that P (x) is light-tailed, that is, there is
κ > 0 such that
 ∞
1
eκy dP (y) = .
(3)
φ
0
It follows from the Key Renewal Theorem (e.g.
see [7]) that if X is nonarithmetic or nonlattice, we
have
FS (x) ∼ Ce−κx ,
with
C=

x → ∞,

assuming that E{XeκX } exists. The notation a(x) ∼
b(x) means that a(x)/b(x) → 1 as x → ∞. In
the ruin context, the equation (3) is referred to
as the Lundberg fundamental equation, κ the
adjustment coefficient, and the asymptotic result (4)
the Cramér–Lundberg estimate or approximation.

(5)

The inequality (5) is referred to as the Lundberg
inequality or bound in ruin theory.
The Cramér–Lundberg approximation can be
extended to more general compound distributions.
Suppose that the probability function of N satisfies
qn ∼ C(n)nγ φ n ,

n → ∞,

(6)

where C(n) is a slowly varying function. The condition (6) holds for the negative binomial distribution and many mixed Poisson distributions (e.g. [4]).
If (6) is satisfied and X is nonarithmetic, then
FS (x) ∼

C(x)
x γ e−κx ,
κ[φE{XeκX }]γ +1

x → ∞.
(7)

See [2] for the derivation of (7). The right-hand side
of the expression in (7) may be used as an approximation for the compound distribution, especially
for large values of x. Similar asymptotic results for
medium and heavy-tailed distributions (i.e. the condition (3) is violated) are available.
Asymptotic-based approximations such as (4)
often yield less satisfactory results for small values of
x. In this situation, we may consider a combination of
two exponential tails known as Tijm’s approximation.
Suppose that the distribution of N is asymptotically
geometric, that is,
qn ∼ Lφ n ,

n → ∞.

(8)

for some positive constant L, and an ≤ a0 φ n for
n ≥ 0. It follows from (7) that
FS (x) ∼

(4)

1−φ
,
κφE{XeκX }

x ≥ 0.

L
e−κx =: CL e−κx ,
κφE{XeκX }

x → ∞.
(9)

When FS (x) is not an exponential tail (otherwise, it
reduces to a trivial case), define Tijm’s approximation
([9], Chapter 4) to FS (x) as
T (x) = (a0 − CL ) e−µx + CL e−κx ,

x ≥ 0.
(10)

where
µ=

(a0 − CL )κ
κE(S) − CL
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Thus, T (0) = FS (0) = a0 and the distribution with
the survival function T (x) has the same mean as
that of S, provided µ > 0. Furthermore, [11] shows
that if X is nonarithmetic and is new worse than
used in convex ordering (NWUC) or new better
than used in convex ordering (NBUC) (see reliability
classifications), we have µ > κ. Also see [15], Chapter 8. Therefore, Tijm’s approximation (10) exhibits
the same asymptotic behavior as FS (x). Matching the
three quantities, the mass at zero, the mean, and the
asymptotics will result in a better approximation in
general.
We now turn to generalizations of the Lundberg
bound. Assume that the distribution of N satisfies
an+1 ≤ φan ,

n = 0, 1, 2, . . . .

(11)

Many commonly used counting distributions for N
in actuarial science satisfy the condition (11). For
instance, the distributions in the (a, b, 1) class, which
include the Poisson distribution, the binomial distribution, the negative binomial distribution, and their
zero-modified versions, satisfy this condition (see
Sundt and Jewell Class of Distributions). Further
assume that
 ∞

−1
1
B(y)
dP (y) = ,
(12)
φ
0
where B(y), B(0) = 1 is the survival function of
a new worse than used (NWU) distribution (see
again reliability classifications). Condition (12) is a
generalization of (3) as the exponential distribution
is NWU. Another important NWU distribution is the
Pareto distribution with B(y) = 1/(1 + κy)α , where
κ is chosen to satisfy (12). Given the conditions (11)
and (12), we have the following upper bound:
FS (x) ≤

a0
B(x − z)P (z)
.
sup  ∞
φ 0≤z≤x z {B(y)}−1 dP (y)

(13)

The above result is due to Cai and Garrido (see [1]).
Slightly weaker bounds are given in [6, 10], and a
more general bound is given in [15], Chapter 4.
If B(y) = e−κy is chosen, an exponential bound is
obtained:
FS (x) ≤

a0
eκz P (z)
e−κx .
sup  ∞ κy
φ 0≤z≤x z e dP (y)

one. A similar exponential bound is obtained in [8]
in terms of ruin probabilities. In that context, P (x)
in (13) is the integrated tail distribution of the
claim size distribution of the compound Poisson risk
process. Other exponential bounds for ruin probabilities can be found in [3, 5]. The result (13) is
of practical importance, as not only can it apply
to light-tailed distributions but also to heavy- and
medium-tailed distributions. If P (x) is heavy tailed,
we may use a Pareto tail given earlier for B(x). For
a medium-tailed distribution, the product of an exponential tail and a Pareto tail will be a proper choice
since the NWU property is preserved under tail multiplication (see [14]).
Several simplified forms of (13) are useful as they
provide simple bounds for compound distributions. It
is easy to see that (13) implies
(15)

FS (x) ≤ a0 B(x).

(16)

If P (x) is NWUC,

an improvement of (15). Note that an equality is
achieved at zero. If P (x) is NWU,
FS (x) ≤ a0 {P (x)}1−φ .

(17)

For the derivation of these bounds and their generalizations and refinements, see [6, 10, 13–15].
Finally, NWU tail-based bounds can also be used
for the solution of more general defective renewal
equations, when the last term in (2) is replaced by
an arbitrary function, see [12]. Since many functions
of interest in risk theory can be expressed as the
solution of defective renewal equations, these bounds
provide useful information about the behavior of the
functions.
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X. SHELDON LIN

Lundberg Inequality for
Ruin Probability
Harald Cramér [9] stated that Filip Lundberg’s
works on risk theory were all written at a time when
no general theory of stochastic processes existed, and
when collective reinsurance methods, in the present
day sense of the word, were entirely unknown to
insurance companies. In both respects, his ideas were
far ahead of his time, and his works deserve to be generally recognized as pioneering works of fundamental
importance.
The Lundberg inequality is one of the most important results in risk theory. Lundberg’s work (see [26])
was not mathematically rigorous. Cramér [7, 8] provided a rigorous mathematical proof of the Lundberg inequality. Nowadays, preferred methods in
ruin theory are renewal theory and the martingale
method. The former emerged from the work of Feller
(see [15, 16]) and the latter came from that of Gerber
(see [18, 19]).
In the following text we briefly summarize some
important results and developments in the Lundberg
inequality.

Continuous-time Models
The most commonly used model in risk theory is the
compound Poisson model: Let {U (t); t ≥ 0} denote
the surplus process that measures the surplus of the
portfolio at time t, and let U (0) = u be the initial
surplus. The surplus at time t can be written as
U (t) = u + ct − S(t)

(1)

where c > 0 
is a constant that represents the premium
rate, S(t) = N(t)
i=1 Xi is the claim process, {N (t); t ≥
0} is the number of claims up to time t. We assume
that {X1 , X2 , . . .} are independent and identically
distributed (i.i.d.) random variables with the same
distribution F (x) and are independent of {N (t); t ≥
0}. We further assume that N (t) is a homogeneous
Poisson process with intensity λ. Let µ = E[X1 ] and
c = λµ(1 + θ). We usually assume θ > 0 and θ is
called the safety loading (or relative security loading).
Define
ψ(u) = P {T < ∞|U (0) = u}

(2)

as the probability of ruin with initial surplus u, where
T = inf{t ≥ 0: U (t) < 0} is called the time of ruin.
The main results of ruin probability for the classical risk model came from the work of Lundberg [27]
and Cramér [7], and the general ideas that underlie
the collective risk theory go back as far as Lundberg [26]. Write X as the generic random variable of
{Xi , i ≥ 1}. If we assume that the moment generating
function of the claim random variable X exists, then
the following equation in r
1 + (1 + θ)µr = E[erX ]

(3)

has a positive solution. Let R denote this positive
solution. R is called the adjustment coefficient (or
the Lundberg exponent), and we have the following
well-known Lundberg inequality
ψ(u) ≤ e−Ru .

(4)

As in many fundamental results, there are versions
of varying complexity for this inequality. In general, it is difficult or even impossible to obtain a
closed-form expression for the ruin probability. This
renders inequality (4) important. When F (x) is an
exponential distribution function, ψ(u) has a closedform expression


1
θu
ψ(u) =
exp −
.
(5)
1+θ
µ(1 + θ)
Some other cases in which the ruin probability can
have a closed-form expression are mixtures of exponential and phase-type distribution. For details, see
Rolski et al. [32]. If the initial surplus is zero, then
we also have a closed form expression for the ruin
probability that is independent of the claim size
distribution:
1
λµ
=
.
(6)
ψ(0) =
c
1+θ
Many people have tried to tighten inequality (4)
and generalize the model. Willmot and Lin [36]
obtained Lundberg-type bounds on the tail probability of random sum. Extensions of this paper,
yielding nonexponential as well as lower bounds,
and many other related results are found in [37].
Recently, many different models have been proposed
in ruin theory: for example, the compound binomial
model (see [33]). Sparre Andersen [2] proposed a
renewal insurance risk model. Lundberg-type bounds
for the renewal model are similar to the classical case
(see [4, 32] for details).
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Discrete Time Models

probability. In this case, two types of ruin can be
considered.

Let the surplus of an insurance company at the end
of the nth time period be denoted by Un . Let Xn be
the premium that is received at the beginning of the
nth time period, and Yn be the claim that is paid at
the end of the nth time period. The insurance risk
model can then be written as
Un = u +

n

(Xk − Yk )

(7)

k=1

where u is the initial surplus. Let T = min{n; Un <
0} be the time of ruin, and we denote
ψ(u) = P {T < ∞}

(8)

as the ruin probability. Assume that Xn = c, µ =
E[Y1 ] < c and that the moment generating function
of Y exists, and equation
 
(9)
e−cr E erY = 1
has a positive solution. Let R denote this positive
solution. Similar to the compound Poisson model, we
have the following Lundberg-type inequality:
ψ(u) ≤ e−Ru .

(10)

For a detailed discussion of the basic ruin theory
problems of this model, see Bowers et al. [6].
Willmot [35] considered model (7) and obtained
Lundberg-type upper bounds and nonexponential
upper bounds. Yang [38] extended Willmot’s results
to a model with a constant interest rate.

ψ(u) = ψd (u) + ψs (u).

(12)

Here ψd (u) is the probability of ruin that is caused
by oscillation and the surplus at the time of ruin is
0, and ψs (u) is the probability that ruin is caused by
a claim and the surplus at the time of ruin is negative. Dufresne and Gerber [13] obtained a Lundbergtype inequality for the ruin probability. Furrer and
Schmidli [17] obtained Lundberg-type inequalities
for a diffusion perturbed renewal model and a diffusion perturbed Cox model.
Asmussen [3] used a Markov-modulated random process to model the surplus of an insurance
company. Under this model, the systems are subject to jumps or switches in regime episodes, across
which the behavior of the corresponding dynamic
systems are markedly different. To model such a
regime change, Asmussen used a continuous-time
Markov chain and obtained the Lundberg type upper
bound for ruin probability (see [3, 4]).
Recently, point processes and piecewise-deterministic Markov processes have been used as insurance risk models. A special point process model is
the Cox process. For detailed treatment of ruin probability under the Cox model, see [23]. For related
work, see, for example [10, 28]. Various dependent
risk models have also become very popular recently,
but we will not discuss them here.

Finite Time Horizon Ruin Probability
Diffusion Perturbed Models, Markovian
Environment Models, and Point Process
Models
Dufresne and Gerber [13] considered an insurance
risk model in which a diffusion process is added
to the compound Poisson process.
U (t) = u + ct − S(t) + Bt

(11)

where u isthe initial surplus, c is the premium
rate, St = N(t)
i=1 Xi , Xi denotes the i th claim size,
N (t) is the Poisson process and Bt is a Brownian motion. Let T = inf{t: U (t) ≤ 0} be the time of
t≥0

ruin (T = ∞ if U (t) > 0 for all t ≥ 0). Let φ(u) =
P {T = ∞|U (0) = u} be the ultimate survival probability, and ψ(u) = 1 − φ(u) be the ultimate ruin

It is well known that ruin probability for a finite time
horizon is much more difficult to deal with than ruin
probability for an infinite time horizon. For a given
insurance risk model, we can consider the following
finite time horizon ruin probability:
ψ(u; t0 ) = P {T ≤ t0 |U (0) = u}

(13)

where u is the initial surplus, T is the time of ruin,
as before, and t0 > 0 is a constant. It is obvious
that any upper bound for ψ(u) will be an upper
bound for ψ(u, t0 ) for any t0 > 0. The problem is
to find a better upper bound. Amsler [1] obtained
the Lundberg inequality for finite time horizon ruin
probability in some cases. Picard and Lefèvre [31]
obtained expressions for the finite time horizon ruin
probability. Ignatov and Kaishev [24] studied the
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Picard and Lefèvre [31] model and derived twosided bounds for finite time horizon ruin probability.
Grandell [23] derived Lundberg inequalities for finite
time horizon ruin probability in a Cox model with
Markovian intensities. Embrechts et al. [14] extended
the results of [23] by using a martingale approach,
and obtained Lundberg inequalities for finite time
horizon ruin probability in the Cox process case.

In the classical risk theory, it is often assumed that
there is no investment income. However, as we
know, a large portion of the surplus of insurance
companies comes from investment income. In recent
years, some papers have incorporated deterministic
interest rate models in the risk theory. Sundt and
Teugels [34] considered a compound Poisson model
with a constant force of interest. Let Uδ (t) denote the
value of the surplus at time t. Uδ (t) is given by
(14)

where c is a constant denoting the premium rate and
δ is the force of interest,
S(t) =

N(t)


Xj .

(15)

j =1

As before, N (t) denotes the number of claims that
occur in an insurance portfolio in the time interval
(0, t] and is a homogeneous Poisson process with
intensity λ, and Xi denotes the amount of the i th
claim.
Let ψδ (u) denote the ultimate ruin probability with
initial surplus u. That is
ψδ (u) = P {T < ∞|Uδ (0) = u}

investment income, they obtained a Lundberg-type
inequality. Paulsen [29] provided a very good survey
of this area. Kalashnikov and Norberg [25] assumed
that the surplus of an insurance business is invested
in a risky asset, and obtained upper and lower bounds
for the ruin probability.

Related Problems (Surplus Distribution
before and after Ruin, and Time of Ruin
Distribution, etc.)

Insurance Risk Model with Investment
Income

dUδ (t) = c dt + Uδ (t) δ dt − dS(t),

3

(16)

where T = inf{t; Uδ (t) < 0} is the time of ruin. By
using techniques that are similar to those used in dealing with the classical model, Sundt and Teugels [34]
obtained Lundberg-type bounds for the ruin probability. Boogaert and Crijns [5] discussed related problems. Delbaen and Haezendonck [11] considered the
risk theory problems in an economic environment by
discounting the value of the surplus from the current (or future) time to the initial time. Paulsen and
Gjessing [30] considered a diffusion perturbed classical risk model. Under the assumption of stochastic

Recently, people in actuarial science have started paying attention to the severity of ruin. The Lundberg
inequality has also played an important role. Gerber
et al. [20] considered the probability that ruin occurs
with initial surplus u and that the deficit at the time
of ruin is less than y:
G(u, y) = P {T < ∞, −y ≤ U (T ) < 0|U (0) = u}
(17)
which is a function of the variables u ≥ 0 and y ≥
0. An integral equation satisfied by G(u, y) was
obtained. In the cases of Yi following a mixture exponential distribution or a mixture Gamma distribution,
Gerber et al. [20] obtained closed-form solutions for
G(u, y).
Later, Dufresne and Gerber [12] introduced the
distribution of the surplus immediately prior to ruin
in the classical compound Poisson risk model. Denote
this distribution function by F (u, y), then
F (u, x) = P {T < ∞, 0 < U (T −) ≤ x|U (0) = u}
(18)
which is a function of the variables u ≥ 0 and x ≥
0. Similar results for G(u, y) were obtained. Gerber and Shiu [21, 22] examined the joint distribution of the time of ruin, the surplus immediately
before ruin, and the deficit at ruin. They showed
that as a function of the initial surplus, the joint
density of the surplus immediately before ruin and
the deficit at ruin satisfies a renewal equation. Yang
and Zhang [39] investigated the joint distribution of
surplus immediately before and after ruin in a compound Poisson model with a constant force of interest.
They obtained integral equations that are satisfied by
the joint distribution function, and a Lundberg-type
inequality.
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(See also Claim Size Processes; Collective Risk
Theory; Estimation; Lundberg Approximations,
Generalized; Ruin Theory; Stop-loss Premium;
Cramér–Lundberg Condition and Estimate)
HAILIANG YANG

Lundberg, Filip
(1876–1965)
Lundberg was a student of mathematics and science
in Uppsala at the end of the nineteenth century. At
this point, he had already started performing actuarial work in life insurance, and after his PhD in
1903, he started a long and successful career as a
manager and innovator in Swedish life insurance,
during the first half of the twentieth century. He
was a pioneer of sickness insurance, using the life
insurance reserve–based techniques. He was one of
the founders of the reinsurance company ‘Sverige’,
and of the Swedish Actuarial Society (see Svenska
Aktuarieföreningen, Swedish Society of Actuaries)
in 1904; he was also a member of the government
commission that prepared the 1948 Swedish insurance law.
Besides his practical work, he created his highly
original risk theory (see Collective Risk Theory),
which was published in Swedish [6, 8] and in German [7, 9].
The starting point in his work, already present in
his thesis, is the stochastic description of the flow
of payments as a compound Poisson process (see
Compound Process): the times of payments form a
Poisson process in time; the successive amounts paid
are independently drawn from a given ‘risk mass distribution’. This is probably the first instance where
this important concept is introduced, and besides
Bachelier’s work in 1900 and Erlang’s in 1909, it
forms an important pioneering example of the definition and use of a continuous-time stochastic process.
In the thesis, he proves the central limit theorem (see
Central Limit Theorem) for the process, using in
an original way, the forward equation for the distribution function of the process. In other works [7–9],
he introduces the ‘risk process’ describing the surplus, where the inflow is continuous at a rate given
by the premium and the outflow is a compound Poisson process. For this process, he considers the ruin
probability (see Ruin Theory), the probability that
the surplus ever becomes negative, as a function of
the initial surplus, the premium rate, and the risk
mass distribution. There is a natural integral equation
for the ruin probability, which is used to derive the
famous Lundberg inequality P(ruin) < exp(−Ru),

where u is the initial surplus and R is the adjustment coefficient, a measure of the dispersion of the
risk mass distribution.
This analysis of the ruin problem is a pioneering work analyzing the possible trajectories of the
process. Similar methods have later been used in
the queueing theory and in other fields. Lundberg
also formulated the natural idea that one ought to
have a premium, which is a decreasing function of
the surplus in order that the surplus does not grow
excessively.
Lundberg’s papers were written long before these
types of problems were dealt with in the literature;
they were written in cryptic style where definitions
and arguments were often unclear. Therefore, only
a few people could penetrate them, and it took a
long time before their importance was recognized.
Two early reviews are [1, 5]. Through the works of
Harald Cramér and his students, the theory was
clarified and extended, in such a way that it has now
become an actuarial science. Later reviews by Cramér
are [2, 3]; a general review of the life and works of
Lundberg is [4].
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ANDERS MARTIN-LÖF

Market Models
Introduction
In the calculation of the market value (or fair value)
of insurance products, the term structure of interest
rates plays a crucial role. To determine these market
values, one has to make a distinction between fixed
cash flows and contingent cash flows.
Fixed cash flows are cash flows in the insurance contract that do not depend on the state of the
economy. These cash flows are, in general, subject
to insurance risks like mortality risks, but are not
affected by market risks. To determine the market
value of a set of fixed cash flows, we can construct (at
least theoretically) a portfolio of fixed income instruments (e.g. government bonds) that exactly replicates
the set of cash flows. No-arbitrage arguments then
dictate that the market value of the set of cash flows
must be equal to the market value of the replicating portfolio of fixed income instruments. One can
show that the market value of a set of fixed cash
flows thus obtained is equal to the discounted value
of the cash flows, where the term structure of interest
rates implied by the market prices of fixed income
instruments is used; see [21].
Contingent cash flows are cash flows in the insurance contract that do depend on the state of the
economy. Hence, these cash flows are subjected to
market risk. Examples are unit-linked contracts with
minimum return guarantees or guaranteed annuity
contracts. To determine the market value of contingent cash flows, we can also construct a replicating
portfolio; however, such a replicating portfolio will
require a dynamic trading strategy. The market value
of such a replicating portfolio can be determined by
arbitrage-free pricing models. Good introductions to
contingent claim valuation are (in increasing order of
complexity) [4, 15, 21, 29, 30]. Readers interested in
the original papers should consult [8, 17, 18].
A very important subclass of contingent cash
flows, are cash flows that are solely or partly determined by interest rates. For life insurance products,
the most important market risk factor is typically
interest-rate risk. To price interest rate contingent
claims, knowledge of the current term structure of
interest rates is not sufficient, we must also model
the evolution of the term structure over time. Hence,
in order to determine the market value of interest

rate contingent cash flows, we need to consider
term structure models. References that concentrate
on models for pricing interest rate contingent claims
are [12, 24, 31, 32, 38].
Traditionally, the focus of the term structure models has been on so-called instantaneous interest rates.
The instantaneous interest rate is the amount of
interest one earns over an infinitesimally short time
interval. A plethora of models for the instantaneous
interest rate have been proposed in the literature in
recent years; see, for example, [6, 7, 13, 19, 20,
22, 37]. Although it is mathematically convenient to
consider instantaneous interest rates, the big disadvantage of these type of models is that instantaneous
interest rates cannot be observed in practice. Hence,
most of these models do not have closed form expressions for the interest rate derivatives that are traded
in financial markets.
If our goal is to determine the market value of
interest rate contingent insurance cash flows, we seek
to construct replicating portfolios. Hence, we really
want to base our term structure models on interest rates that are quoted daily in financial markets.
A class of models that takes these quoted interest
rates as a starting point has been developed in recent
years (see [10, 25, 28]) and is now known as Market
Models.
The rest of this article on Market Models is organized as follows: First, we provide definitions of
LIBOR and swap rates, which are the interest rates
quoted in financial markets and we provide definitions of options on these interest rates, which are
nowadays liquidly traded in financial markets. In the
next section, we show how LIBOR and Swap Market
Models can be set up in an arbitrage-free interest rate
economy. In the following section, we discuss the
Calibration and Implementation of Market Models.
Finally, we discuss extensions and further development of the standard Market Model setup.

LIBOR and Swap Rates
In this section, we will first define LIBOR rates and
options on LIBOR rates, which are known as caplets
and floorlets. Then we will define swap rates and
options on swap rates known as swaptions.

LIBOR Rates
The traded assets in an interest rate economy are the
discount bonds with different maturities. Let DT (t)
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denote the value at time t of a discount bond that
pays 1 unit of currency at maturity T.
If you put your money in a money-market account
for a given period, the interest earned over this period
is quoted as a LIBOR rate (LIBOR is an abbreviation
for London InterBank Offered Rate and it is the rate
banks quote to each other for borrowing and lending
money). At the end of a period of length T , one
receives an interest equal to αL, where L denotes the
LIBOR rate and α  T denotes the accrual factor or
daycount fraction. (Note that in real markets α is not
exactly equal to T , but is calculated according to
a specific algorithm for a given market known as the
daycount convention.) Hence, we obtain the relation
1 ≡ (1 + αL)DT (0), which states that the present
value today of 1 unit of currency plus the interest
earned at the end of a T period is equal to 1 unit
of currency.
A forward LIBOR rate LT S (t) is the interest rate
one can contract for at time t to put money in a
money-market account for the time interval [T , S],
where t ≤ T < S. We define the forward LIBOR rate
via the relation
DT (t) = (1 + αT S LT S (t))DS (t),

(1)

where αT S denotes the daycount fraction for the
interval [T , S]. Solving for L yields


1
DT (t) − DS (t)
LT S (t) =
.
(2)
αT S
DS (t)
The time T is known as the maturity of the forward
LIBOR rate and (S − T ) is called the tenor.
At time T the forward LIBOR rate LT S (T ) is fixed
or set and is then called a spot LIBOR rate. Note, that
the spot LIBOR rate is fixed at the beginning of the
period at T, but is paid not until the end of the period
at S.
In most markets, only forward LIBOR rates of
one specific tenor T are actively traded, which
is usually 3 months (e.g., for USD) or 6 months
(e.g., for EURO). Therefore, we assume there are N
forward LIBOR rates with this specific tenor, which
we denote by Li (t) = LTi Ti+1 (t) and Ti  iT for
i = 1, . . . , N , with daycount fractions αi = αTi Ti+1 .
(Again, in real markets the dates Ti are not spaced
exactly T apart, but are determined with a specific
algorithm for a given market known as the date-roll
convention.) For this set of LIBOR rates, we denote
the associated discount factors by Di (t) = DTi (t).

Caplet Price
A caplet is an option on a LIBOR rate (see, e.g. [21]).
A caplet can be regarded as a protection against high
interest rates. Suppose we have a caplet that protects
us from the LIBOR rates Li fixing above a level K.
The payoff Ci (Ti+1 ) we receive from the caplet at
time Ti+1 is equal to
Ci (Ti+1 ) = αi max{Li (Ti ) − K, 0}.

(3)

This payoff equals the difference between the insured
payment αi K and the LIBOR payment αi Li (Ti ) that
has to be made at time Ti+1 if Li (Ti ) > K. A caplet
is therefore a call option on a LIBOR rate.
If we choose the discount bond Di+1 (t) as a
numeraire and work under the associated probability
measure Q i+1 we know that the caplet payoff Ci (t)
divided by the numeraire Di+1 (t) is a martingale and
we obtain


Ci (0)
Ci (Ti+1 )
= Ei+1
Di+1 (0)
Di+1 (Ti+1 )
= αi Ei+1 (max{Li (Ti ) − K, 0}),

(4)

where Ei+1 denotes expectation with respect to the
measure Q i+1 . (Since Di+1 (t) is a traded asset with
a strictly positive price, there exists a probability
measure Q i+1 under which the prices of all other
traded assets divided by the numeraire Di+1 (t) are
martingales.)
The market-standard approach used by traders is
to assume that Li (Ti ) has a log-normal distribution.
Given this assumption, we can calculate the expectation explicitly as
Ci (0) = αi Di+1 (0)(Li (0)N (d1 ) − KN (d2 )),

(5)

where d1 = (log(Li (0)/K) +
d2 =
d1 − i and i is the standard deviation of
log Li (Ti ).
We can also consider a put option on a LIBOR
rate, which is known as a floorlet. Using the same
arguments as before, it follows that the price of a
floorlet Fi is given by
(1/2)i2 )/i ,

Fi (0) = αi Di+1 (0)(KN (−d2 ) − Li (0)N (−d1 )).
(6)
We see that in the market-standard valuation formula to quote prices for caplets and floorlets is the
Black formula originally derived in [5].

Market Models

Interest Rate Swaps

3

In the market, swaps are not quoted as prices for
different fixed rates K, but only the fixed rate K is
quoted for each swap such that the value of the swap
is equal to zero. This particular rate is called the
par swap rate. We denote the par swap rate for the
[Tn , TN ] swap with yn,N . Solving (9) for K = yn,N
swap
such that Vn,N (t) = 0 yields

An interest rate swap is a contract in which two
parties agree to exchange a set of floating interest
rate payments for a set of fixed interest rate payments.
The set of floating interest rate payments is based on
LIBOR rates and is called the floating leg. The set of
fixed payments is called the fixed leg. The naming
convention for swaps is based on the fixed side.
In a payer swap you are paying the fixed leg (and
receiving the floating leg); in a receiver swap you are
receiving the fixed leg (and paying the floating leg).
Given a set of payment dates Ti where the payments are exchanged, we can determine the value of
a swap as follows. A floating interest payment made
at time Ti+1 is based on the LIBOR fixing αi Li (Ti ).
Hence, the present value Viflo (t) of this payment is

The term in the denominator is called the accrual
factor or Present Value of a BasisPoint or PVBP. We
will denote the PVBP by Pn+1,N (t). Given the par
swap rate yn,N (t) we can calculate the value of a
swap with fixed rate K as

Viflo (t) = Di+1 (t)Ei+1 (αi Li (Ti )) = Di+1 (t)αi Li (t)

Vn,N (t) = (yn,N (t) − K)Pn+1,N (t),

= Di (t) − Di+1 (t),

(7)

where we have used the fact that Li (t) is a martingale
under the measure Q i+1 .
Given a fixed rate K, the fixed payment made at
time Ti+1 is equal to αi K. Hence, the present value
Vifix (t) of this payment is given by
Vifix (t) = Di+1 (t)αi K.

(8)

In a swap multiple payments are exchanged. Let
pswap
Vn,N (t) denote the value of a payer swap at time
t that starts at Tn and ends at TN . At the start date
Tn the first LIBOR rate is fixed. Actual payments are
exchanged at dates Tn+1 , . . . , TN . The swap tenor is
defined as (TN − Tn ).
Given (7) and (8) we can determine the value of
the payer swap as
pswap

Vn,N (t) =

N−1


Viflo (t) −

i=n

N−1


Vifix (t)

i=n

= (Dn (t) − DN (t)) − K

N−1


αi Di+1 (t).

i=n

(9)
The value of a receiver swap is given by
rswap

Vn,N (t) = K

N−1


yn,N (t) =

Dn (t) − DN (t)
N


i=n

(10)

(11)

αi−1 Di (t)

i=n+1

pswap

(12)

rswap

(13)

Vn,N (t) = (K − yn,N (t))Pn+1,N (t).

Swaption Price
The PVBP is a portfolio of traded assets and has a
strictly positive value. Therefore, a PVBP can be used
as a numeraire. If we use the PVBP Pn+1,N (t) as a
numeraire, then under the measure Q n+1,N associated
with this numeraire, the prices of all traded assets
divided by Pn+1,N (t) must be martingales in an
arbitrage-free economy (see, e.g., [25]). In particular, the par swap rate yn,N (t) must be a martingale
under Q n+1,N .
A swaption (short for swap option) gives the
holder the right but not the obligation to enter at
time Tn into a swap with fixed rate K. A receiver
swaption gives the right to enter into a receiver swap,
a payer swaption gives the right to enter into a payer
swap. Swaptions are often denoted as Tn × (TN −
Tn ), where Tn is the option expiry date (and also the
start date of the underlying swap) and (TN − Tn ) is
the tenor of the underlying swap.
For a payer swaption, it is of course only beneficial
to enter the underlying swap if the value of the swap
is positive. Hence, the value PSn,N (Tn ) of a payer
swaption at time Tn is
pswap

αi Di+1 (t) − (Dn (t) − DN (t)).

.

PSn,N (Tn ) = max{Vn,N (Tn ), 0}.

(14)

If we use Pn+1,N (t) as a numeraire, we can calculate
the value of the payer swaption under the measure
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Q n+1,N as
PSn,N (0)
= En+1,N
Pn+1,N (0)



pswap

max{Vn,N (Tn ), 0}



Pn+1,N (Tn )

= En+1,N (max{yn,N (Tn ) − K, 0}).

(15)

The market-standard approach used by traders is to
assume that yn,N (Tn ) has a log-normal distribution.
Given this log-normal assumption, we can calculate
the expectation explicitly as
PSn,N (0) = Pn+1,N (0)(yn,N (0)N (d1 ) − KN (d2 ))
(16)
2
where d1 = (log(yn,N (0)/K) + 12 n,N
)/n,N , d2 =
2
d1 − n,N and n,N is the variance of log yn,N (Tn ).
Using the same arguments, it follows that the price
of a receiver swaption RSn,N is given by

RSn,N (0) = Pn+1,N (0)(KN (−d2 )
− yn,N (0)N (−d1 )).

(17)

We see again that the valuation formula for swaptions is the Black [5] formula used in the market
to price these instruments. Note, that it is standard
market practice to quote swaption prices in terms
of implied volatility. Given today’s term structure
of interest rates (which determines Pn+1,N (0) and
2
yn,N (0)) and the strike K, we only need to know n,N
to calculate the swaption price. Hence, option traders
quote swaption prices using the implied volatility
σ n,N where
2
n,N
= σ 2n,N Tn .
(18)
Finally, it is worthwhile to point out that it is mathematically inconsistent to assume that both the LIBOR
rates and the swap rates have log-normal distributions. We return to this point in the section ‘Modeling
Swap Rates in the LIBOR Market Model’.

When pricing interest rate derivatives we want to
consider many interest rates simultaneously. Hence,
we have to model the evolution of all interest rates
under the same probability measure. It is this construction that leads to the Market Model of interest
rates. We will first discuss the construction of the
LIBOR Market Model, then we will discuss the Swap
Market Model. More elaborate derivations of Market
Models can be found in [12, 24, 29, 31].

LIBOR Market Model
The LIBOR market model makes the assumption that
the process for the forward LIBOR rate Li is given by
the stochastic differential equation
dLi (t) = σi (t)Li (t) dW i+1 (t),

where W i+1 (t) denotes Brownian motion under
Q i+1 . Note that since Li (t) is a martingale under the
measure Q i+1 the stochastic differential equation
has no drift term. If σi (t) is a deterministic function,
then Li (t) has a log-normal probability distribution
the standard deviation of log Li (t)
under Q i+1 , where 
t
2
is equal to i =
0 σi (s) ds. Hence, under this
assumption the prices of caplets and floorlets in the
LIBOR market model are exactly consistent with the
market pricing formulæ (5) and (6) for caplets and
floorlets.
To bring all the LIBOR rates under the same
measure, we first consider the change of measure
dQ i / dQ i+1 . By repeated application of this change
of measure, we can bring all forward LIBOR processes
under the same measure.
Using the Change of Numeraire Theorem (see
[16]), we can establish the following relation between
Browian Motion under the two different measures:
dW i (t) = dW i+1 (t) −

LIBOR and Swap Market Models
In the previous section, we introduced LIBOR and
swap rates, and we demonstrated how options on
these interest rates can be priced consistently with the
market-standard Black formula via a judicious choice
of the numeraire for each interest rate. Although
mathematically elegant, the disadvantage of this approach is that it only works for a single interest rate.

(19)

αi σi (t)Li (t)
dt,
1 + αi Li (t)

(20)

where W i (t) and W i+1 (t) are Brownian motions
under the measures Q i and Q i+1 respectively.
If we consider the N LIBOR rates in our economy,
we can take the terminal discount bond DN+1 (t) as
the numeraire and work under the measure Q N+1 ,
which is called the terminal measure. Under the
terminal measure, the terminal LIBOR rate LN (t) is
a martingale.

Market Models
If we apply (20) repeatedly, we can derive that
Li (t), follows under the terminal measure, the process


N

αk σk (t)Lk (t)
dLi (t) = −
1 + αk Lk (t)
k=i+1
× σi (t)Li (t) dt + σi (t)Li (t) dW N+1 , (21)
for all 1 ≤ i ≤ N .
We see that, apart from the terminal LIBOR rate
LN (t), all LIBOR rates are no longer martingales
under the terminal measure, but have a drift term
that depends on the forward LIBOR rates with longer
maturities. As (21) is fairly complicated we cannot
solve the stochastic differential equation analytically,
but we have to use numerical methods. This will be
discussed in the section ‘Calibration and Implementation of Market Models’.
The derivation of the LIBOR Market Model given
above can be made much more general. First, the
choice of the terminal measure is arbitrary. Any
traded security with a positive price can be used
as numeraire. In particular, any discount bond or
money-market deposit can be used as numeraire.
Examples of these alternative choices are discussed
in [25, 29, 31]. Second, we have implicitly assumed
there is only a single Brownian motion driving all
interest rates. However, it is straightforward to set
up a LIBOR Market Model with multiple Brownian
Motions driving the model; see, for example, [24,
29]. It is even possible to extend the model to a
continuum of LIBOR rates. These types of models are
known as String Models; see, for example, [26, 35].
The equivalence between discrete String Models and
Market Models is established in [27].

Swap Market Model
In the section ‘LIBOR and Swap Rates’ we derived
swaption prices by specifying the dynamics of each
par swap rate yn,N (t) with respect to its own probability measure Q n+1,N . If we want to determine the
price for more complicated derivatives, we need to
model the behavior of all swap rates simultaneously
under a single measure, like we did for the LIBOR
Market Model.
However, we cannot specify a distribution for all
swap rates simultaneously. If we consider an economy with N + 1 payment dates T1 , . . . , TN+1 , we
can model the N + 1 discount factors associated with
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these dates. Given that we choose one of these discount bonds as the numeraire, we have N degrees of
freedom left to model. Therefore, we can only model
N par swap rates. All other swap rates (including
the LIBOR rates) are then determined by the N ‘spanning’ swap rates. Only the spanning swap rates can
be modeled as log-normal in their own measure, the
probability distributions of the other swap rates are
then determined by the distribution of the reference
rates and will, in general, not be log-normal. This
implies in particular that the log-normal LIBOR market model and the log-normal swap market model are
inconsistent with each other.
Like in the LIBOR Market Model, it is possible to
derive explicit expressions for sets of spanning swap
rates using change of measure techniques. However,
the resulting expressions are complicated. Explicit
derivations of Swap Market Models are given in [24,
25, 31].

Modeling Swap Rates in the LIBOR Market Model
Since it is possible to use either a LIBOR Market Model or a Swap Market Model to calculate
the prices of both caplets and swaptions, one can
test empirically, which of these modeling approaches
works best in practice. Using USD data, [14] demonstrates that the LIBOR Market Model gives a much
better description of the prices of caplets and swaptions than the Swap Market Model.
Although it is mathematically inconsistent to have
both log-normal LIBOR rates and swap rates in the
same model, it turns out that given log-normally
distributed LIBOR rates, the probability distribution of
the swap rates implied by the LIBOR rates is closely
approximated by a log-normal distribution. Hence,
for practical purposes, we can use the LIBOR Market
Model to describe both log-normal LIBOR and swap
rate dynamics.
Various approximations for swap rate volatilities
have been proposed in the literature; see, for example, [3, 9, 11, 23]. The basic idea behind these
approximations is the observation that the forward
swap rate (11) can be rewritten as

yn,N (t) =

N−1

i=n

wi (t)Li (t)

with
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wi (t) =

αi Di+1 (t)
N


,

(22)

αk−1 Dk (t)

k=n+1

which can be interpreted as a weighted average of
forward LIBOR rates (see [32]). Although the weights
wi (t) are stochastic, the volatility of these weights is
negligible compared to the volatility of the forward
LIBOR rates. Hence, the volatility of the forward swap
rate can be approximated by studying the properties
of the basket of LIBOR rates.

Calibration and Implementation of
Market Models
We have seen that the LIBOR Market Model can
be used to describe both LIBOR rate and swap rate
dynamics. Hence, the LIBOR Market Model can be
calibrated to LIBOR and swap volatilities simultaneously.
In order to calibrate a LIBOR Market Model, we
must specify volatility functions for the forward
LIBOR rates and a correlation matrix for the driving Brownian Motions such that the market prices
of caplets and swaptions are fitted by the model.
This is not a trivial problem. For a general introduction into the calibration of Market Models, we refer
to [12, 33, 34, 38]. Recently, significant progress has
been made by [3, 11] using semidefinite programming techniques, but this area is still very much in
development.
Depending on how we want to use the model,
we may want to use different calibration procedures.
Many traders will insist on an exact fit to all the
market prices of caplets and swaptions for pricing
exotic options as they want to avoid any mispricing
by the model of the underlying instruments. However,
from an econometric point of view, exact fitting to all
observed prices leads to an overfitting of the model
and to unstable estimates of the volatility and correlation parameters (see [14] for an empirical comparison
of both calibration approaches). Hence, for risk management purposes we want stable model parameters
over time and therefore it will be preferable to fit a
parsimonious model as well as possible to the available market prices.
Once the LIBOR Market Model is calibrated, we
can use the model to calculate prices of other interest
rate derivative securities. The stochastic differential

equation (21) describes the behavior of the LIBOR
rates under the terminal measure. Using Markov
chain Monte Carlo methods, we can use (21) to simulate the dynamics of the forward LIBOR rates. Given
the paths of LIBOR rates, we can then determine the
value of the interest rate derivative we are interested
in. For discussions on how to implement Monte Carlo
simulation for LIBOR Market Models, we refer to [12,
31, 38].

Extensions and Further Developments
The LIBOR Market Model we have presented here
is the standard case where all interest rates have
log-normal distributions. Furthermore, the analysis is
restricted to a single currency. This standard case can
be extended and generalized in several directions.
It is relatively straightforward to extend the model
to calculate prices of interest rate derivatives with
payments in different currencies; see, for example, [36] how the LIBOR Market Model can be set
up in a multicurrency setting.
A more challenging problem is the fact that interest rates do not follow log-normal distributions in
reality. Market participants adjust the Black formula for this non-log-normality by using a different implied volatility (19) for options with different
strikes. If we plot a graph of the implied volatility at
different strikes we obtain a so-called volatility smile.
If we are looking for a model that really replicates
the market prices of caplets and swaptions, we cannot
ignore the volatility smile effect. The challenge is to
formulate an extension of the LIBOR Market Model
that incorporates volatility smiles but still remains
tractable. Proposals in this direction have been made
by [1, 2, 12, 23], but much work remains to be done
in this area.
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ANTOON PELSSER

Markov Chains and
Markov Processes

basic of all Markov processes. For such a chain, the
Markov property (1) may be written

(Xn = in |X0 = i0 , . . . , Xm = im )
= (Xn = in |Xm = im )

The Definition of a Markov Process
A Markov process is a stochastic process X =
{Xt }t∈I in discrete time (typically I = 0 =
{0, 1, 2, . . .}) or continuous time (typically I = 0 =
[0, ∞[) characterized by the Markov property: for
any s ≤ t,
L(Xt |(Xu )0≤u≤s ) = L(Xt |Xs )

(1)

where ‘L’ denotes distribution. More informally, (1)
states that ‘the future depends on the past only
through the present’ or, equivalently, ‘given the
present, past, and future are independent’; see (40)
and (41) below for sharper versions of (1) involving
the entire future (Xu )u≥s of X.
More generally, if X is defined on a filtered
probability space (, F, Ft , ) (see filtration), X is
a Markov process with respect to the filtration (Ft )
if it is adapted (Xt is Ft -measurable for each t) and
if for every s ≤ t,
L(Xt |Fs ) = L(Xt |Xs ).

(3)

for any choice of m < n ∈ 0 and i0 , . . . , im , in ∈ E
such that the conditional probability on the left
makes sense, that is,

(X0 = i0 , . . . , Xm = im ) > 0.

(4)

The conditional probability on the right of (3) is the
transition probability from state im at time m to state
in at time n. The standard notation
pij (m, n) = (Xn = j |Xm = i)

(5)

is used from now on with pij (m, n) uniquely defined
if (Xm = i) > 0 and arbitrarily defined otherwise.
Of particular importance are the one-step transition
probabilities pij (m) = pij (m, m + 1): (3) holds for
all m < n if and only if it holds for all m and n =
m + 1. Furthermore, for all m ∈ 0 and n ≥ m + 2,
and all i = im , j = in ∈ E with (Xm = i) > 0,
pij (m, n) =



n−1


pik ik+1 (k, k + 1),

(6)

im+1 ,...,in−1 ∈E k=m

(2)

Since X is adapted, (2) implies (1), which corresponds to the special case Ft = FX
t = σ (Xu )u≤t , the
filtration generated by X. For most of what follows, it
will suffice to think of the filtration (FX
t ) although the
discussion is performed with reference to a general
filtration (Ft ).
It is assumed that all the random variables Xt take
their values in a given set E, the state space for X. On
E is given a σ -algebra E of subsets. For this article, it
will suffice to consider E either a finite or countably
infinite set (with E the σ -algebra of all subsets) or a
measurable subset of d (with E the corresponding
Borel σ -algebra).

Markov Chains in Discrete Time
Let X = {Xn }n∈0 be a Markov process in discrete
time with E finite or countably infinite. X is then a
Markov chain in discrete time, the simplest and most

which shows that the one-step transition probabilities
determine all the transition probabilities.
It is assumed from now on that (6) holds for
all m ≤ n ∈ 0 and all i, j ∈ E with, in particular,
pij (m, m) = δij . (6) is then conveniently written in
matrix form
P(m, n) =

n−1


P(k),

(7)

k=m

where for arbitrary m ≤ n , P(m , n ) = (pij (m ,
n ))i,j ∈E (written as P(m ) if n = m + 1) is the
transition probability matrix from time m to time
n with, in particular, P(m , m ) = I d, the identity
matrix. All the P(m , n ) are stochastic matrices,
that
are ≥ 0 and all row sums = 1,
 is, all entries

p
(m
,
n
)
=
1.
ij
j
The equations (7) are discrete time Markov chain
versions of the Chapman–Kolmogorov equations,
see (30) below for the general form.
The distribution µ0 of X0 is the initial distribution of the Markov chain. Together with the
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one-step transition probabilities, it determines the
finite-dimensional distributions of the chain,

(X0 = i0 , . . . , Xn = in )
= µ0 (i0 )

n−1


pik ik+1 (k, k + 1)

(8)

k=0

for all n ≥ 0 and all i0 , . . . , in ∈ E.
The distribution of the Markov chain X is the
probability measure P on the space (E 0 , E ⊗0 )
of all infinite sequences (ik )k≥0 from E given by
P (H ) = (X ∈ H ) for H ∈ E ⊗0 : formally P is
obtained by transformation of  with the measurable
map X from  to E 0 . In particular, writing Xn°
for the coordinate projection Xn° (i0 , i1 , . . .) = in from
E 0 to E, the probability P (X0° = i0 , . . . , Xn° = in ) is
given by the expression on the right of (8) and these
probabilities characterize P uniquely.
With the one-step transition matrices P(n) given,
it follows from the Kolmogorov consistency theorem
that for any n0 ∈ 0 and any probability measure µn0
on E, there exists a Markov chain X̃ = (X̃n )n≥n0 with
time set I = {n0 , n0 + 1, . . .} such that X̃ has onestep transition matrices P(n) for n ≥ n0 and the distribution of X̃n0 is µn0 . In terms of the original chain
X, the distribution of X̃ is referred to simply as that of
X (i.e. having the same transition probabilities as X)
starting at time n0 with distribution µn0 ; if µn0 = εi0
is the point mass at i0 , the distribution of X̃ is that of
X started at time n0 in the state i0 . With these notational conventions in place, it is possible to phrase the
following sharpening of the Markov property (3) for
X: for any n0 ∈ 0 , the conditional distribution of the
post-n0 process (Xn )n≥n0 given Fn0 evaluated at ω is
that of X started at time n0 in the state Xn0 (ω); see the
section. ‘The Distribution of a Markov Process, Continuous Time’ for a precise formulation of this type of
Markov property MP for general Markov processes.
The time-homogeneous Markov chains X in discrete time are of particular importance: X is timehomogeneous (or has stationary transition probabilities) if all the one-step transition matrices are
the same, that is, for all m ≥ 0, P(m) = P for
some stochastic matrix P = (pij )i,j ∈E . If X is timehomogeneous, all the transition probabilities are
determined by P and for any n ≥ 0 the n-step transition matrix, P(m, m + n) is the same for all m, and is
given as Pn , the nth power of P with P0 = I d. Given
an arbitrary probability µ0 on E, there always exists

a homogeneous Markov chain X̃ = (X̃n0 )n0 ∈0 with
initial distribution µ0 and transition matrix P, that is,
the distribution of X̃ is that of X with initial distribution µ0 , or that of X with initial state i0 if µ0 = εi0 .
The sharpened version of the Markov property (3)
for a homogeneous chain X may then be phrased as
follows: for any n0 ∈ 0 , the conditional distribution
given Fn0 evaluated at ω of the shifted post-n0 process (Xn0 +n )n∈0 is that of X with initial state Xn0 (ω);
see also the general form MPH of the Markov property for homogeneous processes in the section. ‘The
Distribution of a Markov Process, Continuous Time’.
A Markov chain in discrete time is automatically
strong Markov : if τ :  → 0 ∪ {∞} is a stopping
time, that is, (τ = n) ∈ Fn for all n ∈ 0 , and Fτ
is the pre-τ σ -algebra consisting of all sets F ∈ F
such that F ∩ (τ = n) ∈ Fn for all n ∈ 0 , then
if, for example X is homogeneous, the conditional
distribution of (Xn+τ )n≥0 given Fτ evaluated at ω ∈
(τ < ∞) is that of X with initial state Xτ (ω) (ω).
A number of important concepts in Markov process theory are relevant only for the homogeneous
case. So let now X be a time-homogeneous Markov
chain in discrete time with transition matrix P and
denote by pij(n) the elements of the n-step transition
matrix Pn . Write i  j if j can be reached from
i, that is, if pij(n) > 0 for some n ≥ 1. The chain is
irreducible if i  j for all i, j ∈ E. Defining τi =
inf{n ≥ 1 : Xn = i} (with inf ∅ = ∞), call i transient
if i (τi < ∞) < 1 and recurrent if i (τi < ∞) = 1.
For an irreducible chain, either all states are transient
or all states are recurrent. (Here the notation i signifies that the chain starts from i, i (X0 = i) = 1.)
The period for a state i ∈ E is the largest integer
that divides all n ≥ 1 such that pii(n) > 0. All states
for an irreducible chain have the same period and if
this period is 1, the chain is called aperiodic.
A recurrent state i ∈ E is positive recurrent if
Ɛi τi < ∞ and null recurrent if Ɛi τi = ∞. For an
irreducible, recurrent chain, either all states are positive or all states are null.
Suppose X is irreducible and aperiodic. Then all
the limits
ρj = lim pij(n)
n→∞

(i, j ∈ E)

(9)

exist and do not depend on i. The limits are all 0 iff
X is transient or null recurrent and are all > 0 iff X
is positive recurrent. If X is irreducible and periodic

Markov Chains and Markov Processes
with a period ≥ 2, the limits
1  (k)
pij
n→∞ n
k=0
n−1

ρj = lim

(10)

should be considered instead.
A probability ρ = (ρj )j ∈E on E is invariant for
X or a stationary distribution for X, if for all j ∈ E,

ρj =
ρi pij ;
(11)
i∈E

see the section on stationarity below for elaboration
and comments. If X is irreducible, an invariant probability ρ exists iff X is positive recurrent and in that
case, ρ is uniquely determined and for X aperiodic
given by (9) and also by the expression ρi = 1/Ɛi τi .
For all irreducible positive recurrent chains, periodic
or not, (10) determines the invariant distribution.
If X is a homogeneous chain with an invariant
distribution ρ such that the distribution of X0 is
ρ, then X is a stationary stochastic process in the
traditional sense: for any n0 ∈ 0 , X̃ = (Xn0 +n )n∈0
has the same distribution as X.
So far only Markov chains on an at most countably infinite state space have been considered. A
Markov process X = (Xn )n∈0 in discrete time with
an uncountable state space E (e.g. E = d ) is also
called a Markov chain. It is homogeneous if the onestep transition probabilities
p(x, B) = (Xn+1 ∈ B|Xn = x),

(12)

defined for x ∈ E and B ∈ E, may be chosen not to
depend on n. Here p is a Markov kernel on E, that
is, p(x, B) is measurable as a function of x for any
given B and it is a probability measure on (E, E ) as
a function of B for any given x. With the notation
used above, if E is at most countably infinite, p
is determined fromthe transition matrix P by the
formula p(i, B) = j ∈B pij .
A probability measure ρ on E is invariant for the
homogeneous Markov chain X if

ρ(dx)p(x, B)
(13)
ρ(B) =
E

for all B ∈ E. This is a natural generalization of (11)
in contrast to the definition of concepts such as irreducibility and recurrence for a time-homogeneous
Markov chain on a general state space, which requires
the introduction of a nontrivial σ -finite reference
measure ϕ on (E, E ): X is ϕ-irreducible if for every
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x ∈ E and B ∈ E with ϕ(B) > 0, there exists n ≥
1 such that p (n) (x, B) = x (Xn ∈ B) > 0 and ϕrecurrent if for all x ∈ E and B ∈ E with φ(B) > 0,
x (τB < ∞) = 1 where τB = inf{n ≥ 1 : Xn ∈ B}.
Chains that are ϕ-recurrent with respect to some ϕ are
called Harris chains. They always have an invariant
measure which if bounded yields a unique invariant
probability ρ, and then, if in a suitable sense the chain
is aperiodic, it also holds that p (n) (x, B) → ρ(B) as
n → ∞ for all x ∈ E, B ∈ E.

Markov Chains in Continuous Time
For the purpose of this article, a Markov process
X = (Xt )t∈0 is a continuous-time Markov chain if it
is piecewise constant, right-continuous, and has only
finitely many jumps on finite time intervals. More
precisely, if T0 ≡ 0 and for n ≥ 1, Tn denotes the
time of the nth jump for X (with Tn (ω) defined as
∞ if the step function t → Xt (ω) has less than n
jumps), then Xt = XTn for Tn ≤ t < Tn+1 , n ∈ 0 .
The state space for X may be arbitrary, but for the
discussion here, it will be assumed that E is at most
countably infinite.
Introduce the transition probabilities
pij (s, t) = (Xt = j |Xs = i ),

(14)

uniquely defined for all i, j ∈ E and 0 ≤ s ≤ t such
that (Xs = i) > 0. The family (P(s, t))0≤s≤t of
stochastic matrices P(s, t) = (pij (s, t))i,j ∈E satisfy
the Chapman–Kolmogorov equations if for all 0 ≤
s ≤ t ≤ u,
P(s, u) = P(s, t) P(t, u)

(15)

with all P(s, s) = I d. As is argued below Equation (29), the Chapman–Kolmogorov equations are
almost an automatic consequence of the Markov
property (1).
A simple way of constructing continuous-time
Markov chains is the following: suppose given functions λi (t) ≥ 0 of t for each i ∈ E and stochastic
matrices (t) = (πij (t))i,j ∈E with all the diagonal
elements πii (t) = 0 such that (for convenience) all
the functions λi and πij are continuous. Then, in
order to obtain X with an arbitrary initial state i0 ∈
E, define on a suitable probability space random
variables Tn and Yn for n ∈ 0 with T0 ≡ 0 and
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Y0 ≡ i0 such that for all n ≥ 0,

i0 (Tn+1

  t

> t|Zn ) = exp −
λYn (s)ds
Tn

(t ≥ Tn ),

(16)

i0 (Yn+1 = j |Zn , Tn+1 ) = πYn ,j (Tn+1 ),

(17)

where Zn = (T1 , . . . , Tn ; Y1 , . . . , Yn ), and simply put
Xt = Yn for Tn ≤ t < Tn+1 . (For n = 0, the left hand
side of (16) is simply i0 (T1 > t), that of (17), the
conditional probability i0 (Y1 = j |T1 )). Thus, Tn is
the time of the nth jump for X and Yn = XTn the state
reached by that jump, and provided limn→∞ Tn = ∞
almost surely (a condition that can be very difficult to
verify), X is indeed a continuous-time Markov chain
in the sense treated here, with transition probabilities
that satisfy the Chapman–Kolmogorov equations,
and are the same no matter what the initial state i0
is. In the construction, (16) is used only on the set
(Tn < ∞) and (17) only on the set (Tn+1 < ∞). It is
entirely possible that some Tn = ∞, so that altogether
X has less than n jumps, and in that case, Yn is
irrelevant (and the distribution of Yn is not defined
by (17) either).
The quantity
qij (t) = λi (t)πij (t),

(18)

defined for t ≥ 0 and i = j is the transition intensity
from state i to state j at time t. Also introduce
qii (t) = −λi (t). The intensity matrix at time t is
Q(t) = (qij (t))i,j ∈E with all
 off-diagonal elements
≥ 0 and all row sums = 0, j ∈E qij (t) = 0.
The transition probabilities for X, as just constructed satisfy the backward integral equations,
  t

pij (s, t) = δij exp −
λi (u)du
+

 t
s

s

 
qik (u) exp −



u

λi (v)dv
s

k =i

× pkj (u, t)du,

(19)

+

s

s

pik (s, u)qkj (u)

k =j


  t
λj (v)dv du.
× exp −
u

∂
pij (s, t) = λi (s)pij (s, t)
∂s

qik (s)pkj (s, t) or
−
k =i

∂
P(s, t) = −Q(s)P(s, t),
∂s
∂
pij (s, t) = −pij (s, t)λj (t)
∂t

pik (s, t)qkj (t) or
+

(21)

k =j

∂
P(s, t) = P(s, t)Q(t),
∂t

(22)

and here, for s = t, one finds the interpretation
1
qij (t) = lim pij (t − h, t)
h↓0 h
1
= lim pij (t, t + h)
h↓0 h

(i = j )

(23)

of the transition intensities.
A Markov chain in continuous time is timehomogeneous if all the transition probabilities
pij (s, t) depend on s and t only through the
difference t − s. Defining the transition matrices
P(t) = P(s, s + t) for any s, with P(0) = I d, the
Chapman–Kolmogorov equations (15) translate into
P (s + t) = P (s) P (t) = P (t) P (s)

(s, t ≥ 0) .
(24)

The construction of continuous-time chains X above
yields a homogeneous chain precisely when the continuous functions λi (t) and πij (t) of t are constant.
Then (16) may be written as


i0 (Tn+1 − Tn > t |Zn ) = exp −λYn t
(t ≥ 0) ,
(25)

and the forward integral equations
  t

λj (u)du
pij (s, t) = δij exp −
 t

By differentiation, one then obtains the backward and
forward Feller–Kolmogorov differential equations,

(20)

that is, the waiting times between jumps are exponential at a rate depending on the present state of the
chain. Also (17) in the homogeneous case shows that
(Yn )n∈0 , the jump chain for X, moves as a homogeneous Markov chain in discrete time with transition
probabilities πij as long as X keeps jumping.
For a homogeneous chain in continuous time,
the transition intensities qij = λi πij for i = j are
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constant over time. The intensity matrix is Q =
(qij )i,j ∈E where qii = −λi and the backward and
forward differential equations (21) and (22) in matrix
form combine to
d
P (t) = QP (t) = P (t) Q.
dt

5

also be written

(iii)*
pst (Xs , B) d = (Xs ∈ A, Xt ∈ B),
(Xs ∈A)

(28)
(26)

If λi = 0, the state i is absorbing for X: once
the chain reaches i it stays in i forever. If there
are no absorbing states, the chain is irreducible,
resp. recurrent iff the jump chain is irreducible,
resp. recurrent. If X has an invariant distribution
ρ = (ρi )i∈E , then

ρi qij
(27)
ρj =
i∈E

for all j . If X is irreducible, if it exists, the invariant
distribution is uniquely determined. It is possible for
X to have an invariant distribution without the jump
chain having one, and also for the jump chain to have
an invariant distribution without X having one.

and we have pst (Xs , B) = (Xt ∈ B|Xs ) = (Xt ∈
B|Fs ) with the two conditional probabilities understood in the standard sense of a conditional probability given a random variable or a σ -algebra. Note
that for all s, the transition probability pss is trivial:
pss (x, ·) = εx , the probability degenerate at x.
The Markov property (2) imposes an essential
structure on the transition probabilities: if 0 ≤ s ≤
t ≤ u,
psu (Xs , B) =  (Xu ∈ B |Fs )
= Ɛ  (Xu ∈ B |Ft ) Fs
= Ɛ ptu (Xt , B) |Fs

pst (Xs , dy) ptu (y, B),
=

(29)

E

General Markov Processes
Let X = {Xt }t∈I be a Markov process with state space
(E, E), defined on a probability space (, F, ) and
satisfying the Markov property (2) with respect to a
given filtration (Ft ), for example, the filtration (FX
t )
generated by X itself.
In discrete time, I = 0 , the distributional properties of the process are determined by the initial
distribution and the one-step transition probabilities.
In continuous time, I = 0 , the situation is not as
simple and the discussion that follows is therefore
aimed primarily at the continuous time case.
For s ≤ t, the conditional distribution of Xt given
Xs is given by the transition probability pst from
time s to time t, that is,. pst (x, B) is the conditional
probability that Xt ∈ B given Xs = x and formally
pst is a Markov kernel on E (properties (i) and (ii)
below) that integrates as specified in (iii):
(i)
(ii)
(iii)

x → pst (x, B) is measurable for all B ∈ E,
B → pst (x, B) is a probability on (E, E )
for all x ∈ E,
A pst (x, B)µs (dx) = (Xs ∈ A, Xt ∈ B)
for all A, B ∈ E,

where in (iii) and in what follows µs (dx) = (Xs ∈
dx) denotes the marginal distribution of Xs . (iii) may

an identity valid -a.s for any given s, t, u and B. The
transition probabilities are said to satisfy the general
Chapman–Kolmogorov equations if for all s and x,
pss (x, ·) = εx and for all 0 ≤ s ≤ t ≤ u, x ∈ E and
B ∈ E, the identity

psu (x, B) =
(30)
pst (x, dy) ptu (y, B)
E

holds exactly. It is assumed everywhere in the sequel
that the Chapman–Kolmogorov equations hold.
For 0 ≤ s ≤ t, define the transition operator Pst as
the linear operator acting on the space bE of bounded
and measurable functions f : E →  given by

Pst f (x) =
(31)
pst (x, dy) f (y).
E

Then pst (x, B) = (Pst 1B )(x), Pss = Id (the identity
operator) and the Chapman–Kolmogorov equations
(30) translate into the semigroup property, (see (15)
for the Markov chain case),
Psu = Pst ° Ptu

(0 ≤ s ≤ t ≤ u).

(32)

Also, for 0 ≤ s ≤ t and f ∈ bE,

Ɛ(f (Xt )|Fs ) = Pst f (Xs ).

(33)
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From (31), it follows that (si) Pst 1 = 1 (1 denoting
the constant function ≡ 1), (sii) Pst is positive
(Pst f ≥ 0 if f ≥ 0) (siii) Pst is a contraction
(supx |Pst f (x)| ≤ supx |f (x)|) and finally, (siv)
Pst fn ↓ 0 pointwise whenever (fn ) is a sequence
in bE with fn ↓ 0 pointwise. If conversely, the
Pst are linear operators on bE satisfying (si)–(siv),
then the expression pst (x, B) = (Pst 1B )(x) defines a
collection of transition probabilities on E, and if also
Pss = I d for all s and (32) holds, then these transition
probabilities satisfy the Chapman–Kolmogorov
equations.
By far, the most important Markov processes are
those that are time-homogeneous, also called Markov
processes with stationary transition probabilities: if
X is Markov Ft with transition probabilities pst and
transition operators Pst , it is time-homogeneous if
pst = pt−s (equivalently Pst = Pt−s ) depend on s, t
through the difference t − s only. Then p0 (x, ·) = εx
and (30) becomes

ps (x, dy)pt (y, B)
ps+t (x, B) =
E


=

pt (x, dy)ps (y, B)
E

(s, t ≥ 0, B ∈ E ),

(34)

while for the transition operators, we have P0 = I d
and
Ps+t = Ps ° Pt = Pt ° Ps

(s, t ≥ 0) .

(35)

For general Markov processes, the family (Pst ) of
transition operators is a two-parameter semigroup, for
homogeneous Markov processes the family (Pt ) is a
one-parameter semigroup.

The Distribution of a Markov Process,
Continuous Time
Let X be Markov Ft with transition probabilities pst ,
transition operators Pst , and with µt the distribution of Xt . The initial distribution µ0 is particularly
important because the finite-dimensional distributions
for X are determined by µ0 and the transition probabilities or transition operators: for f ∈ bE, t ≥ 0,

Ɛf (Xt ) =
µ0 (dx) P0t f (x),
(36)
E

which shows the claim for the distribution of one
Xt , and then the claim for arbitrary n ≥ 2 and 0 ≤
t1 < · · · < tn follows by induction on n using that for
fk ∈ bE, 1 ≤ k ≤ n,


n
n−1


Ɛ
fj (Xtj ) = Ɛ  fj (Xtj ) Ptn−1 tn fn (Xtn−1 ).
j =1

j =1

(37)
If one starts with a probability, µ0 on (E, E) and
transition probabilities pst that satisfy the Chapman–Kolmogorov equations, one may define for each
n, 0 ≤ t1 < · · · < tn , a unique possible candidate for
the joint distribution µt1 ...tn of (Xt1 , . . . , Xtn ) when
X is to be a Markov process with initial distribution
µ0 and transition probabilities pst : for n = 1, B ∈ E
define

(38)
µt (B) =
µ0 (dx) p0t (x, B) ,
E

and for n ≥ 2, C ∈ E ⊗n define recursively

µt1 ...tn (C) =
µt1 ...tn−1 (dx1 · · · dxn−1 )
E n−1

× ptn−1 tn (xn−1 , Cx1 ...xn−1 ),

(39)

where Cx1 ...xn−1 = {xn ∈ E : (x1 , . . . , xn−1 , xn ) ∈ C}.
The Chapman–Kolmogorov equations ensure that
the µt1 ...tn form a consistent family of distributions;
hence, by Kolmogorov’s consistency theorem there
exists a unique probability measure P on the function space ((d )0 , (Bd )⊗0 ) such that under P , the
canonical process X° is Markov Ht with initial distribution µ0 and transition probabilities pst . Furthermore, if pst = pt−s for all 0 ≤ s ≤ t, P makes X° a
time-homogeneous Markov process. (The canonical
process X° = (Xt° )t≥0 is defined by Xt° (w) = w(t) for
w ∈ (d )0 . Ht is the σ -algebra generated by the Xs°
for s ∈ [0, t]. Note that P is a probability on (d )0 ,
not on E 0 , but that of course P (Xt° ∈ E) = 1 for all
t; often it is possible to argue that P is concentrated
on E 0 .)
Suppose now that X is Markov Ft and let F t,X
denote the post-t σ -algebra for X, that is, the σ algebra generated by the Xu for u ≥ t. Then for any
bounded and F t,X -measurable random variable V ,

Ɛ (V |Ft ) = Ɛ (V |Xt ) .

(40)
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This is easily shown for V of the form nj=1 fj (Xtj )
where t ≤ t1 < · · · < tn and fj ∈ bE and then follows
for general V by a standard extension argument.
Equivalently to (40), if V is as above and U is
bounded and Ft -measurable,

Ɛ (U V |Xt ) = Ɛ (U |Xt ) Ɛ (V |Xt ) .

(41)

Equations (40) and (41) are the precise versions of
the informal phrasings of the Markov property quoted
after (1) above.
For X = (Xt )t≥0 a Markov process in continuous
time to be of practical interest, it is necessary that
it behave nicely as a function of t: the sample paths
t → Xt (ω) should be at least right-continuous with
left-limits (corlol) or continuous. To construct such a
process from µ0 and the pst Kolmogorov’s theorem
is not enough and one needs additional conditions
on the transition probabilities. An alternative is to
construct a nicely behaved X by other means, for
example, as the solution to a stochastic differential
equation.
Example Suppose X in continuous time is such that
the Xt are independent with µt , the distribution of
Xt . Then X is (trivially) Markov FX
t with transition
probabilities pst (x, ·) = µt for s < t. Such a process
can never be realized as a corlol process (unless
all the µt = εϕ(t) are degenerate with ϕ a given
corlol function) and is therefore uninteresting for
applications. If all the µt are the same, the Xt are
i.i.d and X is a white noise process.
Let WD (E) denote the space of corlol paths w :
0 → E, WC (E) that of continuous paths. On both
path spaces define Xt° (w) = w(t), H as the σ -algebra
generated by all the Xt° and Ht as the σ -algebra
generated by the Xs° for s ≤ t. (Note: on WD (E),
the left limits w(t−) should exist as limits in E, the
closure of E, not necessarily as limits in E .)
If X is a corlol (resp. continuous) Markov process, it may be viewed as a random variable or
random element defined on (, F, Ft , ) with values in (WD (E), H) (resp. (WC (E), H)) and as such
has a distribution P ,
P (H ) =  (X ∈ H )

(H ∈ H) .
°

or WC (E) and introduce for any t, W t (E) as the
space of corlol or continuous paths w: [t, ∞[→ E
with the obvious σ -algebra Ht and filtration (Htu )u≥t
where Htu = σ (Xv° )t≤v≤u . Also define for t ≥ 0 the
shifts ϑt,X :  → W t (E) and θt,X :  → W (E) by

(42)

Under P, the canonical process X is itself Markov
Ht with the same initial distribution and the same
transition probabilities as X.
With X Markov Ft and corlol or continuous, write
W (E) for the relevant of the two path spaces WD (E)

Xu° ° ϑt,X = Xu
Xs°

° θt,X = Xt+s

(u ≥ t),
(s ≥ 0).

(43)

Then we have the following important sharpening
of (40):
MP For every given t0 ≥ 0, there is a regular
conditional distribution Pt0 ,Xt0 of ϑt0 ,X , given
Ft0 , which because X is Markov, depends on
Ft0 through t0 and Xt0 only, and is such that
under the probability Pt0 ,Xt0 (ω, ·) on W t0 (E), the
canonical process (Xt° )t≥t0 on the time interval
[t0 , ∞[ is Markov Htt0 with initial state Xt0 (ω)
and transition probabilities pst for t0 ≤ s ≤ t
inherited from X.
As a regular conditional probability, given Ft0 ,
which depends only on t0 and Xt0 , the Markov kernel Pt0 ,Xt0 :  × H → [0, 1] is characterized by the
properties
(mi) ω → Pt0 ,Xt0 (ω, H ) is σ (Xt0 )-measurable for
all H ∈ Ht0 ,
(mii) H → Pt0 ,Xt0 (ω, H ) is a probability on W t0 (E)
for all ω ∈ ,
(miii) F (dω)Pt0 ,Xt0 (ω, H ) = (F ∩ (ϑt,X ∈ H ))
for F ∈ Ft0 , H ∈ Ht0 .
If X is homogeneous, the Markov property MP
takes the form
MPH For every given t0 ≥ 0, there is a regular conditional distribution PXt0 of θt,X , given Ft0 , which
because X is homogeneous Markov depends on
Ft0 through Xt0 only, and is such that under the
probability PXt0 (ω, ·) on W (E), the canonical
process X° = (Xt° )t≥0 is homogeneous Markov
Ht with initial state Xt0 (ω) and transition probabilities pt for t ≥ 0 inherited from X.
For PXt0 , the analog of (miii) becomes

PXt0 (ω, H )( dω) = (F ∩ (θt0 ,X ∈ H ))
F

(F ∈ Ft0 , H ∈ H).

(44)
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So far only one probability  on the filtered space
(, F, Ft ) has been considered such that under ,
a given process X is Markov Ft . It is customary,
however, and very useful to consider Markov families
of probabilities, that is, on (, F, Ft ) with X a
given adapted process, one also assumes given a
family (x )x∈E of probabilities such that for each
F ∈ F, x → x (F ) is measurable, and as is the
essential requirement, under each x , the process X is
Markov Ft with initial state x (x (X0 = x) = 1) and
common transition probabilities pst not depending
on x. If (x )x∈E is a Markov family, one may then,
corresponding to an arbitrary given probability µ
on (E, E), construct a probability µ on (, F, Ft )
such that under µ , X is Markov Ft with initial
distribution µ0 = µ and transition probabilities pst :
simply define

µ (F ) =
µ(dx)x (F ) (F ∈ F).
(45)
E

Markov families are readily constructed on the canonical spaces W (E) but are also usually available
in more general settings. Below, the existence of
Markov families will be taken for granted.
Example To illustrate the preceding material, consider processes with independent increments: a continuous-time process (with state space typically d or
d or suitable subsets, such as d0 or d0 ) has independent increments with respect to the filtration Ft if
for all 0 ≤ s ≤ t, Xt − Xs is independent of Fs . If X
has independent increments Ft , it is a Lévy process
or a process with stationary independent increments
if the distribution of Xt − Xs depends on s, t through
the difference t − s only.
Suppose X has independent increments Ft and
let νst denote the distribution of Xt − Xs , in particular, νss = ε0 . Then the νst forms a convolution
semigroup,
νsu = νst ∗ νtu (0 ≤ s ≤ t ≤ u) ,

(46)

and X is Markov Ft with transition probabilities

pst (x, B) = 1B (x + y) νst (dy) = νst (B − x) ,
(47)
from which it is seen that the Chapman–Kolmogorov
equations amount precisely to (46) and the condition
νss = ε0 .

If P is a probability on the canonical space W (E),
such that under P , X° has independent increments
with P (X0° = 0) = 1, it is easy to construct a Markov
family (Px ) : define P0 = P and Px = Sx (P ), the
probability obtained by transforming P with the spatial shift Sx : W (E) → W (E) given by Xt° ° Sx =
x + Xt° for all t.
Suppose, now that X is a Lévy process Ft and
let νt denote the distribution of Xt+s − Xs for any s.
Then ν0 = ε0 and (46) becomes
νs+t = νs ∗ νt

(s, t ≥ 0),

(48)

and X is homogeneous Markov Ft with transition
probabilities pt and transition operators Pt given by
pt (x, B) = νt (B − x),

Pt f (x) = f (x + y)νt (dy).

(49)

A Lévy process can be realized as a corlol process iff the convolution semigroup (νt ) is weakly
w
continuous: νt →
ε0 as t ↓ 0. Furthermore, this
occurs iff the distribution ν1 is infinitely divisible
in which case the characteristic function ϕ1 (u) =
exp(iu, x)ν1 (dx) is given by the Lévy–Khinchine
formula and the characteristic function ϕt for νt is
well-defined as ϕt (u) = (ϕ1 (u))t .
In order for a Lévy process to be realized as a
continuous process, it is necessary and sufficient that
the convolution semigroup be Gaussian: there exists
a vector ξ ∈ d and a covariance matrix , possibly
singular, such that νt is the Gaussian distribution
(see Continuous Multivariate Distributions) on d
with mean vector tξ and covariance matrix t. The
corresponding Lévy process is Brownian motion in d
dimensions with drift vector ξ and squared diffusion
matrix .

The Strong Markov Property, Continuous
Time
For ‘nice’ Markov processes, the sharp form of the
Markov property described in MP and MPH remains
valid when the fixed time t0 is replaced by a stopping
time τ : suppose X is Markov Ft , corlol or continuous
and let τ :  → [0, ∞] be a stopping time, that is,
(τ < t) ∈ Ft for all t, and let
Fτ = {F ∈ F : F ∩ (τ < t) ∈ Ft for all t ≥ 0}

(50)
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denote the pre-τ σ -algebra of events determined by
what is observed on the random time interval [0, τ ].
(Please note that there is a qualitative difference in
the definition of stopping times when moving from
discrete time (as seen earlier) to continuous time:
the direct continuous-time analog of the discrete time
definition is that τ is a stopping time if (τ ≤ t) ∈ Ft
for all t and
Fτ = {F ∈ F : F ∩ (τ ≤ t) ∈ Ft for all t ≥ 0} .

(51)
Requiring instead that (τ < t) ∈ Ft for all t enlarges
the class of stopping times, and also using (50)
instead of (51) increases Fτ ). Define the shifts ϑτ,X :
(τ < ∞) → W τ (E) (to be understood as follows: if
τ (ω) = t0 < ∞, then ϑτ,X (ω) ∈ W t0 (E)) and θτ,X :
(τ < ∞) → W (E) by

 °
Xt ° ϑτ,X (ω) = Xt° (ω) (t ≥ τ (ω)) , (52)
 °

°
Xt ° θτ,X (ω) = Xt+τ
(53)
(ω) (ω) (t ≥ 0) .
The strong Markov property may now be phrased as
follows, where Cb (E) denotes the space of continuous, bounded functions f : E → :
SMP Suppose that the transition operators for X
satisfy that (s, x) → Ps,s+t f (x) is continuous
for all t ≥ 0 and all f ∈ Cb (E). Then for ω ∈
(τ < ∞), the regular conditional distribution of
ϑτ,X given Fτ evaluated at ω is the probability
on W τ (ω) (E) that makes the process (Xt° )t≥τ (ω)
Markov Hτt (ω) with initial state Xτ° (ω) (ω) and
transition probabilities pst for τ (ω) ≤ s ≤ t
inherited from X.
SMPH Suppose that X is time-homogeneous and
that the transition operators for X satisfy that
Pt : Cb (E) → Cb (E) for all t ≥ 0. Then for ω ∈
(τ < ∞), the regular conditional distribution of
θτ,X given Fτ evaluated at ω is the probability
on W (E) that makes the canonical process X°
Markov Ht with initial initial state Xτ° (ω) (ω) and
transition probabilities pt inherited from X.
The conditions on the transition operators imposed
in SMP and SMPH are sufficient, but not necessary
for the strong Markov property to hold.
Example Suppose that X is a corlol or continuous
Lévy process Ft , in particular, X is timehomogeneous Markov and from (49) it follows
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directly that Pt : Cb (E) → Cb (E) so X has the
strong Markov property described in SMPH, in
particular, if τ is a finite stopping time, (τ < ∞) =
1, it follows that the process (Xt+τ − Xτ )t≥0 is a
Lévy process with the same convolution semigroup
as X, starting from 0 and independent of the
past, Fτ . Applying this to X = B, a standard onedimensional Brownian motion, and τ = τx = inf{t ≥
0 : Bt = x}, one obtains the well-known and useful
fact that (Bt+τx − x)t≥0 is a standard Brownian
motion independent of Fτx .
Even for τ ≡ t0 constant, the strong Markov
property has interesting consequences: for this choice
of τ , the definition (50) of Fτ yields Fτ = Ft0 + =

s>t0 Fs , a σ -algebra that may well be strictly
larger than Ft0 . Thus, if, for example, X is timehomogeneous with the strong Markov property
SMPH valid, Blumenthal’s 0 -1 law holds: if  = x0
for some x0 so that X starts from x0 ,

x0 (X ∈ H ) = 0 or 1

(54)

for all H ∈ H0+ . In particular, if the derivative X0 =
limh↓0 (Xh − X0 )/ h exists x0 -a.s, the distribution of
that derivative is degenerate.
One final property that a Markov process may
have which is related to the strong Markov property, is that of quasi-left-continuity which for a
time-homogeneous Markov process X is valid provided Pt : Cb (E) → Cb (E) for all t and states that
for any increasing sequence (τn ) of stopping times,
Xτ = limn→∞ Xτn -a.s on the set (τ < ∞) where
τ := limn→∞ τn . In particular, if t0 > 0 and tn ↑ t0
with all tn < t0 constant, taking τn ≡ tn , one finds
that if X is quasi-left-continuous, then Xt0 = Xt0 − a.s: X is continuous at any given time point t0 with
probability one.

Homogeneous Processes in Continuous
Time: The Infinitesimal Generator
Suppose that X is corlol or continuous and timehomogeneous Markov Ft such that the condition
Pt : Cb (E) → Cb (E) from SMPH holds. Since for
f ∈ Cb (E), f (Xt ) → f (X0 ) = f (x) x -a.s as t ↓
0, we have limt↓0 Pt f (x) = f (x) and may ask for
refinements of this convergence, in particular, it is of
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interest if
1
Af (x) = lim (Pt f (x) − f (x))
t↓0 t

(55)

exists. Here, the convergence should be at least
pointwise, that is, for each x, but other stronger
forms of convergence such as uniform convergence
may also be used. Whatever mode of convergence is
chosen, (55) will only be applicable to f ∈ D(A), a
certain linear subspace of Cb (E), and (55) then yields
a version of the infinitesimal generator for X defined
as the linear operator A acting on the domain D(A).
One particular and often used version of
(A, D(A)) is the following: Af is the pointwise limit
from (55) and D(A) consists of all f ∈ Cb (E) such
that (gi) the pointwise limit in (55) exists; (gii) Af ∈
Cb (E); (giii) supt>0 supx∈E |Pt f (x) − f (x)|/t < ∞
(where supt>0 may be replaced by sup0<t≤t0 for any
t0 > 0). With this, and also certain other definitions
of the generator, it may be shown that (A, D(A))
characterizes the transition semigroup (Pt )t≥0 .
For all definitions of the generator, the constant
function f = 1 belongs to D(A) and Af = 0.
A useful method for finding at least the form of
the generator, if not the precise domain, consists in
trying to write for special f ∈ Cb (E),


Ys ds + Mt (f )

(56)

0

with Y a bounded predictable process and M(f ) a
local martingale. When this is possible, Ys typically
has the form ϕ(Xs ) for some function ϕ = ϕf , which
evidently depends linearly on f ; hence, may be
written ϕ = Af with A some linear operator. If
Af ∈ Cb (E), the local martingale M(f ) becomes
bounded on finite intervals; hence, it is a true meanzero martingale with respect to any x and from (56)
one finds taking x -expectations,


0

that is, M̃(f ) − M(f ) is a continuous local martingale of finite variation on finite intervals with initial
value 0, which forces M̃(f ) ≡ M(f ).
Suppose that X is a homogeneous diffusion process with state space E an open subset of d such
that X solves a stochastic differential equation
dXt = b (Xt ) dt + σ (Xt ) dBt ,

t

Ps (Af ) (x)ds

(57)

0

whence (55) follows with pointwise convergence and
it also follows automatically that (giii) above holds
for f .
In order to arrive at (56) for a given process X, one
may use Itô’s formula for general semimartingales.
It is important to note that the decomposition (56), if
it exists, is always unique: if for a given f there is

(59)

driven by a standard k-dimensional Brownian motion
B and where the functions b : E → d×1 and σ :
E → d×k are continuous. Itô’s formula for continuous semimartingales now gives for f ∈ C 2 (E), the
space of twice continuously differentiable f : E →
,
(60)
df (Xt ) = Af (Xt )dt + dMt (f ),
where M(f ) is a continuous local martingale and
Af (x) =

d

i=1

t

f (Xt ) = f (X0 ) +

Pt f (x) = f (x) +

a second decomposition with some integrand Ỹ and
some local martingale M̃(f ), one finds
 t
(Ys − Ỹs )ds,
(58)
M̃t (f ) − Mt (f ) =

+

bi (x)

∂
f (x)
∂xi

d
∂2
1   T
f (x),
σ σ ij (x)
2 i,j =1
∂xi ∂xj

(61)

which gives the form of the generator. With E open as
assumed above, one may take D(A) = {f ∈ C 2 (E) :
A f is bounded}. For diffusions with reflecting or
absorbing boundaries the domain D(A) must be
carefully adjusted to accommodate the appropriate
boundary behavior.
For d = k and X = B, one obtains the form of
the generator
for standard Brownian motion: A =

(1/2) i (∂ 2 /∂ 2 xi ), the Laplacian.
Examples of generators for processes with jumps
are presented in the section on piecewise deterministic Markov processes below.
If f ∈ D(A) so that (56) holds with Ys = Af (Xs ),
there is a useful generalization of (57) known as
Dynkin’s formula: for every x and every stopping
time τ such that Ɛx τ < ∞,
 τ
(62)
Ɛx f (Xτ ) = f (x) + Ɛx
Af (Xs ) ds.
0
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For the preceding discussion, it was assumed that
Pt : Cb (E) → Cb (E) for all t. But even without this
assumption, (56) may hold for suitable bounded f and
with Ys = Af (Xs ) for some bounded function Af .
This leads to the concept of an extended generator
for X.
If (A, D(A)) is a given linear operator on a
domain D(A) ⊂ Cb (E), one says that a homogeneous
Markov process X solves the martingale problem
for (A, D(A)) if (56) holds for all f ∈ D(A) with
Ys = Af (Xs ) and M(f ) a martingale.

Homogeneous Processes: Stationarity
Suppose that X is a corlol or continuous timehomogeneous Markov process Ft . A probability
measure ρ on (E, E ) is invariant for X or a stationary
initial distribution if for all t and all B ∈ E,

ρ (Xt ∈ B) = ρ (B) .

(63)

Equivalently, ρ(Pt f ) = ρ(f ) for all t and all f ∈ bE.
If an invariant probability ρ exists, under ρ , the
process X becomes strictly stationary: for all t0 > 0
the ρ -distribution of the post-t0 process θt0 ,X =
(Xt+t0 )t≥0 is the same as that of X.
Suppose that (A, D(A)) is an infinitesimal generator such that (57) holds. If X has an invariant
probability ρ, using (57) for f ∈ D(A) and integrating with respect to ρ(dx) gives
ρ (Af ) = 0,

(64)

which is the simplest equation available for finding
invariant probabilities. If, conversely, (64) holds
for all f ∈ D(A) and furthermore, for all s, we
have Ps f ∈ D(A) with A(Ps f ) = P(As f ) (as will
typically be the case), (57) yields ρ(Pt f ) = ρ(f ) for
all t and all f ∈ D(A); so if D(A) is a determining
class, (the integrals π(f ) of arbitrary f from the class
with respect to any probability π, characterizes π),
then ρ is invariant.
If an invariant probability ρ exists, it need not be
unique. For uniqueness, some kind of irreducibility
is required in the (vague) sense that it should be
possible to move from ‘anywhere’ in the state space
to ‘anywhere’ else: if, for example, ρ is invariant
and A, B
∈ E are disjoint with ρ(A) > 0, ρ(B) > 0
and x t≥0 (Xt ∈ A) = 1 for ρ-a.a x ∈ A, so that
it is not possible to move from A to B, then also
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the conditional probability ρ(·|A) is invariant and
obviously different from ρ.
The existence of an invariant probability requires
X to be positive recurrent in a suitable sense.
For example, if ρ is invariant and B0 ∈ E satisfies
ρ(B0 ) > 0, then provided the hitting times τt0 ,B0 =
inf{t ≥ t0 : Xt ∈ B0 } are measurable (e.g for B0
open), it holds for ρ-a.a x ∈ B0 , simultaneously for
all t0 > 0 that
Ɛx τt0 ,B0 < ∞.
When they exist, invariant probabilities may be
expressed in terms of occupation measures. For this
we assume that Pt : Cb (E) → Cb (E) so that X is
strong Markov, and we also require a generator
(A, D(A)) such that Dynkin’s formula (62) holds.
Now consider for some given A0 ∈ E, the stopping
time τA0 = inf{t ≥ 0 : Xt ∈ A0 } and for t0 > 0 the
stopping times τt0 ,A0 as defined above, assuming
A0 to be such that τA0 and then automatically all
the τt0 ,A0 are measurable. By Blumenthal’s 0-1 law,
x (τA0 = 0) = 0 or 1 for all x and trivially = 1 if
x ∈ A0 . Defining A0 = {x ∈ E : x (τA0 = 0) = 1},
A0 is a subset of the closure of A0 and for every
x0 ∈ E it holds that Xτt0 ,A0 ∈ A0 , x0 -a.s on the set
(τt0 ,A0 < ∞). For a given t0 > 0, it therefore makes
sense to ask for the existence of a probability ζt0
concentrated on A0 such that ζt0 (τt0 ,A0 < ∞) = 1
and under ζt0 , Xτt0 ,A0 has distribution ζt0 ,


ζt0 (A) = ζt0 Xτt0 ,A0 ∈ A



A ∈ E ∩ A0 , (65)

a form of spatial invariance inside A0 .
If such a probability measure ζt0 exists and if
furthermore A0 is positive recurrent in the sense that
Ɛζt0 τt0 ,A0 < ∞, then defining the expected pre-τt0 ,A0
occupation measure
 τt ,A
0 0
1
ρ(B) =
Ɛζt0
1(Xs ∈B) ds (B ∈ E),
Ɛζt0 τt0 ,A0
0
(66)
ρ is a probability on (E, E) such that (64) holds for all
f ∈ D(A); hence, ρ is invariant if, for example, the
conditions listed after (64) are satisfied. To prove (64)
for ρ given by (66), one notes that for f ∈ D(A),
 τt ,A
0 0
1
ρ(Af ) =
Ɛζt0
Af (Xs ) ds (67)
Ɛζt0 τt0 ,A0
0
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and then uses Dynkin’s formula (62) together with
(65).
A particularly simple case is obtained if there
exists x0 ∈ E such that Ɛx0 τt0 ,{x0 } < ∞ for some
t0 > 0. Since automatically ζt0 = εx0 , it then follows
that ρ given by (66) with A0 = {x0 } satisfies (64).

Piecewise Deterministic Markov Processes
If the state space E is finite or countably infinite, a
corlol Markov process X must necessarily be piecewise constant and is a Markov chain in continuous
time as discussed above. An important generalization
is to the class of piecewise deterministic Markov processes (PDMPs), which are processes on a state space
typically ⊂ d with finitely many jumps on finite
time intervals and where the behavior between the
jumps is deterministic in the sense that it is determined exclusively by the time of the most recent
jump and the state reached by that jump. More precisely, with Tn , the time of the nth jump and Yn =
XTn , the state reached by that jump, for Tn ≤ t < Tn+1
one has
(68)
Xt = φTn ,t (Yn ) ,
where in general φst (x) (defined for 0 ≤ s ≤ t and
x ∈ E) describes where the process is at time t if
at time s it was in state x and there were no jumps
during the time interval [s, t]. The functions φst : E →
E must satisfy the deterministic Markov property
φsu = φtu ° φst (0 ≤ s ≤ t ≤ u) ,

(69)

that is, they form a semigroup under composition,
together with the boundary condition φtt (x) = x for
all t and x. The joint distribution of the Tn and
Yn may be determined from successive conditional
distributions as in (16) and (17) using time-dependent
jump intensities λt (x) and time dependent jump
probabilities πt (x, dy); see (71) and (72) below
for the precise form in the homogeneous case. (In
order to generate true jumps, the πt should satisfy
πt (x, {x}) = 0 for all x .)
For a time-homogeneous PDMP, the φst = φt−s
depend on s, t through the difference t − s only so
(69) is replaced by
φs+t = φs ° φt = φt ° φs (s, t ≥ 0) ,

(70)

with the interpretation that φt (x) is the state of the
process at some point in time when t units of time

prior to that, the process was in state x and there were
no jumps during the time interval of length t. The
boundary condition for the φt is φ0 (x) = x. The timehomogeneity also forces the jump intensities λt (x) =
λ(x) and the jump probabilities πt (x, dy) = π(x, dy)
to be constant over time, and the successive conditional distributions for jump times and jumps then
take the form, writing Zn = (T1 , . . . , Tn ; Y1 , . . . , Yn ),

x0 (Tn+1 > t |Zn )

  t−Tn
= exp −
λ (φs (Yn )) ds

(t ≥ Tn ) ,

0

x0 (Yn+1

(71)


∈ B |Zn , Tn+1 ) = π φTn+1 −Tn (Yn ) , B

(B ∈ E)

(72)

with the PDMP itself defined by Xt = φt−Tn (Yn ) for
Tn ≤ t < Tn+1 . Here for n = 0, T0 ≡ 0, Y0 ≡ x0 , the
left hand side of (71) is x0 (T1 > t) and that of (72)
is the conditional probability x0 (Y1 ∈ B|T1 ).
A time-homogeneous PDMP constructed in this
manner with an arbitrary fixed initial state, X0 =
Y0 ≡ x0 , has transition probabilities that do not
depend on x0 , and is automatically strong Markov.
Subject to mild smoothness conditions on the φt ,
if the process is d-dimensional (E ⊂ d ), the
infinitesimal generator has the form
d


∂
ai (x)
f (x) + λ(x)
Af (x) =
∂x
i
i=1


π (x, dy)
E

× (f (y) − f (x)) ,

(73)

where a(x) = (ai (x))1≤i≤d = (∂/∂t)φt (x)|t=0 .
Example Time-homogeneous Markov chains in
continuous time correspond to taking φt (x) = x, in
which case (73) simplifies to

Af (x) = λ(x) π (x, dy) (f (y) − f (x)) . (74)
E

Important one-dimensional homogeneous PDMP’s
include the piecewise linear processes where φt (x) =
x + αt and the piecewise exponential processes
where φt (x) = xeβt . The piecewise linear processes
with α > 0 and only negative jumps are examples
of risk processes that are time-homogeneous
Markov.
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Example Renewal theory provides some nice
examples of homogeneous PDMP’s: let (Tn )n≥0
be a zero-delayed renewal sequence, that is, T0 ≡
0 and the waiting times Vn = Tn − Tn−1 for n ≥
1 are i.i.d., strictly positive and finite. Then the
backward recurrence time process X b and the
forward recurrence time process X f defined by
Xtb = t − Tn ,

f

Xt = Tn+1 − t

(Tn ≤ t < Tn+1 )

(75)

are both time-homogeneous PDMP’s (with respect to
their own filtrations) as is the joint process Xbf =
f
Xbf
(Xb , Xf ) (with respect to the filtration FX
t = Ft ).
It should be noted that neither Xf nor Xbf has jump
intensities: it is known for certain that if, for example,
f
Xt0 = x0 > 0, then the next jump will occur at time
t0 + x0 . Also, while Xb and Xf are one-dimensional
piecewise linear, Xbf is two-dimensional piecewise
bf
linear with φt (x1 , x2 ) = (x1 + t, x2 − t).
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Markov Models in
Actuarial Science
The purpose of this article is to give a brief overview
on the use of Markov processes for computational
and modeling techniques in actuarial science. Let
us recall that, loosely speaking, Markov processes
are stochastic processes whose future development
depends on the past only through its present value.
An equivalent way to put it is that, conditioned on
the present, the past and the future are independent.
Markov processes can be considered in discrete or
continuous time, and can take values in a discrete
or continuous state space. If the state space of the
Markov process is discrete (finite or countable), then
it is usually referred to as a Markov chain (note
however, that this term is ambiguous throughout
the literature). Formal definitions and properties of
Markov chains and processes can be found in a
separate article.
Markov processes form a large and important subset of stochastic processes since they often enable
a refined analysis of probabilistic properties. At the
same time they turn out to be a powerful and frequently used modeling tool for a variety of different
contexts within actuarial science. We will first give
a general account on the role of Markov processes
within the class of stochastic processes and then
we will point out some particular actuarial models
using the Markovian approach. This list is by no
means exhaustive, the idea is rather to provide crossreferences to other articles and to demonstrate the
versatility of the ‘Markovian method’.

Properties of Markov Processes
Markov processes lie in the heart of stochastic process theory and serve as a tractable special case in
many situations. For instance, every Markov process
is a semimartingale and by definition short-range
dependent. For the analysis of various characteristics
of a stochastic process (such as the hitting time of
sets in the state space), the strong Markov property
is of particular interest (it essentially states that the
Markov property of memorylessness also holds for
arbitrary stopping times). It is fulfilled for a large
class of Markov processes and, in particular, for all
Markov processes in discrete time.

At the same time, Markov processes represent
a unifying concept for many important stochastic
processes: Brownian motion, processes of Ornstein–Uhlenbeck type (which are the only stationary
Gaussian processes), random walks and all processes with stationary and independent increments
are examples of Markov processes. Moreover, under
weak regularity conditions, every diffusion process
is Markov. Another advantage of the Markovian setup
is that it is particularly simple to simulate a Markov
chain, given the initial distribution and the transition probabilities. If, on the other hand, one needs to
sample from the stationary distribution of a Markov
chain, perfect sampling can be achieved by coupling
techniques. Coupling is also a powerful tool to investigate properties of Markov chains such as asymptotic
stationarity. In some cases, stability bounds for
the stationary distribution of a Markov chain can be
obtained, which can itself be used to derive stability
bounds for relevant quantities in a stochastic model in
terms of the input parameters (for instance, stability
bounds for ruin probabilities in risk theory [7]).
Piecewise deterministic Markov processes form an
important subclass of Markov processes, which, for
instance, play a prominent role in stochastic control
theory. In some contexts, it is useful to approximate
a Markov process by a diffusion approximation.
A finite-state Markov process can be represented
using counting processes. Irreducible and recurrent
Markov chains belong to the class of regenerative
processes. There is a strong link between Markov
chains and discrete renewal processes.
A Markov additive process is a bivariate Markov
process {Xt } = {(Jt , St )}, where {Jt } is a Markov
process (usually in a finite state space) and the
increments of {St } are governed by {Jt } (see
e.g. [4]). The notion of a Markov additive process
is a unification of various Markovian structures: it
contains the class of Markovian arrival processes,
which are dense in the class of all point processes
on the positive half line, and it also contains
Markov renewal processes. The latter are defined as
a point process, where the interarrival times are not
necessarily i.i.d., but governed by a Markov chain
with finite or countable state space. Markov renewal
processes are a generalization of Markov chains,
continuous-time Markov processes, and renewal
processes at the same time. Note that the discrete
time Markovian arrival processes are essentially the
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same as the hidden Markov models, a frequently
used modeling tool in actuarial science.
The theory of ergodic Markov chains gives rise
to an effective computational technique with wide
applicability: if one has to numerically determine
the value of an (possibly high-dimensional) integral
whose integrand is difficult to simulate or known
only up to a constant, it is often possible to simulate
an appropriate ergodic Markov chain whose equilibrium distribution is the one from which the sample is
needed and, by the ergodic theorem, the corresponding Monte Carlo estimate will converge to the desired
value. This technique is known as Markov chain
Monte Carlo [5, 8] and is used in various branches
of insurance such as premium rating.

Actuarial Models of Markovian Type
A Markovian setup is a natural starting point for
formulating stochastic models. In many cases, one
can come up with explicit solutions and get a feeling for more general models. Moreover, many relevant situations in actuarial science practically are of
Markovian type. Examples are certain bonus-malus
systems in car insurance, decrement analysis (for
instance models for the mortality force depending
on the marital status) in life insurance, multi-state
models in disability insurance and critical illness
insurance. Markovian models are also successfully
used in credit scoring and interest-rate modeling.
In claims reserving, Markov chains are sometimes
used to track the claims history.
In queueing theory, numerous Markovian models
have been studied, which are of particular importance for the investigation of the surplus process
in collective risk theory due to the duality of these
two concepts (which, for instance, holds for all
stochastically monotone Markov processes). Various
generalizations of the classical Cramér–Lundberg
model can be studied using Markovian techniques, for
example, using Markov-modulated compound Poisson processes or relaxing the involved independence assumptions among claim sizes and interarrival
times [1–3]. Note that the Cramér–Lundberg process
is itself a Markov process.
Some distributions allow for a Markovian interpretation, a fact that often leads to analytic solutions
for the quantities under study (such as the probability
of ruin in a risk model). Among the most general

classes with that property are the phase-type distributions, which extend the framework of exponential
and Erlang distributions and are described as the
time of absorption of a Markov chain with a number of transient states and a single absorbing state.
Since phase-type distributions are dense in the class
of all distributions on the positive half line, they are
of major importance in various branches of actuarial
science.
In many situations, it is useful to consider a
discrete-time Markovian structure of higher order
(e.g. the distribution of the value Xt+1 of the process at time t + 1 may depend not only on Xt , but
also on Xt−1 and Xt−2 etc.). Note that such a process can always be presented in a Markovian way
at the expense of increasing the dimension of the
state space like often done in Bonus-malus systems.
Such techniques are known as ‘markovizing’ the system (typically markovization is achieved by introducing auxiliary processes). This technique can also be
applied in more general settings (see for instance [6]
for an application in collective risk theory).
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Martingales
In this section, we consider stochastic processes
{Xt : t ∈ I } in discrete time (I = ) or in continuous
time (I = + ) with values in  or d for some
d ∈ . In continuous time, we will always assume
that X has cadlag sample paths, that is, the sample
paths are right-continuous and limits from the left
exist. There is a filtration {Ft : t ∈ I } given which is
right continuous if I = + . Basically, Ft contains all
the information available at time t. Right continuity
means that we can look at an infinitesimal time
interval in the future. For example, if Xt = 1, we also
know whether Xs will enter the set (1, ∞) just after
time t, or whether there is a small interval (t, t + ε)
on which Xs ≤ 1. A stopping time T is a random
variable such that at time t we can observe whether
T ≤ t or not.
An important concept for stochastic processes is
the notion of a ‘fair game’, which we will call a martingale. Martingales are particularly useful because
of Theorems 1 and 2 below. The concept of martingales was introduced by Levy. The theory was
developed by Doob, who was the first to recognize
its potential [1]. Later, the theory was extended by
the Strasbourg group [4].
A stochastic process M that is adapted to {Ft } (i.e.
Mt is measurable with
respect
to Ft ) is called {Ft }

submartingale if Ɛ |Mt | < ∞ and Ɛ Ms | Ft ≥ Mt
for all s ≥ t. It is called {Ft }-supermartingale if −M
is a submartingale. It is called {Ft }-martingale if it
is both a sub- and a supermartingale, that is, Ɛ Ms |
Ft = Mt . We have assumed that M is cadlag. This
is not a strong assumption [2], but it simplifies the
presentation considerably.
The simplest example of a martingale is the following. Let Y be an
 integrable random variable.
Then Mt = Ɛ Y | Ft is a martingale. Other important examples of martingales
  are the integrable Lévy
processes X with Ɛ Xt = 0. A Lévy process is
a stochastic process with independent and stationary increments. Standard Brownian motion is a key
example of such a martingale.
 
 The martingale property implies that Ɛ Mt =
Ɛ M0 for all t. We can extend this to bounded
stopping times, see Theorem 1 below. This is easy
to see in discrete time. Suppose T ≤ n is a stopping
time. Then, for i ≤ k < n we have

(1)

Thus
n
  


Ɛ MT =
Ɛ Mi T =i
i=0

=

n



 
 
Ɛ Mn T =i = Ɛ Mn = Ɛ M0 .

(2)

i=0


If we now consider a random walk, Sn =  ni=1Ui for
some i.i.d. random variables
{Ui } with Ɛ |Ui | < ∞
 
then {Mn = Sn − nƐ Ui } is a martingale. Thus, for
an integrable stopping time T , one has

 
 
Ɛ ST ∧n − (T ∧ n)Ɛ Ui = Ɛ S0 = 0, (3)



  
or equivalently Ɛ ST ∧n = Ɛ T ∧ n Ɛ Ui . One can
show that Ɛ ST ∧n is uniformly
and

  integrable,

thus Wald’s identity Ɛ ST = Ɛ T Ɛ Ui holds. The
result also holds for a Lévy process X in continuous
stopping times T ≤ t0 ,
  time
 and
  bounded

Ɛ XT = Ɛ T Ɛ X1 . Here, the stopping time must
be bounded, see also the example with Brownian
motion below.
Let M be a martingale
 and f:  →  be a convex
function such that Ɛ |f (Mt )| < ∞ for all t ∈ I .
Then, for s ≥ t one has by Jensen’s inequality




Ɛ f (Ms ) | Ft ≥ f (Ɛ Ms | Ft ) = f (Mt ) (4)
and therefore {f (Mt )} is a submartingale. In particular, {Mt2 } is a submartingale if M is a quadratic,
integrable martingale.
We next formulate the optional stopping theorem,
whose proof can be found, for instance, in [8].
Theorem 1 Let M be a {Ft }-submartingale and let
τ and σ be stopping times. Then, for each t ∈ I ,


Ɛ Mτ ∧t | Fσ ≥ Mτ ∧σ ∧t .
(5)
In particular, choosing σ = s ≤ t deterministic it follows that {Mτ ∧t } is a martingale.

 If, in addition,

τ < ∞ a.s. and limt→∞ Ɛ |Mt |τ >t = 0 then Ɛ Mτ |
Fσ ≥ Mτ ∧σ .
Replacing the ≥ signs by the equality sign, yields
the corresponding result for martingales. The theorem
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basically says that in a fair game it is not possible to
get an advantage by stopping at a specifically chosen
time point.
Uniform integrability (see the definition below) is
important in order to let t → ∞. Consider the following example. Let W be a standard Brownian motion
and τ = inf{t > 0: Wt > 1}. Because the Brownian
motion
has

 continuous paths and one can show
 that
 τ < ∞ = 1, one has Wτ = 1 and Ɛ Wτ = 1.
Thus,




0 = W0 = Ɛ Wτ ∧t = lim Ɛ Wτ ∧t
t→∞


(6)
 = Ɛ lim Wτ ∧t = 1.
t→∞

This shows that the Brownian motion is not uniformly
integrable.
Let us consider a Brownian motion with drift
{Xt = Wt + dt}. Then, one can easily verify that
{Mt = exp{−2dXt }} is a martingale. Let a < 0 < b
and let the the stopping time be defined as τ =
/ a, b }. Then, because Mτ ∧t is bounded
inf{t: Xt ∈


 
1 = M0 = lim Ɛ Mτ ∧t = Ɛ Mτ
t→∞




−2da
 Xτ = a + e−2db  Xτ = b . (7)
=e
This yields


 Xτ = a =

1 − e−2db
e2da − e−2d(b−a)
=
.
−2db
−e
1 − e−2d(b−a)
(8)

e−2da

Suppose d > 0. Letting b → ∞ yields, by the monotone limit theorem,




 inf Xt < a = lim  Xτ = a = e2da . (9)
b→∞

t≥0

The optional stopping theorem thus yields an easy
way to calculate first passage probabilities.
Another useful theorem is the martingale convergence theorem, that also is proved in [8].
Theorem

 2 Let
 M be a submartingale and suppose

supt∈I Ɛ (Mt )+ < ∞, or equivalently supt∈I Ɛ |Mt |
<∞. Then, there exits a random variable X with
Ɛ |X| < ∞ such that
lim Mt = X a.s.

t→∞

(10)



α
If, in addition,
 α  for some α > 1, sup t∈I Ɛ |Mtα|  < ∞
then Ɛ |X| < ∞ and limt→∞ Ɛ |Mt − X| = 0.



The condition supt∈I Ɛ (Wτ ∧t )+ < ∞ is satisfied
for the stopped Brownian motion {Wτ ∧t } with τ =
inf{t > 0: Wt > 1}. Thus, X = limt→∞ Wτ ∧t exists
and is integrable. But, because the Brownian motion
has stationary and independent increments, the only
possible limits are Wτ = 1 or −∞. Because X is integrable, we must have X = Wτ = 1. This illustrates
that convergence does not imply uniform integrability
of the martingale.
For a martingale, limit and expectation can be
interchanged exactly in the following situation.
Proposition 1 Let M be the martingale. The following are equivalent:
1. The family {Mt } is uniformly integrable.
2. M converges in L1 , that is, there exists an integrable random variable X such that


(11)
lim Ɛ |Mt − X| = 0.
t→∞

3. There exist an integrable random variable
 X such

that Mt converges to X a.s. and Mt = Ɛ X | Ft .
4. There exists an
random variable Y such
 integrable

that Mt = Ɛ Y | Ft .
Note thatin the notation
of the above proposition,

X = Ɛ Y | t≥0 Ft .
The next result is known as Doob’s inequality.
Proposition 2
1. Let M be a submartingale. Then, for any x > 0,




(12)
 sup Ms ≥ x ≤ x −1 Ɛ (Mt )+ .
0≤s≤t

2. Let M be a positive supermartingale. Then, for
any x > 0,


 
 sup Mt ≥ x ≤ x −1 Ɛ M0 .
(13)
t≥0

Consider again the Brownian motion with positive drift {Xt = Wt + dt} and the positive martingale
{Mt = exp{−2dXt }}. Then, an estimate for the ruin
probability can be obtained for x > 0,




 inf Xt ≤ −x =  sup Mt ≥ e2dx ≤ e−2dx . (14)
t≥0

t≥0

For the next result, we need the following definitions.
Let J be some set of indices and {Yj : j ∈ J } be a
family of random variables. We say that
 {Yj } is uni
formly integrable if limx→∞ supj ∈J Ɛ |Yj ||Yj |>x =
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0. Let T be the class of all {Ft }-stopping times. We
say that a submartingale M is of class DL if for each
t the family of random variables {Mτ ∧t : τ ∈ T} is uniformly integrable. For instance, M is of class DL if
M is bounded from below or if M is a martingale.
A submartingale is under quite weak assumptions
decomposable in a martingale and a nondecreasing
part, the so-called Doob–Meyer decomposition.
Theorem 3 Suppose M is a submartingale.
1. Let I = . Then, there exist unique processes X
and A such that X is a martingale, A is nondecreasing, At is Ft−1 -measurable, X0 = A0 = 0
and M = M0 + X + A.
2. Let I = + and suppose that M is of class DL.
Then, there exist unique processes X and A such
that X is a martingale, A is nondecreasing, X0 =
A0 = 0, M = M0 + X + A and, for any nonnegative martingale Y and any {Ft }-stopping time τ ,
 τ ∧t

 τ ∧t

Ɛ
Ys− dAs = Ɛ
Ys dAs
0

0



= Ɛ Yτ ∧t Aτ ∧t .

(15)

A proof of the result can be found in [2].
In the discrete
time

 case, it is easy to see that At =
At−1 + Ɛ Mt | Ft−1 − Mt−1 . In the continuous time
case, the decomposition is not as simple. Let us
consider an example. Let W be a standard Brownian
motion and Mt = Wt2 . Because {Xt = Wt2 − t} is a
martingale, one would expect that At = t. Indeed,
because Y is cadlag, the set of jump times is a
τ ∧t
τ ∧t
Lebesgue null set and 0 Ys− ds = 0 Ys ds. We
also have
 τ ∧t
  t


Ɛ
Ys ds =
Ɛ Ys τ >s ds
0



0

=


0



0

=

t



Ɛ Ys∧τ τ >s ds

t

 


Ɛ Ɛ Yt∧τ | Fs τ >s ds

t

=

 

Ɛ Ɛ Yt∧τ τ >s | Fs ds

0



=Ɛ



t

Yt∧τ τ >s ds
0



= Ɛ Yt∧τ (t ∧ τ ) .
Thus X and A are as expected.

(16)

Introductions to martingale theory can also be
found in the books mentioned in the list of references [1–9].
In some applications, it turns out that the notion
‘martingale’ is too strong. In order to use the nice
properties of martingales, one makes the following definition. A stochastic process M is called a
{Ft }-local martingale if there exists a sequence of
{Ft }-stopping times {Tn } such that limn→∞ Tn = ∞
and {Mt∧Tn } is a martingale for all n ∈ . Note
that by Fatou’s lemma, a local martingale that is
bounded from below is a supermartingale. An example is the following. Let W be a standard Brownian
motion and ξ > 0 be
 a random variable independent of W such that Ɛ ξ = ∞. Let Ft = FW
t ∨ σ (ξ ).
Then {Mt = ξ Wt } is not a martingale because Mt is
not integrable. Let Tn = inf{t > 0: |Mt | > n}. Then
Tn → ∞ and for s ≥ t




Ɛ Ms∧Tn | Ft = ξ Ɛ Ws∧Tn | Ft = ξ Wt∧Tn = Mt∧Tn
(17)
because ξ is Ft -measurable. Because |Mt∧Tn | ≤ n,
we get that Mt∧Tn is integrable. Thus {Mt∧Tn } is a
martingale.
We say that a process X is of bounded variation if
there are nondecreasing processes X + , X − such that
X = X + − X − . One can always choose a minimal
+
+
decomposition; namely, let A+
t = inf{Xt : X = X −
−
X }. Then
+
+
+
−
A−
t = At − Xt = inf{Xt − Xt : X = X − X }

= inf{Xt− : X = X + − X − }

(18)

+
−
−
and A+
t ≤ Xt and At ≤ Xt for any decomposition.
We now always work with the minimal decomposition X + , X − . Then X + and X − do not have common
points of increase. The variation process is denoted
by V X = X + + X − . One can obtain the variational
process as

VtX = sup

n


|Xtk − Xtk−1 |,

(19)

k=1

where the supremum is taken over all n and 0 = t0 <
t1 < · · · < tn = t.
For functions of bounded variation, classical integration theory applies. Let Y be a stochastic process
and X be a process of bounded variation. Then, the
process Z with
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t

Zt =



t

Ys− dXs =

0

0

Ys− dXs+ −



t
0

Ys− dXs−
(20)

is well-defined as a pathwise Stieltjes integral. If M is
t
a (local) martingale, then 0 Ys− dMs also is a local
martingale, see [8]. Note that it is important that the
integrand is left-continuous. Let, for example,
 a
 N be
Poisson process and {Yi } be i.i.d. with  Y1 = 1 =


 t
 Y1 = −1 = 12 . Then {Mt = N
Yi } is a martinNt i=1
t
i−1
gale. So is 0 Ms− dMs = i=1 j =1 Yj Yi . But
 t
 t
Nt 
i

Ms dMs =
Yj Yi =
Ms− dMs + Nt
0

i=1 j =1

Thus
 
Ɛ Mt2 = Ɛ

2

lim
(Mk2−n t − M(k−1)2−n t )2 . (24)
n

n→∞

Because
 M is continuous, it is uniformly continuous
on 0, t , that is, for n large enough, |Mk2−n t −
M(k−1)2−n t | < ε. Thus
2

(Mk2−n t − M(k−1)2−n t )2
n

k=1
n

There is an elementary proof of this result. It
is no loss of generality to assume that M0 = 0.
Suppose first that |Mt | ≤ 1 and VtM ≤ 1. Then, by
the martingale property,
2

 
2
2
Ɛ Mt2 = Ɛ
Mk2
−n t − M(k−1)2−n t

≤ ε.
(25)
 2
This yields Ɛ Mt = 0, and therefore Mt = 0. By
continuity, Mt = 0 (as a process) for all t. Suppose
now VtM is not bounded. Let TV = inf{t ≥ 0: VtM >
1}. We just have proved that {Mt∧TV } is equal to zero.
M
= 0 and TV = ∞ a.s. follows. Similarly,
Thus Vt∧T
V
for TM = inf{t ≥ 0: |Mt | > 1} we obtain Mt∧TM = 0
and TM = ∞ follows. This proves the proposition.
This result can, for example, be applied in order
to find differential equations. Let N be a Poisson
process with rate λ and Xt = u + ct − Nt for some
c > λ. Then Xt → ∞ a.s.
 Let τ = inf{t ≥ 0: Xt < 0}
and ψ(u) =  τ < ∞ . One can easily verify that
ψ(Xτ ∧t ) is a martingale (using that ψ(x) = 1 for
x < 0). Let M be the martingale {Mt = Nt − λt}. We
denote the jump times of N by {Tn }. Let us for the
moment suppose that ψ(x) is absolutely continuous
with density ψ (x). Then

n



n

k=1

By the definition of V M ,

Nτ ∧t


ψ(XTi )

n=1

− ψ(XTi − )
 τ ∧t
ψ (Xs− ) ds
=c
0


+

(Mk2−n t − M(k−1)2−n t )

2

τ ∧t

=

n

|Mk2−n t − M(k−1)2−n t |

τ ∧t

(ψ(Xs− − 1) − ψ(Xs− )) dNs

0



k=1


cψ (Xs− ) + λ(ψ(Xs− − 1)

0


− ψ(Xs− )) ds +

k=1

2VtM

≤ 2.

ψ (Xs ) ds +

0

2

=Ɛ
(Mk2−n t − M(k−1)2−n t )2 . (22)

≤

τ ∧t

ψ(Xτ ∧t ) − 1 = c

k=1

≤2

|Mk2−n t − M(k−1)2−n t |

k=1

Proposition 3 Let M be a continuous martingale of
bounded variation. Then M is constant.

2


2


≤ε

0

(21)
is not a martingale.
Suppose that N is a Poisson process with rate
λ and f (s) is 
a continuous
 function. If we want
Nt
f
(T
)
, we note that this is
to compute Ɛ
n
 t
 n=1
Ɛ 0 f (s) dNs . Because Nt − λt is a martingale,
 t

t
the expected value is Ɛ 0 f (s)λ ds = λ 0 f (s) ds.
Similar results can be proved for martingales with
unbounded variation, see [2, 8].
We have the following important result on martingales with bounded variation.

2n


k=1



τ ∧t

(ψ(Xs− − 1)

0

(23)

− ψ(Xs− )) dMs .

(26)
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τ ∧t 
cψ (Xs− ) + λ(ψ(Xs− − 1) − ψ
Therefore,
0

(Xs− )) ds must be a local martingale of bounded
variation. Hence, cψ (Xs ) + λ(ψ(Xs− − 1) − ψ
(Xs− )) = 0 almost everywhere. Thus, ψ solves
the differential equation cψ (x) + λ(ψ(x − 1) −
ψ(x)) = 0. The equation is easier to solve for δ(x) =
1 − ψ(x) because δ(x) = 0 for x < 0. This yields
an inhomogeneous
differential equation on the inter

vals n − 1, n , and one can verify that there is a
strictly increasing solution δ(x) with δ(∞) = 1. Suppose now ψ(x) is a decreasing solution to cψ (x) +
λ(ψ(x − 1) − ψ(x)) = 0 with ψ(∞) = 0. Then, as
above


ψ(Xτ ∧t ) − 1 =
0

τ ∧t

The process X, Y can easily be calculated if X,
Y are Lévy martingales, that is, processes with
 inde
pendent
and
stationary
increments
such
that
Xt =
Ɛ
 
Ɛ Yt = 0. It follows that



Ɛ Xt+s Yt+s | Ft = Xt Yt + Ɛ (Xt+s − Xt )



× (Yt+s − Yt ) | Ft = Xt Yt + Ɛ Xs Ys . (28)


Let f (t) = Ɛ Xt Yt . Then f (t + s)
 = f(t) + f (s),
and we get
that
f
(t)
=
tf
(1)
=
t
Ɛ
X1 Y1 . Thus X,


Y t=
t
Ɛ
Y
X
.
If
X
=
Y
,
we
obtain
X, X t =
1
1
 
tVar X1 .
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Maturity Guarantees
Working Party
The Report of the Maturity Guarantees Working
Party [5] was published in 1980. It was one of
the most influential papers ever to be published in
an actuarial journal, introducing reserving methods
based on probabilistic models of assets and liabilities, which would reappear many years later under
names such as ‘Value at Risk’.
In the United Kingdom, premiums paid for life
assurance (see Life Insurance) policies used to
attract considerable tax relief. In the 1950s, certain
managers of Unit Trusts realized that, if they set up
a life office and wrote a regular savings plan as if it
were a life assurance policy, the monthly premiums
would get tax relief. So, unit-linked life assurance
(see Unit-linked Business) products based on the
prices of units invested in ordinary shares, first developed in the United States, were introduced in the
United Kingdom.
At that time it was natural to write a life insurance
policy with a fixed sum assured, and since share
prices had gone up considerably during the 1950s and
1960s it appeared to the designers of these policies
that a guaranteed sum assured (see Options and
Guarantees in Life Insurance) would be attractive
to customers, and of insignificant cost to the insurer.
So, guarantees on maturity, often of a return of
premiums, were introduced with comparable benefits
on earlier death.
Share prices in the United Kingdom reached a
peak in 1972, and then fell by some 70% from that
peak to a low point at the end of 1974. Fortunately for
the life insurers who had written such policies, few
policies matured at that time, so the costs, if any,
of the maturity guarantee, were small. However, the
event attracted the attention of some actuaries.
In about 1974, Sidney Benjamin wrote a paper that
was discussed, in camera, at the Institute of Actuaries. In it he had simulated the results of investing
in shares over various periods, with the share price
performance replicated as random drawings from the
actual experience of shares over a period from about
1919 to 1970, as shown by the De Zoete & Bevan
Equity Index. He showed that the potential cost of
guarantees was considerable, and the probability of
a claim was far from negligible. Benjamin’s original

paper was not made public but a revised version was
published in 1976 [1].
The question attracted the attention of other actuaries, and a number of published papers followed,
by David Wilkie [7, 8], Brian Corby [4] and William
Scott [6], and Wilkie [8].
In August 1977, a Maturity Guarantees Working Party (MGWP) was set up by the Institute of
Actuaries and the Faculty of Actuaries jointly, with
Alan Ford as Chairman, and the following members:
Sidney Benjamin, Robin Gillespie, David Hager,
David Loades, Ben Rowe, John Ryan, Phil Smith and
David Wilkie. The MGWP met frequently, having
32 meetings of 3 hours or so each over a period of
about 2 years.
The first question for the MGWP was to decide on
a suitable model to represent share price movements.
The Efficient Market Hypothesis and its concomitant
model, the random walk, was achieving publicity,
and it seemed the natural first model to consider.
Nevertheless, some members of the MGWP felt that
if the course of share prices had been a random walk,
it had been an unusually straight one.
Time series modeling in statistics had received
a significant boost with the publication of a seminal work on time series analysis by Box & Jenkins [2], and the MGWP commissioned Ed Godolphin
of Royal Holloway College of the University of
London to carry out some research, using the most
advanced time series modeling techniques. His report
formed Appendix C of the MGWP’s report. In it, he
suggested a seventh order autoregressive model, an
ARIMA (7,1,0) one, for the annual returns on shares.
A model extending over such a long past period
seemed unattractive to some members of the MGWP,
and alternative research was carried out by Wilkie,
who investigated share prices as a decomposition
of share dividends and share dividend yields. He
developed a model for the Working Party, which
treated dividends as a random walk, and share
yields (prospective yields, that is next year’s dividend
divided by today’s price) as a first-order autoregressive model, an AR(1) one. This required fewer
parameters than Godolphin’s model, fitted the facts
just as well, and seemed more plausible. Its one problem was in the use of prospective yield, rather than
historic yield (last year’s dividend divided by today’s
price), because the prospective yield at any time was
an estimate until one year after the relevant date. The
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model was described graphically by Alistair Stalker
as ‘a drunken stagger about a random walk’.
Wilkie fitted the Working Party model to both UK
and US data, and the fact that it seemed to explain
the experience of both countries was a merit.
The MGWP then conducted many ‘Monte Carlo’
simulations by computer (see Stochastic Simulation)
to estimate the cost of maturity guarantees, investigating first, single policies, then a portfolio of policies
effected at the same time but with different maturity dates, then a series of such portfolios run over a
number of years. The principle in each case was to
calculate the reserves that would be required to meet
the cost of the guarantee with a certain probability,
such as 99 or 99.9%, what might now be called Quantile Reserves, or Value-at-Risk reserves.
The objective of the MGWP was to establish a
method of reserving that could be recommended to
life offices and supervisors for the existing policies
with maturity guarantees. It was not their remit to
recommend a system of charging for the guarantees.
Many life offices had issued such polices with no
charge, and it was now too late to calculate what
should have been charged.
During the period of the MGWP the modern
concepts of option pricing (see Derivative Securities) were becoming better known, and the analogies between a maturity guarantee and a put option
were obvious. Professor Michael Brennan, then of the
University of British Columbia, happened to be visiting the United Kingdom and was invited to explain
option pricing to the MGWP. Brennan, along with
Eduardo Schwartz, had shown in [3] how a maturity guarantee on a regular premium policy could be
hedged using the Black–Scholes methodology (see
Black–Scholes Model).
Some members of the Working Party were at
that time unconvinced about the mathematics of
option pricing, which at that time was quite unfamiliar to most actuaries, while others accepted that
it was mathematically satisfactory, but that nevertheless, if all life offices that had written such
polices attempted to hedge them using the proper
Black–Scholes methodology, and if share prices then
fell, all such offices would wish to sell shares, which
would cause share prices to fall further, and vice versa
if shares rose. The dangers of portfolio insurance
were pointed out well before the crash of October
1987, which was attributed, at least in part, to such
cumulative selling.

The Report of the MGWP was presented to the
Institute of Actuaries on January 28, 1980, and to
the Faculty of Actuaries on October 20, 1980. The
principles enunciated in it were adopted by the UK
supervisors and by UK life offices. A later working
party, chaired by John Ryan, carried out a survey in
1985–1986 into how life offices had dealt with maturity guarantees. Unfortunately, its report was never
completed and never published, but its main findings
were that most life offices had stopped selling policies with maturity guarantees, that most had used the
MGWP methodology in setting up statutory reserves,
and that none had found any particular difficulty in
implementing it.
One has to wonder why the same principles were
not applied by life office actuaries to guaranteed
annuity options, which present many of the same
features.
A development that was inspired by the work done
for the MGWP was the ‘Wilkie model’, a fuller
stochastic asset model developed by Wilkie, and first
presented to the Faculty of Actuaries in 1984 [9].
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DAVID WILKIE

Mixed Poisson
Distributions
One very natural way of modeling claim numbers is
as a mixture of Poissons. Suppose that we know that a
risk has a Poisson number of claims distribution when
the risk parameter λ is known. In this article, we will
treat λ as the outcome of a random variable . We
will denote the probability function of  by u(λ),
where  may be continuous or discrete, and denote
the cumulative distribution function (cdf) by U (λ).
The idea that λ is the outcome of a random variable
can be justified in several ways. First, we can think
of the population of risks as being heterogeneous
with respect to the risk parameter . In practice
this makes sense. Consider a block of insurance
policies with the same premium, such as a group of
automobile drivers in the same rating category. Such
categories are usually broad ranges such as 0–7500
miles per year, garaged in a rural area, commuting
less than 50 miles per week, and so on. We know
that not all drivers in the same rating category are
the same even though they may ‘appear’ to be the
same from the point of view of the insurer and
are charged the same premium. The parameter λ
measures the expected number of accidents. If λ
varies across the population of drivers, then we can
think of the insured individual as a sample value
drawn from the population of possible drivers. This
means implicitly that λ is unknown to the insurer
but follows some distributions, in this case, u(λ),
over the population of drivers. The true value of λ
is unobservable. All we observe are the number of
accidents coming from the driver. There is now an
additional degree of uncertainty, that is, uncertainty
about the parameter.
In some contexts, this is referred to as parameter uncertainty. In the Bayesian context, the distribution of  is called a ‘prior distribution’ and
the parameters of its distribution are sometimes
called ‘hyperparameters’. When the parameter λ is
unknown, the probability that exactly k claims will
arise can be written as the expected value of the
same probability but conditional on  = λ where
the expectation is taken with respect to the distribution of . From the law of total probability,
we can write the unconditional probability of k

claims as
pk = Pr{N = k}
= E[Pr{n = k|}]
 ∞
=
Pr{N = k| = λ}u(λ) dλ


0
∞

=
0

e−λ λk
u(λ) dλ.
k!

(1)

Now suppose  has a gamma distribution. Then
 ∞ −λ k α−1 λ
e λ λ eθ
pk =
dλ
k! θ α (α)
0
 ∞
1
1
1
e−λ(1+ θ ) λk+α−1 dλ. (2)
=
α
k! θ (α) 0
This expression can be evaluated as
(k + α)
θk
k!(α) (1 + θ)k+α


k 
α
θ
1
k+α−1
=
k
1+θ
1+θ


k+α−1
=
p k (1 − p)α .
−k

pk =

(3)

This is the pf of the negative binomial distribution, demonstrating that the mixed Poisson, with a
gamma mixing distribution, is the same as a negative
binomial distribution.
The class of mixed Poisson distributions has
played an important role in actuarial mathematics. The probability generating function (pgf) of the
mixed Poisson distribution is

P (z) = eλθ(z−1) u(θ) dθ or P (z)
=



eλθi (z−1) u(θi )

(4)

by introducing a scale parameter λ, for convenience,
depending on whether the mixing distribution is continuous or discrete.
Douglas [1] proves that for any mixed Poisson
distribution, the mixing distribution is unique. This
means that two different mixing distributions cannot lead to the same mixed Poisson distribution.
This allows us to identify the mixing distribution in
some cases.
The following result relates mixed Poisson distributions to compound Poisson distributions. Suppose P (z) is a mixed Poisson pgf with an infinitely
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divisible mixing distribution. Then P (z) is also a
compound Poisson pgf and may be expressed as
P (z) = eλ[P2 (z)−1] ,

(5)

where the ‘secondary distribution’ P2 (z) is a pgf. If
one adopts the convention that P2 (0) = 0, then P2 (z)
is unique; see [2], Ch. 12.
As a result of this theorem, if one chooses any
infinitely divisible mixing distribution, the corresponding mixed Poisson distribution can be equivalently described as a compound Poisson distribution.
For some distributions, this is a distinct advantage in
carrying out numerical work since recursive formulas
can be used in evaluating the probabilities, once the
secondary distribution is identified. For most cases,
this identification is easily carried out.
Let P (z) be the pgf of a mixed Poisson distribution with arbitrary mixing distribution U (θ). Then
(with formulas given for the continuous case)


 λ(z−1) θ
e
u(θ) dθ
P (z) = eλθ(z−1) u(θ) dθ =
=E


θ 
eλ(z−1)
= M [λ(z − 1)] ,

(6)

where M (z) is the pgf of the mixing distribution.
Example 1 A gamma mixture of Poisson variables
is negative binomial. If the mixing distribution is
gamma, it has the moment generating function
α

β
, β > 0, α > 0.
(7)
M (z) =
β −z
It is clearly infinitely divisible because [M (z)]1/n is
the pgf of a gamma distribution with parameters α/n
and β. Then the pgf of the mixed Poisson distribution
is
P (z) =
=

β
β − log[eλ(z−1) ]
β
β − λ(z − 1)

= 1−

λ
(z − 1)
β

α

α

−α

,

(8)

which is the form of the pgf of the negative binomial
distribution.
A compound Poisson distribution with a logarithmic secondary distribution is a negative binomial

distribution. Many other similar relationships can be
identified for both continuous and discrete mixing
distributions.
Further examination of (6) reveals that if u(θ) is
the pf for any discrete random variable with pgf
P (z), then the pgf of the mixed Poisson distribution is P [eλ(z−1) ], a compound distribution with a
Poisson secondary distribution.
Example 2 Neyman Type A distribution can be
obtained by mixing.
If in (6), the mixing distribution has pgf
P (z) = eµ(z−1) ,

(9)

then the mixed Poisson distribution has pgf
P (z) = exp{µ[eλ(z−1) − 1]},

(10)

the pgf of a compound Poisson with a Poisson secondary distribution, that is, the Neyman Type A
distribution.
A further interesting result obtained by Holgate [5] is that if a mixing distribution is absolutely
continuous and unimodal, then the resulting mixed
Poisson distribution is also unimodal. Multimodality
can occur when discrete mixing functions are used.
For example, the Neyman Type A distribution can
have more than one mode.
Most continuous distributions involve a scale
parameter. This means that scale changes to distributions do not cause a change in the form of the
distribution, only in the value of its scale parameter.
For the mixed Poisson distribution, with pgf (6), any
change in λ is equivalent to a change in the scale
parameter of the mixing distribution. Hence, it may
be convenient to simply set λ = 1 where a mixing
distribution with a scale parameter is used.
Example 3 A mixed Poisson with an inverse Gaussian mixing distribution is the same as a PoissonETNB distribution with r = −0.5. That is,


1/2

θ x−µ 2
θ
,x > 0
exp −
f (x) =
2πx 3
2x
µ
(11)
which is conveniently rewritten as
f (x) =

(x − µ)2
µ
exp −
,
3
1/2
(2πβx )
2βx

x>0
(12)
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where β = µ2 /θ. The pgf of this distribution is
µ
P (z) = exp − [(1 − 2β log z)1/2 − 1] .
β

and where λ1 > 0 and β1 > 0 are appropriately chosen parameters.
(13)

Hence, the inverse Gaussian distribution is infinitely
divisible ([P (z)]1/n is also inverse Gaussian, but with
µ replaced by µ/n). From (6) with λ = 1, the pgf of
the mixed distribution is
µ
P (z) = exp − {[1 + 2β(1 − z)]1/2 − 1} . (14)
β

The pgf (20) is the pgf of a compound Poisson distribution with a gamma secondary distribution. This type of distribution (compound Poisson
with continuous severity) has a mass point at zero,
and is of the continuous type over the positive real
axis.
When −1 < r < 0, (18) can be reparameterized
as
P (z) = exp {−λ{[1 − µ(z − 1)]α − 1}} ,

By setting
λ=

µ
[(1 + 2β)1/2 − 1]
β

(15)

and
[1 − 2β(z − 1)]1/2 − (1 + 2β)1/2
,
P2 (z) =
1 − (a + 2β)1/2

(21)

where λ > 0, µ > 0 and 0 < α < 1, this can be
rewritten as
(22)
P (z) = P [e(1−z) ],
where
M (z) = exp{−λ[(1 − µz)α − 1]}.

(16)

(23)

Feller [3], pp. 448, 581 shows that

we see that

Mα (z) = e−(−z)

α

P (z) = exp{λ[P2 (z) − 1]},

(17)

where P2 (z) is the pgf of the extended truncated
negative binomial distribution with r = −1/2.
Hence, the Poisson-inverse Gaussian distribution
is a compound Poisson distribution with an ETNB
(r = −1/2) secondary distribution.
Example 4 The Poisson-ETNB (also called the
generalized Poisson Pascal distribution) can be written as a mixed distribution.
The skewness of this distribution can be made
arbitrarily large by taking r close to −1. This suggests, a potentially very heavy tail for the compound
distribution for values of r that are close to −1. When
r = 0, the secondary distribution is the logarithmic
and the corresponding compound Poisson distribution is a negative binomial distribution. When r > 0,
the pgf is
P (z) = exp λ{

[1 − β(z − 1)]−r − (1 + β)−r
− 1}
1 − (1 + β)−r
(18)

which can be rewritten as

(24)

is the mgf of the stable distribution with pdf
fα (x) =

∞
1  (kα + 1)
(−1)k−1 x −(kα+1) sin(αkπ),
π k=1
k!

x > 0.

(25)

From this, it can be shown that the mixing distribution
with pgf (23) has pdf


eλ −x/µ
x
e
fα
f (x) =
, x > 0.
(26)
µλ1/α
µλ1/α
Although this is a complicated mixing distribution,
it is infinitely divisible. The corresponding secondary
distribution in the compound Poisson formulation of
this distribution is the ETNB. The stable distribution
can have arbitrarily large moments and is the very
heavy-tailed.
Exponential bounds, asymptotic behavior, and
recursive evaluation of compound mixed Poisson distributions receive extensive treatment in [4]. Numerous examples of mixtures of Poisson distributions are
found in [6], Chapter 8.
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Mixture of Distributions
In this article, we examine mixing distributions by
treating one or more parameters as being ‘random’
in some sense. This idea is discussed in connection with the mixtures of the Poisson distribution.
We assume that the parameter of a probability
distribution is itself distributed over the population
under consideration (the ‘collective’) and that the
sampling scheme that generates our data has two
stages. First, a value of the parameter is selected
from the distribution of the parameter. Then, given
the selected parameter value, an observation is generated from the population using that parameter
value.
In automobile insurance, for example, classification schemes attempt to put individuals into (relatively) homogeneous groups for the purpose of
pricing. Variables used to develop the classification scheme might include age, experience, a history
of violations, accident history, and other variables.
Since there will always be some residual variation in accident risk within each class, mixed distributions provide a framework for modeling this
heterogeneity.
For claim size distributions, there may be uncertainty associated with future claims inflation, and
scale mixtures often provide a convenient mechanism
for dealing with this uncertainty.
Furthermore, for both discrete and continuous
distributions, mixing also provides an approach for
the construction of alternative models that may well
provide an improved
 ∞ fit to a given set of data.
Let M(t|θ) = 0 etx f (x|θ) dx denote the moment generating function (mgf) of the probability
distribution, if the risk parameter is known to be θ.
The parameter, θ, might be the Poisson mean, for
example, in which case the measurement of risk is
the expected number of events in a fixed time period.
Let U (θ) = Pr( ≤ θ) be the cumulative distribution function (cdf) of , where  is the risk
parameter, which is viewed as a random variable.
Then U (θ) represents the probability that, when a
value of  is selected (e.g. a driver is included in the
automobile example), the value of the risk parameter
does not exceed θ. Then,

M(t) = M(t|θ) dU (θ)
(1)

is the unconditional mgf of the probability distribution. The corresponding unconditional probability
distribution is denoted by

f (x) = f (x|θ) dU (θ).
(2)
The mixing distribution denoted by U (θ) may be of
the discrete or continuous type or even a combination
of discrete and continuous types. Discrete mixtures
are mixtures of distributions when the mixing function is of the discrete type. Similarly for continuous
mixtures.
It should be noted that the mixing distribution is
normally unobservable in practice, since the data are
drawn only from the mixed distribution.
Example 1 The zero-modified distributions may
be created by using two-point mixtures since
M(t) = p1 + (1 − p)M(t|θ).

(3)

This is a (discrete) two-point mixture of a degenerate
distribution (i.e. all probability at zero), and the
distribution with mgf M(t|θ).
Example 2 Suppose drivers can be classified as
‘good drivers’ and ‘bad drivers’, each group with
its own Poisson distribution. This model and its
application to the data set are from Tröbliger [4].
From (2) the unconditional probabilities are
f (x) = p

e−λ2 λx2
e−λ1 λx1
+ (1 − p)
,
x!
x!
x = 0, 1, 2, . . . .

(4)

Maximum likelihood estimates of the parameters
were calculated by Tröbliger [4] to be p̂ = 0.94,
λ̂1 = 0.11, and λ̂2 = 0.70. This means that about
6% of drivers were ‘bad’ with a risk of λ1 = 0.70
expected accidents per year and 94% were ‘good’
with a risk of λ2 = 0.11 expected accidents per year.
Mixed Poisson distributions are discussed in
detail in another article of the same name in this
encyclopedia. Many of these involve continuous
mixing distributions. The most well-known mixed
Poisson distribution includes the negative binomial
(Poisson mixed with the gamma distribution) and the
Poisson-inverse Gaussian (Poisson mixed with the
inverse Gaussian distribution).
Many other mixed models can be constructed
beginning with a simple distribution.
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Example 3 Binomial mixed with a beta distribution. This distribution is called binomial-beta, negative hypergeometric, or Polya–Eggenberger.
The beta distribution has probability density
function
(a + b) a−1
u(q) =
q (1 − q)b−1 ,
(a)(b)
a > 0, b > 0, 0 < q < 1.

(5)

Then the mixed distribution has probabilities
 1 
m x
f (x) =
q (1 − q)m−x
x
0
×
=

=

x = 0, 1, 2, . . . .

∞

0

Let M (t) = 0 etθ dU (θ) be the mgf associated
with the random parameter θ, and one has f (x) =
M (−x). For example, if θ has the gamma probability density function
λ(λθ)α−1 e−λθ
,
(α)

f (x) = αλα (λ + x)−α−1 ,

(6)

m

Example 4 Negative binomial distribution mixed
on the parameter p = (1 + β)−1 with a beta distribution. The mixed distribution is called the generalized
Waring.
Arguing as in Example 3, we have
(r + x) (a + b)
f (x) =
(r)(x + 1) (a)(b)
 1
×
p a+r−1 (1 − p)b+x−1 dp

θ > 0,

(9)

(10)
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a Pareto distribution. All exponential mixtures, including the Pareto, have a decreasing failure rate.
Moreover, exponential mixtures form the basis upon
which the so-called frailty models are formulated.
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(r + x) (a + b) (a + r)(b + x)
=
,
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The mixed distribution has probability density
function
 ∞
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Mixture of exponentials.
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(a)(b)
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When b = 1, this distribution is called the Waring
distribution. When r = b = 1, it is termed the Yule
distribution.
Examples 3 and 4 are mixtures. However, the
mixing distributions are not infinitely divisible,
because the beta distribution has finite support.
Hence, we cannot write the distributions as compound
Poisson distributions to take advantage of the
compound Poisson structure.
The following class of mixed continuous distributions is of central importance in many areas of
actuarial science.
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Overdispersion; Value-at-risk)
HARRY H. PANJER

Multivariate Statistics
In most actuarial applications, it is not sufficient
to consider single statistical variables, for example,
insurance companies always try to relate their risk
to many explanatory variables adequately describing
the insured. That is why empirical actuarial work
mostly means application of multivariate statistical
techniques.

1
(xi − x)(xi − x)
n i=1
n

Fundamentals

S=

The data available on p variables for n individuals or
firms are often stored in (n × p) data matrices


x11 · · · x1p
.
.
..  ∈ Mn,p .
X =  ..
(1)
xn1 · · · xnp
A safe command of linear algebra and matrix algebra [6] is helpful in multivariate statistics. In addition,
some geometrical intuition [8, 11] is very useful for
understanding complex multivariate techniques.
For a random vector x = (x1 , . . . , xp ) , multivariate statistical expectation is defined elementwise leading, for example, to the expectation vector
E(x) = µ = (µ1 , . . . , µp ) = (E(x1 ), . . . , E(xp ))
(2)
and to the covariance matrix
Cov(x) = E[(x − µ)(x − µ) ]


σ11 . . . σ1p
.
.
..  = 
=  ..
σp1 . . . σpp

distribution of Wilks’ . The latter is used because,
instead of considering ratios of quadratic forms following the F distribution, in multivariate statistics,
one often uses ratios of determinants or eigenvalues
following the  distribution, a multivariate generalization of the beta distribution.
The generalization of the univariate methods of
finding point estimators and characterizing their properties is straightforward (see [1, 7]). Define the (arithmetic) mean vector x = (x 1 , . . . , x p ) and the empirical covariance matrix

(3)

with the covariances σj k for j  = k and the variances
σjj = σj2 . See [1, 7] for more definitions and rules.
Here and in the sequel, x or X denotes the transpose
of a vector x or matrix X, respectively.
Testing in multivariate statistics often requires the
multivariate generalizations of the well-known univariate sampling distributions (see continuous multivariate distributions or [1, 7]), that is, the p- dimensional multivariate normal distribution Np (µ, ),
theWishart distribution Wp (, n) (a generalization
of the χ 2 distribution), Hotelling’s T 2 distribution
(a multivariate analogon to the t distribution) and the

(4)

where x1 , . . . , xn is a random sample of a multivariate density with expectation vector µ and covariance
matrix . Then x and S are the maximum likelihood (ML) estimators of µ and  with E(x) = µ and
E(S) = (n − 1/n). If, additionally, x1 , . . . , xn ∼
Np (µ, ), we obtain x ∼ Np (µ, /n) and nS ∼
Wp (, n − 1). Moreover, x and S are independent.

Principal Components Analysis (PCA)
In the first two groups of multivariate techniques,
we typically have a relatively large set of observed
variables. These variables must be metrically scaled
because it has to make sense to calculate their means
and variances. The aim is dimensional reduction,
that is, the construction of very few new variables
comprising as much relevant information as possible. The first method, principal components analysis
(see [5, 10]), is a purely descriptive technique where
the new variables (principal components) shall comprise as much as possible of the variance of the given
variables.
A typical example: A financial analyst is interested
in simple and meaningful measures for the financial
health of several firms he has to rate. He has identified
roughly 100 variables that may be useful for this task.
But these variables are highly correlated and a set of
100 variables is too complex. That is why he wants to
condense the observed variables to very few indices.
The observed variables x1 , . . . , xp ∈ Rn have to
be standardized, that is, they have to be centered
(for simplicity) and their variances are set to unity
(otherwise, the original variables would influence
the new variables with different weights). Then, the
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data input consists of the empirical correlation matrix
R = (1/n)X  X.
More formally, the aim is to construct k =
1, . . . , q centered and pairwise orthogonal (uncorrelated) principal components f1 , . . . , fq ∈ Rn with
q  p, which are linear combinations of the
observed variables
fik = bk1 xi1 + · · · + bkp xip

or F = XB

(5)

with normed parameter (loadings) vectors bk ∈ Rp ,
X ∈ Mn,p , F ∈ Mn,q and B ∈ Mp,q . In the class of
linear combinations defined above, f1 shall account
for the maximum variance in the data and fk shall
account for the maximum variance that has not been
accounted for by the first k − 1 principal components.
Algebraically, this is an eigenvalue problem (see
[6]): Let λ1 ≥ λ2 ≥ · · · ≥ λp be the eigenvalues of
the empirical correlation matrix R and let V ∈ Mp,p
be the matrix containing as columns the corresponding orthonormal eigenvectors v1 , . . . , vp ∈ Rp . Then,
assuming for a second that p = q, B = V and F =
XV . Since R is symmetric, all eigenvalues and eigenvectors are real, and eigenvectors for different eigenvalues are orthogonal. Via the spectral decomposition
of R, the covariance matrix f ∈ Mp,p of the principal components can be shown to be diagonal with
Var(fk ) = λk on the main diagonal.
Geometrically and intuitively (see [8, 11]), the
data cloud will be considerably different from a
sphere if the observed variables are sufficiently correlated (if the correlation between the x ’s is low,
application of PCA is senseless). And the factors
(derived from the eigenvectors of R) always adjust
to the direction of the largest extension of the data
cloud, thus comprising as much as possible of the
total variance of the given variables.
Sorting the eigenvalues of R according to size
is identical to sorting the principal components fk
according to their variances, that is, their importance for PCA. We distinguish total variance λ1 +
λ2 + · · · + λp and, for q  p, explained variance
λ1 + λ2 + · · · + λq . The unexplained variance measures the information loss. The decision about the
number of principal components q may be met by,
for example, the Kaiser criterion – that is, by retaining only those principal components with eigenvalues
(variances) greater than one – or by the scree plot –
that is, by plotting the eigenvalues (variances) of the
principal components versus their index k looking
for an ‘elbow’ in the graph. A Bartlett test is not

recommended for this task because it is too sensitive
to the sample size.

Factor Analysis
In (exploratory) factor analysis (see [5, 10]), like
in PCA, we typically have a relatively large set
of metrically scaled variables and we try to reduce
them to very few new variables (factors). But in this
second dimensional reduction technique, these factors
are assumed to be some unobserved latent variables.
Also, in factor analysis, the factors are identified
for explaining the correlation between the observed
variables.
A typical example is arbitrage pricing theory
where the so-called index models are derived for
identifying significant factors affecting the returns of
securities. Some of these (mostly unobservable) factors are assumed to be the market effect, a liquidity
factor, industry effects, underlying general economic
factors, and so on. Factor analysis is applied for
identifying those latent factors from many highly correlated observable variables (see [3]).
Like in PCA, the observed variables y1 , . . . , yp ∈
Rn should be standardized. More formally, we look
for q common (latent) factors f1 , . . . , fq ∈ Rn with
q  p following
yij =

q


lj k fik + uij

or Y = F L + U

(6)

k=1

with loadings lj k ∈ L, L ∈ Mq,p , residuals uij ∈ U ,
U ∈ Mn,p , embodying individual factors, measurement error, and so on, and Y ∈ Mn,p , F ∈ Mn,q . The
factors should be standardized and pairwise uncorrelated. The residuals u1 , . . . , up ∈ Rn should be
centered, pairwise uncorrelated, and of constant (but
possibly different) variances. Factors and residuals
should be uncorrelated.
With the definitions and assumptions from above,
one easily obtains the variance decomposition or
fundamental theorem of factor analysis
Cov[y] = y = L L + u

or

Var(yj ) = lj21 + · · · + lj2q + σj2



(7)

h2j

with the explained variance (communality) h2j of yj .
Furthermore, Cov[y, f ] = E[yf  ] = L meaning that
lj k = ρ(yj , fk ).

Multivariate Statistics
Model (6) is rather similar to a linear regression model. One striking difference is: the regressors
are unobservable! The objectives of factor analysis
are to identify a parsimonious factor model (q  p)
accounting for the necessary part of the correlations
of the y’s, to identify – via factor rotations (see
below) – the most plausible factor solution, to estimate the loading matrix L with communalities h2j and
to estimate and interpret the factor scores.
The first step in the identification procedure is
the estimation of the factor space by principal components factoring (PCF), principal axis factoring
(PAF) or maximum likelihood. Geometrically, this
means identifying a q-dimensional subspace (the factor space) of observation space Rn being ‘rather
close’ (low angles mean high correlation) to the bundle of p observed vectors (variables) y. The decision
about the number of factors may be met by the criteria
mentioned in the section on PCA.
The factors are interpreted via those observed variables loading (correlating) highly on them (see above).
But mostly, the initial factors/loadings structure will
not be useful for this task. A better interpretation
is often possible after a rotation of the factors, for
example, by the Varimax or Quartimax method. Geometrically, this is a rotation of the coordinate system of the factor space. The factors and loadings
change, equations (6) to (7) transform equivariantly,
and the communalities in (7) are invariant. It is possible to generate correlated factors – an oblique factor model – for example, by an Oblimax or Oblimin
rotation.
In confirmatory factor analysis, a priori knowledge is incorporated into the factor model by setting structural hypotheses until the model is fully
identified. Then, the parameters are estimated, the
model assumptions are checked and hypotheses can
be tested. Factor analysis with categorical observed
variables and/or factors is called latent structure analysis with the special cases latent class analysis, latent
profile analysis and categorical factor analysis. In
canonical correlation analysis, the objective is to
find a set of canonical variables ξk as linear combinations of a first set of observed variables and ηk
as linear combinations of a second set of observed
variables so that the ξk are pairwise uncorrelated,
the ηk are pairwise uncorrelated and the canonical correlation coefficients ρ(ξk , ηk ) are as high as
possible.
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Multivariate Analysis of Variance
(MANOVA)
The multivariate analysis of variance (MANOVA)
(see [4, 10]), is a special case of the classical
multivariate linear regression model (only categorical regressors) with a particular research target (see
below). The basic model of a one-way – meaning one
regressor – MANOVA is
yij k = µk + uij k

(8)

with the categorical regressor (factor) µ with g
factor levels (groups), n observations – a balanced
MANOVA – for all groups, the dependent metric pdimensional variable y ∈ Rnpg and the disturbance
u ∈ Rnpg with u ∼ Nnpg (0, σ 2 I ). (8) can also be formulated as a multivariate linear regression model
with a design matrix X ∈ Mnpg,g or it can be written
in the effect representation.
The OLS and ML estimator µ̂ is the vector
of the group means, that is, µ̂ = (y 1 , . . . , y g ) . The
MANOVA research target is to find out if the factor has any influence on y, that is, testing H0 : µ1 =
· · · = µg .
As in univariate statistics, one decomposes the
total sum of squares into the sums of squares within
groups W and between groups B
W =

g
n


(xki − x k )(xki − x k )
k=1 i=1

B=

g


n(x k − x)(x k − x) .

(9)

k=1

B and W follow Wishart distributions (see above).
A multivariate generalization of the F-test statistic is the likelihood ratio (LR) test statistic called
Wilks’ 
q

=

det(W )
(1 + λk )−1
=
det(B + W ) k=1

(10)

with the q nonzero eigenvalues of W −1 B. Under
H0 , Wilks’  follows a  distribution (see above)
 ∼ (p, n − g, g − 1) or, approximately, a χ 2 distribution
− n−

p+g
− 1 ln()∼· χ 2 (p(g − 1))
2

(11)
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A balanced two-way MANOVA
yij kl = µkl + uij kl

(12)

consists of two categorical factors with g and h factor
levels, n observations for all gh cells, the dependent metric p-dimensional variable y ∈ Rnpgh and the
disturbance u ∈ Rnpgh with u ∼ Nnpgh (0, σ 2 I ). Now,
one tests analogously for interaction effects between
the factors and for their main effects on the dependent
variable.
Adding further factors often leads to severe data
collection problems that may be solved by experimental design techniques (see [4]). In an unbalanced
MANOVA, the number of observations will differ
in different cells. This can be treated easily in the
one-way MANOVA. But in the two-way MANOVA,
this leads to the loss of several orthogonality properties complicating the testing procedures. See [9] for
nonorthogonal designs. Adding some metric regressors, for example, to secure the white noise property of the covariance matrix of u, but still focusing on the influence of the categorical factors on y
is called multivariate analysis of covariance (MANCOVA) (see [4]).

Discriminant Analysis
A population is assumed to be classified into g ≥ 2
mutually exclusive classes 1 , . . . , g . g is known.
(learning sample), we
For n individuals ωi ∈
observe their class affiliation (a categorical endogenous variable) k ∈ {1, . . . , g} and p (exogenous) discriminating variables x = (x1 , . . . , xp ). Then, the
objective of discriminant analysis (see [5, 10]) is to
identify the variables that discriminate best between
the g classes and to develop a decision function or
forecast rule to assign future individuals, where x is
known but k is unknown, to one of these classes.
x and k are random variables characterized by the
prior probability P (k) = P (ω ∈ k ) > 0, the class
density f (x|k) and the posterior probability P (k|x)
calculated by Bayes’ theorem.
A typical example is credit scoring: credit banks
are highly interested in knowing the solvency of
their customers, that is, in a classification of credit
applications in, say, g = 3 groups (low risk, some
risk, too risky). They have collected data on the
credit risk of many individuals and on discriminating
variables on these individuals, on their job, on their

past conduct in financial affairs or on the credit itself.
The banks want to have a simple rule to forecast the
credit-worthiness of future applicants.
The parametric Maximum Likelihood decision
rule says to choose that k̂ where f (x|k̂) ≥ f (x|l)
for l = 1, . . . , g. In the case of normal class densities with identical covariance matrices, that is,
f (x|k) ∼ N (µk , ), this leads to a linear (in x )
discriminant function based on the Mahalanobis distance (x − µk )  −1 (x − µk ) and a decision rule that
is invariant regarding linear regular transformations
of x. Geometrically, for given vector x, the class
with the closest µ is chosen. Switching to Bayesian
decision rules simply means adding ln(P (k)) to the
discriminant function or, geometrically, shifting the
dividing hyperplanes to the classes with lower prior
probabilities.
The equality of the covariance matrices 1 , . . . ,
g should be checked with the likelihood ratio test
g
ˆ with
ˆ k−1 ))
(LRT) statistic LRT = k=1 nk ln(det(
·
2
ˆ where LRT ∼χ ((1/2)(p 2 +
the pooled estimator 
p)(g − 1)) under H0 . In the case of different covariance matrices, the discriminant function is quadratic
in x, it is no longer based on the Mahalanobis distance, the invariance property is lost and the decisions
are more sensitive to violations of the normality
assumption. Then, the choice of the multinomial logit
model (see below) is a reasonable alternative to parametric discriminant analysis.
It may happen that the observed (correlated)
variables are no powerful discriminating variables
but that q linear combinations yk = b x with q 
p simultaneously maximizing the variance between
the classes and minimizing the variance within the
classes are a much better choice. This leads to
Fisher’s nonparametric decision rule taking up some
ideas from PCA (see above). Let W ∈ Mp,p be the
within matrix and B ∈ Mp,p the between matrix in
(9) with rk(W ) = p. Let λ1 ≥ · · · ≥ λq > 0 be the
nonzero eigenvalues of W −1 B. Then, the eigenvectors b1 , . . . , bq belonging to λ1 , . . . , λq define the
linear functions (canonical variables) y1 , . . . , yq mentioned above.

Cluster Analysis
Like in discriminant analysis, the objective of cluster
analysis(see [5, 10]) is to classify n individuals I =
(I1 , . . . , In ) into g ≤ n mutually exclusive and totally
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exhaustive classes (clusters) C1 , . . . , Cg so that the
clusters are as homogeneous as possible and so that
individuals in different clusters are as different as
possible. But here, these clusters and their number are
unknown. Only n clustering variables x1 , . . . , xn ∈
Rp have been observed. The procedure is purely
descriptive and explorative.
A typical example is the exploratory analysis of
traffic accidents. Here, insurance companies try to
find common patterns of observed accidents regarding characteristics of the involved vehicles, the drivers, the road type, daytime, severity of the accident,
velocity, and so on, in order to reduce the risk of
future similar accidents.
The first step of any cluster analysis is the choice
of a suitable similarity or distance measure, that is, a
transformation of the data matrix X ∈ Mp,n into
a distance/similarity matrix D or S ∈ Mn,n . Similarity measures, like the matching coefficient, are
mainly designed for nominally scaled variables. Distance measures like the well-known Euclidean or L2 distance are designed for metric variables. Some suitable invariance properties facilitate empirical work.
The second step is the choice of an appropriate
clustering technique. One has to make a selection for
example, between descriptive or stochastic, between
hierarchical or nonhierarchical and between agglomerative or divisive procedures. A standard choice is
the descriptive hierarchical agglomerative clustering
procedures presented in the following.
Here, one starts with n individuals (clusters) and
then sequentially merges the closest individuals or
smaller clusters to larger clusters. In the beginning, the clusters are as homogeneous as possible.
After any merger, the distance/similarity between the
resulting cluster and the other individuals (clusters)
must be newly assessed by an increasing (in)homogeneity index. Standard choices for measuring the
distances between clusters are single linkage, complete linkage, average linkage and the ward method.
The dendrogram, like a genealogical tree, is a very
intuitive representation of the merging process. A
popular way of choosing the number of clusters
is looking for a relatively large jump in this den-
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drogram, that is, in the homogeneity index on its
vertical axis.

Further Methods
Further multivariate methods are introduced in regression models, generalized linear (GL) models,
logistic regression models, duration models, time
series and nonparametric statistics. For ‘multidimensional scaling’ see [2].
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Neural Networks
Introduction
Just like statistical classification methods, neural networks are mathematical models. In fact, neural networks can be seen as a special type of a specific
class of statistical classification and prediction methods. The background of neural networks is, however,
different. Neural networks originated from the field
of artificial intelligence. They are especially good
at pattern recognition tasks and tasks that involve
incomplete data sets or fuzzy information. This is
because neural networks are relatively insensitive to
errors or noise in the data.
Neural networks are composed of elements that
perform in a manner analogous to the most elementary functions of the biological neuron. These
elements are organized in a way that is related to the
anatomy of the brain. The first neural networks were
built in the 1950s and 1960s. These networks consisted of a single layer of artificial neurons. They were
applied to pattern recognition and signal processing
tasks such as weather prediction, electrocardiogram
analysis, and artificial vision [27]. However, Minsky
and Papert [17] proved that the single-layer networks
used at the time were theoretically incapable of solving many simple problems. (Single-layer networks
can only solve problems if the different classes in
a sample can be separated by a linear (discriminant)
function. The XOR (exclusive or) problem is a classical example of the problem types that cannot be
solved by single-layer networks.) Gradually, a theoretical foundation emerged, on which today’s more
powerful multilayer networks are constructed. This
has led to a renewed interest in neural network technology and an explosive increase in the amount of
research activity. Multilayer networks will be treated
in more detail in the following sections. However,
there are many kinds of neural networks. This chapter
will focus on the most common ones.

Architecture
The main elements of a neural network are [21]
1. a set of processing units or neurons;

2. a pattern of connectivity among units, that is,
the weights for each of the connections in
the system;
3. a combination function to determine the net input
to a unit;
4. an activation function to transform the net input
to a unit into the activation level for the unit;
5. an output function for each unit that maps its
activation level into an output from that unit.

A Set of Processing Units or Neurons
The units carry out all the processing of a neural
network. A unit’s job is to receive input from other
units and, as a function of the inputs it receives, to
compute an output value, which it sends to other
units. Figure 1 shows a model of a processing unit.
It is useful to characterize three types of units:
input, output, and hidden. Input units receive inputs
from sources external to the system under study.
The output units send signals out of the system. The
hidden units are those whose only inputs and outputs
are within the system. They are not visible outside
the system.
The units in a neural network are usually arranged
in layers. That is, the output of one layer provides the
input to the subsequent layer. The literature shows little agreement on how to count the number of layers
within a network. The point of discussion is whether
to include the first input layer in the layer count. The
input layer does no summation: the input units serve
only as fan-out points to the first set of weights and
do not affect the computational capability of the network. For this reason, the input layer is frequently
excluded from the layer count. The weights of a layer
are assumed to be associated with the units that follow. Therefore, a layer consists of a set of weights
and the subsequent units that sum the signals they
carry [27]. Figure 2 illustrates the basic structure of
a simple two-layer neural network with n input units,
k hidden units (first layer), and m output units (second layer).
The number of processing units within a layer
will depend on the problem to be solved. The choice
of the number of input and output units for a specific problem will usually be quite straightforward
because each variable with input data may be linked
to a separate input unit, and each possible outcome
of the output variable may be linked to a separate
output unit. The choice of the number of units in the
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hidden layer(s) is, however, more difficult. Neural
networks, like other flexible nonlinear estimation
methods, can suffer from either underfitting or overfitting. A network that is not sufficiently complex
can fail to detect fully the signal in a complicated
data set, leading to underfitting. A network that is
too complex may fit the noise, not just the signal,
leading to overfitting. Overfitting is especially dangerous because it can easily lead to predictions that
are far beyond the range of the training data. The
‘problem’ of choosing the right number of hidden
units is also called the bias/variance dilemma [9]
or trade-off. Underfitting produces excessive bias in
the outputs, whereas overfitting produces excessive
variance. There are only rules of thumb to help you
with this choice. One possible approach is to start
with a small number of hidden neurons and add

more during the training process if the network is
not learning. This is called the constructive approach
to optimizing the hidden layer size [11]. The ‘Training a neural network’ section will treat the overfitting
problem in more detail.
For most applications, only one hidden layer is
needed. In fact, it can be shown that one hidden layer
suffices if the number of nodes in the hidden layer is
allowed to expand. If there is no good reason to have
more than one hidden layer, then you should stick to
one. The training time of a network increases rapidly
with the number of layers [6].

The Pattern of Connectivity (wij )
Units are connected to one another. It is this pattern of connectivity that constitutes what the system
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knows and that determines how it will respond to any
arbitrary input. Defining the weights for each of the
connections in the system will specify the total pattern of connectivity. The weight or strength wij of
a connection determines the extent of the effect that
unit j has on unit i.
Depending on the pattern of connectivity, two
types of networks can be distinguished: nonrecurrent or feedforward networks and recurrent networks.
Feedforward networks have no feedback connections,
that is, they have no connections through weights
extending from the outputs of a layer to the inputs
of the same or previous layers. With feedforward
networks, the current inputs and the values of the
weights solely determine the output. Recurrent networks do contain feedback connections. In some
configurations, recurrent networks recirculate previous outputs back to inputs; hence, their output is
determined both by their current input and by their
previous outputs [27].
The weights of the connections are modified as
a function of experience. The next section will deal
with several ways to modify weights of connections
through experience.

The Combination Function (NETi = j wij OUTj )
Each noninput unit i combines values that are fed into
it via connections from other units (OUTj ), producing
a single value called the net input (NETi ). Most
neural networks use a linear combination function:
all inputs are multiplied by their associated weights
(wij ) and summed up.

3

kind of sigmoid (i.e. S-shaped) function. The logistic
function is often chosen in this case. Thus,
ACTj =

1
.
1 + exp(−NETj )

(2)

The logistic function compresses the range of the net
input so that the activation level lies between zero
and one.
Apart from being differentiable, the logistic function has the additional advantage of providing a form
of automatic gain control: for small signals (NETj
near zero) the slope of the activation curve is steep,
producing high gain. As the magnitude of the signal
becomes greater in the absolute sense (i.e. positive as
well as negative), the gain decreases. Thus, the network can accommodate small as well as large signals.

The Output Function (OUTj = f (ACTj ))
Associated with each unit j is an output function f ,
which maps the activation level ACTj to an output
value OUTj . The output value can be seen as passing
through a set of unidirectional connections to other
units in the system. Often, the output value is exactly
equal to the activation level of the unit. In other cases,
the output function is a type of threshold function,
so that a unit does not affect other units unless its
activation exceeds a certain value. Alternatively, the
output function may be a stochastic function in which
the output of the unit depends on its activation level
in a probabilistic fashion.

Training a Neural Network
The Activation Function (ACTj = a(NETj ))
The units in a neural network transform their net input
by using a so-called activation function, yielding a
value called the unit’s activation level ACTj . In
the simplest cases, when a(x) = x, and when all
connections are of the same type, the activation level
equals the net input into a particular unit. Sometimes
a is a threshold function so that the net input must
exceed some value T before contributing to the new
activation level

1 if NETj > T
.
(1)
ACTj =
0 otherwise
Whenever the activation level is assumed to take on
continuous values, it is common to assume that a is a

A network is trained so that application of a set of
inputs produces the desired (or at least a consistent)
set of outputs. Such an input or output set is referred
to as a vector. Training is accomplished by applying
input and (if applicable) output vectors, while adjusting network weights according to a predetermined
procedure. Most feedforward neural networks can be
trained using a wide variety of efficient conventional
numerical methods in addition to algorithms invented
by neural network researchers. Training algorithms
can be categorized as supervised or unsupervised
learning [27].
Supervised learning requires the pairing of each
input vector with a target vector representing the
desired output; together these are called a training
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pair. Usually, a network is trained over a number
of such training pairs. An input vector is applied,
the output of the network is calculated and compared with the corresponding target vector, and the
difference or error is fed back through the network,
and weights are changed according to an algorithm
that tends to minimize the error. With incremental
learning, the vectors of the training set are applied
sequentially, and errors are calculated and weights are
adjusted for each vector, until the error for the entire
training set is at an acceptably low level. With batch
learning, the weights are updated after processing the
entire training set.
In unsupervised learning or clustering, the training set consists of input vectors solely. Unsupervised
learning compresses the information from the inputs.
The training algorithm modifies network weights
to produce consistent output vectors; that is, both
the application of one of the training vectors or
the application of a sufficiently similar vector will
produce the same pattern of outputs. The training
process, therefore, extracts the statistical properties
of the training set and groups similar vectors into
classes.
Examples of successful supervised and unsupervised learning will be presented in the following
sections.
With respect to adequate training, it is usually
necessary to present the same training set several
times. The most essential point in training a network
is to know when to stop the training process. If the
training process is continued for too long, the network
may use the noise in the data to generate a perfect
fit. In such a case, the generalization capacity (that is,
the ability to have the outputs of the neural network
approximate target values, given that the inputs are
not in the training set) will be low. In this case, the
network is overfitted or overtrained. The network has
started to memorize the individual input–output pairs
rather than settle for weights that generally describe
the mapping for all cases. If, however, the training
process is stopped too early, the error rate may still
be too large. That is, the network has not had enough
training time to determine correct or adequate weights
for the specific situation.
Early training will allow the network to fit the
significant features of the data. It is only at later
times that the network tries to fit the noise. A solution to the problem of overfitting is to stop training
just before the network begins to fit the sampling

noise. The problem is to determine when the network has extracted all useful information and starts
to extract noise. A possible solution involves splitting the entire available data set into three parts. The
first part is the training set used for determining the
values of the weights. The second part is used as a
validation set for deciding when to stop. As long as
the performance on the validation set improves, training continues. When it ceases to improve, training is
stopped. The last part of the data set, the prediction
set, is strictly separated and never used in training.
Its only legitimate use is to estimate the expected
performance in the future.
Another method that addresses the problem of
overfitting assumes that the network that generalizes
best is the smallest network to still fit the training data
(the rule that a simpler classifier with the same sample
performance as a more complex classifier will almost
always make better predictions on new data because
of the likelihood of overspecialization to the sample
data with the more complex structure is also generally accepted in statistics (see for instance [29])).
This method, called minimal networks through weight
elimination, involves the extension of the gradientdescent method to a more complex function. The idea
is to begin with a network that is (too) large for the
given problem but to associate a cost with each connection in the network.

Supervised Learning: Back–Propagation
The method of back-propagation (also called the
generalized delta rule) provides a systematic means
for training multilayer feedforward networks. It is
the most widely used supervised training method.
Back-propagation is a gradient-descent method; it
chooses the direction of steepest descent to adjust the
weights of the network [19]. Back-propagation can
be used for both batch training (in which the weights
are updated after processing the entire training set)
and incremental training (in which the weights are
updated after processing each case). For both training
methods, a back-propagation network starts out with
a random set of weights.
Each training case requires two stages: a forward
pass and a backward pass. The forward pass involves
presenting a sample input to the network and letting the activation of the units flow until they reach
the output layer. The logistic function is often used
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as activation function. There are, however, many
functions that can be used; the back-propagation algorithm requires only that the function be differentiable
everywhere as the derivative of the function is used
to determine the weight changes [7]. The logistic
function meets this requirement. Below, a logistic
activation function is assumed. For the sake of simplicity, it is also assumed that the output level equals
the activation level of the unit (which is the most
common situation).
During the backward pass, the network’s weights
are updated according to the following formula:
wij k = ηδij k OUTij .

(3)

where the subscripts refer to the ith layer, the j th
node of the ith layer, and the kth node of the (i + 1)th
layer, respectively; η is the learning rate (too low a
learning rate makes the network learn very slowly
and with too high a learning rate, there might be
no learning at all; the learning rate is typically set
between 0.01 and 1.0), δij k is the error signal, and
OUTij is the output value from the j th node of the
ith layer.
For the output layer, the error signal is calculated as
δij k = OUTij (1 − OUTij )(TARGETij − OUTij ).
(4)
Thus, the actual output vector from the forward pass
is compared with the target output vector. The error
(i.e. the target minus the actual output) is multiplied
by the derivative of the activation function.
For adjusting the weights between subsequent hidden layers (if more than one hidden layer exists),
and for adjusting the weights between the input
layer and the (first) hidden layer, the error signal is
calculated as



δ(i+1)kq w(i+1)kq .
δij k = OUTij (1 − OUTij )
q

(5)
where the subscript q refers to the nodes in the
(i + 2)th layer. Thus, back-propagation trains the
hidden layers by propagating the error signals back
through the network layer by layer, adjusting weights
at each layer.
Training a back-propagation network can require
a long time. One method for improving the training
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time, while enhancing the stability of the training
process, is to add a momentum term to the weight
adjustment, which is proportional to the amount of
the previous weight change:
wij k (n + 1) = ηδij k OUTij + αwij k (n),

(6)

where α, the momentum coefficient, is commonly set
to around 0.9.
Despite the many successful applications of backpropagation, the method is not without problems.
Most troublesome is the long and uncertain training
process. For complex problems, it may take a very
long time to train the network and it may not learn at
all. Long training time can be the result of a nonoptimum learning rate. Outright training failures generally rise from local minima [27]. Back-propagation
follows the slope of the error surface downward, constantly adjusting the weights toward a minimum. The
network can get trapped in a local minimum, even
when there is a much deeper minimum nearby. From
the limited viewpoint of the network, all directions
are up, and there is no escape. One main line of
defense is to replicate the experiment with a different
random initial state. Instead of training once, one can
train several times on the same network and select
the best solution.

Unsupervised Learning: Hebbian
Learning, Kohonen’s SOM
Unsupervised learning is most commonly used in the
field of cluster analysis. Common examples of unsupervised learning are Hebbian learning and Kohonen’s self-organizing (feature) map.
Most of today’s training algorithms have evolved
from the Hebbian learning rule suggested by
Hebb [10]. Hebb proposed a model for unsupervised
learning in which the weight (wj i ) was increased
if both the source (i) and destination (j ) unit
were activated. In this way, frequently used paths
in the network are strengthened. This is related
to the phenomena of habit and learning through
repetition [22]. A neural network applying Hebbian
learning will increase its network weights according
to the product of the output value of the source unit
(OUTi ) and the destination unit (OUTj ). In symbols
wj i = η × OUTj × OUTi ,

(7)
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where η is the learning-rate coefficient. This coefficient is used to allow control of the average size of
weight changes (i.e. the step size). Hebbian learning
is closely related to principal component analysis.
Kohonen’s self-organizing (feature) map (SOM,
[12, 13]) is an algorithm used to visualize and
interpret complex correlations in high-dimensional
data. A typical application is the visualization
of financial results by representing the central
dependencies within the data on the map. SOMs
convert complex, nonlinear statistical relationships
between high-dimensional data items into simple
geometric relationships on a two- or threedimensional display. The SOM consists of a
regular grid of processing units. A model of some
multidimensional observation, eventually a vector
consisting of features, is associated with each unit.
The map attempts to represent all the available
observations with optimal accuracy using a restricted
set of models. At the same time, the models become
ordered on the grid so that similar models are close
to each other and dissimilar models far from each
other. In this sense, the SOM is a similarity graph,
and a clustering diagram, too. Its computation is a
nonparametric, recursive regression process.

Neural Network and Statistics
According to White [31], ‘neural network output
functions correspond precisely to specific families
of regression curves. The network inputs are the
explanatory variables, and the weights are the regression curve parameters. Back-propagation and nonlinear regression can be viewed as alternative statistical
approaches to solving the least squares problem’. In
fact, feedforward neural networks are a subset of
the class of nonlinear regression and discrimination
models. It is sometimes claimed that neural networks,
unlike statistical models, require no distributional
assumptions. In fact, neural networks involve exactly
the same sort of distributional assumptions as statistical models [1], but statisticians study the consequences and importance of these assumptions while
many neural networkers ignore them. Many results
from the statistical theory of nonlinear models apply
directly to feedforward neural networks. Bishop [1]
and Ripley [20] explore the application of statistical
theory to neural networks in detail. An intuitive discussion of neural networks and statistical methods is
given in [30].

A major difference between neural networks and
statistical methods is that, in contrast to statistical methods, most applications of (back-propagation)
neural networks do not explicitly mention randomness. Instead, the aim is function approximation [7].
With neural networks, a problem regarding the quantification of uncertainty in the parameters and predictions is that they tend to have very large numbers
of parameters relative to the number of training cases.
Furthermore, the parameters do not have intuitive
meaning in terms of the magnitude of the effect of
the input on the output. So, error statements for the
weights are less useful than for parameters in (nonlinear) regression [19].

Applications
A recent survey of neural network business applications research can be found in [32]. See also the book
by Shapiro and Jain [24]. This book includes a number of articles on the application of neural networks
in the insurance industry. Bankruptcy prediction of
firms is the most common application in the area of
finance, followed by stock performance prediction. In
this section, you will find a number of applications
in the area of insurance.
Brockett et al. [3] use a back-propagation neural
network as an early warning system for predicting
property-casualty insurer bankruptcy. The neural
network used eight financial variables as inputs and
correctly predicted 86.3 per cent of the insurance
companies in a test sample with respect to their
eventual bankruptcy two years later. For the
entire sample of 243 companies, this percentage
equaled 89.3 per cent (73.3 per cent of bankrupt firms
and 94.5 per cent of nonbankrupt firms classified
correctly). An analysis of life insurer propensity
toward insolvency is included in [4].
Brockett et al. [5] apply a neural network to
classify automobile bodily injury claims by the
degree of fraud suspicion. They show that the neural network performs better than both an insurance
adjuster’s fraud assessment and an insurance investigator’s fraud assessment with respect to consistency
and reliability. Besides the subjective assessment of
professionals, there are no so-called observed (true)
fraudulent claims available in their data set. This
makes statistical prediction methods, such as logistic regression, impossible to implement unless the
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validity of the professionals’ subjective assessment is
assumed. Therefore, the authors use Kohonen’s SOM.
Kramer [14] describes a model that can be used
by the Dutch insurance supervisor to determine
the priority a non-life insurer should have for further examination. This model combines a traditional
statistical classification technique (an ordered logit
model) with a back-propagation neural network and
an expert system (for an extensive treatment of expert
systems, see for instance [18, 28]). The output of the
model consists of the priority for further examination
(high, medium, or low) and a report that summarizes the main findings of the model. The neural
network on its own outperformed the ordered logit
model. Ninety-six percent of both the high- and lowpriority insurers were classified correctly. A combination of the neural network and the ordered logit
model performed even slightly better. Both mathematical models, however, had difficulty in correctly
classifying the medium-priority insurers. These models were, therefore, extended with a rule-based expert
system. The full model correctly classified over 93%
of an out-of-sample data set.
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in processing large data sets with high predictive
accuracy and is well suited for classification and
prediction tasks. Major and Riedinger [16] use RI
and statistics to identify healthcare providers that are
likely to submit fraudulent insurance claims.
The case-based reasoning (CBR) approach stores
examples in a case-base and uses them in the machine
learning task. A case stores a problem description and
its solution, which could be a process description or
a classification. Given a new problem, a CBR system
tries to find a matching case. CBR is highly useful in a
domain that has a large number of examples but may
suffer from the problem of incomplete or noisy data.
Daengdej et al. [8] combine CBR with statistics to
predict the potential of a driver making an insurance
claim and the likely size of the claim.
The reader is referred to [22, 23, 2] for a more
extensive overview of the above-mentioned techniques. A comparison of several different statistical
and neural/machine learning techniques as applied to
detecting fraud in automobile insurance claims is
given in Viaene et al. [26].
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Non-life Reserves –
Continuous-time Micro
Models
The earlier (and definitely the greater) part of the
literature on claims reserving (see Reserving in
Non-life Insurance) took a discrete time macro
point of view, modeling the total claim amounts
in respect of years of occurrence and development
(run-off triangles). Such descriptions are at variance
with the continuous-time micro point of view that
is predominant in mainstream actuarial risk theory,
whereby the claims process is conceived as a stream
of individual claims occurring at random times and
with random amounts. In the context of claims
reserving this concept was adopted in an early, but
rarely cited, paper by Karlsson [4], but it gained
momentum only in the late eighties with contributions
by Arjas [1], Jewell [3], and Norberg [6]. The model
framework is a so-called marked point process of
claims (Ti , Zi ), i = 1, 2, . . ., where for each claim
No. i, Ti is its time of occurrence and the ‘mark’
Zi is some description of its development from
occurrence until ultimate settlement. In a classical
risk process, the mark would be just the claim
amount Yi , assumed to be due immediately at time
Ti . For long-tail business, the mark could suitably
comprise, in addition to Yi , the waiting time Ui
from occurrence until notification, the waiting time
Vi from notification until final settlement, the total
amount Y (v) paid in respect of the claim during
the time interval [Ti + Ui , Ti + Ui + v], v ∈ [0, Vi ]
(hence Yi = Yi (Vi )), and possibly further descriptions
of the claim. Taking our stand at a given time
τ (now), the claims for which the company has
assumed liability (under policies that are either
expired or currently in force) divide into four
categories: Settled (S ) claims, {i; Ti + Ui + Vi ≤
τ } (fully observed and paid); Reported but not
settled (RBNS) claims, {i; Ti + Ui ≤ τ < Ti + Ui +
Vi } (partially observed and partially paid); Incurred
but not reported (IBNR) claims, {i; Ti ≤ τ < Ti +
Ui } (unobserved); Covered but not incurred (CBNI )
claims {i; τ < Ti } (unobserved).
Assume that the occurrence times T1 < T2 < · · ·
of claims under policies that are either expired or
in force at time τ , are generated by a Poisson process with time-dependent intensity w(t) (which will

decrease to 0 when t > τ ) and that, conditional on
Ti = ti , i = 1, 2, . . ., the marks are mutually independent and each Zi has a distribution PZ|ti dependent
only on the time of occurrence of the claim. Then
the categories S, RBNS, IBNR, and CBNI are mutually independent and can be seen as generated by
independent marked Poisson processes. For instance,
the total amount of IBNR claims has a compound
Poisson distribution (see Continuous Parametric
Distributions; Compound Distributions) with frequency parameter
 τ
w(t)PZ|t [U > τ − t] dt
(1)
W ibnr/τ =
0

and claim size distribution
ibnr/τ
PY
(dy)

=

1
W ibnr/τ



τ

t=0



∞
u=τ −t

× w(t)PZ|t [U ∈ du, Y ∈ dy] dt.

(2)

Therefore, prediction of the IBNR liability can be
based on standard results for compound Poisson distributions and, in particular, the expected total IBNR
liability is just
 τ  ∞  ∞
w(t)yPZ|t [U ∈ du, Y ∈ dy] dt.
t=0

u=τ −t

y=0

Similar results hold for the CBNI liability. Prediction of the RBNS liability is based on the conditional
distribution of the payments, given past experience,
for each individual RBNS claim. Due to independence, prediction of the total outstanding liability
amounts to just convoluting the component liabilities.
These and more general results are found in [6, 7].
There the theory is also extended to cases in which
the intensity process w(t) is stochastic, which creates dependencies between the claim categories, and
makes prediction a matter of Bayesian forecasting
(see Bayesian Statistics).
Hesselager [2], proposed the following Markov
chain model (see Markov Chains and Markov Processes) for the (generic) mark Z. There is a finite
set {0, 1, . . . , J } of possible states of the claim.
Typically, 0 is the initial state IBNR and J is the
ultimate state S. An intermediate j = 1, . . . , J − 1
could signify ‘RBNS and j − 1 partial payments have
been made’, but the set up may accommodate far
more detailed descriptions of the claim history. The
state of the claim at time T + u, u years after its
occurrence, is denoted by S(u) and is assumed to
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be a continuous-time Markov chain with transition
intensities µj k . A partial payment of Yj k (u) is made
immediately upon a transition from state j to state k
at development time u. These payments are mutually
independent and also independent of the past history
of the state process, and each Yj k (u) has moments
(q)
denoted by mj k (u) = Ɛ[Yj k (u)q ], q = 1, 2, . . . Let
X(u) denote the total outstanding liability in respect
of the claim at development time u. The state-wise
moments of order q = 1, 2, . . .,
(q)
Vj (u)

= Ɛ[X(u)q |S(u) = j ],

Vj(1) (u) is the natural RBNS reserve in respect of a
claim in state j at development time u.
Klüppelberg & Mikosch [5] incorporated the
IBNR feature in the classical risk process and
obtained asymptotic results for its impact on the
probability of ruin (see Ruin Theory).

References
[1]

(3)
[2]

satisfy the Kolmogorov backward differential equations

d (q)
(q)
µj k (u)Vj (u)
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du
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  q  (p)

(q−p)
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p
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Klüppelberg, C. & Mikosch, T. (1995). Delay in claim
settlement and ruin probability approximations, Scandinavian Actuarial Journal, 154–168.
Norberg, R. (1993). Prediction of outstanding liabilities
in non-life insurance, ASTIN Bulletin 23, 95–115.
Norberg, R. (1999). Prediction of outstanding liabilities
II: model variations and extensions, ASTIN Bulletin 29,
5–25.

(See also Reserving in Non-life Insurance)
RAGNAR NORBERG

Numerical Algorithms
In many scientific problems, numerical algorithms
constitute an essential step in the conversion of the
formal solution of a problem into a numerical one
using computational means, that is, using finite precision arithmetic in a finite time. Their construction and
the analysis of their efficiency, stability, and accuracy are the core of what is usually called numerical
analysis. In the following, we focus on some recent
algorithms in two areas where they are of particular interest for problems with an intrinsic stochastic
component. See [9] for a general overview with an
emphasis on their use in statistical inference.

Multidimensional Numerical Integration
Intractable multidimensional integrals often occur in,
for example, a Bayesian setting to calculate expectation values over posterior distributions or in hidden
Markov chains and mixture models where unobserved characteristics have to be integrated out.
Popular one-dimensional methods based on evaluating the integrand at equally spaced points (Newton–Côtes quadrature) or at the roots of orthogonal
polynomials (Gauss quadrature), are only, to a certain extent, generalizable to higher dimensions, for
example, by treating a multidimensional integral as an
iteration of several one-dimensional integrals [3, 5].
Typically, the required number of function evaluations increases exponentially w.r.t. the dimension
and many optimality properties are lost. An additional problem is that the integrand is sometimes only
known up to a constant.
For higher dimensions, one often resorts to Monte
Carlo (MC) methods based on sampling [10, 15]. To
this end, suppose the integral of interest is


I = h(x) dx = f (x)p(x) dx,
S

S

with p a density and support(p) ⊂ S.

(1)

If we can draw a sample {X t }m
1 uniform distributed

over S, simple MC approximates I by 1/m t h(X t ).
For the general case, we sample from p and calculate
the unbiased estimator
1 
f (X t ).
(2)
m t

For both cases, the strong law of large numbers
assures convergence to I as m → ∞ and error
bounds are obtained from the central limit theorem,
if the variance exists.
Importance Sampling [11] refines the above by
sampling from an auxiliary density π with support(p)
⊂ support(π), to favor the inclusion of sample points
in regions where h contributes significantly to I . Two
versions are used:
 t
t
1  t
t w f (X )
t
 t
w f (X ) or
m t
t w
with
wt =

p(X t )
,
π(X t )

Xt ∼ π

(3)

The second version requires that the densities are
given only up to a constant, but it is slightly biased.
For numerical stability, it is important that the tail of
π does not decay faster than the tail of p. In general,
the choice of π will be a compromise between the
ease of generating samples from π (to minimize the
computer time) and making |f |p/π as constant as
possible (to minimize the variance of the estimate).
Often, adaptive methods are implemented to adjust
π during the simulation as more information about
|f |p is acquired. A general discussion can be found
in [10]. Observe that (3) provides a way to recycle a
sample from one distribution to use it in calculations
based on another but related one.
As X is a multidimensional vector, its direct simulation is not always straightforward. Markov chain
Monte Carlo methods (MCMC) will simulate a
Markov chain {X t } whose equilibrium distribution
is the one from which we want to sample. Under
some restrictions, the Ergodic Theorem will guarantee the convergence of (2) using the, now dependent,
{X t }. To speed up convergence, it is recommended to
discard the X t ’s from the initial transient (warm up)
period of the Markov chain.
Two popular MCMC methods are the Gibbs
sampler and the Metropolis–Hastings algorithm.
Although the first is, strictly speaking, a special case
of the second, they are usually studied separately.
See [1, 2, 7] for a general overview.
The Gibbs sampler is named after the Gibbs distribution for which it was originally developed in
the context of image processing [6] but the technique is applicable for a broad class of distributions. It breaks down the simulation of one ndimensional distribution π into the simulation of
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several lower dimensional conditional distributions.
The basic scheme is
choose x 0
repeat until equilibrium is reached
draw x1t+1 from π(·|x2t , x3t , . . . , xnt )
draw x2t+1 from π(·|x1t+1 , x3t , . . . , xnt )
.
.
.
t+1
draw xnt+1 from π(·|x1t+1 , x2t+1 , . . . , xn−1
)

Observe that except for the starting value x 0 , no
parameters have to be tuned. The updating of only
one component at a time results in a zigzagging walk
through the sample space. This might slow down the
convergence, especially if multimodality is present
and/or the components are highly correlated. Reparameterization of π, randomization of the updating
order, or grouping several highly correlated components xi in a single one (so called blocking), are
one of the many available remedies. Hybrid Gibbs
samplers are based on making occasional transitions,
based on another Markov chain, with the same equilibrium distribution to favor exploration of the state
space. To this end, the Metropolis–Hastings algorithm is often used.
The Metropolis–Hastings algorithm was introduced by Hastings [8] as a generalization of earlier
work by Metropolis [13]. It makes use of an auxiliary transition distribution q that generates in each
iteration, a candidate (perturbation step), which is
accepted as the next approximation with a certain
probability (acceptance step). Its general form is
choose x 0
repeat until equilibrium is reached
draw y from q(·|x t )


π(y)q(x t |y)
with probability min 1,
π(x t )q(y|x t )
set x t+1 = y, else x t+1 = x t

In order to guarantee convergence to π, q should
be chosen such that the chain is aperiodic and irreducible; moreover, one requires that support(π) ⊂
support(q). In general, one has to make a compromise between intensive exploration of the sample
space (to avoid getting trapped in a subspace), and
a high acceptance rate in the update step (to minimize computer time). Unlike the Gibbs sampler, its
general behavior is less understood and often results

apply only for particular cases. A detailed study can
be found in [18].
As all the above algorithms are very computer
intensive and the error assessment is difficult, they
should be considered as a last resort when analytical solutions or analytical approximations are not
available or applicable. A popular analytical approximation in the above context is the Laplace approximation [19] when p in (1) can be approximated by
a multivariate normal density with a sufficient small
covariance matrix. We refer to [5, 16] for a general
comparative study.

Unconstrained Numerical Optimization
Because of the lack of closed-form solutions for many
optimization problems, especially in higher dimensions, an iterative scheme is commonly employed: in
each iteration, an approximation to the optimum, θ t , is
updated by making a step in a promising direction d t
θ t+1 = θ t + αd t .

(4)

If L denotes the function to be optimized, popular
choices for d t are ∇L(θ t ) (steepest descent and the
related conjugate gradient method) and (∇ 2 L(θ t ))−1
∇L(θ t ) (Newton–Raphson method). See [14] for a
general discussion.
Close to the optimum, Newton–Raphson has second order convergence, but monotonicity of the
sequence L(θ t ) is not guaranteed. As the calculation
and inversion, if possible at all, of (∇ 2 L(θ t )) might
be very time consuming and numerically unstable,
quasi-Newton methods will use approximations B t
to (∇ 2 L(θ t ))−1 with B t updated in each step.
In the context of maximum likelihood (ML)
estimation, L, the log-likelihood, depends on the data.
Fisher’s scoring method will replace the Hessian
(∇ 2 L(θ t ) in Newton–Raphson by its expectation
w.r.t. the data: E(∇ 2 L(θ t )), that is, the information
matrix. This is often easier to compute, it will always
be a nonnegative definite matrix and, on the fly,
it provides the asymptotic (co)variance of the ML
estimate. For generalized linear models, this leads
to an iteration step of an iterative reweighted least
squares method.
In the case of missing (latent) data, the computation of the derivatives of the likelihood function
often becomes a tremendous task because the natural
parameterization is in terms of the complete data.
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The expectation-maximization (EM) algorithm [4]
bypasses this by using, iteratively, a provisional estimate of the missing data to maximize the likelihood
and afterwards updating this estimate. Even if no data
are missing, the ML problem will be simplified in
some cases by assuming some underlying (fictitious)
missing data. This general idea is called data augmentation [17]. In the context of hidden Markov fields,
EM is also known as the Baum–Welch algorithm.
See [12] for a general discussion.
If Dobs denotes the observed data and D the
complete data, the basic scheme of EM is
choose θ 0 ;
repeat till convergence
(E-step)
Q(θ |θ t ) = E(L(θ ; D)|θ t , Dobs )
(M-step)
θ t+1 = arg maxθ Q(θ |θ t )

The EM algorithm is numerically stable as
the likelihood of the observed data is guaranteed
to be nondecreasing but often slow convergence
is observed. Full maximization in the M-step is
not necessary: it is sufficient that Q(θ t+1 |θ t ) >
Q(θ t |θ t ) (so called generalized EM). To this end,
the M-step is sometimes replaced by a number of
Newton–Raphson steps.
All the above algorithms are, in the best case,
locally convergent. Therefore, starting values should
be carefully chosen and, eventually, one should
experiment with different values.
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Operational Time
Let {X(t)} denote a stochastic process and let {T (t)}
denote another stochastic process with nonnegative
increments and T (0) = 0 a.s. Then the stochastic process {X(T (t))} is said to be subordinated to {X(t)}
using the operational time {T (t)} (see e.g. [4]). Such
a transformation of the timescale turns out to be
a versatile modeling tool. It is often used to introduce additional fluctuation in finance and insurance
models. At the same time, considering an appropriate ‘operational’ timescale sometimes simplifies the
study of a stochastic process. In the sequel, this will
be illustrated by a classical example of risk theory: consider the surplus process of an insurance
portfolio


t

X(t) = u +

c(s) ds −

0

N(t)


P {inft≥0 X(t) < 0} = P {inft≥0 X̃(t) < 0}. Thus, for
the study of ruin probabilities, the case of an inhomogeneous Poisson claim number process can be
reduced to the homogeneous Poisson case by introducing the operational time −1 (t). This fact was
already known to Lundberg [7] (see also [2]) and
generalized to Cox processes in [1, 3]; for a detailed
discussion, see [6].
In general, every counting process with independent increments having a continuous mean function
can be transformed into a homogeneous Poisson process by means of operational time (see [8]).
Another application of the notion of operational
time in actuarial science is the see-saw method in
loss reserving (see e.g. [5]).
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and −1 (t) as its inverse function. Let us furthermore
assume that c(s) = cλ(s) for some constant c (this
is a natural assumption, if the variability over time
in the intensity function is solely due to the varying
number of policyholders). Then one can define a new
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−

−1
N(
(t))

j =0
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Ñ(t)
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Operations Research
Loosely speaking, operations research is the discipline of decision analysis in the management of complex systems arising in industry. Typically, systems
are concerned where the behavior and interactions of
human beings play an important role. It is the aim
of operations research to model arising conflict situations formally (mathematically) and find the optimal
decisions that maximize the wealth of the global system. As such, there is a close and natural relation to
optimization.
The term operations research was coined during World War II when British and American military strategists started tackling strategic problems
like the allocation of military resources in a scientific way. After World War II, it was realized that
the tools developed can also be applied in other
areas and the predominant application became economics.
The field of operations research is usually divided
into two parts: deterministic and stochastic operations
research. In this article, we will restrict ourselves to
the deterministic part of it. The stochastic side of
operations research is covered to a large extent by
the articles on stochastic optimization and queueing
theory. These are the parts of operations research,
which also have a close relation to industrial engineering. In what follows, we give a concise overview
of the most important tools. In many cases, these
are just specifications of the generic optimization
problem

F (x) → min
(1)
x ∈ M ⊂ n .
The set M is often defined by a number of inequalities. Comprehensive presentations of the scope of
operations research can be found, for example, in [5,
7, 10, 11].

Linear Programming
Certainly, the linear program (LP) is the form of (1)
with the broadest range of applications and many
important real-world problems can be formulated in
that framework. It is well studied and a powerful
algorithm for the solution is available, the simplex
algorithm, which is the basis of many LP software

packages. Standard textbooks on linear programming
are among others [4, 16, 17].
The basic LP problem is to minimize a linear
target function subject to linear constraints. The socalled standard form is given by

(LP )

c x → min
Ax = b
x ≥ 0,

(2)

where c ∈ n is a vector and A ∈ m×n , m < n is
a matrix with full rank. The vector x ∈ n contains the decision variables. In two dimensions, the
problem can be illustrated as seen in Figure 1. The
set of feasible solutions M = {x ∈ n |Ax = b, x ≥
0} is always a polyhedron. The simplex algorithm,
which has been developed by Dantzig in the 1940s
makes use of the observation that an optimal solution can only be found on the boundary of the
feasible set and that a vertex is among the optimal solutions, provided optimal solutions exist. The
algorithm starts with a feasible vertex and carries
out a test of optimality. If the vertex is not optimal, the algorithm switches to an adjacent vertex
having lower (or equal) cost. A vertex x of M is
characterized by the property that the columns of
A belonging to components of x that are nonzero
are independent. Thus, a vertex has at least (n − m)
entries that are zero, the so-called nonbasic variables and m nonnegative entries with corresponding
independent columns of A, the so-called basic variables. Switching to a neighboring vertex algebraically
means exchanging a basic variable against a nonbasic
variable.
The simplex algorithm has proved to work
rather well for practical problems though the
worst-case behavior of the algorithm, that is,
the number of iterations needed as a function
of the number of unknowns, is exponential. In
1979, Khachian [13] developed the first polynomial
algorithm for the solution of linear programs. Later,
in 1984 Karmakar [12] proposed a so-called interiorpoint method , which is of polynomial complexity
and generates iterates that lie in the interior of the
feasible set. Today, many software packages use a
combination of the simplex method and an interiorpoint approach.
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Set M of feasible solutions

x2

Target function

Figure 1

Optimal solution

x1

Feasible set, target function and optimal solution of a typical LP

Combinatorial Optimization and Integer
Programming
There are many problems in which the decision
variables x1 , . . . , xn are naturally of integer type or
even restricted to be either 0 or 1. In this case, we
have a so-called discrete optimization problem. A
special case is the linear integer program which has
the form
 
c x → min
(3)
(I P ) Ax = b
x ≥ 0, x ∈ n ,
where n is the set of n-dimensional integer vectors. Prominent examples of this problem class are
the traveling salesman problem, assignment problems, set covering problems and facility location
problems. If the decision variables are binary, that
is, x ∈ {0, 1}n , then (I P ) is called combinatorial
optimization problem. There are some important combinatorial optimization problems that can be solved in
polynomial time by special algorithms, for example,
shortest path problems, matching problems, spanning
tree problems, transportation problems, and network
flow problems. In general, there exist two important
principle solution approaches: branch-and-bound and
cutting plane algorithms.
The idea of branch-and-bound is the following:
first the original problem is solved without the integrability constraint. This ‘relaxed’ problem is an
ordinary linear program and if the solution x ∗ is integral, then it is also optimal for the integer program. If

x∗ ∈
/ n , then choose a noninteger component xj∗ and
consider the two subproblems with additional constraints xj ≤ xj∗ and xj > xj∗ respectively. Each
of the subproblems is treated as before the relaxed
problem. This ‘branching step’ gives us a tree of
subproblems each of which being an ordinary linear
program. Since we have a minimization problem,
each subproblem with an integral solution produces
an upper bound on the optimal value. By comparing the value of subproblems certain branches of the
enumeration tree can be cut off.
The cutting plane algorithm starts as before with
the relaxed linear program. In case the optimal solution is not integral, a cutting plane is constructed,
which cuts off the obtained optimal solution but
none of the feasible points for the integer program.
This cutting plane is added as a further restriction
to our relaxed linear program and the procedure is
repeated.
Often combinations of the two algorithms are
used: the so-called branch-and-cut algorithms. Useful
textbooks on this topic are [9, 15–17].

Nonlinear Programming
Problem (1) is called nonlinear program, if the set M
is given by
M = {x ∈ n |gj (x) ≤ 0, j = 1, . . . , m},

(4)

where F, gj : n → , j = 1, . . . , m are arbitrary
functions. This optimization problem simplifies considerably when the functions involved are somehow
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‘well-behaved’ or ‘smooth’. In case F is convex,
it holds that every local minimum point is also a
global minimum point, that is, in case of differentiability ∇F (x) = 0 with x ∈ M is a sufficient condition
for optimality. In general, however, there can be
several local optima. This is annoying since analytic methods can only find local minimum points.
Thus, search strategies have to be included to find
the global optimum. A second feature that makes
nonlinear programming difficult is the fact that in
contrast to linear programming the optimal solutions do not need to lie on the boundary of the
feasible region. Comprehensive treatments of nonlinear programming theory and applications are given
in [1, 6].
Nonlinear programs are naturally divided into constraint and unconstraint nonlinear programs. In the
latter case, we simply have M = n . Optimality
conditions for constraint nonlinear programs are usually formulated in terms of Kuhn–Tucker conditions.
Essential to the formulation of these conditions is
the so-called Lagrange
 function, which is defined by
L(x, λ) = F (x) + m
j =1 λj gj (x). Now suppose that
F and g1 , . . . , gm are convex and a constraint qualification requirement is fulfilled. In the convex case,
this requirement is the so-called Slater condition and
is for example, satisfied if the interior of the feasible
set M is not empty. Then x ∗ is a solution of the nonlinear program if and only if there exists a λ∗ ∈ m
+
such that the following Kuhn–Tucker conditions are
satisfied
1. x ∗ is feasible.
2. 
x ∗ is a minimum point of x → L(x, λ∗ ).
m
∗
∗
3.
j =1 λj gj (x ) = 0.
Classical numerical procedures for the solution of
nonlinear programs are, for example, penalty techniques and steepest or feasible descent methods.
Stochastic solution procedures include Monte Carlo
optimization, simulated annealing [14] and genetic
algorithms [8].

3

idea let us look at the following so-called knapsack
problem
 N




cn xn → min



 n=1

N



bn xn ≤ B



 n=1

xn ∈ 0 , n = 1, . . . , N

(5)

with c1 , . . . , cN ≤ 0 and b1 , . . . , bN , B ≥ 0 given.
This is an integer program and can be solved with
the methods discussed in the respective section. However, it can also be viewed as a problem of sequential
decisions: suppose we have a knapsack of capacity B.
We are allowed to carry arbitrary numbers of N different items in the knapsack which consume capacity
b1 , . . . , bN respectively, subject to the constraint that
the capacity of the knapsack is not exceeded. For
carrying one item of type n gives us a reward of
−cn . The aim is to fill the knapsack in a way which
leads to a maximal total reward. We now divide the
problem into N stages. At stage n we decide how
many items xn of type n to pack up into the knapsack. Starting with an empty knapsack of capacity
s1 = B, the remaining capacity of the knapsack after
the first decision is s2 = T1 (s1 , x1 ) = s1 − b1 x1 and
the cost c1 x1 occur. Of course, we have the restriction that x1 ≤  bs11 . We then move on to the second
item and so on. In general, optimization problems can
be solved via dynamic programming if they can be
formulated in the following framework: there are discrete time points where a controller has to choose an
action from a feasible set. Then immediately, he has
to pay a cost and the system moves to a new state
according to a given transition law. Both the cost
and the transition law depend on the chosen action
and the current state. The aim is to select a sequence
of actions in such a way as to minimize an overall
cost criterion. Thus, a dynamic program with planning horizon N consists of the following objects:

Dynamic Programming

Sn :

The term dynamic programming has been coined
by Richard Bellman [2] in the 1950s. The principle
of dynamic programming is rather general and the
standard framework in which it is formulated is
that of sequential decision making. To illustrate the

An :

cn (s, a):

the state space at stage n. We denote by
s ∈ Sn a typical state.
the action space at stage n. An (s) ⊂ An is
the set of actions which are admissible, if
at stage n the state of the system is s.
the cost at stage n, when the state is s and
action a is taken.
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Tn (s, a):

the transition function which gives the
new state at stage n + 1, when at stage
n the state is s and action a is taken.

In the knapsack problem we have Sn =  and s ∈
Sn gives the remaining capacity at stage n. An = 0
and An (s) = {0, 1, . . . ,  bsn } where xn ∈ An (s) is the
number of items of type n in the knapsack.
A second typical example is the following
investment problem: suppose a company has an
initial capital s1 = K > 0. At the beginning of period
n the available capital sn ∈ Sn = + has to be
divided between consumption an ∈ An (sn ) = [0, sn ]
and investment sn − an . Consumption is valued
by a utility function un (an ), that is, the cost is
cn (sn , an ) = −un (an ). For the invested capital, the
company earns interest at rate i, that is, sn+1 =
(sn − an )(1 + i).
In general, suppose s1 ∈ S1 is the initial state
of the system. The aim is to find a sequence of
actions x = (a1 , a2 , . . . , aN ) with an ∈ An (sn ) and
states sn+1 = Tn (sn , an ), which minimizes the total
cost
N

VN (s1 , x) =
cn (sn , an ).
(6)
n=1

This is again an optimization problem of type (1)
with F (x) = VN (s1 , x) and
M = N (s1 ) = {(a1 , . . . , aN )|an ∈ An (sn ), sn+1
= Tn (sn , an ), n = 1, . . . , N }.
The corresponding value function is denoted by
VN (s1 ) =

inf

x∈N (s1 )

VN (s1 , x).

(7)

∀ s ∈ SN+1

vn (s) := inf

a∈An (s)

(9)

∗
= Tn (sn∗ , an∗ ).
on the set An (sn ) and sn+1
The Bellman equation expresses the more general
principle of optimality, which can be formulated as
follows: following an optimal policy, after one transition the remaining actions constitute again an optimal
policy for the remaining horizon.
Besides the Bellman equation, there exist other
algorithms for the solution of dynamic programs
that exhibit special features. For example, successive approximation or policy iteration or linear
programming.
In many applications the transition law of the
system is stochastic, which means that given the
current state and action, the new state has a certain probability distribution. In this case, we have
a stochastic dynamic program or Markov decision
process. If in addition, decisions have to be made
in continuous time, we obtain a stochastic control
problem.
The theory and applications of dynamic programming can be found among others in [3, 10, 11].
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cn (s, a) + vn+1 (Tn (s, a))

∀ s ∈ Sn .

a → cn (sn∗ , a) + vn+1 (Tn (sn∗ , a))
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Ornstein–Uhlenbeck
Process
The Ornstein–Uhlenbeck process is the solution to
the linear stochastic differential equation
dXt = −βXt dt + σ dWt ,

X0 = U

(1)

where W is a standard Wiener process or Brownian
motion, β ∈ , and σ > 0. The initial value U is
independent of the Wiener process. The process X
can be expressed explicitly in terms of the Wiener
process W :
Xt = e−βt U + σ



t

e−β(t−s) dWs

(2)

0

as can be seen by differentiation. The Ornstein–
Uhlenbeck process with level µ ∈  is given by
Yt = Xt + µ and solves the stochastic differential
equation
dYt = −β(Yt − µ) dt + σ dWt .

(3)

In mathematical finance, this process is also known
as the Vasiček model for the short-term interest rate.
In the following section, we take µ = 0.
The Ornstein–Uhlenbeck process is a Markov
process with the following transition distribution.
The conditional distribution of Xt+s given Xt =
x(t, s > 0) is the normal distribution with mean
e−βs x and variance σ 2 (1 − e−2βs )/(2β) when β  = 0.
This follows from (2). For β = 0, the mean is x and
the variance is σ 2 s since in this case the process is
a Wiener process. When U is normal distributed, the
Ornstein–Uhlenbeck process is Gaussian.
For β > 0, the Ornstein–Uhlenbeck process is
ergodic, and its invariant distribution is the normal
distribution with mean zero and variance σ 2 /(2β).
In particular, the process is stationary provided that
U ∼ N (0, σ 2 /(2β)). This is the only stationary Gaussian Markov process. For β < 0, the process |Xt |
tends to infinity exponentially fast as t → ∞. More
precisely,

eβt Xt → U + σ
0

∞

eβs dWs

almost surely as t → ∞. This follows from (2) and
the martingale
 ∞ convergence theorem. The stochastic integral 0 eβs dWs is normal distributed with
mean zero and variance −(2β)−1 and is independent
of U.
Statistical inference based on observations at
equidistant time points, X , X2 , . . . , Xn is easy,
because with the parameterization θ = e−β and
τ 2 = σ 2 (1 − e−2β )/(2β), the model is equal to the
Gaussian AR(1) process: Xi = θX(i−1) + i where
the i s are N (0, τ 2 )-distributed and independent.
Note, however, that necessarily θ > 0. When the
observation times are not equidistant, the likelihood
inference is still relatively easy because the likelihood
function is the product of the Gaussian transition
densities.
In recent years, more general Ornstein–Uhlenbeck
type processes have been applied in mathematical
finance. A stochastic process X is called a process of
the Ornstein–Uhlenbeck type if it satisfies a stochastic differential equation of the form
dXt = −λXt dt + dZt ,

X0 = U,

(4)

where λ > 0 and where the driving process Z is a
homogeneous Lévy process independent of the initial
value U. In analogy with (2),
 t
e−λ(t−s) dZs .
(5)
Xt = e−λt U +
0

From this representation, it can be seen that X
is a Markov process. A necessary and sufficient
condition for (4) to have a stationary solution is
that E(log(1 + |Z(1)|)) < ∞. For every self-decomposable distribution F, there exists a homogeneous
Lévy process Z such that the solution X of (4) is
a stationary process with Xt ∼ F . A distribution is
called self-decomposable if its characteristic function
ϕ(s) satisfies that ϕ(s)/ϕ(us) is again a characteristic function for every u ∈ (0, 1). That this is a
necessary condition is obvious from (5). The transition density, and hence the likelihood function, is
usually not explicitly available for processes of the
Ornstein–Uhlenbeck type.
(See also Diffusion Processes; Interest-rate Modeling)
MICHAEL SØRENSEN

Pension Fund
Mathematics
Introduction
In this article, we will review the role of mathematics
as a tool in the running of pension funds. We will
consider separately defined benefit (DB) and defined
contribution (DC) pension funds (see Pensions).

Defined Benefit Pension Funds
Deterministic Methods
We will concentrate here on final salary schemes, and
in order to illustrate the various uses of mathematics
we will consider some simple cases. In this section,
we will describe the traditional use of mathematics
first, before moving on to more recent developments
using stochastic modeling. We will use a model
pension scheme with a simple structure:
•
•
•
•

•

Salaries are increased each year in line with a
cost-of-living index CLI (t).
At the start of each year (t, t + 1) one new
member joins the scheme at age 25, with a salary
of ¤ 10 000 × CLI (t)/CLI (0).
All members stay with the scheme until age 65
and mortality before age 65 is assumed to be zero.
At age 65, the member retires and receives a
pension equal to 1/60 of his final salary for each
year, payable annually in advance for life. This
pension is secured by the purchase of an annuity
from a life insurer, so that the pension fund has
no further responsibility for making payments to
the member. Final salary is defined as the salary
rate at age 65, including the cost-of-living salary
increase at age 65 (this definition of final salary
is slightly generous, but it simplifies some of our
arguments below).
Salaries are increased at the start of each year and
include a combination of age-related and cost-ofliving increases.

Let S(t, x) represent the salary at time t for a
member aged x at that time. The scheme structure
described above indicates that
w(x + 1) CLI (t + 1)
S(t + 1, x + 1) = S(t, x) ×
×
,
w(x)
CLI (t)
(1)

where the function w(x) is called the wage profile and determines age-related increases. Initially,
we assume that S(0, x) = 10000w(x)/w(25) for x =
25, . . . , 65. It follows that we also have the identity
S(t, x) = S(0, x)

CLI (t)
.
CLI (0)

(2)

The traditional role of the actuary is twofold: to
determine the actuarial liability at time t (which is
then compared with the value of the assets) and to
recommend a contribution rate. (Unlike a traditional
life insurance policy it is not essential to get the
contribution rate exactly right at the outset. For a
DB fund, if it turns out that the contribution rate has
been too low in the past, then the fund sponsors can
pay more later. This somewhat comfortable position
probably stifled progress in pension mathematics for
decades because there was essentially no penalty
for poor advice.) There are numerous approaches
(funding methods) to answering these two questions.
We will describe two of the most popular.
One approach (called the Entry Age Method in
the UK) treats the contract like a life insurance
policy and poses the question: what contribution
rate (as a percentage of salary) should a new member pay throughout his career in order to have the
right amount of cash available at age 65 to buy
the promised pension? Once this question has been
answered the overall fund liability can be calculated.
The second approach (the Projected Unit Method)
calculates the actuarial liability first. The accrued liability values only service accrued to date and makes
no allowance for benefits arising from continued service in the future. The valuation also takes into
account projected future salary increases (age-related
and cost-of-living). In this case, the actuarial liability
at time t is


64

x − 25
w(65)
AL(t) =
S(t, x)
(1 + e)65−x
60
w(x)
x=25
× v 65−x ä65 +

40
S(t, 65)ä65 .
60

(3)

Recall that pensions are bought out at age 65. The
component of AL(t) in the second line represents the
liability for the member who has just attained age 65
but for whom a pension has not yet been purchased.
In this equation, e represents the assumed rate of
growth of CLI (t), v = 1/(1 + i) where i is the valuation rate of interest and ä65 is the assumed price for a
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unit of pension from age 65. It is straightforward, but
messy, to incorporate a variety of decrements before
age 65 such as mortality, ill-health retirement, resignation from the company, along with associated other
benefits such as death benefits, ill-health pensions,
early-leavers benefits and so on.
Since salaries at each constant age x increase each
year in line with CLI (t) we can note that
AL(t + 1) =

AL(t)CLI (t + 1)
.
CLI (t)

(4)

The normal contribution rate, NC (t), payable at time
t is the rate, which will ensure the following:
•
•
•
•
•

if we start at t with assets equal to liabilities;
if the sponsor pays in
NC (t) times the total salary
roll at t, TSR(t) = 64
x=25 S(t, x);
if the pension fund trustees immediately secure
the purchase of a pension (for a price B(t)) for
the member who has just attained age 65;
if experience is as anticipated in the valuation
basis (investment return, salary increase at time
t + 1, and no deaths); then
the assets will still be equal to the liabilities at
time t + 1.
Thus,
(AL(t) + NC (t)TSR(t) − B(t))(1 + i)
ˆ + 1) = AL(t)(1 + e).
= AL(t

(5)

B(t) − AL(t)(1 − vv )
,
TSR(t)

(6)

This means that
NC (t) =

where vv = (1 + e)/(1 + i) is the assumed real discount factor.
The remaining element of a funding valuation is
the recommendation of a contribution rate (bearing
in mind that NC (t) is only appropriate if assets equal
liabilities). This leads us to the concept of amortization of surplus or deficit. The simplest approach is
that adopted in the United Kingdom amongst other
places. Let F (t) represent the fund size at time t, so
that the deficit on the funding basis is AL(t) − F (t).
The recommended contribution rate is
RCR(t) = N C(t) +

AL(t) − F (t)
,
TSR(t)äm ,iv

where

äm ,iv =

m−1

k=0

vvk =

1 − vvm
.
1 − vv

(7)

Here, the constant m is the amortization period.
This could be set according to how rapidly the fund
sponsor wants to get rid of surplus or deficit. Often,
though, it is set equal to the expected future working
lifetime of the active membership, in line with certain
accounting guidelines.
A related approach to amortization is used in
North America. The adjustment is divided into m
components each relating to the amortization of the
surplus/deficit arising in each of the last m years.
Additionally, there may be a corridor around the actuarial liability within which surplus or deficit is not
amortized. Both these differences (compared to the
UK approach) lead to greater volatility in contribution rates.
Within this deterministic framework, the actuary
has control over the assumptions. Traditionally, for
example, there have been relatively few external
controls over how the valuation basis should be set.
As a consequence, actuaries have tended to err on the
side of caution: that is, low i, high e, low mortality
in retirement. This results in prudent overestimates
of both the value of the liabilities and the required
contribution rate. As mentioned before, traditionally,
this has not caused a problem as overpayment in one
year can be balanced by reduced payments in later
years when surplus arises as a result of the use of a
cautious basis. A problem with this approach is that
there is no rationale behind the level of caution in
the valuation basis, that is, no attempt has ever been
made to link the level of caution in the individual
assumptions to the level of risk.

Stochastic Methods
Since the late 1980s, we have seen the development
of a number of possible new approaches to pension
fund management using stochastic models. In the
literature to date, these have focused on relatively
simple models, with a view to understanding the
stochastic nature of pension fund dynamics and their
interaction with the funding methods used. The aim of
this fundamental work is to give us an understanding
of some of the factors that are likely to be important
in the more complex world that we really work in.
Early work on this was conducted by Dufresne
in a series of papers [12–14]. Assumptions made in
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this early work were later relaxed [16], and it was
found that the original conclusions remained broadly
intact. Dufresne took the series of actuarial liabilities
AL(0), AL(1), . . . as given: the valuation method
and basis were assumed to be given. In particular,
all elements of the basis were best estimates of the
relevant quantities.
We focus on the dynamics of the fund size and the
contribution rate
F (t + 1) = (1 + i(t + 1))
× [F (t) + RCR(t)TSR(t) − B(t)],

(8)

where i(t + 1) was the achieved return on the fund
from t to t + 1, and
RCR(t) = N C(t) +

AL(t) − F (t)
.
TSR(t)äm ,iv

Simple models for i(t) allow us to derive analytical (or semianalytical) formulae for the unconditional
mean and variance of both the F (t) and RCR(t). The
key feature of these investigations was the assessment
of how these values depend upon the amortization
period m. It was found that if m is too large (typically greater than 10 years), then the amortization
strategy was inefficient, that is, a lower value for
m would reduce the variance of both the fund size
and the contribution rate. Below a certain threshold
for m, however, there would be a trade-off between
continued reductions in Var[F (t)] and an increasing
Var[RCR(t)].
A number of further advances were made
by Cairns & Parker [6] and Huang [19]. In the earlier
works, the only control variable was the amortization
period. Cairns & Parker extended this to include
the valuation rate of interest, while Huang extended
this further to include the asset strategy as a control
variable. They found that having a valuation rate of
interest different from E[i(t)] enriched the analysis
somewhat since a cautious basis would then result in
the systematic generation of surplus. This meant that
the decision process now had to take into account
the mean contribution rate as well as the variances.
Cairns & Parker also conducted a comprehensive
sensitivity analysis with respect to various model
parameters and took a close look at conditional in
addition to unconditional means and variances with
finite time horizons.

3

Dynamic Stochastic Control
Up to this point, the decision-making process was still
relatively subjective. There was no formal objective,
which would result in the emergence of one specific
strategy out of the range of efficient strategies. This
then led to the introduction of stochastic control
theory as a means of assisting in the decisionmaking process. This approach has been taken using
both continuous-time modeling [3, 5] and discrete
time [17]. The former approach yields some stronger
results and that is what we will describe here.
Once the objective function has been specified,
dynamic stochastic control (at least in theory) identifies the dynamic control strategy, which is optimal at
all times in the future and in all possible future states
of the world. This is in contrast with the previous
approach, where a limited range of controls might be
considered and which might only result in the identification of a strategy, which is optimal for one state
of the world only.
In stochastic control, there is no automatic requirement to conduct actuarial valuations or set contribution rates with respect to a normal contribution rate
augmented by rigid amortization guidelines. Instead,
we start with a clean sheet and formulate an objective
function which takes into account the interests of the
various stakeholders in the pension fund. Thus, let
F (t) the fund size at time t and c(t) be the corresponding contribution rate. Cairns [5] proposed that
the dynamics of F (t) be governed by the stochastic
differential equation (see Itô Calculus)
dF (t) = F (t) dδ(t) + c(t) dt
− (B dt + σb dZb (t)).

(9)

This assumes that the benefit outgo has a constant mean with fluctuations around this to account
for demographic and other uncertainty in the benefit payments. The first element in (9) gives us the
instantaneous investment gain on the fund from t to
t + dt. The dδ(t) term represents the instantaneous
gain per unit invested and contains the usual mixture of drift (dt) and Brownian motion dZ(t) terms.
The second element represents the contributions paid
in by the fund sponsor. The third term in brackets represents the benefit outgo. Boulier et al. [3]
and Cairns [5] assumed that both the contribution
rate, c(t), and the (possibly dynamic) asset-allocation
strategy, p(t), were both control variables, which

4

Pension Fund Mathematics

could be used to optimize the fund’s objective function. The objective function was similar to that introduced by Merton [21, 22] (see also [23]) and can be
described as the discounted expected loss function:
(t, f )(c, p)

 ∞


−βs

=E
e L(s, c(s), F (s)) ds  F (t) = f .
t

(10)
From the current fund size, F (t) = f the expected
discounted loss depends on the choice of control
strategies c and p. These strategies can depend upon
the time of application, s, in the future as well as the
‘state of the world’ at that time (that is, F (s)).
The function L(t, c, f ) is a loss function, which
measures how unhappy (in a collective sense) the
stakeholders are about what is happening at time
s given that F (s) = f and that the contribution
rate will be c(s) = c. The discount function e−βs
determines the relative weight attached to outcomes
at various points in the future: for example, a large
value of β will place more emphasis on the short
term.
The aim of the exercise is then to determine what
strategies c and p minimize (t, f )(c, p). Thus let
V (t, f ) = inf (t, f )(c, p).
c,p

(11)

For problems of this type it is well known that
V (t, f ) can be solved using the Hamilton–Jacobi–
Bellman equation (HJB) (see, for example, [1, 15,
20]) and Cairns [5] used this to determine the optimal
contribution and asset strategies. He then analyzed
examples in which the loss function is quadratic in
c and f as well as power and exponential loss in
c only. These led to some interesting conclusions
about the optimal c and p. Some of these were
intuitively sensible, but others were less so and
this could be connected to aspects of the original
loss function. Cairns concluded that alternative loss
functions needed to be developed to address these
problems and this is the subject of ongoing work.

Defined Contribution Pensions
DC pensions operate in quite a different way from
DB pensions. In the latter, the company sponsoring
the fund usually takes on the majority of the risk

(especially investment risk). In a DC pension fund,
the individual members take on all of the risk.
In a typical occupational DC pension fund, the
contribution rate payable by both the member and
the employer is a fixed percentage of salary. This is
invested in a variety of managed funds with some
control over the choice of funds in the hands of
the member. The result is that there is considerable
uncertainty over the amount of pension that might
be achieved at the time of retirement. Again this is
in contrast to a DB pension which delivers a welldefined level of pension.
Individual DC pensions (that is, personal pensions)
offer additional flexibility over occupational schemes
through variation of the contribution rate. This means
that the policyholder might choose to pay more
if their pension fund investments have not been
performing very well.
Typically, there has never been any formal requirement for actuarial or other advice to help DC fund
members choose how to invest or what level of contributions they should pay. An exception to this (e.g.
in the UK, 2003) is that at the point of sale of a personal pension policy, the insurer may be obliged to
provide the potential policyholder with deterministic
projections to help decide the right contribution rate.
Similarly, existing DC pension fund members (personal pension policyholders and occupational fund
members) may be provided with, again, deterministic projections. This lamentable situation has left DC
fund members largely ignorant about the risk that they
are exposed to.
So the present situation is that they just have
to accept the risks that face them. However, the
growing use of stochastic methods in DB pension
funds has spawned similar work in DC pensions. For
DC pensions the aim of stochastic modeling is to
•
•

•

inform existing members of the potential risks
that they face if they continue with their present
strategy;
inform potential new DC fund members or new
personal pension policyholders of the risks that
they face to allow them to choose between the
DC pension and some alternatives;
allow existing members to manage the risks
that they face by choosing an investment and
contribution strategy which is consistent with
their appetite for risk and with the current status
of their personal DC pension account;
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•

allow members to adopt a strategy that will, with
high probability, permit them to retire by a certain
age with a comfortable level of pension.

We will focus here on occupational DC pension
funds, where the contribution rate is a fixed percentage of salary. This type of scheme has been analyzed
extensively by Blake, Cairns & Dowd [2], Haberman
& Vigna [18] and Cairns, Blake & Dowd [7, 8].
Blake, Cairns & Dowd [2] (BCD) look at the
problem in discrete time from an empirical point of
view. The fund dynamics are
F (t + 1) = (1 + i(t + 1))(F (t) + C(t)), (12)
where the annual contribution C(t) = k × S(t) is a
fixed proportion, k, of the member’s current salary,
S(t), and i(t + 1) is the investment return from t
to t + 1. The salary process itself is stochastic and
correlated with investment returns. At the time, T , of
retirement (age 65, say) F (T ) is used to purchase
a pension at the prevailing market rate a65 (T ).
The market rate will depend primarily on longterm interest rates at T but could also incorporate
changes in mortality expectations. This pension is
then compared with a benchmark DB pension of two
thirds of final salary to give the pension ratio
P R(T ) =

3F (T )
PEN (T )
=
.
2
2a
S(T )
65 (T )S(T )
3

(13)

BCD investigate a variety of investment strategies,
which are commonly used in practice, and offered by
pension funds and pension providers. They consider
a variety of different models for investment returns
on six asset classes in order to assess the extent
of model risk. They conclude that if the models
are all calibrated to the same historical data set,
then differences between models are relatively small,
when compared with the differences that arise as a
result of adopting different investment strategies.
The analysis is empirical in nature due to the
relative complexity of the individual asset models,
and they use the model to generate (by simulation)
the distribution of the pension ratio at retirement
for each investment strategy. This then allows users
to compare strategies using a variety of different
measures of risk (although BCD concentrate on
Value-at-Risk measures). They conclude that some
of the more sophisticated strategies (such as the
Lifestyle strategy popular with insurers) do not
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deliver superior performance over the long period of
the contract. (The Lifestyle Strategy is a deterministic
but time-varying investment strategy covering the
period from inception to the date of retirement.
At young ages, the policyholder’s DC account is
invested in a high-return–high-risk fund consisting
mainly of equities. Over the final 5, 10, or 20 years
these assets are gradually transferred into a bond
fund that matches the annuity purchase price.) They
conclude instead that a static strategy with high equity
content is likely to be best for all but the most riskaverse policyholders.
Haberman & Vigna [18] also consider a discretetime model as in equation (12) but restrict themselves
to a fixed contribution rate in monetary terms in a
framework that is consistent with constant salary over
the working lifetime of the policyholder. They use a
simpler model for investment returns and this allows
them to conduct a more rigorous analysis using
stochastic control with quadratic or mean-shortfall
loss functions.
Cairns, Blake & Dowd [7, 8] (CBD) formulate the
DC pension problem in continuous time (see also [4,
9, 11]). Their aim is to tackle the same problem
as Blake, Cairns & Dowd [2] with the requirement
to optimize the expected value of a terminal utility
function (see Utility Theory). This requires a simpler
model (multivariate geometric Brownian motion)
than before for asset values and salary growth, but
also includes a full, arbitrage-free model for the term
structure of interest rates [24], which allows us to
calculate accurately the price of the annuity at time T .
Terminal utility is assumed to be of the power-utility
form
1
P R(T )γ
γ
for γ < 1 and γ  = 0.
CBD apply the same HJB technology as used
by Cairns [5] in tackling the DB pension problem
to determine the optimal dynamic asset-allocation
strategy for a policyholder with a given level of
risk aversion. A crucial feature of the DC pension policy is that the policyholder needs to take
into account future contributions. The result of this
feature is that the optimal strategy should vary significantly over time, starting with a high proportion
in high-return–high-risk assets, gradually reducing to
a mixed portfolio consistent with their degree of risk
aversion. They find that the optimal strategy depends
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significantly on the current fund size. This is then
compared with a variety of static and deterministicbut-dynamic asset-allocation strategies, and CBD find
that the optimal stochastic strategy delivers a significantly higher expected terminal utility.

[12]

[13]

[14]
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Phase Method
Introduction
The method of stages (due to Erlang) refers to the
assumption of – and techniques related to – a positive
random variable X, which can be decomposed into
(a possibly random number of) stages each of which
having an exponentially distributed duration. A useful
generalization is phase-type distributions, defined as
the distribution of the time until a (continuous-time)
Markov jump process first exists a set of m < ∞
transient states. Let E = {1, 2, . . . , m} denote a set
of transient states, and in the present context, we
may assume that all remaining states being pooled
into one single absorbing state m + 1 (sometimes 0 is
also used whenever convenient). Thus, we consider a
continuous-time Markov jump process {Jt }t≥0 on the
state space E  = E ∪ {m + 1}. Let X be the time until
absorption (at state m + 1) of the process {Jt }t≥0 .
Then X is said to have a phase-type distribution. The
intensity matrix Q of {Jt }t≥0 may be decomposed into

Q=

T
0

t
0


,

(1)

where T = {tij }i,j =1,...,m is an m × m-dimensional
nonsingular matrix (referred to as subintensity matrix)
containing the rates of transitions between states in
E, t = (ti )i=1,...,m is a m-dimensional column vector
giving the rates for transition to the absorbing state
(referred to as exit rates) and 0 is an m-dimensional
row vector of zeros. If π  = (π, 0) = (π1 , . . . , πm , 0)
denotes the initial distribution of {Jt }t≥0 concentrated
on E, πi = (J0 = i), i ∈ E, then (π, T ) fully characterizes the corresponding phase-type distribution
(notice that t = −Te, where e is the column vector of 1’s, since rows in an intensity matrix sum
to 0) and we shall write X ∼ PH(π, T ) and call
(π, T ) a representation of the phase-type distribution. Unless otherwise stated, we shall assume that
π1 + · · · + πm = 1, since otherwise the distribution
will have an atom at 0; modification of the theory to
the latter case is, however, straightforward.
Examples of phase-type distributions include the
exponential distribution (1 phase/stage), the convolution of m independent exponential distributions (m
phases) (we think of each exponential distribution as
a stage and in order to generate the sum we have

to pass through m stages) and convolutions of mixtures of exponential distributions. The distributions
that are the convolution of m independent and identically distributed exponential distributions are called
Erlang distributions. Coxian distributions are the convolutions of random number of possibly differently
distributed exponential distributions. A phase diagram is often a convenient way of representing the
evolution of a phase-type distribution. Figure 1 shows
the possible moves of a Markov jump process generating a Coxian distribution.
In the remainder of this section, we list some
additional properties of phase-type distributions. The
class of phase-type distributions is dense in the class
of distributions on the positive real axis, that is, for
any distribution F on (0, ∞) there exists a sequence
of phase-type distributions {Fn } such that Fn → F
weakly. Hence, any distribution on (0, ∞) may be
approximated arbitrarily close by phase-type distributions. Tails of phase-type distributions are light as
they approach 0 exponentially fast. Representations
of phase-type distributions are in general not unique
and overparameterized. The latter refers to phase-type
distributions, which might be represented with fewer
parameters, but usually with the expense of loosing
their interpretation as transition rates. A distribution
on the positive real axis is of phase-type if and only
if it has a rational Laplace–Stieltjes transform with a
unique pole of maximal real part and with a density
that is continuous and positive everywhere (see [15]).
A unique pole of maximal real part means that nonreal (complex) poles have real parts that are less than
the maximal real pole.
Distributions with rational Laplace–Stieltjes transform generalize the phase-type distributions, as we
can see from the characterization above. This class is
referred to as Matrix-exponential distributions since
they have densities on the form f (x) = α exp(S x)s,
where α is a row vector, S a matrix, and s a
column vector. Interpretations like initial distributions and transition rates need not hold for these
parameters. In [6], some result from phase-type
renewal theory and queueing theory was extended
to matrix-exponential distributions through matrix
algebra using transform methods. A more challenging
result, an algorithm for calculating the ruin probability in a model with nonlinear premium rates depending on the current reserve (see [5]), was recently
proved to hold under the more general assumption
of matrix-exponentially distributed claims using a
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Figure 1 Phase diagram of a Coxian distribution. Arrows indicate possible direction of transitions. Downward arrows
indicate that a transition to the absorbing state is possible. ti,i+1 and ti indicate transition intensities (rates) from state i to
i + 1 and to the absorbing state respectively

flow interpretation of the matrix-exponential distributions. The flow interpretations provide an environment where arguments similar to the probabilistic
reasoning for phase-type distributions may be carried out for general matrix-exponential distributions;
see [10] and related [7] for further details.
Further properties of phase-type distributions and
their applications to queueing theory can be found
in the classic monographs [11–13] and partly in [3].

Probabilistic Reasoning with Phase-type
Distributions
One advantage of working with phase-type distributions is their probabilistic interpretation of being
generated by Markov jump processes on a finite
state space. Such processes possess the following
appealing structure: if τ1 , τ2 , . . . denote the times
of state transitions of {Jt }t≥0 , then Yn = J (τi ) = Jτi
is a Markov chain and the stages (sojourn times)
τi+1 − τi are exponentially distributed. The power of
the phase method relies on this structure. In the following, we provide some examples of the probabilistic technique deriving some of the basic properties of
phase-type distributions.

n n
Let exp(Qs) = ∞
n=0 Q s /n! denote the matrixexponential of Qs, where s is a constant (the time)
multiplied by the matrix Q. Then, by standard
Markov process theory, the transition matrix P s of
{Jt }t≥0 is given by P s = exp(Qs). For the special
structure of Q above, it is easily seen that


exp(T s) e − exp(T s)e
exp(Qs) =
.
(2)
0
1
Example 1 Consider a renewal process with
phase-type distributed interarrival times with representation (π, T ). Then the renewal density u(s)
is given by u(s) = π exp((T + tπ)s)t. To see this,
notice that by piecing together the Markov jump

processes from the interarrivals, we obtain a new
Markov jump process, {Jt }t≥0 , with state space E
and intensity matrix  = {γij } = T + tπ. Indeed, a
transition from state i to j (i, j ∈ E) of {Jt }t≥0 in
the time interval [s, s + ds) can take place in exactly
two mutually exclusive ways: either through a transition of {Jt }t≥0 from i to j , which happens with
probability tij ds or by some {Jt }t≥0 process exits in
[s, s + ds) and the following {Jt }t≥0 process initiates
in state j , which happens with probability ti ds πj .
Thus, γij ds = tij ds + ti πj ds leading to  = T +
tπ. Thus, (Js = i|J0 = j ) = (exp(s))j,i . Using
that {Jt }t≥0 and {Jt }t≥0 have the same initial distribution and that u(s) ds is the probability of a renewal
in [s, s + ds), we get that
u(s) ds =

m
m 


πj (exp((T + tπ)s))j,i ti ds

j =1 i=1

= π exp((T + tπ)s)t ds.

(3)

Example 2 Consider a risk-reserve process Rt with
constant premium rate, which without loss of generality may be taken to be 1, claims arriving according to
a Poisson process Nt with intensity β and claim sizes
U1 , U2 , . . . being identically and independently distributed with common distribution PH(π, T ). Hence,
Rt = u + t −

Nt


Ui ,

(4)

i=1

u = R0 being the initial reserve. We shall consider
the ruin probability


(5)
φ(u) =  inf Rt < 0|R0 = u .
t≥0

The drift of the process is assumed to be positive, since otherwise the ruin probability is trivially
1. Initiating from R0 = u, we consider the first time
Rt ≤ u for some t > 0. This can only happen at the
time of a claim. There will be a jump (downwards) of
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3

Rt

u

u1

t1

Figure 2 The defective phase-type renewal processes constructed by piecing together the underlying Markov processes
of the ladder variables originating from the claims. It starts (time 0) at level u as the Markov jump process underlying
the first claim which downcrosses level u (at time τ1 ) until absorption; from this new level u1 the argument starts all over
again and we piece together the first part with the next Markov jump process that crosses u1 and so on. Ruin occurs if and
only if the process pieced together reaches time u (level 0)

the process Rt at the time τ of a claim, and we may
think of an underlying Markov jump process of the
claim starting at level Rτ − , running vertically downwards and ending at Rτ . Such a Markov jump process
will be in some state i ∈ E when it passes level u
(see Figure 2). Let πi+ denote the probability that
the underlying Markov jump process downcrosses
level u in state i. Then π + = (π1+ , . . . , πm+ ) will be a
defective distribution (π + e < 1), the defect 1 − π + e
being the probability that the process Rt will never
downcross level u, which is possible due to the positive drift. If Rt downcrosses level u at time τ1 ,
then we consider a new risk reserve process initiating with initial capital u1 = Rτ1 and consider the
first time this process downcrosses level u1 . Continuing this way, we obtain from piecing together
the corresponding Markov jump processes underlying the claims a (defective) phase-type renewal process with interarrivals being phase-type (π + , T ). The
defectiveness of the interarrival distribution makes
the renewal process terminating, that is, there will
at most be finitely many interarrivals. Ruin occurs if
and only if the renewal process passes time u, which

happens with probability π + exp((T + tπ + )u)e since
the latter is simply the sum of the probabilities that
the renewal process is in some state in E by time u.
Hence φ(u) = π + exp((T + tπ + )u)e. The probability π + can be calculated to be −βπT −1 by a renewal
argument; see, for example, [2] for details.
Ruin probabilities of much more general risk
reserve processes can be calculated in a similar way
when assuming phase-type distributed claims. This
includes models, where the premium may depend
on the current reserve and claims arriving according to a Markov modulated Poisson process (or even
a Markovian Arrival Process, MAP). Both premium
and claims may be of different types subject to the
underlying environment, (see [5]). Ruin probabilities
in finite time may also be calculated using the phasetype assumption (see [4]). When the time horizon
T is a random variable with an Erlang distribution one can obtain a recursive scheme for calculating the probability of ruin before time T . One
may then calculate the probability of ruin before
some time (deterministic) S by letting the number of
phases in a sequence of Erlang distributions increase
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toward infinity approximating a (degenerate) distribution concentrated in S; see [4] for further details.

Estimation of Phase-type Distributions and
Related Functionals
Data from phase-type distributions shall be considered to be either of two kinds. In the first case,
full information about the sample paths is available,
that is we have i.i.d. data J1 , . . . , Jn , where n is
the sample size and each Ji is a trajectory of the
Markov jump process until absorption. In the second
case, we assume that only the times until absorption X1 , . . . , Xn , say, are available. Though there
may be situations in which complete sample path
information is available (see e.g. [1] where states
have physical interpretations), an important case is
when only X1 , . . . , Xn are observed. For example,
in ruin theory, it is helpful for calculation of the
ruin probability to assume that the claim amounts
X1 , . . . , Xn are of phase type, but there is no natural
interpretation of the phases. In general, care should
be taken when interpreting phases as the representation of phase-type distributions is not unique and
overparameterized.
First, consider the case of complete data of the
trajectories. Let Bi be the number of times the realizations of the Markov processes are initiated in state
i, Zi , the total time the Markov processes have spent
in state i, and Nij , the number of jumps from state i
to j among all processes. Then, the maximum likelihood estimator of the parameter (π̂ , 
T ) is given by
Bi
,
n
Nij
=
(i = j, j = 0),
Zi
Ni0
= tˆi0 =
,
Zi
m

tˆij .
= −tˆi −

π̂i =
tˆij
tˆi
tˆii

(6)

j =1
j =i

Next, consider the case in which only absorption
times X = (X1 , . . . , Xn ) i.i.d. are observed. This is
a standard situation of incomplete information and
the EM algorithm may be employed to perform
maximization of the likelihood function. The EM
algorithm essentially works as follows. Let (π0 , T0 )

denote any initial value of the parameters. Then,
calculate the expected values given the data X of
the sufficient statistics Bi , Zi and Nij , assuming the
Markov process follows (π0 , T0 ). Calculate the maximum likelihood estimators π̂ and 
T as above and
T . Then repeat the procedure
put π0 = π̂ and T0 = 
iteratively. Taking the expectation is referred to as
the E-step and the maximization as the M-step. A
typical formula in the E-step (see [8]) is


Ɛxp(π,T ) Zik |Xk = xk
 xk
π exp(Tu)ei ei exp(T (xk − u))t du
0
=
,
π exp(Txk )t
i = 1, . . . , m.
In practice, such quantities are evaluated by establishing an m(m + 2) dimensional system of linear
homogeneous differential equations for the integral
and the exponentials, applying a numerical procedure
such as fourth order Runge–Kutta for their solution.
A program that estimates phase-type distributions can
be downloaded from home.imf.au.dk/asmus/
As with any application of the EM algorithm convergence is guaranteed though the point to which
the algorithm converges need not be a global maximum. Confidence bounds for the parameters can
be obtained directly from the EM algorithm itself
(see [14]). There is some polemic about to what
extend such bounds make sense due to nonuniqueness
and overparameterization mentioned earlier.
While estimation of phase-type parameters may
be of interest itself, often phase-type distributions are
assumed only for convenience and the main purpose
would be the estimation of some related functional
(e.g. a ruin probability, which may be explicitly evaluated once phase-type parameters are known or a
waiting time in a queue). Estimated parameters and
their confidence bounds obtained by the EM algorithm do not automatically provide information about
the confidence bounds for the functional of interest.
In fact, in most cases, such bounds are not easily obtained explicitly or asymptotically and it is
common practice to employ some kind of resampling scheme (e.g. bootstrap), which, however, in
our case seems prohibitive due to the slow execution
of the EM algorithm. In what follows, we present a
Bayesian approach for the estimation of such functionals based on [9].

Phase Method
The basic idea is to establish a stationary Markov
chain of distributions of Markov jump processes
(represented by the parameters of the intensity matrix
and initial distribution) where the stationary distribution is the conditional distribution of (π, T , J ) given
data X . Then, by ergodicity of the chain, we may estimate functionals, which are invariant under different
representation of the same phase-type distribution, by
averaging sample values of the functional obtained by
evaluating the functional for each draw of the stationary chain. As we get an empirical distribution for the
functional values, we may also calculate other statistics of interests such as credibility bounds for the
estimated functional.
As representations are not unique, there is no
hope for estimating parameters of the phase-type
distribution themselves since the representation may
shift several times through a series and averaging
over parameters would not make any sense.
First, we show how to sample trajectories of the
Markov jump processes underlying the phase-type
distributions, that is, how to sample a path J = j
given that the time of absorption is X = x. Here,
J = {Jt } denotes a Markov jump process and j , a
particular realization of one.
The algorithm is based on the Metropolis–Hastings algorithm and works as follows.
Algorithm 3.1
0. Generate a path {jt , t < x} from ∗x = (·|X ≥
x) by rejection sampling (reject if the process gets absorbed before time x and accept
otherwise).
1. Generate {jt , t < x} from ∗x = (·|X ≥ x) by
rejection sampling.
2. Draw U ∼ Uniform [0,1].

 ), then replace {j }
3. If U ≤ min(1, tjx− /tjx−
t t<x with
{jt }t<x .
4. GO TO 1.
After a certain burn-in period, the algorithm will
produce a stationary Markov chain of probability
distributions of Markov jump processes that get
absorbed by time X = x, that is, samples drawn from
(·|X = x). Then, any sample path of the Markov
jump process (beyond the burn-in time) may be considered a realization of how a Markov jump process
looks like, given that it gets absorbed at a specified
time.
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The Gibbs sampler, which generates the stationary
sequence of phase-type measures, alternates between
sampling from the conditional distribution of the
Markov jump processes J given (π, T ) and absorption times x1 , . . . , xn , and the conditional distribution
of (π, T ) given complete data J (and x1 , . . . , xn ,
which is of course contained in J and hence not
needed).
For the second step, we need to impose some
distributional structure on (π, T ). We choose constant
hyperparameters βi , νij , and ζi and specify a prior
density of (π, T ) as being proportional to
m

β −1

φ(π, T ) =

m

πi i
i=1

tiνi0 −1 exp(−ti ζi )

i=1
m

m

×

ν −1

tijij

exp(−tij ζi ).

(7)

i=1 j =1

j =i

It is easy to sample from this distribution since
π, ti , and tij are all independent with π Dirichlet
distributed and ti and tij are gamma distributed with
the same scale parameter.
The posterior distribution of (π, T ) (prior times
likelihood) then turns out to be of the same type.
Thus, the family of prior distributions is conjugate
for complete data, and the updating formulae for the
hyperparameters are
βi∗ = βi + Bi
νij∗ = νij + Nij
ζi∗ = ζi + Zi .

(8)

Thus, sampling (π, T ) given complete data J , we
use the updating formulas above and sample from the
prior with these updated parameters. Mixing problems may occur, for example, for multi-modal distributions, where further hyperparameters may have
to be introduced (see [9] for details). A program for
estimation of functionals of phase-type distributions
is available upon request from the author.
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MOGENS BLADT

Phase-type Distributions
Phase-type distributions have garnered much attention over the last 25 years as a popular way of generalizing beyond the exponential distribution while
retaining some of its important characteristics. In
fact, they are one of the most general classes of
distributions permitting a Markovian interpretation.
The phase-type family possesses nice analytical properties, and includes the exponential, combinations/
mixtures of exponentials, and Erlang distributions as
special cases. Moreover, phase-type distributions play
a major computational role in analyzing stochastic
processes due to the ability to derive algorithmically
tractable solution procedures. As a result, phase-type
distributions have been used extensively in many
areas of applied probability, namely, queueing theory and insurance ruin theory (see Ruin Theory).
Phase-type distributions were first introduced by
Marcel Neuts in 1975, but his 1981 book [4] has
become the standard reference for them. Thorough
treatments of phase-type distributions and their applications can also be found in other texts, including [1,
3, 5, 6]. In what follows, we present only a brief
overview of phase-type distributions and some of
their key properties.
Consider a Markov process (see Markov Chains
and Markov Processes) with transient states
{1, 2, . . . , m} and a single absorbing state m + 1.
Define the row vector α = (α1 , α2 , . . . , αm ), containing the initial probabilities αj of beginning in the
various transient states j = 1, 2, . . . , m. The components of α need not sum to 1, as the process may
start in the absorbing state with probability αm+1 . In
situations in which one is using a phase-type distribution to model a purely continuous quantity with
no probability mass at 0, αm+1 = 0. The infinitesimal
generator Q for this Markov process can be represented as


T t0
Q=
.
(1)
0 0
In (1), T is an m × m nonsingular matrix containing
the transition rates among the m transient states. The
diagonal entries of T are necessarily negative while
the other entries of T are nonnegative. t 0 is the m × 1
column vector of absorption rates into state m + 1
from the individual transient states. Necessarily, t 0 =
−T e, where e is an m × 1 column vector of ones.
Also, 0 is a 1 × m row vector of zeros.

If X represents the time to absorption into state
m + 1, then the random variable X is said to have a
(continuous) phase-type distribution with representation (α, T ). The cumulative distribution function of
X is given by
F (x) = 1 − α exp(T x)e

for

x ≥ 0,

(2)

where the matrix exponential in (2) is defined by
exp(T x) =

∞

xn
n=0

n!

T n.

(3)

Furthermore, X also has probability mass αm+1 at
x = 0, the density portion on (0, ∞) is given by
f (x) = α exp(T x)t 0 ,

(4)

Laplace–Stieltjes transform
f˜(s) = αm+1 + α(sI − T )−1 t 0

for Re(s) ≥ 0,
(5)

where I is an m × m identity matrix, and the nth
noncentral moment is given by
E{X n } = n!α(−T )−n e

for

n = 0, 1, 2, . . . . (6)

Computation of the above quantities is a routine task
with the aid of most mathematical software packages.
For an excellent treatment regarding the calculation of matrix exponentials, the interested reader is
directed to [2], pp. 160–162.
Numerous operations on phase-type distributions
lead again to distributions which are of phase type.
This is a very appealing quality of phase-type distributions. Among the many closure properties are the
following key ones we wish to highlight: (1) finite
n-fold convolutions of phase-type distributions are
again of phase type, (2) the equilibrium or integrated
tail distribution (i.e., forward recurrence time distribution) of a phase-type random variable is again
of phase type, and (3) geometric mixtures of n-fold
convolutions (or equivalently, compound geometric
distributions) of phase-type distributions are again of
phase type. The interested reader is directed to [4] for
rigorous proofs of these results.
Finally, we mention that a discrete analog to the
continuous phase-type distribution exists by considering the time to absorption X into state m + 1 in

2

Phase-type Distributions

the discrete time Markov chain with initial probability vector (α, αm+1 ) and transition probability
matrix


T t0
P =
.
(7)
0 1
In (7), T is now a substochastic matrix and t 0 + T e =
e. The probability mass function pk = P r{X = k} of
discrete phase type is then defined by
p0 = αm+1 ,
pk = αT

k−1

(8)
t0

for

k ≥ 1.

(9)

It is readily verified that every discrete probability
distribution with finite support on the nonnegative
integers is of discrete phase type. Readers wanting more detail on discrete phase-type distributions
should consult [3, 4].
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STEVE DREKIC

Point Processes
The theory of point processes originates from problems of statistical demography, insurance, and
mortality tables, although the connection may seem
remote at first sight. More recent are problems from
risk theory, in which one encounters the problem of
how to describe a stream of arriving claims in a mathematically formal way.
The simplest case of a point process is the Poisson
process. In general, we understand a point process
to be a method of randomly allocating points to
intervals or rectangles, etc. Formalizing this into
the language of mathematics, a (stochastic) point
process is a random denumerable collection of points
in a state space Ɛ with some small condition not
allowing clustering. It turns out that it is sometimes
mathematically convenient to define point processes
as random variables assuming values at a space of
measures.
In the following sections, the basic probability
space is (, F, P).

Point Processes on the Real Line
To determine a point process, we have to specify how
the points are allocated. There are many ways to do
it and we will show a few possible approaches in due
course. We first consider point processes on the line,
that is, on Ɛ =  (the state space). By B, we denote
the family of bounded Borel subsets of the state
space. A point process on  is a collection of random
variables such that · · · ≤ τ−1 ≤ τ0 < 0 ≤ τ1 ≤ τ2 ≤
· · · and such that in each finite interval there is a finite
number of points a.s. (i.e. we exclude the possibility
that a sequence τn has points of accumulation). We
say that at τn there is the nth point and that the
random variables Tn = τn − τn−1 are the interpoint
distances. Notice that . . . , T−1 , T0 , τ0 , τ1 , T2 , T3 , . . .
under some conditions determines the point process,
and therefore, such a collection can also be used
as a definition; however, we have to remember the
condition of no accumulation of points. For a point
process
{τn }, define the number of points N (B) =

n B (τn ) in set B ∈ B. Clearly, N (B) is finite
for all bounded sets B, and therefore, the collection
of random variables {N (B), B ∈ B} is well defined.
Note also, that if we know the cardinality N (B) of

each set B ∈ B, then we also know the positions of
the points {τn }. Actually, it suffices to know N (I ) for
all open intervals I = (a, b). Therefore, from now on
we say that a point process N is given, meaning that
we are able to count points in each bounded Borel
B, or equivalently, that we know the position of the
points {τn }. In general, to give the distribution of a
point process N , it suffices to know the family of
finite dimensional (fidi ) distributions. Actually, we
need to know
µB1 ,...,Bk (n1 , . . . , nk ) = P(N (B1 ) = n1 , . . . , N (Bk )
= nk ),

n1 , . . . , nk ∈ 

(1)

for disjoint bounded Borel sets B1 , . . . , Bk (k = 1,
2, . . .). We say that two point processes are identically
distributed if their families of fidi distributions are the
same.
For point processes on the real line, there are
two important notions of stationarity: translation
invariance and point to point invariance. We say
that a point process {τn } is time stationary if the
random sequences {τn } and {τn + t} have the same
distribution for all t. Equivalently,
P(N (B1 + t) = n1 , . . . , N (Bk + t) = nk ) = P(N (B1 )
= n1 , . . . , N (Bk ) = nk ),

n1 , . . . , nk ∈ 

(2)

for disjoint bounded Borel sets B1 , . . . , Bk (k =
1, 2, . . .). We say that a point process is Palm or event
stationary if τ1 = 0 (i.e. there is a point at zero) and
{Tn } is a stationary sequence.
By the intensity measure of a point process N , we
mean the measure µ on the state space Ɛ (here the
real line) such that
EN (B) = µ(B), ∀B ∈ B.

(3)

For a stationary real line point process N , we have
µ(B) = λ|B| where |·| is the Lebesgue measure (say
|B| = b − a if B is an interval with endpoints a < b)
and λ = EN ([0, 1]) is said to be the intensity of the
point process N .
We say that a point process N is simple if
P(N ({τn }) > 1) = 0 for all n ∈ . It means that there
are no multiple points, or τn < τn+1 for all n a.s.
Two basic operations on simple point processes
are
• Independent thinning. The nth point of N at τn =
t is deleted with probability 1 − p(t) independently
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of everything else. In the case when the retention
probability p(t) = p is constant, we talk about i.i.d.
thinning.
• i.i.d. shifting. The point τn is shifted to τn + Xn
for all n, where {Xn } are independent and identically
distributed random variables.
Examples
• Renewal point process on + or . A point
process {τn } on + is a renewal point process if
T1 = τ1 , T2 , T3 , . . . are independent and identically
distributed or is a delayed renewal point process if
T2 , T3 , . . . are identically
 ∞distributed with common
distribution F . If ET = 0 x dF (x) < ∞, we define
the integrated tail distribution
 x


(1 − F (y)) dy
0
F i (x) =
for x ≥ 0 (4)


ET
0
otherwise.
To define a stationary renewal point process on + ,
for a given interpoint distribution F of a nonnegative
generic interrenewal time T , we must suppose that
τ1 is distributed according to F i (x). Frequently, it is
useful to define the stationary renewal point process
on , for which . . . , T−1 , T0 , (τ0 , τ1 ), T2 , T3 , . . . are
independent, . . . , T−1 , T2 , T3 , . . . identically distributed, and the joint distribution of (τ0 , τ1 ) is
determined by P(τ0 > x, τ1 > y) = 1 − F i (x + y)
for x, y ≥ 0.
• Markov renewal point process (semi-Markovian
point process). Let (Fij (x))i,j =1,...,k be an array of
subdistribution functions, that is nonnegative nondecreasing functions such that Fij (0) = 0(i, j = 1, . . . ,

k) and kj =1 Fij (x) = 1 for all x ≥ 0 and i = 1, . . . ,
k. Then a point process {τn } on + is said to be a
Markov renewal process if the sequence {τn } jointly
with a background sequence {In } is a Markov chain
with transition kernel of form
P(τn+1 ≤ y, In+1 = j |τn = x, In = i) = Fij (y − x),
x, y ≥ 0,

i, j = 1, . . . , k.

sets: N (B1 ), . . . , N (Bk ) are independent for mutually
disjoint B1 , . . . , Bk and all k = 2, . . . and
P(N (B) = n) =

λ|B|n −λ|B|
,
e
n!

n = 0, 1, . . . . (6)

We have that EN ([0, t]) = λt and so the parameter λ
is the intensity. We have 2 N ([0, t]) = EN ([0, t]).
Independent thinning of a Poisson process with intensity λ with retention probability p is again a Poisson
process with intensity pλ. Similarly, an i.i.d. shift of a
Poisson process with intensity λ is again the Poisson
process with the same intensity.
• Mixed Poisson point process. It is the process
defined by a doubly stochastic argument: the intensity
λ is chosen according to a mixing distribution G(x)
with support in + , and next the Poisson process
with this intensity is defined. Formally, a mixed point
process is defined by the family of fidi distributions
P(N (B1 ) = n1 , . . . , N (Bk ) = nk )
 ∞
λ|Bk |nk −λ|Bk |
λ|B1 |n1 −λ|B1 |
...
dG(λ).
=
e
e
n1 !
nk !
0
(7)
We have 2 N (B) ≥ EN (B).
• Inhomogeneous Poisson process with intensity
function {λ(t)} is defined by the following conditions:
N (B1 ), . . . , N (Bk ) are independent for mutually disjoint B1 , . . . , Bk and all k = 2, . . . and
P(N (B) = n)

λ(t) dt
B
=
n!

n

e

−


B

λ(t) dt

,

n = 0, 1, . . . . (8)

It can be obtained from the homogeneous Poisson
process by the time change t → (t), where
 t


λ(s) ds,
for t ≥ 0

0
(9)
(t) =
0


−
λ(s) ds, for t < 0.
t

(5)

• (Time-homogeneous) Poisson point process. This
is the stationary renewal process with the generic
interpoint distribution F (x) = 1 − exp(−λx), x ≥ 0.
The equivalent definition of the Poisson point process
is given in terms of N (B) defined for bounded Borel

If N is an inhomogeneous Poisson point process with
intensity λ(t), then after thinning we again obtain an
inhomogeneous Poisson point process with intensity
p(t)λ(t).
• Cox process. Here there is given a stochastic
process {λ(t)} such that for all ω, the deterministic
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function λ(t, ω) is nonnegative and locally integrable.
We first choose a realization and then we define an
inhomogeneous Poisson point process with intensity
function λ(t, ω). Cox processes serve as models for
bursty arrivals because 2 N (t) ≥ EN (t), while for
the homogeneous Poisson process 2 N (t) = EN (t).
The following special cases are of interest in risk
theory:
(i)

(ii)

The Markov modulated Poisson point process
(MMPPP). Here, there is given a background
continuous time Markov chain J (t) with finite
state space {1, . . . , k} and with intensity matrix
Q. We can always suppose that J (t) has rightcontinuous piecewise constant realizations. The
Markov modulated Poisson point process is a
Cox process with intensity process λ(t) = βJ (t) ,
where β1 , . . . , βk > 0. Thus, it is determined by
β1 , . . . , βk and the intensity matrix Q of the
Markov process.
The Björk–Grandell point process is a Cox
process with the intensity process defined as follows. Let the random vectors {(i , Ii ),
i = 1, 2, . . .} be independent and identically
distributed for i = 2, 3, . . . and
∞

λ(t) =

i−1

Ii ≤ t <

i 
i=1

i

k=1

Ii .

(10)

k=1

If we choose the distribution of (1 , I1 ), such
that
P(1 ∈ B, I1 ∈ B  )

1
P(2 ∈ B, I2 > x) dx, (11)
=
EI2 B 
then the process λ(t) is stationary and
ergodic. If Ii = 1 for i = 2, 3, . . ., then the
Björk–Grandell point process is called the
Ammeter process.
• Markov arrival point process (MArPP). This is a
generalization of the MMPPP. The definition is as
for the MMPPP with intensity matrix Q and rate
vector β = (β1 , . . . , βk ) except that some additional
points may occur when J (t) changes state: with
probability aij , a point occurs at a jump from i to
j  = i. Therefore, the MArPP is defined by β, Q,
and A, where A = (aij ) and aii = 0. Note that if
all βj = 0 and ak−1,k = 1, and otherwise aij = 0,
then one obtains a renewal process with a interpoint

distribution that is phase type. It is known that the
class of MArPPs is dense in the class of all point
processes on + [1].

Point Processes on a Subset of d
Similarly, as for the case when Ɛ = , by a point
process on Ɛ we mean a collection of points {τn , n ∈
}, where τn ∈ Ɛ ⊂ d . We denote by
 N (B) the
number of points in B, that is, N (B) = n∈ B (τn ).

Poisson Point Process
We say that N is a Poisson point process on Ɛ ⊂ d
with intensity measure µ if for mutually disjoint sets
B1 , . . . , Bn (n = 1, 2 . . .), the number of points in
these sets N (B1 ), . . . , N (Bn ) are independent Poisson random variables,
P(N (B) = k) =

(µ(B))k −µ(B)
,
e
k!

k = 0, 1, . . . .
(12)

We now show how to construct a Poisson process
with intensity measure µ, provided that µ is finite,
that is µ(Ɛ) < ∞. Let Z1 , Z2 , . . . be a sequence
of independent random elements from Ɛ with the
common distribution F (dx) = µ(dx)/µ(Ɛ) and Y
be an independent from the sequence random variable having the Poisson distribution with mean µ(Ɛ).
Then, τ1 = Z1 , . . . , τY = ZY is the Poisson process.
If µ(Ɛ) = ∞, then we have to split Ɛ into disjoint
sets Ɛj such that µ(Ɛj ) < ∞ and Ɛ = i Ɛi . Then
on each subspace Ɛi (i = 1, . . .), we define independent Poisson processes to define the Poisson process
with intensity measure µ.

Marked Point Process on the Real Line
Here, we consider point processes on  with marks
from a space . One frequently considers a point τn
together with some additional information, which is
described by Kn ∈ . For example, in risk theory,
a claim arriving at τn is of size Kn , so the space
of marks is  = + . Therefore, a marked point
process is a collection of {(τn , Kn ), n ∈ }, where
{τn , n ∈ } is itself a point process on the real line.
For marked point processes N , we define the shifted
process θt N with points at {(τn + t, Kn ), n ∈ }. We
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say now that N is time stationary if N and θt N
have the same distribution for all t. Similarly, Palm
stationarity means that τ1 = 0 (i.e. there is a point
at zero) and {(Tn , Kn )} is a stationary sequence. By
the intensity of the stationary marked point process
{(τn , Kn ), n ∈ }, we mean the intensity λ of the real
line stationary point process {τn , n ∈ }.

points given by {τn , n ∈ }. We assume that the
point process {τn } is simple. We aim to define the
conditional distribution, called Palm distribution or
Palm probability, of the point process N , under the
condition that there is a point at zero. However, the
condition {N ({0}) = 1} has probability zero and so
this conditional distribution has to be defined with
some care. We assume that the intensity
λ = E(N [0, 1])

Measure Theoretical Approach
Let (Ɛ, E ) be a measurable space and x ∈ Ɛ. By the
Dirac measure δx , we mean a probability measure
concentrated at point x ∈ Ɛ

1 for x ∈ K,
(13)
δx (A) =
0 otherwise.
To a collection of points with coordinates {τn (ω)},
one relates, for each ω ∈ , a measure on Ɛ by
{τn (ω)} → N (ω, ·) =

δτn (ω) (·).

(14)

n

The measure N is locally finite, that is, for bounded
sets B, N (B) < ∞ a.s. To avoid unnecessary technicalities, we assume here that Ɛ is a Borel subset
of d . We denote by M(Ɛ) the space of all locally
finite measures on Ɛ. An important subset of M(Ɛ),
denoted by N(Ɛ), consists of all counting measures
ν ∈ M(Ɛ), specified by the requirement.
ν(B) ∈ {0, 1 . . .},

∀B ∈ E.

Each point process assumes values in N(Ɛ).
Two important cases are real line point processes
with values in N() and real line marked point
processes with values in N( × ).
This approach to point process allows us to introduce a concept of convergence for them. For example,
in the case of M(), we define the vague topology,
which makes a sequence µn ∈ M() convergent to
µ if for each continuous function
f :  →  with

compact support we have f dµn → f dµ. We
now say that a sequence of real line point processes
Nn converges in distribution to N if for all continuous and bounded function φ: M() →  we have
Eφ(Nn ) → Eφ(N ).

Palm Theory of Marked Point Processes on the
Real Line
In this section, we consider marked point processes
on R. Let N be a stationary point process with

(15)

of N is nonzero and finite.
There are two approaches known, one of C. RyllNardzewski proceeds via Radon–Nikodym derivatives, another due to K. Matthes and that can be
summarized as follows. Let f be a real function on
N (e.g. f (ν) = ν(B) for a counting measure ν). We
define a Palm version N ° (i.e. the conditional point
process) of the stationary point process N as


1
f (θτn N ) ,
(16)
Ef (N °) = E 
λ
n:0<τ ≤1
n

provided that the expectations are well defined. In
particular, N ° is a real line point process such that
•
•

P(N °({0}) > 0) = 1, that is, there is always a
point at zero,
θτn N ° has the same distribution as N °, and in consequence τ1 = 0, and the sequence of interpoint
distances {Tn°, n ∈ } is stationary.
Campbell’s formula is a very useful tool


 ∞

f (N, τn ) = λE
f (θ−t N °, t) dt,
E
n

−∞

(17)
where f is a function of a point process and time
such that all the expectations and integrals are well
defined.
We now give the Palm versions N ° for the following stationary point processes N :
• Renewal process. If N is a stationary renewal
point process with generic interpoint distribution F ,
then N ° has the interpoint sequence Tn being an
i.i.d. sequence of nonnegative random variables with
distribution F . Recall that there is a point at zero,
which means τ = 0, and so τ1 = T1 .

Point Processes
• Poisson process. If N is an homogeneous Poisson
process with intensity function λ, then N ° = N + δ0 ,
that is, the Poisson process with intensity λ with a
point added at zero.
• Cox point process. Here, N ° is a Cox process with
some intensity process λ°(t) with a point added at
zero (for the definition of λ°(t) see the details in [5].
A stationary point process N is ergodic if in the
corresponding Palm version N °, the interpoint distances sequence {Tn } is ergodic. This is equivalent to
the following: for each f, g: N → + (nonnegativity
is technical)

1 t
lim
Ef (N )g(θt N ) dt = Ef (N )Eg(N ). (18)
t→∞ t 0

Stochastic Intensity
Some archetypes can be found in mathematical
demography. For a single individual with lifetime
T0 with the survivor function s(x) = P(T0 > t), we
define the density of the lifetime distribution
f (x) dx = P(lifetime terminates between x, x + dx),
(19)
while h(x) is the hazard function (or mortality function)
h(x) = P(lifetime terminates between x, x + dx
given it does not terminate before x) =

f (x)
.
s(x)
(20)

In terms of point processes, it is a point process with
single point at the time of death T0 . Here, we present
the theory for the half line. We first define the internal
filtration {Ft } of a point process N . It is, for each
t ≥ 0, a sub-σ -field of F generated by the family of
random variables N (B), where B runs through all
subsets of [0, t].
The main object is a generalization of the hazard
function for point processes. Let N be a simple
point process with its internal filtration {Ft , t ≥ 0}
and {λ(t), t ≥ 0} be a nonnegative process adapted
to {Ft } (also Ft -progressive). The process {λ(t)} is
called an Ft –intensity of N , if it is locally integrable
(i.e. B λ(s) ds < ∞ for bounded B) and
 b

λ(s) ds|Fa
(21)
E[N ([a, b])|Fa ] = E
a

5

for all 0 ≤ a < b < ∞. For uniqueness, it is usually
assumed that {λ(t)} is predictable.
Here are some examples of the Ft -intensity.
• Poisson process with intensity function λ(t). In
view of the independence of the increments, {λ(t)} is
the Ft -intensity of N .
• Renewal process with interpoint distribution F.
We assume that the hazard function h(x) exists (i.e.
the lifetime distribution has a density). Then
∞

h(t − τn )(τn < t ≤ τn+1 ).

λ(t) =

(22)

n−1

• Transitions in Markov chains. Let {X(t)} be
a continuous time, finite Markov chain with state
space Ɛ = {1, 2, . . .}, with transition intensity matrix
Q = (qij ).
For fixed i  = j , let τn be the instant of the n
transition from state i to state j . Then the Ft -intensity
is given by
λ(t) = qij (X(t) = i).

(23)

Ordering of Point Processes
Important orderings of point processes are defined via
the ordering of their fidi distributions. Thus, if we
have an order ≺ for random vectors (as e.g. stochastic ordering), we say that for two point processes
N and N  we have N ≺ N  if for all bounded Borel
subsets B1 , . . . , Bk (k = 1, 2 . . .)
(N (B1 ), . . . , N (Bn )) ≺ (N  (B1 ), . . . , N  (Bn )).
(24)
We consider only integral orders ≤ for random
vectors defined by a class  of functions. Here,
we only mention the classes: increasing functions
(st), supermodular functions (sm), or a subset of
increasing supermodular functions called increasing
directionally convex functions (idcx). Thus, for two


random vectors X, X we have X ≤ X if Ef (X) ≤

Ef (X ) provided the expectations are finite. These
classes of functions define the following important
orders:
• st or stochastic ordering. It can be proved for
simple point processes that if N ≤st N  , then there
exists a probability space (, F, P) and two real
line point processes N, N  such that for all ω ∈ ,
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Nω ⊂ Nω , which means that for all ω, the set of all
of points of Nω is a subset of Nω .
• sm or supermodular ordering. If N ≤sm N  , then
the marginals N (B) and N  (B) have the same distributions, and the order measures the strength of dependence between (N (B1 ), . . . , N (Bk )) and (N  (B1 ),
. . . , N  (Bk ))
• Increasing directionally convex or idcx ordering.
Let N be a real line stationary Poisson point process
with intensity λ and N  a Cox process with random
intensity process λ (t), which is assumed to be stationary, and λ ≤ Eλ (0). Then N ≤idcx N  .

Recommendations for Further Reading
The main reference for the foundation, basic notions,
and examples is the monograph of Daley & VereJones [4]. The book, [9], is an easy-to-read account
on Poisson processes. Cox processes are studied
in [5], and mixed Poisson processes with emphasis on their applications to risk theory are surveyed
in [6]. Stochastic intensity and related problems can
be found in [2, 3, 8], and statistical theory based on
the notion of the stochastic intensity is given in [7].
More on the Palm distribution of point processes can
be found in [2, 11, 12], and in the latter there are
applications to risk theory. For ordering of point processes, refer to [10, 13].
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Poisson Processes

1. N (t) has independent increments
2. N (t) − N (s) is Po(α(t − s))-distributed, that is,

Introduction

P{N (t) − N (s) = j } =

Consider a portfolio of insurance policies. Such a
group may consist of one single policy, a rather
homogeneous group of policies, or a large group
of different kinds of policies. The occurrence of
claims in time is described by a point process N =
{N (t), t ≥ 0}, where N (t) is the number of claims
in the time interval (0, t]. With this notation it follows
that N (t) − N (s) for s < t is the number of claims
in the time interval (s, t].
The index space is the space where the points (or
claims) are located. In a model of a portfolio of insurance policies, the index space is + . It is, however,
more convenient to consider the index space  =
(−∞, ∞). A point process on + is then interpreted
as the restriction of a point process on  to + .

The Poisson Process
Let us choose a fixed time t0 and a small constant
h > 0 such that t0 = nh where n is an integer. Then
we have


N (t0 ) = N (h) + N (2h) − N (h)
+ · · · + (N (nh) − N ((n − 1)h)).

(1)

(α·(t − s))j −α·(t−s)
.
e
j!

 with α = 1 is called a standard
A Poisson process N
Poisson process.
The notion of a distribution of a point process,
used above, is of greatest importance.
Let N be set of all functions ν = {ν(t); t ∈ }
such that
1. ν(0) = 0
2. ν(t) is an integer for all t ∈ 
3. ν(·) is nondecreasing and right continuous.
A function ν ∈ N is called a counting function and
may be interpreted as the realization of a counting
process.
Let B(N) be the σ -algebra generated by projections, that is,
B(N) = σ {ν(t) ≤ y;

ν ∈ N, t ∈ , y < ∞}. (3)

A point process is a measurable mapping from some
probability space (, F, P ) into (N, B(N)).
Definition 2 The distribution of a point process N
is a probability measure Π on (N, B(N)).

Assume that
•

The random variables
N (h), N (2h) − N (h), . . . , N (nh)
− N ((n − 1)h)

•

are independent.
There exists a constant α > 0 such that
P{N (kh) − N ((k − 1)h) = j }

1 − αh + o(h) for j = 0,
for j = 1,
= αh + o(h)
o(h)
for j > 1,

(2)

for all k, where o(h)/ h → 0 as h → 0.
Most certainly all readers know how these assumptions lead to the following definition:
Definition 1 A point process N is called a Poisson process with intensity α, and its distribution is
denoted by Πα , if

It is often natural to allow the intensity α to
depend on time. The simplest way might be to
replace α in (2) with αk , which then would naturally lead to an extension of Definition 1 where
the constant α is replaced by an intensity function α(t). Such a function may be proportional to
the number of policyholders involved in the portfolio. Although from a practical point it is not very
important, we will consider a slightly more general
modification.
Let A be a Borel measure, that is, a locally finite
measure. Its distribution function is defined by

A{(0, t]}
if t > 0,
A(t) = 0
if t = 0,
(4)
−A{(t, 0]} if t < 0.
The same notation will be used for the measure and
its distribution function. Let M denote the set of
Borel measures. Obviously any counting function is
a Borel measure, that is, N ⊂ M.
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Definition 3 A point process N is called a (nonhomogeneous) Poisson process with intensity measure
A, and its distribution is denoted by A , if
1. N (t) has independent increments
2. N (t) − N (s) is Po(A(t) − A(s))-distributed.
 be a standard Poisson process and A a
Let N
ŽA, that is,
Borel measure. The point process N = N

N (t) = N (A(t)), is a Poisson process with intensity
measure A.
For a Poisson processes with intensity measure A,
the following properties are equivalent:
1. N is simple
2. N is nonatomic, that is, P {N (t)−N (t−) = 0}
= 1 for all t
3. A(·) is continuous.
The assumption of simpleness in a portfolio means
that two claims never occur at (exactly) the same
time. Naturally, an accident may sometimes cause
claims in several policies – think of an accident
with two cars with insurances belonging to the same
portfolio – but in a model of a portfolio that may
usually be regarded as one claim.
A Poisson process with intensity measure A is
stationary if and only if A(t) = α·t for some α ≥ 0.
Without much loss of generality we may assume,
as mentioned, that A has the representation


t

A(t) =

α(s) ds.

(5)

In other words, Watanabe’s theorem states that a
simple point process with continuous F N -compensator is a Poisson process if and only if its F N compensator is deterministic.
It is, at least intuitively, obvious that the requirement of a point process to have a deterministic F N compensator is (almost) the same as to require that
it has independent increments. Therefore, Watanabe’s
theorem may be looked upon as a martingale variant
of Prekopa’s characterization of the Poisson process.
Let N1 and N2 be two independent Poisson processes with intensity measures A1 and A2 . Then,
N1 + N2 is a Poisson process with intensity measure
A1 + A2 .
It is known that if many independent and ‘suitably’
sparse point processes are added, then the sum is
approximately a Poisson process.
We shall consider a null array
N1,1
N2,1
..
.
Nn,1
..
.

N2,2
..

Nn,2

of point processes such that Nn,1 , Nn,2 , . . . , Nn,n are
independent for each n and further
lim max P{Nn,k (t) ≥ 1} = 0.

n→∞ 1≤k≤n

Theorem 1 [13] A simple nonatomic point process
N is a (nonhomogeneous) Poisson process if and only
if it has independent increments.
The following characterization result is generally
regarded as the first important result linking point
processes and martingales.
Theorem 2 [14] A simple point process N on + is
a Poisson process with continuous intensity measure
A if and only if N (t) − A(t) is an F N -martingale.

(6)

Thus,

0

Definition 3 is a very natural definition, but that does
not imply that it is the shortest and mathematically
most elegant. In fact, for a simple process (2) is
(almost) enough. Also, (1) is (almost) enough, as
follows.

.
. . . Nn,n

N (n) =

n


Nn,k

(7)

k=1

is a sum of point processes where each component
becomes asymptotically negligible.
This is, of course, a condition of a certain sparseness of the individual components, but it is not
enough to guarantee a Poisson limit. It holds, howd
ever, as in the case of random variables, that if N (n) →
some point process N as n → ∞ then N is infinitely
divisible. A point process N is called infinitely divisible if for each n there exists a point process Nn
such that N has the same distribution as the sum of
n independent copies of Nn . The theory of infinite
divisibility is an important part of the general theory
of point processes, and is thoroughly discussed by
Matthes et al. [10] and Kallenberg [8].

Poisson Processes
Let us go back to the question of ‘suitably’ sparse
point processes and Poisson limits. The following
theorem is due to Grigelionis [6].
Theorem 3 Let {Nn,k } be a null array of point processes and let N be a Poisson process with intensity
d
measure A. Then N (n) → N if and only if
lim

n


n→∞

P {Nn,k (t) ≥ 2} = 0 ∀ t ∈ 

k=1

and
lim

n→∞

n


P {Nn,k {I } ≥ 1}

k=1

= A{I } for all intervals I ⊂ ,
with A{∂I } = 0.
Let N be a point process with distribution Π ,
and denoted by Dp N , the point process obtained
by retaining (in the same location) every point of
the process with probability p and deleting it with
probability q = 1 − p, independently of everything
else. Dp N is called an independent p thinning of N
and its distribution is denoted by Dp Π . For a Poisson
process N with intensity α, it holds that Dp N is a
Poisson process with intensity pα. Similarly, for a
nonhomogeneous Poisson process intensity measure
A, it holds that Dp N is a Poisson process with
intensity measure pA. We will return to independent
p-thinning in connection with Cox processes.

The Cox Process
Let  be a random measure, that is, a measurable mapping from some probability space into
(M, B(M)). Thus, a random measure is defined
exactly like a point process with N replaced by M.
We shall think of a Cox process N as generated
in the following way: First, a realization A of a
random measure  is generated. Conditioned upon
that realization, N is a nonhomogeneous Poisson
process with intensity measure A.
Definition 4 Let  be a random measure with
distribution Π . A point process N is called a Cox
process if its distribution Π is given by

ΠA {B}Π {dA}, B ∈ B(N). (8)
Π {B} =
M

3

The idea of Cox processes – sometimes also called
‘doubly stochastic Poisson processes’ – was introduced by Cox [1]. Cramér [2] proposed Cox processes as models in risk theory. Detailed discussions
of Cox processes and their impact on risk theory are
to be found in [3, 4].
Let a random measure  with distribution Π and
 be independent of each
a standard Poisson process N
Ž is a Cox process
other. The point process N = N
with distribution Π according to 8.
Let , 1 , 2 , . . . be random measures with distributions Π, Π1 , Π2 , . . . and N, N1 , N2 , . . . with distributions Π , Π1 , Π2 , . . . be the corresponding
Cox processes.
In the terminology of point processes we say that
n converges in distribution to  functions f on M.
In connection with random measures, ‘converges in
distribution’ is almost equivalent to ‘convergence of
finite-dimensional distributions’.
In the following theorem, we collect some simple
properties of Cox processes:
Theorem 4
1. Π1 = Π2 if and only if Π1 = Π2 ,
d

d

2. n →  if and only if Nn → N ,
3. N is stationary if and only if  is stationary,
4. N is simple if and only if  is diffuse, that is, if
 has almost surely continuous realizations.
Cox processes are deeply related to independent
p-thinning.
Theorem 5 [11] A point process N is a Cox process
if and only if it can be obtained by independent pthinning for every p ∈ (0, 1).
Thus, a point process N is a Cox process if
and only if for each p ∈ (0, 1) there exists a point
process N1/p such that N and Dp N1/p have the same
distribution.
The following theorem is a far-reaching extension
of Theorem 5.
Theorem 6 [7] Let N1 , N2 , . . . be point processes
and let p1 , p2 , . . . ∈ (0, 1) be real numbers such that
limn→∞ pn = 0.
Then,
d

Dpn Nn → some point processN
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and

if and only if
d

κn (t) =

pn Nn → some random measure.
If we have convergence, it further holds that N is
a Cox process with underlying random measure .
A Cox process is a overdispersed relative of a
Poisson, as shown by the following theorem:
Theorem 7 Assume that E[(t)2 ] < ∞ for all t ∈
. Then,
E[N (t) − N (s)] = E[(t) − (s)]
and
Var[N (t) − N (s)] = E[(t) − (s)]
+ Var[(t) − (s)] for all s < t.

The Mixed Poisson Process
We will in this section restrict ourselves to processes
on + .
Definition 5 Let λ is a nonnegative random variable
with distribution U . A Cox process with underlying
random measure λ(t) = λt is called a mixed Poisson
process, MPP(U ).
Already in 1940, Ove Lundberg presented his thesis [9] about Markov point processes and, more
particularly, mixed Poisson processes. The mixed
Poisson processes have ever since played a prominent role in actuarial mathematics. Mixed Poisson
processes have mainly been studied by scientists with
their primary interests in either insurance or point
processes, and often those two groups seem not to
have been aware of each other. Not too seldom,
results originating in Ove Lundberg’s thesis have
been rediscovered much later. A detailed survey of
MPP is given by Grandell [5].
Let N be MPP(U ) and assume that U (0) < 1 in
order to avoid trivialities. Then N is a birth process
with marginal distributions pn (t) = P (N (t) = n) and
transition intensities κn (t) given by

  ∞
(λt)n −λt
( t)n − t
pn (t) = E
=
e
e dU ( )
n!
n!
0
(9)

∞ n+1 − t
e dU ( )
0
.
∞ n − t
e
dU ( )
0

(10)

Although Definition 5 is very natural, it is based on
distributions of point processes – a concept belonging
to the more recent development of stochastic processes. Ove Lundberg, essentially, defined a MPP in
the following way:
Definition 6 (Lundberg’s definition of a mixed
Poisson process) A birth process N is called a mixed
Poisson process, MPP(U ), if
 ∞
( t)n − t
pn (t) =
e dU ( )
n!
0
for all t ≥ 0 and some distribution U .
The most common choice of the distribution U
is certainly the gamma distribution. Then U ( ) has
density
u( ) =

βγ
Γ (γ )

γ −1 −β

e

,

≥ 0.

(11)

where γ and β are positive parameters and Γ (γ ) is
the Γ -function. The corresponding MPP N is called
a Pólya process.
The following characterization of the Pólya process is due to Lundberg [9].
Theorem 8 Let N be MPP(U ) with intensities κn (t).
The following three statements are equivalent:
1. N is a Pólya or a Poisson process,
2. κn (t) is, for any fixed t, linear in n,
3. κn (t) is a product of two factors, one depending
on n only and the other on t only.
A number of characterizations of MPP were given
by Lundberg [9]. It must be kept in mind that it is of
utmost importance to specify the class within which
the characterization holds.
Theorem 9 [9] Let N be a birth process with intensities κn (t) and marginal distribution pn (t). The following statements are equivalent:
1. N is a mixed Poisson process
2. κn (t) satisfy κn+1 (t) = κn (t) −
0, 1, . . .

κn (t)
f or n =
κn (t)

Poisson Processes
3. E[κN(t) (t) | N (s) = m] = κm (s) for 0 < s ≤ t
and m = 0, 1, . . .
  s m
s n−m
1−
4. P {N (s) = m|N (t) = n} = mn
t
t
for s ≤ t and m ≤ n.
Theorem 9 (3) is most remarkable. Let us assume
that κ0 (0) < ∞. Since N is Markovian we have
E[κN(t) (t)|N (s) = m] = E[κN(t) (t)|FN
t ]
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3. The times of the jumps in [0, t] given N (t) = n
are uniformly distributed for n ≥ 1 and t > 0, as
formally stated in (13).
Characterizations, as those above, are of great
theoretical but also of practical interest. In [5], a
number of other characterizations are found.

(12)
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Japanese Journal of Mathematics 34, 53–70.

6

Poisson Processes

(See also Ammeter Process; Beekman’s Convolution Formula; Claim Size Processes; Collective Risk Theory; Compound Process; Convolutions of Distributions; Cramér–Lundberg Asymptotics; Derivative Securities; Diffusion Approximations; Estimation; Failure Rate; Frailty; Graduation; Hidden Markov Models; Inflation Impact
on Aggregate Claims; Integrated Tail Distribution;
Lundberg Approximations, Generalized; Lundberg Inequality for Ruin Probability; Markov
Models in Actuarial Science; Operational Time;
Phase Method; Queueing Theory; Random Num-

ber Generation and Quasi-Monte Carlo; Reliability Classifications; Renewal Theory; Risk-based
Capital Allocation; Risk Process; Ruin Theory;
Severity of Ruin; Shot-noise Processes; Simulation Methods for Stochastic Differential Equations; Simulation of Risk Processes; Simulation
of Stochastic Processes; Stochastic Control Theory; Stop-loss Premium; Subexponential Distributions; Surplus Process; Cramér–Lundberg Condition and Estimate; Time of Ruin)
JAN GRANDELL

Probability Theory
A mathematical model for probabilities of random
events.

History
Gerolamo Cardano (1501–1576) seems to be the first
one to formulate a quantitative theory of probabilities
(or odds) in random games. In his book Liber de Ludo
Alea (The Book on Dice Games), he found the two
fundamental rules of probability theory. The addition
rule: the probability that at least one of two exclusive event occurs is the sum of the probabilities. The
multiplication rule: the probability that two independent events occur simultaneously is the product of
the probabilities. Cardano was a passionate gambler
and he kept his findings secret. His book was first
betrayed more than 100 years after his death, but in
1654 Pierre de Fermat (1601–1665) and Blaise Pascal (1623–1662) reinvented a model of probability.
The model of Fermat and Pascal takes its starting
point in a finite nonempty set  of equally likely
outcomes. If A is a subset of , then the probability P (A) of A is defined to be quotient |A|/||
where |A| denotes the number of elements in A.
The model of Fermat–Pascal was later extended (by
Huyghens, de Moivre, Laplace, Legendre, Gauss,
Poisson etc.) to the case where  is a finite or countable set of outcomes ω1 , ω2 , . . . with probabilities
p1 , p2 , . . . summing up to 1 and with the probability 
P (A) of the event A ⊆  defined to be the
sum
ωi ∈A pi . In 1656, the Dutch mathematician
and physicist Christaan Huyghens (1629–1695) visited Paris and learned about the findings of Fermat
and Pascal and he wrote the book De Rationiis in
Ludo Alea (How to Reason in Dice Games), which
became the standard textbook on probability theory
for many years. In his book, Huyghens introduces
the important notion of expectation: If the probabilities of winning a1 , . . . , an are p1 , p2 , . . . , pn ,
then according to Huyghens the expected winnings
(or in his words ‘the value of my chance’) equals
p1 a1 + · · · + pn an . Huyghens applies his notion of
expectation to solve a series of nontrivial probability
problems. For instance, consider the following problem: two players, say A and B, throw two dices on
the condition that A wins the game if he obtains six

points before B obtains seven points, and B wins if
he obtains seven points before A obtains six points. If
A makes the first throw, what is the probability that
A wins the game? Using his theory of expectation,
Huyghens obtains the (correct) solution that the probability is 30/61. Note that the problem is not covered
by the (extended) Fermat–Pascal model – there are
no upper limit for the number of games before the
decision and it is possible that the game never reaches
a decision. The insufficiency of the (extended) Fermat–Pascal model was accentuated in the first commercial application of probability; namely, insurance
companies that emerged in the seventeenth century
(ship insurance and life insurance).

Ship Insurance
A ship insurance company is faced with the problem to determine the probability that a given ship
will safely return from a journey. It is clear, that the
(extended) Fermat–Pascal model cannot be used to
give a reasonable estimation of this probability. However, the problem was solved by James Bernoulli
(1654–1705) in his book Ars Conjectandi (The Art
of Conjecturing) in which he proved the first version of the law of large numbers: If we observe
a series of independent outcomes of an event with
two outcomes ‘success’ and ‘failure’ such that the
probability of success is the same but unknown,
say p, then the frequency of successes; that is, the
number of successes divided by the total number
of observations, will approach the unknown probability p as the number of observations tends to
infinity.

Life Insurance
The first life insurances (called a tontine) were
usually of the form that a person payed a (large)
amount to the insurance company on the condition that he would receive a preset pension per
year from his, say 60th birthday, to his death. So
the tontine company was faced with the problem
of estimating the total pension to be paid the tontine holder. The problem was solved by Abraham
de Moivre (1667–1754) in his book Annuities on
Lifes, which was first published separately, and later
(1756) was included and extended in the third edition of his famous book Doctrine of Chances. The
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solution was based on a life table by Edmond Halley
(1656–1742).
The (extended) Fermat–Pascal model was insufficient for many of the probabilistic problems considered in the nineteenth century but in spite of that,
probability theory was successfully developed in the
nineteenth century – lacking a precise mathematical foundation – by Chebyshev, Markov, Lyapounov,
Maxwell, and many others. The breakthrough for
probability theory as a rigorous mathematical discipline came in 1933 with the book Grundbegriffe der
Wahrsheinlichkeitstheorie (The Foundation of Probability Theory) by Andrei Nikolaevich Kolmogorov
(1903–1987), where he formulated an (axiomatic)
model for probability theory, which today is used by
the vast majority of probabilists. Other models have
been suggested around the same time with the model
of von Mises as the most prominent.

Kolmogorov’s Model
This takes its starting points in three objects: A
nonempty set  (the set of all possible outcomes),
a set F of subsets of  (the set of all observable
events), and a function P (F ) (the probability of the
event F ) from F into the unit interval [0, 1]. The
triple (, F, P ) is called a probability space if it
satisfies the following two axioms:
(a)

(b)

 ∈ F and if F, F1 , F2 , . . . ∈ F is are sets in F,
then complement F c and the union F1 ∪ F2 ∪
· · · ∈ F.
P () = 1 and if F1 , F2 , . . . ∈ F are mutually
disjoint sets (i.e. Fi ∩ Fj = ∅ for all i  = j )
with
∞ union F = F1 ∪ F2 ∪ · · ·, then P (F ) =
i=1 P (Fi ).

A set F of subsets of the nonempty set  satisfying (a) is called a σ -algebra. The smallest σ -algebra
in the real line R containing all intervals is called
the Borel σ -algebra and a set belonging to the
Borel σ -algebra is called a Borel set. The notion of
a random variable was introduced by Chebyshev
(approx. 1860) who defined it to be a real variable
assuming different values with specified probabilities. In the Kolmogorov model, a random variable is
defined to be an F-measurable function X:  → R;
that is, {ω | X(ω) ≤ a} ∈ F for every real number
a ∈ R. If X is a random variable, then {ω | X(ω) ∈
B} ∈ F for every Borel set B ⊆ R and the probability

P (X ∈ B) expresses the probability that X takes values in the Borel set B. In particular, the distribution
function FX (a) := P (X ≤ a) expresses the probability that the random variable X is less than or equal
to a.

Conditional Probabilities
Let (, F, P ) be a probability space and let A, B ∈
F be given events such that P (B) > 0, then the
conditional probability of A given B is denoted P (A |
B) and defined to be the quotient P (A ∩ B)/P (B).
The conditional probability P (A | B) is interpreted
as the probability of A if we know that the event
B has occurred. If B0 , . . . , Bn ∈ F are given events
such that P (B1 ∩ · · · ∩ Bn ) > 0, we have (the general
multiplication rule; see [11]):
P (B0 ∩ B1 ∩ · · · ∩ Bn )
= P (B0 )

n


P (Bi | B0 ∩ · · · ∩ Bi−1 ).

(1)

i=1

Let B1 , B2 , . . . be a finite or countably infinite
sequence of mutually disjoint events such that B1 ∪
B2 ∪ · · · =  and P (Bi ) > 0 for all i. If A ∈ F is an
arbitrary event, we have (the law of total probability;
see [1–3, 7, 10]):
P (A) =



P (A|Bi )P (Bi ),

(2)

i

and we have (Bayes’ rule of inverse probabilities
see [2, 3, 7, 9]):
P (A | Bj )P (Bj )
P (Bj | A) = 
P (A | Bi )P (Bi )

∀ j.

(3)

i

Expectation and Conditional Expectation
If X is random variable, then
 its expectation Ɛ(X) is
defined to be the integral  X(ω)P
 ∞(dω) or equivalently to be the Stieltjes integral −∞ x dFX (x) provided that the integral exists. If X and Y are random
variables such that X has finite expectation, then the
conditional expectation Ɛ(X | Y = y) is defined to be
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the (almost surely unique) function h: R → R satisfying
 a
h(y) dFY (y)
−∞



=

X(w)P (w)
{Y ≤a}

∀ a ∈ R.

(4)

If (X, Y ) is discrete with probability mass function
pX,Y (x, y) and φ: R → R is a function such that
φ(X) have finite expectation, we have (see [9, 11])

Ɛ(φ(X) | Y = y) =


×

1
pY (y)

φ(x)pX,Y (x, y) if pY (y) > 0,

(5)

x:pX,Y (x,y)>0

and if (X, Y ) is continuous with density function
fX,Y (x, y) and φ: R → R is a Borel function
such that φ(X) have finite expectation, we have
(see [9, 11])

Ɛ(φ(X) | Y = y) =

×

1
fY (y)

∞

−∞

φ(x)fX,Y (x, y) dx if fY (y) > 0.

(6)

Characteristic Functions and Laplace
Transforms
Let X be a random variable. Then the function φ(t) =
Ɛ(eitX ) is well-defined for all t ∈ R and is called
the characteristic function of X and the function
L(z) = Ɛ(ezX ) is well-defined for all z ∈ DX and
is called the Laplace transform of X where DX is
the set of all complex numbers for which eX z has
finite expectation where z denotes the real part of
z. The characteristic function of X determines the
distribution function of X uniquely; that is, X and
Y have the same distribution function if and only if
X and Y have the same characteristic function (the
uniqueness theorem; see [8, 11]).

Kolmogorov’s Consistency Theorem
Suppose that we want to construct a model for
a parameterized system (Xt | t ∈ T ) of random
variables where the probabilities P ((Xt1 , . . . , Xtn ) ∈
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B) are specified for certain sets B ⊆ Rn and certain
parameter points t1 , . . . , tn ∈ T . If the specifications
contain no inconsistencies (in some precisely defined
sense), then Kolmogorov’s consistency theorem
(see [5, 11]) states that there exists a probability
space (, F, P ) and random variables (Xt | t ∈ T )
on  obeying the given specifications. This means
that every random system containing no inconsistent
specifications can be modeled within the Kolmogorov
framework and the theorem is one of the main reasons
for the (almost) global acceptance of the Kolmogorov
model.

Brownian Motion
Consider a Brownian particle starting at the origin
at time zero and let Xt denote the first coordinate
position of the particle at time t ≥ 0. According to
Albert Einstein (1905), we have that Xt is a random
variable satisfying (i) X0 = 0; (ii) Xt+s − Xt has a
normal distribution with expectation zero and variance sσ 2 where σ 2 is a positive number depending
on the mass and velocity of the particle and the viscosity of the fluid; (iii) Xt+s − Xt is independent
of Xt1 , . . . , Xtn for all 0 ≤ t1 < · · · < tn ≤ t ≤ t + s.
Then the specifications (i), (ii), and (iii) contain no
inconsistencies (in the sense of Kolmogorov) and
there exists a probability space (, F, P ) and random
variables (Xt | t ≥ 0) satisfying (i), (ii), and (iii). The
stochastic process (Xt | t ≥ 0) satisfying (i), (ii), and
(iii) is called a Brownian motion and it has numerous applications to physics, finance, (stock market
prices), genetics, and many other parts of natural
sciences.

The 0–1 Law
If (Xi | i ∈ I ) is a collection of random variables,
then σ (Xi | i ∈ I ) denotes the smallest σ -algebra
on  making Xi measurable for all i ∈ I , that is,
σ (Xi | i ∈ I ) is the set of all events which can be
expressed in terms of the random variables (Xi ).
Let X1 , X2 , . . . be a sequence of independent random variables; that is, P (X1 ≤ a1 , . . . , Xn ≤ an ) =

n
i=1 P (Xi ≤ ai ) for all n ≥ 2 and all a1 , . . . , an ∈
R. Let A be a given event satisfying A ∈ σ (Xi | i ≥
n) for all n ≥ 1; that is, A is an event defined in terms
of the Xi ’s but A does not depend on the values of
X1 , . . . , Xn for any fixed integer n ≥ 1. (For instance,
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the set of all ω for which Xn (ω) converges or the
set all ω for the averages (X1 (ω) + · · · + Xn (ω))/n
converges). Then the 0–1 law states that P (A) is
either 0 or 1. In other words, the 0–1 law states that
an event that only depends of the infinite future has
probability 0 or 1. The 0–1 law has been extended
in various ways to sequences of ‘weakly’ independent random variables (e.g. stationary sequences,
Markov chains, martingales etc.; see [2]).

The Borel–Cantelli Lemma
This is a special case of the 0–1 law. Let A1 , A2 , . . .
be a given sequence of events with probabilities
p1 , p2 , . . . and let A denote the event that infinitely
many of the events An ’s occurs (you may conveniently think of An as the event that we obtain
‘head’ in the nth throw with a coin having probability pn of showing ‘head’ and A as the event that
‘head’ occurs infinitely many times in the infinite
sequence of throws).
 Then the Borel–Cantelli lemma
states that (i) If ∞
n=1 pn < ∞, then
 P (A) = 0; (ii) if
A1 , A2 , . . . are independent and ∞
n=1 pn = ∞, then
P (A) = 1.

Convergence Notions
Probability deals with a number convergence notions
for random variables and their distribution functions.

Convergence in Probability
Let X, X1 , X2 , . . . be a sequence of random variables.
Then Xn → X in probability if P (|Xn − X| > δ) →
0 for all δ > 0; that is, if the probability that Xn
differs from X with more than any prescribed (small)
positive number tends to 0 as n tends to infinity.
If φ: [0, ∞) → R is any given bounded, continuous,
strictly increasing function satisfying φ(0) = 0 (for
instance, φ(x) = arctan x or φ(x) = x/(1 + x)), then
Xn → X in probability to X if and only if Ɛφ(|Xn −
X|) → 0.

that P (N ) = 0 and Xn (ω) → X(ω) for all ω ∈
/N
(in the usual sense of convergence of real numbers).
Convergence a.s. implies convergence in probability.

Convergence in Mean
If X, X1 , X2 , . . . have finite means and variances,
then Xn converge quadratic mean to X if Ɛ(Xn −
X)2 → 0. More generally, if p > 0 is a positive number such that |X|p and |Xn |p have finite expectations,
then Xn converges in p-mean to X if Ɛ|Xn − X|p →
0. If Xn converges to X in p-mean, then Xn converges in probability to X and Xn converges in
q-mean to X for every 0 < q ≤ p.

Convergence in Distribution
Let F, F1 , F2 , . . . be a sequence of distribution
functions on R. Then Fn converge in distribution
(or in law or weakly) to F if Fn (a) →
F (a) for every
a of F , or
 ∞ continuity point ∞
equivalently, if −∞ ψ(x)Fn (dx) → −∞ ψ(x)F (dx)
for every continuous bounded function ψ: R → R. If
FX , FX1 , FX2 , . . . denotes the distribution functions
of X, X1 , X2 , . . ., we say that Xn converges in
distribution (or in law or weakly) to X or to F if FXn
converges in distribution to FX or to F . We have
that Xn converges in distribution to X if and only
if Ɛf (Xn ) → Ɛf (X) for every bounded continuous
function f : R → R. If φ, φ1 , φ2 , . . . denote the
characteristic functions of X, X1 , X2 , . . ., we have
that Xn converges in distribution to X if and only if
φn (t) → φ(t) for all t ∈ R (the continuity theorem;
see [2, 5, 11]). If Xn converges in probability to
X, then Xn converges in distribution to X. The
converse implication fails in general. However, if
F, F1 , F2 , . . . are distribution functions such that Fn
converges in distribution to F , then there exist a
probability space (, F, P ) and random variables
X, X1 , X2 , . . . defined on (, F, P ) such that X
has distribution function F and Xn has distribution
function Fn for all n ≥ 1 and Xn converges a.s. and
in probability to X (Strassen’s theorem).

Convergence Almost Surely
Let X, X1 , X2 , . . . be a sequence of random variables.
Then Xn converge a.s. to X (where a.s. is an abbreviation of almost surely) if there exists a set N such

Convergence in Total Variation
If H : R → R is a function, we let |H |1 denote the
total variation of H ; that is, the supremum of the
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sums ni=1 |H (xi−1 ) − H (xi )| taking over all x0 <
x1 < · · · < xn . Let F, F1 , F2 , . . . be distribution functions on R. Then we say that Fn converges in total
variation to F if |F − Fn |1 → 0. Convergence in total
variation implies convergence in distribution.

Limits of Partial Sums
Let X1 , X2 , . . . be a sequence of random variables
and let Sn = X1 + · · · + Xn denote the partial sum.
Then there exists an abundance of theorems describing the limit behavior of Sn or an (Sn − bn ) for the
given sequences a1 , a2 , . . . and b1 , b2 , . . . of real
numbers with an := n−1 and an := n−1/2 as the most
prominent choices of an .

(Sn − bn )/sn converges in distribution to the standard
normal distribution. that is


1
(Sn − bn ) ≤ a
lim P
n→∞
sn
 a
1
2
= √
e−x /2 dx ∀ a ∈ R.
(7)
2π −∞
For instance, if X1 , X2 , . . . are independent with
the same distribution and with expectation µ and
variance σ 2 > 0 or if X1 , X2 , . . . are independent and
satisfy Lindeberg’s condition (see [3, 6, 11]):
lim

n→∞

sn−2

n 

i=1

{|Xi −µi |>sn }

(Xi − µi )2 dP

= 0,
(8)

The Law of Large Numbers

Q1

The law of large numbers is the first limit theorem in
probability theory and goes back to James Bernoulli
(approx. 1695) who called it the golden theorem.
The law of large numbers states that, under specified assumptions, the centered averages (Sn − bn )/n
converges to zero in probability or in p-mean (the
so-called weak laws) or almost surely (the so-called
strong laws). If X1 , X2 , . . . are independent and have
the same distribution function and the same finite
expectation µ, then (Sn − nµ)/n → 0 almost surely
(see [3, 5, 8, 11]). Let X1 , X2 , . . . be uncorrelated
random variables with finite expectations µ1 , µ2 , . . .
and finite variances σ12 , σ22 , . . . and let bn = µ1 +
· · ·
+ µn denote the partial sum of the expectations.
−3/2 2
σn < ∞ (for instance, if the variances
If ∞
n=1 n
are bounded), then
(Sn − bn )/n → µ almost surely
(see [11]). If n−2 ni=1 σi2 →•, then (Sn − bn )/n →
0 in quadratic mean and in probability.

for every  > 0 or if X1 , X2 , . . . are independent and
satisfy Lyapounov’s condition (see [3, 6, 11])
∃p > 2 so that lim

n→∞

The central limit theorem is the second limit theorem in probability theory and goes back to Abraham
de Moivre (approx. 1740). Suppose that X1 , X2 , . . .
have finite means µ1 , µ2 , . . . and finite positive variances σ12 , σ22 , . . . and let bn = µ1 + · · · + µn and
sn2 = σ12 + · · · + σn2 denote the mean and variance of
Sn = X1 + · · · + Xn . Then the central limit theorem
states that, under specified assumptions, we have that

n


Ɛ|Xi − µi |p

= 0.

i=1

(9)

The Law of the Iterated Logarithm
The law of the iterated logarithm is a modern limit
theorem and it describes the upper and lower limit
bounds of an (Sn − bn ) for specified constants an
and bn . For instance, if X1 , X2 , . . . are independent
random variables with the same distribution and with
finite expectation µ and finite and positive variance
σ 2 , then we have (see [3, 11])
lim sup
n→∞

The Central Limit Theorem

sn−p

lim inf
n→∞

Sn − nµ
2n log(log n)
Sn − nµ
2n log(log n)

= σ with probability 1,
= −σ with probability 1.
(10)

Suppose that µ = 0. Then the sum Sn represents
the cumulative winnings in a series of series of n
independent, identical, fair games and the law of the
iterated logarithm states that the cumulative winnings
Sn fluctuates between the numbers σ n log(log n)
and −σ n log(log n).
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The Arcsine Law
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Nn
sin(απ)
lim P
≤x =
n→∞
n
π
 x
×
y −α (1 − y)α−1 dy ∀ 0 ≤ x ≤ 1. (11)
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0
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Queueing Theory
The mathematical theory of congestion is associated with delays while waiting in a line or queue
for service in a system. Examples of such systems
include banks, post offices, and supermarkets as well
as telecommunication systems involving telephones,
computer networks, the Internet/the World Wide Web,
inventory, and manufacturing processes. The early
development of the field was motivated by telephone
systems and the ways in which they could be made
to operate more efficiently.
Much of the theory relies heavily on the use of
probability theory and stochastic processes, and as
such is widely viewed as a subfield of stochastic modeling and applied probability. There is also significant
interplay with other fields such as scheduling theory,
inventory theory, and insurance risk theory; it is a
central part of operations research.

Inside the system there may be only one
service facility, yielding a single-server queue,
or many facilities, yielding a complex queueing
network in which customers move around among the
facilities according to some specified route before
departing. Customers might really represent people
or, in telecommunication models, for example, might
denote signals or traveling packets of information.
Arriving customers might also be partitioned a priori
and along the way into classes and given different
priorities for servicing; this yields multiclass models.
In some situations, arrivals might even be turned
away due to limited capacity or a finite waiting
area; this yields loss models. Customers might get
impatient and leave early; this yields balking and
reneging models. Customers might return later after
having been lost or impatient; this yields retrial
models.

Measures of Performance and Little’s Law
Queueing Models
Analyzing a particular system’s congestion is usually
accomplished by using a queueing model, the
most general of which assumes that customers
C0 , C1 , C2 , . . . arrive at the system at random
times t0 < t1 < t2 < · · ·, require service of random
durations, and then depart at random times
t0d , t1d , t2d , . . . (not necessarily in the same order as
arrival). Competition for service among the customers
causes delays, and the total amount of time spent in
the system by Cn is defined by Wn = tnd − tn and
is called the sojourn time (or waiting time). Service
disciplines enforced by the system such as firstin-first-out (FIFO), last-in-first-out (LIFO), shortestjob-first (SJF), and processor sharing (PS) are rules
that describe the order or way in which customers
are selected for service from among those waiting
in queues within the system. Different disciplines
affect congestion in different ways, and in some
circumstances when possible, it is desirable to lower
congestion by searching for and then employing an
optimal discipline or control policy.
The evolution of the system state over time is
described by a stochastic process {Xt : t ≥ 0} taking
values in a general space, and it is of interest to
also consider the embedded discrete-time process
{Xtn− : n ≥ 0}, where Xtn− is the state as found upon
arrival by Cn .

Of intrinsic interest is measuring the average performance of the system. A fundamental ‘rule-of-thumb’
result is called Little’s law, denoted by l = λw,
which asserts that the time-average number of customers in the system (l) exists and is equal to the
time-average arrival rate of customers into the system (λ) times the average sojourn time of a customer (w) provided that both λ and w exist and
are finite. Letting Nt denote the number of customer
arrivals during the time interval (0, t], and
t
d
Lt = N
n=0 I {tn > t} the total number of customers
in the system at time t (I {A} denoting the indicator
function for the event A, equal to 1 if A occurs,
 t 0 if
1/t
not), the averages
are
defined
by
lim
t→∞
0 Ls ds,

limn→∞ 1/n nj=0 Wj , limt→∞ Nt /t. These limits are
defined almost surely along sample paths, and can
also be expressed as expected values with respect to
stationary distributions. Other more general laws in
the same spirit that relate time averages with customer averages are H = λG, and rate conservation
law (RCL).
Besides average performance, various deeper measures of performance include stationary or limitdistributions such as P (L = n) = limt→∞ 1/t
ing
t
P
(Ls = n) ds, n ≥ 0, (or limt→∞ P (Lt = n)) and
0
the associated moments E(Lk ), k ≥ 1, and transient
distributions such as P (Lt = n), n ≥ 0 and P (Wj ≤
x), x ≥ 0, for particular values of t and j.
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Single-server Queueing Model, Workload
The most basic queueing model is the FIFO singleserver queue, in which customers are served one at
a time, in the order of arrival, by a single server,
behind which a queue forms of unlimited size. Cn
arrives at time tn , brings a service time Sn (denoting
the length of time required of the server), and waits in
the queue if the server is busy. The server processes
service times at rate 1 unit per unit time. The delay of
Cn (time spent waiting in the queue before entering
service) is denoted by Dn and satisfies the recursion
Dn+1 = (Dn + Sn − Tn )+ , n ≥ 0,

(1)

where Tn = tn+1 − tn denotes the nth interarrival
time. Wn = Dn + Sn is the sojourn time.
Workload, Vt , denoting the sum of all remaining
service times (whole or partial) in the system at time
t, is defined by Vt = (Dn + Sn − (t − t
n ))+ , tn ≤
t
t < tn+1 , and satisfies the recursion Vt = N
n=0 Sn −
t
0 I {Vs > 0} ds, t ≥ 0. As is conventional, the sample paths are chosen to be cadlag (e.g. right-continuous with left-hand limits). An advantage of studying
workload is that it is insensitive to what discipline is
used, whereas delay is sensitive. Under FIFO, Dn is
the work found by Cn ; Dn = Vtn− .

Remaining Service Times
The equilibrium distribution of service is defined by
 x
P (Se ≤ x) = µ
P (S > y) dy, x ≥ 0. (3)
0

Se represents the stationary remaining service time
of a customer found in service. In renewal theory,
the equilibrium distribution arises as the stationary
excess or age distribution.

M/GI/1 Queue, PASTA

GI/GI/1 Queue and its Connection with
Random Walks
When service times form an independent and identically distributed (i.i.d.) sequence of r.v.’s with
distribution G(x) = P (S ≤ x), and, independently,
so do interarrival times with distribution A(x) =
P (T ≤ x) (e.g. arrival times form a renewal process), then the single-server model is denoted by
FIFO GI/GI/1 following Kendall’s notation in which
the first GI denotes ‘general independent’ interarrival
times, the second GI denotes ‘general independent’
service times, and the 1 denotes the single server.
The i.i.d. assumption and (1) imply that {Dn : n ≥ 0}
forms a Markov chain, and there are deep connections with random walks: For increments n =
Sn−1 − Tn−1 , n ≥ 1 and Xn = 1 + · · · + n , with
X0 = 0, we see that (1) defines the random walk Xn
reflected at the origin. Moreover, by expanding (1)
we conclude that if D0 = 0, then
d M = max X , n ≥ 0.
Dn =
n
j
0≤j ≤n

Consequently, the stationary distribution for delay,
P (D ≤ x) = limn→∞ P (Dn ≤ x), is given by M =
maxn≥0 Xn , the maximum of the random walk.
The stability condition, the condition ensuring that
P (D < ∞) = 1, is that the arrival rate λ = E(T )−1 is
less than the service rate µ = E(S)−1 , or equivalently,
that the random walk is of negative drift, E() < 0.
ρ = λ/µ is called the load or intensity to the queue,
and the stability condition is usually stated as ρ < 1.
We finally note that letting n → ∞ in (1) yields
the classic Lindley integral equation for stationary
x
delay P (D ≤ x) = −∞ P (D ≤ x − y)F (dy), where
∞
F (y) = −∞ G(y + x) dA(x).

(2)

The most famous and versatile of GI/GI/1 models
is the M/GI/1 queue (usually denoted by M/G/1)
in which arrivals form a Poisson process at rate
λ (M for memoryless or Markovian). In this case,
the Laplace transform of stationary FIFO delay
D is known explicitly through the celebrated Pollaczek–Khinchine formula
E(e−sD ) =

1−ρ
, s ≥ 0,
1 − ρE(e−sSe )

(4)

where E(e−sSe ) is the Laplace transform of the
equilibrium service-time distribution (recall (3)). An
alternative version of the above formula is Beekman’s convolution series. The simplest example
is when the service-time distribution is exponential,
d S, D has an
denoted by M/M/1, in which case Se =
−(µ−λ)x
, x ≥ 0, and
exponential tail, P (D > x) = ρe
{Lt : t ≥ 0} forms a birth and death continuous-time
Markov chain with a geometric stationary distribution
with parameter ρ; P (L = n) = (1 − ρ)ρ n , n ≥ 0.

Queueing Theory
Because of the Poisson arrivals, we can also
utilize the fundamental result Poisson Arrivals See
Time Averages (PASTA), which assert that timestationary quantities have the same distribution
as customer-stationary quantities: If arrivals are
Poisson, then the proportion of time that a queueing
system spends in a given state is equal to the
proportion of arrivals that find the
 t system in that
1/t
state. For example,
lim
t→∞
0 P (Vs ≤ x) ds =

limn→∞ 1/n nj=0 P (Dj ≤ x), because Dn = Vtn− ;
thus V and D are identically distributed when arrivals
are Poisson.
More precisely, PASTA holds along sample paths
for any queueing process {Xt : t ≥ 0} with a Poisson arrival process as long as a lack of anticipation
assumption holds: For every fixed t ≥ 0, the future
Poisson increments {Nt+s − Nt : s ≥ 0} are independent of the joint past {{Xu : u ≤ t}, {Nu : u ≤ t}}.

G/G/1 Queue
For a single-server queue the input ψ = {(tn , Sn ) :
n ≥ 0} more generally can be assumed a stationary ergodic marked point process (see for example [6]) and the model is then denoted by G/G/1 (G
for general stationary). In this case, when constructing Dn from (1), we use a point-stationary version
of ψ, meaning that we take a version for which
{(Tn , Sn ) : n ≥ 0} forms a stationary and ergodic
sequence, and P (t0 = 0) = 1 (also called a Palm version). We denote this version by {(Tn0 , Sn0 ) : n ≥ 0},
with (T 0 , S 0 ) denoting a generic such pair.
For the construction, the sequence is extended to
be two-sided stationary, {(Tn0 , Sn0 ) : −∞ < n < ∞},
yielding a two-sided stationary sequence of incre0
0
− Tn−1
. Then
ments 0n = Sn−1
d
Dn =
Mn(−) = max Xj(−) , n ≥ 0,
0≤j ≤n

(5)

d
D=
M (−) = max Xn(−) , where
n≥0

Xn(−) = 0−1 + · · · + 0−n , n ≥ 1, X0(−) = 0 (6)
is the random walk constructed by using the timereversed increments. We can explicitly construct a
stationary version of delay, {Dn0 : n ≥ 0}, by defining D00 = M (−) and then using the recursion (1) for
the construction of Dn0 , n ≥ 1. This method of using
reverse time to construct a stationary version is called
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Loynes’ method and applies to a variety of other simple queueing models that possess some monotonicity
structure.

Duality with Insurance Risk
For the FIFO G/G/1 model, if Dn (y) denotes delay
of Cn if D0 = y, then from (5) an equality can be
derived,
P (Dn (y) ≥ x) = P (Rn (x) ≤ y),

(7)

where Rn (x) denotes the surplus process or total
reserve of an appropriately defined insurance risk
business at time n. If initially, at time n = 0, the
reserve is R0 (x) = x ≥ 0. Recalling (6) and letting
Rnu (x) = x − Xn(−) define an unrestricted risk process (e.g. before ruin) and the time of ruin τ (x) =
def∞ if R u (x) > 0, n ≥
min{n ≥ 0 : Rnu (x) ≤ 0}, (τ =
n
0), the risk reserve process is given by Rn (x) =
u
Rn∧τ
(x) , and it has absorbing state 0. {Rn } is called the
dual risk process for the queue. Rn (x) starts at x and
moves step-by-step as the random walk Rnu (x), until,
if at all, it hits 0, in which case it stays there forever.
Service times for the queue correspond to claim sizes
for the risk model, and interarrival times for the queue
correspond to amounts of money earned per period
for the risk model due to a rate 1 premium. In the
GI/GI/1 case, both {Dn } and {Rn } form Markov processes, and the right hand side of (7) can in fact be
viewed as the definition of the transition probabilities
for the risk process, hence defining it.
Stability of the queueing model corresponds to
the fact that the risk business will get ruined with
certainty unless more money on average is earned
per period than lost by a claim, E(T 0 ) > E(S 0 ).
Letting y = 0, the duality becomes P (Dn ≥ x) =
P (Rn (x) ≤ 0) = P (τ (x) ≤ n), which by letting n →
∞ yields P (D ≥ x) = P (τ (x) < ∞), which nicely
expresses a stationary tail probability for a queueing
process as a ruin probability (first passage time
probability).
In the GI/GI/1 case, when the claim-size distribution is light-tailed, the classic Cramér–Lundberg
asymptotics, P (τ (x) < ∞) ∼ Ce−γ x , x → ∞ for
constants C, γ > 0, thus corresponds to a dual
light-tailed asymptotic for delay, P (D > x), and
when equilibrium claim-size Se is subexponential, the heavy-tailed approximation P (τ (x) < ∞) ∼
ρ/(1 − ρ)P (Se > x), x → ∞, corresponds to a dual

4

Queueing Theory

heavy-tailed approximation for delay. The M/GI/1
queue corresponds to the classic compound Poisson,
risk model.
In continuous time, the duality takes the
form P (Vt (y) > x) = P (Rt (x) < y), P (Vt > x) =
P (Rt (x) < 0), and P (V > x) = P (τ (x) < ∞),
where the unrestricted risk process in continuous time
is defined by

S−j , t ≥ 0,
(8)
Rtu (x) = x + t −
t−j ∈[−t,0)
u
and τ (x) = inf{t ≥ 0 : Rtu (x) < 0}; Rt (x) = Rt∧τ
(x) .
Here, however, we use a two-sided time-stationary
version of the input ψ to construct the two models (as
opposed to a point-stationary version). In particular,
P (t0 < 0) = 1 and −t0 has the equilibrium distribution for
 x point-stationary interarrival time; P (t0 ≤
x) = λ 0 P (T 0 > y) dy. It is well known in queueing theory that P (V > 0) = ρ since this is the longrun proportion of time that the server is busy. Thus,
when x = 0 the duality immediately yields the classic
result P (τ (0) < ∞) = ρ. The duality actually runs
deeper: If τ (0) < ∞, then letting X = Rτu(0)− denote
the reserve just before ruin time, and Y = |Rτu(0)+ |
the amount by which the reserve is ruined,

P (τ (0) < ∞, X > x, Y > y) = ρP (Se > x + y),
(9)
because the event {τ (0) < ∞, X > x, Y > y} is the
same (in distribution) as the event that in steady state,
the server is busy and the customer in service has a
remaining service time > x and has been in service
already for an amount of time > y: X is the excess
and Y is the age of the customer’s service time.
Duality between queues and risk generalizes
to stochastically monotone Markov processes
(Siegmund duality [5]), and to stochastically
monotone recursions [2, 4]. In the stochastically
monotone recursion approach in discrete time, the
idea is to consider any content process Vn+1 (y) =
f (Vn (y), Un ), n ≥ 0, defined recursively by a given
nonnegative function f (y, u) that in the y variable
is continuous and monotone increasing, and a given
stationary driving sequence {Un : −∞ < n < ∞}

taking values in a general space. The dual risk
process is then defined recursively by Rn+1 (x) =
g(Rn (x), U−n ), n ≥ 0 using the generalized inverse
of f, g(x, u) = inf{y ≥ 0 : f (y, u) ≥ x}, and the time
reversal of the driving sequence. f and g are dual
in that f (y, u) ≥ x if and only if g(x, u) ≤ y. Both
0 and ∞ are absorbing states for the risk process
because g(0, u) = 0 and g(∞, u) = ∞. It is now
possible for such a risk process to hit the value ∞
and stay there forever after. The G/G/1 duality is
the special case when f (y, u) = (y + u)+ , Un = 0n ;
g(x, u) = (x − u)+ , x > 0, g(0, u) = 0.
There are some further generalizations to multidimensional processes, but the theory is more complicated and involves stochastic geometry [3]. Some
general texts on queueing theory include [1] and [7].
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Random Number
Generation and
Quasi-Monte Carlo

we assume it is a constant, for simplicity). In other
words, the goal is to estimate

f (u) du,
(2)
µ=
[0,1]s

Introduction
Probability theory defines random variables and
stochastic processes in terms of probability spaces, a
purely abstract notion whose concrete and exact realization on a computer is far from obvious. (Pseudo)
random number generators (RNGs) implemented on
computers are actually deterministic programs, which
imitate to some extent, independent random variables
uniformly distributed over the interval [0, 1] (i.i.d.
U [0, 1], for short). RNGs are a key ingredient for
Monte Carlo simulations, probabilistic algorithms,
computer games, cryptography, casino machines, and
so on. In the section ‘Uniform Random Number Generators’, we discuss the main ideas underlying their
design and testing.
Random variates from nonuniform distributions
and stochastic objects of all sorts are simulated by
applying appropriate transformations to these fake
i.i.d. U [0, 1]. Conceptually, the easiest way of generating a random variate X with distribution function F
(i.e. such that F (x) = P [X ≤ x] for all x ∈ ) is to
apply the inverse of F to a U [0, 1] random variate U :
X = F −1 (U ) = min{x | F (x) ≥ U }.
def

(1)

Then, P [X ≤ x] = P [F −1 (U ) ≤ x] = P [U ≤ F (x)]
= F (x), so X has the desired distribution. This is the
inversion method. If X has a discrete distribution
with P [X = xi ] = pi , inversion can be implemented
by storing the values of F (xi ) in a table and using
binary search to find the value of X that satisfies (1).
In the cases in which F −1 is hard or expensive to
compute, other methods are sometimes more advantageous, as explained in the section ‘Nonuniform
Random Variate Generation’.
One major use of simulation is in estimating
mathematical expectations of functions of several
random variables, that is, multidimensional integrals. To apply simulation, the integrand is expressed
(sometimes implicitly) as a function f of s i.i.d.
U [0, 1] random variables, where s can be viewed as
the number of calls to the RNG required by the simulation (s is allowed to be infinite or random, but here

where f is a real-valued function defined over the unit
hypercube [0, 1]s and u = (u1 , . . . , us ) ∈ [0, 1]s . A
simple way of approximating µ is to select a point
set Pn = {u1 , . . . , un } ⊂ [0, 1]s and take the average
1
f (ui )
n i=1
n

µ̂n =

(3)

as an approximation. The Monte Carlo method (MC)
chooses the ui ’s as n i.i.d. uniformly distributed
random vectors over [0, 1]s . Then, µ̂n is an unbiased
estimator of µ. If f is also square integrable, then µ̂n
obeys a central-limit theorem, which permits one to
compute an asymptotically valid confidence interval
for µ, and the error |µ̂n − µ| converges to zero as
Op (n−1/2 ).
The idea of quasi-Monte Carlo (QMC) is to select
the point set Pn more evenly distributed over [0, 1]s
than a typical set of random points, with the aim
of reducing the error compared with MC. Important
issues are: How should we measure the uniformity of
Pn ? How can we construct such highly uniform point
sets? Under what conditions is the error (or variance)
effectively smaller? and How much smaller? These
questions are discussed in the section ‘Quasi-Monte
Carlo Methods’.

Uniform Random Number Generators
Following [11], a uniform RNG can be defined as
a structure (S, µ, f, U, g), where S is a finite set of
states, µ is a probability distribution on S used to
select the initial state s0 (the seed), f : S → S is the
transition function, U is the output set, and g: S → U
is the output function. In what follows, we assume
that U = [0, 1]. The state evolves according to the
recurrence si = f (si−1 ), for i ≥ 1, and the output at
step i is ui = g(si ) ∈ U . These ui are the random
numbers produced by the RNG. Because S is finite,
one must have sl+j = sl for some l ≥ 0 and j > 0.
Then, si+j = si and ui+j = ui for all i ≥ l; that is, the
output sequence is eventually periodic. The smallest
positive j for which this happens is the period length
ρ. Of course, ρ cannot exceed |S|, the cardinality of
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S. So ρ ≤ 2b if the state is represented over b bits.
Good RNGs are designed so that their period length
is close to that upper bound.
Attempts have been made to construct ‘truly random’ generators based on physical devices such as
noise diodes, gamma ray counters, and so on, but
these remain largely impractical and not always reliable. A major advantage of RNGs based on deterministic recurrences is the ability to repeat exactly the
same sequence of numbers – this is very handy for
program verification and for implementing variance
reduction methods in simulation (e.g. for comparing
similar systems with common random numbers) [1,
5, 10]. True randomness can nevertheless be used for
selecting the seed s0 . Then, the RNG can be viewed
as an extensor of randomness, stretching a short random seed into a long sequence of random-looking
numbers.
What quality criteria should we consider in RNG
design? One obvious requirement is an extremely
long period, to make sure that no wraparound over the
cycle can occur in practice. The RNG must also be
efficient (run fast and use little memory), repeatable
(able to reproduce the same sequence), and portable
(work the same way in different software/hardware
environments). The availability of efficient jumpingahead methods, that is, to quickly compute si+ν given
si , for any large ν, is also an important asset, because
it permits one to partition the sequence into long disjoint streams and substreams for constructing virtual
generators from a single backbone RNG [10, 22].
A long period does not suffice for the ui ’s to
appear uniform and independent. Ideally, we would
like the vector (u0 , . . . , us−1 ) to be uniformly distributed over [0, 1]s for each s > 0. This cannot be
formally true, because these vectors always take their
values only from the finite set s = {(u0 , . . . , us−1 ) :
s0 ∈ S}, whose cardinality cannot exceed |S|. If s0 is
random, s can be viewed as the sample space from
which vectors of successive output values are taken
randomly. Producing s-dimensional vectors by taking
nonoverlapping blocks of s output values of an RNG
can be viewed in a way as picking points at random
from s , without replacement. It seems quite natural,
then, to require that s be very evenly distributed
over the unit cube, so that the uniform distribution
over s is a good approximation to that over [0, 1]s ,
at least for moderate values of s. For this, the cardinality of S must be huge, to make sure that s can
fill up the unit hypercube densely enough. The latter

is in fact a more important reason for having a large
state space than just the fear of wrapping around the
cycle.
The uniformity of s is usually assessed by
figures of merit measuring the discrepancy between
the empirical distribution of its points and the uniform distribution over [0, 1]s [7, 19, 29]. Several
such measures can be defined and they correspond to
goodness-of-fit test statistics for the uniform distribution over [0, 1]s . An important criterion in choosing
a specific measure is the ability to compute it efficiently without generating the points explicitly, and
this depends on the mathematical structure of s .
This is why different figures of merit are used in
practice for analyzing different classes of RNGs. The
selected figure of merit is usually computed for a
range of dimensions, for example, for s ≤ s1 for some
arbitrary integer s1 . Examples of such figures of merit
include the (normalized) spectral test in the case of
multiple recursive generators (MRGs) and linear congruential generators (LCGs) [5, 9, 15] and measures
of equidistribution for generators based on linear
recurrences modulo 2 [12, 20, 34]. (These RNGs are
defined below.)
More generally, one can compute a discrepancy
measure for sets of the form s (I ) = {(ui1 , . . . , uis ) |
s0 ∈ S}, where I = {i1 , i2 , . . . , is } is a fixed set of
nonnegative integers. Do this for all I in a given
class I, and take either the worst case or some kind of
average (after appropriate normalization) as a figure
of merit for the RNG [18, 20]. The choice of I is
arbitrary. Typically, it would contain sets I such that
s and is − i1 are rather small.
After an RNG has been designed, based on sound
mathematical analysis, it is good practice to submit
it to a battery of empirical statistical tests that try
to detect empirical evidence against the hypothesis
H0 that the ui are i.i.d. U [0, 1]. A test can be
defined by any function T of a finite set of ui ’s,
and whose distribution under H0 is known or can be
closely approximated. There is an unlimited number
of such tests. No finite set of tests can guarantee,
when passed, that a given generator is fully reliable
for all kinds of simulations. Passing many tests may
improve one’s confidence in the RNG, but it never
proves that the RNG is foolproof. In fact, no RNG
can pass all statistical tests. Roughly, bad RNGs are
those that fail simple tests, whereas good ones fail
only complicated tests that are very hard to find and
run. Whenever possible, the statistical tests should be
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selected in close relation with the target application,
that is, T should mimic the random variable of
interest, but this is rarely practical, especially for
general purpose RNGs. Specific tests for RNGs are
proposed and implemented in [9, 21, 27] and other
references given there.
The most widely used RNGs are based on linear
recurrences of the form
xi = (a1 xi−1 + · · · + ak xi−k ) mod m,

(4)

for positive integers m and k, and coefficients al
in {0, 1, . . . , m − 1}. The state at step i is si =
(xi−k+1 , . . . , xi ). If m is a prime number, one can
choose the coefficients al ’s so that the period length
reaches ρ = mk − 1, which is the largest possible
value [9].
A multiple recursive generator uses (4) with a
large value of m and defines the output as ui = xi /m.
For k = 1, this is the classical linear congruential
generator. Implementation techniques and concrete
examples are given, for example, in [5, 15, 24] and
the references given there.
A different approach takes m = 2, which allows
fast implementations by exploiting the binary nature
of computers. The output can be defined as ui =

L
−j
for some positive integers s and
j =1 xis+j −1 m
L, yielding a linear feedback shift register (LFSR) or
Tausworthe generator [16, 29, 34]. This can be generalized to a recurrence of the form xi = Axi−1 mod
2, yi = Bxi mod 2, and ui = yi,0 /2 + yi,1 /22 + · · · +
yi,w−1 /2w , where k and w are positive integers, xi is a
k-dimensional vector of bits, yi = (yi,0 , . . . , yi,w−1 )T
is a w-dimensional vector of bits, and A and B are
binary matrices. Then, for each j, the bit sequence
{yi,j , i ≥ 0} obeys the recurrence (4) where the al
are the coefficients of the characteristic polynomial
of A [20]. This setup encompasses several types
of generators, including the Tausworthe, polynomial
LCG, generalized feedback shift register (GFSR),
twisted GFSR, Mersenne twister, and combinations
of these [20, 28].
Some of the best currently available RNGs are
combined generators, constructed by combining the
outputs of two or more RNGs having a simple structure. The idea is to keep the components simple so
that they run fast, and to select them carefully so that
their combination has a more complicated structure
and highly-uniform sets s (I ) for the values of s
and sets I deemed important. Such combinations are
proposed in [15, 16, 20], for example.
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Other types of generators, including nonlinear
ones, are discussed, for example, in [3, 9, 11, 13, 22,
34]. Plenty of very bad and unreliable RNGs abound
in software products, regardless of how much they
cost. Convincing examples can be found in [13, 17,
23], for example. In particular, all LCGs with period
length less than 2100 , say, should be discarded in my
opinion.
On the other hand, the following RNGs have
fairly good theoretical support, have been extensively tested, and are easy to use: the Mersenne
twister of [28], the combined MRGs of [15], and the
combined Tausworthe generators of [16]. A convenient software package with multiple streams and
substreams of random numbers, available in several
programming languages, is described in [22]. Further
discussion and up-to-date developments on RNGs
can be found in [9, 14] and from the web pages:
http://www.iro.umontreal.ca/∼lecuyer, http://random.
mat.sbg.ac.at, and http://cgm.cs.mcgill.ca/∼luc/.

Nonuniform Random Variate Generation
For most applications, inversion should be the method
of choice for generating nonuniform random variates.
The fact that it transforms U monotonously into X (X
is a nondecreasing function of U ) makes it compatible with major variance reductions techniques [1, 10].
For certain types of distributions (the normal, student,
and chi-square, for example), there is no close form
expression for F −1 but good numerical approximations are available [1, 6]. There are also situations
where speed is important and where noninversion
methods are appropriate. In general, compromises
must be made between simplicity of the algorithm,
quality of the approximation, robustness with respect
to the distribution parameters, and efficiency (generation speed, memory requirements, and setup time).
Simplicity should generally not be sacrificed for small
speed gains. In what follows, we outline some important special cases of noninversion methods.
The alias method is a very fast way of generating a variate X from the discrete distribution over
the finite set {x1 , . . . , xN }, with pi = P [X = xi ] for
each i, when N is large. It is not monotone, but generates random variates in O(1) time per call, after
a table setup, which takes O(N ) time. Consider a
bar diagram of the distribution, where each index i
has a bar of height pi . The idea is to ‘level’ the
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bars so that each has a height 1/N , by cutting off bar
pieces and transferring them to different indices. This
is done in a way that in the new diagram, each bar i
contains one piece of size qi (say) from the original
bar i and one piece of size 1/N − qi from another
bar whose index j, denoted by A(i), is called the
alias value of i. The setup procedure initializes two
tables A and R where A(i) is the alias value of i and
R(i) = (i − 1)/N + qi ; see [2, 10] for the details. To
generate X, take a U [0, 1] variate U, let i = N ·U ,
and return X = xi if U < R(i); X = xA(i) otherwise.
There is a version of the alias method for continuous
distributions; it is called the acceptance–complement
method [2].
Now suppose we want to generate X from a
complicated density f. Select another density r such
def
that f (x) ≤ t (x) = ar(x) for all x for some constant
a, and such that generating variates Y from the
density r is easy. Clearly, one must have a ≥ 1. To
generate X, repeat the following: generate Y from
the density r and an independent U [0, 1] variate U,
until U t (Y ) ≤ f (Y ). Then, return X = Y . This is
the acceptance–rejection method [2]. The number
R of turns into the ‘repeat’ loop is one plus a
geometric random variable with parameter 1/a, so
E[R] = a. Thus, we want a to be as small (close to
1) as possible, that is, we want to minimize the area
between f and the hat function t. In practice, there
is usually a compromise between bringing a close to
1 and keeping r simple. When f is a bit expensive
to compute, one can also use a squeeze function, q
which is faster to evaluate and such that q(x) ≤ f (x)
for all x. To verify the condition U t (Y ) ≤ f (Y ), first
check if U t (Y ) ≤ q(Y ), in which case there is no
need to compute f (Y ).
The acceptance–rejection method is often applied
after transforming the density f by a smooth increasing function T (e.g. T (x) = log x or T (x) = −x −1/2 )
selected so that it is easier to construct good hat
and squeeze functions (often piecewise linear) for
the transformed density. By transforming back to the
original scale, we get hat and squeeze functions for
f. This is the transformed density rejection method,
which has several variants and extensions [2, 26].
A variant of acceptance–rejection, called thinning,
is often used for generating events from a nonhomogeneous Poisson process. Suppose the process has
rate λ(t) at time t, with λ(t) ≤ λ for all t, where
λ is a finite constant. One can generate Poisson

pseudoarrivals at constant rate λ by generating interarrival times as i.i.d. exponentials of mean 1/λ. Then,
a pseudoarrival at time t is accepted (becomes an
arrival) with probability λ(t)/λ (i.e. if U ≤ λ(t)/λ,
where U is an independent U [0, 1]), and rejected
with probability 1 − λ(t)/λ. Nonhomogeneous Poisson processes can also be generated by inversion [1].
Besides the general methods, several specialized and fancy techniques have been designed for
commonly used distributions like the Poisson, normal, and so on. Details can be found in [1, 2, 6].
Recently, there has been an effort in developing automatic or black box algorithms for generating variates
from an arbitrary (known) density, based on acceptance–rejection with a transformed density [8, 25,
26]. Another important class of general nonparametric methods is those that sample directly from
a smoothened version of the empirical distribution
of a given data set [8, 10]. These methods shortcut
the fitting of a specific type of distribution to the
data. Perhaps the best currently available software
for nonuniform variate generation is [25].

Quasi-Monte Carlo Methods
The primary ingredient for QMC is a highly uniform
(or low-discrepancy) point set Pn to be used in (3).
The two main classes of approaches for constructing
such point sets are lattice rules and digital nets [4, 7,
19, 29, 30, 33]. The issue of measuring the uniformity
(or discrepancy) of Pn is the same as for the set s of
a RNG. Moreover, RNG construction methods such
as LCGs and linear recurrences modulo 2 with linear
output transformations can be used as well for QMC:
It suffices to take Pn = s in s dimensions, with
n = |s | much smaller than for RNGs. The same
methods can be used for measuring the discrepancy
of Pn for QMC and of s for RNGs. Point sets
constructed via an LCG and a Tausworthe generator
are actually special cases of lattice rules and digital
nets, respectively. A low-discrepancy sequence is an
infinite sequence of points P∞ such that the set
Pn comprised of the first n points of the sequence
have low discrepancy (high uniformity) for all n, as
n → ∞ [7, 29, 30]. With such a sequence, one does
not have to fix n in advance when evaluating (3);
sequential sampling becomes possible. Applications
of QMC in different areas are discussed, for example,
in [4, 18, 30].
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QMC methods are typically justified by worst-case
error bounds of the form
|µ̂n − µ| ≤ f − µ D(Pn )

(5)

for all f in some Banach space F with norm · .
Here, f − µ measures the variability of f, while
D(Pn ) measures the discrepancy of Pn and its definition depends on how the norm is defined in F. A
popular special case of (5) is the Koksma–Hlawka
inequality, in which the norm is the variation of f
in the sense of Hardy and Krause and D(Pn ) is the
rectangular star discrepancy. The latter considers all
rectangular boxes aligned with the axes and with a
corner at the origin in [0, 1]s , computes the absolute
difference between the volume of the box, and the
fraction of Pn falling in it, and takes the worst case
over all such boxes. This is a multidimensional version of the Kolmogorov–Smirnov goodness-of-fit test
statistic. Several other versions of (5) are discussed
in [4, 7, 30] and other references therein. Some of the
corresponding discrepancy measures are much easier to compute than the rectangular star discrepancy.
Like for RNGs, different discrepancy measures are
often used in practice for different types of point set
constructions, for computational efficiency considerations (e.g. variants of the spectral test for lattice rules
and measures of equidistribution for digital nets).
Specific sequences P∞ have been constructed with
rectangular star discrepancy D(Pn ) = O(n−1 (ln n)s )
when n → ∞ for fixed s, yielding a convergence
rate of O(n−1 (ln n)s ) for the worst-case error if
f − µ < ∞ [29, 34]. This is asymptotically better
than MC. But for reasonable values of n, the QMC
bound is smaller only for small s (because of the
(ln n)s factor), so other justifications are needed to
explain why QMC methods really work (they do!)
for some high-dimensional real-life applications. The
bound (5) is only for the worst case – the actual
error can be much smaller for certain functions. In
particular, even if s is large, f can sometimes be
well approximated by a sum of functions defined
over some low-dimensional subspaces of [0, 1]s . It
suffices, then, that the projections of Pn over these
subspaces has low discrepancy, which is much easier
to achieve than getting a small D(Pn ) for large s.
This has motivated the introduction of discrepancy
measures that give more weight to projections of
Pn over selected (small) subsets of coordinates [18,
19, 30].
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One drawback of QMC with a deterministic point
set Pn is that no statistical error estimate is available (and error bounds of the form (5) are practically
useless). Randomized QMC methods have been introduced for this reason. The idea is to randomize Pn
in a way that (a) each point of the randomized set is
uniformly distributed over [0, 1]s and (b) the high
uniformity of Pn is preserved (e.g. one can simply shift the entire point set Pn randomly, modulo
1, for each coordinate). Then, (3) becomes an unbiased estimator of µ and, by taking a small number
of independent randomizations of Pn , one can also
obtain an unbiased estimator of Var[µ̂n ] and compute
a confidence interval for µ [19, 32]. This turns QMC
into a variance reduction method [18, 19]. Bounds
and expressions for the variance have been developed (to replace (5)) for certain classes of functions
and randomized point sets [19, 32]. In some cases,
under appropriate assumptions on f, the variance has
been shown to converge faster than for MC, that
is, faster than O(1/n). For example, a scrambling
method introduced by Owen for a class of digital nets
gives Var[µ̂n ] = O(n−3 (ln n)s ) if the mixed partial
derivatives of f are Lipschitz [31]. Simplified (and
less costly) versions of this scrambling have also been
proposed [19].
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Random Variable
In intuitive terms, a random variable (r.v.) X is a
number, whose value is determined by random factors
(chance). For example, the exchange rate Euro/USD
next New Year or the number of car accidents in a
certain month and county.
In the car accident example, the month may be
in the past or in the future. In the first case, X is
then completely known, say X = 738, and rather than
as a r.v., one speaks of 738 as the outcome of the
r.v. X. We discuss the precise interpretation of such
issues in terms of the axioms for probability theory
at the end.
A r.v. is usually assumed to be real-valued, X ∈
, like in the above examples. However, in principle also, other sets of values are possible. The
most prominent example is multivariate r.v.s, X =
(X1 , . . . , Xd ) ∈ d (e.g. the set of exchange rates in
January, d = 31), which we treat in detail below.
Random variables are one of the most fundamental
concepts of probability theory and treated in any
elementary or intermediate textbook (e.g. [1, 2]).

function pX (x) = (X = x). A (absolutely) continuous r.v. is defined by the existence of a density, that
x
is, a function fX (x) such that FX (x) = −∞ fX (y) dy
for all x. Intuitively, this means that (x < X ≤
x + h) is of the order fX (x)h for small h.
The density and the probability mass function of
the two c.d.f.’s in Figure 1(a) and (b) are plotted in
Figure 1(c) and (d) respectively. The figure illustrates
that such plots are usually more informative than
those of the c.d.f.
A r.v. need not be either discrete or continuous.
For example, in reinsurance with stop-loss level a,
let 0 ≤ X ≤ a be the total payout of the insurance
company in a given year. Then (X = a) > 0 and
maybe (X = 0) > 0, but typically a density would
exist on (0, a).
For a continuous r.v., the hazard rate or failure
rate is defined by λX (x) = fX (x)/(1 − FX (x)). Intuitively, its interpretation is that the conditional probability (x < X ≤ x + h|X > x) is of order λX (x)h
for small h. The c.d.f. is retrieved
 inx terms of the
hazard rate by FX (x) = 1 − exp − 0 λX (y) dy .

Mean, Variance, Median etc.
Distribution Function, Density etc.
Let X ∈  be a real-valued r.v. The cumulative
distribution function (c.d.f., often denoted just as the
distribution function) is then the function FX (x) =
(X ≤ x) (the probability that X is at most x ) of the
real variable x.
Important properties of the c.d.f. are 0 ≤ FX (x) ≤
1; FX (x) has limit 0 as x → −∞ and 1 as x → ∞;
FX is nondecreasing (FX (x) ≤ FX (y) if x ≤ y); FX is
right continuous, that is, for any x one has FX (y) →
FX (x) as y ↓ x; FX has limits from the left, that is,
for any x there exists a number denoted FX (x−) such
that FX (y) → FX (x−) as y ↑ x (in fact, FX (x−) is
the probability (X < x) that X is strictly smaller
than x).
Two examples of a c.d.f. are given in Figures 1(a)
and (b). The figure illustrates two possibilities: a
r.v. may be continuous (the c.d.f. is continuous) or
discrete. The c.d.f. of a discrete r.v. increases by
jumps only and the set of jump points is finite (like
{0, 1, . . . , n} for a binomial (n, p) r.v.) or countable
(like {0, 1, . . .} for a Poisson r.v.). The characteristics
of the r.v. is then summarized in the probability mass

If X is a (real) r.v., the mean (or expected value or
expectation) is defined by
 ∞


xfX (x) dx



 −∞
in the continuous case
.
(1)
Ɛ(X) =


xpX (x) dx



 x:pX (x)>0
in the discrete case
A main reason for the importance of the concept is
the law of large numbers, stating that if X1 , X2 , . . .
are independent with the same distribution as X, then
the average (X1 + · · · + Xn )/n is close to Ɛ(X) for
large n.
Not all r.v.s have an expectation: the integral or
sum in the definition may be infinite (e.g. a Pareto r.v.
with α ≤ 1) or even undefined like for a Cauchy r.v.
One often thinks of Ɛ(X) as a number in the center of the distribution of X. However, there are other
candidates around, in particular (in the continuous
case) the median defined as the 50% quantile (see
below) and the mode, defined as the point where
the density of probability mass function attains its
maximum.
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Two examples of a c.d.f

If X is a r.v., so is a function Y = g(X) and
one has
 ∞


g(x)fX (x) dx



 −∞
in the continuous case
.
Ɛ(Y ) = Ɛg (X) =


g(x)pX (x) dx



 x:pX (x)>0
in the discrete case
(2)
In particular, taking g(x) = x n one obtains the nth
moment Ɛ(X n ) (again, existence may fail). The variance ar(X) (often denoted σ 2 or σX2 ) is defined
as Ɛ(X 2 ) − [Ɛ(X)]2 , and the standard deviation is
σ = σX = ar(X). One has σX2 ≥ 0 with equality if and only if (X = x0 ) = 1 for some x0 . The
variance (or rather the standard deviation) is usually interpreted as a measure of dispersion around
the mean, such that with high probability, X is at

most a few standard deviations away from the mean;
a quantitative justification is Chebycheff’s inequality,
stating that (|X − Ɛ(X)| > σX ) ≤ 1/ 2 .
The mean and the variance are the two first in
the sequence of cumulants of the r.v. In particular,
the third cumulant is Ɛ[X − Ɛ(X)]3 , and Ɛ[X −
Ɛ(X)]3 /σX3 is often used as a measure of the skewness
of the distribution of X.
For a continuous r.v., an α- quantile zα is defined
as the solution of FX (zα ) = α. One has (zα/2 <
X < z1−α/2 ) = α; for example, taking α = 2.5% this
gives an interpretation of (zα/2 , z1−α/2 ) as the ‘typical
range’ of X in the sense that with 95% probability,
X falls in this interval.
Finally, the transforms of a r.v. should be mentioned: the characteristic function Ɛ(eisX ), s ∈ ,
the moment generating function Ɛ(esX ), s ∈ , the
Laplace transform Ɛ(e−sX ), s ≥ 0, and in the discrete case, the probability generating function Ɛ(zX ),
0 ≤ z ≤ 1.

Random Variable

Multivariate Random Variables
We consider an d -valued r.v. X = (X1 , . . . , Xd )
(also referred to as a d- dimensional random
vector). We call X discrete if
pX (x) = 1 where
pX (x) = (X = x) (the point probability at x),
A) =
and continuous with density fx (x) if (X ∈
d
A fx (x) dx for all sufficiently simple A ⊆  .
Each Xk is a (one-dimensional) r.v., and its distribution is referred to as the k th marginal distribution
of X; more generally, marginal distributions refer to
subsets like (X2 , X3 , X6 ). Marginal distributions are
easily retrieved in terms of joint distributions. For
example, for 1 ≤ m < d
fX1 ,...,Xm (x1 , . . . , xm ) =
 ∞
 ∞
···
fX1 ,...,Xd (x1 , . . . , xd ) dxm+1 . . . dxd
−∞

−∞

(3)

3

like (X1 , X2 ) being uniform on the circle x12 + x22 =
1. The correlation (coefficient) is
Corr(X1 , X2 ) = √

Cov(X1 , X2 )
.
Var(X1 )Var(X2 )

(7)

One has −1 ≤ Corr(X1 , X2 ) ≤ 1, with equality, if
and only if there exists a1 , a2 , b such that a1 X1 +
a2 X2 = b with probability 1. Further concepts relevant in connection with dependence include copulas.

Transformations and Convolutions
An important result on the transformation of densities
deals with the density fY (y) of a 1–1 function
(transformation) Y = g(X) of X. Write
y = (y1 , . . . , yd ) = g(x1 , . . . , xd ),
J = det

∂yi
∂xj

(8)
i,j =1,...,d

in the continuous case, and similarly in the discrete case pX1 ,...,Xm (x1 , . . . , xm ) is obtained from
pX1 ,...,Xd (x1 , . . . , xd ) by summing over xm+1 , . . . , xd .
The random vector X = (X1 , . . . , Xd ) has independent components if

(det = determinant; J is the Jacobian). Then if J = 0
whenever fX (x) > 0, one has

(X1 ∈ A1 , . . . , Xd ∈ Ad ) =

One important application of (9) is to find the density of a function Y1 = g1 (X1 , X2 ) of (for simplicity) d = 2 r.v.s, say g1 (x1 , x2 ) = x1 /x2 or x1 x22 . One
then chooses a function g2 such that the correspondence (x1 , x2 ) ↔ (y1 , y2 ), where y2 = g2 (x1 , x2 ), is
1–1, finds the joint density fY1 ,Y2 (y1 , y2 ) of (Y1 , Y2 )
using
 (9) and finally the desired density fY1 (y1 ) of Y1
as fY1 ,Y2 (y1 , y2 ) dy2 .
For the important special cases Y1 = X1 + X2 or
Y1 = X1 − X2 with X1 , X2 independent, it is simpler
to apply the convolution formulas
 ∞
fX2 (x − x1 )fX1 (x1 ) dx1 ,
fX1 +X2 (x) =

(X1 ∈ A1 ) . . . (Xd ∈ Ad )

(4)

(one also just says that X1 , . . . , Xd are independent).
This is equivalent to
fX1 ,...,Xd (x1 , . . . , xd ) = fX1 (x1 ) . . . fXd (xd ).

(5)

pX1 ,...,Xd (x1 , . . . , xd ) = pX1 (x1 ) . . . pXd (xd )

(6)

in the continuous and discrete case respectively. Intuitively, X1 and X2 being independent means that
knowing the outcome x2 of X2 gives no information
for predicting X1 and vice versa.
The conditional density fX1 |X2 =x2 (x1 ) is defined
as fX1 ,X2 (x1 , x2 )/fX2 (x2 ); a further characterization
of independence is then fX1 |X2 =x2 (x1 ) = fX1 (x1 ) for
all x2 . Similarly for pX1 |X2 =x2 (x1 ).
A univariate measure of dependence between X1
and X2 is the covariance Cov(X1 , X2 ) = Ɛ(X1 X2 ) −
Ɛ(X1 )Ɛ(X2 ). More precisely, if X1 , X2 are independent then Cov(X1 , X2 ) = 0. In most specific cases,
Cov(X1 , X2 ) = 0 is also necessary for independence
(a notable case is the multivariate normal distribution). However, nonartificial counterexamples exist

fY (y) =

fX (x)
.
|J |

(9)

−∞


fX1 −X2 (x) =

(10)
∞
−∞

fX2 (x + x1 )fX1 (x1 ) dx1 .
(11)

Convergence of Random Variables
If X, X1 , X2 , . . . are r.v.s, Xn → X may have one of
several meanings: a.s., in probability, in distribution
(weakly), and so on, as treated in probability theory.
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Mathematical Definitions and Properties
We conclude by a mathematically more stringent
discussion of some of the topics treated above.
Let (, F, ) be a probability field. A r.v. in
the broadest sense is then a measurable mapping
X :  → ∗ from (, F) to (∗ , F∗ ), some other
measurable space (a set equipped with a σ -field). For
any ω ∈ , we denote X(ω) ∈ ∗ as the outcome
(realization) of X. The induced measure ∗ = °X −1
is the (probability) distribution of X.
If ∗ =  or d , one requires F to be the Borelσ -field B (the smallest σ field containing all open
sets) and speaks then of a real and multivariate r.v.
respectively. Thus, the distribution F (say) of X is a
probability measure on (, B) (one usually uses the
same letter for the distribution and the c.d.f., even if
the distribution is a measure and the c.d.f. a function).
Any probability measure on (, B) can be decomposed as F = F ac + F d + F s where the components

are nonnegative measures such that F ac is absolutely
continuous (has a density), F d is discrete and F s is
singular, that is, concentrated on a Lebesgue null set
without having positive mass at any single point.
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Random Walk

random walk; this case has been extensively studied,
but recent research tends to treat the general case, if
possible making no prior assumptions on F .

Introduction
Random walks are the simplest of all stochastic
processes; they include amenable examples of both
Markov processes and martingales, and indeed the
genesis of these two important classes of processes
can be found in their study. Their origins lie in
the first attempts to model gambling situations, and
they still have many useful modeling applications. In
actuarial mathematics, random walks occur widely
in ruin theory. In discrete time, the surplus process (see Statistical Terminology) (claims minus
premiums) may be modeled as a random walk. In
continuous time, the surplus observed at claim times
is a random walk, for example, for the Sparre Andersen model. In both cases, the ruin probability is
P (M > u), where u is the initial reserve and M
denotes the all-time maximum of the random walk.
The study of M also occurs in queueing theory, since
it has the same distribution as the waiting time in a
GI /G/1 queue.
Although the name has been hijacked by other
practitioners, the classical meaning of random walk
is that it is a discrete time random process, which
has stationary and independent increments, and we
will restrict ourselves to this interpretation. (The
corresponding continuous-time models are generally
referred to as Lévy processes.) We will also restrict
ourselves to the case that the walk takes values
in d , and often take d = 1, although there is a
vast literature about random walks taking values on
groups or other spaces.
We will denote the
random walk by S = (Sn , n ≥
0), where Sn = S0 + n1 Xr , the Xr being independent and identically distributed random vectors in d ,
and S0 being a constant, which we will take to be 0,
unless otherwise specified. It is then obvious that the
distribution of the process S is determined by F , the
distribution of the Xr . We will assume throughout
that the linear subspace spanned by the support of F
has dimension d; if this were not the case we could
consider the random walk restricted to a suitable subspace.
We think of Sn as being the position at time n of
a particle that makes a step Xr at times r = 1, 2, . . ..
In the special case that all the steps are of length
1, that is, P {|X1 | = 1} = 1, we say S is a simple

Recurrence and Transience
Since any random walk is a Markov chain, the
question of recurrence and transience immediately
arises. To analyze this we introduce the occupation
measure of S, which is the random measure

1{Sn ∈A} ,
(1)
N (A) =
n≥0

and the corresponding intensity, or renewal measure

P{Sn ∈ A}.
(2)
G(A) = E(N (A)) =
n≥0

Because any random walk is spatially invariant, we
expect that either all points will be recurrent or all
points will be transient; however, the exact formulation of this needs a little care. With Bxε = {y :
|y − x| < ε} denoting the ball of radius ε centered
at x, we say that
x is accessible if G(Bxε ) > 0

∀

x is mean recurrent if

G(Bxε ) = ∞

∀

x is recurrent if

N (Bxε ) = ∞

a.s.

ε > 0;
ε > 0;
∀

ε > 0;

Then it can be shown that no x ∈ d is either
a.s.
recurrent or mean recurrent and |Sn | →
∞, or the
set of all accessible points forms a closed additive
subgroup of d , and every accessible point is both
recurrent and mean recurrent. The random walk is
called transient in the first case and recurrent in the
second, and since 0 is always accessible, a criterion
to distinguish the two cases is that

P{|Sn | < ε} < ∞ for some ε > 0.
G(B0ε ) =
n≥0

(3)
From this it can easily be seen that if d = 1 and
µ = EX exists (here and later, we write X for X1 )
or d = 2 and E|X|2 < ∞, then the random walk is
recurrent if µ = 0 and transient if µ  = 0. Dealing
with the other cases is quite tricky, and requires the
following technical result, which is due to Chung and
Fuchs [4].
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Theorem 1 Let S be any random walk in d , and
fix any ε > 0. Then S is recurrent if and only if

1
R
dt = ∞.
(4)
sup
ε
1 − sE(eitX )
0<s<1 B0
One simple consequence of this is that if d ≥
3 then all truly d-dimensional random walks are
transient. However, if d ≤ 2 it does not seem to be
possible to give a more explicit criterion in terms
of F .

Ladder Times and Oscillation
From now on we take d = 1. It turns out that the
dichotomy between recurrent and transient random
walks is less fundamental than the dichotomy
between oscillating and nonoscillating random
walks. To explain these terms, we introduce the
important concept of ladder times. The first strict
increasing ladder time is the time of first entry into
the positive half-line, so it is defined by
T1(+) = min{n ≥ 1 : Sn > 0},

(5)

with the usual understanding that min φ = ∞. Of
course, T1(+) is a stopping time, so the process S (1) :=
{ST (+) +n − ST (+) , n ≥ 0} is a random walk distributed
1
1
as S. If we define
T2(+) = min{n ≥ 1 : Sn(1) > 0},

(6)

and repeat the process we get an independent, identically distributed
T1(+) , T2(+) , . . .. We call
n (+) sequence
(+)
th
Zn := 1 Tr the n increasing ladder time; if we
put Z0(+) ≡ 0 then by construction Z (+) = (Zn(+) , n ≥
0) is a random walk with nonnegative steps, that is, a
renewal process. Similarly we can define a renewal
process Z − on the basis of the first weak decreasing
ladder epoch
T1(−)

= min{n ≥ 1 : Sn ≤ 0}.

(7)

In the case in which P (T1(+) < ∞) = P (T1(−) <
∞) = 1, both these renewal processes are persistent,
lim supn→∞ Sn = +∞ and lim infn→∞ Sn = −∞ a.
s., and we say that the random walk oscillates. If
P (T1(+) < ∞) = 1 and P (T1(−) < ∞) < 1 then Z (+)
is persistent and Z − is terminating, limn→∞ Sn =
+∞ and infn≥0 Sn > −∞ a.s., and we say S drifts to

+∞. Similar conclusions follow if P (T1(−) < ∞) =
1 and P (T1(+) < ∞) < 1, when we say S drifts to
−∞. Recurrent random walks automatically oscillate, but there are also examples of transient random
walks that oscillate.
Is it possible to find a more explicit criterion
for oscillation/drift to ±∞? The first answer to this
question stems from the following fundamental result,
which was originally discovered by Sparre Andersen:
Theorem 2 The distribution of T1(+) is determined
by the sequence ρn = P (Sn > 0) through the formula

 ∞
 ρn
T1(+)
n
(8)
1 − E(s ) = exp −
s .
n
1
This beautiful and striking result implies, for example, that the distribution of the renewal process of
ladder times Z (+) is the same for every random walk
whose step distribution F is symmetric and gives zero
mass to the point 0, and is therefore the same as that
arising when S is ‘simple symmetric random walk’,
that is, F gives mass 1/2 to each of the points ±1.
Also, since there is an obviously analogous result
 ∞

 1 − ρn
T1(−)
n
1 − E(s ) = exp −
s , (9)
n
1
we get our first example of a fluctuation identity;
(+)

(−)

{1 − E(s T1 )}{1 − E(s T1 )} = 1 − s.

(10)

Of the various available proofs of (8), perhaps the
most illuminating is that which uses Feller’s Lemma;
see p. 412 of [8]. This is a combinatorial fact about
the effect on the ‘ladder variables’ of cyclically rearranging the steps in a deterministic path of length n.
Combining this with the cyclic exchangeability of the
paths of a random walk leads to
∞

P {Zn(+) = r}
P (Sn > 0)
=
,
r
n
1

n ≥ 1.

(11)

Since the left-hand side of this is the coefficient of
s n in
(+)
∞

{E(s T1 )}r

1

r

(+)

= log{1 − E(s T1 )},

we see that (11) and (8) are equivalent.

(12)
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It follows immediately from
(8) that P (T1(+) <
∞
+
∞) = 1, if and only if  := 1 n−1 ρn = ∞, and
(−)
−
similarly
∞ −1 P (T1 < ∞) = 1, if and only if  :=
1 n (1 − ρn ) = ∞; so we see immediately that S
oscillates if and only if  + =  − = ∞, and S drifts
to +∞(−∞) when  − < ∞,  + = ∞, ( + < ∞,
 − = ∞, respectively). Note also, from (10), that
 ± = ET1(∓) ≤ ∞, so in particular ET1(+) < ∞ when
S drifts to +∞, whereas ET1(+) = ET1(−) = ∞ when
S oscillates.
The problem of making this criterion completely
explicit was solved by Kesten [10] and Erickson
[7], who gave an appropriate integral test. They
also established the surprising fact that when EX + =
a.s.
∞, then actually the stronger
EX − = ∞, and Sn →
a.s.
−1
∞ is also valid.
statement that n Sn →

Spitzer’s Condition
It is easy to use (8) to check that T1(+) is in the domain
of attraction of a stable law of index ρ ∈ (0, 1), if
and only if the following, usually known as Spitzer’s
condition, holds:
n
1 ρr
−−−→ ρ as n → ∞.
(13)
n
Recalling that ρr = P (Sr > 0), we see that 13 says
−1
that
n n ENn → ρ, where Nn denotes the quantity
1 1(Sr >0) , the time S spends in the positive halfline up to time n. Thus, (13) is necessary for n−1 Nn
to have a limiting distribution, and one of the most
celebrated results about random walks asserts that
it is also sufficient. The easiest way to see this is
to note that when T1(+) is in the domain of attraction of a stable law of index ρ ∈ (0, 1), the arcsine
law of renewal theory applies, and asserts that if
Ln = max{Zr(+) : Zr(+) ≤ n}, then n−1 Ln converges
in distribution, the limit distribution being the generalized arcsine law of parameter ρ, which has density
hρ (x) =

sin πρ
,
πx ρ (1 − x)1−ρ

0 < x < 1.

(14)

It turns out that Ln , the time at which
max(0, S1 , . . . , Sn ) first occurs, has the same distribution, for each fixed n, as Nn . This distributional
fact is called the Sparre Andersen identity, and it can
also be explained by a combinatorial argument, this
time involving all the permutations of the first n steps
of the random walk. (See [8], p. 419). Putting these
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elements together it is not difficult to establish the
following:
Theorem 3 (The Arcsine Theorem for random
walks.) The quantity n−1 Nn has a limit distribution
as n → ∞ if and only if Spitzer’s condition (13)
holds, and then the limit distribution is given by (5) if
ρ ∈ (0, 1), and is degenerate at 0 or 1 respectively if
ρ = 0 or ρ = 1.
It would therefore be nice if we could decide
exactly when Spitzer’s condition holds. It obviously
holds with ρ = 1/2, when F is either symmetric,
or in the domain of attraction of a symmetric stable
law, in particular, when F has zero mean and finite
variance. It holds with ρ ∈ (0, 1)  = 1/2, when F is
in the domain of attraction of a nonsymmetric stable
law, and it holds with ρ = 1, 0 when S drifts to ±∞.
However, there are also examples when none of these
situations occur and yet Spitzer’s condition holds.
Notice also that in each of the examples listed above,
the apparently stronger condition ρn → ρ holds. In
[5] this was shown to not be an accident; in fact
for any ρ ∈ [0, 1] Spitzer’s condition is equivalent
to ρn → ρ. (The cases ρ = 0, 1 were settled in [2].)
The other major advance in this area is due to
Kesten and Maller, who found in [11] a necessary
and sufficient condition for ρn → 1, and hence for
Spitzer’s condition with ρ = 1, to hold. To state their
results, we introduce a truncated mean by
A(x) = E{X + ∧ x} − E{X − ∧ x}
 x
{1 − F (y) − F (−y)} dy,
=

(15)

0

and note that A(x) → µ as x → ∞ whenever µ
exists. Since the case when F has bounded support
is easily dealt with (P {Sn > 0} → 1 as n → ∞ ⇔
µ > 0), the main result is
Theorem 4 Assume that F has unbounded support;
then the following are equivalent;
P {Sn > 0} −−−→ 1 as n → ∞;
P

Sn −−−→ +∞ as n → ∞;
∃b(n) −−−→ ∞ with

P
Sn
−−−→ + ∞ as n → ∞;
b(n)

A(x)
−−−→ +∞ as x → ∞.
xF (−x)
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When these hold, b is regularly varying with index
1 at ∞.
One surprising feature here is that this result
precludes the possibility that any random walk could
grow asymptotically, in probability, like nγ with
0 < γ < 1. Another is that apart from the obvious
case that A(x) → µ ∈ (0, ∞), these conditions are
also compatible with A(x) → 0, when we must have
µ = 0, or A(x) → ∞.
An interesting complement to this result is due to
Griffin and McConnell [9], who showed that
lim P {SN(r) > 0} = 1,

r→∞

where

N (r) = min{n : |Sn | > r},

Ladder Heights and Wiener–Hopf
Factorization
To further develop these ideas, we need to introduce
the ladder height processes H (+) and H (−) , which are
defined by
(17)

and −H
are renewal
It is easy to see that H
processes, indeed {Z (+) , H (+) } and {Z (−) , −H (−) }
are bivariate renewal processes. Moreover, the argument that established (11) needs only minor changes
to show that
(+)

n ≥ 1, x > 0.

(18)

This is equivalent to another classical result, the
Spitzer–Baxter formula;

(+)

G(+) (x) =

∞

sn
1

n

∞


P {Hn(+) ∈ (0, x]},

n=0

G(−) (A) =

∞


P {−Hn(−) ∈ (0, x]}

(22)

n=0

are important quantities; one reason for this is that
when H (+) is proper, G(+) is a regular function
for the process got by killing S when it leaves
[0, ∞). (See [6].) Another reason is that in the case
a.s.
∞, when P (H (+) < ∞) < 1, the renewal
that Sn →
(+)
function G is a multiple of the distribution function
of the quantity M = supn≥0 Sn , viz.
∞


Theorem 5 For |s| < 1, θ ∈ ,
(+)

(or its distributional equivalent, F = F (+) + F (−) −
F (+) ∗ F (−) , where F (±) are the distributions of
H1(±) ,) which gets its name because it shows how
an arbitrary probability distribution on  can be
expressed in terms of two distributions supported
by + and its complement. Analytically, this seems
remarkable, but it is the probabilistic interpretation
behind it that is important; this is one of the many
important insights in [8].
The renewal functions associated with the processes H (+) and −H (−) , defined by

(−)

∞

P {Zn(+) = r, Hn(+) ∈ dx}
P (Sn ∈ dx)
=
,
r
n
1

1 − E(s T1 eiθH1 ) = exp −

Actually, this is a bivariate version, and the name
Wiener–Hopf factorization is sometimes reserved for
the spatial version of this,


 


(+)
(−)
1 − E eiθH1
,
1 − E(eiθX ) = 1 − E eiθH1
(21)

(16)

holds under exactly the same circumstances as (16);
for further developments in this area see [12].

Hn(+) = S(Zn(+) ), Hn(−) = S(Zn(−) ), n ≥ 0.

famous example of a fluctuation identity, viz. the
Wiener–Hopf factorization,

 (+)

(+)
1 − sE(eiθX ) = 1 − E s T1 eiθH1


 (−)
(−)
. (20)
× 1 − E s T1 eiθH1

E{eiθSn : Sn > 0}.
(19)

Using this together with its obvious analog
for weak decreasing ladders yields the most

Fn(+) (x)
G(+) (x)
n=0
P (M ≤ x) =
=
,
P (H (+) = ∞)
1 − F (+) (∞)
(23)
where Fn(+) is the n-fold convolution of F (+) ; as
mentioned in the introduction, this is important both
in actuarial mathematics and queueing theory.

5

Random Walk
In principle G(+) and G(−) are determined by
F
and F (−) , but there are several versions of the
connections between them. One such is
 ∞
F (+) {(x, ∞)} =
G(−) ( dy)
(+)

As for the second type, we have already seen that
(11) and (18) are probabilistic versions of (8) and
(19). They can both be deduced from
P (Sn ∈ dx; Cr )
P {Zn(+) = r, Hn(+) ∈ dx}
=
,
r
n
n ≥ 1, r ≥ 1, x > 0,
(27)

0

× {1 − F (x + y)}, x ≥ 0.

(24)

Its proof is immediate, once one has the duality
lemma, which asserts that
G(−) ( dx) =

∞


P {−Sn(−) ∈ dx, T1(+) > n};

where Cr denotes the event
{n is a ladder time in exactly r of the paths got by

(25)

n=0

this in turn follows from the simple observation that
for any fixed n the ‘dual path’ {Sn − Sn−m , 0 ≤ m ≤
n} has the same distribution as {Sm , 0 ≤ m ≤ n}. In
principle, (24) contains the same information as the
(spatial) Wiener–Hopf factorization, but, for certain
applications, in a more convenient form.
In many situations we would like to apply renewal
theorems to G(+) or G(−) , and it is therefore of interest to know when H1(+) and H1(−) have finite means. If
EX = 0, it follows easily from the Wiener–Hopf factorization that both these means are finite if and only
if EX 2 < ∞, but if EX 2 = ∞ it is a quite delicate
matter to determine when EH1(+) < ∞. The solution
to this problem involves another integral test on the
tails of F , and was given by Chow in the little known
paper [3].

cyclically permuting X1 , X2 , . . . , Xn }.
Actually, (27) is the essential content of Feller’s
lemma, although it is not stated explicitly in this
form. Recently, an alternative version of (27) has
been found (see [1]), which replaces the partition
{C1 , C2 , . . . , Cn } by a more meaningful one on the
basis of the number of ladder heights in [0, x), that
is, τx := min{k : Hk(+) ≥ x}; thus
P {Zn(+) = r, Hn(+) ∈ dx}
P (Sn ∈ dx; τx = r)
=
,
r
n
n ≥ 1, r ≥ 1, x > 0.
(28)
A nice application of this is the formula
P (Sn > 0) =

n

r=1

Further Fluctuation Identities
There are, on the one hand, more elaborate identities,
often expressed in terms of generating functions, and
on the other hand versions that make more direct
probabilistic statements. An example of the first type,
taken from [13], is
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Rare Event
A rare event may be defined either in a static or in a
dynamic setting.

Static Case
Here a rare event is simply an event A ∈ F in a
probability space (, F, P ) such that P (A) is small.
Say A is the event that the claims of an insurance
company in a given year exceed a large threshold, or
the event of ruin in a risk process.
Most often, the interest revolves around giving quantitative estimates for P (A). Obviously, this
depends crucially on the problem under study. However, in some situations, large deviations theory
provides an easy route: given the existence of a large
deviations rate function , one has under suitable
regularity, conditions that log P (A) is on the order
of − infx∈A (x).
The evaluation of P (A) often requires simulation.
However, crude Monte Carlo simulation (binomial
sampling) is typically not feasible because one needs,
at least, on the order of 1/P (A) replications to asses
just the order of magnitude of P (A), and many more,
N (A) such
say N  1/P (A), to get an estimate P

that the relative error
√ P (A)/Var(PN (A)) (which is
on the order of 1/ N P (A)) is reasonably small.
Thus, variance reductions methods are widely used
in practice, in particular, importance sampling where
 (in practice,
one samples from a different P, say P
this usually amounts to changing parameters in the
probability distributions in question) and weights
with the likelihood ratio. The efficiency crucially
. A first rule of thumb
depends on the choice of P
 to make P
(A) moderate, say 10 to
is to choose P
 as
90%. A more refined suggestion is to make P
much like P (·|A), the conditional distribution given
the rare event, as possible. See [4, 6], and for the
special problems associated with heavy tails see [3].

P (X0 = x) being small in stationarity), and so on.
The asymptotic stationarity implies that the rare event
will occur infinitely often (e.g. the event that the
claims of an insurance company in July exceeds five
times their expectation will be seen repeatedly though
rarely). Of interest is τ , the time of first occurrence
of the rare event, and the structure of the set S of
time points where the rare event occurs. The study of
these may, in cases like Xt > a, be seen as a topic
in extreme value theory. The result is typically that
τ has an approximative exponential distribution, and
that S, after a suitable scaling, looks like the set of
epochs of a Poisson process, possibly with a weight
associated to each point because of clustering effects;
see, for example, [1, 7] for Gaussian processes. The
same conclusion holds for many other types of rare
events in the wide class of regenerative processes;
see the survey in [2], Ch. VI.4, and (for sharpenings) [5], and may, in this setting, be understood from
the observation that the rare event will be preceded
by a large and geometric number of ‘normal’ cycles.
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Dynamic Case
Here, the setting is that of a stochastic process
{Xt } with discrete or continuous time, which is stationary or asymptotically stationary like an ergodic
Markov chain. Typical examples of rare events are
then exceedances of large levels (Xt > a), big jumps
(Xn − Xn−1 > b), visits to rare states x (defined by

Adler, R. (1990). An Introduction to Continuity, Extremes
and Related Topics for General Gaussian processes, Institute of Mathematical Statistics, Hayward, California, Lecture Notes – Monograph Series 12.
Asmussen, S. (2003). Applied Probability and Queues,
2nd Edition, Springer-Verlag, New York.
Asmussen, S., Binswanger, K. & Højgaard, B. (2000).
Rare events simulation for heavy-tailed distributions,
Bernoulli 6, 303–322.
Asmussen, S. & Rubinstein, R.Y. (1995). Steady-state
rare events simulation in queueing models and its complexity properties, in Advances in Queueing: Models,
Methods and Problems, J. Dshalalow, ed., CRC Press,
Boca Raton, Florida, pp. 429–466.
Glasserman, P. & Kou, S.-G. (1995). Limits of first
passage times to rare sets in regenerative processes,
Annals of Applied Probability 5, 424–445.
Heidelberger, P. (1995). Fast simulation of rare events
in queueing and reliability models, ACM TOMACS 6,
43–85.
Leadbetter, M.R., Lindgren, G. & Rootzén, H. (1983).
Extremes and Related Properties of Random Sequences
and Processes, Springer-Verlag, Berlin Heidelberg, New
York.

(See also Integrated Tail Distribution; Long Range
Dependence; Reliability Analysis; Ruin Theory;
Subexponential Distributions)
SØREN ASMUSSEN

Regenerative Processes

Classical Definition (CD). A stochastic process X =
{X(t): t ≥ 0} is called regenerative, if there is a
proper random variable R1 > 0 such that

Introduction

(a) {X(t + R1 ): t ≥ 0} is independent of {{X(t): t <
R1 }, R1 }, and
(b) {X(t + R1 ): t ≥ 0} is stochastically equivalent
to X.

A regenerative process is a stochastic process with
the property that after some (usually) random time,
it starts over in the sense that, from the random time
on, the process is stochastically equivalent to what it
was at the beginning.
In many applied fields such as telecommunications, finance, and actuarial science, important probability models turn out to be regenerative. Properties of
regenerative processes and the mathematical methods
used in their analysis are fundamental in the analysis
and understanding of these models.
For classical regenerative processes below, cycles
and cycle lengths are i.i.d. (independent and identically distributed). This assumption has been weakened over time. Now, processes satisfying the first
paragraph above are regarded as regenerative, without any independent assumptions.
Research on regenerative processes began in the
1950s, and earlier under the name recurrent events.
See [2] for a review and references, and [3] for an
advanced treatment, references, and chapter notes.
For the classical case and many applications, see
[4]. For a more advanced treatment and applications, see [1].
We introduce the classical case in the section
‘Classical Regenerative Processes’, present their
time-average properties in the section ‘Time-average
Properties, Classical Case’, and briefly treat more
advanced topics in the section ‘Existence of Limits;
Combining Processes’.

Classical Regenerative Processes
A stochastic process X = {X(t)} is a collection of
random variables, where time t belongs to some index
set T . More generally, X(t) may take values in some
general state space. X is continuous time for T either
(−∞, ∞) or [0, ∞), and discrete-time for T either
{. . . − 1, 0, 1, . . .} or {0, 1, . . .}. For discrete time, we
denote the process by {Xn }. Certain definitions and
results for continuous time have obvious discretetime versions; just restrict t to be an integer.

We call R1 a regeneration time or point, and
say that X regenerates or starts over at this point.
From (a), {X(t + R1 )} is independent of R1 and of
the past history of X prior to R1 . From (a) and
(b), {X(t + R1 )} is regenerative (because X is), with
regeneration time R2 that is independent of R1 , and
is distributed as R1 . (Note that R1 + R2 also is a
regeneration time for X.) In this manner, we obtain
an i.i.d. sequence of cycle lengths {Rn } and use
them to break up X into cycles or tours, {X(t): 0 ≤
t < R1 }, {X(t): R1 ≤ t < R1 + R2 }, . . ., that are i.i.d.
stochastic processes. {Rn } defines a renewal process
said to be embedded in X. When E(Rn ) < ∞, X is
called positive recurrent.
Some processes have property (a), and are regenerative from R1 on. Thus, the first cycle may be
different, depending on initial conditions. They are
called delayed regenerative, or just regenerative when
the distinction is not important. The first cycle has no
effect on time-average results; see details below.

Examples
Example 1 Let {Xn } be a countable-state, irreducible Markov chain, with initial state X0 = i.
When recurrent, it is regenerative, and regenerates
whenever it visits state i; for arbitrary state j , it
is delayed regenerative, and regenerates whenever it
visits state j . A positive-recurrent chain is positiverecurrent regenerative. A stochastic process may have
many regenerative processes.
Consider the process {f (Xn )}, for some function f ; for example, f (Xn ) = 0 for Xn even, and
f (Xn ) = 1 for Xn odd. Functions that are not one-toone usually destroy the Markov property, so {f (Xn )}
may not be a Markov chain. Nevertheless, {f (Xn )}
is regenerative whenever {Xn } is, with the same
regeneration points, and possibly additional ones,
and may even be regenerative when {Xn } is not
(trivially, suppose Xn+1 = Xn + 1, n ≥ 0). As this
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example illustrates, it is easily shown that functions
of regenerative processes are regenerative.
Example 2 (The GI /G/1 Queue). Let customer
Cn , with service time Sn , arrive at a single-server
queue at tn , 0 ≤ t1 ≤ t2 ≤ . . ., with interarrival times
Tn = tn+1 − tn , n ≥ 1. {Sn } and {Tn } are independent
i.i.d. sequences. Customers are served first-in-firstout. Let delay Dn of Cn be the time between tn and
when service on that customer begins. Sequence D =
{Dn }, determined by D1 = 0 and Dn+1 = max(0,
Dn + Sn − Tn ), n ≥ 1, is of fundamental importance
for this model. An associated continuous-time process
is V = {V (t)}, called the work-load (or virtual delay)
process, where V (t) is the sum of the remaining
service times of all customers in system at time t,
and Dn = V (tn −). When 0 ≤ E(Sn ) < E(Tn ) < ∞,
both D and V are known to be positive-recurrent
regenerative. Regeneration points for both processes
are successive (discrete or continuous) times, where
an arrival finds the system empty [1, 4].

Time-average Properties, Classical Case
As classical regenerative processes have i.i.d. cycles
and cycle lengths, their time-average properties are
elementary consequences of the renewal-reward
theorem (itself a consequence of the strong law of
large numbers), and the central limit theorem. We
initially assume that X(t) is a random variable.
For x and t ≥ 0, let Ix (t) = 1 if X(t) ≤ x, Ix (t)
= 0 otherwise. Define

1 t
X = lim
X(u) du,
(1)
t→∞ t 0
and

1
t→∞ t



P (X∞ ≤ x) = lim

t

Ix (u) du,

(2)

0

whenever these limits exist. These are time averages.
Equation (1) is a common performance measure; for
example, in queueing theory, such as in Example 2,
we have (customer) average delay for D, and (time)
average work-load for V. As we vary x, (2) is a distribution function that we call the limiting distribution
of X. For every x, it is the fraction of time that X
takes on values not exceeding x.
A useful property of regenerative processes is
that long-run averages may be found from properties
of a single cycle. For example, X is a ratio of

expectations: With probability one (w.p.1), limit (1)
exists, and equals the constant


R1

E
X=

X(t) dt
0

E R1

,

(3)

R
provided that R1 and E 0 1 |X(t)| dt each has finite
expectation. For complicated processes, however, the
expectations in (3) may be difficult to find.
Under the same conditions, limit (2) exists, and X
may be found from
X = EX∞ ,

(4)

the mean of (2). Using (4) is often easier than (3).
To illustrate, the limiting distribution for a positiverecurrent Markov chain in Example 1 is (through a
stationary analysis) the solution to a system of linear equations that are often easy to solve. We then
find X as a sum. In Example 2, an exact expression for D does not exist, except in special cases.
Through a stationary analysis, useful approximations
and bounds have been found for ED∞ , and hence for
D.
If regenerative process X is positive recurrent and
has nonnegative sample paths, (3) and (4) are valid,
even when infinite.
These results are valid for delayed regenerative
R
processes as well, provided that R1 and 0 1 |X(t)| dt
are finite random variables
 R +R w.p.1. In place of (3), we
now have X = E R11 2 X(t) dt/ER2 , provided that
 R +R
the expectations of R2 and R11 2 |X(t)| dt are finite.
Process Y, defined by Y (t) = f (X(t)) for some
function f , is regenerative (see the discussion at the
end of Example 1). When the conditions for (3) and
(4) hold for Y, these results apply directly to it. We
may also find Y from
Y = E f (X∞ ),

(5)

an attractive alternative when we have already found
the distribution of X∞ . The special case {Ix (t)} is
regenerative, a useful fact for deriving (4).
More generally (and more technically), if X is
positive-recurrent regenerative, A is an appropriate
subset of general state space S, and I {·} is the
indicator of event {·}, the limiting probability measure
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of X may be represented as


R1

I {X(t) ∈ A} dt
0
def
P (X∞ ∈ A) = π(A) =
ER1
 ∞
P (X(u) ∈ A, R1 > u) du
0
=
, (6)
ER1
E

where P (X∞ ∈ A) is the fraction of time X spends
in A. For any
 R (measurable) real-valued function f on
S, with E 0 1 |f (X(t))| dt < ∞, then w.p.1,

1 t
lim
f (X(u)) du = E f (X∞ )
t→∞ t 0
R
E 0 1 f (X(t)) dt
=
. (7)
E R1
If X is positive-recurrent regenerative, we can construct a unique stationary version of this process,
Xe = {Xe (t)}, where Xe is positive-recurrent regenerative and strictly stationary; in particular, Xe (t) has
the same distribution as X∞ , as in (6), for every t.
For details, see Chapter 8 and Section 10.3 of [3].
It turns out that Xe is a delayed version of X, with
first-cycle properties that may be obtained intuitively
as follows: Observe process X randomly, X(u), at
time u that is uniformly distributed on [0, t], and
look at the distribution of the remaining cycle and
cycle length. Now let t → ∞. Process X from u
on converges (weak convergence) to Xe , and the
remaining cycle length converges to an equilibrium
cycle length, Re say, with density re (x) = P (R1 >
x)/E(R1 ).

The Regenerative Method for Model Simulation
When computing X [or Y for Y above] is difficult by
any available method, it may be estimated by simulation. As many stochastic models are generated by
sequences of i.i.d. random variables, simulating them
is not difficult. Special-purpose computer packages
are available for this task. Whether in discrete or continuous time, however, the simulated values of these
processes are often highly correlated (think of successive customer delays at a heavily loaded queue),
and conventional statistical methods, which assume
independent observations, do not apply. The statistical analysis of simulation output has been studied

3

extensively. We now briefly describe the regenerative
method, which applies to the analysis of simulation
output when the underlying model is regenerative.
To estimate X for regenerative process X, we
simulate the process for (say) n cycles, generating
i.i.d. cycle lengths, R1 , R2 , . . ., and i.i.d. quantities
A1 , A2 , . . ., where for Z0 = 0 and Zj = R1 + · · · +
Z
Rj , Aj = Zjj−1 X(t) dt. Let
1
An =
Aj
n j =1
n

1
and R n =
Rj .
n j =1
n

(8)

The regenerative estimator of X is
 = A /R .
X
n
n
n

(9)

From the strong law of large numbers, An → EA and
 → X, w.p.1.
R n → ER, as n → ∞, and hence X
n
This is hardly a revelation, as (9) is simply a time
average over n cycles. As (9) is a ratio arithmetic
averages, where (Aj , Rj ), j ≥ 1, is an i.i.d. sequence
of random vectors, (9) is also called a ratio estimator. Ratio estimators arose in survey sampling and
other contexts, long before the regenerative method
existed. Interest in this method stems largely from
the following well-known theorem; it applies to ratio
estimators, however they arise.
Regenerative Central Limit Theorem.
ERj2 are finite,
√ 
n(X n − X)
⇒ N (0, 1),
√
V

as

If EA2j and

n → ∞, (10)

where ⇒ denotes convergence in distribution,
N (0, 1) is the standard normal distribution, and
V =

Var(Aj − XRj )
.
ERj2

(11)

However, we don’t know V . Fortunately, it is easy
to use (11) to estimate V ,
n
n =
V

n

 R )2
(Aj − X
n j
j =1

Zn2

.

(12)

n → V , w.p.1, and when V is replaced
As n → ∞, V
n in (10), we still get convergence to N (0, 1).
by V

4

Regenerative Processes

Existence of Limits; Combining Processes
In the positive-recurrent case, when does the following limit exist,
lim P (X(t) ∈ A),

t→∞

(13)

where A is an arbitrary (measurable) set of state
space S? We distinguish (13) from π(A), the fraction
of time X spends in A, which exists without any
additional conditions. It is readily shown that if (13)
exists, it must be π(A).
The investigation of (13) has a long history.
Toward this end, we condition on R1 , and use a
renewal argument to obtain a renewal equation for
P (X(t) ∈ A),
 t
Q(t − u) dm(u), (14)
P (X(t) ∈ A) = Q(t) +
0

where Q(t) = P (X(t) ∈ A, R1 > t), and m(t) is the
expected number of renewals (cycle completions)
in [0, t]. We can write m(t) = F (t) + F (2) (t) + . . .,
where F (j ) (t) denotes the j -fold convolution of
def P (R ≤ t).
F (t) =
1
As R1 is proper, Q(t) → 0 as t → ∞. When a
result called the key renewal theorem (KRT) applies
to the convolution in (14), the result is
 t
 ∞
Q(t) dt
Q(t − u) dm(u) =
lim
t→∞ 0
E(R1 )
0
= π(A).

(15)

The KRT (Key Renewal Theorem) applies when
F is nonlattice (lattice means that for some d >
0, P (R1 ∈ {0, d, 2d, . . .}) = 1), and Q is Directly
Riemann
Integrable (DRI). Loosely, DRI means that
∞
0 Q(t) dt is well defined as a Riemann-like integral
in terms of upper and lower sums over [0, ∞),
rather than
 tthe less restrictive condition that Riemann
integrals 0 Q(u) du exist and converge as t → ∞.
Even though Q(t) ≤ P (R1 > t), where the latter
is DRI, this does not ensure that Q is DRI. Limit
(15) exists under either of the following: (1) impose
topological conditions on S and the sample paths of
X, or (2) strengthen the nonlattice condition on F to
what is called spread out [1, 3].
In discrete time, aperiodic corresponds to nonlattice. In Example 1, aperiodic R1 is required to ensure
that as n → ∞, the limit of P (Xn = j ) exists.

The distinction between regenerative and delayed
regenerative is important for the existence of (13).
It also turns out that lattice/nonlattice and periodic/aperiodic distinctions are important for timeaverage behavior when complex processes are constructed from simpler ones, as we now illustrate.
Example 3 Let a ball move between states 0, 1, . . .
as a discrete-time Markov chain, with transition
probabilities pij = P (Xn+1 = j |Xn = i). Let p01 =
1, pi,i+1 = p, and pi,i−1 = 1 − p, for i ≥ 1. This
chain is irreducible and periodic with period d = 2.
Assume p < 1/2, so it is positive recurrent. Now,
suppose we have two balls that move independently
of each other, each as a Markov chain with this structure. At time n, let Xn be the position of ball #1
and Yn be the position of ball #2. {(Xn , Yn )} is a
Markov chain, but it is not irreducible. For example,
if X0 = 0 and Y0 = 1 (or any odd-numbered state),
we never have Xn = Yn . There are two communication classes, depending on whether Xn − Yn is even
or odd. {(Xn , Yn )} is regenerative for any fixed initial
state, but different initial states can lead to different
limiting (in a time-average sense, and also stationary)
distributions. For any initial state, the limiting distribution of vector-valued process {(Xn , Yn )} is not the
product of the marginals, even though the balls move
independently. On the other hand, if pii =  > 0,
where p and 1 − p are reduced proportionately, the
original chains are aperiodic, the joint chain is irreducible, the marginal distributions are unaltered, and
the joint distribution is the product of the marginals.
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Reliability Analysis
In reliability analysis, one is interested in studying the
reliability of a technological system being small or
large. As examples of small systems, we have washing machines and cars, whereas tankers, oil rigs, and
nuclear power plants are examples of large systems;
see marine insurance, nuclear risks. By the reliability of a system, we will mean the probability that it
functions as intended. It might be tacitly assumed that
we consider the system only for a specified period
of time (for instance, one year) and under specified
conditions (for instance, disregarding war actions and
sabotage). Furthermore, one has to make clear what is
meant by functioning. For oil rigs and nuclear power
plants, it might be to avoid serious accidents, see
accident insurance, such as a blowout or a core-melt.
It should be acknowledged that the relevance
of reliability theory to insurance was pointed out by
Straub [27] at the start of the 1970s. In his paper, he
applies results and techniques from reliability theory
to establish bounds for unknown loss probabilities. A
recent paper by Mallor & Omey [14], is in a way,
in the same spirit. Here, the objective is to provide a
model for a single component system under repeated
stress. Fatigue damage is cumulative, so that repeated
or cyclical stress above a critical stress will eventually
result in system failure. In the model, the system is
subject to load cycles (or shocks) with random magnitude A(i) and intershock times B(i), i = 1, 2, . . ..
The (A(i), B(i)) vectors are assumed independent.
However, the authors make the point that another
interpretation can be found in insurance mathematics. Here A(i) denotes the claim size of the ith claim,
whereas the B(i)’s denote interclaim times, see claim
size process, claim number process. In this case,
they study the time until the first run of k consecutive critical (e.g. large) claims and the maximum
claim size during this time period.

The scope of the present article is quite different from the ones of these papers. We will present
reliability analysis, in general, having the following
two main points of view. Reliability analysis is a
very helpful tool in risk assessment when determining the insurance premiums for risks, especially of
rare events, associated with large systems consisting of both technological and human components.
Furthermore, reliability analysis is relevant in risk
management of any technological system, the aim
now being to say something helpful on how to avoid
accidents. This is an area of growing importance representing an enormous challenge for an insurance
company.
It is a characteristic of systems that they consist
of components being put together in a more or less
complex way. Assume the system consists of n components and introduce the following random variables
(i = 1, . . . , n)

1 if the ith component functions at t
Xi (t) =
(1)
0 otherwise,
and let X(t) = (X1 (t), . . . , Xn (t)). The state of the
system is now uniquely determined from X(t) by

1 if the system functions at t
φ(X(t)) =
(2)
0 otherwise
φ(·) is called the structure function. Note that it is
assumed that both the components and the system are
satisfactorily described by binary random variables.
Barlow & Proschan [3], is the classical textbook in
binary reliability theory. [6] is a nice expository paper
on reliability theory and its applications until 1985.
As an illustration, consider a main power supply
system of a nuclear power plant given in Figure 1.
The system consists of two main branches in parallel providing power supply to the nuclear power
plant. The system is working if and only if there is
at least one connection between S and T. Component
1 represents off-site power from the grid, whereas
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Figure 1

Main power supply system of a nuclear power plant
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component 6 is an on-site emergency diesel generator. Components 2 and 3 are transformers while 4, 5
and 7 are cables (including switches, etc.). It is not
too hard to be convinced that the structure function
of the system is given by
φ(X (t)) = 1 − {1 − X1 (t)
× [X2 (t) + X3 (t) − X2 (t)X3 (t)]
× [X4 (t) + X5 (t) − X4 (t)X5 (t)]}
× {1 − X6 (t)X7 (t)}

(3)

Now let (i = 1, . . . , n)
pi (t) = P (Xi (t) = 1) = EXi (t),

(4)

which is called the reliability of the ith component
at time t. The reliability of the system at time t is
similarly given by
hφ (t) = P (φ(X(t)) = 1) = Eφ(X(t))

(5)

If especially X1 (t), . . . , Xn (t) are stochastically independent, we get by introducing p(t) = (p1 (t), . . . ,
pn (t)) that hφ (t) = hφ (p(t)). For this case, for the
power supply system of Figure 1, we get from (5),
(3), (4)
hφ (t) = 1 − {1 − p1 (t)[p2 (t) + p3 (t) − p2 (t)p3 (t)]
× [p4 (t) + p5 (t) − p4 (t)p5 (t)]}
× {1 − p6 (t)p7 (t)}.

(6)

For large n, efficient approaches are needed such as
the technique of recursive disjoint products, see [1].
For network systems the factoring algorithm can be
very efficient, see [24].
If X1 (t), . . . , Xn (t) are stochastically dependent,
hφ (t) will also depend on how the components function simultaneously. In this case, if only information
on p(t) is available, one is just able to obtain upper
and lower bounds for hφ (t), see [17]. The same is
true, if n is very large, even in the case of independent components. Dependencies between component
states may, for instance, be due to a common but
dynamic environment; see the expository paper [25]
in which the effects of the environment are described
by a stochastic process.

In reliability analysis, it is important not to think
of systems just as pure technological ones. Considering the breakdown of the Norwegian oil rig
Alexander Kielland in 1980, where 123 persons lost
their lives, one should be convinced that the systems of interest consist of both technological and
human components. The same conclusion is more
obvious when considering the accident at the Three
Mile Island nuclear power plant in 1979 and even
more the Chernobyl catastrophe in 1986, see [22].
Until now systems have often been designed such
that the technological components are highly reliable, whereas the human components operating and
inspecting these are rather unreliable. By making less
sophisticated technological components, which can
be operated and inspected by the human components
with high reliability, a substantial improvement of
overall system reliability can be achieved. It should,
however, be admitted that analyzing human components is very different from analyzing technological
ones, see [28]. Similarly, software reliability is a
branch of reliability analysis having special challenges, see [26].
In risk management improving the safety of a
system is essential. We then need measures of the relative importance of each component for system reliability, see [20]. Barlow & Proschan [4] suggested
that the most important component is that having
the highest probability of finally causing system failure by its own failure. Natvig [19] has developed a
theory supporting another measure. Here, the component whose failure contributes most to reducing the
expected remaining lifetime of the system is the most
important one. The latter measure obviously is constructed to improve system life expectancy, whereas
the first one is most relevant when considering accident scenarios. It should be noted that the costs of
improving the components are not entering into these
measures.
The journal Nature, published an article [16] on
an incident coming close to a catastrophe, which
occurred in 1984 in a French pressurized water reactor at Le Bugey, not far from Geneva. Here it is
stated: ‘But the Le Bugey incident shows that a whole
new class of possible events had been ignored –
those where electrical systems fail gradually. It shows
that risk analysis must not only take into account
a yes or no, working or not working, for each
item in the reactor, but the possibility of working
with a slightly degraded system.’ This motivates the
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so-called multistate reliability analysis, where both
the components and the system are described in a
more refined way than just as functioning or failing.
For the power supply system of Figure 1, the system state could, for instance, be the number of main
branches in parallel functioning. The first attempts
at developing a theory in this area came in 1978,
see [5, 9]. Further work is reported in [18]. In [23]
multistate reliability analysis is applied to an electrical power generation system for two nearby oil
rigs. The amount of power that may possibly be
supplied to the two oil rigs are considered as system states. The type of failure at Le Bugey is also
an example of ‘cascading failures’; see the recent
paper [12].
The Chernobyl catastrophe provided new data on
nuclear power plants. What type of theory do we have
to benefit from such data in future risk analyzes in
the nuclear industry? The characteristic feature of
this type of theory is that one benefits both from
data for the system’s components and for the system itself. Furthermore, owing to lack of sufficient
data, one is completely dependent on benefiting from
the experience and judgment of engineers concerning the technological components and on those of
psychologists and sociologists for the human components. This leads to subjectivistic probabilities and
hence to Bayesian statistics. A series of papers on the
application of the Bayesian approach in reliability are
given in [2]. In [7], hierarchical Bayes procedures are
proposed and applied to failure data for emergency
diesel generators in US nuclear power plants. A more
recent Bayesian paper with applications to preventive
system maintenance of interest in risk management
is [11].
A natural starting point for the Bayesian approach
in system reliability is to use expert opinion and
experience as to the reliability of the components.
This information is then updated by using data on
the component level from experiments and accidents.
On the basis of information on the component level,
the corresponding uncertainty in system reliability is
derived. This uncertainty is modified by using expert
opinion and experience on the system level. Finally,
this uncertainty is updated by using data on the system level from experiments and accidents. Mastran
& Singpurwalla [15] initiated research in this area in
1978, which was improved in [21]. Recently, ideas
on applying Bayesian hierarchical modeling, with
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accompanying Markov Chain Monte Carlo methods, in this area have turned up, see [13].
It should be noted that the use of expert opinions is actually implemented in the regulatory work
for the nuclear power plants in the United States,
see [8]. A general problem when using expert opinions is the selection of the experts. Asking experts
technical questions on the component level as in [10],
where the consequences for the overall reliability
assessment on the system level are less clear, seems
advantageous. Too much experts’ influence directly
on system level assessments could then be prevented.
Finally, it should be admitted that the following
obstacles may arise when carrying through a reliability analysis of a large technological system:
1. lack of knowledge on the functioning of the
system and its components
2. lack of relevant data
3. lack of knowledge on the reliability of the human
components
4. lack of knowledge on the quality of computer
software
5. lack of knowledge of dependencies between the
components.
These obstacles may make it very hard to assess
the probability of failure in a risk assessment of
a large technological system. However, still a risk
management of the system can be carried through,
by using reliability analysis to improve the safety of
the system.
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Reliability Classifications
Distributions are fundamental to probability and
statistics. A lot of distributions have been proposed
in theory and application. In reliability, distributions
of nonnegative random variables that are called life
distributions, are used to describe the behaviors of the
lifetimes of devices and systems while in insurance
these life distributions are basic probability models
for losses or risks. Exponential, gamma, Pareto,
and Weibull distributions are examples of the life
distributions often used in reliability and insurance.
Although each distribution has a unique functional
expression, many different distributions share the
same distributional properties. For example, a gamma
distribution has a moment generating function and
hence is a light-tailed distribution while a Pareto
distribution has no moment generating function and
hence is a heavy-tailed distribution. However, if
the shape parameter of a gamma distribution is
less than one, both the gamma distribution and
the Pareto distribution have decreasing failure rate
functions. Indeed, to obtain analytic properties of
distributions and other related quantities, distributions
are often classified by interesting quantities or
criteria. In reliability, life distributions are usually
classified by failure rates and mean residual lifetime,
and equilibrium distributions or integrated tail
distributions. Various classes of life distributions
have been introduced according to these reliability
classifications. In reliability, the most commonly
used classes of life distributions are the classes
of IFR (increasing failure rate), IFRA (increasing
failure rate in average), NBU (new better than used),
NBUC (new better than used in convex ordering),
DMRL (decreasing mean residual life), NBUE (new
better than used in expectation), and HNBUE
(harmonic new better than used in expectation) with
their dual classes of DFR (decreasing failure rate),
DFRA (decreasing failure rate in average), NWU
(new worse than used), NWUC (new worse than
used in convex ordering), IMRL (increasing mean
residual life), NWUE (new worse than used in
expectation), and HNWUE (harmonic new worse
than used in expectation). These classes have also
been used extensively in other disciplines such as
queueing, insurance, and survival analysis; see, for
example, [1, 2, 17, 18, 23, 28, 29, 31, 32, 46] and
references therein.

In this article, we first give the definitions of these
classes of life distributions and then consider the
closure properties of these classes under convolution,
mixture, and compounding, which are the three most
important probability operations in insurance. Further
applications of the classes in insurance are discussed
as well.
A life distribution F = 1 − F is said to be an
IFR distribution if the function F (x + t)/F (t) is
decreasing in t ≥ 0 for each x ≥ 0; an IFRA distribution if the function − ln F (t)/t is increasing
in t ≥ 0; and an NBU distribution if the inequality
F (x + y) ≤ F (x)F (y) holds for all x, y ≥ 0.
Moreover,
a life distribution F with a finite mean
∞
µ = 0 F (x) dx > 0is said to be an NBUC
 ∞distribu∞
tion if the inequality x+y F (t) dt ≤ F (x) y F (t) dt
holds forall x, y ≥ 0; a DMRL distribution if the
∞
function x F (y) dy/F (x) is decreasing in x ≥ 0;
∞
an NBUE distribution if the inequality x F (y) dy ≤
µF (x) holds for all x ≥ 0; and an HNBUE distribu∞
tion if the inequality x F (y) dy ≤ µe−x/µ holds for
all x ≥ 0.
Further, by reversing the inequalities or the monotonicities in the definitions of IFR, IFRA, NBU,
NBUC, DMRL, NBUE, and HNBUE, the dual classes
of these classes are defined. They are the classes
of DFR distributions, DFRA distributions, NWU
distributions, NWUC distributions, IMRL distributions, NWUE distributions, and HNWUE distributions, respectively.
These classes physically describe the aging notions
of the lifetimes of devices or systems in reliability.
For example, if a life distribution F has a density f ,
then F is IFR (DFR) if and only if the failure rate
function λ(t) = f (t)/F (t) is increasing (decreasing)
in t ≥ 0; see, for example, [2]. Further, if X is the
lifetime of a device with distribution F , then F is
NBU if and only if
Pr{X > x + y|X > y} ≤ Pr{X > x}

(1)

holds for all x ≥ 0, y ≥ 0. The right side of (1) refers
to the survival probability of a new device while the
left side of (1) denotes the survival probability of
a used device. In addition, if F has a finite mean
µ > 0, then F is DMRL (IMRL) if and only if the
mean residual lifetime E(X − x|X > x) is decreasing (increasing) in x ≥ 0. For physical interpretations
of other reliability classifications, see [2, 29].

2

Reliability Classifications

In insurance, these classes of life distributions
have been used to classify the distributions of claim
sizes or risks and have appeared in many studies of
risk theory; see, for example, [17, 18, 27, 46] and
references therein. In fact, these classes have attracted
more and more attention in different disciplines such
as reliability, queueing theory, inventory theory,
and survival analysis; see, for example, [1, 2, 28,
29, 31, 32] and among others.
The implications among these classes are indicated
in the figure below.
The discussions of the implications and properties
of these classes can be found in [2, 13, 22, 29] and
references therein.
It is clear that a life distribution F with a finite
mean µ > 0 is HNBUE, the largest class among all
the seven classes, if and only if the equilibrium distrix
bution Fe (x) = 0 F (y) dy/µ, x ≥ 0 is less than an
exponential distribution with the same mean as that
of F in the first-order stochastic dominance order or
the usual stochastic order; see, for example, [29].
In fact, many of the reliability classifications can
be characterized in terms of stochastic orders and
by comparing a life distribution with an exponential
distribution; see [26, 29, 31] for details. Indeed, the
exponential distribution is one of the most important
distributions in insurance and reliability, and it is both
IFR and DFR. In addition, a gamma distribution with
the density function f (x) = λα x α−1 e−λx / (α), x ≥
0, λ > 0, α > 0, is DFR if the shape parameter α ≤ 1
and IFR if α ≥ 1. A Weibull distribution with the
distribution function F (x) = 1 − exp{−(λx)α }, x ≥
0, λ > 0, α > 0, is DFR if the shape parameter α ≤ 1
and IFR if α ≥ 1. A Pareto distribution with the
distribution function F (x) = 1 − (λ/λ + x)α , x ≥ 0,
α > 0, λ > 0, is DFR.
IFRA


−−−→

In reliability, systems consist of devices. The distributions of the lifetimes of systems consist of different distribution operators. Interesting systems or
distribution operators in reliability include the convolution of distributions, the mixture of distributions,
the distribution of maximum lifetimes or the lifetime of a parallel system that is equivalent to that
of the last-survival status in life insurance, and the
distribution of the minimum lifetimes or the lifetime
of a series system that is equivalent to that of the
joint-survival status in life insurance, and the distribution of the lifetime of a coherent system; see, for
example, [1, 2]. One of the important properties of
reliability classifications is the closure of the classes
under different distribution operators.
In risk theory and insurance, we are particularly
interested in the convolution, mixture, and compounding of probability models for losses or risks in
insurance. It is of interest to study the closure properties of the classes of life distributions under these
distributions operators.
The convolution of life
 ∞ distributions F1 and
F2 is given by F (x) = 0 F1 (x − y) dF2 (y), x ≥
0.
 The mixture distribution is defined by F (x) =
is a life
α∈A Fα (x) dG(α), x ≥ 0, where Fα
distribution with a parameter α ∈ A, and G is a
distribution on A. In the mixture distribution F , the
distribution G is often called the mixing distribution.
We say that a class C is closed under convolution if
the convolution distribution F ∈ C for all F1 ∈ C and
F2 ∈ C. We say that a class C is closed under mixture
if the mixture distribution F ∈ C when Fα ∈ C for
all α ∈ A. The closure properties of the classes of
IFR, IFRA, NBU, DMRL, NBUC, NBUE, HNBUE,
and their dual classes under convolution and mixture
have been studied in reliability or other disciplines.

NBU


IFR

NBUC




−−−→ NBUE

−−−→

HNBUE

DMRL
and
DFRA


−−−→

NWU


DFR



IMRL

NWUC −−−→

NWUE −−−→ HNWUE.
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We summarize the closure properties of the classes
in Table 1.
For the closures of IFR (DFR), IFRA (DFRA),
NBU (NWU), NBUE (NWUE), see [1–3, 5, 25]. The
discussions of the closures of DMRL (IMRL) can be
found in [5, 24]. The closures of NBUC (NWUC) are
considered in [12, 13, 20]. The closures of HNBUE
(NNWUE) are given in [22].
It should be pointed out that the mixture closure
in Table 1 means the arbitrary mixture closure as
defined above. However, for a special mixture such
as the mixture of distributions that do not cross, some
classes that are not closed under arbitrary mixture can
be closed under such a special mixture. For instance,
suppose that F (x) = α∈A Fα (x) dG(α), x ≥ 0 is the
mixture of NWU distributions Fα , α ∈ A with no two
distinct Fα1 , Fα2 crossing on (0, ∞), then F is NWU.
Also, NWUE is closed under such a special mixture;
see, for example, [2] for details.
A compound
distribution is given in the form of

(n)
p
F
(x), x ≥ 0, where F (n) is the nG(x) = ∞
n
n=0
fold convolution of a life distribution F and {pn , n =
0, 1, . . .} is a discrete distribution. The compound
distribution G is another important probability model
in insurance. It is often used to model the distribution
of the aggregate claim amount in an insurance portfolio. In general, it is difficult to obtain analytic properties for compound distributions. However, for some
special compound distributions, closure and aging
properties of these compound distributions have been
derived. One such compound distribution is the compound geometric distribution, which is one of the
most important compound distributions in risk theory
and applied probability; see, for example, [21, 46].
It is well-known that DFR is closed under geometric compounding; see, for example, [30]. For other
classes that are closed under geometric compounding, see [6, 32]. An important aging property of a
Table 1 Convolution and mixture closures of reliability classifications
Class

Convolution

Mixture

IFR (DFR)
IFRA (DFRA)
NBU (NWU)
DMRL (IMRL)
NBUC (NWUC)
NBUE (NWUE)
HNBUE (HNWUE)

Yes (no)
Yes (no)
Yes (no)
No (no)
Yes (no)
Yes (no)
Yes (no)

No
No
No
No
No
No
No

(yes)
(yes)
(no)
(yes)
(no)
(no)
(yes)
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compound geometric distribution is that a compound
geometric distribution is always an NWU distribution
whatever the underlying distribution F is; see, for
instance, [6, 32, 39] for various proofs. Applications
of this NWU property in risk theory can be found
in [7, 39, 46]. Further, Cai and Kalashnikov [10]
extended the NWU property to more general compound distributions, and they proved that a compound
distribution with a discrete strongly new worse than
used (DS-NWU) distribution {pn , n = 0, 1, 2, . . .} is
always an NWU distribution whatever the underlying distribution F is; see [10] for the definition of
a DS-NWU distribution and examples of DS-NWU
distributions. Further discussions of the aging properties of compound geometric distributions and their
applications in insurance can be found in [39, 40].
For more general compound distributions, Willmot
et al. [43] gave an expectation variation of the result
in [10] and showed that a compound distribution with
a discrete strongly new worse than used in expectation (DS-NWUE) distribution {pn , n = 0, 1, . . .} is
always an NWUE distribution whatever the underlying distribution F is; see [43] for details and
the definition of a DS-NWUE distribution. Further,
the closure properties of NBUE and NWUE under
more general compound distributions are considered
in [43].
When F belongs to some classes of life distributions, we can derive upper bounds for the
tail probability F = 1 − F . For instance, if F is
IFRA with mean µ > 0, then F (t) ≤ exp{−βt}, t >
µ, where β > 0 is the root of the equation 1 − βµ =
exp{−βt}; see, for example, [2]. Further, if F is
HNBUE with a mean µ > 0, then


µ−t
F (t) ≤ exp
, t > µ.
(2)
µ
See, for example, [22]. Bounds for the tail probability F when F belongs to other classes can be
found in [2]. In addition, bounds for the moments
of life distributions in these classes can be derived
easily. These moment inequalities can yield useful
results in identifying distributions. For example, if
X is a nonnegative random variable with HNBUE
(HNWUE) distribution F and mean µ > 0, then
of
EX 2 ≤ (≥)2µ2 , which implies that the coefficient
√
variation CX of X, defined by CX = VarX/EX,
satisfies CX ≤ (≥)1. This result is useful in discussing the tail thickness of a distribution; see, for

4

Reliability Classifications

example, [23, 46] for details. Thus, one of the applications of these closure properties is to give upper
bounds for the tail probabilities or the moments of
convolution, mixture, and compound distributions.
Some such applications can be found in [7, 9, 11,
46].
Another interesting application of the reliability classes in insurance is given in terms of the
Cramér–Lundberg asymptotics for the ruin probability in the compound Poisson risk model and tail
probabilities of some compound distributions. Willmot [36] generalized the Cramér–Lundberg condition and assumed that there exists an NWU distribution B so that
 ∞
(B(x))−1 dF (x) = 1 + θ,
(3)
0

where F is the integrated tail distribution of the
claim size distribution and θ > 0 is the safety loading
in the compound Poisson risk model. Under the
condition (3), Willmot [36] proved that the tail of
the NWU distribution B is the upper bound for the
ruin probability, which generalizes the exponential
Lundberg inequality and applies for some heavytailed claim sizes. Further, upper bounds for the
tail probabilities of some compound distributions
have been derived in terms of the tail of an NWU
distribution; see, for example, [8, 9, 11, 18, 37, 44,
45]. In addition, lower bounds for tail probabilities
for some compound distributions can be derived
when (3) holds for an NBU distribution B; see, for
example, [45, 46]. Further, an asymptotic formula
for the ruin probability in the compound Poisson
risk model can be given in terms of the tail of an
NWU distribution; see, for example, [38]. A review
of applications of the NWU and other classes of life
distributions in insurance can be found in [46].
In insurance, life distributions are also classified
by moment generating functions. We say that a life
distribution F is
 ∞light-tailed if its moment generating exists, or 0 esx dF (x) < ∞, for some s > 0
while F is said to be heavy-tailed if its moment
∞
generating function 0 esx dF (x) does not exist for
all s > 0. It should be pointed out that distributions in all the seven classes of IFR, IFRA, NBU,
DMRL, NBUC, NBUE, HNBUE are light-tailed. In
fact, if F ∈ HNBUE, the largest class among the
seven classes, then the inequality (2) implies that
∞
there exists some α > 0 such that 0 eαx dF (x) <
∞; see [8] for details.

However, there are some intersections between the
HNWUE class and the class of heavy-tailed distributions. It is obvious that there are both light-tailed
and heavy-tail distributions in the class of HNWUE
distribution. For example, the gamma distribution
with the shape parameter α less than one is both
DFR ⊂ HNWUE and light-tailed. On the other hand,
some distributions can be both HNWUE and heavytailed distributions. For instance, a Pareto distribution is both a DFR distribution and a heavy-tailed
distribution.
It is also of interest to note that all seven reliability
classes can be characterized by Laplace transforms.
Let F be a life distribution with F(0) = 0 and denote
∞
its Laplace transform by f˜(s) = 0 e−sx dF (x), s ≥
0. Define


(−1)n dn 1 − f˜(s)
, n ≥ 0, s ≥ 0.
an (s) =
n! ds n
s
(4)
Denote αn+1 (s) = s n+1 an (s) for n ≥ 0, s ≥ 0 with
α0 (s) = 1 for all s ≥ 0.
Then, the reliability classes can be characterized by the aging notions of the discrete sequence
{αn (s), n ≥ 1}. For example, let F be a life distribution with F (0) = 0, then F is IFR (DFR) if and only
if the sequence {αn (s), n ≥ 1} is log-concave (logconvex) in n for all s > 0; see, for example, [4, 34].
Other classes of life distributions can also be characterized by the sequence {αn (s), n ≥ 1}; see [4, 22,
34, 41] for details.
An important application of the characterizations
of the reliability classes in terms of the sequence
{αn (s), n ≥ 1} is to obtain analytic properties of
a mixed Poisson distribution, which is one of
the most important discrete distributions in insurance and other applied probability fields. For a discrete distribution {pn , n = 0, 1, . . .}, the discrete failure 
rate of {pn , n = 0, 1, . . .} is defined by hn =
pn / ∞
k=n pk , n = 0, 1, . . .; see, for example, [2, 29].
The discrete distribution {pn , n = 0, 1, . . .} is said to
be a discrete strongly increasing failure rate (DSIFR) distribution if the discrete failure rate hn is
increasing in n for n = 0, 1, 2 . . . . Similarly, the discrete distribution {pn , n = 0, 1, . . .} is said to be a
discrete strongly decreasing failure rate (DS-DFR)
distribution if the discrete failure rate hn is decreasing
in n for n = 0, 1, 2 . . . .
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Thus, let {pn , n = 0, 1, . . .} be a mixed Poisson
distribution with
 ∞ n −λt
λ e
pn =
dB(t), n = 0, 1, . . . ,
(5)
n!
0
where B is a distribution on (0, ∞), using the characterizations of IFR and DFR in terms of the sequence
{αn (s), n ≥ 1}, it can be proved that the mixed Poisson distribution {pn , n = 0, 1, . . .} is a DS-IFR (DSDFR) distribution if B is IFR (DFR). See, for example, [18]. When B belongs to other reliability classes,
the mixed Poisson distribution also has the corresponding discrete aging properties. See [18, 41, 46]
for details and their applications in insurance. In fact,
these discrete aging notions consist of the definitions
of the reliability classes of discrete distributions.
The discrete analogs of all the seven classes and
their dual classes can be found in [2, 14, 19, 22].
The implications between these classes of discrete
distributions can be discussed in a similar way to the
continuous cases. However, more details are involved
in the discrete cases. Some implications may be
different from the continuous cases. See, for example, [19, 46]. Most of the properties and results in
continuous cases are still valid in discrete cases. For
example, the convolution of two DS-IFR distributions is still a DS-IFR. See, for example, [2, 35].
Upper bounds for tail probabilities and moments of
discrete distributions can also be derived. See, for
example, [19].
As with the compound geometric distribution in
the continuous case, the discrete compound geometric
distribution is also a very important discrete distribution in insurance. Many analytic properties including
closure and aging properties of the discrete compound
geometric distribution have been derived. See, for
example, [33, 42]. For applications of the reliability
classes of discrete distributions in insurance, we refer
to [10, 18, 41, 42, 46], and references therein.
 ∞For a life distribution F with mean µ =
0 F (x) dx > 0, the equilibrium distribution of F is
x
defined by Fe (x) = 0 F (y) dy/µ, x ≥ 0. We notice
that the equilibrium distribution of a life distribution
appears in many studies of risk theory, reliability,
renewal theory, and queueing. Also, some reliability
classes can be characterized by the aging properties of
equilibrium distributions. For example, let F be a life
distribution with finite mean µ > 0, then F is DMRL
(IMRL) if and only if its equilibrium distribution
Fe is IFR (DFR). It is also of interest to discuss
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aging properties of equilibrium distributions. Therefore, higher-order classes of life distributions can be
defined by considering the reliability classes for equilibrium distributions. For example, if the equilibrium
distribution Fe of a life distribution F is IFR (DFR),
we say that F is a 2-IFR (2-DFR) distribution. In
addition, F is said to be a 2-NBU (2-NWU) distribution if its equilibrium distribution Fe is NBU (NWU).
See [15, 16, 46] for details and properties of these
higher-order reliability classes. Application of these
higher-order classes of life distributions in insurance
can be found in [46] and references therein.
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Renewal Theory
Introduction
Let {Y1 , Y2 , Y3 , . . .} be a sequence of independent and
identically distributed (i.i.d.) positive random variables with common distribution function (df) F (t) =
1 − F (t) = Pr(Yk ≤ t), t ≥ 0. Define the
 sequence
of partial sums {S1 , S2 , . . .} by Sn = nk=1 Yk for
n = 1, 2, . . ., and let S0 = 0. The df of Sn is that
of the n-fold convolution of F , that is, F ∗n (t) =
∗n
1 − F (t) = Pr(Y1 + Y2 + · · · + Yn ≤ t), t ≥ 0.
A closely related random variable is the counting
random variable Nt = sup{n: Sn ≤ t}. One has the
basic relationship that {Nt ≥ n} if and only if {Sn ≤
t}, from which it follows that
Pr{Nt = n} = F
∗0

∗(n+1)

∗n

(t) − F (t);

n = 0, 1, 2, . . . ,
(1)

where F (t) = 0.
The partial sum process {Sn ; n = 0, 1, 2, . . .} and
the counting process {Nt ; t ≥ 0} are both referred to
as a renewal process. When used to model physical
phenomena, Yk is normally the time between the
(k − 1) − st and the kth ‘event’, Sn the time until
the n-th event, and Nt the number of events up to
time t. It is worth noting that Nt does not count any
event at time t = 0. It is customary to refer to events
as renewals in this context. In insurance risk theory,
renewals are often interpreted as claim occurrences,
so that Yk is referred to as an interclaim time, Sn the
time until the nth claim, and Nt the number of claims
up to time t. In this insurance context, the renewal
process is also referred to as a ‘Sparre Andersen’ or
‘renewal risk’ process.
If F (t) = 1 − e−λt is the exponential df then the
renewal process reduces to the classical Poisson
process with rate λ, and the renewal process is
arguably the simplest nontrivial generalization of the
Poisson process. There are some variations on the
renewal process that are worth mentioning as well.
In this context, the renewal process as described
above may be referred to as pure, zero-delayed,
or ordinary. It is convenient in some situations to
allow Y1 to have a different distribution than Yk
for k = 2, 3, . . ., but still to be statistically independent. In this case, the renewal process is referred
to as ‘delayed’ or modified. The most important

delayed renewal process is the stationary or equilibrium renewal
 t process with P r(Y1 ≤ t)∞= Fe (t) =
1 − F e (t) = 0 F (y)dy/µ when µ = 0 tdF (t) <
∞, although in general it is not always assumed
that µ < ∞. Evidently, the Poisson process is also
a special case of the stationary renewal process.
Renewal theory is discussed in virtually all textbooks
on stochastic processes [1, 4, 6, 8–11].
Renewal theory has proved to be more than simply
a modeling tool as described above, however. Many
analytic results which are of interest in a variety
of contexts may be obtained through the use of
renewal equations and their resultant properties, as is
discussed below. Also, in a risk theoretic context, let
{p0 , p1 , p2 , . . .} be a discrete probability distribution,
and
G(y) =

∞


∗n

pn F (y), y ≥ 0,

(2)

n=1

a compound tail. Analysis of G(x) is one of
the standard problems in risk theory and other
areas 
of applied probability ([10], Chapter 4). Let
an = ∞
k=n+1 pk for n = 0, 1, 2, . . .. Summation by

∗(n+1)
(x) −
parts on (2) yields G(x) = ∞
n=0 an {F
∗n
F (x)}, and from (1),
G(x) = E(aNx ).

(3)

The identity (3) has been used by several authors
including Cai and Garrido [2] and Cai and Kalashnikov [3] to derive analytic properties of G(x).

The Renewal Function
Of central importance in the study of renewal processes is the renewal function
m(t) = E(Nt ), t ≥ 0.

(4)

It follows immediately from (1) that
m(t) =

∞


F ∗n (t), t ≥ 0

(5)

n=1

from which it follows that m(t) < ∞. It follows
either by Laplace–Stieltjes transforms or by conditioning on the time of the first renewal that m(t)
satisfies the integral equation
 t
m(t) =
m(t − x) dF (x) + F (t).
(6)
0
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The elementary renewal theorem asserts that
lim

t→∞

1
m(t)
= ,
t
µ

(7)

and this holds even if µ = ∞ (with 1/∞ = 0). Various other limiting relationships also hold. For example, Nt /t → 1/µ as t → ∞ almost surely. Refinements of (7) may be obtained if F has finite variance.
That is, if σ 2 = Var(Yk ) < ∞, then


1
t
σ2
− .
lim m(t) −
=
(8)
2
t→∞
µ
2µ
2
Also, Lorden’s inequality states that
m(t) ≤

t
σ2
+ 2 + 1,
µ µ

t ≥ 0.

(9)

We remark that if F (t) is absolutely continuous with
density f (t) = dF (t)/dt, then the renewal density
m (t) = dm(t)/dt is well defined and satisfies
m (t) =

∞

d ∗n
F (t)
dt
n=1

as well as the integral equation
 t

m (t) =
m (t − x) dF (x) + f (t).

(10)

on the time of the first renewal, one obtains the integral equation
 t
Vy (t) =
Vy (t − x) dF (x) + F (y + t). (12)
0

See Karlin and Taylor ([8], pp. 192–3) for example.
Similarly, the backward recurrence time At = t − SNt
is also called the age or current lifetime random
variable, and represents the elapsed time since the
last renewal. One has
Pr(At ≥ y, Bt ≥ x) = Pr(Bt−y ≥ x + y),

(13)

since the events are equivalent ([8], p. 193), and the
marginal distribution of At is obtainable from (13)
with x = 0. The total lifetime At + Bt represents the
total time between the last renewal before time t and
the next renewal after time t. If Hy (t) = Pr(At +
Bt > y), then again by conditioning on the time of the
first renewal, one obtains the integral equation ([8],
p. 194)
 t
Hy (t − x) dF (x) + F (max{y, t}). (14)
Hy (t) =
0

Further properties of the recurrence time processes {Bt ; t ≥ 0} and {At ; t ≥ 0} are discussed
by Asmussen ([1], Section V.1).
(11)

0

See Asmussen ([1], Section V.2) for example. We
will return to m(t) in the context of renewal equations
later.
The Laplace transform of the probability generating function of Nt is given by Cox ([4], Section
3.2), and this may sometimes be used to extract information about the distribution and/or the moments of
Nt . In any event, as t → ∞, Nt is asymptotically
normally distributed with mean t/µ and variance
σ 2 t/µ3 . Also, it is worth mentioning that the superposition of renewal processes converges under certain
conditions to a Poisson process ([8], Section 5.9).

Related Quantities
The forward recurrence time Bt = SNt +1 − t, also
referred to as the residual or excess lifetime, represents the time until the next renewal measured from
time t. If Vy (t) = Pr(Bt > y), then by conditioning

Renewal Equations
Many functions of interest in renewal theory satisfy
a renewal equation. That is, φ(t) satisfies
 t
φ(t − x) dF (x) + r(t), t ≥ 0. (15)
φ(t) =
0

In the present context, (6), (11), (12), and (14) are
all of the form (15). If r(t) is bounded, the unique
solution (bounded on finite intervals) to (15) is
 t
φ(t) =
r(t − x) dm(x) + r(t),
(16)
0

which may be expressed using (5) as
∞  t

φ(t) =
r(t − x) dF ∗n (x) + r(t). (17)
n=1

0

The solution (16) or (17) to (15) is often complicated, but for large t the solution can be (asymptotically) very simple. Conditions are needed, however,
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and thus some definitions are given. The df F (t) is
said to be arithmetic or lattice if there exists a number c such that F increases only on the points kc
where k is an integer. Also, the concept of direct Riemann integrability (dRi) is needed, and is discussed
in detail by Resnick ([9], Section 3.10) or Asmussen
([1], Section V.4). A sufficient condition for r(t)
to be dRi is that it be nonnegative, nonincreasing,
and Riemann integrable. Alternatively, r(t) is dRi
if it is majorized by a dRi function and continuous almost everywhere with respect to Lebesgue
measure.
The key renewal theorem states that if r(t) is dRi,
F is not arithmetic, and φ(t) satisfies (15), then

1 ∞
r(t) dt.
(18)
lim φ(t) =
t→∞
µ 0
It is worth noting that the key renewal theorem
remains valid if the dRi assumption is replaced by the
assumption that r(t) is bounded and integrable, and
that F is spread out, that is the n-fold convolution F ∗n
has an absolutely continuous component for some n.
See Asmussen ([1], Section VII.1).
It follows from the key renewal theorem
and (11) that the renewal density m (t) satisfies
limt→∞ m (t) = 1/µ. Similarly, since integration by
parts yields (since Fe (t) is absolutely continuous),
 ∞
 ∞
F {max(y, t)} dt = yF (y) +
F (t) dt
0


=

y
∞

3

It follows from (13) with x = 0 that the
backward recurrence time satisfies limt→∞ Pr(At ≥
y) = limt→∞ Pr(Bt ≥ y), which combined with (19)
yields (since Fe (t) is absolutely continuous),
lim Pr(At > y) = F e (y).

t→∞

(20)

It is worth noting that, despite the derivation of the
limiting distributions of the forward and backward
recurrence times outlined here, (19) and (20) are in
fact essentially equivalent to the key renewal theorem ([9], Section 3.10.2, or [1], Section V.4), as well
as to Blackwell’s theorem, which states that if F is
nonarithmetic, then for all c,
lim {m(t + c) − m(t)} =

t→∞

c
.
µ

(21)

Proofs of the renewal theorem may be found in [6],
[9, Section 3.10.3], [1, Section V.5], and references
therein. A probabilistic proof using the concept of
coupling may be found in [1, Section VII.2].

Defective Renewal Theory
In many applications in applied probability in such
areas as demography and insurance risk, functions of
interest satisfy a slight generalization of (15), namely,
 t
φ(t − x) dF (x) + r(t), t ≥ 0, (22)
φ(t) = ρ
0

t dF (t),
y

and F {max(y, t)} ≤ F (t), which is dRi, it follows
from the key renewal theorem and (14) that the limiting distribution of
 ∞the total life satisfies limt→∞ Pr
(At + Bt > y) = y t dF (t)/µ, the tail of the wellknown length-biased distribution.
As for the forward recurrence time, the key
renewal theorem and (12) together imply that
 ∞
dt
F (t)
(19)
= F e (y).
lim Pr(Bt > y) =
t→∞
µ
y
This limiting distribution of the forward recurrence
time is the motivation for the use of the integrated
tail distribution Fe (y) as the df of Y1 in the stationary renewal process, since it may not be convenient
to assume that a renewal occurs at time t = 0.

where ρ > 0. If ρ = 1 then (22) reduces to (15) and
is termed proper. If 0 < ρ < 1 then (22) is termed
defective, whereas if ρ > 1 then (22) is termed excessive. The key renewal theorem may still be applied
to (22) to show that the solution φ(t) is asymptotically exponential as t → ∞. That is, suppose that κ
satisfies
 ∞
eκx dF (x) = ρ −1 .
(23)
0

If ρ = 1, then κ = 0, whereas in the excessive case
with ρ > 1, then κ < 0. If ρ < 1 (in the defective case), then κ > 0 if such a κ exists (if not,
then the very different subexponential asymptotics
often replace those of the key renewal theorem, as
mentioned by Asmussen, ([1], Section V.7)). If (23)
holds, then Fρ (t) defined by dFρ (t) = ρeκt dF (t) is
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a df. Thus from (22), φρ (t) = eκt φ(t) satisfies, by
multiplication of (22) by eκt ,
 t
φρ (t) =
φρ (t − x) dFρ (x) + eκt r(t), (24)
0

a proper renewal equation. Thus, if F is not arithmetic and eκt r(t) is dRi, then the key renewal theorem implies that
 ∞
eκx r(x) dx
0
lim φρ (t) =  ∞
,
t→∞
x dFρ (x)
0

that is


= F1 (t) +

t

m(t − x) dF1 (x).

(26)

0

Substitution of (5) into (26) 
yields, in convolu∗n
tion notation, mD (t) = F1 (t) + ∞
n=1 F1 ∗F (t), t ≥
(t)
=
Fe (t) =
0.
In
the
stationary
case
with
F
1
t
F
(x)
dx/µ,
it
is
not
difficult
to
show
(using
0
Laplace-Stieltjes transforms or otherwise) that
mD (t) = t/µ.
Similarly, for the forward recurrence time BtD in
the delayed process, with VyD (t) = Pr(BtD > y), (12)
is replaced by ([8], p. 200)
 t
Vy (t − x) dF1 (x) + F 1 (y + t). (27)
VyD (t) =
0


0

lim eκt φ(t) =

t→∞

∞

ρ

eκx r(x) dx
.

∞

xe

κx

(25)

dF (x)

0

In many insurance applications, (22) holds with
r(t) = cU (t) where U (t) = 1 − U (t) is a df, and a
sufficient
condition for eκt r(t) to be dRi in this case is
 ∞ (κ+)t
dU (t) < ∞ for some  > 0 [13]. This
that 0 e
is the case for the ruin probability in the classical risk
model, and (25) is the famous Cramer–Lundberg
asymptotic formula ([1], Example 7.8). This ruin
theoretic application of defective renewal equations
has been substantially generalized by Gerber and
Shiu [7]. Bounds on the solution to (22) of the form
φ(t) ≤ (≥)Ce−κt , t ≥ 0, which supplement (25), are
derived by Willmot et al. [12].

Delayed Renewal Processes
Next, we turn to delayed renewal processes, where
Y1 has a (possibly) different df, namely, F1 (y) = 1 −
F 1 (y) = Pr(Y1 ≤ y), y ≥ 0. In general, quantities of
interest in the delayed process can be expressed
in terms of the corresponding quantity in the ordinary model by conditioning on the time of the first
renewal, after which the process behaves as an ordinary renewal process.
For example, let mD (t) = E(NtD ) be the renewal
function in the delayed renewal process representing
the mean number of renewals. One has ([8], p. 198)
 t
{1 + m(t − x)} dF1 (x)
mD (t) =
0

Again, it follows (using Laplace–Stieljes transforms
or otherwise) from (12) and (27) that in the stationary case with F1 (t) = Fe (t), one has Pr(BtD > y) =
F e (y) for all t ≥ 0. Clearly, this is an improvement
upon (19), which gives an approximation only for
large t.
We remark that many of the asymptotic results
discussed earlier remain valid for delayed renewal
processes as well as for the ordinary process, essentially because the delayed process reverts to the ordinary process upon the occurrence of the first renewal.
See Asmussen ([1], Chapter V) for details.

Discrete Analogues
There are discrete analogues of most of the results
presented here. For convenience, we assume that time
is measured in integers. Let {f1 , f2 , . . .} be the probability distribution of the time between renewals,
and let un = Pr{renewal occurs at time n}; n =
1, 2, . . .. Then, conditioning on the time of the last
renewal before n, it follows that un = f1 un−1 +
f2 un−2 + · · · + fn−1 u1 + fn for n = 1, 2, . . .. Thus,
with f0 = 0 and u0 = 1,
un =

n


un−k fk + δn ;

n = 0, 1, 2, . . . , (28)

k=0

where δ0 = 1 and δn = 0 for n  = 0. Then (28) is a
discrete renewal equation, that is, an equation of the
form
φn =

n

k=0

φn−k fk + rn ;

n = 0, 1, 2, . . . , (29)

Renewal Theory
where {f0 , f1 , f2 , . . .} is a discrete probability distribution. If {f0 , f1 , f2 , . 
. .} is aperiodic, (that is, there
is no d > 1 such that ∞
k=0 fdk = 1), then a special
case of a discrete version of the key renewal theorem ([8], p. 81) states that
∞


lim φn =

n→∞

k=0
∞


rk
.

(30)

kfk

k=1

When
 applied to (28), it follows that limn→∞ un =
1/ ∞
k=1 kfk if {f0 , f1 , f2 , . . .} is aperiodic. Discrete
defective and excessive renewal equations are treated
in the same manner as in the general case discussed earlier, resulting in an asymptotically geometric solution.
Discrete renewal theory may be viewed in terms of
standard Markov chain theory. See [1, Section I.2]
or [5, Chapter XIII], for more details on discrete
renewal theory, which is referred to as ‘recurrent
events’ in the latter reference.
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Risk Process
Introduction
The term risk process is used to describe a probabilistic model for the evolution of the funds associated
with an insurance risk over time. Terms that are
regarded as synonymous with risk process include
risk reserve process and surplus process.
There are three essential ingredients in a risk
process: initial level, premium income, and claims
outgo. Risk processes may be considered in either
continuous time or discrete time. We start with a
description of the most famous continuous-time risk
process.

An alternative representation of the risk process is
through its level at the time points at which claims
occur. Let {Ti }∞
i=1 be a sequence of independent
exponentially distributed random variables, each with
mean 1/λ. We interpret T1 as the time until the first
claim, and for i > 1, Ti represents the time between
the (i − 1)th and the ith claims. The level of the risk
process at the time of the nth claim, immediately after
payment of that claim is
Un = u +

n

(cTi − Xi )

(4)

i=1

for n = 1, 2, 3, . . . with U0 = u. Thus, there is an
embedded discrete risk process within the classical
continuous-time risk process.

The Classical Risk Process

Modifications of the Classical Risk Process

The study of the classical risk process dates back
to Lundberg [10]. The risk process {U (t)}t≥0 is
defined by

The classical risk process can be modified in a variety
of ways. The following list is not exhaustive but
represents modifications most frequently encountered
in actuarial literature.

U (t) = u + ct − X(t).

(1)

The process {X(t)}t≥0 is called the aggregate claims
process and is given by
X(t) =

N(t)


Xi

(2)

i=1

where {N (t)}t≥0 , a homogeneous Poisson process
with parameter λ, is the counting process for the number of individual claims, and {Xi }∞
i=1 is a sequence of
independent and identically distributed random variables, where Xi represents the amount of the ith
individual claim. This sequence is assumed to be
independent of the counting process for the number
of claims. It is assumed that the insurer receives premium income continuously at rate c per unit time, and
it is convenient to write c = (1 + θ)λE(Xi ), where θ
is known as the premium loading factor. A positive
premium loading factor ensures that the risk process
ultimately drifts to ∞. If θ ≤ 0, then it is certain that
the risk process will fall below zero at some time in
the future. The level of the risk process at time zero,
often referred to as the initial surplus, is u ≥ 0.
In differential form, the classical risk process is
given by
dU (t) = c dt − dX(t)
(3)
with U (0) = u.

1. The risk process can be modified by changing the
counting process for claim numbers. In particular, we may replace the homogeneous Poisson
process by an ordinary renewal process. This
risk process is often referred to as the renewal
risk process. It is also known as the Sparre
Andersen risk process after Sparre Andersen [14]
who considered a model with contagion between
claims. For this process, the premium loading
factor θ is given by cE(Ti )/E(Xi ) − 1, where
Ti is as above, except that its distribution is no
longer exponential.
2. The risk process can be modified as above except
that instead of using an ordinary renewal process as the claim number process, we can use
a stationary (or equilibrium) renewal process,
resulting in the stationary (equilibrium) renewal
risk model. See [8] for details of ordinary and
stationary renewal risk processes.
3. The risk process can be modified by the introduction of a dividend barrier of the form y = b + qt
where b ≥ u and q < c. Thus, we can write
dU (t) = c dt − dX(t)

(5)

if U (t) < b + qt and
dU (t) = q dt − dX(t)

(6)

2
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if U (t) = b + qt. Under this modification, the
level of the risk process increases at rate c per
unit time as long as it is below the dividend
barrier. As soon as the process attains the level of
the dividend barrier, its rate of increase is q per
unit time, and dividends are paid to shareholders
at rate c − q per unit time until a claim occurs. A
full discussion of this risk process can be found
in [6].
4. The risk process can be modified by allowing the
premium income to be a function of the level of
the risk process. In this case,
dU (t) = c(U (t)) dt − dX(t).

(7)

As a simple example, we might have a twostep premium rule, with c = c1 if U (t) < U and
c = c2 < c1 if U (t) ≥ U where U is a constant,
so that premium income is received at the lower
rate c2 as long as the level of the risk process
is at least U . Studies of this risk process can be
found in [1, 4].
5. The risk process can be modified by the inclusion
of interest. We assume that the risk process grows
under a force of interest δ per unit time. The risk
process no longer grows linearly and is given by
dU (t) = (c + δU (t)) dt − dX(t),

(8)



V (t) = u + ca t δ −

t



s
e−δ (1 + f ) dX(s)

0

(12)
is the value at time zero of the risk process at
force of interest δ per unit time; see [1] and
references therein for further details.
7. The risk process can be modified by assuming
that the insurer has to borrow funds at force of
interest δ if the risk process falls below zero,
so that the insurer is borrowing to pay claims
until the level of the risk process becomes nonnegative. In such a situation, should the level of
the risk process fall below c/δ, the risk process
will eventually drift to −∞ as the insurer’s
outgo in interest payments exceeds the insurer’s
premium income; see [2] for details.
8. The risk process can be modified by allowing for
variability in the claim arrival process. One such
modification is to let the claim arrival process be
a Cox process, a particular example of which is a
Markov modulated Poisson process; see [13] and
references therein for details of such processes.

Brownian Motion Risk Process
The Brownian motion risk process is given by

or, equivalently,

U (t) = ueδt + cs t δ −

U (t) = u + W (t)

t

eδ(t−s) dX(s).

(9)

0

A summary of risk processes that include interest
is given by [11].
6. The risk process can be modified by allowing for
claim inflation such that if the ith claim occurs
at time t, its amount is Xi (1 + f )t where f is the
rate of inflation per unit time. In this situation,
we have
 t
(1 + f )s dX(s).
(10)
U (t) = u + ct −
0

If such a modification is included on economic
grounds, it would be natural to also include the
previous modification for interest giving
 t
eδ(t−s) (1 + f )s dX(s)
U (t) = ueδt + cs t δ −
0

= eδt V (t)

where

(11)

(13)

where for all t > 0, W (t) ∼ N (µt, σ t). Such a risk
process is often used as an approximation to the classical risk process, in which case µ = θλE(Xi ) and
σ 2 = λE(Xi2 ). A full discussion of this approximation, and of the Brownian Motion risk process, can
be found in [9].
2

Discrete Time Risk Processes
Risk processes can also be constructed in discrete
time. The classical discrete time risk process is constructed as follows. Let U (t) denote the level of the
risk process at integer time t ≥ 0, let C denote the
insurer’s premium income per unit time and let Yi
denote the aggregate claim outgo in the ith time
period. Then, setting U (0) = U , we have
U (t) = U + Ct −

t

i=1

Yi

(14)

Risk Process
or, equivalently, for t = 1, 2, 3, . . .
U (t) = U (t − 1) + C − Yt .

(15)

It is usual to assume that {Yi }∞
i=1 is a sequence
of independent and identically distributed random
variables, and that C > E(Yi ) so that, as with the
classical risk process, the risk process ultimately
drifts to ∞. Similarly, if C ≤ E(Yi ), then it is certain
that the risk process will fall below zero at some time
in the future.
Other discrete time risk processes can be constructed easily from this process. For example, if
premiums are payable at the start of each year, and
the insurer earns interest at rate i per period, then the
recursion formula (15) changes to
U (t) = (U (t − 1) + C)(1 + i) − Yt

a given level [7], the time it takes a risk process
that has fallen below zero to return to a non-negative
level [5], and the minimum level of a risk process for
which ruin has occurred [12].
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Robustness
Introduction
When applying a statistical method in practice, it
often occurs that some observations deviate from the
usual assumptions. However, many classical methods
are sensitive to outliers. The goal of robust statistics
is to develop methods that are robust against the
possibility that one or several unannounced outliers
may occur anywhere in the data. We will focus on
the linear regression model
yi = β0 + β1 xi1 + · · · + βp xip + ei

(1)

for i = 1, . . . , n, where yi stands for the response
variable and xi1 to xip are the regressors (explanatory variables). The constant term is denoted by β0 .
Classical theory assumes the ei to have a Gaussian
distribution with mean 0 and variance σ 2 . We want to
estimate β0 , β1 , . . . , βp and σ from n observations of
the form (xi1 , . . . , xip , yi ). Applying a regression estimator to the data yields p + 1 regression coefficients
β̂0 , . . . , β̂p . The residual ri of case i is defined as
ri (β̂0 , . . . , β̂p ) = yi − (β̂0 + β̂1 xi1 + · · · + β̂p xip ).
(2)
The classical least squares (LS) regression
method of Gauss and Legendre computes the
(β̂0 , . . . , β̂p ) that minimizes the sum of squares of
the ri (β̂0 , . . . , β̂p ). Formally, this can be written as
minimize

n


(β̂0 , . . . , β̂p ) i=1

ri2 .

(3)

The LS criterion allows to compute the coefficients
explicitly from the data and is optimal if the errors ei
follow a Gaussian distribution. More recently however, people have realized that actual data often do
not satisfy Gauss’ assumptions, and this can have dramatic effects on the LS results.
In our terminology, regression outliers are observations that do not obey the linear pattern (1) formed
by the majority of the data. Such a point may have
an unusual yi or an unusual (xi1 , . . . , xip ), or both.
In order to illustrate the effect of regression outliers
we start by taking an example of simple regression (p = 1), where the phenomena are most easily

interpreted. For this, we consider the ‘Wages and
Hours’ data set obtained from the DASL library
(http://lib.stat.cmu.edu/DASL/). The data are from
a national sample of 6000 households with a male
head earning less than $15 000 annually in 1966. The
data were classified into 28 demographic groups.
The study was undertaken to estimate the labor supply, expressed in average hours worked during the
year. Nine independent variables are provided, among
which is the average age of the respondents. Let
us start by concentrating on the relation between
y = labor supply and x = average age of the respondents (we will consider more regressors later on). The
scatter plot in Figure 1(a) clearly shows two outliers.
If the measurements are correct, the people under
study in Group 3 are on average very young compared to the others, whereas the age in Group 4 is
on average very high. We do not know whether these
numbers are typing errors or not, but it is clear that
these groups deviate from the others and can be considered as regression outliers.
Applying LS to these data yields the line y =
β̂0 + β̂1 x in Figure 1(a). It does not fit the main data
well because it attempts to fit all the data points.
The line is attracted by the two outlying points and
becomes almost flat.
We say that an observation (xi , yi ) is a leverage
point when its xi is outlying, as is clearly the case
for points 3 and 4. The term ‘leverage’ comes from
mechanics, because such a point pulls the LS solution
toward it. Note that leverage points are more likely
to occur in observational studies (where the xi are
observed, as in this example) than in designed experiments (although some designs do contain extreme
points, and there can be data entry errors in xi ).
The LS method estimates σ from its residuals ri
using


n


1
r 2,
(4)
σ̂ = 
n − p − 1 i=1 i
where p is again the number of regressors (one in
this example). We can then compute the standardized
residuals ri /σ̂ . One often considers observations for
which |ri /σ̂ | exceeds the cutoff 2.5 to be regression
outliers (because values generated by a Gaussian
distribution are rarely larger than 2.5σ ), whereas the
other observations are thought to obey the model.
In Figure 1(b) this strategy fails: the standardized LS
residuals of all 28 points lie inside the tolerance band
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Figure 1 Wages and Hours data: (a) scatterplot of 28 points with LS line; (b) their LS residuals fall inside the tolerance
band; (c) same points with LTS line; (d) their LTS residuals indicate the two extreme outliers

between −2.5 and 2.5. There are two reasons why
this plot hides (masks) the outliers:
1. the two leverage points in Figure 1(a) have
attracted the LS line so much that they have small
residuals ri from it;
2. the LS scale estimate σ̂ computed from all 28
points has become larger than the scale of the 26
regular points.
In general, the LS method tends to produce normallooking residuals even when the data themselves
behave badly.
Of course, in simple regression this is not a big
problem since one should first look at a scatter

plot of the (xi , yi ) data. But in multiple regression
(larger p) this is no longer possible, and residual
plots become an important source of information –
imagine seeing Figure 1(b) only. Since most of the
world’s regressions are carried out routinely, many
results must have been affected or even determined
by outliers that remained unnoticed.

Measures of Robustness
In any data set, we can displace the LS fit as much
as we want by moving a single data point (xi , yi ) far
enough away. This little experiment can be carried
out with any statistical package, as also for multiple

Robustness
regressions. On the other hand, we will see that there
are robust regression methods that can resist several
outliers.
A rough but useful measure of robustness is the
breakdown value that was introduced by Hampel [44]
and recast in a finite-sample setting by Donoho and
Huber [40]. Here we will use the latter version. Consider a data set Z = {(xi1 , . . . , xip , yi ); i = 1, . . . , n}
and a regression estimator T . Applying T to Z yields
a vector (β̂0 , . . . , β̂p ) of regression coefficients.
Now consider all possible contaminated data sets
Z  obtained by replacing any m of the original
observations by arbitrary points. This yields the
maxbias:
maxbias(m; T , Z) := sup T (Z  ) − T (Z),
Z

(5)

where  · · ·  is the Euclidean norm. If m outliers can
have an arbitrarily large effect on T , it follows that
maxbias(m; T , Z) = ∞, hence T (Z  ) becomes useless. Therefore the breakdown value of the estimator
T at the data set Z is defined as
m

; maxbias(m; T , Z) = ∞ .
εn∗ (T , Z) := min
n
(6)
In other words, it is the smallest fraction of contamination that can cause the regression method T to run
away arbitrarily far from T (Z). For many estimators
εn∗ (T , Z) varies only slightly with Z and n, so that we
can denote its limiting value (for n → ∞) by ε∗ (T ).
How does the notion of breakdown value fit in
with the use of statistical models such as (1)? We
essentially assume that the data form a mixture, of
which a fraction (1 − ε) was generated according
to (1), and a fraction ε is arbitrary (it could even be
deterministic, or generated by any distribution). In
order to be able to estimate the original parameters
β0 , . . . , βp , we need that ε < ε∗ (T ). For this reason,
ε∗ (T ) is sometimes called the breakdown bound
of T .
For least squares, we know that one outlier may
be sufficient to destroy T . Its breakdown value is thus
εn∗ (T , Z) = 1/n; hence ε∗ (T ) = 0. Estimators T with
ε∗ (T ) > 0 are called positive-breakdown methods.
The maxbias curve and the influence function
are two other important measures of robustness that
complement the breakdown value. The maxbias curve
plots the maxbias (5) of an estimator T as a function
of the fraction ε = m/n of contamination. The
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influence function measures the effect on T of adding
a small mass at a specific point z = (x1 , . . . , xp , y)
(see [46]). Suppose that the data set Z is a sample
from the distribution H . If we denote the point mass
at z by z and consider the contaminated distribution
Hε,z = (1 − ε)H + εz , then the influence function
is given by
IF (z; T , H ) = lim
ε↓0

=

T (Hε,z ) − T (H )
ε

∂
T (Hε,z )| .
ε=0
∂ε

(7)

Robust estimators ideally have a bounded influence
function, which means that a small contamination at
a certain point can only have a small effect on the
estimator.

Robust Regression
Let us first consider the simplest case (p = 0) in
which the model (1) reduces to the univariate location problem yi = β0 + ei . The LS method (3) yields
the sample average T = β̂0 = avei (yi ) with again
ε∗ (T ) = 0%. On the other hand, it is easily verified
that the sample median T := medi (yi ) has ε∗ (T ) =
50%, which is the highest breakdown value attainable
(for a larger fraction of contamination, no method
can distinguish between the original data and the
replaced data). Estimators T with ε∗ (T ) = 50%, like
the univariate median, will be called high-breakdown
estimators.
The first high-breakdown regression method was
the repeated median estimator, which computes univariate medians in a hierarchical way [127]. The
repeated median has been studied in [49, 50, 109,
114]. However, in multiple regression (p ≥ 2), the
repeated median estimator is not equivariant, in the
sense that it does not transform properly under linear
transformations of (xi1 , . . . , xip ).
To construct a high-breakdown method that is still
equivariant, we modify the LS criterion (3) as
minimize

h

(r 2 )i:n ,

(8)

(β̂0 , . . . , β̂p ) i=1

where (r 2 )1:n ≤ (r 2 )2:n ≤ · · · ≤ (r 2 )n:n are the ordered squared residuals (note that the residuals are
first squared and then ordered). This yields the least
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trimmed squares method (LTS) proposed by Rousseeuw [105]. Since criterion (8) does not count the
largest squared residuals, it allows the LTS fit to steer
clear of outliers. For the default setting h ≈ n/2, we
find ε∗ (LTS ) = 50%, whereas for larger h we obtain
ε∗ (LTS ) ≈ (n − h)/n. For instance, the usual choice
h ≈ 0.75 n yields breakdown value ε∗ (LTS ) = 25%.
When using LTS regression, σ can be estimated
by

 h
1 
(r 2 )i:n ,
(9)
σ̂ = ch,n 
h i=1
where ri are the residuals from the LTS fit, and ch,n
makes σ̂ consistent and unbiased at Gaussian error
distributions [100]. Note that the LTS scale estimator
σ̂ is itself highly robust [29]. Therefore, we can
identify regression outliers by their standardized LTS
residuals ri /σ̂ .
In regression analysis inference is very important. The LTS by itself is not suited for inference
because of its relatively low finite-sample efficiency.
This can be resolved by carrying out a reweighted
least squares (RLS) step, as proposed in [105]. To
each observation i one assigns a weight wi based
on its standardized LTS residual ri /σ̂ , for example,
by putting wi := w(|ri /σ̂ |), where w is a decreasing
continuous function. A simpler way, but still effective, is to put wi = 1 if |ri /σ̂ | ≤ 2.5 and wi = 0
otherwise. Either way, the RLS fit (β̂0 , . . . , β̂p ) is
then defined by
minimize

n


(β̂0 , . . . , β̂p ) i=1

wi ri2 ,

(10)

which can be computed quickly. The result inherits
the breakdown value, but is more efficient and yields
all the usual inferential output such as t-statistics,
F -statistics, an R 2 statistic, and the corresponding
p-values. These p-values assume that the data with
wi = 1 come from the model (1) whereas the data
with wi = 0 do not, as in the data mixture discussed
below (6). Another approach that avoids this assumption is the robust bootstrap [123].
Let us reanalyze the Wages and Hours data in this
way. Figure 1(c) shows the (reweighted) LTS line,
which fits the majority of the data points well without
being attracted by the two outlying points. On the plot
of the standardized LTS residuals (Figure 1d), we see
that most points lie inside the tolerance band while

3 and 4 stick out. This structure was not visible in
the harmless-looking LS residuals of the same data
(Figure 1b).
It should be stressed that high-breakdown regression does not ‘throw away’ a portion of the data.
Instead, it finds a majority fit, which can then be used
to detect the actual outliers (of which there may be
many, a few, or none at all). Also, the purpose is not
to delete and forget the points outside the tolerance
band, but to study the residual plot in order to find out
more about the data than what we expected to see.
We have used the above example of simple
regression to explain the behavior of LTS and the
corresponding residuals. Of course, the real challenge
is multiple regression where the data are much harder
to visualize. Let us now consider all the regressors
of the Wages and Hours data set in order to model
labor supply more precisely. First, we eliminated the
sixth variable (average family asset holdings) because
it is very strongly correlated with the fifth variable
(average yearly nonearned income). The Spearman
correlation, which is more robust than Pearson’s
correlation coefficient, between x5 and x6 is ρS =
0.98. Then we performed a reweighted LTS analysis,
which yielded high p-values for the third and the
fifth variable; hence we removed those variables from
the linear model. The final model under consideration
thus contains six explanatory variables: x2 = average
hourly wage, x4 = average yearly earnings of other
family members (besides spouse), x7 = average age
of respondent, x8 = average number of dependents,
x9 = percent of white respondents, and x10 = average
highest grade of school completed. We cannot just
plot these seven-dimensional data, but we can at
least look at residual plots. Figure 2(a) shows the
standardized LS residuals, all of which lie within the
tolerance band. This gives the impression that the data
are outlier-free. The LTS residual plot in Figure 2(b)
stands in sharp contrast with this, by indicating that
cases 3, 4, 22, and 24 are outlying. Note that the LTS
detects the outliers in a single blow.
The main principle is to detect outliers by
their residuals from a robust fit (as in Figures 1d
and 2b), whereas LS residuals often hide the outliers
(Figures 1b and 2a). When analyzing data it is
recommended to perform an LTS fit in the initial
stage because it may reveal an unexpected structure
that needs to be investigated, and possibly explained
or corrected. A further step may be to transform the
model (see, e.g. [17]).
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Wages and Hours data: (a) residuals from LS fall inside the tolerance band; (b) residuals from LTS reveal

Remark Detecting several outliers (or, equivalently, fitting the majority of the data) becomes intrinsically tenuous when n/p is small because some
data points may be nearly coplanar by chance. This
is an instance of the ‘curse of dimensionality’. In
order to apply any method with 50% breakdown, it
is recommended that (n/p) > 5. For small n/p, it
is preferable to use a method with lower breakdown
value such as the LTS (8) with h ≈ 0.75 n, for which
ε∗ (LTS ) = 25%. This is also what we did in the analysis of the Wages and Hours data.
Recently, a fast algorithm has been constructed
to compute the LTS [120]. A stand-alone program
and a Matlab implementation of FAST-LTS are available from the website http://www.agoras.ua.ac.be.
The LTS has been incorporated in SAS (version 9)
and SAS/IML (version 7). The LTS is also available
in S-PLUS as the built-in function ltsreg.
Whatever software is used, LTS takes more computer time than the classical LS, but the result often
yields information that would otherwise remain hidden. Also note that the user does not have to choose
any tuning constants or starting values.

Detecting Leverage Points Using MCD
In a linear regression model (1) a data point
(xi1 , . . . , xip , yi ) with outlying xi = (xi1 , . . . , xip )

plays a special role because changing the coefficients
β̂0 , . . . , β̂p slightly can give case i a large
residual (2). Therefore, the LS method gives priority
to approaching such a point in order to minimize the
objective function (3). This is why the two outlying
points in Figure 1(a) have the force to tilt the LS line.
In general, we say that a data point (xi , yi ) is
a leverage point if its xi is an outlier relative to
the majority of the set X = {x1 , . . . , xn }. Detecting
outliers in the p-dimensional data set X is not trivial,
especially for p > 2 when we can no longer rely on
visual inspection. Note that multivariate outliers are
not necessarily outlying in either of the coordinates
individually, and it may not be sufficient to look at
all plots of pairs of variables.
A classical approach is to compute the Mahalanobis distance

MD(xi ) = (xi − x)(Cov(X))−1 (xi − x)t (11)
of each xi . Here x is the sample mean of the data set
X, and Cov(X) is its sample covariance matrix. The
distance MD(xi ) should tell us how far away xi is
from the center of the cloud, relative to the size of
the cloud. It is well-known that this approach suffers
from the masking effect, by which multiple outliers
do not necessarily have a large MD(xi ).
To illustrate this effect, we consider two variables
from the Wages and Hours data set: x2 = wages and

6

Robustness

1600
MCD

6
Robust distance

Earnings.spouse

1400
1200
1000
800
600
400

4

2

COV
24

22
2.0

0
2.5

3.0
Wage

3.5

4.0

(a)

0

2
4
6
Mahalanobis distance

(b)

Figure 3 Wages and Hours data: (a) classical and robust tolerance ellipse (97.5%); (b) corresponding Mahalanobis and
robust distances

x3 = average yearly earnings of spouse. Figure 3(a)
shows the data points xi = (xi2 , xi3 ) together with
the classical 97.5% tolerance ellipse computed from
x and Cov(X). It is defined asthe set of points
 whose
2
2
Mahalanobis distance equals χp,0.975 = χ2,0.975
=
2.72. We see that the two outlying points (22 and 24)
have attracted x and, even worse, they have inflated
Cov(X) in their direction. On the horizontal axis of
Figure 3(b), we have plotted the MD(xi ) of all the
data points, with the cutoff value 2.72. We see that
the Mahalanobis distance of observations 22 and 24
hardly exceeds this cutoff value, although these points
are very different from the bulk of the data. It would
thus seem that there are no strong leverage points.
This is caused by the nonrobustness of x and Cov(X).
The most commonly used statistics to flag leverage
points have traditionally been the diagonal elements
hii of the hat matrix. These are equivalent to the
MD(xi ) because of the monotone relation
hii =

1
(MD(xi ))2
+ .
n−1
n

(12)

Therefore, the hii are masked whenever the MD(xi )
are.
To obtain more reliable leverage diagnostics, it
seems natural to replace x and Cov(X) in (11) by
positive-breakdown estimators T (X) and C(X). The
breakdown value of a multivariate location estimator
T is defined by (5) and (6) with X and X  instead of

Z and Z  . A scatter matrix estimator C is said to break
down when the largest eigenvalue of C(X  ) becomes
arbitrarily large or the smallest eigenvalue of C(X  )
comes arbitrarily close to zero. The estimator (T , C)
also needs to be equivariant under shifts and linear
transformations of (xi1 , . . . , xip ). The first such highbreakdown estimator was proposed independently
by Stahel [130] and Donoho [38], and investigated
by [83, 138].
Here we will use the Minimum Covariance
Determinant estimator (MCD) proposed by [105,
106]. The MCD looks for the h observations of which
the empirical covariance matrix has the smallest
possible determinant. Then T (X) is defined as the
average of these h points, and C(X) is a certain
multiple of their covariance matrix. We take h ≥
n/2. The MCD estimator has breakdown value
ε∗ (MCD) ≈ (n − h)/n just like the LTS regression
in the section ‘Robust Regression’ and the influence
function of the MCD is bounded [24].
On the basis of these robust estimates, Rousseeuw
and Leroy [112] introduced the robust distances
given by

RD(xi ) = (xi − T (X))(C(X))−1 (xi − T (X))t .
(13)
These distances can be used to flag outliers or to
perform a reweighting step, just as for the LTS
regression. In general, we can weigh each xi by

Robustness
vi = v(RD(x
 i )), for instance, by putting vi = 1 if
2
and vi = 0 otherwise. The resultRD(xi ) ≤ χp,0.975
ing one-step reweighted mean and covariance matrix
n


T1 (X) =

i=1
n


C1 (X) =

Combining the notions of regression outliers and
leverage points, we see that four types of observations
may occur in regression data:

•
•

vi

i=1
n


Diagnostic Display

•

v i xi

•

vi (xi − T1 (X)) (xi − T1 (X))
t

i=1
n


(14)
vi

−1

i=1

have a better finite-sample efficiency than the MCD.
The updated robust distances RD(xi ) are then
obtained by inserting T1 (X) and C1 (X) into (13).
Figure 3(a) shows the 97.5% tolerance ellipse
based on the MCD. It clearly excludes the observations 22 and 24 and its shape reflects the covariance
structure of the bulk of the data much better than the
empirical covariance matrix does. Equivalently, we
see on the vertical axis in Figure 3(b) that the robust
distances RD(xi ) of the outlying points lie considerably above the cutoff, flagging them as important
leverage points.
The robust distances RD(xi ) become of course
even more useful for p ≥ 3, when we can no longer
plot the points xi = (xi1 , . . . , xip ). This will be illustrated in the section ‘Diagnostic Display’.
Because the MCD estimator, the robust distances
RD(xi ) and the one-step reweighted estimates (14)
depend only on the x-data, they can also be computed
in data sets without a response variable yi . This
makes them equally useful to detect one or several
outliers in an arbitrary multivariate data set [6, 37].
For some examples see [119, 121].
The MCD and the corresponding RD(xi ) can
be computed very fast with the FAST-MCD algorithm [119]. A stand-alone program and a Matlab version can be downloaded from the website
http://www.agoras.ua.ac.be. The MCD is available in
the package S-PLUS as the built-in function cov.mcd
and has also been included in SAS Version 9 and
SAS/IML Version 7. These packages provide the onestep reweighted MCD estimator (14).
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regular observations with internal xi and wellfitting yi ;
vertical outliers with internal xi and nonfitting yi ;
good leverage points with outlying xi and wellfitting yi ;
bad leverage points with outlying xi and nonfitting yi .

Figure 4(a) gives an illustration in simple regression. In general, good leverage points are beneficial
since they can improve the precision of regression
coefficients. Bad leverage points are harmful because
they can change the LS fit drastically.
In the preceding sections, regression outliers have
been detected with standardized LTS residuals ri /σ̂ ,
and leverage points were diagnosed by robust distances RD(xi ) based on the MCD. Rousseeuw and
van Zomeren [121] proposed a new display that plots
robust residuals ri /σ̂ versus robust distances
 RD(xi ),
2
by
and indicates the cutoffs +2.5, −2.5 and χp,0.975
horizontal and vertical lines. Figure 4(b) shows this
diagnostic display for the simple regression example
of Figure 4(a). It automatically classifies the observations into the four types above.
Consider now the Wages and Hours regression
model with p = 6 explanatory variables, as in the
section ‘Robust Regression’. The robust diagnostic
plot is shown in Figure 5(a). It shows at once that
case 19 is a vertical outlier, that cases 8 and 20
are good leverage points, and that there are four bad
leverage points (observations 3, 4, 22, and 24). We
can compare this figure with the classical diagnostic
plot in Figure 5(b), which displays the LS residuals
versus Mahalanobis distances. From this plot, we
would conclude that cases 3 and 4 are good leverage
points that fit the model well. This example again
illustrates how the LS estimator can mask outliers.

Other Robust Methods
The earliest systematic theory of robust regression
was based on M-estimators [52, 53], given by
minimize

n


(β̂0 , . . . , β̂p ) i=1

ρ

ri
,
σ̂

(15)
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Figure 4 (a) Simple regression data with points of all four types; (b) diagnostic display of these data with vertical line at
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Figure 5 (a) Robust diagnostic plot of the Wages and Hours data set with vertical line at
diagnostic plot of the Wages and Hours data set

where ρ(t) = |t| yields least absolute values (L1 )
regression as a special case. For general ρ, one
needs a robust σ̂ to make the M-estimator equivariant
under scale factors. This σ̂ either needs to be
estimated in advance or estimated jointly with
(β̂0 , . . . , β̂p ) (see [53], page 179). The study of Mestimators started for one-dimensional statistics [51]
and tests [46], Chapter 3 and was then extended to
linear models as above and tests [124]. Also for
multivariate location and scatter M-estimators [77],

2

Mahalanobis distance


2
χ6,0.975
= 3.80; (b) classical-type

and corresponding tests [136, 137] have been
studied. See [46, 53] for a detailed overview on
the theory of M-estimators. Unlike M-estimators,
scale equivariance holds automatically for Restimators [62] and L-estimators [65] of regression.
The breakdown value of all regression M-, L-, and
R-estimators is 0% because of their vulnerability to
bad leverage points. If leverage points cannot occur,
as in fixed design studies, a positive breakdown value
can be attained; see [92, 95].

Robustness
The next step was the development of generalized M-estimators (GM-estimators), with the purpose
of bounding the influence of outlying (xi1 , . . . , xip )
by giving them a small weight. This is why GMestimators are often called bounded influence methods. A survey is given in [46], Chapter 6. Both Mand GM-estimators can be computed by iteratively
reweighted LS or by the Newton–Raphson algorithm. Unfortunately, the breakdown value of all GMestimators goes down to zero for increasing p, when
there are more opportunities for outliers to occur [79].
Similarly, bounded influence R-estimators have been
developed [97].
In the special case of simple regression (p =
1), several earlier methods exist, such as the
Brown–Mood line, Tukey’s resistant line, and the
Theil–Sen slope. These methods are reviewed
in [112], Section 2.7 together with their breakdown
values.
For multiple regression, the Least Median of
Squares (LMS) of Rousseeuw [105] (see also [45],
p. 380) and the LTS described above were the
first equivariant methods to attain a 50% breakdown value. (By choosing h in (8), any positive
breakdown value between 0% and 50% can be set
as well.) Their low finite-sample efficiency can be
improved by carrying out a one-step RLS fit (10)
afterwards. Another approach is to compute a onestep M-estimator starting from LMS or LTS, as proposed by Rousseeuw [105], which also maintains the
breakdown value and yields the same asymptotic efficiency as the corresponding M-estimator. In order to
combine these advantages with those of the bounded
influence approach, it was later proposed to follow the
LMS or LTS by a one-step GM-estimator (see [20,
128, 129]). For tests and variable selection in this
context see [75, 76, 103, 104].
A different approach to improving on the
efficiency of the LMS and the LTS is to replace their
objective functions by a more efficient scale estimator
applied to the residuals ri . This direction has led
to the introduction of efficient positive-breakdown
regression methods, such as S-estimators [122], MMestimators [145], τ -estimators [147], a new type
of R-estimators [48], generalized S-estimators [30],
CM-estimators [90], generalized τ -estimators [41],
and high breakdown rank estimators [18].
To extend the good properties of the median to
regression, Rousseeuw and Hubert [111] introduced
the notion of regression depth and deepest regression.
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The deepest regression estimator has been studied
by [5, 117, 139, 140]. It also leads to robust
regression quantiles [2].
The development of robust estimators of multivariate location and scatter often paralleled that
of robust regression methods. Multivariate M-estimators [77] have a relatively low breakdown value
due to possible implosion of the estimated scatter matrix [46], page 298. Together with the MCD
estimator, Rousseeuw [105, 106] also introduced
the Minimum Volume Ellipsoid MVE. Rigorous
asymptotic results for the MCD and the MVE are
given by [14, 35]. Davies [36] also studied one-step
M-estimators. The breakdown value and asymptotic
properties of one-step reweighted estimators (14)
have been obtained by [69, 70]. Other classes of
robust estimators of multivariate location and scatter
include S-estimators [34, 112], CM-estimators [64],
τ -estimators [68], MM-estimators [134], and estimators based on multivariate ranks or signs [143]. To
extend the median to multivariate location, depthbased estimators have been proposed and studied
by [39, 67, 115, 116, 152–154]. Other extensions of
the median have been proposed by [93, 98]. Methods based on projection pursuit have been studied
in [32, 54].
Since estimating the covariance matrix is the cornerstone of many multivariate statistical methods,
robust covariance estimators have also led to robust
multivariate methods such as robust multivariate testing [144], principal components analysis [25, 57, 58],
regression [23, 33, 80], multivariate regression [4,
84, 118], factor analysis [99], canonical correlation
analysis [22], discriminant analysis [21, 59], principal component regression [61], and partial least
squares [60].
Maxbias curves have been studied in [1, 3, 9, 26,
28, 30, 31, 47, 83, 87, 88, 107, 108, 146]. The search
for multivariate scatter methods with low maxbias
curve has led to new types of projection estimators [81]. Related projection methods for regression
were proposed in [82].
Robust methods have been developed for general
linear models such as logistic regression [10, 16, 19,
27] and regression models with binary predictors [56,
85]. Several proposals have been made to detect
outliers in contingency tables [55, 126, 135]. For generalized linear models, robust approaches have been
proposed in [15, 66, 74, 96] and robust nonlinear

10

Robustness

regression has been studied in [132, 133]. Extensions of depth to nonlinear regression are introduced
in [91]. Robust estimators for error-in-variables have
been considered in [78, 148, 150, 151]. A general overview of applications of robustness is presented in [117]. Some recent books on robustness
include [63, 89, 101, 131].

[6]

[7]

Application in Actuarial Sciences
[8]

Applications of robust regression in actuarial sciences
and economics have been given in [102, 110, 113,
149]. Bounded-influence estimators for excess-of-loss
premiums, stop-loss premiums and ruin probabilities are proposed in [73].
Robustness in time series analysis and econometrics has been studied in [13, 42, 71, 86, 94, 141,
142]. Robust estimation of the autocovariance function, with applications to monthly interest rates of a
bank, is considered in [72].
Robust fitting of log-normal distributions is discussed in [125]. To robustly estimate the tail index
of Pareto and Pareto-type distributions, methods have
been proposed in [7, 11, 12].
The idea of ε-contaminated model distributions [7]
can be extended to ε-contaminated prior distributions in Bayesian analysis [8]. The application of
robust Bayesian analysis to measure the sensitivity
with respect to the prior of the Bayesian premium for
the Esscher principle in the Poisson–Gamma model
is presented in [43].

[9]

[10]

[11]

[12]

[13]

[14]

[15]
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Ruin Theory
Classical ruin theory studies insurer’s surplus, the
time of ruin, and their related functionals arising from
the classical continuous-time risk model.
The classical continuous-time risk model for
an insurance portfolio over an extended period of
time can be described as follows. The number of
claims process from the insurance portfolio follows
a Poisson process N (t) with intensity λ. Let Xi
represent the claim amount for the ith individual
claim. It is assumed that these individual claim
amounts X1 , X2 , . . ., are positive, independent, and
identically distributed with the common distribution
function P (x), and that they are independent of the
number of claims process N (t). Thus, the aggregate
claims process from the insurance portfolio S(t) =
X1 + X2 + · · · + XN(t) , with the convention S(t) =
0 if N (t) = 0, is a compound Poisson process,
where S(t) represents the aggregate claims amount
up to time t. The mean and the variance of S(t)
are E{S(t)} = λp1 t and Var{S(t)} = λp2 t, where p1
and p2 are the first two moments about the origin
of X, a representative of the claim amounts Xi ’s.
Suppose that the insurer has an initial surplus u ≥
0 and receives premiums continuously at the rate
of c per unit time. The insurer’s surplus process
is then U (t) = u + ct − S(t). Risk aversion of the
insurer implies that the premium rate c exceeds the
expected aggregate claims per unit time, that is, c >
E{S(1)} = λp1 . Let θ = [c − E{S(1)}]/E{S(1)} > 0
or c = λp1 (1 + θ). Thus, θ is the risk premium for
the expected claim of one monetary unit per unit time
and is called the relative security loading.
Consider now the first time when the surplus drops
below the initial surplus u, that is, T1 = inf{t; U (t) <
u}. The amount of the drop is L1 = u − U (T1 ) and
the surplus at time T1 reaches a record low. It can
be shown that the distribution of L1 , given the drop
occurs, is the integrated tail distribution of the
individual claim amount distribution
fL1 (x) =

1 − P (x)
,
p1

x > 0.

(1)

Similarly, we may describe a drop below the
record low each time the surplus process reaches
a new record low as follows. For i = 2, 3 . . ., Ti =
inf{t; U (t) < U (Ti−1 ), t > Ti−1 } is the time when the
ith drop occurs. Also, Li = U (Ti−1 ) − U (Ti ) is the

amount of the ith drop. See the figure in the article
Beekman’s convolution formula. The independent
increments property of the Poisson process implies
that the drops Li , i = 1, 2, . . ., given that they occur,
are independent, and identically distributed with a
common density given by (1). Furthermore, let L =
maxall t>0 {S(t) − ct}. Then L is the total amount of
drops over time and it is called the maximal aggregate
loss. Obviously,
L = L1 + L2 + · · · + LM ,

(1a)

where M = max{i; Ti < ∞}, the total number of
drops. The independent-increments property again
ensures that M is geometrically distributed with
parameter Pr{M > 0}, and the independence between
N (t) and the individual claims Xi ’s implies that the
drops Li ’s are independent of M. In other words, L
is compound geometrically distributed. As a result,
the distribution of L can explicitly be expressed as a
series of convolutions, which is often referred to as
Beekman’s convolution formula [5].
The time of ruin is defined as T = inf{t; U (t) <
0}, the first time when the surplus becomes negative.
The probability that ruin occurs, ψ(u) = Pr{T < ∞},
is referred to as the probability of ruin (in infinite
time). With the independent-increments property of
the Poisson process, it can be shown that the probability of ruin ψ(u) satisfies the defective renewal
equation
 u
1
ψ(u − x)fL1 (x) dx
ψ(u) =
1+θ 0
 ∞
1
+
fL1 (x) dx.
(2)
1+θ u
Two immediate implications are (a) ψ(0) = 1/
(1 + θ ) and (b) ψ(u) is the tail probability of a
compound geometric distribution with the geometric
distribution having the probability function

n
1
θ
, n = 0, 1, . . . ,
(3)
1+θ 1+θ
and the summands having the density function (1).
The compound geometric representation of ψ(u)
enables us to identify the geometric parameter of the
maximal aggregate loss distribution. Since the event
{T < ∞} is the same as the event {L > u}, we have
that ψ(u) = Pr{T < ∞} = Pr{L > u}. In particular,
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for the case of u = 0, the time of the first drop T1 is
the time of ruin and
Pr{M > 0} = Pr{T1 < ∞} = Pr{L > 0}
= ψ(0) =

1
.
1+θ

(4)

Thus, the number of drops follows the geometric distribution given in (3). Consequently, the
Laplace–Stieltjes transform of L is given by
f˜L (z) =

θp1 z
,
p̃(z) + (1 + θ)p1 z − 1

(5)

where p̃(z) is the Laplace–Stieltjes transform of
P (x). The formula (5) thus allows a closed-form
expression for the probability of ruin when the individual claim amount has a distribution that is a
combination of several exponential distributions.
As the probability of ruin is the solution of the
defective renewal equation (2), methods for renewal
equations may be applicable for the probability of
ruin. Let κ exists and satisfy
 ∞
eκx fL1 (x) dx = 1 + θ.
(6)
0

The quantity κ is called the Lundberg adjustment
coefficient (−κ is called the Malthusian parameter in
the demography literature) and it can be alternatively
expressed as
 ∞
eκx dP (x) = 1 + (1 + θ)p1 κ,
(7)
0

in terms of the individual claim amount distribution.
Equation (7) shows that −κ is the largest negative
root of the denominator of (5). The Lundberg adjustment coefficient κ plays a central role in the analysis
of the probability of ruin and in classical ruin theory
in general. For more details on the Lundberg adjustment coefficient, (see Adjustment Coefficient and
Cramér–Lundberg Condition and Estimate). The
Key Renewal Theorem shows that
ψ(u) ∼

θp1
e−κu ,
E{XeκX } − (1 + θ)p1

as

u → ∞.
(8)

Moreover, a simple exponential upper bound, called
the Lundberg bound, is obtainable in terms of the
Lundberg adjustment coefficient κ and is given by
ψ(u) ≤ e−κu ,

u ≥ 0.

(9)

The above classical results may be found in [6, 7, 9,
23], or other books on insurance risk theory. These
results may also be found in the queueing context,
as the compound Poisson risk model described above
is essentially the same as the M/G/1 queue. The
ith claim amount Xi is interpreted as the ith service time. The ith drop amount is the ith ladder
height and the distribution of the drop amount is
hence called the ladder height distribution. We remark
that a ladder height is usually defined as an unconditional random variable in queueing theory, and it
includes zero that corresponds to the case of no new
height. As a result, the density for a positive ladder height is fL1 (x)/(1 + θ). The maximal aggregate
loss L is then the equilibrium actual waiting time
and its Laplace transform (5) is referred to as the
Pollaczek–Khintchine transform equation. Other versions of the Pollaczek–Khintchine formula include
the mean of L and the distribution of the number of
customers in the system in equilibrium. See Chapter 5
of [35] for details.
There is an extensive literature on probabilistic
properties of the time of ruin and its two related quantities: the surplus immediately before ruin U (T −),
where T − is the left limit of T , and the deficit at
ruin |U (T )|.
The probability of ruin ψ(u) has a closed-form
expression for several classes of individual claim
amount distributions, in addition to the exponential class. A closed-form expression of ψ(u) for the
individual claim amount distribution as a combination of a finite number of exponentials was obtained
in [19, 25]. Lin and Willmot [38] derive a closedform expression when the claim amount distribution
is a mixture of Erlang distributions. A closed-form
expression for ψ(u), in general, does not exist but
ψ(u) may be expressed as a convolution series as
in [44, 50]. We may also use approximations, and
in this case, the combination of two exponentials
and the mixture of Erlang distributions become useful. Tijms [48] shows that any continuous distribution
may be approximated by a mixture of Erlang distributions to any given accuracy. Willmot [52] shows
that when the integrated tail distribution of the
claim amount is New Worse than Used in Convex
ordering (NWUC) or New Better than Used in Convex ordering (NBUC), ψ(u) may be approximated
using the tail of a mixture of two exponentials by
matching the probability mass at zero, its mean, and
its asymptotics to those of the maximal aggregate
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loss (this approximation is referred to as the Tijms
approximation as it was suggested by Tijms [48]).
Thus, a proper mixture of two exponentials for the
claim amount may be used such that the resulting probability of ruin is the Tijms approximation.
Refined and improved bounds on ψ(u), as compared
to (9), are available. For instance, if the claim amount
is NWUC (NBUC)
ψ(u) ≤ (≥)

1 −κu
e ,
1+θ

u ≥ 0,

(10)

and if only a finite number of moments of the claim
amount exist,
ψ(u) ≤ (1 + κx)−m ,

u ≥ 0,

(11)

where m is the highest order of the moment and κ
satisfies
 ∞
1+θ =
(1 + κx)m fL1 (x) dx.
(12)
0

For more refined and improved bounds, see [23, 33,
34, 36, 47, 51, 53].
The distribution of the time of ruin T is of
interest not only in its own right but also because its
(defective) distribution function, ψ(u, t) = Pr{T ≤
t}, may be interpreted as the probability of ruin in
finite time. However, it is difficult to analyze the
distribution due to its complexity. In the simplest case
where the individual claim amount is exponential, the
density of T is an infinite series of modified Bessel
functions of the first kind [17, 49]. The research
has hence mainly focused on the numerical valuation
of the probability of ruin in finite time. Numerical
algorithms for the probability of ruin in finite time
as well as in infinite time may be found in [9–11,
13–15]. All the algorithms involve the discretization
of time and the claim amount in some ways.
The moments of the time of ruin may be calculated
recursively. Let ψk (u) = E[T k I (T < ∞)] be the kth
defective moment of T , where I (T < ∞) = 1 if
T < ∞ and I (T < ∞) = 0 if otherwise. Delbaen [8]
shows that ψk (u) exists if the (k + 1)th moment
of the claim amount exists. Lin and Willmot [38]
show that ψk (u) satisfies the following recursive
relationship: for k = 1, 2, 3, . . .,
 u
1
ψk (u − x)fL1 (x) dx
ψk (u) =
1+θ 0

k ∞
+
ψk−1 (x) dx,
(13)
c u

3

with ψ0 (u) = ψ(u). The defective renewal equation (13) allows ψk (u) to be explicitly expressed
in terms of ψk−1 (u) [37, 38]. The explicit expression of ψ1 (u) is also obtained by [42] (also in [41])
using a martingale argument. Algorithms on solving
the moments of the time of ruin using (13) are discussed in [16, 18]. Picard and Lefèvre [40] also give
a numerical algorithm for the moments of the time
of ruin when the claim amount is discrete.
A number of papers have considered the joint distribution and moments of the surplus before ruin
U (T −) and the deficit at ruin |U (T )|. Gerber,
Goovaerts, and Kaas [25] derive the distribution
function of the deficit at ruin in terms of the convolutions of the first drop distribution. Dufresne and
Gerber [20] express the joint density of U (T −) and
|U (T )| in terms of the marginal density of the surplus
U (T −). Using the result of Dufresne and Gerber,
Dickson [12] gives the joint density of U (T −) and
|U (T )|
f (x, y)

ψ(u − x) − ψ(u)
λ


,
 p(x + y)
c
1 − ψ(0)
= λ
1 − ψ(u)


,
 p(x + y)
c
1 − ψ(0)

x≤u
(14)
x>u

An expected discounted penalty function introduced
by Gerber and Shiu [28] provides a unified treatment
of the joint distribution of the time of ruin T , the
surplus U (T −) and the deficit |U (T )|, and related
functionals. The expected discounted penalty function
is defined as
(u) = E[e−δT w(U (T −), |U (T )|)I (T < ∞)], (15)
where w(x, y) is the penalty for a surplus amount of
x before ruin and a deficit amount of y at ruin, and δ
is a force of interest. The probability of ruin ψ(u) and
the joint distribution of U (T −) and |U (T )| are the
special cases of the expected discounted penalty function. The former is obtained with w(x, y) = 1 and
δ = 0, and the latter with w(x, y) = I (x ≤ u, y ≤ v)
for fixed u and v, and δ = 0. With other choices of
the penalty w(x, y), we obtain the Laplace transform of T with δ being the argument, mixed and
marginal moments of U (T −) and |U (T )|, and more.
Gerber and Shiu [28] show that the expected discounted penalty function (u) satisfies the following

4
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defective renewal equation

 ∞
λ u
(u − x)
e−ρ(y−x) dP (y) dx
(u) =
c 0
x
 ∞
 ∞
λ
+ eρu
e−ρx
w(x, y − x) dP (y) dx.
c
u
x
(16)

([1], Chapter 7 of [4], Section 6.4 of [7, 24, 31, 32,
39]), and the use of a Lévy process for the surplus
process [21, 22, 26, 55].
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processes with applications in risk theory, Advances in
Applied Probability 33, 281–291.

6

Ruin Theory

(See also Claim Size Processes; Collective Risk
Theory; Cramér–Lundberg Asymptotics; Dependent Risks; Diffusion Approximations; Estimation;
Gaussian Processes; Inflation Impact on Aggregate Claims; Large Deviations; Lundberg Approximations, Generalized; Lundberg Inequality for

Ruin Probability; Phase-type Distributions; Phase
Method; Risk Process; Severity of Ruin; Shot-noise
Processes; Stochastic Optimization; Subexponential Distributions; Time Series)
X. SHELDON LIN

λp1 then for u ≥ 0,

Severity of Ruin

ψ(u) =
The severity of ruin, in connection with the time of
ruin, is an important issue in classical ruin theory.
Let N (t) denote the number of insurance claims
occurring in the time interval (0, t]. Usually, N (t) is
assumed to follow a Poisson distribution with mean
λt, and the claim number process {N (t): t ≥ 0}
is said to be a Poisson process with parameter λ.
Consider the surplus process of the insurer at time
t in the classical continuous (for discrete case, see
time of ruin) time risk model,
U (t) = u + ct − S(t),

t ≥ 0,

T = inf{t: U (t) < 0}

(2)

with T = ∞ if U (t) ≥ 0 for all t. The probability of
ruin is denoted by
ψ(u) = E[I (T < ∞)|U (0) = u]
= Pr(T < ∞|U (0) = u)

(3)

where I is the indicator function, that is, I (T <
∞) = 1 if T < ∞ and I (T < ∞) = 0 if T = ∞.
We assume c > λp1 to ensure that ψ(u) < 1; let
c = λp1 (1 + θ) where θ > 0 is called the relative
security loading. When ruin occurs because of a
claim, |U (T )| (or −U (T )) is called the severity of
ruin or the deficit at the time of ruin, U (T −) (the
left limit of U (t) at t = T ) is called the surplus
immediately before the time of ruin (see Figure 1(a)),
and [U (T −) + |U (T )|] is called the amount of the
claim causing ruin. It can be shown [1] that if c >

< ∞]

(4)

where R is the adjustment coefficient. In general,
an explicit evaluation of the denominator of (4) is
not possible. Instead, some numerical and estimating methods for ψ(u) were developed. However,
equation (4) can be used to derive the Lundberg
inequality for ruin probability; since the denominator in (4) exceeds 1, it follows that ψ(u) < e−Ru .
The classical risk model (1) was extended by Gerber [11] by adding an independent Wiener process or
Brownian motion to (1) so that
U (t) = u + ct − S(t) + σ W (t),

(1)

(a variation of surplus process U (t) is to consider
the time value under constant interest force [21, 30,
31]) where the nonnegative quantity u = U (0) is
the initial surplus, c is the constant rate per unit
time at which the premiums are received, S(t) =
X1 + X2 + · · · + XN(t) (with S(t) = 0 if N (t) = 0)
is the aggregate claims up to time t, and the individual claim sizes X1 , X2 , . . . , independent of N (t),
are positive, independent, and identically distributed
random variables with common distribution function
P (x) = Pr(X ≤ x) and mean p1 . In this case, the
continuous time aggregate claims process {S(t): t ≥
0} is said to follow a compound Poisson process
with parameter λ. The time of ruin is defined by

e−Ru
E[eR|U (T )| |T

t ≥ 0,

(5)

where σ  0 and {W (t): t ≥ 0} is a standard Wiener
process that is independent of the compound Poisson
process {S(t): t ≥ 0}. In this case, the definition of the
time of ruin becomes T = inf{t: U (t) ≤ 0} (T = ∞
if the set is empty) due to the oscillation character
of the added Wiener process; that is, there are two
types of ruins: one is ruin caused by a claim (T < ∞
and U (T ) < 0), the other is ruin due to oscillation
(T < ∞ and U (T ) = 0). The surplus immediately
before and at the time of ruin due to a claim are
similarly defined (see Figure 1(b)).
When ruin occurs because of a claim, let
f (x, y, t; D|u) (where D = σ 2 /2 ≥ 0) denote the
joint probability density function of U (T −), |U (T )|
and T. Define the discounted joint and marginal
probability density functions of U (T −) and |U (T )|
based on model (5) with δ ≥ 0 as follows:
 ∞
e−δt f (x, y, t; D|u) dt,
(6)
f (x, y; δ, D|u) =


0



0

∞

f1 (x; δ, D|u) =

f (x, y; δ, D|u) dy
∞

=



0

∞

e−δt f (x, y, t; D|u) dt dy,

0

(7)
and


∞

f2 (y; δ, D|u) =

f (x, y; δ, D|u) dx


0
∞

=
0



∞

e−δt f (x, y, t; D|u) dt dx.

0

(8)
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u
U(T−)
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0

T
−U(T )

t

T

t

−U(T )

(a)

Figure 1

Without diffusion

(b)

With diffusion

The surplus immediately before and at the ruin (a) (without diffusion) (b) (with diffusion)

Let the discounted joint and marginal distribution
functions of U (T −) and |U (T )| be denoted by
F (x, y; δ, D|u), F1 (x; δ, D|u) and F2 (y; δ, D|u), respectively. There have been many papers discussing
the marginal and/or joint distributions of T, U (T −),
and |U (T )| [1, 4–9, 12, 14–17, 19, 20, 22, 26,
28–31]. Above all, F2 (y; δ, D|u) is the subject matter
of classical ruin theory; studying the distribution
of |U (T )| helps one understand the risk of ruin.
Note that the distribution function F2 (y; 0, 0|u) =
Pr(|U (T )| ≤ y, T < ∞|U (0) = u) is defective since
limy→∞ F2 (y; 0, 0|u) = ψ(u) < 1. It was proved that
F2 (y; 0, 0|u) satisfies the defective renewal equation
[12, 29]
F2 (y; 0, 0|u) =

λ
c
+


0

λ
c

u

F2 (y; 0, 0|u − x)P (x) dx



u+y

P (x) dx,

(9)

u

and can be expressed [17, 22] by
F2 (y; 0, 0|u) =

1+θ
[ψ(u) − ψ(u + y)]
θ
1
1
− P1 (y)ψ(u) +
θ
θp1
 y
×
ψ(u + y − x)P (x) dx

(10)

0

y
with F2 (y; 0, 0|0) = (λ/c) 0 P (x) dx and f2 (y; 0,
0|0) = (λ/c)P (y) [4, 12] where P (y) = 1 − P (y)
y
and P1 (y) = 0 P (x) dx/p1 . Furthermore, there is a

relationship between F1 (x; 0, 0|u) and F2 (y; 0, 0|u)
[4] as follows:


P 1 (x)
F1 (x; 0, 0|u) = F2 (x; 0, 0|u − x) − 1 +
θ
× [ψ(u − x) − ψ(u)],



0 < x ≤ u.
(11)

The corresponding relationship between F1 (x; δ,
D|u) and F2 (y; δ, D|u) can be found in [22]. The
quantity (λ/c)P (y) dy is the probability that the first
record low of {U (t)} caused by a claim is between
u − y and u − y − dy (that is, the probability that
the surplus (1) will ever fall below its initial surplus
level u, and will be between u − y and u − y − dy
when it happens for the first time) [1, 4, 12] (for
the case D > 0 and δ ≥ 0, see [13]). If u = 0, the
probability
that the surplus will
 ∞ever drop below 0
∞
is 0 f2 (y; 0, 0|0) dy = (λ/c) 0 P (y) dy = 1/(1 +
θ) < 1, which implies ψ(0) = 1/(1 + θ). Let L1
be a random variable denoting the amount by
which the surplus falls below the initial level for
the first time, given that this ever happens. Then
the probability density and distribution
function of
∞
L1 are fL1 (y) = f2 (y; 0, 0|0)/ 0 f2 (y; 0, 0|0) dy =
y
P (y)/p1 and FL1 (y) = 0 P (x) dx/p1 = P1 (y), respectively. If we define the maximal aggregate loss
[1, 10, 23] based on (1) by L = maxt≥0 {S(t) − ct},
then the fact that a compound Poisson process has
stationary and independent increments implies
L = L1 + L2 + · · · + LN

(12)

Severity of Ruin
(with L = 0 if N = 0) where L1 , L2 , . . . , are identical and independent distributed random variables
with common distribution function FL1 , and N is
the number of record highs and has a geometric
distribution with Pr(N = n) = [1 − ψ(0)][ψ(0)]n =
[θ/(1 + θ)][1/(1 + θ)]n , n = 0, 1, 2, . . . The probability of ruin can be expressed as a compound
geometric distribution,
ψ(u) = Pr(L > u)
=

∞


Pr(L > u|N = n)Pr(N = n)

n=1

=

∞

n=1

θ
1+θ



1
1+θ

n

FL∗n1 (u),

(13)

where FL∗n1 (u) = FL1 ∗ FL1 ∗ · · · ∗ FL1 (u) = Pr(L1 +

n

L2 + · · · + Ln > u).
When ruin occurs because of a claim, the expected
discount value (discounted from the time of ruin T to
time 0) of some penalty function [2, 3, 13, 15, 17, 18,
22, 24, 25, 27] is usually used in studying a variety
of interesting and important quantities. To see this,
let w(x, y) be a nonnegative function. Then
φw (u) = E[e−δT w(U (T −), |U (T )|)
× I (T < ∞, U (T ) < 0)|U (0) = u] (14)
is the expectation of the present value (at time 0) of
the penalty function at the time of ruin caused by a
claim (that is, the mean discounted penalty). Letting
the penalty function w(U (T −), |U (T )|) = |U (T )|n
yields the (discounted) nth moment of the severity of
ruin caused by a claim,
ψn (u, δ) = E[e

−δT

|U (T )|

n

× I (T < ∞, U (T ) < 0)|U (0) = u],

(15)

where δ ≥ 0. If we denote the joint moment of the
time of ruin T caused by a claim and the severity of
ruin to the nth power by
ψ1,n (u) = E[T |U (T )|n
× I (T < ∞, U (T ) < 0)|U (0) = u], (16)
n = 0, 1, 2, . . . , then ψ1,n (u) = (−1)[∂ψn (u, δ)/
∂δ]|δ=0 . Some results for ψn (u, δ) and ψ1,n (u) were
derived in [18, 25]. Moreover, by an appropriate

3

choice of the penalty function w(x, y), we can obtain
the (discounted) defective joint distribution function
of U (T −) and |U (T )|. To see this, for any fixed x
and y, let
1,
0,

w(x1 , x2 ) =

if x1 ≤ x, x2 ≤ y,
otherwise.

(17)

x y ∞
Then φw (u) in (14) becomes φw (u) = 0 0 0 e−δt
f (x1 , x2 , t; D|u) dt dx1 dx2 = F (x, y; δ, D|u) [17,
22]. The (discounted) defective joint probability density function of U (T −) and |U (T )| can be derived by
f (x, y; δ, D|u) = ∂ 2 F (x, y; δ, D|u)/∂x∂y. Studying
the (discounted) defective joint distribution function of U (T −) and |U (T )| [14, 15, 17, 20, 22,
30] helps one derive both the (discounted) defective marginal distribution functions of U (T −) and
|U (T )| by F2 (y; δ, D|u) = limx→∞ F (x, y; δ, D|u)
and F1 (x; δ, D|u) = limy→∞ F (x, y; δ, D|u). Then
the (discounted) defective probability density functions of |U (T )| and U (T −) are f2 (y; δ, D|u) =
∂F2 (y; δ, D|u)/∂y and f1 (x; δ, D|u) = ∂F1 (x; δ,
D|u)/∂x, respectively. Renewal equations and/or
explicit expressions for these functions can be found
in [4, 12, 14, 15, 17, 22]. We remark that each of
the expressions for the (discounted) probability distribution/density functions involves a compound geometric distribution (e.g. (10)), which has an explicit
analytical solution if P (x) is a mixture of Erlangs
(Gamma distribution G(α, β) with positive integer
parameter α) or a mixture of exponentials [8, 23].
It was shown [6, 9, 14, 15, 22] that the ratio
of the (discounted) joint probability density function
of U (T −) and |U (T )| to the (discounted) marginal
probability density function of U (T −),
f (x, y; δ, 0|u)
f (x, y; 0, 0|u)
f (x, y; δ, D|u)
=
=
f1 (x; δ, D|u)
f1 (x; δ, 0|u)
f1 (x; 0, 0|u)
=

p(x + y)
P (x)

,

(18)

is independent of u where x + y is the amount of the
claim causing ruin. Equation (18) can be obtained
directly by Bayes’ theorem: the (discounted) joint
probability density function of U (T −) and |U (T )|
at (x, y) divided by the (discounted) marginal probability density function of U (T −) at x is equal to
the (discounted) conditional probability density function of |U (T
)| at y, given that U (T −) = x, which is
∞
p(x + y)/ 0 p(x + y) dy = p(x + y)/P (x).
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The amount of claim causing ruin has a different
distribution than the amount of an arbitrary claim
(since it is large enough to cause ruin). Some
others have discussed its distribution in the classical
model [4, 5], so it is clearly of interest. To derive the
discounted probability density function of [U (T −) +
|U (T )|], let w(x, y) = x + y; then by
φw (u) in
∞ ∞  ∞ −δt
e (x +
(14) turns out to be φw (u) =
0
0
0
∞
y)f (x, y, t; D|u) dt dx dy = 0 zfZ (z; δ, D|u) dz,
the expectation of the amount of the claim causing
ruin, where by (18)
 z
f (x, z − x; δ, D|u) dx
fZ (z; δ, D|u) =
0



z

= p(z)

f1 (x; δ, D|u)

[5]

[6]

[7]

[8]

[9]

(19)

[10]

is the discounted defective probability density function of the amount of the claim causing ruin. Equation
(19) provides an alternative formula for fZ (z; δ, D|u)
once explicit expression for f (x, y; δ, D|u) or
f1 (x; δ, D|u) is available. The expressions for
FZ (z; δ, D|u) (the discounted defective distribution
functions of the amount of the claim causing ruin)
can be obtained from (19) as follows:
 z
 y
f1 (x; δ, D|u)
dx dy
p(y)
FZ (z; δ, D|u) =
P (x)
0
0

[11]

0

P (x)

= F1 (z; δ, D|u) − P (z)
 z
f1 (x; δ, D|u)
dx
×
P (x)
0

dx

(20)

References

[2]

[3]

[4]

[13]

[14]

[15]

with FZ (z; 0, 0|0) = (λ/c)[p1 P1 (z) − zP (z)] [5, 22].

[1]

[12]

Bowers, N., Gerber, H., Hickman, J., Jones, D. &
Nesbitt, C. (1997). Actuarial Mathematics, 2nd Edition,
Society of Actuaries, Schaumburg.
Cai, J. & Dickson, D.C.M. (2002). On the expected
discounted penalty function at ruin of a surplus process
with interest, Insurance: Mathematics and Economics
30, 389–404.
Cheng, Y. & Tang, Q. (2003). Moments of the surplus
before ruin and the deficit at ruin in the Erlang(2)
risk process, North American Actuarial Journal 7(1),
1–12.
Dickson, D.C.M. (1992). On the distribution of the
surplus prior to ruin, Insurance: Mathematics and Economics 11, 191–207.

[16]

[17]

[18]

[19]

[20]
[21]

[22]

Dickson, D.C.M. (1993). On the distribution of the claim
causing ruin, Insurance: Mathematics and Economics
12, 143–154.
Dickson, D.C.M. & Egı́dio dos Reis, A. (1994). Ruin
problems and dual events, Insurance: Mathematics and
Economics 14, 51–60.
Dickson, D.C.M. & Waters, H.R. (1992). The probability
and severity of ruin in finite and in infinite time, ASTIN
Bulletin 22, 177–190.
Dufresne, F. & Gerber, H.U. (1988). The probability and
severity of ruin for combinations of exponential claim
amount distributions and their translations, Insurance:
Mathematics and Economics 7, 75–80.
Dufresne, F. & Gerber, H.U. (1988). The surpluses
immediately before and at ruin, and the amount of
the claim causing ruin, Insurance: Mathematics and
Economics 7, 193–199.
Dufresne, F. & Gerber, H.U. (1991). Risk theory for the
compound Poisson process that is perturbed by diffusion,
Insurance: Mathematics and Economics 10, 51–59.
Gerber, H.U. (1970). An extension of the renewal
equation and its application in the collective theory of
risk, Skandinavisk Aktuarietidskrift 205–210.
Gerber, H.U., Goovaerts, M.J. & Kaas, R. (1987). On
the probability and severity of ruin, ASTIN Bulletin 17,
151–163.
Gerber, H.U. & Landry, B. (1998). On the discounted
penalty at ruin in a jump-diffusion and the perpetual
put option, Insurance: Mathematics and Economics 22,
263–276.
Gerber, H.U. & Shiu, E.S.W. (1997). The joint distribution of the time of ruin, the surplus immediately before
ruin, and the deficit at ruin, Insurance: Mathematics and
Economics 21, 129–137.
Gerber, H.U. & Shiu, E.S.W. (1998). On the time value
of ruin, North American Actuarial Journal 2(1), 48–78.
Klugman, S.A., Panjer, H.H. & Willmot, G.E. (1998).
Loss Models – From Data to Decisions, John Wiley, New
York.
Lin, X. & Willmot, G.E. (1999). Analysis of a defective
renewal equation arising in ruin theory, Insurance:
Mathematics and Economics 25, 63–84.
Lin, X. & Willmot, G.E. (2000). The moments of the
time of ruin, the surplus before ruin, and the deficit
at ruin, Insurance: Mathematics and Economics 27,
19–44.
Picard, Ph. (1994). On some measures of the severity
of ruin in the classical Poisson model, Insurance:
Mathematics and Economics 14, 107–115.
Schmidli, H. (1999). On the distribution of the surplus
prior to and at ruin, ASTIN Bulletin 29, 227–244.
Sundt, B. & Teugels, J.L. (1995). Ruin estimates under
interest force, Insurance: Mathematics and Economics
16, 7–22.
Tsai, C.C.L. (2001). On the discounted distribution
functions of the surplus process perturbed by diffusion, Insurance: Mathematics and Economics 28,
401–419.

Severity of Ruin
[23]

[24]

[25]

[26]

[27]

[28]

Tsai, C.C.L. (2003). On the expectations of the present
values of the time of ruin perturbed by diffusion, Insurance: Mathematics and Economics 32, 413–429.
Tsai, C.C.L. & Willmot, G.E. (2002). A generalized
defective renewal equation for the surplus process perturbed by diffusion, Insurance: Mathematics and Economics 30, 51–66.
Tsai, C.C.L. & Willmot, G.E. (2002). On the moments
of the surplus process perturbed by diffusion, Insurance:
Mathematics and Economics 31, 327–350.
Wang, G. & Wu, R. (2000). Some distributions for
classical risk process that is perturbed by diffusion,
Insurance: Mathematics and Economics 26, 15–24.
Willmot, G.E. & Dickson, D.C.M. (2003). The GerberShiu discounted penalty function in the stationary
renewal risk model, Insurance: Mathematics and Economics 32, 403–411.
Willmot, G.E. & Lin, X. (1998). Exact and approximate
properties of the distribution of the surplus before and
after ruin, Insurance: Mathematics and Economics 23,
91–110.

[29]

[30]

[31]

5

Willmot, G.E. & Lin, X. (2000). Lundberg Approximations for Compound Distributions with Insurance Applications, Springer-Verlag, New York.
Yang, H. & Zhang, L. (2001). The joint distribution of
surplus immediately before ruin and the deficit at ruin
under interest force, North American Actuarial Journal
5(3), 92–103.
Yang, H. & Zhang, L. (2001). On the distribution of surplus immediately after ruin under interest force, Insurance: Mathematics and Economics 29, 247–255.

(See also Beekman’s Convolution Formula; Collective Risk Theory; Credit Risk; Dividends; Inflation
Impact on Aggregate Claims; Risk Management:
An Interdisciplinary Framework; Risk Measures;
Risk Process)
CARY CHI-LIANG TSAI

Shot-noise Processes

Asymptotic Behavior
For each t > 0 we define the rescaled process

Introduction
Building reserves for incurred but not fully reported (IBNFR) claims is an important issue in the
financial statement of an insurance company. The
problem in claims reserving is to estimate the cost of
claims – known or unknown to date – to be paid by
the company in the future, see [9]. Furthermore, this
issue can play a role in pricing insurance derivatives
as for example, the CAT-future. The payoff of such
contracts depends on aggregated insurance losses
reported by some insurance companies. Actually, not
all occurred claims are known immediately and not
even at the end of the reporting period. These effects
were analyzed in [2].
Shot noise processes are natural models for such
phenomena. The total claim amount process is modeled by
S(t) =

N(t)


Xi (t − Ti ),

t ≥ 0.

(1)

i=1

Here Xi = (Xi (t))t∈+ , i ∈ , are i.i.d. increasing
stochastic processes, independent of the homogeneous Poisson process N with rate α > 0 and points
0 < T1 < T2 < · · · . The process Xi (t − Ti ) describes
the payoff procedure of the ith individual claim that
occurs at time Ti . The limit limt→∞ Xi (t) = Xi (∞)
exists (possibly infinite) and is the total payoff caused
by the ith claim. The model is a natural extension of
the classical compound Poisson model. The mean
value and variance functions of (S(t))t≥0 are given
by Campbell’s theorem
 t
EX(u) du, t ≥ 0, (2)
ES(t) = µ(t) = α


x ∈ [0, ∞).

(4)

We want to investigate the asymptotics of the process
S. (t) when t tends to infinity. From an insurance
point of view, such limit theorems are interesting,
for example, to estimate the ruin probability.
First suppose that
X1 (∞) < ∞,

P -a.s.

(5)

with EX12 (∞) ∈ (0, ∞).
The basic idea is to approximate the process
N(t)
Xi (t − Ti ) by the compound Poisson proi=1 
N(t)
cess
i=1 Xi (∞). If Xi (u) converges to Xi (∞)
sufficiently fast, then Klüppelberg and Mikosch [6]
obtained that S. (t) converges (in a functional sense)
weakly to a standard Brownian motion. The assumptions are, for example, satisfied if there exists a t0 ∈
+ with Xi (t0 ) = Xi (∞), P-a.s. For the exact conditions, we refer to [6]. Without these assumptions
one still obtains convergence of the finite-dimensional
distributions to Brownian motion, cf. Proposition
2.3.1 in [8]. So, information with finite expansion
cannot produce dependency in the limit process.
If Xi (∞) = ∞ things are different. Under some
regularity assumptions Klüppelberg and Mikosch [6]
obtained convergence to Gaussian processes possessing long-range dependence. On the other hand,
claims are often heavy-tailed, even without second
and sometimes even without first moment. Hence,
infinite variance stable limits are relevant. They were
studied in [7].

Ruin Theory

0

VarS(t) = σ (t) = α

S(xt) − µ(xt)
,
σ (t)

Sx (t) =

t
2

EX (u) du,

t ≥ 0, (3)

0

(cf. [6]).
Remark 1 Alternatively, Dassios and Jang [3] suggested shot noise processes to model the intensity of
natural disasters (e.g. flood, windstorm, hail, and
earthquake). The number of claims then depends on
this intensity. Thus, they obtain a double stochastic
or Cox process.

Consider the risk process R(t) = u + P (t) − S(t),
t ≥ 0, where u > 0 is the initial capital, and P (t)
the premium income of the insurance company up to
time t.
Define the ruin probability in finite time as a
function of the initial capital and the time horizon
T, that is,


(6)
ψ(u, T ) = P
inf R(t) < 0 .
0≤t≤T
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As inf0≤t≤T (u + P (t) − s(t)) is continuous in the
function s (with respect to the Skorohod topology),
one can use the results from the section ‘Asymptotic
Behavior’ to state some asymptotics for the ruin probability. Klüppelberg and Mikosch [5] did this under
different premium calculation principles (leading to
different functions P (t)).
Brémaud [1] studied the ruin probability in infinite
time assuming the existence of exponential moments
of the shots.

Financial Applications
As pointed out by Stute [10], the shot noise model
is also appropriate to model asset prices. Each shot
can be interpreted as an information entering the
financial market at a Poisson time Ti , and Xi (t − Ti )
models its influence on the asset price – possibly
related with its spread among the market participants.
Consider a modification of (1) possessing stationary
increments,

S(t) =

N(t)


Xi (t − Ti )

i=1

+

−∞


[Xi (t − Ti ) − Xi (−Ti )], t ≥ 0.

(7)

i=−1

Here we have a two-sided homogeneous Poisson
process N with rate α > 0 and points · · · < T−2 <
T−1 < T1 < T2 < · · · .
Under suitable conditions, 
S converges (after some
rescaling) weakly to a fractional Brownian motion
(FBM). This leads to an economic interpretation
of the observed long-range dependence in certain
financial data. Whereas FBM allows for arbitrage,

the approximating shot noise processes themselves
can be chosen arbitrage-free, see [4].
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Simulation Methods for
Stochastic Differential
Equations
Approximation of SDEs
As we try to build more realistic models in risk management, the stochastic effects need to be carefully
taken into account and quantified. This paper provides a very basic overview on simulation methods
for stochastic differential equations (SDEs). Books on
numerical solutions of SDEs that provide systematic
information on the subject include [1, 13, 14, 22]. Let
us consider a simple Itô SDE of the form
dXt = a(Xt ) dt + b(Xt ) dWt + c(Xt− ) dNt

(1)

for t ∈ [0, T ], with initial value X0 ∈ R. The stochastic process X = {Xt , 0 ≤ t ≤ T } is assumed to be a
unique solution of the SDE (1), which consists of a
slowly varying component governed by the drift coefficient a(·), a rapidly fluctuating random component
characterized by the diffusion coefficient b(·), and a
jump component with jump size coefficient c(·). The
second differential in (1) is an Itô stochastic differential with respect to the Wiener process W = {Wt , 0 ≤
t ≤ T }. The third term is a pure jump term driven
by the Poisson process N = {Nt , t ∈ [0, T ]}, which
is assumed to have a given intensity λ > 0. When a
jump arises at a time τ , then the value Xτ − just before
that jump changes to the value Xτ = c(Xτ − ) + Xτ −
after the jump.
Since analytical solutions of SDEs are rare, numerical approximations have been developed. These are
typically based on a time discretization with points
0 = τ0 < τ1 < · · · < τn < · · · < τN = T in the time
interval [0, T ], using a step size  = T /N . More
general time discretizations can be used, for example,
in cases where jumps are typically random. Since the
path of a Wiener process is not differentiable, the Itô
calculus differs in its properties from classical calculus. This has a substantial impact on simulation
methods for SDEs.
To keep our formulae simple, we discuss in the
following only the simple case of the above onedimensional SDE without jumps, that is, for c(·) = 0.
Discrete time approximations for SDEs with a jump
component or driven by Lévy processes have been

studied, for instance, in [15, 17–19, 25, 28]. There is
also a developing literature on the approximation of
SDEs and their functionals involving absorption or
reflection at boundaries [8, 9]. Most of the numerical
methods that we mention have been generalized to
multidimensional X and W and the case with jumps.
Jumps can be covered, for instance, by discrete time
approximations of the SDE (1) if one adds to the
time discretization the random jump times for the
modeling of events and treats the jumps separately at
these times.
The Euler approximation is the simplest example
of a discrete time approximation Y of an SDE. It is
given by the recursive equation
Yn+1 = Yn + a(Yn ) + b(Yn )Wn

(2)

for n ∈ {0, 1, . . . , N − 1} with Y0 = X0 . Here
Wn = Wτn+1 − Wτn denotes the increment of the
Wiener process in the time interval [τn , τn+1 ]
and is represented by an independent N (0, )
Gaussian random variable with mean 0 and
variance . To simulate a realization of the Euler
approximation, one needs to generate the independent
random variables involved. In practice, linear
congruential pseudorandom number generators are
often available in common software packages. An
introduction to this area is given in [5].

Strong and Weak Convergence
For simulations, one has to specify the class of problems that one wishes to investigate before starting to
apply a simulation algorithm. There are two major
types of convergence to be distinguished. These are
the strong convergence for simulating scenarios and
the weak convergence for simulating functionals. The
simulation of sample paths, as, for instance, the generation of an insurance claim stream, a stock market
price scenario, a filter estimate for some hidden
unobserved variable, or the testing of a statistical
estimator, require the simulated sample path to be
close to that of the solution of the original SDE and
thus relate to strong convergence. A discrete time
approximation Y of the exact solution X of an SDE
converges in the strong sense with order γ ∈ (0, ∞]
if there exists a constant K < ∞ such that
E|XT − YN | ≤ Kγ

(3)
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for all step sizes  ∈ (0, 1). Much computational
effort is still being wasted on certain simulations
by overlooking that in a large variety of practical
problems a pathwise approximation of the solution
X of an SDE is not required. If one aims to compute,
for instance, a moment, a probability, an expected
value of a future cash flow, an option price, or, in
general, a functional of the form E(g(XT )), then only
a weak approximation is required. A discrete time
approximation Y of a solution X of an SDE converges
in the weak sense with order β ∈ (0, ∞] if for any
polynomial g there exists a constant Kg < ∞ such
that

on the interval [τn , τn+1 ] form the random building
blocks in a Wagner–Platen expansion. Close relationships exist between multiple Itô integrals, which have
been described, for instance, in [13, 22, 27].

|E(g(XT )) − E(g(YN ))| ≤ Kg β ,

+ b(Yn )b (Yn )I(1,1) ,

(4)

for all step sizes  ∈ (0, 1). Numerical methods,
which can be constructed with respect to this weak
convergence criterion are much easier to implement than those required by the strong convergence
criterion.
The key to the construction of most higher order
numerical approximations is a Taylor-type expansion
for SDEs, which is known as Wagner–Platen expansion, see [27]. It is obtained by iterated applications
of the Itô formula to the integrands in the integral
version of the SDE (1). For example, one obtains the
expansion
Xtn+1 = Xtn + a(Xtn ) + b(Xtn )I(1)
+ b(Xtn )b (Xtn )I(1,1) + Rt0 ,t ,

(5)

where Rt0 ,t represents some remainder term consisting of higher order multiple stochastic integrals.
Multiple Itô integrals of the type

I(1) = Wn =

I(1,1) =

dWs ,
τn

τn+1

τn


I(0,1) =

τn+1



s2

dWs1 dWs2 =

τn

τn+1



1
((I(1) )2 − )
2

s2

ds1 dWs2 ,
τn


I(1,0) =

τn

τn+1



dWs1 ds2 ,
τn



I(1,1,1) =

s2

τn
τn+1



s3



τn

τn

τn

If, from the Wagner–Platen expansion (5) we select
only the first three terms, then we obtain the Euler
approximation (2), which, in general, has a strong
order of γ = 0.5. By taking one more term in the
expansion (5) we obtain the Milstein scheme
Yn+1 = Yn + a(Yn ) + b(Yn )Wn
(7)

proposed in [20], where the double Itô integral I(1,1)
is given in (6). In general, this scheme has strong
order γ = 1.0. For multidimensional driving Wiener
processes, the double stochastic integrals appearing
in the Milstein scheme have to be approximated,
unless the drift and diffusion coefficients fulfill a certain commutativity condition [7, 13, 22]. In [27], the
terms of the expansion that have to be chosen to
obtain any desired higher strong order of convergence
have been described. The strong Taylor approximation of order γ = 1.5 has the form
Yn+1 = Yn + a + bWn + bb I(1,1) + ba  I(1,0)

 2 

1
1

+ aa  + b2 a 
+ ab + b2 b I(0,1)
2
2
2
+ b(bb + (b )2 )I(1,1,1) ,

(8)

where we suppress the dependence of the coefficients on Yn and use the multiple Itô integrals mentioned in (6). For higher order schemes one not only
requires, in general, adequate smoothness of the drift
and diffusion coefficients, but also sufficient information about the driving Wiener processes that is
contained in the multiple Itô integrals.
A disadvantage of higher order strong Taylor
approximations is the fact that derivatives of the drift
and diffusion coefficients have to be calculated at
each step. As a first attempt at avoiding derivatives
in the Milstein scheme, one can use the following
γ = 1.0 strong order method
Yn+1 = Yn + a(Yn ) + b(Yn )Wn

s2

dWs1 dWs2 dWs3

Strong Approximation Methods

(6)

1
+ (b(Ŷn ) − b (Yn )) √ ((Wn )2 − ), (9)
2 
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√
with Ŷn = Yn + b(Yn ) . In [3], a γ = 1.0 strong
order two-stage Runge–Kutta method has been developed, where

4
Wn
+ (b(Yn ) + 3b(Y n ))
4

Yn+1 = Yn + (a(Yn ) + 3a(Y n ))

(10)

with Y n = Yn + 23 (a(Yn ) + b(Yn )Wn ) using the
function
1
a(x) = − b(x)b (x).
2

(11)

The advantage of the method (10) is that the principal
error constant has been minimized within a class of
one stage first order Runge–Kutta methods.
Before any properties of higher order convergence
can be exploited, the question of numerical stability of a scheme has to be satisfactorily answered.
Many problems in risk management turn out to be
multidimensional. Systems of SDEs with extremely
different timescales can easily arise in modeling,
which cause numerical instabilities for most explicit
methods. Implicit methods can resolve some of these
problems. We mention a family of implicit Milstein
schemes, described in [22], where

Weak Approximation Methods
For many applications in insurance and finance, in
particular, for the Monte Carlo simulation of contingent claim prices, it is not necessary to use strong
approximations. Under the weak convergence criterion (5), the random increments Wn of the Wiener
process can be replaced by simpler random variables W n . By substituting the N (0, ) Gaussian
distributed random variable Wn in the Euler approximation (2) by an independent two-point √distributed
random variable W n with P (W n = ± ) = 0.5
we obtain the simplified Euler method
Yn+1 = Yn + a(Yn ) + b(Yn )W n ,

(14)

which converges with weak order β = 1.0. The Euler
approximation (2) can be interpreted as the order 1.0
weak Taylor scheme. One can select additional terms
from the Wagner–Platen expansion, to obtain weak
Taylor schemes of higher order. The order β = 2.0
weak Taylor scheme has the form
Yn+1 = Yn + a + bWn + bb I(1,1) + ba  I(1,0)



 2
1
1

+ ab + b2 b I(0,1) + aa  + b2 a 
2
2
2
(15)

Yn+1 = Yn + {αa(Yn+1 ) + (1 − α)a(Yn )}
+ b(Yn )Wn + b(Yn )b (Yn )

(Wn )2
. (12)
2

Here α ∈ [0, 1] represents the degree of implicitness
and a is given in (11). This scheme is of strong order
γ = 1.0.
In a strong scheme, it is almost impossible to
construct implicit expressions for the noise terms.
In [23], one overcomes part of the problem with the
family of balanced implicit methods given in the form
Yn+1 = Yn + a(Yn ) + b(Yn )Wn
+ (Yn − Yn+1 )Cn ,

(13)

where Cn = c0 (Yn ) + c1 (Yn )|Wn | and c0 , c1 represent positive real valued uniformly bounded functions. This method is of strong order γ = 0.5. It
demonstrated good stability behavior for a number
of applications in finance [4].

and was first proposed in [21]. We still obtain a
scheme of weak order β = 2.0 if we replace the
random variable Wn in (15) by Ŵn , the double
integrals I(1,0) and I(0,1) by 2 Ŵn , and the double Wiener integral I(1,1) by 12 ((Ŵn )2 − ). Here,
Ŵn can be a three-point distributed random variable
with
√
1
P(Ŵn = ± 3) =
6

2
.
3
(16)

and P(Ŵn = 0) =

As in the case of strong approximations, higher order
weak schemes can be constructed only if there is
adequate smoothness of the drift and diffusion coefficients and a sufficiently rich set of random variables
are involved for approximating the multiple Itô integrals. A weak second order Runge–Kutta approximation [13] that avoids derivatives in a and b is given
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by the algorithm
Yn+1 = Yn + (a(Ŷn ) + a(Yn ))
+ b(Yn− ))

A family of implicit weak order 2.0 schemes has
been proposed in [22] with


+ (b(Yn+ )
2

Yn+1 = Yn + {ξ a(Yn+1 ) + (1 − ξ )a(Yn )}

Ŵn
+ (b(Yn+ )
4

1
− b(Yn− ))((Ŵn )2 − ) √
4 

(17)

with Ŷn = Yn + a(Yn√) + b(Yn )Ŵn and Yn± =
Yn + a(Yn ) ± b(Yn ) , where Ŵn can be chosen
as in (16).
Implicit methods have better stability properties
than most explicit schemes, and turn out to be better
suited to simulation tasks with potential stability
problems. The following family of weak implicit
Euler schemes, converging with weak order β = 1.0,
can be found in [13]
Yn+1 = Yn + {ξ a η (Yn+1 ) + (1 − ξ )a η (Yn )}
+ {ηb(Yn+1 ) + (1 − η)b(Yn )}W n .

(18)

Here, W n can be chosen as in (14), and we have
to set a η (y) = a(y) − ηb(y)b (y) for ξ ∈ [0, 1] and
η ∈ [0, 1]. For ξ = 1 and η = 0, (18) leads to the drift
implicit Euler scheme. The choice ξ = η = 0 gives us
the simplified Euler scheme, whereas for ξ = η = 1
we have the fully implicit Euler scheme.
For the weak second order approximation of the
functional E(g(XT )), Talay and Tubaro proposed
in [29] a Richardson extrapolation of the form

Vg,2
(T ) = 2E(g(Y  (T ))) − E(g(Y 2 (T ))),

(19)

δ

where Y (T ) denotes the value at time T of an Euler
approximation with step size δ. Using Euler approximations with step sizes δ =  and δ = 2, and then
taking the difference (19) of their respective functionals, the leading error coefficient cancels out, and

Vg,2
(T ) ends up to be a weak second order approximation. Further, weak higher order extrapolations can
be found in [13]. For instance, one obtains a weak
fourth order extrapolation method using

=
Vg,4

1
[32E(g(Y  (T ))) − 12E(g(Y 2 (T )))
21
+ E(g(Y 4 (T )))],

(20)

where Y δ (T ) is the value at time T of the weak
second order Runge–Kutta scheme (17) with step
size δ.

(Ŵn )2 − 
1
+ b(Yn )b (Yn )
2
2


1 

+ b(Yn ) + (b (Yn ) + (1 − 2ξ )a (Yn )) Ŵn
2
+ (1 − 2ξ ){βa  (Yn ) + (1 − β)a  (Yn+1 )}

2
, (21)
2

where Ŵn is chosen as in (16). A weak second order
predictor–corrector method, see [26], is given by the
corrector

(22)
Yn+1 = Yn + (a(Y n+1 ) + a(Yn )) + ψn
2
with


1
1 2


ψn = b(Yn ) +
a(Yn )b (Yn ) + b (Yn )b (Yn )
2
2
× Ŵn + b(Yn )b (Yn )

(Ŵn )2 − 
2

and the predictor
Y n+1 = Yn + a(Yn ) + ψn

 2
1

+ a(Yn )a  (Yn ) + b2 (Yn )a  (Yn )
2
2
+

b(Yn )a  (Yn )Ŵn 
,
2

(23)

where Ŵn is as in (16).
By a discrete time weak approximation Y , one
can form a straightforward Monte Carlo estimate for
a functional of the form u = E(g(XT )), see [2, 13],
using the sample average
uN, =

N
1 
g(YT (ωk )),
N k=1

(24)

with N independent simulated realizations YT (ω1 ),
YT (ω2 ), . . . , YT (ωN ). The Monte Carlo approach is
very general and works in almost all circumstances.
For high-dimensional functionals, it is sometimes the
only method of obtaining a result. One pays for
this generality by the large sample sizes required
to achieve reasonably accurate estimates because the
size
√ of the confidence interval decreases only with
1/ N as N → ∞.
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One can increase the efficiency in Monte Carlo
simulation for SDEs considerably by using variance
reduction techniques. These reduce primarily the variance of the random variable actually simulated. The
method of antithetic variates [16] repeatedly uses
the random variables originally generated in some
symmetric pattern to construct sample paths that
offset each other’s noise to some extent. Stratified
sampling is another technique that has been widely
used [6]. It divides the whole sample space into disjoint sets of events and an unbiased estimator is
constructed, which is conditional on the occurrence
of these events. The very useful control variate technique is based on the selection of a random variable ξ
with known mean E(ξ ) that allows one to construct
an unbiased estimate with minimized variance [10,
24]. The measure transformation method [12, 13, 22]
introduces a new probability measure via a Girsanov
transformation and can achieve considerable variance
reductions. A new technique that uses integral representation has been recently suggested in [11].
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Simulation of Risk
Processes
Introduction
The simulation of risk processes is a standard procedure for insurance companies. The generation of
aggregate claims is vital for the calculation of the
amount of loss that may occur. Simulation of risk
processes also appears naturally in rating triggered
step-up bonds, where the interest rate is bound to
random changes of the companies’ ratings.
Claims of random size {Xi } arrive at random times
Ti . The number of claims up to time t is described by
the stochastic process {Nt }. The risk process {Rt }t≥0
of an insurance company can be therefore represented
in the form
Rt = u + c(t) −

Nt


Xi .

(1)

i=1

This standard model for insurance risk [9, 10] involves the following:
•
•
•
•

the claim arrival point process {Nt }t≥0 ,
an independent claim sequence {Xk }∞
k=1 of positive i.i.d. random variables with common mean µ,
the nonnegative constant u representing the initial
capital of the company,
the premium function c(t).

The company sells insurance policies and receives
a premium according to c(t). Claims up to time
t
are represented by the aggregate claim process
t
{ N
i=1 Xi }. The claim severities are described by the
random sequence {Xk }.
The simulation of the risk process or the aggregate claim process reduces therefore to modeling the
point process {Nt } and the claim size sequence {Xk }.
Both processes are assumed independent; hence, can
be simulated independently of each other. The modeling and computer generation of claim severities is
covered in [14] and [12].
Sometimes a generalization of the risk process
is considered, which admits gain in capital due to
interest earned. Although risk processes with compounding assets have received some attention in the
literature (see e.g. [7, 16]), we will not deal with them

because generalization of the simulation schemes is
straightforward.
The focus of this chapter is therefore on the efficient simulation of the claim arrival point process
{Nt }. Typically, it is simulated via the arrival times
{Ti }, that is, moments when the i th claim occurs,
or the interarrival times (or waiting times) Wi =
Ti − Ti−1 , that is, the time periods between successive claims. The prominent scenarios for {Nt }, are
given by the following:
•
•
•
•
•

the homogeneous Poisson process,
the nonhomogeneous Poisson process,
the mixed Poisson process,
the Cox process (or doubly stochastic Poisson
process), and
the renewal process.

In the section ‘Claim Arrival Process’, we present
simulation algorithms of these five models. In the
section ‘Simulation of Risk Processes’, we illustrate
the application of selected scenarios for modeling
the risk process. The analysis is conducted for the
PCS (Property Claim Services [15]) dataset covering
losses resulting from catastrophic events in the United
States that occurred between 1990 and 1999.

Claim Arrival Process
Homogeneous Poisson Process
A continuous-time stochastic process {Nt : t ≥ 0} is
a (homogeneous) Poisson process with intensity (or
rate) λ > 0 if (i) {Nt } is a point process, and (ii) the
times between events are independent and identically
distributed with an exponential(λ) distribution, that
is, exponential with mean 1/λ. Therefore, successive
arrival times T1 , T2 , . . . , Tn of the Poisson process
can be generated by the following algorithm:
Step 1: set T0 = 0
Step 2: for i = 1, 2, . . . , n do
Step 2a: generate an exponential random
variable E with intensity λ
Step 2b: set Ti = Ti−1 + E
To generate an exponential random variable E
with intensity λ, we can use the inverse transform
method, which reduces to taking a random number
U distributed uniformly on (0, 1) and setting E =

2
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F −1 (U ), where F −1 (x) = (− log(1 − x))/λ is the
inverse of the exponential cumulative distribution
function. In fact, we can just as well set E =
(− log U )/λ since 1 − U has the same distribution
as U.
Since for the homogeneous Poisson process the
expected value ƐNt = λt, it is natural to define the
premium function in this case as c(t) = ct, where
c = (1 + θ)µλ, µ = ƐXk and θ > 0 is the relative
safety loading that ‘guarantees’ survival of the insurance company. With such a choice of the risk function, we obtain the classical form of the risk process [9, 10].

Nonhomogeneous Poisson Process
One can think of various generalizations of the homogeneous Poisson process in order to obtain a more
reasonable description of reality. Note that the choice
of such a process implies that the size of the portfolio cannot increase or decrease. In addition, there
are situations, like in automobile insurance, where
claim occurrence epochs are likely to depend on the
time of the year or of the week [10]. For modeling such phenomena the nonhomogeneous Poisson
process (NHPP) suits much better than the homogeneous one. The NHPP can be thought of as a Poisson
process with a variable intensity defined by the deterministic intensity (rate) function λ(t). Note that the
increments of an NHPP do not have to be stationary.
In the special case when λ(t) takes the constant value
λ, the NHPP reduces to the homogeneous Poisson
process with intensity λ.
The simulation of the process in the nonhomogeneous case is slightly more complicated than in
the homogeneous one. The first approach is based
on the observation [10] that for an NHPP with rate
function λ(t) the increment Nt − Ns , 0 < s < t, is
distributed
 t as a Poisson random variable with intensity λ̃ = s λ(u) du. Hence, the cumulative distribution function Fs of the waiting time Ws is given by
Fs (t) = P (Ws ≤ t) = 1 − P (Ws > t)
= 1 − P (Ns+t − Ns = 0) =
  s+t

= 1 − exp −
λ(u) du
s


  t
λ(s + v) dv .
= 1 − exp −
0

(2)

If the function λ(t) is such that we can find a formula
for the inverse Fs−1 , then for each s we can generate a
random quantity X with the distribution Fs by using
the inverse transform method. The algorithm, often
called the ‘integration method’, can be summarized
as follows:
Step 1: set T0 = 0
Step 2: for i = 1, 2, . . . , n do
Step 2a: generate a random variable U
distributed uniformly on (0, 1)
Step 2b: set Ti = Ti−1 + Fs−1 (U )
The second approach, known as the thinning or
‘rejection method’, is based on the following observation [3, 14]. Suppose that there exists a constant
λ such that λ(t) ≤ λ for all t. Let T1∗ , T2∗ , T3∗ , . . . be
the successive arrival times of a homogeneous Poisson process with intensity λ. If we accept the i th
arrival time with probability λ(Ti∗ )/λ, independently
of all other arrivals, then the sequence T1 , T2 , . . . of
the accepted arrival times (in ascending order) forms
a sequence of the arrival times of a nonhomogeneous
Poisson process with rate function λ(t). The resulting
algorithm reads as follows:
Step 1: set T0 = 0 and T ∗ = 0
Step 2: for i = 1, 2, . . . , n do
Step 2a: generate an exponential random
variable E with intensity λ
Step 2b: set T ∗ = T ∗ + E
Step 2c: generate a random variable U
distributed uniformly on (0, 1)
Step 2d: if U > λ(T ∗ )/λ, then return to
step 2a (→ reject the arrival
time), else set Ti = T ∗ (→ accept the arrival time)
As mentioned in the previous section, the interarrival times of a homogeneous Poisson process have
an exponential distribution. Therefore, steps 2a–2b
generate the next arrival time of a homogeneous Poisson process with intensity λ. Steps 2c–2d amount to
rejecting (hence the name of the method) or accepting a particular arrival as part of the thinned process
(hence the alternative name).
We finally note that since in the nonhomoget
neous case the expected value ƐNt = 0 λ(s) ds, it
is naturalto define the premium function as c(t) =
t
(1 + θ)µ 0 λ(s) ds.
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Mixed Poisson Process
The very high volatility of risk processes, for example, expressed in terms of the index of dispersion
Var(Nt )/Ɛ(Nt ) being greater than 1 – a value obtained for the homogeneous and the nonhomogeneous
cases, led to the introduction of the mixed Poisson
process [2, 13]. In many situations, the portfolio of
an insurance company is diversified in the sense that
the risks associated with different groups of policy
holders are significantly different. For example, in
motor insurance, we might want to make a difference
between male and female drivers or between drivers
of different ages. We would then assume that the
claims come from a heterogeneous group of clients,
each one of them generating claims according to a
Poisson distribution with the intensity varying from
one group to another.
In the mixed Poisson process, the distribution of
{Nt } is given by a mixture of Poisson processes.
This means that, conditioning on an extrinsic random
variable  (called a structure variable), the process
{Nt } behaves like a homogeneous Poisson process.
The process can be generated in the following way:
first a realization of a nonnegative random variable
 is generated and, conditioned upon its realization,
{Nt } as a homogeneous Poisson process with that
realization as its intensity is constructed. Making the
algorithm more formal we can write:
Step 1:

generate a realization λ of the random intensity 
Step 2: set T0 = 0
Step 3: for i = 1, 2, . . . , n do
Step 3a: generate an exponential random
variable E with intensity λ
Step 3b: set Ti = Ti−1 + E

Since for each t the claim numbers {Nt } up to time
t are Poisson with intensity t, in the mixed case,
it is reasonable to consider the premium function of
the form c(t) = (1 + θ)µt.

Cox Process
The Cox process, or doubly stochastic Poisson process, provides flexibility by letting the intensity not
only depend on time but also by allowing it to be
a stochastic process. Cox processes seem to form a
natural class for modeling risk and size fluctuations.

3

Therefore, the doubly stochastic Poisson process can
be viewed as a two-step randomization procedure. An
intensity process {(t)} is used to generate another
process {Nt } by acting as its intensity; that is, {Nt }
is a Poisson process conditional on {(t)}, which
itself is a stochastic process. If {(t)} is deterministic, then {Nt } is a nonhomogeneous Poisson process.
If (t) =  for some positive random variable ,
then {Nt } is a mixed Poisson process.
This definition suggests that the Cox process can
be generated in the following way: first a realization
of a nonnegative stochastic process {(t)} is generated and, conditioned upon its realization, {Nt } as
a nonhomogeneous Poisson process with that realization as its intensity is constructed. Making the
algorithm more formal we can write:
Step 1: generate a realization λ(t) of the intensity
process {(t)} for a sufficiently large time
period
Step 2: set λ = max {λ(t)}
Step 3: set T0 = 0 and T ∗ = 0
Step 4: for i = 1, 2, . . . , n do
Step 4a: generate an exponential random
variable E with intensity λ
Step 4b: set T ∗ = T ∗ + E
Step 4c: generate a random variable U
distributed uniformly on (0, 1)
Step 4d: if U > λ(T ∗ )/λ then return to
step 4a (→ reject the arrival
time) else set Ti = T ∗ (→ accept
the arrival time)
In the doubly stochastic case, the premium function is a generalization of the former functions, in line
with the generalization of the claim arrival
 t process.
Hence, it takes the form c(t) = (1 + θ)µ 0 (s) ds.

Renewal Process
Generalizing the point process we come to the
position where we can make a variety of distributional assumptions on the sequence of waiting
times {W1 , W2 , . . .}. In some particular cases, it
might be useful to assume that the sequence is
generated by a renewal process of claim arrival
epochs, that is, the random variables Wi are i.i.d.
and nonnegative. Note that the homogeneous Poisson process is a renewal process with exponentially distributed interarrival times. This observation lets us write the following algorithm for the
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generation of the arrival times for a renewal process:
Step 1:
Step 2:

set T0 = 0
for i = 1, 2, . . . , n do
Step 2a: generate a random variable X
with an assumed distribution
function F
Step 2b: set Ti = Ti−1 + X

Simulation of Risk Processes
In this section, we will illustrate some of the models
described earlier. We will conduct the analysis on
the PCS [15] dataset covering losses resulting from
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An important point in the previous generalizations
of the Poisson process was the possibility to compensate risk and size fluctuations by the premiums. Thus,
the premium rate had to be constantly adapted to the

development of the total claims. For renewal claim
arrival processes, a constant premium rate allows for
a constant safety loading [8]. Let {Nt } be a renewal
process and assume that W1 has finite mean 1/λ. Then
the premium function is defined in a natural way as
c(t) = (1 + θ)µλt, like in the homogeneous Poisson
process case.
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Figure 1 Simulation results for a homogeneous Poisson process with log-normal claim sizes (a), a nonhomogeneous
Poisson process with log-normal claim sizes (b), a nonhomogeneous Poisson process with Pareto claim sizes (c), and a
renewal process with Pareto claim sizes and log-normal waiting times (d). Figures were created with the Insurance library
of XploRe [17]
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catastrophic events in the United States of America that occurred between 1990 and 1999. The data
includes market’s loss amounts in USD adjusted for
inflation. Only natural perils, which caused damages exceeding five million dollars, were taken into
consideration. Two largest losses in this period were
caused by hurricane Andrew (August 24, 1992) and
the Northridge earthquake (January 17, 1994).
The claim arrival process was analyzed by Burnecki et al. [6]. They fitted exponential, log-normal,
Pareto, Burr and gamma distributions to the waiting time data and tested the fit with the χ 2 , Kolmogorov–Smirnov, Cramer–von Mises and Anderson–Darling test statistics; see [1, 5]. The χ 2 test
favored the exponential distribution with λw = 30.97,
justifying application of the homogeneous Poisson
process. However, other tests suggested that the distribution is rather log-normal with µw = −3.88 and
σw = 0.86 leading to a renewal process. Since none
of the analyzed distributions was a unanimous winner, Burnecki et al. [6] suggested to fit the rate function λ(t) = 35.32 + 2.32(2π) sin[2π(t − 0.20)] and
treat the claim arrival process as a nonhomogeneous
Poisson process.
The claim severity distribution was studied by
Burnecki and Kukla [4]. They fitted log-normal,
Pareto, Burr and gamma distributions and tested the
fit with various nonparametric tests. The log-normal
distribution with µs = 18.44 and σs = 1.13 passed
all tests and yielded the smallest errors. The Pareto
distribution with αs = 2.39 and λs = 3.03 108 came
in second.
The simulation results are presented in Figure 1.
We consider a hypothetical scenario where the insurance company insures losses resulting from catastrophic events in the United States. The company’s
initial capital is assumed to be u = USD 100 billion and the relative safety loading used is θ = 0.5.
We choose four models of the risk process whose
application is most justified by the statistical results
described above: a homogeneous Poisson process
with log-normal claim sizes, a nonhomogeneous Poisson process with log-normal claim sizes, a nonhomogeneous Poisson process with Pareto claim sizes, and
a renewal process with Pareto claim sizes and lognormal waiting times. It is important to note that the
choice of the model has influence on both – the ruin
probability and the reinsurance of the company.
In all subplots of Figure 1, the thick solid line is
the ‘real’ risk process, that is, a trajectory constructed
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from the historical arrival times and values of the
losses. The thin solid line is a sample trajectory. The
dotted lines are the sample 0.001, 0.01, 0.05, 0.25,
0.50, 0.75, 0.95, 0.99, 0.999-quantile lines based on
50 000 trajectories of the risk process. Recall that the
function x̂p (t) is called a sample p-quantile line if for
each t ∈ [t0 , T ], x̂p (t) is the sample p-quantile, that
is, if it satisfies Fn (xp −) ≤ p ≤ Fn (xp ), where Fn is
the empirical distribution function. Quantile lines
are a very helpful tool in the analysis of stochastic
processes. For example, they can provide a simple
justification of the stationarity (or the lack of it) of
a process; see [11]. In Figure 1, they visualize the
evolution of the density of the risk process. Clearly,
if claim severities are Pareto distributed then extreme
events are more probable than in the log-normal
case, for which the historical trajectory falls even
outside the 0.001-quantile line. This suggests that
Pareto-distributed claim sizes are more adequate for
modeling the ‘real’ risk process.
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Simulation of Stochastic
Processes
Many problems in insurance and finance require simulation of the sample path of a stochastic process
{Xt }. This may be the case even when only a single value XT is required, but the distribution of XT
is inaccessible, say, the reserve at time T in a compound Poisson risk process with the interest rate
described by a Cox–Ingersoll–Ross process. Other
problems may require a functional depending
on the
T
whole sample path, like the average 0 Xt dt arising
in Asian options.
Of course, only a finite segment of a sample path
can be generated and only at a finite set of time points,
not the whole continuum of values. Even so, the
generation on a computer may be nontrivial and usually depends heavily on the specific structure of the
process whereas there are few general methods applicable to a broad spectrum of stochastic processes.

Diffusions and SDEs
Standard Brownian motion {Bt }t≥0 is usually just
simulated as a discrete skeleton: if the time horizon
is [0, T ], one selects a large integer N , generates N
i.i.d. r.v.’s. V1 , . . . , VN with a N (0, h) distribution
where h = T /N and let Bkh = V1 + · · · + Vk , k =
0, . . . , N .
For a stochastic differential equation
dXt = b(t, Xt ) dt + a(t, Xt ) dBt , X0 = x0 ,

the most straightforward way is the Euler scheme,
kh } to {Xkh } as
which generates an approximation {X
0 = x0 ,
X

(k+1)h = b(kh, X
kh )h
X

kh )Vk+1 ,
+ a(kh, X

k = 0, . . . , N − 1,

(2)

where as above the Vi are i.i.d. N (0, h) r.v.’s.
The obvious intuition behind the Euler scheme is
 (k+1)h
a(t, Xt ) dt ≈ a(kh, Xkh )h,
(3)


The Markov Case

(1)

kh
(k+1)h

b(t, Xt ) dBt ≈ b(kh, Xkh )(B(k+1)h − Bkh ).

kh

(4)
We refer to Markov chains and Markov processes
for background. The simulation of a Markov chain
{Xn }n=0,1,... (with discrete state space E) being specified by the transition probabilities pij and the initial
probabilities µi is straightforward: one just starts by
selecting X0 ∈ E w.p. µi for i. If i is selected for X0 ,
one then selects j for X1 w.p. pij ; k is then selected
for X2 w.p. pj k and so on. Note, however, that in
practice one may choose to base the simulation on a
model description rather than the transition probabilities: for example, if a bonus system in car insurance
works the way that the bonus class Xn in year n is
calculated as ϕ(Xn−1 , Yn−1 ) where Yn−1 is the number of accidents in year n − 1, one would simulate
using this recursion, not the transition probabilities.
For a discrete Markov process {Xt }t≥0 in continuous time, one would usually just use the fact that
the sequence {Zn }n=0,1,... of different states visited
forms a Markov chain, and that the holding times are
exponential with a parameter depending on the current state. The exponential distribution of interevent
times is also the most natural way to simulate a Poisson process (or compound Poisson process as arising
in the classical risk model).

Here by the box calculus one expects the error from
(4) to be larger than that from (3) since B(k+1)h − Bkh
if of order h1/2 , not h. A more refined approximation
than (2) produces the Milstein scheme X0 = x0 ,
(k+1)h = bh + aVk+1 + bbx (V 2 − h),
X
k+1

(5)

where bx = ∂b/∂x and a, b, bx are all evaluated at
kh ). Both theory and practice show that the
(kh, X
Milstein scheme has substantially better accuracy
than the Euler scheme, and since the extra computational effort is small, it is usually recommended to use
the Milstein scheme in practice. An exception may
be multidimensional SDEs since the implementation
of the Euler scheme is straightforward but that of
the Milstein scheme is more intricate. See [4], which
is also the main general reference on simulation of
SDEs.

Lévy Processes
In the decomposition of a Lévy process as a sum of a
drift term µt, a Brownian term σ Bt and a pure jump
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term Jt , the first two are straightforward to simulate,
so we concentrate on the jump part. In a few cases,
the marginal distributions of the increments have a
simple form such as a gamma distribution, a stable
distribution, or an inverse Gaussian distribution so
that special methods for such distributions allow to
generate discrete skeletons. However, more typically,
this is not the case. Assume that the Lévy measure is
ν (intuitively, this means that jumps of size x occur
with intensity ν(dx)).

The easiest case is λ = R ν(dx) < ∞, in which
case {Jt } is just a compound Poisson process with
jump rate λ and jump size distribution F = ν/λ so
that simulation is straightforward. The case of an infinite ν must be typically handled by some truncation
procedure, whereby one writes Jt ≈ Jt + Rt where
{Jt } is the compound Poisson process of jumps of
absolute size |x| >  and Rt a correction
 term. For
simplicity, we consider only the case R |x|ν(dx) <
∞ of no compensation. The simplest way to deal
with the truncation is, of course, just to discard the
small jumps, that is, to let Rt ≡ 0. An improvement is
to replace the discarded
 jumps by their mean, that is,
Rt = tµt where µt = − xν(dx), and a more refined
one to use a Brownian motion with the same mean

µt and variance constant σt2 = − x 2 ν(dx) [2, 7].

Gaussian Processes
We consider only the simulation of discrete skeletons,
so we adapt a discrete time notation X0 , X1 , . . ..
Assume that {Xn }n∈N is a Gaussian process with
covariance function γ (n, m) = Cov(Xn , Xm ) and
EXn ≡ 0 (the extension to the case of a nonzero is
trivial).
The simplest Gaussian processes to simulate are
those with a finite memory like an ARMA (p, q)
process
Xn+1 =

n


βk Xk +

n


(7)

0

where {Zλ } is a (complex) Gaussian process, which
in practice is evaluated either as the solution of a
SDE as above, or by a discrete approximation via
the by FFT (Fast Fourier transform). See [1] or the
Appendix in [6] for details.
Maybe the most established algorithm in the area
is Cholesky factorization of the covariance function
γ (n, m); its advantage is being exact (the process that
is generated has exactly the required distribution),
its disadvantage is that it is slow and memory
consuming. Cholesky factorization is a method for
writing a matrix
of a certain type as CC  where
C is lower triangular; for a covariance matrix, this
implies that a multivariate N (0, ) random vector
can be simulated as CY where the components of
the random vector Y are i.i.d. standard normals. In
a stochastic process setting, the method is recursive
and amounts to
Xn =

n


cnk Yk ,

(8)

k=0

where Y0 , Y1 , . . . are i.i.d. N (0, 1) and c00 =
γ (0, 0)1/2 ,

 1 

γ (n, k) − k−1
k < n
=0 cn ck
. (9)
cnk = ckk
1/2


2
c
k
=
n
γ (n, n) − n−1
=0 n
See [1] for further discussion and [3, 8], for further
aspects of the simulation of Gaussian processes.
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Stability
Stability analysis investigates how sensitive the output of a model is with respect to the input (or governing) parameters. The model under consideration is
stable if small (or maybe even large) deviations of the
input parameter lead to small deviations of the output
characteristic. Thus, in most cases, stability can be
regarded as a continuity property of the output with
respect to the model parameters. For example, in a
compound Poisson risk process, the input could be
the triplet (c, λ, F ) of the premium rate c, the Poisson rate λ and the claim size distribution F, and the
output of the ruin probability function (ψ(u))u≥0
(u is the initial reserve).
Stability questions arise very naturally in applied
models. One reason is that in practical applications,
we rarely know the exact values of the input parameters. Second, even if the input parameters were
known, it is often convenient to use various approximations in order to go through the numerical calculations. Moreover, by nature, any model serves only as
an approximation to the real situation. Thus, stability
of the model implies its applicability in practice. In
particular, stability analysis is needed in situations
when the output of the model cannot be found explicitly in terms of the input parameters. In such
cases, it has to be investigated using indirect methods
that do not rely upon the explicit solution.
Stability problems originate from the theory of differential equations and go back to Lyapunov. Since
then, stability has become an important issue in
applied fields like automatic control, system theory,
queueing, and so on. It has been investigated in
the context of stochastic processes and their applications: stationary distributions of Markov chains
(MC), finite-time and uniform-in-time stability of
regenerative processes, waiting times in queueing
theory, reliability, storage theory, and so on. The
general stability problem for stochastic models was
proposed by Zolotarev, see [9] and references therein.
Its basic statements with a view towards actuarial risk
theory were reproduced in [4, 5].

Stability Definition
Let us consider a model as a mapping
F : (, µ) −−−→ (, ν)

from the space (, µ) of input or governing parameter a ∈  to the space (, ν) of output parameters b ∈ . We have assumed that both spaces are
equipped with metrics µ and ν respectively. This
assumption is needed in order to obtain explicit stability bounds.
Definition 1 The model is called stable at point
a ∈  if for any sequence {an } ⊂  converging to a
the corresponding sequence of output characteristics
F (an ) converges to F (a), that is,
µ(a, an ) → 0 ⇒ ν(F (a), F (an )) → 0.
Assume that the model restrictions allow that the
input a belongs only to the ∗ ⊆  of admissible
parameters. The model governed by a parameter
a ∈ ∗ is called nondisturbed or original. All other
parameters a ∈ ∗ represent disturbed models.
Stability analysis aims at obtaining the following
bounds.
Definition 2 If there exists a function f, continuous
at 0 with f (0) = 0, such that
ν(F (a), F (a )) ≤ f (µ(a, a )),

a, a ∈ ∗ ,
(1)

then the inequality (1) is called a stability bound for
the model F.
Often the function f in the definition above
depends on some characteristics of the parameters a
and a . If the function f does not depend on parameter a and a , then (1) provides a uniform stability
bound.
The choice of metrics µ and ν is crucial for the
successful stability analysis and represents part of
the problem. Particularly important is the choice of
metric ν as it defines ‘closeness’ of the outputs. The
metric ν is typically dictated by practical reasons and
has to meet certain conditions (e.g. weighted metric,
etc.). The metric µ on another hand is mainly dictated
by the techniques involved in obtaining the desired
stability bounds. For the best result, one should seek
for the topologically weaker metric µ. However, to
find the topologically weakest µ might be a very
difficult task.
Example 1. Markov chains. Consider an irreducible positive recurrent and aperiodic Markov
chain X = {Xn }n≥0 in the state space {1, 2, . . . , m}.
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Let the input parameter a be the transition probability matrix P = (pij )i,j =1,...,m . The space ∗ consists of all such transition matrices. We equip ∗ with
the metric
µ(P , P ) = max

i=1,...,m

m


|pij − pij |,

(2)

j =1

where P = (pij )i,j =1,...,m ∈ ∗ .
We consider the stationary probability distribution
π = {π1 , . . . , πm } as an output characteristic b (recall
that any irreducible positive recurrent and aperiodic
MC possess the unique stationary distribution). The
space of outputs  consists of all such distributions.
We equip the space  with the metric
ν(b, b ) =

m


|πi − πi |,

(3)

as the claim size distribution) and other parameters
that characterize the risk process. The ruin probability
ψ is a function of a and is a mapping from the space
 into a functional space , that is, ψ :  → ,
where ψa ∈  is a function of the initial capital u.
The choice of the metric ν in the space of ruin
probabilities {ψ} is dictated by the following considerations. The most important characteristic of the
ruin probability is its asymptotic behavior when the
initial capital tends to ∞. Therefore, one should seek
for those stability bounds that allow for a tail comparison of the ruin probabilities. This implies that the
metric ν has to be a weighted metric. We will use the
weighted uniform metric | · |w
ν(ψ, ψ ) := sup w(u)|ψa (u) − ψa (u)|,

(5)

u

i=1

where b = {π1 , . . . , πm }.
The following stability bound holds


1
ν(b, b ) ≤ Cµ(a, a ) log
,
µ(a, a )

(4)

when µ(a, a ) < 1. The constant C can be written
explicitly.
To obtain these bounds, one considers MCs as
regenerative processes and uses the crossing of
regenerative processes arguments. Such bounds were
extensively studied by Kalashnikov; see [3] and the
references therein.
In actuarial science so far, most of stability results
concern the ruin probability. One of the reasons for
this is that the risk process can be considered as a
dual one of certain process in queueing and storage theory. One process can be constructed from the
other by an appropriate reversing procedure, see [1,
8], and the references therein. This enables the application of already developed techniques and stability
results for stochastic processes (i.e. Markov chains,
regenerative processes). In what follows, we consider
stability of the ruin probability.

Stability Bounds for the Ruin Probability
The stability problem for the ruin probability reformulates as follows. The risk process is described
by the governing parameter a consisting of constants
(the premium rate, for example), distributions (such

where w is a weight function that is bounded away
from 0 and increasing (typically to ∞). The weight
function w restricts the set of admissible deviations
of the tail behavior of the ruin probability from the
ruin probability of the original model. Typically, the
choice of w is related to the asymptotic behavior of
the ruin probability, if the latter is known. One would
use w(x) = exp(δx) if the ruin probability has an
exponential decay, and w(x) = (1 + x)δ in the case
of power law decay of the ruin probability. However,
stability bounds are even more interesting when the
asymptotics of the ruin probability is not known.
Such an example, which combines random Lévy
process, driven investments, and Markov modulation,
was treated in [7]. Thus, the choice of the metric ν
constitutes a part of the stability problem.
Example 2. The Sparre Andersen model. The
Sparre Andersen model is governed by the parameter
a = (c, Fθ , FZ ), where c > 0 is premiums intensity,
FZ is the distribution function (df) of independent
identically distributed (i.i.d.) positive claims, which
are generated by the ordinary renewal process with
interarrival times df Fθ .
We equip the parameter space ∗ with metric


∞

µ(a, a ) = |c − c | +

+
0

0
∞

|Fθ − Fθ |(du)

exp(δu)|FZ − FZ |(du),

(6)

Stability
where a, a ∈ ∗ (a = (c , Fθ , FZ )) and δ > 0, and
the space  with metric (5) with the weight function
w(x) = exp(δu).
Let the set of admissible parameters ∗ consist of
all such triples a = (c, Fθ , FZ ) for which there exists
ε > 0 such that
 ∞
 ∞
exp(εu) dFZ (du)
exp(−εct)Fθ (dt) < 1.
0

0

(7)
Note that parameters satisfying the Cramér–Lundberg condition belong to ∗ .
The model is stable in the set ∗δ = {a ∈ ∗ : (7)
holds for ε = δ} and the stability bound holds
ν(ψa , ψa ) ≤ C(a)µ(a, a )
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µ1 (a, a ) = |c − c | + sup |Fθ − Fθ |(du)
u≥0

+ sup exp(δu)|FZ − FZ |(du)
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for a ∈ ∗δ and a from a small neighborhood of a.
Let us notice that in the set ∗ \ ∗δ the probability
of ruin is not stable in the metrics ν and µ as above.
The stability bound (8) is proved in [2]. It relies
upon stability results for stationary Markov chains by
Kartashov [6].
In [5], a similar stability bound (8) is proved using
the regenerative technique. The final bound holds
with the metric
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(9)

u≥0

in the parameter space. This provides a stronger result
since the metrics µ1 is weaker than µ.

DEIMANTE RUSAITYTE

Stationary Processes

with mean 0 and variance σ 2 , becomes stationary if started with X(0) ∼ N (0, σ 2 /(1 − θ 2 )). An
equally important example in continuous time is
the Ornstein–Uhlenbeck process,
 t
−βt
X(t) = e U + σ
e−β(t−s) dWs , (3)

Basics
A stochastic process X(t) with parameter t, often
resembling a time or space coordinate, is said to
be (strictly) stationary if all its finite-dimensional
distributions remain unchanged after a time shift, that
is, the distribution of

0

with Ws a standard Wiener process, which is
stationary if β > 0 and U ∼ N (0, σ 2 /(2β 2 )).
The deterministic transformation

(X(t1 ), . . . , X(tn )) is the same as that of

X(t + 1) = X(t) + θ mod(1),

(X(t1 + τ ), . . . , X(tn + τ ))
for all t1 , . . . , tn and all n and τ . The time t can
be continuous, with t varying in an interval [a, b],
or discrete, when t varies in equidistant steps. The
parameter t can also be multivariable, for example,
spatial coordinates in the plane, in which case one
also uses the term homogeneous random field to
signify that translation t  → t + τ does not change the
distributions of a random surface, and spatiotemporal
models to describe time-changing surfaces.
Stationary processes can be categorized in a number of ways. Here are three examples representing
three partly overlapping groups of processes.
•

The first group of processes is based on Fourier
methods, and are the sums of periodic functions
with fixed frequencies ωk > 0, random phases,
and random or fixed amplitudes Ak , for example,
sine- and cosine-functions.
X(t) =

n


Ak cos(ωk t + φk ),

(1)

k=0

•

(0 ≤ ω0 < ω1 < · · · < ωn ) is stationary if the
phases φk are chosen independently and uniformly between 0 and 2π.
The second group of processes occur in time
series analysis and Itô Calculus, and are solutions to difference or differential equations with
random elements. Important examples are the
autoregressive, moving average, and mixed autoregressive–moving average processes. In discrete
time, the AR(1) process,
X(t + 1) = θX(t) + t ,

(2)

with a constant |θ| < 1, and t a sequence of independent normal random variables (innovations)

•

(4)

renders a stationary process if X(0) is chosen
randomly with uniform distribution between 0
and 1.
The third group consists of processes with local
dependence structure of different type. Examples
of these are processes of shot-noise type that
consist of sums of random functions starting from
random or deterministic time origins.

gk (t − τk ),
(5)
X(t) =
τk

where τk are time points in, for example, a Poisson process and gk are deterministic or random
functions. Also processes with wavelet decomposition,



1
t
wk,n n/2 ψ
−
k
,
(6)
X(t) =
2
2n
k,n
belong to this group.
A general class of processes in this group are (stationary) Markov processes and stationary regenerative processes.
This article deals mainly with methods typical for
processes in the first group.

Correlation Properties, Time Domain
Properties
A stationary process has constant mean E(X(t)) =
m and its covariance function r(s, t) = C(X(s),
X(t)) is a function of the time difference τ = s − t
only, whenever it exists, that is, when E(X 2 (t)) <
∞. Any process that satisfies these conditions is
called weakly stationary or covariance stationary.
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The covariance function is defined as r(τ ) = C(X
(s + τ ), X(s)). Every covariance
function is nonnegative definite, in the sense that j,k zj zk r(tj − tk ) ≥
0 for all complex z1 , . . . , zn and real t1 , . . . , tn .

Spectrum, Frequency Domain Properties
In continuous time, X(t), t ∈ R, every continuous
covariance function has a spectral distribution function F (ω) that is a bounded, nondecreasing, rightcontinuous function, such that
 ∞
eiωτ dF (ω),
(7)
r(τ ) =
−∞

and V (X 2 (t)) = r(0) = F (∞) − F (−∞). The variable ω is interpreted as a frequency and the spectral
distribution can be thought of as a distribution of
the variance of the process over all frequencies. The
use of both positive and negative frequencies in (7) is
motivated partly from mathematical convenience, but
it becomes necessary when one deals with more general processes with both time and space parameter,
for example, random water waves. Then the sign of
the frequency determines the direction of the moving
waves.
The interpretation of the ω-variables as frequencies is best illustrated by the sum of harmonics with
random amplitudes Ak with σk2 = E(A2k )/2, and independent and uniform, (0, 2π), phases φk , like in (1).
The covariance function is then
r(τ ) =



σk2 cos ωk τ =

 σ2 
k

k

k

2


e−iωk t + eiωk t .



τ |r(τ )| dτ < ∞,
 ∞the spectral density is obtained as
f (ω) = (2π)−1 −∞ e−iωτ r(τ ) dτ .
For a stationary sequence X(t), t ∈ Z, the spectrum can be reduced to the interval (−π, π], since,
for k = ±1, 2, . . . , eiωτ = ei(ω+2kπ)τ , when τ is an
integer. The spectral distribution is concentrated to
π
(−π, π], and r(τ ) = −π eiωτ dF (ω), and has spec∞
−1
−iωτ
r(τ ) when
tral
τ =−∞ e
 density f (ω) = (2π)
|r(τ
)|
<
∞.
τ
Spectral densities, as well as covariance functions,
are naturally indexed fX (ω), rX (t), and so on, when
many processes are involved.
White noise in discrete time is a sequence of
uncorrelated variables with mean zero and equal variance σ 2 . The spectral density is σ 2 /(2π). White noise
in continuous time has formally constant spectral density, and can be handled either as part of Itô calculus
as the formal derivative of a Wiener process, or more
generally a Lévy process, or as an input to bandlimited filters.

Spectral Representation
The sum (1) of discrete harmonics can be
extended to an integral formula, usually presented
in complex form. Let U0 , U1 , . . . , Un , V1 , . . . , Vn , be
uncorrelated variables with E(Uk ) = E(Vk ) = 0, and
E(Uk2 ) = E(Vk2 ) = σk2 , and introduce the complex
random variables Zk = (Uk − iVk )/2 and Z−k =
(Uk + iVk )/2 = Zk , for k = 1, . . . , n. Take ω−k =
−ωk , and set ω0 = 0, Z0 = U0 , V0 = 0. Then
X(t) =

(8)

Then the spectrum is discrete and the spectral distribution function F (ω) is piecewise constant with
jumps of size σk2 /2 at the frequencies ±ωk . The sum
of σk2 for ωk in a given frequency interval is equal
to the contribution to V (X(t)) of harmonics in that
specific interval.
For a process with continuous spectrum, the spectral distribution function
 ω
f (ω̃) dω̃
(9)
F (ω) =
−∞

a spectral density f (ω) = f (−ω), and r(τ ) =
has
∞ iωτ
f (ω) dω. When r(τ ) is absolutely integrable,
−∞ e

n

k=−n

=

n


Zk eiωk t =

n


{Uk cos ωk t + Vk sin ωk t}

k=0

Ak cos(ωk t + φk ),

(10)

k=0

with Ak = Uk2 + Vk2 and cos φk = Uk /Ak , sin φk =
−Vk /Ak . The complex variables Zk are orthogonal,
E(Zk ) = 0, E(Zj Zk ) = 0 for j  = k and = σk2 /2 for
j = k  = 0, E(|Z0 |2 ) = σ02 . They are the jumps in the
spectral process, Z(ω), ω ∈ R, that generates X(t).
For processes with discrete spectrum, the spectral
process is a piecewise constant process with orthogonal random jumps.
By letting the number of frequencies increase and
become dense over the entire frequency interval ,
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one can arrive at a continuous parameter spectral
process Z(ω) with orthogonal increments, such that

X(t) =

∞

eiωt dZ(ω).

(11)

ω=−∞

The representation (11) is the most general form of
a (mean square) continuous stationary process.
The relation between the spectral process and the
spectral distribution function is
E(|Z(ω2 ) − Z(ω1 )|2 ) = F (ω2 ) − F (ω1 )

(12)

E((Z(ω4 ) − Z(ω3 ))(Z(ω2 ) − Z(ω1 ))) = 0,

(13)

for ω1 < ω2 < ω3 < ω4 .
These relations are conveniently written as
E(Z(dω)Z(dµ)) = F (dω) = f (ω) dω, if ω = µ, and
= 0, if ω  = µ. Also the deceiving notation Z(dω) =
|Z(dω)|eiφ(ω) , Z(− dω) = |Z(dω)|e−iφ(ω) can be
given a meaning: the contribution to the integral (11)
from frequencies ±ω is
eiωt Z(dω) + e−iωt Z(− dω)

(14)

This is the continuous spectrum correspondence to
the discrete cosine term in (10).

Stationary Processes in a Linear Filter
A linear time invariant filter transforms an input
process X(t) into an output process Y (t) in such
a way that the superposition principle holds, and
a time translation of the input signal only results
in an equal
translation of the output signal. When

is a stationary process, the outX(t) = eiωt dZ(ω)

put is Y (t) = eiωt H (ω) dZ(ω), where H (ω) is the
transfer function of the filter. In time domain, the
relation is




 h(t − u)X(u) du, in continuous time,

Y (t) =

u




h(t − u)X(u),




The function h(u) = eiωu H (ω) dω is the impulse
response of the filter. The relation between the spectral densities is
fY (ω) = |H (ω)|2 fX (ω).

(16)

When X(t) is formal white noise, the output is well
defined if |H (ω)|2 dω < ∞. A filter is bandlimited
if H (ω) = 0 outside a bounded interval.
The pure and mixed autoregressive and moving
average processes, AR, MA, and ARMA processes,
familiar in time series analysis are formulated as the
output X(t) of a linear time invariant filter,
a0 X(t) + a1 X(t − 1) + · · · + ap X(t − p)
= c0 e(t) + c1 e(t − 1) + · · · + cq e(t − q),

(17)

with uncorrelated input variables e(t), E(e(t)) = 0,
V (e(t)2 ) = σ 2 , and X(t) uncorrelated with e(t + k),
k > 0. The equation has a stationary
solution if the
p
roots of the characteristic equation, k=0 zk ap−k =
0, all fall within the unit circle. The spectral density is

2

−iωk 
c
e


k
σ
fX (ω) =

2 .
2π 

ak e−iωk 

2

= |Z(dω)| ei(ωt+φ(ω) + e−i(ωt+φ(ω)
= 2|Z(dω)| cos(ωt + φ(ω)).

3

in discrete time.

u

(15)

(18)

Regularity Properties
Weak regularity conditions for quadratic mean properties are simply formulated in terms of the covariance function. A continuous-time weakly stationary
process X(t) is k times differentiable (in quadratic
mean) if its covariance function rX is 2k times differentiable at the origin, or equivalently,
if the spectral

moment of order 2k, ω2k = ω2k dF (ω), is finite. In
particular, every stationary process with continuous
covariance function, is continuous in quadratic mean,
that is, E((X(t + h) − X(t))2 ) → 0 as h → 0. This
means, for example, that the random telegraph signal, which switches between 0 and 1 at time points
determined by a Poisson process with intensity λ, is
continuous in quadratic mean, since its covariance
function is r(t) = e−λ|t| /4.
The derivative X (t) of a stationary process is
also stationary, has mean zero, and its covariance
function is
(19)
rX (t) = −rX (t).
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Slightly stronger conditions are needed to guarantee
sample function continuity and differentiability. A
stationary process has, with probability 1, continuous
sample functions if, for some constants C > 0, and
α, with 1 < α ≤ 2,
r(t) = r(0) − C|t|α + o(|t|α ), as t → 0.

(20)

Note that for Gaussian processes, 0 < α ≤ 2 is sufficient for sample function continuity. Conditions
and properties for higher order derivatives are found
recursively by means of (19). For even weaker regularity conditions, and conditions related to Hölder
continuity, see [4].

Cross covariance and Cross spectrum
Two stationary processes X(t) and Y (t) are said to
be jointly weakly stationary if the cross-covariance
function rX,Y (s, t) = Cov(X(s), Y (t)) only depends
on the time difference s − t, and strictly stationary if
all joint distributions are invariant under time shift.
One then writes rX,Y (t) = Cov(X(s + t), Y (s)). The
cross spectrum FX,Y (ω) is defined by
 ∞
rX,Y (t) =
eiωt dFX,Y (ω),
(21)
−∞

and fX,Y (ω) = dFX,Y (ω)/dω = AX,Y (ω) exp i X,Y
(ω) is the (possibly complex) cross-spectral density,
with fX,Y (−ω) = fX,Y (ω). The functions AX,Y (ω) ≥
0 and X,Y (ω) = − X,Y (−ω) are called the amplitude spectrum and the phase spectrum, respectively. The functions cX,Y (ω), qX,Y (ω) in fX,Y (ω) =
cX,Y (ω) − iqX,Y (ω) are called the cospectrum and
quadrature spectrum, respectively. (Note the choice
of sign in the definition of the quadrature spectrum.)
Finally,
|fX,Y (ω)|2
(22)
κX,Y (ω)2 =
fX (ω)fY (ω)
is called the quadratic coherence spectrum.
In the same way as the spectral density fX (ω)
describes the distribution of the total process variation
over all frequencies, the cross spectrum describes
how the correlation between two processes is built
up, frequency by frequency. This can be described in
a symbolic fashion by means of the spectral processes
for X(t) and Y (t). With ZX (dω) = |ZX (dω)|eiφX (ω) ,

ZY (dω) = |ZY (dω)|eiφY (ω) , one has, under the condition that the φ-functions are nonrandom functions,


fX,Y (ω) dω = E ZX (dω)ZY (dω)




= E ZX (dω)ZY (dω) ei(φX (ω)−φY (ω)) .
(23)
Thus, the phase spectrum should be
X,Y (ω)

= φX (ω) − φY (ω).

(24)

Comparing this with (14), we see that X(t) would
contain a term 2|ZX (dω)| cos(ωt + φX (ω)) while
Y (t) would contain 2|ZY (dω)| cos(ωt + φY (ω)) =
2|ZY (dω)| cos(ωt + φX (ω) − X,Y (ω)). Thus, any
common ω-component in the two processes would
have time lead of X,Y (ω)/ω in the X-process over
that in the Y -process. Now, this interpretation is
not entirely convincing, since the phases φ(ω) are
random, but has to be thought of as to hold ‘on the
average’.
The coherence spectrum should be understood as
a squared correlation,
κX,Y (ω)2 =

|E(ZX (dω)ZY (dω))|2
E(|ZX (dω|2 )E(|ZY (dω|2 )

(25)

between the spectral increments in the two processes,
and it describes the extent to which one can explain
the presence of a particular frequency component in
one process, from its presence in another process.
Further discussion on this can be found, for example,
in [5], Sect. 5.5.

Evolutionary Spectra
The stationary processes are the building blocks of
many phenomena in nature. However, in their basic
form (1), the amplitudes and phases, once determined, are assumed to remain constant forever. This
is clearly unrealistic, and one would like to have models in which these were allowed to vary with time,
for example, as in a music tone from an instrument in
which some harmonic overtones die out faster than
others. One way of achieving this in the realm of
stationary processes is by means of an evolutionary
spectrum, and instead of (11), consider
 ∞
At (ω)eiωt dZ(ω).
(26)
X(t) =
ω=−∞
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where the (complex-valued) function At (ω) is allowed to vary over time. Details on this can be found
in [7], Chap. 11.
Another way of dealing with time-changing character of a time series is to model it with a wavelet
representation.

Stationary and Self-similar Processes
A process X(t), t ∈ R is self-similar with index κ if
and only if Y (t) = e−καt X(eαt ), t ∈ R, is stationary
for all α. For example, the Ornstein–Uhlenbeck process is a stationary Gaussian process obtained from
the self-similar Wiener process: Y (t) = e−αt W (e2αt ).

Reference [4] is a classic, still cited and worth
reading. [2] is a standard volume while [3] provides
an introductory version. So does [7] that also deals
with nonstationary generalizations. [6] is in the form
of lectures. [1] is a mathematically oriented book also
aimed at modern methods. [5] gives good intuitive
views of spectral methods. [8] contains a wealth of
good examples.
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Stochastic Control Theory
The theory of stochastic control deals with the problem of optimizing the behavior of stochastic processes in a dynamic way, which means that the
controller at any given point in time can make
new decisions based on all information, which is
available to him at that time. Typical examples of
these kinds of problems from insurance are the
following:
1. (Martin-Löf [12]) A discrete time premium control
problem in which the reserve of an insurance company at a given time point (say end of the month) is
Xt = Xt−1 + p − pt−1 − Yt ,

(1)

where p is a fixed basis premium rate and Yt is
the total amount of claims in the period [t − 1, t)
(assumed to be i.i.d.). The objective is to choose the
rate pt = p(Xt ) in (t, t + 1), such that
Jx (p) = Ɛx

τ −1


α t p(Xt )

(2)

t=0

is maximized, where τ is the time of ruin and
α ∈ [0, 1] is a discount factor.
2. (Asmussen and Taksar [2]) A continuous-time
problem in which the reserve process Xt is modeled
by a Brownian motion with positive drift µ and
diffusion coefficient σ . If the company distributes
dividends with a rate D(t) ∈ [0, M] for some M <
∞, we have
dX(t) = (µ − D(t)) dt + σ dW (t),

(3)

with W a standard Brownian motion. The aim is to
maximize the present expected value of all future
dividends until bankruptcy, that is, to maximize
 τ
e−ρt D(t) dt,
(4)
Jx (D) = Ɛx
0

where ρ > 0 is a discount rate.
3. (Schmidli [15]) A classical continuous-time model
for the reserve process is the compound Poisson
model in which claims arrive according to a Poisson
process Nt with intensity λ, and the claim sizes Yi are
i.i.d. with distribution B and independent of the i.i.d.
arrival times Ti . The company uses proportional

reinsurance with retention a(t), which means that
at any time t it can choose to reinsure a fraction
1 − a(t) of all incoming claims. For given retention
a, p(a) denotes the premium rate and Y a denotes the
claim size after reinsurance. Then the reserve at time
t is


t

Xt = x +

p(a(s)) ds −

0

Nt


Y a(Ti ) .

(5)

i=1

A criteria for choosing the optimal retention is to
minimize
Jx (a) = (τ < ∞),

(6)

where τ is the time of ruin.
The mathematical approach to these problems,
which is presented here, is based on the Dynamic
Programming Principle (DPP) or Bellman Principle
as introduced in [3]. When we set up the theoretical
framework we must, however, separate the situations
of discrete time and continuous-time optimization.
We will only introduce the theory in the case when
the state process, that is the process which is to be
controlled, is a scalar. This is mainly for notational
convenience and it can be easily extended to higher
dimensions.

Discrete Time Optimization
In discrete time the state process X = {Xt }t∈0 is
controlled by a control process U = {Ut }t∈ taking
values in some predefined set At,x ⊆ m , where t,
x indicate that the set may depend on time and the
process X. Let F = {Ft } be a filtration that describes
all information available to the controller. Then Ut
must be Ft measurable and by U we denote the set of
all admissible controls, that is, the adapted processes
taking values in At,x . The state value at time t
depends on the value of the state and the control at
time t − 1, hence we define the transition kernel
Pxu (dy) = (Xt ∈ dy|Ft−2 , Xt−1 = x, Ut−1 = u).
(7)
We consider two (closely related) criteria of optimality. The first criteria is the finite horizon problem in

2

Stochastic Control Theory

which the objective is to find a value function of the
form
Vn (x) = sup Jn,x (U )
U ∈U

= sup Ɛn,x
U ∈U

T −1


As the second criteria, we consider the discounted
infinite horizon problem with value function


h(Xt , Ut ) + g(XT ) ,



(8)

t=n

V (x) = sup Ɛx

where the subscript n, x corresponds to conditioning
on {Xn = x}. The objective is to find an optimal
control function U ∗ (with corresponding state process
X ∗ ) such that Vn (x) = Jn,x (U ∗ ).
Theorem 1 The sequence of functions Vn (x), n =
0, . . . , T defined by (8) satisfies the Dynamic Programming Principle (DPP)



u
Vn (x) = sup h(n, x, u) + Vn+1 (y)Px (dy)
u∈An,x

(9)
for n ∈ 0, . . . , T − 1 with VT (x) = g(x).



T −1


U ∈U

∞



t

α h(Xt , Ut ) ,

(12)

t=0

where 0 ≤ α ≤ 1 is a discount factor. We assume
the function h satisfies growth conditions, which
ensure that the right hand side is well defined for
all admissible U (e.g. h bounded). We only consider
stationary Markov controls, which are controls on the
form Ut = u(Xt−1 ).
Theorem 2 The value function V defined by (12)
satisfies the DPP



u
V (x) = sup h(x, u) + α V (y)Px (dy) . (13)
u∈Ax

Thus the desired function Vn can be found by
applying (9) recursively, starting with n = T . The
motivation for (9) is simple. Consider any control U
with U (n) = u. Then the value function is
Jn,x (U ) = h(n, x, u) + Ɛ

Corollary 1 Assume there exists a function u(n, x),
which maximizes the right hand side of (9). Then the
optimal control is a Markov control Ut∗ = u(t, Xt∗ ).


h(Xt , Ut ) + g(XT ) .

t=n+1

(10)
Given {Xn+1 = y} the second term on the right hand
side equals the value function Jn+1,y (Û ) for some
control Û and is therefore not larger than Vn+1 (y).
We therefore obtain


Jn,x (U ) ≤ h(n, x, u) + Ɛ Vn+1 (Xn+1 )



u
≤ sup h(n, x, u) + Vn+1 (y)Px (dy) . (11)
u∈An,x

Since this holds for any Jn,x (U ) equality must hold
for Vn (x). That VT (x) = g(x) is obvious. A Markov
control (also called feedback control) is a control
Ut = u(t, Xt ), for some deterministic function u.
Note, that for these controls the transition kernel (1)
becomes a Markov transition kernel. The following
corollary is rather easily checked.

Furthermore, assume there exists a maximizing function u(x) in (13). Then the optimal control is Ut∗ =
u(Xt∗ ).
The argument for this result follows the argument
for the finite horizon case. It can be shown that the
value function is the unique solution to (13) if a solution exists and can be approximated using standard
fixpoint techniques, for example, by choosing arbitrary V0 (x) and defining



Vn (x) = sup h(x, u) + α Vn−1 (y)Pxu (dy) .
u∈Ax

(14)
The infinite horizon problem may also involve stopping, that is, let τ = inf{t ≥ 0: Xt  ∈ G} denote the
first exit time from some set G ⊆  and define the
value function
 τ −1


α t h(Xt , Ut ) + g(Xτ )I (τ < ∞) .
V (x) = sup Ɛx
U ∈U

t=0

(15)
Then V (x) satisfies (14) for x ∈ G and V (x) = g(x),
x  ∈ G. Returning to Example 1, we see this is in the
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form (15) with g = 0 and h(x, p) = p. Substituting
ξ = x − p the problem (14) becomes



V (x) = max x − ξ + V (ξ − y)B(dy) , (16)
0≤ξ ≤x

where B is the distribution of p − Y . It follows that
there exists ξ1 such that the optimal choice is ξ ∗ = x,
x ≤ ξ1 and ξ ∗ = ξ1 , x ≥ ξ1 [12]. Pioneer work on
dynamic programming is in [3]. Good references for
discrete time control are also [13, 16].

Continuous-time Optimization
Controlled Diffusions
The classical area of continuous-time optimization is
controlled diffusions. The use of controlled diffusions in insurance problems is typically motivated
from diffusion approximations. In this setup the
state process X is governed by the SDE
dX(t) = µ(t, X(t), U (t)) dt
+ σ (t, X(t), U (t)) dW (t);

(a)

Finite time horizon

Js,x (U ) = Ɛ

h(t, X(t), U (t)) dt


+ g(τ ∧ T , X(τ ∧ T )) ,

Lu f (s, x) = µ(s, x, u)

+

∂
f (s, x)
∂x

σ 2 (s, x, u) ∂ 2
f (s, x).
2
∂x 2

(21)

Theorem 3 Assume in case (a) and (b) that V ∈
C 1,2 . Then V satisfies the HJB equation


∂
u
sup
V (s, x) + L V (s, x) + h(s, x, u) = 0.
u∈As,x ∂s
(22)
In case (a), we have the following boundary
conditions
V (T , x) = g(T , x),

x ∈ G,
x ∈ δG,

s<T

and in case (b), the latter must be satisfied for all s.
(18)

where 0 < T < ∞ is a fixed terminal time.
Infinite horizon, discounted return
 τ
Js,x (U ) = Ɛ
e−ρt h(X(t), U (t)) dt
s

In case (b) and (c), the SDE (17) must be timehomogeneous meaning that µ, σ cannot depend
explicitly on t (note that the reward functions h, g
does not depend on t). The objective is to find the
optimal value function V (s, x) = supU Js,x (U ) and
an optimal control U ∗ such that V (s, x) = Js,x (U ∗ )
for all s, x. The important tool for solving this
problem is the Hamilton–Jacobi–Bellman equation
(HJB), a second order nonlinear differential equation,
which is satisfied by the optimal value function (in
case (c), with ergodic return the optimal value is actually a constant, and the approach is slightly different).
For each u ∈ A, we define the infinitesimal operator

V (s, x) = g(s, x),

τ ∧T

s

(b)

(c) Infinite time horizon, ergodic return

 T
1
Js,x (U ) = lim sup Ɛ
h(X(t), U (t)) dt .
T →∞ T
s
(20)

X(s) = x, (17)

where s, x is the initial time and position, W =
{W (t)}t∈ is a standard Brownian motion, and
U = {U (t)}t∈ is the control process, adapted to
the filtration generated by W and taking values in
some region At,x ⊆ m . An admissible control U
is a process satisfying these conditions ensuring that
the (17) has a solution X. For each admissible control
U we introduce a performance criteria Jx,s (U ), which
is typically one of the following: Let τ be the first exit
time of X from a region G ⊆ , which will depend
on the control U .

3


−ρτ
+ e g(X(τ ))I (τ < ∞) . (19)

To give an argument for the HJB equation we
consider only case (a). Let τ̂ = τ ∧ T and choose
any stopping time σ . Following the arguments of the
finite time models we find the DPP to be

σ ∧τ̂
V (s, x) = sup Ɛ
h(t, X(t), U (t)) dt
U

s



+ V (σ ∧ τ̂ , X(σ ∧ τ̂ )) .

(23)
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Let h > 0 be small and choose σ = σh such that
σ < τ̂ a.s. and σ → s when h → 0. Then using Ito’s
formula we get
 σ
0 = sup Ɛ
{h(t, X(t), U (t))
U

+

s


∂
V (t, X(t)) + LU (t) V (t, X(t))} dt . (24)
∂t

Now divide by Ɛ[σ ] and let h → 0. Assume we
can interchange limit and supremum. Then we arrive
at (8).
Although these arguments can be made rigorous
we cannot know in advance that V will satisfy the
HJB equation. The Verification Theorem shows, however, that if a solution to the HJB equation exists it is
equal to optimal value function. In addition, it shows
how to construct the optimal control.
Theorem 4 Assume a solution F to (22) exists satisfying the boundary conditions. Let u(s, x) be the maximizer in (22) with V replaced F and define U ∗ by
U ∗ (t) = u(t, X ∗ (t)) with X ∗ the corresponding solution to (17). Then F (s, x) = V (s, x) = Js,x (U ∗ ).
The argument here is even simpler. Choose arbitrary U . Then

Ɛ[F (τ̂ , X(τ̂ ))] − F (s, x)


τ̂
∂
U (t)
=Ɛ
F (t, X(t)) + L F (t, X(t)) dt .
0 ∂t
(25)
Since F satisfies the HJB and the boundary conditions we get

Ɛ[g(τ̂ , X(τ̂ ))] − F (s, x)


τ̂
≤ −Ɛ
h(t, X(t), U (t)) , (26)
0

where from F (s, x) ≥ Js,x (U ). Choose U = U ∗ and
equality follows easily, which completes the proof.
In the infinite horizon case (b) it can be shown that
V (s, x) = e−ρs V (0, x), hence we need only consider
V (x) = V (0, x). It is easily seen that the HJB for
V (x) is then
 2
σ (x, u)
sup
V (x) + µ(x, u)V (x)
2
u∈A


− ρV (x) + h(x, u) = 0.

(27)

The boundary condition is V (x) = g(x), x ∈ δG.
In the finale case of ergodic return, the approach
is slightly different since it can be shown that the
optimal value function is V (x) = λ independent of
x. In this case, we need a potential function F (x)
and it can be shown that the pair (F (x), λ) satisfies
the HJB equation

 2
σ (x, u)
sup
F (x) + µ(x, u)F (x) + h(x, u) = λ.
2
u∈A
(28)
To understand the potential function F we can look
at the relation between case (b) and (c), where we let
G = . Let V ρ (x) be the solution to (27) for fixed
ρ. Then it follows that ρV ρ (0) → λ and V ρ (x) −
V ρ (0) → F (x) when ρ → 0.
In Example 2 it is easily seen, that the HJB equation becomes

 2
σ
sup
V (x) + (µ − D)V (x) − ρV (x) + D = 0.
D∈[0,M] 2
(29)
The value function can be shown to be concave
and it follows easily that the solution is a ‘bangbang’ solution: D(x) = 0 if x < x1 and D(x) = M
if x > x1 for some x1 . From this observation, the
function V can easily be constructed by solving
two ODEs and making a ‘smooth fit’ of the two
solutions at x1 and thereby finding the unknown x1
(for details see [2]). If we remove the restrictions on
the rate of dividend payments, that is, let M → ∞,
we cannot solve the HJB equation. However, the
problem can still be solved using singular control. We
will not go further into this topic here (refer to [6] for
more details). This dividend maximization problem of
Example 2 has been extended in a series of papers by
adding reinsurance and investment strategies to the
problem [1, 10, 11]. Good references for controlled
diffusions are [5, 17].

Control of Piecewise Deterministic
Markov Processes
Piecewise Deterministic Markov Processes (PDMP)
is a class of nondiffusion, continuous time, Markovian stochastic processes. A theory for controlling
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these processes has been developed [4, 14]. A process X = {X(t)}t∈0 is a PDMP if it has a countable
number of jumps of size Y1 , Y2 , . . . with distribution B, which arrive with intensity λ(x). We let
T1 , T2 , . . . denote the arrival times. In the time intervals (Ti , Ti+1 ), the process evolves deterministically
according to the differential equation (dX(t)/dt) =
f (t, X(t)). When controlling we consider only stationary Markov controls U (t) = u(X(t−)), and we
assume that λ = λ(x, u), B = B u and f = f (x, u).
Again we let τ denote the first exit time of X from
a set G and consider the value function
 τ
V (x) = sup Ɛ
e−ρt h(X(t), U (t)) dt
U

+e

0

−ρτ


g(X(τ ))I (τ < ∞) .

(30)

Using similar arguments as in the previous section,
we can show that V satisfies the HJB equation


(31)
sup Au V (x) − ρV (x) + h(x, u) = 0
u∈Ax

for all x ∈ G and V (x) = g(x) for x ∈ \G. The
infinitesimal operator is here an integro-differential
operator given by
Au k(x) = f (x, u)k (x)

+ λ(x, u) k(x + y) − k(x)B u (dy). (32)

This means that the equation (31) is a nonlinear
integro-differential equation, which is in general very
hard to solve.
It is easily seen that Example 3 is formulated
in the setting of PDMPs with f (x, a) = p(a) and
λ(x, a) = λ. The criteria function is of the form (30)
with h = 0, ρ = 0 and g = 1. So the HJB becomes

 x
min p(a)V (x) + λ
V (x − y)
a∈[0,1]

0


− V (x)B a (dy) = 0,

(33)

where B a is the distribution of aY. By change of
variable the equation becomes

x
min p(a)V (x) − λ 1 − B
a∈[0,1]
a

 x
x−y
λ 1−B
−
V (y) dy = 0, (34)
a
0

5

which is a nonlinear integral equation for V . After
showing existence and uniqueness of a solution this
can be approximated by iterative methods as in the
discrete time case [7, 9, 15]. If claim sizes are exponentially distributed some control problems can be
solved explicitly [7, 8, 9].
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Stochastic Optimization
Uncertainty is present in virtually all decision-making
environments. In some applications settings, one may
safely choose to ignore the presence of uncertainty
because its influence on the optimal decision is likely
to be small. In other settings, one would ideally like to
explicitly incorporate the presence of uncertainty into
a mathematical formulation of the problem, because
it is a priori clear that an optimal solution will be significantly influenced by the presence of uncertainty.
Loosely speaking, stochastic optimization is the set
of mathematical and computational tools that have
been developed in order to characterize or compute
optimal solutions to mathematical models involving
such stochastic elements.
From a mathematical viewpoint, stochastic optimization has two main subdisciplines. The first is that
of stochastic control. Stochastic control is concerned
with optimization problems in which the optimizing
solution is ‘infinite dimensional’ (or of very high
dimensionality) in character. The second subdiscipline involves finite-dimensional stochastic optimization. Much of the corresponding literature focuses on
intelligent ‘search’ methods for numerically computing the optimal setting of a (finite-dimensional) vector
of decision variables.
To illustrate the ideas that are involved, consider a
single product inventory in which costs are associated
with holding inventory, failing to satisfy customer
demand, and ordering additional inventory. The main
source of uncertainty in such a system is the unpredictability of customer demand for the product being
held in inventory. A natural mathematical formulation for this uncertainty is to assume that demand
follows a stochastic process with a known distribution. The inventory manager has the option, in any
time period, to place an order for additional inventory. Given a current inventory of size x at time t,
the manager would ideally like to compute the size
y ∗ (t, x) of the order to be placed at time t so as to
minimize the expected cost over a given time horizon.
(Of course, given the presence of fixed setup costs for
orders, y ∗ (t, x) = 0 for most combinations of t and
x.) The determination of y ∗ (t, x) as a function of t
and x is an infinite-dimensional optimization problem. The optimal y ∗ (·) determines the optimal policy
(or optimal control).

When the dynamics of the system under consideration are Markovian, the optimal control can typically
be characterized via the principle of dynamic programming. The general idea is to work with a value
function V (t, x) that is defined as the minimal cost
(or, equivalently, maximal revenue) of operating the
system to the end of the decision horizon given that
the Markov state at time t is x. One can then use
the principle of dynamic programming to write a
so-called Hamilton–Jacobi–Bellman (HJB) equation
satisfied by V . The optimal control is then generally
easily computable, given V .
To illustrate this idea, consider the inventory
model described earlier. Suppose that the cost per
period of holding inventory x is h(x), the cost of an
order of size y is c(y), the cost of failing to (immediately) satisfy a customer’s demand is p, and that the
customer demand in period i is Di . If the order delivery time is one, the Di ’s are independent (thereby
inducing the appropriate Markov structure), and the
decision horizon is [0,T ], then

V (i, x) = min Ɛ c(y) + h(x − Di )
y≥0

+ p max(0, Di − x)


+ V (i + 1, x − Di + y)

(1)

subject to the ‘terminal condition’
V (T , x) = p Ɛ max(0, DT − x)

(2)

where V (i, x) is the minimal cost of running the system to time T given that the inventory at time i is
x. Note that the HJB equation can be solved as a
series of T one-dimensional optimizations by backwards iteration in i, starting at T . Once V (i, x) has
been computed, y ∗ (i, x) can be taken to be any minimizer of the right-hand side of (1). Consequently, the
computation of an optimal control is straightforward
in this setting.
However, complications arise in the more realistic multiproduct inventory setting. In the presence
of multiple products, customers may substitute one
product for another (currently unavailable) product.
As a result, the optimal order quantity for a given
product will depend on the current inventory levels
of the other products. In view of these interactions
between products, the natural Markov state variable

here is x = (x1 , x2 , . . . , xl ), where l is the number
of products and xj is the (current) inventory level
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of product j . One must then compute V (i, x) as
a function of i and x via the multiproduct analog of (1). Typically, this must be done numerically,
thereby necessitating a discretization in x. When l
is large, the number of discretization values in x
explodes, leading to the so-called ‘curse of dimensionality’. From a practical standpoint, this ‘curse’
renders many stochastic control problems numerically intractable.
Nevertheless, there are many interesting classes of
problems for which the HJB equation can be solved
either analytically or numerically. Stochastic control has been successfully applied to mathematical
finance [5], ruin theory [1], queueing theory [10],
and many other areas. As in the inventory setting,
these control problems have the common feature
that the choice of (instantaneous) action affects both
the instantaneous dynamics and the instantaneous
costs. The HJB equations that arise in finite horizon decision problems invariably have the backwards
recursive structure of (1). Significant tractability is
retained in passing to infinite time horizon formulations, provided that the objective is to minimize
discounted or steady-state costs. Among the methods
used to compute V in such infinite horizon settings
are successive (value) iteration, policy iteration, and
linear programming [8].
Certain subtleties arise in continuous-time stochastic control, particularly in the presence of continuous
state space. In particular, in some problems, it is the
case that no control is exercised almost all the time,
and that control occurs only on a set of time values
having ‘measure zero’. One example of this arises
when the controller has the option of forcing the
system to jump (i.e. move discontinuously) occasionally. While dynamic programming principles are still
applicable in this setting, the HJB equation must suitably incorporate this behavior. Such ‘singular control’
problems are described in [2].
As indicated earlier, the second major subdiscipline of stochastic optimization is that of intelligent
search for optima arising in the context of finitedimensional optimization problems. Such searches
are generally implemented numerically and tend to
be most successful when the number of decision
variables is of small to moderate magnitude. Such
optimization problems frequently arise when the analyst a priori decides to control the system under
consideration via a policy chosen from a specific
family of controls that are parameterized by a small

number of decision variables. For example, in the
above inventory setting, one might choose to limit
the control of the system to so-called (s, S) policies, in which an order of size S − (x − Di ) is
placed at time i whenever the inventory position
x − Di at time i is less than s. (In fact, it can
be shown from the HJB equation that the optimal
control for such an inventory is precisely of this
form.) Given such a policy, it remains to numerically compute the values of s and S that minimize
expected cost.
Given the power of Monte Carlo simulation to
deal with stochastic models of almost arbitrary complexity, simulation-based optimization has become a
popular means of solving such problems. Let θ =
(θ1 , θ2 , . . . , θd ) be the vector of decision variables.
When the feasible set for θ is a continuum, stochastic
approximation methods are of broad appeal. Stochastic approximations are iterative procedures that generate a sequence (θn : n ≥ 0) having the property that
convergence to a problem optimizer is guaranteed
under modest conditions on the problem data. Specifically, if d = 1 and the goal is to minimize α(θ) =
ƐZ(θ), the iterates are generated via the recursion
θn+1 = θn −

a
Wn (θn )
b

(3)

where a > 0 and Wn (θn ) is a random variable
that is simulated and has the property that its
expectation is approximately equal to the derivative
α  (θn ). Thus, a stochastic approximation takes
advantage of smoothness in the expectation as
a function of the decision variable by using
derivative/gradient information to iterate. The most
straightforward means of generating Wn (θn ) is via
a finite difference approximation (to the derivative)
taking the form (Zn (θn + h) − Zn (θn ))/ h (with h
chosen suitable small), where Zn (θn ) and Zn (θn +
h) are appropriately simulated from the models
associated with decision parameters θn and θn + h,
respectively. Such a finite- difference implementation
of (3) is called the Kiefer–Wolfowitz procedure [6].
Stochastic approximations with a significantly
faster convergence rate to the optimum can
be obtained whenever unbiased derivative/gradient
estimators can be simulated. Such stochastic
approximations, in which W (θ) is generated so
that ƐW (θ) = α  (θ), are called Robbins–Monro
procedures. While such unbiased estimators W (θ) are
not universally available, two different methods are
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applicable to the construction of unbiased simulatable
random variables.
The first approach is based on the use of ‘common
random numbers’ to generate realizations of Z(θ) that
are smooth enough in θ so as to ensure unbiasedness.
In the setting of discrete-event simulations (such as
those arising in communications network modeling,
production systems, and inventory models), the
method is known as ‘infinitesimal perturbation
analysis’ (see [3] for details). The second approach
is to recognize that the distribution of Z(θ + h)
often differs from that of Z(θ) only by a change in
likelihood, so that ƐZ(θ + h) = ƐL(h)Z(θ), where
L(h) is the ‘likelihood ratio’ describing the relative
likelihood of the distribution under θ + h to that
under θ. This second technique, known as the
likelihood ratio gradient estimation method (or score
function method), is more frequently applicable than
is the common random numbers approach (but
generally has higher variance when both methods
apply) (see [9] for additional information).
Another widely used approach to continuous
parameter optimization has its origins in the area
of statistically based experimental design. The idea
is to assume that the expectation α(θ) can be
modeled as a low-order polynomial in θ and to
then use regression-based methods to estimate the
polynomial’s coefficients (based on data simulated at
various values of θ). One then uses the optimizer
of the fitted surface as an approximation to the
optimum of α(·) [7]. This method can work well
when α(·) is close to a low-order polynomial of the
postulated order. It is sometimes used iteratively, so
that once the approximate optimizer is computed, a
new fitted surface is calibrated locally by resimulating
in an appropriately chosen neighborhood. One then
computes a new approximate optimizer from the
refitted surface.
In many stochastic optimization problems, the
decision variables are discrete rather than continuous (e.g. the number of servers in a call center). If
θ1 , θ2 , . . . , θl correspond to the feasible combinations
of decision variables and l is small, ‘selection of
best system’ methods are frequently used to identify
the optimal choice of θi , 1 ≤ i ≤ l. Such procedures
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attempt to focus the simulation effort on those parameter vectors that have either the smallest objective
value (in the case of minimization) or the largest sampling variance [7]. Good simulation-based procedures
for the case in which l is large is an active area of
current research.
In some applications settings, one can formulate the decision problem in terms of a so-called
stochastic linear program. Such formulations offer
the opportunity to take advantage of the efficient
numerical procedures that are available for solving
large LPs. Such stochastic LPs can be exactly solved
when the number of scenarios associated with the
uncertainty is small. When the number of scenarios is large (or infinite), efficient numerical solution
typically involves Monte Carlo sampling from the
scenario population [4].
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Stochastic Orderings
Introduction
Stochastic orders are binary relations defined on sets
of probability distributions, which formally describe
intuitive ideas like ‘being larger’, ‘being more variable’, or ‘being more dependent’. A large number of
orderings were introduced during the last decades,
mostly motivated by different areas of applications.
They gave rise to a huge amount of literature that
culminated with [29, 30, 34, 37].
One of the areas in which the theory of stochastic orderings demonstrates its wide applicability is
undoubtedly actuarial science. This is not surprising
since actuaries have to deal with various types of
risks, modeled with the help of random variables. In
their everyday life, they have to compare risks and
compute insurance premiums, reflecting their dangerousness. The easiest way to rank risky situations
certainly consists in computing some risk measure
and in ordering the random prospects accordingly.
In many situations however, even if a risk measure is reasonable in the context at hand, the values
of the associated parameters (probability levels for
Value-at-Risk and Tail-VaR, deductibles for stoploss premiums, and risk aversion coefficient for
exponential utility functions, . . .) are not fixed by
the problem. Therefore, actuaries may require much
more than simply looking at a particular risk measure: they could ask for a risk to be more favorable
than another for all values of the possible parameters of a given risk measure. This generates a partial
order (and no more a total one, i.e. the actuary cannot
order any pair of risks anymore) called a stochastic
ordering.
The interest of the actuarial literature in the
stochastic orderings, which originated in the seminal
papers [2, 3, 16], has been growing to such a point
that they have become one of the most important
tools to compare the riskiness of different random
situations. Examples and actuarial applications of the
theory of stochastic orderings of risks can also be
found in [19, 25, 27].

Integral Stochastic Orderings
Consider two n-dimensional random vectors X and
Y valued in a subset S of n . Many stochastic

orderings, denoted here by ∗ , can be defined by
reference to some class U∗ of measurable functions
φ: S →  by
X ∗ Y ⇐⇒ Eφ(X) ≤ Eφ(Y) ∀ φ ∈ U∗ ,

(1)

provided that the expectations exist. Orderings defined in this way are generally referred to as integral
stochastic orderings; see, for example [31]. Nevertheless, not all stochastic order relations are integral
stochastic orderings.
Among standard special cases of integral stochastic orderings, we mention the following examples:
•
•
•

usual stochastic order X ≤st Y if U∗ in (1) is the
set of all increasing functions;
convex order X ≤cx Y if U∗ in (1) is the set of
all convex functions;
increasing convex order X ≤icx Y if U∗ in (1) is
the set of all increasing convex functions.

The usual stochastic order compares the size of
the random vectors, whereas the convex order compares the variability of the random vectors. Increasing
convex order combines both features. This can easily
be seen from the following almost sure characterizations, which relate these orderings to the notion of
coupling and martingales:
•
•
•

X ≤st Y holds if and only if there are random
vectors 
X and 
Y with the same distributions as X
and Y satisfying 
X≤
Y a.s.;
X ≤cx Y holds if and only if there are random
vectors 
X and 
Y with the same distributions as X
and Y satisfying E[
Y|
X] = 
X a.s.;
X ≤icx Y holds if and only if there are random
vectors 
X and 
Y with the same distributions as X
and Y satisfying E[
Y|
X] ≥ 
X a.s.

In the univariate case, there are other simple characterizations. There X ≤st Y holds if and only if their
distribution functions FX and FY fulfil FX (t) ≥ FY (t)
for all real t. This is equivalent to requiring the
Value-at-Risks to be ordered for any probability
level. The inequality X ≤icx Y holds if and only
if E(X − t)+ ≤ E(Y − t)+ holds for all real t. In
an actuarial context, this means that for any stoploss contract with a retention t the pure premium
for the risk Y is larger than the one for the risk
X. Therefore, the increasing convex order is known
in actuarial literature as stop-loss order, denoted by
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X ≤sl Y . A sufficient condition for stop-loss order is
that the distribution functions only cross once, the
means being ordered. This famous result is often
referred to as Ohlin’s lemma, as it can be found
in [35].
The convex order X ≤cx Y holds if and only
if X ≤icx Y and in addition EX = EY . In actuarial sciences, this order is therefore also called
stop-loss order with equal means, sometimes denoted
as X ≤sl,= Y . Actuaries also developed the higher
degree stop-loss orders (see [20, 26] and the references therein) and the higher degree convex orders
(see [10]). All these univariate stochastic orderings
enjoy interesting interpretations in the framework of
expected utility theory.

Conditional Integral Stochastic Orderings
Sometimes it happens that one is interested in stochastic orderings which are preserved under the operation
of conditioning. If one requires that for X and Y , the
excesses over t [X − t|X > t] and [Y − t|Y > t] are
comparable with respect to usual stochastic ordering
for all t, then one is naturally lead to the hazard rate
order. The latter ordering naturally appears in life
insurance (since it boils down to compare mortality
rates. It also possesses an interesting interpretation in
reinsurance. In the latter context, [X − t|X > t] represents the amount paid by the reinsurer in a stop-loss
agreement, given that the retention is reached.
If [X|a ≤ X ≤ b] st [Y |a ≤ Y ≤ b] is also required for any interval [a, b], then the likelihood ratio
order is obtained. This corresponds to the situation
in which the claim amount is known to hit some
reinsurance layer [a, b]. Likelihood ratio order is a
powerful tool in parametric models.
Both hazard rate and likelihood orders cannot be
defined by a class of functions as described in (1).
We refer to [34] for formal definitions and properties
of them.

Properties of Integral Stochastic Orderings
A noteworthy feature of the integral stochastic orderings ∗ is that many of their properties can be
obtained directly from conditions satisfied by the
underlying class of functions U∗ . This approach, particularly powerful in the multivariate case, offers
an opportunity for a unified study of the various
orderings, and provides some insight into why some

of the properties do not hold for all stochastic
orderings.
Of course, there may be different classes of functions which generate the same integral stochastic
order. For checking X ∗ Y it is desirable to have
‘small’ generators, whereas ‘large’ generators are
interesting for applications. From an analytical point
of view, this consists, in fact, in restricting U∗ to a
dense subclass in it, or on the contrary, in replacing
U∗ with its closure with respect to some appropriate topology (for instance, the topology of uniform
convergence).
Theorem 3.7 in [31] solves the problem of characterizing the largest generator. Broadly speaking, the
maximal generator of an integral stochastic ordering is the closure (in some appropriate topology)
of the convex cone spanned by U∗ and the constant
functions. Henceforth, we denote as U∗ the maximal
generator of ∗ .
In order to be useful for the applications, stochastic
order relations should possess at least some of the
following properties.
1. Shift invariance: if X ∗ Y, then X + c ∗ Y +
c for any constant c;
2. Scale invariance: if X ∗ Y, then cX ∗ cY for
any positive constant c;
3. Closure under convolution: given X, Y and Z
such that Z is independent of both X and Y, if
X ∗ Y, then X + Z ∗ Y + Z;
4. Closure with respect to weak convergence: if
Xn ∗ Yn for all n ∈  and Xn (resp. Yn )
converges in distribution to X (resp. Y), then
X ∗ Y;
5. Closure under mixing: If [X|Z = z] ∗ [Y|Z =
z] for all z in the support of Z, then X ∗ Y also
holds unconditionally.
Note that many other properties follow from 1 to 5
above, the closure under compounding, for instance.
A common feature of the integral stochastic orderings
is that many of the above properties are consequences
of the structure of the generating class of function.
Specifically,
1. ∗ is shift-invariant, provided φ ∈ U∗ ⇒ φc ∈
U∗ where φc (x) = φ(x + c);
2. ∗ is scale-invariant, provided φ ∈ U∗ ⇒ φc ∈
U∗ where φc (x) = φ(cx);
3. ∗ is closed under convolution, provided φ ∈
U∗ ⇒ φc ∈ U∗ where φc (x) = φ(x + c);

4. ∗ is closed with respect to weak convergence,
provided there exists a generator consisting of
bounded continuous functions;
5. closure under mixing holds for any integral
stochastic order.
To end this section, it is worth mentioning that
integral stochastic orderings are closely related to
integral probability metrics. A probability metric
maps a couple of (distribution functions of) random
+
vectors to the extended half-positive real line  ; this
mapping has to possess the metric properties of symmetry, triangle inequality, and a suitable analog of the
identification property. Fine examples of probability
metrics are the integral probability metrics defined by


(2)
d(X, Y) = sup Ɛφ(X) − Ɛφ(Y)
φ∈F

where F is some set of measurable functions φ.
Note the strong similarity between integral stochastic
orderings defined with the help of (1) and integral
probability metrics of the form (2). This apparent
analogous structure can be exploited further to derive
powerful results in the vein of those obtained in [33]
and [28]. Metrics have been used in actuarial sciences
to measure the accuracy of the collective approximation to the individual risk model (see [36]). Recent
applications to evaluate the impact of dependence are
considered in [11, 17].

Dependence Orders
In recent years, there has been a rapidly growing
interest in modeling and comparing dependencies
between random vectors. An important topic in actuarial sciences is the question how the dependence of
risks affects the riskiness of a portfolio of these risks.
Here, the so-called supermodular order and the directionally convex order play an important role. They are
integral stochastic orders generated by supermodular
and directionally convex functions, respectively.
Supermodular functions can be defined as follows:
A function f : n →  is supermodular, if
f (x ∧ y) + f (x ∨ y) ≥ f (x) + f (y)

∀ x, y ∈ n ,
(3)

where the lattice operators ∧ and ∨ are defined as
x ∧ y := (min{x1 , y1 }, . . . , min{xn , yn })

(4)
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x ∨ y := (max{x1 , y1 }, . . . , max{xn , yn }).

(5)

and

A function f : n →  is directionally convex, if
it is supermodular, and in addition convex in each
component, when the other components are held
fixed.
A twice-differentiable function is supermodular, if
all off-diagonal elements of the Hessian are nonnegative. It is directionally convex if all elements of the
Hessian are nonnegative.
The stochastic order relations obtained by using
in (1) for U∗ the classes of supermodular or directionally convex functions, are called supermodular
order (denoted as ≤sm ) and directionally convex
order (denoted as ≤dcx ).
The supermodular order fulfils all desirable properties of a dependence order (as stated in [23]). If
X ≤sm Y, then both vectors have the same marginals,
but there is stronger dependence between the components of Y compared to the components of X.
In contrast, the directionally convex order combines
aspects of variability and dependence. Both of them
have the interesting property that


Yi .
(6)
X  Y ⇒
Xi ≤cx
In an actuarial context, this means that a portfolio
Y = (Y1 , . . . , Yn ) is more risky than the portfolio
X = (X1 , . . . , Xn ). This was the reason why supermodular ordering was introduced in actuarial literature in [32]. A number of articles have been devoted
to the study of the impact of a possible dependence
among insured risks with the help of multivariate
stochastic orderings (see [1, 5, 7, 8, 13, 14]).
Another important class of dependence orders is
given by the orthant orders. Two random vectors
are said to comparable with respect to upper orthant
order (X ≤uo Y) if
P (X1 > t1 , . . . , Xn > tn ) ≤ P (Y1 > t1 , . . . , Yn > tn )
∀ t1 , . . . , t n .

(7)

They are said to be comparable with respect to lower
orthant order (X ≤lo Y) if
P (X1 ≤ t1 , . . . , Xn ≤ tn ) ≤ P (Y1 ≤ t1 , . . . , Yn ≤ tn )
∀ t1 , . . . , t n .

(8)

These orders also share many useful properties of
a dependence order (see [23]). However, they have
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the disadvantage that (6) does not hold for them for
n ≥ 3. The sum of the components of X and Y are
only ordered with respect to higher degree stop-loss
orders.
For a concise treatment of dependence orders, we
refer to [34]. The directionally convex order is also
considered in the article on point processes.

Incomplete Information
A central question in actuarial sciences is the construction of extrema with respect to some order
relation. Indeed, the actuary sometimes acts in a conservative way by basing his decisions on the least
attractive risk that is consistent with the incomplete
available information. This can be done by determining in given classes of risks, coherent with the
partially known information, the extrema with respect
to some stochastic ordering, which translates the preferences of the actuary, that is, the ‘worst’ and the
‘best’ risk. Thus, in addition to trying to determine
‘exactly’ the risk quantities under interest (the premium, for instance), the actuary will obtain accurate
lower and upper bounds for it using these extrema.
Combining these two methods, he will then determine
a reasonable estimation of the risk.
In the univariate case, we typically consider the
class Bs (S; µ) of all the random variables valued in
S ⊆  and with fixed numbers µ1 , µ2 , . . . , µs−1 as
first s − 1 moments. For a study of such moment
spaces Bs (S; µ) with actuarial applications (see [12]).
In general, Xmax ∈ Bs (S; µ) is called the maximum of
Bs (S; µ) with respect to ∗ if
X ∗ Xmax

∀ X ∈ Bs (S; µ).

∀ X ∈ Bs (S; µ).

(10)

Minima and maxima with respect to the s-convex
orders with S = [a, b] have been obtained in [4].
Discrete s-convex bounds on claim frequencies (S =
{0, 1, . . . , n}) have also been considered; see, for
example [6, 9].
Sometimes, maxima or minima cannot be obtained, only suprema or extrema. The supremum Xsup
is the smallest random variable (with respect to ∗ )
not necessarily in Bs (S; µ), for which
X ∗ Xsup

∀ X ∈ Bs (S; µ).

Xinf ∗ X

(11)

∀ X ∈ Bs (S; µ).

(12)

In Section 1.10 of [34], it is shown that suprema and
infima are well defined for the most relevant stochastic orders. In [18, 24] extrema with respect to st
for elements in Bs (S; µ) are derived. Corresponding
problems with respect to icx and cx are dealt with
in [21].
Of course, further constraints like unimodality can
be added to refine the bounds [4]. Also, other classes
than moment spaces are of interest. For instance, the
class of increasing failure rate (IFR) and decreasing
failure rate (DFR) distributions.
The multivariate case also attracted some
attention. In this case, the marginals are often fixed
(so that we work within a so-called Fréchet space).
Comonotonicity provides the upper bound with
respect to sm (see [32]). The case in which only
a few moments of the marginals are known has been
studied in [15]. When a fixed value for the covariance
is assumed, some interesting results can be found
in [22].
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Bäuerle, N. & Müller, A. (1998). Modeling and comparing dependencies in multivariate risk portfolios, ASTIN
Bulletin 28, 59–76.
Borch, K. (1961). The utility concept applied to the
theory of insurance, ASTIN Bulletin 1, 245–255.
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Stochastic Processes
When talking about a stochastic process, one usually
thinks of a random function {Xt }t≥0 or a random
sequence {Xn }n=0,1,2,... taking values in some space E,
the state space. Thus we have given a set of random
variables indexed by t ∈ [0, ∞) (continuous time) or
n ∈  = {0, 1, 2, . . .} (discrete time), and usually the
index t, respectively. n is thought of as time (but we
will discuss broader interpretations at the end).
The possible set of typical outcomes of the stochastic process is denoted as the set of sample paths
or realizations. Figure 1 shows a number of sample
paths for different stochastic processes in continuous
time. Parts 1(a), 1(b) are two realizations of Brownian motion, part 1(c) is the counting process of the
point process with epochs marked by bullets, and
part 1(d) is a sample path of a Cramér–Lundberg

risk process where Xt is the surplus at time t,
the jumps are the claims incurred by the insurance
company and the slope of the linear segments is
the premium rate; in all examples the state space is
E = .
Further main examples include Markov chains
with discrete time and state space (i.e. E is finite
or countable), where also Markov processes with
continuous time and discrete state space are treated,
Lévy processes (processes with stationary increments), Gaussian processes where the Xt have normal distributions, diffusion processes, processes in
queueing theory and many more.

Mathematical Setup
Write  = [0, ∞) in continuous time and  = 
in discrete time. Assume given, a collection E of
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measurable subsets on E (if E is discrete, usually
just the set of all subsets of E and if E = , usually
the Borel sets). That {Xt }t∈ is a stochastic process
then just means that the Xt are E -valued random
variables defined on a common probability space
(, F, ), that is, that each Xt is a measurable mapping (, F) → (E, E). A sample path is a function
or sequence {Xt (ω)}t∈ for some specific ω ∈ .
Let 0 ⊂  be a finite subset of  (we then write
0 ⊂f ). If 0 has say d elements, the distribution
0 of the E d -valued random variable {Xt }t∈0 is
then called a finite-dimensional distribution of the
stochastic process. The family (0 )0 ⊂f  is called
the set of finite-dimensional distributions. It is a consistent family in the sense that if T1 ⊂ T0 , then the
0 -distribution of {Xt }t∈1 is 1 . Conversely, the
famous consistency theorem of Kolmogorov states
that given such a consistent family, then (under weak
topological assumptions on E ) there exists a stochastic process {Xt }t∈ having the given set of finitedimensional distributions. This is sometimes used as
a basis for the construction of a stochastic process.
However, it should be stressed that many processes
admit a more direct construction in terms of independent r.v.s. For example, given the independent interarrival times and claims, it is straightforward to give
an explicit formula for Xt in the Cramér–Lundberg
model.

is measurable as the countable intersection of measurable sets, and similar remarks apply to many other
problems.
The property of D-paths (sometimes also denoted
the cadlag property) is usually a minor restriction
since in virtually all practical examples, it can be
obtained by modifying {Xt (ω)}t≥0 only for ω ∈
N , a set of probability 0. For example, in the
Cramér–Lundberg model, D-paths just amount to the
convention that if t is a claim occurrence time, then
Xt is defined as the value just after the claim, not just
before. For other models like time-continuous martingales or Brownian motion, the modification may
require more work.

Stopping Times
A filtration is an increasing sequence {Ft } of subσ -fields of F, and {Xt }t∈ is adapted if Xt is Ft measurable for all t; often Ft is simply the smallest
σ -field making all Xs with s ≤ t measurable or a
small modification of this. A r.v. τ with values in
 ∪ {∞} is a stopping time if {τ ≤ t} ∈ Ft for all t.

Convergence in Distribution
Sample Path Regularity in Continuous
Time
In discrete time, it is straightforward to check that
an event such as A = {supt∈ Xt > a} belongs to
F (is measurable), which is essential in order that
one can make sense of (A). In continuous time,
events such as A are, however, not automatically
measurable so that there are difficulties in discussing
the probabilities of many interesting events.
The traditional way out of this is to impose regularity conditions on the sample paths, most often
that all sample paths are in the space D of functions {xt }t≥0 that are right continuous (lims↓t xs = xt
and have left limits xt− = lims↑t xs ; this requires
some topology on E, say that E is metric. Then, for
example,

 


sup Xt > a =
{Xt > a}
sup Xt > a =
t≥0

t≥0,t∈

t≥0,t∈

(1)

That
stochastic
processes
{Xn(1) }n=0,1,2,... ,
(2)
{Xn }n=0,1,2,... , . . . converge in distribution (converges weakly) to {Xn }n=0,1,2,... means just that values
0, 1, . . . , N converge in distribution for any N, that
is, that


X0(k) , X1(k) , . . . , XN(k) −−−→ (X0 , X1 , . . . , XN )
(2)
in the sense of weak convergence in N . For
continuous-time stochastic processes, the definition
involves more advanced concepts, in particular,
the definition of a metric (notion of closeness)
on the space D. See further [1, 2] and diffusion
approximations.
The motivation for studying convergence of stochastic processes is largely to obtain convergence of
simple functionals, for example, the maximum before
N, the ruin probability before N and so on.
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Random Fields and General Index Sets
The definition of a stochastic process {Xt }t∈ given
above is valid without changes also if  is any index
set possibly different from [0, ∞) or . In particular, if  ⊂ d for some d > 1, one often speaks
about a random field ; for example, if  is a planar
region, Xt = Xt1 ,t2 could be the (random) intensity
of automobile accidents per year at
 location t. If
in this example one defines XA = A Xt1 ,t2 dt1 dt2 ,
one obtains a stochastic process (XA ) indexed by
all (Borel) subsets of , and there are many more
examples.
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Subexponential
Distributions
Definition and First Properties
Subexponential distributions are a special class of
heavy-tailed distributions. The name arises from one
of their properties that their tails decrease slower than
any exponential tail (3). This implies that large values
can occur in a sample with nonnegligible probability,
which makes the subexponential distributions natural
candidates for modeling situations in which some
extremely large values occur in a sample compared
with the mean size of the data. Such a pattern is
often seen in insurance data, for instance, in fire,
wind–storm, or flood insurance (collectively known
as catastrophe insurance). Subexponential claims can
account for large fluctuations in the surplus process
of a company, increasing the risk involved in such
portfolios.
Heavy tails is just one of the consequences of the
defining property of subexponential distributions that
is designed to work well with the probabilistic models
commonly employed in insurance applications. The
subexponential concept has just the right level of generality that is usable in these models, while including
as wide a range of distributions as possible.
Some key names in the early (up to 1990) development of the subject are Chistyakov, Kesten, Athreya
and Ney, Teugels, Embrechts, Goldie, Veraverbeke,
and Pitman. Various review papers appeared on
subexponential distributions [26, 46]; textbook accounts are in [2, 9, 21, 45]. We present two defining
properties of subexponential distributions.
Definition 1 (Subexponential distribution function)
Let (Xi )i∈ be i.i.d. positive rvs with df F such
that F (x) < 1 for all x > 0. Denote
F (x) = 1 − F (x), x ≥ 0,
the tail of F , and for n ∈ 
F n∗ (x) = 1 − F n∗ (x)
= P (X1 + · · · + Xn > x), x ≥ 0,
the tail of the n-fold convolution of F . F is a
subexponential df (F ∈ S) if one of the following
equivalent conditions holds:

F n∗ (x)

= n for some (all) n ≥ 2,
F (x)
P (X1 + · · · + Xn > x)
(b) lim
= 1 for some
x→∞ P (max(X1 , . . . , Xn ) > x)
(all) n ≥ 2.
(a)

lim

x→∞

Remark 1
1. A proof of the equivalence is based on (∼ means
that the quotient of lhs and rhs tends to 1)
P (X1 + · · · + Xn > x)
P (max(X1 , . . . , Xn ) > x)
∼

F n∗ (x)
nF (x)

→ 1 ⇐⇒ F ∈ S.

(1)

2. From Definition (a) and the fact that S is closed
with respect to tail- equivalence (see after Example 2), it follows that S is closed with respect to
taking sums and maxima of i.i.d. rvs.
3. Definition (b) demonstrates the heavy-tailedness
of subexponential dfs. It is further substantiated
by the implications
F ∈ S ⇒ lim

F (x − y)

x→∞


⇒

∞

F (x)

=1

∀ y ∈  (2)

eεx df(x) = ∞ ∀ ε > 0

0

⇒

F (x)
→ ∞ ∀ ε > 0.
e−εx

(3)

Conditions for Subexponentiality
It should be clear from the definition that a characterization of subexponential dfs or even of dfs, whose
integrated tail df is subexponential (as needed in the
risk models), will not be possible in terms of simple
expressions involving the tail.
Recall that all subexponential dfs have property
(2) that defines a special class.
Definition 2 (The class L)
Let F be a df on (0, ∞) such that F (x) < 1 for
all x > 0. We say F ∈ L if
lim

x→∞

F (x − y)
F (x)

=1

∀ y ∈ .
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Unfortunately, S is a proper subset of L; examples
are given in [18, 44].
A famous subclass of S is the class of dfs with
regularly varying tail; see the monograph [13]. For
a positive measurable function f , we write f ∈
R(α) for α ∈  (f is regularly varying with index
α), if
lim

x→∞

f (tx)
= tα
f (x)

∀ t > 0.

Example 1 (Distribution functions with regularly
varying tails)
Let F ∈ R(−α) for α ≥ 0, then it has the representation
F (x) = x −α (x),

x > 0,

for some  ∈ R(0), the class of slowly varying functions. Notice first that F ∈ L, hence it is a candidate
for S. To check Definition 1(a), let X1 , X2 be i.i.d.
rvs with df F . Then x > 0
F 2∗ (x)
F (x)



x/2

=2

F (x − y)

0

F (x)

2

dF (y) +

F (x/2)
F (x)

.
(4)

Immediately, by the definition of R(−α), the last
term tends to 0. The integrand satisfies F (x − y)/
F (x) ≤ F (x/2)/F (x) for 0 ≤ y ≤ x/2, hence Lebesgue dominated convergence applies and, since F ∈ L,
the integral on the rhs tends to 1 as x → ∞.
Examples of dfs with regularly varying tail are
Pareto, Burr, transformed beta (also called generalized F ), log–gamma and stable dfs (see [28, 30, 31]
for details).
As we shall see in the section ’Ruin Probabilities’
below, the integrated tail df plays an important role
in ruin theory. It is defined for a df F on (0, ∞)
with finite mean µ as
1
FI (x) =
µ



x

F (y) dy, x ∈ .

In order to unify the problem of finding conditions for F ∈ S and FI ∈ S, the following class was
introduced in [33].
Definition 3 (The class S∗ )
Let F be a df on (0, ∞) such that F (x) < 1 for
all x > 0. We say F ∈ S∗ if F has finite mean µ and
 x
F (x − y)
F (y) dy = 2µ.
lim
x→∞ 0
F (x)
The next result makes the class useful for applications.
Proposition 1 If F ∈ S∗ , then F ∈ S and FI ∈ S.
Remark 2 The class S∗ is “almost” S ∩ {F : µ(F ) <
∞}, where µ(F ) is the mean of F . A precise formulation can be found in [33]. An example where F ∈ S
with finite mean, but F ∈
/ S∗ , can be found in [39].
Example 2 (Subexponential distributions)
Apart from the distributions in Example 1, also
the log-normal, the two Benktander families and the
heavy-tailed Weibull (shape parameter less than 1)
belong to S. All of them are also in S∗ , provided
they have a finite mean; see Table 1.2.6 in [21].
In much of the present discussion, we are dealing
only with the right tail of a df. This notion can
be formalized by denoting two dfs, F and G, with
support unbounded to the right tail–equivalent if
limx→∞ F (x)/G(x) = c ∈ (0, ∞).
The task of finding easily verifiable conditions for
F ∈ S or/and FI ∈ S, has now been reduced to the
finding of conditions for F ∈ S∗ . We formulate some
of them in terms of the hazard function Q = − ln F
and its density q, the hazard or failure rate of F .
Recall that (provided µ < ∞) S∗ ⊂ S ⊂ L. It can
be shown that each F ∈ L is tail-equivalent to an
absolutely continuous df with hazard rate q that tends
to 0. Since S and S∗ are closed with respect to
tail–equivalence it is of interest to find conditions
on the hazard rate such that the corresponding df is
S or S∗ . Define r = lim supx→∞ xq(x)/Q(x).
Theorem 1 (Conditions for F ∈ S or S∗ )

(5)

0

If F has regularly varying tail with index α > 1,
then F has finite mean and, by Karamata’s Theorem,
FI ∈ R(−(α − 1)), giving FI ∈ S as well.

1. If lim supx→∞ xq(x) < ∞, then F ∈ S. If additionally µ < ∞ then F ∈ S∗ .
2. If r < 1, then F ∈ S.
1−r−ε
is integrable for some ε > 0,
3. If r < 1 and F
∗
then F ∈ S .
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4. Let q be eventually decreasing
to 0. Then F ∈ S
x
if and only if limx→∞ 0 eyq(x) dF (y)
 x= 1. Moreover, F ∈ S∗ if and only if limx→∞ 0 eyq(x) F (y)
dy = µ < ∞.
There are many more conditions for F ∈ S or
FI ∈ S to be found in the literature; for example, [14,
15, 25, 33, 35, 44, 47]; the selection above is taken
from [11, 12].

Ruin Probabilities
We consider the Sparre-Andersen model, in which
the claim times constitute a renewal process, that
is, the interclaim times (Tn )n∈ are i.i.d. rvs and
we assume that they have finite second moment.
Furthermore, the claim sizes (Xk )k∈ (independent
of the claims arrival process) are i.i.d. rvs with df F
and EX1 = µ < ∞. We denote by R0 = u the initial
risk reserve and by c > 0 the intensity of the risk
premium. We also assume that m = EX1 − cET1 =
µ − c/λ < 0.
Define the surplus process for u ≥ 0 as
R(t) = u + ct −

N(t)


Xk ,

t ≥ 0,

(6)

k=1


where (with the convention 0i=1 ai = 0) N (0) = 0
k
and N (t) = sup{k ≥ 0 : i=1 Ti ≤ t} for t > 0. For
n ∈ 0 , the rvs R(n), that is, the level of the surplus
process immediately after the nth claim, constitute
a random walk. Setting Zk = Xk − cTk , k ∈ , the
sequence
S0 = 0,

Sn =

n


= P (u +

3

n

(cTk − Xk ) < 0 for some n ∈ )
k=1

= P (max Sn > u).

(9)

n≥1

If the interclaim times are exponential, that is, the
claim arrival process is a Poisson process, then the
last probability has an explicit representation, called
Pollacek-Khinchine formula. This model is called the
Cramér–Lundberg model.
Theorem 2 (Pollacek-Khinchine formula or Beekman’s convolution series).
In the Cramér–Lundberg model, in which the
claims arrival process constitutes a Poisson process,
the ruin probability is given by
ψ(u) = (1 − ρ)

∞


ρ n FIn∗ (u), u ≥ 0,

n=1

u
where ρ = λµ/c and FI (u) = µ−1 0 P (X1 > y) dy,
u ≥ 0, is the integrated tail distribution of X1 .
The following result can partly be found already
in [9], accredited to Kesten. Its present form goes
back to [16, 19, 20].
Theorem 3 (Random sums of i.i.d. subexponential
rvs)
Suppose (p
n )n≥0 defines a probability measure on
n
0 such that ∞
n=0 pn (1 + ε) < ∞ for some ε > 0
and pk > 0 for some k ≥ 2. Let
G(x) =

∞


pn F n∗ (x), x ≥ 0.

n=0

Zk ,

n ∈ ,

(7)

k=1

defines a random walk starting in 0 with mean m < 0.
The ruin probability in finite time is defined as

(8)

The ruin probability in infinite time is then ψ(u) =
ψ(u, ∞), for u ≥ 0. By definition of the risk process,
ruin can occur only at the claim times, hence for
u ≥ 0,
ψ(u) = P (R(t) < 0 for some t ≥ 0|R(0) = u)

F ∈ S ⇐⇒ lim

x→∞

G(x)
F (x)

=

∞


npn

n=1

⇐⇒ G ∈ S and F (x)  = o(G(x)).

ψ(u, T ) = P (R(t) < 0 for some 0 ≤ t ≤ T |
R(0) = u), 0 < T < ∞, u ≥ 0.

Then

Remark 3 Let (Xi )i∈ be i.i.d. with df F and let N
(pn )n≥0 .
be a rv taking values in 0 with distribution

Then G is the df of the random sum N
X
and the
i
i=1
result of Theorem 3 translates into

 N

Xi > x ∼ EN P (X1 > x), x → ∞.
P
i=1

4
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For the ruin probability, this implies the following
result.
Theorem 4 (Ruin probability in the Cramér–Lundberg model; subexponential claims)
Consider the Cramér–Lundberg model, in which
the claims arrival process constitutes a Poisson process and the claim sizes are subexponential with df F .
Then the following assertions are equivalent:
1. FI ∈ S,
2. 1 − ψ ∈ S,
3. limu→∞ ψ(u)/F I (u) = ρ/(1 − ρ).
Theorem 4 has been generalized to classes S(γ )
for γ ≥ 0 with S(0) = S; see [18–20]. The classes
S(γ ) for γ > 0 are “nearly exponential”, in the sense
that their tails are only slightly modified exponential.
The slight modification, however, results in a moment
generating function, which is finite at the point γ .
An important class of dfs belonging to S(γ ) for
γ > 0 is the generalized inverse Gaussian distribution
(see [17, 35]).
Remark 4
1. The results of Theorem 4 can be extended to
the Sparre-Anderson model (see [22]), but also
to various more sophisticated stochastic processes. As an important example, we mention
Markov modulation of the risk process; see [4,
6, 29]. Modeling interest to be received on the
capital is another natural extension. The ruin
probability decreases slightly when investing
into bond only, which has been shown in [38],
for regularly varying claims, and for general
subexponential claims in [1]; see also [24] for
investment into risky assets in combination with
regularly varying claims.
2. Localized versions of Theorem 4 have been considered in [34] and, more recently, in [5].

We need certain conditions on the quantities of
the Sparre-Anderson model from section ‘Ruin Probabilities’. Assume for the interarrival time df A, the
existence of some finite exponential moment. Furthermore, assume that the claim size df F has finite
second moment and is absolutely continuous with
density f so that its hazard function Q = − log F
has a hazard rate q = Q = f/F satisfying r: =
then F ∈ S∗ and
limt→∞ tq(t)/Q(t) < 1/2. Indeed,
√
− x
F has a tail heavier than e
.
Versions of the following result can be found
in [11, 12].
Theorem 5 (Large deviations property for rvs with
subexponential tail)
Assume that for the random walk (Sn )n≥0 in (7) the
above conditions hold. Then for any sequence (tn )n∈
satisfying
√
lim sup nQ(tn )/tn < ∞,
n→∞

the centered random walk (Sn )n∈ , satisfies



 P (Sn − ESn > t)

− 1 = 0.
lim sup
n→∞ t≥tn 
nF (t)

(10)

A classical version of this result states that for
F ∈ R(−α) relation (10) is true for any sequence
tn = αn for all α > 0; see [36] for further references.
In that paper extensions of (10), for F ∈ R(−α),
towards random sums with applications to insurance and finance are treated, an important example
concerning the modeling and pricing of catastrophe
futures. A very general treatment of large deviation results for subexponentials is given in [43]; see
also [40–42].
Theorem 5 has been applied in [10] to prove the
following results for the time of ruin
τ (u) = inf{t > 0 : R(t) < 0|R(0) = u}, u ≥ 0.
(11)

Large Deviations and Finite Time Ruin
Probabilities

Theorem 6 (Asymptotic behavior of ruin time)
Assume that the above conditions on interarrival
time and claim size distributions hold.

A further question immediately arises from Definition 1, that is, what happens if n varies together with
x. Hence large deviations theory is called for. Notice
that the usual “rough” large deviations machinery
based on logarithms cannot be applied to dfs in S,
since exponential moments do not exist.

1. For fixed u > 0,
P (∞ > τ (u) > t) ∼ P (∞ > τ (0) > t)V (u)
∼

∞

n=0

F I (|µ|n)P (N (t) = n)V (u),

t →∞
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where V (u) is the renewal function of the strictly
increasing ladder heights of (Sn )n≥0 .
2. If the hazard rate qI of FI satisfies qI (t) =
O(1)q(t) as t → ∞,
B
P (∞ > τ (0) > t) ∼ e−

m
F I (|µ|(λ/c)t)
|µ|

B
= e−

m
EX1
t , t → ∞,
FI 1 −
|µ|
cET1

 = ∞ P (Sn > 0)/n (which is finite
where B
n=1
according to [23], Theorem XII, 2).
Such a result has been proven in [8] for Poisson
arrivals and regularly varying claim sizes.

When and How Ruin Occurs: A Sample
Path Analysis
Consider the continuous-time version of the random
walk (7) of the Sparre-Anderson model
S(t) =

N(t)


Xi − ct,

t ≥ 0,

(12)

i=1

where the increment S1 has df B and we require that
B(x) = P (X1 − cT1 > x) ∼ F (x),

x → ∞.
(13)

Since (S(t))t≥0 has drift m = ES1 < 0, M = maxt≥0
S(t) < ∞ a.s. The time of ruin
τ (u) = inf{t > 0: S(t) > u},

u ≥ 0,

(14)

yields an expression for the ruin probability as
ψ(u) = P (τ (u) < ∞) = P (M > u),

u ≥ 0.
(15)

From section ‘Conditions for Subexponentiality’, we
know the asymptotic form of ψ(u) as u → ∞, and
in this section we investigate properties of a sample
path leading to ruin, that is, an upcrossing of a high
level u. Let
P

(u)

= P (· | τ (u) < ∞),

u ≥ 0,

(16)

5

then we are interested in the P (u) -distribution of the
path
S([0, τ (u))) = (S(t))0≤t≤τ (u)
(17)
leading to ruin.
In particular, we study the following quantities:
Y (u) = S(τ (u))

the level of the process after
the upcrossing,
Z(u) = S(τ (u)−) the level of the process just
before the upcrossing,
Y (u) − u the size of the overshoot,
W (u) = Y (u) + Z(u) the size of the increment
leading to the upcrossing.
In this subexponential setup, an upcrossing happens as a result of one large increment, whereas
the process behaves in a typical way until the rare
event happens. The following result describes the
behavior of the process before an upcrossing, and the
upcrossing event itself; see [7] and also the review in
Section 8.4 of [21].
Not surprisingly, the behavior of the quantities
above is a result of subexponentiality in combination
with extreme value theory; see [21] or any other
book on extreme value theory for background.
Under weak regularity conditions, any subexponential df F belongs to the maximum domain of
attraction of an extreme value distribution G (we
write F ∈ MDA (G)), where
G(x) =
or G(x) =

α (x)

= exp(−x −α )I{x>0} , α ∈ (0, ∞),

(x) = exp(−e−x ), x ∈ .

Theorem 7 (Sample path leading to ruin)
Assume that the increment S1 has df B with
finite mean m < 0. Assume furthermore that B(x) ∼
F (x), as x → ∞, for some F ∈ S∗ ∩ MDA(G),
for
 ∞ an extreme value distribution G. Let a(u) =
u F (y) dy/F (u). Then, as u → ∞,
Z(u) τ (u) Y (u) − u Stτ (u)
,
,
,
a(u) a(u)
a(u)
τ (u)
−−−→ Vα ,

0≤t<1

Vα
, Tα , (mt)0≤t<1
µ

in P (u) –distribution in  × + × + × [0, 1),
where [0, 1) denotes the space of cadlag functions

6
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on [0, 1), and Vα and Tα are positive rvs with df
satisfying for x, y > 0
P (Vα > x, Tα > y) = Gα (x + y)

x + y −α

if F ∈ MDA( α+1 ),
1+
=
 −(x+y) α
e
if F ∈ MDA( ).

How to simulate events of small probabilities as ruin
events and subexponential distributions is an area in
its early development; see [3, 32] for the present state
of the art.
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Surplus Process
Introduction
Actuaries often have to make decisions, such as
how large premiums should be charged, how surplus
should be invested, what type and how much reinsurance should be purchased, and so on. Of course,
one likes to make optimal decisions. In order to do
that, one has to model the surplus of a certain branch
of insurance, or of a collective contract. The model
should on one hand reflect the real surplus process,
on the other hand it should be possible to calculate
the quantities one is interested in. The models that
we discuss in this article will therefore not be valid
for single contracts. It is important that the portfolio
under consideration is ‘quite large’.
The models in this article run for infinite time.
This is of course not the case for a real surplus process. If the surplus increases, then on the one hand
the taxes will usually increase, on the other hand the
share holders (or the policy holders for a mutual company) will want to benefit from it. Moreover, it is
not realistic that the premium rate is fixed. The market situation will always make changing the premium
necessary. However, in order to make decisions one
should use the status quo of the portfolio. And concerning finite horizon, usually the decisions will be
quite similar if one considers a finite horizon or an
infinite horizon, except if one is close to the horizon. Moreover, the planning horizon will also move
as time goes by, so that one never will get close to
the horizon. From this point of view the infinite horizon seems reasonable. One should, however, keep
in mind that the characteristics calculated from the
surplus process and the corresponding decisions are
‘technical’ only. Quantities such as ruin probabilities do not describe the probability of default of a
company but are some risk measures.
The time parameter t used in this article is
not physical time but operational time. For example, premiums and outflow for claim payments will
increase linearly with the size of the portfolio. One
therefore likes to run time faster if the portfolio is
larger, and slower if it is smaller. Some seasonal
effects may also have an influence. For example, there
will be fewer motor cycles accidents in winter than
in summer. Because premiums are usually paid annually, one can also expect that payments follow the risk

exposure. Thus, modeling is much simpler if operational time is used. Seasonal changes are explicitly
modeled in [5].
In order to be able to measure the value of the
surplus, monetary values have to be calculated discounted back to time zero. Claim sizes and premiums will increase with inflation. If the insurer is able
to invest money in such a way that the return from
investment matches inflation, it is possible to model
the surplus as if there was no inflation and no return
on investment. In the models discussed in this article, it is assumed that all quantities are discounted.
To add additional earnings of interest as in [36, 37],
does not make sense economically (prices will follow
the wealth), but are mathematically interesting.
The surplus process {R(t)} of a portfolio can be
described as
R(t) = u + P (t) − S(t).

(1)

The initial capital u is the capital the insurer wants
to risk for the portfolio under consideration. {P (t)} is
the income process. Because we are only interested in
the outflow for claim payments, we do not consider
administration costs, taxes, and so on. The premiums
thus charged to the customers are the premiums P (t)
plus all the additional costs. The most popular model
is P (t) = ct for some premium rate c.
The process {S(t)} is the aggregate claims process. Since claims hopefully occur rarely, it is most
convenient to model {S(t)} as a pure jump process
S(t) =

N(t)


Yi .

(2)

i=1

{N (t)} is the claim number process and Yi is the
size of the i th claim. In the rest of this article, we
will consider different models for {S(t)}. Here, we
will only consider models with Yi > 0.

Poisson Processes
Many of the models will be based on
(in-)homogeneous Poisson processes. We therefore
give a short introduction to Poisson processes.
A point process {N (t)} with occurrence times
0 ≤ T (1) ≤ T (2) ≤ · · · is a Poisson process if it
satisfies one of the following equivalent properties:

2

Surplus Process

1. {N (t)} has independent and stationary increments such that
lim h−1 [N (h) = 1] = λ and
h↓0

lim h−1 [N (h) ≥ 2] = 0.
h↓0

2. {N (t)} has independent increments and N (t) ∼
Pois(λt), a Poisson r.v. with mean λt, for each
fixed t ≥ 0.
3. The interarrival times {T (k) − T (k − 1) : k ≥ 1}
are independent and Exp(λ) (exponential with
mean λ−1 ) distributed. Here T (0) = 0.
4. For each fixed t ≥ 0, N (t) ∼ Pois(λt) and given
{N (t) = n}, the occurrence points have the same
distribution as the order statistics of n independent Uniform [0, t] distributed random variables.
5. {N (t)} has independent increments such that
Ɛ[N (1)] = λ and given {N (t) = n} the occurrence points have the same distribution as the
order statistics of n independent Uniform [0, t]
distributed random variables.
6. {N (t)} has independent and stationary increments such that
lim h−1 [N (h) ≥ 2] = 0 and Ɛ[N (1)] = λ.
h↓0

We call {N (t)} a Poisson process with rate λ.
For a proof the equivalence of the above definitions,
see [31]. Note that all occurrence times in a Poisson
process are simple, that is, T (k) > T (k − 1).
Let (t) be a nondecreasing function with (0) =
0 and Ñ (t) be a Poisson process with rate 1. The
process {N (t)} with N (t) = Ñ((t)) is called an
inhomogeneous Poisson
 t process with intensity measure (t). If (t) = 0 λ(s) ds for some nonnegative
function λ(t), then {N (t)} is called inhomogeneous
Poisson process with rate λ(t). The function λ(t)
is sometimes also called intensity. From the definition of a Poisson process we can deduce alternative
definitions of an inhomogeneous Poisson process or
find properties of inhomogeneous Poisson processes.
A possible alternative construction is the following:
First N (t) is determined. N (t) ∼ Pois((t)). Then
the occurrence times can be determined. If N (t) = n,
the times {T̃ (i) : 1 ≤ i ≤ n} are i.i.d. with distribution function [T (i) ≤ s] = (s)/(t). The occurrence times of the inhomogeneous Poisson process
are then the ordered times {T̃ (i)}. Note that if (t)
is not continuous, multiple occurrences are possible.

The following properties are some of the reasons
why Poisson processes are popular for modeling.
Let {Ni (t)}, i = 1, 2, be independent Poisson processes with intensity measures i (t). Then {N (t)}
with N (t) = N1 (t) + N2 (t) is a Poisson process with
intensity measure (t) = 1 (t) + 2 (t).
Let M be a countable set of marks and let {Mi }
be i.i.d. distributed random variables from M. We
define the processes {Ng (t)} by
Ng (t) =

N(t)


1IMi =g ,

(3)

i=1

that is, the process counting occurrences of type
g. Then the processes {{Ng (t)} : g ∈ M} are independent Poisson processes with intensity measures
g (t) = [Mi = g](t). This result can be generalized to mark distributions depending on time, so
called marked Poisson processes, see [31].
Instead of a fixed function (t), one could
consider a nondecreasing stochastic process {(t)}
with (0) = 0. The process {N (t)} (still defined as
N (t) = Ñ ((t))) is called a Cox process. A special
case is the mixed Poisson processes, where (t) =
λt for some nonnegative random variable λ. An
introduction to Cox and mixed Poisson processes can
be found in [24, 26], see also Ammeter process.

The Classical Risk Model
The first and simplest model for {S(t)} was introduced by Lundberg [29, 30], in his Ph.D. thesis.
Subsequently, the model was also investigated by
Cramér [11, 12]. In the classical risk model, also
called Cramér–Lundberg model, the process {N (t)}
is a homogeneous Poisson process with rate λ and the
claim sizes {Yi } are i.i.d. The model is easy to investigate because for any stopping time T, the process
{S(T + t) − S(T ) : t ≥ 0} is again a classical risk
model with initial capital 0, independent on FT , the
information until time T. An example is the survival
probability δ(u) = [inft≥0 R(t) ≥ 0]. Stopping the
process at time T (1) ∧ h = min(T (1), h), one finds
δ(u) = e−λh δ(u + ch)
 h  u+ct
+
δ(u + ct − y) dFY (y)λe−λt dt.
0

0

(4)
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Letting h ↓ 0 shows that δ(u) is right continuous.
Rearranging the terms and letting h ↓ 0 yields the
integro-differential equation


 u
δ(u − y) dFY (y) , (5)
cδ  (u) = λ δ(u) −
0

where the derivative is the derivative from the right.
By a similar argument, the derivative from the left can
be found. This example shows, how easily integrodifferential equations can be obtained for characteristics of the classical risk process. Discussions of
the classical risk process can be found, in [10, 22,
25, 31].
The classical risk model can be motivated in the
following way. Consider n contracts in a unit time
interval and suppose the probability 
that the k-th
contract has a claim is pk (n) and that nk=1 pk (n) =
λ, where λ is fixed. Suppose also that supk pk (n)
tends to zero as n → ∞. Then the number of claims
will converge to a Poisson distribution with mean λ.
Therefore, a Poisson distribution for the number of
claims seems to be appropriate for a large portfolio or
a collective contract with a large number of individual
claims. A similar motivation for the model is given in
[22]. The classical risk model is also treated in Risk
theory (see Risk Process).

The Markov Modulated Risk Model
Suppose now that there is an environment that
changes the risk process. Let {J (t)} be a Markov
chain in continuous time on the state space
{1, 2, . . . , K}. That is, if J (t) = i, then the next
change of J (t) will occur after an exponentially
distributed time Z with parameter ηi . The new value
J (t + Z) will be j with probability Pij . Given J (t) =
i, the process follows a classical risk model with
intensity λi and
size distribution Fi . Formally,
 claim
i (t)
Y
}
be a classical risk process
let {Si (t) = N
ij
j =1
with parameters λi and Fi . The parameters λi are
numbers in [0, ∞) and we suppose as before that
Yij > 0. We denote the occurrence times of {Si (t)}
by Ti (j ). Then
S(t) =

K N
i (t)



Yij 1IJ (Ti (j ))=i .

(6)

i=1 j =1

The advantage of this model over the classical model
is that it allows more flexibility and that many
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more complicated models can be approximated by a
Markov modulated risk model. Moreover, it is almost
as easy to treat as a classical risk model. The reason is
that it behaves like a classical model on the intervals
during which J (t) is constant. Typically, an equation
for the classical risk model has to be replaced by
a system of equations. For example, considering
the survival probability δi (u) = [inft≥0 R(t) ≥ 0 |
J (0) = i] yields the system of equations
 u
cδi (u) = (λi + ηi )δi (u) − λi
δi (u − y) dFi (y)
0

−

K


ηi Pij δj (u).

(7)

j =1

More results concerning the Markov modulated risk
model can be found in [3, 4, 6, 27, 28, 31].

The Sparre-Andersen Model
Another possibility to modify the classical risk model
is to let the claim interarrival distribution be arbitrary, FT (t) say. Then {T (i) − T (i − 1)} is an i.i.d.
sequence, where we let T (0) = 0. The mathematical
problem with the model is that {S(t)} is not a Markov
process anymore. However,
 one can consider the discrete process Ri = u + ik=1 {c[T (k) − T (k − 1)] −
Yk }. This process is a random walk and is investigated in the literature. However, results cannot be as
explicit as in the classical risk model. This is due to
the fact that in the classical risk model, the ladder
height distributions are known explicitly. For results
on the Sparre-Andersen model see [2, 16, 17, 25, 31,
38–40]. The Sparre-Andersen model is also treated
in Risk theory (see Risk Process).

Cox Models
Let {(t)} be a nondecreasing stochastic process and
suppose that conditioned on {(t)}, the claim number
process {N (t)} is an inhomogeneous Poisson process with intensity measure {(t)}. A first model of
this type was introduced by Ammeter [1]. He considered an i.i.d. sequence of gamma distributed random
variables {Li } and let (t) = Li for i − 1 ≤ t < i.
The problem with treating this model is that the process {(S(t), (t))} becomes a time inhomogeneous
Markov model. This typically leads to integro-partial
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differential equations instead of ordinary integrodifferential equations as in the Markov modulated risk
model. Cox models are also considered in Ammeter
process.
The idea behind the model is the following. Working with real data shows that a Poisson distribution
does not yield a good fit for the annual number of
claims. Actuaries found out that the negative binomial
distribution fits much better. This is mainly caused by
the fact that two parameters are used to fit the data.
One possibility to obtain the negative binomial distribution is to first determine the mean value λ by a
gamma distribution, and then, conditioned on λ, to
let N have a Poisson distribution with parameter λ.
The Ammeter model is therefore a mixed classical
risk process, in which the process is independent in
different years. More generally, one can let Li have
an arbitrary distribution.
A generalization of the Ammeter model was
presented by Björk and Grandell [9]. In addition to
the Ammeter model, they also let the time between
two changes of the intensity be stochastic. Let
{(Li , σi )} be i.i.d. vectors with Li ≥ 0 and σi > 0.
Note 
that Li and σi can
i be dependent. Then (t) =
Li if i−1
σ
≤
t
<
j
j =1
j =1 σj . This model is further
investigated in [6, 16, 25, 31].
A model including both the Björk–Grandell model
and the Markov modulated risk model was presented
by Schmidli [33]. Here, {Ji } is some Markov jump
process in discrete time on some state space E, for
example, E = 2+ in the case of a Björk–Grandell
model. There is a mapping E → 2+ × [0, 1](0,∞) ,
j → (L(j ), σ (j ), Fj ) where L(j ) is the intensity
level, σ (j ) is the duration of this level and Fj (y)
is the distribution
the claim sizes. On
 functionof
i
the interval [ i−1
k=1 σ (Jk ),
k=1 σ (Jk )) the process
behaves like a classical risk model with claim intensity L(Ji ) and claim size distribution Fj (y). This
model could also be formulated as a Markov additive
process, see [4].

Marked Point Processes
A claim size process can be characterized in the
following way. There is a sequence of occurrence
times {T (i)} and with each occurrence there is a mark
(Yi , Ji ) connected. Yi is the size of the i th claim and
Ji is some additional mark that may give information
about the future of the process. The additional mark

Ji is not used in a classical risk model, whereas in
the Markov modulated risk model Ji = J (T (i)) gives
information on the distribution of the time until the
next claim and its size. This process is considered
in [6, 7, 31]. In particular, in [6] results in the large
claim case are obtained.

Perturbed Risk Processes
In the models introduced above, one assumes that the
return from investment cancels the effect of inflation.
In reality, however, inflation and investment cancel
in the long run, but not over a short time. Moreover,
part of the surplus will be invested in stocks, and
therefore the surplus process should be more volatile.
Therefore, Gerber [21] added a Brownian motion to
a classical risk process,
R(t) = u + P (t) − S(t) + σ W (t),

(8)

where {W (t)} is a standard Brownian motion independent of {S(t)}. The process was further investigated in [15]. The authors defined the ladder points
as claim times leading to a new minimum of the surplus. Then they showed that the ladder height can
be split into two independent parts, the minimum
of the process before the ladder time and the overshoot of the jump. They found explicit expressions
for the distribution of these two parts of the ladder
height. The work was extended in [23] by also considering the penalty of ruin. The large claim case
was considered in [41]. The model was extended to
more general risk processes than the classical process
in [20, 32]. Perturbations different from Brownian
motion were considered in [18, 19]. There, a Pollaczek–Khintchine formula as in [15] was obtained,
but the methods did not allow one to interpret the
terms as parts of ladder heights. This interpretation
was derived in [35]. All results can also be found
in the survey paper [34]. If one, more generally,
considers a Lévy process as surplus process, ruin
probabilities were established in [8, 13, 14].
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[19]
[20]

[21]

[22]

[23]

[24]

[25]
[26]
[27]

[28]

[29]

[30]
[31]

[32]

[33]

[34]
[35]

5

Furrer, H.J. (1998). Risk processes perturbed by α-stable
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Survival Analysis
Survival analysis is a major part of modern statistics
in which models and methods are developed to analyze the length of time from some origin (e.g. the
start of the study) to the occurrence of some event of
interest (e.g. the death of a patient or the failure of an
item). In particular, we want to investigate how this
survival time (or lifetime, or waiting time) is influenced by other measured variables called risk factors
(or prognostic factors, or covariates, or explanatory
variables).
The methods of survival analysis find application
not only in biomedical science but also in, for example, engineering and actuarial science.
A typical feature of survival time data is that they
are often not fully observable. This might be due to,
for example, the fact that the study stops before the
death of a patient has occurred, or the fact that an
item has already failed before the start of the study,
or that an item fails because of some cause different
from the one of interest. The methods of survival
analysis are able to take into account these forms of
incompleteness in the data.
We give a survey of the most important results
in the one-sample situation. For the multisample
problems, such as extensions of the traditional test
statistics to the incomplete data case, we refer to
handbooks on survival analysis, such as [7, 36, 48,
61, 73]. These books also contain a wealth of practical examples and real data. We will also focus on
nonparametric methods. For the huge literature on
parametric models for survival data (e.g. exponential, Weibull, Gamma, log-normal), and their analysis
using maximum likelihood theory, we again refer
to the textbooks above and also to [11, 25, 57].

Random Right Censoring
If Y denotes the lifetime of interest, then it frequently occurs that it cannot be entirely observed.
For example, the occurrence of a death may be
censored by some event that happens earlier in
time (dropout, loss, . . .), and we only know that
the lifetime exceeds a certain value. This situation is described by introducing another time C,
called censoring time, and saying that the observed
data are T and δ, where T = min(Y, C) and δ =

I (Y ≤ C). Here, I (A) denotes the indicator function of the event A. So δ takes the value 1 if
the lifetime is uncensored (Y ≤ C) and 0 if the
lifetime is censored. The distribution functions of
Y and C are denoted by F and G respectively.
The model of random right censorship makes the
assumption that Y and C are independent. This
entails that the distribution H of T satisfies the
relation 1 − H = (1 − F )(1 − G), and that δ is a
Bernoulli-distributed
random variable with P (δ =
∞
1) = 0 (1 − G(s−)) dF (s).

The Kaplan–Meier Estimator
Kaplan and Meier [56] obtained an estimator for the
distribution function F under random right censoring.
Their approach was nonparametric maximum likelihood estimation, but nowadays there exists several
other derivations of this estimator. It is also remarkable that so-called actuarial estimators in life-tables
have been proposed as early as 1912 in [14] (referred
to in [85]), and that these now appear as approximations of the Kaplan–Meier estimator (see also
[73]). The Kaplan–Meier estimator is also called
product-limit estimator because of its typical product
structure.
If (T1 , δ1 ), . . . , (Tn , δn ) is a sample of independent
and identically distributed observations (with T and
δ defined above), then the Kaplan–Meier estimator
Fn (t) of F (t) is defined by
1 − Fn (t) =


Ti ≤t

mi
1−
Mi

 δi
(1)



where mi = nj=1 I (Tj = Ti ) and Mi = nj=1 I (Tj ≥
Ti ).
If all Ti are different, then each mi = 1 and Mi =
n − rank(Ti ) + 1, and in this case
1 − Fn (t) =


1−
Ti ≤t

=

 

T(i) ≤t

=

1
n − rank(Ti ) + 1

1−

1
n−i+1

  n − i δ(i)
n−i+1
T ≤t
(i)

δi

δ(i)

(2)
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where T(1) ≤ T(2) ≤ · · · ≤ T(n) are the order statistics
of T1 , . . . , Tn and δ(1) , . . . , δ(n) are the corresponding δs.
If there is no censoring (i.e. all δi = 1), then it is
easily seen that Fn (t) reduces to the usual empirical
distribution function. It should also be noted that in
case the last observation T(n) is censored, the definition of Fn (t) gives that it is strictly less than 1
and constant for t ≥ T(n) . There exists various proposals for redefining Fn (t) for t ≥ T(n) , see [33, 42].
It can be shown(see e.g [7]) that the Kaplan–Meier
estimator is biased and that −F (t)(1 − H (t))n ≤
EFn (t) − F (t) ≤ 0, from which it follows that for
n → ∞, the bias converges to 0 exponentially fast,
if H (t) < 1.

Asymptotic Properties of the
Kaplan–Meier Estimator
Breslow and Crowley [15] were the first to consider
weak convergence of the process n1/2 (Fn (t) − F (t)),
0 ≤ t ≤ T0 , where T0 < TH = min(TF , TG ). (For any
distribution function L, we write TL = inf{t : L(t) =
1} for its right endpoint of support). Let D[0, T0 ]
be the space of right-continuous functions with lefthand limits. The weak convergence result says that,
for T0 < TH , as n → ∞,
n1/2 (Fn (·) − F (·)) ⇒ W (·) in D[0, T0 ]
where W (·) is a Gaussian process with mean function
0 and covariance function
st = (1 − F (t))(1 − F (s))
 min(s,t)
1
×
dF (y).
(1 − F (y))(1 − H (y−))
0
(3)
Some remarks on this result.
1. An immediate consequence is that for each t <
TH ,
d

n1/2 (Fn (t) − F (t)) −−−→ N (0; σ 2 (t))

(4)

where σ 2 (t) = tt . The formula

σG2 (t) = (1 − Fn (t))2 n


Ti ≤t

δi
Mi (Mi − mi )

is known as Greenwood’s formula [47] for estimating the asymptotic variance σ 2 (t) and for
setting up a large sample pointwise (at fixed time
t) confidence interval for F (t).
2. Confidence bands for F (t) have been studied
in [2, 50, 76]. The basic idea is that the weak
convergence result implies that
d

sup |n1/2 (Fn (t) − F (t))| −−−→ sup |W (t)|
0≤t≤T0

0≤t≤T0

(6)
from which a 100(1 − α)% confidence band for
F (t) can be constructed, of the form Fn (t) ±
cα n−1/2 , if cα is such that P (sup0≤t≤T0 |W (t)| ≤
cα ) = 1 − α.
3. In [50] it is observed that the limiting process
W (·) has the following form in terms of a Brownian bridge process B o (·) on [0, 1]:
W (t) = B o (K(t))

1 − F (t)
(t < TH )
1 − K(t)

(7)

where K(t) = C(t)/(1 + C(t)) and
 t
1
C(t) =
dF (y).
(1
−
F
(y))(1
− H (y−))
0
(8)
(in case of no censoring: K(t) = F (t) and
W (t) = B o (F (t)).
4. The result has been extended to weak convergence in D[0, ∞) [43]. See also textbooks like
[7, 36, 86].
5. A modern approach to these type of results rests
on counting processes and martingale theory. If
 denotes the cumulative hazard function of Y,
that is,
 t
dF (y)
(t) =
,
(9)
0 1 − F (y−)
then the process
1 
I (Zi ≤ t)δi
Mn (t) = √
n i=1
 t
−
I (Zi ≥ u) d(u)
n

(10)

0

(5)

is a martingale, and the Kaplan–Meier process can be expressed as a stochastic integral
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with respect to this basic martingale. This allows
application of the powerful martingale limit theorems. See [7, 36, 42, 44, 86].
Another important result for the Kaplan–Meier estimator is the almost sure asymptotic representation.
A very useful result in [66, 68] represents the
Kaplan–Meier estimator as an average of independent and identically distributed random variables
plus a remainder term of order O(n−1 log n) almost
surely.

consistency and asymptotic normality are [5, 40, 43,
83, 88, 89, 103].
3. Hazard rate function. The hazard rate function of
Y (with distribution function F ) is defined as
1
λ(t) = lim P (t ≤ Y < t + h|Y ≥ t).
> h
h→ 0

Not only has the distribution function F been the subject of research but also some well-known functionals
of F. We discuss the estimation of some of them.
1. Quantiles. For 0 < p < 1, we denote the pth
quantile of F by ξp = F −1 (p) = inf{t : F (t) ≥ p}.
A simple estimator for ξp is the pth quantile of
the Kaplan–Meier estimator: ξpn = Fn−1 (p) = inf{t :
Fn (t) ≥ p}. Many large sample properties for quantile estimators can be derived from asymptotic representations (Bahadur representations). They represent
ξpn as follows:
ξpn = ξp +

p − Fn (ξp )
+ Rn (p)
f (ξp )

(11)

where f = F  and Rn (p) is a remainder term. In
[20, 66], the behavior of Rn (p) has been studied and the a.s. rate O(n−3/4 (log n)3/4 ) has been
obtained under conditions on the second derivative
of F. Under weaker conditions, the representation
has been proved with Rn = oP (n−1/2 ) [39]. Weak
convergence of the quantile process n1/2 (ξpn − ξp )
(0 < p ≤ p0 ), where 0 < p0 < min(1, TG(F −1 ) ) was
already obtained in [82]. The limiting process is then
given by −W (ξp )/f (ξp ) (0 < p ≤ p0 ) where W is
the limiting Gaussian process of the Kaplan–Meier
process. Confidence intervals for ξp have been constructed in [16], by a method that avoids estimating
the density function f.
2. Integrals of the Kaplan–Meier estimator. Another
class of functionals that have been studied are
the
 ∞ integrals of the Kaplan–Meier estimator :
0 ϕ(t) dFn (t), for some general function ϕ. The
main references for asymptotic properties like

(12)

If F has density f, we have that, for F (t) < 1,
λ(t) =

Functionals of the Kaplan–Meier
Estimator

3

f (t)
d
= − (t).
1 − F (t)
dt

(13)

Estimation of λ(t) under the model of random right
censorship was first considered in [13]. The estimators are kernel estimators that are essentially of the
following three types

Kh (t − y) dFn (y)


1 − Fn (t)
Kh (t − y) dFn (y)



1 − Fn (y)
Kh (t − y) dn (y)

where Fn is the Kaplan–Meier estimator and
n is the Nelson–Aalen estimator based on
(T1 , δ1 ), . . . , (Tn , δn ). Also Kh (·) = K(·/ hn )/ hn ,
where K is a known probability density function and
{hn } is a sequence of bandwidths. In [90], expressions
were obtained for bias and variance, and asymptotic
normality was proved. The method of counting processes has been used in [81], and results have been
derived from asymptotic representations in [65]. The
three estimators above are asymptotically equivalent.
4. Mean and median residual lifetime. If Y is a
lifetime with distribution function F and if t > 0 is
some fixed time, then in various applied fields, it is
important to estimate the mean and median of the
residual lifetime distribution F (y|t) = P (Y − t ≤
y|Y > t). So, the mean and median residual lifetime
are given by µ(t) = E(Y − t|Y > t) and Q(t) =
F −1 12 |t respectively. The relation between µ(t)
and the hazard rate function λ(t) is given by λ(t) =
(1 + µ (t))/µ(t). While λ(t) captures the risk of
immediate failure at time t, µ(t) summarizes the
entire distribution of the remaining lifetime of an
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item at age t. Q(t) is a useful alternative to µ(t). In
the presence of random right censoring, estimates of
µ(t) and Q(t) have been studied by [26, 27, 38, 51,
104, 105]. The estimators of course depend on the
given point t. In many studies, from sociology and
demography to insurance, this point t is the ‘starting
point of old age’ and has to be estimated from the
data. Replacing t by some estimator 
t in the above
estimators has been done in [1, 100].

Truncation
Right truncated data consist of observations (Y, T )
on the halfplane Y ≤ T . Here, Y is the variable of
interest and T is a truncation variable. A typical
example is the duration of the incubation period of
a disease like AIDS, that is, the time between HIV
infection and AIDS diagnosis. For examples from
astronomy and economy, see [102]. The productlimit estimator for F, the distribution function of Y,
is the Lynden–Bell estimator [67] and the asymptotics have been derived in [59, 101]. Almost sure
asymptotic representations have been considered in
[19, 87].
Another form of incompleteness that often occurs
is of left truncation combined with right censoring
(LTRC model). Here Y is the variable of interest, C is
a random right censoring variable and T is a random
left truncation variable. It is assumed that Y and
(C, T ) are independent. What is observed is (T , T , δ)
if T ≤ T , where T = min(Y, C) and δ = I (Y ≤ C).
Nothing is observed if T > T . The product-limit
estimator in this case is due to Tsai, Jewell, and
Wang [92]. It reduces to the Kaplan–Meier estimator
if there is no left truncation (T = 0), and to the
Lynden–Bell estimator if there is no right censoring
(C = +∞). The properties of the estimator have
been studied in [9, 41, 43, 92, 106, 107]. Kernel
type estimators for the hazard rate function λ(t) in
the models of random left truncation, with or without
random censoring have been studied in [49, 94].

Regression Models with Randomly
Right-censored Observations
Very often it happens that together with the observation of the i-th individual’s lifetime Yi or censoring
time Ci , one also has information on other characteristics Zi (covariates, explanatory variables, design

variables). For example, dose of a drug, blood pressure of a patient, and so on. Regression models study
the effect of these covariates on the distribution of the
true lifetimes. The problem is to estimate the conditional distribution function
Fz (t) = P (Y ≤ t|Z = z)

(14)

or functionals of this, such as the mean regres∞
sion function m(z) = E(Y |Z = z) = 0 t dFz (t) or
−1
regression quantiles Fz (p) = inf{t : Fz (t) ≥ p}.
Regression analysis with randomly censored data
has been studied by many authors. Widely studied
is the proportional hazards model of Cox [23, 24],
which specifies the structure of the hazard rate function and where parameters are estimated by the partial
likelihood method. Alternative approaches extend the
complete data least squares estimation to the censored
data case [17, 35, 62, 63, 72]. There also have been
a number of contributions that do not require restrictive assumptions and are easy computationally. For
example, estimators based on monotone estimating
equations have been proposed in [6, 37]. Also, in
[3, 4], nonparametric regression techniques are used
to construct versions of the least squares estimator.
These papers give detailed references to the other
approaches.
There are also nonparametric methods for fitting a
completely unspecified regression function. In [34,
37], a method has been proposed on the basis of
transforming the data, followed by a local linear
regression. Kernel estimators for the conditional distribution function Fz (t) were first introduced in [13]
and further studied in [28, 30, 32, 45, 52, 71, 95–98].
In the next two sections below, we briefly expand
on the proportional hazards model of Cox and on
Beran’s nonparametric estimator for the conditional
distribution function.

The Proportional Hazards Regression
Model of Cox
In the proportional hazards regression model of Cox
[23], the relation between a possibly right-censored,
lifetime Y and the covariate Z is modeled via the
hazard rate function
1
λz (t) = lim P (t ≤ Y < t + h|Y ≥ t; Z = z)
> h
h→ 0
(15)
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(For simplicity, we assume here that the covariate Z
is one-dimensional, but generalizations are possible).
Cox’s proportional hazards model specifies that λz (t)
is given by
λz (t) = λ0 (t)eβz

(16)

where λ0 (t) is an unspecified baseline hazard rate
function (the hazard for an individual with z = 0)
and β is an unknown regression parameter.
Suppose that there are n individuals in the
study and that the observations are given as
(Z1 , T1 , δ1 ), . . . , (Zn , Tn , δn ), where for individual i,
Zi denotes the covariate and where, as before, Ti =
min(Yi , Ci ) and δi = I (Yi ≤ Ci ).
Cox’s maximum partial likelihood estimator for β
(see [24]) is the value for β maximizing the partial
likelihood function


δi



n 


eβZi


Ln (β) =
 n



βZj
i=1 
e I (Tj ≥ Ti ) 

(17)

j =1
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where σ 2 (β) = 1/I (β) with


 T0 
α2 (t, β)
α1 (t, β) 2
I (β) =
−
α0 (t, β)
α0 (t, β)
0
× α0 (t)λ0 (t) dt

αk (t, β) = zk eβz P (T ≥ t|Z = z)f (z) dz
k = 0, 1, 2.
The asymptotic variance σ 2 (β) = 1/I (β) can be
n ), where In (β) =
consistently estimated by n/In (β
−(∂/∂β)Un (β) is the information function.
The Cox regression model has been extended in
various directions. For example, it is possible to allow
for time-varying covariates. Together with Ti and δi ,
we observe Zi (t), a function of time, and the partial
likelihood function becomes

 δi


n 


eβZi (Ti )


 n
 .


βZj (Tj )
i=1 
e
I (Tj ≥ Ti ) 
j =1

(or the log partial likelihood function log Ln (β)).
The large sample properties of Cox’s maximum
partial likelihood estimator were established in [93]
(see also [8] for a counting process approach). Since
Ln (β) is differentiable, a maximum partial likelihood
estimator solves the equation
Un (β) = 0

(18)

where Un (β) = (∂/∂β) log Ln (β). Tsiatis [93] proved
strong consistency and asymptotic normality, assuming that (1) the (Zi , Yi , Ci ) are independent and identically distributed and Yi and Ci are independent
given Zi , (2) the covariate Z has density f and
E((ZeβZ )2 ) is bounded, uniformly in a neighborhood of β, and (3) P (T ≥ T0 ) > 0 for some T0 < ∞.
Under these conditions, we have that there exists a
n of the equation Un (β) = 0 such that
solution β
n −−−→ β a.s.
β

(19)

and
d

n − β) −−−→ N (0; σ 2 (β))
n1/2 (β

(20)

For an extensive survey of the further developments
of the Cox model, we refer to the textbooks [7,
36, 48, 61, 73] and also to the survey paper [78].
There are extensive investigations on the effect of
model misspecification [80], tests for the validity of
the proportional hazards assumption [10, 46, 84, 91],
robust inference [64], and quantile estimation [18,
31]. There is also enormous literature on alternatives
to the proportional hazards model (e.g. accelerated
life model, additive hazards model), and also on the
extension to multivariate survival data.

Nonparametric Regression
The relation between the distribution of the lifetime,
Y, and the value of the covariate, Z has also been
analyzed in a completely nonparametric way, that
is, without assuming any condition on the regression
function. Beran [12] extended the definition of the
Kaplan–Meier estimator to the regression context
by proposing an entirely nonparametric estimator for
Fz (t), based on a random sample of observations
(Z1 , T1 , δ1 ), . . . , (Zn , Tn , δn ) (with as before: Ti =
min(Yi , Ci ) and δi = I (Yi ≤ Ci )). It is assumed that
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Yi and Ci are conditionally independent, given Zi .
This ensures identifiability of Fz (t). His estimator
Fzn (t) has the form

δ(i)



 
wn(i) (z)


1 − Fzn (t) =
1 −

i−1



T(i) ≤t 
1−
wn(j ) (z) 

(21)

j =1

where {wni (z)}, i = 1, . . . , n is some set of probability weights depending on the covariates Z1 , . . . , Zn
(for instance, kernel type weights or nearest-neighbor
type weights) and wn(i) corresponds to T(i) .
This estimator has been studied by several people. Beran [12] proved uniform consistency. Weak
convergence results were obtained in [28–31], where
the corresponding quantile functions were also studied. The counting process treatment and extensions
of the regression model can be found in [71]. Almost
sure asymptotic representations in the fixed design
case (i.e. nonrandom covariates Zi ) are proved in
[45, 98]. In [95, 96], a further study was made of this
Beran extension of the Kaplan–Meier estimator, the
corresponding quantile estimator, and the bootstrap
versions.
Some of the above conditional survival analysis
has also been extended to other types of censoring. For example, in [56], an almost sure representation and applications in the left truncated and
right-censored case has been established.

parameter θ > 0. Since in this case, V has mean
one and variance equal to θ, we have the following
interpretation: λ0 (t) becomes the hazard rate function of an ‘average’ subject and θ is a heterogeneity
parameter for which θ close to zero refers to a frailty
distribution degenerate at 1 (i.e. the Cox model). Estimation in this model has been considered in several
papers: [60, 74, 75, 77, 79]. Other proposals for the
distribution of V are the log-normal distribution
[69, 70], the inverse Gaussian distribution [53], and
the positive stable distribution [54, 55].
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Sverdrup, Erling
(1917–1994)
Erling Sverdrup was a founding father of mathematical statistics and modern actuarial science in
Norway. For three decades his efforts were decisive
in establishing and cultivating a Norwegian tradition in statistics and actuarial mathematics, a tradition
that has made important contributions to the scientific
advances in the fields.
Like many of his generation, Sverdrup’s academic
career was interrupted by the Second World War. He
was an actuarial student when Norway was attacked
by German forces in April 1940. During the war, he
served as an intelligence officer in the Free Norwegian Forces. When the Norwegian king and government went into exile in London in June 1940, Sverdrup was sent to Helsinki, Stockholm, Moscow, and
Tokyo to organize the cipher service at the Norwegian
legations there. Then he was posted in Washington,
DC, and, in 1942 he moved to London where he was
in charge of a special military cipher service.
Sverdrup completed his degree in actuarial mathematics at the University of Oslo in the fall of 1945.
He then served for about a year as head of the central cipher office for the Norwegian defense, before
he became part of the econometric milieu around
the later Nobel laureate Ragnar Frisch in 1946. This
was decisive for his interest in mathematical statistics. In 1948, Sverdrup became assistant professor in
insurance mathematics at the University of Oslo. He
was a Rockefeller Foundation fellow at the University of California, Berkeley, University of Chicago,
and Columbia University, 1949–1950, and got his
PhD at the University of Oslo in 1952. In 1953, he
was appointed professor in actuarial mathematics and
mathematical statistics at the same university, a position he held until he retired in 1984. Sverdrup was
a fellow of the Institute of Mathematical Statistics, a
member of the Norwegian Academy of Science and
Letters, and an honorary member of The Norwegian
Actuarial Association and of the Norwegian Statistical Association. He was Norwegian editor of the
Scandinavian Actuarial Journal (former Skandinavisk
Aktuarietidskrift) in 1968-82.
When Sverdrup became professor, he immediately
and energetically began to revise the study program.

It was clear to him that an education in actuarial science should be solidly founded on probability
theory and mathematical statistics. At that time, however, mathematical statistics was not established as
a subject of its own in any Norwegian university.
Therefore, Sverdrup first established a modern study
program in mathematical statistics for actuarial students and other students in science and mathematics.
When bachelor and master programs in mathematical statistics were in place, Sverdrup reorganized
the study program in actuarial science by designing
courses in insurance mathematics based on probability theory and mathematical statistics. As an integral
part of this, he developed teaching material both
in mathematical statistics and actuarial mathematics.
The Norwegian edition of his statistics textbook Laws
and chance variations [7] had a great impact on a
generation of Norwegian actuaries and statisticians,
and his lecture notes in actuarial mathematics were
decades ahead of contemporary textbooks. Unfortunately, these lecture notes were never translated and
widely publicized.
In his teaching and writing, Sverdrup had the
ability to focus on the fundamental sides of a problem without getting absorbed in mathematical details.
He insisted on the importance of conceptual clarity and the unifying role of science, and he had
strong opinions on the philosophical basis of mathematical statistics. It is therefore natural that the
focus of his research was statistical decision theory and the principles for construction of statistical
methods (e.g. [3, 6, 8]). He has, however, also made
important contributions to life-insurance mathematics (e.g. [2, 4]) and to survival analysis and event
history analysis, where he, at an early stage, advocated the use of Markov chain models for studying disability (e.g. [5]). Sverdrup was reticent in
publishing his results in the traditional form of journal papers, and a number of important contributions
have only appeared in lecture notes or technical
reports. However, both his published and unpublished research inspired others, and were crucial in
establishing a strong Norwegian tradition in actuarial science, survival and event history analysis,
and other fields of statistics; some notable scholars from this tradition with relevance to actuarial science are Jan Hoem, Odd Aalen, and Ragnar Norberg.
A detailed account of Erling Sverdrup’s life and
academic achievements is given in [1].
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Time Series
A (discrete) time series is a sequence of data xt ,
t = 1, . . . , N (real numbers, integer counts, vectors,
. . .), ordered with respect to time t. It is modeled as part of the realization of a stochastic process . . . , X−1 , X0 , X1 , X2 , . . ., that is, of a sequence
of random variables, which is also called a time
series. In engineering applications, complex-valued
time series are of interest, but in economic, financial,
and actuarial applications, the time series variables
are real-valued, which we assume from now on. We
distinguish between univariate and multivariate time
series for one-dimensional Xt and for vector-valued
Xt respectively. For the sake of simplicity, we restrict
ourselves mainly to univariate time series (compare
Further reading).
Insurance professionals have long recognized the
value of time series analysis methods in analyzing sequential, business, and economic data, such
as number of claims per month, monthly unemployment figures, total claim amount per month, daily
asset prices and so on. Time series analysis is also
a major tool in handling claim inducing data like
age-dependent labor force participation for disability insurance [8], or meteorological and related data
like wind speed, precipitation, or flood levels of rivers
for flood insurance against natural disasters [27]
(see Natural Hazards). Pretending that such data
are independent and applying the standard tools of
risk analysis may give a wrong impression about the
real risk and the necessary reserves for keeping the
ruin probability below a prescribed bound. In [13,
Ch. 8.1.2], there appears an illuminating example: a
dyke which should be able to withstand all floods
for 100 years with probability 95% can be considerably lower if the flood levels are modeled as a
time series instead of a sequence of independent
data.
The observation times are usually regularly
spaced, which holds, for example, for daily, monthly,
or annual data. Sometimes, a few data are missing, but in such situations the gaps may be filled
by appropriate interpolation techniques, which are
discussed below. If the observation points differ
only slightly and perhaps randomly from a regular pattern, they may be transformed to a regularly
spaced time series by mapping the observation times
to a grid of equidistant points in an appropriate

manner. If the data are observed at a completely
irregular set of time points, they usually are interpreted as a sample from a continuous-time series,
that is, of a stochastic process or random function X(t) of a real-valued time variable. Of course,
a regularly spaced times series may also be generated by observing a continuous-time process at
a discrete, equidistant set of times only. In comparison to observing the whole continuous path,
the discrete time series contains less information.
These effects are well investigated ([33], Ch. 7.1).
They are also relevant, if one starts from a discrete
time series and reduces the frequency of observations used for further analysis, for example, reducing
high-frequency intraday stock prices to daily closing
prices.
In most applications, the process Xt , −∞ <
t < ∞, is assumed to be strictly stationary, (see
Stationary Processes), that is, the joint probability
distribution of any finite number of observations,
Xt (1)+s , . . . , Xt (n)+s does not depend on s. If we
observe part of a stationary time series, then it looks
similar no matter when we observe it. Its stochastic
structure does not change with time.
For many purposes, it suffices to assume that the
first and second moments are invariant to shifts of
the timescale. For univariate time series, the process
is weakly stationary, if var Xt < ∞, and if
EXt = µ,

cov(Xt , Xs ) = γt−s

∀t, s.

(1)

A weakly stationary time series has a constant
mean, and the covariance as a measure of dependence between Xt and Xs depends on the time
lag t − s only. γn , −∞ < n < ∞ are called the
autocovariances of the time series. They always
form a nonnegative definite and symmetric sequence
of numbers. The standardized values ρn = γn /γ0 =
corr(Xt+n , Xt ), satisfying |ρn | ≤ ρ0 = 1, are called
the autocorrelations.
If a time series is strictly stationary and has a
finite variance, then it is weakly stationary too. The
converse is true for Gaussian time series, that is,
processes for which any selection Xt (1) , . . . , Xt (n)
has a multivariate normal distribution with mean and
covariance matrix determined by (1). In that case, the
mean µ and the autocovariances γn determine the
distribution of the stochastic process completely.
A very special stationary time series, which serves
as an important building block for more complex
models, is the so-called white noise, εt , −∞ < t <
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∞, which consists of pairwise uncorrelated random
variables with identical mean µε and variance σε2 . Its
autocovariances vanish except for the lag 0 : γn = 0
for n  = 0, and γ0 = σε2 . If the εt are even independent
and identically distributed (i.i.d.), they are called
independent or strict white noise.
Many time series models assume that the observation Xt at time t is partly determined by the
past up to time t − 1 and some new random variable εt , the innovation at time t, which is generated at time t and which does not depend on
the past at all. Examples are causal linear processes with an additive decomposition Xt = πt + εt
or stochastic volatility models Xt = σt εt , where the
random variables πt and σt are determined (but
not necessarily observable) at time t − 1, and εt ,
−∞ < t < ∞, is white noise or even strict white
noise.

Linear Time Series Models
A simple, but very useful time series model is the
autoregression of order p or AR(p) process.
Xt = µ +

p


αk (Xt−k − µ) + εt ,

k=1

(2)

where εt , −∞ < t < ∞, is white noise with mean
Eεt = 0. An autoregressive process is, therefore,
a linear regression of Xt on its own past values
Xt−1,..., Xt−p . Such processes can also be interpreted
as the solutions of stochastic difference equations, the
discrete analog of stochastic differential equations.
Let Xt = Xt − Xt−1 denote the difference operator. Then, an AR(1) process solves the first-order
difference equation Xt = (α1 − 1)(Xt−1 − µ) + εt .
Correspondingly, an AR(p) process satisfies a pth
order difference equation. Autoregressions are particularly simple tools for modeling dependencies in
time. For example, [11] applies credibility theory to
IBNR reserves for portfolios in which payments in
consecutive development periods are dependent and
described using AR models.
Figure 1 shows from top to bottom an AR(1)
process with α1 = 0.7 and centered exponential along
with Gaussian innovations εt and Gaussian white
noise, respectively. Mark the sharp peaks of the first
autoregression, compared to the Gaussian one’s peaks
and troughs of similar shape.
Autoregressive processes are widely applied as
models for time series but they are not flexible
enough to cover all simple time series in an appropriate manner. A more general class of models consists
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of the so-called mixed autoregressive – moving average processes or ARMA(p, q) processes
Xt = µ +

p

k=1

αk (Xt−k − µ) +

q


βk εt−k + εt ,

(3)

k=1

where again εt , −∞ < t < ∞, is zero-mean white
noise. Here, Xt is allowed to depend explicitly on the
past innovations εt−1 , εt−2 , . . .. The class of ARMA
models contains the autoregressions as special case as
obviously ARMA(p, 0) = AR(p). The other extreme
case ARMA(0, q) is called moving average of order q
or MA(q)-process in which Xt = µ + εt + β1 εt−1 +
· · · + βq εt−q is just a shifting regime of linear combinations of uncorrelated or even independent random
variables. ARMA models are the most widely used
class of linear parametric time series models. They
have been applied, for example, to model the annual
gain of an insurance company and to calculate bounds
on the ruin probability [19, 35].
Providing some initial values X1 , . . . , Xm , ε1 , . . . ,
εm for m = max(p, q) it is always possible to generate a stochastic process satisfying the ARMA equation (3) recursively. However, only for particular
values of the autoregressive parameters α1 , . . . , αp
there will be a stationary process satisfying (3):
zeroes of the generating polynomial α(z) = 1 −
α1 z − · · · − αp zp have to lie outside of the closed
unit circle {z; |z| ≤ 1} in the complex plane. Otherwise, the time series will explode, if there is a zero
z0 with |z0 | < 1 or it will exhibit some other type of
instationarity, if there is some zero z0 with |z0 | =
1. For the simple case of an AR(1)-model, Xt =
αXt−1 + εt with mean µ = 0, let us assume that we
start the process at time 0 with Xt = c  = 0. Iterating
the autoregressive equation, we get Xt = α(αXt−2 +
εt−1 ) + εt = · · · = α t c + α t−1 ε1 + · · · + αεt−1 + εt .
For |α| < 1, we have α(z) = 1 − αz  = 0 for all |z| ≤
1, and therefore a stationary solution. Here, the influence of the initial value c decreases exponentially
with time like |α|t . This exponentially decreasing
influence of initial values is a common feature of
all stationary ARMA processes, and it facilitates the
simulation of such time series considerably; we can
start with arbitrary initial values for finitely many
observations and generate the innovations as white
noise. Then, we get all future data by applying
the recursion (3), and from a certain point onwards,
the time series will be practically in its stationary
state and no longer depend on the starting values.
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If on the other hand |α| > 1, the time series will
explode as Xt always contains the term α t c that
increases exponentially in absolute value. For α = 1,
Xt = c + ε1 + · · · + εt is a random walk. It will stay
around c on the average as EXt = c, but its variance
increases with time: varXt = tσε2 in contradiction to
the stationarity assumption.
ARMA models belong to the large class of general
linear processes
Xt = µ +

∞


bk εt−k ,

(4)

k=−∞

where εt , −∞ < t < ∞, is zero-mean white noise
and bk ,−∞ < t < ∞, are square-summable coeffi2
cients ∞
k=−∞ bk < ∞. The series in (4) converges
in the mean-square sense. Many theoretical results
for model parameter estimates require the stronger
assumption of a linear 
process where the coefficients
have to be summable ∞
k=−∞ |bk | < ∞, and the εt ,
−∞ < t < ∞, have to be strict white noise.
Almost all stationary time series, in practice,
admit a representation as a general linear process except for those containing a periodic signal. The autocovariances can always be represented as the Fourier–Stieltjes transform γk =
π
(1/2π) −π e−ikω F (dω), of an increasing function F .
If this function is absolutely continuous with density
f , then
 π
1
e−ikω f (ω) dω,
(5)
γk =
2π −π
that is, γk is a Fourier coefficient of the function
f , which is called the spectral density of the time
series. Except for the fact that f does not integrate
up to 1, it corresponds to a probability density and
F to a distribution function. For real-valued Xt ,
f is a symmetric function: f (ω) = f (−ω). Now,
if the time series contains a periodic component
A cos(ω0 t + ) with random amplitude A and phase
, F will have a jump at ±ω0 . If Xt does not contain
any such periodic component, F will be absolutely
continuous except for pathological situations that are
irrelevant for practical purposes, and, then, Xt will
be a generalized linear process where the coefficients
bk are derived
the spectral density

 ∞ by factorizing
−ikω 2

.
f (ω) =
k=−∞ bk e
Assuming a linear process is a much stronger condition on a time series, mainly due to the requirement
that the εt have to be independent. Here, the Xt are
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limits of linear combinations of i.i.d. random variables, which imposes considerable restrictions on the
stochastic process. A useful property is the fact that a
linear process will be a Gaussian time series if the εt
are i.i.d. normal random variables. Linear models are
widely used for time series of interest to insurance
professionals, but this modeling assumption should
be checked. In [5], tests for linearity and Gaussianity are presented together with applications to several
data sets relevant to the financial operations of insurance companies.
If
the right-hand side of (4) is one-sided: Xt =
µ+ ∞
k=0 bk εt−k , then the linear or general linear
process is called causal. Such a process is also
called an infinite moving average or MA(∞) process. In that case, the random variable εt again
represents the innovation at time t, if we normalize the bk such
 that b0 = 1, and Xt = πt + εt ,
where πt = µ + ∞
k=1 bk εt−k is the best predictor for Xt , given the complete past. A stationary
process admits a representation as a causal general linear process under the rather weak condition that it has a spectral density f for which
log f (ω) is an integrable function [33], Ch. 10.1.1.
Under a slightly stronger, but still quite general condition, the MA(∞)-representation is invertible: εt =

∞
has an AR(∞)
k=0 ak (Xt−k − µ). In that case, Xt 
representation, for example, Xt = − ∞
k=1 ak Xt−k +
εt if we have µ = 0 and standardize the ak such that
a0 = 1 [33], Ch. 10.1. Both results together show that
any stationary time series satisfying a rather weak set
of conditions may be arbitrarily well approximated in
the mean-square sense by an AR(p) model and by a
MA(q) model for large enough p, q. That is the main
reason why autoregressions and moving averages are
such useful models. In practice, however, the model
order p or q required for a reasonable fit may be
too large compared to the size of the sample as they
determine the number of parameters to be estimated.
The more general ARMA models frequently provide
a more parsimonious parameterization than pure AR
and MA models.
ARMA models have another interesting property.
Under rather general conditions, they are the only
general linear processes that can be written in statespace form. Consider the simplest nontrivial case, a
zero-mean AR(2) process Xt = α1 Xt−1 + α2 Xt−2 +
εt . Setting the two-dimensional state vector as xt =
(Xt , Xt−1 )T and the noise as et = (εt , 0)T , then Xt

is the observed variable of the linear system
xt = F xt−1 + et

Xt = (1 0)xt ,

(6)

where the system matrix F has the entries F11 = α1 ,
F21 = α2 , F12 = 1, F22 = 0. Mark that xt , −∞ < t <
∞, is a Markov chain such that many techniques
from Markov process theory are applicable to ARMA
models. Similarly, a general ARMA(p, q) process
may be represented as one coordinate of the state vector of a linear system ([33], Ch. 10.4). A review of
state-space modeling of actuarial time series extending the scope of univariate ARMA models, can be
found in [9].

Prediction, Interpolation, and Filtering
One of the most important tasks of time series
analysis is forecasting, for example, the claims runoff of ordinary insurance business for establishing
claims reserves [37]. This prediction problem can be
formally stated as: Find a random variable πt , known
at time t − 1, which forecasts Xt optimally in the
sense that the mean-square prediction error E(Xt −
πt )2 is minimized. In general, the best predictor will
be a nonlinear function of past data and other random
variables. For an AR(p) process with, for the sake of
simplicity, mean µ = 0, the best forecast of Xt is
just a linear combination of the last p observations
πt = α1 Xt−1 + · · · + αp Xt−p , the prediction error is
the innovation εt = Xt − πt , and the minimal meansquare prediction error is just the innovation variance
σε2 = var εt . Once we have determined the one-step
predictor for Xt given information up to time t − 1,
we can iteratively calculate also s-step forecasts for
Xt−1+s [3].
Predicting ARMA processes is slightly more difficult than autoregressions. The best forecast for Xt
satisfying (3) up to time t − 1 is πt = α1 Xt−1 +
· · · + αp Xt−p + β1 εt−1 + · · · + βq εt−q if again we
assume µ = 0. However, the innovations εs = Xs −
πs are not observed directly, but we can approximate them by ε̂s = Xs − π̂s , where π̂t denotes the
following recursive predictor for Xt
π̂t =

p

k=1

αk Xt−k +

q


βk (Xt−k − π̂t−k ).

(7)

k=1

We may start this recursion with some arbitrary values for π̂1 , . . . , π̂m , m = max(p, q), if the ARMA
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equation (3) has a stationary solution. For then the
influence of these initial values decreases exponentially with time, quite similar to the above discussion
for the starting value of an AR(1)-process. Therefore, the recursive predictor will be almost optimal,
π̂t ≈ πt , if t is large enough.
Similar to prediction is the interpolation problem:
Given information from the past and the future,
estimate the present observation Xt . Such problems
appear if some observations in a time series are
missing, for example, stock prices during a holiday
that are needed for some kind of analysis. The
interpolation can also be solved as a least-squares
approximation problem based on a simple parametric
time series model. Alternatively, we may apply
nonparametric techniques like Wiener filtering to the
prediction as well as the interpolation problem, which
uses the spectral density of a time series and its
properties ([33], Ch. 10.1).
Both the prediction and interpolation problem are
special cases of the general filtering problem where
a time series is observed with some noise Nt and
where we have to estimate Xt from some of the noisy
observations Ys = Xs + Ns , where s may be located
in past, present, or future of t. If the time series of
interest allows for a state-space representation like
an ARMA model, then a quite effective procedure
for calculating the least-squares estimate for Xt is
given by the Kalman filter ([33], Ch. 10.6). It is
also immediately applicable to multivariate problems
in which, for example, we try to forecast a time series
given not only observations from its own past but also
from other related time series.

Parameter Estimates for Linear Models
We observe a sample X1 , . . . , XN from a general
linear process (4) with spectral density f . If f is
continuous in a neighborhood of 0 and f (0) > 0,
then the law of large numbers and the central limit
theorem hold
N
1 
XN =
Xt −−−→ µ in probability,
(8)
N t=1
√
N (X N − µ) −−−→ N(0, f (0)) in distribution

(9)
for N → ∞, that is, the sample mean X N from a
time series provides a consistent and asymptotically
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normal estimate of the mean µ. The variance of X N
depends on the type of dependence in the time series.
If Xt , Xt+k are mainly positively correlated then the
variance of X N will be larger as for the independent
case, as the path of X N , N ≥ 1, may show longer
excursions from the mean level µ, whereas for mainly
negatively correlated observations, the randomness
will be averaged out even faster than for the independent case, and varX N will be rather small. In actuarial
applications, the overall dependence usually is positive such that we have to be aware of a larger variance
of the sample mean than in the i.i.d. case.
The autocovariances γk = cov(Xt , Xt+k ), k = 0,
. . . , N − 1, are estimated by so-called sample autocovariances
γ̂k =

N−k
1 
(Xt+k − X N )(Xt − X N ).
N t=1

(10)

Dividing by N , instead of the number N − k of pairs
of observations, has the important advantage that
the sequence γ̂0 , . . . , γ̂N−1 of estimates automatically
will be nonnegative definite, like true autocovariances
γ0 , . . . , γN−1 . This fact is, for example, very helpful in estimating the autoregressive parameters of
ARMA models. If X1 , . . . , XN is a sample from a
linear process with spectral density f and Eεt4 < ∞,
then γ̂k is a consistent and asymptotically normal estimator of γk . We even have that any finite selection
(γ̂k1 , . . . , γ̂km ) is asymptotically multivariate normally distributed
√
N(γ̂k1 − γk1 , . . . , γ̂km − γkm ) −−−→ Nm (0, )
in distribution for N → ∞ with the asymptotic
covariance matrix
 π
1
f 2 (ω){ei(k− )ω + ei(k+ )ω } dω
k, =
2π −π
κε
(11)
+ 4 γk γ ,
σε
where κε = Eεt4 − 3σε4 denotes the fourth cumulant
of εt (κε = 0 for normally distributed innovations)
[33], Ch 5.3. From the sample autocovariances, we
get in a straightforward manner the sample autocorrelations ρ̂k = γ̂k /γ̂0 as consistent and asymptotically normal estimates of the autocorrelations ρk =
corr(Xt , Xt+k ).
For Gaussian time series, mean µ and autocovariances γk determine the distribution of the stochastic
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process completely. Here, sample mean and sample
autocovariances are asymptotically for N → ∞ identical to the maximum likelihood (ML) estimates.
Now, we consider a sample X1 , . . . , XN from
a Gaussian linear process that admits a decomposition Xt = πt (ϑ) + εt with independent N(0, σε2 )distributed innovations εt , −∞ < t < ∞. The function πt (ϑ) denotes the best predictor for Xt
given the past information up to time t − 1,
and we assume that it is known up to a ddimensional parameter vector ϑ ∈ d . For the
ARMA(p, q)-model (2), we have d = p + q + 1,
ϑ = (µ, α1 , . . . , αp , β1 , . . . , βq )T and
πt (ϑ) = µ +

p


αk (Xt−k − µ) +

k=1

q


CML estimates are called quasi maximum likelihood
(QML) or pseudo maximum likelihood estimates.
For genuine ARMA(p, q) models with q ≥ 1, an
additional problem appears. We have to condition
not only on the first observations X1 , . . . , Xm , but
also on the first innovations ε1 , . . . , εm , to be able to
calculate the πt (ϑ), t > m = max(p, q). If we would
know ε1 , . . . , εm , the remaining innovations can be
calculated recursively, depending on the parameter
ϑ, as
εt (ϑ) = Xt − µ −

p


αk (Xt−k − µ)

k=1

−

βk εt−k . (12)

k=1

q


βk εt−k (ϑ),

(13)

k=1

Provided that we have observed all the necessary
information to calculate πt (ϑ), t = 1, . . . , N , for
arbitrary values of ϑ, we can transform the original
dependent data X1 , . . . , XN to the sample of innovations εt = Xt − πt (ϑ), t = 1, . . . , N , and we get the
likelihood function


N

Xt − πt (ϑ)
1
ϕ
,
σ
σε
t=1 ε

with initial values εt (ϑ) = εt , t = 1, . . . , m. Then,
the conditional Gaussian likelihood function is

where ϕ is the standard normal density. However,
the πt (ϑ) for small t will usually depend on data
before time t = 1, which we have not observed. For
an autoregressive model of order p, for example, we
need p observations X1 , . . . , Xp before we can start
to evaluate the predictors πt (ϑ), t = p + 1, . . . , N .
Therefore, we treat those initial observations as fixed
and maximize the conditional likelihood function

In practice, we do not know ε1 , . . . , εm . So, we have
to initialize them with some more or less arbitrary
values similar as in forecasting ARMA processes.
Due to the exponentially decreasing memory of
stationary ARMA processes, the effect of the initial
innovation values is fortunately of minor impact if
the sample size is large enough.
An alternative to CML estimates for ϑ are the
(conditional) least-squares
estimates, that is, the para
meters minimizing t (Xt − πt (ϑ))2 , where the summation runs over all t for which πt (ϑ) is available
based on the given sample. For the ARMA(p, q)
model, we have to minimize

N

1
ϕ
σ
t=p+1 ε

1
σε

Xt − µ −

p


αk (Xt−k − µ)

.

k=1

The resulting estimates for ϑ = (µ, α1 , . . . , αp )T and
σε are called conditional maximum likelihood (CML)
estimates. If N
p, the difference between CML
estimates and ML estimates is negligible.
The basic idea is directly applicable for other distributions of the εt instead of the normal. If, however,
there is no information about the innovation distribution available, the model parameters are frequently
estimated by maximizing the Gaussian conditional
likelihood function even if one does not believe in the
normality of the εt . In such a situation, the Gaussian

N

1
ϕ
σ
t=m+1 ε

−

q


1
σε

Xt − µ −

p


αk (Xt−k − µ)

k=1

βk εt−k (ϑ)

.

k=1

N


Xt − µ −

t=m+1

−

p


αk (Xt−k − µ)

k=1
q


2

βk εt−k (ϑ)

.

k=1

For the pure autoregressive case (q = 0), explicit
expressions for the least-squares estimates of
µ, α1 , . . . , αp can be easily derived. They differ by

Time Series
only a finite number of asymptotically negligible
terms from even simpler estimates µ̂ = X N and
α̂1 , . . . , α̂p given as the solution of the so-called
Yule–Walker equations
p


α̂k γ̂t−k = γ̂t ,

t = 1, . . . , p,

7

which are consistent and easily calculated explicitly,
but which are asymptotically less efficient than the
CML estimates (compare [16] and [6], Ch. 8, where
in the latter reference also, the slightly more complicated unconditional ML estimates are discussed).

(14)

Model Selection for Time Series

k=1

where γ̂0 , . . . , γ̂p are the first sample autocovariances (10) and γ̂−k = γ̂k . As the sample autocovariance matrix ˆ p = (γ̂t−k )0≤t,k≤p−1 is positive definite
with probability 1, there exist unique solutions
α̂1 , . . . , α̂p of (14) satisfying the stationarity condition for autoregressive parameters. Moreover, we
can exploit special numerical algorithms for solving
linear equations with a positive definite, symmetric
coefficient matrix. The corresponding estimate for the
innovation variance σε2 is given by
γ̂0 −

p


α̂k γ̂k = σ̂ε2 .

(15)

k=1

The Yule–Walker estimates are asymptotically equivalent to the least-squares and to the Gaussian CML
estimates. They are consistent and asymptotically
normal estimates of α1 , . . . , αp
√
N (α̂1 − α1 , . . . , α̂p − αp )T −−−→ Np (0, σε2 p−1 )
in distribution for N→∞, where p = (γt−k )0≤t,k≤p−1
is the p × p-autocovariance matrix. This limit result
holds for arbitrary AR(p) processes with i.i.d. innovations εt that do not have to be normally distributed.
For a Gaussian time series, we know however,
that the Yule–Walker estimates are asymptotically
efficient.
The estimates for the autoregressive parameters
solve the linear equations (14), and, thus, we have
an explicit formula for them. In the general ARMA
model (3), we have to solve a system of nonlinear equations to determine estimates α̂1 , . . . , α̂p ,
β̂1 , . . . , β̂q , which are asymptotically equivalent to
the Gaussian CML-estimates. Here, we have to take
recourse to numerical algorithms, where a more stable procedure is the numerical minimization of the
conditional log-likelihood function. Such algorithms
are part of any modern time series analysis software,
but their performance may be improved by choosing
good initial values for the parameters. They are provided by other estimates for α1 , . . . , αp , β1 , . . . , βq ,

An important part of analyzing a given time series
Xt is the selection of a good and simple model. We
discuss the simple case of fitting an AR(p) model to
the data, where we are not sure about an appropriate
value for the model order p. The goodness-of-fit of
the model may be measured by calculating the best
predictor πt for Xt given the past, assuming that the
observed time series is really generated by the model.
Then, the mean-square prediction error E(Xt − πt )2
is a useful measure of fit corresponding to the residual
variance in regression models. However, in practice,
we do not know the best prediction coefficients but
we have to estimate them from the data. If we
denote by α̂k (p), k = 1, . . . , p, the estimates for the
parameters of an AR(p) model fitted to the data, then
the final prediction error ([6], Ch. 9.3),
FPE(p) = E Xt −

p


2

α̂k (p)Xt−k

(16)

k=1

consists of two components, one based as usual
on our uncertainty about what will happen in the
future between time t − 1 and t, the other one
based on the estimation error of α̂k (p). If we are
mainly interested in forecasting the time series, then
a good choice for the model order p is the minimizer
of FPE(p). An asymptotically valid approximation
of the FPE error is FPE(p) ≈ σ̂ 2 (p)(N + p)/(N −
p), where σ̂ 2 (p) denotes the ML estimate of the
innovation variance assuming a Gaussian AR(p)
process. The order selection by minimizing FPE
is asymptotically equivalent to that by minimizing
Akaike’s information criterion (AIC) [6], Ch. 9.3.
This method of fitting an autoregressive model to a
time series has various nice properties, but it does
not provide a consistent estimate of the order, if the
data are really generated by an AR(p0 ) process with
finite but unknown order p0 . For consistent order
estimation, there are other model selection procedures
available [6], Ch. 9.3.
For model selection purposes, we have to estimate
the autoregressive parameters α̂1 (p), . . . , α̂p (p), for
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a whole range of p = 1, . . . , pmax , to calculate and
minimize, for example, FPE(p). Here, the fast Levinson–Durbin algorithm is quite useful that allows to
evaluate the Yule–Walker estimates for the α̂k (p)
recursively in p. A more general algorithm for
the broader class of ARMA models is also available [16].
A popular alternative for selecting a good model is
based on analyzing the correlogram, that is, the plot
of autocorrelation estimates ρ̂k against time lag k,
k ≥ 1, or the related plot of partial autocorrelations.
From their form, it is possible to infer suitable orders
of ARMA models and, in particular, the presence of
trends or seasonalities [6], Ch. 9 [3]. Finally, a useful
way to check the validity of a model is always to
have a look at the residual plot, that is, at the plot
of the model-based estimates for the innovations ε̂t
against time t. It should look like a realization of
white noise, and there are also formal tests available
like the portmanteau test [6], Ch. 9.4.
Most of the model selection procedures, in particular, the minimization of the AIC or the analysis of residuals, are applicable in a much more
general context as far as the models are specified
by some finite number of parameters, for example, nonlinear threshold autoregressions or generalized autoregressive conditional heteroskedasticity
(GARCH processes) discussed below.

Nonstationary and Nonlinear Time Series
Many time series observed in practice, do not appear
to be stationary. Two frequent effects are the presence of a trend, that is, the data increase or decrease
on average with time, or of seasonal effects, that
is, the data exhibit some kind of periodic pattern. Seasonality is apparent in meteorological time
series like hourly temperatures changing systematically over the day or monthly precipitation changing
over the year, but also many socio-economic time
series such as unemployment figures, retail sales
volume, or frequencies of certain diseases or accidents, show an annual pattern. One way to cope
with these kinds of instationarities is transforming
the original data, for example, by applying repeatedly, say d times, the difference operator Xt =
Xt − Xt−1 . If the transformed time series can be
modeled as an ARMA(p, q) process, then the original process is called an integrated ARMA process

or ARIMA(p, d, q) process. Analogously, a time
series showing a seasonal effect with period s (e.g.
s = 12 for monthly data and an annual rhythm),
may be deseasonalized by applying the s-step difference operator s Xt = Xt − Xt−s . Usually, one
application of this transformation suffices, but, in
principle, we could apply it, say, D times. Combining both transformations, Box and Jenkins [3]
have developed an extensive methodology of analyzing and forecasting time series based on seasonal ARIMA or SARIMA (p, d, q) × (P , D, Q)
models for which d D
s Xt is a special type of
ARMA process allowing for a suitable, parsimonious
parameterization.
Instead of transforming nonstationary data to a
stationary time series, we may consider stochastic
processes with a given structure changing with time.
Examples are autoregressive processes with timedependent parameters
Xt = µt +

p


αtk (Xt−k − µt−k ) + εt .

(17)

k=1

To be able to estimate the µt , αtk , we have to assume
that they depend on a few unknown parameters
and are known otherwise, or that they change very
slowly in time, that is, they are locally approximately
constant, or that they are periodic with period s, that
is, µt+s = µt , αtk = αt+s,k for all t. The latter class
of models is called periodic autoregressive models
or PAR models. They and their generalizations to
PARMA and nonlinear periodic processes are, in
particular, applied to meteorological data or water
levels of rivers [27, 28, 36].
Sometimes, a time series looks nonstationary, but
instead moves only between various states. A simple example is a first-order threshold autoregression Xt = (µ1 + α1 Xt−1 )1ct−1 + (µ2 + α2 Xt−1 )(1 −
1ct−1 ) + εt , where 1ct = 1 if Xt ≤ c and = 0 else,
that is, the parameters of the autoregressive process
change if the time series crosses a given threshold c.
This is one example of many nonlinear time series
models related to ARMA processes. Others are bilinear processes in which Xt not only depends on a
finite number of past observations and innovations
but also on products of two of them. A simple example would be Xt = αXt−1 + δXt−1 Xt−2 + βεt−1 +
ϑXt−1 εt−1 + εt . A review of such processes is given
in [36].
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Financial Time Series – Stylized Facts
Financial time series like daily stock prices, foreign
exchange rates, interest rates and so on cannot be
adequately described by classical linear AR models
and ARMA models or even by nonlinear generalizations of these models. An intensive data analysis over
many years has shown that many financial time series
exhibit certain features, called stylized facts (SF),
which are not compatible with the types of stochastic
processes that we have considered up to now. Any
reasonable model for financial data has to be able to
produce time series showing all or at least the most
important of those stylized facts (SF in the following).
Let St denote the price of a financial asset at time t
which, for the sake of simplicity, pays no dividend
over the period of interest. Then, the return from time
t − 1 to time t is Rt = (St − St−1 )/St−1 . Alternatively, the log return Rt = log(St /St−1 ) is considered
frequently. For small price changes, both definitions
of Rt are approximately equivalent, which follows
directly from a Taylor expansion of log(1 + x) ([17],
Ch. 10.1).

SF1
Asset prices St seem to be nonstationary but exhibit
at least local trends.

Independence would also contradict SF2, of course.
A slightly stronger requirement than the first part
of SF3 is the nonpredictability of returns, which is
conceptually related to the “no arbitrage” assumption
in efficient markets. The best prediction πt of Rt ,
at time t − 1, is the conditional expectation of Rt ,
given information up to time t − 1. Rt is called nonpredictable, if πt coincides with the unconditional
expectation ERt for all t, that is, the past contains
no information about future values. A nonpredictable
stationary time series is automatically white noise,
but the converse is not necessarily true.
If Rt would be predictable, then we could make
certain profit on the average, as we would have
some hints about the future evolution of asset prices.
This would allow for stochastic arbitrage. Therefore,
many financial time series models assume nonpredictability of returns. However, there is some empirical evidence that this assumption does not always
hold [22], which is plausible considering that real
markets are not necessarily efficient.
The second part of SF3 implies, in particular,
that returns are conditionally heteroskedastic, that is,
the conditional variance of Rt given information up
to time t − 1 is not identical to the unconditional
variance varRt . The past contains some information
about the expected size of future squared returns.

SF4
SF2
The overall level of returns Rt seems to be stable,
but the time series shows volatility clustering, that is,
times t with large |Rt | are not evenly spread over the
time axis but tend to cluster.
The latter stylized fact corresponds to the repeated
change between volatile phases of the market with
large fluctuations and stable phases with small price
changes.

SF3
The returns Rt frequently seem to be white noise,
that is, the sample autocorrelations ρ̂k  = 0, are not
significantly different from 0, but the squared returns
Rt2 or absolute returns |Rt | are positively correlated.
Financial returns can therefore be modeled as
white noise, but not as strict white noise, that is,
Rt , Rs are uncorrelated for t  = s, but not independent.

The marginal distribution of Rt is leptokurtic, that is,
κ = E(Rt − ERt )4 /(varRt )2 > 3.
Leptokurtic distributions are heavy-tailed. They
put more mass on (absolutely) large observations
and less mass on medium-sized observations than
a corresponding Gaussian law (for which κ = 3).
Practically, this implies that extreme losses and gains
are much more frequently observed than for Gaussian
time series, which is a crucial fact for risk analysis.

GARCH processes and Other Stochastic
Volatility Models
A large class of models for nonpredictable financial
time series assume the form of a stochastic volatility
process
Rt = µ + σt εt ,

(18)
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where the volatility σt is a random variable depending
only on information up to time t − 1, and εt is
strict white noise with mean 0 and variance 1. The
independence assumption on the innovations εt may
be relaxed ([17], Ch. 12.1). Such a time series Rt
is nonpredictable and, therefore, white noise and, if
σt  ≡ σ , also conditionally heteroskedastic, where σt2
is the conditional variance of Rt , given the past up
to time t − 1. To simplify notation, we now assume
µ = 0, which corresponds to modelling the centered
returns Xt = Rt − ERt .
The first model of this type proposed in the
finance literature is the autoregressive conditional
heteroskedasticity model of order 1 or ARCH(1)
2
model [15], Xt = σt εt , with σt2 = ω + αXt−1
, ω,
α > 0. Such a time series exhibits SF2 and the
second part of SF3 too, as Xt2 tends to be large
2
if Xt−1
was large. SF4 is also satisfied as κ >
3 or even κ = ∞. There is a strictly stationary
ARCH(1) process if E{log(αεt2 )} < 0, which, for
Gaussian innovations, εt , is satisfied for α < 3.562.
However, the process has a finite variance and,
then, is weakly stationary only for α < 1. Using
techniques from extreme value theory, most return
time series seem to have a (sometimes just) finite
variance, but already the existence of the third
moment E|Rt |3 seems to be questionable. An explicit
formula for the density of a stationary ARCH(1)
process is not known, but numerical calculations
show its leptokurtic nature.
Analogously to autoregressive time series, we
consider higher order ARCH(p) models, where σt2 =
2
. However, for many
ω + α1 Xt−1 + · · · + αp Xt−p
financial time series, a rather large model order p
is needed to get a reasonable fit. Similar to the
extension of AR models to ARMA models, the class
of ARCH(p) processes is part of the larger class of
GARCH(q, p) models [1, 2],
Xt = σt εt ,

σt2 = ω +

p

k=1

2
αk Xt−k
+

q


2
βk σt−k
.

k=1

(19)
Here, the conditional variance of Xt given the past,
depends not only on the last returns but also on the
last volatilities. Again, these models usually provide
a considerably more parsimonious parameterization
of financial data than pure ARCH processes. The
most widely used model is the simple GARCH(1, 1)
2
2
model with σt2 = ω + αXt−1
+ βσt−1
, in particular,

in risk management applications. To specify the
stochastic process (19), we also have to choose the
innovation distribution. For daily data and stocks
of major companies, assuming standard normal εt
suffices for many purposes. However, some empirical
evidence is available that, for example, for intraday
data, or for modeling extremely large observations,
Xt will not be heavy-tailed enough, and we have to
consider εt , which themselves have a heavy-tailed
distribution [30].
Figure 2 shows, from top to bottom, strict white
noise with a rather heavy-tailed t-distribution with
eight degrees of freedom, the log returns of Deutsche
Bank stock from 1990 to 1992, and an artificially
generated GARCH(1, 1) process with parameters
estimated from the Deutsche Bank returns. The
variability of the white noise is homogeneous over
time whereas the real data and the GARCH process
show volatility clustering, that is, periods of high and
low local variability.
GARCH processes are superficially and directly
related to ARMA models. If Xt satisfies (19) and
if E(Xt2 − σt2 )2 < ∞, then Xt2 is an ARMA(m, q)
process with m = max(p, q)
Xt2 = ω +

q
m


2
(αk + βk )Xt−k
+
βk ηt−k + ηt ,
k=1

k=1

(20)
where we set αk = 0, k > p, βk = 0, k > q, as a
convention. ηt is white noise, but, in general, not
strict white noise. In particular, Xt2 is an AR(p)
process if Xt is an ARCH(p) process.
A GARCH(q, p) process has a finite variance
if α1 + · · · + αp + β1 + · · · + βq < 1. The boundary
case of the GARCH(1, 1) -model, with α + β = 1, is
called integrated GARCH or IGARCH(1, 1) model,
2
2
+ βσt−1
. This special
where σt2 = ω + (1 − β)Xt−1
case plays an important role in a popular method of
risk analysis.
There is another stylized fact that is not covered
by GARCH models and, therefore, has led to the
development of lots of modifications of this class of
processes [32].

SF5
Past returns and current volatilities are negatively
correlated.
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Strict white noise, returns of Deutsche Bank (1990–1992) and GARCH(1, 1) process

This leverage effect [2] mirrors that the volatility
increases more because of negative returns (losses),
than because of positive returns (gains). To reflect
this stylized fact, σt2 has to depend on Xt−1 instead
2
. A simple parametric model allowing for
of Xt−1
the leverage effect is the threshold GARCH or
TGARCH model [34], which assumes σt2 = ω +
2
2
2
+ α − Xt−1
10t−1 + βσt−1
for the model order (1,
αXt−1
0
1), where 1t = 1 if Xt ≤ 0 and 10t = 0 else, that is,
σt2 is large if Xt−1 < 0 if we choose α − > 0.
Time series of returns usually are nonpredictable
and have a constant mean. For other purposes,
however, mixed models like AR-GARCH are used.
Xt = µ +

p


αk (Xt−k − µ) + σt εt ,

(21)

k=1

where σt2 satisfies (19). Reference [4] uses an AR(1)GARCH(1, 1) as the basis of a market model to obtain
the expected returns of individual securities and to
extend the classical event study methodology.
Parameter estimation for GARCH and similar
stochastic volatility models like TGARCH, proceeds
as for ARMA models by maximizing the conditional
likelihood function. For a GARCH(1, 1) process

with Gaussian innovations εt , the parameter vector is
ϑ = (ω, α, β)T , and the conditional likelihood given
X1 , σ1 is
Lc (ϑ; X1 , σ2 ) =

N

t=2

1
ϕ
σt (ϑ)




Xt
,
σt (ϑ)

(22)

where σ1 (ϑ) = σ1 and, recursively, σt2 (ϑ) = ω +
2
2
+ βσt−1
(ϑ), t ≥ 2. Numerical maximization
αXt−1
of Lc provides the CML estimates where, again, good
starting values for the numerical algorithm are useful.
Here, we may exploit the relation to ARMA models
and estimate the parameters of (20) in an initial step
in which it is usually sufficient to rely on ARMA
estimates that are easy to calculate and not necessarily
asymptotically efficient.
If we pretend that the innovations are standard
normally distributed, but do not want to assume
this fact, then, the Gaussian CML estimates are
called quasi maximum likelihood (QML) estimates.
If Eεt4 < ∞ and if the GARCH(1, 1) process
is strictly stationary, which holds for E{log(β +
αεt2 )} < 0 [31], then under some technical assumptions, QML-estimates will be consistent and asymptotically normal ([20, 26], Ch. 4).
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GARCH-based Risk Management
GARCH models may be used for pricing financial
derivatives [12] or for investigating perpetuities
([13], Ch. 8.4), but the main current application of
this class of models is the quantification of market
risk. Given any stochastic volatility model Xt = σt εt ,
then, the value-at-risk VaRt as the conditional γ
quantile of Xt given the information up to time
γ
γ
t − 1, is just σt qε , where qε is the γ quantile of the
distribution of εt . Assuming a GARCH(1, 1) model
with known innovation distribution and some initial
approximation for the volatility σ1 , we get future
values of σt using the GARCH recursion (19), and we
γ
have VaRt = σt qε . A special case of this method is
the popular RiskMetrics approach [25], Ch. 9, which
uses an IGARCH(1, 1) model, with ω = 0, α = 1 −
β. The validity of such risk management procedures
is checked by backtesting, where the percentage of
actual large losses Xt < VaRt over a given period of
time is compared with the nominal level γ of the
value-at-risk.
For γ = 0.05 and stocks of major companies,
assuming standard normal εt leads to reasonable
results. In other cases, it may be necessary to fit
a more heavy-tailed distribution to the innovations,

for example, by methods from extreme value
theory [30]. Figure 3 shows again the log returns
of Deutsche Bank stock together with the 5% VaR
calculated from fitting a GARCH(1, 1) model with
Gaussian innovations to the data. The asterisks mark
the days in which actual losses exceed the VaR (31
out of 746 days, that is, roughly 4.2% of the data).
Extremal events play an important role in insurance and finance. A review of the relevant stochastic
theory with various applications is [14]. For analyzing extreme risks, in particular, the asymptotic distribution of the maximum MN = max(X1 , . . . , XN ) of a
time series is of interest. For many stationary Gaussian linear processes and, in particular, for ARMA
processes, the asymptotic extremal behavior is the
same as for a sequence of i.i.d. random variables having the same distribution as Xt . Therefore, for such
time series, the classical tools of non-life insurance
mathematics still apply. This is, however, no longer
true for stochastic volatility models like GARCH
processes, which is mainly due to the volatility clustering (SF2). The type of extremal behavior of a
strictly stationary time series may be quantified by the
extremal index, which is a number in (0, 1], where
1 corresponds to the independent case. For ARCH
models and for real financial time series, however,
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values considerably less than 1 are observed ([13],
Ch. 8.1).

Nonparametric Time Series Models
Up to now, we have studied time series models that
are determined by a finite number of parameters.
A more flexible, but computationally more demanding approach is provided by nonparametric procedures, where we assume only certain general structural properties of the observed time series. A simple
example is the nonparametric autoregression of order
p, where for some rather arbitrary autoregressive
function m, we assume Xt = m(Xt−1 , . . . , Xt−p ) +
εt with zero mean white noise εt . There are two
different types of approaches to estimate m, one
based on local smoothing where the estimate of
m at x = (x1 , . . . , xp ) depends essentially only on
those tuples of observations (Xt , Xt−1 , . . . , Xt−p ) for
which (Xt−1 , . . . , Xt−p ) ≈ x, the other one based on
global approximation of m by choosing an appropriate function out of a large class of simply structured functions having some universal approximation property to approximate m. An example for
the first type are kernel estimates, for example,
for p = 1


1 N−1
x − Xt
K
Xt+1
N h t=1
h

 , (23)
m̂(x, h) =
x − Xt
1 N−1
K
N h t=1
h
where K is a fixed kernel function and h a tuning
parameter controlling the smoothness of the function
estimate m̂(x, h) of m(x) [24]. An example of the
second type are neural network estimates, for
example, of feedforward type with one hidden layer
and for p = 1
m̂H (x1 ) = v̂0 +

H


v̂k ψ(ŵ0k + ŵ1k x1 ),

(24)

Local estimates are conceptually simpler, but can be
applied only if the argument of the function to be
estimated is of low dimension, that is, for nonparametric AR models, if p is small. Neural networks,
however, can be applied also to higher dimensional
situations.
For financial time series, nonparametric ARARCH models have been investigated. For the
simple case of model order 1, they have the form
Xt = m(Xt−1 ) + σ (Xt−1 )εt with zero-mean and unit
variance white noise εt . The autoregressive function
m and the volatility function σ may be estimated
simultaneously in a nonparametric manner [17]. If
m ≡ 0, then we have again a stochastic volatility
model with σt = σ (Xt−1 ), and the application to risk
quantification is straightforward.
Nonparametric estimates of ARMA or GARCH
estimates are just developed [7, 18]. The main problem here is the fact that the past innovations or
volatilities are not directly observable, which complicates the situation considerably.
All nonparametric estimates are useful for exploratory purposes, that is, without assuming a particular
parametric model, they allow to get some idea about
the structure of the time series [21]. They also may be
applied to specific tasks like forecasting or calculating
the value-at-risk. However, they usually are hard
to interpret, and the fitted model has no simple
interpretation.
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Further Reading
A very readable first short introduction into time series analysis is [10]. As an extensive reference volume on classical
time series analysis, [33] is still unsurpassed. For readers,
that are mathematically inclined, [6] gives a thorough treatment of the theory, but is also strong on practical applications, in particular, in the 2nd edition. For nonlinear models and financial time series, [20, 32, 36] provide recommendable surveys, whereas for nonparametric time series
analysis, the paper [24] gives an overview and lots of
references.
We have considered almost exclusively univariate time
series models, though, in practice, multivariate time series
are frequently of interest. All the main models and methods
discussed above can be generalized to two- and higherdimensional time series. The notation becomes, however,
rather complicated such that it is not suitable for a first
presentation of ideas and concepts. For practical purposes,
two additional problems show up in the multivariate case.
The two main models, ARMA in classical time series analysis
and GARCH in financial applications, suffer from considerable
identifiability problems, that is, the model is not uniquely
specified by the stochastic process underlying the data. To
avoid severe problems in parameter estimation, one has to
be quite careful in choosing an appropriate representation.
The other problem is the large number of parameters as

Time Series
we have not only to model each univariate component time
series but also the cross-dependencies between each pair of
different component time series. Frequently, we are forced
to rely on rather simple models to be able to estimate the
parameters from a limited sample at all. The textbook [29]
is an extensive reference on multivariate time series analysis, whereas [23] discusses, in particular, the identifiability
problems.
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Transforms

moment generating function. If X has nonnegative
integer values only, then gX defined by

Introduction

gX (z) := EzX =

The use of transforms is one of the pervasive ideas
in mathematics and the sciences. From a pragmatic
point of view, a transformation can be regarded as a
tool for simplifying an otherwise difficult operation,
for example, a differential equation can be turned
into a simple algebraic equation with the help of
Laplace transforms. Even the formula, log(x · y) =
log x + log y, in connection with the traditional use
of logarithmic tables and slide rules may be seen in
this light. Transforming an object may also provide
insight into its structure, for example, writing a periodic function as a superposition of sine waves. From
a theoretical point of view, transforms of the type
considered below are at the core of major mathematical theories such as harmonic analysis; they have
initiated research that spans the whole range of contemporary mathematics.

∞


P (X = k)zk

∀ z ∈ , |z| ≤ 1

k=0

(3)
is the probability generating function associated with
(the distribution of) X. Characteristic functions are
basic in the sense that they always exist and that
they spawn the other transforms mentioned above:
Laplace transforms, for example, can be obtained by
analytic continuation of φX into the upper half of the
complex plane, and obviously φX (θ) = gX (eiθ ).
The definition of characteristic functions extends
in a straightforward manner to random vectors X =
(X1 , . . . , Xd ),
φX : d −−−→ ,
with θ, X =

d


θ = (θ1 , . . . , θd )  → Eeiθ,X
θl Xl .

(4)

l=1

Finally, as an example of an infinite dimensional integral transform we mention the probability generating
functional, an important tool in point process theory.

Definitions
Given a real random variable X on a probability
space (, A, P ), we define its characteristic function
φX by
φX (θ) := EeiθX

∀ θ ∈ .

(1)

This function depends on X only through its distribution L(X), the image P X of P under X; if
we refer to this law, we will speak of the Fourier
transform. This provides the connection to classical Fourier analysis.
 For example, if X has density
f , then φX (θ) = eiθx f (x) dx coincides with what
is known in other areas as the Fourier transform
of the function f . Some properties of characteristic
functions are straightforward consequences of their
definition, for example, their uniform continuity or
the interplay with affine transformations,
φaX+b (θ) = eiθb φX (aθ).

(2)

A variety of other integral transforms are in common
use. If X is nonnegative, for example, then Ee−tX
exists for all t ≥ 0; as a function of t this results
in the Laplace transform. Similarly, t  → EetX is the

Main Results
In general, transforms will only be useful if they
can be ‘undone’. For example, the individual probabilities can be recovered from the derivatives of
the probability generating function via P (X = k) =
gX(k) (0)/k!. For characteristic functions, we have the
following result. Throughout, X, Y, X1 , X2 , . . . are
random variables with the characteristic functions
φX , φY , φX1 , φX2 . . . respectively.
Theorem 1 (Inversion Formula) For all a, b ∈ ,
−∞ < a < b < ∞,
P (X = a)
P (X = b)
+ P (a < X < b) +
2
2
 T −iθa
−iθb
1
e
−e
= lim
φX (θ) dθ.
T →∞ 2π −T
iθ
As a corollary, we obtain that φX = φY implies
L(X) = L(Y ), a statement
also known as the ‘unique
ness theorem’. If |φX (θ)| dθ < ∞,
 then X has a
density f given by f (x) = (2π)−1 e−iθx φX (θ) dθ.

2
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To a large extent, the simplifying potential of integral transforms is captured by the following results.
The first of these shows that convolution of distributions becomes multiplication on the transform
side, the second provides an explicit formula that
can be used to calculate the moments of a distribution from its transform. The third theorem shows
that convergence in distribution, which we denote by
→distr , becomes pointwise convergence on the transform side.
Theorem 2 (Convolution Theorem) If X and Y are
independent, then
φX+Y (θ) = φX (θ) · φY (θ) ∀ θ ∈ .
This obviously extends to finite sums by induction. Of particular interest in insurance mathematics,
is the extension to random sums: if N, X1 , X2 , . . .
are independent, N integer-valued with probability
generating function gN and Xn , n ∈ , are identically distributed with characteristic function φX ,
then the
 characteristic function of the random sum
S := N
n=1 Xn is given by φS (θ) = gN (φX (θ)).
Theorem 3 If E|X|k < ∞, k ∈ , then EX k =
(−i)k φX(k) (0). Conversely, if the kth derivative of φX
at 0 it exists and k ∈  is even, then EX k < ∞.
This theorem is the prototype of results that connect the behavior of φX (θ) at θ = 0 to the behavior
of the tails P (|X| ≥ x) at x = ∞.
Theorem 4 (Continuity Theorem) Xn →distr X if
and only if
lim φXn (θ) = φX (θ) ∀ θ ∈ .

n→∞

In combination, these theorems can be used, for
example, to obtain a simple and straightforward proof
of the central limit theorem. Many other results can
be expressed or proved succinctly with transforms;
the operation of exponential tilting, for example,
appears as a shift in the complex domain. The extension to the multivariate case of the above theorems
leads to the very useful property that the distribution
of a random vector is specified by the distributions
of the linear combinations of its components; in
connection with limit results this is known as the
Cramér–Wold device.

Numerical Use of Transforms
Variants of Fourier analysis are available on structures other than those considered above. A case of
tremendous practical importance is that of the finite
cyclic groups M := {0, 1, . . . , M − 1} with summation modulo M. Let ωM := e2πi/M be the primitive
Mth root of unity. Measures on M , such as the
distribution of some M -valued random quantity X,
are represented by vectors p = (p0 , . . . , pM−1 ), pl =
P(X = l). The discrete Fourier transform (DFT) of
such a p is given by
p̂ = (p̂0 , . . . , p̂M−1 ),

p̂k =

M−1


kl
pl ωM
.

(5)

l=0

Inversion takes on the very simple form
M−1
1 
−lk
,
pl =
p̂k ωM
M k=0

l = 0, . . . , M − 1. (6)

The matrices associated with the linear operators
p  → p̂ and p̂  → p on M are of a very special form
that for composite M can be exploited to reduce the
number of complex multiplications from the order
M 2 , in a naive translation of the definition into an
algorithm, to the order M log M, if M is a power of
2. This results in the fast Fourier transform algorithm
(FFT), generally regarded as one of the most important algorithmic inventions of the twentieth century
(though, in fact, it can be traced back to Gauß).
For certain problems, the real line is indistinguishable from a sufficiently large cyclic group. For
example, if there is interest in the distribution of the
sum of the results in 10 throws of a fair dice then,
provided that M > 60, the one line
Re(fft(fft(p)ˆ10, inverse = TRUE)/M)

with a suitable vector p will give the exact result,
apart from errors due to the floating point representation of real numbers in the computer (here we have
chosen the language R (see http://cran.r-project.org),
but the line should be self-explanatory). In general,
however, two approximation steps will be needed –
discretization (and rescaling), which means the lumping together of masses of intervals of the type ((k −
1/2)h, (k + 1/2)h] to a single k ∈  and truncation,
which means that mass outside {0, 1, . . . , M − 1} is
ignored. The resulting discretization and aliasing (or
wraparound) errors can be made small by choosing h

Transforms
small enough and M big enough, requirements that
underline the importance of a fast algorithm.

An Example
The exponential distribution with parameter η
has density x  → ηe−ηx , x ≥ 0. A straightforward
computation shows that φX (θ) = η/(η − iθ) for a
random variable X with this distribution. As an
example for probability generating functions, let
N have the Poisson distribution with parameter
κ, then gN (z) = exp(κ(z − 1)). In the classical
Sparre-Andersen model of risk theory, claims arrive
according to a Poisson process with intensity λ;
claims are identically distributed and are independent
of each other and also of the arrival process. Then
the total claim size St up to time t is a Poisson
random sum; if claims are exponentially distributed
with parameter η then the formula given after
Theorem 2 yields
 

η
−1
.
(7)
φSt (θ) = exp λt
η − iθ
Using Theorem 3 we obtain ESt = λt/η and
var(St ) = −φSt (0) + φSt (0)2 = 2λt/η2 . The stan√
dardized variable S̃t = (St − ESt )/ var(St ) has
characteristic function
 


λt
ηθ
φS̃t (θ) = exp −i
θ φSt √
2
2λt


1 2
 −2θ

,
= exp 
(8)

iθ 
1− √
2λt
which converges to exp(−θ 2 /2) as t → ∞. This is
the Fourier transform of the standard normal distribution, hence S̃t is asymptotically normal by the
continuity theorem. This can be used to approximate
the quantiles of the compound distribution: if qα is
Table 1

3

the value that a standard normal random variable
exceeds with
√ probability 1 − α, then St is less than
ESt + qα varSt with probability α, provided that the
normal approximation error can be ignored.
A DFT/FFT based numerical approximation of
the compound distribution in this example begins by
choosing a discretization parameter h and a truncation
parameter M, the latter a power of 2. The exponential
claim size distribution is replaced by the values



 
1
1
k−
h < X1 ≤ k +
h ,
ph,k := P
2
2
k = 0, . . . , M − 1.

(9)

The aliasing error is bounded by the probability
that the compound distribution assigns to the interval ((M − 1/2)h, ∞). The discretization implies that
the quantiles can at best be accurate up to h/2.
In the present example, there is a straightforward
series expansion for the density of St , based on the
gamma distributions. We are therefore in a position to compare the different approximations with
the exact result. This is done in the Table 1 where
we have chosen η = 1, which means that monetary
units are chosen such that the average claim size is
1, λt = 10.

Notes
Historically, integral transforms have served as one
of the main links between probability and analysis,
they are at the core of classical probability theory.
The monograph of Lukacs [9] has been very influential [8], is another standard text. In view of this
venerable history, it is interesting to note that this
area still has a lot to offer: for example, Diaconis [4]
explains the use of noncommutative Fourier analysis
in applications ranging from card shuffling to variance analysis.
A standard reference for the FFT is [2], [1]
contains some interesting historical material. FFT and

Quantiles and approximations

α

0.900

0.990

0.995

0.999

Normal approximation
FFT: M = 1024, h = 0.05
FFT: M = 32 768, h = 0.002
Exact values (±10−3 )

15.731
16.025
15.983
15.983

20.403
22.525
22.495
22.494

21.519
24.225
24.211
24.212

23.820
27.975
27.949
27.948
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Panjer recursion are compared in [3] in the context
of computation of compound Poisson distributions.
An overview of FFT applications in insurance
mathematics is given in [5]. Aliasing errors can
be reduced by exponential tilting, see [6]; for the
reduction of discretization errors by Richardson
extrapolation, see [7].
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Embrechts, P., Grübel, R. & Pitts, S.M. (1993). Some
applications of the fast Fourier transform algorithm
in insurance mathematics, Statististica Neerlandica 47,
59–75.
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Under- and
Overdispersion
Very often, in connection with applications, one is
faced with data that exhibit a variability, which differs
from that anticipated under the hypothesized model.
This phenomenon is termed over dispersion if the
observed variability exceeds the expected variability
or under dispersion if it is lower than expected.
Such discrepancies between the empirical variance
and the nominal variance can be interpreted to be
induced by a failure of some of the basic assumptions of the model. These failures can be classified
by how they arise, that is, by the mechanism leading to them. In traditional experimental contexts, for
example, they are caused by deviations from the
hypothesized structure of the population, such as lack
of independence between individual item responses,
contagion, clustering, and heterogeneity. In observational study contexts, they are the result of the method
of ascertainment, which can lead to partial distortion
of the observations. In both cases, the observed value
x does not represent an observation on the random
variable X, but an observation on a random variable Y whose probability distribution (the observed
probability distribution) is a distorted version of the
probability distribution of X (original distribution).
This can have a variance greater than that anticipated
under the original distribution (over dispersion) or,
much less frequently in practice, lower than expected
(under dispersion).
Such practical complications have been noticed
for over a century (see, e.g. [25, 35]). The Lexis
ratio [25] appears to be the first statistic for testing
for the presence of over or under dispersion relative
to a binomial hypothesized model when, in fact, the
population is structured in clusters. In such a setup,
Y , the number of successes, can be represented as the
series of the numbers Yi of successes in all clusters.
Then, assuming N clusters of size n, the Lexis ratio,
defined as the ratio of the between-clusters
variance

2
to the total variance Q = n N
(p
−
p̂)
/(p̂(1 −
i=1 i
p̂)) with p̂i = Yi /n and p̂ = Y/(N n), indicates over
or under dispersion if its value exceeds or is exceeded
by unity. Also, for count data, Fisher [15]
 considered using the sample index of dispersion ni=1 (Yi −


Y )/Y , where Y = ni=1 Yi /n for testing the appropriateness of a Poisson distribution for Y , on the basis
of a sample Y1 , Y2 , . . . , Yn of observations on Y .

Modeling Over or Under dispersion
Analyzing data using single-parameter distributions
implies that the variance can be determined by the
mean. Over or under dispersion leads to failure of this
relation with an effect that practice has shown not to
be ignorable, since using statistics appropriate for the
single-parameter family may induce low efficiency,
although, for modest amounts of over dispersion, this
may not be the case [7]. So, detailed representation
of the over or under dispersion is required. There
are many ways in which these two concepts can
be represented. The most important are described in
the sequel.

Lack of Independence Between Individual
Responses
In accident study–related
contexts, the mean and

variance of Y = xi=1 Yi , the total number of
reported accidents in a total of x accidents
that actually occurred, if individual accidents
are reported with probability p = P (Yi = 1) = 1 −
P (Yi = 0), but not independently (Cor(Yi , Yj ) =
ρ  = 0), will have mean E(Y ) = np and variance

x
ρp(1 −
V (Y ) = V ( xi=1 Yi ) = xp(1 − p) + 2
2
p) = xp(1 − p) (1 + ρ(x − 1)). The variance of
Y exceeds that anticipated under a hypothesized
independent trial binomial model if ρ > 0 (over
dispersion) and is exceeded by it if ρ < 0 (under
dispersion).

Contagion
Another way in which variance inflation may result
is through a failure of the assumption that the probability of the occurrence of an event in a very short
interval is constant, that is, not affected by the number
of its previous occurrences. This leads to the classical
contagion model [17, 41], which in the framework
of data-modeling problems faced by actuaries, for
example, postulates that initially, all individuals have
the same probability of incurring an accident, but

2
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later, this probability changes by each accident sustained. In particular, it assumes that none of the
individuals has had an accident (e.g. new drivers or
persons who are just beginning a new type of work),
and that the probability with which a person with
Y = y accidents by time t will have another accident in the time period from t to t + dt is of the
form (k + my)dt, thus yielding the negative binomial as the distribution

 of Y with probability function
k/m −kt
P (Y = y) =
e (1 − e−mt )y and mean and
y
variance given by µ = E(Y ) = k(emt − 1)/m, and
V (Y ) = kemt (emt − 1)/m = µemt , respectively.

Clustering
A clustered structure of the population, frequently
overlooked by data analysts, may also induce over
or under dispersion. As an example, in an accident
context again, the number Y of injuries incurred
by persons involved in N accidents can naturally
be thought of, as expressed by the sum Y = Y1 +
Y2 + · · · + YN , of independent random variables representing the numbers Yi of injuries resulting from
the ith accident, which are assumed to be identically distributed independently of the total number
of accidents N . So, an accident is regarded as a
cluster of injuries. In this case,
 the mean and variance of Y will be E(Y ) = E( N
i=1 Yi ) = µE(N ) and
N
2
V (Y ) = V ( i=1 Yi ) = σ E(N ) + µ2 V (N ) with µ,
σ 2 denoting the mean and variance of the common
distribution of Y1 . So, with N being a Poisson variable with mean E(N ) = θ equal to V (N ), the last
relationship leads to over dispersion or under dispersion according as σ 2 + µ2 is greater or less than 1.
The first such model was introduced by Cresswell and Froggatt [8] in a different accident context,
in which they assumed that each person is liable
to spells of weak performance during which all of
the person’s accidents occur. So, if the number N
of spells in a unit time period is a Poisson variate with parameter θ and assuming that within a
spell a person can have 0 accidents with probability
1 − m log p and n accidents (n ≥ 1) with probability m(1 − p)n /n; m, n > 0, one is led to a negative
binomial distribution as the distribution of Y with
probability function


θm + y − 1
P (Y = y) =
p θm (1 − p)y .
y

This model, known in the literature as the spells
model, can also lead to other forms of over dispersed
distributions (see, e.g. [4, 41, 42]).

Heterogeneity
Another sort of deviation from the underlying structure of a population that may give rise to over or
under dispersion is assuming a homogeneous population when in fact the population is heterogeneous,
that is, when its individuals have constant but unequal
probabilities of sustaining an event. In this case, each
member of the population has its own value of the
parameter θ and probability density function f (·; θ),
so that θ can be considered as the inhomogeneity
parameter that varies from individual to individual
according to a probability distribution G(·) of mean
µ and variance σ 2 , and the observed distribution of
Y has probability density function given by

f (y; θ)dG(θ),
(1)
fY (y) = EG (f (y; θ)) =


where  is the parameter space and G(·) can be any
continuous, discrete, or finite-step distribution. Models of this type are known as mixtures. (For details on
their application in the statistical literature see [2, 22,
27, 36]). Under such models, V (Y ) = V (E(Y |θ)) +
E(V (Y |θ)), that is, the variance of Y consists of two
parts, one representing variance due to the variability of θ and one reflecting the inherent variability of
Y if θ did not vary. One can recognize that a similar idea is the basis for ANOVA models where the
total variability is split into the ‘between groups’ and
the ‘within groups’ components. The above variance
relationship offers an explanation as to why mixture
models are often termed as over dispersion models.
In the case of the Poisson (θ) distribution, we have
in particular, that V (Y ) = E(θ) + V (θ). More generally, the factorial moments of Y are the same as the
moments about the origin of θ, and Carriere [5] made
use of this fact to construct a test of the hypothesis
that a Poisson mixture fits a data set.
Historically, the derivation of mixed Poisson distributions was first considered by Greenwood and
Woods [16] in the context of accidents. Assuming that the accident experience X|θ of an individual is Poisson distributed with parameter θ
varying from individual to individual according
to a gamma distribution with mean µ and index
parameter µ/γ , they obtained a negative binomial
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distribution as the distribution
 of Y withprobabilµ/γ + y − 1
ity function P (Y = y) =
{γ /(1 +
y
y
−µ/γ
. Under such an observed distribuγ )} (1 + γ )
tion, the mean and variance of Y are E(Y ) = µ,
V (Y ) = µ(1 + γ ), where now γ represents the over
dispersion parameter. The mixed Poisson process
has been popularized in the actuarial literature by
Dubourdieu [13] and the gamma mixed case was
treated by Thyrion [37].
A large number of other mixtures have been
developed for various over dispersed data cases,
such as binomial mixtures (e.g. [38]), negative binomial mixtures (e.g. [19, 40–42]), normal
mixtures (e.g. [1]), and mixtures of exponential
(e.g. [20]).
Often in practice, a finite-step distribution is
assumed for θ in (1), and the interest is on creating clusters of data by grouping the observations on
Y (cluster analysis). A finite mixture model is applied
and each observation is allocated to a cluster using
the estimated parameters and a decision criterion
(e.g. [27]). The number of clusters can be decided
on the basis of a testing procedure for the number of
components in the finite mixture [21].

Treating Heterogeneity in a More General Way
Extending heterogeneity models for models with
explanatory variables, one may assume that Y has a
parameter θ, which varies from individual to individual according to a regression model θ = η(x; β) + ε,
where x is a vector of explanatory variables, β is a
vector of regression coefficients, η is a function of
a known form and ε has some known distribution.
Such models are known as random effect models, and
have been extensively studied for the broad family
of Generalized Linear Models. Consider, for example, the Poisson regression case. For simplicity, we
consider only a single covariate, say X. A model
of this type assumes that the data Yi , i = 1, 2, . . . , n
follow a Poisson distribution with mean θ such that
log θ = α + βx + ε for some constants α, β and with
ε having a distribution with mean equal to 0 and variance say φ. Now the marginal distribution of Y is no
longer the Poisson distribution, but a mixed Poisson
distribution, with mixing distribution clearly depending on the distribution of ε. From the regression
equation, one can obtain that Y ∼ Poisson(t exp(α +
βx))tˆg(t), where t = eε with a distribution g(·) that
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depends on the distribution of ε. Negative Binomial
and Poisson Inverse Gaussian regression models have
been proposed as over dispersed alternatives to the
Poisson regression model [10, 24, 45]. If the distribution of t is a two finite–step distribution, the
finite Poison mixture regression model of Wang et al.
[39] results. The similarity of the mixture representation and the random effects one is discussed
in [18].

Estimation and Testing for Over dispersion Under
Mixture Models
Mixture models including those arising through treating the parameter θ as the dependent variable in a
regression model allow for different forms of variance to mean relationships. So, assuming that E(Y ) =
µ(β), V (Y ) = σ 2 (µ(β), λ) for some parameters β, λ,
a number of estimation approaches exist in the literature based on moment methods (e.g. [3, 24, 28]) and
quasi- or pseudolikelihood methods (e.g. [9, 26, 29]).
The above formulation also allows for multiplicative
over dispersion or more complicated variance parameters as in [26].
Testing for the presence of over dispersion or
under dispersion in the case of mixtures can be done
using asymptotic arguments. Under regularity conditions, the density of Yi in a sample Y1 , Y2 , . . . , Yn
from the distribution of Y is fY (y) = E (f (y; θ)) =
(∂ 2 f (y; µθ )/∂µ2 ) + O(1/n),
f (y; µθ ) + (1/2)σθ2
2
where µθ = E(θ), σθ = E(θ), that is, of the form
f (y; µθ ) (1 + εh(y; ϕθ )), where h(y; µθ ) = [∂ log
f (y; µθ )/∂µθ ]2 + ∂ 2 log f (y; µθ )/∂µ2 .
This family represents over dispersion if ε >
0, under dispersion if ε < 0, and none of these
complications if ε = 0. The above representation
was derived by Cox [7], who suggested a testing
procedure for the hypothesis ε = 0, which can be
regarded as a general version of standard dispersion tests.

The Effect of the Method of Ascertainment
In collecting a sample of observations produced by
nature according to some model, the original distribution may not be reproduced owing to various
reasons. These include partial destruction or enhancement (augmentation) of observations. Situations of
the former type are known in the literature as damage
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models while situations of the latter type are known
as generating models. The distortion mechanism is
usually assumed to be manifested through the conditional distribution of the resulting random variable Y
given the value of the original random variable X. As
a result, the observed distribution is a distorted version of the original distribution obtained as a mixture
of the distortion mechanism. In particular, in the case
of damage,
P (Y = r) =

∞


P (Y = r|X = n)P (X = n),

n=r

r = 0, 1, . . . ,

(2)

while, in the case of enhancement
P (Y = r) =

r


P (Y = r|X = n)P (X = n),

n=1

r = 1, 2, . . .

(3)

Various forms of distributions have been considered for the distortion mechanisms in the above
two cases. In the case of damage, the most popular forms have been the binomial distribution [33],
mixtures on p of the binomial distribution (e.g., [30,
44]) whenever damage can be regarded as additive
(Y = X − U, U independent of Y ), or in terms of
the uniform distribution in (0, x) (e.g. [11, 12, 43])
whenever damage can be regarded as multiplicative
(Y = [RX], R independent of X and uniformly distributed in (0, 1)). The latter case has also been
considered in the context of continuous distributions
by Krishnaji [23]. The generating model was introduced and studied by Panaretos [31].
In actuarial contexts, where modeling the distributions of the numbers of accidents, of the damage
claims and of the claimed amounts is important,
these models provide a perceptive approach to the
interpretation of such data. This is justified by the
fact that people have a tendency to underreport their
accidents, so that the reported (observed) number Y
is less than or equal to the actual number X(Y ≤ X),
but tend to overreport damages incurred by them, so
that the reported damages Y are greater than or equal
to the true damages X(Y ≥ X).
Another type of distortion is induced by the adoption of a sampling procedure that gives to the units
in the original distribution, unequal probabilities of
inclusion in the sample. As a result, the value x

of X is observed with a frequency that noticeably
differs from that anticipated under the original density function fX (x; θ). It represents an observation on
a random variable Y whose probability distribution
results by adjusting the probabilities of the anticipated distribution through weighting them with the
probability with which the value x of X is included
in the sample. So, if this probability is proportional
to some function w(x; β), β ∈ R(weight function),
the recorded value x is a value of Y having density
function fY (x; θ, β) = w(x; β)fx (x; θ)/E(w(X; β)).
Distributions of this type are known as weighted distributions (see, e.g. [6, 14, 32, 34]). For w(x; β) = x,
these are known as size-biased distributions.
In modeling data that are of interest to actuaries, the weight function can represent reporting bias
and can help model the over or under dispersion in
the data induced by the reporting bias. In the context of reporting accidents or placing damage claims,
for example, it can have a value that is directly or
inversely analogous to the size x of X, the actual
number of incurred accidents, or the actual size of
the incurred damage. The functions w(x; β) = x and
w(x; β) = β x (β > 1 or β < 1) are plausible choices.
For a Poisson (θ) distributed X, these lead to distributions for Y of Poisson type. In particular, w(x; β) = x
leads to
P (Y = x) =

e−θ θ x−1
(x − 1)!

x = 1, 2, . . .

(shifted Poisson(θ)),

(4)

while w(x; β) = β x leads to
e−θβ (θβ)x
, x = 0, 1, . . .
x!
(Poisson(θβ)).

P (Y = x) =

(5)

The variance of Y under (4) is 1 + θ and exceeds
that of X (over dispersion), while under (5) it is
θβ implying over dispersion for β > 1 or under
dispersion for β < 1.
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EVDOKIA XEKALAKI

Volatility
In financial economics, volatility refers to the shortterm uncertainty in the price of a security or in the
value of an economic variable such as the risk-free
rate of interest. For example, in the Black–Scholes–Merton model the price of a stock, S(t), is
governed by the stochastic differential equation
dS(t) = S(t)[µ dt + σ dZ(t)],

(1)

where Z(t) is a standard Brownian motion. In this
equation, σ is the volatility of the asset. (For asset
prices, it is typical to quote volatility as a proportion
of the current asset price. This means that the quoted
volatility is unaffected by the numeraire or if the
security is subdivided.)
Volatility can be estimated in one of two ways.
First, we can make use of historical price data (for
example, daily). In the case of the Black–Scholes–Merton model, this data would give us daily
proportional increases in the price, which are all
assumed to be independent and identically distributed
log-normal random variables. This makes it easy to
estimate the parameters µ and σ and their standard errors. This is an appropriate approach to take
if we are concerned with real-world risk management. This estimate is referred to as the historical
volatility.
Second, σ can be inferred from individual derivative prices. For example, in the Black–Scholes formula the price of a European call option depends on
the current stock price, S(t), the term to maturity of

the option, τ , the strike price, K, the risk-free rate of
interest, r, which are all observable, and the volatility, σ , which is not observable. However, if we take
the current market price for the option as given, then
since σ is the only unobserved variable, we can infer
it from the price of the option. This estimate is called
the implied volatility.
Ideally, we should find that implied volatility is
the same for all traded options. In reality, this is not
the case and we find instead that implied volatility
tends to be higher for options which are far out of
the money or far into the money. This suggests that
market makers are assuming that returns are fattertailed than normal or that the volatility of S(t) is
time varying rather than constant.

(See also Affine Models of the Term Structure
of Interest Rates; Ammeter Process; Capital
Allocation for P&C Insurers: A Survey of
Methods; Catastrophe Derivatives; Derivative
Pricing, Numerical Methods; Diffusion Processes;
Equilibrium Theory; Frontier Between Public and
Private Insurance Schemes; Hedging and Risk
Management; Hidden Markov Models; Interestrate Modeling; Market Models; Markov Chain
Monte Carlo Methods; Maximum Likelihood;
Risk Measures; Simulation of Risk Processes;
Simulation Methods for Stochastic Differential
Equations; Stochastic Simulation; Time Series;
Value-at-risk; Wilkie Investment Model)
ANDREW J.G. CAIRNS

Waring’s Theorem

life table survival probabilities is extended as follows:
tp

Waring’s theorem gives the probability that exactly r
out of n possible events should occur. Denoting the
events A1 , A2 , . . . , An , the required probability is
t=n−r



t

(−1)

t=0

r +t
t

t=0


t

(−1)

r +t −1
t


= P [Exactly r survivors after t years]
(3)

tp

r
x1 x2 ...xn



= P [At least r survivors after t years].
(4)

Sr+t ,

(1)



where S0 =1, S1 = i P[Ai ], S2 = i<j P[Ai ∩
Aj ], S3 = i<j <k P[Ai ∩ Aj ∩ Ak ], and so on.
This generalizes the inclusion–exclusion theorem
of elementary probability theory, which is the
case r = 1. See [2] (Chapter IV) for a proof of
Waring’s result, and [1] for a generalization, known
as the Schuette–Nesbitt formula. By summation of
equation (1), the probability that at least r out of the
n possible events will occur is
t=n−r


[r]
x1 x2 ...xn


Sr+t .

(2)


r −1
(with the understanding that
= 1 identi0
cally). This and similar results have applications in
the valuation of assurances and annuities contingent upon the death or survival of a large number
of lives, although it must be admitted that such
problems rarely arise in the mainstream of actuarial practice. For example, given n people, now
age x1 , x2 , . . . , xn respectively, the standard actuarial
notation (see International Actuarial Notation) for

Assuming independence among the lives, the first
of these may be evaluated using Waring’s
 theo=
1,
S
=
rem (equation
1)
in
terms
of
S
0
1
i t pxi ,


S2 = i<j t pxi t pxj , S3 = i<j <k t pxi t pxj t pxk ,
and so on. The second can be similarly evaluated
using equation (2).
Older textbooks (see [3]) describe the so-called Zmethod for computing these probabilities, which simply amounts to the fact that the binomial coefficients
in Waring’s theorem are the same as those of the first
n − r + 1 terms in the expansion of Z r /(1 + Z)r+1 ,
and likewise when the probability in equation (4) is
expressed in terms of S0 , S1 , . . . , Sn , the binomial
coefficients are the first n − r + 1 in the expansion
of Z r /(1 + Z)r .
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Wilkie Investment Model
Introduction
The Wilkie stochastic investment model, developed
by Professor Wilkie, is described fully in two papers;
the original version is described in [17] and the model
is reviewed, updated, and extended in [18]. In addition, the latter paper includes much detail on the
process of fitting the model and estimating the parameters. It is an excellent exposition, both comprehensive and readable. It is highly recommended for any
reader who wishes to implement the Wilkie model for
themselves, or to develop and fit their own model.
The Wilkie model is commonly used to simulate
the joint distribution of inflation rates, bond yields,
and returns on equities. The 1995 paper also extends
the model to incorporate wage inflation, property
yields, and exchange rates. The model has proved to
be an invaluable tool for actuaries, particularly in the
context of measuring and managing financial risk. In
this article, we will describe fully the inflation, equity,
and bond processes of the model. Before doing so, it
is worth considering the historical circumstances that
led to the development of the model.
In the early 1980s, it became clear that modern
insurance products required modern techniques for
valuation and risk management, and that increasing
computer power made feasible far more complex calculation. Deterministic cash flow projections became
common. For example, actuaries might project the
cash flows from an insurance portfolio using ‘best
estimate’ assumptions. This gave a ‘best estimate’
projection, but did not provide a measure of the risk
involved. For this, some model of the variability of
assets and liabilities was required.
The initial foundations of the Wilkie model were
laid when David Wilkie was a member of the Maturity Guarantees Working Party (MGWP). This group
was responsible for developing standards for managing investment guarantees associated with unit-linked
contracts (similar to guaranteed living benefits associated with some variable annuity contracts in the
USA). It became clear that a stochastic methodology was required, and that stochastic simulation
was the only practical way of deploying such a
methodology. An early version of the Wilkie model
was published with the MGWP report in [10], which

was a seminal work in modern actuarial methodology for investment guarantees. This early form
modeled dividends and share prices separately. After
the MGWP completed its task, David Wilkie moved
on to the Faculty of Actuaries Solvency Working
Party [14]. Here again, stochastic simulation was
used to explore risk management, in this case for a
(simplified) mixed insurance portfolio, representing a
life insurance company. For this group, the model
was refined and extended. Wilkie recognized that
the existing separate, univariate models for inflation,
interest rates, and equity returns were not satisfactory for modeling the assets and liabilities of a life
insurer, where the interplay between these series is
critically important. In [17] the full Wilkie model
was described for the first time. This provided an
integrated approach to simulating stock prices and
dividends, inflation, and interest rates. When combined with suitable demographic models, the Wilkie
model enabled actuaries to simulate the assets and
liabilities for insurance portfolios and for pension
schemes. By performing a large number of simulations, actuaries could get a view of the distribution
of the asset and liability cash flows, and the relationship between them. Actuaries in life insurance
and in pensions in the United Kingdom and elsewhere took up the challenge of applying the model
to their own asset–liability problems. It is now common for pensions emerging costs to be projected
stochastically as part of the regular review of scheme
assets and liabilities, and many insurers too use an
integrated investment model to explore the financial
implications of different strategies. Many different
integrated investment models have been proposed;
some are in the public domain, others remain proprietary. However, the Wilkie model remains the most
scrutinized, and the benchmark against which others
are measured.

The Model Description
In this section, we describe the central elements of the
Wilkie model, following [18]. The model described is
identical to the 1985 formulation in [17], apart from
the short bond yield that was not included in that
model.
The Wilkie model is a cascade model; the structure is demonstrated in Figure 1. Each box represents a different random process. Each of these is
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Figure 1

Structure of the basic Wilkie investment model

modeled as a discrete, annual process. In each projection period, inflation is modeled first, followed by
the share yield, the share dividend index and long
bond yield, and finally the short bond yield. Each
series incorporates some factor from connected series
higher up the cascade, and each also incorporates
a random component. Some also depend on previous values from the series. The cascade model is
not supposed to model a causal link but is statistically convenient. For example, it is not necessary
for the long-term bond yields to depend on the share
dividend index, since the mutual dependence on the
inflation rate and (to a smaller extent) the share yield
accounts for any dependence between long-term bond
yields and share yields, according to this model.
The notation can be confusing as there are many
parameters and five integrated processes. The notation used here is derived from (but not identical
to) [18]. The subscript used indicates the series:
q refers to the inflation series;
y refers to the dividend yield;
d refers to the dividend index process;
c refers to the long-term bond yield;
b refers to the short-term bond yield series.
The µ terms all indicate a mean, though it may be
a mean of the log process. For example, µq is the
mean of the inflation process modeled, which is the
continuously compounded annual rate of inflation; we

refer to this as the force of inflation to distinguish it
from the effective annual rate. The term δ represents
a continuously compounded growth rate. For example, δq (t) is the continuously compounded inflation
rate in the year t to t + 1. The term a indicates an
autoregression parameter; σ is a (conditional) variance parameter; w is a weighting applied to the force
of inflation within the other processes. For example, the share dividend yield process includes a term
wy δq (t) which describes how the current force of
inflation (δq (t)) influences the current logarithm of
the dividend yield (see Equation (1)). The random
innovations are denoted by z(t), with a subscript
denoting the series. These are all generally assumed
to be independent N (0, 1) variables, though other distributions are possible.

The Inflation Model
Let δq (t) be the force of inflation, in the year
[t − 1, t). Then δq (t) follows an autoregressive
order one (AR(1)) process, which is defined by the
following equation:
δq (t) = µq + aq (δq (t − 1) − µq ) + σq zq (t)

(1)

where
δq (t)
µq

is the force of inflation in the tth year;
is the mean force of inflation, assumed
constant;
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aq

σq

is the parameter controlling the autoregression. A large value for aq implies weak
autoregression, that is, a weak pull back to
the mean value each year;
is the standard deviation of the white noise
term of the inflation model. zq (t) is a N (0,1)
white noise series.

Since the AR(1) process is well understood, the
inflation model is very easy to work with. For example, the distribution of the random variable δq (t)
given δq (0), and assuming |aq | < 1, is


1 − aq2t
t
t
2
(2)
N µq (1 − aq ) + δq (0)aq , σq
1 − aq2
The process only makes sense if |aq | < 1; otherwise
it is not autoregressive, meaning that it does not
tend back towards the mean, and the process variance becomes very large very quickly. This leads to
highly unrealistic results. If |aq | < 1, then the factor
a t tends to 0 as t increases, and therefore has a diminishing effect on the long-term distribution so that the
ultimate, unconditional distribution for the force of
inflation is N (µq , σq2 /(1 − aq2 )). This means that if
Q(t) is an index of inflation, the ultimate distribution
of Q(t)/Q(t − 1) is log-normal.
The parameter values for the United Kingdom
for the inflation series given in [18], based on data
from 1923 to 1994 are (with standard errors in
parentheses) µq = 0.0473, (0.0120), aq = 0.5773,
(0.0798) and σq = 0.0427, (0.0036). This means
that the long run inflation rate distribution is
δq (t) ∼ N (0.0473, 0.05232 ).
In [18], Wilkie also proposes an ARCH model for
inflation. The ARCH model has a varying volatility
that depends on the previous value of the series. If
the value of the process in the tth period is far away
from the mean, then the volatility in the following
period is larger than if the tth period value of the
process is close to the mean. The ARCH model has a
higher overall variability, which feeds through to the
other series, if the same parameters are adopted for
those models as for the AR(1) inflation model.

Dividends and the Return on Shares
The model generates the dividend yield on stocks
and the continuously compounded dividend growth
rate.
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The dividend yield in year t, y(t), is determined
from
log y(t) = wy δq (t) + log µy + yn(t)

(3)

yn(t) = ay yn(t − 1) + σy zy (t)

(4)

where

So the log-yield process comprises an inflation-linked
component, a trend component, and a de-trended
AR(1) component, yn(t), independent of the inflation
process.
The parameter values from [18], based on UK
annual data from 1923 to 1994 are wy = 1.794,
(0.586), µy = 0.0377, (0.018), ay = 0.549, (0.101)
and σy = 0.1552 (0.0129).
The dividend growth rate, δd (t) is generated from
the following relationship:
δd (t) = wd dm(t) + (1 − wd )δq (t) + dy σy zy (t − 1)
+ µd + bd σd zd (t − 1) + σd zd (t)

(5)

where
dm(t) = dd δq (t) + (1 − dd ) dm(t − 1)

(6)

The first two terms for δd (t) are a weighted average of
current and past inflation. The total weight assigned to
the current δq (t) being wd dd + (1 − wd ). The weight
attached to the force of inflation in the τ th year before
t is wd dd (1 − dd )τ .
The next term is a dividend yield effect; a fall
in the dividend yield is associated with a rise in the
dividend index (i.e. dy < 0).
There is an influence from the previous year’s
innovation term for the dividend yield, σy zy (t − 1),
as well as an effect from the previous year’s innovation from the dividend growth rate itself, σd zd (t − 1).
The force of dividend can be used to construct an
index of dividends,
D(t) = D(t − 1)eδd (t)

(7)

A price index for shares, P (t), can be constructed
from the dividend index and the dividend yield,
P (t) = D(t)/y(t). Then the overall return on shares
each year py(t) can be summarized in the gross rolled
up yield,
py(t) =

P (t) + D(t)
− 1.0
P (t − 1)

(8)
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Parameter values for UK data, based on the 1923
to 1994 experience are given in [18] as wd = 0.58,
(0.2157), dy = −0.175, (0.044), µd = 0.016, (0.012),
bd = 0.57, (0.13), σd = 0.07, (0.01), and dd = 0.13,
(0.08).

Long-term and Short-term Bond Yields
The yield on long-term bonds is modeled by the
yield on UK ‘consols’. These are government bonds
redeemable at the option of the borrower. Because
the coupon rate on these bonds is very low (at 2.5%
per year), it is considered unlikely that the bonds will
be redeemed and they are therefore generally treated
as perpetuities.
The yield, c(t), is split into an inflation-linked part,
cm(t) and a ‘real’ part
c(t) = cm(t) + µc ecn(t)
where
and

cm(t) = wc δq (t) + (1 − wc )cm(t − 1)
cn(t) = ac cn(t − 1) + yc σy zy (t) + σc zc (t)
(9)

The inflation part of the model is a weighted moving average model. The real part is essentially an
autoregressive model of order one (i.e. AR(1)), with
a contribution from the dividend yield.
The parameters from the 1923 to 1994 UK
data, given in [18], are wc = 0.045, µc = 0.0305,
(0.0065), ac = 0.9, (0.044), yc = 0.34, (0.14) and
σc = 0.185, (0.015). Note that, the relatively high
value for ac (given that |ac | must be strictly less than
1.0) indicates a slow regression to the mean for this
series.
The yield on short-term bonds, b(t), is calculated
as a multiple of the long-term rate c(t), so that
b(t) = c(t)e−bd(t)
where

bd(t) = µb + ab (bd(t − 1) − µb ) + σb zb (t)
(10)

The log of the ratio between the short-term and the
long-term yields is therefore assumed to follow an
AR(1) process.

Wages, Property, Index-linked Bonds and
Exchange Rates
In the 1995 paper [18], Wilkie offers extensions of the
model to cover wage inflation, returns on property,

and exchange rates. For a wages model, Wilkie
proposes a combination of a real part, following
an AR(1) process, and an inflation-linked part, with
influence from the current and previous inflation
rates. The property model is very similar in structure
to the share model, with the yield and an index
of rent separately generated. The logarithm of the
real rate of return on index-linked bonds is modeled
as an AR(1) process, but with a contribution from
the long-term bond model. The exchange-rate model
that involves the ratio of the inflation indices of the
two countries, together with a random multiplicative
component, is modeled as a log-AR(1) process. The
model uses an assumption of purchasing power parity
in the long run.

Results
In Figure 2, we show 10 paths for inflation rates,
the total return on equities (i.e. py(t)), the long-term
bond yield, and the short-term bond yield. These
show the high year-to-year variability in the total
return on shares, and the greater variability of the
short-term bond yields compared to the long term,
although following the same approximate paths.
The important feature of these paths is that these
are not four independent processes, but a single
multivariate process, so that all of these paths are
connected with each other. Relatively low rates of
inflation will feed through the cascade to depress
the dividend yield, the dividend growth rate, and
the long-term bond yield and consequently the short
bond yield also. In [5], it is shown that although high
inflation is a problem for the model life insurer considered, a bigger problem is low inflation because of
its association with low returns on equities. Without
an integrated model this might not have been evident.

Applications
The nature of actuarial practice is that in many cases,
both assets and liabilities are affected by the economic processes modeled by the Wilkie investment
model. For example, in life insurance, on the asset
side, the model may be used to project asset values for a mixed portfolio of bonds and shares. On
the liability side, contract sizes and insurer expenses
will be subject to inflation; unit-linked guarantees
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depend on the performance of the underlying portfolio; guaranteed annuity options depend on both the
return on shares (before vesting) and on the longterm interest rate when the benefit is annuitized. For
defined benefit pension schemes, the liabilities are
related to price and wage inflation. For non-life insurance too, inflation is an important factor in projecting
liabilities.
It is not surprising therefore that the Wilkie model
has been applied in every area of actuarial practice. In life insurance, early examples of applications
include [14], where the model was used to project
the assets and liabilities for a mixed cohort of life
insurance policies in order to estimate the solvency
probability. This paper was the original motivation
for the development of the full model. Further life
office applications include [5, 6, 8, 9, 11, 12]; all
of these papers discuss different aspects of stochastic valuation and risk management of insurance
business, using a model office approach with the
Wilkie model. In [2], the Wilkie model was used
to project the assets and liabilities for a non-life
insurer, with the same broad view to assessing the risk

and appropriate levels of solvency capital. In [20],
the model was used to project the assets and liabilities for a pension fund. More recently, in [19],
the model was used to quantify the liability for
guaranteed annuity options. The model is now commonly used for actuarial asset–liability projection in
the United Kingdom and elsewhere, including South
Africa, Australia, and Canada.

Commentary on the Wilkie Model
Since the Wilkie model was first published, several
other similar models have been developed. However,
none has been subject to the level of scrutiny to
which the Wilkie model has been subjected. This is
largely because it was the first such model; there was
a degree of skepticism about the new methodology
opened up by the model. The development of the
Wilkie model helped to bring about a revolution in
the approach to life insurance risk, particularly in
the United Kingdom – that actuaries should explore
the distributions of assets and liabilities, not just
deterministic paths.
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In 1989, the Financial Management Group (FMG)
of the Institute and Faculty of Actuaries was assigned
the task of critiquing the model (‘from a statistical
viewpoint’). Their report is [3]. The only substantive
statistical criticism was of the inflation model. The
AR(1) model appeared too thin tailed, and did not
reflect prolonged periods of high inflation. Wilkie
in [18] suggests using an ARCH model for inflation
that would model the heavy tail and the persistence.
For many actuarial applications, high inflation is not
such a risk as low inflation, and underestimating
the high inflation risk may not be a significant
problem.
The most bitter criticism in the FMG report came
in the appendix on applications in life insurance,
where the Group (or a life insurance subset) claimed
that stochastic simulation was impractical in runtime costs, that the model is too abstruse and theoretical to explain to management, not understandable
by most actuaries, and uses ‘horrendously incomprehensible techniques to prove the blindingly obvious’.
These criticisms appear very dated now, 10 years after
the Group reported. Computer power, of course, has
expanded beyond the imagination of the authors of
the paper and stochastic simulation has become a
standard tool of risk management in life insurance.
Furthermore, the results have often proved to be far
from ‘blindingly obvious’. For example, it is shown
in [19] that, had actuaries used the Wilkie model in
the late 1980s to assess the risks from guaranteed
annuity options, it would have indicated a clear liability – at a time when most actuaries considered there
to be no potential liability at all.
A few years later, in [7], Huber discusses the
problem of stability; that is, that the relationships
between and within the economic series may change
from time to time. For example, there is evidence of
a permanent change in many economic time series
around the time of the second world war. It is
certainly useful to be aware of the limitations of
all models. I think few actuaries would be surprised
to learn that some of the relationships broke down
during world wars.
Huber also notes the inconsistency of the Wilkie
model with the efficient market hypothesis. Note
however that the Wilkie model is very close to
a random walk model over short terms, and the
random walk model is consistent with the efficient
market hypothesis. Also, there is some disagreement
amongst economists about the applicability of the

efficient market hypothesis over long time periods.
Finally, Huber notes the relative paucity of data. We
only have one historical path for each series, but
we are projecting many feasible future paths. This
is a problem with econometric time series. It is not
a reason to reject the entire methodology, but it is
always important to remember that a model is only a
model.

Other Integrated Investment Models for
Actuarial Use
Several models have been proposed since the Wilkie
investment model was first published. Examples
include [4, 13, 15, 16, 21].
Several of these are based on the Wilkie model,
with modifications to some series. For example,
in [16] a threshold autoregressive model is used
for several of the series, including inflation. The
threshold family of time series models are multipleregime models. When the process moves above (or
below) some specified threshold, the model parameters change. In [16], for example, the threshold for
the inflation rate is 10%. If inflation is less than
10% in the tth period, then in the following period it
is assumed to follow an AR(1) process with mean
parameter 0.04, autoregression parameter 0.5 and
standard deviation parameter 0.0325. If the process
in the tth period is more than 10%, then inflation in
the following period is assumed to follow a random
walk process, with mean parameter 12% and standard
deviation parameter 5%. In [21], the cascade used
is similar to the Wilkie model. Equity returns are
modeled using earnings rather than dividends, and
earnings depend on wage inflation that has a more
central role in this model than in the Wilkie model.
Another possible design is the vector autoregression. In [4], a vector autoregression approach is used
with regime switching. That is, the whole vector
process randomly jumps between two regimes. The
vector autoregression approach is a pure statistical
method, modeling all of the economic series together
as a single multivariate random process.
Most insurers and actuarial consulting firms now
have integrated stochastic investment models that are
regularly used for asset–liability modeling. Many use
the Wilkie model or a close relative.
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Models From Financial Economics
A derivative is a security that has a payoff that
depends on one or more risky assets. A risky asset
has value following a random process such as those
described above. For example, a stock is a risky asset
with the price modeled in the Wilkie model by a
combination of the dividend yield and dividend index
series.
One method for determining the value of a derivative is to take the expected discounted payoff, but
using an adjusted probability distribution for the
payoff random variable. The adjusted distribution is
called the risk neutral distribution or Q measure.
The original ‘real world’ distribution is also called
the P measure.
The distributions described in this article are not
designed for risk neutral valuation. They are designed
for real-world projections of assets and liabilities,
and designed to be used over substantially longer
periods than the models of financial economics. A
long-term contract in financial economics might be
around one year to maturity. A medium-term contract
in life insurance might be a 20-year contract. The
actuarial models on the whole are not designed for
the fine tuning of derivative modeling. Note also that
most of the models discussed are annual models,
where financial economics requires more frequent
time steps, with continuous-time models being by
far the most common in practical use. (The Wilkie
model has been used as a continuous-time model by
applying a Brownian bridge process between annual
points. A Brownian bridge can be used to simulate
a path between two points, conditioning on both the
start and end points.)
Models developed from financial economics theory to apply in P and possibly also in Q measure
(with a suitable change of parameters) tend to differ from the Wilkie model more substantially. One
example is [1], where a model of the term structure
of interest rates is combined with inflation and equities. This is modeled in continuous time, and takes the
shorter-term dynamics of financial economics models
as the starting point. Nevertheless, even in this model,
some influence from the original Wilkie model may
be discerned, at least in the cascade structure.
Another model derived from a financial economics
starting point is described in [13]. Like the vector
autoregression models, this model simultaneously
projects the four economic series, and does not use
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the cascade structure. It is similar to a multivariate
compound Poisson model and appears to have been
developed from a theory of how the series should
behave in order to create a market equilibrium. For
this reason, it has been named the ‘jump equilibrium’
model.

Some Concluding Comments
The Wilkie investment model was seminal for many
reasons. It has proved sufficiently robust to be still
useful in more or less its original form nearly
20 years after it was first published. The insurers
who adopted the model early, have found that the
insight provided into asset–liability relationships has
proved invaluable in guiding them through difficult
investment conditions. It has brought actuaries to a
new understanding of the risks and sensitivity of
insurance and pension assets and liabilities. (It is
also true that some insurers who were sceptical of
the stochastic approach, and who relied entirely on
deterministic asset–liability projection, are finding
themselves currently (in 2003) having to deal with
investment conditions far more extreme than their
most adverse ‘feasible’ scenarios.)
The work has also generated a new area of
research and development, combining econometrics
and actuarial science. Many models have been developed in the last 10 years. None has been subject to
the level of scrutiny of the Wilkie model, and none
has proved its worth so completely.
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Alternative Risk Transfer
Introduction
The term alternative risk transfer (ART) was originally coined in the United States to describe a variety
of mechanisms that allow companies to finance their
own risks. In recent years the term has acquired
a broader meaning, and ART solutions are now
being developed and marketed in their own right
by many (re)insurance companies and financial
institutions.
To enable us to describe ART, let us first consider
standard risk transfer. In order to avoid tedious repetitions, when using the term insurance, it will also
include reinsurance in what follows.
A standard insurance contract promises compensation to the insured for losses incurred. The circumstances under which a loss will be compensated
and the amount of compensation are defined in the
contract. Specific contract terms vary a great deal,
but a common feature of all insurance is that in
order to be compensable, a loss must be random
in one sense or another. The insurer earns a living by insuring a number of more or less similar
risks and charging each insured a premium that, in
aggregate, should provide sufficient money to pay
for the cost of loss compensation and a profit margin to the insurer. Thus, the insurer acts as a conduit
between the individual risk and a larger pool of similar risks.
A standard financial derivative (see Derivative
Securities) stipulates a payout on the basis of the
value of some underlying asset or pool of assets.
Derivative instruments are customarily used to hedge
(‘insure’) (see Hedging and Risk Management)
against unfavorable changes in the value of the
underlying asset. The payout of a derivative is not
contingent on the circumstances of the buyer and,
in particular, does not depend on the buyer having
incurred a ‘real’ loss. The derivatives exchange acts
as a conduit between the individual investor and the
participants in the financial market.
In addition to insurable risks and hedgeable assets,
the typical company will have a multitude of other
risks that it can neither insure nor hedge against. In
terms of their potential impact on the company should
they materialize, these are often the largest risks. The
risk transfer offered by traditional insurance on the

one hand and financial derivatives on the other, is
piecemeal, often expensive, and generally inefficient.
The purpose of ART solutions is to provide more
efficient risk transfer.
Exactly what constitutes a more efficient risk
transfer depends on the risk involved and the objective one is pursuing. As a result, the many different
solutions that flaunt the label ART, have very little
in common, other than the property that they utilize known techniques from standard reinsurance and
financial instruments in new settings. Swiss Re [1]
makes the following classification of ART solutions:
Captives,
Finite risk reinsurance,
Integrated products,
Multitrigger products,
Contingent capital,
Insurance securitization,
Insurance derivatives;
To this list one might add from Munich Re [2]:
Insuratization, the transfer of noninsurance risk to
insurers.
The following section gives a brief outline of these
solutions.

Forms of ART
Captives
A captive is an insurance or reinsurance vehicle that
belongs to a company that is not active in the insurance industry itself. It mainly insures the risk of its
parent company. Captives are also available for rent.
For all statutory purposes, a captive is a normal
insurance or reinsurance company. Using a captive,
the parent company can increase its retention of highfrequency risk that is uneconomic to insure. Direct
access to the reinsurance market allows the captive
to tailor its retention to the parent company’s needs.
As a result, the parent company retains control of
funds that otherwise would have been used to pay
insurance premiums.
The tax advantage associated with a captive has
become less prominent in recent years, as many
jurisdictions have restricted tax deductibility for premiums paid to a captive.
Groups of companies can form captive structures
like risk-retention groups or purchasing groups in
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order to increase their collective risk retention and
bargaining power.

Finite Risk Reinsurance
The essence of finite risk reinsurance is that the
amount of risk transferred to the reinsurer is limited.
This does not simply mean that there is an aggregate
limit of coverage, as in traditional reinsurance. It
means that the risk is self-financed by the insured
over time.
Attached to a finite risk reinsurance contract will
be an experience account, comprising the accumulated balance since inception of the contract, of
reinsurance premiums,
less reinsurance recoveries,
less fees/expenses deducted by the reinsurer,
plus interest credited (debited) for positive (negative) experience account balances.
At the end of the contract at the latest, the experience account balance will be repaid to the cedant if
it is positive, repaid to the reinsurer if it is negative.
The repayment of the experience account balance can
take several forms.
The simplest form of repayment is through a high
profit commission that becomes payable at the end
of the contract. However, profit commission is not
always suitable, as profit commission is only payable
when the experience account balance is positive –
thus the reinsurer would be left with any negative
balance.
More sophisticated contracts link the contract
parameters for the forthcoming year (priorities, limits,
etc.) to the accumulated experience account balance
from the previous years. More cover is provided if
the experience account balance is positive, less cover
if it is negative. As claims occurring from year to
year are random, this mechanism does not guarantee
that the experience account balance will be returned
to zero, and additional safeguards may have to be
implemented.
Another important distinction in finite reinsurance
contracts is between prefinancing contracts and postfinancing contracts, which refers to the time when the
contract lends financial support to the cedant. A prefinancing contract resembles a loan that the cedant gets
from the reinsurer, to be repaid later. A postfinancing
contract resembles a deposit that the cedant makes
with the reinsurer, to be drawn on at some later time.

Within the general description given above,
finite reinsurance contracts can be proportional or
nonproportional contracts. The cover the contract
provides can be for future claims (prospective) or for
incurred claims (retrospective).
For the cedant, a finite risk reinsurance spreads
the cost of losses over time, in effect, emulating a
flexible, off-balance sheet fluctuation provision. The
finiteness of the risk transfer enables the reinsurer to
cover risks that would be considered to be uninsurable (see Insurability) by a traditional contract.
Most jurisdictions will only allow the cedant to
account for a finite contract as reinsurance if it
transfers a certain minimum level of risk to the
reinsurer; otherwise the cedant will be required to
account for the transaction as a loan (liability) or
deposit (asset), whichever is the case.
One should note in passing, that traditionally, reinsurance has always been based on the ideal of cedants
and reinsurers getting even over time. Reinsurers
would impose stricter terms when they had suffered
losses, or be prepared to offer more generous terms
if previous years had been profitable. Profit commission and sliding-scale commission (see Reinsurance
Pricing) are quite common. Finite risk reinsurance
formalizes this process and obliges both parties to
remain at the table until they are approximately even.

Integrated Products
Integrated multiline products bundle several lines
of insurance into one reinsurance contract. In this
respect, they are similar to, say, comprehensive
homeowners’ insurance that provides cover against
fire, burglary, water, and so on, all in one policy.
In addition, an integrated multiyear contract will
run for more than one year, with an overall limit
on the reinsurer’s liability. Integrated contracts often
have finite risk transfer to allow inclusion of other,
‘noninsurable’ risks.
An integrated multiline, multiyear contract allows
the cedant to hold an overall retention across all
lines, that is in accordance with its total risk capacity.
Smoothing between lines of insurance and calendar
years should also stabilize the results of the reinsurer
and enable him to charge a lower profit margin.
Thus, in theory, integrated multiline, multiyear
reinsurance should be an attractive alternative to the
often fragmentary reinsurance of separate lines with
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different reinsurers and the tedious process of annual
renewals.
In practice, integrated covers have not won much
ground. The compartmentalized organization structure of insurance companies is partly to blame for this
failure because it makes it hard to agree on a reinsurance contract that covers all lines. Another reason for
reluctance is the difficulty in getting more than one
reinsurer to agree to any specifically tailored package;
in order to go down the route of multiline, multiyear
cover, a cedant would normally have to put all its
eggs into one basket (reinsurer), with the credit risk
that entails.

Multitrigger Products
For the shareholders in an insurance company, it does
not matter if the company’s profit is reduced by an
insurance loss or a realized asset loss. Insurers are
known to tolerate much higher loss ratios in times
when investment returns are high, than they could
afford to do in times when investment returns dry
up. This is the fundamental premise of multitrigger
products.
A multitrigger reinsurance contract stipulates that
(at least) two events that must occur in the same year,
if the reinsurer’s liability is to be triggered. The first
event would typically be an insurance loss of some
description, say the loss ratio exceeding an agreed
priority. The second event could be an investment
loss, say a rise in bond yield by a predetermined
number of percentage points. The cedant would be
entitled to claim compensation from the reinsurer
only if both technical results and investment results
are poor. There is, of course, no theoretical limit
to the number and nature of events that could be
combined in this way.
The main benefit of multitrigger reinsurance is
that cover is provided only when the cedant really
needs it. Assuming that every constituent trigger
event has low probability and the events are mutually
independent, the probability of a reinsurance event
becomes very low. This allows cover to be offered at
a lower rate.
Despite their apparent advantages, multitrigger
products have not won a lot of ground yet.

Contingent Capital
Contingent capital is an option, for the insurance
company, to raise debt or equity capital in the event

3

of a severe insurance loss. The main purpose is to
enable the insurance company to continue trading
after a catastrophic event. The defining event could
of course involve a combination of trigger events,
insurance-related as well as investment-related.
Contingent debt is similar to a loan facility with
a bank, with the important distinction that the loan
is available when the company’s fortunes are low
(bank managers tend to get that glazed look when
approached by a borrower in distress).
Contingent equity is essentially a put option of the
insurance company’s own shares at a defined price
that is activated by the catastrophic event.
In both cases, the full insurance loss, after due
recoveries from other reinsurance contracts, remains
with the insurance company. The raising of contingent capital is a purely financial transaction that does
not improve the profit and loss account. Similarly, for
the provider of the contingent capital, the transaction
is a loan or a share purchase without any insurance
loss attached. Thus, the provision of contingent capital is not a transfer of insurance risk. However, the
provider of the capital assumes the credit risk of the
insurance company defaulting later.

Insurance Securitization
Insurance securitization is the direct placement of
insurance risks on the capital market.
Catastrophe bonds are dressed up as debt issued
by an insurance company. However, the coupon payments on the bonds, and sometimes part of the principal repayment, are made contingent to the occurrence
(or rather, nonoccurrence) of a defined, catastrophic
event.
For statutory purposes, and to increase transparency, the issuer of the bond is normally a special
purpose vehicle (SPV) owned by the insurance company. In relation to the capital market, the SPV acts
like any other corporate raiser of debt capital. In
relation to the sponsoring insurance company, the
SPV acts like a reinsurer, providing cover for an
annual reinsurance premium. The reinsurance premium must be sufficient to cover the annual coupon
payments to the bond holders and the cost of running
the SPV.
The definition of the catastrophic event and the
resulting reduction in the coupon and/or principal of
the bond may be linked directly to the loss incurred
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by the sponsoring insurer. However, that approach
presents a moral hazard to the insurance company
and it renders the workings of the bond intransparent
to the outside investors. As always, investors will
punish lack of transparency by demanding a higher
yield.
Therefore, the preferred approach is to link the
reduction in coupon and principal to an objective,
physical index – for example, the earthquake magnitude or the wind velocity. That still leaves the
insurance company holding the basis risk, that is, the
risk of its own experience deviating from that predicted by the index. Unless it is able to carry the basis
risk, it will need to arrange for some supplementary
reinsurance or ART solution.
For insureds and insurance companies alike, the
promise of insurance securitization lies in opening
up a pool of risk capital – the global capital market –
that dwarfs the equity of all reinsurance companies
combined. For proponents of convergence of financial
markets, their promise lies in opening up entirely new
methodologies for pricing catastrophe risks, a notoriously difficult problem for actuaries. For investors,
access to insurance securities augments the range of
investments with a new class that is only weakly correlated with the existing investments, hence promising diversification benefits.

As the index is based on an industry average
loss experience or on a physical measurement, the
insurance company will still have basis risk, that
is, the risk of its own experience deviating from
that predicted by the index. Unless it is able to
carry the basis risk, it will need to arrange for some
supplementary reinsurance or ART solution.
As with insurance bonds, the ultimate risk carrier
of insurance derivatives is the global financial market. Futures and options on loss indices have been
traded on the Chicago Board of Trade since 1992,
but trading is still modest [1].

Benefits of ART
As we have seen above, ART is not one method but
a range of methods that complement the traditional
risk transfer tools of insurance/reinsurance on the one
side, and financial derivatives on the other.
By tailoring a risk transfer to its individual risk
profile, risk capital, and other circumstances, an enterprise or an insurance company can aim to optimize
the use of its own risk capital
–
–

Insurance Derivatives

–

Standard derivatives – options and futures – are
financial instruments whose value is determined by
the performance of an underlying asset or pool of
assets. The value of insurance derivatives is determined by the performance of an insurance-specific
index.
The index can either be based on the total loss
amount for a defined event, or on certain physical
measurements (see Natural Hazards) like windstrength, barometric pressure, or earthquake strength.
The value of the derivative then is calculated as
the value of the index, times a predefined monetary
amount.
An insurance company can partially hedge its
own catastrophe risk by buying a futures or call
option on the corresponding catastrophe index. If
and when the catastrophic event occurs, the value
of the derivative increases, thereby compensating the
insurance company for its own losses.

–
–
–
–
–
–
–

by transferring risk that does not add value (e.g.
run-off of old liabilities);
by retaining risk that is uneconomic to insure
(e.g. high-frequency claims);
by retaining risk that is profitable in the long term
(e.g. equity exposure, long bonds);
by better utilization of its reinsurance capacity
(e.g. reduce overinsurance);
by filling gaps in its existing reinsurance program
(e.g. uninsurable risks);
by tapping into new sources of risk capital (e.g.
the capital market);
by protecting its viability after a major loss;
by stabilizing its profit and loss account;
by improving its solvency and ratings;
and so on.

Not every ART solution delivers all these benefits.
Table 1 reproduced from [1] compares some properties of different ART solutions.

Accounting for ART
All ART solutions are tailor-made, and each needs
to be assessed on its own merits. Therefore, it is
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Source: Reproduced from Sigma 2/1999 with kind permission of Swiss Re.
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impracticable to give a general prescription on how
an ART solution ought to be analyzed or accounted
for. Just a few issues will be mentioned here.
A major issue in relation to a finite risk reinsurance
contract is the question whether there is sufficient
risk transfer to allow the cedant to account for the
contract as reinsurance. If the answer is yes, then reinsurance premiums and recoveries can be accounted
through the cedant’s technical account, and there is no
requirement to recognize the experience account balance as an asset or liability. If the answer is no, then
the insurer must recognize the experience account
balance as a deposit or loan, and the contract will not
improve or smooth the technical account. Under US
GAAP, the Financial Accounting Standard FAS113
(see Accounting) currently sets out the conditions
for recognition as reinsurance.
Another issue is the timing of profits, when undiscounted liabilities are transferred for a discounted
premium. For retrospective cover, that is, cover for
incurred claims, US GAAP requires that the resulting gain be deferred and recognized over the term
of the contract. There exists no comparable restriction for prospective cover, which really is an inconsistency. Such anomalies should, in principle, be
removed by the new international accounting standards (IAS).

When insurance securities and derivatives are
involved, the rules governing accounting of financial
instruments come into play.
Above all, one should remember the rule of putting
substance over form.
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Audit
The economic analysis of audit activity has been
developed over the past couple of decades, principally in the context of financial contracting
(lender–borrower relationship with imperfect information on the borrower’s situation) to prevent the
borrower from defaulting on his reimbursement obligations [15, 21, 36, 38, 39], and in the context of
tax auditing to avoid fiscal evasion [4, 30, 34] (see
also [1] in the context of procurement contract). More
recently, it has been applied to insurance, in particular, to address the phenomenon of insurance fraud
(essentially claims fraud).
In the context of an insurer–policyholder relationship, opportunistic behavior on the policyholder side
(propensity to fraud by misrepresenting claim) arises
because of asymmetric information on the occurrence
and/or magnitude of a damage. An insured can use his
informational advantage about the occurrence and the
magnitude of a loss, either to report a loss that never
happened or to inflate the size of a loss. These opportunistic behaviors are costly to insurers since covering
these false claims amounts to indemnifying policyholders for losses that do not exist. For instance, the
cost of fraud in the United States, according to the
Insurance Information Institute, amounts to between
10 and 20% of either claims, reimbursements, or
premiums.
The usual financial contracting environment
considered when analyzing auditing activity is
the Costly State Verification (CSV) environment
originally developed by Townsend [36], where
agents are assumed to be risk neutral, the audit
is deterministic; verification occurs either with
probability 0 or 1, and the less informed party
commits to auditing. (Alternative assumptions in the
context of financial contracting have been considered
more recently: risk aversion by Winton [41],
stochastic auditing by Krasa and Villamil [27] and
Boyd and Smith [6], heterogeneity (and private
information) about borrower’s type by Boyd and
Smith [5], and multiperiod contracts by Chang [9].)
The CSV paradigm constitutes a particular class
of imperfect information (or agency) models in
economics (sometimes referred to as ex post
moral hazard) where manipulation of information
is possible by the informed party (opportunistic
behavior) and asymmetry of information can be

removed by the uninformed party at a cost
(considered generally as fixed).
The insurance literature, especially the literature
on insurance fraud, makes use of this CSV paradigm
to analyze the impact of possible fraudulent claims on
the design of optimal insurance policies and on the
functioning of insurance markets. In the first section,
we recall the more basic results of CSV models
applied to insurance, focusing on insurance policies.
We then discuss the major limitations of the CSV
paradigm, namely, the commitment assumption: we
expose the impact of removing this assumption on
the design of insurance policies and on the insurance
market and finally consider several solutions to the
no-commitment problem.

The Costly State Verification Paradigm
Applied to Insurance
In CSV models, risk-neutral insurers are assumed to
be able to verify the occurrence and the magnitude
of damages at an audit cost.
The basic assumptions and notations are the following. Consumers are identical in all respects: they
own an initial wealth w0 , are risk-averse (they have
a VNM utility function U (·) increasing and concave
in the final wealth w), and face a random monetary
loss l, defined on [0, l] with a continuous density
function f (l) over (0, l] and discrete in 0, since the
no-loss event may always be reached with a positive
probability.
All policyholders are assumed to have the same
attitude towards insurance fraud. Incontestably, fraudulent behavior affects the design of optimal auditing
schedule. For this reason, the optimal audit schedule
depends on whether policyholders adopt a passive
or an active fraudulent attitude to inflate the size
of claims. Furthermore, two procedures of verification are considered: deterministic auditing (when
claims are verified with certainty or not verified at
all) and stochastic auditing (when claims are verified
randomly).

Deterministic Auditing with Passive Agents
Any policyholder who suffers a loss of an actual magnitude l (l ∈ [0, l]) may decide to claim lc . Agents
can subscribe an insurance contract C = (P , t (·), m),
which specifies, against the payment of a premium P ,
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a level of coverage t, a function of the claimed loss
or the true amount of loss and an auditing procedure,
only characterized by a threshold m in the case of
deterministic auditing:
•

•

If lc > m, the claim is always audited, in which
case the actual amount of loss l is perfectly
observed, and the payment is then

(i.e. if the policyholder
t (l) if lc = l



reports the true amount

of loss)


(i.e. if the policyholder

 0 if the audit
misreports his loss)
reveals lc > l
If lc ≤ m, the claim is never audited, and the
payment is then t (lc ).

By assuming that the verification cost of claims
(also called audit cost or monitoring cost) is exogenous (equal to c whatever lc > m), we consider two
different assumptions about the observability by the
insurer of the occurrence and the magnitude of losses
suffered by insurees.
Assumption 1. Occurrence and magnitude of losses
are not observable by the insurer but are perfectly
verifiable through an exogenous costly audit.
The revelation principle, according to which
one can restrict attention to contract requiring the
announcement of an amount of loss and in which
telling the truth is always optimal, applies [36].
Moreover, given the insurees’ utility function is
concave, it is optimal for the insurer to provide the
flat minimal coverage for low-claimed losses and the
maximal coverage for high-claimed losses. Following
Townsend [36], Gollier [22] shows that
Under deterministic auditing, if the insurer has
no information at all about the loss incurred by the
insured, the optimal contract offers:
–

–

a partial coverage for the claims that exceed the
threshold m, i.e. t (l) = l − k whenever l > m,
with 0 < k < m;
no coverage for the claims inferior to m, i.e.
t (lc ) = 0 whenever lc ≤ m.

This optimal contract prevents any policyholder
from misrepresenting his loss amount since there
is no incentive for insurees to claim more than
their actual loss. Indeed, in the no-verification region

(when the actual loss is inferior to m), to claim lc such
that lc > m > l will cancel the reimbursement under
perfect auditing, and to claim lc such that m > lc > l
provides the insurees a zero payment anyway. Moreover, to claim lc > l when the actual loss belongs to
the verification region is not interesting for insurees
since the monitoring process perfectly reveals ex post
the true level of damages. As a consequence, no fraud
occurs under this auditing process.
Assumption 2. The insurer observes perfectly the
occurrence of a loss but not the magnitude, unless he
verifies it through an exogenous costly audit.
This other informational structure in which the
insurer can distinguish the event l = 0 from l > 0
is not a particular case of Assumption 1. Bond and
Crocker [3] show that the optimal coverage schedule
is modified only when the occurrence of loss is
observable:
Under deterministic auditing, if the insurer has
no information at all about the loss incurred by the
insured, the optimal contract offers:
–
–
–

a full coverage for the claims that exceed the
threshold m, i.e. t (l) = l whenever l > m;
no coverage in case of no-loss, i.e. t (l) = 0 when
l = 0;
a flat coverage for the claims inferior to m, i.e.
t (lc ) = t1 whenever lc ≤ m.

This auditing process implies that the insurance
contract undercompensates amounts of loss belonging to ]t1 , m] and overcompensates amounts of loss
belonging to ]0, t1 [. Thus, the revelation principle
applies whatever the level of losses and no fraudulent behavior exists at equilibrium. In contrast to the
auditing process under Assumption 1, a positive payment for losses inferior to the threshold m is optimal
under Assumption 2. Indeed, policyholders suffering
no damage cannot claim a positive amount of loss in
order to receive the lump sum t1 . In other words, the
lump sum t1 is a kind of reward for telling the truth.
When both occurrence and magnitude are not observable (Assumption 1), abandoning a positive payment
for any policyholder who suffered a loss inferior to
m (even null) is no more possible for insurers.

Deterministic Auditing with Active Agents
In contrast to the precedent ‘passive’ individual
behavior, policyholders here adopt an ‘active’
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fraudulent behavior in order to inflate the size
of claims. Two main assumptions are considered:
first (Assumption 3), the auditing cost is ever
exogenous (no-manipulation of audit cost) and
second (Assumptions 4 and 5), this cost is
endogenous because the policyholders can falsify
damages to make the monitoring activity more
difficult (manipulation of audit cost). When the cost
is endogenous, it can be perfectly (Assumption 4) or
imperfectly (Assumption 5) observed by insurer.

Assumption 3. Occurrence and magnitude of losses
are not observable but perfectly verifiable by the
insurer through an exogenous costly audit, and policyholders can intentionally create extra damages.
The auditing process described under Assumption
1 is no longer optimal when policyholders can adopt
the ‘active’ fraudulent behavior of falsification of
claims. Under this process, insurees receive a partial
reimbursement t (l) = l − k (with 0 < k < m) for the
audited claims exceeding a threshold m. Picard [32]
shows that fraud will occur under this process due
to the discontinuity in the optimal payment schedule. Indeed, after suffering some initial damage l
near the threshold m, it is in the interest of a policyholder to create a further damage in order to attain a
total amount of damages (initial plus extra damages)
superior to m. If insurers cannot distinguish extra
damage from initial damage, opportunistic fraudulent behavior will occur as long as this discontinuity
exists. According to Picard, this behavior is frequent
in practice (middlemen such as repairers, health care
providers, and attorneys, for instance, are in a position to allow policyholders to increase the cost of
damages, in order to exceed the threshold) and would
explain why the auditing schedule with discontinuity
never exists in insurance markets.
Following Huberman, Mayers, and Smith [25],
Picard [32] then proves that
Under deterministic auditing, when in addition to
Assumption 1 policyholders can intentionally create
extra damages, the optimal contract is a straight
deductible, that is, is such that the optimal payment
is t (l) = Sup{0, l − m} with m > 0.
Notice that under the assumption that insurers cannot distinguish extra from initial damages, fraudulent
behaviors would not arise when the collusion with
middlemen is too costly for policyholders.
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Assumption 4. Audit costs can be manipulated by
policyholders (endogenous audit costs) and are perfectly observed by insurers.
In addition to Assumption 3, policyholders are
here assumed to expend resources e in order to
make the verification of damages more difficult, that
is, in order to increase the audit cost. Particularly,
in [3], once a damage has occurred, a policyholder
may try to falsify the damages by expending e0 or
e1 , with e0 < e1 , which randomly affects the audit
cost, taking two levels cH and cL with cH > cL . The
cost of monitoring is an increasing function in e: e1
generates more likely a high audit cost cH than e0 .
Insurers are assumed to distinguish the event l = 0
from l > 0 (this assumption implies no insurance
in the case of no-loss). However, since Bond and
Crocker assume that the actual audit cost is verifiable,
the insurance contract (coverage schedule and the
verification region) is contingent to this audit cost.
Following the authors,
Under the constraint that the policyholders do not
engage in manipulation of audit cost whatever their
loss, the optimal contract involves that
–

–

policyholders with a high audit cost are audited
in a verification region (mH < l ≤ l) and receive
after audit a full coverage tH (l) = l; otherwise,
they receive a lump sum tH (lc ) = tH for any claim
lc belonging to the no-verification region ]0, mH ];
policyholders with a low audit cost are never
audited: they receive a full coverage tL (lc ) = lc
for claims such that l˜ ≤ lc ≤ l, and more than
full insurance tL (lc ) > l for claims such that 0 <
l.
lc < 

Notice that, in this optimal no-manipulation
insurance contract, small claims are generously
overcompensated whatever the audit cost, to prevent
manipulation of audit cost, despite the fact
that this overcompensating is costly for insurers.
However, Bond and Crocker show for a second
time that the optimal schedule may allow some
degree of manipulation, namely, in cases where
overcompensating lower losses is very costly.
Assumption 5. Audit costs can be manipulated
by policyholders (endogenous audit costs), but are
imperfectly observed by insurers (moral hazard).
If the insurer is not able to observe the cost
incurred by his auditor, a phenomenon of moral

4

Audit

hazard occurs. The policyholder is then incited to
exaggerate claims (by falsification of the amount of
loss) for a supplementary motive linked to moral
hazard.
Picard [32] relaxes the strong assumption of an
audit cost perfectly observed by insurers and considers that the magnitude of damages is observed at cost
ca once an audit is carried out. Moreover, insurers
cannot observe whether a damage has occurred.
Since the insurer does not observe the audit
cost, the optimal contract can no longer be made
contingent to the audit cost, in contrast to Bond
and Crocker’s model. Moreover, the auditor is very
important in this context. The policyholder, after suffering a loss l, reports a claim lc ∈ [0, l] and engages
in actions e ≥ 0 that make the information about the
true loss more ambiguous. Then, if the claim belongs
to the verification region, the policyholder is audited:
the auditor observes the true value of the loss l and
reports la = l < lc to the insurer if the policyholder
has manipulated the audit cost, or la = l = lc otherwise. In the first case, the auditor’s cost is ca + be,
with be the cost of eliciting information (b being a
positive parameter that characterizes the manipulation
technology). In the second case, the auditor’s cost is
simply ca .
In this context, the optimal schedule must now
induce the auditor to increase his effort to gather verifiable information about fraudulent claims. For this
reason, auditor’s fees are introduced in the model
with moral hazard for the auditor’s participation constraint to be satisfied. Picard proves that
Under assumption 5, if the auditor is risk-averse,
the optimal contract is a deductible contract for low
amounts of damages and a coinsurance contract for
higher amounts of damages. Moreover, the auditor’s
fees are constant in the no-verification region and a
decreasing linear function of the size of the claim in
the verification region.
Moral hazard makes it impossible for the policyholder to be fully insured in this schedule, given
the auditor’s incentive constraint arising from the
assumption of asymmetric information on the audit
cost. Notice that when the auditor is infinitely riskaverse, the optimal contract involves a ceiling on
coverage and at the other extreme, when the auditor is risk-neutral, the optimal contract is a straight
deductible.
In this section, we have focused on CSV models that assume it is always possible for the insurer

to verify the actual magnitude of damages. However, another strand of the literature on insurance
fraud uses the CSF (Costly State Falsification) environment where the building-up of claims makes the
occurrence and the actual magnitude of damages
too costly to verify (the monitoring costs are prohibitive) (for more details on CSF, see [28] and [33]).
Crocker and Morgan [12] analyze a model in which
policyholders are able to expend resources to falsify their damages so that no verification is possible.
The optimal auditing schedule involves overinsurance
of small amounts of losses and partial insurance of
large losses. More importantly, the optimal schedule
predicts some degree of fraud at equilibrium. Some
empirical works have tested this theoretical prediction, [13, 14, 16].

Stochastic Auditing
When the audit is deterministic, verification occurs
either with probability 0 or 1. In contrast, under
stochastic auditing, claims are verified randomly.
As suggested by Townsend [36], Mookherjee and
Png [30] show that random auditing can dominate
the deterministic process. Deterministic auditing is
restrictive according to Mookherjee and Png: even
though the use of a deterministic verification makes
the insurer’s audit process more credible, a trade-off
exists between auditing only the higher claims and
auditing randomly, a region more widespread with
filed losses. In a CSV setting, Mookherjee and Png
prove that the optimal auditing process is random
if the policyholder can be penalized in the case of
misreporting detected by monitoring, but leaves open
the issues on the coverage schedule and the relation between the audit probability and the size of
claims. In an extension of the Mookherjee and Png’s
model, Fagart and Picard [19] focus on these issues.
They give a characterization of the optimal random
process under the assumption that agents have a constant absolute risk aversion, in order to eliminate the
wealth effects. Under random auditing, no coverage
is offered by the insurer for small claims. Otherwise,
for damages exceeding some threshold, it is optimal
to provide a constant deductible to which a vanishing deductible is added only for the claims that are
not verified. Consequently, the deductible is lower
for a verified claim than for an unverified claim,
and the difference diminishes and tends to zero when
the magnitude of the loss goes to infinity. Moreover,
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Fagart and Picard show that the probability of audit is
increasing in the level of the loss (0 when no loss is
claimed, and then increasing in the size of the damage
with a limit inferior to 1).

On the Implementation of an Audit Policy
Insurance fraud has long been considered by the
industry as a fate. A recent change in viewpoint arises
with the necessity to manage insurance fraud (see
the white paper on insurance fraud [37]). However,
insurance fraud is complex in nature, and detecting
it as well as measuring it is difficult. In particular,
the efficacy of audit to deter fraud depends on the
verifiability of the magnitude of the loss which is
easier, for instance, in the case of property damage
from fire or flood than for settings in which the nature
of the injury cannot be diagnosed with certainty, such
as in the case of pain resulting from back or neck
injuries. Also, insurers encounter great difficulties
in committing to an audit frequency, because the
monitoring activity is a major source of costs for
them. These costs include the cost of claim adjusters,
investigators, and lawyers.
From a theoretical point of view, the main criticism is regarding the CSV paradigm. This environment presumes that the insurer will commit to the
audit policy, and that the contract is such that the
insurer has no incentive to engage in auditing ex post.
Since the optimal contract induces the policyholder
not to make fraudulent claims, from an ex post perspective, the insurer has no incentive to audit and
will prefer to save on audit cost. (This holds as long
as reputation is not important and the relationship
is short-term in nature.) Under the no-commitment
assumption, the optimal contract is modified in the
following way: the optimal contract must be such
that incentives are given to the policyholder not to
report fraudulent claims and incentives are given to
the insurer to audit. Without commitment, the auditing strategy has to be the best response to opportunist
fraud strategy. (Several studies not applied to insurance exist where the commitment of the uninformed
party is not presumed [18, 23, 24, 34], and where
attention is focused on the costly auditing game.
Khalil [26] and Choe [10] address, in addition, the
problem of contract design. The main result is that
audit occurs with a positive probability (mixed strategy equilibrium in the audit-fraud game) and stochastic auditing arises in equilibrium. Stochastic auditing
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is endogenous and is driven by the no-commitment
assumption.)

No-commitment, Insurance Contract, and the
Functioning of Insurance Market
Boyer [8] proposes to reexamine the contract design
under CSV with the assumption that the insurer
cannot commit credibly to an audit strategy. He
considers an economy where policyholders are riskaverse with the additional assumption that they are

prudent (U > 0), while insurers are risk-neutral and
act on a competitive market. The occurrence of an
accident is common knowledge and the distribution
of losses is discrete (T -point distribution) so that
there are T + 1 possible states of nature. Two types
of deadweight costs are assumed in this economy:
the cost of perfect audit that is considered as fixed
and a fixed penalty for policyholders in case of
fraud (in case of fraud, it is assumed that the insurer
still compensates as if the policyholder had told the
truth).
Boyer first characterizes one possible audit-game
equilibrium under several assumptions regarding the
shape of the insurance contract and then derives the
optimal insurance contract. Assuming that (1) the
no-auditing region is at the lower end of the distribution of losses, (2) a fixed amount will be paid
for all claimed losses that are not audited, and (3)
the payment does not decrease as the reported loss
increases, Boyer establishes that at a possible equilibrium, the optimal behavior for the insurer is not to
audit losses at the lower end of the distribution and
to audit with some positive probability at the upper
end of the distribution. For the policyholders, the
optimal behavior is to report the highest nonaudited
loss in the no-auditing region and to tell the truth in
the audit region. The agent who suffers the highest
nonaudited possible loss is indifferent to telling the
truth and reporting any loss above; only one type
of agent will ever commit fraud in the economy.
The optimal insurance contract that consists of a premium and a transfer in case of a loss is such that
higher losses are overcompensated while lower losses
are, on average, undercompensated. The amount by
which higher losses are overcompensated decreases
as the loss increases. And the amount of over- and
undercompensation is such that the expected marginal
utility of the policyholder in the accident state is
equal to the marginal utility in the no-accident state
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(i.e. the contract allows full insurance but it does
not perfectly smooth the policyholder’s income. A
contract that provides full insurance to the policyholder and perfect income smoothing is one in
which the policyholder obtains the same expected
marginal utility in every state). However, with a high
enough proportional premium loading factor, no
overcompensation ever occurs. With this loading factor, that corresponds to the deadweight cost of buying
insurance, the optimal contract features traditional
insurance instruments: the optimal contract may be
represented by a deductible in the no-auditing region
(payment set arbitrarily close to zero), a lump-sum
payment, and a coinsurance provision (a compensation less than the actual loss that increases but at a
slower rate than the loss) at higher levels of losses.
This contradicts the popular view that deductible and
coinsurance provisions are not optimal ways to control insurance fraud [16].
Picard [31] addresses the credibility issue associated with a monitoring activity, using a model with
adverse selection features in which policyholders
may be either opportunist or honest and the insurer
has private information about the type of the policyholder. A loss of a given size may or may not occur;
under this assumption, a fraudulent claim corresponds
to a reported loss that does not exist (which is distinct
from insurance fraud buildup). Insurers audit claims
with a probability and the cost of audit is considered
as fixed (independent of the probability of auditing).
When a fraudulent claim is found, the policyholder
receives no coverage and has to pay a fine that may
depend on the characteristics of the insurance contract. Insurance policies are traded in a competitive
market with free entry.
Picard provides a characterization of the auditgame equilibrium (under both assumptions of
commitment and no-commitment) and of the
insurance market equilibrium. Under the nocommitment assumption, stochastic auditing arises
and opportunist policyholders commit fraud with a
positive probability: at equilibrium, there must be
some degree of fraud for an audit policy to be
credible. (Picard [31] shows that there is also fraud
at equilibrium under the commitment assumption
when the proportion of opportunists is low enough.)
The analysis of the market equilibrium follows the
approach of Wilson [40] where a market equilibrium
is defined as a set of profitable contracts such that
no insurer can offer another contract, which remains

profitable after other insurers have withdrawn all
nonprofitable contracts in reaction to the offer.
Considering that both types of policyholders are
uniformly distributed among the best contracts, it is
shown that the inability of the insurer to commit
to an audit policy entails a market inefficiency that
corresponds to a market breakdown. As fraud exists
at equilibrium, insurance costs are increased and
these costs could be so high (in particular, when
the proportion of opportunists is high enough) that
agents prefer not to take out an insurance policy at
equilibrium.

Solutions to the No-Commitment Problem
As emphasized above, insurers’ inability to commit
credibly to an audit activity causes inevitable market
inefficiencies. One possibility for insurers to increase
their commitment to audit is to delegate auditing
responsibilities to an independent agent in charge of
investigating claims (for an economic analysis of the
delegation of audit services to an external agent in
settings other than insurance, see [20, 29]). As this
external agent may be faced with the same commitment problem, signing an incentive contract could
induce the auditor to tough monitoring. Audit services can also be delegated to a common agency, such
as the State Insurance Fraud Bureaus in the United
States (see Coalition Against Insurance Fraud [11],
for a description of the recent activity of these agencies) that is used by all the industry. Boyer [7] analyzes the impact of such an agency, in charge of all
fraud investigations, on the level of fraud. Considering an economy with two types of insurers, those
with a high cost of audit and those with a low cost
of audit, he shows that the creation of an insurance
fraud bureau with the cost of audit corresponding to
the average cost of the economy may increase fraud,
provided that the probability of fraud is not convex in the cost of audit. This higher level of fraud
corresponds to the premium that has to be paid by
policyholders for removing the uncertainty regarding
the audit cost of insurers. Also, centralizing insurance fraud investigation may be Pareto improving:
for sufficiently low cost of audit of the agency, the
expected utility of policyholders is increased when
the agency takes care of the fraud detection compared to a situation in which insurers are in charge
of fraud investigations.

Audit
The external party involved may have other functions. It could, for instance, participate in the financing of the monitoring policy of the insurers’ industry
without being in charge of the audit decision-making.
Picard [31] investigates the impact of transferring
audit costs to a budget balanced common agency.
The role of the common agency, financed by lump
sum participation fees, is thus to subsidize audit
costs. He shows that this mechanism mitigates the
commitment problem and the market inefficiency
(insurance market breakdown) may even be overcome if there is no asymmetric information between
the agency and the insurers about audit costs. To
some extent, audit subsidization can lead to greater
efficiency of insurance markets. (In the same spirit
but focusing on the issue of quality of audit activities, Boccard and Legros [2] show that a centralized
audit agency, created in a cooperative fashion by
the insurance industry, can be welfare improving
when the insurance market exhibits an intermediate
degree of competition). Another function of the external party may be to transfer information on claims.
Schiller [35] analyzes the impact of fraud detection
systems supplied by an external third party on the
auditing activity and the equilibrium insurance contract. The type of fraud considered corresponds to the
report of a loss that never occurred. A fraud detection system provides indirect information on the true
state of the world. This is an exogenous statistical
information on fraud that the policyholder is unable
to influence and which helps insurers formulate fraud
beliefs. This information allows insurers to concentrate their audit activity on suspicious claims (rather
than consider all claims). Schiller shows that the
informative fraud detection system is welfare improving because the fraud probability as well as the insurance premium are reduced, compared to the situation
without fraud systems. And the equilibrium insurance
contract entails overcompensation (i.e. an indemnity
greater than the loss) as higher the coverage, lower
the fraud probability, but this overcompensation is
reduced compared to the situation without information systems. Finally, insurers may have recourse to
an external party specialized in claims auditing pattern. Dionne, Giuliano, and Picard [17] derive the
optimal investigation strategy of an insurer in a context similar to Schiller: The type of fraud considered
corresponds to the report of a loss that never occurred
and when a policyholder files a claim, the insurer
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privately perceives a claim-related signal that cannot be controlled by the defrauder. The investigation
strategy of an insurer then consists in the decision
(probability) to channel suspicious claims toward a
Special Investigation Unit (SIU) that performs perfect audits. The decision of insurers is based on an
optimal threshold suspicion index, above which all
claims are transmitted to the SIU.
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Aviation Insurance
Coverage Description
Aviation Insurance has been part of the insurance
landscape since 1822, when the New York Supreme
Court held a balloonist liable for crop damage in a
descent to a private garden. With US direct written
premium in excess of $1 billion for 2001 [4], this
important coverage has allowed air transportation to
reach the position it currently holds in the commercial
life of the world [1]. The horrific events of September
11, 2001 underscore the need for aviation insurance.
The liability of aircraft owners and operators has
been influenced by common-law principles, which
hold that ‘properly handled by a competent pilot
exercising reasonable care, an airplane is not an inherently dangerous instrument, so that in the absence
of statute, the ordinary (common-law) rules of negligence control’. Through statutory modifications,
treaty, and private agreement, absolute liability is
imposed upon commercial airlines for accidents in
international flights. The Warsaw Convention, a treaty
applicable to passenger injury and death in ‘international’ air transportation, established limitations on
the recoverable amounts. The Montreal Agreement
of 1966, responding to US concerns regarding the
low levels (in 1966 dollars) of recoveries, increased
the liability limit to $75 000 for a passenger’s bodily
injury or death. Absolute liability on the air carrier
is imposed, but the amount of liability is not limited absolutely owing to an ‘escape’ provision. Other
agreements have increased liability limits over time
to the current $100 000 limit.
US domestic transportation is not governed by a
Warsaw Convention type of compensation system.
A duty of care to use the ‘highest degree of care
consistent with the mode of conveyance used’ permits
recoveries that can generate true catastrophic levels.
Other ‘aviation’ exposures include additional liability exposures not unique to aviation. Airport owners and operators are exposed to maintenance of
runways, hangarkeeping, aircraft refueling and defueling, and firefighting. Aircraft products liability, as a
result of alleged defective products of airframe managers and component parts suppliers, arises because
of failure to exercise due care in the design, construction, testing or proper instructions for use.

Given these diverse liability exposures (see Liability Insurance), the aircraft hull and liability policy
is usually written on a combined form. Major clients,
airlines, and large users of corporate aircraft, called
industrial aid risks often have manuscripted policies to meet the unique needs of particular insureds.
The hull protection, a first party protection, and the
liability policy, protecting against third party liability, is similar to the property and liability coverages
(see Non-life Insurance) for automobile insurers
(see Automobile Insurance, Private; Automobile
Insurance, Commercial).
Since the 1950s, satellite insurance has been a significant component of aviation insurance, with late
1990s premiums in excess of billions of dollars to
cover the high cost of replacement [3]. Until the early
1980s, most satellites were launched by governments,
which most often chose to self-insure the coverages.
With the growth of commercial satellites in the 1980s,
the demand for private insurance increased. Satellite liabilities for losses that have already occurred
is a small portion of the total coverage, as most
direct losses are known, reported, and paid within
a short period of time. Unearned premium reserves
(see Reserving in Non-life Insurance) are the greatest portion of reserves recorded for active satellite
insurers, as contracts are written well in advance of
the launch. For that reason, premium collection is
delayed often for several years.

Aviation Insurance Markets
Many markets exist for insuring aviation exposures,
although this specialty line of business is not directly
written by many major carriers due to the catastrophic
nature of the coverage. Some markets are managed by
professional aviation underwriters, voluntary ‘groups’
or ‘pools’ (see Pooling in Insurance), composed of
groups of insurers participating on a joint and several basis in the joint insurance. With high limits (as
high as billion dollar limits) needed for the coverage, shares of the exposures are often ceded by the
direct insurer through treaty or facultative policies
(see Reinsurance Forms).

Data and Actuarial Reserving Methods
Underwriting year and accident year loss data are
most often available for aviation insurance, and
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available for actuarial analysis. For the satellite insurance described above, report-year development is also
used, given the fast reporting of the satellite losses.
Owing to the low frequency, high severity nature
of many aircraft products liability exposures, the London market has underwritten a significant amount of
aviation insurance, with data collected on an ‘account
year’ basis [2], that is, for all risks written in a particular accounting year. Written premiums, earned
premiums, and paid and reported losses are often
available for actuarial review. Claim count data is
most often not available because of the way business is often placed in the market. For example, if a
syndicate reinsures excess insurance (see Excess-ofloss Reinsurance) of a large direct writer, counting
each contract for which a loss has been notified is
misleading.
There are some types of aircraft exposures in
which the exposure to catastrophe varies. For example, the reporting patterns of losses for small jet
engine manufacturers may be faster than large equipment manufacturers. For that reason, homogeneity
grouping is often required by the actuary when analyzing loss patterns.
For aircraft liability losses, incurred and paid
development methods (chain-ladder approaches), as
well as incurred and paid Bornhuetter–Ferguson
methods, are frequently used. Actuaries in the London market have used an ultimate loss ratio approach,
with curve fitting techniques used to fit development
for each account year [5].

Exposure Bases
Similar to other product liability coverages, aviation
products liability exposure bases are often aircraft
sales, collected through underwriting submissions.
Units in service is also used as an exposure method,
which can be a better match with the true exposure,
as units could be in service long after the products
have been sold. For the hull coverages, the insured
value of the physical contents, similar to property
insurance (see Property Insurance – Personal), is
the exposure base.

business as other commercial lines of business. Owing
to the catastrophic nature of the coverages, the exposure to underwriting cycles is as severe for this
line of business. However, the nature of the actuarial exposures suggests that the actuary break down
the analyzed exposure into true catastrophic components and noncatastrophic burning layer elements (see
Burning Cost).
For rating methods, general experience-rating
techniques based on past observed experience are
readily adaptable for aviation insurance. Pure premium rates can be derived to estimate future policy
period costs limited to per-occurrence limits chosen
by the actuary. Given the lack of full credibility
of the exposures, actuarial formulas for credibility
(see Credibility Theory), based upon a review of
the data, can be adopted with good success. The
complement of credibility can be assigned to the
overall rate for the reviewed coverages, based upon
longer-term trends of five to seven years. The catastrophe loss element, defined as losses in excess of
the per-occurrence limit up to total policy limits,
can be implemented through the use of an increased
limits table constructed from the observed size of
loss experience.
Three common methods for the catastrophic element [6] of the coverages are simulation methods,
burning cost rating and exposure rating. Loss simulation methods (see Stochastic Simulation), which
involve determining the frequency and severity components of the exposures, also provide confidence
level funding amounts. Burning cost rating involves
determination of rates based upon actuarial experience, with the actuary evaluating loss frequency,
indexation for past trend levels, changes in policy
conditions, and changes in retentions. Exposure rating is used for relatively new areas and covers, with
the following three steps:
1. Establishing a catastrophe estimated maximum
loss
2. Establishing a catastrophe premium
3. Selecting a total loss distribution curve.
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Bernoulli Family

Jacob Bernoulli

Bernoulli Family
The Bernoulli family from Basel, Switzerland, has
among its members, jurists, mathematicians, scientists, doctors, politicians, and so on. Many of them
left a mark on the development of their specific
discipline while some have been excelling in more
than one area. Below is a small excerpt from the
Bernoulli family pedigree. Four of the Bernoulli’s
(boldfaced in the excerpt) have contributed to probability theory in general and to actuarial science more
specifically (see Figure 1). We highlight their main
achievements but restrict ourselves as much as possible to issues that are relevant to actuarial science.
Excellent surveys of the early history of probability and statistics can be found in [9, 17, 18]. For
collections of historical papers on history and the role
played by the Bernoullis, see [14, 16, 19]. A wealth
of historical facts related to actuarial science can be
found in [20]. For information on the Bernoulli family, see [12]. For extensive biographies of all but
one of the Bernoulli’s mentioned below, see [10].
Alternatively, easily accessible information is available on different websites, for example, http://wwwgap.dcs.st-and.uk/ history/Mathematicians

In 1676, Jacob received his first university degree
in theology. After travelling extensively through
Switzerland, France, the Netherlands, and England,
he returned to Basel in 1683 to lecture on experimental physics. Four years later, he became professor of
mathematics at the University of Basel and he held
this position until his death in 1705. For an extensive
biography of Jacob Bernoulli, see [16].
Jacob made fundamental contributions to mechanics, astronomy, the calculus of variations, real analysis, and so on. We will focus on his achievements
in probability theory, collected in volume 3 of his
opera omnia [6]. The residue of his work in this area
can be found in the renowned Ars Conjectandi [5].
When Jacob died in 1705, the manuscript of the Ars
Conjectandi was almost completed. Owing to family quarrels, the publication was postponed. Thanks
to the stimulus of Montmort (1678–1719), the book
finally appeared in 1713 with a preface of Nicholas
Bernoulli, a son of Jacob’s brother Nicholas.
In summary, the Ars Conjectandi contains (i) an
annotated version of [11], (ii) a treatment of permutations and combinations from combinatorics, (iii)
studies on a variety of games and (iv) an unachieved
fourth and closing chapter on applications of his
theories to civil, moral, and economic affairs. The
first three chapters can be considered as an excellent

The Bernoulli family
Nicholas
1623−1708

Jacob
27.12.1654−16.8.1705

Nicholas
1662−1716

Johann
6.8.1667−1.1.1748

Nicholas (I)
21.10.1687−28.11.1759

Nicholas (II)
1695−1726
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treatise on the calculus of chance, with full proofs
and numerous examples.
Jacob was the first scientist to make a distinction
between probabilities that could be calculated explicitly from basic principles and probabilities that were
obtained from relative frequencies. He also expanded
on some of the philosophical issues related to probabilistic concepts like contingency and moral certainty.
Of course, Jacob’s main contribution has been the
first correct proof of (what we now call) the weak
law of large numbers (see Probability Theory),
proved in the fourth chapter. In current terminology,
this theorem states essentially that the relative frequency of the number of successes in independent
Bernoulli trials converges in probability to the probability of success. The influence of this basic result
on the development of probability and statistics can
hardly be overstated. For an in-depth discussion of
Bernoulli’s theorem, see [17]. Let us also mention
that Jacob was the first mathematician to use infinite
series in the solution of a probability problem.

Johann Bernoulli
Jacob taught his younger brother, Johann, mathematics during the latter’s medical studies. Together
they worked through the manuscripts of Leibniz
(1646–1716) on the newly developed integral calculus. After collaborating for many years on the same
problems, the brothers became hostile towards each
other, bombarding each other with insults and open
problems. In 1695, Johann was appointed professor
of mathematics at the University of Groningen, the
Netherlands. He returned to Basel in 1705 to succeed
his brother as professor of mathematics. For a more
extensive biography, see [16].
Johann’s main contributions are in the areas of
real analysis, astronomy, mechanics, hydrodynamics, and experimental physics. He also took part in
correspondence on probabilistic questions with his
nephew Nicholas and Montmort. Perhaps his best
known result in probability theory is the analytic solution of the problem of points for the case in which
both players do not have the same chance of winning.

Nicholas Bernoulli
After obtaining a master’s degree under Jacob in
mathematics in 1704, Nicholas received his doctorate

in law at the age of 21. His thesis might be considered
as a partial realization of Jacob’s intention to give
applications of the Ars Conjectandi to legal issues.
Below, we treat some of his results in more detail.
Apart from them, he discusses lotteries, marine
insurance, and reliability of witnesses in court cases.
The importance of the contributions of Nicholas,
this nephew of Jacob and Johann, in actuarial sciences
at large, can hardly be overestimated. We hint at a
number of highlights from his contributions.
A first life table was included in a review of
Graunt’s book, Observations made upon the Bills of
Mortality as it appeared in the Journal des Sçavans
in 1666. This lead to the question of calculating
the chance for a person of a specific age x to die
at the age x + y. Apart from his uncle Jacob and
the brothers Huygens, Nicholas also got interested
in this problem and treated it in his thesis De Usu
Artis Conjectandi in Jure, a clear reference to Jacob’s
work.
He also treated there the problem of deciding
legally when an absent person could be considered
dead, an important issue when deciding what to do
with the person’s legacy.
An issue with some relevance towards demography that has been at the origin of lots of disputes
among scientists and theologians was the stability
of the sex ratio, indicating a surplus of males over
females in early population data. This problem originated from a paper by Arbuthnot [2], in which he
claimed to demonstrate that the sex ratio at birth was
governed by divine providence rather than by chance.
As stated by Hald [9], Nicholas stressed the need to
estimate the probability of a male birth, compared this
to what might be expected from a binomial distribution (see Discrete Parametric Distributions), and
looked for a large sample approximation. In a certain
sense, his approach was a forerunner of a significance
test.
Nicholas contributed substantially to life insurance mathematics as well. In Chapter 5 of his thesis,
he calculates the present value of an annuity certain (see Present Values and Accumulations). In
Chapter 4, he illustrates by example (as de Witt
and Halley did before him) how the price of a life
annuity has to depend on the age and health of the
annuitant.
In the years 1712 to 1713, Nicholas traveled in
the Netherlands, and in England where he met de
Moivre (1667–1754) and Newton (1642–1727) and
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in France where he became a close friend of Montmort (1678–1719). Inspired by the game of tennis,
Nicholas also considered problems that would now
be classified under discrete random walk theory or
ruin theory. Such problems were highly popular
among scientists like Montmort and Johann Bernoulli
with whom Nicholas had an intense correspondence.
Issues like the probability of ruin and the duration
of a game until ruin are treated mainly by recursion
relations. The latter procedure had been introduced
by Christian Huygens in [11].
In the correspondence, Nicholas also treats a card
game Her, for which he develops a type of minimax strategy, a forerunner of standard procedures
from game theory (see Cooperative Game Theory;
Noncooperative Game Theory). He also poses five
problems to Montmort, the fifth of which is known
as the St. Petersburg Paradox. See below for Daniel
Bernoulli’s contribution to its solution.
It remains a riddle why Nicholas suddenly left
the probability scene at the age of 26. In 1716, he
became a mathematics professor in Padua, Italy, but
he returned to Basel to become professor of logic in
1722 and professor of law in 1731. For a biography,
see [21].

Daniel Bernoulli
Born in Groningen, Daniel returned with the family to
Basel in 1705 where his father filled the mathematics
chair of his uncle Jacob. After studying in Heidelberg
and Strassbourg, he returned to Basel in 1720 to
complete his doctorate in medicine. In 1725, he was
appointed at St. Petersburg together with his older
brother Nicholas (1695–1726), who unfortunately
died the next year. Later Daniel returned to Basel
to teach botany.
While his major field of expertise has been hydrodynamics, Daniel made two important contributions
to probabilistic thinking. First of all, in 1738 he published the paper [3] that introduces the concept of
utility theory. Because of the place of publication,
the tackled problem is known under the name of St.
Petersburg Paradox. The problem deals with a game
where a coin is tossed until it shows heads. If the
head appears at the nth toss a prize of 2n−1 is paid.
The expected gain is then
 n
∞

n−1 1
2
= ∞,
(1)
2
n=1

3

yet all payoffs are finite. This was considered a
paradox. Nicholas tried to resolve the paradox by
suggesting that small probabilities should be taken to
be zero. Daniel however reasoned that to a gambler,
the value or utility of a small amount of money is
inversely proportional to the amount he already has.
So, an increase by dx in money causes du = k dx
x
in increased utility. Hence the utility function for the
game should be u(x) = k log x + c. If the gambler
starts with an amount a and pays x to play one game,
then his fortune will be a − x + 2n−1 , if the game
lasts n trials. His expected utility is therefore
 
∞

 1 n

,
(2)
k log(a − x + 2n−1 ) + c
2
n=1
and this should be equal to k log a + c to make the
game fair. Hence x should solve the equation
 n
∞

1
log(a − x + 2n−1 )
= log a.
(3)
2
n=1
For further discussions on the paradox, see Feller [8] or Kotz e.a. [15]. For a recent treatment of
the problem and references see [1, 7].
Secondly, and as pointed out in an extensive
treatment by Stigler [18], Daniel published a short
paper [4] that might be viewed as one of the earliest attempts to formulate the method of maximum
likelihood; see also [13].
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Borch’s Theorem
Karl Borch [6] introduced the concept of utility theory to actuaries in 1961. He then developed his
celebrated risk exchange model [3–5, 7, 9]. Detailed
presentations of the model can be found in [8, 11, 15,
23]. The model characterizes the set of Pareto optimal treaties of an insurance market where each participant evaluates their situation by means of a utility
function and trades risks with other members of the
pool. Borch applied his model exclusively to a risk
exchange among insurance companies. Later, actuaries applied Borch’s model to many situations. Any
insurance policy is a form of risk exchange between
a policyholder and his carrier [1, 10, 25]. A chain
of reinsurance [17, 24], a reinsurance network [13],
and experience-rating in group insurance [30], are all
specific risk exchanges.

The Risk Exchange Model
Let N = {1, 2, . . . , n} be a set of n agents (policyholders, insurers, or reinsurers) who wish to improve
their safety level through a risk exchange agreement.
Agent j , with initial wealth wj , is exposed to a nonnegative claim amount Xj with distribution function
Fj (·). j measures its safety level with a utility function uj (·), with uj (·) > 0 and uj (·) ≤ 0. All utility
functions and loss distributions are truthfully reported
by each agent. The expected utility of j ’s initial situation [wj , Fj (xj )] is
 ∞
Uj (xj ) =
uj (wj − xj ) dFj (xj )
(1)
0

All agents will attempt to improve their situation by
concluding a risk exchange treaty
y = [y1 (x1 , . . . , xn ), . . . , yn (x1 , . . . , xn )]

(2)

where yj (x1 , . . . , xn ) = yj (x ) is the sum j has to
pay if the claims for the different agents respectively
amount to x1 , . . . , xn . As all claims must be paid,
before and after the risk exchange, the treaty has to
satisfy the admissibility condition
Condition 1 Closed Exchange
n

j =1

yj (x ) =

n

j =1

xj = z

(3)

z denotes the total amount of all claims. After the
exchange, j ’s expected utility becomes


Uj (y) = . . . uj [wj − yj (x )] dFN (x ), (4)
ϑ

where θ is the positive orthant of E n and FN (·) is
the n-dimensional distribution function of the claims
x = (x1 , . . . , xn ).
A treaty y dominates y or is preferred to y if
Uj (y) ≥ Uj (y  ) for all j , with at least one strict
inequality. The set of the undominated treaties is
called the Pareto optimal set.
Condition 2 Pareto optimality A treaty y is Pareto
optimal if there is no y such that Uj (y) ≥ Uj (y  ) for
all j , with at least one strict inequality.
Borch’s theorem characterizes the set of Pareto
optimal treaties.
Theorem 1 (Borch’s Theorem) A treaty is Pareto
optimal if and only if there exists n nonnegative constants k1 , . . . , kn such that
kj uj [wj − yj (x )] = k1 u1 [w1 − y1 (x )] j = 1, . . . , n
(5)
If the constants kj can be chosen in such a way that
the domains of the functions kj uj (·) have a nonvoid
intersection, then there exists at least one Pareto
optimal treaty. To each set of constraints k1 , . . . , kn
corresponds one and only one Pareto optimal treaty.
With the exception of degenerate risk distributions,
there is an infinity of constants k1 , . . . , kn that satisfy
(3) and (5), and consequently an infinity of Pareto
optimal treaties. A negotiation between the parties
needs to take place to determine the final treaty.
Theorem 2 If the yj (x) are differentiable, a Pareto
optimal treaty only depends on individual risks
through their sum z.
A Pareto optimal treaty results in the formation of
a pool with all claims, and a formula to distribute
total claims z among all agents, independently of the
origin of each claim xj .
Assuming a constant risk aversion coefficient
rj (x) = −uj (x)/uj (x) = cj for each agent j leads
to exponential utilities, uj (x) = (1/cj )(1 − e−cj x ).
Exponential utilities are often used in actuarial
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applications; for instance, zero-utility premiums
calculated with exponential utilities enjoy important
properties such as additivity and iterativity (see
Premium Principles). The solution of (5), with the
constraint (3), is then
yj (x ) = qj z + yj (0)

(6)

with
qj =

1/cj
n

1/ci
i=1

and
yj (0) = wj − qj

n 

i=1

wi +

1
ki
log
ci
kj



This treaty is common in reinsurance practice: it is
a quota-share treaty with monetary side-payments
yj (0). Each agent pays a fraction qj of every single
claim, inversely proportional to their risk aversion
cj : the least risk-averse agents pay a larger share
of each claim. To compensate, agents who pay a
large share of claims receive a positive side-payment
from the pool. The side-payments are zeroyj (0) 
sum: nj=1 yj (0) = 0. The quotas qj depend on the
agents’ risk aversions only; they are independent of
the constants kj and nonnegotiable. The negotiation
among agents involves the side-payments only, a
characteristic feature of exponential utilities.
Quadratic and logarithmic utility functions, and
only these utility functions, also lead to quota-share
agreements with side-payments. In these cases, both
the quotas and the monetary compensations are subject to negotiation.
The risk exchange model was generalized to
incorporate constraints of the form Aj (x ) ≤ yj (x ) ≤
Bj (x ) by Gerber [14, 16].

corresponding to the ways to share the profits of
cooperation. The participants of the pool need to
negotiate a mutually acceptable set of kj . The interests of the agents are partially complementary (as
a group, they prefer a Pareto optimal treaty) and
partially conflicting (each agent negotiates to obtain
the best possible kj ). This is characteristic of situations modeled by the game theory. Indeed, the risk
exchange model is an n-person cooperative game
without transferable utilities [20].
The set of Pareto optimal treaties can be reduced
by applying game theory ideas. A natural condition
is individual rationality: no agent will accept a treaty
that reduces their utility.
Condition 3 Individual Rationality
Uj (y) ≥ Uj (xj )

j = 1, . . . , n

(7)

Figure 1 illustrates the risk exchange model in the
case of two agents or players. Condition 3 limits
the set of admissible treaties to the triangular area
formed by the two rationality conditions and the
Pareto optimal curve. It is in the interest of both
players to achieve Pareto optimality; any treaty that
lies in the interior of the triangle is dominated by
at least one Pareto optimal treaty. Agent 1 prefers a

U2
U1 = U1(x1)
Individual rationality C1

Pareto-optimal
curve

Applications of Game Theory
Borch’s theorem models a form of cooperation.
Cooperation brings benefits to the participants of the
pool, in the form of increased utilities. The Pareto
optimality condition does not specify how agents
are going to split the benefits of their mutual agreement: there is an infinity of Pareto optimal solutions.
An infinity of k1 , . . . , kn satisfy conditions 1 and 2,

U2 = U2(x2)
Individual rationality C2
U1

Figure 1
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treaty situated as far right as possible, agent 2 wants a
treaty as far left as possible. Once the Pareto optimal
curve is attained, the interests of the two agents
become conflicting, and a bargaining situation results.
Bargaining models that select axiomatically a unique
risk exchange have been introduced by Nash [26]
and Kalai & Smorodinsky [18] and reviewed by
Roth [27].
In the case of exponential utilities and independent
risks, the individual rationality conditions result in
upper bounds for the side-payments [19]
j

yj (0) ≤ Pj − PjN

j = 1, 2, . . . , n

(8)

be viewed as a special case of condition 4, defining
φ
Pj = 0.
In the case of exponential utilities, the core of
the game has been characterized by Baton and
Lemaire [2].
Theorem 3 If all agents use exponential utility functions, a treaty y belongs to the core of the risk
exchange pool
 if and only if yj (x1 , . . . , xn ) = qj z +
yj (0), with nj=1 yj (0) = 0 and


yj (0) ≤
(PjS − PjN ) ∀S ⊂ N , S  = φ,
j ∈S

j ∈S

(9)

j

Pj denotes the exponential premium (the zero-utility
premium calculated with exponential utilities) of j ’s
own risk. It is the certainty equivalent of j ’s loss
before the exchange. PjN denotes the exponential
premium of the risks j assumes after the exchange:
it is the certainty equivalent of j ’s share of the
j
pooled risks. The difference Pj − PjN is the monetary
equivalent of the gain achieved by j in the pool.
Agent j will only accept to be a part of the pool if
their fee yj (0) does not exceed its profit. For players
with a low risk aversion (usually large insurers or
j
reinsurers), Pj − PjN may be negative. These agents
only have an interest in participating in the pool if
they receive a high monetary compensation −yj (0),
j
so that the evaluation of their profit yj (0) − Pj − PjN
is positive.
With more than two agents in the pool, collective
rationality conditions can be introduced, stating that
no coalition of players has an incentive to quit the
pool. Let N denote the set of all players, S ⊂ N ,
any subgroup. v(S) denotes the set of Pareto optimal treaties for S, the agreements that S, playing
independently of N \S, can achieve. Treaty y dominates y with respect to S if (a) Uj (y) ≥ Uj (y  )
for all j ∈ S, with at least one strict inequality,
and (b) S has the power to enforce y: y ∈ v(S). y
dominates y if there is a coalition S such that y
dominates y with respect to S. The core of the game
is the set of all the nondominated treaties; instead
of condition 3, the much stronger condition 4 is
introduced.
Condition 4 Collective Rationality No subgroup
of agents has any interest in leaving the pool.
Conditions 2 and 3 are special cases of condition
4, applied to the grand coalition, and to all oneplayer coalitions, respectively. Condition 1 can also
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where PjS is the exponential premium that
 j would
charge to insure a share qj ,S = (1/cj )/ k∈S (1/ck )
of the claims of all agents j ∈ S.
The interpretation of constraints (9) is very
similar to (8). For example, applied to the
two-player coalition {1, 2}, Condition 4 becomes
an upper bound on the sum of two side{1,2}
payments of 1 and 2: y1 (0) + y2 (0) ≤ [P1
−
{1,2}
N
N
− P2 ]. If y1 (0) + y2 (0) is too high,
P1 ] + [P2
1 and 2 have an incentive to secede from
the n-agent pool and form their own two-agent
company. Expression (9) provides upper bounds for
monetary
compensations
but also lower bounds: since


y
(0)
=
−
j ∈S j
j ∈N\S yj (0),


N\S
−
(Pj − PjN ) ≤
yj (0)
j ∈N\S

j ∈S

≤



(PjS − PjN ) :

(10)

j ∈S

the combined side-payments from the agents forming
coalition S can neither be too high (otherwise S
might secede) nor too low (otherwise S\N might
secede).
There exist large classes of games for which
the core is empty. Fortunately, the risk exchange
with exponential utilities always has a nonempty
core [2].
In most cases, the core contains an infinity of
treaties. Concepts of value from game theory, such
as the Shapley value (see Cooperative Game Theory) [28, 29] or an extension of Nash’s bargaining model to n players [21, 22], have been used
to single out one treaty. A unique risk exchange,
based on Pareto optimality and actuarial fairness,
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was also defined by Bühlmann and Jewell [12]. It
does not, unfortunately, satisfy the individual rationality condition.

Risk Exchange between a Policyholder
and an Insurer
Moffet [25] considered a policyholder 1 and an insurance carrier 2. A policy pays an amount I (x) such
that 0 ≤ I (x) ≤ x if a loss x occurs, after payment of a premium P . Setting k2 = 1, Borch’s theorem becomes
u2 [w2 + P − I (x)] = k1 u1 [w1 − P − x + I (x)]
(11)
Introducing the condition I (0) = 0 allows the
determination of k1 = u2 (w2 + P )/u1 (w1 − P ). Replacing and differentiating with respect to x leads to
∂I (x)
u (w2 + P )u1 [w1 − P − x + I (x)]

=  2
∂x
u1 (w1 − P )u2 [w2 + P − I (x)]
+u2 (w2 + P )u1 [w1 − P − x + I (x)]
(12)
If both agents are risk averse, u1 (·) < 0 and u2 (·) <
0, and 0 < ∂I (x)/∂x < 1. Since I (0) = 0, the mean
value theorem implies that 0 < I (x) < x: a Pareto
optimal treaty necessarily involves some claim coinsurance. A policy with a deductible d
Id (x) = 0 x ≤ d and Id (x) = x − d

x>d

(13)

x>d

(14)

cannot be Pareto optimal since
∂I (x)
=0
∂x

x ≤ d and

∂I (x)
=1
∂x

In the case of exponential utilities, the Pareto optimal
contract is I (x) = c1 x/(c1 + c2 ): the indemnity is in
proportion to the risk aversions of the parties. Since,
in practice, the policyholder is likely to have a much
higher risk aversion c1 than the insurer, I (x) ≈ x,
and full coverage is approximately Pareto optimal.
Bardola [1] extended Moffet’s results to other utility functions and constrained payments. He obtained
unique policies, applying Nash’s bargaining model
or Bühlmann and Jewell’s fairness condition, assuming exponential losses. When there is a lower bound
on payments by the policyholder, the Pareto optimal

treaty has the familiar form of proportional coinsurance above a deductible, when both agents use
exponential utilities.
Briegleb and Lemaire [10] assumed a risk-neutral
insurer and an exponential utility for the policyholder. Full coverage is Pareto optimal, but the
premium needs to be negotiated. The Nash and
Kalai/Smorodinsky bargaining models were applied
to single out a premium. This procedure defines
two new premium calculation principles that satisfy many properties: premiums (i) contain a security loading; (ii) never exceed the maximum claims
amount (no rip-off condition); (iii) depend on all
moments of the loss distribution; (iv) are independent of company reserves; (v) are independent of
other policies in the portfolio; (vi) do not depend on
the initial wealth of the policyholder; (vii) increase
with the policyholder’s risk aversion; and (viii) are
translation-invariant: adding a constant to all loss
amounts, increases the premium by the same constant.
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Burning Cost
The burning cost is an experience-rating method
most commonly used in nonproportional reinsurance when there is sufficient credible claims experience. The burning cost adjusts the actual historical
losses and translates them to the prospective reinsurance period. Strain [2] defines the burning cost
as, ‘The ratio of actual past reinsured losses to ceding company’s subject matter premium (written or
earned) for the same period.’
The burning cost is most useful for lower layers
where there is significant claims experience for the
results to be meaningful and predictive. When there
is no sufficient claims experience, alternative rating
methods might be used, for example, the exposure
rating method.

Pure Burning Cost
The pure burning cost is calculated by treaty year
as the total incurred losses to the layer over the
corresponding earned premium subject to the treaty.
Once the burning cost is calculated for each treaty
year, we calculate the average burning cost.
In practice, usually the most recent years of experience are not fully developed and therefore the claims
should be projected to ultimate before including them
in the burning cost average (see Reserving in Nonlife Insurance).

Trended Burning Cost
When the burning cost is used to estimate the
expected losses to the layer or the expected rate to be
charged for the layer for the prospective treaty year,
the historical losses should be adjusted for trends (e.g.
inflation, claims inflation, (see Excess-of-loss Reinsurance) etc.) before applying the layer attachment
and limit.
Care must be taken when expressing the trended
losses in the layer as a percentage of the premium
subject to the treaty. Naturally the subject premium
(see Exposure Rating) written by the primary insurer
will change for every treaty year. These changes
might be due to changes in premium rates, changes in
volume of business written (e.g. number of policies),
or both. When estimating a trended burning cost, the

premium used should be adjusted so that the premium
for all treaty years are at the current premium rates.
This adjustment is known as on-leveling [1].
The on-level premium is often used as a measure
of business volume written by the company. If the
volume of business changes significantly between
years the burning cost should be adjusted to allow
for these changes [1].

Example
Table 1 shows the incurred claims greater than
$150 00 for a primary company (ignoring expenses)
for treaty years 1996, 1997, and 1998. Assuming that
the reinsurer provides cover for the layer $500 000
xs $500 000, we want to use this claims experience
to estimate the pure burning cost and the trended
burning cost for the reinsurer for the treaty year 2002.
We have trended the losses to 2002 values assuming
5% inflation rate per annum.
Table 2 shows the burning cost and the trended
burning cost by treaty year. We have assumed that the
changes in subject premium are only due to changes
in premium rates. Therefore, the on-level premium
at 2002 rates is the expected premium for the 2002
treaty year, which we have assumed to be $6 200 000.
Note that by trending the losses before applying
the layer limits, the number of losses in the layer
increases. Moreover, the trend factor applied to losses
in 1996 is (10.5)6 = 1.34, whereas the trend factor
Table 1 Historical losses greater than $150 000 for the
layer $500 000 xs $500 000
Claim amounts
Treaty year
1996
1996
1996
1996
1997
1997
1997
1998
1998
1998
1998
1998
1998
1998

Claim to the layer

Incurred

Trended

Incurred

Trended

425 000
578 900
375 000
1 265 000
356 980
395 000
2 568 900
155 500
758 900
550 000
450 000
745 000
965 000
1 360 000

569 541
775 781
502 536
1 695 221
455 607
504 131
3 278 640
189 011
922 448
668 528
546 978
905 552
1 172 964
1 653 089

0
78 900
0
500 000
0
0
500 000
0
258 900
50 000
0
245 000
465 000
500 000

69 541
275 781
2536
500 000
0
4131
500 000
0
422 448
168 528
46 978
405 552
500 000
500 000
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Table 2

Burning Cost
Burning cost results
Incurred basis

Trended basis

Treaty year

Premium

Losses

No. claims

BC (%)

Premium

Losses

No. claims

BC (%)

1996
1997
1998

5 000 000
5 175 000
5 356 125

578 900
500 000
1 518 900

2
1
5

11.6
9.7
28.4

6 200 000
6 200 000
6 200 000

847 858
504 131
2 043 506

4
2
6

13.7
8.1
33.0

for losses in the layer is (847 858/578 900) = 1.46.
In other words, the trend factor in the layer is higher
than the trend applied to the original claims since by
trending more claims would impact the layer.

Practical Considerations
Below we describe some adjustments that should be
taken into account in practice when using the burning
cost.
1. Treatment of expenses: In practice, the definition
of a claim is split into the claim itself and expenses
directly related to the claim, for example, defense
cost. How these expenses are allocated to the claim
is specified in the primary policy and the reinsurance
contract. The claim amounts have to be adjusted for
expenses when calculating the burning cost.
2. Trending and policy limits: When each claim
has associated a corresponding primary policy limit

(when appropriate) the trended losses have to be
capped at the original policy limit. If the policy limits
are not available (but they are applicable), care must
be taken into account when interpreting the results
of the trended burning cost since there is a risk of
overestimating the trended losses and therefore the
trended losses to the layer.
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Captives
Captive insurance companies are generally formed
for the limited purpose of providing insurance coverage for their owners. They may be owned by a
single parent or have a multiple-owner group format.
In addition, there are rent-a-captives and protected
cell captives that are owned or operated by third parties to provide alternative risk-financing opportunities
for entities that are too small to effectively own their
own captives. In general, captives provide a more
formalized professional structure for self-insuring the
owners risks than a self-administered self-insurance
program. This enhances the capability to purchase
excess insurance and provides direct access to the
reinsurance marketplace.
There are numerous captive domiciles with favorable flexible regulations that are designed to facilitate the formation of a captive. This may take
the form of reduced premium taxes, lower capitalization requirements, or more lenient regulatory
requirements.
The actuarial services required for the various
types of captives and domiciles are varied. Some
domiciles require an annual actuarial statement of
opinion. These include all domiciles located in the
United States and Bermuda. Other popular domiciles
such as the Cayman Islands and the British Virgin
Islands did not have such requirements at the time
of this writing. Many domiciles also require that an
actuarial analysis be provided in support of a captive
feasibility study for filing with regulatory authorities.
Most domiciles require that an actuary performing
work for a captive be registered and approved by the
domicile regulatory authorities.

For group captives, the pricing of insurance, determination of assessments, and distribution of profits
are major considerations in order to preserve equity
among the various owners.
Owing to the favorable US tax treatment that
may be afforded to an insurance company as compared with the parent company, tax planning is an
important consideration in the design of a captive
insurance company program. The tax advantage is
the timing difference between being able to treat loss
reserves (see Reserving in Non-life Insurance) as
a tax deduction versus obtaining a deduction when
losses are actually paid. Actuarial support of the tax
treatment may include arms length pricing of the
insurance coverages and verification of risk transfer
requirements.
The most popular coverages for inclusion in a captive are workers compensation and longer tailed
liability insurance such as medical malpractice and
products liability. Once a captive has been justified
for these coverages, it is common to include other
parental risks such as automobile liability. Risks
that are more difficult to purchase in the commercial
marketplace, such as credit risk, terrorism coverage,
construction default, and warranty risks are also written in captives.
Domicile websites frequently contain detailed regulatory requirements that need to be met, including any actuarial requirements. The two currently
most popular domiciles are Vermont (http://vcia.com/
and http://www.bishca.state.vt.us/captive/capindex.
html) and Bermuda (https://roc.gov.bm/roc/rocweb.
nsf/roc?OpenFrameSet).
(See also Self-insurance)
ROGER WADE

Catastrophe Derivatives
The market for securitized risks of various types has
grown substantially since the early 1990s. Contracts
have been created for the securitization of both financial and insurance-related risks. Examples include
asset-backed securities and credit derivatives that
represent pools of loans such as mortgages, consumer
and business loans, as well as catastrophe derivatives that are based on insured property losses caused
by natural catastrophes. The idea behind introducing
those securitized products is manifold and depends
not only on the characteristics of the underlying risk
but also on their relationship to existing markets in
which those risks are traded in conjunction with other
risks and their inefficiencies. In this article, we focus
on exchange-traded and over-the-counter catastrophe
derivatives.
Natural catastrophic risks are difficult to diversify by primary insurers due to the relatively rare
occurrence of major events combined with the high
correlation of insured losses related to a single event.
As a result, we observed multiple bankruptcies in
the insurance industry in the eighties and nineties
caused by natural catastrophes such as hurricanes
Hugo in 1989 and Andrew in 1992, the Northridge
California earthquake in 1994, and the earthquake in
Kobe in 1995. The reinsurance industry provides a
means of further risk diversification through pooling of multiple primary insurers’ layers of exposure
across worldwide regions. This risk transfer mechanism adds liquidity to the primary insurance market
for natural catastrophes and partly reduces the risk
of default. However, there are also costs associated
with reinsurance such as transaction costs, the additional risk of default of reinsurance companies, and
moral-hazard problems. Primary insurers may, for
example, loosen their management of underwriting
(ex-ante moral hazard) or reduce their investment in
claim settlement (ex-post moral hazard) if parts of
their risk exposure are shifted to the reinsurer. As
those shifts in management are not perfectly observable to reinsurers, it is not possible to write efficient
contingent contracts to implement the correct incentives. In addition to those market inefficiencies, the
different regulatory treatment of primary insurers and
reinsurers plays an important role with respect to
the liquidity of capital and credit risk of companies
in the market for natural catastrophic risk. Primary

insurers were restricted to reduce their risk exposure or raise premiums after hurricane Andrew or the
Northridge earthquake whereas reinsurers were free
in adjusting their exposure and pricing. Particularly
after catastrophic events, it has thus become not only
difficult for primary insurers to internally raise capital but also relatively more costly to transfer parts of
their exposure to reinsurers. Froot [14–16] examines
the causes and effects of inefficiencies in the market of catastrophic risk, which therefore experienced
a growing demand during the eighties and nineties
for additional liquidity from external capital sources
that at the same time would address and eventually
mitigate inefficiencies in the traditional reinsurance
market.
Those inefficiencies initiated an ongoing economic
and political debate on whether financial markets
could be used to provide both liquidity and capacity to meet the underwriting goals in the insurance
and reinsurance industry [5, 6, 9, 10, 12, 18, 20,
23, 27–29]. Standardized, exchange-traded financial
contracts involve much lower transaction costs compared to reinsurance contracts whose terms are individually negotiated and vary over time. Exchangetraded instruments are also subject to lower default
risk because of certain mechanisms, such as markedto-market procedures, that have been established and
overlooked by clearing houses. In addition to the
integrity and protection of exchange-traded instruments, catastrophe derivatives would turn natural
catastrophes into tradable commodities, add price
transparency to the market, and thus attract capital
from outside the insurance industry. Those contracts
would allow investors to purely trade in natural disasters, as opposed to buying insurers’ or reinsurers’
stocks. The returns of catastrophe derivatives should
be almost uncorrelated to returns on other stocks and
bonds and therefore provide a great opportunity for
diversifying portfolios.
In December 1992, the first generation of
exchange-traded catastrophe derivatives was introduced at the Chicago Board of Trade (CBoT). Futures
and options on futures were launched on the basis
of an index that reflected accumulated claims caused
by natural catastrophes. The index consisted of the
ratio of quarterly settled insurance claims to total
premium reported by approximately 100 insurance
companies to the statistical agency Insurance Service
Office (ISO). The CBoT announced the estimated
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total premium and the list of the reporting companies before the beginning of the trading period. A
detailed description of the structure of these contracts can be found in [1]. Due to the low trading
volume in these derivatives trading was given up in
1995. One major concern was a moral-hazard problem involved in the way the index was constructed:
the fact that a reporting company could trade conditional on its past loss information could have served
as an incentive to delay reporting in correspondence
with the company’s insurance portfolio. Even if the
insurance company reported promptly and truthfully,
the settlement of catastrophe claims might be extensive and the incurred claims might not be included
in the final settlement value of the appropriate contract. This problem occurred with the Northridge
earthquake, which was a late quarter catastrophe of
the March 1994 contract. The settlement value was
too low and did not entirely represent real accumulated losses to the industry. The trading in insurance
derivatives thus exposed companies to basis risk, the
uncertainty about the match between their own book
of business and the payoff from insurance derivatives.
In the traditional reinsurance market, basis risk is
almost negligible as reinsurance contracts are specifically designed to the needs of a particular primary
insurer.
Since options based on futures had more success –
especially call option spreads – a new generation
of exchange-traded contracts called PCS (Property
Claim Services) Catastrophe Options were introduced
at the CBoT in September 1995. These contracts were
standardized European call, put, and spread option
contracts based on catastrophe loss indices provided
daily by PCS–a US industry authority that estimates
catastrophic property damages since 1949. The PCS
indices reflected estimated insured industry losses
for catastrophes that occur over a specific period.
PCS compiled estimates of insured property damages using a combination of procedures, including
a general survey of insurers, its National Insurance
Risk Profile, and, where appropriate, its own onthe-ground survey. PCS Options offered flexibility in
geographical diversification, in the amount of aggregate losses to be included, in the choice of the loss
period and to a certain extent in the choice of the
contracts’ expiration date. Further details about the
contractual specifications of those insurance derivatives can be found in [25]. Most of the trading activity occurred in call spreads, since they essentially

work like aggregate excess-of-loss reinsurance agreements or layers of reinsurance that provide limited
risk profiles to both the buyer and seller. However,
the trading activity in those contracts increased only
marginally compared to the first generation of insurance futures and trading ceased in 2000.
Although the moral-hazard problem inherent in the
first generation of contracts had been addressed, basis
risk prevented the market for insurance derivatives
from taking off. Cummins et al. [8] and Harrington
and Niehaus [19] conclude, however, that hedging
with state-specific insurance derivatives can be
effective, particularly for large and well-diversified
insurers. Nell and Richter [26] and Doherty and
Richter [11] investigate the trade-off between basis
risk in catastrophe derivatives and moral-hazard
problems in reinsurance contracts.
In addition to exchange-traded instruments, overthe-counter insurance derivatives between insurers
and outside investors have been developed. The
structure of those contracts is similar to bonds,
however, the issuer may partly or entirely fail on
the interest and/or principal payment depending on
prespecified triggers related to the severity of natural
disasters. Those Catastrophe Bonds yield higher
interest rates compared to government bonds because
of the insurance-linked risk. The first Catastrophe
Bond with fully collateralized $400 million principal
was issued by the American insurer USAA in 1997,
which was subdivided into a $313 million principalat-risk and a $87 million interest-at-risk component.
Investors received 400 basis points above LIBOR for
putting their principal at risk and 180 basis points
above LIBOR for putting their interest payments at
risk. The trigger of this contract was defined upon
USAA’s insured losses above $1 billion related to
a single event between mid-June 1997 and midJune 1998 to be selected by USAA. Therefore,
USAA was not exposed to additional basis risk,
however, investors were facing the same moralhazard problems inherent in traditional reinsurance
contracts mentioned above. A detailed analysis about
the issuance of USAA’s Catastrophe Bond can be
found in [16]. During the same year, the Swiss
insurance company Winterthur Insurance launched
a three-year subordinated convertible bond with a
so-called WINCAT coupon rate of 2.25%, 76 basis
point above the coupon rate of an identical fixedrate convertible bond. If on any one day within a
prespecified observation period more than 6000 cars
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insured by Winterthur Insurance would be damaged
by hail or storm in Switzerland, Winterthur Insurance
would fail on the coupon payment. To ensure
transparency and therefore liquidity, Winterthur
Insurance collected and published the relevant
historical data. Schmock [30] presents a detailed
analysis of those contracts including the derivation
and comparison of discounted values of WINCAT
coupons based on different models for the dynamics
of the underlying risk. In 1999, $2 billion related to
insurance risk was securitized and transferred to the
capital market. The spread over LIBOR ranged from
250 basis points to 1095 basis points depending on
the specific layer of insured losses and exposure of
the issuing company. Lane [21] provides a precise
overview of all insurance securitizations between
March 1999 and March 2000. The author proposes
a pricing function for the nondefaultable, insurancelinked securities in terms of frequency and severity
of losses, and suggests to price defaultable corporate
bonds based on the same pricing function.
The securitization of natural catastrophic risk not
only raises the question about different contractual
designs and their impact on mitigating and introducing inefficiencies but also about the price determination of insurance derivatives. In their seminal
contribution, Black and Scholes [3] and Merton [24]
have shown how prices of derivatives can be uniquely
determined if the market does not allow for arbitrage
opportunities. An arbitrage opportunity represents
a trading strategy that gives the investor a positive
return without any initial investment. In an efficient market, such a money pump cannot exist in
equilibrium. There are two important assumptions
underlying the model of Black and Scholes [3] and
Merton [24] that need to be stressed and relaxed in
the context of pricing insurance derivatives.
First, their model allows for trading in the underlying asset of the financial derivative. Second, the
dynamics of the underlying asset price evolve according to a continuous stochastic process, a geometric
Brownian motion. Those two assumptions allow
for a trading strategy that perfectly replicates the
derivative’s payoff structure. The absence of arbitrage
opportunities in the market then uniquely determines
the price of the derivative to be equal to the initial investment in the replicating strategy. All insurance derivatives, however, are based on underlying
loss indices that are not publicly traded on markets.
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In addition, insurance-related risks such as earthquakes and hurricanes cause unpredictable jumps in
underlying indices. The model for the dynamics of
the underlying asset must thus belong to the class
of stochastic processes including jumps at random
time points. Both issues prevent perfect replication of
the movements and consequent payoffs of insurance
derivatives by continuously trading in the underlying
asset. It is thus not possible to uniquely determine
prices of insurance derivatives solely based on the
exclusion of arbitrage opportunities.
Cummins and Geman [7] investigate the pricing
of the first generation of exchange-traded futures and
options on futures. The underlying loss index L is
modeled as an integrated geometric Brownian motion
with constant drift µ and volatility σ to which an
independent Poisson process N with intensity λ and
fixed jump size k is added, that is,

Lt =

t

Ss ds

(1)

0

where the instantaneous claim process S is driven by
the following stochastic differential equation
dSt = St− [µ dt + σ dWt ] + k dNt .

(2)

The authors thus model instantaneous, small claims
by a geometric Brownian motion whereas large
claims are modeled by a Poisson process N with
expected number of events λ per unit time interval and constant severity k of individual claims.
Since the futures’ price, the underlying asset for those
insurance derivatives, was traded on the market and
since the jump size is assumed to be constant the
model can be nested into the framework of Black,
Scholes, and Merton. For a given market price of
claim level risk, unique pricing is thus possible solely
based on assuming absence of arbitrage opportunities
and a closed-form expression for the futures price is
derived.
Aase [1, 2] also examines the valuation of exchange-traded futures and derivatives on futures. However, he models the dynamics of the underlying loss
index according to a compound Poisson process, that
is,
Lt =

Nt

i=1

Yi ,

(3)
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where N is a Poisson process counting the number of catastrophes and Y1 , Y2 , . . . are independent
and identically distributed random variables representing random loss severities. For insured property
losses caused by hurricanes in the United States, Levi
and Partrat [22] empirically justify the assumption
on both the independence between the frequency and
severity distribution, and the independence and identical distribution of severities. Due to the random
jump size of the underlying index, it is not possible
to create a perfectly replicating strategy and derive
prices solely on the basis of excluding arbitrage
opportunities in the market. Aase [1, 2] investigates a
market equilibrium in which preferences of investors
are represented by expected utility maximization.
If investors’ utility functions are negative exponential functions, that is, their preferences exhibit constant absolute risk aversion, unique price processes
can be determined within the framework of partial
equilibrium theory under uncertainty. The author
derives closed pricing formulae for loss sizes that
are distributed according to a gamma distribution.
Embrechts and Meister [13] generalize the analysis to
allow for mixed compound Poisson processes with
stochastic frequency rate. Within this framework,
Christensen and Schmidli [4] take into account the
time lag between claim reports related to a single
event. The authors model the aggregate claim process from a single catastrophe as a mixed compound
Poisson process and derive approximate prices for
insurance futures based on actually reported, aggregate claims.
Geman and Yor [17] examine the valuation of
the second generation of exchange-traded catastrophe options that are based on nontraded underlying
loss indices. In this paper, the underlying index is
modeled as a geometric Brownian motion plus a
Poisson process with constant jump size. The authors
base their arbitrage argument on the existence of a
liquid reinsurance market, including a vast class of
reinsurance contracts with different layers, to guarantee the existence of a perfectly replicating strategy.
An Asian options approach is used to obtain semianalytical solutions for call option prices expressed
by their Laplace transform. Muermann [25] models
the underlying loss index as a compound Poisson
process and derives price processes represented by
their Fourier transform.

The overlap of insurance and capital markets created by catastrophe derivatives suggests that combining concepts and methods developed in insurance and
financial economics as well as actuarial and financial
mathematics should prove indispensable. The peculiarities of each market will need to be addressed in
order to tailor catastrophe derivatives optimally to
their needs and therewith create liquidity and capital
linked to natural catastrophes.
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Catastrophe Excess of
Loss
Introduction
Catastrophe excess-of-loss reinsurance (Cat XL) is a
form of nonproportional reinsurance that protects
the insurance company against an accumulation or
aggregation of losses due to catastrophic events (natural or manmade hazards). There are essentially two
types of excess-of-loss reinsurance: per risk excess of
loss and per occurrence excess of loss or catastrophe
excess of loss.
The per risk excess of loss usually covers large
losses arising from single policies or risks. Thus,
in the event of a strong earthquake or windstorm
(see Natural Hazards) such per risk excess of loss
may not be of much help to the insurance company
because each individual loss may not exceed the
insurer’s retention. The per occurrence excess of
loss would cover the aggregation of all losses, net
of per risk protection due to one single event or
occurrence, regardless of how many policies or risks
were involved. The essential difference between the
per risk and the per occurrence cover is that with
the per risk, the deductible and limit applies to
losses from each individual policy, whereas for the
catastrophe cover, the deductible and limit applies to
the aggregation of all individual losses (net of per risk
reinsurance). The following simplified example will
illustrate the interaction between the per risk excess
of loss and the catastrophe excess of loss.
Example 1 A portfolio consists of 100 homeowners
policies (see Homeowners Insurance) for houses in
the same geographical area. Each policy covers up
to $150 000 per occurrence. The insurance company
has in force an excess-of-loss program of $130 000 xs
$20 000. Thus, for each policy and each event or
occurrence, the insurance company retains $20 000
and the reinsurer covers any amount in excess of
$20 000 up to $130 000 for each policy for each event.
The insurer also buys a catastrophe excess of loss of
$1 500 000 xs $500 000 per occurrence.
Assume there is a catastrophic event in which
80 houses are completely destroyed and the full
sum assured of $150 000 per policy is claimed. The
insurer faces a total gross loss of $12 000 000. The
per risk excess of loss covers $130 000 hence the

company retains $20 000 × 80 = $1 600 000. Then
the catastrophe excess of loss provides cover for
$1 600 000 − $500 000 = $1 100 000. Therefore the
insurance company retains a net loss of $500 000.
Even if each individual house has only a damage
of $20 000, that is, the total gross loss of the insurer
is only $1 600 000, the catastrophe excess of loss provides the same payment of $1 600 000 − $500 000 =
$1 100 000.
In the example above, we described the most common type of catastrophe excess of loss, which covers
losses on a per occurrence basis. There are several other types of catastrophe protection designed,
depending on the needs of the underlying ceding
company (see Reinsurance). Strain [6] describes in
detail some of these types of catastrophe contract.
Although property (see Property Insurance –
Personal) is one of the lines of business in insurance
more exposed to catastrophic events, there are several other areas of business where catastrophe cover
is required. In reinsurance practice, the term catastrophe excess of loss usually applies to property; the
per occurrence cover in liability insurance is called
clash cover. The basic difference is that in liability,
many lines of business might be affected by the same
event and the losses can be combined to form a single occurrence claim [8]. An example of liability per
occurrence cover may be the losses due to an explosion in the workplace, which may involve workers
compensation claims as well as business interruption
(see Loss-of-Profits Insurance).
Since the catastrophe or per occurrence cover
applies to the aggregation of losses due to a single
event, a key factors factor to consider is the definition of an event or occurrence. There are various
standard definitions depending on the type of peril.
For example, windstorms may last for several days
causing damages to different geographical areas in
different days. In the catastrophe contract, there is a
so-called ‘hours clause’ that specifies the duration of
an event or occurrence. For windstorms and hurricanes, the event is typically defined by a 72-h period
[4, 6, 8]. If a storm lasts for three days in an area
and subsequently affects a different area, these are
considered two separate events. When an earthquake
occurs it is not rare that a fire follows it. These may
be considered two separate events (depending on the
wording of the contract) and therefore the deductible
and the limit apply to each event separately.
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For retrocession excess of loss (reinsurance on
reinsurance, see Reinsurance – Terms, Conditions,
and Methods of Placing), the definition of an event
is less standard than in reinsurance. For example,
in retrocession, a windstorm may be defined by a
144-h period. This variation is due to the fact that a
reinsurer’s portfolio may be more widely spread over
a geographic location than each primary company’s
portfolio.

The Purpose of Catastrophe Reinsurance
Designing the catastrophe protection program is usually a function of the risk manager of the insurance
company. Unlike other forms of reinsurance, for
example, the surplus treaty, the catastrophe program
is not designed to increase underwriting capacity.
The catastrophe program is designed to protect the
financial stability of the insurance company (usually
defined by its surplus), see [6, 8]. In some instances,
the catastrophe program may also be used as a financial instrument to smooth financial results between
good years and bad years.
In order to smooth results, there is a compromise
between cost and benefit. When catastrophe reinsurance is used, the net results of good years will be
slightly higher because of the cost of acquiring the
catastrophe cover, whereas for years with large losses
due to catastrophic events, the net results would look
better because of the recoveries from the catastrophe
program.
There are several aspects that must be taken
into account when designing the catastrophe reinsurance program. Some of the key aspects to consider
are company’s surplus, exposure, the cost of reinsurance and benefits or coverage. For example, if
a company’s portfolio is concentrated around the
same geographical area (regional), it has higher risk
than a national company that has a more diversified
portfolio.
When deciding on the deductible and the total
limit of the reinsurance program, frequency, and
severity are the key factors to consider. On one
hand, frequency is the key factor in determining
the deductible or attachment point of the catastrophe cover. On the other hand, once a catastrophe
has occurred, and the aggregate loss has exceeded
the attachment point, it is very likely that all cover
would be exhausted. Hence, the exposure and potential for losses, given an event has occurred, together

with the financial position of the company will help
determine how much cover the insurance company
should buy. Ultimately, the most important factor to remember is that the insured exposure to a
catastrophic event is unknown until the event has
occurred.

Pricing and Modeling Catastrophe
Reinsurance
Standard actuarial techniques used in reinsurance
pricing may not be adequate to price catastrophe reinsurance unless these are combined with
knowledge from different professions. Catastrophe
modeling is perhaps one of the most multidisciplinary
areas of actuarial research. To build good statistical
catastrophe models, it requires knowledge not only
in actuarial science but also in statistics, mathematics, meteorology, engineering, physics, and computer
sciences to mention but a few.
Although there are several sources of information with historical data and statistics of catastrophic
events worldwide, see, for example [5], each catastrophic event is unique in its nature and intensity.
Even when the frequency of certain events such as
windstorms may be estimated, two windstorms in the
same geographical area will rarely follow the same
path or even have similar effects. Therefore, the use
of historical data in solitude may not produce an accurate estimate of the exposure to certain perils (see
Coverage). This is one of the reasons why simulation (see Stochastic Simulation) is usually the base
or starting point of software base catastrophe models
(see Catastrophe Models and Catastrophe Loads).
Figure 1 shows in broad terms the basic components of a catastrophe model. The availability of
more powerful computer tools have made possible the
development of more sophisticated model that incorporate several variables: type of hazard, geographical
location (sometimes split by postcode) and type of
construction, intensity, exposure, and many more.
However, different models produce different answers
and therefore care must be taken when analyzing
the output of the models. The risk manager should
use these outputs as a decision tool supplemented
with his/her knowledge of the industry, exposure, and
financial risk [1].
From the reinsurance pricing perspective, frequency is perhaps the driving factor on the profitability of a catastrophe layer. Loosely speaking, a
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catastrophe is an event that occurs with a very low
frequency but once it occurs the insured losses are
such that all the reinsurance layers are very likely to
be fully exhausted. Therefore, severity in the layer
may be considered to be the full size of the layer.
Several authors have developed statistical models for
catastrophic or extremal events that are based on
extreme value theory models. Embrechts et al. [2]
provides not only an excellent reference in the theory of extreme values but also compiles a large
list of references in the area of modeling extremal
events.
From the reinsurer’s standpoint, catastrophe reinsurance may be more profitable than other lines of
business as long as it is appropriately priced. The
long-term profitability of a catastrophe contract is
guaranteed by spreading the risk over the return
period of the catastrophe event. In other words, the
bad results of the years in which there are catastrophic
losses are offset by the profitable results of years that
are free of such losses.
In catastrophe reinsurance, there is usually a limit
in the number of losses or events that the reinsurer
covers. In reinsurance jargon, this limit is known
as reinstatement. Once a loss or event occurs and
the limit is used, the layer is reinstated and usually
an extra premium is charged in order to make the
coverage of the layer available for a second event.
Hence, as we discussed above, the definition of an
event is of vital importance when pricing this type
of contracts. By limiting the number of events, the
reinsurer is protecting its potential for exposure and

reducing its risk. For more details on the mathematics
of excess of loss with reinstatements see [3, 7].
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Catastrophe Models and
Catastrophe Loads

little help in estimating future losses – that this article
addresses. I will begin with the latter aspect.

Catastrophe Loss Models
Introduction
Natural catastrophes such as earthquakes, hurricanes, tornadoes, and floods have an impact on many
insureds, and the accumulation of losses to an insurer
can jeopardize the financial well-being of an otherwise stable, profitable insurer. Hurricane Andrew, in
addition to causing more than $16 billion in insured
damage, left at least 11 companies insolvent in 1992.
The 1994 Northridge earthquake caused more than
$12 billion in insured damage in less than 60 seconds.
Fortunately, such events are infrequent. But it
is exactly their infrequency that makes the estimation of losses from future catastrophes so difficult.
The scarcity of historical loss data makes standard
actuarial techniques of loss estimation inappropriate
for quantifying catastrophe losses. Furthermore, the
usefulness of the loss data that does exist is limited because of the constantly changing landscape
of insured properties. Property values change, building codes change over time, along with the costs
of repair and replacement. Building materials and
designs change, and new structures may be more
or less vulnerable to catastrophic events than were
the old ones. New properties continue to be built in
areas of high hazard. Therefore, the limited loss information that is available is not sufficient for a direct
estimate of future losses.
It is these two aspects of catastrophic losses –
the possibility that a quick accumulation of losses
can jeopardize the financial well-being of an insurer,
and the fact that historical loss information provides

Event
generation

The modeling of catastrophes is based on sophisticated stochastic simulation procedures and powerful
computer models of how natural catastrophes behave
and act upon the man-made environment. Typically,
these models are developed by commercial modeling firms. This article describes a model of one such
firm. I have examined other catastrophe models over
my actuarial career, and many of these other catastrophe models are similar to the model, which I will
describe below.
The modeling is broken into four components.
The first two components, event generation and local
intensity calculation define the hazard. The interaction of the local intensity of an event with specific
exposures is developed through engineering-based
vulnerability functions in the damage estimation component. In the final component, insured loss calculation, policy conditions are applied to generate the
insured loss.
Figure 1 illustrates the component parts of the
catastrophe models. It is important to recognize that
each component, or module, represents both, the
analytical work of the research scientists and engineers who are responsible for its design and the
complex computer programs that run the simulations.

The Event Generation Module
The event generation module determines the frequency, magnitude, and other characteristics of potential catastrophe events by geographic location. This

Local intensity
calculation
Damage
estimation
Insured loss
calculation

Exposure
data
Policy
conditions

Figure 1

Catastrophe model components (in gray)
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requires, among other things, a thorough analysis of
the characteristics of historical events.
After rigorous data analysis, researchers develop
probability distributions for each of the variables,
testing them for goodness-of-fit and robustness. The
selection and subsequent refinement of these distributions are based not only on the expert application
of statistical techniques but also on well-established
scientific principles and an understanding of how
catastrophic events behave.
These probability distributions are then used to
produce a large catalog of simulated events. By sampling from these distributions, the model generates
simulated ‘years’ of event activity. Many thousands
of these scenario years are generated to produce the
complete and stable range of potential annual experience of catastrophe event activity and to ensure full
coverage of extreme (or ‘tail’) events, as well as full
spatial coverage.

intensity at each location. Because different structural types will experience different degrees of damage, the damageability relationships vary according to construction materials and occupancy. The
model estimates a complete distribution around the
mean level of damage for each local intensity and
each structural type and, from there, constructs an
entire family of probability distributions. Losses
are calculated by applying the appropriate damage
function to the replacement value of the insured
property.
The damageability relationships incorporate the
results of well-documented engineering studies, tests,
and structural calculations. They also reflect the
relative effectiveness and enforcement of local building codes. Engineers refine and validate these functions through the use of postdisaster field survey data
and through an exhaustive analysis of detailed loss
data from actual events.

The Local Intensity Module

The Insured Loss Module

Once the model probabilistically generates the
characteristics of a simulated event, it propagates
the event across the affected area. For each location
within the affected area, local intensity is estimated.
This requires, among other things, a thorough
knowledge of the geological and/or topographical
features of a region and an understanding of how
these features are likely to influence the behavior
of a catastrophic event. The intensity experienced
at each site is a function of the magnitude of
the event, distance from the source of the event,
and a variety of local conditions. Researchers base
their calculations of local intensity on empirical
observation as well as on theoretical relationships
between the variables.

In this last component of the catastrophe model,
insured losses are calculated by applying the policy conditions to the total damage estimates. Policy
conditions may include deductibles by coverage,
site-specific or blanket deductibles, coverage limits, loss triggers, coinsurance, attachment points and
limits for single or multiple location policies, and
risk-specific insurance terms.

The Damage Module
Scientists and engineers have developed mathematical
functions called damageability relationships, which
describe the interaction between buildings (both their
structural and nonstructural components as well as
their contents), and the local intensity to which
they are exposed. Damageability functions have also
been developed for estimating time element losses.
These functions relate the mean damage level as
well as the variability of damage to the measure of

The Model Output
After all of the insured loss estimations have been
completed, they can be analyzed in ways of interest
to risk management professionals. For example, the
model produces complete probability distributions of
losses, also known as exceedance probability curves
(see Figure 2). Output includes probability distributions of gross and net losses for both annual aggregate
and annual occurrence losses. The probabilities can
also be expressed as return periods. That is, the loss
associated with a return period of 10 years is likely
to be exceeded only 10% of the time or, on average,
in 1 out of 10 years. For example, the model may
indicate that, for a given regional book of business, $80 million or more in insured losses would
be expected to result once in 50 years, on average, in
a defined geographical area, and that losses of $200
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million or more would be expected, on average, once
every 250 years.
Output may be customized to any desired degree
of geographical resolution down to location level,
as well as by line of insurance and, within line
of insurance, by construction class, coverage, and
so on. The model also provides summary reports
of exposures, comparisons of exposures and losses
by geographical area, and detailed information on
potential large losses caused by extreme ‘tail’ events.

Managing the Catastrophe Risk
As mentioned in the introduction, a quick accumulation of losses can jeopardize the financial well-being
of an insurer. In this section, I will give a description
of the financial environment that is typically faced
by an insurer. This will be followed by an example that illustrates the effect of catastrophes in this
environment.
My first assumption is that the insurer’s capital
is a function of its insurance risk. One way to measure this risk is to first define the Tail Value-at-Risk
(see Risk Measures; Risk Statistics) as the average of all net (after reinsurance) catastrophe losses,
X, above a given percentile, α. Denote this quantity
by TVaR α (X). Next, define the required capital for
the insurer to be equal to TVaR α (X) − E(X). The
capital is provided by investors who expect to be
compensated for exposing their money to this catastrophe risk.

In addition to raising capital, an insurer can also
finance its risk by buying reinsurance. While reinsurance can reduce risk, it does have a cost. A key
part of managing the catastrophe risk involves making intelligent use of reinsurance by balancing the
cost of capital with the cost of reinsurance.
My second assumption is that the price of catastrophe insurance cannot be dictated by the insurer. I
view the insurer as a price taker, not a price maker.
A second part of managing catastrophe risk involves
deciding where to write insurance and what price is
acceptable to the insurer in return for accepting the
risk of a catastrophe.
These assumptions can be applied to all kinds of
insurance, not just catastrophe insurance. But these
assumptions can lead to extraordinary conclusions
when applied to catastrophes due to natural disasters,
as I will illustrate below.

Illustrative Catastrophe Model Output
Let us begin with a description of an imaginary state
and the hurricanes that inflict damage on the property
of its residents.
The State of East Oceania is a rectangular state
organized into 50 counties. It has an ocean on its
east side and is isolated on its remaining three sides.
Table 1 provides a schematic map giving the percentage of exposure units (in $1000s of the insured value)
in each county. This table shows that East Oceania
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Table 1

Schematic map of the state of East Oceania

has a reasonable array of metropolitan areas, suburbs,
and rural areas.
East Oceania is exposed to hurricanes that move
in a westward path. The hurricanes are modeled by a
set of 63 loss scenarios, each with its own probability.
The damage caused by the hurricane can span a width
of either one or two counties. Each landfall has the
same probability of being hit. The losses due to each
hurricane decrease as the storm goes inland, with the
loss decreasing by 70% as the hurricane moves to
the west. The overall statewide average loss cost is
$4 per $1000 of insurance.
In all, the model has 63 events. Table 2 describes
the losses for each event and county.

E(X), where X is its net loss random variable.
Each insurer has to pay investors a return of 15%
on their capital investment. Each insurer has access
to excess-of-loss reinsurance which covers 90% of
the losses over any selected retention. The reinsurer
charges a premium equal to twice the expected
reinsurance recovery. This makes the net reinsurance
premium (= total premium – expected recovery)
equal to its expected recovery. The insurer’s total
cost of financing its business is 15% of its capital
requirement plus its net reinsurance premium.
Each insurer will address two questions.
•

Analyses of Illustrative Insurers
I will now describe some consequences of the
economic environment described above on three
illustrative insurers. Each insurer determines its
necessary capital by the formula, TVaR 99% (X) −

•

What reinsurance retention should it select?
In our examples, the insurer will select the retention that minimizes its total cost of financing its
current business.
In what territories can it write business at a
competitive premium?
In our examples, the insurer will calculate its
marginal cost of financing insurance when it adds

Catastrophe Models and Catastrophe Loads
Table 2

5

Hurricane losses by event
Small hurricanes

Large hurricanes

Event

Landfall
county

Cost per unit
of exposure

Probability

Event

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30

5
5
5
10
10
10
15
15
15
20
20
20
25
25
25
30
30
30
35
35
35
40
40
40
45
45
45
50
50
50

4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368

0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854

31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63

Landfall
counties
5
5
5
10
10
10
15
15
15
20
20
20
25
25
25
30
30
30
35
35
35
40
40
40
45
45
45
5
5
5
50
50
50

10
10
10
15
15
15
20
20
20
25
25
25
30
30
30
35
35
35
40
40
40
45
45
45
50
50
50

Cost per unit
of exposure

Probability

12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281

0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236

Note: The cost per unit of exposure for an inland county is equal to 70% of the cost per unit of exposure for the county immediately
on its east. Note that there is also a zero-loss scenario, with a probability of 0.5.

a new insurance policy to its current book of
business. If the competitive market will allow the
insurer to recover its marginal cost of financing
insurance, it can write the policy.
I shall refer to the marginal cost of financing
insurance for a given insurance policy as the risk load
for the policy. As the examples below will illustrate,
the risk load will depend upon circumstances that are
particular to the insurer’s current book of business.
Note that the risk load will not be a provision in
the premium that the insurer actually charges. The

premium is determined by the market. Instead, the
risk load is a consideration that the insurer must make
when deciding to meet the market’s premium.
All County Insurance Company sells insurance in
the entire state. All County’s exposure in each county
is proportional to the number of exposure units in the
county. All County insures 10 million exposure units
and expects $40 million in annual losses.
In deciding what reinsurance retention to use, All
County calculates its cost of financing over a range of
retentions. The results are plotted in Figure 3 below.
It turns out that All County’s optimal reinsurance
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Note:
• Territories 24 and 25, each with 9% of the exposure, have higher risk loads because of their higher concentration of exposure.
• Territory 21 has a higher risk load, in spite of its low concentration of exposure (1% of total) because it has its losses at the
same time as Territories 24 and 25.
• Several territories, for example, 20 and 30, have relatively high risk loads in spite of their low exposure because of their
proximity to territories with high exposure.
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retention is $105.6 million, yielding a total cost of
financing as $26.8 million.
Next All County calculates its risk load for each
territory by calculating its marginal cost of financing
(at the optimal retention) when adding a $100 000
building to its current book of business, and then
subtracting its current cost of financing. Table 3 gives
the risk loads by territory for All County.
By inspection, one can see that concentration
of exposures, and proximity to concentrations of
exposure is associated with higher risk loads for
All County.
Having seen the effects of concentration of exposure, let us now examine Uni-County Insurance Company. Uni-County insures the same amount of exposure in each county. It has 20.5 million exposure units
county with the result that, like All County, it expects
$40 million in annual losses.
In a manner similar to All County, Uni-County
calculates that its optimal reinsurance retention is
Table 4

7

$141.3 million, with the result that the total cost
of financing its business is $22.3 million. This is
more than $4 million less than the cost to finance
All County.
Table 4 gives the risk loads for Uni-County Insurance Company. Note that except for the territories on
the border, the risk loads are identical. But in spite of
Uni-County’s overall lower cost of financing, the risk
loads are higher than the corresponding risk loads for
All County. This is driven by the higher proportion of
Uni-County’s exposure in the less densely populated
territories.
This means that Uni-County could successfully
compete with All County in the densely populated
territories, and unless Uni-County has some other
competitive advantage, it could lose business to All
County in the less densely populated counties.
Our final example is the Northern Counties Insurance Company. Northern Counties restricts its writings to Counties 1–25. Within these counties, its

Marginal cost of financing for Uni-County Insurance Company

Note:
•
•

The risk loads are identical as a proportion of expected losses, except for the north and south borders.
The risk loads, for all but territories 21–25, are higher than the corresponding risk loads for All County Insurance Company.
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exposure is proportional to the number of exposure
units in the county. Northern Counties insures a total
of 18.4 million exposure units and expects $40 million in annual losses.
In a manner similar to the other insurers, Northern
Counties calculates that its optimal reinsurance retention is $101.8 million, with the result that the total
cost of financing its business is $39.6 million. This is
noticeably higher than it costs the other insurers to
finance their insurance.
Table 5 gives the risk loads for Northern Counties.
Note that its risk loads are not competitive in the
counties in which it does business. Note also that
its risk loads are negative in the southern counties
(31–50) in the State of East Oceania.
Negative risk loads deserve an explanation. Whenever there is a loss in the northern counties (1–25),
there is no loss in the southern counties. Since Northern Counties’ big losses occur when hurricanes hit
the northern counties, it does not raise its required
Table 5

assets, TVaR 99% (X), when it adds a single insurance
policy in the southern territories. But, writing a single
insurance policy in the southern counties increases
E(X). Thus the required capital, TVaR 99% (X) − E(X)
decreases and the marginal capital for this policy is
negative. This result has an analogy in standard portfolio theory where it can pay for an investor to accept
a negative expected return on a security when it is
negatively correlated with the rest of its portfolio.
If Northern Counties can develop the necessary
infrastructure in the southern half of East Oceania, it
should be able to draw business from All County and
Uni-County. However, it will lose this advantage if
it writes too much business in the southern counties.
Also, it stands to lose business to the other insurers
in the northern counties unless it has some other
competitive advantage.
Taken together, these three examples point toward
a market dynamic that says, roughly, that insurers
should write business in places where other insurers

Marginal cost of financing for Northern Counties Insurance Company

Note:
•
•

The risk loads for Counties 1–25 are higher than the minimum risk loads for the other two insurers.
The risk loads for Counties 31–50 are negative!
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are concentrated and where they are not concentrated.
In general, we should expect catastrophe insurance
premiums to be higher in areas where exposure is
concentrated.
While it might be possible to formalize such
statements by hypothesizing an ideal market, real
markets are constantly changing and it is unlikely
that any result of that sort will be of real use.
This article illustrates what can happen. Also, it
provides examples showing how insurers can apply
catastrophe models to current conditions and modify
their reinsurance and underwriting strategies to make
more efficient use of their capital.

•

•
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a member of the family of coherent measures of
risk that was developed by Philippe Artzner, Freddy
Delbaen, Jean-Marc Eber, and David Heath [1].
This article focuses on catastrophe insurance.
While the principles applied in this article should
also apply to other lines of insurance, there are some
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It can take a long time to settle claims in other
lines. An insurer must hold capital until all claims
are settled and investors must be compensated for
holding capital for this extended length of time.
Meyers et al. [4] address this problem.
In general, the sum overall insurance policies of
the marginal capital can be less than the total capital. Since the loss for a county in each scenario
is proportional to the exposure in that county, in
this paper, the sum of the marginal capital over
all insurance policies is equal to the total capital
due to a result of Stewart C. Myers and James
A. Read [5]. Meyers [3] extends the Myers/Read
result to the more general situation by calculating
the risk load as the product of the marginal capital
and a constant that is greater than one.
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Coinsurance
Coinsurance is a form of proportional insurance in
which an insurer or reinsurer (see Reinsurance) takes
a proportional share of a risk. The word coinsurance
is used in one of the following ways:
1. a feature of proportional reinsurance cover
2. a feature of direct insurance cover
3. a clause within a nonproportional reinsurance cover
4. a feature of an insurance pool (see Pooling in
Insurance), where insurers or reinsurers each
have a fixed proportion of risk

Coinsurance as a Feature of Proportional
Reinsurance Cover

Coinsurance

Proportion of claim

When referring to a type of reinsurance, coinsurance
is an arrangement between an insurer and a reinsurer
under which an agreed percentage of claim amounts
are paid as recoveries (claim payments made by
the reinsurer to the insurer). In return for the claim
payments, the reinsurer receives the same proportion
of the gross premiums, less an exchange commission.
As shown in Figure 1, coinsurance will typically
pay the same percentage of a claim’s cost, no matter
what the claim size.
Exchange commissions are often justified by the
expenses that the insurer incurs and which the reinsurer does not incur. The insurer has priced these
expenses into its premiums and requires part of
the premium to cover expenses. Such expenses can
include agent/broker commissions, underwriting and
claims handling costs. A different view of exchange

commissions is that they exist to achieve a particular
loss ratio or profit result.
While exchange commissions are sometimes
expressed as a fixed percentage of the ceded premium
(see Reinsurance), in many cases they will operate
under a sliding scale (see Reinsurance Pricing)
expressed as a percentage of the loss ratio. When
exchange commissions are not a fixed percentage,
the reinsurance is not truly proportional. Sliding
exchange commissions may be used by the reinsurer
to limit its risk and to ensure that the insurer has
motivation to keep loss ratios down, or it may be used
by the insurer to allow higher profits if it improves
the loss ratio.
As shown in Figure 2, a sliding exchange commission is usually nondecreasing.
Proportional reinsurance may have event caps. An
event cap limits the amount of claim payments that
the reinsurer will pay per single event. Like sliding
exchange commissions, the inclusion of event cap
causes this type of reinsurance to not be a true fixed
proportional cover.

Coinsurance as a Feature of Direct
Insurance Cover
Some direct insurance covers include coinsurance for
some or all benefits, whereby the insured can claim
only a fixed proportion of the costs of an insurable
event. In many cases, the inclusion of a coinsurance
clause is designed to have the insured retain a portion
of the risk, and to encourage the insured to control
their risk. A common example of this type of coinsurance is found in health insurance, where patients
retain the responsibility to pay a certain fixed proportion of their costs. Another more complex example
can occur in homeowners’ insurance as a result of
insurance-to-value clauses. Some fixed sum insuredbased classes of business have an averaging clause
whereby the insurer will only pay a proportion of
the loss when the insured nominates a sum insured
(see Coverage) that is less than the true value of the
insured item.

Coinsurance as a Clause Within
Nonproportional Reinsurance Cover

Claim size

Figure 1

Coinsurance recoveries

When referring to a clause within nonproportional
reinsurance covers, coinsurance is the proportion of

Coinsurance

Exchange commission (%)
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Loss ratio

Figure 2

Sliding exchange commissions

Not reinsured

Claim size

Coinsured by
insurer (i.e. not
reinsured)
Reinsured

Excess

Proportion of claim

Figure 3

Coinsurance on an excess-of-loss reinsurance

the reinsured claim payments that must be paid by
the insurer rather than the reinsurer. In this manner, the reinsurer proportionally reduces its claim
costs.
As shown in Figure 3, an insurer taking an excessof-loss reinsurance will often have net exposure
greater than the excess. In this case, the insurer has
the solid area (which equals the amount of the excess)
plus the coinsurance line, which is the rightmost
segment. The expected amount of recoveries can be
calculated as
Expected Recoveries

= Max((1 − c)(s − x), 0)f (s) ds

(1)

Where

c
s
x
f (s)

is the coinsurance proportion
is the claim size
is the excess
is the probability density for the
claim size

Clauses similar to excess of loss can also be
applied to stop-loss reinsurances, whereby only a
proportion of the excess-loss ratio can be claimed.
So any coinsurance on stop-loss reinsurances applies
to loss ratios rather than nominal amounts.

Coinsurance
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Insurer 1

Claim size

Insurer 2

Insurer 3

Proportion of claim

Figure 4

Coinsurance in insurance pools

Coinsurance as a Feature of an Insurance
Pool
When referring to a pool of insurers, coinsurance is an
agreement between a group of insurers or reinsurers
to each take a fixed proportion of premiums and each
pay a fixed proportion of claim payments from the
insurance pool as shown in Figure 4. Mathematically,

this operates much like proportional reinsurance. Typically, in an insurance pool, the gross risk accepted
by each insurer is limited to that insurer’s proportion
of the pool – the insurers are not responsible for other
insurers’ proportions should those other insurers fail.
COLIN PRIEST

Crop Insurance
Crop Insurance describes a class of products that
provide insurance cover for agricultural crops in an
agreed region and for an agreed duration (crop year)
against failure or diminution of yield or revenue due
to specified perils.

Users
The main purchasers of these products are farmers
seeking to reduce the volatility of their potential
income stream.
Crop insurance is one of a suite of risk management tools they may use. Competing risk management tools include crop (financial) futures, which fix
a forward rate of sales for their crops and weather
derivatives to protect against adverse weather conditions in their locality. Farmers also often rely on
government financial support in times of severe hardship, for example, during drought.

History
Crop insurance was offered by private insurers on
a limited basis in the United States starting in the
1920s. The insurers in those early periods wrote
very small amounts of premium and faced substantial
profitability and solvency problems. These problems
resulted from a lack of actuarial data, acceptance of
poor risks, inadequate diversification, and low capital levels. Crop insurance started on a larger scale in
the United States with the introduction of the Crop
Insurance Act in 1938. Government involvement and
assistance was provided under the Act, and the range
of crops that were covered increased substantially.
Farmers, who realized the usefulness of the product in smoothing their volatile income flows, greatly
increased their use of the product and demanded that
new crops be covered. Outside of the United States,
crop insurance has been widely used since World War
II in some countries in Europe, such as Switzerland
and the former Soviet Union, in large amounts in
Australia, and in small amounts in developing countries in Asia and Africa. In the United States and
other countries, crop insurance products have been
receiving government subsidies to make the products
more affordable for farmers.

Coverage
A wide range of agricultural crops may be covered.
Examples include wheat, cotton, apples, barley, and
timber. The range of crops covered by insurers is
usually limited to those for which reasonable loss
history exists against different perils (see Coverage).
Crop insurance products typically provide coverage against natural causes that affect crop yields.
These causes can include coverage against loss of
yield due to excessive moisture, drought, snow, frost,
flood, hail, wind, wildlife, insect infestation, disease,
and excessive heat. Policies are sold as either singleperil policies (providing coverage against a single or
very limited number of perils) or multi-peril policies
(providing coverage against a very large number of
perils).

Hazards for Insurers
Moral hazard is an important issue in crop insurance. Certain perils such as insect infestation and disease can be influenced by the actions of the insured.
If such diseases are covered, farmers that adequately
manage these problems well may be overcharged for
premiums. This moral hazard can lead to a selection
bias of poor risk farmers. Indemnity levels that are too
high can lead to a loss of incentive for the insured to
make every effort to limit the size of the loss. Insurers
must also beware of the possibility of underinsurance
by farmers, which would result in greater indemnity
provided for only partial payment for the risk.
Some perils such as drought also cause the problem of an accumulation of risk for the insurer. Usually, drought conditions affect a substantial percentage of the policies of an insurer, resulting in large
losses for its portfolio. Private insurers therefore often
do not cover perils such as drought.

Terms
The terms of a crop insurance policy will usually
specify the acreage of the land, the planted percentage, the crop insured, the peril, and so on. Before
commencement of the policy, the insured is required
to register with the insurer details of the risk, including details of the farm covered.
The farmer is usually required to insure 100% of
the value of a crop to avoid the moral hazard of
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protecting the entire crop against a small drop in yield
whilst only insuring part of it. Also, there are usually
stipulations in contract terms that acceptable farming
methods must be employed, according to some agreed
standard. This provision avoids the problem of poor
farming techniques being a cause of an insured loss
of yield.
Premiums are sometimes collected in two instalments to limit the cash-flow strain on the insured. A
deposit premium is usually collected upfront, with a
follow-up premium payable when the proceeds from
the crop sales have been realized.

2. crop hail insurance, which covers the accumulation of damage to crops from hail, fire and other
incidental exposures; and
3. named peril crop insurance, which provides coverage for specific perils to specified crops.
MPCI and crop hail products provide coverage
only for the loss of crops due to damage. There is
generally no coverage under these policies for poor
farming practices or for damage to the plants or trees
on which the crop grows or to any structures or
equipment used in producing the crop.

Multi-peril Crop Insurance

Rating Factors
Typical rating factors include
•
•
•
•
•
•
•
•

acreage,
planted percentage,
the crop insured,
the perils covered,
the expected yield,
prior yield in area,
region,
prior losses.

Claims Payment and Management
Indemnity is provided by an insurer on the occurrence
of a loss as a result of an insured peril. The amount
of restitution is dependent on the policy terms and
the extent of loss suffered by the insured.

Distribution
Crop insurance policies sold by private insurers are
often sold through brokers. Banks may require it to
be taken out when offering loans.

Crop Insurance in North America
There are three major types of crop insurance products in North America:
1. multi-peril crop insurance (MPCI), which covers
yield or revenue losses from all perils except
those covered under crop hail insurance on a
specified list of crops;

There are two types of coverage that a farmer can
purchase under an MPCI policy.
1. Some policies (known as Buy-up policies and Cat
policies) provide protection against only reductions in yield. The recovery from the policy in the
event of a loss is calculated as a predetermined
unit price times the difference between a selected
percentage of the historical average yield for that
farmer for that crop and the actual yield. If there
have been both MPCI and hail losses, the claim
adjuster determines the extent to which each policy provides coverage.
2. Other policies (known as Revenue policies) provide protection against reductions in total revenue. The policy contains a crop commodity
price which is multiplied by the farmer’s historical average yield for that crop to form a
‘minimum guarantee.’ The recovery from the
policy is calculated as the minimum guarantee
times a selected percentage minus the revenue
the farmer would have received for selling the
actual yield at the higher of the spring and fall
commodity prices.
Both types of coverage generally do not provide
protection against relatively small losses. Coverage is
generally purchased in excess of deductibles of 15,
25, 35, or 50% (i.e., stated percentages of 85, 75, 65
or 50%).
In both the United States and Canada, the government is heavily involved in MPCI. In the United
States, companies that want to write MPCI must
be registered with the Risk Management Agency
(RMA), a department of the Federal Crop Insurance Corporation (FCIC). Farmers pay a premium

Crop Insurance
to the insurer to cover expected losses. In addition,
RMA pays the insurer an expense reimbursement that
is intended to cover the insurer’s expenses to service and produce the business. Thus, the expenses
related to providing MPCI are funded by the United
States government. All rates, underwriting guidelines,
policy forms, and loss-adjusting procedures are mandated by the government.
In addition, registered companies are required to
purchase reinsurance protection from RMA under a
Standard Reinsurance Agreement (SRA). The SRA
caps both the crop insurer’s profit and loss from the
MPCI policies it writes. Each policy is allocated to
a fund based on the type of coverage (Buy-up, Cat
or Revenue) and the level of protection the insurer
wants from the government. For each fund, the SRA
specifies the portion of the gain or loss in which the
SRA will participate. Crop insurers have the greatest
profit potential as well as the greatest risk on policies
placed in one of the Commercial Funds and the least
profit potential and least risk on policies placed in the
Assigned Risk Fund.

Crop Hail Insurance
Rates for crop hail insurance are generally established
on the basis of historical variations in crop yields in
defined, small geographic areas, such as a township.
In the United States, National Crop Insurance Services (NCIS) is a rating bureau that calculates loss
costs for each township and crop. These loss costs
reflect long-term average crop losses covered under
a crop hail policy. In determining the published loss
costs, NCIS takes a weighted average of the loss cost
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for each crop for (a) the township itself, (b) the average for the 8 immediately surrounding townships and
(c) the average for the 16 townships in the next ring.
Insurance companies deviate from these loss costs
and apply loss cost multipliers to include provisions
for expenses and profit.

Named Peril Products
Named peril products generally either provide higher
coverage levels than MPCI, cover crops excluded
from the MPCI program or provide coverage after the
crop has been harvested but before it has been sold.
Examples of the last of these named peril coverages
include the cost of reconditioning raisins that get
wet while drying in the sun and the loss of income
from tobacco when the barn in which it is drying
burns down. Named peril products are often priced
using historical information about weather patterns,
the impact of specified weather conditions on crops
and the amount of indemnification in the event of
a loss.
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De Finetti, Bruno
(1906–1985)
Essential Biography
Bruno de Finetti was born on June 13, 1906 in
Innsbruck (Austria). His parents were Italian, coming
from regions that until 1918 belonged to the AustroHungarian Empire. At that time, de Finetti’s father,
an engineer, was actually engaged in the construction
of railways in Tyrol.
Bruno de Finetti entered the Polytechnic of Milan,
aiming at a degree in engineering. After two years,
since a Faculty of Mathematics was opened in
Milan, he moved to mathematical studies and in
1927 he obtained a degree in applied mathematics.
After graduation, de Finetti moved to Rome to
join the Istituto Centrale di Statistica, whose president
was the Italian statistician Corrado Gini. He stayed
with that institute until 1931, when he moved to
Trieste to accept a position at Assicurazioni Generali.
He was engaged as an actuary and, in particular, he
was active in the mechanization process of actuarial
services, mainly in the field of life insurance. He left
Assicurazioni Generali in 1946.
During this period, in spite of the work pressure
in the insurance company, de Finetti developed the
research work started in Rome in the field of probability theory. Important results in actuarial mathematics
also date back to that period. Moreover, de Finetti
started teaching: he taught mathematical analysis,
financial and actuarial mathematics, and probability
at the University of Trieste, and for two years he
taught at the University of Padua.
In 1947, Bruno de Finetti obtained a chair as full
professor of financial mathematics at the University
of Trieste, Faculty of Sciences. In 1951, he moved
to the Faculty of Economics, at the same University.
In 1954, he moved to the Faculty of Economics at
the University of Rome ‘La Sapienza’. Finally, in
1961 he moved to the Faculty of Sciences at the same
university where he taught the theory of probability
until 1976.
Bruno de Finetti died in Rome on July 20, 1985.

The Scientific Work
The scientific activity of de Finetti pertains to a
wide range of research fields. Nevertheless, Bruno de
Finetti is a world-renowned scientist mainly because
of his outstanding contributions to probability and
statistics. Foundations of subjective probability (see
Bayesian Statistics), stochastic processes with independent increments, sequences of exchangeable random variables, and statistical inference are the main
areas in which we find de Finetti’s contributions.
Actually, de Finetti must be considered as one of the
founders of the modern subjective approach to probability (see, in particular, the well-known treatise, de
Finetti [11]).
For a comprehensive description of de Finetti’s
contribution to probability and statistics, the reader
can refer to [1]; see also [13].
Extremely significant contributions can be found
also in the fields of mathematical analysis, economics, decision theory, risk theory, computer science, financial mathematics, and actuarial mathematics. The reader can refer to [2, 3] for detailed
information about de Finetti’s scientific work and a
complete list of papers, textbooks, and treatises; see
also [4].

Contributions in the Actuarial Field
Bruno de Finetti’s contribution to actuarial sciences
can be allocated to the following areas:
1. life insurance mathematics (mortality laws,
surrender value (see Surrenders and Alterations), ancillary benefits, expenses, calculation of mathematical reserves (see Life Insurance Mathematics), technical bases for impaired
lives);
2. non-life insurance (see Non-life Insurance)
mathematics (theory of non-life insurance,
credibility theory);
3. risk theory and reinsurance (optimal retention
(see Retention and Reinsurance Programmes),
individual and collective approach to risk theory,
extreme value theory).
Important contributions to the development of
actuarial sciences also arise from de Finetti’s scientific work in different research fields, typically in
the fields of stochastic processes, statistical inference,
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and utility theory. In particular, his results concerning exchangeability (see [5]) and partial exchangeability (see [6]) have made a significant impact on
the theory of statistical inference and related actuarial
applications, whereas his contributions to utility theory (see [9]) underpin a number of results relevant to
insurance economics.
A short presentation of some seminal de Finetti’s
contributions to actuarial sciences follows.
Proportional reinsurance policies are analyzed
in [7], referring to both a one-year period and
an infinite time horizon. The approach adopted to
find optimal retention levels can be considered an
ante-litteram example of the mean-variance methodology, followed by Markowitz 10 years later for
solving portfolio selection problems (see Portfolio
Theory). de Finetti’s approach starts from considering that any reinsurance policy reduces the insurer’s
risk (in terms of the variance of the random profit
and the related ruin probability (see Ruin Theory))
as well as the expected profit. Then, a two-step
method is proposed. The first step consists in minimizing the variance under the constraint of a given
expected profit, whereas the second one, assuming
the expected profit as a parameter, leads to the
choice, based on a preference system, of a particular solution.
In the framework of risk theory, starting from
the collective scheme defined by Filip Lundberg
and Harald Cramér, de Finetti proposed a ‘barrier’
model (see [10]), in which an upper bound L is
introduced for the accumulated portfolio surplus. The
approach adopted is based on a random walk model.
The problem consists in the choice of the level
L, which optimizes a given objective function, for
example, maximizes the expected present value of
future dividends, or maximizes the expected residual
life of the portfolio.
In the field of life insurance mathematics, an
important contribution by de Finetti concerns the
surrender values (see [12]). The paper aims at finding
‘coherent’ rules for surrender values, which do not
allow the policyholder to obtain an advantage by
withdrawing immediately after the payment of a
premium. Then, the paper extends the concept of
coherence to the whole tariff system of a life office,
aiming at singling out ‘arbitrage’ possibilities for
the insured, arising from the combination of several
insurance covers.

Although the assessment of risk for a life insurance portfolio dates back to the second half of
the 19th century (Hattendorff’s theorem (see Life
Insurance Mathematics) is among the earliest contributions in this field), the formal expression of
the randomness of life insurance contracts must be
attributed to de Finetti. The concept of random
present value of benefits as a function of the random residual lifetime has been actually introduced
in [8].
As far as research in the actuarial field is concerned, it is worth noting that de Finetti was awarded
in 1931 the Toja prize, in 1964 the International INA
prize by the Accademia dei Lincei, and in 1978 by
the Swiss Actuarial Association. Bruno de Finetti
belonged to the pioneering generation of ASTIN, the
first section of the International Actuarial Association, founded in 1957 to promote actuarial studies in
the field of non-life insurance.
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Deductible
A deductible is an amount that a loss must exceed
before an insurance claim is payable. The primary
purpose of deductibles is to reduce the number
of small claims, with a secondary purpose of reducing the total claims cost. There are five types of
deductibles:
1. Fixed amount deductible: When a fixed deductible is applied, a fixed amount is subtracted
from every loss, with a minimum value of zero.
For example, if the fixed deductible was $1000
and the loss was $3500, then the claim amount is
$3500 less $1000, equaling $2500. However, if
the loss was $750, then no claim payment would
be made, as the fixed amount deductible exceeds
the loss.
2. Franchise: When a franchise is applied, the
loss must exceed an agreed severity before any
claim payment is made. For example, if the
franchise was for $1000 and the loss was $3500,
then the claim amount is the full $3500 because
the loss exceeds the franchise amount. However,
if the loss was $750, then no claim would be paid
because the loss does not exceed the franchise.
3. Proportional deductible (also referred to as
a coinsurance clause): When a proportional
deductible is applied, a fixed percentage is subtracted from every loss. For example, if the proportional deductible was 10% and the loss was
$3500, then the claim amount is $3500 less $350,
equaling $3150.
4. Sliding-scale deductible: When sliding-scale
deductibles are applied, the effect is like a franchise. If the claim severity is less than the
deductible, then no payment is made. If the claim
severity is greater than the sliding scale, then the
full amount is payable. For amounts in between,
an increasing proportion of the claim is payable.
5. Aggregate deductible:
When an aggregate
deductible is applied, the deductible is subtracted
from the total losses from a number of events.
An aggregate deductible can take any of the
above forms. Aggregate deductibles are usually
a feature of reinsurance contracts rather than
direct insurances. For example, if the aggregate
deductible on a reinsurance was $10 000 and an
insurer had 4 claims of $3000 each, then the

reinsurance recovery would equal $2000, which
is 4 times $3000 less $10 000.
For a policy with deductible (type yet to be
specified) k, the compensation from the insurance
company for a loss x of the policyholder will be
g(x, k), where the function g depends on the form
of the deductible.
The existence of a deductible will often change the
behavior of the claimant (see Moral Hazard), changing the loss distribution, especially around the point
at which the deductible applies. The loss amount
distribution is affected differently by different forms
of deductible. If a loss is only slightly above a fixed
amount deductible, then sometimes the claimant will
choose not to make a claim. However, if the loss is
just below a franchise deductible, then there is greater
motivation for the claimant to overstate the loss.
Similar behavioral changes are also seen as a result
of a variety of other arrangements, which have the
effect of reducing the net amount that the insured
retains, following a claim, such as experiencerating and reinstatement premiums (see Excess-ofloss Reinsurance).
Although it has the same effect of reducing the
net amount payable to the insured in the event of
a loss, any excess over the policy sum insured (see
Coverage) is not referred to as a deductible.

Fixed Amount Deductible
A fixed deductible forms part of an insurance policy’s
terms and conditions, as set out in the insurance
contract, and impacts the amount that can be claimed
under an insurance policy. When a fixed deductible is
applied, a fixed amount is subtracted from every loss,
subject to the net claim amount having a minimum
value of zero as shown in Table 1.
For example, if the fixed deductible is $1000 and
the loss is $3500, then the claim amount is $3500
less $1000, equaling $2500. However, if the loss is
$750, then no claim payment will be made, as the
fixed amount deductible exceeds the loss.
Table 1

Sample fixed amount deductible calculation

Gross loss
amount
($)

Fixed
deductible
($)

Net loss
amount
($)

Claim
payment
($)

3500
750

1000
1000

2500
−250

2500
0

2

Deductible

With fixed amount deductible k, we have
g(x, k) = max(0, x − k).
The main purpose of fixed amount deductibles
is to prevent the insured from claiming for small
amounts. Handling costs of claims can exceed the
claim payments for small claim sizes, and therefore
the imposition of a fixed amount deductible is often
used to make the pr emium more affordable and for
the insurance process to be more efficient.
A secondary purpose of fixed amount deductibles
is to restrict coverage to very severe events only. In
such cases, the deductible is set to an amount that
results in very few claims.

Franchise Deductible
A franchise deductible (also referred to simply as a
franchise) provides that no amount is payable under
the policy if the amount of the loss is less than or
equal to the deductible, but that the full amount of
the loss is paid if this is greater than the deductible
as shown in Table 2.
Thus, if the franchise is $1000 and the loss amount
is $999, then nothing is payable, but if the loss is
$1001, the full amount is payable. This creates an
obvious incentive for the insured to overstate losses
that are close below the deductible. As a result, the
loss-size distribution is likely to be distorted in the
region around the deductible. The usual reason for
a franchise deductible is to eliminate small claims,
which would involve disproportionately high claim
management expenses.
With a franchise deductible k, we have

x − k (x > x)
g(x, k) =
0
(x ≤ k).

Proportional Deductible
A proportional deductible (also referred to as a
coinsurance clause) provides that the amount payable
Table 2

Sample franchise deductible calculation

under the policy is reduced by a fixed proportion of
the amount of the insured loss. The usual reason for a
proportional deductible is to give the insured a direct
financial incentive to minimize the amount of losses
(see Table 3).
A proportional deductible is mathematically equivalent to a quota share reinsurance, although the
term deductible is usually reserved for cases in which
only a small part of the risk is retained by the insured.
The risk premium required is given by deducting the
appropriate percentage from the risk premium for the
whole risk.
Proportional deductibles are usually only applied
to commercial risks and, there, only to risks where
the insured is considered able to bear the deductible
proportion, in the event of a total loss. Where this
is not the case, a variant, a capped proportional
deductible may be considered. As the name suggests,
the deductible is proportional for losses up to the cap
and fixed for larger losses.
With a proportional deductible capped at kC, we
have g(x, k) = x − k min(x, C).

Sliding-scale Deductible
A sliding-scale deductible is intermediate between a
fixed deductible and a franchise deductible. If the loss
amount is less than the deductible, then the deductible
is equal to the loss. If it is above the top of the
sliding scale, the full amount of the loss is payable.
In between, the deductible scales down as the loss
amount increases. For example, the deductible might
Table 3

Sample proportional deductible calculation

Gross loss
amount
($)

Proportional
deductible
(%)

Amount of
deductible
($)

Claim
payment
($)

3500
750

10
10

350
75

3150
675

Table 4

Sample sliding-scale deductible calculation

Gross loss
amount
($)

Franchise
deductible
($)

Franchise
less than
loss

Claim
payment
($)

Gross loss
amount
($)

Sliding-scale
deductible
($)

Net loss
amount
($)

Claim
payment
($)

3500
1001
999
750

1000
1000
1000
1000

Yes
Yes
No
No

3500
1001
0
0

7000
3500
1500
750

0
300
900
1000

7000
3200
600
−250

7000
3200
600
0

Deductible
be $1000 for losses up to that figure, reducing by
20% of the excess over $1000, to nil for losses greater
than $6000 (see Table 4).
This reduces, but does not eliminate, the incentive
for the insured to overstate the loss amount. If, as
is the case with some components of common-law
damages, the amount of the loss is assessed on an
essentially subjective basis by a third party, that third
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party is in a position to largely negate the effect of
the deductible by changing the subjective assessment.
With a sliding-scale deductible k(x), we have
g(x, k) = x − k(x). Typically, k(x) would be equal
to x up to a certain amount and would then be a
decreasing function of x for larger values of x.
ROBERT BUCHANAN & COLIN PRIEST

DFA – Dynamic Financial
Analysis
Overview
Dynamic Financial Analysis (‘DFA’) is a systematic
approach based on large-scale computer simulations
for the integrated financial modeling of non-life insurance and reinsurance companies aimed at assessing
the risks and the benefits associated with strategic
decisions.
The most important characteristic of DFA is that
it takes an integrated, holistic point of view, contrary
to classic financial or actuarial analysis in which different aspects of one company were considered in
isolation from each other. Specifically, DFA models the reactions of the company in response to a
large number of interrelated risk factors including
both underwriting risks – usually from several different lines of business, as well as asset risks. In order
to account for the long time horizons that are typical
in insurance and reinsurance, DFA allows dynamic
projections to be made for several time periods into
the future, where one time period is usually one year,
sometimes also one quarter. DFA models normally
reflect the full financial structure of the modeled
company, including the impact of accounting and
tax structures. Thus, DFA allows projections to be
made for the balance sheet and for the profit-and-loss
account (‘P&L’) of the company. Technically, DFA is
a platform using various models and techniques from
finance and actuarial science by integrating them into
one multivariate dynamic simulation model. Given
the complexity and the long time horizons of such a
model, it is not anymore possible to make analytical
evaluations. Therefore, DFA is based on stochastic simulation (also called Monte Carlo imulation),
where large numbers of random scenarios are generated, the reaction of the company on each one of
the scenarios is evaluated, and the resulting outcomes
are then analyzed statistically. The section ‘The Elements of DFA’ gives an in-depth description of the
different elements required for a DFA.
With this setup, DFA provides insights into the
sources of value creation or destruction in the company and into the impact of external risk factors as
well as internal strategic decisions on the bottom
line of the company, that is, on its financial statements. The most important virtue of DFA is that it

allows an insight into various kinds of dependencies
that affect the company, and that would be hard to
grasp without the holistic approach of DFA. Thus,
DFA is a tool for integrated enterprise risk management and strategic decision support. More popularly
speaking, DFA is a kind of flight simulator for decision makers of insurance and reinsurance companies
that allows them to investigate the potential impact
of their decisions while still being on safe grounds.
Specifically, DFA addresses issues such as capital
management, investment strategies, reinsurance
strategies, and strategic asset–liability management.
The section ‘The Value Proposition of DFA’ describes
the problem space that gave rise to the genesis of
DFA, and the section ‘DFA Use Cases’ provides more
information on the uses of DFA.
The term DFA is mainly used in non-life insurance. In life insurance, techniques of this kind are
usually termed Asset Liability Management (‘ALM’),
although they are used for a wider range of applications – including the ones stated above. Similar
methods are also used in banking, where they are
often referred to as ‘Balance Sheet Management’.
DFA grew out of practical needs, rather than academic research in the late 1990s. The main driving
force behind the genesis and development of DFA
was, and still is, the related research committee of the
Casualty Actuarial Society (CAS). Their website
(http://www.casact.org/research/dfa/index.html), provides a variety of background materials on the topic,
in particular, a comprehensive and easy-to-read handbook [9] describing the value proposition and the
basic concepts of DFA. A fully worked-out didactic
example of a DFA with emphasis on the underlying
quantitative problems is given in [18], whereas [21]
describes the development and implementation of a
large-scale DFA decision support system for a company. In [8], the authors describe comprehensively all
modeling elements needed for setting up a DFA system, with main emphasis on the underwriting side;
complementary information can be found in [3].

The Value Proposition of DFA
The aim of this section is to describe the developments in the insurance and reinsurance market that
gave rise to the genesis of DFA. For a long time –
up until the 1980s or 1990s, depending on the country – insurance business used to be a fairly quiet
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area, characterized by little strategic flexibility and
innovation. Regulations heavily constrained the insurers in the types of business they could assume, and
also in the way they had to do the business. Relatively simple products were predominant, each one
addressing a specific type of risk, and underwriting
and investment were separated, within the (non-life)
insurance companies themselves and also in the
products they offered to their clients. In this rather
static environment, there was no particular need for
sophisticated analytics: actuarial analysis was carried
out on the underwriting side – without linkage to the
investment side of the company, which was analyzed
separately. Reinsurance as the only means of managing underwriting risks was acquired locally per line of
business, whereas there were separate hedging activities for financial risks. Basically, quantitative analysis
amounted to modeling a group of isolated silos, without taking a holistic view.
However, insurance business is no longer a quiet
area. Regulations were loosened and gave more
strategic flexibility to the insurers, leading to new
types of complicated products and to a fierce competition in the market. The traditional separation between
banking and insurance business became increasingly
blurred, and many companies developed into integrated financial services providers through mergers
and acquisitions. Moreover, the risk landscape was
also changing because of demographic, social, and
political changes, and because of new types of insured
risks or changes in the characteristics of alreadyinsured risks (e.g. liability). The boom in the financial
markets in the late 1990s also affected the insurers.
On the one hand, it opened up opportunities on the
investment side. On the other hand, insurers themselves faced shareholders who became more attentive and demanding. Achieving a sufficient return
on the capital provided by the investors was suddenly of paramount importance in order to avoid a
capital drain into more profitable market segments.
A detailed account on these developments, including
case studies on some of their victims, can be found
in [5].
As a consequence of these developments, insurers have to select their strategies in such a way that
they have a favorable impact on the bottom line of
the company, and not only relative to some isolated
aspect of the business. Diversification opportunities
and offsetting effects between different lines of business or between underwriting risks and financial risks

have to be exploited. This is the domain of a new
discipline in finance, namely, Integrated or Enterprise Risk Management, see [6]. Clearly, this new
approach to risk management and decision making
calls for corresponding tools and methods that permit
an integrated and holistic quantitative analysis of the
company, relative to all relevant risk factors and their
interrelations. In non-life insurance, the term ‘DFA’
was coined for tools and methods that emerged in
response to these new requirements. On the technical
level, Monte Carlo simulation was selected because
it is basically the only means that allows one to deal
with the long time horizons present in insurance, and
with the combination of models for a large number
of interacting risk factors.

The Elements of DFA
This section provides a description of the methods
and tools that are necessary for carrying out DFA. The
structure referred to here is generic in that it does not
describe specifically one of the DFA tools available
in the market, but it identifies all those elements
that are typical for any DFA. DFA is a softwareintensive activity. It relies on complex software tools
and extensive computing power. However, we should
not reduce DFA to the pure software aspects. Fullfledged and operational DFA is a combination of
software, methods, concepts, processes, and skills.
Skilled people are the most critical ingredient to carry
out the analysis. In Figure 1, we show a schematic
structure of a generic DFA system with its typical
components and relations.
The scenario generator comprises stochastic models for the risk factors affecting the company. Risk
factors typically include economic risks (e.g. inflation), liability risks (e.g. motor liability claims), asset
risks (e.g. stock market returns), and business risks
(e.g. underwriting cycles). The output of the scenario
generator is a large number of Monte Carlo scenarios
for the joint behavior of all modeled risk factors over
the full time range of the study, representing possible
future ‘states-of-nature’ (where ‘nature’ is meant in a
wide sense). Calibration means the process of finding
suitable parameters for the models to produce sensible scenarios; it is an integral part of any DFA. If the
Monte Carlo scenarios were replaced by a small set
of constructed scenarios, then the DFA study would
be equivalent to classical scenario testing of business
plans.

DFA – Dynamic Financial Analysis

Control/optimization

Analysis/presentation

Output variables

Company model

Strategies

Risk factors

Scenario generator

Calibration

Figure 1

Schematic overview of the elements of DFA

Each one of the scenarios is then fed into the
company model or model office that models the
reaction of the company on the behavior of the risk
factors as suggested by the scenarios. The company
model reflects the internal financial and operating
structure of the company, including features like the
consolidation of the various lines of business, the
effects of reinsurance contracts on the risk assumed,
or the structure of the investment portfolio of the
company, not neglecting features like accounting and
taxation.
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Each company model comprises a number of
parameters that are under the control of management,
for example, investment portfolio weights or reinsurance retentions. A set of values for these parameters
corresponds to a strategy, and DFA is a means for
comparing the effectiveness of different strategies
under the projected future course of events. The output of a DFA study consists of the results of the
application of the company model, parameterized
with a strategy, on each of the generated scenarios.
So, each risk scenario fed into the company model is
mapped onto one result scenario that can also be multivariate, going up to full pro forma balance sheets.
Given the Monte Carlo setup, there is a large
number of output values, so that sophisticated analysis and presentation facilities become necessary for
extracting information from the output: these can
consist of statistical analysis (e.g. empirical moment
and quantile computations), graphical methods (e.g.
empirical distributions), or also drill-down analysis,
in which input scenarios that gave rise to particularly
bad results are identified and studied. The results can
then be used to readjust the strategy for the optimization of the target values of the company. The rest
of this section considers the different elements and
related problems in somewhat more detail.

Scenario Generator and Calibration
Given the holistic point of view of DFA, the scenario
generator has to contain stochastic models for a large
number of risk factors, belonging to different groups;
the table below gives an overview of risk factors
typically included (in parentheses: optional variables
in more sophisticated systems).
The scenario generator has to satisfy a number
of particular requirements: First of all, it does not

Economic

Claims

Investment

Business

Per economy:
–Inflation
–Interest rates

Per LOB:
–Attritional losses
–Large losses
–Loss development
Across LOBs:
–CAT losses

Government bonds
Stocks
Real estate

(Underwriting cycles)
(Reinsurance cycles)
(Operational risks)
(etc.)

(Exchange rates)
(Credit spreads)
(GDP)
(Wage levels)
(etc.)

(Reserve uncertainty)
(etc.)

(Corporate bonds)
(Asset-backed securities)
(Index-linked securities)
(etc.)
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only have to produce scenarios for each individual
risk factor, but must also allow, specify, and account
for dependencies between the risk factors (contemporaneous dependencies) and dependencies over
time (intertemporal dependencies). Neglecting these
dependencies means underestimating the risks since
the model would suggest diversification opportunities where actually none are present. Moreover,
the scenarios should not only reproduce the ‘usual’
behavior of the risk factors, but they should also sufficiently account for their extreme individual and joint
outcomes.
For individual risk factors, many possible models
from actuarial science, finance, and economics are
available and can be reused for DFA scenario generation. For underwriting risks, the models used for pricing and reserving can be reused relatively directly, see
for example [8] for a comprehensive survey. Attritional losses are usually modeled through loss ratios
per line of business, whereas large losses are usually
modeled through frequency–severity setups, mainly
in order to be able to reflect properly the impact
of nonproportional reinsurance. Catastrophe (CAT)
modeling is special in that one CAT event usually
affects several lines of business. CAT modeling can
also be done through stochastic models (see [10]),
but – for the perils covered by them – it is also fairly
commonplace to rely on scenario output from special CAT models such as CATrader (see www.airboston.com), RiskLink (see www.rms.com), or
EQEcat (see www.eqecat.com). As DFA is used
for simulating business several years ahead, it is
important to model not only the incurred losses
but also the development of the losses over time –
particularly their payout patterns, given the cash
flow–driven nature of the company models. Standard actuarial loss reserving techniques are normally
used for this task, see [18] for a fully workedout example. Reference [23] provides full details
on modeling loss reserves, including stochastic payout patterns that allow the incorporation of specific
reserving uncertainty that is not covered by the classical techniques.
Among the economic and financial risk factors,
the most important ones are the interest rates. There
exists a large number of possible models from the
realm of finance for modeling single interest rates
or – preferably – full yield curves, be it riskless ones
or risky ones; and the same is true for models of
inflation, credit spreads, or equities. Comprehensive

references on these topics include [3, 17]. However,
some care must be taken: most of these models
were developed with tasks other than simulation in
mind, namely, the valuation of derivatives. Thus,
the structure of these models is often driven by
mathematical convenience (easy valuation formulae
for derivatives), which often goes at the expense of
good statistical properties. The same is true for many
econometric models (e.g. for inflation), which tend to
be optimized for explaining the ‘usual’ behavior of
the variables while neglecting the more ‘extreme’
events. In view of the difficulties caused by the
composition of existing models for economic variables and invested assets, efforts have been made to
develop integrated economic and asset scenario generators that respond to the particular requirements of
DFA in terms of statistical behavior, dependencies,
and long-term stability. The basics for such economic
models and their integration, along with the Wilkie
model as the most classical example, are described
in [3]. [20] provides a survey and comparison of several integrated economic models (including the ones
by Wilkie, Cairns, and Smith) and pointers to further
references. Besides these publicized models, there
are also several proprietary models by vendors of
actuarial and financial software (e.g. B&W Deloitte
(see www.timbuk1.co.uk), Barrie & Hibbert (see
www.barrhibb.com), SS&C (see www.ssctech.com),
or Tillinghast (see www.towers.com).
Besides the underwriting risks and the basic
economic risk factors as inflation, (government) interest rates, and equities, sophisticated DFA scenario
generators may contain models for various further
risk factors. In international setups, foreign exchange
rates have to be incorporated, and an additional
challenge is to let the model also reflect the international dependencies. Additional risk factors for
one economy may include Gross Domestic Product (GDP) or specific relevant types of inflation
as, for example, wage or medical inflation. Increasingly important are also models for credit defaults
and credit spreads – that must, of course, properly
reflect the dependencies on other economic variables.
This, subsequently, allows one to model investments
like asset-backed securities and corporate bonds that
are extremely important for insurers, see [3]. The
modeling of operational risks (see [6], which also
provides a very general overview and classification
of all risks affecting financial companies), which
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are a current area of concern in banking regulation, is not yet very widespread in DFA. An important problem specific to insurance and reinsurance
is the presence of underwriting cycles (‘hard’ and
‘soft’ markets), which have a nonnegligible business
impact on the long time horizons considered by DFA.
These cycles and their origins and dependencies are
not very well understood and are very difficult to
model; see [12] for a survey of the current state of
knowledge.
The real challenge of DFA scenario generation
lies in the composition of the component models
into an integrated model, that is, in the modeling of
dependencies across as many outcomes as possible.
These dependencies are ubiquitous in the risk factors
affecting an insurance company, think, for example, of the well-known fact that car accidents tend
to increase with increasing GDP. Moreover, many
of those dependencies are nonlinear in nature, for
example, because of market elasticities. A particular challenge in this context is the adequate assessment of the impact of extreme events, when the
historically observable dependency becomes much
stronger and risk factors appear much more interrelated (the so-called tail dependency). Different
approaches for dependency modeling are pursued,
namely:
•

•

Deterministic modeling by postulating functional
relations between various risk factors, for example, mixture models or regression-type models,
see [8, 17].
Statistical modeling of dependencies, with linear
correlation being the most popular concept. However, linear correlation has some serious limitations when extreme values are important; see [11]
for a related study, possible modeling approaches
and pointers to further readings.

An important aspect of the scenario generator is its
calibration, that is, the attribution of values to the
parameters of the stochastic model. A particular challenge in this context is that there are usually only few
data points for estimating and determining a large
number of parameters in a high-dimensional space.
This can obviously result in substantial parameter
uncertainty. Parsimony and transparency are, therefore, crucial requirements for models being used in
DFA scenario generation. In any case, calibration,
which also includes backtesting of the calibrated
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model, must be an integral part of any DFA study.
Even though most DFA practitioners do not have to
deal with it explicitly, as they rely on commercially
available DFA software packages or components, it
should not be forgotten that, at the end, generating Monte Carlo scenarios for a large number of
dependent risk factors over several time periods also
poses some non-trivial numerical problems. The most
elementary example is to have a random number
generator that is able to produce thousands, if not
millions, of independent and identically distributed
random variables (indeed a nontrivial issue in view
of the sometimes poor performance of some popular random number generators). The technicalities of
Monte Carlo methods are comprehensively described
in [13].
Moreover, it is fundamentally difficult to make
judgments on the plausibility of scenarios for the
expanded time horizons often present in DFA studies.
Fitting a stochastic model either to historical or current market data implies the assumption that history
or current expectations are a reliable prediction for
the future. While this may be true for short time horizons, it is definitely questionable for time horizons as
long as 5 to 20 years, as they are quite commonplace
in insurance. There are regime switches or other hitherto unexperienced events that are not reflected by
historical data or current market expectations. Past
examples include asbestos liabilities or the events of
September 11, 2001. An interesting case study on
the issue is [4], whereas [22] explores in very general, the limitations of risk management based on
stochastic models and argues that the latter must be
complemented with some judgmental crisis scenarios.

Company and Strategy Modeling
Whereas the scenarios describe possible future
courses of events in the world surrounding the
modeled company, the company model itself reflects
the reaction of the company in response to the
scenario. The task of the company model is to
consolidate the different inputs into the company, that
is, to reflect its internal operating structure, including
the insurance activities, the investment activities,
and also the impact of reinsurance.
Company models can be relatively simple, as the
ones in [8, 18], which basically consolidate in a
purely technical way the outcomes of the various
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risks. However, the goal of DFA is to make projections for the bottom line of the company, that
is, its financial statements. Therefore, practical DFA
company models tend to be highly complex. In
particular, they also incorporate the effects of regulation, accounting, and taxation, since these issues
have an important impact on the behavior and the
financial results of insurance companies. However,
these latter issues are extremely hard to model in a
formal way, so that there is quite some model uncertainty emanating from the company model. Examples
of detailed models for US property–casualty insurers
are described in [10, 16]. In general, even relatively
simple company models are already so complicated
that they do not anymore represent mathematically
tractable mappings of the input variables on the output variables, which precludes the use of formal
optimization techniques as, for example, dynamic
programming. This distinguishes practical DFA models from technically more sophisticated dynamic optimization models coming from the realm of operations research, see [19]. Figure 2 shows an extract
of a practical DFA company model, combining components that provide the scenario input, components
that model the aggregation and consolidation of the
different losses, components that model the in-force
reinsurance programs, and components that aggregate the results into the company’s overall results.
It should be borne in mind that each component
contains, moreover, a number of parameters (e.g.
reinsurance retentions and limits). The partial model
shown in Figure 2 represents just one line of business of a company; the full model would then contain
several other lines of business, plus the entire investment side of the company, plus the top level structure
consolidating everything into the balance sheet. This
gives us a good idea of the actual complexity of realworld DFA models.
Company models used in DFA are usually very
cash flow–oriented, that is, they try to imitate the
cash flows of the company, or, more specifically,
the technical, and financial accounting structures.
Alternatively, it would be imaginable to structure a
company model along the lines of economic value
creation. The problem with this approach is, however, that this issue is not very well understood in
insurance; see [14] for a survey of the current state
of the knowledge.
The modeling of the strategies (i.e. the parameters
of the company model that are under the control of

management) is usually done in a nonadaptive way,
that is, as deterministic values over time. However,
a DFA study usually involves several time periods
of substantial length (one year, say), and it is not
realistic to assume that management will not adapt
its strategy if the underlying risk factors develop
dramatically in a particular scenario.
For the reasons stated, the plausibility and accuracy of DFA outputs on balance sheet level is often
doubted, and the true benefit of a DFA study is rather
seen in the results of the analytical efforts for setting
up a comprehensive model of the company and the
relevant risk factors.

Analysis and Presentation
The output of a DFA simulation consists of a large
number of random replicates (= possible results) for
several output variables and for several future time
points (see Figure 3 to get an idea), which implies
the need for sophisticated analysis and presentation
techniques in order to be able to draw sensible conclusions from the results.
The first step in the analysis procedure consists
of selecting a number of sensible output variables,
where the term ‘sensible’ is always relative to the
goals of the study. Typical examples include earnings before or after interest and tax, or the level of
shareholders’ equity. Besides such economic target
variables, it is sensible to compute at the same time,
certain regulatory values, for example, the IRIS ratios
in North America, see [10], by which one can assess
whether a strategy is consistent with in force regulations. More information on the selection of target
variables is given in [9].
Once the target variables are selected, there still
remains the task of analyzing the large number of
random replicates: suppose that Y is one of the target
variables, for example, shareholders’ equity, then, the
DFA simulation provides us with random replicates
y1 , . . . , yN , where N is typically high.
The most common approach is to use statistical
analysis techniques. The most general one is to analyze the full empirical distribution of the variable,
that is, to compute and plot
F̂Y (y) =

N
1 
1(yk ≤ y).
N k=1

(1)

Figure 4 shows an example, together with some
of the measures discussed below. For comparisons
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Figure 3

Extract of pro forma projected balance sheets

0

1Q2003
4Q2002
3Q2002 2Q2002
1Q2002
Earned premium income
1’061.4
1’713.3
1653.2
787.0
694.4
Losses incurred
−881.4
−1415.3
−1277.6
−647.9
−819.4
Total U/W expenses
-222.2
-310.1
-295 4Q2003
-623.9
-100.3
1Q2004
3Q2003
2Q2003
Underwriting results
-7.9 income
-44.8
152.3
-458.2
-255.1
Earned premium
1’125.1
1’816.1
1’752.4
834.2
Invested assets
6,248.80 −1’354.3
6,134.60
Losses8,249.20
incurred 6,951.50 6,475.10
−934.3 −1’500.2
−686.8
Total other assets
2,714.20
2,788.80 1,825.90
Total U/W
expenses
-222.2 1,920.50
-310.1 2,295.90
-295
1Q2005
4Q2004
Technical reserves
6,899.80
6,615.10
6,558.70
6,336.70
Underwriting
results
-7.9 income
-44.8 6,236.30
152.3
-458.2
Earned
premium
1’192.6
1’925.1
Total other liabilities
2,277.20
937
1,322.10
832.3 6,475.10
882.1 6,248.80
Invested
assets
8,249.20
Losses
incurred 6,951.50
−990.3
−1’590.2
Liabilities
9,177.00
7,880.80
7,169.00 1,825.90
7,118.30
Total other
assets 9,403.90
2,714.20
2,788.80
Total U/W
expenses
-222.2 1,920.50
-310.1
1,786.40
420.2
1,000.30
1,312.10
Total equity & liabilities Technical
reserves 336.3
6,899.80
6,615.10
6,558.70
6,336.70
Underwriting
results
-7.9 income
-44.8
Earned
premium
ROE
0.2
0.2
0.2
0.1
0.1
Total other liabilities
2,277.20
937
1,322.10
832.3
Invested
assets
8,249.20
6,951.50
Losses
incurred
Solvency ratio
1 other
1.1 9,403.90
1 U/W
1 7,169.00
Liabilities 1.2
9,177.00
7,880.80
Total
assets
2,714.20
2,788.80
Total
expenses
Reserve ratio
3.4
3.4
4 1,000.30
1,786.40
336.3
420.2
Total equity 3.3
& liabilities 3.9
Technical
reserves
6,899.80
6,615.10
Underwriting
results
Asset leverage
4.2
4.4
3.9
4 2,277.20
3.6
ROE
0.2
0.2
0.2
0.1
Total other liabilities
937
Invested
assets
Solvency ratio
1 other
1.1
1
Liabilities 1.2
9,177.00
9,403.90
Total
assets
t0
Reserve ratio
3.4
3.4
1,786.40
336.3
Total equity 3.3
& liabilities 3.9
Technical
reserves
Asset leverage
4.2
4.4
3.9
4
ROE
0.2
0.2
Total other liabilities
Solvency ratio
1
Liabilities 1.2
t0 + ∆t
Reserve ratio
Total equity 3.3
& liabilities 3.9
Asset leverage
4.2
4.4
ROE
Solvency ratio
t0 + 2∆t
Reserve ratio
Asset leverage
∆t = 1 year
t + 3∆t
1Q2003
730.8
−868.6
-100.3
3Q2004
-255.1
1’857.5
6,134.60
−1’435.5
2,295.90
-295
1Q2006
6,236.30
152.3
1’264.1
882.1
6,475.10
−1’049.8
7,118.30
1,825.90
−222.2
1,312.10
6,558.70
−7.9
0.1
1,322.10
8’249.2
7,880.80
2’714.21
4
420.2
6’899.8
3.6
0.2
2’277.2
1.1
9’177.0
3.4
1’786.4
3.9
0.2
1.2
3.3
4.2
2Q2004
884.3
−728.0
-623.9
4Q2005
-458.2
2’040.6
6,248.80
−1’685.6
1,920.50
−310.1
6,336.70
44.8
832.3
6’951.5
7,169.00
2’788.8
1,000.30
6’615.1
0.1
937.0
1
9’403.9
3.4
336.3
4
0.2
1.0
3.9
4.4

1Q2004
774.6
−920.7
-100.3
3Q2005
-255.1
1’969.0
6,134.60
−1’521.6
2,295.90
−295.0
6,236.30
152.3
882.1
6,475.1
7,118.30
1’825.9
1,312.10
6’558.7
0.1
1’322.1
7’880.81
420.24
3.6
0.2
1.1
3.4
3.9

2Q2005
937.3
−771.7
−623.9
−458.2
6’248.8
1’920.5
6’336.7
832.3
7’169.0
1’000.3
0.1
1.0
3.4
4.0

1Q2005
821.1
−975.9
−100.3
−255.1
6’134.6
2’295.9
6’236.3
882.1
7’118.3
1’312.1
0.1
1.0
4.0
3.6

8
DFA – Dynamic Financial Analysis

DFA – Dynamic Financial Analysis

9

Empirical probability density
Mean
2.0%

Weight

σ

σ

1.5%
VaR

1.0%

0.5%

450

Figure 4

500

550

600
Value

650

700

750

A P&L distribution and some measures of risk and reward

and for taking decisions, it is more desirable to
characterize the result distribution by some particular
numbers, that is, by values characterizing the average
level and the variability (i.e. the riskiness) of the
variable. For the average value, one can compute the
empirical mean, that is,
µ̂(Y ) =

N
1 
yk .
N k=1

(2)

For risk measures, the choice is less obvious.
The most classical measure is the empirical standard
deviation, that is,

σ̂ (Y ) =

1 
(yk − µ̂)2
N − 1 k=1
N

1/2
.

(3)

The standard deviation is a double-sided risk measure, that is, it takes into account deviations to the
upside as well as to the downside equally. In risk
management, however, one is more interested in the
potential downside of the target variable. A very popular measure for downside risk is the Value-at-Risk
(VaR), which is simply the p-quantile for the distribution of Y for some probability 0 < p < 1. It is
easily computed as


 p (Y ) = min y(k) : k > p .
VaR
N

(4)

where y(k) is the kth order statistic of y1 , . . . , yN . Popular risk measures from the realm of actuarial science
include, for example, expected policyholder deficit,
twisted means or Wang and Esscher transforms,
see [8, 9] for more details. Another downside risk
measure, extending the already introduced VaR, is
the TailVaR, defined as
TailVaRp (Y ) = E(Y |Y ≥ VaRp (Y )),

(5)

which is the expectation of Y , given that Y is beyond
the VaR-threshold (Expected Shortfall), and which
can be computed very easily by averaging over all
replicates beyond VaR. The particular advantage of
TailVaR is that – contrary to most other risk measures
including VaR and standard deviation – it belongs to
the class of Coherent Risk Measures; see [1] for full
details. In particular, we have that
TailVaRp (Y + Z) ≤ TailVaRp (Y ) + TailVaRp (Z),
(6)
that is, diversification benefits are accounted for.
This aggregation property is particularly desirable if
one analyzes a multiline company, and one wants
to put the results of the single lines of business
in relation with the overall result. Another popular approach, particularly for reporting to the senior
management, is to compute probabilities that the
target variables exceed certain thresholds, for example, for bankruptcy; such probabilities are easily

10

DFA – Dynamic Financial Analysis
Risk & reward over time

700

Value
Exp. shortfall

9

600

8

550

7

500

6
Value

Value in millions

650

Problematic trajectories

10

450

400

5

4
Solvency
barrier

350

3

300

2

250

1

200

Figure 5

2003

2004

2005
Year

2006

0
2002

2007

2003

2004

2005

2006

2007

Year

Evolution of expected surplus and expected shortfall over time

computed by

p̂ =

N
1 
1(yk ≥ ythreshold )
N k=1

(7)

In a multiperiod setup, measures of risk and
reward are usually computed either for each time
period t0 + n · t individually, or only for the terminal time T , see Figure 5. An important caveat to
be accounted for in this setup is that the target variable may temporally assume values that correspond
to a disruption of the ordinary course of business (e.g.
ruin or regulatory intervention); see again Figure 5.
Such degenerate trajectories have to be accounted for
in suitable ways, otherwise the terminal results may
no longer be realistic.

By repeating the simulation and computing the
target values for several different strategies, one can
compare these strategies in terms of their risks and
rewards, determine ranges of feasible and attainable results, and finally, select the best among the
feasible strategies. Figure 6 shows such a comparison, conceptually very similar to risk–return analysis in classical portfolio theory. It is, however,
important to notice that DFA does not normally
allow for the use of formal optimization techniques
(such as convex optimization), since the structure
of the model is too irregular. The optimization
rather consists of educated guesses for better strategies and subsequent evaluations thereof by carrying
out a new simulation run. Such repeated simulation runs with different strategy settings (or also
with different calibrations of the scenario generator)

DFA – Dynamic Financial Analysis
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are often used for exploring the sensitivities of
the business against strategy changes or against
changes in the environment, that is, for exploring
relative rather than absolute impacts in order to see
what strategic actions do actually have a substantial
leverage.
An alternative to this statistical type of analysis is
drill-down methods. Drill-down consists of identifying particularly interesting (in whatever sense) output
values yk , to identify the input scenarios xk that gave
rise to them, and then to analyze the characteristics of
these input scenarios. This type of analysis requires
the storage of massive amounts of data, and doing
sensible analysis on the usually high-dimensional
input scenarios is not simple either.
More information on analysis and presentation can
be found in a related chapter in [9], or, for techniques
more closely related to financial economics, in [7].

The DFA Marketplace
There are a number of companies in the market that
offer software packages or components for DFA, usually in conjunction with related consulting services
(recall from the beginning of this section that DFA is
not only a software package, but rather a combination
of software, processes, and skills). In general, one
can distinguish between two types of DFA software
packages:
1. Flexible, modular environments that can be adapted relatively quickly to different company structures, and that are mainly used for addressing
dedicated problems, usually the structuring of
complex reinsurance programs or other deals.
2. Large-scale software systems that model a company in great detail and that are used for internal
risk management and strategic planning purposes
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on a regular basis, usually in close connection
with other business systems.

Examples for the first kind of DFA software
include Igloo by Paratus Consulting (see www.
paratusconsulting.com) and Remetrica II by Benfield
Group (see www.benfieldgreig.com). Examples for
the second kind of DFA systems include Finesse
2000 by SS&C (see www.ssctech.com), the general
insurance version of Prophet by B&W Deloitte (see
www.bw-deloitte.com), TAS P/C by Tillinghast (see
www.towers.com) or DFA by DFA Capital Management Inc (see www.dfa.com). Dynamo by MHL
Consulting (see www.mhlconsult.com) is a freeware
DFA software based on Excel. It belongs to the
second type of DFA software and is actually the
practical implementation of [10]. An example of a
DFA system for rating agency purposes is [2]. Moreover, some companies have proprietary DFA systems
that they offer to customers in conjunction with their
consulting and brokerage services, examples including Guy Carpenter (see www.guycarp.com) or AON
(see www.aon.com).

DFA Use Cases
In general, DFA is used to determine how an insurer
might fare under a range of future possible environment conditions and strategies. Here, environment
conditions are topics that are not under the control
of management, whereas strategies are topics that are
under the control of management. Typical strategy
elements whose impact is explored by DFA studies
include the following:
Business mix : relative and absolute volumes in the
different lines of business, premium, and commission
level, and so on.
Reinsurance: reinsurance structures per line of business and on the entire account, including contract
types, dependencies between contracts, parameters
(quota, deductibles, limits, reinstatements, etc.), and
cost of reinsurance.
Asset allocation: normally only on a strategic level;
allocation of the company’s assets to the different
investment asset classes, overall or per currency;
portfolio rebalancing strategies.

Capital: level and structure of the company’s capital;
equity and debt of all kinds, including dividend
payments for equity, coupon schedules, and values,
redemption and embedded options for debt, allocation
of capital to lines of business, return on capital.
The environment conditions that DFA can investigate include all those that the scenario generator
can model; see section ‘The Elements of DFA’. The
generators are usually calibrated to best estimates for
the future behavior of the risk factors, but one can
also use conscious miscalibrations in order to investigate the company’s sensitivity to unforeseen changes.
More specifically, the analysis capabilities of DFA
include the following:
Profitability: Profitability can be analyzed on a cashflow basis or on a return-on-capital basis. DFA allows
profitability to be measured per line of business or for
the entire company.
Solvency: DFA allows the solvency and the liquidity
of the company or parts of it to be measured, be it
on an economic or on a statutory basis. DFA can
serve as an early warning tool for future solvency
and liquidity gaps.
Compliance: A DFA company model can implement
regulatory or statutory standards and mechanisms. In
this way, the compliance of the company with regulations, or the likelihood of regulatory interventions
can be assessed. Besides legal ones, the standards
of rating agencies are of increasing importance for
insurers.
Sensitivity: One of the most important virtues of DFA
is that it allows the exploring of how the company
reacts to a change in strategy (or also a change in
environment conditions), relative to the situation in
which the current strategy pertains also to the future.
Dependency: Probably the most important benefit
of DFA is that it allows to discover and analyze
dependencies of all kinds that are hard to grasp
without a holistic modeling and analysis tool. A very
typical application here is to analyze the interplay
of assets and liabilities, that is, the strategic asset
liability management (‘ALM’).
These analytical capabilities can then be used for a
number of specific tasks, either on a permanent basis
or for one-time dedicated studies of special issues. If
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a company has set up a DFA model, it can recalibrate
and rerun it on a regular basis, for example, quarterly
or yearly, in order to evaluate the in-force strategy
and possible improvements to this strategy. In this
way, DFA can be an important part of the company’s
business planning and enterprise risk management
setup. On the other hand, DFA studies can also be
made on a one-time basis, if strategic decisions of
great significance are to be made. Examples for such
decisions include mergers and acquisitions, entry in
or exit from some business, thorough rebalancing
of reinsurance structures or investment portfolios, or
capital market transactions. Basically, DFA can be
used for assessing any strategic issues that affect the
company as a whole. However, the exact purpose
of the study has some drawbacks on the required
structure, degree of refinement, or time horizon of
the DFA study (particularly the company model and
the scenario generator).
The main users of DFA are the insurance and
reinsurance companies themselves. They normally
use DFA models on a permanent basis as a part
of their risk management and planning process [21];
describes such a system. DFA systems in this context are usually of substantial complexity, and only a
continued use of them justifies the substantial costs
and efforts for their construction. Another type of
users are consulting companies and brokers who use
dedicated – usually less complex – DFA studies for
special tasks, for example, the structuring of large
and complicated deals. An emerging class of users
are regulatory bodies and rating agencies; they normally set up relatively simple models that are general
enough to fit on a broad range of insurance companies and that allow to conduct regulation or rating in
a quantitatively more sophisticated, transparent, and
standardized way, see [2].
A detailed account of the most important uses and
users of DFA is given in [9]; some new perspectives
are outlined in [15].

Assessment and Outlook
In view of the developments in the insurance markets
as outlined in the section ‘The Value Proposition of
DFA’, the approach taken by DFA is undoubtedly
appropriate. DFA is a means for addressing those
topics that really matter in the modern insurance
world, in particular, the management of risk capital
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and its structure, the analysis of overall profitability
and solvency, cost-efficient integrated risk management aimed at optimal bottom line impact, and the
addressing of regulatory tax, and rating agency issues.
Moreover, DFA takes a sensible point of view in
addressing these topics, namely, a holistic one that
makes no artificial separation of aspects that actually
belong together.
The genesis of DFA was driven by the industry
rather than by academia. The downside of this very
market-driven development is that many features of
practically used DFA systems lack a certain scientific
soundness, in that modeling elements that work well,
each one for itself, are composed in an often ad hoc
manner, the model risk is high because of the large
number of modeled variables, and company models
are rather structured along the lines of accounting
than along the lines of economic value creation.
So, even though DFA fundamentally does the right
things, there is still considerable space and need for
improvements in the way in which DFA does these
things.
We conclude this presentation by outlining some
DFA-related trends for the near and medium-term
future. We can generally expect that company-level
effectiveness will remain the main yardstick for managerial decisions in the future. Though integrated risk
management is still a vision rather than a reality, the
trend in this direction will certainly prevail. Technically, Monte Carlo methods have become ubiquitous
in quantitative analysis, and they will remain so, since
they are easy to implement and easy to handle, and
they allow for an easy combination of models. The
easy availability of ever more computing power will
make DFA even less computationally demanding in
the future. We can also expect models to become
more sophisticated in several ways:
The focus in the future will be on economic
value creation rather than on just mimicking the cash
flow structures of the company. However, substantial
fundamental research still needs to be done in this
area, see [14]. A crucial point will be to incorporate
managerial flexibility into the models, so as to make
projections more realistic. Currently, there is a wide
gap between DFA-type models as described here and
dynamic programming models aimed at similar goals,
see [19]. For the future, a certain convergence of
these two approaches can be expected. For DFA,
this means that the models will have to become
simpler. In scenario generation, the proper modeling
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of dependencies and extreme values (individual as
well as joint ones) will be an important issue.
In general, the DFA approach has the potential of
becoming the state-of-the-industry for risk management and strategic decision support, but it will only
exhaust this potential if the discussed shortcomings
will be overcome in the foreseeable future.

[14]
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Excess-of-loss
Reinsurance
Types of Excess-of-loss Reinsurance
Excess-of-loss covers belong, together with the aggregate excess-of-loss cover and the largest claims cover
(see Largest Claims and ECOMOR Reinsurance),
to the category of nonproportional reinsurance
treaties. In nonproportional reinsurance, the reinsurer
pays a claim if the loss incurred by the primary
insurer (the cedant) exceeds a certain agreed amount
or level, known as the deductible. The part of the
loss borne by the reinsurer is referred to as excess
loss. The cover granted for a portfolio may be broken into several segments known as layers. The short
notation for these layers reads: cover xs deductible.
Here, xs stands for in excess of. From the mathematical point of view, l xs m stands for the loss
in excess of m subject to a maximum of l, that is,
min(l, max(0, X − m)), where X is either the individual or the aggregate claim size.
Excess-of-loss covers provide protection against
individual loss events and are thus regarded as functions of individual claims. The various types of
excess-of-loss cover differ depending on the definition of the loss event that triggers the cover. For
this reason, it is particularly important to agree on
the proper definition of the loss event. The following types of excess-of-loss covers are distinguished,
depending on the event definition applied:
•

•

per-risk excess of loss (per-risk XL): This is used
when the primary insurer wants to limit his loss
per risk or policy. This type of excess-of-loss
cover is common, for example, in fire insurance
and serves to limit the loss burden due to large,
one-off claims. If some claims activity is expected
every year; this cover is called a working excessof-loss (WXL) (see Working Covers).
per-event excess of loss (per-event XL): This is
used if an event typically causes a large number
of small claims, which in total add up to a
high overall loss, as for example, in the case of
a storm. This cover limits the cumulative loss
arising out of a single event. In property (see
Property Insurance – Personal), these events
are designated as catastrophic events (natural or
man-made), and the covers are called catastrophe

excess-of-loss (CXL). In liability, the label clash
layer is much more common.
The most suitable type of excess-of-loss cover
will always depend on the peril (see Coverage) and
line of business covered. The distinction between
per-risk and per-event XL is particularly important
in property insurance. In liability insurance, covers
are usually bought per event, that is, for one-off
and accumulation losses. You will find further details
about various types of excess-of-loss reinsurance and
the structuring of programs in the following articles:
(see Working Covers; Catastrophe Excess of Loss;
and Retention and Reinsurance Programmes).

Limitations of Cover
A further important component of all excess-of-loss
covers is agreements limiting the scope of cover.
Here, a distinction is made between the cover limit,
that is, the maximum coverage per loss (event), and
the aggregate limit, or maximum coverage per treaty
period, as a rule for one year. These are also known
as vertical and horizontal limitations of cover.
From the actuarial perspective, it is always advisable to limit the amount of coverage, because calculating a price for unlimited covers involves major
uncertainties. Often, pricing can only be based on
limited claims experience and/or an inadequate spread
of the loss burdens. If his actual exposure exceeds
the known loss potential, the reinsurer is providing
capacity without getting paid for it.
As a rule, the reinsurer will only grant the primary insurer unlimited cover per loss event if the
primary insurer is himself required by law to offer
unlimited indemnity, for example, for motor liability in some countries (see Automobile Insurance,
Private; Automobile Insurance, Commercial). In
property insurance, limits on the aggregate amount
of cover per year are the accepted standard; in the
liability lines, unfortunately, they are still frequently
a matter of negotiation.
In the case of the per-risk and per-event XL,
the cover limits only the coverage for losses arising
out of one loss (event). To limit the overall loss
burden from several losses occurring during the treaty
period, further limitations of cover have to be defined.
These are referred to as reinstatement or the annual
aggregate limit (AAL).
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In property, the commonly used term is reinstatement, and it quantifies the cover provided to replace
the exhausted cover in terms of multiples of the nominal amount of coverage. Take a fire WXL, $1 m xs
$1 m, with two reinstatements, as an example. Here
a total coverage of three times $1 million, that is to
say $3 million, is provided.
In liability, the primary insurer and the reinsurer
commonly agree on an annual aggregate limit, which
designates the total amount of coverage provided
within the treaty period. In this case, we have, for
example, a liability XL, $1 m xs $1 m, with an
AAL of $2 million. The maximum overall indemnity
provided under this cover is $2 million.
In pricing, a distinction is made between reinstatements provided free of charge and paid reinstatements. In the former case, exhausted coverage
is refilled without further payment. The nonproportional premium (NP premium) is the price of the total
coverage provided during the entire treaty period.
In the latter case, a charge is made for the reinstatement of the exhausted coverage. As soon as any
part of the coverage is used up, a reinstatement premium must be paid for the replacement coverage
provided, up to the cover ceiling. Thus, unlike in the
former case in which only one premium is paid –
in advance – for the entire agreed coverage for the
year, the premium in the latter case consists of the
NP premium for the initial coverage and reinstatement premiums for any further coverage provided.
For this reason, the NP premium payable in advance
is generally lower if the treaty provides for one or
more paid reinstatements.
Reinstatement premiums are, as a rule, expressed
as a percentage of the NP premium for the initial
coverage. In line with the declining probability of
their being needed, the price of the successive reinstatements is, of course, lower than that of the initial
coverage. In practice, however, it is common for
the first reinstatement for natural perils covers to be
charged at 100% of the initial premium. This reflects
the fact that, after a major natural catastrophe, reinsurance capacity is in short supply, so the price of
further automatic capacity has to be higher.
Depending on the size of the loss, that is, the
amount of coverage exhausted, the reinstatement premium for the replacement coverage is calculated pro
rata amount (PRA).
Consider a fire WXL, $1 m xs $1 m, with an NP
premium of 1% of the gross net premium income

(GNPI) (see Nonproportional Reinsurance) and the
following reinstatement agreement: first reinstatement free, second reinstatement at 50% pra. The first
reinstatement grants a further $1 million of coverage
without further charge. The third $ million of coverage is charged for at 50% of the NP premium, that
is, 0.5%.
The pro rata temporis (prt) method of calculating the reinstatement premium also takes into account
when the loss occurred, that is, for how much remaining time the cover has to be provided. If the loss
occurs on the first day of the treaty period, the premium has to be paid again in full; if the loss occurs
later, the premium payable is calculated in proportion
to the remaining cover period, from the exact date of
the loss.
In liability, the term commonly used is AAL
rather than reinstatement; generally, no reinstatement
premiums are charged in case of a loss.

Further Retentions
In addition to the deductible under the excess-of-loss
cover, further retentions may be agreed in the form
of coinsurance arrangements or an annual aggregate deductible.
If an annual aggregate deductible (AAD) has
been agreed, the primary insurer bears the excessloss burden in a given year up to the amount of
the AAD. The reinsurer pays out only if this amount
is exceeded.
The reason for this kind of agreement is that the
cedant may, in principle, be willing to bear a higher
retention, but he considers the effects of raising the
deductible to be too risky. If the deductible were
higher, he would know what extra loss he would
have to bear per claim, but he would still be carrying the claims frequency risk. By contrast, an annual
aggregate deductible is a specifically limited additional retention. It is expressed either as an absolute
amount or as a percentage of GNPI. Expressing it
as a percentage of GNPI affords the advantage that
changes in the volume of business, which naturally
have implications for the expected claims burden,
are automatically taken into account. That makes this
method preferable. The AAD is often equal in amount
to the initial coverage.
Take a fire WXL, $5 m xs $5 m, with $100 million
GNPI and an AAD of $5 million. In terms of the
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GNPI, the AAD is 5%. The following notation is
also used: $5 m xs $5 m xs $5 m.
In case of a coinsurance arrangement, the primary
insurer participates proportionally in the entire excess
claims burden, just like a reinsurer would. This is
referred to as co-reinsurance. For a fire WXL $5 m
xs $5 m, where the primary insurer bears 5% of the
cover, that is, $0.25 million, himself, the common
notation is: 95% of $5 m xs $5 m.

Claims Inflation/Index Clause
The following peculiarity of long-tail business is of
particular importance to the design and pricing of
excess-of-loss reinsurance arrangements. Unlike that
in short-tail business, such as property lines, where
the amount of the covered losses that have occurred
in the course of the treaty year is known after just
a short time and may often be paid by the reinsurer
before the end of the treaty year, in long tail business,
such as in motor liability, claims originating in the
treaty year may often not be finally settled until many
years later.
The development of the amount of an individual
claim or of the sum of all claims of a treaty year
from the time of occurrence to the time of their final
settlement is known as the run-off. During this run-off
period, the risk factors are subject to constant change.
These changes can influence the number of claims
and the amounts involved. Basically, it is true to say
that the longer the run-off period, the greater the risk
of change. The increase in the money amount of a

claim during this period is known as claims inflation
(see Figure 1).
Pricing of long-tail business is particularly prone
to the risk of change. In principle, this concerns
primary insurers and reinsurers alike. However, the
excess-of-loss reinsurer is affected by this phenomenon more than anyone else, for the following
reasons. Firstly, claims inflation increases the money
amounts of the losses above the deductible, for
which he alone is responsible. Secondly, claims
inflation causes losses that would otherwise have
remained within the primary insurer’s retention to
grow through the deductible and into the nonproportional cover. And finally, the reinsurer covers the
biggest losses. Large claims tend to take much longer
to run-off and therefore undergo higher inflation than
smaller claims.
Unlike the risk of random fluctuations, the risk of
change cannot be reduced by expanding the portfolio.
On the contrary, a large portfolio may even aggravate
the risk of change, as all risks are equally affected by
changes in the underlying risk factors. Changes in the
insurance sense are generally the consequence of economic, political, societal, or technical developments.
They can occur irregularly, or they can follow cycles
or trends.
Perhaps the easiest to identify and quantify is
general inflation, for example, in the form of gradual
increases in wages and salaries. In long-tail business,
this trend has a material influence on significant
components of claims such as the cost of long-term
care and loss of earnings in serious bodily injury

$20 m
Excess loss
Retention
Claims inflation

Claims inflation
$15 m

$10 m

$5 m

2003
Treaty year

Figure 1
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claims, or the cost of large-scale cleanups or repair
work in the case of property claims.
However, there are a number of further influencing
factors such as
•
•
•
•

changes in court awards
technical innovations
a generally weak economy (e.g. less chance of
injured persons returning to work)
changing societal norms (e.g. the right of disabled persons to the same quality of life as nondisadvantaged persons).

All these elements of claims inflation are difficult
to predict and calculate. They are referred to as
superimposed inflation.
Index clauses serve to ensure that the increase in
the money amount of the claim during the run-off
period is not borne by the reinsurer alone, but is
divided between the primary insurer and the reinsurer
(see Figure 2). This requires a predefined benchmark
for measuring the inflation of the claim and a mechanism for dividing up the increase.
The yardstick for claims inflation is always some
officially published index – as a rule, a wage and/or
price index. However, as already explained, this index
accounts for only a part of the actual claims inflation.
This apportionment of the rise in the money value of
the claim over the run-off period divides only that
part of the inflation that is described by the index
applied. The superimposed inflation remains with the
reinsurer. The index selected for use is known as the

inflation index. The reinsurance treaty must specify
the time (index value, defined by a precise date) that
is to be used as the baseline for tracking the inflation,
and the intervals (annually, quarterly or monthly) at
which the inflationary increase is to be tracked during
the run-off period.
The inflation-splitting mechanism is based on the
following notion: the inflation should be divided in
the same ratio as the claim that would have been
shared between the primary insurer and the reinsurer
before inflation. For this purpose, the inflation, measured in terms of the change in the agreed inflation
index, must first be factored out, that is, the cash
value of each individual payment and of the reserve
must be calculated on the cash basis of the treaty
year. This adjusted or net claim value is then used
to calculate what percentage of the claim would have
fallen within the primary insurer’s deductible before
inflation. This percentage is then applied to calculate
the primary insurer’s share in the indexed, or nominal, claim. In effect, this shifts the deductible under
the cover for this claim upward. Similarly, the top
end of the cover is also shifted upward.
This adjustment of the deductible and cover for
each individual claim to compensate for inflation is
known as indexing. The new, adjusted deductible is
known as the indexed deductible and is different for
each claim.
Example Take a motor liability excess-of-loss cover from treaty year 1998. The first layer covers
$600 000 xs $400 000. The local wage and price index
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Year
Index
Index value

1998
I98
111

1999
I99
116

2000
I00
117

2001
I01
119

5

2002
I02
121

A claim from treaty year 1998 (TY 98) is run off over the following 4 years before being finally settled
in the 4th development year (4th DY).
Claims paid
Claims reserved
Total claims burden

TY 98
0
0
0

1st DY
100
500
600

2nd DY
0
500
600

3rd DY
0
650
750

4th DY
800
0
900

800 * I98/I02 =
733.9

829.6 =

100 * I98/I99 =
95.7

Indexing factor:

Nominal deductible/adjusted claim
ie 400/829.6 = 0.482

+

Factoring out the
claims inflation/
straight indexing
of nominal claim

Indexed deductible: Nominal claim * indexing factor
ie 900 * 0.482 = 433.8
The indexed cover is determined in the same way.

Figure 3

Fully indexed clause

is to be used as the inflation index. The index history
from 1998 to 2002 is as follows (see Figure 3).
Accordingly, the primary insurer bears $433 800
of this claim, instead of $400 000 before indexing. By
the same token, the reinsurer bears $466 200 (51.8%)
of the claim after indexing, whereas without indexing
he would have paid $500 000 (55%).
The effect of indexing is all the more pronounced
the higher the inflation and the longer the run-off
period.
In practice, there are various index clauses in use.
If the split is applied to the full amount of the inflation
from the first dollar up, this is known as a fully
indexed clause (FIC). The cover is also said to be
fully indexed. The example above shows how this
clause works.
If the split is applied only to the amount in excess
of a certain level of inflation, it is called a severe
inflation clause (SIC). In this case, the reinsurer
bears the entire inflation of the claim up to the
defined threshold. The franchise index clause is a
variation of this whereby the indexation likewise
applies only if the rate of inflation exceeds a certain
figure (the franchise) but is then applied to the full
claims inflation. Thus, the reinsurer bears the full cost

increase only for those claims whose inflation over
the entire run-off period does not exceed the defined
trigger.
The following notations are used for the standard
types of index clause described:
•
•

fully indexed clause: FIC
severe inflation clause with 30% threshold: SIC
30%.

Of course, index clauses with high thresholds have
the weakest effects.
Index clauses are, nowadays, standard features of
excess-of-loss covers for long-tail business in Europe.
For a general overview about excess-of-loss reinsurance see [1–5]. You will find additional literature
in the mentioned articles dealing with excess-of-loss
reinsurance. All aspects of the pricing of excessof-loss reinsurance are described on the following
articles: (see Reinsurance Pricing; Burning Cost;
Pareto Rating; and Exposure Rating).
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Exposure Rating
The exposure rating method is widely used in reinsurance pricing to estimate the expected loss cost for
the reinsurer for the coverage provided. This rating
method translates the loss experience of similar risks
(by means of a claim size distribution) into the specific risk to be priced. Even when there is sufficient
good quality individual claims experience, the exposure method provides a benchmark that can be used
as a starting point in the pricing analysis.
Strain [4] defined the exposure method as “Measuring a potential exposure to loss for a book of
business”. In reinsurance practice, it is also defined
as the proportion of the total losses to the ceding
company that applies to the excess layer.
We describe the exposure rating methodology for
the most general case of excess-of-loss treaty, where
the primary insurer writes policies with different
deductibles and policy limits that are all covered by
the reinsurer. We now introduce some definitions and
notation.
Definition 1 Let X be a random variable with
probability density function fX (x) and cumulative
distribution function FX (x). The Limited Expected
Value of X up to a limit m, that is, min(X, m), is
given by
 m
xfX (x) dx + m(1 − FX (m))
E[X ∧ m] =


by the treaty. The expected loss ratio is estimated
using historical development triangles and historical written premium. This loss ratio may or
may not include expenses; this depends on how
expenses are treated in the reinsurance treaty;
see [3] for a more details on how to estimate
this loss ratio.
3. Severity distribution: X is the ground-up claim
size random variable. Klugman et al. [2] defines
the ground up as ‘the loss that would be paid if
there were no modifications’, that is, deductibles
and policy limits. It is assumed that this random
variable has the same probability distribution of
other similar risks for the same line of business.
Therefore, the exposure method uses a claim size
distribution (or severity distribution) that may
have been fitted to claims experience of similar
risks.
4. Limits profile: dk , PLk and SP k are the deductible, policy limit, and subject premium for the
kth combination of deductible and policy limit,
for k = 1, . . . , K, where K is the total number
of combinations of primary policy limits and
deductibles. In this article, we assume dk and
PLk are fixed quantities and the policyholder may
choose which combination he wishes to buy.
Note that for a policy with deductible dk and
limit PLk , the claim size for the primary insurer is
given by the random variable min(PLk ,
max(0, X − dk )); hence expected value of a
claim for the primary insurer is given by:

0
m

=

(1 − FX (x)) dx.

(1)

0

(See [2]). Note that the notation X ∧ m stands for
min(X, m).

Basic Ingredients for the Exposure
Method in Treaty Reinsurance
1. Subject premium: is the base premium written
by the primary insurer subject to the treaty. Typically, this premium is split for each combination
of policy limits and deductibles that the ceding
company writes.
2. Ground-up expected loss ratio (ELR): is the
expected loss ratio (total losses divided by total
premium) for the primary insurer (before reinsurance) for the class or classes of business covered

E[min(PLk , max(0, X − dk ))]
 PLk +dk
=
(1 − FX (x)) dx
dk

= E[X ∧ PLk + dk ] − E[X ∧ dk ],

(2)

where FX (x) is the cumulative distribution function of X. The first equality in (2) is given by
the direct definition of the expected value and the
second equality can be derived using (1); see, for
example, [2].
5. The reinsurance layer: we consider a generic
layer. In standard reinsurance notation  xs m
stands for the losses in excess of the attachment X − m subject to a maximum of , i.e.
min(, max(0, X − m)), where X is the total
claim size.
Note that for a primary policy with deductible dk
and limit PLk , the expected value of a loss in the
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layer  xs m is given by

(3)

primary insurer before reinsurance as in (2). This
can be understood as the percentage of each loss
to the primary company that would fall in the
reinsurance layer.
The factor (SP k ) (ELR) is the total expected loss
for the primary company before reinsurance from
all the policies with deductible dk and policy limit
PLk during the period of exposure.
Therefore, E[Lk ] represents the expected value
of aggregate losses in the reinsurance layer from
such policies during the period of coverage.

Equation (3) can be better understood in conjunction with Fig. 1 where we see that if the policy limit
is lower than the layer limit, the losses in the layer
are capped at the original policy limit. The example
below illustrates this better.
Let Lk denote the losses to the layer  xs m from
all the policies with deductible and policy limit dk
and PLk . The exposure rating formula is

The factor involving limited expected values in
formula (4) is also referred to as exposure curves
[1], that are derived from the severity distribution.
Therefore, for the exposure method, we require either
the severity distribution or the exposure curve.
The total expected loss cost from all the primary
policies covered by the treaty are obtained by adding
up for all values of k, that is,

E[min(min(PLk , ), max(0, X − m − dk ))]
= E[X ∧ min(PLk + dk ,  + m + dk )]
− E[X ∧ min(PLk + dk , m + dk )]

•

= min(E[X ∧ (PLk + dk )],
E[X ∧ ( + m + dk )])

•

− min(E[X ∧ (PLk + dk )],
E[X ∧ (m + dk )]).



E[X ∧ min(PLk + dk ,  + m + dk )] − E[X ∧ min(PLk + dk , m + dk )]
E[Lk ] = (SP k )(ELR)
E[X ∧ (PLk + dk )] − E[X ∧ dk ]
where the limited expected value is calculated using
the probability function of X. The interpretation of
formula (4) is as follows:
•

Note that the factor involving limited expected
values in the right hand side of (4) is the expected
value of a loss in the reinsurance layer as in (3)
relative to the expected value of the claim to the
l+m+d

Expected Loss Cost =

(4)

E[Lk ].

k=1

Example Assume the ceding company writes two
types of policies:

Deductible
$5000
$10 000

PL + d

K




Limit

Total
%
% Loss
premium Premium ratio

$300 000 $200 000
$500 000 $400 000

33.33
66.67

60
60

Ceded loss
m+d

d

Deductible

Figure 1 Exposure rating with policy limits and
deductibles

We want to exposure rate the layer $250 000
xs $250 000 (see notation above) assuming that
the severity distribution for this type of business
follows a log-normal distribution (see Continuous
Parametric Distributions) with parameters µ = 8
and σ = 2. Note that the policy with limit $300 000
can only be ceded up to $50 000 to the layer. The
limited expected value for a log-normal distribution
with parameters µ and σ has a closed form that can
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Table 1

[5] = (Total premium)(Loss ratio)


min([2], [4]) − min([2], [3])
×
[2] − [1]

Exposure rating results

dk
[1]

Limited expected value
Expected
dk + PLk dk + 250 000 dk + 500 000 loss cost
[2]
[3]
[4]
[5]

$2889
$4521

$16 880
$18 357

$16 299
$16 364

$18 331
$18 357

$4978
$34 575

(6)

Hence, the total expected aggregate losses for the
layer are $39 553.
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Extreme Value
Distributions
Consider a portfolio of n similar insurance claims.
The maximum claim Mn of the portfolio is the
maximum of all single claims X1 , . . . , Xn
Mn = max Xi
i=1,...,n

(1)

The analysis of the distribution of Mn is an important
topic in risk theory and risk management. Assuming
that the underlying data are independent and identically distributed (i.i.d.), the distribution function of
the maximum Mn is given by
P (Mn ≤ x) = P (X1 ≤ x, . . . , Xn ≤ x) = {F (x)}n ,
(2)
where F denotes the distribution function of X. Rather
than searching for an appropriate model within familiar classes of distributions such as Weibull or lognormal distributions, the asymptotic theory for maxima initiated by Fisher and Tippett [5] automatically
leads to a natural family of distributions with which
one can model an example such as the one above.
Theorem 1 If there exist sequences of constants (an )
and (bn ) with an > 0 such that, as n → ∞ a limiting
distribution of
Mn =

M n − bn
an

(3)

exists with distribution H, say, the H must be one of
the following extreme value distributions:
1. Gumbel distribution:
H (y) = exp(−e−y ), −∞ < y < ∞

(4)

2. Fréchet distribution:
H (y) = exp(−y −α ), y > 0, α > 0

(5)

3. Weibull distribution:
H (y) = exp(−(−y)α ), y < 0, α > 0.

(6)

This result implies that, irrespective of the underlying distribution of the X data, the limiting distribution of the maxima should be of the same type as

one of the above. Hence, if n is large enough, then
the true distribution of the sample maximum can be
approximated by one of these extreme value distributions. The role of the extreme value distributions for
the maximum is in this sense similar to the normal
distribution for the sample mean.
For practical purposes, it is convenient to work
with the generalized extreme value distribution
(GEV), which encompasses the three classes of
limiting distributions:

 


x − µ −1/γ
(7)
Hµ,σ,γ (x) = exp − 1 + γ
σ
defined when 1 + γ (x − µ)/σ > 0. The location
parameter −∞ < µ < ∞ and the scale parameter
σ > 0 are motivated by the standardizing sequences
bn and an in the Fisher–Tippett result, while −∞ <
γ < ∞ is the shape parameter that controls the tail
weight. This shape parameter γ is typically referred
to as the extreme value index (EVI). Essentially,
maxima of all common continuous distributions are
attracted to a generalized extreme value distribution.
If γ < 0 one can prove that there exists an upper
endpoint to the support of F. Here, γ corresponds
to −1/α in (3) in the Fisher–Tippett result. The
Gumbel domain of attraction
corresponds to γ =

0 where H (x) = exp − exp (−(x − µ/σ )) . This
set includes, for instance, the exponential, Weibull,
gamma, and log-normal distributions. Distributions
in the domain of attraction of a GEV with γ > 0
(or a Fréchet distribution with α = 1/γ ) are called
heavy tailed as their tails essentially decay as power
functions. More specifically this set corresponds to
the distributions for which conditional distributions
of relative excesses over high thresholds t converge
to strict Pareto distributions when t → ∞,


1 − F (tx)
X
>x X>t =
→ x −1/γ ,
P
t
1 − F (t)
as t → ∞, for any x > 1.

(8)

Examples of this kind include the Pareto, log-gamma,
Burr distributions next to the Fréchet distribution
itself.
A typical application is to fit the GEV distribution
to a series of annual (say) maximum data with n
taken to be the number of i.i.d. events in a year.
Estimates of extreme quantiles of the annual maxima,
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corresponding to the return level associated with a
return period T, are then obtained by inverting (7):






σ
1 −γ
1
=µ−
1 − − log 1 −
.
Q 1−
T
γ
T
(9)
In largest claim reinsurance treaties, the above
results can be used to provide an approximation to
the pure risk premium E(Mn ) for a cover of the
largest claim of a large portfolio assuming that the
individual claims are independent. In case γ < 1
E(Mn ) = µ + σ E(Zγ ) = µ +

σ
((1 − γ ) − 1),
γ

A major weakness with the GEV distribution is
that it utilizes only the maximum and thus much of
the data is wasted. In extremes threshold methods
are reviewed that solve this problem.
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Extremes
The Basic Model
In modern extreme value methodology, solutions
for statistical estimation of extreme quantiles and/or
small exceedance probabilities are provided under the
assumption that the underlying distribution of the
data X1 , . . . , Xn belongs to the domain of attraction of an extreme value distribution. In case of
an i.i.d. sequence of data with distribution function F and quantile function Q, the assumption of
convergence of the sequence of normalized maxima
Xn,n = maxi=1,...,n Xi to an extreme value distribution can be written as


F n (an y + bn ) −−−→ exp −(1 + γ y)−1/γ (1)
for some sequences an > 0 and bn and γ ∈ R as n →
∞, for all y such that 1 + γ y > 0. The parameter γ ,
the extreme value index (EVI), characterizes the tail
decay of the underlying distribution F as described
in extreme value distribution. Relation (1) can be
restated to, as z → ∞,
− z log F (az y + bz ) ∼ z(1 − F (az y + bz ))
−−−→ (1 + γ y)−1/γ

(2)

which suggests that under (1) it is possible to approximate an exceedance probability px = P (X > x) =
1 − F (x) concerning a high value x with the help of
a generalized Pareto distribution (GPD) with survival
function (1 + γ (x − µ)/σ )−1/γ using some scale and
location parameters σ and µ, which take over the role
of az and bz in (2).
More specifically, starting with the work of de
Haan [6], it has been shown that (1) holds if and
only if for some auxiliary function a, we have for all
u ∈ (0, 1) that
 1/u
Q(1 − uv) − Q(1 − v)
s γ −1 ds
lim
=
v→0
a(1/v)
1
  1
1
(u−γ − 1), γ  = 0
= hγ
(3)
= γ
u
log u,
γ =0
or, equivalently, for some auxiliary function b =
a(1/(1 − F )),
1 − F (t + b(t)v)
lim
= (1 + γ v)−1/γ ,
t→x+
1 − F (t)
∀v with 1 + γ v > 0,

(4)

where x+ denotes the possibly infinite right endpoint
of the distribution. These equivalent conditions make
clear that the goal of tail estimation is carried out
under a nonstandard model, since it is of asymptotic type containing some unknown function a, or
equivalently, b. Of course the estimation of the EVI
parameter γ is an important intermediate step.

Tail Estimation
In condition (4), t will be interpreted as a threshold, high enough so that the conditional probability P (X − t > y|X > t) = (1 − F (t + y))/(1 −
F (t)) can be approximated by a GPD with distribution function

γ y −1/γ
(5)
1− 1+
σ
for y with 1 + γ y/σ > 0 and y > 0. Here, the scale
parameter σ is a statistically convenient notation for
b(t) in (4).
Now two approaches exist, whether using a deterministic threshold that leads to a random number of
excesses over t, or using a random threshold like the
(k + 1)-largest observation Xn−k,n , which entails the
use of a fixed number of excesses over t. Here we
use the latter choice. When n grows to infinity, not
much information is available asymptotically if we
use only a fixed number k, so that it appears natural
to let k increase to infinity with n but not too fast to
satisfy the underlying asymptotic model: k/n → 0.
Given estimators γ̂ and σ̂ of γ and σ , one then
estimates px on the basis of (4) and (5) by


k
x − Xn−k,n −1/γ̂
,
(6)
p̂x =
1 + γ̂
n
σ̂
where 1 − F (t) is estimated by k/n in the random
threshold approach. Remark that this estimator also
follows readily from (2) taking z = n/k, b̂z = Xn−k,n
and âz = σ̂ .
Moreover, an extreme quantile qp := Q(1 − p)
for some given p (typically smaller than 1/n) can
be estimated by equating (6) to p and solving for x:
 
k
q̂p = Xn−k,n + σ̂ hγ̂
.
(7)
np
This expression also follows from condition (3).
Indeed, choosing uv = p, v = k/n, and â(n/k) =

2
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σ̂ , and estimating Q(1 − v) = Q(1 − k/n) by the
(k + 1)th largest observation Xn−k,n , we are lead
to (7).
This approach to estimating extreme quantiles and
tail probabilities was initiated in [22]. See also [27]
and [8] for alternative versions and interpretations.

Pareto-type Distributions
In the special case where γ > 0, supposing one is
convinced about this extra assumption, in which case
x+ = ∞ and the underlying distribution is heavy
tailed or of Pareto type, (4) can be specified to
1 − F (ty)
= y −1/γ ,
t→∞ 1 − F (t)

for every y > 1.

lim

(8)

Hence, for t high enough, the conditional probability P (X/t > y|X > t) = (1 − F (ty))/(1 − F (t))
can then be approximated by a strict Pareto distribution. Again, using a random threshold Xn−k,n , (8)
leads to the following tail estimators that can be used
in case γ > 0:
p̂x+ =

k
n



x

−1/γ̂

Xn−k,n
 γ̂
k
.
q̂p+ = Xn−k,n
np

,

(9)
(10)

This approach to tail estimation for Pareto-type tails
was initiated in [30]. The estimators given by (9) and
(10), in principle, can also be used in case γ = 0 [4].
The approach of fitting a GPD, namely a
Pareto, to the excesses Xn−j +1,n − Xn−k,n (that is,
Xn−j +1,n /Xn−k,n ) (j = 1, . . . , k) over a threshold
(here taken to be one of the highest observations)
is often referred to as the Peaks over Threshold
(POT) method. A classical reference concerning
POT methods is [26]. The use of the GPD
being a consequence of probabilistic limit theorems
(considering the threshold to tend to x+ ) concerning
the distribution of maxima, the GPD model should
of course be validated in practice, to see if the
limit in (4) (also (8)) is possibly attained and hence,
such an extreme value analysis should be carried
out with care. One can validate the use of the fitted
parametric models through goodness-of-fit methods.
For this purpose, we discuss some quantile plotting
techniques.

Quantile Plotting
An alternative view to the above material, which
allows to support an extreme value analysis graphically, consists of plotting ordered data X1,n ≤ · · · ≤
Xn,n against specific scales. For instance, in the specific case of Pareto-type distributions with γ > 0, the
model can be evaluated through the ultimate linearity
of a Pareto quantile plot


 
n+1
, log Xn−j +1,n , 1 ≤ j ≤ n. (11)
log
j
Indeed, the Pareto-type model (8) entails that
log Q(1 − p) is approximately linear with respect to
log(1/p) with slope γ when p → 0. So choosing
p as j/(n + 1) leads one to inspecting linearity in
(11) at the largest observations corresponding to the
smallest j -values. Also, rewriting (9) and (10) as
k
1
(12)
− (log x − log Xn−k,n ),
n γ̂
  
 n 
1
− log
,
log q̂p+ = log Xn−k,n + γ̂ log
p
k
(13)

log p̂x+ = log

it becomes clear that these estimators are the result
of extrapolation along a regression line fitted on an
upper portion of (11) with some slope estimator γ̂ .
Fitting, for instance, a regression line through the
upper k points on the graph helps assess the underlying Pareto-type model, and in case of linearity, the
slope of the regression line provides an estimator of
+
γ > 0, denoted by γ̂LS,k
.
In the general case, where γ is not assumed
to be positive, Beirlant, Vynckier, and Teugels [2]
proposed to plot

 

n+1
+
) , 1 ≤ j ≤ n,
log
, log(Xn−j +1,n Hj,n
j
(14)
+
= (1/j ) i=1 log Xn−i+1,n − log Xn−j,n .
where Hj,n
It can then again be shown that this plot will be
ultimately linear for the smaller j values under (3)
with slope approximating γ whatever the sign of the
EVI. So this allows to validate visually the underlying
model without having to estimate γ . In case of
linearity, the slope of a least-squares regression line
through the k upper points of the graph leads to
an estimator of the EVI, denoted by γ̂LS,k . This
j
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generalized quantile plot, however, does not allow to
interpret the tail estimators (6) and (7) in a direct way.
This quantile plotting approach has been discussed in
detail in [1].
Of course, the asymptotic approach presented here
can only be justified under the assumption that the
same underlying random mechanism that produced
the extreme observations rules over the even more
extreme region of interest where no data have been
observed so far. In applications, it is important to take
into account the modeling error caused by deviations
from the asymptotic relation in a finite sample setting
when assessing the accuracy of an application and
one must be careful not to overstretch the postulated
model over too many orders of magnitude [13].

1) largest observations Xn−j +1,n , j = 1, . . . , k + 1
which satisfy some of requirements listed above. We
already mentioned that through the quantile plotting
+
approach, one is lead to least-squares estimates γ̂LS,k
of γ > 0 (introduced in [19, 24]) and γ̂LS,k .
k

−
+
γ̂LS,k

1
k

=

log

k+1
log Xn−j +1,n
j

log

k+1
j

j =1
k
j =1

k

k

log Xn−j +1,n
j =1



2 ,

k

k + 1
k+1 1 
log
−
j
k j =1
j

log2
i=1

(15)
k

A Practical Example
In this contribution, we illustrate the methods under
review using a data set of 252 automobile insurance
claims gathered from several reinsurance companies, used to study the highest reinsurance layer in an
excess-of-loss reinsurance contract with the retention level or priority set 5 Mio euro. The data set
consists of those claims that were at least as large as
1.1 Mio euro. In Figure 1 the claim sizes (as function of the year of occurrence) are shown (a), together
with the Pareto quantile plot (11) in (b), and the generalized quantile plot (14) in (c). From these plots,
a Pareto tail behavior appears. In (d), the estimates
+
γ̂LS,k
(solid line) and γ̂LS,k (broken line) are plotted
as a function of k leading to an estimate γ̂ situated
around 0.3.
A problem in practice is the determination of
an appropriate threshold t, or correspondingly an
appropriate number k of extremes to be used in the
estimation procedure. In practice, one plots the estimates γ̂ , σ̂ or â(n/k), q̂p and p̂x as a function of k.
So, in the literature much attention has been paid to
the development of estimation methods for the different parameters, which show a stable behavior for
the smaller values of k combined with a good meansquared error behavior. Also, several methods have
been developed to choose the number of excesses k
adaptively. These have been reviewed in [14, 21].

Estimation of the EVI
Let us now review some of the most popular methods of estimating γ and σ based on the (k +

−

1
k

γ̂LS,k =

log

k+1
+
)
log(Xn−j +1,n Hj,n
j

log

k+1
j

j =1
k
j =1

k
+
log(Xn−j +1,n Hj,n
)
j =1



k

log2
i=1

2 .

k

k+1
k+1 1

log
− 
j
k j =1
j

(16)
+
Hk,n

In these expressions, the statistic
= (1/k) kj =1
log Xn−j +1,n − log Xn−k,n , introduced first by Hill
[17], can be viewed as a constrained least-squares
estimator of γ > 0 on (11) in the sense that the
least-squares line fitted to the k + 1 upper points
is forced to pass through the point (log((n +
1)/(k + 1)), log Xn−k,n ). When applying constrained
least-squares estimation on the upper portion of the
generalized quantile plot (14), a generalized Hill
estimator of a real valued EVI follows as introduced
in [2].
Hk,n =

1
k

k
+
log(Xn−j +1,n Hj,n
)
j =1

+
).
− log(Xn−k,n Hk+1,n

(17)

+
Another generalization of the Hill estimator Hk,n
to
real valued EVI, named the moment estimator, was
provided in [7].
1
Mk,n = Hk,n + 1 −
(18)
2
2(1 − Hk,n
/Sk,n )

where Sk,n = (1/k)

k
j =1 (log Xn−j +1,n −

log Xn−k,n )2 .
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Figure 1 Automobile insurance data: (a) claim sizes versus year of occurrence, (b) Pareto quantile plot, (c) generalized
quantile plot, and (d) the least squares estimates as a function of k

Pickands’ (1975) estimator


1
Xn−k/4 ,n − Xn−k/2 ,n
P
γ̂k,n
=
log
log 2
Xn−k/2 ,n − Xn−k,n

When using Mk,n , γ̂LS,k or Hk,n the estimate of σ
in (6) and (7) can be chosen as
(19)

can be seen to be consistent on the basis of (3) (for
more details see [8]). Refined estimators of this type
and more general classes of estimators in this spirit
were discussed in [9–11] and [25].

+
σ̂k,n = (1 − γ̂ − )Xn−k,n Hk,n

(20)

where γ̂ − = min(γ̂ , 0), γ̂ set at one of the above
mentioned estimators of γ ∈ R.
A more direct approach, which allows to estimate
γ ∈ R and σ jointly, arises from the POT approach

5
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(Continued )

in which the GPD (5) is fitted to the excesses
Xn−j +1,n − Xn−k,n (j = 1, . . . , k). Quite often, the
maximum likelihood procedure leads to appropriate estimates γ̂ML,k and σ̂ML,k , which show a stable
behavior as a function of k. In the case of γ > −1/2
(which is satisfied in most actuarial applications), the
corresponding likelihood equations for γ and σ can
be solved numerically; we can refer to [15] for a
detailed algorithm.

Other methods to fit the GPD to the excesses
have been worked out, the most popular being the
probability weighted moment estimation method [18].
Remark also that, in contrast to the estimators
based on the log-transformed data, the GPD-based
estimators are invariant under a shift of the data.
Techniques to support an extreme value analysis
graphically within the POT context can be found
in [28, 29].
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The Practical Example (contd)
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In Figure 2(a), the estimates γ̂ML,k and Mk,n are
plotted against k. Here, it is seen that the maximum
likelihood estimators are not stable as a function of
k, while the moment estimates typically lead to larger
values of γ than the least-squares estimators. Finally,

we propose estimates for P (X > 5 Mio euro). In
this example, the most stable result is provided by
(6) with γ̂ = γ̂LS,k and correspondingly σ̂k = (1 −
+
(γ̂LS,k )− )Xn−k,n Hk,n
, plotted in Figure 2(b).
Being limited in space, this text only provides
a short survey of some of the existing methods.
Procedures based on maxima over subsamples are
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Figure 2 Automobile insurance data: (a) the maximum likelihood and the moment estimates as a function of k, (b) tail
probability estimates as a function of k

Extremes
discussed in extreme value distribution. Concerning
asymptotic properties of the estimators, the case of
dependent and/or nonidentically distributed random
variables, actuarial applications and other aspects,
we refer the reader to the following general references: [3, 5, 12, 16, 20, 23].
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Embrechts, P.A.L., Klüppelberg, C. & Mikosch, T.
(1997). Modelling Extremal Events for Insurance and
Finance, Springer-Verlag, Berlin.
Feuerverger, A. & Hall, P. (1999). Estimating a tail
exponent by modelling departure from a Pareto distribution, Annals of Statistics 27, 760–781.
Gomes, M.I. & Oliveira, O. (2001). The bootstrap
methodology in statistics of extremes – choice of the
optimal sample fraction, Extremes 4, 331–358.
Grimshaw, S.D. (1993). Computing maximum likelihood estimates for the generalized Pareto distribution,
Technometrics 35, 185–191.

[16]
[17]

[18]

[19]

[20]

[21]

[22]
[23]
[24]

[25]

[26]

[27]
[28]

[29]

[30]

7

Gumbel, E.J. (1958). Statistics of Extremes, Columbia
University Press, New York.
Hill, B. (1975). A simple general approach to inference
about the tail of a distribution, Annals of Statistics 3,
1163–1174.
Hosking, J. & Wallis, J. (1985). Parameter and quantile estimation for the generalized Pareto distribution,
Technometrics 29, 339–349.
Kratz, M. & Resnick, S. (1996). The qq-estimator of the
index of regular variation, Communications in Statistics:
Stochastic Models 12, 699–724.
Leadbetter, M.R., Lindgren, G. & Roótzen, H. (1990).
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JAN BEIRLANT

Financial Reinsurance
Financial reinsurance is, strictly speaking, the combination of financing and reinsuring insured losses.
The combination can lie anywhere on the continuum from pure finance to pure reinsurance. It is
commonly called finite-risk reinsurance; but one may
limit reinsurance coverage without recourse to financing. Financial reinsurance differs from integrated or
blended covers in that it deals only with insured
losses, whereas they integrate insured losses with
other risks, especially with the risk of poor investment performance. And it differs from alternative
risk transfer in that the latter transfers insurance,
at least ultimately, to capital markets, rather than
to reinsurers.
Financing is the provision of funds, whether before
the fact, as in financing a child’s education, or after
the fact, as in financing an automobile. An insurer
can finance its insurance losses before or after they
are paid, or even incurred. But it will pay the
exact amount of those losses. Financial reinsurance
can have any of the characteristics of finance (e.g.
pre- or postevent, choice of investment vehicle) and
reinsurance (e.g. proportional or nonproportional,
retrospective or prospective). Writers aspire to the
perfect taxonomy, or classification, of financial reinsurance, for example, [1:740–749], [3], [4:45–84],
[6:321–350], [7] and [9:12–23]. But implicit within
every such contract is a division of losses into funded
and reinsured, as well as a corresponding division of
premiums into funding and margin. An experience
fund, whether really invested or just on paper, is some
form of difference of losses from premiums, and the
insurer stands at least to gain, perhaps also to lose,
from this fund by way of a profit commission. In
other words, if the insurer pays ‘too much,’ it gets
some of its money back.
To introduce financial-reinsurance concepts a timeless setting is helpful. Suppose that an insurer pays
$100 for reinsurance against random loss L. But
the insurer will receive 60% of the profit, whether
positive or negative, or profit commission P C =
0.6(100 − L). The maximum profit commission is
$60, and the insurer is in effect paying 60% of its
losses. Of the $100 premium, $60 is funding and
$40 margin; and of the losses, 60% is funded and
40% is reinsured. The reinsurer assumes only 40%
of the insurance risk; in common parlance it assumes

a ‘vertical (or proportional) risk element’ of 40%.
But in turn, the reinsurer faces financial risks, one of
which is the default risk of not getting repaid in the
event of a negative profit.
Alternatively, the profit commission might be
asymmetric: P C = max(0.6(100 − L), 0). Again, the
maximum commission is $60, but the insurer is now
in effect funding 60% of the first $100 of its losses. So
the margin, which is $40, covers the insurance risk
of 40% of the first $100 and all the loss in excess
of $100. Here, according to common parlance, the
reinsurer assumes a ‘horizontal (nonproportional) risk
element’ of all the loss in excess of $100, in addition
to a 40% vertical risk element. The contract terms
would likely specify a premium of 100, a margin of
40, an experience account of premium less margin
less 60% of losses, and a profit commission of any
positive experience account.
The simplest financial-reinsurance contract is the
financial quota-share treaty. In [8:339] an example is
described of a treaty with unlimited coverage that
gives a minimum ceding commission of 10% of
premium, and increases that percentage to the extent
to which the loss ratio is less than 85%. Then the
insurer is funding the first 85% of its losses. The
reinsurer’s margin is 5%, which covers the insurance
risk of losses in excess of 85% of premium.
A common retrospective treaty is the adverse
development cover. Again to borrow from [8:341],
an insurer might need to increase its gross loss
reserves (see Reserving in Non-life Insurance) from
$150 million to 180 million. If these reserves pay
out sufficiently slowly, a reinsurer may be willing to cover $30 million of adverse development in
excess of $150 million for a premium of $15 million. The insurer could then raise its gross reserves
by $30 million while reducing its surplus by only
15 million. It would be tempting for the insurer to
take advantage of the reinsurance discount by attaching at less than 150 million. If the reinsurer offered
to cover $65 million in excess of 115 million for a
premium of 35 million, the insurer could fund the
cover from the reduction of its net reserves, thus suffering no reduction of surplus. Such a cover, which
in effect allows an insurer to discount some of its
loss reserves, might run afoul of accounting rules,
particularly New York Regulation 108 and FAS 113
(see [11:290]). If accounting allowed for discounted
reserves, adverse development covers would have little effect on surplus.
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Because one year is for most purposes a short
financial horizon, many financial-reinsurance contracts are multiyear. For example, a 5-year ‘spreadloss’ treaty might attach at $100 million per earthquake, and provide an annual limit of 25 million and
a term limit of 50 million. The annual premium might
be $6 million, of which 5 is funding and 1 is margin.
Any positive balance of funding minus losses returns
to the insurer. So the insurer is funding the first $25
million of excess losses over the term, and the margin covers the insurance loss of the next 25 million.
Sound pricing technique must impound into the margin not only the insurance risk but also the present
value of the difference of fund premiums from funded
losses, as well as the default risk of the reinsurer’s
not receiving all the fund premium. Normally such
a treaty has a commutation clause, permitting the
insurer to commute whenever the fund balance is
positive. Frequently, both parties intend to cancel and
rewrite the treaty, should it be loss-free after the first
year. Then the insurer pays only the margin up front,
and the funding begins only in the event of a loss
(i.e. pure postfunding).
In this example, it might be undesirable for the
losses to reach their maximum limit too early, for
the insurer would then be obtaining no new coverage
with its ongoing reinsurance premiums. To lessen
this chance, the treaty could cover two layers, 25
excess 100 million and 25 excess 125 million. But
each layer would have a term limit of $25 million.
This would assign the funding to the first layer, and
the insurance to the second, less-exposed layer. This
feature barely touches the complexities of financial
reinsurance; but however ingeniously underwriters,
actuaries, accountants, and lawyers seek to create new
contract types, the essence remains of dividing losses
into funded and reinsured.
Generally speaking, the benefits of financial reinsurance are just the benefits of financing and of
reinsurance. Financial reinsurance is particularly salutary when pure reinsurance is difficult to obtain. But
a contract that lies far on the financing end of the
continuum may take advantage of accounting rules.
The earliest contracts, the so-called ‘time and distance’ covers of the 1970s and 1980s [9:16], allowed
insurers to pay discounted prices to cede undiscounted liabilities. Accounting rules, particularly FAS
113 and EITF 93-6 in the United States, now allow
a financial-reinsurance contract to receive insurance
accounting only if its insurance risk is significant.

This has spawned discussion over what insurance risk
is, how to quantify it, and how much is significant
([2:13–19] and [10]). From an accounting perspective it might be desirable to break the financing out
of a financial-reinsurance contract, much as a derivative is to be broken out of the instrument in which
it is embedded. A contract would then receive the
proper combination of deposit and insurance accounting. The current, practical approach encourages the
seasoning of financial-reinsurance contracts with just
enough insurance risk to qualify as significant. However, long-standing custom has ignored mild forms of
financial (re)insurance, such as retrospectively rated
policies and reinsurance treaties with small profit
commissions; so some pragmatism is inevitable.
Postfunding places the reinsurer in the role of
a bank or finance company. The reinsurer may or
may not provide this service less expensively than a
bank might provide it. However, the reinsurer provides it contingently in the event of a loss, when the
insurer might be at a disadvantage in petitioning for
funds. Moreover, if the insurer’s auditors treat the
transaction as reinsurance, it may receive accounting and tax benefits [1:736–740], especially if the
insurer need not accrue the future fund premiums.
Most financial-reinsurance contracts are customized
to the needs and desires of insurers (hence, they are
more costly to underwrite, and their meanings may be
more ambiguous); but the parties involved should not
deliberately allow financial reinsurance to conceal an
insurer’s economic situation. For despite the cleverness of concepts, economic value cannot be created
out of nothing, and an insurer should get no more and
no less than that for which it pays. The purpose of
the financial-reinsurance accounting rules that have
developed to this point, and those that will develop
hereafter, is not to extinguish financial reinsurance,
but rather to ensure that it is judiciously used and
honestly accounted [5].
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Fire Insurance

•
•

A standard fire policy insures commercial property
against damage caused by fire, lightning, and explosion of boilers. Cover can be, and usually is, extended
to cover extraneous perils (see Coverage), which
include damage to property caused by the following:

•

•

•

•
•
•
•
•
•
•

Natural perils (see Natural Hazards) including
storm and tempest, rainwater, wind/gust, snow,
sleet, hail, and earthquake.
Water damage: damage from sprinklers, bursting,
leaking, or overflow.
Impact
Explosion
Aircraft
Burglary or theft
Riots and strikes
Malicious damage.

Cover can also be provided for architects’, surveyors’, and legal fees relating to replacing damaged
property.
Although not standard, a fire policy cover can
often be extended to cover the following:
•
•
•

Flood (see Flood Risk).
Accidental damage: a wide cover that usually
covers most causes of property damage except
intentional damage by the insured
Glass breakage

The availability of cover for the above items is at the
discretion of underwriting staff and usually involves
an additional premium.
Commercial property covered by fire insurance
includes the following:
•
•
•
•
•

Buildings and other industrial structures
Leasehold improvements
Fixtures and fittings
Plant and machinery
Stock – either inventory, work in progress or
manufactured items

The types of property insured are largely heterogeneous and can vary widely from
•

nontraditional ‘property’ such as agricultural
crops (see Crop Insurance), drilling rigs, railway
rolling stock, and so forth, to

small tin sheds on rural properties, to
large industrial complexes such as mining sites or
large factory and warehouse complexes, and to
high-rise buildings in major capital cities.

A single fire policy can cover a large number of
unique, individual risk locations.
Fire insurance can be offered as follows:

•

•

A traditional fire policy offering similar cover as
set out above.
As part of a bundled or package policy where fire
cover is offered along with consequential damage,
motor, public, and products liability, household
and accident class covers.
A commercial or industrial property cover (also
known as Industrial Special Risks or ISR cover)
where cover is wide in scope and insures property against loss or damage unless specifically
excluded.

While these policies are usually based on standard
industry wording, extensions to or restrictions on the
wording are common. These are achieved by attaching endorsements to the standard policy wording. The
meaning of these endorsements needs to be carefully
considered when pricing, underwriting, or reserving
(see Reserving in Non-life Insurance) for exposures
generated by these covers.
Fire Insurance policies provide cover up to an
agreed indemnity limit (see Policy). The indemnity
limit can be less than the total declared asset values
covered by the policy. This will occur when
•

there are multiple insured properties covered by
a single fire policy, and/or
• there is significant separation of the insured
assets, and
• it is unlikely that all insured risks will be impacted
by the same loss event
• the limit of indemnity is determined by the
insured after estimating the maximum loss (EML)
that the insured is exposed to as a result of a single event. Total declared asset values and EMLs
can reach into hundreds of millions, even billions
of dollars.
Fire insurance is dominated by the low frequency,
but extreme severity of large claims. These occur
either as
•

single large losses to properties with high asset
values insured or as
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a large number of (possibly) smaller claims generated by a single event (e.g. earthquake).

Insurers attempt to control exposure to these losses
by utilizing a combination of the following:
•
•
•
•

Coinsurance
Treaty surplus reinsurance (see Surplus Treaty)
Per risk excess-of-loss reinsurance
Catastrophe (or per event) excess-of-loss reinsurance (see Catastrophe Excess of Loss).

Despite these attempts, historical net (of reinsurance) profitability and net (of reinsurance) claims
development for commercial fire portfolios are
extremely volatile.
(See also Commercial Multi-peril Insurance;
Property Insurance – Personal)
PAUL CASSIDY

Fluctuation Reserves
Purpose

The applied formulae vary greatly in different
countries. In what follows, only some of the simplest
versions are exemplified in order to illustrate the key
ideas. The national specialties can be found from the
references at the end of this article.

The purpose of the fluctuation reserves is twofold:
1. To provide a buffer against adverse fluctuation
of the amount of claims. The fluctuation reserve
is a dynamic additional support for the ordinary
solvency margin, which consists of equity capital
and various reserve provisions.
2. As a device for equalization of the business
over time. When the amount of claims is below
its average value, the difference is saved in
the reserve to be available to cover losses in
the future periods, where the amount of claims
is excessive.
The fluctuation reserve is also often called an
equalization reserve referring to this latter property.
The applications in different countries vary largely.
The use of the fluctuation reserves may be compulsory or voluntary. In some countries, it is applied
to all non-life business (see Non-life Insurance), in
other countries to some specified ‘dangerous’ lines
such as: hail, credit, guarantee, and fidelity insurance
(see Fidelity and Surety). It can also be extended to
life insurance and pension insurance.
The area of the fluctuation reserve is conventionally limited to the claims process only. The uncertainties inherent from the asset side are dealt with
separately, notwithstanding that it is technically feasible to include them also in the fluctuation reserve.
A fluctuation reserve represents no genuine liability, as the insurer has no present obligation for losses
incurred after the already-terminated policy terms.
Therefore, it is classified as a sort of insurer’s equity
and in the International Accounting Standards, it is
placed accordingly in the insurer’s balance sheet.

Operational Rules
Operational rules are needed to separate the relevant
claims fluctuation from the total business flow of
the insurer and to guide it to the fluctuation reserve.
The rules concern on one hand the transferv to or
from the reserve and on the other hand the reserve’s
permitted limits.

Transfer Rule
The transfer rule stipulates the increment (+/−) to
the fluctuation reserve U (t) in year t. Its simplest
form may be
U (t) = E[X(t)] − X(t)

(1)

where X(t) is the net claims incurred and E[X(t)] its
expected long-term value. The latter can be approximated by means of the techniques of mathematical
statistics, for example,
E[X(t)] ≈ (1 + d) × E[f ] × P

(2)

where P is the net premium income, f is the claims
ratio X/P and E[f ] its expected mean value evaluated from past experience and views of the future.
The coefficient d introduces the possibility of taking into account trends and providing the fluctuation
reserve with growth, if desired.
Furthermore, it is possible to add to (1) a term to
provide the yield of interest earned on the fluctuation reserve.

Upper and Lower Limits
An upper limit is introduced to restrict the fluctuation
reserve from growing more than what reasonably can
be considered to be sufficient to attain a satisfactory
buffer effect. It can be calculated by using the methods of practical risk theory either from a condition
that the actual value of fluctuation reserve may not
exceed the limit or from the condition that it may not
be totally exhausted more frequently than, for example, once in 100 years [1]. Usually, however, shortcut
formulae are applied, for example,
Umax = a × P + b × σx

(3)

where σx is the standard deviation of the annual
claims expenditure.
The latter term of (3) is intended to cover the
annual normal random fluctuation and the first term
losses inherent from the cycling variation of basic
probabilities. The cycles are often extending over
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several consecutive years and therefore are not fully
covered by the annual standard deviation term.
The coefficients a and b should be determined
according to the actual local experience. For instance,
a = 0.75 and b = 3 have been the standard values
in Finland, and 0 and 4.5 in Germany (these two
are countries where fluctuation reserves have been in
successful use already for half a century).
A handy distribution-free approximation is
√

M ×P
(4)
σx =
where M is the largest individual risk sum net of
reinsurance in the portfolio ([1] paragraph 3.3.9
where also more sophisticated approaches are dealt
with).
The fluctuation reserve may be calculated separately for different specifically defined lines of business, as is the case in Finland and Germany.
A special term can still be added to (3) to correspond to the risk of catastrophes, if the portfolio is
vulnerable to such factors.
By suitably choosing the parameters, and adding
further guiding features to the transfer formula, it
is possible to place the fluctuation reserve within
a specified target zone to act as a tool in solvency
control. An example can be found in [2].
A lower limit can be introduced similarly as the
upper limit, if needed, for example, for the solvency
control [3].

Taxation
National taxation practices are crucial for the rational
usefulness of the fluctuation reserve. If the reserve
and its increments are not free of taxes, a part of
any positive increment would be lost as tax from
the insurer’s accounts and, hence, it would not be
available to cover losses later.
However, in practice, the taxation authorities in
many countries have been reluctant to admit this
particular freedom for the insurance business referring to the fact that business fluctuations appear in
many other industries as well. In fact, however, the
fluctuation reserve does not need to reduce the actual
fiscal income in the long run. It only equalizes it. As
will be discussed below, the fluctuation reserve may
enhance the profitability of insurance companies and
in that way, have a tendency to even increase the
amount of paid taxes.

In some countries, the taxation dilemma has been
solved by inserting the fluctuation reserve as a special
legally defined item into the reserve of outstanding
claims. Then usually no amendment to tax legislation
was needed.

Discussion
A fluctuation reserve can also be extended to life
and pension insurance with modifications to suit
the practice to have separate bonus reserves (see
Participating Business) which equalize the business
similar to a fluctuation reserve [1].
The benefits of a fluctuation reserve are best
understood if one imagines that no such reserve
is available.
One frequently applied way to establish protection
against claims fluctuation may be to build extra safety
margins inside the conventional technical reserves
of unearned premiums and outstanding claims (see
Reserving in Non-life Insurance). These margins
may be flexibly varied like the fluctuation reserve.
This procedure is, however, involved with inconveniences if it is not officially recognized both by the
supervisory and taxation authorities. The margins are
to be kept ‘silent’, not notified in any reports. The
dimensions may remain modest and insufficient compared to the actual need.
A usual way to safeguard solvency and to equalize profits and losses is reinsurance. A fluctuation
reserve, which is working well reduces the need
for reinsurance cover. In fact, it has a effect similar to an internal (stop loss) reinsurance treaty.
Hence, fluctuation reserve may save reinsurance
net costs.
If the application of transfer rule is compulsory,
it prevents the claims random profits from being distributed to shareholders as dividends.
Fluctuation reserve matches cost and revenue over
a long term leading to a more balanced view of the
insurer’s long-term profitability.
A weakness is that the buffer effect is short if the
level of the fluctuation reserve is low.
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Health Insurance
Introduction
Most persons with health insurance fully expect to
make claims every year. Health insurance is a form of
prepayment, and the financing of the medical industry is more significant to the design of benefits than
is the traditional task of covering low-probability
catastrophic costs. Health insurance covers routine
physicals, while auto insurance (see Automobile
Insurance, Private; Automobile Insurance, Commercial) would never cover oil changes. Both are
similar events in that the consumer could easily plan
for the routine expense and save accordingly. In terms
of risk aversion, there is no efficiency gain from the
pooling of risks (see Pooling in Insurance) for highprobability, low-cost events such as routine physicals.
The reasons that health insurance covers such events
are more a subject for political and social research [3,
5, 10], but it is crucial to remember that health insurance is the primary financing tool for one of the
world’s largest service industries.
Healthcare is a large segment in most economies.
Many developed countries spend 7% or more of
gross domestic product on healthcare, with the United
States spending 13.9% (see Table 1). The vast majority of healthcare expenditures are funded through
insurance. Compare this to home and automobile
purchases, which are financed primarily through personal savings and borrowing; with only the rare
fire or accident replacement being funded through
insurance.
In countries such as the Canada, Sweden, and the
United Kingdom, the government acts as the largest
Table 1 Expenditures on healthcare as a percentage of
gross domestic product, 2001
Canada
France
Germany
Spain
Sweden
United Kingdom
United States

9.7%
9.5%
10.7%
7.5%
8.7%
7.6%
13.9%

Source: Growth of Expenditure on Health, 1990–2001, OECD
Organization for Economic Cooperation and Development,
Temple University Library, 1 July 2003, http://www.oecd.org/
pdf/M00042000/M00042367.pdf.

health insurer, with funding derived through taxes and
universal coverage of all citizens [11]. In the United
States, the picture is less clear (see Table 2) [8]. The
US government acts as health insurer for the elderly
through its Medicare program and poor families
through its Medicaid program. Most other people are
covered through private insurers contracted through
their employer.
Healthcare is also a large expense to the consumer.
Annual health insurance premiums average $3060 for
a single person and $7954 for families (Table 3) [13].
Compare this to average annual premiums of $687 for
auto and $487 for homeowners insurance [2]. Even
when employers contribute towards health insurance
premiums, it still represents a cost to consumers
because this is money that could otherwise have gone
towards salary.
It should be clear that health insurance is, indeed,
different from other types of insurance. Virtually
all healthcare spending is financed through insurance, governments get more involved, and it is very
expensive. Again, much of the reason for this is that
health insurance serves as the primary funding mechanism for one of the largest sectors of the economy.

Example of Premium Development
Despite these differences, health insurance still
employs familiar actuarial methods. This can be
demonstrated through a simple example (Table 4)
that will be expanded later. In this example, a
company wishes to purchase insurance to cover
Table 2

Health insurance coverage (US, 2000)

Total persons
With insurance
Coverage thru
Employment
Employee (dependent)
Other private insurance
Military
Medicare
Medicaid
Uninsured

Nonelderly

Elderly

250 000 000
74.2%

35 000 000
99.3%

34.9%
33.5%
5.7%
2.8%
2.2%
10.4%
15.5%

34.1%
0.0%
27.9%
4.3%
96.9%
10.1%
0.7%

Source: Robert, J.M. (2003) Health Insurance Coverage Status: 2001, US Census Bureau, Temple University Library, 1
July 2003 http://www.census.gov/hhes/www/hlthin01.html.
Note: Percentages add to more than 100% because many persons have multiple coverage.
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Table 3 Average annual premiums for
employee health insurance coverage (US,
2002)
Single
Family

Total premium
Employee pays
Total premium
Employee pays

$3060
$454
$7954
$2084

Source: 2002 Employer Health Benefits Survey, The Henry J. Kaiser Family Foundation, 2003, Temple University Library, 1
July 2003, http://www.kff.org/content/2002/
20020905a/.

Table 4 Premium computation – simple
example
Population
Number of covered
members
Inpatient
Days per 1000 members
per year
Total days used by 2000
members
Hospital per diem
Total Inpatient cost
Inpatient cost per member
per year

2000

280
560
$750
$420 000
$210

hospital inpatient services for its employees. They
will cover all 2000 employees (‘members’), but
not other family members. This covered population
ranges in age from 18 to 65. On the basis of published
sources and experience with similar groups, it is
estimated that they will use 280 bed-days per 1000
lives per year, for a total of 560 bed-days for the
2000 covered members. The insurance company has

Benefit
package

Copayment
structure

negotiated a rate of $750 per bed day (‘per diem’).
This results in a total expected cost of $420 000
for the 2000 members, or $210 per member per
year (PMPY). From here, the insurer must add in
loading factors to complete the premium development
process.

Group Health Plans
This section describes group health rate setting by a
commercial insurance company for a defined group
of persons (usually the employees of a firm and
their dependents). This applies to any type of health
insurer – Health Maintenance Organization (HMO),
Preferred Provider Organization (PPO) or traditional
indemnity plans such as Blue Cross or Blue Shield.
Lessons learned are applicable to plans that cover
individual consumers, as well as government
programs.
A typical premium computation process is used as
a framework for rate setting concepts described in this
section (see Figure 1). Benefit design, coinsurance
and population characteristics are standard determinants of incidence or ‘utilization rates’. Characteristics of the provider network also affect utilization
rates. The same physician who determines that a
patient needs a tonsillectomy is often the same
physician who performs the tonsillectomy; so economic incentives can potentially conflict with medical
necessity. Additionally, most hospital services are
‘ordered’ by physicians. While physicians have no
direct economic interest in hospitals, they are paid
for managing hospitalized patients, so there is another
potential conflict of interests. Most hospitals are paid
in a way that gives them incentives to discharge

Covered
population

Provider
network

Utilization
rates

Premium
calculation

Figure 1

Premium computation process overview

Health Insurance
patients quickly, so this might be seen as a check
on physician discretion. However, hospitals do not
want to be too aggressive in policing physicians, who
could take their patients to another hospital if they
wished.

Table 5

Benefit package

Hospital
inpatient

Outpatient

What Is Insured? Benefit Package
Most health insurance plans cover hospital inpatient,
physician, emergency room, and hospital outpatient
services. Some also cover prescription drugs. While
this sounds simple, developing the full list of all
covered services is a substantial task. Insurers must
develop a benefit package with a range of services
broad enough to be valuable to customers, yet restrictive enough to be affordable. Medical and marketing
departments generally make these decisions, but the
resulting benefit package interacts with other factors,
which must be actuarially accounted for.
Hospital inpatient coverage relates to services
provided by hospitals when the insured person is hospitalized. This typically includes semiprivate room,
meals, drugs administered, and lab tests done while
hospitalized.
Physicians may perform thousands of different
procedures. Each is assigned a ‘CPT’ (Current Procedural Terminology) code which is a uniform definition provided by the American Medical Association.
Even a simple office visit may result in a number
of different CPT codes depending on visit duration, physician specialty, and location (office, hospital inpatient, or outpatient). And there are thousands of types of treatments and surgeries that may
be done.
Hospital outpatient coverage normally includes
minor surgical procedures performed in hospitals or
freestanding surgical centers which do not require an
overnight stay. Emergency room coverage typically
applies expressly to services provided in a hospital’s
emergency department.
The number of prescription drugs available grows
each day, and there are thousands that may be
prescribed. Many brand-name drugs have cheaper
generic substitutes.
The example benefit package used in this chapter
is defined below in Table 5.
The definition of benefits rests on the determination of ‘medical necessity’, a rather vague and
ill-defined term usually construed to mean ‘consistent
with medicine as practiced within the community’,

Lab tests
Drugs

3

All services provided to patient while
hospitalized. Includes room
charges, drugs and lab tests
administered while in the hospital.
Services provided in physician’s
offices, in hospital outpatient
settings, and emergency rooms.
All lab tests ordered by physicians
and done on an outpatient visit.
All physician-prescribed prescription
drugs.

and often lacking in detailed descriptive contractual
stipulations.
There can be significant interaction between benefit design and utilization rates. A benefit package
that includes prescription drug coverage will be more
attractive to patients who use prescription drugs on
a regular basis. Many such patients have chronic
conditions such as diabetes or asthma, so use more
physician, hospital, and emergency room services
than other patients. Insurers who ignore this potential
may underprice premiums.

How Much Will The Patient Pay? Copayment
Structure
Having decided on the range of services to be
covered, insurers next consider the copayment structure. Expanding on the example benefit package,
Table 6 shows that health insurers typically use several different copayment rules for different benefits.
In this example, the insurer requires no patient payment towards hospital inpatient services, a copayment
of $10 for each physician visit and $50 for each trip to
the emergency room. Patients are responsible for 10%
of lab test costs. For prescription drugs, the patient
pays the first $50 of annual costs out of their own
pocket as a deductible, after which point they pay
20% of subsequent costs (coinsurance).
There is evidence that copayments help limit problems of moral hazard, wherein insured persons use
more services simply because they are covered [1].
For example, a $10 copayment per physician office
visit might result in an average of 3.5 visits per year,
while a $15 copayment would see that average drop
to 3.2 visits per year.
It is important to account for interactions between
benefit design and copayment structure. A patient
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Table 6

Benefit package – copayment structure matrix

Benefit

Description

Copayment

Hospital
inpatient

All services provided to patient while
hospitalized. Includes room charges,
drugs and lab tests administered
while in the hospital.
Services provided in physician’s offices,
in hospital outpatient settings, and
emergency rooms.
All lab tests ordered by physicians and
done on an outpatient visit.
All physician prescribed prescription
drugs.

$50 ER service

Outpatient

Lab tests
Drugs

with a strained medial collateral tendon can be treated
with anti-inflammatory drugs, physical therapy, or a
combination of the two. If a benefit package has high
copayments for prescription drugs but no copayment
for physical therapy, patients may choose the latter,
resulting in higher-than-average utilization of physical therapy services.
The benefit design interaction with copayment
structure can even lead to improper treatment. For
example, many insurers limit patients to 30 mental
health visits per year but do provide prescription
drug coverage with low copayments. A patient with
chronic depression may need two to three visits
a week according to mental health professionals.
Experts acknowledge that the use of antidepressant
drugs, such as Prozac, may enhance therapy effectiveness, but few would say that Prozac alone is adequate
treatment. Despite this warning, many health insurers have structured benefits and copayments to give
patients incentives to use drugs alone rather than a
complete course of psychiatric visits.
Many decisions regarding copayment and benefit
design are made by marketing and medical departments, but rate setters must recognize their effects on
utilization rates. It should be noted that most insurers offer a range of benefit packages, each with a
different copayment structure.

Who Is Insured? Population Enrolled
Employers may offer employees several enrollment
options – mandatory, one choice with opt-out, or
multiple choices. Under mandatory enrollment, the
employer decides that it will purchase health insurance for all employees. The employer generally

$10 – Physician
office.
10%
$50 deductible,
then 20%

selects a single benefit package and copayment structure, adopting a one-size-fits-all approach. This simplifies rate setting because company demographics
and enrolled population demographics are identical.
Some employers offer just one choice of benefit package and copayment structure, but allow
employees to decline participation (opt-out). Employers would typically take a portion of the unused health
insurance premiums and return it to non-participating
employees in the form of higher wages or benefits.
Under this option, there is potential for adverse selection, wherein only those employees who expect to
have healthcare costs participate. Expected utilization
rates may have to be shifted upwards.
Employers who offer multiple choices of benefit plans and copayment structures present one of
the biggest challenges. For example, Harvard University had offered two plans to employees in the early
1990s: a PPO with very generous benefits and an
HMO plan that was less generous [4]. Even though
premiums for the PPO were much higher, Harvard
subsidized the full cost of both plans. In 1995, Harvard began a program in which they contributed the
same amount regardless of employee choice, which
meant that the employees still choosing the PPO
faced higher payroll deductions. As adverse selection
and moral hazard theories predict, the employees who
stayed in the PPO were more likely to be sicker,
older, and have had higher medical expenses in the
past. Left with only the riskier patients, the PPO lost
money in 1995 and had to raise premiums again in
1996. This led to more people leaving the PPO in
favor of the less-generous HMO. Again, those that
left tended to be younger and healthier. By 1997,
the adverse selection effects had compounded so
much that only the highest risk patients were left in
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the PPO, at which time it was discontinued. When
employees are offered multiple choices, there is a
higher potential for adverse selection.
Small employer groups with just a few employees often experience higher utilization that should be
accounted for in rate setting, as moral hazard applies
at the group level also. Employees who were uninsured prior to coverage often have lower utilization
than average because they are unfamiliar with health
insurance rules and may not know how to get the
most from their coverage.
Health insurance is very likely to be used several
times a year. Each time an insured person uses
services, the physician or hospital submits a bill,
or ‘claim’, to the insurer. The insurer must ensure
that the patient was enrolled on the date of service,
resulting in high eligibility verification frequency.
This burden raises administrative expenses that are
important to rate setting.
Health insurers generally break contracts into several classes, called single, two-person, and family.
The single contract covers just the employee, and
is simplest for determining premiums because the
employer’s demographics define the demographics of
the pool of potential members. Two-person contracts
cover the employee and their spouse. If the average
age of employees is young, lower utilization for most
healthcare services is expected, as younger people
generally use fewer services. But young couples may
use more maternity benefits. Family contracts cover
the employee, their spouse, and their children, and
present the largest challenge. Employers may or may
not be able to provide the insurer with the age–sex
mix of the employees’ children. Baby boys tend to
be sicker than baby girls, but teenage boys use fewer
healthcare services than teenage girls. Families with
ten children are sure to use more healthcare services
than families with just one child. Yet family contracts
are priced at a single premium level, regardless of
the number of children. These complexities require a
great deal of attention from rate setters.

How Much Will They Use? Utilization Rates
Information on benefit package, copayment structure and population enrolled is brought together to
estimate the number and types of services used (utilization rate).
Hospital inpatient utilization, as discussed above,
is sometimes measured in days per 1000 lives per

Table 7

Premium computation – utilization rates

Population
Number of covered members
Inpatient
Days per 1000 members per year
Total days used by 2000 members
Outpatient
RVUs per member per year
Total RVUs used by 2000 members
Lab
Lab tests per member per year
Total lab tests used by 2000 members
Drugs
Prescriptions per member per year
Total prescriptions used by 2000
members

2000
280
560
18.0
36 000
6.7
13 400
10.0
20 000

year. In Table 7, utilization is 280 days per 1000 lives
per year. One of the problems with this measurement is that it does not indicate if it was one person
who used 280 inpatient days or 280 people using one
day. Bringing number of admissions into the analysis allows computation of average length of stay
(ALOS). For example, if there were 100 admissions,
the ALOS would be 2.8 days. ALOS is sometimes
seen as an indicator of average case severity. Populations with higher ALOS may be sicker because they
tend to stay in the hospital longer. However, a high
ALOS could also mean that a population was not well
managed; resulting in longer stays than was necessary. In the United States, government programs and
a number of private insurers use Diagnosis Related
Groups (DRGs) to address this problem. Under this
system, each admission is assigned a DRG code based
on initial diagnosis and the procedures done. For
example, DRG 167 is a simple appendectomy with
no complications and DRG 166 is a simple appendectomy with minor complications [7]. Each DRG
code is assigned a weight that indicates the relative
resource requirements. DRG 167 (no complications)
has a weight of 0.8841 and DRG 166 (minor complications) has a weight of 1.4244, indicating that
appendectomies with complications are expected to
require about 61% more hospital resources. For the
sake of simplicity, Table 7 will just use days per 1000
lives per year.
Just as there is a system to measure the relative complexity of hospital admissions, the Resource
Based Relative Value System (RBRVS) provides a
way to compare physician services. The Current
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Procedural Terminology (CPT) code for a simple
appendectomy is 44950. This CPT has a Relative
Value Unit (RVU) weight of 15.38 [6]. Note that
hospital DRG weights and physician RVU weights
are not related. DRGs measure hospital resource
usage. RVUs measure how much work the physician
performs. A common way of measuring a population’s use of outpatient services is to compute the
average RVUs per member per year (PMPY). Higher
numbers might indicate a population that is using
more physician office visits than average (0.75 RVUs
for simple visits). Or it might indicate a population using the average number of physician visits
but requiring more extended visits (1.4 RVUs). In
Table 7, the population is estimated to require 18
RVUs PMPY, totaling 36 000 RVUs for the 2000
members.
There are industry indices to measure laboratory
test and prescription drug use as well. For brevity’s
sake, a simple count of the number of services is
used for each (6.7 lab tests PMPY and 10 prescriptions PMPY).
Utilization rate estimation usually starts with community averages. These are then modified on the basis
of features of the benefit package, the copayment
structure, and the characteristics of the population
enrolled. If the benefit package has limited mental
health coverage but a generous prescription drug plan,
insurers might raise projected drug utilization. If the
copayment structure calls for a $5 patient payment for
every lab test, where most other insurers require no
copayment, lower than average lab utilization might
result. Finally, if rates were based on a population
with an average age of 35, expected utilization of all
for all services should be increased for an employee
group with average age of 50. Locality often matters also. For example, people in Rochester, New
York have hospital utilization rates much lower than
national or even statewide averages. If developing
rates for a state with a physician shortage, such as
Maine, lower than average number of RVUs PMPY
is expected.
It is useful to produce tables like Table 7 for
a number of age–sex cohorts. Typical splits would
be male–female, for ages 0–1, 2–5, 6–12, 13–18,
19–35, 36–50, 50–65, and 65+. This would split
the simple example table into 16 smaller tables that
would all have to be aggregated later. Secondly,
each benefit would be split into a number of subcategories. Hospital inpatient would be divided into

medical, surgical and maternity admissions, intensive
care, and neonatal. Outpatient would be divided into
family physician office visits, specialist physician
office visits, physician surgeries, mental health visits, and physical therapist visits – just to name a few.
Any such additions would make Table 7 much more
difficult to follow, so are simply mentioned here.
A final issue to be considered is the insurer’s
medical management program. All health insurers
have departments responsible for utilization review
and case management. Staffed by physicians and
nurses, these departments watch over the care patients
receive. If a physician thinks the patient needs
surgery, case managers will start tracking the patient
to make sure no unnecessary tests or procedures
are performed. Insurers who aggressively manage
patients are likely to have lower utilization rates.
Medical management also extends to benefit package and copayment structure policies. Most insurers
require a second opinion before surgery is performed.
Some insurers require that patients receive a referral from their primary care physician before seeing
a specialist, while other insurers allow non-referred
specialist visits but require a higher copayment. Utilization rates may need to be adjusted on the basis of
whether medical management programs are more or
less restrictive than average.

Who Provides Services and What Are They Paid?
Provider Network
Health insurers contract with hospitals, physicians
and other healthcare professionals to provide the full
range of services offered in the benefit package.
These contracts specify the amount that the insurer
will pay for each service. Various methods of payment are discussed below.
When hospitals are paid a flat fee for each day
a patient is hospitalized, the total expected hospital
inpatient cost is simply (total days) × (per diem rate),
as displayed in Table 8. In this example, the insurer
has a contracted rate of $750 per day, resulting in total
expected hospital costs of $4 20 000, or $648 PMPY
for each of the 2000 members. This payment method
gives hospitals an incentive to keep patients hospitalized as long as possible. Under the DRG payment
system hospitals have no economic incentive to keep
patients hospitalized too long. As discussed earlier,
each DRG is associated with a weight, which is then
multiplied by a conversion factor to yield the fee.
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For example, multiplying the routine appendectomy
(DRG 167) weight of 0.8841 by a $1000 conversion
factor shows a flat fee of $884 – regardless of length
of stay.
Physicians and other outpatient providers have
contracted at a rate of $36 per RVU. With an
expected 36 000 total RVUs, the total expected cost
is $1 296 000. Dividing by the number of covered
lives shows an expected cost for outpatient services
of $648 PMPY. This payment method gives providers
an economic incentive to provide more services.
Some medical services are paid based on the ratio
of cost to charges (RCC). In Table 8, the laboratory
would compute their total costs and divide that by
their total charges (25% in this case, resulting in an
effective cost of $18.75 per test). In effect, this is the
laboratory’s average cost per test. They may have
higher costs on some tests and lower on others, but
Table 8 Premium computation – costs (see Table 8 for
derivation of utilization rates)
Population
Number of covered members
Inpatient
Total days used by 2000
members
Hospital per diem
Subtotal inpatient cost
Inpatient cost PMPY
Outpatient
Total RVUs used by 2000
members
Payment per RVU
Subtotal outpatient cost
Outpatient cost PMPY
Lab
Total lab tests used by 2000
members
Average charge per lab test
Ratio of cost tocharges (RCC)
Effective cost per lab test
Subtotal lab cost
Lab cost PMPY
Drug
Total prescriptions used by 2000
members
Average AWP per prescription
Dispensing fee
Effective cost per prescription
Subtotal drug cost
Drug cost PMPY
Total Cost PMPY

2000
560
$750
$4 20 000
$210
36 000
$36
$1 29 6000
$648
13 400
$75
0.25
$18.75
$2 51 250
$126
20 000
$75
$2
$77
$15 40 000
$770
$1754
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they have agreed to be paid based on the average. The
RCC method makes it easy for both parties. The lab
continues to bill at their normal charge. The insurer
simply multiplies by the RCC to compute payment.
Prescription drug prices frequently vary from
pharmacy to pharmacy. There are, however, national
standards. The Average Wholesale Price (AWP) represents what the pharmacy is supposed to have paid
for the drug. Rather than negotiating separately with
each pharmacy for each different drug, many health
insurers contract to pay the pharmacy the AWP plus
a small fee for dispensing the drugs. The AWP just
covers the pharmacy’s cost of acquiring the drug, and
the dispensing fee provides them with a slight margin. Table 8 estimates that the AWP of the average
prescription used by this population would be $75
and that the average person would get 10 prescriptions each year. The insurer’s contracted dispensing
fee of $2 brings total expected drug costs to $770
PMPY. Drug utilization is especially sensitive to
moral hazard, with low copayments associated with
higher utilization rates.
Primary care physicians (PCPs) are frequently
paid a fixed capitation rate per life, per month. The
rate is adjusted for the age and sex of the patients
assigned to the PCP. Such methods pass risk down
to providers. The insurer chooses a fixed expense
based on historical averages. In accepting capitation,
the PCP now bears the risk that utilization of their
assigned patients is higher than average. As risk is
passed down, it actually increases the number of
parties who need to understand the actuarial concepts
behind insurance.
The amount that providers accept from insurers is
frequently much lower than the amount they accept
from cash paying patients. Recall that almost all
healthcare is paid via insurance. Since a physician
sees 80% or more of their revenues coming from
insurers, they face significant losses if they do not
agree to discounts.

How Much to Charge? Premium Calculation
With a sound estimate of total costs, it is simply a
matter of adding overhead to complete the premium
calculation process (see Ratemaking). Health insurer
overhead is typically 10 to 20% of total premiums.
Assuming 15% overhead, the $1754 expected cost
from Table 8 becomes a premium of $2064. Note
that this would be considered a very low premium in
the United States where the average is $3060.
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The example built in this section demonstrates
how rates are developed for a population without
knowing their prior experience. Community averages
were used as base estimates and adjusted according
to benefit package, population demographics, copayments and a number of other factors. Once an insurer
has a year or two to learn a population’s actual utilization rates, they may decide to experience rate. It
should be noted that experience-rating is not always
allowed. Some states in the United States require
community rating.
Reinsurance is available to reduce the risk that
the insurer will undergo insolvency in the case of a
single catastrophic loss, or a rise in overall average
claim size. Health reinsurance may be written at
the individual patient level (e.g. 90% of costs over
$10 000 but below $1 000 000 for any single patient
in a single year) or, less commonly, for the group as
a whole (e.g. 50% of claims in excess of $15 million
but less than $35 million for the defined group for a
specific year).

Risk and Reserves
Health insurers do not earn as much investment
income as in life insurance or other lines because the
lag between premium collection and claims payment
is relatively short. Premiums are typically prepaid
monthly for the following month. Allowing time for
bills from providers to be received, processed and
paid, the insurer will likely pay out most claims
within four months. For example, 50% of January
service utilization will be paid for by the end of
February, 80% by the end of March, and 95% by the
end of April. With such a short cycle, health insurers
have a hard time building up reserves (see Reserving in Non-life Insurance), and even large plans that
have been in business for years often have reserves
adequate to cover just six to eight weeks of claims
experience.
Owing to this short premium-to-payout turnaround, health insurers will feel the effect of an
underpriced premium much sooner than in other types
of insurance. An automobile insurance company may
not feel the effect of low premiums for years, a life
insurance company for decades, but a health insurer
will feel it in months. Unfortunately, health insurance
rates can normally be adjusted only once a year. So
even if a health insurer realizes it made a mistake by

June, they have to live with the loss until December. This makes the job of the actuary particularly
important to health insurers.
The experience of Oxford Health Plan provides an
example of how quickly things can change. Oxford
was one of the fastest growing US HMOs in the
mid-1990s. They had a reputation for being very
patient-friendly in a market where many other HMOs
were seen as too restrictive. In September 1996, as
Oxford’s enrollment approached two million covered
lives, they installed a new information system to cope
with their rapid growth. Just one year later, Oxford
announced losses of nearly $600 million, pushing
them to the edge of bankruptcy. Oxford blamed the
losses on the information system, which they said
understated its estimated debts to providers and which
also caused delays in billing premiums [12]. Information system problems notwithstanding, how did
Oxford actuaries miss important signs? While there is
no direct evidence of what happened inside Oxford,
some industry analysts state that ‘with profits high,
HMO actuaries – the people in charge of making sure
a HMO stays solvent – seemed like worrywarts. They
lost the upper hand to HMO marketers, who saw a
great opportunity to build market share. But big profits also attracted new competition and caused benefit
buyers to demand price concessions’ [9].
With ruination just a few months away in health
insurance, timely reports are critical. A key problem for Oxford was the understatement of ‘incurred
but not reported’ (IBNR) claims (e.g. losses which
have occurred but for which a claim has not yet
been submitted) (see Reserving in Non-life Insurance). A number of techniques have been developed to more accurately forecast IBNR, including the
use of rolling historical averages tracking lag from
service to payment, preauthorization of services and
the requirement for written referrals and continuing
reports on inpatient progress.
IBNR estimates are critical to monitoring shortterm fluctuations in reserves. In the longer term,
the health insurance industry often follows an
underwriting cycle wherein several years of profits
are followed by several years of losses. This cycle
turned again in the United States at the beginning
of the 1990s. Prior to this time, most Americans
were covered under traditional indemnity products
such as Blue Cross or Blue Shield. When HMOs
were introduced, they were seen as more attractive to
younger, healthier patients. But HMOs priced their
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premiums just slightly below competing indemnity
products. As a result, many HMOs experienced
large surpluses in the early 1990s. This drew more
insurers into the HMO product market, and the new
competition meant that HMOs were no longer pricing
just to compete with indemnity plans with their older,
sicker patients. HMOs now had to compete against
each other, so the mid-1990s saw reserves drop. To
cope with falling margins, some HMOs merged to
consolidate operating expenses, while others simply
went out of business. By 2000, HMO margins were
up again. Note the problem. While health insurers
have just a few months worth of expenses in reserves,
they exist in an industry that is subject to long-term
cycles of boom and bust.
Compounding the natural underwriting cycle,
many states in the United States regulate the premium
amounts that health insurers may charge. Some states
will not grant a request for increased rates until an
insurer has proved that current rates are too low.
Worse yet, some states are only convinced of the need
to raise rates when the insurer has proved their point
by actually losing money.
Another cycle to be aware of is the simple change
of seasons. Flu and pneumonia are more common
for elderly patients in winter months, resulting in
higher utilization. Late summer generally brings a
sharp increase in pediatric visits as children get their
immunizations before starting school. Even storms,
which are normally thought of as property and casualty problems (see Non-life Insurance), can cause
significant changes in utilization patterns. For example, a blizzard hit New York City on January 7, 1996,
dumping two to three feet of snow in two days, shutting down the city. Predictably, there was a sharp
increase in the number of broken limbs as people
tried, some unsuccessfully, to get around despite the
snow. No actuary would be faulted for not predicting
this, as weather is difficult to forecast more than one
or two weeks into the future. But what they could
have predicted months in advance, but many did not,
came in October 1996. Nine months after the storm
came a sharp spike in new births in New York City
hospitals. They were called ‘blizzard babies’.

Private and Social Insurance
The discussion above focused on group health
policies written by commercial insurers wherein
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employers contract directly with insurers and only
employees and their families are eligible to join.
This is how most working-age families are insured
in the United States, Germany, and many other
countries. If a person is self-employed or works for a
small company that does not offer health insurance,
they may contract directly with the insurer under
an ‘individual’ policy. Alternatively, a person may
simply choose not to purchase insurance at all. In
countries such as the Netherlands, premiums are
paid out of a general tax fund, so everyone is
insured and there is no opt-out. But in the United
States, people may choose to not purchase health
insurance. This raises adverse selection problems
that must be recognized when setting rates for these
individual policies. This problem is compounded
by favorable tax treatment to premiums paid by
employers in the United States, where companies are
allowed to deduct insurance premiums as business
expenses, but individuals purchasing insurance on
their own can claim only a partial deduction.
This makes health insurance as much as 30%
cheaper when purchased through employers, creating
additional potential for moral hazard in the private
(nonemployer group) market. For this reason, many
individual health insurance policies exclude coverage
for pre-existing conditions. These selection problems,
and the resulting higher premiums lead to a large
number of uninsured people in the United States (over
40 million in 2002) [8].
Many societies assume responsibility for the individual health of disadvantaged citizens. People who
are old, poor or handicapped would not be able
to afford health insurance in a purely private market. Insurance for such people is instead collectively
funded, generally through taxes. This is how Medicare and Medicaid are funded in the United States.
Social Insurance (see Social Security) makes society
as a whole bear the risks of ill health and disability, rather than a defined subgroup delimited by
market financial contracts. The ‘group’ is no longer
just one set of employees, a set of medically prescreened individuals who have applied for contracts,
residents of a town, or students at a college, but
everyone who belongs to that society. Many risks
that are not capable of coverage with individual or
employer policies are thus covered (for example,
being born with a genetic defect (see Genetics and
Insurance), lack of income, or becoming old). The
standard actuarial procedures for varying premiums
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with the expected losses of each defined class of
insured no longer applies, and indeed is explicitly
eschewed.
Social insurance separates the variation in the
payments used to finance benefits from variation in
the expected cost of benefits, so that the sick and
the well, the young and the old, the healthy and
the disabled, all pay the same (although payment
may well vary with wages, income levels, and other
financial factors as in other tax policies). This lack of
connection between expected payments and expected
benefits is both the great strength and the great
weakness of social insurance. Since payments are
collective and unrelated to use of services, all sectors
of society tend to want to use more medical services
and cost control must be exercised from the center.
However, since all persons have the same plan, there
is strong social support for improving medical care
for everyone, rather than for trying to advantage
the medical care of one group at the expense of
another. Specifically, the high-income and employed
groups have a great incentive to maintain benefits for
the poor, the retired, and the chronically ill, since
the same policies apply to all. A more segregated
market system would allow high-income groups to
set up separate medical plans with superior funding,
that would attract the best doctors, hospitals, and
other employees. In such a segregated system, it is
inevitable that the financially disadvantaged become
medically disadvantaged as well.
Societies that do not directly subsidize the health
insurance of all citizens still pay an indirect price.
Hospitals are required to care for patients regardless
of their ability to pay. An uninsured homeless man
admitted for pneumonia and congestive heart failure
could cost $50 000 to treat. The hospital can try to
bill the patient, but they are not likely to collect much
of the bill. They will have to write-off the balance as
bad debt. In the larger scheme, this bad debt would
have to be covered by profits on other patients, so
part of the cost of everyone’s insurance is used to
cover the debts of the uninsured. The societal decision
to cover such bad debt conforms to basic insurance
theory in that the risk of a group is shared collectively
by all members of a society. The alternative, denying
care to the elderly and other persons in greatest need,
is unacceptable to most societies. Dealing with life
and death makes politicians reluctant to use prices
to ration care. For health, more than with other lines

of insurance, there is public support for using public
funds to provide benefits to all.
The insurance industry, both private and government sponsored, responds with solutions that address
the healthcare needs of the entire society. Access to
affordable healthcare is a vital need of any society,
and actuaries are an important part of the team that
makes the financing possible.
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Largest Claims and
ECOMOR Reinsurance

•

If we just think about excessive claims, then
largest claims reinsurance deals with the largest
claims only. It is defined by the expression
Lr =

Introduction
As mentioned by Sundt [8], there exist a few intuitive
and theoretically interesting reinsurance contracts
that are akin to excess-of-loss treaties, (see Reinsurance Forms) but refer to the larger claims in a portfolio. An unlimited excess-of-loss contract cuts off
each claim at a fixed, nonrandom retention. A variant
of this principle is ECOMOR reinsurance where the
priority is put at the (r + 1)th largest claim so that
the reinsurer pays that part of the r largest claims
that exceed the (r + 1)th largest claim. Compared to
unlimited excess-of-loss reinsurance, ECOMOR reinsurance has an advantage that gives the reinsurer
protection against unexpected claims inflation (see
Excess-of-loss Reinsurance); if the claim amounts
increase, then the priority will also increase. A related
and slightly simpler reinsurance form is largest claims
reinsurance that covers the r largest claims but without a priority.
In what follows, we will highlight some of the
theoretical results that can be obtained for the case
where the total volume in the portfolio is large. In
spite of their conceptual appeal, largest claims type
reinsurance are rarely applied in practice. In our
discussion, we hint at some of the possible reasons
for this lack of popularity.

General Concepts
Consider a claim size process where the claims Xi
are independent and come from the same underlying
claim size distribution function F . We denote the
number of claims in the entire portfolio by N , a
random variable with probabilities pn = P (N = n).
We assume that the claim amounts {X1 , X2 , . . .} and
the claim number N are independent. As almost all
research in the area of large claim reinsurance has
been concentrated on the case where the claim sizes
are mutually independent, we will only deal with this
situation.
A class of nonproportional reinsurance treaties
that can be classified as large claims reinsurance
treaties is defined in terms of the order statistics
X1,N ≤ X2,N ≤ · · · ≤ XN,N .

r


XN−i+1,N

(1)

i=1

•

(in case r ≤ N ) for some chosen value of r.
In case r = 1, L1 is the classical largest claim
reinsurance form, which has, for instance, been
studied in [1] and [3]. Exclusion of the largest
claim(s) results in a stabilization of the portfolio
involving large claims. A drawback of this form
of reinsurance is that no part of the largest claims
is carried by the first line insurance.
Thépaut [10] introduced Le traité d’excédent du
coût moyen relatif, or for short, ECOMOR reinsurance where the reinsured amount equals
Er =

r


XN−i+1,N − rXN−r,N

i=1

=

r



XN−i+1,N − XN−r,N + .

(2)

i=1

This amount covers only that part of the r largest
claims that overshoots the random retention XN−r,N .
In some sense, the ECOMOR treaty rephrases the
largest claims treaty by giving it an excess-of-loss
character. It can in fact be considered as an excess-ofloss treaty with a random retention. To motivate the
ECOMOR treaty, Thépaut mentioned the deficiency
of the excess-of-loss treaty from the reinsurers view
in case of strong increase of the claims (for instance,
due to inflation) when keeping the retention level
fixed. Lack of trust in the so-called stability clauses,
which were installed to adapt the retention level to
inflation, lead to the proposal of a form of treaty with
an automatic adjustment for inflation. Of course, from
the point of view of the cedant (see Reinsurance), the
fact that the retention level (and hence the retained
amount) is only known a posteriori makes prospects
complicated. When the cedant has a bad year with
several large claims, the retention also gets high.
ECOMOR is also unpredictable in long-tail business
as then one does not know the retention for several
years. These drawbacks are probably among the main
reasons why these two reinsurance forms are rarely
used in practice. As we will show below, the complicated mathematics that is involved in ECOMOR and
largest claims reinsurance does not help either.
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Largest Claims and ECOMOR Reinsurance

General Properties
Some general distributional results can however be
obtained concerning these reinsurance forms. We
limit our attention to approximating results and to
expressions for the first moment of the reinsurance
amounts. However, these quantities are of most use
in practice. To this end, let
r = P (N ≤ r − 1) =

r−1


pn ,

(3)

n=0

Q (z) =
(r)

∞

k=r

k!
pk zk−r .
(k − r)!

(4)

For example, with r = 0 the second quantity leads
to the probability generating function of N . Then
following Teugels [9], the Laplace transform (see
Transforms) of the largest claim reinsurance is given
for nonnegative θ by

1 1 (r+1)
Q
(1 − v)
E{exp(−θLr )} = r +
r! 0
r
 v
e−θ U (y) dy dv
(5)
×

•

Of course, also the claim counting variable needs
to be approximated and the most obvious condition is that
D
N
−−−→ 
E(N )
meaning that the ratio on the left converges in distribution to the random variable . In the most classical
case of the mixed Poisson process, the variable 
is (up to a constant) equal to the structure random
variable  in the mixed Poisson process.
With these two conditions, the approximation for
the largest claims reinsurance can now be carried out.
•

0

where U (y) = inf{x: F (x) ≥ 1 − (1/y)}, the tail
quantile function associated with the distribution
F . This formula can be fruitfully used to derive
approximations for appropriately normalized versions
of Lr when the size of the portfolio gets large. More
specifically we will require that λ := E(N ) → ∞.
Note that this kind of approximation can also be
written in terms of asymptotic limit theorems when
N is replaced by a stochastic process {N (t); t ≥ 0}
and t → ∞.
It is quite obvious that approximations will be
based on approximations for the extremes of a sample. Recall that the distribution F is in the domain of
attraction of an extreme value distribution if there
exists a positive auxiliary function a(·) such that
 v
U (tv) − U (t)
w γ −1 dw
−−−→ hγ (v) :=
a(t)
1
as t −−−→ ∞ (v > 0)

(6)

where γ ∈ (−∞, +∞) is the extreme value index.
For the case of large claims reinsurance, the relevant
values of γ are
•

either γ > 0 in which case the distribution of X
is of Pareto-type, that is, 1 − F (x) = x −1/γ (x)

with some slowly varying function  (see Subexponential Distributions).
or the Gumbel case where γ = 0 and h0 (v) =
log v.

In the Pareto-type case, the result is that for
λ = E(N ) → ∞




1 ∞
Lr
−−−→
qr+1 (w)
E exp −θ
U (λ)
r! 0
r
 w
−θz−γ
e
dy dw
(7)
×
0

•

where qr (w) = E(r e−w ).
For the Gumbel case, this result is changed into



Lr − rU (λ)
E exp −θ
a(λ)
−−−→

(r(θ + 1) + 1) E(−rθ )
. (8)
r!
(1 + θ)r

From the above results on the Laplace transform,
one can also deduce results for the first few moments.
For instance, concerning the mean one obtains
 λ r
U (λ)
w
w
Q(r+1) 1 −
E(Lr ) =
(r − 1)! 0 λr+1
λ
 1
U (λ/(wy))
dy dw.
(9)
×
U (λ)
0
Taking limits for λ → ∞, it follows that for the
Pareto-type case with 0 < γ < 1 that
1
E(Lr )
−−−→
U (λ)
(r − 1)!(1 − γ )
 ∞
×
w r−γ qr+1 (w) dw.
0

(10)
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Largest Claims and ECOMOR Reinsurance
Note that the condition γ < 1 implicitly requires
that F itself has a finite mean. Of course, similar
results can be obtained for the variance and for higher
moments.
Asymptotic results concerning Lr can be found
in [2] and [7]. Kupper [6] compared the pure
premium for the excess-loss cover with that of the
largest claims cover. Crude upper-bounds for the net
premium under a Pareto claim distribution can be
found in [4]. The asymptotic efficiency of the largest
claims reinsurance treaty is discussed in [5].
With respect to the ECOMOR reinsurance, the
following expression of the Laplace transform can
be deduced:

1 1 (r+1)
E{exp(−θEr )} = r +
Q
(1 − v)
r! 0
  r
 v
   
1
1
−U
dw dv.
×
exp −θ U
w
v
0
(11)
In general, limit distributions are very hard to recover
except in the case where F is in the domain of attraction of the Gumbel law. Then, the ECOMOR quantity
can be neatly approximated by a gamma distributed
variable (see Continuous Parametric Distributions)
since



Er
E exp −θ
−−−→ (1 + θ)−r . (12)
a(λ)
Concerning the mean, we have in general that
 1
1
Q(r+1) (1 − v)v r−1
E{Er } =
(r − 1)! 0
 
 v  
1
1
×
U
−U
dy dv. (13)
y
v
0
Taking limits for λ → ∞, and again assuming that
F is in the domain of attraction of the Gumbel
distribution, it follows that
E{Er }
−−−→ r,
(14)
a(λ)

while for Pareto-type distributions with 0 < γ < 1,
 ∞
E{Er }
1
−−−→
w r−γ qr+1 (w) dw
U (λ)
(r − 1)!(1 − γ ) 0
=

(r − γ + 1)
E(γ −1 ).
(1 − γ )(r)

(15)
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Life Reinsurance

Types of Reinsurance Used

Introduction

Life reinsurance is a predominantly proportional
treaty business (see Proportional Reinsurance;
Reinsurance – Terms, Conditions, and Methods of
Placing). The use of the various types is as follows:

Life Reinsurance Demand
This article will mainly deal with individual life
insurance which, among others, is characterized
by long-term obligations and, compared to other
branches, by very reliable claims statistics. Hence,
the demand caused by claims fluctuation is limited.
Moreover, life reinsurance is less driven by the probability of ruin (see Ruin Theory) rather than by the
need of long-term stable and predictable results, for
example, for stability of bonuses (see Surplus in Life
and Pension Insurance; Participating Business).
An additional need for reinsurance may arise from
the cost of capital required by the regulators, which
tends to be higher for a direct writer than for the reinsurer. Finally, reinsurance is a traditional instrument
to reduce the new business strain (see the section on
reinsurance financing below).
The amount ceded (see Reinsurance) varies
greatly between markets according to local conditions
and traditions. In some markets, the facultative
business (see Reinsurance Forms) dominates, in
other markets, the reinsurer is seen as a wholesale
operation with the best risk expertise and the direct
insurer tends to cede a major part of the risk
to the reinsurer, concentrating itself on sales and
investment. Generally speaking, high margins in
mortality result in a low cession rate, whereas low
margins support higher cession rates.
Traditionally, a substantial part of reinsurance
demand is based on additional services, in particular underwriting, the assessment of substandard risks,
actuarial consultancy, and the like.
In part, these considerations are also valid for living benefits like disability insurance, critical illness
insurance, or long-term care insurance. Depending
on the market, these are part of life insurance, health
insurance, or general insurance (see Non-life Insurance). But these risks are more exposed to systematic
risk and hence are less predictable, which sometimes
requires a reinsurance approach different from the
mortality risk. Additional comments to these covers
are given in a separate section on living benefits.

Quota share: Reduction in solvency requirements
for the direct writer, financing purposes (see below),
sometimes for new setups to reduce their exposure,
historically also for supervisory purposes.
Surplus: Elimination of peak risks to homogenize the
portfolio. This used to be the standard form in some
traditional markets.
Excess of loss: This is an exceptional nonproportional reinsurance form with two applications.
Its main use is to cover claims caused by catastrophic
events, but it has also been used to reduce standard
fluctuations in a life portfolio.
Stop loss: Again used only in exceptional cases,
at least for individual business. The annual renewal
conflicts with the long-term nature of the business
covered. Sometimes it is an adequate tool for reinsurance financing. It has also been used for pension
funds because of regulatory restrictions that did not
allow pension funds to be reinsured proportionally.

Contract Terms
Contract terms are designed to align the interest of the
ceding company and its reinsurer over a long period
of time. Traditionally, in most markets, a policy once
ceded to the reinsurer remains reinsured until natural
expiry. As a consequence, cancellation of a reinsurance contract or a change in retention (see Retention
and Reinsurance Programmes) applies to new businesses only. In the exceptional case of withdrawal,
the reinsurer is entitled to receive the present value
of future profits. Also, the percentage reinsured per
policy remains constant for the whole term of the policy regardless of changes in the amount at risk. Of
course, according to the particular purpose of reinsurance, there are numerous exceptions from these rules.

Actuarial Aspects
Technically, the main distinction between various
forms of proportional life reinsurance is the transfer
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of the investment risk to the reinsurer. Because of
consumer protection considerations, often the transfer
of the investment risk is prohibited or restricted by
insurance laws.

Risk Premium Basis
Let us denote the sum assured by S, the reserve after
t years of policy duration by t V , the retention (in case
of a surplus treaty) by R, and by α, the reinsurer’s
proportion of the risk. So for a quota-share treaty, α
is the reinsurance quota; for a surplus treaty, we have
α=

S−R
if S ≥ R
S

α = 0 if S < R (1)

and

Then, the reinsured amount in year t will be
α(S − t V )
For an endowment (see Life Insurance) with a sum
assured of S = 100.000 and α = 40%, the dependence of the reinsured amount at time t is visualized
by Figure 1 (this is only used as an indication; the
precise values depend on the mortality and interest
rate assumptions).
In the same example, if qx+t denotes the expected
mortality in year t of the policy, the net reinsurance
premium as a function of t is
qx+t α(S − t V )
and the corresponding diagram is shown in Figure 2.
Owing to the change of reserve during the accounting or policy year, there is a systematic deviation
of the reinsured capital at risk and the proportionate
share of the reinsurer in the actual capital at risk. The
treaty stipulates the point in time for the calculation
120000
Reinsured
Retained

Sum at risk

100000
80000

Modified Coinsurance
In modified coinsurance, the reinsurer receives the
full (net) premium for its share, but the savings part
of the premium is deposited back with the cedant.
The reinsurer receives the technical interest rate on
the reserve to finance the increase in reserve, but there
is no transfer of investment risk. We will use the
following notation (year means policy year):
=
=
=
=
=

net premium of an endowment
savings part of the premium in year t
risk part of the premium in year t
reserve at the end of year t
technical interest rate for premium and valuation reserve
1
discount rate
v=
1+i

P
Pts
Ptr
tV
i

Then
s
= v t+1 V − t V
Pt+1

(2)

r
= vqx+t (1 − t+1 V )
Pt+1

(3)

and

60000
40000
20000
0
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Figure 1

of the reinsured capital (beginning of the year or end
of the year or renewal of the policy). This amount is
the basis for premium calculation and it is also the
amount to be paid in case of claim so that the balance
between premium and benefit is maintained.
If Zillmerization (see Valuation of Life Insurance Liabilities) is applied, the reserve is replaced
by the Zillmer reserve, thereby increasing the capital
at risk, but otherwise the reinsurance premiums and
benefits are calculated as before.
For term assurance (see Life Insurance), the
reserve is often disregarded so that the reinsured capital will remain constant.
The reinsurance premium is due at the beginning
of the accounting period but will be paid at its end.
Usually, the time lag will be compensated by interest
on the premium, the interest rate being the technical
interest for premium calculation. For short accounting
periods, like a month or a quarter, no interest is paid.

Risk premium basis

where the sum assured is assumed to be 1, x is the
entry age, and qx+t denotes the expected mortality
at age x + t. Now, at the end of the accounting
year, the income of the reinsurer (for its share) is
the net premium P and the release in reserve t V ,
both increased by the technical interest. The outgo is
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Risk premium

the reserve t+1 V at the end of the year. Hence, on an
annual basis, the economic result at year-end will be
(1 + i)P + (1 + i)t V − t+1 V
s
r
= (1 + i)[Pt+1
+ Pt+1
] + (1 + i)t V − t+1 V
r
= (1 + i)[v t+1 V − t V ] + (1 + i)Pt+1

+ (1 + i)t V − t+1 V
r
= (1 + i)Pt+1

With Zillmerization, the conclusion above remains
valid if reserve and premium are replaced by Zillmer
reserve and Zillmer premium respectively.
Modified coinsurance is often used for financing
purposes (see below). In this case, the equivalence
with risk premium basis stated above is no longer
valid.

Reinsurance Financing
(4)

It follows that the premium effectively paid for modified coinsurance is the same as that paid for risk
premium basis (with the sum at risk calculated at
the end of the year). Regarding benefits, we have the
following situation:
Death (at year end): The payment due is the sum
assured (=1), the income is the reserve release t+1 V .
So the effective payment is the sum at risk.
Maturity: Outgo is 1 (= sum assured), income is the
reserve at maturity, which is 1, the result is 0.
Surrender: Outgo is the surrender value (see Surrenders and Alterations), income is the release of
reserve, the result is 0 (or sometimes the surrender
charge in favor of the reinsurer, depending on the
treaty provisions).
To sum up, this form of modified coinsurance is
economically equivalent to risk premium basis.

Demand for Financing. Traditionally, the demand
for financing came from new business strain. For a
young company or a company with high growth rates
(compared to the portfolio), the expenses for firstyear commissions typically exceeded the profits in the
same year. A standard solution to this problem was
to cede an appropriate portion of the new business to
a reinsurer who would pay a (first-year) reinsurance
commission. This commission was compensated in
future years by the profits emerging from the business
reinsured.
By this mechanism, the reinsurer was an additional source of capital, which could be used for any
purpose, for example, depreciation of investments,
unusual investments for IT, and the like. A particular
case arises if the calculation basis for premiums is
less conservative than for valuation reserves. In this
case, the reinsurance commission may compensate
the loss arising from premiums that are insufficient to
build up the reserves. Another interesting case is the
recalculation of valuation reserves for the business in
force because of adverse developments of mortality.
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(Examples are additional reserves in relation to AIDS
or reserve adjustments required by longevity (see
Decrement Analysis).) In this case, the financing
mechanism may also be applied to business in force,
not just new business, that is, a reinsurance commission will be paid upon inception of reinsurance.
The common denominator of all these applications
is to make use of future profits for current requirements of reporting or liquidity.
Methods of Financing. Like OTC derivatives (see
Derivative Securities), financial reinsurance contracts are individually designed according to the need
of the life office, the regulatory regime, the reporting standard, and the tax regime. But there are some
common ingredients for most of the treaties.
The amount to be financed may be either a cash
payment or a liability of the reinsurer, which is shown
as an asset in the balance sheet of the direct company
(noncash financing) or a nil (reinsurance) premium
period in an initial period of the new business.
The main profit sources to repay the reinsurer are
mortality profits, investment income exceeding the
guaranteed rate, and a proportional part of the loadings for acquisition expenses of the original policy.
For term assurance, it is just the mortality profit;
for traditional with profit business, the investment
income is crucial; whereas for unit-linked business
(see Unit-linked Business), the loading in the office
premium is essential.
The most common reinsurance form for financing is modified coinsurance, although there are also
financing treaties on risk premium basis or even on
stop-loss basis. Modified coinsurance is most suitable
for with-profit business (see Participating Business)
because the reinsurer’s income depends on the investment income on reserves. Financing on risk premium
basis is best suited for term assurance but has been
used for with-profit business as well. The stop loss
(sometimes also called spread loss) consists of a contract for several years with a low priority in the first
year, generating an income for the ceding company
and high priorities in the following years making
reinsurance losses very unlikely and leaving the full
stop-loss premium as repayment for the reinsurer.
Special Considerations for Unit-linked Business.
For a unit-linked policy, the sum at risk depends
on the value of the units and cannot be determined
prospectively as for traditional business. Hence, a

sum reinsured at the beginning of the year may
not suffice to cover the future loss exceeding the
retention. Hence, for the reinsurance on risk premium
basis, the sum at risk and the reinsurance premium
are calculated on a monthly basis to reduce the risk
of investment fluctuations for the ceding company.
In case of claim, the ceding company will receive
the amount reinsured at the beginning of the month,
and for random fluctuations of the unit price, the
differences to the claims actually paid are supposed
to cancel out over the year.
For financing purposes, the main difference with
traditional business is the lack of investment income
to amortize the reinsurance financing. Instead, for
financing of acquisition expenses, the amortization is
mainly based on the loadings in the office premium.

Group Business
One of the characteristics of group business is averaging of risk regarding price and underwriting instead of
individual risk assessment, and this has some implications for reinsurance (see also [1]).
For a surplus reinsurance, the reinsurance premium might be higher than the (proportionate) original premium for that risk, which is due to either an
average price in the group or a profit-sharing arrangement. So, the reinsurance of peak risks on a surplus
basis may need to be subsidized by the group’s total
premium income. This problem disappears with a
quota share reinsurance, which has the same type of
claims distribution as the original group. No recipe
for a reinsurance program can be given here as each
case needs an individual combination of quota share
and surplus reinsurance, depending on the (relative)
number of peak risks and their size, on the size of the
group, the nonmedical limits, and the original profit
sharing.
If the group cover includes disability benefits, particular attention must be given to align the reinsurer’s
interest with the group. For pension schemes and
other employees’ benefits, it may be in the interest of
the employer to accept disability claims because of
his employment policy rather than the health status
of the insured.

Retention
There are a number of historic formulas for
determining a reasonable level of retention in life
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reinsurance. These formulas are not reproduced here
because they are not applied in practice. The problem
of calculating the retention individually for each risk
in order to avoid ruin of the company has been solved
by de Finetti in 1940 (see [4]). But his solution
is of little practical value since one of the basic
principles in life reinsurance is to keep the proportion
reinsured constant over the lifetime of the policy,
whereas the solution of de Finetti would require
recalculating the retention per risk annually by a
complicated algorithm. One of the consequences of
de Finetti’s result is that higher mortality requires a
lower retention, and in fact, there was a tradition in
some markets to set lower retentions for higher ages
or substandard risks. In the example of Figure 1, this
is automatically satisfied since the amount effectively
retained decreases with age.
As mentioned in the introduction, the need for life
reinsurance is only partially driven by risk capacity
considerations. Instead, the amount of additional service (consultancy) and aspects of capital management
are the drivers (like in the financing described above).
Therefore, in most cases, the retention is chosen to
either create a reasonable remuneration for reinsurance services or to underpin a financing agreement
with the amount of ceded business needed for this
transaction (either economically or because of regulatory restrictions).
In setting the retention, special consideration must
be given to policies with an automatic increase of
the sum assured. The following diagram (Figure 3)

shows the sum at risk as a function of age for an automatic increase of the face amount of 10% annually.
A simple solution is to set the retention for these
risks at a flat percentage of the regular retention
(e.g. 70%, the percentage depending on the rate of
increase).

Pricing
Proportional Business without Financing
Reinsurance pricing on risk premium basis is very
similar to the pricing process for a direct writer using
standard profit-testing techniques. The parameters
taken into account are
•
•
•
•
•
•
•

expected mortality
lapses
expenses including inflation
an investment assumption (e.g. as a reserve for
unearned premiums or other future liabilities)
cost of capital
accounting procedures (annual frequency of cash
flow)
the profit objective of the reinsurer.

In some markets, there is a tradition of having
a profit commission, which is particularly useful
if the experience to determine expected mortality
is insufficient. In this case, an additional pricing
element (a stop-loss premium) is required (see [2]).
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The formula given in [2] is on an annual basis and
does not take into account a loss carried forward.
The main difference with respect to a direct office
is the composition of the reinsured portfolio, which
is beyond the influence of the reinsurer. So, the
reinsurer carries a greater risk that this composition
may differ from the assumptions made in pricing.
Therefore, sensitivity testing covers not only the
assumptions above but the portfolio composition as
well.

Financing
The pricing of reinsurance financing is a classical
cash-flow analysis to determine the expected internal
rate of return and present value of future profit.
In this respect, there is no difference with respect
to the well-known profit-testing models, including
sensitivity analysis.
The price is usually seen in the spread of the
internal rate of return over the risk-free rate. The risk
of achieving this spread varies according to the type
of reinsurance agreement.
Currently, most of the contracts provide for a
carried forward loss and an interest rate on it fixing
the spread explicitly. It is then common to take rates
like LIBOR or EURIBOR as risk-free rate, and the
result is an interest rate varying annually or even
more often.
Alternatively, there are contracts with a fixed interest rate for the loss carried forward. If there are
substantial changes of the yield curve (see Interestrate Modeling) over time, these contracts may be
seen as being inadequate.
Apart from the credit risk, in both cases of losses
carried forward, the risk is the timing of the repayments. As a result, these treaties tend to be less
sensitive to the technical performance of the portfolio (lapses and mortality) as long as amortization
can be expected at all.
Historically, there have also been treaties without
any explicit agreement on the interest rate, and some
of these have led to excessive earnings or losses of
the reinsurer, depending on the quality of the business
and the anticipation of market changes in the pricing
model.
The dominant impact on the amortization of
financing comes from lapses and their treatment in
the reinsurance contract. Usually, unearned reinsurance commissions are repaid, but there is a great

variety of calculating the earned part at a certain point
in time. In some European markets, this amount was
determined in proportion to the reduction of the capital at risk
unearned commissions in year t
= reinsurance commission

äx+t:n−t
äx:n

(5)

where x is the entry age and n is the duration of
the policy. The disadvantage of this formula is that
the interest on the earned part of the commission is
the rate for calculating the valuation reserve, which is
much lower than the expected return on the financing.
But if the agreement provides for a loss carried
forward with an agreed interest rate, lapses would
not reduce the return but postpone the repayment
and increase the credit risk of the arrangement. In
any case, it is crucial in the pricing process to
properly model the lapse clause in the sensitivity
testing.

Nonproportional Business
Usually, the reinsurance premium p for a nonproportional treaty in life is calculated by the formula
p = E[S] + ασ [S]

(6)

where S is the claims distribution and E and σ denote
its expectation and standard deviation respectively. α
gives the safety loading. For a Cat XL (catastrophe
cover) (see Catastrophe Excess of Loss) or a stop
loss with high priority, the net premium E[S] is
usually relatively small compared to the standard
deviation, so essentially, the pricing will depend on
α and the calculation of σ . For a suitable choice
of S and the calculation of E[S] and σ [S], there
are standard procedures, and the interested reader is
referred to the literature [3, 5].

Living Benefits
Living benefits are much more exposed to systematic
risk and subjective risk than mortality. But many
of them used to be riders to life policies and were
treated like the underlying policy in reinsurance. So,
for example, the retention was sometimes fixed in
proportion to the underlying policy, guarantees were
given for the same period as for mortality, and pricing
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was done under the assumption (like for mortality)
that the claims distribution for the retention and the
surplus would be the same.

income. If the benefit is expense reimbursement, the
cover as well as its reinsurance is part of general
insurance.

Disability Income

Annuities

Retention. For the surplus treaty, the retention
should be fixed as part of the capital at risk (= the
present value of the benefit taking into account mortality, morbidity, interest, and reactivation). But for
administrative reasons, the retention is often determined as a portion of the annual benefit, which for
longer durations leads to an underestimation of the
retained risk.
Premiums. On risk premium basis, the reinsurance
premium is obtained by multiplying the capital at
risk by the premium rate, which, like for mortality,
is obtained by appropriate loadings on the expected
morbidity rate for that age.
Often reinsurance is done on original terms with
either gross- or net-level premiums. Like for term
assurance, the parties may agree to disregard premium reserves for active lives in reinsurance accounting. The effective price for reinsurance will be determined by either taking a suitable percentage of
the original premium or by granting a reinsurance
commission.
Reinsurance Claims. In case of a claim, the reinsurer may either pay the capital at risk or it may
participate proportionately in regular payments to the
insured. In the latter case, the reinsurer may set up
its own reserves or may deposit the reserve in cash
with the ceding company, similar to modified coinsurance. In case of deposit, the reinsurer carries no
investment risk, but it participates in any deviations
of the expected versus experienced mortality and
reactivation.

Critical Illness
For critical illness (as a rider, as an accelerated benefit
to a term assurance or as a stand-alone cover), there is
no difference to term assurance as far as reinsurance
is concerned.

The discussion of increasing life expectancy and its
social implications has given rise to a demand for
reinsurance for the longevity risk. On an individual
basis, this is the risk of having a higher number of
payments than expected; on a collective basis, it is the
risk of insufficient inheritance profit in the annuity
reserves.
For all other life covers, the basis of reinsurance
is the law of large numbers, assuming that in suitable
blocks of business, we have identical loss distributions and that a sufficient number of these risks will
result in claims ratios very close to the expected
value. This is fundamentally different for longevity,
where we have a systematic risk that cannot be mitigated by diversification.
Nevertheless, there exist reinsurance participations
in annuities. They may be part of a bouquet-type
arrangement, in which they are one cover among others. In this case, the reinsurer receives its part of
the original premium and participates in the annuity payment. Other treaties cover the full annuity
payment beyond a certain age (e.g. 85). These are
sometimes termed time excess of loss because after a
certain time period, the reinsurer pays the full benefit.
Another more recent approach is a financial
arrangement in which either the reinsurer pays
the losses from insufficient inheritance and will
be repaid later like in a financing contract, or
conversely, the ceding company pays excessive
inheritance profits to the reinsurer who will cover
future losses from longevity. This last form has the
same structure as financing treaties with elements like
an agreed interest rate and a limited time horizon for
repayments.

Recent Developments
Premium Adjustment

Long-term Care
If the benefit is a constant regular payment, reinsurance for long-term care is the same as for disability

Traditionally, reinsurance rates used to be guaranteed
for the lifetime of the original policy. This was particularly true for regulated markets where regulators
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demanded high safety margins and reinsurance rates
used to have high safety margins as well. In recent
years, it has become more and more common to allow
for an adjustment of reinsurance rates at least to the
extent that original rates could be modified. This is
a result of more competitive rates for the original
premiums as well as for reinsurance premiums.
For living benefits, the former long-term guarantees are under review. The reinsurer would be hit
directly by any adverse risk development and has little or no investment income related to this product
that would allow to compensate losses. Hence, the
reinsurer has a leading role in enforcing adequate risk
rates and guarantee periods.

Capital Management
The deregulation of many markets, for example,
in the EU, as well as the recent development of
financial markets, has put pressure on many life
offices that had not been foreseen some years ago.
As a result, long-term financial stability of a life
insurance company has become one of the most
important issues of the industry. In this context,
reinsurance is more and more perceived as a tool for
capital management beyond new business financing.
The state of development in this direction depends
very much on national capital requirements for direct
insurers and reinsurers. While in some markets high
quota share treaties and high overall cession rates are
common for solvency relief, other markets require
little company capital, and high cession rates have
little effect on the solvency position of the ceding
company.
The future role of reinsurance for capital management will depend on the outcome of the current
discussions about international accounting standards,
supervision, and solvency requirements of reinsurance companies and the like.

Reinsurer as Risk Expert
For a direct life office, risk expertise tends to be
less important compared to investment and sales.
Therefore, there are life companies concentrating on
investment and sales and relying on the reinsurer
regarding the risk. The main components of this
approach are as follows:
•
•
•
•

Premium rates are based on the reinsurance rates.
The major part of the risk is reinsured.
A substantial part of the underwriting is done by
the reinsurer.
A substantial part of the claims management is
done by the reinsurer.

In practice, there are various blends of these components. The approach was particularly important in the
development of bank assurance.
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Loss Ratio
Actuaries and numerous other insurance professionals use loss ratios in the measurement of profitability,
determination of appropriate pricing and reserving
levels, creation of business strategies, and completion of financial reports. A loss ratio expresses the
relationship between one of several financial items,
typically insured losses, and premiums:
loss ratio = (losses) ÷ (premiums)
The ‘losses’ in the numerator of a loss ratio
may either include or exclude loss adjustment
expenses (LAE). The quotient of (losses + LAE) ÷
(premiums) is fully designated as either loss and
expense ratio or loss and LAE ratio, and more briefly
in some contexts as loss ratio.
The wide variety of applications for loss ratios
requires a comparable variety of loss ratio types. For
example, one may calculate a loss ratio from the
losses and premiums associated with a particular line
of business. One could then calculate and compare the
line of business loss ratios as part of a profitability
analysis. We may also look for trends in loss ratios
over time by reviewing loss ratios calculated by year.
As a third example, we can observe how loss ratios
‘develop’, or progress to an ultimate value as we
calculate them with data evaluated at consecutive
year-ends.
One calculates paid loss ratios and incurred loss
ratios using paid losses and incurred losses respectively. Pricing and reserving actuaries often use the
‘development’ of paid and incurred loss ratios to
determine proper premium and loss reserve levels.
Similarly, one uses loss and premium data stated on a
direct, assumed, gross, ceded or net basis to calculate
loss ratios for each insurance or reinsurance layer.

Accounting Period
Insurance companies’ financial statements often include loss ratios based on data that is organized by
calendar year, accident year, policy year, or underwriting year.
An accident year loss ratio is equal to the loss
amount associated with the year’s occurrences divided by the premium earned during the year.
Calendar year loss ratio typically refers to a calendar year incurred loss ratio because one rarely
uses calendar year paid loss ratios. A calendar year
incurred loss ratio equals calendar year incurred
losses divided by the premium earned during the year.
A policy year loss ratio is equal to the loss amount
associated with insurance policies issued during the
year divided by the premium of those policies. If the
policies have the traditional term of one year, then
the policy year will include some occurrences in the
concurrent calendar year and some in the subsequent
calendar year.
A reinsurance company may issue a risk-attaching
policy to a primary insurance company; such a policy
provides reinsurance coverage to insurance policies
issued by the insurance company during the reinsurance policy’s coverage term. Let us again consider
policies with a term of one year, in this case, applying to both the reinsurance policy and the primary
policies. A single risk-attaching policy will cover one
‘policy year’ of occurrences that spans two calendar
years; the collection of risk-attaching policies that are
issued during a 12-month time period will cover some
occurrences in the concurrent 12 months, and some in
the subsequent 2 years. Such a collection of reinsurance contracts is an underwriting year, or treaty year,
and it spans three calendar years. An underwriting
year loss ratio is defined as an underwriting year’s
losses divided by its premiums.
NATHAN J. BABCOCK

Marine Insurance
Marine Insurance Types and Their
Characteristics
Marine insurance is rather small in volume, accounting for only about 2% of the global non-life premium
(deduced from global premium volumes as in [8,
15]). At the same time, it is highly specialized, representing a variety of risks and accordingly specialized
types of insurance covers to match them.
Usually the term marine is used as umbrella for
the following subtypes:
(1) Hull, (2) Cargo, (3) Marine Liability, and
(4) Offshore.
Seen from a different angle, what are the actual
risks one runs in the marine business? These might
be classified as follows:
(A)

(B)
(C)

(D)

Damage to or loss of the insured object as
such (partial or total loss), be it a ship, an oil
platform, cargo or whatever might fall into the
scope of marine.
Any type of liability (collision, environmental,
port, crew, etc.).
Loss of income due to the insured object being
out of order for a period of time after an
accident recoverable under marine insurance
(see Loss-of-Profits Insurance).
Expenses occurring in connection with an accident recoverable under marine insurance (like
salvage or wreck removal expenses etc.).

Again, these potential losses can be caused by
different perils (see Coverage). Roughly spoken, they
are usually covered under a standard marine policy
when originating from something called a peril of
the sea. A peril of the sea may be characterized
as any peril inherent to the shipping business like
collision, grounding, heavy weather, and the like. (see
e.g. ITCH [7]). In addition come other perils like
war or terrorism, often covered via special schemes
or insurance arrangements like, for example, The
Norwegian Shipowners’ Mutual War Risks Insurance
Association, established originally at the outbreak of
World War I to provide cover against losses caused
by war and warlike perils.
Now again (A) to (D) can befall the ship builder
(when occurring during construction phase), the ship
owner and/or manager, the mortgagee, the cargo

owner, the crew, port authorities, the scrapper, and
so on.
For all realistically possible combinations of (1) to
(4) with (A) to (D) and the named perils and interests,
a variety of insurance covers do exist. To try and list
all would go out over the scope of this article, but let
us comment on some of the most important.
Ad (1): ‘Hull’ is usually used as an umbrella term for
covers related to the vessel or the marine object as
such. The major insurance type is Hull and Machinery
(H&M), which covers the vessel and machinery as
such, but normally also any equipment on board other
than cargo necessary to the vessel to do what she
is supposed to do. Liability is usually limited by
a maximum sum insured (see Coverage) matching
the vessel value. One speciality of hull insurance is,
however, that it usually also covers collision liability
as well as expenses like salvage or wreck removal
expenses up to a certain percentage of the sum
insured. Thus, the hull policy is a combined cover for
risks under (A), (B), and (D), such that the insurer
may be liable for up to maximum three times the
sum insured for the combined risk (the exact factor
may be less than three and depends on the set of
clauses applied, see, for example, [4, 7, 10, 13]).
However, any liability originating from a cause not
specifically defined under the hull policy or exceeding
the sum insured will have to be insured otherwise and
usually with the P&I clubs. Other specific insurance
covers coming into the scope of ‘hull’ are not only for
total loss, increased value, and other special covers,
but also for Loss of Hire (LOH) insurance designed
for risk (C). A detailed introduction to all types of
coverages is given, for example, in [4].
For organizational purposes, hull is often divided into
Coastal Hull and Ocean Hull, the latter also called
‘Blue Water Hull’. The main features remain the
same, but while Ocean Hull has a clearly international
character referring to vessels trafficking any part of
the world, coastal hull refers to vessels trafficking
areas near a coast and often within a certain national
area. Coastal hull will thus include a greater number
of smaller vessels like fishing vessels, coastal ferries,
coastal barges, and the like, but there are no clear
limits between ocean and coastal hull and a number of
vessels will qualify under the one as well as the other.
Ad (2): Cargo insurance is any insurance for almost
any object being transported from a point A to a point
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B at some point in time, with a number of different
covers to match all needs.
Ad (3): Any liability exceeding the one covered
under the hull policy or any standard policy
will usually be handled by the P&I clubs. As
there are only a handful of P&I clubs worldwide
operating with very similar clauses and conditions,
detailed insight may be gained by studying a
version of these rules, available from the club’s
websites (e.g. www.gard.no, www.skuld.com, or
www.swedishclub.com, see ‘Standards & Rules’).
Ad (4): Offshore or Energy insurance was originally part of engineering insurance, but moved into
the marine underwriting scope when oil production
moved out to the open sea. Eventually, not only
the platforms and supply vessels but also anything
else connected to oil production on shore, fell under
offshore and accordingly marine insurance. As can
easily be understood, this is a highly varied and specialized area with all sorts of risks and enormous
sums exposed, and as such, again a highly specialized
field within marine insurance. Accordingly insurance
covers are most often individually tailored to the
needs of each individual oil production unit. The limit
between ‘offshore’ and ‘hull’ is floating as well, as a
number of objects like supply vessels or the increasingly popular floating drilling units might come into
the scope of the one as well as the other category.
When it comes to insurance clauses worldwide,
probably the most widely used clauses are the Institute Times Clauses Hull (ITCH) in their 1995 version,
as well as other Institute Times Clauses [7]. A new
version was issued in 1997 and another one is currently under review. Apart from that, a variety of
countries including Norway [13] developed its own
market clauses applicable to international as well as
national clients, and which are reviewed and updated
regularly. Very roughly, different market clauses may
provide similar coverage, but one has to be very alert
regarding differences as to what is actually covered or
excluded, like for example, the ‘named perils’ principle dominant in the English clauses as opposed to the
‘all risks’ principle in the Norwegian clauses (some
details are given in, for example, [1, 4]), or the use
of warranties.
Similarly, common standard cargo clauses were
developed and are under continuous review in a

number of markets. Offshore policies are rather tailormade to match the individual demands of each
production unit and the enormous complexity of
this business.

Major Markets and Their Characteristics
Historically as well as in the present, the major
marine insurance market is the London market, which
represented in 2001 about 18% of the worldwide
global gross marine premium (comprising hull, transport/cargo, marine liability other than P&I, and offshore/energy insurance). The London market is represented by two different units, the Lloyd’s syndicates
on the one hand, organized in the Lloyd’s Underwriters Association (LUA), and the insurance companies
on the other hand, organized in the International
Underwriting Association (IUA, www.iua.co.uk). The
second biggest marine market volume is produced by
Japan with 16% of the world volume, followed by the
United States with 13% and Germany with 9%.
However, the picture becomes much more differentiated when looking at the different types of marine
insurance. On the whole, in 2001, hull accounted for
about 26% of the global marine premium volume,
cargo/transport for 58%, marine liability other than
P&I for 7% and offshore/energy for about 9% (see
also Figure 1).
In the hull market, London remains the clear leader
writing about 20% of the world wide hull premium,
followed by Japan (12%), France (10%), the United
States (9.6%) and Norway (9%).
For cargo, however, Japan stands for 20% of the
world wide premium, followed by Germany (14%),
US (10%), UK (8.5%), and France (7%).
When it comes to offshore, the market becomes
extremely unbalanced with London alone writing
56% of the world wide offshore premium nowadays,
followed by the United States (26%), and Norway
(7%), and the rest spread in small percentages over
some markets.
All the above percentages are deduced from 2001
accounting year figures in USD as reported from the
national organizations. The figures are collected for
the International Union of Marine Insurance (IUMI,
www.iumi.com) by CEFOR each year and presented
as the global premium report at the annual IUMI conference in September. For anybody interested in the
evolution of the marine markets, figures dating back
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Figure 1

Global marine premium 1992–2002, as reported, in US$ mio

to 1995 are available from www.cefor.no. Also the
P&I world premium distribution by fiscal domicile as
well as by operational location is obtainable from the
same source.
Most local marine insurers are organized in and
represented by their national organizations, which
again are organized in the International Union of
Marine Insurance. In its committees and at the annual
conference, all matters of supranational concern to the
marine insurance industry are discussed. A detailed
presentation of the history of IUMI and accordingly,
of marine insurance through 125 years is given in [9].

Typical Features of Marine Insurance
Marine insurance and especially Ocean Hull show
many similarities to non-life reinsurance rather than
to other types of direct insurance.
Firstly, it is a highly international business. It starts
with the vessel being built in exotic places and not
necessarily completely at one site. When set afloat,
she may traffic any part of the world, with owners,
managers, classification society and insurers placed in
various other parts of the world. In addition, her flag
will more often than not reflect a country other than
the owners’ home country or the area she traffics, and
the crew is a mixture of different nationalities.
Secondly, vessels classifying as Ocean Hull often
have high insured values such that usually several
insurers, often in different countries, share the risk.
Accordingly, Ocean Hull nowadays is nearly a hundred percent broker-assisted business, with the broker

guiding the shipowner to find the best insurance
match in an international market, regarding conditions as well as price, and taking administration off
the hands of the insurers. Here also, one speciality,
being very common in the Norwegian market, should
be mentioned, called the ‘claims lead principle’. Contrary to the usual understanding characterizing the
‘lead’ insurer as the one setting the premium conditions to be valid for all other insurers sharing the
same risk, the insurer here takes a leading position
in claims settlement. Once a probably recoverable
accident occurs, this insurer will not only hopefully
pay his share of the claim, but from the start assist
the insured in all possible matters to get the damage surveyed and assessed, find the best repair yard,
and last but not the least, calculate the total claims
amount payable and inform the other insurers sharing
the same risk.
A third parallel to non-life reinsurance is that
insurance policies other than one-voyage covers are
usually issued for a period of one year at a time.
Policies covering three- to five-year periods do also
occur, but their frequency, same as in reinsurance, is
often closely connected to market down- or upcycles.
Fourthly, not the least as a result of the previous
point, the business is highly volatile (see Volatility),
especially with regard to premium cycles. And the
claims situation is volatile as well. Apart from natural random variations in accident occurrences, factors
like variation in deductible amounts and increasingly higher values at risk come in together with
changes in international legislation and risk exposure.
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Premium cycles naturally have a strong correlation
with the current competitive market situation and
capacity, in addition to or even more than with market results.
One should also mention here, the speciality of
hull insurance again, in that it features an element
of liability and thus constitutes a mixture of insurance types.
P&I is also extremely international, but with all
P&I clubs being mutuals and renewing membership
at the same date each year, premium adjustments
seem more reasonable and less volatile than for the
hull business.
Coastal Hull on the other hand is more locally
oriented comprising fishing boats, local coastal ferries
and the like, such that it will, in many cases, prove
most convenient to insure it in the same country and
fully with one insurer.

Statistics, Premiums, Deductibles, Claims,
and Inherent Challenges for Actuaries
When not mentioned otherwise the following will
concentrate on hull, but a lot of the statements will
also be true for other insurance types.

Statistics
The success of any actuarial analysis is dependent
on having sufficient statistical data at hand, both at a
certain point in time as well as over a historical period
of time. In addition, underlying conditions should
not have changed too much to possibly render the
historical information worthless or unadjustable. One
of the arguments in discussions about the usefulness
of actuarial studies in shipping is that together with
the volatility of the market and a continuous change
in underlying frame conditions, marine insurance
by nature comprises relatively different individual
objects. In addition, marine insurers often are rather
small and highly specialized units. However, there
is a keen and steadily growing demand for good
statistics for the purpose of advanced risk analysis to
support the underwriting as well as the loss handling
and prevention process. So what to keep in mind?
Statistics in marine insurance most often are produced on underwriting year basis, which enables to
set the complete ultimate claims amount originating
from one policy in relation to the complete premium
paid under the same policy. This makes sense as

marine can be classified as short- to ‘middle-’ tail
(hull) or long-tail (P&I) business, meaning that it
may take up to a number of years until claims are
verified and paid in full. On the other hand, premium cycles are strong and deductibles change over
time, such that only the underwriting year approach
will show whether the premium paid at the time of
inception was adequate to match the ultimate claim.
Further arguments and considerations of the underwriting year versus the accounting year and accident
year approach, together with explanations and examples are given in [12]. On pitfalls of statistics also
see [11].
To gain good statistics the analyst otherwise has
to group the business into sensible subgroups rendering each with as much meaningful information
as possible, but leaving enough objects within one
group to be of statistic value. In marine insurance,
one will usually want to group ships by their age, size
(tonnage), type (like bulk, tank, passenger, etc.), classification society, and flag. In addition, claims will be
grouped by type or cause (like fire, collision, grounding, etc.) to identify problem areas under the aspect of
loss prevention as well as of allocating the adequate
premium. Furthermore, one might want to carry out
analyses by propulsion types, hull types, navigational
aids, or whichever special vessel characteristic might
prove to be of interest under certain circumstances.
An example of an engine claims analysis is [5], a
more recent one was carried out by CEFOR. Some
market statistics for the London market (IUA, LUA)
are available from www.iua.co.uk or www.iumi.org.
To obtain adequate statistics, one can subscribe
to regular vessel detail data updates covering more
or less the whole world fleet above a certain size.
This data can electronically be linked to ones own
insurance data, thus rendering the possibility of very
detailed analyses and claims studies. Publicly available examples of statistics thus derived for the Norwegian hull market are [2, 3].

Premiums
Ways of determining the adequate premium will vary
with the type of marine insurance. However, regarding hull, one will usually study the individual fleet
statistics and risk profile and set this in relation to
available premium scales and claims statistics for a
matching vessel portfolio, thus combining qualitative
with quantitative analysis. Historically, there existed
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a number of national or regional hull cartels where
all members accepted a common premium set by the
accepted leader on the risk. These cartels do not exist
any more in a free competitive market, but some did
develop premium scales for certain vessel portfolios.
Being too outdated to be of help in determining the
actual premium, however, they may still sometimes
come of use as reference values.
But, as elsewhere, there is a steadily more technically oriented approach to derive technically correct
premiums matching the expected claims under a policy, by using actuarial methods to ones own or market
data. For usual actuarial methods of premium calculation based on historical claims or exposure profiles,
I refer to the general actuarial literature. However,
various other factors like the shipowners’ risk management processes, changes of and compliance to
international rules, vessel detentions after port inspections, and current developments will have to be taken
into account when granting coverage.

Deductibles
An important element inherent in pricing is the
adjustment of the adequate deductible applicable to
a policy. Usually, marine hull policies have a basic
deductible applicable to any claim, plus possibly
additional deductibles applicable to engine claims,
ice damage, or other special types of accidents. Historically, not only premiums, but also deductible
amounts, have undergone market cycles, which have
to be taken into account when analyzing historical
claims data for premium calculation purposes. As
claims below the deductible are not paid by and thus
usually not known to the insurer, substantial changes
in hull deductible amounts, as at the beginning of
the 1990s, lead to substantial consequences for the
insurance claims statistics. On the other hand, the
deductible is a means of adjusting the premium, as
a different identical cover with a higher deductible
should normally produce less claims and will thus
require less premium. This again has to be analyzed
by vessel type, size, and other factors, as there may
be substantial differences in usual average deductible
amounts for different types of vessels. In addition,
vessel sizes are on the increase thus triggering higher
insured values and higher deductibles accordingly.

Claims
As earlier mentioned, hull may be characterized as a
short- to middle-tail business with payment periods of
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up to about seven years, whereas P&I, because of its
liability character must be regarded as long-tail business. Both thus require an estimation of outstanding
losses for the least mature underwriting years.
In hull, the maximum possible loss is usually limited by the sum insured of the insurance policy, or
as explained before, by maximum three times the
sum insured. So when calculating expected outstanding losses for Incurred, But Not yet (fully) Reserved
claims (IBNR) and Covered, But Not yet Incurred
claims (CBNI) (see Reserving in Non-life Insurance), it may make sense to separate the so-called
total losses and constructive total losses from partial
losses. Total losses do occur when the object is lost
and beyond repair, a constructive total loss is a kind
of agreed total loss where repair costs would exceed
a level deemed to be a limit to make a repair seem
sensible (the exact level varies with the set of clauses
applied, see for example, [7, 13]). When a total loss
occurs, the complete sum insured is payable in full.
What characterizes such losses is that they most often
are known shortly after the accident, and as the claim
cannot become worse over time, being limited by the
sum insured, will show a different development pattern than partial losses. Partial losses are losses where
a repair is carried out and will usually develop over
time when the claim gets assessed, and repairs and
accordingly payments are made.
Methods of IBNR calculation like Chain-Ladder,
Bornhuetter Ferguson and others as well as their
combinations and derivatives are extensively covered by the general actuarial literature. An overview
of some commonly used methods is given in [14],
whereas a connection to marine insurance is made
in [6].
However, any methods based on average historical
loss ratios should be applied carefully, if at all, as
loss ratios vary greatly because of the market cycles
(see Figure 2).
When wanting to apply such methods one might
consider substituting the premium with something
less volatile such as the sum insured or the size
(tonnage).
But also results of the chain-ladder and related
methods should be checked carefully to detect any
trends or distortions in the claims data, for example,
originating from a change in deductible amounts,
measures to improve loss prevention, claims payment
patterns and the like. In addition, it is well known
that any unusual occurrence of claims in the most
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Figure 2

Actual incurred loss ratio for Ocean Hull, Underwriting years 1985–2002, per 30.06.2003

recent year may lead to distortions when applying
the historical average claims development factor to
this year without adjusting the data first.
One should also keep in mind here that underlying
insurance clauses originating from different countries
differ as to what they actually cover, such that the
same accident may create a different claim amount
under different sets of conditions.

Recent Market Development and
Actuarial Potential Connected to That
Any changes in international regulations initiated by,
for example, the International Maritime Organization
(IMO, www.imo.org) or the International Union of
Marine Insurance (IUMI, www.iumi.com), together
with general developments in seaborne trade and
the shipping industry will have direct or indirect
implications on marine insurance as well. In the
wake of major accidents like the ‘Erika’ or the
‘Prestige’ and also September 11, a strong focus
recently has been put on security and safety matters
and better risk management procedures to reduce
the number and severity of accidents. Together with
steadily improving data access, today there is great
focus on risk analysis at all stages, thus creating
interesting potential for actuaries and analysts in the
marine industry.
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Mortgage Insurance in
the United States
Mortgage Insurance insures the lender (mortgagee)
against loss caused by the borrower (mortgagor)
defaulting on a mortgage loan. In the United States,
mortgage insurance can be provided by government
agencies such as the Federal Housing Agency (FHA)
or the Veteran’s Administration (VA). Private mortgage insurance can also be provided by private insurance companies.
Lenders generally require a down payment of at
least 20% of the home’s value, that is, a loan-to-value
(LTV) ratio of no more than 80%. Mortgages with
LTVs above 80% can be facilitated by the purchase
of private mortgage insurance. This type of private
mortgage insurance that is on an individual mortgage
basis is called primary coverage.
For primary coverage, private insurers apply a rate
to the outstanding loan balance to obtain the mortgage
insurance premium. The premium charge is usually
added to the borrower’s monthly mortgage payment.
The premium rate is a function of many factors: the
type of mortgage (fixed interest rate or variable rate),
the LTV, the coverage percentage selected by the
lender, and the credit-worthiness of the borrower.
The private mortgage insurance remains in effect
until the loan is paid off, or until certain cancellation requirements are met. Generally, for mortgages
issued beginning in July 1999, a borrower may cancel
mortgage insurance coverage when the loan balance
falls to 80% of the original value of the home as long
as the lender is satisfied that the value of the home has
not decreased. Also, for most mortgages, the mortgage insurance coverage is automatically cancelled
when the outstanding balance falls to 78% of the
original value of the home as long as the borrower
is current on mortgage payments. An exception is a
mortgage defined as high risk. For high-risk mortgages, mortgage insurance is usually cancelled at the
midpoint of the term of the loan.
A private mortgage insurance claim is incurred
when the lender files a notice of delinquency (NOD)
after a borrower defaults on a loan. The date of
the NOD is the occurrence date for the claim. The
claim amount includes principal and delinquent interest, legal expenses incurred during foreclosure, the

expense of maintaining the home, and any advances
the lender may have made to pay taxes or insurance.
After foreclosure, the lender can submit a claim
to the insurer. At its option, the insurer may (1) pay
the lender the entire claim amount and take title
to the property, or (2) pay the percentage of coverage of the total claim amount and let the lender
retain title. Increasingly, private mortgage insurers
have intervened at the NOD stage, before foreclosure,
and assisted the borrower and lender in developing a
plan to avoid foreclosure. These actions usually lead
to lower claim amounts.
The Mortgage Insurance Companies of America
(MICA), a trade association for private mortgage
insurers, reports that in 2001, private mortgage insurers originated 2 million new primary mortgage insurance contracts covering $280 billion of insured value.
This represents about 60% of the total mortgage
insurance originations in 2001, with FHA providing
30%, and the VA about 10%. The total insurance in
force for private mortgage insurers was $700 billion.
In addition to primary coverage, private mortgage insurers issue pool (see Pooling in Insurance)
mortgage insurance. Pool coverage covers pools of
mortgages, often developed in the secondary mortgage market where mortgages are resold, usually
in blocks. Pool insurance is written with a liability limit equal to some percentage, usually between
5 and 25%, of the original aggregate principal balance of the mortgage pool. This coverage is excess
over any primary mortgage insurance coverage on
the individual mortgages. Often there is a retention amount before pool coverage applies. Because
of the size of liability and the uniqueness of the
pools, these contracts are usually individually priced
to recognize the mix of the underlying loan characteristics. According to MICA, the private mortgage
insurers wrote pool coverage on $5 billion of risk
in 2001.
Because of regulatory restrictions, a private mortgage insurer in the United States cannot provide
coverage for more than 25% of any individual loan
amount. Because coverage often exceeds this level,
reinsurance is purchased to cover coverage above
25% of the loan amount. For primary coverage, only
one layer of reinsurance is needed since primary
coverage is not issued for more than 50% of the
loan amount. For pool coverage, however, three layers of reinsurance are needed since coverage could
reach 100% on an individual loan. Some private
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mortgage insurers obtain reinsurance by entering into
an agreement with another private mortgage insurer
to provide reciprocal reinsurance protection. Others,
usually the larger private mortgage insurers, establish affiliated mortgage insurers for the sole purpose
of providing reinsurance to the primary insurer in
the group.
In 2001, according to MICA, the private mortgage insurance industry in the United States had
$3.6 billion in net earned premium and $5.4 billion in
total revenue. Losses and expenses totaled $1.5 billion resulting in an industrywide aggregate underwriting profit of $2.2 billion and pretax operating
income of $4.0 billion. Statutory policyholder surplus was $4.3 billion and the contingency reserve was
$11.2 billion for a total capital amount of $15.5 billion.
Total net risk in force was $171.6 billion, so the industrywide risk-to-capital ratio was 11.06.
Mortgage insurance is a catastrophe-prone coverage. For most years, such as 2001, sizable underwriting profits are earned. However, at times when
a severely adverse economic environment affects the
United States or a major region of the country, significant losses can be incurred to such a degree that
an insurer’s solvency might be threatened. Such an
adverse economic situation affected many Southern
and Western states in the early 1980s.

In order to preserve insurer solvency, regulators
require a special contingency reserve. This reserve is
equal to 50% of an insurer’s earned premium and
must be maintained for 10 years unless a calendar
year loss ratio exceeds 35%. If a calendar year loss
ratio is greater than 35%, the contingency reserve can
be tapped by an amount necessary to lower the loss
ratio to 35%.
Regulators also require private mortgage insurers
to maintain a minimum risk-to-capital ratio of 25 to
1. This means that the insurer cannot have more than
$25 of risk in force for every $1 of capital. Capital is
equal to the sum of the insurer’s policyholder surplus
and the contingency reserve.
In addition to regulators, private mortgage insurers
are reviewed by rating agencies such as Standard &
Poors. These rating agencies use financial models to
evaluate an insurer’s capital adequacy. This evaluation is usually based on projected losses expected
to be incurred in an economic environment like the
‘Oil Patch’ period in the early 1980s or a depression
period. Rating agencies usually take into consideration the capital made available to an insurer by its
parent company through a support agreement or reinsurance.
Edited by GARY G. VENTER

Nonexpected Utility
Theory
Introduction
Since the early eighteenth century, the predominant
model of individual behavior under uncertainty has
been the expected utility model of preferences over
uncertain prospects. This model was first introduced
by Nicholas Bernoulli [5] in his famous resolution
of the St. Petersburg Paradox; was formally axiomatized by von Neumann and Morgenstern [36] in their
development of the game theory; was formally integrated with the theory of subjective probability by
Savage [31] in his work on the foundations of statistics; and was shown to possess great analytical power
by Arrow [4] and Pratt [27] in their work on risk
aversion, as well as by Rothschild and Stiglitz [29,
30] in their work on comparative risk. It is fair to
say that the expected utility model is the received
analytical foundation for the great majority of work
in the theory of insurance, theory of games, theory
of investment and capital markets, theory of search,
and most other branches of statistics, decision theory, and the economics of uncertainty.
However, beginning with the work of Allais [1]
and Edwards [11, 12] in the early 1950s and continuing through the present, psychologists and economists
have uncovered a growing body of evidence that individuals do not necessarily conform to many of the
key assumptions or predictions of the expected utility
model, and indeed, seem to depart from the model in
predictable and systematic ways. This has led to the
development of alternative or ‘nonexpected utility’
models of risk preferences, which seek to accommodate these systematic departures from the expected
utility model, while retaining as much of its analytical
power as possible.

The Expected Utility Model
In one of the simplest settings of choice under
uncertainty, the objects of choice consist of finitevalued objective lotteries, each of the form P =
(x1 , p1 ; . . . ; xn , pn ) and yielding a monetary payoff
of xi with probability pi , where p1 + · · · + pn = 1.
In such a case the expected utility model assumes (or
posits axioms sufficient to imply) that the individual

ranks such risky prospects based on an expected
utility preference function of the form
VEU (P) = VEU (x1 , p1 ; . . . ; xn , pn )
≡ U (x1 )p1 + · · · + U (xn )pn

(1)

in the sense that the individual prefers some lottery P∗ = (x1∗ , p1∗ ; . . . ; xn∗∗ , pn∗∗ ) over a lottery P =
(x1 , p1 ; . . . ; xn , pn ) if and only if VEU (P∗ ) > VEU (P),
and will be indifferent between them if and only if
VEU (P∗ ) = VEU (P). U (·) is termed the individual’s
von Neumann–Morgenstern utility function, and its
various mathematical properties serve to characterize
various features of the individual’s attitudes toward
risk, for example,
VEU (·) will exhibit first-order stochastic dominance
preference (a preference for shifting probability
from lower to higher outcome values) if and only
if U (x) is an increasing function of x,
VEU (·) will exhibit risk aversion (an aversion to all
mean-preserving increases in risk) if and only if
U (x) is a concave function of x,
∗
(·) will be at least as risk averse as VEU (·) (in
VEU
several equivalent senses) if and only if its utility
function U ∗ (·) is a concave transformation of
U (·) (i.e. if and only if U ∗ (x) ≡ ρ(U (x)) for
some increasing concave function ρ(·)).
As shown by Bernoulli [5], Arrow [4], Pratt [27],
Friedman and Savage [13], Markowitz [26], and others, this model admits to a tremendous flexibility
in representing many aspects of attitudes toward
risk.
But in spite of its flexibility, the expected utility
model has testable implications that hold regardless of the shape of the utility function U (·), since
they follow from the linearity in the probabilities
property of the preference function VEU (·). These
implications can be best expressed by the concept
of an α:(1 − α) probability mixture of two lotteries
P∗ = (x1∗ , p1∗ ; . . . ; xn∗∗ , pn∗∗ ) and P = (x1 , p1 ; . . . ; xn ,
pn ), which is defined as the lottery αP∗ + (1 −
α)P ≡ (x1∗ , αp1∗ ; . . . ; xn∗∗ , αpn∗∗ ; x1 , (1 − α)p1 ;
. . . ; (1 − α)xn , pn ), and which can be thought of as
a coin flip that yields prize P∗ with probability α and
prize P with probability (1 − α), where the uncertainty in the coin and in the subsequent prize are
realized simultaneously, so that αP∗ + (1 − α)P (like
P∗ and P) is a single-stage lottery. Linearity in the
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probabilities is equivalent to the following property,
which serves as the key foundational axiom of the
expected utility model:
Independence Axiom. For any pair of lotteries P∗
and P, lottery P∗ is preferred (resp. indifferent) to P if
and only if the probability mixture αP∗ + (1 − α)P∗∗
is preferred (resp. indifferent) to αP + (1 − α)P∗∗
for every lottery P∗∗ and for every probability α ∈
(0, 1].
This axiom can be interpreted as saying ‘given
an α:(1 − α) coin, one’s preferences for receiving P∗
versus P in the event of heads should not depend upon
the prize P∗∗ that will be received in the event of
tails, nor upon the probability α of landing heads (so
long as it is positive)’. The strong normative appeal
of this axiom has contributed to the widespread
adoption of the expected utility model. An insurancebased example would be if all insurance contracts
had clauses that render them void (with a premium
refund) in the event of an ‘act of war’, then an
individual’s ranking of such contracts (P∗ versus P)
would not depend upon their perceived probability
1 − α of an act of war, or upon the distribution of
wealth P∗∗ that would result in such an event.
The property of linearity in the probabilities,
as well as the senses in which it is empirically
violated, can be illustrated in the special case of
preferences over the family of all lotteries P =
(x 1 , p1 ; x 2 , p2 ; x 3 , p3 ) over a fixed set of outcome
values x 1 < x 2 < x 3 . Since we must have p2 = 1 −
p1 − p3 , each lottery in this set can be completely
summarized by its pair of probabilities (p1 , p3 ), as
plotted in the ‘probability triangle’ of Figure 1. Since
upward movements in the diagram (increasing p3 for
fixed p1 ) represent shifting probability from outcome
x 2 up to x 3 , and leftward movements represent shifting probability from x 1 up to x 2 , such movements
both constitute first order stochastically dominating
shifts and will thus always be referred. Expected
utility indifference curves (loci of constant expected
utility) are given by the formula
U (x 1 )p1 + U (x 2 )[1 − p1 − p3 ]
+ U (x 3 )p3 = constant
and are accordingly seen to be parallel straight lines
of slope [U (x 2 ) − U (x 1 )]/[U (x 3 ) − U (x 2 )], as indicated by the solid lines in the figure. The dashed lines

1

Increasing
preference

p3

0

p1

1

Figure 1 Expected utility indifference curves in the probability triangle

in Figure 1 are loci of constant expected value, given
by the formula x 1 p1 + x 2 [1 − p1 − p3 ] + x 3 p3 =
constant, with slope [x 2 − x 1 ]/[x 3 − x 2 ]. Since northeast movements along the constant expected value
lines shift probability from x 2 both down to x 1 and up
to x 3 in a manner that preserves the mean of the distribution, they represent simple increases in risk. When
U (·) is concave (i.e. risk averse), its indifference
curves will have a steeper slope than these constant
expected value lines, and such increases in risk are
seen to move the individual from more preferred to
less preferred indifference curves, as illustrated in the
figure. It is straightforward to show that the indifference curves of any expected utility maximizer with
a more risk-averse (i.e. more concave) utility function U ∗ (·) will be even steeper than those generated
by U (·).

Systematic Violations of the Expected
Utility Hypothesis
In spite of its normative appeal, researchers have
uncovered two forms of widespread systematic violations of the Independence Axiom. The first type
of violation can be exemplified by the following
example, known as the Allais Paradox [1], where
individuals are asked to rank the lotteries a1 versus a2 , and separately, a3 versus a4 , where $1M
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denotes $1 000 000
a1 : {1.00 chance of $1M
versus

0.10 chance of $5M
a2 : 0.89 chance of $1M
 0.01 chance of $0
0.10 chance of $5M
a3 :
0.90 chance of $0
versus

0.11 chance of $1M
a4 :
0.89 chance of $0
Most individuals express a preference for a1 over
a2 in the first pair, and a3 over a4 in the second pair.
However, such preferences violate expected utility
theory, since the first ranking implies the inequality
U ($1M) > 0.10U ($5M) + 0.89U ($1M) + 0.01
U ($0), whereas the second ranking implies the inconsistent inequality 0.10U ($5M) + 0.90U ($0) > 0.11
U ($1M) + 0.89U ($0). By setting x 1 = $0, x 2 =
$1M, and x 3 = $5M, the four prospects can be plotted in the probability triangle as in Figure 2, where
they are seen to form a parallelogram. The typical
preference for a1 over a2 and a3 over a4 suggests
that indifference curves depart from the expected utility property of parallel straight lines in the direction
of ‘fanning out’, as in the figure. The Allais Paradox
is merely one example of a widely observed phenomenon termed the Common Consequence Effect,
1

Increasing
preference

p3

a2

a3

a1
0

p1

a4

1

Figure 2 Allais Paradox choices and indifference curves
that ‘fan out’

3

which states that when P∗ is riskier than P, individuals tend to depart from the Independence Axiom
by preferring αP∗ + (1 − α)P∗∗ to αP + (1 − α)P∗∗
when P∗∗ involves low payoffs, but reverse this preference when P∗∗ instead involves high payoffs.
(In the Allais example, P =($1M,1), P∗ =($5M,
10/11;$0,1/11), α = 0.11, and P∗∗ is ($1M,1) in the
first pair and ($0,1) in the second pair.)
The second broad class of systematic violations,
also originally noted by Allais, can be illustrated by
the following example from Kahneman and Tversky [18]:

0.45 chance of $6000
b1 :
0.55 chance of $0
versus

0.90 chance of $3000
b2 :
0.10 chance of $0


0.001 chance of
0.999 chance of
versus

0.002 chance of
b4 :
0.998 chance of

b3 :

$6000
$0
$3000
$0

Most individuals express a preference for b2
over b1 and for b3 over b4 , which again violates
expected utility theory since they imply the inconsistent inequalities 0.45U ($6000) + 0.55U ($0) < 0.90
U ($3000) + 0.10U ($0) and 0.001U ($6000) +
0.999U ($0) > 0.002U ($3000) + 0.998U ($0). Setting
x 1 = $0, x 2 = $3000 and x 3 = $6000, the prospects
can be plotted as in Figure 3, where the above preference rankings again suggest that indifference curves
depart from expected utility by fanning out. This
is one example of a widely observed phenomenon
termed the Common Ratio Effect, which states that
for positive-outcome prospects P∗ which is risky and
P which is certain, with P∗∗ being a sure chance
of $0, individuals tend to depart from the Independence Axiom by preferring αP∗ + (1 − α)P∗∗ to
αP + (1 − α)P∗∗ for low values of α, but reverse this
preference for high values of α. Kahneman and Tversky [18] observed that when the positive outcomes
$3000 and $6000 are replaced by losses of $3000 and
$6000 to create the prospects b1 , b2 , b3 and b4 , then
preferences typically ‘reflect’, to prefer b1 over b2
and b4 over b3 . Setting x 1 = −$6000, x 2 = −$3000
and x 3 = $0 (to preserve the ordering x 1 < x 2 < x 3 )
and plotting as in Figure 4, such preferences again
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Most of these forms have been axiomatized, and
given proper curvature assumptions on their component functions υ(·), τ (·), G(·), K(·, ·),. . ., most
are capable of exhibiting first-order stochastic dominance preference, risk aversion, and the common
consequence and common ratio effects. The rankdependent expected utility form, in particular, has
been widely applied to the analysis of many standard
questions in economic choice under uncertainty.

1

Increasing
preference

p3

b1

Generalized Expected Utility Analysis
b3
0

b2

p1

b4

An alternative approach to nonexpected utility, which
yields a direct extension of most of the basic results

1

1

Figure 3 Common ratio effect and indifference curves
that fan out

b ′4

7 suggest that indifference curves in the probability
triangle fan out.
Further descriptions of these and other violations
of the expected utility hypothesis can be found in [6,
18, 21, 23, 24, 34, 35, 38].

Increasing
preference

b ′1
p3

Nonexpected Utility Functional Forms

b ′2

Researchers have responded to the above types of
departures from linearity in the probabilities in two
manners. The first consists of replacing the expected
utility preference function VEU (·) by some more
general functional form for V (P) = V (x1 , p1 ; . . . ; xn ,
pn ), such as the forms in the Table below.
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Figure 4 Common ratio effect for negative payoffs and
indifference curves that fan out
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of expected utility analysis, applies calculus to a general ‘smooth’ nonexpected utility preference function
V (P) ≡ V (x1 , p1 ; . . . ; xn , pn ), concentrating in particular on its probability derivatives ∂V (P)/∂ prob
(x). This approach is based on the observation that for
the expected utility function VEU (x1 , p1 ; . . . ; xn , pn )
≡ U (x1 )p1 + · · · + U (xn )pn , the value U (x) can be
interpreted as the coefficient of prob(x), and that
many theorems relating to a linear function’s coefficients continue to hold when generalized to a nonlinear function’s derivatives. By adopting the notation U (x;P) ≡ ∂V (P)/∂ prob(x) for the probability
derivative, the above expected utility characterizations of first-order stochastic dominance preference,
risk aversion, and comparative risk aversion generalize to any smooth preference function V (P) in the
following manner:
V (·) will exhibit first-order stochastic dominance
preference if and only if at each lottery P,
U (x;P) is an increasing function of x
V (·) will exhibit risk aversion (an aversion to all meanpreserving increases in risk) if and only if at each
lottery P, U (x;P) is a concave function of x
V ∗ (·) will be at least as risk averse as V (·) if and
only if at each lottery P, U ∗ (x;P) is a concave
transformation of U (x;P)
It can be shown that the indifference curves of
a smooth preference function V (·) will fan out in
the probability triangle and its multiple-outcome generalizations if and only if U (x;P∗ ) is a concave
transformation of U (x;P) whenever P∗ first order
stochastically dominates P; see [3, 9, 19, 22, 23, 37]
for the development and further applications of generalized expected utility analysis.

Applications to Insurance
The above analysis also permits the extension of
many expected utility-based results in the theory of
insurance to general smooth nonexpected utility preferences. The key step in this extension consists of
observing that the formula for the expected utility outcome derivative – upon which most insurance results
are based – is linked to its probability coefficients via
the relationship ∂VEU (P)/∂x ≡ prob(x)·U  (x), and
that this relationship generalizes to any smooth nonexpected utility preference function V (·), where it takes
the form ∂V (P)/∂x ≡ prob(x)·U  (x;P) (where U  (x)
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and U  (x;P) denote derivatives with respect to the
variable x). One important expected utility result that
does not directly extend is the equivalence of risk
aversion to the property of outcome-convexity, which
states that for any set of probabilities (p1 , . . . , pn ),
if the individual is indifferent between the lotteries
(x1 , p1 ; . . . ; xn , pn ) and (x1∗ , p1 ; . . . ; xn∗ , pn ) then they
will strictly prefer any outcome mixture of the form
(βx1∗ + (1 − β)x1 , p1 ; . . . ; βxn∗ + (1 − β)x1 , pn ) (for
0 < β < 1). Under nonexpected utility, outcomeconvexity still implies risk aversion but is no longer
implied by it, so for some nonexpected utility insurance results, both risk aversion and outcome-convexity
must be explicitly specified. (Nevertheless, the hypothesis that the individual is risk averse and outcomeconvex is still weaker than the hypothesis that they
are a risk averse expected utility maximizer.)
One standard insurance problem – termed the
demand for coinsurance – involves an individual
with initial wealth w who faces a random loss ˜
with probability distribution (l1 , p1 ; . . . ; ln , pn ) (li ≥
0), who can insure fraction γ of this loss by paying
˜ where E[]
˜ is the expected
a premium of λγ E[],
loss and the load factor λ equals or exceeds unity.
The individual thus selects the most preferred option
from the family of random variables {w − (1 −
˜ ≤ γ ≤ 1}. Another standard probγ )˜ − λγ E[]|0
lem – termed the demand for deductible insurance –
involves fully covering any loss over some amount
d, so the individual receives a payment of max{˜ −
d, 0}, and paying a premium of λE[max{˜ − d, 0}].
The individual thus selects the most preferred option
˜
from the family of random variables {w − min{,
˜
d} − λE[max{ − d, 0}]|d ≥ 0}. In each case, insurance is said to be actuarially fair if the load factor
λ equals unity, and actuarially unfair if λ exceeds
unity. Even without the assumption of outcomeconvexity, the following results from the classic
expected utility-based theory of insurance can be
shown to extend to any risk averse smooth nonexpected utility preference function V (·):
V (·) will purchase complete coinsurance (will choose
to set the fraction γ equal to one) if and only if
such insurance is actuarially fair
V (·) will purchase complete deductible insurance
(will choose to set the deductible d equal to zero)
if and only such insurance is actuarially fair
If V ∗ (·) is at least as risk averse as V (·), then whenever they each have the same initial wealth and
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face the same random loss, V ∗ (·) will purchase
at least as much coinsurance as V (·)
If V ∗ (·) is at least as risk averse as V (·), then
whenever they each have the same initial wealth
and face the same random loss, V ∗ (·) choose at
least as low a deductible level as V (·)
If we do assume outcome-convexity, many additional results in the theory of insurance and optimal
risk-sharing can be similarly extended from expected utility to smooth nonexpected utility preferences;
see [25] for the above and additional extensions,
and [10, 14, 16, 20, 32, 40] as well as the papers
in [15], for additional results in the theory of insurance under nonexpected utility risk preferences.
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MARK J. MACHINA

Non-life Insurance
Non-Life insurance is essentially the complement of
life insurance. Whereas the latter includes the insurance of contingencies that depend on human survival
or mortality, the former includes the insurance of
most other events.
A few forms of insurance are not regarded as
fitting neatly into either class. Examples would be
health insurance and sickness insurance. These
are sometimes regarded as forming their own category(ies) of insurance. But, in the main, non-life
insurance includes that insurance not covered by
life insurance.
The terminology for this category of insurance
varies from place to place. To a large extent, it is
fair to say that it is called
•
•
•

non-life insurance in continental Europe;
property–liability insurance or property and casualty insurance in North America;
general insurance in the United Kingdom.

In other places, the terminology is likely to be
determined by which of the above insurance cultures
is followed in that place.
Insurance is a contractual arrangement between
the insurer (the provider of the insurance) and the
insured. The contract is usually referred to as a policy.
Typically, the arrangement provides that the insurer
indemnifies the insured against financial loss arising
from the occurrence of a specified event, or events.
In return, the insured pays the insurer a monetary
consideration, called a premium.
For example, under a homeowners insurance,
the insurer might provide financial restitution in the
event of certain types of damage to the insured’s
residential property.
The contract might provide for full indemnification, or only up to an agreed monetary limit, usually
referred to as the sum insured.
A great majority of insurance policies provide coverage over a term of one year, though it is common to
find terms of several years in specific classes of business (defined below), for example credit insurance
and mortgage insurance (see Mortgage Insurance
in the United States).
An insurer’s action of assessing the risk to be
insured, and then assuming the risk, is referred to
as underwriting.

Non-Life insurance policies are often characterized by the specific risks in respect of which they
provide indemnity. These are called perils (see Coverage). It is often convenient to classify the insurance
arrangements according to the perils covered. The
resulting subsets of policies are usually referred to
as classes of business or lines of business.
There are many recognized classes of business,
but many of them may be grouped into two large
collections of classes, namely,
•
•

property, providing coverage against loss arising
from damage to physical property (see Property
Insurance – Personal); and
liability, or casualty, providing coverage against
loss arising from bodily injury, or a person’s or
organization’s financial condition, or indeed any
other loss of amenity.

Some insurance policies provide first party coverage, which indemnifies the insured against damage
to its own property or other interests. This is typical
of property insurance. Other policies provide third
party coverage, which indemnifies the insured against
damage to the interests of another. This is typical of
liability insurance.
Examples of property classes of business are
•
•
•

fire;
automobile property damage (see Automobile
Insurance, Private; Automobile Insurance,
Commercial);
marine;
and so on.
Examples of liability classes of business are

•
•
•

automobile bodily injury (see Automobile Insurance, Private; Automobile Insurance, Commercial);
professional indemnity;
employers liability;

and so on.
An insurance contract providing an insured with
coverage against financial loss arising from the insurance of risks underwritten by the insured is called
reinsurance, and the underwriter of this contract is
called a reinsurer. Most commonly, the insured in
this case will be an insurance company.
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Insurance that is not reinsurance is called direct
insurance or primary insurance. The insured in this
case is typically the individual or corporation carrying the fundamental insurance risk, for example,
an automobile owner in the case of automobile
insurance.

An insurance contract whose insured is a reinsurer
is called a retrocession, and the reinsurer the retrocessionaire.
(See also Coverage)
GREG TAYLOR

Nonparametric Statistics
Introduction
Nonparametric statistical methods enjoy many
advantages over their parametric counterparts. Some
of the advantages are as follows:
•
•
•

Nonparametric methods require fewer assumptions about the underlying populations from which
the data are obtained.
Nonparametric techniques are relatively insensitive to outlying observations.
Nonparametric procedures are intuitively appealing and quite easy to understand.

The earliest works in nonparametric statistics date
back to 1710, when Arbuthnott [2] developed an
antecedent of the sign test, and to 1904, when Spearman [43] proposed the rank correlation procedure.
However, it is generally agreed that the systematic
development of the field of nonparametric statistical
inference started in the late 1930s and 1940s with
the seminal articles of Friedman [16], Kendall [24],
Mann and Whitney [28], Smirnov [42], and Wilcoxon
[46]. Most of the early developments were intuitive
by nature and were based on ranks of observations
(rather than their values) to deemphasize the effect of
possible outliers on the conclusions.
Later, an important contribution was made by
Quenouille [36]. He invented a clever bias-reduction
technique – the jackknife – which enabled nonparametric procedures to be used in a variety of situations.
Hodges and Lehmann [22] used rank tests to derive
point estimators and proved that these estimators have
desirable properties. Their approach led to the introduction of nonparametric methods into more general
settings such as regression.
Among the most important modern advances
in the field of nonparametric statistics is that of
Efron [11]. He introduced a computer-intensive
technique – the bootstrap – which enables nonparametric procedures to be used in many complicated situations, including those in which parametric–theoretical approaches are simply intractable.
Finally, owing to the speed of modern computers,
the so-called smoothing techniques, prime examples
of which are nonparametric density estimation and

nonparametric regression, are gaining popularity in
practice, including actuarial science applications.
In the section ‘Some Standard Problems’, some
standard nonparametric problems for one, two, or
more samples are described. In the section ‘Special Topics with Applications in Actuarial Science’,
more specialized topics, such as empirical estimation,
resampling methods, and smoothing techniques, are
discussed and, for each topic, a list of articles with
actuarial applications of the technique is provided. In
the section ‘Final Remarks’, we conclude with a list
of books for further reading and a short note on software packages that have some built-in procedures for
nonparametric inference.

Some Standard Problems
Here we present the most common nonparametric
inference problems. We formulate them as hypothesis testing problems, and therefore, in describing
these problems, we generally adhere to the following
sequence: data, assumptions, questions of interest (i.e.
specification of the null hypothesis, H0 , and possible
alternatives, HA ), test statistic and its distribution, and
decision-making rule. Whenever relevant, point and
interval estimation is also discussed.

One-sample Location Problem
Let Z1 , . . . , Zn be a random sample from a
continuous population with cumulative distribution
function (cdf) F and median µ. We are interested
in the inference about µ. That is, H0 : µ = µ0
versus HA : µ > µ0 , or HA : µ < µ0 , or HA : µ  =
µ0 , where a real number µ0 and HA are prespecified
by the particular problem.
Also, let us denote the ordered sample values by
Z(1) ≤ Z(2) ≤ · · · ≤ Z(n) .
Sign Test. In this setting, if besides the continuity
of F, no additional assumptions are made, then the
appropriate test statistic is the sign test statistic:
B=

n


i ,

(1)

i=1

where i = 1, if Zi > µ0 , and i = 0, if Zi < µ0 .
Statistic B counts the number of sample observations Z that exceed µ0 . In general, statistics of
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such a type are referred to as counting statistics. Further, when H0 is true, it is well known (see [37],
Section 2.2) that B has a binomial distribution with
parameters n and p = P{Zi > µ0 } = 1/2 (because
µ0 is the median of F ). This implies that B is a
distribution-free statistic, that is, its null distribution
does not depend on the underlying distribution F .
Finally, for the observed value of B (say, Bobs ), the
rejection region (RR) of the associated level α test is
HA
RR
µ > µ0
Bobs ≥ bα
µ < µ0
Bobs ≤ n − bα
µ  = µ0 Bobs ≤ n − bα/2 or Bobs ≥ bα/2
where bα denotes the upper αth percentile of the
binomial (n, p = 1/2) distribution.
A typical approach for constructing one- or twosided confidence intervals for µ is to invert the
appropriate hypothesis test. Inversion of the level α
two-sided sign test leads to the following (1 − α)
100% confidence interval for µ: (Z(n+1−bα/2 ) , Z(bα/2 ) ).
The one-sided (1 − α) 100% confidence intervals for
µ, (−∞, Z(bα ) ) and (Z(n+1−bα ) , ∞), are obtained
similarly. Finally, the associated point estimator for
µ is µ̃ = median{Z1 , . . . , Zn }.
Wilcoxon Signed-rank Test. Consider the same
problem as before with an additional assumption
that F is symmetric about µ. In this setting, the
standard approach for inference about µ is based on
the Wilcoxon signed-rank test statistic (see [46]):
T+ =

n


Ri i ,

(2)

i=1

where Ri denotes the rank of |Zi − µ0 | among
|Z1 − µ0 |, . . . , |Zn − µ0 | and i is defined as before.
Statistic T + represents the sum of the |Z − µ0 | ranks
for those sample observations Z that exceed µ0 .
When H0 is true, two facts about i and |Zi − µ0 |
hold: (i) the |Zi − µ0 |’s and the i ’s are independent, and (ii) the ranks of |Zi − µ0 |’s are uniformly
distributed over the set of n! permutations of integers
(1, . . . , n) (see [37], Section 2.3). These imply that
T + is a distribution-free statistic. Tables for the critical values of this distribution, tα , are available in
+
, the
[23], for example. For the observed value Tobs

rejection region of the associated level α test is
RR

HA
µ > µ0
µ < µ0
+
µ  = µ0 Tobs

+
Tobs

≥ tα

n(n + 1)
− tα
2
n(n + 1)
+
− tα/2 or Tobs
≤
≥ tα/2
2
+
Tobs
≤

(The factor n(n + 1)/2 appears because T + is symmetric about its mean n(n + 1)/4.)
As shown previously, the one- and two-sided confidence intervals for µ are derived by inverting the
appropriate hypothesis tests. These intervals are based
on the order statistics of the N = n(n + 1)/2 Walsh
averages of the form Wij = (Zi + Zj )/2, for 1 ≤ i ≤
j ≤ n. That is, the (1 − α) 100% confidence intervals for µ are (W(N+1−tα/2 ) , W(tα/2 ) ), (−∞, W(tα ) ), and
(W(N+1−tα ) , ∞), where W(1) ≤ · · · ≤ W(N) denote the
ordered Walsh averages. Finally, the associated point
estimator for µ is µ̂ = median{Wij , 1 ≤ i ≤ j ≤ n}.
(This is also known as the Hodges–Lehmann [22]
estimator.)
Remark 1 Discreteness of the true distribution functions. Although theoretically the probability that Zi =
µ0 or that there are ties among the |Zi − µ0 |s is zero
(because F is continuous), in practice, this event may
occur due to discreteness of the true distribution function. In the former case, it is common to discard such
Zi s, thus reducing the sample size n, and, in the latter
case, the ties are broken by assigning average ranks
to each of the |Zi − µ0 |s within a tied group. Also,
due to discreteness of the distribution functions of
statistics B and T + , the respective levels of the associated tests (α) and confidence intervals (1 − α) are
not attained exactly.

Two-sample Location Problem
Let X1 , . . . , Xn1 and Y1 , . . . , Yn2 be independent random samples from populations with continuous cdfs
F and G respectively. We assume that these populations differ only by a shift of location, that is,
we assume that G(x) = F (x − ), and we want to
know if there is indeed the nonzero shift . That
is, H0 :  = 0 versus HA :  > 0, or HA :  < 0,
or HA :   = 0. (Another possible (though less common) approach is to test H0 :  = 0 . In such a case,
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all procedures described here remain valid if applied
to the transformed observations Yi∗ = Yi − 0 .)
In this setting, the most commonly used procedures are based on the rank sum statistic of the
Wilcoxon–Mann–Whitney (see [28, 46]):
W =

n2


Ri ,

(3)

i=1

where Ri is the rank of Yi among the combined sample of N = n1 + n2 of observations
X1 , . . . , Xn1 , Y1 , . . . , Yn2 . (See Remark 1 for how to
handle the ties among observations.)
When H0 is true, it follows from fact (ii) of
Section ‘Wilcoxon Signed-rank Test’ that W is a
distribution-free statistic. Tables for the critical values
of this distribution, wα , are available in [23], for
example. For the observed value Wobs , the rejection
region of the associated level α test is
RR
HA
>0
Wobs ≥ wα
<0
Wobs ≤ n2 (N + 1) − wα
  = 0 Wobs ≤ n2 (N + 1) − wα/2 or Wobs ≥ wα/2
(The factor n2 (N + 1) is due to the symmetricity of
W about its mean n2 (N + 1)/2.)
The associated confidence intervals are based
on the order statistics of the n1 n2 differences
Uij = Yj − Xi , for i = 1, . . . , n1 , j = 1, . . . , n2 .
That is, the (1 − α) 100% confidence intervals
for  are (U((n2 (n1 +2n2 +1)/2+1−wα/2 ) , U(wα/2 −n2 (n2 +1)/2) ),
(−∞, U(wα −n2 (n2 +1)/2) ), and (U(n2 (n1 +2n2 +1)/2+1−wα ) ,
∞), where U(1) ≤ · · · ≤ U(n1 n2 ) denote the ordered
differences Uij . Finally, the Hodges–Lehmann [22]
ˆ = median{Uij , i =
point estimator for  is 
1, . . . , n1 , j = 1, . . . , n2 }.
Remark 2 An application. In the insurance context,
Ludwig and McAuley [26] applied the Wilcoxon–Mann–Whitney test to evaluate reinsurers’
relative financial strength. In particular, they used
the statistic W to determine which financial ratios
discriminated most successfully between ‘strong’ and
‘weak’ companies.

Related Problems and Extensions
There are two types of problems that are closely
related to or directly generalize the location model.
One arises from the consideration of other kinds of
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differences between the two distributions–differences
in scale, location and scale, or any kind of differences. Another venue is to compare locations of
k > 2 distributions simultaneously. Inference procedures for these types of problems are motivated by
similar ideas as those for the location problem. However, in some cases, technical aspects become more
complicated. Therefore, in this section, the technical
level will be kept at a minimum; instead, references
will be provided.
Problems of Scale, Location–Scale, and General
Alternatives. Let X1 , . . . , Xn1 and Y1 , . . . , Yn2 be
independent random samples from populations with
continuous cdfs F1 and F2 respectively. The null
hypothesis for comparing the populations is H0 :
F1 (x) = F2 (x) (for every x). Here, several problems
can be formulated.
Scale Problem. If we assume that, for every
x, F1 (x) = G(x − µ/σ1 ) and F2 (x) = G(x − µ/σ2 ),
where G is a continuous distribution with a possibly
unknown median µ, then the null hypothesis can be
replaced by H0 : σ1 = σ2 , and possible alternatives
are HA : σ1 > σ2 , HA : σ1 < σ2 , HA : σ1  = σ2 . In
this setting, the most commonly used procedures
are based on the Ansari–Bradley statistic C. This
statistic is computed as follows. First, order the
combined sample of N = n1 + n2 X- and Y -values
from least to greatest. Second, assign the score ‘1’
to both the smallest and the largest observations in
this combined sample, assign the score ‘2’ to the
second smallest and second largest, and continue
in this manner. Thus, the arrays of assigned scores
are 1, 2, . . . , N/2, N/2, . . . , 2, 1 (for N -even) and
1, 2, . . . , (N + 1)/2, . . . , 2, 1 (for N -odd). Finally,
the Ansari–Bradley statistic is the sum of the scores,
S1 , . . . , Sn2 , assigned to Y1 , . . . , Yn2 via this scheme:
C=

n2


Si

(4)

i=1

(see [23], Section 5.1, for the distribution of C, rejection regions, and related questions).
Location–Scale Problem. If we do not assume that
medians are equal, that is, F1 (x) = G(x − µ1 /σ1 )
and F2 (x) = G(x − µ2 /σ2 ) (for every x), then the
hypothesis testing problem becomes H0 : µ1 = µ2 ,
σ1 = σ2 versus HA : µ1  = µ2 and/or σ1  = σ2 . In this
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setting, the most commonly used procedures are
based on the Lepage statistic L, which combines standardized versions of the Wilcoxon–Mann–Whitney
W and Ansari–Bradley C:
L=

(C − E0 (C))2
(W − E0 (W ))2
+
,
Var0 (W )
Var0 (C)

(5)

where the expected values (E0 ) and variances
(Var0 ) of the statistics are computed under H0 (for
further details and critical values for L, see [23,
Section 5.3]). Note that an additional assumption
of µ1 = µ2 (or σ1 = σ2 ) yields the scale (or the
location) problem setup.
General Alternatives. The most general problem in
this context is to consider all kinds of differences
between the distributions F1 and F2 . That is, we
formulate the alternative HA : F1 (x)  = F2 (x) (for at
least one x). This leads to the well-known Kolmogorov–Smirnov statistic:
D=

n1 n2
max |F̂1,n1 (Z(k) ) − F̂2,n2 (Z(k) )|.
d 1≤k≤N

(6)

Here d is the ‘greatest common divisor’ of n1 and n2 ,
Z(1) ≤ · · · ≤ Z(N) denotes the N = n1 + n2 ordered
values for the combined sample of X’s and Y ’s,
and F̂1,n1 and F̂2,n2 are the empirical distribution
functions for the X and Y samples:
F̂1,n1 (z) =
and F̂2,n2 (z) =

n1
1 
1{Xi ≤ z}
n1 i=1
n2
1 
1{Yj ≤ z},
n2 j =1

(7)

where 1{·} denotes the indicator function. For further
details, see [23], Section 5.4.
One-way Analysis of Variance. Here, the data are
k > 2 mutually independent random samples from
continuous populations with medians µ1 , . . . , µk
and cdfs F1 (x) = F (x − τ1 ), . . . , Fk (x) = F (x −
τk ), where F is the cdf of a continuous distribution
with median µ, and τ1 = µ1 − µ, . . . , τk = µk − µ
represent the location effects for populations 1, . . . , k.
We are interested in the inference about medians
µ1 , . . . , µk , which is equivalent to the investigation
of differences in the population effects τ1 , . . . , τk .

This setting is called the one-way layout or oneway analysis of variance. Formulation of the problem
in terms of the effects instead of the medians has
interpretive advantages and is easier to generalize (to
two-way analysis of variance, for example).
For testing H0 : τ1 = · · · = τk versus general alternatives HA : at least one τi  = τj , the Kruskal–Wallis
test is most commonly used. For testing H0 versus ordered alternatives HA : τ1 ≤ · · · ≤ τk (with at
least one strict inequality), the Jonckheere–Terpstra
test is appropriate, and versus umbrella alternatives HA : τ1 ≤ · · · ≤ τq−1 ≤ τq ≥ τq+1 ≥ · · · ≥ τk
(with at least one strict inequality), the most popular
techniques are those of Mack and Wolfe [27].
Also, if H0 is rejected, then we are interested in
finding which of the populations are different and
then in estimating these differences. Such questions
lead to the multiple comparisons and contrast estimation procedures. For further details and extensions
of the one-way analysis of variance, the reader is
referred to [23], Chapter 6.

Independence
Let (X1 , Y1 ), . . . , (Xn , Yn ) be a random sample from
a continuous bivariate population. We are interested
in the null hypothesis H0 : X and Y are independent. Depending on how the strength of association
between X and Y is measured, different approaches
for testing H0 are possible. Here we briefly review
two most popular procedures based on Spearman’s ρ
and Kendall ’s τ . For further details and discussion,
see [23], Chapter 8.
Spearman’s ρ. The Spearman rank correlation coefficient ρ was introduced in 1904, and is probably
the oldest nonparametric measure in current use. It is
defined by


n 

n+1
n+1
12
X
Y
Ri −
Ri −
ρ=
n(n2 − 1) i=1
2
2

6
(R X − RiY )2 ,
n(n2 − 1) i=1 i
n

=1−

(8)

where RiX (RiY ) denotes the rank of Xi (Yi ) in
the sample of Xs (Y s). Using the first expression,
it is a straightforward exercise to show that ρ is
simply the classical Pearson’s correlation coefficient
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applied to the rank vectors R X and R Y instead of the
actual X and Y observations respectively. The second
expression is more convenient for computations.
For testing the independence hypothesis H0 versus
alternatives HA : X and Y are positively associated,
HA : X and Y are negatively associated, HA : X and
Y are not independent, the corresponding rejection
regions are ρ ≥ ρα , ρ ≤ −ρα , and |ρ| ≥ ρα/2 . Critical
values ρα are available in [23], Table A.31.
Kendall’s τ . The Kendall population correlation
coefficient τ was introduced in 1938 by Kendall [24]
and is given by
τ = 2P{(X2 − X1 )(Y2 − Y1 ) > 0} − 1.

(9)

If X and Y are independent, then τ = 0 (but the
opposite statement is not necessarily true). Thus,
the hypotheses of interest can be written as H0 :
τ = 0 and HA : τ > 0, HA : τ < 0, HA : τ  = 0. The
appropriate test statistic is
K=

n
n−1 


Q((Xi , Yi ), (Xj , Yj )),

(10)

i=1 j =i+1

where Q((a, b), (c, d)) = 1, if (d − b)(c − a) > 0,
and = −1, if (d − b)(c − a) < 0. The corresponding
rejection regions are K ≥ kα , K ≤ −kα , and |K| ≥
kα/2 . Critical values kα are available in [23], Table
A.30. If ties are present, that is, (d − b)(c − a) = 0,
the function Q is modified by allowing it to take a
third value, Q = 0. Such a modification, however,
makes the test only approximately of significance
level α. Finally, the associated point estimator of τ
is given by τ̂ = 2K/(n(n − 1)).
Besides their simplicity, the main advantage of
Spearman’s ρ and Kendall’s τ is that they provide
estimates of dependence between two variables. On
the other hand, some limitations on the usefulness of
these measures exist. In particular, it is well known
that zero correlation does not imply independence;
thus, the H0 statement is not ‘if and only if’. In the
actuarial literature, this problem is addressed in [6].
A solution provided there is based on the empirical
approach, which we discuss next.

Special Topics with Applications in
Actuarial Science
Here we review some special topics in nonparametric
statistics that find frequent application in actuarial
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research and practice. For each topic, we provide a
reasonably short list of actuarial articles where these
techniques (or their variants) are implemented.

Empirical Approach
Many important features of an underlying distribution F , such as mean, variance, skewness, and
kurtosis can be represented as functionals of F ,
denoted T (F ). Similarly, various actuarial parameters, such as mean excess function, loss elimination
ratio, and various types of reinsurance premiums
can be represented as functionals of the underlying
claims distribution F . For example, the net premium of the excess-of-loss reinsurance, with priority β and expected
number of claims λ, is given

by T (F ) = λ max{0, x − β} dF (x); the loss elimination ratio
for a deductible

 of d is defined as
T (F ) = min{x, d} dF (x)/ x dF (x).
In estimation problems using empirical nonparametric approach, a parameter of interest T (F ) is
estimated by T (F̂n ), where F̂n is the empirical distribution function based on a sample of n observations from a population with cdf F , as defined
in the section ‘Problems of Scale, Location–Scale,
and General Alternatives’. (Sometimes this approach
of replacing F by F̂n in the expression of T (·)
is called the plug-in principle.) Then, one uses the
delta method to derive the asymptotic distribution of
such estimators. Under certain regularity conditions,
these estimators are asymptotically
normal with mean

T (F ) and variance (1/n) [T  (F )]2 dF (x), where
T  (F ) is a directional derivative (Hadamard-type)
of T (F ). (In the context of robust statistics (see
Robustness), T  (F ) is also known as the influence
function.)
The empirical approach and variants are extensively used in solving different actuarial problems.
Formal treatment of the delta-method for actuarial
statistics is provided by Hipp [21] and Præstgaard
[34]. Robustness properties of empirical nonparametric estimators of the excess-of-loss and stoploss reinsurance (see Stop-loss Reinsurance) premiums, and the probability of ruin are investigated by
Marceau and Rioux [29]. More extensive robustness
study of reinsurance premiums, which additionally
includes quota-share (see Quota-share Reinsurance), largest claims and ECOMOR (see Largest
Claims and ECOMOR Reinsurance) treaties, is
carried out by Brazauskas [3]. Carriere [4, 6] applies
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empirical approach to construct nonparametric tests
for mixed Poisson distributions and a test for independence of claim frequencies and severities. In a
similar fashion, Pitts [32] developed a nonparametric
estimator for the aggregate claims distribution (see
Aggregate Loss Modeling) and for the probability of
ruin in the Poisson risk model. The latter problem
is also treated by Croux and Veraverbeke [8] using
empirical estimation and U -statistics (for a comprehensive account on U -statistics, see Serfling [39],
Chapter 5). Finally, Nakamura and Pérez-Abreu [30]
proposed an empirical probability generating function for estimation of claim frequency distributions.

Resampling Methods
Suppose we have an estimator θ̂ = T (F̂n ) for the
parameter of interest θ = T (F ), where F̂n is defined
as in the preceding section. In all practical situations,
we are interested in θ̂ as well as in the evaluation of
its performance according to some measure of error.
The bias and variance of θ̂ are a primary choice but
more general measures of statistical accuracy can also
be considered. The nonparametric estimation of these
measures is based on the so-called resampling methods (see Resampling) also known as the bootstrap.
The concept of bootstrap was introduced by Efron
[11] as an extension of the Quenouille–Tukey jackknife. The latter technique, invented by Quenouille
[36] for nonparametric estimation of bias and later
extended by Tukey [45] for estimation of variance,
works as follows. It is based on the idea of sequentially deleting points Xi and then recomputing θ̂.
This produces n new estimates θ̂(1) , . . . , θ̂(n) , where
θ̂(i) is based on a sample of size n − 1, that is,
thecorresponding empirical cdf F̂n(i) (x) = 1/(n −
1) j =i 1{Xj ≤ x}, i = 1, . . . , n. Then, the jackknife
bias and variance for θ̂ are
 θ̂ ) = (n − 1)(θ̂(·) − θ̂ )
BIAS(

 θ̂ ) = n − 1
(θ̂(i) − θ̂(·) )2 , (11)
Var(
n i=1
n

and


where θ̂(·) = 1/n ni=1 θ̂(i) .
More general approaches of this ‘delete-a-point’
procedure exist. For example, one can consider deleting d ≥ 2 points at a time and recomputing θ̂.
This is known as the delete-d jackknife. The bootstrap generalizes/extends the jackknife in a slightly

different fashion. Suppose we have a random sample
X1 , . . . , Xn with its empirical cdf F̂n putting probability mass 1/n on each Xi . Assuming that X1 , . . . , Xn
are distributed according to F̂n , we can draw a sample (of size n) with replacement from F̂n , denoted
X1∗ , . . . , Xn∗ , and then recompute θ̂ based on these
observations. (This new sample is called a bootstrap
sample.) Repeating this process b number of times
∗
∗
yields θ̂(1)
, . . . , θ̂(b)
. Now, based on b realizations of
θ̂, we can evaluate the bias, variance, standard deviation, confidence intervals, or some other feature of
the distribution of θ̂ by using empirical formulas for
these measures. For example, the bootstrap estimate
of standard deviation for θ̂ is given by

 boot (θ̂ ) =
SD

2
1  ∗
∗
,
θ̂(i) − θ̂(·)
b − 1 i=1
b

(12)


∗
∗
= 1/b bi=1 θ̂(i)
. For further discussion of
where θ̂(·)
bootstrap methods, see [9, 12].
Finally, this so-called ‘sample reuse’ principle is
so flexible that it can be applied to virtually any
statistical problem (e.g. hypothesis testing, parametric
inference, regression, time series, multivariate
statistics, and others) and the only thing it requires
is a high-speed computer (which is not a problem
at this day and age). Consequently, these techniques
received a considerable share of attention in the
actuarial literature also. For example, Frees [15]
and Hipp [20] use the bootstrap to estimate
the ruin probability; Embrechts and Mikosch [13]
apply it for estimating the adjustment coefficient;
Aebi, Embrechts, Mikosch [1] provide a theoretical
justification for bootstrap estimation of perpetuities
and aggregate claim amounts; England and Verrall
[14] compare the bootstrap prediction errors in claims
reserving with their analytic equivalents. A nice
account on the applications of bootstrap and its
variants in actuarial practice is given by Derrig,
Ostaszewski, and Rempala [10]. Both the jackknife
and the bootstrap are used by Pitts, Grübel, and
Embrechts [33] in constructing confidence bounds
for the adjustment coefficient. Zehnwirth [49] applied
the jackknife for estimating the variance part of
the credibility premium. See also a subsequent
article by Sundt [44], which provides a critique of
Zehnwirth’s approach.
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Smoothing Techniques
Here we provide a brief discussion of two leading areas of application of smoothing techniques –
nonparametric density estimation and nonparametric
regression.
Nonparametric Density Estimation. Let X1 , . . . ,
Xn be a random sample from a population with the
density function f , which is to be estimated nonparametrically, that is, without assuming that f is from
a known parametric family.
The naı̈ve histogram-like
estimator, f˜(x) = 1/n ni=1 (1{x − h < Xi < x +
h})/2h, where h > 0 is a small (subjectively selected)
number, lacks ‘smoothness’, which results in some
technical difficulties (see [40]). A straightforward
correction (and generalization) of the naı̈ve estimator
is to replace the term 1{·}/2 in the expression of f˜ by
a smooth function. This leads to the kernel estimator


n
x − Xi
1 
K
,
(13)
fˆ(x) =
nh i=1
h
where h > 0 is the window width or bandwidth, and
is a kernel function that satisfies the condition
K(·)
∞
K(x)
dx = 1. (Note that the estimator fˆ is sim−∞
ply a sum of ‘bumps’ placed at the observations. Here
function K determines the shape of the bumps while
the bandwidth h determines their width.)
In this setting, two problems are of crucial importance – the choice of the kernel function K and the
choice of h (i.e. how much to smooth). There are
many criteria available for choosing K and h. Unfortunately, no unique, universally best answer exists.
Two commonly used symmetric
kernels are the Gaus√
2
x<
sian kernel KG (x) = (1/ 2π)e−x /2 , for −∞ < √
∞, and the Epanechnikov
kernel
K
(x)
=
(3/4
5)
E
√
√
(1 − x 2 /5), for − 5 < x < 5. Among all symmetric kernels, the Epanechnikov kernel is the most
efficient in the sense of its smallest mean integrated
square error (MISE). The MISE of the Gaussian kernel, however, is just about 5% larger, so one does
not lose much efficiency by using KG instead of KE .
The MISE criterion can also be used in determining
optimal h. The solution, however, is a disappointment since it depends on the unknown density being
estimated (see [40], p. 40). Therefore, additional (or
different) criteria have to be employed. These considerations lead to a variety of methods for choosing h,
including subjective choice, reference to a standard
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distribution, cross-validation techniques, and others
(see [40], Chapter 3).
There are many other nonparametric density
estimators available, for example, estimators based
on the general weight function class, the orthogonal
series estimator, the nearest neighbor estimator, the
variable kernel method estimator, the maximum
penalized likelihood approach, and others (see [40],
Chapter 2). The kernel method, however, continues
to have leading importance mainly because of its
well-understood theoretical properties and its wide
applicability. In the actuarial literature, kernel density
estimation was used by Young [47, 48] and Nielsen
and Sandqvist [31] to derive the credibility-based
estimators.
For multivariate density estimation techniques, see
Chapter 4 in [40, 41].
Nonparametric Regression. The most general
regression model is defined by
Yi = m(xi ) + εi ,

i = 1, . . . , n,

(14)

where m(·) is an unknown function and ε1 , . . . , εn
represent a random sample from a continuous population that has median 0.
Since the form of m(·) is not specified, the variability in the response variable Y makes it difficult to describe the relationship between x and Y .
Therefore, one employs certain smoothing techniques
(called smoothers) to dampen the fluctuations of Y
as x changes. Some commonly used smoothers are
running line smoothers, kernel regression smoothers,
local regression smoothers, and spline regression
smoothers. Here we provide a discussion of the spline
regression smoothers. For a detailed description of
this and other approaches, see [38] and Chapter 5 in
[41].
A spline is a curve pieced together from a number
of individually constructed polynomial curve segments. The juncture points where these curves are
connected are called knots. The underlying principle is to estimate the unknown (but smooth) function
m(·) by finding an optimal trade-off between smoothness of the estimated curve and goodness-of-fit of
the curve to the original data. For regression data,
the residual sum of squares is a natural measure of
goodness-of-fit, thus the so-called roughness penalty
estimator m̂(·) is found by solving the minimization
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problem
1
(Yi − m(xi ))2 + φ(m),
n i=1
n

L=

(15)

where φ(·) is a roughness penalty function that
decreases as m(·) gets smoother. To guarantee that
the minimization problem has a solution, some
restrictions have to be imposed on function φ(·). The
most common version of L takes the form
1
(Yi − m(xi ))2 + h
L=
n i=1
n

(m (u))2 du, (16)

where h acts as a smoothing parameter (analogous
to the bandwidth for kernel estimators) and functions
m(·) and m (·) are absolutely continuous and m (·) is
square integrable. Then, the estimator m̂(·) is called a
cubic smoothing spline with knots at predictor values
x1 , . . . , x n .
Carriere [5, 7] used smoothing splines (in conjunction with other above-mentioned nonparametric approaches) for valuation of American options
and instantaneous interest rates. Qian [35] applied
nonparametric regression methods for calculation of
credibility premiums.
Remark 3 An alternative formulation. A natural
extension of classical nonparametric methods to regression are the procedures based on ranks. These techniques start with a specific regression model (with
associated parameters) and then develop distributionfree methods for making inferences about the unknown parameters. The reader interested in the rankbased regression procedures is referred to [19, 23].

density estimation techniques with special emphasis
on topics of methodological interest. An applicationsoriented book by Simonoff [41] surveys the uses
of smoothing techniques in statistics. Books on
bootstrapping include Efron and Tibshirani’s [12]
introductory book and Davison and Hinkley’s [9]
intermediate-level book. Both texts contain many
practical illustrations.

Software
There is a rich variety of statistical packages that have
some capabilities to perform nonparametric inference. These include BMDP, Minitab, SAS, S-Plus,
SPSS, Stata, STATISTICA, StatXact, and others.
Of particular interest in this regard is the StatXact
package because of its unique ability to produce exact
p-values and exact confidence intervals. Finally, we
should mention that most of the packages are available for various platforms including Windows, Macintosh, and UNIX.
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Nonproportional
Reinsurance
The Nature of Nonproportional
Reinsurance
Whereas in proportional reinsurance the claims
and the premium are divided between the primary
insurer and the reinsurer in the ratio of their shares
in the coverage granted for the individual risks, nonproportional reinsurance focuses on claims, whether
individual or aggregate claims. Each of these claims
is assigned a defined amount of cover. The breakdown of the loss burden between the primary insurer
and the reinsurer is thus defined only by the size
of the claim and the agreed cover parameters, irrespective of the original coverage. The essential cover
parameters are
• Deductible: The limit up to which the primary
insurer bears all losses himself. This is sometimes
also known as the retention limit. The reinsurer must
bear that part of a loss in excess of this limit.
• Coverage amount (or simply: cover): The maximum limit up to which the reinsurer bears losses due
to a given loss event. That part of any loss in excess
of this limit reverts to the primary insurer.
The deductible and the coverage amount together
establish the ceiling for the cover.
The cover granted for a portfolio may be broken
down into several segments known as layers. This
process is called layering. A number of successive
layers make up a layer program. In such a program,
each individual layer is, as a rule, the subject of a
separate reinsurance treaty.
Those parts of losses that exceed the deductible
are termed excess losses (see Figure 1).
The short notation for nonproportional covers
reads: cover xs deductible. Here, xs stands for in
excess of. Successive layers are consecutively numbered, the retention plus the cover of each previous
layer forming the attachment point (deductible) for
the following layer. The covers shown above would
read as follows: 1st layer $5 m xs $5 m and 2nd layer
$5 m xs $10 m.
From the mathematical point of view, l xs m
stands for the loss in excess of m subject to a

maximum of l, that is, min (l, max(0, X − m)), where
X is either the individual or the aggregate claim size.

Types of Nonproportional Reinsurance
Nonproportional reinsurance is used as a form of
cover, both in facultative reinsurance and in obligatory
reinsurance, the latter also known as treaty reinsurance (see Reinsurance Forms). While in facultative
reinsurance, cover is granted for individual primary
insurance policies, obligatory reinsurance covers a
whole portfolio of similar risks and perils (see Coverage) defined by a treaty framework.
The following discussion of nonproportional
reinsurance focuses on the obligatory reinsurance
context, as this is where the greater diversity of
nonproportional insurance configurations is to be
found. Essentially, however, the aspects described are
equally applicable to nonproportional reinsurance in
the facultative sector.
The literature typically distinguishes the following
types of nonproportional treaty:
•
•
•

excess-of-loss cover
aggregate excess-of-loss cover
largest-claims cover.

The various types of treaty differ according to
whether the cover applies to individual or to aggregate claims and, in the latter case, depending also on
the rules used to arrive at the aggregate.
Excess-of-loss covers provide protection against
individual loss events and are thus regarded as functions of individual claims. The following types of
cover are distinguished, depending on the event definition applied:
• Per-risk excess-of-loss (per-risk XL): This is used
when the primary insurer wants to limit his loss
per risk or policy. This type of excess-of-loss cover
is common, for example, in fire insurance, and
serves to limit the loss burden due to large, oneoff claims. If some claims activity is expected every
year, this cover is called a working excess-of-loss
(WXL)
• Per-event excess-of-loss (per-event XL): If an
event typically causes a large number of small claims
that in total add up to a high overall loss, for example
in the case of a storm, the primary insurer needs a
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Figure 1

Nonproportional cover

per-event XL. This cover limits the cumulative loss
arising out of a single event. In property (see Property Insurance – Personal), these events are designated as catastrophic events (natural or manmade),
and the covers are called catastrophe excess-of-loss
(CXL). In liability, the label clash layer is much more
common.
The aggregate excess-of-loss cover is based on
the broadest-of-loss event definitions. For this reason,
this type of treaty is dealt with separately in the
literature and does not count among the standard
excess-of-loss covers. It is also referred to as a stop
loss cover (SL). In this type of cover, all losses in a
year that are attributable to a defined peril are added
together and are treated as a single loss event for the
purposes of the cover. Specific perils for which this
cover provides expedient protection are, for example,
hailstorms or subsidence.
Largest-claims cover (see Largest Claims and
ECOMOR Reinsurance) is a special form very
rarely encountered in practice. It means that the
reinsurer grants the primary insurer cover for the x
largest claims occurring in a certain line of business
during the treaty term, with the reinsurer bearing
these claims from ground up (100%). In this kind
of treaty, the aggregate amount of all the other (nonx) claims is, as it were, the deductible for the cover.
In lines of business with long run-off periods, this
variable deductible benefits the primary insurer, in
that, it mitigates the effects of growing claims.
A variation on this type of treaty is the socalled ECOMOR cover. This provides cover for the
x largest claims, minus x times the (x + 1)th largest
claim.

You find further details about the single types
of nonproportional reinsurance and the structuring
of programs in the articles Catastrophe Excess of
Loss; Excess-of-loss Reinsurance; Largest Claims
and ECOMOR Reinsurance; Retention and Reinsurance Programmes; Stop-loss Reinsurance; and
Working Covers.

Reinsurance Premium
The premium for a nonproportional treaty is calculated on the basis of risk theory, in the same
way as the primary insurance (see Non-life Insurance) premiums in property and casualty insurance,
assuming for simplicity’s sake that it only has to
make allowance for the risk of random fluctuations.
The total loss of a portfolio in a given period is
treated as a random variable whose distribution is
defined by the distribution of the number of claims
and the distribution of the loss amounts per claim.
The basis for premium calculation is the expected
loss severity.
Loadings are applied to the pure risk premium to
allow for expenses and for anticipated fluctuations of
the claims burden around the expected mean (known
as the cost of capital).
For the single pricing methods for nonproportional
treaties see the following articles: Burning Cost;
Exposure Rating; Pareto Rating, and Reinsurance
Pricing.
The nonproportional reinsurance premium (NP
premium) is usually expressed as a premium rate
based on the underlying premium income for the
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entire business covered. The cedant’s (see Reinsurance) own expenses are not taken into account and
are not deducted from the underlying premium. If the
nonproportional cover protects the primary insurer’s
retention after proportional reinsurance, the premium
ceded under the proportional reinsurance is deducted.
The remaining primary insurance premium is referred
to as the gross net premium income, (GNPI) for short,
meaning gross with respect to the cedant’s expenses
being still included and net because prior reinsurance
protection is deducted.

Profit Share Agreement and No Claims
Bonus
Sharing in the reinsurer’s profit is a means of
retroactively influencing the reinsurance premium.
The actual loss experience plus an agreed expenses
and fluctuation loading are balanced against the paid
NP premium at the end of the treaty year or of an
agreed run-off period. Under the profit share agreement, a percentage of the difference, the profit, is
reimbursed to the cedant. Under a no claims bonus
agreement (NCB), a certain share of the NP premium
is returned to the cedant if he has reported no claims
at all.
Agreements of this type harbor the danger that
profits may be returned to the primary insurer simply
as a result of random fluctuations in claims experience. This is particularly true in the case of nonproportional covers with low probabilities of losses
occurring, but high loss amounts when they do occur,
for example, catastrophe excess-of-loss covers for
natural perils (see Natural Hazards). In these types
of cover, successive reimbursements in claims-free
years can systematically deplete the NP premium
until it is no longer sufficient to cover the expected
claims burden.

Rate on Line/Payback
The nonproportional reinsurance premium is, as a
rule, expressed as a percentage of GNPI. However,
it can also be expressed in terms of the (nominal)
coverage; this is known as the rate on line (ROL).
Consider, for example, a fire WXL, $5 m xs $5 m,
with a GNPI of $100 m and an NP premium of 1%
of the GNPI. The NP premium in this case amounts
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to $1 m. The ROL is calculated as $1 m/$5 m = 0.2
and amounts to 20%.
The ROL describes the ratio of the NP premium
to the coverage per loss event. The higher the ROL
for a given coverage, the higher is the reinsurance
premium and thus the probability of a total loss under
the cover. The ROL gives an indication of whether
the cover is a working cover, that is, a cover often hit
by claims, or a sleep-easy cover, one which is only
very rarely hit by claims.
The inverse of this ratio is known as the payback
period and describes the number of years it would
take to recoup a total loss out of the following years’
premiums.
Given the same fire WXL as above: $5 m xs $5 m,
GNPI of $100 m, NP premium of 1% = $1 m, the
payback is calculated as $5 m/$1 m = 5 and amounts
to 5 years.

Treaty Period
As nonproportional reinsurance is independent of the
term of the primary insurance policies covered, a
validity period has to be explicitly specified in the
treaty; as a rule, this is one year. The reinsurer
covers all claims attributable to this treaty period
on the terms defined for the cover. In this context,
a distinction is made between covers on a lossesoccurring, a risk-attaching, or a claims-made basis.
In the case of a cover on a losses-occurring basis,
all losses occurring during the treaty period are covered. Accordingly, the premium calculation period
for the covered business coincides precisely with the
treaty period, that is, if only half the period of a primary insurance policy falls within the treaty period,
only half the original premium is assigned to the
treaty period. This part of the primary insurance premiums is referred to as the earned GNPI.
If the reinsurance is concluded on a risk-attaching
basis, the important criterion is whether the primary
insurance policy was written during the reinsurance
treaty period. If this is the case, the reinsurer is liable
until the term of this policy/risk expires. He has to
indemnify losses that occur during the term of the
original policy, even if they do not happen until after
the end of the reinsurance treaty. Accordingly, the
basis for calculation of the reinsurance premium is
the total of all policies/risks written during the treaty
period. The associated premium is referred to as the
written GNPI.
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Under claims-made covers, all losses reported
within the treaty period are covered. This type of
cover is used in lines of business in which there
may be a considerable time gap between a loss being
caused and its being discovered, or in which it is
difficult to determine the precise time of the loss
occurrence, for example, in environmental impairment liability. In this case, the covered business can
no longer be precisely related to the underlying premium. As a rule, however, the reinsurance premium
is based on the written GNPI for the treaty period.

Co-reinsurance
In addition to the deductible under the nonproportional cover, a further retention may be agreed in
the form of a coinsurance arrangement. Here the primary insurer participates proportionally in the entire
excess claims burden, just as a reinsurer would. This
is referred to as co-reinsurance.
For a fire WXL $5 m xs $5 m, where the primary
insurer bears 5% of the cover, that is, $0.25 m,
himself, the common notation is: 95% of $5 m xs
$5 m.

Features and Functions
Nonproportional reinsurance is particularly suitable
for placing a cap on peak losses in portfolios in which
the distributions of the coverage amounts and loss
amounts differ and the risks covered are relatively

homogeneous. It thus follows that heterogeneous
portfolios should first be homogenized by means of
prior surplus covers.
Nonproportional reinsurance is an effective way
of improving the ratio between the primary insurer’s
loss burden and premium income, as it passes specifically the peak losses on to the reinsurer.
For a general overview about nonproportional
reinsurance see [1–5]. Additional literature you find
in the mentioned articles dealing with single topics
of nonproportional reinsurance.

References
[1]
[2]

[3]
[4]

[5]

Bugmann, C. (1997). Proportional and Nonproportional
Reinsurance, Swiss Re Company, Zurich.
Gerathewohl, K. (1980, 1983). Reinsurance – Principles
and Practice, Vol. I, II, Versicherungswirtschaft e.V.,
Karlsruhe.
Grossmann, M. & Bonnasse, P. (1983). Manuel de
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Optimal Risk Sharing
Introduction
We treat optimal risk sharing between an insurer
and an insurance customer, where Pareto optimality
(see Pareto Optimality) is used as the criterion.
This means, roughly speaking, that if the parties
have reached such an optimum, there is no other
arrangement with the same aggregate that will leave
both the parties better off.
We motivate this notion of optimality by an example, only taking the insured into consideration. Apparently, the functional form of the premium then
sometimes predicts that full insurance is optimal,
sometimes that less than full insurance is.
This puzzle we resolve by bringing both parties of
the contract into the analysis, using Pareto optimality
as the criterion. Here we show that full insurance is
indeed optimal if the insurer is risk neutral. If both
parties are strictly risk averse (see Risk Aversion),
full insurance is not optimal. The form of the premium p is irrelevant.
In this setting, we also explain the existence of
deductibles, which are typically an important element of many insurance contracts. In the neoclassical
model of insurance economics, deductibles are not
Pareto optimal, a fact we first demonstrate.
The best explanation of deductibles in insurance
is, perhaps, provided by introducing costs in the
model. Intuitively, when there are costs incurred
from settling claim payments, costs that depend on
the compensation are to be shared between the two
parties, the claim size ought to be beyond a certain
minimum in order for it to be optimal to compensate
such a claim. Thus, we introduce transaction costs,
and show that Pareto optimal risk sharing may now
involve deductibles.

that X i Y if and only if Eui (X) ≥ Eui (Y ). We
assume smooth utility functions; here ui (w) > 0,
ui (w) ≤ 0 for all w in the relevant domains, for all
i ∈ I.
Each agent is endowed with a random payoff Xi
called his initial portfolio. Uncertainty is objective
and external, and there is no informational asymmetry. All parties agree upon the space (, F, P ) as
the probabilistic description of the stochastic environment, the latter being unaffected by their actions.
Here  is the set of states of the world, F = FX :=
σ (X1 , X2 , . . . , XI ) is the set of events, and P is the
common belief probability measure.
We suppose the agents can negotiate any affordable contracts among themselves, resulting in a new
set of random variables Yi , i ∈ I, representing the
possible final payout to the different members of the
group, or final portfolios.
In characterizing reasonable sharing rules, we shall
here concentrate on the concept of Pareto optimality:
Definition 1 A feasible allocation Y = (Y1 , Y2 , . . . ,
YI ) is called Pareto optimal if there is no feasible allocation Z = (Z1 , Z2 , . . . , ZI ) with Eui (Zi ) ≥
Eui (Yi ) for all i and with Euj (Zj ) > Euj (Yj ) for
some j .
The following fundamental characterization is proved using the separating hyperplane theorem:
Theorem 1 Suppose ui are concave and increasing
for all i. Then Y is a Pareto optimal allocation if
and only if there exists a nonzero vector of agent
I
weights λ ∈ R+
such that Y = (Y1 , Y2 , . . . , YI ) solves
the problem
Euλ (XM ) := sup(Z1 ,...,ZI )

I


λi Eui (Zi )

i=1

subject to

I


Zi ≤ XM ,

(1)

i=1

The Model
We first study the following model: Let I =
{1, 2, . . . , I } be a group of I reinsurers, simply
termed agents for the time being, having preferences
i over a suitable set of random variables. These
preferences are represented by expected utility,
meaning that there is a set of Bernoulli (see
Bernoulli Family) utility functions ui : R → R, such

where the real function uλ (·) : R → R satisfies uλ >
0, uλ ≤ 0.
We now characterize Pareto optimal allocations
under the above conditions. This result is known as
Borch’s Theorem:
Theorem 2 A Pareto optimum Y is characterized by
the existence of nonnegative agent weights λ1 , λ2 , . . . ,

2

Optimal Risk Sharing

λI and a real function uλ (XM ) : R → R, such that
λ1 u1 (Y1 ) = λ2 u2 (Y2 ) = · · · = λI uI (YI )
= uλ (XM )

a.s.

(2)

The proof of the above theorem uses the saddle
point theorem and directional derivatives in function
space.
The existence of Pareto optimal contracts has been
treated by DuMouchel [11]. The requirements are, as
we may expect, very mild.
Notice that pooling of risk in a Pareto optimum
follows from (1).

Theorem 3 The Pareto optimal, real indemnity function I: R+ → R+ , satisfies the following nonlinear,
differential equation
∂I (x)
=
∂x

The Risk Exchange between an Insurer
and a Policy Holder

R1 (w1 − p − x + I (x))
,
R1 (w1 − p − x + I (x)) + R2 (w2 + p − I (x))
(4)

Let us start this section with an example:
Example 1 Consider a potential insurance buyer
who can pay a premium αp and thus receive
insurance compensation I (x) := αx if the loss is
equal to x. He then obtains the expected utility
(u > 0, u < 0)
U (α) = E{u(w − X − αp + I (X))}

can negotiate an insurance contract, stating that the
indemnity I (x) is to be paid by the insurer to the
insured if claims amount to x ≥ 0. It seems reasonable to require that 0 ≤ I (x) ≤ x for any x ≥ 0. The
premium p for this contract is payable when the contract is initialized.
We recognize that we may employ established
theory for generating Pareto optimal contracts. Doing
this, Moffet [15] was the first to show the following:

(3)

where 0 ≤ α ≤ 1 is a constant of proportionality. It is
easy to show that if p > EX, it will not be optimal
to buy full insurance (i.e. α ∗ < 1) (see [16]).
The situation is the same as in the above, but now
we change the premium functional to p = (αEX +
c) instead, where c is a nonnegative constant. It is
now easy to demonstrate, for example, using Jensen’s
inequality (see Convexity), that α ∗ = 1, that is, full
insurance is indeed optimal, given that insurance at
all is rational (see [9]).
The seeming inconsistency between the solutions
to these two problems has caused some confusion in
insurance literature, and we would now like to resolve
this puzzle. In the two situations of Example 1, we
have only considered the insured’s problem. Let us
instead take the full step and consider both the insurer
and the insurance customer at the same time.
Consider a policyholder having initial capital w1 ,
a positive real number, and facing a risk X, a nonnegative random variable. The insured has utility
function u1 , where u1 > 0, u1 < 0. The insurer has
utility function u2 , u2 > 0, u2 ≤ 0, and initial fortune w2 , also a positive real number. These parties

u

u

where the functions R1 = − u1 , and R2 = − u2 are the
1
2
absolute risk aversion functions of the insured and the
insurer, respectively.
From Theorem 3 we realize the following: If u2 <
0, we notice that 0 < I  (x) < 1 for all x, and together
with the boundary condition I (0) = 0, by the mean
value theorem we get that
0 < I (x) < x

for all

x > 0,

stating that full insurance is not Pareto optimal when
both parties are strictly risk averse. We notice that
the natural restriction 0 ≤ I (x) ≤ x is not binding at
the optimum for any x > 0, once the initial condition
I (0) = 0 is employed.
We also notice that contracts with a deductible
d can not be Pareto optimal when both parties are
strictly risk averse, since such a contract means that
Id (x) = x − d for x ≥ d, and Id (x) = 0 for x ≤ d
for d > 0 a positive real number. Thus either Id = 1
or Id = 0, contradicting 0 < I  (x) < 1 for all x.
However, when u2 = 0 we notice that I (x) = x
for all x ≥ 0: When the insurer is risk neutral, full
insurance is optimal and the risk neutral part, the
insurer, assumes all the risk. Clearly, when R2 is uniformly much smaller than R1 , this will approximately
be true even if R2 > 0.
This gives a neat resolution of the above-mentioned puzzle. We see that the premium p does not really
enter the discussion in any crucial manner when it
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comes to the actual form of the risk-sharing rule
I (x), although this function naturally depends on the
parameter p.
The premium p could be determined by the theory
of competitive equilibrium, or one could determine
the core, which in this case can be parameterized
by p (see [2]). For a treatment of cooperative game
theory in the standard risk-sharing model, see [5].
For a characterization of the Nash bargaining solution
in the standard risk-sharing model, see [7].

Deductibles I: Administrative Costs
In the rather neat theory demonstrated above, we
were not able to obtain deductibles in the Pareto
optimal contracts. Since such features are observed
in real insurance contracts, it would be interesting
to find conditions when such contracts result. The
best explanation of deductibles in insurance is, perhaps, provided by introducing costs in the model, as
explained in the introduction. Technically speaking,
the natural requirement 0 ≤ I (x) ≤ x will be binding at the optimum, and this causes a strictly positive
deductible to occur.
Following Raviv [17], let the costs c(I (x)) associated with the contract I and claim size x satisfy
c(0) = a ≥ 0, c (I ) ≥ 0 and c (I ) ≥ 0 for all I ≥ 0;
in other words, the costs are assumed increasing and
convex in the indemnity payment I , and they are ex
post. We then have the following:
Theorem 4 In the presence of costs the Pareto optimal, real indemnity function I: R+ → R+ , satisfies
I (x) = 0

for

0 < I (x) < x

x≤d
for

x > d.

In the range where 0 < I (x) < x it satisfies the differential equation
∂I (x)
=
∂x

R1 (w1 − p − x + I (x))
,
R1 (w1 − p − x + I (x)) + R2 (A)

c (I (x))
×(1 + c (I (x))) +
(1 + c (I (x)))
(5)

where A = w2 + p − I (x) − c(I (x)).
Moreover, a necessary and sufficient condition for
the Pareto optimal deductible d to be equal to zero is
c (·) ≡ 0 (i.e. c(I ) = a for all I ).
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If the cost of insurance depends on the coverage, then a nontrivial deductible is obtained. Thus
Arrow’s ([3], Theorem 1) deductible result was not
a consequence of the risk-neutrality assumption (see
also [4]). Rather, it was obtained because of the
assumption that insurance cost is proportional to coverage. His result is then a direct consequence of
Theorem 4 above:
Corollary 1 If c(I ) = kI for some positive constant
k, and the insurer is risk neutral, the Pareto optimal
policy is given by

0,
if x ≤ d;
.
(6)
I (x) =
x − d, if x > d
where d > 0 if and only if k > 0.
Here we have obtained full insurance above the
deductible. If the insurer is strictly risk averse (see
Risk Aversion), a nontrivial deductible would still
be obtained if c (I ) > 0 for some I , but now there
would also be coinsurance (further risk sharing) for
losses above the deductible.
Risk aversion, however, is not the only explanation for coinsurance. Even if the insurer is risk
neutral, coinsurance might be observed, provided the
cost function is a strictly convex function of the coverage I . The intuitive reason for this result is that cost
function nonlinearity substitutes for utility function
nonlinearity.
To conclude this section, a strictly positive deductible occurs if and only if the insurance cost depended
on the insurance payment. Coinsurance above the
deductible d ≥ 0 results from either insurer risk aversion or cost function nonlinearity. For further results
on costs and optimal insurance, see for example, [18].
Other possible explanations of deductibles in the
above situation may be the existence of moral hazard (see [2]).
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P&I Clubs
P&I (short for Protection and Indemnity) Clubs provide a mutual not-for-profit indemnity pool (see Pooling in Insurance) for owners or operators of ships.
The forerunners of the current P&I clubs began in the
eighteenth century as hull insurance clubs formed by
the UK shipowners as an alternative to the insurance
companies and individuals at Lloyd’s. At that time,
two insurers, the Royal Exchange Assurance and the
London Assurance held a monopoly among insurance
companies of hull insurance under an Act of 1719.
The only other source of hull insurance was Lloyd’s.
In the early part of the nineteenth century, the 1719
Act was repealed and, as price competition increased,
hull insurance returned to the insured sector, with a
consequent decline of the hull insurance clubs. The
majority of the current P&I clubs were formed during
the latter part of the nineteenth century in response to
the need for liability cover, particularly for injured
or killed crewmembers and collision costs. During
the twentieth century, this had been extended, most
notably to cover costs of pollution cleanups.
P&I insurance primarily covers owners or operators of ships for liability to third parties, although
the clubs have responded to members’ needs and
to legislative changes with other policies from time
to time. The risks include personal injury to crew,
passengers or others, collision, pollution, loss or damage to cargo, legal costs, and costs of unavoidable
diversion of ships (for example, to offload injured
crew or to pick up refugees). The diversion cover is

not strictly liability, but is an example of the clubs
responding to members’ needs. Another example is
strike cover, which was offered by some clubs until
the latter part of the twentieth century. Currently, the
main two forms of cover offered are P&I and FD&D
(Freight, Demurrage and Defence) covering legal representation in respect of disputes and other matters
not covered by P&I.
The clubs operate by ‘calls’ on members. These
calls are an allocation of anticipated claims costs,
with adjustments made either by further calls or by
refunds. Each policy year is treated separately for the
purpose of calculating calls, and each policy year is
‘held open’ for several years until the claim costs can
be ascertained with greater certainty.
The largest grouping of P&I clubs is the International Group of P&I Clubs with 13 members (each
an individual P&I club). The members of the International Group are based in London, Bermuda, Scandinavia, Luxembourg, the United States, and Japan. The
International Group facilitates pooling of large risks,
which can be shared among members and which
enable more effective reinsurance arrangements. The
group covers the vast majority of the world’s merchant shipping. The balance is provided by a number
of smaller P&I clubs, and the commercial insurance
market, including Lloyd’s.
(See also Marine Insurance)
MARTIN FRY

Pareto Rating
The Pareto distribution (see Continuous Parametric Distributions) has been largely studied in the
literature for its nice properties over other standard
loss distributions. One of the most important characteristics of the Pareto distribution is that it produces
a better extrapolation from the observed data when
pricing high excess layers where there is little or no
experience. Other distributions such as the exponential, the gamma, or the log-normal distribution (see
Continuous Parametric Distributions) are generally ‘cheaper’ in those excess layers where there is no
experience but there is higher uncertainty. See [1, 3]
for applications of the Pareto model in rating property
excess-of-loss reinsurance.
There are various parameterizations of the Pareto
distribution, each of which has its own advantages depending on the available data and the purpose of the analysis. Some of the most commonly
used parameterizations in practice are summarized in
Table 1.
There are other Pareto-type distributions such as
the Generalized Pareto Distribution (see Continuous Parametric Distributions). The mathematical
results of extreme value theory justify the use of
the Generalized Pareto Distribution as the limiting
distribution of losses in excess of large thresholds.
See, for example, [4, 6] for mathematical details and
applications of the Generalized Pareto Distribution in
extreme value analysis.
One of the most useful characteristics of the
Pareto-type distributions in excess-of-loss rating is
that it is closed under change of thresholds. In other
words, if X, the individual claim amount for a portfolio, follows a one-parameter Pareto distribution,
then the conditional distribution of X − u given that
X > u, is a two-parameter Pareto distribution and if
Table 1 Comparison of parameterizations of the Pareto
distribution
Name
Pareto
(α)

Density
function f (x)
αd
x α+1

αβ α
Pareto
(x
+
β)α+1
(α, β)

Mean
(α > 1)

Variance
(α > 2)

x>d

dα
α−1

αd 2
(α − 1)2 (α − 2)

x>0

β
α−1

αβ 2
(α − 1)2 (α − 2)

X has a two-parameter Pareto distribution, then the
conditional distribution of X − u given that X > u,
is another two-parameter Pareto distribution with
parameters depending on u. See [7] for detailed mathematical proofs of these results.
Table 1 shows the probability density function
and the first two moments of the one- and twoparameter Pareto distributions. The one-parameter
Pareto distribution is useful when only individual
claims greater than d are available and since there is
only one parameter, it is easy to compare the effect
of the parameter on the distribution shape depending
on the line of business [1, 3]. The two-parameter
Pareto distribution is particularly useful when all
claims incurred to a portfolio are available. In this
case, goodness-of-fit comparisons may be performed
with other two-parameter distributions such as the
log-normal.
The following example shows the use of the
two-parameter Pareto distribution when rating high
excess-of-loss layers where there has been little or
no experience.

Example
Assume that the losses shown below represent claims
experience in an insurance portfolio. The losses have
been adjusted to allow for inflation.
10 500
66 942
148 936

10 435
15 090
26 730
93 228
109 577
110 453
236 843
452 734
534 729
41 988
42 209
47 680
112 343
119 868
125 638
754 683
1 234 637
1 675 483

Using maximum likelihood estimation we fitted
a two-parameter Pareto distribution to these historical
losses. For estimation in the Pareto model see [7]
and for other general loss distribution models see, for
example, [5]. The estimated parameters for the Pareto
are α̂ = 1.504457 and β̂ = 187 859.8. We used this
distribution function to estimate the expected cost per
claim in various reinsurance layers. Table 2 shows the
expected cost per claim for two various reinsurance
layers. Note that the layer notation  xs m stands for
the losses excess of m subject to a maximum of ,
that is, min(, max(0, X − m)), where X represents
the individual claim size. The expected cost per claim
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Table 2 Expected cost per claim in excess layers using
the Pareto model
Layer

Pareto (1.504457, 187859.8)

$500 000 xs $500 000
$1 000 000 xs $1 000 000
$1 000 000 xs $2 000 000

to the reinsurance layer can be calculated directly
integrating the expression for the expected value as
m+

E[min(, max(0, X − m))] =

+  (1 − F (m + )) =

(x − m)f (x) dx

m
m+

(1 − F (x)) dx



1
m+β



α−1
−

1
+m+β

α−1 

(3)

$46 609
$38 948
$18 668



βα
=
α−1

When rating excess layers, the Pareto distributions
usually provide a better fit compared to other standard loss distributions in layers where there is little or
no experience; in other words, it extrapolates better
beyond the observed data [6]. However, one of the
practical disadvantages of the Pareto distribution is
that the expected value exists only when the parameter α > 1 and the variance exists when α > 2. This
is a limitation of the use of the model in practice.

(1)

m

where f (x) and F (x) are the probability density
function and cumulative distribution function of X
respectively, see, for example, [2]. Alternatively, the
expected cost in the layer may be calculated using
limited expected values, (see Exposure Rating).
Note that the expression in (1) has a closed form
for the one- and two-parameter Pareto distributions.
If X follows a one-parameter Pareto distribution, the
expected cost per claim in the layer  xs m is given
by
 +m  α
d
dx
E[min(, max(0, X − m))] =
x
m
 

α−1 
dα
1
1 α−1
(2)
=
−
α−1
m
+m
whereas if X follows a two-parameter Pareto, the
expected cost per claim in the layer  xs m is
given by
α
 +m 
β
dx
E[min(, max(0, X − m))] =
x+β
m
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Embrechts, P., Klüpperlberg, C. & Mikosch, T. (1997).
Modelling Extremal Events for Insurance and Finance,
Springer-Verlag, Berlin.
Klugman, S.A., Panjer, H.H. & Willmot, G.E. (1998).
Loss Models: From Data to Decisions, Wiley series in
Probability and Statistics, John Wiley & Sons, USA.
McNeil, A. (1997). Estimating the tail of loss severity
distributions using extreme value theory, ASTIN Bulletin
27(2), 117–137.
Rytgaard, M. (1990). Estimation in the Pareto distribution,
ASTIN Bulletin 20(2), 201–216.

(See also Excess-of-loss Reinsurance; Exposure
Rating)
ANA J. MATA

Pooling in Insurance
Introduction
Pooling of risk may roughly be taken to mean the
following: Consider a group of I reinsurers (or insurers), each one facing a certain risk represented by a
random variable Xi , i ∈ I = {1, 2, . . . , I }. The reinsurers then decide to share the risks between themselves, rather than face them in splendid isolation.
Let the risk confronting reinsurer i be denoted by
Yi after the exchange has taken place. Normally,
Yi will be a function of X = (X1 , X2 , . . . , XI ). We
call this pooling of risk, if the chosen sharing rule
is of theform Yi (X1 , X2 , . . . , XI ) = Yi (XM ), where
XM := Ii=1 Xi , that is, the final portfolio is a function of the risks X1 , X2 , . . . , XI only through their
aggregate XM .
In this paper, we want to identify situations in
which pooling typically plays an important role.

Insurance and Reinsurance
Consider the situation in the introduction: Let the
reinsurers have preferences i over a suitable set of
random variables. These preferences are represented
by expected utility (see Utility Theory), meaning that
X i Y if and only if Eui (X) ≥ Eui (Y ). We assume
smooth utility functions ui , i ∈ I; here ui (w) > 0,
ui (w) ≤ 0 for all w in the relevant domains, for all
i ∈ I.
We suppose that the reinsurers can negotiate any
affordable contracts among themselves, resulting in a
new set of random variables Yi , i ∈ I, representing
the possible final payout to the different reinsurers of
the group, or the final portfolio.
In characterizing reasonable sharing rules, we concentrate on the concept of Pareto optimality:
Definition 1 A feasible allocation Y = (Y1 , Y2 ,
. . . , YI ) is called Pareto optimal if there is no feasible allocation Z = (Z1 , Z2 , . . . , ZI ) with Eui (Zi ) ≥
Eui (Yi ) for all i and with Euj (Zj ) > Euj (Yj ) for
some j .
I
of
Consider for each nonzero vector λ ∈ R+
reinsurer weights the function uλ (·) : R → R defined

by
uλ (v) =:

I


sup

λi ui (zi )

(z1 , . . . , zI ) i=1

subject to

I


zi ≤ v.

(1)

i=1

As the notation indicates, this function depends only
on the variable v, meaning that if the supremum is
attained at the
point (y1 , . . . , yI ), all these yi = yi (v)
and uλ (v) = Ii=1 λi ui (yi (v)). It is a consequence
of the Implicit Function Theorem that, under our
assumptions, the function uλ (·) is two times differentiable in v. The function uλ (v) is often called the
supconvolution function, and is typically more ‘well
behaved’ than the individual functions ui (·) that make
it up.
The following fundamental characterization is proved using the Separating Hyperplane Theorem (see
[1, 2]):
Theorem 1 Suppose ui are concave and increasing
for all i. Then Y = (Y1 , Y2 , . . . , YI ) is a Pareto optimal allocation if and only if there exists a nonzero
I
such that Y =
vector of reinsurer weights λ ∈ R+
(Y1 , Y2 , . . . , YI ) solves the problem
Euλ (XM ) =:

sup

I


λi Eui (Zi )

(Z1 , . . . , ZI ) i=1

subject to

I


Zi ≤ XM .

(2)

i=1

Here the real function uλ : R → R satisfies uλ > 0,
uλ ≤ 0.
Notice that since the utility functions are strictly
increasing,
at a Pareto optimum it must be the case

that Ii=1 Yi = XM .
We now characterize Pareto optimal allocations
under the above conditions. This result is known as
Borch’s Theorem (for a proof, see [1, 2]):
Theorem 2 A Pareto optimum Y is characterized
by the existence of nonnegative reinsurer weights
λ1 , λ2 , . . . , λI and a real function uλ : R → R, such
that
λ1 u1 (Y1 ) = λ2 u2 (Y2 ) = · · · = λI uI (YI )
= uλ (XM )

a.s.

(3)
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The existence of Pareto optimal contracts has been
treated by DuMouchel [8]. The requirements are, as
we may expect, very mild.
As a consequence of this theorem, pooling occurs
in a Pareto optimum. Consider reinsurer i: His
optimal portfolio is Yi = (ui )−1 (uλ (XM )/λi ), which
clearly is a function of (X1 , X2 , . . . , XI ) only through
the aggregate XM . Here (ui )−1 (·) means the inverse
function of ui , which exists by our assumptions.
Pooling is simply a direct consequence of (2) in Theorem 1. Let us look at an example.
Example 1 Consider the case with negative
exponential utility functions, with marginal utilities
ui (z) = e−z/ai , i ∈ I, where ai−1 is the absolute risk
aversion of reinsurer i, or ai is the corresponding
risk tolerance. Using the above characterization (3),
we get
λi e−Yi /ai = uλ (XM ),

a.s.,

i ∈ I.

Theorem 3 The Pareto optimal sharing rules are
affine if and only if the risk tolerances are affine
with identical cautiousness, i.e.,
Yi (x) = Ai +
Bi x for
some constants Ai , Bi , i ∈ I, j Aj = 0, j Bj =
1, ⇔ ρi (xi ) = αi + βxi , for some constants β and αi ,
i ∈ I, β being the cautiousness parameter.

No Pooling
Let us address two situations when we cannot expect
pooling to occur.
1.

2.

(4)

Yi =

After taking logarithms in this relation, and summing
over i, we get
uλ (XM ) = e(K−XM )/A ,
K =:

I

i=1

ai ln λi ,

a.s.
A =:

If the utility functions of the insurers depend
also on the other insurers’ wealth levels, that is,
u = u(x1 , . . . , xI ), pooling may not result.
Suppose the situation does not give affinesharing rules, as in the above example, but one
would like to constrain the sharing rules to be
affine, that is, of the form
I


bi,k Xk + bi ,

(7)

where
I


ai .

i = 1, 2, . . . , I.

k=1

(5)

i=1

Furthermore, we get that the optimal portfolios are
ai
Yi = XM + bi ,
where
A
K
bi = ai ln λi − ai ,
(6)
i ∈ I.
A
Note first that the reinsurance contracts involve pooling. Second, we see that the sharing rules are affine
in XM .
The constant of proportionality ai /A is reinsurer
i’s risk tolerance ai relative to the group’s risk
tolerance A. In order to compensate for the fact that
the least risk-averse reinsurer will hold the larger
proportion, zero-sum side payments bi occur between
the reinsurers.
The other example in which the optimal sharing
rules are affine is the one with power utility with
equal coefficient of relative risk aversion throughout
the group, or the one with logarithmic utility, which
can be considered as a limiting case of the power
utility function. Denoting reinsurer i’s risk tolerance
function by ρi (xi ), the reciprocal of the absolute risk
aversion function, we can, in fact, show the following
(see e.g. [12]):

Here the constants bi,k imply that the rule keeps
track of who contributed what to the pool. In general,
the constrained optimal affine-sharing rule will not
have the pooling property, which of course complicates matters. However, these constrained affinesharing rules are likely to be both easier to understand
and simpler to work with than nonlinear Pareto optimal sharing rules.

Some Examples
The above model is formulated in terms of a reinsurance syndicate. Several such syndicates exist in the
United States. In Europe, the Lloyd’s of London is
the most prominent example.
However, other applications are manifold, since
the model is indeed very general. For instance,
•

Xi might be the initial portfolio of a member of a
mutual insurance arrangement. The mutual fire
insurance scheme, which can still be found in
some rural communities, may serve as one example. Shipowners have formed their P&I Clubs,
and offshore oil operators have devised their own
insurance schemes, which may be approximated
by the above model.

Pooling in Insurance
•
•
•
•

•

Xi might be the randomly varying water endowments of an agricultural region (or hydro-electric
power station) i;
Xi might be the initial endowment of an individual i in a limited liability partnership;
Xi could stand for a nation i’s state-dependent
quotas in producing diverse pollutants (or in
catching various fish species);
Xi could account for uncertain quantities of
different goods that a transportation firm i
must bring from various origins to specified
destinations;
Xi could be the initial endowments of shares in
a stock market, in units of a consumption good.

Consider an example of a limited liability partnership. A ship is to be built and operated. The operator
orders the ship from the builder, and borrows from
the banker to pay the builder. The cautious banker
may require that the operator consult an insurer to
insure his ship. Here, we have four parties involved
in the partnership, and it is easy to formulate a model
of risk sharing that involves pooling, and in which the
above results seem reasonable. For more details along
these lines, consult, for example, [3].

[2] contains a review of the theory, and also gives
some new results on game theory and moral hazard
in the setting of insurance, presenting modern proofs
of many of the classical results.

References
[1]

[2]
[3]
[4]
[5]
[6]
[7]
[8]

[9]
[10]

Conclusion
We have presented the theory of pooling in reinsurance. Since many of the results in reinsurance carry
over to direct insurance, the results are valid in a
rather general setting.
Furthermore, we have indicated situations of risk
sharing outside the field of insurance in which the
model also seems appropriate.
The pioneer in the field is Karl Borch, see for
example, [4–6]. See also [7] for making Borch’s
results better known to actuaries, and also for improving some of his original proofs. Lemaire [10, 11]
mainly reviews the theory. Gerber [9], Wyler [13]
and Aase [1] reviews and further expands the theory
of optimal risk sharing as related to pooling. Aase

3

[11]
[12]
[13]

Aase, K.K. (1993). Equilibrium in a reinsurance syndicate; existence, uniqueness and characterization, ASTIN
Bulletin 22(2), 185–211.
Aase, K.K. (2002). Perspectives of risk sharing, Scandinavian Actuarial Journal 2, 73–128.
Borch, K.H. (1979). Mathematical models for marine
insurance, Scandinavian Actuarial Journal 25–36.
Borch, K.H. (1960a). The safety loading of reinsurance
premiums, Skandinavisk Aktuarietidsskrift 163–184.
Borch, K.H. (1960b). Reciprocal reinsurance treaties,
ASTIN Bulletin I, 170–191.
Borch, K.H. (1962). Equilibrium in a reinsurance market, Econometrica I, 170–191.
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Pooling of Employee
Benefits
The term Network is used to designate a group of
insurers (often independent of each other) from different countries that have agreed to pool employee
benefit schemes of multinational companies. Multinationals will often only accept tenders from insurers
belonging to a network.
Multinational pooling was first introduced back
in 1962 by Swiss Life. It is a technique based on the
traditional insurance principle of spreading risk and
it is only available to multinational corporations and
to its captive insurance companies. Multinational
pooling is used by employee benefits managers and
risk managers worldwide to control the costs of
insurance and to coordinate employee benefit plans
within their organizations.
The group contracts of the multinational client’s
branches and subsidiaries insured with the network
partners around the world are combined into an international portfolio called a pool : the claims experience
of each specific subsidiary’s employee benefit plan
is measured and combined country by country and
worldwide (international experience rating).
Figure 1 shows the relationships between the various parties involved.

Local Level (1st Stage Accounting)
This first stage accounting reflects exactly what
occurs under a group employee benefit policy in the
absence of a pooling agreement. First stage accounting is the calculation of the net cost of insurance to
the subsidiary (local client), which is the premium
less the local dividend (profit-sharing), if applicable.

International Level (2nd Stage
Accounting)
The network manager consolidates the data from
all the contracts and the countries to produce an
International Profit and Loss Account (PLA). By balancing any losses in one country against profits in
others, the multinational parent company can judge
the overall experience of its company-specific pool.

This 2nd stage accounting takes into account premiums, claims, expenses (including taxes and commissions), and local dividends of the parent company’s entire pooled employee group worldwide. Any
remaining positive balance will be paid out to the
multinational parent company in the form of an international dividend.
Almost every type of group coverage can be
included in the multinational client’s pool:
–
–
–
–

pure risk contracts or savings plans with risk
components,
lump sums,
pensions (deferred and running),
death, disability, critical illness and medical coverages (see Health Insurance; Sickness
Insurance).

The format of an international PLA is based on the
local PLA with an additional charge for risk retention (risk retention is used instead of the commonly
used terms risk charge or stop-loss premium), which
should protect the insurers from write-offs that are not
covered by the network.
Format of an International PLA:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.

Premiums
Investment income
Total credits
Benefits paid
Expense charge
Risk retention
Commissions
Taxes
Increase/decrease in reserves
Local dividend
Total debits
Profit or loss for the period (total credits –
total debits).

A clear trend has been observed in which clients
have expressed a need for more service-orientated
and tailor-made solutions. Therefore, the international
products offered by the networks should allow various forms of risk sharing. The following list of risk
taking is possible:
•

Choice of loss carry forward period: The client
decides for how long the loss of any given
year will be carried forward. (0 years equal to
stop loss)
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•
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•

•

•
•
•
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Client
subsidiary
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Figure 1

• International profit and
loss account
• International dividend
• Additional information
and support
International
level

Local level

• Local premium
• Contractual benefits
• Extra advantages

Network relationships

Limitation of losses carried forward: Set a limit
to the overall losses carried forward.
Annual partial write-off: The client decides what
percentage of the overall loss will be written off.
Choice of accounting period: The international
PLA will be established at the end of the chosen
accounting period (2 or more years).
Self-retention: The parent company assumes a
part of the risks. In accounting periods with unfavorable claims experience, the excess loss up to
the agreed amount will be reimbursed by the parent company.
Contingency fund: The parent company can establish a contingency fund by leaving all or part of
any international dividend. In years of unfavorable claims experience, the contingency fund is
first used to cover losses.
Catastrophe Coverage: If catastrophe coverage is
included and multiple claims arise, the claims
charged to the international PLA will be limited.
Various local underwriting conditions.
Hold Harmless Agreement: The international
client is exempt from having to establish IBNR
reserves (see Reserving in Non-life Insurance)
in the PLA.

Establishing a PLA, one has to take into consideration all the problems that pertain to local

experience-rating. Hence, exact scrutiny of the delivered data is essential. Important aids are comparison
with the previous year and analysis of the earnings
from risk and costs. Larger networks may have to
scrutinize a few thousand records; this can only be
managed within a reasonable time frame with the
help of adequate IT applications. Successful pooling
depends on the quality of know-how of the network
partner’s staff. To ensure this, the network manager
should conduct regular training sessions. The client
highly values the information displayed in the PLA.
Great attention to detail is needed to ensure this
transparency; also, one has to be able to explain satisfactorily any notable changes in the progression of
the contract (e.g. premium per individual or administration costs).
In pooling, the Risk Retention has a central function, as the result after pooling depends on it. In the
PLA, the following positions after position 12 are
determined by the network manager:
13. Contribution from client’s self-retention/contingency funds (+)
14. Loss carried forward from preceding year (−)
15. Contribution from (+)/to (−) pool
16. Write-offs (+)
17. Loss carried forward to next year (+)
18. International dividend (+).

Pooling of Employee Benefits
The possible plus and minus signs are shown in
brackets ().
Various pooling mechanisms are possible; they are
as follows [1]:
•
•
•

No cash flow between the network partners (e.g.
blocked currency countries).
All losses are equalized
The losses are covered by the ‘profits’ made in
countries with positive results; noncovered losses
are written off or carried forward. One way of
sharing the profits could be in proportion to the
separate losses.

The latter system is likely to be the most commonly used. In any case, positions 12 to 18 must
fulfill the following equation:
Profit or loss for the period

•

•

•

+ Loss carried forward from preceding year
+ Contribution from/to pool
+ Write-offs
+ Loss carried forward to next year
(1)

The result before pooling is
Profit or loss for the period + risk retention

Costs of Pooling

•

International dividend – contribution from/to pool –
contribution from client’s self-retention/contingency
funds.
On the basis of (1), the result after pooling equals:
Risk retention – write-offs – (loss carried forward from preceding year + loss carried forward to
next year)
From the client’s point of view, pooling can be
seen as an insurance of the result of the PLA. The
‘price’ for this product is the overall retention, consisting of administration costs and risk retention.
Thus, the pricing must be plainly understood, and
the risk retention must follow some principles of the
theory of risk. Important factors are as follows:

•

•

the risk borne by the client (duration of the loss
carried forward or the accounting period, selfretention, conditions for underwriting etc.);

structure of the pool (number of insured persons, number of contracts and of countries as
well as the distribution of risk amongst the separate countries);
claims ratios of the tariffs in the various countries.

The network partner, on the other hand, justifiably
expects a profitable pooled portfolio. Satisfying both
expectations in the face of competition with other
networks is no easy task. In time, one learns that
apart from the quality of the mathematical model
for the calculation of the risk retention, there are
also other factors of crucial importance for the network partner:

+ Contribution from client’s self-retention/
contingency funds

− International dividend = 0
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The contracts to be pooled should start off with
an overall positive margin of the risk premium
of at least 3%. If the margin drops below this
limit, the risk retention will either cease to function as an effective protection or it will become
uncompetitive. A loss before pooling additionally
deteriorates the result, since the contracts with
positive results will be charged pooling costs. Yet,
the entire losses will only occasionally be covered by the network. It will not pay to reduce
tariffs because of pooling. If a network partner
only has a few pooled contracts, such a situation
can easily arise because of yearly fluctuations. It
is therefore essential that the pooled portfolio of
a network partner grows as quickly as possible by
concluding new business.
A new client’s pool will often start with only two
or three countries, and often one of these countries
will contribute 60% or more towards the available
risk margin. Too many such ‘unbalanced’ pools
will deteriorate profitability. Thus, the structure of
a portfolio is essential, and apart from acquiring
new clients, the expansion of existing pools needs
to be furthered.
With smaller pools one must also consider what
type of contract to offer, as the small risk margin
means that it will take several years of no claims
to offset just one single claim. Under the ‘stoploss’ system such losses will be written off, and in
the following years, it will be possible to pay out
a dividend to the client. In the end, such losses
will have to be subsidized by an increased risk
retention of the margins of the big clients. We
therefore consider that ‘stop loss’ should only be
offered to bigger clients.
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Profit Testing
Introduction
Every business needs to know if its products are
profitable. However, it is much harder to determine
the profitability of long-term life and pensions business (see Pensions; Life Insurance) than most other
industries. Strictly speaking, one only knows if a
tranche of business has been profitable when the last
contract has gone off the books, which could take
fifty years for certain kinds of contract. Clearly, some
methodology is needed to assess likely profitability
before writing the business in the first place. This
article is devoted to the subject of profit testing, the
process of assessing the profitability of an insurance
contract in advance of it being written.
The original article on profit testing was by Anderson (1959) in the United States [1], while the first
major article in the United Kingdom was from Smart
(1977) [9]. The advent of computers played a large
role in the development of cashflow profit testing,
but the real driver in the United Kingdom was nonconventional unit-linked contracts (see Unit-linked
Business), which were difficult to price by traditional life table methods. Unit-linked contracts also
had substantially less scope to adapt retrospectively
to emerging experience – they had no terminal bonus,
for example – so it became vital to thoroughly
explore the behavior of such contracts before they
were written.
Throughout this article, the term investor will be
used to mean the person putting up the capital to write
the business. There is usually more than one investor,
and the investing is usually done by owning shares
in an insurance company. Nevertheless, we use the
term investor here to focus on profitability and return
on capital, which is the reason why the office exists
and why the investors have placed their capital with
the office. Note that the investor can be a shareholder
(in the case of a proprietary office (see Mutuals)), a
fellow policyholder (in the case of a mutual office),
or even both (in the case of a proprietary with-profits
fund (see Participating Business).

Other Uses of Profit Tests
In addition to testing for profit, companies also use
profit tests to check sensitivities to key assumptions.

One thing that all actuaries can be certain of is
that actual experience will never exactly match the
assumptions in their profit tests. Varying the parameters in a profit test model will tell the actuary not only
how profitable a contract might be, but also which
assumptions are most critical in driving profitability. This so-called stress testing or sensitivity testing
is, therefore, a key part of profit modeling; it is not
enough to know that the expected return on capital
is 10% per annum if a plausible small change in the
experience can reduce the return on capital to zero
(capital and return on capital are defined in the next
section).
Profit modeling is not just used for setting prices
or charges. With state-mandated charging structures –
for example, the new individual pensions (see Pensions, Individual) contracts in the United Kingdom
and Ireland – there is little by way of an actual price
to set. Instead, the profit model here allows the actuary to work backwards: if the charging structure and
return on capital are fixed along with other assumptions, the actuary can use the same profit models to
set operational business targets to make the business
profitable. Example targets include not just commission levels, sales costs, and office expenses, but also
the desired mix of business. Instead of merely being
an actuarial price-setting tool, the profit test can also
be used as a more general business and sales planning
tool.
Profit tests can also be useful in cash flow modeling for an entire office: it is perfectly possible for a
life office to grow rapidly and write lots of profitable
business, and yet go insolvent because there is not
enough actual cash to pay for management expenses.
However, profit tests cannot take the place of a proper
model office for the purpose of asset–liability modeling, say, or for investigating the impact of various
bonus strategies for a block of with-profits business.

The Profit Goal
All other things being equal, an actuary seeks to
design a product that
•
•
•
•

has as high a rate of return on capital as possible,
uses the least capital possible,
reaches the break-even point as quickly as possible, and
has a return on capital that is robust to changes
in assumptions.
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It is useful to have this goal in mind, although such
a product is seldom possible in practice. For example,
competition or regulation both restrict the potential
return on capital. More recently, consumer-friendly
product designs have tended to produce charging
structures with more distant break-even points and
greater general sensitivity of profit to certain assumptions, particularly persistency.
The profit goal stated above naturally prompts
three questions: what is capital, what is return on
capital, and what is the break-even point?

What is Capital?
Capital in the life industry can mean a number of
things, but a common definition is statutory capital.
This is defined as not just the capital required to write
the business, but also any other balance-sheet items
that come with writing the business (see Accounting). These items include solvency margins, nonunit
reserves, mismatching reserves, and resilience test
reserves.
For example, consider a life office that has to
pay a net negative cash flow of $500 at the start
of a contract. If valuation regulations also require
setting up additional statutory reserves and solvency
margins of $200 for this contract, then the total capital
required is $700.

What is Return on Capital?
Return on capital means the rate at which the
investor’s capital is returned to the investor’s longterm business fund. This can then be used to augment
bonuses (where other policyholders are providing the
capital), or else to pay dividends (where shareholders
are providing the capital). When a contract is written,
the investor (via the life office) pays for commissions and expenses plus the setting up of reserves.
All of this is done in advance of receiving any revenue beyond the first premium. In return, the investor
has rights to the income stream associated with the
policy in question. Over time, reserves will eventually also be released back to the investor, and this
release of reserves is an integral part of the return
to the investor. The rate at which all this happens is
expressed relative to the initial capital outlay, rather
like an interest rate on a deposit, for example, 10%
per annum return. The return on capital (RoC) is critical, especially in relation to the cost of capital. There

is no point in investing in writing business with a
RoC of 10% per annum if the office’s effective cost
of capital is 12%, say.
A long-term life or pension contract is a very
illiquid investment indeed. Unlike shares, property,
or bonds, there is no ready market for portfolios
of such contracts. Sales of portfolios (or companies)
are both infrequent and unique. It is, therefore, very
important that the rate of return on these contracts is
high enough to compensate for the restricted resale
opportunities for long-term life or pension contracts.
A long-term life or pension contract is also a
potentially riskier investment than investing in marketable assets. Legislative or demographic experience
can potentially move against the insurer, and the
required rate of return on capital will be set to take
this into account.

What is the Break-even Point?
The break-even point is the time measured from
the start of the contract at which the accumulated
revenues from the contract first match or exceed the
accumulated expenses. Accumulation may be done
with or without interest.
The interpretation of the break-even point is subtly
different from the return on capital, even though
the calculation appears very similar. The break-even
point is in many ways a measure of the time risk
in the product: the further out the break-even point,
the more vulnerable the product is to unanticipated
change. This is well-illustrated by the following three
phases of unit-linked pension product development in
the United Kingdom.
The first phase saw products with very near breakeven points, perhaps within three or so years of the
contract being effected. To achieve this, contracts had
so-called front-end loads and very poor (or zero!)
early transfer values as a result. Such contracts were
preferred by insurers as they required relatively little
capital to write. They were also low risk for the
insurer, since relatively little can go wrong within
three years.
The second phase saw more marketable products
with improved early transfer values from so-called
level-load charging structures. Such contracts were
preferred by customers, but less so by insurers as the
break-even point could be pushed out to around 10
years. Clearly, there is more time risk in a ten-year
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break-even point, even if the projected return on the
capital is the same.
In fact, this extra time risk became reality when
the UK Government introduced its stakeholder pension, which ushered in the third phase. With a simple,
single, percentage-of-fund charge of 1% or less, pension products became as customer friendly as one
could imagine. However, for insurers the timing mismatch between expenses (mainly up-front) and real
revenues (mainly towards the last few years) became
extreme: break-even points stretched out to 20 years
or more. Several UK market players felt obliged to
reprice their existing pensions contracts to avoid mass
‘lapse and reentry’, which involved sacrificing many
of the ongoing margins in existing level-load contracts. Front-end loaded contracts, by contrast, would
have already broken even and would, therefore, have
not been as badly affected.

Methodologies and the Need for Profit
Testing
Historically, profit testing was not carried out directly
or explicitly; in fact, there was no need. Instead, profit
was assured by taking a margin in each of the main
assumptions in the technical basis (see Technical
Bases in Life Insurance), especially interest rates
and mortality. Profit then emerged as surplus (see
Surplus in Life and Pension Insurance) during the
regular valuations (see Valuation of Life Insurance
Liabilities), which – in the case of with-profits policies – could then be credited back as discretionary
bonuses. This method was simple and required relatively little by way of computational resources. It
was suitable for an environment where most savings
products were with-profits or nonprofit, and where
there were no real concerns about capital efficiency.
Times have changed, however, and capital efficiency is now of paramount importance. In a more
competitive environment, it is no longer possible to
take large margins in the basic assumptions, nor is
it possible to use terminal bonus with unit-linked
products to return surplus. Indeed, with modern unitlinked contracts there is usually only limited scope to
alter charges once a contract is written. It is, therefore,
much more important to get the correct structure at
outset, as opposed to adjusting with-profit bonuses or
charges based on emerging experience. The modern
method of profit testing is therefore based on discounted cash flow modeling, and is increasingly done
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on a simulated, or stochastic, basis (see Stochastic
Simulation).
Almost as important as capital efficiency is the
subject of risk analysis and a crucial element of
profit modeling is sensitivity testing. This is where
each parameter of the profit model is varied in turn
and the effect of the change noted and analyzed.
The purpose of this is to understand what the main
drivers of profitability are in a product, and also to
check if there are any unplanned behaviors inherent
in the product, which may need modifying before
the launch. The results of a sensitivity test will also
inform the valuation actuary as to how to reserve for
the contracts once the product is launched.

Assumptions
To gain a feel of how a profit test basis is laid down,
it is useful to consider some of the major assumptions
that may need to be made. Not all assumptions will
be needed for every kind of product. Some assumptions will be more important than others, including
assumptions that will be crucial for some products
and practically irrelevant for others. Unusual products
may also require assumptions that are not listed here.
Many of the assumptions used in profit testing
are part of the actuarial control cycle. For example, expense loadings should come from the most
recent expense analysis, while demographic assumptions should come from the most recent persistency
investigation (for PUPs, transfers, and surrenders (see
Surrenders and Alterations) or from the most recent
mortality and morbidity investigation.

Investment Growth Rate
For savings products, this is usually a key assumption
in profit testing. The assumed investment growth rate
must be a realistic assessment of whatever is likely to
be achieved on the underlying mix of assets. Growth
can be a mixture of capital appreciation and income.
For products with little or no savings element, such as
term assurance, this is not an important assumption.
The nature of the underlying business will help with
the choice of whether to use a net-of-tax or gross rate.
The investment growth rate is that assumed on
the policyholder funds, that is, where the policyholder determines the asset mix. It is an important
assumption for savings products where charges are
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levied in relation to those funds, that is, a percentageof-fund-style charge. The investment growth rate is
distinct from the interest rate (defined below), which
is the rate the insurer earns on reserves where the
insurer alone defines the asset mix. An example could
be a single-premium unit-linked savings bond. Here,
the investment growth rate is the assumed rate of
return on the unit funds, which therefore impacts the
insurer’s receipts from the fund charge. The insurer
will most likely also have to hold nonunit reserves
such as the solvency margin, and the interest rate
would apply to the return on the assets held in respect
of such reserves. A small, unit-linked insurance company might have policyholder unit funds entirely
invested in equities, yet keep its own nonunit reserves
in cash or bonds.
In with-profits business, there is usually no distinction between the two types of return, although some
with-profit offices hypothecate assets to different liabilities as a means of reducing statutory reserves, such
as the resilience test reserve in the United Kingdom.

Risk Premium
Investing capital in writing insurance contracts is
risky. Insurance contracts are also illiquid: it is not
easy to sell a portfolio and there is no such thing as a
standardized market price. If an office is forced to sell
a portfolio for example, it may not be the only office
forced to do so at that time, thus depressing the price
likely to be obtained (if, indeed, the portfolio can
be sold at all). Therefore, if investors have capital
to invest in writing such contracts, they demand
an extra return over and above what they could
achieve by way of investing in listed securities. As
an example, it is clearly riskier to write insurance
savings contracts than it is simply to invest in the
underlying assets of those savings contracts. The risk
premium is a measure of the extra return required
to compensate for the extra risk and lack of liquidity
inherent in writing insurance business. The size of the
risk premium should vary according to the actuary’s
assessment of the risks involved.

Risk-discount Rate
The risk-discount rate (RDR) is the interest rate
used for discounting future cash flows. It is arrived
at by taking the investment return that the capital
could earn elsewhere (e.g. the investment growth rate
assumption above) and adding the risk premium to

it. Some practitioners use separate risk-discount rates
for discounting separate cash flows, for example, one
rate to discount expenses and another to discount
charges, whereas others just use one risk-discount rate
for all cash flows. The reasoning behind this is that
there may be differing degrees of risk applying to
each: the actuary might be confident of the expense
assumptions, for example, but less confident of the
charges achieved (or vice versa).
The derivation of the risk-discount rate is as much
of an art as a science and further details can be
found in [7, 8]. The risk-discount rate is closely
connected to profit criteria like the present value of
future profits (PVFP), which was historically often
targeted relative to the value of the contract to the
distributor, for example, a target PVFP of 50% of the
initial commission payable at an RDR of 15% per
annum. There is little by way of economic rationale
to justify this and the need for a risk-discount rate is
nowadays obviated by the calculation of the return
on capital as an internal rate of return (IRR) of
the policy cash flows and the changes in reserves.
While preferable, the IRR does not always exist. For
example, if a contract uses no capital and is cash flow
positive at all future times and in all future scenarios,
the IRR is infinitely positive. More details can be
found in [2, 4].
Some of the subjectiveness in the risk-discount
rate and risk premium does not entirely disappear;
however, there is still judgment required as to whether
a given return on capital is sufficient in relation to the
risks being borne.

Interest Rates
Most contracts require reserves to be held, and interest will be earned on these reserves. For particular
products, for example, guaranteed annuities, this is
a critical assumption and great care is required in
setting it. The interest rate chosen should be of an
appropriate term and nature to suit the product. For
example, from the perspective of asset–liability modeling for annuities, it is very important that the term
of the interest rate matches the term of the liabilities.
The nature of the underlying business will help with
the choice of whether to use a net-of-tax or gross-oftax interest rate. Assumptions may also be required
about default rates for corporate bonds and even some
sovereign debts.

Profit Testing

Tax and Tax Relief
There are two ways of modeling tax and tax relief:
one is to use net-of-tax assumptions for investment,
expenses, and so on, and the other is to model tax and
tax relief as explicit cash flow items in the profit test.
The author has a marginal preference for the explicit
model, since the timing and incidence of tax and tax
relief are sometimes different from the timing and
incidence of the other items, and it is often easier to
model these explicitly. Whichever method is chosen
must be consistently used throughout the profit test,
however.
There is also a wide variety of taxes that might
have to be modeled. Examples include the tax relief
on policyholders’ pension contributions (e.g. in the
UK and Ireland), the tax paid on behalf of policyholders surrendering their contracts (e.g. in Germany), and
of course the tax position of the office itself. There
is also a variety of very different tax bases in use
around the world for insurance company profits, and
actuaries must use the tax basis applicable to their
own office, territory, and product class.
The tax position of the office can interact strongly
with the particular tax features of a product line.
For example, in the United Kingdom some offices or
funds are taxed on the excess of investment income
over expenses. If the office has such a taxable excess,
it is known as an XSI office, whereas if it does not it
is an XSE office. A similar analysis also applies to the
product lines themselves. Term assurance, for example, generates more by way of office expenses than it
does by way of investment income (due to the relatively small size of the reserves), so it can be viewed
as an XSE product. An XSI office can therefore use
its tax position to profitably write more-competitive
XSE business (such as term assurance) than an XSE
office can. The converse also applies for XSI products, for example, life annuities in which the reserves
are relatively large and income exceeds expenses. An
XSE office can write profitable XSI products at more
competitive prices than an XSI office. Of crucial note
in this example, however, is if the office’s tax position
changes in the foreseeable future, since these competitive prices are only profitable as long as the office
maintains the tax position assumed in the pricing.
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vary greatly in size not just between life offices, but
also between product lines. In the United Kingdom,
for example, the set-up costs for a single-premium
investment bond are low due to the simple, singlestage, straight-through processing that applies usually
to this type of product. A term assurance contract,
by contrast, is likely to have much higher set-up
expenses due to underwriting and the multistage
processing that results. Expenses are usually a key
profitability driver and the major expense items are
covered below:

Sales Costs
Sales costs are the expenses associated with the sale
of a policy, excluding any commission paid to third
parties. Sales costs include the expenses associated
with sales agents, whether those agents are selling directly or just servicing third-party distribution.
Examples of sales costs include bonus commission,
salaries, offices, and so on. The costs of quotations
are also part of sales costs. If the office spends on the
direct marketing of its products, then this expenditure
is also a part of the sales cost.

Issue Cost
This is the cost of processing a new business case
once a sale has been made, including any underwriting costs or fees for medical reports.

Servicing Cost
This is the ongoing cost of administering a case after
the new business stage. Component costs include premium billing and collection, sending statements, and
dealing with simple changes, such as to customers’
names or addresses. The costs of premium collection
are sometimes significant enough in their own right
for offices to distinguish between servicing costs for
premium-paying and paid-up cases.

Termination Cost
This is the cost of terminating a policy, sometimes
split separately for the nature of the termination:
surrender, maturity, or death.

Expenses

Expense Inflation

There is a very wide variety of different expense types
that have to be allowed for in a profit test. Expenses

In manufacturing operations, staff costs and salaries
might account for only 10% of all costs. In life
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insurance in many countries, however, salary and
staff costs typically account for over half of the
expenses of a life office. The expense inflation rate is
therefore often set somewhere between the expected
rate of general price inflation and wage inflation,
assuming that the latter is higher in the longer term.

Commission
Commission is one of the most important assumptions in the profit test, especially up-front or initial
commission. In the case of regular-premium products, the amount of up-front commission advanced,
together with sales costs and issue cost, will often
exceed the first few years’ premiums. Other important
assumptions are the claw-back terms for unearned
commission; for example, the return of initial or upfront commission if a policy should be surrendered
or made paid-up early in the policy term.
An oft-overlooked additional assumption is the
bad debt rate on commission claw-back: if an office is
distributing through small, independent, and largely
self-employed agents, it will not always be possible
or practicable to claw back unearned commission.
Commission also exists in a variety of other
guises: renewal commission is often paid as a percentage of each premium paid, while single-premium
investment business often has renewal or trail commission paid as a percentage of the funds under
management.

inception (select mortality). Some studies have shown
mortality to be even more strongly influenced by
occupation and socioeconomic status than by gender.
The nature of the product and the distribution channel
will therefore be a very strong influence on the rates
experienced. Whether or not the life assured smokes
can easily double the mortality rate at younger ages.
Mortality rates can vary widely in their importance, from term assurance and annuities (where the
assumption is of critical importance) to pensions savings and single-premium bonds (where the assumption is of relatively little significance).

Morbidity (Sickness) Rates and Recovery Rates
The probability of falling sick as defined by the policy
terms and conditions. This latter part of the definition
is key, since generous terms and conditions tend to
lead to higher claim rates and longer claims.

Disability Inception Rates
These describe the probability of becoming disabled
as defined by the policy terms and conditions. This
latter part of the definition is key, since generous
terms and conditions do lead to higher claim rates.
The difference between disability and morbidity
is that the former is permanent and the claimant
is therefore not expected to recover. There is no
standard terminology, however, and the terms are
often used interchangeably.

Demographics

PUP Rates

One of the key features distinguishing actuaries from
other financial services professionals is their ability to
work with the uncertainty surrounding demographic
assumptions (see Demography) and their financial
impact. The term demographics covers both voluntary and involuntary events. Voluntary events include
PUP (alteration to paid-up status), transfer, surrender,
marriage, and remarriage. Involuntary events include
mortality (death) and morbidity (sickness), but also
the inception of long-term care or disability. Recovery rates are also important, for those claims where
recovery is a meaningful possibility. The most common demographic assumptions are covered below.

These are the rates at which policyholders stop paying premiums into a savings contract. PUP rates
are strongly dependent on product line and distribution channel. Products with no penalties for stopping
premiums will usually experience higher PUP rates.
High PUP rates in the first few months of a contract are sometimes an indication of high-pressure or
otherwise inappropriate sales methods.
The equivalent for a nonsavings contract is called
a lapse rate, since the contract is usually terminated
when premiums cease.

Mortality Rates

These are the rates at which policyholders transfer
their benefits elsewhere or take a cash equivalent.
Products with no exit penalties will usually experience higher transfer or surrender rates as a result.

Mortality rates vary not just by age and gender
of the life assured, but also by term since policy

Transfer or Surrender Rates

Profit Testing
High transfer or surrender rates can also be an indicator of churning, the phenomenon whereby a salesperson encourages the policyholder to terminate one
contract and take out an immediate replacement, thus
generating new initial commission for the salesperson. Churning is usually controlled through a tapered
claw-back of unearned initial commission.

Risk Benefits
The demographic risks above translate directly into
expected claim payouts according to the type of contract and the cover offered. Demographic assumptions
are required for every risk benefit under the policy:
possible risk benefits include death, critical illness,
disability, or entry into long-term care. The risk rates
for the demographic assumptions must be appropriate to the nature of the benefit: for example, inception
rates are required for disability insurance, but separate
inception rates are required for each initial period that
might be picked by the policyholder, since claim rates
are strongly dependent on the initial period which
applies before payment. Risk rates must also be modified according to the underwriting policy behind a
particular product: if underwriting is minimal, for
example, expect mortality to be worse than if full
underwriting standards were applied.
Also crucial to profit testing is the precise nature
of the sum at risk for each benefit, which is not necessarily the same thing as the headline sum assured.
The sum assured is the defined benefit that is payable
upon a claim, for example death. The sum at risk is
the actual capital that is on risk as far as the insurer is
concerned. For example, an endowment savings contract might have a nominal sum assured of $100 000,
but the sum at risk can be a lot less – even zero – if
substantial funds have been built up over time. The
sum at risk can therefore vary over time, even if the
sum assured is actually constant. The sum at risk can
even exceed the sum assured, in the case of an early
death where accumulated initial costs have not been
fully recouped by revenues from the contract.

Reinsurance
The impact of reinsurance treaties should be modeled explicitly in the profit test, regardless of whether
they cover the transfer of demographic risk, or
whether they are essentially financial reinsurance.
Reinsurance has a risk transfer role to play for protection products like term assurance, but it also has a
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key tax-mitigation role to play for certain investment
products in territories like the United Kingdom and
Ireland; (see Reinsurance Supervision; Life Reinsurance).
Reinsurers are often less tightly regulated than
direct insurers (see Insurance Regulation and
Supervision). As a result, insurers are often forced
to hold more capital for a given risk than reinsurers
are. This creates a role for reinsurance as a form
of regulatory arbitrage in reducing the capital the
insurer needs to write certain kinds of business.

Charges
How the insurer gets revenues from a contract is
clearly a key assumption for most contracts and
a useful list of potential charges can be found in
Unit-linked Business. The profit test is not only
measuring the overall balance between charges and
expenses, but it is also modeling the closeness of fit.
Stakeholder pensions in the United Kingdom are a
good example of a product in which charges are an
exceptionally poor fit to the actual expenses incurred.
Here, the only possible charge is a percentage of the
unit fund, capped at 1% pa, which takes many years
to become a meaningful revenue stream. However,
the initial commission and set-up expenses are paid
out up-front, and it takes many years before these
expenses (accumulated with interest) are paid back
via the charge.
Not every product has explicit charges, however.
Guaranteed annuities and term assurance contracts
are perhaps the highest-profile products with no
explicit charging structure. Everything the customer
needs to know about these products is contained in
the premium.

Reserving and Solvency Margins
The extent to which additional capital is tied up
in extra reserves or solvency margins is an important factor for the profitability of many products.
With products like guaranteed annuities, the reserving
requirements strongly determine the rate of release of
statutory capital, and hence the return on capital to
shareholders; the valuation basis for annuities is itself
a critical profit testing assumption.
The issue of the solvency margin can be complicated. In some territories, subsidiaries and subfunds
can cover their solvency margin requirements with
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the with-profits fund, thus avoiding shareholder capital being tied up in solvency reserves. At other times,
a regulator may press a company to hold greater solvency margins than are strictly required by law. All
other things being equal, the higher the solvency margin, the lower the return on (regulatory) capital.

Options
The pricing actuary must be aware of all the
options open to the policyholder and the potential
impact on profitability if these options are exercised
(see Options and Guarantees in Life Insurance).
Options are often linked to guarantees – especially
investment guarantees – which means they should
ideally be priced using stochastic methods.
Other kinds of options are often present in protection products in the form of guaranteed insurability or
extension-of-cover clauses. These take a wide variety of forms, of which one of the commonest is
the waiver of underwriting on extra cover taken out
upon moving house, getting married, or having children. The pricing actuary must note that such options
are essentially limited options to select against the
insurer, and must adjust the risk rates accordingly.
For example, the advent of AIDS in the 1980s proved
costly for writers of these kinds of options.

Guarantees
It is a truism that guarantees are expensive, usually
far more expensive than policyholders appreciate and
often more expensive than policyholders are prepared
to pay. Nevertheless, the issue of pricing guarantees
effectively is of critical importance. The price of
getting it wrong is demonstrated by the case of
Equitable Life in the United Kingdom at the turn of
the millennium, where inadequate pricing of – and
reserving for – guaranteed annuity options ultimately
forced the company to close to new business and to
seek a buyer. Investment guarantees are best priced
stochastically if they are not reinsured or covered by
appropriate derivatives.
For protection products, it is important to note
if premiums are guaranteed or reviewable, and – if
reinsurance is being used – whether the reinsurance
rates themselves are guaranteed or reviewable.

Expenses and Pricing Philosophy
In addition to the subdivision of costs into various
activities, there is the question of where the cost

of a particular activity belongs. Costs are often split
between direct costs and overheads. Direct costs arise
from activities meeting direct customer needs associated with a product: collecting policyholders’ premiums as part of the running expense, for example, or
providing distributors with promotional literature as
part of the sales and marketing expense. Non-direct
costs – also called overheads – are those activities not
directly associated with a product: the chief executive’s salary, for example, or the accounts department.
This is not to say that overheads are unnecessary, just
that they are not directly associated with the products.
The unit cost for an activity is arrived at by spreading the overheads around the business and adding
them to the direct costs. The direct cost of an activity
can be anything from 25% to 75% of the unit cost,
depending on the relative size of the book of business, the overheads, and the life office’s methodology
for allocating those overheads.
The distinction between direct costs and overheads
is, in fact, crucial in profit testing and pricing strategy. Ultimately, the charges on the entire book of
business must exceed the total office expenses, both
direct costs and overheads. However, this does not
necessarily mean that unit costs (i.e. direct costs plus
spread overheads) should automatically be used in
profit testing. If an office wishes to expand via rapid
new business growth, then pricing using unit costs
is unnecessarily conservative and will in fact inhibit
growth. Pricing using costs lower than this will lead
to competitive prices, and capacity for growth. This
growth will increase the size of the direct costs (more
policyholders require more service staff to answer
calls, for example). Assuming that overheads grow
more slowly, however, the overhead expenses will
therefore be spread over a larger book of business.
This leads almost automatically to a fall in unit costs.
The risk in this sort of pricing strategy is that, if
adopted by all competitors, everyone wins the same
amount of business that they would have won anyway, but on lower prices. In this scenario, although
the direct costs are being covered and the business
is ‘profitable’, the margins across the business as a
whole will not produce enough revenue to cover all
overhead costs. The products are therefore profitable,
yet the company as a whole is not (unless there are
products contributing more to overheads than their
allotted share).
The use of less-than-unit costs in pricing is variously referred to as marginal pricing or (in the US)

Profit Testing
Table 1

A simplified profit test

Mortality

Survival Policy
Year Ult. Select prob. reserve Premium Expenses Claims
0
1
2
3
4
5
6
7
8
9
10

9

1.02
1.16
1.32
1.51
1.72
1.97
2.24
2.55
2.90
3.29

0.85
1.11
1.26
1.44
1.63
1.97
2.24
2.55
2.90
3.29

1
0.999
0.998
0.997
0.995
0.994
0.992
0.990
0.987
0.984
0.981

0.07
88.26
165.30
228.66
275.34
302.22
305.68
281.78
226.11
133.98
0

240
240
240
240
240
240
240
240
240
240

160
26
26
26
26
26
26
26
26
26

as macro pricing. More details on macro pricing can
be found in [3].

End-year
Per policy
Cost of
cash
cash
flow
reserves
flow

84.70
−0.70
88.11
110.50
114.20
72.44
125.80
98.90
54.81
143.60
81.10
34.85
162.90
61.80
12.62
196.70
28.00 −12.25
224.20
0.50 −39.82
255.20 −30.50 −70.34
289.80 −65.10 −103.82
328.50 −103.80 −140.68

Table 1 shows a simplified profit test. It is for a
ten-year term assurance, for a man aged 40 at outset, with sum assured $100 000, payable at the end
of the year of death, and annual premium $240.
The first two columns summarize the assumed mortality rates, which are from the United Kingdom
TM80 table, ultimate and select. Mortality rates are
expressed per mille. The reserving (first-order) basis
is an unadjusted net premium reserve at 3% per
annum interest, using TM80 ultimate mortality. (Note
that the reserve at outset is not quite zero because
only two decimal places were used for the net premium.) The experience (second-order) basis, on the
other hand, is earned interest of 5% per annum, and
TM80 Select mortality. The third column shows the
expected number of policies in force each year, per
policy originally sold.
Subsequent columns show the annual expected
cash flows, and expected cost of reserves, at the end
of each year, per policy in force at the start of each
year. For example, if P is the annual premium per
policy, E the amount of expense, C the expected
death claims, and i  the earned rate of interest, the
end-year cash flow is
(P − E)(1 + i  ) − C,
and if t V40 is the reserve per policy in force at
duration t, the cost of reserves per policy in force

Discounted
cash
flow

−88.81
41.72
44.01
46.11
48.95
39.99
39.98
39.42
38.22
36.30

−79.30
33.26
31.32
29.30
27.78
20.26
18.09
15.92
13.78
11.69

at the start of each year is
p[40]+t

Simple Example Profit Test

−88.81
41.76
44.09
46.25
49.18
40.25
40.32
39.84
38.72
36.88

Total
cash
flow

t+1 V40

− t−1 V40 (1 + i  ).

The penultimate column applies the survivorship factors t p[40] to obtain cash flows at each year-end per
policy originally sold. The final column discounts
these to the point of sale using the risk-discount
rate, in this example 12% per annum; this vector is
often called the profit signature. Examination of the
profit signature gives any of several profit criteria, for
example, the total PVFP is $122.10, or about half of
one year’s premium; the break-even point is the end
of the third year, and so on.
For completeness, we list all the parameters of this
profit test, including the expenses:

Assumption

Value

Sum assured
Annual premium
Net premium
Valuation interest
Risk-discount rate
Earned rate of return
Valuation mortality
Experienced mortality
Initial commission
Renewal commission

$100 000
$240.00
$184.95
3%
12%
5%
TM80 Ultimate
TM80 Select
25% of the first premium
2.5% of second and
subsequent premiums
$100
$20

Initial expense
Renewal expense
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To keep things simple, no allowance was made for
tax or lapses or nonannual cash flows. Other examples
of profit test outputs can be found in [5, 6, 9].
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Proportional Reinsurance
There are two kinds of proportional reinsurance:
quota share reinsurance and surplus reinsurance
(see Surplus Treaty). The features of these types
of reinsurance are discussed in separate articles, as
are the reasons why they are purchased by insurers.
The key feature of a proportional reinsurance
treaty is that claims which occur during the period
covered by the treaty are shared in an agreed proportion by the direct insurer and a reinsurer. (The same is
true for a facultative arrangement.) The nature of the

proportion differs between quota share and surplus
reinsurance.
The direct insurer and the reinsurer are effectively
involved in a risk sharing agreement, with the direct
insurer paying a premium to the reinsurer, which is
based on the proportion of a risk that the reinsurer
has accepted.

(See also
Treaty)

Quota-share Reinsurance; Surplus
DAVID C.M. DICKSON

Quota-share Reinsurance
Quota share reinsurance is the most straightforward
type of reinsurance. A quota share reinsurance treaty
(see Reinsurance Forms) between an insurer and
a reinsurer applies to claims incurred in a fixed
period of time, often one year. Under such a treaty, a
fixed proportion of the cost of each claim is met by
the reinsurer. Quota share reinsurance may also be
arranged on a facultative (see Reinsurance Forms)
basis, although this is less common. Quota share reinsurance treaties can apply to a variety of insurance
products ranging from health insurance to insurance
of domestic and commercial property (see Property
Insurance – Personal).
There are two main reasons why an insurer would
purchase quota share reinsurance. The first is to
enable the insurer to obtain experience of a particular line of business, without full exposure to the
claims from that business. This enables the insurer to
access the expertise of the reinsurer in this line. The
second reason is financial. By reinsuring, an insurer
can reduce the amount it is obliged to hold as statutory reserves. It can do this in a very transparent way.
If, for example, the insurer requires a reserve of $2
million for a portfolio in a particular line of business, it can reduce this requirement to $1 million by
effecting quota share reinsurance with a 50% share.
For further discussion, see [2]. If an insurer wished
to limit its exposure to large individual claims, quota
share reinsurance would be inappropriate, as it does
not place a ceiling on the amount the insurer can pay
on any claim.
As the reinsurer accepts liability for a fixed proportion of all claims under a quota share treaty, the
insurer pays the reinsurer the same proportion of its
premium income for the risk being reinsured. However, as the reinsurer does not bear certain expenses
that the direct insurer bears to establish and administer the business, part of the reinsurance premium, the
so-called reinsurance commission, is returned to the
direct insurer. See, for example, [1].
From a modeling point of view, quota share reinsurance is easy to handle. Suppose that under a
treaty the insurer pays proportion p of each claim.
If the random variable X denotes the amount of a
claim, then the insurer pays Y = pX and the reinsurer pays Z = X − Y = (1 − p)X. Thus, the distributional form of each of Y and Z is the same

as for X, but with a different scale parameter. For
example, if X has a Gamma(α, β) distribution then
Y has a Gamma(α, β/p) distribution (see Continuous Parametric Distributions), and Z has a
Gamma(α, β/(1 − p)) distribution. In general, if FW
denotes the distribution function of a random variable
W , we have
FY (x) = FX (x/p)

and

FZ (x) = FX (x/(1 − p)) .
(1)

Also, E(Y ) = pE(X) and V (Y ) = p 2 V (X), and similarly for E(Z) and V (Z). The random variables
Y and Z are clearly dependent, with covariance
p(1 − p)V (X).
As the aggregate amount of claims incurred during the period covered by a reinsurance treaty is the
sum of the individual claim amounts, the insurer pays
proportion p of the aggregate claim amount, while
the reinsurer pays proportion 1 − p. A consequence
of this is that quota share reinsurance has no effect
in reducing variability of aggregate claims, as measured by the coefficient of variation, or on the ratio
of expected claims outgo to premium income. If S
denotes the aggregate claim amount without reinsurance, if π is the insurer’s premium income, and if
the insurer pays proportion p of each claim, then
under this reinsurance treaty, the coefficient of variation (c.v.) of retained aggregate claims, SR , is
√
√
V (SR )
p V (S)
c.v.(SR ) =
=
= c.v.(S) (2)
E(SR )
pE(S)
and
E(S)
E(SR )
=
.
pπ
π

(3)

Thus, the effect of quota share reinsurance is simply
one of scaling of aggregate claim payments.
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Reinsurance – Terms,
Conditions, and Methods
of Placing
Introduction
Reinsurance is never in a static environment. Changes are occurring all the time, not only in prices
but also in terms of products, conditions, and how
business is written. This also affects how it is placed.
Whereas direct insurance is normally parochial
and confined to one country, the reinsurance market place is global, and this is even more so for
the retrocessional (reinsurance of reinsurance) (see
Reinsurance) market place. However, certain features vary by country.
This note draws heavily on the Lloyd’s and London market experience, and it is worth bearing in
mind that practices in the United States, Europe, and
elsewhere may differ.

Methods of Placing
Reinsurance transactions occur either directly or
through brokers. In the London market, the use
of brokers is very common, whereas in continental
Europe most transactions are direct. In the United
States, both ways have about the same importance.
The broker acts on behalf of the cedant (reinsured)
(see Reinsurance) but effectively performs the role
of the go-between or intermediary. He places the initial business, deals with claims, and to a lesser extent
assists in solving any problems or misunderstandings.
The bulk of reinsurance in London is placed on a
subscription market basis with many reinsurers sharing in the risk. The benefit of a number of seasoned
underwriters all examining the risk, premiums, and
conditions is clear. In the competitive environment,
a keen price can be obtained. The position of the
lead underwriter is important to both the broker and
to other reinsurers on the slip. However, as the reinsurance market consolidates, the number of players
is diminishing and the subscription market itself is
changing.
Sometimes a small number of reinsurers, say two
or three, share a risk by way of coinsurance, and they
each split the premiums and claims. If one reinsurer

is unable to meet its liabilities, the other reinsurers are
not responsible. A similar effect is obtained by way
of one reinsurer writing all the risks, and reinsuring
outwards some, or perhaps all, of the risk to other
reinsurers. This is called a fronting arrangement. In
the case of the reinsurers of the reinsurer not being
able to meet their liabilities, the upfront reinsurer has
to meet all liabilities.
Whereas the broker traditionally received a percentage of the gross premium for his services, this
is becoming replaced by a fee-based service. This
assists in the claims handling for long tail claims of
business by making the cost structure more focused.
It also reflects the value-added service that brokers
now offer in many cases.
As the broker must demonstrate added value more
clearly, his role is becoming more sophisticated as
underwriting methods are becoming more scientific
and analytical. This often involves actuaries in the
pricing process, and at least for the more complex
contracts. Hence, brokers are employing actuaries
and others to highlight the salient features of the
risk. The historic claims information is thus presented
in a more structured manner. Information is generally presented far better now than even five years
ago reflecting the involvement of actuaries, greater
demand by underwriters and the harder market.

Terms and Conditions
Treaties (see Reinsurance Forms) are usually for
one year, most commonly commencing on January 1,
and they are renewable with a given notice period.
In proportional business (see Proportional Reinsurance), accounts of premiums less claims are rendered
every quarter whereas for a nonproportional treaty
(see Nonproportional Reinsurance), an agreed up
front premium is paid and adjusted at the end of the
treaty term.
Whereas price is normally seen as the primary
determinant of loss ratios (by affecting the premiums
received) and results in general, far greater variability
in underwriting results is often caused by changes
in terms and conditions. Prices do not affect claims
frequency or severity.
In a soft market when business is easier to place, as
well as prices for reinsurance are reducing, it is easier
for the purchaser of reinsurance to push for weaker
terms and conditions, thereby increasing the numbers
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and sizes of potential claims, which the reinsurer is
liable to pay. For nonproportional reinsurance, this
has a multiplicative effect as the weakness will affect
the business written by the direct writers as well as
that of the reinsurers. Hence, there is a gearing up in
the loss ratios at the reinsurance levels.
Exclusions have been very topical recently following the US terrorism acts (WTC) on September 11,
2001. More dramatically than their inclusion, terrorism exclusions in the United States were forced to be
withdrawn from December 2002 by order of the US
President, although this is being contested. Hence,
reinsurers must determine whether terrorist cover is
best provided by separate cover or within general
contracts.
Exclusions are often introduced to remove a high
level of uncertainty from loss events. Often they are
by class of business, geographical location of risk or
loss, size of risk, or other definitions.

Specific Reinsurance Features
One feature of the retrocessional market is the ability for business to be written such that a claim may
be reinsured by a group of reinsurers between themselves and then the claims are passed between their
excess-of-loss reinsurance programs at a higher and
higher level. As the total gross claims for an individual reinsurer increase, he can collect from his
fellow reinsurers at higher and higher levels in his
reinsurance program. In a pure excess-of-loss spiral no dissipation occurs, and only when vertical
reinsurance becomes exhausted does the net position
become apparent.
Such spirals occurred extensively in the property
(see Property Insurance – Personal) and marine
markets in the 1980s, and in the personal accident
market in the early 1990s. They are less common,
but still exist in the current market.
Although much reinsurance business takes place
in specified currencies, historically US$, Sterling and
Can$, and more recently in Euros (¤), it can be transacted in any currency. Anomalies and ambiguities
can arise especially when losses occur in several currencies, or when the inwards business and outwards
reinsurance are in different currencies. Fixed ratios of
currencies at fixed rates of exchange on reinsurance
contract are common and these can lead to obvious difficulties. It is normally preferable to maintain

losses in original currencies to avoid exchange rate
fluctuations giving rise to anomalies.
Claims data can be voluminous. Rather than provide details of every loss, it is often easier for proportional business to provide a list (or bordereaux )
of claims. Total amounts of claims can be processed
more quickly with only details of large and catastrophe claims being presented individually. Of course, if
the reinsurer wishes, he can obtain individual claims
details for audit and other purposes. For nonproportional business, it is more common for details of all
claims to be provided.
When a reinsurance treaty is in place, the reinsurers may change their participation, or some may
leave the treaty and others take their place. For
proportional business, to enable a clean cut to be
made, a proportion of the premiums and outstanding claims may be transferable between reinsurers.
Such a portfolio transfer means that the accounting
position of the reinsurers may be more quickly settled than waiting for the claims to be cleared in their
normal course. However, such clean-cut treaties are
now rare.
Whilst most reinsurance is in respect of losses
emerging for a future period of time, that is, prospective, some are in respect of losses from a historic
period of time, that is, retrospective. These latter
losses are normally in respect of long tail liability claims, such as asbestos, pollution, and other
latent claims.
A reinsurance contract passes a liability from the
cedant to the reinsurer for a premium. Thus, risk
is transferred. In traditional reinsurance, a wholesale
transfer of risk or indemnity occurs. In finite or financial reinsurance, there is also an element of timing or
other (credit, accounting, etc.) risk, and the pure risk
transfer may end up being very small indeed. Profit
commission, funded or experience accounts, payback
provision, loss limitations, and other features affect
the quantum of the risk being transferred.

Ongoing Problems
The definition of an event has long plagued reinsurance contracts. In property catastrophe reinsurance, claims are normally restricted to those arising
from one loss in a short period of time defined by
the hours clause. In liability or casualty insurance,
the definition often needs the intervention of the
courts.

Reinsurance – Terms, Conditions, and Methods of Placing
Industrial disease and other latent claims may
arise 25 or more years after the policy was issued.
Although the liability can be shortened by sunset
clauses, wordings in the policy and other such features, these claims often must be linked to the original
policies. However, changes in the legal environment, accepted risk practice, and temporal aspects
may offset the relationship between the original premium, the intention of the policy, and the resultant
claims.
Rewriting of the legislative environment, such
as for terrorism, can change the playing field dramatically. This illustrates the ever-changing state of
reinsurance.
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Reinsurance Forms
For solvency requirements of an insurance portfolio
of n policies withclaim amounts X1 , X2 , . . . , Xn , the
total claim size nj=1 Xj is the relevant variable. In
order to explain the tail danger due to dependencies
(e.g. when different floors of one building are insured
against fire), we consider the case of identically
distributed random variables. Its standard
deviation
√
in the independent case then reads nσ , but in the
comonotone case (see Comonotonicity), it equals
nσ . This shows that for the solvency position of an
insurance company, the calculated solvency margin
√
(e.g. as a value-at-risk (VaR)) increases with n or
n as indicated in [2]. This puts a heavy burden on the
solvency margin required in branches where the risks
might be dependent. Note that stochastic models used
for the rate of return of cash flows (resulting from the
development of reserves) will impose a dependence
structure on the terms in the sum of the stochastic
capital at risk too, which might result in relatively
high solvency margins. This situation might lead to
an unexpected difference between the predicted and
the realized value. For this situation, reinsurance
plays an important role. The forms of reinsurance
are designed in such a way that the remaining risk
in a portfolio decreases. Hence, in order to optimize
a reinsurance policy, a trade-off between profitability
and safety will be the key issue, see for example, [1]
and Retention and Reinsurance Programmes.
All types of reinsurance contracts aim at several
goals in the framework of risk reduction, stability of
the results, protection against catastrophes, increase
of underwriting capacity, and so on.
Two types of reinsurance exist: facultative reinsurance and obligatory reinsurance. Facultative reinsurance is a case-by-case reinsurance where each
individual risk before acceptance, and exceeding the
retention of the direct insurer, is presented to the
reinsurer. Both the direct insurer and the potential
reinsurer are free to present or accept the risk. Facultative reinsurance is tailor-made for each application
of insurance. An intermediate case is the so-called
open cover. In the case of obligatory reinsurance,
every claim within the specifications of the reinsurance treaty is ceded and accepted by the reinsurer.
The quota-share treaty is a treaty between the
ceding company and the reinsurer to share premiums and claims with the same proportion. When the

individual insurance contract insures a risk X for a
premium π(X), the ceding company and the reinsurer will divide the risk X and the premium π(X)
as (pX, pπ(X)) and ((1 − p)X, (1 − p)π(X)). Of
course, this does not imply π(pX) = pπ(X). The
reinsurance treaty can be considered as an economic
deal. Because the ceding company organizes the selling, acquisition, pricing, and the claims handling of
the contracts, the reinsurer pays a ceding commission
to the ceding company; see, for example, [3].
In a surplus treaty, the reinsurer agrees to accept
an individual risk with sum insured in excess of
the direct retention limit set by the ceding company
(expressed in monetary units). This treaty subdivides
the risk in lines. A first line, for example, (0,100 000)
providing a retention limit of 100 000 to the ceding
company, is augmented with, for example, 3 lines
such that the insurance capacity is increased up to
400 000. The ceding company retains the lines above
400 000. The ceding company and the reinsurer share
the premiums and the claims in a proportional way,
where the proportion is calculated as follows. Suppose the sum insured amounts to 300 000. The ceding
company then retains 100 000 or one third and the
reinsurer gets 200 000 or two thirds of the amount to
reinsure. This determines the proportion (1/3, 2/3) of
earned premiums and shared claims on a proportional
basis. Also, in this case, the reinsurer pays a ceding
commission to the ceding company.
In the excess-of-loss treaty – XL – a retention
limit d is considered. The cedent then retains the
risk X − (X − d)+ + [X − (d + u)]+ while the reinsurer intervenes for the amount min[(X − d)+ , u].
This principle may be applied to a single exposure
(the so-called WXL-R or Working XL per risk (see
Working Covers), where an individual claim insured
can trigger the cover) or a single occurrence such as
a storm risk (the so-called CAT-XL or Catastrophe
XL, where a loss event involves several covered individual risks at the same time). In this case, there is
no direct relation between the premium of the risk X
and the price of the reinsurance of min[(X − d)+ , u].
Premiums can be calculated according to different
rules. The stop-loss treaty is technically equivalent to
an excess-of-loss treaty but the risk considered now
is the total claim size of a portfolio as is explained
in [4].
More advanced forms of reinsurance include the
Excédent du coût moyen relatif treaty (ECOMOR)
and the Largest Claim treaty (LC) (see Largest
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Claims and ECOMOR Reinsurance). In some
sense, the ECOMOR(p) treaty rephrases the excessof-loss treaty but with a random retention at a large
claim, since it covers all claim parts in excess of the
pth largest claim. The LC(p) treaty also focuses on
large claims by covering the p largest claims.
Within a reinsurance pool, a group of insurers
organize themselves to underwrite insurance on a
joint basis. Reinsurance pools are generally considered for specific catastrophic risks such as aviation
insurance and nuclear energy exposures. The claims
are distributed among the members of the pool in a
proportional way.
One of the main results of utility theory in the
framework of reinsurance forms, limited to be a function of the individual claims, is that the excess-of-loss
contract is optimal in case the expectation is used
as the pricing mechanism. Indeed, among all possible reinsurance contracts h(x) with 0 < h(x) < 1
and E[h(X)] fixed, the excess-of-loss contract h(x) =
(x − d)+ maximizes utility.
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Reinsurance Pricing
Flat Premiums
In this article, the term technical premium means the
premium that the reinsurer needs in the long run. On
the other hand, the premium at which the reinsurance
treaty (see Reinsurance Forms) is actually sold – the
commercial premium – may differ from the technical
premium depending on market conditions. The article
in hand considers only technical premiums, the technical premium being the sum of three components:
the expected loss burden, the fluctuation loading, and
the loading for management expenses.

The Expected Loss Burden
The expected loss burden (or risk premium) is the
expected value of the sum of those claims that the
reinsurance treaty will have to indemnify (the terms
loss and claim are used synonymously here). In longtail business, for example, in liability or motor liability insurance (see Automobile Insurance, Private),
the claims are only paid several years after the premiums have been encashed. During this time, premiums
can be invested. The amount of money that grows by
its investment income – generated until the average
time of claim payment – to the expected loss burden
is referred to as the discounted expected loss burden
or discounted risk premium.

The Fluctuation Loading
The fluctuation loading is that part of the reinsurance
premium that the reinsurer charges as a compensation for taking over the fluctuations of the loss
incidence, that is, the deviations of the loss burden from its expected value. In actuarial literature,
it is dealt with under the heading premium calculation principles. The fluctuation loading is also called
security loading or loading for cost of capital. The
latter term stresses the fact that the reinsurer needs
capital in order to absorb fluctuations, the fluctuation
loading being interpreted as the cost of this capital.
Sometimes, the fluctuation loading is also assumed to
protect the reinsurer against underestimating the risk
premium. In the present article, however, we assume
estimation uncertainties are taken fully into account
in the determination of the risk premium. Thus, the

fluctuation loading relates only to deviations of the
loss burden from its expected value.
Different reinsurers use different methods to calculate the fluctuation loading. In practice, only four
methods are applied, although in the relevant literature, more methods have been described: The
loading is proportional to the (discounted) risk premium, proportional to the variance of the loss burden,
proportional to the standard deviation of the loss
burden, or proportional to the shortfall of the loss
burden. The shortfall is defined as the difference
E[Z|Z > u] − E[Z] where Z is the loss burden and
u ≥ 0 (typically u is the 99%-quantile of the distribution of Z). Treaties that provide very large covers
are often not underwritten by one reinsurer alone but
by several, each of them writing a share of a different
size. The variance loading, expressed as a percentage
of the reinsurance premium, depends on the share
written by the reinsurer: The bigger the share, the
bigger the variance loading. The three other loading
types are independent of the share.

The Loading for Management Expenses
The loading for management expenses is a contribution to the reinsurer’s costs for salaries, rent of
office space, EDP costs, and so on. Some reinsurers use a loading proportional to the (discounted)
risk premium, others use a flat amount, which, when
expressed as a percentage of the reinsurance premium, is greater the smaller the share written.
The reinsurance premium for a proportional treaty
(see Proportional Reinsurance) is defined by means
of a commission, expressed as a percentage of the
ceded premiums according to the following formula:
commission
premium ceded - technical reinsurance premium
=
premium ceded
The reinsurance premium for a nonproportional
treaty is usually expressed as a percentage of the
ceding company’s premium income of the line of
business covered by the reinsurance treaty. More precisely, the premium income on which the reinsurance
rate is calculated is taken gross of acquisition and
management expenses but net of prior reinsurance
premiums. It is called the GNPI (which stands for
Gross Net Premium Income). Prior reinsurance premiums are, for example, premiums for proportional
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reinsurance when the nonproportional treaty protects
the retention (see Retention and Reinsurance Programmes) of a proportional treaty, or reinsurance
premiums for exceptional risks that are reinsured on
an individual basis [so-called facultative reinsurance
(see Reinsurance Forms)].

Methods for Estimating the Excess – loss
Risk Premium
For proportional treaties, the pricing methods are –
apart from the loadings for fluctuation and management expenses – basically the same as the methods
of forecasting a loss ratio in direct insurance. On
the other hand, for nonproportional treaties, specific
pricing methods have been developed and are applied
in practice.
The loss burden of a nonproportional treaty
(see Nonproportional Reinsurance), expressed as
a percentage of the GNPI, is called burning cost.
The expected burning cost is called risk rate. For
excess of loss covers, it is normally estimated
using experience-rating, exposure rating, or a
mathematical model.

Experience-Rating
The majority of property and casualty reinsurance
(see Non-life Insurance) treaties are priced by
means of experience-rating. In [7] it is introduced
as follows:
‘In experience rating, the loss history is used to
draw conclusions about the future loss potential. This
method can be applied in situations where previous losses, after adjustments, are representative of
the losses that can be expected during the period
to be rated. For this to be possible, the treaty conditions must basically be alike (as regards geographical
scope, original limits, exclusions etc.). To obtain a
risk premium estimate which lends adequate consideration to the essential factors, we have to form
risk groups that contain homogeneous risks: losses
caused by private motor vehicles, for example, must
be separated from those caused by lorries.
Experience-rating is used foremost for nonproportional treaties; since the excess of loss (XL) covers every single loss that exceeds the retention, only
individual losses are considered here. This method,
however, may also be applied to pricing proportional
business’.

The excess-loss risk premium is estimated by
checking how much the losses of past years would
cost the reinsurer if they happened again during
the year that the reinsurance treaty covers, that is,
the rating year. On the other hand, it is also estimated how much GNPI the protected portfolio of
past years would generate during the rating year
taking inflation, changes in the tariff, and so on,
into account. The ratio of the excess-loss risk premium and the adjusted GNPI is an estimate of the
risk rate.
For more details, refer to [7].

Exposure Rating
In [7] exposure rating is introduced as follows:
‘Premium calculations on a burning cost basis
can often be very tricky, and in many cases even
impossible, if no representative data are available
to carry out an experience-rating. In this case, the
rating must be based on the portfolio mix. The aim is
to distribute the premium for each individual policy
between the cedent and the reinsurer in proportion
to the risk that each party assumes. This is done
with the help of exposure curves, which are based on
distribution models of claim sizes (Figure 1). These
curves determine the share of the premium that the
cedent can keep to cover losses in the retention. The
rest of the premium goes to the reinsurer’.

Mathematical Models
According to [7], ‘Mathematical models describe
empirical data in a straightforward way. All the information on the loss process is described using just a
few parameters. The advantage of these models is the
simplicity of data handling’.
The model mostly used in excess-loss rating is the
Poisson Pareto model described in [3]. Losses that
are high enough so that they exceed the excess-loss
deductible are assumed to follow a Pareto distribution
(see Continuous Parametric Distributions). The
number of excess losses is supposed to be Poisson
distributed (see Discrete Parametric Distributions).

Stop-loss Risk Premiums
In the case of stop-loss covers, the risk rate is normally estimated using a mathematical model. Particularly widespread are two approaches, one by Newton
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Example: With a retention of 60% of the sum insured, the retention premium for heavy risks is
approximately 85%, with the reinsurer receiving 15% of the premium for the XL cover. For low
risks, the reinsurer receives 5% for the same cover.

Figure 1

Distribution of premium between primary insurer and reinsurer

L. Bowers, Jr. first proved in [1], and the other one
by Gagliardi and Straub, first proved in [4].

The Approach of Newton L. Bowers, Jr
Let Z be the aggregate claim with expected value
E[Z] and variance V [Z], d the stop-loss deductible,
and (Z − d)+ , the stop-loss burden, that is,

Z − d if f Z ≥ d
(1)
(Z − d)+ =
0
otherwise.
The following inequality holds:

E[(Z − d)+ ] ≤ 12 V [Z] + (E[Z] − d)2

+ E[Z] − d .

is, Xi ≤ M. Define a new random variable S =
M1 + M2 + · · · + MN , which also follows a compound Poisson distribution with Poisson parameter
 = E[Z]/M and for which all individual claims
are equal to M. Then for every stop-loss deductible
d ≥ 0, the following inequality holds:
E[(Z − d)+ ] ≤ E[(S − d)+ ].

(3)

Again, the right hand side of the inequality is used as
an estimate of E[(Z − d)+ ]. For practical purposes,
the method is useful whenever M < d.

Variable Premium Rates
(2)

For practical purposes, the right hand side of the
inequality is used as an estimate of E[(Z − d)+ ].

The Approach by Gagliardi and Straub
Let Z = X1 + X2 + · · · + XK follow a compound
Poisson distribution (see Compound Distributions)
with Poisson parameter E[K] = λ, and let the individual claims be limited by a real number M, that

There are forms of excess-loss reinsurance in which
the amount of the premium or the breakdown
of the loss between direct insurer and reinsurer
depends on the amount of the loss burden. In
practice, such a form of reinsurance is considered
to be equivalent to the flat rate if its expected
result (i.e. premiums + investment income − claims)
for the reinsurer is equal to the expected result of
the flat rate. Theoretically, this equivalence is not
always quite correct since the loadings for fluctuation
and expenses are not necessarily the same in both
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cases. In the following, we show how the expected
results of these forms of excess-loss reinsurance can
be calculated using mathematical models. Except the
first one, the simple no-claim bonus, each requires
computations of accurate stop-loss premiums. The
upper bounds of NL Bowers or Gagliardi–Straub,
although they may be precise enough to estimate a
risk premium, are not suited for the calculation of
variable rates. The numerical methods required to
carry out such calculations have been developed since
the 1970s and have become more readily available to
reinsurance underwriters, thanks to the spread of desk
computers and personal computers.

The No-claim Bonus
Let r be the premium rate. If no claim occurs, the
reinsurer pays the direct insurer bonus b at the end
of the year. If Z is the burning cost and λ is the
Poisson parameter, then the expected result of the
treaty in percent of the GNPI is equal to:
r − e−λ b − E[Z].
No-claim bonuses are used only in short tail lines
of business.

The Aggregate Deductible
Let X1 , X2 , . . . , XK be excess claims and Z = X1 +
X2 + · · · + XK the excess-loss burden. The direct
insurer pays that part of Z which does not exceed
the amount a, the reinsurer pays the remaining part.
If P is the premium, the expected result apart from
investment income is equal to:
P − E[(Z − a)+ ].
The investment income is generated by P and P is
smaller than the equivalent flat premium. Therefore,
the investment income is also smaller than the investment income of the equivalent flat premium.
E[(Z − a)+ ] is formally a stop-loss risk premium,
but contrary to a normal stop-loss, it is calculated
on excess losses instead of losses from ground. In
order to calculate this stop-loss risk premium it is
usually assumed that K is Poisson (sometimes also
negative binomial) distributed and Xi + d (where
d is the excess-loss deductible and i = 1, . . . , K)
follows a Pareto distribution. Gerber’s discretization

methods described first in [6] and [5] can be used
in order to carry out the numerical computations.
More about the theoretical background can be found
in [2].

The Slide with a Flat Loading
The variable rate (also referred to as sliding-scale
premium rate or slide for short) with a flat loading is
defined as follows: The rate is equal to the burning
cost plus a loading, but not higher than a maximum
rate and not lower than a minimum rate. In algebraic
terms: Let Z be the burning cost, b the loading, m
the minimum rate, M the maximum rate and S the
variable premium rate. The slide S with a flat loading
is defined as

m
if Z ≤ m − b
S = Z + b if m − b ≤ Z ≤ M − b
(4)
M
if M − b ≤ Z.
Note that in spite of the term ‘loading’, b has nothing
to do whatsoever with a loading for fluctuation or
expenses and can be set arbitrarily at any value
between 0 and m. It follows from the definition of
S that:
S = m + (Z − [m − b])+ − (Z − [M − b])+ . (5)
In order to determine E[S], the difference of two
stop-loss risk premiums has to be calculated:
E[S] = m + E[(Z − [m − b])+ ]
− E[(Z − [M − b])+ ].

(6)

Note that the stop-loss risk premiums should not
be estimated by upper bounds (using NL Bower’s
method or the method of Gagliardi–Straub). Otherwise, we would not know if we were over- or
underestimating E[S] since the difference of two
upper bounds is not necessarily an upper bound of
the difference.
The expected result apart from investment income
is equal to:
m + E[(Z − [m − b])+ ] − E[(Z − [M − b])+ ]
− E[Z],
the investment income is generated by the minimum
rate m and thus smaller than the investment income
of the flat rate.
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The Slide with a Progressive Loading
The variable rate (or sliding-scale premium rate or
slide for short) with a progressive loading is equal
to the burning cost times a loading factor of, for
example, 100/80, but not higher than a maximum
rate and not lower than a minimum rate. In algebraic
terms: Let Z be the burning cost, f the loading factor,
m the minimum rate, M the maximum rate and S the
variable premium rate. The slide S with a progressive
loading is defined as:

m
if Zf ≤ m
S = Z · f if m ≤ Zf ≤ M
(7)
M
if M ≤ Zf
It follows from the definition of S that:




M +
m +
−f Z−
.
S =m+f Z−
f
f

(8)

As in the case of the flat loading, in order to determine
E[S], the difference of two stop-loss risk premiums
has to be calculated:


m +
E[S] = m + f E
Z−
f


M +
(9)
− fE
Z−
f
The expected result apart from investment income is
equal to:




M +
m +
−fE
Z−
m + fE
Z−
f
f
− E[Z],
the investment income is generated by the minimum
rate m and thus smaller than the investment income
of the flat rate.

The Slide with a Flat and a Progressive Loading
after an Aggregate Deductible
There are treaties that combine a flat loading b, a
progressive loading f and an aggregate deductible a.
In this case, the slide S is defined as:

m
if (Z − a)f + b ≤ m
S = (Z − a)f + b if m ≤ (Z − a)f + b ≤ M
M
if M ≤ (Z − a)f + b
(10)

It follows from the definition of S that:

+
m
b
S =m+f Z− + −a
f
f

+
M
b
−f Z−
+ −a .
f
f
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(11)

Again, in order to determine E[S] the difference of
two stop-loss risk premiums has to be calculated:

+
b
m
E[S] = m + f E
Z− + −a
f
f

+
b
M
(12)
+ −a
− fE
Z−
f
f
The expected result apart from investment income is
equal to:

+
b
m
m + fE
Z− + −a
f
f

+
b
M
− fE
− E[(Z − a)+ ],
+ −a
Z−
f
f
the investment income is generated by the minimum
rate m, and, thus is even smaller than the investment
income of the flat rate for an aggregate deductible.
Note that the aggregate deductible, the slide with
a flat loading and the slide with a progressive loading
are special cases of the slide with a flat and a
progressive loading after an aggregate deductible:
Setting a = 0 and f = 1 we get the slide with
a flat loading; setting a = 0 and b = 0 we get the
slide with a progressive loading; and setting f =
1, b = a and m = M = P we get the aggregate
deductible case.

Reinstatement Premiums
Consider a property excess-loss treaty with a cover
c after a deductible d. This means the reinsurer pays
that part of every claim, which exceeds d but at most
c. In property, it is customary to limit the aggregate
cover granted per year by a multiple of the cover per
claim, that is, of c. Let Z be the aggregate excessloss burden.
Z − (Z − c)+ is called excess-loss burden of the
first cover,
(Z − c)+ − (Z − 2c)+ is the excess-loss burden of
the second cover, and generally
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(Z − [i − 1]c)+ − (Z − ic)+ is the excess-loss
burden of the ith cover

When Z is so high that the excess-loss burden of
the ith cover is greater than 0, it is said that the ith
cover is used (or partly used). Some treaties provide
that the used cover be reinstated against a reinstatement premium. Let this reinstatement premium be Pi
if the whole ith cover has been used. If only a part of
the cover has been used, then the reinstatement premium is calculated pro rata amount, that is, the ceding
company pays Pi {(Z − [i − 1]c)+ − (Z − ic)+ }/c.
Now assume the premium for the first cover is P
and the treaty provides n reinstatements with reinstatement premium rates P1 , . . . , Pn . The expected
result of this treaty is
n

P+
i=1

Pi {E[(Z − [i − 1]c)+ ] − E[(Z − ic)+ ]}
c

− {E[Z] − E[(Z − [n + 1]c)+ ]}.

Thus, the expected result of the treaty with
profit commission is, apart from investment income,
equal to:
P − c{P − d − E[Z] + E[(Z − [P − d])+ ]}
− E[Z].
The investment income is generated by P and is thus
higher than the investment income of the equivalent
flat rate.
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Reinsurance Supervision
Introduction
After a decade of deregulation in many countries just
before the millennium, the discussion on regulation
has resumed. It focuses less on individual sectors and
increasingly on the entire financial industry, including the previously neglected reinsurance sector. The
discussion falls in a period where heightened regulatory vigilance and uncertainty can be observed in
the entire financial services industry, as a number
of insurance as well as reinsurance companies have
failed.
While reinsurance forms an important part of the
financial system, it has traditionally been subject to
less direct regulation than primary insurance or banking. This fact has triggered the concern of various
international organizations in the financial sector –
such as the IMF, OECD, and the World Bank –
about the systemic risk possibly posed by reinsurance for the entire financial system. It is obvious that
the reinsurance industry has an increasing exposure
to, and an accumulation of director’s and officer’s
liability, environmental liability, and natural catastrophes, just to name a few. A particular concern
among regulators is also the increasing insuratization,
that is, the transformation of financial risks into insurance products. This regularly occurs through financial
guarantee (re)insurance and collateralized debt, loan,
or bond obligations. In those products, risk transfer
markets create interdependencies that are less transparent and cross-sectorial, which makes tracking of
counter party exposures a challenging task.
The historical reason for less regulation in reinsurance is based on the nature of reinsurance activity. Reinsurance is a global business conducted in a
professional market place between professional parties with equal bargaining power. The main goal of
regulatory intervention is no longer only to protect
the individual policyholder’s rights, but also to protect the insurance system as a whole. It is intended
to retain the good reputation and integrity of the
(re)insurance market place and to guard the financial
system against systemic risk. However, reinsurance is
also regulated in many countries, although the level
and form of regulation varies significantly between
the different jurisdictions. It is widely accepted today
that there is a need for a globally recognized method

of conducting reinsurance regulation. At the international level, the ambition must be to create a system
of common and shared standards under which the
world’s reinsurers will, for example, through mutual
recognition, be able to globally conduct their business
without having to comply with the uncoordinated regulatory demands of national and regional authorities.
This contributes to a more efficient and transparent
global market place. As the issue of the supervision of
reinsurance is a matter very much in flux today, various initiatives and studies have been conducted on
reinsurance regulation recently, and partly concrete
recommendations have been formulated.

Two Main Forms of Supervision
In general, one can distinguish between two forms of
supervision of reinsurance:
•
•

Direct supervision of reinsurance companies and
their business
Indirect supervision through regulating cessions
of primary insurance companies.

In the case of direct supervision, the regulator
exercises rules and regulations directly on the supervised reinsurer. Owing to the nature of the reinsurance business, supervision traditionally was subject
to a narrow scope of governmental oversight.
Indirect supervision looks at the supervision of the
reinsurance contracts in place at the level of the ceding insurance company (see Reinsurance). It checks
whether the reinsurance agreements are adequately
geared to the risks they have assumed and to the
direct insurer’s solvency. Implicitly, it also checks the
quality of the reinsurance counterpart, since a ‘fit and
proper’ management will only select reinsurance partners that have adequate financial strength, experience,
and know-how to fulfill their function. Increased
direct supervision of reinsurers, however, will not
make indirect supervision redundant as it considers
the appropriateness of reinsurance covers for the risks
assumed by the ceding insurance company.

Parties Active in Supervision of
Reinsurance
Pressure is coming from many sides to reform,
and where it does not exist, introduce reinsurance
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regulation. In a post-September 11 world, financial
officials and policy makers have become increasingly
concerned about potential systemic risks arising from
the activities of reinsurance companies. Organizations like the OECD (www.oecd.org) have long been
following the developments on insurance and reinsurance liberalization processes. In the mid 1990s, new
suppliers of reinsurance caught the attention of the
Organization as it perceived a lack of transparency in
offshore markets. In 1998, the OECD council adopted
a recommendation for the assessment of reinsurance
companies [3]. In the area of promoting efficient
functioning of markets, the OECD encourages the
convergence of policies, laws, and regulations covering financial markets and enterprises.
Discussions on greater regulatory compatibility
are also on the agenda of the Financial Stability Forum (FSF) and its task force on reinsurance.
The FSF was convened in April 1999 by the G7
group to promote international financial stability
through information exchange and international cooperation in financial supervision (www.fsforum.org).
The Reinsurance Task Force based at the Bank of
International Settlement in Basle has put its focus on
analyzing whether the Basle II accord is applicable
and how it would have to be adapted to reinsurance.
This work is particularly interesting in light of the
further integration of insurance, reinsurance, financial
intermediaries, and capital markets.
Reinsurance regulation is certainly also on the
agenda of the World Trade Organization (WTO)
(www.wto.org) regarding free trade, and the IMF
(www.imf.org) in its mandate to carry out surveillance of the international monetary system. Finally,
the International Accounting Standards Board (IASB)
(www.iasb.org) has its impact. The IASB is an independent, privately funded organization addressing
accounting standards. The Board is committed to
developing, in the public interest, a single set of
best practice, understandable and enforceable global
accounting standards that require transparent and
comparable information in general purpose financial
statements. One of the goals is to cooperate with
national accounting standard setters to achieve convergence in accounting standards around the world
with the objective of creating a level playing field in
regard to transparency of financial information. The
IASB is responsible for developing and approving
International Accounting Standards (IAS), which also
include reinsurance accounting issues. Internationally

applicable and accepted accounting standards are certainly one of the key elements for a future regulatory
concept for companies that conduct their business
globally, such as reinsurers.
Last but not least, major input for the supervision discussion comes from the International Association of Insurance Supervisors (IAIS). Established
in 1994, the IAIS represents insurance supervisory
authorities of some 100 jurisdictions. It was formed
to promote cooperation among insurance regulators,
set international standards for insurance supervision,
and to coordinate work with regulators in the other
financial sectors and international financial institutions (www.iaisweb.org). In late 2002, it adopted a
set of new principles setting out minimum requirements for the supervision of reinsurers. These are
aimed at establishing a global approach to the regulation of reinsurance companies, with the onus of
regulation being on the home jurisdiction. The principles identify elements of a supervisory framework
that are common for primary insurers and reinsurers,
such as licensing, fit and proper testing and onsite
inspection, and those elements that need to be adapted
to reflect reinsurers’ unique risks [2]. The IAIS will
now develop more detailed standards that focus on
these risks. The IAIS has also created a task force,
which has joined forces with members of the FSF
and the IMF, to address transparency and disclosure
issues in worldwide reinsurance.
The above discussion illustrates that there are various different bodies that are involved in activities at
various levels, ranging from official monetary and
governmental institutions having formal power to
legally implement and enforce principles and standards to supranational organizations and independent
standard setters without any formal authority to issue
legally binding directions. The work of the latter will
only find its way into local laws if the countries ratify the guidelines and implement them in the local
regulatory system. What they all have in common is
that they are independent of nation states or political
alliances such as the EU (Figure 1).

Focal Themes of Future Reinsurance
Supervision
There are a variety of relevant issues for the supervision of reinsurance. While some are of legal and
administrative relevance, the focus here will be on
those aspects that have an actuarial component.
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Technical Provisions
Estimating technical provisions (see Reserving in
Non-life Insurance) is an inherently uncertain
process as it attempts to predict the ultimate
claims emergence. This process tends to be more
challenging in reinsurance than in insurance for
several reasons, for example, owing to the leveraged
impact of inflation on excess-of-loss claims, longer
notification period of claims since their occurrence,
scarcity of benchmark data, or different reserving
and claims reporting behavior of cedants. For
solvency considerations, it is imperative to assess
the reserve adequacy of a reinsurance company
because any reserve redundancy can be considered
as additional solvency capital, as well as a deficiency
reducing the capital position of the company.
Consequently, supervisors need to gain comfort
that reserves are adequate and sufficient and that
reserving policies follow a ‘best practice’ approach.
Supervisors, therefore, need to have the ability to
assess the adequacy of procedures used by reinsurers
to establish their liabilities. As such, actuarial
models used in the process of establishing technical
provisions need to be disclosed to and understood by
supervisors.

Setting of adequate reserve levels depends again
on the risk structure of the reinsurer. Reserves are
established using mathematical models as well as
professional judgment, and depend on information
provided by the cedants. As mentioned before, inconsistencies and delays in receiving claims information
make it even more difficult for reinsurers to establish
appropriate reserves. A further, potentially complicating element is the review of individual treaties (see
Reinsurance Forms), for example, for nontraditional
reinsurance transactions. Therefore, the application of
models is only the starting point. Setting the provisions at the right level not only heavily depends on
models but also on insights into the business, and
the understanding of future developments that have
to flow into the process. This process by design is an
iterative one, which cannot be substituted by black
box model processes.

Solvency and Risk-based Capital
Reinsurance companies are in the business of taking and managing risks. An essential prerequisite to
assuming risks is a sufficient capital base. Hence, one
of the main concerns in respect of the supervision of
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reinsurance is the maintenance of an adequate solvency level. Minimum capital requirements should
be set subject to a process based on risk-adjusted
capital calculations as they are reflective of the risk
assumed by the reinsurer, and ensure the viability
of the company at a safety level determined by the
supervisor.
In many jurisdictions, however, regulators have
traditionally applied rather simple formulas for regulatory capital requirements applicable to the whole
industry. These formulas were using ratios relative
to average losses or premiums over a certain time
span, which only partially reflect the underlying risks.
With increasing direct insurance market deregulation
in many markets around the world in the 1990s,
the risks transferred to reinsurance companies have
become more diverse and are subject to constant
change, which suggests the need for more adequate
risk-based approaches. Some countries have adopted
such approaches, such as the NAIC RBC formula
of the United States, the dynamic capital adequacy
test (DCAT) of Canada, and, more recently, the Australian model introduced by the supervisory authority
in Australia, APRA. Risk-based capital, or solvency
formulas, allow for the specific risk profile of a reinsurer, which is a function of the volume of business
written, the degree of concentration or diversification
in its portfolio, and the risk management practices in place (e.g. retrocession (see Reinsurance)
strategy, use of threat scenarios and stress testing
(see Dynamic Financial Modeling of an Insurance
Enterprise) as the basis for assessing risk exposures).
Many of the models used by reinsurers today are
based on sophisticated risk assessment techniques,
such as computer-based Dynamic Financial Analysis (DFA) and Asset–Liability-Management (ALM)
models, (see Asset–Liability Modeling) which allow
modeling risk exposures of all risk classes (underwriting, credit, financial market, operational risks)
to determine an adequate capital level at a given
safety level. These models typically take diversification effects as well as accumulation effects into
consideration.
Risk-based capital approaches identify the amount
of capital needed to enable the reinsurer to withstand

rare but large economic losses, implying first and
foremost, that not only are the interests of the policyholders/cedants protected but also that the company
can continue its operations after the event.
Traditional measures expressing the minimum capital are the one-year ruin probability (see Ruin Theory) and the corresponding loss, referred to as valueat-risk. The ruin probability is set by management
internally, and by supervisors for regulation purposes.
It depends on the risk appetite of the management
within a company and the safety level supervisors
want to set in the industry, that is, how many failures supervisors are prepared to permit to happen in
a given time period. The safety level is usually set
below a 1% ruin probability, and the typical level
observed within companies is 0.4% (e.g. ruin every
250 years). More recently, there is a move towards
other risk measures, specifically to expected shortfall (expected shortfall is also referred to as tail
value-at-risk or conditional tail expectation) as this
measure is less sensitive to the chosen safety level.
Also, expected shortfall is a coherent risk measure
and thus has the mathematical properties [1] desirable for deriving risk-based capital on a portfolio or
total company level.
While more recent developments in the supervision of reinsurance foresee the application of standard models prescribed by the supervisors, reinsurance companies are also encouraged by the standards
developed by the supranational supervisory organization, the IAIS, to use internal models, replacing
the standard approach and thereby more adequately
describing the specific reinsurance company’s risk.
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Reinsurance, Functions
and Values1
1

This is based in part on an article written by the
same author and published in Foundations of Casualty
Actuarial Science, Fourth Edition by the Casualty
Actuarial Society (2001).

The Functions of Reinsurance
Reinsurance does not change the basic nature of an
insurance coverage. On a long-term basis, it cannot
be expected to make bad business good. But it does
provide the following direct assistance to the ceding
(see Reinsurance) insurance company.
• Capacity: Having reinsurance coverage, an insurance company can write higher policy limits while
maintaining a manageable risk level. By ceding
shares of all policies or just larger policies, the net
retained loss exposure per individual policy or in total
can be kept in line with the cedant’s surplus. Thus,
smaller insurers can compete with larger insurers, and
policies beyond the capacity of any single insurer can
be written.
For example, an insurance company can write an
insurance policy with limit greater than their surplus,
and cede proportional (see Proportional Reinsurance) or excess (see Excess-of-loss Reinsurance)
shares of the policy to reinsurers in order to bring
their net retained limit down to a small percent of
their surplus.
The word ‘capacity’ is sometimes also used in
relation to aggregate volume of business. This aspect
of capacity is best considered below in the general
category of financial results management.
• Stabilization: Reinsurance can help stabilize the
cedant’s underwriting and financial results over time
and help protect the cedant’s surplus against shocks
from large, unpredictable losses. Reinsurance is usually written so that the cedant retains the smaller,
predictable claims, but shares the larger, infrequent
claims. It can also be written to provide protection against a larger than predicted accumulation of
claims, either from one catastrophic event or from
many. Thus, the underwriting and financial effects
of large claims or large accumulations of claims can
be spread out over many years. This decreases the
cedant’s probability of financial ruin. For more information, (see Catastrophe Excess of Loss; Reinsurance Forms; Nonproportional Reinsurance; Stoploss Reinsurance and Surplus Treaty).

• Financial results management: Reinsurance can
alter the timing of income, enhance statutory and/or
GAAP (see Accounting) surplus, and improve various financial ratios by which insurers are judged. An
insurance company with a growing book of business
whose growth is stressing their surplus can cede part
of their liability to a reinsurer to make use of the reinsurer’s surplus. This is essentially a loan of surplus
from the reinsurer to the cedant until the cedant’s surplus is large enough to support the new business. In
this and other ways, reinsurance can be used to alter
a cedant’s financial numbers. As one might expect
in a free market, this aspect of reinsurance has led to
some abuses in its use. For further information, see in
particular Alternative Risk Transfer and Financial
Reinsurance.
• Management advice and other reinsurer services:
Many professional reinsurers have the knowledge
and ability to provide an informal consulting service
for their cedants. This service can include advice
and assistance on underwriting, marketing, pricing,
loss prevention, claims handling, reserving, actuarial,
investment, and personnel issues. Enlightened selfinterest induces the reinsurer to critically review the
cedant’s operation, and thus be in a position to offer
advice. The reinsurer typically has more experience in
the pricing of high limits policies and in the handling
of large and rare claims. Also, through contact with
many similar cedant companies, the reinsurer may be
able to provide an overview of general issues and
trends. Reinsurance intermediaries may also provide
some of these same services for their clients.

The Value of Reinsurance
The value of reinsurance is exactly parallel to that
of insurance. Insurance reduces the variability of
the financial costs to individuals, corporations, and
other entities arising from the occurrence of specified
contingent events. Reinsurance then reduces the variability of the financial costs to insurance companies
arising from the occurrence of specified insurance
claims. Thus, its value is to further enhance innovation, competition, and efficiency in the marketplace.
The cession of shares of liability spreads risk
further throughout the insurance system. Just as an
individual or company purchases an insurance policy
from an insurer, an insurance company may purchase fairly comprehensive reinsurance from one or
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more reinsurers. And a reinsurer may then reduce its
assumed reinsurance risk by purchasing reinsurance
coverage from other reinsurers, both domestic and
international. This spreads the risk across a broader
international capital market, and thus reduces the
financial costs to any one insurance company arising
from any one or any series of insurable events.
For further reading on the functions and value of
reinsurance, see the references [1–4].
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methods and results depend on the line of business. In
proportional reinsurance, that is, quota share and
surplus treaties, the claim reserves behave coherent
to the original claim reserves. In a standard quotashare treaty with constant α ∈ (0, 1), the original
gross claim (paid or incurred) observed in accident
R
year i and development year j, Si,j becomes Si,j
=
R
α · Si,j and Si,j = α · Si,j . As a consequence, the
run-off pattern fi,j , fi,j = Si,j /Si,j −1 and the loss
development factors (LDF), for example, the classical
Chain-Ladder factors

Introduction
In the reinsurance business, the use of actuarial methods to assess and evaluate claims reserves is well
established. In general, there are the same types of
reserves as in primary insurance portfolios, that is,
we have case reserves as the sum of all provisions
assigned to single known claims, IBNER reserves
(Reported But Not Settled) as provisions for future
development on known claims and IBNR reserves
(Incurred But Not Reported) as provisions for claims
already incurred but not reported to the risk carrier.
Also, loss adjustment expenses (LAE) (see
ALAE), allocated as well as unallocated, have to be
dealt with. On the premium side, one has to look for
premium reserve and unearned premium depending
on the type of business. We assume the loss figures
Si,j as well as the premiums Pi,j to be compiled in a
complete run-off triangle . In the following, we will
focus on claim reserves and assume the cumulative
claims figures Si,j to be available in a claims triangle
of the form as shown below.

n−j


Fj =

Si,j

i=0
n−j



,

1≤j ≤n

Si,j −1

i=0

are unchanged. In practice, the share α varies over
the accident years and one has to adjust this effect
by weighting. In the same way, surplus treaties can
be handled as segmented quota
varying
 shares with
k
R
= k αk · Si,j
. Then the
αk ∈ (0, 1), that is, Si,j
LDF is a weighted sum of the LDFs from the different segments. In proportional reinsurance, all the
approaches and the reserving techniques being used
in primary insurance can be applied. The only difference is that there is a greater time lag in the
availability of the claims data, as is typical for reinsurance in general.

Type of Reinsurance
There is a significant impact of the type and the form
of the reinsurance on claims reserving, as well as
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For nonproportional (NP) reinsurance, the situation is quite different. In excess-of-loss (XL) treaties
as well as in stop-loss (SL) constructions, the runoff pattern is completely different from the original
business. Especially in long tail lines, the share of
pure IBNR reserves increases and very often you
do not observe any claims paid figures in the early
development years. Additionally, the volatility of
the claims figure in the run-off triangle increases
because of extreme claim events. Further aspects to
be dealt with in actuarial claims reserving analysis
for NP treaties or portfolios are changing priorities,
capacities, annual aggregate deductibles, and inflation
index clauses.
Additionally, in reinsurance, very often one has to
deal with the problem of incomplete accounts, clean
cut and loss portfolio transfer constructions, all of
which has a significant impact on the development
structure of the portfolio to be analyzed.

Data
Before applying any actuarial method, the data have
to be structured and validated. In reinsurance, the
underlying treaty parameters may change from year
to year. These parameters – for example, an increasing priority – of course, have a direct impact on
the run-off pattern. In order to take these aspects
into account, the best way is to compile data on a
single loss and treaty basis and then build up the
run-off triangles . With this approach, some adjustments can be made. You can generate the run-off
pattern with different priorities and different layers in an NP-portfolio for paid and incurred claims,
and you can apply some special inflation adjustment
on the claims data. Sophisticated analysis in reinsurance not only needs triangles for paid/incurred
claims and premiums but also needs triangles for
the claims number and the average claim size. However, in practice, it often turns out to be difficult to
receive detailed data from the cedent on single-treaty
basis.

Actuarial Reserving Methods Used in
Reinsurance
For calculating and evaluating claim reserves, a
lot of different actuarial methods are available.
The standard techniques applied in reinsurance are

Chain-Ladder (CL) or the more general LDFbased methods, Bornhuetter Ferguson (BF) and Cape
Cod (CC) (see Bornhuetter–Ferguson Method).
In practice, all these basic methods are used with
modifications. In the case of very poor run-off
data, sometimes the Expected Loss Method (EL)
is used. For deeper analysis credibility methods,
separation methods and regression techniques (see
Generalized Linear Models) are applied. For a
detailed description of the standard procedures, we
refer to these more specialized articles and to
[5–7]. In the following section, we would like
to discuss some methodical aspects with scope in
reinsurance.

The Loss Development Approach
After having generated a proper database, the analysis
of the loss development factors is crucial. A wide
class of methods is based on the LDF approach. In
an underlying model for these methods, usually we
have for the conditional expectation of Si,j , j ≥ n − i


E Si,j |Si,0 , . . . , Si,j −1


= E Si,j |Si,j −1
= fˆj −1 · Si,j −1 , for j ≥ n − i, i = 1, . . . , n, (2)
and some specific estimator fˆj . If you assume further
the accident years being independent and


V AR Si,j |Si,0 , . . . , Si,j −1


= V AR Si,j |Si,j −1
= σj2−1 · Si,j −1 , for j ≥ n − i, i = 1, . . . , n (3)
we are in the model of Mack [2] and the optimal
estimates are CL estimators, that is,
fˆj =

n−j


wi,j fi,j ,

1≤j ≤n

(4)

i=0

with fi,j = Si,j /Si,j −1 , j = 1, . . . , n − i, i = 0, . . . ,
n−j
n − 1 and the weights wi,j = Si,j / i=0 Si,j and

2
n−j
1 
Si,j
σ̂j =
Si,j −1
− fˆj ,
n − j i=0
Si,j −1
1 ≤ j < n.

(5)

In this stochastic model, you can calculate the standard error of the estimated ultimate loss, and with
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some distributional assumption, we derive confidence
intervals for the estimators.

With v0 ≤ v1 ≤ . . . ≤ vn , we get modified CL factors
F̃j =

n−j

i=0

Methodical Adjustments
In reinsurance, very often, the standard approach has
to be modified because of some structural breaks and
trends or deficiencies in the data. For a proper actuarial analysis, several adjustments have to be taken
into account. The most important are the following:
1. Limitation of the scope of the accident years. If
there are systematic breaks, for example, if the underlying reinsurance structure or the credibility of older
data is poor, sometimes it is necessary to cut some
early accident years.
2. Smoothing the empirical loss development factors.
The observed LDF Fj , j = 1, . . . , n whether CL or
others can be modeled by a function over the development years, that is, Fj = h(j ) + ε, j = 1, . . . , n with
h(x), for example, Exponential, Power, or Weilbull,
using regression techniques. This is especially necessary if there is a small database with great volatility
for the LDF in the NP business.
3. Tail factor. If the earliest available accident year
is not settled completely, a tail factor F∞ is needed
to specify the increase to the ultimate loss. The
tail factor usually is a market factor or is derived
via extrapolation from curve fitting of the LDFs.
If reserves are discounted, an additional assumption
concerning the cash flow pattern to the ultimate loss
has to be drawn.
4. Trending and weighting the individual development factors. Another approach is to analyze the
individual development factors fi,j = Si,j +1 /Si,j . For
a fixed development year j , you may observe some
trends over the accident years i. This can be caused
by a change of the portfolio mixture, by changing
treaty parameters, or simply by a changed settlement
practice. Again, trending and regression techniques
may lead to adequate estimates for the LDF for the
analyzed development year, that is, fi,j = gj (i) + εj .
Also, weighting of the individual development
factors according to accident years is a possible
modification, for example, to have increasing weights
for younger years because of a higher credibility.
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vi
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vi · Si,j −1
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If exposure measures for the accident years are available, you can use them for weighting. Another way
is to use credibility-based approaches, cf. [6].
5. Major loss adjustment. Major losses as well as
no losses in the run-off triangles very often lead to
heavy distortions of the results, especially when they
occur in the youngest diagonal, that is, in the actual
calendar year n. Most LDF-based methods with a
multiplicative structure are very sensitive to these
effects, for example, the standard CL projects these
effect proportional to the ultimate loss estimates. To
handle these problems, either an individual claim
adjustment is necessary, that is, you have to analyze
the major losses separately, or you have to choose
a less sensitive approach. Cape Cod (CC), as a
more robust method, can be used for adjustment
of the distorted Si,n−i of a separate accident year
i or for the complete triangle. The idea of CC is

to have a decomposition Si,n−i = S i,n−i + S i,n−i in a

normalized
claim S i,n−i , with a normal run-off, and

in S i,n−i , which does not develop further and is only
additive to the ultimate loss, cf. [4]. Another possible
way is to apply BF with LDFs derived from some
external run-off pattern and some adjusted ultimate
loss ratios.
6. Inflation adjustment. A consideration of inflation
adjustment has to be taken into account normally in
long tail business with significant inflation exposure.
One way is to recalculate the run-off pattern with
inflation adjustment, for example, to take the disaggregated claims triangle and to transform all value in
disagg
the present value P V (Si,j ), apply an adequate
actuarial method, and inflate the disaggregated future
claims. Another way is to model inflation directly, for
example, in the separation method, you can specify
future inflation year by year by a calendar year specific parameter, cf. [7]. If there is significant inflation
in the whole economy, you also have to look at the
premiums and the expenses.
7. Decomposition in claims number and claim size.
In some lines of business, a separate analysis of the
claims number and the average claim size – incurred
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or paid – is a useful approach. For example, in
asbestos or environmental, you may generate separate triangles for the claims number respectively, the
claims frequency Ni,j , and the average claim size
Zi,j , and apply an appropriate method for the runoff analysis, for example, to take some inflation or
trend into account.
8. Adjustment of the ultimate loss ratio for Bornhuetter Ferguson. In the standard BF approach with
Ŝi,k = Si,n−i + (p̂k − p̂n−i ) · ui · νi , 0 ≤ i ≤ n,
n
 
fˆj , 0 ≤ k ≤ n − 1,
n − i ≤ k ≤ n, p̂k = 1
J =k+1

p̂n = 1, ui the a priori ultimate loss ratio (ULR) and
νi the premium of accident year i, the choice of ui
is crucial beneath an adequate use of a run-off pattern fˆi . In reinsurance portfolios, it is often difficult
especially for younger accident years, and should be
handled carefully. One way to evaluate is to apply
an iteration of BF, that is, to apply BF a second time
with an a priori ULR ui obtained from the first run
as the estimated ULR as proposed by Benktander [1]
and Neuhaus [3].

ysis. In the actuarial controlling process, modeling
and measuring the run-off effect is a crucial objective. To evaluate, for example, the profitability of a
reinsurance operation, it is indispensable to quantify
the expected run-off profits/losses.
Beneath the internal evaluation of claim reserves,
actuarial reserving is an essential instrument in commutations and loss portfolio transfer, or even in evaluating an enterprise value for a complete company.
At least, claim reserves present a significant part
of the balance sheet of a reinsurance company, and
the annual financial statement is determined by wellfounded reserves. As a consequence, in reinsurance
as well as in direct insurance, actuarial-based reserving is a statutory requirement in a lot of countries,
and an appointed actuary is responsible for adequate reserves.
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Reinsurance1
1

This is based in part on an article written by the
same author and published in Foundations of Casualty
Actuarial Science, Fourth Edition by the Casualty
Actuarial Society (2001).

What is Reinsurance?
Reinsurance is a form of insurance. A reinsurance
contract is legally an insurance contract; the reinsurer
agrees to indemnify the ceding insurance company,
or cedant, for a specified share of specified types of
insurance claims paid by the cedant for a single insurance policy or for a specified set of policies. The
terminology used is that the reinsurer ‘assumes’ the
liability ‘ceded’ on the subject policies. The cession,
or share of claims to be paid by the reinsurer, may be
defined on a proportional share basis (a specified percentage of each claim) or on an excess-of-loss basis
(the part of each claim, or aggregation of claims,
above some specified dollar amount). See Proportional Reinsurance; Nonproportional Reinsurance
and the References [1–4] for more complete discussions of these terms and ideas.
The nature and purpose of insurance is to reduce
the variability of the financial costs to individuals,
corporations and other entities arising from the occurrence of specified contingent events. An insurance
company sells insurance policies guarantying that
the insurer will indemnify the policyholders for part
of the financial losses stemming from these contingent events. The pooling of liabilities by the insurer
makes the total losses more predictable than is the
case for each individual insured, thereby reducing
the risk relative to the whole. Insurance enables individuals, corporations, and other entities to perform
riskier operations. This increases innovation, competition, and efficiency in a capitalistic marketplace.
The nature and purpose of reinsurance is exactly
parallel. Reinsurance reduces the variability of the
financial costs to insurance companies arising from
the occurrence of specified insurance claims. It thus
further enhances innovation, competition, and efficiency in the marketplace. The cession of shares of
liability spreads risk further throughout the insurance
system. Just as an individual or company purchases
an insurance policy from an insurer, an insurance
company may purchase fairly comprehensive reinsurance from one or more reinsurers. And a reinsurer
may then reduce its assumed reinsurance risk by purchasing reinsurance coverage from other reinsurers,
both domestic and international; such a cession is
called a retrocession.

Reinsurance companies are of two basic types:
direct writers, which have their own employed account executives who produce business, and broker
companies, which receive business through reinsurance intermediaries, or brokers. Some direct writers
do receive a part of their business through brokers,
and likewise, some broker reinsurers assume some
business directly from the ceding companies.
The form and wording of reinsurance contracts
are not as closely regulated as are insurance contracts in some legal jurisdictions, and there is no rate
regulation of reinsurance between private companies.
The coverage specified in a reinsurance contract is
often a unique agreement between the two parties.
Because of the many special cases and exceptions,
it is difficult to make correct generalizations about
reinsurance. Consequently, whenever you read anything about reinsurance, you should often supply for
yourself the phrases ‘It is generally true that . . .’
and ‘Usually . . .’ whenever they are not explicitly
stated.
This heterogeneity of contract wordings also
means that whenever you are accumulating, analyzing, and comparing various reinsurance data, you
must be careful that the reinsurance coverages
producing the data are reasonably similar.

The Functions of Reinsurance
Reinsurance does not change the basic nature of an
insurance coverage. On a long-term basis, it cannot
be expected to make bad business good. But it does
provide some direct assistance to the cedant. Reinsurance coverage allows an insurer to write higher
policy limits while maintaining a manageable risk
level. Thus, smaller insurers can compete with larger
insurers, and policies beyond the capacity of any single insurer can be written. Reinsurance also stabilizes
a cedant’s underwriting and financial results over
time and help protect the cedant’s surplus against
shocks from large, unpredictable losses. Reinsurance
can also alter the timing of income, enhance surplus, and improve various financial ratios by which
insurers are judged. And finally, many professional
reinsurers and reinsurance intermediaries provide an
informal consulting service for their cedants. For further discussion, see Reinsurance, Functions and
Values.
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The Forms of Reinsurance
This topic is more fully covered in Reinsurance
Forms. We will give only a brief sketch of these
forms here.
• Facultative certificates: A facultative certificate
reinsures just one primary policy.
• Facultative automatic agreements or programs:
A facultative automatic agreement reinsures many
primary policies of a specified type, usually very
similar, so that the exposure is very homogeneous.
• Treaties: A treaty reinsures a specified part of the
loss exposure for a set of insurance policies for a
specified coverage period. Large treaties may have
more than one reinsurer participating in the coverage.
•

Treaty proportional covers:
• A quota-share treaty reinsures a fixed percentage of every subject policy.
• A surplus-share treaty also reinsures a fixed
percentage of each subject policy, but the
percentage varies by policy according to the
relationship between the policy limit and the
treaty’s specified net line retention.

See Proportional Reinsurance; Quota-share
Reinsurance and Surplus Treaty for more complete
discussions.
• Treaty excess of loss covers: An excess of loss
treaty reinsures, up to a limit, a share of the part
of each claim that is in excess of some specified
attachment point (cedant’s retention). These concepts
are more fully discussed in Nonproportional Reinsurance; Excess-of-loss Reinsurance and Working
Covers.
•
•

•

A working cover excess treaty reinsures an
excess layer for which claims activity is
expected each year.
A higher exposed layer excess treaty attaches
above the working cover(s), but within policy limits. Thus, there is direct single-policy
exposure to the treaty.
A clash treaty is a casualty treaty that attaches
above all policy limits. Thus it may be only
exposed by:
•

extra-contractual-obligations (i.e. bad faith
claims), or by

•

•
•

excess-of-policy-limit damages (an obligation on the part of the insurer to cover
losses above an insurance contract’s stated
policy limit), or by
catastrophic accidents involving one or
many injured workers, or by
the ‘clash’ of claims arising from one
or more loss events involving multiple
coverages or policies.

• Catastrophe covers: A catastrophe cover is a peroccurrence treaty used for property exposure. It is
used to protect the net position of the cedant against
the accumulation of claims arising from one or more
large events. See Catastrophe Excess of Loss for a
more complete discussion.
• Aggregate excess, or stop loss covers: For an
aggregate excess treaty, also sometimes called a stoploss cover, a loss is the accumulation of all subject losses during a specified time period, usually
one year. This is discussed in Stop-loss Reinsurance.
• Financial, finite, or non-traditional, reinsurance
covers: Over the past few decades, there has been a
growing use of reinsurance, especially treaties, whose
main function is to manage financial results. Some of
the types of treaties are financial proportional covers,
loss portfolio transfers, and funded aggregate excess
covers. These treaties are discussed in Financial
Reinsurance and Alternative Risk Transfer.

A ‘Typical’ Reinsurance Program
There is no such thing as a typical reinsurance
program. Every insurance company is in a unique
situation with regard to loss exposure, financial solidity, management culture, future plans, and marketing
opportunities. Thus, each company needs a unique
reinsurance program, a combination of ceded reinsurance covers tailor-made for that company. Nevertheless, the following Table 1 displays what we
might regard as a ‘typical’ reinsurance program for a
medium-sized insurance company.
If the insurance company writes surety, fidelity,
marine, medical malpractice or other special business,
other similar reinsurance covers would be purchased.
If the company were entering a new market (e.g. a
new territory or a new type of business), it might

Reinsurance
purchase a quota-share treaty to lessen the risk of
the new business and the financial impact of the new
premium volume, and to obtain the reinsurer’s assistance. Or it might purchase a proportional facultative
automatic agreement for an even closer working relationship with a reinsurer. If the company were exiting
a market, it might purchase a loss portfolio transfer,
especially an adverse development cover, to cover
part of the run-off claims payments.
There is a more complete discussion of reinsurance programs in Retention and Reinsurance Programmes.

The Cost of Reinsurance to the Cedant
These costs are very briefly:
• Reinsurer’s margin: The reinsurer charges a margin over and above the ceded loss expectation, commission and brokerage fee (if any). The actual realized margin may of course, after actual realized
claims, be negative.
• Brokerage fee: A reinsurance broker charges a fee
for placing the reinsurance coverage and for any other
services performed on behalf of the cedant.
• Lost investment income: If the premium funds
(net of ceding commission) are paid to the reinsurer
(less brokerage fee), the cedant loses the use of those
funds. Some contracts incorporate a ‘funds withheld’
provision, in which part of the reinsurance premium
is withheld by the cedant. The cedant then pays
reinsurance losses out of the funds withheld until
they are exhausted, at which time payments are made
directly by the reinsurer.
• Additional cedant expenses: These are the cost of
negotiation, the cost of a financial analysis of the
reinsurer, accounting, and reporting costs, etc.
• Reciprocity: In some cases, in order to cede reinsurance, the cedant may be required to assume some
reinsurance from the reinsurer, in this case usually
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another primary company. If this reciprocal reinsurance assumption is unprofitable, the loss should be
considered as part of the cost of reinsurance.
Reinsurance, Functions and Values more fully
discusses costs.

Balancing Costs and Benefits
In balancing the costs and benefits of a reinsurance
cover or of a whole reinsurance program, the cedant
should consider more than just the direct costs versus the benefits of the loss coverage and reinsurance
functions discussed previously. A major consideration should be the reinsurer’s financial solidity: will
the reinsurer be able to quickly pay claims arising from a natural catastrophe; will the reinsurer be
around to pay late-settled casualty claims many years
from now? Also important is the reinsurer’s reputation: does the reinsurer pay reasonably presented
claims in a reasonable time? Another consideration
may be the reinsurer’s or broker’s services, including
perhaps advice and assistance regarding underwriting,
marketing, pricing, loss prevention, claims handling,
reserving, actuarial, investment, and personnel. When
balancing costs and benefits, the cedant should also
consider the cost of raising additional capital as an
alternative to reinsurance.
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RESTIN
RESTIN is an informal association of actuaries who
meet every year to discuss the practical application
of actuarial ideas and techniques, primarily in the
field of non-life reinsurance and also venturing occasionally into wider actuarial fields. Membership is by
invitation.
RESTIN had its origin in meetings organized in
1974 in the Swiss village of Vico Morcote by Gunnar
Benktander, who was already well known for his
important contributions to actuarial ideas and their
application to reinsurance. I was one of the three
attending the first meeting in February. At the second
meeting in autumn, with discussions structured by
Hilary Seal, we decided to establish a group of
actuaries, who would meet regularly and informally
to exchange views on the ways in which actuarial
thinking could help in the conduct of reinsurance.
To encourage both effective discussion during the
meetings and the circulation of ideas and information
between the meetings, we decided to restrict the
number of participants. The name RESTIN, adopted
a few years later, conveyed not only the flavor of
ASTIN in a reinsurance context but also the laid-back
informality of the proceedings.
In 1979, Peter Johnson entered the group, and is
since then acting as General Secretary.
In the 1960s and 1970s, there was a widespread
feeling among actuaries that there was a gulf between
the current theoretical ideas and the ways in which
the business was being handled in practice. A drastic example was the lack of understanding among
practitioners of how and to what extent inflation

should be dealt with in nonproportional rating and
underwriting (see Nonproportional Reinsurance).
In RESTIN, actuaries engaged in the practical business of reinsurance could meet and stimulate one
another in finding ways to bridge that gulf. To a large
extent, practitioners have since then been influenced
to replace bad theories with reliable methods based
on theoretical justification.
Another important task was to provide managers
and underwriters with quick practical tools or rules of
thumb, which were based on realistic but preferably
simple formulae and could be understood without too
much effort.
The founding members of RESTIN drew up an initial list of subjects to discuss. Among the first topics
were the rating of excess-of-loss treaties, the construction of treaties and the corresponding rating for
reinsurance of the largest claims (see Largest Claims
and ECOMOR Reinsurance), corporate planning,
and models for claim size distributions. In later years,
many subjects were added to the agenda. The thirtieth meeting, held in Ischia, Italy in May 2002, was
attended by 14 members for a program that included
such topics as capital allocation, claim reserves, solvency, catastrophic risks, and exposure rating.
Three former members who have since died are
Harald Bohman, Charlie Hachemeister, and Bob Alting von Geusau. It will come as no surprise to anyone
who knew them to learn that they all made significant contributions to the work of RESTIN and
provided abundant material from which we could try
to develop their ideas.
GIOVANNA FERRARA

Retention and
Reinsurance Programmes
Introduction
The main reason for an insurer to carry the reinsurance of most of its risks (by risk we mean a
policy, a set of policies, a portfolio or even the
corresponding total claims amount) is the protection
against losses that might create financial snags or
even insolvency. By means of reinsurance the insurance companies protect themselves against the risk
of large fluctuations in the underwriting result, thus
reducing the amount of capital needed to respond to
their liabilities. Of course, there are other reasons for
a company to perform reinsurance, for example, the
increase of underwriting capacity (due to the meeting of solvency requirements), incorrect assessment
of the risk, liquidity, and services provided by the
reinsurer.
There are several forms of reinsurance, the more
usual ones being quota-share reinsurance, the surplus treaty, excess-of-loss and stop loss. Another
kind of arrangement is the pool treaty (see Pooling
in Insurance), which, because of its characteristics,
does not come, strictly speaking, under the heading
‘forms of reinsurance’. Yet, one should make a reference to Borch’s work on the subject, that in a series
of articles [5, 6, 9, 11] has characterized the set of
Pareto optimal solutions in a group of insurers forming a pool to improve the situation vis-a-vis of the
risk. Borch proved that when the risks of the members of the pool are independent and when the utility
functions (see Utility Theory) are all exponential,
quadratic, or logarithmic the Pareto optimal contracts
become quota contracts.
When outlining a reinsurance scheme for a line of
business, an insurer will normally resort to several
forms of reinsurance. Indeed, there is no ideal type
of reinsurance applicable to all the cases. Each kind
of reinsurance offers protection against only certain
factors that have an effect on the claim distribution. For example, the excess-of-loss and the surplus
forms offer protection against big losses involving
individual risks. Yet, the former offers no protection at all against fluctuations of small to medium
amounts and the latter offers but little protection. For
any line of business, the insurer should identify all

the important loss potentials to seek a suitable reinsurance program. With a given reinsurance program
the annual gross risk, S, is split into two parts: the
retained risk, Y , also called retention and the ceded
risk, S − Y . The retention is the amount of the loss
that a company will pay. To be able to attain a certain
retention, the company incurs costs, which are the
premium loadings, defined by the difference between
the reinsurance premiums and the expected ceded
risks, associated to the several components of the
reinsurance program. Hence, in order to decide for a
given retention, a trade-off between the profitability
and safety will be the main issue.
As it was mentioned, a reinsurance program may
consist of more than one form of reinsurance. For
instance, in property insurance (see Property Insurance – Personal) it is common to start the reinsurance program by a facultative (see Reinsurance
Forms) proportional reinsurance arrangement (to
reduce the largest risks), followed by a surplus
treaty which homogenizes the remaining portfolio,
followed, possibly, by a quota-share (on the retention
of the surplus treaty) and followed, yet on a per risk
basis, by an excess-of-loss treaty (per risk WXL – per
risk Working excess-of-loss, see Working Covers).
As one event (such as a natural hazard) can affect
several policies at the same time, it is convenient
to protect the insurance company’s per risk retention
with a catastrophe excess-of-loss treaty (see Catastrophe Excess of Loss). Both the per risk and the
per event arrangements protect the company against
major losses and loss events. However, the accumulation of small losses can still have a considerable
impact on the retained reinsured business. Therefore,
an insurer might consider to include in his reinsurance
program a stop loss treaty or an aggregate XL (see
Stop-loss Reinsurance). Schmutz [39] provides a set
of rules of thumb for the calculation of the key figures
for each of the per risk reinsurance covers composing
a reinsurance program in property insurance.
Sometimes a company, when designing the
reinsurance program for its portfolios, arranges
an umbrella cover to protect itself against an
accumulation of retained losses under one or more
lines of insurance arising out of a single event,
including the losses under life policies.
Several questions arise when an insurer is deciding on the reinsurance of a portfolio of a given
line of business, namely which is the optimal form
of reinsurance? should a quota-share retention be
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protected by an excess-of-loss treaty? once the form
or forms of reinsurance are decided which are the
optimal retention levels? These kind of questions
have been considered in the actuarial literature for
many years.
Of course, the insurer and reinsurer may have conflicting interests, in the sense that in some situations,
both of them would fear the right tail of the claim
distributions (see [43]). Most of the articles on reinsurance deal with the problem from the viewpoint
of the direct insurer. They assume that the premium
calculation principle(s) used by the reinsurer(s) is
known, and attempt to calculate the optimal retention according to some criterion. In those articles, the
interests of the reinsurer(s) are protected through the
premium calculation principles used for each type of
treaty. There are however some articles that treat the
problem from both points of views, defining the set
of optimal treaties such that any other treaty is worse
for at least one of the parties (the direct insurer and
the reinsurer) as Pareto optimal. Martti Pesonen [38]
characterizes all Pareto optimal reinsurance forms as
being those where both Y and S − Y are nondecreasing functions of S.
We confine in this article to the problem from
the viewpoint of the cedent, and will divide the
results into two sections. The section that follows
concerns the results on optimal reinsurance, without limiting the arrangements to any particular form.
Under the last section, we analyze the determination of the retention levels under several criteria.
We start by just one form of reinsurance and proceed with the combination of a quota-share with a
nonproportional treaty (see Nonproportional Reinsurance). When we consider these combinations, we
shall study simultaneously the optimal form and the
optimal retention level.
The results summarized here are important from
the mathematical point of view and can help in
the designing of the reinsurance program. However,
with the fast development of computers, it is now
possible to model the entire portfolio of a company,
under what is known as DFA – Dynamic Financial
Analysis (see also [31, 35]), including the analysis
of the reinsurance program, modeling of catastrophic
events, dependences between random elements, and
the impact on the investment income. However, a
good understanding of uncertainties is crucial to the
usefulness of a DFA model, which shows that the
knowledge of the classical results that follow can be

of help to understand the figures that are obtained by
simulation in a DFA model.

The Optimal Form of Reinsurance
We will denote by a the quota-share retention level,
that is,
Y = aS =

N


aXi ,

(1)

i=1


(with 0i=1 = 0) where N denotes the annual number
of claims and Xi are the individual claim amounts,
which are supposed to be independent and identically
distributed random variables, independent of N .
The excess-of-loss and the stop loss retention levels, usually called retention limits, are both denoted
by M. The retention is for excess-of-loss reinsurance
(unlimited)
Y =

N


min(Xi , M),

(2)

i=1

and for stop loss reinsurance
Y = min(S, M).

(3)

Note that the stop loss contract assumed here is of
the form S − Y = (S − M)+ = max(S − M, 0), that
is, L = +∞ and c = 0 in the encyclopedia article
Stop loss.
In 1960, Borch [8] proved that stop loss minimizes
the variance of the retained risk for a fixed reinsurance risk premium. Similar results in favor of the
stop loss contract were developed later (see [29, 32,
33, 36, 37, 44]) under the pure premium assumption
or the premium calculated according to the expected
value principle (see Premium Principles).
A similar result in favor of the stop loss contract
was proved by Arrow [2], taking another approach to
optimal reinsurance: the expected utility criterion.
Hesselager [28] has proved that the stop loss contract is optimal based on the maximization of the
adjustment coefficient, again for a fixed reinsurance risk premium. Note that the maximization of
the adjustment coefficient is equivalent to the minimization of the upper bound of the probability of
ruin in discrete time and infinite horizon provided by
Lundberg inequality for the probability of ruin.
The behavior of the ruin probability as a function of
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the retentions is very similar to the behavior of the
adjustment coefficient, which makes it acceptable to
use Lundberg’s upper bound as an approximation to
the ultimate probability of ruin.
Recently, Gajek and Zadrodny [25], followed by
Kaluszka [30], have shown that the reinsurance arrangement that minimizes the variance of the retained
risk for a fixed reinsurance premium, when the loading of reinsurance premium used is based on the
expected value and/or on the variance of the reinsured risk, is of the form S − Y = (1 − r)(S − M)+ ,
with 0 ≤ r < 1, called in their articles change loss (it
is still a stop loss contract in the terminology of the
encyclopedia article Stop loss).
All these articles in favor of the stop loss contract are based on the assumption that the reinsurance
premium principle is calculated on S − Y , independently of the treaty, although Borch himself has
made, in [10], a number of negative remarks to his
result, namely at pages 293–295,
‘I do not consider this a particularly interesting
result. I pointed out at the time that there are two
parties to a reinsurance contract, and that an arrangement which is very attractive to one party, may be
quite unacceptable to the other.
...
Do we really expect a reinsurer to offer a stop loss
contract and a conventional quota treaty with the
same loading on the net premium? If the reinsurer
is worried about the variance in the portfolio he
accepts, he will prefer to sell the quota contract,
and we should expect him to demand a higher
compensation for the stop loss contract.’

About the same problem he writes [7], page 163:
‘In older forms of reinsurance, often referred as
proportional reinsurance, there is no real problem
involved in determining the correct safety loading of
premiums. It seems natural, in fact almost obvious,
that the reinsurance should take place on original
terms, and that any departure from this procedure
would need special justification.
...
In nonproportional reinsurance it is obviously not
possible to attach any meaning to “original terms”.
It is therefore necessary to find some other rule for
determining the safety loading.’

With respect to the same result Gerathewhol et al.
[26], page 393, say:
‘They presume either that the reinsurance premium
contains no safety loading at all or that the safety
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loading for all types of reinsurance is exactly equal,
in which case the “perfect” type of reinsurance for
the direct insurer would be stop loss reinsurance.
This assumption, however, is unrealistic, since the
safety loading charged for the nonproportional reinsurance cover is usually higher, in relative terms,
than it is for proportional reinsurance.’

There are other results in favor of other kinds of
reinsurance. Beard et al. [3] proved that the quotashare type is the most economical way to reach a
given value for the variance of the retained risk if
the reinsurer calculates the premium in such a way
that the loading increases according to the variance
of the ceded risk.
Gerber [27] has proved that of all the kinds of
reinsurance of which the ceded part is a function
of the individual claims, the excess-of-loss treaty is
optimal, in the sense that it maximizes the adjustment
coefficient, when the reinsurer premium calculation
principle used is the expected value principle and
the loading coefficient is chosen independently of the
kind of reinsurance.
Still under the same assumption on the reinsurance premium, if one only takes reinsurance schemes
based on the individual claims, excess-of-loss will be
optimal if the criterion chosen is the maximization of
the expected utility (see [12]).
In [25, 30], when the reinsurance scheme is confined to reinsurance based on the individual claims X,
the authors show that the optimal form is such that
the company cedes (1 − r)(X − M)+ of each claim.
Such results, which are significant in mathematical
terms, are nevertheless of little practical meaning,
since they are grounded upon hypotheses not always
satisfied in practice. Indeed, the loadings used on
the nonproportional forms of reinsurance are often
much higher than those of the proportional forms.
The reinsurance premium for the latter is assessed in
original terms (proportion of the premium charged by
the insurer), but this is not the case in the former ones.
In rather skew forms of reinsurance, such as stop loss
and CAT-XL, the reinsurer will often charge a loading
that may amount to several times the pure premium,
which is sometimes of an irrelevant amount.

The Optimal Retention Level
Most of the authors try to tackle the issue of the
assessment of the retention level, once the form of
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reinsurance is agreed upon. We will now summarize
some of the theoretical results concerning the determination of the optimal retention when a specific
scheme is considered for the reinsurance of a risk
(usually a portfolio of a given line of business).

Results Based on Moments
Results Based on the Probability of a Loss in One
Year. For an excess-of-loss reinsurance arrangement Beard et al. [4], page 146, state the retention
problem as the ascertainment of the maximum value
of M in such a way that it is granted, with probability
1 − , that the retained risk will not consume the initial reserve U during the period under consideration
(which is usually one year). For the effect they have
used the normal power approximation (see Approximating the Aggregate Claims Distribution), transforming the problem in a moment’s problem. An
alternative reference to this problem is Chapter 6
of [23]. They also provide some rules of thumb for
the minimum value of M.
In the example given by them, with the data
used through their book, the initial reserve needed
to achieve a given probability 1 −  is an increasing
function with the retention limit. However, this function is not always increasing. Still using the normal
power approximation and under some fair assumptions (see [18]), it was shown that it has a minimum,
which rends feasible the formulation of the problem
as the determination of the retention limit to minimize
the initial reserve that will give a one year ruin probability of at most . In the same article, it has been
shown that, if we apply the normal approximation to
the retained risk, Y = Y (M), the reserve, U (M), as
a function of the retention limit M, with M > 0, has
a global minimum if and only if
√
α>z

Var[N ]
,
E[N ]

(4)

where α is the loading coefficient on the excess-ofloss reinsurance premium (assumed to be calculated
according to the expected value principle), Var[N ]
is the variance of the number of claims, E[N ] is its
expected value and z = −1 (1 − ), where  stands
for the distribution function of a standard normal
distribution (see Continuous Parametric Distributions). The minimum is attained at the point M ∗ ,

where M ∗ is the unique solution to the equation

σY (M)
Var[N ] − E[N ] M
(1 − G(x)) dx
M=
α−
z
E[N ]
0
(5)
where σY (M) is the standard deviation of the
retained aggregate claims and G(·) is the individual
claims distribution. Note that in the Poisson case
(see Discrete Parametric Distributions), Var[N ] =
E[N ] and (5) is equivalent to M = ασY (M) /z.
See [18] for the conditions obtained when the
normal power is used instead of the normal
approximation. Note that although the use of the
normal approximation is questionable, because when
M increases the distribution of Y becomes skewer
and skewer, the optimal value given by (5) does not
differ much from the corresponding value obtained
when the approximation used is the normal power.
Results for Combinations of Two Treaties. Lemaire et al. [34], have proved that if the insurer can
choose from a pure quota-share treaty, a pure nonproportional treaty, excess-of-loss or stop loss, or a
combination of both and if the total reinsurance loading is a decreasing function with the retention levels,
then the pure nonproportional treaty minimizes the
coefficient of variation and the skewness coefficient
for a given loading. In the proof for the combination of quota-share with excess-of-loss, they have
assumed that the aggregate claims amount follows a
compound Poisson distribution (see Compound Distributions).
In an attempt to tackle the problems related to
the optimal form and the optimal retention simultaneously, in the wake of Lemaire et al. [34], Centeno [14, 15] studied several risk measures, such
as the coefficient of variation, the skewness coefficient and the variance of the retained risk for the
quota-share and the excess-of-loss or stop loss combination (of which the pure treaties are particular cases),
assuming that the premium calculation principles are
dependent on the type of treaty.
Let P be the annual gross (of reinsurance and
expenses) premium with respect to the risk S under
consideration. Let the direct insurer’s expenses be
a fraction f of P . By a combination of quotashare with a nonproportional treaty (either excessof-loss or stop loss) we mean a quota-share, with
the premium calculated on original terms with a
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commission payment at rate c, topped by an unlimited
nonproportional treaty with a deterministic premium
given by Q(a, M). Hence, the retained risk Y can be
regarded as a function of a and M and we denote it
Y (a, M), with
Y (a, M) =

N


min(aXi , M)

(6)

i=1

and the total reinsurance premium is
V (a, M) = (1 − c)(1 − a)P + Q(a, M).

(7)

Note that the stop loss treaty can, from the mathematical point of view be considered an excess-of-loss
treaty by assuming that N is a degenerate random
variable.
The insurer’s net profit at the end of the year is
W (a, M) with
W (a, M) = (1 − f )P − V (a, M) − Y (a, M).

(8)

Note also that Y (a, M) = aY (1, M/a), which implies
that the coefficient of variation and the skewness
coefficient of the retained risk, CV [Y (a, M)] and
γ [Y (a, M)] respectively, will depend on a and M
only through M/a. Using this fact, it was first shown,
under very fair assumptions on the moments of the
claim number distribution (fulfilled by the Poisson,
binomial, negative binomial, and degenerate random
variable (see Discrete Parametric Distributions)),
that both the coefficient of variation and the skewness
coefficient of the retained risk, are strictly increasing
functions of M/a, which implies that the minimization of the coefficient of variation is equivalent to the
minimization of the skewness coefficient and equivalent to minimizing M/a. These functions were then
minimized under a constraint on the expected net
profit, namely
E[W (a, M)] ≥ B,

(9)

with B a constant.
Assuming that (1 − c)P − E[S] > 0, that B >
(c − f )P and that B < (1 − f )P − E[S], the main
result is that the optimal solution is a pure nonproportional treaty (with M given by the only solution
to E[W (1, M)] = B) if the nonproportional reinsurance premium is calculated according to the expected
value principle or the standard deviation principle
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(see Premium Principles), but this does not need
to be the case if the nonproportional reinsurance
premium is calculated according to the variance
principle (see Premium Principles). In this case,

the solution is given by the only point (
a , M),
satisfying





2[(f − c)P + B]
,1
.
[(1 − c)P − E[S]]

E[W (â, M̂)] = B
â = min

(10)

Note that the main difference between this result and
the result obtained in [34] is that by calculating the
premiums of the proportional and nonproportional
treaties separately, the isocost curves (set of points
(a, M) defined by having a constant loading, or which
is the same originating the same expected profit) are
not necessarily decreasing.
The problem of minimizing the variance of the
retained risk with a constraint of type (9) on the
expected profit was also considered in [15]. The problem is however, from the mathematical point of view,
a more difficult one than the problems considered
first. The reason is that the variance of Y (a, M)
is not a convex function (not even quasi-convex)
of the retention levels a and M. By considering
that the excess-of-loss reinsurance premium is calculated according to the expected value principle, and
assuming that Var[N ] ≥ E[N ] (not fulfilled by the
degenerate random variable) the problem was solved.
The solution is never a pure quota-share treaty. It is
either a combination of quota-share with excess-ofloss or a pure excess-of-loss treaty, depending on the
loadings of both premiums. If quota-share is, in the
obvious sense, at least as expensive as excess-of-loss,
that is, if
(1 − c)P ≥ (1 + α)E[S],

(11)

then, quota-share should not make part of the reinsurance arrangement.
Note that assuming that the quota-share treaty is
based on the original terms with a commission, could,
from the mathematical point of view, be considered
that it is calculated according to the expected value
principle or the standard deviation principle (both are
proportional to 1 − a).
In a recent article, Verlaak and Beirlant [45] study
combinations of two treaties, namely, excess-of-loss
(or stop loss) after quota-share, quota-share after

6

Retention and Reinsurance Programmes

excess-of-loss (or stop loss), surplus after quotashare, quota-share after surplus and excess-of-loss
after surplus. The criterion chosen was the maximization of the expected profit with a constraint
on the variance of the retained risk. The criterion
is equivalent, in relative terms, to the one considered in [15] (minimization of the variance with
a constraint on the expected profit). They have
assumed that the premium calculation principle is the
expected value principle and that the loading coefficient varies per type of protection. They provide the
first order conditions for the solution of each problem. It is to emphasize that the surplus treaty is for
the first time formalized in the literature on optimal
reinsurance.

Results Based on the Adjustment Coefficient or the
Probability of Ruin
Waters [47], studied the behavior of the adjustment
coefficient as a function of the retention level either
for quota-share reinsurance or for excess-of-loss reinsurance.
Let θ be the retention level (θ is a for the
proportional arrangement and M for the nonproportional). Let Y (θ) be the retained aggregate annual
 the
claims, V (θ) the reinsurance premium, and P
annual gross premium, net of reinsurance, but liquid
of expenses. Assuming that the moment generating
function of the aggregate claims distribution exists
and that the results from different years are independent and identically distributed, the adjustment
coefficient of the retained claims is defined as the
unique positive root, R = R(θ), of
P −V (θ))
= 1.
E eRY (θ)−R(

(12)

For the proportional treaty and under quite fair
assumptions for the reinsurance premium, he showed
that the adjustment coefficient is a unimodal function of the retention level a, 0 < a ≤ 1, attaining its
maximum value at a = 1 if and only if
lim

a→1

dV (a) R(1)
e P + E[SeR(1)S ] ≤ 0.
da

(13)

He also proved that a < 1 when the premium calculation principle is the variance principle or the
exponential principle.
For the excess-of-loss treaty, and assuming that
the aggregate claims are compound Poisson with

individual claim amount distribution G(·), he proved
that if the function
q(M) = (1 − G(M))−1

dV (M)
dM

(14)

is increasing with M then R(M) is unimodal with the
retention limit M. If V (M) is calculated according to
the expected value principle with loading coefficient
α, then the optimal retention is attained at the unique
point M satisfying
M = R −1 ln(1 + α),

(15)

where R is the adjustment coefficient of the retained
risk, that is, the optimal M is the only positive root of
 ∞
 − λ(1 + α)
P
(1 − G(x)) dx

−λ

M
M

exM

−1

ln(1+α)

(1 − G(x)) dx = 0.

(16)

0

The finite time ruin probability or its respective upper
bound are used in [19, 21, 42].
For a combination of quota-share with an excessof-loss treaty, confining to the case when the excessof-loss premium is calculated by the expected value
principle with loading coefficient α, Centeno [16,
20], has proved that the adjustment coefficient of the
retained risk is a unimodal function of the retentions
and that it is maximized either by a pure excessof-loss treaty or a combination of quota-share with
excess-of-loss but never by a pure quota-share treaty.
If (11) holds, that is, if excess-of-loss is in the obvious
sense cheaper than quota-share, then the optimal
solution is a pure excess-of-loss treaty. See [16, 20]
for details on the optimal solution for the general
case.

The Relative Risk Retention
Although all the results presented before concern only
one risk (most of the times, a portfolio in a certain line of business), the first problem that arises
in methodological terms is to decide whether reinsurance is to be carried independently for each risk
or if the reinsurance set of programs of an insurance company should be considered as a whole.
Although it is proved in [17], that the insurer maximizes the expected utility of wealth of n independent
risks, for an exponential utility function, only if the
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expected utility for each risk is maximized, such a
result is not valid in a general way; this is particularly true in the case of a quadratic or logarithmic
utility function, and so the primary issue remains
relevant.
It was de Finetti [24] who first studied the problem of reinsurance when various risks are under
consideration. He took into account the existence of
n independent risks and a quota-share reinsurance for
each one of them and he solved the problem of the
retention assessment using the criterion of minimizing the variance of the retained risk within the set
of solutions for which the retained expected profit is
a constant B. Let Pi be the gross premium (before
expenses and reinsurance) associated to risk Si and
ci the commission rate used in the quota-share treaty
with retention ai , 0 ≤ ai ≤ 1, i = 1, 2, . . . , n. Let
(1 − ci )Pi > E[Si ], that is, the reinsurance loading
is positive. The solution is

[(1 − ci )Pi − E[Si ]]
ai = min µ
,1 ,
Var[Si ]
i = 1, 2, . . . , n

(17)

The value of µ depends on the value chosen for B,
that is, depends on the total loading that a company
is willing to pay for the reinsurance arrangements.
For the choice of B, he suggested to limit the ruin
probability to a value considered acceptable by the
insurance company. A similar result is obtained by
Schnieper [41] by maximizing the coefficient of variation of the retained profit (called in the cited paper
net underwriting risk return ratio).
The relation between the retentions ai , i = 1, . . . n,
is called the relative retention problem. The choice
of µ (or equivalently of B) is the absolute retention
problem. From (17) we can conclude that the retention for each risk should be directly proportional to
the loading on the treaty and inversely proportional
to the variance of the risk (unless it hits the barrier
ai = 1).
Bülhmann [13] used the same criterion for excessof-loss reinsurance. When Si is compound-distributed
with claim numbers Ni and individual claims distribution Gi (·), the loading is a proportion αi of the
expected ceded risk, the retention limits should satisfy

Var[Ni ] − E[Ni ] Mi
(1 − Gi (x)) dx.
Mi = µαi −
E[Ni ]
0
(18)
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Note that when each Ni , i = 1, . . . , n, is Poisson
distributed (Var[Ni ] = E[Ni ]) the reinsurance limits
should be proportional to the loading coefficients αi .
See also [40] for a more practical point of view on
this subject.
The problem can be formulated in a different way,
considering the same assumptions. Suppose that one
wishes to calculate the retention limits to minimize
the initial reserve, U (M), M = (M1 , . . . , Mn ), that
will give a one year ruin probability of at most .
Using the normal approximation and letting z be
defined by (z) = 1 −  one gets that the solution is
Mi =

σY (M)
z

×

αi −

Mi

Var[Ni ] − E[Ni ]
E[Ni ]

(1 − Gi (x)) dx.

(19)

0

which are equivalent to (18) with
µ=

σY (M)
z

.

Note that (19) generalizes (5) for several risks.
Hence the principle of determining retentions, usually stated as minimum variance principle, or meanvariance criterion, provides the retentions in such a
way that the initial reserve necessary to assure with
the given probability that it is not absorbed during the
period under consideration is reduced to a minimum
(using the normal approximation).
Waters [46] solved, for the compound Poisson
case, the problem of determining the retention limits
of n excess-of-loss treaties in such a way as to maximize the adjustment coefficient, the very same criterion being adopted by Andreadakis and Waters [1] for
n quota-share treaties. Centeno and Simões [22] dealt
with the same problem for mixtures of quota-share
and excess-of-loss reinsurance. They proved in these
articles that the adjustment coefficient is unimodal
with the retentions and that the optimal excess-of-loss
reinsurance limits are of the form
Mi =

1
ln(1 + αi ),
R

(20)

where R is the adjustment coefficient of the retained
risk. Again the excess-of-loss retention is increasing
with the loading coefficient, now with ln(1 + αi ).
All these articles assume independence of
the risks. de Finetti [24] discusses the effect of
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correlation. Schnieper [41] deals with correlated risks
also for quota treaties.

[20]

[21]
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optimal de réassurance, ASTIN Bulletin 7, 165–180.
Lemaire, J., Reinhard, J.M. & Vincke, P. (1981). A
new approach to reinsurance: multicriteria analysis, The
Prize-Winning Papers in the 1981 Boleslow Monic
Competition.
Lowe, S.P. & Stanard, J.N. (1997). An integrated
dynamic financial analysis and decision support system
for a property catastrophe reinsurer, ASTIN Bulletin 27,
339–371.
Ohlin, J. (1969). On a class of measures of dispersion
with application to optimal reinsurance, ASTIN Bulletin
5, 249–266.
Pesonen, E. (1967). On optimal properties of the stop
loss reinsurance, ASTIN Bulletin 4, 175–176.
Pesonen, M. (1984). Optimal reinsurances, Scandinavian
Actuarial Journal 65–90.

Retention and Reinsurance Programmes
[39]

Schmutz, M. (1999). Designing Property Reinsurance
Programmes – the Pragmatic Approach, Swiss Re Publishing, Switzerland.
[40] Schmitter, H. (2001). Setting Optimal Reinsurance
Retentions, Swiss Re Publishing, Switzerland.
[41] Schnieper, R. (2000). Portfolio optimization, ASTIN
Bulletin 30, 195–248.
[42] Steenackers, A. & Goovaerts, M.J. (1992). Optimal reinsurance from the viewpoint of the cedent, in Proceedings
I.C.A., Montreal, pp. 271–299.
[43] Sundt, B. (1999). An Introduction to Non-Life Insurance
Mathematics, 4th Edition, Verlag Versicherungswirtschaft, Karlsruhe.
[44] Vajda, S. (1962). Minimum variance reinsurance, ASTIN
Bulletin 2, 257–260.

[45]

9

Verlaak, R. & Berlaint, J. (2002). Optimal reinsurance programs – an optimal combination of several
reinsurance protections on a heterogeneous insurance
portfolio, in 6th International Congress on Insurance:
Mathematics and Economics, Lisbon.
[46] Waters, H. (1979). Excess of loss reinsurance limits,
Scandinavian Actuarial Journal 37–43.
[47] Waters, H. (1983). Some mathematical aspects of
reinsurance, Insurance: Mathematics and Economics 2,
17–26.

MARIA

DE

LOURDES CENTENO

Risk Management: An
Interdisciplinary
Framework
Introduction
Risk results from the direct and indirect adverse consequences of outcomes and events that were not
accounted for or that we were ill-prepared for, and
concerns their effects on individuals, firms, or the
society at large. It can result from many reasons, both
internally induced or occurring externally. In the former case, consequences are the result of failures or
misjudgments while in the latter, consequences are
the results of uncontrollable events or events we cannot prevent. A definition of risk involves as a result of
four factors (1) consequences, (2) their probabilities
and their distribution, (3) individual preferences, and
(4) collective and sharing effects. These are relevant
to a broad number of fields as well, each providing
a different approach to the measurement, the valuation, and the management of risk, which is motivated
by psychological needs and the need to deal with
problems that result from uncertainty and the adverse
consequences they may induce [106].
For these reasons, the problems of risk management are applicable to many fields spanning insurance and actuarial science, economics and finance,
marketing, engineering, health, environmental and
industrial management, and other fields where uncertainty primes. Financial economics, for example,
deals extensively with hedging problems in order
to reduce the risk of a particular portfolio through
a trade or a series of trades, or contractual agreements reached to share and induce risk minimization
by the parties involved [5, 27, 73]. Risk management, in this special context, consists then in using
financial instruments to negate the effects of risk.
By judicious use of options, contracts, swaps, insurance, an investment portfolio, and so on, risks can be
brought to bearable economic costs. These tools are
not costless and therefore, risk management requires a
careful balancing of the numerous factors that affect
risk, the costs of applying these tools, and a specification of tolerable risk [20, 25, 31, 57, 59, 74,
110]. For example, options require that a premium
be paid to limit the size of losses just as the insureds
are required to pay a premium to buy an insurance

contract to protect them in case of unforeseen accidents, theft, diseases, unemployment, fire, and so on.
By the same token, value-at-risk [6–8, 11, 61, 86]
is based on a quantile risk measurement providing
an estimate of risk exposure [12, 51, 105, 106]. Each
discipline devises the tools it can apply to minimize
the more important risks it is subjected to. A recent
survey of the Casualty Actuarial Society [28], for
example, using an extensive survey of actuarial scientists and practitioners, suggested a broad definition
of Enterprise Risk Management (ERM) as ‘the process by which organizations in all industries assess,
control, exploit, finance and monitor risks from all
sources for the purposes of increasing the organization’s short and long term value to its stakeholders’.
A large number of references on ERM is also provided in this report including books such as [32, 38,
42, 54, 113] and over 180 papers. Further, a number of books focused on risk management have also
appeared recently, emphasizing the growing theoretical and practical importance of this field [2, 23, 30,
34, 35, 42, 74, 95, 108].
Engineers and industrial managers design processes for reliability, safety, and robustness. They
do so to reduce failure probabilities and apply robust
design techniques to reduce the processes’ sensitivity to external and uncontrollable events. In other
words, they attempt to render process performance
oblivious to events that are undesirable and so can
become oblivious to their worst consequences [9, 24,
39, 79, 98]; see [26, 39, 40, 75, 109] for applications
in insurance.
Similarly, marketing has long recognized the uncertainty associated with consumer choices and behavior, and sales in response to the marketing mix.
For these reasons, marketing also is intently concerned with risk minimization, conducting market
research studies to provide the information required
to compete and to meet changing tastes. Although the
lion’s share of marketing’s handling of uncertainty
has been via data analysis, significant attempts have
been made at formulating models of brand-choice,
forecasting models for the sale of new products and
the effects of the marketing mix on a firm’s sales and
performance, for the purpose of managing the risk
encountered by marketers [43, 76–78, 90, 100–102].
The definition of risk, risk measurement, and
risk management are closely related, one feeding
the other to determine the proper optimal levels
of risk. Economists and decision scientists have
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attracted special attention to these problems, some of
which were also rewarded for their efforts by Nobel
prizes [3–5, 14–17, 21, 22, 52, 53, 60, 68–70, 82,
97]. In this process, a number of tools are used based
on the following:
•
•
•

Ex-ante risk management
Ex-post risk management and
Robustness

Ex-ante risk management involves ‘before the
fact’ application of various tools such as preventive
controls; preventive actions; information-seeking, statistical analysis, and forecasting; design for reliability; insurance and financial risk management, and
so on.
‘After the fact’ or ex-post risk management
involves, by contrast, control audits and the design of
flexible-reactive schemes that can deal with problems
once they have occurred in order to limit their
consequences. Option contracts, for example, are
used to mitigate the effects of adverse movements in
stock prices. With call options, in particular, the buyer
of the option limits the downside risk to the option
price alone while profits from price movements above
the strike price are unlimited.
Robust design, unlike ex-ante and ex-post risk
management, seeks to reduce risk by rendering a
process insensitive (i.e. robust) to its adverse consequences. Thus, risk management desirably alters
the outcomes a system may reach and compute their
probabilities. Or, risk management can reduce their
negative consequences to planned or economically
tolerable levels.
There are many ways to reach this goal; each
discipline devises the tools it can apply. For example,
insurance firms use reinsurance to share the risks of
insured; financial managers use derivative products to
contain unsustainable risks; engineers and industrial
managers apply reliability design and quality control
techniques and TQM (Total Quality Management)
approaches to reduce the costs of poorly produced
and poorly delivered products; and so on. See [41,
45, 49, 63, 64, 104] for quality management and [2,
13, 14, 33, 36, 50, 71, 91, 92, 109, 111] for insurance
and finance. Examples of these approaches in risk
management in these and other fields abound.
Controls, such as audits, statistical quality, and
process controls, are applied ex-ante and ex-post.
They are exercised in a number of ways in order

to rectify processes and decisions taken after nonconforming events have been detected and specific
problems have occurred. Auditing a trader, controlling a product or a portfolio performance over time,
and so on, are simple examples of controls. Techniques for performing such controls optimally, once
objectives and processes have been specified, have
been initiated by Shewart [94].
Reliability efficiency and design through technological innovation and optimization of systems provide an active approach to risk management. For
example, building a new six-lane highway can be
used to reduce the probability of accidents. Environmental protection regulation and legal procedures
have, in fact, had a technological impact by requiring firms to change the way in which they convert
inputs into outputs (through technological processes,
investments, and process design), by considering as
well, the treatment of refuse. Further, pollution permits have induced companies to reduce their pollution
emissions and sell excess pollution to less efficient
firms (even across national boundaries). References
on reliability, network design, technological, safety,
and so on can be found in [9, 26, 66, 80, 88, 93, 99,
103, 104].
Forecasting, Information, and their Sharing and
Distribution are also essential ingredients of risk
management. Forecasting the weather, learning
insured behavior, forecasting stock prices, sharing
insurance coverage through reinsurance and coparticipation, and so on are all essential means to
manage risk. Banks learn everyday how to price and
manage risk better, yet they are still acutely aware
of their limits when dealing with complex portfolios
of structured products. Further, most nonlinear risk
measurement, analysis, and forecasts, are still ‘terra
incognita’. Asymmetries in information between
insureds and insurers, between buyers and sellers,
between investors and hedge fund managers, and so
on, create a wide range of opportunities and problems
that provide a great challenge to risk managers
because they are difficult to value and because it
is difficult to predict the risks they imply. These
problems are assuming an added importance in an
age of Internet access for all and an age of ‘global
information accessibility’. Do insurance and credit
card companies that attempt to reduce their risk
have access to your confidential files? Should they?
Is the information distribution now swiftly moving
in their favor? These issues are creating ‘market
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inefficiencies’ and therefore are creating opportunities
for some at the expense or risk for others.
Robustness as we saw earlier, expresses the
insensitivity of a process or a model to the randomness of parameters (or their misspecification).
The search for robust processes (processes that are
insensitive to risks) is an essential and increasingly
important approach to managing risk. It has led to
many approaches and techniques of optimization.
Techniques such as scenario optimization [39, 40],
regret and ex-post optimization, min–max objectives
and their likes [52, 60, 89], Taguchi experimental
designs [79], and so on seek to provide the mechanisms for the construction of robust systems. These
are important tools for risk management, augmenting
the useful life of a portfolio strategy, provide a better
guarantee that ‘what is intended will likely occur’,
even though, as reality unfolds over time, the working assumptions made when the model was initially
constructed turn out to be quite different [109].
Traditional decision problems presume that there
are homogenous decision makers with relevant information. In reality, decision makers may be heterogenous, exhibiting broadly varying preferences,
varied access to information and a varied ability to
analyze (forecast) and compute it. In this environment, risk management becomes extremely difficult.
For example, following the oligopoly theory, when
there are a few major traders, the apprehension of
each other’s trades induces an endogenous uncertainty, resulting from a mutual assessment of intentions, knowledge, know-how, and so on. A game may
set in based on an appreciation of strategic motivations and intentions. This may result in the temptation
to collude and resort to opportunistic behavior. In this
sense, risk minimization has both socio-psychological
and economic contexts that cannot be neglected [46,
47, 65, 67, 70, 72, 81, 112] (see [84, 85] for game
applications to quality control).

Risk Management Applications
Risk Management, Insurance and Actuarial
Science
Insurance is used to substitute payments now for
potential damages (reimbursed) later. The size of
such payments and the potential damages that may
occur with various probabilities lead to widely
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distributed market preferences and thereby to a
possible exchange between decision makers of
various preferences [10, 33, 44, 50, 82, 83]. Risk
is then managed by aggregating individual risks
and sharing the global (and variance reduced)
risks [21, 22]. Insurance firms have recognized the
opportunities of such differences and have, therefore,
capitalized on it by pooling highly variable risks and
redistributing them, thereby using the ‘willingness to
pay to avoid losses’ of insured. It is because of such
attitudes and broadly differing individual preferences
towards risk avoidance that markets for fire and
theft insurance, as well as sickness, unemployment,
accident insurance, and so on, have come to be
as lucrative as they are today. It is because of the
desire of persons or firms to avoid too great a loss
(even with small probabilities), which would have
to be borne alone, that markets for reinsurance (i.e.
subselling portions of insurance contracts) and mutual
protection insurance (based on the pooling of risks,
government support to certain activities) have also
come into being.
While finance and financial markets require risk
averters and risk takers to transfer risk from parties
to parties, insurance emphasizes a different (albeit
complementary) approach based on aggregation and
redistribution of risk. While it may not eliminate
risk globally, it may contribute to a greater ability
for individuals to deal, individually and collectively,
with risk and thus contribute to the pricing and optimization of risk distribution. In some cases, this risk
shifting is not preferable due to the effects of moral
hazard, adverse selection, and information asymmetry [1, 5, 55]. To compensate for these effects, a
number of actions are taken such as monitoring and
using incentive contracts to motivate and alter the
behavior of the parties to the contract so that they will
comply to the terms of the contract whether willingly
or not [1, 5, 56, 96].
While insurance is a passive form of risk management based on shifting risks (or equivalently,
to ‘passing the buck’ to some willing agent), loss
prevention is an active means of managing risks. It
consists in altering the probabilities and the states
of undesirable, damaging states. For example, driving carefully, locking one’s own home effectively,
installing a fire alarm for the plant, and so on are
all forms of loss prevention. Automobile insurance
rates, for example, tend to be linked to a person’s past
driving record, leading to the design of (incentive)
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bonus–malus insurance schemes. Certain clients
(or geographical areas) might be classified as ‘highrisk clients’, required to pay higher insurance fees.
Inequities in insurance rates will occur, however,
because of an imperfect knowledge of the probabilities of damages and because of the imperfect distribution of information between insureds and insurers [21, 22] that do not lead necessarily to risk minimization. Thus, situations may occur where large
fire insurance policies will be written for unprofitable plants leading to ‘overinsured’ and to lessened
motivations in engaging in loss prevention. Such outcomes, known as moral hazard, counter the basic
purposes of ‘fair’ insurance and risk minimization
and are thus the subject of careful scrutiny by insurance and risk managers [1, 5, 55].
Risk management in investment finance, by contrast, considers both the risks that investors are willing to sustain and their desire for larger returns,
‘pricing one at the expense of the other’. In this sense,
finance has gone one step further than other fields in
using the market to price the cost that an investor
is willing to sustain to prevent or cover the losses
he or she may incur. Derivative products provide a
typical example and are broadly used. There are currently many studies that recognize the importance of
financial markets for pricing insurance contracts.
Actuarial science is in effect one of the first
applications of risk management. Tetens [107] and
Barrois [10], as early as 1786 and 1834 respectively,
attempted to characterize the ‘risk’ of life annuities
and fire insurance so that they may be properly
covered. It is, however, due to Lundberg in 1909,
and to a group of Scandinavian actuaries [21, 33]
that we owe much of the current actuarial theories
of insurance risk. The insurance literature has mainly
concentrated on the definition of the rules to be
used in order to establish, in a just and efficient
manner, the terms of such a contract. In this vein,
premium principles, expected utility theory and
a wide range of operational rules worked out by
the actuarial and insurance profession have been
devised for the purpose of assessing risk and, in
particular, the probability of survival. This problem
is of course, extremely complex, with philosophical
and social undertones, seeking to reconcile individual
with collective risk, and through the use of the market
mechanism, concepts of fairness and equity.
Actuarial science, for example, has focused on
calculating the probability of the insurance firm’s

survivability, while risk management has focused
on selecting policies to assure that this is the
case. Given the valuation of the surplus, (such as
earning capacity, solvency, dividend distribution to
shareholders, etc.), the risk management decisions
reached by insurance firms may include among
others (1) The choice of investment assets. (2) A
learning mechanism assessing the various implicit
costs of uncertainty sustained by the firm risk
absorption approaches used by the firm, insofar as
portfolio, diversification strategies, derivatives, and
so on are followed. (3) Risk sharing approaches
such as indexed and linked premium formulas,
coinsurance, reinsurance approaches, and so on.
(4) Risk incentives applied to insured such as
bonus–malus.
Risk management models consist then in optimally
selecting a number or all of the policy parameters implied in managing the insurance firm and its
risk.

Finance and Risk Management
Finance, financial instruments, and financial risk
management, currently available through brokers,
mutual funds, financial institutions, commodity, stock
derivatives, and so on are motivated by three essential
reasons [29, 44, 45, 48, 106, 110].
•

•

•

To price the multiplicity of claims, accounting
for risks and dealing with the adverse effects
of uncertainty or risk (that can be completely
unpredictable, partly or wholly predictable).
To explain and account for investor’s behavior.
To counteract the effects of regulation and taxes
by firms and individual investors (who use a wide
variety of financial instruments to bypass regulations and increase the amount of money investors
can make while reducing the risk they sustain).
To provide a rational framework for individuals’
and firms’ decision-making and to suit investors’
needs in terms of the risks they are willing to
assume and pay for.

These instruments deal with the uncertainty and
the management of the risks they imply in many different ways [73]. Some instruments merely transfer
risk from one period to another [18, 19] and in this
sense they reckon with the time phasing of events.
One of the more important aspects of such instruments is to supply ‘immediacy’, that is, the ability not
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to wait for a payment for example. Other instruments
provide a ‘spatial diversification’ (in other words the
distribution of risks across independent investments)
and liquidity. By liquidity, we mean the cost of converting instantly, an asset into cash at a fair price.
This liquidity is affected both by the existence of a
market (in other words, buyers and sellers) as well as
the transactions costs associated with the conversion
of the asset into cash. As a result, some of the financial risks include (a) market-industry-specific risks
and (b) term structure – currency-liquidity risks [2].

Options, Derivatives, and Portfolio of Derivatives
Finance is about making money, or conversely not
losing it, thereby protecting investors from adverse
consequences. To do so, pricing (valuation), forecasting, speculating and risk reduction through fundamental and technical analysis, and trading (hedging) are essential activities of traders, bankers, and
investors alike. Derivative assets are assets whose
value is derived from some underlying asset about
which bets are made. Options are broadly used for
risk management and for speculating, singly or in
a combined manner to create desired risk profiles.
Financial engineering, for example, deals extensively with the construction of portfolios with risk
profiles desired by individual investors [57, 62, 110].
Options are traded on many trading floors and are
therefore defined in a standard manner. Nevertheless,
there are also ‘over the counter options’ that are
not traded in specific markets but are used in some
contracts to fit the needs of financial managers and
traders. Recently, options on real assets (which are
not traded) are used to value numerous contract
clauses between parties. For example, consider an
airline company that contracts the acquisition (or the
option to acquire) of a new (technology) plane at
some future time. The contract may involve a stream
or a lump sum payment to the contractor (Boeing or
Airbus) in exchange for the delivery of the plane at a
specified time. Since payments are often made prior
to the delivery of the plane, a number of clauses are
added in the contract to manage the risks sustained
by each of the parties if any of the parties were to
deviate from the stated terms of the contract (for
example, late deliveries, technological obsolescence,
etc.). Similarly, a manufacturer can enter into binding
bilateral agreements with a supplier by which agreed
(contracted) exchange terms are used as a substitute
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for the free market mechanism. This can involve
future contractual prices, delivery rates at specific
times (to reduce inventory holding costs [87]) and of
course, a set of clauses intended to protect each party
against possible failures by the other in fulfilling the
terms of the contract. Throughout the above cases,
the advantage resulting from negotiating a contract
is to reduce, for one or both parties, the uncertainty
concerning future exchange operating and financial
conditions. In this manner, the manufacturer will be
eager to secure long-term sources of supplies, and
their timely availability while, the investor, the buyer
of the options, would seek to avoid too large a loss
implied by the acquisition of a risky asset, currency
or commodity, and so on.
Since for each contract there, necessarily, must
be one (or many) buyer and one (or many) seller, the
price of the contract can be interpreted as the outcome
of a negotiation process in which both parties have an
inducement to enter into a contractual agreement. For
example, the buyer and the seller of an option can be
conceived of as involved in a two-person game, the
benefits of which for each of the players are deduced
from the risk transfer. Note that the utility of entering
into a contractual agreement is always positive exante for all parties; otherwise there would not be any
contractual agreement (unless such a contract would
be imposed on one of the parties!). When the number
of buyers and sellers of such contracts becomes
extremely large, transactions become impersonal and
it is the market price that defines the value of the
contract. Strategic behaviors tend to break down as
the group gets larger, and with many market players,
prices tend to become more efficient.
To apply these tools for risk management, it is
important to be aware of the many statistics that
abound and how to use the information in selecting
risk management policies that deal with questions
such as the following:
•

When to buy and sell (how long to hold on
to an option or to a financial asset). In other
words, what are the limits to buy–sell the stock
or the asset.

•

How to combine a portfolio of stocks, assets,
and options of various types and dates to obtain
desirable (and feasible) investment risk profiles.
In other words, how to structure an investment strategy.
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What the risks are and the profit potential that
complex derivative products imply (and not only
the price paid for them).
How to manage derivatives and trades productively.
How to use derivatives to improve the firm position.

The decision to buy (assuming a long contract)
and sell (assuming a short contract, meaning that the
contract is not necessarily owned by the investor) is
not only based on risk profiles however. Prospective
or expected changes in stock prices, in volatility, in
interest rates, and in related economic and financial markets (and statistics) are essential ingredients
applied to solve the basic questions of ‘what to do,
when, and where’.
In practice, options and derivative products (forward contracts, futures contracts, their combinations,
etc.) are also used for a broad set of purposes. These
purposes span hedging, risk management, incentives
for employees (serving often the dual purpose of an
incentive to perform and a substitute to cash outlays
in the form of salaries as we saw earlier), and constructing financial packages (in Mergers and Acquisitions, for example). Derivatives are also used to
manage commodity trades, foreign exchange transactions, and to manage interest risk (in bonds, in mortgage transactions etc.). The application of these financial products spans the simple ‘buy–sell’ decisions
and complex trading strategies over multiple products, multiple markets, and multiple periods of time.

Spare Parts, Inventory Policies, and Logistic Risk
Management
Modern spare parts inventory management emphasizes: (1) availability of parts when they are needed,
(2) responsiveness to demands which may not
be known, and (3) economics and Cost/Efficiency
criteria.
These problems are in general difficult, since these
goals are sometimes contradictory. This is particularly the case when there are many parts distributed
over many places and their needs may be interdependent (correlated) and nonstationary. In other
words, the demand for each part may be correlated
with other parts and in some cases exhibit extremely
large variance. As a result, industrial and logistic
risk management procedures are designed to augment

the availability of parts and design robust policies
that are insensitive to unpredictable shifts in demand.
Risk management policies may imply organizing the
supply chain, managing deliveries effectively, better forecasting methods, and appropriate distributions describing parts usage, life, and reliabilities. In
addition, emergency ‘preparedness’ and needs, large
demand variability, supply constraints – in particular,
regarding substantial supply delays (and uncertainty
in supply delays), a large mix of equipment (that
requires a broad range of spare parts), repair policies and depots, and maintenance and replacement
policies may be some of the factors to reckon with in
designing a logistic risk-management policy seeking
to save money.
Because of the complexity of the problems at
hand, risk management is decomposed into specific
and tractable subproblems, for example, designing a
maintenance policy, a replacement policy, reliability,
and the design of parallel systems, parts to augment
system reliability, a quality and statistical control policy, a quality assurance policy, management policies
for (logistic) cycle time reduction, sharing and contingent measures for special situations, and so on. Practically, systems integration through simulation and the
development of reliability support and software are
also brought to bear in the management of risks in
logistics and spare parts management [37, 80].
By the same token, buffer stocks are needed to
manage risks associated to demands that are not met,
to build the capacity to meet demands, to smooth
productions processes, presumed by a desire to save
money or reduce risks, that is, reduce the costs associated with adverse consequences. Stocks or inventory
policies, when they are properly applied, can increase
efficiency and reduce industrial and logistic risks.
However, stocks also cost money! In a factory, in a
hospital, in a warehouse and elsewhere, one should,
therefore, seek to balance the costs associated with
these stocks together with the benefits of having sufficient, or insufficient, stocks on hand when they are
needed. The inventory risk-management policy can
be summarized by ‘how much’, and ‘how often’ to
order or produce a given product. Early developments in inventory model building were made during
the First World War. Since then, an extremely large
number of models have been constructed and solved.
This is due, probably, to the fact that managers in
business, in government, in hospitals, in the military

Risk Management: An Interdisciplinary Framework
and so on, have recognized the great importance of
managing stocks.
There are many reasons for using stock of inventory even though they can be costly. First, there might
be some uncertainty regarding future demands and
thus, if we find ourselves understocked, the costs
of being caught short (for example, losing a customer, being insufficiently equipped under attack or
the opportunity profit) will justify carrying stocks.
Stocks, thus act as a hedge against demand uncertainty and future needs. Alternatively, stocks are used
as a buffer between, say production and the requirement for production output. For this reason, production plans established on the basis of capacities,
manpower, resources, and other constraints are facilitated by the use of stocks. To facilitate these plans
and ensure smooth production programs, warehouses
are built and money is invested to maintain goods
and materials in storage (either/or or both finished
goods and in process materials), just to meet possible contingencies. These holding costs may, in some
cases, improve the efficiency of production plans by
reduced variability in these plans, built with a greater
ability to meet unforeseen demands (and thereby
induce substantial savings). Some of the direct and
indirect adverse effects of inventories include, for
example, loss of profits and goodwill, interruption
in the smooth flow of materials in a production process, delay in repair (in case there are no spare parts
stock), and so on.

Reliability and Risk Management
A process that operates as expected is reliable. Technically, reliability is defined by the probability that a
process fulfills its function, without breakdown over
a given period of time. As a result, reliability is a
concept that expresses the propensity of a process
to behave as expected over time. Reliability analysis requires that we define and appreciate a process
and its operating conditions. We are to define relevant events such as a claim by an insured, a machine
breaking down, and so on, and examine the statistical properties of the events and the occurrences of
such events over time. Other quantities such as the
residual lifetime and the MTBF (Mean Time Between
Failures) are used by industrial managers and engineers and are essentially calculated in terms of the
reliability function. Thus, risk management in industrial and engineering management is often equated
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to reliability design, maximizing reliability subject
to cost constraints, and vice versa, minimizing system costs subject to reliability constraints. In contrast,
techniques such as TQM [58, 104] and their variants
are risk prevention concepts based on the premise
that risks do not depend only on tangible investments in machines, processes or facilities, but they
depend also on intangibles, such as the integration
and the management of resources, the corporate and
cultural environment, personnel motivation, and so
on. TQM focuses on a firm’s function as a whole
and develops a new ‘intentionality’ based on the following premises: Reduce the complexity of systems
through simplification and increased manageability;
be market oriented; be people oriented by increasing awareness through participation, innovation, and
adaptation to problems when they occur. In practice, TQM can mean something else to various firms
but in its ultimate setting it seeks to manage risks
by prevention.

Conclusion
Risk management is multifaceted. It is based on
both theory and practice. It is conceptual and technical, blending behavioral psychology, financial economics and decision-making under uncertainty into
a coherent whole that justifies the selection of risky
choices. Its applications are also broadly distributed
across many areas and fields of interest. The examples treated here have focused on both finance and
insurance and on a few problems in industrial management. We have noted that the management of
risks is both active and reactive, requiring, on the
one hand, that actions be taken to improve a valuable process (of an investment portfolio, an insurance company cash flow, etc.) and, on the other
hand, preventing recurrent problems and hedging for
unforeseen consequences. Generally, problems of risk
management occur for a number of reasons including
the following:
•
•

Unforeseeable events that we are ill-prepared to
cope with.
Adversarial situations resulting from a conflict
of interests between contract holders. Adversarial
relationships combined with private information
lead to situations in which one might use information to the detriment of the other and thereby

8

•
•

•

•
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possibly leading to opportunistic behavior (such
as trading on inside information).
Moral hazard arising from an information asymmetry, inducing risks that affect parties trading
and society at large.
Oversimplification of the problems involved or
their analysis (which is often the case when the
problems of globalization are involved). Such
oversimplification may lead to erroneous assessments of uncertain events and thereby can lead to
the participants being ill-prepared for their consequences.
Information is not available or improperly treated
and analyzed. This has the effect of inducing
uncertainty regarding factors that can be properly
managed and, potentially leading to decisions that
turn out to be wrong. Further, acting with no
information breeds incompetence that contributes
to the growth of risk.
Poor organization of the investment, cash flow,
and other processes. For example, a process that
does not search for information, does not evaluate
outcomes and situations. A process with no controls of any sort, no estimation of severity, and
no evaluation of consequences, can lead to costs
that could have been avoided.
Nonadaptive procedures to changing events and
circumstances. With decision-makers oblivious to
their environment, blindly and stubbornly following their own agenda, is a guarantee for risk.
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These problems recur in many areas and thus one
can understand the universality and the importance of
risk management.
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Stop-loss Premium
Assume that a loss to be incurred by an insurer in
an insurance policy is a nonnegative random
variable
∞
X with distribution F and mean µ = 0 F (x) dx. If
the loss can be a very large claim, to protect from
the potential large loss, an insurer would make a
reinsurance arrangement. There are different reinsurance contracts in practice. One of these is the stop
loss reinsurance contract. In this contract, an insurer
can retain his or her loss to a level of d ≥ 0, called
retention d, and it pays the minimum of the loss X
and the retention d. While a reinsurer pays the excess
of the loss X if the loss X exceeds the retention d.
Thus, the amount paid by the insurer is
X ∧ d = min{X, d},

(1)

which is called the retained loss in stop loss reinsurance. Meanwhile, the amount paid by the reinsurer is
(X − d)+ = max{0, X − d},

(2)

which is called the stop loss random variable. The
retained loss and the stop loss random variable satisfy
(X ∧ d) + (X − d)+ = X.

(3)

The net premium in the stop loss reinsurance contract is the expectation of the stop loss random variable (X − d)+ , denoted by πX (d), and is given by
πX (d) = E[(X − d)+ ],

d ≥ 0.

(4)

This premium is called the stop loss premium.
We note that expressions (2) and (4) can also be
interpreted in an insurance policy with an ordinary
deductible of d. In this policy, if the loss X is less
than or equal to the deductible d, there is no payment
for an insurer. If the loss exceeds the deductible,
the amount paid by an insurer is the loss less the
deductible. Thus, the amount paid by the insurer in
this policy is given by (2). Therefore, expression (4)
is also the expected amount paid by an insurer in an
insurance policy with an ordinary deductible d or is
the net premium in this policy.
The stop loss premium has a general expression (e.g. [16, 18]) in terms of the survival function
F (x) = 1 − F (x), namely,
πX (d) = E[(X − d)+ ]
 ∞
=
F (y) dy,
d

d ≥ 0,

(5)

which is also called the stop loss transform of the
distribution F; see, for example, [6], for the properties
of the stop loss transform.
We point out that the loss X or its distribution F
is tacitly assumed to have a finite expectation when
we consider the stop loss premium or the stop loss
transform. Clearly, πX (0) = µ.
If the distribution function F (x) has a density
function f (x), the stop loss premium is given by
 ∞
(x − d)f (x) dx.
πX (d) = E[(X − d)+ ] =
d

(6)
If X is a discrete random variable with a probability
function {pk = Pr{X = xk }, k = 0, 1, 2, . . .}, the stop
loss premium is calculated by

πX (d) = E[(X − d)+ ] =
(xk − d)pk . (7)
xk >d

Further, as pointed in [10], for computational purposes, the following two formulae that are equivalent
to (6) and (7), respectively, are preferable in practice,
namely,
 d
πX (d) = E(X − d)+ = µ − d −
xf (x) dx

+d

0
d

f (x) dx

(8)

0

or
πX (d) = E(X − d)+ = µ − d −
+d





xk p k

0≤xk ≤d

pk .

(9)

0≤xk ≤d

In these two formulae, the mean µ is often available
and integrals in (8) or summations in (9) are over a
finite interval.
The stop loss premium is one of the important
concepts in insurance and has many applications
in practice and in connection with other topics in
insurance mathematics.
One of the important results of the stop loss
premium is its application in proving the optimality of the stop loss reinsurance under some optimization criteria. For example, for any reinsurance contract, let I (X) be the amount paid by an
reinsurer in this contract, where X ≥ 0 is the loss
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to be incurred by an insurer. If 0 ≤ I (x) ≤ x for
all x ≥ 0, then the variance of the retained loss
X − I (X) in the contract is always larger than or
equal to the variance of the retained loss X ∧ d in
the stop loss reinsurance provided that E(I (X)) =
πX (d). This implies the optimality of the stop loss
reinsurance with respect to the criterion of a minimum variance of retained losses; see, for example [12, 16] for details and more discussions on this
issue.
The stop loss premium is also used in comparing risks. For two risks X ≥ 0 and Y ≥ 0, we
say that risk X is smaller than risk Y in a stop
loss order, if the stop loss premiums of X and Y
satisfy
πX (d) ≤ πY (d),

d ≥ 0.

α
[1 − G(d; α + 1, β)]
β
− d [1 − G(d; α, β)] .

d

where B(x) is the common distribution function of
X1 , . . . , Xn . In this case, approximations and estimates for πX (d) can be obtained by those for the
convolution distribution function B (n) (x). For example, if B is a subexponential distribution, then
(e.g. [7])

(10)

We point out that (10) is equivalent to E[f (X)] ≤
E[f (Y )] for all increasing convex functions f so that
the expectations exist; see, for example [23]. Thus,
the stop loss order is the same as the increasing convex order used in other disciplines such as reliability,
decision theory, and queueing. The stop loss order
is an important stochastic order and has many applications in insurance. Applications of the stop loss
premium and its relation to other stochastic orders
can be found in [12, 16, 17, 20, 23], and references
therein.
For some special distribution functions F (x),
we can give explicit or closed expressions for
the stop loss premium πF (d). For example,
if F (x) is a gamma distribution function, that
is, F (x) = G(x; α, β) with the density function
x α−1 β α e−βx /(α), x ≥ 0, α > 0, β > 0, then
πF (d) =

model, the calculation of the stop loss premium
πX (d) becomes more complicated.
In the individual risk model, the total of losses is
usually modeled by X = X1 + · · · + Xn , that is, the
sum of independent and identically distributed losses
X1 , . . . , Xn . In this case, we have
 ∞
πX (d) =
B (n) (x) dx,
(12)

(11)

See, for example [16, 18].
However, the calculation of the stop loss premium
is not simple in general. Hence, many approximations
and estimates for the stop loss premium have been
developed including numerical evaluations, asymptotics, probability inequalities; see, for example, [5,
10, 14, 16], among others. A review of the calculation of the stop loss premium can be found
in [15].
On the other hand, when X is the total loss in
the individual risk model or the collective risk

B (n) (x) ∼ nB(x),

x → ∞.

(13)

Thus, by L’Hospital’s rule, we have
πX (d) ∼ nµB B e (d),

d → ∞,

(14)

∞
x
where µB = 0 B(x) dx and Be (x) = 0 B(y) dy/
µB is the equilibrium distribution of B.
There are many approximations and estimates in
probability for the convolution of distributions. For
those commonly used in insurance; see [10, 12, 16,
18, 21] and references therein.
In the collective risk model, the total
 of losses
X or a
X is often a random sum of X = N
i=1 i
compound process of X = X(t) = N(t)
i=1 Xi . For
example, if the number of claims in an insurance
portfolio is a counting random variable N and the
amount or size of the i th claim is a nonnegative
the total amount of
random Xi , i = 1, 2, . . ., then 
claims in the portfolio is X = N
i=1 Xi . We further
assume that {X1 , X2 , . . .} are independent and identically distributed, has a common distribution
 ∞ function
B(x) = Pr{X1 ≤ x} with mean µB = 0 B(x) dx,
and are independent of N.Thus, the distribution F
of the random sum X = N
i=1 Xi is called a compound distribution. In this case, approximations and
estimates to the stop loss premium πX (d) can be
obtained from those of the compound distribution F
using (5).
In fact, if the tail F (x) of the distribution function
F (x) has an asymptotic form of
F (x) ∼ A(x),

x → ∞,

(15)

Stop-loss Premium
then, by L’Hospital’s rule, we have
 ∞
 ∞
πX (d) =
F (x) dx ∼
A(x) dx,
d

distribution B of {X1 , X2 , . . .} is a subexponential
distribution, then (e.g. [7])
d → ∞.

d

(16)
For
N instance, suppose that the random sum X =
i=1 Xi has a compound negative binomial distribution with


α−1+n n α
Pr{N = n} =
p q , n = 0, 1, 2, . . . ,
n
(17)
where 0 < p < 1, q = 1 − p, and α > 0. Assume
that there exists a constant κ > 0 satisfying the Lundberg equation
 ∞
1
eκx dB(x) =
(18)
p
0
and



∞

v=p

xeκx dB(x) < ∞,

(19)

0

F (x) ∼ E(N )B(x),

F (x) ∼

πX (d) ∼ E(N )µB B e (d),

x α−1 e−κx ,

x → ∞.

 q α

κ α+1

v

(24)

x ≥ 0,

(25)



∞

πX (d) ≤

A(x) dx,

d ≥ 0,

(26)

d

Thus, by (5), we have
1

d → ∞.

then from (5),
(20)

πX (d) ∼

(23)

Indeed, (23) and (24) hold for any compound distribution when the probability generating function
E(zN ) of N is analytic at z = 1; see, for example, [7,
27, 28] for details and more examples. Other approximations and estimates for the stop loss premium of
a compound distribution can be found in [1, 2, 11,
22, 24–26], and among others. In addition, for an
intermediate distribution such as an inverse Gaussian distribution, the asymptotic form of πX (d) is
given in [28]. A review of the asymptotic forms of
compound geometric distributions or ruin probabilities can be found in [9].
Further, it is possible to obtain probability inequalities for the stop loss premium πX (d) from those
for the distribution F. Indeed, if the tail F (x) of the
distribution function F (x) satisfies
F (x) ≤ A(x),

1
κ(α) v

x → ∞.

Hence, by (5), we have

then (e.g. [8]),
 q α

3

[1 − G(d; α, κ)] ,

d → ∞.
(21)

Further, results similar to (20) and (21) hold for more
general compound distributions such as those satisfying
Pr{N = n} ∼ l(n)n τ ,
ρ n

n → ∞,

(22)

where l(x) is a slowly varying function and −∞ <
ρ < ∞, 0 < τ < 1 are constant; see, for example, [8,
13, 30] for details.
The condition (18) means that B is light tailed.
However, for a heavy-tailed distribution B, we have
a different asymptotic form for πX (d).
For example,
assume that the random sum X = N
i=1 Xi has a
compound Poisson distribution and if the common

provided that A(x) is integrable on [0, ∞). 
For instance, if the random sum X = N
i=1 Xi
has a compound geometric distribution F and
the Cramér–Lundberg condition holds, then the
following Lundberg inequality holds, namely,
(e.g., [30])
F (x) ≤ e−Rx ,

x ≥ 0,

(27)

where R > 0 is the adjustment coefficient. Thus, we
have
πX (d) ≤

1 −Rd
,
e
R

d ≥ 0.

(28)

Other probability inequalities for the stop loss premium of a compound distribution can be obtained
from those for a compound distribution given in [22,
27, 30], and among others.
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Further, for the total of losses X(t) = N(t)
i=1 Xi
in the collective risk model, there are two common
reinsurance contracts defined by the retention d. If
the amount
 paid by an
 reinsurer is Q(t) = (X(t) −
N(t)
X
−
d
, this reinsurance is the stop
d)+ =
i
i=1
+
loss reinsurance. However, if a reinsurer pays for all
individual losses in excess of the deductible d, that
is, it covers
R(t) =

N(t)


[8]

[9]

[10]

(Xi − d)+ ,

(29)
[11]

i=1

this reinsurance is called excess-of-loss reinsurance;
see, for example, [7, 29]. The process R(t) is
connected with the stop loss random variables
(Xi − d)+ , i = 1, 2, . . .. In particular, E(R(t)) =
πX1 (d)E(N (t)). In addition, in the excess-of-loss
reinsurance, the total amount paid by the insurer is
N(t)
N(t)


S(t) =
(Xi ∧ d) =
min{Xi , d}.
i=1

[7]

[12]

[13]
[14]

(30)

i=1

Asymptotic estimates for the tails of these processes
Q(t), R(t), and S(t) can be found in [7, 19], and
references therein. Moreover, ruin probabilities associated with the processes R(t) and S(t) can be found
in [3, 4, 29].
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Stop-loss Reinsurance
Stop loss is a nonproportional type of reinsurance
and works similarly to excess-of-loss reinsurance.
While excess-of-loss is related to single loss
amounts, either per risk or per event, stop-loss
covers are related to the total amount of claims
X in a year – net of underlying excess-of-loss
contracts and/or proportional reinsurance. The
reinsurer pays the part of X that exceeds a certain
amount, say R. The reinsurer’s liability is often
limited to an amount L so that the payment is
no more than if the total claim exceeds L + R.
Furthermore, it is common for the reinsurer’s liability
to be limited to a certain share (1 − c) of the
excess X − R, the remaining share c being met
by the ceding company (see Reinsurance). The
reinsurer’s share Z of the claims may by summarized
as follows

0
X≤R
Z = (1 − c)(X − R) R < X < R + L
(1)
(1 − c)L
X ≥ R + L,
where X is the total claim amount in the contract
period, typically a year
X=

N


Yi

(2)

i=1

where the stochastic variables, Yi , i = 1, . . . , N , are
the individual loss amounts, and the stochastic variable N is the number of losses.
Like for excess-of-loss covers, the stop-loss cover
is denoted by L xs R. Both retention (see Retention and Reinsurance Programmes) and limit can
be expressed as amounts, as percentages of the premiums (net of underlying excess-of-loss contracts
and/or proportional reinsurance), or as percentages
of the total sums insured, but mostly as percentages
of the premiums.
While normal excess-of-loss reinsurance provides
a ceding company with protection mainly against
severity of loss and with no protection against an
increase in the frequency of losses below the priority, stop-loss reinsurance offers protection against an
increase in either or both elements of a company’s
loss experience.
One of the purposes of reinsurance is to reduce
the variance of the underwriting results. Stop-loss

reinsurance is the optimal solution among all types
of reinsurance in the sense that it gives, for a fixed
reinsurance risk premium, the smallest variance for
the company’s net retention [3, 10, 26, 29, 30]
(see Retention and Reinsurance Programmes). It
is cheaper in respect of risk premium given a fixed
level of variance, and it gives a far greater reduction of variance than other forms of reinsurance
given a fixed level of risk premium. With a sufficiently large limit, the stop-loss contract gives an
almost total guarantee against ruin – if the ceding
company is able to pay all losses up to the stoploss priority.
Stop loss appears to be the ideal form of reinsurance. However, stop-loss reinsurance maximizes
the dispersion for the reinsurer. Therefore, the reinsurer will prefer a proportional contract if he wants
to reduce his costs, [6, 26], and will ask for a high
loading of the stop-loss contract to compensate for
the high variance accepted. The reinsurer will usually
require the following:
1. The underwriting results should fluctuate considerably from year to year. Fluctuation should
come from the claims side (not from the premium
side) and be of a random nature.
2. The business should be short tailed.
3. The reinsurer will design the cover in such a
way that the ceding company does not have a
guaranteed profit, which means that the retention
should be fixed at a level clearly above premiums
minus administrative expenses plus financial revenue. In other words, the ceding company shall
make a loss before the stop-loss cover comes
into operation. A further method that stimulates
the ceding company to maintain the quality of its
business is that the stop-loss reinsurer does not
pay 100% but 90 or 80% of the stop-loss claims,
that is, requiring c > 0 in (1). The remaining 10
or 20% is a ‘control quote’ to be covered by the
ceding company.
4. An upper limit is placed on the cover provided.
For various reasons (such as inflation, growth of
portfolio) the premium income can grow rapidly
and the reinsurer may like to restrict the range of
cover not only to a percentage of the premiums,
but also to a fixed amount per year to discourage
the ceding company from writing more business
than expected.
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Stop-loss covers are mostly seen either for some
property classes (see Property Insurance – Personal) or for life portfolios (see Life Insurance; Life
Reinsurance). Stop-loss covers are particularly suitable for risks such as hail, and crop, which suffers
from an occasional bad season and for which a single loss event would be difficult to determine, since
changes in claims ratios are mostly due to strong fluctuations in the frequency of small- and medium-sized
claims. Furthermore, these classes are characterized
by a correlation between the risks. An assumption
that the individual claims Yi ’s are independent will
therefore not necessarily be satisfied.
As mentioned above, reinsurers will not accept
stop-loss contracts that will guarantee profits to the
ceding companies by applying a low retention, such
that the stop-loss contract covers losses even before
the ceding company suffers from a loss. It should
at least be required that the retention exceeds the
expected loss ratio (or the risk premium of the ceding
company), or R ≥ E where E denotes the expected
loss cost for the portfolio. Another possibility is to
require c > 0, that is, forcing the ceding company
to pay part of the losses that exceed the retention.
However, this is not a very interesting possibility
from a theoretical point of view and in the remaining
part of this article it is assumed that c = 0.
Benktander [4] has studied a special (unlimited)
stop-loss cover having the retention R = E, and has
found a simple approximation formula for the risk
premium for such a stop-loss cover too
π(E) ∼
= EPλ ([λ])

(3)

with λ = E2 /V where Pλ is the Poisson distribution
Pλ (k) = λk e−λ /λ! (see Discrete Parametric Distributions), [λ] is the integer part of λ, E is the expected
2
value of the total claims distribution,
√ and V = σ
is the variance. It is shown that σ/ 2π is a good
approximation for the risk premium of this special
loss cover.
Stop-loss covers can be used internally in a company, as a tool for spreading exceptional losses
among subportfolios such as tariff groups [2]. The
idea is to construct an internal stop-loss cover excess
of, for example, k% of the premiums. On the other
hand, the tariff group has to pay a certain ‘reinsurance premium’. The company will earmark for
this purpose, a certain fund, which is debited with
all excess claims falling due on the occurrence of a
claim, and credited with all stop-loss premiums from

the different tariff groups. The same idea can be used
for establishing a catastrophe fund to spread extreme
losses over a number of accounting years.
Since stop-loss reinsurance is optimal, in the sense
that if the level V of the variance of the retained
business is fixed, the stop-loss reinsurance leaves
the maximum retained risk premium income to the
ceding company; therefore, stop-loss treaties are the
most effective tools to decrease the necessary solvency margin.

Variations of Stop-Loss Covers
In the reinsurance market, some variations from the
typical stop-loss contract as described by (1) and (2)
are seen from time to time. However, they are not
frequently used. One of these variations is the form of
aggregate excess-of-loss contracts covering the total
loss cost for, for example, losses larger than a certain
amount D, that is, having (2) replaced by
N


X=

I {Yi > D}Yi

(4)

i=1



1 Yi > D
0 Yi ≤ D.
Another variation covers the total loss cost for, for
example, the k largest claims in a year, that is,
having (2) replaced by

with I {Yi > D} =

X=

k


Y[i]

(5)

i=1

where Y[1] ≥ Y[2] ≥ · · · ≥ Y[N] are the ordered claim
amounts (see Largest Claims and ECOMOR Reinsurance).
More different from the standard stop-loss covers
are the frequency excess-of-loss covers. Such covers
will typically apply if the loss frequency rate f (number of claims in percent of the number of policies)
exceeds a certain frequency a up to a further b

0
f ≤a
K = (f − a) a < f < b
(6)
(b − a) f ≥ b,
The claim to the frequency excess-of-loss contract is
then defined as K multiplied with the average claim
amount for the whole portfolio. Such covers protect
the ceding company only against a large frequency in

Stop-loss Reinsurance
losses – not against severity, and are typically seen
for motor hull business (see Automobile Insurance,
Private; Automobile Insurance, Commercial).
None of these variations seem to be described in
the literature. However, they can be priced using the
same techniques as the standard stop-loss cover (see
below) by modifying the models slightly.

Stop-Loss Premiums and Conditions
As in the case of excess-of-loss contracts, the premium paid for stop-loss covers consists of the risk
premium plus loadings for security, administration
and profits, and so on (see Reinsurance Pricing).
The premium is usually expressed as a percentage
of the gross premiums (or a percentage of the sums
insured if the retention and limit of the cover are
expressed as percentages of the sums insured). Burning cost rates subject to minimum–maximum rates
are known but not frequently seen. In the section
‘Pricing stop loss’ below, we shall therefore concentrate on estimating the risk premium for a stoploss cover.
Stop-loss covers can also be subject to additional
premiums paid in case the observed loss ratio exceeds
a certain level and/or no claims bonus conditions (see
Reinsurance Pricing).

Pricing Stop Loss
Let us denote the aggregate annual claims amount
for a certain portfolio X and its distribution function
F (x) and let π(R, L) be the risk premium of the
layer L excess R, that is,
 ∞
 R+L
(x − R) dF (x) + L
dF (x).
π(R, L) =
R

R+L

(7)

where π(R) is the risk premium for the unlimited
stop-loss cover in excess of R (see Stop-loss Premium).
The estimation of stop-loss premiums can therefore be based on some knowledge about the distribution function F (x) of the sum of all claims in a
year (assuming that the stop-loss cover relates to a
period of one year). Generally speaking, there are
two classes of methods to estimate F (x):
1. Derivation of the distribution function using the
underlying individual risk, using data concerning
number of claims per year, and severity of individual claims amounts. This is by far the most
interesting from a theoretical point of view, and
is extensively covered in the literature.
2. Derivation of the distribution function from the
total claims data. This is – at least for non-life
classes – the most interesting method from a
practical point of view. Only a limited number
of papers cover this topic.

Derivation of the Distribution Function Using the
Individual Data
This class of methods can be divided into two subclasses:
1. In the collective risk model, the aggregate claims
X = Y1 + · · · + YN is often assumed to have a
compound distribution, where the individual
claim amounts Yi are independent, identically
distributed following a distribution H (y), and
independent of the number of claims N , [7, 17,
20, 24]. Often, N is assumed to be Poisson
distributed, say with Poisson parameter λ (the
expected number of claims). Thus
F (x) = e−λ

∞

λk
k=0

By integrating, the above expression can be written as
 R+L
LF (R + L) −
F (x) dx + L − LF (R + L),
R

so that the net premium becomes
 R+L
π(R, L) =
(1 − F (x)) dx = π(R) − π(L)
R

(8)

3

k!

H ∗k (x)

(9)

where H ∗k (x) is the kth convolution of H (x).
There is a large number of papers describing how
to approximate the compound distribution function F (x), and to compute the stop-loss premium.
The aggregate claims distribution function can in
some cases be calculated recursively, using, for
example, the Panjer recursion formula [7, 19, 27]
(see Sundt and Jewell Class of Distributions).
But for large portfolios, recursive methods may
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be too time consuming. By introducing the concept of stop-loss ordering [8] (see Ordering of
Risks), it is possible to derive lower and upper
bound for stop-loss premiums. Stop-loss upper
and lower bounds have been studied by a large
number of authors, see, for example, [8, 15, 16,
18, 21, 24, 31, 32, 34].
2. The individual risk model. Consider a portfolio
of n independent policies, labeled from 1 to n.
Let 0 < pi < 1 be the probability that policy i
produces no claims in the reference period and
qi = 1 − pi be the probability that this policy
leads to at least one positive claim. Further,
denote by
Gi (u) =

∞


gi (x)ux ,

i = 1, 2, . . . , n, (10)

x=1

the probability generating function of the total
claim amount of policy i, given that this policy
has at least one claim. The probability generating
function of the aggregate claim X of the portfolio
is then given by
P (x) =

n


[pi + qi Gi (x)].

(11)

i=1

Many authors have studied these approximations,
for example, [12–14, 17, 23, 25, 33] (see De Pril
Recursions and Approximations).

Derivation of the Distribution Function from the
Total Claims Data
When rating stop loss for non-life classes of business,
the information available in most practical situations
is the claims ratios – claims divided by premiums (or
claims divided by sums insured – similar to how the
cover is defined). The second method will have to
be used then, but is not necessarily straightforward.
Do we have of enough information of the past to
have a reasonable chance to calculate the risk of
the future? Here also comes in the question of the
number of years necessary or desirable as a basis
for the rating. In excess-of-loss reinsurance, rating is
often based on five years of statistical information.
In stop loss, we would need a much longer period,
ideally 20 to 25 years. If data are available for a
large number of years, these data often turn out to be
heterogeneous or to be correlated with time because

conditions, premium rates, portfolio composition, size
of portfolio, new crops, and so on, have changed
during the period in question. If, in that case, only the
data of the most recent years are used, the number of
these data is often too small a base for construction
of a distribution function.
Instead of cutting off the earlier years, we could
take a critical look at the data. First, we will have
to recalculate the claims ratios according to today’s
level of premium rates. On the other hand, it is not
necessary to take inflation into account unless there is
a different inflation working on the premiums and on
the claims amounts. Is there still any visible trend in
the claims ratio? If the claims ratio seems to vary
around a constant or around a slightly decreasing
level we can ignore the trend. But if the trend points
upwards we will have to adjust expected claims ratio
and retention accordingly. Do we fear that the change
in portfolio composition has increased the variability
in the underwriting results, or do we feel that a
measure of variation calculated from past statistics
is representative for the future?
Distributions in non-life insurance are not symmetrical but show a positive skewness. This means
that the variations around the average usually give
stronger positive deviations (larger claims, negative
underwriting results) than negative ones. This is very
obvious not only for the claims-size distributions of
importance in excess-of-loss reinsurance but also,
however less markedly, in the distribution of the total
claims amount protected by stop-loss reinsurance.
A number of distributions are suggested in the
literature:
1. The exponential distribution [4] (see Continuous
Parametric Distributions) giving the following
risk premium for the unlimited stop-loss cover
excess R
π(R) = Ee−R/E

(12)

2. The log-normal distribution [4] (see Continuous
Parametric Distributions) with mean µ and
variance σ 2 , giving the risk premium



ln R − µ − σ 2
π(R) = E 1 − 
σ



ln R − µ
−R 1−
(13)
σ
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where  denotes the cumulative standard normal
cumulative distribution function (see Continuous Parametric Distributions).
3. Bowers [5] has shown that the stop-loss risk
premium for an unlimited layer excess R




R−E 2 R−E

−
π(R) ≤ 0.5σ  1 +
σ
σ
when R ≥ E

(14)

4. A simple approximation is the normal approximation, where F (x) is approximated by the
normal distribution ((x − E)/σ ) [9]. Since
the normal distribution is symmetrical, a better
approximation is the Normal Power approximation [3, 9, 10] (see Approximating the Aggregate Claims Distribution), where the stop-loss
premium can be expressed in terms of the normal distribution function . When R > E + σ ,
the risk premium π(R) for the unlimited stoploss cover in excess of R can be approximated
by the following expression

γ  1
2
π(R) = σ 1 + yR √ e−(yR /2)
6
2π
− (R − E)(1 − (yR ))

(15)

where E is the total risk premium (the mean
value of the aggregate claim amount), σ and γ
are the standard deviation and skewness of the
aggregate claim amount. yR is related to R via
the Normal Power transformation, that is,


R−E
(16)
yR = vγ−1
σ
where
vγ−1 (x) =

1+

9
6x
3
+
−
γ2
γ
γ

F (X) ≈ [vγ−1 (x)]
Other distribution functions suggested in the literature are the Gamma distribution and the inverse
Gaussian distribution, [4, 9, 28]. Other improvements
of the normal distributions are the Edgeworth or the
Esscher approximations [9] (see Approximating the
Aggregate Claims Distribution).
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New Portfolios
There is a problem when rating new portfolios where
the claims ratios are only available for a few years
(if any at all). In such cases, one must combine
with market data. For instance, hail market data are
available for a large number of countries, and the
hail portfolios in the same market can always be
assumed to be correlated to a certain extent, such
that years that are bad for one company in the
market will be bad for all companies in the market.
However, one should always have in mind when
using market data that the individual variance in
the claims ratio for one company will always be
larger than the variance in the claims ratio for the
whole market, and the premium for a stop-loss cover
should reflect the variance in the claims ratios for the
protected portfolio.

Which Type of Model Is To Be used?
The individual risk model is based on the assumption
that the individual risks are mutually independent.
This is usually not the case for classes such as hail
and crop portfolios. As shown in [1, 11, 18, 22]
the stop-loss premium may increase considerably if
the usual assumption of independence of the risks
in the reinsured portfolio is dropped. In such cases,
modeling the total claims amount or claims ratios
should be preferred.
The independence assumption is more likely to be
satisfied when looking at the largest claims only in a
portfolio. Therefore, the individual models are much
more suitable for pricing aggregate excess-of-loss
covers for the k largest losses or aggregate excessof-loss covering claims exceeding a certain amount.
The individual risk models are often used in stop
loss covering life insurance, since the assumption
of independency is more likely to be met and the
modeling of the individual risks are easier: there are
no partial losses and ‘known’ probability of death for
each risk.
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Surplus Treaty
Treaty reinsurance is a reinsurance arrangement under
which the reinsurer covers a portfolio of policies or
risks for a certain class of business (see Reinsurance
Forms). Each policy or individual risk may be subject to a different limit of coverage. The reinsurance
may be on a proportional (see Proportional Reinsurance) or nonproportional (see Nonproportional
Reinsurance) basis. In the remainder of this article,
we will use risk or policy interchangeably.
Surplus treaty is a type of proportional or pro
rata reinsurance treaty in which the ceding company
determines the maximum loss that it can retain for
each risk in the portfolio. This amount is defined as
“a line”. Every risk that provides coverage greater
than the retained line is ceded to the surplus treaty
on a proportional basis, where the proportion varies
with the size of the risk (hence the name “surplus”).
For each risk ceded to the treaty, the losses and the
premium are shared in equal proportions.
The main difference between a surplus treaty and
quota share reinsurance (or standard proportional
reinsurance) is that in a quota share the insurer and
the reinsurer share in a fixed proportion each and
every risk of the portfolio (losses and premiums),
for example, 80% of every risk may be ceded to the
reinsurer. In a surplus treaty, the ceding company
retains a fixed maximum amount for each risk and
this amount defines the retained proportion depending on the total size of the underlying policy. For
example, if the retained line is $100 000 per risk, for
a $500 000 policy limit the ceding company retains
20%, while for a $200 000 policy limit it retains 50%.
See Example 1 below.
Example 1. An insurance company has a portfolio
of policies with limits as shown in Figure 1. For a
50% quota share, the ceding company’s maximum
liability per risk is $500 000 (from the policies with
$1 m in limit). Under a surplus treaty with retained
line of $100 000, the maximum liability per risk is
$100 000, ceding up to 9 lines to the reinsurer. Note
that although the maximum liability per risk for the
ceding company is fixed under a surplus treaty, the
losses and premiums are shared between insurer and
reinsurer from first dollar, that is, it is not an excessof-loss treaty. For example, for a risk with a limit of

one million, 90% would be ceded even for a small
loss of $100.
The proportion of each risk covered by the reinsurer under a surplus treaty, (αR ), is calculated as
follows:
αR =

Policy limit − Retained Line
Policy limit

(1)

In practice, there are many variations on how the
surplus treaty may act. In the example above, there
may be a first surplus treaty covering 4 lines and a
second surplus covering 5 lines [3].

Surplus Treaty: Insurer’s versus
Reinsurer’s Experience
Under a regular quota share agreement, the ceding
company and the reinsurer would experience the
same loss ratio (losses/premium), whereas under a
surplus treaty, the reinsurer’s experience might be
worse than the ceding company’s. This is due to
the fact that larger risks, for which the reinsurer has
a higher share, are often subject to a smaller profit
margin. See Example 2 below.
In order to appropriately price a surplus treaty,
the reinsurer requires more detailed data than under a
quota-share treaty. The reinsurer needs to estimate an
average annual aggregate loss by policy limit in order
to estimate its own expected loss for the coverage
provided. This process is known as ratemaking and
is presented in detail in [2]. Therefore, the minimum
data required are
1. historical aggregate loss development by policy
limit,
2. historical premium by policy limit,
3. historical changes in premium rates,
4. historical changes in volume of business written
by the ceding company.
In practice, such detailed data are rarely available
and hence additional assumptions and adjustments to
the available data need to be made in order to estimate
the reinsurer’s expected profitability.
Example 2. An insurance company has a portfolio
of policies as detailed in Table 1. Assume that the
ceding company only has capacity to retain $100 000
per risk.
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Surplus Treaty
Retained

50% Quota share

Ceded

Surplus treaty
($100 000 line retained)

90%

50%
80%

50%
50%

67%

50%
100 000

Figure 1

300 000 500 000 1 000 000
Policy limits ($)

100 000

300 000 500 000 1 000 000
Policy limits ($)

Quota share versus surplus treaty

Table 1

Limits profile

Limit

Premium

100 000
300 000
500 000
1 000 000

6 500 000
2 500 000
3 250 000
750 000

A 9-line surplus treaty is agreed between the ceding company and the reinsurer. Hence, the reinsurer
covers the percentages shown in Figure 1 for each
risk size, see formula (1). Assume that using historical development losses by policy limit, we estimate
the expected aggregate losses by risk size as shown in
Table 2. For details on estimation of expected aggregate losses using development data see [2]. Table 2
shows the expected results before and after reinsurance for this surplus treaty. These results do not
include commissions and expenses.
From the results shown in Table 2, we observe
how the surplus treaty protects the insurer against
higher risks and how the reinsurer’s profitability
is worse (20% worse in this case) than the net
profitability of the ceding company. Under a quota
share, both the insurer and the reinsurer’s loss ratio
would have been 61.27%, which is the loss ratio
before reinsurance. Nevertheless, the gross, ceded,
and net loss ratios are the same by policy limit. This
is due to the fact that the loss ratio for policies with
greater limits are worse than that for the policies with
lower limits, and this creates an imbalance in the

reinsurer’s profitability (as it has a larger share of
the worse risks).

The Surplus Treaty and the Balance Sheet
In general, proportional reinsurance acts to increase the
ceding company’s capacity to underwrite larger limits
with its existing surplus. Beside the characteristics of
the surplus treaty described above, under a proportional
reinsurance the reinsurer pays a commission to the
ceding company to compensate for the cost of acquiring
and administering the business (brokerage, overhead,
marketing, etc.), see, for example, [3, 4]. The reduction
of liabilities through the surplus treaty together with
an increase of assets from the commission received,
the ceding company is able to improve its surplus to
liability ratio, which is an indicator of its financial
strength, see [1, 3, 4]. The following example will
illustrate this more clearly.
Example 3. Using the same portfolio of policies as
in Example 2 we assume that the reinsurer pays a
20% commission to the insurer. Table 3 shows the
effect of the surplus treaty on the balance sheet. The
premium after reinsurance is taken from Table 2 and
the commission paid received from the reinsurer is
20% of the reinsurer’s premium.
We note that, after reinsurance, the company has
reduced by more than half its reserves to surplus ratio,
which shows greater financial strength.
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Surplus Treaty
Table 2

Surplus treaty results
Before reinsurance
(gross)

Limit

% Ceded

1 00 000
3 00 000
500 000
1 000 000
Total

0
67
80
90

Losses
3 250 000
1 625 000
2 437 500
652 500
7 965 000

Table 3

Premium
6 500 000
2 500 000
3 250 000
750 000
13 000 000

After reinsurance
(net)

LR (%)
50
65
75
87
61.3

Losses

Premium

3 250 000 6 500 000
541 667
833 333
487 500
650 000
65 250
75 000
4 344 417 8 058 333

Ceded to
reinsurance

LR (%)
50
65
75
87
53.9

Losses

Premium

0
0
1 083 333 1 666 667
1 950 000 2 600 000
587 250
675 000
3 620 583 4 941 667

LR
N/A
65%
75%
87%
73.3%

Effect of surplus treaty on the balance sheet
Before
reinsurance

Premium/reserves
Commission
Other
Total
Surplus
Reserves/surplus

After
reinsurance

Assets

Liabilities

13 000 000

13 000 000

12 000 000
9 000 000
25 000 000
22 000 000
3 000 000
433.33%

Assets

Liabilities

8 058 333
8 058 333
988 333
12 000 000
9 000 000
21 046 667
17 058 333
3 988 333
202.05%

As we have seen from the examples shown
above, a surplus treaty may improve the ceding company’s experience, capacity, and overall financial
performance. However, from the reinsurer’s standpoint, a surplus share may not be as profitable as a
quota share or a nonproportional agreement, because
the reinsurer may undertake higher proportions of less
profitable risks.

[2]
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Working Covers
A working cover is an excess-of-loss treaty (see
Reinsurance Forms) for which some claims activity
is expected each year. The attachment point is within
the policy limits sold by the ceding company (see
Reinsurance), and is also low enough so that one
or more claims are expected to penetrate the layer
every year. The layer limit is low so that the claim
severity within the layer is not extremely variable.
An example of a typical working layer in the United
States would be the excess-of-loss layer $300 000
excess of $200 000 (attachment point = $200 000;
layer limit = $300 000). For certain lines with high
claim severity, an excess-of-loss treaty attaching at
$1 000 000 or more may yet be considered to be a
working cover. More thorough discussions of working covers can be found in [1–4].
The primary functions of working covers are to
provide capacity and stabilization. A working cover
provides capacity because it allows the ceding company to write higher policy limits and yet maintain
a manageable risk level. By ceding an excess layer
of each policy with limit above the attachment point,
the net retained loss exposure per individual policy
and in total can be kept in line with the cedant’s
surplus. Thus, smaller insurers can compete with
larger insurers.
A working cover helps to stabilize the cedant’s
underwriting and financial results over time. The
cedant retains the smaller, frequent, and more predictable claims, but shares the larger, less frequent
claims above the attachment point. Thus, the underwriting and financial effects of larger claims can be
spread out over many years in the form of a more
stable reinsurance premium.
As with any excess-of-loss treaty, a working cover
typically reinsures the insurance coverage exposure
earned during its term on either a loss-occurring
or a claims-made basis. Run-Off exposure (of the
unearned premium reserve) may also be covered. The
definition of ‘subject loss’ is important.
A subject loss for a per-risk excess treaty is
defined to be the sum of all claims on a single subject
policy arising from one covered loss event or occurrence. Per-risk excess is used primarily for property
exposures (see Property Insurance – Personal). It
often provides a protection net of facultative coverage (see Reinsurance Forms), and sometimes it also

provides a net of proportional treaties (see Proportional Reinsurance). It is used for casualty less often
than per-occurrence coverage.
A subject loss for a per-occurrence excess treaty
is defined to be the sum of all claims arising from
one covered loss event, or ‘occurrence’, for all subject policies. Per-occurrence excess is typically used
for casualty exposures to provide protection all the
way up from working cover layers through higher
clash layers.
Allocated loss adjustment expense (ALAE) per
claim is usually covered on an excess basis either
•
•

in proportion to the indemnity loss share of
the excess cover vis-a-vis the total loss for the
claim, or
by adding the ALAE to the indemnity loss for
the claim before applying the excess attachment
point and limit.

If ALAE is added to each claim in order to determine the reinsurer’s excess share, claims arising from
some policies with limits below the attachment point
will bleed into the excess layer. For example, the
following claims in Table 1 induce the indicated reinsurance reimbursements for the two ALAE coverages
mentioned above.
Working covers are often large enough so that
many of the pricing parameters can be estimated
either directly from the exposure and claims history
or by a credibility weighting of the history with
more general industry information (see Credibility
Theory). Ideally, the reinsurance pricing consists of
both an exposure rating and an experience, or a
burning cost, rating, together with a reconciliation of
the two rate estimates (see also Reinsurance Pricing;
Pareto Rating).
Table 1

Reinsurance payments by ALAE share

Working Cover $500 000 excess of $500 000
(1)

(2)

ALAE
($)

(3)
Reinsurer’s
payment if
ALAE pro rata
($)

(4)
Reinsurer’s
payment if
ALAE added
($)

Indemnity
payment
($)
500 000
750 000
1 000 000
2 000 000

50 000
75 000
100 000
150 000

0
275 000
550 000
537 500

50 000
325 000
500 000
500 000
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Working Covers

If the coverage is per-occurrence, we must be
careful that the rate calculation reflects the clash
exposure. The reinsurer is exposed by policy limits
below the attachment point, because the ‘clash’ of
losses on different policies or coverages arising from
the same occurrence are added together.
The reinsurance premium for a working cover is
usually calculated via a reinsurance rate times subject
premium (premium from insurance policies covered
by the reinsurance, see Exposure Rating). However,
for liability coverage, the reinsurance premium may
be the sum of that part of the premium for each policy
charged for coverage above the attachment point and
in the excess layer. Facultative automatic programs
often use this premium calculation method.
As with any excess-of-loss treaty, the reinsurer
will be more mindful of prediction error and fluctuation potential, and will charge a higher margin for
assuming this risk than would be charged for a proportional cover.
Since a working cover has a significant claim
frequency expectation and a restricted claim severity, the aggregate reinsured loss is more stable than
for higher excess-of-loss covers with low claim fre-

quency and larger limits. This enables many working
covers to be retrospectively rated, with the final reinsurance premium partially determined by the treaty’s
loss experience during the coverage period.
For a more complete discussion of the pricing of
working covers, see the article, Reinsurance Pricing
and [3, 4].
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Accident Insurance
The term accident insurance, also called personal
accident insurance, refers to a broad range of individual and group products with the common feature of
providing various types of benefits upon occurrence
of a covered accident.
Accident benefits are often provided as riders to
life insurance policies. While some of the features of
these benefits are common to both, in this article, we
concentrate on stand-alone accident insurance plans.

–

–

Accident
For purposes of this cover, the term accident has been
defined in many different ways. The spirit of the various definitions is that, for an accident to be covered,
it should be an unintended, unforeseen, and/or violent
event, and the bodily injuries suffered by the insured
should be caused directly and independently of all
other causes by the said event.
Limitations and exclusions to this cover also
vary widely but, in the vast majority of cases, the
following accidents are not covered, unless otherwise specified
–
–
–

war-related accidents
self-inflicted injuries and suicide
accidents resulting from the insured’s engaging
in an illegal activity.

Medical expenses: The insurer will reimburse the
insured for each covered expense the insured
incurs in the treatment of a covered accident.
Covered expenses usually include hospital, surgical, and physicians’ expenses, but some more
comprehensive products also include prescription
drugs, treatment by therapists, ambulance services, and aides such as crutches, wheelchair,
and so on. This benefit is often provided with
a deductible and/or a coinsurance.
Accident disability income: The insurer will provide a specified periodic income benefit to the
insured if he becomes disabled due to a covered accident. Benefits are provided during the
insured’s period of disability without exceeding a
specified disability period. An elimination period
or waiting period – an amount of time that the
insured must be disabled before becoming eligible to receive policy benefits – is usually also
applied. Some disability income products marketed as accident insurance – such as hospital
cash plans, which provide a cash amount for
each day the insured spends in the hospital – also
cover illness.

Accident Insurance Plans
Accident insurance is regarded as a low-cost alternative to life insurance. Its advantages and features are
easy for the insurer to present and for the prospective
insured to understand. For this reason, the insurance
market has developed a wide array of accident insurance plans, addressing different types of needs. Some
of the most common are the following:

Benefits
–
Accident insurance provides different types of benefits. The most common are the following:
–

–

Death benefit: If the insured dies as a result of
an accident, the insurer will pay the sum insured
to the named beneficiary or beneficiaries.
Dismemberment: The insurer will pay a stated
benefit amount if an accident causes the insured
to lose one or more limbs – or the use thereof.
The partial or total loss of eyesight, hearing, and
speech may also be covered. Benefits are usually described in a benefit schedule, and may be
expressed either as a flat amount or as a percentage of the sum insured for the death benefit.

–

–

Short-term accident insurance: Provides protection for a period shorter than one year. Minimum
duration is usually three days but can be lower.
These plans are often purchased by travelers or
persons who intend to stay for a period of time
away from their home town. Benefits provided
are usually accidental death, dismemberment and
medical expenses. Premium rates are calculated
as a percent of the yearly rate.
Travel insurance or Travel accident policy:
Covers only accidents while the insured
is traveling.
Student accident insurance: Covers accidents
occurred while an insured student is participating
in school-related activities.
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–

–
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Air travel insurance or Air passenger insurance:
Covers accidents occurred on a particular flight,
usually a commercial carrier.
Group accident insurance: Covers the members
of an insurable group. It is often purchased
as an alternative or as a supplement to group
life insurance, providing benefits only in case
of accident.

claims rate cr. Claims rates are often calculated in an
empirical or semiempirical manner based on market
or company statistics and specialized publications,
usually undifferentiated by sex and age.

Death and Dismemberment
Claims cost calculation follows the general form
cc = cr · db · il

Pricing

(2)

where
The insurance industry has traditionally followed a
straightforward approach to the pricing of accident
insurance, based on claims cost, expense and commission loading, and a number of factors reflecting
the nature and duration of the risk covered.
The gross premium follows the general form
GP =

cc · tc · (1 + µ)
1 − (A + C + M)

(1)

where

cr = Claims rate per thousand
db = Total death benefit in thousands
il = Industry loading for death and dismemberment
If the claims rate is related to the overall population, an industry load may be necessary when the
covered group is deemed to be a substandard risk
based on its occupation.

Disability
cc = Annual claims cost

Claims cost estimation can be manual or experience based. The main elements to determine the
approach to use are the size of the covered group
and the availability and reliability of its claims experience. Individual insurance is always rated manually.
If the covered group can be experience rated (see
Experience-rating), the claims cost will be estimated
in terms of the group’s claims experience, applying
any necessary adjustments due to changes in the
size of the covered population and in the conditions
of the coverage, and allowing for claims reporting
time lags (see Reserving in Non-life Insurance). It
is assumed that the claims experience reflects the
group’s occupational risk, so no additional loads
should be necessary unless there is an aggravation
of the risk.
Another approach for experience-rated risks is
to calculate an ad hoc claims rate and then apply
pricing factors as shown below. This provides greater
flexibility to the pricing process.
For individual insurance and for groups either too
small to experience rate or for which there is no
reliable claims information, claims cost is estimated
differently for death and dismemberment, medical
expenses, and disability. Key to this calculation is the

Claims-cost calculation follows the general form
cc = cr · db · il

(3)

where
cr = Claims rate per period of indemnity
db = Total disability benefit per period
il = Industry loading for disability
Claims rate and disability benefit should be related
to the same period, usually weekly or monthly.

Medical Expenses
Claims cost calculation follows the general form
cc = cr · d · c · mb · mt · il
where
cr
d
c
mb
mt
il

=
=
=
=
=
=

Claims rate
Deductible factor
Coinsurance factor
Maximum benefit factor
Medical trend factor
Industry loading for medical expenses

(4)

Accident Insurance
Companies calculate these factors based on market
data and company statistics.
tc = Time conversion factor
This factor is used in two cases:
1. When the claims rate is specific to a limited
period of time and the coverage is to be provided
for a longer period. In this case, tc > 1. This is
common in group, experience-rated policies. For
example, if available statistics for a certain group
only cover a period of one month, the annual
claims rate can be estimated by annualizing the
claims rate.
2. When the claims rate is based on annual statistics and the coverage is to be provided for a
shorter period. In this case, tc ≤ 1. Most companies apply a short-term, nonproportional coverage factor. For example: if the annual claims
rate for a risk is 1% and the period of coverage is 6 months, the company may apply a 0.6
short-term factor.
µ = Safety margin
A safety margin is often built into the premium
calculation. Its size will depend on a number of
factors, such as the quality of the data and market conditions.
The loading is usually composed of
A = Administrative expenses
C = Commissions and other acquisition expenses
M = Profit margin
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While, this classification varies widely from company to company, it is fundamental to consider all the
direct and indirect expenses related to the sale and
administration of the product, allowing for a target
minimum profit margin.
It bears mentioning that accident insurance comes
in an immense variety of forms. While the general
pricing model described above addresses the types of
insurance commonly found in the market, it does not
necessarily apply to all forms of accident insurance.
The pricing actuary should carefully examine and
evaluate each risk, and either adapt this model or
develop a new one whenever necessary.

Reserving
Accident insurance is usually reserved on an unearned
premium basis. Other statutory reserves are often
required in most countries, such as IBNR and catastrophe reserves. Their nature and methodology for
calculation varies from country to country.

Further Reading
Glossary of Insurance Terms, The Rough Notes Company, Inc.
(1998). http://www.amityinsurance.com/inswords/index.
htm.
Jones, H. & Long, D. (1999). Principles of Insurance: Life,
Health and Annuities, 2nd Edition, Life Office Management Association (LOMA), United States.
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Accounting
Introduction
This article’s purpose is to give an overview of
accounting concepts and issues relevant to the actuary. To do this, it is divided into the following
sections:
•
•
•
•
•
•

Purpose of accounting
Types of accounting
Principal financial statements
Sources of accounting rules
Selected accounting concepts
Common accounts for insurance companies.

Purpose of Accounting
The purpose of accounting is generally not to provide
the ‘answer’ or ‘decision’ for the user. It is to provide
‘information’ to the user. The user is then free to
perform his own analysis on this information, so as
to arrive at his own economic decision based on the
information.
Various accounting standard setters have developed criteria for such accounting information. These
criteria vary slightly by standard setting body, but
generally include the concepts listed below. For the
International Accounting Standards Board (IASB),
such criteria are listed in the Framework for the
Preparation and Presentation of Financial Statements (the IASB Framework). In the United States,
the underlying criteria are found in the Financial
Accounting Standards Board (FASB) Statements of
Financial Accounting Concepts (SFAC).
Accounting information should be
•
•
•
•
•
•

understandable
relevant
reliable
comparable and consistent (across time, entities, industries)
unbiased
cost-benefit effective.

Note that this is a function of both the intended
users and the intended uses of the information.
Accounting systems that define either the users or
uses narrowly, may justify more complex information requirements and standards. Accounting systems
that envision a broad body of users and/or uses would
tend towards less complexity in published information and standards.
There is typically the belief that, for information to
be understandable, information contained in the various financial disclosures and reportings must be transparent (i.e. clearly disclosed and readily discernable).

Relevant
The information should be relevant to the decisionmaking users of the information. It should ‘make a
difference’ in their decisions. Typically, this means
the information must be
•
•
•

timely
have predictive value
provide useful feedback on past decisions.

Reliable
The information should be reliable and dependable.
This usually includes the concepts of the following:
• Representational faithfulness – The information
represents what it claims to represent. For example,
if the information is supposed to represent the total
amount of ultimate claim payout expected, it should
be that ultimate amount and not an implicitly discounted amount. If the reported value of a common
stock holding purports to be the current market value,
that value should be approximately what the stock
could be sold for by the company holding it.
• Verifiability – Another person or entity should be
able to recreate the reported value using the same
information that the reporting entity had.
• Completeness – The reported information should
not be missing a material fact or consideration that
would make the reported information misleading.

Understandable
Accounting information should be readily understandable to the intended users of the information.

The concept of neutrality is sometimes incorporated into the concept of reliability. This article lists
neutrality or lack of bias separately.
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Comparable and Consistent
For accounting information to be usable, it must allow
for comparisons across time and across competing
interests (such as competing companies or industries).
This leads to a need for some consistency, wherever
such comparisons are to be expected. For example,
comparisons of two companies would be very difficult and potentially misleading if one discounts all
its liabilities while the other discounts none of its
liabilities.

Unbiased
Information that is biased can be misleading. Biased
information is not useful unless the users understand the bias, any bias is consistently applied across
years/firms/industries, and the users can adjust the
reported results to reflect their own desired bias.
The option for an accounting paradigm, when faced
with uncertainty, is to either require the reporting of
unbiased values accompanied with sufficient disclosure, or require the reporting of biased (‘prudent’ or
‘conservative’) values with the bias determined in a
predictable, consistent fashion.

Cost-benefit Effective
There is a general understanding that the development
of accounting information consumes resources. As
such, the cost of producing such information should
be reasonable in relation to the expected benefit.
This is reflected in many cases through the use of
materiality considerations in accounting paradigms,
such that accounting rules may not have to be fully
followed for immaterial items if full compliance
would result in unwarranted higher costs.

Relevance versus Reliability
There is a natural trade-off in many cases between
relevance and reliability. For example, the value of
an infrequently traded asset may be very relevant, if
the clear intent is to eventually sell that asset to meet
a liability. But the valuation of such an asset may be
difficult or impossible to reliably determine. Different
parties may place materially different values on that
asset, such that the reported value is impossible to
verify by an external party or auditor. The only
reliable value for the asset may be its original cost,

but such a value might not be relevant to the user
of the information. Therefore, the choice may be
between a very relevant but unreliable value, or a
very reliable but irrelevant value.
This issue also comes up with the valuation of
insurance liabilities that are difficult to estimate.
While a value may be estimable by an actuary, how
reliable is that estimate? Could the user depend on
that value, or could the user instead be materially
misled by relying on that value? If a range of estimates could be produced, but only the low end of the
possible valuation range could be reliably determined,
booking the low end of the range may produce a reliable estimate but how relevant would it be? Would
more disclosure be required to make the information
complete – that is, not misleading or lacking material facts?

Situations with Uncertainty
As mentioned earlier, a conflict can arise between
neutrality and reliability where uncertainty exists.
Some accounting paradigms require conservatism or
prudence in such circumstances. The rationale for
requiring conservatism in the face of uncertainty is
that an uncertain asset, or asset of uncertain value,
cannot be relied upon. This may lead to the delayed
recognition of some assets until their value is more
dependably known or the ability to realize a gain
from their sale is more certain (i.e. the value of the
asset is ‘reasonably certain’). Relative to liabilities,
this would lead to reporting of a high liability value,
such that a final settlement value greater than the
reported value is unlikely.
The danger with such approaches is in the reliability and consistency of their application. Given that
uses of information can differ, what is conservatism
to one user may be optimism to another. For example, a buyer of an asset would apply conservatism by
choosing a high estimate while the seller would apply
conservatism by choosing a low estimate. As another
example, a high estimate of ultimate losses would be
conservative when estimating claim (see Reserving
in Non-life Insurance) liabilities but optimistic when
estimating agents’ contingent commissions.
Also, different users have different risk tolerances.
Hence, any bias in accounting information runs the
risk of producing misleading information, unless the
bias can be quantified or adjusted for by the end
user. As a result, accounting paradigms may opt

Accounting
instead for reporting of unbiased estimates when
faced with uncertainty, accompanied by disclosure of
the uncertainty, rather than requiring the reporting of
biased estimates.

Types of Accounting
The previous section (Purpose of Accounting) discussed what is necessary for accounting information
to be useful to its users. But there are different kinds
of users with different needs and levels of sophistication. Therefore, different users may need different
accounting rules to meet their needs.
There are different ways in which users can be
grouped, each of which could lead to a different set
of accounting rules. In general, however, the grouping
or potential grouping for insurance company purposes
usually includes the following categories:
•
•
•
•

Investors, creditors – current and potential
Regulators/Supervisors (the term ‘regulator’ is
common in the United States, while the term
‘supervisor’ is common in Europe)
Tax authorities
Management.

This category grouping for users was chosen
because of its close alignment with common types of
accounting. It leaves out the ‘rating agency’ and ‘policyholder’ user categories. These other users’ interests
are typically aligned with regulators/supervisors due
to the focus on solvency concerns.
Accounting rules designed for a broad range of
users (including investors, creditors, and owners)
are usually called general purpose accounting rules.
These rules are also typically given the label Generally Accepted Accounting Principles, or GAAP.
The focus of GAAP accounting is typically on the
value or performance of an organization as a going
concern. This is an important point, as many liabilities or assets would have a significantly different
value for a going concern than they would for an
entity in run-off. For example, the value of a tangible
asset (such as large machinery or computer equipment) used by a going concern in its business may
be the asset’s replacement value, but the value for a
company in run-off that no longer needs the asset may
be the asset’s liquidation market value. GAAP, in this
instance, would be more interested in the replacement
value (or depreciated cost) than the liquidation value.
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Regulators interested in solvency regulation, however, may have more interest in run-off values than
going-concern values. This may lead them to develop
their own specialized accounting paradigm, such as
the ‘statutory’ accounting rules produced by the
National Association of Insurance Commissioners
(NAIC) in the United States. Such rules may place
more emphasis on realizable values for asset sale
and liability settlement. Hence, they may require
a different set of valuation assumptions (possibly
including mandatory conservatism or bias), resulting in accounting values materially different from
GAAP values.
Tax authorities may also desire, demand, or be
legally required to use their own specialized accounting paradigm. Such accounting rules may be directed
or influenced by social engineering, public policy,
political, or verifiability concerns. As such they may
be materially different from either GAAP or ‘statutory’ accounting rules.
In the United States, the tax accounting rules for
insurance companies are based on statutory accounting, with modification. In many parts of the world, the
GAAP, regulatory, and tax accounting rules are the
same. One advantage of having one set of accounting
rules is reduced cost and confusion in the creation of
the information. One disadvantage is that the needs
of all the users are not the same, hence compromises
must be made that are suboptimal to one or more
sets of users. For example, a public policy issue that
drives decisions of tax or regulatory authorities may
result in accounting rules that produce misleading
information for investors.
The general and two specialized accounting paradigms mentioned above may still not meet the needs
of company management. As a result, many organizations create one or more additional sets of accounting
paradigms with which to base their management decisions. These are generally based on either GAAP or
regulatory accounting rules, with modifications.
For example, the treatment of large claims may
require special treatment in evaluating individual
branches of a company. While a constant volume of
large claims may be expected for the total results of
a company, their incidence may severely distort the
evaluation of the individual business units that suffer
the large claims in the single year being analyzed.
If each business unit were a separate company, it
might have limited its exposure to such a claim (for
example, via reinsurance or coverage restrictions),
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but for the company as a whole, it might make more
sense to retain that exposure. Therefore, the management may wish to cap any claims to a certain level,
when looking at its internal ‘management accounting
basis’ results for individual business units, or may
reflect a pro forma reinsurance pool (see Pooling in
Insurance) among the business units in its internal
accounting results.
As another example, the existing GAAP and/or
regulatory accounting rules may not allow discounting of liabilities, possibly due to reliability concerns.
Management, however, may feel that such discounting is necessary to properly evaluate the financial
results of their business units, and within their operation, they feel that any reliability concerns can be
adequately controlled.

Principal Financial Reports
The principal statements in financial reports are the
balance sheet, income statement, and cash flow statement. These are usually accompanied by selected
other schedules or exhibits, including various ‘notes
and disclosures’.

Balance Sheet
The balance sheet lists the assets and liabilities of the
company, with the difference between the assets and
liabilities being equity (sometimes referred to as ‘net
assets’, ‘capital’ or ‘surplus’). This statement gives a
snapshot of the current value of the company as of
the statement or reporting date.
Note that some assets may not be required or
allowed to be reported, due to concerns by the
accounting standard setters with reliable valuation.
Examples can include various types of ‘intangible’ assets such as royalties, brand name or franchise value. Similarly, certain liabilities may not be
reported because of reliability concerns. (See later
discussion of ‘Recognition and Measurement’, and
the discussion in this section on ‘Notes and Disclosures’.)

Income Statement
The income statement reports on the income and
expenses of the firm during the reporting period, with
the difference being net income or earnings. Income

includes revenue and gains from sales, although it
is not always necessary to distinguish between these
two items.
Some accounting systems differentiate various
types of income. For example, operating income is
frequently defined to represent income from ongoing operations, excluding unusual one-time events
or possibly realized capital gains whose realization
timing is mostly a management decision. Other exclusions from operating income would be the effects
of accounting changes, such as a change in how to
account for taxes or assessments from governmental bodies.
In general, net income causes a change to equity,
but may not be the sole source of changes to equity.
An accounting system may have certain changes in
value flow directly to equity, with no effect on income
until they are realized. Examples sometimes include
unrealized gains and losses on invested assets.

Cash Flow Statement
The cash flow statement reports on the sources and
uses of cash during the reporting period, and should
reconcile the beginning and ending cash position for
the company.

Notes and Disclosures
The notes and disclosures sections of financial reports
allow for additional information beyond the three
statements mentioned above, including a description
of the accounting policies used in preparing the financial statements and discussion of values that may not
be reliably estimable. Such disclosures may include
discussion of the risks and uncertainty associated with
the insurance liability estimates found in the balance
sheet and income statement (in some cases referred to
as ‘management discussion and analysis’). They may
also include ‘forward-looking information’, concerning estimates of future financial earnings or events
that have yet to occur by the financial report publication date. Note that these are different from ‘subsequent events’ that may be disclosed, which are events
that occurred after the statement or valuation date but
before the publication date of the financial report. For
example, a catastrophe that occurred after the statement date but before the publication date would be a
subsequent event, not included in the reported equity
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or income. In contrast, a discussion of future exposure to catastrophes for the coming year would be a
‘forward-looking’ statement.
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Within any given accounting paradigm there are typically several different sources of rules. Where the
rules for a given paradigm potentially conflict, a predefined hierarchy must be followed. Rules from a
source higher on the hierarchy supercede or overrule
those from a source lower on the hierarchy.

this role for the AICPA in the future. Except for
certain projects in process and not yet completed at
that date, the FASB will no longer look to the AICIPA
to create SOPs. (FASB newsletter The FASB Report,
November 27, 2002.)
Last on the hierarchy would be interpretations,
such as those issued by the IASB’s International
Financial Reporting Interpretations Committee. Interpretations are produced when timely guidance is
needed, as they can be produced much faster than
official accounting standards. This is due to the much
shorter period for due process in the production of an
official interpretation.

GAAP

Regulatory/Supervisory Accounting

The top of the GAAP hierarchy is generally the
organization in charge of securities regulation for
a particular jurisdiction. They may defer the rule
setting to a specified accounting standard setter, such
as the IASB, but they generally have the authority
to add additional requirements or rules. They may
also retain veto power over the designated accounting
standard setter’s proposed new rules. (This describes
the situation in the U.S., where the SEC (Securities
and Exchange Commission) retains veto power over
new FASB standards.) A list of such organizations
can be found on the web site of the International
Organization of Securities Commissions (IOSCO).
Next in the hierarchy are the standards set by the
specified accounting standard setter for that jurisdiction. The European Union has identified the International Financial Reporting Standards (IFRS) produced by the IASB as the accounting standards for
companies with publicly traded securities. In the
United States, the SEC has designed the Financial
Accounting Standards Board (FASB) as the accounting standard setter under the SEC. Note that these
standards would be at the top of the hierarchy for
companies that are not subject to public-traded securities rules (for example, a privately owned firm).
These standards may be supplemented by
industry-specific guidance. In the United States,
some industry-specific guidance in the form of
Statements of Position (SOPs) came from a separate
organization of accounting professionals called
the American Institute of Certified Professional
Accountants (AICPA). The United States’ FASB
retained effective veto power over AICPA-issued
guidance. The FASB decided in 2002 to eliminate

Regulatory accounting rules can consist of a totally
separate set of standards, produced by or with the
approval of the regulator, or can consist solely of
additional specialized accounting schedules, filed in
additional to the normal GAAP financial reports.
Worldwide, it appears to be more common for the
regulators to rely on GAAP financial statements.
In the United States, regulators have developed a
complete set of accounting rules, combining elements of both liquidation accounting and going concern accounting.

Sources of Accounting Rules

Tax Accounting (for Federal Income Tax
Purposes)
Tax accounting rules can be based on GAAP accounting rules, statutory accounting rules, or determined on
a totally separate basis. This determination is generally based on tax law or regulation for the jurisdiction
in question. Some countries rely on GAAP accounting reports to determine taxable income, while at least
one relies on statutory accounting reports with modifications.

Selected Accounting Concepts
This section defines and discusses the following
accounting concepts:
•
•
•
•

Fair value versus historical cost
Recognition versus measurement
Deferral-matching versus asset–liability
Impairment
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Revenue recognition
Reporting segment
Liquidation versus going concern
Change in accounting principle versus change in
accounting estimate
Principle-based versus rule-based.

Fair Value versus Historical Cost
According to the IASB, ‘Fair value is the amount
for which an asset could be exchanged or a liability settled between knowledgeable, willing parties in
an arm’s length transaction’. (From the IASB’s Draft
Statement of Principles for Insurance Contracts, paragraph 3.4, released November 2001.) It is meant to
represent market value given a sufficiently robust and
efficient market. Where no such market exists, the fair
value conceptually would be estimated. When the fair
value estimate is based on a model rather than an
actually observed market value, it is called ‘marked
to model’ rather than ‘marked to market’.
Historical cost is the amount (price) at which the
asset or liability was originally obtained. Where the
historical cost is expected to be different from the
final value when the item is no longer on the balance
sheet, some amortization or depreciation of the value
may be called for. This can result in an amortized cost
or depreciated cost value. These values are generally
more reliably determinable, but less relevant than
fair value.

Recognition versus Measurement
Accounting rules distinguish the decision or rule to
recognize an asset or liability in financial reports from
the rule establishing how to measure that liability
once recognized. For example, the rule for when to
record an asset may be to wait until the financial
benefit from it is virtually certain, but the rule for
measuring it at initial recognition may be to record its
most likely value. Hence, the probability standard for
recognition may vary from the probability standard
for measurement.
There may also be multiple recognition triggers
and measurement rules. For example, the rule for
initial recognition may differ from the rule for the
triggering of subsequent remeasurement. The rule for
initial recognition of an asset may be based on ‘reasonable certainty’ of economic value. The measurement basis may then be its fair value, which implicitly

includes a discounting of future cash flows. This initial measurement value would then be included in
subsequent financial reports (i.e. ‘locked-in’) until
the remeasurement is triggered, ignoring the change
in assumptions and facts since the original measurement. The rule for the triggering of subsequent remeasurement may be whether the undiscounted flows are
likely to be less than the current value.

Deferral/Matching versus Asset/Liability
Two major classes of accounting paradigms are deferral/matching and asset/liability.
Under a deferral/matching approach, the focus
is to coordinate the timing of income and expense
recognition so that both occur at the same time, when
the triggering event that is the focus of the contract occurs. For example, under a deferral/matching
approach, the premium is not recognized when received but is instead recognized (‘earned’) over the
policy term during the period the insurance protection is provided. Likewise, the related expenses
and incurred losses are not recognized when paid
or committed to but are instead recognized over
the same period as the premium. This may lead
to the deferral of some up-front expenses, and the
accrual of some losses that may take decades to pay.
The deferral/matching approach requires the establishment of certain assets and liabilities to defer or
accelerate recognition of revenue, expense or loss, in
order to obtain the desired income statement effect.
Hence, the focus is on the income statement more
than the balance sheet. The two most common balance sheet accounts resulting from this approach
for insurance companies are Deferred Acquisition
Cost (DAC) assets, used to defer the impact of
certain up-front expenses on the income statement,
and unearned premium liabilities (see Reserving in
Non-life Insurance), used to defer the reflection of
revenue.
Under an asset/liability approach, the focus is on
the value of assets or liabilities that exist as of the
balance sheet date. An asset is booked if a right to
a future stream of cash flows (or to an item that
could be converted to future cash flows) existed at
the reporting date. Likewise, a liability is booked if
the entity was committed to an obligation at the balance sheet date that would result in the payment of
future cash flows or other assets. Such an approach
would not recognize a ‘deferred acquisition cost’ as
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an asset if it cannot be transferred or translated as
cash. It would also not recognize an unearned premium liability beyond that needed for future losses,
expenses or returned premiums associated with that
contract. In general, the income statement is whatever falls out of the correct statement of the assets
and liabilities, hence the focus on the balance sheet
over the income statement.
Proponents of a deferral/matching approach
have commonly focused on the timing of profit
emergence. Except for changes in estimates, under
a deferral/matching approach, the profit emerges in a
steady pattern over the insurance policy term.
Proponents of an asset/liability approach have
commonly stressed the importance of reliable measures of value at the reporting date. They typically
favor the booking of only those assets that have
intrinsic value, and the immediate reflection of liabilities once they meet recognition criteria, rather than
(what some consider) an arbitrary deferral to smooth
out reported earnings. (An example of an asset under
a deferral/matching approach with no intrinsic value
is a deferred acquisition cost asset. One indication
that it has no intrinsic value is that it is impossible to
sell it for cash.)
It is possible for both approaches to produce comparable income statement results, and one would
generally expect both to produce comparable equity
values, but the actual data available to the user may
vary significantly between the two approaches. For
insurance contracts, a principal determinant of how
similar the income statements would be under the
two approaches is the treatment of risk when valuing
assets and liabilities. For example, the asset or liability risk margin under an asset/liability approach
could be set such that profit is recognized evenly
over the coverage period. This could recreate the
same profit emergence pattern found under a deferral/matching system.
It is also possible for a single accounting paradigm
to combine elements of both these approaches. This
is sometimes called a ‘mixed attribute’ paradigm.
A deferral/matching paradigm is used by the
IASB for accounting for service contracts, while it
endorsed in 2003 an asset/liability paradigm for insurance contracts.

Revenue Recognition
A key question in some accounting situations is when
to recognize revenue. This is particularly important
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for those industries where revenue growth is a key
performance measure.
Under a deferral/matching approach, revenue
would be recognized only as service is rendered. In
the insurance context, revenue would be recognized
under the deferral/matching approach over the policy
period in proportion to the covered insurance risk.
Under an asset/liability approach, revenue would be
recognized up front, once the insurer gained control
of the asset resulting from the revenue. Therefore,
the timing of revenue recognition is a function of the
chosen accounting paradigm.

Impairment
It is possible to reflect one paradigm for income
statement purposes and another for balance sheet
purposes. This sometimes leads to the use of ‘impairment’ tests and rules, to prevent inconsistencies
between the two valuations from growing too large or
problematic. (An asset may be considered impaired
if it is no longer expected to produce the economic
benefits expected when first acquired.)
For example, consider an accounting paradigm
that requires an asset to be reported at its fair value
with regular remeasurement for balance sheet purposes, but at locked-in historical cost valuation for
income-statement purposes. A risk under such an
approach is that the two could become significantly
out of sync, such as when the fair value of assets have
dropped significantly below their historical cost. This
risk can be alleviated through required regular testing of any such shortfall, to determine whether such
a shortfall is permanent (i.e. whether a ‘permanent’
impairment exists). When this happens, the extent
of permanent impairment would be reflected in the
income statement. The result would be a reduction in
the discrepancy between the cumulative income statements and cumulative balance sheet changes, without
bringing the income statement to a fair value basis.

Reporting Segment
GAAP financial statements are typically produced
on a consolidated basis for the reporting entity. The
consolidation may include the combined impact of
multiple legal corporations or other entities with the
same ultimate parent company or owner.
Regulatory financial statements may be required
on a nonconsolidated basis, separately for each legal
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entity, matching the legal authority of the regulator
to intervene.
GAAP accounting rules also require reporting at
the reporting segment level, generally defined as the
level at which operations are managed and performance measured by senior management. The IASB
standard on reporting segments, IAS 14, defines
reporting segments as follows: ‘Segments are organizational units for which information is reported
to the board of directors and CEO unless those
organizational units are not along product/service
or geographical lines, in which case use the next
lower level of internal segmentation that reports product and geographical information’ (quoted from a
summary of IAS 14 found on the IASB website
www.iasb.org.uk).
Reporting segments may be defined by product,
by geography, by customer or other similar criteria, alone or in combination with other factors.
The reporting segment selection is based on the
way a particular company operates. For example,
a company producing one product but in multiple regions, with somewhat autonomous management and functions by region, may be required to
define its reporting segments by geographic region.
A company with multiple products in one geographic
market, with generally autonomous management by
product unit, may define its reporting segments by
product.
Where the accounting standard defines reporting
segment requirements, it typically also includes a list
of required items to be reported by reporting segment.
Note that not all items are required to be reported by
reporting segment. For example, income statements
may have to be disclosed by reporting segment, but
not balance sheets.

Liquidation versus Going Concern
Many GAAP paradigms focus on the assumption
that the business is a ‘going concern’ when valuing an asset or liability. This is in contrast with a
run-off or liquidation assumption. For example, the
value of a factory in use to produce a profitable
product may be much greater than the value the factory could be sold for in a liquidation scenario. A
run-off assumption may be more appropriate for regulatory accounting purposes, where a solvency focus
exists.

Change in Accounting Principle versus Change in
Accounting Estimate
Accounting paradigms may have drastically different reporting requirements for a change in accounting
principle versus a change in accounting estimate. A
change in accounting principle may require special
disclosure of the change, with recalculation of prior
period results, while a change in accounting estimate
would generally involve no prior period recalculation and impact only the latest reporting period.
(When recalculation is required it would generally
impact only the results for prior periods required to
be shown in the financial statement at the time the
accounting principle is changed. A cumulative effective adjustment may also be required for the oldest
period shown, equaling the adjustment required to
bring the beginning balances in compliance with the
new accounting principle being implemented.)
For example, a change from undiscounted liability estimates to present value (see Present Values
and Accumulations) estimates would typically be
described as a change in accounting principle, possibly requiring recalculation of prior period results.
A change in the estimated amount of undiscounted
liabilities would be a change in accounting estimate, requiring no prior period recalculation and only
impacting the reporting period where the estimate
was changed. Additional disclosure may be required
when the change in estimate is material to the interpretation of the financial reports.
Where the change in accounting principle is due
to a change in accounting standard, the new standard
itself will usually provide the preparer with specific
implementation guidance.

Principle-based versus Rule-based
Accounting standards may take the form of general
principles, relying on interpretation and judgment by
the financial statement preparers before they can be
implemented. Alternatively, standards may take the
form of a series of rules, limiting the flexibility and
use of judgment allowed in their implementation.
This is a natural trade-off, with advantages and disadvantages to each approach.
Principle-based standards are potentially very flexible with regard to new and changing products and
environments. As such, they should also require less
maintenance. But they do have certain disadvantages, such as being more difficult to audit relative to
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compliance, and concern over consistent and reliable
interpretations across entities. To the extent that they
rely on individual judgment to interpret and implement the standards, there is a danger that they can be
used to manipulate financial results.
Rule-based standards are generally considered
easier to audit for compliance purposes, and may
produce more consistent and comparable financial
reports across entities. Disadvantages may include a
lack of flexibility with regard to changing conditions
and new products, hence requiring almost continual
maintenance at times. A concern also exists that rulebased standards are frequently easier to ‘game’, as
entities may search for loopholes that meet the literal wording of the standard but violate the intent of
the standard.

Common Accounts for Insurance
Companies
The following are some common accounts used by
insurance companies in conjunction with insurance
contracts sold. Note that this list excludes accounts
that are not directly insurance related, such as those
for invested assets.

Balance Sheet Accounts – Assets
Premiums receivable (or premium balances or agents
balances or something similar) – Premiums due on
policies, either from agents if the agent bills the policyholder or from the policyholder if billed directly.
Reinsurance recoverables – Amounts due from reinsurers due to ceded losses (see Reinsurance). In
some accounting paradigms, the amounts billed and
due as a result of ceded paid losses are recorded as
an asset (and sometimes called reinsurance receivables), while the amounts to be ceded and billed in
the future as a result of incurred but unpaid losses are
recorded as a contraliability (and called reinsurance
recoverables).
Deferred acquisition costs – Expense payments that
are deferred for income statement purposes under
a deferral-matching accounting paradigm. They are
deferred so that they can be recognized in the
income statement at the same time as the corresponding revenue.
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Balance Sheet Accounts – Liabilities
Policy liabilities (or provision for unexpired policies
or something similar) – A liability established for inforce insurance policies for future events, for which
a liability exists due to a contract being established.
There is no policy liability for policies that have yet to
be written, however a policy liability may exist for
events covered by the renewal of existing policies,
under certain situations. For example, a policy liability would exist for level premium renewable term life
insurance (see Life Insurance), but not for possible
renewals of property insurance contracts where the
pricing is not guaranteed and either party can decide
to not renew.
Unearned premium liability – A liability caused by
the deferral of premium revenue under a deferralmatching accounting paradigm. The amount of unearned premium liability generally represents the portion
of policy premium for the unexpired portion of the
policy. In an asset/liability paradigm, this would be
replaced by a policy reserve.
Claim liabilities – A liability for claims on policies
for events that have already occurred (see Reserving in Non-life Insurance). This would typically
include amounts for both reported claims (referred
to in various jurisdictions as reported claim liabilities, case-basis amounts, case outstanding, and
Reported But Not Settled (RBNS) claims) and for
Incurred But Not Reported (IBNR) claims. It would
also include amounts for Incurred But Not Enough
Reported (IBNER), sometimes called supplemental or
bulk reserves, for when the sum of individual claim
estimates for reported claims are estimated to be too
low in the aggregate. In some cases, IBNR is used to
refer to both the last two amounts.
Claim expense liabilities – The liability for the cost
of settling or defending claims on policies for events
that have already occurred. This includes the cost of
defending the policyholder (for liability policies). It
can also include the cost of disputing coverage with
the policyholder. It sometimes is included in the claim
liability value discussed above.
Insurance expense liabilities – The liability for expenses incurred but unpaid in conjunction with the insurance policy, other than the claim expenses discussed
above. Typical subcategories include commission liabilities (sometimes split into regular and contingent
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commission liabilities) and premium tax liabilities
(where applicable).

Income Statement Accounts
Premiums – In an asset-liability paradigm, this may
equal written premiums, while in a deferral-matching
premium, this would equal earned premiums. Earned
premiums equal the written premiums less the change
in unearned premium liabilities. They represent the
portion of the charged premium for coverage under
the reporting period.
Losses – Claims incurred during the reporting period.
They represent the amount paid for claims plus the
change in claim liabilities.

treated as an asset with the liability reported on an
undiscounted basis. Alternatively, the liability could
be established on a discounted basis directly. Other
options may exist, such as including the discount as
a contraliability in a separate liability account.
The establishment of any present value estimates
will require the reporting of the unwinding of discount over time, somewhere in the income statement. One approach for an accounting paradigm is to
report the unwinding as an interest expense. Another
approach is to report the unwinding as a change in
liability estimate, perhaps with separate disclosure so
that it can be distinguished from other sources of
changes in estimates.

Loss expenses – Claim expenses incurred on claims
resulting from events during the reporting period.
Note that a claim expense can be incurred on
a noncovered claim due to the necessary cost to
dispute noncovered filed claims. These amounts are
sometimes included in losses.

Resources

Underwriting expenses – Expenses incurred that directly relate to the insurance operation. They include
commission expenses, other acquisition expenses,
general expenses, and overheads related to the insurance operation, and various fees and taxes related to
the insurance operation.

•

Underwriting income – Premium revenue less losses,
loss expenses, and underwriting expenses.
Policyholder dividends – Dividends to policyholders incurred during the reporting period. In some
accounting paradigms, these amounts are legally
incurred only when declared. In others, an estimate
of historical dividends relating to the policy coverage
provided during the reporting period must be made
and allocated to that reporting period. These amounts
are generally included in underwriting income, but
may not be for some purposes. It is possible for them
to be subtracted from revenue under some accounting paradigms.

Discounting Treatment
There are several ways in which discounting can be
handled by an accounting paradigm. When discounting a liability, the amount of the discount could be

•
•

•

•
•

CAS Task Force on Fair Value Liabilities – White
Paper on Fair Valuing Property/Casualty Insurance Liabilities (fall 2000)
IASB Draft Statement of Principles (DSOP) on
insurance (fall 2001)
International Accounting Standards: Framework
for the Preparation and Presentation of Financial
Statements (1989)
Introduction to Accounting, second edition
(1991), published by the American Institute
for Property and Liability Underwriters (on the
CPCU 8th exam at that time).
FASB website, at www.fasb.org
IASB website, at www.iasb.org.uk

Also recommended is the following paper, discussing the work on developing a new IASB insurance accounting standard up to the paper’s publication date in 2003:
‘The Search for an International Accounting
Standard for Insurance: Report to the Accountancy
Task Force of the Geneva Association, by Gerry
Dickinson.’
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Actuary
The word ‘actuary’ derives from the Latin word
‘actuarius’, who was the business manager of the
Senate of Ancient Rome. It was first applied to a
mathematician of an insurance company in 1775 in
the Equitable Life Insurance Society (of London, UK)
(see History of Actuarial Science). By the middle of the nineteenth century, actuaries were active
in life insurance, friendly societies, and pension
schemes. As time has gone on, actuaries have also
grown in importance in relation to general insurance
(see Non-life Insurance), investment, health care,
social security, and also in other financial applications such as banking, corporate finance, and financial
engineering.
Over the times, there have been several attempts
to give a concise definition of the term actuary. No
such attempted definition has succeeded in becoming
universally accepted. As a starting point, reference is
made to the International Actuarial Association’s
description of what actuaries are:
‘Actuaries are multi-skilled strategic thinkers, trained
in the theory and application of mathematics, statistics, economics, probability and finance’

and what they do:
‘Using sophisticated analytical techniques, actuaries
confidently make financial sense of the short term as
well as the distant future by identifying, projecting
and managing a spectrum of contingent and financial
risks.’

This essay will adopt a descriptive approach to what
actuaries are and what they do, specifically by considering the actuarial community from the following angles:
•
•
•

Actuarial science – the foundation upon which
actuarial practice rests.
Actuarial practice.
Some characteristics of the actuarial profession.

Actuarial Science
Actuarial science (see History of Actuarial Science)
provides a structured and rigid approach to modeling and analyzing the uncertain outcomes of events

that may impose or imply financial losses or liabilities upon individuals or organizations. Different
events with which actuarial science is concerned – in
the following called actuarial events – are typically
described and classified according to specific actuarial practice fields, which will be discussed later.
A few examples of actuarial events are the
following:
•
•

•

An individual’s remaining lifetime, which is decisive for the outcome of a life insurance undertaking and for a retirement pension obligation.
The number of fires and their associated losses
within a certain period of time and within a
certain geographical region, which is decisive for
the profit or loss of a fire insurance portfolio.
Investment return on a portfolio of financial assets
that an insurance provider or a pension fund has
invested in, which is the decisive factor for the
financial performance of the provider in question.

Given that uncertainty is the main characteristic of
actuarial events, it follows that probability must be
the cornerstone in the structure of actuarial science.
Probability in turn rests on pure mathematics.
In order to enable probabilistic modeling of actuarial events to be a realistic and representative description of real life phenomena, understanding of the
‘physical nature’ of the events under consideration
is a basic prerequisite. Pure mathematics and pure
probability must therefore, be supplemented with and
supported by the sciences that deal with such ‘physical nature’ understanding of the actuarial events.
Examples are death and disability modeling and modeling of financial market behavior.
It follows that actuarial science is not a selfcontained scientific field. It builds on and is the
synthesis of several other mathematically related scientific fields such as pure mathematics, probability, mathematical statistics, computer science, economics, finance, and investments. Where these disciplines come together in a synthesis geared directly
towards actuarial applications, terms like actuarial
mathematics and insurance mathematics are often
adopted.
To many actuaries, both in academia and in the
business world, this synthesis of several other disciplines is ‘the jewel in the crown’, which they find
particularly interesting, challenging, and rewarding.
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Actuarial Practice

•

The main practice areas for actuaries can broadly be
divided into the following three types:

•

•
•
•

Life insurance and pensions
General/non-life insurance
Financial risk

There are certain functions in which actuaries
have a statutory role. Evaluation of reserves in life
and general insurance and in pension funds is an
actuarial process, and it is a requirement under the
legislation in most countries that this evaluation is
undertaken and certified by an appointed actuary.
The role of an appointed actuary has long traditions in life insurance and in pension funds. Similar
requirements for non-life insurance have been introduced by an increasing number of countries since the
early 1990s.
The involvement of an actuary can be required as
a matter of substance (although not by legislation)
in other functions. An example is the involvement
of actuaries in corporations’ accounting for occupational pensions. An estimate of the value of accrued
pension rights is a key figure that goes into this
accounting, and this requires an actuarial valuation.
Although the actuary undertaking the valuation does
not have a formal role in the general auditing process, auditors will usually require that the valuation
is undertaken and reported by a qualified actuary. In
this way, involvement by an actuary is almost as if
it was legislated.
Then there are functions where actuarial qualifications are neither a formal nor a substantial requirement, but where actuarial qualifications are perceived
to be a necessity.
Outside of the domain that is restricted to actuaries, actuaries compete with professionals with similar or tangent qualifications. Examples are statisticians, operations researchers, and financial engineers.

Life Insurance and Pensions
Assessing and controlling the risk of life insurance
and pension undertakings is the origin of actuarial
practice and the actuarial profession. The success
in managing the risk in this area comprised the
following basics:

•

Understanding lifetime as a stochastic phenomena, and modeling it within a probabilistic
framework
Understanding, modeling, and evaluating the
diversifying effect of aggregating lifetime of the
several individuals into one portfolio.
Estimating individual death and survival probabilities from historic observations. (see Decrement
Analysis)

This foundation is still the basis for actuarial
practice in the life insurance and pensions fields.
A starting point is that the mathematical expectation of the present value of the (stochastic) future
payment streams represented by the obligation is an
unbiased estimate of the (stochastic) actual value of
the obligation. Equipped with an unbiased estimate
and with the power of the law of large numbers, the
comforting result is that the actual performance in a
large life insurance or pension portfolio can ‘almost
surely’ be replaced by the expected performance.
By basing calculations on expected present values,
life insurance and pensions actuaries can essentially
do away with frequency risk in their portfolios, provided their portfolios are of a reasonable size. Everyday routine calculations of premiums and premium
reserves are derived from expected present values.
Since risk and stochastic variations are not explicitly present in the formulae, which life insurance and
pension actuaries develop and use for premium and
premium reserve calculations, their valuation methods are sometimes referred to as deterministic. Using
this notion may in fact be misleading, since it disguises the fact that the management process is based
on an underlying stochastic and risk-based model.
If there were no other risk than frequency risk in a
life insurance and pensions portfolio, the story could
have been completed at this point. However, this
would be an oversimplification, and for purposes of
a real-world description, life insurance and pensions
actuaries need to take other risks also into consideration. Two prominent such risks are model risk and
financial risk.
Model risk represents the problem that a description of the stochastic nature of different individuals’
lifetimes may not be representative of the actual
nature of today’s and tomorrow’s actual behavior of
that phenomenon. This is indeed a very substantial
risk since life insurance and pension undertakings are
usually very long-term commitments.

Actuary
The actuarial approach to solving this problem has
been to adopt a more pessimistic view of the future
than one should realistically expect. Premium and
premium reserves are calculated as expected present
values of payment streams under a pessimistic outlook. In doing so, frequency risk under the pessimistic
outlook is diversified. Corresponding premiums and
premium reserves will then be systematically overstated under a realistic outlook.
By operating in two different worlds at the same
time, one realistic and one pessimistic, actuaries safeguard against the risk that what one believes to
be pessimistic ex ante will in fact turn out to be
realistic ex post. In this way, the actuary’s valuation method has been equipped with an implicit
safety margin against the possibility of a future less
prosperous than one should reasonably expect. This
is safeguarding against a systematic risk, whereas
requiring large portfolios to achieve diversification
is safeguarding against random variations around the
systematic trend.
As time evolves, the next step is to assess how
experience actually has developed in comparison with
both the pessimistic and the realistic outlook, and
to evaluate the economic results that actual experience gives rise to. If the actual experience is more
favorable than the pessimistic outlook, a systematic
surplus will emerge over time. The very purpose of
the pessimistic outlook valuation is to generate such
a development.
In life insurance, it is generally accepted that when
policyholders pay premiums as determined by the
pessimistic world outlook, the excess premium relative to the realistic world outlook should be perceived
as a deposit to provide for their own security. Accordingly, the surplus emerging from the implicit safety
margins should be treated in a different manner than
the ordinary shareholders’ profit. The overriding principle is that when surplus has emerged, and when it is
perceived to be safe to release some of it, it should be
returned to the policyholders. Designing and controlling the dynamics of emerging surplus and its reversion to the policyholders is a key activity for actuaries
in life insurance (see Participating Business).
The actuarial community has adopted some technical terms for the key components that go into
this process.
•
•

Pessimistic outlook: first order basis
Realistic outlook: second order basis
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Surplus reverted to policyholders: bonus (see Technical Bases in Life Insurance).
Analyzing historic data and projecting future
trends, life insurance actuaries constantly maintain
both their first order and their second order bases.
Premium and premium reserve valuation tariffs
and systems are built on the first order basis.
Over time, emerging surplus is evaluated and
analyzed by source, and in due course reverted as
policyholders’ bonus.
This dynamic and cyclic process arises from the
need to protect against systematic risk for the pattern
of lifetime, frequency, and timing of death occurrences, and so on. As mentioned above, another risk
factor not dealt with under the stochastic mortality
and disability models is financial risk.
The traditional actuarial approach to financial risk
has been inspired by the first order/second order basis
approach. Specifically, any explicit randomness in
investment return has been disregarded in actuarial
models, by fixing a first order interest rate that is
so low that it will ‘almost surely’ be achieved. This
simplified approach has its shortcomings, and we will
describe a more modernized approach to financial risk
under the Finance section.
A life insurance undertaking typically is a contractual agreement of payment of nominally fixed
insurance amounts in return for nominally fixed
premiums. Funds for occupational pensions on the
other hand can be considered as prefunding vehicles for long-term pension payments linked to future
salary and inflation levels. For employers’ financial planning, it is important to have an understanding of the impact that future salary levels and
inflation have on the extent of the pension obligations, both in expected terms and the associated risk. This represents an additional dimension
that actuaries need to take into consideration in
the valuation of pension fund’s liabilities. It also
means that the first order/second order perspective
that is crucial for life insurers is of less importance for pension funds, at least from the employer’s
perspective.

General (Non-life) Insurance
Over the years, actuaries have attained a growing
importance in the running of the non-life insurance
operations. The basis for the insurance industry is
to accept economic risks. An insurance contract may
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give rise to claims. Both the number of claims and
their sizes are unknown to the company. Thus, insurance involves uncertainty and here is where the
actuaries have their prerogative; they are experts in
insurance mathematics and statistics.
Uncertainty is maybe even more an issue in the
non-life than in the life insurance industry, mainly
due to catastrophic claims such as natural disasters. Even in large portfolios substantial fluctuations
around expected outcomes may occur.
In some countries, it is required by law for all
non-life insurance companies to have an appointed
actuary to approve the level of reserves and premiums
and report to the supervisory authorities.
The most important working areas for non-life
actuaries in addition to statutory reporting are
•
•
•
•
•
•
•

Reserving
Pricing
Reviewing reinsurance program
Profit analyses
Budgeting
Product development
Produce statistics

Reserving (see Reserving in Non-life Insurance).
It takes time from the occurrence of a claim until
it is being reported to the company and even more
time until the claim is finally settled. For instance,
in accident insurance the claim is usually reported
rather quickly to the company but it may take a long
time until the size of the claim is known since it
depends on the medical condition of the insured. The
same goes for fire insurance where it normally takes
a short time until the claim is reported but it may
take a longer time to rebuild the house. In liability
insurance it may take a very long time from the
claim occurs until it is reported. One example is
product liability in the pharmaceutical industry where
it may take a very long time until the dangerous
side effects of a medicine are revealed. The insurance
company has to make allowance for future payments
on claims already incurred. The actuary has a key
role in the calculation of these reserves. The reserves
may be split in IBNR-reserves (Incurred But Not
Reported) and RBNS-reserves (Reported But Not
Settled). As the names suggest, the former is a
provision for claims already occurred but they have
not yet been reported to the company. The latter is a
provision for claims already reported to the company
but they have not yet been finally settled, that is,

future payments will occur. The actuary is responsible
for the assessment of the IBNR-reserves and several
models and methods have been developed. The
RBNS-reserves are mainly fixed on an individual
basis by the claims handler based on the information
at hand. The actuary is, however, involved in the
assessment of standard reserves, which is used when
the claims handler has too scarce information to reach
a reliable estimate. In some lines of business where
claims are frequent and moderate in size, for instance
windscreen insurance in (see Automobile Insurance,
Private; Automobile Insurance, Commercial), the
actuary may help in estimating a standard reserve
that is used for all these claims in order to reduce
administration costs. In some cases, the RBNSreserves are insufficient and it is necessary to make
an additional reserve. This reserve is usually called an
IBNER-reserve (Incurred But Not Enough Reserved).
However, some actuaries denote the sum of (pure)
IBNR-reserve and the insufficient RBNS-reserve as
the IBNER-reserve.
Pricing (see Ratemaking; Experience-rating; Premium Principles). Insurance companies sell a product without knowing its exact price. Actuaries can
therefore help in estimating the price of the insurance
product. The price will depend on several factors: the
insurance conditions, the geographical location of the
insured object, the age of the policyholder, and so on.
The actuary will estimate the impact on the price of
the product from each of the factors and produce a
rating table or structure. The salesmen will use the
rating table to produce a price for the insurance product. The actuaries will also assist in reviewing the
wording of insurance contracts in order to maintain
the risks at an acceptable level. The actuaries may
also assist in producing underwriting guidelines. The
actuary will also monitor the overall premium level
of the company in order to maintain profitability.
Reinsurance. For most insurance companies, it will
be necessary to reduce their risk by purchasing reinsurance. In this way, a part of the risk is transferred
to the reinsurance company. The actuary may help
in assessing the necessary level of reinsurance to
be purchased.
Profit analyses. Analyzing the profitability of an
insurance product is a complex matter involving taking into account the premium income, investment
income, payments and reserves of claims, and finally
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the administration costs. The actuary is a prime contributor to such analyses.
Budgeting. Actuaries help in developing profit and
loss accounts and balance sheets for future years.
Product development. New risks or the evolvement
of existing risks may require development of new
products or alteration of existing products. Actuaries
will assist in this work.
Statistics. To perform the above analyses reliable
and consistent data are required. Producing risk
statistics is therefore an important responsibility for
the actuary.
It is important for the actuary to understand the
underlying risk processes and to develop relevant
models and methods for the various tasks. In most
lines of business, the random fluctuation is substantial. This creates several challenges for the actuary.
One major challenge is the catastrophic claims (see
Catastrophe Models and Catastrophe Loads). Taking such claims into full consideration would distort
any rating table. On the other hand, the insurance
company would have to pay the large claims as well
and this should be reflected in the premium.

Finance
Financial risk has grown to become a relatively new
area for actuarial practice. Actuaries who practice
in this field are called ‘actuaries of the third kind’
within the actuarial community, maybe also among
nonactuaries.
Financial risk has always been present in all insurance and pensions undertakings, and in capital accumulating undertakings as a quite dominant risk factor.
As mentioned under the life insurance and pension
section the ‘traditional approach’ to this risk has been
disregarded by assumption, by stipulating future liabilities with a discount rate that was so low that it
would ‘almost surely’ be realized over time.
Financial risk is different from ordinary insurance
risk in that increasing the size of a portfolio does
not in itself provide any diversification effect. For
actuaries, it has been a disappointing and maybe also
discouraging fact that the law of large numbers does
not come to assistance in this regard.
During the last half century or so, new perspectives on how explicit probabilistic approaches can be
applied to analyze and manage financial risk have
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developed. The most fundamental and innovative
result in this theory of financial risk/mathematical
finance is probably that (under certain conditions)
risk associated with contingent financial claims can
in fact be completely eliminated by an appropriate
portfolio management.
This theory is the cornerstone in a new practice
field that has developed over the last decades and
which is called financial engineering. Activities in
this field include quantitative modeling and analysis,
funds management, interest rate performance measurement, asset allocation, and model-based scenario
testing. Actuaries may practice financial engineering in its own right, or they may apply financial
engineering as an added dimension to the traditional
insurance-orientated actuarial work.
A field where traditional actuarial methods and
methods relating to financial risk are beautifully
aligned, is Asset Liability Management (ALM) (see
Asset Management). The overriding objective of
ALM is to gain insight into how a certain amount of
money best allocated among given financial assets, in
order to fulfill specific obligations as represented by
a future payment stream. The analysis of the obligation’s payment stream rests on traditional actuarial
science, the analysis of the asset allocation problem falls under the umbrella of financial risks and
the blending of the two is a challenge that requires
insight into both and the ability to understand and
model how financial risk and insurance risk interact.
Many actuaries have found this to be an interesting
and rewarding area, and ALM is today a key component in the risk management of insurance providers,
pension funds, and other financial institutions around
the world.
A tendency in the design of life insurance products in the recent decades has been unbundling. This
development, paralleled by the progress in the financial derivatives theory, has disclosed that many life
insurance products have in fact option or option-like
elements built into them. Examples are interest rate
guarantees, surrender options, and renewal options
(see Options and Guarantees in Life Insurance).
Understanding these options from a financial risk perspective, pricing and managing them is an area of
active actuarial research and where actuarial practice
is also making interesting progress. At the time of
writing this article, meeting long-term interest rate
guarantees is a major challenge with which the life
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and pension insurance industry throughout the world
is struggling.
A new challenge on the horizon is the requirement for insurers to prepare financial reports on
a market-based principle, which the International
Accounting Standards Board has had under preparation for some time. In order to build and apply
models and valuation tools that are consistent with
this principle, actuaries will be required to combine
traditional actuarial thinking with ideas and methods
from economics and finance.
With the financial services industry becoming
increasingly complex, understanding and managing
financial risk in general and in combination with
insurance risk in particular, must be expected to be
expanding the actuarial territory for the future.

Characteristics of Profession
Actuaries are distinguished from other professions in
their qualifications and in the roles they fill in business and society. They also distinguish themselves
from other professions by belonging to an actuarial
organization (see History of Actuarial Profession).
The first professional association, The Institute of
Actuaries, was established in London in 1848, and by
the turn of the nineteenth century, 10 national actuarial associations were in existence. Most developed
countries now have an actuarial profession and an
association to which they belong.
The role and the activity of the actuarial associations vary substantially from country to country.
Activities that an association may or may not be
involved in, include

•
•
•
•
•

expressing public opinion on behalf of the actuarial profession,
providing or approving basic and/or continued
education,
setting codes of conduct,
developing and monitoring standards of practice, and
involvement in or support to actuarial research.

There are also regional groupings of actuarial
association, including the grouping of associations
from the EU/EAA member countries (see Groupe
Consultatif Actuariel Européen), the Southeast
Asian grouping, and the associations from Canada,
Mexico and USA.
The International Actuarial Association (IAA),
founded in 1895, is the worldwide confederation of
professional actuarial associations (also with some
individual members from countries that do not have
a national actuarial association). It is IAA’s ambition
to represent the actuarial profession globally, and to
enhance the recognition of the profession and of actuarial ideas. IAA puts focus on professionalism, actuarial practice, education and continued professional
development, and the interface with governments and
international agencies. Actuarial professions which
are full members of IAA are required to have in place
a code of conduct, a formal disciplinary process, a
due process for adopting standards of practice, and to
comply with the IAA educational syllabus guidelines.
(See also History of Actuarial Education; History
of Actuarial Profession; Professionalism)
PÅL LILLEVOLD & ARNE EYLAND

Annual Statements
Insurance companies and other business organizations that engage in the business of insuring or reinsuring (see Reinsurance) property–casualty exposures (see Non-life Insurance) are usually required
to file Annual Statements with the governmental
agencies that regulate insurance operations in the
pertinent geographic region (see Insurance Regulation and Supervision). These Annual Statements
are detailed financial documents that provide information that are not typically available in a company’s
annual report (such as is provided to stockholders, for
example). However, Annual Statements are generally
available to interested members of the public, as they
are documents in the public record.

Contents – A General Description
The contents of an Annual Statement will vary
according to the applicable regulatory requirements,
but the thematic structure is fairly consistent among
all jurisdictions. We will walk through the British
‘Annual Return’, the Canadian ‘Annual Return’, and
the United States’ ‘Annual Statement’ as examples.
The cover of the Annual Statement identifies the
company to which it pertains and the relevant financial year. In the United States and Canada, the cover
also provides the state or province in which the company is incorporated. In most countries, the body
of the Statement consists of several dozen numeric
exhibits, a section of financial notes, several supplementary exhibits, a letter of actuarial opinion regarding the adequacy of insurance liability reserves (see
Reserving in Non-life Insurance), and a letter from
the accounting firm overseeing the insurance company’s financial reporting process.
The largest section of an Annual Statement is a
set of standardized exhibits, the contents of which
are determined by regulatory statutes. These exhibits
carry different names throughout the world: ‘Schedules’ in the United States, ‘Pages’ in Canada, and
‘Forms’ in the United Kingdom, for example. The
standardized exhibits in a given country generally
maintain a high level of consistency from year to year
to enable comparison of multiple years’ Statements.
We also find a section titled ‘Notes to Financial
Statements’ in the Canadian Return and US Statement

and ‘Supplementary Notes to Schedules’ in the UK
Return, which contains comments and numeric data
addressing specific issues of regulatory concern. This
section of Notes provides governmental agencies with
tools to gather information in areas of developing
interest. It also allows for detailed textual responses,
in contrast to the numeric standardized exhibits.

Filing Requirements – Who, Where, and
When?
In the United States, an insurer is required to file
copies of the Annual Statement with the insurance
department of each state in which the insurer conducts business. Canadian insurers similarly file with
individual Canadian provinces, and also file two
copies with the Office of the Superintendent of Financial Institutions, Canada (OSFI). Filing deadlines
vary by jurisdiction within the United States and
Canada. UK insurers submit five copies of the Return,
which are a mixture of signed, unsigned, bound,
and loose forms, to the Financial Services Authority
(FSA) [7].
In the United States, each insurance entity that
is a member of a larger corporation files its own
Annual Statement; the corporation as a whole files
a Combined Annual Statement. The Combined Statement has fewer exhibits than the Annual Statement,
but has a later deadline of May 1 to allow for the
consolidation of data from member companies. The
OSFI allows an extra 45 days for reinsurers to file
their returns at the federal level; most of the southern
Canadian jurisdictions similarly provide extensions
for reinsurers’ Annual Returns. The Canadian Annual
Return, P&C-1, contains exhibits specific to Canadian insurers, while its counterpart P&C-2 applies to
Canada’s ‘foreign’ insurers.
The FSA requires insurers to file different types
of Return, depending on the category of the company
concerned. The location of the head office within the
United Kingdom, Switzerland, the European Union
(EU), the European Economic Area (EEA), the European Free Trade Association (EFTA) region, or elsewhere in the world determines the first level of categorization. The second level depends upon the status
of the company: reinsurer, UK deposit company,
EEA deposit company, or ‘other insurance company’. These factors collectively indicate which of
the following should be filed by a UK insurer: global
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Return, UK branch Return, and/or EEA branches
Return [7].

Exhibit Types
The first numeric section of the Annual Statement
is usually a series of tables containing summarized
information for the company. This section contains
two types of exhibits: stock exhibits and flow exhibits.

‘Stock Data’ Exhibits
The first type of exhibit is a statement of financial
data evaluated on 31 December for the year of the
Annual Statement. Data on these exhibits are often
shown in two columns: one column for the year of the
Annual Statement, and an adjacent column containing
the same financial data on 31 December for the
preceding year. The two most common exhibits of
this type are the assets page and the liabilities page,
which comprise the balance sheet, so-called because
the grand totals of the two pages are equal; that
is, the assets and liabilities pages ‘balance’ (see
Accounting).
The assets page lists the regulatory or statutory values for various categories of bonds, stocks,
and real estate; cash; other investments; various
receivables; reinsurance recoverables; accrued assets,
among others. The liabilities page lists the values for
loss reserves in the United States (also known as
outstanding claims in Canada and as claims outstanding in the UK), unearned premium (see Reserving
in Non-life Insurance; Accounting), taxes, miscellaneous payables, and other amounts due from the
company. Liabilities are added to the policyholder
surplus or shareholder equity to yield a total that
is equal to the ‘total assets’ from the assets page.
The surplus or equity amount may be divided into
(1) issued capital, which is the par value of stock
shares issued; (2) contributed surplus, which is equal
to the excess of stock purchase price over par value;
and (3) retained earnings.
One of the most significant differences among
the Statements involves the treatment of reinsurance on the balance sheet. In the Canadian and
UK Returns, balance sheets are stated gross of reinsurance. For example, the Canadian liability line
‘Unpaid Claims and Adjustment Expenses’ is gross
of reinsurance, and the Canadian asset page includes

a line for ‘Unpaid Claims and Adjustment Expenses
Recoverable from Reinsurers’. In contrast, the US
balance sheet is net of reinsurance. ‘Losses’, line
1 on the US liability page, is calculated as direct
losses plus assumed losses minus ceded losses, on
both a ‘reported’ and an ‘incurred but not reported’
basis (see Reserving in Non-life Insurance). The US
assets page includes a line for loss payments recoverable from reinsurers, but it applies only to losses
paid as of the Annual Statement date, unlike the
Canada and UK ‘reinsurance recoverable on existing claims’ asset line, which applies to both past and
future payments.

‘Flow Data’ Exhibits
The second type of exhibit is a statement which evaluates financial data flows that transpired throughout
the calendar year of the Annual Statement, rather than
at the end of the calendar year. The ‘Statement of
Income’ and the ‘Statement of Cash Flows’ are the
two prominent flow exhibits, although the UK Annual
Return does not include a form for cash flows.
The US income statement calculates (1) underwriting income as premiums earned (see Premium)
minus losses and expenses incurred; (2) net investment income as investment income plus realized capital gains; and (3) net income as the sum of underwriting income and investment income, minus policyholder dividends and income taxes. The US Statement
of Income also calculates ‘surplus as regards policyholders, December 31 current year’ as the prior
year’s surplus plus over a dozen gains and (losses) in
surplus such as net income; the changes in net unrealized foreign exchange capital gain (loss), net deferred
income tax, and nonadmitted assets; the cumulative
effect of changes in accounting principles; and stockholder dividends. The parentheses around ‘losses’ and
‘loss’ in the line titles indicate that negative dollar
amounts are shown in parentheses, rather than with
a preceding negative sign: ‘(1000)’ is required, not
‘−1000’.
The corresponding two Canadian pages ‘Statement
of Income’ and ‘Statement of Retained Earnings,’ and
a pair of UK forms ‘Profit and Loss Account – (nontechnical Account)’ and ‘General Business: Technical Account’ similarly display underwriting income,
(net) investment income, income taxes, and dividends. There is a significant difference from the US
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income statement, however. Canadian and UK outstanding claims are stated on a discounted basis;
US loss and loss expense reserves for almost all
property and casualty coverages are undiscounted in
Annual Statements.

Uses of Annual Statements
Insurance companies apply their own Annual Statements to a variety of tasks. Summary exhibits such
as the Statement of Income contain data that management may use for performance measurement on a
corporate level, while the more detailed ‘line of business’ exhibits lend themselves to analytical reviews
of business strategies or of ongoing actuarial procedures such as pricing and reserving. Of course, an
interested company is able to conduct similar analyses on a competitor’s data, since Annual Statements
are publicly available, or to use statement data for
‘the valuations of insurance companies for such purposes such as acquisition or merger, or with transfers
of portfolios or reserves’ [5]. Annual Statements also
provide rating agencies such as A. M. Best and Standard & Poors with valuable information for their
evaluations of insurance companies.
In the United States, the National Association
of Insurance Commissioners (NAIC) uses Annual
Statements for financial examinations as part of
the regulatory process. Brady et al., note that ‘[a]n
insurer’s Annual Statement can serve as the basis for
a state insurance department’s financial examination
of that insurer’ [1]. Further information is provided in
the Insurance Regulatory Information System (IRIS),
which is an NAIC tool ‘designed to provide state
insurance departments with an integrated approach
to screening and analyzing the financial condition
of insurance companies operating in their respective states’ [4]. The IRIS report explains two phases
of the system. ‘In the statistical phase, the NAIC
database generates key financial ratio results based
on financial information obtained from insurers statutory annual statements. These ratios include IRIS
as well as other solvency tools developed for use
by state insurance regulators. All these tools are
used in determining the level of regulatory attention required. The analytical phase is a review of the
annual statements, financial ratios, and other automated solvency tools by experienced financial examiners and analysts’ [4].
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History of United States Annual
Statements
In 1792, Pennsylvania became the first state to charter
insurance companies, and was followed by adjoining states in 1797. Each state imposed limitations
on the activities and investments of its chartered
insurers, often including a ‘requirement that financial statements be submitted to state authorities periodically’ [5]. According to Brady et al., ‘in 1827,
New York began to require insurers to file annual
statements with the state comptroller’. The statements included information about ‘insurers’ investments, premiums, and liabilities’ [1]. Over the next
several decades, more states introduced their own
annual statements and increased the complexity of
existing filing requirements. In 1837, for example,
Massachusetts added a requirement to include estimates of necessary reserves [1]. When an insurer
expanded operations into an additional state, it was
then required to file another financial statement
each year.
The United States Supreme Court affirmed state
regulation of insurance in the 1869 case Paul vs.
Virginia. In May of 1871, regulatory representatives
from 19 of the existing 37 states met at the first session of the National Insurance Convention (NIC). At
that meeting, the NIC members proposed an initiative to develop and adopt a uniform annual statement,
whose existence would ease the annual filing burden
for multistate insurers. Within five months, the NIC
had designed a uniform accounting statement [1]. The
NIC subsequently renamed itself the National Convention of Insurance Commissioners (NCIC), and
later adopted its current name, NAIC.

International Annual Statements
The regulatory agencies of governments across the
globe require financial reporting by insurance companies in annual statements, but the contents and
accounting practices vary by jurisdiction, as do the
names of the ‘annual statement’. Patel and Marlo
note that, as of 2001, ‘[i]nsurance regulation, and
more importantly, financial reporting practices varies
widely across the major European countries. For
example, the German statutory practice is to record
non-life claims reserves on a conservative basis with
minimal actuarial input. On the other hand, in the
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United Kingdom, actuarial practice is well established
and there is strong emphasis on best estimates. After
the formation of the European Union, directives were
issued to member companies that serve as guidelines for adopting uniform accounting standards for
insurance. The European Council, however, acts in
a manner similar to the NAIC. Member companies
can exercise many options in terms of adopting the
various aspects of the directives for their particular
jurisdiction. Hence, in spite of the European Union
directives, there are no uniform reporting standards
across member countries’ [6].

Canada
Insurers conducting business within Canadian provinces are required to file an Annual Return with
OSFI. Similar to the jurat page of the US Annual
Statement, the Canadian Return begins with a section
identifying the company’s location and its officers
and directors. This section also names the external
auditor and actuary.
As of 2003, the Canadian Return was still in transition of its calculation of capital adequacy for Statutory Compliance, affecting the contents of Annual
Returns for the year ending December 31, 2002. The
new calculation is the Minimum Capital Test (MCT),
which exists on new and revised pages that are for use
by all companies. Pending enactment of MCT legislation in Quebec, the Return retained pages related
to Minimum Excess Assets over Liabilities, for only
those companies licensed in Quebec.

United Kingdom
In the United Kingdom, ‘the Financial Services
Authority (FSA) is an independent nongovernmental
body, given statutory powers by the Financial Services and Markets Act 2000 [3]. The FSA regulates
the annual report and accounts that are required of
insurance companies and Lloyd’s of London. The
FSA’s handbook glossary provides the following definition of ‘annual report and accounts’:
(a)

(in relation to a company incorporated in the
United Kingdom) an annual report and annual
accounts as those terms are defined in sections
261(2) and 262(1) of the Companies Act 1985,
together with an auditor’s report prepared in

relation to those accounts under section 235 of
the Companies Act 1985;
(b) (in relation to any other body) any similar or
analogous documents which it is required to
prepare whether by its constitution or by the
law under which it is established. [2]
These financial statements can contain dozens of
Forms, each of which is a tabular exhibit related
to the respective company’s (or Lloyd’s syndicate’s)
operations. The PwC guide to the return [7] notes
that the FSA uses the return to ‘monitor the solvency
and, for general business companies, to assess retrospectively the adequacy of the company’s claims
provisions’.
Insurance contracts, and the related financial information, are divided in the annual report and accounts
between general insurance contracts and long-term
insurance contracts. The Glossary of the FSA Handbook defines the two categories of insurance contracts
as shown in the exhibits below [2].

Contracts of general insurance
Accident
Sickness
Railway rolling stock
Aircraft
Goods in transit
Fire and natural forces
Motor vehicle liability
Aircraft liability
General liability
Credit
Miscellaneous financial loss
Legal expenses
Land vehicles
Ships
Damage to property
Liability of ships
Suretyship
Assistance
Contracts of long-term insurance
Life and annuity
Marriage and birth
Permanent health
Tontines
Pension fund management
Collective insurance etc
Linked long-term
Capital redemption
Social insurance

Several forms and their associated contents are
listed below:
•

•

Statement of solvency – A comparison of the
available assets from general insurance business
and long-term insurance business to the regulatory Required Minimum Margin of each of the
two divisions of insurance business. Two years
are shown here.
Statement of net assets – Calculation of net admissible assets for other than long-term insurance
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•

•

•

business as the excess of admissible assets over
liabilities. Also shown is the calculation of net
assets from the net admissible assets with adjustments for the Required Minimum Margin, profit
retention, asset valuations, the provision for adverse changes, and other movements.
A pair of forms contains both calculations of the
required margin of solvency. The first calculation
is based on gross premiums receivable, net of premium taxes and levies; the second is based on
the sum of (1) claims paid and (2) the change in
claims outstanding during a three-year or sevenyear reference period, depending on the type of
insurance. The required margins of solvency are
both reduced in a final step to reflect the ratio of
retained calendar year–incurred losses (amounts
not recoverable from reinsurers) to gross calendar year–incurred losses. The Required Minimum
Margin, which is referenced by the ‘Statement of
solvency’ listed above, is shown to be the maximum of (a) the larger of the two required margins
of solvency and (b) the minimum guarantee fund.
Legislation defines the minimum guarantee fund
as between 200 000 European Currency Units
(ECU) and 400 000 ECU, depending on the authorized classes of business [7].
The analysis of admissible assets displays the
values of investments, reasonably anticipated salvage and subrogation recoveries [7], reinsurers’
share of technical provisions (explained below),
and amounts due ‘under reinsurance business
accepted’ and ‘under reinsurance contracts ceded’,
among other assets. These amounts are shown in
two columns: ‘as at the end of this financial year’
and ‘as at the end of the previous year’.
Liabilities (other than long-term business) – A
summary of liabilities related to the company’s
general insurance contracts. The first items are
the components of the gross technical provisions:
‘provision for unearned premiums’, ‘claims outstanding’, ‘provision for unexpired risks’, ‘equalization provisions’, and ‘other’. Equalization provisions are reserves that are required by statute
for certain business classes, in addition to the
Annual Return’s stated claims liabilities. Generally accepted accounting principles (GAAP) (see
Accounting) would not include a contingency
reserve for potentially volatile (see Volatility)
lines as a liability nor would GAAP translate
movements in such a reserve into reportable gains
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and losses. However, as PwC notes, ‘Schedule 9A
to the Companies Act 1985 requires equalisation
reserves to be treated and disclosed as a technical
provision on the balance sheet, with movements
therein taken to the profit and loss account’. PwC
also comments that ‘[t]his treatment has generated
considerable discussion within the accounting and
auditing profession’ due to its direct conflict with
GAAP [7].

United States
Schedule A details the individual real estate properties that the company owned on December 31 of
the Statement year, and those that were acquired or
sold during the Statement year. Schedules B and BA
show similar data related to ‘mortgage loans’ and
‘other long-term invested assets’, respectively, owned
at year-end (Part 1 of each Schedule) or divested during the year (Part 2 of each Schedule).
Schedule D in the US Annual Statement presents
the stock and bond assets of the company from several perspectives. It begins with a ‘Summary by
Country’ of long-term bonds, preferred stocks, and
common stocks. Each of these asset categories is
divided into subgroups based upon sets of similar writing entities such as governments, unaffiliated
public utilities, and ‘parent, subsidiaries and affiliates’. The Schedule’s summary shows subtotals of
‘Book/Adjusted Carrying Value’, ‘Fair Value’, and
‘Actual Cost’ for the United States, Canada, and
‘other countries’ for each subgroup of writing entities; ‘Par Value’ is also given for bonds.
Part 1A of Schedule D comprises two collections
of subtotals for the ‘Book/Adjusted Carrying Values’
of all bonds owned on December 31 of the Statement
year. Both sections of Part 1A show the maturity distribution of bonds by major type of issues. Section 1
subdivides each of the 13 major types of issues into
NAIC designations, or Classes 1 through 6, hence
expanding its subtitle to ‘Quality and Maturity Distribution of All Bonds’. The subdivisions in Section
2 are the six subtypes of issues, as appropriate for
each of the major types. For example, the subtypes
for ‘US Governments’ are ‘Issuer Obligations’ and
‘Single Class Mortgage-Backed/Asset-Backed Securities’ only.
Parts 1 and 2 of the US Schedule D provide
detailed valuing measures for long-term bonds and
stocks, respectively, that were owned at year-end.

6

Annual Statements

Parts 3 and 4 of the Schedule display acquisitions
and divestitures, respectively, of long-term bonds and
stocks. Part 5 lists each stock or long-term bond
that was ‘acquired and. . . fully disposed of’ during
the Statement year. Assets that appear on Part 5 of
Schedule D are not shown individually elsewhere in
the Statement; Parts 3 and 4 each contain a ‘Summary
Item from Part 5’ for each of the three categories:
bonds, common stocks, and preferred stocks. Schedule D – Part 6 shows the ‘Valuation of Shares of Subsidiary, Controlled or Affiliated Companies’. Schedule DB contains several parts applying to options,
caps, floors, futures, collars, swaps, forwards, and
other derivative instruments. Schedule DM shows the
‘Aggregate Statement and Fair Values of Bonds and
Preferred Stocks’.
The US Schedule F contains detailed information
about assumed and ceded reinsurance contracts and
the associated losses, premiums, and commissions.
This data is shown for each company with which
reinsurance contracts are held. Part 7 of Schedule F
calculates the Provision for Reinsurance, a statutory
penalty that is carried as a liability on the balance
sheet. Schedule F – Part 8 is a ‘Restatement of Balance Sheet to Identify Net Credit for Reinsurance’.
Column 1 of Part 8, titled ‘As Reported (Net of
Ceded)’, is a simplified version of the balance sheet.
Column 3 is titled ‘Restated (Gross of Ceded)’, and
is comparable to the balance sheet from a Canadian
or UK return. Column 2, ‘Restatement Adjustments’,
is simply Column 3 minus Column 1.
Schedule P of the US Annual Statement is a
detailed ‘Analysis of Losses and Loss Expenses’.
Part 1 of the Schedule is a columnar itemization of
premiums earned and of losses and loss expenses
incurred by year ‘in which premiums were earned
and losses were incurred’, on direct and assumed,
ceded, and net bases. Parts 2, 3, and 4 are exhibits
showing the triangular development of the incurred,
cumulative paid, and ‘bulk and IBNR reserves on’
net losses and expenses, respectively. Parts 1–4 each
contain a summary exhibit and subpart exhibits for
each of more than 20 lines of business. Schedule P – Part 5 displays the triangular development
of claims, with sections devoted to year-end evaluations of (1) cumulative number of claims closed
with payment, (2) number of claims outstanding, and
(3) cumulative number of claims reported, each on

a direct and assumed basis. Schedule P – Part 6 outlines the triangular development of cumulative premiums earned; Section 1 relates to direct and assumed
premium, while Section 2 relates to ceded premium.
Both Part 5 and Part 6 contain exhibits for individual lines of business, but neither includes a summary
exhibit, as their required lines of business do not represent all the exposures encompassed by the other
parts of the Schedule. Parts 7A and 7B of Schedule P show data related to loss-sensitive contracts
for primary and reinsurance business, respectively.
Section 1 of each subpart calculates the loss-sensitive
percentage of the total net losses and expenses unpaid
and of the net written premium, for each line of business. Sections 2–5 of each subpart display the triangular development of incurred losses and expenses,
bulk and IBNR reserves, net earned premiums, and
‘net reserve for premium adjustments and accrued
retrospective premiums’, respectively; these exhibits
classify data by the year of policy issuance, in contrast to the previous Parts of the Schedule. Part 7B
also includes a Section 6 for ‘incurred adjustable
commissions reported’ and Section 7 for ‘reserves for
commission adjustments’.
The NAIC introduced the concept of Protected
Cells into the Annual Statement in 2003, applying
new requirements to Statements for the year ended
December 31, 2002. A protected cell is a pool of
funds contributed by investors from the financial
markets, subject to the terms of the jurisdiction’s
enacted version of the NAIC’s Protected Cell Company Model Act. According to the Act, the insurer
pays premium into the protected cell, purchasing the
right to access the pool’s funds in the event of contractually specified insured losses. The investment,
premium, and associated investment income within
the protected cell are legally protected from all liabilities of the insurance company except those stipulated
in the protected cell contract. If no insured loss
occurs that meets the contract’s specifications, then
the premium and investment income are given to the
investors when the original investment is returned
after the contract period. However, if such an event
does occur, then all the funds from the protected cell
are made available to cover the loss.

Internet Resources
Governmental Internet websites provide large volumes of information related to financial reporting
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requirements. For additional material, consult the
following:
www.fsa.gov.uk (United Kingdom – Financial Services Authority)
www.naic.org (United States – National Association
of Insurance Commissioners)
www.osfi-bsif.gc.ca (Canada – Office of the Superintendent of Financial Institutions)
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Assets in Pension Funds
In countries with large scale private and public funded
pension arrangements, for example, the United States,
Canada, Japan, the Netherlands, and the United Kingdom, one of the key decisions is how the contributions into the fund should be invested to best effect.
The investment decision typically results in some
form of risk sharing between members and sponsor in terms of (1) the level of contributions required
to pay for all promised benefits, (2) the volatility
of contributions required, and (3) the uncertainty of
the level of benefits actually deliverable should the
scheme be wound up or have to be wound up. Some
of the risks associated with the pension benefits have
a clear link with the economy and hence with other
instruments traded in the financial markets. Others,
such as demographic risks (see Demography) and
the uncertainty as to how members or the sponsor
will exercise their options, which are often far from
being economically optimal, are less related to the
assets held in the fund.
Throughout this article, we will be referring
mainly to final salary defined benefit (DB) schemes,
although very similar comments will of course
apply to other DB schemes, such as career average
salary schemes or cash balance plans (see Pensions).
Some particular features, such as variable employee
contribution rates or high levels of discretionary
benefit, can change the impact of a particular
investment strategy enormously.
Explicitly hybrid schemes such as DB schemes
with a defined contribution (DC) top-up or underpin,
have some characteristics that may make asset allocation considerations more specialized. We have not
discussed these in any detail.
Pure DC schemes vary significantly in form: in
some, the investment options are very restricted, or
there is a strong inclination for employees to opt
for the default strategy, whereas in others, individuals have the encouragement and a broad palette
from which to choose their own personal investment
strategies.
In this article, we describe broadly what assets are
available to the institutional investor, how an investor
might go about deciding on an asset allocation, and
explore what the possible consequences of an asset
allocation might be. There are two general frameworks in which these questions are answered: the

first is the conventional ‘scheme-centric’ approach
where the whole fund is treated as an hypothetical
aggregate investor that has human features such as
risk aversion and regret. The second is a ‘stakeholder’ approach, where the fund is recognized as
being simply an intermediary that, in theory, neither
adds nor destroys value but can redistribute value and
risk among various stakeholders.
Whichever framework is adopted, a central issue
is to define why the assets are being held. Inevitably,
that involves a fairly close examination of the liabilities. The level of legislation, regulation, and the
wide diversity of scheme rules associated with pension schemes can make the investment decision
seem extremely complex. However, underpinning
this complexity is really quite a simple concept: an
employer promises to pay an employee part of his
salary when he or she retires. In order to improve the
security of this promise and make it less dependent on
the scheme sponsor’s financial well-being, contributions are made into a fund before the benefit is paid.
The way in which the funds are invested can have
important implications for the quality of the promise
associated with the deferred benefit.

Asset Selection
Various restrictions on the investments available to
occupational pension schemes exist around the world.
These range from the virtually unrestricted (e.g. UK)
to limited restrictions (e.g. an upper limit on the
proportion of overseas investments that can be held
as in Canada) to the highly restrictive (e.g. some
continental European pension arrangements). Beyond
these high level restrictions, there are normally limits on the concentration of investments within the
scheme, for example, no more than 5% of the funds
are to be invested in a particular security. These
will also depend on whether the scheme is regulated
under trust (e.g. a DB scheme or some occupational
DC schemes versus various personal pension arrangements). In some DC and grouped personal pension
arrangements, asset allocation is up to the individual
albeit selection is possible from only a limited set of
pooled funds. In others, the trustees set the strategy.
Investment by the scheme in its sponsoring
entity is prohibited in many countries, particularly
for occupational schemes. In contrast, in some
countries, investment in one’s employing company
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is sometimes encouraged within personal pension
arrangements.
In some countries such as Germany, a significant proportion of private pension provision is set
up without separate funds being held in respect of
the promised benefits. Accruing pension costs are
instead booked on the sponsor’s balance sheet. A central insurance fund then covers the members in the
event of sponsor distress. This arrangement implicitly exposes the fund to the economy of the country
although there is no explicit asset selection required.
Most state pension schemes are operated as a payas-you-go (PAYG) arrangement. ‘Unfunded’ arrangements such as book reserving and PAYG can have
significant macroeconomic implications, but we do
not discuss these in this article.

Bonds
Bonds are issues by governments, quasi-governmental
and supranational organizations, and corporations.
They offer a stream of coupon payments, either fixed
or index linked, and a return of principal at the maturity of the bond. Maturities of some bonds can go out
to 50 years, although the majority of bonds in issue
are very much shorter than this.
The certainty of receiving these coupons and
return of principal is dependent upon the willingness
and ability of the bond issuer to make good these
payments. While defaults by sovereign countries do
happen, government bonds issued by countries of
high standing represent the lowest credit risk of any
asset available. Credit ratings reflect the level of confidence in an issuer to make good the coupon and
redemption payments on the due dates. There is considerable debate about the value of credit ratings as
issued by the major agencies.
The market value of bonds at any time reflects the
present value of future coupon payments and return
of principal discounted at an interest rate that reflects
both current interest rate levels and the credit strength
of an issuer. All things being equal, the lower the
credit quality of the bond the higher the discount
interest rate and hence the lower the price put on the
bond. Liquidity also plays an important role in the
market value of a bond. Government issues, where
a range of maturities is always available in size,
trade at a premium to smaller, less liquid issues
even by supranationals of comparable credit quality.

The ‘spread’ between yields on government debt
and corporate debt is volatile, reflecting changing
expectations of default risk on credit, as well as
changes in liquidity preferences in different economic
climates.
In terms of bonds’ abilities to meet projected cash
needs in the future, the following qualities can be
noted:
•
•
•

largely predictable income streams into the future,
usually a known value at maturity,
future market value determined by movements in
interest rates and credit quality.

The majority of the total return from a long-dated
conventional bond investment is from the coupon
payments rather than from capital value changes. The
exceptions are bonds with low or zero coupons, or
in the case of shorter dated maturities. Bonds have
always been seen as suitable investments to back
insurance products such as annuities.
In comparison with the size of the conventional
bond market in most currencies, there is very little
index-linked issuance and next to no Limited Price
Indexation (LPI) issuance where coupons are linked
to an inflation index above a floor, such as 0%, and
up to some cap, such as 5%. Perfect matching of
pension benefit cash flows that increase in line with
LPI is currently not possible using a static portfolio
of conventional bond investments.
It is important to distinguish between corporate
and government bonds. While all conventional bonds
share the characteristic of greater predictability of
cash flows than equities, the default risk on corporate
bonds is related to the health of a corporation, in other
words, to the same factor, which is the primary driver
of return on the equivalent equity [31, 63]. Thus,
credit spreads tend to widen, and consequently corporate bond values to fall relative to Gilts, at the same
time as equity prices come under pressure, albeit that
the volatility of equity returns remains much higher
and is also driven by other considerations.
Corporate bonds are often ‘rated’ by credit rating agencies, such as Standard & Poors, Moody’s
Investor Services, or Fitch. These ratings represent
the ‘certainty’ with which bond holders will be paid
according to the terms of the bond and sometimes are
interpreted as the financial strength of the covenant
backing the bond. Note that not every bond issued by
a particular entity will have the same level of backing,
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so bond ratings will not always represent the overall financial strength of the issuer. Ratings such as
AAA (on the Standard & Poors basis) represent very
high levels of ‘certainty’. As the risk of the bondholder not being paid increases, the ratings will move
through levels such as AA, A, BBB. Below BBB,
the bond is labeled as being ‘noninvestment grade’
and these bonds are sometimes referred to as ‘junk
bonds’. Jarrow et al. [47] have built a model around
the likelihood of bonds moving between rating categories with assumed default and recovery probabilities attached to each category. There is a lively debate
about whether this type of model or one based more
directly on the option-like nature of corporate investment (such as described in [63]) is more appropriate.
As mentioned earlier, there exists a possibility that
government bonds might default and indeed some
governments have defaulted on their obligations.
However, in most of the established economies in
which there are significant funded pension schemes,
governments hold reliable tax raising power and are
conventionally treated as being risk-free.

Equities
Equities are shares in the risk capital of the firm,
and holders of equity participate in both the upside
(if any) and downside after all other commitments to
employees, suppliers, customers, taxation authorities
and so on, and long-term debt providers have been
met. The shareholder participates in the success or
failure of the company and as such returns cannot be
guaranteed. In most companies, shareholders receive
an income stream in the form of dividends, which are
at the discretion of the board of directors and which
can fall, or even go to zero as well as rise. By their
nature, they are difficult to predict for any individual
company, particularly over a long term. The capital value of the shares at any time reflects investors’
expectations regarding the future success of the enterprise including any dividend payments made by the
company. The value is entirely dependent on the price
that other investors are prepared to pay.
Whilst equities may provide the expected cash
flows in the future, there is no guarantee that this
will be the case. To compensate for this lack of
certainty, risk-averse investors will pay less for a
given level of expected cash flows. The lower price
equates to demanding a higher expected return from
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equities over equivalent risk-free securities and the
extra rate of return required is often called the equity
risk premium. With equities there are no guarantees,
only the hope of higher returns; see [78] for an early
formalization of how risk is priced into assets.
In terms of meeting future cash needs of a pension
scheme, equities are a poor matching vehicle in
that their value is extremely volatile and provides
a match to neither fixed payments nor inflationlinked payments as are common in pension schemes
(see further discussion in the Inflation subsection of
this article). Moreover, it is pertinent to note that
corporate bonds rank ahead of equity in the event
of the company going into liquidation, and even
subinvestment grade (or junk) corporate bonds offer
more security than the equivalent company equity.
In most countries, a significant proportion of pension fund assets are invested in quoted equity. Despite
long-standing theoretical support for global investment [80, 81], most pension schemes retain a ‘home
bias’ in their allocations (see [86] for a discussion of
the bias as well as an empirical study of how UK
pension schemes have managed their overseas asset
allocations).
One of the reasons often given for home bias is
that of a currency match between domestic equity
and the pension fund liabilities. However, the additional risk associated with the currency mismatch
given the huge mismatch that already exists between
equities and liabilities would suggest that the reason
lies elsewhere. It may be that in adopting a home
bias, investors are hedging against some unspecified political risks that might lead to it being difficult
to repatriate overseas investments, or, say, the introduction of an unfavorable change to the taxation of
foreign investors.
Changes in the value of the domestic currency
versus other currencies are typically as volatile as the
changes in value of the underlying assets. Investing
in an overseas market is therefore a joint decision
about the likely returns from the securities listed
in that market and the likely change in exchange
rate between the domestic currency and that of the
overseas market.
Some investors regard the currency decision as an
integral part of investing overseas. According to the
theory of purchasing power parity (PPP), currency
rates will eventually change so that the cost of a good
is the same in all countries for all consumers. One
light hearted example of this theory is the Big Mac
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Index produced by UBS and The Economist. The idea
is that a Big Mac hamburger from MacDonalds is a
well-defined, standard item. If the cost of the hamburger is £1.99 in the United Kingdom and $2.70 in
the United States and the exchange rate between the
two countries is £1 for $1.50, then the hamburger in
the United States looks ‘cheap’ compared to the UK
burger (or, the UK burger looks expensive). Theoretically, it would be worthwhile for a UK consumer
buying their burger directly from the United States
since it would cost them £2.70/1.50 = £1.80, which
is cheaper than the £1.99 quoted in UK stores.
In practice, individuals will not be able to take
advantage of this difference. Nevertheless, if enough
goods exhibit the same sort of discrepancy over a
period, capital flows will force the exchange rate to
equalize the prices.
The empirical evidence for PPP is very weak [71]
and the price differentials appear to exist for many
years, if not decades. Since the investment horizon
for many investors is far shorter than this, most
international investors prefer to take either an active
view on currency, or to ‘hedge’ out the impact of the
currency. The currency hedging does not altogether
remove a currency effect; what it does remove is
most of the unpredictability associated with changes
in exchange rates.
Currency hedging is usually achieved by entering
into forward contracts, that is, investors agree with
a counterparty to buy back their own currency at a
fixed rate at some time in the future. The rate at which
they agree to buy back their currency is the forward
rate and is (largely) determined by the interest rates
in the two countries.
The forward currency rate, (i.e. the rate at which
the two parties agree to exchange currencies in the
future), is determined by the principle of no-arbitrage
(see Arbitrage). The principle of no-arbitrage is that
an investor should not be able to buy something at
one price and sell it simultaneously at another, so
locking in a profit. The way this principle applies
to currencies is that investors should not be able to
exchange their currency for another, invest it in a riskfree rate (see Interest-rate Modeling) and exchange
it again after some time, and thereby lock in a different return from that which they might get from
investing in the domestic risk-free rate.
When it comes to investing in an overseas stock
market, buying a forward currency contract cannot
hedge out all the currency impact since the amount of

money to be converted back to the domestic currency
is not known in advance.
For an investor in any particular country, the
optimal portfolio construction is a simple exercise in
expanding the number of risky assets in which they
can invest. These assets can be hedged or unhedged.
So, for example, a UK-based investor can invest
in the domestic markets and can also invest in the
hedged US stock market and the unhedged US market
that can be considered two separate asset classes. This
approach is advocated by Meese and Dales [58] as
a means of deciding, how much to invest overseas
and how much of that overseas investment should be
currency hedged.
The Black model [7, 8] is perhaps the most widely
cited approach as it produces a straightforward analytic result that appears to hold for all investors. In
particular, it implies that all investors should hedge
a fixed proportion, the universal hedging ratio, of
their nondomestic assets. However, the assumptions
required in the model imply highly unrealistic investment behavior.
Errunza et al. [32] consider how ‘domestic’
asset exposures include implied levels of overseas
exposure.
Any of these approaches lead to investors (even
those with the same level of risk aversion) holding
different portfolios. The underlying reason for the
variations is often because the risk-free rate in each
country is specified in a different currency.

Other Asset Classes
Other pension asset classes – property, hedge funds,
venture capital, and other forms of private equity,
commodities, such as gold and timber, and artwork
or other collectibles – can be thought of as variants of equity-type investments. These are commonly
referred to as ‘alternative’ asset classes. Their place
in the asset allocation of pension funds will depend
on their features: their matching characteristics relative to liabilities (which are generally poor), their
expected returns, their volatilities in value relative to
the liabilities, their correlation with other asset classes
in order to assess diversification benefits, their liquidity, and the costs of accessing the asset class.
Commercial property investment provides investors with a stream of rental incomes. In the United
Kingdom, these are often bound up in long lease
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agreements with upward only rent reviews. In other
arrangements the leases are much shorter with a
more formal link in the rental income with inflation.
Nevertheless, the value of the property can change
significantly and quickly and the quality of the rental
stream is only as good as the covenant of the tenant.
Property is often accessed using pooled vehicles
such as unit trusts (PUTs), which improve the liquidity of the asset class and make it easier for smaller
funds to obtain exposure that is diversified across
property sector (industrial, retail, office, etc.). Nevertheless, the costs in obtaining property exposure
are relatively high. In the United Kingdom, pension
schemes, the aggregate exposure to property has
fluctuated significantly over time, with a peak of
nearly 20% and current levels under 5%. In the
United States, a large part of the property market is
represented by REITs, real estate investment trusts,
that are often highly sector focused.
In some countries, for example, the United States,
mortgage-backed securities are an important asset
class that combine elements of bond and residential
property risks.
Private equity investing involves investment of
funds in companies that are not publicly traded. These
may include providing venture capital to start-ups
or financing for management buy-ins or buy-outs
or various other ‘mezzanine’ financing requirements.
Pension funds typically invest via a fund of funds,
rather than directly in closed-end private equity funds.
Private equity funds invest directly in companies,
whereas funds of funds invest in several private
equity funds. Whether a fund-of-funds approach is
involved or not, the pension fund typically has to
provide a ‘commitment’ that is drawn down over
time. The rate therefore, at which exposure is actually
obtained will depend on how readily opportunities
are found in which to invest the money. This can
sometimes take several years and it takes several
more years to start realizing a return at all when the
private companies are sold on. In the interim period,
it is very difficult to liquidate these investments in
the secondary market on anything other than penal
terms.
Hedge funds are rather difficult to define as there
are a vast number of strategies and substrategies
employed by such named funds. These strategies
include market neutral, merger arbitrage, distressed
securities, convertible arbitrage, and many others.
What they have in common is that despite many
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claims to the contrary they are typically unregulated
(in any conventional sense), use leveraged (geared)
positions, and typically engage in both long and short
investing.
History is of very little help when assessing hedge
funds. The period is quite short, hedge funds have not
been consistently defined, the numbers are riddled
with survivorship bias, and we can recognize that
the current environment is quite different from the
past 10 years, which is the period over which most
of the historical evidence comes from. In addition,
the fees appear extremely high, although they are
typically, directly related to the performance of the
fund. Although some high-profile pension schemes in
the Unite States and other charities and endowments
have invested in hedge funds, uptake has been fairly
minimal among most UK pension funds. In contrast,
some European countries such as France have seen
a fairly sizeable take-up. Apart from the largest and
most sophisticated funds, exposure has generally been
obtained via a pooled fund-of-funds approach in order
to get access to diversification across geographic
regions and hedge fund strategies.

Derivatives
The derivatives market (see Derivative Securities)
can provide precise matches for future cash needs.
Hull [45] provides an excellent introduction to derivative instruments in general, and Kemp [50] discusses how actuaries can use them. In particular, the
swaps market allows investors to exchange cash flows
that derive from different underlying investments to
achieve the cash flows they require. A common type
of swap is where an investor exchanges the interest
payments on a cash deposit in return for a series of
fixed interest payments and redemption proceeds at
the end of a specified term. This gives the investor the
flexibility to turn the cash deposit into an asset that
can either mirror the proceeds on a bond, or match a
set of bespoke liability cash flows.
Swap markets are typically huge compared to the
cash markers (e.g. the Sterling swap market is around
six times the size of the sterling bond market) and
hence offers the investor both enhanced liquidity and
matching capability relative to conventional bonds.
Swaps tend to be available for longer terms than
more conventional assets, a significant benefit given
the scarcity of very long duration bonds, and can
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also be used to extend the duration of a portfolio,
for example, as an overlay to a physical portfolio of
corporate bonds.
Swaps are Over The Counter (OTC) instruments
and as such counterparty risks become an important
part of the investment. Counterparty risks on a swap
can be mitigated through collateralization, whereby
high quality assets such as cash or gilts are passed
to the pension fund as collateral for any counterparty
exposure that arises. Although interest among pension
funds has grown enormously in the use of such
derivatives, there are significant practical hurdles to
gaining access, not least of which is getting a board
of trustees to understand fully the risks and clearing
all the legal requirements that enable deals to be
entered into.
Some funds have invested in tranches of structured
credit products such as collateralized debt obligations,
although their relative unfamiliarity to pension fund
trustees means that they are still relatively rarely
encountered in this area.
Credit derivatives [46] such as default swaps are
also an embryonic asset class in pension funds. There
are several applications: the pension fund can purchase protection against the sponsor defaulting, or
can sell protection to gain exposure to a greater diversity of corporates than is possible from holdings of
corporate bonds.

Strategy, Structure and Selection
A crude model of the investment process under the
conventional scheme-centric framework is to maximize the expected ‘utility’ associated with the returns
on the fund
Rfund = δ1 RM + δ2 RA + (1 − δ1 − δ2 )RLBP (1)
by selecting values for the δ’s where RM is the
return on a market or benchmark portfolio, RA is the
return on an actively managed portfolio intended to
outperform the market benchmark portfolio and RLBP
can be interpreted as being the return on a portfolio of
assets designed to match the ‘liability’ return under
all economic states. The ‘LBP’ stands for liability
benchmark portfolio and it is discussed more in detail
in a later subsection.
A common practice is to decompose this
process into a hierarchy of stages, see e.g. [88],
characterized as (1) strategy review, (2) structure

review and (3) investment manager selection. Each
stage typically depends on the outcome of the stages
undertaken before.
Equation (1) can be reparameterized to make the
stages clear:
Rfund = k[ϕRM + (1 − ϕ)RA ] + (1 − k)RLBP ,
(2)
or equivalently,
Rfund − RLBP = k{[ϕRM + (1 − ϕ)RA ] − RLBP },
(3)
A decision about k determines strategy (proportion
in risky, unmatched portfolio versus matching portfolio); a decision about ϕ determines structure (the
proportion held in benchmark tracking or ‘passive’
vehicles) and the determination of the properties of
RA is the selection process. The expression on the
LHS of (3) can be thought of as the rate of change
in the funding level of the scheme. The expression in
the braces on the RHS of (3) represents a portfolio
that is ‘long’ in the assets of the fund and short in
the liability-matching portfolio.
There is no particular ‘theory’ that supports the
use of the hierarchical approach and it is likely that
its usage is driven more by practicalities such as
communicating with trustees, or identifying different
accountabilities in the process.
Exley, Mehta and Smith [33] argue along the lines
of Modigliani and Miller [69] that the choice of k is
(to first order) an irrelevance for DB pension funds.
They argue that investment consultancy should focus
more on second-order effects (discussed briefly elsewhere in this article). Hodgson et al. [41] focus on a
generalization of the choice of ϕ, that is, the investment structure of the fund. They include ‘behavioral
finance variables in an attempt to model irrational
behavior among investors.
Ideally, the investment characteristics of asset
classes are assessed relative to the matching portfolio, the return on which is denoted by RLBP . The
appropriate matching portfolio will depend on the
circumstances of the scheme and might vary, for
example, if the scheme is going into wind-up and
the scheme rules or legislation enforce a particular
set of priorities that is different from that implicit
in an ongoing scheme. In any event, the matching
portfolio will have the same sensitivities to external
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economic factors as the value of the liabilities. In
most schemes, these factors will include inflation (as
pension increases are often tied to price inflation) and
‘risk-free’ interest rates since these are required to
place a value on the promised benefits. The matching
portfolio is therefore likely to comprise almost exclusively of government bonds (both inflation-linked and
conventional).
In the formulation, in equation (2) above, the
assets are split into the ‘matched’ and unmatched (or
investment) components. The quality of the match,
in the matched component will often depend on the
relative sizes of the matched and unmatched portfolios. A large matched component would usually
imply that some effort is made in terms of the quality
of the match, that is, making sure that the values of
the assets and liabilities are equally sensitive to all
sources of risk. If the matched component is smaller,
then there is arguably less point in overengineering the match because the trustees have presumably
decided that members will benefit more from attempting to outperform the matching portfolio by taking
risk. There will be some gray areas. For example, it
may be possible that some of the gilts held in the
fund are actually part of the unmatched (investment)
portfolio. Similarly, corporate bonds may belong to
either or both parts since they are interest-rate sensitive (and hence part of the ‘matching’ portfolio),
while also exposing the members to some risk that
their benefit may not be paid (and earning a credit
risk premium in return).

Risk Budgeting
Formal ‘risk budgeting’ is becoming better known
within the pension fund industry and refers to the
notion that trustees should dispense with a strict hierarchical approach and rather (a) set an overall level
of risk (measured, e.g. by the uncertainty in funding
level, which may be measured by Var[Rfund − RLBP ])
with which they are comfortable and then (b) decide
jointly on asset allocation strategy and the extent
of any active risk in a way that maximizes return
within the overall level of risk decided in (a). A
key measure then of the quality of the arrangement is the level of return divided by the risk, often
measured by the generalized Sharpe ratio or information√ratio, IR, which is represented by E[Rfund −
RLBP ]/ Var[Rfund − RLBP ]. There is a description
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in [36] of the general concepts behind risk budgeting
and, in particular, how active management returns can
be modeled. (The discussion in [88] is focused more
specifically on how risk-budgeting principles apply
to pension funds.)
As a simplified example of risk budgeting, suppose that the value of the liabilities can be closely
approximated by a holding of bonds. Suppose further that equity market as a whole is expected to
outperform bonds by 5% p.a. and that the standard
deviation of the outperformance is 20%. If the fund
were initially 100% funded and invested entirely in
the equity market, the funding level would be exposed
to a risk (standard deviation) of 20%. The IR of this
arrangement is 0.25 = 5%/20%.
Suppose further that there is an active manager
who also has an IR of 0.25, which many would
agree represents an above-average level of skill. In
the case of active managers, risk is now measured
using the distribution of returns of the particular
portfolio of stocks held by the manager relative to the
returns on the whole market (or some proxy such as a
capitalization-weighted index). A manager that holds
nearly all stocks in proportion to their market weights
will have a low risk as measured by the standard
deviation of relative returns (often referred to as
tracking error or active risk). Conversely, a manager
who has selected a small number of ‘conviction’
stocks in the belief that they will outperform the
market as a whole is likely to have a high risk
(tracking error or active risk) relative to the market.
A manager with an IR of 0.25 who takes a risk of 4%
relative to the market is expected to outperform the
market (irrespective of what the market does relative
to the liabilities) by 1%.
If the trustees set a total level of risk of 15%,
then some fairly straightforward mathematics and
some plausible assumptions about the independence
of asset allocation and active risks reveal that the
most efficient way of structuring the fund is to take
just under 11% of strategic (asset allocation) risk and
the same of active risk. The IR achieved in this way
is higher than the IR for each component on its own.
Actually implementing a strategy and structure
based strictly according to such a risk-budgeting
approach as described above is often not practical.
Although a strategic risk of 11% is quite common
and, depending on assumptions, might be achieved
by investing, say, 65% in equities and 35% in bonds,
there are not many conventional portfolio managers
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with IRs of 0.25 who construct portfolios with an
active risk of 11%. Such a high level of active risk
is typically only achievable if some short positions
can be held in stocks and many investors are rightly
nervous of selling stocks that they do not own.

Styles
In exploring the arrangement of investment managers,
there have been several attempts to decompose the
overall risk into ever finer sources than the ‘asset
allocation’ and ‘stock selection’ components. By far,
the most commonly encountered additional source
is ‘style’, which is detected predominantly in conventional equity investment, but also in hedge funds
and private equity. Styles are features such as market
capitalization (small or large) or value (often interpreted as the market-to-book value ratio, or the dividend yield). Some possible theoretical justification is
provided by Fama and French [34] (but others have
come to different conclusions from the same data, see
[52]) or perhaps by multiple pricing factors (see the
work on Arbitrage Pricing Theory in [29, 72–74])
but styles have a much longer existence in practice.

Portfolio Construction and Stochastic
Asset Models
Both at an asset allocation and portfolio level, there
is significant use of quantitative methodologies in
order to create ‘optimal’ or at least efficient investment arrangements. Many of the approaches are
based on the original work by Markowitz (see [55,
56]). Practitioners and academics have developed the
methodology further in order to allow for some of its
perceived drawbacks. These drawbacks include (a)
the focus on ‘symmetric’ rather than downside risk
(see [83] for a general description and [5, 35, 38] for
some theoretical backing for the approach), (b) the
very dramatic sensitivity of the optimized portfolios
to estimation error (see [9, 19, 49, 64, 75–77] for
a discussion of some of the issues and some proposed solutions) and (c) the fact that in its original
form it does not take performance relative to liabilities or a benchmark directly into account (see [27]
for a general description and [92] for an interpretation that takes into account behavioral aspects
of investors with benchmarks). Artzner et al. [2–3]

describe a more axiomatic approach to deciding and
using appropriate risk measures.
One of the most notable drawbacks of these
approaches is that they are largely single period in
nature and do not necessarily allow for dynamic
management of the assets in response to the status
of the fund. For example, trustees may wish to pursue more aggressive strategies, if their funded status
is good. Alternatively they may wish to control cash
flows or to lock into any surplus that might arise.
In response to these needs, advisors and
consultants have advocated exploring the dynamics
of the scheme through asset/liability models (see
Asset–Liability Modeling). In these, thousands of
economic scenarios (a set of yield curves, asset
class returns, inflation, etc.) are generated using a
stochastic asset model. The evolution of the fund
under these scenarios is then calculated to ascertain
information about how likely particular events are to
arise (e.g. how likely contribution rates are to go over
a critical level, or how close the funded status is going
to get to some regulatory minimum). For funds that
are able to articulate ‘distress points’, these models
can be useful in deciding the high level strategy
required.
The choice and calibration of the stochastic asset
model can be significant. There are many models
available ([102] contains a selection of articles discussing many issues associated with asset–liability
models, including some descriptions of models; [54]
provides a limited comparison of many of the publicly available models in the United Kingdom; descriptions of these and other models can be found
in [20, 30, 40, 43, 44, 79, 87, 94, 96, 97, 101]), some
proprietary and others published. Perhaps the most
widely known model is the Wilkie model. The Wilkie
model is the name for a family of models, developed
and subsequently refined by A. D. Wilkie, starting in
1980. The models were initially developed to determine the reserves needed for particular types of life
insurance product, but have subsequently become
widely used in the United Kingdom and beyond,
in areas such as pensions consultancy and general
investment strategy.
The Wilkie model has achieved prominence
mainly because it has been published in full (and
therefore discussed widely) and it was the first
published formalization of a stochastic investment model. Many other actuarial consultancies and
investment banks have developed their own models.
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In some cases, aspects of these models have been
disseminated in journals and conferences, but key elements remain proprietary. The Wilkie model focuses
on modeling the ‘long-term’. It therefore encompasses some features that are unrealistic. The Wilkie
model is also a discrete model in the sense that it
models prices and yields at annual intervals. It does
not say anything about how a price has changed
from one value at the start of the year to another
at the end of the year. This has limitations in that
it ignores any risk or opportunity within the year,
and instruments such as options are difficult to incorporate. Some researchers have attempted to expand
the model to allow for continuous aspects, for example, [51] and [24].
Once an asset allocation has been decided, it is
usually converted into a benchmark. This is usually
a set of weights and market indices, which act as
benchmarks for the investment managers. This has
become more commonplace, but peer group benchmarks (e.g. to beat the median fund, or to be in the
top quartile of some peer group) held sway for quite
some time, particularly in the United Kingdom. Bailey [4] discusses some of the appropriate features of
benchmarks from the conventional viewpoint. Blake
and Timmerman [11] discuss how setting a benchmark has affected the optimality or otherwise of
asset allocation in a pension fund context. The set of
papers in [53] provides some insight into the debates
that practitioners have around benchmarks and asset
allocation, although the issues raised are not always
discussed in a self-consistent framework.

Assessing the Strategic Investment Needs
of the Scheme
One of the main points of funding a pension scheme
is to protect the members’ benefits from employer
default. A private sector employer is (almost by
definition) more risky than even equity investment.
Any deficit can therefore be considered an investment
in an ultra-risky asset class. This should be taken into
account when deciding on strategy.
A portfolio of gilts and index-linked gilts that
managed to have a constant duration will be only
an approximate match to liabilities. A better match
will typically be achieved with a portfolio of bonds
that match all the benefit cash flows as they occur.
As discussed elsewhere in the article, it is often
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practically impossible to find sufficiently long-dated
bonds to effect such matching. However, particularly
when combined with derivative overlays, nearly all
the investment risks can be kept to very low levels
by finding portfolios with approximate matches.
A popular measure of scheme maturity is the
pensioner : nonpensioner split. This does provide
some guide to the maturity, but a more relevant
measure is probably the salary roll : total liability
ratio. This is because the ability of the sponsor to
make good any deficit is normally much better if the
salary roll is large compared with the scheme. A small
salary roll : total liability ratio may incline trustees to
more conservative strategies.
The duration of nonpensioner liabilities is much
longer than the duration of pensioner liabilities,
which makes the value of the nonpensioner liabilities more sensitive to interest-rate changes than the
value of pensioner liabilities. Somewhat perversely,
that makes it all the more important to ‘hedge’ the
interest-rate risks (i.e. invest more in bonds) if nonpensioners dominate the scheme.

Asset Valuation
By far, the most common way of valuing holdings of
assets is to use a market value calculated as the price
of the last deal made in the market multiplied by the
number of shares or bonds held. This is typically easy
to implement and is viewed as an objective method
when there is a recognized exchange for the trading
of such securities, such as all quoted equities or unit
trusts.
For other asset classes, such as property, no such
exchange exists. Most schemes then rely on such
valuations that are acceptable for audited accounts.
These are provided by professional surveyors and
are typically highly smoothed, so can understate the
underlying volatility of the assets.
In some cases, the assets are valued by projecting
the expected cash flows returned to investors (dividends, coupons, redemptions, etc.) over time and then
discounting the expected cash flows at an ‘appropriate’ risk discount rate. The choice of discount rate
is in truth often completely arbitrary. It is difficult
to reconcile these alternative valuations to the market prices that exist for some of the assets. Dividends
are a variable fraction of accounting earnings, which
themselves are the outcome of ‘arbitrary’ accounting
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conventions. Sorensen and Williamson [82] provide a
more complete description of dividend discount models, mainly for the purpose of evaluating investment
opportunities. Michaud and Davis [65] discuss some
of the biases involved in using such models.
Nevertheless, some actuaries feel that discounted
cash flows provide a not inappropriate methodology
for valuing assets for funding purposes. The number
of parameters available for manipulating the asset
and liability values enables a smoother pattern of
surpluses or deficits to be recorded and hence a
smoother pattern of contributions designed to offset
these over fixed periods.
Other asset classes are even more difficult to value
whether a discounted cash flow or market value is
required. For example, the value of an investor’s participation in a venture capital partnership is extremely
difficult to establish because a value is only ever
known when the holding is sold into the market. By
their very nature, venture capital projects are also
unique, so it is virtually impossible to use ‘other
similar projects’ to place a value on it. Various conventions are used to deal with these cases (such as
recording at book value) in practice, but for virtually
all schemes they represent only a small fraction of
the assets.

Economic Impact on Sponsors
Multiple stakeholders are affected by the way in
which assets in a pension fund are invested.
To first order, the theorems of Modigliani and
Miller in [67, 69] applied to DB pension funds (the
applications are described e.g. in [6, 33, 85, 93]) suggest that the investment strategy in a pension fund is
irrelevant. However, implicit optionality in schemes,
limited liability, taxation, accounting practices, discretionary practices, and costs will mean that different
asset strategies will lead to some of the stakeholders gaining at the expense of other stakeholders. The
importance of these ‘second-order’ effects in determining an ‘optimal investment strategy is akin to
the insight discussed by Miller [66] when introducing
taxation into the Modigliani and Miller models.
It is typically the case that a change in investment
strategy will have several offsetting impacts on stakeholders; the ultimate consequence of the change will
depend on negotiating stances, specific scheme rules,
and other external forces. More detailed analysis of

these effects are explained in Chapman et al. [25].
The authors identify as stakeholders (1) current pension scheme members, (2) current employees who
hold an ‘option’ to join the scheme in the future,
(3) other employees, (4) shareholders of the sponsor, (5) company creditors (especially providers of
long-term debt financing), (6) Government (including
the Inland Revenue), (7) professional advisors (windup administrators, investment managers, and other
consultants), (8) and suppliers and customers of the
sponsoring company.
An example of the type of analysis that they
describe is the impact of moving from an equitydominated investment strategy to a bond investment
strategy (assuming the same funding basis and a continuing practice of awarding maximum discretionary
benefits when surpluses arise). They identify the following impacts:
1. Shareholders of the sponsoring company experience a gain in value because there is less
‘benefit leakage’ to pension scheme members and
a reduction in the number of windups (which
would typically generate costs) even though they
experience a slightly offsetting reduction in value
of their option to default on the pension promise
when the scheme is in deficit.
2. Employees lose out because the decline in the
value of the discretionary benefits (less equity
investment is associated with fewer surpluses
that would lead to enhanced benefits) more than
offsets the increase in value associated with a
reduction in the number of wind-ups and hence
more security of pension benefits and ongoing
salary receipts.
3. The government receives more tax in more scenarios because the average size of the pension
fund is smaller, so fewer assets are held in a
tax-advantaged fund and because there are fewer
wind-ups, more corporate tax is paid.
4. Consultants lose out because of lower investment
fee income and fewer company liquidations with
associated wind-up fees.
5. The group of suppliers and consumers, when
netted out, lose because in more scenarios, the
sponsoring company makes a profit from them
and does not go into liquidation.
Although the particular effects of a shift in asset
allocation can be highly model dependent (e.g. in
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measuring which of two offsetting effects dominates
the change of value to the particular stakeholder),
this approach to the analysis of investment strategy
permits some interesting insights.
The allocation of assets in pension funds is also
plagued by agency issues, as is much of corporate
finance. Managers in companies do not always have
their interests perfectly aligned with shareholders.
Moreover, managers often have more information
about the condition and prospects of the businesses
than the shareholders. References [26, 48] contain
a more detailed exposition about agency theory as
applied to corporate finance. Blake et al. [14] discuss
how agency theory might apply in pension funds
when it comes to setting and changing asset allocation
relative to benchmarks.
The mismatch can lead to decisions being taken
by the managers that are not optimal for shareholders: for example, managers may prefer to ‘take a
risk’ with the asset allocation of the pension fund
even if shareholders are not best served by their
doing so. To take a rather crude example (although
other more subtle examples may actually be more
common), accounting measures for pension funds
do not typically do a great job of communicating
the risks of the investment strategy. Moreover, in
many accounting standards (e.g. FRS17 in the UK or
FAS87 in the US), the profit-and-loss account recognizes ‘expected’ rather than actual returns on assets.
Because equities, for example, may legitimately have
a higher expected return than bonds, managers whose
rewards are linked to accounting profits will want to
encourage the trustees of the fund to invest more in
equities.
Although the behavior of agents is at first sight
to the detriment of shareholders, there would be a
cost attached to monitoring that behavior so that it
changed. Shareholders may therefore ‘tolerate’ the
mismatch provided the cost of the mismatch is less
than any costs attached to changing that behavior.

Inflation
‘Inflation’ forms the key economic risk for pension
funds and funding. Pension increases for benefits in
payment are often linked to price inflation, usually
with a cap and floor (e.g. pensions increase in line
with some standard measure of price inflation up
to a maximum of 5%, but will never decrease). In
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addition, deferred members in pension schemes often
have a statutory right to revaluation of their benefits
that is in some way linked to price inflation. For
current employee members, any link between pension
benefits and salary increases up until retirement will
form a significant part of the value of the promised
benefit.
In the past, the conventional wisdom was that
equities provided a hedge against salary increases
under the assumption that the providers of labor
and the providers of capital should share in roughly
fixed proportions in any increases in economic value.
Both empirically and theoretically, this has now been
shown to be incorrect (see [15, 33, 59]). Price inflation provides a much closer link and therefore any
asset class with returns that are closely linked with
price inflation (such as many inflation-index bonds)
will have a closer correlation with salary inflation.
Campbell and Viceira [22] provide a more detailed
discussion of the appropriate asset classes for hedging
inflation-linked liabilities. Deacon and Derry [28]
provide a methodology for extracting inflation expectations from a market in which inflation indexed and
conventional bonds are priced. This type of insight is
used to construct inflation hedges.

Market Values of Liabilities
To compare the assets and liabilities an accurate
assessment of the cost (or equivalently the present
value) of the liabilities is required. Moreover, this
assessment should be capable of demonstrating how
the value of the liabilities changes with economic
conditions. As discussed previously, the liabilities of
a pension scheme represent promised benefit cash
flows. On the assumption that the sponsor intends to
pay its employees the pensions that they have earned,
the appropriate current value of the benefit cash flows
should be calculated on a risk-free basis, that is,
using the redemption yields on the highest quality
bonds. This assumption is remarkably not universally
agreed upon, with some sponsors and commentators
believing that the quality of the pension promise (and
hence the value of the pension liability) should be
contingent on the asset performance.
Actuaries have also developed alternative ways of
developing ‘least risk’ portfolios, most notably the
series of papers by Wise [98–100] where a meanvariance framework (extended to include the cost of
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gaining exposure) is used to find the portfolio with
minimum risk associated with some terminal surplus
measure.
The level of the cash flows will be sensitive, not
only to demographic experiences, but also to changes
in inflation for the reasons outlined earlier. Recently,
a joint working party of the Faculty of Actuaries and
the Institute of Actuaries (see [84]) has advocated
the use of the Liability Benchmark Portfolio (LBP)
which acts as an ‘investible’ proxy for the accrued
liabilities. A very similar proposal has been made
by Arthur and Randall [1] and the authors of [30,
33] had also noted that a portfolio of bonds would
largely hedge (in the sense of a Black–Scholes hedge
(see Black–Scholes Model) described in [10, 62])
any uncertainty in the value of pension liabilities.
The LBP is the portfolio of assets such that, in
the absence of future contributions, benefit accrual
or random fluctuations around demographic assumptions, the scheme maintains its current solvency level
as economic conditions change. It is intended that the
solvency level should be measured using the accrued
liabilities valued using a suitable mix of real and
nominal risk-free rates of interest.
In practice, for most schemes, the LBP is likely to
consist of high quality bonds with a suitable mix of
inflation-linked and conventional fixed interest bonds
depending on the nature of the pension increases
(particular caps and floors on increases linked to inflation), revaluation in deferment rules and any other
features of the defined benefits (see [42, 89, 95]).
The authors of the working party recommend
that for assessing the relationship between the assets
and liabilities, the liabilities considered should be
the benefits due on discontinuance of the scheme,
the accrued liabilities. This is very similar to the
measure of the liabilities under the Defined Accrued
Benefit Method (DABM) as advocated by McLeish
and Stewart [57].
The intention is that the liability cash flows used
to identify the LBP are best estimates of the benefits
already earned, taking no margins and ignoring any
increases that are not guaranteed. The accrued liabilities for this purpose will, therefore, make allowance
for future revaluation of benefits, both in deferment
and in payment, in accordance with the provisions
of the scheme. No allowance would be made for the
effect on the benefits, assuming the scheme continues
in full force, of future salary increases.

In order to identify the LBP correctly, all assumptions need to be best estimates when considered in
isolation. Making adjustments to elements of the
basis to allow for approximate changes in other
assumptions (e.g. reducing the discount rate to allow
for improving mortality) will distort the duration of
the liabilities, which in turn would make accurate
estimation of the LBP impossible. Similarly, early
retirement assumptions will need to be allowed for
explicity even in cases in which early payment is on
financially neutral terms because the duration of the
cash flows will be directly affected by early retrials.
It is common for Trustees to focus on definitions
of liabilities other than the ‘accrued liabilities’, for
example, liabilities allowing for future salary escalation. However, such a definition of liabilities does
not represent the promises made to date. Although
allowing for such higher liabilities may be part of
an appropriate funding plan (see [37, 39]), there is a
necessity to focus first and foremost on the benefits
actually earned to date.
Where a scheme faces wind-up and the assets are
insufficient to meet the value of the accrued benefits,
regulations and scheme rules typically prescribe a
priority order for allocating assets to the classes of
beneficiaries. The priority orders and other rules may
sometimes necessitate a change in the LBP.

Immunization
Cashflow matching is currently relatively rare, mainly
because it is difficult to obtain exposure (directly in
the assets or even by means of swaps and swaptions,
which moreover involve exposure to some counterparty risk) to cash flows at very long durations
(over 30 or 40 years). It is more common for the
major interest rate and inflation risks to be hedged by
some version of immunization, a concept that dates
back to Redington [70]. Indeed, several schemes have
adopted an approach of holding diversified portfolio assets against a LIBOR benchmark, which has
been swapped into inflation and interest rate hedging
instruments.
Different plans have taken different approaches
to ‘matching’, especially when it comes to partial
matching. One approach is to match a proportion
of all the expected cash flows; the intention of this
approach is to protect the current level of funding. A
reasonably popular alternative is to match the first
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5 or 10, say, years of expected benefit payments
on a rolling basis. A third approach is to ‘match’
the expected cash flows for each person as their
benefit vests, typically when they retire, but to downplay matching considerations in respect of benefits
expected to be paid in the future for those not yet
retired.

Public Sector Schemes
Even for public sector schemes where the continued
support of the sponsoring employer(s) is, for all practical purposes, assured, it can be argued that it is
best practice to identify the LBP and to monitor and
measure the performance of the chosen strategy relative to this portfolio. One of the reasons for funding
such schemes rather than operating them on a PAYG
basis is to avoid significant intergenerational transfer
of risk that might disrupt the finances of the sponsoring public sector institution. The LBP provides a
basis for measuring the likelihood and extent of any
disruption caused by a mismatch between the asset
held and the value of the liabilities.

Investment Risk in a Defined Contribution
Scheme
A defined contribution (DC) scheme often runs no
asset/liability risk as the assets are usually invested
as requested by the trustees or members and the liabilities are defined by the value of the investments.
DC schemes are therefore effectively savings vehicles where the link to the amount of pension that
will be secured at retirement has been broken. This
feature of DC schemes is not always appreciated by
most members who believe that they are contributing
towards a salary-replacement scheme, or at least do
not understand the risks associated with it.
Applying an LBP approach also highlights that
the transfer of risk to the member associated with a
DC scheme is often overstated. Where a DC scheme
provides the option to invest in deferred annuity contracts or investments of similar nature, the members
can elect to pass the investment and mortality risk to
the annuity provider. This strategy arguably involves
less risk than a DB scheme as there is no reliance
on sponsor covenant and so the risk of default would
probably be lower. Most DC schemes do not offer
deferred annuity investment options but do enable
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members to invest in the (long) conventional and
index-linked bonds that would constitute the LBP for
such a series of deferred annuities. Here the members
are left with the mortality risk and some reinvestment
risk. This is a comparable position to the sponsor of
a DB scheme who invests in the LBP.
In many countries, a key difference between a
typical (fully funded) DB scheme and a typical DC
scheme invested in the LBP is that the contributions
paid into a DC scheme will not provide the same
benefit at retirement to members of equivalent service
and salary to those in a DB scheme. The difference is
often not noticed because members of the DC scheme
are led to believe that they should have to take
investment risks in order to have the same expected
benefit of their DB-counterparts.
Notwithstanding the above, the LBP approach may
not be appropriate for any given member. Because
a DC scheme does not offer a fixed ‘product’ in
the same sense as a DB pension scheme, individuals should consider their assets and liabilities (or
commitments) in aggregate. This aggregate includes,
for instance, their private nonpension savings, other
wealth, and any value attached to their employment. This may take on increasing importance in
countries such as the United Kingdom, with moves
towards more flexible tax rules on the lifetime buildup of funds. Individuals can also have different risk
preferences that could justify different investment
strategies.
A literature has developed on appropriate strategies for DC and other personal pension schemes. Cantor and Sefton [23] contain a review of several papers
especially on estimating future rates of return for
such products Vigna and Haberman [90–91] describe
an approach for developing an optimal strategies.
Bodie [16] and others have built on work started
by Merton [60, 61] focused on how pension fund
savings might fit into a more holistic approach to
saving, investing, and consuming for individuals; see
also [18] for a model of asset pricing that takes into
account consumption.
There is much practical interest in strategies
such as lifestyling. In lifestyling, a high equity (usually) strategy is advocated during the ‘accumulation’
(see [12, 13] for a discussion of the differences
between accumulation and distribution) phase of
the plan when the member is putting contributions
into his or her fund. As expected retirement date
approaches, the strategy is moved from equities into
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bonds in a predetermined set of moves. For example,
the strategy may be 100% equities until 5 years before
retirement, but then moved to 80% equities/20%
bonds in the following year, then 60% equities/40%
bonds the following year, and so on.
Although lifestyling is quite popular in practice,
there is much debate as to the rationale for applying it and whether or not any of the rationales
are sensible. One possible rationale is that equity
returns ‘mean-revert’ (equivalent to a notion of timediversification; see [22] for more detailed analysis
and evidence both for and against mean-reversion).
If markets mean-revert, then equities are relatively
less risky if invested over long periods than over
short periods. A second rationale is that for many
scheme members, their labor income is ‘bond-like’ in
that the value of their future salary receipts behaves
roughly like a bond. While they are young, therefore, they need to hold a relatively higher proportion in equities in order to expose their aggregate
‘wealth’ to a roughly constant level of risk over time.
Another rationale for lifestyling is that as the member approaches retirement, any consumption habits
and postretirement budgeting and planning becomes
more of an issue. The increased exposure to bonds
is intended to immunize the member from sharp
changes in annuity rates and so enable improved planning. In some countries the purchase of annuities is
compulsory, which can make such a scheme potentially useful for planning purposes.
Some researchers (e.g. [21], and some of the
authors writing in [17, 68]) suggest that deterministic
lifestyling has significant drawbacks. Some of these
analyses conclude that it is preferable to maintain
an allocation to equity right up to retirement. Others
conclude that a more dynamic strategy should be
adopted that depends on interest rates, risk aversion,
and other factors.
In addition, the date of retirement is often not
really set in stone. Early retirement courtesy of illhealth, redundancy, or simply choice can mean that
lifestyling should take into account the likely level
of uncertainty associated with the retirement dates of
scheme members.
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Automobile Insurance,
Commercial
Coverage Description
Commercial Automobile insurance covers businesses
that own, lease, borrow, or operate motor vehicles
on land for any legal liability attributable to their
vehicle operation.
Commercial vehicles fall into five main categories.
1. Commercial cars – ‘Trucks, including pickup,
panel, and van types, truck-tractors, trailers, and
semitrailers’ [2] used in the business operations.
Exceptions would include vehicles used in public
transportation and individually owned pickups, panel
trucks, or vans not used for business.
2. Private passenger vehicles – ‘A four-wheel auto
of the private passenger or stations wagon type’ [2].
This would include individually owned pickups,
panel trucks, or vans not used for business.
3. Public autos – ‘Autos registered or used for transportation of members of the public’ [2].
4. Garage – ‘Franchised and nonfranchised auto
dealers and trailer dealers’ [2].
5. Special types – Miscellaneous vehicle types not
covered above, such as funeral cars, police cars, and
recreational vehicles.
Coverage falls under two main categories:
Liability and Physical Damage. Liability coverage
addresses bodily injury and property damage caused
by insureds through negligent use of their vehicles.
Liability coverage is generally a third-party coverage
in that it does not indemnify the insureds for
their medical and lost-time costs resulting from
their negligent actions. Physical Damage coverage
indemnifies insureds for damage done to their
vehicles either in a collision or from some other
specified peril (see Coverage) such as wind, hail, fire,
theft, etc. By definition, this is a first-party coverage.

Sources of Liability
‘Liability in tort is based upon a breach by the defendant of a duty owed to the plaintiff, which breach
directly and proximately results in damage to the
plaintiff’ [1]. Prior to the 1960s, tort liability formed
the basis for the legal system underlying all commercial auto policies. In 1964, the Keeton-O’Connell
plan was proposed that ‘provided basic protection
from economic loss without respect to fault, while
preserving the right to sue in tort if damages for pain
and suffering were in excess of $5000’ [1]. Since
then, a number of states have adopted similar type
provisions. To date, no state has adopted a complete
‘no-fault’ plan meaning that every state has some tort
liability exposure.
With the exception of Michigan, ‘no-fault’ provisions do not apply to physical damage coverage. An
insured involved in an accident caused by another
negligent driver that damages their vehicle is entitled to a property damage liability claim against the
negligent driver. If the insured is at fault, compensation for their vehicle damage is only available if the
insured purchased collision coverage.
‘In general, traffic laws of the jurisdiction where
an accident or occurrence takes place will be applicable’ [1]. As such, an insured with a no-fault policy
involved in an accident in a bordering state governed
by tort law would be subject to the tort provisions.
Most insurance contracts contain provisions to provide the insured with the appropriate coverage under
these situations.

Commercial Auto Insurance Markets
The major property and casualty insurers (see Nonlife Insurance) provide almost all Commercial Automobile insurance. Given the diversity in risks covered
by a commercial auto policy, the majority of business
is written through independent agents as opposed to
direct writers. All states have some form of involuntary market to cover risks that are unable to find
suitable coverage in the voluntary market. The size
of the involuntary market is usually dependent on the
regulatory environment in a given state.

Data and Actuarial Reserving Methods
Similar to other commercial lines of business, calendar year premium and accident year losses are most
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often used in actuarial reserving (see Reserving in
Non-life Insurance), pricing, and rating methods (see
Ratemaking). For first-party coverages such as comprehensive, collision, medical payments, or personal
injury protection (aka ‘no-fault’), the time period
between claim occurrence and settlement is short.
Ultimate losses for a given accident year are usually
known within three to six months of the following
year meaning the reserves are relatively small and
estimation is straightforward.
Tort claims attributable to a third-party coverage
like bodily injury require significantly more time
to settle. Legal issues pertaining to liability or a
latent injury can delay final settlement. As such,
ultimate losses for a given accident year often are
not known for five or more years, resulting in substantial claim reserves. Most insurers rely on their
own claim development patterns to forecast ultimate
losses for historical accident years. Small carriers
with limited data often rely on rating bureaus such
as Insurance Services Organization (ISO), which pool
data from many insurers to provide appropriate development factors from which to estimate their ultimate losses.
The most common reserving methods employed
to estimate ultimate losses are the paid and incurred
link ratio methods (see Chain-ladder Method). Both
these methods assume that the historical development
pattern is stable and indicative of future development.
In cases in which the nature of the risks have changed
dramatically, such as a shift in an insurer’s business strategy from large-fleet trucking risks to small
nonfleet and private passenger–type risks, alternative
methods are used that are less reliant on the historical
loss emergence pattern.

Exposure Bases
In most instances, the exposure base for a commercial
auto policy is car months. Exceptions include garage
business that is usually rated on the basis of the
number of employees and their associated job duties
and large-fleet risks that are composite rated. The
exposure basis for determining the composite rate can
be sales, mileage, or another basis suitable to both the
insured and insurer.

Ratemaking Methods
In general, most insurers and rating bureaus utilize
the Loss Ratio method for determining adjustments
to the current rate structures. This method entails
adjusting historical premium to the current rate level
and developing losses to ultimate and adjusting them
to current cost levels. The resulting on-level, ultimate loss ratios (ratio of ultimate loss at current cost
to earned premium at current rates) for each accident
year are weighted together to get an average ultimate
loss ratio. The average ultimate loss ratio is compared
to a Permissible Loss Ratio (PLR), that is, maximum
allowable loss ratio, given an insurer’s expense structure and profit expectations, in order to determine the
rate needed.
Typically, an insurer’s experience is not fully
credible (see Credibility Theory). The random
nature of claims implies volatility in the historical
accident year ultimate estimates. To mitigate the
impact of this, the average historical accident year
ultimate loss ratio is credibility weighted against
a credibility complement. The two most common
standards for determining the amount of credibility
attributable to the average historical accident year
ultimate loss ratio are number of claims and
premium volume. In theory, there are a number of
plausible credibility complements, each with their
own advantages and disadvantages. By far the
most common for commercial auto is the trended
permissible loss ratio. The rationale being that if rates
were considered adequate at the time of the last rate
change, then one would expect that a policy written
today would have an ultimate loss ratio expectation
of the permissible loss ratio adjusted for changes in
the claim cost level.
The experience period, number of years of historical premium, and loss used to determine the indicated
rate change, varies depending on the type of coverage
(first party/third party) and volume of business written. Typically, larger insurers use one to three years
of experience on short-tailed coverages such as comprehensive, collision, medical payments, and so on,
and three to five years on longer-tailed lines such as
bodily injury.
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Aviation Insurance
Coverage Description
Aviation Insurance has been part of the insurance
landscape since 1822, when the New York Supreme
Court held a balloonist liable for crop damage in a
descent to a private garden. With US direct written
premium in excess of $1 billion for 2001 [4], this
important coverage has allowed air transportation to
reach the position it currently holds in the commercial
life of the world [1]. The horrific events of September
11, 2001 underscore the need for aviation insurance.
The liability of aircraft owners and operators has
been influenced by common-law principles, which
hold that ‘properly handled by a competent pilot
exercising reasonable care, an airplane is not an inherently dangerous instrument, so that in the absence
of statute, the ordinary (common-law) rules of negligence control’. Through statutory modifications,
treaty, and private agreement, absolute liability is
imposed upon commercial airlines for accidents in
international flights. The Warsaw Convention, a treaty
applicable to passenger injury and death in ‘international’ air transportation, established limitations on
the recoverable amounts. The Montreal Agreement
of 1966, responding to US concerns regarding the
low levels (in 1966 dollars) of recoveries, increased
the liability limit to $75 000 for a passenger’s bodily
injury or death. Absolute liability on the air carrier
is imposed, but the amount of liability is not limited absolutely owing to an ‘escape’ provision. Other
agreements have increased liability limits over time
to the current $100 000 limit.
US domestic transportation is not governed by a
Warsaw Convention type of compensation system.
A duty of care to use the ‘highest degree of care
consistent with the mode of conveyance used’ permits
recoveries that can generate true catastrophic levels.
Other ‘aviation’ exposures include additional liability exposures not unique to aviation. Airport owners and operators are exposed to maintenance of
runways, hangarkeeping, aircraft refueling and defueling, and firefighting. Aircraft products liability, as a
result of alleged defective products of airframe managers and component parts suppliers, arises because
of failure to exercise due care in the design, construction, testing or proper instructions for use.

Given these diverse liability exposures (see Liability Insurance), the aircraft hull and liability policy
is usually written on a combined form. Major clients,
airlines, and large users of corporate aircraft, called
industrial aid risks often have manuscripted policies to meet the unique needs of particular insureds.
The hull protection, a first party protection, and the
liability policy, protecting against third party liability, is similar to the property and liability coverages
(see Non-life Insurance) for automobile insurers
(see Automobile Insurance, Private; Automobile
Insurance, Commercial).
Since the 1950s, satellite insurance has been a significant component of aviation insurance, with late
1990s premiums in excess of billions of dollars to
cover the high cost of replacement [3]. Until the early
1980s, most satellites were launched by governments,
which most often chose to self-insure the coverages.
With the growth of commercial satellites in the 1980s,
the demand for private insurance increased. Satellite liabilities for losses that have already occurred
is a small portion of the total coverage, as most
direct losses are known, reported, and paid within
a short period of time. Unearned premium reserves
(see Reserving in Non-life Insurance) are the greatest portion of reserves recorded for active satellite
insurers, as contracts are written well in advance of
the launch. For that reason, premium collection is
delayed often for several years.

Aviation Insurance Markets
Many markets exist for insuring aviation exposures,
although this specialty line of business is not directly
written by many major carriers due to the catastrophic
nature of the coverage. Some markets are managed by
professional aviation underwriters, voluntary ‘groups’
or ‘pools’ (see Pooling in Insurance), composed of
groups of insurers participating on a joint and several basis in the joint insurance. With high limits (as
high as billion dollar limits) needed for the coverage, shares of the exposures are often ceded by the
direct insurer through treaty or facultative policies
(see Reinsurance Forms).

Data and Actuarial Reserving Methods
Underwriting year and accident year loss data are
most often available for aviation insurance, and
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available for actuarial analysis. For the satellite insurance described above, report-year development is also
used, given the fast reporting of the satellite losses.
Owing to the low frequency, high severity nature
of many aircraft products liability exposures, the London market has underwritten a significant amount of
aviation insurance, with data collected on an ‘account
year’ basis [2], that is, for all risks written in a particular accounting year. Written premiums, earned
premiums, and paid and reported losses are often
available for actuarial review. Claim count data is
most often not available because of the way business is often placed in the market. For example, if a
syndicate reinsures excess insurance (see Excess-ofloss Reinsurance) of a large direct writer, counting
each contract for which a loss has been notified is
misleading.
There are some types of aircraft exposures in
which the exposure to catastrophe varies. For example, the reporting patterns of losses for small jet
engine manufacturers may be faster than large equipment manufacturers. For that reason, homogeneity
grouping is often required by the actuary when analyzing loss patterns.
For aircraft liability losses, incurred and paid
development methods (chain-ladder approaches), as
well as incurred and paid Bornhuetter–Ferguson
methods, are frequently used. Actuaries in the London market have used an ultimate loss ratio approach,
with curve fitting techniques used to fit development
for each account year [5].

Exposure Bases
Similar to other product liability coverages, aviation
products liability exposure bases are often aircraft
sales, collected through underwriting submissions.
Units in service is also used as an exposure method,
which can be a better match with the true exposure,
as units could be in service long after the products
have been sold. For the hull coverages, the insured
value of the physical contents, similar to property
insurance (see Property Insurance – Personal), is
the exposure base.

business as other commercial lines of business. Owing
to the catastrophic nature of the coverages, the exposure to underwriting cycles is as severe for this
line of business. However, the nature of the actuarial exposures suggests that the actuary break down
the analyzed exposure into true catastrophic components and noncatastrophic burning layer elements (see
Burning Cost).
For rating methods, general experience-rating
techniques based on past observed experience are
readily adaptable for aviation insurance. Pure premium rates can be derived to estimate future policy
period costs limited to per-occurrence limits chosen
by the actuary. Given the lack of full credibility
of the exposures, actuarial formulas for credibility
(see Credibility Theory), based upon a review of
the data, can be adopted with good success. The
complement of credibility can be assigned to the
overall rate for the reviewed coverages, based upon
longer-term trends of five to seven years. The catastrophe loss element, defined as losses in excess of
the per-occurrence limit up to total policy limits,
can be implemented through the use of an increased
limits table constructed from the observed size of
loss experience.
Three common methods for the catastrophic element [6] of the coverages are simulation methods,
burning cost rating and exposure rating. Loss simulation methods (see Stochastic Simulation), which
involve determining the frequency and severity components of the exposures, also provide confidence
level funding amounts. Burning cost rating involves
determination of rates based upon actuarial experience, with the actuary evaluating loss frequency,
indexation for past trend levels, changes in policy
conditions, and changes in retentions. Exposure rating is used for relatively new areas and covers, with
the following three steps:
1. Establishing a catastrophe estimated maximum
loss
2. Establishing a catastrophe premium
3. Selecting a total loss distribution curve.
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Bayesian Claims
Reserving
Overview
Bayesian methodology is used in various areas within
actuarial science [18, 19]. Some of the earliest applications of Bayesian concepts and techniques (see
Bayesian Statistics) in actuarial science appear to be
in 1918 for experience-rating [31], where it is mentioned that the solution of the problem ‘depends upon
the use of inverse probabilities’. This is the term used
originally by Bayes. However, Ove Lundberg was
apparently one of the first to fully realize the importance of Bayesian procedures for experience-rating in
1940 [16]. A clear and strong argument in favor of
using Bayesian methods in actuarial science is given
in [2]. The earliest explicit use of Bayesian methods
to estimate claims reserves can be found in [12, 28],
although there may be some implicit uses of Bayesian
methods in (see Reserving in Non-life Insurance)
through the application of credibility methods for this
purpose (see Claims Reserving using Credibility
Methods) [10]. A related approach, known as the
empirical Bayes methodology (see Credibility Theory), will not be considered in this article.
Claims reserving methods are usually classified as
stochastic or nonstochastic (deterministic) depending
on whether or not they allow for random variation.
Bayesian methods fall within the first class [8, 11,
27, 30]. Being stochastic, they allow the actuary to
carry out statistical inference of reserve estimates
as opposed to deterministic models, like the traditional chain-ladder. As an inference process, the
Bayesian approach is an alternative to classical or
frequentist statistical inference. From a theoretical
point of view, Bayesian methods have an axiomatic
foundation and are derived from first principles [4].
From a practical perspective, Bayesian inference is
the process of fitting a probability model to a set
of data and summarizing the result by a probability
distribution on the parameters of the model and on
unobserved quantities, such as predictions for new
observations. A central feature of Bayesian inference is the direct quantification of uncertainty. For its
application, the actuary must set up a full probability
model (a joint probability distribution) for all observable and unobservable quantities in a given problem.
This model should be consistent with knowledge

about the claims-generation process. Then, Bayesian
statistical conclusions about the parameters in the
model or about unobserved data are made in terms
of probability statements that are conditional on the
given data. Hence, these methods provide a full distributional profile for the parameters, or other quantities
of interest, so that the features of their distribution are
readily apparent, for example, nonnormality, skewness, tail behavior, or others.
Thus, Bayesian methods have some characteristics that make them particularly attractive for their
use in actuarial practice, specifically in claims reserving. First, through the specification of the probability
model, they allow the actuary to formally incorporate expert or existing prior information. Very frequently, in actuarial science, one has considerable
expert, or prior information. The latter can be in the
form of global or industry-wide information (experience) or in the form of tables. In this respect, it
is indeed surprising that Bayesian methods have not
been used more intensively up to now. There is a
wealth of ‘objective’ prior information available to
the actuary.
Another advantage of Bayesian methods is that
the analysis can always be done using the complete
probability distribution for the quantities of interest. These quantities can be either parameters, or the
future values of a random variable. To obtain these
distributions, Bayesian methods combine the available information, no matter how limited, with the
theoretical models for the variables of interest. Having their complete distribution it is then possible to
obtain a wealth of information, in addition to point
estimates. Actuarial science is a field where adequate
understanding and knowledge of the complete distribution is essential; in addition to expected values
we are usually looking at certain characteristics of
probability distributions, for example, ruin probability (see Ruin Theory), extreme values (see Extreme
Value Theory), value-at-risk (VaR), and so on. For
example, if an actuary has the complete distributions
for the number of claims and their amounts, and these
incorporate whatever previous information was available in addition to the model, then he/she will be able
to evaluate more accurately what the probabilities of
claims are within given ranges and be able to determine adequate reserves.
As mentioned in [8], ‘there is little in the actuarial
literature which considers the predictive distribution
of reserve outcomes; to date the focus has been on
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estimating variability using prediction errors. [It] is
difficult to obtain analytically’ these distributions taking into account both the process variability and the
estimation variability. Bayesian models automatically
account for all the uncertainty in the parameters. They
allow the actuary to provide not only point estimates
of the required reserves and measures of dispersion
such as the variance, but also the complete distribution for the reserves as well. This makes it feasible
to compute other risk measures.
These distributions are particularly relevant in
order to compute the probability of extreme values,
especially if the use of normal approximation (see
Continuous Parametric Distributions) is not warranted. In many real/life situations, the distribution is
clearly skewed. Confidence intervals obtained with
normal approximations can then be very different
from exact ones. The specific form of the claims
distribution is automatically incorporated when using
Bayesian methods, whether analytically or numerically. One advantage of full Bayesian methods is that
the posterior distribution for the parameters is essentially the exact distribution, that is, it is true given
the specific data used in its derivation.
Although in many situations it is possible to obtain
analytic expressions for the distributions involved,
we frequently have to use numerical or simulation
methods (see Stochastic Simulation). Hence, one
cause, probably the main one, of the low usage of
Bayesian methods up to now, has been the fact that
closed analytical forms were not always available and
numerical approaches were too cumbersome to carry
out. However, the availability of software that allows
one to obtain the posterior or predictive distributions
by direct Monte Carlo methods, or by Markov chain
Monte Carlo (MCMC), has opened a broad area of
opportunities for the applications of these methods in
actuarial science.

of origin (or accident year) i. Thus, we have a
k × k matrix {Xit ; i = 1, . . . , k, t = 1, . . . , k}, where
k = maximum number of years (subperiods) it takes
to completely pay out the total number (or amount)
of claims corresponding to a given exposure year.
This matrix is usually split into a set of known or
observed variables (the upper left-hand part) and a
set of variables whose values are to be predicted (the
lower right-hand side). Thus, we know the values
of Xit , i = 1, . . . , k, t = 1, . . . , k, for i + t ≤ k + 1,
and the triangle of known values is the typical run-off
triangle used in claims reserving, Table 1 [20].

Some Notation

Table 1

Most methods make the assumptions that (a) the
time (number of periods) it takes for the claims
to be completely paid is fixed and known; (b) the
proportion of claims payable in the tth development
period is the same for all periods of origin; and
(c) quantities relating to different occurrence years
are independent [10, 27].
Let Xit = number (or amount) of events (claims)
in the tth development year corresponding to year

Bayesian Models
For a general discussion on Bayesian theory and
methods see [3, 4, 22, 32]. For other applications of
Bayesian methods in actuarial science see [14, 18,
19, 23]. Bayesian analysis of claims reserves can be
found in [1, 9, 12, 13, 21].
If the random variables Xit , i = 1, . . . , k; t =
1, . . . , k, denote claim figures (amount, loss ratios,
claim frequencies, etc.) the (observed) run-off triangle
has the structure given in Table 1. The unobserved
variables (the lower triangle) must be predicted in
order to estimate the reserves. Let f (xit |θ) be the
corresponding density function, where θ is a vector
of parameters. Then, assuming the random variables
are
 conditionally independent given θ, L(θ|x) =
i+t≤k+1 f (xit |θ) is the likelihood function for the
parameters given the data in the upper portion of the
triangle, that is x = {xit ; i = 1, . . . , k; t = 1, . . . , k,
with i + t ≤ k + 1}. The use of f throughout is
not intended to imply that the data are identically
distributed. Available information on the parameters
θ, is incorporated through a prior distribution π(θ)
that must be modeled by the actuary. This is
then combined with the likelihood function via
Typical run-off (loss development) trinagle
Development year
Year of
origin
1
2
3
:
k−1
k

1

2

......

t

X11
X21
X31

X12
X22
X32

...
...
...

X1t
X2t
X3t

Xk−1,1 Xk−1,2
Xk1
–

...

k−1

k

X1,k−1 X1k
X2,k−1
–
–
–
–
–
–
–
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Bayes’ Theorem to obtain a posterior distribution
for the parameters, f (θ|x), as follows: f (θ|x) ∝
L(θ|x)π(θ), where ∝ indicates proportionality. When
interest centers on inference about the parameters,
it is carried out using f (θ|x). When interest is on
prediction, as in loss reserving, then the past (known)
data in the upper portion of the triangle, Xit for
i + t ≤ k + 1, are used to predict the observations
in the lower triangle, Xit for i + t > k + 1, by
means of the posterior predictive distribution. To
emphasize whether past or future observations are
being considered, we use Zit instead of Xit for
i + t > k + 1, reserving Xit for i + t ≤ k + 1. As
Xit and Zit , i = 1, . . . , k; t = 1, . . . , k, with i + t ≤
k + 1, are conditionally independent given θ, this
predictive distribution is defined as follows:

f (zit |x) = f (zit |θ)f (θ|x) dθ, i = 1, . . . , k,
t = 1, . . . , k,

with i + t > k + 1.
(1)

In the alternative situation where this assumption
of independence does not hold, the model would
need to be modified accordingly and the analysis
would have to be carried out using the joint predictive
distribution for all the cells.
In claims reserving, the benefit of the Bayesian
approach is in providing the decision maker with
a posterior predictive distribution for every entry
in the lower portion of the run-off triangle and,
consequently, for any function of them. One such
function could be the sum of their expected values for
one given year of origin i, that is, an estimate of the
required claims reserves corresponding to that year:

E(Zit |D), i = 2, . . . , k.
(2)
Ri =
t>k−i+1

Adequate understanding and knowledge of the
complete distribution is essential. It allows the actuary to assess the required reserves not in terms of
expected values only.
A standard measure of variability is prediction
error. In claims reserving, it may be defined as the
standard deviation of the distribution of reserves. In
the Bayesian context, the usual measure of variability
is the standard deviation of the predictive distribution
of the reserves. This is a natural way of doing analysis
in the Bayesian approach [1, 8].
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Hence, besides the usual modeling process, the
actuary has two important additional tasks to carry
out when using Bayesian methods:
(a) specifying the prior distribution for the parameters in the model, and
(b) computing the resulting posterior or predictive
distribution and any of its characteristics.

Prior Distribution
This first one of these tasks is not foreign to
actuarial practice. For example, in the traditional
Bornhuetter–Ferguson method explicit use is
made of perfect prior (expert) knowledge of ‘row’
parameters. An external initial estimate of ultimate
claims is used with the development factors of
the chain-ladder technique (or others) to estimate
outstanding claims. This is clearly well suited for
the application of Bayesian methods when the
prior knowledge about the ‘row’ parameters is
not perfect and may be modeled by a probability
distribution. This use of external information to
provide the initial estimate leads naturally to a
Bayesian model [8].
Bayesian models have the advantage that actuarial
judgment can be incorporated through the choice of
informative prior distributions. However, this may be
considered as a disadvantage, since there is the risk
that the approach may be misused. Admittedly, this
approach is open to the criticism that our answers
can depend on our prior distribution π(θ), and our
model distributional assumptions. This should not
be a conceptual stumbling block, since in the actuarial field, data and experience from related problems are often used to support our assumptions.
The structure distribution frequently used in credibility theory is another example of situations in
which actuaries use previous experience to specify
a probabilistic model for the risk structure of a
portfolio.
The Bayesian approach constitutes a powerful formal alternative to both deterministic and classical
statistical methods when prior information is available. But they can also be used when there is no
agreement on the prior information, or even when
there is a total lack of it. In this last situation, we
can use what are known as noninformative or reference priors; the prior distribution π(θ) will be
chosen to reflect our state of ignorance. Inference
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under these circumstances is known as objective
Bayesian inference [3]. It can also be used to avoid
the criticism mentioned in the last paragraph. In many
cases, Bayesian methods can provide analytic closed
forms for the predictive distribution of the variables
involved, for example, outstanding claims. Predictive
inference is then carried out directly from this distribution. Any of its characteristics and properties,
such as quantiles, can be used for this purpose. However, if the predictive distribution is not of a known
type, or if it does not have a closed form, or if it
has a complicated closed form, then it is possible
to derive approximations using Monte Carlo (MC)
simulation methods [5, 26]. One alternative is the
application of direct Monte Carlo, where the random values are generated directly from their known
distribution, which is assumed to be available in an
explicit form. Another alternative, when the distribution does not have a closed form, or it is a complex
one, is to use Markov chain Monte Carlo methods [23, 26].

data for the number of claims in each row of the
triangle and
fk−i+1 (xi |ni , p)
=

ni !
(ni − xi∗ )!

∗

k−i+1


∗
)ni −xi
(1 − pk−i+1

ptxit ,

t=1

xit !

t=1

(4)

∗
with xi∗ = k−i+1
xit and pk−i+1
= p1 + p2 + · · · +
t=1
pk−i+1 [1]. The next step will be to specify a prior
distribution for the parameters: f (n2 , . . . , nk , p). The
joint posterior distribution is then obtained as
f (n2 , . . . , nk , p|D) ∝ L(n1 , n2 , . . . , nk , p|x1 , . . . , xk )
× f (n2 , . . . , nk , p),
and it may be written in terms of the posterior
distributions as
f (n2 , . . . , nk , p|D) =

Examples

k−i+1


k


f (ni |p, D)f (p|D), (5)

i=2

Example 1 In the run-off triangle of Table 1, let
Xit = number of claims in tth development year corresponding to year of origin (or accident year) i, so
the available information is: 
Xit ; i = 1, . . . , k, t =
k
1, . . . , k, i + t ≤ k + 1. Let
t=1 Xit = Ni = total
number of claims for year of origin i. Assume Ni follows a Poisson distribution (see Discrete Parametric Distributions) and that the development structure p is the same for all i = 1, . . . , k, that is,
p = (p1 , . . . , pk ) is the vector of the proportions
of payments in each development year [1]. Then,
given Ni = ni and p, the accident years are independent and the claim numbers in the ith year follow a multinomial distribution (see Discrete Multivariate Distributions), Multk (ni ; p), i = 1, . . . , k.
The likelihood function for the unknown parameters (n2 , n3 , . . . , nk , p), given the data, will be of the
form
L(n1 , n2 , . . . , nk , p|x1 , . . . , xk )
=

k


fk−i+1 (xi |ni , p).

(3)

i=1

The vectors x1 = (x11 , x12 , . . . , x1k ) , x2 = (x21 ,
x22 , . . . , x2k−1 ) , . . . , xk = (xk1 ) contain the known

where D = {x1 , x2 , . . . , xk , n1 } represents all the
known information [1, 21]. We can then use this
distribution to compute the mean and/or other
characteristics for any of the parameters. Notice
that if in this model, the quantities of interest
are the total numbers of claims for each year,
(n2 , . . . , nk ), then we can use their marginal
posterior distribution, f (n2 , . . . , nk |D), to analyze
the probabilistic behavior of the total number of
claims by year of origin. However, if we want to
estimate the future number of claims per cell in
the lower portion of the triangle, we then use the
predictive distribution:

f (zit |n2 , . . . , nk , p)
f (zit |D) =
× f (n2 , . . . , nk , p|D) dp,

(6)

for i = 1, . . . , k; t = 1, . . . , k, with i + t > k + 1,
and the summation is over (n2 , . . . , nk ). We are using
Zit instead of Xit for i + t > k + 1, again.
Example 2 Let the random variable Xit > 0 represent the value of aggregate claims in the tth development year of accident year i, for i, t = 1, . . . , k.
As in the previous model, the Xit are known for
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i + t ≤ k + 1. Define Yit = log(Xit ). We assume in
addition that
Yit = µ + αi + βt + εij

εij ∼ N (0, σ 2 )

(7)

i = 1, . . . , k, t = 1, . . . , k and i + t ≤ k + 1, that
is, an unbalanced two-way analysis of variance
(ANOVA) model. This was originally used in claims
reserving by Kremer [15]; see also [1, 6, 28].
Thus Xit follows a log-normal distribution (see
Continuous Parametric Distributions), and
f (yit |µ, αi , βt , σ 2 )


1
1
∝ exp − 2 (yit − µ − αi − βt )2 .
σ
2σ
Let TU = (k + 1)k/2 = number of cells with
known claims information in the upper triangle;
and TL = (k − 1)k/2 = number of cells in the
lower triangle, whose claims are unknown. If y =
{yit ; i, t = 1, . . . , k, i + t ≤ k + 1} is a TU -dimension
vector that contains all the observed values of Yit ,
and θ = (µ, α1 , . . . , αk , β1 , . . . , βk ) is the (2k + 1)
vector of parameters, and assuming the random
variables are conditionally independent given θ, then
the likelihood function can be written as
L(θ, σ |y)
∝σ

−TU


exp −

k
k
1 
(yit − µ−αi − βt )2 ,
2σ 2 i t

where the double sum in the exponent is for i + t ≤
k + 1, that is, the upper portion of the triangle.
The actuary must next specify a prior distribution
for the parameters, f (θ, σ ), and the joint posterior
distribution is then
f (θ, σ |y) ∝ L(θ, σ |y)f (θ, σ ),
where the vector y represents all the known
information included in the posterior distribution,
from the cells with known claims in the upper
triangle. The specific form of the joint posterior
distribution, as well as the marginal distribution
of each parameter, will depend on the choice of
the prior distribution [1, 21, 28]. In this model,
the quantities of interest are the random variables
Xit ; i = 1, . . . , k, t = 1, . . . , k, i + t > k + 1, so that
it is necessary to obtain their predictive distribution.
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As before, Zit is used instead of Xit for i + t >
k + 1. Let z be a vector containing all these TL
variables so that the predictive distribution may be
written as

f (z|y) = f (z|θ, σ )f (θ, σ |y) dθ dσ.
(8)
Thus
Var(z|y) = Eθ,σ [Var(z|θ, σ )|y]
+ Varθ,σ [E(z|θ, σ )|y],

(9)

where Eθ,σ [·|y] and Varθ,σ [·|y] denote, respectively,
expectation and variance under the posterior distribution of the parameters. Any dependences between
the predicted values will be implicitly incorporated
through the posterior distribution of the parameters.
Although, under suitable conditions, it is also possible to derive analytic expressions for the predictive
distributions, further analysis of this distribution will
usually be done by some type of simulation [1, 21,
23, 28].

Bayesian Computation
In each one of the examples described above, to
compute the reserves for the outstanding aggregate
claims, we need to estimate the values of the cells
in the lower portion of the development triangle. We
do this by obtaining the mean and variance of the
predictive distribution. This is the second task, in
addition to modeling, that we must carry out when
using Bayesian methods.
For each cell, we need E(Xit |D), the Bayesian
‘estimator’. Then the corresponding ‘estimator’ of
outstanding claims for year of business, i, is Ri =

t>k−i+1 E(Xit |D), and the Bayes ‘estimator’ of
the variance (the predictive variance) for that same
year is
Var


t>k−i+1

=



Xit |D

Var(Xit |D)

t>k−i+1

+2


s>t

Cov(Xis , Xit |D) .

(10)
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Predictive distribution of total reserves obtained by direct simulation

In order to compute equation (10), we would need
to find Cov(Xis , Xj t |D), for each i, j, s, t, i  = j ,
t > k − i + 1 and s > t. Thus, the covariance for
each pair of elements in the lower triangle would
need to be evaluated to find the variance of the
reserves. These formulas can be very cumbersome to
compute [6, 7, 29], and we would still not have the
complete distribution. However, it may be relatively
easy to obtain the distribution of the reserves by direct
simulation, as follows: for j = 1, . . . , N , and N very
large, obtain a sample of randomly generated values
for claims (number or amount) in each cell of the
(j )
(unobserved) lower right triangle, xit = i = 2, . . . , k
and t > k − i + 1, from the respective predictive dis(j )
tributions. These xit values will include both parameter variability and process variability. Thus, for each
j , we can compute a simulated random value of the
total outstanding claims
R (j ) =

k



(j )

xit ,

j = 1, . . . , N.

(11)

i=2 t>k−i+1

These R (j ) , j = 1, . . . , N , can be used to analyze
the behavior of claims reserves requirements. The
mean and variance can be computed as
σR2 =

200 000

N
1  (j )
(R − R)2
N j =1

and R =

N
1  (j )
R .
N j =1

(12)
The standard deviation σR thus obtained is an
‘estimate’ for the prediction error of total claims to

be paid. The simulation process has the added advantage that it is not necessary to obtain explicitly the
covariances that may exist between parameters, since
they are dealt with implicitly [1]. In fact, any dependence between predicted values has also implicitly
been taken into account in the predictive distribution. Figure 1 shows an example of the distribution
of reserves generated by directly simulating N =
5000 values from the predictive distribution of total
reserves using a model similar to the one given in
Example 2, [1], with data from [17]. One can appreciate the skewness of the distribution by comparison
with the overlaid normal density.
The method of direct simulation outlined above is
reasonable if the joint distribution of the parameters
can be identified and is of a known type. When this
is not the case, and the distribution may not be recognizable as a standard one, a possible solution may
be found via Markov chain Monte Carlo methods.
In fact, on occasions, the use of the Bayesian
paradigm will not be motivated by the need to use
prior information, but rather from its computational
flexibility. It allows the actuary to handle complex
models. As with direct simulation methods, Markov
chain Monte Carlo sampling strategies can be used
to generate samples from each posterior distribution
of interest. A comprehensive description of their use
in actuarial science can be found in [23]. A set of
four models analogous to the examples given above
is presented in [21] and analyzed using Markov chain
Monte Carlo methods. In the discussion in that paper,
it is described how those models may be implemented
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and analyzed using the package BUGS (Bayesian
inference Using Gibbs Sampling). BUGS is a specialized software package for implementing MCMCbased analyses of full Bayesian probability models [24, 25]. The BUGS Project website is found at
www.mrc-bsu.cam.ac.uk/bugs. As with direct Monte
Carlo simulation, and since MCMC methods provide
a predictive distribution of unobserved values using
simulation, it is straightforward to calculate the prediction error using (12).
Concluding, simulation methods do not provide
parameter estimates per se, but simulated samples
from the joint distribution of the parameters or future
values. In the claims reserving context, a distribution of future payments in the run-off triangle is
produced from the predictive distribution. The appropriate sums of the simulated predicted values can then
be computed to provide predictive distributions of
reserves by origin year, as well as for total reserves.
The means of those distributions may be used as the
best estimates. Other summary statistics can also be
investigated, since the full predictive distribution is
available.

[10]
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DE

ALBA

Bornhuetter–Ferguson
Method

stabilizing such estimates. It is widely applied and
found in most loss reserving texts, for example, [2,
4, 7].

Motivation

The Procedure

Certain methods of loss reserving (see Reserving
in Non-life Insurance) relate the loss reserve for
a given accident period directly to the cumulative
claims experience of that period to date. As an
illustration of this, consider the family of methods
that depend on age-to-age ratios fj where

Consider ultimate losses Ct,T −1 in two parts:

E[Ci,j |Ci,j −1 ] = fj Ci,j −1 ,

(1)

where the Ci,j represents a generalized claim statistic
(number reported, paid losses, incurred losses, etc) for
accident (or underwriting) year i and development
year j . We assume that the data are in the form of
a classical triangle, with the rows being the accident
years and the columns being the development years.
There are T rows, numbered 1 to T , and T columns,
numbered 0 to T − 1.
Forecasts of ‘ultimate losses’ for accident year
i (taking account of development years up to only
T –1, and not including a tail factor) take the form
T −t,T −1 ,
t,T −1 = Ct,T −t R
C

(2)

j s is the multistep age-to-age factor
where R
j s = fˆj +1 fˆj +2 . . . fˆs ,
R

(3)

fˆj being an estimator of fj .
The chain-ladder method, for example, is a member of this family.
One of the difficulties with using methods of this
form in practice is that the reserve forecasts can be
quite unstable. This can be seen from (2) by considering the effect of variability in the value used as
the basis for the forecast of ultimate losses, Ct,T −t .
According to (2), a change of p% in Ct,T −t due
to sampling variability will generate a change in
t,T −1 , of p%. For the later accident
the forecast, C

years, RT −t,T −1 will often be significantly greater
than 1. It follows that application of (2) to a volatile
claims experience will produce volatile forecasts.
This volatility will show itself by changes in the
reserve estimates each year, when a new diagonal
of data is added to the triangle. The Bornhuetter–Ferguson [1] method provides a procedure for

•
•

Ct,T −t , losses reported to date, a factual observation; and
Ct,T −1 − Ct,T −t , outstanding losses, a quantity to
be estimated.

Denote estimated outstanding losses by Ot . Then,
by (2),

t,T −1 RT −t,T −1 − 1 .
Ot = C
T −t,T −1
R

(4)

Suppose one has some prior expectation as to the
ultimate losses to emerge from each accident period t,
∗
specifically that E[Ct,T −1 ] = Ct,T
−1 , a known quantity, often referred to as the schedule or budget ultimate losses. For example, one may have a prior view
∗
L∗t of the ultimate loss ratio, leading to Ct,T
−1 =
∗
Pt Lt , where Pt is the premium income associated
with accident year t.
Then, one may form an estimate of outstanding
losses using this prior estimate, and the estimated
age-to-age factors. Indeed, one may form an estimate of the entire schedule of loss development. The
Bornhuetter–Ferguson method applies the multistep
∗
age-to-age factor to Ct,T
−1 to obtain the schedule
∗
developed losses or budget developed losses, Ct,T
−t
∗
Ct,T
−t =

∗
Ct,T
−1
.
T −t,T −1
R

(5)

This is in effect the reverse procedure to (2),
and leads to the Bornhuetter–Ferguson estimate of
outstanding claims
∗
∗
Ot∗ = Ct,T
−1 − Ct,T −t
∗
= Ct,T
−1

T −t,T −1 − 1
R
.
T −t,T −1
R

(6)

Choice of Budget Ultimate Losses
There are several widely used methods of selecting
budget ultimate losses. These include
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•

Sources external to the data set under analysis,
for example, industry data;
• Budget loss ratio set equal to the arithmetic average of those estimated for accident periods 1 to
T on the basis of the Ot ;
• Budget loss ratio set equal to the weighted average of those estimated for accident periods 1 to
T on the basis of the Ot , with weights equal to
T −t,T −1 .
estimated incurred loss proportions 1/R
The second and third of these cases are referred to
as the modified Bornhuetter–Ferguson [5] and Cape
Cod [6] methods respectively.

for parameters at , bj , φ, subject to
T −1


bj = 1.

The parameter at is now assumed to be a drawing
of a random variable At subject to a gamma prior
(see Continuous Parametric Distributions)
At ∼ Gamma(αt , βt )

Bayesian Interpretation

[1 − zt ]Ot∗ + zt Ot ,

(7)

where zt is the weight assigned to the chain-ladder
estimate (4) for accident period t.
This form of estimate is similar to that
of credibility theory, and some authors have
interpreted this as a ‘credibility estimate’. Under
this interpretation, zt can be interpreted as a credibility weight.
In fact, zt = 1 for the chain-ladder, and zt = 0
for Bornhuetter–Ferguson. Intermediate values of
zt might be used. Usually, they would be chosen
to be monotone decreasing in t, between extremes
of zt = 0 at the instant of commencement of an
accident period, and zt = 1 when it has run-off
completely. For example, one might choose zt =
T −t,T −1 .
estimated incurred loss proportions 1/R
Such intuitive devices have often been used in
the past. More recently, England and Verrall [3] have
provided a rigorous Bayesian
 foundation for them. In
their framework, Ctk = kj =0 Xtj , where the Xtj are
independent overdispersed Poisson (ODP) variates
(see Under- and Overdispersion), with multiplicative expectations, with the following properties
E[Xtj ] = at bj ,

(8)

V[Xtj ] = φ at bj

(9)

(11)

so that
E[At ] =

Taylor [7] pointed out that the chain-ladder and Bornhuetter–Ferguson estimators of outstanding losses
are extreme cases from the family of estimators of
the form

(10)

j =0

αt
.
βt

(12)

Note that, by (10) and (12), the prior mean of
Ct,T −1 is given by
E[Ct,T −1 ] =

αt
∗
= Ct,T
−1 , say
βt

(13)

∗
since Ct,T
−1 was adopted earlier as the prior
expectation from an external, though then unspecified, source.
It is then shown in [3] that the posterior distribution of Xt,j +1 is ODP with mean

E[Xt,j +1 | data observed]
= [Zt,j +1 Ctj + (1 − Zt,j +1 )Ctj∗ ](fj − 1), (14)
with Ctj∗ defined analogously to (5)
Ctj∗ =
Zt,j +1 =

∗
Ct,T
−1

Rj,T −1

,

−1
Rj,T
−1

[βt φ + Rj,T −1 ]

(15)

,

(16)

and, in parallel with (3),
Rj t = fj +1 fj +2 . . . ft .

(17)

This has shown that the Bornhuetter–Ferguson
method can be interpreted as a Bayesian method (see
Bayesian Claims Reserving; Bayesian Statistics).
In (14), the term inside the square bracket,
Zt,j +1 Ctj + (1 − Zt,j +1 )Ctj∗ , is an estimator of
E[Ct,j ]. It has the same form as a credibility (linear
Bayes) estimator, that is, a convex combination of
∗
.
Ct,j and its prior Ct,j

Bornhuetter–Ferguson Method
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Captives
Captive insurance companies are generally formed
for the limited purpose of providing insurance coverage for their owners. They may be owned by a
single parent or have a multiple-owner group format.
In addition, there are rent-a-captives and protected
cell captives that are owned or operated by third parties to provide alternative risk-financing opportunities
for entities that are too small to effectively own their
own captives. In general, captives provide a more
formalized professional structure for self-insuring the
owners risks than a self-administered self-insurance
program. This enhances the capability to purchase
excess insurance and provides direct access to the
reinsurance marketplace.
There are numerous captive domiciles with favorable flexible regulations that are designed to facilitate the formation of a captive. This may take
the form of reduced premium taxes, lower capitalization requirements, or more lenient regulatory
requirements.
The actuarial services required for the various
types of captives and domiciles are varied. Some
domiciles require an annual actuarial statement of
opinion. These include all domiciles located in the
United States and Bermuda. Other popular domiciles
such as the Cayman Islands and the British Virgin
Islands did not have such requirements at the time
of this writing. Many domiciles also require that an
actuarial analysis be provided in support of a captive
feasibility study for filing with regulatory authorities.
Most domiciles require that an actuary performing
work for a captive be registered and approved by the
domicile regulatory authorities.

For group captives, the pricing of insurance, determination of assessments, and distribution of profits
are major considerations in order to preserve equity
among the various owners.
Owing to the favorable US tax treatment that
may be afforded to an insurance company as compared with the parent company, tax planning is an
important consideration in the design of a captive
insurance company program. The tax advantage is
the timing difference between being able to treat loss
reserves (see Reserving in Non-life Insurance) as
a tax deduction versus obtaining a deduction when
losses are actually paid. Actuarial support of the tax
treatment may include arms length pricing of the
insurance coverages and verification of risk transfer
requirements.
The most popular coverages for inclusion in a captive are workers compensation and longer tailed
liability insurance such as medical malpractice and
products liability. Once a captive has been justified
for these coverages, it is common to include other
parental risks such as automobile liability. Risks
that are more difficult to purchase in the commercial
marketplace, such as credit risk, terrorism coverage,
construction default, and warranty risks are also written in captives.
Domicile websites frequently contain detailed regulatory requirements that need to be met, including any actuarial requirements. The two currently
most popular domiciles are Vermont (http://vcia.com/
and http://www.bishca.state.vt.us/captive/capindex.
html) and Bermuda (https://roc.gov.bm/roc/rocweb.
nsf/roc?OpenFrameSet).
(See also Self-insurance)
ROGER WADE

Catastrophe Models and
Catastrophe Loads

little help in estimating future losses – that this article
addresses. I will begin with the latter aspect.

Catastrophe Loss Models
Introduction
Natural catastrophes such as earthquakes, hurricanes, tornadoes, and floods have an impact on many
insureds, and the accumulation of losses to an insurer
can jeopardize the financial well-being of an otherwise stable, profitable insurer. Hurricane Andrew, in
addition to causing more than $16 billion in insured
damage, left at least 11 companies insolvent in 1992.
The 1994 Northridge earthquake caused more than
$12 billion in insured damage in less than 60 seconds.
Fortunately, such events are infrequent. But it
is exactly their infrequency that makes the estimation of losses from future catastrophes so difficult.
The scarcity of historical loss data makes standard
actuarial techniques of loss estimation inappropriate
for quantifying catastrophe losses. Furthermore, the
usefulness of the loss data that does exist is limited because of the constantly changing landscape
of insured properties. Property values change, building codes change over time, along with the costs
of repair and replacement. Building materials and
designs change, and new structures may be more
or less vulnerable to catastrophic events than were
the old ones. New properties continue to be built in
areas of high hazard. Therefore, the limited loss information that is available is not sufficient for a direct
estimate of future losses.
It is these two aspects of catastrophic losses –
the possibility that a quick accumulation of losses
can jeopardize the financial well-being of an insurer,
and the fact that historical loss information provides

Event
generation

The modeling of catastrophes is based on sophisticated stochastic simulation procedures and powerful
computer models of how natural catastrophes behave
and act upon the man-made environment. Typically,
these models are developed by commercial modeling firms. This article describes a model of one such
firm. I have examined other catastrophe models over
my actuarial career, and many of these other catastrophe models are similar to the model, which I will
describe below.
The modeling is broken into four components.
The first two components, event generation and local
intensity calculation define the hazard. The interaction of the local intensity of an event with specific
exposures is developed through engineering-based
vulnerability functions in the damage estimation component. In the final component, insured loss calculation, policy conditions are applied to generate the
insured loss.
Figure 1 illustrates the component parts of the
catastrophe models. It is important to recognize that
each component, or module, represents both, the
analytical work of the research scientists and engineers who are responsible for its design and the
complex computer programs that run the simulations.

The Event Generation Module
The event generation module determines the frequency, magnitude, and other characteristics of potential catastrophe events by geographic location. This

Local intensity
calculation
Damage
estimation
Insured loss
calculation

Exposure
data
Policy
conditions

Figure 1

Catastrophe model components (in gray)
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requires, among other things, a thorough analysis of
the characteristics of historical events.
After rigorous data analysis, researchers develop
probability distributions for each of the variables,
testing them for goodness-of-fit and robustness. The
selection and subsequent refinement of these distributions are based not only on the expert application
of statistical techniques but also on well-established
scientific principles and an understanding of how
catastrophic events behave.
These probability distributions are then used to
produce a large catalog of simulated events. By sampling from these distributions, the model generates
simulated ‘years’ of event activity. Many thousands
of these scenario years are generated to produce the
complete and stable range of potential annual experience of catastrophe event activity and to ensure full
coverage of extreme (or ‘tail’) events, as well as full
spatial coverage.

intensity at each location. Because different structural types will experience different degrees of damage, the damageability relationships vary according to construction materials and occupancy. The
model estimates a complete distribution around the
mean level of damage for each local intensity and
each structural type and, from there, constructs an
entire family of probability distributions. Losses
are calculated by applying the appropriate damage
function to the replacement value of the insured
property.
The damageability relationships incorporate the
results of well-documented engineering studies, tests,
and structural calculations. They also reflect the
relative effectiveness and enforcement of local building codes. Engineers refine and validate these functions through the use of postdisaster field survey data
and through an exhaustive analysis of detailed loss
data from actual events.

The Local Intensity Module

The Insured Loss Module

Once the model probabilistically generates the
characteristics of a simulated event, it propagates
the event across the affected area. For each location
within the affected area, local intensity is estimated.
This requires, among other things, a thorough
knowledge of the geological and/or topographical
features of a region and an understanding of how
these features are likely to influence the behavior
of a catastrophic event. The intensity experienced
at each site is a function of the magnitude of
the event, distance from the source of the event,
and a variety of local conditions. Researchers base
their calculations of local intensity on empirical
observation as well as on theoretical relationships
between the variables.

In this last component of the catastrophe model,
insured losses are calculated by applying the policy conditions to the total damage estimates. Policy
conditions may include deductibles by coverage,
site-specific or blanket deductibles, coverage limits, loss triggers, coinsurance, attachment points and
limits for single or multiple location policies, and
risk-specific insurance terms.

The Damage Module
Scientists and engineers have developed mathematical
functions called damageability relationships, which
describe the interaction between buildings (both their
structural and nonstructural components as well as
their contents), and the local intensity to which
they are exposed. Damageability functions have also
been developed for estimating time element losses.
These functions relate the mean damage level as
well as the variability of damage to the measure of

The Model Output
After all of the insured loss estimations have been
completed, they can be analyzed in ways of interest
to risk management professionals. For example, the
model produces complete probability distributions of
losses, also known as exceedance probability curves
(see Figure 2). Output includes probability distributions of gross and net losses for both annual aggregate
and annual occurrence losses. The probabilities can
also be expressed as return periods. That is, the loss
associated with a return period of 10 years is likely
to be exceeded only 10% of the time or, on average,
in 1 out of 10 years. For example, the model may
indicate that, for a given regional book of business, $80 million or more in insured losses would
be expected to result once in 50 years, on average, in
a defined geographical area, and that losses of $200
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million or more would be expected, on average, once
every 250 years.
Output may be customized to any desired degree
of geographical resolution down to location level,
as well as by line of insurance and, within line
of insurance, by construction class, coverage, and
so on. The model also provides summary reports
of exposures, comparisons of exposures and losses
by geographical area, and detailed information on
potential large losses caused by extreme ‘tail’ events.

Managing the Catastrophe Risk
As mentioned in the introduction, a quick accumulation of losses can jeopardize the financial well-being
of an insurer. In this section, I will give a description
of the financial environment that is typically faced
by an insurer. This will be followed by an example that illustrates the effect of catastrophes in this
environment.
My first assumption is that the insurer’s capital
is a function of its insurance risk. One way to measure this risk is to first define the Tail Value-at-Risk
(see Risk Measures; Risk Statistics) as the average of all net (after reinsurance) catastrophe losses,
X, above a given percentile, α. Denote this quantity
by TVaR α (X). Next, define the required capital for
the insurer to be equal to TVaR α (X) − E(X). The
capital is provided by investors who expect to be
compensated for exposing their money to this catastrophe risk.

In addition to raising capital, an insurer can also
finance its risk by buying reinsurance. While reinsurance can reduce risk, it does have a cost. A key
part of managing the catastrophe risk involves making intelligent use of reinsurance by balancing the
cost of capital with the cost of reinsurance.
My second assumption is that the price of catastrophe insurance cannot be dictated by the insurer. I
view the insurer as a price taker, not a price maker.
A second part of managing catastrophe risk involves
deciding where to write insurance and what price is
acceptable to the insurer in return for accepting the
risk of a catastrophe.
These assumptions can be applied to all kinds of
insurance, not just catastrophe insurance. But these
assumptions can lead to extraordinary conclusions
when applied to catastrophes due to natural disasters,
as I will illustrate below.

Illustrative Catastrophe Model Output
Let us begin with a description of an imaginary state
and the hurricanes that inflict damage on the property
of its residents.
The State of East Oceania is a rectangular state
organized into 50 counties. It has an ocean on its
east side and is isolated on its remaining three sides.
Table 1 provides a schematic map giving the percentage of exposure units (in $1000s of the insured value)
in each county. This table shows that East Oceania
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Table 1

Schematic map of the state of East Oceania

has a reasonable array of metropolitan areas, suburbs,
and rural areas.
East Oceania is exposed to hurricanes that move
in a westward path. The hurricanes are modeled by a
set of 63 loss scenarios, each with its own probability.
The damage caused by the hurricane can span a width
of either one or two counties. Each landfall has the
same probability of being hit. The losses due to each
hurricane decrease as the storm goes inland, with the
loss decreasing by 70% as the hurricane moves to
the west. The overall statewide average loss cost is
$4 per $1000 of insurance.
In all, the model has 63 events. Table 2 describes
the losses for each event and county.

E(X), where X is its net loss random variable.
Each insurer has to pay investors a return of 15%
on their capital investment. Each insurer has access
to excess-of-loss reinsurance which covers 90% of
the losses over any selected retention. The reinsurer
charges a premium equal to twice the expected
reinsurance recovery. This makes the net reinsurance
premium (= total premium – expected recovery)
equal to its expected recovery. The insurer’s total
cost of financing its business is 15% of its capital
requirement plus its net reinsurance premium.
Each insurer will address two questions.
•

Analyses of Illustrative Insurers
I will now describe some consequences of the
economic environment described above on three
illustrative insurers. Each insurer determines its
necessary capital by the formula, TVaR 99% (X) −

•

What reinsurance retention should it select?
In our examples, the insurer will select the retention that minimizes its total cost of financing its
current business.
In what territories can it write business at a
competitive premium?
In our examples, the insurer will calculate its
marginal cost of financing insurance when it adds

Catastrophe Models and Catastrophe Loads
Table 2

5

Hurricane losses by event
Small hurricanes

Large hurricanes

Event

Landfall
county

Cost per unit
of exposure

Probability

Event

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30

5
5
5
10
10
10
15
15
15
20
20
20
25
25
25
30
30
30
35
35
35
40
40
40
45
45
45
50
50
50

4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368
4.1456
8.2912
12.4368

0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854
0.016181
0.012945
0.004854

31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63

Landfall
counties
5
5
5
10
10
10
15
15
15
20
20
20
25
25
25
30
30
30
35
35
35
40
40
40
45
45
45
5
5
5
50
50
50

10
10
10
15
15
15
20
20
20
25
25
25
30
30
30
35
35
35
40
40
40
45
45
45
50
50
50

Cost per unit
of exposure

Probability

12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281
12.4368
16.5825
20.7281

0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236
0.004854
0.006472
0.003236

Note: The cost per unit of exposure for an inland county is equal to 70% of the cost per unit of exposure for the county immediately
on its east. Note that there is also a zero-loss scenario, with a probability of 0.5.

a new insurance policy to its current book of
business. If the competitive market will allow the
insurer to recover its marginal cost of financing
insurance, it can write the policy.
I shall refer to the marginal cost of financing
insurance for a given insurance policy as the risk load
for the policy. As the examples below will illustrate,
the risk load will depend upon circumstances that are
particular to the insurer’s current book of business.
Note that the risk load will not be a provision in
the premium that the insurer actually charges. The

premium is determined by the market. Instead, the
risk load is a consideration that the insurer must make
when deciding to meet the market’s premium.
All County Insurance Company sells insurance in
the entire state. All County’s exposure in each county
is proportional to the number of exposure units in the
county. All County insures 10 million exposure units
and expects $40 million in annual losses.
In deciding what reinsurance retention to use, All
County calculates its cost of financing over a range of
retentions. The results are plotted in Figure 3 below.
It turns out that All County’s optimal reinsurance
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Choosing retentions for All County Insurance
Marginal cost of financing for All County Insurance Company

Note:
• Territories 24 and 25, each with 9% of the exposure, have higher risk loads because of their higher concentration of exposure.
• Territory 21 has a higher risk load, in spite of its low concentration of exposure (1% of total) because it has its losses at the
same time as Territories 24 and 25.
• Several territories, for example, 20 and 30, have relatively high risk loads in spite of their low exposure because of their
proximity to territories with high exposure.

Catastrophe Models and Catastrophe Loads
retention is $105.6 million, yielding a total cost of
financing as $26.8 million.
Next All County calculates its risk load for each
territory by calculating its marginal cost of financing
(at the optimal retention) when adding a $100 000
building to its current book of business, and then
subtracting its current cost of financing. Table 3 gives
the risk loads by territory for All County.
By inspection, one can see that concentration
of exposures, and proximity to concentrations of
exposure is associated with higher risk loads for
All County.
Having seen the effects of concentration of exposure, let us now examine Uni-County Insurance Company. Uni-County insures the same amount of exposure in each county. It has 20.5 million exposure units
county with the result that, like All County, it expects
$40 million in annual losses.
In a manner similar to All County, Uni-County
calculates that its optimal reinsurance retention is
Table 4
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$141.3 million, with the result that the total cost
of financing its business is $22.3 million. This is
more than $4 million less than the cost to finance
All County.
Table 4 gives the risk loads for Uni-County Insurance Company. Note that except for the territories on
the border, the risk loads are identical. But in spite of
Uni-County’s overall lower cost of financing, the risk
loads are higher than the corresponding risk loads for
All County. This is driven by the higher proportion of
Uni-County’s exposure in the less densely populated
territories.
This means that Uni-County could successfully
compete with All County in the densely populated
territories, and unless Uni-County has some other
competitive advantage, it could lose business to All
County in the less densely populated counties.
Our final example is the Northern Counties Insurance Company. Northern Counties restricts its writings to Counties 1–25. Within these counties, its

Marginal cost of financing for Uni-County Insurance Company

Note:
•
•

The risk loads are identical as a proportion of expected losses, except for the north and south borders.
The risk loads, for all but territories 21–25, are higher than the corresponding risk loads for All County Insurance Company.
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exposure is proportional to the number of exposure
units in the county. Northern Counties insures a total
of 18.4 million exposure units and expects $40 million in annual losses.
In a manner similar to the other insurers, Northern
Counties calculates that its optimal reinsurance retention is $101.8 million, with the result that the total
cost of financing its business is $39.6 million. This is
noticeably higher than it costs the other insurers to
finance their insurance.
Table 5 gives the risk loads for Northern Counties.
Note that its risk loads are not competitive in the
counties in which it does business. Note also that
its risk loads are negative in the southern counties
(31–50) in the State of East Oceania.
Negative risk loads deserve an explanation. Whenever there is a loss in the northern counties (1–25),
there is no loss in the southern counties. Since Northern Counties’ big losses occur when hurricanes hit
the northern counties, it does not raise its required
Table 5

assets, TVaR 99% (X), when it adds a single insurance
policy in the southern territories. But, writing a single
insurance policy in the southern counties increases
E(X). Thus the required capital, TVaR 99% (X) − E(X)
decreases and the marginal capital for this policy is
negative. This result has an analogy in standard portfolio theory where it can pay for an investor to accept
a negative expected return on a security when it is
negatively correlated with the rest of its portfolio.
If Northern Counties can develop the necessary
infrastructure in the southern half of East Oceania, it
should be able to draw business from All County and
Uni-County. However, it will lose this advantage if
it writes too much business in the southern counties.
Also, it stands to lose business to the other insurers
in the northern counties unless it has some other
competitive advantage.
Taken together, these three examples point toward
a market dynamic that says, roughly, that insurers
should write business in places where other insurers

Marginal cost of financing for Northern Counties Insurance Company

Note:
•
•

The risk loads for Counties 1–25 are higher than the minimum risk loads for the other two insurers.
The risk loads for Counties 31–50 are negative!

Catastrophe Models and Catastrophe Loads
are concentrated and where they are not concentrated.
In general, we should expect catastrophe insurance
premiums to be higher in areas where exposure is
concentrated.
While it might be possible to formalize such
statements by hypothesizing an ideal market, real
markets are constantly changing and it is unlikely
that any result of that sort will be of real use.
This article illustrates what can happen. Also, it
provides examples showing how insurers can apply
catastrophe models to current conditions and modify
their reinsurance and underwriting strategies to make
more efficient use of their capital.

•

•

Acknowledgements and Qualifications
This article has its conceptual origin in a paper titled
‘Risk Loads as the Marginal Cost of Capital’ by Rodney Kreps [1990]. This idea was further developed
by myself Meyers [2] in a 1996 paper titled ‘The
Competitive Market Equilibrium Risk Load Formula
for Catastrophe Ratemaking’. A more recent rendition of Kreps’ basic idea is in a paper titled ‘The
Aggregation and Correlation of Insurance Exposure’,
which I wrote along with Fredrick Klinker and David
Lalonde [4]. This article draws heavily from the two
papers cited immediately above.
One innovation this article has over my 1996 paper
is its use of the Tail Value-at-Risk to determine an
insurer’s required assets. The Tail Value-at-Risk is
a member of the family of coherent measures of
risk that was developed by Philippe Artzner, Freddy
Delbaen, Jean-Marc Eber, and David Heath [1].
This article focuses on catastrophe insurance.
While the principles applied in this article should
also apply to other lines of insurance, there are some
important qualifications to be made when doing so.
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It can take a long time to settle claims in other
lines. An insurer must hold capital until all claims
are settled and investors must be compensated for
holding capital for this extended length of time.
Meyers et al. [4] address this problem.
In general, the sum overall insurance policies of
the marginal capital can be less than the total capital. Since the loss for a county in each scenario
is proportional to the exposure in that county, in
this paper, the sum of the marginal capital over
all insurance policies is equal to the total capital
due to a result of Stewart C. Myers and James
A. Read [5]. Meyers [3] extends the Myers/Read
result to the more general situation by calculating
the risk load as the product of the marginal capital
and a constant that is greater than one.
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Chain-ladder Method
The Method
The Chain-ladder (CL) method is one of the oldest
and still the most popular claims-reserving method.
Let Ctj be the cumulative claims amount of accident
year t, 1 ≤ t ≤ T , after development period j, 0 ≤
j ≤ T − 1. On the basis of the representation
Ct,T −1 = Ct0 Ft1 Ft2 . . . Ft,T −1 ,

(1)

with
Ftj =

Ctj
Ct,j −1

(assuming that all Ctj > 0), it assumes that
F1j , F2j , . . . , TTj fluctuate around an unknown
parameter fj . Then, using an estimate fˆj of fj , the
unobserved amounts Ctj , t + j > T , are predicted
recursively by
Ĉtj = Ĉt,j −1 fˆj ,

(2a)

with starting value
Ĉt,T −t = Ct,T −t .

(2b)

The resulting claims reserve is
R̂t = Ĉt,T −1 − Ct,T −t .



fˆj(1)

=

T −j



Ct,j −1 Ftj

t=1
T −j



=
Ct,j −1

t=1

Ctj

t=1
T −j



(3a)

Ct,j −1

T −j

α
Ct,j
−1 Ftj

t=1
T −j


t=1

,
α
Ct,j
−1

(4)

There is a stochastic assumption that can be underpinned in the chain-ladder method and repairs the
problems mentioned. The assumption is as follows:
(5)

Using this assumption, one can show [3] that
E(Ct,T −1 |Ct0 , . . . , Ct,T −t )

of the individual development factors Ftj observed
so far.
This can be generalized to

fˆj(α) =

Two facts of the CL method may seem strange.
One is the fact that the recursive procedure (2)
just uses the most recent claims amount Ct,T −t as
starting value and ignores all earlier observations
Ct0 , Ct1 , . . . , Ct,T −t−1 . The other is the fact that the
classical estimators fˆj(1) and fˆj(1)
+1 seem to be negatively correlated (because the numerator of fˆj(1) is
almost identical to the denominator of fˆj(1)
+1 ), but are
multiplied anyhow in order to arrive at the estimator

E(Ftj |Ct0 , . . . , Ct,j −1 ) = fj .
,

t=1



A Stochastic Model

ˆ(1)
Ĉt,T −1 = Ct,T −t fˆT(1)
−t+1 . . . fT −1 .

There are various ways to arrive at an estimator fˆj .
The classical way is the weighted average
T −j

with α ∈ {0; 1; 2}. Here α = 0 gives the straight
average. The case α = 2 results from an ordinary
regression of Ctj against Ct,j −1 , t = 1, . . . , T − j ,
through the origin. The case α = 1 considers Ct,j −1
as a measure of volume for Ctj and works with Ftj
like with a loss ratio. In practice, the highest and
lowest development factors Ftj , 1 ≤ t ≤ T − j , are
omitted sometimes, or the process of averaging is
restricted to the last 5 periods t ∈ {T − j − 4, T −
j − 3, . . . , T − j }, j ≤ T − 5.
The CL method is very commonly used because
it is straightforward to apply, easy to understand, and
easy to adjust for any anomalies in the data. Therefore, many variations are used in practice, see [2]
where the name ‘link ratio method’ is used and
numerical examples are given.

(3b)

= Ct,T −t fT −t+1 . . . fT −1 ,

(6)

which corresponds perfectly to the estimation formula (4). Furthermore, we see that assumption (5)
entails
E(Ftj Ft,j +1 ) = E(E(Ftj Ft,j +1 |Ct0 , . . . , Ctj ))
= E(Ftj E(Ft,j +1 |Ct0 , . . . , Ctj ))
= E(Ftj )fj +1 = fj fj +1 .

(7)
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This can be generalized to

and starting value

ˆ(1)
E(fˆT(1)
−t+1 . . . fT −1 ) = fT −t+1 . . . fT −1 ,

under the additional (but very common) assumption
that the accident periods
{Ct0 , . . . , Ct,T −1 },

1 ≤ t ≤ T,

are independent.
(9)

Altogether, this shows that the estimator (4) is
reasonable and unbiased under the assumptions (5)
and (9).

Prediction Error
Assumption (9) is also needed in order to see that (3)
is a reasonable estimation procedure. In addition,
α
the weights Ct,j
−1 used in (3b) indicate that the
assumption
Var(Ftj |Ct0 , . . . , Ct,j −1 ) =

σj2
α
Ct,j
−1

,

(10)

draws (3b) to an estimate that has minimum variance
under all linear combinations of F1j , . . . , FT −j,j .
Under the assumptions (5), (9), and (10), a recursive calculation of an estimate (s.e. (Ĉtj ))2 for the
prediction variance
mse(Ĉt,T −1 ) := Var(Ct,T −1 | the observed Ct,j s)
+ Var(Ĉt,T −1 )

(11)

can be derived.
This recursion is (for j > T − t)
(s.e.(Ĉt,j ))2 = (s.e.(Ĉt,j −1 ))2 fˆj2

+

Ĉj2





 σ̂ 2

σ̂j2
 j

+ T −j
 α
 (12)
 Ĉ


t,j
−1


α
Ct,j
−1
t=1

with

s.e.(Ĉt,T −t ) = 0.

(8)

The proofs and a numerical example can be found
in [3]. The assumptions (5), (9), and (10) constitute – for j fixed – nothing other than an ordinary
weighted regression of column Ctj or Xtj = Ctj −
Ct,j −1 against the previous column Ct,j −1 , 1 ≤ t ≤
T − j , through the origin. Therefore, these assumptions can be checked by inspecting the usual residual plots.
A weak point of the chain-ladder algorithm is
the overparameterization in the northeastern corner
where, for example, fˆT −1 is based on just one observation F1,T −1 . A possible improvement might be
based on the additional assumption,
fj = 1 + exp(aj + b),

T −j


1
Ct,j −1 (Ftj − fˆj )2
T − j − 1 t=1

(13)

which is often approximately fulfilled in reality.
Another problem arises if CT0 = 0 because then
ĈT,T−1 = 0, too, even if it is likely that there will be
some claims reported later on. This problem shows
that the chain-ladder method is rather a method for
RBNS claims than for IBNR claims (see Reserving
in Non-life Insurance).

Another Model
Finally, it should be mentioned that there are other
stochastic assumptions than (5), (9) and (10), which
also lead to the CL method as the estimation procedure for the claims reserve R̂t .
If for example, all incremental amounts Xtj are
assumed to be independent Poisson variables with
E(Xtj ) = xt yj ,

1 ≤ t ≤ T,

0 ≤ j ≤ T − 1,
(14)

then the ML estimators x̂t , ŷj have to be calculated
from the marginal totals equations
T −t


x̂t ŷj =

j =0

σ̂j2 =

j ≥ j0 ,

t=1

Xtj ,

1 ≤ t ≤ T,

Xtj ,

0 ≤ j ≤ T − 1.

j =0

T −j



T −t


T −j

x̂t ŷj =


t=1

(15)

Chain-ladder Method
It can be shown that each solution
 −1 of these equations yields the same estimate Tj =T
+1−t x̂t ŷj for the
claims reserve Rt as the chain-ladder method with
α = 1.
A comprehensive overview on stochastic models
connected with the CL method is given in [1, 4].

[2]

[3]

[4]
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Claim Frequency
One useful diagnostic statistic to have when doing
an actuarial analysis is claim frequency. Claim frequency is the ratio of claim counts to exposure units.
Claim frequency can help identify changes in
the mix of business. These can include changes in
jurisdiction, coverage, and deductible. Isolating the
source of the change in frequency could lead the
actuary to exclude from the analysis the segment of
the business that has caused the unexpected change
and analyze it separately.
Claim frequency is usually calculated for several
accident years, although accident quarters, policy
years, or calendar years may be used. The actuary
will calculate frequency over several years so that
he/she will have an idea of what the frequency has
been historically. This history of annual frequency
provides a sound basis of what the actuary can expect
the current and future frequency to be.
In the numerator, claim counts could be the number of occurrences (or events) or could be the number
of claimants. For example, if an out-of-control car
strikes four pedestrians causing bodily injury, the
actuary could express this incident as four claims
because each claimant sued the driver or one claim
because the incident represents a single event. Many
claim databases will code multiple coverages within
the same insured event with separate claimant numbers. If the same out-of-control car, from the above
example, strikes a storefront in addition to the four
pedestrians, the owner of the store would sue the
driver of the car for the resulting property damage.
This situation would produce five claimants (4 bodily injury and 1 property damage) in the frequency
calculation if the actuary includes all coverages. The
actuary may want to calculate frequency separately
by coverage instead of combining coverages because
bodily injury claims are typically more costly than
property damage claims and an increase in frequency
due to bodily injury could be a greater cause for concern. Another example would concern homeowners
insurance. When a house is involved in a fire, it
is possible that the dwelling, garage, and contents
will sustain damage. When the homeowner files the
claim, each of the three coverages will be coded as
a separate claimant, even though only one homeowner filed the claim. In this case, the actuary may

only be interested in counting the number of houses
involved in fires, not the number of coverages that
were triggered. It is the responsibility of the actuary
to understand how the claim database is designed.
The actuary should also use judgment to decide how
a claim count should be defined and to make adjustments to the data, if necessary, so that the data used
is consistent with the claim count definition. If the
actuary is counting claims by accident year or policy
year, it is appropriate to use a common age of development such as 12 months, so that the comparison
among years is a meaningful one.
The denominator of claim frequency is some measure of earned exposure that would correspond and
give rise to the claims discussed above. That measure
of exposure could be the exposure base used in the
rating of policies, such as number of students, square
footage, or vehicle-years. As mentioned above, the
denominator should contain earned exposure. For
example, let us assume the actuary is interested in
calculating claim frequency for trucks in a particular
jurisdiction. An insurance policy that covers 24 trucks
would ultimately generate 24 earned vehicle-years,
assuming each truck is insured for 1 year. However, if
that policy had an effective date of 1 November 2001,
the earned vehicle-year contribution to the year 2001
would be 2/12th of 24 vehicle-years or 4 vehicleyears because each month is approximately 1/12th of
a year and this policy would earn 2 vehicle-years in
each of those 2 months in 2001. That same policy
would contribute to the remaining 20 earned vehicleyears in the year 2002, again assuming each vehicle is
insured for a full year. Another measure of exposure
could be earned premium. Ideally, historical earned
premium should be restated to reflect current rates.
When performing an actuarial analysis such as
developing new rates or testing the adequacy of
loss reserves (see Reserving in Non-life Insurance),
various kinds of statistical information can be beneficial to have. Historical statistics like loss ratios,
average costs of legal fees by jurisdiction, or average size of open claims will often provide valuable
information that can help in completing the analysis. Claim frequency is another piece of information
that can provide the actuary with further insight into
that analysis.
PAUL JOHNSON

Claims Reserving using
Credibility Methods
The background for the development of credibility theory was the situation in which there was a
portfolio of similar policies, for which the natural
thing would have been to use the same premium
rate for all the policies. However, this would not
have captured any individual differences between
the policies and therefore a methodology was developed that also utilized the claims experience from
the individual policy. In this way, credibility estimation can be seen to allow the pooling of information
between risks in premium rating (see Ratemaking).
The consequence of this is that the premium is not
estimated using just the data for the risk being rated,
but also using information from similar risks. In the
context of claims reserving (see Reserving in Nonlife Insurance), the reason for using an approach
based on credibility estimation is similar: information from different sources can be ‘shared’ in some
way. There are a number of different ways of applying credibility theory to reserving. For example, it
could be assumed that the accident (or underwriting) years are similar, perhaps in the sense that the
loss ratio is similar from year to year, even though
the volume of business may change. This is the most
common way to use credibility reserve estimates, and
the reserve for each accident year is estimated using
the data from other accident years as well. Alternatively, if there are a number of different, but related
lines of business, the credibility assumptions could
be applied so that information is shared between
the different run-off triangles relating to each line
of business.
In this article, we explain the principles of the
reserving methods that use credibility theory from the
actuarial literature, and refer the reader to the articles
(see Bayesian Claims Reserving and Kalman Filter, Reserving Methods) and other methods that use
a similar modeling philosophy.
We consider a triangle of incremental claims
data,

{Xij : i = 1, 2, . . . , n; j = 1, 2, . . . , n − i + 1}

X11

X12

. . . X1n

X21

...

..

..
.

..

.

.

Xn1
It simplifies the notation to assume there is a
triangle of data, rather than a more complicated
shape, but the methods will still be applicable. It
should be noted that it would be preferable to
analyze individual claims data if this were available.
Norberg [9] considers this (as well as reserving based
on aggregate claim amounts) in a major paper in
this area. This approach is summarized in the section
‘Individual Claims Data’. The section ‘Smoothing
Over Accident Years’ considers the more usual
situation based on aggregate claims in each period,
using chain-ladder type methods. In the section
‘Other Applications of Credibility Theory’, various
other models and approaches are mentioned.

Smoothing Over Accident Years
The basic reason for using credibility theory in any
context is to ‘borrow’ information from sources other
than the data actually being considered. In the reserving context, we consider first the chain-ladder technique, or stochastic models with similar structure. In
a standard treatment, the accident years are treated as
completely separate; the latest cumulative claims is
used as the starting point in each accident year, from
which cumulative claims are estimated by multiplying by the development factors. A number of authors
have considered using credibility methods to replace
the assumption that the parameter relating to the accident year should be estimated from that accident year
alone. This is clearly analogous to standard credibility
theory, with the accident years replacing the different
risks in the rating context.
De Vylder [1] developed a credibility method
based on a multiplicative model for the claims. In this
context, the multiplicative model (which is intimately
connected with the chain-ladder technique) has mean
E[Xij |i ] = β(i )yj .

(1)

For further details of the relationship between this
multiplicative model and the chain-ladder technique,
see Chain-ladder Method or [3].
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As the model is in a regression form (see Regression Models for Data Analysis), the credibility approach of Hachemeister (see Credibility Theory) [4]
can be used. The credibility philosophy is applied to
the accident years, through the function β(i ). Thus,
the parameters relating to the accident years in the
multiplicative model are not estimated separately for
each accident year (as they would be for the chainladder technique). This imposes smoothing between
the accident years.
The assumptions are
Data from different accident years are independent.
The i s are independent, identically distributed
random variables (i = 1, 2, . . . , n).
For fixed i, the Xij s are conditionally independent given i (i = 1, 2, . . . , n; j = 1, 2, . . . , n −
i + 1).
Assumptions also have to be made concerning the
second moments of the incremental claims. De
Vylder [1] assumed that
2r

Var[Xij |i ] = (β(i ))

2

pi

,

(2)

where r 2 is an unknown scalar and pi is a weight
function to allow for different volumes of business in
each accident year.
In making this assumption, De Vylder is tacitly
implying that the data, Xij , consist of loss ratios. In
other words, the claims should first be divided by the
premium income for each accident year; usually pi
can be used for this purpose.
In a subsequent paper, building on the work of De
Vylder, Mack [7] used a similar model but examined
this assumption about the second moments in more
depth. Mack assumed that
Var[Xij |i ] = σ 2 (i )

yj
,
pi

De Vylder did not formulate the model in exactly
the way given above. Instead, he wrote
Xij = Yij β(i )

and put distributional assumptions on Yij such that
E[Yij ] = yi and Var[Yij ] =

Cov(Xij , Xik |i ) = 0, for j  = k.
A critical difference between the two assumptions for the variance is that Mack [7] assumes that
Var[Xij |i ] depends on j , whereas De Vylder [1]
does not. Given the nature of the data, the assumption of Mack is more natural and is more likely to be
supported by the data.

r2
.
pi

From this, the conditional moments of the Xij given
i as given above can be derived. However, the
critical assumption again is that the conditional
variance does not depend on j .
A more general version of the model used by
Mack [7] can be found in [6], but with estimators derived only for one case, this has limited
applicability.

Estimation
For data that is in the format of a claims run-off
triangle, empirical credibility estimation has a twostep structure. Firstly, the credibility estimator for the
accident years must be developed and then estimators
of the unknown parameters derived.
The credibility estimator of β(i ) based on the
observed Xij ’s is given by
n−i+1


Bi = (1 − zi ) b + zi

Xij yj

j =1
n−i+1


,

(5)

yj2

j =1

with b = Eβ(i ). The credibility factor, zi , is
given by

(3)

the mean of σ 2 (i ) has to be estimated from the data.
Both authors further assumed that

(4)

a

zi =

,

s2

a+
pi

n−i+1


(6)

yj2

j =1

where a = Var(β(i )) and s 2 = r 2 E[(β(i ))2 ].
In fact, the multiplicative model is technically
overparameterized since one may divide all accident
year parameters by a constant and multiply all runoff-pattern parameters by the same constant without
altering the fit. To rectify this, a constraint has to be
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applied and the most convenient one in this case is
to set b = 1. Hence
n−i+1


Bi = (1 − zi ) + zi

Xij yj

j =1
n−i+1


.

(7)

yj2
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has mean a, and this motivates estimating a by â
found by solving iteratively
 n−i+1
2

Xij ŷj


n

1 
 j =1

ẑi 
− 1 ,
(10)
â =

n i=1  n−i+1



ŷj2
j =1

j =1

with the empirical credibility factor
The second stage is to estimate the unknown parameters. This includes the parameters {yj ; j = 1,
2, . . . , n}, relating to the run-off pattern, which are
usually estimated using a standard approach. De
Vylder estimates these parameters by

â

ẑi =

.

ŝ 2

â +
pi

n−i+1


(11)

ŷj2

j =1
n−j +1



i=1
n−j +1

ŷj =

By inserting the parameter estimators in (7), we
obtain the empirical credibility estimator

pi Xij



.

(8)

n−i+1


pi
B̂i = (1 − ẑi ) + ẑi

i=1

Xij ŷj

j =1
n−i+1


As

2
(n(n − 1))

n−1


pi

i=1


Xik yk

k=1
Xij − n−i+1




2
yk yj

n−i+1
 
j =1








k=1

has mean s 2 , we estimate s 2 by

ŝ 2 =

2
n(n − 1)

n−1

i=1

pi



Xij −



n−i+1


n−i+1
 
j =1

j =1

 2

n−i+1


of β(i ).
In the case of the model developed by Mack [7],
estimators of the parameters were derived by appealing to the Bühlmann–Straub credibility model (see
Credibility Theory). To do this, it is necessary to
divide the data by the run-off parameters.
Let

2
Xik ŷk

k=1
n−i+1


ŷk2




ŷj 



Zij =

Var[Zij |i ] = σ 2 (i )

Furthermore,


2



Xij yj 


n

 j =1

1



zi
− 1

n−i+1
n i=1 



2
 

y
j

j =1

(13)

E[Zij |i ] = β(i )
(9)

n−i+1


Xij
.
yj

Then

k=1



(12)
ŷj2

(14)
1
p i yj

(15)

and
Cov(Zij , Zik |i ) = 0, for j  = k.

(16)

This is the classical Bühlmann–Straub model, with
volume pi yj , and the estimation procedure for the
classical credibility model may be followed.
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Individual Claims Data

Other Applications of Credibility Theory

The approaches described above have used data
aggregated by accident year and delay year. In many
cases, data are available at the individual claim level,
and it should therefore be possible to formulate
a more detailed (and hopefully more informative)
model by considering individual rather than aggregate data. This is the approach taken by Norberg [9],
Sections 4–7. Sections 8–10 go on to construct models for aggregate data. Norberg assumes that data
are available on the number of claims, Nij , and the
individual claim sizes, {Yij k : k = 1, 2, . . . , Nij }, for
each accident year, i, and delay year, j . The basic
model assumptions are that, for each year, i, there
is a pair of unobservable random elements, (Ti , i ),
which are assumed to form an independent, identically distributed sequence representing the latent
general risk conditions each year. Ti acts on the number of claims, such that given Ti = τi , the number
of claims are mutually independent with Nij Poisson
distributed (see Discrete Parametric Distributions)
with parameter pi τi πj , where pi is a measure of the
exposure for accident year i, and πj is the probability
that a claim is reported in delay year j .
i acts on the individual claims that are assumed
to be mutually independently distributed, given i =
ψi , with a distribution that depends on the delay year.
The claim sizes and the numbers of claims are
assumed to be independent, as are quantities from
different accident years.
Assuming that the parameters (Ti , i ) are independent and identically distributed, credibility estimators are deduced, with the smoothing being applied
over the accident years (as in the section ‘Smoothing
Over Accident Years’).
Norberg [9] then considers a number of different
situations in Sections 4–7, and derives predictors of
the reserves, and parameter estimators in each case.
The situations considered cover different assumptions
for the ‘latent variables’ (Ti , i ), beginning with the
noncredibility case when they are nonrandom, and
working through to the case in which credibility
assumptions are applied to the distribution of the
number of claims.
Sections 8–10 revert to the case when aggregate
claims data are available, rather than considering
individual claim amounts.

De Vylder [1], Mack [7], and others, make the assumption that the accident years are similar. By
applying credibility theory, estimators are obtained
which smooth over the accident years. The form of
the credibility estimators are usually empirical linear
Bayes, although it is often not made explicit that this
is the approach being used. Alternative approaches
would be to apply Bayesian, or empirical Bayesian,
estimation methods (see Bayesian Claims Reserving
or [10]), or methods based on the Kalman filter (see
Kalman Filter, Reserving Methods). Generalized
additive models are an extension of generalized
linear models to allow for nonparametric smoothing,
such as cubic smoothing splines, to be applied. This
provides another method to smooth over the accident
years, and is described in more detail in [11].
A different problem is addressed by Hesselager [5]. This is the situation in which there are
a number of separate triangles that may be similar. Thus, credibility theory can be used to share
information between triangles; instead of the estimation being carried out separately, a hierarchical
model is applied, which applies an extra level above
the triangles. The full model used by Hesselager has
many features but it is not useful to go into detail
in this article. However, the distinctive feature is
that a set of claim types are considered, indexed by
h, h = 1, 2, . . . , H . An example is given for a portfolio of householders’ policies, with the claim types
being fire, water damage, windstorm, glass damage,
dry rot and ‘other claims’. Corresponding to each
claim type is a random risk parameter, h , and it
is assumed that all quantities relating to different
types of claims are stochastically independent, and
that h , h = 1, 2, . . . , H are identically distributed
(the usual credibility assumptions). In fact, Hesselager also assumes that credibility-based sharing of
information between accident years (as described in
the section ‘Smoothing Over Accident Years’) should
also be included in the model. However, it is the use
of credibility theory to share information between different claim types – different triangles – that is the
novel idea in this paper as far as this discussion of
credibility theory is concerned. Hesselager points out
that the same method could be applied to triangles of
data from different companies rather than different
types of claim.
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The section ‘Smoothing Over Accident Years’
concentrated on methods which are related to the
chain-ladder technique, but the essential part of this
is that there is an unknown random parameter for
each accident year to which a credibility model may
be applied. Thus, the same methods can also be
applied to other parametric (or even nonparametric
models such as those discussed by England and
Verrall [2]), so long as the credibility assumptions
can be applied over the accident years. In general
terms, the credibility model has the form whereby
the first part has a row parameter and the rest models
the claims development. The credibility assumptions
are then applied to the row parameter, and the runoff is estimated in a sensible way. For example, the
Hoerl curve has some popularity for reserving, and it
could be expressed as
E[Xij |i ] = β(i )j βi eγi j .

(17)

England and Verrall [3] and the references therein
have more details of this model. It can be seen that
the credibility model can still be applied to β(i ),
and the run-off, modeled by j βi eγi j estimated using,
for example, by maximum likelihood.
Finally, credibility theory has been applied to runoff triangles in order to allow random variations in
the run-off pattern. This is covered by Hesselager and
Witting [5] and Neuhaus [8], which builds directly
on Norberg [9]. In particular, Neuhaus changes the
assumptions of Norberg so that the parameters πj
are replaced by random variables, j , in the distribution of the number of claims. Thus, conditional on Ti = τi and i = πi , Nij is Poisson distributed with parameter pi τi πj . This means that the
parameters ( i1 , i2 , . . . , in ; i )are assumed to be
independently, identically distributed, where ij =
Ti j .
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Combined Ratio
The combined ratio is the sum of the loss ratio
plus the expense ratio. The combined ratio is used
in non-life insurance. Many insurance professionals
use the combined ratio as an important indicator of
the profitability of the insurance underwriting without
consideration of the return on invested assets.
If the loss reserves (provisions for unpaid claims,
see Reserving in Non-life Insurance) are not discounted, one can differentiate the following three
cases:
•
•
•

A combined ratio below 100% indicates that the
business written is profitable even in the absence
of return on invested capital.
A combined ratio of 100% indicates that the
balance of the flows of premium, claims, and
expenses yields a break-even result.
A combined ratio in excess of 100% indicates that
the balance of premium, claims, and expenses is
negative. The business can only be profitable if
the return on invested assets exceeds the negative
balance.

In the presence of nondiscounted loss reserves, the
combined ratio is an indicator of the profitability of
the current year’s insurance portfolio before return
on investment, unless the incurred loss on prior years

has a material contribution to the total incurred loss.
It is common to disclose separately, the contribution
to the combined ratio stemming from the incurred
loss on prior years.
If in a given portfolio the payments of policyholder dividends are materially driven by return
on investments, the policyholder dividends may be
neglected in the calculation of the expense ratio contributing to the combined ratio; this is consistent with
the aim of using the combined ratio as an indicator of
the profitability of the insurance cash flows without
consideration of the cash flows from invested assets.
If the loss reserves are discounted in the calculation of the combined ratio, one obtains a mixed
indicator:
•

•

The contribution to the combined ratio from the
current accident year yields a fair view of the
profitability of the current portfolio, including the
(expected!) return on investments.
The unwinding of the discount induces an
incurred loss on prior accident years, which can
contribute materially to the combined ratio. It
is therefore common to disclose separately, the
contribution to the combined ratio stemming from
the unwinding of the discount on prior year’s loss
reserves.
BENEDETTO CONTI

Consequential Damage
A consequential damage policy insures a commercial
policyholder against the additional costs of running
its business following interruption by an insurable
event. These additional costs include the following:
•

•
•
•
•
•
•

•
•

Income/profit – the amount by which income/profit falls short of the standard income of the insured
as a consequence of damage by the perils (see
Coverage) (given below).
Payroll/salaries relating to the shortage of income.
Additional expenditure – reasonably incurred by
the insured to minimize the reduction in gross
income or to minimize the loss of payroll.
Additional working costs – incurred as a result
of attempting to resume or maintain the normal
operation of the business.
Reinstatement of documents – including the necessary cost of legal, clerical, and other charges.
Debts – which become irrecoverable as a result
of damage to accounts or other business records.
Rental income – the amount by which rental
income on a damaged property falls short of
the standard rental income. This cover is sometimes provided under the fire section (see Fire
Insurance), rather than the consequential damage
section of policies.
Weekly income of the business owner.
Accountants and other professional fees.

The peril events that trigger claims under a consequential damage policy include
•
•
•
•
•
•
•
•
•
•

fire
natural perils (see Natural Hazards), including
storm and tempest, rainwater, wind/gust, snow,
sleet, hail, and earthquake
water damage, damage from sprinklers, bursting,
leaking, or overflow
impact
explosion
aircraft (see Aviation Insurance)
riots and strikes
malicious damage
theft of property
damage or breakdown in plant and machinery,
including computers and electronic equipment.

The cover provided by a consequential damage
policy is restricted by
•
•

the sum insured (see Coverage) (expressed as an
amount payable per period, e.g. year) for each
cover type, and
an indemnity period (being the maximum period
over which each cover type will be paid).

The vast majority of consequential damage claims
are generated by large fire claims. This raises several
issues including the following:
•

•

The performance of consequential damage portfolios is positively correlated with fire portfolios,
and highly positively correlated with the experience of large fire claims.
The management of the claim for direct losses
from the same event that causes the consequential
loss can heavily affect the size of the consequential damage claim. For example, quick settlement
of a fire claim, which enables the insured to reinstate its business and return to normal operating
conditions, will reduce the period over which consequential damage claims are paid. As a result
of this, many insurers will not provide consequential damage cover unless they also provide
the underlying fire, burglary, or machinery breakdown covers. This enables the insurer to actively
manage the settlement of the claim enabling it to
minimize the overall claim cost.

As with fire, consequential damage insurance is
dominated by the low frequency, but extreme severity
of large claims. These large losses occur either as
•
•

single large losses to properties with high asset
values insured, or as
a large number of (possibly) smaller claims generated by a single event (e.g. earthquake).

The effect of large claims is more pronounced on
a consequential damage portfolio than a fire portfolio.
Insurers attempt to control exposure to these losses
by utilizing a combination of
•
•
•
•

coinsurance
treaty surplus reinsurance (see Surplus Treaty)
per risk excess-of-loss reinsurance
catastrophe (or per event) excess-of-loss reinsurance (see Catastrophe Excess of Loss).
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Despite these attempts, historical net (of reinsurance) profitability and net (of reinsurance) claims
development for consequential damage portfolios are
extremely volatile.

(See also Loss-of-Profits Insurance)
PAUL CASSIDY

Disability Insurance

endowment, a whole life assurance, etc.). The
benefit consists of the waiver of life insurance
premiums during periods of disability.

Types of Benefits
Disability benefits can be provided by individual
(life) insurance, group insurance, or pension plans.
In the first case, the disability cover may be a standalone cover or it may constitute a rider benefit for
a more complex life insurance policy, such as an
endowment policy or a Universal Life product.
Individual disability insurance policies provide
benefits when the insured is unable to work because
of illness or bodily injury. According to the product design, permanent or not necessarily permanent
disability is considered. Moreover, some disability
policies only allow for total disability, whereas other
policies also allow for partial disability.
The most important types of disability benefits are
the following:
1. disability income benefits (i.e. annuity benefits);
2. lump-sum benefits;
3. waiver-of-premium benefits.
1. The usual disability income policy provides benefits in case of total disability. Various definitions
of total disability are used. Some examples are
as follows:
– the insured is unable to engage in his/her
own occupation;
– the insured is unable to engage in his/her
own occupation or carry out another activity
consistent with his/her training and experience;
– the insured is unable to engage in any gainful
occupation.
When one of the above definitions is met to a
certain degree only, partial disability occurs.
2. Some policies provide a lump-sum benefit in
case of permanent (and total) disability. The
cover may be a stand-alone cover or it may
be a rider to a basic life insurance, say an
endowment insurance. It must be pointed out
that moral hazard is present in this type of
product design, which involves the payment of a
lump sum to an individual who may subsequently
recover (partially or fully), so that the benefit is
irrecoverable in this event.
3. In this case, the disability benefit is a rider
benefit for a basic life insurance policy (e.g. an

Various names are actually used to denote disability annuity products, and can be taken as synonyms. The following list is rather comprehensive:
disability insurance, permanent health insurance (the
old British name), income protection insurance (the
present British name), loss-of-income insurance, lossof-time insurance (often used in the US), long-term
sickness insurance, disability income insurance, permanent sickness insurance, noncancellable sickness
insurance, long-term health insurance (the last two
terms are frequently used in Sweden).
Group disability insurance may represent an important part of an employee benefit package. The
two main types of benefits provided by disability
insurance are
1. the short-term disability (STD) benefit, which
protects against the loss of income during short
disability spells;
2. the long-term disability (LTD) benefit, which
protects against long-term (and possibly permanent or lasting to retirement age) disabilities.
The two fundamental types of disability benefits
that can be included in a pension plan are as follows:
1. a benefit providing a deferred annuity to a
(permanently) disabled employee, beginning at
retirement age;
2. a benefit providing an annuity to a disabled
employee.
Benefit of type (1) is usually found when an
LTD group insurance operates (outside the pension
scheme), providing disability benefits up to retirement
age.
Disability insurance should be distinguished from
other products, within the area of ‘health insurance’.
In particular, (short-term) sickness insurance usually provides medical expenses reimbursement and
hospitalization benefits (i.e. a daily allowance during
hospital stays). Long-term care insurance provides
income support for the insured, who needs nursing
and/or medical care because of chronic (or longlasting) conditions or ailments. A Dread Disease (or
Critical Illness policy provides the policyholder with
a lump sum in case of a dread disease, that is, when

2

Disability Insurance

he is diagnosed as having a serious illness included
in a set of diseases specified by the policy conditions; the benefit is paid on diagnosis of a specified
condition rather than on disablement. Note that in all
these products, the payment of benefits is not directly
related to a loss of income suffered by the insured,
whereas a strict relation between benefit payment and
working inability characterizes the disability annuity
products.
In this article, we mainly focus on individual policies providing disability annuities. Nevertheless, a
number of definitions in respect of individual disability products also apply to group insurance and
pension plans as well.

The Level of Benefits in Disability
Annuities
In individual disability policies, the size of the
assured benefit needs to be carefully considered by
the underwriter at the time of application, in order
to limit the effects of moral hazard. In particular, the
applicant’s current earnings and the level of benefits
expected in the event of disablement (from social
security, pension plans, etc.) must be considered.
When the insurance policy also allows for partial disability, the amount of the benefit is scaled according
to the degree of disability.
In group disability insurance, benefits when paid
are related to predisability earnings, typically being
equal to a defined percentage (e.g. 75%) of the salary.
In pension plans, the benefit payable upon disability
is commonly calculated using a given benefit formula,
normally related with the formula for the basic benefit
provided by the pension plan.
Some disability covers pay a benefit of a fixed
amount while others provide a benefit that varies in
some way. In particular, the benefit may increase
in order to (partially) protect the policyholder from
the effects of inflation. There are various methods
by which increases in benefits are determined and
financed. In any case, policies are usually designed
so that increasing benefits are matched by increasing
premiums. Frequently, benefits and premiums are
linked to some index, say an inflation rate, in the
context of an indexing mechanism.
Another feature in disability policy design consists
in the decreasing annuity. In this case, the benefit
amount reduces with duration of the disability claim.

Such a mechanism is designed in order to encourage
a return to gainful work.

Some Policy Conditions
Individual disability policies include a number of
conditions, in particular, concerning the payment of
the assured benefits. We now focus on conditions
that aim at defining the time interval (included in the
disability period) during which benefits will be paid.
These policy conditions have a special importance
from an actuarial point of view when calculating
premiums and reserves.
The insured period is the time interval during
which the insurance cover operates, in the sense
that an annuity is payable if the disability inception
time belongs to this interval. In principle, the insured
period begins at policy issue, say at time 0, and ends
at policy termination, say at time n. However, some
restrictions to the insured period may follow from
policy conditions.
In many policies, the benefit is not payable until
the disability has lasted a certain minimum period
called the deferred period. As disability annuity policies are usually bought to supplement the (short-term)
sickness benefits available from an employer or from
the state, the deferred period tends to reflect the length
of the period after which these benefits reduce or
cease. The deferred period is also called (benefit-)
elimination period (for example, in the US). Note that
if a deferred period f is included in a policy written
to expire at time n, the insured period actually ends
at policy duration n − f .
When a lump-sum benefit is paid in case of permanent disability, a qualification period is commonly
required by the insurer in order to ascertain the permanent character of the disability; the length of the
qualification period would be chosen in such a way
that recovery would be practically impossible after
that period.
The maximum benefit period is the upper limit
placed on the period for which disability benefits
are payable (regardless of the actual duration of
the disability). It may range from, say, one year to
lifetime. Different maximum benefit periods can be
applied to accident disability and sickness disability.
Note that if a long maximum benefit period operates,
the benefit payment may last well beyond the insured
period.
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Another restriction to benefit payment may follow
from the stopping time (from policy issue) of annuity
payment. Stopping time often coincides with the
retirement age. Hence, denoting by x the age of the
insured at policy issue and by ξ the retirement age,
the stopping time r is given by r = ξ − x.
The term waiting period is commonly used to
denote the period following policy issue during which
the insurance cover is not yet operating for disability
caused by sickness (so that if the waiting period is c
and the deferred period is f , the actual duration of
the insured period is n − c − f , as regards sickness
disability). Different waiting periods can be applied
according to the type of sickness. The waiting period
aims at limiting the effects of adverse selection. It
is worth noting that the waiting period is sometimes
called the ‘probationary’ period (for instance in the
US), while the term waiting period is used synonymously with ‘deferred’ (or ‘elimination’) period.
When conditions such as the deferred period or a
maximum benefit period are included in the policy, in
case of recurrent disabilities within a short time interval, it is necessary to decide whether the recurrences
have to be considered as a single disability claim or
not. The term continuous period is used to denote
a sequence of disability spells, due to the same or
related causes within a stated period (for example, six
months). So, the claim administrator has to determine,
according to all relevant conditions and facts, whether
a disability is related to a previous claim and constitutes a recurrence or has to be considered as a new
claim.

Probabilities
The evolution of an insured risk can be viewed as
a sequence of events that determine the cash flows
of premiums and benefits. When disability insurance
products are concerned, such events are typically
disablement, recovery, and death. The evolution of
a risk can be described in terms of the presence of
the risk itself, at every point of time, in a certain state,
belonging to a given set of states, or state space. The
aforementioned events correspond to transitions from
one state to another state. A graphical representation
of a model consisting of states and transitions is
provided by a graph, whose nodes represent the
states whereas the arcs represent possible (direct)
transitions between states. The graphs of Figures 1
to 3 refer to disability insurance covers.

3

A graph simply describes the uncertainty, that is,
the possibilities pertaining to an insured risk, as far as
its evolution is concerned. A probabilistic structure
should be introduced in order to express a numerical evaluation of the uncertainty. A further step in
describing the features of an insurance cover consists
of relating premiums and benefits with presence of
the insured risk in some states or with transitions of
the risk itself from one state to another.
An insurance cover just providing a lump-sum
benefit in the case of permanent (and total) disability can be represented by the three-state model
depicted in Figure 1 (also called a double-decrement
model). Note that, since only permanent (and total)
disability is involved, the label ‘active’ concerns any
insured who is alive and not permanently (or not
totally) disabled. Premiums are paid while the contract is in state a. The lump-sum benefit is paid if
disablement occurs. This insurance cover requires a
probabilistic structure consisting of the probability
of disablement (i.e. the probability of becoming disabled), usually as a function of the insured’s attained
age, and the probability of death as a function of
the age.
The model described above is very simple but
rather unrealistic. It is more realistic to assume that
the benefit will be paid out after a qualification
period (see the section devoted to ‘Policy Conditions’), which is required by the insurer in order
to ascertain the permanent character of the disability. Analogous simplifications will be assumed in
what follows, mainly focussing on the basic concepts.
A more complicated structure than the three-state
model in Figure 1 is needed in order to represent an
annuity benefit in case of permanent (and total) disability. In this case, the death of the disabled insured
must be considered. The resulting graph is depicted
in Figure 2. Such a model is also called a doubledecrement model with a second-order decrement
(transition i → d). The annuity benefit is assumed
a

i

d

Figure 1 A three-state model for permanent (and total)
disability lump sum
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a

i

d

Figure 2
annuity

A three-state model for permanent disability

to be paid when the insured is disabled. Premiums
are paid when the insured is active. The probabilistic
structure also requires the probability of death for
a disabled insured, usually as a function of his/her
attained age. Hence the assumptions about mortality must concern both active and disabled insureds.
A hypothesis about mortality of insured lives, which
is more complicated (and realistic) than only dependence on the attained age, will be described below. A
more realistic (and general) setting would allow for
policy conditions such as the deferred period or the
waiting period.
Let us generalize the structure described above
considering an annuity benefit in case of (total) disability; thus the permanent character of the disability
is not required. Hence, we have to consider the
possibility of recovery. The resulting model is represented by Figure 3. This insurance cover requires a
probabilistic structure also including the probabilities
of recovery (or ‘reactivation’).
Let us turn to the definition of a probabilistic
model. For this purpose, we refer to the graph in
Figure 3, which represents a rather general structure.
Actually, the probabilistic model for the graph in
Figure 2 can be obtained assuming that the probability of transition i → a is equal to zero.
A time-discrete approach is adopted, in particular,
a time period of one year. The probability that an
individual aged y is in a certain state at age y + 1,
conditional on being in a given state at age y, is called
a transition probability.

a

i

We assume that no more than one transition can
occur during one year, apart from the possible death
of the insured. This hypothesis is rather unrealistic
when a time period of one year is concerned, as
it disregards the possibility of short-lasting claims.
It becomes more realistic if a smaller time unit is
assumed. Of course, if the time unit is very small
a time-continuous approach can be adopted (see the
section ‘Multistate Models: The Markov Assumption’, and the calculation methods described in Disability Insurance, Numerical Methods).
Let us define the following transition probabilities
related to an active insured aged y:
pyaa = probability of being active at age y + 1;
qyaa = probability of dying within one year, the death
occurring in state a;
pyai = probability of being disabled at age y + 1;
qyai = probability of dying within one year, the death
occurring in state i.
Further, we define the following probabilities:
pya = probability of being alive at age y + 1;
qya = probability of dying within one year;
wy = probability of becoming disabled within one
year.
The following relations hold

pya

+

pya = pyaa + pyai

(1)

qya = qyaa + qyai

(2)

qya

=1

wy = pyai + qyai

(3)
(4)

Now, let us consider a disabled insured aged y. We
define the following transition probabilities:
pyii = probability of being disabled at age y + 1;
qyii = probability of dying within one year, the death
occurring in state i;
pyia = probability of being active at age y + 1;
qyia = probability of dying within one year, the death
occurring in state a.
Moreover we define the following probabilities:

d

Figure 3 A three-state model for (not necessarily permanent) disability annuity

pyi = probability of being alive at age y + 1;
qyi = probability of dying within one year;
ry = probability of recovery within one year.
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relevant proof is omitted):

The following relations hold
pyi = pyia + pyii

(5)

aa
h py

aa
ia
= h−1 pyaa py+h−1
+ h−1 pyai py+h−1

(12)

qyi = qyii + qyia

(6)

ai
h py

ii
ai
= h−1 pyai py+h−1
+ h−1 pyaa py+h−1

(13)

pyi + qyi = 1

(7)

ry = pyia + qyia

with

(8)

aa
0 py

=1

(12a)

Thanks to the assumption that no more than one transition can occur during one year (apart from possible
death), probabilities pyaa and pyii actually represent
probabilities of remaining active and disabled respectively, from age y to y + 1.
When only permanent disability is addressed, we
obviously have

ai
0 py

=0

(13a)

pyia = qyia = 0

The probabilities of remaining in a certain state for
a given period are called occupancy probabilities.
Having excluded the possibility of more than one
transition throughout the year, occupancy probabilities can be expressed as follows:

(9)

aa
h py

qyia = ry

qyii

2
qyaa
2

(10)

•
•

uniform distribution of the first transition time
within the year (the transition consisting in a → i
or i → a respectively);
the probability that the second transition (i → d
or a → d respectively) occurs within the second
half of the year is equal to one half of the
probability that a transition of the same type
occurs within the year.

The probabilities mentioned above refer to a oneyear period. Of course, we can define probabilities
relating to two or more years. The notation, for
example, that refers to an active insured is as follows:
aa
h py
ai
h py

ii

h py =

= probability of being active at age y + h;
= probability of being disabled at age y + h;

and so on.
The following recurrent relationships involving
one-year probabilities hold for h ≥ 1 (for brevity, the

aa
py+k

(14)

h−1


ii
py+k

(15)

k=0

Equation (13) leads to the following relationship,
involving the probability of remaining disabled (for
brevity, the relevant proof is omitted):

(11)

Hypotheses underpinning formulae (10) and (11) are
as follows:

h−1

k=0

The set of probabilities needed for actuarial calculations can be reduced by adopting some approximation
formulae. For example, common assumptions are as
follows:
qyai = wy

=

ai
h py

=

h

ai
[h−r pyaa py+h−r

ii
r−1 py+h−r+1 ]

(16)

r=1

Equation (16) can be easily interpreted: each term
of the sum is the probability of a ‘story’ which,
starting from state a at age y, is in state a at age y +
h − r (probability h−r pyaa ), then is in state i at age
ai
y + h − r + 1 (probability py+h−r
) and remains in
ii

this state up to age y + h (probability r−1 py+h−r+1 ).
The probability, for an active insured aged y, of
being disabled at age y + h is then obtained summing
up the h terms. Equation (16) has a central role in
the calculation of actuarial values and premiums, in
particular.

Actuarial Values
The probabilities defined above allow us to express
actuarial values (i.e. expected present values)
concerning disability insurance. Hence formulae for
premiums calculated according to the equivalence
principle (see Life Insurance Mathematics) follow.
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We denote by v the annual discount factor, v =
1/(1 + i), where i is the ‘technical’ rate of interest.
Let us consider an insurance cover providing an
annuity benefit of 1 monetary unit per annum when
the insured is disabled, that is, in state i. At policy issue, the insured, aged x, is active. The policy
term is n. The disability annuity is assumed to be
payable up to the end of the policy term n. For simplicity, let us assume that the benefit is paid at policy
anniversaries. This assumption is rather unrealistic,
but the resulting model is simple and allows us to
single out important basic ideas. No particular policy
condition (e.g. deferred period, waiting period, etc.) is
considered. More realistic assumptions lead to much
more complicated models (see Disability Insurance,
Numerical Methods).
ai
, of the disability insurThe actuarial value, ax:n
ance defined above is given by
ai
=
ax:n

n


v h h pxai

(17)

h=1

ai
=
ax:n,s

Using equation (16) we have
ai
=
ax:n

n


vh

h=1

h 


aa
h−r px

ai
px+h−r

ii
r−1 px+h−r+1



r=1

letting j = h − r + 1 and inverting the summation
order in (17a), we find,
ai
=
ax:n

aa ai
j −1 px px+j −1

j =1

n


ii

v h h−j px+j

(17b)

h=j

The quantity
i
äx+j
:n−j +1 =

n


n


aa
j −1 px

ai
j i
px+j
−1 v äx+j :s

(20)

j =1

(17a)

n


The right-hand side of equation (19) is an inceptionannuity formula for the actuarial value of a disability
annuity benefit. Indeed, it is based on the probabilities
ai
px+j
−1 of entering state i and thus becoming disabled (‘inception’), and the expected present value
i
äx+j
:n−j +1 of an annuity payable while the insured
remains disabled. Conversely, formula (17) expresses
the same actuarial value in terms of the probabilities
of being disabled.
The preceding formulae are based on the assumption that the disability annuity is payable up to the
end of the policy term n. Hence the stopping time
coincides with the policy term and the maximum benefit period coincides with the insured period. Assume
now a maximum benefit period of s years. If s is
large (compared with n) the benefit payment may last
well beyond the insured period. The actuarial value,
ai
, can be easily derived from the right-hand side
ax:n,s
of equation (19) by changing the maximum duration
of the disability annuity

ii

v h−j h−j px+j

(18)

h=j

is the actuarial value of a temporary immediate annuity paid to a disabled insured aged x + j while he/she
stays in state i (consistently with the definition of the
insurance cover, the annuity is assumed to be payable
up to the end of the policy term n), briefly of a disability annuity. Using (18) we finally obtain

With reference to equations (19) and (20) respectively, the quantities
ai
i
π(j, n − j + 1) = px+j
−1 v äx+j :n−j +1
ai
i
π(j, s) = px+j
−1 v äx+j :s

(21)
(22)

represent, for j = 1, 2, . . . , n, the annual expected
costs for the insurer, whence actuarial values (19)
and (20) result in expected present values of annual
expected costs. Following the traditional actuarial
language, the annual expected costs are the natural premiums of the insurance covers. The behavior
of the natural premiums should be carefully considered while analyzing premium arrangements (see the
section on ‘Premiums’).
Let us consider a temporary immediate annuity payable for m years at most while the insured
(assumed to be active at age x) is active. The relevant
aa
, is given by
actuarial value, äx:m
aa
äx:m
=

m


v h−1 h−1 pxaa

(23)

h=1
ai
=
ax:n

n

j =1

aa
j −1 px

ai
j i
px+j
−1 v äx+j :n−j +1

(19)

This actuarial value is used for calculating periodic
level premiums.
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Premiums
In this section, we first focus on net premiums,
that is, premiums meeting the benefits. As a premium calculation principle, we assume the equivalence principle. By definition, the equivalence principle is fulfilled if and only if at policy issue
the actuarial value of premiums is equal to the
actuarial value of benefits. It follows that actuarai
ai
, ax:n,s
) also repreial values of benefits (e.g. ax:n
sent net single premiums fulfilling the equivalence
principle.
When periodic premiums are involved, it is quite
natural to assume that premiums are paid when the
insured is active and not when disabled, as premiums are usually waived during disability spells.
Let us focus on annual level premiums payable
for m years at most (m ≤ n), and denote the premium amount by P . The equivalence principle is
fulfilled
if
P
satisfies
the
following
equation:
aa
ai
= ax:n
P äx:m

Reserves

aa
ai
= ax:n,s
P  äx:m

(25)

Let us assume m = n. From equations (24) and (25),
and using (21) and (22), we respectively find

P =

aa j −1
π(j, n
j −1 px v

− j + 1)

j =1
n


(26)
v

j −1

P =

ai
0 ≤ t < m ax+t:n−t

aa j −1
π(j, s)
j −1 px v

j =1
n


(27)
v

j −1

As is well known, in actuarial mathematics the
(prospective) reserve at time t is defined as the actuarial value of future benefits less the actuarial value
of future premiums, given the ‘state’ of the policy at
time t. Thus, we have to define an active reserve as
well as a disabled reserve.
For brevity, let us only address the disability cover
whose actuarial value is given by equation (17) (or
(19)). Level premiums are assumed to be payable for
m years. The active reserve at (integer) time t is then
given by
ai
aa
Vt(a) = ax+t:n−t
− P äx+t:m−t

aa
j −1 px

j =1
n


funding of the insurer (which results in a negative reserve). Although it is sensible to assume that
ai
the probability px+j
−1 increases as the attained age
i
x + j − 1 increases, the actuarial value äx+j
:n−j +1
may decrease because of the decreasing expected
duration of the annuity payment. In this case, for a
given insured period of n years, the number m of
premiums must be less than n. This problem does
not arise when the disability annuity is payable for a
given number s of years.
Premiums paid by policyholders are gross premiums (also called office premiums). Gross premiums
are determined from net premiums by adding profit
and expense loadings, and, possibly, contingency
margins facing the risk that claims and expenses
are higher than expected. It is worth noting that the
expense structure is more complicated than in life
insurance. Expenses are also incurred in the event of
a claim, and result from both the initial investigations
in assessing claims and the periodic investigations
needed to control the continuation of claims.

(24)

if a maximum benefit period of s years is stated, the
premium P  must satisfy the equation

n


7

aa
j −1 px

j =1

In both cases, the annual level premium is an arithmetic weighted average of the natural premiums. If
natural premiums decrease as the duration of the policy increases, the level premium is initially lower
than the natural premiums, leading to an insufficient

m≤t ≤n

(28)

As regards the disabled reserve, first note that it
should be split into two terms:
1. a term equal to the actuarial value of the running
disability annuity, relating to the current disability spell;
2. a term equal to the actuarial value of benefits
relating to future disability spells less the actuarial value of premiums payable after recovery; of
course this term is equal to zero when a permanent disability cover is concerned.
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In actuarial practice, however, term (2) is commonly neglected even when the insurance product
allows for not necessarily permanent disability. Thus,
the disabled reserve is usually evaluated as follows:
i
Vt(i) = äx+t:n−t

(29)

The presence of policy conditions such as a deferred
period or a waiting period leads to more complicated
expressions for the reserves. We just mention a particular reserving problem arising from the presence
of a deferred period.
Let us refer to group disability insurance written
on, say, a one-year basis and assume a deferred period
of f . At the end of the one-year risk period, the
insurer will need to set up reserves in respect of
(a)
(b)

lives who are currently claiming;
lives who are currently disabled but whose
period of disability has not yet reached the
deferred period f and so are not currently claiming.

The reserve for category (b) is an IBNR-type
reserve that is, a reserve for Incurred But Not
Reported claims, widely discussed in the non-life
insurance literature (see Reserving in Non-life Insurance).

Allowing for Duration Effects
The probabilistic model defined above (see the section
on ‘Probabilities’) assumes that, for an insured aged
x at policy issue, transition probabilities at any age y
(y ≥ x) depend on the current state at that age. More
realistic (and possibly more complicated) models can
be built, considering, for instance,
1. the dependence of some probabilities on the
duration t of the policy;
2. the dependence of some probabilities on the time
z (z < t) spent in the current state since the latest
transition into that state;
3. the dependence of some probabilities on the total
time spent in some states since policy issue.

the attained age y = x + t only). For example, issue
selection in the probability of transition a → i can
represent a lower risk of disablement thanks to a
medical ascertainment carried out at policy issue.
Allowing for dependence (2), the duration-incurrent-state dependence requires inception-select
probabilities depending on both the attained age
y = x + t and the time z spent in the current state
(‘inception’ denoting the time at which the latest
transition to that state occurred). Practical issues
suggest that we focus on transitions from state i,
that is, on the disability duration effect on recovery
and mortality of disabled lives. Actually, statistical
evidence reveals an initial ‘acute’ phase and then a
‘chronic’ (albeit not-necessarily permanent) phase of
the disability spell. In the former, both recovery and
mortality have high probabilities, whilst in the latter,
recovery and mortality have lower probabilities.
Finally, the aim of dependence (3) is to stress
the ‘health story’ of the insured. In general, taking
into account aspects of the health story may lead to
untractable models. However, some particular aspects
can be introduced in actuarial calculations without
dramatic consequences in terms of complexity. An
example is presented in the section dealing with
‘Multistate Models’.
Focussing on dependence (2), it is worth noting
that disability duration effects can be introduced in
actuarial modeling without formally defining probabilities depending on both the attained age and the
disability duration. The key idea consists of splitting
the disability state i into m states, i (1) , i (2) , . . . , i (m)
(see Figure 4), which represent disability according to
duration since disablement. For example, the meaning
of the m disability states can be as follows:

i (1)

i (2)
a

d

i (m)

The consideration of dependence (1), named duration-since-initiation dependence, implies the use of
issue-select probabilities, that is, probabilities that are
functions of both x and t (rather than functions of

Figure 4 A model for disability annuity, with the disabled
state split according to the duration of disability
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i (h) = the insured is disabled with a duration of
disability between h − 1 and h, h = 1, 2, . . . ,
m − 1;
i (m) = the insured is disabled with a duration of
disability greater than m − 1.

The set of direct transitions is denoted by T. Let us
denote each transition by a couple. So (a, i) denotes
the transition a → i, that is, the disablement. For
example, referring to an insurance cover providing
an annuity in case of (nonnecessarily permanent)
disability, we have

The disability duration effect can be expressed via
an appropriate choice of the involved probabilities.
For instance, it is sensible to assume for any y

T = {(a, i), (i, a), (a, d), (i, d)}

(1)
pyi a

>

(2)
pyi a

> ··· >

(m)
pyi a

≥0

(30)

A disability actuarial model allowing for duration
dependence via splitting of the disability state is
adopted in the Netherlands. In most applications it
is assumed m = 6. Obviously, splitting the disability
state leads to more complicated expressions for actuarial values and, in particular, premiums and reserves.

Multistate Models: The Markov
Assumption
A unifying approach to actuarial problems concerning
a number of insurance covers within the area
of the insurances of the person (life insurance,
disability covers, Long-Term-Care products, etc.) can
be constructed thanks to the mathematics of Markov
stochastic processes, both in a time-continuous and
a time-discrete context (see Markov Chains and
Markov Processes). The resulting models are usually
called multistate models.
In this article we do not deal with mathematical
features of multistate models. To this purpose the
reader should refer to Life Insurance Mathematics
and [8]. A simple introduction will be provided, aiming at a more general approach to disability actuarial
problems. In particular, we will see how multistate
models can help in understanding premium calculation methods commonly used in actuarial practice
(further information about this topic can be found in
Disability Insurance, Numerical Methods).
As said in the section ‘Probabilities’, the evolution
of a risk can be described in terms of the presence
of the risk itself, at every point of time, in a certain
state belonging to a given set of states, or state space.
Formally, we denote the state space by S. We assume
that S is a finite set. Referring to a disability insurance
cover, the (simplest) state space is
S = {a, i, d}

The pair (S, T ) is called a multistate model. A
graphical representation of a multistate model is provided by a graph; see, for instance, Figures 1 to 3.
Note that a multistate model simply describes the
‘uncertainty’, that is, the ‘possibilities’ pertaining to
an insured risk. A probabilistic structure is needed in
order to express a numerical evaluation of the uncertainty.
Let us suppose that we are at policy issue, that
is, at time 0. The time unit is one year. Let S(t)
denote the random state occupied by the risk at
time t, t ≥ 0. Of course, S(0) is a given state; in
disability insurance, usually it is assumed S(0) =
a. The process {S(t); t ≥ 0} is a time-continuous
stochastic process, with values in the finite set S.
The variable t is often called seniority; it represents
the duration of the policy. When a single life is
concerned, whose age at policy issue is x, x + t
represents the attained age. Any possible realization
{s(t)} of the process {S(t)} is called a sample path;
thus, s(t) is a function of the nonnegative variable
t, with values in S. Conversely, in a time-discrete
context the variable t takes a finite number of values;
so, for instance, the stochastic process {S(t); t =
0, 1, . . .} is concerned. Note that this process has
been implicitly assumed in the preceding sections
while dealing with probabilities and actuarial values
for disability insurance.
A probabilistic structure must be assigned to the
stochastic process {S(t)}. First let us refer to the timediscrete context. Assume that, for all integer times t,
u, with u > t ≥ 0, and for each pair of states j , k,
the following property is satisfied
Pr{S(u) = k|S(t) = j ∧ H (t)}
= Pr{S(u) = k|S(t) = j }

(31)

where H (t) denotes any hypothesis about the path
{s(τ )} for τ < t. Thus, it is assumed that the conditional probability on the left-hand side of equation (31) depends only on the ‘most recent’ information {S(t) = j } and is independent of the path
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before t. The process {S(t); t = 0, 1, . . .} is then a
time-discrete Markov chain.
Let us go back to the transition probabilities
already defined. For example, consider the probability denoted by pyai , with y = x + t. According to the
notation we have now defined, we have
ai
px+t

= Pr{S(t + 1) = i|S(t) = a}

(32)

Moreover, referring to the (more general) probability
denoted by h pyai , we have
ai
h px+t

= Pr{S(t + h) = i|S(t) = a}

(33)

These equalities witness that the Markov assumption
is actually adopted when defining the usual probabilistic structure for disability insurance. It should be
stressed that, though an explicit and systematic use
of multistate Markov models dates back to the end
of the 1960s, the basic mathematics of what we now
call a Markov chain model were developed during the
eighteenth century and the first systematic approach
to disability actuarial problems, consistent with the
Markov assumption, dates back to the beginning of
the 1900s (see [8] for more information and an extensive list of references).
An appropriate definition of the state space S
allows us to express more general hypotheses of
dependence, still remaining in the context of Markov
chains. An important practical example is provided
by the splitting of the disability state i into a set of
states referring to various disability durations. The
resulting state space
S = {a, i (1) , i (2) , . . . , i (m) , d}

(represented by Figure 4) allows for disability duration effects on recovery and mortality of disabled
lives. Then, in discrete time, dependence on duration
becomes dependence on the current state.
Another interesting example is provided by the
multistate model represented in Figure 5. The meaning of the states is as follows:
a = active, no previous disability;
i = disabled, no previous disability;
a  = active, previously disabled;
i  = disabled, previously disabled;
d = dead.

a

a′

i

i′

d

Figure 5 A five-state model for disability annuity, with
active and disabled states split according to previous
disability

Thus, in this model the splitting is no longer
based on durations but on the occurrence of (one
or more) previous disability periods. The rationale
of splitting both the activity state and disability state
is the assumption of a higher risk of disablement, a
higher probability of death, and a lower probability of
recovery for an insured who has already experienced
disability. So, we can assume, for example,
 

pya i > pyai ;

 



 

qya a > qyaa ; pyia > pyi a

Note that also in this model various probabilities
do depend to some extent on the history of the insured
risk before time t, but an appropriate definition of
the state space S allows for this dependence in the
framework of a Markov model.
We now turn to a time-continuous context. While
in a time-discrete approach, the probabilistic structure
is assigned via one-year transition probabilities (e.g.
pyaa , pyai , etc.); in a time-continuous setting, it is
usual to resort to transition intensities (or forces or
instantaneous rates).
Let us use the following notation:
Pj k (t, u) = Pr{S(u) = k|S(t) = j }

(34)

The transition intensity µj k (t) is then defined as
follows:
Pj k (t, u)
(35)
µj k (t) = lim
u→t u − t
In the so-called transition intensity approach, it is
assumed that the transition intensities are assigned
for all pairs (j, k) such that the direct transition j →
k is possible. From the intensities, via differential
equations, probabilities Pj k (t, u) can be derived (at
least in principle, and in practice numerically) for all
states j and k in the state space S.
In the actuarial practice of disability insurance, the
intensities should be estimated from statistical data
concerning mortality, disability, and recovery. Note
that for an insurance product providing an annuity in

Disability Insurance
the case of not necessarily permanent disability, the
following intensities are required:
µai (t), µia (t), µad (t), µid (t)
More complicated models can be constructed (possibly outside the Markov framework) in order to
represent a disability duration effect on recovery and
mortality. To this purpose, denoting by z the time
spent in disability in the current disability spell, transition intensities µia (t, z) and µid (t, z) should be
used, instead of µia (t) and µid (t). This structure
has been proposed by the CMIB (Continuous Mortality Investigation Bureau) in the United Kingdom,
to build up a multistate model for insurance covers
providing a disability annuity.

for disability insurance, can be found in Numerical
methods: disability insurance.
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Duration
There are two main areas where duration is used
within the actuarial profession. The first is used to
determine the interest-rate sensitivity of a company’s
reserves (liabilities) and the other is with regard to
how long a claim is open.

PVTPYMTS = the present value of the total
payments
t = time from present to payment date.
Modified duration =

Macaulay duration
1+r

(2)

where
r = current interest rate.

Interest-rate Sensitivity
Loss reserves (liabilities) for (see Reserving in Nonlife Insurance) some insurance companies are sensitive to changes in interest rates. This means that
if interest rates increase, the company’s reserves (at
present value) will decrease. Conversely, when interest rates decrease, its reserves (at present value)
will increase. To manage this risk, many companies will use an asset–liability management (see
Asset–Liability Modeling) strategy in which the
duration of a company’s assets is roughly the same as
its liabilities. Here, duration is an approximate measure of the percentage change in the present value of
payments that results from a percentage-point change
in the interest rates used in discounting them [3].
For a short tail line, like homeowners, the duration of its reserves is usually less than a year. A
long tail line, like workers’ compensation, will have
a duration of over three years. The reason for this
difference is that unlike homeowners, the average
claim for workers’ compensation will be open for
over three years. To calculate the duration of reserves,
some different formulas are used. These are called the
Macaulay [2], Modified [3], and Effective [1] duration. The first two formulas are simpler and easier
to use, but have drawbacks when certain conditions
exist. Effective duration tends to be more accurate
but is also more complex. Effective duration is more
accurate when a change in interest rates also changes
the amount of the future payment. The formulas for
the Macaulay, Modified, and Effective duration are
given below.
Macaulay duration =

 (t ∗ PVPYMTSt )
(1)
PVTPYMTS

where
PVPYMTSt = the present value of the future
payment at time t

In words, the Macaulay duration is the weighted
average of the payment dates, where the weights
are the present values of each payment. This formula focuses on the interest-rate sensitivity of the
liability’s future payments. The Modified formula,
however, focuses on the interest-rate sensitivity of
the present value of the liability.
Effective duration can be defined within a proportional decay model, which assumes that proportion c
of the beginning reserve for the year is paid out during the year. The calculation looks at the effects of
both a small increase and a small decrease in interest
rates, in each case by an amount r:
Effective duration [1]
 


1 + i−
r +c
∗
=
2r
r− + c + ci− − i−


1 + i+
−
r+ + c + ci+ − i+

(3)

where
c = annual payment ratio
r = interest rate
r− or r+ = the decreased or increased interest
rates
i− or i+ = the inflationary adjustment after the
change in interest rates.
The inflation adjustment here contemplates the correlation between interest rates and inflation. The main
difference between the Effective duration and the others is that this duration accounts for the fact that
sometimes the payment amount can change as interest rate changes. Inflation-sensitive payments would
be an example of this, assuming that interest rates and
inflation are correlated. The other duration formulas
assume that the payment amount remains fixed.
A simple example of how the duration is used
to calculate the sensitivity of reserves to changes in
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interest rates may help. Assume that the Modified
duration is 4.0 and the interest rate decreased from
8.0 to 7.99%. This means that the present value
of reserves will increase by approximately 0.04%
(duration times change in interest rates times −1, or
4.0*(−0.0001)*(−1)). This example was for a small
change in interest rates, but could also work for a
small parallel shift in the yield curve (see Interestrate Modeling). If the change in interest rates causes
a change in the value of the future payment, then the
Effective duration formula should be used.

long as forty years, while for an automobile physical
damage claim (see Automobile Insurance, Private;
Automobile Insurance, Commercial), it is usually
less than six months.
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Dynamic Financial
Modeling of an Insurance
Enterprise
Introduction
A dynamic financial insurance model is an integrated
model of the assets and liabilities of an insurer. In the
United Kingdom, these models may be called ‘model
offices’. Modeling the insurer as a whole entity differs from individual policy or portfolio approaches to
modeling in that it allows for interactions and correlations between portfolios, as well as incorporating
the effect on the organization of decisions and strategies, which depend on the performance of the insurer
as a whole. For example, profit distribution is most
sensibly determined after consideration of the results
from the different insurance portfolios that comprise
the company, rather than at the individual portfolio
level. The insurance enterprise model takes a holistic
approach to asset–liability modeling, enabling synergies such as economies of scale, and whole insurer
operations to be incorporated in the modeling process.

A Brief History
In the early 1980s, actuaries were beginning to branch
out from the traditional commuted values approach to
actuarial analysis. Increasingly, computers were used
to supplement the actuarial valuation with cash flow
projections for liability portfolios (see Valuation of
Life Insurance Liabilities). In a cash-flow projection, the premium income and benefit and expense
outgo for a contract are projected, generally using
deterministic, ‘best estimate’ assumptions for the projection scenarios. In the United Kingdom cash flow
testing became an industry standard method for premium rating for some types of individual contracts,
including unit-linked products. (Unit-linked policies
are equity-linked contracts similar to variable annuities in the USA.) A natural development of the cash
flow–testing model for individual contracts was to
use cash-flow testing for whole portfolios, and then
to create an overall model for an insurance company
by combining the results for the individual portfolios.
In 1982, the Faculty of Actuaries of Scotland
commissioned a working party to consider the nature

and assessment of the solvency of life insurance
companies. Their report [14], describes a simple
model office with two different contract types (participating endowment insurance (see Participating
Business) and nonparticipating term insurance) (see
Life Insurance). A stochastic model of investment
returns (see Stochastic Investment Models) was
used in conjunction with the liability model to attempt
to quantify the probability of ruin (see Ruin Theory)
for the simplified life insurer. This was the first application of the full Wilkie model of investment [16,
17]. Moreover, the working party proposed a method
of using their model office to determine a solvency
capital requirement for a given solvency standard.
At around the same time, the actuarial profession
in Finland was introducing a model office approach
to regulation for non-life (property–casualty) offices
(see Non-life Insurance), following the pioneering work of the Finnish Solvency Working Party,
described in [11].
The novelty of the Faculty of Actuaries Solvency
Working Party and the Finnish studies lay both in
the use of stochastic simulation, which had not
been heavily used by actuaries previously, and in the
whole-enterprise approach to modeling the liabilities.
This approach was particularly relevant in the
United Kingdom, where equities have traditionally
been used extensively in the investment of policyholder funds. In the 1980s and 1990s, equities might
have represented around 65 to 85% of the assets of
a UK life insurer. Returns on equities are highly
variable, and some recognition of this risk in solvency assessment is imperative. On the liability side,
the distribution of profits for participating business
is effected in the United Kingdom and some other
countries partly through reversionary bonus, which
increases the guaranteed sum insured over the term
of the contract. The Faculty of Actuaries Solvency
Working Party study explored the potential mismatch
of liabilities and assets, and the capital required to
‘manage’ this mismatch, through a simple, stochastic
model office.
As a separate but related development, in the
early 1990s, regulators in Canada began to discuss
requiring the regular dynamic financial analysis of
insurance company operations on a whole company
basis – that is, through a model office approach.
Dynamic financial analysis (DFA) involves projecting the cash flows of an insurance operation
through a number of scenarios. These scenarios might
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include varying assumptions for asset returns and
interest rates (see Interest-rate Modeling), mortality
(see Mortality Laws), surrenders (see Surrenders
and Alterations) and other valuation assumptions.
Although the initial impetus for DFA was to assess
and manage solvency capital, it became clear very
quickly that the model office approach provided a
rich source of information for more general strategic
management of insurance. The advantages of DFA in
risk management were appreciated rapidly by actuaries in other countries, and a regular DFA is now
very common practice in most major insurance companies as part of the risk management function. The
initial implementation of DFA used deterministic, not
stochastic, scenarios. More recently, it has become
common at least in North America for DFA to incorporate some stochastic scenario analysis.

Designing a Model Insurer
The design features of a model insurer depend on the
objectives for the modeling exercise.
The key design points for any model office are
1. deterministic or stochastic projection;
2. determination of ‘model points’;
3. integration of results from subportfolios at each
appropriate time unit;
4. design of algorithms for dynamic strategies;
5. run-off or going-concern projection.
Each of these is discussed in more detail in this
section. For a more detailed examination of the design
of life insurance models, see [7].

Deterministic or Stochastic Scenario Generation
Using the deterministic approach requires the actuary
to specify some scenarios to be used for projecting
the model insurer’s assets and liabilities. Often, the
actuary will select a number of adverse scenarios to
assess the insurer’s vulnerability to various risks. This
is referred to as ‘stress testing’. The actuary may also
test the effect on assets and liabilities of the introduction of a new product, or perhaps a new strategy
for asset allocation or bonus distribution (see Participating Business), for some central scenario for
investment returns. Some deterministic scenarios are
mandated by regulators (see Insurance Regulation

and Supervision). For example, the ‘New York 7’ is
a set of deterministic interest-rate scenarios required
for cash flow testing for certain portfolios in the
United States.
There are some problems with the deterministic
approach. First, the selection of scenarios by the actuary will be subjective, with recent experience often
given very heavy weight in deciding what constitutes a likely or unlikely scenario. When actuaries
in the United Kingdom in the 1980s were estimating the cost of the long-term interest-rate guarantees
implicit in guaranteed annuity options (see Options
and Guarantees in Life Insurance), the possibility that interest rates might fall below 6% per year
was considered by many to be impossible and was
not included in the adverse scenarios of most insurers. In fact, interest rates just 15 years earlier were
lower, but the actuaries selecting the possible range of
long-term interest rates were influenced by the very
high interest rates experienced in the previous 5 to
10 years. As it turned out, interest rates 15 years later
were indeed once again below 6%.
Another problem with stress testing is that selecting adverse scenarios requires prior knowledge of the
factors to which the enterprise is vulnerable – in other
words, what constitutes ‘adverse’. This is generally
determined more by intuition than by science.
Because no probability is attached to any of the
scenarios, quantitative interpretation of the results
of deterministic testing is difficult. If the actuary
runs 10 deterministic scenarios under a stress-testing
exercise, and the projected assets exceed the projected
liabilities in 9, it is not clear what this means. It
certainly does not indicate an estimated 10% ruin
probability, since not all the tests are equally likely;
nor will they be independent, in general.
Using stochastic simulation of scenarios, a stochastic model is selected for generating the relevant
investment factors, along with any other variables
that are considered relevant. The parameters of the
model are determined from the historical data using
statistical techniques. The model is used to generate a
large number of possible future scenarios – perhaps
1000. No attempt is made to select individual scenarios from the set, or to determine in advance the
‘adverse’ scenarios. Each scenario is assumed to be
equally likely and each is independent of the others. This means that, for example, if an actuary runs
10 000 simulations, and the projected assets exceed
the projected liabilities in only 9000, then a ruin
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probability of around 10% would be a reasonable
inference. Also, using standard statistical methodology, the uncertainty of the estimate arising from
sampling error can be quantified.
One of the models in common use in the United
Kingdom and elsewhere for generating investment
scenarios is the Wilkie model, described in [16, 17].
This describes interrelated annual processes for price
inflation, interest rates, and equity prices and dividends.
In principle, a model insurer may be designed to
be used with both stochastic scenarios and deterministic scenarios. The basic structure and operations
are unaffected by the scenario-generation process. In
practice, however, using stochastic simulation will
obviously not be feasible with a model, which is
so complex that each scenario takes many hours of
computer time. The choice of whether to take a deterministic or a stochastic approach is therefore closely
connected with the determination of model points,
which is discussed next.

Determination of Model Points
A model point can be thought of as a collection of
similar policies, which is treated as a single ‘policy’
by the model office. Using a large number of model
points means that policies are grouped together at a
detailed level, or even projected individually (this is
called the seriatim approach). Using a small number of model points means that policies are grouped
together at a high level, so that a few model points
may broadly represent the entire liability portfolio.
For example, term insurance and endowment insurance contracts may be collected together by term to
maturity, in very broad age bands. Each group of
contracts would then be treated as a single policy for
the aggregate sum insured, using some measure of
mortality averaged over the age group.
However powerful the computer, in designing a
model life insurer there is always a trade-off between
the inner complexity of the model, of which the number of model points is a measure, and the time taken
to generate projection results. In practice, the number and determination of model points used depends
to some extent on the objective of the modeling
exercise.
Broadly, model offices fall into one of the following two categories. The first is a detailed model
for which every scenario might take many hours of
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computer time. The second is a more broad-brush
approach, in which each scenario is sufficiently fast
so that many scenarios can be tested. The first type
we have called the revenue account projection model,
the second we have called the stochastic model, as
it is usually designed to be used with stochastic
simulation.
Type 1: Revenue Account Projection Model Office.
Models built to project the revenue account tend to
be highly detailed, with a large number of liability
model points and a large number of operations. Using
a large number of model points, gives a more accurate
projection of the liability cash flows.
The large number of model points and transactions means that these model offices take a long
time to complete a single projection. The revenue
account model office is therefore generally used with
a small number of deterministic scenarios; this may
be referred to as stress testing the enterprise, as the
model allows a few adverse scenarios to be tested to
assess major sources of systematic risk to the revenue account. Generally, this type of model is used
for shorter-term projections, as the uncertainty in the
projection assumptions in the longer term outweigh
the detailed accuracy in the model.
Type 2: Stochastic Model Office. Models built
to be used predominantly with randomly generated
scenarios tend to be less detailed than the revenue
account projection models. These are often used to
explore solvency risks, and may be used for longer
projection periods. Fewer model points and fewer
operations means that each projection is less detailed
and may therefore be less accurate, particularly on the
liability side. However, the advantage of using a less
detailed model is that each projection is very much
faster, allowing more scenarios and longer projection
periods to be considered. In particular, it is possible
to use stochastic simulation for assets and liabilities.
Provided suitable stochastic models are used, the
variation in the stochastic projections will give a more
accurate picture of the possible range of results than
a deterministic, detailed, type-1 model office.
For running a small number of detailed, individually accurate, shorter-term projections, a revenue
account projection model is preferable. To investigate
the possible range or outcomes, the stochastic office is
required; each projection will be less detailed and less
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accurate than the revenue account projection model,
but the larger number of scenarios, and the objective
generation of those scenarios using stochastic simulation, will give quantitative, distributional information,
which cannot be ascertained through the stress-testing
approach.
The increasing power of computers is beginning
to make the distinction between the two model types
less clear, and as it becomes feasible to run several
hundred scenarios on a revenue account projection
model, it is becoming more common for insurers
to use the same model for stress testing and for
stochastic simulation. In a survey of risk management
practice by Canadian insurers [3], it is reported that
all of the large insurers used both deterministic and
stochastic scenarios with their insurance models for
asset–liability management purposes. However, few
insurers used more than 500 scenarios, and the computer run time averaged several days. In most cases,
a larger, more detailed model is being used for both
deterministic and stochastic projections.

Integration of Results from Subportfolios at each
Appropriate Time Unit
The major advantage of modeling the office as a
single enterprise is that this allows for the interaction
between the individual liability portfolios; operations
can be applied in the model at an enterprise level.
For example, in the United Kingdom, the regulator
requires the insurer to demonstrate resilience to a
simultaneous jump in stock prices and interest rates.
The insurer must show sufficient surplus to withstand
this shock. The test is applied at an enterprise level;
the test does not need to be applied separately to each
liability portfolio. There are also interactions between
the individual liability portfolios; for example, the
projected profit from nonparticipating business may
be used to support other liabilities.
In order for the model to allow this type of enterprise operation, it is necessary to project the enterprise, as a whole, for each time unit. It will not work,
for example, if each liability portfolio is modeled separately over the projection period in turn. This means
that the model office should provide different results
to the aggregated results of individual liability portfolio cash flow projections, as these cannot suitably
model the portfolio synergies and whole-enterprise
transactions.
In practice this entails, in each time period, calculating the individual portfolio transactions, then

combining the individual portfolio cash flows to
determine the whole insurer cash flows. Dynamic
strategies operating at the whole insurer level would
then be applied, to determine, for example, asset allocation, tax and expenses, and dividend and bonus
declarations. It may then be necessary to return to the
portfolio level to adjust the cash flows at the portfolio
level, and indeed several iterations from portfolio to
whole insurer may be necessary.

Design of Dynamic Decision Strategies
A model is said to be ‘dynamic’ if it incorporates
internal feedback mechanisms, whereby the model
operations in some projection period depend, to some
extent, on the results from earlier projection periods.
For example, a model for new business in some time
period may be dependent on the projected solvency
position at the end of the previous time period.
Dynamic strategies represent the natural mechanisms controlling the insurer in real life. Without
them the model may tend to some unreasonable state;
for example, a rigid mechanism for distributing surplus may lead to unrealistically high levels of retained
surplus, or may deal unrealistically with solvency
management when assets are projected to perform
poorly relative to liabilities. The determination of an
algorithm for the determination of how much projected surplus is to be distributed may be important
in maintaining the surplus ratio at realistic levels.
It is often important to use a dynamic valuation
basis in the model. This is particularly relevant in
jurisdictions where an active or semiactive approach
to valuation assumptions is used; that is, the valuation
assumptions change with the asset and liability performance, to some extent. This is true in the United
Kingdom, where the minimum valuation interest rate
is determined in relation to the return on assets over
the previous valuation period. This is semiactive, in
that the assumptions are not necessarily changed each
year, but must be changed when the minimum is
breached. In the United States, the approach to the
valuation basis is more passive, but the risk-based
capital calculations would reflect the recent experience to some extent.
A model that includes an allowance for new business could adopt a dynamic strategy, under which
new business would depend on the asset performance
over previous time periods.

Dynamic Financial Modeling of an Insurance Enterprise
Lapses are known to be dependent to some extent
on economic circumstances, and so may be modeled dynamically. Also, for equity-linked insurance
with maturity guarantees, we may assume that lapses
follow a different pattern when the guarantee is inthe-money (that is, the policyholder’s funds are worth
less than the guarantee) to when the guarantee is outof-the-money.
Asset allocation may be strongly dependent on the
solvency position of the office, which may require a
dynamic algorithm. This would certainly be necessary
in modeling UK insurers, for whom, traditionally, a
large proportion of funds are invested in equity and
property when the solvency situation is satisfactory.
When the asset to liability ratio gets near to one,
however, there is substantial motivation to move into
fixed-interest instruments (because of the valuation
regulations). A dynamic algorithm would determine
how and when assets are moved between stocks and
bonds.

Run-off or Going-concern
In the model office, the assets and liabilities are projected for some period. An issue (related to the model
points question) is whether the liabilities will include
new business written during the projection period, or
whether instead, the scenarios only consider the runoff of business currently in force. Which assumption
is appropriate depends on the purpose of the projection, and also to some extent on the length of the
projection period.
It may be reasonable to ignore new business in solvency projection, since the pertinent issue is whether
the current assets will meet the current liabilities
under the scenarios explored. However, if new business strain is expected to have a substantive effect on
solvency, then some new business should be incorporated.
The difficulty with a going-concern approach is in
formulating a reasonable model for both determining the assumed future premium rates and projecting
future premium volume. This is particularly difficult
for long-term projections. For example, in projecting a with-profits life insurer, the volume of business
written should depend on bonus history and premium loadings. Premium loadings should have some
dynamic relationship with the projected solvency
position. These are hard enough to model. Complicating the issue is the fact that, in practice, the behavior
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of competitors and regulators (where premiums must
be approved) will also play a very important role
in the volume of new business, so a realistic model
must incorporate whole market effects. Although this
is possible, and is certainly incorporated in most revenue account type models, it should be understood
that this is often a source of very great model and
parameter uncertainty.
A middle approach may be useful for some applications, in which new business is assumed to continue
for the early part of the projection period, after which
the business reverts to run-off. This has the benefit
that the short-term effects of new business strain can
be seen, and the short-term prospects for new business volume and premium rates may be estimated
with rather less uncertainty than in the longer term.
This approach is used in, for example, [1, 4].

Solvency Assessment and Management
Assessing the solvency risk was one of the earliest
motivations for the construction of model life and
non-life insurers. Computers allowed exploration of
the complex modeling required for any insight into
solvency assessment, quickly overtaking the analytical approach that involved great simplification and
tended to ignore important characteristics and correlations. Ruin theory, for example, is an analytical
method that has been applied for many years to nonlife insurers, but the classical model ignores, for
example, expenses, interest, delays in claim settlements, heterogeneous portfolios, varying premiums,
and inflation. All these factors can be readily incorporated into a computer-based model of a non-life
insurer.

Life Insurance
In life insurance, the model office approach to stochastic solvency assessment and capital management
was pioneered by the Faculty of Actuaries Solvency
Working Party [14]. This working party was established in 1980 to investigate the criteria by which
the solvency of life insurers should be assessed.
Their conclusion was that solvency is a matter of
probability, and that the measurement of solvency
therefore required quantifying the solvency probability for a given time horizon. As a result of the
complexity of the insurance process, stochastic simulation was the method proposed by the working
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party for measuring the solvency probability. This
was a major step for actuaries, for whom solvency
had been considered a binary issue, not a probabilistic one.
A number of papers followed, which developed
more fully the idea of stochastic simulation of model
life insurers for solvency assessment. In Finland,
Pentikäinen and Pesonen, in [10], were also exploring
the issue, but the imperative was arguably much
greater in the United Kingdom where the exposure of
life insurers to equities was traditionally much higher
than in other developed markets. Further exploration
of different aspects of the stochastic simulation model
insurer approach to solvency assessment can be found
in [4–6, 12].
All of these works are concerned predominantly
with investment risk. Investment returns, inflation,
and interest rates are stochastically simulated. The
Wilkie model is a popular choice for this, particularly in the United Kingdom, although several others
have been proposed and many firms have tailored
their own proprietary models. On the other hand, for a
traditional with-profits insurer, mortality is generally
modeled deterministically. It is easily demonstrated
that the risk from mortality variation is very small
compared to the investment risk. This is because for
a substantial portfolio of independent lives, diversification reduces the relative mortality risk substantially.
Also, an office that combines, say, annuity and insurance products is hedged against mortality risk to
some extent. On the other hand, the investment risk
tends to affect the whole portfolio and cannot be
diversified away. A stochastic approach to mortality would be more critical for a smaller portfolio
of high sum-at-risk policies, such as a reinsurer (see
Reinsurance) might write. The extension of scenarios (stochastic or deterministic) to incorporate other
risks, such as pricing or operational risk, is becoming increasingly common in the application of insurer
models.
The fundamental relationships for the asset shares
of a stochastic life insurance model might be summarized as follows. For simplicity, we assume cash
flows at the start and end of each time unit, giving
the following process for asset shares. For a cohort
of policies grouped (for example) by age x, we have
the asset share process
(AS)x,t,j = ((AS)x−1,t−1,j + Px,t,j − Ex,t,j )(1 + It,j )
− Cx,t,j − (SV)x,t,j + Dx,t,j

(1)

where
•
•

•

•

•

•

(AS)x,t,j is the total asset share of the lives age
x at the end of the tth projection period for
insurance class j.
Px,t,j is the projected premium income from lives
age x in the tth projection period for insurance class j. For business in force at the start
of the projection, the premium per unit sum
insured will be fixed (for traditional products);
for new business or for variable premium business, the premium process might depend on the
solvency position and on the dividend payouts
in previous projection periods through a dynamic
mechanism.
Ex,t,j is the projected expenses in the tth projection period for insurance class j (including
an allocation of fixed expenses). The stochastic
inflation model would be used to project future
expense levels.
It,j is the rate of return earned on asset shares
for insurance class j. The rate depends on the
asset model, and on the allocation of assets to the
different investment classes. We generally assume
at least two classes, stocks and bonds. The asset
allocation must be a dynamic process, as it will
depend on the projected solvency position.
Cx,t,j is the projected claims cost for lives age x
in the tth projection period for insurance class j.
Claims may be modeled with deterministic frequency (as discussed above), but some models
incorporate stochastic severity, representing the
variation of sums insured in a traditional insurance portfolio. Sums insured for new business
will also have a stochastic element if policy
inflation is modeled separately; using the Wilkie
model, the simulated price inflation process may
be used for projecting sums insured for new
business.
(SV)x,t,j is the projected cost of surrenders paid
in respect of lives age x in the tth projection
period for insurance class j . Surrender payments,
if appropriate, may be calculated by reference to
the projected asset share, or may be related to
the liability valuation. The surrender frequency
is often modeled deterministically, but may also
be dynamic, related to the projected solvency
situation, or to projected payouts for participating
business, or to projected investment experience,
or some combination of these factors.
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Dx,t,j is the contribution from other sources,
for example, portfolios of participating insurance
may have a right to a share of profits from nonparticipating business. For participating business
with cash dividends, D would be negative and
represents a decrement from the portfolio asset
shares.

appropriate valuation calculation produces a liability
of Lx,t,j for the lives age x, insurance class j in the
tth projection year, with an overall liability of

The total office assets are projected similarly to the
asset shares, with

The projected surplus of the insurer is then projected
as At − Lt , and when this is negative the insurer is
projected to be insolvent. We generally work with the
asset to liability ratio; At /Lt .
In Figure 1 we show the projected asset–liability
ratio distribution for a UK-style model life insurer,
with two product types, nonparticipating term insurance and participating endowment insurance. All
policies are issued for 25 years to lives age 35
at issue; profits for participating business are distributed as a combination of reversionary and terminal bonuses, with a dynamic bonus algorithm that
depends on the relationship between the asset share
and the liabilities. Liabilities also follow UK practice,
being a semipassive net premium valuation, with valuation basis determined with regard to the projected
return on assets. Bonds, stock prices and dividends,
and price inflation are all modeled using the model
and parameters from [16]. The model insurer used is
described in detail in [4].

At = (At−1 + Pt − Et )(1 + It ) − Ct − (SV)t
− (DV)t ,

(2)

where Pt , Et , Ct , (SV)t are premiums, expenses,
claims, and surrender payments for the tth projection
year, summed over the ages x and insurance classes
j. It is the rate of return earned on assets as a
whole. (DV)t represents dividend payments out of the
insurer funds, including shareholder dividends and
cash bonus to participating policyholders.
Once the entrants and exits have been calculated,
it is necessary to calculate the liability for each insurance class. This will use an appropriate valuation
method. Where the valuation basis is active or semiactive (i.e. where the valuation basis changes to some
extent according to the experience) the liability valuation is clearly a dynamic process. Suppose that an

Lt =


j

Lx,t,j .
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Figure 1 shows 35 sample-simulated paths for the
asset–liability ratio; Figure 2 shows some quantiles
for the ratio at each annual valuation date from a
set of 1000 projections. The projection assumes new
business is written for five years from the start of the
projection.
The effect of incorporating dynamic elements in
the model is to avoid unrealistic long-term behavior – such as having an asset–liability ratio that
becomes very large or very small. This is demonstrated here. Although there are a few very high
values for the ratio, the strategy for distribution of
profits regulates the process. Similarly, at the low end,
the model incorporates strategies for managing a low
asset–liability ratio, which regulates the downside
variability in the asset–liability ratio. This includes
reducing payouts when the ratio is low, as well as
moving assets into bonds, which releases margins in
the liability valuation.
The model insurer used to produce the figures is
an example in which the number of model points is
small. There are only two different insurance classes,
each with 25 different cohorts. There is also substantial simplification in some calculations; in particular,
for the modeling of expenses. This allows a large
number of scenarios to be run relatively quickly.
However, the basic structure of the more detailed
model would be very similar.

Non-Life Insurance
The work of the Finnish Working Party on the solvency of non-life insurers is described in [11]. The
work is summarized in [9]. The basic structure is very
simply described in equation (2.1.1) of that paper, as
U (t + 1) = U (t) + B(t) + I (t) − X(t)
− E(t) − D(t),

(4)

where, for the time interval t to t + 1
U (t) denotes the surplus at t (that is, assets minus
liabilities);
B(t) denotes the premium income;
I (t) denotes the investment proceeds, including
changes in asset values;
X(t) represents claims paid plus the increase in the
outstanding claims liability;
E(t) represents the expenses incurred;
D(t) represents dividend or bonus payments from
the model insurer funds.
As for the life insurance model, this simple relationship belies the true complexity of the model, which
is contained in the more detailed descriptions of the
stochastic processes U, B, I, X, C, and D. These are
random, correlated, dynamic processes. The incurred
claims process may be simulated from a compound
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Poisson distribution (see Compound Distributions;
Discrete Parametric Distributions). The delay in
settling claims and the effect of inflation before payment must then be modeled conditional on the simulated incurred claims experience.
For example, let Xi k represent claims incurred in
year i from insurance class k. These may be generated
by stochastic simulation, or by deterministic scenario
selection. Since claims incurred in different insurance
classes in the same interval will be correlated, a joint
model of the variable Xi = (Xi 1 , Xi 2 , . . . , Xi m ) is
required. Now, we also need to model settlement
delay, so we need to determine for each class, the
proportion of the claims incurred in year i , which
is paid in year j ≥ i, for insurance class k (see
Reserving in Non-life Insurance). Denote this as
rij k , say. We may also separately model an inflation
index for each class, λj k . Both r and λ may be
deterministically or stochastically generated.
Assume that Xi is expressed in terms of monetary
units in year i, then the claims paid in respect of
insurance class k in year t can be calculated as
Xk (t) =



Xi k ritk

i≤t

λt k
.
λik

(5)

The insurer does not know the values of rij k and
λj,k before the payment year j. Some values must be
assumed to determine the insurer’s estimation of the
contribution of Xi k to the outstanding claims liability.
This would generally be done using a fixed set of
values for rij k , depending only perhaps on k − i and
k ; denote these values as r̂ij k and λ̂j k .
Let Lk (t + 1) represent the estimated outstanding
claims liability at the end of the tth year arising
from insurance class k, determined using the insurer’s
estimated values for the run-off pattern r and inflation
index λ is
Lk (t + 1) =

 
i≤t j ≥t+1

Xi k r̂ij k

λ̂j k
λ̂i k

.

(6)

If we consider integer time intervals, and assume that
premiums are paid at the start of each
time unit and
claims paid at the end, then L(t) = k Lk (t) also
represents the total liability at time t.
Now we are in a position to determine X(t) in
equation 1 above, as

X(t) =
(Xtk rttk ) + L(t + 1) − L(t). (7)
k
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This method of modeling the claims run-off process
is described in more detail in [2].
Modeled stochastically, the premium process B(t)
may contain a random element, and may also be partially determined dynamically through a control rule
that increases loadings if claims experience is adverse
(with a short lag). Premiums for different classes of
business should be correlated, and premiums would
be affected by the inflation process, which also feeds
through to the investment proceeds process, I (t).
Expenses may be modeled fairly simply for a stochastic model, or in much greater detail for a deterministic, revenue account projection model. The dividend
process D(t) would be used as a control mechanism,
being greater when the surplus is larger, less when the
surplus is smaller. It may be realistic to incorporate
some smoothing in the dividend process, if it is felt
that large changes in dividends between the different
time units would be unacceptable in practice.
In property and casualty insurance modeling, the
claims process is emphasized. This is appropriate
because insolvency is most commonly caused by
the liability side in short-term insurance – inadequate
premiums or adverse claims experience. The analyst
firm A M Best, looking at non-life insurer failure in
the United States between 1969 and 1998 found that
42% of the 683 insolvencies were caused primarily
by underwriting risks, and only 6% were caused by
overvalued assets. In contrast, life insurers are more
susceptible to investment risk.
Model office development for non-life business
has moved a long way, with a general acceptance
of the need for integrated stochastic models in the
United Kingdom and elsewhere. A range of more
sophisticated treatment has been developed into the
more broadly oriented Dynamic Financial Analysis
models. Since 1996, the Casualty Actuarial Society has operated an annual call for papers developing the methods and applications of dynamic financial insurance models for non-life insurers. In an
early contribution, Warthen and Sommer in [15] offer
some basic principles for dynamic financial models in non-life insurance, including a list of variables commonly generated stochastically. This list
includes asset returns and economic variables, claim
frequency and severity by line of business, loss payment, and reporting patterns, loss adjustment and
other expenses, catastrophe losses, premiums, and
business growth. In non-life insurance, the benefits
of stochastic simulation over deterministic projection
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were apparently fairly generally accepted from the
earliest models.

Model Output
Using deterministic projections, the output must be
interpreted qualitatively; that is, by indicating which
if any of the scenarios used caused any
problems.
Using stochastic simulation, interpreting and communicating the model output is more complex. The
amount of information available may be very large
and needs to be summarized for analysis. This can
be in graphical form, as in Figure 1. In addition, it
is useful to have some numerical measures that summarize the information from the stochastic simulation
output. A popular measure, particularly where solvency is an issue, is the probability of insolvency
indicated by the output. For example, suppose we
use N = 1000 scenarios, generated by Monte Carlo
simulation, and where each scenario is assumed to be
equally likely. If, say 35 of these scenarios generate
an asset–liability ratio that falls below 1.0 at some
point, then the estimated probability of ruin would
be p̂ = 0.035. The standard error for that estimate, is
estimated at

p̂(1 − p̂)
,
N
which, continuing the example, with p̂ = 0.035 and
N = 1000 gives a standard error of 0.0058.
Other measures are also commonly used to summarize the distribution of outcomes. The mean and
standard deviation of an output variable may be
given. Often, we are most interested in the worst outcomes. A risk measure is a mapping of a distribution
to a real number, where the number, to some degree,
represents the riskiness of the distribution. Common
risk measures in dynamic financial modeling applications are the quantile risk measure and the conditional
tail expectation or CTE risk measure. The quantile
risk measure uses a parameter α, where 0 < α < 1.
The quantile risk measure for a random loss X is
then Vα , where Vα is the smallest value satisfying the
inequality
Pr[X ≤ Vα ] ≥ α.

(8)

In other words, the α-quantile risk measure for a
loss distribution X is simply the α-quantile of the

distribution. It has a simple interpretation as the
amount that, with probability α, will not be exceeded
by the loss X.
The conditional tail expectation is related to the
quantile risk measure. For a parameter α, 0 < α < 1,
the CTEα is the average of the losses exceeding the
α-quantile risk measure. That is,
CTEα = E[X|X > Vα ].

(9)

Note that this definition needs adjustment if Vα falls
in a probability mass.
Both these measures are well suited for use with
stochastically simulated loss information. For example, given 1000 simulated net loss values, the 95%
quantile may be estimated by ordering the values
from smallest to largest, and taking the 950th (or
951st for a smoothed approach). The 95% CTE is
found by taking the average of the worst 5% of losses.
Both measures are simple to apply and understand.
Many actuaries apply a mean variance analysis
to the model output. That is, comparing strategies
that increase the mean income to the insurer by
considering the respective variances. A strategy with
a lower mean and higher variance can be discarded.
Strategies that are not discarded will form an efficient
frontier for the decision. In [15] other risk return
comparisons are suggested, including, for example,
pricing decisions versus market share.
One useful exercise may be to look in more detail
at the scenarios to which the insurer is most vulnerable. This may help identify defensive strategies.

Dynamic Financial Analysis
In both life and non-life insurance, the usefulness
of dynamic financial models for strategic purposes
became clear as soon as the software became widely
available. The models allow different risk management strategies to be explored, and assist with product
development and dividend policy. In many countries
now, it is common for major strategic decisions to be
tested on the model office before implementation.
In Canada, insurers are required by regulators to
carry out an annual dynamic financial analysis of their
business. In the United States, many insurers have
incorporated DFA as part of their standard risk management procedure. In the United Kingdom, Muir
and Chaplin [8] reported on a survey of risk management practice in insurance, which indicated that
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the use of model offices in risk assessment and management was essentially universal. Similar studies in
North America have shown that, in addition, stochastic simulation is widely used, though the number of
simulations is typically relatively small for assessing
solvency risk, with most insurers using fewer than
500 scenarios. Although the terminology has changed
since the earliest research, solvency issues remain at
the heart of dynamic financial modeling. One of the
primary objectives of insurance modeling identified
by the Risk Management Task Force of the Society of Actuaries is the determination of ‘Economic
Capital’, which is defined loosely as ‘. . .sufficient
surplus capital to meet negative cash flows at a
given risk tolerance level.’ This is clearly a solvency
management exercise. Rudolph, in [13] gives a list
of some of the uses to which insurance enterprise
modeling is currently being put, including embedded
value calculations, fair value calculations, sources of
earnings analysis, economic capital calculation, product design, mismatch analysis, and extreme scenario
planning (see Valuation of Life Insurance Liabilities).
Modern research in dynamic financial modeling
is moving into the quantification and management
of operational risk, and in the further development
of the modeling of correlations between the various
asset and liability processes of the insurer. As computational power continues to increase exponentially, it
is clear that increasingly sophisticated modeling will
become possible, and that the dilemma that companies still confront, of balancing model sophistication
with the desire for testing larger numbers of scenarios
will eventually disappear.
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Daykin, C.D., Pentikäinen, T. & Pesonen, M. (1994).
Practical Risk Theory for Actuaries, Chapman & Hall.
Gilbert, C. (2002). Canadian ALM issues, in Presented
to the Investment Symposium of the Society of Actuaries, November 2002, Published at http://www.soa.org/
conted/investment symposium/gilbert.pdf.

[4]

[5]

[6]

[7]
[8]

[9]

[10]

[11]

[12]
[13]

[14]

[15]

[16]

[17]

11

Hardy, M.R. (1993). Stochastic simulation in life office
solvency assessment, Journal of the Institute of Actuaries
120(2), 131–151.
Hardy, M.R. (1996). Simulating the relative insolvency of life insurers, British Actuarial Journal 2(IV),
1003–1020.
Macdonald, A.S. (1994a). Appraising life office valuations, Transactions of the 4th AFIR International Colloquium 3, 1163–1183.
Macdonald, A.S. (1994b). A note on life office models,
Transactions of the Faculty of Actuaries 44, 64–72.
Muir, M. & Chaplin, M. (2001). Implementing an
integrated risk management framework, in Proceedings
of the 2001 Life Convention of the Institute and Faculty
of Actuaries.
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Experience-rating

–

Introduction
–
Experience-rating occurs when the premium charged
for an insurance policy is explicitly linked to the previous claim record of the policy or the policyholder.
The most common form of experience-rating
involves two components:
–

–

A tariff premium that is calculated on the basis of
the policy’s known risk characteristics. Depending on the line of business, known risk characteristics could involve sums insured, type and
usage of building or vehicle, the occupation of
the insured workers, and so on.
An adjustment that is calculated on the basis of
the policy’s previous claim record.

Because it makes such obvious sense to consider
a policyholder’s claim record before deciding on his
or her renewal premium, every pricing actuary and
underwriter is experience-rating most of the time –
although not always in a formula-driven way.
Actuaries have studied formula-driven ways of
experience-rating under two main headings: Credibility theory and Bonus–malus systems. The
formalized use of credibility methods probably
originated in workers’ compensation insurance
schemes in the United States about 100 years ago.
Bonus–malus systems (BMS) are an integral feature of motor vehicle insurance (see Automobile
Insurance, Private; Automobile Insurance, Commercial) in many developed countries.
Common arguments quoted in support of experience-rating include
–

–

–

–

that experience-rating prevents losses from occurring by encouraging more careful behavior by the
policyholder (moral hazard);
that experience-rating prevents insurance claims
from being lodged for smallish losses, thus saving claim handling expenses;
that experience-rating provides a more equitable
distribution of premiums between different policyholders than strict manual rating;
that competition in the insurance market makes
it necessary to price every policy as correctly as
possible, to avert the dangers of adverse selection
and loss of business;

that experience-rating reduces the need for manual rating, in situations in which policies’ risk
characteristics are vaguely defined or difficult
to collect;
that experience-rating reduces the need for a
complicated tariff that utilizes many variables,
each of which may or may not be a significant
predictor of risk.

In this author’s view, each argument has a grain
of truth to it, but one should take care not to exaggerate the importance of experience-rating for any
specific purpose. In particular, experience-rating is
never a substitute for sound, statistically based risk
assessment using objective criteria.
The section ‘Methods of Experience-rating’
provides a brief outline of different methods
of experience-rating. In the section, ‘Desirable
Properties of Experience-rating Schemes’ we shall
discuss properties that an experience-rating scheme
should have, and in the section ‘Implementation
of Experience-rating’ some practical issues will
be outlined.

Methods of Experience-Rating
It has already been mentioned that every pricing
actuary and underwriter is experience-rating most of
the time. In its simplest form, this task involves a
comparison of past premiums with past claims, after
having made the necessary adjustments for inflation,
extreme claims, outstanding claims (see Reserving
in Non-life Insurance), change in the insured risks,
and so on. At a more sophisticated level, the actuary
or underwriter would also compare the actual policy’s claim record with that of other, similar policies,
thereby increasing the amount of statistical experience that goes into the premium calculation (provided
he or she believes that similar policies ought to generate similar claims).
The process of blending individual claim experience with collective claim experience to arrive at
an estimated premium, is formalized in the discipline
known as credibility theory. The generic form of a
credibility premium is
Pcredibility = zPindividual + (1 − z)Pcollective .
In this equation, Pindividual denotes the premium
that would be correct if one assumes that the individual claim record of the actual policy (its burning

2

Experience-rating

cost) is indicative of expected future claims. The
quantity Pcollective denotes the premium that would
be correct if one assumes that the future claims of
the policy will be similar to the claims recorded in
the collective to which the policy belongs by virtue
of its observable risk characteristics. The blending
factor z, often called the credibility factor and lying
between zero and one, allocates a certain weight to
the individual premium at the expense of the weight
allocated to the collective premium.
Credibility theory revolves around the question of
how one should determine the credibility factor z,
that is, how much weight it is reasonable to allocate
to each of the two premium estimates.
Bonus–malus systems in motor vehicle insurance
are similar to the familiar game of Snakes and Ladders. The claim-free policyholder works his way up
through the classes of the BMS, one class for each
claim-free year. Each successive class normally entitles him to a higher bonus or discount. If he is unlucky
and has to make a claim, he is set back a defined number of classes, or even back to start, and has to work
his way up through the same classes again. Depending on the number of classes in the BMS and the
transition rules, it may take anything between two to
three years and a decade to reach the highest bonus
class. Policyholders will go to great lengths to retain
and improve their position on the bonus–malus scale,
a phenomenon often referred to as bonus hunger.
Actuarial work on BMS revolves around optimal
design of the bonus–malus scale and its transition
rules and attached discounts, to ensure that the resulting premiums are fair and financially balanced.
The broad objective of experience-rating is to
adjust a policy’s renewal premium to its past claim
experience as it emerges, so that a claimant policyholder will pay a higher premium than a claimfree policyholder (everything else being equal). This
objective can be achieved by other devices than credibility formulas and bonus–malus systems.
The easiest way to make the claimant policyholder
pay a reasonable share of his own claims, is to impose
a meaningful deductible (retention) at the outset. A
problem with that approach is that many policyholders do not have sufficient liquidity to carry a high
deductible. Experience-rating schemes in general, and
BMS in particular, can be seen as ways of deferring
the cost of high deductibles. An alternative method
of financing high deductibles could be for the insurer
to provide a loan facility to policyholders, where the

entitlement to a loan is contingent on an insured loss
having occurred.
In proportional reinsurance, contract clauses
such as sliding scale commissions and profit commissions (see Reinsurance Pricing) are common. Such
devices essentially adjust the contract premium to its
claim experience in a predefined way, after the claims
have been recorded. At the extreme end of the scale,
one has finite risk reinsurance contracts (see Alternative Risk Transfer; Financial Reinsurance), which
are designed in such a way that the cedent (see Reinsurance) is obliged to pay for his own claims (and
only his own claims) over time, the reinsurer acting
only as a provider of finance.
Although they serve a similar purpose, the devices
outlined in the last two paragraphs are not normally
thought of as experience-rating. Experience-rating in
the narrow, actuarial sense is all about trying to
estimate the correct premium for future years. One
should keep in mind, however, that the mathematical
models and methods that actuaries use to analyze
experience-rating schemes, may also be employed to
analyze the properties of alternative devices.

Desirable Properties of Experience-rating
Schemes
In order to discuss the objectives of experience-rating,
let us introduce just a little mathematical notation.
Assume that an insurance policy has been in
force for the past n years, which we denote by
T − n + 1, T − n + 2, . . . , T − 1, T ; the symbol T
denotes the present year. In the policy year t, the
following observations have been recorded:
–
–
–

ct , the objective risk criteria of the insured interest; this may be a vector.
Nt , the number of claims reported.
St , the amount of claim payments, including an
estimate of outstanding claims.

Other information will of course also be available,
like the circumstances leading to each individual
claim and the individual claim amounts.
The renewal premium of the policy for the year
T + 1 must be based on the objective risk criteria pertaining to the coming year, which we denote by cT +1 .
The pure risk premium for a policy with no other
information than the objective risk criteria available,
is the expected claim cost, which we denote by
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RT +1 = E{ST +1 |cT +1 }. Calculating that quantity may
require elaborate statistical modeling and analysis.
Experience-rating builds on the obvious premise
that there will always be other risk characteristics
that cannot be (or have not been) directly observed.
In motor vehicle insurance these could be the temper of the driver, in worker’s compensation insurance
it could be the effectiveness of accident prevention
measures, and so on. Borrowing notation from credibility theory, let us denote the aggregate effect of hidden risk characteristics by a parameter θ and assume
that for the policy under consideration, the ‘true’ pure
risk premium actually is θRT +1 . The objective then
becomes to estimate θ based on the policy’s past
claims record. The experience-rated pure risk premium is then θ T +1 RT +1 , where θ T +1 denotes the
estimate that one has arrived at, by whatever means,
using available claim statistics up to year T . The
actual risk premium charged will typically be of
the form θ T +1 PT +1 where PT +1 = P (cT +1 ) denotes
some form of tariff premium or manual premium.
Please note that in the context of this paper, we
are disregarding loadings for expenses and profits,
including the (interesting!) question of how the burden of such loadings ought to be distributed between
different policyholders.
Now, what should we require of the estimate
θ T +1 ?
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a very (very!) poor predictor of θ. Undaunted by
this, some authors propose to measure the accuracy of a BMS by a weighted average of the mean
squared errors that have been calculated for different
classes of the BMS. Generally speaking, however,
bonus–malus systems score very low on accuracy.
To reinforce this assertion, let us remember that in
most BMS, the majority of policyholders are sitting in
the highest bonus class and enjoying discounts often
as high as 75%. This may be consistent with most
motorists’ self-perception of being better than the
average, but to the impartial statistician, it shows that
the (implicit) formula for θ T +1 is severely skewed
in most BMS. In order to collect sufficient premium
in aggregate, the insurer is then forced to raise the
tariff premium to compensate for the skewedness in
the BMS. Undiscounted tariff premiums will become
prohibitive, which then forces the insurer to offer
starting discounts, which in turn accelerates the drift
towards the high bonus classes and so on.
Bonus–malus systems are an extreme case of a
common situation in which the relationship between
the ‘true’ pure premiums RT +1 and the tariff premiums PT +1 is tenuous at best. This should cause
one to rephrase the request for accuracy rather than
requiring that θ T +1 should be a good predictor of θ;
one should ask that θ T +1 PT +1 be a good predictor of
θRT +1 – that is, θ T +1 should be able to compensate
for any skewedness in the tariff premiums.

Accuracy
Limited Fluctuations (Stability)
Accuracy is an important objective of any experiencerating method: θ T +1 should be as good a predictor
of θ as can be attained. To enable them to measure
accuracy, credibility theorists, including Bayesians
(see Bayesian Statistics), cast θ as a random variable that varies between the policies in the portfolio.
Then they use the minimization of mean squared error
E{θ T +1 − θ}2 to determine the optimal formula for
θ T +1 ; optimality being contingent, as usual, on the
stochastic model used to calculate mean squared error
and the constraints imposed on the permissible estimators. This branch of credibility theory is referred
to as greatest accuracy credibility theory.
Bonus–malus systems provide no explicit formula
for θ T +1 . Rather, θ T +1 is the (arbitrary) premium
relativity that goes with the bonus class in which
the policyholder will be placed in the coming year,
following his wanderings through the system. In
bonus–malus systems, therefore, θ T +1 is normally

The predictor θ T +1 , however defined, will change
from year to year as new claims emerge. It is in the
interest of the insured and the insurer that fluctuations
in renewal premiums should be limited (assuming
unchanged risk characteristics); certainly, fluctuations
that arise out of ‘random’ and smallish claims. For the
insured, it would make little sense if a smallish claim
were to be followed by a hefty premium increase for
the next year. The insurer has to consider the risk
that the insured, when confronted with such a hefty
increase, will say ‘thanks, but no thanks’ and leave
the company for a competitor.
Early actuarial work on credibility theory focused
primarily on the problem of limiting year-to-year
fluctuations. While not as mathematically elegant as
the more recent ‘greatest accuracy credibility theory’,
‘limited fluctuation credibility theory’ nevertheless
addressed a relevant problem that greatest accuracy
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credibility theory ignores – simply because year-toyear fluctuations do not enter into the objective function of the latter. Sundt [1] has proposed to merge
the two objectives into one objective function of the
mean squared error type, relying by necessity on a
subjective weighting of the relative importance of
accuracy as opposed to stability. By sticking to mean
squared error, Sundt preserves the mathematical elegance of greatest accuracy credibility theory.
Other approaches to limiting fluctuations in experience-rating schemes include the following:
–

–

–

–

Outright truncation of the year-to-year premium
change. This approach appears to be simple in
theory, but becomes tricky once there is a change
in the objective risk characteristics. Moreover,
truncation tends to skew the resulting premiums
in either way, which then necessitates compensating adjustments in the tariff premium.
Truncation of the claim amounts that go into
the formula for θ T +1 . This approach is based
on the idea that small claims are avoidable and
should be clawed back from the insured, while
large claims are beyond the insured’s control and
should be charged to the collective.
Basing the formula for θ T +1 on claim numbers only, not claim amounts. Credibility theorists often advocate this approach by making the (unchecked) assumption that a policyholder’s latent risk θ only affects his claim frequency, not the severity of his claims. While this
approach normally limits fluctuations in premiums because claim numbers are less volatile than
claim amounts, the premium increase that follows a single claim can in this way become much
higher than the claim that caused it.
Excluding ‘random’ and ‘innocent’ claims from
the calculation of θ T +1 . Often used in motor
vehicle insurance, mainly to avoid an argument
with the policyholder.

Bonus–malus systems often generate significant
year-to-year fluctuations. To see this, just consider
going from 60% bonus to 70% bonus after a claimfree year means that your premium drops by 25%
(other things being equal). Going from 70% bonus
to say 40% bonus after a claim means that your
premium increases by 100%, and will remain higher
for a number of years. If you add the effect of
blanket increases in the tariff premium, the overall

premium increase in the years following a claim may
easily dwarf the claim that caused it. Fortunately for
insurers, the average insured is blissfully unaware of
this, at least until he has made a claim.

Adaptiveness
Except for mathematical convenience, there is no
good reason why one should assume that a
policyholder’s latent risk parameter θ remains the
same from year to year. The relative level of a policyholder’s pure risk premium may change over time,
not only as a result of his own aging and learning
process, but also as a result of demographic shifts in
the collective that he is a part of. As a result, the
estimator θ T +1 should be able to adapt.
Models with changing risk parameters and adaptive credibility formulas have been developed under
the heading of ‘recursive credibility’. Those models
fall into the wider framework of dynamic linear modeling and Kalman filter theory. In general terms, the
resulting formula θ T +1 assigns less weight to older
observations than to newer ones.
Alternative ways of attaining the same goal include
–
–

outright exponential smoothing (without the use
of a model to justify it),
discarding observations that are more than, say,
five years old each year.

Bonus–malus systems are adaptive by nature,
as your progression is always just a function of
your current position on the bonus–malus scale, and
the presence or absence of claims made during the
last year.

Overall Balancing of Experience Rated Premiums
A very important requirement to an experience-rating
scheme is that the pure premiums it generates, are
balancing the claims that they are meant to pay
for.
 can be expressed in the form
 This requirement
Eθ T +1 PT +1 = EθRT +1 , where the summation
extends across all policies that will be renewed or
written for the year T + 1. Taken at face value, this
is an unbiasedness requirement – expected premiums
should equal expected claims.
Credibility formulas can be shown to be unbiased
as long as both the ‘collective premium’ and the
‘individual premium’ are unbiased estimates of the
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policy’s risk premium, that is,
E{Pindividual |cT +1 } = E{Pcollective |cT +1 }
= E{ST +1 |cT +1 },
because in that case we have,
E{Pcredibility |cT +1 } = zE{Pindividual |cT +1 }
+ (1 − z)E{Pcollective |cT +1 } = E{ST +1 |cT +1 }.
The rather informal conditioning on the risk characteristics cT +1 in the expressions above has only
been made in order to emphasize the obvious requirement that next year’s premium must be adjusted to all
that is known about next year’s risk characteristics.
It is a common misconception that the unbiasedness of credibility premiums is contingent on z being
the ‘greatest accuracy credibility factor’. Indeed, any
choice of z that is not correlated with the risk characteristics or claim record of the individual policy in
such a way as to create a bias, will give an unbiased
credibility premium.
The fact that the credibility premium will be unbiased for each single policy under the conditions
outlined above, does mean that a credibility-based,
experience-rating scheme guarantees an overall financial balance in a portfolio. The reason is that financial
balance must be secured not for the policies currently in the portfolio, but for the policies that will
be renewed or written in the next year. In a voluntary and competitive market, any policyholder has
the option of insuring with another company, or
not insuring at all when confronted with a premium
increase. It is obvious that policyholder migration has
the potential to change the balance between premiums
and claims. However, it is more difficult to predict
which way the balance will tilt, not least because the
migration pattern will depend on competing insurers’
rating mechanisms.
Taylor [2] has derived credibility premiums designed to maximize the expected profit of the insurer
in a model that includes assumptions on price elasticity and informed policyholders. The optimal credibility premiums in Taylor’s model differ from greatest
accuracy premiums by a fixed loading, and in fact
they are not unbiased for the individual policy in
the sense outlined above. It is interesting to observe,
however, that the optimal credibility premiums of
Taylor’s model approach the greatest accuracy credibility premiums when price elasticity is high. Stating
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the obvious, one could paraphrase that observation
by saying that only great accuracy will do if you are
dealing with informed, price-sensitive policyholders.
Most bonus–malus systems, if left unattended
over time, will create a massive imbalance. This
is mainly due to the drift of policyholders toward
the high bonus classes. An insurance company
running a BMS must continually monitor the likely
premium that will be collected next year compared
with the likely claims, and make adjustments to
the tariff premium to compensate the drift in the
average bonus.

Other Considerations
The successful operation of an experience-rating
scheme requires that, on average, the number of
claims that can be expected from a policy each
year is not too low. In lines [sic] with very low
claim frequency, the experience-rated premiums are
unlikely to generate financially balanced premiums
in aggregate. The resulting imbalance will have to be
compensated through increases in the tariff premium,
which creates a barrier to new entrants.
As noted in the previous section, experience-rating
is based on an assumption that a policy is likely to be
renewed, even after it has suffered a rerating. Lines
of business in which a great percentage of policies
migrate annually (e.g. short-term travel insurance),
are not particularly well suited for experience-rating.
Price elasticity will also be high in such lines.

Implementation of Experience-Rating
A number of practical issues must be addressed when
an insurance company implements an experiencerating scheme.
The company must organize its databases for
policies and claims in such a way as to enable it
to trace the risk characteristics and claim record
of each individual policy and policyholder through
time. Easy as it may sound, creating really reliable
historical databases is a major problem for many
insurance companies. This problem tends to encourage ‘memory-less’ experience-rating schemes, such
as bonus–malus schemes, where all that is required
to calculate next year’s premium, is this year’s premium (or bonus class) and claims.
The company must then decide how to take care
of open claims where the ultimate cost is not known,
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as well as unreported claims, in the experience-rating
formula. Some companies would make a percentual
adjustment to the reported incurred claim cost (paid
claims and outstanding case estimates), to cover the
cost of open and unreported claims. That approach is
simple to apply, but may open the door to difficult
discussions with the policyholder. Also, by divulging
the amount of outstanding case estimates on open
claims, the insurer may be seen to admit liability in
cases where that question yet has to be settled.
The problem with open claims is less pronounced
if the experience-rating scheme uses only claim
numbers, not claim amounts. For private and small
commercial policyholders, this may be a feasible
approach, but for medium and large commercial
policyholders, to disregard the amount of claims is
just not an option.
Experience-rating is fraught with difficulty in
long-tail lines of insurance (see Long-tail Business),
where both the reporting and the settlement of claims
may be delayed many years. When applied in a naive
way, that is, without making a prudent adjustment
for delayed claims, experience-rating will erode an
insurance company’s premium income and constitute
a financial health hazard.
The impact of very large claims must be limited
in order to limit fluctuations in the experience-rated
premium. That is most easily achieved by truncating
claims that go into the experience-rating formula,
at some predetermined limit. More sophisticated
schemes could be devised, where the truncation limit
is made dependent on the size of the insured (e.g.
measured by its average annual claim cost).
The insurance company will have to decide
whether it wants to make a distinction between
‘innocent’ claims, where the insured is not
demonstrably at fault, and claims for which the
insured can be blamed. In motor vehicle insurance,
for example, claims related to theft or road assistance
are sometimes exempted from the bonus–malus
calculation. Mostly, such exemptions are made for
the sake of avoiding an argument with the insured,
or because the penalties of the BMS are so severe
that they dwarf the claim. From a risk-theoretic point,
there is no reason why a motorist who lives in a theftprone area or who fails to maintain his car in working
order, should not pay a higher premium. Or one could
turn around the argument and ask what the point is
in covering claims that fall far below the (deferred)
deductible generated by the BMS.

In workers’ compensation insurance, a thorny
question is whether travel claims (i.e. claims for
injuries sustained when the employee was traveling to
or from work) should enter into the experience-rating
formula. The same is true of disease claims, when it
is not entirely clear that the disease has originated at
the current workplace.
Changes in the organization of the insured and
the insurer, such as mergers and acquisitions, are a
real hassle to an experience-rating scheme because
they usually necessitate merging poorly maintained
or nonexistent data from disparate computer systems
and filing cabinets.
The insurance company must also determine
whether it should, indeed whether is allowed to,
share its clients’ claim statistics with its competitors.
In some countries, bonus–malus information is
compulsorily exchanged, while other countries do not
require such an exchange of information.

Summary
As was stated at the beginning of this paper, experience-rating is a formalized approach to the task
of considering a policyholder’s claim record before
offering a renewal premium. By building stochastic
models of the risk heterogeneity within otherwise
homogeneous groups of policyholders, actuaries can
derive experience-rating formulas that purport to
be optimal.
An important caveat to any claim of optimality
is, however, that it is contingent on at least three
constraints:
–
–
–

the range of allowable experience-rating
formulas,
the objective function that is minimized or
maximized,
the stochastic model that underlies the calculations.

By imposing a strong limitation on any of the
above, one facilitates the task of finding an optimal formula but runs the risk of ignoring important
aspects and real-life dynamics. In practical applications, one should always keep in mind that successful
experience-rating may require more than just a statistical analysis of the risks involved. The actuary
should be aware of, and frank about, the possible
impact of any constraints that he or she has imposed

Experience-rating
in order to arrive at a solution. Just saying optimal
will not do. Computer simulation provides a great
tool to test the performance of the chosen solution
under a variety of scenarios and assumptions.
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Financial Economics
Introduction
Much of the theory of optimal allocation of risks in a
reinsurance market can be directly applied to a stock
market. The principal difference from the insurance
risk exchange model is that only linear risk sharing
is allowed in a market for common stocks. In certain situations, this may also be Pareto optimal, but
by and large, this type of risk sharing is not. Still, it
is quite plausible that a competitive equilibrium may
exist.
Today, the modeling framework in continuous
time appears to be changing from Itô price processes to price paths containing unpredictable jumps,
in which case the model typically becomes incomplete. One could, perhaps, call this a change from
‘linear’ modeling of uncertainty to ‘nonlinear’ uncertainty revelation. What I have in mind here is the
much more involved nature of the corresponding random measure behind the jump process term, than the
corresponding diffusion term, arising in the stochastic differential equation. Being much more complex,
including a random measure facilitates possibilities
for far better fits to real observations than does
a mere diffusion term. On the more challenging
side is the resulting incompleteness of the financial
model. Many of the issues of the present paper then
inevitably arise.
Classical economics sought to explain the way
markets coordinate the activities of many distinct
individuals each acting in their own self-interest. An
elegant synthesis of 200 years of classical thought
was achieved by the general equilibrium theory. The
essential message of this theory is that when there
are markets and associated prices for all goods and
services in the economy, no externalities or public
goods and no informational asymmetries or market
power, then competitive markets allocate resources
efficiently.
The focus of the paper is on understanding the
role and functioning of the financial markets, and
the analysis is confined to the one-period model.
The key to the simplicity of this model is that it
abstracts from all the complicating elements of the
general model except two, which are taken as primitive for each agent, namely, his preference ordering
and an exogenously given future income. The preference ordering represents the agent’s attitude towards

the variability of an uncertain consumption in the
future (his risk aversion). The characteristics of
the incomes are that they are typically not evenly
distributed across the uncertain states of nature. A
financial contract is a claim to a future income –
hence the logic of the financial markets: by exchanging such claims, agents change the shape of their
future income, obtaining a more even consumption
across the uncertain contingencies. Thus, the financial markets enable the agents to move from their
given income streams to income streams that are
more desired by them, according to their preferences.
The reason that they could not do this transfer directly
is simply that there are no markets for direct exchange
of contingent consumption goods.
We start by giving the relevant definitions of the
financial model to be studied. Then we refer to the
ideal or reference model (the Arrow–Debreu model)
in which, for each state ω ∈ , there is a claim
that promises to pay one unit of account in the
specified state. Trading in these primitive claims leads
to equilibrium prices (ξ(ω)), which are present values
at date 0 of one unit of income in each state at date
1. Since agents, in solving their optimum problems,
are led to equalize their marginal rates of substitution
with these prices, the equilibrium allocation is Pareto
optimal.
However, Arrow–Debreu securities do not exist
in the real world, but common stocks do, together
with other financial instruments. The purpose of these
various instruments is thus to transform the real
market as close to the ideal one as possible.
We introduce a class of financial contracts (common stocks), in which each contract promises to
deliver income in several states at date 1, and where
there may not be enough securities to span all the
states at this date. Two ideas are studied that are crucial to the analysis that follows:
1. the characterization and consequences of noarbitrage
2. the definition and consequences of incomplete
financial markets.
We demonstrate in particular, how security prices
are determined in equilibrium such that agents, in
solving their optimum problems, are led to equalize
the projections of their marginal rates of substitution
in the subset where trade of common stocks takes
place.
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The Financial Model
Consider the following model. We are given I
individuals having preferences for period one consumption represented by expected utility, where the
Bernoulli utility functions are given by ui , where
ui > 0, ui ≤ 0 for all i ∈ I =: {1, 2, . . . , I }. There
are N securities, where Zn is the payoff at time 1
of security n, n = 1, 2, . . . , N . Let Z = (Z1 , Z2 , . . . ,
ZN ) , where prime denotes the transpose of a vector,
that is, Zis a random (column) vector. We use the
notation N
n=1 Zn =: ZM for the ‘market portfolio’.
We consider a one-period model with two time points
0 and 1, one consumption good, and consumption
only at the final time point 1.
We suppose individual i is initially endowed with
shares of the different securities, so his payoff at date
1 of his initial endowment is
N

(i)
θ n Zn ,
(1)
Xi =
n=1

Arrow Securities and Complete Markets

(i)
θn

where
is the proportion of firm n held by individual i. In other words, the total supply of a security is
one share, and the number of shares held by an individual can be interpreted as the proportion of the total
supply held. Denote by pn the price of the security
n, n = 1, . . . , N , where p = (p1 , p2 , . . . , pN ) .
We are given the space L2 = L2 (, F, P ), where
2
L+ is the nonnegative part (positive cone) of L2 ,  is
the set of states of the world, F is the set of events,
a σ -algebra, and P : F → [0, 1] is the probability
measure common to all the agents.
Consider the following budget set of agent i:

N

F
θn(i) Zn , and
Bi (p; θ) = Yi ∈ L2+ : Yi =
n=1
N


θn pn =

n=1

N


(i)
θ n pn


(2)

n=1

Here, θn(i) ∈ R, so from the range of these parameters,
we notice that negative values, that is, short selling,
is allowed.
An equilibrium for the economy [(ui , Xi ), Z] is
a collection (θ 1 , θ 2 , . . . , θ I ; p) such that given the
security prices p, for each individual i, θ i solves
sup

Eui (Yi )

(3)

Yi ∈BiF (p;θ)

and markets clear:

I

(i)
i=1 θn


Denote by M = span(Z1 , . . . , ZN ) =: { N
n=1 θn
N
Zn ;
θ
≤
1},
the
set
of
all
possible
portfolio
n
n=1
payoffs. We call M the marketed subspace of L2 .
Here F = FZ =: σ {Z1 , Z2 , . . . , ZI } (all the null sets
are included). The markets are complete if M = L2
and are otherwise incomplete.
A common alternative formulation of this model
starts out with payoff at date 1 of the initial endowments Xi measured in units of the consumption good,
but there are no outstanding
shares, so that the clear
ing condition is Ii=1 θn(i) = 0 for all n. In this case,
we would have F = FX . More generally, we could
let the initial endowments consist of shares and other
types of wealth, in which case F = FX,Z .
If there is uncertainty in the model not directly
reflected in the prices and initial endowments, F ⊃
FX,Z . Then we ought to specify these sources of
uncertainty in the model.

= 1 for n = 1, 2, . . . , N .

Let us consider the ideal model of Arrow and
Debreu [7], and assume for expository reasons that
there is a finite number of states:  = {ω1 , ω2 , . . . ,
ωS }. Denote the N × S payout matrix of the stocks
by Z = {zn,ωs }, where zn,ωs is the payout of common
stock n in state ωs . If N = S and Z is nonsingular,
then markets are complete. It is sufficient to show
that Arrow securities can be constructed by forming
portfolios of common stocks. Since Z is nonsingular
we can define
θ (ωs ) = e(ωs ) Z−1

(4)

= (0, 0, . . . , 0, 1, 0, . . . , 0) with 1 at the
where e
sth place. Then θ (ωs ) Z = e(ωs ) by construction. The
portfolio θ (ωs ) tells us how many shares of each
common stock to hold in order to create an Arrow
security that pays ‘one unit of account’ in state ωs . It
is obvious that as long as Z is nonsingular, we can do
this for each ωs ∈ . Hence, a complete set of Arrow
securities can be constructed, and then we know that
the market structure is complete.
In the one-period case, markets cannot be complete if the random payoffs Z have continuous distributions, or if there is an infinite and countable
number of states, cases that interest us. In the finite
case, the market cannot be complete if the rank of
Z is strictly less than S, the number of states. It is
easy to find examples in the finite case where options
(ωs )
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can complete an otherwise incomplete model (see
e.g. [2, 23].
In continuous-time models with a finite set of
long-lived securities, a redefinition of the concept
of Arrow securities may lead to dynamically complete markets, even if the payoffs are continuously
distributed, as is the case for, for example, the
Black–Scholes model.

Some General Pricing Principles
In this section, we establish some general pricing
principles. Returning to the problem (3), we substitute the first constraint into the objective function and
form the Lagrangian of each individual’s optimization problem
  N


Li (θ) = E ui
θn(i) Zn

− αi

n=1
N




pn (θn(i)

−

(i)
θn )

.

(5)

The first-order conditions are
∂θn(i)

= E(ui (Yi )Zn ) − αi pn = 0,

(6)

implying that
pn =

1
E(ui (Yi )Zn ),
αi

n = 0, 1, . . . , N.

=:

∀ n, m.

(8)

1
1
E(ui (Yi ) · 1) =:
αi
R0
1
1 + rf

∀ i ∈ I,




ui (Yi )
, Rn , ∀ n, (10)
αi

saying that the risk premium of any asset in equilibrium is proportional to the covariance between the
return of the asset and the normalized, marginal utility of the equilibrium allocation Yi for any i ∈ I
of the individuals. One may conjecture this latter
quantity to be equal on M across all the individuals in equilibrium. We shall look into this conjecture
below. We remark here that we may utilize the relation (10) to derive the capital asset pricing model
(CAPM) assuming multinormally distributed returns
(see e.g. [2]). For the CAPM, see [14, 18, 26].

The problem of existence of equilibrium is, perhaps
surprisingly, only dealt with fairly recently [4, 10,
19–22]. Instead of assuming multinormality as we
indicated in the above, a common assumption in this
literature is that the preferences of the investors only
depend on the mean and the variance, in other words,
if Z ∈ M, then a utility function ui : M → R is mean
variance if there exists Ui : R × R → R s.t.
ui (Z) = Ui (E(Z), var(Z))

Suppose there exists a riskless asset, the 0th asset, that
promises to pay one unit of the consumption good at
date 1 in all states ω ∈ . This asset is assumed to
be in zero net supply. Thus,
p0 =

= −(1 + rf )cov

(7)

Defining Rn = Zn /pn , the return of asset n, we have
that for each i ∈ I
1
E(ui (Yi )(Rn − Rm )) = 0,
αi

E(Rn ) − (1 + rf )

Existence of Mean Variance Equilibrium

n=1

∂ Li (θ)

that

(9)

where R0 is the return on the risk-free asset, and rf
denotes the risk-free interest rate. We may then show

∀ Z ∈ M.

(11)

The function Ui is assumed strictly concave and C 2 ,
increasing in its first argument and decreasing in the
second.
We then have the following result [10]:
Theorem 1 Assume that E(Xi ) > 0 for every i =
1, 2, . . . , I and ZM is a nontrivial random variable
(i.e. not equal to a constant a.s.). Then there exists an
equilibrium.
When utilities are linear in mean and variance,
we talk about quadratic utility, that is, Ui (x, y) =
x − ai y, ai > 0 for every i. If this is the case,
equilibrium both exists and is unique. In the above,
it was assumed that utilities were strictly concave, so
quadratic utility only fits into the above framework
as a limiting case.
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No-Arbitrage Restrictions on Expected
Returns
Instead of relying on the rather restrictive assumptions behind the CAPM, we now indicate a similar
relationship assuming only the existence of a stateprice deflator. For a finite version of the following,
see [12]. First, we recall some facts.
The principle of no-arbitrage may be used as the
motivation behind a linear pricing functional, since
any insurance contract can be perfectly hedged in
the reinsurance market. In the standard reinsurance
model, there is an assumption of arbitrary contract
formation. We use the following notation. Let X be
any random variable. Then by X > 0 we now mean
that P [X ≥ 0] = 1 and the event {ω : X(ω) > 0} has
strictly positive probability. In the present setting, by
an arbitrage we mean a portfolio θ with pθ ≤ 0 and
θZ > 0, or pθ < 0 and θZ ≥ 0 a.s. Then we have
the following version of ‘The Fundamental Theorem
of Asset Pricing’: There is no-arbitrage if and only
if there exists a state-price deflator. This means that
if there exists a strictly positive random variable
ξ ∈ L2++ , that is, P [ξ > 0] = 1, such that the market

price pθ =: N
n=1 θn pn of any portfolio θ can be
written
pθ =

N


θn E(ξ Zn ),

(12)

n=1

there can be no-arbitrage, and conversely (see e.g.
[11]).
The extension of this theorem to a discrete-time
setting is true and can be found in the above reference
(see e.g. [12] for the finite dimensional case). In
continuous time, the situation is more complicated;
see, for example [13], or [27]. If we assume that
the pricing functional π is linear, and in addition
strictly positive, that is, π(Z) ≥ 0 if Z ≥ 0 a.s.,
both properties being a consequence of no-arbitrage,
then we can use the Riesz’ representation theorem,
since a positive linear functional on an L2 -space
is continuous, in which case, we obtain the above
representation (see e.g. [2]).
The following result is also useful: If there exists
a solution to at least one of the optimization problems
(3) of the agents, then there is no-arbitrage ([24]). The
conditions on the utility functional may be relaxed
considerably for this result to hold. Consider a strictly
increasing utility function U : L2 → R. If there is a

solution to (3) for at least one such U , then there is
no-arbitrage. The utility function U : L2 → R we use
is of course U (X) = Eu(X). Also if U is continuous
and there is no-arbitrage, then there is a solution to
the corresponding optimization problem.
Clearly, the no-arbitrage condition is a weaker
requirement than the existence of a competitive equilibrium, so if an equilibrium exists, there can be
no-arbitrage.
For any portfolio
θ, let the return be

NRθ = Zθ /pθ ,
θ
Z
,
and
p
=
where Zθ = N
n
n
θ
n=1
n=1 θn pn . We
suppose there is no-arbitrage, and that the linear
pricing functional π is strictly positive. Then there
is, by Riesz’ representation theorem, a state-price
deflator ξ ∈ L++ (by strict positivity). We easily
verify that

 N

1
(13)
E(ξ Rθ ) =
E ξ
θn Zn = 1
pθ
n=1
Suppose as above that there is there is a risk-free
asset. It is then the case that
E(Rθ ) − R0 = βθ (E(Rθ ∗ ) − R0 ),

(14)

where
βθ =

cov(Rθ , Rθ ∗ )
,
var(Rθ ∗ )

(15)

and where the portfolio θ ∗ solves the following
problem
sup ρ(ξ, Zθ ),

(16)

θ

where ρ is the correlation coefficient. The existence
of such a θ ∗ follows as in [12].
We notice that the portfolio payoff Zθ ∗ having
maximal correlation with the state-price deflator ξ
plays the same role in the relation (14) as the market
portfolio plays in the ordinary CAPM. The right-hand
side of (14) can be thought of as the risk adjustment
in the expected return of the portfolio θ.
The advantage with the present representation is
that it does not require the restrictive assumptions
underlying the CAPM.
In order to price any portfolio or security, we get
by definition that E(Rθ ) = E(Zθ )/pθ , or
pθ =

E(Zθ )
E(Rθ )

(17)
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In order to find the market value of the portfolio θ,
one can compute the ratio on the right-hand side of
(17). The numerator requires the expected payout, the
denominator the expected return of the portfolio. In
computing the latter, (14) may be used. It amounts
to finding the expected, risk-adjusted return of the
portfolio (security), which one has been accustomed
to in finance since the mid-1960s. The method is
still widely used in practice, and can find further
theoretical support in the above derivation (beyond
that of the CAPM).
This in contrast to the more modern contingent
claims valuation theory, where one, instead, risk
adjusts the numerator in (17) E Q (Zθ ), through a
risk-adjusted probability measure Q, equivalent to
the given probability measure P , and then use the
risk-free interest rate R0 in the denominator, that is,
pθ = E Q (Zθ )/R0 . Here dQ/dP = η and η = ξ R0 .
Both methods require the absence of arbitrage, and
the existence of a state-price deflator. Which method
is the simplest to apply in practice, depends on the
situation.

In this section, we elaborate on the incomplete
case. Consider a model where an equilibrium exists,
so that there is no-arbitrage, and hence there is a
strictly positive state-price deflator ξ ∈ L2++ . Recall
the optimization problem of the standard risk sharing
model in insurance. If (π; Y1 , . . . , YI ) is a competitive equilibrium in the reinsurance model, where
π(V ) = E(V ξ ) for any V ∈ L2 , then there exists
a nonzero vector of agent weights λ = (λ1 , . . . , λI ),
λi ≥ 0 for all i, such that the equilibrium allocation
(Y1 , . . . , YI ) solves the problem
Euλ (ZM ) =:

sup

sup

I


λi Eui (Vi ) subject to

(V1 ,...,VI ) i=1
I


Vi ≤ ZM ,

(19)

i=1

where Vi ∈ M, i ∈ I. The relation between the λi
and αi is the same as in the above. The first-order
conditions are
E{(ũλ (ZM ) − αξ )Z} = 0

∀ Z ∈ M,

Vi ≤ ZM ,

(20)

where α > 0 is a Lagrangian multiplier. This gives
rise to the pricing rule
π(Z) =

1
E(ũλ (ZM )Z) = E(ξ Z)
α

E{(ui (Yi ) − αi ξ )Z} = 0

∀ Z ∈ M,
i ∈ I.

∀ Z ∈ M,
i = 1, 2, . . . , I,

(21)

(18)

i=1

where Vi ∈ L2 , i ∈ I. Here λi = (1/αi ), where αi
are the Lagrangian multipliers of the individual optimization problems of the agents. For ui concave and
increasing for all i, we know that solutions to this
problem also characterizes the Pareto optimal allocations as λ ≥ 0 varies.

(22)

where Yi are the optimal portfolios in M for agent i,
i = 1, 2, . . . , I , giving rise to the market value
π(Z) =

1
E(ui (Yi )Z) = E(ξ Z)
αi

for any

Z ∈ M.
(23)

Let us use the notation
u (Yi )
ũ (ZM )
ξ̃ = λ
,
, ξi = i
α
αi

i = 1, 2, . . . , I.
(24)

λi Eui (Vi ) subject to

(V1 ,...,VI ) i=1
I


E ũλ (ZM ) :=

Similarly, for the problem in (3) the first-order conditions can be written

Incomplete Models and Allocation
Efficiency

I


Suppose now that a competitive financial equilibrium exists in M. Then there exists a nonzero
vector of agent weights λ = (λ1 , . . . , λI ), λi ≥ 0 for
all i such that the equilibrium allocation (Y1 , . . . , YI )
solves the problem

Since M is a closed, linear subspace of the Hilbert
space L2 , if M = L2 then the model is incomplete.
In this case, there exists an X in L2 , X = 0, such that
E(XZ) = 0 for all Z ∈ M. We use the notation X⊥Z
to signify E(XZ) = 0, and say that X in orthogonal
to Z. Also, let M ⊥ be the set of all X in L2 , which
are orthogonal to all elements Z in M. There exists
a unique pair of linear mappings T and Q such that
T maps L2 into M, Q maps L2 into M ⊥ , and
X = T X + QX

(25)
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for all X ∈ L2 . The orthogonal projection TX of X in
M is the unique point in M closest (in L2 -norm) to X.
If X ∈ M, then T X = X, QX = 0; if X ∈ M ⊥ , then
T X = 0, QX = X. We now simplify the notation to
T X = X T and QX = X Q for any X ∈ L2 .
Using this notation, from the above first-order
conditions we have that
(ξ − ξ̃ )⊥M

and (ξ − ξi )⊥M, i = 1, 2, . . . , I.
(26)

In other words (ξ − ξ̃ ) ∈ M ⊥ and (ξ − ξi ) ∈ M ⊥ for
all i and accordingly (ξ − ξ̃ )T = 0 and (ξ − ξi )T = 0
for all i, so the orthogonal projections of ξ , ξ̃ and ξi ,
i = 1, 2, . . . , I on the marketed subspace M are all
the same, that is,
ξ T = ξ̃ T = ξiT ,

i = 1, 2, . . . , I.

(27)

Thus we have shown the following
Theorem 2 Suppose an equilibrium exists in the
incomplete financial model. Then security prices are
determined in equilibrium such that agents, in solving
their optimization problems, are led to equalize the
projections of their marginal rates of substitution in
the marketed subspace M of L2 , the projections being
given by Equation (27).
The conditions ξ T = ξiT for all i correspond to
the first-order necessary conditions ξ = ξi for all i
of an equilibrium in the standard reinsurance model,
when trade in all of L2 is unrestricted, and similarly the condition ξ T = ξ̃ T corresponds to the
first-order necessary condition ξ = (1/α)uλ (ZM ) of
the corresponding unrestricted, representative agent
equilibrium.
Notice that there is an analog to the above in the
finite dimensional case, saying that if a financial market equilibrium exists, then the equilibrium allocation
is constrained Pareto optimal (i.e. the optimal allocations are constrained to be in the marketed subspace
M) (see [17], Theorem 12.3).
In general, markets of this kind may have an
equilibrium, but this may not be a Pareto optimum.
An exchange of common stock can lead to a Pareto
optimum if the utility functions satisfy some rather
restrictive assumptions (risk tolerances are affine with
identical cautiousness, see, for example, [3, 25, 28].
We now turn to the issue of existence of equilibrium.

Existence of Equilibrium
In this section, we address the issue of existence
of equilibrium. It turns out that we will have to
relate to three different concepts of equilibrium: First,
an equilibrium in the reinsurance market; second, a
financial economics equilibrium; and third, something
we call a ‘no- arbitrage equilibrium’.
Several approaches are possible, and we indicate
one that may be extended to the multiperiod case.
It involves transforming the concept of a financial
market equilibrium into the concept of a no-arbitrage
equilibrium, which is simply a constrained reinsurance equilibrium. This transformation permits techniques developed for analyzing the traditional reinsurance equilibrium to be transferred to the model
with incomplete markets.
Recall the budget set of the ith individual in
the financial market economy BiF (p; θ) given in
equation (2), and notice that the budget set in the
reinsurance economy is
BiR (ξ ; Xi ) = Yi ∈ L2+ : E(ξ Yi ) = E(ξ Xi ) .
(28)
The no-arbitrage equation is p = E(ξ Z) where p =
(p1 , . . . , pn ) and Z = (Z1 , . . . , ZN ) . The idea is
to reformulate the concept of a financial market
equilibrium in terms of the variable ξ . Then the
demand functions for securities as functions of p
are replaced by demand functions for the good as
functions of the state-price deflator ξ .
Whenever p = E(ξ Z), the budget set BiF (p; θ)
can be reformulated as
BiNA (ξ ; Xi ) = Yi ∈ L2+ : E(ξ Yi )
= E(ξ Xi ), Yi − Xi ∈ M} .

(29)

We notice that this budget set is a constrained version
of the budget set BiR (ξ ; Xi ).
A no-arbitrage equilibrium is a pair consisting of
an allocation Y and a state-price deflator ξ such that
1. Yi ∈ argmax{Eui (V ): V ∈ BiNA (ξ ; Xi )}
I
2.
i=1 (Yi − Xi ) = 0.
It may then be shown that a financial market equilibrium exists whenever a no-arbitrage equilibrium
exists. A proof of this result can be found, in the finite
dimensional case, in [17]. Furthermore, the existence
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of a no-arbitrage equilibrium is closely connected to
the existence of a reinsurance equilibrium. Again a
finite dimensional demonstration can be found in the
above reference.
Therefore, we now restrict attention to the existence of a reinsurance market equilibrium in the
infinite dimensional setting of this paper. It is defined
as follows:
A reinsurance market equilibrium is a pair consisting of an allocation Y and a state-price deflator ξ
such that
1. Yi ∈ argmax{Eui (V ): V ∈ BiR (ξ ; Xi )}
I
2.
i=1 (Yi − Xi ) = 0.
One main difficulty is that the positive cone L2+
has an empty interior, so that we can not use standard
separation arguments to obtain price supportability.
One alternative is to make assumptions directly on
preferences that guarantee supportability of preferred
sets. The key concept here is properness introduced
in [15] see also [16].
We do not face this difficulty if we allow all of
L2 as our ‘commodity’ space.
A pair (Y, ξ ) is a quasi equilibrium if
E(ξ XM ) = 0 and for each i, E(ξ Ŷi ) ≥ E(ξ Xi )
whenever Ui (Ŷi ) > Ui (Yi ). A quasi equilibrium is an
equilibrium if Ui (Ŷi ) > Ui (Yi ) implies that E(ξ Ŷi ) >
E(ξ Yi ) for all i. The latter property holds at a quasi
equilibrium if E(ξ Xi ) > 0 for all i.
Without going into details, we can show the following (e.g. [1, 2, 28]).
Theorem 3 Assume ui (·) continuously differentiable
for all i. Suppose that XM ∈ L2++ and there is some

allocation V ≥ 0 a.s. with Ii=1 Vi = XM a.s., and
such that E{(ui (Vi ))2 } < ∞ for all i, then there exists
a quasi equilibrium.
If every agent i brings something of value to
the market, in that E(ξ Xi ) > 0 for all i, which
seems like a reasonable assumption in most cases
of interest, we have that an equilibrium exists under
the above stipulated conditions. We notice that these
requirements put joint restrictions on both preferences
and probability distributions.
This theorem can, e.g., be illustrated in the case
with power utility, where all the agents have the same
relative risk aversion a. The above condition is, for
V = X, the initial allocation, E(Xi−a ) < ∞ for all i.
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Let us also consider the case with negative exponential utility. The requirement is then


2Xi
E exp −
< ∞, ∀ i.
(30)
ci
These moments appear when calculating the equilibrium, where the zero sum side payments depend on
moments of this kind.
Returning the incompleteness issue, we require
smoothness of the utility functions, for example, ui >
0, ui ≤ 0 for all i. In addition, Xi ∈ L2++ for each
i ∈ I, and the allocation V ∈ M. We then conjecture
that a financial market equilibrium exists.
Theorem 4 Assume ui (·) continuously differentiable
for all i, and that a reinsurance market equilibrium exists, such that E(ξ Xi ) > 0 for all i. Suppose
that Xi ∈ L2++ and there is some allocation V ≥ 0

a.s. with V ∈ M and Ii=1 Vi = ZM a.s., such that
E{(ui (Vi ))2 } < ∞ for all i. Then there exists a financial market equilibrium.
If a reinsurance market equilibrium exists, the projections in M of the marginal rates of substitution will
be equalized, since now the agents, in solving their
optimal problems, are led to equalize the marginal
rates of substitution (in L2 ). Thus, it is obvious that
the first-order conditions (27) are satisfied.
On the other hand, if the first-order conditions (27)
hold, by the Hahn–Banach Theorem, the resulting
linear, positive functional may be extended to a
continuous linear functional in all of L2 , although
this extension may not be unique. Using the Riesz
Representation Theorem there is a linear, continuous
pricing functional represented by ξ ∈ L2 , valid in all
of L2 .
The following result in fine print should be observed. Suppose there is no-arbitrage in the marketed
subspace M. Then there is a strictly positive, linear
functional in M representing the prices. By a variant
of the Hahn–Banach Theorem, sometimes called the
Kreps–Yan Theorem, if M is closed, this functional
can be extended to a linear and strictly positive
functional on all of L2 . Thus, there is no-arbitrage
in L2 under the stated conditions. Hence, sufficient
conditions ensuring that M is closed becomes an
issue.
Thus, if a finance market equilibrium exists, there
is a close connection to an equilibrium in L2 in the
corresponding reinsurance market.
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Idiosyncratic Risk and Stock Market Risk
A natural interpretation of the foregoing model may
be as follows: consider some consumers having initial
endowments Xi measured in units of the consumption
good. The uncertainty they face is partly handled by
forming a stock market as explained above, but still
there may be important risks that cannot be hedged
in a stock market: property damage, including house
fires, car thefts/crashes etc., labor income uncertainty,
and life length uncertainty. In order to deal with
idiosyncratic risk, we may assume there exists an
insurance market where the consumer can, against
the payment of a premium, get rid of some of the
economic consequences of this type of uncertainty,
and also a social security system, which together
with unemployment insurance will partly smooth
income from labor. The corresponding uncertainties
are assumed external.
We are then in situation (b) described above
regarding the stock market, but we assume that the
overall market facing the consumers is complete, just
as the reinsurance market is complete by construction. Suppose there exists a unique equilibrium in this
overall market. We may then use the results from the
standard reinsurance model. Despite the fact that the
stock market model is not complete, and indeed also
inefficient, consumers would still be able to obtain
Pareto optimal allocations in this world, and the stateprice deflator is ξ , not ξ̃ . The optimal allocations
in the stock market must hence be supplemented by
insurance in order to obtain the final equilibrium allocations Yi of the consumers.
This way we see that the principles governing the
risks are valid in the stock market as well as in the
insurance markets, since the state-price deflator is the
same across all markets, or, a risk is a risk is a risk. . .
The reason is that the different markets have the same
purpose, namely, to enable the consumers to obtain
their most preferred outcomes among those that are
feasible.
A detailed study of a model based on these principles is beyond the scope of this presentation. The
inclusion of idiosyncratic risk together with market
risk would presumably complicate matters. Typically,
asymmetric information may play a role. Suffice it
is to note that much of the focus these days in
studying incomplete markets seems to be centered
on the stock market alone, not seeming to realize
that very important aspects of economic uncertainty

facing most individuals cannot be managed in the
financial markets for stocks and options alone.

Conclusions
We have argued that many results in finance can
be seen as consequences of the classical theory of
reinsurance.
Karl H. Borch both contributed to, and borrowed
from, the economics of uncertainty developed during the 1940s and 1950s (e.g. [8, 9]). While the
reformulation of the general equilibrium theory, formulated by Arrow and Debreu [5, 7], was perceived
as too remote from any really interesting practical
economic situation by most economists at the time,
Borch found, on the other hand, that the model they
considered gave a fairly accurate description of a
reinsurance market.
In this paper, we have tried to demonstrate the usefulness of taking the reinsurance model as the starting
point for the study of financial market equilibrium in
incomplete markets. This as a modest counterbalance
to the standard point of view, that the influence has
mainly gone in the opposite direction.

References
[1]

Aase, K.K. (1993). Equilibrium in a reinsurance syndicate; existence, uniqueness and characterization, ASTIN
Bulletin 22(2), 185–211.
[2] Aase, K.K. (2002). Perspectives of risk sharing, Scandinavian Actuarial Journal 2, 73–128.
[3] Aase, K.K. (2004). Pooling in insurance, Encyclopedia
of Actuarial Science, John Wiley & Sons, UK.
[4] Allingham, M. (1991). Existence theorems in the capital
asset pricing model, Econometrica 59, 1169–1174.
[5] Araujo, A.P. & Monteiro, P.K. (1989). Equilibrium
without uniform conditions, Journal of Economic Theory
48(2), 416–427.
[6] Arrow, K.J. (1970). Essays in the Theory of RiskBearing, North Holland, Chicago, Amsterdam, London.
[7] Arrow, K. & Debreu, G. (1954). Existence of an
equilibrium for a competitive economy, Econometrica
22, 265–290.
[8] Borch, K.H. (1960). The safety loading of reinsurance
premiums, Skandinavisk Aktuarietidsskrift 163–184.
[9] Borch, K.H. (1962). Equilibrium in a reinsurance market, Econometrica I, 170–191.
[10] Dana, R.-A. (1999). Existence, uniqueness and determinacy of equilibrium in C.A.P.M. with a riskless asset,
Journal of Mathematical Economics 32, 167–175.

Financial Economics
[11]

[12]
[13]

[14]

[15]

[16]

[17]
[18]
[19]

[20]

Dalang, R., Morton, A. & Willinger, W. (1990). Equivalent martingale measures and no-arbitrage in stochastic securities market model, Stochastics and Stochastics
Reports 29, 185–201.
Duffie, D. (2001). Dynamic Asset Pricing Theory,
Princeton University Press, Princeton, NJ.
Kreps, D. (1981). Arbitrage and equilibrium in economies with infinitely many commodities, Journal of
Mathematical Economics 8, 15–35.
Lintner, J. (1965). The valuation of risk assets and the
selection of risky investments in stock portfolios and
capital budgets, Review of Economics and Statistics 47,
13–37.
Mas-Colell, A. (1986). The price equilibrium existence
problem in topological vector lattices, Econometrica 54,
1039–1054.
Mas-Colell, A. & Zame, W.R. (1991). Equilibrium
theory in infinite dimensional spaces, in Handbook of
Mathematical Economics, Vol. IV, W. Hildenbrand &
H. Sonnenschein, eds, North Holland, Amsterdam, New
York, Oxford, Tokyo, pp. 1835–1898.
Magill, M. & Quinzii, M. (1996). Theory of Incomplete
Markets, The MIT Press, Cambridge, MA; London, UK.
Mossin, J. (1966). Equilibrium in a capital asset market,
Econometrica 34, 768–783.
Nielsen, L.T. (1987). Portfolio selection in the meanvariance model, a note, Journal of Finance 42,
1371–1376.
Nielsen, L.T. (1988). Uniqueness of equilibrium in
the classical capital asset pricing model, Journal of
Financial and Quantitative Analysis 23, 329–336.

[21]

[22]
[23]
[24]
[25]

[26]

[27]

[28]

9

Nielsen, L.T. (1990a). Equilibrium in C.A.P.M. without a riskless asset, Review of Economic Studies 57,
315–324.
Nielsen, L.T. (1990b). Existence of equilibrium in
C.A.P.M., Journal of Economic Theory 52, 223–231.
Ross, S. (1976). The arbitrage theory of capital asset
pricing, Journal of Economic Theory 13, 341–360.
Ross, S. (1978). A simple approach to the valuation of
risky streams, Journal of Business 51, 453–475.
Rubinstein, M. (1974). An aggregation theorem for
securities markets, Journal of Financial Economics 1,
225–244.
Sharpe, W.F. (1964). Capital asset prices, a theory of
market equilibrium under conditions of risk, Journal of
Finance 19, 425–442.
Schachermayer, W. (1992). A Hilbert-space proof of
the fundamental theorem of asset pricing, Insurance:
Mathematics and Economics 11, 249–257.
Wilson, R. (1968). The theory of syndicates, Econometrica 36, 119–131.

(See also Catastrophe Derivatives; Interest-rate
Modeling; Market Models; Regression Models for
Data Analysis; Risk Management: An Interdisciplinary Framework; Volatility; Wilkie Investment
Model)
KNUT K. AASE

Financial Insurance
Financial Insurance Defined
Putting aside any distinction between the concepts
of financial insurance and financial guaranty insurance for the moment, one of the most fundamental definitions available for financial guaranty insurance is in [12], which I modify only slightly here:
an insurance contract that guarantees a cash (or
cash equivalent) payment from a financial obligation, or a stream of such payments, at specified points
of time.
A more detailed and also more limiting definition, found in Rupp’s Insurance & Risk Management
Glossary, is based on the National Association of
Insurance Commissioners (‘NAIC’) Financial Guaranty Model Act:
It is a descendent of suretyship and is generally
recorded as surety on the annual statement that insurers file with regulators. Loss may be payable in any
of the following events: the failure of an obligor
on a debt instrument or other monetary obligation
to pay principal, interest, purchase price or dividends when due as a result of default or insolvency
(including corporate or partnership obligations, guaranteed stock, municipal or special revenue bonds,
asset-backed securities, consumer debt obligations,
etc.); a change in interest rates; a change in currency exchange rates; or a change in value of specific
assets, commodities or financial indices [14].

We can distinguish between financial insurance and
financial guaranty insurance by the manner in which
a particular contract responds when coverage is triggered, as their economic risk transfer is roughly
equivalent. Typical financial guaranty contract wording provides for the unconditional and irrevocable
payment of that portion of principal or accreted value
of and interest on the insured obligation, which is
due for payment and which the issuer has failed to
pay [15]. The financial guaranty insurer effectively
agrees to make payment immediately and specifically
forgoes the right to withhold payment in case they
are contesting a claim. Financial insurance can be
viewed as a broader concept, including both financial guaranty contracts as well as other ‘more typical
indemnification contracts, which allow for the rights
of reviewing and challenging claims’ [12].
Another characteristic that is typical of financial guaranty insurance is the concept of a zero-loss

ratio approach. Monoline financial guaranty insurers
(highly rated insurers whose only line of business
is financial guaranty insurance) generally write contracts intended to have extremely low probabilities of
triggered coverage and hence require minimal, if any,
loss reserves (see Reserving in Non-life Insurance).
The probability of triggering coverage is intended to
be in line with the very low probabilities of default
normally associated with investment grade securities.
‘In fact, all Triple-A insurers subscribe to what may
be termed a “zero loss” or “remote loss” underwriting
standard’ [16].
Other writers of financial insurance deviate dramatically from this zero-loss ratio approach and have
insured exposures with relatively high probabilities
of triggering coverage. This is particularly true in the
case of coverage for primary or low deductible ‘mezzanine’ coverage for securities whose underlying cash
flows are generated by pools of financial obligations.

Product Types
Financial Insurance Policies Covering the
Obligations of a Single Obligor or Project
These are contracts that generally provide for coverage against failure to pay interest and principal of an
obligation, which is supported by the cash flows associated with a single entity or project. The majority of
the obligations insured by such policies are issued by
municipal and state governments or private entities
that serve some public purpose [9]. The securities
can be general obligations of these entities or can
be supported only by specific projects. Examples of
the categories of obligations insured by the monoline
insurers include airport revenue, college and university, municipal electric and gas, private and public
schools, solid waste resource recovery, toll roads, tunnels and bridges, other infrastructure finance issues,
general obligation bonds, water and sewer bonds, and
infrastructure finance bonds [5].
Other financial insurers, including commercial
insurers and reinsurers, have further expanded the
universe of insurable financial obligations beyond
those that monoline insurers have been willing to
underwrite. This expansion has accelerated in recent
years. ‘There has been a recent trend by (these entities) to financially guaranty almost all asset risk
categories in the capital markets. In many instances,
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a very risky asset (e.g. cruise ship construction
or future film production receivables) is insured
in some way and converted into investment grade
bonds’ [12].

Financial Insurance Policies Covering Securities
Backed by Pools of Obligations
These contracts provide coverage for failure to pay
interest and principal of obligations whose underlying
cash flows are generated by pools of other financial obligations. The monoline insurance companies
have insured securities backed by assorted financial
obligations including: automobile loans, credit card
receivables, equipment leases, rental car fleet loans,
boat loans, franchise receivables, tax liens, student
loans, pools of loans or bonds (CDOs or Collateralized Debt Obligations), as well as structured financings that help financial institutions manage their risk
profiles or obtain regulatory capital relief [2].
Generally, these pools are funded with the issuance
of several tranches of financial obligations. The
tranches can be characterized as equity or first
loss position, mezzanine layers, and senior layer.
‘The equity is the amount of risk often retained
by the issuer, in that respect it is similar to a
deductible’ [12]. As such, it is also the first layer to
experience losses if the underlying obligations do not
perform. The lower mezzanine tranches are typically
not insured by monoline insurers but may be insured
by multilines, with their greater appetite for higher
frequency risk or retained by end investors in the obligation. Senior mezzanine tranches may be insured by
monoline insurers to the extent that their risk profile is
consistent with an investment grade rating. The senior
layers are generally insured by monoline writers and
represent the most senior and least risky of all the
obligations issued.

Credit Derivatives Providing Protection for Pools
of Obligations
A recent innovation in the field of financial insurance
has been the advent of credit derivatives, which
are financial instruments used to transfer credit risk
separately from the funding of obligations [11]. This
has led insurers to provide protection on pools of
obligations directly rather than identifying an insured
obligation, which would be, in turn, backed by that
pool. The contract providing the protection, can take
the form of either a credit derivative or an insurance

contract depending on the nature of the vehicle used
to aggregate the individual risks. In their discussion
of English case law, Ross and Davies [13] explain
the distinction in the form of a contract:
The most important features for the purpose of distinguishing credit insurance from a credit derivative
is that the insured must have an insurable interest in
the subject matter of the insurance. In other words,
the insured must stand to lose financially if the event
insured against happens.

In the case of a credit derivative contract,
although the originating party may suffer a loss if
the relevant credit event occurs and, indeed, may
have entered into the credit derivative specifically
to hedge against that risk of loss, the counterparty
is obliged to pay the originating party on the occurrence of a credit event whether or not the originating
party had actually suffered a loss.

Similar legal distinctions exist in the United States
and have significant accounting, tax, and regulatory
consequences.

Exposure Bases
The primary exposure base for financial insurance
is the total undiscounted amount of interest and
principal payments due under the insured obligation.
This exposure base has been criticized, ‘since it
ignores the timing of the risk: a dollar of debt service
due in one year bears the same premium that a dollar
of debt service due in 30 years bears’ [1].
The inherent weakness and theoretical implications
of this exposure base are highlighted by Angel [1]:
‘If the premium is proportional to the present value
of the expected losses, use of the undiscounted
amount of payments as an exposure base implies that
expected losses increase exponentially over time at
the same rate as the discount rate, which would be
an unlikely coincidence.’

Rating Criteria and Methodology
Brown [3] cites the following as general underwriting
considerations for financial guaranty insurance products: nature of the obligation, purpose of financial guaranty, character, capital and capacity of the
obligor, other parties to the transaction, collateral,
deductibles, reserves, recourse and legal features of
the structure, project property and assets.
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differences in the goals of each process drive slight
differences in their focus.

Financial Insurance Policies Covering the
Obligations of a Single Obligor/Project
There is a clear link between rating agency credit
analysis and financial insurance underwriting, but
Table 1

With few exceptions, the credit analysis performed
by the insurers parallels that performed by the rating

Illustrative rating criteria for various obligation types

Underlying
obligation type
General obligation
Airport revenue bond

Managerial/performance

Economic

Revenue and financial history
Quality of management
Proforma financials
Historical passenger facility
charge and
Enplaning passenger trends

Demographics

College and university Operating history
revenue bonds
Growth in enrollment
Healthcare revenue
bonds

Housing bonds

Electric and gas
revenue bonds &
Water and sewer
revenue bonds

Recruitment and retention
programs
Management experience and
tenure
Top admitter percentages

Airline market share
Service area attractiveness to
airlines
Other than those that use airport
as a hub
For public universities –
continued state support

Use of independent real estate
consultants
Site visit requirements
Ability to demonstrate
prudent management
Clearly articulated strategy

Occupancy rates

Customer and sales trends

Demonstrated economic
feasibility of new projects
Transaction size

Enrollment trends

Solid waste/resource
recovery bonds

Technology used in facility
Operating history
Operator experience

Legal/structural

Pledge of revenue
Level of rate covenant
Reserve fund
provisions
Level of security/Liens
Reserve funds requirements
Max debt services as %
unrestricted revenues

Type of hospital or system

Evidence of hospital providing
essential services
Active medical staff age
requirements
Level of board oversight of
Dominance of facility/ Presence
strategic decisions
of unique niche
Historic financial performance Inpatient/Outpatient trends
State agency oversight/
Demographic indicators
management
Financial operating history
Employment indicators
Board of directors
Property value indicators
involvement
Management presence
Real estate quality

Private secondary
school bonds
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Loan to value statistics
Diversity of economic base of
service area
System condition and capacity

Cash flow sufficiency tests
Reserve levels
Legal/Security provisions
Level of credit support of
agency/state
Taylored legal
documents/structure
Level of security
Level of credit support/liens
Rate covenant level
Reserve fund requirements

Annual debt service
limitations
Reserve fund requirements
Cost structure relative to
Contract status
neighboring facilities
Reserve fund
Service area economic conditions Licensing status
Landfill capacity
Level of security
Review by independent
Rate covenant level
engineering firm
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agencies. In addition, the underwriting analysts for
the insurers must consider the credit-worthiness of
the underlying obligor over the full term of the
financing. As a result, underwriters for the insurers
often tend to take a longer view as to the creditworthiness of an issue than might analysts for rating
agencies or other research analysts, who are more
free to update opinions, amend ratings, or trade
bonds out of their portfolios [4].

‘Though specific underwriting criteria will vary by
firm and by the type of bond being insured, there is
a general consensus on the factors to be considered.
For municipal issuers, for example, the insurers will
look at revenue and financial history, demographics
and the quality of management’ [9]. Given the low
frequency and high severity nature of the product,
rating criteria are used equally to measure pricing
and to gain the greatest assurance that the underlying obligor will not default on principal or interest
payments [4]. In fact, the insurers’ ability to extract
contractual considerations from issuers at the time of
underwriting based on rating criteria has been sighted
as a cause for the value created by financial guaranty
insurance [1].
The principal rating criteria can been divided into
the following categories: managerial/performance
related, economic, and legal/structural. Table 1
summarizes illustrative rating criteria for various
obligation types based on criteria published by
MBIA [6].

Financial Insurance Policies Covering Securities
Backed by Pools of Obligations and Credit
Derivatives

is assessed using a variety of methods including:
(a) rating agency public ratings; (b) rating agency
private or shadow ratings; (c) implied ratings; and
(d) the use of internal credit scoring models that can
be mapped to rating agency models. Based on this
analysis, the amount of structural mezzanine debt
and equity providing first-loss protection for each
succeeding senior layer is determined [11].

For other types of obligations backed by pools, the
method for measuring credit quality of the underlying
assets will differ, but the general framework for the
analysis of the pool will remain intact. This holds true
for protection sold in the form of a credit derivative as
well. For a more theoretical discussion of the pricing
of default risk for correlated portfolios, I point the
reader to [7, 8, 10].

Reserving for Financial Insurance
Contracts
Given the zero-loss ratio approach ascribed to by
many financial insurers, IBNR reserves are generally
not established or are very limited in scale. Reserves
are established through various methods including
exposure monitoring, loss ratio methods, unallocated
reserves as a percent of par outstanding or written,
and reserving methods based on market-implied default probabilities. I point the reader to [12] for
a detailed discussion of these various reserving
techniques.
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Financial Reinsurance
Financial reinsurance is, strictly speaking, the combination of financing and reinsuring insured losses.
The combination can lie anywhere on the continuum from pure finance to pure reinsurance. It is
commonly called finite-risk reinsurance; but one may
limit reinsurance coverage without recourse to financing. Financial reinsurance differs from integrated or
blended covers in that it deals only with insured
losses, whereas they integrate insured losses with
other risks, especially with the risk of poor investment performance. And it differs from alternative
risk transfer in that the latter transfers insurance,
at least ultimately, to capital markets, rather than
to reinsurers.
Financing is the provision of funds, whether before
the fact, as in financing a child’s education, or after
the fact, as in financing an automobile. An insurer
can finance its insurance losses before or after they
are paid, or even incurred. But it will pay the
exact amount of those losses. Financial reinsurance
can have any of the characteristics of finance (e.g.
pre- or postevent, choice of investment vehicle) and
reinsurance (e.g. proportional or nonproportional,
retrospective or prospective). Writers aspire to the
perfect taxonomy, or classification, of financial reinsurance, for example, [1:740–749], [3], [4:45–84],
[6:321–350], [7] and [9:12–23]. But implicit within
every such contract is a division of losses into funded
and reinsured, as well as a corresponding division of
premiums into funding and margin. An experience
fund, whether really invested or just on paper, is some
form of difference of losses from premiums, and the
insurer stands at least to gain, perhaps also to lose,
from this fund by way of a profit commission. In
other words, if the insurer pays ‘too much,’ it gets
some of its money back.
To introduce financial-reinsurance concepts a timeless setting is helpful. Suppose that an insurer pays
$100 for reinsurance against random loss L. But
the insurer will receive 60% of the profit, whether
positive or negative, or profit commission P C =
0.6(100 − L). The maximum profit commission is
$60, and the insurer is in effect paying 60% of its
losses. Of the $100 premium, $60 is funding and
$40 margin; and of the losses, 60% is funded and
40% is reinsured. The reinsurer assumes only 40%
of the insurance risk; in common parlance it assumes

a ‘vertical (or proportional) risk element’ of 40%.
But in turn, the reinsurer faces financial risks, one of
which is the default risk of not getting repaid in the
event of a negative profit.
Alternatively, the profit commission might be
asymmetric: P C = max(0.6(100 − L), 0). Again, the
maximum commission is $60, but the insurer is now
in effect funding 60% of the first $100 of its losses. So
the margin, which is $40, covers the insurance risk
of 40% of the first $100 and all the loss in excess
of $100. Here, according to common parlance, the
reinsurer assumes a ‘horizontal (nonproportional) risk
element’ of all the loss in excess of $100, in addition
to a 40% vertical risk element. The contract terms
would likely specify a premium of 100, a margin of
40, an experience account of premium less margin
less 60% of losses, and a profit commission of any
positive experience account.
The simplest financial-reinsurance contract is the
financial quota-share treaty. In [8:339] an example is
described of a treaty with unlimited coverage that
gives a minimum ceding commission of 10% of
premium, and increases that percentage to the extent
to which the loss ratio is less than 85%. Then the
insurer is funding the first 85% of its losses. The
reinsurer’s margin is 5%, which covers the insurance
risk of losses in excess of 85% of premium.
A common retrospective treaty is the adverse
development cover. Again to borrow from [8:341],
an insurer might need to increase its gross loss
reserves (see Reserving in Non-life Insurance) from
$150 million to 180 million. If these reserves pay
out sufficiently slowly, a reinsurer may be willing to cover $30 million of adverse development in
excess of $150 million for a premium of $15 million. The insurer could then raise its gross reserves
by $30 million while reducing its surplus by only
15 million. It would be tempting for the insurer to
take advantage of the reinsurance discount by attaching at less than 150 million. If the reinsurer offered
to cover $65 million in excess of 115 million for a
premium of 35 million, the insurer could fund the
cover from the reduction of its net reserves, thus suffering no reduction of surplus. Such a cover, which
in effect allows an insurer to discount some of its
loss reserves, might run afoul of accounting rules,
particularly New York Regulation 108 and FAS 113
(see [11:290]). If accounting allowed for discounted
reserves, adverse development covers would have little effect on surplus.
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Because one year is for most purposes a short
financial horizon, many financial-reinsurance contracts are multiyear. For example, a 5-year ‘spreadloss’ treaty might attach at $100 million per earthquake, and provide an annual limit of 25 million and
a term limit of 50 million. The annual premium might
be $6 million, of which 5 is funding and 1 is margin.
Any positive balance of funding minus losses returns
to the insurer. So the insurer is funding the first $25
million of excess losses over the term, and the margin covers the insurance loss of the next 25 million.
Sound pricing technique must impound into the margin not only the insurance risk but also the present
value of the difference of fund premiums from funded
losses, as well as the default risk of the reinsurer’s
not receiving all the fund premium. Normally such
a treaty has a commutation clause, permitting the
insurer to commute whenever the fund balance is
positive. Frequently, both parties intend to cancel and
rewrite the treaty, should it be loss-free after the first
year. Then the insurer pays only the margin up front,
and the funding begins only in the event of a loss
(i.e. pure postfunding).
In this example, it might be undesirable for the
losses to reach their maximum limit too early, for
the insurer would then be obtaining no new coverage
with its ongoing reinsurance premiums. To lessen
this chance, the treaty could cover two layers, 25
excess 100 million and 25 excess 125 million. But
each layer would have a term limit of $25 million.
This would assign the funding to the first layer, and
the insurance to the second, less-exposed layer. This
feature barely touches the complexities of financial
reinsurance; but however ingeniously underwriters,
actuaries, accountants, and lawyers seek to create new
contract types, the essence remains of dividing losses
into funded and reinsured.
Generally speaking, the benefits of financial reinsurance are just the benefits of financing and of
reinsurance. Financial reinsurance is particularly salutary when pure reinsurance is difficult to obtain. But
a contract that lies far on the financing end of the
continuum may take advantage of accounting rules.
The earliest contracts, the so-called ‘time and distance’ covers of the 1970s and 1980s [9:16], allowed
insurers to pay discounted prices to cede undiscounted liabilities. Accounting rules, particularly FAS
113 and EITF 93-6 in the United States, now allow
a financial-reinsurance contract to receive insurance
accounting only if its insurance risk is significant.

This has spawned discussion over what insurance risk
is, how to quantify it, and how much is significant
([2:13–19] and [10]). From an accounting perspective it might be desirable to break the financing out
of a financial-reinsurance contract, much as a derivative is to be broken out of the instrument in which
it is embedded. A contract would then receive the
proper combination of deposit and insurance accounting. The current, practical approach encourages the
seasoning of financial-reinsurance contracts with just
enough insurance risk to qualify as significant. However, long-standing custom has ignored mild forms of
financial (re)insurance, such as retrospectively rated
policies and reinsurance treaties with small profit
commissions; so some pragmatism is inevitable.
Postfunding places the reinsurer in the role of
a bank or finance company. The reinsurer may or
may not provide this service less expensively than a
bank might provide it. However, the reinsurer provides it contingently in the event of a loss, when the
insurer might be at a disadvantage in petitioning for
funds. Moreover, if the insurer’s auditors treat the
transaction as reinsurance, it may receive accounting and tax benefits [1:736–740], especially if the
insurer need not accrue the future fund premiums.
Most financial-reinsurance contracts are customized
to the needs and desires of insurers (hence, they are
more costly to underwrite, and their meanings may be
more ambiguous); but the parties involved should not
deliberately allow financial reinsurance to conceal an
insurer’s economic situation. For despite the cleverness of concepts, economic value cannot be created
out of nothing, and an insurer should get no more and
no less than that for which it pays. The purpose of
the financial-reinsurance accounting rules that have
developed to this point, and those that will develop
hereafter, is not to extinguish financial reinsurance,
but rather to ensure that it is judiciously used and
honestly accounted [5].
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Fire Insurance

•
•

A standard fire policy insures commercial property
against damage caused by fire, lightning, and explosion of boilers. Cover can be, and usually is, extended
to cover extraneous perils (see Coverage), which
include damage to property caused by the following:

•

•

•

•
•
•
•
•
•
•

Natural perils (see Natural Hazards) including
storm and tempest, rainwater, wind/gust, snow,
sleet, hail, and earthquake.
Water damage: damage from sprinklers, bursting,
leaking, or overflow.
Impact
Explosion
Aircraft
Burglary or theft
Riots and strikes
Malicious damage.

Cover can also be provided for architects’, surveyors’, and legal fees relating to replacing damaged
property.
Although not standard, a fire policy cover can
often be extended to cover the following:
•
•
•

Flood (see Flood Risk).
Accidental damage: a wide cover that usually
covers most causes of property damage except
intentional damage by the insured
Glass breakage

The availability of cover for the above items is at the
discretion of underwriting staff and usually involves
an additional premium.
Commercial property covered by fire insurance
includes the following:
•
•
•
•
•

Buildings and other industrial structures
Leasehold improvements
Fixtures and fittings
Plant and machinery
Stock – either inventory, work in progress or
manufactured items

The types of property insured are largely heterogeneous and can vary widely from
•

nontraditional ‘property’ such as agricultural
crops (see Crop Insurance), drilling rigs, railway
rolling stock, and so forth, to

small tin sheds on rural properties, to
large industrial complexes such as mining sites or
large factory and warehouse complexes, and to
high-rise buildings in major capital cities.

A single fire policy can cover a large number of
unique, individual risk locations.
Fire insurance can be offered as follows:

•

•

A traditional fire policy offering similar cover as
set out above.
As part of a bundled or package policy where fire
cover is offered along with consequential damage,
motor, public, and products liability, household
and accident class covers.
A commercial or industrial property cover (also
known as Industrial Special Risks or ISR cover)
where cover is wide in scope and insures property against loss or damage unless specifically
excluded.

While these policies are usually based on standard
industry wording, extensions to or restrictions on the
wording are common. These are achieved by attaching endorsements to the standard policy wording. The
meaning of these endorsements needs to be carefully
considered when pricing, underwriting, or reserving
(see Reserving in Non-life Insurance) for exposures
generated by these covers.
Fire Insurance policies provide cover up to an
agreed indemnity limit (see Policy). The indemnity
limit can be less than the total declared asset values
covered by the policy. This will occur when
•

there are multiple insured properties covered by
a single fire policy, and/or
• there is significant separation of the insured
assets, and
• it is unlikely that all insured risks will be impacted
by the same loss event
• the limit of indemnity is determined by the
insured after estimating the maximum loss (EML)
that the insured is exposed to as a result of a single event. Total declared asset values and EMLs
can reach into hundreds of millions, even billions
of dollars.
Fire insurance is dominated by the low frequency,
but extreme severity of large claims. These occur
either as
•

single large losses to properties with high asset
values insured or as
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a large number of (possibly) smaller claims generated by a single event (e.g. earthquake).

Insurers attempt to control exposure to these losses
by utilizing a combination of the following:
•
•
•
•

Coinsurance
Treaty surplus reinsurance (see Surplus Treaty)
Per risk excess-of-loss reinsurance
Catastrophe (or per event) excess-of-loss reinsurance (see Catastrophe Excess of Loss).

Despite these attempts, historical net (of reinsurance) profitability and net (of reinsurance) claims
development for commercial fire portfolios are
extremely volatile.
(See also Commercial Multi-peril Insurance;
Property Insurance – Personal)
PAUL CASSIDY

Fluctuation Reserves
Purpose

The applied formulae vary greatly in different
countries. In what follows, only some of the simplest
versions are exemplified in order to illustrate the key
ideas. The national specialties can be found from the
references at the end of this article.

The purpose of the fluctuation reserves is twofold:
1. To provide a buffer against adverse fluctuation
of the amount of claims. The fluctuation reserve
is a dynamic additional support for the ordinary
solvency margin, which consists of equity capital
and various reserve provisions.
2. As a device for equalization of the business
over time. When the amount of claims is below
its average value, the difference is saved in
the reserve to be available to cover losses in
the future periods, where the amount of claims
is excessive.
The fluctuation reserve is also often called an
equalization reserve referring to this latter property.
The applications in different countries vary largely.
The use of the fluctuation reserves may be compulsory or voluntary. In some countries, it is applied
to all non-life business (see Non-life Insurance), in
other countries to some specified ‘dangerous’ lines
such as: hail, credit, guarantee, and fidelity insurance
(see Fidelity and Surety). It can also be extended to
life insurance and pension insurance.
The area of the fluctuation reserve is conventionally limited to the claims process only. The uncertainties inherent from the asset side are dealt with
separately, notwithstanding that it is technically feasible to include them also in the fluctuation reserve.
A fluctuation reserve represents no genuine liability, as the insurer has no present obligation for losses
incurred after the already-terminated policy terms.
Therefore, it is classified as a sort of insurer’s equity
and in the International Accounting Standards, it is
placed accordingly in the insurer’s balance sheet.

Operational Rules
Operational rules are needed to separate the relevant
claims fluctuation from the total business flow of
the insurer and to guide it to the fluctuation reserve.
The rules concern on one hand the transferv to or
from the reserve and on the other hand the reserve’s
permitted limits.

Transfer Rule
The transfer rule stipulates the increment (+/−) to
the fluctuation reserve U (t) in year t. Its simplest
form may be
U (t) = E[X(t)] − X(t)

(1)

where X(t) is the net claims incurred and E[X(t)] its
expected long-term value. The latter can be approximated by means of the techniques of mathematical
statistics, for example,
E[X(t)] ≈ (1 + d) × E[f ] × P

(2)

where P is the net premium income, f is the claims
ratio X/P and E[f ] its expected mean value evaluated from past experience and views of the future.
The coefficient d introduces the possibility of taking into account trends and providing the fluctuation
reserve with growth, if desired.
Furthermore, it is possible to add to (1) a term to
provide the yield of interest earned on the fluctuation reserve.

Upper and Lower Limits
An upper limit is introduced to restrict the fluctuation
reserve from growing more than what reasonably can
be considered to be sufficient to attain a satisfactory
buffer effect. It can be calculated by using the methods of practical risk theory either from a condition
that the actual value of fluctuation reserve may not
exceed the limit or from the condition that it may not
be totally exhausted more frequently than, for example, once in 100 years [1]. Usually, however, shortcut
formulae are applied, for example,
Umax = a × P + b × σx

(3)

where σx is the standard deviation of the annual
claims expenditure.
The latter term of (3) is intended to cover the
annual normal random fluctuation and the first term
losses inherent from the cycling variation of basic
probabilities. The cycles are often extending over
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several consecutive years and therefore are not fully
covered by the annual standard deviation term.
The coefficients a and b should be determined
according to the actual local experience. For instance,
a = 0.75 and b = 3 have been the standard values
in Finland, and 0 and 4.5 in Germany (these two
are countries where fluctuation reserves have been in
successful use already for half a century).
A handy distribution-free approximation is
√

M ×P
(4)
σx =
where M is the largest individual risk sum net of
reinsurance in the portfolio ([1] paragraph 3.3.9
where also more sophisticated approaches are dealt
with).
The fluctuation reserve may be calculated separately for different specifically defined lines of business, as is the case in Finland and Germany.
A special term can still be added to (3) to correspond to the risk of catastrophes, if the portfolio is
vulnerable to such factors.
By suitably choosing the parameters, and adding
further guiding features to the transfer formula, it
is possible to place the fluctuation reserve within
a specified target zone to act as a tool in solvency
control. An example can be found in [2].
A lower limit can be introduced similarly as the
upper limit, if needed, for example, for the solvency
control [3].

Taxation
National taxation practices are crucial for the rational
usefulness of the fluctuation reserve. If the reserve
and its increments are not free of taxes, a part of
any positive increment would be lost as tax from
the insurer’s accounts and, hence, it would not be
available to cover losses later.
However, in practice, the taxation authorities in
many countries have been reluctant to admit this
particular freedom for the insurance business referring to the fact that business fluctuations appear in
many other industries as well. In fact, however, the
fluctuation reserve does not need to reduce the actual
fiscal income in the long run. It only equalizes it. As
will be discussed below, the fluctuation reserve may
enhance the profitability of insurance companies and
in that way, have a tendency to even increase the
amount of paid taxes.

In some countries, the taxation dilemma has been
solved by inserting the fluctuation reserve as a special
legally defined item into the reserve of outstanding
claims. Then usually no amendment to tax legislation
was needed.

Discussion
A fluctuation reserve can also be extended to life
and pension insurance with modifications to suit
the practice to have separate bonus reserves (see
Participating Business) which equalize the business
similar to a fluctuation reserve [1].
The benefits of a fluctuation reserve are best
understood if one imagines that no such reserve
is available.
One frequently applied way to establish protection
against claims fluctuation may be to build extra safety
margins inside the conventional technical reserves
of unearned premiums and outstanding claims (see
Reserving in Non-life Insurance). These margins
may be flexibly varied like the fluctuation reserve.
This procedure is, however, involved with inconveniences if it is not officially recognized both by the
supervisory and taxation authorities. The margins are
to be kept ‘silent’, not notified in any reports. The
dimensions may remain modest and insufficient compared to the actual need.
A usual way to safeguard solvency and to equalize profits and losses is reinsurance. A fluctuation
reserve, which is working well reduces the need
for reinsurance cover. In fact, it has a effect similar to an internal (stop loss) reinsurance treaty.
Hence, fluctuation reserve may save reinsurance
net costs.
If the application of transfer rule is compulsory,
it prevents the claims random profits from being distributed to shareholders as dividends.
Fluctuation reserve matches cost and revenue over
a long term leading to a more balanced view of the
insurer’s long-term profitability.
A weakness is that the buffer effect is short if the
level of the fluctuation reserve is low.
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TEIVO PENTIKÄINEN

Generalized Linear
Models
In econometric practice, the most widely used statistical technique is multiple linear regression (see
Regression Models for Data Analysis). Actuarial
statistics models situations that do not always fit in
this framework. Regression assumes normally distributed disturbances (see Continuous Parametric
Distributions) with a constant variance around a
mean that is linear in the collateral data. In actuarial applications such as reserving for future claims
(see Reserving in Non-life Insurance), a symmetric normally distributed random variable with a fixed
variance does not adequately describe the situation.
For claim numbers, a Poisson distribution (see Discrete Parametric Distributions) is generally a good
model if the assumptions of the Poisson processes
are valid. For such random variables, the mean and
variance are the same, but the data sets encountered in
practice generally exhibit a variance greater than the
mean. A distribution to describe the claim size should
have a thick right-hand tail. Rather than a variance
not depending on the mean, one would expect the
coefficient of variation to be constant. Furthermore,
the phenomena to be modeled are rarely additive in
the collateral data. For instance, for reserving purposes, a multiplicative model is much more plausible.
An increase in the portfolio size amounting to 10%
should also result in 10% more claims, not some fixed
amount more.
One approach is not to look at the observations
themselves, but at transformed values that are better
suited for the ordinary multiple regression model with
normality, hence symmetry, with a constant variance
and with additive systematic effects. This, however,
is not always possible. A transformation to make a
Poisson random variable Y symmetric (skewness ≈
zero) is Y 2/3 , while taking Y 1/2 stabilizes the variance
and taking log Y reduces multiplicative systematic
effects to additive ones. It should be noted that
some of the optimality properties in the transformed
model, notably unbiasedness and in some cases even
consistency, might be lost when transforming back to
the original scale.
Another way to solve those problems is to resort
to Generalized Linear Models (GLM). The generalization is twofold. First, it is allowed that the random

deviations from the mean obey another distribution
than the normal. In fact, one can take any distribution from the exponential dispersion family, which
includes, apart from the normal distribution, the Poisson, the (negative) binomial, the gamma, and the
inverse Gaussian distributions. Second, it is no longer
necessary that the mean of the random variable is
a linear function of the explanatory variables, but
it only has to be linear on a certain scale. If this
scale for instance is logarithmic, we have in fact a
multiplicative model instead of an additive model.
The assumptions of a GLM are loose enough to
encompass a wide class of models useful in statistical
practice, but tight enough to allow the development of
a unified methodology of estimation and inference, at
least approximately. Generalized linear models were
introduced in the paper in [9]. The reader is referred
to any of the current reference works on the subject for details, such as in [6] or [10] in which some
applications in insurance rate making can be found.
The first statistical approach to the IBNR problem
(see Reserving in Non-life Insurance) goes back
to [11]. Another early reference is [2], in which the
three time aspects given below of the problem are
introduced. An encyclopedic treatment of the various
methods is given in [10]. The relation with generalized additive and multiplicative linear models is
explored in [4, 12, 13]. There is a lot of commercial
software that is able to handle GLMs. Apart from the
specialized program GLIM (Generalized Linear Interactive Modeling) (see [5]), we mention the module
GenMod included in the widely used program SAS,
as well as the program S-Plus and its forerunner R;
see [1].
Many actuarial problems can be tackled using
specific GLMs, as they include ANOVA, Poisson
regression, and logit and probit models, to name a
few. They can also be applied to reserving problems,
as we will demonstrate in the sequel, to survival
data, and to compound Poisson distributions (see
Compound Distributions; Compound Poisson Frequency Models). Furthermore, it proves that many
venerable heuristic actuarial techniques such as Bailey and Simon’s rating technique (see Bailey–Simon
Method) are really instances of GLMs, see [6]. Quite
often, they involve that a set of reasonable equilibrium equations has to be satisfied, and these equations also happen to be the normal equations for
solving a likelihood maximization (see Maximum
Likelihood) problem in a specific GLM. This also

2

Generalized Linear Models

holds for some widely used techniques for estimating
reserves, as explained below.
Though the explanatory variables in GLMs can be
quite general, including not only measurements and
counts but also sets of dummy variables to represent a
classification, for reserving purposes we may restrict
to studying cross-classified observations that can be
put into a two-dimensional table in a natural way.
The relevant collateral data with random variable Xij ,
representing payments in a run-off triangle for year of
origin i and development year j, are the row number
i, the column number j, as well as the ‘diagonal
number’ i + j − 1, representing the calendar year in
which the payment was made.

Definition of Generalized Linear Models
Generalized linear modeling is a development of linear models to accommodate both nonnormal response
distributions and transformations to linearity in a
clean and straightforward way. Generalized Linear
Models have three characteristics:
1. There is a stochastic component, which involves
that the observations are independent random
variables Yi , i = 1, . . . , n with a density in the
exponential dispersion family


yθ − b(θ)
+ c(y; ψ) ,
fY (y; θ, ψ) = exp
ψ
y ∈ Dψ .

(1)

Here Dψ is the support of Y, which may depend
on ψ. The parameter θ is related to the mean
µ, while ψ does not affect the mean, but the
variance is of the form ψV (µ), where V (·) is
the variance function. The function c(y, ψ), not
depending on θ, provides the normalizing constant, and b(θ) is called the cumulant function,
because the cumulants of Y can be shown to
satisfy κj(Y ) = b(j ) (θ)ψ j −1 . Especially, for j =
1, 2 we have E[Y ] = µ = b (θ) and Var[Y ] =
b (θ)ψ, and therefore V (µ) = b (θ(µ)).
The most important examples for actuarial purposes are
•
•
•

N(µi , ψi ) random variables;
Poisson(µi ) random variables;
Poisson multiples: ψi × Poisson(µi /ψi ) random variables;

•
•
•

ψi × binomial(1/ψi , µi ) random variables
(hence, the proportion of successes in 1/ψi
trials);
gamma(1/ψi , 1/ψi µi ) random variables;
inverse Gaussian(1/ψi µi , 1/ψi µ2i ) random
variables.

In all these examples, the parameterization chosen leads to the mean being equal to µi , while the
variance of the random variable is proportional to
ψi . In general, ψi is taken to be equal to φ/wi ,
where φ is the so-called dispersion parameter,
and wi the weight of observation i. In principle, this weight is the natural weight, so it
represents the number of independent, identically
distributed observations of which Yi is the arithmetic average. Since the multiples of Poisson
random variables for ψi > 1 have a dispersion
larger than the mean, their distribution is also
called overdispersed Poisson.
2. The systematic component of the model attributes
to every observation a linear predictor ηi =

j xij βj , linear in the parameters β1 , . . . , βp .
3. The expected value µi of Yi is linked to the linear
predictor ηi by a smooth invertible function of
the linear predictor called the link function: ηi =
g(µi ).
Each of the distributions has a natural link function
associated with it, called the canonical link function.
Using these link functions has some technical advantages. For the normal distribution, the canonical link
is the identity, leading to additive models. For the
Poisson it is the logarithmic function, leading to loglinear, multiplicative models. For the gamma, it is the
reciprocal.
Note that the parameterizations used in the stochastic component above are not always the usual, nor
the most convenient ones. The µi parameter is the
mean, and in each case, the variance equals V (µi )ψi
for some function V (·) which is called the variance
function. Assume for the moment that wi = 1, hence
ψi = φ, for every observation i. The list of distributions above contains a variety of variance functions,
making it possible to adequately model many actuarial statistical problems. In increasing order of the
exponent of µ in the variance function, we have the
normal distribution with a constant variance σ 2 =
µ0 φ (homoscedasticity), the Poisson distribution with
a variance equal to the mean, hence σ 2 = µ1 , and
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the class of Poisson multiples that have a variance proportional to the mean, hence σ 2 = µ1 φ, the
gamma(α, β) distributions, having, in the parameterization as required, a fixed shape parameter, and hence
a constant coefficient of variation σ/µ, therefore
σ 2 = µ2 φ, and the inverse Gaussian(α, β) distributions, having in the µ, φ parameterization as required,
a variance equal to α/β 2 = σ 2 = µ3 φ. Note that φ
should not affect the mean, while the variance should
equal V (µ)φ for a certain variance function V (·) for
the distribution to fit in the GLM framework as given.
The variance of Yi describes the precision of the
i th observation. Apart from weight, this precision is
constant for the normally distributed random variables. Poisson random variables are less precise for
large parameter values than for small ones. So for
small values, smaller estimation errors of fitted values are allowed than for large observed values. This is
even more strongly the case for gamma distributions
as well as for the inverse Gaussian distributions.
The least refined linear model one can study uses
as a systematic component only the constant term,
hence ascribes all variation to chance and denies any
influence of the collateral data. In the GLM literature,
this model is called the null model. Every observation
is assumed to have the same distribution, and the
(weighted) average Y is the best estimator for every
µi . At the other extreme, one finds the so-called full
model, in which every unit of observation i has its
own parameter. Maximizing the total likelihood then
produces the observation Yi as an estimator of µi . The
model merely repeats the data, without condensing it
at all, and without imposing any structure. In this
model, all variation between the observations is due
to the systematic effects. The null model will in
general be too crude, the full model has too many
parameters for practical use. Somewhere between
these two extremes, one has to find an ‘optimal’
model. This model has to fit well, in the sense
that the predicted outcomes should be close to the
actually observed values. On the other hand, the
fewer parameters it has, the more attractive the model
is. There is a trade-off between the predictive power
of a model and its manageability.
In GLM analyses, the criterion to determine the
quality of a model is the (scaled) deviance, based on
the log-likelihood of the model. From mathematical
statistics it is known that under the null hypothesis
that a certain refinement of the model is not an actual
improvement, −2 times the gain in log-likelihood

3

approximately has a χ 2 -distribution (see Continuous
Parametric Distributions) with degrees of freedom
the number of parameters that have to be estimated
additionally. The scaled deviance equals −2 times
the logarithm of the likelihood ratio of two models, the deviance is the scaled deviance multiplied
by the dispersion parameter φ. In the GLM framework, the deviance is a statistic, observable from
the data. By analyzing the deviance, one can look
at a chain of ever refined models and judge which
of the refinements lead to a significantly improved
fit, expressed in the maximal likelihood. Not only
should the models to be compared be nested with
subsets of parameter sets, possibly after reparameterization by linear combinations, but also the link
function and the error distribution should be the
same. A bound for the log-likelihood is the one of
the full model, which can serve as a yardstick. The
deviance of two nested models can be computed as
the difference between the deviances of these models
to the full model. In this sense, the deviance is
additive.
To judge if a model is good enough and where it
can be improved, one looks at the residuals, the differences between actual observations and the values
predicted for them by the model, standardized by taking into account the variance function, filling in the
parameter estimates. One might look at the ordinary
Pearson residuals but in this context it is preferable to
look at deviance residuals based on the contribution
of this observation to the maximized log-likelihood.
For the normal distribution with the identity function
as a link, the sum of the squares of the standardized
(Pearson) residuals has a χ 2 distribution and is proportional to the difference in maximized likelihoods;
for other distributions, this quantity provides an alternative for the difference in maximized likelihoods to
compare the goodness-of-fit.

Marginal Totals Equations and Maximum
Poisson Likelihood
A sound method to determine insurance premiums
is the method of marginal totals. The basic idea
behind it is the same as the one behind the actuarial
equivalence principle: in a ‘good’ tariff system, for
large groups of insureds, the total premium to be paid
equals the observed loss. If for instance, our model
states Xij ≈ αi βj , we determine estimated values α̂i
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and β̂j in such a way that this condition is met for
all groups of risks for which one of the risk factors,
either the row number i or the column number j,
is constant. The equivalence does not hold for each
cell, but it does on the next higher aggregation level
of rows and columns.
In the multiplicative model, to estimate the parameters, one has to solve the following system of
marginal totals equations, consisting of as many equations as unknowns


wij αi βj =
wij yij for all columns j ;
i



i

wij αi βj =

j



wij yij

for all rows i.

(2)

j

If all estimated and observed row totals are the same,
the same holds for the sum of all these row totals.
So the total of all observations equals the sum of
all estimates. Hence, one of the equations in (2) is
superfluous, since each equation in it can be written
as a linear combination of all the others. This is in
line with the fact that the αi and the βj in (2) are
only identified up to a multiplicative constant.
The heuristic justification of the method of marginal totals applies for every interpretation of the
Xij . But if the Xij denote claim numbers, there is
another explanation, as follows. Suppose the number
of claims caused by each of the wij insureds in cell
(i, j ) has a Poisson(λij ) distribution with λij = αi βj .
Then estimating αi and βj by maximum likelihood or
by the marginal totals method gives the same results.
This is shown as follows. The total number of claims
in cell (i, j ) has a Poisson(wij λij ) distribution. The
likelihood of the parameters λij with the observed
numbers of claims sij then equals
L=


i,j

e−wij λij

(wij λij )sij
.
sij !

(3)

By substituting the relation E[Yij ] = E[Sij ]/wij =
λij = αi βj and maximizing log L for αi and βj , one
gets exactly the system of equations (2). Note that to
determine maximum likelihood estimates, knowledge
of the row sums and column sums suffices, and these
are in fact sufficient statistics.
One way to solve the equations to be fulfilled
by the maximum likelihood parameter estimates is
to use Newton–Raphson iteration, which, in a onedimensional setting, transforms the current best guess

xt for the root of an equation f (x) = 0 into a hopefully better one xt+1 as follows:
xt+1 = xt − (f  (xt ))−1 f (xt ).

(4)

For a p-dimensional optimization, (4) is valid as well,
except that the points x are now vectors, and the
reciprocal is now the inverse of a matrix of partial
derivatives. So the matrix of second derivatives of the
log-likelihood function l, that is, the Hessian matrix is
needed. The algorithm of Nelder and Wedderburn [9]
does not use the Hessian itself, but rather its expected
value, the information matrix. The technique that
arises in this way is called Fisher’s scoring technique.
It can be shown that the iteration step in this case
boils down to solving a weighted regression problem.

Generalized Linear Models and Reserving
Methods
To estimate reserves to be held, for instance, for
claims that are incurred, but not reported (IBNR) or
variants thereof, one often uses a run-off triangle with
development year represented horizontally and year
of origin represented vertically, as in the tables below.
We can give various methods of which each reflects
the influence of a number of exogenous factors. In the
direction of the year of origin, variation in the size
of the portfolio will have an influence on the claim
figures. On the other hand, for the factor development year, changes in the claim handling procedure
as well as in the speed of finalization of the claims
will produce a change. The figures on the diagonals
correspond to payments in a particular calendar year.
Such figures will change because of monetary inflation and also by changing jurisprudence or increasing
claim proneness. As an example, in liability insurance for the medical profession, the risk increases
each year, and if the amounts awarded by judges get
larger and larger, this is visible along the diagonals. In
other words, the so-called separation models, which
have as factors the year of development and the calendar year, would be the best choice to describe the
evolution of portfolios like these.
Obviously, one should try to get as accurate a picture as possible about the stochastic mechanism that
produced the claims, test this model if possible, and
estimate the parameters of this model optimally to
construct good predictors for the unknown observations. Very important is how the variance of claim
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Table 1
Year of
origin
1
..
.

t −n+1
..
.
t

Random variables in a run-off triangle
Development year
1

···

n

···

t

X11
..
.

···

X1n
..
.

···

X1t
..
.

Xt−n+1,1
..
.
Xt1

···
···

Xt−n+1,n
..
.
Xtn

···
···

Xt−n+1,t
..
.
Xtt

figures is related to the mean value. This variance
can be more or less constant, it can be proportional
to the mean, proportional to the square of the mean,
or have some other relation with it.
We will describe a very basic Generalized Linear
Model that contains as special cases some often used
and traditional actuarial methods to complete a runoff triangle, such as the arithmetic and the geometric
separation methods as well as the chain-ladder
method. In Table 1, the random variable Xij for
i, j = 1, 2, . . . , t denotes the claim figure for year
of origin i and year of development j, meaning
that the claims were paid in calendar year i + j −
1. For (i, j ), combinations with i + j ≤ t + 1, Xij
has already been observed, otherwise it is a future
observation. As well as claims actually paid, these
figures may also be used to denote quantities such
as loss ratios. As a model we take a multiplicative
model having three factors, in this case, a parameter
for each row i, each column j and each diagonal
k = i + j − 1, as follows:
Xij ≈ αi βj γk .

(5)

The deviation of the observation on the left-hand
side from its model value on the right-hand side is
attributed to chance. To get a linear model, we introduce dummies to indicate whether row, column, or
diagonal number have certain values. As one sees,
if we assume further that the random variables Xij
are independent and restrict their distribution to be in
the exponential dispersion family, the model specified
is a Generalized Linear Model as introduced above,
where the expected value of Xij is the exponent of
the linear form log αi + log βj + log γi+j −1 , such that
there is a logarithmic link. Year of origin, year of
development, and calendar year act as explanatory
variables for the observation Xij . We will determine
maximum likelihood estimates of the parameters αi ,
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βj and γk , under various assumptions for the probability distribution of the Xij . It will turn out that in
this simple way, we can generate some widely used
reserving techniques.
Having found estimates of the parameters, it is
easy to extend the triangle to a square, simply by
taking X̂ij = α̂i βˆj γ̂k . Determining estimates for the
future payments is necessary to determine an estimate
for the reserve to be kept on the portfolio. This
reserve should simply be equal to the total of all these
estimates. A problem is that there are no data on the
values of the γk parameters for calendar years k with
k > t. The problem can be solved, for instance, by
assuming that they have a geometric relation, with
γk ∝ γ k for some real number γ .

The Chain-ladder Method as a
Generalized Linear Model
The first method that can be derived from the threefactor model above is the chain-ladder method. The
idea behind the chain-ladder method is that in any
development year, about the same total percentage of
the claims from each year of origin will have been
settled. In other words, in the run-off triangle, the
columns are proportional. But the same holds for the
rows, since all the figures in a row are the same
multiple of the payment in year of development 1.
One may determine the parameters by least squares or
by any heuristic method. To put this in the three factor
model framework, assume the parameters αi and βj
are estimated by maximum likelihood, γk ≡ 1, and
Xij ∼ Poisson(αi βj ) independent.

(6)

To show how the likelihood maximization problem
involved can be solved, we first remark that one
of the parameters is superfluous, since if in (6) we
replace all αi and βj by δαi and βj /δ we get the
same expected values. To resolve this ambiguity, we
impose an additional restriction on the parameters.
It is natural to impose β1 + · · · + βt = 1, since this
allows the βj to be interpreted as the fraction of
claims settled in development year j, and αi as the
‘volume’ of year of origin i : it is the total of the
payments made. We know that the observations Xij ,
i, j = 1, . . . , t; i + j ≤ t follow a Poisson distribution with a logarithmic model for the means, and we
demonstrated above that the marginal
 totals of the
triangle, hence the row sums Ri = j Xij and the
column sums Kj of the observed figures Xij must
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then be equal to the predictions j α̂i β̂j and i α̂i β̂j
for these quantities. By the special triangular shape
of the data, the resulting system of marginal totals
equations admits a simple solution method, see also
Table 2.
1. From the first row sum equality α̂1 (β̂1 + · · · +
β̂t ) = R1 it follows that α̂1 = R1 . Then from
α̂1 β̂t = Kt , one finds the value of β̂t .
2. Assume that, for a certain n < t, estimates
β̂n+1 , . . . , β̂t , and α̂1 , . . . , α̂t−n have been found.
Then look at the following two marginal totals
equations:
α̂t−n+1 (β̂1 + · · · + β̂n ) = Rt−n+1 ;

(7)

(α̂1 + · · · + α̂t−n+1 )β̂n = Kn .

(8)

By the fact that β̂1 + · · · + β̂t = 1 was assumed,
equation (7) directly produces a value for α̂t−n+1 ,
and then one can compute β̂n from equation (8).
3. Repeat step 2 for n = t − 1, t − 2, . . . , 1.
We will illustrate by an example how we can express
the predictions for the unobserved part of the rectangle resulting from these parameter estimates in
the observations, see Table 3. Consider the (3, 4)
element in this table, which is denoted by ∗. This
is a claim figure for the next calendar year 6, which
is just beyond the edge of the observed figures. The
prediction of this element is
X̂34 = α̂3 β̂4 =

α̂3 (β̂1 + β̂2 + β̂3 )β̂4 (α̂1 + α̂2 )
(α̂1 + α̂2 )(β̂1 + β̂2 + β̂3 )

C ×B
.
(9)
A
Here B , for instance, denotes the total of the B elements in Table 3, which are observed values. The
last equality is valid because the estimates α̂i and β̂j
=

Table 2
Year of
origin
1
..
.

The marginal totals equations in a run-off triangle
Development year
1

···

α1 β 1

Total

···

α1 β n

t − n + 1 αt−n+1 β1
..
.
t

n

t

Total

α1 β t

R1
..
.

αt−n+1 βn

Rt−n+1
..
.

αt β1
K1

Rt
···

Kn

···

Kt

Table 3 Illustrating the completion of a run-off rectangle
with chain-ladder predictions

1
2
3
4
5

1

2

3

4

5

A
A
C
D
•

A
A
C
D

A
A
C
D̂

B
B
∗
∗∗

•

satisfy the marginal totals property, and B and C
are directly row and column sums of the observations,
while A = R1 + R2 − (K5 + K4 ) is expressible in
these quantities as well.
The prediction ∗∗ for X̂44 can be computed from
the marginal totals in exactly the same way by
X̂44 =

D ×B
A

=

D × (B + ∗)
,
A +C

(10)

where the sum D includes D̂. Note that this is not an
actual observation but a prediction for it, constructed
as above. The last equality can easily be verified, and
it shows that, for later calendar years than the next
also, the correct prediction is obtained by following
the procedure (9) used for an observation in the next
calendar year. This procedure is exactly how the
rectangle is completed from the run-off triangle in the
basic chain-ladder method. Note that this procedure
produces the same estimates to complete the square if
we exchange the roles of development year and year
of origin, hence take the mirror image of the triangle
around the diagonal. Also note that in descriptions of
the chain-ladder method, in general, the convention
is used that the figures displayed represent rowwise
cumulated claim figures.

Some Other Reserving Methods
In both the arithmetic separation method and the
geometric separation method, the claim figures Xij
are also explained by two aspects of time, namely a
calendar year effect γk , where k = i + j − 1, and a
development year effect βj . So inflation and run-off
pattern are the determinants for the claim figures in
this case. For the arithmetic separation method we
assume
Xij ∼ Poisson(βj γk ) independent; αi ≡ 1.

(11)

Again, βj and γk are estimated by maximum likelihood. Since this is again a Poisson model with

Generalized Linear Models
log-link, the marginal totals property must hold here
as well. In this model, these marginal totals are the
column sums and the sums over the diagonals, that
is, those cells (i, j ) with i + j − 1 = k.
In the separation models such as (11), and (12)
below, one assumes that in each year of development
a fixed percentage is settled, and that there are additional effects that operate in the diagonal direction
(from top-left to bottom-right) in the run-off triangle. So this model describes best the situation that
there is inflation in the claim figures, or when the
risk increases by other causes. The medical liability
risk, for instance, increases every year. This increase
is characterized by an index factor for each calendar
year, which is a constant for the observations parallel to the diagonal. One supposes that in Table 1, the
random variables Xij are average loss figures, where
the total loss is divided by the number of claims, for
year of origin i and development year j.
By a method very similar to the chain-ladder computations, one can also obtain parameter estimates in
the arithmetic separation method. This method was
originally described in [11], and goes as follows. We
have E[Xij ] = βj γi+j −1 . Again, the parameters βj ,
j = 1, . . . , t describe the proportions settled in development year j. Assuming that the claims are all settled
after t development years, one has β1 + · · · + βt = 1.
Using the marginal totals equations, cf. Table 2, one
can determine directly the optimal factor γ̂t , reflecting
base level times inflation, as the
 sum of the observations on the long diagonal i Xi,t+1−i . Since βt
occurs in the final column only, one has β̂t = X̂1t /γ̂t .
With this, one can compute γ̂t−1 , and then β̂t−1 ,
and so on. Just as with the chain-ladder method,
the estimates thus constructed satisfy the marginal
totals equations, and hence are maximum likelihood
estimates.
To fill out the remaining part of the square, one
also needs values for the parameters γt+1 , . . . , γ2t ,
to be multiplied by the corresponding β̂j estimate.
These can be found, for instance, by extrapolating
the sequence γ̂1 , . . . , γ̂t in some way. This can be
done with many techniques, for instance, loglinear
extrapolation.
The geometric separation method involves maximum likelihood estimation of the parameters in the
following statistical model:
log Xij ∼ N(log(βj γk ), σ 2 ) independent; αi ≡ 1.
(12)
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Here σ 2 is an unknown variance, and k = i + j − 1
is the calendar year. We get an ordinary regression model with E[log Xij ] = log βj + log γi+j −1 . Its
parameters can be estimated in the usual way, but
they can also be estimated recursively
in the way

described above, starting from j βj = 1.
Note that the values βj γi+j −1 in this model are
not the expected values of Xij ; one has E[Xij ] =
2
eσ /2 βj γi+j −1 . They are, however, the medians.
In De Vijlder’s least-squares method, it is assumed
are determined by
that γk ≡ 1 holds, while αi and βj
2
minimizing the sum of squares
i,j (Xij − αi βj ) .
But this is tantamount to determining αi and βj by
maximum likelihood in the following model:
Xij ∼ N(αi βj , σ 2 ) independent; γk ≡ 1. (13)
Just as with the chain-ladder method, this method
assumes that the payments for a particular year of
origin/year of development combination result from
two elements. First, a parameter characterizing the
year of origin, proportional to the size of the portfolio
in that year. Second, a parameter determining which
proportion of the claims is settled through the period
that claims develop. The parameters are estimated by
least squares.
The basic three-factor model (5) reduces to the
chain-ladder model when the parameters γk are left
out and Xij ∼ Poisson, to the arithmetic separation
method when the parameters αi are left out. One
may also reduce the parameter set of the chain-ladder
model by requiring that the development factors have
a geometric pattern βj ∝ β j , or by requiring that
αi ∝ α i for some real numbers β and α. Especially
if one corrects for the known portfolio size ni in year
i, using in fact parameters of the form ni α i , it might
prove that a model with fewer parameters but a fit of
similar quality arises.

An Example
In [6], one finds the example of Table 4. The numbers
in the triangle are the known numbers of payments
up to December 31, 2007, totaled by year of origin
i (row-wise) and development year j (column-wise).
The triangle of Table 4 contains data of new contracts
only, which may occur, for instance, when a new type
of policy was issued for the first time in 2000. The
business written in this year on average has had only
half a year to produce claims in 2000, which is why
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Table 4 A run-off triangle with numbers of payments
by development year (horizontally) and year of origin
(vertically)
Development year

Year of
origin

1

2

3

4

5

6

7

8

2000
2001
2002
2003
2004
2005
2006
2007

101
99
110
160
161
185
178
168

153
121
182
197
254
201
261

52
76
80
82
85
86

17
32
20
38
46

14
10
21
19

3
3
2

4
1

1

the numbers in the first column are somewhat lower
than those in the second. On the basis of these claim
figures, we want to make predictions about claims
that will be paid, or filed, in calendar years 2008
and after. These future years are to be found in the
bottom-right part of Table 4. The goal of the actuarial
reserving techniques is to predict these figures, so as
to complete the triangle into a square. The total of the
figures found in the lower right triangle is the total
estimated number of claims that will have to be paid
in the future from the premiums that were collected in
the period 2000–2007. Assuming for simplicity that
the amount of the claim is fixed, this total is precisely
the reserve to be kept. The development pattern is
assumed to last eight years. It is obvious that there
are many branches, notably in liability, where claims
may still be filed after a time longer than eight
years. In that case, one has to make predictions about
development years after the seventh, of which our
run-off triangle provides no data. One not only has
to complete a square, but also to extend the triangle
into a rectangle containing more development years.
The usual practice is to assume that the development
procedure is stopped after a number of years, and to
apply a correction factor for the payments made after
the development period considered.
Obviously, introducing parameters for the three
time aspects, year of origin, year of development
and calendar year, sometimes leads to overparameterization. From all these parameters, many should
be dropped, that is, taken equal to 1. Others might
be required to be equal, for instance, by grouping classes having different values for some factor
together. Admitting classes to be grouped, however,
leads to many models being considered simultaneously, and it is sometimes hard to construct proper

significance tests in these situations. Also, a classification of which the classes are ordered, such as
age class or bonus–malus step (see Bonus–Malus
Systems), might lead to parameters giving a fixed
increase per class, except perhaps at the boundaries
or for some other special class. In a loglinear model,
replacing arbitrary parameter values associated with
factor levels (classes) by a geometric progression
in these parameters is easily achieved by replacing
the dummified factor by the actual levels again, or
in GLM parlance, treating this variable as a variate instead of as a factor. Replacing arbitrary values
αi , with α1 = 1, by a geometric progression α i−1
for some real α means that the portfolio is assumed
to grow or shrink, by a fixed percentage each year.
Doing the same to the parameters βj means that the
proportion settled decreases by a fixed fraction with
each development year. Quite often, it is reasonable
to assume that the first development year is different from the others. In that case, one does best to
allow a separate parameter for the first year, taking parameters β1 , β 2 , β 3 , . . . for some real numbers
β1 and β. Instead of with the original t parameters β1 , . . . , βt , one works with only two parameters.
By introducing a new dummy explanatory variable
to indicate whether the calendar year k = i + j − 1
with observation Xij is before or after k0 , and letting
it contribute a factor 1 or δ to the mean respectively, one gets a model involving a year in which
the inflation was different from the standard fixed
inflation of the other years. To test if a model can be
reduced without significant loss of fit, we analyze the
deviances. Some regression software leaves it to the
user to resolve the problems arising from introducing
parameters with variables that are dependent of the
others, the so-called ‘dummy trap’ (multicollinearity). This happens quite frequently, for instance, if
one takes all three effects in the basic three-factor
model (5) to be geometric, as with predictors
X̂ij = µ̂α̂ i−1 β̂ j −1 γ̂ i+j −2 ,

(14)

the last of these three parameters may be taken equal
to 1. Here µ̂ = X̂11 is introduced in order to be able
to write the other parameters in this simple form, just
as one can without loss of generality take α1 = β1 =
γ1 = 1 in the basic three-factor model (5) by writing it as Xij ∼ µαi βj γk . The parameter µ = E[X11 ]
is the level in the first year of origin and development year 1. It can be shown that the same
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model I has only six more parameters to be estimated than model II. Notice that for model I with
E[Xij ] = µαi βj γi+j −1 , there are 3(t − 1) parameters
to be estimated from t (t + 1)/2 observations, hence
model I only makes sense if t ≥ 4. All other models are nested in Model I, since its set of parameters
contains all other ones as a subset. The predictions
for model I best fit the data. About the deviances and
the corresponding numbers of degrees of freedom,
the following can be said. The chain-ladder model II
is not rejected statistically against the fullest model I
on a 95% level, since it contains six parameters less,
and the χ 2 critical value is 12.6 while the difference
in scaled deviance is only 12.3. The arithmetic separation model III fits the data approximately as well
as model II. Model IV with an arbitrary run-off pattern βj and a constant inflation γ can be shown to be
equivalent to model V, which has a constant rate of
growth for the portfolio. Model IV, which is nested
in III and has six parameters less, predicts significantly worse. In the same way, V is worse than II.
Models VI and VII again are identical. Their fit is
bad. Model VIII, with a geometric development pattern except for the first year, seems to be the winner:
with five parameters less, its fit is not significantly
worse than model II in which it is nested. It does fit
better than model VII in which the first column is not
treated separately. Comparing VIII with IX, we see
that a constant rate of growth in the portfolio must
be rejected in favor of an arbitrary growth pattern. In
model X, there is a constant rate of growth as well
as a geometric development pattern. The fit is bad,
mainly because the first column is so different.
From model XI, having only a constant term, we
see that the ‘percentage of explained deviance’ of
model VIII is more than 98%. But even model IX,

Table 5 Parameter set, degrees of freedom (= number
of observations minus number of estimated parameters),
and deviance for several models applied to the data of
Table 4
Model

Parameters used

Df

Deviance

I
II
III
IV
V
VI
VII
VIII
IX
X
XI

µ, αi , βj , γk
µ, αi , βj
µ, βj , γk
µ, βj , γ k−1
µ, α i−1 , βj
µ, αi , γ k−1
µ, αi , β j −1
µ, αi , β1 , β j −1
µ, α i−1 , β1 , β j −1
µ, α i−1 , β j −1
µ

15
21
21
27
27
27
27
26
32
33
35

25.7
38.0
36.8
59.9
59.9
504
504
46.0
67.9
582
2656
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predictions are obtained using either of the models
E[Xij ] = µαi β j −1 and E[Xij ] = µαi γ i+j −2 . Completing the triangle of Table 4 into a square by using
Model VIII, see Table 5 and formula (15), produces
Table 6. The column ‘Total’ contains the row sums
of the estimated future payments, hence exactly the
amount to be reserved regarding each year of origin. The figures in the top-left part are estimates of
the already observed values, the ones in the bottomright part are predictions for future payments. To
judge which model best fits the data, we estimated
a few models, all assuming the observations to be
Poisson(αi βj γi+j −1 ). See Table 5. Restrictions like
βj = β j −1 or γk ≡ 1 were imposed to reproduce
various reduced models. Note that the nesting structure between the models can be inferred by noting
that βj ≡ 1 ⊂ β j −1 ⊂ {β1 , β j −1 } ⊂ βj , and so on. It
can be verified that in model I, one may choose
γ8 = 1 without loss of generality. This means that

Table 6 The claim figures of Table 4 estimated by Model VIII (15) below. The last column gives the totals for all the
future predicted payments
Development year

Year of
origin

1

2

3

4

5

6

7

8

Total

2000
2001
2002
2003
2004
2005
2006
2007

102.3
101.6
124.0
150.2
170.7
159.9
185.2
168.0|

140.1
139.2
169.9
205.8
233.9
219.1
253.8|
230.2

59.4
59.1
72.1
87.3
99.2
92.9|
107.6
97.6

25.2
25.0
30.6
37.0
42.1|
39.4
45.7
41.4

10.7
10.6
13.0
15.7|
17.8
16.7
19.4
17.6

4.5
4.5
5.5|
6.7
7.6
7.1
8.2
7.4

1.9
1.9|
2.3
2.8
3.2
3.0
3.5
3.2

0.8|
0.8
1.0
1.2
1.4
1.3
1.5
1.3

0.0
0.8
3.3
10.7
30.0
67.5
185.8
398.7
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which contains only a constant term and three other
parameters, already explains 97.4% of the deviation.
The estimated model VIII gives the following
predictions:


i = 1 : 1.00
 i = 2 : 0.99 


 i = 3 : 1.21 


 i = 4 : 1.47 
VIII: X̂ij = 102.3 × 

 i = 5 : 1.67 


 i = 6 : 1.56 
 i = 7 : 1.81 
i = 8 : 1.64
× 3.20j =1 × 0.42j −1 ,

(15)

where j = 1 should be read as a Boolean expression,
with value 1 if true, 0 if false (in this case, for the
special column with j = 1). Model IX leads to the
following estimates:
IX: X̂ij = 101.1 × 1.10i−1 × 3.34j =1 × 0.42j −1 .
(16)
The Poisson distribution with year of origin as well
as year of development as explanatory variables, thus
the chain-ladder method, is appropriate to model the
number of claims. For the claim sizes, the portfolio size, characterized by the factors αi , is irrelevant.
The inflation, hence the calendar year, is an important factor, and so is the development year, since
only large claims lead to delay in settlement. So
for this situation, the separation models are better
suited.

hence 0.8 + · · · + 398.7 = 696.8 = 26.42 . If there is
overdispersion present in the model, the variance
must be multiplied by the estimated overdispersion
factor. The actual variance of course also includes
the variation of the estimated mean, but that is harder
to come by. Again assuming that all parameters have
been correctly estimated and that the model is also
correct, including the independence of claim sizes
and claim numbers, the figures in Table 6 are predictions for Poisson random variables with mean λ.
The parameters λ of the numbers of claims can be
obtained from Table 5. Doray [3] gives UMVUE’s of
the mean and variance of IBNR claims for a model
with log-normal claim figures, explained by row and
column factors.
As we have shown, ML-estimation in case of
independent Poisson (αi βj ) variables Xij can be performed using the algorithm known as the chain-ladder
method. Mack [7] explored the model behind the
chain-ladder method, describing a minimal set of
distributional assumptions under which doing these
calculations makes sense. Aiming for a distributionfree model, he cannot specify a likelihood to be
maximized, so he endeavors to find minimum variance unbiased estimators instead.

References
[1]
[2]

[3]

Conclusion
[4]

To estimate the variance of the predicted totals is
vital in practice because it enables one to give a
prediction interval for these estimates. If the model
chosen is the correct one and the parameter estimates are unbiased, this variance is built up from
one part describing parameter uncertainty and another
part describing the volatility of the process. If we
assume that in Table 6 the model is correct and
the parameter estimates coincide with the actual
values, the estimated row totals are predictions of
Poisson random variables. As these random variables have a variance equal to this mean, and the
yearly totals are independent, the total estimated process variance is equal to the total estimated mean,

[5]

[6]

[7]

[8]
[9]

Becker, R.A., Chambers, J.M. & Wilks, A.R. (1988).
The New S Language, Chapman & Hall, New York.
De Vijlder, F. & Goovaerts, M.J., eds (1979). Proceedings of the First Meeting of the Contact Group Actuarial
Sciences, Wettelijk Depot D/1979/2376/5, Leuven.
Doray, L.G. (1996). UMVUE of the IBNR reserve
in a lognormal linear regression model, Insurance:
Mathematics & Economics 18, 43–58.
England, P.D. & Verrall, R.J. (2002). Stochastic claims
reserving in general insurance, British Actuarial Journal
8, Part III, No. 37, 443–544.
Francis, P., Green, M. & Payne, C., eds (1993). The
GLIM System: Generalized Linear Interactive Modelling, Oxford University Press, Oxford.
Kaas, R., Goovaerts, M.J., Dhaene, J. & Denuit, M.
(2001). Modern Actuarial Risk Theory, Kluwer Academic Publishers, Dordrecht.
Mack, T. (1993). Distribution-free calculation of the
standard error of chain ladder reserve estimates, ASTIN
Bulletin 23, 213–225.
McCullagh, P. & Nelder, J.A. (1989). Generalized
Linear Models, Chapman and Hall, London.
Nelder, J.A. & Wedderburn, R.W.M. (1972). Generalized linear models, Journal of the Royal Statistical
Society, Series A 135, 370–384.

Generalized Linear Models
[10]

Taylor, G.C. (1986). Claims Reserving in Non-Life Insurance, North Holland, Amsterdam.
[11] Verbeek, H.G. (1972). An approach to the analysis
of claims experience in motor liability excess of loss
reinsurance, ASTIN Bulletin 6, 195–202.
[12] Verrall, R. (1996). Claims reserving and generalized
additive models, Insurance: Mathematics & Economics
19, 31–43.

[13]

11

Verrall, R. (2000). An investigation into stochastic
claims reserving models and the chain-ladder technique,
Insurance: Mathematics & Economics 26, 91–99.

(See also Bailey–Simon Method; Regression Models for Data Analysis)
ROB KAAS

Health Insurance
Introduction
Most persons with health insurance fully expect to
make claims every year. Health insurance is a form of
prepayment, and the financing of the medical industry is more significant to the design of benefits than
is the traditional task of covering low-probability
catastrophic costs. Health insurance covers routine
physicals, while auto insurance (see Automobile
Insurance, Private; Automobile Insurance, Commercial) would never cover oil changes. Both are
similar events in that the consumer could easily plan
for the routine expense and save accordingly. In terms
of risk aversion, there is no efficiency gain from the
pooling of risks (see Pooling in Insurance) for highprobability, low-cost events such as routine physicals.
The reasons that health insurance covers such events
are more a subject for political and social research [3,
5, 10], but it is crucial to remember that health insurance is the primary financing tool for one of the
world’s largest service industries.
Healthcare is a large segment in most economies.
Many developed countries spend 7% or more of
gross domestic product on healthcare, with the United
States spending 13.9% (see Table 1). The vast majority of healthcare expenditures are funded through
insurance. Compare this to home and automobile
purchases, which are financed primarily through personal savings and borrowing; with only the rare
fire or accident replacement being funded through
insurance.
In countries such as the Canada, Sweden, and the
United Kingdom, the government acts as the largest
Table 1 Expenditures on healthcare as a percentage of
gross domestic product, 2001
Canada
France
Germany
Spain
Sweden
United Kingdom
United States

9.7%
9.5%
10.7%
7.5%
8.7%
7.6%
13.9%

Source: Growth of Expenditure on Health, 1990–2001, OECD
Organization for Economic Cooperation and Development,
Temple University Library, 1 July 2003, http://www.oecd.org/
pdf/M00042000/M00042367.pdf.

health insurer, with funding derived through taxes and
universal coverage of all citizens [11]. In the United
States, the picture is less clear (see Table 2) [8]. The
US government acts as health insurer for the elderly
through its Medicare program and poor families
through its Medicaid program. Most other people are
covered through private insurers contracted through
their employer.
Healthcare is also a large expense to the consumer.
Annual health insurance premiums average $3060 for
a single person and $7954 for families (Table 3) [13].
Compare this to average annual premiums of $687 for
auto and $487 for homeowners insurance [2]. Even
when employers contribute towards health insurance
premiums, it still represents a cost to consumers
because this is money that could otherwise have gone
towards salary.
It should be clear that health insurance is, indeed,
different from other types of insurance. Virtually
all healthcare spending is financed through insurance, governments get more involved, and it is very
expensive. Again, much of the reason for this is that
health insurance serves as the primary funding mechanism for one of the largest sectors of the economy.

Example of Premium Development
Despite these differences, health insurance still
employs familiar actuarial methods. This can be
demonstrated through a simple example (Table 4)
that will be expanded later. In this example, a
company wishes to purchase insurance to cover
Table 2

Health insurance coverage (US, 2000)

Total persons
With insurance
Coverage thru
Employment
Employee (dependent)
Other private insurance
Military
Medicare
Medicaid
Uninsured

Nonelderly

Elderly

250 000 000
74.2%

35 000 000
99.3%

34.9%
33.5%
5.7%
2.8%
2.2%
10.4%
15.5%

34.1%
0.0%
27.9%
4.3%
96.9%
10.1%
0.7%

Source: Robert, J.M. (2003) Health Insurance Coverage Status: 2001, US Census Bureau, Temple University Library, 1
July 2003 http://www.census.gov/hhes/www/hlthin01.html.
Note: Percentages add to more than 100% because many persons have multiple coverage.
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Table 3 Average annual premiums for
employee health insurance coverage (US,
2002)
Single
Family

Total premium
Employee pays
Total premium
Employee pays

$3060
$454
$7954
$2084

Source: 2002 Employer Health Benefits Survey, The Henry J. Kaiser Family Foundation, 2003, Temple University Library, 1
July 2003, http://www.kff.org/content/2002/
20020905a/.

Table 4 Premium computation – simple
example
Population
Number of covered
members
Inpatient
Days per 1000 members
per year
Total days used by 2000
members
Hospital per diem
Total Inpatient cost
Inpatient cost per member
per year

2000

280
560
$750
$420 000
$210

hospital inpatient services for its employees. They
will cover all 2000 employees (‘members’), but
not other family members. This covered population
ranges in age from 18 to 65. On the basis of published
sources and experience with similar groups, it is
estimated that they will use 280 bed-days per 1000
lives per year, for a total of 560 bed-days for the
2000 covered members. The insurance company has

Benefit
package

Copayment
structure

negotiated a rate of $750 per bed day (‘per diem’).
This results in a total expected cost of $420 000
for the 2000 members, or $210 per member per
year (PMPY). From here, the insurer must add in
loading factors to complete the premium development
process.

Group Health Plans
This section describes group health rate setting by a
commercial insurance company for a defined group
of persons (usually the employees of a firm and
their dependents). This applies to any type of health
insurer – Health Maintenance Organization (HMO),
Preferred Provider Organization (PPO) or traditional
indemnity plans such as Blue Cross or Blue Shield.
Lessons learned are applicable to plans that cover
individual consumers, as well as government
programs.
A typical premium computation process is used as
a framework for rate setting concepts described in this
section (see Figure 1). Benefit design, coinsurance
and population characteristics are standard determinants of incidence or ‘utilization rates’. Characteristics of the provider network also affect utilization
rates. The same physician who determines that a
patient needs a tonsillectomy is often the same
physician who performs the tonsillectomy; so economic incentives can potentially conflict with medical
necessity. Additionally, most hospital services are
‘ordered’ by physicians. While physicians have no
direct economic interest in hospitals, they are paid
for managing hospitalized patients, so there is another
potential conflict of interests. Most hospitals are paid
in a way that gives them incentives to discharge

Covered
population

Provider
network

Utilization
rates

Premium
calculation

Figure 1

Premium computation process overview
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patients quickly, so this might be seen as a check
on physician discretion. However, hospitals do not
want to be too aggressive in policing physicians, who
could take their patients to another hospital if they
wished.

Table 5

Benefit package

Hospital
inpatient

Outpatient

What Is Insured? Benefit Package
Most health insurance plans cover hospital inpatient,
physician, emergency room, and hospital outpatient
services. Some also cover prescription drugs. While
this sounds simple, developing the full list of all
covered services is a substantial task. Insurers must
develop a benefit package with a range of services
broad enough to be valuable to customers, yet restrictive enough to be affordable. Medical and marketing
departments generally make these decisions, but the
resulting benefit package interacts with other factors,
which must be actuarially accounted for.
Hospital inpatient coverage relates to services
provided by hospitals when the insured person is hospitalized. This typically includes semiprivate room,
meals, drugs administered, and lab tests done while
hospitalized.
Physicians may perform thousands of different
procedures. Each is assigned a ‘CPT’ (Current Procedural Terminology) code which is a uniform definition provided by the American Medical Association.
Even a simple office visit may result in a number
of different CPT codes depending on visit duration, physician specialty, and location (office, hospital inpatient, or outpatient). And there are thousands of types of treatments and surgeries that may
be done.
Hospital outpatient coverage normally includes
minor surgical procedures performed in hospitals or
freestanding surgical centers which do not require an
overnight stay. Emergency room coverage typically
applies expressly to services provided in a hospital’s
emergency department.
The number of prescription drugs available grows
each day, and there are thousands that may be
prescribed. Many brand-name drugs have cheaper
generic substitutes.
The example benefit package used in this chapter
is defined below in Table 5.
The definition of benefits rests on the determination of ‘medical necessity’, a rather vague and
ill-defined term usually construed to mean ‘consistent
with medicine as practiced within the community’,

Lab tests
Drugs

3

All services provided to patient while
hospitalized. Includes room
charges, drugs and lab tests
administered while in the hospital.
Services provided in physician’s
offices, in hospital outpatient
settings, and emergency rooms.
All lab tests ordered by physicians
and done on an outpatient visit.
All physician-prescribed prescription
drugs.

and often lacking in detailed descriptive contractual
stipulations.
There can be significant interaction between benefit design and utilization rates. A benefit package
that includes prescription drug coverage will be more
attractive to patients who use prescription drugs on
a regular basis. Many such patients have chronic
conditions such as diabetes or asthma, so use more
physician, hospital, and emergency room services
than other patients. Insurers who ignore this potential
may underprice premiums.

How Much Will The Patient Pay? Copayment
Structure
Having decided on the range of services to be
covered, insurers next consider the copayment structure. Expanding on the example benefit package,
Table 6 shows that health insurers typically use several different copayment rules for different benefits.
In this example, the insurer requires no patient payment towards hospital inpatient services, a copayment
of $10 for each physician visit and $50 for each trip to
the emergency room. Patients are responsible for 10%
of lab test costs. For prescription drugs, the patient
pays the first $50 of annual costs out of their own
pocket as a deductible, after which point they pay
20% of subsequent costs (coinsurance).
There is evidence that copayments help limit problems of moral hazard, wherein insured persons use
more services simply because they are covered [1].
For example, a $10 copayment per physician office
visit might result in an average of 3.5 visits per year,
while a $15 copayment would see that average drop
to 3.2 visits per year.
It is important to account for interactions between
benefit design and copayment structure. A patient
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Table 6

Benefit package – copayment structure matrix

Benefit

Description

Copayment

Hospital
inpatient

All services provided to patient while
hospitalized. Includes room charges,
drugs and lab tests administered
while in the hospital.
Services provided in physician’s offices,
in hospital outpatient settings, and
emergency rooms.
All lab tests ordered by physicians and
done on an outpatient visit.
All physician prescribed prescription
drugs.

$50 ER service

Outpatient

Lab tests
Drugs

with a strained medial collateral tendon can be treated
with anti-inflammatory drugs, physical therapy, or a
combination of the two. If a benefit package has high
copayments for prescription drugs but no copayment
for physical therapy, patients may choose the latter,
resulting in higher-than-average utilization of physical therapy services.
The benefit design interaction with copayment
structure can even lead to improper treatment. For
example, many insurers limit patients to 30 mental
health visits per year but do provide prescription
drug coverage with low copayments. A patient with
chronic depression may need two to three visits
a week according to mental health professionals.
Experts acknowledge that the use of antidepressant
drugs, such as Prozac, may enhance therapy effectiveness, but few would say that Prozac alone is adequate
treatment. Despite this warning, many health insurers have structured benefits and copayments to give
patients incentives to use drugs alone rather than a
complete course of psychiatric visits.
Many decisions regarding copayment and benefit
design are made by marketing and medical departments, but rate setters must recognize their effects on
utilization rates. It should be noted that most insurers offer a range of benefit packages, each with a
different copayment structure.

Who Is Insured? Population Enrolled
Employers may offer employees several enrollment
options – mandatory, one choice with opt-out, or
multiple choices. Under mandatory enrollment, the
employer decides that it will purchase health insurance for all employees. The employer generally

$10 – Physician
office.
10%
$50 deductible,
then 20%

selects a single benefit package and copayment structure, adopting a one-size-fits-all approach. This simplifies rate setting because company demographics
and enrolled population demographics are identical.
Some employers offer just one choice of benefit package and copayment structure, but allow
employees to decline participation (opt-out). Employers would typically take a portion of the unused health
insurance premiums and return it to non-participating
employees in the form of higher wages or benefits.
Under this option, there is potential for adverse selection, wherein only those employees who expect to
have healthcare costs participate. Expected utilization
rates may have to be shifted upwards.
Employers who offer multiple choices of benefit plans and copayment structures present one of
the biggest challenges. For example, Harvard University had offered two plans to employees in the early
1990s: a PPO with very generous benefits and an
HMO plan that was less generous [4]. Even though
premiums for the PPO were much higher, Harvard
subsidized the full cost of both plans. In 1995, Harvard began a program in which they contributed the
same amount regardless of employee choice, which
meant that the employees still choosing the PPO
faced higher payroll deductions. As adverse selection
and moral hazard theories predict, the employees who
stayed in the PPO were more likely to be sicker,
older, and have had higher medical expenses in the
past. Left with only the riskier patients, the PPO lost
money in 1995 and had to raise premiums again in
1996. This led to more people leaving the PPO in
favor of the less-generous HMO. Again, those that
left tended to be younger and healthier. By 1997,
the adverse selection effects had compounded so
much that only the highest risk patients were left in
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the PPO, at which time it was discontinued. When
employees are offered multiple choices, there is a
higher potential for adverse selection.
Small employer groups with just a few employees often experience higher utilization that should be
accounted for in rate setting, as moral hazard applies
at the group level also. Employees who were uninsured prior to coverage often have lower utilization
than average because they are unfamiliar with health
insurance rules and may not know how to get the
most from their coverage.
Health insurance is very likely to be used several
times a year. Each time an insured person uses
services, the physician or hospital submits a bill,
or ‘claim’, to the insurer. The insurer must ensure
that the patient was enrolled on the date of service,
resulting in high eligibility verification frequency.
This burden raises administrative expenses that are
important to rate setting.
Health insurers generally break contracts into several classes, called single, two-person, and family.
The single contract covers just the employee, and
is simplest for determining premiums because the
employer’s demographics define the demographics of
the pool of potential members. Two-person contracts
cover the employee and their spouse. If the average
age of employees is young, lower utilization for most
healthcare services is expected, as younger people
generally use fewer services. But young couples may
use more maternity benefits. Family contracts cover
the employee, their spouse, and their children, and
present the largest challenge. Employers may or may
not be able to provide the insurer with the age–sex
mix of the employees’ children. Baby boys tend to
be sicker than baby girls, but teenage boys use fewer
healthcare services than teenage girls. Families with
ten children are sure to use more healthcare services
than families with just one child. Yet family contracts
are priced at a single premium level, regardless of
the number of children. These complexities require a
great deal of attention from rate setters.

How Much Will They Use? Utilization Rates
Information on benefit package, copayment structure and population enrolled is brought together to
estimate the number and types of services used (utilization rate).
Hospital inpatient utilization, as discussed above,
is sometimes measured in days per 1000 lives per

Table 7

Premium computation – utilization rates

Population
Number of covered members
Inpatient
Days per 1000 members per year
Total days used by 2000 members
Outpatient
RVUs per member per year
Total RVUs used by 2000 members
Lab
Lab tests per member per year
Total lab tests used by 2000 members
Drugs
Prescriptions per member per year
Total prescriptions used by 2000
members

2000
280
560
18.0
36 000
6.7
13 400
10.0
20 000

year. In Table 7, utilization is 280 days per 1000 lives
per year. One of the problems with this measurement is that it does not indicate if it was one person
who used 280 inpatient days or 280 people using one
day. Bringing number of admissions into the analysis allows computation of average length of stay
(ALOS). For example, if there were 100 admissions,
the ALOS would be 2.8 days. ALOS is sometimes
seen as an indicator of average case severity. Populations with higher ALOS may be sicker because they
tend to stay in the hospital longer. However, a high
ALOS could also mean that a population was not well
managed; resulting in longer stays than was necessary. In the United States, government programs and
a number of private insurers use Diagnosis Related
Groups (DRGs) to address this problem. Under this
system, each admission is assigned a DRG code based
on initial diagnosis and the procedures done. For
example, DRG 167 is a simple appendectomy with
no complications and DRG 166 is a simple appendectomy with minor complications [7]. Each DRG
code is assigned a weight that indicates the relative
resource requirements. DRG 167 (no complications)
has a weight of 0.8841 and DRG 166 (minor complications) has a weight of 1.4244, indicating that
appendectomies with complications are expected to
require about 61% more hospital resources. For the
sake of simplicity, Table 7 will just use days per 1000
lives per year.
Just as there is a system to measure the relative complexity of hospital admissions, the Resource
Based Relative Value System (RBRVS) provides a
way to compare physician services. The Current
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Procedural Terminology (CPT) code for a simple
appendectomy is 44950. This CPT has a Relative
Value Unit (RVU) weight of 15.38 [6]. Note that
hospital DRG weights and physician RVU weights
are not related. DRGs measure hospital resource
usage. RVUs measure how much work the physician
performs. A common way of measuring a population’s use of outpatient services is to compute the
average RVUs per member per year (PMPY). Higher
numbers might indicate a population that is using
more physician office visits than average (0.75 RVUs
for simple visits). Or it might indicate a population using the average number of physician visits
but requiring more extended visits (1.4 RVUs). In
Table 7, the population is estimated to require 18
RVUs PMPY, totaling 36 000 RVUs for the 2000
members.
There are industry indices to measure laboratory
test and prescription drug use as well. For brevity’s
sake, a simple count of the number of services is
used for each (6.7 lab tests PMPY and 10 prescriptions PMPY).
Utilization rate estimation usually starts with community averages. These are then modified on the basis
of features of the benefit package, the copayment
structure, and the characteristics of the population
enrolled. If the benefit package has limited mental
health coverage but a generous prescription drug plan,
insurers might raise projected drug utilization. If the
copayment structure calls for a $5 patient payment for
every lab test, where most other insurers require no
copayment, lower than average lab utilization might
result. Finally, if rates were based on a population
with an average age of 35, expected utilization of all
for all services should be increased for an employee
group with average age of 50. Locality often matters also. For example, people in Rochester, New
York have hospital utilization rates much lower than
national or even statewide averages. If developing
rates for a state with a physician shortage, such as
Maine, lower than average number of RVUs PMPY
is expected.
It is useful to produce tables like Table 7 for
a number of age–sex cohorts. Typical splits would
be male–female, for ages 0–1, 2–5, 6–12, 13–18,
19–35, 36–50, 50–65, and 65+. This would split
the simple example table into 16 smaller tables that
would all have to be aggregated later. Secondly,
each benefit would be split into a number of subcategories. Hospital inpatient would be divided into

medical, surgical and maternity admissions, intensive
care, and neonatal. Outpatient would be divided into
family physician office visits, specialist physician
office visits, physician surgeries, mental health visits, and physical therapist visits – just to name a few.
Any such additions would make Table 7 much more
difficult to follow, so are simply mentioned here.
A final issue to be considered is the insurer’s
medical management program. All health insurers
have departments responsible for utilization review
and case management. Staffed by physicians and
nurses, these departments watch over the care patients
receive. If a physician thinks the patient needs
surgery, case managers will start tracking the patient
to make sure no unnecessary tests or procedures
are performed. Insurers who aggressively manage
patients are likely to have lower utilization rates.
Medical management also extends to benefit package and copayment structure policies. Most insurers
require a second opinion before surgery is performed.
Some insurers require that patients receive a referral from their primary care physician before seeing
a specialist, while other insurers allow non-referred
specialist visits but require a higher copayment. Utilization rates may need to be adjusted on the basis of
whether medical management programs are more or
less restrictive than average.

Who Provides Services and What Are They Paid?
Provider Network
Health insurers contract with hospitals, physicians
and other healthcare professionals to provide the full
range of services offered in the benefit package.
These contracts specify the amount that the insurer
will pay for each service. Various methods of payment are discussed below.
When hospitals are paid a flat fee for each day
a patient is hospitalized, the total expected hospital
inpatient cost is simply (total days) × (per diem rate),
as displayed in Table 8. In this example, the insurer
has a contracted rate of $750 per day, resulting in total
expected hospital costs of $4 20 000, or $648 PMPY
for each of the 2000 members. This payment method
gives hospitals an incentive to keep patients hospitalized as long as possible. Under the DRG payment
system hospitals have no economic incentive to keep
patients hospitalized too long. As discussed earlier,
each DRG is associated with a weight, which is then
multiplied by a conversion factor to yield the fee.
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For example, multiplying the routine appendectomy
(DRG 167) weight of 0.8841 by a $1000 conversion
factor shows a flat fee of $884 – regardless of length
of stay.
Physicians and other outpatient providers have
contracted at a rate of $36 per RVU. With an
expected 36 000 total RVUs, the total expected cost
is $1 296 000. Dividing by the number of covered
lives shows an expected cost for outpatient services
of $648 PMPY. This payment method gives providers
an economic incentive to provide more services.
Some medical services are paid based on the ratio
of cost to charges (RCC). In Table 8, the laboratory
would compute their total costs and divide that by
their total charges (25% in this case, resulting in an
effective cost of $18.75 per test). In effect, this is the
laboratory’s average cost per test. They may have
higher costs on some tests and lower on others, but
Table 8 Premium computation – costs (see Table 8 for
derivation of utilization rates)
Population
Number of covered members
Inpatient
Total days used by 2000
members
Hospital per diem
Subtotal inpatient cost
Inpatient cost PMPY
Outpatient
Total RVUs used by 2000
members
Payment per RVU
Subtotal outpatient cost
Outpatient cost PMPY
Lab
Total lab tests used by 2000
members
Average charge per lab test
Ratio of cost tocharges (RCC)
Effective cost per lab test
Subtotal lab cost
Lab cost PMPY
Drug
Total prescriptions used by 2000
members
Average AWP per prescription
Dispensing fee
Effective cost per prescription
Subtotal drug cost
Drug cost PMPY
Total Cost PMPY

2000
560
$750
$4 20 000
$210
36 000
$36
$1 29 6000
$648
13 400
$75
0.25
$18.75
$2 51 250
$126
20 000
$75
$2
$77
$15 40 000
$770
$1754
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they have agreed to be paid based on the average. The
RCC method makes it easy for both parties. The lab
continues to bill at their normal charge. The insurer
simply multiplies by the RCC to compute payment.
Prescription drug prices frequently vary from
pharmacy to pharmacy. There are, however, national
standards. The Average Wholesale Price (AWP) represents what the pharmacy is supposed to have paid
for the drug. Rather than negotiating separately with
each pharmacy for each different drug, many health
insurers contract to pay the pharmacy the AWP plus
a small fee for dispensing the drugs. The AWP just
covers the pharmacy’s cost of acquiring the drug, and
the dispensing fee provides them with a slight margin. Table 8 estimates that the AWP of the average
prescription used by this population would be $75
and that the average person would get 10 prescriptions each year. The insurer’s contracted dispensing
fee of $2 brings total expected drug costs to $770
PMPY. Drug utilization is especially sensitive to
moral hazard, with low copayments associated with
higher utilization rates.
Primary care physicians (PCPs) are frequently
paid a fixed capitation rate per life, per month. The
rate is adjusted for the age and sex of the patients
assigned to the PCP. Such methods pass risk down
to providers. The insurer chooses a fixed expense
based on historical averages. In accepting capitation,
the PCP now bears the risk that utilization of their
assigned patients is higher than average. As risk is
passed down, it actually increases the number of
parties who need to understand the actuarial concepts
behind insurance.
The amount that providers accept from insurers is
frequently much lower than the amount they accept
from cash paying patients. Recall that almost all
healthcare is paid via insurance. Since a physician
sees 80% or more of their revenues coming from
insurers, they face significant losses if they do not
agree to discounts.

How Much to Charge? Premium Calculation
With a sound estimate of total costs, it is simply a
matter of adding overhead to complete the premium
calculation process (see Ratemaking). Health insurer
overhead is typically 10 to 20% of total premiums.
Assuming 15% overhead, the $1754 expected cost
from Table 8 becomes a premium of $2064. Note
that this would be considered a very low premium in
the United States where the average is $3060.
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The example built in this section demonstrates
how rates are developed for a population without
knowing their prior experience. Community averages
were used as base estimates and adjusted according
to benefit package, population demographics, copayments and a number of other factors. Once an insurer
has a year or two to learn a population’s actual utilization rates, they may decide to experience rate. It
should be noted that experience-rating is not always
allowed. Some states in the United States require
community rating.
Reinsurance is available to reduce the risk that
the insurer will undergo insolvency in the case of a
single catastrophic loss, or a rise in overall average
claim size. Health reinsurance may be written at
the individual patient level (e.g. 90% of costs over
$10 000 but below $1 000 000 for any single patient
in a single year) or, less commonly, for the group as
a whole (e.g. 50% of claims in excess of $15 million
but less than $35 million for the defined group for a
specific year).

Risk and Reserves
Health insurers do not earn as much investment
income as in life insurance or other lines because the
lag between premium collection and claims payment
is relatively short. Premiums are typically prepaid
monthly for the following month. Allowing time for
bills from providers to be received, processed and
paid, the insurer will likely pay out most claims
within four months. For example, 50% of January
service utilization will be paid for by the end of
February, 80% by the end of March, and 95% by the
end of April. With such a short cycle, health insurers
have a hard time building up reserves (see Reserving in Non-life Insurance), and even large plans that
have been in business for years often have reserves
adequate to cover just six to eight weeks of claims
experience.
Owing to this short premium-to-payout turnaround, health insurers will feel the effect of an
underpriced premium much sooner than in other types
of insurance. An automobile insurance company may
not feel the effect of low premiums for years, a life
insurance company for decades, but a health insurer
will feel it in months. Unfortunately, health insurance
rates can normally be adjusted only once a year. So
even if a health insurer realizes it made a mistake by

June, they have to live with the loss until December. This makes the job of the actuary particularly
important to health insurers.
The experience of Oxford Health Plan provides an
example of how quickly things can change. Oxford
was one of the fastest growing US HMOs in the
mid-1990s. They had a reputation for being very
patient-friendly in a market where many other HMOs
were seen as too restrictive. In September 1996, as
Oxford’s enrollment approached two million covered
lives, they installed a new information system to cope
with their rapid growth. Just one year later, Oxford
announced losses of nearly $600 million, pushing
them to the edge of bankruptcy. Oxford blamed the
losses on the information system, which they said
understated its estimated debts to providers and which
also caused delays in billing premiums [12]. Information system problems notwithstanding, how did
Oxford actuaries miss important signs? While there is
no direct evidence of what happened inside Oxford,
some industry analysts state that ‘with profits high,
HMO actuaries – the people in charge of making sure
a HMO stays solvent – seemed like worrywarts. They
lost the upper hand to HMO marketers, who saw a
great opportunity to build market share. But big profits also attracted new competition and caused benefit
buyers to demand price concessions’ [9].
With ruination just a few months away in health
insurance, timely reports are critical. A key problem for Oxford was the understatement of ‘incurred
but not reported’ (IBNR) claims (e.g. losses which
have occurred but for which a claim has not yet
been submitted) (see Reserving in Non-life Insurance). A number of techniques have been developed to more accurately forecast IBNR, including the
use of rolling historical averages tracking lag from
service to payment, preauthorization of services and
the requirement for written referrals and continuing
reports on inpatient progress.
IBNR estimates are critical to monitoring shortterm fluctuations in reserves. In the longer term,
the health insurance industry often follows an
underwriting cycle wherein several years of profits
are followed by several years of losses. This cycle
turned again in the United States at the beginning
of the 1990s. Prior to this time, most Americans
were covered under traditional indemnity products
such as Blue Cross or Blue Shield. When HMOs
were introduced, they were seen as more attractive to
younger, healthier patients. But HMOs priced their
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premiums just slightly below competing indemnity
products. As a result, many HMOs experienced
large surpluses in the early 1990s. This drew more
insurers into the HMO product market, and the new
competition meant that HMOs were no longer pricing
just to compete with indemnity plans with their older,
sicker patients. HMOs now had to compete against
each other, so the mid-1990s saw reserves drop. To
cope with falling margins, some HMOs merged to
consolidate operating expenses, while others simply
went out of business. By 2000, HMO margins were
up again. Note the problem. While health insurers
have just a few months worth of expenses in reserves,
they exist in an industry that is subject to long-term
cycles of boom and bust.
Compounding the natural underwriting cycle,
many states in the United States regulate the premium
amounts that health insurers may charge. Some states
will not grant a request for increased rates until an
insurer has proved that current rates are too low.
Worse yet, some states are only convinced of the need
to raise rates when the insurer has proved their point
by actually losing money.
Another cycle to be aware of is the simple change
of seasons. Flu and pneumonia are more common
for elderly patients in winter months, resulting in
higher utilization. Late summer generally brings a
sharp increase in pediatric visits as children get their
immunizations before starting school. Even storms,
which are normally thought of as property and casualty problems (see Non-life Insurance), can cause
significant changes in utilization patterns. For example, a blizzard hit New York City on January 7, 1996,
dumping two to three feet of snow in two days, shutting down the city. Predictably, there was a sharp
increase in the number of broken limbs as people
tried, some unsuccessfully, to get around despite the
snow. No actuary would be faulted for not predicting
this, as weather is difficult to forecast more than one
or two weeks into the future. But what they could
have predicted months in advance, but many did not,
came in October 1996. Nine months after the storm
came a sharp spike in new births in New York City
hospitals. They were called ‘blizzard babies’.

Private and Social Insurance
The discussion above focused on group health
policies written by commercial insurers wherein
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employers contract directly with insurers and only
employees and their families are eligible to join.
This is how most working-age families are insured
in the United States, Germany, and many other
countries. If a person is self-employed or works for a
small company that does not offer health insurance,
they may contract directly with the insurer under
an ‘individual’ policy. Alternatively, a person may
simply choose not to purchase insurance at all. In
countries such as the Netherlands, premiums are
paid out of a general tax fund, so everyone is
insured and there is no opt-out. But in the United
States, people may choose to not purchase health
insurance. This raises adverse selection problems
that must be recognized when setting rates for these
individual policies. This problem is compounded
by favorable tax treatment to premiums paid by
employers in the United States, where companies are
allowed to deduct insurance premiums as business
expenses, but individuals purchasing insurance on
their own can claim only a partial deduction.
This makes health insurance as much as 30%
cheaper when purchased through employers, creating
additional potential for moral hazard in the private
(nonemployer group) market. For this reason, many
individual health insurance policies exclude coverage
for pre-existing conditions. These selection problems,
and the resulting higher premiums lead to a large
number of uninsured people in the United States (over
40 million in 2002) [8].
Many societies assume responsibility for the individual health of disadvantaged citizens. People who
are old, poor or handicapped would not be able
to afford health insurance in a purely private market. Insurance for such people is instead collectively
funded, generally through taxes. This is how Medicare and Medicaid are funded in the United States.
Social Insurance (see Social Security) makes society
as a whole bear the risks of ill health and disability, rather than a defined subgroup delimited by
market financial contracts. The ‘group’ is no longer
just one set of employees, a set of medically prescreened individuals who have applied for contracts,
residents of a town, or students at a college, but
everyone who belongs to that society. Many risks
that are not capable of coverage with individual or
employer policies are thus covered (for example,
being born with a genetic defect (see Genetics and
Insurance), lack of income, or becoming old). The
standard actuarial procedures for varying premiums
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with the expected losses of each defined class of
insured no longer applies, and indeed is explicitly
eschewed.
Social insurance separates the variation in the
payments used to finance benefits from variation in
the expected cost of benefits, so that the sick and
the well, the young and the old, the healthy and
the disabled, all pay the same (although payment
may well vary with wages, income levels, and other
financial factors as in other tax policies). This lack of
connection between expected payments and expected
benefits is both the great strength and the great
weakness of social insurance. Since payments are
collective and unrelated to use of services, all sectors
of society tend to want to use more medical services
and cost control must be exercised from the center.
However, since all persons have the same plan, there
is strong social support for improving medical care
for everyone, rather than for trying to advantage
the medical care of one group at the expense of
another. Specifically, the high-income and employed
groups have a great incentive to maintain benefits for
the poor, the retired, and the chronically ill, since
the same policies apply to all. A more segregated
market system would allow high-income groups to
set up separate medical plans with superior funding,
that would attract the best doctors, hospitals, and
other employees. In such a segregated system, it is
inevitable that the financially disadvantaged become
medically disadvantaged as well.
Societies that do not directly subsidize the health
insurance of all citizens still pay an indirect price.
Hospitals are required to care for patients regardless
of their ability to pay. An uninsured homeless man
admitted for pneumonia and congestive heart failure
could cost $50 000 to treat. The hospital can try to
bill the patient, but they are not likely to collect much
of the bill. They will have to write-off the balance as
bad debt. In the larger scheme, this bad debt would
have to be covered by profits on other patients, so
part of the cost of everyone’s insurance is used to
cover the debts of the uninsured. The societal decision
to cover such bad debt conforms to basic insurance
theory in that the risk of a group is shared collectively
by all members of a society. The alternative, denying
care to the elderly and other persons in greatest need,
is unacceptable to most societies. Dealing with life
and death makes politicians reluctant to use prices
to ration care. For health, more than with other lines

of insurance, there is public support for using public
funds to provide benefits to all.
The insurance industry, both private and government sponsored, responds with solutions that address
the healthcare needs of the entire society. Access to
affordable healthcare is a vital need of any society,
and actuaries are an important part of the team that
makes the financing possible.
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Inflation: A Case Study
Importance in Actuarial Business
Inflation certainly is one of the factors with greater
impact on long-term business. In fact, inflation fluctuations, as low as they may be, cause relevant changes
in the monetary values over time.
The inflation process relating to the actuarial business affects the purchasing power of capitals insured.
This determines a progressive contraction of the sums
insured, especially for very long contractual durations, typical for life insurance policies.
In the case of narrow annual variations also, the
impact of inflation throughout long contractual durations leads to a remarkable disproportion between
premiums paid and real values of the sums insured.
This phenomenon is increasingly significant for insurance contracts with relevant saving peculiarities (typically when, with respect to the benefit payments, the
insured anticipates relevant amounts).
During periods characterized by remarkable
inflationary processes, the adverse effects of inflation
caused a contraction in the demand of traditional life
policies over time. This gave rise to the introduction
of insurance products with flexible benefits, for
which premiums and benefits can be linked to
economic–financial parameters, likely to guarantee
adjustments to the changes of the economic scenario,
thus protecting the purchasing power of the sums
insured. These contracts are named indexed insurance
policies. The main feature of such contracts consists
in the possibility for the insurance company to invest
the mathematical reserves in indexed activities, in
order to get adequate returns with respect to the
fluctuations of the general price index.

Inflation and Insurance Products
From a general point of view, and following some
essential guidelines, we illustrate an insurance contract’s adequation process aimed to render them flexible (in our framework, to connect them with the
inflation rate).
Consider a life insurance policy, which is financed
by net premium, with duration n. Let t V denote
the mathematical reserve at time t, Pt,n , the actuarial
value at time t of premiums related to the time

interval [t, n], Ct,n , the actuarial value at time t of
benefit payments related to the time interval [t, n].
The actuarial equivalence at time t is expressed
by the equation
tV

+ Pt,n = Ct,n .

(1)

In the context of benefits increase, future premiums
and/or reserves must be opportunely increased while
maintaining the actuarial equilibrium.
By using the same technical bases, the sums
insured, the reserves, and the annual premiums can
be increased by means of suitable increase rates, say
i (c) , i (r) , i (p) respectively.
As an example, consider an n-year endowment
insurance, issued to a life aged x, C being the sum
insured, and P the annual premium payable for the
whole contract duration. It holds
t V (1

+ i (r) ) + P äx+t : n−t (1 + i (p) )

= C(1 + i (c) )Ax+t : n−t .

(2)

In order to adequate the sums insured to guarantee their real values, adequations must be obtained
recursively by means of increase rates related to the
proper time periods.
In this order of ideas, we can rewrite equation (2)
as follows
t V (1

+ i (r) ) + P

t−1


(p)

(p)

(1 + ih )äx+t:n−t (1 + it )

h=1

=C

t−1


(1 + ih(c) )Ax+t : n−t (1 + it(c) ),

(3)

h=1
(p)

are related to time t (t =
where it(c) , it(r) , it
1, 2, . . . , n − 1), and are fixed in the contractual
clauses as functions of economic–financial variables.
Moreover, in the same clauses the allotment of the
adequacy expenses are also established.
In particular, when adequation is carried out with
respect to inflation, the increase rates turn out to be
connected in different ways to the annual inflation
rate by means of suitable functional links. According
to the various definitions of the functional links of the
three rates, different indexation levels are obtained.
The difficulties in covering the effects of inflation
in periods characterized by adverse economic trends
is one of the motivations leading to the development
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of insurance policies, which allow the insureds to
share in the insurer’s profits (see Asset Shares).
Contracts based on mixed models also exist, aimed
to adequate premiums and benefits, whose ratio in a
contractual dynamic is likely both to front the loss of
purchasing power of the sums insured and to allow
the insureds to share in profits.
Finally, we point out the new frontier of flexible products, which realizes a not real but financial
indexation, obtained by linking contracts to investment funds (see Unit-linked Business).
For a more comprehensive treatment of the subject, the reader can refer to [1, 2].
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Insurance Company
An insurance company is an organization that is
licensed by the government to act as an insurer, to be
party to an insurance contract that promises to pay
losses or render services.

History
Insurance companies and the types of coverage
offered, as we know them today, originated in England in the seventeenth century. The most notable
insurance company is Lloyd’s of London, currently
the world’s second largest commercial insurer, which
started in Lloyd’s coffee shop where merchants and
shipowners gathered to underwrite specific types of
risks and establish a set of rules for payment.
Further development of insurance companies has
been a result of market initiatives and requirements
by law. To protect against large losses, in the nineteenth century, governments began to require that
companies purchase insurance and retain adequate
reserves (see Reserving in Non-life Insurance) for
risks such as fire, workers compensation, public liability, and later automobile (see Automobile
Insurance, Private; Automobile Insurance, Commercial).

Types of Insurance Organizations
Insurance companies can be broadly divided into two
groups: life insurers and general insurers.
Life insurance was originally designed to provide
protection for the family of a deceased policyholder,
but has now evolved to include a variety of
policy designs and benefits. Traditional policies
would require the policyholder to make regular
premium payments and would provide for payment
of a predetermined sum if the policyholder died
during the specified term of the policy. Recently,
policies have evolved such that premiums are now
invested in an investment portfolio/account with the
policyholder receiving the accumulated funds plus
any investment income earned at the cessation of
the policy (see Unit-linked Business). Life insurers
also began to offer annuity products, which allowed
for the payment of a fixed yearly income after the
policyholder reached a predetermined age. Recently,

insurers have also allowed for early benefit payments
to patients with terminal illnesses.
General insurance (see Non-life Insurance)
allows for the coverage of non-life related
risks. This might include products that provide
coverage for home and contents (see Homeowners
Insurance), vehicles, and factories against theft
or damage. Companies also developed catastrophe
insurance allowing coverage against damage due
to the elements, such as tornado, cyclone, hail,
or flood damage. Other large fields in which
general insurance companies are involved include
public and professional liability insurance, marine
insurance, and credit insurance. Almost every type
of foreseeable risk can now be insured through
insurers that use specialized underwriting techniques
to evaluate the risks involved.
Insurance companies differ not only with the
type of coverage offered but also with the type
of organizational structure based on differing goals
and objectives.
Stock insurance companies operate for profit, selling stock of ownership to shareholders who provide
the capital. This type of insurance company represents the largest proportion of organizational structures. Mutual insurance companies (see Mutuals)
are owned by the policyholders and are designed,
not for profit, but for risk sharing. Any earnings are
redistributed to the policyholders. In recent times,
many mutual insurance companies have undergone
demutualization, and have been reorganized as stock
companies to have easier access to capital and to
put themselves in an ‘improved’ competitive position.
There are many other types of organizational structures that fill a smaller part of the market, but generally satisfy specific needs in various industries, such
as cooperations, fraternal orders, and reciprocals.

Underwriting/Rate making
The insurance industry is competitive and the insured
may choose a company based on its financial stability,
policy premiums, and details of coverage. To remain
competitive, insurance companies must be selective
in deciding the underwriting process and what risks
to take on, and in order to have sufficient reserves
to cover potential losses (see Reserving in Non-life
Insurance), a premium should be charged that provides adequate coverage at a competitive price (see
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Premium Principles; Ratemaking; Risk Classification, Pricing Aspects; Risk Classification, Practical
Aspects).

Environment
Most insurers operate in an environment of intense
government regulation. Insurance and superannuation
comprise an essential part of most governments’ public savings policies and help contribute to the overall
stability of the financial system. The activities of
insurance companies are therefore severely limited by
complex and comprehensive government legislation.
The regulations generally aim to promote solvency,
protect policyholder interests, and ensure consistency
in financial reporting.
Other limitations might include restrictions on the
types and amount of securities that may be purchased, as well as ensuring the provision of minimum
capital adequacy reserves held in low-risk assets.
Government and nongovernment bodies usually work

together to establish prescribed processes and methods to be used in the valuation of an insurance
company’s liabilities and assets.
Insurers may sometimes receive differential tax
treatment to help the government achieve its longterm economic objectives. In particular, superannuation (see Pensions: Finance, Risk and Accounting)/pension products tend to receive favorable tax
treatment due to their importance in increasing public savings and reducing pressure on social welfare
systems (see Social Security).
In recent years, insurers have faced increasing
competition from other financial institutions that have
begun to offer insurance type products. In particular, banks have shown an increasing interest in the
insurance market and have aimed to build on existing customer bases by offering more comprehensive
packages designed to meet the full spectrum of customers’ financial needs.
AMANDA AITKEN & BRETT COHEN

Insurance Forms
A typical insurance policy contains a variety of
‘forms’. These include a ‘policy declarations form’, a
‘policy conditions form’, and one or more ‘coverage
forms’.
A policy declarations form typically lists basic
policy information including the policy inception and
expiration dates, applicable deductibles and limits,
the activity to be insured, and the named insured.
A policy conditions form typically lists any qualifications the insurer attaches to its promises to the
policyholder. These usually focus on the duties and
rights of both the insurer and the policyholder before
and subsequent to an insured event [2].
To an actuary, the most important form of an
insurance policy is the coverage form. For a monoline
insurance policy, there will be one or two coverage
forms: a claims-made form or an occurrence form.
(Bundled policies may have both types of coverage
forms depending on the policyholder’s choice of
types of coverage.) These forms are generally similar
and contain the same components such as definition
of the coverage provided and description of any
aggregate limits or sublimits that affect the amount
of coverage provided. The key difference between
the claims-made and occurrence form, however, is
the ‘trigger’, which is a very important consideration
for actuaries in both ratemaking and reserving.
For occurrence policies, coverage is ‘triggered’
when a covered event occurs during the policy period
defined by the inception and expiration dates. Generally, an occurrence policy provides coverage regardless of when the occurrence is reported to the insurer.
As a result, for certain classes of business, such as
a product or professional liability insurance, there
may be a long lag from the occurrence date of a
covered event to the date when it is reported to
the insurer.
For claims-made policies, coverage is triggered
when a claim is ‘made’ or reported to the insurer.
Claims related to events that occur during the policy period but that are not reported until after the
policy period are not covered. Thus, claims-made
policies are not exposed to claims (see Reserving
in Non-life Insurance), which is a significant difference from occurrence policies. Another difference
from occurrence policies is that claims-made policies
often include a ‘retroactive date’, which represents

the earliest occurrence date for which reported claims
will be covered. Both these differences are consistent with the original intent of claims-made policies,
which was to reduce the causes of additional development (the ‘tail’) associated with liability exposure [1].
With respect to ratemaking and the coverage
form, there are a number of differences the actuary
must consider. First, when projecting ultimate loss
for the prospective policy period, an actuary should
recognize that the loss trend has a greater impact on
occurrence policies due to the longer average lag
from when the policy incepts to when claims are
reported. Second, occurrence policies generate more
investment income due to the longer lag between
premium collection and claim settlement. As a result,
the prospective ultimate loss discounted to present
value for the time value of money is lower for
occurrence policies than for claims-made policies.
One additional issue that affects the pricing of
claims-made policies relates to the retroactive date.
The closer the retroactive date is to the policy inception date, the greater the reduction to the exposure
underlying the claims-made policy. As a result, there
is often a distinction made among claims-made policies to recognize the time between the retroactive date
and the policy inception date. A policy for which the
retroactive date is approximately equal to the inception date is known as a ‘first year claims-made’ policy, a policy for which the retroactive date is approximately one year prior to the inception date is known
as ‘second year claims-made’, and so on. A ‘mature
claims-made’ policy covers claims reported during
the policy period regardless of the occurrence date.
For reserving, the key difference between claimsmade and occurrence data is that a claims-made
report year is not exposed to unreported claims. As
a result, all else being equal, one would expect the
loss development pattern to be shorter for claimsmade business than for occurrence business. Also,
ultimate claim frequency, which is a useful diagnostic
in reserving, is known with certainty after 12 months.
Another issue is the relative difficulty in identifying
the impact of historical legislative changes and new
types of claims. Legislative changes in particular may
be difficult to evaluate because they often apply to all
occurrences either before or subsequent to a specified
date. As a result, this type of change is easier to
identify on an occurrence basis rather than a claimsmade basis because claims from a specific occurrence
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period are likely to be reported over a number of
claims-made report periods.
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Kalman Filter, Reserving
Methods
The Kalman filter [4] is an estimation method associated with state space models. The data are viewed as
a time series, and this focuses attention on forecasting. Hence, when it is applied to claims reserving,
it emphasizes the forecasting nature of the problem.
A state space model consists of two equations. The
first relates the data to an underlying (unobservable)
state vector, and is called the ‘observation equation’.
The second is the ‘state equation’, and defines the
change in the distribution of the state vector over
time. Thus, the dynamics of the system are governed by the state vector and the state equation. The
observation equation then links the state vector to the
data. The Kalman filter was applied to time series by
Harrison and Stevens [3], in a Bayesian framework
(see Bayesian Statistics; Bayesian Claims Reserving). However, although it is possible, and sometimes very helpful to use a Bayesian approach, it is
not necessary.
In the actuarial literature, Kalman filtering methods have been applied to claims runoff triangles
by De Jong and Zehnwirth [1] and Verrall [7]. The
section ‘The Kalman Filter’ gives an introduction to
the Kalman filter. The section ‘Application to Claims
Reserving’ outlines how the Kalman filter has been
applied to claims reserving in those articles. Further
details may also be found in [6], while [2] provides a
summary of stochastic reserving, including methods
using the Kalman filter.

The Kalman Filter
The Kalman filter is an estimation method for a
state space system, which consists of an observation
equation and a system equation. This can be set
up in a number of different ways, and there are
also a number of different assumptions that can be
made. Here, we choose to make full distributional
assumptions for the random variables.
The observation equation is
Yt = Ft θt + et ,

(1)

where et has a multivariate normal distribution with
mean 0 and variance–covariance matrix Vt (see

Continuous Multivariate Distributions). These are
assumed to be serially independent. In many cases,
Yt may be a scalar, but it is also often a vector
whose length should be specified here. However, the
application to claims reserving requires the dimension of Yt to increase with t. For this reason, it is
not helpful here to go into the details of specifying the dimensions of all the vectors and matrices in
these equations.
The system equation is
θt+1 = Gt θt + Ht ut + wt ,

(2)

where ut has a multivariate normal distribution with
mean Ut and variance–covariance matrix Ut and wt
has a multivariate normal distribution with mean 0
and variance–covariance matrix Wt . Further, et , ut ,
wt are sequentially independent.
In these equations, θt is the state vector, and
the way it is related to the previous state vector
through the system equation governs the dynamics
of the system. ut is a stochastic input vector, which
allows for new information to enter the system. et
and wt are stochastic disturbances. The choices of the
matrices Ft , Gt and Ht are made when the system
is set up, and can accommodate various different
models.
The Kalman filter is a recursive estimation procedure for this situation. When we have observed
Dt−1 = (Y1 , Y2 , . . . , Yt−1 ), we estimate θt by θ̂t|t−1 =
E[θt |Dt−1 ]. Let Ct denote the variance–covariance
matrix of θ̂t+1|t . Then, conditional on Dt−1 , θt has a
multivariate normal distribution with mean θ̂t|t−1 and
variance–covariance matrix Ct .
Conditional on Dt , θt+1 has a multivariate normal
distribution with mean θ̂t+1|t and covariance matrix
Ct+1 , where
θ̂t+1|t = Gt θ̂t|t−1 + Ht ût + Kt (Yt − Ŷt )
Kt = Gt Ct Ft (Ft Ct Ft + Vt )−1
Ct+1 = Gt Ct Gt + Ht Ut Ht
− Gt Ct Ft (Ft Ct Ft + Vt )−1 Ft Ct Gt + Wt
Ŷt = Ft θ̂t|t−1 .
This defines a complete recursion, and we
return to the distribution of θt , replacing it
the new distribution for the state vector. The
data arrives, and we can again update the
vector.

may
with
new
state
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To start the process, a noninformative prior distribution can be used (in the Bayesian setting). In the
classical setting, an approach similar to that used in
time series can be taken. Either one may condition on
the first data point, or else the complete distribution
can be formed and an optimization procedure used to
estimate the parameters.

Application to Claims Reserving
Since the Kalman filter is a recursive estimation
method, we have to treat the claims data as a time
series. Without loss of generality, we consider a triangle of incremental claims data, {Yij : i = 1, 2, . . . , n;
j = 1, 2, . . . , n − i + 1}:
Y11

Y12

Y21
..
.

...
.
..

. . . Y1n
.
..

Yn1
These claims data arrive in the following order:


Y14

  Y13 
Y12
Y 
, Y22 ,  23  , . . .
Y11 ,
Y21
Y32
Y31
Y41
It can be seen that the data vector is of increasing
length, in contrast to the more usual format of time
series data. This means that all the matrices in the
state space system will increase in dimension with
time. Also, it is (usually) necessary to add new
parameters at each time point, because there is data
from a new row and column. This can be achieved
using the input vectors, ut .
De Jong and Zehnwirth [1] set up the state space
system as follows. The observation equation, (1), is
defined so that
 

b 
φt
0
... 0
1

 0 φt−1 . . . 0 
b

2
Ft = 
..
.  and θt =  ..  .
..
 ...
.
. .. 
.
bt
0
0
. . . φ1
(3)
Here, φt and bt are, in general, vectors, and the
prime denotes the transpose of a vector. The simplest
case is when φt and bt are scalars, relating to the
development year and accident year respectively. De

Jong and Zehnwirth define φt so that the runoff
shape is that of the well-known Hoerl curve. They
also consider more complex formulations. However,
it should be noted that this set up implies that the
runoff shape must be assumed to have some known
parametric form.
The vector bt relates to the accident year, and it is
this to which the smoothing procedures are applied.
This is similar to the situation in other approaches,
such as credibility theory and Bayesian methods,
which are most often set up so that the smoothing is
applied over the accident years. The simplest model
that De Jong and Zehnwirth consider is where the
accident year parameter follows a simple random
walk: bi = bi−1 + wi . From these equations, we can
deduce the system equation for the present model.
Whilst De Jong and Zehnwirth concentrate on
models related to the Hoerl curve, Verrall [7] considers the chain-ladder technique as a state space
model. This uses a linear modeling approach, and
assumes that the incremental claims are lognormally
distributed (see Continuous Parametric Distributions) with mean
µ + αi + βj .
(Note that this model can be parameterized in
different ways. In this case, constraints are used such
that α1 = β1 = 0, as in [7].)
This means that the logged incremental claims are
normally distributed, and the Kalman filter can be
applied. The similarity between this lognormal model
and the chain-ladder technique was investigated by
Kremer [5].
The observation equation, (1), in this case, is in the
following form (illustrated for the third data vector):


Y13
Y22
Y31




=

1 0
1 1
1 0

0
1
0

0
0
1


µ
1  α2 
 
0  β2  .
0  α3 
β3




(4)

The system equation can take a number of forms
depending on the model being applied. For example,
the Kalman filter can be used simply as a recursive
estimation procedure for the lognormal model by
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setting up the system equation as follows:
  



µ
0 0
1 0 0
 

 α2   0 1 0  µ
0 0
  

 u3,1

,
 β2  =  0 0 1  α2 +  0 0 
α  0 0 0 β
 1 0  u3,2
3
2
β3
0 1
0 0 0
(5)


u3,1
contains the distribution of the new
where
u3,2
parameters. This distribution can be a vague prior
distribution that would give the same estimates as
fitting the model in a nonrecursive way. Or a distribution could be used that allows information to be
entered about the likely value of the new parameters.
However, it is likely that the Kalman filter is used
in order to apply some smoothing over the accident
years. This can be achieved by using the following
system equation:
 
 

  
0
0
1 0 0
µ
 
0
0
 α2   0 1 0  µ
 
 

  
 β2  =  0 0 1  α2 +  0  u3 +  0  w3 ,
0
1
α  0 1 0 β
3

β3

approaches to be applied. All the time, the estimation is carried out using the Kalman filter. It should
be noted that the Kalman filter assumes a normal
error distribution, which implies a lognormal distribution for incremental claims here. This assumption
has sometimes not been found to be totally satisfactory in practice (e.g. see the discussion of lognormal
modeling in [2]). So far, the use of dynamic modeling with other distributions has not been explored
in claims reserving, although the use of modern
Bayesian modeling methods has begun to receive
more attention.
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(6)
where, again, u3 is the input for the new column parameter, β3 , and can be given a vague prior
distribution.
In this system equation, the new row parameter
is related to the parameter for the previous accident
year as follows:
α3 = α2 + w3 ,

(7)

where w3 is a stochastic disturbance term with mean
0 and variance reflecting how much smoothing is to
be applied.
It can be seen that there is considerable flexibility
in the state space system to allow different modeling
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Leverage
For insurance professionals, the term leverage can
represent a number of issues. These include operating
leverage, financial leverage, insurance leverage, and
the leveraged effect of inflation and other trends.
Among financial professionals in general, financial
and operating leverage are the most familiar forms of
leverage. Operating leverage is defined as the ratio of
fixed operating costs to the sum of fixed and variable
costs. Financial leverage is the type of leverage most
commonly discussed in finance and refers to the use
of borrowed money (debt) for investment purposes.
This is measured by the ratio of a company’s debt to
the sum of debt and equity.
For actuaries, however, insurance leverage, which
is typically measured as the ratio of loss reserves
(see Reserving in Non-life Insurance) to surplus,
is a very important item. This is especially true
for actuaries who are involved in determining a
company’s target return on equity and evaluating the
trade-off between risk and return. Leverage is critical
in evaluating this trade-off because it magnifies both
the risk and the return of a potential investment at the
same time [1]. Greater insurance leverage will lead to
greater variability of the return on shareholder equity.
An actuary or other insurance professional must
consider various issues when determining the amount
of insurance leverage the insurer will employ. These
include financial ratings, which tend to be lower for
companies with high leverage, and the cost of capital,
which is the rate of return required by investors for
their capital contributions. For the insurance industry,
the most important consideration related to leverage
is the probability of ruin (see Ruin Theory), which
emerges because of the stochastic nature of insurance
liabilities. One argument is that insurance leverage
is unfavorable if the return on invested assets is
below the ratio of underwriting losses to loss reserves,
which may be interpreted as the cost to finance loss
reserves [2].

A different aspect of leverage that is important
for actuaries to understand is the leveraged effect of
inflation and other trends on excess layers of loss.
An example illustrates this most clearly. Suppose
a reinsurer reimburses a policyholder for all losses
in excess of $100 000 (the ‘attachment point’ for
excess-of-loss coverage provided by the reinsurer)
per claim. Further, suppose that the cost of each type
of claim experienced by the policyholder increases
by 10% per annum. If the policyholder has two
claims in year 1 with total costs equal to $90 000
and $110 000, then the reinsurer will assume $10 000
(the $110 000 claim is $10 000 in excess of the
attachment point) from the policyholder, whose net
loss will be $190 000. In year 2, on the basis of a
10% trend, similar claims would cost $99 000 and
$121 000. The reinsurer would therefore incur losses
of $21 000 (because only one claim has exceeded
the per-claim attachment point) and the policyholder
would retain $199 000. The implied trend for the
reinsurer, however, is not 10% but is instead equal
to 210% (year 2 excess losses of $21 000 ÷ year 1
excess losses of $10 000). This is known as the
leveraged effect of trend on excess layers of loss [3].
This is a particularly important issue for actuaries
involved in ratemaking for reinsurance.
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Long-tail Business
When performing any type of pricing (see Premium
Principles; Ratemaking) or reserving (see Reserving in Non-life Insurance) exercise for a specific line
of insurance, one must take into account the length of
time that is expected to elapse between (a) the inception date of the insurance policy and (b) the date of
the final loss payment (for claims covered by that policy for that class of business). This length of time is
known as the tail, with most lines of business being
characterized as either ‘short-tail’ or ‘long-tail’.
While the definition of ‘long’ is subjective and
relative to the country where the insurance exposures lie, it is generally defined as a tail of several
years. Typically, classes of business involving liability exposures are considered ‘long-tail,’ while those
covering primarily property (see Property Insurance – Personal) exposures are ‘short-tail’.
There are two primary characteristics of the exposures that can lead to a long tail. The first is when
a significant amount of time may elapse between
the inception of insurance coverage and the filing
of a claim by the insured. An example of this is
Products Liability insurance, since it is not uncommon for lawsuits to be filed by a consumer against
the insured (and hence claims made by the insured
under the policy) many years after the product is
actually sold to the consumer. Another example is
Medical Malpractice insurance, in which suits are
brought against physicians a significant amount of
time after the medical services were provided to
the patient.
The second characteristic generating a long tail
is when the elapsed time between the claim being
filed and the claim being closed is significant. Most
claims filed under workers compensation insurance
in the United States, for example, are made within

a relatively short time after the policy is written;
however, several decades of time may pass until the
final claim payment is made.
Long-tail business requires a more rigorous compilation of data with the ability to match losses back
to their original policy premiums. In fact, calendar
year experience can be very misleading for long-tail
business, and should not be relied upon extensively
for pricing exercises. Furthermore, triangulation of
losses should be a key component of the pricing process for long-tail business.
Provisions for Incurred But Not Reported (IBNR)
losses are critical for long-tail business. Note that
there are generally two components associated with
IBNR: the classic component for claims that have
been incurred but not yet reported (i.e. the first
characteristic discussed above), and a provision for
losses incurred but not enough reported (primarily
because of the second characteristic, though the first
can also contribute to IBNR in this way).
Policy coverage terms are also an important element for pricing and reserving long-tail business. For
example, the concept of ‘claims made’ coverage (see
Insurance Forms) (common in many professional
liability exposures in the US) can alter the length of
the tail dramatically depending on the provisions in
the policy.
Finally, one must be very aware of the environment in which the insurance exposures exist. The
legal environment (claims consciousness, legal precedents, time delays in resolution of litigation, etc.)
varies tremendously across different countries and
even across regions within countries (or even within
states), and will have an important impact on how
long the tail is for the covered exposures.
(See also Reserving in Non-life Insurance)
ROBERT BLANCO

Marine Insurance
Marine Insurance Types and Their
Characteristics
Marine insurance is rather small in volume, accounting for only about 2% of the global non-life premium
(deduced from global premium volumes as in [8,
15]). At the same time, it is highly specialized, representing a variety of risks and accordingly specialized
types of insurance covers to match them.
Usually the term marine is used as umbrella for
the following subtypes:
(1) Hull, (2) Cargo, (3) Marine Liability, and
(4) Offshore.
Seen from a different angle, what are the actual
risks one runs in the marine business? These might
be classified as follows:
(A)

(B)
(C)

(D)

Damage to or loss of the insured object as
such (partial or total loss), be it a ship, an oil
platform, cargo or whatever might fall into the
scope of marine.
Any type of liability (collision, environmental,
port, crew, etc.).
Loss of income due to the insured object being
out of order for a period of time after an
accident recoverable under marine insurance
(see Loss-of-Profits Insurance).
Expenses occurring in connection with an accident recoverable under marine insurance (like
salvage or wreck removal expenses etc.).

Again, these potential losses can be caused by
different perils (see Coverage). Roughly spoken, they
are usually covered under a standard marine policy
when originating from something called a peril of
the sea. A peril of the sea may be characterized
as any peril inherent to the shipping business like
collision, grounding, heavy weather, and the like. (see
e.g. ITCH [7]). In addition come other perils like
war or terrorism, often covered via special schemes
or insurance arrangements like, for example, The
Norwegian Shipowners’ Mutual War Risks Insurance
Association, established originally at the outbreak of
World War I to provide cover against losses caused
by war and warlike perils.
Now again (A) to (D) can befall the ship builder
(when occurring during construction phase), the ship
owner and/or manager, the mortgagee, the cargo

owner, the crew, port authorities, the scrapper, and
so on.
For all realistically possible combinations of (1) to
(4) with (A) to (D) and the named perils and interests,
a variety of insurance covers do exist. To try and list
all would go out over the scope of this article, but let
us comment on some of the most important.
Ad (1): ‘Hull’ is usually used as an umbrella term for
covers related to the vessel or the marine object as
such. The major insurance type is Hull and Machinery
(H&M), which covers the vessel and machinery as
such, but normally also any equipment on board other
than cargo necessary to the vessel to do what she
is supposed to do. Liability is usually limited by
a maximum sum insured (see Coverage) matching
the vessel value. One speciality of hull insurance is,
however, that it usually also covers collision liability
as well as expenses like salvage or wreck removal
expenses up to a certain percentage of the sum
insured. Thus, the hull policy is a combined cover for
risks under (A), (B), and (D), such that the insurer
may be liable for up to maximum three times the
sum insured for the combined risk (the exact factor
may be less than three and depends on the set of
clauses applied, see, for example, [4, 7, 10, 13]).
However, any liability originating from a cause not
specifically defined under the hull policy or exceeding
the sum insured will have to be insured otherwise and
usually with the P&I clubs. Other specific insurance
covers coming into the scope of ‘hull’ are not only for
total loss, increased value, and other special covers,
but also for Loss of Hire (LOH) insurance designed
for risk (C). A detailed introduction to all types of
coverages is given, for example, in [4].
For organizational purposes, hull is often divided into
Coastal Hull and Ocean Hull, the latter also called
‘Blue Water Hull’. The main features remain the
same, but while Ocean Hull has a clearly international
character referring to vessels trafficking any part of
the world, coastal hull refers to vessels trafficking
areas near a coast and often within a certain national
area. Coastal hull will thus include a greater number
of smaller vessels like fishing vessels, coastal ferries,
coastal barges, and the like, but there are no clear
limits between ocean and coastal hull and a number of
vessels will qualify under the one as well as the other.
Ad (2): Cargo insurance is any insurance for almost
any object being transported from a point A to a point
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B at some point in time, with a number of different
covers to match all needs.
Ad (3): Any liability exceeding the one covered
under the hull policy or any standard policy
will usually be handled by the P&I clubs. As
there are only a handful of P&I clubs worldwide
operating with very similar clauses and conditions,
detailed insight may be gained by studying a
version of these rules, available from the club’s
websites (e.g. www.gard.no, www.skuld.com, or
www.swedishclub.com, see ‘Standards & Rules’).
Ad (4): Offshore or Energy insurance was originally part of engineering insurance, but moved into
the marine underwriting scope when oil production
moved out to the open sea. Eventually, not only
the platforms and supply vessels but also anything
else connected to oil production on shore, fell under
offshore and accordingly marine insurance. As can
easily be understood, this is a highly varied and specialized area with all sorts of risks and enormous
sums exposed, and as such, again a highly specialized
field within marine insurance. Accordingly insurance
covers are most often individually tailored to the
needs of each individual oil production unit. The limit
between ‘offshore’ and ‘hull’ is floating as well, as a
number of objects like supply vessels or the increasingly popular floating drilling units might come into
the scope of the one as well as the other category.
When it comes to insurance clauses worldwide,
probably the most widely used clauses are the Institute Times Clauses Hull (ITCH) in their 1995 version,
as well as other Institute Times Clauses [7]. A new
version was issued in 1997 and another one is currently under review. Apart from that, a variety of
countries including Norway [13] developed its own
market clauses applicable to international as well as
national clients, and which are reviewed and updated
regularly. Very roughly, different market clauses may
provide similar coverage, but one has to be very alert
regarding differences as to what is actually covered or
excluded, like for example, the ‘named perils’ principle dominant in the English clauses as opposed to the
‘all risks’ principle in the Norwegian clauses (some
details are given in, for example, [1, 4]), or the use
of warranties.
Similarly, common standard cargo clauses were
developed and are under continuous review in a

number of markets. Offshore policies are rather tailormade to match the individual demands of each
production unit and the enormous complexity of
this business.

Major Markets and Their Characteristics
Historically as well as in the present, the major
marine insurance market is the London market, which
represented in 2001 about 18% of the worldwide
global gross marine premium (comprising hull, transport/cargo, marine liability other than P&I, and offshore/energy insurance). The London market is represented by two different units, the Lloyd’s syndicates
on the one hand, organized in the Lloyd’s Underwriters Association (LUA), and the insurance companies
on the other hand, organized in the International
Underwriting Association (IUA, www.iua.co.uk). The
second biggest marine market volume is produced by
Japan with 16% of the world volume, followed by the
United States with 13% and Germany with 9%.
However, the picture becomes much more differentiated when looking at the different types of marine
insurance. On the whole, in 2001, hull accounted for
about 26% of the global marine premium volume,
cargo/transport for 58%, marine liability other than
P&I for 7% and offshore/energy for about 9% (see
also Figure 1).
In the hull market, London remains the clear leader
writing about 20% of the world wide hull premium,
followed by Japan (12%), France (10%), the United
States (9.6%) and Norway (9%).
For cargo, however, Japan stands for 20% of the
world wide premium, followed by Germany (14%),
US (10%), UK (8.5%), and France (7%).
When it comes to offshore, the market becomes
extremely unbalanced with London alone writing
56% of the world wide offshore premium nowadays,
followed by the United States (26%), and Norway
(7%), and the rest spread in small percentages over
some markets.
All the above percentages are deduced from 2001
accounting year figures in USD as reported from the
national organizations. The figures are collected for
the International Union of Marine Insurance (IUMI,
www.iumi.com) by CEFOR each year and presented
as the global premium report at the annual IUMI conference in September. For anybody interested in the
evolution of the marine markets, figures dating back
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Figure 1

Global marine premium 1992–2002, as reported, in US$ mio

to 1995 are available from www.cefor.no. Also the
P&I world premium distribution by fiscal domicile as
well as by operational location is obtainable from the
same source.
Most local marine insurers are organized in and
represented by their national organizations, which
again are organized in the International Union of
Marine Insurance. In its committees and at the annual
conference, all matters of supranational concern to the
marine insurance industry are discussed. A detailed
presentation of the history of IUMI and accordingly,
of marine insurance through 125 years is given in [9].

Typical Features of Marine Insurance
Marine insurance and especially Ocean Hull show
many similarities to non-life reinsurance rather than
to other types of direct insurance.
Firstly, it is a highly international business. It starts
with the vessel being built in exotic places and not
necessarily completely at one site. When set afloat,
she may traffic any part of the world, with owners,
managers, classification society and insurers placed in
various other parts of the world. In addition, her flag
will more often than not reflect a country other than
the owners’ home country or the area she traffics, and
the crew is a mixture of different nationalities.
Secondly, vessels classifying as Ocean Hull often
have high insured values such that usually several
insurers, often in different countries, share the risk.
Accordingly, Ocean Hull nowadays is nearly a hundred percent broker-assisted business, with the broker

guiding the shipowner to find the best insurance
match in an international market, regarding conditions as well as price, and taking administration off
the hands of the insurers. Here also, one speciality,
being very common in the Norwegian market, should
be mentioned, called the ‘claims lead principle’. Contrary to the usual understanding characterizing the
‘lead’ insurer as the one setting the premium conditions to be valid for all other insurers sharing the
same risk, the insurer here takes a leading position
in claims settlement. Once a probably recoverable
accident occurs, this insurer will not only hopefully
pay his share of the claim, but from the start assist
the insured in all possible matters to get the damage surveyed and assessed, find the best repair yard,
and last but not the least, calculate the total claims
amount payable and inform the other insurers sharing
the same risk.
A third parallel to non-life reinsurance is that
insurance policies other than one-voyage covers are
usually issued for a period of one year at a time.
Policies covering three- to five-year periods do also
occur, but their frequency, same as in reinsurance, is
often closely connected to market down- or upcycles.
Fourthly, not the least as a result of the previous
point, the business is highly volatile (see Volatility),
especially with regard to premium cycles. And the
claims situation is volatile as well. Apart from natural random variations in accident occurrences, factors
like variation in deductible amounts and increasingly higher values at risk come in together with
changes in international legislation and risk exposure.
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Premium cycles naturally have a strong correlation
with the current competitive market situation and
capacity, in addition to or even more than with market results.
One should also mention here, the speciality of
hull insurance again, in that it features an element
of liability and thus constitutes a mixture of insurance types.
P&I is also extremely international, but with all
P&I clubs being mutuals and renewing membership
at the same date each year, premium adjustments
seem more reasonable and less volatile than for the
hull business.
Coastal Hull on the other hand is more locally
oriented comprising fishing boats, local coastal ferries
and the like, such that it will, in many cases, prove
most convenient to insure it in the same country and
fully with one insurer.

Statistics, Premiums, Deductibles, Claims,
and Inherent Challenges for Actuaries
When not mentioned otherwise the following will
concentrate on hull, but a lot of the statements will
also be true for other insurance types.

Statistics
The success of any actuarial analysis is dependent
on having sufficient statistical data at hand, both at a
certain point in time as well as over a historical period
of time. In addition, underlying conditions should
not have changed too much to possibly render the
historical information worthless or unadjustable. One
of the arguments in discussions about the usefulness
of actuarial studies in shipping is that together with
the volatility of the market and a continuous change
in underlying frame conditions, marine insurance
by nature comprises relatively different individual
objects. In addition, marine insurers often are rather
small and highly specialized units. However, there
is a keen and steadily growing demand for good
statistics for the purpose of advanced risk analysis to
support the underwriting as well as the loss handling
and prevention process. So what to keep in mind?
Statistics in marine insurance most often are produced on underwriting year basis, which enables to
set the complete ultimate claims amount originating
from one policy in relation to the complete premium
paid under the same policy. This makes sense as

marine can be classified as short- to ‘middle-’ tail
(hull) or long-tail (P&I) business, meaning that it
may take up to a number of years until claims are
verified and paid in full. On the other hand, premium cycles are strong and deductibles change over
time, such that only the underwriting year approach
will show whether the premium paid at the time of
inception was adequate to match the ultimate claim.
Further arguments and considerations of the underwriting year versus the accounting year and accident
year approach, together with explanations and examples are given in [12]. On pitfalls of statistics also
see [11].
To gain good statistics the analyst otherwise has
to group the business into sensible subgroups rendering each with as much meaningful information
as possible, but leaving enough objects within one
group to be of statistic value. In marine insurance,
one will usually want to group ships by their age, size
(tonnage), type (like bulk, tank, passenger, etc.), classification society, and flag. In addition, claims will be
grouped by type or cause (like fire, collision, grounding, etc.) to identify problem areas under the aspect of
loss prevention as well as of allocating the adequate
premium. Furthermore, one might want to carry out
analyses by propulsion types, hull types, navigational
aids, or whichever special vessel characteristic might
prove to be of interest under certain circumstances.
An example of an engine claims analysis is [5], a
more recent one was carried out by CEFOR. Some
market statistics for the London market (IUA, LUA)
are available from www.iua.co.uk or www.iumi.org.
To obtain adequate statistics, one can subscribe
to regular vessel detail data updates covering more
or less the whole world fleet above a certain size.
This data can electronically be linked to ones own
insurance data, thus rendering the possibility of very
detailed analyses and claims studies. Publicly available examples of statistics thus derived for the Norwegian hull market are [2, 3].

Premiums
Ways of determining the adequate premium will vary
with the type of marine insurance. However, regarding hull, one will usually study the individual fleet
statistics and risk profile and set this in relation to
available premium scales and claims statistics for a
matching vessel portfolio, thus combining qualitative
with quantitative analysis. Historically, there existed
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a number of national or regional hull cartels where
all members accepted a common premium set by the
accepted leader on the risk. These cartels do not exist
any more in a free competitive market, but some did
develop premium scales for certain vessel portfolios.
Being too outdated to be of help in determining the
actual premium, however, they may still sometimes
come of use as reference values.
But, as elsewhere, there is a steadily more technically oriented approach to derive technically correct
premiums matching the expected claims under a policy, by using actuarial methods to ones own or market
data. For usual actuarial methods of premium calculation based on historical claims or exposure profiles,
I refer to the general actuarial literature. However,
various other factors like the shipowners’ risk management processes, changes of and compliance to
international rules, vessel detentions after port inspections, and current developments will have to be taken
into account when granting coverage.

Deductibles
An important element inherent in pricing is the
adjustment of the adequate deductible applicable to
a policy. Usually, marine hull policies have a basic
deductible applicable to any claim, plus possibly
additional deductibles applicable to engine claims,
ice damage, or other special types of accidents. Historically, not only premiums, but also deductible
amounts, have undergone market cycles, which have
to be taken into account when analyzing historical
claims data for premium calculation purposes. As
claims below the deductible are not paid by and thus
usually not known to the insurer, substantial changes
in hull deductible amounts, as at the beginning of
the 1990s, lead to substantial consequences for the
insurance claims statistics. On the other hand, the
deductible is a means of adjusting the premium, as
a different identical cover with a higher deductible
should normally produce less claims and will thus
require less premium. This again has to be analyzed
by vessel type, size, and other factors, as there may
be substantial differences in usual average deductible
amounts for different types of vessels. In addition,
vessel sizes are on the increase thus triggering higher
insured values and higher deductibles accordingly.

Claims
As earlier mentioned, hull may be characterized as a
short- to middle-tail business with payment periods of
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up to about seven years, whereas P&I, because of its
liability character must be regarded as long-tail business. Both thus require an estimation of outstanding
losses for the least mature underwriting years.
In hull, the maximum possible loss is usually limited by the sum insured of the insurance policy, or
as explained before, by maximum three times the
sum insured. So when calculating expected outstanding losses for Incurred, But Not yet (fully) Reserved
claims (IBNR) and Covered, But Not yet Incurred
claims (CBNI) (see Reserving in Non-life Insurance), it may make sense to separate the so-called
total losses and constructive total losses from partial
losses. Total losses do occur when the object is lost
and beyond repair, a constructive total loss is a kind
of agreed total loss where repair costs would exceed
a level deemed to be a limit to make a repair seem
sensible (the exact level varies with the set of clauses
applied, see for example, [7, 13]). When a total loss
occurs, the complete sum insured is payable in full.
What characterizes such losses is that they most often
are known shortly after the accident, and as the claim
cannot become worse over time, being limited by the
sum insured, will show a different development pattern than partial losses. Partial losses are losses where
a repair is carried out and will usually develop over
time when the claim gets assessed, and repairs and
accordingly payments are made.
Methods of IBNR calculation like Chain-Ladder,
Bornhuetter Ferguson and others as well as their
combinations and derivatives are extensively covered by the general actuarial literature. An overview
of some commonly used methods is given in [14],
whereas a connection to marine insurance is made
in [6].
However, any methods based on average historical
loss ratios should be applied carefully, if at all, as
loss ratios vary greatly because of the market cycles
(see Figure 2).
When wanting to apply such methods one might
consider substituting the premium with something
less volatile such as the sum insured or the size
(tonnage).
But also results of the chain-ladder and related
methods should be checked carefully to detect any
trends or distortions in the claims data, for example,
originating from a change in deductible amounts,
measures to improve loss prevention, claims payment
patterns and the like. In addition, it is well known
that any unusual occurrence of claims in the most
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Figure 2

Actual incurred loss ratio for Ocean Hull, Underwriting years 1985–2002, per 30.06.2003

recent year may lead to distortions when applying
the historical average claims development factor to
this year without adjusting the data first.
One should also keep in mind here that underlying
insurance clauses originating from different countries
differ as to what they actually cover, such that the
same accident may create a different claim amount
under different sets of conditions.

Recent Market Development and
Actuarial Potential Connected to That
Any changes in international regulations initiated by,
for example, the International Maritime Organization
(IMO, www.imo.org) or the International Union of
Marine Insurance (IUMI, www.iumi.com), together
with general developments in seaborne trade and
the shipping industry will have direct or indirect
implications on marine insurance as well. In the
wake of major accidents like the ‘Erika’ or the
‘Prestige’ and also September 11, a strong focus
recently has been put on security and safety matters
and better risk management procedures to reduce
the number and severity of accidents. Together with
steadily improving data access, today there is great
focus on risk analysis at all stages, thus creating
interesting potential for actuaries and analysts in the
marine industry.
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Non-life Reserves –
Continuous-time Micro
Models
The earlier (and definitely the greater) part of the
literature on claims reserving (see Reserving in
Non-life Insurance) took a discrete time macro
point of view, modeling the total claim amounts
in respect of years of occurrence and development
(run-off triangles). Such descriptions are at variance
with the continuous-time micro point of view that
is predominant in mainstream actuarial risk theory,
whereby the claims process is conceived as a stream
of individual claims occurring at random times and
with random amounts. In the context of claims
reserving this concept was adopted in an early, but
rarely cited, paper by Karlsson [4], but it gained
momentum only in the late eighties with contributions
by Arjas [1], Jewell [3], and Norberg [6]. The model
framework is a so-called marked point process of
claims (Ti , Zi ), i = 1, 2, . . ., where for each claim
No. i, Ti is its time of occurrence and the ‘mark’
Zi is some description of its development from
occurrence until ultimate settlement. In a classical
risk process, the mark would be just the claim
amount Yi , assumed to be due immediately at time
Ti . For long-tail business, the mark could suitably
comprise, in addition to Yi , the waiting time Ui
from occurrence until notification, the waiting time
Vi from notification until final settlement, the total
amount Y (v) paid in respect of the claim during
the time interval [Ti + Ui , Ti + Ui + v], v ∈ [0, Vi ]
(hence Yi = Yi (Vi )), and possibly further descriptions
of the claim. Taking our stand at a given time
τ (now), the claims for which the company has
assumed liability (under policies that are either
expired or currently in force) divide into four
categories: Settled (S ) claims, {i; Ti + Ui + Vi ≤
τ } (fully observed and paid); Reported but not
settled (RBNS) claims, {i; Ti + Ui ≤ τ < Ti + Ui +
Vi } (partially observed and partially paid); Incurred
but not reported (IBNR) claims, {i; Ti ≤ τ < Ti +
Ui } (unobserved); Covered but not incurred (CBNI )
claims {i; τ < Ti } (unobserved).
Assume that the occurrence times T1 < T2 < · · ·
of claims under policies that are either expired or
in force at time τ , are generated by a Poisson process with time-dependent intensity w(t) (which will

decrease to 0 when t > τ ) and that, conditional on
Ti = ti , i = 1, 2, . . ., the marks are mutually independent and each Zi has a distribution PZ|ti dependent
only on the time of occurrence of the claim. Then
the categories S, RBNS, IBNR, and CBNI are mutually independent and can be seen as generated by
independent marked Poisson processes. For instance,
the total amount of IBNR claims has a compound
Poisson distribution (see Continuous Parametric
Distributions; Compound Distributions) with frequency parameter
 τ
w(t)PZ|t [U > τ − t] dt
(1)
W ibnr/τ =
0

and claim size distribution
ibnr/τ
PY
(dy)

=

1
W ibnr/τ



τ

t=0



∞
u=τ −t

× w(t)PZ|t [U ∈ du, Y ∈ dy] dt.

(2)

Therefore, prediction of the IBNR liability can be
based on standard results for compound Poisson distributions and, in particular, the expected total IBNR
liability is just
 τ  ∞  ∞
w(t)yPZ|t [U ∈ du, Y ∈ dy] dt.
t=0

u=τ −t

y=0

Similar results hold for the CBNI liability. Prediction of the RBNS liability is based on the conditional
distribution of the payments, given past experience,
for each individual RBNS claim. Due to independence, prediction of the total outstanding liability
amounts to just convoluting the component liabilities.
These and more general results are found in [6, 7].
There the theory is also extended to cases in which
the intensity process w(t) is stochastic, which creates dependencies between the claim categories, and
makes prediction a matter of Bayesian forecasting
(see Bayesian Statistics).
Hesselager [2], proposed the following Markov
chain model (see Markov Chains and Markov Processes) for the (generic) mark Z. There is a finite
set {0, 1, . . . , J } of possible states of the claim.
Typically, 0 is the initial state IBNR and J is the
ultimate state S. An intermediate j = 1, . . . , J − 1
could signify ‘RBNS and j − 1 partial payments have
been made’, but the set up may accommodate far
more detailed descriptions of the claim history. The
state of the claim at time T + u, u years after its
occurrence, is denoted by S(u) and is assumed to
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be a continuous-time Markov chain with transition
intensities µj k . A partial payment of Yj k (u) is made
immediately upon a transition from state j to state k
at development time u. These payments are mutually
independent and also independent of the past history
of the state process, and each Yj k (u) has moments
(q)
denoted by mj k (u) = Ɛ[Yj k (u)q ], q = 1, 2, . . . Let
X(u) denote the total outstanding liability in respect
of the claim at development time u. The state-wise
moments of order q = 1, 2, . . .,
(q)
Vj (u)

= Ɛ[X(u)q |S(u) = j ],

Vj(1) (u) is the natural RBNS reserve in respect of a
claim in state j at development time u.
Klüppelberg & Mikosch [5] incorporated the
IBNR feature in the classical risk process and
obtained asymptotic results for its impact on the
probability of ruin (see Ruin Theory).
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Pooling of Employee
Benefits
The term Network is used to designate a group of
insurers (often independent of each other) from different countries that have agreed to pool employee
benefit schemes of multinational companies. Multinationals will often only accept tenders from insurers
belonging to a network.
Multinational pooling was first introduced back
in 1962 by Swiss Life. It is a technique based on the
traditional insurance principle of spreading risk and
it is only available to multinational corporations and
to its captive insurance companies. Multinational
pooling is used by employee benefits managers and
risk managers worldwide to control the costs of
insurance and to coordinate employee benefit plans
within their organizations.
The group contracts of the multinational client’s
branches and subsidiaries insured with the network
partners around the world are combined into an international portfolio called a pool : the claims experience
of each specific subsidiary’s employee benefit plan
is measured and combined country by country and
worldwide (international experience rating).
Figure 1 shows the relationships between the various parties involved.

Local Level (1st Stage Accounting)
This first stage accounting reflects exactly what
occurs under a group employee benefit policy in the
absence of a pooling agreement. First stage accounting is the calculation of the net cost of insurance to
the subsidiary (local client), which is the premium
less the local dividend (profit-sharing), if applicable.

International Level (2nd Stage
Accounting)
The network manager consolidates the data from
all the contracts and the countries to produce an
International Profit and Loss Account (PLA). By balancing any losses in one country against profits in
others, the multinational parent company can judge
the overall experience of its company-specific pool.

This 2nd stage accounting takes into account premiums, claims, expenses (including taxes and commissions), and local dividends of the parent company’s entire pooled employee group worldwide. Any
remaining positive balance will be paid out to the
multinational parent company in the form of an international dividend.
Almost every type of group coverage can be
included in the multinational client’s pool:
–
–
–
–

pure risk contracts or savings plans with risk
components,
lump sums,
pensions (deferred and running),
death, disability, critical illness and medical coverages (see Health Insurance; Sickness
Insurance).

The format of an international PLA is based on the
local PLA with an additional charge for risk retention (risk retention is used instead of the commonly
used terms risk charge or stop-loss premium), which
should protect the insurers from write-offs that are not
covered by the network.
Format of an International PLA:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.

Premiums
Investment income
Total credits
Benefits paid
Expense charge
Risk retention
Commissions
Taxes
Increase/decrease in reserves
Local dividend
Total debits
Profit or loss for the period (total credits –
total debits).

A clear trend has been observed in which clients
have expressed a need for more service-orientated
and tailor-made solutions. Therefore, the international
products offered by the networks should allow various forms of risk sharing. The following list of risk
taking is possible:
•

Choice of loss carry forward period: The client
decides for how long the loss of any given
year will be carried forward. (0 years equal to
stop loss)
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• Local premium
• Contractual benefits
• Extra advantages

Network relationships

Limitation of losses carried forward: Set a limit
to the overall losses carried forward.
Annual partial write-off: The client decides what
percentage of the overall loss will be written off.
Choice of accounting period: The international
PLA will be established at the end of the chosen
accounting period (2 or more years).
Self-retention: The parent company assumes a
part of the risks. In accounting periods with unfavorable claims experience, the excess loss up to
the agreed amount will be reimbursed by the parent company.
Contingency fund: The parent company can establish a contingency fund by leaving all or part of
any international dividend. In years of unfavorable claims experience, the contingency fund is
first used to cover losses.
Catastrophe Coverage: If catastrophe coverage is
included and multiple claims arise, the claims
charged to the international PLA will be limited.
Various local underwriting conditions.
Hold Harmless Agreement: The international
client is exempt from having to establish IBNR
reserves (see Reserving in Non-life Insurance)
in the PLA.

Establishing a PLA, one has to take into consideration all the problems that pertain to local

experience-rating. Hence, exact scrutiny of the delivered data is essential. Important aids are comparison
with the previous year and analysis of the earnings
from risk and costs. Larger networks may have to
scrutinize a few thousand records; this can only be
managed within a reasonable time frame with the
help of adequate IT applications. Successful pooling
depends on the quality of know-how of the network
partner’s staff. To ensure this, the network manager
should conduct regular training sessions. The client
highly values the information displayed in the PLA.
Great attention to detail is needed to ensure this
transparency; also, one has to be able to explain satisfactorily any notable changes in the progression of
the contract (e.g. premium per individual or administration costs).
In pooling, the Risk Retention has a central function, as the result after pooling depends on it. In the
PLA, the following positions after position 12 are
determined by the network manager:
13. Contribution from client’s self-retention/contingency funds (+)
14. Loss carried forward from preceding year (−)
15. Contribution from (+)/to (−) pool
16. Write-offs (+)
17. Loss carried forward to next year (+)
18. International dividend (+).

Pooling of Employee Benefits
The possible plus and minus signs are shown in
brackets ().
Various pooling mechanisms are possible; they are
as follows [1]:
•
•
•

No cash flow between the network partners (e.g.
blocked currency countries).
All losses are equalized
The losses are covered by the ‘profits’ made in
countries with positive results; noncovered losses
are written off or carried forward. One way of
sharing the profits could be in proportion to the
separate losses.

The latter system is likely to be the most commonly used. In any case, positions 12 to 18 must
fulfill the following equation:
Profit or loss for the period

•

•

•

+ Loss carried forward from preceding year
+ Contribution from/to pool
+ Write-offs
+ Loss carried forward to next year
(1)

The result before pooling is
Profit or loss for the period + risk retention

Costs of Pooling

•

International dividend – contribution from/to pool –
contribution from client’s self-retention/contingency
funds.
On the basis of (1), the result after pooling equals:
Risk retention – write-offs – (loss carried forward from preceding year + loss carried forward to
next year)
From the client’s point of view, pooling can be
seen as an insurance of the result of the PLA. The
‘price’ for this product is the overall retention, consisting of administration costs and risk retention.
Thus, the pricing must be plainly understood, and
the risk retention must follow some principles of the
theory of risk. Important factors are as follows:

•

•

the risk borne by the client (duration of the loss
carried forward or the accounting period, selfretention, conditions for underwriting etc.);

structure of the pool (number of insured persons, number of contracts and of countries as
well as the distribution of risk amongst the separate countries);
claims ratios of the tariffs in the various countries.

The network partner, on the other hand, justifiably
expects a profitable pooled portfolio. Satisfying both
expectations in the face of competition with other
networks is no easy task. In time, one learns that
apart from the quality of the mathematical model
for the calculation of the risk retention, there are
also other factors of crucial importance for the network partner:

+ Contribution from client’s self-retention/
contingency funds

− International dividend = 0
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The contracts to be pooled should start off with
an overall positive margin of the risk premium
of at least 3%. If the margin drops below this
limit, the risk retention will either cease to function as an effective protection or it will become
uncompetitive. A loss before pooling additionally
deteriorates the result, since the contracts with
positive results will be charged pooling costs. Yet,
the entire losses will only occasionally be covered by the network. It will not pay to reduce
tariffs because of pooling. If a network partner
only has a few pooled contracts, such a situation
can easily arise because of yearly fluctuations. It
is therefore essential that the pooled portfolio of
a network partner grows as quickly as possible by
concluding new business.
A new client’s pool will often start with only two
or three countries, and often one of these countries
will contribute 60% or more towards the available
risk margin. Too many such ‘unbalanced’ pools
will deteriorate profitability. Thus, the structure of
a portfolio is essential, and apart from acquiring
new clients, the expansion of existing pools needs
to be furthered.
With smaller pools one must also consider what
type of contract to offer, as the small risk margin
means that it will take several years of no claims
to offset just one single claim. Under the ‘stoploss’ system such losses will be written off, and in
the following years, it will be possible to pay out
a dividend to the client. In the end, such losses
will have to be subsidized by an increased risk
retention of the margins of the big clients. We
therefore consider that ‘stop loss’ should only be
offered to bigger clients.
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Premium

year premium may not differ materially from calendar
year premium.

The premium is the compensation paid for insurance coverage. For most firms, sales are revenue and
the cost of goods sold is the offsetting expense. For
long-duration (life insurance) contracts, revenue is
recognized when the premium is due and a policy
reserve (see Reserving in Non-life Insurance) is
established simultaneously. For short-duration (property–casualty (see Non-life Insurance)) contracts,
under deferral/matching accounting, premium revenue is earned ratably as the insurance protection is
provided. An unearned premium reserve (UEPR) is
capitalized and amortized over the policy term, and
losses are recognized as expenses when they occur.
Insurance protection is usually provided evenly over
the policy term; exceptions are credit insurance, title
insurance, marine insurance, and product warranty
contracts.
Audit premiums and premium from retrospective
adjustments (see Retrospective Premium) are estimated and accrued over the policy term. Policy year
premiums are coded to the year the policy is effective;
they are revised each year, as audits and retrospective adjustments relating to policies written during
the year are changed. Exposure year premiums, the
analogue to accident year losses, are allocated to year
by exposures; see the illustration below.
Calendar year earned premium is the written premium minus the change in the unearned premium
reserve, net of audits and retrospective adjustments.
Revisions in the estimates of past audits and differences between the estimates and the actual audits are
earned immediately and allocated to the current calendar year, even if the audits relate to premiums from
prior calendar years.
Policy year premium is generally preferred for
commercial liability ratemaking (general liability,
medical malpractice, workers compensation) (see
Liability Insurance) and for estimating accrued retrospective premiums. Calendar year premium tends
to be used for other lines, combined either with accident year losses for liability lines or calendar year
losses for property lines (see Property Insurance –
Personal).
Ideally, exposure year premium should be used
with accident year losses, but if audits and retrospective adjustments are correctly estimated, exposure

Illustration. A retrospectively rated policy is issued
on October 1, 2003, for a premium of $10 000.
On December 31, 2003, the estimate of the payroll
audit is +$2000; on December 15, 2004, the actual
audit is +$3000. The estimated accrued retrospective
premium is −$500 on December 31, 2003, and it
is revised to −$1000 on December 31, 2004. At
the first retrospective adjustments on April 1, 2005,
$2000 of premium is returned to the policyholder,
and the accrued retrospective premium is changed to
+$1500.
On December 31, 2003, the estimated earned premium for the full policy term is $12 000, of which
the 2003 portion is $3000; the expected earned premium for 2004 is $9000. On December 15, 2004,
the net earned premium from the payroll audit is
the billed premium plus the change in reserve, or
$1000 + ($0 − $2000) = −$1000, allocated to 2004
for calendar year premiums, to 2003 for policy year
premiums, and one quarter to 2003 and three quarters
to 2004 for exposure year premiums.
On December 31, 2003, the accrued retrospective
premium is −$500, allocated in the same fashion
as the original audit estimate: one quarter is earned
in 2003. On December 31, 2004, the change in the
premium reserve is −$500, allocated to 2004 for
calendar year premiums, to 2003 for policy year premiums, and one quarter to 2003 and three quarters
to 2004 for exposure year premiums. The earned
premium from the retrospective adjustment on April
1, 2005, −$2000 + [$1500 − (−$1000)] = +$500,
is allocated in analogous fashion.
US statutory accounting requires written premium
to be recorded at the policy effective date; except
for workers’ compensation premiums that may be
recorded as billed. Estimates of audits and retrospective adjustments may be included as written
premium or as a separate adjustment to earned
premium.
For the illustration above, the accounting entries
on December 31, 2003 are either written premium
of $11 500 (written: $10 000; estimated audit: $2000;
estimated retro: −$500) and an UEPR of $8625
(75% of total) or written premium of $10 000 and
an UEPR of $7125. Either way, the earned premium
is $2875.
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Premium

US tax accounting requires that all written premium be booked on the policy effective date, including estimates of future audits and retrospective adjustments. The earlier recognition of premium increases
the taxable income from the revenue offset provision,

since only 80% of the change in the unearned
premium reserve is an offset to taxable income.
SHOLOM FELDBLUM
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Introduction
The goal of the ratemaking process is the
establishment of actuarially sound rates for property
(see Non-life Insurance), and casualty insurance,
or other risk transfer mechanisms. (Hereafter,
the reference to ‘other risk transfer mechanisms’
will be omitted for the sake of simplicity.)
Because ratemaking generally requires that rates be
established prior to the inception of the insurance, a
rate is ‘an estimate of the expected value of future
costs’ [1]. Such rates are actuarially sound if they
provide for all of the expected costs of the risk
transfer and appropriately reflect identified individual
risk characteristics.
Many state rating laws in the United States require
that insurance rates be ‘not inadequate, excessive or
unfairly discriminatory’. If a rate is actuarially sound,
it is deemed to meet these regulatory requirements
without regard to the extent to which the actuarial
expectations are consistent with the actual developed
experience.
This article will introduce and discuss the basic
elements of property and casualty actuarial ratemaking. The examples and illustrations have been substantially simplified, and it should be noted that the
methods presented herein are but a few of the methods available and may not be appropriate for specific
actuarial applications.

The Matching Principle – Exposures and
Loss Experience
Property and casualty rates are established by relating
the expected costs of the risk transfer to the exposure
units that underlie the premium calculation for the
line of business. For example, in automobile insurance (see Automobile Insurance, Private; Automobile Insurance, Commercial) the exposure unit is the
Table 1

‘car year’, which is one car insured over a period of
one year. Other lines use other exposure units such
as payroll, insured amount, sales, and square footage.
Insurance rates are generally expressed as rates per
unit of exposure and the product of the rate and the
exposure is the premium.
=R×E

(1)

where
 = premium
R = rate per unit of exposure
E = exposure units
The expected costs of the risk transfer are often estimated through the analysis of historical loss and
expense experience. In performing such an analysis, the exposure (or premium) experience must be
associated with the proper loss and expense experience. There are three commonly used experience
bases, which are viewed as properly matching the
loss and expense experience with the exposures: (1)
calendar year, (2) policy year, and (3) accident year.
The three exposure bases are summarized in Table 1.
Calendar year is a financial statement-based
method, which compares the losses and expenses
incurred during the year (paid during the year plus
reserves at the end of the year less reserves at the
beginning of the year), with exposures earned during the year (written during the year plus unearned at
the beginning of the year less unearned at the end of
the year).
The policy year basis focuses on the exposures,
losses, and expenses associated with insurance policies becoming effective during a year. Note that
policy year exposures are not fully earned until one
policy term after the end of the year, which also represents the last date on which a policy year loss can
occur. For example, the 2003 policy year includes
policies becoming effective from January 1, 2003
through December 31, 2003. If the policy term is
12 months, a policy effective December 31, 2004 will

Attributes of experience bases

Matching of losses and exposure
Direct reconciliation to financials
Availability
Requires loss development

Calendar year

Policy year

Accident year

Fair
Yes
Year end
No

Perfect
No
One term after year end
Yes

Good
No
Year end
Yes
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not expire until December 31, 2004. The policy year
basis requires that losses and expenses be allocated
to the appropriate year. Losses occurring during 2004
on 12-month policies can arise from either the 2003
policy year or the 2004 policy year. In addition, insurance losses are often not settled until years after
occurrence, so the policy year method requires that
‘ultimate’ loss amounts be estimated on the basis of
historic loss development patterns.
The accident year method represents a compromise between the simplicity of the calendar year
method and the exact matching of losses and exposure inherent in the policy year method. The accident
year method compares losses and associated expenses
occurring during a year with the calendar year earned
exposures. Like policy year losses, the development
of accident year losses to their ultimate settlement
values must be estimated.

Basic Ratemaking Methods

P +F
1−V −C

(2)

where
R
P
F
V
C

=
=
=
=
=

indicated rate per unit of exposure
pure premium (loss per unit of exposure)
fixed expense per exposure
premium-related (variable) expense factor
profit and contingencies factor

LRe
Rc
LRt

where
R = indicated rate
LRe = expected loss ratio at current rates

LRt =

1−V −C
1+G

(4)

where
LRt
V
C
G

=
=
=
=

target loss ratio
premium-related (variable) expense factor
profit and contingencies factor
ratio of nonpremium-related expenses to
losses

LRe =

(5)

LRe = experience loss ratio
L = experience losses
E = experience period earned exposures
Rc = current rate
Using (4) and (5), equation (3) can be rewritten as
L/E × Rc
Rc
1 − V − C/1 + G
L(1 + G)
L(1 + G)
Rc =
(E × Rc )(1 − V − C)
E(1 − V − C)
(6)

=

(3)

L
E × Rc

where

R=

The loss ratio method develops indicated rates by
comparing the loss ratio (ratio of incurred losses
to earned premium) expected to result if rates are
unchanged with a target loss ratio. (Where the term
‘loss’ is used it should be read as including ‘or loss
and loss expense.’
R=

The target loss ratio is the loss ratio that is expected
to produce appropriate allowances for expenses (both
premium-related expenses, such as commissions and
premium taxes, and nonpremium-related expenses
such as rent) and to provide the desired profit and
contingencies provision. The target loss ratio may be
expressed as follows:

And the experience loss ratio is

The two most widely used methods for property and
casualty ratemaking are the pure premium method
and the loss ratio method. The pure premium method
develops indicated rates per unit of exposure based
upon the following formula:
R=

LRt = target loss ratio
Rc = current rate

It can be demonstrated that the pure premium and
loss ratio methods are consistent with one another by
making the following substitutions in (6):
L = (E × P ) since P =
G=

L
E

E×F
F
=
where F is defined as in (2)
L
P

which produces
R=

(E × P )(1 + F /P )
P +F
=
E(1 − V − C)
1−V −C

(7)

Ratemaking
This is equation (2) – the formula for the indicated
rate under the pure premium method, which demonstrates the consistency of the methods.
The loss ratio method is most commonly used
in practice and the remainder of this article is presented in that context. Most of the considerations and
examples are equally applicable to the pure premium
method.

Premium Adjustments
In order to apply the loss ratio ratemaking method,
premiums for the experience period need to be
adjusted to the levels expected to result, if current
rates remain unchanged. There are three types of
premium adjustment, one or more of which may be
required in a specific situation: (1) adjustment to current rate level, (2) premium trend adjustment, and
(3) coverage drift adjustment.
An adjustment to current rate level is required
wherever any part of the premium underlying the
experience loss ratio LRe was earned at a rate level
other than that currently in effect. Where the rating for the line of insurance is computerized, the
premium at current rate level can be generated by rerating each earned exposure using the current rates.
This is referred to as the ‘extension of exposures’
technique.
Where extension of exposures cannot be used, an
alternative method is available. The ‘parallelogram
method’ is based upon the assumption that exposures
are uniformly distributed over the policy period and
makes use of simple geometry to estimate the adjustments necessary to bring premiums to the current rate
level.
2000

2001

1.000

10/1/2000

Figure 1

The parallelogram method
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Assume that the experience period for a line of
business with a 12-month policy term consists of
accident years 2001, 2002, and 2003 and that the
only rate changes effective subsequent to January 1,
2000 were a +7.5% change effective October 1, 2000
and a +9.0% change effective April 1, 2002. Under
the uniform distribution of exposure assumption, each
year can be represented as a unit square, with the
cumulative premium earned at each rate level being
represented as a parallelogram (Figure 1).
Premium written prior to the first rate change
was earned at the base (1.000) rate level, premium
written between 10/1/2000 and 3/31/2002 was earned
at a relative rate of 1.075, and premium written on
and after 4/1/2002 was earned at 1.17175 (1.075 ×
1.090). The relative proportions of the calendar year
(unit square) premiums earned at each relative rate
are determined on the basis of area (Figure 2).
This process allows the calculation of ‘on-level’
factors to adjust earned premiums to their current rate
level equivalent as shown in Table 2.
The collected earned premiums for 2000, 2001,
and 2002 are then multiplied by the on-level factors
to adjust them to their current rate level equivalents.
Where exposures are measured in units that are
inflation sensitive, a premium trend adjustment is
required. Home owners insurance is an example
of a line that uses an inflation-sensitive exposure
base – amount of insurance. As home values increase
with inflation, the amount of insurance carried tends
to increase as well. Before the underlying earned
premiums or exposures can be used in ratemaking,
they must be adjusted to reflect expected premium
trend through the assumed average effective date for
the revised rates. The methodology used in evaluating
2002

1.075

2003

1.17175

4/1/2002
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2002

2002
Area =
1.0 − 0.21825
= 0.78175

1.075

Area =
(0.75)(0.75)/2
= 0.21825

1.17175
(a)

(b)

4/1/2002

4/1/2002

Figure 2
Table 2 Calculation of on-level factors based on parallelogram method
Calendar
year
[1]
2001
2002
2003

1.000
[2]

1.075
[3]

1.17175
[4]

Average
level
[5] = (1.0 × [2]) + (1.075 × [2])
+ (1.17175 × [3])

0.21825
0.00000
0.00000

0.78175
0.78175
0.03125

0.00000
0.21825
0.96875

1.05863
1.09612
1.16873

Portion earned at

and reflecting premium trend is quite similar to that
used for loss trend and discussed below.
Closely related to the premium trend adjustment
is the coverage drift adjustment. For lines with exposures measured in noninflation-sensitive units, the
nature of the rating process may produce identifiable
trends in collected premium over time. For example, where automobile physical damage rates are
based upon model year, with rates for later years
(newer cars) being higher than those for earlier years
(older cars), the replacement of older cars with newer
ones produces an increase in average premium over
time. The underlying premiums or exposures must be
adjusted to reflect this increase.
As new model years arrive, they are assigned relativities to a base year. Unless the selected base year
changes, model year relativities remain unchanged
and a model year ‘ages’ as demonstrated in Table 3.
In order to calculate the annual trend in model year
relativity, the individual relativities are weighted by
the distribution of car year exposures by model year
as shown in Table 4.
The annual trend is then calculated as follows:
Trend =

92.67%
− 1.0 = 0.0556 = 5.56%
87.79%

Table 3

On-level
factor
[6] = 1.17175/[5]
1.10685
1.06900
1.00259

Model year relativities

Model
year
[1]
Current
Current-1
Current-2
Current-3
Current-4
Current-5
Current-6
Older

Prior
New
relativity relativity
[2]
[3]
−
1.103 −− 1.158
→
1.050−−− 1.103
→
−
1.000 −− 1.050
→
0.950−−− 1.000
→
−
−
0.900 − 0.950
→
0.860−−− 0.900
→
0.810
0.860
0.733
0.780

Loss Adjustments
Losses underlying the ratemaking process must also
be adjusted. First, because ratemaking data generally
include some claims that have not yet been settled and
are therefore valued on the basis of estimates called
case reserves (see Reserving in Non-life Insurance),
the reported losses must be adjusted to a projected
ultimate settlement basis. This adjustment is called
the adjustment for loss development and losses that
have been adjusted for loss development are referred
to as projected ultimate losses. Additional adjustments are then made for changes over time in the

Ratemaking
Table 4

Weighted average model year relativities

Model
year
[1]
Current
Current-1
Current-2
Current-3
Current-4
Current-5
Current-6
Older
Total

Exposure
distribution
(%) [2]

Prior
relativity
[3]

7.5
10.0
10.0
10.0
10.0
10.0
10.0
32.5
100.0

1.103
1.050
1.000
0.950
0.900
0.860
0.810
0.733

frequency (number of claims per exposure) and severity (average loss per claim). These are referred to as
adjustments for loss trend. Finally, where appropriate
adjustments are made for the effects of deductibles
and for catastrophes.

Adjustment for Loss Development
Various actuarial methods for estimating loss
development have been documented in the actuarial
literature [2]. Among the most commonly used
is the ‘chain-ladder’ (or ‘link ratio’) approach,
which relates losses evaluated at subsequent ages –
usually denominated in months since the beginning
of the accident (or policy) year – to the prior
Accident
year
1999
2000
2001
2002

12
$3,105,009

New
relativity
[5]

Extension (%)
[4] = [2] × [3]
8.27
10.50
10.00
9.50
9.00
8.60
8.10
23.82
87.79

1.158
1.103
1.050
1.000
0.950
0.900
0.860
0.780

Extension (%)
[6] = [2] × [5]
8.69
11.03
10.50
10.00
9.50
9.00
8.60
25.35
92.67

evaluation by means of an incremental age-to-age
development factor as shown in Figure 3 and Table 5
or ‘link ratio’.
When all of the age-to-age factors have been
calculated the result is a triangle of link ratios as
shown in Table 6.
The next step is to select projected age-to-age
factors for each development period as shown in
Table 7. In this simplified example, it is assumed that
there is no development after 60 months. The selected
factors are then successively multiplied to produce
‘ultimate’ loss development factors for each age.
The indicated ultimate development factors are
applied to the latest diagonal of observed developed
losses to generate the projected ultimate losses as
shown in Table 8.

Losses evaluated at accident year age
24
36
48
$3,811,556

60

$3,811,556 ÷ $3,105,009 = 1.228

2003

Accident
year
1999
2000
2001
2002

Figure 3

5

12−24
1.228

Age-to-age development factors
24−36
36−48

Calculation of age-to-age development factors

48−60
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Table 5

Loss development triangle
Losses evaluated at accident year age

Accident
year

12 ($)

1999
2000
2001
2002
2003
Table 6

24 ($)

3 105 009
3 456 587
3 887 944
4 294 286
4 617 812

3 811 556
4 160 956
4 797 923
5 155 772

Loss development factors
Age-to-age development factors

Accident
year

12–24

24–36

36–48

48–60

1999
2000
2001
2002

1.228
1.204
1.234
1.201

1.086
1.083
1.086

1.029
1.027

1.012

Table 8
Accident
year
1999
2000
2001
2002
2003

Projected ultimate losses
Developed
losses ($)
12/31/2003
3 105 009
3 456 587
3 887 944
4 294 286
4 617 812

Selected
ultimate
factor
1.000
1.012
1.040
1.128
1.371

Projected
ultimate
losses ($)
3 105 009
3 498 066
4 043 462
4 843 955
6 331 020

Adjustment for Loss Trend
In order to serve as a proper basis for proposed rates,
the losses underlying the process must be adjusted
to reflect expected conditions for the period during
which the rates will be in effect. For example, if
the proposed rates will become effective on April
1, 2005 for a line with a policy term of 12 months,
the average policy written during the first year of the
Table 7

36 ($)

48 ($)

4 140 489
4 507 456
5 210 897

60 ($)

4 260 897
4 630 112

4 310 234

new rates will be effective on October 1, 2005 and the
average loss under that policy would occur on April 1,
2006. Ultimate losses for the 2002 accident year, for
example, would need to be adjusted for anticipated
trends in claim frequency and severity between the
midpoint of the accident year of approximately July
1, 2002 and the midpoint of loss occurrence under
the new rates of April 1, 2006 – a trending period of
45 months or 3.75 years.
The adjustment for loss trend can be based upon
external data, such as published construction cost
indices, consumer price indices, interest rates, or
other relevant information, or they can be based
upon internal actuarial data on claim frequency and
severity. The frequency and severity components can
be trended separately, or their product, the pure premium, can be used. Table 9 and Figure 4 provide an
example of quarterly internal trend data for automobile bodily injury.
Actuaries often use linear and exponential leastsquares fits to estimate loss trend factors. The decision on whether to use the linear or the exponential
model is generally based upon the relative fits of the
observations; however, the exponential model is generally used where the indicated trend is negative to
avoid the implicit projection of negative values.
The selected model generates the indicated annual
loss trend factor. Where the exponential model is
selected, the trend factor becomes one plus the annual

Projected ultimate development factors
Age-to-age development factors

Accident
year

12–24

24–36

36–48

48–60

1999
2000
2001
2002
Selected
Ultimate

1.228
1.204
1.234
1.201
1.215
1.371

1.086
1.083
1.086

1.029
1.027

1.012

1.085
1.128

1.028
1.040

1.012
1.012

60-ultimate

1.000
1.000

Ratemaking
Table 9
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Auto bodily injury countrywide trend data

Accident
quarter
ended [1]

Earned
car-years
[2]

3/31/2000
6/30/2000
9/30/2000
12/31/2000
3/31/2001
6/30/2001
9/30/2001
12/31/2001
3/31/2002
6/30/2002
9/30/2002
12/31/2002
3/31/2003
6/30/2003
9/30/2003
12/31/2003

1 848 971
1 883 698
1 923 067
1 960 557
1 998 256
2 042 634
2 079 232
2 122 044
2 162 922
2 206 868
2 253 300
2 298 015
2 341 821
2 390 219
2 437 558
2 485 848

Ultimate
claim count
[3]

Ultimate
claim
frequency
[4] = [3]/[2]

31 433
31 269
32 308
32 741
33 171
33 091
33 060
33 528
33 958
34 206
34 701
35 619
36 767
37 526
38 026
38 531

0.0170
0.0166
0.0168
0.0167
0.0166
0.0162
0.0159
0.0158
0.0157
0.0155
0.0154
0.0155
0.0157
0.0157
0.0156
0.0155

Ultimate
incurred
losses ($)
[5]
241 216 842
244 492 311
260 208 632
276 399 522
278 835 426
283 589 870
287 655 060
297 359 832
309 017 800
314 113 698
331 151 643
348 140 106
366 236 087
378 562 288
393 188 840
404 305 783

Ultimate loss
severity ($)
[6] = [5]/[3]

Ultimate
pure
premium ($)
[7] = [5]/[2]

7674
7819
8054
8442
8406
8570
8701
8869
9100
9183
9543
9774
9961
10 088
10 340
10 493

130.46
129.79
135.31
140.98
139.54
138.84
138.35
140.13
142.87
142.33
146.96
151.50
156.39
158.38
161.30
162.64

$11000
$10500
$10000

Observed
Linear fit
Exponential fit

$9 500
$9 000
$8 500
$8 000
$7 500
3/31/2000

Figure 4

3/31/2001

3/31/2002

3/31/2003

Automobile bodily injury severity trend

fitted change. Where the linear model is selected, the
trend factor is often calculated as the last fitted point
plus the indicated annual change divided by the last
fitted point. In the example shown in Table 10 this is
$10 468 + $748
= 1.071
$10 468
Even when the linear fit underlies the selected trend
factor, the factor is generally applied exponentially.
Therefore, if the Table 10 selection were applied to
the ultimate losses for the 2002 accident year for
the April 1, 2005 rate change discussed above, the

trended projected ultimate losses would be calculated
as
$4 843 955 × 1.0713.75 = $6 264 849
Note that in this example there would also be an
adjustment for any frequency trend identified in the
observations.

Adjustment for Deductibles
Where first-party insurance coverage is provided
subject to a deductible, the insured agrees to self-fund
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Table 10

Automobile bodily injury severity trend
Ultimate
claim
severity
($) [2]

Accident
quarter
ended [1]
3/31/2000
6/30/2000
9/30/2000
12/31/2000
3/31/2001
6/30/2001
9/30/2001
12/31/2001
3/31/2002
6/30/2002
9/30/2002
12/31/2002
3/31/2003
6/30/2003
9/30/2003
12/31/2003
Annual change
Selected factor

7674
7819
8054
8442
8406
8570
8701
8869
9100
9183
9543
9774
9961
10 088
10 340
10 493

Least-squares fit
Linear
[3] ($)
7660
7847
8035
8223
8408
8595
8783
8972
9157
9343
9531
9720
9905
10 091
10 280
10 468
748
1.071

Exponential
[4] ($)
7725
7886
8052
8221
8391
8566
8747
8931
9115
9305
9501
9701
9902
10 108
10 321
10 539
8.63%

the deductible amount. Because deductibles are rarely
indexed to underlying loss severity trends, deductible
coverage exhibits severity trend in excess of that
impacting the ‘ground up’ claim amount. The greater
the deductible amount, the greater the severity trend
as illustrated in the following seven-claim example
(Table 11).
There are several ways of dealing with the adjustment for deductibles in ratemaking. The simplest is
to look at experience separately for each different
deductible amount. This method produces sound indicated rates for each deductible amount where there is
Table 11
Original
loss ($)
100
250
500
1000
1250
2500
5000
Total
Trend

sufficient experience, but is often inappropriate for
the less popular deductible amounts.
Another common method for dealing with
deductibles is to add the amount of the deductible
back to each claim before analysis of the
loss data. While this method will not reflect
those losses that were lower than the deductible
amount and therefore did not result in paid
claims, where the deductible amounts are relatively
low the adjusted losses represent a reasonable
basis for loss analysis. While this method is
appropriate for severity trend estimation, it cannot
be used for deductible-level ratemaking because
the appropriate adjustment to premiums is not
determinable.
A third method for the deductible adjustments
is to adjust all premiums and losses to a common deductible basis, generally the greatest popular deductible amount, and base the rates for lower
deductibles upon an underlying size-of-loss distribution. The specifics of this method are beyond the
scope of this article.

Adjustment for Catastrophes
Some property lines of business are subject to losses
arising from catastrophes such as hurricanes and
earthquakes. Where coverage is provided for relatively infrequent but costly events, the actuary generally removes any catastrophe-related losses from the
underlying ratemaking data and includes a provision
for average expected catastrophe losses.
The provision for catastrophe losses is developed
by trending past losses over a representative period of

Illustration of severity trend and deductibles
5%
Trended
loss ($)
105
263
525
1050
1313
2625
5250

Loss at $100 deductible
Original ($)
0
150
400
900
1150
2400
4900
9900

Trended ($)
5
163
425
950
1213
2525
5150
10431
5.36%

Loss at $200 deductible

Loss at $500 deductible

Original ($)

Trended ($)

Original ($)

Trended ($)

0
50
300
800
1050
2300
4800
9300

0
63
325
850
1113
2425
5050
9826
5.66%

0
0
0
500
750
2000
4500
7750

0
0
25
550
813
2125
4750
8263
6.62%

Ratemaking
years to current cost levels and expressing the provision as a percentage of premium or of noncatastrophe
losses.

Loss Adjustment Expenses
Loss adjustment expenses (see ALAE) are those
nonloss costs expended in connection with the maintenance or settlement of claims. While US statutory accounting requirements have recently adopted
a segregation of loss adjustment expenses between
‘defense and cost containment’ and ‘adjusting and
other’, most ratemaking analyses continue to use the
historical division between ‘allocated’ loss adjustment expenses – those costs that can be allocated to a
specific claim or group of claims – and ‘unallocated’
loss adjustment expenses – those costs that are in the
nature of claims overhead.
Where allocated loss adjustment expenses represent material portions of the premium, they are
generally included with losses and are developed
and trended to expected cost levels. For lines such
as homeowners, where the allocated loss adjustment
expenses are less significant, they are included with
the unallocated loss adjustment expenses.
Unallocated loss adjustment expenses (along with
allocated if applicable) are either included with losses
that are based upon historic ratios to loss (or loss and
allocated loss adjustment expenses) or are treated as
fixed, or nonpremium-related expenses.

Underwriting Expenses
Recall equation (2):
R=

P +F
1−V −C

where
R = indicated rate per unit of exposure
P = pure premium (loss per unit of exposure)
F = fixed expense per exposure
V = premium-related (variable) expense factor
C = profit and contingencies factor
The ‘variable’ expenses represented by V are
expenses such as commissions and premium taxes,
which vary directly with premiums, and are thus
included in the rate on a strictly proportional basis.
The ‘fixed’ expenses represented by F are those
expenses that are not assumed to vary directly with
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premium. It is important to understand that these
expenses are not really fixed, but that they vary with
underlying inflation and must be trended to expected
cost levels in a manner similar to loss severity.

Profit and Contingencies
In equation (2), C represents the loading for underwriting profit and contingencies. While it is treated
as a premium-variable provision for simplicity, the
actual reflection of expected or allowable profit in the
rates will vary by jurisdiction and by line of business,
as well as by insurer. For an in-depth treatment of the
subject, see Van Slyke et al. [3].

Classification and Territorial Ratemaking
While a detailed discussion of classification (see Risk
Classification, Pricing Aspects; Risk Classification,
Practical Aspects) and territorial ratemaking methods is beyond the scope of this article, the basic
approach will be discussed herein as well as the concept of the correction for off-balance.
Territorial and classification rates are generally
established in terms of relativities to some base class
or territory. Assume that we are dealing with a very
simple line of business consisting of three classes of
business (A, B, and C) written in three geographic
territories (1, 2, and 3) and that the base territory is
2 and the base class is A.
Assume further that our ratemaking analysis has
indicated the following changes in the territorial and
class relativities shown in Tables 12 and 13.
In order to determine the impact of the indicated
relativity changes, the on-level earned premium is
recalculated on the basis of the indicated changes as
shown in Table 14.
The combined effect in the three-territory, threeclass example is a 3.488% reduction in premium that
represents the off-balance resulting from the relativity changes and must be reflected in the revision of
Table 12

Territory relativity changes

Territory
[1]

Current
relativity
[2]

Proposed
relativity
[3]

Relativity
change
[4] = [3]/[2]

1
2
3

1.400
1.000
0.850

1.400
1.000
0.800

1.000
1.000
0.941
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Table 14

Territory
[1]

Class and territory off-balance calculation

Class
[2]

1
1
1
2
2
2
3
3
3
Total

Table 13
Class
[1]
A
B
C

A
B
C
A
B
C
A
B
C

On-level
earned
premium
[3] ($)

Effect of relativity change

2 097 984
1 479 075
753 610
2 285 440
1 377 848
1 344 672
810 696
510 427
743 820
11 403 572

Territory
[4]

Class
[5]

Total
[6] = [4] × [5]

1.000
1.000
1.000
1.000
1.000
1.000
0.941
0.941
0.941

1.000
0.945
0.967
1.000
0.945
0.967
1.000
0.945
0.967

1.000
0.945
0.967
1.000
0.945
0.967
0.941
0.889
0.910

Class relativity changes
Current
relativity
[2]

Proposed
relativity
[3]

Relativity
change
[4] = [3]/[2]

1.000
1.450
1.800

1.000
1.370
1.740

1.000
0.945
0.967

the base rate. If, for example, the overall indication is
a +10.0% increase in rates for the coverage involved,
the concurrent implementation of the class and territory relativity changes will require that the base rate
(Class A, Territory 2) be increased by a factor of
1.00 + .10
= 1.13975
1.00000 − .03488

Other Factors
While ratemaking represents the application of actuarial principles, assumptions, and methods to the
process of estimating the costs of risk transfers, the

Premium effect
($) [7] =
{[6] − 1.0} × [3]
0
(81 349)
(24 869)
0
(75 782)
(44 374)
(47 831)
(56 657)
(66 944)
(397 806)
−3.488%

pricing of the risk transfers often involves other considerations including, but not limited to, marketing
goals, regulatory restrictions, competitive environment, investment opportunities, and underwriting philosophy. There are often good reasons for the use
or adoption of insurance rates that do not meet the
requirements for actuarial soundness and, while the
actuary is generally the key player in the pricing process, the actuarial function must interact with other
areas in the formulation of pricing strategies.
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Reinsurance Supervision
Introduction
After a decade of deregulation in many countries just
before the millennium, the discussion on regulation
has resumed. It focuses less on individual sectors and
increasingly on the entire financial industry, including the previously neglected reinsurance sector. The
discussion falls in a period where heightened regulatory vigilance and uncertainty can be observed in
the entire financial services industry, as a number
of insurance as well as reinsurance companies have
failed.
While reinsurance forms an important part of the
financial system, it has traditionally been subject to
less direct regulation than primary insurance or banking. This fact has triggered the concern of various
international organizations in the financial sector –
such as the IMF, OECD, and the World Bank –
about the systemic risk possibly posed by reinsurance for the entire financial system. It is obvious that
the reinsurance industry has an increasing exposure
to, and an accumulation of director’s and officer’s
liability, environmental liability, and natural catastrophes, just to name a few. A particular concern
among regulators is also the increasing insuratization,
that is, the transformation of financial risks into insurance products. This regularly occurs through financial
guarantee (re)insurance and collateralized debt, loan,
or bond obligations. In those products, risk transfer
markets create interdependencies that are less transparent and cross-sectorial, which makes tracking of
counter party exposures a challenging task.
The historical reason for less regulation in reinsurance is based on the nature of reinsurance activity. Reinsurance is a global business conducted in a
professional market place between professional parties with equal bargaining power. The main goal of
regulatory intervention is no longer only to protect
the individual policyholder’s rights, but also to protect the insurance system as a whole. It is intended
to retain the good reputation and integrity of the
(re)insurance market place and to guard the financial
system against systemic risk. However, reinsurance is
also regulated in many countries, although the level
and form of regulation varies significantly between
the different jurisdictions. It is widely accepted today
that there is a need for a globally recognized method

of conducting reinsurance regulation. At the international level, the ambition must be to create a system
of common and shared standards under which the
world’s reinsurers will, for example, through mutual
recognition, be able to globally conduct their business
without having to comply with the uncoordinated regulatory demands of national and regional authorities.
This contributes to a more efficient and transparent
global market place. As the issue of the supervision of
reinsurance is a matter very much in flux today, various initiatives and studies have been conducted on
reinsurance regulation recently, and partly concrete
recommendations have been formulated.

Two Main Forms of Supervision
In general, one can distinguish between two forms of
supervision of reinsurance:
•
•

Direct supervision of reinsurance companies and
their business
Indirect supervision through regulating cessions
of primary insurance companies.

In the case of direct supervision, the regulator
exercises rules and regulations directly on the supervised reinsurer. Owing to the nature of the reinsurance business, supervision traditionally was subject
to a narrow scope of governmental oversight.
Indirect supervision looks at the supervision of the
reinsurance contracts in place at the level of the ceding insurance company (see Reinsurance). It checks
whether the reinsurance agreements are adequately
geared to the risks they have assumed and to the
direct insurer’s solvency. Implicitly, it also checks the
quality of the reinsurance counterpart, since a ‘fit and
proper’ management will only select reinsurance partners that have adequate financial strength, experience,
and know-how to fulfill their function. Increased
direct supervision of reinsurers, however, will not
make indirect supervision redundant as it considers
the appropriateness of reinsurance covers for the risks
assumed by the ceding insurance company.

Parties Active in Supervision of
Reinsurance
Pressure is coming from many sides to reform,
and where it does not exist, introduce reinsurance
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regulation. In a post-September 11 world, financial
officials and policy makers have become increasingly
concerned about potential systemic risks arising from
the activities of reinsurance companies. Organizations like the OECD (www.oecd.org) have long been
following the developments on insurance and reinsurance liberalization processes. In the mid 1990s, new
suppliers of reinsurance caught the attention of the
Organization as it perceived a lack of transparency in
offshore markets. In 1998, the OECD council adopted
a recommendation for the assessment of reinsurance
companies [3]. In the area of promoting efficient
functioning of markets, the OECD encourages the
convergence of policies, laws, and regulations covering financial markets and enterprises.
Discussions on greater regulatory compatibility
are also on the agenda of the Financial Stability Forum (FSF) and its task force on reinsurance.
The FSF was convened in April 1999 by the G7
group to promote international financial stability
through information exchange and international cooperation in financial supervision (www.fsforum.org).
The Reinsurance Task Force based at the Bank of
International Settlement in Basle has put its focus on
analyzing whether the Basle II accord is applicable
and how it would have to be adapted to reinsurance.
This work is particularly interesting in light of the
further integration of insurance, reinsurance, financial
intermediaries, and capital markets.
Reinsurance regulation is certainly also on the
agenda of the World Trade Organization (WTO)
(www.wto.org) regarding free trade, and the IMF
(www.imf.org) in its mandate to carry out surveillance of the international monetary system. Finally,
the International Accounting Standards Board (IASB)
(www.iasb.org) has its impact. The IASB is an independent, privately funded organization addressing
accounting standards. The Board is committed to
developing, in the public interest, a single set of
best practice, understandable and enforceable global
accounting standards that require transparent and
comparable information in general purpose financial
statements. One of the goals is to cooperate with
national accounting standard setters to achieve convergence in accounting standards around the world
with the objective of creating a level playing field in
regard to transparency of financial information. The
IASB is responsible for developing and approving
International Accounting Standards (IAS), which also
include reinsurance accounting issues. Internationally

applicable and accepted accounting standards are certainly one of the key elements for a future regulatory
concept for companies that conduct their business
globally, such as reinsurers.
Last but not least, major input for the supervision discussion comes from the International Association of Insurance Supervisors (IAIS). Established
in 1994, the IAIS represents insurance supervisory
authorities of some 100 jurisdictions. It was formed
to promote cooperation among insurance regulators,
set international standards for insurance supervision,
and to coordinate work with regulators in the other
financial sectors and international financial institutions (www.iaisweb.org). In late 2002, it adopted a
set of new principles setting out minimum requirements for the supervision of reinsurers. These are
aimed at establishing a global approach to the regulation of reinsurance companies, with the onus of
regulation being on the home jurisdiction. The principles identify elements of a supervisory framework
that are common for primary insurers and reinsurers,
such as licensing, fit and proper testing and onsite
inspection, and those elements that need to be adapted
to reflect reinsurers’ unique risks [2]. The IAIS will
now develop more detailed standards that focus on
these risks. The IAIS has also created a task force,
which has joined forces with members of the FSF
and the IMF, to address transparency and disclosure
issues in worldwide reinsurance.
The above discussion illustrates that there are various different bodies that are involved in activities at
various levels, ranging from official monetary and
governmental institutions having formal power to
legally implement and enforce principles and standards to supranational organizations and independent
standard setters without any formal authority to issue
legally binding directions. The work of the latter will
only find its way into local laws if the countries ratify the guidelines and implement them in the local
regulatory system. What they all have in common is
that they are independent of nation states or political
alliances such as the EU (Figure 1).

Focal Themes of Future Reinsurance
Supervision
There are a variety of relevant issues for the supervision of reinsurance. While some are of legal and
administrative relevance, the focus here will be on
those aspects that have an actuarial component.

Reinsurance Supervision

Actuarial Community
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Technical Provisions
Estimating technical provisions (see Reserving in
Non-life Insurance) is an inherently uncertain
process as it attempts to predict the ultimate
claims emergence. This process tends to be more
challenging in reinsurance than in insurance for
several reasons, for example, owing to the leveraged
impact of inflation on excess-of-loss claims, longer
notification period of claims since their occurrence,
scarcity of benchmark data, or different reserving
and claims reporting behavior of cedants. For
solvency considerations, it is imperative to assess
the reserve adequacy of a reinsurance company
because any reserve redundancy can be considered
as additional solvency capital, as well as a deficiency
reducing the capital position of the company.
Consequently, supervisors need to gain comfort
that reserves are adequate and sufficient and that
reserving policies follow a ‘best practice’ approach.
Supervisors, therefore, need to have the ability to
assess the adequacy of procedures used by reinsurers
to establish their liabilities. As such, actuarial
models used in the process of establishing technical
provisions need to be disclosed to and understood by
supervisors.

Setting of adequate reserve levels depends again
on the risk structure of the reinsurer. Reserves are
established using mathematical models as well as
professional judgment, and depend on information
provided by the cedants. As mentioned before, inconsistencies and delays in receiving claims information
make it even more difficult for reinsurers to establish
appropriate reserves. A further, potentially complicating element is the review of individual treaties (see
Reinsurance Forms), for example, for nontraditional
reinsurance transactions. Therefore, the application of
models is only the starting point. Setting the provisions at the right level not only heavily depends on
models but also on insights into the business, and
the understanding of future developments that have
to flow into the process. This process by design is an
iterative one, which cannot be substituted by black
box model processes.

Solvency and Risk-based Capital
Reinsurance companies are in the business of taking and managing risks. An essential prerequisite to
assuming risks is a sufficient capital base. Hence, one
of the main concerns in respect of the supervision of

4

Reinsurance Supervision

reinsurance is the maintenance of an adequate solvency level. Minimum capital requirements should
be set subject to a process based on risk-adjusted
capital calculations as they are reflective of the risk
assumed by the reinsurer, and ensure the viability
of the company at a safety level determined by the
supervisor.
In many jurisdictions, however, regulators have
traditionally applied rather simple formulas for regulatory capital requirements applicable to the whole
industry. These formulas were using ratios relative
to average losses or premiums over a certain time
span, which only partially reflect the underlying risks.
With increasing direct insurance market deregulation
in many markets around the world in the 1990s,
the risks transferred to reinsurance companies have
become more diverse and are subject to constant
change, which suggests the need for more adequate
risk-based approaches. Some countries have adopted
such approaches, such as the NAIC RBC formula
of the United States, the dynamic capital adequacy
test (DCAT) of Canada, and, more recently, the Australian model introduced by the supervisory authority
in Australia, APRA. Risk-based capital, or solvency
formulas, allow for the specific risk profile of a reinsurer, which is a function of the volume of business
written, the degree of concentration or diversification
in its portfolio, and the risk management practices in place (e.g. retrocession (see Reinsurance)
strategy, use of threat scenarios and stress testing
(see Dynamic Financial Modeling of an Insurance
Enterprise) as the basis for assessing risk exposures).
Many of the models used by reinsurers today are
based on sophisticated risk assessment techniques,
such as computer-based Dynamic Financial Analysis (DFA) and Asset–Liability-Management (ALM)
models, (see Asset–Liability Modeling) which allow
modeling risk exposures of all risk classes (underwriting, credit, financial market, operational risks)
to determine an adequate capital level at a given
safety level. These models typically take diversification effects as well as accumulation effects into
consideration.
Risk-based capital approaches identify the amount
of capital needed to enable the reinsurer to withstand

rare but large economic losses, implying first and
foremost, that not only are the interests of the policyholders/cedants protected but also that the company
can continue its operations after the event.
Traditional measures expressing the minimum capital are the one-year ruin probability (see Ruin Theory) and the corresponding loss, referred to as valueat-risk. The ruin probability is set by management
internally, and by supervisors for regulation purposes.
It depends on the risk appetite of the management
within a company and the safety level supervisors
want to set in the industry, that is, how many failures supervisors are prepared to permit to happen in
a given time period. The safety level is usually set
below a 1% ruin probability, and the typical level
observed within companies is 0.4% (e.g. ruin every
250 years). More recently, there is a move towards
other risk measures, specifically to expected shortfall (expected shortfall is also referred to as tail
value-at-risk or conditional tail expectation) as this
measure is less sensitive to the chosen safety level.
Also, expected shortfall is a coherent risk measure
and thus has the mathematical properties [1] desirable for deriving risk-based capital on a portfolio or
total company level.
While more recent developments in the supervision of reinsurance foresee the application of standard models prescribed by the supervisors, reinsurance companies are also encouraged by the standards
developed by the supranational supervisory organization, the IAIS, to use internal models, replacing
the standard approach and thereby more adequately
describing the specific reinsurance company’s risk.
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methods and results depend on the line of business. In
proportional reinsurance, that is, quota share and
surplus treaties, the claim reserves behave coherent
to the original claim reserves. In a standard quotashare treaty with constant α ∈ (0, 1), the original
gross claim (paid or incurred) observed in accident
R
year i and development year j, Si,j becomes Si,j
=
R
α · Si,j and Si,j = α · Si,j . As a consequence, the
run-off pattern fi,j , fi,j = Si,j /Si,j −1 and the loss
development factors (LDF), for example, the classical
Chain-Ladder factors

Introduction
In the reinsurance business, the use of actuarial methods to assess and evaluate claims reserves is well
established. In general, there are the same types of
reserves as in primary insurance portfolios, that is,
we have case reserves as the sum of all provisions
assigned to single known claims, IBNER reserves
(Reported But Not Settled) as provisions for future
development on known claims and IBNR reserves
(Incurred But Not Reported) as provisions for claims
already incurred but not reported to the risk carrier.
Also, loss adjustment expenses (LAE) (see
ALAE), allocated as well as unallocated, have to be
dealt with. On the premium side, one has to look for
premium reserve and unearned premium depending
on the type of business. We assume the loss figures
Si,j as well as the premiums Pi,j to be compiled in a
complete run-off triangle . In the following, we will
focus on claim reserves and assume the cumulative
claims figures Si,j to be available in a claims triangle
of the form as shown below.

n−j


Fj =

Si,j

i=0
n−j



,

1≤j ≤n

Si,j −1

i=0

are unchanged. In practice, the share α varies over
the accident years and one has to adjust this effect
by weighting. In the same way, surplus treaties can
be handled as segmented quota
varying
 shares with
k
R
= k αk · Si,j
. Then the
αk ∈ (0, 1), that is, Si,j
LDF is a weighted sum of the LDFs from the different segments. In proportional reinsurance, all the
approaches and the reserving techniques being used
in primary insurance can be applied. The only difference is that there is a greater time lag in the
availability of the claims data, as is typical for reinsurance in general.

Type of Reinsurance
There is a significant impact of the type and the form
of the reinsurance on claims reserving, as well as
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For nonproportional (NP) reinsurance, the situation is quite different. In excess-of-loss (XL) treaties
as well as in stop-loss (SL) constructions, the runoff pattern is completely different from the original
business. Especially in long tail lines, the share of
pure IBNR reserves increases and very often you
do not observe any claims paid figures in the early
development years. Additionally, the volatility of
the claims figure in the run-off triangle increases
because of extreme claim events. Further aspects to
be dealt with in actuarial claims reserving analysis
for NP treaties or portfolios are changing priorities,
capacities, annual aggregate deductibles, and inflation
index clauses.
Additionally, in reinsurance, very often one has to
deal with the problem of incomplete accounts, clean
cut and loss portfolio transfer constructions, all of
which has a significant impact on the development
structure of the portfolio to be analyzed.

Data
Before applying any actuarial method, the data have
to be structured and validated. In reinsurance, the
underlying treaty parameters may change from year
to year. These parameters – for example, an increasing priority – of course, have a direct impact on
the run-off pattern. In order to take these aspects
into account, the best way is to compile data on a
single loss and treaty basis and then build up the
run-off triangles . With this approach, some adjustments can be made. You can generate the run-off
pattern with different priorities and different layers in an NP-portfolio for paid and incurred claims,
and you can apply some special inflation adjustment
on the claims data. Sophisticated analysis in reinsurance not only needs triangles for paid/incurred
claims and premiums but also needs triangles for
the claims number and the average claim size. However, in practice, it often turns out to be difficult to
receive detailed data from the cedent on single-treaty
basis.

Actuarial Reserving Methods Used in
Reinsurance
For calculating and evaluating claim reserves, a
lot of different actuarial methods are available.
The standard techniques applied in reinsurance are

Chain-Ladder (CL) or the more general LDFbased methods, Bornhuetter Ferguson (BF) and Cape
Cod (CC) (see Bornhuetter–Ferguson Method).
In practice, all these basic methods are used with
modifications. In the case of very poor run-off
data, sometimes the Expected Loss Method (EL)
is used. For deeper analysis credibility methods,
separation methods and regression techniques (see
Generalized Linear Models) are applied. For a
detailed description of the standard procedures, we
refer to these more specialized articles and to
[5–7]. In the following section, we would like
to discuss some methodical aspects with scope in
reinsurance.

The Loss Development Approach
After having generated a proper database, the analysis
of the loss development factors is crucial. A wide
class of methods is based on the LDF approach. In
an underlying model for these methods, usually we
have for the conditional expectation of Si,j , j ≥ n − i


E Si,j |Si,0 , . . . , Si,j −1


= E Si,j |Si,j −1
= fˆj −1 · Si,j −1 , for j ≥ n − i, i = 1, . . . , n, (2)
and some specific estimator fˆj . If you assume further
the accident years being independent and


V AR Si,j |Si,0 , . . . , Si,j −1


= V AR Si,j |Si,j −1
= σj2−1 · Si,j −1 , for j ≥ n − i, i = 1, . . . , n (3)
we are in the model of Mack [2] and the optimal
estimates are CL estimators, that is,
fˆj =

n−j


wi,j fi,j ,

1≤j ≤n

(4)

i=0

with fi,j = Si,j /Si,j −1 , j = 1, . . . , n − i, i = 0, . . . ,
n−j
n − 1 and the weights wi,j = Si,j / i=0 Si,j and

2
n−j
1 
Si,j
σ̂j =
Si,j −1
− fˆj ,
n − j i=0
Si,j −1
1 ≤ j < n.

(5)

In this stochastic model, you can calculate the standard error of the estimated ultimate loss, and with
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some distributional assumption, we derive confidence
intervals for the estimators.

With v0 ≤ v1 ≤ . . . ≤ vn , we get modified CL factors
F̃j =

n−j

i=0

Methodical Adjustments
In reinsurance, very often, the standard approach has
to be modified because of some structural breaks and
trends or deficiencies in the data. For a proper actuarial analysis, several adjustments have to be taken
into account. The most important are the following:
1. Limitation of the scope of the accident years. If
there are systematic breaks, for example, if the underlying reinsurance structure or the credibility of older
data is poor, sometimes it is necessary to cut some
early accident years.
2. Smoothing the empirical loss development factors.
The observed LDF Fj , j = 1, . . . , n whether CL or
others can be modeled by a function over the development years, that is, Fj = h(j ) + ε, j = 1, . . . , n with
h(x), for example, Exponential, Power, or Weilbull,
using regression techniques. This is especially necessary if there is a small database with great volatility
for the LDF in the NP business.
3. Tail factor. If the earliest available accident year
is not settled completely, a tail factor F∞ is needed
to specify the increase to the ultimate loss. The
tail factor usually is a market factor or is derived
via extrapolation from curve fitting of the LDFs.
If reserves are discounted, an additional assumption
concerning the cash flow pattern to the ultimate loss
has to be drawn.
4. Trending and weighting the individual development factors. Another approach is to analyze the
individual development factors fi,j = Si,j +1 /Si,j . For
a fixed development year j , you may observe some
trends over the accident years i. This can be caused
by a change of the portfolio mixture, by changing
treaty parameters, or simply by a changed settlement
practice. Again, trending and regression techniques
may lead to adequate estimates for the LDF for the
analyzed development year, that is, fi,j = gj (i) + εj .
Also, weighting of the individual development
factors according to accident years is a possible
modification, for example, to have increasing weights
for younger years because of a higher credibility.

3

vi
n−j



· Si,j −1

fi,j ,

1 ≤ j ≤ n.

vi · Si,j −1

i=0

If exposure measures for the accident years are available, you can use them for weighting. Another way
is to use credibility-based approaches, cf. [6].
5. Major loss adjustment. Major losses as well as
no losses in the run-off triangles very often lead to
heavy distortions of the results, especially when they
occur in the youngest diagonal, that is, in the actual
calendar year n. Most LDF-based methods with a
multiplicative structure are very sensitive to these
effects, for example, the standard CL projects these
effect proportional to the ultimate loss estimates. To
handle these problems, either an individual claim
adjustment is necessary, that is, you have to analyze
the major losses separately, or you have to choose
a less sensitive approach. Cape Cod (CC), as a
more robust method, can be used for adjustment
of the distorted Si,n−i of a separate accident year
i or for the complete triangle. The idea of CC is

to have a decomposition Si,n−i = S i,n−i + S i,n−i in a

normalized
claim S i,n−i , with a normal run-off, and

in S i,n−i , which does not develop further and is only
additive to the ultimate loss, cf. [4]. Another possible
way is to apply BF with LDFs derived from some
external run-off pattern and some adjusted ultimate
loss ratios.
6. Inflation adjustment. A consideration of inflation
adjustment has to be taken into account normally in
long tail business with significant inflation exposure.
One way is to recalculate the run-off pattern with
inflation adjustment, for example, to take the disaggregated claims triangle and to transform all value in
disagg
the present value P V (Si,j ), apply an adequate
actuarial method, and inflate the disaggregated future
claims. Another way is to model inflation directly, for
example, in the separation method, you can specify
future inflation year by year by a calendar year specific parameter, cf. [7]. If there is significant inflation
in the whole economy, you also have to look at the
premiums and the expenses.
7. Decomposition in claims number and claim size.
In some lines of business, a separate analysis of the
claims number and the average claim size – incurred
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or paid – is a useful approach. For example, in
asbestos or environmental, you may generate separate triangles for the claims number respectively, the
claims frequency Ni,j , and the average claim size
Zi,j , and apply an appropriate method for the runoff analysis, for example, to take some inflation or
trend into account.
8. Adjustment of the ultimate loss ratio for Bornhuetter Ferguson. In the standard BF approach with
Ŝi,k = Si,n−i + (p̂k − p̂n−i ) · ui · νi , 0 ≤ i ≤ n,
n
 
fˆj , 0 ≤ k ≤ n − 1,
n − i ≤ k ≤ n, p̂k = 1
J =k+1

p̂n = 1, ui the a priori ultimate loss ratio (ULR) and
νi the premium of accident year i, the choice of ui
is crucial beneath an adequate use of a run-off pattern fˆi . In reinsurance portfolios, it is often difficult
especially for younger accident years, and should be
handled carefully. One way to evaluate is to apply
an iteration of BF, that is, to apply BF a second time
with an a priori ULR ui obtained from the first run
as the estimated ULR as proposed by Benktander [1]
and Neuhaus [3].

ysis. In the actuarial controlling process, modeling
and measuring the run-off effect is a crucial objective. To evaluate, for example, the profitability of a
reinsurance operation, it is indispensable to quantify
the expected run-off profits/losses.
Beneath the internal evaluation of claim reserves,
actuarial reserving is an essential instrument in commutations and loss portfolio transfer, or even in evaluating an enterprise value for a complete company.
At least, claim reserves present a significant part
of the balance sheet of a reinsurance company, and
the annual financial statement is determined by wellfounded reserves. As a consequence, in reinsurance
as well as in direct insurance, actuarial-based reserving is a statutory requirement in a lot of countries,
and an appointed actuary is responsible for adequate reserves.
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Reserving in Non-life
Insurance
In crude terms, non-life insurance business consists
of the collection of premiums and the payment of
claims, and the profit is the difference between these
two. Thus, in order to calculate the profit that a company has made in any particular period, it is necessary
to first determine the premium income and claims
payments. Usually, the premium income does not
present too great difficulties, but, unfortunately, the
claims outgo can be difficult to determine. The reason for this is that the ultimate total claims payments
on a particular policy may not be known until some
time after the coverage period of the policy. Delays
will occur between the occurrence and reporting of
a claim, and between the reporting and payment of
a claim. In addition, the payment may consist of a
series of partial payments culminating in a final settlement. Thus, it is not possible to determine exactly
the claims payment on a policy immediately following the end of the policy coverage period, and an
estimate has to be made of future payments. This
is set aside as a reserve to cover future liabilities.
The estimation of future claims payments for policies already written is known as reserving, and is
carried out using a variety of techniques, depending
on the nature of the risk. For example, reserves can be
set on individual policies, or on each reported claim
(a case reserve), or on a portfolio of policies taken
together. If the claims are likely to be fully settled
soon after the end of the policy period, the business is
‘short-tailed’, and the reserving issues are less likely
to cause problems. On the other hand, it is more difficult to estimate reserves for ‘long-tailed’ business
(see Long-tail Business), on which claims are much
slower to emerge. Claims reserves are often divided
up into various components, not only to cover the
likely emergence of claims but also to cover possible
future developments, such as catastrophes. Reserves
also have to be held for various other purposes, as
well as to cover the emergence of claims. General references on reserving in non-life insurance are found
in the Claims Reserving Manual [1, 3]. The Claims
Reserving Manual is divided into two parts, of which
the first considers deterministic methods and practical issues in some detail, and the second describes a

number of stochastic reserving methods. As the literature on stochastic reserving has developed rapidly,
Volume 2 is now somewhat out of date, and it is
necessary to consult papers in the literature, such
as [2], mentioned in the articles on specific reserving methods.
The reserves held by a general insurance company
can be divided into the following categories:
•

•

•

•

Claims reserves representing the estimated outstanding claims payments that are to be covered by premiums already earned by the company. These reserves are sometimes called (IBNS)
reserves (Incurred But Not Settled). These can in
turn be divided into
– (IBNR) reserves, representing the estimated
claims payments for claims which have
already Incurred, But which are Not yet
Reported to the company.
– (RBNS ) reserves, are the reserves required in
respect of claims which have been Reported
to the company, But are Not yet fully Settled.
A special case of RBNS reserves is case
reserves, which are the individual reserves
set by the claims handlers in the claimshandling process.
Unearned premium reserves. Because the insurance premiums are paid up-front, the company
will, at any given accounting date, need to hold
a reserve representing the liability that a part of
the paid premium should be paid back to the policyholder in the event that insurance policies were
to be canceled at that date. Unearned premium
reserves are pure accounting reserves, calculated
on a pro rata basis.
Unexpired risk reserves. While the policyholder
only in special cases has the option to cancel
a policy before the agreed insurance term has
expired, he certainly always has the option to
continue the policy for the rest of the term.
The insurance company, therefore, runs the risk
that the unearned premium will prove insufficient
to cover the corresponding unexpired risk, and
hence the unexpired risk reserves (URR) is set
up to cover the probable losses resulting from
insufficient written but yet unearned premiums.
CBNI reserves. Essentially the same as unearned
premium reserves, but to take into account possible seasonal variations in the risk pattern, they
are not necessarily calculated pro rata, so that they
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also incorporate the function of the unexpired risk
reserves. Their purpose is to provide for Covered
But Not Incurred (CBNI) claims.
The sum of the CBNI and IBNS reserves is
sometimes called the Covered But Not Settled
(CBNS) reserve.
Fluctuation reserves (equalization reserves) do
not represent a future obligation, but are used
as a buffer capital to safeguard against random fluctuations in future business results. The
use of fluctuation reserves varies from country
to country.

The actuarial challenge involved in non-life reserving mainly lies with the calculation of IBNR and
RBNS reserves.
Traditionally, claims reserving methods are developed for the analysis of data in the so-called run-off
triangle where claim occurrences are followed in the
vertical direction (accident periods) and the development of claims is measured in the horizontal direction
(see Figure 1). The claim amount (or number of
claims) incurred in period t and reported in period
t + j is Xtj , and the observed statistics at time T are
{Xtj }t+j ≤T . The IBNR prediction (reserving) problem is to use the observed statistics to estimate the
outstanding amount

Xtj , t = 1, 2, . . . , T .
(1)
Xt> =
j >T −t

...

j

...

T–1

1
...

Observed: t + j ≤ T

Xtj

...

A
c
c t
i
d
e
n
t

Outstanding: t + j > T

T

Figure 1

Ctj =

j


Xtl ,

t = 1, 2, . . . , T .

(2)

l=0

Delay
0

In practice, the claim amount is seldom known at
the time when the claim is being reported to the company, and the run-off triangle cannot be constructed
exactly as described. One will therefore construct a
triangle consisting of amounts being actually paid,
or the amounts being paid plus whatever is being
set aside by the claims handlers as case reserves.
In the first case, one will predict the unpaid claim
amounts, corresponding to the sum of IBNR and
RBNS reserves, and in the second case, the predicted outstanding amounts plus the sum of case
reserves will correspond to the sum of IBNR and
RBNS reserves.
A further issue is whether to adjust past data
and future predicted claims for inflation, and discount back the future liabilities in setting the reserves.
There is an argument that past data should not be
adjusted, thereby projecting forward the past claims
inflation. Alternatively, the inflation rate can be estimated either from the data itself, using the separation
method, for example, or from exogenous data. This
information can then be used to work in prices at
a fixed time point, and predictions of future claims
inflation rates can be used to inflate the projected
outstanding claims.
A number of reserving techniques are based on
the accumulated statistics

The run-off triangle

Most reserving techniques are in one way or
the other based on the assumption that there is the
same development pattern of the statistic Ctj for
each accident period t. The early reserving methods
were developed as pure accounting methods based
on heuristic arguments. The most commonly known
technique of this type – and most frequently used
in practice – is the chain-ladder method, which is
based on the assumption that there is a proportional
increase in the accumulated statistics Ctj for each
accident period t. Later on, the chain-ladder method
and related techniques have been formulated in a
stochastic framework, which also makes it possible to
discuss the properties of these estimators. In practice,
the stable development of loss figures in the run-off
triangle is often destroyed by effects relating to the
diagonal of the triangle. This may occur as a result of
changes in the administrative practice in the claimshandling department of the company, or as a result
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of changes in the legislative environment. A simple
technique for quantifying such diagonal effects is the
separation method.
Another problem associated with the chain-ladder
method is the fact that the prediction of ultimate
claims cost for the most recent accident periods
is based on very few observations (lower left part
of the run-off triangle). The Bornhuetter–Ferguson
method is a simple approach for incorporating prior
information about the underwriting risk.
The discipline of claims reserving has its origin
in practical non-life insurance, and the first simple
methods were developed in this setting. Later, claims
reserving has become a research area for the academic society, and it has been demonstrated how
many of these simple techniques can be justified
from well-established statistical theory. An example is the framework of generalized linear models
(GLM) in which several of the classical techniques
can be derived as maximum likelihood methods,
when appropriate class effects corresponding to the
rows, columns, and diagonals of the run-off triangle
are allowed for. Using GLMs, the chain-ladder technique can be modeled using factors for the rows and
columns of the triangle, and the separation technique
can be modeled using factors for the columns and
diagonals. An alternative approach is to specify only
the mean and variance of the data, and to fit models
with a similar structure. Both approaches have the
advantage that more information can be given than a
simple estimate of outstanding claims: in particular,
a second moment (the ‘prediction error’) can also be
supplied, which can enhance the risk management
of the reserves by giving an indication of the likely
variability of the actual outcome around the point
estimate. With the development of greater sophistication in regulatory regimes has come the need to
specify reserves that take into account the random
nature of the actual future outcome. For example, in
the United Kingdom, it is required that, in setting
the reserves, the predictions should be considered ‘as
those implied by a “best estimate” basis with precautionary margins’. The term ‘best estimate’ is intended
to represent ‘the expected value of the distribution of
possible outcomes’. The question of how much to set
in the reserves is increasingly being approached using
wording that suggests a stochastic approach, sometimes explicitly requiring that an upper percentile
of the forecast distribution for outstanding claims
is used. These pressures have led to an increasing
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need for stochastic models. However, it should not
be thought that these can be used in a mechanistic
manner. In many cases, explicit account has to be
taken of exogenous factors, such as known changes
in court settlement, changes in settlement patterns by
the company, and so on. It is also important to recognize that methods assume that the model being used
is the correct one.
These types of methods can be viewed as an exercise in data analysis: examining the data as closely as
possible in order to try understand the run-off pattern
for each year, and predict it as accurately as possible
for future periods. Not surprisingly, many methods
have been suggested, both as simple mechanisms for
estimating outstanding claims, and as fully stochastic
models. These include the very popular chain-ladder
technique, with many small variations, methods based
on average claim sizes, methods that examine the
development of cumulative claims from one delay
period to the next, and so on. It is perhaps surprising
that the data are not viewed more often separately
by frequency and severity, as is more usual in other
aspects of non-life insurance business.
The desire, underlying the Bornhuetter–Ferguson
method, to be able to incorporate prior information
suggests the use of Bayesian models and methods
(see Bayesian Claims Reserving). This approach in
connection with the linearized least-squares prediction method has been very fruitful in establishing
practical methods under the heading of credibility
models for claims reserving (see Claims Reserving
using Credibility Methods).
The separation method is an early attempt to
account for the dynamic effects, which may be inherent in the run-off triangle. This is one example of a
model that tries to account for changes in calendar
time: in this case, claims inflation (see Excess-ofloss Reinsurance). In other contexts, it is recognized
that other changes may occur with calendar time: for
example, the shape of the run-off may change over
time, or the ultimate loss ratio may follow some pattern that can be modeled over time. In a stochastic
framework, such dynamic effects can be described
using dynamic linear models, and predictions can be
obtained by the use of the Kalman filter (see Kalman
Filter, Reserving Methods).
The data that is analyzed will vary according to
the type of insurance. In some cases, very good information will be available on claims that have actually
been paid, which gives a reasonable indication of the
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level of ultimate claims. In other cases, the actual paid
claims will be insufficient or unreliable, for the prediction of ultimate claims. In these cases, it is often
the case that incurred claims, which includes both the
paid claims and also the case reserves will be more
useful. This type of data can present its own problems, since it is possible (even likely) that the case
reserves are set on a cautious basis, and therefore
that there will be a release of case reserves in the
later development years. The effect of this will be
to make the incremental incurred claims data negative for later development periods, an effect that can
cause problems for some stochastic models. In practice, one will often have more detailed data regarding
the settlement of reported claims, which can be useful
when setting the RBNS reserve. An example could
be the size of the case reserve set by the claims handler, or some other type of information that may
change during the settlement process. Situations of
this type do not readily fit into the run-off triangle set-up, but can be handled using models based
on stochastic processes such as Markov models (see
Non-life Reserves – Continuous-time Micro Models). These handle the data on an individual basis
rather than aggregating by underwriting year and

development period. These methods have not yet
found great popularity in practice, since they are more
difficult to apply. However, it is likely that this is an
area that will develop further, and which will become
more attractive as computing power and data systems improve.
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Separation Method

Model
The assumption underlying the method is that

History

E[Ytj ] = µj λt+j ,

•

•

it required specification of past inflation, which
was in principle unknown because of the possibility of superimposed inflation (see Excess-of-loss
Reinsurance), and worse,
it required specification of future inflation, something a government department was obviously
reluctant to do.

The separation method was constructed by Taylor [1] while employed with the DoT during this
period, as an attempt to address these difficulties by
•
•

estimating past inflation from the data; and hence
providing a platform from which future inflation
might be mechanically forecast.

Data

Xtj
.
Nt

(1)

The exogenous influences include all those that
change claim sizes from one payment period to the
next, effectively normal inflation plus superimposed
inflation, that is, λt+j +1 /λt+j represents the factor of
increase in average claim size between period t + j
and t + j + 1.
The definition (2) contains one degree of redundancy, which is removed by the normalization:
T −1


µj = 1.

(3)

j =0

This restricts the prediction of outstanding claims
as we are unable to go beyond the latest development
year. This assumption, which is also made by the
chain-ladder technique, is equivalent to assuming that
the claims are fully run-off at the end of development
year T − 1.
m 0l 1

m1 l2

m2 l3

m0 l2

m1 l3

m2 l4

m 0 l3

m 1l 4

m 2l 5

•
•
•

•
•
•

m0lT−1

m 1l T

mT−1lT

•

Ytj =

•

the vector of µj describing the payment pattern
over development periods;
as modified by the factors λt+j , which are constant along diagonals of the triangle illustrated
in Figure 1, and which were originally described
in [1] as representing an index of the effect of
exogenous influences.

•

Xtj = claim payments in cell (t, j );
Nt = some measure of exposure (e.g. estimated
number of claims incurred) associated with
accident period t;

•

•

The data are indexed by the development year,
j (j = 0, 1, . . . , T − 1), and the accident (underwriting) year, t (t = 1, 2, . . . , T ). Assuming that we have
a triangle of data, with T rows and columns we define

where µj and λt+j are parameters to be estimated.
In this set-up, it is seen that the Ytj , claim payments per unit of exposure, are described by

•
•
•

The separation method originated in the Department
of Trade (DoT), the insurance regulatory body in
the United Kingdom. In the late 1960s, supervision of insurers generally, and their loss reserves
(see Reserving in Non-life Insurance) particularly,
had been intensified as a result of the collapse of the
Vehicle and General insurance company.
At the time, loss reserving methodology was in
an undeveloped state; little was available other than
the chain-ladder, with which the DoT had been
experimenting. By the mid-1970s, a period of high
inflation, this was proving difficult as the chainladder was known to produce biased results in the
presence of changing inflation rates.
The inflation-adjusted version of the chain-ladder
was known, but its application involved two difficulties:

(2)

•
•
•

m0 lT

Figure 1

Parametric structure of claims data triangle
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Parameter Estimation
Taylor [1] noticed that the structure of Figure 1 was
exactly the same as had been dealt with a few years
earlier by Verbeek [3]. This earlier work dealt with an
excess-of-loss portfolio, with Ytj denoting the number
of claims reported in cell (t, j ) and exceeding an
excess point x0 , constant over the triangle. The other
correspondences were
µj = proportion of an accident period’s excess
claims reported in development period j
λt+j = Poisson probability (see Discrete Parametric Distributions) of occurrence of a claim
(any claim, not just excess) in an accident period, multiplied by the probability of
exceeding the excess point, this probability
being dependent on t + j .
Verbeek had derived maximum likelihood parameter estimates of µj , λt+j that Taylor (see also [2])
recognized could be expressed in the form:
T


µ̂j

λ̂k = vj

(4)

µ̂j = dk ,

(5)

k=j +1

λ̂k

k−1

j =0

where vj and dk are defined by
T −j

vj =



Ytj

(6)

Yt,k−t .

(7)

t=1

dk =

k

t=1

Solution takes place in the order λ̂T , µ̂T −1 , λ̂T −1 ,
µ̂T −2 , . . . , λ̂1 , µ̂0 .
In the situation represented by (2), the Ytj are more
generally distributed than Poisson, and so Verbeek’s
maximum likelihood derivation of (4) and (5) does
not apply. However, it was recognized in [1] that (4)
and (5) have a heuristic derivation in this general
case. Indeed, by (2), (6), and (7), the equations (4)
and (5) are the same as
E[vj ] = vj

(10)

E[dk ] = dk .

(11)

Forecasting Future Claim Payments
Once estimates µ̂j , λ̂k have been obtained, future
values of Ytj , t + j > T may be forecast by
Ŷtj = µ̂j λ̂t+j ,

(12)

where future values λ̂T +1 , λ̂T +2 , and so on must be
supplied by the user.
To obtain estimates of future claim payments,
these must be multiplied by the appropriate measures
of exposure:
(13)
X̂tj = Nt Ŷtj .
The method described will not, of course, forecast
claim payments beyond development period T − 1,
since there are no data for such periods. Any forecast
of these would need to be made either by extrapolation or by reference to data over and above the
triangle in Figure 1.
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Workers’ Compensation
Insurance
Although some of the earliest workers’ compensation
systems were in Europe, many countries now have
included recompense for worker injury into social
welfare programs. Currently the largest system for
which employers purchase private insurance for this
matter is in the United States, and this will be the
focus of this article. Each state has its own system,
so some differences among these will be addressed.
State workers’ compensation systems developed in
the early twentieth century to replace negligence
liability for workplace accidents and illnesses. The
development of workers’ compensation rates by class
and state sparked the emergence of the Casualty
Actuarial Society (CAS) in 1914.
The workers’ compensation policy provides the
coverage mandated by state statute; there is no
limit and few exclusions in the policy. Compensation claims range from small medical-only accidents
(average benefits < $1000) to permanent total disability cases, with benefits often exceeding $1 million.
Coverage is mandatory in all states except Texas,
though employers who forego coverage lose certain common law defenses to liability suits. Coverage may be provided by private carriers or state
funds; large employers may also use self-insurance
or group self-insurance. State funds are used in about
20 states so that employers can readily obtain the
required coverage.
Until the 1990s, rates were generally set by rating
bureaus; companies sometimes deviated from bureau
rates, but independent ratemaking was rare. Rate
regulation was stringent, and prior approval regulation had remained the norm in many states. The
common workers’ compensation classification system
(600 + industry classes) and the mandatory experience rating plan facilitate bureau ratemaking.
For retrospectively rated accounts (where the rating adjusts for actual losses in the policy period) and
large dollar deductible policies, most insurers use the
National Council on Compensation Insurance (NCCI)
table of insurance charges. Called simply Table M,
this provides charges for excess layers of aggregate
losses that are excluded from retrospective rating (see
Retrospective Premium).

This article reviews typical methods used in the
United States for class ratemaking, individual risk
rating, and financial pricing (see Financial Pricing of
Insurance), from both a rating bureau and a private
carrier perspective. Some differences among lines
of insurance in rating methods derive from unique
features of the lines and some are just from custom
and tradition. No attempt is made to distinguish
these here.

Data
Policy year data by class are collected on unit statistical plan reports and aggregated by the rating bureaus;
more recent calendar year or accident year data are
taken from financial reports. Class pure premiums
by state are based on industry aggregate experience,
credibility weighted with national experience (see
Credibility Theory), and adjusted to statewide rate
level needs determined from the recent current data.

Exposure Base
Indemnity benefits are a percentage of pre-injury
wage and are capped at maximum and minimum
levels; medical benefits are the same for all workers, regardless of preinjury wages. Payroll limited to
the wages that produce the maximum benefits best
matches the expected indemnity benefits but is not
easily audited; hours worked best matches expected
medical benefits, but it is not inflation sensitive
and would necessitate annual rate changes; with few
exceptions, total payroll is the standard exposure base
for both indemnity and medical rating in the United
States. Exposures are trended for wage inflation using
a CPI index.

Premium Adjustments
Policy year premiums are developed to ultimate to
include audits and retrospective adjustments. The premium collected during the policy term is an estimate;
the final premium is determined by audit after policy
expiration, with further adjustments for retrospectively rated policies. Calendar year premiums need
not be developed, sine the estimates of future audits
and retrospective adjustments are presumed to be
equally adequate at the beginning and end of the year.
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Premiums are brought to current rate level, with
two differences from other lines: rate changes based
on a review of experience affect new and renewal
policies only, but changes to offset benefit revisions
affect policies in force as well; and the distribution of policy effective dates is skewed towards
the beginning of the year, so that the policy term
coincides with the insured’s fiscal year.

Loss Adjustments
Losses are developed to ultimate, brought to the current benefit level, and trended to the average accident
date under the new rates. Workers’ compensation has
little pure IBNR emergence (see Reserving in Nonlife Insurance): most injuries are known immediately and employers must begin indemnity payments
within two to four weeks from the accident date
(depending on the state). Development of reported
losses is high, since many claims that begin as temporary cases develop into permanent disabilities.
Losses are brought to the current benefit level.
For example, if benefits have been raised from 60
to 66% of pre-injury wage, the previous benefits are
increased by 10%. Higher benefits spur more claim
filings; the magnitude (elasticity) of this effect is
often estimated as 50 to 100%, implying that a 10%
direct effect causes a 5 to 10% incentive effect. The
incentive effects may be separately quantified or may
be included with the loss ratio trend.
Claim frequency has decreased steadily as service industries replace industrial ones, as computer
aided manufacturing and better workplace design
eliminates the common work hazards, and as government inspections force firms to correct the remaining
hazards. Average indemnity claims costs have been
increasing about 2 to 3% faster than wage inflation,
perhaps reflecting the increased attorney representation of claims. Medical benefits have increased about
5% faster than the medical component of the CPI
(which itself exceeds wage inflation by about 3%),
reflecting increased utilization of ever more expensive medical procedures.
The net loss ratio trend has averaged about 3 to
5% per annum over the past two decades, except for
a pause in the early 1990s, when benefit levels were
reduced in many states.
State assessments are used to fund the involuntary
market pools (see Pooling in Insurance), second
injury funds, and guarantee funds, and the costs are

loaded into the premiums. Servicing carriers write
policies for undesired risks, collect premiums, and
pay losses, but they cede the risks under quota share
treaties to the pools, which allocate the losses from
these risks among all carriers in the state.
The statutory underwriting profit margin set by
state regulators in the 1920s was 2.5% of premium,
in contrast to the 5% profit loading authorized for
other lines. The average lag from premium collection
to loss payment ranges from 4 to 8 years on first
dollar coverage, depending on the state (and over
15 years for large dollar deductible plans), and most
business is now written at operating ratios well over
100%. Target operating ratios or underwriting profit
margins are set by net present value or internal rate of
return pricing models. Full value statutory reserves,
risk-based capital requirements, and multiple layers
of taxes create a high cost of holding capital.
Workers’ compensation has a mandatory experience rating plan in all states, so that interstate experience modifications can be computed. Adherence to
the plan among all carriers strengthens the incentives
to improve workplace safety and reduces the disincentive to avoid debit modifications by switching
carriers. The large size of many workers’ compensation risks, the high frequency of minor accidents, and
the effect of employer policies on workplace safety
provide additional stimulus to the plan.
The plan divides losses into three parts: primary,
excess, and excluded; the modification is a weighted
average of actual with expected primary losses and
actual with expected excess losses. Losses above
a state accident limit are excluded, and limits are
placed on occupational disease claims and on multiples claims from a single accident. The ratios of
limited (nonexcluded) losses to total losses and of
primary to actual losses vary by class: high hazard classes have higher claim severities and lower
ratios. The split between primary and excess losses
was $5000 in 1998, rising with inflation in subsequent
years. More weight is given to primary losses, reflecting the better correlation of claim frequency than of
claim severity with future loss costs. The maximum
credibility is 91% for primary losses and 57% for
excess losses; no risks are rated on their own experience only.
Credibility values are based on empirical fits to
Bayesian–Bühlmann formulas incorporating parameter variance and risk heterogeneity; future revisions
may include the effect of shifting risk parameters
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over time. Additional testing is done to ensure that
no group of risks is under- or overcharged.
The exclusion of losses above a per-accident limit
provides leverage to the plan. For example, if only
50% of losses enter the plan, the primary credibility is
75%, and the variable expense ratio is 25%, each dollar of primary losses causes $1 × 75%/[50% × (1 −
25%)] = $2 of additional premium. The larger the
excluded losses (the lower the state accident limit),
the more the leverage to each dollar of primary or
excess loss. The high leverage of the plan, along
with government programs on workplace safety, a
shift from a manufacturing to a service economy,
and innovative robotics and computer aided manufacturing, has reduced the workplace injuries that beset
industrial societies.
Class ratemaking uses premium after the experience modification; the indicated pure premiums
form manual rates before the experience modification.
Larger insureds often have better workers’ compensation experience than smaller insureds, since they
can support better quality safety programs and they
are more concerned about their public image, so the
average experience modification is generally a credit.
The ratio of aggregate standard premium to aggregate manual premium, or off-balance factor (OBF),
is used to adjust the rate indication: manual rate
change = past OBF × standard premium rate change
÷ expected future OBF.
Most large insureds are retrospectively rated: the
employer pays for its own losses, subjected to loss
limits and a maximum premium. Many of these plans
are now written as large dollar deductible policies.
A retrospectively rated plan is balanced if its
expected premium equals the guaranteed cost premium for the same risk size. The employer chooses
the loss limit and the maximum and minimum premium bounds; the pricing actuary use the NCCI’s
table of insurance charges (Table M) to compute
the cost of these premium bounds and the NCCI’s
excess loss factors for per-accident loss limits. Rough
approximations are used to combine loss limits and
maximum premiums.
Workers’ compensation is a highly politicized line
of business, with employer groups and unions seeking to dampen rate increases requested by insurers.
Workers’ compensation underwriting cycles have led
to alternating profitable and unprofitable periods over
the past century.
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From the inception of the CAS, casualty actuaries sought to put ratemaking on a scientific basis,
with less reliance on subjective judgment; by the
1920s, they believed they were close to this ideal.
Eighty years later, actuaries understand how much
was unknown then and remains unknown today.
•
•

•

The incentive effects of benefit structures on
claim frequency and disabilities of duration are
just beginning to be quantified.
The effects of parameter uncertainty, risk
heterogeneity, and shifting risk parameters over
time are being incorporated into experience
rating plans.
Computer modeling may enable better pricing of
retrospectively rated policies with loss limits and
a maximum premium.

For most lines, some classification variables (such
as territory) are computed state by state and some are
computed from countrywide data. For workers’ compensation, industries differ by state – for instance,
underground mines in eastern states are more hazardous than surface mines in western states – but
most classes have insufficient data to permit state rating. Instead, data from other states is brought to the
experience level of the state under review to form
pure premiums by class. Bureau ratemaking uses a
weighted average of the class’s statewide indicated
pure premium, the pure premium indicated from other
states’ data, and the pure premium underlying the
present rates to derive the formula pure premium for
the new policy period.
Expenses are loaded onto the pure premium in
three pieces: per-policy expenses are added as a flat
fee, or expense constant; per-premium expenses are
loaded as 1/(1–VER), where VER is the variable
expense ratio; and premium discount scales are used
for the remaining expenses. Policyholder dividends
are often used for workers’ compensation, though not
for other casualty lines.
High medical inflation and workers’ compensation benefit trends, along with the success of health
maintenance organizations in health care administration, have sparked the use of managed care
techniques to control costs, along with back-towork programs to provide disabled workers with
re-employment.
Occupational disease claims, stress claims, and
repetitive motion injury claims, such as carpal tunnel

4

Workers’ Compensation Insurance

syndrome claims, have increased greatly over the past
two decades, largely offsetting the decline in trauma
claims. Similarly, the reduced severity of trauma
claims from better medical care is offset by high
medical inflation, increased use of medical services,

longer life expectancies for injured workers, and
the increased cost of long-term occupational disease,
stress, and repetitive motion injury claims.
SHOLOM FELDBLUM

Bailey, Arthur L.
(1905–1954)
Arthur L. Bailey was described by Thomas O. Carlson (President of the Casualty Actuary Society from
1951–1952) at the 17th International Congress of
Actuaries in 1964 as ‘probably the most profound
contributor to casualty actuary theory the United
States has produced.’
After graduating from the University of Michigan
in 1928, Bailey began his career as a statistician for
the United Fruit Company. He recalled this in regard
to his entry into the profession:
‘The first year or so I spent proving to myself that
all of the fancy actuarial procedures of the casualty business were mathematically unsound. They are
unsound – if one is bound to accept the restrictions
implied or specifically placed on the development
of classical statistical methods. Later on I realized
that the hard-shelled underwriters were recognizing
certain facts of life neglected by the statistical theorists. Now I am convinced that the casualty insurance
statisticians are a step ahead in most of those fields.
This is because there has been a truly epistemological review of the basic conditions of which their
statistics are measurements.’

What Bailey was alluding to – the recognition of
heterogeneity of populations as opposed to the homogeneity assumed in classical studies, the imposition of
restrictive conditions on groups of estimates considered in the aggregate rather than upon each individual
estimate, with consequent reduction in the variances
involved, and the development of ‘credibility’ formulas to produce consistent weightings of statistical
experience – would later be elaborated in his groundbreaking paper [1, 2].
For this paper, as well as his revolutionary work in
developing credibility theory using Bayesian methods (see Bayesian Statistics), Bailey continues to be
cited as a key pioneer in applicable and academic
actuarial science.
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Bailey–Simon Method
Introduction
The Bailey–Simon method is used to parameterize classification rating plans. Classification plans
set rates for a large number of different classes by
arithmetically combining a much smaller number of
base rates and rating factors (see Ratemaking). They
allow rates to be set for classes with little experience using the experience of more credible classes.
If the underlying structure of the data does not exactly
follow the arithmetic rule used in the plan, the fitted
rate for certain cells may not equal the expected rate
and hence the fitted rate is biased. Bias is a feature of
the structure of the classification plan and not a result
of a small overall sample size; bias could still exist
even if there were sufficient data for all the cells to
be individually credible.
How should the actuary determine the rating variables and parameterize the model so that any bias is
acceptably small? Bailey and Simon [2] proposed a
list of four criteria for an acceptable set of relativities:
BaS1. It should reproduce experience for each class
and overall (balanced for each class and overall).

is necessary to have a method for comparing them.
The average bias has already been set to zero, by
criterion BaS1, and so it cannot be used. We need
some measure of model fit to quantify condition
BaS3. We will show how there is a natural measure of
model fit, called deviance, which can be associated to
many measures of bias. Whereas bias can be positive
or negative – and hence average to zero – deviance
behaves like a distance. It is nonnegative and zero
only for a perfect fit.
In order to speak quantitatively about conditions
BaS2 and BaS4, it is useful to add some explicit
distributional assumptions to the model. We will
discuss these at the end of this article.
The Bailey–Simon method was introduced and
developed in [1, 2]. A more statistical approach to
minimum bias was explored in [3] and other generalizations were considered in [12]. The connection
between minimum bias models and generalized linear models was developed in [9]. In the United
States, minimum bias models are used by Insurance
Services Office to determine rates for personal and
commercial lines (see [5, 10]). In Europe, the focus
has been more on using generalized linear models
explicitly (see [6, 7, 11]).

BaS2. It should reflect the relative credibility of the
various groups.

The Method of Marginal Totals and
General Linear Models

BaS3. It should provide the minimum amount of
departure from the raw data for the maximum number
of people.

We discuss the Bailey–Simon method in the context of a simple example. This greatly simplifies
the notation and makes the underlying concepts far
more transparent. Once the simple example has been
grasped, generalizations will be clear. The missing
details are spelt out in [9].
Suppose that widgets come in three qualities –
low, medium, and high – and four colors – red, green,
blue, and pink. Both variables are known to impact
loss costs for widgets. We will consider a simple
additive rating plan with one factor for quality and
one for color. Assume there are wqc widgets in the
class with quality q = l, m, h and color c = r, g, b, p.
The observed average loss is rqc . The class plan will
have three quality rates xq and four color rates yc .
The fitted rate for class qc will be xq + yc , which is
the simplest linear, additive, Bailey–Simon model.
In our example, there are seven balance requirements
corresponding to sums of rows and columns of the
three-by-four grid classifying widgets. In symbols,

BaS4. It should produce a rate for each subgroup of
risks which is close enough to the experience so that
the differences could reasonably be caused by chance.
Condition BaS1 says that the classification rate
for each class should be balanced or should have
zero bias, which means that the weighted average rate
for each variable, summed over the other variables,
equals the weighted average experience. Obviously,
zero bias by class implies zero bias overall. In a two
dimensional example, in which the experience can be
laid out in a grid, this means that the row and column
averages for the rating plan should equal those of
the experience. BaS1 is often called the method of
marginal totals.
Bailey and Simon point out that since more than
one set of rates can be unbiased in the aggregate, it
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BaS1 says that, for all c,


wqc rqc =

q



wqc (xq + yc ),

(1)

q

and similarly for all q, so that the rating plan reproduces actual experience or ‘is balanced’ over subtotals by each class. Summing over c shows that the
model also has zero overall bias, and hence the rates
can be regarded as having minimum bias.
In order to further understand (1), we need to write
it in matrix form. Initially, assume that all weights
wqc = 1. Let


1
1

1

1

0

0
X=
0

0

0
0

0
0

0
0
0
0
1
1
1
1
0
0
0
0

0
0
0
0
0
0
0
0
1
1
1
1

1
0
0
0
1
0
0
0
1
0
0
0

0
1
0
0
0
1
0
0
0
1
0
0

0
0
1
0
0
0
1
0
0
0
1
0


0
0

0

1

0

0

0

1

0
0

0
1

0
0
4
1
1
1
1

1
1
1
3
0
0
0

1
1
1
0
3
0
0


1
1

1

0.

0
0
3

1
1
1
0
0
3
0

We can now use the Jacobi iteration [4] to solve
Xt Xβ = Xt r for β. Let M be the matrix of diagonal
elements of Xt X and N = Xt X − M. Then the Jacobi
iteration is
Mβ (k+1) = Xt r − Nβ (k) .

(3)

Because of the simple form of Xt X, this reduces to
what is known as the Bailey–Simon iterative method

(rqc − yc(k) )
c

xq(k+1) =



.

(4)

1

c

be the design matrix corresponding to the simple
additive model with parameters β: = (xl , xm , xh , yr ,
yg , yb , yp )t . Let r = (rlr , rlg , . . . , rhp )t so, by definition, Xβ is the 12 × 1 vector of fitted rates (xl +
yr , xm + yr , . . . , xh + yp )t . Xt Xβ is the 7 × 1 vector
of row and column sums of rates by quality and by
color. Similarly, Xt r is the 7 × 1 vector of sums of
the experience rqc by quality and color. Therefore,
the single vector equation
Xt Xβ = Xt r

It is easy to see that

4 0
0 4

0 0

t
X X = 1 1

1 1
1 1
1 1

(2)

expresses all seven of the BaS1 identities in (1),
for different q and c. The reader will recognize (2)
as the normal equation for a linear regression
(see Regression Models for Data Analysis)! Thus,
beneath the notation we see that the linear additive
Bailey–Simon model is a simple linear regression
model. A similar result also holds more generally.

Similar equations hold for yc(k+1) in terms of xq(k) .
The final result of the iterative procedure is given by
xq = limk→∞ xq(k) , and similarly for y.
If the weights are not all 1, then straight sums
and averages must be replaced with weighted sums
and averages.
 The weighted row sum for quality q
becomes c wqc rqc and so the vector of all row and
column sums becomes Xt Wr where W is the diagonal matrix with entries (wlr , wlg , . . . , whp ). Similarly,
the vector of weighted sum fitted rates becomes
Xt WXβ and balanced by class, BaS1, becomes the
single vector identity
Xt WXβ = Xt Wr.

(5)

This is the normal equation for a weighted linear
regression with design matrix X and weights W. In
the iterative method, M is now the diagonal elements
of Xt WX and N = Xt WX − M. The Jacobi iteration
becomes the well-known Bailey–Simon iteration

wqc (rqc − yc(k) )
xq(k+1) =

c



.

(6)

wqc

c

An iterative scheme, which replaces each x (k) with
x (k+1) as soon as it is known, rather than once each

Bailey–Simon Method
variable has been updated, is called the Gauss–Seidel
iterative method. It could also be used to solve
Bailey–Simon problems.
Equation (5) identifies the linear additive Bailey–Simon model with a statistical linear model,
which is significant for several reasons. Firstly, it
shows that the minimum bias parameters are the same
as the maximum likelihood parameters assuming
independent, identically distributed normal errors (see
Continuous Parametric Distributions), which the
user may or may not regard as a reasonable assumption for his or her application. Secondly, it is much
more efficient to solve the normal equations than to
perform the minimum bias iteration, which can converge very slowly. Thirdly, knowing that the resulting
parameters are the same as those produced by a linear model allows the statistics developed to analyze
linear models to be applied. For example, information about residuals and influence of outliers can be
used to assess model fit and provide more information about whether BaS2 and BaS4 are satisfied. [9]
shows that there is a correspondence between linear
Bailey–Simon models and generalized linear models,
which extends the simple example given here. There
are nonlinear examples of Bailey–Simon models that
do not correspond to generalized linear models.

Bias, Deviance, and Generalized Balance
We now turn to extended notions of bias and associated measures of model fit called deviances. These are
important in allowing us to select between different
models with zero bias. Like bias, deviance is defined
for each observation and aggregated over all observations to create a measure of model fit. Since each
deviance is nonnegative, the model deviance is also
nonnegative, and a zero value corresponds to a perfect
fit. Unlike bias, which is symmetric, deviance need
not be symmetric; we may be more concerned about
negatively biased estimates than positively biased
ones or vice versa.
Ordinary bias is the difference r − µ between an
observation r and a fitted value, or rate, which we
will denote by µ. When adding the biases of many
observations and fitted values, there are two reasons
why it may be desirable to give more or less weight
to different observations. Both are related to the condition BaS2, that rates should reflect the credibility of
various classes. Firstly, if the observations come from
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cells with different numbers of exposures, then their
variances and credibility may differ. This possibility
is handled using prior weights for each observation.
Secondly, if the variance of the underlying distribution from which r is sampled is a function of its
mean (the fitted value µ), then the relative credibility
of each observation is different and this should also
be considered when aggregating. Large biases from
a cell with a large expected variance are more likely,
and should be weighted less than those from a cell
with a small expected variance. We will use a variance function to give appropriate weights to each cell
when adding biases.
A variance function V is any strictly positive
function of a single variable. Three examples of
variance functions are V (µ) ≡ 1 for µ ∈ (−∞, ∞),
V (µ) = µ for µ ∈ (0, ∞), and V (µ) = µ2 also for
µ ∈ (0, ∞).
Given a variance function V and a prior weight
w, we define a linear bias function as
b(r; µ) =

w(r − µ)
.
V (µ)

(7)

The weight may vary between observations but it is
not a function of the observation or of the fitted value.
At this point, we need to shift notation to one
that is more commonly used in the theory of linear
models. Instead of indexing observations rqc by classification variable values (quality and color), we will
simply number the observations r1 , r2 , . . . , r12 . We
will call a typical observation ri . Each ri has a fitted
rate µi and a weight wi .
For a given model structure, the total bias is

i

b(ri ; µi ) =

 wi (ri − µi )
.
V (µi )
i

(8)

The functions r − µ, (r − µ)/µ, and (r − µ)/µ2 are
three examples of linear bias functions, each with
w = 1, corresponding to the three variance functions
given above.
A deviance function is some measure of the distance between an observation r and a fitted value µ.
The deviance d(r; µ) should satisfy the two conditions: (d1) d(r; r) = 0 for all r, and (d2) d(r; µ) >
0 for all r  = µ. The weighted squared difference
d(r; µ) = w(r − µ)2 , w > 0, is an example of a
deviance function. Deviance is a value judgment:
‘How concerned am I that an observation r is this
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far from its fitted value µ?’ Deviance functions need
not be symmetric in r about r = µ.
Motivated by the theory of generalized linear
models [8], we can associate a deviance function to
a linear bias function by defining
d(r; µ): = 2w

r
µ

(r − t)
dt.
V (t)

(9)

Clearly, this definition satisfies (d1) and (d2). By the
Fundamental Theorem of Calculus,
∂d
(r − µ)
= −2w
∂µ
V (µ)

(10)

which will be useful when we compute minimum
deviance models.
If b(r; µ) = r − µ is ordinary bias, then the associated deviance is
r

d(r; µ) = 2w

(r − t) dt = w(r − µ)2 (11)

µ

is the squared distance deviance. If b(r; µ) = (r −
µ)/µ2 corresponds to V (µ) = µ2 for µ ∈ (0, ∞),
then the associated deviance is
d(r; µ) = 2w

r
µ

= 2w

(r − t)
dt
t2

r
r −µ
− log
µ
µ

.

(12)

In this case, the deviance is not symmetric about
r = µ. The deviance d(r; µ) = w|r − µ|, w > 0, is
an example that does not come from a linear bias
function.
For a classification plan, the total deviance is
defined as the sum over each cell
D=


i

di =



d(ri ; µi ).

(13)

i

Equation (10) implies that a minimum deviance
model will be a minimum bias model, and this is the
reason for the construction and definition of deviance.
Generalizing slightly, suppose the class plan determines the rate for class i as µi = h(xi β), where β
is a vector of fundamental rating quantities, xi =
(xi1 , . . . , xip ) is a vector of characteristics of the risk

being rated, and h is some further transformation. For
instance, in the widget example, we have p = 7 and
the vector xi = (0, 1, 0, 0, 0, 1, 0) would correspond
to a medium quality, blue risk. The function h is the
inverse of the link function used in generalized linear
models. We want to solve for the parameters β that
minimize the deviance.
To minimize D over the parameter vector β,
differentiate with respect to each βj and set equal to
zero. Using the chain rule, (10), and assuming that the
deviance function is related to a linear bias function
as in (9), we get a system of p equations
 ∂di
 ∂di ∂µi
∂D
=
=
∂βj
∂βj
∂µi ∂βj
i
i
= −2

 wi (ri − µi )
h (xi β)xij = 0. (14)
V
(µ
)
i
i

Let X be the design matrix with rows xi , W
be the diagonal matrix of weights with i, ith element wi h (xi β)/V (µi ), and let µ equal (h(x1 β), . . . ,
h(xn β))t , a transformation of Xβ. Then (14) gives
Xt W(r − µ) = 0

(15)

which is simply a generalized zero bias equation
BaS1 – compare with (5). Thus, in the general framework, Bailey and Simon’s balance criteria, BaS1, is
equivalent to a minimum deviance criteria when bias
is measured using a linear bias function and weights
are adjusted for the link function and form of the
model using h (xi β).
From here, it is quite easy to see that (15) is the
maximum likelihood equation for a generalized linear model with link function g = h−1 and exponential
family distribution with variance function V . The correspondence works because of the construction of the
exponential family distribution: minimum deviance
corresponds to maximum likelihood. See [8] for
details of generalized linear models and [9] for a
detailed derivation of the correspondence.

Examples
We end with two examples of minimum bias models and the corresponding generalized linear model
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assumptions. The first example illustrates a multiplicative minimum bias model. Multiplicative models
are more common in applications because classification plans typically consist of a set of base rates and
multiplicative relativities. Multiplicative factors are
easily achieved within our framework using h(x) =
ex . Let V (µ) = µ. The minimum deviance condition (14), which sets the bias for the i th level of the
first classification variable to zero, is
 wij (rij − exi +yj )
exi +yj
xi +yj
e
j =1
=



wij (rij − exi +yj ) = 0,

(16)

j =1

including the link-related adjustment. The iterative
method is Bailey–Simon’s multiplicative model
given by


wij rij

j

ex i = 

(17)

wij eyj

j

and similarly for j . A variance function V (µ) = µ
corresponds to a Poisson distribution (see Discrete
Parametric Distributions) for the data. Using
V (µ) = 1 gives a multiplicative model with normal
errors. This is not the same as applying a linear
model to log-transformed data, which would give
log-normal errors (see Continuous Parametric
Distributions).
For the second example, consider the variance
functions V (µ) = µk , k = 0, 1, 2, 3, and let h(x) =
x. These variance functions correspond to exponential family distributions as follows: the normal for
k = 0, Poisson for k = 1, gamma (see Continuous
Parametric Distributions) for k = 2, and the inverse
Gaussian distribution (see Continuous Parametric
Distributions) for k = 3. Rearranging (14) gives the
iterative method

xi =

j

wij (rij − yj )/µkij

j

wij /µkij

When k = 0 (18) is the same as (6). The form of
the iterations shows that less weight is being given
to extreme observations as k increases, so intuitively
it is clear that the minimum bias model is assuming
a thicker-tailed error distribution. Knowing the correspondence to a particular generalized linear model
confirms this intuition and gives a specific distribution for the data in each case – putting the modeler
in a more powerful position.
We have focused on the connection between linear
minimum bias models and statistical generalized
linear models. While minimum bias models are
intuitively appealing and easy to understand and
compute, the theory of generalized linear models
will ultimately provide a more powerful technique
for the modeler: the error distribution assumptions
are explicit, the computational techniques are more
efficient, and the output diagnostics are more
informative. For these reasons, the reader should
prefer generalized linear model techniques to linear
minimum bias model techniques. However, not
all minimum bias models occur as generalized
linear models, and the reader should consult [12]
for nonlinear examples. Other measures of model
fit, such as χ 2 , are also considered in the
references.
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Bayesian Claims
Reserving
Overview
Bayesian methodology is used in various areas within
actuarial science [18, 19]. Some of the earliest applications of Bayesian concepts and techniques (see
Bayesian Statistics) in actuarial science appear to be
in 1918 for experience-rating [31], where it is mentioned that the solution of the problem ‘depends upon
the use of inverse probabilities’. This is the term used
originally by Bayes. However, Ove Lundberg was
apparently one of the first to fully realize the importance of Bayesian procedures for experience-rating in
1940 [16]. A clear and strong argument in favor of
using Bayesian methods in actuarial science is given
in [2]. The earliest explicit use of Bayesian methods
to estimate claims reserves can be found in [12, 28],
although there may be some implicit uses of Bayesian
methods in (see Reserving in Non-life Insurance)
through the application of credibility methods for this
purpose (see Claims Reserving using Credibility
Methods) [10]. A related approach, known as the
empirical Bayes methodology (see Credibility Theory), will not be considered in this article.
Claims reserving methods are usually classified as
stochastic or nonstochastic (deterministic) depending
on whether or not they allow for random variation.
Bayesian methods fall within the first class [8, 11,
27, 30]. Being stochastic, they allow the actuary to
carry out statistical inference of reserve estimates
as opposed to deterministic models, like the traditional chain-ladder. As an inference process, the
Bayesian approach is an alternative to classical or
frequentist statistical inference. From a theoretical
point of view, Bayesian methods have an axiomatic
foundation and are derived from first principles [4].
From a practical perspective, Bayesian inference is
the process of fitting a probability model to a set
of data and summarizing the result by a probability
distribution on the parameters of the model and on
unobserved quantities, such as predictions for new
observations. A central feature of Bayesian inference is the direct quantification of uncertainty. For its
application, the actuary must set up a full probability
model (a joint probability distribution) for all observable and unobservable quantities in a given problem.
This model should be consistent with knowledge

about the claims-generation process. Then, Bayesian
statistical conclusions about the parameters in the
model or about unobserved data are made in terms
of probability statements that are conditional on the
given data. Hence, these methods provide a full distributional profile for the parameters, or other quantities
of interest, so that the features of their distribution are
readily apparent, for example, nonnormality, skewness, tail behavior, or others.
Thus, Bayesian methods have some characteristics that make them particularly attractive for their
use in actuarial practice, specifically in claims reserving. First, through the specification of the probability
model, they allow the actuary to formally incorporate expert or existing prior information. Very frequently, in actuarial science, one has considerable
expert, or prior information. The latter can be in the
form of global or industry-wide information (experience) or in the form of tables. In this respect, it
is indeed surprising that Bayesian methods have not
been used more intensively up to now. There is a
wealth of ‘objective’ prior information available to
the actuary.
Another advantage of Bayesian methods is that
the analysis can always be done using the complete
probability distribution for the quantities of interest. These quantities can be either parameters, or the
future values of a random variable. To obtain these
distributions, Bayesian methods combine the available information, no matter how limited, with the
theoretical models for the variables of interest. Having their complete distribution it is then possible to
obtain a wealth of information, in addition to point
estimates. Actuarial science is a field where adequate
understanding and knowledge of the complete distribution is essential; in addition to expected values
we are usually looking at certain characteristics of
probability distributions, for example, ruin probability (see Ruin Theory), extreme values (see Extreme
Value Theory), value-at-risk (VaR), and so on. For
example, if an actuary has the complete distributions
for the number of claims and their amounts, and these
incorporate whatever previous information was available in addition to the model, then he/she will be able
to evaluate more accurately what the probabilities of
claims are within given ranges and be able to determine adequate reserves.
As mentioned in [8], ‘there is little in the actuarial
literature which considers the predictive distribution
of reserve outcomes; to date the focus has been on

2

Bayesian Claims Reserving

estimating variability using prediction errors. [It] is
difficult to obtain analytically’ these distributions taking into account both the process variability and the
estimation variability. Bayesian models automatically
account for all the uncertainty in the parameters. They
allow the actuary to provide not only point estimates
of the required reserves and measures of dispersion
such as the variance, but also the complete distribution for the reserves as well. This makes it feasible
to compute other risk measures.
These distributions are particularly relevant in
order to compute the probability of extreme values,
especially if the use of normal approximation (see
Continuous Parametric Distributions) is not warranted. In many real/life situations, the distribution is
clearly skewed. Confidence intervals obtained with
normal approximations can then be very different
from exact ones. The specific form of the claims
distribution is automatically incorporated when using
Bayesian methods, whether analytically or numerically. One advantage of full Bayesian methods is that
the posterior distribution for the parameters is essentially the exact distribution, that is, it is true given
the specific data used in its derivation.
Although in many situations it is possible to obtain
analytic expressions for the distributions involved,
we frequently have to use numerical or simulation
methods (see Stochastic Simulation). Hence, one
cause, probably the main one, of the low usage of
Bayesian methods up to now, has been the fact that
closed analytical forms were not always available and
numerical approaches were too cumbersome to carry
out. However, the availability of software that allows
one to obtain the posterior or predictive distributions
by direct Monte Carlo methods, or by Markov chain
Monte Carlo (MCMC), has opened a broad area of
opportunities for the applications of these methods in
actuarial science.

of origin (or accident year) i. Thus, we have a
k × k matrix {Xit ; i = 1, . . . , k, t = 1, . . . , k}, where
k = maximum number of years (subperiods) it takes
to completely pay out the total number (or amount)
of claims corresponding to a given exposure year.
This matrix is usually split into a set of known or
observed variables (the upper left-hand part) and a
set of variables whose values are to be predicted (the
lower right-hand side). Thus, we know the values
of Xit , i = 1, . . . , k, t = 1, . . . , k, for i + t ≤ k + 1,
and the triangle of known values is the typical run-off
triangle used in claims reserving, Table 1 [20].

Some Notation

Table 1

Most methods make the assumptions that (a) the
time (number of periods) it takes for the claims
to be completely paid is fixed and known; (b) the
proportion of claims payable in the tth development
period is the same for all periods of origin; and
(c) quantities relating to different occurrence years
are independent [10, 27].
Let Xit = number (or amount) of events (claims)
in the tth development year corresponding to year

Bayesian Models
For a general discussion on Bayesian theory and
methods see [3, 4, 22, 32]. For other applications of
Bayesian methods in actuarial science see [14, 18,
19, 23]. Bayesian analysis of claims reserves can be
found in [1, 9, 12, 13, 21].
If the random variables Xit , i = 1, . . . , k; t =
1, . . . , k, denote claim figures (amount, loss ratios,
claim frequencies, etc.) the (observed) run-off triangle
has the structure given in Table 1. The unobserved
variables (the lower triangle) must be predicted in
order to estimate the reserves. Let f (xit |θ) be the
corresponding density function, where θ is a vector
of parameters. Then, assuming the random variables
are
 conditionally independent given θ, L(θ|x) =
i+t≤k+1 f (xit |θ) is the likelihood function for the
parameters given the data in the upper portion of the
triangle, that is x = {xit ; i = 1, . . . , k; t = 1, . . . , k,
with i + t ≤ k + 1}. The use of f throughout is
not intended to imply that the data are identically
distributed. Available information on the parameters
θ, is incorporated through a prior distribution π(θ)
that must be modeled by the actuary. This is
then combined with the likelihood function via
Typical run-off (loss development) trinagle
Development year
Year of
origin
1
2
3
:
k−1
k

1

2

......

t

X11
X21
X31

X12
X22
X32

...
...
...

X1t
X2t
X3t

Xk−1,1 Xk−1,2
Xk1
–

...

k−1

k

X1,k−1 X1k
X2,k−1
–
–
–
–
–
–
–
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Bayes’ Theorem to obtain a posterior distribution
for the parameters, f (θ|x), as follows: f (θ|x) ∝
L(θ|x)π(θ), where ∝ indicates proportionality. When
interest centers on inference about the parameters,
it is carried out using f (θ|x). When interest is on
prediction, as in loss reserving, then the past (known)
data in the upper portion of the triangle, Xit for
i + t ≤ k + 1, are used to predict the observations
in the lower triangle, Xit for i + t > k + 1, by
means of the posterior predictive distribution. To
emphasize whether past or future observations are
being considered, we use Zit instead of Xit for
i + t > k + 1, reserving Xit for i + t ≤ k + 1. As
Xit and Zit , i = 1, . . . , k; t = 1, . . . , k, with i + t ≤
k + 1, are conditionally independent given θ, this
predictive distribution is defined as follows:

f (zit |x) = f (zit |θ)f (θ|x) dθ, i = 1, . . . , k,
t = 1, . . . , k,

with i + t > k + 1.
(1)

In the alternative situation where this assumption
of independence does not hold, the model would
need to be modified accordingly and the analysis
would have to be carried out using the joint predictive
distribution for all the cells.
In claims reserving, the benefit of the Bayesian
approach is in providing the decision maker with
a posterior predictive distribution for every entry
in the lower portion of the run-off triangle and,
consequently, for any function of them. One such
function could be the sum of their expected values for
one given year of origin i, that is, an estimate of the
required claims reserves corresponding to that year:

E(Zit |D), i = 2, . . . , k.
(2)
Ri =
t>k−i+1

Adequate understanding and knowledge of the
complete distribution is essential. It allows the actuary to assess the required reserves not in terms of
expected values only.
A standard measure of variability is prediction
error. In claims reserving, it may be defined as the
standard deviation of the distribution of reserves. In
the Bayesian context, the usual measure of variability
is the standard deviation of the predictive distribution
of the reserves. This is a natural way of doing analysis
in the Bayesian approach [1, 8].
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Hence, besides the usual modeling process, the
actuary has two important additional tasks to carry
out when using Bayesian methods:
(a) specifying the prior distribution for the parameters in the model, and
(b) computing the resulting posterior or predictive
distribution and any of its characteristics.

Prior Distribution
This first one of these tasks is not foreign to
actuarial practice. For example, in the traditional
Bornhuetter–Ferguson method explicit use is
made of perfect prior (expert) knowledge of ‘row’
parameters. An external initial estimate of ultimate
claims is used with the development factors of
the chain-ladder technique (or others) to estimate
outstanding claims. This is clearly well suited for
the application of Bayesian methods when the
prior knowledge about the ‘row’ parameters is
not perfect and may be modeled by a probability
distribution. This use of external information to
provide the initial estimate leads naturally to a
Bayesian model [8].
Bayesian models have the advantage that actuarial
judgment can be incorporated through the choice of
informative prior distributions. However, this may be
considered as a disadvantage, since there is the risk
that the approach may be misused. Admittedly, this
approach is open to the criticism that our answers
can depend on our prior distribution π(θ), and our
model distributional assumptions. This should not
be a conceptual stumbling block, since in the actuarial field, data and experience from related problems are often used to support our assumptions.
The structure distribution frequently used in credibility theory is another example of situations in
which actuaries use previous experience to specify
a probabilistic model for the risk structure of a
portfolio.
The Bayesian approach constitutes a powerful formal alternative to both deterministic and classical
statistical methods when prior information is available. But they can also be used when there is no
agreement on the prior information, or even when
there is a total lack of it. In this last situation, we
can use what are known as noninformative or reference priors; the prior distribution π(θ) will be
chosen to reflect our state of ignorance. Inference
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under these circumstances is known as objective
Bayesian inference [3]. It can also be used to avoid
the criticism mentioned in the last paragraph. In many
cases, Bayesian methods can provide analytic closed
forms for the predictive distribution of the variables
involved, for example, outstanding claims. Predictive
inference is then carried out directly from this distribution. Any of its characteristics and properties,
such as quantiles, can be used for this purpose. However, if the predictive distribution is not of a known
type, or if it does not have a closed form, or if it
has a complicated closed form, then it is possible
to derive approximations using Monte Carlo (MC)
simulation methods [5, 26]. One alternative is the
application of direct Monte Carlo, where the random values are generated directly from their known
distribution, which is assumed to be available in an
explicit form. Another alternative, when the distribution does not have a closed form, or it is a complex
one, is to use Markov chain Monte Carlo methods [23, 26].

data for the number of claims in each row of the
triangle and
fk−i+1 (xi |ni , p)
=

ni !
(ni − xi∗ )!

∗

k−i+1


∗
)ni −xi
(1 − pk−i+1

ptxit ,

t=1

xit !

t=1

(4)

∗
with xi∗ = k−i+1
xit and pk−i+1
= p1 + p2 + · · · +
t=1
pk−i+1 [1]. The next step will be to specify a prior
distribution for the parameters: f (n2 , . . . , nk , p). The
joint posterior distribution is then obtained as
f (n2 , . . . , nk , p|D) ∝ L(n1 , n2 , . . . , nk , p|x1 , . . . , xk )
× f (n2 , . . . , nk , p),
and it may be written in terms of the posterior
distributions as
f (n2 , . . . , nk , p|D) =

Examples

k−i+1


k


f (ni |p, D)f (p|D), (5)

i=2

Example 1 In the run-off triangle of Table 1, let
Xit = number of claims in tth development year corresponding to year of origin (or accident year) i, so
the available information is: 
Xit ; i = 1, . . . , k, t =
k
1, . . . , k, i + t ≤ k + 1. Let
t=1 Xit = Ni = total
number of claims for year of origin i. Assume Ni follows a Poisson distribution (see Discrete Parametric Distributions) and that the development structure p is the same for all i = 1, . . . , k, that is,
p = (p1 , . . . , pk ) is the vector of the proportions
of payments in each development year [1]. Then,
given Ni = ni and p, the accident years are independent and the claim numbers in the ith year follow a multinomial distribution (see Discrete Multivariate Distributions), Multk (ni ; p), i = 1, . . . , k.
The likelihood function for the unknown parameters (n2 , n3 , . . . , nk , p), given the data, will be of the
form
L(n1 , n2 , . . . , nk , p|x1 , . . . , xk )
=

k


fk−i+1 (xi |ni , p).

(3)

i=1

The vectors x1 = (x11 , x12 , . . . , x1k ) , x2 = (x21 ,
x22 , . . . , x2k−1 ) , . . . , xk = (xk1 ) contain the known

where D = {x1 , x2 , . . . , xk , n1 } represents all the
known information [1, 21]. We can then use this
distribution to compute the mean and/or other
characteristics for any of the parameters. Notice
that if in this model, the quantities of interest
are the total numbers of claims for each year,
(n2 , . . . , nk ), then we can use their marginal
posterior distribution, f (n2 , . . . , nk |D), to analyze
the probabilistic behavior of the total number of
claims by year of origin. However, if we want to
estimate the future number of claims per cell in
the lower portion of the triangle, we then use the
predictive distribution:

f (zit |n2 , . . . , nk , p)
f (zit |D) =
× f (n2 , . . . , nk , p|D) dp,

(6)

for i = 1, . . . , k; t = 1, . . . , k, with i + t > k + 1,
and the summation is over (n2 , . . . , nk ). We are using
Zit instead of Xit for i + t > k + 1, again.
Example 2 Let the random variable Xit > 0 represent the value of aggregate claims in the tth development year of accident year i, for i, t = 1, . . . , k.
As in the previous model, the Xit are known for
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i + t ≤ k + 1. Define Yit = log(Xit ). We assume in
addition that
Yit = µ + αi + βt + εij

εij ∼ N (0, σ 2 )

(7)

i = 1, . . . , k, t = 1, . . . , k and i + t ≤ k + 1, that
is, an unbalanced two-way analysis of variance
(ANOVA) model. This was originally used in claims
reserving by Kremer [15]; see also [1, 6, 28].
Thus Xit follows a log-normal distribution (see
Continuous Parametric Distributions), and
f (yit |µ, αi , βt , σ 2 )


1
1
∝ exp − 2 (yit − µ − αi − βt )2 .
σ
2σ
Let TU = (k + 1)k/2 = number of cells with
known claims information in the upper triangle;
and TL = (k − 1)k/2 = number of cells in the
lower triangle, whose claims are unknown. If y =
{yit ; i, t = 1, . . . , k, i + t ≤ k + 1} is a TU -dimension
vector that contains all the observed values of Yit ,
and θ = (µ, α1 , . . . , αk , β1 , . . . , βk ) is the (2k + 1)
vector of parameters, and assuming the random
variables are conditionally independent given θ, then
the likelihood function can be written as
L(θ, σ |y)
∝σ

−TU


exp −

k
k
1 
(yit − µ−αi − βt )2 ,
2σ 2 i t

where the double sum in the exponent is for i + t ≤
k + 1, that is, the upper portion of the triangle.
The actuary must next specify a prior distribution
for the parameters, f (θ, σ ), and the joint posterior
distribution is then
f (θ, σ |y) ∝ L(θ, σ |y)f (θ, σ ),
where the vector y represents all the known
information included in the posterior distribution,
from the cells with known claims in the upper
triangle. The specific form of the joint posterior
distribution, as well as the marginal distribution
of each parameter, will depend on the choice of
the prior distribution [1, 21, 28]. In this model,
the quantities of interest are the random variables
Xit ; i = 1, . . . , k, t = 1, . . . , k, i + t > k + 1, so that
it is necessary to obtain their predictive distribution.

5

As before, Zit is used instead of Xit for i + t >
k + 1. Let z be a vector containing all these TL
variables so that the predictive distribution may be
written as

f (z|y) = f (z|θ, σ )f (θ, σ |y) dθ dσ.
(8)
Thus
Var(z|y) = Eθ,σ [Var(z|θ, σ )|y]
+ Varθ,σ [E(z|θ, σ )|y],

(9)

where Eθ,σ [·|y] and Varθ,σ [·|y] denote, respectively,
expectation and variance under the posterior distribution of the parameters. Any dependences between
the predicted values will be implicitly incorporated
through the posterior distribution of the parameters.
Although, under suitable conditions, it is also possible to derive analytic expressions for the predictive
distributions, further analysis of this distribution will
usually be done by some type of simulation [1, 21,
23, 28].

Bayesian Computation
In each one of the examples described above, to
compute the reserves for the outstanding aggregate
claims, we need to estimate the values of the cells
in the lower portion of the development triangle. We
do this by obtaining the mean and variance of the
predictive distribution. This is the second task, in
addition to modeling, that we must carry out when
using Bayesian methods.
For each cell, we need E(Xit |D), the Bayesian
‘estimator’. Then the corresponding ‘estimator’ of
outstanding claims for year of business, i, is Ri =

t>k−i+1 E(Xit |D), and the Bayes ‘estimator’ of
the variance (the predictive variance) for that same
year is
Var


t>k−i+1

=



Xit |D

Var(Xit |D)

t>k−i+1

+2


s>t

Cov(Xis , Xit |D) .

(10)
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Predictive distribution of total reserves obtained by direct simulation

In order to compute equation (10), we would need
to find Cov(Xis , Xj t |D), for each i, j, s, t, i  = j ,
t > k − i + 1 and s > t. Thus, the covariance for
each pair of elements in the lower triangle would
need to be evaluated to find the variance of the
reserves. These formulas can be very cumbersome to
compute [6, 7, 29], and we would still not have the
complete distribution. However, it may be relatively
easy to obtain the distribution of the reserves by direct
simulation, as follows: for j = 1, . . . , N , and N very
large, obtain a sample of randomly generated values
for claims (number or amount) in each cell of the
(j )
(unobserved) lower right triangle, xit = i = 2, . . . , k
and t > k − i + 1, from the respective predictive dis(j )
tributions. These xit values will include both parameter variability and process variability. Thus, for each
j , we can compute a simulated random value of the
total outstanding claims
R (j ) =

k



(j )

xit ,

j = 1, . . . , N.

(11)

i=2 t>k−i+1

These R (j ) , j = 1, . . . , N , can be used to analyze
the behavior of claims reserves requirements. The
mean and variance can be computed as
σR2 =

200 000

N
1  (j )
(R − R)2
N j =1

and R =

N
1  (j )
R .
N j =1

(12)
The standard deviation σR thus obtained is an
‘estimate’ for the prediction error of total claims to

be paid. The simulation process has the added advantage that it is not necessary to obtain explicitly the
covariances that may exist between parameters, since
they are dealt with implicitly [1]. In fact, any dependence between predicted values has also implicitly
been taken into account in the predictive distribution. Figure 1 shows an example of the distribution
of reserves generated by directly simulating N =
5000 values from the predictive distribution of total
reserves using a model similar to the one given in
Example 2, [1], with data from [17]. One can appreciate the skewness of the distribution by comparison
with the overlaid normal density.
The method of direct simulation outlined above is
reasonable if the joint distribution of the parameters
can be identified and is of a known type. When this
is not the case, and the distribution may not be recognizable as a standard one, a possible solution may
be found via Markov chain Monte Carlo methods.
In fact, on occasions, the use of the Bayesian
paradigm will not be motivated by the need to use
prior information, but rather from its computational
flexibility. It allows the actuary to handle complex
models. As with direct simulation methods, Markov
chain Monte Carlo sampling strategies can be used
to generate samples from each posterior distribution
of interest. A comprehensive description of their use
in actuarial science can be found in [23]. A set of
four models analogous to the examples given above
is presented in [21] and analyzed using Markov chain
Monte Carlo methods. In the discussion in that paper,
it is described how those models may be implemented
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and analyzed using the package BUGS (Bayesian
inference Using Gibbs Sampling). BUGS is a specialized software package for implementing MCMCbased analyses of full Bayesian probability models [24, 25]. The BUGS Project website is found at
www.mrc-bsu.cam.ac.uk/bugs. As with direct Monte
Carlo simulation, and since MCMC methods provide
a predictive distribution of unobserved values using
simulation, it is straightforward to calculate the prediction error using (12).
Concluding, simulation methods do not provide
parameter estimates per se, but simulated samples
from the joint distribution of the parameters or future
values. In the claims reserving context, a distribution of future payments in the run-off triangle is
produced from the predictive distribution. The appropriate sums of the simulated predicted values can then
be computed to provide predictive distributions of
reserves by origin year, as well as for total reserves.
The means of those distributions may be used as the
best estimates. Other summary statistics can also be
investigated, since the full predictive distribution is
available.
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ENRIQUE

DE

ALBA

Bayesian Statistics
Modeling Philosophy
Bayesian statistics refers to a particular approach
to statistical modeling and inference that uses three
major principles:
•

•

•

All unknown quantities in a model, whether they
are unobservable variables, parameters, or other
factors, are considered to be random variables that
have known or estimable probability distributions.
All statistical inference such as estimation or prediction, must strictly follow the laws of probability, with no introduction of extraneous principles.
Where necessary, approximations to exact probabilistic computations can be used.
Statistical sampling experiments are viewed as
operations that transform known distributions of
random quantities into new distributions that
reflect the change in the uncertainty due to the
experimental results.

The first principle saves us from convoluted
philosophical discussions about differences between
‘subjective’ probability and ‘true’ probability; to a
Bayesian, they are the same. The second principle
cautions a Bayesian against using ‘creative’ ideas
or methods of analysis from other fields, such as
physics, information theory, fuzzy sets, and the
like. The Bayesian recipe is clear; only when the
computations are difficult does one use approximation
methods, labeled as such. In this way, researchers
with better approximation methods will be able to
make better inferences. The last principle essentially
says that the goal of experimentation is not to propose
creative estimates of unknown quantities, but rather
to show how their probability distributions reflect the
information added by the experiment.

Bayes’ Law
The theory needed for Bayesian modeling is straightforward. Suppose x̃ and ỹ are two random variables,
defined over some specified range, with a known
joint probability density, p(x, y). Assuming these are
continuous random variables (which assumption can
easily be modified), we calculate the
 marginal densities in the usual way as p(x) = p(x, y) dy and


p(y) = p(x, y) dx. Note that we use the common
simplifications that, (1) known ranges of variables
are not written explicitly, and (2) most densities are
written p(·), letting the dummy variable indicate the
particular density under discussion. We also use the
expression ‘(almost) always’ or ‘similar’ to mean that
the indicated behavior occurs in practical models, but
that it may be possible to devise theoretical examples
that give contrary results.
From the definition of conditional probability,
the joint density can be expanded into two different
forms
p(x, y) = p(y|x)p(x) = p(x|y)p(y).

(1)

Rearranging, we have
p(y|x) =

p(x|y)
p(y).
p(x)

(2)

This is the original form of Bayes’ law or Bayes’ rule,
due to the Reverend Thomas Bayes (1701–1761),
as published posthumously by his colleague Richard
Price in the Royal Society Transactions in 1763. This
result lay ignored until after Laplace rediscovered it
in 1774. It is sometimes called the law of inverse
probability.

Bayesian Estimation and Prediction
To see the value of Bayes’ law in statistical inference,
consider an experiment in which some parameter, θ,
is an unknown quantity, and hence considered to be
a random variable, θ̃ , with a given prior parameter
density, p(θ). The result of the experiment will be
data, D, that are unknown before the experiment and
hence a priori, are considered to be another random
variable, D̃. The experimental model density that
specifies the probability density of the data, if the
parameter is known, is expressed as p(D|θ). (If the
role of θ is emphasized, this conditional density is
also called the data likelihood). It is important to
note that p(D|θ) alone does not make a probabilistic
statement about θ!
From Bayes’ law, we find
p(θ|D) =

p(D|θ)
p(θ),
p(D)

(3)

which shows us how to move from a probabilistic statement, p(θ), about the parameter a priori
(before the experiment), to a new probabilistic statement about the parameter a posteriori (after the
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experiment), as expressed by the posterior parameter
density, p(θ|D). Simply put, the Bayesian viewpoint
is that one cannot get ‘something for nothing’, that
is, (most) experiments cannot determine the parameter uniquely, but can only modify a previously given
distribution that expresses our uncertainty about the
parameter. We address this point again below.
Note that the denominator p(D) is simply a normalizing factor for the posterior parameter density
equal to p(D|θ)p(θ) dθ, and can be omitted by
using the ‘proportional to’ symbol
p(θ|D) ∝ p(D|θ)p(θ).

(4)

In this form, we can visualize how the ‘shapes’ of
the two functions multiply together to form the shape
of the posterior parameter density in θ-space. Thus,
if both functions are even slightly unimodal, the
result will (almost) always be a unimodal posterior
density that is ‘more peaked’ (lower variance) than
the prior density. In short, the experimental data
reduces our uncertainty about the parameter. If we
assume that there is an underlying ‘true’ and fixed
value of the parameter, θT , then we would hope that
p(θ|D) would converge to the degenerate density at
θ = θT as the amount of data increased without limit;
this is (almost) always true. Stronger mathematical
statements can be made.
In the simplest sampling experiment, we postulate
a model density, p(x|θ), from which n ‘independent
trials’ give us observed data D = {x1 , x2 , . . . , xn },
whose values are (to be precise) independent given
the parameter; thisproduces the familiar data likelihood, p(D|θ) = p(xj |θ). Note that the data by
itself is not independent before the
 experiment because p(D) = p(x1 , x2 , . . . , xn ) = p(D|θ)p(θ) dθ,
once we marginalize out the overall values of θ.
This type of joint dependence is said to be that of
exchangeable random variables by which we mean
that the value of the joint density function will be the
same, no matter in what order the variables are placed
in the function; it follows that all marginal densities
will be identical. This is why Bayesians emphasize that simple sampling experiments are independent trials only if the parameter is known; however,
when the parameter is unknown, the experiments
give exchangeable outcomes. Thus, once we sample
x̃1 = x1 , we are able to ‘learn’ something new about
the distribution of {x̃2 , . . . , x̃n }, and so on. Of course,
more complex experimental protocols will lead to
more complicated data likelihoods.

In statistical prediction, we are also given a conditional future observation density, p(w|θ), that models
the uncertainty of some future outcome, w̃; this may
be simply the unknown value of the next observation, w̃ = x̃n+1 , or may be some completely different
future outcome. Marginalizing out θ, we get the predictive observation densities

p(w|θ)p(θ) dθ;
p(w) =
a priori

p(w|D) =


p(w|θ)p(θ|D) dθ.

(5)

a posteriori

The density of the predictand is modified by the
experimental data, but the transformation is difficult
to characterize in general terms. Admitting again a
‘true’ value of the parameter, θT , it is (almost) always
the case that large amounts of data will cause the
predictive density to converge to p(w|θT ). Stronger
mathematical statements are possible. In actuarial
models, the usual dimension of x̃ and w̃ is the severity
(magnitude in $) of a claim, also called the loss
to distinguish it from administrative expense that is
borne by the insurer. Other possible variables might
be the frequency (number of claims occurring in a
given exposure interval), or the duration of some
dynamic process, such as the evolution over time of
a complex claim until the case is closed.
Ultimately, the results of statistical inference are
used to make decisions, and here, we again see the
value of the Bayesian approach. To make decisions,
we first use economic or other outside principles to
specify a loss function, g(d, θ), that is to be minimized by choosing the value of a decision variable,
d, in the face of an unknown parameter, θ̃. Substituting a point estimate of the parameter, say θ1 , and
minimizing g(d, θ1 ) with respect to d does not seem
to be a desirable procedure. However, a Bayesian has
the complete distribution of the parameter to work
with, and
 so can use the Bayesian risk function,
g(d) = g(d, θ)p(θ|D) dθ, as the objective function. There are strong economic arguments like those
used in decision theory that justify this approach, but
lack of space prohibits further discussion [3, 11, 20].

History and Conceptual Resistance
After Laplace’s rediscovery, the law of inverse probability was accepted as just another relationship useful
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in probability modeling and analysis. Then, in 1926
and 1928, Frank P. Ramsey suggested the concept of
‘personal’ probability. In 1928, Richard von Mises
published a seminal work in German hinting at
important possibilities of the law in the formal analysis of data. In 1937, Bruno de Finetti, a professor
of probability and actuarial mathematics, set forth
detailed ideas in Italian on the foundations of ‘personal probability’. In 1939, Harold Jeffreys somewhat
tentatively presented the Bayesian point of view in
English. A fairly complete history of the development of inverse probability through the 1950s is given
in [10]. The stage was now set for the expansion and
application of Bayesian ideas.
However, by the end of the Second World War,
the foundations of a different approach to statistical theory were being developed by such eminent
mathematicians as Ronald Fisher, Jerzy Neyman,
and others, based upon the important concept that
the likelihood summarized all of the information
obtained from the data itself. The resulting theory, called classical or Fisher–Neyman or largesample or mathematical statistics, provided a rigorous methodology that replaced earlier, ad hoc
approaches to data analysis, but it was one that
emphasized point estimators and asymptotic (largesample) results and did not include the concept of
prior information. This new methodology enjoyed
tremendous success, and dominated teaching, textbooks, and research publications from the 1950s
onward.
However, by the 1960s, there were some Bayesian
‘voices in the wilderness’ pointing out that many of
these classical methods were, themselves, inconsistent by probability standards, or that they introduced
arbitrary ‘ad hockeries’. Important Bayesian literature of this period would include [12, 16, 18]. These
works were at first rejected as heresy by much of the
statistical establishment, although they slowly gained
adherents in various fields of application, such as
economics, biology, demography, and, yes, actuarial science. The resulting conflict between the two
schools was played in all of the important technical
journals, such as the Journal of the Royal Statistical
Society, B, and a reading of the important papers,
referenced in the citations above, gives a fascinating glimpse into the conceptual resistance to the
‘new’ Bayesian paradigm from ‘classical’ mathematical statisticians. The first texts in this area [16, 20]
are also instructive.
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When all of the posturing about ‘fundamentals’
and ‘counterexamples’ is set aside, the essential conflict (this is the author’s point of view) concerns
the nature and role of the prior density, p(θ). A
Fisher–Neyman statistician prefers that all analysis
be independent of the field of application, which leads
to the self-imposed requirement that a statistician
should have no prior opinion about the experiment
that is to be performed – in short, he/she should be
indifferent to all possible outcomes. If θ ∈ [0, 1], this
means that a uniform density should be the only
acceptable indifference prior. But what if the parameter space is [0, ∞]? This led to all kinds of discussion
about acceptable ‘diffuse’ or ‘non-informative’ priors, which foundered on the fact that p(θ) might be
acceptedly diffuse, but then the density of any transformation of the parameter would not be acceptable.
At this point in time, a favorite pejorative reserved
for the Bayesians was that they were using personal
probabilities (i.e. not ‘objective’ ones).
There have been many attempts to construct compromise theories, such as ‘empirical Bayes’ or ‘probabilistic likelihoods’ or ‘automatic priors’, that would
bridge the two approaches. But the difference in the
two worldviews is too great for easy reconciliation,
except for the saving grace that most Bayesian posterior distributions become independent of the chosen
prior density, as the number of datum becomes very
large. And, (almost always), they are sharply concentrated about a single value. (‘All statisticians agree in
the limit’). For this reason, it has been suggested that
Bayesian statistics be called small-sample statistics.
Reference [2] attempts a comparison between the different schools of statistical inference.
This indifference-to-the-results requirement is
rarely mentioned in applied fields – applied statisticians are supposed to have a prior opinion, however
vague, about reasonable values for reasonably chosen
parameters in their models, and about what he/she
expects from a given experiment. The development
and application of the Bayesian approach to practical statistical problems have continued unabated over
the years simply because it is a useful approach, and
because those who use it are willing to make prior
judgments. Reference [19] is a good example of a
respected journal devoting an entire issue to the ‘new’
methodology; Bernardo & Smith [4], Berger [3] and
Press [17] are examples of the many textbooks in
Bayesian methodology; and Howson and Urbach [14]
is one of several philosophical ‘apologies’ for the

4

Bayesian Statistics

Bayesian approach. Specialty conferences in applied
Bayesian modeling have been held for many years
now, and many universities offer a course in Bayesian
methods.

Sufficient Statistics; Natural Conjugate
Priors
Although Bayesian concepts and methodology are
straightforward, it is still desirable to see how
Bayes’ law works in specific complex models to
help with the practical problems of model selection and data organization. One of the most useful
modeling concepts is that of sufficient statistics. We
say that a model density has sufficient statistics if
the total data from a simple sampling experiment,
D = {x1 , x2 , . . . , xn }, can be replaced by a smaller
number of summary statistics (functions of the data),
D # , thus simplifying the data likelihood. This can
be illustrated with the useful negative exponential
model, p(x|θ) = θ exp(−θx), where x, θ ∈ (0,
 ∞).
The data likelihood is p(D|θ) = θ n exp(−θ xj ),
and we see that the reduced statistics, D # = {n, xj }
are, in statistical jargon, sufficient for θ̃ . One can also
#
use the equivalent
 sufficient statistics, D = {n, x},
where x = 1/n xj is the sample mean. Any prior
parameter density p(θ) on [0,∞) can still be used in
Bayes’ law.
However, a further simplification is obtained if
we also specify a prior whose shape matches the
likelihood, in this case, if p(θ) ∝ θ no exp(−θxo ).
This is seen to be a gamma density for θ in
disguise, unimodal if no > 0. If this shape reasonably
approximates the known prior density, p(θ), then
the idea is to adjust the hyperparameters {no , xo }
for a ‘best fit’ to the given prior. Then, applying
Bayes’ law, we see that p(θ|D) will also be a gamma
density, but now
 with ‘updated’ hyperparameters
{no + n, xo + xj }! This particular type of a prior
density is said to be a natural conjugate prior, and
the fact that its shape will be retained after any
experimental outcome signifies that the family of
all parameter densities is closed under sampling.
Thus, for this model-prior conjugate pair, the analysis
simplifies to a point where few numerical calculations
are needed!
Note also in this simple example, that as the
number of observations increases without limit, the
posterior parameter density will become more and
more concentrated around the parameter value, θ −1 =


(xo + xj )/(no + n) → x, which, by the strong law
of large numbers, approaches almost surely the true
underlying mean observable, E{x̃|θT } = θT−1 . This
type of result can be generalized.
It can be shown that all one-dimensional model
densities with a single sufficient statistic form,
say s(x), are members of the so-called Koopman–Pitman–Darmois exponential (-like) family of
densities, which can be written in a canonical form
a(x) −θs(x)
p(x|θ) =
x ∈ X,
(6)
e
c(θ)
where the kernel function, a(x), the sufficient statistic
s(x), and the domain of the observable variable, X,
are selected by the analyst. Obviously, these have to
be chosen so that
 the density can be normalized with
a finite c(θ) = X a(x)e−θs(x) dx over some range .
Standard distributions may require reparameterization
to be put in this canonical form; see for example, the
binomial and Poisson distributions. Slightly different
canonical forms are used by different authors.

The data likelihood
becomes p(D|θ) = a(xj )

[c(θ]−n exp[−θ
s(xj )], and the sufficient statistics

are {n, s(xj )}, as promised. The corresponding
natural conjugate prior and hyperparameter updating
for the posterior density are
p(θ) ∝

1
e−θso θ ∈ ;
[c(θ]no

no → no+ n
.
so → so + s(xj )
(7)

It is usual to take  as the largest range over which
the prior parameter can be normalized, since if the
range is limited arbitrarily, Bayes’ law will never
assign mass to the missing range, no matter what
values the data likelihood produces. Admittedly, in
the general case, this recipe might not lead to a useful
prior density. But it is worth trying, and with the most
common statistical models the natural conjugate prior
is usually another well-known density. Aitchinson
and Dunsmore [1] tabulate most of the useful natural
conjugate pairs of model and prior distributions.
This emphasis on distributions with sufficient
statistics can, of course, impede the development of
other useful models. For example, there is recent
actuarial interest in the Burr density, p(x|θ) ∝ (1 +
θx)−a , to model casualty claim size with ‘thick tails’.
In this case, the entire data set, D, will be needed
in the likelihood and Bayes’ law must be applied
numerically in each case. Theoretical insights are
difficult.

Bayesian Statistics

Multiple Dimensions
Several Unknown Parameters
Most interesting actuarial models have multiple
unknown parameters or observables. In the simplest
situation, we have a one-dimensional observable variable with several unknown parameters. Two important actuarial examples are the normal density with
parameters (µ, ω) (mean, precision) and the gamma
density with parameters (α, θ) (shape, scale factor)
√
ω −(ω(x−µ)2 /2
e
√
;
(8)
p(x|µ, ω) =
2π
normal density
α α−1 −θx

p(x|α, θ) =

θ x e
(α)

,

(9)

gamma density

defined over the usual ranges, (−∞, +∞) or
[0, +∞). If ω = ω1 or α = α1 were given, then
these densities would be similar to the previous
example, with D # = {n, x} as sufficient statistics.
But with two unknown parameters, the situation
changes. It is easy to verify the well-known result
that, for the normal density, the data likelihood
p(D|µ, ω) can be summarized
by three sufficient


statistics, D # = {n, xj , xj2 }, or, if preferred,
{n, the sample mean, the sample variance}. For
the gamma density, the data likelihood p(D|α, θ),
involves
three
different sufficient statistics, D # =


{n, xj , xj }, or, if preferred, {n, the sample
mean, the harmonic mean}. With some redefinition of
parameters, one can see that both of these densities
belong to the exponential family defined above,
extended to two parameters.
The first modeling task is to visualize the shape
of the likelihood in the appropriate two-dimensional
space. It turns out that p(D|µ, ω) is a simple twodimensional ‘hill’ associated with a two-dimensional
normal density, in which the ‘top’ of the hill in the
µ dimension does not change with ω. Increasing
sample size causes the likelihood (and hence the
posterior density) to tend towards a sharp ‘mountain’,
and then approach the degenerate density in two
dimensions. However, for the gamma density, the
likelihood p(D|α, θ) has a pronounced curved ridge
in (α, θ) that persists as the sample size increases.
This means that unless the prior density is strongly
peaked in a simple manner, the shape of the posterior
p(α, θ|D) perpetuates the ridge effect. Thus, a strong
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posteriori statistical dependency between the two
parameters persists, leading to a ‘confounding’ of any
joint estimates unless a very large sample is used.
The study of likelihood shapes is also important in
classical statistics.
The second problem is that the analyst must reason
carefully about how to model the priors, p(µ, ω)
or p(α, θ). Is some empirical two-dimensional data
available for the parameters? Do we believe that the
parameters are a priori independent, so that, say,
p(µ, ω) = p(µ)p(ω), and can we specify the two
one-dimensional priors? Or, perhaps, is our prior
experience/opinion about two different parameters,
and might it be easier to reason with these? For
instance, in the gamma case, the conditional mean
observation is E{x̃|α, θ} = α/θ = µ, say, and α −1/2
is the conditional coefficient of variation. Further,
the shape of the likelihood in (µ, α)-space is very
well behaved. I might easily convince myself that
perhaps it is α̃ and µ̃ that are a priori independent.
So, reparameterization may help the actuary to think
more clearly about appropriate priors.
In any case, the choice of independent parameters
a priori does not of itself simplify computations, since
the shape of the likelihood may make the (random)
parameters appear to be statistically dependent, a
posteriori. For the record, both of the model densities
above have natural conjugate (joint) parameter priors;
that for the normal density is a two-dimensional
combination of a normal and a gamma density, found
in most textbooks. The natural conjugate joint prior
for the gamma model requires the introduction of
a new and unusual, though perfectly well-behaved,
density. In each case, use of the natural conjugate
priors produces two ‘exact credibility’ predictors.
(defined below).
Finally, we point out that estimating two parameters with a fixed amount of data must result in less
‘learning’ from the experiment than if the same data
were applied to estimating just one parameter. For
models with more than two unknown parameters,
these remarks apply with greater force and there may
be much difficulty in reducing parameter uncertainty.

Multidimensional Observables and Parameters
The extension of Bayes’ law to higher-dimensional
observables, x̃, w̃, and higher-dimensional parameters, θ̃, (the dimensions need not be the same)
is directly made, and numerical computations pose
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no special difficulties, apart from the usual strong
demands imposed by higher-dimensional spaces. In
most actuarial applications, the number of dimensions
required is usually small, except for multidimensional
regressions and other generalized linear models discussed later.

Composite Models; The Compound Law
The usual situation in which multiple unknown
quantities arise is in models that combine two or more
simpler laws. The paramount example in insurance
is the compound law, basic to casualty models.
Suppose that an integer number ñ = n of claims
(the ‘frequency’) are made on a given policy in one
exposure year, in amounts x̃1 = x1 , x̃2 = x2 , . . . x̃n =
xn (the ‘individual severities’). The total loss or ‘total
severity’ is a random variable, ỹ, given by
ỹ = x̃1 + x̃2 + · · · + x̃ñ ,

(10)

if ñ > 0, ỹ = 0 otherwise. Suppose that the number
of claims has a (discrete) frequency density, pn (n|λ),
with an unknown frequency parameter, λ, and that
the individual losses are drawn from a common individual severity density, px (x|θ), with an unknown
severity parameter, θ. The frequency and all individual severities are assumed to be mutually statistically
independent, given the parameters (λ, θ) Given a
joint prior parameter density, p(λ, θ), there are two
inference problems of interest; (1) using experience
data to reduce our uncertainty about the parameters,
and (2) finding predictive densities for future values
of ñ, x̃, and/or ỹ.
Since this compound model is developed elsewhere, we discuss only the effect on Bayesian inference when data is gathered in different ways. (We
consider only one year’s experience to avoid notational complexity). The first and the most detailed
protocol collects all of the individual severities, so
that D = {n; x1 , x2 , . . . xn }. By definition, the data
likelihood is
n

px (xj |θ),
(11)
p(D|λ, θ) = pn (n|λ)
j =1

with the product term missing if n = 0. From this
comes the important result that if the parameters are
a priori independent, then they will remain so after
the experiment. Thus, p(λ, θ) = p(λ)p(θ) implies
p(λ, θ|D) = p(λ|D)p(θ|D), and the estimation of
the updated parameters can be carried out separately.

In some experimental situations, it may not be
possible to capture the individual severities, but only
the total loss, y = x1 + x2 + · · · + xn . The data is
now D = {n; y}, and the data likelihood becomes

n∗
(12)
p(D|λ, θ) = pn (n|λ) px (y|θ) ,
with the convention that the convolution term is the
degenerate unit density at y = 0, if n = 0. The important property of separation of estimates for the two
parameters still holds, but clearly less information
is provided for the updating of θ, unless px (y|θ)
belongs to the exponential family for which y is a
sufficient statistic!
Finally, we might have an extreme situation in
which the number of claims was not recorded, so
that D = {y}, making the data likelihood
p(D|λ, θ) =

∞



n∗
p(n|λ) px (y|θ) ,

(13)

n=1

when y > 0. Finding an analytic form for a compound law distribution is very difficult; the actuarial
literature is full of many approximation methods for
numerical computing, but none of them introduces
parameters suitable for Bayesian inference. Even
if we could find such parametric approximations,
this limited amount of data introduces dependency
between the two parameters, even where none existed
a priori. In this situation, one would probably abandon this detail of model complexity and simply ‘fit’
the compound density by some convenient family of
densities, treating the total losses as one-dimensional
observations.
This last equation also reveals the inherent difficulty in making predictions for some future total
loss, say ỹ = w̃. No matter what detail of data is
given, we need to analyze the form of all possible
convolutions of px (y|θ). Fortunately, most actuarial
applications require only one or two moments of the
predictive density. For example, the predictive mean
total severity is by a well-known formula
E{w̃|D} = E{ñ|D}E{x̃|D}.

(14)

If detailed frequency and severity data is available,
we see that the two first-moment components can be
forecasted individually, and then multiplied together.
There is practically no literature on the important
problem of predicting the tail probabilities of the
compound law density.

Bayesian Statistics

Point Estimators and Predictors
Even though Bayes’ law gives the complete posterior
distributions for random variables of interest, there
are times when applications only require a quickly
calculated single value that is ‘best’ or ‘most representative’ in some sense. In a general Bayesian
approach, one must define ‘best’ explicitly, by specifying a loss function. In insurance applications, there
is already the fundamental economic requirement of
finding the actuarial fair premium for insuring claims
of some risk process.
Note that in a simple Bayesian model there are
two levels of uncertainty to deal with – the first
is the observed variability in the underlying claims
process itself, and the second is our uncertainty about
the correct value of the risk parameter. If θ were
known, then the actuarial fair premium is simply the
mean value of the observations, m(θ) = E{x̃|θ}. This
point predictor is the starting point for calculating
commercial premiums, and has desirable, well-known
properties, such as being stable ‘in the long run’. It
is also the choice that minimizes the mean-squared
error in the fluctuations of the observables, given
θ. Some actuaries believe that the observational
variance, v(θ) = V{x̃|θ}, should also be used in
setting premium reserves.
But these considerations do not tell us how to
handle parameter uncertainty, a priori and a posteriori. For notational simplicity, let us transform
the unknown parameter and work directly with the
random mean value, µ̃ = m(θ̃ ). Using the standard
transformation formula, we can then, in principle, find
the equivalent a priori density of the mean, p(µ), and
the a posteriori density, p(µ|D), if needed. To find
our final point predictor, µ1 , we now have to select
the ‘most representative’ value of µ̃, except that now
there is no simple actuarial principle of ‘fairness’ to
guide us in characterizing a prior density. Remember, it is always possible that two different actuaries
may have an honest difference of opinion or different
experience about the appropriate p(µ) to use.
The simplest choice is to use once again the
expected value of the random quantity, thus selecting
the single value
µ1 = E{µ̃} = E{m(θ̃ )} or
µ1 (D) = E{µ̃|D} = E{m(θ̃ )|D}.

(15)

In many simple models, this ‘means of means’
value can be determined analytically. It can also be
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calculated numerically, except that now we need to
compute explicitly the normalizing factor, p(D).
A second possibility is to use the mode of p(µ)
or p(µ|D), call it µ̂ or µ̂(D). This predictor is
not usually mentioned in the literature, but it has
some desirable theoretical properties, and can usually
be computed more easily than the mean, either
analytically or computationally. Of course, a mode
may not be present in the prior density, p(µ), but,
with an increasing volume of data, D, the posterior
density p(µ|D) will quickly develop a distinct ‘most
likely’ peak. The mode is the best estimator using an
‘all or nothing’ loss function.
Generally, neither of these point predictors has
any direct relationship to the mean or mode of the
densities of the parameter θ̃ , since their properties are
not preserved under transformation. Also note that a
proper Bayesian would never make an estimate, θ1 ,
of the original parameter, and then use m(θ1 ) as a
predictor; unfortunately, this ‘fitting the curve first’
procedure is still a common practice in industry.

Credibility Prediction
Actuaries have been making point predictions using
informal, ad hoc arguments (heuristics) long before
modern statistical methods were developed. Foremost
among these is the much-used credibility formula of
casualty insurance. Surprisingly, this formula has a
strong relationship to a Bayesian point predictor.
The credibility formula for predicting the fair
premium (mean future claim size) of a particular
risk is
n
,
(16)
µ1 ≈ (1 − z)m + zx; z =
no + n
where m is the manual premium, a published
industry-wide guide tothe fair premium for similar risks, and x = 1/n xj is the experience sample
mean for that particular risk. The mixing factor, z,
called the credibility factor, is the relative weighting between the two forecasts; as n increases, more
weight is attached to the experience mean, which ‘has
more credibility’. The time constant, no , is to be ‘chosen by the actuary’, thus making its ‘best’ value a
continuing subject of discussion in the industry.
This formula was given a firm theoretical foundation in 1967 by Hans Bühlmann [6], who asked (in
our notation) if we approximate E{µ̃|D} by a linear
function of the sample mean, a + bx, what values
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of a and b minimize the mean-squared approximation error, averaged over our prior opinion about θ̃?
Bühlmann proved that the credibility formula above
was optimal, if we identify the manual premium with
the prior mean, m = E{x̃} = E{µ̃}, and select the time
constant as the ratio between the two components of
process variance, no = [E{v(θ̃ }]/[V{m(θ̃}]. The language of the article is that of actuarial modeling and
risk collectives, but it easy to identify the terms used
with their Bayesian equivalences. This discovery led
to an explosion of linear least-squared methodology
for various point predictors used by actuaries.
Previously, in 1945 and 1950, Arthur L. Bailey,
and, in 1963, Allen L. Mayerson had written papers
in the Proceedings of the Casualty Actuarial Society
pointing out the relationship between Bayesian methods and credibility theory. They gave three examples
of prior/model combinations for which the credibility
formula is an exact predictor of E{µ̃|D}; however,
they used standard model parameterization, so no
generalization is obvious. All of these developments
set the author thinking about more general conditions for ‘exact credibility’. In 1974 [15], showed that
exact credibility (almost) always occurs (1) whenever
the model density is a member of the simple exponential family (e.g. the mean is the sufficient statistic
and the support of x̃ does not depend upon θ), and
(2) the prior density is the natural conjugate prior for
that family, together with the requirement that the
support  be chosen as large as possible. The few
exceptions are theoretical heavy-tailed densities for
which a correction term must be added to the credibility formula, but this term vanishes quickly with
increasing sample size.
These results suggest that the credibility formula
is robust for more general families of distributions
and that least-squares approximation methods will
be useful in approximating exact Bayesian predictors
for more complex models. We now conclude with
some examples of useful Bayesian models that have
appeared in actuarial literature.

Linear Models
Regression Models
Complex linear model structures from classical statistics and economics are beginning to be used by
actuaries. For instance, credibility prediction can be

thought of as a simple Bayesian regression model.
The general form of the regression model is
ỹ = Hθ̃ + ũ,

(17)

where ỹ is a p-vector of observable random variables,
θ̃ is an r-vector of unobservable random parameters,
and ũ is a p-vector of random ‘noise’ or ‘errors’.
The fixed p × r matrix, H, is called the design
matrix; it links together the distributions of the
three random vectors, and reflects some assumed
polynomial behavior in p-space. Traditionally, the
components of ũ are assumed to be independent
normal variates, with zero means and common known
variance, σ 2 . The classical goal is to make inferences
about the {θ̃j }, given samples {y(1), y(2), . . .}.
In a Bayesian formulation, a vector parameter
prior density, p(θ), is specified so that, together
with the error variable assumptions, it defines the
observational likelihood, p(y|D); the law of inverse
probability then gives the posterior density, p(θ|D).
A full distributional analysis can only be carried out
explicitly if the parameters are a priori joint normally
distributed. With a little more effort, it is also possible
to let σ 2 be a random quantity with a gamma prior.
Reference [5] contains many examples.
The situation simplifies if one is only interested
in the development of mean predictors through linear
approximations. Hachemeister [13] developed credibility regression formulae for a problem in simultaneous rate making over several regions. However, his numerical results did not satisfy a desirable
(extra model) order relationship between different
regions. This difficulty was corrected by Bühlmann &
Gisler [7] through a reformulation of the regression.

General Linear Models
The so-called random effects models, which include
hierarchical, cross-classification, and nested structure
linear models have not yet had much application in
insurance. The Bayesian possibilities are discussed
in [5].
However, Bayesian inference models within dynamic linear structures, called generalized linear models have now been extensively developed [22]. These
models have great potential for enterprise modeling, but, thus far, Bayesian dynamic modeling of
insurance companies is in its infancy, an exception
being [21].

Bayesian Statistics

Hierarchical Structures
Actuaries are always looking for additional data that
will make estimates and predictions more precise.
Suppose that you are the actuary in insurance company #1, for which the model density is p(x1 |θ1 ) and
the prior density is p(θ1 ) (for simplicity we do not
index the densities, even though these densities may
be particular to company #1). After gathering data
D1 = {x11 , x12 , . . . , x1n1 }, you plan to use Bayes’ law
to calculate p(θ1 |D1 ) in the usual way and then make
predictions.
But then you realize that there are other insurance
companies (i = 2, 3, . . .) that are underwriting similar risks in similar territories under similar economic
conditions, each with their own individual risk parameter {θi }, prior density, and model density, together
with their own experience data {Di (i = 2, 3, . . .)}. It
would seem desirable for these similar companies (in
the same cohort) to share their experience through,
say, an independent ratemaking bureau, in order to
enhance the predictive power of all companies.
Now we have a modeling difficulty. If the risk
parameters {θ̃1 , θ̃2 , . . .} are truly independent of
each other, then a simple Bayesian argument on
p(θ1 , θ2 , . . .) and p(θ1 , θ2 , . . . |D1 , D2 , . . .) reveals
that any overall formulation decomposes into the
individual company formulations, with no one profiting from data generated at the other companies! To
model the desired effect, we must introduce statistical dependency between the risks of each company
by extending the overall model in some natural way.
The desired extension is gotten by assuming there
is an industry-wide risk hyperparameter, call it φ̃,
that affects the risks in every company in a similar manner. For instance, φ̃ could reflect common
economic conditions, weather, or consumer behavior. Then the prior density for company i should be
rewritten as p(θi |φ), with the assumption that individual risk parameters are independent of one another,
given the same hyperparameter! We then express
industry-wide uncertainty about this hyperparameter through a hyperprior density, p(φ), making the
unconditional
joint parameter density p(θ1 , θ2 , . . .) =

p(θi |φ) dφ. In other words, this new model is
equivalent to assuming that the individual company
risk parameters are exchangeable random variables.
The formulation now contains three levels of uncertainty, (x̃, θ̃, φ̃), and this is the main idea of a
hierarchical model. The model can be generalized
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in an obvious manner by including additional levels of uncertainty and supersets of relevant data, the
main difficulty being to develop a convenient notation. More complicated basic models have also been
extended into hierarchical forms with accompanying
Markov Chain Monte Carlo methods.
There is now the practical problem of specifying
analytic forms for the various densities. Unfortunately, the only known formulation is a normalnormal-normal density structure, with the unknown
means at the two lower levels representing the company and cohort risks, and all variances assumed to
be fixed. However, interesting credibility-type results
can be obtained in general cases, by using linearized
approximations for the point predictors [9].

Model and Prior Mixtures
Prior Density Mixtures
Some important practical considerations can best be
handled through combinations of simpler models. For
instance, if our prior uncertainty about the parameter or parameters were bimodal (thus representing an
‘either-or’ opinion), we could express the prior density as a mixture of two simpler unimodal forms
p(θ|π) = [1 − π]p1 (θ) + πp2 (θ),

(18)

introducing a mixing coefficient, 0 ≤ π ≤ 1, assumed temporarily to be given. (We use subscripts
on the component prior densities to emphasize their
different forms). Since the experimental data do not
depend upon π, Bayes’ law with a likelihood p(D|θ)
shows that each of the component densities, pi (θ),
can be updated independently to pi (θ|D), according
to
pi (θ|D)pi (D) = pi (θ)p(D|θ) (i = 1, 2), (19)

where pi (D) = pi (θ)p(D|θ) dθ has the interpretation of the probability of the data, given that prior
pi (θ) is acting alone. In this way, the overall posterior density becomes
p(θ|D, π) = [1 − π(D)]p1 (θ|D)
+ π(D)p2 (θ|D),
with

π(D) = π

p2 (D)
.
(1 − π)p1 (D) + πp2 (D)

(20)

Note that we are not updating uncertainty about π,
but merely changing the definition of the mixing

10

Bayesian Statistics

coefficient to be used in the posterior formula. So
the posterior changes in two ways: each component
prior may become sharper through updating, and
the weight of evidence usually increases in favor of
just one component. If we try to incorporate prior
uncertainty regarding the mixing coefficient using a
p(π), we see that this density will remain unchanged
a posteriori, since the experiment is uninformative
about π̃.
Forecast densities and their moments exhibit similar decompositions, and the model can easily be
extended to additional different components.

Observational Density Mixtures
One may also consider the possibility that the observations are sampled from two (or more) different
component model densities, p1 (x|θ1 ) and p2 (x|θ2 ),
in proportions that are not known a priori. This leads
to an overall observational mixture
p(x|π, θ1 , θ2 ) = (1 − π)p1 (x|θ1 ) + πp2 (x|θ2 ), (21)
which might depend on three (or more) unknown
parameters, whose prior joint density must be specified. The much more difficult task is to compute the
likelihood, now,
p(D|π, θ1 , θ2 ) =

n


p(xj |π, θ1 , θ2 ),

(22)

1

in the usual case where the data D = {x1 , x2 , . . . , xn }
are i.i.d. given the parameters. For instance, consider
the simple case in which the model component
parameters θ1 and θ2 are given, but π̃ is uncertain,
with prior density p(π). Calculating the observational
constants, kij = pi (xj |θi ) (i = 1, 2; j = 1, 2, . . . n),
we see that the full form of the likelihood will be
p(D|π) =

n

[(1 − π)k1j + πk2j ],

(23)

1

which expands to the sum of 2n terms in all possible
combinations of (1 − π)r π n−r (r = 0, 1, . . . , n) ,
rather like a binomial expansion, except that the
coefficient of each term is a complex sum of various
combinations of the {kij }. In simple terms, the
learning about π is carried out by considering all
possible partitions of the observables {xj } into model
categories #1 or #2. This is sometimes referred
to as an observational classification model. With

some careful programing, calculating the form of the
likelihood is feasible for moderate sample sizes.
However, in the more usual case where we might
also like to reduce the uncertainty about the ‘true’
values of the unknown parameters θ̃1 and θ̃2 , the
constants above must be replaced by kij ⇒ pi (xj |θ̃i ).
The number of terms in the likelihood is still 2n ,
but now each possible combination of (1 − π)r π n−r
contains sums of various mixtures of functions of θ1
and θ2 . It is difficult to develop a compact notation
for all of these sums, let alone to compute the
various three-dimensional functions of the likelihood.
So, exact calculations with this complete model are
probably limited to small sample sizes.
Another well-recognized difficulty should be mentioned again – the inferential power of a given sample
size drops off considerably as the number of unknown
parameters is increased above one. Further, as is
well known in the statistical literature, the ability
to discriminate between two similarly shaped model
densities (for instance, between two negative exponential densities) is very limited. Some results might
be possible with very large volumes of data, but then
approximation methods would be needed to compute
the likelihood. This is not a result of using Bayesian
methodology, but is just an example of the famous
actuarial principle.
One cannot get more out of a mincing machine
than is put into it.

Estimation with Outliers
In certain situations, one may believe that the measurements are contaminated with outliers or with
unusually extreme values that arise from some spurious mechanism, which need to be eliminated from
any analysis. A simple model of outliers is to take the
two-component density above, and to identify p1 (·)
with the ‘normal’ observations, and p2 (·) with the
outlier observations. In most cases, π, the fraction of
outliers, will be very small.
The most desirable case is when we can assume
that both π and θ2 are (relatively) fixed, enabling us to
concentrate on estimation of the ‘usual’ observation
parameter, θ̃1 . One computational possibility is to
approximate the likelihood by its first few terms
(assume that there are only 0, 1, 2. . ., outliers), and
for each term, concentrate on placing only the largest
observations in category #2.
In insurance applications, we are usually
only interested in the unknown mean of the
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‘normal’ observations,
for example, in µ1 =

E1 {x̃|θ1 } = xp1 (x|θ1 ) dx. This leads to the idea of
approximating E{µ̃1 |D} by a linear function of data.
On the basis of the thesis of Gisler [8], shows that
a direct Bayesian calculation supports the use of
credibility formulae with M-trimmed (Winsorized)
observations, y = min(x, M), where M is chosen to
minimize the expected least-squared approximation
error.
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to [Q(T |θ)]u . If T is very large, then of course all
samples might be completed with r = n and u = 0.
The unfinished samples above can be thought of
as right-truncated or right-censored data, but the
model also clearly applies to ‘in-progress’ lifetimes
that start before the beginning of the observation
interval (left-truncated), and terminate during the
interval, or even after it.

Noninformative Stopping Rules

Incomplete and Evolutionary Observations
Truncated Samples
In many applications, such as reliability, demography, and actuarial science, it often happens that
the observation and measurement of a lifetime, some
duration evolving in real time, must be terminated
after a finite interval, leaving one or more incomplete
samples. Insurance examples are a human life span or
the time from an accident until the claim is closed; the
observation interval might be determined by a project
deadline, limited financial resources, or some other
experimental constraint. For instance, suppose that a
total of n lifetimes start at known epochs and their
evolution observed. At the end of the experiment,
only r ≤ n of them might be completely measured,
with the remaining u = n − r lifetimes observed for
various durations {Tj }, but not yet ‘finished’. This
gives the data set
D = {x̃i = xi (i = 1, 2, . . . , r);

x̃j > Tj (j = 1, 2, . . . , u); (r, u)}.

(24)

Note that the total number of samples, r + u = n, is
fixed, but that the number of samples in each category
will vary from experiment to experiment. Clearly,
one should not discard the unfinished samples, but
incorporate them into the likelihood. Denoting the
cumulative and complementary cumulative (tail) distribution functions (conditional on θ), respectively,
by P (x|θ) and Q(x|θ) = 1 − P (x|θ), the appropriate
likelihood is
r
u


p(xi |θ)
Q(Tj |θ).
(25)
p(D|θ) =
1

1

If it is the usual case that all samples start at
the beginning of the observation interval and all
incomplete samples are terminated at a common
cutoff time, T , then the second term above simplifies

This is a convenient point to discuss a phenomenon
that was observed and exploited by pioneers in
Bayesian modeling [20], but is often missing in
modern texts. The key idea is that experiments
that can lead to incomplete samples must include
a stopping rule, part of the testing protocol, that
describes how and when the experiment begins
and ends, and which observations will be kept or
discarded. For instance, instead of the experiment
described above, the starting epoch of each sample
might be determined by some ‘outside’ stochastic
mechanism. Or, the observations might be terminated
after a fixed number r of ‘failures’ or ‘deaths’. Or,
perhaps the observations are ‘lined up’ in succession
along the time axis (renewal testing), making each
sample completion the beginning of the next sample,
leaving only one incomplete observation when the
experiment is terminated. The question is, how do
these different stopping rules affect the likelihood?
Fortuitously, it is possible to show that these
types of stopping rules change only constants in the
likelihood and do not affect the important part – the
shape of the likelihood with the parameter, θ. Stated
more formally
Remark 1 If the stopping rule does not depend
explicitly upon the value of the unknown parameter,
θ, then the stopping rule is said to be uninformative
about the parameter, and does not enter into the shape
of the data likelihood, p(D|θ).
This distinction between informative and noninformative stopping rules gives a tremendous simplification in modeling experiments, as it permits, for
example, adaptive experiments in which the stopping
rule could depend upon the observations themselves.
In other words, for all uninformative stopping rules,
we can assume that the ‘data speak for themselves’ in
giving a Bayesian model information about unknown
parameters, and the expression above has the correct
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shape for all uninformative stopping rule protocols.
Parenthetically, we note that many classical estimators do depend upon the likelihood constants for
different stopping rules, and hence are suspect.
To gain further analytic insight, we must know
the analytic form of Q(T |θ), which may be quite
complex. The only simple result is in the case of
a negative exponential model, for which
 there
 are
two sufficient statistics, r and s(D) = xi + Tj ,
called the total time on test statistic. More realistic
models must be handled numerically.

Missing Observations
A somewhat different situation occurs in reinsurance, in which a primary (ceding) insurance carrier
avoids extremely large claim (loss) fluctuations
by purchasing a stop-loss contract (treaty) from a
reinsurance company that will cover all losses above,
say, $M. Typically, M is many times the mean loss
of a single claim, and so only the extreme tail of
the loss distribution is ‘laid off’ in the treaty. The
problem for the reinsurer is to estimate this random
excess-loss distribution, and thus to fix a premium
for the stop-loss policy.
The cedant usually has many policies in its portfolio, thus producing a very large amount of claims
data, D = {x1 , x2 , . . . , xn }, most of which are values much smaller than M, and considered ‘not of
interest’. On the other hand, there are usually few or
no samples that actually exceed M. Thus, for both
economic and analytic reasons, the reinsurer requests
some reasonable amount of data that exceeds some
lower ‘observation layer’ L < M, in order to make
its estimates of risk; typically, L might be 0.8 M.
If the reinsurer is given only the data DL = {xi >
L|i = 1, 2, . . . r}, then any inference must take the
left truncation
 into account and use the likelihood
p(D|θ) = p(xi |θ)/Q(L|θ). This often turns out
to be an unstable and hence unreliable likelihood.
However, if the cedant company also provides the
(previously unknown) number of samples, u = n −
r, that did not reach the observation layer, then
the much 
more satisfactory likelihood, p(D|θ) =
[P (L|θ)]u p(xi |θ), can be used.
Practical reinsurance inference is, of course, much
more complex because of the complexity of some
treaty terms and because many actuaries believe that
the tails of a loss distribution should be modeled
differently from the body – the so-called problem

of dangerous distributions. But this example does
illustrate the value of thinking carefully about what
kind of data is available for accurate inference.

Incurred but not yet Reported Observations
Evolving claims processes may have an additional
complication; their occurrence is not known until
some random duration, x̃, has elapsed, when the claim
is presented, or when some threshold of duration or
cost is surpassed. To model these incurred but not
yet reported (IBNR) claims, we need not only a
duration model density, p(x|θ), but also a frequency
model density, say p(n|λ), that reflects the number
of claims, ñ, that actually occur in one exposure
(policy) year. The random risk parameters (θ̃ , λ̃)
would ordinarily require knowledge of a (joint) prior
density, p(θ, λ), but these parameters are usually
modeled as independent, a priori, so that a joint
prior, p(θ)p(λ), is used. Finally, specification of the
stochastic process that generates the claim start events
throughout the exposure year is required; we shall
finesse this complication by making the unrealistic
assumption that all claims start at the beginning of
the exposure year.
Assume that, at some horizon, T , (which may
occur well after the exposure year in the usual case of
long development duration claims), we have actually
had r reportings of durations, x = {x1 , x2 , . . . , xr }.
The main question is, what is the predictive density
for the unknown number of claims, ũ, that are still
IBNR? A direct way to find this is to write out the
joint density of everything
p(r, u, x, θ, λ) ∝ p(n = r + u|λ)
×

r


p(xj |θ) [Q(T |θ)]u p(θ)p(λ),

(26)

1

integrate out over θ and λ, and then renormalize the
result to get the desired p(u|r, x) (u = 0, 1, 2, . . .).
There are simplifications if the frequency density
is assumed to be Poisson together with its natural
conjugate prior, but even if the duration density is
assumed to be in the exponential family, there is
still the difficult problem of the shape of Q(T |θ).
Creation of a practical IBNR model is still a large
step away, because the model above does not yet
include the dimension of severity (claim loss), which
evolves in its own complicated fashion and is difficult
to model. And then there is the ‘IBNR triangle’,

Bayesian Statistics
which refers to the shape of the data accumulated
over multiple policy years. Most of the efforts to
date have focused on predicting the mean of the ‘total
ultimate losses’; the forecasting methods are creative,
but predominately pre-Bayesian in approach. The
literature is very large, and there is still much
modeling and analysis to be done.
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Borch, Karl Henrik
(1919–1986)
Developments in insurance economics over the past
few decades provide a vivid illustration of the interplay between abstract theorizing and applied research.
In any account of these developments, the specific
early contributions of Karl Henrik Borch, from the
late fifties on, are bound to stand out.
Karl Borch’s life was eventful – sometimes
adventurous. Reality, however, was neither easy, nor
straightforward. Karl Borch was born in Sarpsborg,
Norway, March 13, 1919. He graduated from high
school in 1938, and started working in the insurance
industry at the same time as he commenced his
undergraduate studies at the University of Oslo. As
with many of his generation, his education was
interrupted by the Second World War. In 1941, he
fled to London, where at first he worked in the
office of foreign affairs attached to the Norwegian
exile government. Later he spent three years with
the Free Norwegian Forces in Great Britain. In
1947, he returned to Norway after the war and
graduated with a master of science in actuarial
mathematics.
After his graduation, Borch was hired by the
insurance industry, but his tenure was again shortlived. In August 1947, a new period in his life started
with an appointment as the Science Liaison Officer at
UNESCO, serving in the Middle East, a position he
held till 1950. New appointments at the UN followed,
first as the Technical Assistance Representative in
Iran during 1950–1951 and then back to UNESCO,
now in the southern part of Asia, in 1952. During
the years 1953–1954, he represented UNICEF in
Africa, south of Sahara. From 1955, till the summer
of 1959, he was with the OECD in Paris as the
director of the organization’s division of productivity
studies.
This sketch of Karl Borch’s professional life so far
gives few indications of a future scientific career. An
exception may be the spring semester of 1953, which
he spent as a research associate at the Cowles Commission for Research in Economics at the University
of Chicago, then the leading center in the world for
the application of mathematical and statistical methods in economic research. Here he met some of the
world’s leading economists. As a result of this short

stay, he published an article [6] in Econometrica –
the avant-garde journal for quantitative economic
research – about the effects on demand for consumer
goods as a result of changes in the distribution of
income.
In 1959, he took the important step into the academic world. The opportunity came at the Norwegian
School of Economics and Business Administration
(NHH), located in Bergen, through a donation of a
chair in insurance. Borch was given the scholarship
associated with the chair, and he used this three-year
period to take his doctorate at the University of Oslo
in 1962. In 1963, he was finally appointed the professor of insurance at the NHH, a position he held
until his untimely death on December 2, 1986, just
before his retirement.
The step in 1959 must have been perceived as a
rather risky one, both for him and for NHH. Borch
was then 40 years of age, his academic credentials
were limited, and although being an actuary with
some – although rather limited – experience, he had
not written anything in the field. But Borch fearlessly accepted the new challenge. In [36] he writes:
‘When in 1959 I got a research post which gave me
almost complete freedom, as long as my work was
relevant to insurance, I naturally set out to develop
an economic theory of insurance’. Sounds simple
and uncomplicated. That he, within a year, should
have made a decisive step in that direction is amazing. What he did during these first years of his
‘real’ research career was to write the first of a long
series of seminal papers, which were to put him on
the map as one of the world’s leading scholars in
his field.
The nature of the step is also noteworthy. Borch
knew the recent theoretical papers of Allais [1, 2],
and especially Arrow [3], and the subsequent reformulation of general equilibrium theory by Arrow
and Debreu [4]. He was also aware of the von Neumann and Morgenstern [31] expected utility representation of preferences (see Utility Theory). He
understood perfectly their significance as well as
their limitations, at a time when very few economists
had taken notice. As he explained more explicitly
in 1962, he attributed that lack of recognition to the
fact that these ‘relatively simple models appear too
remote from any really interesting practical economic
situation. . . However, the model they consider gives
a fairly accurate description of a reinsurance market’ [10].

2

Borch, Karl Henrik (1919–1986)

One important contribution, in the papers [7] and
[8] was to derive testable implications from the
abstract model of general equilibrium with markets
for contingent claims. In this way, he brought
economic theory to bear on insurance problems,
thereby opening up that field considerably; and he
brought the experience of reinsurance contracts
to bear on the interpretation of economic theory,
thereby enlivening considerably the interest for
that theory. In fact, Borch’s model is complete
by construction, assuming that any reinsurance
contract can be signed. Thus, he did not need the
rather theoretical, and artificial, market consisting of
so-called Arrow–Debreu securities [4]. This made
his model very neat and opened up for many
important insights.
Borch was also influenced by the subjective expected utility representation proposed by Leonard Savage [34], and was early on aware of Bruno de
Finetti’s fundamental theories [24]. Here the preference relation is defined directly on a set of objects,
called acts, which is typically more suitable for most
purposes, certainly for those of Borch, than having this relation defined over a set of lotteries, as
in the von Neumann-Morgenstern representation. He
wrote a really entertaining paper in the Bayesian tradition [16] (see Bayesian Statistics).
Borch did not write only about insurance, but
it is fair to say that after he started his academic
career, practically his entire production was centered on the topic of uncertainty in economics in
one form or the other. Many of his thoughts around
the economics of uncertainty were formulated in
his successful book [12] (also available in Spanish,
German and Japanese). The background for this particular work is rather special: Borch was visiting
The University of California, Los Angeles, where
he was about to give a series of lectures in insurance economics. The topic did not seem to attract
much attention at the time, and only a few students signed up for the course. Then Borch changed
marketing strategy, and renamed the course ‘The
Economics of Uncertainty’. Now a suitably large
group of students turned out, the course was given,
the contents changed slightly, and the well-known
book resulted. This illustrates the close connection
between economics of uncertainty and insurance economics, at least as seen from Karl Borch’s point
of view.

In his subsequent publications, Karl Borch often
related advanced theoretical results to casual observations, sometimes in a genuinely entertaining manner,
which transmits to younger generations a glimpse of
his wit and personal charm.
Several papers by Karl Borch follow a simple lucid pattern: after a brief problem-oriented
introduction, the first-order conditions for efficient
risk-sharing are recalled, then applied to the problem
at hand; the paper ends with a discussion of applicability and confrontation with stylized facts. And the
author prefers a succession of light touches, in numbered subsections, to formal theorems and lengthy
discussions.
Borch helped establish, and traveled repeatedly,
the bridge that links the theory of reinsurance markets
and the ‘Capital Asset Pricing Model’ (CAPM) (see
Market Equilibrium), developed by his former student Jan Mossin, among others [28]. Although Borch
was keenly conscious of the restrictive nature of the
assumptions underlying the CAPM, he often used that
model as an illustration, stressing, ‘the applications of
CAPM have led to deeper insight into the functioning
of financial markets’ (e.g. [18, 19, 22]).
There is a story about Borch’s stand on
‘mean–variance’ analysis. This story is known to
economists, but probably unknown to actuaries:
He published a paper [14] in Review of Economic
Studies, and Martin Feldstein, a friend of Borch,
published another paper in the same issue on
the limitations of the mean–variance analysis for
portfolio choice [23] (see Portfolio Theory). In
the same issue, a comment [35] from James Tobin
appeared. Today Borch’s and Feldstein’s criticism
seems well in place, but at the time this was shocking
news. In particular, professor James Tobin at Yale,
later a Nobel laureate in economics, entertained at
the time great plans for incorporating mean–variance
analysis in macroeconomic modeling. There was even
financing in place for an institute on a national
level. However, after Borch’s and Feldstein’s papers
were published, Tobin’s project seemed to have
been abandoned. After this episode, involving two
of the leading American economists, Borch was
well noticed by the economist community, and
earned a reputation, perhaps an unjust one, as a
feared opponent.
It may be of some interest to relate Borch’s view
of the economics of uncertainty to the theory of ‘contingent claims’ in financial economics, the interest
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of which has almost exploded, following the paper
by Black and Scholes [5] (see Asset–Liability Modeling). In order to really understand the economic
significance of these developments, it is well worth
to study the theory in Borch’s language (e.g. [12,
13]), where many of the concepts are more transparent than in the ‘modern’ counterpart. For example, Karl Borch made important, early contributions
towards the understanding of the notion of complete
markets as earlier indicated (e.g. [10, 18–20]). And
the famous linear pricing rule preventing arbitrage is
the neoclassical one just as in Borch’s world, where
the main problem is to characterize the ‘state price
deflator’ from underlying economic primitives ([10,
18, 21, 22], among others).
A lot can be said about Karl Borch’s importance
for NHH. His appointment as professor coincided
with the big expansion period in the 1960s, which
transformed the School from a small to a relatively
large institution of its type. For the generation of
researchers who got attached to NHH as research
assistants in this period, Borch had an enormous influence – as teacher, advisor, and as a role model. He
gave the first lectures at graduate level, and was
the personal advisor for a long series of master’s
(licentiate) and doctoral candidates. As an advisor,
he stimulated his students to study abroad, and using
his broad network of international contacts, he helped
them to get to the best places. He also encouraged them to raise their ambitions and write with
a view towards international publishing. The international recognition NHH enjoys today is based on
the fundamental efforts by Borch during this period.
We still enjoy the fruits of his efforts. Naturally
enough, Borch influenced the research orientation of
a group of younger scholars. Over a period, NHH
was in fact known as the place where ‘everybody’
was concerned with uncertainty. Both for his own
research and for his inspiration and encouragement to
the research environment, he was the obvious choice
to receive the NHH Price for Excellent Research,
awarded for the first time at the School’s fiftieth
anniversary in 1986.
Karl Borch was member of a number of professional organizations. He took part in their activities with enthusiasm and presented his ideas in
innumerable lectures, discussions, and written contributions. After Karl Borch had participated for
the first time at the third meeting of the Geneva
Association, held in Geneva in June of 1973, he
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became a driving force behind the maturation, extension, and the credibility of this group. In 1990,
this association honored his memory by publishing [27]. The consistent quality of his contributions
led to an invitation to present the fourth ‘Annual
Lecture’ in 1980 entitled: ‘The Three Markets for
Private Insurance’, a series of lectures organized
by the Geneva Association. This series, by the
way, was inaugurated by Kenneth Arrow, and benefited from the contribution of various world-known
economists such as Martin Feldstein, Joseph Stiglitz,
Edmond Malinvaud, Robert Merton, Jacques Drèze,
and others. Karl Borch was also invited to the
Royal Statistical Society in London, where he presented [11]. Here, among many other things, he
relates his findings to de Finetti’s [25] ‘collective
theory of risk’.
During his period as a professor, from 1962 till
his death in December 1986, he had more than 150
publications in scientific journals, proceedings and
transactions from scientific conferences, among them
three books ([12, 15, 22]). In addition to what has
already been said, it should be mentioned that his
pioneering work on Pareto optimal risk exchanges in
reinsurance (e.g. [7–10]) opened a new area of actuarial science, which has been in continuous growth
since. This research field offers a deeper understanding of the preferences and behavior of the parties in
an insurance market. The theory raises and answers
questions that could not even be put into shape by
traditional actuarial handicraft: how can risk be optimally shared between economic agents, how should
the insurance industry best be organized in order to
further social security and public welfare? Finally,
it should be mentioned that Borch gave many contributions to the application of game theory (see
Cooperative Game Theory; Noncooperative Game
Theory) in insurance (see e.g. [8, 9, 15]). Game theory attracted Borch’s clear intellect. In particular,
he characterized the Nash [29] bargaining solution
in a reinsurance syndicate [9], and also analyzed
the moral hazard problem in insurance [17] by a
Nash [30] equilibrium in mixed strategies, among
many other applications.
Some of his articles have been collected in [15]
(with a foreword by Kenneth J. Arrow). His output
averages more than six published papers a year as
long as he held the chair in Bergen. At the time
of his death, he was working on a manuscript to a
fundamental textbook in the economics of insurance.
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This manuscript, supplemented by some of Borch’s
papers, was later published [22] with the help of
professor Agnar Sandmo and Knut Aase. This book
was translated into Chinese in 1999.
Karl Borch will be remembered by colleagues and
students at the NHH and in many other places as
a guide and source of inspiration, and by a large
number of people all over the world as a gentle and
considerate friend who had concern for their work
and everyday life.
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Bornhuetter–Ferguson
Method

stabilizing such estimates. It is widely applied and
found in most loss reserving texts, for example, [2,
4, 7].

Motivation

The Procedure

Certain methods of loss reserving (see Reserving
in Non-life Insurance) relate the loss reserve for
a given accident period directly to the cumulative
claims experience of that period to date. As an
illustration of this, consider the family of methods
that depend on age-to-age ratios fj where

Consider ultimate losses Ct,T −1 in two parts:

E[Ci,j |Ci,j −1 ] = fj Ci,j −1 ,

(1)

where the Ci,j represents a generalized claim statistic
(number reported, paid losses, incurred losses, etc) for
accident (or underwriting) year i and development
year j . We assume that the data are in the form of
a classical triangle, with the rows being the accident
years and the columns being the development years.
There are T rows, numbered 1 to T , and T columns,
numbered 0 to T − 1.
Forecasts of ‘ultimate losses’ for accident year
i (taking account of development years up to only
T –1, and not including a tail factor) take the form
T −t,T −1 ,
t,T −1 = Ct,T −t R
C

(2)

j s is the multistep age-to-age factor
where R
j s = fˆj +1 fˆj +2 . . . fˆs ,
R

(3)

fˆj being an estimator of fj .
The chain-ladder method, for example, is a member of this family.
One of the difficulties with using methods of this
form in practice is that the reserve forecasts can be
quite unstable. This can be seen from (2) by considering the effect of variability in the value used as
the basis for the forecast of ultimate losses, Ct,T −t .
According to (2), a change of p% in Ct,T −t due
to sampling variability will generate a change in
t,T −1 , of p%. For the later accident
the forecast, C

years, RT −t,T −1 will often be significantly greater
than 1. It follows that application of (2) to a volatile
claims experience will produce volatile forecasts.
This volatility will show itself by changes in the
reserve estimates each year, when a new diagonal
of data is added to the triangle. The Bornhuetter–Ferguson [1] method provides a procedure for

•
•

Ct,T −t , losses reported to date, a factual observation; and
Ct,T −1 − Ct,T −t , outstanding losses, a quantity to
be estimated.

Denote estimated outstanding losses by Ot . Then,
by (2),

t,T −1 RT −t,T −1 − 1 .
Ot = C
T −t,T −1
R

(4)

Suppose one has some prior expectation as to the
ultimate losses to emerge from each accident period t,
∗
specifically that E[Ct,T −1 ] = Ct,T
−1 , a known quantity, often referred to as the schedule or budget ultimate losses. For example, one may have a prior view
∗
L∗t of the ultimate loss ratio, leading to Ct,T
−1 =
∗
Pt Lt , where Pt is the premium income associated
with accident year t.
Then, one may form an estimate of outstanding
losses using this prior estimate, and the estimated
age-to-age factors. Indeed, one may form an estimate of the entire schedule of loss development. The
Bornhuetter–Ferguson method applies the multistep
∗
age-to-age factor to Ct,T
−1 to obtain the schedule
∗
developed losses or budget developed losses, Ct,T
−t
∗
Ct,T
−t =

∗
Ct,T
−1
.
T −t,T −1
R

(5)

This is in effect the reverse procedure to (2),
and leads to the Bornhuetter–Ferguson estimate of
outstanding claims
∗
∗
Ot∗ = Ct,T
−1 − Ct,T −t
∗
= Ct,T
−1

T −t,T −1 − 1
R
.
T −t,T −1
R

(6)

Choice of Budget Ultimate Losses
There are several widely used methods of selecting
budget ultimate losses. These include
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•

Sources external to the data set under analysis,
for example, industry data;
• Budget loss ratio set equal to the arithmetic average of those estimated for accident periods 1 to
T on the basis of the Ot ;
• Budget loss ratio set equal to the weighted average of those estimated for accident periods 1 to
T on the basis of the Ot , with weights equal to
T −t,T −1 .
estimated incurred loss proportions 1/R
The second and third of these cases are referred to
as the modified Bornhuetter–Ferguson [5] and Cape
Cod [6] methods respectively.

for parameters at , bj , φ, subject to
T −1


bj = 1.

The parameter at is now assumed to be a drawing
of a random variable At subject to a gamma prior
(see Continuous Parametric Distributions)
At ∼ Gamma(αt , βt )

Bayesian Interpretation

[1 − zt ]Ot∗ + zt Ot ,

(7)

where zt is the weight assigned to the chain-ladder
estimate (4) for accident period t.
This form of estimate is similar to that
of credibility theory, and some authors have
interpreted this as a ‘credibility estimate’. Under
this interpretation, zt can be interpreted as a credibility weight.
In fact, zt = 1 for the chain-ladder, and zt = 0
for Bornhuetter–Ferguson. Intermediate values of
zt might be used. Usually, they would be chosen
to be monotone decreasing in t, between extremes
of zt = 0 at the instant of commencement of an
accident period, and zt = 1 when it has run-off
completely. For example, one might choose zt =
T −t,T −1 .
estimated incurred loss proportions 1/R
Such intuitive devices have often been used in
the past. More recently, England and Verrall [3] have
provided a rigorous Bayesian
 foundation for them. In
their framework, Ctk = kj =0 Xtj , where the Xtj are
independent overdispersed Poisson (ODP) variates
(see Under- and Overdispersion), with multiplicative expectations, with the following properties
E[Xtj ] = at bj ,

(8)

V[Xtj ] = φ at bj

(9)

(11)

so that
E[At ] =

Taylor [7] pointed out that the chain-ladder and Bornhuetter–Ferguson estimators of outstanding losses
are extreme cases from the family of estimators of
the form

(10)

j =0

αt
.
βt

(12)

Note that, by (10) and (12), the prior mean of
Ct,T −1 is given by
E[Ct,T −1 ] =

αt
∗
= Ct,T
−1 , say
βt

(13)

∗
since Ct,T
−1 was adopted earlier as the prior
expectation from an external, though then unspecified, source.
It is then shown in [3] that the posterior distribution of Xt,j +1 is ODP with mean

E[Xt,j +1 | data observed]
= [Zt,j +1 Ctj + (1 − Zt,j +1 )Ctj∗ ](fj − 1), (14)
with Ctj∗ defined analogously to (5)
Ctj∗ =
Zt,j +1 =

∗
Ct,T
−1

Rj,T −1

,

−1
Rj,T
−1

[βt φ + Rj,T −1 ]

(15)

,

(16)

and, in parallel with (3),
Rj t = fj +1 fj +2 . . . ft .

(17)

This has shown that the Bornhuetter–Ferguson
method can be interpreted as a Bayesian method (see
Bayesian Claims Reserving; Bayesian Statistics).
In (14), the term inside the square bracket,
Zt,j +1 Ctj + (1 − Zt,j +1 )Ctj∗ , is an estimator of
E[Ct,j ]. It has the same form as a credibility (linear
Bayes) estimator, that is, a convex combination of
∗
.
Ct,j and its prior Ct,j

Bornhuetter–Ferguson Method
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Censoring
Censoring is a process or a situation where we have
partial information or incomplete observations. It is
an area in statistics, engineering, and actuarial science, which has received widespread attention in the
last 40 years, having been influenced by the increase
in scientific computational power. The purpose of this
article is to present the concept, the idea of censoring,
to describe various types or kinds of censoring, and to
point out its connections with survival analysis and
actuarial methods. Censoring is closely related with
censored data and is a major topic in biostatistics and
reliability theory (life testing).
Suppose we have an experiment in which several
units or individuals are put under test or under observation and we measure the time up to a certain event
(time to event). The experiment must terminate. The
observation of time (tenure of the experiment) is limited. During this period, for some or all units the
event occurs, we observe the true or exact time of
its occurrence and record that the event has occurred.
On the other hand, for some units, the event does
not occur and we record this fact and the time of
termination of the study, or some units are lost from
the experiment for various reasons (lost to followup, withdrawal, dropout, planned removal, etc.), and
again we record this fact and the time when this happens. In this process or experiment we have censoring
in the observations. Some experiments (clinical trials) allow a delayed entry into the experiment, called
staggering entry.
We shall express this type of experimental/observational situation in a convenient mathematical notation below. Some examples of time to event situations
are as follows: time to death, time to onset (or relapse)
of a disease, length of stay in an automobile insurance plan (company), money paid for hospitalization
by health insurance, duration of disability, etc.
Data that are obtained under the above experimental/observational situations are usually and generally
called survival data or failure time data or simply
censored data. Broadly speaking, an observation is
called censored if we cannot measure it precisely but
we know that it is beyond some limit.
It is apparent that censoring refers to future observations or observations to be taken, to prospective
studies as well as to given data not fully observed.

The following definitions and notation are usually
employed in censoring: the failure time or lifetime
or time to event variable T is always nonnegative
T ≥ 0. T can either be discrete taking a finite set
of values a1 , a2 , . . . , an or continuous defined on the
half axis [0, ∞). A random variable X is called
censored failure or survival time random variable if
X = min(T , U ), or X = max(T , U ), where U is a
nonnegative censoring variable. The censoring variable U can be thought of as a confounding variable, a
latent variable, which inhibits the experimenter from
observing the true value of T . Censoring and failure time variables require a clear and unambiguous
time origin (e.g. initialization of car insurance, start
of a therapy, or randomization to a clinical trial), a
timescale (e.g. days, weeks, mileage of car), and a
clear definition of the event (e.g. a well-defined major
car repair, death, etc.).
An illustration of censored data is given in
Figure 1. This illustration shows units or individuals
entering the study at different times (staggered entry)
and units or individuals not having the event when the
study ends or dropping out of the study (censoring).
From a slightly different perspective, censoring
can also be thought as a case of incomplete data.
Incomplete data means that specific observations are
either lost or not recorded exactly, truly, and completely. Incomplete data can either be truncated or
censored. Roughly speaking, data are said to be truncated when observations that fall in a given set are
excluded. Here, we actually sample from an incomplete population, that is, from a ‘conditional distribution’. Data are censored as explained above, when
the number of observations that fall in a given set are
known, but the specific values of the observations are
unknown. The given set is all numbers greater (or
less) than a specific value. For these definitions in
actuarial science, see [18, p. 132].
Some authors [22, p. 10] distinguish truncated and
censored data in a slightly different way: if a cohort
or longitudinal study is terminated at a fixed predetermined date, then we say the data have been truncated
(see Type I censoring below). If, however, the study
is continued until a predetermined number of deaths
has been observed, then we say the data have been
censored (see Type II censoring below).
As indicated before, in survival analysis and
reliability studies, data are frequently incomplete
and/or incompatible. The factors that may cause
this incompleteness and/or incompatibility are
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T1
Dies

T2+

Alive

T3
T4+
Alive
Alive

T5+
T6+
Alive

Study begins

Time

Study ends

T1, T3: event occurs (true observations)
T2, T4, T5, T6: censoring (censored observations are usually denoted by +)

Figure 1

Illustration of censored data

as follows: (1) censoring/truncation, (2) staggering
entry (patients or units, possibly in batches, enter
the study at different time points), which introduces
different exposure times and unequal censoring
patterns, (3) withdrawal (random or planned), and
(4) monitoring of the experiment or clinical trial
(the study may be stopped if a significant
difference is detected in an interim analysis on
data accumulated so far) [26]. These factors impose
special considerations for the proper analysis of
incomplete data [27].
A censored observation is distinct from a missing
observation in the sense that, for the former, the time
of censoring or the order of the censored observation
relative to the uncensored ones are known and convey
information regarding the distribution being sampled.
A missing observation conveys no information.
Censoring provides partial information and it is
intuitively obvious that as censoring increases information (statistical information) decreases. This has
been studied in detail and we refer to [14, 28, 29]
and the references cited therein.

Types of Censoring
There are several types of censoring. We shall present
the main ones. In censoring, we observe either T or
U as follows:
1. Right censoring: Here we actually observe X =
min(T , U ) due to termination of the study or loss of

follow-up of the unit or dropout (common in medical
studies or clinical trials). X may be thought as the
time to event or the time to censoring. In addition to
observing X, we also get to see the failure indicator
variable,

1 if T ≤ U
δ=
0 if T > U
which, of course, indicates whether a failure has
occurred or not. Some authors or software packages
use the variable c = 1 − δ, which is the censoring
indicator variable,

0 if T ≤ U
c=
.
1 if T > U
The observed values in a right-censored sample are
(Xi , δi ), i = 1, 2, . . . , n. Right censoring is the most
common type of censoring. If U = ∞, we have no
censoring and the data are considered complete.
2. Left censoring: Here we observe X = max(T , U )
and its failure indicating variable,

1 if U ≤ T
.
e=
0 if U > T
The observed values in a left-censored sample are
(Xi , ei ), i = 1, 2, . . . , n. In some studies where we
measure the time to a certain event, the event has
already occurred at the time of entry of the subject
or the item into the study and when we detect it, this
time is left-censored.
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3. Interval censoring: Here we observe units or subjects which experience a failure within an interval of
time. Thus, failures are known to lie in time intervals. With the previous notation, instead of T, we
observe (L, R), where T ∈ (L, R). As an example,
consider the recurrence of a tumor following its surgical removal. If a patient is examined three months
after surgery and is found to be free of the cancer, but
at five months is found to have had a recurrence, the
observed recurrence time is between three and five
months and the observation time is interval-censored.
In life testing, where units are inspected for failure
more than once, one gets to know only that a unit
fails in an interval between inspections.
Interval censoring can be thought as a combination of left and right censoring, in which the
uncensored (exact) times to event are only interval observed. Interval-censored data commonly arise
in studies with nonterminal (lethal) endpoints, such
as the recurrence of a disease or condition. They
are common in reliability engineering. For methods
to analyze interval-censored data in medical studies, see [7]; in life testing and reliability engineering,
see [24].
A typical example in which both right and left
censoring are present is the example of African children cited in [23]: A Stanford University psychiatrist
wanted to know the age at which a certain group of
African children learn to perform a particular task.
When he arrived in the village, there were some children who already knew how to perform the task, so
these children contributed to left-censored observations. Some children learned the task while he was
present, and their ages could be recorded. When
he left, there remained some children who had not
yet learned the task, thereby contributing the rightcensored observations.
In an obvious manner and from the point of view
of incomplete data, we can have data truncated from
above or below and data censored from below or
from above. Formally, right truncated data consist of
observations (T , V ) on the half plane T ≤ V , where
T is the variable of interest and V is a truncation
variable. In actuarial science, a deductible is an
example of truncation from below and a policy limit
is an example of censoring from above (see [18]).
Grouping data to form a frequency table is a form of
censoring – interval censoring.

3

Censoring can also be distinguished by the type of
the censoring variable U . Let (T1 , U1 ), (T2 , U2 ), . . . ,
(Tn , Un ) be a censored sample of n observations.
1. Type I censoring: If all the Ui ’s are the same,
censoring is called Type I. In this case, the r.v.
U takes a specific value with probability one. The
study terminates at a preassigned fixed time, which
is called fixed censoring time. For example, in lifetesting experiments for electronic devices, the study
terminates in two years and all units are accounted
for. If uc is the fixed censoring time and we have
right censoring, instead of observing T1 , T2 , . . . , Tn
(the rv’s of interest) we observe Xi = min(Ti , uc ),
i = 1, 2, . . . , n. Here the duration of the experiment
(trial) is fixed but the number of events (responses)
occurring within the period is random. If the fixed
censoring time is the same for all units, the sample is
single censored. If a different censoring time is used
for each unit, the sample is multi-censored.
2. Type II censoring: If Ui = T(r) , i = 1, 2, . . . , n,
the time of the rth failure, censoring is called Type
II. For example, in the previous example we stop
the experiment when the rth failure occurs. Type II
censoring is common in engineering life testing or
reliability experiments. Here, we curtail experimentation after a prefixed number r or ∝ proportion p of
events (responses) becomes available. The duration
of the experiment is random.
3. Random censoring: If the Ui ’s are truly random
variables, censoring is called random. In random
censoring, we have random withdrawals of units and
this is very common in clinical trials.
It is obvious that Type I censoring follows from
random censoring by considering the distribution of
U as degenerate on a fixed value (study termination
time). In all previous cases, we observe either Ti or
Ui and δi or ei as defined before.
Progressive censoring is another term used in the
area to indicate the gradual occurrence of censoring
in a preplanned or random way. Most of the time,
it is related to Type II censoring (and thus more
completely called progressive Type II censoring) with
many applications in life testing. At other times, it
is related to random censoring (random single point
censoring scheme (see [26]). Here, live units are
removed at each time of failure.
A simple use of progressive Type II censoring in
life testing is as follows: we have n units placed
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on a life test and m are completely observed until
failure. At the time of the first failure, c1 of the n − 1
surviving units are randomly withdrawn (or censored)
from the life-testing experiment. At the time of the
next failure, c2 of the n − 2 − c1 , surviving units
are censored, and so on. Finally, at the time of the
mth failure, all the remaining cm = n − m − c1 −
· · · − cm−1 surviving units are censored. Note that
censoring takes place here progressively in m stages.
Clearly, this scheme includes as special cases, the
complete sample case (when m = n and c1 = · · · =
cm = 0) and the conventional Type II right-censoring
case (when c1 = · · · = cm−1 = 0 and cm = n − m).
For an extensive coverage of this topic, see [3–5].
For an extended definition of progressive
censoring schemes incorporating all four factors
of data incompleteness and/or incompatibility
mentioned before, see [25]. The basic approach for
the statistical analysis of these schemes, in which
independence, homogeneity, and simultaneous entry
plan may not hold, is to formulate a suitable
stochastic process and use martingale theory
(see [25], Chap. 11).
There are other types of censoring as, for example,
double, quantal random, and so on, and for these and
other engineering applications see [20, 23, 24, 29].
Censoring is also distinguished as informative
and noninformative. Censoring is noninformative (or
independent), if the censoring variable Ui is independent of Ti and/or the distribution of Ui contains
either no parameters at all or no common parameters with the distribution of Ti . If for instance, Ui
is the predescribed end of the study then it is natural to be independent of the Ti ’s. If however, Ui
is the time that a patient drops out of the study
for reasons related to the therapy he receives, then
Ui and Ti are not probably independent. A statistical/inferential definition of informative censoring is
that the distribution of Ui contains information about
the parameters characterizing the distribution of Ti .
If censoring is independent and noninformative, then
it can be regarded as ignorable. In all other cases,
it is considered as non ignorable (see [9, 10]). For a
mathematical definition of independent censoring and
more details on dependent and informative censoring,
see [2, 3].
As said before, in right random censoring the
observations usually consist of i.i.d. pairs (Xi , δi ),
i = 1, 2, . . . , n, where Xi = min(Ti , Ui ) and δi =

I(Ti ≤Ui ) is the failure indicating variable. In noninformative censoring the rv’s Ti , Ui (or T , U ) are
supposed to be independent. In this case, if δi = 1, the
i th observation is uncensored and this happens with
∞
probability p = P (δi = 1) = 0 f (t)G(t) dt and if
δi = 0, the i th observation
 ∞ is censored with probability q = P (δi = 0) = 0 g(t)F (t) dt, p + q = 1,
where F and G are the cdf’s of T and U respectively,
F and G are the corresponding survival functions,
and f and g are the corresponding pdf’s or probability mass functions. Frequently F (t) is denoted as
S(t). If T and U are independent, the distribution
H of X satisfies the relation H = F G. Also, if T is
stochastically smaller than U (i.e. F (t) ≥ G(t)) then
p ≥ 1/2.
Most of the statistical methodology involving censored data and survival analysis is based on likelihood. The likelihood function for informative (dependent) randomly right-censored data is,
L(ϑ, ϕ|x, δ) =

n

[f (xi , ϑ)GU |T (xi , ϕ)]δi
i=1

× [g(xi , ϕ)F T |U (xi , ϑ)]1−δi , (1)
where ϑ and ϕ are parameters and GU |T and F T |U are
obvious conditional survival functions. In the case of
independent (noninformative) censoring in which the
distribution of U does not depend on a parameter,
the likelihood is,
L(ϑ|x, δ) ≈

n


[f (xi , ϑ)]δi [F (xi , ϑ)]1−δi . (2)

i=1

There are several functions that play a special and
crucial role in censoring and survival analysis, such
as the hazard function λ(t) = f (t)/[S(t)],
the cumut
lative hazard function (t) = 0 λ(u) du, etc. For
these, we refer to the survival analysis article in this
encyclopedia and the references given below.
It is interesting to note that if the hazard rates of
T and U are proportional, that is, λU (t) = βλT (t)
or G(t) = [F (t)]β for some β > 0, then X and δ
are independent random variables (see [1]). In addition, for this model also known as the Koziol–Green
model, β = P (δ = 1), the probability that an observation is uncensored.
Statistical analysis of censored data requires special considerations and is an active area of research.
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Censoring in Survival or Failure Time
Analysis
Survival or failure time analysis deals with survival
models, that is, probability models that describe the
distribution of lifetimes or amounts related to life or
times to an event. Survival analysis has been highly
developed in the last 40 years and is widespread in
many fields such as statistics, biostatistics, engineering, and actuarial science.
Survival analysis deals with several topics such as
parametric or nonparametric estimation of the survival function, the Kaplan–Meier or product limit
estimator of the survival function, standard deviation
of the estimates and asymptotic properties, comparison of survival curves (logrank tests), regression
models, the Cox proportional hazard model, model
selection, power and sample size, etc.
In all these topics, censoring plays a critical role.
One has to take into account the number of people
or units censored, the risk set, the censoring times,
etc. For example, the Kaplan–Meier estimator of the
survival function is different from the usual empirical survival function. For these topics, the reader is
referred to the survival analysis article in this encyclopedia and the references cited therein. Standard
textbook references for censoring in survival or lifetime analysis are [4–8, 12, 15–17, 19–21, 23, 24].

Censoring in Actuarial Science
Censoring enters actuarial science indirectly since
the data observed do not usually fit the pattern of
a prospective study or a planned experiment that terminates after a time period during which we may
have or not random withdrawals (lost to follow-up or
dropout). Its involvement comes primarily through
the construction or consideration of lifetime or disability distributions. It is conceivable, however, to
observe prospectively a number of units (e.g. portfolios), register the size of the unit (related to time)
until a certain event occurs and then terminate the
study, while the units continue to develop. But this
is not commonly done.
As mentioned before, in actuarial science, a
deductible is an example of truncation from below
and a policy limit is an example of censoring from the
above [18]. Given these boundaries one encounters
in the actuarial literature, expressions like censorized
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inverse Gaussian distribution or models combining
truncation and censoring, like the left truncation rightcensoring model, which is defined as follows: Let
the T be the variable of interest, U a random rightcensoring variable and V a random left truncation
variable. It is usually assumed that T and (U, V )
are independent. We observe (V , X, δ) if V ≤ X,
where X = min(T , U ) and δ = I(T ≤U ) . If V > X we
observe nothing.
Population life or mortality tables are frequently
used in actuarial science, particularly in life and
health insurance to compute, among others, insurance premiums and annuities. We have the cohort
life tables that describe the mortality experience from
birth to death for a particular group (cohort) of people born at about the same time. We also have the
current life tables that are constructed either from
census information on the number of persons alive
at each age or a given year, or from vital statistics
on the number of deaths by age, in a given year.
Current life tables are often reported in terms of a
hypothetical cohort of 1 00 000 people.
Generally, censoring is not an issue in population
life tables [20, 22]. However, in clinical life tables,
which are constructed from survival data obtained
from clinical studies with patients suffering from
specific diseases, censoring must be allowed since
patients can enter the study at different times or be
lost to follow-up, etc. Censoring is either accounted
for at the beginning or the end of each time interval or
in the middle of the interval. The latter approach leads
to the historically well known Actuarial Estimator of
the survivorship function.
Standard textbook references for censoring in
actuarial science are [11, 18, 22]. See also the article
on actuarial methods by S. Haberman [13].
Finally, we shall mention competing risks, which
is another area of survival analysis and actuarial
science, where censoring, as explained above, plays
an important role. For details see [8–10, 30].
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TAKIS PAPAIOANNOU

Central Limit Theorem
The central limit theorem (CLT) is generally regarded
as a generic name applied to any theorem giving convergence in distribution, especially to the normal law,
of normed sums of an increasing number of random
variables. Results of this kind hold under far reaching circumstances, and they have, in particular, given
the normal distribution a central place in probability
theory and statistics.
Classical forms of the CLT deal with sums of
independent random variables X1 , X2 , . . .. Suppose
2
σk 2 < ∞ for each k and write
that EX
kn = 0, EXk2 =
d
Sn = k=1 Xk , sn = nk=1 σk 2 . We shall use →
to
2
denote convergence in distribution and N (µ, σ ) to
denote the normal law with mean µ and variance σ 2 ,
while I (·) is the indicator function. The most basic
central limit result is the following Lindeberg–Feller
theorem.

Lindeberg–Feller Theorem
d
We have sn −1 Sn →
N (0, 1) and maxk≤n sn −1 σk → 0
as n → ∞ if and only if for every  > 0,

sn −2

n


E(Xk 2 I (|Xk | > sn )) −−−→ 0.

(1)

k=1

The CLT draws much of its significance from its
role as a rate of convergence result on the strong
law of large numbers. To see this role, take Xk ,
k = 1, 2, . . . as independent, identically distributed
random variables
with E|X1 | < ∞, EX1 = µ, and

write Sn = nk=1 Xk . Then, the Strong Law of Large
Numbers gives n−1 Sn → µ almost surely as n → ∞.
If, in addition, VarX1 = σ 2 < ∞, then the Lindeberg–Feller theorem gives a concrete statement about
the rate of this convergence, namely,
d

σ −1 n1/2 (n−1 Sn − µ) −−−→ N (0, 1)

(2)

as n → ∞. This result is at the heart of the statistical
theory for it enables approximate confidence intervals
for µ to be constructed and hypotheses about µ tested
using the sample mean n−1 Sn .
The CLT was historically known as the law of
errors through the work of Laplace and Gauss in
the early nineteenth century on the theory of errors

of observation. The result was first established for
the case of Bernoulli trials, Xk , k = 1, 2, . . . i.i.d.
with P (Xk = 1) = p, P (Xk = 0) = 1 − p, 0 < p <
1. The case p = 1/2 was treated by de Moivre
in 1718 and the case of general p by Laplace in
1812. Effective methods for the rigorous proof of
limit theorems for sums of arbitrarily distributed
random variables were developed in the second half
of the nineteenth century by Chebyshev. His results
of 1887 were based on the method of moments. The
first modern discussion was given by Liapunov in
1900 and 1901 using characteristic functions. The
sufficiency part of the Lindeberg–Feller Theorem is
due to Lindeberg in 1922 and the necessity to Feller
in 1935. For an account of the history up to 1935,
see [16].
There are many generalizations of the Lindeberg–Feller result and many limit laws other
than the normal can be obtained. We shall comment first on the case of independent variables.
−1
Note
n that {sn Sn, n ≥ 1} is a particular case of
k=1 Xnk , n ≥ 1 , the Xn,k , 1 ≤ k ≤ n, being independent for each fixed n. Note further that some
restriction on the Xnk is essential in order to obtain
meaningful results because without any restriction
we could let {Yn , n ≥ 1} be an arbitrary sequence
of random variables and set Xn1 = Yn and Xnk = 0,
k > 1 and every
 n. Any limit behavior could then be
obtained for nk=1 Xnk = Yn .
The usual restriction that is imposed is for the
summands Xnk to be uniformly asymptotically negligible (UAN). That is, for every  > 0,
max P (|Xnk | > ) −−−→ 0,

1≤k≤n

(3)

or, in other words, Xnk converges in probability to
zero, uniformly in k. Under the UAN condition, it is
possible to provide detailed answers to the problems
n
of what limit laws are possible for the
k=1 Xk
and when they obtain. Comprehensive discussions
of results of this kind are given in many texts, for
example, [6, 7, 8, 14, 17, 18, 20]. Typical of the
general results that emerge is the following theorem.
Theorem A Let Xnk , 1 ≤ k ≤ n, n ≥ 1 be UAN
summands and {an , n ≥ 1} be an arbitrary sequence
of constants.
1. The
nfamily of possible limit laws for sequences
k=1 Xnk − an , n ≥ 1 is the family of infinitely
divisible laws. This family can be described as the

2

Central Limit Theorem
one for which the logarithm of the characteristic
function is expressible in the form

iuα +

∞

−∞


eiux − 1 −

iux
1 + x2



n 


x

−∞

k=1

y2
1 + y2

n


for some τ > 0. Furthermore, all admissible an
are of the form an = αn − α + o(1) as n → ∞,
where α is an arbitrary real number and

n 

αn =
ank +
k=1

∞

x2
dP (Xnk ≤ x + ank ) .
2
−∞ 1 + x

The infinitely divisible law to which convergence
obtains is characterized by the limit function .
Theorem A has various important applications,
among which are the particular cases of convergence to the normal and Poisson laws. These can
conveniently be described without the characteristic
function formalism in the following terms.
n
d
2
Normal convergence.
k=1 Xnk →N (µ, σ ) and
the Xnk are UAN if and only if for every  > 0 and
a τ > 0,
n

k=1

(8)

Poisson convergence. If the Xnk are UAN, then

n
k=1 Xnk converges in distribution to the Poisson
law with parameter λ if and only if, for every , 0 <
 < 1, and a τ, 0 < τ < 1,
n


P (|Xnk | > , |Xnk − 1| > ) → 0

k=1
n


P (|Xnk − 1| ≤ ) → λ

(9)

k=1

(b)

n


Var(Xnk I (|Xnk | ≤ τ )) → 0

k=1
n


E(Xnk I (|Xnk | ≤ τ )) → 0

(10)

k=1

(6)

(a)

E(Xnk I (|Xnk | ≤ τ )) → µ

as n → ∞.

(a)

|x|<τ

Var(Xnk I (|Xnk | ≤ τ )) → σ 2

k=1

× dP (Xnk ≤ x + ank ) → (x) (4)
at all points of continuity of , which is a distribution function up to a multiplicative constant,
and where

x dP (Xnk ≤ x)
(5)
ank =

n

k=1

1 + x2
d(x),
x2

where α is a real constant and  is a distribution
function up to
a multiplicative constant.
2. In order that nk=1 Xnk − an should converge in
distribution to a proper law, it is necessary and
sufficient that
n (x) =

(b)

P (|Xnk | > ) −−−→ 0

(7)

as n → ∞.
General results on convergence to normality in the
absence of the UAN condition have been given by
Zolotarev [23]; for extensions see [15].
Perhaps, the most important cases for applications
are those where Xnk = bn −1 Xk − k −1 an , 1 ≤ k ≤ n,
the Xk being (1) independent and (2) independent
and identically distributed (i.i.d.), while the bk are
positive constants and the ak are arbitrary constants.
The classes of possible limit laws in these contexts
are subsets of the infinitely divisible laws. In the case
of condition (1) they are called the self-decomposable
laws, and in the case of condition (2) the stable
laws. These laws, the circumstances under which
they occur, and the sequences of norming constants
required to produce them, have been well explored
and the details may be obtained from the texts cited
above. For more information related to the infinitely
divisible laws, also see [3, 22].
The laws for which a particular limit obtains are
said to belong to the domain of attraction of that
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limit law, and there has been special interest in
the domain of attraction of the stable laws. These
are a family indexed by a parameter α, 0 < α ≤ 2,
α = 2 corresponding to the normal law and α < 2
to distributions whose tail probabilities behave like a
power of index α,
P (X > x) ∼ c1 x −α , P (X < −x) ∼ c2 x −α
say, as x → ∞ for certain nonnegative c1 , c2 . The
domains of attraction of these stable laws consist of
the distributions that are regularly varying at infinity
with index α. For details see, for example, [8, 21].
The distributions of this type, which are said to be
heavy tailed, have increasingly found their applications in finance, insurance, and telecommunications.

Higher Dimensional Results
Rather less detailed results than those described
above have been obtained for the case of vector valued random variables, and also for other more general
settings such as for Banach valued random variables
(e.g. Araujo and Giné [1]) and for random elements
in various spaces of functions and in other more
abstract settings such as locally compact Abelian
groups (e.g. [19]).
Theorems for random vectors in k-dimensional
Euclidean space k can often be obtained from results
involving only ordinary random variables in 1 using
the Cramer-Wold device. Suppose that the random
vectors Xn = (Xn1 , . . . , Xnk ) and X = (X1 , . . . , Xk )
satisfy
k
k


d
tj Xnj −−−→
tj Xj
(11)
j =1

j =1

for each point t = (t1 , . . . , tk ) of k . Then it is
easily seen from an examination of the characteristic
d
functions that Xn →
X.
In addition to ordinary central limit type results,
there are generalizations to what are termed functional central limit theorems or invariance principles. These provide a portmanteau from which many
associated limit results can be derived. The concept
evolved from the work of Erdös and Kac in 1946 on
sequences of partial sums of i.i.d. random variables
and was developed in the work of Donsker, 1951
and Skorokhod, 1956. The simplest result is known
as Donsker’s theorem.
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Donsker’s Theorem
Let X1 , X2 , . . . be a sequence of i.i.d. random variables with zero-mean and unit variance defined on
some 
basic probability space (, F, P ) and write
Sn = nk=1 Xk . For each integer n, and each sample point ω ∈ , the function Zn (t, ω) is defined for
0 ≤ t ≤ 1 by
Zn (t, ω) = n−1/2 (Sk−1 (ω) + [tn − (k − 1)]Xk (ω))
k − 1 ≤ tn ≤ k.

(12)

For each ω, Zn (·, ω) is an element of the space C
of continuous real-valued functions on [0, 1] which
is metrized using the uniform metric. Let Pn be the
distribution of Zn (·, ω) in C. Then, Pn converges
weakly in C to W , the Wiener measure in C.
This general result leads to many important
conclusions. For example, suppose that h is a
measurable map from C to 1 and Dh denotes the set
of discontinuities of h. If P (Zn ∈ Dh ) = 0, then the
d
Continuous Mapping Theorem gives h(Zn )→
h(W ).
The classical central limit theorem for i.i.d. random
variables follows by taking h(x)(t) = x(1), 0 ≤ t ≤
1. Other important cases are h(x)(t) = sup0≤s≤t x(s),
h(x)(t) = supt∈[0,1] {x(t) = 0}, and h(x)(t) is the
Lebesgue measure of those t ∈ [0, 1] for which
x(t) > 0. These lead, in the first case, to the limit
result

2 y −u2 /2
−1/2
max Sk ≤ y) →
e
du, y ≥ 0,
P (n
1≤k≤n
π 0
(13)
and in the second and third cases to what is called
the arc sine law. Both n−1 max1≤k≤n {Sk = 0} and
the proportion of time for which Sk > 0, 1 ≤ k ≤ n
tend in distribution to the law with density function
2/π arcsin y, 0 ≤ y ≤ 1. For more details, see [5].
For a general discussion of functional central limit
results, see [15].

Dependent Variables
Many of the results mentioned above have generalizations to the context of dependent variables,
but necessary conditions for convergence are rarely
available without independence, at least in the case
of finite-dimensional convergence. For example, the
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Lindeberg–Feller Theorem has the following generalization (of its sufficiency part) to the case of
martingales.
Theorem B Suppose that {Sn , Fn , n ≥ 1} is a zeromean, square integrable martingale, {Fn , n ≥ 1}
being a sequence of σ -fields such that
n Sn is Fn measurable for each n. Write S
n =
k=1 Xk as a
sum of differences and put Vn 2 = nk=1 E(Xk 2 |Fk−1 ),
sn 2 = ESn 2 = EVn 2 . If
(a)

sn −2 Vn 2 → 1

in probability as n → ∞ and
(b)
n

sn −2
E(Xk 2 I (|Xk | > sn )) → 0

(14)

Rates of Convergence

(15)

k=1

d
as n → ∞ for any  > 0, then sn −1 Sn →
N (0, 1).

For the general theory, there are significant advantages in using random normalization rather than the
normalization by constants as in Theorem B above.
Suppose that (a) is replaced by (a )
sn −2 Vn 2 → η2

(14a)

in probability as n → ∞ for some η2 which
d
is almost surely positive, then Vn −1 Sn →
N (0, 1),
d −1
−1
while sn Sn →η N (0, 1), the product in this last
limit being a mixture of independent η−1 and
N (0, 1)random variables. Random normalization
n
2
2
using
k=1 Xk rather than Vn can also be used
under almost the same circumstances. For details
see [11, Chapter 3]. Multivariate generalizations are
also available; see, for example, [12, Chapter 12].
Nonexistence of a CLT with random normalization
is closely related to the concept of long-range
dependence; see [13].
Martingale central limit theory forms a convenient
basis for developing central limit theory for a very
wide range of sums of dependent variables for which
sufficiently strong asymptotic independence conditions hold. This is a consequence of the ease with
which martingales can be constructed out of general
processes. For example, if {Zn } is any sequence of
integrable random variables, then
n

[Zk − E(Zk |Zk−1 , . . . , Z1 )]
k=1

is a martingale relative to the sequence of σ -algebras
generated by Zk , k ≤ n. A detailed discussion, with
a focus on processes with stationary differences, is
given in [11]. Popular among the asymptotic independence conditions, which have been widely studied are
ones involving strong mixing, uniform mixing, maximal correlation, and mixingales. For some recent
results, see [2] and references therein. Dependent
central limit theorems can be discussed very generally
in the setting of semimartingales; see, for example, [15].

There is a large literature on the rate of convergence
to normality in the CLT and comprehensive discussions for the independence case are provided in [10,
20] and [4], the last emphasizing the multivariate
case. Many different convergence forms have been
investigated including Lp metrics, 1 ≤ p ≤ ∞, for
the difference between the distribution function of the
normalized sum and that of the standard normal law,
and asymptotic expansions for the distribution function of the normalized sum. One of the most useful of
the results is the celebrated Berry–Esseen theorem,
which dates from 1941–42.

Berry–Esseen Theorem
Suppose that Xk , k = 1, 2, . . . are i.i.d. random variables 
with EX1 = 0, EX1 2 = σ 2 , E|X1 |3 < ∞. Write
Sn = nk=1 Xk and let be the distribution function
of the standard normal law. Then
sup

−∞<x<∞

|P (Sn ≤ xσ n1/2 ) −

≤ CE|X1 |3 σ −3 n−1/2 ,

(x)|
(16)

where C is an absolute constant, C ≤ 0.82.
There are many extensions of this result. For
example, if moments of higher orders exist it is
possible to obtain formal asymptotic expansions of
the kind
P (Sn ≤ xσ n1/2 ) −
e−x /2
= √
2π
2

(x)


Q1 (x) Q2 (x) Q3 (x)
+
+
+
·
·
·
. (17)
n1/2
n
n3/2

Here, the Qk (x) are polynomials of degree 3k − 1 in
x with coefficients depending only on the first k − 2
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moments of X1 . In the case where there is a density
fn (x), say, associated with the distribution function
P (Sn ≤ xσ n1/2 ) the following result [7], which is
called an Edgeworth expansion, can be obtained.
Theorem C Suppose that Xk , k = 1, 2, . . . are i.i.d.
random variables with EX1 = 0, EX1 2 = 1, E|X1 |r <
∞ and EX1 k = µk , k = 1, 2, . . . , r. Suppose also that
ψ, the characteristic function of X1 , has |ψ|ν integrable for some ν ≥ 1. Then, the density fn of n−1/2 Sn
exists for n ≥ ν and as n → ∞,


r

−1/2k+1
fn (x) − φ(x) 1 +
n
Pk (x)
3
−1/2r+1

= o(n

)

≤ CE|X1 |3 σ −3 n−1/2 (1 + |x|)−3 .

Many variants on such results appear in the literature
and in the case of dependent variables, some similar, but generally weaker, results are available. For
example, martingales are treated in [9].
Despite variants such as Theorem D giving
nonuniform bounds, the central limit theorem
generally gives accurate results only in the central
part of the distribution. The tail behavior of
distributions of sums of random variables is usually
studied in the framework of large deviations theory.
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[22] Sato, K. (1999). Lévy Processes and Infinitely Divisible
Distributions, Cambridge University Press, Cambridge.

[23]

Zolotarev, V.M. (1967). A generalization of the
Lindeberg-Feller theorem, Theory of Probability and its
Applications 12, 608–618.

(See also Ammeter Process; Collective Investment (Pooling); Counting Processes; Diffusion
Approximations; Diffusion Processes; Estimation;
Gaussian Processes; Markov Chain Monte Carlo
Methods; Maximum Likelihood; Numerical Algorithms; Regenerative Processes; Regression Models for Data Analysis; Time Series; Transforms)
C.C. HEYDE

Claim Number Processes
Risk theory models describe the uncertainty
associated with the claims recorded by an insurance
company. For instance, assume that a particular
portfolio of insurance policies will generate N claims
over the next period (say one year). Even if the
company were able to maintain the exact same
portfolio composition of policies from one year to
the next, this number of claims N would still vary in
different years. Such natural fluctuations are modeled
by assuming that claim numbers N are random
variables (see [4], Chapter 12).
For arbitrary time intervals [0, t] (not necessarily a year), denote the random number of claims
recorded in the portfolio by N (t) (with N (0) = 0).
As time evolves, these claim numbers {N (t)}t≥0 form
a collection of random variables called a stochastic process, more specifically here, the claim number
process.
For each one of these N (t) claims, the insurance company will also record the claim amounts,
X1 , X2 , . . . , generated by the insurance portfolio.
The aggregate claims up to a fixed time t,
S(t) = X1 + · · · + XN(t) =

N(t)


Xi ,

t ≥ 0,

(1)

i=1

(with S(t) = 0 if N (t) = 0) is a random variable of
interest in insurance risk models. It combines the
two sources of uncertainty about the portfolio, the
claim frequency and the claim severity, to represent
the aggregate risk. As such, S(t) is itself a random
variable, called a compound or random sum (see the
compound distribution section).
The collection {S(t)}t≥0 forms a stochastic process
called the aggregate claim process (see the compound process section). The next section describes
the claim frequency model for a single period, while
the last section discusses the contribution of the claim
number process to the aggregate claim process.

The Claim Number Random Variable
Claim Counting Distributions
Different counting distributions are used to model
the number of claims N (t) over a fixed period [0,

t] (denoted N for simplicity). The most common is
the Poisson distribution
pn = P {N = n} =

λn −λ
e ,
n!

n = 0, 1, . . . ,

(2)

where λ > 0 is a parameter. Its interesting mathematical properties partly explain its popularity. For
instance, the sum of k independent Poisson random
variables N1 + · · · + Nk , with respective parameters
λ1 , . . . , λk , is also Poisson distributed, with parameter
λ1 + · · · + λk .
Moreover, moments E(N m ) of all order m =
1, 2, . . . exist for the Poisson distribution, while the
maximum likelihood estimator (MLE) of its sole
parameter λ has a closed form (see [13], Chapter 3
for these and additional properties).
The fact that Poisson probabilities, pn , only have
one parameter can be a draw back. For instance, this
forces the mean of a Poisson variable to be equal in
value to its variance, and to its third central moment
E(N ) = Var(N ) = E(N − λ)3 = λ.

(3)

This is a restriction in fitting the Poisson distribution
to the claim numbers of an insurance portfolio. Usually, the observed average is smaller than the portfolio
sample variance, the latter being in squared integer
units.
The negative binomial distribution is another popular model for the number of claims. Depending on
the parameterization, the probabilities pn = P {N =
n} can be written as


r +n−1
p r (1 − p)n , n = 0, 1, . . . ,
pn =
n
(4)
where r > 0 and 0 < p < 1 are parameters. The latter
are estimated from data, although their MLE’s do not
exist in closed form and require numerical methods.
When r is an integer, the probabilistic interpretation given to N is the number of failures required
in Bernoulli trials to obtain exactly r successes (the
probability of which being p at each trial).
Negative binomial probabilities in (4) have two
parameters, allowing sufficient flexibility for the
mean E(N ) = rq/p to be smaller than the variance Var(X) = rq/p 2 . We say that the distribution
is overdispersed, a desirable property in fitting the
distribution to real portfolio claim counts (see [19]).
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A simple way to overdisperse claim counts N
around their mean E(N ) is by mixing distributions
(see the mixtures of distributions section). Consider
the claim count of a subportfolio composed of
risks with certain common characteristics. Further,
assume that these characteristics vary greatly between
different subportfolios in the main, heterogeneous
portfolio (as is the case for worker’s compensation,
or car insurance).
Then let the conditional distribution of N be Poisson with parameter λ for a particular subportfolio, but
assume that λ is a realization of a random variable ,
taking different values from one subportfolio to the
other. The marginal distribution for N is a mixture
of Poisson distributions.
In particular, since the conditional mean
E(N |) =  is given by (3), the (unconditional)
mean of this mixed Poisson is
E(N ) = E[E(N |)] = E().

(5)

Similarly, the conditional variance Var(N |) =  is
also given by (3) and hence the variance of the mixed
Poisson is clearly larger than its mean:
Var(N ) = E[Var(N |)] + Var[E(N |)]
= E() + Var() ≥ E() = E(N ). (6)
Mixed Poisson distributions are thus overdispersed,
just as is the case of the negative binomial distribution. In fact, it can be seen that a Gamma
(α, β) mixing distribution for  produces a negative binomial marginal distribution for N (see for
instance [8] Example 2.2 and the section on mixtures
of distributions).
Both the Poisson and negative binomial distributions are defined over the unbounded set of nonnegative integers. Although an infinite number of claims
is impossible in practice, these are appropriate models when the insurance company does not know in
advance the maximum number of claims that could
be recorded in a period. Most property and casualty
insurance portfolios fall into this category.
By contrast, in some other lines of business, there
is a known upper bound to the number of possible
claims. In life insurance, for example, each policy
in force cannot generate more than one claim. Then
the number of claims cannot exceed the number of
policies, say m.
The binomial distribution is an appropriate model
in such cases, with probabilities pn = P {N = n}

given by
 
m
pn =
p n (1 − p)m−n ,
n

n = 0, 1, . . . , m, (7)

where m ∈ + and 0 < p < 1 are parameters. In
probability, N is interpreted as the number of successes recorded in m Bernoulli trials, the probability
of which being p at each trial.
Binomial probabilities in (7) also have two parameters, yielding a mean E(N ) = mp larger than the
variance Var(X) = mpq. Consequently, we say that
this distribution is underdispersed.

Recursive Families
The three counting distributions discussed above
belong to a family where the probabilities pn satisfy
the following recursive relation with pn−1 :


b
pn = a +
(8)
pn−1 , for n ∈ S ⊆ + ,
n
where a and b are parameters and S some subset of
+ . For instance,
pn =

λ
λn e−λ
= pn−1 ,
n!
n

n≥1

(9)

for a = 0, b = λ and p0 = e−λ , in the Poisson case.
Similarly,


r +n−1
pn =
pr q n
n
=

r +n−1
qpn−1 ,
n

n≥1

(10)

for a = q, b = (r − 1)q and p0 = p r , in the negative
binomial case.
In all cases, recursions start at p0 , a parameter
fixed such that pn values sum to 1. Hence, distributions satisfying (8) for particular choices of a and b
are said to belong to the (a, b, 0) family or Sundt
and Jewell family (see [13], Section 3.5). Estimation of a and b from claim numbers data is discussed
in [14].
Panjer [15] showed that if the claim frequency
distribution belongs to the (a, b, 0) family and its
probabilities are calculated recursively by (10), then
the distribution of aggregate claims S(t) in (1) can
also be evaluated recursively for any fixed t (see the
compound distribution section). For the stability of
such numerical recursive procedures, see [16].
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Sundt and Jewell [22] characterized the set of
a and b values that define a proper distribution
in (10). They show that the Poisson, negative binomial (with its geometric special case) and binomial
distributions (with its Bernoulli special case) are the
only members of the (a, b, 0) family. Since, various
generalizations have enlarged the family of counting distributions defined recursively [7, 17, 23] to
now include most discrete distributions, including
multivariate ones (see [11, 20, 21] and references
therein).

The Claim Number Process
The previous section presents the number of claims,
N (t), recorded in an insurance portfolio over a fixed
time t > 0, as a random variable and studies its
distribution.
When the time parameter t is no longer fixed,
we can study the evolution of N (t) over time.
Then {N (t)}t≥0 forms a stochastic process called
the claim number (or counting process). Its study
allows the answer to more complex questions. For
instance, the degree of association between claim
counts at different times can be measured by covariances, like Cov[N (t), N (t + h)], (t, h > 0). These
involve the ‘path properties’ of the claim number
process.
The paths {N (t)}t≥0 form random functions of
time. One way to characterize them is through a
detailed recording of claim occurrence times. As
in [1], let these occurrence times, {Tk }k≥1 , form an
ordinary renewal process. This simply means that
claim interarrival times τk = Tk − Tk−1 (for k ≥ 2,
with τ1 = T1 ), are assumed independent and identically distributed, say with common continuous df F
on + (and corresponding density f ).
Claim counts at different times t ≥ 0 are obtained
alternatively as N (t) = max{k ∈ ; Tk ≤ t} (with
N (0) = 0 and N (t) = 0 if all Tk > t). Note that
the random events [N (t) < k] and [Tk > t] are
equivalent. Hence,
{N (t); t ≥ 0},

{Tk ; k ≥ 1}

and

{τi ; i ≥ 1}

all provide equivalent information on the evolution of
the process in time. Any of them is called a renewal
process (see [18], Section 5.2).
An important special case is when the claim interarrival times τk have a common exponential distribution with mean λ−1 , that is F (t) = 1 − e−λ t for

t > 0. Then the claim occurrence times Tk = τ1 +
· · · + τk must have an Erlang (k, λ) distribution and
it can be seen that
P {N (t) = k} = P {N (t) < k + 1} − P {N (t) < k}
= P {Tk+1 > t} − P {Tk > t}
e−λt (λt)k
, k = 0, 1, . . . .
(11)
k!
That is, for every fixed t > 0 the distribution of
N (t) is Poisson with parameter λt. Otherwise said,
a renewal process with exponential claim interarrival
waiting times of mean λ−1 is a homogeneous Poisson
process with parameter λ (see the Poisson process
section).
Apart from being the only renewal process with
exponential waiting times, the homogeneous Poisson
process has particular path properties, which characterize it as follows (see [18], Section 5.2):
=

(a) N (0) = 0,
(b) Independent increments: for any 0 < t1 < t2 <
· · · < tn−1 < tn ,
N (t2 ) − N (t1 ), . . . , N (tn ) − N (tn−1 )
are mutually independent,
(c) Stationary increments: for any 0 < t1 < t2 and
h > 0,
P {N (t2 + h) − N (t1 + h) = k}
= P {N (t2 ) − N (t1 ) = k},

k ∈ , (12)

(d) For t, h > 0, limh→0, h>0 (1/ h)P {N (t + h) −
N (t) = 1} = λ, where λ > 0 and limh→0, h>0
(1/ h)P {N (t + h) − N (t) > 1} = 0.
The homogeneous Poisson process forms the basis of
the classical risk model. Its interesting mathematical
properties make it a very popular model for the
claim frequency process of insurance portfolios (see
the Poisson process and risk process sections).
In particular, thanks to its stationary, independent
increments and exponential (memoryless) claim
interarrival times, one can easily obtain maximum
likelihood estimates of the parameter (or constant
intensity):
λ=
=

lim

h→0, h>0

1
P {N (t + h) − N (t) = 1}
h

f (t)
,
1 − F (t)

for any t > 0.

(13)
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Extensions of the Poisson risk model have also
been investigated. In practice, when we cannot
assume that claim interarrival times are exponentially
distributed (one parameter), a better fit is sometimes
obtained with a more general distribution F (e.g. 2
or 3 parameters). This yields Andersen’s model of
an ordinary renewal claim number process N (t)
(see [1]), or Janssen’s stationary renewal model, if
the distribution of the first waiting time is modified
(see [12]).
Another extension of the Poisson risk model is
obtained by assuming a time-dependent parameter
λ(t): the nonhomogeneous Poisson process. Here
the claim intensity is no longer constant, as in (13).
This is an appropriate model when the portfolio composition changes over time, or when the underlying
risk itself fluctuates over time (e.g. a periodic environment as in the case of hurricanes; see [6]).
A further generalization of the nonhomogeneous
Poisson process allows the claim intensity to be
itself a nonnegative stochastic process. This was
first proposed by Ammeter (see [2]) with random,
piecewise constant intensities and later extended by
Cox [5] (see the Ammeter Process section). The
nonhomogeneous Poisson process, the mixed Poisson
process and some more generally Markovian claim
counting processes are all Cox processes (see [3, 9,
10, 18] for more details).

[7]
[8]

[9]
[10]
[11]

[12]
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[14]
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JOSÉ GARRIDO

Claims Reserving using
Credibility Methods
The background for the development of credibility theory was the situation in which there was a
portfolio of similar policies, for which the natural
thing would have been to use the same premium
rate for all the policies. However, this would not
have captured any individual differences between
the policies and therefore a methodology was developed that also utilized the claims experience from
the individual policy. In this way, credibility estimation can be seen to allow the pooling of information
between risks in premium rating (see Ratemaking).
The consequence of this is that the premium is not
estimated using just the data for the risk being rated,
but also using information from similar risks. In the
context of claims reserving (see Reserving in Nonlife Insurance), the reason for using an approach
based on credibility estimation is similar: information from different sources can be ‘shared’ in some
way. There are a number of different ways of applying credibility theory to reserving. For example, it
could be assumed that the accident (or underwriting) years are similar, perhaps in the sense that the
loss ratio is similar from year to year, even though
the volume of business may change. This is the most
common way to use credibility reserve estimates, and
the reserve for each accident year is estimated using
the data from other accident years as well. Alternatively, if there are a number of different, but related
lines of business, the credibility assumptions could
be applied so that information is shared between
the different run-off triangles relating to each line
of business.
In this article, we explain the principles of the
reserving methods that use credibility theory from the
actuarial literature, and refer the reader to the articles
(see Bayesian Claims Reserving and Kalman Filter, Reserving Methods) and other methods that use
a similar modeling philosophy.
We consider a triangle of incremental claims
data,

{Xij : i = 1, 2, . . . , n; j = 1, 2, . . . , n − i + 1}

X11

X12

. . . X1n

X21

...

..

..
.

..

.

.

Xn1
It simplifies the notation to assume there is a
triangle of data, rather than a more complicated
shape, but the methods will still be applicable. It
should be noted that it would be preferable to
analyze individual claims data if this were available.
Norberg [9] considers this (as well as reserving based
on aggregate claim amounts) in a major paper in
this area. This approach is summarized in the section
‘Individual Claims Data’. The section ‘Smoothing
Over Accident Years’ considers the more usual
situation based on aggregate claims in each period,
using chain-ladder type methods. In the section
‘Other Applications of Credibility Theory’, various
other models and approaches are mentioned.

Smoothing Over Accident Years
The basic reason for using credibility theory in any
context is to ‘borrow’ information from sources other
than the data actually being considered. In the reserving context, we consider first the chain-ladder technique, or stochastic models with similar structure. In
a standard treatment, the accident years are treated as
completely separate; the latest cumulative claims is
used as the starting point in each accident year, from
which cumulative claims are estimated by multiplying by the development factors. A number of authors
have considered using credibility methods to replace
the assumption that the parameter relating to the accident year should be estimated from that accident year
alone. This is clearly analogous to standard credibility
theory, with the accident years replacing the different
risks in the rating context.
De Vylder [1] developed a credibility method
based on a multiplicative model for the claims. In this
context, the multiplicative model (which is intimately
connected with the chain-ladder technique) has mean
E[Xij |i ] = β(i )yj .

(1)

For further details of the relationship between this
multiplicative model and the chain-ladder technique,
see Chain-ladder Method or [3].
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As the model is in a regression form (see Regression Models for Data Analysis), the credibility approach of Hachemeister (see Credibility Theory) [4]
can be used. The credibility philosophy is applied to
the accident years, through the function β(i ). Thus,
the parameters relating to the accident years in the
multiplicative model are not estimated separately for
each accident year (as they would be for the chainladder technique). This imposes smoothing between
the accident years.
The assumptions are
Data from different accident years are independent.
The i s are independent, identically distributed
random variables (i = 1, 2, . . . , n).
For fixed i, the Xij s are conditionally independent given i (i = 1, 2, . . . , n; j = 1, 2, . . . , n −
i + 1).
Assumptions also have to be made concerning the
second moments of the incremental claims. De
Vylder [1] assumed that
2r

Var[Xij |i ] = (β(i ))

2

pi

,

(2)

where r 2 is an unknown scalar and pi is a weight
function to allow for different volumes of business in
each accident year.
In making this assumption, De Vylder is tacitly
implying that the data, Xij , consist of loss ratios. In
other words, the claims should first be divided by the
premium income for each accident year; usually pi
can be used for this purpose.
In a subsequent paper, building on the work of De
Vylder, Mack [7] used a similar model but examined
this assumption about the second moments in more
depth. Mack assumed that
Var[Xij |i ] = σ 2 (i )

yj
,
pi

De Vylder did not formulate the model in exactly
the way given above. Instead, he wrote
Xij = Yij β(i )

and put distributional assumptions on Yij such that
E[Yij ] = yi and Var[Yij ] =

Cov(Xij , Xik |i ) = 0, for j  = k.
A critical difference between the two assumptions for the variance is that Mack [7] assumes that
Var[Xij |i ] depends on j , whereas De Vylder [1]
does not. Given the nature of the data, the assumption of Mack is more natural and is more likely to be
supported by the data.

r2
.
pi

From this, the conditional moments of the Xij given
i as given above can be derived. However, the
critical assumption again is that the conditional
variance does not depend on j .
A more general version of the model used by
Mack [7] can be found in [6], but with estimators derived only for one case, this has limited
applicability.

Estimation
For data that is in the format of a claims run-off
triangle, empirical credibility estimation has a twostep structure. Firstly, the credibility estimator for the
accident years must be developed and then estimators
of the unknown parameters derived.
The credibility estimator of β(i ) based on the
observed Xij ’s is given by
n−i+1


Bi = (1 − zi ) b + zi

Xij yj

j =1
n−i+1


,

(5)

yj2

j =1

with b = Eβ(i ). The credibility factor, zi , is
given by

(3)

the mean of σ 2 (i ) has to be estimated from the data.
Both authors further assumed that

(4)

a

zi =

,

s2

a+
pi

n−i+1


(6)

yj2

j =1

where a = Var(β(i )) and s 2 = r 2 E[(β(i ))2 ].
In fact, the multiplicative model is technically
overparameterized since one may divide all accident
year parameters by a constant and multiply all runoff-pattern parameters by the same constant without
altering the fit. To rectify this, a constraint has to be

Claims Reserving using Credibility Methods
applied and the most convenient one in this case is
to set b = 1. Hence
n−i+1


Bi = (1 − zi ) + zi

Xij yj

j =1
n−i+1


.

(7)

yj2

3

has mean a, and this motivates estimating a by â
found by solving iteratively
 n−i+1
2

Xij ŷj


n

1 
 j =1

ẑi 
− 1 ,
(10)
â =

n i=1  n−i+1



ŷj2
j =1

j =1

with the empirical credibility factor
The second stage is to estimate the unknown parameters. This includes the parameters {yj ; j = 1,
2, . . . , n}, relating to the run-off pattern, which are
usually estimated using a standard approach. De
Vylder estimates these parameters by

â

ẑi =

.

ŝ 2

â +
pi

n−i+1


(11)

ŷj2

j =1
n−j +1



i=1
n−j +1

ŷj =

By inserting the parameter estimators in (7), we
obtain the empirical credibility estimator

pi Xij



.

(8)

n−i+1


pi
B̂i = (1 − ẑi ) + ẑi

i=1

Xij ŷj

j =1
n−i+1


As

2
(n(n − 1))

n−1


pi

i=1


Xik yk

k=1
Xij − n−i+1




2
yk yj

n−i+1
 
j =1








k=1

has mean s 2 , we estimate s 2 by

ŝ 2 =

2
n(n − 1)

n−1

i=1

pi



Xij −



n−i+1


n−i+1
 
j =1

j =1

 2

n−i+1


of β(i ).
In the case of the model developed by Mack [7],
estimators of the parameters were derived by appealing to the Bühlmann–Straub credibility model (see
Credibility Theory). To do this, it is necessary to
divide the data by the run-off parameters.
Let

2
Xik ŷk

k=1
n−i+1


ŷk2




ŷj 



Zij =

Var[Zij |i ] = σ 2 (i )

Furthermore,


2



Xij yj 


n

 j =1

1



zi
− 1

n−i+1
n i=1 



2
 

y
j

j =1

(13)

E[Zij |i ] = β(i )
(9)

n−i+1


Xij
.
yj

Then

k=1



(12)
ŷj2

(14)
1
p i yj

(15)

and
Cov(Zij , Zik |i ) = 0, for j  = k.

(16)

This is the classical Bühlmann–Straub model, with
volume pi yj , and the estimation procedure for the
classical credibility model may be followed.
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Individual Claims Data

Other Applications of Credibility Theory

The approaches described above have used data
aggregated by accident year and delay year. In many
cases, data are available at the individual claim level,
and it should therefore be possible to formulate
a more detailed (and hopefully more informative)
model by considering individual rather than aggregate data. This is the approach taken by Norberg [9],
Sections 4–7. Sections 8–10 go on to construct models for aggregate data. Norberg assumes that data
are available on the number of claims, Nij , and the
individual claim sizes, {Yij k : k = 1, 2, . . . , Nij }, for
each accident year, i, and delay year, j . The basic
model assumptions are that, for each year, i, there
is a pair of unobservable random elements, (Ti , i ),
which are assumed to form an independent, identically distributed sequence representing the latent
general risk conditions each year. Ti acts on the number of claims, such that given Ti = τi , the number
of claims are mutually independent with Nij Poisson
distributed (see Discrete Parametric Distributions)
with parameter pi τi πj , where pi is a measure of the
exposure for accident year i, and πj is the probability
that a claim is reported in delay year j .
i acts on the individual claims that are assumed
to be mutually independently distributed, given i =
ψi , with a distribution that depends on the delay year.
The claim sizes and the numbers of claims are
assumed to be independent, as are quantities from
different accident years.
Assuming that the parameters (Ti , i ) are independent and identically distributed, credibility estimators are deduced, with the smoothing being applied
over the accident years (as in the section ‘Smoothing
Over Accident Years’).
Norberg [9] then considers a number of different
situations in Sections 4–7, and derives predictors of
the reserves, and parameter estimators in each case.
The situations considered cover different assumptions
for the ‘latent variables’ (Ti , i ), beginning with the
noncredibility case when they are nonrandom, and
working through to the case in which credibility
assumptions are applied to the distribution of the
number of claims.
Sections 8–10 revert to the case when aggregate
claims data are available, rather than considering
individual claim amounts.

De Vylder [1], Mack [7], and others, make the assumption that the accident years are similar. By
applying credibility theory, estimators are obtained
which smooth over the accident years. The form of
the credibility estimators are usually empirical linear
Bayes, although it is often not made explicit that this
is the approach being used. Alternative approaches
would be to apply Bayesian, or empirical Bayesian,
estimation methods (see Bayesian Claims Reserving
or [10]), or methods based on the Kalman filter (see
Kalman Filter, Reserving Methods). Generalized
additive models are an extension of generalized
linear models to allow for nonparametric smoothing,
such as cubic smoothing splines, to be applied. This
provides another method to smooth over the accident
years, and is described in more detail in [11].
A different problem is addressed by Hesselager [5]. This is the situation in which there are
a number of separate triangles that may be similar. Thus, credibility theory can be used to share
information between triangles; instead of the estimation being carried out separately, a hierarchical
model is applied, which applies an extra level above
the triangles. The full model used by Hesselager has
many features but it is not useful to go into detail
in this article. However, the distinctive feature is
that a set of claim types are considered, indexed by
h, h = 1, 2, . . . , H . An example is given for a portfolio of householders’ policies, with the claim types
being fire, water damage, windstorm, glass damage,
dry rot and ‘other claims’. Corresponding to each
claim type is a random risk parameter, h , and it
is assumed that all quantities relating to different
types of claims are stochastically independent, and
that h , h = 1, 2, . . . , H are identically distributed
(the usual credibility assumptions). In fact, Hesselager also assumes that credibility-based sharing of
information between accident years (as described in
the section ‘Smoothing Over Accident Years’) should
also be included in the model. However, it is the use
of credibility theory to share information between different claim types – different triangles – that is the
novel idea in this paper as far as this discussion of
credibility theory is concerned. Hesselager points out
that the same method could be applied to triangles of
data from different companies rather than different
types of claim.
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The section ‘Smoothing Over Accident Years’
concentrated on methods which are related to the
chain-ladder technique, but the essential part of this
is that there is an unknown random parameter for
each accident year to which a credibility model may
be applied. Thus, the same methods can also be
applied to other parametric (or even nonparametric
models such as those discussed by England and
Verrall [2]), so long as the credibility assumptions
can be applied over the accident years. In general
terms, the credibility model has the form whereby
the first part has a row parameter and the rest models
the claims development. The credibility assumptions
are then applied to the row parameter, and the runoff is estimated in a sensible way. For example, the
Hoerl curve has some popularity for reserving, and it
could be expressed as
E[Xij |i ] = β(i )j βi eγi j .

(17)

England and Verrall [3] and the references therein
have more details of this model. It can be seen that
the credibility model can still be applied to β(i ),
and the run-off, modeled by j βi eγi j estimated using,
for example, by maximum likelihood.
Finally, credibility theory has been applied to runoff triangles in order to allow random variations in
the run-off pattern. This is covered by Hesselager and
Witting [5] and Neuhaus [8], which builds directly
on Norberg [9]. In particular, Neuhaus changes the
assumptions of Norberg so that the parameters πj
are replaced by random variables, j , in the distribution of the number of claims. Thus, conditional on Ti = τi and i = πi , Nij is Poisson distributed with parameter pi τi πj . This means that the
parameters ( i1 , i2 , . . . , in ; i )are assumed to be
independently, identically distributed, where ij =
Ti j .
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Cohort
A cohort is a group of subjects, identified by a
common characteristic, which is studied over a period
of time with respect to an outcome – event of interest.
The defining characteristic is often year of birth.
The event of interest may be death or disease onset
or generally any event that possesses a well-defined
intensity of occurrence.
In actuarial science, purchase of a life or medical
insurance policy may play the role of defining characteristic – death or insurance claim is the event of
interest in this case. On the other hand, marketing
of insurance products may require a study of birth
cohorts with respect to purchasing life or medical
insurance. Here, obviously the purchase is the event
of interest.
The word ‘cohort’ comes from Latin cohors,
denoting a group of warriors in the ancient Roman
armies, more exactly the tenth part of a legion. Its
current meaning can be traced to the thirties when
Frost [6] introduced the term ‘cohort’ to describe a
group of people sharing the same demographic characteristic – being born in the same period of time (see
also [2]). Frost studied age and sex-specific tuberculosis death rates and compared the disease experience
of people born in different decades (belonging to
different birth cohorts). He found a decreasing risk
of contracting disease in successive birth cohorts,
and a similar age distribution of tuberculosis in
the cohorts.
The term ‘cohort’ is mostly used by demographers,
social scientists, actuaries, and epidemiologists. For
example, in demography, we can encounter marriage
cohorts, whereas cohorts of immigrants according
to the year of immigration may be of interest for
sociologists. A large spectra of cohort defining characteristics (such as behavior, occupation, exposure)
are found in epidemiology. In epidemiological cohort
studies, the cohorts are followed-up to see if there are
any differences in occurrence of the disease (or other
event of interest) between the groups with different
levels of exposure or other factors. Cohort studies
are described in detail in many epidemiological textbooks [1, 3, 11].
Some authors distinguish the so-called static cohorts, who do not ‘recruit’ members during time, and
dynamic cohorts whose membership changes in time.
Social security planners may model risks of job loss

with the aim of predicting unemployment. Here, the
cohorts of employed/unemployed people may change
as subjects enter the workforce or lose jobs.
Dynamic cohorts of workers of a particular company may sometimes be of interest [3]. Besides epidemiological studies with the task of assessing risks
of diseases related to occupational exposure, the company management may be interested in forecasting
future liabilities that are determined by the future
number of cases of occupationally related diseases.
In such a situation, the low number of cases and mixing of occupational and nonoccupational risk factors
may require mathematical modeling of cohort mortality experience. One example is the number of lung
cancer deaths in a cohort of nuclear facility workers,
where either smoking or radiation exposure or both
may be responsible.
Often, subjects under consideration form a population that divides into several cohorts. One of the
tasks of the researcher is to assess the cohort effect,
that is, how a membership in a particular cohort influences the intensity of the event. Typically, the cohort
effect is caused by an influence that affects a particular cohort at the time of birth (e.g. nutrition factors
during pregnancy) or at a susceptible age (exposure
to a tobacco industry advertising campaign may influence people at susceptible ages to start smoking, later
leading to an increase lung cancer mortality of these
birth cohorts) [7]. The cohort effect may also express
a difference in habits (the US baby boomers tend
to purchase less life insurance policies than their
predecessors [4]). The cohort effect should become
relatively stable in time.
The cohort effect is contrasted with the effects of
age and period. An age effect occurs when the event
intensity varies with age regardless of the cohort
and calendar time period. Similarly, an influence that
causes a period effect acts, regardless of age (across
ages) and cohort, at some calendar time period. Usually, age accounts for the largest percent in variability
of event intensity. For a schematic picture of the age,
period and cohort effects see [11], p. 131.
One possible mathematical approach to modeling the above influences is the so-called age-periodcohort analysis. In particular, this technique is useful
for modeling vital statistics or other kinds of life
tables. Models for age-period-cohort analysis are
usually phrased as generalized linear models for the
rates, which form the life table. Thus, after a suitable transform (often logarithmic) the expected value

2

Cohort

E(Yij k ) of the rate Yij k may be expressed as a sum of
effects, for example
ln E(Yij k ) = µ + ai + pj + ck ,

(1)

where µ is the intercept and ai , pj and ck represent effects of different levels of ages, periods,
and cohorts, respectively. The well-known problem
associated with this analysis is the unidentifiability of all three effects within the frame of linear
methods, since cohort (birth year) and age determine the corresponding period (birth year + age), and
only one index k corresponds to each pair (i, j ).
Thus, if the terms ai , pj , ck are fixed effects, they
need to be reparameterized to achieve their identifiability. It is not possible to identify any linear
increase in ln E(Yij k ) with any single factor (age,
period, or cohort) but deviations from linearity are
identifiable. These deviations are measures of nonlinear curvature of ln E(Yij k ) as a function of age,
period, and cohort. They may be expressed as suitable linear combinations of parameters, for example,
second differences. For methodology of age-periodcohort analysis, see [7, 13].
Another possibility for modeling is to choose
either age-period approach or age-cohort approach,
and further parameterize the effects, obtaining for
example, polynomial expressions. Having assessed
the importance of all three kinds of effects, authors
often choose one of the two approaches for modeling trends, projecting rates, and forecasting future
number of events [12]. It is more common to use
the age-period approach but neglecting cohort effects
must be done with caution [4].
The amount of information gathered about cohort
members often allows utilizing other qualitative or
aggregate information on cohorts (like social or marital status, prevalence of a distinct symptom, or
smoking habits). Here, parametric modeling of event
intensity for the cohort starts being attractive. Usually
these models take age as their primary argument. The
parametric models of survival analysis may serve as
a reasonable modeling tool for cohort-specific intensities, for example, proportional hazards or accelerated
failure-time models.
When comparing two empirical cohort-specific
intensities, we may observe convergence or even
crossover with age, so that ‘the cohort that is disadvantaged at younger ages is less disadvantaged or
even advantaged at older ages’ [15]. This issue, studied largely in demography, is usually a consequence

of intra-cohort heterogeneity: although the intensity
for any single member of the cohort is increasing in
age (e.g. Weibull or Gompertz intensity), dying out
of susceptible or frail individuals is responsible for
a downward bow of the aggregated cohort intensity
in older ages. A frailty model can capture the key
features for the cohort, specifying the cohort’s heterogeneity in terms of a frailty distribution. The term
frailty was first introduced in [14]. The frailty distribution may be simple (gamma) or more complex, for
example cohorts may differ in the proportion of susceptible individuals as well as in the event intensity
for the susceptible.
In Figure 1 (taken from [5]) we see an example
of age and cohort effects. An increase in lung cancer
mortality for younger cohorts as well as a downward bow due to selection of less frail individuals
is evident.
A simple frailty model that has been used for
modeling mortalities is the gamma-Gompertz model.
For each individual of age a, the mortality µ(a, z)
is a product of an exponential in age and a gammadistributed frailty term z varying with individuals and
independent of age:
µ(a, z) = zB exp(θa),

(2)

where B and θ are positive constants. The frailty z
‘represents the joint effect of genetic, environmental,
and lifestyle characteristics that are relatively stable’ [9]. Thus, the random variable z represents the
cohort effect. Integrating out the frailty, the mortality m(a) of the whole cohort takes the form of a
logistic curve
m(a) =

D exp(θa)
,
1 + C exp(θa)

(3)

where D and C are some constants [8].
A generalized version of this model, the gammaMakeham model, with background mortality and
period-effect incorporation has been used in [9] for
explaining trends in the age pattern of mortality at
older ages.
In some situations, it is desirable to descend to
the individual level and construct models of the event
intensity for each member of the cohort. For example, the intensity of entering workforce again after
having lost a job is dependent on the subject’s history: length of being unemployed, previous number
of jobs, and so on. Here, the (aggregated or mean)
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Figure 1 Mortality from lung cancer in England and Wales by age (a) at different periods between 1936–40 and 1968
and (b) for different cohorts born between 1871 and 1896 (reproduced from [5]) or similarly

intensity in the cohort may not be tractable analytically. Nevertheless, it is possible to project the
intensity for every subject in time and estimate the
number of future events in the cohort by summing
over individuals. Typically, a time-dependent covariate (sometimes called a marker) is being repeatedly
measured in members of the cohort. For example, in
a cohort of companies, a risk of closedown may be
explained on the basis of economic indices published
every year. For a mathematical theory of markers,
see [10].
In actuarial science, modeling and analysis of
event intensities is a preliminary step, and the main
emphasis lies in forecasting future number of events
in a population or in particular cohorts. Age, period,
and cohort effects, each in a different way, affect
forward projections of event intensity. Thus, the forecasted future numbers of events may be erratic if an
important effect has been omitted in the model. On
the other hand, careful modeling of cohort effects or
cohort-specific intensity reduces the risk of adverse
change in mortality/morbidity experience or that of
increase in the costs of health care, more generally,
the C-2 risk.
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Preamble
If something can fail, it can often fail in one of
several ways and sometimes in more than one way
at a time. In the real world, the cause, mode, or type
of failure is usually just as important as the time to
failure. It is therefore remarkable that in most of the
published work to date in reliability and survival
analysis there is no mention of competing risks.
The situation hitherto might be referred to as a lost
cause.
The study of competing risks has a respectably
long history. The finger is usually pointed at Daniel
Bernoulli for his work in 1760 on attempting to
separate the risks of dying from smallpox and other
causes. Much of the subsequent work was in the areas
of demography and actuarial science. More recently,
from around the middle of the last century, the main
theoretical and statistical foundations began to be set
out, and the process continues.
In its basic form, the probabilistic aspect of competing risks comprises a bivariate distribution of
a cause C and a failure time T . Commonly, C
is discrete, taking just a few values, and T is a
positive, continuous random variable. So, the core
quantity is f (c, t), the joint probability function
of a mixed, discrete–continuous, distribution. However, there are many ways to approach this basic
structure, which, together with an increasing realization of its wide application, is what makes competing risks a fascinating and worthwhile subject of
study.
Books devoted to the subject include Crowder [7]
and David and Moeschberger [8]. Many other books
on survival analysis contain sections on competing risks: standard references include [4, 6, 14–16].
In addition, there is a wealth of published papers,
references to which can be found in the books
cited; particularly relevant are Elandt-Johnson [9]
and Gail [11].
In this review, some brief examples are given.
Their purpose is solely to illustrate the text in a simple
way, not to study realistic applications in depth. The
literature cited above abounds with the latter.

Failure Times and Causes
Let us start with a toy example just to make a point.
Suppose that one were confronted with some lifetime
data as illustrated below.
0- - - - xxxxx- - - - xxxx- - - - →time

Within the confines of standard survival analysis,
one would have to consider the unusual possibility
of a bimodal distribution. However, if one takes into
account the cause of failure, labelled 1 and 2 in the
second illustration, all becomes clear. It seems that if
failure 1 occurs, it occurs earlier on, and vice versa.
0- - - - 11111- - - - 2222- - - - →time

The general framework for competing risks comprises a pair of random variables:
C = cause, mode, or type of failure;
T = time to failure.
For statistical purposes, the values taken by C are
conveniently labelled as integers 1 to r, where r
will often be 2 or 3, or not much more. The lifetime variable, T , is usually continuous, though there
are important applications in which T is discrete.
To reflect this, T will be assumed to be continuous
throughout this article except in the section ‘Discrete
Failure Times’, in which the discrete case is exclusively addressed. In a broader context, where failure
is not a terminal event, T is interpreted as the time
to the first event of the type under consideration. In
place of clock time, the scale for T can be a measure
of exposure or wear, such as the accumulated running
time of a system over a given period.
Examples
1. Medicine: T = time to death from illness, C =
cause of death.
2. Reliability: T = cycles to breakdown of machine, C = source of problem.
3. Materials: T = breaking load of specimen, C =
type of break.
4. Association football: T = time to first goal, C =
how scored.
5. Cricket: T = batsman’s runs, C = how out.
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Basic Probability Functions

h(t) =



From Survival Analysis to Competing Risks
The main functions, and their relationships, in survival analysis are as follows:
Survivor function: F (t) = P (T > t)
Density function: f (t) = −dF (t)/dt
Hazard function: h(t) = f (t)/F
 t (t)
Basic identity: F (t) = exp{− 0 h(s) ds}

Note that the divisor in the last definition is not
F (c, t), as one might expect from the survival version. The reason for this is that the event is conditioned on survival to time t from all risks, not just
from risk c. It follows that the basic survival identity,
expressing F (t) in terms of h(t), is not duplicated for
F (c, t) in competing risks.
In some cases one or more risks can be ruled
out, for example, in reliability a system might be
immune to a particular type of failure by reason of its
special construction, and in medicine immunity can
be conferred by a treatment or by previous exposure.
In terms of subsurvivor functions, immunity of a
proportion qc to risk c can be expressed by
(1)

This identifies the associated subdistribution as defective, having nonzero probability mass at infinity.

Marginal and Conditional Distributions
Since we are dealing with a bivariate distribution,
various marginal and conditional distributions can
be examined. Some examples of the corresponding
probability functions are as follows:

c

pc = F (c, 0) = P (C = c);

The marginal distribution of T is given by F (t) or,
equivalently, by h(t). The integrated hazard function,
 t
H (t) =
h(s) ds = − log F (t)
(3)
is often useful in this context. For the marginal
distribution of C, pc is the proportion of individuals
who will succumb to failure type c at some time.

Subsurvivor functions: F (c, t) = P (C = c,
T > t)
Subdensity functions: f (c, t) = −dF (c, t)/dt
Subhazard functions: h(c, t) = f (c, t)/F (t)

1. Marginal distributions

F (t) =
F (c, t) = P (T > t);

(2)

0

The corresponding functions of competing risks are

F (c, ∞) = qc > 0

h(c, t).

c

2. Conditional distributions
P (T > t | C = c) =

F (c, t)
;
pc

P (C = c | T = t) =

f (c, t)
;
f (t)

P (C = c | T > t) =

F (c, t)
F (t)

.

(4)

The first conditional, F (c, t)/pc , determines the distribution of failure times among those individuals
who succumb to risk c. The other two functions here
give the proportion of type-c failures among individuals who fail at and after time t.

Statistical Models
Various models are used in survival analysis as a
means of interpreting structure such as differences
between groups and the effect of covariates. Versions
of some standard survival models applied to competing risks are now listed. In these, x denotes a
vector of explanatory variables, covariates, or design
indicators.
1. Proportional hazards
The standard specification in survival analysis for
this model is that h(t; x) = ψx h0 (t). Here, ψx is a
positive function of x such as exp(x T β), β denoting
a vector of regression coefficients; h0 (t) is a baseline
hazard function. The version for competing risks is
slightly different: it specifies that h(c, t)/ h(t) be
constant in t, which can be written as
h(c, t) = ψc h(t)

(5)

for comparison with the familiar form. The condition
implies that C and T are independent though, in
practice, this is often an unrealistic assumption.
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2. Accelerated life
This model and proportional hazards are probably the
most popular assumptions in reliability and survival
analysis. In terms of subsurvivor functions the specification is that
F (c, t; x) = F 0 (c, tψcx )

(6)

where F 0 is a baseline subsurvivor function. In effect,
the timescale is modified by multiplication by the
function ψcx . For example, the specification ψcx =
exp(x T βc ), with x T βc > 0, gives tψcx > t, that is,
time is speeded up; x T βc < 0 would cause time to
be slowed down.
3. Proportional odds
Odds ratios are often claimed to be more natural and
more easily interpreted than probabilities; one cannot
deny the evidence of their widespread acceptance in
gambling. The specification here is that


1 − F (c, t; x)
1 − F 0 (c, t)
= ψcx
(7)
F (c, t; x)
F 0 (c, t)
where F 0 is a baseline subsurvivor function and ψcx
is a positive function of x.
4. Mean residual life
Life expectancy at age t, otherwise known as the
mean residual life, is defined as m(t) = E(T −
t | T > t). In some areas of application, notably
medicine and insurance, this quantity is often preferred as an indicator of survival. The corresponding
survivor function, F (t), can be expressed in terms of
m(t) as

  t


m(t) −1
−1
F (t) =
exp −
m(s) ds
(8)
m(0)
0
thus, m(t) provides an alternative characterization of
the distribution. A typical specification for the mean
residual life in the context of competing risks is
m(c, t; x) = ψcx m0 (c, t)

Example The Pareto distribution is a standard
model for positive variates with long tails, that
is, with significant probability of large values. The
survivor and hazard functions have the forms

t −ν
ν
. (10)
F (t) = 1 +
and h(t) =
ξ
ξ +t
Note that the hazard function is monotone decreasing
in t, which is unusual in survival analysis and represents a system that ‘wears in’, becoming less prone
to failure as time goes on. Although unusual, the
distribution has at least one unexceptional derivation
in this context: it results from an assumption that failure times for individuals are exponentially distributed
with rates that vary across individuals according to
a gamma distribution. Possible competing risks versions are

t −νc
F (c, t) = pc F (t | c) = pc 1 +
ξc
pc νc
and
h(c, t) =
.
(11)
ξc + t
This model does not admit proportional hazards. In a
typical regression model, the scale parameter could be
specified as log ξc = xiT βc , where xi is the covariate
vector for the ith case and βc is a vector of regression
coefficients, and the shape parameter νc could be
specified as homogeneous over failure types.

Likelihood Functions
Suppose that data are available in the form of n
observations, {ci , ti : i = 1, . . . , n}. A convenient convention is to adopt the code ci = 0 for a case whose
failure time is right-censored at ti . Once a parametric
model has been adopted for the subsurvivor functions,
F (c, t), or for the subhazards, h(c, t), the likelihood
function can be written down:
f (ci , ti ) ×

L(θ) =

(9)

where ψcx is some positive function and m0 is a
baseline mean-residual-life function.

h(ci , ti ) ×

=
obs

F (ti )

(12)

all

denotes a product over the observed failures,
over those right-censored, and all over all
individuals. With a likelihood function, the usual
procedures of statistical inference become available,
obs
cns

We begin with an example of parametric modeling in
competing risks.

F (ti )
cns

obs

Parametric Models and Inference
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including maximum likelihood estimation, likelihood ratio tests (based on standard asymptotic methods), and ‘exact’ Bayesian inference, using modern
computational methods.

Goodness-of-fit
Various comparisons of the data with the fitted model
and its consequences can be made. Marginal and
conditional distributions are useful in this context.
A few examples of such comparisons follow.
1. The ti -values can be set against their assumed
marginal distribution in the form of f (t; θ̂) or
F (t; θ̂ ), θ̂ being the parameter estimate. For
instance, uniform residuals can be constructed
via the probability integral transform as ui =
F (ti ; θ̂). In their estimated form, these can be
subjected to a q –q plot against uniform quantiles; significant departure from a 45° straight line
would suggest inadequacy of the adopted model.
Equivalently, exponential residuals, H (ti , θ̂) =
− log ui , can be examined.
2. A conditional version of 1 can be employed: the
ti -values for a given c can be compared with the
conditional density f (c, t)/pc .
3. The other marginal, that of C, can also be put
to use by comparing the observed c-frequencies
with the estimates of the pc .
4. A conditional version of 3 is to compare cfrequencies over a given time span, (t1 , t2 ),
with the conditional probabilities {F (c, t1 ) −
F (c, t2 )}/{F (t1 ) − F (t2 )}.
Residuals other than those derived from the probability integral transform can be defined and many
examples can be found in the literature; in particular, the so-called martingale residuals have found
wide application in recent years; see [3, 12, 18, 20].
A different type of assessment is to fit an extended
parametric model and then apply a parametric test
of degeneracy to the one under primary consideration. For example, the exponential distribution, with
survivor function F (t; λ) = e−λt , can be extended to
ν
the Weibull distribution, with F (t; λ, ν) = e−λt , and
then a parametric test for ν = 1 can be applied.

Incomplete Observation
In practice, it is often the case that the data are
incomplete in some way. In the present context, this

can take the form of a missing component of the pair
(C, T ).
1. There may be uncertainty about C, for example,
the cause of failure can only be assigned to one
of several possibilities. In such a case, one can
replace f (c, t) by its sum, c f (c, t), over these
possible causes.
2. Uncertainty about T is not uncommon. For
example, the failure times may be interval censored: if t is only observed to fall between t1
and t2 , f (c, t) should be replaced by F (c, t1 ) −
F (c, t2 ).

Latent Lifetimes
A natural, and traditional, approach is to assign a
potential failure time to each risk: thus, a latent
lifetime, Tc , is associated with risk c. The r risk
processes are thought of as running in tandem and
the one that matures first becomes the fatal cause.
In consequence, T = min(Tc ) = TC . Note that, for
any individual case, only one of the Tc s is observed,
namely, the smallest; the rest are lost to view, rightcensored at time TC , in effect. It is not necessary to
assume that the r risk processes run independently
though that used to be the standard approach. More
recently, joint distributions for (T1 , . . . , Tr ) where
dependence is permitted have become the norm,
being regarded as usually more realistic in reflecting
a real situation.
One major reason for adopting the latent-lifetimes
approach is to assess the individual Tc s in isolation,
that is, as if the other risks were not present. This can
often be done if we adopt a parametric multivariate
model for the latent lifetimes, that is, if we specify a
parametric form for the joint survivor function
G(t1 , . . . , tr ) = P (T1 > t1 , . . . , Tr > tr ). (13)
From this, by algebraic manipulation, follow f (c, t),
h(c, t), etc. An implicit assumption here is that the
survivor function of Tc , when only risk c is in
operation (the other risks having been eliminated
somehow), is identical to the c-marginal in G(·).
A major disadvantage of this approach is that we
can emulate the resulting F (c, t) by different joint
models, including one with independent components,
the so-called independent-risks proxy model. If these
different joint models have different marginal distributions for Tc , as is usual, different conclusions will
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be obtained for Tc . Since only (C, T ) is observed,
rather than (T1 , . . . , Tr ), it is only the F (c, t) that are
identifiable by the data. This point was taken up by
Prentice et al. (1978) [17], who stressed that (C, T )
has real existence, in the sense of being observable,
whereas (T1 , . . . , Tr ) is just an artificial construction.
They maintained that the nonidentifiability problem
is simply caused by modeling this imaginary joint
distribution, which is not a sensible thing to do. However, one can also argue that latent failure times are
sometimes ‘real’ (imagine different disease processes
developing in a body); that identifiability is an asymptotic concept (Do we ever believe that our statistical
model is ‘true’?); and that there is sometimes a need
to extrapolate beyond what is immediately observable
(an activity that has proved fruitful in other spheres,
such as cosmology).
Example Gumbel [13] suggested three forms for a
bivariate exponential distribution, of which one has
joint survivor function
G(t) = exp(−λ1 t1 − λ2 t2 − νt1 t2 )

Discrete Failure Times
The timescale, T , is not always continuous. For
instance, a system may be subject to periodic shocks,
peak stresses, loads, or demands, and will only fail at
those times: the lifetime would then be counted as the
number of shocks until failure. Cycles of operation
provide another example, as do periodic inspections
at which equipment can be declared as ‘life-expired’.

Basic Probability Functions
Suppose that the possible failure times are 0 =
τ0 < τ1 < · · · < τm , where m or τm or both may
be infinite. Often, we can take τl = l, the times
being natural integers, but it is convenient to keep
a general notation for transition to the continuoustime case. The subsurvivor functions, subdensities,
and subhazards are defined as
F (c, τl ) = P (C = c, T > τl ),

(14)

f (c, τl ) = P (C = c, T = τl )

where λ1 > 0, λ2 > 0 and 0 < ν < λ1 λ2 . The resulting marginal distribution for T = min(T1 , T2 ) has
survivor function
F (t) = exp(−λ+ t − νt )
2

f (c, t) = (λc + νt)F (t), h(c, t) = λc + νt.

(16)

For this model, proportional hazards obtains if λ1 =
λ2 or ν = 0, the latter condition yielding independence of T1 and T2 . However, exactly the same
f (c, t) arise from an independent-risks proxy model
with

∗
Gc (tc ) = exp −λc tc − νtc2 /2
(c = 1, 2). (17)
Hence, there are the alternative marginals
Gc (t) = exp(−λc t)(original) and

G∗c (t) = exp −λc t − νt 2 /2 (proxy),

= F (c, τl−1 ) − F (c, τl ),
h(c, τl ) =

(15)

and the associated subdensity and subhazard functions are

(18)

which give different probability predictions for Tc ,
and no amount of competing risks data can discriminate between them.

5

f (c, τl )
F (c, τl−1 )

.

(19)

For the marginal distribution of T , we have
the survivor function F (τl ) = P (T > τl ), (discrete)
density f (τl ) = P (T = τl ), hazard function h(τl ) =
c h(c, τl ), and cumulative hazard function H (τl ) =
s≤τl h(s).
Example Consider the form F (c, t) = πc ρct for
t = 0, 1, 2, . . . , where 0 < πc < 1 and 0 < ρc < 1.
The marginal probabilities for C are pc = F (c, 0) =
πc , and the subdensities are f (c, t) = πc ρct−1 (1 −
ρc ), for t = 1, 2, . . .. Thus, the (discrete) T -density,
conditional on C = c, is of geometric form, ρct−1 (1 −
ρc ). It is easy to see that proportional hazards obtains
when the ρc are all equal, in which case C and T are
independent. A parametric regression version of this
model could be constructed by adopting logit forms
for both πc and ρc :

log

πc
1 − πc




= xiT βcπ and log

ρc
1 − ρc


= xiT βcρ .
(20)
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Estimation
A likelihood function can be constructed and
employed as described in the section ‘Likelihood
Functions’. Thus, parametric inference is relatively
straightforward. Nonparametric maximum likelihood estimation, in which a parametric form is not
assumed for the T -distribution, can be performed for
random samples. For this, we use the identities
l

f (c, τl ) = hcl F (τl−1 ) and F (τl ) =

(1 − hs ) (21)
s=0

where we have written hcl for h(c, τl ) and hs for
h(τs ). Then, after some algebraic reduction, the
likelihood function can be expressed as


m
hrclcl × (1 − hl )ql −rl

L=
l=1

(22)

c

where rcl is the number of cases observed to fail from
cause c at time τl , rl = c rcl , and ql is the number
of cases ‘at risk’ (of being observed to fail) at time τl .
The Kaplan–Meier estimates emerge, by maximizing
this likelihood function over the hcl , as ĥcl = rcl /ql .
Many of the applications in survival analysis
concern death, disaster, doom, and destruction. For
a change, the following example focuses upon less
weighty matters; all one needs to know about cricket
is that, as in rounders (or baseball), a small ball is
thrown at a batsman who attempts to hit it with
a wooden bat. He tries to hit it far enough away
from the opposing team members to give him time
to run round one or more laid-out circuits before
they retrieve it. The number of circuits completed
before he ‘gets out’ (i.e. ‘fails’) comprises his score
in ‘runs’; he may ‘get out’ in one of several ways,
hence the competing risks angle.
Example: Cricket Alan Kimber played cricket for
Guildford, over the years 1981–1993. When not
thus engaged, he fitted in academic work at Surrey
University. His batting data may be found in [7,
Section 6.2]. The pair of random variables in this case
are
T = number of runs scored,

One aspect of interest concerns a possible increase in
the hazard early on in the batsman’s ‘innings’ (his
time wielding the bat), before he has got his ‘eye in’,
and later on when his score is approaching a century,
a phenomenon dubbed the ‘nervous nineties’. Fitting
a model in which h(c, t) takes one value for 10 <
t < 90 and another for t ≤ 10 and 90 ≤ t ≤ 100
reveals that Kimber does not appear to suffer from
such anxieties. Details may be found in the reference
cited.

C = how out;

T provides an observable measure of wear and tear on
the batsman and C takes values 0 (‘not out’ by close
of play), and 1 to 5 for various modes of ‘getting out’.

Hazard-based Methods: Non- and
Semiparametric Methods
Parametric models for subhazards can be adopted
directly, but care is needed as there can be unintended consequences (e.g. [7], Section 6.2). More
commonly, hazard modeling is used for nonparametric and semiparametric estimation.

Random Samples
The product limit, or Kaplan–Meier, estimates for the
continuous-time case have the same form as those for
discrete times except that the τl are replaced by the
observed failure times, ti .

Semiparametric Approach
Cox (1972) [5] introduced the proportional hazards
model together with a method of estimation based on
partial likelihood. The competing-risks version of the
model specifies the subhazards as
h(c, t; x) = ψc (x; β)h0 (c, t)

(23)

here, ψc (x; β) is a positive function of the covariate
x, β is a parameter vector, and h0 (c, t) is a baseline
subhazard function. A common choice for ψc (x; β)
is exp(x T βc ), with β = (β1 , . . . , βr ). Note that there
is an important difference between this specification
of proportional hazards and the one defined in the
section ‘Statistical Models’ under ‘Proportional hazards’. There, h(c, t) was expressed as a product of
two factors, one depending solely on c and the other
solely on t. Here, the effects of c and t are not thus
separated, though one could achieve this by superimposing the further condition that h0 (c, t) = φc h0 (t).
For inference, the partial likelihood is constructed
as follows. First, the risk set Rj is defined as the
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set of individuals available to be recorded as failing
at time tj ; thus, Rj comprises those individuals still
surviving and still under observation (not lost to view
for any reason) at time tj . It is now argued that, given
a failure of type cj at time tj , the probability that it
is individual ij among Rj who fails is
h(cj , tj ; xij )
ψcj (xij ; β)
= 
.

h(cj , tj ; xi )
ψcj (xi ; β)
i∈Rj

(24)

i∈Rj

The partial likelihood function is then defined as








 ψ (x ; β) 
cj ij
P (β) =
.
(25)



ψcj (xi ; β) 
j 




i∈Rj

It can be shown that P (β) has asymptotic properties
similar to those of a standard likelihood function
and so can be employed in an analogous fashion for
inference.

Martingale Counting Processes
The application of certain stochastic process theory
has made a large impact on survival analysis following Aalen [1].
Considering first a single failure time, T , a
counting process, N (t) = I {T ≤ t}, is associated
with it; here, I {·} denotes the indicator function.
Thus, until failure, N (t) takes the value 0, and, for
t ≥ T , N (t) takes the value 1. So, N (t) has an
increment, or jump, dN (t) = 1 at time T ; for all other
values of t, dN (t) = 0. If Ht− denotes the history
of the process up to the instant just before time t,
we have
E{dN (t) | Ht− } = P {T ∈ [t, t + dt) | Ht− }
= Y (t)h(t) dt

(26)

where h(·) is the hazard function of T and Y (t) is
an indicator of whether the individual is still ‘at risk’
(i.e. surviving and under observation) at time t. The
process {Y (t)h(t)} is called the intensity process of
N and the integrated intensity function is
 t
Y (s)h(s) ds.
(27)
(t) =
0
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The basis of the theory is that we can identify
N (t) − (t) as a martingale with respect to Ht ,
because
E{dN (t) | Ht− } = d (t);

(28)

(t) is the compensator of N (t).
For competing risks we need to have an rvariate counting process, {N1 (t), . . . , Nr (t)}, with
Nc (t) associated with risk  c. The corresponding
t
compensators are (c, t) = 0 Y (s)h(c, s) ds, where
the h(c, t) are the subhazards.
Likelihood functions, and other estimating and test
functions, can be expressed in this notation, which
facilitates the calculation of asymptotic properties for
inference. Details may be found in [2, 10].

Actuarial Terminology
Survival analysis and competing risks have a long
history in actuarial science, though under other names
and notations. For a historical perspective, see [19].
Throughout the present article, the more modern
statistical terms and symbols have been used. It will
be useful to note here some corresponding points
between the older and newer terminology but an
examination of the considerable amount of older
notation will be omitted.
In the older terminology, survival analysis is
usually referred to as the ‘analysis of mortality’,
essentially the study of life tables (which might, more
accurately, be called death tables). The calculations
are traditionally made in terms of number of deaths
in a given cohort rather than rates or proportions.
The term ‘exposed to risk’ is used to describe the
individuals in the risk set, and the hazard function
is referred to as the ‘force of mortality’ or the
‘mortality intensity’ or the ‘age-specific death rate’.
Competing risks was originally known as ‘multiple decrements’: decrements are losses of individuals
from the risk set, for whatever reason, and ‘multiple’
refers to the operation of more than one cause. In
this terminology, ‘single decrements’ are removals
due to a specific cause; ‘selective decrements’ refers
to dependence between risks, for example, in an
employment register, the mortality among those still
at work might be lower than that among those censored, since the latter group includes those who have
retired from work on the grounds of ill health. The
subhazards are now the ‘cause-specific forces of mortality’ and their sum is the ‘total force of mortality’.

8
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The hazard-based approach has a long history in
actuarial science. In the older terminology, ‘crude
risks’ or ‘dependent probabilities’ refers to the hazards acting in the presence of all the causes, that is,
as observed in the real situation; ‘net risks’ or ‘independent probabilities’ refers to the hazards acting in
isolation, that is, when the other causes are absent.
It was generally accepted that one used the crude
risks (as observed in the data) to estimate the net
risks. To this end, various assumptions were made
to overcome the identifiability problem described in
the section ‘Latent Lifetimes’. Typical examples are
the assumption of independent risks, the Makeham
assumption (or ‘the identity of forces of mortality’),
Chiang’s conditions, and Kimball’s conditions ([7],
Section 6.3.3).
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MARTIN CROWDER

Continuous Multivariate
Distributions

inferential procedures for the parameters underlying
these models. Reference [32] provides an encyclopedic treatment of developments on various continuous
multivariate distributions and their properties, characteristics, and applications. In this article, we present
a concise review of significant developments on continuous multivariate distributions.

Definitions and Notations
We shall denote the k-dimensional continuous
random vector by X = (X1 , . . . , Xk )T , and its
probability density function by pX (x)and cumulative
distribution function by FX (x) = Pr{ ki=1 (Xi ≤ xi )}.
We shall denote the moment generating function
T
of X by MX (t) = E{et X }, the cumulant generating
function of X by KX (t) = log MX (t), and the
T
characteristic function of X by ϕX (t) = E{eit X }.
Next, we shall denote
 the rth mixed raw moment of
X by µr (X) = E{ ki=1 Xiri }, which is the coefficient
k
ri
of
X (t), the rth mixed central
i=1 (ti /ri !) in M
moment by µr (X) = E{ ki=1 [Xi − E(Xi )]ri }, and the
rth
mixed cumulant by κr (X), which is the coefficient
of ki=1 (tiri /ri !) in KX (t). For simplicity in notation,
we shall also use E(X) to denote the mean vector of
X, Var(X) to denote the variance–covariance matrix
of X,
Cov(Xi , Xj ) = E(Xi Xj ) − E(Xi )E(Xj )

Cov(Xi , Xj )
{Var(Xi )Var(Xj )}1/2

Using binomial expansions, we can readily obtain the
following relationships:
µr (X) =

(2)

r1


···

1 =0

1 +···+k

(−1)

k =0

 
 
r1
rk
···
1
k
(3)

and
µr (X)

=

r1


···

1 =0

rk  

r1
k =0

1

 
rk
···
k

× {E(X1 )}1 · · · {E(Xk )}k µr− (X).

(4)

By denoting µr1 ,...,rj ,0,...,0 by µr1 ,...,rj and κr1 ,...,rj ,0,...,0
by κr1 ,...,rj , Smith [188] established the following two
relationships for computational convenience:
µr1 ,...,rj +1

to denote the correlation coefficient between Xi and
Xj .

=

r1


···

1 =0

rj
rj +1 −1


j =0 j +1 =0

   

r1
rj
rj +1 − 1
×
···
j +1
1
j

Introduction
The past four decades have seen a phenomenal
amount of activity on theory, methods, and applications of continuous multivariate distributions. Significant developments have been made with regard
to nonnormal distributions since much of the early
work in the literature focused only on bivariate and
multivariate normal distributions. Several interesting
applications of continuous multivariate distributions
have also been discussed in the statistical and applied
literatures. The availability of powerful computers
and sophisticated software packages have certainly
facilitated in the modeling of continuous multivariate distributions to data and in developing efficient

rk


× {E(X1 )}1 · · · {E(Xk )}k µr− (X)

(1)

to denote the covariance of Xi and Xj , and
Corr(Xi , Xj ) =

Relationships between Moments

× κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1

(5)

and
κr1 ,...,rj +1 =

r1

1 =0

···

rj
rj +1 −1


j =0 j +1 =0

 
 

r1
rj
rj +1 − 1
×
···
j +1
1
j
× µr1 −1 ,...,rj +1 −j +1 µ∗
1 ,...,j +1 ,

(6)

where µ∗
 denotes the th mixed raw moment of a distribution with cumulant generating function −KX (t).
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Along similar lines, [32] established the following
two relationships:
r1


µr1 ,...,rj +1 =

···

1 =0

rj
rj +1 −1  

 r1
j =0 j +1 =0

1

 
rj
···
j



rj +1 − 1 
κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1
×
j +1

− E {Xj +1 }µ1 ,...,j ,j +1 −1

κr1 ,...,rj +1 =


1 ,1 =0

···

rj


(7)

rj +1 −1



j ,j =0 j +1 ,j +1 =0

 

r1
rj
·
·
·
1 , 1 , r1 − 1 − 1
j , j , rj − j − j


rj +1 − 1
×
j +1 , j +1 , rj +1 − 1 − j +1 − j +1
×

× µr1 −1 −1 ,...,rj +1 −j +1 −j +1

µ∗
1 ,...,j +1

j +1



(µi +

1

p(x1 , x2 ; ρ) =

× exp −


µ∗i )i

2π 1 − ρ 2


1
2
2
−
2ρx
x
+
x
)
,
(x
1 2
2
2(1 − ρ 2 ) 1
x2 < ∞,

(10)

which is termed the standard bivariate normal density function. When ρ = 0 and σ1 = σ2 in (9), the
density is called the circular normal density function, while the case ρ = 0 and σ1  = σ2 is called the
elliptical normal density function.
The standard trivariate normal density function of
X = (X1 , X2 , X3 )T is
pX (x1 , x2 , x3 ) =

1
(2π)3/2

√




3
3 

 1
Aij xi xj ,
× exp −

 2
i=1 j =1

Bivariate and Trivariate Normal
Distributions
As mentioned before, early work on continuous multivariate distributions focused on bivariate and multivariate normal distributions; see, for example, [1,
45, 86, 87, 104, 157, 158]. Anderson [12] provided
a broad account on the history of bivariate normal
distribution.

1

− ∞ < x1 ,

(8)

where µr1 ,...,rj denotes µr1 ,...,rj ,0,...,0 , I {·} denotes
n

the indicator function, , ,n−−
 = n!/(! !(n − 
r

− )!), and , =0 denotes the summation over all
nonnegative integers  and  such that 0 ≤  +  ≤
r.
All these relationships can be used to obtain
one set of moments (or cumulants) from another
set.

1
2(1 − ρ 2 )

This bivariate normal distribution is also sometimes referred to as the bivariate Gaussian, bivariate
Laplace–Gauss or Bravais distribution.
In (9), it can be shown that E(Xj ) = ξj , Var(Xj ) =
σj2 (for j = 1, 2) and Corr(X1 , X2 ) = ρ. In the special case when ξ1 = ξ2 = 0 and σ1 = σ2 = 1, (9)
reduces to

i=1

+ µj +1 I {r1 = · · · = rj = 0, rj +1 = 1},

−

exp

2πσ1 σ2 1 −





x 1 − ξ1 2
x 2 − ξ2
x 1 − ξ1
×
− 2ρ
σ1
σ1
σ2



x 2 − ξ2 2
(9)
, −∞ < x1 , x2 < ∞.
+
σ2
ρ2

and
r1


p(x1 , x2 ; ξ1 , ξ2 , σ1 , σ2 , ρ) =

− ∞ < x1 , x2 , x3 < ∞,

(11)

where
A11 =

2
1 − ρ23
,


A22 =

2
1 − ρ13
,


2
1 − ρ12
ρ12 ρ23 − ρ12
, A12 = A21 =
,


ρ12 ρ23 − ρ13
= A31 =
,


Definitions

A33 =

The pdf of the bivariate normal random vector X =
(X1 , X2 )T is

A13
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A23 = A32 =

ρ12 ρ13 − ρ23
,


2
2
2
 = 1 − ρ23
− ρ13
− ρ12
+ 2ρ23 ρ13 ρ12 ,

joint moment generating function is
(12)

and ρ23 , ρ13 , ρ12 are the correlation coefficients
between (X2 , X3 ), (X1 , X3 ), and (X1 , X2 ), respectively. Once again, if all the correlations are zero and
all the variances are equal, the distribution is called
the trivariate spherical normal distribution, while the
case in which all the correlations are zero and all the
variances are unequal is called the ellipsoidal normal
distribution.

Moments and Properties
By noting that the standard bivariate normal pdf
in (10) can be written as


1
x2 − ρx1
p(x1 , x2 ; ρ) =
φ(x1 ), (13)
φ
1 − ρ2
1 − ρ2
√
2
where φ(x) = e−x /2 / 2π is the univariate standard
normal density function, we readily have the conditional distribution of X2 , given X1 = x1 , to be normal
with mean ρx1 and variance 1 − ρ 2 ; similarly, the
conditional distribution of X1 , given X2 = x2 , is normal with mean ρx2 and variance 1 − ρ 2 . In fact,
Bildikar and Patil [39] have shown that among bivariate exponential-type distributions X = (X1 , X2 )T has
a bivariate normal distribution iff the regression of
one variable on the other is linear and the marginal
distribution of one variable is normal.
For the standard trivariate normal distribution
in (11), the regression of any variable on the other
two is linear with constant variance. For example,
the conditional distribution of X3 , given X1 = x1 and
X2 = x2 , is normal with mean ρ13.2 x1 + ρ23.1 x2 and
2
variance 1 − R3.12
, where, for example, ρ13.2 is the
partial correlation between X1 and X3 , given X2 , and
2
is the multiple correlation of X3 on X1 and X2 .
R3.12
Similarly, the joint distribution of (X1 , X2 )T , given
X3 = x3 , is bivariate normal with means ρ13 x3 and
2
2
and 1 − ρ23
, and correlation
ρ23 x3 , variances 1 − ρ13
coefficient ρ12.3 .
For the bivariate normal distribution, zero correlation implies independence of X1 and X2 , which is not
true in general, of course. Further, from the standard
bivariate normal pdf in (10), it can be shown that the

MX1 ,X2 (t1 , t2 ) = E(et1 X1 +t2 X2 )


1 2
2
= exp − (t1 + 2ρt1 t2 + t2 ) (14)
2
from which all the moments can be readily derived.
A recurrence relation for product moments has also
been given by Kendall and Stuart [121]. In this
case, the orthant probability Pr(X1 > 0, X2 > 0) was
shown to be (1/2π) sin−1 ρ + 1/4 by Sheppard [177,
178]; see also [119, 120] for formulas for some
incomplete moments in the case of bivariate as well
as trivariate normal distributions.

Approximations of Integrals and Tables
With F (x1 , x2 ; ρ) denoting the joint cdf of the
standard bivariate normal distribution, Sibuya [183]
and Sungur [200] noted the property that
dF (x1 , x2 ; ρ)
= p(x1 , x2 ; ρ).
dρ

(15)

Instead of the cdf F (x1 , x2 ; ρ), often the quantity
L(h, k; ρ) = Pr(X1 > h, X2 > k)

 ∞ ∞
1
1
exp −
=
2
2(1
−
ρ2)
k
2π 1 − ρ h

× (x12 −2ρx1 x2 + x22 ) dx2 dx1
(16)
is tabulated. As mentioned above, it is known
that L(0, 0; ρ) = (1/2π) sin−1 ρ + 1/4. The function
L(h, k; ) is related to joint cdf F (h, k; ρ) as follows:
F (h, k; ρ) = 1 − L(h, −∞; ρ) − L(−∞, k; ρ)
+ L(h, k; ρ).

(17)

An extensive set of tables of L(h, k; ρ) were
published by Karl Pearson [159] and The National
Bureau of Standards
√ [147]; tables for the special
cases when ρ = 1/ 2 and ρ = 1/3 were presented
by Dunnett [72] and Dunnett and Lamm [74],
respectively. For the purpose of reducing the amount
of tabulation of L(h, k; ρ) involving three arguments,
Zelen and Severo [222] pointed out that L(h, k; ρ)
can be evaluated from a table with k = 0 by means
of the formula
L(h, k; ρ) = L(h, 0; ρ(h, k)) + L(k, 0; ρ(k, h))
− 12 (1 − δhk ),

(18)
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to be the best ones for use. While some approximations for the function L(h, k; ρ) have been discussed in [6, 70, 71, 129, 140], Daley [63] and Young
and Minder [221] proposed numerical integration
methods.

where
(ρh − k)f (h)

ρ(h, k) =

f (h) =

h2 − 2ρhk + k 2
1
−1

,

if h > 0
if h < 0,

Characterizations

and


δhk =

0
1

if sign(h) sign(k) = 1
otherwise.

Another function that has been evaluated rather
extensively in the tables of The National Bureau of
Standards [147] is V (h, λh), where
 kx1 / h
 h
φ(x1 )
φ(x2 ) dx2 dx1 .
(19)
V (h, k) =
0

0

This function is related to the function L(h, k; ρ)
in (18) as follows:


k − ρh
L(h, k; ρ) = V h,
1 − ρ2


1
k − ρh
+ 1 − { (h) + (k)}
+ V k,
2
2
1−ρ
−

cos−1 ρ
,
2π

(20)

where (x) is the univariate standard normal cdf.
Owen [153] discussed the evaluation of a closely
related function
 ∞
 ∞
1
φ(x1 )
φ(x2 ) dx2 dx1
T (h, λ) =
2π h
λx1


∞


1  −1
tan λ −
=
cj λ2j +1 , (21)

2π 
j =0

where


j

(−1)j
(h2 /2)
−h2 /2
1−e
.
cj =
2j + 1
!
=0
Elaborate tables of this function have been constructed by Owen [154], Owen and Wiesen [155],
and Smirnov and Bol’shev [187].
Upon comparing different methods of computing
the standard bivariate normal cdf, Amos [10] and
Sowden and Ashford [194] concluded (20) and (21)

Brucker [47] presented the conditions
d N (a + bx , g)
X1 | (X2 = x2 ) =
2

and

d N (c + dx , h)
X2 | (X1 = x1 ) =
1

(22)

for all x1 , x2 ∈ , where a, b, c, d, g (>0) and
h > 0 are all real numbers, as sufficient conditions for the bivariate normality of (X1 , X2 )T . Fraser
and Streit [81] relaxed the first condition a little.
Hamedani [101] presented 18 different characterizations of the bivariate normal distribution. Ahsanullah
and Wesolowski [2] established a characterization of
bivariate normal by normality of the distribution of
X2 |X1 (with linear conditional mean and nonrandom conditional variance) and the conditional mean
of X1 |X2 being linear. Kagan and Wesolowski [118]
showed that if U and V are linear functions of a pair
of independent random variables X1 and X2 , then the
conditional normality of U |V implies the normality
of both X1 and X2 . The fact that X1 |(X2 = x2 ) and
X2 |(X1 = x1 ) are both distributed as normal (for all
x1 and x2 ) does not characterize a bivariate normal
distribution has been illustrated with examples in [38,
101, 198]; for a detailed account of all bivariate distributions that arise under this conditional specification,
one may refer to [22].

Order Statistics
Let X = (X1 , X2 )T have the bivariate normal pdf
in (9), and let X(1) = min(X1 , X2 ) and X(2) =
max(X1 , X2 ) be the order statistics. Then, Cain [48]
derived the pdf and mgf of X(1) and showed, in
particular, that




ξ 2 − ξ1
ξ 1 − ξ2
+ ξ2
E(X(1) ) = ξ1
δ
δ


ξ2 − ξ1
− δφ
,
(23)
δ

where δ = σ22 − 2ρσ1 σ2 + σ12 . Cain and Pan [49]
derived a recurrence relation for moments of X(1) . For
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the standard bivariate normal case, Nagaraja [146]
earlier discussed the distribution of a1 X(1) + a2 X(2) ,
where a1 and a2 are real constants.
Suppose now (X1i , X2i )T , i = 1, . . . , n, is a random sample from the bivariate normal pdf in (9), and
that the sample is ordered by the X1 -values. Then,
the X2 -value associated with the rth order statistic of
X1 (denoted by X1(r) ) is called the concomitant of
the rth order statistic and is denoted by X2[r] . Then,
from the underlying linear regression model, we can
express


X1(r) − ξ1
+ ε[r] ,
X2[r] = ξ2 + ρσ2
σ1
r = 1, . . . , n,

(24)

where ε[r] denotes the εi that is associated with
X1(r) . Exploiting the independence of X1(r) and
ε[r] , moments and properties of concomitants of
order statistics can be studied; see, for example, [64,
214]. Balakrishnan [28] and Song and Deddens [193]
studied the concomitants of order statistics arising
from ordering a linear combination Si = aX1i + bX2i
(for i = 1, 2, . . . , n), where a and b are nonzero
constants.

Trivariate Normal Integral and Tables

Mukherjea and Stephens [144] and Sungur [200]
have discussed various properties of the trivariate
normal distribution. By specifying all the univariate
conditional density functions (conditioned on one as
well as both other variables) to be normal, Arnold,
Castillo and Sarabia [21] have derived a general
trivariate family of distributions, which includes
the trivariate normal as a special case (when the
coefficient of x1 x2 x3 in the exponent is 0).

Truncated Forms
Consider the standard bivariate normal pdf in (10)
and assume that we select only values for which X1
exceeds h. Then, the distribution resulting from such
a single truncation has pdf
ph (x1 , x2 ; ρ) =

exp −

1
2π 1 −

ρ 2 {1

−

(h)}


1
2
2
(x − 2ρx1 x2 + x2 ) ,
2(1 − ρ 2 ) 1

x1 > h, −∞ < x2 < ∞.

(27)

Using now the fact that the conditional distribution
of X2 , given X1 = x1 , is normal with mean ρx1 and
variance 1 − ρ 2 , we readily get
E(X2 ) = E{E(X2 |X1 )} = ρE(X1 ), (28)

Let us consider the standard trivariate normal pdf
in (11) with correlations ρ12 , ρ13 , and ρ23 . Let
F (h1 , h2 , h3 ; ρ23 , ρ13 , ρ12 ) denote the joint cdf of
X = (X1 , X2 , X3 )T , and
L(h1 , h2 , h3 ; ρ23 , ρ13 , ρ12 ) =
Pr(X1 > h1 , X2 > h2 , X3 > h3 ).

5

Var(X2 ) = E(X22 ) − {E(X2 )}2
= ρ 2 Var(X1 ) + 1 − ρ 2 ,
Cov(X1 , X2 ) = ρVar(X1 )
and

(25)

It may then be observed that F (0, 0, 0; ρ23 , ρ13 ,
ρ12 ) = L(0, 0, 0; ρ23 , ρ13 , ρ12 ), and that F (0, 0, 0;
ρ, ρ, ρ) = 1/2 − 3/4π cos−1 ρ. This value as well as
F (h, h, h; ρ, ρ, ρ) have been tabulated by [171, 192,
196, 208]. Steck has in fact expressed the trivariate
cdf F in terms of the function


1
b
−1
S(h, a, b) =
tan
√
4π
1 + a 2 + a 2 b2
+ Pr(0 < Z1 < Z2
+ bZ3 , 0 < Z2 < h, Z3 > aZ2 ), (26)
where Z1 , Z2 , and Z3 are independent standard
normal variables, and provided extensive tables of
this function.

(29)
(30)


−1/2
1 − ρ2
.
Corr(X1 , X2 ) = ρ ρ 2 +
Var(X1 )

(31)

Since Var(X1 ) ≤ 1, we get |Corr(X1 , X2 )| ≤ ρ meaning that the correlation in the truncated population is
no more than in the original population, as observed
by Aitkin [4]. Furthermore, while the regression of
X2 on X1 is linear, the regression of X1 on X2 is
nonlinear and is
E(X1 |X2 = x2 ) =


h − ρx2
φ
1 − ρ2


ρx2 +
h − ρx2
1−
1 − ρ2

1 − ρ2.

(32)
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Chou and Owen [55] derived the joint mgf, the joint
cumulant generating function and explicit expressions
for the cumulants in this case. More general truncation scenarios have been discussed in [131, 167,
176].
Arnold et al. [17] considered sampling from the
bivariate normal distribution in (9) when X2 is
restricted to be in the interval a < X2 < b and that
X1 -value is available only for untruncated X2 -values.
When β = ((b − ξ2 )/σ2 ) → ∞, this case coincides
with the case considered by Chou and Owen [55],
while the case α = ((a − ξ2 )/σ2 ) = 0 and β → ∞
gives rise to Azzalini’s [24] skew-normal distribution
for the marginal distribution of X1 . Arnold et al. [17]
have discussed the estimation of parameters in this
setting.
Since the conditional joint distribution of
(X2 , X3 )T , given X1 , in the trivariate normal case is
bivariate normal, if truncation is applied on X1 (selection only of X1 ≥ h), arguments similar to those in
the bivariate case above will readily yield expressions for the moments. Tallis [206] discussed elliptical truncation of the form a1 < (1/1 − ρ 2 )(X12 −
2ρX1 X2 + X22 ) < a2 and discussed the choice of a1
and a2 for which the variance–covariance matrix of
the truncated distribution is the same as that of the
original distribution.

Related Distributions

2

πσ1 σ2 1 − ρ 2
  2  2 
x2 
x1





+

σ1
σ2 
× exp −


2(1 − ρ 2 )








× cosh

− ∞ < x1 , x2 < ∞,

ρx1 x2
σ1 σ2 1 − ρ 2

(34)

where a, b > 0, c ≥ 0 and K(c) is the normalizing
constant. The marginal pdfs of X1 and X2 turn out to
be

a
1
2
e−ax1 /2
K(c)

2π 1 + acx 2
1

b
1
2
and K(c)

e−bx2 /2 .
(35)
2π 1 + bcx 2
2

Note that, except when c = 0, these densities are not
normal densities.
The density function of the bivariate skew-normal
distribution, discussed in [26], is
f (x1 , x2 ) = 2p(x1 , x2 ; ω) (λ1 x1 + λ2 x2 ),

Mixtures of bivariate normal distributions have been
discussed in [5, 53, 65].
By starting with the bivariate normal pdf in (9)
when ξ1 = ξ2 = 0 and taking absolute values of X1
and X2 , we obtain the bivariate half normal pdf
f (x1 , x2 ) =

corresponding to the distribution of the absolute value
of a normal variable with mean |ρ|X1 and variance
1 − ρ2.
Sarabia [173] discussed the bivariate normal distribution with centered normal conditionals with joint
pdf
√
ab
f (x1 , x2 ) = K(c)
2π


1
× exp − (ax12 + bx22 + abcx12 x22 ) ,
2

(36)

where p(x1 , x2 ; ω) is the standard bivariate normal
density function in (10) with correlation coefficient
ω, (·) denotes the standard normal cdf, and
δ1 − δ2 ω
λ1 = 
(1 − ω2 )(1 − ω2 − δ12 − δ22 + 2δ1 δ2 ω)
(37)
and
δ2 − δ1 ω
.
λ2 = 
(1 − ω2 )(1 − ω2 − δ12 − δ22 + 2δ1 δ2 ω)



(38)
,

x1 , x2 > 0.

(33)

In this case, the marginal distributions of X1 and
X2 are both half normal; in addition, the conditional distribution of X2 , given X1 , is folded normal

It can be shown in this case that the joint moment
generating function is


1 2
2
2 exp
(δ1 t1 + δ2 t2 ),
(t + 2ωt1 t2 + t2 )
2 1
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the marginal distribution of Xi (i = 1, 2) is

d
Xi =
δi |Z0 | + 1 − δi2 Zi , i = 1, 2,

(39)

where Z0 , Z1 , and Z2 are independent standard
normal variables, and ω is such that

δ1 δ2 − (1 − δ12 )(1 − δ22 ) < ω

< δ1 δ2 + (1 − δ12 )(1 − δ22 ).

Inference
Numerous papers have been published dealing with
inferential procedures for the parameters of bivariate
and trivariate normal distributions and their truncated
forms based on different forms of data. For a detailed
account of all these developments, we refer the
readers to Chapter 46 of [124].

Multivariate Normal Distributions
The multivariate normal distribution is a natural multivariate generalization of the bivariate normal distribution in (9). If Z1 , . . . , Zk are independent standard normal variables, then the linear transformation
ZT + ξ T = XT HT with |H|  = 0 leads to a multivariate normal distribution. It is also the limiting form of
a multinomial distribution. The multivariate normal
distribution is assumed to be the underlying model
in analyzing multivariate data of different kinds and,
consequently, many classical inferential procedures
have been developed on the basis of the multivariate
normal distribution.

Definitions
A random vector X = (X1 , . . . , Xk )T is said to have
a multivariate normal distribution if its pdf is


1
1
T −1
pX (x) =
exp − (x − ξ ) V (x − ξ ) ,
(2π)k/2 |V|1/2
2
x ∈ k ;

(40)

in this case, E(X) = ξ and Var(X) = V, which is
assumed to be a positive definite matrix. If V is a
positive semidefinite matrix (i.e., |V| = 0), then the
distribution of X is said to be a singular multivariate
normal distribution.
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From (40), it can be shown that the mgf of X is
given by


1
T
MX (t) = E(et X ) = exp tT ξ + tT Vt
(41)
2
from which the above expressions for the mean
vector and the variance–covariance matrix can be
readily deduced. Further, it can be seen that all
cumulants and cross-cumulants of order higher than 2
are zero. Holmquist [105] has presented expressions
in vectorial notation for raw and central moments of
X. The entropy of the multivariate normal pdf in (40)
is
E {− log pX (x)} =

k
1
k
log(2π) + log |V| +
(42)
2
2
2

which, as Rao [166] has shown, is the maximum
entropy possible for any k-dimensional random vector with specified variance–covariance matrix V.
Partitioning the matrix A = V−1 at the sth row
and column as


A11 A12
,
(43)
A=
A21 A22
it can be shown that (Xs+1 , . . . , Xk )T has a multivariate normal distribution with mean (ξs+1 , . . . , ξk )T and
−1
variance–covariance matrix (A22 − A21 A−1
11 A12 ) ;
further, the conditional distribution of X(1) =
(X1 , . . . , Xs )T , given X(2) = (Xs+1 , . . . , Xk )T = x(2) ,
T
− (x(2) −
is multivariate normal with mean vector ξ(1)
−1
T
ξ(2) ) A21 A11 and variance–covariance matrix A−1
11 ,
which shows that the regression of X(1) on X(2) is
linear and homoscedastic.
For the multivariate normal pdf in (40),
Šidák [184] established the inequality


k
k
 

(|Xj − ξj | ≤ aj ) ≥
Pr{|Xj − ξj | ≤ aj }
Pr


j =1
j =1
(44)
for any set of positive constants a1 , . . . , ak ; see
also [185]. Gupta [95] generalized this result to
convex sets, while Tong [211] obtained inequalities
between probabilities in the special case when all the
correlations are equal and positive. Anderson [11]
showed that, for every centrally symmetric convex
set C ⊆ k , the probability of C corresponding to
the variance–covariance matrix V1 is at least as
large as the probability of C corresponding to V2
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when V2 − V1 is positive definite, meaning that the
former probability is more concentrated about 0 than
the latter probability. Gupta and Gupta [96] have
established that the joint hazard rate function is
increasing for multivariate normal distributions.

Order Statistics
Suppose X has the multivariate normal density
in (40). Then, Houdré [106] and Cirel’son, Ibragimov and Sudakov [56] established some inequalities
for variances of order statistics. Siegel [186] proved
that

 
k
Cov X1 , min Xi =
Cov(X1 , Xj )
1≤i≤k

j =1



× Pr Xj = min Xi ,
1≤i≤k

(45)

which has been extended by Rinott and SamuelCahn [168]. By considering the case when (X1 , . . . ,
Xk , Y )T has a multivariate normal distribution, where
X1 , . . . , Xk are exchangeable, Olkin and Viana [152]
established that Cov(X( ) , Y ) = Cov(X, Y ), where
X( ) is the vector of order statistics corresponding
to X. They have also presented explicit expressions
for the variance–covariance matrix of X( ) in the
case when X has a multivariate normal distribution
with common mean ξ , common variance σ 2 and
common correlation coefficient ρ; see also [97] for
some results in this case.

Evaluation of Integrals
For computational purposes, it is common to work
with the standardized multivariate normal pdf


|R|−1/2
1 T −1
pX (x) =
exp
−
R
x
, x ∈ k ,
x
(2π)k/2
2
(46)
where R is the correlation matrix of X, and the
corresponding cdf


k


FX (h1 , . . . , hk ; R) = Pr
(Xj ≤ hj ) =


j =1





hk
h1
|R|−1/2
···
k/2
(2π)
−∞
−∞


1 T −1
× exp − x R x dx1 · · · dxk .
2

(47)

Several intricate reduction formulas, approximations and bounds have been discussed in the literature.
As the dimension k increases, the approximations
in general do not yield accurate results while the
direct numerical integration becomes quite involved
if not impossible. The MULNOR algorithm, due
to Schervish [175], facilitates the computation of
general multivariate normal integrals, but the computational time increases rapidly with k making it
impractical for use in dimensions higher than 5 or 6.
Compared to this, the MVNPRD algorithm of Dunnett [73] works well for high dimensions as well, but
is applicable only in the special case when ρij = ρi ρj
(for all i  = j ). This algorithm uses Simpson’s rule for
the required single integration and hence a specified
accuracy can be achieved. Sun [199] has presented a
Fortran program for computing the orthant probabilities Pr(X1 > 0, . . . , Xk > 0) for dimensions up to 9.
Several computational formulas and approximations
have been discussed for many special cases, with a
number of them depending on the forms of the variance–covariance matrix V or the correlation matrix
R, as the one mentioned above of Dunnett [73]. A
noteworthy algorithm is due to Lohr [132] that facilitates the computation of Pr(X ∈ A), where X is a
multivariate normal random vector with mean 0 and
positive definite variance–covariance matrix V and A
is a compact region, which is star-shaped with respect
to 0 (meaning that if x ∈ A, then any point between
0 and x is also in A). Genz [90] has compared the
performance of several methods of computing multivariate normal probabilities.

Characterizations
One of the early characterizations of the multivariate normal distribution is due to Fréchet [82] who
proved that if X1 , . . . , Xk are random variables and
the distribution of kj =1 aj Xj is normal for any set
of real numbers a1 , . . . , ak (not all zero), then the
distribution of (X1 , . . . , Xk )T is multivariate normal.
Basu [36] showed that if X1 , . . . , Xn are independent k × 1 vectors and that there are two sets of
constants a1 , . . . , an and b1 , . . . , bn such that the
n
n
vectors
j =1 aj Xj and
j =1 bj Xj are mutually
independent, then the distribution of all Xj ’s for
which aj bj  = 0 must be multivariate normal. This
generalization of Darmois–Skitovitch theorem has
been further extended by Ghurye and Olkin [91]. By
starting with a random vector X whose arbitrarily

Continuous Multivariate Distributions
dependent components have finite second moments,
Kagan [117] established that all uncorrelated pairs
k
k
of linear combinations
i=1 ai Xi and
i=1 bi Xi
are independent iff X is distributed as multivariate
normal.
Arnold and Pourahmadi [23], Arnold, Castillo and
Sarabia [19, 20], and Ahsanullah and Wesolowski [3]
have all presented several characterizations of the
multivariate normal distribution by means of conditional specifications of different forms. Stadje [195]
generalized the well-known maximum likelihood
characterization of the univariate normal distribution to the multivariate normal case. Specifically,
it is shown that if X1 , . . . , Xn is a random sample from a population with pdf p(x) in k and
X = (1/n) nj=1 Xj is the maximum likelihood estimator of the translation parameter θ, then p(x) is
the multivariate normal distribution with mean vector θ and a nonnegative definite variance–covariance
matrix V.

Truncated Forms
When truncation is of the form Xj ≥ hj , j =
1, . . . , k, meaning that all values of Xj less
than hj are excluded, Birnbaum, Paulson and
Andrews [40] derived complicated explicit formulas
for the moments. The elliptical truncation in which
the values of X are restricted by a ≤ XT R−1 X ≤ b,
discussed by Tallis [206], leads to simpler formulas
due to the fact that XT R−1 X is distributed as chisquare with k degrees of freedom. By assuming
that X has a general truncated multivariate normal
distribution with pdf
1
K(2π)k/2 |V|1/2


1
T −1
× exp − (x − ξ ) V (x − ξ ) ,
2

p(x) =

x ∈ R, (48)

where K is the normalizing constant and R = {x :
bi ≤ xi ≤ ai , i = 1, . . . , k}, Cartinhour [51, 52] discussed the marginal distribution of Xi and displayed
that it is not necessarily truncated normal. This has
been generalized in [201, 202].

Related Distributions
Day [65] discussed methods of estimation for mixtures of multivariate normal distributions. While the
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method of moments is quite satisfactory for mixtures
of univariate normal distributions with common variance, Day found that this is not the case for mixtures
of bivariate and multivariate normal distributions
with common variance–covariance matrix. In this
case, Wolfe [218] has presented a computer program
for the determination of the maximum likelihood estimates of the parameters.
Sarabia [173] discussed the multivariate normal
distribution with centered normal conditionals that
has pdf
√
βk (c) a1 · · · ak
(2π)k/2
 k


k

1 
2
2
,
× exp −
ai xi + c
ai xi
2 i=1
i=1

p(x) =

(49)

where c ≥ 0, ai ≥ 0 (i = 1, . . . , k), and βk (c) is the
normalizing constant. Note that when c = 0, (49)
reduces to the joint density of k independent univariate normal random variables.
By mixing the multivariate normal distribution
Nk (0, V) by ascribing a gamma distribution
G(α, α) (shape parameter is α and scale is 1/α) to ,
Barakat [35] derived the multivariate K-distribution.
Similarly, by mixing the multivariate normal distribution Nk (ξ + W βV, W V) by ascribing a generalized inverse Gaussian distribution to W , Blaesild
and Jensen [41] derived the generalized multivariate
hyperbolic distribution. Urzúa [212] defined a distribution with pdf
p(x) = θ(c)e−Q(x) ,

x ∈ k ,

(50)

where θ(c) is the normalizing constant and
Q(x) is a polynomial of degree  in x1 , . . . , xk
given by Q(x) = q=0 Q(q) (x) with Q(q) (x) =
(q)
j
j
cj1 ···jk x11 · · · xk k being a homogeneous polynomial
of degree q, and termed it the multivariate Qexponential distribution. If Q(x) is of degree  = 2
relative to each of its components xi ’s then (50)
becomes the multivariate normal density function.
Ernst [77] discussed the multivariate generalized
Laplace distribution with pdf
p(x) =

λ(k/2)
2π k/2 (k/λ)|V|1/2



× exp −[(x − ξ )T V−1 (x − ξ )]λ/2 ,

(51)
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which reduces to the multivariate normal distribution
with λ = 2.
Azzalini and Dalla Valle [26] studied the multivariate skew-normal distribution with pdf
x ∈ k ,

p(x) = 2ϕk (x, ) (α T x),

(52)

where (·) denotes the univariate standard normal
cdf and ϕk (x, ) denotes the pdf of the k-dimensional
normal distribution with standardized marginals and
correlation matrix . An alternate derivation of this
distribution has been given in [17]. Azzalini and
Capitanio [25] have discussed various properties and
reparameterizations of this distribution.
If X has a multivariate normal distribution with
mean vector ξ and variance–covariance matrix V,
then the distribution of Y such that log(Y) = X is
called the multivariate log-normal distribution. The
moments and properties of X can be utilized to study
the characteristics of Y. For example, the rth raw
moment of Y can be readily expressed as
µr (Y)

=

E(Y1r1

· · · Ykrk )

= E(e
···e )


1
T
= E(er X ) = exp rT ξ + rT Vr .
2
r1 X1

and the corresponding pdf
pX1 ,X2 (x1 , x2 ) =


σ1 σ2 1 + e−(x1 −µ1 )/σ1 + e−(x2 −µ2 )/σ2

(53)

Let Zj = Xj + iYj (j = 1, . . . , k), where X =
(X1 , . . . , Xk )T and Y = (Y1 , . . . , Yk )T have a joint
multivariate normal distribution. Then, the complex
random vector Z = (Z1 , . . . , Zk )T is said to have a
complex multivariate normal distribution.

Multivariate Logistic Distributions
The univariate logistic distribution has been studied quite extensively in the literature. There is a
book length account of all the developments on the
logistic distribution by Balakrishnan [27]. However,
relatively little has been done on multivariate logistic
distributions as can be seen from Chapter 11 of this
book written by B. C. Arnold.

Gumbel–Malik–Abraham form

(55)

The standard forms are obtained by setting µ1 =
µ2 = 0 and σ1 = σ2 = 1.
By letting x2 or x1 tend to ∞ in (54), we readily
observe that both marginals are logistic with
−1

FXi (xi ) = 1 + e−(xi −µi )/σi
,
xi ∈  (i = 1, 2).

(x1 , x2 ) ∈ 2 ,

(54)

(56)

From (55) and (56), we can obtain the conditional
densities; for example, we obtain the conditional
density of X1 , given X2 = x2 , as
2e−(x1 −µ1 )/σ1 (1 + e−(x2 −µ2 )/σ2 )2

3 ,
σ1 1 + e−(x1 −µ1 )/σ1 + e−(x2 −µ2 )/σ2
x1 ∈ ,

(57)

which is not logistic. From (57), we obtain the
regression of X1 on X2 = x2 as
E(X1 |X2 = x2 ) = µ1 + σ1 − σ1
× log 1 + e−(x2 −µ2 )/σ2

(58)

which is nonlinear.
Malik and Abraham [134] provided a direct generalization to the multivariate case as one with cdf
−1

k

−(xi −µi )/σi
e
, x ∈ k . (59)
FX (x) = 1 +
i=1

Once again, all the marginals are logistic in this case.
In the standard case when µi = 0 and σi = 1 for
(i = 1, . . . , k), it can be shown that the mgf of X is
 k

k


T
ti
(1 − ti ),
MX (t) = E(et X ) =  1 +
i=1

Gumbel [94] proposed bivariate logistic distribution
with cdf

−1
FX1 ,X2 (x1 , x2 ) = 1 + e−(x1 −µ1 )/σ1 + e−(x2 −µ2 )/σ2
,

3 ,

(x1 , x2 ) ∈ 2 .

p(x1 |x2 ) =

rk Xk

2e−(x1 −µ1 )/σ1 e−(x2 −µ2 )/σ2

|ti | < 1 (i = 1, . . . , k)

i=1

(60)

from which it can be shown that Corr(Xi , Xj ) = 1/2
for all i  = j . This shows that this multivariate logistic
model is too restrictive.
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Frailty Models (see Frailty)
For a specified distribution P on (0, ∞), consider the
standard multivariate logistic distribution with cdf
θ
 ∞ 
k
Pr(U ≤ xi ) dP (θ),
FX (x) =
0

i=1

x∈ ,
k

(61)

where the distribution of U is related to P in the form



1
Pr(U ≤ x) = exp −L−1
P
1 + e−x
∞

with LP (t) = 0 e−θt dP (θ) denoting the Laplace
transform of P . From (61), we then have



 ∞
k

1
−1
dP (θ)
exp −θ
LP
FX (x) =
1 + e−xi
0
i=1
 k



1
−1
,
(62)
= LP
LP
1 + e−xi
i=1
which is termed the Archimedean distribution by
Genest and MacKay [89] and Nelsen [149]. Evidently, all its univariate marginals are logistic. If
we choose, for example, P (θ) to be Gamma(α, 1),
then (62) results in a multivariate logistic distribution
of the form

−α
k

−xi 1/α
(1 + e ) − k
,
FX (x) = 1 +
i=1

α > 0,

(63)

which includes the Malik–Abraham model as a
particular case when α = 1.

Farlie–Gumbel–Morgenstern Form
The standard form of Farlie–Gumbel–Morgenstern
multivariate logistic distribution has a cdf


 k
k


1
e−xi
1+α
,
FX (x) =
1 + e−xi
1 + e−xi
i=1
i=1
− 1 < α < 1,

x∈ .
k

(64)

In this case, Corr(Xi , Xj ) = 3α/π 2 < 0.304 (for all
i  = j ), which is once again too restrictive. Slightly
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more flexible models can be constructed from (64)
by changing the second term, but explicit study of
their properties becomes difficult.

Mixture Form
A multivariate logistic distribution with all its
marginals as standard logistic can be constructed by
considering a scale-mixture of the form Xi = U Vi
(i = 1, . . . , k), where Vi (i = 1, . . . , k) are i.i.d. random variables, U is a nonnegative random variable
independent of V, and Xi ’s are univariate standard
logistic random variables. The model will be completely specified once the distribution of U or the
common distribution of Vi ’s is specified. For example, the distribution of U can be specified to be
uniform, power function, and so on. However, no
matter what distribution of U is chosen, we will
have Corr(Xi , Xj ) = 0 (for all i  = j ) since, due to
the symmetry of the standard logistic distribution, the
common distribution of Vi ’s is also symmetric about
zero. Of course, more general models can be constructed by taking (U1 , . . . , Uk )T instead of U and
ascribing a multivariate distribution to U.

Geometric Minima and Maxima Models
Consider a sequence of independent trials taking on
values 0, 1, . . . , k, with probabilities p0 , p1 , . . . , pk .
Let N = (N1 , . . . , Nk )T , where Ni denotes the number of times i appeared before 0 for the first time.
Then, note that Ni + 1 has a Geometric (pi ) dis(j )
tribution. Let Yi , j = 1, . . . , k, and i = 1, 2, . . . ,
be k independent sequences of independent standard
logistic random variables. Let X = (X1 , . . . , Xk )T be
(j )
the random vector defined by Xj = min1≤i≤Nj +1 Yi ,
j = 1, . . . , k. Then, the marginal distributions of X
are all logistic and the joint survival function can be
shown to be

−1
k

pj

Pr(X ≥ x) = p0 1 −
1 + ex j
j =1
×

k


(1 + exj )−1 .

(65)

j =1

Similarly, geometric maximization can be used to
develop a multivariate logistic family.
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Other Forms
Arnold, Castillo and Sarabia [22] have discussed
multivariate distributions obtained with logistic conditionals. Satterthwaite and Hutchinson [174] discussed a generalization of Gumbel’s bivariate form
by considering
F (x1 , x2 ) = (1 + e−x1 + e−x2 )−γ ,

γ > 0,

(66)

which does possess a more flexible correlation
(depending on γ ) than Gumbel’s bivariate logistic.
The marginal distributions of this family are Type-I
generalized logistic distributions discussed in [33].
Cook and Johnson [60] and Symanowski and
Koehler [203] have presented some other generalized bivariate logistic distributions. Volodin [213]
discussed a spherically symmetric distribution with
logistic marginals. Lindley and Singpurwalla [130],
in the context of reliability, discussed a multivariate
logistic distribution with joint survival function

Pr(X ≥ x) = 1 +

k


−1
e

xi

,

(67)

i=1

which can be derived from extreme value random
variables.

Multivariate Pareto Distributions

Multivariate Pareto of the First Kind
Mardia [135] proposed the multivariate Pareto distribution of the first kind with pdf
pX (x) = a(a + 1) · · · (a + k − 1)
−(a+k)
 k −1  k

 xi
θi
−k+1
,
×
θ
i=1
i=1 i
a > 0.

(68)

Evidently, any subset of X has a density of the
form in (68) so that marginal distributions of any

−a



k

xi − θi
= 1+
θi
i=1

xi > θi > 0,

,
a > 0.

(69)

References [23, 115, 117, 217] have all established different characterizations of the distribution.

Multivariate Pareto of the Second Kind
From (69), Arnold [14] considered a natural generalization with survival function
−a

k

xi − µi
Pr(X ≥ x) = 1 +
,
θi
i=1
xi ≥ µi ,

θi > 0,

a > 0, (70)

which is the multivariate Pareto distribution of the
second kind. It can be shown that
E(Xi ) = µi +

Simplicity and tractability of univariate Pareto distributions resulted in a lot of work with regard to
the theory and applications of multivariate Pareto
distributions; see, for example, [14] and Chapter 52
of [124].

xi > θi > 0,

order are also multivariate Pareto of the first kind.
Further, the conditional density of (Xj +1 , . . . , Xk )T ,
given (X1 , . . . , Xj )T , also has the form in (68) with
a, k and, θ’s changed. As shown by Arnold [14], the
survival function of X is
 k
−a
 xi
Pr(X ≥ x) =
−k+1
θ
i=1 i

θi
,
a−1

E{Xi |(Xj = xj )} = µi +

i = 1, . . . , k,
θi
a


1+

xj − µj
θj

(a + 1)
a(a − 1)


xj − µj 2
,
× 1+
θj

(71)

, (72)

Var{Xi |(Xj = xj )} = θi2

(73)

revealing that the regression is linear but heteroscedastic. The special case of this distribution
when µ = 0 has appeared in [130, 148]. In this case,
when θ = 1 Arnold [14] has established some interesting properties for order statistics and the spacings
Si = (k − i + 1)(Xi:k − Xi−1:k ) with X0:k ≡ 0.

Multivariate Pareto of the Third Kind
Arnold [14] proposed a further generalization, which
is the multivariate Pareto distribution of the third kind
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with survival function

 −1
k 

xi − µi 1/γi
Pr(X > x) = 1 +
,
θi
i=1
xi > µi ,

θi > 0,

γi > 0.

Marshall–Olkin Form of Multivariate Pareto

(74)

Evidently, marginal distributions of all order are
also multivariate Pareto of the third kind, but the
conditional distributions are not so. By starting with Z
that has a standard multivariate Pareto distribution of
the first kind (with θi = 1 and a = 1), the distribution
in (74) can be derived as the joint distribution of
γ
Xi = µi + θi Zi i (i = 1, 2, . . . , k).

Multivariate Pareto of the Fourth Kind
A simple extension of (74) results in the multivariate
Pareto distribution of the fourth kind with survival
function

 −a
k 

xi − µi 1/γi
,
Pr(X > x) = 1 +
θi
i=1
xi > µi (i = 1, . . . , k),

(75)

whose marginal distributions as well as conditional
distributions belong to the same family of distributions. The special case of µ = 0 and θ = 1 is the
multivariate Pareto distribution discussed in [205].
This general family of multivariate Pareto distributions of the fourth kind possesses many interesting
properties as shown in [220]. A more general family
has also been proposed in [15].

Conditionally Specified Multivariate Pareto

xi > 0,

s∈ξk

λ0 , . . . , λk ,

θ > 0;

i=1

(77)

this can be obtained by transforming the Marshall–Olkin multivariate exponential distribution (see
the section ‘Multivariate Exponential Distributions’).
This distribution is clearly not absolutely continuous and Xi ’s become independent when λ0 = 0.
Hanagal [103] has discussed some inferential procedures for this distribution and the ‘dullness property’,
namely,
Pr(X > ts|X ≥ t) = Pr(X > s) ∀s ≥ 1,

(78)

where s = (s1 , . . . , sk )T , t = (t, . . . , t)T and 1 =
(1, . . . , 1)T , for the case when θ = 1.

Multivariate Semi-Pareto Distribution
Balakrishnan and Jayakumar [31] have defined a
multivariate semi-Pareto distribution as one with
survival function
Pr(X > x) = {1 + ψ(x1 , . . . , xk )}−1 ,

(79)

where ψ(x1 , . . . , xk ) satisfies the functional equation
ψ(x1 , . . . , xk ) =

1
ψ(p 1/α1 x1 , . . . , p 1/αk xk ),
p

0 < p < 1, αi > 0, xi > 0.

By specifying the conditional density functions to
be Pareto, Arnold, Castillo and Sarabia [18] derived
general multivariate families, which may be termed
conditionally specified multivariate Pareto distributions. For example, one of these forms has pdf
−(a+1)
 k

k

 δ −1  
pX (x) =
xi i
λs
xisi δi
,


i=1

The survival function of the Marshall–Olkin form of
multivariate Pareto distribution is

 k
 % xi &−λi  max(x1 , . . . , xk ) −λ0
,
Pr(X > x) =
θ
θ
i=1

(80)

The solution of this functional equation is
ψ(x1 , . . . , xk ) =

k


xiαi hi (xi ),

(81)

i=1

where hi (xi ) is a periodic function in log xi with
period (2παi )/(− log p). When hi (xi ) ≡ 1 (i =
1, . . . , k), the distribution becomes the multivariate
Pareto distribution of the third kind.

(76)

where ξk is the set of all vectors of 0’s and
1’s of dimension k. These authors have also discussed various properties of these general multivariate distributions.

Multivariate Extreme Value Distributions
Considerable amount of work has been done during the past 25 years on bivariate and multivariate
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extreme value distributions. A general theoretical work on the weak asymptotic convergence of
multivariate extreme values was carried out in [67].
References [85, 112] discuss various forms of bivariate and multivariate extreme value distributions and
their properties, while the latter also deals with inferential problems as well as applications to practical
problems. Smith [189], Joe [111], and Kotz, Balakrishnan and Johnson ([124], Chapter 53) have provided detailed reviews of various developments in
this topic.

Models
The classical multivariate extreme value distributions arise as the asymptotic distribution of normalized componentwise maxima from several dependent populations. Suppose Mnj = max(Y1j , . . . , Ynj ),
for j = 1, . . . , k, where Yi = (Yi1 , . . . , Yik )T (i =
1, . . . , n) are i.i.d. random vectors. If there exist
normalizing vectors an = (an1 , . . . , ank )T and bn =
(bn1 , . . . , bnk )T (with each bnj > 0) such that

lim Pr

n→∞

Mnj − anj
≤ xj , j = 1, . . . , k
bnj

= G(x1 , . . . , xk ),



j =1

(84)
where 0 ≤ α ≤ 1 measures the dependence, with α =
1 corresponding to independence and α = 0, complete dependence. Setting Yi = (1 − %(ξi (Xi − µi &))/
α
1/α
k
,
(σi ))1/ξi (for i = 1, . . . , k) and Z =
i=1 Yi
a transformation discussed by Lee [127], and
then taking Ti = (Yi /Z)1/α , Shi [179] showed that
(T1 , . . . , Tk−1 )T and Z are independent, with the former having a multivariate beta (1, . . . , 1) distribution
and the latter having a mixed gamma distribution.
Tawn [207] has dealt with models of the form
G(y1 , . . . , yk ) = exp{−tB(w1 , . . . , wk−1 )},
yi ≥ 0,
where wi = yi /t, t =

(82)

(83)
where z+ = max(0, z). This includes all the three
types of extreme value distributions, namely, Gumbel, Fréchet and Weibull, corresponding to ξ = 0,
ξ > 0, and ξ < 0, respectively; see, for example,
Chapter 22 of [114]. As shown in [66, 160], the distribution G in (82) depends on an arbitrary positive
measure over (k − 1)-dimensions.
A number of parametric models have been suggested in [57] of which the logistic model is one with
cdf

(85)
k
i=1

yi , and

B(w1 , . . . , wk−1 )

 
=
max wi qi dH (q1 , . . . , qk−1 )
Sk

where G is a nondegenerate k-variate cdf, then G is
said to be a multivariate extreme value distribution.
Evidently, the univariate marginals of G must be
generalized extreme value distributions of the form
 


x − µ 1/ξ
,
F (x; µ, σ, ξ ) = exp − 1 − ξ
σ
+

G(x1 , . . . , xk ) =

α 
 

k 

ξj (xj − µj ) 1/(αξj ) 
,
exp −
1−


σj

1≤i≤k

(86)

with H being an arbitrary positive finite measure over
the unit simplex
Sk = {q ∈ k−1 : q1 + · · · + qk−1 ≤ 1, qi ≥ 0,
(i = 1, . . . , k − 1)}
satisfying the condition

qi dH (q1 , . . . , qk−1 ) (i = 1, 2, . . . , k).
1=
Sk

B is the so-called ‘dependence function’. For the
logistic model given in (84), for example, the dependence function is simply
B(w1 , . . . , wk−1 ) =

 k


1/r
wir

,

r ≥ 1.

(87)

i=1

In general, B is a convex function satisfying
max(w1 , . . . , wk ) ≤ B ≤ 1.
Joe [110] has also discussed asymmetric logistic and negative asymmetric logistic multivariate
extreme value distributions. Gomes and Alperin [92]
have defined a multivariate generalized extreme
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value distribution by using von Mises–Jenkinson
distribution.

Some Properties and Characteristics
With the classical definition of the multivariate
extreme value distribution presented earlier, Marshall
and Olkin [138] showed that the convergence in distribution in (82) is equivalent to the condition
lim n{1 − F (an + bn x)} = − log H (x)

n→∞

(88)

for all x such that 0 < H (x) < 1. Takahashi [204]
established a general result, which implies that if H
is a multivariate extreme value distribution, then so
is H t for any t > 0.
Tiago de Oliveira [209] noted that the components of a multivariate extreme value random vector
with cdf H in (88) are positively correlated, meaning that H (x1 , . . . , xk ) ≥ H1 (x1 ) · · · Hk (xk ). Marshall
and Olkin [138] established that multivariate extreme
value random vectors X are associated, meaning that
Cov(θ(X), ψ(X)) ≥ 0 for any pair θ and ψ of nondecreasing functions on k . Galambos [84] presented
some useful bounds for H (x1 , . . . , xk ).

parameters (θ1 , . . . , θk , θ0 ) has its pdf as


k


θ0 −1

θj 
k
k


j =0
θ −1
xj j 1 −
xj 
,
pX (x) = k

j =1
j =1
(θj )
j =0

0 ≤ xj ,

Shi [179, 180] discussed the likelihood estimation
and the Fisher information matrix for the multivariate
extreme value distribution with generalized extreme
value marginals and the logistic dependence function.
The moment estimation has been discussed in [181],
while Shi, Smith and Coles [182] suggested an alternate simpler procedure to the MLE. Tawn [207],
Coles and Tawn [57, 58], and Joe [111] have all
applied multivariate extreme value analysis to different environmental data. Nadarajah, Anderson and
Tawn [145] discussed inferential methods when there
are order restrictions among components and applied
them to analyze rainfall data.

Dirichlet, Inverted Dirichlet, and Liouville
Distributions
Dirichlet Distribution
The standard Dirichlet distribution, based on a
multiple integral evaluated by Dirichlet [68], with

k


xj ≤ 1.

(89)

j =1

It can be shown that this arises as the joint distribution of Xj = Yj / ki=0 Yi (for j = 1, . . . , k),
where Y0 , Y1 , . . . , Yk are independent χ 2 random
variables with 2θ0 , 2θ1 , . . . , 2θk degrees of freedom, respectively. It is evident that the marginal
distribution of Xj is Beta(θj , ki=0 θi − θj ) and,
hence, (89) can be regarded as a multivariate beta
distribution.
From (89), the rth raw moment of X can be easily
shown to be

µr (X) = E
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 k

i=1

k



Xiri

=

[rj ]

θj

j =0

+



k

r
j =0 j

,,

(90)

where  = kj =0 θj and θj[a] = θj (θj + 1) · · · (θj +
a − 1); from (90), it can be shown, in particular,
that
θi
θi ( − θi )
, Var(Xi ) = 2
,

 ( + 1)
θi θj
,
(91)
Corr(Xi , Xj ) = −
( − θi )( − θj )
E(Xi ) =

which reveals that all pairwise correlations are negative, just as in the case of multinomial distributions; consequently, the Dirichlet distribution is commonly used to approximate the multinomial distribution. From (89), it can also be shown that the
marginal distribution of (X1 , . . . , Xs )T is Dirichlet
with parameters (θ1 , . . . , θs ,  − si=1 θi ), while the
conditional joint distribution of Xj /(1 − si=1 Xi ),
j = s + 1, . . . , k, given (X1 , . . . , Xs ), is also Dirichlet with parameters (θs+1 , . . . , θk , θ0 ).
Connor and Mosimann [59] discussed a generalized Dirichlet distribution with pdf
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k 


1
a −1
x j
pX (x) =
 B(aj , bj ) j
j =1

×

1−

j −1

i=1

0 ≤ xj ,

bk −1
bj −1 −(aj +bj )  
k


, 1 −
xi
xj 
,

j =1

k


xj ≤ 1,

(92)

j =1

which reduces to the Dirichlet distribution when
bj −1 = aj + bj (j = 1, 2, . . . , k). Note that in this
case the marginal distributions are not beta. Ma [133]
discussed a multivariate rescaled Dirichlet distribution with joint survival function
a

k
k


θi xi ,
0≤
θi xi ≤ 1,
S(x) = 1 −
i=1

i=1

a, θi > 0,

(93)

of [190, 191] will also assist in the computation
of these probability integrals. Fabius [78, 79] presented some elegant characterizations of the Dirichlet distribution. Rao and Sinha [165] and Gupta
and Richards [99] have discussed some characterizations of the Dirichlet distribution within the class
of Liouville-type distributions.
Dirichlet and inverted Dirichlet distributions have
been used extensively as priors in Bayesian analysis.
Some other interesting applications of these distributions in a variety of applied problems can be found
in [93, 126, 141].

Liouville Distribution
On the basis of a generalization of the Dirichlet
integral given by J. Liouville, [137] introduced the
Liouville distribution. A random vector X is said to
have a multivariate Liouville distribution if its pdf is
proportional to [98]

which possesses a strong property involving residual
life distribution.


f

i=1

Inverted Dirichlet Distribution
The standard inverted Dirichlet distribution, as given
in [210], has its pdf as
k
θj −1
()
j =1 xj
pX (x) = k
%
& ,
j =0 (θj )
1 + kj =1 xj
0 < xj , θj > 0,

k


k


θj = . (94)

j =0

It can be shown that this arises as the joint distribution of Xj = Yj /Y0 (for j = 1, . . . , k), where
Y0 , Y1 , . . . , Yk are independent χ 2 random variables
with degrees of freedom 2θ0 , 2θ1 , . . . , 2θk , respectively. This representation can also be used to obtain
joint moments of X easily.
From (94), it can be shown that if X has a
k-variate inverted Dirichlet distribution, then Yi =
Xi / kj =1 Xj (i = 1, . . . , k − 1) have a (k − 1)variate Dirichlet distribution.
Yassaee [219] has discussed numerical procedures
for computing the probability integrals of Dirichlet and inverted Dirichlet distributions. The tables


xi

k


xiai −1 ,

xi > 0,

ai > 0,

(95)

i=1

where the function f is positive, continuous, and
integrable. If the support of X is noncompact, it
is said to have a Liouville distribution of the first
kind, while if it is compact it is said to have a
Liouville distribution of the second kind. Fang, Kotz,
and Ng [80] have presented an alternate definition
k
d RY, where R =
as X =
i=1 Xi has an univariate Liouville distribution (i.e. k = 1 in (95)) and
Y = (Y1 , . . . , Yk )T has a Dirichlet distribution independently of R. This stochastic representation has
been utilized by Gupta and Richards [100] to establish that several properties of Dirichlet distributions
continue to hold for Liouville distributions. If the
function f (t) in (95) is chosen to be (1 − t)ak+1 −1 for
0 < t < 1, the corresponding Liouville distribution of
the second kind becomes the Dirichlet distribution;
k+1
if f (t) is chosen to be (1 + t)− i=1 ai for t > 0,
the corresponding Liouville distribution of the first
kind becomes the inverted Dirichlet distribution. For
a concise review on various properties, generalizations, characterizations, and inferential methods for
the multivariate Liouville distributions, one may refer
to Chapter 50 [124].
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Multivariate Exponential Distributions

Basu and Sun [37] have shown that this generalized
model can be derived from a fatal shock model.

As mentioned earlier, significant amount of work in
multivariate distribution theory has been based on
bivariate and multivariate normal distributions. Still,
just as the exponential distribution occupies an important role in univariate distribution theory, bivariate
and multivariate exponential distributions have also
received considerable attention in the literature from
theoretical as well as applied aspects. Reference [30]
highlights this point and synthesizes all the developments on theory, methods, and applications of
univariate and multivariate exponential distributions.

Marshall–Olkin Model
Marshall and Olkin [136] presented a multivariate
exponential distribution with joint survival function
 
k
λ i xi
Pr(X1 > x1 , . . . , Xk > xk ) = exp −
−



i=1

λi1 ,i2 max(xi1 , xi2 ) − · · · − λ12···k

1≤i1 <i2 ≤k


× max(x1 , . . . , xk ) ,

Freund–Weinman Model
Freund [83] and Weiman [215] proposed a multivariate exponential distribution using the joint pdf
pX (x) =

k−1

1 −(k−i)(xi+1 −xi )/θi
e
,
θ
i=0 i

0 = x0 ≤ x1 ≤ · · · ≤ xk < ∞,

θi > 0. (96)

xi > 0.

(98)

This is a mixture distribution with its marginal
distributions having the same form and univariate
marginals as exponential. This distribution is the only
distribution with exponential marginals such that
Pr(X1 > x1 + t, . . . , Xk > xk + t) =
Pr(X1 > x1 , . . . , Xk > xk )

This distribution arises in the following reliability context. If a system has k identical components
with Exponential(θ0 ) lifetimes, and if  components have failed, the conditional joint distribution
of the lifetimes of the remaining k −  components
is that of k −  i.i.d. Exponential(θ ) random variables, then (96) is the joint distribution of the failure
times. The joint density function of progressively
Type-II censored order statistics from an exponential distribution is a member of (96); [29]. Cramer
and Kamps [61] derived an UMVUE in the bivariate normal case. The Freund–Weinman model is
symmetrical in (x1 , . . . , xk ) and hence has identical marginals. For this reason, Block [42] extended
this model to the case of nonidentical marginals by
assuming that if  components have failed by time x
(1 ≤  ≤ k − 1) and that the failures have been to the
components i1 , . . . , i , then the remaining k −  com()
(x)
ponents act independently with densities pi|i
1 ,...,i
(for x ≥ xi ) and that these densities do not depend on
the order of i1 , . . . , i . This distribution, interestingly,
has multivariate lack of memory property, that is,
p(x1 + t, . . . , xk + t) =
Pr(X1 > t, . . . , Xk > t) p(x1 , . . . , xk ).

(97)

× Pr(X1 > t, . . . , Xk > t).

(99)

Proschan and Sullo [162] discussed the simpler
case of (98) with the survival function
Pr(X1 > x1 , . . . , Xk > xk ) =

 k

λi xi − λk+1 max(x1 , . . . , xk ) ,
exp −
i=1

xi > 0, λi > 0, λk+1 ≥ 0,

(100)

which is incidentally the joint distribution of Xi =
min(Yi , Y0 ), i = 1, . . . , k, where Yi are independent
Exponential(λi ) random variables for i = 0, 1, . . . , k.
In this model, the case λ1 = · · · = λk corresponds to
symmetry and mutual independence corresponds to
λk+1 = 0. While Arnold [13] has discussed methods
of estimation of (98), Proschan and Sullo [162] have
discussed methods of estimation for (100).

Block–Basu Model
By taking the absolutely continuous part of the
Marshall–Olkin model in (98), Block and Basu [43]
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defined an absolutely continuous multivariate exponential distribution with pdf
 k
k

λi1 + λk+1 
pX (x) =
λir exp −
λir xir − λk+1
α
r=2
r=1

× max(x1 , . . . , xk )

Moran–Downton Model

x i 1 > · · · > xi k ,
i1  = i2  = · · ·  = ik = 1, . . . , k,

(101)

where


···

k 
k


λ ir

i1 =i2 =···=ik =1 r=2

 .
α= 
k
r




λij + λk+1 


r=2

The joint distribution of X(K) defined above, which
is the Olkin–Tong model, is a subclass of the Marshall–Olkin model in (98). All its marginal distributions are clearly exponential with mean 1/(λ0 + λ1 +
λ2 ). Olkin and Tong [151] have discussed some other
properties as well as some majorization results.

The bivariate exponential distribution introduced
in [69, 142] was extended to the multivariate case
in [9] with joint pdf as


k

λ1 · · · λk
1
exp −
λ i xi
pX (x) =
(1 − ρ)k−1
1 − ρ i=1


ρλ1 x1 · · · λk xk
× Sk
, xi > 0, (103)
(1 − ρ)k
i
k
where Sk (z) = ∞
i=0 z /(i!) . References [7–9, 34]
have all discussed inferential methods for this model.

j =1

Under this model, complete independence is
present iff λk+1 = 0 and that the condition λ1 = · · · =
λk implies symmetry. However, the marginal distributions under this model are weighted combinations
of exponentials and they are exponential only in the
independent case. It does possess the lack of memory
property. Hanagal [102] has discussed some inferential methods for this distribution.

Raftery Model
Suppose (Y1 , . . . , Yk ) and (Z1 , . . . , Z ) are independent Exponential(λ) random variables. Further, suppose (J1 , . . . , Jk ) is a random vector taking on values
in {0, 1, . . . , }k with marginal probabilities
Pr(Ji = 0) = 1 − πi and Pr(Ji = j ) = πij ,
i = 1, . . . , k; j = 1, . . . , ,

Olkin–Tong Model
Olkin and Tong [151] considered the following special case of the Marshall–Olkin model in (98). Let
W , (U1 , . . . , Uk ) and (V1 , . . . , Vk ) be independent
exponential random variables with means 1/λ0 , 1/λ1
and 1/λ2 , respectively. Let K1 , . . . , Kk be nonnegative integers such that Kr+1 = · · · Kk = 0, 1 ≤ Kr ≤
k
· · · K1 and
i=1 Ki = k. Then, for a given K, let
X(K) = (X1 , . . . , Xk )T be defined by

Xi =


min(Ui , V1 , W ),



min(U

i , V2 , W ),


···





 min(Ui , Vr , W ),

i = 1, . . . , K1
i = K1 + 1, . . . ,
K1 + K2
···
i = K1 + · · · +
Kr−1 + 1, . . . , k.
(102)

(104)

where πi = j =1 πij . Then, the multivariate exponential model discussed in [150, 163] is given by
Xi = (1 − πi )Yi + ZJi ,

i = 1, . . . , k.

(105)

The univariate marginals are all exponential.
O’Cinneide and Raftery [150] have shown that the
distribution of X defined in (105) is a multivariate
phase-type distribution.

Multivariate Weibull Distributions
Clearly, a multivariate Weibull distribution can be
obtained by a power transformation from a multivariate exponential distribution. For example, corresponding to the Marshall–Olkin model in (98), we
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can have a multivariate Weibull distribution with joint
survival function of the form
Pr(X1 > x1 , . . . , Xk > xk ) =



α
exp −
λJ max(xi ) , xi > 0, α > 0, (106)
J

λJ > 0 for J ∈ J, where the sets J are elements
of the class J of nonempty subsets of {1, . . . , k}
such that for each i, i ∈ J for some J ∈ J. Then,
the Marshall–Olkin multivariate exponential distribution in (98) is a special case of (106) when α = 1.
Lee [127] has discussed several other classes of multivariate Weibull distributions. Hougaard [107, 108]
has presented a multivariate Weibull distribution with
survival function
 
 
k



p
,
θi xi
Pr(X1 > x1 , . . . , Xk > xk ) = exp −


i=1

xi ≥ 0,

p > 0,

 > 0,

(107)

which has been generalized in [62]. Patra and
Dey [156] have constructed a class of multivariate
distributions in which the marginal distributions are
mixtures of Weibull.

Multivariate Gamma Distributions
Many different forms of multivariate gamma distributions have been discussed in the literature
since the pioneering paper of Krishnamoorthy and
Parthasarathy [122]. Chapter 48 of [124] provides a
concise review of various developments on bivariate
and multivariate gamma distributions.


× exp (k − 1)y0 −

k
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xi ,

i=1

0 ≤ y0 ≤ x1 , . . . , x k .

(108)

Though the integration cannot be done in a compact
form in general, the density function in (108) can be
explicitly derived in some special cases. It is clear that
the marginal distribution of Xi is Gamma(θi + θ0 ) for
i = 1, . . . , k. The mgf of X can be shown to be

MX (t) = E(e

tT X

)= 1−

k

i=1

−θ0
ti

k

(1 − ti )−θi
i=1

(109)

from which expressions for all the moments can be
readily obtained.

Krishnamoorthy–Parthasarathy Model
The standard multivariate gamma distribution
of [122] is defined by its characteristic function


(110)
ϕX (t) = E exp(itT X) = |I − iRT|−α ,
where I is a k × k identity matrix, R is a k × k
correlation matrix, T is a Diag(t1 , . . . , tk ) matrix,
and positive integral values 2α or real 2α > k −
2 ≥ 0. For k ≥ 3, the admissible nonintegral values 0 < 2α < k − 2 depend on the correlation matrix
R. In particular, every α > 0 is admissible iff |I −
iRT|−1 is infinitely divisible, which is true iff the
cofactors Rij of the matrix R satisfy the conditions (−1) Ri1 i2 Ri2 i3 · · · Ri i1 ≥ 0 for every subset
{i1 , . . . , i } of {1, 2, . . . , k} with  ≥ 3.

Gaver Model
Cheriyan–Ramabhadran Model
With Yi being independent Gamma(θi ) random variables for i = 0, 1, . . . , k, Cheriyan [54] and Ramabhadran [164] proposed a multivariate gamma distribution as the joint distribution of Xi = Yi + Y0 ,
i = 1, 2, . . . , k. It can be shown that the density function of X is
k

 min(xi )

1
θ0 −1
θi −1
y0
(xi − y0 )
pX (x) = k
i=0 (θi ) 0
i=1

Gaver [88] presented a general multivariate gamma
distribution with its characteristic function

−α
k

,
ϕX (t) = (β + 1) (1 − itj ) − β
i=1

α, β > 0.

(111)

This distribution is symmetric in x1 , . . . , xk , and the
correlation coefficient is equal for all pairs and is
β/(β + 1).
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Dussauchoy–Berland Model
Dussauchoy and Berland [75] considered a multivariate gamma distribution with characteristic function

 
k






 φ t +

βj b tb  
j
j




k



b=j +1


ϕX (t) =
, (112)


k


j =1 






βj b tb  



 φj
b=j +1

where
φj (tj ) = (1 − itj /aj )j

for j = 1, . . . , k,

βj b ≥ 0, aj ≥ βj b ab > 0 for j < b = 1, . . . , k,
and 0 < 1 ≤ 2 ≤ · · · ≤ k .
The corresponding density function pX (x) cannot be
written explicitly in general, but in the bivariate case
it can be expressed in an explicit form.

Prékopa–Szántai Model
Prékopa and Szántai [161] extended the construction
of Ramabhadran [164] and discussed the multivariate
distribution of the random vector X = AW, where Wi
are independent gamma random variables and A is a
k × (2k − 1) matrix with distinct column vectors with
0, 1 entries.

Kowalczyk–Tyrcha Model
Let Y =d G(α, µ, σ ) be a three-parameter gamma
random variable with pdf

σ > 0,

α > 0.

Mathai–Moschopoulos Model
Suppose Vi =d G(αi , µi , σi ) for i = 0, 1, . . . , k, with
pdf as in (113). Then, Mathai and Moschopoulos [139] proposed a multivariate gamma distribution of X, where Xi = (σi /σ0 ) V0 + Vi for i =
1, 2, . . . , k. The motivation of this model has also
been given in [139]. Clearly, the marginal distribution of Xi is G(α0 + αi , (σi /σ0 )µ0 + µi , σi ) for
i = 1, . . . , k. This family of distributions is closed
under shift transformation as well as under convolutions. From the representation of X above and using
the mgf of Vi , it can be easily shown that the mgf of
X is
MX (t) = E{exp(tT X)}

T 
µ0
σ
t
exp
µ+
σ0
, (114)
=
k

(1 − σ T t)α0
(1 − σi ti )αi
i=1

where µ = (µ1 , . . . , µk ) , σ = (σ1 , . . . , σk )T , t =
T
T
(t
. 1 , k. . . , tk ). , |σi ti | < 1 for i = 1, . . . , k, and |σ t| =
.
.
i=1 σi ti < 1. From (114), all the moments of
X can be readily obtained; for example, we have
Corr(Xi , Xj ) = α0 / (α0 + αi )(α0 + αj ), which is
positive for all pairs.
A simplified version of this distribution when
σ1 = · · · = σk has been discussed in detail in [139].
T

Royen Models

1
e−(x−µ)/σ (x − µ)α−1 ,
(α)σ α
x > µ,

distributions of all orders are gamma and that the
√
correlation between Xi and Xj is θ0 / αi αj (i  = j ).
This family of distributions is closed under linear
transformation of components.

(113)

For a given α = (α1 , . . . , αk )T with αi > 0, µ =
(µ1 , . . . , µk )T ∈ k , σ = (σ1 , . . . , σk )T with σi > 0,
and 0 ≤ θ0 < min(α1 , . . . , αk ), let V0 , V1 , . . . , Vk be
independent random variables with V0 =d G(θ0 , 0, 1)
d
and Vi =
G(αi − θ0 , 0, 1) for i = 1, . . . , k. Then,
Kowalczyk and Tyrcha [125] defined a multivariate
gamma distribution as the distribution of the random
√
vector X, where Xi = µi + σi (V0 + Vi − αi )/ αi
for i = 1, . . . , k. It is clear that all the marginal

Royen [169, 170] presented two multivariate gamma
distributions, one based on ‘one-factorial’ correlation matrix R of the form rij = ai aj (i  = j ) with
a1 , . . . , ak ∈ (−1, 1) or rij = −ai aj and R is positive
semidefinite, and the other relating to the multivariate
Rayleigh distribution of Blumenson and Miller [44].
The former, for any positive integer 2α, has its characteristic function as
ϕX (t) = E{exp(itT x)}
= |I − 2i Diag(t1 , . . . , tk )R|−α . (115)
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Some Other General Families

exponential-type. Further, all the moments can be
obtained easily from the mgf of X given by

The univariate Pearson’s system of distributions has
been generalized to the bivariate and multivariate
cases by a number of authors including Steyn [197]
and Kotz [123].
With Z1 , Z2 , . . . , Zk being independent standard
normal variables and W being an independent chisquare random variable
with ν degrees of freedom,
√
and with Xi = Zi ν/W (for i = 1, 2, . . . , k), the
random vector X = (X1 , . . . , Xk )T has a multivariate
t distribution. This distribution and its properties and
applications have been discussed in the literature
considerably, and some tables of probability integrals
have also been constructed.
Let X1 , . . . , Xn be a random sample from the multivariate normal distribution with mean vector ξ and
variance–covariance matrix V. Then, it can be shown
that the maximum likelihood estimators of ξ and
V are the sample mean vector X and the sample
variance–covariance matrix S, respectively, and these
two are statistically independent. From the reproductive property of the multivariate normal distribution,
it is known that X is distributed as multivariate normal with mean ξ and variance–covariance matrix
V/n, and that nS = ni=1 (Xi − X)(Xi − X)T is distributed as Wishart distribution Wp (n − 1; V).
From the multivariate normal distribution in (40),
translation systems (that parallel Johnson’s systems in
the univariate case) can be constructed. For example,
by performing the logarithmic transformation Y =
log X, where X is the multivariate normal variable
with parameters ξ and V, we obtain the distribution
of Y to be multivariate log-normal distribution. We
can obtain its moments, for example, from (41) to be
µr (Y)

=E

 k



Yiri

= E{exp(rT X)}

i=1



1
= exp rT ξ + rT Vr .
2

(116)

Bildikar and Patil [39] introduced a multivariate
exponential-type distribution with pdf
pX (x; θ) = h(x) exp{θ T x − q(θ)},

21

(117)

where x = (x1 , . . . , xk )T , θ = (θ1 , . . . , θk )T , h is a
function of x alone, and q is a function of θ alone.
The marginal distributions of all orders are also

MX (t) = E{exp(tT X)}
= exp{q(θ + t) − q(θ)}.

(118)

Further insightful discussions on this family have
been provided in [46, 76, 109, 143]. A concise review
of all the developments on this family can be found
in Chapter 54 of [124].
Anderson [16] presented a multivariate Linnik distribution with characteristic function

 m
α/2 −1



t T i t
,
(119)
ϕX (t) = 1 +


i=1

where 0 < α ≤ 2 and i are k × k positive semidefinite matrices with no two of them being proportional.
Kagan [116] introduced two multivariate distributions as follows. The distribution of a vector X of
dimension m is said to belong to the class Dm,k
(k = 1, 2, . . . , m; m = 1, 2, . . .) if its characteristic
function can be expressed as
ϕX (t) = ϕX (t1 , . . . , tm )

ϕi1 ,...,ik (ti1 , . . . , tik ),
=

(120)

1≤i1 <···<ik ≤m

where (t1 , . . . , tm )T ∈ m and ϕi1 ,...,ik are continuous
complex-valued functions with ϕi1 ,...,ik (0, . . . , 0) = 1
for any 1 ≤ i1 < · · · < ik ≤ m. If (120) holds in the
neighborhood of the origin, then X is said to belong to
the class Dm,k (loc). Wesolowski [216] has established
some interesting properties of these two classes of
distributions.
Various forms of multivariate Farlie–Gumbel–
Morgenstern distributions exist in the literature.
Cambanis [50] proposed the general form as one with
cdf

k
k


F (xi1 ) 1 +
ai1 {1 − F (xi1 )}
FX (x) =
i1 =1

+



i1 =1

ai1 i2 {1 − F (xi1 )}{1 − F (xi2 )}

1≤i1 <i2 ≤k


k

+ · · · + a12···k
{1 − F (xi )} .
i=1

(121)
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A more general form was proposed by Johnson and
Kotz [113] with cdf

k


FXi1 (xi1 ) 1 +
ai 1 i 2
FX (x) =
i1 =1

1≤i1 <i2 ≤k

× {1 − FXi1 (xi1 )}{1 − FXi2 (xi2 )}

k

+ · · · + a12···k
{1 − FXi (xi )} .

(122)
[5]

In this form, the coefficients ai were taken to be 0 so
that the univariate marginal distributions are the given
distributions Fi . The density function corresponding
to (122) is

k


pXi (xi ) 1 +
ai 1 i 2
pX (x) =

[6]

[7]

1≤i1 <i2 ≤k

i=1

× {1 − 2FXi1 (xi1 )}{1 − 2FXi2 (xi2 )}

k

{1 − 2FXi (xi )} . (123)
+ · · · + a12···k
i=1

[8]

[9]

The multivariate Farlie–Gumbel–Morgenstern distributions can also be expressed in terms of survival
functions instead of the cdf’s as in (122).
Lee [128] suggested a multivariate Sarmanov distribution with pdf
pX (x) =

[3]

[4]

i=1

k


[2]

[10]

[11]

pi (xi ){1 + Rφ1 ,...,φk ,k (x1 , . . . , xk )},

i=1

(124)

where pi (xi ) are specified density functions on ,

Rφ1 ,...,φk ,k (x1 , . . . , xk ) =
ωi1 i2 φi1 (xi1 )φi2 (xi2 )
1≤i1 <i2 ≤k

+ · · · + ω12···k

[12]

k


φi (xi ),

[13]
[14]

(125)

[15]

and k = {ωi1 i2 , . . . , ω12···k } is a set of real numbers
such that the second term in (124) is nonnegative for
all x ∈ k .

[16]

i=1

[17]
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für Mathematik und Physik 13, 73–129.
Holmquist, B. (1988). Moments and cumulants of the
multivariate normal distribution, Stochastic Analysis
and Applications 6, 273–278.

[106]

[107]
[108]

[109]
[110]

[111]

[112]
[113]

[114]

[115]

[116]

[117]

[118]

[119]

[120]
[121]
[122]

[123]

[124]

25
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Credibility Theory
Credibility – What It Was and What It Is
In actuarial parlance, the term credibility was originally attached to experience-rating formulas that
were convex combinations (weighted averages) of
individual and class estimates of the individual risk
premium. Credibility theory, thus, was the branch
of insurance mathematics that explored model-based
principles for construction of such formulas. The
development of the theory brought it far beyond the
original scope so that in today’s usage, credibility
covers more broadly linear estimation and prediction
in latent variable models.

The Origins
The advent of credibility dates back to Whitney [46],
who in 1918 addressed the problem of assessing
the risk premium m, defined as the expected claims
expenses per unit of risk exposed, for an individual
risk selected from a portfolio (class) of similar risks.
Advocating the combined use of individual risk experience and class risk experience, he proposed that the
premium rate be a weighted average of the form
m = zm̂ + (1 − z)µ,

(1)

where m̂ is the observed mean claim amount per unit
of risk exposed for the individual contract and µ is
the corresponding overall mean in the insurance portfolio. Whitney viewed the risk premium as a random
variable. In the language of modern credibility theory, it is a function m() of a random element 
representing the unobservable characteristics of the
individual risk. The random nature of  expresses
the notion of heterogeneity; the individual risk is a
random selection from a portfolio of similar but not
identical risks, and the distribution of  describes the
variation of individual risk characteristics across the
portfolio.
The weight z in (1) was soon to be named the
credibility (factor) since it measures the amount of
credence attached to the individual experience, and
m was called the credibility premium.
Attempts to lay a theoretical foundation for rating
by credibility formulas bifurcated into two streams
usually referred to as limited fluctuation credibility

theory and greatest accuracy credibility theory. In
more descriptive statistical terms, they could appropriately be called the ‘fixed effect’ and the ‘random
effect’ theories of credibility.

The Limited Fluctuation Approach
The genealogy of the limited fluctuations approach
takes us back to 1914, when Mowbray [29] suggested how to determine the amount of individual
risk exposure needed for m̂ to be a fully reliable estimate of m. He worked with annual claim amounts
X1 , . . . , Xn , assumed to be i.i.d. (independent and
identically distributed) selections from a probability distribution with density f (x|θ), mean m(θ),
and variance s 2 (θ). The parameter
 θ was viewed
as nonrandom. Taking m̂ = 1/n ni=1 Xj , he sought
to determine how many
are
 years n of observation

needed to make θ |m̂ − m(θ)| ≤ km(θ) ≥ 1 − 
for some given (small) k and . Using
the normal
√
approximation m̂ ∼ N(m(θ), s(θ)/
n),
he
deduced
√
the criterion km(θ) ≥ z1−/2 s(θ)/ n, where z1−/2 is
the upper /2 fractile in the standard normal distribution (see Continuous Parametric Distributions).
Plugging in the empirical estimates m̂ and ŝ 2 =

n
2
i=1 (Xi − m̂) /(n − 1) for the unknown parameters, he arrived at
n≥

2
ŝ 2
z1−/2

k 2 m̂2

.

(2)

Whitney’s and Mowbray’s immediate successors
adopted Whitney’s appealing formula and, replacing
his random effect model with Mowbray’s fixed effect
model, they saw Mowbray’s result (2) as a criterion for full credibility of m̂, which means setting
z = 1 in (1). The issue of partial credibility was
raised: how to choose z when n does not satisfy
(2)? The plethora of papers that followed brought
many tentative answers, but never settled on a unifying principle that covered all special cases and that
opened for significant generalizations. Therefore, the
limited fluctuation approach, despite its grand scale,
does not really constitute a theory in the usual sense.
A survey of the area is given in [27].

The Greatest Accuracy Point of View
After three decades dominated by limited fluctuation
studies, the post World War II era saw the revival of
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Whitney’s random effect idea. Combined with suitable elements of statistical decision theory developed
meanwhile, it rapidly developed into a huge body of
models and methods – the greatest accuracy theory.
The experience-rating problem was now seen as a
matter of estimating the random variable m() with
some function m̆(X) of the individual data X, the
objective being to minimize the mean squared error
(MSE),
(3)
ρ(m̆) = Ɛ[m() − m̆(X)]2 .
The calculation

Ɛ[m() − m̆(X)]2 = Ɛ[m() − Ɛ[m|X]]2
+ Ɛ[Ɛ[m|X] − m̆(X)]2 (4)
shows that the optimal estimator is the conditional
mean,
(5)
m̃(X) = Ɛ[m|X],

likelihood if the posterior stays within the same family. If the conjugate prior is mathematically tractable,
then so is the posterior. The Bayes theory boasts a
huge body of results on conjugate priors for wellstructured parametric likelihoods that possess finitedimensional sufficient statistics; for an overview see,
for example, [8]. In 1972, Ferguson [12] launched
the Dirichlet process (a gamma process normed to a
probability) and showed that it is a conjugate prior to
the nonparametric family of distributions in the case
of i.i.d. observations. Conjugate analysis has had limited impact on credibility theory, the reason being that
in insurance applications, it is typically not appropriate to impose much structure on the distributions. In
the quest for a nice estimator, it is better to impose
structure on the class of admitted estimators and seek
the optimal solution in the restricted class. This is
what the insurance mathematicians did, and the program of greatest accuracy credibility thus became to
find the best estimator of the linear form

and that its MSE is
ρ̃ = Ɛar[m()|X] = ar m − ar m̃.

m̆(X) = a + bm̂(X),
(6)

In statistical terminology, m̃ is the Bayes estimator
under squared loss and ρ̃ is the Bayes risk (see
Bayesian Statistics).
Assuming that the data is a vector X =
(X1 , . . . , Xn ) with density f (x1 , . . . , xn |θ) conditional on  = θ, and denoting the distribution of 
by G, we have

(7)
m̃(X) = m(θ)dG(θ|X1 , . . . , Xn ),

where m̂ is some natural estimator based on the individual data. The MSE of such an estimator is just
a quadratic form in a and b, which is straightforwardly minimized. One arrives at the linear Bayes
(LB) estimator
m = Ɛm() +

ov[m, m̂]
(m̂ − Ɛm̂),
ar m̂

f (x1 , . . . , xn |θ)dG(θ)
.
f (x1 , . . . , xn |θ  )dG(θ  )
(8)
In certain well-structured models, with f (x1 , . . . ,
xn |θ) parametric (i.e. θ is finite-dimensional) and G
conveniently chosen, the integrals appearing in (7)
and (8) are closed form expressions. The quest for
such models is a major enterprise in Bayesian statistics, where f (·|θ) is called the likelihood (function),
G is called the prior (distribution) since it expresses
subjective beliefs prior to data, and G(·|x1 , . . . , xn )
is called the posterior (distribution) accordingly. A
family of priors is said to be conjugate to a given
dG(θ|x1 , . . . , xn ) = 

(10)

and the LB risk
ρ = ar m −

where G(·|x1 , . . . , xn ) is the conditional distribution
of , given the data:

(9)

ov2 [m, m̂]
.
ar m̂

(11)

The LB risk measures the accuracy of the LB estimator. For linear estimation to make sense, the LB
risk ought to approach 0 with increasing amounts of
data X. Since
ρ ≤ Ɛ[m − m̂]2 ,

(12)

a sufficient condition for ρ to tend to 0 is

Ɛ[m − m̂]2 −−−→ 0.

(13)

From the decomposition

Ɛ[m() − m̂]2 = Ɛ[m() − Ɛ[m̂|]]2
+ Ɛar[m̂|]

(14)

Credibility Theory

3

it is seen that a pair of sufficient conditions for (13)
to hold true are asymptotic conditional unbiasedness
in the sense

which is the best linear unbiased estimator (BLUE)
of m(θ) in the conditional model, given  = θ, he
arrived at the credibility formula (1) with

Ɛ[m() − Ɛ[m̂|]]2 −−−→ 0

µ = Ɛm() = ƐXj ,

and asymptotic conditional consistency in the sense

Ɛar[m̂|] −−−→ 0.

If this condition is in place, then

Ɛm̂ = Ɛm,
ov[m, m̂] = ar m,
(16)

φ = Ɛs 2 ().

ρ=
(17)

This is the greatest accuracy justification of the credibility approach.

(21)

φλ
= (1 − z)λ,
λn + φ

(22)

which depends in a natural way on n and the
parameters.

The Bühlmann–Straub Model

The Greatest Accuracy Break-through
The program of the theory was set out clearly in
the late 1960s by Bühlmann [4, 5]. He emphasized
that the optimization problem is simple (a matter of
elementary algebra) and that the optimal estimator
and its MSE depend only on certain first and second moments that are usually easy to estimate from
statistical data. The greatest accuracy resolution to
the credibility problem had already been essentially
set out two decades earlier by Bailey [1, 2], but like
many other scientific works ahead of their time, they
did not receive wide recognition. They came prior to,
and could not benefit from, modern statistical decision theory, and the audience was not prepared to
collect the message.
Bühlmann considered a nonparametric model
specifying only that, conditional on , the annual
claim amounts X1 , . . . , Xn are i.i.d. with mean m()
and variance s 2 (). Taking
1
m̂ = X =
Xj ,
n i=1

(20)

The credibility factor z behaves as it ought to do:
it increases and tends to 1 with increasing number
of observations n; it increases with λ, which means
that great uncertainty about the value of the true risk
premium will give much weight to the individual risk
experience; it decreases with φ, which measures the
purely erratic variation in the observations. The LB
risk (11) becomes

and (10) assumes the form (1) with

ar m()
.
µ = Ɛm(), z =
ar m() + Ɛar[m̂|]

λn
,
λn + φ

λ = ar[m()],

Usually m̂ is conditionally unbiased, not only asymptotically:
Ɛ[m̂|] = m().
(15)

ar m̂ = ar m + Ɛar[m̂|],

z=

(19)

n

(18)

The greatest accuracy paradigm, a merger of a sophisticated model concept and a constructive optimization criterion, had great potential for extensions and
generalizations. This was demonstrated in a much
cited paper by Bühlmann and Straub [6], henceforth abbreviated B–S, where the i.i.d. assumption
in Bühlmann’s model was relaxed by letting the
conditional variances be of the form ar[Xj |] =
s 2 ()/pj , j = 1, . . . , n. The motivation was that Xj
is the loss ratio in year j, which is the total claim
amount divided by the amount of risk exposed, pj .
The volumes (p1 , . . . , pn ) constitute the observational design, a piece of statistical terminology that
has been adopted in insurance mathematics despite
its connotation of planned experiments. The admitted
estimators were taken to be of the linear form
m̆ = g0 + g1 X1 + · · · + gn Xn ,

(23)

with constant coefficients gj . Minimization of the
MSE (3) is just another exercise in differentiation of a
quadratic form and solving the resulting set of linear
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equations. The LB estimator is of the credibility form
(1), now with
n

pj Xj
m̂ =

j =1
n


(24)

R = ar m − ov[m, x ][ar x]−1 ov[x, m ].
(31)

pj

The Random Coefficient Regression Model

j =1

(the BLUE of m(θ) in the conditional or fixed effects
model), and
n

pj λ
z=

where tr denotes the trace operator and R is the LB
risk matrix

j =1
n


.

Hachemeister [16] introduced a regression extension
of the B–S model specifying that

Ɛ[Xj |] =

(25)

pj λ + φ

s


yj r br (),

where the regressors yj r are observable, and

j =1

ar[Xj |] = s 2 ()pj .

The LB risk is
ρ = (1 − z)λ.

(32)

r=1

(26)

In retrospect, this was a humble extension of the
results (18)–(22) for the i.i.d. case, but of great
importance in its time since it manifestly showed the
wide applicability of the greatest accuracy construction. The way was now paved for more elaborate
models, and new results followed in rapid succession.

Multidimensional Credibility

(33)

The design now consists of the n × q regressor
matrix Y = (Yj r ) and the n × n volume matrix P =
Diag(pj ) with the pj placed down the principal diagonal and all off-diagonal entries equal to 0. In matrix
form, denoting the n × 1 vector of observations by
x and the s × 1 vector of regression coefficients by
b(),

Ɛ[x|] = Yb(),

(34)

ar[x|] = s 2 ()P−1 .

(35)

The problem is to estimate the regression coefficients
b(). Introducing

Jewell [20] introduced a multidimensional model in
which the data is a random n × 1 vector x, the estimand m is a random s × 1 vector, and the admitted
estimators are of the linear form

the entities involved in (29) and (31) now become

m̆ = g + Gx,

Ɛx = Yβ,

β = Ɛb,  = ar b, φ = Ɛs 2 (),

(27)

ar x = YY + φP−1 ,

with constant coefficients g (s × 1) and G (s × n).
The objective is to minimize the MSE
ρ(m̆) = Ɛ(m − m̆) A(m − m̆),

(28)

where A is a fixed positive definite s × s matrix.
Again, one needs only to minimize a quadratic form.
The LB solution is a transparent multidimensional
extension of the one-dimensional formulas (10) –
(11):
m = Ɛm + ov[m, x ][ar x]−1 (x − Ɛx),
ρ = tr(AR),

(29)
(30)

ov[x, b ] = Y.
If Y has full rank s, some matrix algebra leads to the
appealing formulas
b = Zb̂ + (I − Z)β,

(36)

R = (I − Z),

(37)

where
b̂ = (Y PY)−1 Y Px,


−1

(38)


Z = (Y PY + φI) Y PY.

(39)

Credibility Theory
Formula (36) expresses the LB estimator as a credibility weighted average of the sample estimator b̂,
which is BLUE in the conditional model, and the
prior estimate β. The matrix Z is the called the credibility matrix. The expressions in (38) and (39) are
matrix extensions of (24) and (25), and their dependence on the design and the parameters follows along
the same lines as in the univariate case.

Heterogeneity Models and Empirical Bayes
Whitney’s notion of heterogeneity (in the section
‘The Origins’) was set out in precise terms in the
cited works of Bailey and Bühlmann. The portfolio
consists of N independent risks, the unobservable risk
characteristics of risk No. i is denoted by i , and
the i are i.i.d. selections from some distribution G
called the structural distribution. The device clarifies
the idea that the risks are different, but still have
something in common that motivates pooling them
into one risk class or portfolio.
Thus, in the B–S setup the annual loss ratios of
risk No. i, Xi1 , . . . , Xini , are conditionally independent with

Ɛ[Xij |] = m(i ), ar[Xij |] = s 2 (i )/pij .
(40)
Owing to independence, the Bayes estimator and
the linear Bayes estimator of each individual
risk premium m(i ) remain as in the sections
‘The Greatest Accuracy Break-through’ and ‘The
Bühlmann–Straub Model’ (add subscript i to all
entities). Thus, for the purpose of assessing m(i ),
the observations stemming from the collateral risks
i   = i are irrelevant if the parameters in the model
were known. However, the parameters are unknown
and are to be estimated from the portfolio statistics.
This is how data from collateral risks become
useful in the assessment of the individual risk
premium m(i ). The idea fits perfectly into the
framework of empirical Bayes theory, instituted by
Robbins [37, 38], which was well developed at the
time when the matter arose in the credibility context.
The empirical linear Bayes procedure amounts to
inserting statistical point estimators µ∗ , λ∗ , φ ∗ for the
parameters involved in (1) and (25) to obtain an
estimated LB estimator,
m∗ = z∗ m̂ + (1 − z∗ )µ∗

(41)
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(now dropping the index i of the given individual).
The credibility literature has given much attention to
the parameter estimation problem, which essentially
is a matter of mean and variance component estimation in linear models. This is an established branch of
statistical inference theory, well-documented in textbooks and monographs; see, for example, [36, 43].
Empirical Bayes theory works with certain criteria for assessing the performance of the estimators.
An estimated Bayes estimator is called an empirical Bayes estimator if it converges in probability
to the Bayes estimator as the amount of collateral
data increases, and it is said to be asymptotically
optimal (a.o.) if its MSE converges to the Bayes
risk. Carrying these concepts over to LB estimation, Norberg [33] proved a.o. of the empirical LB
estimator under the conditions that Ɛ [µ∗ − µ]2 → 0
and that (λ∗ , φ ∗ ) → (λ, φ) in probability (the latter condition is sufficient because z is a bounded
function of (λ, φ)). Weaker conditions were obtained
by Mashayeki [28]. We mention two more results
obtained in the credibility literature that go beyond
standard empirical Bayes theory: Neuhaus [31] considered the observational designs as i.i.d. replicates,
and obtained asymptotic normality of the parameter estimators; hence possibilities of confidence estimation and testing of hypotheses. Hesselager [18]
proved that the rate of convergence (to 0) of the MSE
of the parameter estimators is inherited by the MSE
of the empirical LB estimator.

The Bayes Point of View
When no collateral data are available, the frequency
theoretical empirical Bayes model does not apply.
This appears to be the situation Mowbray had in mind
(‘The Limited Fluctuation Approach’); his problem
was to quote a premium for a unique, single standing
risk or class of risks. The Bayesian approach to
this problem is to place a prior G on the possible
values of θ, probabilities now representing subjective
degrees of belief prior to any risk experience. This
way the fixed effect θ is turned into a random variable
 just as in the frequency theory setup, only with
a different interpretation, and the Bayes and linear
Bayes analyses become the same as before.
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Hierarchical Models

downwards,

The notion of hierarchies was introduced in the credibility theory by Gerber and Jones [13], Taylor [44],
and Jewell [24]. To explain the idea in its fully developed form, it is convenient to work with observations
in ‘coordinate form’ as is usual in statistical analysis
of variance. With this device, the B–S model in the
section ‘The Bühlmann–Straub Model’ is cast as
Xij = µ + ϑi + εij ,

(42)

where ϑi = m(i ) − µ is the deviation of risk No.
i from the overall mean risk level and εij = Xij −
m(i ) is the erratic deviation of its year j result
from the individual mean. The ϑi , i = 1, . . . , N , are
i.i.d. with zero mean and variance λ, and the εij , j =
1, . . . , nij , are conditionally independent, given i ,
and have zero mean and variances ar εij = φ/pij .
In the hierarchical extension of the model, the data
are of the form
Xi1 ...is j = µ + ϑi1 + ϑi1 i2 + · · · + ϑi1 ...is + εi1 ...is j ,
(43)
j = 1, . . . , ni1 ...is , is = 1, . . . , Ni1 ...is−1 , . . . , ir = 1,
. . . , Ni1 ...ir−1 , . . ., i1 = 1, . . . , N . The index i1 labels
risk classes at the first level (the coarsest classification), the index i2 labels risk (sub)classes at the
second level within a given first level class, and so
on up to the index is , which labels the individual risks
(the finest classification) within a given class at level
s − 1. The index j labels annual results for a given
risk.
The latent variables are uncorrelated with
zero means and variances ar ϑi1 ...ir = λr and
ar εi1 ...is j = φ/pi1 ...is j . The variance component λr
measures the variation between level r risk classes
within a given level r − 1 class.
The problem is to estimate the mean
mi1 ...ir = µ + ϑi1 + · · · + ϑi1 ...ir

(44)

for each class i1 . . . ir . The LB solution is a system of
recursive relationships: Firstly, recursions upwards,
mi1 ...ir = zi1 ...ir m̂i1 ...ir + (1 − zi1 ...ir )mi1 ...ir−1 ,

(45)

starting from mi1 = zi1 m̂i1 + (1 − zi1 )µ at level 1.
These are credibility formulas. Secondly, recursions

Ni1 ...ir



λr

zi1 ...ir ir+1

ir+1 =1

zi1 ...ir =

,

Ni1 ...ir

λr



(46)

zi1 ...ir ir+1 + λr+1

ir+1 =1
Ni1 ...ir



m̂i1 ...ir =

zi1 ...ir ir+1 m̂i1 ...ir ir+1

ir+1 =1

,

Ni1 ...ir



(47)

zi1 ...ir ir+1

ir+1 =1

starting from (24) and (25) at level s (with i1 . . . is
added in the subscripts). There is also a set of
recursive equations for the LB risks:
ρ i1 ...ir = (1 − zi1 ...ir )λr + (1 − zi1 ...ir )2 ρ i1 ...ir−1 . (48)
The formulas bear a resemblance to those in the
previous sections, and are easy to interpret. They
show how the estimator of any class mean mi1 ...ir
depends on the parameters and on data more or
less remote in the hierarchy. The recursion (45) was
proved by Jewell [24] and extended to the regression
case by Sundt [39, 40]. Displaying the complete data
structure of the hierarchy, Norberg [34] established
the recursions (46), (47), and (48) in a regression
setting.

Hilbert Space Methods
For a fixed probability space, the set L2 of all
square integrable random variables is a linear space
and, when equipped with the inner product X, Y =
Ɛ[XY ], it becomes a Hilbert space.√The corresponding norm of an X in L2 is X = X, X , and the
distance between any X and Y in L2 is X − Y .
In this setup the MSE (3) is the squared distance
between the estimand and the estimator, and finding the best estimator in some family of estimators
amounts to finding the minimum distance point to m
in that family. If the family of admitted estimators
is a closed linear subspace, M ⊂ L2 , then a unique
minimum distance point exists, and it is the random
variable m ∈ M such that
m − m, m̆ = 0, ∀m̆ ∈ M.

(49)

Credibility Theory
In geometric terms, m is the projection of m onto M,
the equations (49) are the normal equations stating
that m − m is orthogonal to M, and the Pythagoras
relationship m 2 = m 2 + m − m 2 gives
ρ = m−m

2

= m

2

− m 2.

(50)

The Hilbert space approach to linear estimation
under the MSE criterion was taken by Gerber and
Jones [13], De Vylder [9], and Taylor [45]. It adds
insight into the structure of the problem and its solution, but can be dispensed with if M is of finite
dimension since the problem then reduces to minimizing a finite-dimensional quadratic form. Hilbert
space methods are usually needed in linear spaces M
of infinite dimension. Paradoxically, maybe, for the
 consisting of all square intebiggest conceivable M
grable functions of the data, the best estimator (5)
can be obtained from the purely probabilistic argument (4) without visible use of the normal equations.
In the following situations, the optimal estimator can
only be obtained by solving the infinite-dimensional
system of normal equations (49): The ‘semilinear
credibility’ problem [10], where X1 , . . . , Xn are conditionally i.i.d., given , and
 M consists of all
estimators of the form m̂ = ni=1 f (Xi ) with f (Xi )
square integrable. The continuous-time credibility
problem, in which the claims process X has been
observed continually up to some time τ and M conτ
sists of all estimators of the form m̂ = g0 + 0 gt dXt
with constant coefficients gt . In [19] X is of diffusion type and in [35], it is of bounded variation. The
Hilbert space approach may simplify matters also in
finite-dimensional problems of high complexity. An
example is [7] on hierarchical credibility.

Exact Credibility
The problem studied under this headline is: when is
the linear Bayes estimator also Bayes? The issue is
closely related to the conjugate Bayes analysis (in
the section ‘The Greatest Accuracy Point of View’).
In [21–23], Jewell showed that m = m̃ if the likelihood is of the exponential form with X as the canonical sufficient statistic and the prior is conjugate.
Diaconis and Ylvisaker [11] completed the picture by
proving that these conditions are also sufficient. Pertinently, since the spirit of credibility is very much
nonparametric, Zehnwirth [49] pointed out that Bayes
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estimators are of credibility form in Ferguson’s nonparametric model (in the section ‘The Greatest Accuracy Point of View’). These results require observations to be conditionally independent and identically
distributed (i.i.d.), and thus, the B–S model falls outside their remit. In insurance applications, in which
nonparametric distributions and imbalanced designs
are commonplace, the LB approach is justified by
its practicability rather than its theoretical optimality
properties. One may, however, show that LB estimators in a certain sense are restricted minimax under
mild conditions.

Linear Sufficiency
A linear premium formula need not necessarily be
linear in the claim amounts themselves. In the simple
framework of the sections ‘The Greatest Accuracy
Point of View’ and ‘The Greatest Accuracy breakthrough’, the question is how to choose the sample
statistic m̂. Taylor [45] used results from parametric statistical inference theory to show that the best
choice is the unbiased minimal sufficient estimator
(when it exists). More in the vein of nonparametric credibility, and related to the choice of regressors
problem in statistics, Neuhaus [32] gave a rule for
discarding data that do not significantly help in reducing the MSE. Related work was done by Witting [48]
and Sundt [42] under the heading ‘linear sufficiency’.

Recursive Formulas
The credibility premium is to be currently updated as
claims data accrue. From a practical computational
point of view, it would be convenient if the new
premium would be a simple function of the former
premium and the new data. Key references on this
topic are [13, 25], and – including regression and
dynamical risk characteristics – [41].

A View to Related Work Outside
Actuarial Science
Credibility Theory in actuarial science and Linear
Bayes in statistics are non-identical twins: imperfect
communication between the two communities caused
parallel studies and discoveries and also some rediscoveries. Several works cited here are from statistics,
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and they are easily identified by inspection of the list
of references. At the time when the greatest accuracy
theory gained momentum, Linear Bayes theory was
an issue also in statistics [17]. Later notable contributions are [3, 43, 47], on random coefficient regression models, [14, 15] on standard LB theory, [30] on
continuous-time linear filtering, and [36] on parameter estimation and hierarchical models.
Linear estimation and prediction is a major project
also in engineering, control theory, and operations
research. Kalman’s [26] linear filtering theory (see
Kalman Filter) covers many early results in Credibility and Linear Bayes and, in one respect, goes far
beyond as the latent variables are seen as dynamical
objects.
Even when seen in this bigger perspective of its
environments, credibility theory counts as a prominent scientific area with claim to a number of significant discoveries and with a wealth of special models
arising from applications in practical insurance.
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Credit Scoring
Introduction
‘Credit scoring’ describes the formal statistical and
mathematical models used to assist in running financial credit-granting operations, primarily to individual
applicants in the personal or retail consumer sectors.
The range of applicability of such tools is vast, covering areas such as bank loans, credit cards, mortgages,
car finance, hire purchase, mail order, and others.
Before the development of formal credit-scoring
methods, loan decisions were made on the basis of
personal judgment. This generally required a close
relationship between those seeking a loan and those
granting it. The ‘three Cs’ of ‘character, collateral, and capacity’ described the potential customer’s
standing in the community, whether some sort of
security would be pledged as a guarantee for the
repayment, and whether the applicant had sufficient
resources to meet the repayment terms. This was
all very well when the circle of people with whom
one carried out transactions was small, but over the
twentieth century this circle broadened dramatically,
as did the range of goods that one might wish to
purchase. The demand for unsecured loans began
to grow: mail order companies are just one example. Things were further complicated by World War
II, and the loss of people with expertise in making
credit-granting decisions to the war effort. This stimulated the creation of guidelines based on empirical
experience that others could apply. Around the middle of the twentieth century, recognition dawned that
predictive statistical tools, such as regression and linear multivariate statistics (dating from 1936) could
be applied. The need for these developments continued to grow in such forms as the appearance of the
credit card (the first UK credit card was launched by
Barclaycard in 1966) and Internet purchases. Credit
cards provided a guaranteed source of credit, so that
the customer did not have to go back to negotiate
a loan for each individual purchase. They also provided a source of revolving credit, so that even the
supply of fresh credit did not have to be renegotiated
(provided, of course, one was responsible with one’s
repayments). Credit cards and debit cards shifted the
loan decision to a higher level: to a ‘portfolio’ of
loans, chosen entirely by the individual customer.
However, the success and popularity of credit cards

meant that even these ‘portfolio’ decisions could not
be made on a personal basis. Some card issuers have
many tens of millions of cards in circulation, with
customers making billions of transactions annually.
Automatic methods to decide who merited a card
became essential.
The use of formal methods was further boosted
by the introduction of antidiscriminatory laws in the
1970s. This was a part of a broader social evolution,
but it manifested itself in the credit industry by
the legal requirement that credit-granting decisions
should be ‘empirically derived and statistically valid’,
and that they should not discriminate on certain
grounds, such as sex. (The latter is interesting, not
only because it is very different from the case in
insurance: it also means that some subgroups are
necessarily being unfairly penalized.) The only way
to guarantee this is to have a formal model that
can be written down in mathematical terms. Human
judgment is always susceptible to the criticism that
subjective, perhaps unconscious discrimination has
crept in.
Finally, the role of formal methods was boosted
further by growing evidence that such methods were
more effective than human judgment. Formal creditscoring methods are now used ubiquitously throughout the industry.
The introduction of statistical methods was not
without opposition. Almost without exception, the
statistical methods used in the industry are based on
empirical rather than theoretical models. That is, they
do not embody any theory about why people behave
in a certain way – for example, why some variable,
x, is correlated with degree of risk of default on a
loan, y. Rather they are based on observation that
x and y have been correlated in the past. This was
one source of criticism: some people felt that it was
immoral in some sense to use variables for which
there was no theoretical rationale. Others simply felt
uneasy about the introduction of quantification into
an arena that had previously been unquantified (the
history of quantification is littered with examples of
this). However, these objections soon faded in the
face of the necessity and the effectiveness of the
statistical methods.
Developments in credit-scoring technology are
continuing. Driven partly by progress in computer
technology, new statistical tools and methods that can
be applied in this domain continue to be invented.
Moreover, although the corporate sector had been
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relatively slow to adopt formal scoring methods,
things have changed in recent years. One reason for
the late adoption of the technology in the corporate
sector is that the data are typically very different:
the personal sector is characterized by a large volume of small loans, with limited financial data on
customers, and incomplete credit histories, while the
corporate sector is characterized by a small volume
of large loans, with audited financial accounts, and
records of corporate payment history. Even within the
personal sector, things are changing. Until recently,
the tools were applied chiefly in the ‘prime’ sector
(low risk customers). More recently, however, there
is a trend to move the technology downstream, to
the subprime sector (previously characterized by little customer assessment, but stringent penalties for
falling into arrears). Other things that stimulate continued development include the increasingly competitive market (e.g. from banks in the United States
spreading into Europe, from changes in the internal
nature of personal banking operations such as telephone and internet banking, and from other market
sectors developing financial arms), and the advent of
new products (e.g. sweeper accounts, current account
mortgages, and risk-based pricing).
There are several review papers describing the
methods and challenges of credit scoring, including
[1–3, 8, 9]. There are relatively few books on the
subject. The earliest seems to be [4], now in its
second edition. Edited collections of papers covering
the entire domain include [5, 6, 10], and integrated
texts on the subject include [7, 11].

Credit Scoring Models
In discussing credit scoring models, or scorecards, as
the models are called, it is useful to make two distinctions. The first is between application scorecards
and behavioral scorecards. Application scorecards
are used to decide whether to accept an applicant
(for a loan, credit card, or other product). Behavioral scorecards are used to monitor the behavior of
a customer over time, so that appropriate interventions can be made. For example, if a customer is
falling behind with repayments, a letter can be sent
drawing their attention to this. The available data will
typically be different in the two cases. For application scorecards, one may have information from an
application form, coupled with further information

from a credit bureau. For behavioral scorecards, one
will have an ongoing transaction record (e.g. purchase
and repayment). In both cases, the retrospective data
sets from which the models are to be constructed
will be large and will involve predominantly categorical data (continuous variables, such as age, are
typically categorized). An early, and generally fairly
labor-intensive, stage in building a scorecard is variable selection: deciding which of the many possible
predictor variables should be used, and how continuous variables should be categorized. One should also
be aware that the data are often imperfect: there will
often be missing or misrecorded values. This may
come as a surprise, since there would appear to be little scope for subjectivity in banking transaction data.
However, all data sets, especially those describing
humans and large data sets are vulnerable to these
problems.
The second useful distinction is between frontend and back-end scorecards. Front-end scorecards
are used in decision-making situations that involve
direct interaction with a customer or applicant – for
example, in making the decision about whether or not
to offer an applicant a loan. In such situations, there
are requirements (practical ones, and sometimes legal
ones) encouraging interpretability of the decisionmaking process. For example, one is often required to
say on what grounds one has rejected an applicant: for
example, the fact that the applicant has changed jobs
many times in the past year has led to a poor score.
Front-end scorecards must be relatively simple in
form – one may require, for example, that predicted
risk increases in the same order as the category levels
of each predictor, even if the data suggest otherwise.
In contrast, back-end scorecards are concerned with
more indirect decisions. For example, one might
process transaction records seeking customers who
are particularly profitable, or whose records suggest
that a card might have been stolen. These can be as
sophisticated and as complicated as one would like.
Scorecards are used for a wide (and growing)
variety of problems in the personal banking sector.
Perhaps the most familiar application is in making an accept/reject decision about an applicant, but
other applications include predicting churn (who is
likely to transfer to another supplier; a topic of particularly acute interest in the mortgage market at
the time of writing, and one of ongoing interest in
the credit card industry), attrition (who is likely to
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decline an offered product), fraud scoring, detecting other kinds of anomalous behavior, loan servicing
and review, choosing credit limits, market segmentation, designing effective experiments for optimizing
product design, and so on. Many of these applications ultimately involve making an allocation into one
of two classes (accept/reject, churn/not churn, close
account/do not close account, etc.) and much effort
has been spent on developing appropriate two-class
allocation tools.
The most popular tool used for constructing scorecards is logistic regression. This will either be based
on reformulating the categorical variables as indicator
variables, or on quantifying the categories in some
way (e.g. as weights of evidence). The naive Bayes
classifier is also popular because of its simplicity.
Linear multivariate statistics was used in the past,
but has tended to fall from favor. All of these models are ideal for front-end applications because they
express the final score as a simple sum of weights
assigned to the categories of the predictor variables.
If a low overall score can be explained in terms of
small contributions from one or more of the constituent variables, a ready ‘explanation’ is available.
Simple explanations can also be given by recursive partitioning or ‘tree’ classifiers. These partition
the space of predictor variables into cells, and assign
each cell to an outcome class or risk category. The
cells can then be described in simple terms such as
‘income less than X, rented accommodation, recent
adverse County Court judgments’. Despite the simplicity of this sort of interpretation, such models are
used relatively rarely for front-end purposes. Where
they are used tends to be to formulate new variables
describing interactions between raw predictors, in the
form of ‘derogatory trees’ (so-called because they are
used to identify particular configurations of the raw
predictors that are high risk).
Yet a third kind of simple prediction can be
obtained using nonparametric tools such as nearest
neighbor methods. In these, a new applicant is classified to the same class as the majority of the most
similar previous customers, in which ‘similarity’ is
measured in terms of the predictor variables. So,
for example, we might use, as predictors, time at
present address, time with current employer, type of
accommodation, occupation, and time with bank, and
identify those 50 previous customers most similar to
the new applicant in terms of these variables. If 40
of these subsequently defaulted, we might decide that
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the risk of the new applicant defaulting was high and
reject them. An explanation for the decision could
be given along the lines of ‘80% of similar customers went bad in the past’. Once again, despite
their simplicity, such models are rarely used in frontend systems. This is probably a legacy of the early
days, when there was a premium on simple calculations – in nearest neighbor methods, massive searches
are necessary for each new applicant. Such methods
are, however, used in back-end systems.
More sophisticated tools are also occasionally
used, especially in back-end models. Mathematical
programming methods, including linear and integer
programming, and neural networks, essentially an
extension of logistic regression, have been used.
Moreover, credit-scoring problems have their own
unique attributes, and particular specialized prediction methods have been developed which take account
of these. Graphical models have been proposed as a
tool for situations in which multiple distinct outcome
measures may be of interest (e.g. default, attrition,
churn, and top-up loan). Tools based on factor analysis have been developed as a way of summarizing
overall customer attractiveness into a single measure
(after all, ‘default’ is all very well, but it is ultimate
profitability which is of interest). More advanced
classification tools, such as ensemble classifiers, bagging, and boosting have also been used in some
back-end applications. Models have also been built
that take advantage of the known structural relationships of the variables. For example, if good/bad is
defined in terms of time in arrears and extent of
arrears then one can try to predict each of these
separately, combining the predictions to yield a predicted class, rather than trying to predict the class
directly.
It is worth noting that the classes in such problems
do not represent some underlying and well-defined
property of nature (contrast life assurance: ‘has died,
has not died’), but rather are defined by humans. In
particular, they will be defined in terms of possible outcome variables. For example, ‘default’ might
be defined as ‘three or more consecutive months in
arrears’ or perhaps by a combination of attributes
(‘account inactive over the past six months while
overdrawn beyond the overdraft limit’). This has
several implications. One is that the classes do not
have distinct distributions: rather they are defined
by splitting a continuum (e.g. the length of time
in arrears). Unless the predictor variables are highly
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correlated with the underlying outcome continuum,
accurate allocation into the two classes on the basis
of the predictor variables will not be possible. Furthermore, there is some intrinsic arbitrariness about
the choice of the threshold used to split the underlying continuum (why not four or more months in
arrears?).
Predictive models of the above kind are also useful
for behavioral models, but the repeated observations
over time in such situations mean that Markov chain
models are also natural, and various extensions of the
basic model have been proposed, including moverstayer models.

Challenges in Building Scorecards
In general, scorecards deteriorate over time. This
is not because the parameters in the scorecard
change, but because the applicant or customer
populations evolve over time (a phenomenon known
as population drift). There are various reasons for
this: the economic climate may change (the last
few years have seen dramatic examples of this,
where scorecards built in the previously benign
climate deteriorated dramatically as the stock market
slumped and other economic changes occurred),
new marketing strategies may mean that different
kinds of people are seeking loans (all too often the
marketing arm of a financial institution may not have
close contact with the risk assessment arm), and
competition may change the nature of applicants (in
some sectors, not too long ago, it was recognized
that long term customers were low risk – the
riskier ones having fallen by the wayside; nowadays,
however, in a highly competitive environment, the
long term customers may simply be those who cannot
get a better deal because they are perceived as
high risk). Criteria are therefore needed to assess
scorecard performance. Various measures are popular
in the industry, including the Gini coefficient, the
Kolmogorov-Smirnov statistic, the mean difference,
and the information value. All of these attempt to
measure the separability between the distribution of
scores for known bads and known goods. In general,
variants of ‘Receiver Operating Characteristic’ curves
(or Lorentz curves) are used to give more insight into
the merits of scorecards.
The particular problems that arise in credit-scoring
contexts mean that there are also other, deeper,

conceptual challenges. Some of the most important
include the following.
In granting loans, customers thought to be good
risks will be offered a loan, and those thought to
be bad risks will not. The former will then be followed up and their true (good/bad) class discovered,
while the latter will not. This means that the data
set is biased, causing genuine difficulties in measuring scorecard performance and in constructing new
scorecards. Attempts to tackle this problem go under
the general name of reject inference (since, in some
sense, one would like to infer the true class of the
rejected applicants).
Rejected applicants are but one type of selection
that occurs in the personal credit process. More
generally, a population may be mailed but only some
will reply, of those who reply only some are offered
a loan (say), of these only some take up the offer, of
these some turn out to be good and some bad, some
of the good wish to close the loan early and may be
offered a further loan, and so on.
In general, scorecards are always built on data that
are out of date. In principle, at least, one needs to
have records dating from further back in time than
the term of a loan, so as to ensure that one has both
known goods and bads in the sample. In practice, this
may be unrealistic. Consider, for example, a 25-year
mortgage. Quite clearly any descriptive data about the
applicants for mortgages dating from that long ago is
unlikely to be of great value for making predictions
about today’s applicants.

Conclusion
‘Credit scoring is one of the most successful applications of statistical and operations research modeling in finance and banking’ [11]. The astronomical
growth in personal banking operations and products
means that automatic credit scoring is essential –
modern banking could not function without it. Apart
from the imperative arising from the magnitude of
the operation, formal scoring methods also lead to
higher quality decisions. Furthermore, the fact that
the decision processes are explicitly stated in terms
of mathematical models means that they can be monitored, adjusted, and refined. None of this applies to
human judgmental approaches. The formalization and
quantification of such things as default probability
also means that effective risk management strategies
can be adopted.

Credit Scoring
The personal banking sector is one that changes
very rapidly, in response to economic climate,
legislative changes, new competition, technological
progress, and other forces. This poses challenging
problems for the development of credit-scoring tools.
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Decision Theory
Decision theory aims at unifying various areas of
mathematical statistics, including the prediction of
a nonobservable random variable, the estimation of a
parameter of the probability distribution of a random
variable, and the test of a hypothesis on such a
parameter. Each of these problems can be formulated
as a statistical decision problem.
The structure of a statistical decision problem is
identical with that of a two-person zero-sum game:
•
•
•

There is a collection  of possible states of
nature.
There is a collection  of possible decisions.
There is a risk function r:  ×  → [0, ∞],
which attaches to every state of nature P ∈ 
and every decision δ ∈  the risk r(P , δ).

The triplet (, , r) is called a decision problem.
For a decision problem (, , r), there are two
principles for the selection of a decision:
•

The Bayes Principle: For a given state of nature
P ∈ , the quantity
inf r(P , δ)

δ∈

is said to be the Bayes risk with respect to P and
every solution δ ∗ ∈  of the Bayes equation with
respect to P
r(P , δ ∗ ) = inf r(P , δ)
δ∈

(1)

The Bayes decisions with respect to P ∈  and the
minimax decisions are not affected if the risk function
is multiplied by a strictly positive constant.
Statistical decision problems involve random
variables X, X1 , X2 , . . . and their joint probability
distribution. Mathematically, it is convenient to
assume that
•

•

•

all random variables under consideration are
defined on the same measurable space (, F)
(consisting of a set  and a σ -algebra F of subsets
of ),
the collection  of possible states of nature consists of probability measures F → [0, 1], which
determine the joint probability distribution of
X, X1 , X2 , . . ., and
the collection  of possible decisions consists of
random variables  → R, which are functions of
X, X1 , X2 , . . ..

We also assume that X, X1 , X2 , . . ., and hence
the decisions, are observable; by contrast, no such
assumption is made for X, which may be considered
as the target quantity whose role depends on the type
of the statistical decision problem.
The measurable space (, F) may be understood
as being the source of all randomness in the statistical
decision problem and will henceforth be assumed to
be given without any further discussion. For a random variable X:  → R and a probability measure
P : F → [0, 1], we denote by PX the probability distribution of X under P and by


X(ω) dP (ω) =
x dPX (x)
(3)
EP [X] :=


•

is said to be a Bayes decision with respect to P . A
Bayes decision with respect to P need not exist,
and if it exists it need not be unique.
The Minimax Principle: The quantity
inf sup r(P , δ)

δ∈ P ∈

is said to be the minimax risk of the decision problem, and every solution δ ∗ ∈  of the minimax
equation
sup r(P , δ ∗ ) = inf sup r(P , δ)

P ∈

δ∈ P ∈

the expectation of X under P . Then
VarP [X] := EP [(X − EP [X])2 ]

(4)

is the variance of X under P . As usual, we identify
real numbers with random variables that are constant.
The definition of a statistical decision problem can
proceed in three steps:
•

(2)

is said to be a minimax decision. A minimax
decision need not exist, and if it exists it need
not be unique.

R

•

Define the collection  of possible decisions to
consist of certain random variables δ:  → R.
For example,  may be defined as the collection
of all convex combinations of X1 , . . . , Xn .
Define the collection  of possible states of
nature to consist of certain probability measures P : F → [0, 1] such that their properties
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reflect assumptions on the joint distribution of
certain random variables. For example, when  is
defined as before, then  may be defined as the
collection of all probability measures for which
X, X1 , . . . , Xn have finite second moments and
identical expectations; if this is done, then, for
every state of nature P ∈ , every decision δ ∈ 
satisfies EP [δ] = EP [X] and hence is simultaneously an unbiased predictor of X and an unbiased
estimator of the expectation of X.
Define the risk function r:  ×  → [0, ∞] to
evaluate a decision δ ∈  when the state of nature
is P ∈ . For example, when  and  are
defined as before, then r may be defined by
r(P , δ) := EP [(X − δ)2 ]

for which X has a finite expectation and define
r:  ×  → [0, ∞] by letting
r(P , δ) := EP [|X − δ|]

•

(5)

r(P , δ) := EP [(EP [X] − δ)2 ]

(6)

Let us now proceed to discuss some typical statistical
decision problems that illustrate

•
•

the effect of changing the collection  of possible
states of nature,
the effect of changing the collection  of possible
decisions, and
the effect of changing the risk function r.

Prediction without Observations
Let us first consider the prediction of a nonobservable
random variable X by a real number (not depending
on any observable random variables). We define
 := R

(7)

To complete the definition of a statistical decision
problem, we still have to define a collection  of
probability measures P : F → [0, 1] and a risk function r:  ×  → [0, ∞]. This can be done in various
ways:
•

Absolute risk function: Let  denote the collection of all probability measures P : F → [0, 1]

(9)

Then r is said to be the quadratic risk function.
The Bayes equation with respect to P ∈  has
the unique solution

in order to find the best estimator of the expectation of X. The choice of each of these risk
functions requires the restriction to probability
measures for which X1 , . . . , Xn , and in the first
case X also, have a finite second moment.

•

Then r is said to be the absolute risk function.
For P ∈ , every δ ∗ ∈  satisfying P [X ≤ δ ∗ ] ≥
1/2 and P [X ≥ δ ∗ ] ≥ 1/2 is a solution of the
Bayes equation with respect to P . Therefore,
every median of X under P is a Bayes decision
with respect to P . It is well known that at least
one median of X under P exists.
Quadratic risk function: Let  denote the collection of all probability measures P : F → [0, 1] for
which X has a finite second moment and define
r:  ×  → [0, ∞] by letting
r(P , δ) := EP [(X − δ)2 ]

in order to find the best predictor of X or by

(8)

δ ∗ := EP [X]

•

(10)

Therefore, the expectation of X under P is the
unique Bayes decision with respect to P .
Esscher risk function: For α ∈ (0, ∞), let 
denote the collection of all probability measures
P : F → [0, 1] for which eαX and X 2 eαX have
finite expectations and define r:  ×  → [0, ∞]
by letting
r(P , δ) := EP [(X − δ)2 eαX ]

(11)

Then r is said to be the Esscher risk function with parameter α. The Bayes equation with
respect to P ∈  has the unique solution
δ ∗ :=

EP [XeαX ]
EP [eαX ]

(12)

By a suitable transformation of the probability
measures in , the Esscher risk function can be
reduced to the quadratic risk function. Indeed,
For P ∈ , the map Q(P , α, X) : F → [0, 1]
given by

Q(P , α, X)[A] :=
A

eαX
dP
EP [eαX ]

(13)
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is a probability measure, X has a finite second
moment with respect to Q(P , α, X), and we have
r(P , δ) = EP [eαX ]EQ(P ,α,X) [(X − δ)2 ]
and

δ ∗ = EQ(P ,α,X) [X]

(14)

•

(15)

δ = h(X1 , . . . , Xn )

Since EP [eαX ] is strictly positive and independent
of δ ∈ , a decision is a Bayes decision with
respect to P and the Esscher risk function with
parameter α if and only if it is a Bayes decision
with respect to Q(P , α, X) and the quadratic risk
function.
In the theory of premium calculation principles, the
random variable X is called a risk and the risk function is called a loss function. The discussion shows
that the net premium EP [X] can be obtained as a
Bayes decision with respect to the quadratic risk function while the Esscher premium EP [XeαX ]/EP [eαX ]
can be obtained as a Bayes decision with respect to
the Esscher risk function with parameter α; furthermore, the Esscher premium with respect to P is the
net premium with respect to Q(P , α, X). For some
other premiums that can be justified by a risk function, see [4, 8].

Prediction with Observations
Let us next consider the prediction of a nonobservable
random variable X by a function of the observable
random variables X1 , . . . , Xn . We deal with various
choices of  and , but in all cases we define the
risk function r:  ×  → [0, ∞] by letting
r(P , δ) := EP [(X − δ)2 ]

(17)

for some function h: R n → R and let  denote
the collection of all probability measures for
which X has a finite second moment. The Bayes
equation with respect to P ∈  has the solution
δ ∗ := EP (X|X1 , . . . , Xn )

δ ∗ := EP [X]

•

(20)

Therefore, the expectation of X under P is a
Bayes decision with respect to P .
Affine–linear prediction: Let  denote the collection of all random variables δ, which can be
written as
n

δ = a0 +
ak Xk
(21)
k=1

with a0 , a1 , . . . , an ∈ R. Assume that  is another
random variable and let  denote the collection of
all probability measures for which X, X1 , . . . , Xn
have a finite second moment and are conditionally independent and identically distributed with
respect to . The Bayes equation with respect to
P ∈  has the solution
κP
n
δ ∗ :=
X(n)
(22)
EP [X] +
κP + n
κP + n
where
and

κP := EP [VarP (X|)]/VarP [EP (X|)]
1
Xk
n k=1
n

X(n) :=

(23)

is the sample mean for the sample size n ∈ N .

Prediction in the general case: Let  denote the
collection of all random variables δ, which can
be written as
δ = h(X1 , . . . , Xn )

(19)

for some function h: R n → R, and let  denote
the collection of all probability measures, for
which X has a finite second moment and X,
X1 , . . . , Xn are independent. The Bayes equation
with respect to P ∈  has the solution

(16)

Then r is said to be the quadratic risk function.
•

Therefore, the conditional expectation of X under
P , given X1 , . . . , Xn , is a Bayes decision with
respect to P .
Prediction based on independent observables: Let
 denote the collection of all random variables
δ, which can be written as

(18)

The choice of  and  in the prediction problem
with affine–linear decisions is that of the classical
model of credibility theory due to Bühlmann [2].
For extensions of this model, see, for example, [5, 6,
7, 9], and the references given there.

Estimation
Let us now consider the estimation of the expectation
of X by a function of the observable random variables
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then every decision δ ∈  satisfies r(P , δ) > 0
such that a Bayes decision with respect to P does
not exist.

X1 , . . . , Xn . We deal with various choices of 
and , but in all cases we define the risk function
r:  ×  → [0, ∞] by letting
r(P , δ) := EP [(EP [X] − δ)2 ]

(24)

Then r is said to be the quadratic risk function.
•

Unbiased estimation when the sample size is fixed :
Let  denote the collection of all random variables δ, which can be written as
δ=

n


ak Xk

(25)

k=1


with a1 , . . . , an ∈ R satisfying nk=1 ak = 1, and
let  denote the collection of all probability
measures for which X has a finite second moment
and X1 , . . . , Xn are independent and have the
same distribution as X. The Bayes equation with
respect to P ∈  has the solution
δ ∗ := X(n)

•

(26)

Therefore, the sample mean is a Bayes decision
with respect to every P ∈ .
Unbiased estimation when the sample size is variable: Instead of the finite family {Xk }k∈{1,...,n} ,
consider a sequence {Xk }k∈N of observable random variables. Let  denote the collection of all
random variables δ, which can be written as
δ=

n


ak Xk

(27)

k=1

for some
 n ∈ N and with a1 , . . . , an ∈ R satisfying nk=1 ak = 1, and let  denote the collection
of all probability measures for which X has a
finite second moment and the random variables
of the family {Xk }k∈N are independent and have
the same distribution as X. Then, for each P ∈ ,
the sample mean for the sample size n satisfies
r(P , X(n)) =

1
VarP [X]
n

(28)

and the Bayes risk with respect to P satisfies
inf r(P , δ) ≤ inf r(P , X(n)) = 0

δ∈

n∈N

(29)

and hence, infδ∈ r(P , δ) = 0. Thus, if the distribution of X with respect to P is nondegenerate,

Tests
Let us finally consider the test of a hypothesis on
the expectation of X by a function of the observable
random variables X1 , . . . , Xn .
•

Test of a one-sided hypothesis for a normal distribution: Let  denote the collection of all
probability measures for which X has a normal distribution with known variance σ 2 and
X1 , . . . , Xn are independent and have the same
distribution as X. We want to test the hypothesis
H0 : EP [X] ≤ µ0
against the alternative
H1 : EP [X] > µ0
Let  denote the collection of all random variables δγ satisfying

1 if X(n) > γ (rejection of H0 )
δγ =
0 if X(n) ≤ γ (acceptance of H0 )
(30)
for some γ ∈ R. We define the risk function r:
 ×  → [0, ∞] by letting

P [X(n) > γ ] if EP [X] ≤ µ0
r(P , δγ ) :=
cP [X(n) ≤ γ ] if EP [X] > µ0
(31)
with c ∈ (0, ∞) (being close to zero). Since the
test problem is without interest when P and hence
EP [X] is known, Bayes decisions are useless and
we have to look for a minimax decision. Let
denote the distribution function of the standard
normal distribution. Then we have, for each P ∈
,


γ − EP [X] √
P [X(n) ≤ γ ] =
n
(32)
σ
and hence
r(P , δγ )



γ − EP [X] √

n if EP [X] ≤ µ0
1 −
σ


=
γ − EP [X] √

 c
n if EP [X] > µ0
σ
(33)
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Therefore, the minimax risk satisfies
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important as well. For further reading we recommend the monographs by DeGroot [3], Berger [1],
and Witting [10].

inf sup r(P , δγ )

δγ ∈ P ∈

= inf sup r(P , δγ )
γ ∈R P ∈


= inf max 1 −
γ ∈R



c




γ − µ0 √
n
σ
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Decrement Analysis

exact age x to exact age x + 1. Assumptions that are
sometimes used include

The life table is an example of a decrement table –
one with a single mode of decrement – death.

•
•
•

Binomial Model of Mortality
Under the most natural stochastic model associated
with the life table, a person aged exactly x is assumed
to have probability px of surviving the year to age
x + 1, and probability qx of dying before attaining
age x + 1. With N such independent lives, the number of deaths is a binomial (N , qx ) random variable
(see Discrete Parametric Distributions). When the
mortality probability is unknown, a maximum likelihood estimate is provided by D N −1 , where D is
the number of deaths observed between exact ages x
and x + 1, among the N lives observed from exact
age x to exact age x + 1 or prior death.
In practice, some or all of the lives in a mortality
investigation studied between exact age x and exact
age x + 1 are actually observed for less than a year.
Clearly, those dying fall into this category, but they
cause no problem, because our observation is until
exact age x + 1 or prior death. It is those who are still
alive and exit the mortality investigation for some
reason other than death between exact ages x and
x + 1, and those who enter after exact age x and
before exact age x + 1 who cause the complications.
The observation periods for such lives are said to be
censored (see Censoring).
For a life observed from exact age x + a to
exact age x + b (0 ≤ a < b ≤ 1), the probability of
dying whilst under observation is b−a qx+a . A person
observed for the full year of life from exact age x to
exact age x + 1 will have a = 0 and b = 1. In the
case of a person dying aged x last birthday, during
the investigation period, b = 1. Using an indicator
variable d, which is 1, if the life observed dies aged
x last birthday during the investigation and 0 otherwise, the likelihood of the experience is the product
over all lives of
(b−a qx+a )d (1 − b−a qx+a )1−d
To obtain the maximum likelihood estimate of
qx , it is necessary to make some assumption about
the pattern of mortality over the year of life from

the uniform distribution of deaths: t qx = tqx
the so-called Balducci assumption: 1−t qx+t =
(1 − t)qx
a constant force of mortality: t qx = 1 − e−µt

with 0 ≤ t ≤ 1. Once one of these assumptions is
made, there is only a single parameter to be estimated
(qx or µ), since the values of a, b and d are known
for each life. The uniform distribution of deaths
assumption implies an increasing force of mortality
over the year of age, whilst the Balducci assumption
implies the converse.

The Traditional Actuarial Estimate of qx
According to the above binomial model, the expected
number of deaths is the sum of b−a qx+a over all lives
exposed to the risk of death aged x last birthday
during the investigation period. Under the constant
force of mortality assumption from exact age x to
exact age x + 1, b−a qx+a = 1 − (1 − qx )b−a , which
becomes (b − a)qx if the binomial term is expanded
and the very small second and higher powers of qx
are ignored. Under the binomial model, those dying
whilst under observation are not censored above (i.e.
for them, b = 1). The expected number of deaths can
therefore be written as


(b − a)qx +
(1 − a)qx
survivors

deaths

which can be rearranged as

 

(1 − a) −
(1 − b) qx
all lives

survivors

The expression in curly brackets is referred to as
the initial exposed to risk, and is denoted by Ex .
Note that a life coming under observation a fraction
through the year of life from exact age x, is given
an exposure of 1 − a, whilst one leaving a fraction
b through that year of life other than by death has
his/her exposure reduced by 1 − b. Those dying are
given full exposure until exact age x + 1.
The actuarial approach uses the method of
moments, equating the expected number of deaths
to the observed number of deaths θx to obtain
q̂x =

θx
Ex

(1)
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The traditional actuarial estimation formulae can also
be obtained using the Balducci and uniform distribution of death assumptions. The accuracy of the derivation under the common Balducci assumption has been
criticized by Hoem [15] because it treats entrants and
exits symmetrically. Hoem points out that no assumption about intra-age-group mortality is needed if a
Kaplan–Meier estimator (see Survival Analysis) is
used [16]. The actuarial approach, however, has been
defended by Dorrington and Slawski [9], who criticize Hoem’s assumptions. In most actuarial contexts,
the numerical differences are very small.

Poisson Model
Over much of the life span, the mortality rate qx is
small, and the number of deaths observed at a particular age can therefore be accurately approximated
by the Poisson distribution (see Discrete Parametric Distributions). If one assumes that the force of
mortality or hazard rate is constant over the age of
interest, and enumerates as Exc the total time lives
aged x are observed, allowing only time until death
in the case of deaths (in contrast to the initial exposed
adopted under the binomial and traditional actuarial
methods), the maximum likelihood estimator of the
force of mortality is
µ̂ =

θx
Exc

(2)

The force of mortality is not in general constant
over the year of age, and (2) is therefore interpreted
as an estimate of the force of mortality at exact
age x + 1/2. The central mortality rate mx of the
life table is a weighted average of µx+r for all r
(0 < r < 1). So (2) is also often interpreted as an
estimate of mx .
Under the assumption that deaths occur, on average, at age x + 1/2, the initial exposed to risk Ex and
the central exposed to risk Exc are related as follows:
Ex ≈ Exc +

θx
2

(3)

The Poisson estimator is particularly useful when
population data are provided by one or more censuses. To see this, we observe that, if Px (t) is the
population at time t, aged x last birthday, the central
exposed to risk for an investigation of deaths over,
say, three years from t = 0 to t = 3 is the integral

of Px (t) over that interval of time, which is readily
approximated numerically using available population
numbers at suitable census dates, for example,
Exc ≈ 3Px (1.5)
Exc ≈

Px (0) + 2Px (1) + 2Px (2) + Px (3)
2

(4)
(5)

This approach is usually referred to as a census
method, and is commonly used in life insurance
mortality investigations and elsewhere, because of
its simplicity. Formula (4) is essentially the basis
of the method used to derive national life tables in
many countries, including Australia and the United
Kingdom.

Sampling Variances and Standard Errors
Under the binomial model, the number of deaths θx
aged x last birthday, among Ex lives exposed, has
variance Ex qx (1 − qx ). It follows that the actuarial
estimate (1) of qx has variance qx (1 − qx )/Ex . Over
most of the life span, qx is small, and in this situation,
an accurate approximation to the variance of
√ the qx
estimator is provided by qx /Ex , leading to ( θx )/Ex
as the standard error of the qx estimator, when the
unknown qx is replaced by its actuarial estimate (1).
Under the Poisson model, the variance of the
number of deaths θx is Exc µ. The variance of the
Poisson estimator (2) is therefore µ/Exc . Substituting
the Poisson estimate for the unknown µ, we deduce
that
√ the standard error of the Poisson estimate is
( θx )/Exc , which is numerically very close to the
binomial standard error, except at advanced ages.

Graduation
But for any prior information or prior belief we
might have about the pattern of decrement rates over
age, the estimates for each separate age obtained by
the above methods would be the best possible. For
most decrements, however, we do have some prior
information or belief. Mortality rates (in the normal
course of events), for example, might be expected to
change smoothly with age. If this is true, then the
data for several ages on either side of age x can be
used to augment the basic information for age x, and
an improved estimate of qx or µ can be obtained by
smoothing the observed rates.

Decrement Analysis
The art of smoothing the rates calculated as above
to obtain better estimates of the underlying population
mortality rates is called graduation, and the ability
to smooth out random fluctuations in the calculated
rates may permit the estimation of valid rates from
quite scanty data.
A wide range of smoothing methods have been
adopted by actuaries over the years, the principal
approaches being:
•
•
•
•

•

graphical methods;
summation methods (weighted running averages,
designed to avoid introduction of bias);
cubic splines;
reference to an existing standard table (manipulating standard table rates by a selected mathematical formula so that the adjusted rates represent
the actual experience); and
fitting a mathematical formula.

The method adopted will depend to some extent on
the data and the purpose for which the decrement
rates are required. A simple graphical graduation
will probably be sufficient in many day-to-day situations, but where a new standard table for widespread
use is required, considerable time and effort will
be expended in finding the best possible graduation.
For a standard mortality table, the mathematical formula approach is probably the commonest in recent
years [13], and formulae tend to be drawn from
among the well-known mortality laws or modifications of them. Rapid advances in computing power
have made this approach much more manageable
than in earlier years. Surprisingly, generalized linear
models (GLMs), which might be used for graduation,
allowing explicit modeling of selection and trends,
have not as yet attracted much actuarial attention in
relation to graduation.
The smoothness of rates produced by one or other
of the other methods needs to be checked, and the
usual approach is to examine the progression of first,
second, and third differences of the rates. This is not
necessary when a mathematical formula has been fitted, because any reasonable mathematical function
is by its very nature, smooth [2]. The art of graduation in fact lies in finding the smoothest set of
rates consistent with the data. This is most clearly
demonstrated by the Whittaker–Henderson method
that selects graduated rates in such a way that a
weighted combination of the sum of the squares of
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the third differences of the selected rates and the chisquare measure of goodness-of-fit is minimized [2].
The relative weighting of smoothness versus adherence to data is varied until a satisfactory graduation
is achieved.
The user of any graduated rates must be confident
that they do in fact properly represent the experience
on which they are based. The statistical testing of the
graduated rates against the data is therefore an essential component of the graduation process. A single
composite chi-square test (comparing actual deaths
at individual ages with expected deaths according to
the graduation) may provide an initial indication as to
whether a graduation might possibly be satisfactory
in respect of adherence to data, but because the test
covers the whole range of ages, a poor fit over certain
ages may be masked by a very close fit elsewhere.
The overall chi-square test may also fail to detect
clumping of deviations of the same sign. Further
statistical tests are therefore applied, examining individual standardized deviations, absolute deviations,
cumulative deviations, signs of deviations, runs of
signs of deviations, and changes of sign of deviations, before a graduation is accepted [2, 13]. With
very large experiences, the binomial/Poisson model
underlying many of the tests may break down [21],
and modifications of the tests may be necessary [2].

Competing Risks; Multiple-decrement
Tables
The life table has only one mode of decrement –
death. The first detailed study of competing risks
where there are two or more modes of decrement
was by the British actuary Makeham [19] in 1874,
although some of his ideas can be traced to Daniel
Bernoulli, who attempted to estimate the effect on a
population of the eradication of smallpox [8]. Makeham’s approach was to extend the concept of the
force of mortality (which was well known to actuaries
of the time) to more than one decrement.
The multiple-decrement table is therefore a natural extension of the (single-decrement) life table [2,
5, 6, 10], and it finds many actuarial applications,
including pension fund service tables (see Pension
Fund Mathematics) (where the numbers of active
employees of an organization are depleted by death,
resignation, ill-health retirement, and age retirement)
and cause of death analysis (where deaths in a normal life table are subdivided by cause, and exits from
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the lx column of survivors are by death from one or
other of the possible causes of death).
There is no agreed international notation, and
the symbols below, which extend the internationally
agreed life table notation, are commonly accepted in
the United Kingdom.
For a double-decrement table labeled ‘a’ with two
modes of decrement α and β, the number of survivors
at age x is represented by (al )x . Decrements at age
x by cause α are designated by (ad )αx , and the basic
double-decrement table takes the following form.
Age
x

Survivors
(al)x

20
21
22
23
...

1 00 000
93 943
87 485
80 598
...

α decrements
(ad)αx

β decrements
β
(ad)x

1129
1185
1245
1302
...

4928
5273
5642
6005
...

1 d(al)x
(al)x dx

∞

(ad)αx+t

(al)αx =

(8)

t=0

and a force of decrement
(aµ)αx = −

1 d
(al)αx
(al)x dx

(9)

and because
(ad)x = (ad)αx + (ad)βx

(10)

(aµ)x = (aµ)αx + (aµ)βx

(11)

we find that

The proportion surviving from age x to age
x + t (or probability of survivorship from age x
to age x + t in a stochastic context) is t (ap)x =
(al )x+t /(al )x . The proportion of lives aged exactly
x exiting by mode α before attaining age x + 1 is
(aq)αx = (ad )αx /(al )x . This is usually referred to as the
dependent rate of decrement by mode α, because the
decrement occurs in the context of the other decrement(s). Independent decrement rates are defined
below. The force of decrement by all modes at exact
age x bears the same relationship to (al )x as µx does
to lx in a life table, namely
(aµ)x = −

malaria deaths. To proceed, it is necessary to develop
further the underlying double-decrement model. The
usual approach is to define

(6)

Survivorship from age x to age x + t in terms of the
force of decrement from all modes again parallels the
equivalent life table formula
  t

(aµ)x+u du
(7)
t (ap)x = exp −
0

Related Single-decrement Tables
In the case of a population subject to two causes of
death: malaria, for example, (decrement β) and all
other causes (decrement α), a researcher may wish to
evaluate the effect on survivorship of eliminating all

The next step is to envisage two different hypothetical populations: one where malaria is the only
cause of death and the other where there are no
malaria deaths but all the other causes are present.
The assumption made in the traditional multipledecrement table approach is that the force of mortality
in the nonmalaria population µαx is equal to (aµ)αx and
β
β
that for the malaria-only population µx = (aµ)x .
Separate (single-decrement) life tables can then be
constructed for a population subject to all causes of
death except malaria (life table α, with α attached
to all its usual life table symbols) and a hypothetical population in which the only cause of death was
malaria (life table β). Then, for the population without malaria,
  t

α
α
p
=
exp
−
µ
du
t x
x+u

(12)

0

The decrement proportions (or probabilities of dying)
in the two separate single-decrement life tables are
β
β
qxα = 1 − pxα and qx = 1 − px . These are referred
to as independent rates of decrement because they
each refer to decrements in the absence of the other
decrement(s). Under the Makeham assumption, µαx =
β
β
(aµ)αx and µx = (aµ)x , so it is clear from (7), (11)
and (12) that
t (ap)x

= t pxα t pxβ

(13)

Decrement Analysis

Relationship between Dependent and
Independent Decrement Rates

β

For a life aged x in a double-decrement table to exit
by mode α before age x + 1, the life must survive
from age x to age x + t and then exit by mode
α between t and t + dt for some t (0 ≤ t < 1). It
follows that
 1
α
(aq)αx =
t (ap)x µx+t dt


0

1

=


α
β α
t px t px µx+t

0
1

=
0

dt

(1 − t qxβ )t pxα µαx+t dt

(14)

For most life tables and single-decrement tables, the
survivorship function lx is virtually indistinguishable
from a straight line over a single year of age. To
obtain practical formulae, strict linearity over the single year of age is often assumed. Under this assumption of uniform distribution of decrements (deaths),
the proportion exiting between age x and age x + t
(0 ≤ t < 1) is
t qx

=

lx − lx+t
t (lx − lx+1 )
=
= tqx
lx
lx

The mortality rate


=

s qx

(15)

for (aq)x . Obtaining the independent rates from the
dependent rates using (18) and the equivalent equation for decrement β is slightly more complicated as
we need to solve the two equations simultaneously.
Where there are only two modes of decrement, the
elimination of one of the two unknown independent
rates leads to a readily soluble quadratic equation. An
iterative approach is essential when there are three or
more decrements.
We note in passing that if the assumption of uniform distribution of decrements is made for each
mode, then the distribution of all decrements combined cannot be uniform (i.e. (al )x is not strictly
linear. With two modes of decrement, for example, it
will be quadratic).
The uniform distribution of decrements is not
the only practical assumption that can be made to
develop relationships between the independent and
dependent rates. Another approach is to assume that
for 0 ≤ t < 1,
µαx+t = A(aµ)x+t

s

dt

(16)

Under the uniform distribution of deaths assumption
with s qx = sq x , we conclude from (16) that
= qx ,

(0 ≤ t ≤ 1)

(17)

Applying the uniform distribution of deaths formula (15) for decrement β and formula (17) for α,
we deduce from (14) that
 1
(1 − tqxβ )qxα dt
(aq)αx =
0

=

qxα

(aq)αx
(aq)x

(20)

and

0

t px µx+t

(19)

with A constant within each one-year age-group,
but different from one age-group to the next. Under
this piecewise constant force of decrement proportion
assumption
A=

t px µx+t

5



1 β
1 − qx
2

(18)

The same approach can be used when there are three
or more decrements.
In the situation in which the independent decrement rates are known, the dependent rates can be calculated directly using (18) and the equivalent formula

pxα = [(ap)x ]A

(21)

so that
α

qxα = 1 − [1 − (aq)x ](aq)x /(aq)x

(22)

With this formula, one can derive the independent
rates from the dependent rates directly, but moving
in the other direction is more difficult.
Formula (22) also emerges if one makes an alternative piecewise constant force of decrement assumption: that all the forces of decrement are constant
within the year of age.
Except where there are significant concentrations
of certain decrements (e.g. age retirement at a fixed
age in a service table) or decrement rates are high,
the particular assumption adopted to develop the
relationship between the dependent and independent
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rates will have relatively little effect on the values
calculated [10].

Estimation of Multiple-decrement Rates
Independent q-type rates of decrement in a multipledecrement table context are readily estimated using
the binomial and traditional actuarial described above.
Lives exiting by the mode of decrement of interest
are given full exposure to the end of the year of life,
whilst those departing by other modes are given exposure only to the time they exit. Dependent rates can
be estimated directly by allowing full exposure to
the end of the year of life for exits by the modes of
interest and exposure only to time of exit for other
modes. Data, for example, might come from a population with three modes of decrement α, β, and γ ,
and a double-decrement table might be required with
modes of decrement α and β. Exits by modes α and
β would be given exposure to the end of the year of
life, and exits by mode γ exposure to time of exit.
In the case of the Poisson model, exposure is to
time of exit for all modes. Calculations are usually
simpler, and the statistical treatment more straightforward. The multiple-decrement table can, in fact,
be interpreted as a special case of the Markov
multi-state model (see Markov Chains and Markov
Processes), which now finds application in illnessdeath analysis.
If it is intended to graduate the data, it is usually preferable to work with the independent rates,
because changes brought about by graduating the
dependent rates for one decrement can have unexpected effects on the underlying independent rates
for other modes of decrement, and make the resultant
multiple-decrement table unreliable.

Dependence between Competing Risks
The lives we have been discussing in the doubledecrement situation can be thought of as being subject to two distinct competing risks (see Competing
Risks). As a stochastic model, we might assume that
a person has a random future lifetime X under risk
α and a random future lifetime Y under risk β. The
actual observed lifetime would be the minimum of
the two.
The distributions of the times to death for the
two causes could well be related, and this is very

relevant to one of the classic questions in the literature: How much would the expectation of life
be increased if a cure for cancer were discovered?
If cancer were largely unrelated to other causes of
death, we might expect a marked improvement in life
expectancy. If, on the other hand, survivorship from
another disease, for example, cardiovascular disease,
were highly correlated with cancer survivorship, the
lives no longer threatened by cancer might die only
a short time later from cardiovascular disease. The
increase in life expectancy might be relatively modest.
In the case of a single-decrement life table, survivorship from age 0 to age x is usually expressed in
terms of x p0 = lx /l0 . In a stochastic context, it is convenient to write it as S(x), where S(x) = 1 − F (x)
and F (x) is the distribution function of the time X
to death of a life aged 0. S(x) is the probability that
X > x, and the force of mortality
µx = lim

h→0

1
P (x < X ≤ x + h|X > x)
h

(23)

As suggested above, where a life is subject to two
possible causes of death α and β, it is possible to
imagine a time to death X for cause α and a time
to death Y for cause β. Death will actually occur at
time Z = min(X, Y ).
By analogy with the life table survivorship function, we define
S(x, y) = P (X > x, Y > y)

(24)

and note immediately that the marginal distributions
associated with
Sα (x) = S(x, 0)

(25)

Sβ (y) = S(0, y)

(26)

can be interpreted as the distributions of time to
death when causes α and β are operating alone (the
net distributions). These have hazard rates (forces of
mortality)
λα (x) =

−(dS(x, 0))/dx
S(x, 0)

(27)

λβ (y) =

−(dS(0, y))/dy
S(0, y)

(28)

With α and β operating together, we first examine
the bivariate hazard rate for cause α at the point
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From the definition of the crude hazard rate, the
probability that death will occur between ages x and
x + dx by cause α in the presence of cause β is

(x, y)
1
P (x < X ≤ x + h,
h
Y > y|X > x, Y > y)

hα (x, y) = lim

h→0

S(x, x)hα (x) dx

=

−(∂S(x, y))/∂x
S(x, y)

(29)

hβ (x, y) =

−(∂S(x, y))/∂y
S(x, y)

(30)

0

In practice, of course, it is only possible to observe
Z = min(X, Y ), with survival function
SZ (z) = P (Z > z) = S(z, z)

(31)

and hazard function
h(z) =

−(dSZ (z))/dz
SZ (z)

(33)

the overall hazard function for survivorship in the
two-cause situation

−(dSα∗ (x))/dx
=
Sα∗ (x)

hα (x)S(x, x)

∞

hα (u)S(u, u) du
x

(39)

Independence
When causes α and β are independent, the following
simplifications emerge:
S(x, y) = Sα (x)Sβ (y)

(40)

SZ (z) = Sα (z)Sβ (z)

(41)

hα (x, y) = hα (x) = λα (x)

(42)

Equation (41) is essentially identical to formula (13)
in the nonstochastic multiple-decrement analysis.

(35)

Changing the signs in (35), integrating and exponentiating, we discover that SZ (z) may be written
SZ (z) = S(z, z) = Gα (z)Gβ (z)

λ∗α (x) =

All these formulae generalize to three or decrements.

with a similar formula for cause β in the presence of
cause α, and since


dS(z, z)
∂S(x, y) ∂S(x, y)
(34)
=
+
dz
∂x
∂y
x=y=z

h(z) = hα (z) + hβ (z)

and the survival function of those dying from cause
α in the presence of cause β is
 ∞
1
Sα∗ (x) =
hα (u)S(u, u) du
(38)
πα x
with hazard rate

(32)

The crude hazard rate at age x for cause α in the
presence of cause β is
1
hα (x) = lim P (x < X ≤ x + h,
h→0 h
Y > x|X > x, Y > x)


∂S(x, y)/∂x
=−
S(x, y)
y=x

It follows that the probability of dying from cause α
in the presence of cause β is
 ∞
=
hα (u)S(u, u) du
(37)
πα

(36)

Thus, the overall survivorship function can be
expressed as the product of two functions, one
relating to decrement α and the other to β. Note,
however, that Gα (z) and Gβ (z) are both determined
by their respective crude hazard rate in the presence
of the other variable.

Effect of Dependence
Does dependence have a large effect? To investigate this, imagine that X, the time to death under
cause α, is a random variable made up of the sum of
two independent chi-square variables (see Continuous Parametric Distributions), one with 5 degrees
of freedom, the other with 1 degree of freedom, and
that Y , the time to death under the other cause β, is
also made up of the sum of independent chi-square
variables with 5 and 1 degrees of freedom. Both X
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and Y are therefore χ62 random variables. But in this
example, they are not independent. They are in fact
closely related, because we use the same χ52 component for both. A mortality experience was simulated
with both causes operating. The expectation of life
turned out to be 5.3 years. With cause β removed, the
life expectancy should be 6.0 (the expected value of
χ62 ). Conventional multiple-decrement table analysis,
however, provided an estimate of 8.3!
When X and Y were later chosen as two completely independent χ62 , the traditional analysis correctly predicted an increase from 4.2 to 6.0 years for
the life expectancy.
The example is rather an extreme one, but the
warning is clear.
Unless decrements are very dependent, actuaries tend to use the traditional multiple-decrement
approach, and the results obtained should be adequate. Modeling dependence is not easy. If we have
some idea of how the modes of decrement are related,
it may be possible to construct a useful parametric
model in which the parameters have some meaning, but it is very difficult to construct a general
one. Another approach is to choose some well-known
multivariate survival distribution in the hope that it
provides an adequate representation of the data [10].
Carriere [4] examines the effect of dependent decrements and their role in obscuring the elimination of
a decrement. A comprehensive mathematical treatise
can be found in [8].

Projection of Future Mortality
Mortality has improved remarkably in all developed
countries over the past century with life expectancies
at birth now well over 80 for females and only a
few years less for males. Whilst improving mortality does not pose problems in relation to the pricing
and reserving for life insurances, the rising costs of
providing annuities and pensions to persons with
ever increasing age at death make it essential that
actuaries project the future mortality of lives purchasing such products. Such projections date back at
least to the early twentieth century [1]. Governments
also require mortality projections to assess the likely
future costs of national pensions, whether funded or
pay-as-you-go.
It is impossible to foresee new developments in
medicine, new drugs, or new diseases. Any mortality

projection, however sophisticated, must therefore be
an extrapolation of recent experience. The simplest
approach, which has been used for almost a century
and is still commonly adopted, is to observe the
mortality rate qx at selected ages at recent points
of time and extrapolate these to obtain projected
mortality rates qx,t for age x at various points of time
t in the future. The projection may be graphical or
may involve formulae such as
qx,t = βx γxt

(43)

where βx reflects the level of mortality at age x
at a particular point of time (the base year) and
γx (0 < γx < 1), estimated from recent experience,
allows for the annual improvement in mortality at
age x. Because mortality tends to rise approximately
exponentially with age over much of the adult age
span, future improvements under (43) can be allowed
for, quite conveniently, by specifying an equivalent
annual age adjustment to obtain the projected mortality rate. A reduction of 1/20 per annum in the age, for
example, is approximately equivalent to γx = 0.996.
An ultimate minimum mortality level αx is envisaged if the formula
qx,t = αx + βx γxt

(44)

is adopted [22], and in some investigations, attempts
have been made to relate mathematically the reduction formulae at the different ages [7].
These projection methods can be applied to both
period (cross sectional) and generational data.
There is no reason why the function extrapolated
should be the mortality rate qx,t . Among the transformations sometimes used to project mortality, the
logit transformation of Brass [3, 14] is prominent,
particularly when the data are prepared in cohort
rather than period form. The transformation takes
the form


l0 (n) − lx (n)
(45)
x (n) = 0.5 ln
lx (n)
where n is the cohort born in year n.
Where the mortality of a population at different epochs can be adequately represented by a
‘law of mortality’, the parameters for these ‘laws’
may be extrapolated to obtain projected mortality
rates [11, 12]. The method has a certain intuitive
appeal, but can be difficult to apply, because, even
when the age specific mortality rates show clear

Decrement Analysis
trends, the estimated parameters of the mathematical ‘law’ may not follow a clearly discernible pattern over time, and independent extrapolations of
the model parameters may lead to projected mortality rates that are quite unreasonable. This tends
to be less of a problem when each of the parameters is clearly interpretable as a feature of the
mortality curve. The mortality experience of more
recent cohorts is always far from complete, and for
this reason these methods are usually applied to
period data.
Projectors of national mortality rates in the 1940s
generally assumed that the clear downward trends
would continue and failed to foresee the halt to the
decline that occurred in the 1960s in most developed populations. Researchers who projected deaths
separately by cause using multiple-decrement methods observed rapidly increasing circulatory disease
mortality alongside rapidly declining infectious disease mortality [20]. The net effect in the short term
was continued mortality decline, but when infectious
disease mortality reached a minimal level, the continually increasing circulatory disease mortality meant
that mortality overall would rise. This phenomenon
was of course masked when mortality rates were
extrapolated for all causes combined. Very often, the
results of the cause of death projections were ignored
as ‘unreasonable’!
In the case of populations for which there is
little existing mortality information, mortality is often
estimated and projected using model life tables or by
reference to another population about which levels
and trends are well known [22].
Actuaries have generally tended to underestimate
improvements in mortality, a fact emphasized by
Lee and Carter in 1992, and the consequences for
age pensions and social security are immense. Lee
and Carter [17, 18] proposed a model under which
the past observed central mortality rates {mx,t } are
modeled as follows:
ln(mx,t ) = ax + bx kt + ex,t

(46)

where x refers to age and t to the epoch of the observation. The vector a reflects the age pattern of the
historical data, vector b represents improvement rates
at the various ages, and vector k records the pattern over time of the improvements that have taken
place. To fit the model, the authors select ax equal
to the average historical ln(mx,t ) value, and arrange
that b is normalized so that its elements sum to
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one; and k is normalized so that its elements sum
to zero. They then use a singular value decomposition method to find a least squares fit. In the case
of the US population, the {kt } were found to follow
an essentially linear pattern, so a random walk with
drift time series was used to forecast mortality rates
including confidence intervals. Exponentiating (46),
it is clear that model is essentially a much-refined
version of (43). A comparison of results obtained via
the Lee – Carter approach, and a generalized linear model projection for the mortality of England
and Wales has been given by Renshaw and Haberman [23].
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Derivative Pricing,
Numerical Methods

where the drift rate µ and volatility σ are assumed
to be constants, and B is a standard Brownian
motion. Following the standard no-arbitrage analysis,
the value V of a derivative claim on S may be found
by solving the partial differential equation

Numerical methods are needed for derivatives pricing
in cases where analytic solutions are either unavailable or not easily computable. Examples of the former
case include American-style options and most discretely observed path-dependent options. Examples
of the latter type include the analytic formula for
valuing continuously observed Asian options in [28],
which is very hard to calculate for a wide range of
parameter values often encountered in practice, and
the closed form solution for the price of a discretely
observed partial barrier option in [32], which requires
high dimensional numerical integration.
The subject of numerical methods in the area of
derivatives valuation and hedging is very broad. A
wide range of different types of contracts are available, and in many cases there are several candidate
models for the stochastic evolution of the underlying state variables. Many subtle numerical issues can
arise in various contexts. A complete description of
these would be very lengthy, so here we will only
give a sample of the issues involved.
Our plan is to first present a detailed description
of the different methods available in the context of
the Black–Scholes–Merton [6, 43] model for simple
European and American-style equity options. There
are basically two types of numerical methods: techniques used to solve partial differential equations
(PDEs) (these include the popular binomial and trinomial tree approaches), and Monte Carlo methods. We
will then describe how the methods can be adapted to
more general contexts, such as derivatives dependent
on more than one underlying factor, path-dependent
derivatives, and derivatives with discontinuous payoff
functions. Familiarity with the basic theory of derivative pricing will generally be assumed, though some
of the basic concepts will be reviewed when we discuss the binomial method. Readers seeking further
information about these topics should consult texts
such as [33, 56], which are also useful basic references for numerical methods.
To set the stage, consider the case of a nondividend
paying stock with a price S, which evolves according
to geometric Brownian motion
dS = µS dt + σ S dB,

(1)

1 2 2
σ S VSS + rSVS + Vt − rV = 0,
2

(2)

subject to appropriate boundary conditions. Note that
in (2), subscripts indicate partial derivatives, r is
the continuously compounded risk free interest rate,
and t denotes time. As (2) is solved backward from
the maturity date of the derivative contract T to the
present, it is convenient to rewrite it in the form
Vτ =

1 2 2
σ S VSS + rSVS − rV ,
2

(3)

where τ = T − t. The terminal payoff of the contract
becomes an initial condition for (3). For instance, a
European call option with an exercise price of K
has a value at expiry of V (S, t = T ) = V (S, τ =
0) = max(ST − K, 0), where ST is the underlying
stock price at time T . Similarly, a European put
option would have a payoff condition of V (S, t =
T ) = max(K − ST , 0). For these simple examples,
there is no need for a numerical solution because
the Black–Scholes formula offers a well-known and
easily computed analytic solution. Nonetheless, these
problems provide useful checks for the performance
of numerical schemes.
It is also important to note that we can solve (2)
by calculating an expectation. This follows from the
Feynman–Kac solution (see [23] for more details)
V (S, t) = exp (−r(T − t)) E∗ (V (S, T )) ,

(4)

where the expectation operator E is superscripted
with ∗ to indicate that we are calculating the expected
terminal payoff of the contract not under the process (1), but under a modified version of it, where µ
is replaced with the risk free interest rate r. Formulation (4) is the basis for Monte Carlo methods of
option valuation.

The Binomial Method
Perhaps the easiest numerical method to understand
is the binomial method that was originally developed in [21]. We begin with the simplest model of
uncertainty; there is one period, and the underlying

2
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stock price can take on one of two possible values
at the end of this period. Let the current stock price
be S, and the two possible values after one period
be Su and Sd, where u and d are constants with
u > d. Denote one plus the risk free interest rate for
the period as R. Absence of arbitrage requires that
u > R > d (if u ≤ R, then the stock would be dominated by a risk free bond; if R < d, then the stock
would dominate the risk free bond). Figure 1 provides
an illustration of this model.
We know the value of the option at expiry as a
function of S. Suppose we are valuing a European
call option with strike price K. Then the payoff
is Vu = max(Su − K, 0), if S = Su at T and Vd =
max(Sd − K, 0), if S = Sd at that time. Consider an
investment strategy involving the underlying stock
and a risk free bond that is designed to replicate
the option’s payoff. In particular, suppose we buy
h shares of stock and invest C in the risk free asset.
We pick h and C to satisfy
hSu + RC = Vu
hSd + RC = Vd .

(5)

This just involves solving two linear equations in two
unknowns. The solution is
Vu − Vd
Su − Sd
Vd Su − Vu Sd
C=
.
R(Su − Sd)
h=

(6)

The cost of entering into this strategy at the start
of the period is hS + C. No-arbitrage considerations
then tell us that the price of the option today must
equal the cost of this alternative investment strategy
that produces the same future payoffs as the option.
Su

S

Sd

Figure 1

A one-period binomial model

In other words,
V =

Vu − Vd
S(Vd u − Vu d)
S+
S(u − d)
RS(u − d)

Vu − Vd
Vd u − Vu d
+
u−d
R(u − d)


 

1
R−d
u−R
Vu +
Vd
=
R
u−d
u−d

=

=

1
[πVu + (1 − π)Vd ] ,
R

(7)

where π = (R − d)/(u − d). Note that the no-arbitrage restriction u > R > d implies that 0 < π < 1,
so we can interpret π (and 1 − π) as probabilities,
giving the intuitively appealing notion of discounting
expected future payoffs to arrive at today’s value.
If these probabilities were the actual probabilities
of the stock price movement over the period, then
the expected rate of return on the stock would be
πu + (1 − π)d = R. So (7) indicates that we calculate derivative values by assuming that the underlying
asset has an expected growth rate equal to the risk
free interest rate, calculating expected option payoffs,
and then discounting at the risk free interest rate. The
correspondence with (4) is obvious.
Although the model above is clearly far too simple to be of any practical relevance, it can easily be
extended to a very useful scheme, simply by dividing
the derivative contract life into various subperiods. In
each subperiod, the underlying asset will be allowed
to move to one of two possible values. This will allow
us to construct a tree or lattice. With n subperiods,
we will have a total of 2n possible stock price paths
through the tree. In order to keep things manageable, we will assume that d = 1/u. Then a u move
followed by a d move will lead to the same stock
price as two moves in the opposite sequence. This
ultimately gives n + 1 terminal stock prices, vastly
improving the efficiency of the numerical scheme (in
fact, without a recombining tree, constraints on computer memory may make it impossible to implement
a binomial method with a realistic number of subperiods). Figure 2 provides an illustration for the case
of n = 3 subperiods. There are four terminal stock
prices, but eight possible paths in the tree. (The nodes
Su3 and Sd 3 can each only be arrived at by a single
path, with either three consecutive u moves or three
consecutive d moves. The node Su2 d can be reached
in three ways, each involving two u moves and one d
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move. Similarly, three paths lead to the node Sud 2 .)
As we move through the tree, the implied hedging
strategy (6) will change, requiring a rebalance of the
replicating portfolio. As it turns out, the replicating
portfolio is self-financing, meaning that any changes
in its composition are financed internally. The entire
cost of following the strategy comes from its initial
setup. Thus we are assured that the price of the option
is indeed the initial cost of the replication strategy.
The binomial method can easily be programmed
to contain hundreds (if not thousands) of subperiods. The initial option value is calculated by rolling
backwards through the tree from the known terminal payoffs. Every node prior to the end leads to two
successor nodes, so we are simply repeating the one
period model over and over again. We just apply (7)
at every node.
In the limit as n → ∞, we can converge to the
Black–Scholes solution in continuous time. Let r be
the continuously compounded risk free interest rate,
σ be the annual standard deviation of the stock price,

Su 3
Su 2
Su
Sud

Su 2d

S
Sud 2
Sd
Sd 2

Sd 3

Figure 2 A three period binomial model. Note that there
are four terminal stock prices, but eight possible paths
through the tree

3

and let t be the time interval for each step (e.g.
with T = 1 year and n = 50, t = 0.02). We will
converge to the Black–Scholes price
√ as t → 0 (that
is, as n → ∞), if we set u = eσ t , d = 1/u, and
π = (ert − d)/(u − d).
In addition to the option value, we are frequently
interested in estimating the ‘Greeks’. These are hedging parameters such as delta (∂V /∂S) and gamma
(∂ 2 V /∂S 2 ). In the context of the binomial method,
these can be estimated by simply taking numerical
derivatives of option values in the stock price tree.
One simple trick often used to improve accuracy
involves taking a couple of extra timesteps (backwards beyond the starting date), so that more than one
value is available at the timestep corresponding to the
initial time. This permits these derivatives to be evaluated at that time, rather than one or two timesteps
later.
The binomial method is easily adaptable to the
case of American options. As we roll back through
the tree, we simply replace the computed value from
above (which is the value of holding onto the option
for another timestep) with the maximum of this and
its payoff if it were to be exercised rather than held.
This provides a very simple and efficient algorithm.
Table 1 presents an illustrative example for European
and American put options with S = K = 100, r =
0.08, T = 1, and σ = 0.30. The Black–Scholes value
for the European put is 8.0229, so in this case we get
a quite accurate answer with at most a few hundred
timesteps. The rate of convergence for this type of
numerical method may be assessed by repeatedly
doubling the number of timesteps (and hence the
number of grid points), and calculating the ratio of
successive changes in the computed solution value.
This will be around two if convergence is at a
first order or linear rate, and approximately four if

Table 1 Illustrative results for the binomial method. The parameters are S = K = 100, r = 0.08, T = 1 year, σ = 0.30.
The exact value for the European put is 8.0229. Value is the computed option value. Change is the difference between
successive option values as the number of timesteps (and thus grid size) is doubled. Ratio is the ratio of successive changes
European put

American put

No. of
timesteps

Value

Change

Ratio

Value

Change

Ratio

50
100
200
400
800
1600

7.9639
7.9934
8.0082
8.0156
8.0192
8.0211

n.a.
0.0295
0.0148
0.0074
0.0036
0.0019

n.a.
n.a.
1.99
2.00
2.06
1.89

8.8787
8.8920
8.8983
8.9013
8.9028
8.9035

n.a.
0.0133
0.0063
0.0030
0.0015
0.0007

n.a.
n.a.
2.11
2.10
2.00
2.14
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convergence is at a second order or quadratic rate.
It is well-known that the standard binomial model
exhibits linear convergence. This is borne out in
Table 1 for both the European and American cases.
The ease of implementation and conceptual simplicity of the binomial method account for its enduring popularity. It is very hard to find a more efficient
algorithm for simple options. Numerous researchers
have extended it to more complicated settings. However, as we shall see below, this is often not an ideal
strategy.

Numerical PDE Methods
A more general approach is to solve (3) using a
numerical PDE approach. There are several different
possibilities here including finite differences, finite
elements, and finite volume methods. In a onedimensional setting, the differences between these
various techniques are slight; in many cases all of
these approaches give rise to the same set of discrete
equations and the same option values.
We will consider the finite difference approach
here as it is the easiest to describe. The basic idea is to
replace the derivatives in (3) with discrete differences
calculated on a finite grid of values for S. This is
given by Si , i = 0, . . . , p, where S0 = 0 and Sp =
Smax , the highest value for the stock price on the grid.
Boundary conditions will depend on the contract, and
can be arrived at using obvious financial reasoning in
most cases. For instance, for a European call option at
Smax , we can use V (Sp ) = S − Ke−rτ , reflecting the
virtually certain exercise of the instrument at expiry.
Similarly, a put option is almost surely not going
to be exercised if S is very large, so we would use
V (Sp ) = 0 in this situation. At S0 = 0, a European
put option would be worth the present value of the
exercise price, while a call would be worth zero. We
can specify boundary conditions using these values,
but it is not required. This is because at S = 0,
the PDE (3) reduces to the easily solved ordinary
differential equation Vτ = −rV .
In most finance references, an equally spaced grid
is assumed but this is not necessary for anything other
than ease of exposition. In the following, we will
consider the more general case of a nonuniform grid
since it offers considerable advantages in some contexts. For the moment, let us consider the derivatives
with respect to S. Let Vi denote the option value at

grid node i. Using a first-order Taylor’s series expansion, we can approximate VS at node i by either the
forward difference
Vi+1 − Vi
,
(8)
VS ≈
Si+1 − Si
or the backward difference
Vi − Vi−1
,
VS ≈
Si − Si−1

(9)

where ≈ serves to remind us that we are ignoring
higher-order terms. Defining Si+1 = Si+1 − Si (and
similarly for Si ), we can form a central difference
approximation by combining (8) and (9) to get
VS ≈

Vi+1 − Vi−1
.
Si+1 + Si

(10)

In the case where Si = Si+1 , this is a secondorder approximation. (It is possible to derive a more
complicated expression which is second order correct
for an unevenly spaced grid, but this is not used much
in practice because grid spacing typically changes
fairly gradually, so there is not much cost to using
the simpler expression (10).) Similarly, using higherorder expansions and some tedious manipulations,
we can derive the following approximation for the
second derivative with respect to the stock price at
node i
Vi−1 − Vi
Vi+1 − Vi
+
Si+1
Si
.
(11)
VSS ≈
Si+1 + Si
2
This is also only first-order correct, but for an equally
spaced grid with Si = Si+1 = S, it reduces to
VSS ≈

Vi+1 − 2Vi + Vi−1
,
(S)2

(12)

which is second-order accurate. We will also use
a first-order difference in time to approximate Vτ .
Letting Vin denote the option value at node i and
time level n, we have (at node i)
Vin+1 − Vin
,
(13)
τ
where τ is the discrete timestep size. Note that
hedging parameters such as delta and gamma can be
easily estimated using numerical differentiation of the
computed option values on the grid.
Different methods arise depending upon the time
level at which the spatial derivatives are evaluated.
Vτ ≈

Derivative Pricing, Numerical Methods
Note that we are seeking to advance the discrete
solution forward from time n to n + 1. (Recall that we
are using the forward equation (3), so time is actually
running backwards.) If we evaluate these derivatives
at the old time level n, we have an explicit method.
In this case, plugging in our various approximations
to the PDE, we obtain
 n

n
Vi+1 − Vin
Vi−1
− Vin
+
n+1
n
2

− Vi
Vi
σ 2
Si+1
Si

=
Si 


S
+
S
τ
2
i+1
i
2
 n
n 
Vi+1 − Vi−1
+ rSi
(14)
− rVin .
Si+1 + Si
This can be rearranged to get
n
+ [1 − (αi + βi + r) τ ] Vin
Vin+1 = αi τ Vi−1
n
+ βi τ Vi+1
,

(15)

where
αi =

σ 2 Si2
rSi
,
−
Si (Si+1 + Si ) Si+1 + Si

βi =

σ 2 Si2
rSi
+
. (17)
Si+1 (Si+1 + Si ) Si+1 + Si

(16)

Similarly, we can derive an implicit method by
evaluating the spatial derivatives at the new time level
n + 1. Skipping over the details, we arrive at
n+1
+ [1 + (αi + βi + r) τ ] Vin+1
− αi Vi−1
n+1
− βi Vi+1
= Vin .

(18)

Using our ordinary differential equation Vτ = −rV
at S = 0 and an appropriately specified boundary
condition Vp = V (Sp ) at Smax , we can combine (15)
and (18) into a compact expression. In particular, let
V n be a column vector containing the elements of the
solution at time n, that is, V n = [V0n , V1n , . . . , Vpn ] .
Also, let the matrix, A, be given by


r
 −α2

 0
A =  ..
 .
 0
0

5

Then we can write
(I + θAτ )V n+1 = (I − (1 − θ)Aτ )V n , (20)
where I is the identity matrix. Note that θ = 0 is
an explicit method, while θ = 1 gives an implicit
scheme. Either of these approaches is first-order
correct in time. A second-order scheme can be
obtained by specifying θ = 1/2. This is known as
a Crank–Nicolson method.
It is worth noting that what the literature refers
to as trinomial trees are effectively just explicit finite
difference methods. (Trinomial trees are similar to
the binomial method, except that the stock price can
branch to any of three, not two, successor nodes. To
be precise, there is a slight difference between the
explicit finite difference method described here and
the traditional trinomial tree. This arises from treating
the rV term in the PDE (3) in an implicit fashion.)
Although this is well known, what is less commonly
mentioned in the literature is that we can also view
the binomial method as a particular explicit finite
difference method using a log-transformed version
of (3) (see [31]). Therefore, all of the observations
below regarding explicit type methods also apply to
the binomial and trinomial trees that are pervasive in
the literature.
It is critical that any numerical method be stable. Otherwise, small errors in the computed solution
can grow exponentially, rendering it useless. Either
a Crank–Nicolson or an implicit scheme is unconditionally stable, but an explicit method is stable if and
only if


1
.
(21)
τ ≤ min
i
αi + βi + r
In the case of a uniformly spaced grid where Si+1 =
Si = S, (21) simplifies to

0
0
0
(r + α2 + β2 )
−β2
0
(r
+
α
+
β
)
−β
−α
3
3
3
..
..
.. 3
.
.
.
0
···
0
0
···
0

τ ≤ min
i

0
0
0.
..
−αp−1
0

(S)2
.
σ 2 Si2 + r(S)2


···
0
···
0 

· ·. ·
0. 
.
..
.. 


(r + αp−1 + βp−1 ) −βp−1
0
0

(22)

(19)
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This indicates that the timestep size must be very
small if the grid spacing is fine. This can be a very
severe limitation in practice because of the following
reasons:
•

•

It can be very inefficient for valuing long-term
derivative contracts. Because of the parabolic
nature of the PDE (3), the solution tends to
smooth out as we proceed further in time, so we
would want to be taking larger timesteps.
A fine grid spacing is needed in cases where the
option value has discontinuities (such as digital
options or barrier options). This can lead to a
prohibitively small timestep.

By contrast, neither Crank–Nicolson nor implicit
methods are subject to this stability restriction. This
gives them the potential for considerably more flexibility in terms of grid design and timestep size as
compared to explicit methods.
Boundary conditions are another consideration.
For explicit methods, there is no need to specify
them because we can solve backwards in time in
a triangular region (much like the binomial method,
but with three branches). Some authors claim this
is a significant advantage for explicit methods [34].
Balanced against this, however, is the fact that pricing
problems of long enough maturity eventually lead to
an excessive number of nodes (because we do not
impose a boundary condition at Smax , the highest
stock price in the tree keeps on growing).
This does, however, lead to the issue of how large
Smax needs to be. Various rules-of-thumb are cited in
the literature, such as three or four times the exercise
price. A call option will typically require a larger
value than a put, since for a call the payoff function
has considerable value at Smax , while it is zero for a
put. In general, it√can be shown that Smax should be
proportional to σ T , so options either on underlying
assets with high volatilities, or with long times until
expiry, should have higher values of Smax .
Another issue concerns the solution of (20). Explicit methods (θ = 0) determine Vin+1 as a linear combination of three nodes at the preceding timestep, so
there is no need to solve a set of simultaneous linear equations. This makes them easier to use than
either Crank–Nicolson or implicit methods, which
require solving a set of linear equations. However, A
is a tridiagonal matrix (the only nonzero entries are
on the diagonal, and on each adjacent side of it in
each row). This means that the system can be solved

very quickly and efficiently using algorithms such as
described in [46].
Another topic worth noting relates to the central difference approximation of VS in (10). If this
approximation is used, it is possible that αi in (16)
can become negative. This can cause undesirable
effects such as spurious oscillations in our numerical
solution. Even if such oscillations are all but invisible
in the solution profile for the option price, they can
be quite severe for the option delta VS and gamma
VSS , which are important parameters for implementing hedging strategies. In the case of an implicit
method, we can guarantee that oscillations will not
happen by switching to the forward difference (8) at
node i. This implies replacing (16) and (17) with
αi =

σ 2 Si2
,
Si (Si+1 + Si )

(23)

βi =

σ 2 Si2
rSi
.
+
Si+1 (Si+1 + Si ) Si+1

(24)

Although this is only first-order correct, the effects on
the accuracy of our numerical solution are generally
negligible. This is because the only nodes where a
switch to forward differencing is required are remote
from the region of interest, at least across a broad
range of typical parameter values. For instance, suppose we use a uniform grid with Si+1 = Si = S,
and Si = iS. Then, αi in (16) will be nonnegative
provided that σ 2 ≥ r/i. Note that the case i = 0 does
not apply since that is the boundary where S = 0. If
r = 0.06 and σ = 0.30, then we will never switch to
forward differences. If r = 0.12 and σ = 0.15, then
we will move to forward differences for i ≤ 5, that
is, only for the first five interior nodes near the lower
boundary. Note, however, that this may not be true
in other contexts, such as interest rate or stochastic
volatility models featuring mean-reversion.
What about an explicit method? It turns out that
the stability restriction implies that αi ≥ 0, so this is
not an issue for this type of approach. However, for
a Crank–Nicolson scheme, things are unfortunately
rather ambiguous. As noted in [61], we can only
guarantee that spurious oscillations will not occur if
we restrict the timestep size to twice the maximum
stable explicit timestep size. If we do not do this,
then oscillations may occur, but we cannot tell in
advance. However, they will be most prone to happen
in situations where the solution is changing rapidly,
such as near a discretely observed barrier, or close
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to the strike price of a digital option. As will be
discussed below, there are ways of mitigating the
chance that oscillations will occur.
We have noted that an advantage of Crank–Nicolson and implicit methods over explicit methods is
the absence of a timestep size restriction for stability. This permits the use of unevenly spaced grids
that can provide significant efficiency gains in certain
contexts. It also allows us to choose timestep sizes
in a more flexible fashion, which offers some further benefits. First, it is straightforward to change the
timestep size, so that timesteps can be aligned with
intermediate cash flow dates, arising from sources
such as dividend payments made by the underlying
stock or coupons from a bond. Second, values of
long-term derivatives can be computed much more
efficiently if we exploit the ability to take much larger
timesteps as we move away from the expiry time.
Third, it is not generally possible to achieve secondorder convergence for American options using constant timesteps [25]. While it is possible to alter the
timestep suitably in an explicit scheme, the tight

coupling of the grid spacing and timestep size due
to the stability restriction makes it considerably more
complicated. Some examples of this may be found
in [24].
A simple, automatic, and quite effective method
for choosing timestep sizes is described in [37].
Given an initial timestep size, a new timestep is
selected according to the relative change in the option
price over the previous timestep at various points on
the S grid. Of course, we also want to ensure that
timesteps are chosen to match cash flow dates, or
observation intervals for discretely monitored pathdependent options. One caveat with the use of a
timestep selector involves discrete barrier options.
As the solution changes extremely rapidly near such
barriers, chosen timesteps will be excessively small,
unless we limit our checking to values of S that are
not very close to a barrier.
To illustrate the performance of these various
methods in a simple case, we return to our earlier example of a European put with S = K = 100,
r = 0.08, T = 1, and σ = 0.30. Table 2 presents

Table 2 Illustrative results for numerical PDE methods for a European put
option. The parameters are S = K = 100, r = 0.08, T = 1 year, σ = 0.30. The
exact value is 8.0229. Value is the computed option value. Change is the
difference between successive option values as the number of timesteps and
the number of grid points is increased. Ratio is the ratio of successive changes
No. of
grid nodes

No. of
timesteps

Value

Change

Ratio

n.a.
0.0144
0.0036
0.0009

n.a.
n.a.
4.00
4.00

n.a.
0.0333
0.0118
0.0047
0.0020
0.0009

n.a.
n.a.
2.82
2.51
2.35
2.22

n.a.
0.0192
0.0047
0.0012
0.0030
0.0010

n.a.
n.a.
4.09
3.92
4.00
3.00

Explicit
51
101
201
401

217
833
3565
14 329

51
101
201
401
801
1601

50
100
200
400
800
1600

51
101
201
401
801
1601

50
100
200
400
800
1600

7

8.0037
8.0181
8.0217
8.0226
Implicit
7.9693
8.0026
8.0144
8.0191
8.0211
8.0220
Crank–Nicolson
7.9974
8.0166
8.0213
8.0225
8.0228
8.0229
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results for explicit, implicit, and Crank–Nicolson
methods. Since in this simple case there is not much
of an advantage to using nonuniform grid spacing or
uneven timestep sizes, we simply start with an evenly
spaced grid running from S = 0 to S = 200. We then
refine this grid a number of times, each time by just
inserting a new node halfway between previously
existing nodes. For the implicit and Crank–Nicolson
cases, the number of timesteps is initially set at 50
and doubled with each grid refinement. The number
of timesteps in the explicit case cannot be determined
in this way. In this example, we use the largest stable
explicit timestep size. In order to satisfy the stability criterion (21), the number of timesteps must
increase by roughly a factor of 4 with each grid
refinement. This implies an increase in computational
work of a factor of 8 with each refinement (versus 4
in the cases of both implicit and Crank–Nicolson).
This limits our ability to refine the grid for this
scheme, in that computational time becomes excessive. (This is obviously somewhat dependent on the
particular implementation of the algorithm. In this
case, no particular effort was made to optimize the
performance of any of the methods. It is worth noting, however, that the explicit method with 401 grid
points (and 14 329 timesteps) requires almost triple
the computational time as the implicit method with
1601 grid points and 1600 timesteps.) It also means
that the apparent quadratic convergence indicated in
Table 2 for the explicit case is actually misleading
(the value of 4 in the ‘Ratio’ column would demonstrate second-order convergence if the number of
timesteps was being doubled, not quadrupled). All
of the methods do converge, however, with the rate
for the implicit method being approximately linear
and that for Crank–Nicolson being approximately
quadratic. For this particular example, time truncation error appears to be more significant than spatial
truncation error. Notice how far the implicit method is
away from the other two methods on the coarsest spatial grid. The explicit method does substantially better
on this grid because it takes more than four times as
many timesteps, while Crank–Nicolson does much
better with the same number of timesteps as implicit
because it is second-order accurate in time.
It must be said, however, that for this simple
example, there is no compelling reason to use any of
these methods over the binomial method. Comparing
Tables 1 and 2, we observe that the binomial method
requires 400 timesteps (and thus 401 terminal grid

nodes) to achieve an absolute error of 0.01 (for the
European case), while the explicit method requires
101 nodes (and 833 timesteps). This level of accuracy
is attained by the implicit method with 201 nodes and
200 timesteps, and by the Crank–Nicolson method
with half as many nodes and timesteps. But this
ignores computational time and coding effort. It also
ignores the fact that we only calculate the option
value for a single value of S with the binomial
method, whereas we compute it across the entire
grid for the other techniques. Roughly speaking,
the binomial method takes about the same amount
of CPU time as the implicit method to achieve an
error within 0.01. The Crank–Nicolson method takes
around 75% as much CPU time as these methods,
while the explicit technique takes about than twice
as long. If we are only interested in the option value
for a particular value on the S grid, then the binomial
method performs quite well, and it has the virtue of
requiring far less effort to implement.

Monte Carlo Methods
Monte Carlo methods are based on the Feynman–Kac
solution (4). Originally introduced to the option
pricing literature in [7], they have found wide applicability ever since. An excellent survey may be found
in [9], and we shall rely heavily on it here. The
basic idea is as follows. Recall the stochastic differential equation (1), which models the evolution of
the underlying stock price over time. (Also recall that
for derivative valuation, we replace the real drift rate
µ with the risk free rate r.) We can simulate this
evolution forward in time using the approximation
√
S(t + t) = S(t) + rS(t)t + σ S(t) tZ, (25)
where Z ∼ N (0, 1). This gives us values of S at
t = 0, t, 2t, etc. We carry out this procedure until
we reach the expiry time of the option contract T .
Applying the payoff function to this terminal value
for S gives us one possible realization for the ultimate
value of the option. Now imagine repeating this many
times, building up a distribution of option values at
T . Then, according to (4), we can simply average
these values and discount back to today, at the risk
free interest rate, to compute the current value of the
option. Hedging parameters such as delta and gamma
may be calculated using techniques described in [14].
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It should be noted that for the simple case of
geometric Brownian motion (1), we can integrate to
get the exact solution

S(T ) = S(0) exp

r − σ2
2




√
T + σ T Z , (26)

where once again Z ∼ N (0, 1). This avoids the error
due to the first-order approximation (25). (There are
higher-order approximation schemes, but these are
not commonly used because they involve considerably higher computational overhead. See, for example [40], for a thorough discussion of these methods.)
Unfortunately, exact expressions like (26) are rare.
Monte Carlo simulations produce a statistical estimate of the option value. Associated with it is a
standard error that tends to zero at the rate of M −1/2 ,
where M is the number of independent simulation
runs. Increasing the number of runs by a factor of
10 will thus reduce the standard error by a factor of
a little more than three. An approximate 95% confidence interval for the option value can be constructed
by taking the estimated price plus or minus two standard errors. Observe that when we cannot integrate
the stochastic differential equation exactly (that is, we
must step forward through time as in (25)), there is
an additional approximation error. This is often overlooked, so standard errors in these cases are biased
downwards. (Of course, by reducing the time interval
t in (25), we can reduce this error, but what is commonly done in practice is to fix t at some interval
such as one day and then to keep increasing M.)
In order to obtain more precise estimates, an alternative to simply doing more simulations is to use a
variance reduction technique. There are several possibilities, the simplest being antithetic variates. This
exploits the fact that if Z ∼ N (0, 1), then −Z ∼
N (0, 1). In particular, if V (STi )e−rT denotes the discounted terminal payoff of the contract for the ith
simulation run when STi is evaluated using Zi , then
the standard Monte Carlo estimator of the option
value is
V =

1
M

M

V (STi )e−rT .

(27)

i=1

Now let S̃Ti be the terminal value of the simulated
stock price based on −Zi . Then the estimated option
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value using antithetic variates is
VAV =

1
M

M

i=1

V (STi )e−rT + V (S̃Ti )e−rT
. (28)
2

To calculate the standard error using this method,
observe that Zi and −Zi are not independent. Therefore the sample standard deviation of the M values
of [V (STi )e−rT + V (S̃Ti )e−rT ]/2 should be used.
Another method to drive down the variance is
the control variate technique. Here we draw on the
description in [9], which is more general than typically provided in references. The basic idea is as
follows. Suppose there is another related option pricing problem for which we know the exact answer.
(For example, consider the case in [7] in which the
solution for an option on a stock that does not pay
dividends is used as a control variate for valuing an
option on a stock that does pay dividends.) Denote
the exact value of the related problem by W , and
its estimated value using Monte Carlo as W . Then
the control variate estimator of the option value of
interest is
VCV = V + β(W − W ).

(29)

The intuition is simple: we adjust our estimated
price from standard Monte Carlo using the difference
between the known exact value and its Monte Carlo
estimate. As noted in [9], it is often assumed that
β = 1, but that is not necessarily an optimal, or
even good, choice. To minimize variance, the optimal
value is
β∗ =

Cov(V , W )
Var(W )

.

(30)

This can be estimated via linear regression using
an additional prior set of independent simulations.
Observe that the common choice of β = 1 implicitly
assumes perfect positive correlation.
As a third possibility, importance sampling can
sometimes be used to dramatically reduce variance.
The intuition is easiest for pricing out-of-the-money
options. Consider the example of an out-of-themoney put, with the current stock price above the
strike. Since we simulate forward with a positive
drift, most of the simulated stock price paths will
finish out-of-the-money, contributing nothing to our
estimated option value. In other words, much of our
computational effort will be wasted. Alternatively, we
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can change the drift in our simulations, so that more
of them will finish in-the-money. Provided we appropriately weight the result using a likelihood ratio, we
i,µ
will get the correct option value. In particular, let ST
be the terminal stock price using a different drift rate
µ. Then
VIS =

1
M

M

V (ST )e−rT Li ,
i,µ

(31)

i=1

where Li is the likelihood ratio. In the case of
geometric Brownian motion,

 2

i,µ (r−µ)/σ
(µ − r 2 )T
ST
Li =
exp
S0
2σ 2


(r − µ)T
× exp
,
(32)
2
where S0 is the current stock price. (We note that the
expression given on p. 1284 of [9] is not correct as it
omits the second term involving the exponential function.) Note that we can also change the volatility, or
even the distribution function itself, provided that the
new distribution has the same support as the old one.
There are several other possibilities, including
moment matching, stratified sampling, and low-discrepancy sequences. In the latter, the ‘random’ numbers are not random at all, rather they are generated in a particular deterministic fashion, designed
to ensure that the complete probability space is
always covered in a roughly uniform fashion, no matter how many draws have been made. (Of course,
any computer-based random number generator will
not produce truly random numbers, but it is the
uniformity property that distinguishes low discrepancy sequences.) Low discrepancy sequences can be

particularly appealing in certain cases because they
offer the potential for convergence at a rate proportional to M −1 , rather than M −1/2 as for standard
methods. Detailed descriptions of low discrepancy
sequences and other techniques may be found in
sources such as [4, 9, 36, 38].
Table 3 contains some illustrative results for our
European put example using basic Monte Carlo, antithetic variates, a control variate, and importance sampling. The control variate used was the actual stock
price itself, which has a present discounted value
equal to the current stock price. We estimate β using
an independent set of M/10 runs in each case. The
calculated values of β were close to −0.25 for each
value of M. In the case of importance sampling,
we simply change to another geometric Brownian
motion with a new drift of µ = −0.10, keeping the
same volatility. Estimated values and standard errors
are shown for values of M ranging from one thousand, by factors of 10, up to one million. It is easy
to observe the convergence at a rate of M −1/2 in
Table 3, as the standard errors are reduced by a factor
of around three each time M is increased tenfold. On
this simple problem, it seems that antithetic variates
works about as well as importance sampling, with the
control variate technique doing relatively poorly (of
course, this could be improved with a better choice
of control variate).
The main virtues of Monte Carlo methods are their
intuitive appeal and ease of implementation. However, for simple problems such as the one considered
here, they are definitely inferior to alternatives such as
the binomial method or more sophisticated numerical
PDE techniques. This is because of their relatively
slow convergence rate. However, as will be noted
below, there are situations in which Monte Carlo
methods are the only methods that can be used.

Table 3 Illustrative results for Monte Carlo methods for a European put option. The parameters are S = K = 100,
r = 0.08, T = 1 year, and σ = 0.30. The exact value is 8.0229. The control variate technique used the underlying stock
price as a control. The parameter β in (29) was estimated using a separate set of simulations, each with 1/10th of the
number used for the calculations reported here. The importance sampling method was used with a drift of µ = −0.10 and
a volatility of σ = 0.30
Basic Monte Carlo

Antithetic variates

Control variates

Importance sampling

No. of
simulations

Value

Std. error

Value

Std. error

Value

Std. error

Value

Std. error

1000
10 000
1 00 000
1 000 000

7.4776
8.0019
8.0069
8.0198

0.3580
0.1187
0.0377
0.0120

7.7270
7.9536
8.0243
8.0232

0.1925
0.0623
0.0198
0.0063

7.5617
7.9549
8.0198
8.0227

0.2514
0.0809
0.0257
0.0082

8.0417
8.0700
8.0107
8.0190

0.2010
0.0635
0.0202
0.0064
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Two other observations are worthy of note. First,
in many cases it is possible to achieve enhanced
variance reduction by using combinations of the
techniques described above. Second, we have not
described how the random numbers are generated.
Details about this can be found in sources such as
[36, 46].

Some Considerations in More Complex
Situations
The discussion thus far has been intended to convey
in some detail the types of methods generally available, but it has been almost entirely confined to the
simple case of standard European style equity options
on a single underlying asset. We now examine some
of the factors that affect the implementation of the
methods in a variety of more complicated settings.
We begin by considering American options. We
briefly described a procedure for valuing these earlier
in the case of the binomial method. Obviously, the
same procedure could be used for any type of numerical PDE method; given our knowledge of the solution
at the next time level (since we are solving backwards
in time), we know the value of the option if it is not
exercised. We can compare this with its value if it
were to be exercised and take the higher of these two
possibilities at each node. While this procedure works
fairly well in terms of calculating accurate prices in
an efficient manner, it is not without flaws. These are
easiest to describe in the numerical PDE context. The
method sketched above involves advancing the solution from one time level to the next, and then applying
the constraint that the solution cannot fall below
its value if the option were immediately exercised.
An alternative is to solve the linear equation system subject to the constraint rather than applying the
constraint afterwards. This imposes some additional
computational overhead, since we are now solving a
(mildly) nonlinear problem. Various techniques have
been proposed for doing this (see [20, 22, 25], and
references therein). This kind of approach has the
following advantage. Consider the ‘smooth-pasting’
condition, which says that the delta of an American
option should be continuous. This does not hold at the
early exercise boundary, if we do not solve the system
subject to the early exercise constraint. Consequently,
estimates of delta and gamma can be inaccurate near
the exercise boundary, if we follow the simple procedure of applying the constraint after the system is
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solved. While in the numerical PDE context, it is
worth reemphasizing our earlier observation that it is
not possible, in general, to attain convergence at a
second-order rate, using an algorithm with constant
timesteps [25]. Intuitively, this is because near the
option’s expiry the exercise boundary moves very
rapidly, so small timesteps are needed. Techniques
for achieving this speed of convergence include using
the automatic timestep size selector described above
from [37], as proposed in [25], or a suitably modified version of the adaptive mesh scheme described
in [24].
The use of Monte Carlo methods for American
options is more complicated. This was long thought
to be an impossible task. The basic reason is that
we must simulate forward in time. As we do so,
we know at any point in time and along any path
what the immediate exercise value is, but we do not
know what the value of holding onto the option is
(observe the contrast with numerical PDE methods
where we solve backwards in time, so we do know
the value of keeping the option alive). In recent
years, however, there has been considerable progress
towards devising ways of handling early exercise
constraints using simulation. This literature started
with a path-bundling technique in [54]. While this
first attempt was not very successful, it did provide
an impetus for several other efforts [5, 15, 17, 41, 48,
50]. Most of these provide a lower bound for the true
American option price due to an approximation of
the optimal exercise policy. Exceptions include [15],
in which algorithms are derived that compute both
upper and lower bounds, and [50]. A comparison of
several approaches can be found in [27].
Dividends need to be treated in one of two
ways. If the underlying asset pays a continuous dividend yield q, then for a Monte Carlo method we
simply need to change the drift from r to r − q. The
analogue in the numerical PDE context is to change
the rSVS term in (3) to (r − q)SVS . Of course, the
same idea applies in various other contexts (e.g. q is
the foreign risk free rate in the case of options on
foreign exchange). If the dividend paid is a specified amount of cash at a discrete point in time, we
need to specify the ex-dividend price of the stock.
By far, the most common assumption is that the
stock price falls by the full amount of the dividend.
This is easy to handle in Monte Carlo simulation,
where we are proceeding forward in time, but a little more complicated for a numerical PDE method.

12

Derivative Pricing, Numerical Methods

The reason is that as time is going backwards, we
need to enforce a no-arbitrage condition that says that
the value of the option must be continuous across
the dividend payment date [56]. If t + indicates the
time right after the dividend D is paid, and t − is
the time right before, then V (S, t − ) = V (S − D, t + ).
This will usually require some kind of interpolation, as S − D will not typically be one of our grid
points.
Discontinuous payoffs such as digital options
can pose some difficulty for Monte Carlo methods,
if hedging parameters are calculated in certain
ways [14] (convergence will be at a slower rate).
On the other hand, it has been argued that such
payoffs pose more significant problems for numerical
PDE (and binomial tree) methods, in that the rate
of convergence to the option price itself will be
reduced [31]. Crank–Nicolson methods will also be
prone to oscillations near discontinuities, unless very
small timesteps are taken. However, there is a
fairly simple cure [45]. Following Rannacher [47],
if we (a) smooth the payoff function via an l2
projection; and (b) take two implicit timesteps
before switching to Crank–Nicolson, we can restore
quadratic convergence. This does not guarantee that
oscillations will not occur, but it does tend to preclude
them. (For additional insurance against oscillations,
we can take more than two implicit timesteps. As
long as the number of these is fairly small, we
will converge at a second-order rate.) We will refer

to this as the Rannacher procedure. To illustrate,
consider the case of a European digital call option
paying 1 in six months, if S > K = 100 with r =
0.05 and σ = 0.25. Table 4 shows results for various
schemes. If we use Crank–Nicolson with a uniform
S grid and constant timesteps, we get slow (linear)
convergence. However, this is a situation in which
it is advantageous to place a lot of grid nodes near
the strike because the payoff changes discontinuously
there. If we try this, though, we actually get very
poor results. The reason, as shown in the left panel
of Figure 3, is a spurious oscillation near the strike.
Of course, the results for the derivatives of the value
(delta and gamma) are even worse. If we keep the
variable grid, and use the Rannacher procedure with
constant timesteps, Table 4 shows excellent results.
It also demonstrates that the use of an automatic
timestep size selector provides significant efficiency
gains, as we can achieve basically the same accuracy
with about half as many timesteps. The right panel
of Figure 3 shows the absence of oscillations in this
particular case when this technique is used. It is also
worth noting how costly an explicit method would
be. Even for the coarsest spatial grid with 121 nodes,
the stability restriction means that more than 5000
timesteps would be needed.
Barrier options can be valued using a variety of
techniques, depending on whether the barrier is presumed to be monitored continuously or discretely.
The continuous case is relatively easy for a numerical

Table 4 Illustrative results for numerical PDE methods for a European digital call option. The
parameters are S = K = 100, r = 0.05, T = 0.5 years, σ = 0.25. The exact value is 0.508 280
No. of
grid nodes

No. of
timesteps

Value

No. of
grid nodes

No. of
timesteps

Value

Crank–Nicolson, uniform S grid,
constant timestep size

Crank–Nicolson, nonuniform S grid,
constant timestep size

101
50
0.564 307
201
100
0.535 946
401
200
0.522 056
801
400
0.515 157
1601
800
0.511 716
Rannacher procedure, nonuniform S grid,
constant timestep size

121
50
0.589 533
241
100
0.588 266
481
200
0.587 576
961
400
0.587 252
1921
800
0.587 091
Rannacher procedure, nonuniform S grid,
automatic timestep size selector

121
241
481
961
1921

50
100
200
400
800

0.508 310
0.508 288
0.508 282
0.508 281
0.508 280

121
241
481
961
1921

26
48
90
176
347

0.508 318
0.508 290
0.508 283
0.508 281
0.508 280
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European Digital Call Option Value
0.75
0.7
0.65

Option Value

0.6
0.55
0.5
0.45
0.4
0.35
0.3
0.25
90

92

94

96

98

100 102
Asset Price
(a)

104

106

108

110

106

108

110

European Digital Call Option Value
0.75
0.7
0.65

Option Value

0.6
0.55
0.5
0.45
0.4
0.35
0.3
0.25
90

92

94

96

98

100 102
Asset Price
(b)

104

Figure 3 European digital call option value. Left: Crank–Nicolson using a nonuniform spatial grid with constant timesteps;
Rannacher procedure using a nonuniform spatial grid with automatic timestep size selector. The parameters are K = 100,
r = 0.05, T = 0.5 years, σ = 0.25. Circles depict the analytic solution, the numerical solution is shown by the solid lines
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PDE approach, since we just have to apply boundary conditions at the barrier. However, it is a little
trickier for a Monte Carlo approach. This is because,
as we simulate forward in time using (25), a systematic bias is introduced, as we do not know what
happens during the time intervals between sampling
dates (that is, a barrier could be breached within a
timestep). This implies the we overestimate prices
for knock-out options and underestimate prices of
knock-in options. Techniques for correcting this are
discussed in [3, 16]. This is more of an academic
issue than a matter of practical concern, though, as
the overwhelming majority of barrier options feature
discrete monitoring. In this case, Monte Carlo simulations are unbiased (provided that sampling dates
for our simulations coincide with barrier observation
times) but slow to converge. There are several papers
dealing with adaptations of binomial and trinomial
trees to handle barrier options [11, 12, 19, 24, 49].
Basically, all of these papers struggle with the issue
that a fine grid is required near a barrier, and this
then requires an enormous number of timesteps due
to the tight coupling of grid spacing and timestep
size in an explicit type of method. Of course, implicit
or Crank–Nicolson methods do not suffer from this
and can easily be used instead [62]. Note that we
have to apply the Rannacher procedure described
above at each barrier observation date if we want
to have quadratic convergence because a discontinuity is introduced into the solution at every monitoring
date.
Path-dependent options are an application for
which Monte Carlo methods are particularly well
suited. This is because we know the history of any
path as we simulate it forward in time. Standard
examples include Asian options (which depend on
the average value of the underlying asset over time),
look-back options (which depend on the highest or
lowest value reached by the underlying asset during
a period of time), and Parisian-style options (which
depend the length of time that the underlying asset
is within a specified range). We simply need to
track the relevant function of the stock price history
through the simulation and record it at the terminal
payoff date. One minor caveat is that the same issue
of discretization bias in the case of continuously
monitored barrier options also occurs here if the
contract is continuously monitored (again, this is
not of paramount practical relevance as almost all
contracts are discretely monitored). Also, note that

Asian options offer a very nice example of the
effectiveness of the control variate technique. As
shown in [39], using an option with a payoff based on
the geometric average (which has an easily computed
analytic solution) as a control, sharply reduces the
variance of Monte Carlo estimates of options with
payoffs based on the arithmetic average (which does
not have a readily calculable analytic formula).
However, Monte Carlo methods are relatively
slow to converge, and, as noted above, not easily
adapted to American-style options. On the other
hand, numerical PDE and tree-based methods are
somewhat problematic for path-dependent options.
This is because as we solve backwards in time,
we have no knowledge of the prior history of the
underlying stock price. A way around this is to
use a state augmentation approach. A description of
the general idea can be found in [56]. The basic
idea can be sketched as follows, for the discretely
monitored case. (The continuously monitored case
is rare, and results in a two dimensional PDE
problem with no second-order term in one of the
dimensions [56]. Such problems are quite difficult
to solve numerically. See [58] for an example in
the case of continuously observed Asian options.)
Consider the example of a Parisian knock-out option,
which is like a standard option but with the proviso
that the payoff is zero if the underlying asset price S is
above a specified barrier for a number of consecutive
monitoring dates. In addition to S, we need to define
a counter variable representing the number of dates
for which S has been over the barrier. Since this
extra variable can only change on a monitoring date,
in between monitoring dates we simply solve the
usual PDE (3). In fact, we have to solve a set of
problems of that type, one for each value of the
auxiliary variable. At monitoring dates, no-arbitrage
conditions are applied to update the set of pricing
equations. Further details can be found in [55]. This
idea of solving a set of one-dimensional problems
can obviously rely on any particular one-dimensional
solution technique. If binomial trees are being used,
the entire procedure is often referred to as a ‘binomial
forest’. Similar ideas can be applied to look-back
or Asian options [35, 59]. In the case of Asian
options, the auxiliary variable is the average value
of the underlying asset. Because the set of possible
values for this variable grows very fast over time, we
generally have to use a representative set of possible
values and interpolation. This needs to be done with
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care, as an inappropriate interpolation scheme can
result in an algorithm that can diverge or converge to
an incorrect answer [26]. It should be noted that not
all path-dependent pricing problems can be handled
in this fashion. HJM [29] models of the term structure
of interest rates, do not have a finite-dimensional PDE
representation, except in some special cases. Neither
do moving window Asian options (where the average
is defined over a rolling period of, e.g. 30 days). The
only available technique, in these cases, is Monte
Carlo simulation.
Multidimensional derivative pricing problems are
another area where Monte Carlo methods shine. This
is because the computational complexity of PDE
or tree type methods grows exponentially with the
number of state variables, whereas Monte Carlo
complexity grows linearly. The crossover point is
usually about three: problems with three or fewer
dimensions are better handled using PDE methods, higher dimensional problems are more suited
to Monte Carlo methods (in fact, they are basically
infeasible for PDE methods). There are no particular complications to using Monte Carlo in higher
dimensions, except for having to handle correlated
state variables appropriately [36]. Of course, reasons
of computational efficiency often dictate that variance reduction techniques become very important.
In this regard, low-discrepancy sequences are frequently the preferred alternative. For numerical PDE
methods in general, pricing problems in more than
one dimension are better handled using finite element or finite volume methods because they offer
superior grid flexibility compared to finite differences [60]. Also, when using Crank–Nicolson or
implicit methods, the set of equations to be solved
is no longer tridiagonal, though it is sparse. This
requires more sophisticated algorithms [46]. It should
be observed that there have been several attempts
to generalize binomial/trinomial type explicit methods to higher dimensions (e.g. [8, 10, 18, 34, 42]).
The fundamental issue here is that it is quite difficult
in general to extend (to higher than one dimension) the idea of having a scheme with positive
coefficients that sum to one, and hence can be interpreted as probabilities. The source of the difficulty
is correlation, and often what is proposed is some
form of transformation to eliminate it. While such
schemes can be devised, it should be noted that
it would be very difficult to accomplish this for
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pricing problems, where a particular type of spatial grid is required, such as barrier options. Moreover, the effort is in one sense unnecessary. While
positivity of coefficients is a necessary and sufficient condition for the stability of an explicit method
in one dimension, it is only a sufficient condition in higher than one dimension; there are stable
explicit schemes in higher dimensions with negative
coefficients.
Finally, although our discussion has been in the
context of geometric Brownian motion, the same
principles and ideas carry over to other contexts.
One of the advantages of numerical methods (whether
Monte Carlo or PDE) is their flexibility in handling
different processes for the underlying state variables.
It is fairly easy to adapt the methods considered
here to other types of diffusion processes such as
stochastic volatility models [30], implied volatility
surfaces [2], or constant elasticity of variance models [13]. More difficulties arise in the case of mixed
jump-diffusion processes. There has not been a lot of
work in this area. PDE type methods for American
options have been developed in [1, 57]. Simulation
techniques for pricing barrier options in this context
are considered in [44].

Conclusions and Recommended Further
Reading
The field of pricing derivative instruments using
numerical methods is a large and confusing one, in
part because the pricing problems vary widely, ranging from simple one factor European options through
American options, barrier contracts, path-dependent
options, interest rate derivatives, foreign exchange
derivatives, contracts with discontinuous payoff functions, multidimensional problems, cases with different assumptions about the evolution of the underlying
state variables, and all kinds of combinations of
these items. The suitability of any particular numerical scheme depends largely on the context. Monte
Carlo methods are the only practical alternative for
problems with more than three dimensions, but are
relatively slow in other cases. Moreover, despite significant progress, early exercise remains problematic
for simulation methods. Numerical PDE methods are
fairly robust but cannot be used in high dimensions.
They can also require sophisticated algorithms for
solving large sparse linear systems of equations and

16

Derivative Pricing, Numerical Methods

are relatively difficult to code. Binomial and trinomial
tree methods are just explicit type PDE methods that
work very well on simple problems but can be quite
hard to adapt to more complex situations because of
the stability limitation tying the timestep size and
grid spacing together. In addition to the references
already cited here, recent books such as [51–53] are
fine sources for additional information.
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Dirichlet Processes
Background, Definitions, Representations
In traditional Bayesian statistics, one has data Y
from a parametric model with likelihood L(θ) in
terms of parameters θ (typically a vector), along with
a prior distribution π(θ) for these. This leads by
Bayes’ theorem to the posterior distribution π(θ|data)
∝ π(θ)L(θ), and is the basis of all inference about
the unknowns of the model. This parametric setup
requires that one’s statistical model for data can be
described by a finite (and typically low) number of
parameters. In situations where this is unrealistic, one
may attempt nonparametric formulations in which
the data generating mechanism, or aspects thereof,
are left unspecified. In the Bayesian framework, this
means having prior distributions on a full distribution
P, in the set of all distributions on a given sample
space. The Dirichlet process (DP) was introduced
in [6, 7] for such use in Bayesian nonparametrics, and
is one way of constructing such random probability
distributions. Earlier, however, less general versions
of the DP were used in [5, 8].
To give a proper definition of the DP, recall first
that a vector (U1 , . . . , Uk ) is said to have a Dirichlet
distribution (see Discrete Multivariate Distributions) with parameters (c1 , . . . , ck ), if the density of
(U1 , . . . , Uk−1 ) is proportional to u1c1 −1 · · · ukck −1 on
the set where u1 , . . . , uk−1 are positive with sum less
than 1; also, uk = 1 − (u1 + · · · + uk−1 ). This distribution is used to describe random probabilities on
a finite set. It has the convenient property of being
closed when summing over cells; if (U1 , . . . , U6 ) is
a 6-cell Dirichlet with parameters (c1 , . . . , c6 ), then
(U1 + U2 , U3 + U4 + U5 , U6 ) is a 3-cell Dirichlet
with parameters (c1 + c2 , c3 + c4 + c5 , c6 ), for example. Note also that each of the Ui s is a beta variable.
It is precisely this sum-over-cells property that
makes it possible to define a DP on any given
sample space. It is an infinite-dimensional extension of the Dirichlet distribution. We say that
P is a DP with parameter aP0 , and write P ∼
DP(aP0 ), where P0 is the base distribution and a
is a positive concentration parameter, provided, for
each partition (A1 , . . . , Ak ) of the sample space,
(P (A1 ), . . . , P (Ak )) has the Dirichlet distribution
with parameters (aP0 (A1 ), . . . , aP0 (Ak )). In particular, P (A) has a beta distribution with mean P0 (A) and

variance P0 (A)(1 − P0 (A))/(a + 1). Thus P0 = EP
is interpreted as the center or prior guess distribution,
whereas a is a concentration parameter. For large values of a, the random P is more tightly concentrated
around its center P0 , in the space of all distributions.
The a parameter can also be seen as the ‘prior sample
size’ in some contexts, as seen below.
The paths of a DP are almost surely discrete,
with infinitely many random jumps placed at random locations. This may be seen in various ways,
and is, for example, related to the fact that a DP is a
normalized gamma process; see [6, 7, 12]. A useful
infinite-sum representation, see [19, 20], is as follows: let ξ1 , ξ2 , . . . be independent from P0 , and let,
independently, B1 , B2 , . . . come from the Beta(1, a)
distribution. Form from these random probability
= (1 − B1 ) · · · (1 − Bj −1 )Bj
weights γ1 = B1 and γj 
for j ≥ 2. Then P = ∞
j =1 γj δ(ξj ) is a DP with
mass
parameter aP0 . Here δ(ξ ) denotes a unit point

at position ξ . Thus the random
mean
θ
=
x
dP
(x)

may be represented as ∞
j =1 γj ξj , for example. Yet
another useful representation of the DP emerges as
follows: let (β1 , . . . , βm ) come from the symmetric
Dirichlet
 with parameter (a/m, . . . , a/m), and define
Pm = m
j =1 βj δ(ξj ). Then Pm tends in distribution
to P, a DP(aP0 ), as m → ∞; see [12]. For example,
the random
mean θ can now be seen as the limit of

β
θm = m
j =1 j ξj .
Results on the distributional aspects of random DP
means are reached and discussed in [2, 4, 12, 17].
Smoothed DPs have been used for density estimation and shape analysis [3, 11, 12, 15]. Probabilistic
studies of the random DP jumps have far-reaching
consequences, in contexts ranging from number theory [1, 13], population genetics, ecology, and sizebiased sampling [12–14].

Using the DP in Bayesian Analysis
Suppose that P ∼ DP(aP0 ) and that X1 , . . . , Xn are
independent from the selected P. Then the posterior
distribution of P is an updated DP, with parameter
(a + n)P̂n = aP0 + nPn . Here Pn is the empirical
distribution of the data points, and P̂n = wn P0 +
(1 − wn )Pn is the predictive distribution, or posterior
mean of P ; here wn = a/(a + n). This also entails
a similar formula θ̂n = wn θ0 + (1 − wn )X n for the
Bayes estimator of the unknown mean of P. These
formulae are as in credibility theory, a convex
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combination of prior guess and empirical average.
There are other nonparametric priors with a similar
structure for the posterior mean (see e.g. [12]), but the
DP is the only construction in which the wn factor
only depends on the sample size (see [16]). When the
DP is used in this way, the a parameter can be given
a ‘prior sample size’ interpretation.
This setup allows one to carry out inference for
any parameter θ = θ(P ) of interest, since its posterior distribution is determined from the DP((a +
n)Pˆn ) process for P. For various such parameters,
explicit formulae are available for the posterior mean
and variance. In practice, such formulae are not
always needed, since various simulation schemes
are available for generating copies of P, and hence
copies of θ(P ), from the posterior. This leads to the
Bayesian bootstrap (see e.g. [18]), of which there
are several related versions. One may demonstrate
Bernshteǐn–von Mises theorems to the effect that
Bayesian inference using the DP is asymptotically
equivalent to ordinary nonparametric large-sample
inference, for all smooth functions θ(P ).

A generalization of the DP is the beta process
[10], which is used for nonparametric Bayesian analysis of survival data and more general models for
event history data as with counting processes, like
the Cox regression model and time-inhomogeneous
Markov chains. For an illustration, assume individuals move between stages 1 (employed), 2 (unemployed), 3 (retired or dead), with hazard rate functions
hi,j (s) dictating the force of transition from stage
i to stage j. These depend on the age s and typically also on other available covariates for the individuals under study. Then beta process priors may
be placed on the cumulative hazard rate functions
t
Hi,j (t) = 0 hi,j (s) ds. These have independent and
approximately beta-distributed increments. The link
to DPs is that the distribution associated with a beta
process is a DP for special choices of the underlying
beta process parameters; see [10]. The Bayes estimator of Hi,j and of theaccompanying survival or
waiting-time probability [0,t] (1 − dHi,j (s)) are generalizations of, respectively, the Nelson–Aalen and
Kaplan–Meier estimators.
For connections between credibility theory and
Dirichlet processes, see [22] and its references.
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Discrete Multivariate
Distributions

ance–covariance matrix of X,
Cov(Xi , Xj ) = E(Xi Xj ) − E(Xi )E(Xj )

(3)

to denote the covariance of Xi and Xj , and

Definitions and Notations

Corr(Xi , Xj ) =

We shall denote the k-dimensional discrete ran, and its probadom vector by X = (X1 , . . . , Xk )T
bility mass function by PX (x) = Pr{ ki=1 (Xi = xi )},
andcumulative distribution function by FX (x) =
Pr{ ki=1 (Xi ≤ xi )}. We shall denote the probability

generating function of X by GX (t) = E{ ki=1 tiXi },
the moment generating function of X by MX (t) =
T
E{et X }, the cumulant generating function of X by
cumulant generating
KX (t) = log MX (t), the factorial 
function of X by CX (t) = log E{ ki=1 (ti + 1)Xi }, and
T
the characteristic function of X by ϕX (t) = E{eit X }.
Next, we shall denote
 the rth mixed raw moment
of X by µr (X) = E{ ki=1 Xiri }, which is the coeffi
cient of ki=1 (tiri /ri !) in MX (t), the rth mixed central

moment by µr (X) = E{ ki=1 [Xi − E(Xi )]ri }, the rth
descending factorial moment by

 k
 (r )

i
Xi
µ(r) (X) = E
i=1

=E

 k



Xi (Xi − 1) · · · (Xi − ri + 1) ,

i=1

(1)
the rth ascending factorial moment by

 k
 [r ]

i
Xi
µ[r] (X) = E

=E

i=1
k



Xi (Xi + 1) · · · (Xi + ri − 1) ,

i=1

(2)
the rth mixedcumulant by κr (X), which is the
coefficient of ki=1 (tiri /ri !) in KX (t), and the rth
descending factorial cumulant by κ(r) (X), which is

the coefficient of ki=1 (tiri /ri !) in CX (t). For simplicity in notation, we shall also use E(X) to denote
the mean vector of X, Var(X) to denote the vari-

Cov(Xi , Xj )
{Var(Xi )Var(Xj )}1/2

(4)

to denote the correlation coefficient between Xi
and Xj .

Introduction
As is clearly evident from the books of Johnson,
Kotz, and Kemp [42], Panjer and Willmot [73], and
Klugman, Panjer, and Willmot [51, 52], considerable amount of work has been done on discrete
univariate distributions and their applications. Yet,
as mentioned by Cox [22], relatively little has been
done on discrete multivariate distributions. Though
a lot more work has been done since then, as
remarked by Johnson, Kotz, and Balakrishnan [41],
the word ‘little’ can still only be replaced by the word
‘less’.
During the past three decades, more attention
had been paid to the construction of elaborate and
realistic models while somewhat less attention had
been paid toward the development of convenient and
efficient methods of inference. The development of
Bayesian inferential procedures was, of course, an
important exception, as aptly pointed out by Kocherlakota and Kocherlakota [53]. The wide availability of statistical software packages, which facilitated
extensive calculations that are often associated with
the use of discrete multivariate distributions, certainly resulted in many new and interesting applications of discrete multivariate distributions. The books
of Kocherlakota and Kocherlakota [53] and Johnson, Kotz, and Balakrishnan [41] provide encyclopedic treatment of developments on discrete bivariate
and discrete multivariate distributions, respectively.
Discrete multivariate distributions, including discrete
multinomial distributions in particular, are of much
interest in loss reserving and reinsurance applications. In this article, we present a concise review
of significant developments on discrete multivariate
distributions.
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Relationships Between Moments

and

Firstly, we have

 k
 (r )
µ(r) (X) = E
Xi i

=E

µr (X)



=

···

1 =0

for

where  = (1 , . . . , k )T and s(n, ) are Stirling numbers of the first kind defined by

s(n, n) = 1,

(n − 1)!,

S(n, n) = 1.

Next, we have

 k
rk
r1
 r



i
µr (X) = E
Xi =
···
S(r1 , 1 )
k =0

· · · S(rk , k )µ() (X),

(7)

where  = (1 , . . . , k )T and S(n, ) are Stirling numbers of the second kind defined by
S(n, 1) = 1,

(8)

Similarly, we have the relationships

 k
 [r ]
µ[r] (X) = E
Xi i
i=1


Xi (Xi + 1) · · · (Xi + ri − 1)

i=1

1 =0

···

1

k

× {E(X1 )}1 · · · {E(Xk )}k µr− (X)
r1

1 =0

S(n, n) = 1.

=

Using binomial expansions, we can also readily
obtain the following relationships:
 
 
rk
r1


rk
1 +···+k r1
µr (X) =
···
(−1)
···


1
k
 =0
 =0

µr (X) =

for  = 2, . . . , n − 1,

r1


(12)

(13)

and

S(n, ) = S(n − 1,  − 1) + S(n − 1, )

=E

(11)

for  = 2, . . . , n − 1,

(6)

1 =0

 = 2, . . . , n − 1,

S(n, ) = S(n − 1,  − 1) − S(n − 1, )

s(n, n) = 1.

k


(10)

S(n, 1) = (−1)n−1 ,

for  = 2, . . . , n − 1,



S(r1 , 1 )

k =0

and S(n, ) are Stirling numbers of the fourth kind
defined by

s(n, ) = s(n − 1,  − 1) − (n − 1)s(n − 1, )

i=1

1 =0

rk


s(n, ) = s(n − 1,  − 1) + (n − 1)s(n − 1, )

(5)

s(n, 1) = (−1)

···

s(n, 1) = (n − 1)!,
s(r1 , 1 ) · · · s(rk , k )µ (X),

k =0

n−1

r1


where  = (1 , . . . , k )T , s(n, ) are Stirling numbers
of the third kind defined by

Xi (Xi − 1) · · · (Xi − ri + 1)
rk


=

· · · S(rk , k )µ[] (X),

i=1
r1



Xiri

i=1

i=1
k


=E

 k


s(r1 , 1 ) · · · s(rk , k )µ (X)

k =0

(9)

rk  

r1
k =0

1

···

 
rk
k

× {E(X1 )}1 · · · {E(Xk )}k µr− (X).

(14)

By denoting µr1 ,...,rj ,0,...,0 by µr1 ,...,rj and
κr1 ,...,rj ,0,...,0 by κr1 ,...,rj , Smith [89] established the
following two relationships for computational convenience:
 
rj rj +1 −1  
r1


 r1
rj
···
···
µr1 ,...,rj +1 =
1
j
 =0
 =0  =0
1

rk


···

j

j +1



rj +1 − 1
κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1
×
j +1
(15)
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Conditional Distributions

and
r1


κr1 ,...,rj +1 =

···

1 =0

rj +1 −1 

 
rj

j =0 j +1 =0

r1
1



 
rj
···
j

We shall denote the conditional probability mass
function of X, given Z = z, by


 h
k



(Xi = xi ) (Zj = zj )
PX|z (x|Z = z) = Pr





rj +1 − 1 
×
µr1 −1 ,...,rj +1 −j +1
j +1
∗

× µ 1 ,...,j +1 ,

j =1

i=1

(16)

(19)

where
denotes the -th mixed raw moment
of a distribution with cumulant generating function
−KX (t). Along similar lines, Balakrishnan, Johnson, and Kotz [5] established the following two
relationships:

and the conditional cumulative distribution function
of X, given Z = z, by


 h
k



(Xi ≤ xi ) (Zj = zj ) .
FX|z (x|Z = z) = Pr



µ ∗

µr1 ,...,rj +1 =

r1


···

1 =0

rj rj +1 −1  

 r1
j =0 j +1 =0

1

(20)


rj +1 − 1
{κr1 −1 ,...,rj +1 −j +1 µ1 ,...,j +1
×
j +1


− E{Xj +1 }µ1 ,...,j ,j +1 −1 }

(17)

and
κr1 ,...,rj +1 =

j =1

i=1

 
rj
···
j

With X = (X1 , . . . , Xh )T , the conditional expected
value of Xi , given X = x = (x1 , . . . , xh )T , is
given by


h
  

E(Xi |X = x ) = E Xi  (Xj = xj ) . (21)


j =1

r1


···

1 ,1 =0



×

×

×

rj +1 −1





rj

j ,j =0 j +1 ,j +1 =0

r1
1 , 1 , r1 − 1 − 1
rj
j , j , rj − j − j


···


rj +1 − 1
j +1 , j +1 , rj +1 − 1 − j +1 − j +1



× µr1 −1 −1 ,...,rj +1 −j +1 −j +1 µ∗
1 ,...,j +1
j +1

×





(µi + µ∗i )i + µj +1

The conditional expected value in (21) is called the
multiple regression function of Xi on X , and it is
a function of x and not a random variable. On the
other hand, E(Xi |X ) is a random variable.
The distribution in (20) is called the array distribution of X given Z = z, and its variance–covariance
matrix is called the array variance–covariance
matrix. If the array distribution of X given Z = z
does not depend on z, then the regression of X on Z
is said to be homoscedastic.
The conditional probability generating function of
(X2 , . . . , Xk )T , given X1 = x1 , is given by
GX2 ,...,Xk |x1 (t2 , . . . , tk ) =

i=1

× I {r1 = · · · = rj = 0, rj +1 = 1},

(22)

(18)

where µr1 ,...,rj denotes µr1 ,...,rj ,0,...,0 , I {·} denotes
n

the indicator function, , ,n−−
 = n!/(! !(n − 
r

− )!), and , =0 denotes the summation over all
nonnegative integers  and  such that 0 ≤  +
 ≤ r.
All these relationships can be used to obtain one
set of moments (or cumulants) from another set.

G(x1 ,0,...,0) (0, t2 , . . . , tk )
,
G(x1 ,0,...,0) (0, 1, . . . , 1)

where
G(x1 ,...,xk ) (t1 , . . . , tk ) =

∂ x1 +···+xk
G(t1 , . . . , tk ).
∂t1x1 · · · ∂tkxk
(23)

An extension of this formula to the joint conditional
probability generating function of (Xh+1 , . . . , Xk )T ,
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given (X1 , . . . , Xh )T = (x1 , . . . , xh )T , has been given
by Xekalaki [104] as

For a discrete multivariate distribution with probability mass function PX (x1 , . . . , xk ) and support T , the
truncated distribution with x restricted to T ∗ ⊂ T
has its probability mass function as

GXh+1 ,...,Xk |x1 ,...,xh (th+1 , . . . , tk )
=

G(x1 ,...,xh ,0,...,0) (0, . . . , 0, th+1 , . . . , tk )
.
G(x1 ,...,xh ,0,...,0) (0, . . . , 0, 1, . . . , 1)
(24)

Inflated Distributions
An inflated distribution corresponding to a discrete
multivariate distribution with probability mass function P (x1 , . . . , xk ), as introduced by Gerstenkorn and
Jarzebska [28], has its probability mass function as
P ∗ (x1 , . . . , xk )

β + αP (x10 , . . . , xk0 ) for x = x0
=
αP (x1 , . . . , xk )
otherwise,

(25)

where x = (x1 , . . . , xk )T , x0 = (x10 , . . . , xk0 )T , and
α and β are nonnegative numbers such that α +
β = 1. Here, inflation is in the probability of the
event X = x0 , while all the other probabilities are
deflated.
From (25), it is evident that the rth mixed raw
moments corresponding to P and P ∗ , denoted respectively by µr and µ ∗r , satisfy the relationship
µ∗
r =

 k



x1 ,...,xk

=β

k



xiri

P ∗ (x1 , . . . , xk )

1
PX (x),
C

x ∈ T ∗,

(28)

where C is the normalizing constant given by


C=
···
PX (x).
(29)
x∈T ∗

For example, suppose Xi (i = 0, 1, . . . , k) are variables taking on integer values from 0 to n such
k
that
i=0 Xi = n. Now, suppose one of the variables Xi is constrained to the values {b + 1, . . . , c},
where 0 ≤ b < c ≤ n. Then, it is evident that the
variables X0 , . . . , Xi−1 , Xi+1 , . . . , Xk must satisfy
the condition
n−c ≤

k


Xj ≤ n − b − 1.

(30)

j =0
j =i

Under this constraint, the probability mass function
of the truncated distribution (with double truncation
on Xi alone) is given by
P (x1 , . . . , xk )
,
Fi (c) − Fi (b)

(31)

y

ri
xi0
+ αµr .

(26)

i=1

Similarly, if µ(r) and µ∗(r) denote the rth mixed central
moments corresponding to P and P ∗ , respectively,
we have the relationship
k


PT (x) =

PT (x) =

i=1

µ∗(r) = β

Truncated Distributions

(ri )
xi0
+ αµ(r) .

where Fi (y) = xi =0 PXi (y) is the marginal cumulative distribution function of Xi .
Truncation on several variables can be treated in
a similar manner. Moments of the truncated distribution can be obtained from (28) in the usual
manner. In actuarial applications, the truncation that
most commonly occurs is at zero, that is, zerotruncation.

(27)

i=1

Clearly, the above formulas can be extended easily
to the case of inflation of probabilities for more than
one x.
In actuarial applications, inflated distributions are
also referred to as zero-modified distributions.

Multinomial Distributions
Definition Suppose n independent trials are performed, with each trial resulting in exactly one
of k mutually exclusive events E1 , . . . , Ek with
the corresponding probabilities of occurrence as
k
p1 , . . . , pk (with
i=1 pi = 1), respectively. Now,
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let X1 , . . . , Xk be the random variables denoting the
number of occurrences of the events E1 , . . . , Ek ,
respectively, in these n trials. Clearly, we have
k
i=1 Xi = n. Then, the joint probability mass function of X1 , . . . , Xk is given by

PX (x) = Pr



n
x1 , . . . , x k


=

n!
k


=

xi !

i=1

pi ti

,

(32)

j =1

(n + 1)
k


,

(xi + 1)
k


i=1

xi = n

(35)

(36)

From (32) or (35), we obtain the rth descending
factorial moment of X as

 k
k
k
 (r )

r

i
= n i=1 i
Xi
piri (37)
µ(r) (X) = E

i=1

n, xi > 0,

n

which, therefore, is the probability generating function GX (t) of the multinomial distribution in (32).
The characteristic function of X is (see [50]),
n

k

√
T
ϕX (t) = E{eit X } = 
pj eitj  , i = −1.

i=1

where


k

i=1


k
n
=
p xi ,
x1 , . . . , xk i=1 i
xi = n,


(p1 t1 + · · · + pk tk ) =



k


The
in (32) is evidently the coefficient of
k expression
xi
i=1 ti in the multinomial expansion of
n

k
k


pixi
(Xi = xi ) = n!
x!
i=1
i=1 i

xi = 0, 1, . . . ,

Generating Functions and Moments

(33)

i=1

from which we readily have

i=1

E(Xi ) = npi ,
is the multinomial coefficient.
Sometimes, the k-variable multinomial distribution defined above is regarded as (k − 1)-variable
multinomial distribution, since the variable of any
one of the k variables is determined by the values
of the remaining variables.
An appealing property of the multinomial distribution in (32) is as follows. Suppose Y1 , . . . , Yn are
independent and identically distributed random variables with probability mass function

py > 0,

E(Xi Xj ) = n(n − 1)pi pj ,
Cov(Xi , Xj ) = −npi pj ,

pi pj
Corr(Xi , Xj ) = −
.
(1 − pi )(1 − pj )

(38)

From (38), we note that the variance–covariance
matrix in singular with rank k − 1.

Properties

Pr{Y = y} = py ,
y = 0, . . . , k,

Var(Xi ) = npi (1 − pi ),

k


py = 1.

(34)

y=0

Then, it is evident that these variables can be considered as multinomial variables with index n. With
the joint distribution of Y1 , . . . , Yn being the product measure on the space of (k + 1)n points, the
multinomial distribution of (32) is obtained by idenn
tifying all points such that
j =1 δiyj = xi for i =
0, . . . , k.

From the probability generating function of X
in (35), it readily follows that the marginal distribution of Xi is Binomial(n, pi ). More generally, the subset (Xi1 , . . . , Xis , n − sj =1 Xij )T has
a Multinomial(n; pi1 , . . . , pis , 1 − sj =1 pij ) distribution. As a consequence, the conditional joint distribution of (Xi1 , . . . , Xis )T , given {Xi = xi } of the
remaining X’s, is also Multinomial(n − m; (pi1 /pi• ),
. . . , (pis /pi• )), where m = j =i1 ,...,is xj and pi• =
s
j =1 pij . Thus, the conditional distribution of
(Xi1 , . . . , Xis )T depends on the remaining X’s only
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through their sum m. From this distributional result,
we readily find
E(X |Xi = xi ) = (n − xi )




p
,
1 − pi

(39)

(X1• , . . . , Xk• )T = ( j =1 X1j , . . . , j =1 Xkj )T can
be computed from its joint probability generating
function given by (see (35))
 k




 s

E X  (Xij = xij )


j =1

= n −

s

j =1

j =1


xi j 
1−

p
s


,
p ij

j =1

Var(X |Xi = xi ) = (n − xi )

(40)

p
1 − pi

.

(43)

Mateev [63] has shown that the entropy of the
multinomial distribution defined by

P (x) log P (x)
(44)
H (p) = −



p
,
1 − pi

1
is the maximum for p = 1T = (1/k, . . . , 1/k)T –
k
that is, in the equiprobable case.
Mallows [60] and Jogdeo and Patil [37] established the inequalities


 s

Var X  (Xij = xij )



k
k


(Xi ≤ ci ) ≤
Pr{Xi ≤ ci }
Pr


i=1

j =1















s



p
p
xi j 
= n −
1
−
.
s
s






j =1


1−
p ij 
1−
p ij 




j =1

pij ti

i=1

x


1−

(41)
and

 nj

j =1

(42)
While (39) and (40) reveal that the regression of
X on Xi and the multiple regression of X on
Xi1 , . . . , Xis are both linear, (41) and (42) reveal that
the regression and the multiple regression are not
homoscedastic.
From the probability generating function in (35)
or the characteristic function in (36), it can be readily
shown that, if
d Multinomial(n ; p , . . . , p )
X=
1
1
k
d Multinomial(n ; p , . . . , p )
and Y=
2
1
k
d
are independent random variables, then X + Y=
Multinomial(n1 + n2 ; p1 , . . . , pk ). Thus, the multinomial distribution has reproducibility with respect
to the index parameter n, which does not
hold when the p-parameters differ. However, if
we consider the convolution of  independent
Multinomial(nj ; p1j , . . . , pkj ) (for j = 1, . . . , ) distributions, then the joint distribution of the sums

(45)

i=1

and

Pr

k



(Xi ≥ ci ) ≤

i=1

k


Pr{Xi ≥ ci },

(46)

i=1

respectively, for any set of values c1 , . . . , ck and
any parameter values (n; p1 , . . . , pk ). The inequalities in (45) and (46) together establish the negative
dependence among the components of multinomial
vector. Further monotonicity properties, inequalities,
and majorization results have been established by [2,
68, 80].

Computation and Approximation
Olkin and Sobel [69] derived an expression for the
tail probability of a multinomial distribution in terms
of incomplete Dirichlet integrals as

k−1
 p1
 pk−1

(Xi > ci ) = C
···
x1c1 −1
Pr
0

i=1


ck−1 −1
· · · xk−1

1−

k−1


n−k−

0

k−1
i=1

ci

xi

i=1

× dxk−1 · · · dx1 ,

(47)
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n
k−1
where
− k and C = n − k − i=1 .
ci , c1 , . . . , ck−1
Thus, the incomplete Dirichlet integral of Type
1, computed extensively by Sobel, Uppuluri,
and Frankowski [90], can be used to compute
certain cumulative probabilities of the multinomial
distribution.
From (32), we have
−1/2

k

pi
PX (x) ≈ 2πn


k−1
i=1 ci ≤ n

i=1



1  (xi − npi )2
1  xi − npi
−
2 i=1
npi
2 i=1 npi

k
1  (xi − npi )3
+
.
(48)
6 i=1 (npi )2
k

k

× exp −

Discarding the terms of order n−1/2 , we obtain
from (48)
−1/2

k

2
pi
e−χ /2 , (49)
PX (x1 , . . . , xk ) ≈ 2πn
i=1

where
k

(xi − npi )2
χ =
npi
i=1
2

(50)
is the very familiar chi-square approximation.
Another popular approximation of the multinomial
distribution, suggested by Johnson [38], uses the
Dirichlet density for the variables Yi = Xi /n (for
i = 1, . . . , k) given by
 (n−1)p −1 
k
i

yi
,
PY1 ,...,Yk (y1 , . . . , yk ) = (n − 1)
((n − 1)pi )
i=1
k


yi = 1.

Characterizations
Bol’shev [10] proved that independent, nonnegative,
integer-valued random variables X1 , . . . , Xk have
nondegenerate Poisson distributions if and only if
the conditional distribution of these variables, given
k
that
i=1 Xi = n, is a nondegenerate multinomial
distribution. Another characterization established by
Janardan [34] is that if the distribution of X, given
X + Y, where X and Y are independent random vectors whose components take on only nonnegative
integer values, is multivariate hypergeometric with
parameters n, m and X + Y, then the distributions of
X and Y are both multinomial with parameters (n; p)
and (m; p), respectively. This result was extended by
Panaretos [70] by removing the assumption of independence. Shanbhag and Basawa [83] proved that if
X and Y are two random vectors with X + Y having a multinomial distribution with probability vector
p, then X and Y both have multinomial distributions
with the same probability vector p; see also [15]. Rao
and Srivastava [79] derived a characterization based
on a multivariate splitting model. Dinh, Nguyen, and
Wang [27] established some characterizations of the
joint multinomial distribution of two random vectors
X and Y by assuming multinomials for the conditional distributions.

Simulation Algorithms (Stochastic Simulation)

k

(obs. freq. − exp. freq.)2
=
exp. freq.
i=1

yi ≥ 0,

7

(51)

i=1

This approximation provides the correct first- and
second-order moments and product moments of the
Xi ’s.

The alias method is simply to choose one of the k
categories with probabilities p1 , . . . , pk , respectively,
n times and then to sum the frequencies of the k categories. The ball-in-urn method (see [23, 26]) first
determines the cumulative probabilities p(i) = p1 +
· · · + pi for i = 1, . . . , k, and sets the initial value
of X as 0T . Then, after generating i.i.d. Uniform(0,1)
random variables U1 , . . . , Un , the ith component of X
is increased by 1 if p(i−1) < Ui ≤ p(i) (with p(0) ≡ 0)
for i = 1, . . . , n. Brown and Bromberg [12], using
Bol’shev’s characterization result mentioned earlier,
suggested a two-stage simulation algorithm as follows: In the first stage, k independent Poisson random variables X1 , . . . , Xk with means λi = mpi (i =
1, . . . , k) are generated, where m (< n) and depends
k
on n and k; In the second stage, if
i=1 Xi > n
k
the sample is rejected, if i=1 Xi = n, the sample is
accepted, and if ki=1 Xi < n, the sample is expanded
by the addition of n − ki=1 Xi observations from
the Multinomial(1; p1 , . . . , pk ) distribution. Kemp
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and Kemp [47] suggested a conditional binomial
method, which chooses X1 as a Binomial(n, p1 )
variable, next X2 as a Binomial(n − X1 , (p2 )/(1 −
p1 )) variable, then X3 as a Binomial(n − X1 −
X2 , (p3 )/(1 − p1 − p2 )) variable, and so on. Through
a comparative study, Davis [25] concluded Kemp and
Kemp’s method to be a good method for generating
multinomial variates, especially for large n; however,
Dagpunar [23] (see also [26]) has commented that
this method is not competitive for small n. Lyons and
Hutcheson [59] have given a simulation algorithm for
generating ordered multinomial frequencies.

Inference
Inference for the multinomial distribution goes to
the heart of the foundation of statistics as indicated by the paper of Walley [96] and the discussions following it. In the case when n and k
are known, given X1 , . . . , Xk , the maximum likelihood estimators of the probabilities p1 , . . . , pk are
the relative frequencies, p̂i = Xi /n(i = 1, . . . , k).
Bromaghin [11] discussed the determination of the
sample size needed to ensure that a set of confidence intervals for p1 , . . . , pk of widths not exceeding 2d1 , . . . , 2dk , respectively, each includes the
true value of the appropriate estimated parameter
with probability 100(1 − α)%. Sison and Glaz [88]
obtained sets of simultaneous confidence intervals of
the form
c
c+γ
p̂i − ≤ pi ≤ p̂i +
,
n
n
i = 1, . . . , k,
(52)
where c and γ are so chosen that a specified 100(1 −
α)% simultaneous confidence coefficient is achieved.
A popular Bayesian approach to the estimation
of p from observed values x of X is to assume a
joint prior Dirichlet (α1 , . . . , αk ) distribution (see, for
example, [54]) for p with density function
(α0 )

k

piαi −1
,
(αi )
i=1

where α0 =

k


αi .

(53)

i=1

The posterior distribution of p, given X = x, also
turns out to be Dirichlet (α1 + x1 , . . . , αk + xk ) from
which Bayesian estimate of p is readily obtained.
Viana [95] discussed the Bayesian small-sample estimation of p by considering a matrix of misclassification probabilities. Bhattacharya and Nandram [8]

discussed the Bayesian inference for p under stochastic ordering on X.
From the properties of the Dirichlet distribution (see, e.g. [54]), the Dirichlet approximation to
multinomial in (51) is equivalent to taking Yi =
Vi / kj =1 Vj , where Vi ’s are independently dis2
for i = 1, . . . , k. Johnson and
tributed as χ2(n−1)p
i
Young [44] utilized this approach to obtain for the
equiprobable case (p1 = · · · = pk = 1/k) approximations for the distributions of max1≤i≤k Xi and
{max1≤i≤k Xi }/{min1≤i≤k Xi }, and used them to test
the hypothesis H0 : p1 = · · · = pk = (1/k). For a
similar purpose, Young [105] proposed an approximation to the distribution of the sample range W =
max1≤i≤k Xi − min1≤i≤k Xi , under the null hypothesis H0 : p1 = · · · = pk = (1/k), as
 
k
,
Pr{W ≤ w} ≈ Pr W ≤ w
n




(54)

where W  is distributed as the sample range of k i.i.d.
N (0, 1) random variables.

Related Distributions
A distribution of interest that is obtained from a
multinomial distribution is the multinomial class size
distribution with probability mass function



m+1
x0 , x1 , . . . , x k

k
1
k!
,
×
(0!)x0 (1!)x1 · · · (k!)xk m + 1

P (x0 , . . . , xk ) =

xi = 0, 1, . . . , m + 1 (i = 0, 1, . . . , k),
k

i=0

xi = m + 1,

k


ixi = k.

(55)

i=0

Compounding (Compound Distributions)

Multinomial(n; p1 , . . . , pk )
p1 ,...,pk

Dirichlet(α1 , . . . , αk )
yields the Dirichlet-compound multinomial distribution or multivariate binomial-beta distribution with
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probability mass function
P (x1 , . . . , xk ) =

n!
k


E

 k


i=1

n!

[n]

αi



k

αi[xi ]
,
xi !
i=1

i=1

xi ≥ 0,

xi = n.

i=1

Negative Multinomial Distributions
Definition The negative multinomial distribution
has its probability generating function as
−n

k

GX (t) = Q −
Pi ti
,
(57)
where n > 0, Pi > 0 (i = 1, . . . , k) and Q − ki=1
Pi = 1. From (57), the probability mass function is
obtained as
 k


PX (x) = Pr
(Xi = xi )

 n+
=

k


(n)

i=1

 
k

Pr
(Xi > xi ) =

yk

y1

fx (u) du1 · · · duk ,

0

(61)
where yi = pi /p0 (i = 1, . . . , k) and
!
 n + ki=1 xi + k
fx (u) =

(n) ki=1 (xi + 1)
k
xi
i=1 ui
×
, ui > 0.
!n+ k xi +k
i=1
k
1 + i=1 ui

(62)

From (57), we obtain the moment generating function as
−n

k

ti
Pi e
(63)
MX (t) = Q −
i=1

xi
xi !


···

0

i=1



i=1

k

and


(60)

Moments

i=1

i=1

y1

× fx (u) du1 · · · duk

(56)

This distribution is also sometimes called as the
negative multivariate hypergeometric distribution.
Panaretos and Xekalaki [71] studied cluster
multinomial distributions from a special urn model.
Morel and Nagaraj [67] considered a finite mixture
of multinomial random variables and applied it to
model categorical data exhibiting overdispersion.
Wang and Yang [97] discussed a Markov multinomial
distribution.



yk

i=1
k


(59)

where 0 < pi < 1 for i = 0, 1, . . . , k and ki=0 pi =
1. Note that n can be fractional in negative multinomial distributions. This distribution is also sometimes
called a multivariate negative binomial distribution.
Olkin and Sobel [69] and Joshi [45] showed that
 
 k
 ∞
∞

(Xi ≤ xi ) =
···
Pr

pixi

i=1

xi !

= 
k


xi = 0, 1, . . . (i = 1, . . . , k),



9

Q−n


k 

Pi xi
i=1

Q

and the factorial moment generating function as
, xi ≥ 0.


GX (t + 1) = 1 −

(58)
Setting p0 = 1/Q and pi = Pi /Q for i = 1, . . . , k,
the probability mass function in (58) can be rewritten as


k

xi
 n+
k

i=1
PX (x) =
pixi ,
p0n
(n)x1 ! · · · xk !
i=1

k


−n
Pi ti

.

(64)

i=1

From (64), we obtain the rth factorial moment of
X as

 k
" k #
k
 (r )
r

i
= n i=1 i
µ(r) (X) = E
Xi
Piri ,
i=1

i=1

(65)
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where a [b] = a(a + 1) · · · (a + b − 1). From (65), it
follows that the correlation coefficient between Xi
and Xj is
$
Pi Pj
.
(66)
Corr(Xi , Xj ) =
(1 + Pi )(1 + Pj )

(θk /θ• )), where θi = npi /p0 (for i = 1, . . . , k)
and θ• = ki=1 θi = n(1 − p0 )/p0 . Further, the sum
N = ki=1 Xi has an univariate negative binomial
distribution with parameters n and p0 .

Note that the correlation in this case is positive,
while for the multinomial distribution it is
always negative. Sagae and Tanabe [81] presented
a symbolic Cholesky-type decomposition of the
variance–covariance matrix.

Suppose t sets of observations (x1 , . . . , xk )T ,  =
1, . . . , t, are available from (59). Then, the likelihood equations for pi (i = 1, . . . , k) and n are
given by

Inference

t n̂ +
xi
=
p̂i
1+

Properties
From (57), upon setting tj = 1 for all j  = i1 , . . . , is ,
we obtain the probability generating function of
(Xi1 , . . . , Xis )T as

−n
s


Q −
Pj −
Pij tij  ,
j =i1 ,...,is

j =1

which implies that the distribution of (Xi1 , . . . , Xis )T
is Negative multinomial(n; Pi1 , . . . , Pis ) with probability mass function
!
 n + sj =1 xij

P (xi1 , . . . , xis ) =
(Q )−n
(n) sj =1 nij !

s 

Pij xij
×
,
(67)
Q
j =1
where
Q = Q − j =i1 ,...,is Pj = 1 + sj =1 Pij .
Dividing (58) by (67), we readily see that the conditional distribution of {Xj , j  = i1 , . . . , is }, given
(Xi1 , . . . , Xis )T = (xi1 , . . . , xis )T , is Negative multinomial(n + sj =1 xij ; (P /Q ) for  = 1, . . . , k,   =
i1 , . . . , is ); hence, the multiple regression of X on
Xi1 , . . . , Xis is
 


s
s

  

P
xi j   ,
E X  (Xij = xij ) = n +


Q
j =1
j =1
(68)
which shows that all the regressions are linear.
Tsui [94] showed that for the negative multinomial
distribution in (59), the conditional distribution of X,
given ki=1 Xi = N , is Multinomial(N ; (θ1 /θ• ), . . . ,

and
t y
 −1

=1 j =0

t
=1 y
,
k
j =1 p̂j

i = 1, . . . , k,



k

1
p̂j  ,
= t log 1 +
n̂ + j
j =1

(69)

(70)

where y = kj =1 xj  and xi = t=1 xi . These
reduce to the formulas
xi
(i = 1, . . . , k) and
p̂i =
t n̂


∞
t

y
Fj
= log 1 + =1
,
(71)
n̂ + j − 1
t n̂
j =1
where Fj is the proportion of y ’s which are at least
j . Tsui [94] discussed the simultaneous estimation of
the means of X1 , . . . , Xk .

Related Distributions
Arbous and Sichel [4] proposed a symmetric bivariate negative binomial distribution with probability
mass function

θ
θ
Pr{X1 = x1 , X2 = x2 } =
θ + 2φ

x1 +x2
(θ − 1 + x1 + x2 )!
φ
×
,
(θ − 1)!x1 !x2 !
θ + 2φ
x1 , x2 = 0, 1, . . . ,

θ, φ > 0,

(72)

which has both its regression functions to be linear
with the same slope ρ = φ/(θ + φ).
Marshall and Olkin [62] derived a multivariate
geometric distribution as the distribution of X =

Discrete Multivariate Distributions
([Y1 ] + 1, . . . , [Yk ] + 1)T , where [] is the largest
integer contained in  and Y = (Y1 , . . . , Yk )T has a
multivariate exponential distribution.
Compounding

Negative multinomial(n; p1 , . . . , pk )
!
Pi 1
,
Q Q

Dirichlet(α1 , . . . , αk+1 )
gives rise to the Dirichlet-compound negative multinomial distribution with probability mass function
" k #
x
n i=1 i
P (x1 , . . . , xk ) =
# α [n]
"
! n+ k xi k+1
i=1
k
i=1 αi


k

αi[ni ]
.
(73)
×
ni !
i=1
The properties of this distribution are quite similar to
those of the Dirichlet-compound multinomial distribution described in the last section.
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If Xj = (X1j , . . . , Xkj )T , j = 1, . . . , n, are n
independent multivariate Bernoulli distributed random vectors with the same p for each j , then the
distribution of X• = (X1• , . . . , Xk • )T , where Xi • =
n
j =1 Xij , is a multivariate binomial distribution.
Matveychuk and Petunin [64, 65] and Johnson and
Kotz [40] discussed a generalized Bernoulli model
derived from placement statistics from two independent samples.

Multivariate Poisson Distributions
Bivariate Case
Holgate [32] constructed a bivariate Poisson distribution as the joint distribution of
X1 = Y1 + Y12

and X2 = Y2 + Y12 ,

(77)

d
d
where Y1 =
Poisson(θ1 ), Y2 =
Poisson(θ2 ) and Y12 =d
Poisson(θ12 ) are independent random variables. The
joint probability mass function of (X1 , X2 )T is
given by

P (x1 , x2 ) = e−(θ1 +θ2 +θ12 )

Generalizations
The joint distribution of X1 , . . . , Xk , each of which
can take on values only 0 or 1, is known as multivariate Bernoulli distribution. With
Pr{X1 = x1 , . . . , Xk = xk } = px1 ···xk ,
xi = 0, 1 (i = 1, . . . , k),

(74)

Teugels [93] noted that there is a one-to-one correspondence with the integers ξ = 1, 2, . . . , 2k through
the relation
ξ(x) = 1 +

k


2i−1 xi .

(75)

i=1

Writing px1 ···xk as pξ(x) , the vector p = (p1 , p2 , . . . ,
p2k )T can be expressed as
'
% 1 
& 1 − Xi 
,
(76)
p=E
Xi
i=k
(
where
is the Kronecker product operator. Similar general expressions can be provided for joint
moments and generating functions.

×

min(x
1 ,x2 )

i=0

i
θ1x1 −i θ2x2 −i θ12
.
(x1 − i)!(x2 − i)!i!

(78)

This distribution, derived originally by Campbell [14], was also derived easily as a limiting form
of a bivariate binomial distribution by Hamdan and
Al-Bayyati [29].
From (77), it is evident that the marginal distributions of X1 and X2 are Poisson(θ1 + θ12 ) and
Poisson(θ2 + θ12 ), respectively. The mass function
P (x1 , x2 ) in (78) satisfies the following recurrence
relations:
x1 P (x1 , x2 ) = θ1 P (x1 − 1, x2 )
+ θ12 P (x1 − 1, x2 − 1),
x2 P (x1 , x2 ) = θ2 P (x1 , x2 − 1)
+ θ12 P (x1 − 1, x2 − 1).

(79)

The relations in (79) follow as special cases of Hesselager’s [31] recurrence relations for certain bivariate
counting distributions and their compound forms,
which generalize the results of Panjer [72] on a
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family of compound distributions and those of Willmot [100] and Hesselager [30] on a class of mixed
Poisson distributions.
From (77), we readily obtain the moment generating function as
MX1 ,X2 (t1 , t2 ) = exp{θ1 (et1 − 1) + θ2 (et2 − 1)
+ θ12 (e

t1 +t2

− 1)}

(80)

and the probability generating function as
GX1 ,X2 (t1 , t2 ) = exp{φ1 (t1 − 1) + φ2 (t2 − 1)
+ φ12 (t1 − 1)(t2 − 1)},

(81)

where φ1 = θ1 + θ12 , φ2 = θ2 + θ12 and φ12 = θ12 .
From (77) and (80), we readily obtain
Cov(X1 , X2 ) = Var(Y12 ) = θ12

which cannot exceed θ12 {θ12 + min(θ1 , θ2 )}−1/2 .
The conditional distribution of X1 , given X2 = x2 ,
is readily obtained from (78) to be
Pr{X1 = x1 |X2 = x2 } = e

min(x
1 ,x2 ) 

j =0


×

θ12
θ2 + θ12

j 

θ2
θ2 + θ12

x2 −j

x2
j



x −j

θ1 1
,
(x1 − j )!
(84)

which is clearly the sum of two mutually independent
d
random variables, with one distributed as Y1 =
Poisson(θ1 ) and the other distributed as Y12 |(X2 =
d Binomial(x ; (θ /(θ + θ ))). Hence, we
x2 ) =
2
12
2
12
see that
θ12
x2
θ2 + θ12

(85)

θ2 θ12
x2 ,
(θ2 + θ12 )2

(86)

E(X1 |X2 = x2 ) = θ1 +
and
Var(X1 |X2 = x2 ) = θ1 +

1
n

n

j =1

i = 1, 2,

(87)

P (X1j − 1, X2j − 1)
= 1,
P (X1j , X2j )

(88)

where X i • = (1/n) nj=1 Xij (i = 1, 2) and (88) is
a polynomial in θ̂12 , which needs to be solved
numerically. For this reason, θ12 may be estimated
by the sample covariance (which is the moment
estimate) or by the even-points method proposed by
Papageorgiou and Kemp [75] or by the double zero
method or by the conditional even-points method
proposed by Papageorgiou and Loukas [76].

Distributions Related to Bivariate Case

θ12
, (83)
(θ1 + θ12 )(θ2 + θ12 )

−θ1

θ̂i + θ̂12 = X i • ,

(82)

and, consequently, the correlation coefficient is
Corr(X1 , X2 ) = √

On the basis of n independent pairs of observations (X1j , X2j )T , j = 1, . . . , n, the maximum likelihood estimates of θ1 , θ2 , and θ12 are given by

which reveal that the regressions are both linear
and that the variations about the regressions are
heteroscedastic.

Ahmad [1] discussed the bivariate hyper-Poisson distribution with probability generating function
eφ12 (t1 −1)(t2 −1)


2 

1 F1 (1; λi ; φi ti )
i=1

1 F1 (1; λi ; φi )

,

(89)

where 1 F1 is the Gaussian hypergeometric function,
which has its marginal distributions to be hyperPoisson.
By starting with two independent Poisson(θ1 ) and
Poisson(θ2 ) random variables and ascribing a joint
distribution to (θ1 , θ2 )T , David and Papageorgiou [24]
studied the compound bivariate Poisson distribution
with probability generating function
E[eθ1 (t1 −1)+θ2 (t2 −1) ].

(90)

Many other related distributions and generalizations can be derived from (77) by ascribing different distributions to the random variables Y1 , Y2
and Y12 . For example, if Consul’s [20] generalized
Poisson distributions are used for these variables,
we will obtain bivariate generalized Poisson distribution. By taking these independent variables to
be Neyman Type A or Poisson, Papageorgiou [74]
and Kocherlakota and Kocherlakota [53] derived two
forms of bivariate short distributions, which have
their marginals to be short. A more general bivariate
short family has been proposed by Kocherlakota and
Kocherlakota [53] by ascribing a bivariate Neyman
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Type A distribution to (Y1 , Y2 )T and an independent
Poisson distribution to Y12 . By considering a much
more general structure of the form
X1 = Y1 + Z1

and X2 = Y2 + Z2

(91)

and ascribing different distributions to (Y1 , Y2 )T and
(Z1 , Z2 )T along with independence of the two parts,
Papageorgiou and Piperigou [77] derived some more
general forms of bivariate short distributions. Further,
using this approach and with different choices for
the random variables in the structure (91), Papageorgiou and Piperigou [77] also derived several forms
of bivariate Delaporte distributions that have their
marginals to be Delaporte with probability generating function


1 − pt
1−p

−k
eλ(t−1) ,

(92)

which is a convolution of negative binomial and
Poisson distributions; see, for example, [99, 101].
Leiter and Hamdan [57] introduced a bivariate
Poisson–Poisson distribution with one marginal as
Poisson(λ) and the other marginal as Neyman Type
A(λ, β). It has the structure
Y = Y1 + Y2 + · · · + YX ,

(93)

the conditional distribution of Y given X = x as
Poisson(βx), and the joint mass function as
Pr{X = x, Y = y} = e−(λ+βx)
x, y = 0, 1, . . . ,

λx (βx)y
,
x! y!

λ, β > 0.

(94)

For the general structure in (93), Cacoullos and Papageorgiou [13] have shown that the joint probability
generating function can be expressed as
GX,Y (t1 , t2 ) = G1 (t1 G2 (t2 )),

(95)

where G1 (·) is the generating function of X and G2 (·)
is the generating function of Yi ’s.
Wesolowski [98] constructed a bivariate Poisson
conditionals distribution by taking the conditional
distribution of Y , given X = x, to be Poisson(λ2 λx12 )
and the regression of X on Y to be E(X|Y = y) =
y
λ1 λ12 , and has noted that this is the only bivariate
distribution for which both conditionals are Poisson.
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Multivariate Forms
A natural generalization of (77) to the k-variate case
is to set
Xi = Yi + Y,

i = 1, . . . , k,

(96)

d
d
where Y =
Poisson(θ) and Yi =
Poisson(θi ), i =
1, . . . , k, are independent random variables. It is
evident that the marginal distribution
) of Xi is Poisson(θ + θi ), Corr(Xi , Xj ) = θ/ (θi + θ)(θj + θ),
and Xi − Xi  and Xj − Xj  are mutually independent
when i, i  , j, j  are distinct.
Teicher [92] discussed more general multivariate Poisson distributions with probability generating
functions of the form

k


Ai ti +
Aij ti tj
exp

i=1

1≤i<j ≤k



+ · · · + A12···k t1 · · · tk − A , (97)


which are infinitely divisible.
Lukacs and Beer [58] considered multivariate
Poisson distributions with joint characteristic functions of the form




k



tj  − 1 , (98)
ϕX (t) = exp θ exp i


j =1

which evidently has all its marginals to be Poisson.
Sim [87] exploited the result that a mixture of
d Binomial(N ; p) and N d Poisson(λ) leads to a
X=
=
Poisson(λp) distribution in a multivariate setting to
construct a different multivariate Poisson distribution.
The case of the trivariate Poisson distribution
received special attention in the literature in terms
of its structure, properties, and inference.
As explained earlier in the sections ‘Multinomial
Distributions’ and ‘Negative Multinomial Distributions’, mixtures of multivariate distributions can be
used to derive some new multivariate models for
practical use. These mixtures may be considered
either as finite mixtures of the multivariate distributions or in the form of compound distributions by
ascribing different families of distributions for the
underlying parameter vectors. Such forms of multivariate mixed Poisson distributions have been considered in the actuarial literature.
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Multivariate Hypergeometric Distributions

Properties

Definition Suppose a population of m individuals
contain m1 of type G1 , m2 of type G2 , . . . , mk of type
Gk , where m = ki=1 mi . Suppose a random sample
of n individuals is selected from this population without replacement, and Xi denotes the number of individuals of type Gi in the sample for i = 1, 2, . . . , k.
k
Clearly,
i=1 Xi = n. Then, the probability mass
function of X can be shown to be

k 
k

1  mi
, 0 ≤ xi ≤ mi ,
xi = n.
PX (x) = m
xi
n i=1
i=1

From (99), we see that the marginal distribution
of Xi is hypergeometric(n; mi , m − mi ). In fact,
the distribution of (Xi1 , . . . , Xis , n − sj =1 Xij )T
is multivariate hypergeometric(n; mi1 , . . . , mis , n −
s
j =1 mij ). As a result, the conditional distribution
of the remaining elements (X1 , . . . , Xk−s )T , given
(Xi1 , . . . , Xis )T = (xi1 , . . . , xis )T , is also Multivariate
hypergeometric(n − sj =1 xij ; m1 , . . . , mk−s ), where
(1 , . . . , k−s ) = (1, . . . , k)/(i1 , . . . , is ). In particular, we obtain for t ∈ {1 , . . . , k−s }

(99)
This distribution is called a multivariate hypergeometric distribution, and is denoted by multivariate hypergeometric(n; m1 , . . . , mk ). Note that in (99),
there are only k − 1 distinct variables. In the case
when k = 2, it reduces to the univariate hypergeometric distribution.
When m → ∞ with (mi /m) → pi for i = 1,
2, . . . , k, the multivariate hypergeometric distribution
in (99) simply tends to the multinomial distribution
in (32). Hence, many of the properties of the
multivariate hypergeometric distribution resemble
those of the multinomial distribution.

Moments
From (99), we readily find the rth factorial moment
of X as

 k
k
 (r )
n(r)  (ri )

i
= (r)
Xi
m , (100)
µ(r) (X) = E
m i=1 i
i=1
where r = r1 + · · · + rk . From (100), we get
n
mi ,
m
n(m − n)
Var(Xi ) = 2
mi (m − mi ),
m (m − 1)

Xt |(Xij = xij , j = 1, . . . , s)

s

d

xij ; mt ,
Hypergeometric
n
−
=
k−s




j =1

mj − mt  .

(102)

j =1

From (102), we obtain the multiple regression of Xt
on Xi1 , . . . , Xis to be
E{Xt |(Xij = xij , j = 1, . . . , s)}


s

mt
= n −
xi j 
,
s
m
−
j =1 mij
j =1

(103)

k−s
s
since
j =1 mj = m −
j =1 mij . Equation (103)
reveals that the multiple regression is linear, but
the variation about regression turns out to be
heteroscedastic.
While Panaretos [70] presented an interesting
characterization of the multivariate hypergeometric
distribution, Boland and Proschan [9] established the
Schur convexity of the likelihood function.

E(Xi ) =

n(m − n)
mi mj ,
m2 (m − 1)

mi mj
Corr(Xi , Xj ) = −
.
(m − mi )(m − mj )

Inference

Cov(Xi , Xj ) = −

(101)

Note that, as in the case of the multinomial distribution, all correlations are negative.

The minimax estimation of the proportions (m1 /m,
. . . , mk /m)T has been discussed by Amrhein [3]. By
approximating the joint distribution of the relative
frequencies (Y1 , . . . , Yk )T = (X1 /n, . . . , Xk /n)T by
a Dirichlet distribution with parameters (mi /m)((n
(m − 1)/(m − n)) − 1), i = 1, . . . , k, as well as
by an equi-correlated multivariate normal distribution with correlation −1/(k − 1), Childs and
Balakrishnan [18] developed tests for the null
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hypothesis H0 : m1 = · · · = mk = m/k based on the
test statistics
min1≤i≤k Xi max1≤i≤k Xi − min1≤i≤k Xi
,
max1≤i≤k Xi
n
and

max1≤i≤k Xi
.
n

(104)

Related Distributions
By noting that the parameters in (99) need not all be
nonnegative integers and using the convention that
(−θ)! = (−1)θ−1 /(θ − 1)! for a positive integer θ,
Janardan and Patil [36] defined multivariate inverse
hypergeometric, multivariate negative hypergeometric, and multivariate negative inverse hypergeometric
distributions. Sibuya and Shimizu [85] studied the
multivariate generalized hypergeometric distributions
with probability mass function


k

αi (ω − λ)
 ω−
PX (x) =

i=1


 ω−

k



αi − λ (ω)

i=1



k


xi 
×

λ

i=1



k


xi 

k

α [xi ]
i

i=1

xi !

,

(105)

i=1

ω
which reduces to the multivariate hypergeometric
distribution when ω = λ = 0.
Janardan and Patil [36] termed a subclass of
Steyn’s [91] family as unified multivariate hypergeometric distributions and its probability mass function is


a0

k 

k
ai
 

n−
xi
xi
i=1
i=1
 
,
(106)
PX (x) =
a
n
where a = ki=0 ai , ab = (a + 1)/((b + 1)(a
−b + 1)), and n need not be a positive integer.
Janardan and Patil [36] displayed that (106) contains
many distributions (including those mentioned
earlier) as special cases.

While Charalambides [16] considered the equiprobable multivariate hypergeometric distribution
(i.e. m1 = · · · = mk = m/k) and studied the restricted occupancy distributions, Chesson [17] discussed
the noncentral multivariate hypergeometric distribution. Starting with the distribution of X|m as multivariate hypergeometric in (99) and giving a prior
for m as Multinomial(m; p1 , . . . , pk ), where m =
k
T
i=1 mi and p = (p1 , . . . , pk ) is the hyperparameter, we get the marginal joint probability mass function of X to be
P (x) = k

k


n!

i=1
k

i=1

xi !

pixi , 0 ≤ pi ≤ 1, xi ≥ 0,

i=1

xi = n,

k


pi = 1,

(107)

i=1

which is just the Multinomial(n; p1 , . . . , pk ) distribution. Balakrishnan and Ma [7] referred to this as the
multivariate hypergeometric-multinomial model and
used it to develop empirical Bayes inference concerning the parameter m.
Consul and Shenton [21] constructed a multivariate Borel–Tanner distribution with probability
mass function
P (x) = |I − A(x)|

xj −rj
 '
%  k
k









λij xi
exp −
λ j i xj 


k



i=1
i=1
×
,


(xj − rj )!

j =1 








(108)
where A(x) is a (k × k) matrix with its (p, q)th
element as λpq (xp − rp )/ ki=1 λij xi , and λ’s are
positive constants for xj ≥ rj . A distribution that is
closely related to this is the multivariate Lagrangian
Poisson distribution; see [48].
Xekalaki [102, 103] defined a multivariate generalized Waring distribution which, in the bivariate
situation, has its probability mass function as
P (x, y) =

ρ [k+m] a [x+y] k [x] m[y]
,
(a + ρ)[k+m] (a + k + m + ρ)[x+y] x!y!
x, y = 0, 1, . . . ,

where a, k, m, ρ are all positive parameters.

(109)
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The multivariate hypergeometric and some of its
related distributions have found natural applications
in statistical quality control; see, for example, [43].

Definition Suppose in an urn there are a balls of k
different colors C1 , . . . , Ck , with a1 of color C1 , . . . ,
ak of color Ck , where a = ki=1 ai . Suppose one ball
is selected at random, its color is noted, and then it is
returned to the urn along with c additional balls of the
same color, and that this selection is repeated n times.
Let Xi denote the number of balls of colors Ci at the
end of n trials for i = 1, . . . , k. It is evident that when
c = 0, the sampling becomes ‘sampling with replacement’ and in this case the distribution of X will
become multinomial with pi = ai /a (i = 1, . . . , k);
when c = −1, the sampling becomes ‘sampling without replacement’ and in this case the distribution
of X will become multivariate hypergeometric with
mi = ai (i = 1, . . . , k).
The probability mass function of X is given by


k
n
1  [xi ,c]
a
,
(110)
PX (x) =
x1 , . . . , xk a [n,c] i=1 i
k
i=1

xi = n,

k
i=1

ai = a, and

a [y,c] = a(a + c) · · · (a + (y − 1)c)
with

a [0,c] = 1.

xi ≥ 0(i = 1, . . . , k),
k

i=1

xi ≥ 0.

Moments
From (113), we can derive the rth factorial moment
of X as

 k
k
 (r )
n(r)  [ri ,c/a]

i
= [r,c/a]
Xi
pi
, (114)
µ(r) (X) = E
1
i=1
i=1
where r =
(114) that

k
i=1 ri .

In particular, we obtain from

nai
,
a
nai (a − ai )(a + nc)
Var(Xi ) =
,
a 2 (a + c)
E(Xi ) = npi =

nai aj (a + nc)
,
a 2 (a + c)

ai aj
,
X
)
=
−
.
Corr(Xi j
(a − ai )(a − aj )
Cov(Xi , Xj ) = −

(115)

As in the case of multinomial and multivariate hypergeometric distributions, all the correlations are negative in this case as well.

Properties
(111)

Marshall and Olkin [61] discussed three urn models,
each of which leads to a bivariate Pólya–Eggenberger
distribution.
Since the distribution in (110) is (k − 1)-dimensional, a truly k-dimensional distribution can be
obtained by adding another color C0 (say, white)
initially represented by a0 balls. Then, with a =
k
i=0 ai , the probability mass function of X =
(X1 , . . . , Xk )T in this case is given by


k
n
1  [xi ,c]
a
,
PX (x) =
x0 , x1 , . . . , xk a [n,c] i=0 i

x0 = n −

(113)

where pi = ai /a is the initial proportion of balls of
color Ci for i = 1, . . . , k and ki=0 pi = 1.

Multivariate Pólya–Eggenberger
Distributions

where

This can also be rewritten as
 [x ,c/a] 
k
n!  pi i
PX (x) = [n,c/a]
,
1
xi !
i=0

(112)

The multiple regression of Xk on X1 , . . . , Xk1
given by
  k


pk

E Xk  (Xi = xi ) = npk −
{(x1 − np1 )
p
0 + pk
i=1
+ · · · + (xk−1 − npk−1 )}

(116)

reveals that it is linear and that it depends only on
k−1
the sum
i=1 xi and not on the individual xi ’s.
The variation about the regression is, however, heteroscedastic.
The multivariate Pólya–Eggenberger distribution
includes the following important distributions as special cases: Bose–Einstein uniform distribution when
p0 = · · · = pk = (1/(k + 1)) and c/a = (1/(k + 1)),
multinomial distribution when c = 0, multivariate
hypergeometric distribution when c = −1, and multivariate negative hypergeometric distribution when
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c = 1. In addition, the Dirichlet distribution can be
derived as a limiting form (as n → ∞) of the multivariate Pólya–Eggenberger distribution.

Inference
If a is known and n is a known positive integer, then
the moment estimators of ai are âi = ax i /n (for i =
1, . . . , k), which are also the maximum likelihood
estimators of ai . In the case when a is unknown,
under the assumption c > 0, Janardan and Patil [35]
discussed moment estimators of ai .
By approximating the joint distribution of
(Y1 , . . . , Yk )T = (X1 /n, . . . , Xk /n)T by a Dirichlet
distribution (with parameters chosen so as to match
the means, variances, and covariances) as well as by
an equi-correlated multivariate normal distribution,
Childs and Balakrishnan [19] developed tests for the
null hypothesis H0 : a1 = · · · = ak = a/k based on
the test statistics given earlier in (104).

Generalizations and Related Distributions
By considering multiple urns with each urn containing the same number of balls and then employing
the Pólya–Eggenberger sampling scheme, Kriz [55]
derived a generalized multivariate Pólya–Eggenberger distribution.
In the sampling scheme of the multivariate
Pólya–Eggenberger distribution, suppose the sampling continues until a specified number (say, m0 ) of
balls of color C0 have been chosen. Let Xi denote
the number of balls of color Ci drawn when this
requirement is achieved (for i = 1, . . . , k). Then, the
distribution of X is called the multivariate inverse
Pólya–Eggenberger distribution and has its probability mass function as


m0 − 1 + x
a0 + (m0 − 1)c
P (x) =
a + (m0 − 1 + x)c m0 − 1, x1 , . . . , xk
k
a0[m0 −1,c]  [xi ,c]
× [m −1+x,c]
ai ,
a 0
i=1
k
i=0

(117)

where a =
ai , −cxi ≤ ai (i = 1, . . . , k), and
x = ki=1 xi .
Consider an urn that contains ai balls of color
Ci for i = 1, . . . , k, and a0 white balls. A ball is
drawn randomly and if it is colored, it is replaced
with additional c1 , . . . , ck balls of the k colors, and
if it is white, it is replaced with additional d =

17

k
i=1 ci

white balls, where (ci /ai ) = d/a = 1/K.
The selection is done n times, and let Xi denote
the number of balls of color Ci (for i = 1, . . . , k)
and X0 denote the number of white balls. Clearly,
k
i=0 Xi = n. Then, the distribution of X is called
the multivariate modified Pólya distribution and has
its probability mass function as

 [x0 ,d] [x,d] 
k
a0 a
n
ai !xi
P (x) =
,
[n,d]
x0 , x1 , . . . , xk (a0 + a)
a
i=1
(118)
where xi = 0, 1, . . . (for i = 1, . . . , k) and x =
k
i=1 xi ; see [86].
Suppose in the urn sampling scheme just
described, the sampling continues until a specified
number (say, w) of white balls have been chosen.
Let Xi denote the number of balls of color Ci
drawn when this requirement is achieved (for i =
1, . . . , k). Then, the distribution of X is called the
multivariate modified inverse Pólya distribution and
has its probability mass function as


a0[w,d] a [x,d]
w+x−1
P (x) =
x1 , . . . , xk , w − 1 (a0 + a)[w+x,d]
×

k

ai ! x i
,
a
i=1

(119)

where xi = 0, 1, . . . (for i = 1, . . . , k), x = ki=1 xi
and a = ki=1 ai ; see [86].
Sibuya [84] derived the multivariate digamma distribution with probability mass function
1
(x − 1)!
P (x) =
ψ(α + γ ) − ψ(γ ) (α + γ )[x]
×

k

α [xi ]
i

i=1

x=

xi !
k

i=1

,

αi , γ > 0, xi = 0, 1, . . . ,

xi > 0, α =

k


αi ,

(120)

i=1

where ψ(z) = (d/dz) ln (z) is the digamma distribution, as the limit of a truncated multivariate
Pólya–Eggenberger distribution (by omission of the
case (0, . . . , 0)).

Multivariate Discrete Exponential Family
Khatri [49] defined a multivariate discrete exponential family as one that includes all distributions of X
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with probability mass function of the form

 k

Ri (θ )xi − Q(θ ) ,
P (x) = g(x) exp

many prominent multivariate discrete distributions
discussed above as special cases.
(121)

i=1

where θ = (θ1 , . . . , θk )T , x takes on values in a region
S, and
'
 k
%



.
g(x) exp
Ri (θ )xi
Q(θ ) = log
···
x∈S

i=1

(122)
This family includes many of the distributions listed
in the preceding sections as special cases, including
nonsingular multinomial, multivariate negative binomial, multivariate hypergeometric, and multivariate
Poisson distributions.
Some general formulas for moments and
some other characteristics can be derived. For
example, with


∂Ri (θ)
(123)
M = (mij )ki,j =1 =
∂θj
and M−1 = (mij ), it can be shown that
E(X) = M
=

−1

k


∂Q(θ )
∂θ

mj 

=1

and

∂E(Xi )
,
∂θ

Cov(Xi , Xj )
i  = j.

(124)

Multivariate Power Series Distributions
Definition The family of distributions with probability mass function
a(x)  xi
θ
A(θ ) i=1 i
k

P (x) =

x1 =0

···

∞

xk =0

a(x1 , . . . , xk )

From (127), all moments can be immediately
obtained. For example, we have for i = 1, . . . , k
θi ∂A(θ )
E(Xi ) =
(128)
A(θ ) ∂θi
and



θi2
∂A(θ) 2
∂ 2 A(θ)
Var(Xi ) = 2
−
A(θ)
A (θ)
∂θi
∂θi2

A(θ) ∂A(θ)
.
(129)
+
θi
∂θi

Properties
From the probability generating function of X
in (127), it is evident that the joint distribution of any
subset (Xi1 , . . . , Xis )T of X also has a multivariate
power series distribution with the defining function
A(θ) being regarded as a function of (θi1 , . . . , θis )T
with other θ’s being regarded as constants. Truncated
power series distributions (with some smallest
and largest values omitted) are also distributed
as multivariate power series. Kyriakoussis and
Vamvakari [56] considered the class of multivariate
power series distributions in (125) with the support
xi = 0, 1, . . . , m (for i = 1, 2, . . . , k) and established
their asymptotic normality as m → ∞.

Related Distributions

A(θ ) = A(θ1 , . . . , θk )
∞


From (125), we readily obtain the probability generating function of X as

 k
 X
A(θ1 t1 , . . . , θk tk )
i
. (127)
GX (t) = E
=
ti
A(θ1 , . . . , θk )
i=1

(125)

is called a multivariate power series family of distributions. In (125), xi ’s are nonnegative integers, θi ’s
are positive parameters,

=

Moments

k


θixi

(126)

i=1

Patil and Bildikar [78] studied the multivariate
logarithmic series distribution with probability
mass function
k

(x − 1)!
θixi ,
P (x) = k
( i=1 xi !){− log(1 − θ)} i=1
xi ≥ 0,

x=

k

i=1

is said to be the ‘defining function’ and a(x)
the ‘coefficient function’. This family includes

xi > 0,

θ=

k


θi .

(130)

i=1

A compound multivariate power series distribution can be derived from (125) by ascribing a joint
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prior distribution to the parameter θ. For example,
if fθ (θ1 , . . . , θk ) is the ascribed prior density function of θ, then the probability mass function of the
resulting compound distribution is
 ∞
 ∞
1
···
P (x) = a(x)
A(θ)
0
0

 k
 x
×
θi i fθ (θ1 , . . . , θk ) dθ1 · · · dθk .
(131)
i=1

Sapatinas [82] gave a sufficient condition for identifiability in this case.
A special case of the multivariate power series
distribution in (125), when A(θ) = B(θ) with θ =
k
i=1 θi and B(θ) admits a power series expansion
in powers of θ ∈ (0, ρ), is called the multivariate
sum-symmetric power series distribution. This family
of distributions, introduced by Joshi and Patil [46],
allows for the minimum variance unbiased estimation
of the parameter θ and some related characterization results.

Miscellaneous Models
From the discussion in previous sections, it is clearly
evident that urn models and occupancy problems
play a key role in multivariate discrete distribution
theory. The book by Johnson and Kotz [39] provides an excellent survey on multivariate occupancy
distributions.
In the probability generating function of X
given by
GX (t) = G2 (G1 (t)),

ik =0

Jain and Nanda [33] discussed these weighted distributions in detail and established many properties.
In the past two decades, significant attention was
focused on run-related distributions. More specifically, rather than be interested in distributions regarding the numbers of occurrences of certain events,
focus in this case is on distributions dealing with
occurrences of runs (or, more generally, patterns) of
certain events. This has resulted in several multivariate run-related distributions, and one may refer to
the recent book of Balakrishnan and Koutras [6] for
a detailed survey on this topic.
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Empirical Distribution

mean is the mean of the empirical distribution,
1
xi .
n i=1
n

The empirical distribution is both a model and an
estimator. This is in contrast to parametric distributions where the distribution name (e.g. ‘gamma’)
is a model, while an estimation process is needed to
calibrate it (assign numbers to its parameters). The
empirical distribution is a model (and, in particular,
is specified by a distribution function) and is also an
estimate in that it cannot be specified without access
to data.
The empirical distribution can be motivated in two
ways. An intuitive view assumes that the population
looks exactly like the sample. If that is so, the distribution should place probability 1/n on each sample
value. More formally, the empirical distribution function is
Fn (x) =

number of observations ≤ x
.
n

(1)

For a fixed value of x, the numerator of the empirical
distribution function has a binomial distribution
with parameters n and F (x), where F (x) is the
population distribution function. Then E[Fn (x)] =
F (x) (and so as an estimator it is unbiased) and
Var[Fn (x)] = F (x)[1 − F (x)]/n.
A more rigorous definition is motivated by the
empirical likelihood function [4]. Rather than assume
that the population looks exactly like the sample,
assume that the population has a discrete distribution. With no further assumptions, the maximum
likelihood estimate is the empirical distribution (and
thus is sometimes called the nonparametric maximum
likelihood estimate).
The empirical distribution provides a justification
for a number of commonly used estimators. For
example, the empirical estimator of the population

x=

(2)

Similarly, the empirical estimator of the population
variance is
1
(xi − x)2 .
n i=1
n

s2 =

(3)

While the empirical estimator of the mean is unbiased, the estimator of the variance is not (a denominator of n − 1 is needed to achieve unbiasedness).
When the observations are left truncated or rightcensored the nonparametric maximum likelihood
estimate is the Kaplan–Meier product-limit estimate.
It can be regarded as the empirical distribution under
such modifications. A closely related estimator is
the Nelson–Aalen estimator; see [1–3] for further
details.
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Estimation
In day-to-day insurance business, there are specific
questions to be answered about particular portfolios.
These may be questions about projecting future profits, making decisions about reserving or premium
rating, comparing different portfolios with regard to
notions of riskiness, and so on. To help answer these
questions, we have ‘raw material’ in the form of
data on, for example, the claim sizes and the claim
arrivals process. We use these data together with
various statistical tools, such as estimation, to learn
about quantities of interest in the assumed underlying
probability model. This information then contributes
to the decision making process.
In risk theory, the classical risk model is a common choice for the underlying probability model.
In this model, claims arrive in a Poisson process
rate λ, and claim sizes X1 , X2 , . . . are independent,
identically distributed (iid) positive random variables,
independent of the arrivals process. Premiums accrue
linearly in time, at rate c > 0, where c is assumed
to be under the control of the insurance company.
The claim size distribution and/or the value of λ are
assumed to be unknown, and typically we aim to
make inferences about unknown quantities of interest
by using data on the claim sizes and on the claims
arrivals process. For example, we might use the data
to obtain a point estimate λ̂ or an interval estimate
(λ̂L , λ̂U ) for λ.
There is considerable scope for devising procedures for constructing estimators. In this article, we
concentrate on various aspects of the classical frequentist approach. This is in itself a vast area, and it
is not possible to cover it in its entirety. For further
details and theoretical results, see [8, 33, 48]. Here,
we focus on methods of estimation for quantities of
interest that arise in risk theory. For further details,
see [29, 32].

Estimating the Claim Number and Claim
Size Distributions
One key quantity in risk theory is the total or aggregate claim amount in some fixed time interval (0, t].
Let N denote the number of claims arriving in this
interval. In the classical risk model, N has a Poisson
distribution with mean λt, but it can be appropriate to

use other counting distributions, such as the negative
binomial, for N
. The total amount of claims arriving
in (0, t] is S = N
k=1 Xk (if N = 0 then S = 0). Then
S is the sum of a random number of iid summands,
and is said to have a compound distribution. We can
think of the distribution of S as being determined by
two basic ingredients, the claim size distribution and
the distribution of N , so that the estimation for the
compound distribution reduces to estimation for the
claim number and the claim size distributions separately.

Parametric Estimation
Suppose that we have a random sample Y1 , . . . , Yn
from the claim number or the claim size distribution,
so that Y1 , . . . , Yn are iid with the distribution function FY say, and we observe Y1 = y1 , . . . , Yn = yn . In
a parametric model, we assume that the distribution
function FY (·) = FY (·; θ) belongs to a specified family of distribution functions indexed by a (possibly
vector valued) parameter θ, running over a parameter set . We assume that the true value of θ is fixed
but unknown. In the following discussion, we assume
for simplicity that θ is a scalar quantity.
An estimator θ̂ of θ is a (measurable) function
Tn (Y1 , . . . , Yn ) of the Yi ’s, and the resulting estimate of θ is tn = Tn (y1 , . . . , yn ). Since an estimator
Tn (Y1 , . . . , Yn ) is a function of random variables, it is
itself a random quantity, and properties of its distribution are used for evaluation of the performance of
estimators, and for comparisons between them. For
example, we may prefer an unbiased estimator, that
is, one with Ɛθ (θ̂ ) = θ for all θ (where Ɛθ denotes
expectation when θ is the true parameter value), or
among the class of unbiased estimators we may prefer
those with smaller values of varθ (θ̂ ), as this reflects
the intuitive idea that estimators should have distributions closely concentrated about the true θ.
Another approach is to evaluate estimators on
the basis of asymptotic properties of their distributions as the sample size tends to infinity. For
example, a biased estimator
may be asymptotically

unbiased in that limn→∞ Ɛθ (Tn ) − θ = 0, for all θ.
Further asymptotic properties include weak
consis

−
θ| >
|T
tency,
where
for
all
ε
>
0,
lim
n→∞ θ
n

ε = 0, that is, Tn converges to θ in probability,
for all θ. An estimator Tn is strongly consistent if
θ Tn → θ as n → ∞ = 1, that is, if Tn converges
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to θ almost surely (a.s.), for all θ. These are probabilistic formulations of the notion that Tn should be
close to θ for large sample sizes. Other probabilistic
notions of convergence include convergence in distribution (→d ), where Xn →d X if FXn (x) → FX (x)
for all continuity points x of FX , where FXn and
FX denote the distribution functions of Xn and X
respectively.
For an estimator sequence, we often
√
have n(Tn − θ) →d Z as n → ∞, where Z is normally distributed with zero mean and variance σ 2 ;
often σ 2 = σ 2 (θ). Two such estimators may be compared by looking at the variances of the asymptotic normal distributions, the estimator with the
smaller value being preferred. The asymptotic normality result above also means that we can obtain an
(approximate) asymptotic 100(1 − α)% (0 < α < 1)
confidence interval for the unknown parameter with
endpoints
σ (θ̂ )
θ̂L , θ̂U = Tn ± zα/2 √
n

(1)

where (zα/2 ) = 1 − α/2 and  is the standard normal distribution function. Then θ ((θ̂L , θ̂U )  θ) is,
for large n, approximately 1 − α.

Finding Parametric Estimators
In this section, we consider the above set-up with
θ ∈ p for p ≥ 1, and we discuss various methods
of estimation and some of their properties.
In the method of moments, we obtain p equations by equating each of p sample moments to the
corresponding theoretical moments. The method of
moments estimator for θ is the solution (if a unique

j
j
one exists) of the p equations Ɛθ (Y1 ) = n1 ni=1 yi ,
j = 1, . . . , p. Method of moments estimators are
often simple to find, and even if they are not optimal, they can be used as starting points for iterative
numerical procedures (see Numerical Algorithms)
for finding other estimators; see [48, Chapter 4] for
a more general discussion.
In the method of maximum likelihood, θ is estimated by that value θ̂ of θ that maximizes the likelihood L(θ; y) = f (y; θ) (where f (y; θ) is the joint
density of the observations), or equivalently maximizes the log-likelihood l(θ; y) = log L(θ; y). Under
regularity conditions, the resulting estimators can be
shown to have good asymptotic properties, such as

consistency and asymptotic normality with best possible asymptotic variance. Under appropriate definitions and conditions, an additional property of maximum likelihood estimators is that a maximum likelihood estimate of g(θ) is g(θ̂ ) (see [37] Chapter VII).
In particular, the maximum likelihood estimator is
invariant under parameter transformations. Calculation of the maximum likelihood estimate usually
involves solving the likelihood equations ∂l/∂θ = 0.
Often these equations have no explicit analytic solution and must be solved numerically. Various extensions of likelihood methods include those for quasi-,
profile, marginal, partial, and conditional likelihoods
(see [36] Chapters 7 and 9, [48] §25.10).
The least squares estimator of θ minimizes
2
n 
with respect to θ. If the Yi ’s
i=1 yi − Ɛθ (Yi )
are independent with Yi ∼ N (Ɛθ Yi , σ 2 ) then this is
equivalent to finding maximum likelihood estimates,
although for least squares, only the parametric
form of Ɛθ (Yi ) is required, and not the complete
specification of the distributional form of the Yi ’s.
In insurance, data may be in truncated form, for
example, when there is a deductible d in force.
Here we suppose that losses X1 , . . . , Xn are iid
each with density f (x; θ) and distribution function F (x; θ), and that if Xi > d then a claim of
density of the Yi ’s is
Yi = Xi − d is made. The

fY (y; θ) = f (y + d; θ)/ 1 − F (d; θ) , giving rise
 to
n
log-likelihood
l(θ)
=
f
(y
+
d;
θ)
−
n
log
1−
i
i=1

F (d; θ) .
We can also adapt the maximum likelihood method
to deal with grouped data, where, for example, the
original n claim sizes are not available, but we
have the numbers of claims falling into particular disjoint intervals. Suppose Nj is the number of
claims whose claim amounts are in (cj −1 , cj ], j =
1, . . . , k + 1, where c0 = 0 and c
k+1 = ∞. Suppose
that we observe Nj = nj , where k+1
j =1 nj = n. Then
the likelihood satisfies
L(θ) ∝

k



n
F (cj ; θ) − F (cj −1 ; θ) j

j =1

× [1 − F (ck ; θ)]nk+1

(2)

and maximum likelihood estimators can be sought.
Minimum chi-square estimation is another method

for
 grouped data. With the above set-up, Ɛθ Nj =
n F (cj ; θ) − F (cj −1 ; θ) . The minimum chi-square
estimator of θ is the value of θ that minimizes (with
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respect to θ)
2
k+1 

Nj − Ɛθ (Nj )
Ɛθ (Nj )
j =1
that is, it minimizes the χ 2 -statistic. The modified
minimum chi-square estimate is the value of θ that
minimizes the modified χ 2 -statistic which is obtained
when Ɛθ (Nj ) in the denominator is replaced by
Nj , so that the resulting minimization becomes a
weighted least-squares procedure ([32] §2.4).
Other methods of parametric estimation include
finding other minimum distance estimators, and percentile matching. For these and further details of the
above methods, see [8, 29, 32, 33, 48]. For estimation
of a Poisson intensity (and for inference for general
point processes), see [30].

Nonparametric Estimation
In nonparametric estimation, we drop the assumption
that the unknown distribution belongs to a parametric
family. Given Y1 , . . . , Yn iid with common distribution function FY , a classical nonparametric estimator
for FY (t) is the empirical distribution function,
1
1(Yi ≤ t)
n i=1
n

F̂n (t) =

(3)

where 1(A) is the indicator function of the event A.
Thus, F̂n (t) is the distribution function of the empirical distribution, which puts mass 1/n at each of
the observations, and F̂n (t) is unbiased for FY (t).
Since F̂n (t) is the mean of Bernoulli random variables, pointwise consistency, and asymptotic normality results are obtained from the Strong Law of Large
Numbers and the Central Limit Theorem respectively,
so that F̂n (t) → FY (t) almost surely as n → ∞, and
√
n(F̂n (t) − FY (t)) →d N (0, FY (t)(1 −
FY (t))) as n → ∞.
These pointwise properties can be extended to
function-space (and more general) results. The classical Glivenko–Cantelli Theorem says that supt |F̂n (t)
− FY (t)| → 0 almost surely as n → ∞ and Donsker’s Theorem gives an empirical central limittheo√
rem that says that the empirical processes n F̂n −
FY converge in distribution as n → ∞ to a zeromean Gaussian process Z with cov(Z(s), Z(t)) =
FY (min(s, t)) − FY (s)FY (t), in the space of rightcontinuous real-valued functions with left-hand limits

3

on [−∞, ∞] (see [48] §19.1). This last statement
hides some (interconnected) subtleties such as specification of an appropriate topology, the definition of
convergence in distribution in the function space, different ways of coping with measurability and so on.
For formal details and generalizations, for example,
to empirical processes indexed by functions, see [4,
42, 46, 48, 49].
Other nonparametric methods include density
estimation ([48] Chapter 24 [47]). For semiparametric methods, see [48] Chapter 25.

Estimating Other Quantities
There are various approaches to estimate quantities
other than the claim number and claim size distributions. If direct independent observations on the
quantity are available, for example, if we are interested in estimating features related to the distribution
of the total claim amount S, and if we observe iid
observations of S, then it may be possible to use
methods as in the last section.
If instead, the available data consist of observations on the claim number and claim size distributions, then a common approach in practice is to
estimate the derived quantity by the corresponding
quantity that belongs to the risk model with the estimated claim number and claim size distributions. The
resulting estimators are sometimes called “plug-in”
estimators. Except in a few special cases, plug-in estimators in risk theory are calculated numerically or via
simulation.
Such plug-in estimators inherit variability arising
from the estimation of the claim number and/or the
claim size distribution [5]. One way to investigate
this variability is via a sensitivity analysis [2, 32].
A different approach is provided by the delta
method, which deals with estimation of g(θ) by g(θ̂ ).
Roughly, the delta method says that, when g is differentiable in an appropriate sense, under
√ conditions,
and with√appropriate definitions, if n(θ̂n − θ) →d
Z, then n(g(θ̂n ) − g(θ)) →d gθ (Z). The most familiar version of this is when θ is scalar, g :  →  and
Z is a zero mean normally distributed random variable with variance σ 2 . In this case, gθ(Z) = g (θ)Z,
√
and so the limiting distribution of n g(θ̂n ) − g(θ)
is a zero-mean normal distribution, with variance
g (θ)2 σ 2 . There is a version for finite-dimensional
θ, where, for example, the limiting distributions are
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multivariate normal distributions [48] Chapter 3.
In infinite-dimensional versions of the delta method,
we may have, for example, that θ is a distribution
function, regarded as an element of some normed
space, θ̂n might be the empirical distribution function,
g might be a Hadamard differentiable map between
function spaces, and the limiting distributions might
be Gaussian processes, in particular the limiting dis√
tribution of n(F̂n − F ) is given by the empirical
central limit theorem [20], [48] Chapter 20. Hipp [28]
gives applications of the delta method for real-valued
functions g of actuarial interest, and Præstgaard [43]
uses the delta method to obtain properties of an estimator of actuarial values in life insurance. Some
other actuarial applications of the delta method are
included below.
In the rest of this section, we consider some quantities from risk theory and discuss various estimation
procedures for them.



 S>y ∼

Compound Distributions
As an illustration, we first consider a parametric
example where there is an explicit expression for
the quantity of interest and we apply the finitedimensional delta method. Suppose we are interested
in estimating (S > M) for some fixed M > 0 when
N has a geometric distribution with (N = k) =
(1 − p)k p, k = 0, 1, 2, . . ., 0 < p < 1 (this could
arise as a mixed Poisson distribution with exponential
mixing distribution), and when X1 has an exponential distribution with rate ν. In this case, there is an
explicit formula (S > M) = (1 − p) exp(−pνM)
(= sM , say). Suppose we want to estimate sM for
a new portfolio of policies, and past experience with
similar portfolios gives rise to data N1 , . . . , Nn and
X1 , . . . , Xn . For simplicity, we have assumed the
same size for the samples. Maximum likelihood (and
methodof moments)
estimators
for the

 parameters are

p̂ = n/ n + ni=1 Ni and ν̂ = n/ ni=1 Xi , and the
following asymptotic normality result holds:

√
p̂
p
0
n
−
→d N
,
ν̂
ν
0


=

p 2 (1 − p) 0
0
ν2

(p, ν) is some function of p and ν obtained as
follows. If g : (p, ν) → (1 − p) exp(−pνM), then
σS2 (p, ν) is given by (∂g/∂p, ∂g/∂ν) (∂g/∂p, ∂g/
∂ν)T (here T denotes transpose). Substituting estimates of p and ν into the formula for σS2 (p, ν)
leads to an approximate asymptotic 100(1 − α)%
confidence interval
for sM with end points ŝM ±
√
zα/2 σ (p̂, ν̂)/ n.
It is unusual for compound distribution functions to have such an easy explicit formula as in the
above example. However, we may have asymptotic
approximations for (S > y) as y → ∞, and these
often require roots of equations involving moment
generating functions. For example, consider again
the geometric claim number case, but allow claims
X1 , X2 , . . . to be iid with general distribution function
F (not necessarily exponential) and moment generating function M(s) = Ɛ(esX1 ). Then, using results
from [16], we have, under conditions,

(4)

Then sM has plug-in estimator ŝM = (1 − p̂)
exp(−p̂√ν̂M). The finite-dimensional delta method
gives n(ŝM − sM ) →d N (0, σS2 (p, ν)), where σS2

pe−κy
(1 − p)κM (κ)

as

y→∞

(5)

where κ solves M(s) = (1 − p)−1 , and the notation
f (y) ∼ g(y) as y → ∞ means that f (y)/g(y) → 1
as y → ∞.
A natural approach to estimation of such approximating expressions is via the empirical moment generating function M̂n , where
1  sXi
e
n i=1
n

M̂n (s) =

(6)

is the moment generating function associated with
the empirical distribution function F̂n , based on
observations X1 , . . . , Xn . Properties of the empirical
moment generating function are given in [12], and
include, under conditions, almost sure convergence
of M̂n to M uniformly over certain closed intervals
of the
real line,
 and convergence in distribution of
√ 
n M̂n − M to a particular Gaussian process in
the space of continuous functions on certain closed
intervals with supremum norm.
Csörgő and Teugels [13] adopt this approach to
the estimation of asymptotic approximations to the
tails of various compound distributions, including the
negative binomial. Applying their approach to the
special case of the geometric distribution, we assume
p is known, F is unknown, and that data X1 , . . . , Xn
are available. Then we estimate κ in the asymptotic
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approximation by κ̂n satisfying M̂n κ̂n = (1 − p)−1 .
Plugging κ̂n in place of κ, and M̂n in place of M, into
the asymptotic approximation leads to an estimate
of (an approximation to) (S > y) for large y. The
results in [13] lead to strong consistency and asymptotic normality for κ̂n and for the approximation. In
practice, the variances of the limiting normal distributions would have to be estimated in order to obtain
approximate confidence limits for the unknown quantities. In their paper, Csörgő and Teugels [13] also
adopt a similar approach to compound Poisson and
compound Pólya processes.
Estimation of compound distribution functions
as elements of function spaces (i.e. not pointwise
as above) is given in [39], where pk = (N = k),
k = 0, 1, 2, . . . are assumed known, but the claim
size distribution function F is not. On the basis
of observed claim sizes X1
, . . . , Xn , the compound
∗k
∗k
distribution function FS = ∞
k=0 pk F , where F
denotes thek-fold convolution power of F , is esti∞
∗k
mated by
k=0 pk F̂n , where F̂n is the empirical
distribution function. Under conditions on existence
of moments of N and X1 , strong consistency and
asymptotic normality in terms of convergence in distribution to a Gaussian process in a suitable space of
functions, is given in [39], together with asymptotic
validity of simultaneous bootstrap confidence bands
for the unknown FS . The approach is via the infinitedimensional delta method, using the function-space
framework developed in [23].

The Adjustment Coefficient
Other derived quantities of interest include the probability that the total amount claimed by a particular
time exceeds the current level of income plus initial capital. Formally, in the classical risk model, we
define the risk reserve at time t to be
U (t) = u + ct −

N(t)


Xi

(7)

i=1

where u > 0 is the initial capital, N (t) is the number
of claims in (0, t] and other notation is as before. We
are interested in the probability of ruin, defined as


ψ(u) =  U (t) < 0 for some t > 0
(8)
We assume the net profit condition c > λƐ(X1 )
which implies that ψ(u) < 1. The Lundberg inequality gives, under conditions, a simple upper bound for
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the ruin probability,
ψ(u) ≤ exp(−Ru)

∀u > 0

(9)

where the adjustment coefficient (or Lundberg coefficient) R is (under conditions) the unique positive
solution to
cr
(10)
M(r) − 1 =
λ
where M is the claim size moment generating function [22] Chapter 1. In this section, we consider
estimation of the adjustment coefficient.
In certain special parametric cases, there is an
easy expression for R. For example, in the case of
exponentially distributed claims with mean 1/θ in
the classical risk model, the adjustment coefficient is
R = θ − (λ/c). This can be estimated by substituting
parametric estimators of θ and λ.
We now turn to the classical risk model with
no parametric assumptions on F . Grandell [21]
addresses estimation of R in this situation, with λ
and F unknown, when the data arise through observation of the claims process over a fixed time interval (0, T ], so that the number N (T ) of observed
claims is random. He estimates R by the value
R̂T that solves an empirical version of (10),
 as) we
rXi
now explain. Define M̂T (r) = 1/N (T ) N(T
i=1 e
and λ̂T = N (T )/T . Then R̂T solves M̂T (r) − 1 =
cr/λ̂T , with appropriate definitions if the particular samples do not give rise to a unique positive
solution of this equation. Under conditions including
M(2R) < ∞, we have
√ 

T R̂T − R →d N (0, σG2 ) as T → ∞ (11)
with σG2 = [M(2R) − 1 − 2cR/λ]/[λ(M (R) − c/
λ)2 ].
Csörgő and Teugels [13] also consider this
classical risk model, but with λ known, and with
data consisting of a random sample X1 , . . . , Xn of
claims. They estimate R by the solution R̂n of
M̂n (r) − 1 = cr/λ, and derive asymptotic normality
for this estimator under conditions, with variance
2
=
of the limiting normal distribution given by σCT
2
2
[M(2R) − M(R) ]/[(M (R) − c/λ) ]. See [19] for
similar estimation in an equivalent queueing model.
A further estimator for R in the classical risk
model, with nonparametric assumptions for the claim
size distribution, is proposed by Herkenrath [25].
An alternative procedure is considered, which uses
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a Robbins–Monro recursive stochastic approximation to the solution of ƐSi (r) = 0, where Si (r) =
erXi − rc/λ − 1. Here λ is assumed known, but the
procedure can be modified to include estimation of
λ. The basic recursive sequence {Zn } of estimators
for R is given by Zn+1 = Zn − an Sn (Zn ). Herkenrath
has an = a/n and projects Zn+1 onto [ξ, η] where
0 < ξ ≤ R ≤ η < γ and γ is the abscissa of convergence of M(r). Under conditions, the sequence
converges to R in mean square, and under further
conditions, an asymptotic normality result holds.
A more general model is the Sparre Andersen
model, where we relax the assumption of Poisson
arrivals, and assume that claims arrive in a renewal
process with interclaim arrival times T1 , T2 , . . . iid,
independent of claim sizes X1 , X2 , . . .. We assume
again the net profit condition, which now takes the
form c > Ɛ(X1 )/Ɛ(T1 ). Let Y1 , Y2 , . . . be iid random
variables with Y1 distributed as X1 − cT1 , and let
MY be the moment generating function of Y1 . We
assume that our distributions are such that there is a
strictly positive solution R to MY (r) = 1, see [34] for
conditions for the existence of R. This R is called the
adjustment coefficient in the Sparre Andersen model
(and it agrees with the former definition when we
restrict to the classical model). In the Sparre Andersen
model, we still have the Lundberg inequality ψ(u) ≤
e−Ru for all u ≥ 0 [22] Chapter 3.
Csörgő and Steinebach [10] consider estimation of
R in this model. Let Wn = [Wn−1 + Yn ]+ , W0 = 0, so
that the Wn is distributed as the waiting time of the
nth customer in the corresponding GI /G/1 queueing model with service times iid and distributed as
X1 , and customer interarrival times iid, distributed
as cT1 . The correspondence between risk models and
queueing theory (and other applied probability models) is discussed in [2] Sections I.4a, V.4. Define
ν0 = 0, ν1 = min{n ≥ 1: Wn = 0} and νk = min{n ≥
νk−1 + 1: Wn = 0} (which means that the νk th customer arrives to start a new busy period in the queue).
Put Zk = maxνk−1 <j ≤νk Wj so that Zk is the maximum
waiting time during the k th busy period. Let Zk,n ,
k = 1, . . . , n, be the increasing order statistics of the
Zk ’s. Then Csörgő and Steinebach [10] show that, if
1 ≤ kn ≤ n are integers with kn /n → 0, then, under
conditions,
lim

n→∞

Zn−kn +1,n
1
=
a.s.
log(n/kn )
R

(12)

The paper considers estimation of R based on (12),
and examines rates of convergence results. Embrechts
and Mikosch [17] use this methodology to obtain
bootstrap versions of R in the Sparre Andersen
model. Deheuvels and Steinebach [14] extend the
approach of [10] by considering estimators that are
convex combinations of this type of estimator and a
Hill-type estimator.
Pitts, Grübel, and Embrechts [40] consider
estimating R on the basis of independent samples
T1 , . . . , Tn of interarrival times, and X1 , . . . , Xn of
claim sizes in the Sparre Andersen model. They
estimate R by the solution R̃n of MY,n (r) = 1, where
MY,n is the empirical moment generating function
based on Y1 , . . . , Yn , where Y1 is distributed as X1 −
cT1 as above, and making appropriate definitions
if there is not a unique positive solution of the
empirical equation. The delta method is applied to
the map taking the distribution function of Y onto
the corresponding adjustment coefficient, in order to
prove that, assuming M(s) < ∞ for some s > 2R,

√ 
n R̃n − R →d N (0, σR2 ) as n → ∞ (13)
with σR2 = [MY (2R) − 1]/[(MY (R))2 ]. This paper
then goes on to compare various methods of obtaining
confidence intervals for R: (a) using the asymptotic
normal distribution with plug-in estimators for the
asymptotic variance; (b) using a jackknife estimator
for σR2 ; (c) using bootstrap confidence intervals;
together with a bias-corrected version of (a) and a
studentized version of (c) [6]. Christ and Steinebach
[7] include consideration of this estimator, and give
rates of convergence results.
Other models have also been considered. For
example, Christ and Steinebach [7] show strong consistency of an empirical moment generating function
type of estimator for an appropriately defined adjustment coefficient in a time series model, where gains
in succeeding years follow an ARMA(p, q) model.
Schmidli [45] considers estimating a suitable adjustment coefficient for Cox risk models with piecewise
constant intensity, and shows consistency of a similar estimator to that of [10] for the special case of a
Markov modulated risk model [2, 44].

Ruin Probabilities
Most results in the literature about the estimation of
ruin probabilities refer to the classical risk model
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with positive safety loading, although some treat
more general cases. For the classical risk model, the
probability of ruin ψ(u) with initial capital u > 0
is given by the Pollaczeck–Khinchine formula or
the Beekman convolution formula (see Beekman’s
Convolution Formula),
1 − ψ(u) =

∞


1−

k=0

λµ
c

λµ
c

k

FI∗k (u)

(14)

where FI (x) = µ−1 0 (1 − F (y)) dy is called the
equilibrium distribution associated with F (see, for
example [2], Chapter 3). The right-hand side of (14)
is the distribution function of a geometric number
of random variables distributed with distribution
function FI , and so (14) expresses 1 − ψ(·) as a
compound distribution. There are a few special cases
where this reduces to an easy explicit expression,
for example, in the case of exponentially distributed
claims we have
x

ψ(u) = (1 + ρ)−1 exp(−Ru)

(15)

where R is the adjustment coefficient and ρ = (c −
λµ)/λµ is the relative safety loading. In general, we
do not have such expressions and so approximations
are useful. A well-known asymptotic approximation
is the Cramér–Lundberg approximation for the
classical risk model,
c − λµ
exp(−Ru) as u → ∞ (16)
ψ(u) ∼
λM (R) − c
Within the classical model, there are various possible
scenarios with regard to what is assumed known and
what is to be estimated. In one of these, which we
label (a), λ and F are both assumed unknown, while
in another, (b), λ is assumed known, perhaps from
previous experience, but F is unknown. In a variant
on this case, (c) assumes that λµ is known instead of
λ, but that µ and F are not known. This corresponds
to estimating ψ(u) for a fixed value of the safety
loading ρ. A fourth scenario, (d), has λ and µ known,
but F unknown. These four scenarios are explicitly
discussed in [26, 27].
There are other points to bear in mind when
discussing estimators. One of these is whether the
estimators are pointwise estimators of ψ(u) for each
u or whether the estimators are themselves functions,
estimating the function ψ(·). These lead respectively
to pointwise confidence intervals for ψ(u) or to

7

simultaneous confidence bands for ψ(·). Another
useful distinction is that of which observation scheme
is in force. The data may consist, for example, of a
random sample X1 , . . . , Xn of claim sizes, or the data
may arise from observation of the process over a fixed
time period (0, T ].
Csörgő and Teugels [13] extend their development of estimation of asymptotic approximations for
compound distributions and empirical estimation of
the adjustment coefficient, to derive an estimator of
the right-hand side of (16). They assume λ and µ
are known, F is unknown, and data X1 , . . . , Xn are
available. They estimate R by R̂n as in the previous
subsection and M (R) by M̂n (R̂n ), and plug these
into (16). They obtain asymptotic normality of the
resulting estimator of the Cramér–Lundberg approximation.
Grandell [21] also considers estimation of the
Cramér–Lundberg approximation. He assumes λ and
F are both unknown, and that the data arise from
observation of the risk process over (0, T ]. With
the same adjustment coefficient estimator R̂T and
the same notation as in discussion of Grandell’s
results in the previous subsection, Grandell obtains
the estimator
ψ̂T (u) =

c − λ̂T µ̂T
λ̂T M̂T (R̂T ) − c

exp(−R̂T u)

(17)

 )
where µ̂T = (N (T ))−1 N(T
i=1 Xi , and then obtains
asymptotic confidence bounds for the unknown righthand side of (16).
The next collection of papers concern estimation
of ψ(u) in the classical risk model via (14). Croux
and Veraverbeke [9] assume λ and µ known. They
construct U -statistics estimators Unk of FI∗k (u) based
on a sample X1 , . . . , Xn of claim sizes, and ψ(u)
is estimated by plugging this into the right-hand
side of (14) and truncating the infinite series to a
finite sum of mn terms. Deriving extended results
for the asymptotic normality of linear combinations
of U -statistics, they obtain asymptotic normality for
this pointwise estimator of the ruin probability under
conditions on the rate of increase of mn with n, and
also for the smooth version obtained using kernel
smoothing. For information on U -statistics, see [48]
Chapter 12.
In [26, 27], Hipp is concerned with a pointwise
estimation of ψ(u) in the classical risk model, and
systematically considers the four scenarios above. He

8

Estimation

adopts a plug-in approach, with different estimators
depending on the scenario and the available data.
For scenario (a), an observation window (0, T ], T
fixed, is taken, λ is estimated by λ̂T = N (T )/T
and FI is estimated by the equilibrium distribution
associated with the
distribution function F̂T where
)
F̂T (u) = (1/N (T )) N(T
k=1 1(Xk ≤ u). For (b), the
data are X1 , . . . , Xn and the proposed estimator is the
probability of ruin associated with a risk model with
Poisson rate λ and claim size distribution function F̂n .
For (c), λµ is known (but λ and µ are unknown),
and the data are a random sample of claim sizes,
X1 = x1 , . . . , Xn = xn , and FI (x) is estimated by
 x
1
F̂I,n (x) =
(1 − F̂n (y)) dy
(18)
xn 0
which is plugged into (14). Finally, for (d), F is estimated by a discrete signed measure P̂n constructed
to have mean µ, where
#{j : xj = xi }
(xi − x n )(x n − µ)
1−
n
s2
(19)

where s 2 = n−1 ni=1 (xi − x n )2 (see [27] for more
discussion of P̂n ). All four estimators are asymptoti2
is the variance of the limiting
cally normal, and if σ(1)
normal distribution in scenario (a) and so on then
2
2
2
2
σ(4)
≤ σ(3)
≤ σ(2)
≤ σ(1)
. In [26], the asymptotic efficiency of these estimators is established. In [27], there
is a simulation study of bootstrap confidence intervals
for ψ(u).
Pitts [39] considers the classical risk model
scenario (c), and regards (14)) as the distribution
function of a geometric random sum. The ruin
probability is estimated by plugging in the empirical
distribution function F̂n based on a sample of n claim
sizes, but here the estimation is for ψ(·) as a function
in an appropriate function space corresponding to
existence of moments of F . The infinite-dimensional
delta method gives asymptotic normality in terms of
convergence in distribution to a Gaussian process,
and the asymptotic validity of bootstrap simultaneous
confidence bands is obtained.
A function-space plug-in approach is also taken
by Politis [41]. He assumes the classical risk model
under scenario (a), and considers estimation of the
probability Z(·) = 1 − ψ(·) of nonruin, when the
data are a random sample X1 , . . . , Xn of claim sizes
and an independent random sample T1 , . . . , Tn of
P̂n (xi ) =

interclaim arrival times. Then Z(·) is estimated by
the plug-in 
estimator that arises when λ is estimated
by λ̂ = n/ nk=1 Tk and the claim size distribution
function F is estimated by the empirical distribution
function F̂n . The infinite-dimensional delta method
again gives asymptotic normality, strong consistency,
and asymptotic validity of the bootstrap, all in
two relevant function-space settings. The first of
these corresponds to the assumption of existence of
moments of F up to order 1 + α for some α > 0,
and the second corresponds to the existence of the
adjustment coefficient.
Frees [18] considers pointwise estimation of ψ(u)
in a more general model where pairs (X1 , T1 ), . . . ,
(Xn , Tn ) are iid, where Xi and Ti are the ith claim
size and interclaim arrival time respectively. An
estimator of ψ(u) is constructed in terms of the
proportion of ruin paths observed out of all possible sample paths resulting from permutations of
(X1 , T1 ), . . . , (Xn , Tn ). A similar estimator is constructed for the finite time ruin probability
ψ(u, T ) = (U (t) < 0 for some t ∈ (0, T ]) (20)
Alternative estimators involving much less computation are also defined using Monte Carlo estimation of
the above estimators. Strong consistency is obtained
for all these estimators.
Because of the connection between the probability
of ruin in the Sparre Andersen model and the
stationary waiting time distribution for the GI /G/1
queue, the nonparametric estimator in [38] leads
directly to nonparametric estimators of ψ(·) in the
Sparre Andersen model, assuming the claim size
and the interclaim arrival time distributions are both
unknown, and that the data are random samples
drawn from these distributions.

Miscellaneous
The above development has touched on only a
few aspects of estimation in insurance, and for
reasons of space many important topics have not been
mentioned, such as a discussion of robustness in
risk theory [35]. Further, there are other quantities
of interest that could be estimated, for example,
perpetuities [1, 24] and the mean residual life [11].
Many of the approaches discussed here deal with
estimation when a relevant distribution has moment
generating function existing in a neighborhood of the
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origin (for example [13] and some results in [41]).
Further, the definition of the adjustment coefficient
in the classical risk model and the Sparre Andersen
model presupposes such a property (for example [10,
14, 25, 40]). However, other results require only the
existence of a few moments (for example [18, 38, 39],
and some results in [41]). For a general discussion
of the heavy-tailed case, including, for example,
methods of estimation for such distributions and the
asymptotic behavior of ruin probabilities see [3, 15].
An important alternative to the classical approach
presented here is to adopt the philosophical approach
of Bayesian statistics and to use methods appropriate
to this set-up (see [5, 31], and Markov chain Monte
Carlo methods).
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SUSAN M. PITTS

Experience-rating

–

Introduction
–
Experience-rating occurs when the premium charged
for an insurance policy is explicitly linked to the previous claim record of the policy or the policyholder.
The most common form of experience-rating
involves two components:
–

–

A tariff premium that is calculated on the basis of
the policy’s known risk characteristics. Depending on the line of business, known risk characteristics could involve sums insured, type and
usage of building or vehicle, the occupation of
the insured workers, and so on.
An adjustment that is calculated on the basis of
the policy’s previous claim record.

Because it makes such obvious sense to consider
a policyholder’s claim record before deciding on his
or her renewal premium, every pricing actuary and
underwriter is experience-rating most of the time –
although not always in a formula-driven way.
Actuaries have studied formula-driven ways of
experience-rating under two main headings: Credibility theory and Bonus–malus systems. The
formalized use of credibility methods probably
originated in workers’ compensation insurance
schemes in the United States about 100 years ago.
Bonus–malus systems (BMS) are an integral feature of motor vehicle insurance (see Automobile
Insurance, Private; Automobile Insurance, Commercial) in many developed countries.
Common arguments quoted in support of experience-rating include
–

–

–

–

that experience-rating prevents losses from occurring by encouraging more careful behavior by the
policyholder (moral hazard);
that experience-rating prevents insurance claims
from being lodged for smallish losses, thus saving claim handling expenses;
that experience-rating provides a more equitable
distribution of premiums between different policyholders than strict manual rating;
that competition in the insurance market makes
it necessary to price every policy as correctly as
possible, to avert the dangers of adverse selection
and loss of business;

that experience-rating reduces the need for manual rating, in situations in which policies’ risk
characteristics are vaguely defined or difficult
to collect;
that experience-rating reduces the need for a
complicated tariff that utilizes many variables,
each of which may or may not be a significant
predictor of risk.

In this author’s view, each argument has a grain
of truth to it, but one should take care not to exaggerate the importance of experience-rating for any
specific purpose. In particular, experience-rating is
never a substitute for sound, statistically based risk
assessment using objective criteria.
The section ‘Methods of Experience-rating’
provides a brief outline of different methods
of experience-rating. In the section, ‘Desirable
Properties of Experience-rating Schemes’ we shall
discuss properties that an experience-rating scheme
should have, and in the section ‘Implementation
of Experience-rating’ some practical issues will
be outlined.

Methods of Experience-Rating
It has already been mentioned that every pricing
actuary and underwriter is experience-rating most of
the time. In its simplest form, this task involves a
comparison of past premiums with past claims, after
having made the necessary adjustments for inflation,
extreme claims, outstanding claims (see Reserving
in Non-life Insurance), change in the insured risks,
and so on. At a more sophisticated level, the actuary
or underwriter would also compare the actual policy’s claim record with that of other, similar policies,
thereby increasing the amount of statistical experience that goes into the premium calculation (provided
he or she believes that similar policies ought to generate similar claims).
The process of blending individual claim experience with collective claim experience to arrive at
an estimated premium, is formalized in the discipline
known as credibility theory. The generic form of a
credibility premium is
Pcredibility = zPindividual + (1 − z)Pcollective .
In this equation, Pindividual denotes the premium
that would be correct if one assumes that the individual claim record of the actual policy (its burning
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cost) is indicative of expected future claims. The
quantity Pcollective denotes the premium that would
be correct if one assumes that the future claims of
the policy will be similar to the claims recorded in
the collective to which the policy belongs by virtue
of its observable risk characteristics. The blending
factor z, often called the credibility factor and lying
between zero and one, allocates a certain weight to
the individual premium at the expense of the weight
allocated to the collective premium.
Credibility theory revolves around the question of
how one should determine the credibility factor z,
that is, how much weight it is reasonable to allocate
to each of the two premium estimates.
Bonus–malus systems in motor vehicle insurance
are similar to the familiar game of Snakes and Ladders. The claim-free policyholder works his way up
through the classes of the BMS, one class for each
claim-free year. Each successive class normally entitles him to a higher bonus or discount. If he is unlucky
and has to make a claim, he is set back a defined number of classes, or even back to start, and has to work
his way up through the same classes again. Depending on the number of classes in the BMS and the
transition rules, it may take anything between two to
three years and a decade to reach the highest bonus
class. Policyholders will go to great lengths to retain
and improve their position on the bonus–malus scale,
a phenomenon often referred to as bonus hunger.
Actuarial work on BMS revolves around optimal
design of the bonus–malus scale and its transition
rules and attached discounts, to ensure that the resulting premiums are fair and financially balanced.
The broad objective of experience-rating is to
adjust a policy’s renewal premium to its past claim
experience as it emerges, so that a claimant policyholder will pay a higher premium than a claimfree policyholder (everything else being equal). This
objective can be achieved by other devices than credibility formulas and bonus–malus systems.
The easiest way to make the claimant policyholder
pay a reasonable share of his own claims, is to impose
a meaningful deductible (retention) at the outset. A
problem with that approach is that many policyholders do not have sufficient liquidity to carry a high
deductible. Experience-rating schemes in general, and
BMS in particular, can be seen as ways of deferring
the cost of high deductibles. An alternative method
of financing high deductibles could be for the insurer
to provide a loan facility to policyholders, where the

entitlement to a loan is contingent on an insured loss
having occurred.
In proportional reinsurance, contract clauses
such as sliding scale commissions and profit commissions (see Reinsurance Pricing) are common. Such
devices essentially adjust the contract premium to its
claim experience in a predefined way, after the claims
have been recorded. At the extreme end of the scale,
one has finite risk reinsurance contracts (see Alternative Risk Transfer; Financial Reinsurance), which
are designed in such a way that the cedent (see Reinsurance) is obliged to pay for his own claims (and
only his own claims) over time, the reinsurer acting
only as a provider of finance.
Although they serve a similar purpose, the devices
outlined in the last two paragraphs are not normally
thought of as experience-rating. Experience-rating in
the narrow, actuarial sense is all about trying to
estimate the correct premium for future years. One
should keep in mind, however, that the mathematical
models and methods that actuaries use to analyze
experience-rating schemes, may also be employed to
analyze the properties of alternative devices.

Desirable Properties of Experience-rating
Schemes
In order to discuss the objectives of experience-rating,
let us introduce just a little mathematical notation.
Assume that an insurance policy has been in
force for the past n years, which we denote by
T − n + 1, T − n + 2, . . . , T − 1, T ; the symbol T
denotes the present year. In the policy year t, the
following observations have been recorded:
–
–
–

ct , the objective risk criteria of the insured interest; this may be a vector.
Nt , the number of claims reported.
St , the amount of claim payments, including an
estimate of outstanding claims.

Other information will of course also be available,
like the circumstances leading to each individual
claim and the individual claim amounts.
The renewal premium of the policy for the year
T + 1 must be based on the objective risk criteria pertaining to the coming year, which we denote by cT +1 .
The pure risk premium for a policy with no other
information than the objective risk criteria available,
is the expected claim cost, which we denote by
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RT +1 = E{ST +1 |cT +1 }. Calculating that quantity may
require elaborate statistical modeling and analysis.
Experience-rating builds on the obvious premise
that there will always be other risk characteristics
that cannot be (or have not been) directly observed.
In motor vehicle insurance these could be the temper of the driver, in worker’s compensation insurance
it could be the effectiveness of accident prevention
measures, and so on. Borrowing notation from credibility theory, let us denote the aggregate effect of hidden risk characteristics by a parameter θ and assume
that for the policy under consideration, the ‘true’ pure
risk premium actually is θRT +1 . The objective then
becomes to estimate θ based on the policy’s past
claims record. The experience-rated pure risk premium is then θ T +1 RT +1 , where θ T +1 denotes the
estimate that one has arrived at, by whatever means,
using available claim statistics up to year T . The
actual risk premium charged will typically be of
the form θ T +1 PT +1 where PT +1 = P (cT +1 ) denotes
some form of tariff premium or manual premium.
Please note that in the context of this paper, we
are disregarding loadings for expenses and profits,
including the (interesting!) question of how the burden of such loadings ought to be distributed between
different policyholders.
Now, what should we require of the estimate
θ T +1 ?
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a very (very!) poor predictor of θ. Undaunted by
this, some authors propose to measure the accuracy of a BMS by a weighted average of the mean
squared errors that have been calculated for different
classes of the BMS. Generally speaking, however,
bonus–malus systems score very low on accuracy.
To reinforce this assertion, let us remember that in
most BMS, the majority of policyholders are sitting in
the highest bonus class and enjoying discounts often
as high as 75%. This may be consistent with most
motorists’ self-perception of being better than the
average, but to the impartial statistician, it shows that
the (implicit) formula for θ T +1 is severely skewed
in most BMS. In order to collect sufficient premium
in aggregate, the insurer is then forced to raise the
tariff premium to compensate for the skewedness in
the BMS. Undiscounted tariff premiums will become
prohibitive, which then forces the insurer to offer
starting discounts, which in turn accelerates the drift
towards the high bonus classes and so on.
Bonus–malus systems are an extreme case of a
common situation in which the relationship between
the ‘true’ pure premiums RT +1 and the tariff premiums PT +1 is tenuous at best. This should cause
one to rephrase the request for accuracy rather than
requiring that θ T +1 should be a good predictor of θ;
one should ask that θ T +1 PT +1 be a good predictor of
θRT +1 – that is, θ T +1 should be able to compensate
for any skewedness in the tariff premiums.

Accuracy
Limited Fluctuations (Stability)
Accuracy is an important objective of any experiencerating method: θ T +1 should be as good a predictor
of θ as can be attained. To enable them to measure
accuracy, credibility theorists, including Bayesians
(see Bayesian Statistics), cast θ as a random variable that varies between the policies in the portfolio.
Then they use the minimization of mean squared error
E{θ T +1 − θ}2 to determine the optimal formula for
θ T +1 ; optimality being contingent, as usual, on the
stochastic model used to calculate mean squared error
and the constraints imposed on the permissible estimators. This branch of credibility theory is referred
to as greatest accuracy credibility theory.
Bonus–malus systems provide no explicit formula
for θ T +1 . Rather, θ T +1 is the (arbitrary) premium
relativity that goes with the bonus class in which
the policyholder will be placed in the coming year,
following his wanderings through the system. In
bonus–malus systems, therefore, θ T +1 is normally

The predictor θ T +1 , however defined, will change
from year to year as new claims emerge. It is in the
interest of the insured and the insurer that fluctuations
in renewal premiums should be limited (assuming
unchanged risk characteristics); certainly, fluctuations
that arise out of ‘random’ and smallish claims. For the
insured, it would make little sense if a smallish claim
were to be followed by a hefty premium increase for
the next year. The insurer has to consider the risk
that the insured, when confronted with such a hefty
increase, will say ‘thanks, but no thanks’ and leave
the company for a competitor.
Early actuarial work on credibility theory focused
primarily on the problem of limiting year-to-year
fluctuations. While not as mathematically elegant as
the more recent ‘greatest accuracy credibility theory’,
‘limited fluctuation credibility theory’ nevertheless
addressed a relevant problem that greatest accuracy
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credibility theory ignores – simply because year-toyear fluctuations do not enter into the objective function of the latter. Sundt [1] has proposed to merge
the two objectives into one objective function of the
mean squared error type, relying by necessity on a
subjective weighting of the relative importance of
accuracy as opposed to stability. By sticking to mean
squared error, Sundt preserves the mathematical elegance of greatest accuracy credibility theory.
Other approaches to limiting fluctuations in experience-rating schemes include the following:
–

–

–

–

Outright truncation of the year-to-year premium
change. This approach appears to be simple in
theory, but becomes tricky once there is a change
in the objective risk characteristics. Moreover,
truncation tends to skew the resulting premiums
in either way, which then necessitates compensating adjustments in the tariff premium.
Truncation of the claim amounts that go into
the formula for θ T +1 . This approach is based
on the idea that small claims are avoidable and
should be clawed back from the insured, while
large claims are beyond the insured’s control and
should be charged to the collective.
Basing the formula for θ T +1 on claim numbers only, not claim amounts. Credibility theorists often advocate this approach by making the (unchecked) assumption that a policyholder’s latent risk θ only affects his claim frequency, not the severity of his claims. While this
approach normally limits fluctuations in premiums because claim numbers are less volatile than
claim amounts, the premium increase that follows a single claim can in this way become much
higher than the claim that caused it.
Excluding ‘random’ and ‘innocent’ claims from
the calculation of θ T +1 . Often used in motor
vehicle insurance, mainly to avoid an argument
with the policyholder.

Bonus–malus systems often generate significant
year-to-year fluctuations. To see this, just consider
going from 60% bonus to 70% bonus after a claimfree year means that your premium drops by 25%
(other things being equal). Going from 70% bonus
to say 40% bonus after a claim means that your
premium increases by 100%, and will remain higher
for a number of years. If you add the effect of
blanket increases in the tariff premium, the overall

premium increase in the years following a claim may
easily dwarf the claim that caused it. Fortunately for
insurers, the average insured is blissfully unaware of
this, at least until he has made a claim.

Adaptiveness
Except for mathematical convenience, there is no
good reason why one should assume that a
policyholder’s latent risk parameter θ remains the
same from year to year. The relative level of a policyholder’s pure risk premium may change over time,
not only as a result of his own aging and learning
process, but also as a result of demographic shifts in
the collective that he is a part of. As a result, the
estimator θ T +1 should be able to adapt.
Models with changing risk parameters and adaptive credibility formulas have been developed under
the heading of ‘recursive credibility’. Those models
fall into the wider framework of dynamic linear modeling and Kalman filter theory. In general terms, the
resulting formula θ T +1 assigns less weight to older
observations than to newer ones.
Alternative ways of attaining the same goal include
–
–

outright exponential smoothing (without the use
of a model to justify it),
discarding observations that are more than, say,
five years old each year.

Bonus–malus systems are adaptive by nature,
as your progression is always just a function of
your current position on the bonus–malus scale, and
the presence or absence of claims made during the
last year.

Overall Balancing of Experience Rated Premiums
A very important requirement to an experience-rating
scheme is that the pure premiums it generates, are
balancing the claims that they are meant to pay
for.
 can be expressed in the form
 This requirement
Eθ T +1 PT +1 = EθRT +1 , where the summation
extends across all policies that will be renewed or
written for the year T + 1. Taken at face value, this
is an unbiasedness requirement – expected premiums
should equal expected claims.
Credibility formulas can be shown to be unbiased
as long as both the ‘collective premium’ and the
‘individual premium’ are unbiased estimates of the
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policy’s risk premium, that is,
E{Pindividual |cT +1 } = E{Pcollective |cT +1 }
= E{ST +1 |cT +1 },
because in that case we have,
E{Pcredibility |cT +1 } = zE{Pindividual |cT +1 }
+ (1 − z)E{Pcollective |cT +1 } = E{ST +1 |cT +1 }.
The rather informal conditioning on the risk characteristics cT +1 in the expressions above has only
been made in order to emphasize the obvious requirement that next year’s premium must be adjusted to all
that is known about next year’s risk characteristics.
It is a common misconception that the unbiasedness of credibility premiums is contingent on z being
the ‘greatest accuracy credibility factor’. Indeed, any
choice of z that is not correlated with the risk characteristics or claim record of the individual policy in
such a way as to create a bias, will give an unbiased
credibility premium.
The fact that the credibility premium will be unbiased for each single policy under the conditions
outlined above, does mean that a credibility-based,
experience-rating scheme guarantees an overall financial balance in a portfolio. The reason is that financial
balance must be secured not for the policies currently in the portfolio, but for the policies that will
be renewed or written in the next year. In a voluntary and competitive market, any policyholder has
the option of insuring with another company, or
not insuring at all when confronted with a premium
increase. It is obvious that policyholder migration has
the potential to change the balance between premiums
and claims. However, it is more difficult to predict
which way the balance will tilt, not least because the
migration pattern will depend on competing insurers’
rating mechanisms.
Taylor [2] has derived credibility premiums designed to maximize the expected profit of the insurer
in a model that includes assumptions on price elasticity and informed policyholders. The optimal credibility premiums in Taylor’s model differ from greatest
accuracy premiums by a fixed loading, and in fact
they are not unbiased for the individual policy in
the sense outlined above. It is interesting to observe,
however, that the optimal credibility premiums of
Taylor’s model approach the greatest accuracy credibility premiums when price elasticity is high. Stating
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the obvious, one could paraphrase that observation
by saying that only great accuracy will do if you are
dealing with informed, price-sensitive policyholders.
Most bonus–malus systems, if left unattended
over time, will create a massive imbalance. This
is mainly due to the drift of policyholders toward
the high bonus classes. An insurance company
running a BMS must continually monitor the likely
premium that will be collected next year compared
with the likely claims, and make adjustments to
the tariff premium to compensate the drift in the
average bonus.

Other Considerations
The successful operation of an experience-rating
scheme requires that, on average, the number of
claims that can be expected from a policy each
year is not too low. In lines [sic] with very low
claim frequency, the experience-rated premiums are
unlikely to generate financially balanced premiums
in aggregate. The resulting imbalance will have to be
compensated through increases in the tariff premium,
which creates a barrier to new entrants.
As noted in the previous section, experience-rating
is based on an assumption that a policy is likely to be
renewed, even after it has suffered a rerating. Lines
of business in which a great percentage of policies
migrate annually (e.g. short-term travel insurance),
are not particularly well suited for experience-rating.
Price elasticity will also be high in such lines.

Implementation of Experience-Rating
A number of practical issues must be addressed when
an insurance company implements an experiencerating scheme.
The company must organize its databases for
policies and claims in such a way as to enable it
to trace the risk characteristics and claim record
of each individual policy and policyholder through
time. Easy as it may sound, creating really reliable
historical databases is a major problem for many
insurance companies. This problem tends to encourage ‘memory-less’ experience-rating schemes, such
as bonus–malus schemes, where all that is required
to calculate next year’s premium, is this year’s premium (or bonus class) and claims.
The company must then decide how to take care
of open claims where the ultimate cost is not known,
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as well as unreported claims, in the experience-rating
formula. Some companies would make a percentual
adjustment to the reported incurred claim cost (paid
claims and outstanding case estimates), to cover the
cost of open and unreported claims. That approach is
simple to apply, but may open the door to difficult
discussions with the policyholder. Also, by divulging
the amount of outstanding case estimates on open
claims, the insurer may be seen to admit liability in
cases where that question yet has to be settled.
The problem with open claims is less pronounced
if the experience-rating scheme uses only claim
numbers, not claim amounts. For private and small
commercial policyholders, this may be a feasible
approach, but for medium and large commercial
policyholders, to disregard the amount of claims is
just not an option.
Experience-rating is fraught with difficulty in
long-tail lines of insurance (see Long-tail Business),
where both the reporting and the settlement of claims
may be delayed many years. When applied in a naive
way, that is, without making a prudent adjustment
for delayed claims, experience-rating will erode an
insurance company’s premium income and constitute
a financial health hazard.
The impact of very large claims must be limited
in order to limit fluctuations in the experience-rated
premium. That is most easily achieved by truncating
claims that go into the experience-rating formula,
at some predetermined limit. More sophisticated
schemes could be devised, where the truncation limit
is made dependent on the size of the insured (e.g.
measured by its average annual claim cost).
The insurance company will have to decide
whether it wants to make a distinction between
‘innocent’ claims, where the insured is not
demonstrably at fault, and claims for which the
insured can be blamed. In motor vehicle insurance,
for example, claims related to theft or road assistance
are sometimes exempted from the bonus–malus
calculation. Mostly, such exemptions are made for
the sake of avoiding an argument with the insured,
or because the penalties of the BMS are so severe
that they dwarf the claim. From a risk-theoretic point,
there is no reason why a motorist who lives in a theftprone area or who fails to maintain his car in working
order, should not pay a higher premium. Or one could
turn around the argument and ask what the point is
in covering claims that fall far below the (deferred)
deductible generated by the BMS.

In workers’ compensation insurance, a thorny
question is whether travel claims (i.e. claims for
injuries sustained when the employee was traveling to
or from work) should enter into the experience-rating
formula. The same is true of disease claims, when it
is not entirely clear that the disease has originated at
the current workplace.
Changes in the organization of the insured and
the insurer, such as mergers and acquisitions, are a
real hassle to an experience-rating scheme because
they usually necessitate merging poorly maintained
or nonexistent data from disparate computer systems
and filing cabinets.
The insurance company must also determine
whether it should, indeed whether is allowed to,
share its clients’ claim statistics with its competitors.
In some countries, bonus–malus information is
compulsorily exchanged, while other countries do not
require such an exchange of information.

Summary
As was stated at the beginning of this paper, experience-rating is a formalized approach to the task
of considering a policyholder’s claim record before
offering a renewal premium. By building stochastic
models of the risk heterogeneity within otherwise
homogeneous groups of policyholders, actuaries can
derive experience-rating formulas that purport to
be optimal.
An important caveat to any claim of optimality
is, however, that it is contingent on at least three
constraints:
–
–
–

the range of allowable experience-rating
formulas,
the objective function that is minimized or
maximized,
the stochastic model that underlies the calculations.

By imposing a strong limitation on any of the
above, one facilitates the task of finding an optimal formula but runs the risk of ignoring important
aspects and real-life dynamics. In practical applications, one should always keep in mind that successful
experience-rating may require more than just a statistical analysis of the risks involved. The actuary
should be aware of, and frank about, the possible
impact of any constraints that he or she has imposed
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in order to arrive at a solution. Just saying optimal
will not do. Computer simulation provides a great
tool to test the performance of the chosen solution
under a variety of scenarios and assumptions.
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Extreme Value
Distributions
Consider a portfolio of n similar insurance claims.
The maximum claim Mn of the portfolio is the
maximum of all single claims X1 , . . . , Xn
Mn = max Xi
i=1,...,n

(1)

The analysis of the distribution of Mn is an important
topic in risk theory and risk management. Assuming
that the underlying data are independent and identically distributed (i.i.d.), the distribution function of
the maximum Mn is given by
P (Mn ≤ x) = P (X1 ≤ x, . . . , Xn ≤ x) = {F (x)}n ,
(2)
where F denotes the distribution function of X. Rather
than searching for an appropriate model within familiar classes of distributions such as Weibull or lognormal distributions, the asymptotic theory for maxima initiated by Fisher and Tippett [5] automatically
leads to a natural family of distributions with which
one can model an example such as the one above.
Theorem 1 If there exist sequences of constants (an )
and (bn ) with an > 0 such that, as n → ∞ a limiting
distribution of
Mn =

M n − bn
an

(3)

exists with distribution H, say, the H must be one of
the following extreme value distributions:
1. Gumbel distribution:
H (y) = exp(−e−y ), −∞ < y < ∞

(4)

2. Fréchet distribution:
H (y) = exp(−y −α ), y > 0, α > 0

(5)

3. Weibull distribution:
H (y) = exp(−(−y)α ), y < 0, α > 0.

(6)

This result implies that, irrespective of the underlying distribution of the X data, the limiting distribution of the maxima should be of the same type as

one of the above. Hence, if n is large enough, then
the true distribution of the sample maximum can be
approximated by one of these extreme value distributions. The role of the extreme value distributions for
the maximum is in this sense similar to the normal
distribution for the sample mean.
For practical purposes, it is convenient to work
with the generalized extreme value distribution
(GEV), which encompasses the three classes of
limiting distributions:

 


x − µ −1/γ
(7)
Hµ,σ,γ (x) = exp − 1 + γ
σ
defined when 1 + γ (x − µ)/σ > 0. The location
parameter −∞ < µ < ∞ and the scale parameter
σ > 0 are motivated by the standardizing sequences
bn and an in the Fisher–Tippett result, while −∞ <
γ < ∞ is the shape parameter that controls the tail
weight. This shape parameter γ is typically referred
to as the extreme value index (EVI). Essentially,
maxima of all common continuous distributions are
attracted to a generalized extreme value distribution.
If γ < 0 one can prove that there exists an upper
endpoint to the support of F. Here, γ corresponds
to −1/α in (3) in the Fisher–Tippett result. The
Gumbel domain of attraction
corresponds to γ =

0 where H (x) = exp − exp (−(x − µ/σ )) . This
set includes, for instance, the exponential, Weibull,
gamma, and log-normal distributions. Distributions
in the domain of attraction of a GEV with γ > 0
(or a Fréchet distribution with α = 1/γ ) are called
heavy tailed as their tails essentially decay as power
functions. More specifically this set corresponds to
the distributions for which conditional distributions
of relative excesses over high thresholds t converge
to strict Pareto distributions when t → ∞,


1 − F (tx)
X
>x X>t =
→ x −1/γ ,
P
t
1 − F (t)
as t → ∞, for any x > 1.

(8)

Examples of this kind include the Pareto, log-gamma,
Burr distributions next to the Fréchet distribution
itself.
A typical application is to fit the GEV distribution
to a series of annual (say) maximum data with n
taken to be the number of i.i.d. events in a year.
Estimates of extreme quantiles of the annual maxima,
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corresponding to the return level associated with a
return period T, are then obtained by inverting (7):






σ
1 −γ
1
=µ−
1 − − log 1 −
.
Q 1−
T
γ
T
(9)
In largest claim reinsurance treaties, the above
results can be used to provide an approximation to
the pure risk premium E(Mn ) for a cover of the
largest claim of a large portfolio assuming that the
individual claims are independent. In case γ < 1
E(Mn ) = µ + σ E(Zγ ) = µ +

σ
((1 − γ ) − 1),
γ

A major weakness with the GEV distribution is
that it utilizes only the maximum and thus much of
the data is wasted. In extremes threshold methods
are reviewed that solve this problem.
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Extremes
The Basic Model
In modern extreme value methodology, solutions
for statistical estimation of extreme quantiles and/or
small exceedance probabilities are provided under the
assumption that the underlying distribution of the
data X1 , . . . , Xn belongs to the domain of attraction of an extreme value distribution. In case of
an i.i.d. sequence of data with distribution function F and quantile function Q, the assumption of
convergence of the sequence of normalized maxima
Xn,n = maxi=1,...,n Xi to an extreme value distribution can be written as


F n (an y + bn ) −−−→ exp −(1 + γ y)−1/γ (1)
for some sequences an > 0 and bn and γ ∈ R as n →
∞, for all y such that 1 + γ y > 0. The parameter γ ,
the extreme value index (EVI), characterizes the tail
decay of the underlying distribution F as described
in extreme value distribution. Relation (1) can be
restated to, as z → ∞,
− z log F (az y + bz ) ∼ z(1 − F (az y + bz ))
−−−→ (1 + γ y)−1/γ

(2)

which suggests that under (1) it is possible to approximate an exceedance probability px = P (X > x) =
1 − F (x) concerning a high value x with the help of
a generalized Pareto distribution (GPD) with survival
function (1 + γ (x − µ)/σ )−1/γ using some scale and
location parameters σ and µ, which take over the role
of az and bz in (2).
More specifically, starting with the work of de
Haan [6], it has been shown that (1) holds if and
only if for some auxiliary function a, we have for all
u ∈ (0, 1) that
 1/u
Q(1 − uv) − Q(1 − v)
s γ −1 ds
lim
=
v→0
a(1/v)
1
  1
1
(u−γ − 1), γ  = 0
= hγ
(3)
= γ
u
log u,
γ =0
or, equivalently, for some auxiliary function b =
a(1/(1 − F )),
1 − F (t + b(t)v)
lim
= (1 + γ v)−1/γ ,
t→x+
1 − F (t)
∀v with 1 + γ v > 0,

(4)

where x+ denotes the possibly infinite right endpoint
of the distribution. These equivalent conditions make
clear that the goal of tail estimation is carried out
under a nonstandard model, since it is of asymptotic type containing some unknown function a, or
equivalently, b. Of course the estimation of the EVI
parameter γ is an important intermediate step.

Tail Estimation
In condition (4), t will be interpreted as a threshold, high enough so that the conditional probability P (X − t > y|X > t) = (1 − F (t + y))/(1 −
F (t)) can be approximated by a GPD with distribution function

γ y −1/γ
(5)
1− 1+
σ
for y with 1 + γ y/σ > 0 and y > 0. Here, the scale
parameter σ is a statistically convenient notation for
b(t) in (4).
Now two approaches exist, whether using a deterministic threshold that leads to a random number of
excesses over t, or using a random threshold like the
(k + 1)-largest observation Xn−k,n , which entails the
use of a fixed number of excesses over t. Here we
use the latter choice. When n grows to infinity, not
much information is available asymptotically if we
use only a fixed number k, so that it appears natural
to let k increase to infinity with n but not too fast to
satisfy the underlying asymptotic model: k/n → 0.
Given estimators γ̂ and σ̂ of γ and σ , one then
estimates px on the basis of (4) and (5) by


k
x − Xn−k,n −1/γ̂
,
(6)
p̂x =
1 + γ̂
n
σ̂
where 1 − F (t) is estimated by k/n in the random
threshold approach. Remark that this estimator also
follows readily from (2) taking z = n/k, b̂z = Xn−k,n
and âz = σ̂ .
Moreover, an extreme quantile qp := Q(1 − p)
for some given p (typically smaller than 1/n) can
be estimated by equating (6) to p and solving for x:
 
k
q̂p = Xn−k,n + σ̂ hγ̂
.
(7)
np
This expression also follows from condition (3).
Indeed, choosing uv = p, v = k/n, and â(n/k) =
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σ̂ , and estimating Q(1 − v) = Q(1 − k/n) by the
(k + 1)th largest observation Xn−k,n , we are lead
to (7).
This approach to estimating extreme quantiles and
tail probabilities was initiated in [22]. See also [27]
and [8] for alternative versions and interpretations.

Pareto-type Distributions
In the special case where γ > 0, supposing one is
convinced about this extra assumption, in which case
x+ = ∞ and the underlying distribution is heavy
tailed or of Pareto type, (4) can be specified to
1 − F (ty)
= y −1/γ ,
t→∞ 1 − F (t)

for every y > 1.

lim

(8)

Hence, for t high enough, the conditional probability P (X/t > y|X > t) = (1 − F (ty))/(1 − F (t))
can then be approximated by a strict Pareto distribution. Again, using a random threshold Xn−k,n , (8)
leads to the following tail estimators that can be used
in case γ > 0:
p̂x+ =

k
n



x

−1/γ̂

Xn−k,n
 γ̂
k
.
q̂p+ = Xn−k,n
np

,

(9)
(10)

This approach to tail estimation for Pareto-type tails
was initiated in [30]. The estimators given by (9) and
(10), in principle, can also be used in case γ = 0 [4].
The approach of fitting a GPD, namely a
Pareto, to the excesses Xn−j +1,n − Xn−k,n (that is,
Xn−j +1,n /Xn−k,n ) (j = 1, . . . , k) over a threshold
(here taken to be one of the highest observations)
is often referred to as the Peaks over Threshold
(POT) method. A classical reference concerning
POT methods is [26]. The use of the GPD
being a consequence of probabilistic limit theorems
(considering the threshold to tend to x+ ) concerning
the distribution of maxima, the GPD model should
of course be validated in practice, to see if the
limit in (4) (also (8)) is possibly attained and hence,
such an extreme value analysis should be carried
out with care. One can validate the use of the fitted
parametric models through goodness-of-fit methods.
For this purpose, we discuss some quantile plotting
techniques.

Quantile Plotting
An alternative view to the above material, which
allows to support an extreme value analysis graphically, consists of plotting ordered data X1,n ≤ · · · ≤
Xn,n against specific scales. For instance, in the specific case of Pareto-type distributions with γ > 0, the
model can be evaluated through the ultimate linearity
of a Pareto quantile plot


 
n+1
, log Xn−j +1,n , 1 ≤ j ≤ n. (11)
log
j
Indeed, the Pareto-type model (8) entails that
log Q(1 − p) is approximately linear with respect to
log(1/p) with slope γ when p → 0. So choosing
p as j/(n + 1) leads one to inspecting linearity in
(11) at the largest observations corresponding to the
smallest j -values. Also, rewriting (9) and (10) as
k
1
(12)
− (log x − log Xn−k,n ),
n γ̂
  
 n 
1
− log
,
log q̂p+ = log Xn−k,n + γ̂ log
p
k
(13)

log p̂x+ = log

it becomes clear that these estimators are the result
of extrapolation along a regression line fitted on an
upper portion of (11) with some slope estimator γ̂ .
Fitting, for instance, a regression line through the
upper k points on the graph helps assess the underlying Pareto-type model, and in case of linearity, the
slope of the regression line provides an estimator of
+
γ > 0, denoted by γ̂LS,k
.
In the general case, where γ is not assumed
to be positive, Beirlant, Vynckier, and Teugels [2]
proposed to plot

 

n+1
+
) , 1 ≤ j ≤ n,
log
, log(Xn−j +1,n Hj,n
j
(14)
+
= (1/j ) i=1 log Xn−i+1,n − log Xn−j,n .
where Hj,n
It can then again be shown that this plot will be
ultimately linear for the smaller j values under (3)
with slope approximating γ whatever the sign of the
EVI. So this allows to validate visually the underlying
model without having to estimate γ . In case of
linearity, the slope of a least-squares regression line
through the k upper points of the graph leads to
an estimator of the EVI, denoted by γ̂LS,k . This
j
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generalized quantile plot, however, does not allow to
interpret the tail estimators (6) and (7) in a direct way.
This quantile plotting approach has been discussed in
detail in [1].
Of course, the asymptotic approach presented here
can only be justified under the assumption that the
same underlying random mechanism that produced
the extreme observations rules over the even more
extreme region of interest where no data have been
observed so far. In applications, it is important to take
into account the modeling error caused by deviations
from the asymptotic relation in a finite sample setting
when assessing the accuracy of an application and
one must be careful not to overstretch the postulated
model over too many orders of magnitude [13].

1) largest observations Xn−j +1,n , j = 1, . . . , k + 1
which satisfy some of requirements listed above. We
already mentioned that through the quantile plotting
+
approach, one is lead to least-squares estimates γ̂LS,k
of γ > 0 (introduced in [19, 24]) and γ̂LS,k .
k

−
+
γ̂LS,k

1
k

=

log

k+1
log Xn−j +1,n
j

log

k+1
j

j =1
k
j =1

k

k

log Xn−j +1,n
j =1



2 ,

k

k + 1
k+1 1 
log
−
j
k j =1
j

log2
i=1

(15)
k

A Practical Example
In this contribution, we illustrate the methods under
review using a data set of 252 automobile insurance
claims gathered from several reinsurance companies, used to study the highest reinsurance layer in an
excess-of-loss reinsurance contract with the retention level or priority set 5 Mio euro. The data set
consists of those claims that were at least as large as
1.1 Mio euro. In Figure 1 the claim sizes (as function of the year of occurrence) are shown (a), together
with the Pareto quantile plot (11) in (b), and the generalized quantile plot (14) in (c). From these plots,
a Pareto tail behavior appears. In (d), the estimates
+
γ̂LS,k
(solid line) and γ̂LS,k (broken line) are plotted
as a function of k leading to an estimate γ̂ situated
around 0.3.
A problem in practice is the determination of
an appropriate threshold t, or correspondingly an
appropriate number k of extremes to be used in the
estimation procedure. In practice, one plots the estimates γ̂ , σ̂ or â(n/k), q̂p and p̂x as a function of k.
So, in the literature much attention has been paid to
the development of estimation methods for the different parameters, which show a stable behavior for
the smaller values of k combined with a good meansquared error behavior. Also, several methods have
been developed to choose the number of excesses k
adaptively. These have been reviewed in [14, 21].

Estimation of the EVI
Let us now review some of the most popular methods of estimating γ and σ based on the (k +

−

1
k

γ̂LS,k =

log

k+1
+
)
log(Xn−j +1,n Hj,n
j

log

k+1
j

j =1
k
j =1

k
+
log(Xn−j +1,n Hj,n
)
j =1



k

log2
i=1

2 .

k

k+1
k+1 1

log
− 
j
k j =1
j

(16)
+
Hk,n

In these expressions, the statistic
= (1/k) kj =1
log Xn−j +1,n − log Xn−k,n , introduced first by Hill
[17], can be viewed as a constrained least-squares
estimator of γ > 0 on (11) in the sense that the
least-squares line fitted to the k + 1 upper points
is forced to pass through the point (log((n +
1)/(k + 1)), log Xn−k,n ). When applying constrained
least-squares estimation on the upper portion of the
generalized quantile plot (14), a generalized Hill
estimator of a real valued EVI follows as introduced
in [2].
Hk,n =

1
k

k
+
log(Xn−j +1,n Hj,n
)
j =1

+
).
− log(Xn−k,n Hk+1,n

(17)

+
Another generalization of the Hill estimator Hk,n
to
real valued EVI, named the moment estimator, was
provided in [7].
1
Mk,n = Hk,n + 1 −
(18)
2
2(1 − Hk,n
/Sk,n )

where Sk,n = (1/k)

k
j =1 (log Xn−j +1,n −

log Xn−k,n )2 .
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Figure 1 Automobile insurance data: (a) claim sizes versus year of occurrence, (b) Pareto quantile plot, (c) generalized
quantile plot, and (d) the least squares estimates as a function of k

Pickands’ (1975) estimator


1
Xn−k/4 ,n − Xn−k/2 ,n
P
γ̂k,n
=
log
log 2
Xn−k/2 ,n − Xn−k,n

When using Mk,n , γ̂LS,k or Hk,n the estimate of σ
in (6) and (7) can be chosen as
(19)

can be seen to be consistent on the basis of (3) (for
more details see [8]). Refined estimators of this type
and more general classes of estimators in this spirit
were discussed in [9–11] and [25].

+
σ̂k,n = (1 − γ̂ − )Xn−k,n Hk,n

(20)

where γ̂ − = min(γ̂ , 0), γ̂ set at one of the above
mentioned estimators of γ ∈ R.
A more direct approach, which allows to estimate
γ ∈ R and σ jointly, arises from the POT approach
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(Continued )

in which the GPD (5) is fitted to the excesses
Xn−j +1,n − Xn−k,n (j = 1, . . . , k). Quite often, the
maximum likelihood procedure leads to appropriate estimates γ̂ML,k and σ̂ML,k , which show a stable
behavior as a function of k. In the case of γ > −1/2
(which is satisfied in most actuarial applications), the
corresponding likelihood equations for γ and σ can
be solved numerically; we can refer to [15] for a
detailed algorithm.

Other methods to fit the GPD to the excesses
have been worked out, the most popular being the
probability weighted moment estimation method [18].
Remark also that, in contrast to the estimators
based on the log-transformed data, the GPD-based
estimators are invariant under a shift of the data.
Techniques to support an extreme value analysis
graphically within the POT context can be found
in [28, 29].
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The Practical Example (contd)
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In Figure 2(a), the estimates γ̂ML,k and Mk,n are
plotted against k. Here, it is seen that the maximum
likelihood estimators are not stable as a function of
k, while the moment estimates typically lead to larger
values of γ than the least-squares estimators. Finally,

we propose estimates for P (X > 5 Mio euro). In
this example, the most stable result is provided by
(6) with γ̂ = γ̂LS,k and correspondingly σ̂k = (1 −
+
(γ̂LS,k )− )Xn−k,n Hk,n
, plotted in Figure 2(b).
Being limited in space, this text only provides
a short survey of some of the existing methods.
Procedures based on maxima over subsamples are
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Figure 2 Automobile insurance data: (a) the maximum likelihood and the moment estimates as a function of k, (b) tail
probability estimates as a function of k

Extremes
discussed in extreme value distribution. Concerning
asymptotic properties of the estimators, the case of
dependent and/or nonidentically distributed random
variables, actuarial applications and other aspects,
we refer the reader to the following general references: [3, 5, 12, 16, 20, 23].
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Frailty
A frailty model is a random effects model for survival data or other time-to-event data. For example,
these models can be used for evaluating a joint life
insurance, as that for a married couple. The random
effects model is a setup for deriving a bivariate distribution for the lifetimes of the husband and wife.
The dependence is modeled as coming from shared
unobserved risk factors. From an actuarial point of
view, frailty models are also interesting for group
life insurance and car insurance, where the frailty
model makes a probability model in which formulas
similar to those of credibility theory can be derived
for updating the risk according to the experience that
accumulates over time. Frailty models are the survival
data counterparts of the normal distribution mixed
model (variance components model).
Probably, the Pareto model is the simplest possible frailty model. It can be derived by specifying that
conditionally on an individual frailty Y , the hazard
of an event is Y , that is, an individual unobserved
constant. As Y is unknown, it has to be considered
random and integrated out. In the special case of a
gamma distribution with parameters (δ, θ), the unconditional hazard will be of the Pareto form δ/(θ + t).
This hazard decreases over time, even though the
conditional hazards are constant. This can be interpreted as a consequence of the changing population
composition, due to the high-risk people dying first.
More generally, a frailty model is defined by the multiplicative hazard Y λ(t), where t denotes the age.
The term frailty was first introduced for univariate
data by Vaupel et al. [37] to illustrate the consequences of a lifetime being generated from several
sources of variation. Frailty modeling can thus, in the
univariate case, be interpreted as a way of constructing more flexible parametric models. In the Pareto
case, the one-parameter constant hazards model is
extended to a two-parameter model. Furthermore, a
frailty model can be used to understand the consequences of neglecting important covariates.
Frailty models are, however, much more useful
for multivariate data, in which they can be used
to describe dependence between the observed times.
Conceptually, the frailty models are similar to the
mixed models, so that conditional on some random
variable (which in survival data is the term that
denotes frailty), the observations are independent.

Unconditionally, that is, when the frailty is integrated
out, the observations are dependent. Thus, frailty generates dependence between the times. Recent reviews
are [21, 30], and the book [15]. Basically, there are
four types of multivariate survival data in which
frailty models are relevant. The first type is the time
of some event (e.g. death) for several individuals,
related by family membership, marriage, exposure to
some hazardous agent, and so on. This type is most
relevant in actuarial science, in which frailty models might be used to describe group differences in
group life insurance [26]. Also, it can be used for
life or for pension insurance covering a married couple [4]. Secondly, there are failures of several similar
physically related components, like right/left eye or
right/left kidney on a single individual. This type is
relevant, for example, for evaluating the improved
reliability by having several engines on an airplane.
Thirdly, there are recurrent events in which the same
event, like myocardial infarction, childbirth or car
accident, can happen several times to an individual.
A classical model is the negative binomial distribution derived by Greenwood and Yule [11], which is
a gamma frailty model. The fourth type is a repeated
measurements type, typically the result of a designed
experiment, in which the time for the same event is
studied on multiple occasions for the same individual.
This type is less relevant in actuarial science.
Frailty models were introduced to model dependence for bivariate survival data by Clayton [5].
Suppose there are n independent groups, indexed by
i, and let j = 1, . . . , k, denote the member number
within groups. A group could, alternatively, denote a
married couple. The number of members could vary
between groups without making the problem more
complicated. The frailty, say Yi , is specific to the
group, and describes the influence of common unobserved risk factors on the hazard of an event. The key
assumption is that the lifetimes (Ti1 , . . . , Tik ) are conditionally independent given the value of the group’s
frailty. Technically, this is obtained by assuming that
the hazard is
Yi λ(t),
where t denotes age, and λ(t) is a function describing the age dependence. This can be generalized
to include known covariates, say a p-vector zij for
individual (i, j ), giving a conditional hazard function of the form Yi exp(β  zij ) λ(t). These covariates
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may include effects of sex, cohort, smoking, environmental factors as well as any measured genes. By
assigning some distribution to Yi and integrating it
out, we have created a multivariate survival model
with positive dependence between the lifetimes of
the group members.
Frailty is an unobservable quantity. For small
groups, we can only obtain limited information on the
individual value by observing the time of death/event,
respectively, censoring that observation. For example,
the number of car accidents can be used to update the
risk profile of a driver.
While most of the literature on frailty models is
of the ‘common frailty’ (or ‘shared frailty’) type
described above in which all members of a group
have the same (constant) value Yi of the frailty, this
may not fully capture the complexity of relationships
in all cases. There are a number of ways in which the
models can be extended to allow for more general
dependence structures [15].

Comparison to the Variance Components
Model
One can ask why the normal distribution models
are not applied. There are many simple results and
a broad experience with these models. However,
normal models are not well suited for survival data,
for several reasons. First, data are often censored.
Second, the normal distribution gives a very bad fit
to survival times. Third, dynamic evaluations, like
updating the risk by conditioning the history up to
a certain time point in experience-rating, is not well
suited to the normal distribution.
Four other aspects, however, make the analysis of
random effects more complicated for survival data:
The normal distributions satisfy very simple mixture properties, which are not satisfied for survival
models; data will never be balanced because of the
censoring; general dependence structures are more
complicated to handle; and it is more difficult to evaluate the degree of dependence because the correlation
coefficient is less useful for this purpose.

Distributional Assumptions
Various choices are possible for the distribution of the
frailty term. Most applications use a gamma distribution, with density f (y) = θ δ y δ−1 exp(−θy)/(δ),

as it is the conjugate prior to the Poisson distribution.
In most models, the scale parameter is unidentifiable, as it is ‘aliased’ with the baseline hazard λ(t),
and therefore, it is necessary to let δ = θ during
estimation, giving a mean of 1 and a variance of
1/θ for Y . However, it is worth noting that with
the gamma frailty distribution, a conditional proportional hazards model, using an explanatory variable
z, will no longer be of the proportional hazards form,
marginally. Instead, the marginal hazard for a single
individual j is of the form
µ(t, zj ) =

λ(t) exp(β  zj )
,
1 + θ(t) exp(β  zj )

(1)

the denominator reflecting the ‘survival of the fittest’
effect, that is, the differential survival implies removal of the highest frailty subjects over time. One
consequence is that even if individual hazards functions are increasing with time, the population hazard
function can be decreasing. Although in the presence
of covariates, it is in principle possible to estimate
the frailty variance using only survival-time data on
independent individuals, this estimator depends critically on the proportionality of the hazards conditional
on the frailty, an assumption that is unlikely to be
strictly true in practice and is inherently untestable.
This apparent identifiability of the individual frailty
model is not shared by the positive stable distribution
that follows; see [1] for further discussion of identifiability of univariate frailty models.
Some other nice probabilistic properties are obtained for a positive stable distribution of Y , of
index α, (α ∈ (0, 1]), where α = 1 corresponds to
independence, and α near 0 corresponds to maximal dependence [14]. If λ(t) corresponds to a Weibull
distribution of shape parameter γ , the unconditional
distribution of the lifetime is also Weibull, but of
shape αγ . This result is probably the closest we can
come to the variance components model, in which the
normal distribution appears in all stages of the model.
The change from γ to αγ corresponds to increased
variability. If there are covariates in a proportional
hazards model, and Y follows a positive stable distribution, the unconditional distributions also show proportional hazards (unlike the gamma frailty model),
but the regression coefficients are changed from β to
αβ. This can be interpreted as a bias in the regression
coefficients. Basically, any other distribution on the
positive numbers can be applied, but the probability
results are not equally simple. The distribution can be
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simply formulated by means of the derivatives of the
Laplace transform L(s) = E[exp(−sY )], as will be
shown below.
The gamma distributions and the positive stable
distributions can be unified in a three-parameter family, see [13, 35]. The inverse Gaussian distributions
are also included in this family. The family is characterized by the variance being a power function of
the mean, when considered as a natural exponential family. This distribution family may be particularly useful when considering mixtures of Gompertz
distributions. Furthermore, log-normal distributions
have been suggested for the frailty; this allows the
use of restricted maximum likelihood (REML)-like
procedures [22], and it is simpler to create models
with more complex structures.
In the case of Weibull models, the frailty model
can be formulated both in a proportional hazards
frame and in an accelerated failure time frame (in
which covariates have a linear effect on the logarithm
to the time). The accelerated failure time frame offers
a better parameterization in the sense that the regression parameters are the same for the conditional and
the marginal distribution [17, 19].
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The gamma model has the further advantage that
the conditional distribution of Y given the survival
experience in the family – the integrand in the penultimate expression above – is also gamma, with the
shape parameter increased by the number of deaths in
the family, that is, with parameters (θ + D., θ + .)
instead of (θ, θ) leading to the simple formulas
known from credibility theory. In a similar manner,
the joint survival function can be derived as

−1/(θ−1)
S(t1 , . . . , tk ) = 

k

Sj1−θ (tj ) − (k − 1)

,

j =1

(3)
where Sj (t) is the marginal survival function for
individual j . Using the marginal survivor functions
offers an alternative parameterization of the model.
In the special case of the marginal distributions being
uniform, this is the so-called copula models [8].
The general density for a distribution with Laplace
transform L(s) is
(−1)D. L(D.) (.)

k


λj (tj )Dj ,

j =1
(p)

Multivariate Models
In the multivariate case, several individuals have a
common value of the frailty Y . When the Laplace
transform is tractable, the likelihood function can be
directly derived by integrating Y out. Let Dij be
an indicator of death of individual (i, j ). Then the
likelihood (neglecting index i) in the gamma frailty
case is

f (y)Pr(D1 , . . . , Dk , T1 , . . . , Tk |y) dy

=

θ θ y θ−1 exp(−θy) 
[yλj (tj )]Dj
(θ)
j =1
k





× exp −y
×



tj

λj (s) ds
0



k
θθ 
dy =
λj (tj )Dj
(θ) j =1

y θ−1+D. exp[−y(θ + .)] dy

k
θ θ (θ + D.) 
λj (tj )Dj ,
(2)
(θ + .)θ+D. (θ) j =1
 t
where D. = j Dj and . = kj =1 0 j λj (s) ds.

=

where L (s) is the pth derivative of L(s).
In terms of fit, the inverse Gaussian and the lognormal distributions are reasonably similar to each
other. The positive stable frailty distributions lead
to high dependence initially, whereas the gamma
distributions lead to high late dependence. Here,
initial and late dependence refer to the size of the
peaks in the density, when the marginal distributions
are uniform [15]. The inverse Gaussian distributions
are intermediate. Oakes [27] reviews various frailty
distributions.

Estimation
The first estimation method for multivariate data
with covariates was suggested by Clayton & Cuzick [7], but most applications have used instead an
EM-algorithm [20]. By this method, the likelihood
including the observed quantities and the frailty is
evaluated. In the expectation step, the frailty term
is replaced by the mean frailty, conditional on the
observed times. In the maximization step, the frailties are considered fixed and known in a Cox model
with known regression coefficients. It is also possible to perform nonparametric maximum likelihood
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estimation directly in the likelihood obtained after
integrating out the frailty, as done above. This method
has the advantage of directly giving a variance estimate for all parameters [2]. Clayton [6] described a
Gibbs sampling approach that is similar to the EM
approach described above, but sampling from the relevant full conditional distributions instead of using
the mean frailty.
The gamma and log-normal shared frailty models
can be fitted by means of S-Plus [33]. There is no
other commercially available software that handles
frailty models with nonparametric hazard functions.

Goodness-of-fit
The goodness-of-fit of a frailty model may be
checked in various ways. Genest and Rivest [9]
suggest an empirical (one-dimensional) function
derived in a general frailty model, and this function
can then be compared with the course of the
function for specific frailty models. A similar idea
was explored by Viswanathan and Manatunga [38].
Shih [32] and Glidden [10] suggest approaches
specific to the gamma frailty model.

Asymptotics
The statistical inference has been performed doing
standard calculations, that is, using maximum likelihood estimation and using normal distributions
for the estimates, with the variance evaluated as
the inverse of (minus) the second derivative of the
log-likelihood function, the so-called observed information. For parametric models, this is easily justified.
For the bivariate positive stable Weibull model, the
Fisher (expected) information has also been calculated for uncensored data [28]. A similar evaluation
for the gamma frailty model was made by Bjarnason
and Hougaard [3].
For non- and semiparametric models, the standard
approach also works, although it has been more
difficult to prove that it does. For the gamma frailty
model with nonparametric hazard, Murphy [23] has
found the asymptotic distribution of the estimators
and a consistent estimator of the asymptotic variance.
These results generalized by Parner [29], Murphy,
and van der Vaart [24] show that using the observed
nonparametric likelihood as a standard likelihood
is correct for testing as well as for evaluating the
variance of the dependence parameter and also for
the explanatory factors.

Applications
There are still only a few actuarial applications.
Carriere [4] studied an insurance data set on coupled lives and demonstrated a marked dependence.
One consequence of this is that the time that the
longest living person receives widow pension is much
shorter than predicted under the usual independence
assumption. Jones [18] studied a univariate model
and Valdez [36] a bivariate frailty model for describing selective lapse of life insurance policies. Wang
and Brown [39] used a univariate frailty model for
actuarial mortality projection.
Hougaard [15] gives a list of references for biostatistical applications, of which most are on family
data. Guo [12] and Klein [20] studied the mortality of
general families, Nielsen et al. [25] studied the mortality of adoptive children and their relation to the
lifetimes of the biological and adoptive parents, and
Hougaard et al. [16] studied dependence in the lifetimes of twins. Yashin and Iachine [40] studied the
lifetimes of twins by means of a correlated gamma
frailty model. Thomas et al. [34] studied breast cancer concordance in twins using the shared gamma
frailty model. Pickles et al. [31] studied other times
than lifetimes, and considered several of the extended
models.
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Fraud in Insurance
Fraud is a form of false representation to gain an
unfair advantage or benefit. We can find examples of
fraudulent activities in money laundering, credit card
transactions, computer intrusion, or even medical
practice. Fraud appears in insurance as in many
other areas, resulting in great losses worldwide each
year. Insurance fraud puts the profitability of the
insurance industry under risk and can affect righteous
policyholders. Hidden fraudulent activities escalate
the costs that are borne by all policyholders through
higher premium rates. This is often referred to as a
‘fraud tax.’
The relationship between the insurer and the
insured needs many information transactions regarding the risk being covered and the true loss occurrence. Whenever information items are transferred,
there is a possibility for a lie or a scam. The phenomenon is known as asymmetric information.
We can find examples of fraud in many situations
related to insurance [16]. One of the most prevailing occurs when the policyholder distorts the losses
and claims for a compensation that does not correspond to the true and fair payment. Fraud does not
necessarily need to be related to a claim. Even in
the underwriting process, information may be hidden
or manipulated in order to obtain a lower premium
or the coverage itself, which would have otherwise
been denied. Efforts to avoid this kind of fraud are
based on incentives to induce the insured to reveal his
private information honestly. We can find a suitable
theoretical framework to deal with this kind of situation in the principal-agent theory, which has been
widely studied by economists. Dionne [21] relates the
effect of insurance on the possibilities of fraud by
means of the characterization of asymmetrical information and the risk of moral hazard.
All insurance branches are vulnerable to fraud.
The lines of business corresponding to automobile insurance (see Automobile Insurance, Private;
Automobile Insurance, Commercial), health insurance and homeowners insurance seem to be specific
products in which one would expect more fraud simply because they represent a large percentage of the
premium and also because the natural claim frequency is higher in those lines compared to others.
Prevention and detection are actions that can
be undertaken to fight insurance fraud. The first

one refers to actions aimed at stopping fraud from
occurring. The second includes all kind of strategies
and methods to discover fraud once it has already
been perpetrated.
One major problem for analyzing insurance fraud
is that very little systematic information is known
about its forms and scope. This is due to the nature
of the prohibited practice. Policyholders are reluctant
to say how they succeeded in cheating the insurer
because they do not want to get caught. Insurers
do not want to show the weaknesses of their own
systems and prefer not to share too much knowledge
about the disclosed fraudulent activities. Insurers
think that knowing more about fraud gives them some
informational advantage in front of competitors. This
whole situation poses great difficulties to size fraud in
terms of money and frequency of fraudulent claims. It
is even complicated to evaluate if the methods aimed
at reducing fraud do their job.
An estimate of the volume of fraud in the United
States can be found in [11], in which it is estimated
that 6 to 13% of each insurance premium goes to
fraud (see also [8, 14, 15]). Weisberg and Derrig
[36] conducted an early assessment of suspicious
auto insurance claims in Massachusetts, especially the
town of Lawrence, MA.
The Insurance Fraud Bureau Research Register
[27] based in Massachusetts includes a vast list of
references on the subject of insurance fraud. The
register was created in 1993 ‘to identify all available
research on insurance fraud from whatever source,
to encourage company research departments, local
fraud agencies, and local academic institutions to get
involved and use their resources to study insurance
fraud and to identify all publicly available databases
on insurance fraud which could be made available to
researchers.’

Types of Fraud
Experts usually distinguish between fraud and abuse.
The word fraud is generally applied whenever the
fraudster incurs a criminal action, so that legal
prosecution is possible. Abuse does not entail a
criminal offence. Abuse refers to a weaker kind of
behavior that is not illegal and much more difficult to
identify. The term claim fraud should be reserved to
criminal acts, provable beyond any reasonable doubt
(see [17, 20]). Nevertheless, the term insurance fraud

2

Fraud in Insurance

has broadly been applied to refer to situations of
insurance abuse as well as criminal behavior.
A fraudulent action incorporates four components:
intention, profitability, falsification, and illegality.
The intention is represented by a willful act, bad
faith, or malice. The profitability is referred to a value
that is obtained, or in other words to an unauthorized
benefit that is gained. The falsification comes into the
scene because there is a material misrepresentation,
concealment, or a lie. In the insurance context, a
fraudulent action is illegal because it contradicts
the terms and conditions stipulated in the insurance
contract. For fraud to be distinguished from abuse, a
criminal component should also be present [17].
The adjectives soft and hard fraud have been
used in the literature to distinguish between claims
involving an exaggeration of damages and those that
are completely invented. Hard fraud means that the
claim has been created from a staged, nonexistent, or
unrelated accident. Criminal fraud, hard fraud, and
planned fraud are illegal activities that can be prosecuted and convictions are potential outcomes. Soft
fraud, buildup fraud, and opportunistic fraud are generally used for loss overstatement or abuse. In buildup
fraud, costs are inflated, but the damages correspond
to the accident that caused the claim. In opportunistic
fraud, the accident is true but some claimed amount
is related to damages that are fabricated or are not
caused by the accident that generated the claim.
Other fraud classifications are available, especially
those employed within insurance companies. These
catalogs usually register specific settings or distinct
circumstances.
Most soft fraud is settled in negotiations so that
the insurer relies on persuasion and confrontation
rather than in costly or lengthy court decisions. There
is a positive deterrence effect of court prosecution
on fraud. Actual detection of criminal acts must
be made available to the general public because
a rational economic agent will discount the utility
of perpetrating fraud with the probability of being
detected [9, 10]. Derrig and Zicko [20] studied the
experience of prosecuting criminal insurance fraud
in Massachusetts in the 1990s. They concluded that
‘the number of cases of convictable fraud is much
smaller than the prevailing view of the extent of
fraud; that the majority of guilty subjects have prior
(noninsurance) criminal records; and that sentencing
of subjects guilty of insurance fraud appears effective
as both a general and specific deterrent for insurance

fraud, but ineffective as a specific deterrent for other
crime types.’

Examples of Fraudulent Behavior
Here are some examples of typical fraudulent actions
encountered all over the world. One emblematic
example in health insurance is a policyholder not
telling the insurer about a preexisting disease. Equivalently, in automobile insurance, a policyholder who
had an accident may claim previous damages.
Another classical fraudulent behavior for automobile policyholders living in a bonus-malus system
occurs when the insured person accumulates several
accidents at fault in one single claim to avoid being
penalized in the following year’s premium. Most
bonus-malus systems in force penalize according to
the number of at fault claims and not their amounts.
In workers compensation insurance, a policyholder may decide to claim for wage loss due to a
strain and sprain injury that requires long treatment.
Healing is difficult to measure, so that the insured can
receive larger compensations for wage losses, than
would otherwise have been acquired [24].
Some examples of fraud appear more often than
others. For instance, in automobile insurance one can
find staged accidents quite frequently. Sometimes a
claimant was not even involved in the accident. We
can find other possible forms: duplicate claims, or
claims with no bills while the policyholder claims a
compensation for treatment or a fictitious injury. The
replacement cost endorsement gives the opportunity
to get a new vehicle in the case of a total theft or
destruction in a road accident. A test given used by
Dionne and Gagné in [23] indicates that this is a form
of ex post moral hazard for opportunistic insurance
fraud, the chances being that the policy holder exerts
his right before the end of this additional policy
protection.
The examples of fraud given above are not exhaustive. Tricks that are much more sophisticated are
discovered everyday. Fraudulent activities may also
incorporate external advisors and collaborators, such
as individuals that are conveniently organized in specialized networks. In workers compensation, fabricated treatments are sometimes used to misrepresent
wage losses. The characteristic of this latter behavior
is the contribution of an external partner who will
provide the necessary phony proofs.

Fraud in Insurance
Companies should be aware of internal fraud performed by the agents, insurer employees, brokers,
managers, or representatives. They can obstruct the
investigations or simply make the back door accessible to customers. External fraud usually refers to
customers, but it also includes regular providers such
as health care offices or garage repair stores. Insurers
should realize if a very special type of claim starts
being too frequent, because one sometimes gets ‘epidemics’ of fraud in certain groups of people, which
stop shortly after customers understand that they can
be caught.
Fragile situations in which fraud is easily perpetrated are as follows: (1) The underwriting process –
the policyholder may cheat about relevant information to obtain larger coverage or lower premiums, or
even the coverage of a nonexistent loss; (2) a claim
involving false damages, possibly with the collusion
of doctors, lawyers or auto repair facilities; (3) an
excess of bills or appraisal of the costs.
The automobile insurance branch is widely believed to be the one most affected by insurance fraud.
Homeowners is another branch in which claim fraud
involves actions for profit, such as arson, thefts, and
damages to the home.
Both in the United States and in Europe there is a
generalized concern about criminal organized groups
that grow because of dissimilar or nonexisting legislations on insurance fraud and the opportunities of
some open cross-country borders. The light sentences
and the lack of cooperation between insurers, courts,
and prosecution authorities increase concern about
the current widening span of insurance fraud.

Fraud Deterrence
Fighting against fraud before it happens calls for a
mechanism that induces people to tell the truth. We
can find some solutions in practice. One possibility
is to impose huge penalties for fraud; another one
is to introduce deductibles or bonuses based on a
no-claims formula. The most recommendable one is
that the insurer commits to an audit strategy as much
as possible. Commitment to an audit strategy means
that the way claims are selected for investigation is
fixed beforehand. Audits do not depend on the claims
characteristics. Another efficient practice is to make
the insured aware that the company makes efforts
to fight fraud. This may also help discourage future
fraudulent activities.
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The main features of the relationship between the
insurer and the insured through insurance contracts
imply incentives to report fraudulent claims, because
the insurer may not be able to commit to an audit
strategy before the claim is reported. Once the insurer
gets to know the claim, he can decide whether it
is profitable to investigate it or not. The claimed
amount is paid without any further checking if
it is not profitable to scrutinize it. Random audit
is a recommendable strategy to combine with any
detection system. If the insurer does random audits,
any particular claim has some probability of being
investigated. Credible commitment can be achieved
through external fraud investigation agencies, which
may receive funding from the insurers and which are
only possible in a regulated market.
Some studies in the theory of insurance fraud
address auditing as a mechanism to control fraud
are [4, 29]). This approach is called costly state verification and was introduced by Townsend [33] in
1979. The costly state verification principle assumes
that the insurer can obtain some valuable information
about the claim with an auditing cost. It implicitly
assumes that the audit process (normally using auditing technology) always discerns whether a claim is
fraudulent or honest. The challenge is to design a contract that minimizes the insurer costs, those including
the total claim payment plus the cost of the audit.
Normally, models suggested in this framework use
the claimed amount to make a decision on applying
monitoring techniques. In other words, deterministic
audits are compared with random audits [30], or it
is assumed that the insurer will commit to an audit
strategy [5].
Another parallel discussion is the one about costly
state falsification [12, 13]), which is based on the
hypothesis that the insurer cannot audit the claims –
that is, cannot tell whether the claim is truthful or
false. We can also find an optimal contract design in
this setting, but we need to assume that the claimant
can exaggerate the loss amount but at a cost greater
than zero.
One concludes that designing the auditing strategy
and specifying the insurance contract are interlinked
problems. Some authors [34] have proposed other
theoretical solutions. The existing literature proposes
optimal auditing strategies that minimize the total
costs incurred from buildup, accounting for the cost
of auditing and the cost of paying undetected fraud
claims.
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When analyzing the contract, Dionne and Gagné
[22] point out that insurance fraud is a significant resource-allocation problem. In the context of
automobile insurance, they conclude that straight
deductible contracts affect the falsification behavior
of the insured. A higher deductible implies a lower
probability of reporting a small loss, so that the
deductible is a significant determinant of the reported
loss at least when no other vehicle is involved in the
accident, or in other words, when the presence of
witnesses is less likely.
Assuming costly state verification, one may seek
an optimal auditing strategy but some assumptions
are needed on claim size, audit cost, proportion of
opportunistic insured, commitment to an investigation
strategy, and to what extent the insured are able to
manipulate audit costs. Recent developments go from
the formal definition of an optimal claims auditing
strategy to the calibration of the model on data and
to the derivation of the optimal auditing strategy.
Most of the theory underlying fraud deterrence is
based on the basic utility model for the policyholder
[29] (see Utility Theory). The individual decision to
perpetrate fraud is described in mathematical terms
as follows.
Let W be the initial wealth, L the loss amount with
probability π (0 < π < 1), P the insurance premium,
C the level of coverage or indemnity, Wf the final
wealth, Wf = W –L–P + C in case of an accident,
and Wf = W –P if no accident occurs. Unobservable
individual specific morale cost of fraud is represented
by ω. The state dependent utility is u(Wf , ω) in case
of fraud and u(Wf , 0) otherwise, with the usual von
Neumann–Morgenstern properties [29]. Let us say
that p is the probability of detecting a fraudulent
claim. A fine B is applied to fraudsters. In this setting,
the choice mechanism is
(1–p)u(W –P –L + C, ω) + pu(W –P –B, ω)
≥ u(W –P , 0).

(1)

An individual files a fraudulent claim if the
expected utility is larger than the status quo.

Fraud Detection
Fighting against fraud from the detection point of
view is always bad news because either no fraud is
found or too much fraud is detected. Both situations

are unpleasant to the insurer. Not being able to
discover fraud is certainly a sign of the detection
strategy being unsuitable. If too much fraud is
detected, then the insurer worries about the kind
of portfolio he has acquired in the past and his
reputation.
Fraud is not self-revealed. It must be investigated.
One has to find proofs and one has to understand why
the system was not able to spot the oddity. Fraud is
less visible as time from claiming passes because it
is a quick dynamic phenomenon. Note, for example,
that the injured person might be healed or the damage
might be already repaired when the investigator
comes into scene. Nothing can be done to return to
the original postaccident situation. The policyholder
demands a rapid decision on the insurer’s side,
because he wants to receive the payment. At the same
time, a solid conclusive proof of fraud is not easily
obtained. Finding evidence sometimes requires the
use of intensive specialized investigation skills, in
particular, if facts have to be proven in court. When
proofs are not definite, the cases are generally settled
with the claimant through compensation denial or
partial payment.
Auditing strategies have a deterrence effect and are
essential for detection purposes [32]. An automated
detection system tells the insurer which claims to
audit.
Completely automated fraud detection is bound to
fail because automated systems cannot accommodate
to the continuously changing environment, and to
the emergence of new fraud opportunities. More
information is obtained when analyzing longitudinal
or enriched data. An effective fraud detection system
requires unpredictability, so that randomness puts the
perpetrator at risk of being caught. One should be
aware that individuals should not be allowed to test if
the system detects fraud. Every time fraud is detected
some information is given about the characteristics of
the record and circumstances that are suspicious. For
this reason, insurers do not disclose the exact rules
of their detection systems to others.
The return on investment of detection systems is
hard to calculate because a higher fraud detection
rates may be due to a better detection system or to the
increase of the fraudulent activity. Costs and benefits
should also take into account that an unpaid claim
carries a commitment effect value to the customers.
What an insurer can do to detect fraud is not
necessarily valid for all lines of business, or for

Fraud in Insurance
all cases. Fraud detection technology is not easily
transferred from one insurer to another. There are
still many particular ways of doing things that differ
from one company to another. The way firms handle
claims, the kind of products, and the characteristics
of the portfolio do make a difference when dealing
with fraud detection. There is a clear local component
regarding cultural differences, habits, and social rules.
Tools for detecting fraud span all kind of actions
undertaken by insurers. They may involve human
resources, data mining (see Neural Networks), external advisors, statistical analysis, and monitoring. The
currently available methods to detect fraudulent or
suspicious claims based on human resources rely
on fraud awareness training, video, and audiotape
surveillance, manual indicator cards, internal audits,
and information collected from agents or informants.
Methods based on data analysis seek external and
internal data information. Automated methods use
computer software, preset variables, statistical, and
mathematical analytical techniques or geographic
data mapping.
The cost of fraud is a crucial issue when balancing
the benefits from starting a fraud detection strategy.
A company having 0.2% fraudulent claims, with an
average fraudulent amount being $1000, will have
lost up to $2 million yearly if the number of claims is
100 000. The cost of investigating is a key issue when
implementing a deterrence and detection strategy.
Insurers must find a balance between concentrating on a few large frauds or seeking lots of small
frauds. Rather than investigating all the records with
a high suspicion level, one can decide that it is better
to concentrate on the ones in which fraud is easy to
discover. This strategy can be harmful for the new
databases generated from a distorted identification
procedure. Usually, existing claims samples serve
to update detection systems. The only way to cope
with class membership being uncertain is to take into
account that there is misclassification in the samples.
The aim of using a detection model is to help
insurance companies in their decision-making and to
ensure that they are better equipped to fight insurance
fraud. An audit strategy that uses a detection model
is necessarily inserted in the claims handling process.

Claims Handling
The routine claim handling in the company starts with
the reporting of claims. A claim report protocol is
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generally established. Data mining should systematically detect outliers once the information has been
stored in the system. Then routine adjusting separates claims in two groups, those that will be easily
paid (or express paid) and others (called target claims)
that will be investigated [19]. If doubts arise, there
might be a negotiation to pay less or none of the
claimed amount. Target claims usually go through
fraud screens, and possible investigation carried out
by specialized investigation units. If investigators are
able to find enough evidence, claims are reported to
either a civil proceeding or a criminal referral. The
results of the prosecution can be a plea of guilty, with
the corresponding punishment or a trial with a guilty
or not guilty outcome.

Fighting Fraud Units
Special Investigation Units (SIU) concentrate on
examining suspicious claims. They may be part of the
insurance company or an external contractor. In the
United States, the strategy has been to set up insurance fraud bureaus as part of the state governments,
Massachusetts is the exception, but funded by the
industry as an external way to fight criminal insurance
fraud. In insurance, antifraud coalitions data can be
pooled together to gain more insight on the policies,
policyholders, claimants, risks, and losses. In Europe,
the individual data privacy regulation makes insurance data pooling especially difficult. It is against the
law for insurers to get information on policyholders
from external sources, even if the individual wishes
to cooperate. There are also strict rules stating that
the insurer cannot transmit information on the insured
person to external bodies.

Fraud Indicators
Fraud indicators are measurable characteristics that
can point out fraud. They are usually called red
flags. Some indicators are very objective such as
the date of the accident. Humans, based upon subjective opinions, can construct other indicators. One
example of a subjective indicator is a binary variable
telling whether the insured person seems too familiar with the insurance terminology when the claim
is first reported. Usually, this expertise can reveal a
deeper knowledge of the way claims are handled and
is a description associated to fraudsters. Other possible indicators can be obtained using text mining
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Table 1 Examples of fraud indicators in automobile
insurance
Date of subscription to guarantee and/or date of its
modification too close to date of accident
Date/time of the accident do not match the insured habits
Harassment from policyholder to obtain quick settlement
of a claim
Numerous claims passed in the past
Production of questionable falsified documents (copies
or bill duplicates)
Prolonged recovery from injury
Shortly before the loss, the insured checked the extent of
coverage with the agent
Suspicious reputation of providers
Variations in or additions to the policyholders initial
claims
Vehicle whose value does not match income of
policyholder

processes, from free-form text fields that are kept in
customer databases.
Table 1 shows some examples of fraud indicators
in the automobile insurance context that can be found
in [2, 3, 19, 36].
For some indicators, it is easy to guess if they signal a fraudulent claim. Sometimes there are variables
with a contrary or misleading effect. For example, if
witnesses are identifiable and ready to collaborate on
explaining the way an accident occurred, this may
indicate that there is more certainty about the true
occurrence of the accident. Nevertheless, it has been
noted that well-planned claims often include fake witnesses to make the story much more plausible.

Steps Towards Data Analysis for Detecting
Fraud
The steps for analyzing claims data are related to
the claims handling process. The following steps are
recommendable for building fraud detection models.
1. Construct a random sample of claims and avoid
selection bias.
2. Identify red flags or other sorting characteristics.
When selecting the variables, one should avoid subjective indicators. More indicators may show up as
time passes since the claim was initially reported,
especially information generated by treatment or
repair bills.

3. Cluster claims. One should group claims in homogeneous classes. Some methods described below can
help. They are suitable when one does not know
whether the claim is fraudulent or not. Sometimes
hypothesis on the proneness to fraud are needed.
4. Assess fraud. An external classification of claims
will divide claims in two groups: fraudulent and honest. The problem is that adjusters and investigators
are fallible; they may also have opposite opinions.
5. Construct a detection model. Once the sample
is classified, supervised models relate individual
characteristics to the claim class. A score is generated
for this purpose. One disadvantage is the tendency to
group claims by similarity, so that a claim that is
similar to another claim that is fraudulent is guilty
by association. Another drawback is that claims may
be classified incorrectly. There are models that take
into account a possible misclassification [2]. The
prediction performance of the fraud detection model
needs to be evaluated before implementation.
6. Monitor the results. Static testing is based on
expert assessment, cluster homogeneity, and model
performance. Dynamic testing is the real-time operation of the model. One should fine-tune the model and
adjust investigative proportions to optimize detection
of fraud.

Statistical Methods for Fraud Detection
Statistical methods can be used to help the insurers
in fraud detection. All available information on the
policyholder and the claim potentially carries some
useful hint about an abnormal behavior. All statistical
methods for outlier detection can be useful.
Statistical fraud detection methods are called
‘supervised’ if they are based on samples of both
fraudulent and nonfraudulent records that are used to
construct models. Supervised fraud detection models
are used to assign a new claim into one of the two
classes. A basic requirement is that the original data
set is classified and that there is no doubt about the
true classes. Models are expected to detect fraud of
a type that has previously occurred.
Unsupervised methods are used whenever no
existing classification of legitimate and fraudulent
claims is available. They are aimed at clustering similar claims or at finding records that differ from the
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standard observations, so that they can be investigated
in more detail.
Most statistical methods aimed at detecting insurance fraud have been presented using automobile
claims. Examples can be found for the United States
[35], Canada [3], Spain [1] and several other countries.
The statistical tools to deal with dataset analysis
include data mining [35], selecting strategies [28],
fuzzy set clustering [18] (see Fuzzy Set Theory),
simple regression models [19] (see Regression Models for Data Analysis), logistic regression [1, 2],
probit models [3], principal component analysis [6],
(see Multivariate Statistics) and neural networks
[7]. We include a short description of statistical procedures that are useful for fraud detection. We begin
with the techniques based on a sample of classified
claims.

Relating Fraud Indicators to Fraud Rate
Let us consider the claims for which information
on one particular indicator is available. The number
of such claims is denoted by N . Calculate p̂, the
proportion of observed fraud claims in the signaled
group. Then we calculate the confidence interval




p̂(1 − p̂)
p̂(1 − p̂)
, p̂ + zα/2
,
p̂ − zα/2
N
N
where zα/2 is the (1 − α/2) percentile of a standard normal distribution (see Continuous Parametric Distributions). If zero is not contained in the
confidence interval, one can accept that the indicator
can be helpful in a regression analysis. A regression
model is estimated, the dependent variable being a
numeric suspicion level. The independent variables
or covariates are the fraud indicators [3, 19, 35, 36].

K-nearest Neighbors
Let us assume that Xi ∈ k is a vector containing the
characteristics related to the ith claim. The k-nearest
neighbor method [26] estimates the probability that
an input vector Xi , refers to a claim that belongs to
the fraud class, by the proportion of fraudulent claims
near the input vector. If Yi is the binary random
variable, which indicates by a value equal to 1, that
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the claim is fraudulent and by a value equal to 0 that
the claims are honest, then

Pr (Yi = 1|Xi ) =
Pr(Yi = 1|z)p(z) dz,
(2)
Ni

for Ni indicating the set near the ith claim, defined by
a suitable metric. The intuition behind this approach
is straightforward; we find the set of claims that are
most similar or closer to the ith claim. The risk of
fraud for the ith claims is estimated by the proportion
of claims that are fraudulent within the set of similar
claims.

Logistic Regression and Probit Models
The aim of these generalized linear models is to
develop a tool based on the systematic use of fraud
indicators. The model finds out some indicators that
have a significant effect on the probability of fraud.
The model accuracy and detection capability is used
to evaluate prediction performance.
Let Xi be the column vector of characteristics of
the ith claim including a constant term. Let Yi be
a binary variable, indicating by 1 that the claim is
fraudulent, and 0 otherwise. Let β be a column vector
of unknown parameters. The model specification

states that Pr(Yi = 1|Xi ) = F (Xi β). Function F (·) is
−z
) for the
called the link function, F (z)
 z= 1/(1 + e−u2 /2
du for
logistic model and F (z) = −∞ (1/2π )e
the probit model. Maximum likelihood estimation
procedures of the unknown parameters are available
in most statistical packages. In [2] the problem of
misclassification is addressed in this context.

Unsupervised Methods
Let us consider that Xi is the column vector of characteristics of the ith claim, with Xi ∈ k . The claims
sample is called a sample of patterns. No information is available about the true fraud class. Kohonen’s
Feature Map is a two-layered network, with the output layer arranged in some geometrical form such as
a square [7]. For each training pattern i, the algorithm seeks an output unit c whose weight vector
has the shortest distance to the sample of patterns;
weight vectors are updated using an iterative process. A topographical order is obtained, which is the
basis for visual identification of the underlying patterns. We can find an application to automobile bodily
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injury claims in [7], where four fraud suspicion levels are derived. Feed-forward neural networks and a
back-propagation algorithm are used to acknowledge
the validity of the Feature Map approach. Comparative studies illustrate that this technique performs
better than an insurance adjuster’s fraud assessment
and an insurance investigator’s fraud assessment with
respect to consistency and reliability. In [18] fuzzy
methods are used to classify claims. The method
is inspired in the classic clustering problems (see
Multivariate Statistics) of grouping towns in rating territories. Another unsupervised method is the
principal component iterative discriminant technique
[6]. It is an a priori classification method that can be
used to assess individual claim file suspicion level
and to measure the wealth of each indicator variable.
A critical assumption is that the indicators need to be
ordered categorically and the response categories of
indicators have to be prearranged in decreasing likelihood of fraud suspicion in order to construct the
scores.

Other Classification Techniques: Data Mining,
Neural Networks, and Support Vector Machines
A feed-forward multilayer perceptron is a neural network system that connects the information conveyed
in the input data set of classified claims with the target groups, through a function mapping [35]. Neural
networks are extremely flexible, the main disadvantage being that we cannot clearly perceive the effect
of each fraud indicator characteristic. This is usually called a black box system because the user does
not identify the separate influence of each factor on
the result. Vector support machines are similar models, but the output is a high-dimensional space. They
can be expressed as an optimization problem, whose
solution is linked to a classifier function. In [28],
a large-scale hybrid knowledge and statistical based
system aimed at scanning a large amount of health
insurance claims is presented. Knowledge discovery
techniques are used in two levels, the first one integrates expert knowledge-based ways of identifying
unusual provider behavior, and the second one uses
tool searches and constructs new rules. Similarly, we
can find in [31] an application aimed at reducing the
number of no payable insured claims. The method
implemented there is a hierarchical Bayesian logistic
regression model. Viaene [35] compared the classification techniques that are used in fraud detection
through the predictive power.

Evaluating the Performance of Detection
Systems
In order to assess the effectiveness of an audit strategy
driven by a detection system, a simple method is
to take the fraud score generated by the system for
every claim in the sample. Usually, the score is
expressed as an integer between 0 and 100, where
the higher the score the more likely it is that the
claim is fraudulent. The sample size is denoted by
N . In order to obtain the final binary classification,
one should fix a threshold c. Let Na be the number
of claims in the sample with a fraud score larger
than c. Correspondingly, Nc is the number of claims
in the sample with a score lower or equal to c.
If the model we used to calculate the score were
a perfect classifier, then all the claims in the first
group would be fraudulent and all the claims in
the second group would be honest. The number of
fraudulent claims in each group is called Nfa and
Nfc , respectively. The number of honest claims in the
high score group is N ha and the number of honest
claims in the low score group is N hc . A two by
two table can help understand the way classification
rates are calculated [25]. The first column shows the
distribution of claims that were observed as honest.
Some of them (N hc ) have a low score and the rest
(N ha ) have a score above threshold c. The second
column shows the distribution of the fraudulent
claims in the same way. Finally, the marginal column
presents the row sum.

Score ≤ c
Score > c

Observed
honest

Observed
fraud

N hc
N ha

Nfc
Nfa

Nc
Na

The usual terminology is true positive for Nfa
and true negative for N hc . Correspondingly, Nfc are
called false negative and N ha are referred to as false
positive.
If an audit strategy establishes that all claims with
a score higher than c are inspected, then the percentage of the sample that is examined is Na /N , which
is also called the investigative proportion. The rate of
accuracy for fraud cases is Nfa /Na and the rate of
detection is Nfa /(Nfa + Nfc ), also called sensitivity.
Specificity is defined as N hc /(N ha + N hc ). Rising c
will increase the rate of accuracy. If we diminish c
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the rate of detection will increase, but it will also
increase the number of claims to be investigated, and
consequently the auditing costs [3].
Many models produce a continuous score, which
is then transformed into a binary output using threshold c. If only the final class is given by the prediction
method, one can construct the previous classification
table in the same way.
Another model performance basic measure is the
receiver operating characteristic (ROC) curve and
the area under the ROC curve, called AUROC [35].
In order to visualize the ROC curve, one should
select a grid of different c thresholds, then compute
the previous classification table for each c and plot
Nfa /(Nfa + Nfc ) versus N ha /(N ha + N hc ), that is,
sensitivity in the y-axis versus (1-specificity) in the
x-axis, for each different threshold c. All the points
in the plot are linked together starting at (0,0) up to
(1,1). A curve similar to the one shown in Figure 1
is obtained. The AUROC is the shaded zone under
the ROC curve and above the bisectrix in Figure 1.
The larger the AUROC, the better the predictive performance of the model, because if a model produces
good predictions, sensitivity and specificity should be
equal to 1. This corresponds to the point (0,1) and the
maximum area is obtained.

Lessons for Model Implementation
Models for completely automated fraud detection
do not exist. Practitioners who implement detection models should bear in mind that new forms of
fraudulent behavior appear each day. The upgrade of
indicators, random audits, and continuous monitoring
are essentials, and the most efficient ways of keeping
a good track of fraud detection systems. They can
also help prevent an audit strategy from becoming
corrupted.
Basic measures to monitor fraud detection are
total claims savings due to fraud detection and total
and relative number of observed fraudulent claims.
Statistical analysis of the observed fraudulent claims
may provide useful information about the size and
the types of fraud the system is helping to find out.
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MONTSERRAT GUILLEN

Fuzzy Set Theory
Traditional actuarial methodologies have been built
upon probabilistic models. They are often driven
by stringent regulation of the insurance business.
Deregulation and global competition of the last two
decades have opened the door for new methodologies, among them, being fuzzy methods. The defining
property of fuzzy sets is that their elements possibly have partial membership (between 0 and 1), with
degree of membership of zero indicating not belonging to the set considered, and degree of membership
of one indicating certainty of membership.
Fuzzy sets have become a tool of choice in modeling uncertainty that may not arise in a stochastic setting. In probability models, one assumes that
uncertainty as to the actual outcome is overcome by
performing an experiment. Fuzzy sets are better fit
for the situations when, even after performing an
experiment, we cannot completely resolve all uncertainty. Such vagueness of the outcome is typically due
to human perception, or interpretation of the experiment. Another possible reason could be the high
degree of complexity of the observed phenomena,
when we end up referring to the experience of human
experts instead of precise calculations. Finally, ambiguity of inputs and outcomes can give rise to successful applications of fuzzy sets when probability is
not descriptive.
Fuzzy set theory was created in the historic paper
of Zadeh [23]. He also immediately provided most
of the concepts and methodologies that eventually
led to the successful practical applications of fuzzy
sets. The idea’s roots could be traced to multivalued
logic system of Lukasiewicz [18] and Post [20]. We
now provide a quick overview of developing fuzzy
sets methodologies in actuarial science, and the basic
mathematics of fuzzy sets.

Underwriting
DeWit [11] pointed out that the process of insurance
underwriting is fraught with uncertainty that may
not be properly described by probability. The work of
DeWit was followed by Erbach [13] (also see Erbach
and Seah [14]) who in 1987, together with his two
colleagues, Holmes and Purdy, working for a Canadian insurance firm, developed Zeno, a prototype life

insurance automated underwriter using a mixture of
fuzzy and other techniques. Lemaire [17] suggested a
fuzzy logic methodology for insurance underwriting
in general, as well as a fuzzy calculation of insurance
premiums and reserves. The underwriting methodology underwent further refinement in the work of
Young [21] who published a specific algorithm for
group health underwriting, utilizing the fuzziness
of 13 rules for acceptance. Horgby et al. [16] introduced fuzzy inference rules by generalized modus
ponens as a means of underwriting mortality coverage for applicants with diabetes mellitus. Twentyseven medically related factors are represented as
fuzzy input parameters to a fuzzy controller scheme
with a center of area defuzzifier to extract a single
crisp premium surcharge.

Time Value of Money, Life Insurance, and
Endowment Products
Buckley [4, 5] gave a pioneering account of the applications of fuzzy sets in finance and the theory of
interest. Lemaire [17] calculates the net single premium for a pure endowment insurance under a scenario of fuzzy interest rate. Ostaszewski [19] shows
how one can generalize this concept with a nonflat yield curve and increasing fuzziness for longer
maturities.

Risk Classification
Ostaszewski [19] pointed out that insurance risk
classification often resorts to rather vague and uncertain criteria, such as ‘high-risk area’, or methods that
are excessively precise – as in a case of a person who
may fail to classify as a preferred risk for life insurance because his body weight exceeded the stated
limit by half a pound (this was also noted in [17]).
Ebanks, Karwowski, and Ostaszewski [12] use
measures of fuzziness to classify risks. In many situations, we do know in advance what characteristics a
preferred risk possesses. Any applicant can be compared, in terms of features or risk characteristics,
to the ‘ideal’ preferred risk. A membership degree
can be assigned to each deviation from the ideal.
This produces a feature vector of fuzzy measurements
describing the individual.
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Derrig and Ostaszewski [9] use fuzzy clustering
for risk and claim classification. Overly precise clustering of Massachusetts towns into auto insurance
rating territories is replaced by fuzzy clustering of
towns over five major coverage groups to reveal the
nonprobabilistic uncertainty of a single common rating class. The fuzzy c-means algorithm, as discussed
in [2], was used to create the fuzzy clusters of towns.

Property/Casualty Claim Cost Forecasting
and Insurance Pricing
Cummins and Derrig [7] studied claim cost trends,
and compared existing forecasting methods with
respect to their forecasting accuracy, bias, and reasonability. Forecast methods that are nearly as accurate
and unbiased may not produce the expected claim
costs that are nearly the same. They suggested assigning a membership degree to a method for its accuracy, bias, and reasonableness separately. They then
derived a composite fuzzy inference measure of the
accuracy, bias, and reasonableness of a forecasting
method. This produced much greater insight into the
value of various methods than the commonly used
methods of comparisons of regression R-squares or
the preference of a company actuary.
Cummins and Derrig [8] provide examples of the
calculations of fuzzy insurance premiums for property/casualty insurance. They note that the premium
calculation faces uncertainty due to cash flow magnitudes, cash flow patterns, risk free interest rates, risk
adjustments, and tax rates that are all naturally fuzzy
when used by the actuary. Applied to capital budgeting, the projects that may have negative net present
values on crisp basis may be revealed as having an
obvious positive value on a fuzzy basis.

Fuzzy Taxes
Income taxes have a major effect on product pricing
and insurance-investment portfolio management.
Derrig and Ostaszewski [10] develop applications of
fuzzy set methodology to the management of the tax
liability of a property/casualty insurance company.

Fraud Detection
Claims can be classified by fuzzy clustering, segmenting on vague concepts such as subjective assessments

of fraud as in [9]. Cox [6] describes fraud and abuse
detection for managed health care by a fuzzy controller that identifies anomalous behaviors according
to expert-defined rules for provider billing patterns.

Integrated Approaches
Some recent developments are also promising in
combining fuzzy sets methodology with intervals of
possibilities [1], Kohonen’s self-organizing feature
map [3], and neural networks [15]. Operational control of premium price changes via fuzzy logic, adapts
fuzzy controller methods in industrial processes to
financial decisions. For example, Young [22] codified
several common actuarial concepts as fuzzy parameters in a rate-changing controller. Zimmerman [26]
gives a comprehensive overview of all existing applications of fuzzy sets, including a chapter on actuarial
applications by Derrig and Ostaszewski.

Basic Mathematics of Fuzzy Sets
A fuzzy set Ã is defined as a function µA : U →
[0, 1] from a universe of discourse U into the
unit interval [0,1]. Those elements x ∈ U for which
µA (x) = 1 are said to belong to the set Ã with
the degree of membership of 1, which is considered
equivalent to the regular concept of membership of an
element in a set. A standard set, as originally defined
in set theory, is referred to as a crisp set in fuzzy
set theory. Those x ∈ U for which µA (x) = 0 have
their degree of membership equal to zero. This is
equivalent to the notion that x is not an element of a
crisp set. For µA (x) = r ∈ (0, 1), r is referred to as
the degree of membership in the set Ã.
We define the α-cut of a fuzzy set Ã as Aα =
{x ∈ U : µA (x) ≥ α}.
An α-cut of a fuzzy set is a crisp set. Thus, α-cuts
provide a natural way of transforming a fuzzy set into
a crisp set. A normal fuzzy set is a fuzzy set whose
1-cut is nonempty. A fuzzy subset Ẽ of the set of all
real numbers  is convex if for each θ ∈ (0, 1) and
x, y ∈ , µE (θx + (1 − θ)y) ≤ min(µE (x), µE (y)).
A fuzzy subset Ẽ of  which is normal, convex,
and such that µE is continuous and vanishes outside
some interval [a, b] ⊂  is called a fuzzy number.
The fundamental tool of the study of fuzzy sets is
the following principle due to Zadeh [23].

Fuzzy Set Theory
The Extension Principle If f is a mapping from a
universe U = U1 × U2 × · · · × Un (a Cartesian product) to a universe V , and Ã1 , Ã2 , . . . , Ãn are fuzzy
subsets of Ũ1 , Ũ2 , . . . , Ũn , respectively, then f maps
the n-tuple (Ã1 , Ã2 , . . . , Ãn ) into a fuzzy subset B̃ of V
in the following manner: if f −1 (y)  = ∅ then µB (y) =
sup(min{µA1 (x1 ), µA2 (x2 ), . . . , µAn (xn ):f (x1 , x2 , . . . ,
xn ) = y}), and µB (y) = 0 otherwise.
Using the Extension Principle, one can, for example, define the sum of fuzzy numbers Ã and B̃,
denoted by Ã ⊕ B̃ = C̃, with the membership function µC (z) = max(min{µA (x), µB (y) : x + y = z}).
A sum so defined is a fuzzy number, and ⊕ is
an associative and commutative operation. A similar application of the Extension Principle allows for
a definition of a product of fuzzy numbers, also commutative and associative. Once arithmetic operations
are developed, fuzzy financial mathematics follows.
Fuzzy inference is defined as the deduction of new
conclusions from the given information in the form of
‘IF-THEN’ rules in which both antecedents and consequents are given by fuzzy sets. Fuzzy inference is
the basis for the theory of approximate reasoning as
developed by Zadeh [24]. The fundamental concept
of fuzzy models of approximate reasoning is that of
a linguistic variable. A typical fuzzy inference is
Implication : If x is A, then x is B
Premise : x is Ã
Conclusion : y is B̃
where x and y are linguistic variables, and A, Ã, B, B̃
are fuzzy sets representing linguistic labels (values of
linguistic variables) over the corresponding universes
of discourse, and pairs of the type A, Ã and B, B̃
represent closely related concepts. Zimmerman [25]
provides a comprehensive overview of the fuzzy set
theory.
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Generalized Linear
Models
In econometric practice, the most widely used statistical technique is multiple linear regression (see
Regression Models for Data Analysis). Actuarial
statistics models situations that do not always fit in
this framework. Regression assumes normally distributed disturbances (see Continuous Parametric
Distributions) with a constant variance around a
mean that is linear in the collateral data. In actuarial applications such as reserving for future claims
(see Reserving in Non-life Insurance), a symmetric normally distributed random variable with a fixed
variance does not adequately describe the situation.
For claim numbers, a Poisson distribution (see Discrete Parametric Distributions) is generally a good
model if the assumptions of the Poisson processes
are valid. For such random variables, the mean and
variance are the same, but the data sets encountered in
practice generally exhibit a variance greater than the
mean. A distribution to describe the claim size should
have a thick right-hand tail. Rather than a variance
not depending on the mean, one would expect the
coefficient of variation to be constant. Furthermore,
the phenomena to be modeled are rarely additive in
the collateral data. For instance, for reserving purposes, a multiplicative model is much more plausible.
An increase in the portfolio size amounting to 10%
should also result in 10% more claims, not some fixed
amount more.
One approach is not to look at the observations
themselves, but at transformed values that are better
suited for the ordinary multiple regression model with
normality, hence symmetry, with a constant variance
and with additive systematic effects. This, however,
is not always possible. A transformation to make a
Poisson random variable Y symmetric (skewness ≈
zero) is Y 2/3 , while taking Y 1/2 stabilizes the variance
and taking log Y reduces multiplicative systematic
effects to additive ones. It should be noted that
some of the optimality properties in the transformed
model, notably unbiasedness and in some cases even
consistency, might be lost when transforming back to
the original scale.
Another way to solve those problems is to resort
to Generalized Linear Models (GLM). The generalization is twofold. First, it is allowed that the random

deviations from the mean obey another distribution
than the normal. In fact, one can take any distribution from the exponential dispersion family, which
includes, apart from the normal distribution, the Poisson, the (negative) binomial, the gamma, and the
inverse Gaussian distributions. Second, it is no longer
necessary that the mean of the random variable is
a linear function of the explanatory variables, but
it only has to be linear on a certain scale. If this
scale for instance is logarithmic, we have in fact a
multiplicative model instead of an additive model.
The assumptions of a GLM are loose enough to
encompass a wide class of models useful in statistical
practice, but tight enough to allow the development of
a unified methodology of estimation and inference, at
least approximately. Generalized linear models were
introduced in the paper in [9]. The reader is referred
to any of the current reference works on the subject for details, such as in [6] or [10] in which some
applications in insurance rate making can be found.
The first statistical approach to the IBNR problem
(see Reserving in Non-life Insurance) goes back
to [11]. Another early reference is [2], in which the
three time aspects given below of the problem are
introduced. An encyclopedic treatment of the various
methods is given in [10]. The relation with generalized additive and multiplicative linear models is
explored in [4, 12, 13]. There is a lot of commercial
software that is able to handle GLMs. Apart from the
specialized program GLIM (Generalized Linear Interactive Modeling) (see [5]), we mention the module
GenMod included in the widely used program SAS,
as well as the program S-Plus and its forerunner R;
see [1].
Many actuarial problems can be tackled using
specific GLMs, as they include ANOVA, Poisson
regression, and logit and probit models, to name a
few. They can also be applied to reserving problems,
as we will demonstrate in the sequel, to survival
data, and to compound Poisson distributions (see
Compound Distributions; Compound Poisson Frequency Models). Furthermore, it proves that many
venerable heuristic actuarial techniques such as Bailey and Simon’s rating technique (see Bailey–Simon
Method) are really instances of GLMs, see [6]. Quite
often, they involve that a set of reasonable equilibrium equations has to be satisfied, and these equations also happen to be the normal equations for
solving a likelihood maximization (see Maximum
Likelihood) problem in a specific GLM. This also
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holds for some widely used techniques for estimating
reserves, as explained below.
Though the explanatory variables in GLMs can be
quite general, including not only measurements and
counts but also sets of dummy variables to represent a
classification, for reserving purposes we may restrict
to studying cross-classified observations that can be
put into a two-dimensional table in a natural way.
The relevant collateral data with random variable Xij ,
representing payments in a run-off triangle for year of
origin i and development year j, are the row number
i, the column number j, as well as the ‘diagonal
number’ i + j − 1, representing the calendar year in
which the payment was made.

Definition of Generalized Linear Models
Generalized linear modeling is a development of linear models to accommodate both nonnormal response
distributions and transformations to linearity in a
clean and straightforward way. Generalized Linear
Models have three characteristics:
1. There is a stochastic component, which involves
that the observations are independent random
variables Yi , i = 1, . . . , n with a density in the
exponential dispersion family


yθ − b(θ)
+ c(y; ψ) ,
fY (y; θ, ψ) = exp
ψ
y ∈ Dψ .

(1)

Here Dψ is the support of Y, which may depend
on ψ. The parameter θ is related to the mean
µ, while ψ does not affect the mean, but the
variance is of the form ψV (µ), where V (·) is
the variance function. The function c(y, ψ), not
depending on θ, provides the normalizing constant, and b(θ) is called the cumulant function,
because the cumulants of Y can be shown to
satisfy κj(Y ) = b(j ) (θ)ψ j −1 . Especially, for j =
1, 2 we have E[Y ] = µ = b (θ) and Var[Y ] =
b (θ)ψ, and therefore V (µ) = b (θ(µ)).
The most important examples for actuarial purposes are
•
•
•

N(µi , ψi ) random variables;
Poisson(µi ) random variables;
Poisson multiples: ψi × Poisson(µi /ψi ) random variables;

•
•
•

ψi × binomial(1/ψi , µi ) random variables
(hence, the proportion of successes in 1/ψi
trials);
gamma(1/ψi , 1/ψi µi ) random variables;
inverse Gaussian(1/ψi µi , 1/ψi µ2i ) random
variables.

In all these examples, the parameterization chosen leads to the mean being equal to µi , while the
variance of the random variable is proportional to
ψi . In general, ψi is taken to be equal to φ/wi ,
where φ is the so-called dispersion parameter,
and wi the weight of observation i. In principle, this weight is the natural weight, so it
represents the number of independent, identically
distributed observations of which Yi is the arithmetic average. Since the multiples of Poisson
random variables for ψi > 1 have a dispersion
larger than the mean, their distribution is also
called overdispersed Poisson.
2. The systematic component of the model attributes
to every observation a linear predictor ηi =

j xij βj , linear in the parameters β1 , . . . , βp .
3. The expected value µi of Yi is linked to the linear
predictor ηi by a smooth invertible function of
the linear predictor called the link function: ηi =
g(µi ).
Each of the distributions has a natural link function
associated with it, called the canonical link function.
Using these link functions has some technical advantages. For the normal distribution, the canonical link
is the identity, leading to additive models. For the
Poisson it is the logarithmic function, leading to loglinear, multiplicative models. For the gamma, it is the
reciprocal.
Note that the parameterizations used in the stochastic component above are not always the usual, nor
the most convenient ones. The µi parameter is the
mean, and in each case, the variance equals V (µi )ψi
for some function V (·) which is called the variance
function. Assume for the moment that wi = 1, hence
ψi = φ, for every observation i. The list of distributions above contains a variety of variance functions,
making it possible to adequately model many actuarial statistical problems. In increasing order of the
exponent of µ in the variance function, we have the
normal distribution with a constant variance σ 2 =
µ0 φ (homoscedasticity), the Poisson distribution with
a variance equal to the mean, hence σ 2 = µ1 , and
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the class of Poisson multiples that have a variance proportional to the mean, hence σ 2 = µ1 φ, the
gamma(α, β) distributions, having, in the parameterization as required, a fixed shape parameter, and hence
a constant coefficient of variation σ/µ, therefore
σ 2 = µ2 φ, and the inverse Gaussian(α, β) distributions, having in the µ, φ parameterization as required,
a variance equal to α/β 2 = σ 2 = µ3 φ. Note that φ
should not affect the mean, while the variance should
equal V (µ)φ for a certain variance function V (·) for
the distribution to fit in the GLM framework as given.
The variance of Yi describes the precision of the
i th observation. Apart from weight, this precision is
constant for the normally distributed random variables. Poisson random variables are less precise for
large parameter values than for small ones. So for
small values, smaller estimation errors of fitted values are allowed than for large observed values. This is
even more strongly the case for gamma distributions
as well as for the inverse Gaussian distributions.
The least refined linear model one can study uses
as a systematic component only the constant term,
hence ascribes all variation to chance and denies any
influence of the collateral data. In the GLM literature,
this model is called the null model. Every observation
is assumed to have the same distribution, and the
(weighted) average Y is the best estimator for every
µi . At the other extreme, one finds the so-called full
model, in which every unit of observation i has its
own parameter. Maximizing the total likelihood then
produces the observation Yi as an estimator of µi . The
model merely repeats the data, without condensing it
at all, and without imposing any structure. In this
model, all variation between the observations is due
to the systematic effects. The null model will in
general be too crude, the full model has too many
parameters for practical use. Somewhere between
these two extremes, one has to find an ‘optimal’
model. This model has to fit well, in the sense
that the predicted outcomes should be close to the
actually observed values. On the other hand, the
fewer parameters it has, the more attractive the model
is. There is a trade-off between the predictive power
of a model and its manageability.
In GLM analyses, the criterion to determine the
quality of a model is the (scaled) deviance, based on
the log-likelihood of the model. From mathematical
statistics it is known that under the null hypothesis
that a certain refinement of the model is not an actual
improvement, −2 times the gain in log-likelihood
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approximately has a χ 2 -distribution (see Continuous
Parametric Distributions) with degrees of freedom
the number of parameters that have to be estimated
additionally. The scaled deviance equals −2 times
the logarithm of the likelihood ratio of two models, the deviance is the scaled deviance multiplied
by the dispersion parameter φ. In the GLM framework, the deviance is a statistic, observable from
the data. By analyzing the deviance, one can look
at a chain of ever refined models and judge which
of the refinements lead to a significantly improved
fit, expressed in the maximal likelihood. Not only
should the models to be compared be nested with
subsets of parameter sets, possibly after reparameterization by linear combinations, but also the link
function and the error distribution should be the
same. A bound for the log-likelihood is the one of
the full model, which can serve as a yardstick. The
deviance of two nested models can be computed as
the difference between the deviances of these models
to the full model. In this sense, the deviance is
additive.
To judge if a model is good enough and where it
can be improved, one looks at the residuals, the differences between actual observations and the values
predicted for them by the model, standardized by taking into account the variance function, filling in the
parameter estimates. One might look at the ordinary
Pearson residuals but in this context it is preferable to
look at deviance residuals based on the contribution
of this observation to the maximized log-likelihood.
For the normal distribution with the identity function
as a link, the sum of the squares of the standardized
(Pearson) residuals has a χ 2 distribution and is proportional to the difference in maximized likelihoods;
for other distributions, this quantity provides an alternative for the difference in maximized likelihoods to
compare the goodness-of-fit.

Marginal Totals Equations and Maximum
Poisson Likelihood
A sound method to determine insurance premiums
is the method of marginal totals. The basic idea
behind it is the same as the one behind the actuarial
equivalence principle: in a ‘good’ tariff system, for
large groups of insureds, the total premium to be paid
equals the observed loss. If for instance, our model
states Xij ≈ αi βj , we determine estimated values α̂i
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and β̂j in such a way that this condition is met for
all groups of risks for which one of the risk factors,
either the row number i or the column number j,
is constant. The equivalence does not hold for each
cell, but it does on the next higher aggregation level
of rows and columns.
In the multiplicative model, to estimate the parameters, one has to solve the following system of
marginal totals equations, consisting of as many equations as unknowns


wij αi βj =
wij yij for all columns j ;
i



i

wij αi βj =

j



wij yij

for all rows i.

(2)

j

If all estimated and observed row totals are the same,
the same holds for the sum of all these row totals.
So the total of all observations equals the sum of
all estimates. Hence, one of the equations in (2) is
superfluous, since each equation in it can be written
as a linear combination of all the others. This is in
line with the fact that the αi and the βj in (2) are
only identified up to a multiplicative constant.
The heuristic justification of the method of marginal totals applies for every interpretation of the
Xij . But if the Xij denote claim numbers, there is
another explanation, as follows. Suppose the number
of claims caused by each of the wij insureds in cell
(i, j ) has a Poisson(λij ) distribution with λij = αi βj .
Then estimating αi and βj by maximum likelihood or
by the marginal totals method gives the same results.
This is shown as follows. The total number of claims
in cell (i, j ) has a Poisson(wij λij ) distribution. The
likelihood of the parameters λij with the observed
numbers of claims sij then equals
L=


i,j

e−wij λij

(wij λij )sij
.
sij !

(3)

By substituting the relation E[Yij ] = E[Sij ]/wij =
λij = αi βj and maximizing log L for αi and βj , one
gets exactly the system of equations (2). Note that to
determine maximum likelihood estimates, knowledge
of the row sums and column sums suffices, and these
are in fact sufficient statistics.
One way to solve the equations to be fulfilled
by the maximum likelihood parameter estimates is
to use Newton–Raphson iteration, which, in a onedimensional setting, transforms the current best guess

xt for the root of an equation f (x) = 0 into a hopefully better one xt+1 as follows:
xt+1 = xt − (f  (xt ))−1 f (xt ).

(4)

For a p-dimensional optimization, (4) is valid as well,
except that the points x are now vectors, and the
reciprocal is now the inverse of a matrix of partial
derivatives. So the matrix of second derivatives of the
log-likelihood function l, that is, the Hessian matrix is
needed. The algorithm of Nelder and Wedderburn [9]
does not use the Hessian itself, but rather its expected
value, the information matrix. The technique that
arises in this way is called Fisher’s scoring technique.
It can be shown that the iteration step in this case
boils down to solving a weighted regression problem.

Generalized Linear Models and Reserving
Methods
To estimate reserves to be held, for instance, for
claims that are incurred, but not reported (IBNR) or
variants thereof, one often uses a run-off triangle with
development year represented horizontally and year
of origin represented vertically, as in the tables below.
We can give various methods of which each reflects
the influence of a number of exogenous factors. In the
direction of the year of origin, variation in the size
of the portfolio will have an influence on the claim
figures. On the other hand, for the factor development year, changes in the claim handling procedure
as well as in the speed of finalization of the claims
will produce a change. The figures on the diagonals
correspond to payments in a particular calendar year.
Such figures will change because of monetary inflation and also by changing jurisprudence or increasing
claim proneness. As an example, in liability insurance for the medical profession, the risk increases
each year, and if the amounts awarded by judges get
larger and larger, this is visible along the diagonals. In
other words, the so-called separation models, which
have as factors the year of development and the calendar year, would be the best choice to describe the
evolution of portfolios like these.
Obviously, one should try to get as accurate a picture as possible about the stochastic mechanism that
produced the claims, test this model if possible, and
estimate the parameters of this model optimally to
construct good predictors for the unknown observations. Very important is how the variance of claim
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Table 1
Year of
origin
1
..
.

t −n+1
..
.
t

Random variables in a run-off triangle
Development year
1

···

n

···

t

X11
..
.

···

X1n
..
.

···

X1t
..
.

Xt−n+1,1
..
.
Xt1

···
···

Xt−n+1,n
..
.
Xtn

···
···

Xt−n+1,t
..
.
Xtt

figures is related to the mean value. This variance
can be more or less constant, it can be proportional
to the mean, proportional to the square of the mean,
or have some other relation with it.
We will describe a very basic Generalized Linear
Model that contains as special cases some often used
and traditional actuarial methods to complete a runoff triangle, such as the arithmetic and the geometric
separation methods as well as the chain-ladder
method. In Table 1, the random variable Xij for
i, j = 1, 2, . . . , t denotes the claim figure for year
of origin i and year of development j, meaning
that the claims were paid in calendar year i + j −
1. For (i, j ), combinations with i + j ≤ t + 1, Xij
has already been observed, otherwise it is a future
observation. As well as claims actually paid, these
figures may also be used to denote quantities such
as loss ratios. As a model we take a multiplicative
model having three factors, in this case, a parameter
for each row i, each column j and each diagonal
k = i + j − 1, as follows:
Xij ≈ αi βj γk .

(5)

The deviation of the observation on the left-hand
side from its model value on the right-hand side is
attributed to chance. To get a linear model, we introduce dummies to indicate whether row, column, or
diagonal number have certain values. As one sees,
if we assume further that the random variables Xij
are independent and restrict their distribution to be in
the exponential dispersion family, the model specified
is a Generalized Linear Model as introduced above,
where the expected value of Xij is the exponent of
the linear form log αi + log βj + log γi+j −1 , such that
there is a logarithmic link. Year of origin, year of
development, and calendar year act as explanatory
variables for the observation Xij . We will determine
maximum likelihood estimates of the parameters αi ,
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βj and γk , under various assumptions for the probability distribution of the Xij . It will turn out that in
this simple way, we can generate some widely used
reserving techniques.
Having found estimates of the parameters, it is
easy to extend the triangle to a square, simply by
taking X̂ij = α̂i βˆj γ̂k . Determining estimates for the
future payments is necessary to determine an estimate
for the reserve to be kept on the portfolio. This
reserve should simply be equal to the total of all these
estimates. A problem is that there are no data on the
values of the γk parameters for calendar years k with
k > t. The problem can be solved, for instance, by
assuming that they have a geometric relation, with
γk ∝ γ k for some real number γ .

The Chain-ladder Method as a
Generalized Linear Model
The first method that can be derived from the threefactor model above is the chain-ladder method. The
idea behind the chain-ladder method is that in any
development year, about the same total percentage of
the claims from each year of origin will have been
settled. In other words, in the run-off triangle, the
columns are proportional. But the same holds for the
rows, since all the figures in a row are the same
multiple of the payment in year of development 1.
One may determine the parameters by least squares or
by any heuristic method. To put this in the three factor
model framework, assume the parameters αi and βj
are estimated by maximum likelihood, γk ≡ 1, and
Xij ∼ Poisson(αi βj ) independent.

(6)

To show how the likelihood maximization problem
involved can be solved, we first remark that one
of the parameters is superfluous, since if in (6) we
replace all αi and βj by δαi and βj /δ we get the
same expected values. To resolve this ambiguity, we
impose an additional restriction on the parameters.
It is natural to impose β1 + · · · + βt = 1, since this
allows the βj to be interpreted as the fraction of
claims settled in development year j, and αi as the
‘volume’ of year of origin i : it is the total of the
payments made. We know that the observations Xij ,
i, j = 1, . . . , t; i + j ≤ t follow a Poisson distribution with a logarithmic model for the means, and we
demonstrated above that the marginal
 totals of the
triangle, hence the row sums Ri = j Xij and the
column sums Kj of the observed figures Xij must
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then be equal to the predictions j α̂i β̂j and i α̂i β̂j
for these quantities. By the special triangular shape
of the data, the resulting system of marginal totals
equations admits a simple solution method, see also
Table 2.
1. From the first row sum equality α̂1 (β̂1 + · · · +
β̂t ) = R1 it follows that α̂1 = R1 . Then from
α̂1 β̂t = Kt , one finds the value of β̂t .
2. Assume that, for a certain n < t, estimates
β̂n+1 , . . . , β̂t , and α̂1 , . . . , α̂t−n have been found.
Then look at the following two marginal totals
equations:
α̂t−n+1 (β̂1 + · · · + β̂n ) = Rt−n+1 ;

(7)

(α̂1 + · · · + α̂t−n+1 )β̂n = Kn .

(8)

By the fact that β̂1 + · · · + β̂t = 1 was assumed,
equation (7) directly produces a value for α̂t−n+1 ,
and then one can compute β̂n from equation (8).
3. Repeat step 2 for n = t − 1, t − 2, . . . , 1.
We will illustrate by an example how we can express
the predictions for the unobserved part of the rectangle resulting from these parameter estimates in
the observations, see Table 3. Consider the (3, 4)
element in this table, which is denoted by ∗. This
is a claim figure for the next calendar year 6, which
is just beyond the edge of the observed figures. The
prediction of this element is
X̂34 = α̂3 β̂4 =

α̂3 (β̂1 + β̂2 + β̂3 )β̂4 (α̂1 + α̂2 )
(α̂1 + α̂2 )(β̂1 + β̂2 + β̂3 )

C ×B
.
(9)
A
Here B , for instance, denotes the total of the B elements in Table 3, which are observed values. The
last equality is valid because the estimates α̂i and β̂j
=

Table 2
Year of
origin
1
..
.

The marginal totals equations in a run-off triangle
Development year
1

···

α1 β 1

Total

···

α1 β n

t − n + 1 αt−n+1 β1
..
.
t

n

t

Total

α1 β t

R1
..
.

αt−n+1 βn

Rt−n+1
..
.

αt β1
K1

Rt
···

Kn

···

Kt

Table 3 Illustrating the completion of a run-off rectangle
with chain-ladder predictions

1
2
3
4
5

1

2

3

4

5

A
A
C
D
•

A
A
C
D

A
A
C
D̂

B
B
∗
∗∗

•

satisfy the marginal totals property, and B and C
are directly row and column sums of the observations,
while A = R1 + R2 − (K5 + K4 ) is expressible in
these quantities as well.
The prediction ∗∗ for X̂44 can be computed from
the marginal totals in exactly the same way by
X̂44 =

D ×B
A

=

D × (B + ∗)
,
A +C

(10)

where the sum D includes D̂. Note that this is not an
actual observation but a prediction for it, constructed
as above. The last equality can easily be verified, and
it shows that, for later calendar years than the next
also, the correct prediction is obtained by following
the procedure (9) used for an observation in the next
calendar year. This procedure is exactly how the
rectangle is completed from the run-off triangle in the
basic chain-ladder method. Note that this procedure
produces the same estimates to complete the square if
we exchange the roles of development year and year
of origin, hence take the mirror image of the triangle
around the diagonal. Also note that in descriptions of
the chain-ladder method, in general, the convention
is used that the figures displayed represent rowwise
cumulated claim figures.

Some Other Reserving Methods
In both the arithmetic separation method and the
geometric separation method, the claim figures Xij
are also explained by two aspects of time, namely a
calendar year effect γk , where k = i + j − 1, and a
development year effect βj . So inflation and run-off
pattern are the determinants for the claim figures in
this case. For the arithmetic separation method we
assume
Xij ∼ Poisson(βj γk ) independent; αi ≡ 1.

(11)

Again, βj and γk are estimated by maximum likelihood. Since this is again a Poisson model with
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log-link, the marginal totals property must hold here
as well. In this model, these marginal totals are the
column sums and the sums over the diagonals, that
is, those cells (i, j ) with i + j − 1 = k.
In the separation models such as (11), and (12)
below, one assumes that in each year of development
a fixed percentage is settled, and that there are additional effects that operate in the diagonal direction
(from top-left to bottom-right) in the run-off triangle. So this model describes best the situation that
there is inflation in the claim figures, or when the
risk increases by other causes. The medical liability
risk, for instance, increases every year. This increase
is characterized by an index factor for each calendar
year, which is a constant for the observations parallel to the diagonal. One supposes that in Table 1, the
random variables Xij are average loss figures, where
the total loss is divided by the number of claims, for
year of origin i and development year j.
By a method very similar to the chain-ladder computations, one can also obtain parameter estimates in
the arithmetic separation method. This method was
originally described in [11], and goes as follows. We
have E[Xij ] = βj γi+j −1 . Again, the parameters βj ,
j = 1, . . . , t describe the proportions settled in development year j. Assuming that the claims are all settled
after t development years, one has β1 + · · · + βt = 1.
Using the marginal totals equations, cf. Table 2, one
can determine directly the optimal factor γ̂t , reflecting
base level times inflation, as the
 sum of the observations on the long diagonal i Xi,t+1−i . Since βt
occurs in the final column only, one has β̂t = X̂1t /γ̂t .
With this, one can compute γ̂t−1 , and then β̂t−1 ,
and so on. Just as with the chain-ladder method,
the estimates thus constructed satisfy the marginal
totals equations, and hence are maximum likelihood
estimates.
To fill out the remaining part of the square, one
also needs values for the parameters γt+1 , . . . , γ2t ,
to be multiplied by the corresponding β̂j estimate.
These can be found, for instance, by extrapolating
the sequence γ̂1 , . . . , γ̂t in some way. This can be
done with many techniques, for instance, loglinear
extrapolation.
The geometric separation method involves maximum likelihood estimation of the parameters in the
following statistical model:
log Xij ∼ N(log(βj γk ), σ 2 ) independent; αi ≡ 1.
(12)

7

Here σ 2 is an unknown variance, and k = i + j − 1
is the calendar year. We get an ordinary regression model with E[log Xij ] = log βj + log γi+j −1 . Its
parameters can be estimated in the usual way, but
they can also be estimated recursively
in the way

described above, starting from j βj = 1.
Note that the values βj γi+j −1 in this model are
not the expected values of Xij ; one has E[Xij ] =
2
eσ /2 βj γi+j −1 . They are, however, the medians.
In De Vijlder’s least-squares method, it is assumed
are determined by
that γk ≡ 1 holds, while αi and βj
2
minimizing the sum of squares
i,j (Xij − αi βj ) .
But this is tantamount to determining αi and βj by
maximum likelihood in the following model:
Xij ∼ N(αi βj , σ 2 ) independent; γk ≡ 1. (13)
Just as with the chain-ladder method, this method
assumes that the payments for a particular year of
origin/year of development combination result from
two elements. First, a parameter characterizing the
year of origin, proportional to the size of the portfolio
in that year. Second, a parameter determining which
proportion of the claims is settled through the period
that claims develop. The parameters are estimated by
least squares.
The basic three-factor model (5) reduces to the
chain-ladder model when the parameters γk are left
out and Xij ∼ Poisson, to the arithmetic separation
method when the parameters αi are left out. One
may also reduce the parameter set of the chain-ladder
model by requiring that the development factors have
a geometric pattern βj ∝ β j , or by requiring that
αi ∝ α i for some real numbers β and α. Especially
if one corrects for the known portfolio size ni in year
i, using in fact parameters of the form ni α i , it might
prove that a model with fewer parameters but a fit of
similar quality arises.

An Example
In [6], one finds the example of Table 4. The numbers
in the triangle are the known numbers of payments
up to December 31, 2007, totaled by year of origin
i (row-wise) and development year j (column-wise).
The triangle of Table 4 contains data of new contracts
only, which may occur, for instance, when a new type
of policy was issued for the first time in 2000. The
business written in this year on average has had only
half a year to produce claims in 2000, which is why

8
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Table 4 A run-off triangle with numbers of payments
by development year (horizontally) and year of origin
(vertically)
Development year

Year of
origin

1

2

3

4

5

6

7

8

2000
2001
2002
2003
2004
2005
2006
2007

101
99
110
160
161
185
178
168

153
121
182
197
254
201
261

52
76
80
82
85
86

17
32
20
38
46

14
10
21
19

3
3
2

4
1

1

the numbers in the first column are somewhat lower
than those in the second. On the basis of these claim
figures, we want to make predictions about claims
that will be paid, or filed, in calendar years 2008
and after. These future years are to be found in the
bottom-right part of Table 4. The goal of the actuarial
reserving techniques is to predict these figures, so as
to complete the triangle into a square. The total of the
figures found in the lower right triangle is the total
estimated number of claims that will have to be paid
in the future from the premiums that were collected in
the period 2000–2007. Assuming for simplicity that
the amount of the claim is fixed, this total is precisely
the reserve to be kept. The development pattern is
assumed to last eight years. It is obvious that there
are many branches, notably in liability, where claims
may still be filed after a time longer than eight
years. In that case, one has to make predictions about
development years after the seventh, of which our
run-off triangle provides no data. One not only has
to complete a square, but also to extend the triangle
into a rectangle containing more development years.
The usual practice is to assume that the development
procedure is stopped after a number of years, and to
apply a correction factor for the payments made after
the development period considered.
Obviously, introducing parameters for the three
time aspects, year of origin, year of development
and calendar year, sometimes leads to overparameterization. From all these parameters, many should
be dropped, that is, taken equal to 1. Others might
be required to be equal, for instance, by grouping classes having different values for some factor
together. Admitting classes to be grouped, however,
leads to many models being considered simultaneously, and it is sometimes hard to construct proper

significance tests in these situations. Also, a classification of which the classes are ordered, such as
age class or bonus–malus step (see Bonus–Malus
Systems), might lead to parameters giving a fixed
increase per class, except perhaps at the boundaries
or for some other special class. In a loglinear model,
replacing arbitrary parameter values associated with
factor levels (classes) by a geometric progression
in these parameters is easily achieved by replacing
the dummified factor by the actual levels again, or
in GLM parlance, treating this variable as a variate instead of as a factor. Replacing arbitrary values
αi , with α1 = 1, by a geometric progression α i−1
for some real α means that the portfolio is assumed
to grow or shrink, by a fixed percentage each year.
Doing the same to the parameters βj means that the
proportion settled decreases by a fixed fraction with
each development year. Quite often, it is reasonable
to assume that the first development year is different from the others. In that case, one does best to
allow a separate parameter for the first year, taking parameters β1 , β 2 , β 3 , . . . for some real numbers
β1 and β. Instead of with the original t parameters β1 , . . . , βt , one works with only two parameters.
By introducing a new dummy explanatory variable
to indicate whether the calendar year k = i + j − 1
with observation Xij is before or after k0 , and letting
it contribute a factor 1 or δ to the mean respectively, one gets a model involving a year in which
the inflation was different from the standard fixed
inflation of the other years. To test if a model can be
reduced without significant loss of fit, we analyze the
deviances. Some regression software leaves it to the
user to resolve the problems arising from introducing
parameters with variables that are dependent of the
others, the so-called ‘dummy trap’ (multicollinearity). This happens quite frequently, for instance, if
one takes all three effects in the basic three-factor
model (5) to be geometric, as with predictors
X̂ij = µ̂α̂ i−1 β̂ j −1 γ̂ i+j −2 ,

(14)

the last of these three parameters may be taken equal
to 1. Here µ̂ = X̂11 is introduced in order to be able
to write the other parameters in this simple form, just
as one can without loss of generality take α1 = β1 =
γ1 = 1 in the basic three-factor model (5) by writing it as Xij ∼ µαi βj γk . The parameter µ = E[X11 ]
is the level in the first year of origin and development year 1. It can be shown that the same
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model I has only six more parameters to be estimated than model II. Notice that for model I with
E[Xij ] = µαi βj γi+j −1 , there are 3(t − 1) parameters
to be estimated from t (t + 1)/2 observations, hence
model I only makes sense if t ≥ 4. All other models are nested in Model I, since its set of parameters
contains all other ones as a subset. The predictions
for model I best fit the data. About the deviances and
the corresponding numbers of degrees of freedom,
the following can be said. The chain-ladder model II
is not rejected statistically against the fullest model I
on a 95% level, since it contains six parameters less,
and the χ 2 critical value is 12.6 while the difference
in scaled deviance is only 12.3. The arithmetic separation model III fits the data approximately as well
as model II. Model IV with an arbitrary run-off pattern βj and a constant inflation γ can be shown to be
equivalent to model V, which has a constant rate of
growth for the portfolio. Model IV, which is nested
in III and has six parameters less, predicts significantly worse. In the same way, V is worse than II.
Models VI and VII again are identical. Their fit is
bad. Model VIII, with a geometric development pattern except for the first year, seems to be the winner:
with five parameters less, its fit is not significantly
worse than model II in which it is nested. It does fit
better than model VII in which the first column is not
treated separately. Comparing VIII with IX, we see
that a constant rate of growth in the portfolio must
be rejected in favor of an arbitrary growth pattern. In
model X, there is a constant rate of growth as well
as a geometric development pattern. The fit is bad,
mainly because the first column is so different.
From model XI, having only a constant term, we
see that the ‘percentage of explained deviance’ of
model VIII is more than 98%. But even model IX,

Table 5 Parameter set, degrees of freedom (= number
of observations minus number of estimated parameters),
and deviance for several models applied to the data of
Table 4
Model

Parameters used

Df

Deviance

I
II
III
IV
V
VI
VII
VIII
IX
X
XI

µ, αi , βj , γk
µ, αi , βj
µ, βj , γk
µ, βj , γ k−1
µ, α i−1 , βj
µ, αi , γ k−1
µ, αi , β j −1
µ, αi , β1 , β j −1
µ, α i−1 , β1 , β j −1
µ, α i−1 , β j −1
µ

15
21
21
27
27
27
27
26
32
33
35

25.7
38.0
36.8
59.9
59.9
504
504
46.0
67.9
582
2656

9

predictions are obtained using either of the models
E[Xij ] = µαi β j −1 and E[Xij ] = µαi γ i+j −2 . Completing the triangle of Table 4 into a square by using
Model VIII, see Table 5 and formula (15), produces
Table 6. The column ‘Total’ contains the row sums
of the estimated future payments, hence exactly the
amount to be reserved regarding each year of origin. The figures in the top-left part are estimates of
the already observed values, the ones in the bottomright part are predictions for future payments. To
judge which model best fits the data, we estimated
a few models, all assuming the observations to be
Poisson(αi βj γi+j −1 ). See Table 5. Restrictions like
βj = β j −1 or γk ≡ 1 were imposed to reproduce
various reduced models. Note that the nesting structure between the models can be inferred by noting
that βj ≡ 1 ⊂ β j −1 ⊂ {β1 , β j −1 } ⊂ βj , and so on. It
can be verified that in model I, one may choose
γ8 = 1 without loss of generality. This means that

Table 6 The claim figures of Table 4 estimated by Model VIII (15) below. The last column gives the totals for all the
future predicted payments
Development year

Year of
origin

1

2

3

4

5

6

7

8

Total

2000
2001
2002
2003
2004
2005
2006
2007

102.3
101.6
124.0
150.2
170.7
159.9
185.2
168.0|

140.1
139.2
169.9
205.8
233.9
219.1
253.8|
230.2

59.4
59.1
72.1
87.3
99.2
92.9|
107.6
97.6

25.2
25.0
30.6
37.0
42.1|
39.4
45.7
41.4

10.7
10.6
13.0
15.7|
17.8
16.7
19.4
17.6

4.5
4.5
5.5|
6.7
7.6
7.1
8.2
7.4

1.9
1.9|
2.3
2.8
3.2
3.0
3.5
3.2

0.8|
0.8
1.0
1.2
1.4
1.3
1.5
1.3

0.0
0.8
3.3
10.7
30.0
67.5
185.8
398.7

10
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which contains only a constant term and three other
parameters, already explains 97.4% of the deviation.
The estimated model VIII gives the following
predictions:


i = 1 : 1.00
 i = 2 : 0.99 


 i = 3 : 1.21 


 i = 4 : 1.47 
VIII: X̂ij = 102.3 × 

 i = 5 : 1.67 


 i = 6 : 1.56 
 i = 7 : 1.81 
i = 8 : 1.64
× 3.20j =1 × 0.42j −1 ,

(15)

where j = 1 should be read as a Boolean expression,
with value 1 if true, 0 if false (in this case, for the
special column with j = 1). Model IX leads to the
following estimates:
IX: X̂ij = 101.1 × 1.10i−1 × 3.34j =1 × 0.42j −1 .
(16)
The Poisson distribution with year of origin as well
as year of development as explanatory variables, thus
the chain-ladder method, is appropriate to model the
number of claims. For the claim sizes, the portfolio size, characterized by the factors αi , is irrelevant.
The inflation, hence the calendar year, is an important factor, and so is the development year, since
only large claims lead to delay in settlement. So
for this situation, the separation models are better
suited.

hence 0.8 + · · · + 398.7 = 696.8 = 26.42 . If there is
overdispersion present in the model, the variance
must be multiplied by the estimated overdispersion
factor. The actual variance of course also includes
the variation of the estimated mean, but that is harder
to come by. Again assuming that all parameters have
been correctly estimated and that the model is also
correct, including the independence of claim sizes
and claim numbers, the figures in Table 6 are predictions for Poisson random variables with mean λ.
The parameters λ of the numbers of claims can be
obtained from Table 5. Doray [3] gives UMVUE’s of
the mean and variance of IBNR claims for a model
with log-normal claim figures, explained by row and
column factors.
As we have shown, ML-estimation in case of
independent Poisson (αi βj ) variables Xij can be performed using the algorithm known as the chain-ladder
method. Mack [7] explored the model behind the
chain-ladder method, describing a minimal set of
distributional assumptions under which doing these
calculations makes sense. Aiming for a distributionfree model, he cannot specify a likelihood to be
maximized, so he endeavors to find minimum variance unbiased estimators instead.
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Graduation

Returning to the fund example, substitution of the
p
k 18 based on the raw qx into the formula for the fund
yields the amount 67 541 that needs to be invested
on the male’s 18th birthday to finance the expected
future payments.
Table 1 also exhibits a set of graduated mortality
rates. Notice that these rates start at a low of 142
at age 18 and rise gradually over the series of ages
in the table. Figure 1 displays the two sequences of
mortality rates.
The graduation process applied to the raw mortality rates has resulted in a monotone sequence of
adjusted rates. Business considerations make such
a monotonic pattern desirable. The amounts of the
funds needed to produce a series of 9 contingent payments of 10 000 for males of successive ages grow
monotonically using the graduated rates. Using the
raw rates, the fund needed for an older male could
be less than the fund needed for a younger male
because of the uneven variation in the mortality rates.
Such lack of a monotonic pattern in the funds would
be difficult to justify in a commercial setting. The
amount of adjustment shown in Figure 1 is somewhat extreme compared with graduations in most age
ranges. The age range 18 to 32 was chosen to dramatize the graduation process.
Substituting the k p18 based on the graduated qx
into the formula for the fund yields the amount
67 528 that needs to be invested on the male’s 18th
birthday to finance the expected 9 future payments.
This amount is slightly less than the amount obtained
with the raw rates because the graduated rates imply
a slightly higher risk of death over the period than do
the raw rates.

Introduction
In actuarial science, graduation refers to the adjustment of a set of estimated quantities to make the
adjusted quantities conform to a pattern suitable for
insurance purposes. The classic context for graduation is the adjustment of estimated mortality rates for
purposes of calculating annuity and insurance premiums and reserves [1, 31]. A life table may yield raw
estimates of mortality rates that exhibit an erratic pattern of change over a series of ages, whereas intuition
and business considerations dictate that a gradual,
systematic pattern of change is desirable. Graduation
aims to produce a ‘graduated’ series that exhibits the
desirable pattern and takes due account of the information in the raw estimates.
To illustrate, assume that we wish to determine the
amount of a fund, to be at 6% interest per annum,
that will pay 10 000 at the end of each of the next
9 years to a male now aged 18, provided the male
is alive. The amount
 of the fund to match expected
payments is 10 000 9k=1 (1.06)−k k p18 , where k p18 is
the probability that the male aged 18 survives to age
18 + k. The choice of appropriate values for the k p18
is a matter of actuarial judgment.
One possibility is to adopt an existing life table
judged to be appropriate for the application. A second possibility is to construct a life table for the
particular application using mortality data from a
population deemed appropriate. The first two rows
of Table 1 partially reproduce a table to be used in
this discussion.
In the table, qx is the probability that a male who
has attained age x will die within the next year. The
k p18 are functions of the qx for various values of x.
The raw rates qx start at a low of 133 at age 18,
rise to 170 at age 23, fall to 165 at ages 27 and
28, and then rise to 174 at age 25. The dip in the
observed mortality for ages between 25 and 30 is not
uncommon. The dip creates special problems in the
construction of life tables for business purposes.
Table 1

Scope of Graduation
Envision a table displaying the states of a criterion
variable x and estimated values of an outcome variable ux , associated with each x. The basic assumption
is that the outcome variable ‘should’ vary gradually
and systematically as the criterion varies from state
to state. If this assumption cannot be justified, a graduation exercise makes no sense.

Extract of table of raw and graduated mortality rates

Age (x)

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

Raw 105 qx
Graduated 105 qx

133
142

142
148

152
155

161
161

167
167

170
170

169
173

167
174

166
176

165
180

165
187

166
196

169
205

170
215

174
224

2

Graduation
Probability of death in one year
0.0023

Graduated
0.0018

Ungraduated

0.0013
20

25

30

Age

Figure 1

Plots of sequences of raw and graduated mortality rates

Another assumption is that the estimated values
are not definitive. Rather, they are subject to sampling and/or measurement errors of varying degrees,
rendering our knowledge of the pattern of definitive
values uncertain. The graduated values ought to lie
within the limits of uncertainty associated with the
raw estimates. We denote the graduated values by vx .
The choice of criterion and outcome variables
depends on the application. Outcome variables could
be forces of mortality, disability rates, withdrawal
rates, loss ratios, and so on. The criterion variable
could be multidimensional. For example, a mortality study may produce rates by age and degree of
disability. In this article, we discuss details of onedimensional criterion variables only. The literature
contains multidimensional extensions. See Chapter 8
of [31] for examples.
Our discussion suggests broad scope for potential
applications of graduation. The thought processes,
and some of the methods, of actuarial graduation can
also be found in the literatures of demography and
‘ill-posed problems,’ among others. (See [34, 40] for
demography and [45] for ill-posed problems.)

Overview of Approaches to Actuarial
Graduation
We distinguish between two broad categories:
approaches that involve fitting curves defined by
functions and approaches that involve other criteria.
In the curve-fitting approaches, one chooses a family

of functional forms indexed by a set of parameters
and uses a statistical estimation method to find the
member of the family that best fits the raw estimates.
The resulting fitted values are the graduated values.
Such approaches are able to yield fitted values
corresponding to values of the criterion variable,
x, other than those that exist in the data set.
The approaches that use other criteria tend to be
semiparametric or nonparametric in nature. They are
graphical methods from statistics or wholly ad hoc
methods. These approaches tend to yield graduated
values only for values of the criterion variable, x,
that exist in the data set. This article reviews only
examples chosen from the two broad categories.

Approaches Based on Fitting Curves
These approaches are generated by the choice of
functional form and by the choice of fitting criterion.
Popular functional forms for life tables are related
to mortality laws and include Gompertz (see Gompertz, Benjamin (1779–1865)), Weibull, Makeham,
and splines. Popular fitting criteria are GLM-models
and maximum likelihood. The likelihood methods
make assumptions about the sampling schemes used
to collect the raw data as well as assumptions about
the gradual changes in estimates as functions of x.
See Chapters 6 and 7 of [31] for a summary of several methods. References include [13, 15, 16, 24, 25,
37, 39, 42, 43].

Graduation

Approaches Using Other Criteria
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where different choices of n and of the weights ar
produce different graduations. Various criteria can be
used to guide these choices. The emphasis of these
methods is on ‘smoothing’ out the irregularities in
the raw estimates. In general, they do not seek to
reproduce patterns that are considered desirable a
priori, but the weights are often chosen to induce the
graduated values to fall locally near smooth curves,
such as cubic polynomials. See Chapter 3 of [31] and
also [3, 22, 23, 36] for examples.

The minimization of Whittaker’s objective function
with respect to the vx s is not difficult. See Chapter 4
of [31], and [14, 33, 44] for details.
Each choice of the wx s, h, and z produces a
different set of graduated values. The choice used
in a specific application must appeal to the actuarial judgment of the graduator. In practice, the wx s
are usually chosen inversely proportional to an estimated variance of the ux s computed from a plausible
model. The value of z is restricted to 2, 3, or 4.
The choice of h is difficult. In practice, the most
likely approach is to produce several trial graduations and then to choose a final graduation based
on an overall assessment of the ‘success’ of these
graduations.
Whittaker’s objective function can be modified in
a number of appealing ways. The squared terms may
be replaced with other powers, the roughness measures can be made more elaborate, and multidimensional methods are well documented. See Chapter 4
of [31], and [9, 30, 32].

Kernel Methods

Bayesian Methods

Kernel methods are generalizations of moving average methods. They use kernel-smoothing methods to
determine the weights to be applied to create graduated values; see [2, 17–21].

Fully Bayesian approaches to graduation are well
documented. See Chapter 5 of [31], and [6–8, 11, 12,
27–29]. Whittaker’s original approach can be derived
as a limiting case of a fully Bayesian analysis. Despite
the existence of the fully Bayesian formulations,
Whittaker’s approach may be the one most often
encountered in actuarial practice. For example, in the
United States it was used in the most recent basic
valuation mortality tables for life insurance sponsored
by the Society of Actuaries [26].

Weighted Moving Average Methods
These methods produce graduated values by taking
symmetric weighted moving averages of the raw
values, that is
vx =

n


ar ux+r

(1)

r=−n

Whittaker Methods
Whittaker [46] produced an argument analogous to
a Bayesian or inverse probability argument to assert
that graduated values should minimize an objective
function. Whittaker’s objective function balances a
measure of discrepancy between raw and graduated
values with a measure of ‘roughness’ in the behavior
of the graduated values, as follows:
ω

x=1

wx (vx − ux ) + h
2

ω−z


z

2

( vx )

x=1

Here ω is the number of x-states in the data table, the
wx s are weights measuring the relative contribution
of the squared deviations (vx − ux )2 , z vx is the
zth forward difference of vx , and h is a positive
constant that expresses the relative balance between
discrepancy and roughness. The smaller the measure
of discrepancy, the closer the graduated values are to
the raw values. The smaller the measure of roughness,
the smoother is the behavior of the graduated values.

Summary
Graduation continues to stimulate research and debate
among scholars. Recent innovative uses of graduation
include information theory methods [4, 5], crossvalidatory methods [10], and others [35, 38, 41, 47].
The extent to which the scholarly literature influences
practice remains to be seen. Whittaker’s approach
appears to have stood the test of time.
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Graphical Methods

Basic Graphical Displays

Introduction

For the purposes of classification, it is useful to distinguish between categorical data (e.g. gender: male
or female) and continuous data (e.g. age). This can
be artificial, for instance, age may not be reported
exactly but only be given to age last birthday or be
given in general terms like young and old. Simple categorical data are easy to display using a bar chart.
Figure 2 shows the most important causes of death
in London for the year 1635 as reported in [4]. The
area of a bar represents the count in that category,
but as all bars are of equal width, the height may
also be taken to represent the count. These displays
may alternatively be drawn with horizontal instead
of vertical bars with the advantage of easier labeling.
Displaying categorical data over several years or displaying combinations of several categorical variables
(e.g. gender by occupation by nationality) is more
difficult to do effectively (but see the discussion of
mosaic plots below).
When categorical data are shares of a total (e.g.
proportions of different kinds of insurance policies)
then a pie chart may be drawn. Piecharts emphasize
the fact that the data are shares, but the individual pie
slices are difficult to compare and there is a tendency
for designers to try to make piecharts more striking by
introducing a fake third dimension (which distorts the
display) and by emphasizing one category by cutting
out its slice (which distorts the display even more).
Some data are continuous not categorical, for
instance, amount insured, premium payable, or age.
Data like these may be represented by histograms.
In Figure 3, there are two histograms for the ratio of
Male to Female christenings from 1629 to 1660. The
first includes all the data, including what must be an
error for the year 1659. (The years are not shown in
the plot. This is where interaction is effective as cases
can be selected and queried.) The second histogram
excludes the year 1659. We can now see that the ratio
varies between 1.02 and 1.16, with the lower values
occurring more frequently. To draw a histogram, the
data range is divided into a number of equal, nonoverlapping bins covering the complete range, and the
count for each bin is the number of points with values in that range. Histograms are based on the same
concept as bar charts (areas represent counts and
when all bars are of equal width, height does too)
but are differently drawn. There should always be a

Figure 1 is a time series plot showing some early
English demographic data from London in the 1600s
analyzed by John Graunt [4]. Two main conclusions may be drawn immediately: something dramatic
happened in the middle of the 1620s, probably an epidemic; and christenings declined during the 1640s,
possibly because of the Civil War.
Figure 1 illustrates the principal reasons for drawing graphics and many of the issues that arise in
preparing them. Graphics can potentially summarize
substantial amounts of data in readily understandable
forms and they can reveal aspects of the data that
would be hard to pick up from a table. However,
graphics only work if they are clearly and accurately
drawn, if they are properly scaled, and if they are
sufficiently well labeled. It is a useful principle in
practice that graphic displays should be uncluttered
with ‘chart junk’. Too often the message is lost in
unnecessary and distracting decoration or in excessive annotation.
There are many standard statistical graphics that
can be useful in any field. More complex graphics
may be useful for individual applications. Bertin [2]
is the classic early reference, but although full of
ideas, is not an easy read. Tufte [7] has written and
published three excellent books on information visualization and the first one is full of good advice
(and good and bad examples) for drawing graphics
to display data. More recently Wilkinson [10] has
published a book giving a formalization of statistical graphics. There are quite a few ‘how-to’ texts as
well. The statistical ones emphasize the importance
of accurate representation, clear scales, good choice
of origin, informative legends, and lack of distortion
and display clutter. Other books tend to emphasize more how to make a graph grab the reader’s
attention. These are not necessarily conflicting aims
and the best graphics will combine the best of both
worlds. The books by Cleveland [3] Kosslyn [6] and
Wainer [9] are well worth studying.
Most of the literature on statistical graphics discusses static graphics for presentation. There has been
some work on interactive graphics for exploratory
analyses [8] and this will become more relevant as
results are presented on web pages, where users have
come to expect a degree of interactive control.
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gap between the bars of a bar chart because they represent categories that are distinct from one another.
Histogram bars are drawn without gaps between adjacent bars as the bins are genuinely adjacent. The
choice of bin width can have a major effect on how
the display looks, so one should always experiment
with a few different choices (again this can be done
very effectively interactively). Histograms are a good
way of displaying frequency distributions of values.
A classic variation is the back-to-back histogram of

male and female age distributions drawn with the
main axis vertical.
Two common alternatives to histograms for single continuous variables are dotplots and boxplots.
With dot plots a point is drawn for each case at the
appropriate position on the scale. With even moderately large data sets there is too much overplotting,
but dotplots can be useful for revealing grouped data
with gaps. Boxplots are a special display suggested by
the famous data analyst and statistician John Tukey.
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Figure 4 A boxplot of dates of birth of 51 000 car insurance policyholders. Outliers are marked as circles and may
represent more than one point

The central box contains 50% of the data, the 25%
immediately above the median (represented by a line
across the box) and the 25% immediately below.
The whiskers are drawn as far as the furthest point
within the so-called inner fences, which are robust
estimates of boundaries for ‘reasonable’ data values.
Points outside the fences are drawn individually and
are regarded as outliers. Outer fences may also be
specified and points outside them are considered to
be extreme outliers. Figure 4 shows a boxplot of the
dates of birth of car insurance policyholders. Half of
the drivers were born between the mid 1940s and the
mid 1960s. The upper outliers are clearly in error (as

must any other recent dates of birth be), but the lower
outliers are potentially genuine. The single point at
1900 turned out to represent 33 cases and may have
been due to the misinterpretation of a missing code
of ‘00’ at some stage in the data collection. Graphics are excellent for identifying such problems with
data quality.
Data collected over time (like the numbers of
burials and christenings in Figure 1) are called time
series. These plots always have time on the horizontal axis and values on the vertical axis. They may
be drawn in several ways and in Figure 1 continuous lines joining the values have been used, since
there are around 60 values, one for each year. For
shorter series of, say, only 10 points, it is better to use
displays that avoid creating a false impression of continuity, where readers of the graph may be tempted
to interpolate nonexistent values between the years.
Several time series may be plotted in one display if
the scales are comparable.

More Than One Variable
Two continuous variables recorded for the same cases
can be displayed very effectively with a scatterplot.
The data behind the histograms in Figure 3 are shown
in Figure 5 in which the numbers of females christened per year are plotted against the corresponding
numbers of males. Each case is plotted as a point
with coordinates x and y reflecting its values for the
two variables. The relatively constant ratio of male
to female births is clear (though if we are interested
directly in the ratio, then Figure 3 is the better display), as is the outlying value for 1659, which can
now be seen to be due to a mistake in the number of
males christened. To make effective use of the space
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that the origin is not at (0, 0). (Data: John Graunt)

available we have drawn this scatterplot with the origin where the axes meet at (2000, 2000) and not at
(0, 0). You should always draw attention to origins
that are not at zero as readers will usually assume
this as a default and it can be very misleading. Companies wishing to show strong growth over time can
make a 1% increase look enormous by choosing axes
and scales for this purpose. Tufte [7] includes several
appalling examples as warnings. Sadly, these warnings are not always heeded and we can find many
additional bad examples in newspapers and company reports.
Fortunately there are also many fine examples
that show how it should be done. Tufte’s book [7]
has diagrams on trade between nations by Playfair
from two hundred years ago, which are impressively
informative time series. Tufte also includes Snow’s
famous diagram of deaths from cholera in nineteenthcentury London and the location of the public water
pumps. This shows dramatically the likely cause of
the spread of disease.
We may want to compare data for different groups,
perhaps look at age distributions for different professions or amounts insured by type of policy. Plotting
sets of histograms, one for each group is not an
efficient use of space, and comparisons are difficult.
Dotplots or boxplots in parallel by group, on the other
hand, are an effective use of space and a good way
of making comparisons.

Special Graphics
In every area of application there are adaptations of
standard graphics, which turn out to be particularly
useful. Survival curves are a special form of time
dependent display, which plot the proportion of a
population surviving over time. The height of the
curve at a time x on the X-axis represents the probability of an individual surviving at least that long.
For small groups (for instance, in medical trials) you
get a sequence of steps of unequal length, one step
down for each death in the group.
Risk exceedance curves display the risks of financial losses. Amounts are plotted on the horizontal axis and probabilities of losses exceeding those
amounts, on the vertical axis. The resulting curve
declines towards zero as amounts increase. These
curves are related to the term VaR (Value-at-Risk)
used in financial markets. The probability of losing
an amount bigger than the VaR is set to some low
value such as 1%.

Advanced Graphics
Three displays have been developed in recent years,
which are useful for displaying several variables at
once. Parallel coordinate plots are primarily for large
numbers of continuous variables. (For a few continuous variables you could use a scatterplot matrix.
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This displays one scatterplot for each pair of variables.) Figure 6 shows the points obtained by each
athlete in the 10 events of Sydney 2000 Olympics
decathlon. Each variable is plotted on its own vertical axis and the cases are joined by line segments.
The axes have all been drawn to the same scale, so
that it is readily apparent that the athletes score far
higher on some events than on others. More interestingly, we can see that the point scoring varies more
on some events than others. Finally, the best performances in half the events were achieved by athletes
who did not win any one of the medals. Interactivity

is important for plots like this because the order of the
variables and the scaling of the variables affects what
can be seen and we need to view several alternatives
to uncover all the information contained in the data.
Mosaic plots and their variants are valuable
for displaying several categorical variables together.
They are a generalization of bar charts. Figure 7
shows a display for data concerning the tragic sinking
of the Titanic. Information is available on the sex,
age (child or adult), boat class (first, second, third,
crew) and whether they survived or not, for all
2201 who were on board. Rectangles are drawn in a

Females

Males

Child

Adult

First

Second

Third

Crew

Figure 7 A mosaic plot of the Titanic data set showing all combinations of gender by age by class, with survivors
highlighted. Females are to the left, males to the right. Children are above and adults below. Within these four sections the
classes are shown in the order first, second, third, crew, from left to right
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structured way (see [5] for more details) such that the
area of each rectangle is proportional to the number
of cases falling in that combination of variable
values. The upper rectangles represent the children,
but there are too few to draw any conclusions.
The left-hand lower group of rectangles represents
the adult females by class and shows that survival
rates decreased with passenger class (though a high
proportion of the small number of females in the crew
survived). The right-hand lower group of rectangles
represents the adult males. Survival rates were much
lower than those of the females and there was no
parallel decrease by class. Note that the relatively
high crew survival rate is because each lifeboat was
launched with crewmembers aboard. The variable
ordering in this plot has been chosen to enable a
direct comparison of survival rates by gender across
class. To compare survival rates by gender within
class, a different ordering would be appropriate.
With interactive tools for querying, reordering, and
reformatting the display, mosaic plots become an
extremely effective tool for displaying and exploring
multidimensional categorical data.
Trellis diagrams (see Becker et al. [1]) are used
for displaying subsets of a data set in groups of comparable graphics. Each panel displays the same form
of plot (say a scatterplot) for a different subset of
the data. The layout is determined by a nesting of
conditioning variables. This idea of using ‘small multiples’ in plots may also be found in micromaps for
spatial data.

the uncertainty surrounding those results. Scientific
publications include graphs with error bars or confidence interval envelopes, but further research is
needed to integrate graphical displays fully with statistical theory.

Drawing Graphics
As data sets become larger, some graphics displays
must be amended. Area displays such as histograms,
bar charts, and mosaic plots remain equally effective
whether representing 200 cases or 200 million. Point
displays such as scatterplots have to be replaced by
some form of density estimation.
Computer software for drawing good graphics is
now widely available and it has become simple to
produce graphics displays, but their quality depends
not only on the software but on what you decide to
draw. Both accuracy and aesthetics have important
roles to play.
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Hidden Markov Models

Examples of Applications in Risk and
Finance

Model Structure

Here we will briefly discuss two applications of
HMMs, starting with an example from finance. Consider a time series of stock or stock index returns,
and an investor whose task is to select a portfolio consisting of this stock and a risk-free asset
such as a bond. The investor is allowed to rebalance the portfolio each month, say, with the purpose of maximizing the expected value of a utility
function. The simplest model for the time series
of returns is to assume that they are i.i.d. Under
the additional assumptions of a long-term investment horizon and constant relative risk aversion, it
is then known that the optimal investment policy
agrees with the policy that is optimal over one period
(month) only. However, empirical data shows that
returns are not i.i.d., a fact which must also affect the
investment policy. One way to model the dependence
is through the well-known ARCH models and their
extensions such as GARCH and EGARCH, whereas
another one is to employ an HMM to model dependence and time-varying volatility. The hidden state
is then thought of as ‘the state of the market’. In
[12], such an approach is taken – returns are modeled as conditionally normal, with the mean possibly
containing autoregressive terms; the model is then
a Markov-switching autoregression. The number of
regimes (Markov states) and presence of autoregression is tested for using likelihood ratio tests. The
optimal portfolio selection problem in this framework is then solved using a dynamic programming
approach, and the methodology is applied to portfolio management on the American, UK, German and
Japanese markets, with portfolios containing, respectively, the S&P 500, FTSE, DAX or Nikkei index,
plus a bond. The results show, for example, that an
investor required to ignore regime switches in returns
while managing his/her portfolio, should ask for a
compensation that is at least as large as the initial
investment, and in some cases very much larger, if
the investment horizon is 10 years. Thus, acknowledging the presence of regime switches in the data
opens up the opportunity for portfolio management
much more effective than otherwise would be the
case.
In the second example, we depart from the classical ruin model, with claims arriving to an insurance
company as a Poisson process, a given claim size

There is no universal agreement about the meaning of the term hidden Markov model (HMM), but
the following definition is widespread. An HMM
is a discrete time stochastic model comprising an
unobserved (‘hidden’) Markov chain {Xk } and an
observable process {Yk }, related as follows: (i) given
{Xk }, the Y s are conditionally independent; (ii) given
{Xk }, the conditional distribution of Yn depends on
Xn only, for each n.
Thus, Yn is governed by Xn plus additional independent randomness. For this reason, {Xk } is sometimes referred to as the regime. The conditional distributions in (ii) often belong to a single parametric
family. A representative example is when, conditional
on Xn = i, Yn has a normal N(µi , σi2 ) distribution.
The (unconditional) distribution of Yn is then a finite
mixture of normals.
It is often understood that the state space of {Xk }
is finite, or countable. The above definition allows
for continuous state space, but then the model is
often called a state space model. An important extension is when the conditional distribution of Yn also
depends on lagged Y-values. We refer to such models as autoregressive models with Markov regime or
Markov-switching autoregressions, although they are
sometimes called HMMs as well. A simple example isa Markov-switching linear autoregression),
Yn = sj =1 bXn ,j Yn−j + σXn εn , where, for example,
εn is standard normal. In the control theory literature,
these models are also denoted Markov jump linear
systems. The generic terms regime-switching models
and Markov-switching models are sometimes used,
covering all of the models above.
An HMM can obviously be thought of as a noisy
observation of a Markov chain, but may also be
considered as an extension of mixture models in
which i.i.d. component labels have been replaced by a
Markov chain. HMMs not only provide overdispersion relative to a single parametric family, as do mixtures, but also some degree of dependence between
observations. Indeed, HMMs are often used as a first
attempt to model dependence, and the Markov states
are then often fictitious, that is, have no concrete
interpretation.
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distribution and incomes at a fixed premium rate.
The objective is, as usual, to estimate the ruin probability given a certain initial surplus. Now suppose that
the assumption of constant arrival rate is too coarse
to be realistic, and that it rather varies according to
an underlying finite state Markov process. This kind
of arrival process is known as a Markov-modulated
Poisson process (MMPP). In our case, we may have
two regimes corresponding to ‘winter’ or ‘summer’,
say, which may be relevant if claims concern fires or
auto accidents. Given this framework, it is still possible to analyze the ruin probability, using appropriate
conditionings on the behavior of the regime process
and working with matrix-valued expressions concerning ladder-height distributions and so on, rather
than scalar ones [4, Chapter VI]. The connection to
HMMs is that an MMPP may be considered as a
Markov renewal process, which is essentially the
same as an HMM. In the current example, the regime
process is hardly hidden, so that its presence leads
into issues in modeling and probability rather than in
statistics, but in other examples, the nature of the
regime process might be less clear-cut. Of course
one may argue that in a Markov process, states have
exponential holding times, and even though transitions from summer to winter and vice versa are not
perfectly observable, the durations of seasons do not
have exponential distributions. This is of course true,
and the remedy is often to include more states into
the model description; a ‘macro state’, winter say, is
then modeled using several Markov states, so that
the duration of winter corresponds to the sojourn
time in the aggregate. Such a sojourn time is said
to have a phase-type distribution, with which one
may approximate any distribution.

Probabilistic Properties
Since Yn is given by Xn plus extra randomization,
{Yk } inherits mixing properties from {Xk }. If {Xk }
is strongly mixing, so is {Yk } [20] (also when {Xk }
is not Markov). If the state space is finite and {Xk }
is ergodic, both {Xk } and {Yk } are uniformly mixing.
When {Yk } contains autoregression, the existence of
a (unique) stationary distribution of this process is a
much more difficult topic; see for example [10, 15,
33], and references therein.
We now turn to second order properties of an
HMM with finite state space {1, 2, . . . , r}. Let A =

(aij ) be the transition probability matrix of {Xk } and
assume it admits a unique stationary distribution π,
πA = π. Assume that {Xk } is stationary; then {Yk } is
stationary as well. With
 µi = E[Yn |Xn = i] the mean
}
is
E[Y
]
=
of
{Y
n
n
i , its variance is Var[Yn ] =
i πi µ
r
r
2
2
i=1 πi E[Yn |Xn = i] − ( i=1 πi µi ) and its covariance function is
Cov(Y0 , Yn ) =

r


E[Y0 Yn |X0 = i, Xn = j ]

i,j =1

× P (X0 = i, Xn = j ) − (E[Yn ])2
=

r


µi µj πi aij(n) − (E[Yn ])2 for n ≥ 1,

i,j =1

(1)
where aij(n) are the n-step transition probabilities. With
M = diag(µ1 , . . . , µr ) and 1 being the r × 1 vector
of all ones, we can write
Cov(Y0 , Yn ) = πMAn M1 − (πM1)2
= πM(An − 1π)M1

for

n ≥ 1. (2)

Since An → 1π at geometric rate, the covariance
decays geometrically fast as n → ∞.

Filtering and Smoothing: The
Forward–backward Algorithm
In models in which {Xk } has a physical meaning, it
is often of interest to reconstruct this unobservable
process, either on-line as data is collected (filtering)
or off-line afterwards (smoothing).
This can be accomplished by computing conditional probabilities like P(Xk = i|y1 , . . . , yn ) for n =
k or n > k, respectively; such probabilities are also
of intrinsic importance for parameter estimation.
Filtering can be done recursively in k while
smoothing is slightly more involved, but both can
be carried out with the so-called forward–backward
algorithm. To describe this algorithm, assume that
the state space is {1, 2, . . . , r}, that we have observed
y1 , . . . , yn and put
αk (i) = P(Xk = i, y1 , . . . , yk ),
βk (i) = P(yk+1 , yk+2 , . . . , yn |Xk = i)
for k = 1, . . . , n.

(3)
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In fact, these quantities are often not probabilities, but
rather a joint probability and density, and a density,
respectively, but we will use this simpler notation.
Then
αk (j ) =

r


3

Here αk and βk may be replaced by scaled versions
of these variables.

Maximum Likelihood Estimation and The
EM Algorithm

aij gj (yk )αk−1 (i)

i=1

with α1 (j ) = ρj gj (y1 ),
βk (i) =

r


(4)

aij gj (yk+1 )βk+1 (j )

j =1

with βn (i) = 1,

(5)

where ρ = (ρi ) is the initial distribution (the distribution of X1 ) and gi (y) is the conditional density or
probability mass function of Yk given Xk = i. Using
these relations, αk and βk may be computed forward
and backward in time, respectively.
As the recursions go along, αk and βk will grow or
decrease geometrically fast so that numerical over- or
underflow may occur even for moderate n. A common
remedy is to scale αk and βk , making them sum to
unity. The scaled forward recursion thus becomes
r


aij gj (yk )αk−1
(i)

αk (j ) =

i=1
r
r 


ai g (yk )αk−1
(i)

with

=1 i=1

α1 (j ) =

ρj gj (y1 )
r


.

(6)

ρ g (y1 )

=1

This recursion generates normalized (in i ) αk , whence
αk (i) = P (Xk = i|y1 , . . . , yk ). These are the filtered
probabilities, and (6) is an efficient way to compute
them.
To obtain smoothed probabilities we note that
P(Xk = i|y1 , . . . , yn ) ∝ P(Xk = i, y1 , . . . , yn )
= P(Xk = i, y1 , . . . , yk )P(yk+1 , . . . , yn |Xk = i)
= αk (i)βk (i),

(7)

where ‘∝’ means ‘proportionality in i ’. Hence
αk (i)βk (i)
P(Xk = i|y1 , . . . , yn ) = 
.
αk (j )βk (j )
j

(8)

Estimation of the parameters of an HMM from data
is in most cases carried out using maximum likelihood (ML). The parameter vector, θ say, typically
comprises the transition probabilities aij and parameters of the conditional densities gi (y). Variations exist
of course, for example, if the motion of the hidden
chain is restricted in that some aij are identically
zero.
rThe likelihood itself can be computed as
i=1 αn (i). The numerical problems with the
unscaled forward recursion makes this method
impracticable, but one may run the scaled recursion
(6) with ck denoting
its denominator to obtain the log
likelihood as nk=1 log ck (the dependence on θ is not
explicit in (6)). Standard numerical optimization procedures such as the Nelder–Mead downhill simplex
algorithm or a quasi-Newton or conjugate gradient
algorithm, could then be used for maximizing the
log-likelihood. Derivatives of the log-likelihood (not
required by the Nelder–Mead algorithm) can be computed recursively by differentiating (6) with respect
to θ, or be approximated numerically.
An alternative and an extremely common route
to computing ML estimates is the EM algorithm
[23]. This is an iterative algorithm for models
with missing data that generates a sequence of
estimates with increasing likelihoods. For HMMs,
the hidden Markov chain serves as missing data.
Abbreviate (X1 , . . . , Xn ) by Xn1 and so on, and
let log p(xn1 , yn1 ; θ) be the so-called complete loglikelihood. The central quantity of the EM algorithm
is the function Q(θ; θ  ) = Eθ [log p(Xn1 , yn1 ; θ  )|yn1 ],
computed in the E-step. The M-step maximizes this
function over θ  , taking a current estimate θ̂ into
an improved one θ̂  = arg maxθ  Q(θ̂ ; θ  ). Then θ̂ is
replaced by θ̂  and the procedure is repeated until
convergence.
The EM algorithm is particularly attractive when
all gi (y) belong to a common exponential family
of distributions and when θ comprises their parameters and the transition probabilities (or a subset
thereof). We outline some details when Yk |Xk = i ∼
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N(µi , σi2 ). The complete log-likelihood is then
log p(Xn1 , y1n ; θ  ) =

r


I {X1 = i} log ρi

i=1

+

r
r 


nij log aij

i=1 j =1

 ni
n
log(2π) −
log σi2
2
2
i=1
r

−
−

(2)
(1) 
r

Sy,i
− 2Sy,i
µi + ni µ2
i

2σi2

i=1

,

(9)

n

where nij = k=2 I {Xk−1 = i, Xk = j
} is the number of transitions from state i to j, ni = nk=1 I {Xk =
(q)
i} is the number of visits to state i, and Sy,i =
n
q
k=1 I {Xk = i}yk . The initial distribution ρ is often
treated as a separate parameter, and we will do so
here. Since (9) is linear in the unobserved quantities involving the hidden chain, maximization of its
expectation Q(θ̂ ; θ  ) given yn1 is simple and can be
done separately for each state i. The maximizer of
the M-step is
n̂ij
ρ̂i = Pθ̂ (X1 = i|yn1 ), âij = r
=1

µ̂i =

(1)
Ŝy,i

n̂i

, σ̂i2 =

n̂i

(2)
(1) 2
Ŝy,i
− n̂−1
i [Ŝy,i ]

n̂i

,

,

(10)

where n̂ij = Eθ̂ [nij |yn1 ] etc.; recall that θ̂ is the
current estimate. These conditional expectations may
be computed using the
 forward–backward variables.
For example, n̂i = nk=1 Pθ̂ (Xk = i|yn1 ), with these
probabilities being obtained in (8). Similarly,
αk−1 (i)âij βk (j )
,
u,v αk−1 (u)âuv βk (v)
(11)

Pθ̂ (Xk−1 = i, Xk = j |yn1 ) = 

q

q

and Eθ̂ [yk I {Xk = i}|yn1 ] = yk Pθ̂ (Xk = i|yn1 ); summation over k = 2, 3, . . . , n and k = 1, 2, . . . , n,
(q)
respectively, yield n̂ij and Ŝi,y . In these computations, including the forward–backward recursions,
the current parameter θ̂ should be used. If ρ is a
function of (aij ), such as the stationary distribution,
there is generally no closed-form expression for the
update of (aij ) in the M-step; numerical optimization
is then an option.

The (log)likelihood surface is generally multimodal, and any optimization method – standard or
the EM algorithm – may end up at a local maximum. A common way to fight this problem is to start
the optimization algorithm at several initial points on
a grid or chosen at random. Alternatively, one may
attempt globally convergent algorithms such as simulated annealing [1].
So far computational aspects of maximum likelihood estimation. On the theoretical side, it has been
established that, under certain conditions, the MLE
is strongly consistent, asymptotically normal at rate
n−1/2 , and efficient, and that the observed information
(the negative of the Hessian of the log-likelihood) is
a strongly consistent estimator of the Fisher information matrix [5, 16, 19]; these results also extend
to Markov-switching models [7]. Approximate confidence intervals and statistical tests can be constructed
from these asymptotic results.

Estimation of the Number of States
The number r of states of {Xk } may be given a priori,
but is often unknown and needs to be estimated.
Assuming that θ comprises all transition probabilities
aij plus parameters φi of the conditional densities gi ,
the spaces (r) of r-state parameters are nested in
the sense that for any parameter in (r) there is a
parameter in (r+1) , which is statistically equivalent
(yields the same distribution for {Yk }).
Testing (r) versus (r+1) by a likelihood ratio
test amounts to computing


(r+1)
(r)
2 log p(yn1 ; θ̂ML
) − log p(yn1 ; θ̂ML
) ,
(r)
where θ̂ML
is the MLE over (r) and so on. For
HMMs, because of lack of regularity, this statistic does not have the standard χ 2 distributional
limit. One may express the limit as the supremum
of a squared Gaussian random field, which may
sometimes lead to useful approximations based on
Monte Carlo simulations [11, 14]. An alternative is to
employ parametric bootstrap [22, 30]. The required
computational efforts are large, however, and even
testing 3 versus 4 states of the Markov chain may be
insurmountable.
Penalized likelihood criteria select the model
(r)
) − dr,n , where
order r that maximizes log p(yn1 ; θ̂ML
dr,n is a penalty term. Common choices are dr,n =
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dim (r) (Akaike information criteria, AIC) and
dr,n = (1/2)(log n)dim (r) (Bayesian information
criteria, BIC). The asymptotics of these procedures
is not fully understood, although it is known that
with a modified likelihood function they do not
underestimate r asymptotically [29]. A common
rule of thumb, however, says that AIC often
overestimates the model order while BIC tends to
be consistent.

Bayesian Estimation and Markov Chain
Monte Carlo
In Bayesian analysis of HMMs, one thinks of θ as
an unobserved random variable and equips it with
a prior distribution; as usual, it is most convenient
to assume conjugate priors. The conjugate prior of
the parameters φi is dictated by the choice of the gi ,
and the conjugate prior for the transition probability
matrix (aij ) is an independent Dirichlet distribution
on each row [26].
Even when conjugate priors are used, the resulting
posterior is much too complex to be dealt with
analytically, and one is confined to studying it
through simulation. Markov chain Monte Carlo
(MCMC) simulation is the most common tool for
this purpose and it is common to also include the
unobserved states Xn1 in the MCMC sampler state
space. If conjugate priors are used, the Gibbs sampler
is then usually straightforward to implement [26]. The
states Xn1 may be updated either sequentially in k, one
Xk at the time (local updating [26]), or for all k at
once as a stochastic process (global updating [27]).
The latter requires the use of the backward or forward
variables. MCMC samplers whose state space do not
include Xn1 may also be designed, cf. [6]. Usually,
θ must then be updated using Metropolis–Hastings
moves such as random walk proposals.
As a further generalization, one may put the problem of model order selection in a Bayesian framework. An appropriate MCMC sampling methodology
is then Green’s reversible jump MCMC. One then
also includes moves that may increase or decrease
the model order r, typically by adding/deleting or
splitting/merging states of {Xk } [6, 28].

Applications
To the author’s knowledge, there has so far been few
applications of Markov-switching models in the risk
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and actuarial areas. However, as noted above, HMMs
are close in spirit to the Markov-modulated models,
for example Markov-modulated Poisson processes
(MMPPs), which have become so popular as to go
beyond the Poisson process in risk modeling [4]. In
econometrics and finance on the other hand, applications of HMMs is a lively area of research. The paper
[13] on regime switches in GNP data started the activities, and comprehensive accounts of such models in
econometrics can be found in [18, 25]. Some examples from finance are [2, 3, 17, 32]. In these models,
it is typical to think of the hidden Markov chain as
‘the state of the economy’ or ‘the state of the market’. Sometimes the states are given more concrete
interpretations such as ‘recession’ and ‘expansion’.
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TOBIAS RYDÉN

Information Criteria
Akaike’s Information Criterion
A well studied and one of the most popular information criteria is Akaike’s information criterion [1].
It is constructed as an estimated expected value of
the Kullback–Leibler distance between the model
under consideration and the unknown data generating
process. Let g(·) be the true data-generating density
function and denote by f (·; θ) a model, consisting
of a family of densities with parameter vector θ.
The Kullback–Leibler distance between g and f is
defined as



g(x)
KL(g, f ) = g(x) log
dx. (1)
f (x; θ)
This quantity is not immediately available in practice,
since both the true density g as well as the parameter
value θ are unknown. In the first step, θ is replaced
by its maximum likelihood estimator θ̂, leading to
the estimated Kullback–Leibler distance



g(x)

KL(g, f ) = g(x) log
dx. (2)
f (x; θ̂ )
Since θ̂ is a random variable, the expected value of
the estimated Kullback–Leibler distance equals




g(x)

dx dy.
E{KL(g, f )} = g(y) g(x) log
f (x; θ̂ )
(3)
This expected value can be written as a difference of
two terms, the first term depends only on g and hence
is the same for all models under consideration. The
second term is an expected log density value, which
Akaike proposed to estimate by the maximized loglikelihood function of the data denoted by log L(θ̂).
For
n a set of n independent data, this is: log L(θ̂) =
i=1 log f (xi ; θ̂). The bias in this estimation step is
approximately equal to dim(θ), that is, the number of
components of the parameter vector θ. Finally, this
leads to the value of Akaike’s information criterion
(AIC) for the model f (·; θ).
AIC{f (·; θ)} = 2 log L(θ̂ ) − 2dim(θ).

(4)

For a selection between different models, say f1 (·;
θ1 ), . . . , fm (·; θm ), we construct an AIC value for

each of these models and select that model for which
the AIC value is the largest.
The criterion written in this way takes the form
of a penalized log-likelihood criterion. Sometimes
the negative of the AIC values above are presented,
which are then, consequently, minimized to select an
appropriate model.
For small samples, Hurvich and Tsai [5], proposed
a second-order bias adjustment leading to the corrected AIC value
2ndim(θ)
AICC {f (·; θ)} = 2 log L(θ̂) −
n − dim(θ) − 1
= AIC −

2dim(θ)(dim(θ) + 1)
. (5)
n − dim(θ) − 1

A different adjustment to the AIC value is proposed by Takeuchi [18]. Instead of the dimension of the parameter vector θ, here we use
the trace (sum of the diagonal elements) of
the matrix product J (θ)I −1 (θ) where J (θ) =
E[{(∂/∂θ) log L(θ)}{(∂/∂θ ) log L(θ)}t ] and I (θ) =
E{−(∂ 2 /∂θ∂θ t ) log L(θ)}. This leads to Takeuchi’s
information criterion.
TIC{f (·; θ)} = 2 log L(θ̂) − 2tr{J (θ̂)I−1 (θ̂)}. (6)
Note that in case f (·; θ) = g(·), the true data generating density, the matrices J (θ) and I (θ) are equal
and are called the Fisher information matrix, in which
case this criterion reduces to AIC. The computation
and estimation of these matrices, however, might not
be straightforward for all models.
Other extensions include a network information
criterion NIC [9, 11], and application to quasi-likelihood [6] and semiparametric and additive model
selection [16].
Applications of the AIC method abound. See, for
example [10, 15], in the context of multiple regression, and [8, 14] for time series applications. For
more examples and information, refer also to [2, 7].
It is important to note that knowledge of the true
density g is not required for the construction of the
AIC values and their derived versions.

Bayesian Information Criteria
The Bayesian information criterion penalizes with the
log of the sample size n times the number of parameters, which leads to the following definition [12, 13]
BIC{f (·; θ)} = 2 log L(θ̂ ) − log(n)dim(θ).

(7)
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This criterion originates from approximating the log
of the posterior probability of a model given the
data. If the true data generating model belongs to the
finite parameter family of models under investigation, the Bayesian information criterion consistently
selects the correct model, see [4] for a proof in exponential family models. If this assumption does not
hold, models selected by the Bayesian information
criterion will tend to underfit, that is, will use too
few parameters.
The deviance information criterion DIC [17] is
also based on Bayesian methods. In a Bayesian
setting, let f (x|θ) be the density of X, given the
parameter θ, and let h(x) be a fully specified function of the data, not depending on any unknown
quantities. For example, for exponential family densities with E(X) = µ(θ), we can define h(x) =
P (X = x|µ(θ) = x), see [17] for more examples.
The Bayesian deviance is defined as
D(θ) = −2 log{f (x|θ)} + 2 log{h(x)}.

(8)

Define a penalization term as the difference between
the posterior mean of the deviance D(θ) and the
deviance of the posterior mean θ, pD = D(θ) − D(θ ).
The deviance information criterion (DIC) now reads
DIC{f (·|θ)} = D(θ ) + 2pD .

such that f (x; θ) = f (x; θ, γ0 ). Typically, γ corresponds to coefficients of extra variables in the bigger
model. Let µ(θ, γ ) be the focus parameter of interest.
For example, the mean response at a given covariate value in a regression setting. The model selection
task is to determine which, if any, of the q parameters to include. Let S indicate a subset of {1, . . . , q}
and let πS be a projection matrix mapping a vector
(v1 , . . . , vq )t to the subvector πS v = vS of components vj with j ∈ S. In order to define the FIC,
partition the information matrix as follows, with I00
of dimension p × p,


I00 I01
I (θ, γ ) =
.
(10)
I10 I11
−1
−1
I01 )−1 and ω = I10 I00
(∂µ/
Let K = (I11 − I10 I00
∂θ) − (∂µ/∂γ ). For each index set S, define KS =
(πS K −1 πSt )−1 and HS = K −1/2 πSt KS πS K −1/2 . All of
these quantities are consistently estimated in the
biggest model. Together with the estimator δ̂ =
√
n(γ̂full − γ0 ), this leads to the definition of the
focused information criterion.

FIC{f (·; θ, γS )} = ω̂t (I − K̂ 1/2 ĤS K̂ −1/2 )
× δ̂ δ̂ t (I − K̂ 1/2 ĤS K̂ −1/2 )t ω̂
+ 2ω̂St K̂S ω̂S

(9)

= (ψ̂full − ψ̂S )2 + 2ω̂St K̂S ω̂S ,
(11)

This criterion needs to be minimized to find the model
selected by DIC.

The Focused Information Criterion
A model that is best to estimate a mean function
might be different from a model specifically constructed for variance estimation. The starting point
of the focused information criterion FIC [3] differs
from the classical viewpoint in that a best model may
depend on the parameter under focus. That is, we
should not expect that a single model could explain
all aspects of the data and at the same time predict all
types of future data points. The FIC is tailored to the
parameter singled out for interest, while other selection criteria provide us with a single model regardless
of the purpose of the model selection.
Generally, we start with a narrow model f (x; θ)
with a vector θ of length p. An extended model
f (y; θ, γ ) has an additional q-vector of parameters
γ , where γ = γ0 corresponds to the narrow model

writing ψ̂full = ω̂t δ̂ and ψ̂S = ω̂t K̂ 1/2 ĤS K̂ −1/2 δ̂. For
K̂ diagonal, the criterion simplifies to

2


ω̂j δ̂j  + 2
ω̂j2 K̂jj .
FIC{f (·; θ, γS )} = 
j ∈S
/

j ∈S

(12)
Since the construction of the focused information
criterion is based on a risk difference, the best model
selected by FIC is the one that minimizes the FIC
values. Examples and discussion can be found in [3].
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GERDA CLAESKENS

Kalman Filter, Reserving
Methods
The Kalman filter [4] is an estimation method associated with state space models. The data are viewed as
a time series, and this focuses attention on forecasting. Hence, when it is applied to claims reserving,
it emphasizes the forecasting nature of the problem.
A state space model consists of two equations. The
first relates the data to an underlying (unobservable)
state vector, and is called the ‘observation equation’.
The second is the ‘state equation’, and defines the
change in the distribution of the state vector over
time. Thus, the dynamics of the system are governed by the state vector and the state equation. The
observation equation then links the state vector to the
data. The Kalman filter was applied to time series by
Harrison and Stevens [3], in a Bayesian framework
(see Bayesian Statistics; Bayesian Claims Reserving). However, although it is possible, and sometimes very helpful to use a Bayesian approach, it is
not necessary.
In the actuarial literature, Kalman filtering methods have been applied to claims runoff triangles
by De Jong and Zehnwirth [1] and Verrall [7]. The
section ‘The Kalman Filter’ gives an introduction to
the Kalman filter. The section ‘Application to Claims
Reserving’ outlines how the Kalman filter has been
applied to claims reserving in those articles. Further
details may also be found in [6], while [2] provides a
summary of stochastic reserving, including methods
using the Kalman filter.

The Kalman Filter
The Kalman filter is an estimation method for a
state space system, which consists of an observation
equation and a system equation. This can be set
up in a number of different ways, and there are
also a number of different assumptions that can be
made. Here, we choose to make full distributional
assumptions for the random variables.
The observation equation is
Yt = Ft θt + et ,

(1)

where et has a multivariate normal distribution with
mean 0 and variance–covariance matrix Vt (see

Continuous Multivariate Distributions). These are
assumed to be serially independent. In many cases,
Yt may be a scalar, but it is also often a vector
whose length should be specified here. However, the
application to claims reserving requires the dimension of Yt to increase with t. For this reason, it is
not helpful here to go into the details of specifying the dimensions of all the vectors and matrices in
these equations.
The system equation is
θt+1 = Gt θt + Ht ut + wt ,

(2)

where ut has a multivariate normal distribution with
mean Ut and variance–covariance matrix Ut and wt
has a multivariate normal distribution with mean 0
and variance–covariance matrix Wt . Further, et , ut ,
wt are sequentially independent.
In these equations, θt is the state vector, and
the way it is related to the previous state vector
through the system equation governs the dynamics
of the system. ut is a stochastic input vector, which
allows for new information to enter the system. et
and wt are stochastic disturbances. The choices of the
matrices Ft , Gt and Ht are made when the system
is set up, and can accommodate various different
models.
The Kalman filter is a recursive estimation procedure for this situation. When we have observed
Dt−1 = (Y1 , Y2 , . . . , Yt−1 ), we estimate θt by θ̂t|t−1 =
E[θt |Dt−1 ]. Let Ct denote the variance–covariance
matrix of θ̂t+1|t . Then, conditional on Dt−1 , θt has a
multivariate normal distribution with mean θ̂t|t−1 and
variance–covariance matrix Ct .
Conditional on Dt , θt+1 has a multivariate normal
distribution with mean θ̂t+1|t and covariance matrix
Ct+1 , where
θ̂t+1|t = Gt θ̂t|t−1 + Ht ût + Kt (Yt − Ŷt )
Kt = Gt Ct Ft (Ft Ct Ft + Vt )−1
Ct+1 = Gt Ct Gt + Ht Ut Ht
− Gt Ct Ft (Ft Ct Ft + Vt )−1 Ft Ct Gt + Wt
Ŷt = Ft θ̂t|t−1 .
This defines a complete recursion, and we
return to the distribution of θt , replacing it
the new distribution for the state vector. The
data arrives, and we can again update the
vector.

may
with
new
state
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To start the process, a noninformative prior distribution can be used (in the Bayesian setting). In the
classical setting, an approach similar to that used in
time series can be taken. Either one may condition on
the first data point, or else the complete distribution
can be formed and an optimization procedure used to
estimate the parameters.

Application to Claims Reserving
Since the Kalman filter is a recursive estimation
method, we have to treat the claims data as a time
series. Without loss of generality, we consider a triangle of incremental claims data, {Yij : i = 1, 2, . . . , n;
j = 1, 2, . . . , n − i + 1}:
Y11

Y12

Y21
..
.

...
.
..

. . . Y1n
.
..

Yn1
These claims data arrive in the following order:


Y14

  Y13 
Y12
Y 
, Y22 ,  23  , . . .
Y11 ,
Y21
Y32
Y31
Y41
It can be seen that the data vector is of increasing
length, in contrast to the more usual format of time
series data. This means that all the matrices in the
state space system will increase in dimension with
time. Also, it is (usually) necessary to add new
parameters at each time point, because there is data
from a new row and column. This can be achieved
using the input vectors, ut .
De Jong and Zehnwirth [1] set up the state space
system as follows. The observation equation, (1), is
defined so that
 

b 
φt
0
... 0
1

 0 φt−1 . . . 0 
b

2
Ft = 
..
.  and θt =  ..  .
..
 ...
.
. .. 
.
bt
0
0
. . . φ1
(3)
Here, φt and bt are, in general, vectors, and the
prime denotes the transpose of a vector. The simplest
case is when φt and bt are scalars, relating to the
development year and accident year respectively. De

Jong and Zehnwirth define φt so that the runoff
shape is that of the well-known Hoerl curve. They
also consider more complex formulations. However,
it should be noted that this set up implies that the
runoff shape must be assumed to have some known
parametric form.
The vector bt relates to the accident year, and it is
this to which the smoothing procedures are applied.
This is similar to the situation in other approaches,
such as credibility theory and Bayesian methods,
which are most often set up so that the smoothing is
applied over the accident years. The simplest model
that De Jong and Zehnwirth consider is where the
accident year parameter follows a simple random
walk: bi = bi−1 + wi . From these equations, we can
deduce the system equation for the present model.
Whilst De Jong and Zehnwirth concentrate on
models related to the Hoerl curve, Verrall [7] considers the chain-ladder technique as a state space
model. This uses a linear modeling approach, and
assumes that the incremental claims are lognormally
distributed (see Continuous Parametric Distributions) with mean
µ + αi + βj .
(Note that this model can be parameterized in
different ways. In this case, constraints are used such
that α1 = β1 = 0, as in [7].)
This means that the logged incremental claims are
normally distributed, and the Kalman filter can be
applied. The similarity between this lognormal model
and the chain-ladder technique was investigated by
Kremer [5].
The observation equation, (1), in this case, is in the
following form (illustrated for the third data vector):


Y13
Y22
Y31




=

1 0
1 1
1 0

0
1
0

0
0
1


µ
1  α2 
 
0  β2  .
0  α3 
β3




(4)

The system equation can take a number of forms
depending on the model being applied. For example,
the Kalman filter can be used simply as a recursive
estimation procedure for the lognormal model by
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setting up the system equation as follows:
  



µ
0 0
1 0 0
 

 α2   0 1 0  µ
0 0
  

 u3,1

,
 β2  =  0 0 1  α2 +  0 0 
α  0 0 0 β
 1 0  u3,2
3
2
β3
0 1
0 0 0
(5)


u3,1
contains the distribution of the new
where
u3,2
parameters. This distribution can be a vague prior
distribution that would give the same estimates as
fitting the model in a nonrecursive way. Or a distribution could be used that allows information to be
entered about the likely value of the new parameters.
However, it is likely that the Kalman filter is used
in order to apply some smoothing over the accident
years. This can be achieved by using the following
system equation:
 
 

  
0
0
1 0 0
µ
 
0
0
 α2   0 1 0  µ
 
 

  
 β2  =  0 0 1  α2 +  0  u3 +  0  w3 ,
0
1
α  0 1 0 β
3

β3

approaches to be applied. All the time, the estimation is carried out using the Kalman filter. It should
be noted that the Kalman filter assumes a normal
error distribution, which implies a lognormal distribution for incremental claims here. This assumption
has sometimes not been found to be totally satisfactory in practice (e.g. see the discussion of lognormal
modeling in [2]). So far, the use of dynamic modeling with other distributions has not been explored
in claims reserving, although the use of modern
Bayesian modeling methods has begun to receive
more attention.
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where, again, u3 is the input for the new column parameter, β3 , and can be given a vague prior
distribution.
In this system equation, the new row parameter
is related to the parameter for the previous accident
year as follows:
α3 = α2 + w3 ,

(7)

where w3 is a stochastic disturbance term with mean
0 and variance reflecting how much smoothing is to
be applied.
It can be seen that there is considerable flexibility
in the state space system to allow different modeling
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Kalman Filter
The Kalman filter is simply an efficient algorithm for
finding and updating the estimated mean and variance
of the state in a state space model. It is not a model.
A state space model is a type of linear model that
can be written in a certain standard form, which we
describe below.
There are numerous generalizations and specializations of the Kalman filter, related to slightly different versions of the state space model. Additionally,
for a given model, the Kalman filter may be written
using more or fewer equations. Further, the notation
is not standardized – different symbols are regularly
used in expositions of the Kalman filter, often to
emphasize the similarities to other material relevant
to the application at hand. Consequently, the Kalman
filter may be presented in a variety of apparently
different ways, but the basic ideas are always the
same. A simple version of the state space model
and its corresponding Kalman filter are presented
here.
Updating estimates of means and variances dates
back at least to Gauss. Plackett [27] shows how to
update least squares models. For a simple example
of updating, consider a set of observations (possibly arriving over time), y1 , y2 , . . . , yn , and let mt
and vt be the sample mean and variance (with the
maximum-likelihood estimator divisor, n) of the data
up to time t. Then, for example, it is possible to
expand
mt = t −1 [(t − 1)mt−1 + yt ]


1
1
mt−1 + yt
= 1−
t
t
1
= mt−1 + (yt − mt−1 ).
t

(1)

hence


1
1
vt = 1 −
[vt−1 + (mt−1 − mt )2 ] + (yt − mt )2 .
t
t
(3)
Similar updates may be performed for the unbiased
version of the variance.
The Kalman filter originated with Kalman [14]
in 1960. However, in 1959, Swerling [31] had in
essence taken the same approach as Kalman, though
Kalman’s work went substantially further. More
surprisingly, in 1880, T.N. Thiele (who did work
in mathematics, statistics, astronomy, and actuarial science) proposed a model for a problem in
astronomical geodesy, consisting of a regression
term, a Brownian-motion term, and white noise,
and derived a recursive least-squares approach to
prediction under the model, largely anticipating the
Kalman–Bucy filter [15] (which applies to related
continuous-time problems). Thiele, however, was
only interested in updates of the variance estimates
insofar as required for the mean estimates. Thiele’s
work was translated (both in language and terminology) and discussed by Lauritzen [21], and was
reprinted as a chapter in [22].
The Kalman filter, which has been extended many
times since the 1960 paper, updates mean and variance estimates in a model where the parameters (or
more generally, the states) may change over time.
Anderson and Moore’s book [1] is a standard reference. Grewal and Andrews’ book [9] also gives
a useful discussion on many related topics. Meinhold and Singpurwalla’s paper [24] is a reasonably
good introduction to the Kalman filter. Harrison and
Stevens [12] discuss the relationship of the Kalman
filter to Bayesian forecasting.
A basic state space model can be written in the
following form:
yt = Xt ξt + et ;

(4)

The middle line above may be immediately recognized as a credibility formula; the final line is in
the form of an adjustment (update) to the previous
estimate, and is similar in form to the calculations
presented below. Similarly, a variance update (there
are several possible) may be found by considering the
following identity, which may be verified readily:

where

tvt − (t − 1)vt−1
= (t − 1)(mt−1 − mt )2 + (yt − mt )2 ;

The e’s and u’s are independent of their own earlier
values and are mutually independent.

(2)

ξt = Ft ξt−1 + ut ;

t = 1, 2, . . . , n,

E(et ) = 0;

Var(et ) = σt2

E(ut ) = 0;

Var(ut ) = Ut .

(5)

2

Kalman Filter

The first equation is called the observation equation. The variable yt is the observation. In applications, it is often a scalar, but may also be a vector. It
may help to think initially of yt as a scalar, since once
it is understood, the extension to the more general
case is not difficult to follow. The variable ξt is called
the state, which is generally a vector-valued quantity.
It is unobserved. The state equation relates the observations to the unknown state via the known Xt , which
relates observations to unobserved parameters (like a
design matrix in regression). The observation errors,
et , are unobserved. The mean of et is 0, and its variance (or in general, the variance–covariance matrix),
σt2 , is assumed as known. Note that in Eq. (4) above,
the equation relating observations to states is linear.
The second equation is called the state equation. It relates successive unobserved states in a
known way (via the matrix Ft ), but the states are
subject to unobserved ‘shocks’, ut with known variance–covariance matrix Ut . If the matrix Ft is not
square, the size of the state can change over time.
The unobserved states are generally (functions of) the
parameters in a model, and in many cases relevant
to actuarial work are simply the parameters themselves. The state equation is also linear. It is important
to watch the notation of a particular implementation
carefully – for example, where we have Ft above,
some authors will use a subscript of t − 1.
It is usual to take both et and ut to be normally
distributed. In this case, the Kalman filter can provide maximum likelihood estimates of the mean
and variance of the state. However, many authors,
beginning with Kalman, do not assume normality
but instead obtain the filter by restricting themselves
to linear estimators (which are optimal in the case
of normality).
The above state space model encompasses a wide
variety of well-known models, and with small modifications, can include many others. For example,
state space models have been constructed for spline
smoothing, for autoregressive and moving average
models, and for regression models, and have been
generalized to deal with distributions where the mean
and variance are related, such as in the case of
the Poisson. The Kalman filter has been used to
implement a variety of well-known actuarial models.
State space models are usually presented as time
series models. For example, autoregressive and even
ARIMA models (using a minor extension of the state
space model discussed here) and structural time series

models, (see [10, 11]) may be written as state space
models. Brockwell and Davis’ book [4] presents both
ARIMA and structural models as state space models
as well as giving a good overview of the Kalman filter
and related topics. However, it is important to note
that many non-time-series models may be written in
state space form. For example, the general linear
model is a special case of the state space model.
The Kalman filter may be used to estimate some
hierarchical linear models.
Let Yt = (y1 , y2 , . . . , yt ), that is Yt is all of the
data observed up to time t. Note that from Bayes theorem p(ξt |Yt ) ∝ p(yt |ξt , Yt−1 ) × p(ξt |Yt−1 ), where
p(.) represents density or probability functions as
appropriate. Consequently, estimation of ξt can be
updated (recursively estimated) from its predictive
distribution given the data up to time t − 1 with
the conditional probability distribution of the most
recent observation, yt . If distributions are Gaussian,
the mean and variance suffices to define the distribution, but even when this is not the case, from
Gauss–Markov theory, we may estimate the mean
and variance in such a recursive fashion and obtain
the best linear, unbiased estimates of them.
The Kalman filter is simply an algorithm for
updating estimates of the mean and variance of the
unobserved state ξt . What the state actually consists
of depends on the specific circumstances.
Let us adopt the following notation:
ξt|s = E(ξt |y1 , y2 , . . . , ys )

(6)

St|s = Var(ξt |y1 , y2 , . . . , ys ).

(7)

Then, the Kalman filter for the state space model
in Eqns. (4) and (5) may be written as follows:
ξt|t−1 = Ft ξt−1|t−1
St|t−1 =

Ft St−1|t−1 Ft

(8)
+ Ut

(9)

εt = yt − Xt ξt|t−1

(10)

Rt = Xt St|t−1 Xt + σt2

(11)

ξt|t = ξt|t−1 +

St|t−1 Xt Rt−1 εt

St|t = St|t−1 − St|t−1 Xt Rt−1 Xt St|t−1 .

(12)
(13)

Equations (8) and (9) are sometimes called prediction
equations, and (12) and (13) are called updating equations. The quantity εt is called the innovation, and Rt
is the innovation variance. The even-numbered steps
(Eqs. 8, 10, and 12) deal with the mean of the state
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(and involve the data), and the odd-numbered steps
(Eqs. 9, 11 and 13) deal with the variance of the
state. After beginning with initial ‘estimates’ ξ0|0 and
S0|0 , and running through the above algorithm on the
data y1 , y2 , . . . , yn , the final result will be estimates
of the mean and variance of the state at time n (i.e.
incorporating all of the data).
Often, these six steps are reduced (by substitution)
to a smaller number, but the filter is left in expanded
form here for ease of understanding, and to facilitate more efficient implementation in specific circumstances. The quantity St|t−1 Xt Rt−1 is called
the Kalman gain, often represented as Kt . It may
be considered as a kind of weighting on the information about the state in the new data. In many
implementations, it is calculated explicitly, since
St|t−1 Xt Rt−1 appears in both Eqs. (12) and (13)
above. Indeed, several repeated computations can be
avoided – for example Eqs. (11–13) above can be
replaced as follows:
st = St|t−1 Xt

(14)

Rt = Xt st + σt2

(15)

Kt =

st Rt−1

(16)

ξt|t = ξt|t−1 + Kt εt
St|t = St|t−1 −

Kt st .

(17)
(18)

Further, Xt and Ft often have a very simple form,
and it is common to take advantage of that structure
in particular implementations. Note that the varianceupdating steps (Eqs. 9, 11, and 13 in the Kalman filter
presented above) are completely unaffected by the
values of the observations themselves. In some applications, it is convenient to run through the variance
equations before processing the data, storing the parts
of that calculation that are subsequently required in
the equations for updating the state.
When yt is a scalar, the algorithm requires no
matrix inversion, though in practice, when Rt is a
matrix, one wouldn’t invert Rt anyway – it is possible
to solve for Kt , for example, via the Choleski decomposition, avoiding the numerically unstable computation of the inverse (though other approaches with still
better numerical stability may be used if required).
In fact, the variance equations, rather than updating
variance–covariance matrices, may be written so that
they update their Choleski decompositions directly.
This is sometimes called the square root Kalman
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filter. An early square root filter [28] was used in
navigation for the Apollo 11 program. An early survey of square root filters is in [16]. Kailath [13] gives
some simple derivations. Grewal and Andrews [9]
give a good discussion of the history of square
root filters, as well as a lengthy discussion of their
implementation.
It was stated earlier that the variance–covariance
matrix of the et , was assumed known. However,
in the case of independence (or other known correlation structure within et ), a common unknown
σ 2 can be taken out of each term of the variance
equations if Ut may be written with a factor of σ 2
in it, and it conveniently cancels out of the equations that update the state. The common σ 2 may
then be estimated subsequently, or with little extra
work, often simultaneously with the operation of the
Kalman filter.
Derivations of the Kalman filter equations may be
found in [8], and from a Bayesian standpoint in [7].
Zehnwirth [35] presents a generalization of the
Kalman filter for the situation where the observation variance depends on the state, which is useful
for dealing with non-Gaussian random variables. The
Kalman filter has also been extended in various ways
to deal with nonlinear models (e.g. the extended
Kalman filter, the unscented Kalman filter).
Example A simple but still useful example of a
state space model is the local level model. This is a
model where the mean at time t follows a random
walk, so the observations are effectively a random
walk with noise. For this model, exponential smoothing gives asymptotically optimal forecasts [26]. The
model may be written as follows:
yt = µt + et ;
µt = µt−1 + ut ;

(19)
t = 1, 2, . . . , n.

(20)

where et ∼ N (0, σ 2 ), ut ∼ N (0, τ 2 ), with both et and
ut independent over time and of each other.
This is a special case of the state space model
presented in Eqs. (4) and (5) above, with Xt = Ft =
1, ξt = µt , and Ut = τ 2 , so the Kalman filter takes a
simple form. In this case, the Kalman filter may be
written as
µt|t−1 = µt−1|t−1
St|t−1 = St−1|t−1 + τ

(21)
2

(22)
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εt = yt − µt|t−1

(23)

Rt = St|t−1 + σ 2

(24)

µt|t
St|t

εt
= µt|t−1 + St|t−1
Rt


St|t−1
= St|t−1 1 −
.
Rt

(25)
(26)

Indeed, the recursions may be simplified further, for
example, to
εt = yt − µt−1|t−1

(27)

St|t−1 = St−1|t−1 + τ 2

(28)

Rt = St|t−1 + σ

(29)

Kt =

2

St|t−1
Rt

(30)

µt|t = µt−1|t−1 + Kt εt

(31)

St|t = σ Kt .

(32)

2

If St|t is not itself required for each t, the recursions may be made simpler still. These recursions
yield (asymptotically) the same results as exponential
smoothing. Note that if τ 2 = 0, the model reduces to
the constant mean model, yt = µ + et .

Initial Values
The initial values of the mean and variance of
the state, ξ0|0 and S0|0 , may represent prior knowledge (which can be useful in credibility theory
and Bayesian statistics), they may be derived from
some assumption such as stationarity or homogeneity (such as when a process has run long enough
before the data was collected so that the effect of
the starting values has diminished), or they can be
made diffuse. Sufficiently large S0|0 may be effectively diffuse (‘numerically’ diffuse, though care
must be taken with this approach), or the Kalman
filter algorithm may be slightly modified to deal
explicitly with fully or partly diffuse initial conditions, where the variance–covariance matrix is split
into a sum of finite and diffuse (‘infinite’) parts,
and as information comes in about the states, the
corresponding pieces of the diffuse term of the covariance matrix become (and thereafter remain) zero.
For example, see [2, 3] or [18], or [6] for an alternate approach.

The innovation filter, which updates the inverse
of the variance–covariance matrix (as opposed to the
usual Kalman filter, the covariance filter), may also
be useful in the presence of diffuse initial conditions,
but it can break down in some circumstances, and
it is not always efficient (in the sense of sometimes
requiring more computation).

The Kalman Smoother
The Kalman filter gives estimates of the state and its
variance–covariance matrix at each time, t, using the
data up to time t. That is, the Kalman filter calculations produce ξt|t and St|t . In many circumstances,
interest centers only on the final values obtained by
the filter, ξn|n and Sn|n .
However, in some situations, it is useful to have
estimates of the mean and variance of the state
at all time periods, conditional on all of the data.
That is, it is sometimes desirable to obtain ξt|n and
St|n , t = 1, 2, . . . , n. In that circumstance the Kalman
smoother, a modification of the Kalman filter that
runs backward through the data after running the
ordinary Kalman filter going forward, may be used
to produce these estimates. Ansley and Kohn [2]
discuss its use in a time series application. Kohn
and Ansley [19] and de Jong [5] present a faster
approach to the classical smoother that avoids calculating inverses.

Missing Data
The Kalman filter deals with missing data in a graceful way. Indeed, there is no need to change the algorithm at all; you just omit the observation–equation
steps and later updating. That is, steps (10) and (11)
are skipped, and in place of steps (12) and (13)
the estimates of the state and its covariance matrix
at time t are obviously unchanged from what their
predictions were at time t − 1, since no further information was available at time t, that is, ξt|t = ξt|t−1 ,
and St|t = St|t−1 . It is possible to estimate the missing
data as well, for example, via the Kalman smoother.

Some Applications
Credibility theory is an area where the Kalman filter is widely used. Most of the common credibility

Kalman Filter
models can be formulated as hierarchical linear models and can be thought of quite naturally in a Bayesian
framework. Indeed, credibility estimators are linear
Bayes rules, and the usual Kalman filter is an efficient
way of implementing inhomogeneous linear Bayes
rules. Consequently, it is not at all surprising to discover that many credibility models may be estimated
using the Kalman filter. Indeed Sundt [29] discusses
the Kalman filter as a form of recursive credibility estimation.
Following the work of Mehra [23], de Jong, and
Zehnwirth [7] present three well-known credibility
models (the Bühlmann–Straub model, Hachemeister’s regression model, and Jewell’s hierarchical
model) in state space form and use Kalman filter
algorithms to obtain recursive forecasts of premiums
and their associated prediction errors. Sundt [30]
puts some more elaborate credibility models into the
Kalman framework.
Zehnwirth [34] considers recursive credibility
estimation from the viewpoint of linear filtering
theory, obtaining new general algorithms. Examples
of Kalman-type filters useful for non-Gaussian
variables are derived.
Klugman’s book [17] discusses Bayesian credibility and the use of the Kalman filter at length, and
gives several examples.
There have been attempts to make credibility less
affected by occasional, very large claims. Robust versions of the Kalman filter have been developed, for
example, see [25], and correspondingly, robust credibility using robust variants of the Kalman filter have
been implemented, for example, by Kremer [20].
Another actuarial application for the Kalman filter is loss reserving (see Kalman Filter, reserving
methods). De Jong and Zehnwirth [8] presented a
loss reserving application in 1983, with time-varying
parameters and parameter smoothing, with a general model using simple basis functions. Verrall [33]
implements a two-way cross-classification model,
(i.e. with the same parameterization for the mean
as the chain-ladder method) in state space form.
Taylor’s book [32] gives some discussion of loss
reserving applications of the Kalman filter, particularly relating to the use of credibility methods and
time-varying parameters.
The Kalman filter also has many applications
relevant to actuarial work in the areas of economics
(particularly econometrics) and finance.
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Life Insurance
Mathematics

Thus, the payments made in any small time interval
[t, t + dt) total

The Scope of This Survey

Payments are currently invested (contributions deposited and benefits withdrawn) into an account that
bears interest at rate r(t) at time t. The balance of the
company’s account at time t, called the retrospective
reserve, is the sum of all past and present payments
accumulated with interest,
 t t
r(s) ds
U(t) =
e τ
d(−B)(τ ),
(3)

Fetching its tools from a number of disciplines, actuarial science is defined by the direction of its applications rather than by the models and methods it makes
use of. However, there exists at least one stream of
actuarial science that presents problems and methods
sufficiently distinct to merit status as an independent
area of scientific inquiry – Life insurance mathematics. This is the area of applied mathematics that studies risk associated with life and pension insurance
and methods for management of such risk. Under this
strict definition, its models and methods are described
as they present themselves today, sustained by contemporary mathematics, statistics, and computation
technology. No attempt is made to survey its two millenniums of past history (see History of Actuarial
Science), its vast collection of techniques that were
needed before the advent of scientific computation,
or the countless details that arise from its practical implementation to a wide range of products in a
strictly regulated industry (see Insurance Regulation
and Supervision).

dB(t) = b(t) dt + B(t).

(2)

0−



t

where 0− = [0,t] . Upon differentiating this relationship, one obtains the dynamics
dU(t) = U(t)r(t) dt − dB(τ ),

(4)

showing how the balance increases with interest
earned on the current reserve and net payments into
the account.
The company’s discounted (strictly) future net
liability at time t is
 n τ
−
r(s) ds
V(t) =
e t
dB(τ ).
(5)
t

Its dynamics,

Basic Notions of Payments and Interest
In the general context of financial services, consider a
financial contract between a company and a customer.
The terms and conditions of the contract generate a
stream of payments, benefits from the company to
the customer less contributions from the customer
to the company. They are represented by a payment
function
B(t) = total amount paid in the time interval [0, t],
(1)
t ≥ 0, time being reckoned from the inception of the
policy. This function is taken to be right-continuous,
B(t) = limτ t B(τ ), with existing left-limits, B(t−)
= limτ t B(τ ). When different from 0, the jump
B(t) = B(t) − B(t−) represents a lump sum payment at time t. There may also be payments due
continuously at rate b(t) per time unit at any time t.

dV(t) = V(t)r(t) dt − dB(t),

(6)

shows how the debt increases with interest and
decreases with net redemption.

Valuation of Financial Contracts
At any time t the company has to provide a prospective reserve V (t) that adequately meets its future
obligations under the contract. If the future payments
and interest rates would be known at time t (e.g. a
fixed plan savings account in an economy with fixed
interest), then so would the present value in (5), and
an adequate reserve would be V (t) = V(t). For the
contract to be economically feasible, no party should
profit at the expense of the other, so the value of
the contributions must be equal to the value of the
benefits at the outset:
B(0) + V (0) = 0.

(7)
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If future payments and interest rates are uncertain
so that V(t) is unknown at time t, then reserving
must involve some principles beyond those of mere
accounting. A clear-cut case is when the payments
are derivatives (functions) of certain assets (securities) (see Derivative Securities), one of which is
a money account with interest rate r. Principles for
valuation of such contracts are delivered by modern financial mathematics; see, for example, [3]. We
will describe them briefly in lay terms. Suppose there
is a finite number of basic assets that can be traded
freely, in unlimited positive or negative amounts (taking long or short positions) and without transaction
costs. An investment portfolio is given by the number of shares held in each asset at any time. The size
and the composition of the portfolio may be dynamically changed through sales and purchases of shares.
The portfolio is said to be self-financing if, after its
initiation, every purchase of shares in some assets is
fully financed by selling shares in some other assets
(the portfolio is currently rebalanced, with no further
infusion or withdrawal of capital). A self-financing
portfolio is an arbitrage if the initial investment is
negative (the investor borrows the money) and the
value of the portfolio at some later time is nonnegative with probability one. A fundamental requirement
for a market to be functioning well is that it does not
admit arbitrage opportunities. A financial claim that
depends entirely on the prices of the basic securities
is called a financial derivative. Such a claim is said
to be attainable if it can be perfectly reproduced by a
self-financing portfolio. The no-arbitrage regime dictates that the price of a financial derivative must, at
any time, be the current value of the self-financing
portfolio that reproduces it. It turns out that the price
at time t of a stream of attainable derivative payments
B is of the form
V (t) = Ɛ̃[V(t)|Gt ],

(8)

where Ɛ̃ is the expected value under a so-called
equivalent martingale measure (see Esscher Transform) derived from the price processes of the basic
assets, and Gt represents all market events observed
up to and including time t. Again, the contract must
satisfy (7), which determines the initial investment
−B(0) needed to buy the self-financing portfolio.
The financial market is complete if every financial
derivative is attainable. If the market is not complete, there is no unique price for every derivative,

but any pricing principle obeying the no-arbitrage
requirement must be of the form (8).

Valuation of Life Insurance Contracts by
the Principle of Equivalence
Characteristic features of life insurance contracts are,
firstly, that the payments are contingent on uncertain
individual life history events (largely unrelated to
market events) and, secondly, that the contracts are
long term and binding to the insurer. Therefore,
there exists no liquid market for such contracts and
they cannot be valued by the mere principles of
accounting and finance described above. Pricing of
life insurance contracts and management of the risk
associated with them are the paramount issues of life
insurance mathematics.
The paradigm of traditional life insurance is the
so-called principle of equivalence, which is based on
the notion of risk diversification in a large portfolio
under the assumption that the future development of
interest rates and other relevant economic and demographic conditions are known. Consider a portfolio
of m contracts currently in force. Switching to calendar time, denote the payment function of contract No
future net liabili by B i and denote its discounted
 n −  τ r(s) ds
i
dB i (τ ). Let
ities at time t by V (t) = t e t
Ht represent the life history by time t (all individual life history events observed up to and includ2
i
ing time t) and introduce
ξi = 2Ɛ[V (t)|Ht ], σi =
ar[V i (t)|Ht ], and sm2 = m
σ
.
Assume
that
the
i=1 i
contracts are independent and that the portfolio grows
in a balanced manner such that sm2 goes to infinity without being dominated by any single term σi2 .
Then, by the central limit theorem, the standardized
sum of total discounted liabilities converges in law
to the standard normal distribution (see Continuous
Parametric Distributions) as the size of the portfolio
increases:
m

(V i (t) − ξi )
i=1

sm

L

−−−→ N (0, 1).

(9)

Suppose the company provides individual reserves
given by
V i (t) = ξi + σi2

(10)
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for some  > 0. Then
 
 m
m




i
i

V (t) −
V (t) > 0 Ht

i=1





= 



i=1

m


(V i (t) − ξi )

i=1

sm

 


 
 
< sm  Ht 
,
 



(11)

and it follows from (9) that the total reserve covers
the discounted liabilities with a (conditional) probability that tends to 1. Similarly, taking  < 0 in
(10), the total reserve covers discounted liabilities
with a probability that tends to 0. The benchmark
value  = 0 defines the actuarial principle of equivalence, which for an individual contract reads (drop
topscript i ):
 
 n  τ

−
r(s) ds
e t
dB(τ ) Ht . (12)
V (t) = Ɛ
t

In particular, for given benefits, the premiums should
be designed so as to satisfy (7).

Life and Pension Insurance Products
Consider a life insurance policy issued at time 0
for a finite term of n years. There is a finite set
of possible states of the policy, Z = {0, 1, . . . , J }, 0
being the initial state. Denote the state of the policy
at time t by Z(t). The uncertain course of policy
is modeled by taking Z to be a stochastic process. Regarded as a function from [0, n] to Z, Z is
assumed to be right-continuous, with a finite number of jumps, and commencing from Z(0) = 0. We
associate with the process Z the indicator processes
Ig and counting processes Ngh defined, respectively,
by Ig (t) = 1[Z(t) = g] (1 or 0 according to whether
the policy is in the state g or not, at time t) and
Ngh (t) = {τ ; Z(τ −) = g, Z(τ ) = h, τ ∈ (0, t]} (the
number of transitions from state g to state h(h  = g)
during the time interval (0, t]).
The payments B generated by an insurance policy
are typically of the form


Ig (t) dBg (t) +
bgh (t) dNgh (t), (13)
dB(t) =
g

g=h

3

where each Bg is a payment function specifying payments due during sojourns in state g (a general life
annuity), and each bgh specifying lump sum payments due upon transitions from state g to state h
(a general life assurance). When different from 0,
Bg (t) represents a lump sum (general life endowment (see Life Insurance)) payable in state g at time
t. Positive amounts represent benefits and negative
amounts represent premiums. In practice, premiums
are only of annuity type.
Figure 1 shows a flow-chart for a policy on a
single life with payments dependent only on survival
and death. We list the basic forms of benefits: An
n-year term insurance with sum insured 1 payable
immediately upon death, b01 (t) = 1[t ∈ (0, n)]; An
n-year life endowment with sum 1, B0 (n) = 1;
An n-year life annuity payable annually in arrears,
B0 (t) = 1, t = 1, . . . , n; An n-year life annuity
payable continuously at rate 1 per year, b0 (t) = 1[t ∈
(0, n)]; An (n − m)-year annuity deferred in m years
payable continuously at rate 1 per year, b0 (t) = 1[t ∈
(m, n)]. Thus, an n-year term insurance with sum
insured b against premium payable continuously at
rate c per year is given by dB(t) = b dN01 (t) −
cI0 (t) dt for 0 ≤ t < n and dB(t) = 0 for t ≥ n.
The flowchart in Figure 2 is apt to describe a
single-life policy with payments that may depend
on the state of health of the insured. For instance,
an n-year endowment insurance (a combined term
insurance and life endowment) with sum insured
b, against premium payable continuously at rate c
while active (waiver of premium during disability), is
given by dB(t) = b(dN02 (t) + dN12 (t)) − cI0 (t) dt,
0 ≤ t < n, dB(n) = b(I0 (n) + I1 (n)), dB(t) = 0 for
t > n.

0
Alive

1
Dead

Figure 1

A single-life policy with two states

4

Life Insurance Mathematics
0

The Markov Chain Model for the Policy
History

1
Active

Disabled

The breakthrough of stochastic processes in life
insurance mathematics was marked by Hoem’s 1969
paper [10], where the process Z was modeled as a
time-continuous Markov chain (see Markov Chains
and Markov Processes). The Markov property
means that the future course of the process is
independent of its past if the present state is known:
for 0 < t1 < · · · < tq and j1 , . . . , jq in Z,

2
Dead

Figure 2

A single-life policy with three states

[Z(tq ) = jq |Z(tp ) = jp , p = 1, . . . , q − 1]
= [Z(tq ) = jq |Z(tq−1 ) = jq−1 ].

The flowchart in Figure 3 is apt to describe a
multilife policy involving three lives called x, y,
and z. For instance, an n-year insurance with sum b
payable upon the death of the last survivor against
premium payable as long as all three are alive is
given by dB(t) = b(dN47 (t) + dN57 (t) + dN67 (t)) −
cI0 (t) dt, 0 ≤ t < n, dB(t) = 0 for t ≥ n.

It follows that the simple transition probabilities,
pgh (t, u) = [Z(u) = h|Z(t) = g],

xyz

2
†y z

4

3

x †z

5
††z

xy†

6
†y †

7
†††

Figure 3

(15)

determine the finite-dimensional marginal distributions through

0

1

(14)

A policy involving three lives x, y, z. An expired life is replaced by a dagger †

x††
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[Z(tp ) = jp , p = 1, . . . , q]
= p0j1 (0, t1 )pj1 j2 (t1 , t2 ) · · · pjq−1 jq (tq−1 , tq ),

(16)

hence they also determine the entire probability law
of the process Z. It is moreover assumed that, for
each pair of states g  = h and each time t, the limit
µgh (t) = lim
ut

pgh (t, u)
,
u−t

(17)

exists. It is called the intensity of transition from state
g to state h at time t. In other words,
pgh (t, u) = µgh (t) dt + o(dt),

(18)

where o(dt) denotes a term such that o(dt)/dt → 0 as
dt → 0. The intensities, being one-dimensional and
easy to interpret as ‘instantaneous conditional probabilities of transition per time unit’, are the basic
entities in the probability model. They determine the
simple transition probabilities uniquely as solutions to
sets of differential equations. The Kolmogorov backward differential equations for the pjg (t, u), seen as
functions of t ∈ [0, u] for fixed g and u, are

∂
µj k (t)(pkg (t, u) − pjg (t, u)),
pjg (t, u) = −
∂t
k;k=j
(19)
with side conditions pgg (u, u) = 1 and pjg (u, u) = 0
for j  = g. The Kolmogorov forward equations for the
pgj (s, t), seen as functions of t ∈ [s, n] for fixed g
and s, are

∂
pgi (s, t)µij (t) dt
pgj (s, t) =
∂t
i;i=j
− pgj (s, t)µj (t) dt,

(20)

with obvious side conditions at t = s. The forward equations are sometimes the more convenient
because, for any fixed t, the functions pgj (s, t),
j = 0, . . . , J , are probabilities of disjoint events and
therefore sum to 1. A technique for obtaining such
differential equations is sketched in next section.
A differential equation for the sojourn probability,
pgg (t, u) = [Z(τ ) = g, τ ∈ (t, u]|Z(t) = g], (21)
is easily put up and solved to give
u
−
µ (s) ds
,
pgg (t, u) = e t g


where µg (t) = h,h=g µgh (t) is the total intensity of
transition out of state g at time t.
To see that the intensities govern the probability
law of the process Z, consider a fully specified path
of Z, starting form the initial state g0 = 0 at time
t0 = 0, sojourning there until time t1 , making a transition from g0 to g1 in [t1 , t1 + dt1 ), sojourning there
until time t2 , making a transition from g1 to g2 in
[t2 , t2 + dt2 ), and so on until making its final transition from gq−2 to gq−1 in [tq−1 , tq−1 + dtq−1 ), and
sojourning there until time tq = n. The probability of
this elementary event is a product of sojourn probabilities and infinitesimal transition probabilities, hence
a function only of the intensities:
 t1
 t2
−
µg (s) ds
−
µg (s) ds
µg0 g1 (t1 ) dt1 e t1 1
µg1 g2 (t2 )
e t0 0
 tq
−

µgq−1 (s) ds

× dt2 · · · e tq−1
 tp
q−1
q 
ln µgp−1 gp (tp )−
µ
(s) ds
h;h=gp−1 tp−1 gp−1 h
p=1
p=1
=e
× dt1 . . . dtq−1 .

Actuarial Analysis of Standard Insurance
Products
The bulk of existing life insurance mathematics deals
with the situation in which the functions Bg and bgh
depend only on the life history of the individual(s)
covered under the policy. We will be referring to
such products as standard. Moreover, interest rates
and intensities of transition are assumed to be deterministic (known at time 0).
We consider first simple products with payments
dBg (t) and bgh (t) depending only on the policy duration t (as the notation indicates). Then, with ‘memoryless’ payments and policy process (the Markov
assumption), the reserve in (12) is a function of the
time t and the current policy state Z(t) only. Therefore, we need only determine the statewise reserves


 n  τ

−
r(s) ds
e t
dB(τ ) Z(t) = j . (24)
Vj (t) = Ɛ
t

Inserting (13) into (24) and using the obvious relationships

Ɛ[Ig (τ )|Z(t) = j ] = pjg (t, τ ),
(22)

(23)

Ɛ[dNgh (τ )|Z(t) = j ] = pjg (t, τ )µgh (τ ) dτ,

(25)
(26)
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we obtain



n

Vj (t) =

e

−

τ
t

r(s) ds

t



pjg (t, τ )

g


× dBg (τ ) +




µgh (τ )bgh (τ ) dτ  .

Vj (t) = (1 − µj (t)dt)(bj (t) dt

h;h=g

(27)
It is an almost universal principle in continuous-time
stochastic processes theory that conditional expected
values of functions of the future, given the past, are
solutions to certain differential equations. More often
than not, these are needed to construct the solution.
Therefore, the theory of differential equations and
numerical methods for solving them are part and
parcel of stochastic processes and their applications.
The statewise reserves Vj satisfy the first-order
ordinary differential equations (ODE)
d
Vj (t) = r(t)Vj (t) − bj (t)
dt

µj k (t)(bj k (t) + Vk (t) − Vj (t)),
−

(28)

k;k=j

valid at all times t where the coefficients r, µj k , bj ,
and bj k are continuous and there are no lump sum
annuity payments. The ultimo conditions
Vj (n−) = Bj (n),

(29)

j = 1, . . . , J , follow from the very definition of the
reserve. Likewise, at times t where annuity lump
sums are due,
Vj (t−) = Bj (t) + Vj (t).

(30)

The equations (28) are so-called backward differential equations since the solution is to be computed
backwards starting from (29).
The differential equations can be derived in various ways. We will sketch a simple heuristic method
called direct backward construction, which works
because of the piecewise deterministic behavior of
the Markov chain. Split the expression on the right
of (5) into
V(t) = dB(t) + e−r(t) dt V(t + dt)

With probability 1 − µj (t) dt the policy stays in
state j and, conditional on this, dB(t) = bj (t) dt and
the expected value of V(t + dt) is Vj (t + dt). With
probability µj k (t) dt the policy moves to state k and,
conditional on this, dB(t) = bj k (t) and the expected
value of V(t + dt) is Vk (t + dt). One gathers

(31)

(suppressing a negligible term o(dt)) and condition
on what happens in the time interval (t, t + dt].

+ e−r(t) dt Vj (t + dt)) +



µj k (t) dt (bj k (t)

k;k=j

+ e−r(t) dt Vk (t + dt)) + o(dt).

(32)

Rearranging, dividing by dt, and letting dt → 0, one
arrives at (28).
In the single-life model sketched in Figure 1, consider an endowment insurance with sum b against
premium at level rate c under constant interest rate r.
The differential equation for V0 is
d
V0 (t) = rV0 (t) + c − µ(t)(b − V0 (t)),
dt

(33)

subject to V0 (n−) = b. This is Thiele’s differential
equation discovered in 1875.
The expression on the right of (28) shows how the
reserve, seen as a debt, increases with interest (first
term) and decreases with redemption of annuity type
in the current state (second term) and of lump sum
type upon transition to other states (third term). The
quantity
Rj k = bj k (t) + Vk (t) − Vj (t)

(34)

appearing in the third term is called the sum at risk
in respect of transition from state j to state k at
time t since it is the amount credited to the insured’s
account upon such a transition: the lump sum payable
immediately plus the adjustment of the reserve. This
sum multiplied with the rate µj k (t) is a rate of
expected payments.
Solving (28) with respect to −bj (t), which can
be seen as a premium (rate), shows that the premium consists of a savings premium (d/dt)Vj (t) −
r(t)Vj (t) needed to maintain the reserve (the increase
of the reserve
less the interest it earns) and a risk pre
mium
k;k=j µj k (t)(bj k (t) + Vk (t) − Vj (t)) needed
to cover risk due to transitions.
The differential equations (28) are as transparent
as the defining integral expressions (27) themselves,
but there are other and more important reasons why
they are useful.
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Firstly, the easiest (and often the only) way of
computing the values of the reserves is by solving the differential equations numerically (e.g. by
some finite difference method). The coefficients in
the equations are precisely the elemental functions
that are specified in the model and in the contract. Thus, all values of the statewise reserves are
obtained in one run. The integrals (27) might be
computed numerically, but that would require separate computation of the transition probabilities as
functions of τ for each given t. In general, the transition probabilities are themselves compound quantities
that can only be obtained as solutions to differential
equations.
Secondly, the differential equations are indispensable constructive tools when more complicated products are considered. For instance, if the life endowment contract behind (33) is modified such that 50%
of the reserve is paid out upon death in addition
to the sum insured, then its differential equation
becomes
d
V0 (t) = rV0 (t) + c − µ(t)(b − 0.5V0 (t)), (35)
dt
which is just as easy as (33).
Another point in case is administration expenses
that are treated as benefits and covered by charging the policyholder an extra premium in accordance
with the equivalence principle. Such expenses may
incur upon the inception of the policy (included in
B0 (0)), as annuity type payments (included in the
bg (t)), and in connection with payments of death and
endowment benefits (included in the bgh (t) and the
Bg (t)). In particular, expenses related to the company’s investment operations are typically allocated
to the individual policies on a pro rata basis, in proportion to their individual reserves. Thus, for our
generic policy, there is a cost element running at rate
γ (t)Vj (t) at time t in state j. Subtracting this term on
the right-hand side of (28) creates no difficulty and,
virtually, is just to the effect of reducing the interest
rate r(t).
The noncentral conditional moments
(q)

Vj (t) = Ɛ[V(t)q |Z(t) = j ],

(36)

q = 1, 2, . . ., do not in general possess explicit, integral expressions. They are, however, solutions to the
backward differential equations,

7

d (q)
(q)
V (t) = (qr(t) + µj (t))Vj (t)
dt j

(q−1)
(t) −
µj k (t)
− qbj (t)Vj
k;k=j

q 
(q−p)
(t),
×
(bj k (t))p Vk
p
q

(37)

p=0

(q)

subject to the conditions Vj (n−) = Bj (n)q (plus
joining conditions at times with annuity lump sums).
The backward argument goes as for the reserves, only
with a few more details to attend to, starting from
V(t)q = (dB(t) + e−r(t) dt V(t + dt))q−p
q  

q
dB(t)q e−r(t) dt (q−p)
=
p
p=0

× V(t + dt)q−p .

(38)

Higher-order moments shed light on the risk associated with the portfolio. Recalling (9) and using the
notation from the section, ‘Valuation of Life Insurance Contracts by the Principle of Equivalence’, a
solvency margin approximately equal to the upper
ε-fractile in the distribution of thediscounted outstanding net liability is given by m
i=1 ξi + c1−ε sm ,
where c1−ε is the upper ε-fractile of the standard
normal distribution. More refined estimates of the
fractiles of the total liability can be obtained by
involving three or more moments.

Path-dependent Payments and
Semi-Markov Models
The technical matters in the previous two sections
become more involved if the contractual payments
or the transition intensities depend on the past life
history. We will consider examples where they may
depend on the sojourn time S(t) that has elapsed since
entry into the current state, henceforth called the state
duration. Thus, if Z(t) = j and S(t−) = s at policy
duration t, the transition intensities and payments
are of the form µj k (s, t), bj (s, t), and bj k (s, t). To
ease exposition, we disregard intermediate lump sum
annuities, but allow terminal endowments Bj (s, n)
at time n. The statewise reserve will now be a
function of the form Vj (s, t).
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In simple situations (e.g. no possibility of return to
previously visited states), one may still work out integral expressions for probabilities and reserves (they
will be multiple integrals). The differential equation
approach always works, however. The relationship
(32) modifies to
Vj (s, t) = (1 − µj (s, t) dt)(bj (s, t) dt
+ e−r(t) dt Vj (s + dt, t + dt))

+
µj k (s, t) dt (bj k (s, t)
k;k=j

+ Vk (0, t)) + o(dt),

(39)

from which one obtains the first-order partial differential equations
∂
∂
Vj (s, t) = r(t)Vj (s, t) − Vj (s, t) − bj (s, t)
∂t
∂s

µj k (s, t)(bj k (s, t) + Vk (0, t) − Vj (s, t)),
−
k;k=j

(40)
subject to the conditions
Vj (s, n−) = Bj (s, n).

(41)

We give two examples of payments dependent on
state duration. In the framework of the disability
model in Figure 2, an n-year disability annuity (see
Disability Insurance) payable at rate 1 only after a
qualifying period of q, is given by b1 (s, t) = 1[q <
s < t < n]. In the framework of the three-lives model
sketched in Figure 3, an n-year term insurance of 1
payable upon the death of y if z is still alive and x
is dead and has been so for at least q years, is given
by b14 (s, t) = 1[q < s < t < n].
Probability models with intensities dependent on
state duration are known as semi-Markov models. A
case of support to their relevance is the disability
model in Figure 2. If there are various forms of disability, then the state duration may carry information
about the severity of the disability and hence about
prospects of longevity (see Decrement Analysis) and
recovery.

substantial variations in interest, mortality, and other
economic and demographic conditions affecting the
economic result of the portfolio. The rigid conditions
of the standard contract leave no room for the
insurer to meet adverse developments of such
conditions; he cannot cancel contracts that are in
force and also cannot reduce their benefits or raise
their premiums. Therefore, with standard insurance
products, there is associated a risk that cannot be
diversified by increasing the size of the portfolio. The
limit operation leading to (12) was made under the
assumption of fixed interest. In an extended setup,
with random economic and demographic factors,
this amounts to conditioning on Gn , the economic
and demographic development over the term of the
contract. Instead of (12), one gets
 n  τ

−
r(s) ds
(42)
e t
dB(τ )|Ht , Gn .
V (t) = Ɛ
t

At time t only Gt is known, so (42) is not a feasible
reserve. In particular, the equivalence principle (7),
recast as
 n  τ

−
r(s) ds
0
e
dB(τ )|Gn = 0, (43)
B0 (0) + Ɛ
0

is also infeasible since benefits and premiums are
fixed at time 0 when Gn cannot be anticipated.
The traditional way of managing the nondiversifiable risk is to charge premiums sufficiently high to
cover, on the average in the portfolio, the contractual benefits under all likely economic–demographic
scenarios. The systematic surpluses (see Surplus in
Life and Pension Insurance) that (most likely) will
be generated by such prudently calculated premiums
belong to the insured and are paid back in arrears
as the history Gt unfolds. Such contracts are called
participating policies or with-profit contracts (see
Participating Business).
The repayments, called dividends or bonus, are
represented by a payment function D. They should be
controlled in such a manner as to ultimately restore
equivalence when the full history is known at time n:
 n  τ
−
r(s) ds
B0 (0) + Ɛ
e 0
(dB(τ )
0

Managing Nondiversifiable Risk for
Standard Insurance Products
Life insurance policies are typically long-term
contracts, with time horizons wide enough to see


+ dD(τ ))| Gn = 0.

(44)

A common way of designing the prudent premium
plan is to calculate premiums and reserves on a
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so-called technical basis with interest rate r ∗ and
transition intensities µ∗j k that represent a worst-case
scenario. Equipping all technical quantities with an
asterisk, we denote the corresponding reserves by Vj∗ ,
the sums at risk by Rj∗k etc. The surplus generated by
time t is, quite naturally, defined as the excess of
the factual retrospective reserve over the contractual
prospective reserve,
S(t) = U(t) −

J


Ij Vj∗ (t).

(45)

j =0

Upon differentiating this expression, using (4),
(13),
 (28), and the obvious relationship dIj (t) =
k;k=j (dNkj (t) − dNj k (t)), one obtains after some
rearrangement that
dS(t) = S(t)r(t) dt + dC(t) + dM(t),

dC(t) =

J


Ij (t)cj (t) dt,

(47)

j =0

cj (t) = (r(t) − r ∗ )Vj∗ (t)

+
Rj∗k (t)(µ∗j k (t) − µj k (t)),

(48)

k;k=j

dM(t) = −



basis was not sufficiently prudent) and/or dividends
were paid out prematurely. Designing the dividend
plan D is therefore a major issue, and it can be
seen as a problem in optimal stochastic control
theory. For a general account of the point process
version of this theory, see [5]. Various schemes used
in practice are described in [15]. The simplest (and
least cautious one) is the so-called contribution plan,
whereby surpluses are repaid currently as they arise:
D = C.
The much discussed issue of guaranteed interest
(see Options and Guarantees in Life Insurance)
takes a clear form in the framework of the present
theory. Focusing on interest, suppose the technical
intensities µ∗j k are the same as the factual µj k so
that the surplus emerges only from the excess of the
factual interest rate r(t) over the technical rate r ∗

(46)

where

∗
dC(t) = (r(t) − r ∗ )VZ(t)
(t) dt.

The right-hand side of (46) displays the dynamics of
the surplus. The first term is the interest earned on the
current surplus. The last term, given by (49), is purely
erratic and represents the policy’s instantaneous random deviation from the expected development. The
second term, given by (47), is the systematic contribution to surplus, and (48) shows how it decomposes
into gains due to prudent assumptions about interest
and transition intensities in each state.
One may show that (44) is equivalent to
 
 n  τ

−
r(s) ds
Ɛ
e 0
(dC(τ ) − dD(τ )) Gn = 0, (50)
0

which says that, on the average over the portfolio, all
surpluses are to be repaid as dividends.
The dividend payments D are controlled by the
insurer. Since negative dividends are not allowed, it is
possible that (50) cannot be ultimately attained if the
contributions to surplus turn negative (the technical

(51)

Under the contribution plan, dD(t) must be set to
0 if dC(t) < 0, and the insurer will therefore have
to cover the negative contributions dC − (t) = (r ∗ −
∗
(t) dt. Averaging out the life history ranr(t))+ VZ(t)
domness, the discounted value of these claims is


n

e

−

τ
0

r(s) ds

(r ∗ − r(τ ))+

0

Rj∗k (dNj k (t) − Ij (t)µj k (t) dt). (49)

j =k
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J

j =0

p0j (0, τ )Vj∗ (τ ) dτ.
(52)

Mobilizing the principles of arbitrage pricing theory set out in the section ‘Valuation of Financial
Contracts’, we conclude that the interest guarantee
inherent in the present scheme has a market price,
which is the expected value of (52) under the equivalent martingale measure. Charging a down premium
equal to this price at time 0 would eliminate the
downside risk of the contribution plan without violating the format of the with-profit scheme.

Unit-linked Insurance
The dividends D redistributed to holders of standard
with-profit contracts can be seen as a way of adapting the benefits payments to the development of the
nondiversifiable risk factors of Gt , 0 < t ≤ n. Alternatively one could specify in the very terms of the
contract that the payments will depend, not only on
life history events, but also on the development of
interest, mortality, and other economic–demographic
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conditions. One such approach is the unit-linked contract (see Unit-linked Business), which relates the
benefits to the performance of the insurer’s investment portfolio. To keep things simple, let the interest
rate r(t) be the only uncertain nondiversifiable factor.
A straightforward way of eliminating the interest rate
risk is to let the payment function under the contract
be of the form
t
r(s) ds
dB 0 (t),
(53)
dB(t) = e 0
where B 0 is a baseline payment function dependent
only on the life history. This means that all payments,
premiums and benefits, are index-regulated with the
value of a unit of the investment portfolio. Inserting this into (43), assuming that life history events
and market events are independent, the equivalence
requirement becomes
 n

dB 0 (τ ) = 0.
(54)
B00 (0) + Ɛ

practice (see Pensions). Defined benefits means literally that only the benefits are specified in the contract,
either in nominal figures as in the with-profit contract
or in units of some index. A commonly used index is
the salary (final or average) of the insured. In that case
also the contributions (premiums) are usually linked
to the salary (typically a certain percentage of the
annual income). Risk management of such a scheme
is a matter of designing the rule for collection of contributions. Unless the future benefits can be precisely
predicted or reproduced by dynamic investment portfolios, defined benefits leave the insurer with a major
nondiversifiable risk. Defined benefits are gradually
being replaced with their opposite, defined contributions, with only premiums specified in the contract.
This scheme has much in common with the traditional with-profit scheme, but leaves more flexibility
to the insurer as benefits do not come with a minimum
guarantee.

0

This requirement does not involve the future interest rates and can be met by setting an equivalence
baseline premium level at time 0.
Perfect unit-linked products of the form (53) are
not offered in practice. Typically, only the sum
insured (of e.g. a term insurance or a life endowment)
is index-regulated while the premiums are not. Moreover, the contract usually comes with a guarantee that
the sum insured will not be less than a certain nominal amount. Averaging out over the life histories, the
payments become purely financial derivatives, and
pricing goes by the principles for valuation of financial contracts. If random life history events are kept
as a part of the model, one faces a pricing problem in
an incomplete market. This problem was formulated
and solved in [13] in the framework of the theory of
risk minimization [7].

Defined Benefits and Defined
Contributions
With-profit and unit-linked contracts are just two
ways of adapting benefits to the long-term development of nondiversifiable risk factors. The former does
not include the adaptation rule in the terms of the contract, whereas the latter does. We mention two other
archetypal insurance schemes that are widely used in

Securitization
Generally speaking, any introduction of new securities in a market helps to complete it. Securitization
means creating tradable securities that may serve to
make nontraded claims attainable. This device, well
known and widely used in the commodities markets,
was introduced in non-life insurance in the 1990s,
when exchanges and insurance corporations launched
various forms of insurance derivatives aimed to
transfer catastrophe risk to the financial markets (see
Catastrophe Derivatives). Securitization of nondiversifiable risk in life insurance, for example through
bonds with coupons related to mortality experience, is
conceivable. If successful, it would open new opportunities of financial management of life insurance risk
by the principles for valuation of financial contracts.
A work in this spirit is [16], where market attitudes
are modeled for all forms of risk associated with a
life insurance portfolio, leading to market values for
reserves.

Statistical Inference
The theory of inference in point process models is
a well developed area of statistical science, see for
example [1]. We will just indicate how it applies
to the Markov chain model and only consider the
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parametric case where the intensities are of the form
µgh (t; θ) with θ some finite-dimensional parameter.
The likelihood function for an individual policy is
obtained upon inserting the observed policy history
(the processes Ig and Ngh ) in (23) and dropping
the dti ;



(ln µgh (τ ) dNgh (τ )
= exp
g=h



− µgh (τ )Ig (τ ) dτ ) .

(55)

The integral ranges over the period of observation.
In this context, the time parameter t will typically be
the age of the insured.
The total likelihood for the observations from a
portfolio of m independent risks is the product of
the individual likelihoods and, therefore, of the
 samei
form as (55), with Ig and Ngh replaced by m
i=1 Ig

i
and m
N
.
The
maximum
likelihood
estimator
i=1 gh
θ̂ of the parameter vector θ is obtained as the solution
to the likelihood equations


∂
= 0.
(56)
ln 
∂θ
θ=θ̂
Under regularity conditions, θ̂ is asymptotically normally distributed with mean θ and a variance matrix
that is the inverse of the information matrix


∂2
Ɛθ −
ln
.
∂θ∂θ
This result forms the basis for construction of tests
and confidence intervals.
A technique that is specifically actuarial, starts
from the provisional assumption that the intensities
are piecewise constant, for example µgh (t) = µgh;j
for t ∈ [j − 1, j ), and that the µgh;j are functionally
unrelated and thus constitute the entries in θ. The
maximum likelihoood estimators are then the socalled occurrence-exposure rates

µ̂gh;j =

j

m


11

which are empirical counterparts to the intensities. A
second stage in the procedure consists in fitting parametric functions to the occurrence-exposure rates by
some technique of (usually nonlinear) regression. In
actuarial terminology, this is called analytic graduation (see Decrement Analysis; Survival Analysis).

A Remark on Notions of Reserves
Retrospective and prospective reserves were defined
in [14] as conditional expected values of U(t) and
V(t), respectively, given some information Ht available at time t. The notions of reserves used here
conform with that definition, taking Ht to be the
full information Ht . While the definition of the
prospective reserve never was a matter of dispute in
life insurance mathematics, there exists an alternative notion of retrospective reserve, which we shall
describe. Under the hypothesis of deterministic interest, the principle of equivalence (7) can be recast
as
Ɛ[U(t)] = Ɛ[V(t)].
(58)
In the single life model this reduces to Ɛ[U(t)] =
p00 (0, t)V0 (t), hence
V0 (t) =

Ɛ[U(t)]
.
p00 (0, t)

(59)

This expression, expounded as ‘the fund per
survivor’, was traditionally called the retrospective
reserve. A more descriptive name would be the
retrospective formula for the prospective reserve
(under the principle of equivalence). For a multistate
policy, (58) assumes the form

Ɛ[U(t)] =
p0g (0, t)Vg (t).
(60)
g

As this is only one constraint on J functions, (58)
alone does not provide a nonambiguous notion of
statewise retrospective reserves.

A View to the Literature
i
dNgh
(τ )

j −1 i=1
 j 
m
j −1 i=1

,
Igi dτ

(57)

In this brief survey of contemporary life insurance
mathematics no space has been left to the wealth of
techniques that now have mainly historical interest,
and no attempt has been made to trace the origins
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of modern ideas and results. References to the literature are selected accordingly, their purpose being
to add details to the picture drawn here with broad
strokes of the brush. A key reference on the early history of life insurance mathematics is [9] (see History
of Actuarial Science). Textbooks covering classical insurance mathematics are [2, 4, 6, 8, 12]. An
account of counting processes and martingale techniques in life insurance mathematics can be compiled
from [11, 15].
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Life Table Data,
Combining
Overview
Combining information contained in multiple data
sets is the focus of a growing literature entitled
‘meta-analysis’ [8]. Meta-analytic methods focus on
combining the summary statistics from similar studies to determine the persistence of certain effects
across studies. As illustrated in Brockett et al. [6]
many situations arise in which data are similar in
their underlying focus, but not in their tabulation or
summary statistics. In these cases, ‘lining up’ the data
tabulations to combine is a difficult task. Often some
of the cells have no counts at all from one data set
because of the life table format. In more extreme situations, the data to be combined includes histograms,
the plot of a fitted curve, and expert opinion. Combining such information requires a methodology founded
on acceptable principles rather than simply an ad hoc
technique. This article is based on the premise that the
actuary or analyst who wishes to combine data life
tables is willing to build a statistical model and construct the combined life table from this fitted model.
Increasingly, combined life tables are not simply constructed from the company’s experience on
blocks of business from, say, two different geographical regions, but from a variety of sources including
related blocks of business, analyses from specialized
epidemiological studies, cross sectional survey data,
long-term follow up studies, summaries from studies across the insurance industry, and government
data gathered on the general population. Publications
such as the Society of Actuaries’ Record, or Medical Risks [14] or Medical Selection of Life Risks [5]
derive their value from the fact that actuaries will
price product, perform valuations, or make general
risk assessments by explicitly or implicitly combining
these data with other data.
An outline of this article is as follows. In the
section ‘Preliminaries’, we provide notation and delineate assumptions. In the next section, we discuss
direct combination of life tables. In the section ‘The
Statistical Model’, we give a detailed look at a particular method that may be useful. In the section
‘Fitting the Model’, we present an example. In the
final section, we briefly comment about other methods currently available.

Preliminaries
To facilitate the use of assumptions and the steps
necessary to combine life table data, we will use the
following notation.
i = index for age. Age can be in any variety of
units and need not represent units of equal
length. i = 1, . . . , I .
j = index for outcome. The two obvious outcomes are live or die. However, the index
may be expanded to include onset of risk
factors such as cardiac event, decrement to
another status such as retirement, or cause
specific mortality such as death by cancer.
j = 1, . . . , J .
k = index for the different life tables. Though
one may initially view k as simply a numerical name for delineating each life table, k
may be a multiple index capturing salient
features of each life table, such as male
smokers, female smokers, non smokers, etc.
In these cases the index k would be a multiple index, say k = (k1 , k2 , k3 ) where k1
indexes gender, k2 indexes smoking status
and k3 enumerates the individual life tables
for each smoking status and gender combination. k = 1, . . . , K.
nij k = counts in the cell defined by the indexes
i, j , k. Note that if each of the life tables
has been standardized to a fixed radix,
the entries will have to be adjusted, as
described in the Appendix, before the individual entries can be used as nij k values.
These are the entries in the life tables for
various ages (i), outcomes (j ), and life
tables (k). These counts represent the data
to be combined.
mij k = expected value of the nij k counts. This is
the theoretical value of the number in age
group i in status j and life table k.
Xi = matrix of known constants that describe the
risk factors, decrements, and characteristics
for age group i.
βj = vector of unknown parameters relating constants Xi to decrement risks for cause j .
When we sum across an index we denote the total
with a plus, ‘+’, in the place of the summed index.
For example, ni+k is the total number of individuals
in age group i in life table k. The ‘+’ indicates that
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we have added those who survive, those who died,
and any other decrements of this age group of this
life table.
Assumption 1
analysis.

The ni+k are assumed fixed in the

Although life tables are commonly presented so
that each l(x + 1) represents survivors from l(x), we
do not assume that here. For example, we might use
the actual or approximate exposures by age, not infrequently reported in the typical insured-lives table.
The marginal count totals that are assumed fixed
influence the type of statistical model to be fit. The
ni+k represent the total number of individuals who
enter age group i alive in life table k. Not fixing these
margins will mean that the model we fit will include
modeling the population size across age groups. The
primary objective here, however, is to estimate decrement probabilities for each specific age group by
combining data from several life tables.
Under assumption 1 we define the cell probabilities as
mij k
.
(1)
πij k =
ni+k
It will be convenient to represent the observed
counts nij k , the expectations mij k , and the probabilities πij k in vector notation as follows:
n T = (n111 , n211 . . . nij 1 , n121 . . . nI J K )

Table 1

Two hypothetical life tables

Age
(x)

Number alive
at beginning
of age interval
(lx )

k=1
0
1
2
3
k=2
0
1
2
3

Number
dying during
age interval
(dx )

Number
surviving
interval
(lx+1 )

500
470
320
220

(n1+1 )
(n2+1 )
(n3+1 )
(n4+1 )

30
150
100
120

(n121 )
(n221 )
(n321 )
(n421 )

470
320
220
100

(n111 )
(n211 )
(n311 )
(n411 )

700
620
520
300

(n1+2 )
(n2+2 )
(n3+2 )
(n4+2 )

80
100
220
150

(n122 )
(n222 )
(n322 )
(n422 )

620
520
300
150

(n112 )
(n212 )
(n312 )
(n412 )

by choosing a radix such as lo = 100 000. Though
standardized life tables facilitate calculation of curtate commutation functions and actuarial functions,
such a life table format can be deceptive when combining life tables. Life tables must be set up such
that the counts for each age group represent the level
of uncertainty in the actual experience recorded. For
example, if the mortality pattern for age (1) is based
on the outcome of 1000 individuals, putting this result
in a standardized life table with l1 , the number beginning age interval (1), as, say, 95 000, misrepresents
the level of accuracy vis-a-vis statistical modeling
methodology. A method of ‘unstandardizing’ a life
table prior to modeling is in the Appendix.

˜

m T = (m111 , m211 . . . mi11 , m121 . . . mI J K )
˜

π T = (π111 , π211 . . . πi11 , π121 . . . πI J K )
In this notation, the superscript “T” means the
vector is transposed. Hence all vectors defined above
are column vectors.
To fix ideas and illustrate the notation, consider the
simple life tables given in Table 1. The columns are
labeled according to standard demographic notation.
Below each life table entry is the notation in parenthesis as defined above. Here, there are only two life
tables so k = 1 or 2. The index for age is i = 1, 2, 3,
or 4 and j = 1 or 2 indicating the number surviving
or the number dying.
Before combining data from two or more life
tables, it is important to use ‘raw data counts’. This
means that the original numbers living and dying
are used. Actuarial life tables are often standardized

Combining Life Tables Directly
The most straightforward method of combining data
is simply adding the counts in each of the columns
corresponding to the number alive, lx+1 , and the
counts of the number who die, dx , for each time
period. The probabilities of death for each row, representing a period of time, are then calculated from new
totals and a new life table is constructed from these
probabilities using standard methods with a fixed
radix chosen to standardize the counts. If the actuary wishes to weigh one life table more than another,
she/he simply increases the ‘number’ of observations
of the more important life table relative to the other
life table and adjusts each of the columns accordingly
before adding the individual columns together.
Though the method of simply adding counts
(referred to here as combining life tables directly)
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is easy to implement, it requires some assumptions
about the data. There are a variety of other methods
for combining data, each of which entails a specific
set of restrictive assumptions contained in a statistical
model. The simplest such model is that the various
cell probabilities πij k are equal for all values of i and
j for the tables indexed by k. That is, the probability
of decrement of each type by age group is the same
across life tables.
Put in symbols,
πij k = πij k 

(2)

for all i and j for tables indexed by k and k  . For
combining multiple tables, Equation (2) must hold for
all tables (i.e. all values of k and k  ). Although this
assumption is easy to check it is often not true.
An alternative assumption regards odds ratios [1].
Explicitly, one may combine life tables indexed by k
and k  by adding counts from these two life tables if
θ(i)j kk  =

πij k πij +1k 
=1
πij +1k πij k 

(3)

for all i, and for j = 1, . . ., J − 1. This assumption
is less restrictive in general data tables since it is
easier
to satisfy than Equation (2). However, since

j πij k = 1 in our case, (2) and (3) are equivalent.
Though seemingly more involved here, Equation (3)
is more natural to check with the statistical methods
used here. Note also that Equation (3) (or (2)) may
hold only for subsets of life tables. In other words,
it may happen that one or more subsets of life tables
may be combined.
If Equation (3) (or (2)) does not hold, then the
life tables cannot in general be combined by simply
adding up the cell counts.
Two questions rise from the quest for a direct combination of life tables. First, how does one check to
see if Equation (3) holds? This will entail a statistical hypothesis. Second, if Equation (3) does not hold,
what can be done in the sense of combining information? Both these questions can be answered by
constructing a more sophisticated statistical model.

The Statistical Model
A statistical model allows information from multiple
life tables to be used together, often resulting in a
gain in accuracy. Models entail making assumptions
about life table entries in the form of restrictions
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or constraints. For example, to combine life tables
directly (by simply adding counts in each cell) we
assumed either Equation (2) or Equation (3) held.
These equations restrict the values of πij k . Here,
we assume that the constraints are represented by
modeling m as
(4)
m = eXβ
where β is a vector of unknown parameters and X
is a matrix of known constants {Xc }. This is the
traditional log-linear model formulation of Bishop,
Fienberg, and Holland [3]. The notation eXβ refers
to taking the exponential of each entry in Xβ,
component-wise, and placing it in a vector of the
same length as Xβ.
Equation (4) may be rewritten as
Xβ = log(m)

(5)

where log (m) is a vector obtained by taking the
natural logarithm of each entry of m. In essence,
Equation (5) says that the unknown parameters β are
linear combinations of the logarithms of the expected
counts. If we choose the matrix X to be full rank, each
of the elements in β can be explicitly expressed using
β = X−1 log(m),

(6)

where X−1 is the inverse of X. And if we have chosen
well, we will have the ability to test (3) or some other
hypothesis.
To illustrate how this model applies to combining
data, consider a single age group, i. Suppose we wish
to combine two life tables in which the outcome of
each individual in this age group is either live or die,
j = 1 or 2. In this case, the counts can be represented
as a 2 × 2 life table of counts of individuals by
mortality outcome (live or die) and by life table k = 1
or 2. A generic life table is given in Table 2. In this
life table, the nij k , k = 1, 2, j = 1, 2, i fixed, are the
observed counts of individuals, ni+k and nij + are the
column and row totals respectively. In this life table,
we suppress the fixed index i for age group. We
Table 2 A generic life table to clarify
notations
Survival
Yes
No
Table 1
n11
n21
n+1
2
n12
n22
n+2
n1+
n2+

4

Life Table Data, Combining

model the expected counts of nj k using Equation (4)
with the X matrix. We may choose any X matrix. If
we choose X given by


1 1
1
1
1  1 1 −1 −1 
X= 

4 1 −1 1 −1
1 −1 −1 1
then the inverse of this matrix is simply


1 1
1
1
 1 1 −1 −1 
X−1 = 

1 −1 1 −1
1 −1 −1 1
This value of X−1 indicates that β1 , the first
entry in β is the sum of the entries of log(m), that
is, by multiplying out in Equation (6) we get β1 =
log(m11 ) + log(m21 ) + log(m12 ) + log(m22 ). Similarly, β2 = log(m11 ) + log(m21 ) − log(m12 ) − log
(m22 ). The fourth term, β4 = log(m11 ) − log(m21 ) −
log(m12 ) + log(m22 ) represents the logarithm of θ
in (3). Consequently, if β4 is zero, then from Equation (3) we can conclude that the two life tables
can be combined by simply adding up the individual
counts for this age group.
In general, then, a statistical test of the hypothesis
H0 : β4 = 0, will also give a statistical evaluation of
whether or not the data from these two life tables can
be combined by simply adding entries. To combine
entries for each age group i, i = 1 . . . , I , β4 parameters for each i must be zero. In the next section, we
describe how to test this hypothesis.

Fitting the Model
To determine if our sample data from Table 2 can
be combined by just adding the entries, we first test
H0 : β4 = 0. We will perform this test for Age zero.
The 2 × 2 life table for this test is shown in Table 3.
We use the X−1 matrix described above. Since
this is a fully saturated model, the estimate for β̂4
Table 3 2 × 2 life table, for
example, data at age = 0
Survival
Yes
No
Table 1
470
30
2
620
80

is log(470) − log(30) − log(620) + log(80) = 0.704.
Using the maximum likelihood method described
in [17], it is possible to show the standard error of that
estimate is 0.223. Applying the log-linear methodology described in [3] yields a chi-square statistic
of 9.99 on one degree of freedom for a p-value of
0.0016. Thus, we reject the notion that β4 = 0 for
this age group and that implies that it is inappropriate to combine these life tables by adding cell counts
for this age group.
Having concluded that direct combination of the
two life tables in Table 1 is inappropriate, we now
give details of combination based on a more complicated model using the example data given in Table 2.
We store the observed counts in a vector n that has
dimension 16 × 1 since there are 16 data points. The
data can be stored in any order, but the order you
choose determines what the X−1 looks like. We put
the data from Table 1 first, with the number alive in
the first age group followed by the number dead in
the first age group, followed by the number alive in
the second age group, and so on. Thus, nT looks like
nT = (470, 30, 320, 150, 220, 100, 100, 120, 620,
80, 520, 100, 300, 220, 150, 150).
We then build the X−1 matrix as follows. There are
16 rows in the matrix. The first row is a row of ‘1 s’
or the intercept. The next row indicates that life table
effect and has 8 ‘1 s’ followed by ‘8 − 1 s’. The next
three rows are to model the effect of age. We like to
use orthogonal polynomials to model age effects. Since
there are four levels of age, we can model a linear, a
quadratic, and a cubic effect. We also need to model
a status effect (live or die). This is accomplished with
a row that includes 8 pairs of ‘1 – 1’. All interactions
between the main effects must also be modeled, and this
is most easily accomplished by element multiplication
of the main effect degrees of freedom. For clarity, we
show the entire X−1 matrix in Table 4. We invert the
X−1 to produce the design matrix.
In this example, since alive-or-dead status is a constrained total, we really have a bivariate measure on 8
cells. That is, if we think of the cells as the proportion
of alive and dead in each setting, we are constrained
that those proportions must add to 1. We are limited
by that constraint to focus on the degrees of freedom

1
1
−0.67
0.5
−0.22
−0.67
0.5
−0.22
1
1
−0.67
0.5
−0.22
−0.67
0.5
−0.22

1
1
−0.67
0.5
−0.22
−0.67
0.5
−0.22
−1
−1
0.67
−0.5
0.22
0.67
−0.5
0.22

The 16 × 16 X−1 matrix

Int
Table
Age-lin
Age-quad
Age-cubic
Tab.age-lin
Tab.age-quad
Tab.age-cubic
Status
St.tab
St.Age-lin
St.Age-quad
St.Age-cubic.
St.tab.age-lin
St.tab.aqe
St.tab.age-cubic

Table 4
1
1
−0.22
−0.5
0.67
−0.22
−0.5
0.67
1
1
−0.22
−0.5
0.67
−0.22
−0.5
0.67

1
1
−0.22
−0.5
0.67
−0.22
−0.5
0.67
−1
−1
0.22
0.5
−0.67
0.22
0.5
−0.67

1
1
0.22
−0.5
−0.67
0.22
−0.5
−0.67
1
1
0.22
−0.5
−0.67
0.22
−0.5
−0.67

1
1
0.22
−0.5
−0.67
0.22
−0.5
−0.67
−1
−1
−0.22
0.5
0.67
−0.22
0.5
0.67

1
1
0.67
0.5
0.22
0.67
0.5
0.22
1
1
0.67
0.5
0.22
0.67
0.5
0.22

1
1
0.67
0.5
0.22
0.67
0.5
0.22
−1
−1
−0.67
−0.5
−0.22
−0.67
−0.5
−0.22

1
−1
−0.67
0.5
−0.22
0.67
−0.5
0.22
1
−1
−0.67
0.5
−0.22
0.67
−0.5
0.22

1
−1
−0.67
0.5
−0.22
0.67
−0.5
0.22
−1
1
0.67
−0.5
0.22
−0.67
0.5
−0.22

1
−1
−0.22
−0.5
0.67
0.22
0.5
−0.67
1
−1
−0.22
−0.5
0.67
0.22
0.5
−0.67

1
−1
−0.22
−0.5
0.22
0.22
0.5
−0.67
−1
1
0.22
0.5
−0.67
−0.22
−0.5
0.67

1
−1
0.22
−0.5
−0.22
−0.22
0.5
0.67
1
−1
0.22
−0.5
−0.67
−0.22
0.5
0.67

1
−1
0.22
−0.5
−0.22
−0.22
0.5
0.67
−1
1
−0.22
0.5
0.67
0.22
−0.5
−0.67

1
−1
0.67
0.5
−0.67
−0.67
−0.5
−0.22
1
−1
0.67
0.5
0.22
−0.67
−0.5
−0.22

1
−1
0.67
0.5
−0.67
−0.67
−0.5
−0.22
−1
1
−0.67
−0.5
−0.22
0.67
0.5
0.22
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associated with the main effect for status and all interactions involving status. These account for 8 degrees
of freedom. All the degrees of freedom are estimable
in this example since data are present in each cell.
In this case, with data present in every cell, β̂ =
X−1 log(n). The output for this fully saturated model
is given below.
Source

Beta

Status
St.table
St.age-linear
St.age-quad
St.age-cubic
St.tab.age-lin
St.tab.age-quad
St.tab.age-cubic

S.E. Chi-square P -value

8.12
0.109
−3.63
0.556
−0.237
−0.288
0.467
−1.117

0.354
0.354
0.197
0.177
0.155
0.197
0.177
0.155

526.1
0.095
340.7
9.86
2.34
2.14
6.96
52.1

0
0.759
0
0.002
0.126
0.143
0.008
0

This analysis shows a clear linear and quadratic
age effect, while the main effect for life table is not
significant.
Since we have 8 degrees of freedom and 8 cells
(the 8 proportions alive) of data, this model will
exactly duplicate the proportions. It is sometimes
reasonable to fit a further reduced model. In this case,
we may choose to fit a model with only the 3 degrees
of freedom for status, status by age-linear, and status
by age-quadratic. We fit this model by removing the
columns of X−1 corresponding to the rows of the
removed parameters of X. The following estimates
result as given below.
Source

Beta

status
7.82
St.age-lin
−3.49
St.age-quad
0.514

S.E.

Chi-square

0.334
0.181
0.167

549
371
9.52

P -value
0
0
0.002

This reduced model will not fit the proportions
exactly, but yields the point estimates for the proportions alive in each life table shown in Table 5.
As may be seen, the reduced model still predicts the
proportions quite well.
So how does one combine life tables? In the
reduced model just described, note that there is no
parameter associated with ‘life table’. In other words,
the fit described in Table 5, in effect, combines the
information across the two life tables. If this fit
is adequate then one has a combined life table.

Table 5 Actual and predicted number surviving interval
for each life table using the reduced model
Age
k=1
0
1
2
3
k=2
0
1
2
3

Actual number
surviving interval

Predicted number
surviving interval

470
321
220
100

453.5
364.3
196.2
106.5

620
520
300
150

634.9
480.5
318.8
145.2

Often, when constructing a parsimonious model the
resulting ‘reduced’ model will include one or more
parameters associated with ‘life table’. In this case,
the combined life table is formulated by specifying
an explicit value for the ‘life table’ parameter and
then fitting the model. For example, if ‘status by
life table’ interaction had been included in the above
reduced model in addition to the other three factors,
we would produce two life tables, one for the life
table value of ‘1’ for the first life table and ‘−1’ for
the second life table according to how we represented
the different life tables in the matrix X. Both of
the resulting life tables will represent information
‘combined’ across life tables while maintaining the
significant differences observed in the life tables. For
a more complete discussion of this paradigm see [7].

Other Models
Combining tables directly requires that the user
assume that Equation (2) (or (3)) holds. This is the
simplest statistical model to form. When (2) does
not hold, a more involved statistical model must
be used to combine data. In an earlier section we
have illustrated a statistical model based on the loglinear model given by Equation (4) and estimated
the parameters of this model using maximum likelihood techniques. One may wish to estimate the
parameters of the model using a weighted leastsquares approach [11, 12] or an information theoretic
approach [13]. These variations are based on fundamentally the same model of the table probabilities but
the statistical fitting of the data to the model is altered.
In addition, however, there are several alternatives
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that one may pursue in developing a different probability model. These can be broken into at least three
different families of models.
Rather than representing cell probabilities by the
exponential form given in Equation (4), there are
several alternatives. One of the most common is to
assume that the cell probabilities are represented by a
logistic model [1, 9]. In this case, the assumption that
the cell probabilities are nonnegative and between
zero and unity is easily satisfied. There is a large literature on the use of logistic models. A simple model
for the probabilities is to model cell probabilities as
linear [11]. This model is simple to fit using readily
available software. However, the requirement that the
cell probabilities be bounded between zero and unity
is not automatically satisfied and can bring in additional difficulties. A more sophisticated and difficult
model for modeling cell probabilities is the grade of
membership (GoM) model [15]. This model is useful
when the number of concomitant variables is large.
Fitting this model is computationally very involved,
though the model does provide a great degree of flexibility in modeling individual heterogeneity.
A second class of probability models entails
assuming a prior distribution of some type on the
life tables and/or the cell probabilities. In this case,
the ‘fitted model’ is the posterior distribution of
the cell probabilities [2]. The different tables to be
combined represent different realizations of the prior
distributions or the hyperpriors of these distributions.
Combining information is effected by determining
this posterior distribution. Theoretical aspects of this
method of developing a probability model have been
around for literally centuries. However, methods of
determining the posterior and using this posterior for
prediction has seen considerable success recently and
promises to be an active area of research in the next
decades.
The third class of probability models derives from
recognizing the mortality process results in a continuous random variable, time to death or time to
transition to a different status, and then selecting and
fitting a density function for this random variable
using the discrete life table data [4]. In this case,
the combined life table is reconstructed from the
joint density function constructed using data from
the multiple tables. Tenenbein et al. [16] present a
family of survival models of use in this approach.
The flexibility of this approach is that the vast literature in survival models can be applied including Cox
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regression, frailty models and so forth [10]. Brockett et al. [6] present a maximum entropy method of
determining a density function from the curtate data,
even when the recording intervals for the life table
misalign.

Appendix
Adjusting Standardized Life Tables
Traditionally, actuarial life tables represent the experience of multiple carriers over a period of time. The
probability of death determined from such experience is estimated with a high level of accuracy. Until
recently, the fact that there was uncertainty in these
estimates was ignored. The practice of standardizing the life table to a fixed radix, say l0 = 100 000,
worked to further obscure any concept of uncertainty
in estimated decrement probabilities. Though actuaries, in practice, folded in contingency reserves or
even biased a mortality life table to more accurately
represent the expected mortality experience of a block
of business, such adjustments were informal. By this
we mean that such adjustments were not based on
the axiomatic development of equations to capture
various types of uncertainty.
When combining life table data, it is important
that a concept of uncertainty in the observed entries
be formally maintained. To do this, we examine the
number of individuals in each age group of the life
table separately. We also do not require that the
number surviving age group i be equal to the number
entering age group i + 1. The purpose here is to
replace the life table counts for each age group with
a ‘raw data’ equivalent count. If the life table data
consists of actual observed counts from an experience
study or epidemiological study, then the data are
already the raw data equivalent.
Suppose the life table has been standardized to a
fixed radix l0 . For age group i in life table, k, let Pik
be the tabulated probability of survival to age group
i + 1. Let a and b, a < Pik < b, be two numbers
such that one is reasonably confident that the true
probability of survival is between a and b. Calculate
r1ik and r2ik where
r1ik =

4Pik (1 − Pik )
(Pik − a)2

(7)

r2ik =

4Pik (1 − Pik )
(b − Pik )2

(8)
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Set r0ik to be the smaller of r1ik and r2ik . Then the
raw data equivalent of a standardized count nij k is

nij k
n̂ij k = r0ik
(9)
ni+k
Note that the square brackets indicate that the term
inside is to be rounded down to the nearest integer to
the expression. The resulting n̂ij k are used to replace
the nij k in the standardized life table.
When the data are gathered from a histogram or
graphical representation of survival experience, the
above technique can be used to determine raw data
equivalents for combining with other sources. Similarly, expert opinion might be elicited from otherwise
unobtainable data. The expert will usually provide
overall decrement rates π̂ij k . Given reasonable values
of a and b for each i, raw data equivalents can be
obtained by replacing π̂ij k with the ratio (nij k /ni+k )
in Equation (9).
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and the density function
fx (t) = Fx (t) =

Probabilistic and Deterministic
Approaches
The idea behind the life table is simple: the effect
of mortality gradually depleting a population can be
set out in a table as the number of persons alive
at each age, out of a group of persons known to
be alive at some initial age. From this tabulation,
many useful functions can be derived. The life table
can be presented either as a probabilistic or as a
deterministic model of mortality. The probabilistic
approach assumes that the future lifetime of any
individual is a random variable; hence, there is a
certain probability of dying in each time period and
the number of deaths at each age (last birthday) is
therefore also a random variable. The deterministic
approach, in contrast to the probabilistic approach,
assumes, as known, exactly how many persons will
die at each age. The link between the deterministic
approach and the probabilistic approach is through
expected values.

A Probabilistic Model of Future Lifetimes
The probabilistic approach assumes that the future
lifetime of an individual person aged x is a random
variable. (Note: random variables are shown in bold.)
The basic quantity is T0 , a random variable representing the length of the future lifetime of a person
aged exactly 0. It is assumed T0 has a continuous
distribution with a (cumulative) distribution function
F0 (t) and a density function f0 (t). The probability
of dying before age t is denoted by t q0 and by definition, this is the same as F0 (t) = P [T0 ≤ t]. The
probability of being alive at age t is denoted by t p0
and this is clearly equal to 1 − t q0 = 1 − F0 (t). This
is also denoted S0 (t) and is often called the survival
function [1, 2, 4].
We extend this notation to any age x, defining Tx
to be a random variable representing the length of
the future lifetime of a person aged exactly x. Tx
has a continuous distribution with the (cumulative)
distribution function Fx (t) defined by
Fx (t) = P [Tx ≤ t] = P [T0 ≤ x + t|T0 > x]
=

F0 (x + t) − F0 (x)
1 − F0 (x)

(1)

f0 (x + t)
.
1 − F0 (x)

(2)

This definition of Fx (t) in terms of F0 (t) ensures
that the family of distributions Fx (t) for all ages x
is self-consistent. The probability of a person aged
dying before age x + t is denoted by t qx (equal to
Fx (t)) and the probability of being alive at age x + t
is denoted by t px (equal to 1 − Fx (t), also denoted
as Sx (t)).
The statistical notation Fx (t) and Sx (t) is equivalent to the actuarial notation t qx and t px . By convention, when the time period t is 1 year, then t
is dropped from the actuarial notation and we just
write qx and px (see International Actuarial Notation) [3].
We introduce the force of mortality, denoted by
µx , which is the instantaneous rate of mortality at
age x:
µx = lim

dx→∞

=−

P [T0 ≤ x + dx|T0 > x]
f0 (x)
=
dx
S0 (x)

1 dS0 (x)
.
S0 (x) dx

(3)

We can easily show that
f0 (x + t)
fx (t)
S0 (x + t)
= Sx (t) and µx+t =
=
.
S0 (x)
S0 (x + t)
Sx (t)
The density function fx (t) can also be written in
terms of the force of mortality as fx (t) = t px µx+t ,
leading to the identity
 t
(4)
t qx =
s px µx+s ds.
0

Differentiating this, we obtain the ordinary differential equation
d
(5)
t px = −t px µx+t
dt
which, with the obvious boundary condition 0 px = 1,
has the solution
  t

µx+s ds .
(6)
t px = exp −
0

From this we also have the following, intuitively
reasonable, multiplicative property of survival probabilities:
s+t px

= s px t px+s = t px s px+t .

(7)
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For some purposes, it is useful to have a discrete
random variable representing the curtate future lifetime of a person aged x (meaning rounded to the
lower integer, for example, 6.25 curtate is 6). We
denote this by Kx , taking values 0, 1, 2, and so
on. The distribution function of Kx is P [Kx = k] =
k px qx+k .
Associated with the random lifetimes Tx and Kx
are their expected values, called expectation of life.
The complete expectation of life, denoted by e° x is
E[Tx ] and is given by
 ∞
 ∞
t t px µx+t dt =
e° x = E[Tx ] =
t px dt. (8)
0

•

•

n|m qx

•

0

The curtate expectation of life, denoted by ex is
E[Kx ] and is given by
ex = E[Kx ] =

∞


k k px qx+k =

k=0

∞


(9)

•

k=0

The life table is simply a way of describing the model
above, in a manner easily interpreted and convenient
for many calculations. We suppose that we start with
a number of persons known to be alive at some age
α, and denote this number by lα . This is called the
radix of the life table. The age α is often zero, but
it can also be any non-negative age. For convenience
of exposition, we will suppose here that α = 0. Then
define the function lx , for x ≥ 0, to be the expected
number out of the l0 original lives who are alive at
age x. Clearly we have lx = l0 x p0 , and then since
the multiplicative rule for survival probabilities gives
=

x+t p0
x p0

=

lx+t l0
lx+t
=
l0 lx
lx

=

lx+n − lx+n+m
.
lx

(10)

we see that, knowing just the one-dimensional function lx , we can compute any required values of the
two-dimensional function t px . A tabulation of the
function lx is called a life table. Most often, its values
are tabulated at integer ages (hence the introduction
of the curtate lifetime Kx ) but this is an arbitrary
choice [5].

0

Lx is the total years of life expected to be lived
between ages x and x + 1, by the l0 persons alive
at age 0, given by
 1
Lx = Tx − Tx+1 =
lx+t dt.
(13)
0

•

mx , the central death rate is defined as mx =
dx /Lx .

Life Table Functions at Noninteger Ages
In a life table, only the values of lx at discrete (usually
integer) ages are given. If the life table has been
graduated by mathematical formula, an exact value
of µx or t qx may be calculated at all relevant ages
and durations; otherwise, in order to calculate lx (and
related functions) between the ages at which it has
been tabulated, an approximate method is needed.
Three common assumptions are
•

A uniform of distribution of deaths between exact
ages x and x + 1; that is,
P [Tx ≤ t|Tx ≤ 1] = t

Other Life Table Functions
To aid in calculation, several additional life table
functions are defined as the following:

(11)

Tx (not to be confused with the random variable
Tx ) is the total years of life expected to be lived
after age x, by the l0 persons alive at age 0,
given by
 ∞
 ∞
°
lx+t dt. (12)
Tx = lx ex = lx
t px dt =
0

k px .
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t px

dx = lx − lx+1 is the expected number of l0 lives
alive at age 0 who will die between ages x
and x + 1 (often called ‘age x last birthday’ by
actuaries).
n|m qx is the probability that a person alive at age
x will die between ages x + n and x + n + m. It
is conveniently calculated, as

•

(0 < t ≤ 1).

(14)

Equivalently, the dx deaths expected between
ages x and x + 1 are assumed to be uniformly
spread across that year of age. Under this assumption, µx+t = qx /(1 − tqx ), so the force of mortality increases over the year of age.
A constant force of mortality between exact ages
x and x + 1. Let this constant force be denoted by

Life Table

•

µ. Then for 0 < t ≤ 1, we have t px = exp(−µt)
and lx+t = lx exp(−µt).
The Balducci assumption, which is that 1−t qx+t =
(1 − t)qx . Since then µx+t = qx /(1 − (1 − t)qx ),
the Balducci assumption implies a decreasing
force of mortality between integer ages, which
is perhaps implausible.

A Deterministic Interpretation of the Life
Table
Under the probabilistic approach outlined above, the
life table functions lx and dx are interpreted as
expected values, and the quantities px and qx are
interpreted as probabilities. Under an older, deterministic interpretation of the life table, lx and dx are
regarded as the actual numbers, out of l0 initially
alive, who will be alive at age x, or will die between
ages x and x + 1, respectively. Clearly, the probabilistic interpretation is more satisfactory. First, lx and
dx need not be integers (as shown in the tables below)
whereas the numbers of people alive or dying, in a
real cohort of people, cannot be anything but integers.
Also, only by using a probabilistic model can we hope
to devise useful methods of inference, to parameterize
the life table using the observed mortality data.

Commutation Functions
Commutation functions combine the elements of
compound interest with the life table. These functions
are often tabulated, at relevant rates of interest, as part
of the life tables used in actuarial work.

The Life Table as a Stationary Population
Model
An alternative interpretation of the life table is as a
model of a population that has reached an unchanging
or stationary state, that is, where the fertility and
mortality rates have been unchanging over a long
period of time and an exact equilibrium has been
reached between the birth and death rates, so the
numbers born in any year exactly match the numbers
who die. In a stationary population, the expectation
of life for an individual equals the average age at
death within the population. Now, lx is interpreted
as the ‘number’ of persons having their xth birthday
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(attaining exact age x) in each calendar year, dx is
the number of persons who die in a calendar year
aged x last birthday, Tx is the number of persons
alive at ages x and over, and Lx is the number alive
between ages x and x + 1. Since dx = mx Lx , we see
that the central mortality rate mx may be used to
project forward the number of survivors of a birth
cohort one year at a time, and in practice, this is the
basis of population projections.
A stable population model represents a population
in which the rate of mortality has been unchanging
over a long period of time and if the numbers of births
have been expanding or contracting at a constant rate
over a long period, say g per annum, the total size
of the population grows or shrinks at a rate g per
annum.

Population Life Tables
Table 1 shows an extract of English Life Table No.
15 (Males), which illustrates the use of the life table
to compute probabilities; for example,
q37 = 133/96933 = 0.00137
e° 37 = 3701383/96933 = 38.2
This mortality table represents the deaths of male
lives in the population of England and Wales between
1990 and 1992. In this extract the starting age is 30.

Select and Ultimate Life Tables
When a potential policyholder applies to an insurance
company, he/she is medically ‘underwritten’ (subject
Table 1 Extract:- English life tables No. 15 males (deaths
1991–94)
x

lx

dx

qx

µx

Tx

e° x

30
31
32
33
34
35
36
37
38
39
40

97 645
97 556
97 465
97 370
97 273
97 170
97 057
96 933
96 800
96 655
96 500

89
91
95
97
103
113
124
133
145
155
166

0.00091
0.00094
0.00097
0.00099
0.00106
0.00116
0.00127
0.00138
0.00149
0.00160
0.00172

0.00090
0.00092
0.00096
0.00098
0.00102
0.00111
0.00122
0.00133
0.00144
0.00155
0.00166

43 82 556
42 84 966
41 87 455
40 90 037
39 92 715
38 95 493
37 98 379
37 01 383
36 04 515
35 07 787
34 11 208

44.9
43.9
43.0
42.0
41.0
40.1
39.1
38.2
37.2
36.3
35.3
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to medical screening based on answers to questions
on the proposal form and perhaps, in addition, subject
to a medical examination). It has long been observed
that the mortality of recently accepted policyholders
is lighter than that of existing policyholders, of the
same age, who were medically underwritten some
years ago. This is known as the effect of selection.
The period over which this effect wears off is called
the select period, and a life table that takes this into
account is called a select table. For example, if a life
table has a select period of 2 years, it distinguishes
between those within 1 year of entry to the policy
(curtate duration of zero), those between 1 year and
2 years duration since entry (curtate duration 1) and
those with a duration of 2 years or more since entry
(curtate duration 2 or more). The age at entry is
denoted by [x], and the duration since entry by t;
hence, the probability that a person who took out a
policy at age x, and who is now aged x + s, should
survive for another t years, is written as t p[x]+s . At
durations s beyond the select period we just write
t px+s , and we call this the ultimate part of the life
table. So, for example, if the select period is two
years, the probability that a person now aged 30
survives for another 10 years may be 10 p[30] , 10 p[29]+1
or 10 p30 , if that person took out a policy 0, 1, 2 or
more years ago, respectively.
For an example of a select and ultimate table, in
Table 2, we show an extract from the A92 males
table, which has a select period of two years and
represents the mortality of male lives with wholelife or endowment assurances with life insurance
companies in the United Kingdom during the years
1991 to 1994. Instead of having a single column for
lx , this has three columns for the expected numbers
alive, labeled l[x] , l[x]+1 , and lx . It also has three
columns for the expected numbers dying and three
corresponding columns for the rates of mortality and
survivance. In each case, the first two columns are
called the select columns and the third column is
called the ultimate column. This may be used to
illustrate the calculation of select probabilities, for
example,
q[37] =
q[36]+1 =
q37 =

d[37]
6.362
=
= 0.000644
l[37]
9878.8128
d[36]+1
7.1334
=
= 0.000722
l[36]+1
9880.0288
d37
7.5586
=
= 0.000765.
l37
9880.4540

Table 2 Extract:- AM92 males UK male assured lives
1991–94
x
30
31
32
33
34
35
36
37
38
39
40
x
30
31
32
33
34
35
36
37
38
39
40
x
30
31
32
33
34
35
36
37
38
39
40
x
30
31
32
33
34
35
36
37
38
39
40

l[x]
9923.7497
9917.9145
9911.9538
9905.8282
9899.4984
9892.9151
9886.0395
9878.8128
9871.1665
9863.0227
9854.3036
d[x]
4.7237
4.8598
5.0253
5.2204
5.4448
5.7082
6.0107
6.3620
6.7618
7.2296
7.7652
q[x]
0.000476
0.000490
0.000507
0.000527
0.000550
0.000577
0.000608
0.000644
0.000685
0.000733
0.000788
e° [x]
49.3
48.3
47.3
46.4
45.4
44.4
43.4
42.5
41.5
40.5
39.6

l[x]+1
9919.0260
9913.0547
9906.9285
9900.6078
9894.0536
9887.2069
9880.0288
9872.4508
9864.4047
9855.7931
9846.5384
d[x]+1
5.6439
5.7892
5.9640
6.1779
6.4410
6.7529
7.1334
7.5820
8.1184
8.7421
9.4723
q[x]+1
0.000569
0.000584
0.000602
0.000624
0.000651
0.000683
0.000722
0.000768
0.000823
0.000887
0.000962
e° [x]+1
48.3
47.3
46.3
45.4
44.4
43.4
42.5
41.5
40.5
39.6
38.6

lx+2
9913.3821
9907.2655
9900.9645
9894.4299
9887.6126
9880.4540
9872.8954
9864.8688
9856.2863
9847.0510
9837.0661
dx+2
6.1166
6.3010
6.5346
6.8173
7.1586
7.5586
8.0266
8.5825
9.2353
9.9849
10.8601
qx+2
0.000617
0.000636
0.000660
0.000689
0.000724
0.000765
0.000813
0.000870
0.000937
0.001014
0.001104
e° x+2
47.3
46.3
45.4
44.4
43.4
42.5
41.5
40.5
39.6
38.6
37.6

x+2
32
33
34
35
36
37
38
39
40
41
42
x+2
32
33
34
35
36
37
38
39
40
41
42
x+2
32
33
34
35
36
37
38
39
40
41
42
x+2
32
33
34
35
36
37
38
39
40
41
42

Comparing these mortality rates with the ELT15
males table, which is based on the experience of

Life Table
roughly the same calendar years, we see that these are
much lighter than, for example, q37 = 0.00138 from
the ELT15 males table (by 53% using select mortality
and by 44% using ultimate mortality). The complete
expectation of life at age 37 is 38.2 years based on
population mortality (ELT15 males) but 42.5 years
on select mortality (A92 males). This is typical of the
difference between the mortality of a country’s whole
population, and that of the subgroup of persons who
have been approved for insurance.
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Logistic Regression Model

by the equation
π(x) =

Introduction
As in many fields, regression models are widely
used in actuarial sciences to identify the relationship
between a response variable and a set of explanatory
variables or covariates. In ordinary linear regression
(see Regression Models for Data Analysis), the
mean of the response variable is assumed to be a
linear combination of the explanatory variables. In
case of one explanatory variable X, this is often
denoted as
E(Y (x)) = β0 + β1 x

(1)

for different values of x. From the notation in (1) it is
clear that different settings of x result in different values for the mean response. However, to simplify the
notation, we will abbreviate Y (x) to Y throughout the
text while keeping in mind that the response Y does
depend on the value of the explanatory variable x.
The response variable Y itself can then be obtained
by adding an error term ε to this mean, shortly
denoted as Y = β0 + β1 x + ε. The assumption that
ε is normally distributed, with mean 0 and constant
variance for different values of x, is fairly standard.
However, this approach is not suitable for binary,
also called dichotomous, responses. In that case, Y is
a Bernoulli variable where the outcome can be coded
as 0 or 1. This coding will be used throughout the
entry. Note that E(Y ) then represents the probability that Y equals 1 for a certain covariate setting.
Therefore, E(Y ) will from now on be denoted as
π(x). One might naively hope to express the relationship between π(x) and x in the same way as in (1),
being π(x) = β0 + β1 x. But the linear combination
β0 + β1 x might not be a good description of π(x).
Indeed, for certain settings of x, β0 + β1 x can in general be larger than 1 or smaller than 0, while π(x)
always has to lie between 0 and 1. Now, this problem
can easily be circumvented. Instead of working with
the regression model as defined before, one can use
a model expression of the form π(x) = F (β0 + β1 x)
with F a function that translates β0 + β1 x into a value
between 0 and 1. A good candidate might be the
cumulative distribution function of the logistic distribution, defined as F (x) = exp(x)/(1 + exp(x)). In
this way, we get the logistic regression model defined

exp(β0 + β1 x)
1 + exp(β0 + β1 x)

This can be easily rewritten as


π(x)
log
= β0 + β1 x
1 − π(x)

(2)

(3)

Notice that the left-hand side of (3) consists now of
a transformation of π(x) called the logit transform.
This transformation makes sure that the left-hand side
ranges from −∞ to +∞. The right-hand side is again
a linear combination of the explanatory variable, as
before in (1). As such, the logistic regression model
can be seen as some kind of generalization of ordinary linear regression, being a special case of the
generalized linear models as introduced by McCullagh and Nelder (see Generalized Linear Models).
In their theory, the logit transform is called the
link function.
Another reason why the logistic regression model
is used instead of the ordinary linear regression model
involves the assumption that in (1) the response variable Y is normally distributed for every x with
constant variance. Clearly, this assumption does not
hold for binary responses, as the response Y is then
Bernoulli distributed. This also implies that the variance, which is equal to π(x)(1 − π(x)), varies as
x changes.
The above indicates why ordinary least squares
is not a good approach when working with binary
responses. As an alternative, the logistic model will
be discussed in this entry.
Many actuarial questions can now be solved
within this framework of binary responses. For example, an insurer can use a logistic regression model to
answer the following questions: ‘What is the probability that a well-specified event, like a hurricane,
occurs in a region?’ or ‘Will a premium increase have
an effect on whether the customer will renew his policy or not?’ Another example is discussed in [11].
In this article, the authors investigate to what extent
covariate information, like age, gender, working status amongst others, explains differences in mortality.
The goal is then to come up with an appropriate group
annuity table for a pension plan.
For these practical situations, model (3) has to
be generalized to accommodate more than one
explanatory variable. The extension to p covariates
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x = (x1 , . . . , xp ) is straightforward, resulting in the
equation


p

π(x)
= β0 +
log
βs xs
(4)
1 − π(x)
s=1
The explanatory variables in this model might be
continuous or categorical. For the categorical variables, a set of numerical levels must be assigned
to account for the effect that the variable may have
on the response. For nominal variables, this implies
the introduction of so-called dummy variables. For
a nominal variable with k levels, k − 1 dummy variables have to be included in the model. Setting up
such a dummy system is not unique. Most software
packages provide one or more methods to do this
automatically. One way of doing this is explained in
the following example.

Example: Credit Scoring
In this entry, the theory will be illustrated by a
hypothetical credit-scoring example. For a leasing
company, it is important to examine the risk factors, determining whether a client will turn out to
be a good client, meaning he will payoff the contract, as agreed on. As possible explanatory variables,
we will use the variables ‘age’, ‘marital status’, and
‘ownership of real estate’. Of these variables, ‘owning real estate’ and ‘marital state’ are categorical,
more specifically nominal variables, while ‘age’ can
be regarded as a continuous variable.
Since the variable ‘owning real estate’ only has
two levels – a client either owns real estate or does
not – it makes sense to use one dummy variable,
denoted by X1 . This can be done by putting X1
equal to 1 if the client owns real estate and equal
to 0 otherwise. For the variable ‘marital status’,
two dummy variables, denoted as X2a and X2b are
needed, since in this example the original variable
has three levels – a client is either married, living
together, or single. It is then possible to define the
two dummies as follows: X2a is 1 if the client is
married and 0 otherwise and X2b is 1 if the client
is living together and 0 otherwise. In this way, a
married person is coded by x2a = 1 and x2b = 0. Analogously, a person living together is represented by
x2a = 0 and x2b = 1, while x2a = 0 and x2b = 0 corresponds to a single person. For the continuous variable ‘age’, denoted as X3 , the actual value of the

age of the client can be used in the model. In this
way, equation (4) of the logistic regression model
becomes


π(x)
log
= β0 + β1 x1 + β2a x2a
1 − π(x)
+ β2b x2b + β3 x3

(5)

For different clients, different combinations of x =
(x1 , x2a , x2b , x3 ) are now possible. A leasing company
can then examine the model in (5) by collecting data.
Therefore, a sample of 1000 clients is taken, of which
612 are known to be good clients and 388 of them
are not.
In the section ‘Fitting the Model’, we discuss
how to determine the coefficients of this logistic
regression model (5). In the next step, one has to
decide whether the obtained model is appropriate
or not. Some features of the fitting are handled in
the section ‘Goodness-of-fit’. Once the goodnessof-fit has been assessed, the model can be used to
understand the relationship between the explanatory
variables and the response variable, as is explained
in the section ‘Interpreting the Coefficients’. In
the section ‘Predictions’ the model relationship is
then used to classify a new client, with specified
values for x = (x1 , x2a , x2b , x3 ), as good or not
good.

Fitting the Model
With ordinary linear regression models, the leastsquares method provides estimates for the coefficients
in (1) that have desirable properties. In some cases,
a (weighted) least-squares approach could also be
used to fit the logistic regression model in (4). But
in many cases the least-squares method unfortunately
breaks down when applying it to logistic regression
models. Therefore, the least-squares method is not
used as a standard to estimate the parameters in
a logistic regression model. Instead, a maximum
likelihood procedure (see Maximum Likelihood) is
used.
For each datapoint of a sample of size n, the
values of the explanatory variables, shortly denoted as
xi for i = 1, . . . , n, and the corresponding responses
y(xi ), abbreviated to yi , are collected. The likelihood
function for the binary data can then be obtained
by combining the probabilities P (Yi = yi ) for every
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datapoint in a product. Since yi is either equal to
1 or 0, the resulting likelihood function takes the
following form
Number of cases with yi =1



L(β) =

P (Yi = 1)

i=1
Number of cases with yi =0



×

P (Yi = 0) (6)

i=1

As before, we will use the shorter notation π(xi ) for
P (Yi = 1), such that P (Yi = 0) equals 1 − π(xi ). So,
Number of cases with yi =1



L(β) =

π(xi )

i=1
Number of cases with yi =0



×

[1 − π(xi )] (7)

i=1

Note that this expression indeed depends on the
parameters β through the model defined in (4). By
finding those values for β that maximize this likelihood function, the observed sample becomes the
most probable one. A convenientway to rewrite
the likelihood function is, L(β) = ni=1 π(xi )yi [1 −
π(xi )]1−yi , for indeed, π(xi )yi [1 − π(xi )]1−yi is equal
to P (Yi = 1) = π(xi ) if yi = 1, while π(xi )yi [1 −
π(xi )]1−yi equals P (Yi = 0) = 1 − π(xi ) for yi = 0.
It follows immediately that
nthe logarithm of the
likelihood ln L(β) equals
i=1 yi ln(π(xi )) + (1 −
yi ) ln(1 − π(xi )). This log-likelihood is usually easier
to maximize. The maximum can be found by differentiating ln L(β) with respect to β0 , β1 , . . . and βp .
Putting these p + 1 expressions equal to 0, the following relations are the defining equations for the
parameters β
 n



(yi − πi ) = 0



 i=1



n



(yi − πi )x1i = 0
i=1



···




n




(yi − πi )xpi = 0

i=1

3

or



p


β0 +
βs xsi


n 



e s=1



−
y


=0
i
p






β0 +
βs xsi
i=1



s=1
1+e


p



β0 +
βs xsi


n 



e s=1





yi −
 xsi = 0, for s = 1 . . . p
p






β0 +
βs xsi

 i=1
1 + e s=1
(8)
When applying the maximum likelihood method in
the ordinary linear regression framework as in (1),
the corresponding defining relations of the parameters β are linear. These linear equations have a
simple solution that is exactly the same as the leastsquares solution. On the contrary, the expressions
in (8) for the logistic regression model are not linear
and so it takes some numerical calculations to solve
the equations. How this can be done is explained
in detail in [5]. Basically, the method leads to an
iterative weighted least-squares procedure, in which
the values of the estimated parameters are adjusted
iteratively until the maximum likelihood values for
the parameters β are achieved. However, this procedure to obtain the maximum likelihood estimators
is implemented automatically in most software packages. For instance, when fitting the model (5) for the
credit-scoring example, the logistic procedure in the
software package SAS leads to the output shown in
Table 1.
From Table 1, we can read that the maximum
likelihood estimators for model (5) are then β̂0 =
−0.542, β̂1 = 1.096, β̂2a = 0.592, β̂2b = 0.375 and
β̂3 = 0.0089, resulting in the logistic regression
model


π(x)
= 0.542 + 1.096x1 + 0.592x2a
log
1 – π(x)
+ 0.375x2b + 0.0089x3

(9)

We will come back to the interpretation of the other
results in the output of Table 1 later. Let us, however,
now look at the standard errors of the estimators.
With Rao’s theory, one can estimate these standard
errors, by calculating derivatives of the likelihood
function. Again, most software packages provide
these standard errors together with the estimators.

4
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Table 1

SAS output for the credit-scoring example
The logistic procedure
Response profile good

Total frequency

Model convergence status

1
0

612
388

Convergence criterion (GCONV = 1E-8) satisfied
Testing global null hypothesis: BETA = 0

Model fit statistics
Criterion

Intercept only

Intercept and covariates

Test

Chi-square

DF

AIC
SC
−2 log L

1337.690
1342.598
1335.690

1230.384
1254.923
1220.384

Likelihood ratio
Score
Wald

115.3058
111.0235
103.8765

4
4
4

Analysis of maximum likelihood estimates
Parameter

DF

Estimate

Standard
error

Intercept
Estate
m1
m2
Age

1
1
1
1
1

−0.5425
1.0955
0.5922
0.3750
0.00887

0.2267
0.1580
0.1916
0.1859
0.00645

Chi-square
5.7263
48.0824
9.5574
4.0685
1.8957

Pr > chi-sq

Effect

0.0167
<0.0001
0.0020
0.0437
0.1686

Estate
m1
m2
Age

2.991
1.808
1.455
1.009

(β̂i − zα/2 Standard Error,
β̂i + zα/2 Standard Error)
By using the data in Table 1 or by using the
SAS option ‘Clparm = Wald’, one can calculate,
for example, the 95% confidence intervals for the
parameters β. These are called the Wald confidence
intervals and are given in Table 2.
In this way, standard errors give information
on the precision of the estimated parameters. As
such, they are often a first indication that something
is wrong with the estimated maximum likelihood
parameters. One of the possible problems is already

Wald confidence interval for parameters
Parameter

Estimate

Intercept
Estate
m1
m2
Age

−0.5425
1.0955
0.5922
0.3750
0.00887

95% confidence limits
−0.9868
0.7859
0.2167
0.0106
−0.00376

−0.0982
1.4052
0.9676
0.7394
0.0215

<0.0001
<0.0001
<0.0001

Odds ratio estimates
Point
estimate

They can then be used to calculate asymptotic confidence intervals in the usual way:

Table 2 Wald confidence intervals for model (5)

Pr > Chi-sq

95% Wald confidence limits
2.194
1.242
1.011
0.996

4.076
2.632
2.095
1.022

known from ordinary linear regression. When the
explanatory variables are a perfect linear combination
of one another, this perfect multicollinearity makes
estimation impossible. When the covariates are very
close to being linearly related, a strong multicollinearity makes estimates imprecise because of large standard errors. This being the case, variables that do not
provide extra information, as they can be expressed
as a linear combination of other variables, should be
omitted.
Large standard errors might also be an indication of a separation problem, where for a certain
covariate setting, the response is completely determined in the sample. This would, for instance, be the
case if all clients in the sample of the credit-scoring
example, who are living together, are good clients.
In this case, the maximum likelihood estimator does
not exist, as shown in [1]. When there is almost
complete separation, also called quasi-complete separation, the maximum likelihood estimators might be
calculated technically, although the results should be
regarded with care. One possible solution might be
to collapse categories of the explanatory variables.
For instance, with the credit-scoring example, there
might be evidence that the group of married clients
and the clients living together might be collapsed into
one group.
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Goodness-of-fit and Significance of
Variables
When the model is fitted, a natural question then is
‘Does the model provide a good fit?’ In general, a
logistic regression model is correctly specified if the
true conditional probabilities are a logistic function
of the explanatory variables as in (2). Further, as
in ordinary linear regression, it is assumed that no
important variables are omitted and no extraneous
variables are included. These explanatory variables
cannot be linear combinations of each other and are
also supposed to be measured without error. As far
as the cases in the sample are concerned, they should
be independent. So, although the logistic regression
model is a very flexible tool when fitted to data, one
or more of the above assumptions might be violated,
resulting in a fit that is not optimal.
To assess the fit of a model, one can compare
the observed responses for the different cases in the
sample with the corresponding responses as predicted
by the model. In ordinary linear regression, examining the residual sum of squares does this assessment.
Some generalization of this procedure was introduced by Cox and Snell in [3], and later also by
Nagelkerke [7] for the generalized linear regression
models and more specifically for the logistic regression model.
Alternatively, other goodness-of-fit measures,
based on the likelihood function can be studied. One
normally looks at  = −2 ln L(β), where ln L(β)
denotes the log-likelihood as before. It is clear that
here also, models with larger likelihood functions,
and hence smaller values of , are preferred. So, to
deliberate about two well-specified models, one can
calculate and compare their -values. To examine the
goodness-of-fit of a single logistic regression model,
in general, one can now compare the -value of this
model with p + 1 parameters to the -value of a
saturated model for the data. In the saturated model,
there are as many parameters I as there are covariate
Table 3

5

settings in the data, so that a perfect fit results, since
observed and predicted values coincide. Although
such a saturated model is perfect in a sense, it is
usually also too elaborate, with explanatory variables
that have no practical relevance. Compared to this,
the examined model with p + 1 parameters might not
be perfect but it still can provide a reasonable and
relevant fit. Therefore, to see how well the examined
model is fitting, the difference in  for the examined
model and the saturated model is calculated. The
statistic found in that way is called the deviance D. It
is clear that the explanatory variables of the examined
model do not provide enough information about the
response variable if the value of D is too large.
Let us illustrate the procedure for the model as fitted in (9). For this example, the deviance can be calculated using the SAS option ‘scale = D aggregate’.
The resulting SAS output is given in Table 3.
According to the results in Table 3, the deviance
of model (9) is equal to 281.1433. To decide whether
this is too large for the model to be acceptable, one
can use the fact that the statistic can be proven to be
asymptotically chi-square distributed with I − (p +
1) degrees of freedom. The number I of covariate
settings in model (9) can be found in Table 3 and
equals 245, while p, the number of explanatory variables, is 4. On the basis of this asymptotic result one
can test the statistical significance of the deviance D.
In this example, we see in Table 3 that the p-value
for the test is 0.0351, which seems to suggest that the
model does not fit well. To model the fact whether
a customer of the leasing company will turn out to
be a good client, it seems one needs more information than ‘age’, ‘marital status’ and ‘ownership of real
estate’. The leasing company might decide to examine other risk factors, as for example, ‘Has the client
a steady job?’, ‘How long does he live on the current
address?’, and so on.
Apart from the deviance D, several other goodness-of-fit statistics are available. In software packages, similar statistics are usually provided too. For

Deviance–Pearson chi-square and Hosmer–Lemeshow statistics

Deviance and Pearson goodness-of-fit statistics
Value/DF

Hosmer and Lemeshow goodness-of-fit test

Criterion

DF

Value

Pr > chi-sq

Deviance
Pearson

240
240

281.1433
1.1714
0.0351
231.1086
0.9630
0.6482
Number of unique profiles: 245

Chi-square

DF

Pr > chi-sq

16.3499

8

0.0376

6
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example,  = −2 ln L(β) can be adjusted for the
number of parameters in the model and the number
of response levels in the sample. These adaptations
result in the Akaike Information Criterion or the
Schwarz criterion and can be found in Table 1 under
the names AIC and SC respectively. As can be
seen, the values are slightly different from  in this
example, but the interpretation is similar. In addition, we see also that the Pearson chi-square statistic
appears. This statistic can be used as a goodness-of-fit
statistic too. Without going into detail, the interpretation of this statistic is quite similar to the one for
the deviance. However, for both the deviance and
the Pearson chi-square statistic, one has to be careful when drawing conclusions using the asymptotic
chi-square distribution. For these asymptotic approximations to be valid, there have to be sufficient observations for each covariate setting and this is often not
the case when continuous explanatory variables are
taken up in the model. For this reason, Hosmer and
Lemeshow introduced a new statistic in [5]. Their
basic idea is to group the data in an artificial way,
which has the effect that the Hosmer and Lemeshow
test statistic is approximately chi-square distributed.
The method is explained in detail in [5], but we
restrict ourselves to calculating the statistic with the
SAS option ‘lackfit’. For the example above, the test
statistic with the p-value 0.0376 is then shown in
Table 3.
Although several goodness-of-fit test statistics
might be used, one still has to realize that a model
might provide a good fit for the sample that was
examined but might give a poor fit for another.
Therefore, if possible, it is useful to build the
model using some data and then use the previous
goodness-of-fit methods to validate the model using
other data. For a large dataset, this can be done by
dividing the original sample into a training and testing
subsample. Still, other techniques like the jackknife
procedure are available like in other regression
settings. More information on these techniques can
be found in a survey article [4] by Efron and Gong.
There, the authors also provide an application to
logistic regression.
The goal of the previous discussion was to examine whether a specific model fits well. Yet, there
might be some redundant variables left in the model,
variables that do not give much extra information
about the response. This easily occurs in practical situations in which a large number of possible

explanatory variables are available. Then, the model
could be more effective with the deletion of one or
more covariates. To investigate the contribution of a
set of k variables to a model with p + 1 coefficients
as defined in (4), one can compare the -value for
two models, as before. In this case, one calculates
the difference in  between a model based on p + 1
coefficients as in (4), and another model where k variables have been removed. This difference in  is then
called G and equals
 Likelihood for model without the 
k extra variables

G = −2 ln 
Likelihood for model with the
k extra variables
(10)
If the value of G is too small, the k extra variables
are not significant and can be ignored. Thus, using
this G as a test statistic, one can draw a conclusion
for hypotheses of the form
H0 : βp−k+1 = 0, βp−k+2 = 0 . . . and βp = 0
vs

H1 : βp−k+1  = 0, βp−k+2  = 0 . . . or βp  = 0

concerning the parameters in the logistic regression
model as defined in (4). The p-value for this test can
be approximated by using a chi-square distribution
as the asymptotic distribution for G, this time with k
degrees of freedom. Now, quite a lot of hypothesis
tests can be carried out in this way. Here, the cases
in which k = p and k = 1 deserve special attention.
The case k = p corresponds to the situation in which
a model with p covariates is compared with a model
where only an intercept is included. Doing this the
overall significance of the p coefficients is tested,
whereas for k = 1, the significance of one single
variable is examined by comparing a model with p
variables to a model with p − 1 variables.
In the case of the credit-scoring example, the
results for these special hypothesis tests for model (9)
can be found in the SAS output in Table 1. For the
case k = p, one can calculate the test statistic G as
− 2 ln(likelihood for intercept and covariates)
− 2 log(likelihood for intercept only)
According to the model fit statistics in Table 1, this
equals 1335.69 − 1220.384 = 115.308. This final
value for G can also be found elsewhere in the output,
since it can be proven that G is also the likelihood
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ratio test statistic for the Global Null Hypothesis
test. In this section of the output in Table 1, the pvalue is also given, being <0.0001. We can conclude
that at least one of the explanatory variables has
a significant impact on the response. Still, it is
possible that, for example, one of the covariates in
model (9) is not significant. To check this, the above
hypothesis test with k = 1 is carried out. Again, the
test statistic G can be calculated as a difference in 
but in software packages this approximate chi-square
value is usually provided directly together with the
corresponding p-value. Also, in the SAS output in
Table 1, one can read these results immediately in
the section on the analysis of maximum likelihood
estimates. For instance, for the variable ‘age’, the
statistic G for the hypothesis test H0 : β3 = 0 versus
H1 : β3  = 0 equals 1.8957 with a corresponding pvalue of 0.1686. Thus, this variable ‘age’ does not
seem to be significant. However, one can see that all
the other variables in model (9) are significant.
To test which variables are significant in the
model, other statistics, apart from the statistic G,
can be used. One other possibility is to make use
of the Wald confidence intervals for the parameters
that were previously mentioned. For model (9) of
Table 4
•

the credit-scoring example, these confidence intervals
were already calculated in Table 2. The same conclusions as above hold. For example, based on these
intervals, the ‘age’ variable also appears not to be
significant.
Explanatory variables may or may not be retained
in the model, based on the formerly discussed tests.
Notice that in this process, common sense definitely
plays an important role. The model building strategy then looks similar to the one in ordinary linear
regression. First, experience with the data and common sense is important. But also, a univariate analysis
can help make a first rough selection of the variables.

Interpreting the Coefficients
Once a specific model is selected, the next question is
‘What does this model mean?’ The basic idea in the
interpretation is probably most clear when we first
look at some simpler versions of the general logistic
regression model. We will consider the models in
Table 4 in the case of the credit-scoring example,
using the same coding for x1 , x2a , x2b and x3 , as before.
The estimators of the parameters in the models in

Logistic regression models for the credit-scoring example

Model A: log(π(x)/(1 − π(x))) = β0 + β1 x1
Analysis of maximum likelihood estimates

Parameter

DF

Estimate

Standard
error

Chi-square

Intercept
Estate

1
1

−0.1112
1.3542

0.0862
0.1412

1.6649
91.9721

•

7

Odds ratio estimates
Pr > chi-sq

Effect

Point
estimate

0.1969
<0.0001

Estate

3.874

95% Wald confidence limits
2.937

5.109

Model B : log(π(x)/(1 − π(x))) = β0 + β2a x2a + β2b x2b
Analysis of maximum likelihood estimates

Parameter
Intercept
m1
m2
• Model C :

DF

Estimate

Standard
error

Chi-square

1
0.0301
0.0867
0.1203
1
1.0511
0.1750
36.0963
1
0.8921
0.1676
28.3463
log(π(x)/(1 − π(x))) = β0 + β3 x3

Odds ratio estimates
Pr > chi-sq

Effect

0.7287
<0.0001
<0.0001

m1
m2

Analysis of maximum likelihood estimates
Parameter

DF

Estimate

Standard
error

Chi-square

Intercept
Age

1
1

0.7654
0.0330

0.2230
0.00585

11.7768
31.7773

Point
estimate
2.861
2.440

95% Wald confidence limits
2.030
1.757

4.031
3.389

Odds ratio estimates
Pr > chi-sq

Effect

0.0006
<0.0001

Age

Point
estimate
1.034

95% Wald confidence limits
1.022

1.045

8
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Table 4 are the maximum likelihood estimators and
are derived in the same way as before.
Now, let us first look at model A in Table 4. This
model is a very simple one with only one explanatory
variable that is dichotomous. In this case, x1 can
take the values 1 or 0 representing clients that own,
or do not own real estate, respectively. The logistic
model then answers the question how the fact whether
a client owns real estate or not influences the fact
whether he will turn out to be a good customer or
not. To understand this, the model equation for model
A can be rewritten as
π̂(x1 = 1)
= eβ̂0 +β̂1 = e−0.1112+1.3542 = 3.47
1 − π̂(x1 = 1)
π̂(x1 = 0)
= eβ̂0 = e−0.1112 = 0.89 (11)
1 − π̂ (x1 = 0)

and

where π(x1 = 1) denotes the probability for a good
client, given that the client owns real estate, while
π(x1 = 0) stands for the probability of a good client,
given that the client does not own real estate.
The left-hand sides in the expressions above are
called odds and can be expressed in words as follows.
The probability that a client turns out to be a good
client is about 3.47 times larger than the probability
that he is not, given the fact that the client owns real
estate. This is also stated as, the odds for a good client
is 3.47, given that he owns real estate. In the same
way, the odds for a good client, given that he does
not own real estate, is 0.89.
It follows immediately that
e

β̂1

=

eβ̂1 +β̂0
eβ̂0

π̂ (x1 = 1)
=
1 − π̂(x1 = 1)

3.47
=
= 3.9
0.89



π̂(x1 = 0)
1 − π̂ (x1 = 0)

the fact that this person will turn out to be a good
client. In our example, the odds ratio is larger than
1, more specifically 3.9, indicating that the fact that
a customer owns real estate has a positive influence
on the fact that the client will turn out to be a good
client. To conclude whether this effect is significant,
one also has to take into consideration the confidence
interval for the odds ratio. Although exact results
have been derived in the literature, most software
packages provide the asymptotic confidence intervals
that can be easily derived from the Wald confidence
intervals for the coefficients β. For model A, in the
example above, we find this interval in Table 4 next
to the odds ratio estimate 3.874. This asymptotic 95%
confidence interval for β1 turns out to be 2.937 and
5.109. Since 1 falls outside the interval, the difference
between real estate owners and nonowners, as stated
above, is significant.
This idea that the exponential function of a coefficient in the logistic model can be interpreted as an
odds ratio can now be extended to models B and C,
as introduced next in Table 4.
In the case of model B, there are three covariate settings, such that the logistic model provides
information on the three probabilities π (x2a = 1 and
x2b = 0), π (x2a = 0 and x2b = 1) and π (x2a = 0 and
x2b = 0). For now, we will shorten this complex notation to respectively π1 , π2 , and π3 . The notation
represents the respective probabilities that a married
person, a person who is living together, or a single
person, respectively, will turn out to be a good client.
For these three different settings, one can use the
parameter estimates in Table 4 to write model B as
π̂1
a
= eβ̂0 +β̂2 = 2.95
1 − π̂1

(12)

π̂2
b
= eβ̂0 +β̂2 = 2.51
1 − π̂2

β̂1

So, e can be interpreted as a ratio of odds. It seems
thus, that a change in β̂1 does not have a linear effect
on the response, as in ordinary linear regression,
but it causes an exponential effect on an odds ratio.
This odds ratio is clearly ameasure of association.
π(x1 = 0)
π(x1 =1)
would
If the odds ratio 1−π(x
1 =1)
1 − π(x1 = 0)
be equal to 1, this would obviously imply that the
odds for a good client given that he owns real estate
is equal to the odds for a good client given that
he does not own real estate. In other words, the
fact that someone owns real estate has no effect on

and

π̂3
= eβ̂0 = 1.03
1 − π̂3

(13)

In a similar way as before, it follows immediately
a
that eβ̂2 = 1−π̂1π̂1 1−π̂3π̂3 = 2.86. Analogously, as for
model A, the nominator 1−π̂1π̂1 denotes the odds for
a good client given that he is married, while the
denominator 1−π̂3π̂3 is a notation for the odds for a good
a
client given that he is single. The value eβ2 = 2.86 is
then again a ratio of odds. The fact that this number
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is larger than 1 means that a married client is more
likely to become a good customer than a single client.
In the same way, we can interpret the effect of
coefficient β̂2b in terms of an odds ratio. Indeed,
e

β̂2b

odds for a good client given that
he is living together
=
odds for good client given that
he is single
2.51
=
= 2.44
1.03

It seems also that clients living together are more
likely to become good customers than single clients.
Clearly, the group of singles serves as reference class
in the interpretation, since the married clients as well
as the clients living together are compared with the
single group. The reason for this lies in the design
of the dummies, where the single clients correspond
to the case X2a = 0 = X2b . When other designs are
used, this is also reflected in the interpretation of the
coefficients.
Also, the effect of the coefficient of a continuous
variable can be interpreted by means of odds ratios.
Indeed, with the use of Table 4 for model C, one can
show that for any given number x for the age,
π̂ (x)
= eβ̂0 +β̂3 x = e0.7654+0.033x
1 − π̂(x)
and

π̂ (x + 1)
= eβ̂0 +β̂3 (x+1)
1 − π̂(x + 1)
= e0.7654+0.033(x+1)

(15)

where π(x) denotes the probability for a good client
given his age is x.
So,

eβ̂0 +β̂3 x
π(x + 1)
π(x)
eβ̂3 =
+
β̂
(x+1)
β̂
1 − π(x + 1)
1 − π(x)
e0 3
odds of being a good client
given his age is x+1
=
odds of being a good client
given his age is x
= 1.03

customers that are one year older. Notice that, instead
of comparing odds for ages differing by one year, it
often makes more sense to compare ages differing,
for example, by 10 years. In the same way as before,
one can see that
odds of being a good client given his age is x + 10
odds of being a good client given his age is x
= e10β̂3

(14)

(16)

Although eβ̂3 = 1.03 is close to 1, in this case the
95% confidence interval (1.022, 1.045) in Table 4
reveals that this odds ratio is significantly different
from 1. In other words, clients of a certain age are
less likely to turn into good clients compared with

9

(17)

So, the odds still change with an exponential factor,
but now with coefficient 10β3 instead of β3 .
When the former variables of model A, B, and C
are now put together into one model, as for example,
in model (9), one has to be careful with the interpretations. As in ordinary linear regression, the coefficients
have to be interpreted taking into account the presence of other variables. However, the exponential
function of a coefficient might again be interpreted
as a ratio of odds, if one holds the values of the other
variables constant. For example, in model (9), one
can find the coefficient of the variable ‘age’, which
according to Table 1 equals 0.0089. So,
e0.0089

odds of being a good client
given his age is x+1
=
odds of being a good client
given his age is x
= 1.009

(18)

given that the value of the variables ‘estate’ and
‘marital status’ are held constant. Table 1 also shows
the confidence interval for this odds ratio, being
(0.996, 1.022). Note that this odds ratio and the
corresponding confidence interval are now different
from the values derived before using model C. This
is due to the introduction of the variables ‘estate’
and ‘marital status’. Although the ‘age’ effect turned
out to be significant in model C, it appears it is not
significant any more in model (9) where information
about ‘estate’ and ‘marital status’ of the client is
also included.
If the coefficient of a variable changes a lot when
another is added or removed, there might be an
interaction effect. However, adding this interaction
term might make the model very complex.

Prediction and Classification
In the previous section, it is shown that the relationship between explanatory variables and a response
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can be understood by interpreting the coefficients in
a logistic regression model. Such a logistic regression
model can now also be used as a predictive equation.
With a substitution for the values x = (x1 , . . . , xp )
of the covariates, the model provides a prediction of
π(x), which denotes the probability that the response
Y equals 1, given x. It then seems logical that with
a high value of π(x), Y equal to 1 is more likely
than Y equal to 0. Therefore, one can classify an
item as Y = 1 or Y = 0, by comparing this estimated
π̂(x) with an appropriate threshold c. When the estimated probability π̂ (x) is larger than c, the item with
covariate setting x can be classified as Y = 1. Otherwise, the item will be allocated to the group with
Y = 0. For example, if model (9) is used in the creditscoring example to classify clients as good or bad by
comparing π̂(x) for every client with the threshold
c = 0.55, the resulting classification table is given in
Table 5.
The threshold c should be chosen in such a way
that few misclassifications are made. The number
of misclassifications using the threshold c = 0.55 in
the example can now be found in Table 5. Obviously, with the choice c = 0.55, 202/612 = 25% of
the good clients were classified as bad, whereas
153/388 = 49% of the bad clients were classified
as good. Depending on what type of misclassification one considers worst, one can change the choice
of the threshold c. If one increases the threshold,
more people will be classified as bad clients. In
this way, the number of bad clients wrongly classified as good clients will diminish. On the other
hand it will increase the number of misclassified
good clients. Analogously, the number of misclassified bad clients would decline with a decrease of
c. However, no matter what threshold is chosen in
classifying clients, there are always quite a lot of
misclassifications using model (9). It seems that more
explanatory variables are needed to predict the behavior of a client.
Table 5 Classification table for the credit-scoring
example

Good client (Y = 1)
Bad client (Y = 0)

Extensions
A number of extensions beyond the scope of this
entry can now be made. For instance, instead of
working with a dichotomous response, one can consider an outcome with more than two categories
that might or might not be ordinal. This extension, among others, is handled in [5], which is a
key reference as far as logistic regression is concerned. Here, attention is paid to logistic regression diagnostics, also covered in [8]. Finally, an
overview of interpreting software output results is
given in [9].
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Maximum Likelihood
Introduction
Actuarial models typically involve some parametric
distributions. In order to implement these models, one
has to find a suitable way of obtaining the parameter
values. The maximum likelihood (ML) principle is
the most powerful way of conducting parameter estimation when a parametric model has been specified.
A likelihood function pertains to a data sample. If the
data sample is assumed to be a set of independent random realizations of a particular distribution function,
the likelihood of occurrence for this data sample is
the product of individual probabilities (or probability
densities if they exist) corresponding to each of the
data points based on the assumed parametric distribution. These individual probabilities have different
values because data points are random realizations.
They share the same parameter value(s), however,
for the data sample is a set of random draws from
the same distribution. The likelihood function of a
given data sample should be viewed as a function of
parameter(s) with the data sample being fixed. ML
estimation is an act of finding the unknown parameter(s) that obtain the highest likelihood of occurrence
for the data sample under a particular distributional
assumption. In some instances, the ML solution can
be obtained analytically. In more general cases, the
ML solution needs to be computed by a numerical
optimization method.
Although maximizing likelihood is intuitively
appealing, what are the properties of such a parameter
estimator? Statistical theory on this subject can be
dated back to Edgeworth and Fisher in the early
twentieth century. (See Chapter 28 of [11] for a
review on their works.) The analysis has been made
more rigorous later by, for example, [5, 16]. For
a more recent treatment of the theory, readers are
referred to [13].
Basically, ML estimation under reasonable conditions is asymptotically optimal in the sense that the
parameter estimator is consistent, asymptotically normally distributed with the smallest sampling error.
Consistency means that the ML estimator converges
to the true parameter value of the model if the size
of the data sample becomes increasingly large. The
parameter estimator with a proper scaling by the sample size becomes normally distributed around the true

parameter value with the smallest variance possible
when the sample size approaches infinity. Such statistical properties enshrine the ML principle, making
it a very powerful and practical tool in parameter
estimation.
ML estimation can be conducted for any assumed
parametric model. But how is one supposed to ascertain the suitability of a given model? In statistics, this
question is addressed in a form of hypothesis testing.
For a target model to be examined, one comes up with
a larger class of parametric models, nesting the target
model. The null hypothesis is that the target model
is true, whereas the alternative hypothesis is that the
target model is not true but the nesting class of models is. ML estimations under the null and alternative
hypotheses form the basis for assessing the appropriateness of the target model. There are three main
tests commonly employed in the context of ML: likelihood ratio test, Wald’s test, and Lagrange multiplier
test. Take the likelihood ratio test as an example. It
forms the ratio between the MLs under the null and
alternative hypotheses. Note that the likelihood ratio
is by definition bounded between zero and one. If the
ratio is close to one, one is inclined to accept the
target model, and otherwise, rejects the target model.
Closeness must be, of course, based on the derived
distribution for this ratio.
The assumption that the parametric form of the
true distribution function is known may be too
demanding for many applications. Without it, however, the standard asymptotic properties of the ML
estimator may not be applicable. Fortunately, the
quasi-ML principle can be used under such circumstances. Under some suitable conditions, ML estimation based on a misspecified distributional assumption
can still lead to a consistent and asymptotically normally distributed parameter estimator. The cost of
misspecification is that the estimator is no longer
asymptotically efficient. Estimation and statistical
inference based on the quasi-ML principle are sometimes referred to as robust estimation and inference. This generalization is comprehensively treated
in [17] but has its origin dated back to [1, 2, 12]. The
idea of quasi-ML significantly widens the applicability of the ML principle.
There are many circumstances under which the
assumption of having an independent, identically distributed data sample is simply not appropriate. For
example, interest rates are highly autocorrelated and
stock returns are known to have volatility clustering.
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The (quasi-) ML principle can be extended to cover
stationary, dependent data samples. Indeed, the ML
principle is applicable to many dynamic models that
are stationary time series. It can also be generalized to some specific nonstationary time series models, notably integrated or cointegrated time series by
properly scaling the relevant quantities.
In this article, we describe the ML estimation and
inference. Two examples are used to demonstrate
the workings of the ML principle. Owing to space
limitation, we provide the main results with some discussions and refer readers to other sources for further
readings. We first introduce the ML estimation and
the associated statistical properties for the independent, identically distributed data sample assuming no
misspecification of the distribution function. Our first
example deals with large medical claims and their
determining characteristics. We then introduce ML
estimation for dynamic stationary models (i.e. dependent data points) and turn to quasi-ML estimation
as a way of dealing with distributional misspecification. The US interest rates are used in our second
example to demonstrate quasi-maximum estimation
and inference for a time series model.

deal with the 
transformed function instead; that is,
ln L(X; ) = Ti=1 ln f (xi ; ). Since logarithm is a
T
monotonically increasing function, searching for 
by maximizing ln L(X; ) is equivalent to maximizing L(X; ). There is actually a more compelling
reason for taking the logarithmic transformation first.
Much of the statistical properties require applying the
law of large numbers and the central limit theorem
to a sum as opposed to a product of random variables. Logarithm transforms the likelihood function
from a product form of random variables to a sum of
transformed random variables, which makes it possible to apply these limit theorems. The derivatives of
the log-likelihood function with respect to the parameters occupy an important place in the ML theory.
The term, (∂ ln f (xi ; ))/(∂), is referred to as the
i th score function, whereas (∂ ln L(X; ))/(∂) is
the sample score function.
As noted earlier, the main attraction of ML estimation is that the resulting estimator has attractive
large sample properties. The ML estimator is consistent, asymptotically normal, and efficient under some
regularity conditions. But what are these conditions
and why? We provide a brief discussion and refer
readers to [13] for further details.

The ML Estimation and Inference
We assume for a moment that there is an independent, identically distributed (i.i.d.) data sample
X = (x1 , x2 , . . . , xT ). Further, we assume that the
sample is generated by a probability distribution
(or density) function f (x; ) where  is an ndimensional unknown parameter vector indexing the
family of probabilities (or density functions). Then,
the likelihood function is the joint distribution (or
density) function of the sample based on the parameter vector . Owing to the independence assumption, the joint distribution (or density) can be written
T as a product: L(X; ) = f (x1 , x2 . . . xT ; ) =
i=1 f (xi ; ). The ML estimate for , denoted by
 T , is the vector that maximizes the likelihood func
tion. Intuitively, this procedure amounts to picking
the parameter vector that renders the data sample
the highest likelihood of occurrence. Since the data
sample records the actual occurrences, ML estimation is appealing simply because at this particular set
of parameter values the chance of obtaining the data
sample is greatest.
The common practice is to first transform the likelihood function by a natural logarithm and then to

Asymptotic Properties
Consistency of the ML estimator is largely a consequence of the fact that the expected value of the
log-likelihood function evaluated at the true parameter vector 0 ,

E0 (ln f (x; )) = ln f (x; )f (x; 0 ) dx
(1)
is maximized at 0 . This follows from Jensen’s
inequality because logarithm is a concave function:
 



f (x; )
f (x; )
E0 ln
≤ ln E0
f (x; 0 )
f (x; 0 )

= ln f (x; ) dx = 0. (2)
If the 
law of large numbers can be applied to
(1/T ) Ti=1 ln f (xi ; ) for each , the log-likelihood
function divided by the sample size converges to the
expected value, which is known to be maximized at
the true parameter vector. Thus, we expect the ML
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 T to converge to 0 as the sample size
estimator 
increases to infinity. Note that there may be cases
when the maximum likelihood estimator is not consistent. Readers are referred to [6], p. 258 for some
examples.
Given consistency, one can concentrate on the set
of parameters in a small neighborhood of 0 . By the
Mean Value Theorem, the sample score function can
be expanded around 0 as follows:
1
T

T

i=1

T )
∂ ln f (xi ; 
∂
=

1
T
+

T

i=1

1
T

i=1

∂ 2 ln f (xi ; ) 
(T − 0 ), (3)
∂∂

 T and 0 . Note that the leftwhere  rests between 
 T is a
hand side equals 0 due to maximization. Since 
random variable, we need some regularity conditions
to ensure its convergence to 0 in a uniform sense
so that we can use 0 in place of . Rearranging the
terms gives rise to
√

 T − 0 )  − 1
T (
T

T

i=1

1
× √
T

∂ 2 ln f (xi ; 0 )
∂∂
T

i=1

To wrap things up, we need the well-known Fisher
information identity. When the likelihood function is
correctly specified and the support of the likelihood
function does not depend on , the information
identity is


∂ ln f (xi ; 0 )
I = Var
∂

 2
∂ ln f (xi ; 0 )
,
(5)
= −E
∂∂
which can be used to simplify the asymptotic distribution to
√


D
 T − 0 ) −−−→ N 0, I −1 .
T (

∂ ln f (xi ; 0 )
∂
T

3

−1

∂ ln f (xi ; 0 )
. (4)
∂

The above asymptotic√variance is the smallest possible variance for all T -consistent estimators that
have a limiting distribution for any 0 and the limiting distribution is continuous in 0 [14]. (It can
also be shown that all regular estimators in the sense
of [10] have the asymptotic variance at least as large
as I −1 . Such regularity is essentially used to rule out
pathological estimators that are superefficient only on
the set of parameter values with Lebesgue measure
0.) In this sense, the ML estimator is asymptotically
efficient.
Although the asymptotic covariance matrix is
evaluated at the true parameter value, consistency
allows us to substitute it with the ML estimate.
The information identity suggests two alternative
ways of computing the asymptotic covariance matrix.
These are

D

Let −−−→ denote convergence in distribution. Then,
if we can apply the law of large numbers to the
first term on the right-hand side and the central
limit theorem to the second term, convergence to
normality follows. (Convergence, of course, requires
some regularity conditions. Note that  is an ndimensional√vector. Thus, for instance, the covariance
 − 0 )) is an n × n matrix.):
matrix Var( T (
  2
−1
√
D
∂ ln f (xi ; 0 )

T (T − 0 ) −−−→N 0, E
∂∂


∂ ln f (xi ; 0 )
× Var
∂
  2
−1
∂ ln f (xi ; 0 )
× E
.
∂∂

I −

T )
1 ∂ 2 ln L(X; 

T
∂∂

(6)

and
I 

1
T

T

i=1

 T ) ∂ ln f (xi ; 
T )
∂ ln f (xi ; 
.
∂
∂

(7)

For this article, we will use the second way of
approximating the asymptotic covariance because it
only requires computing first derivatives.

Hypothesis Testing
Suppose that we want to know whether the data
sample can be adequately described by a model,
which is nested by a more general model. The target
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model can thus be viewed as the nested model subject
to some restrictions. The question is whether the
restrictions are binding in a statistical sense. Let c(·)
be a continuously differentiable function from R n to
R k . The null hypothesis describing the restrictions
can be expressed in general as
H0 : c() = 0k×1

(8)

where k < n. Under the null hypothesis, the parameter set has lost k degrees of freedom due to the k
restrictions, assuming there is no redundancy in the
k restrictions. Thus, there are effectively n − k free
parameters left. Three tests are commonly used for
hypothesis testing in the ML context.

test, which only needs the unrestricted parameter
estimate is useful for such cases. In some situations,
it is actually easier to obtain the restricted parameter
estimate. An example is that the restricted model is
a linear regression system whereas the unrestricted
model contains a nonlinear term. The Lagrange
multiplier test becomes useful in such cases. Both
Wald’s test and the Lagrange Multiplier (LM)
test rely on the following distributional result:
if x ∼ N (µk×1 , k×k ), then (x − µ)  −1 (x − µ) ∼
χk2 . These two tests are asymptotically equivalent to
the LR test, but they may yield different results for a
finite data sample. From here on, we let IT denote a
consistent estimator of the information matrix, I.

Wald’s Test

Likelihood Ratio (LR) Test
By definition, maximizing the likelihood function
without the restriction must yield a likelihood value
no less than the restricted maximum. However, if
the restriction is satisfied by the data, the difference
between the two likelihood values will be small. Such
an idea underlies the likelihood ratio statistic
D

LR = 2(ln LU − ln LR ) −−−→ χk2

(9)

where LU and LR are the unrestricted and restricted
maximum values of the likelihood function, respectively. Although ln LU is greater than ln LR by construction, the difference has to be large enough to
warrant a rejection of the null. The likelihood ratio
(LR) statistic turns out to have an asymptotic chisquare distribution with k degrees of freedom under
the null hypothesis, which can be used to determine
how likely it is for the LR statistic to exceed a
given value. In implementing the LR test, one should
be mindful of the presence of nuisance parameters.
A nuisance parameter is the one that is identifiable
under the alternative hypothesis but becomes nonidentifiable under the null. A suitable test with the
presence of nuisance parameters can be constructed,
and for that we refer readers to [7, 8].
Computing the likelihood ratio test statistic
requires both the restricted and unrestricted parameter
estimates. Sometimes it is harder to compute the
restricted estimate in comparison to computing
the unrestricted estimate. For instance, a linear
model becomes nonlinear with linear restrictions on
parameters. An alternative test, known as Wald’s

Wald’s test [15] requires the unrestricted ML esti (U ) . The test statistic is
mate, 
T
 ∂c(

 (U ) ) −1
T
 (U )
IT
W = Tc 
T
∂

 (U ) )
∂c(
T
∂


 D
 (U ) −−−→ χk2 .
×c 
T

 −1

(10)

 (U ) ) should be
If the null hypothesis is true, c(
T
close to the k-dimensional vector of zeros as the ML
 (U ) is consistent. A large departure from
estimator 
T
the zero vector will invalidate the null hypothesis.
Wald’s statistic can be interpreted as a weighted
 (U ) ) with the weights determined by the
norm of c(
T
 (U ) ).
variability of c(
T
This asymptotic distribution follows from the fact
 (U ) induces asymptotic
that asymptotic normality of 
T
 (U ) ), which is in turn a result of the
normality of c(
T
first-order Taylor expansion. In other words,

√  (U )  ∂c(0 ) √  (U )

 − 0
Tc 
T 

T
T
∂



D
∂c(0 ) −1 ∂c(0 ) 
−−−→ N 0,
I
∂
∂
(11)

Lagrange Multiplier (LM) Test
The Lagrange multiplier statistic requires the restric (R) . The test is based on the notion
ted ML estimate, 
T
that if the null hypothesis is valid, the restricted
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parameter estimate will also maximize the unrestricted likelihood function. As a result, the sample
score function (corresponding to the unrestricted likelihood) evaluated at the restricted parameter estimate
should be close to the n-dimensional vector of zeros.
A significant deviation from the zero vector invalidates the null hypothesis. The LM test statistic is
1
LM =
T

 (R) )
∂ ln LU (
T
∂



 (R) )
∂ ln LU (
T
(12)
∼ χk2 .
∂
The distribution result follows
from applying the
√
 (R) )/∂.
central limit theorem to (1/ T )∂ ln LU (
T

Table 1 Estimation results for large medical
claims example

Constant
Is410
Is411
Is296
Is715
Age
IsMale
σ2

OLS

ML

10.72
−0.0784
−0.038
−0.22
−0.3
0.0016
−0.013
0.1748

10.29(0.0539)
−0.16(0.0233)
−0.076(0.0265)
−0.6(0.0382)
−0.85(0.0397)
0.0042(0.0008)
−0.038(0.0194)
0.4204(0.0106)

× IT−1

Example: A Study of Large Medical Claims
To illustrate the ML estimation and testing techniques, we use the data from the 1991 Society of
Actuaries large claims study. The data sample consists of medical claims larger than $25 000 with different characteristics of the claimant and the medical
diagnosis. Out of hundreds of different diagnoses in
the original database, we select, for simplicity, the
cases with the five most frequent ones. The resulting sample has 12 745 observations, with an average
claim size of $49 865. We examine how the claim size
depends on age and gender of the claimant as well as
the nature of diagnosis. The set of explanatory variables consists of age, gender, and five diagnoses. We
restrict the analysis to five diagnoses, represented by
the ICD-9 codes (for instance, Is414 is the dummy
variable for the ICD-9 code 414). Because a constant
term is included in the regression, only four diagnosis
dummies are used as the explanatory variables with
the fifth being essentially the regression constant.
(The fifth diagnosis, which is not directly given in
Table 1 later has the ICD-9 code of 414.) As opposed
to relying solely on the nature of diagnosis, a multivariate approach can disentangle the effects of age
and gender from the effect arising from the nature of
diagnosis.
For simplicity, we assume a linear relationship
between the logarithmic claim size yi and the set of
explanatory variables xi . The noise term is assumed
to be normally distributed. The model is
yi = β  xi + εi
εi ∼ N (0, σ 2 ).

(13)

For linear models with normally distributed noise,
it is well known that the ML estimate is equivalent
to the ordinary least square (OLS) estimate. It is thus
tempting to estimate β by the OLS method. However,
we should note that the data sample only contains the
truncated observations. Each observation corresponds
to a claim size over $25 000. This truncation thus
changes the relevant density function to
f (yi |xi , yi > ln 25 000)
=

(1/σ )φ((yi − β  xi )/σ )
,
1 − ((ln 25 000 − β  xi )/σ )

(14)

where φ and
are the standard normal pdf and
cdf, respectively. Truncation has in effect turned the
original linear model into a nonlinear one, making
OLS unsuitable for the data sample.
We can perform ML estimation, however. The loglikelihood for the data sample is
ln L = −

1
T ln 2π
− T ln σ −
2
2σ 2
T

−
i=1


ln 1 −



T

(yi − β  xi )2
i=1

ln 25 000 − β  xi
σ


, (15)

where T = 12 745. The unknown parameters are β
and σ . The ML estimates cannot be solved analytically. Numerical optimization can be carried out to
obtain the ML estimates. For this problem, we use the
MATLAB optimization facility to perform the calculations. (One should be mindful of a weakness of
gradient-based optimization methods, typically used
in softwares like MATLAB. Gradient-based methods
can settle at a local optimum even though the global
optimum is the real objective. In order to be reasonably certain that the global optimum has been
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obtained, one could try several sets of initial parameter values.) For computing the asymptotic covariance
matrix, the cross product of individual score functions
is used.
Table 1 reports the ML estimation results with
standard errors in parentheses. To demonstrate the
effect of inappropriately applying OLS to the current
data sample, we also present the OLS estimation
results. Although OLS estimation does not alter the
sign of any parameter estimate, the magnitude has
been affected significantly. After controlling for the
effect of diagnosis, the older a person gets, the larger
is the expected claim size. This age effect is highly
significant, judging by the standard error. The result
also indicates that a male patient incurs a lower claim
than a female patient, keeping other things equal.
The gender effect is also significant by the usual
criterion albeit it is not as significant as the age
effect. We can infer the effect of diagnosis on claim
size by looking at the coefficients on the diagnosis
dummies. These coefficients provide us with the
expected differences over the claim size corresponding to the ICD-9 code of 414. For instance, because
the dependent variable is logarithmic claim size, the
coefficient −0.3 of Is715 means that one can expect
an osteoarthrosis case (code 715) to have roughly
30% lower claim size than the case of ischemic
heart disease (code 414) after controlling for other
factors.
We can also examine the joint effect of age and
gender or any other combinations. The null hypothesis for detecting the joint effect of age and gender can be formulated by setting both coefficients
(corresponding to age and gender) to zero. Three
test statistics described earlier can be calculated for
this hypothesis. The unrestricted and restricted loglikelihood values are −4587.7 and −4601.3, respectively. The LR test statistic thus equals 27.2. Since
there are two restrictions, the relevant Chi-square
distribution has two degrees of freedom. The 99%
quantile of this distribution is 9.21. The LR test
statistic clearly rejects the null hypothesis because
the chance for this value to occur under the null
hypothesis is less than 1%. Similarly, we have
computed Wald’s and LM test statistics to obtain
W = 30.21 and LM = 24.25, and in both cases
we reject the null hypothesis using the same cutoff value of 9.21. Thus, we can conclude that age
and gender together significantly affect the medical
claim size.

Time Series Models and the Quasi-ML
Principle
In many applications, the i.i.d. assumption is simply
not suitable. The asymptotic results discussed in the
preceding section are largely intact when the i.i.d.
assumption is discarded. For a model with a dynamic
structure linking a data point to the preceding data
points in the data series, the log-likelihood function
can be written as a sum of individual logarithmic conditional distribution (or density) functions. Consistency can be established by applying the law of large
numbers under some mixing conditions. (Mixing is
a way of describing the degree of dependence in a
time series. Mixing conditions are typically needed to
determine how fast the variables in a time series lose
their dependence when they become further apart.)
Because of consistency, the sample score function
can be viewed as a vector martingale and the limiting distribution of the ML estimator follows from
the martingale central limit theorem. This is the case
because each increment is a vector of derivatives of
the logarithmic conditional distribution (or density)
with respect to the parameters, whose expected value
evaluated at the true parameter vector equals a vector of zeros. In short, the same asymptotic results are
available for dependent data samples as long as the
regularity conditions are met. The intuitive reasons
for the asymptotic results are basically the same. We
refer readers to [18] for technical details.
So far, we assume that the parametric form of
distribution is correctly specified. If there is a misspecification, the likelihood function being maximized differs from the true distribution function that
generates the data sample. The asymptotic results
discussed in the preceding section are no longer
valid. To what extent those results can be retained
when there is a misspecification is the focus of
the quasi-ML (QML) theory. Reference [17] provides a comprehensive treatment of the QML theory under the i.i.d. assumption. A generalization
to the time series models is available in [3]. Basically, the QML estimator can still be consistent for
some parameters of the model with a misspecified
distribution; for example, mean and variance parameters for location-scale models by using a potentially
misspecified normality assumption. Moreover, the
QML estimator has an asymptotic normal distribution
even though efficiency is lost. In the i.i.d. case [9],
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presents conditions restricting the type of misspecified likelihood functions by which consistency for
the QML estimators of the first two moments can be
ensured.

neighborhood of ∗ to obtain the following:
√

 T − ∗ )  −
T (

1
T

T

i=1

1
× √
T

Asymptotic Properties of QML

∂ 2 ln fi (xi+1 ; ∗ )
∂∂
T

i=1

−1

∂ ln fi (xi+1 ; ∗ )
.
∂
(16)

Suppose that the conditional distribution of xi+1 ,
conditioning on information available at i, is
described by the density function gi (xi+1 ) but
we have used the misspecified density function
fi (xi+1 ; ). Let ∗ minimize the Kullback–Leibler
number, Eg (ln(gi (x(i+1) )/fi (x(i+1) ; ))) where Eg (·)
denotes the expectation taken with respect to
g. In other words, ∗ yields the best misspecified model within the
 class. By the law
of large numbers, (1/T ) Ti=1 ln fi (xi+1 ; ) conT
verges to Eg (ln fi (xi+1 ; )). The QML estimator 

that maximizes (1/T ) Ti=1 ln fi (xi+1 ; ) also min
imizes (1/T ) Ti=1 ln(gi (x(i+1) )/fi (x(i+1) ; )), but
this quantity converges to Eg (ln(gi (x(i+1) )/
 T converges to ∗ . This
fi (x(i+1) ; ))). Naturally, 
is a different kind of consistency, however. Consistency in ML estimation implies that the ML estimator
goes to the true parameter vector as the sample size
increases. In contrast, the QML estimator only converges to the parameter that gives rise to the best
misspecified model. For some parameters of interest, the QML estimates may actually converge to
the true values. The location-scale model is such a
case. Let location (mean) and scale (standard deviation) parameters be denoted by µ and σ , but the
true distribution function for (xi − µ)/σ is unknown.
The QML estimates by assuming
normality are µ̂T =

2
T
 
(1/T ) i=1 xi and σ̂T = (1/T ) Ti=1 xi − µ̂T .
Since µ̂T and σ̂T converge to the true location and
scale parameters by the standard limiting argument,
these two specific QML estimates have the desirable
consistency for they approach the true parameter values. By [3], this result can be generalized to dynamic
location-scale models with conditional normal distribution. In fact, all parameters in the conditional
location and scale equations can be consistently estimated by the QML method.
For the asymptotic distribution, we can again
apply the Mean Value Theorem to a small

By the martingale central limit theorem,
√

  2
∗ −1
D
 T −∗ ) −−−→N 0, E ∂ ln fi (xi+1 ;  )
T (
∂∂


∂ ln fi (xi+1 ; ∗ )
× Var
∂
  2
−1
∂ ln fi (xi+1 ; ∗ )
× E
.
∂∂

Unlike the previous case, the asymptotic covariance
matrix cannot be simplified further because the information identity only holds under a correctly specified
distribution. Although the QML estimator still possesses asymptotic normality, it is not as efficient as
the ML estimator because it does not attain the lower
bound for regular estimators discussed earlier.
For hypothesis testing, we use the robustified
Wald and LM statistics to test the restrictions on
the parameters that can be consistently estimated.
This again follows from asymptotic normality for
the QML estimator as well as for the sample score
function. The weighting matrix in either case must
be adjusted to reflect the fact that the information identity is no longer applicable under QML
estimation. These test statistics continue to be chisquare distributed with degrees of freedom equal to
the number of restrictions. It should be noted that
the LR statistic under QML is not chi-square distributed because the negative of the Hessian matrix
no longer approximates the asymptotic covariance
matrix. The LR statistic amounts to a sum of squared,
normally distributed random variables with mean
0 but variance not equal to 1. The proper cutoff value must be determined by simulation in
this case.
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Example: Estimating a Time Series Model for the
US Interest Rate
To demonstrate QML estimation for a dependent
data sample, we apply a model in [4] to US shortterm interest rates. The data sample consists of 909
weekly observations of the 3-month US Treasury
bill yields during the period from February 9, 1973
to July 6, 1990. Rates are annualized and stated
in percentage; for example, 3.5 means 3.5% per
annum. The model has been set up to capture two
stylized empirical facts about the volatility of shortterm interest rates. The first is volatility clustering,
meaning that calm (volatile) periods are clustered
together. This phenomenon is reflected by adopting
a GARCH(1, 1) model under which past volatility
and innovation solely determines the volatility for the
next period. The second is the level effect. When the
interest rate is high (low), volatility tends to be high
(low). A function of interest rate is directly added to
the GARCH volatility equation to accommodate the
level effect. The specific interest rate model is
rt = a + brt−1 + σt εt
2
2
2
σt2 = β0 + β1 σt−1
+ β2 σt−1
εt−1
+ β3

r

t−1

(17)
2γ

10
(18)

εt ∼ D(0, 1),
where D(0, 1) denotes some distribution function
with mean 0 and variance 1.
We use conditional normality to construct the loglikelihood function. Since the true distribution is
unknown, we are using QML estimation. The loglikelihood function is
ln L = −

(T − 1) ln(2π)
− (T − 1) ln σt
2
T

−
t=2

(rt − a − (1 + b)rt−1 )2
.
2σt2

Table 2

a
b
β0
β1
β2
β3
γ

Parameter
estimate

Standard
error

Robust standard
error

0.0084
−0.0002
0.0017
0.668
0.323
0.0046
3.5

0.0224
0.0032
0.0003
0.0216
0.0256
0.0017
0.6916

0.0243
0.0036
0.0008
0.0935
0.1371
0.0028
0.6724

conditional distribution, the robustified standard error
should be used instead.
The results are presented in Table 2. The robust
standard errors are greater for all except one. The
asymptotic result suggests that the robust standard
error should be larger for an infinitely large sample
because QML estimation loses efficiency. With 909
data points, the predication by the asymptotic theory
has pretty much materialized.
The estimates for a and b are insignificant from
0. Insignificant estimate for parameter b is consistent with the typical finding that interest rates are
close to being integrated, meaning that the estimated autocorrelation coefficient is about 1. The
GARCH effect is clearly present as indicated by significant β1 and β2 . The level of interest rate also
seems to have an effect on volatility, and indeed a
higher (lower) interest rate leads to a higher (lower)
volatility.
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Mixture of Distributions
In this article, we examine mixing distributions by
treating one or more parameters as being ‘random’
in some sense. This idea is discussed in connection with the mixtures of the Poisson distribution.
We assume that the parameter of a probability
distribution is itself distributed over the population
under consideration (the ‘collective’) and that the
sampling scheme that generates our data has two
stages. First, a value of the parameter is selected
from the distribution of the parameter. Then, given
the selected parameter value, an observation is generated from the population using that parameter
value.
In automobile insurance, for example, classification schemes attempt to put individuals into (relatively) homogeneous groups for the purpose of
pricing. Variables used to develop the classification scheme might include age, experience, a history
of violations, accident history, and other variables.
Since there will always be some residual variation in accident risk within each class, mixed distributions provide a framework for modeling this
heterogeneity.
For claim size distributions, there may be uncertainty associated with future claims inflation, and
scale mixtures often provide a convenient mechanism
for dealing with this uncertainty.
Furthermore, for both discrete and continuous
distributions, mixing also provides an approach for
the construction of alternative models that may well
provide an improved
 ∞ fit to a given set of data.
Let M(t|θ) = 0 etx f (x|θ) dx denote the moment generating function (mgf) of the probability
distribution, if the risk parameter is known to be θ.
The parameter, θ, might be the Poisson mean, for
example, in which case the measurement of risk is
the expected number of events in a fixed time period.
Let U (θ) = Pr( ≤ θ) be the cumulative distribution function (cdf) of , where  is the risk
parameter, which is viewed as a random variable.
Then U (θ) represents the probability that, when a
value of  is selected (e.g. a driver is included in the
automobile example), the value of the risk parameter
does not exceed θ. Then,

M(t) = M(t|θ) dU (θ)
(1)

is the unconditional mgf of the probability distribution. The corresponding unconditional probability
distribution is denoted by

f (x) = f (x|θ) dU (θ).
(2)
The mixing distribution denoted by U (θ) may be of
the discrete or continuous type or even a combination
of discrete and continuous types. Discrete mixtures
are mixtures of distributions when the mixing function is of the discrete type. Similarly for continuous
mixtures.
It should be noted that the mixing distribution is
normally unobservable in practice, since the data are
drawn only from the mixed distribution.
Example 1 The zero-modified distributions may
be created by using two-point mixtures since
M(t) = p1 + (1 − p)M(t|θ).

(3)

This is a (discrete) two-point mixture of a degenerate
distribution (i.e. all probability at zero), and the
distribution with mgf M(t|θ).
Example 2 Suppose drivers can be classified as
‘good drivers’ and ‘bad drivers’, each group with
its own Poisson distribution. This model and its
application to the data set are from Tröbliger [4].
From (2) the unconditional probabilities are
f (x) = p

e−λ2 λx2
e−λ1 λx1
+ (1 − p)
,
x!
x!
x = 0, 1, 2, . . . .

(4)

Maximum likelihood estimates of the parameters
were calculated by Tröbliger [4] to be p̂ = 0.94,
λ̂1 = 0.11, and λ̂2 = 0.70. This means that about
6% of drivers were ‘bad’ with a risk of λ1 = 0.70
expected accidents per year and 94% were ‘good’
with a risk of λ2 = 0.11 expected accidents per year.
Mixed Poisson distributions are discussed in
detail in another article of the same name in this
encyclopedia. Many of these involve continuous
mixing distributions. The most well-known mixed
Poisson distribution includes the negative binomial
(Poisson mixed with the gamma distribution) and the
Poisson-inverse Gaussian (Poisson mixed with the
inverse Gaussian distribution).
Many other mixed models can be constructed
beginning with a simple distribution.
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Example 3 Binomial mixed with a beta distribution. This distribution is called binomial-beta, negative hypergeometric, or Polya–Eggenberger.
The beta distribution has probability density
function
(a + b) a−1
u(q) =
q (1 − q)b−1 ,
(a)(b)
a > 0, b > 0, 0 < q < 1.

(5)

Then the mixed distribution has probabilities
 1 
m x
f (x) =
q (1 − q)m−x
x
0
×
=

=

x = 0, 1, 2, . . . .

∞

0

Let M (t) = 0 etθ dU (θ) be the mgf associated
with the random parameter θ, and one has f (x) =
M (−x). For example, if θ has the gamma probability density function
λ(λθ)α−1 e−λθ
,
(α)

f (x) = αλα (λ + x)−α−1 ,

(6)

m

Example 4 Negative binomial distribution mixed
on the parameter p = (1 + β)−1 with a beta distribution. The mixed distribution is called the generalized
Waring.
Arguing as in Example 3, we have
(r + x) (a + b)
f (x) =
(r)(x + 1) (a)(b)
 1
×
p a+r−1 (1 − p)b+x−1 dp

θ > 0,

(9)

(10)
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a Pareto distribution. All exponential mixtures, including the Pareto, have a decreasing failure rate.
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(r + x) (a + b) (a + r)(b + x)
=
,
(r)(x + 1) (a)(b) (a + r + b + x)
x = 0, 1, 2, . . . .

The mixed distribution has probability density
function
 ∞
θe−θx dU (θ), x > 0.
(8)
f (x) =

then M (t) = [/( − t)]α , and thus

(a + b)(m + 1)(a + x)(b + m − x)
(a)(b)(x + 1)
(m − x + 1)(a + b + m)
−a  −b 
m−x
−a−b ,

Mixture of exponentials.

u(θ) =

(a + b) a−1
q (1 − q)b−1 dq
(a)(b)

x

Example 5

Johnson, N., Kotz, S. & Balakrishnan, N. (1994). Continuous Univariate Distributions, Vol. 1, 2nd Edition, Wiley,
New York.
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When b = 1, this distribution is called the Waring
distribution. When r = b = 1, it is termed the Yule
distribution.
Examples 3 and 4 are mixtures. However, the
mixing distributions are not infinitely divisible,
because the beta distribution has finite support.
Hence, we cannot write the distributions as compound
Poisson distributions to take advantage of the
compound Poisson structure.
The following class of mixed continuous distributions is of central importance in many areas of
actuarial science.

(See also Capital Allocation for P&C Insurers:
A Survey of Methods; Collective Risk Models; Collective Risk Theory; Compound Process; Dirichlet Processes; Failure Rate; Hidden
Markov Models; Lundberg Inequality for Ruin
Probability; Markov Chain Monte Carlo Methods; Nonexpected Utility Theory; Phase-type Distributions; Phase Method; Replacement Value;
Sundt’s Classes of Distributions; Under- and
Overdispersion; Value-at-risk)
HARRY H. PANJER

Multivariate Statistics
In most actuarial applications, it is not sufficient
to consider single statistical variables, for example,
insurance companies always try to relate their risk
to many explanatory variables adequately describing
the insured. That is why empirical actuarial work
mostly means application of multivariate statistical
techniques.

1
(xi − x)(xi − x)
n i=1
n

Fundamentals

S=

The data available on p variables for n individuals or
firms are often stored in (n × p) data matrices


x11 · · · x1p
.
.
..  ∈ Mn,p .
X =  ..
(1)
xn1 · · · xnp
A safe command of linear algebra and matrix algebra [6] is helpful in multivariate statistics. In addition,
some geometrical intuition [8, 11] is very useful for
understanding complex multivariate techniques.
For a random vector x = (x1 , . . . , xp ) , multivariate statistical expectation is defined elementwise leading, for example, to the expectation vector
E(x) = µ = (µ1 , . . . , µp ) = (E(x1 ), . . . , E(xp ))
(2)
and to the covariance matrix
Cov(x) = E[(x − µ)(x − µ) ]


σ11 . . . σ1p
.
.
..  = 
=  ..
σp1 . . . σpp

distribution of Wilks’ . The latter is used because,
instead of considering ratios of quadratic forms following the F distribution, in multivariate statistics,
one often uses ratios of determinants or eigenvalues
following the  distribution, a multivariate generalization of the beta distribution.
The generalization of the univariate methods of
finding point estimators and characterizing their properties is straightforward (see [1, 7]). Define the (arithmetic) mean vector x = (x 1 , . . . , x p ) and the empirical covariance matrix

(3)

with the covariances σj k for j  = k and the variances
σjj = σj2 . See [1, 7] for more definitions and rules.
Here and in the sequel, x or X denotes the transpose
of a vector x or matrix X, respectively.
Testing in multivariate statistics often requires the
multivariate generalizations of the well-known univariate sampling distributions (see continuous multivariate distributions or [1, 7]), that is, the p- dimensional multivariate normal distribution Np (µ, ),
theWishart distribution Wp (, n) (a generalization
of the χ 2 distribution), Hotelling’s T 2 distribution
(a multivariate analogon to the t distribution) and the

(4)

where x1 , . . . , xn is a random sample of a multivariate density with expectation vector µ and covariance
matrix . Then x and S are the maximum likelihood (ML) estimators of µ and  with E(x) = µ and
E(S) = (n − 1/n). If, additionally, x1 , . . . , xn ∼
Np (µ, ), we obtain x ∼ Np (µ, /n) and nS ∼
Wp (, n − 1). Moreover, x and S are independent.

Principal Components Analysis (PCA)
In the first two groups of multivariate techniques,
we typically have a relatively large set of observed
variables. These variables must be metrically scaled
because it has to make sense to calculate their means
and variances. The aim is dimensional reduction,
that is, the construction of very few new variables
comprising as much relevant information as possible. The first method, principal components analysis
(see [5, 10]), is a purely descriptive technique where
the new variables (principal components) shall comprise as much as possible of the variance of the given
variables.
A typical example: A financial analyst is interested
in simple and meaningful measures for the financial
health of several firms he has to rate. He has identified
roughly 100 variables that may be useful for this task.
But these variables are highly correlated and a set of
100 variables is too complex. That is why he wants to
condense the observed variables to very few indices.
The observed variables x1 , . . . , xp ∈ Rn have to
be standardized, that is, they have to be centered
(for simplicity) and their variances are set to unity
(otherwise, the original variables would influence
the new variables with different weights). Then, the
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data input consists of the empirical correlation matrix
R = (1/n)X  X.
More formally, the aim is to construct k =
1, . . . , q centered and pairwise orthogonal (uncorrelated) principal components f1 , . . . , fq ∈ Rn with
q  p, which are linear combinations of the
observed variables
fik = bk1 xi1 + · · · + bkp xip

or F = XB

(5)

with normed parameter (loadings) vectors bk ∈ Rp ,
X ∈ Mn,p , F ∈ Mn,q and B ∈ Mp,q . In the class of
linear combinations defined above, f1 shall account
for the maximum variance in the data and fk shall
account for the maximum variance that has not been
accounted for by the first k − 1 principal components.
Algebraically, this is an eigenvalue problem (see
[6]): Let λ1 ≥ λ2 ≥ · · · ≥ λp be the eigenvalues of
the empirical correlation matrix R and let V ∈ Mp,p
be the matrix containing as columns the corresponding orthonormal eigenvectors v1 , . . . , vp ∈ Rp . Then,
assuming for a second that p = q, B = V and F =
XV . Since R is symmetric, all eigenvalues and eigenvectors are real, and eigenvectors for different eigenvalues are orthogonal. Via the spectral decomposition
of R, the covariance matrix f ∈ Mp,p of the principal components can be shown to be diagonal with
Var(fk ) = λk on the main diagonal.
Geometrically and intuitively (see [8, 11]), the
data cloud will be considerably different from a
sphere if the observed variables are sufficiently correlated (if the correlation between the x ’s is low,
application of PCA is senseless). And the factors
(derived from the eigenvectors of R) always adjust
to the direction of the largest extension of the data
cloud, thus comprising as much as possible of the
total variance of the given variables.
Sorting the eigenvalues of R according to size
is identical to sorting the principal components fk
according to their variances, that is, their importance for PCA. We distinguish total variance λ1 +
λ2 + · · · + λp and, for q  p, explained variance
λ1 + λ2 + · · · + λq . The unexplained variance measures the information loss. The decision about the
number of principal components q may be met by,
for example, the Kaiser criterion – that is, by retaining only those principal components with eigenvalues
(variances) greater than one – or by the scree plot –
that is, by plotting the eigenvalues (variances) of the
principal components versus their index k looking
for an ‘elbow’ in the graph. A Bartlett test is not

recommended for this task because it is too sensitive
to the sample size.

Factor Analysis
In (exploratory) factor analysis (see [5, 10]), like
in PCA, we typically have a relatively large set
of metrically scaled variables and we try to reduce
them to very few new variables (factors). But in this
second dimensional reduction technique, these factors
are assumed to be some unobserved latent variables.
Also, in factor analysis, the factors are identified
for explaining the correlation between the observed
variables.
A typical example is arbitrage pricing theory
where the so-called index models are derived for
identifying significant factors affecting the returns of
securities. Some of these (mostly unobservable) factors are assumed to be the market effect, a liquidity
factor, industry effects, underlying general economic
factors, and so on. Factor analysis is applied for
identifying those latent factors from many highly correlated observable variables (see [3]).
Like in PCA, the observed variables y1 , . . . , yp ∈
Rn should be standardized. More formally, we look
for q common (latent) factors f1 , . . . , fq ∈ Rn with
q  p following
yij =

q


lj k fik + uij

or Y = F L + U

(6)

k=1

with loadings lj k ∈ L, L ∈ Mq,p , residuals uij ∈ U ,
U ∈ Mn,p , embodying individual factors, measurement error, and so on, and Y ∈ Mn,p , F ∈ Mn,q . The
factors should be standardized and pairwise uncorrelated. The residuals u1 , . . . , up ∈ Rn should be
centered, pairwise uncorrelated, and of constant (but
possibly different) variances. Factors and residuals
should be uncorrelated.
With the definitions and assumptions from above,
one easily obtains the variance decomposition or
fundamental theorem of factor analysis
Cov[y] = y = L L + u

or

Var(yj ) = lj21 + · · · + lj2q + σj2



(7)

h2j

with the explained variance (communality) h2j of yj .
Furthermore, Cov[y, f ] = E[yf  ] = L meaning that
lj k = ρ(yj , fk ).

Multivariate Statistics
Model (6) is rather similar to a linear regression model. One striking difference is: the regressors
are unobservable! The objectives of factor analysis
are to identify a parsimonious factor model (q  p)
accounting for the necessary part of the correlations
of the y’s, to identify – via factor rotations (see
below) – the most plausible factor solution, to estimate the loading matrix L with communalities h2j and
to estimate and interpret the factor scores.
The first step in the identification procedure is
the estimation of the factor space by principal components factoring (PCF), principal axis factoring
(PAF) or maximum likelihood. Geometrically, this
means identifying a q-dimensional subspace (the factor space) of observation space Rn being ‘rather
close’ (low angles mean high correlation) to the bundle of p observed vectors (variables) y. The decision
about the number of factors may be met by the criteria
mentioned in the section on PCA.
The factors are interpreted via those observed variables loading (correlating) highly on them (see above).
But mostly, the initial factors/loadings structure will
not be useful for this task. A better interpretation
is often possible after a rotation of the factors, for
example, by the Varimax or Quartimax method. Geometrically, this is a rotation of the coordinate system of the factor space. The factors and loadings
change, equations (6) to (7) transform equivariantly,
and the communalities in (7) are invariant. It is possible to generate correlated factors – an oblique factor model – for example, by an Oblimax or Oblimin
rotation.
In confirmatory factor analysis, a priori knowledge is incorporated into the factor model by setting structural hypotheses until the model is fully
identified. Then, the parameters are estimated, the
model assumptions are checked and hypotheses can
be tested. Factor analysis with categorical observed
variables and/or factors is called latent structure analysis with the special cases latent class analysis, latent
profile analysis and categorical factor analysis. In
canonical correlation analysis, the objective is to
find a set of canonical variables ξk as linear combinations of a first set of observed variables and ηk
as linear combinations of a second set of observed
variables so that the ξk are pairwise uncorrelated,
the ηk are pairwise uncorrelated and the canonical correlation coefficients ρ(ξk , ηk ) are as high as
possible.
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Multivariate Analysis of Variance
(MANOVA)
The multivariate analysis of variance (MANOVA)
(see [4, 10]), is a special case of the classical
multivariate linear regression model (only categorical regressors) with a particular research target (see
below). The basic model of a one-way – meaning one
regressor – MANOVA is
yij k = µk + uij k

(8)

with the categorical regressor (factor) µ with g
factor levels (groups), n observations – a balanced
MANOVA – for all groups, the dependent metric pdimensional variable y ∈ Rnpg and the disturbance
u ∈ Rnpg with u ∼ Nnpg (0, σ 2 I ). (8) can also be formulated as a multivariate linear regression model
with a design matrix X ∈ Mnpg,g or it can be written
in the effect representation.
The OLS and ML estimator µ̂ is the vector
of the group means, that is, µ̂ = (y 1 , . . . , y g ) . The
MANOVA research target is to find out if the factor has any influence on y, that is, testing H0 : µ1 =
· · · = µg .
As in univariate statistics, one decomposes the
total sum of squares into the sums of squares within
groups W and between groups B
W =

g
n


(xki − x k )(xki − x k )
k=1 i=1

B=

g


n(x k − x)(x k − x) .

(9)

k=1

B and W follow Wishart distributions (see above).
A multivariate generalization of the F-test statistic is the likelihood ratio (LR) test statistic called
Wilks’ 
q

=

det(W )
(1 + λk )−1
=
det(B + W ) k=1

(10)

with the q nonzero eigenvalues of W −1 B. Under
H0 , Wilks’  follows a  distribution (see above)
 ∼ (p, n − g, g − 1) or, approximately, a χ 2 distribution
− n−

p+g
− 1 ln()∼· χ 2 (p(g − 1))
2

(11)
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A balanced two-way MANOVA
yij kl = µkl + uij kl

(12)

consists of two categorical factors with g and h factor
levels, n observations for all gh cells, the dependent metric p-dimensional variable y ∈ Rnpgh and the
disturbance u ∈ Rnpgh with u ∼ Nnpgh (0, σ 2 I ). Now,
one tests analogously for interaction effects between
the factors and for their main effects on the dependent
variable.
Adding further factors often leads to severe data
collection problems that may be solved by experimental design techniques (see [4]). In an unbalanced
MANOVA, the number of observations will differ
in different cells. This can be treated easily in the
one-way MANOVA. But in the two-way MANOVA,
this leads to the loss of several orthogonality properties complicating the testing procedures. See [9] for
nonorthogonal designs. Adding some metric regressors, for example, to secure the white noise property of the covariance matrix of u, but still focusing on the influence of the categorical factors on y
is called multivariate analysis of covariance (MANCOVA) (see [4]).

Discriminant Analysis
A population is assumed to be classified into g ≥ 2
mutually exclusive classes 1 , . . . , g . g is known.
(learning sample), we
For n individuals ωi ∈
observe their class affiliation (a categorical endogenous variable) k ∈ {1, . . . , g} and p (exogenous) discriminating variables x = (x1 , . . . , xp ). Then, the
objective of discriminant analysis (see [5, 10]) is to
identify the variables that discriminate best between
the g classes and to develop a decision function or
forecast rule to assign future individuals, where x is
known but k is unknown, to one of these classes.
x and k are random variables characterized by the
prior probability P (k) = P (ω ∈ k ) > 0, the class
density f (x|k) and the posterior probability P (k|x)
calculated by Bayes’ theorem.
A typical example is credit scoring: credit banks
are highly interested in knowing the solvency of
their customers, that is, in a classification of credit
applications in, say, g = 3 groups (low risk, some
risk, too risky). They have collected data on the
credit risk of many individuals and on discriminating
variables on these individuals, on their job, on their

past conduct in financial affairs or on the credit itself.
The banks want to have a simple rule to forecast the
credit-worthiness of future applicants.
The parametric Maximum Likelihood decision
rule says to choose that k̂ where f (x|k̂) ≥ f (x|l)
for l = 1, . . . , g. In the case of normal class densities with identical covariance matrices, that is,
f (x|k) ∼ N (µk , ), this leads to a linear (in x )
discriminant function based on the Mahalanobis distance (x − µk )  −1 (x − µk ) and a decision rule that
is invariant regarding linear regular transformations
of x. Geometrically, for given vector x, the class
with the closest µ is chosen. Switching to Bayesian
decision rules simply means adding ln(P (k)) to the
discriminant function or, geometrically, shifting the
dividing hyperplanes to the classes with lower prior
probabilities.
The equality of the covariance matrices 1 , . . . ,
g should be checked with the likelihood ratio test
g
ˆ with
ˆ k−1 ))
(LRT) statistic LRT = k=1 nk ln(det(
·
2
ˆ where LRT ∼χ ((1/2)(p 2 +
the pooled estimator 
p)(g − 1)) under H0 . In the case of different covariance matrices, the discriminant function is quadratic
in x, it is no longer based on the Mahalanobis distance, the invariance property is lost and the decisions
are more sensitive to violations of the normality
assumption. Then, the choice of the multinomial logit
model (see below) is a reasonable alternative to parametric discriminant analysis.
It may happen that the observed (correlated)
variables are no powerful discriminating variables
but that q linear combinations yk = b x with q 
p simultaneously maximizing the variance between
the classes and minimizing the variance within the
classes are a much better choice. This leads to
Fisher’s nonparametric decision rule taking up some
ideas from PCA (see above). Let W ∈ Mp,p be the
within matrix and B ∈ Mp,p the between matrix in
(9) with rk(W ) = p. Let λ1 ≥ · · · ≥ λq > 0 be the
nonzero eigenvalues of W −1 B. Then, the eigenvectors b1 , . . . , bq belonging to λ1 , . . . , λq define the
linear functions (canonical variables) y1 , . . . , yq mentioned above.

Cluster Analysis
Like in discriminant analysis, the objective of cluster
analysis(see [5, 10]) is to classify n individuals I =
(I1 , . . . , In ) into g ≤ n mutually exclusive and totally
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exhaustive classes (clusters) C1 , . . . , Cg so that the
clusters are as homogeneous as possible and so that
individuals in different clusters are as different as
possible. But here, these clusters and their number are
unknown. Only n clustering variables x1 , . . . , xn ∈
Rp have been observed. The procedure is purely
descriptive and explorative.
A typical example is the exploratory analysis of
traffic accidents. Here, insurance companies try to
find common patterns of observed accidents regarding characteristics of the involved vehicles, the drivers, the road type, daytime, severity of the accident,
velocity, and so on, in order to reduce the risk of
future similar accidents.
The first step of any cluster analysis is the choice
of a suitable similarity or distance measure, that is, a
transformation of the data matrix X ∈ Mp,n into
a distance/similarity matrix D or S ∈ Mn,n . Similarity measures, like the matching coefficient, are
mainly designed for nominally scaled variables. Distance measures like the well-known Euclidean or L2 distance are designed for metric variables. Some suitable invariance properties facilitate empirical work.
The second step is the choice of an appropriate
clustering technique. One has to make a selection for
example, between descriptive or stochastic, between
hierarchical or nonhierarchical and between agglomerative or divisive procedures. A standard choice is
the descriptive hierarchical agglomerative clustering
procedures presented in the following.
Here, one starts with n individuals (clusters) and
then sequentially merges the closest individuals or
smaller clusters to larger clusters. In the beginning, the clusters are as homogeneous as possible.
After any merger, the distance/similarity between the
resulting cluster and the other individuals (clusters)
must be newly assessed by an increasing (in)homogeneity index. Standard choices for measuring the
distances between clusters are single linkage, complete linkage, average linkage and the ward method.
The dendrogram, like a genealogical tree, is a very
intuitive representation of the merging process. A
popular way of choosing the number of clusters
is looking for a relatively large jump in this den-
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drogram, that is, in the homogeneity index on its
vertical axis.

Further Methods
Further multivariate methods are introduced in regression models, generalized linear (GL) models,
logistic regression models, duration models, time
series and nonparametric statistics. For ‘multidimensional scaling’ see [2].
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Neural Networks
Introduction
Just like statistical classification methods, neural networks are mathematical models. In fact, neural networks can be seen as a special type of a specific
class of statistical classification and prediction methods. The background of neural networks is, however,
different. Neural networks originated from the field
of artificial intelligence. They are especially good
at pattern recognition tasks and tasks that involve
incomplete data sets or fuzzy information. This is
because neural networks are relatively insensitive to
errors or noise in the data.
Neural networks are composed of elements that
perform in a manner analogous to the most elementary functions of the biological neuron. These
elements are organized in a way that is related to the
anatomy of the brain. The first neural networks were
built in the 1950s and 1960s. These networks consisted of a single layer of artificial neurons. They were
applied to pattern recognition and signal processing
tasks such as weather prediction, electrocardiogram
analysis, and artificial vision [27]. However, Minsky
and Papert [17] proved that the single-layer networks
used at the time were theoretically incapable of solving many simple problems. (Single-layer networks
can only solve problems if the different classes in
a sample can be separated by a linear (discriminant)
function. The XOR (exclusive or) problem is a classical example of the problem types that cannot be
solved by single-layer networks.) Gradually, a theoretical foundation emerged, on which today’s more
powerful multilayer networks are constructed. This
has led to a renewed interest in neural network technology and an explosive increase in the amount of
research activity. Multilayer networks will be treated
in more detail in the following sections. However,
there are many kinds of neural networks. This chapter
will focus on the most common ones.

Architecture
The main elements of a neural network are [21]
1. a set of processing units or neurons;

2. a pattern of connectivity among units, that is,
the weights for each of the connections in
the system;
3. a combination function to determine the net input
to a unit;
4. an activation function to transform the net input
to a unit into the activation level for the unit;
5. an output function for each unit that maps its
activation level into an output from that unit.

A Set of Processing Units or Neurons
The units carry out all the processing of a neural
network. A unit’s job is to receive input from other
units and, as a function of the inputs it receives, to
compute an output value, which it sends to other
units. Figure 1 shows a model of a processing unit.
It is useful to characterize three types of units:
input, output, and hidden. Input units receive inputs
from sources external to the system under study.
The output units send signals out of the system. The
hidden units are those whose only inputs and outputs
are within the system. They are not visible outside
the system.
The units in a neural network are usually arranged
in layers. That is, the output of one layer provides the
input to the subsequent layer. The literature shows little agreement on how to count the number of layers
within a network. The point of discussion is whether
to include the first input layer in the layer count. The
input layer does no summation: the input units serve
only as fan-out points to the first set of weights and
do not affect the computational capability of the network. For this reason, the input layer is frequently
excluded from the layer count. The weights of a layer
are assumed to be associated with the units that follow. Therefore, a layer consists of a set of weights
and the subsequent units that sum the signals they
carry [27]. Figure 2 illustrates the basic structure of
a simple two-layer neural network with n input units,
k hidden units (first layer), and m output units (second layer).
The number of processing units within a layer
will depend on the problem to be solved. The choice
of the number of input and output units for a specific problem will usually be quite straightforward
because each variable with input data may be linked
to a separate input unit, and each possible outcome
of the output variable may be linked to a separate
output unit. The choice of the number of units in the
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hidden layer(s) is, however, more difficult. Neural
networks, like other flexible nonlinear estimation
methods, can suffer from either underfitting or overfitting. A network that is not sufficiently complex
can fail to detect fully the signal in a complicated
data set, leading to underfitting. A network that is
too complex may fit the noise, not just the signal,
leading to overfitting. Overfitting is especially dangerous because it can easily lead to predictions that
are far beyond the range of the training data. The
‘problem’ of choosing the right number of hidden
units is also called the bias/variance dilemma [9]
or trade-off. Underfitting produces excessive bias in
the outputs, whereas overfitting produces excessive
variance. There are only rules of thumb to help you
with this choice. One possible approach is to start
with a small number of hidden neurons and add

more during the training process if the network is
not learning. This is called the constructive approach
to optimizing the hidden layer size [11]. The ‘Training a neural network’ section will treat the overfitting
problem in more detail.
For most applications, only one hidden layer is
needed. In fact, it can be shown that one hidden layer
suffices if the number of nodes in the hidden layer is
allowed to expand. If there is no good reason to have
more than one hidden layer, then you should stick to
one. The training time of a network increases rapidly
with the number of layers [6].

The Pattern of Connectivity (wij )
Units are connected to one another. It is this pattern of connectivity that constitutes what the system
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knows and that determines how it will respond to any
arbitrary input. Defining the weights for each of the
connections in the system will specify the total pattern of connectivity. The weight or strength wij of
a connection determines the extent of the effect that
unit j has on unit i.
Depending on the pattern of connectivity, two
types of networks can be distinguished: nonrecurrent or feedforward networks and recurrent networks.
Feedforward networks have no feedback connections,
that is, they have no connections through weights
extending from the outputs of a layer to the inputs
of the same or previous layers. With feedforward
networks, the current inputs and the values of the
weights solely determine the output. Recurrent networks do contain feedback connections. In some
configurations, recurrent networks recirculate previous outputs back to inputs; hence, their output is
determined both by their current input and by their
previous outputs [27].
The weights of the connections are modified as
a function of experience. The next section will deal
with several ways to modify weights of connections
through experience.

The Combination Function (NETi = j wij OUTj )
Each noninput unit i combines values that are fed into
it via connections from other units (OUTj ), producing
a single value called the net input (NETi ). Most
neural networks use a linear combination function:
all inputs are multiplied by their associated weights
(wij ) and summed up.
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kind of sigmoid (i.e. S-shaped) function. The logistic
function is often chosen in this case. Thus,
ACTj =

1
.
1 + exp(−NETj )

(2)

The logistic function compresses the range of the net
input so that the activation level lies between zero
and one.
Apart from being differentiable, the logistic function has the additional advantage of providing a form
of automatic gain control: for small signals (NETj
near zero) the slope of the activation curve is steep,
producing high gain. As the magnitude of the signal
becomes greater in the absolute sense (i.e. positive as
well as negative), the gain decreases. Thus, the network can accommodate small as well as large signals.

The Output Function (OUTj = f (ACTj ))
Associated with each unit j is an output function f ,
which maps the activation level ACTj to an output
value OUTj . The output value can be seen as passing
through a set of unidirectional connections to other
units in the system. Often, the output value is exactly
equal to the activation level of the unit. In other cases,
the output function is a type of threshold function,
so that a unit does not affect other units unless its
activation exceeds a certain value. Alternatively, the
output function may be a stochastic function in which
the output of the unit depends on its activation level
in a probabilistic fashion.

Training a Neural Network
The Activation Function (ACTj = a(NETj ))
The units in a neural network transform their net input
by using a so-called activation function, yielding a
value called the unit’s activation level ACTj . In
the simplest cases, when a(x) = x, and when all
connections are of the same type, the activation level
equals the net input into a particular unit. Sometimes
a is a threshold function so that the net input must
exceed some value T before contributing to the new
activation level

1 if NETj > T
.
(1)
ACTj =
0 otherwise
Whenever the activation level is assumed to take on
continuous values, it is common to assume that a is a

A network is trained so that application of a set of
inputs produces the desired (or at least a consistent)
set of outputs. Such an input or output set is referred
to as a vector. Training is accomplished by applying
input and (if applicable) output vectors, while adjusting network weights according to a predetermined
procedure. Most feedforward neural networks can be
trained using a wide variety of efficient conventional
numerical methods in addition to algorithms invented
by neural network researchers. Training algorithms
can be categorized as supervised or unsupervised
learning [27].
Supervised learning requires the pairing of each
input vector with a target vector representing the
desired output; together these are called a training
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pair. Usually, a network is trained over a number
of such training pairs. An input vector is applied,
the output of the network is calculated and compared with the corresponding target vector, and the
difference or error is fed back through the network,
and weights are changed according to an algorithm
that tends to minimize the error. With incremental
learning, the vectors of the training set are applied
sequentially, and errors are calculated and weights are
adjusted for each vector, until the error for the entire
training set is at an acceptably low level. With batch
learning, the weights are updated after processing the
entire training set.
In unsupervised learning or clustering, the training set consists of input vectors solely. Unsupervised
learning compresses the information from the inputs.
The training algorithm modifies network weights
to produce consistent output vectors; that is, both
the application of one of the training vectors or
the application of a sufficiently similar vector will
produce the same pattern of outputs. The training
process, therefore, extracts the statistical properties
of the training set and groups similar vectors into
classes.
Examples of successful supervised and unsupervised learning will be presented in the following
sections.
With respect to adequate training, it is usually
necessary to present the same training set several
times. The most essential point in training a network
is to know when to stop the training process. If the
training process is continued for too long, the network
may use the noise in the data to generate a perfect
fit. In such a case, the generalization capacity (that is,
the ability to have the outputs of the neural network
approximate target values, given that the inputs are
not in the training set) will be low. In this case, the
network is overfitted or overtrained. The network has
started to memorize the individual input–output pairs
rather than settle for weights that generally describe
the mapping for all cases. If, however, the training
process is stopped too early, the error rate may still
be too large. That is, the network has not had enough
training time to determine correct or adequate weights
for the specific situation.
Early training will allow the network to fit the
significant features of the data. It is only at later
times that the network tries to fit the noise. A solution to the problem of overfitting is to stop training
just before the network begins to fit the sampling

noise. The problem is to determine when the network has extracted all useful information and starts
to extract noise. A possible solution involves splitting the entire available data set into three parts. The
first part is the training set used for determining the
values of the weights. The second part is used as a
validation set for deciding when to stop. As long as
the performance on the validation set improves, training continues. When it ceases to improve, training is
stopped. The last part of the data set, the prediction
set, is strictly separated and never used in training.
Its only legitimate use is to estimate the expected
performance in the future.
Another method that addresses the problem of
overfitting assumes that the network that generalizes
best is the smallest network to still fit the training data
(the rule that a simpler classifier with the same sample
performance as a more complex classifier will almost
always make better predictions on new data because
of the likelihood of overspecialization to the sample
data with the more complex structure is also generally accepted in statistics (see for instance [29])).
This method, called minimal networks through weight
elimination, involves the extension of the gradientdescent method to a more complex function. The idea
is to begin with a network that is (too) large for the
given problem but to associate a cost with each connection in the network.

Supervised Learning: Back–Propagation
The method of back-propagation (also called the
generalized delta rule) provides a systematic means
for training multilayer feedforward networks. It is
the most widely used supervised training method.
Back-propagation is a gradient-descent method; it
chooses the direction of steepest descent to adjust the
weights of the network [19]. Back-propagation can
be used for both batch training (in which the weights
are updated after processing the entire training set)
and incremental training (in which the weights are
updated after processing each case). For both training
methods, a back-propagation network starts out with
a random set of weights.
Each training case requires two stages: a forward
pass and a backward pass. The forward pass involves
presenting a sample input to the network and letting the activation of the units flow until they reach
the output layer. The logistic function is often used

Neural Networks
as activation function. There are, however, many
functions that can be used; the back-propagation algorithm requires only that the function be differentiable
everywhere as the derivative of the function is used
to determine the weight changes [7]. The logistic
function meets this requirement. Below, a logistic
activation function is assumed. For the sake of simplicity, it is also assumed that the output level equals
the activation level of the unit (which is the most
common situation).
During the backward pass, the network’s weights
are updated according to the following formula:
wij k = ηδij k OUTij .

(3)

where the subscripts refer to the ith layer, the j th
node of the ith layer, and the kth node of the (i + 1)th
layer, respectively; η is the learning rate (too low a
learning rate makes the network learn very slowly
and with too high a learning rate, there might be
no learning at all; the learning rate is typically set
between 0.01 and 1.0), δij k is the error signal, and
OUTij is the output value from the j th node of the
ith layer.
For the output layer, the error signal is calculated as
δij k = OUTij (1 − OUTij )(TARGETij − OUTij ).
(4)
Thus, the actual output vector from the forward pass
is compared with the target output vector. The error
(i.e. the target minus the actual output) is multiplied
by the derivative of the activation function.
For adjusting the weights between subsequent hidden layers (if more than one hidden layer exists),
and for adjusting the weights between the input
layer and the (first) hidden layer, the error signal is
calculated as



δ(i+1)kq w(i+1)kq .
δij k = OUTij (1 − OUTij )
q

(5)
where the subscript q refers to the nodes in the
(i + 2)th layer. Thus, back-propagation trains the
hidden layers by propagating the error signals back
through the network layer by layer, adjusting weights
at each layer.
Training a back-propagation network can require
a long time. One method for improving the training
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time, while enhancing the stability of the training
process, is to add a momentum term to the weight
adjustment, which is proportional to the amount of
the previous weight change:
wij k (n + 1) = ηδij k OUTij + αwij k (n),

(6)

where α, the momentum coefficient, is commonly set
to around 0.9.
Despite the many successful applications of backpropagation, the method is not without problems.
Most troublesome is the long and uncertain training
process. For complex problems, it may take a very
long time to train the network and it may not learn at
all. Long training time can be the result of a nonoptimum learning rate. Outright training failures generally rise from local minima [27]. Back-propagation
follows the slope of the error surface downward, constantly adjusting the weights toward a minimum. The
network can get trapped in a local minimum, even
when there is a much deeper minimum nearby. From
the limited viewpoint of the network, all directions
are up, and there is no escape. One main line of
defense is to replicate the experiment with a different
random initial state. Instead of training once, one can
train several times on the same network and select
the best solution.

Unsupervised Learning: Hebbian
Learning, Kohonen’s SOM
Unsupervised learning is most commonly used in the
field of cluster analysis. Common examples of unsupervised learning are Hebbian learning and Kohonen’s self-organizing (feature) map.
Most of today’s training algorithms have evolved
from the Hebbian learning rule suggested by
Hebb [10]. Hebb proposed a model for unsupervised
learning in which the weight (wj i ) was increased
if both the source (i) and destination (j ) unit
were activated. In this way, frequently used paths
in the network are strengthened. This is related
to the phenomena of habit and learning through
repetition [22]. A neural network applying Hebbian
learning will increase its network weights according
to the product of the output value of the source unit
(OUTi ) and the destination unit (OUTj ). In symbols
wj i = η × OUTj × OUTi ,

(7)
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where η is the learning-rate coefficient. This coefficient is used to allow control of the average size of
weight changes (i.e. the step size). Hebbian learning
is closely related to principal component analysis.
Kohonen’s self-organizing (feature) map (SOM,
[12, 13]) is an algorithm used to visualize and
interpret complex correlations in high-dimensional
data. A typical application is the visualization
of financial results by representing the central
dependencies within the data on the map. SOMs
convert complex, nonlinear statistical relationships
between high-dimensional data items into simple
geometric relationships on a two- or threedimensional display. The SOM consists of a
regular grid of processing units. A model of some
multidimensional observation, eventually a vector
consisting of features, is associated with each unit.
The map attempts to represent all the available
observations with optimal accuracy using a restricted
set of models. At the same time, the models become
ordered on the grid so that similar models are close
to each other and dissimilar models far from each
other. In this sense, the SOM is a similarity graph,
and a clustering diagram, too. Its computation is a
nonparametric, recursive regression process.

Neural Network and Statistics
According to White [31], ‘neural network output
functions correspond precisely to specific families
of regression curves. The network inputs are the
explanatory variables, and the weights are the regression curve parameters. Back-propagation and nonlinear regression can be viewed as alternative statistical
approaches to solving the least squares problem’. In
fact, feedforward neural networks are a subset of
the class of nonlinear regression and discrimination
models. It is sometimes claimed that neural networks,
unlike statistical models, require no distributional
assumptions. In fact, neural networks involve exactly
the same sort of distributional assumptions as statistical models [1], but statisticians study the consequences and importance of these assumptions while
many neural networkers ignore them. Many results
from the statistical theory of nonlinear models apply
directly to feedforward neural networks. Bishop [1]
and Ripley [20] explore the application of statistical
theory to neural networks in detail. An intuitive discussion of neural networks and statistical methods is
given in [30].

A major difference between neural networks and
statistical methods is that, in contrast to statistical methods, most applications of (back-propagation)
neural networks do not explicitly mention randomness. Instead, the aim is function approximation [7].
With neural networks, a problem regarding the quantification of uncertainty in the parameters and predictions is that they tend to have very large numbers
of parameters relative to the number of training cases.
Furthermore, the parameters do not have intuitive
meaning in terms of the magnitude of the effect of
the input on the output. So, error statements for the
weights are less useful than for parameters in (nonlinear) regression [19].

Applications
A recent survey of neural network business applications research can be found in [32]. See also the book
by Shapiro and Jain [24]. This book includes a number of articles on the application of neural networks
in the insurance industry. Bankruptcy prediction of
firms is the most common application in the area of
finance, followed by stock performance prediction. In
this section, you will find a number of applications
in the area of insurance.
Brockett et al. [3] use a back-propagation neural
network as an early warning system for predicting
property-casualty insurer bankruptcy. The neural
network used eight financial variables as inputs and
correctly predicted 86.3 per cent of the insurance
companies in a test sample with respect to their
eventual bankruptcy two years later. For the
entire sample of 243 companies, this percentage
equaled 89.3 per cent (73.3 per cent of bankrupt firms
and 94.5 per cent of nonbankrupt firms classified
correctly). An analysis of life insurer propensity
toward insolvency is included in [4].
Brockett et al. [5] apply a neural network to
classify automobile bodily injury claims by the
degree of fraud suspicion. They show that the neural network performs better than both an insurance
adjuster’s fraud assessment and an insurance investigator’s fraud assessment with respect to consistency
and reliability. Besides the subjective assessment of
professionals, there are no so-called observed (true)
fraudulent claims available in their data set. This
makes statistical prediction methods, such as logistic regression, impossible to implement unless the
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validity of the professionals’ subjective assessment is
assumed. Therefore, the authors use Kohonen’s SOM.
Kramer [14] describes a model that can be used
by the Dutch insurance supervisor to determine
the priority a non-life insurer should have for further examination. This model combines a traditional
statistical classification technique (an ordered logit
model) with a back-propagation neural network and
an expert system (for an extensive treatment of expert
systems, see for instance [18, 28]). The output of the
model consists of the priority for further examination
(high, medium, or low) and a report that summarizes the main findings of the model. The neural
network on its own outperformed the ordered logit
model. Ninety-six percent of both the high- and lowpriority insurers were classified correctly. A combination of the neural network and the ordered logit
model performed even slightly better. Both mathematical models, however, had difficulty in correctly
classifying the medium-priority insurers. These models were, therefore, extended with a rule-based expert
system. The full model correctly classified over 93%
of an out-of-sample data set.
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in processing large data sets with high predictive
accuracy and is well suited for classification and
prediction tasks. Major and Riedinger [16] use RI
and statistics to identify healthcare providers that are
likely to submit fraudulent insurance claims.
The case-based reasoning (CBR) approach stores
examples in a case-base and uses them in the machine
learning task. A case stores a problem description and
its solution, which could be a process description or
a classification. Given a new problem, a CBR system
tries to find a matching case. CBR is highly useful in a
domain that has a large number of examples but may
suffer from the problem of incomplete or noisy data.
Daengdej et al. [8] combine CBR with statistics to
predict the potential of a driver making an insurance
claim and the likely size of the claim.
The reader is referred to [22, 23, 2] for a more
extensive overview of the above-mentioned techniques. A comparison of several different statistical
and neural/machine learning techniques as applied to
detecting fraud in automobile insurance claims is
given in Viaene et al. [26].
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Non-life Reserves –
Continuous-time Micro
Models
The earlier (and definitely the greater) part of the
literature on claims reserving (see Reserving in
Non-life Insurance) took a discrete time macro
point of view, modeling the total claim amounts
in respect of years of occurrence and development
(run-off triangles). Such descriptions are at variance
with the continuous-time micro point of view that
is predominant in mainstream actuarial risk theory,
whereby the claims process is conceived as a stream
of individual claims occurring at random times and
with random amounts. In the context of claims
reserving this concept was adopted in an early, but
rarely cited, paper by Karlsson [4], but it gained
momentum only in the late eighties with contributions
by Arjas [1], Jewell [3], and Norberg [6]. The model
framework is a so-called marked point process of
claims (Ti , Zi ), i = 1, 2, . . ., where for each claim
No. i, Ti is its time of occurrence and the ‘mark’
Zi is some description of its development from
occurrence until ultimate settlement. In a classical
risk process, the mark would be just the claim
amount Yi , assumed to be due immediately at time
Ti . For long-tail business, the mark could suitably
comprise, in addition to Yi , the waiting time Ui
from occurrence until notification, the waiting time
Vi from notification until final settlement, the total
amount Y (v) paid in respect of the claim during
the time interval [Ti + Ui , Ti + Ui + v], v ∈ [0, Vi ]
(hence Yi = Yi (Vi )), and possibly further descriptions
of the claim. Taking our stand at a given time
τ (now), the claims for which the company has
assumed liability (under policies that are either
expired or currently in force) divide into four
categories: Settled (S ) claims, {i; Ti + Ui + Vi ≤
τ } (fully observed and paid); Reported but not
settled (RBNS) claims, {i; Ti + Ui ≤ τ < Ti + Ui +
Vi } (partially observed and partially paid); Incurred
but not reported (IBNR) claims, {i; Ti ≤ τ < Ti +
Ui } (unobserved); Covered but not incurred (CBNI )
claims {i; τ < Ti } (unobserved).
Assume that the occurrence times T1 < T2 < · · ·
of claims under policies that are either expired or
in force at time τ , are generated by a Poisson process with time-dependent intensity w(t) (which will

decrease to 0 when t > τ ) and that, conditional on
Ti = ti , i = 1, 2, . . ., the marks are mutually independent and each Zi has a distribution PZ|ti dependent
only on the time of occurrence of the claim. Then
the categories S, RBNS, IBNR, and CBNI are mutually independent and can be seen as generated by
independent marked Poisson processes. For instance,
the total amount of IBNR claims has a compound
Poisson distribution (see Continuous Parametric
Distributions; Compound Distributions) with frequency parameter
 τ
w(t)PZ|t [U > τ − t] dt
(1)
W ibnr/τ =
0

and claim size distribution
ibnr/τ
PY
(dy)

=

1
W ibnr/τ



τ

t=0



∞
u=τ −t

× w(t)PZ|t [U ∈ du, Y ∈ dy] dt.

(2)

Therefore, prediction of the IBNR liability can be
based on standard results for compound Poisson distributions and, in particular, the expected total IBNR
liability is just
 τ  ∞  ∞
w(t)yPZ|t [U ∈ du, Y ∈ dy] dt.
t=0

u=τ −t

y=0

Similar results hold for the CBNI liability. Prediction of the RBNS liability is based on the conditional
distribution of the payments, given past experience,
for each individual RBNS claim. Due to independence, prediction of the total outstanding liability
amounts to just convoluting the component liabilities.
These and more general results are found in [6, 7].
There the theory is also extended to cases in which
the intensity process w(t) is stochastic, which creates dependencies between the claim categories, and
makes prediction a matter of Bayesian forecasting
(see Bayesian Statistics).
Hesselager [2], proposed the following Markov
chain model (see Markov Chains and Markov Processes) for the (generic) mark Z. There is a finite
set {0, 1, . . . , J } of possible states of the claim.
Typically, 0 is the initial state IBNR and J is the
ultimate state S. An intermediate j = 1, . . . , J − 1
could signify ‘RBNS and j − 1 partial payments have
been made’, but the set up may accommodate far
more detailed descriptions of the claim history. The
state of the claim at time T + u, u years after its
occurrence, is denoted by S(u) and is assumed to
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be a continuous-time Markov chain with transition
intensities µj k . A partial payment of Yj k (u) is made
immediately upon a transition from state j to state k
at development time u. These payments are mutually
independent and also independent of the past history
of the state process, and each Yj k (u) has moments
(q)
denoted by mj k (u) = Ɛ[Yj k (u)q ], q = 1, 2, . . . Let
X(u) denote the total outstanding liability in respect
of the claim at development time u. The state-wise
moments of order q = 1, 2, . . .,
(q)
Vj (u)

= Ɛ[X(u)q |S(u) = j ],

Vj(1) (u) is the natural RBNS reserve in respect of a
claim in state j at development time u.
Klüppelberg & Mikosch [5] incorporated the
IBNR feature in the classical risk process and
obtained asymptotic results for its impact on the
probability of ruin (see Ruin Theory).
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satisfy the Kolmogorov backward differential equations
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Nonparametric Statistics
Introduction
Nonparametric statistical methods enjoy many
advantages over their parametric counterparts. Some
of the advantages are as follows:
•
•
•

Nonparametric methods require fewer assumptions about the underlying populations from which
the data are obtained.
Nonparametric techniques are relatively insensitive to outlying observations.
Nonparametric procedures are intuitively appealing and quite easy to understand.

The earliest works in nonparametric statistics date
back to 1710, when Arbuthnott [2] developed an
antecedent of the sign test, and to 1904, when Spearman [43] proposed the rank correlation procedure.
However, it is generally agreed that the systematic
development of the field of nonparametric statistical
inference started in the late 1930s and 1940s with
the seminal articles of Friedman [16], Kendall [24],
Mann and Whitney [28], Smirnov [42], and Wilcoxon
[46]. Most of the early developments were intuitive
by nature and were based on ranks of observations
(rather than their values) to deemphasize the effect of
possible outliers on the conclusions.
Later, an important contribution was made by
Quenouille [36]. He invented a clever bias-reduction
technique – the jackknife – which enabled nonparametric procedures to be used in a variety of situations.
Hodges and Lehmann [22] used rank tests to derive
point estimators and proved that these estimators have
desirable properties. Their approach led to the introduction of nonparametric methods into more general
settings such as regression.
Among the most important modern advances
in the field of nonparametric statistics is that of
Efron [11]. He introduced a computer-intensive
technique – the bootstrap – which enables nonparametric procedures to be used in many complicated situations, including those in which parametric–theoretical approaches are simply intractable.
Finally, owing to the speed of modern computers,
the so-called smoothing techniques, prime examples
of which are nonparametric density estimation and

nonparametric regression, are gaining popularity in
practice, including actuarial science applications.
In the section ‘Some Standard Problems’, some
standard nonparametric problems for one, two, or
more samples are described. In the section ‘Special Topics with Applications in Actuarial Science’,
more specialized topics, such as empirical estimation,
resampling methods, and smoothing techniques, are
discussed and, for each topic, a list of articles with
actuarial applications of the technique is provided. In
the section ‘Final Remarks’, we conclude with a list
of books for further reading and a short note on software packages that have some built-in procedures for
nonparametric inference.

Some Standard Problems
Here we present the most common nonparametric
inference problems. We formulate them as hypothesis testing problems, and therefore, in describing
these problems, we generally adhere to the following
sequence: data, assumptions, questions of interest (i.e.
specification of the null hypothesis, H0 , and possible
alternatives, HA ), test statistic and its distribution, and
decision-making rule. Whenever relevant, point and
interval estimation is also discussed.

One-sample Location Problem
Let Z1 , . . . , Zn be a random sample from a
continuous population with cumulative distribution
function (cdf) F and median µ. We are interested
in the inference about µ. That is, H0 : µ = µ0
versus HA : µ > µ0 , or HA : µ < µ0 , or HA : µ  =
µ0 , where a real number µ0 and HA are prespecified
by the particular problem.
Also, let us denote the ordered sample values by
Z(1) ≤ Z(2) ≤ · · · ≤ Z(n) .
Sign Test. In this setting, if besides the continuity
of F, no additional assumptions are made, then the
appropriate test statistic is the sign test statistic:
B=

n


i ,

(1)

i=1

where i = 1, if Zi > µ0 , and i = 0, if Zi < µ0 .
Statistic B counts the number of sample observations Z that exceed µ0 . In general, statistics of
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such a type are referred to as counting statistics. Further, when H0 is true, it is well known (see [37],
Section 2.2) that B has a binomial distribution with
parameters n and p = P{Zi > µ0 } = 1/2 (because
µ0 is the median of F ). This implies that B is a
distribution-free statistic, that is, its null distribution
does not depend on the underlying distribution F .
Finally, for the observed value of B (say, Bobs ), the
rejection region (RR) of the associated level α test is
HA
RR
µ > µ0
Bobs ≥ bα
µ < µ0
Bobs ≤ n − bα
µ  = µ0 Bobs ≤ n − bα/2 or Bobs ≥ bα/2
where bα denotes the upper αth percentile of the
binomial (n, p = 1/2) distribution.
A typical approach for constructing one- or twosided confidence intervals for µ is to invert the
appropriate hypothesis test. Inversion of the level α
two-sided sign test leads to the following (1 − α)
100% confidence interval for µ: (Z(n+1−bα/2 ) , Z(bα/2 ) ).
The one-sided (1 − α) 100% confidence intervals for
µ, (−∞, Z(bα ) ) and (Z(n+1−bα ) , ∞), are obtained
similarly. Finally, the associated point estimator for
µ is µ̃ = median{Z1 , . . . , Zn }.
Wilcoxon Signed-rank Test. Consider the same
problem as before with an additional assumption
that F is symmetric about µ. In this setting, the
standard approach for inference about µ is based on
the Wilcoxon signed-rank test statistic (see [46]):
T+ =

n


Ri i ,

(2)

i=1

where Ri denotes the rank of |Zi − µ0 | among
|Z1 − µ0 |, . . . , |Zn − µ0 | and i is defined as before.
Statistic T + represents the sum of the |Z − µ0 | ranks
for those sample observations Z that exceed µ0 .
When H0 is true, two facts about i and |Zi − µ0 |
hold: (i) the |Zi − µ0 |’s and the i ’s are independent, and (ii) the ranks of |Zi − µ0 |’s are uniformly
distributed over the set of n! permutations of integers
(1, . . . , n) (see [37], Section 2.3). These imply that
T + is a distribution-free statistic. Tables for the critical values of this distribution, tα , are available in
+
, the
[23], for example. For the observed value Tobs

rejection region of the associated level α test is
RR

HA
µ > µ0
µ < µ0
+
µ  = µ0 Tobs

+
Tobs

≥ tα

n(n + 1)
− tα
2
n(n + 1)
+
− tα/2 or Tobs
≤
≥ tα/2
2
+
Tobs
≤

(The factor n(n + 1)/2 appears because T + is symmetric about its mean n(n + 1)/4.)
As shown previously, the one- and two-sided confidence intervals for µ are derived by inverting the
appropriate hypothesis tests. These intervals are based
on the order statistics of the N = n(n + 1)/2 Walsh
averages of the form Wij = (Zi + Zj )/2, for 1 ≤ i ≤
j ≤ n. That is, the (1 − α) 100% confidence intervals for µ are (W(N+1−tα/2 ) , W(tα/2 ) ), (−∞, W(tα ) ), and
(W(N+1−tα ) , ∞), where W(1) ≤ · · · ≤ W(N) denote the
ordered Walsh averages. Finally, the associated point
estimator for µ is µ̂ = median{Wij , 1 ≤ i ≤ j ≤ n}.
(This is also known as the Hodges–Lehmann [22]
estimator.)
Remark 1 Discreteness of the true distribution functions. Although theoretically the probability that Zi =
µ0 or that there are ties among the |Zi − µ0 |s is zero
(because F is continuous), in practice, this event may
occur due to discreteness of the true distribution function. In the former case, it is common to discard such
Zi s, thus reducing the sample size n, and, in the latter
case, the ties are broken by assigning average ranks
to each of the |Zi − µ0 |s within a tied group. Also,
due to discreteness of the distribution functions of
statistics B and T + , the respective levels of the associated tests (α) and confidence intervals (1 − α) are
not attained exactly.

Two-sample Location Problem
Let X1 , . . . , Xn1 and Y1 , . . . , Yn2 be independent random samples from populations with continuous cdfs
F and G respectively. We assume that these populations differ only by a shift of location, that is,
we assume that G(x) = F (x − ), and we want to
know if there is indeed the nonzero shift . That
is, H0 :  = 0 versus HA :  > 0, or HA :  < 0,
or HA :   = 0. (Another possible (though less common) approach is to test H0 :  = 0 . In such a case,
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all procedures described here remain valid if applied
to the transformed observations Yi∗ = Yi − 0 .)
In this setting, the most commonly used procedures are based on the rank sum statistic of the
Wilcoxon–Mann–Whitney (see [28, 46]):
W =

n2


Ri ,

(3)

i=1

where Ri is the rank of Yi among the combined sample of N = n1 + n2 of observations
X1 , . . . , Xn1 , Y1 , . . . , Yn2 . (See Remark 1 for how to
handle the ties among observations.)
When H0 is true, it follows from fact (ii) of
Section ‘Wilcoxon Signed-rank Test’ that W is a
distribution-free statistic. Tables for the critical values
of this distribution, wα , are available in [23], for
example. For the observed value Wobs , the rejection
region of the associated level α test is
RR
HA
>0
Wobs ≥ wα
<0
Wobs ≤ n2 (N + 1) − wα
  = 0 Wobs ≤ n2 (N + 1) − wα/2 or Wobs ≥ wα/2
(The factor n2 (N + 1) is due to the symmetricity of
W about its mean n2 (N + 1)/2.)
The associated confidence intervals are based
on the order statistics of the n1 n2 differences
Uij = Yj − Xi , for i = 1, . . . , n1 , j = 1, . . . , n2 .
That is, the (1 − α) 100% confidence intervals
for  are (U((n2 (n1 +2n2 +1)/2+1−wα/2 ) , U(wα/2 −n2 (n2 +1)/2) ),
(−∞, U(wα −n2 (n2 +1)/2) ), and (U(n2 (n1 +2n2 +1)/2+1−wα ) ,
∞), where U(1) ≤ · · · ≤ U(n1 n2 ) denote the ordered
differences Uij . Finally, the Hodges–Lehmann [22]
ˆ = median{Uij , i =
point estimator for  is 
1, . . . , n1 , j = 1, . . . , n2 }.
Remark 2 An application. In the insurance context,
Ludwig and McAuley [26] applied the Wilcoxon–Mann–Whitney test to evaluate reinsurers’
relative financial strength. In particular, they used
the statistic W to determine which financial ratios
discriminated most successfully between ‘strong’ and
‘weak’ companies.

Related Problems and Extensions
There are two types of problems that are closely
related to or directly generalize the location model.
One arises from the consideration of other kinds of
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differences between the two distributions–differences
in scale, location and scale, or any kind of differences. Another venue is to compare locations of
k > 2 distributions simultaneously. Inference procedures for these types of problems are motivated by
similar ideas as those for the location problem. However, in some cases, technical aspects become more
complicated. Therefore, in this section, the technical
level will be kept at a minimum; instead, references
will be provided.
Problems of Scale, Location–Scale, and General
Alternatives. Let X1 , . . . , Xn1 and Y1 , . . . , Yn2 be
independent random samples from populations with
continuous cdfs F1 and F2 respectively. The null
hypothesis for comparing the populations is H0 :
F1 (x) = F2 (x) (for every x). Here, several problems
can be formulated.
Scale Problem. If we assume that, for every
x, F1 (x) = G(x − µ/σ1 ) and F2 (x) = G(x − µ/σ2 ),
where G is a continuous distribution with a possibly
unknown median µ, then the null hypothesis can be
replaced by H0 : σ1 = σ2 , and possible alternatives
are HA : σ1 > σ2 , HA : σ1 < σ2 , HA : σ1  = σ2 . In
this setting, the most commonly used procedures
are based on the Ansari–Bradley statistic C. This
statistic is computed as follows. First, order the
combined sample of N = n1 + n2 X- and Y -values
from least to greatest. Second, assign the score ‘1’
to both the smallest and the largest observations in
this combined sample, assign the score ‘2’ to the
second smallest and second largest, and continue
in this manner. Thus, the arrays of assigned scores
are 1, 2, . . . , N/2, N/2, . . . , 2, 1 (for N -even) and
1, 2, . . . , (N + 1)/2, . . . , 2, 1 (for N -odd). Finally,
the Ansari–Bradley statistic is the sum of the scores,
S1 , . . . , Sn2 , assigned to Y1 , . . . , Yn2 via this scheme:
C=

n2


Si

(4)

i=1

(see [23], Section 5.1, for the distribution of C, rejection regions, and related questions).
Location–Scale Problem. If we do not assume that
medians are equal, that is, F1 (x) = G(x − µ1 /σ1 )
and F2 (x) = G(x − µ2 /σ2 ) (for every x), then the
hypothesis testing problem becomes H0 : µ1 = µ2 ,
σ1 = σ2 versus HA : µ1  = µ2 and/or σ1  = σ2 . In this
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setting, the most commonly used procedures are
based on the Lepage statistic L, which combines standardized versions of the Wilcoxon–Mann–Whitney
W and Ansari–Bradley C:
L=

(C − E0 (C))2
(W − E0 (W ))2
+
,
Var0 (W )
Var0 (C)

(5)

where the expected values (E0 ) and variances
(Var0 ) of the statistics are computed under H0 (for
further details and critical values for L, see [23,
Section 5.3]). Note that an additional assumption
of µ1 = µ2 (or σ1 = σ2 ) yields the scale (or the
location) problem setup.
General Alternatives. The most general problem in
this context is to consider all kinds of differences
between the distributions F1 and F2 . That is, we
formulate the alternative HA : F1 (x)  = F2 (x) (for at
least one x). This leads to the well-known Kolmogorov–Smirnov statistic:
D=

n1 n2
max |F̂1,n1 (Z(k) ) − F̂2,n2 (Z(k) )|.
d 1≤k≤N

(6)

Here d is the ‘greatest common divisor’ of n1 and n2 ,
Z(1) ≤ · · · ≤ Z(N) denotes the N = n1 + n2 ordered
values for the combined sample of X’s and Y ’s,
and F̂1,n1 and F̂2,n2 are the empirical distribution
functions for the X and Y samples:
F̂1,n1 (z) =
and F̂2,n2 (z) =

n1
1 
1{Xi ≤ z}
n1 i=1
n2
1 
1{Yj ≤ z},
n2 j =1

(7)

where 1{·} denotes the indicator function. For further
details, see [23], Section 5.4.
One-way Analysis of Variance. Here, the data are
k > 2 mutually independent random samples from
continuous populations with medians µ1 , . . . , µk
and cdfs F1 (x) = F (x − τ1 ), . . . , Fk (x) = F (x −
τk ), where F is the cdf of a continuous distribution
with median µ, and τ1 = µ1 − µ, . . . , τk = µk − µ
represent the location effects for populations 1, . . . , k.
We are interested in the inference about medians
µ1 , . . . , µk , which is equivalent to the investigation
of differences in the population effects τ1 , . . . , τk .

This setting is called the one-way layout or oneway analysis of variance. Formulation of the problem
in terms of the effects instead of the medians has
interpretive advantages and is easier to generalize (to
two-way analysis of variance, for example).
For testing H0 : τ1 = · · · = τk versus general alternatives HA : at least one τi  = τj , the Kruskal–Wallis
test is most commonly used. For testing H0 versus ordered alternatives HA : τ1 ≤ · · · ≤ τk (with at
least one strict inequality), the Jonckheere–Terpstra
test is appropriate, and versus umbrella alternatives HA : τ1 ≤ · · · ≤ τq−1 ≤ τq ≥ τq+1 ≥ · · · ≥ τk
(with at least one strict inequality), the most popular
techniques are those of Mack and Wolfe [27].
Also, if H0 is rejected, then we are interested in
finding which of the populations are different and
then in estimating these differences. Such questions
lead to the multiple comparisons and contrast estimation procedures. For further details and extensions
of the one-way analysis of variance, the reader is
referred to [23], Chapter 6.

Independence
Let (X1 , Y1 ), . . . , (Xn , Yn ) be a random sample from
a continuous bivariate population. We are interested
in the null hypothesis H0 : X and Y are independent. Depending on how the strength of association
between X and Y is measured, different approaches
for testing H0 are possible. Here we briefly review
two most popular procedures based on Spearman’s ρ
and Kendall ’s τ . For further details and discussion,
see [23], Chapter 8.
Spearman’s ρ. The Spearman rank correlation coefficient ρ was introduced in 1904, and is probably
the oldest nonparametric measure in current use. It is
defined by


n 

n+1
n+1
12
X
Y
Ri −
Ri −
ρ=
n(n2 − 1) i=1
2
2

6
(R X − RiY )2 ,
n(n2 − 1) i=1 i
n

=1−

(8)

where RiX (RiY ) denotes the rank of Xi (Yi ) in
the sample of Xs (Y s). Using the first expression,
it is a straightforward exercise to show that ρ is
simply the classical Pearson’s correlation coefficient

Nonparametric Statistics
applied to the rank vectors R X and R Y instead of the
actual X and Y observations respectively. The second
expression is more convenient for computations.
For testing the independence hypothesis H0 versus
alternatives HA : X and Y are positively associated,
HA : X and Y are negatively associated, HA : X and
Y are not independent, the corresponding rejection
regions are ρ ≥ ρα , ρ ≤ −ρα , and |ρ| ≥ ρα/2 . Critical
values ρα are available in [23], Table A.31.
Kendall’s τ . The Kendall population correlation
coefficient τ was introduced in 1938 by Kendall [24]
and is given by
τ = 2P{(X2 − X1 )(Y2 − Y1 ) > 0} − 1.

(9)

If X and Y are independent, then τ = 0 (but the
opposite statement is not necessarily true). Thus,
the hypotheses of interest can be written as H0 :
τ = 0 and HA : τ > 0, HA : τ < 0, HA : τ  = 0. The
appropriate test statistic is
K=

n
n−1 


Q((Xi , Yi ), (Xj , Yj )),

(10)

i=1 j =i+1

where Q((a, b), (c, d)) = 1, if (d − b)(c − a) > 0,
and = −1, if (d − b)(c − a) < 0. The corresponding
rejection regions are K ≥ kα , K ≤ −kα , and |K| ≥
kα/2 . Critical values kα are available in [23], Table
A.30. If ties are present, that is, (d − b)(c − a) = 0,
the function Q is modified by allowing it to take a
third value, Q = 0. Such a modification, however,
makes the test only approximately of significance
level α. Finally, the associated point estimator of τ
is given by τ̂ = 2K/(n(n − 1)).
Besides their simplicity, the main advantage of
Spearman’s ρ and Kendall’s τ is that they provide
estimates of dependence between two variables. On
the other hand, some limitations on the usefulness of
these measures exist. In particular, it is well known
that zero correlation does not imply independence;
thus, the H0 statement is not ‘if and only if’. In the
actuarial literature, this problem is addressed in [6].
A solution provided there is based on the empirical
approach, which we discuss next.

Special Topics with Applications in
Actuarial Science
Here we review some special topics in nonparametric
statistics that find frequent application in actuarial
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research and practice. For each topic, we provide a
reasonably short list of actuarial articles where these
techniques (or their variants) are implemented.

Empirical Approach
Many important features of an underlying distribution F , such as mean, variance, skewness, and
kurtosis can be represented as functionals of F ,
denoted T (F ). Similarly, various actuarial parameters, such as mean excess function, loss elimination
ratio, and various types of reinsurance premiums
can be represented as functionals of the underlying
claims distribution F . For example, the net premium of the excess-of-loss reinsurance, with priority β and expected
number of claims λ, is given

by T (F ) = λ max{0, x − β} dF (x); the loss elimination ratio
for a deductible

 of d is defined as
T (F ) = min{x, d} dF (x)/ x dF (x).
In estimation problems using empirical nonparametric approach, a parameter of interest T (F ) is
estimated by T (F̂n ), where F̂n is the empirical distribution function based on a sample of n observations from a population with cdf F , as defined
in the section ‘Problems of Scale, Location–Scale,
and General Alternatives’. (Sometimes this approach
of replacing F by F̂n in the expression of T (·)
is called the plug-in principle.) Then, one uses the
delta method to derive the asymptotic distribution of
such estimators. Under certain regularity conditions,
these estimators are asymptotically
normal with mean

T (F ) and variance (1/n) [T  (F )]2 dF (x), where
T  (F ) is a directional derivative (Hadamard-type)
of T (F ). (In the context of robust statistics (see
Robustness), T  (F ) is also known as the influence
function.)
The empirical approach and variants are extensively used in solving different actuarial problems.
Formal treatment of the delta-method for actuarial
statistics is provided by Hipp [21] and Præstgaard
[34]. Robustness properties of empirical nonparametric estimators of the excess-of-loss and stoploss reinsurance (see Stop-loss Reinsurance) premiums, and the probability of ruin are investigated by
Marceau and Rioux [29]. More extensive robustness
study of reinsurance premiums, which additionally
includes quota-share (see Quota-share Reinsurance), largest claims and ECOMOR (see Largest
Claims and ECOMOR Reinsurance) treaties, is
carried out by Brazauskas [3]. Carriere [4, 6] applies
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empirical approach to construct nonparametric tests
for mixed Poisson distributions and a test for independence of claim frequencies and severities. In a
similar fashion, Pitts [32] developed a nonparametric
estimator for the aggregate claims distribution (see
Aggregate Loss Modeling) and for the probability of
ruin in the Poisson risk model. The latter problem
is also treated by Croux and Veraverbeke [8] using
empirical estimation and U -statistics (for a comprehensive account on U -statistics, see Serfling [39],
Chapter 5). Finally, Nakamura and Pérez-Abreu [30]
proposed an empirical probability generating function for estimation of claim frequency distributions.

Resampling Methods
Suppose we have an estimator θ̂ = T (F̂n ) for the
parameter of interest θ = T (F ), where F̂n is defined
as in the preceding section. In all practical situations,
we are interested in θ̂ as well as in the evaluation of
its performance according to some measure of error.
The bias and variance of θ̂ are a primary choice but
more general measures of statistical accuracy can also
be considered. The nonparametric estimation of these
measures is based on the so-called resampling methods (see Resampling) also known as the bootstrap.
The concept of bootstrap was introduced by Efron
[11] as an extension of the Quenouille–Tukey jackknife. The latter technique, invented by Quenouille
[36] for nonparametric estimation of bias and later
extended by Tukey [45] for estimation of variance,
works as follows. It is based on the idea of sequentially deleting points Xi and then recomputing θ̂.
This produces n new estimates θ̂(1) , . . . , θ̂(n) , where
θ̂(i) is based on a sample of size n − 1, that is,
thecorresponding empirical cdf F̂n(i) (x) = 1/(n −
1) j =i 1{Xj ≤ x}, i = 1, . . . , n. Then, the jackknife
bias and variance for θ̂ are
 θ̂ ) = (n − 1)(θ̂(·) − θ̂ )
BIAS(

 θ̂ ) = n − 1
(θ̂(i) − θ̂(·) )2 , (11)
Var(
n i=1
n

and


where θ̂(·) = 1/n ni=1 θ̂(i) .
More general approaches of this ‘delete-a-point’
procedure exist. For example, one can consider deleting d ≥ 2 points at a time and recomputing θ̂.
This is known as the delete-d jackknife. The bootstrap generalizes/extends the jackknife in a slightly

different fashion. Suppose we have a random sample
X1 , . . . , Xn with its empirical cdf F̂n putting probability mass 1/n on each Xi . Assuming that X1 , . . . , Xn
are distributed according to F̂n , we can draw a sample (of size n) with replacement from F̂n , denoted
X1∗ , . . . , Xn∗ , and then recompute θ̂ based on these
observations. (This new sample is called a bootstrap
sample.) Repeating this process b number of times
∗
∗
yields θ̂(1)
, . . . , θ̂(b)
. Now, based on b realizations of
θ̂, we can evaluate the bias, variance, standard deviation, confidence intervals, or some other feature of
the distribution of θ̂ by using empirical formulas for
these measures. For example, the bootstrap estimate
of standard deviation for θ̂ is given by

 boot (θ̂ ) =
SD

2
1  ∗
∗
,
θ̂(i) − θ̂(·)
b − 1 i=1
b

(12)


∗
∗
= 1/b bi=1 θ̂(i)
. For further discussion of
where θ̂(·)
bootstrap methods, see [9, 12].
Finally, this so-called ‘sample reuse’ principle is
so flexible that it can be applied to virtually any
statistical problem (e.g. hypothesis testing, parametric
inference, regression, time series, multivariate
statistics, and others) and the only thing it requires
is a high-speed computer (which is not a problem
at this day and age). Consequently, these techniques
received a considerable share of attention in the
actuarial literature also. For example, Frees [15]
and Hipp [20] use the bootstrap to estimate
the ruin probability; Embrechts and Mikosch [13]
apply it for estimating the adjustment coefficient;
Aebi, Embrechts, Mikosch [1] provide a theoretical
justification for bootstrap estimation of perpetuities
and aggregate claim amounts; England and Verrall
[14] compare the bootstrap prediction errors in claims
reserving with their analytic equivalents. A nice
account on the applications of bootstrap and its
variants in actuarial practice is given by Derrig,
Ostaszewski, and Rempala [10]. Both the jackknife
and the bootstrap are used by Pitts, Grübel, and
Embrechts [33] in constructing confidence bounds
for the adjustment coefficient. Zehnwirth [49] applied
the jackknife for estimating the variance part of
the credibility premium. See also a subsequent
article by Sundt [44], which provides a critique of
Zehnwirth’s approach.
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Smoothing Techniques
Here we provide a brief discussion of two leading areas of application of smoothing techniques –
nonparametric density estimation and nonparametric
regression.
Nonparametric Density Estimation. Let X1 , . . . ,
Xn be a random sample from a population with the
density function f , which is to be estimated nonparametrically, that is, without assuming that f is from
a known parametric family.
The naı̈ve histogram-like
estimator, f˜(x) = 1/n ni=1 (1{x − h < Xi < x +
h})/2h, where h > 0 is a small (subjectively selected)
number, lacks ‘smoothness’, which results in some
technical difficulties (see [40]). A straightforward
correction (and generalization) of the naı̈ve estimator
is to replace the term 1{·}/2 in the expression of f˜ by
a smooth function. This leads to the kernel estimator


n
x − Xi
1 
K
,
(13)
fˆ(x) =
nh i=1
h
where h > 0 is the window width or bandwidth, and
is a kernel function that satisfies the condition
K(·)
∞
K(x)
dx = 1. (Note that the estimator fˆ is sim−∞
ply a sum of ‘bumps’ placed at the observations. Here
function K determines the shape of the bumps while
the bandwidth h determines their width.)
In this setting, two problems are of crucial importance – the choice of the kernel function K and the
choice of h (i.e. how much to smooth). There are
many criteria available for choosing K and h. Unfortunately, no unique, universally best answer exists.
Two commonly used symmetric
kernels are the Gaus√
2
x<
sian kernel KG (x) = (1/ 2π)e−x /2 , for −∞ < √
∞, and the Epanechnikov
kernel
K
(x)
=
(3/4
5)
E
√
√
(1 − x 2 /5), for − 5 < x < 5. Among all symmetric kernels, the Epanechnikov kernel is the most
efficient in the sense of its smallest mean integrated
square error (MISE). The MISE of the Gaussian kernel, however, is just about 5% larger, so one does
not lose much efficiency by using KG instead of KE .
The MISE criterion can also be used in determining
optimal h. The solution, however, is a disappointment since it depends on the unknown density being
estimated (see [40], p. 40). Therefore, additional (or
different) criteria have to be employed. These considerations lead to a variety of methods for choosing h,
including subjective choice, reference to a standard
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distribution, cross-validation techniques, and others
(see [40], Chapter 3).
There are many other nonparametric density
estimators available, for example, estimators based
on the general weight function class, the orthogonal
series estimator, the nearest neighbor estimator, the
variable kernel method estimator, the maximum
penalized likelihood approach, and others (see [40],
Chapter 2). The kernel method, however, continues
to have leading importance mainly because of its
well-understood theoretical properties and its wide
applicability. In the actuarial literature, kernel density
estimation was used by Young [47, 48] and Nielsen
and Sandqvist [31] to derive the credibility-based
estimators.
For multivariate density estimation techniques, see
Chapter 4 in [40, 41].
Nonparametric Regression. The most general
regression model is defined by
Yi = m(xi ) + εi ,

i = 1, . . . , n,

(14)

where m(·) is an unknown function and ε1 , . . . , εn
represent a random sample from a continuous population that has median 0.
Since the form of m(·) is not specified, the variability in the response variable Y makes it difficult to describe the relationship between x and Y .
Therefore, one employs certain smoothing techniques
(called smoothers) to dampen the fluctuations of Y
as x changes. Some commonly used smoothers are
running line smoothers, kernel regression smoothers,
local regression smoothers, and spline regression
smoothers. Here we provide a discussion of the spline
regression smoothers. For a detailed description of
this and other approaches, see [38] and Chapter 5 in
[41].
A spline is a curve pieced together from a number
of individually constructed polynomial curve segments. The juncture points where these curves are
connected are called knots. The underlying principle is to estimate the unknown (but smooth) function
m(·) by finding an optimal trade-off between smoothness of the estimated curve and goodness-of-fit of
the curve to the original data. For regression data,
the residual sum of squares is a natural measure of
goodness-of-fit, thus the so-called roughness penalty
estimator m̂(·) is found by solving the minimization
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problem
1
(Yi − m(xi ))2 + φ(m),
n i=1
n

L=

(15)

where φ(·) is a roughness penalty function that
decreases as m(·) gets smoother. To guarantee that
the minimization problem has a solution, some
restrictions have to be imposed on function φ(·). The
most common version of L takes the form
1
(Yi − m(xi ))2 + h
L=
n i=1
n

(m (u))2 du, (16)

where h acts as a smoothing parameter (analogous
to the bandwidth for kernel estimators) and functions
m(·) and m (·) are absolutely continuous and m (·) is
square integrable. Then, the estimator m̂(·) is called a
cubic smoothing spline with knots at predictor values
x1 , . . . , x n .
Carriere [5, 7] used smoothing splines (in conjunction with other above-mentioned nonparametric approaches) for valuation of American options
and instantaneous interest rates. Qian [35] applied
nonparametric regression methods for calculation of
credibility premiums.
Remark 3 An alternative formulation. A natural
extension of classical nonparametric methods to regression are the procedures based on ranks. These techniques start with a specific regression model (with
associated parameters) and then develop distributionfree methods for making inferences about the unknown parameters. The reader interested in the rankbased regression procedures is referred to [19, 23].

density estimation techniques with special emphasis
on topics of methodological interest. An applicationsoriented book by Simonoff [41] surveys the uses
of smoothing techniques in statistics. Books on
bootstrapping include Efron and Tibshirani’s [12]
introductory book and Davison and Hinkley’s [9]
intermediate-level book. Both texts contain many
practical illustrations.

Software
There is a rich variety of statistical packages that have
some capabilities to perform nonparametric inference. These include BMDP, Minitab, SAS, S-Plus,
SPSS, Stata, STATISTICA, StatXact, and others.
Of particular interest in this regard is the StatXact
package because of its unique ability to produce exact
p-values and exact confidence intervals. Finally, we
should mention that most of the packages are available for various platforms including Windows, Macintosh, and UNIX.
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Numerical Algorithms
In many scientific problems, numerical algorithms
constitute an essential step in the conversion of the
formal solution of a problem into a numerical one
using computational means, that is, using finite precision arithmetic in a finite time. Their construction and
the analysis of their efficiency, stability, and accuracy are the core of what is usually called numerical
analysis. In the following, we focus on some recent
algorithms in two areas where they are of particular interest for problems with an intrinsic stochastic
component. See [9] for a general overview with an
emphasis on their use in statistical inference.

Multidimensional Numerical Integration
Intractable multidimensional integrals often occur in,
for example, a Bayesian setting to calculate expectation values over posterior distributions or in hidden
Markov chains and mixture models where unobserved characteristics have to be integrated out.
Popular one-dimensional methods based on evaluating the integrand at equally spaced points (Newton–Côtes quadrature) or at the roots of orthogonal
polynomials (Gauss quadrature), are only, to a certain extent, generalizable to higher dimensions, for
example, by treating a multidimensional integral as an
iteration of several one-dimensional integrals [3, 5].
Typically, the required number of function evaluations increases exponentially w.r.t. the dimension
and many optimality properties are lost. An additional problem is that the integrand is sometimes only
known up to a constant.
For higher dimensions, one often resorts to Monte
Carlo (MC) methods based on sampling [10, 15]. To
this end, suppose the integral of interest is


I = h(x) dx = f (x)p(x) dx,
S

S

with p a density and support(p) ⊂ S.

(1)

If we can draw a sample {X t }m
1 uniform distributed

over S, simple MC approximates I by 1/m t h(X t ).
For the general case, we sample from p and calculate
the unbiased estimator
1 
f (X t ).
(2)
m t

For both cases, the strong law of large numbers
assures convergence to I as m → ∞ and error
bounds are obtained from the central limit theorem,
if the variance exists.
Importance Sampling [11] refines the above by
sampling from an auxiliary density π with support(p)
⊂ support(π), to favor the inclusion of sample points
in regions where h contributes significantly to I . Two
versions are used:
 t
t
1  t
t w f (X )
t
 t
w f (X ) or
m t
t w
with
wt =

p(X t )
,
π(X t )

Xt ∼ π

(3)

The second version requires that the densities are
given only up to a constant, but it is slightly biased.
For numerical stability, it is important that the tail of
π does not decay faster than the tail of p. In general,
the choice of π will be a compromise between the
ease of generating samples from π (to minimize the
computer time) and making |f |p/π as constant as
possible (to minimize the variance of the estimate).
Often, adaptive methods are implemented to adjust
π during the simulation as more information about
|f |p is acquired. A general discussion can be found
in [10]. Observe that (3) provides a way to recycle a
sample from one distribution to use it in calculations
based on another but related one.
As X is a multidimensional vector, its direct simulation is not always straightforward. Markov chain
Monte Carlo methods (MCMC) will simulate a
Markov chain {X t } whose equilibrium distribution
is the one from which we want to sample. Under
some restrictions, the Ergodic Theorem will guarantee the convergence of (2) using the, now dependent,
{X t }. To speed up convergence, it is recommended to
discard the X t ’s from the initial transient (warm up)
period of the Markov chain.
Two popular MCMC methods are the Gibbs
sampler and the Metropolis–Hastings algorithm.
Although the first is, strictly speaking, a special case
of the second, they are usually studied separately.
See [1, 2, 7] for a general overview.
The Gibbs sampler is named after the Gibbs distribution for which it was originally developed in
the context of image processing [6] but the technique is applicable for a broad class of distributions. It breaks down the simulation of one ndimensional distribution π into the simulation of
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several lower dimensional conditional distributions.
The basic scheme is
choose x 0
repeat until equilibrium is reached
draw x1t+1 from π(·|x2t , x3t , . . . , xnt )
draw x2t+1 from π(·|x1t+1 , x3t , . . . , xnt )
.
.
.
t+1
draw xnt+1 from π(·|x1t+1 , x2t+1 , . . . , xn−1
)

Observe that except for the starting value x 0 , no
parameters have to be tuned. The updating of only
one component at a time results in a zigzagging walk
through the sample space. This might slow down the
convergence, especially if multimodality is present
and/or the components are highly correlated. Reparameterization of π, randomization of the updating
order, or grouping several highly correlated components xi in a single one (so called blocking), are
one of the many available remedies. Hybrid Gibbs
samplers are based on making occasional transitions,
based on another Markov chain, with the same equilibrium distribution to favor exploration of the state
space. To this end, the Metropolis–Hastings algorithm is often used.
The Metropolis–Hastings algorithm was introduced by Hastings [8] as a generalization of earlier
work by Metropolis [13]. It makes use of an auxiliary transition distribution q that generates in each
iteration, a candidate (perturbation step), which is
accepted as the next approximation with a certain
probability (acceptance step). Its general form is
choose x 0
repeat until equilibrium is reached
draw y from q(·|x t )


π(y)q(x t |y)
with probability min 1,
π(x t )q(y|x t )
set x t+1 = y, else x t+1 = x t

In order to guarantee convergence to π, q should
be chosen such that the chain is aperiodic and irreducible; moreover, one requires that support(π) ⊂
support(q). In general, one has to make a compromise between intensive exploration of the sample
space (to avoid getting trapped in a subspace), and
a high acceptance rate in the update step (to minimize computer time). Unlike the Gibbs sampler, its
general behavior is less understood and often results

apply only for particular cases. A detailed study can
be found in [18].
As all the above algorithms are very computer
intensive and the error assessment is difficult, they
should be considered as a last resort when analytical solutions or analytical approximations are not
available or applicable. A popular analytical approximation in the above context is the Laplace approximation [19] when p in (1) can be approximated by
a multivariate normal density with a sufficient small
covariance matrix. We refer to [5, 16] for a general
comparative study.

Unconstrained Numerical Optimization
Because of the lack of closed-form solutions for many
optimization problems, especially in higher dimensions, an iterative scheme is commonly employed: in
each iteration, an approximation to the optimum, θ t , is
updated by making a step in a promising direction d t
θ t+1 = θ t + αd t .

(4)

If L denotes the function to be optimized, popular
choices for d t are ∇L(θ t ) (steepest descent and the
related conjugate gradient method) and (∇ 2 L(θ t ))−1
∇L(θ t ) (Newton–Raphson method). See [14] for a
general discussion.
Close to the optimum, Newton–Raphson has second order convergence, but monotonicity of the
sequence L(θ t ) is not guaranteed. As the calculation
and inversion, if possible at all, of (∇ 2 L(θ t )) might
be very time consuming and numerically unstable,
quasi-Newton methods will use approximations B t
to (∇ 2 L(θ t ))−1 with B t updated in each step.
In the context of maximum likelihood (ML)
estimation, L, the log-likelihood, depends on the data.
Fisher’s scoring method will replace the Hessian
(∇ 2 L(θ t ) in Newton–Raphson by its expectation
w.r.t. the data: E(∇ 2 L(θ t )), that is, the information
matrix. This is often easier to compute, it will always
be a nonnegative definite matrix and, on the fly,
it provides the asymptotic (co)variance of the ML
estimate. For generalized linear models, this leads
to an iteration step of an iterative reweighted least
squares method.
In the case of missing (latent) data, the computation of the derivatives of the likelihood function
often becomes a tremendous task because the natural
parameterization is in terms of the complete data.

Numerical Algorithms
The expectation-maximization (EM) algorithm [4]
bypasses this by using, iteratively, a provisional estimate of the missing data to maximize the likelihood
and afterwards updating this estimate. Even if no data
are missing, the ML problem will be simplified in
some cases by assuming some underlying (fictitious)
missing data. This general idea is called data augmentation [17]. In the context of hidden Markov fields,
EM is also known as the Baum–Welch algorithm.
See [12] for a general discussion.
If Dobs denotes the observed data and D the
complete data, the basic scheme of EM is
choose θ 0 ;
repeat till convergence
(E-step)
Q(θ |θ t ) = E(L(θ ; D)|θ t , Dobs )
(M-step)
θ t+1 = arg maxθ Q(θ |θ t )

The EM algorithm is numerically stable as
the likelihood of the observed data is guaranteed
to be nondecreasing but often slow convergence
is observed. Full maximization in the M-step is
not necessary: it is sufficient that Q(θ t+1 |θ t ) >
Q(θ t |θ t ) (so called generalized EM). To this end,
the M-step is sometimes replaced by a number of
Newton–Raphson steps.
All the above algorithms are, in the best case,
locally convergent. Therefore, starting values should
be carefully chosen and, eventually, one should
experiment with different values.

[6]

[7]

[8]
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Occurrence/Exposure
Rate
Introduction
Suppose someone who is healthy enters a hazardous
employment. Let π denote the probability that he/she
will die of cancer after the employment is taken. Let
π  denote the probability of a randomly selected person, dying because of cancer, in the population at
large. A comparison of the probabilities π and π 
would enable the researcher to assess quantitatively
how risky the hazardous employment is. These probabilities are unknown to begin with. In order to estimate the probabilities, we need to collect data. Let us
focus exclusively on the estimation of the probability
π. We now consider the population of individuals
who enter into the hazardous employment. Let X be
the life span of an individual randomly selected from
the population. Let F be the cumulative distribution
function of X. The quantity that is more informative
than the probability π is the so-called risk ratio ρ,
which is defined as (Probability of Death due to Cancer)/(Average Life Span), that is,
ρ= 

π
∞

.

(1)

t dF (t)
0

The entity ρ is also called specific occurrence/exposure rate. It is the rate of deaths due to cancer during
an average life span. In order to estimate the risk
ratio ρ, we need to estimate the distribution function F, in addition. The distribution function F has
two components. Two subpopulations can be identified within the population: those who die of cancer
with probability π and those who die of other causes
with probability 1 − π. Let F1 be the cumulative distribution function of lifetimes of individuals in the
subpopulation who die of cancer and F2 that of the
subpopulation who die of other causes. The distribution function F is indeed a mixture (see Mixture of
Distributions) of F1 and F2 , that is,
F = πF1 + (1 − π)F2 .

follow the individuals until all of them die. On the
basis of practical and financial considerations, we
could follow the individuals only for a certain length
M of time. If we monitor the individuals in the
sample during the time interval [0, M], the risk ratio
cannot be estimated nonparametrically. We need to
modify the definition of risk ratio. The modified risk
ratio is given by
ρM =

πF1 (M)

=
MF (M) +
t dF (t)
[0,M]

πM

,

F (t) dt
[0,M]

(3)
where F is the survival function associated with the
distribution function F, that is, F = 1 − F and πM =
πF1 (M). The denominator of the ratio is essentially
the average life span of individuals in the population
in the presence of deterministic right-censoring at M.
The numerator is the probability of dying due to cancer in the interval [0, M]. For a general introduction
to Survival Models in the context of Actuarial Studies, see [7]. For additional discussion on risk ratio,
see [3].
The model we are entertaining here is more general than the competing risks model (see Competing
Risks). It is easier to explain the mechanics of a
competing risk model in the language of machines
and parts. Suppose a machine runs on two components. Let X1 be the life span of Component 1 and
X2 be that of Component 2 with distribution functions F1 and F2 , respectively. Assume that X1 and
X2 are independently distributed. Suppose that the
machine breaks down if and only if at least one of
the components fails. Let X be the life span of the
machine with distribution function F. Then
F = πF1 + (1 − π)F2 ,

(4)

where π = P (X1 ≤ X2 ). Thus, in the competing
risks model, the entity π is determined by the distribution functions F1 and F2 uniquely. In our model,
π has no structure. The main purpose of the note is
to outline nonparametric estimation of the risk ratio.

(2)

Thus, now we need to estimate π, F1 , and F2 in order
to estimate the risk ratio. For this purpose, we follow
a cohort (see Cohort) of n individuals randomly
selected from the population. It is impossible to

Nonparametric Estimation
All individuals in the sample are followed up to the
time M. In such a study, four possibilities arise with
reference to any member of the cohort.
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1.
2.
3.
4.

The
The
The
The

individual
individual
individual
individual

respectively. Consequently, the generalized maximum likelihood estimate of ρM is given by

dies of cancer.
dies of other causes.
leaves the study.
is alive at Time M.

ρ̂M =

Let C denote the time at which an individual leaves
the cohort study. Traditionally, C is called the censoring random variable. Let G be its distribution
function. Let us introduce a binary random variable for any randomly selected individual from the
population by
=1
=0

if the individual dies of cancer
if the individual dies of other causes.
(5)

We assume that C and (X, ) are independently
distributed. Associated with each individual in the
population we have a triplet (X, , C), which is not
observable in its entirety. What can be recorded for
each individual is (Y, ), where Y = min{X, C} and
=1

if

Y =X

and  = 1,

=0

if

Y =X

and  = 0,

= −1

if

Y = C,

= −2

if

Y = M.

(6)

The four possible values of  represent the four possibilities 1 to 4 outlined at the beginning of this
section. Let (Y1 , 1 ), . . . , (Yn , n ) be the observations on the n individuals in the study. One may
view the observations as independent realizations
of (Y, ). We use the Kiefer–Wolfowitz theory
of nonparametric
statistics to estimate πM and

γM = [0,M] F (t) dt. For Kiefer–Wolfowitz theory,
see [4, 6]. For technical derivation of the estimates,
see [1, 2].
Let Ĝ and F̂ be the Kaplan–Meier estimators
of G and F, respectively, based on the data
(Y1 , 1 ), . . . , (Yn , n ) see [4, 5, 8]. The generalized
maximum likelihood estimators à la Kiefer–Wolfowitz of πM and γM are given by
π̂M =

n

−1
1
I (i = 1) Ĝ(Yi −)
n i=1

γ̂M =

F̂ (t) dt,
[0,M]

A Numerical Example
Suppose a sample of size n = 7 with M = 7 yields
the following data: (Y1 , 1 ) = (1.7, 1); (Y2 , 2 ) =
(2.3, 0); (Y3 , 3 ) = (4.4, −1); (Y4 , 4 ) = (4.5, 1);
(Y5 , 5 ) = (4.9, −1); (Y6 , 6 ) = (6.0, 0); (Y7 , 7 ) =
(6.1, 0). The data are arranged according to increasing values of Yi s. The first individual died of cancer
at time 1.7, the second died of other causes at time
2.3, the third left the study at time 4.4, the fourth
died of cancer at time 4.5, the fifth left the study
at time 4.9, the sixth died of other causes at time
6.0, and the seventh died of other causes at time 6.1.
The Kaplan–Meier estimate of the distribution of C
gives probability mass 3/15 at time 4.4, probability
mass 4/15 at time 4.9, and probability mass 8/15 to
9
. The
the interval (4.9, ∞). Consequently, π̂M = 28
Kaplan–Meier estimate of the distribution function
F gives the following distribution (for this, data on
both causes of death need to be combined):
X:
Pr.:

1.7
8/56

2.3
8/56

4.5
10/56

6.0
15/56

6.1
15/56

Consequently,
γ̂M = 1 × 1.7 + (48/56) × 0.6 + (40/56) × 2.2
+ (30/56) × 1.5 + (15/56) × 0.1 = 4.08.
The generalized maximum likelihood estimate of ρM
is given by (9/28)/4.08 = 0.08.
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Outlier Detection
Introduction
In the statistical analysis of actuarial data, one often
finds observations that ‘appear to be inconsistent with
the remainder of that set of data’ [3] or, more generally, that ‘are far away [· · ·] from the pattern set
by the majority of the data’ [21]. Observations of
this kind are usually called ‘outliers’. They may have
a large effect on the statistical analysis of the data
and can cause misleading results if only standard
statistical procedures are used. A possible approach
to circumventing this problem is the use of robust
statistical methods. These allow for statistical inference, such as the estimation of location or dispersion
parameters, even when outliers are present in the
data. Sometimes the outliers themselves are the most
interesting part of the data. Examples are an unexpectedly high claim against an insurance company or
a surprisingly high (or low) stock return for a financial institution. Any statistical analysis of data should
therefore include the identification of possible outliers. Suppose that the sizes of the last 20 claims of
an insurance company (in $ 100 000) are as given by
the following example:
34.83
91.68
39.78
36.60

39.31
35.19
41.22
90.43

37.93
37.06
89.40
37.57

49.40
36.95
34.37
47.91

37.39
44.84
43.49
44.41

A visual inspection suggests that the sixth (91.68),
thirteenth (89.40), and seventeenth (90.43) claims
are possible outliers and deserve closer investigation.
However, as we will see in the next section, the
question as to what constitutes an outlier depends on
the statistical model assumed for the ‘good’ data. We
shall assume that this is sufficiently well-validated.

What is an Outlier?
In the introduction of their book on outliers, Barnett
and Lewis [3] note that ‘. . . the major problem in
outlier study remains the one that faced the very
earliest research workers in the subject – what is an
outlier?’ Most researchers agree that the outlyingness
of a certain observation can only be judged with
respect to the statistical model that is adopted for

the good data. From this point of view, an outlier
is an observation that is unlikely under the assumed
model distribution. To formalize this idea, Davies
and Gather [9] introduced the concept of α-outliers.
For some probability distribution P and α ∈ (0, 1),
they define the α-outlier region, out (α, P ) of P , as
the complement of the smallest subset of the support
of P that carries probability mass of at least 1 − α
(see [12, 15] for a formal definition). For example, if
P = N (µ, σ 2 ) then
out(α, N (µ, σ 2 )) = {x ∈ : |x − µ| > σ z1−α/2 },
(1)
which is just the union of the lower and the upper
α/2-tail region. Here, z1−α/2 denotes the 1 − α/2quantile of the standard normal distribution. If P =
exp(λ), an exponential distribution with scale parameter λ, then
out(α, exp(λ)) = {x ∈ : x > −λ ln α},

(2)

which is the upper α-tail region. Each point located
in out (α, P ) is called an α-outlier with respect to P ,
otherwise it is called an α-inlier.
This definition of an outlier differs from most
other concepts in that an outlier here is only characterized by its position in relation to the statistical
model for the good data. There are no assumptions
made concerning the distribution of these outliers
or on the mechanism by which they are generated.
Many contributions to the field of outlier identification are based on so-called outlier-generating models
such as Ferguson-type slippage models, labeled outlier models, or mixture models; see [3, 10–13, 22]
for comprehensive reviews on this topic. These models have their merits, for example, they are useful for
simulation-based studies on the performance of outlier identification rules, but they are too restrictive to
reflect the element of unlikeliness that is captured by
the concept of α-outliers. A further drawback of these
outlier-generating models is that for a sample of size
n, they often require the number k of outliers to be
prespecified. Furthermore, the contaminating observations generated by some alternative mechanisms
need not be α-outliers for some reasonable α [37].
We can now formulate the task of outlier identification within the framework of α-outlier regions
as follows. For a given sample, xn = (x1 , . . . , xn ) of
size n, which contains at least [n/2] + 1 i.i.d. observations coming from some distribution P , we have
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to find all those xi that are located in out (α, P ). The
level α can be chosen depending on the sample size.
If for some α̃ ∈ (0, 1), we take
α = αn = 1 − (1 − α̃)1/n ,

(3)

then the probability of falsely detecting any outlier in
a sample of size n coming i.i.d. from P is not larger
than α̃. As we assume only P ∈ P for some family
of distributions P, P is only partially known and so
out (α, P ) is usually unknown as well.

Outlier Identification Rules for Univariate
Data
There are two main types of outlier identification
rules, those that proceed in one step and those that
operate stepwise. A so-called simultaneous or onestep outlier identifier (OI ) is essentially an empirical
version of the αn -outlier region, out (αn , P ). Each
point located in this set is classified as αn -outlier
with respect to P . Since P is only partially known,
its unknown parameters have to be estimated from
the data. The main problem is that any outliers
present may seriously affect standard estimators of
the unknown parameters and thus they can cause what
are known as masking and swamping effects. Masking is said to occur when an identification rule fails to
identify even one outlier correctly, although the sample contains two or more large outlying observations
that ‘mask’ themselves. Swamping is the opposite
effect. The presence of some large outlier(s) leads
to the identification of a good observation as outlying [3, 9]. Both effects can be largely eliminated by
using robust estimation methods that lead to so-called
resistant detection rules [7].
As an example, we consider an identification rule
based on the median Med(xn ) of the sample xn and
the MAD (Median Absolute Deviation), MAD(xn ) =
Med|xi − Med(xn )|. Both are robust estimators with
high breakdown points. If the distribution of the good
data is N (µ, σ 2 ), a resistant one-step OI is given by

OI H (xn , αn ) = x ∈ : |x − Med (xn )|

> gn (αn )MAD(xn ) ,
(4)
which is called the Hampel identifier [9, 20]. Here,
gn (αn ) denotes a certain normalizing constant chosen
to control the rate of false decisions. This is discussed
in more detail below. The median and MAD may be

replaced by other robust estimators of location and
scale as the midpoint and the length of the shortest half-sample. Another distribution that has been
thoroughly investigated is the exponential distribution [33]. Since here we only have to estimate an
upper αn -outlier region, the one-step OIs are of the
form
OI S (xn , αn ) = {x > 0: x > gn (αn )S(xn )}, (5)
where S denotes a robust estimator of the scale
parameter λ.
There are several ways to standardize an outlier identifier. Davies and Gather [9] suggest two
approaches. The first one is to determine the normalizing constant such that under the model for the
good data
/ OI (Xn , αn ),
P (Xi ∈

i = 1, . . . , n) ≥ 1 − α

(6)

for some α > 0. Their second suggestion is to determine the normalizing constant, according to the condition that under the model for the good data
P (OI (Xn , αn ) ⊂ out (αn , P )) ≥ 1 − α.

(7)

We now consider the insurance claims example
given in the introduction. If we assume a N (µ, σ 2 )distribution for the good data, choose α = 0.05,
and standardize according to condition (7), we get
gn (αn ) = 5.82 for the Hampel identifier from Table 1
below which we find in [9]. Note that for n > 10,
the normalizing constants gn (αn ) can also be approximated according to the equations given in Section 5
of [10]. Sample median and MAD are given by 39.55
and 4.01 respectively, and the Hampel identifier is
now the complement of the interval with boundary
values 15.39 and 63.70. As the three largest claims
are contained in this estimated outlier region, they
are indeed clearly flagged as outliers. As an alternative to the Hampel identifier, one may be tempted
to use a one-step identifier that is based on the sample
mean instead of the sample median and the empirical
standard deviation instead of the MAD. Choosing the
same standardization, this approach leads to a onestep identifier that identifies all points outside the
Table 1

gn (αn )

Values of gn (αn ) for Hampel identifier
N = 20

N = 50

N = 100

5.82

5.53

5.52
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interval with boundary points −4.04 and 99.02 as
outliers, and none of the three largest observations
are identified as outlying. This is an example of the
masking effect and demonstrates that only resistant
OIs can be regarded as reliable identification rules.
Stepwise identification rules proceed by judging
the outlyingness of the sample points in order of
their ‘extremeness’ relative to the sample. So-called
inward testing procedures begin with the most suspicious observation. If this is declared as outlying,
usually depending on the outcome of some discordancy test, it is removed from the sample and the
procedure continues with the most extreme observation in the reduced sample. The procedure terminates
once a subsample is found free of outliers or a
prespecified maximal number of possible outliers is
reached. Procedures of this type have been known for
a long time [26], but have been criticized for their
proneness to masking. However, as for one-step OIs,
the problem of masking can be circumvented by using
robust estimators in the outlier test statistics.
A suggestion to eliminate the masking effect is
the application of outward testing procedures [28,
34, 35]. Identification rules of this type start with
a reduced subsample that is supposed to be free of
outliers. The least extreme of the observations not
contained in this subsample is then tested with respect
to its outlyingness. If it is indeed identified as an
outlier, the procedure stops and all observations not
contained in the reduced sample are considered as
outlying. If not, it is put back into the subsample and
the next least extreme of the remaining observations
is checked. The procedure terminates once an outlier
is detected or all observations are included in the final
sample.
The standardization of stepwise identification rules
is achieved by requiring that under the model for the
good data
P (no Xi is detected as αn -outlier,
i = 1, . . . , n) ≥ 1 − α,

(8)

which corresponds to condition (6) for one-step identifiers. For an inward testing procedure, (8) is already
fulfilled if the discordancy test in the first step keeps
the level α. The levels for the remaining steps may
be chosen arbitrarily but are often chosen so that the
tests are level-α tests at each step. For an outward
testing procedure, (8) holds by a simple Bonferroni
argument if each discordancy test has level α/k,

where k denotes the maximal number of potential
outliers.
For the discordancy tests used within an inward or
outward testing procedure, we can essentially choose
the same test statistics. As an example, consider
the case that the good data follow a symmetric
distribution. Let xm,n denote a subsample of xn of size
m ≤ n occurring at some step within the procedure.
A possible choice of the test statistic for xm is the
extreme studentized deviate (ESD) statistic
Tm (xm,n ) = max

xi ∈xm,n

|xi − x m,n |
,
sm,n

(9)

where x m,n and sm,n denote the mean and standard
deviation of the subsample. The use of these statistics
for outward testing is suggested by Rosner [28]. Critical values tm∗ (0.05) for this outward testing procedure
that fulfill condition (8) with α = 0.05 are given in
Table 2 below, which we cite from [9].
While in general the resulting outward testing
procedure is satisfactory, it nevertheless possesses an
extremely bad worst-case behavior [9]. We also do
not recommend the choice of ESD statistics within
Table 2

Values of the Critical Values tm∗ (0.05)

N = 10
m

tm∗ (0.05)

7
8
9
10

2.0948
2.2056
2.2971
2.3749

N = 20

N = 50

m

tm∗ (0.05)

m

tm∗ (0.05)

12
13
14
15
16
17
18
19
20

2.4638
2.5154
2.5617
2.6037
2.6417
2.6769
2.7091
2.7391
2.7670

27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50

2.8590
2.8761
2.8923
2.9080
2.9236
2.9380
2.9519
2.9653
2.9782
2.9906
3.0026
3.0141
3.0253
3.0361
3.0466
3.0567
3.0666
3.0761
3.0854
3.0945
3.1032
3.1118
3.1201
3.1282
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an inward testing procedure due to their proneness to
masking. A robustified version of Tm that is suitable
for inward and outward testing is given by (see [9])
Tm (xm,n ) = max

xi ∈xm,n

|xi − Med(xm,n )|
(xm,n ).
MAD

(10)

Simulations under certain contamination models
show that inward as well as outward testing
procedures based on Tm perform considerably better
with respect to the proportion of correctly identified
αn -outliers than Rosner’s proposal, when the number
of outliers is high without much loss of performance
otherwise when there are only a small number of
outliers, see [12].
There are some outlier identification rules that
do not fit into the categories of the one-step or
inward and outward procedures discussed so far. The
so-called block procedures test a fixed number of
suspicious observations in one go. An example is
the procedure of Tietjen and Moore [36] where, in
a first step, the number k of outliers is estimated by
the maximal gap (essentially the difference between
consecutive order statistics) in the sample, and then
an appropriate test statistic is used to check if
the selected observations are indeed outlying. The
main problem with block procedures is that the
misspecification of k may lead to a bad performance
with regard to both masking and swamping [12].
Another interesting approach is the so-called
blocked adaptive computationally efficient outlier
nominators (BACON) algorithm [6] that is a
generalization of former work in [17–19]. This
algorithm proceeds by finding, in a first step, a basic
subsample that can be safely assumed to be free of
outliers (here again robust estimators come in). In a
second step, the discrepancies of all observations with
respect to a statistical model that fits the basic sample
are computed. In the next step, those observations
whose discrepancies are smaller than an appropriate
critical value are combined to form a new basic
subsample. The latter two steps are iterated until a
certain stopping rule is fulfilled and the observations
not contained in the basic subsample are identified
as outliers. In some sense, the BACON algorithm
can be seen as an outward testing procedure that is
based on one-step OIs at each step. The BACON
algorithm is very flexible and can be easily adapted to
multivariate data or regression models. A discussion
of the BACON algorithm within the framework of
α-outlier regions is still missing.

Outlier Identification Rules for Other
Data Structures
The identification of outliers is even more important
when the data have a complex structure. Whereas
for univariate data outliers may possibly be found by
visual inspection of the sample, this approach is not
practical for higher dimensional data. The definition
of α-outliers given above can be extended to multivariate distributions. For a d-variate normal distribution with mean vector µ and covariance matrix ,
the corresponding α-outlier region is given by
out(α, N (µ, ))
2
},
= {x ∈ d : (x − µ)  −1 (x − µ) > χd,1−α
(11)
2
where χd,1−α
denotes the 1 − α-quantile of the chisquare distribution with d degrees of freedom. A
resistant one-step OI has the form

OI (xn , αn ) = {x ∈ d : (x − m(xn )) S(xn )−1
× (x − m(xn )) > gn (αn )},

(12)

where S(xn ) denotes a robust estimator of the covariance matrix and m(xn ) a corresponding robust
estimator of µ. For example, we may consider the
minimum volume ellipsoid (MVE) estimator, the
minimum covariance determinant (MCD) estimator,
or certain S-estimators, all of which are estimators
with high breakdown points of about 50%. The
following Table 3 gives some values of gn (αn ) for
α = 0.01, n = 20, 50, and d = 2, 3, 4 for both the
MCD and the MVE version of the identification rule.
This table is taken from [5]. For a discussion of the
resulting identification rules, see also [4].
For a thorough discussion of the identification
of the outliers in multivariate data, we refer you
Table 3 Values of the gn (αn )
n

d

gn (αn )
MCD

gn (αn )
MVE

20
20
20

2
3
4

85.588
167.613
388.847

19.142
23.471
33.721

50
50
50

2
3
4

28.517
41.835
64.185

17.549
20.616
24.654
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to [27]. Stepwise rules for outlier identification in
multivariate samples have been discussed, for example, also in [2, 8, 17, 18], but these rules have not yet
been investigated within the framework of α-outlier
regions.
Another situation in which the identification of
outliers is very important is that of the linear regression model
Y = β0 + X β1 + U.

(13)

Here Y denotes the response, X ∈ p a vector of
regressors, β = (β0 , β1 ) ∈ p+1 a vector of regression coefficients, and U = Y − (β0 + X β1 ) the corresponding residual.
To apply the concept of α-outlier regions to this
model, we have to specify the distribution PY of
the response and the joint distribution PX of the
regressors assuming them to be random. Reasonable
assumptions are
PY |X=x = N(β0 + x β1 , σ 2 )

(14)

PX = N(µ, ).

(15)

and

Assumption (14) states that the conditional distribution of the response, given the regressors, is normal
and assumption (15) means that the joint distribution
of the regressors is a certain p-variate normal distribution. If both assumptions are fulfilled then the
joint distribution of (Y, X) is a multivariate normal
distribution.
We can define outlier regions under model (13)
in several reasonable ways. If only (14) is assumed,
then a response-α-outlier region could be defined as
out(α, PY |X=x )
= {y ∈ : u = |y − (β0 + x β1 )| > σ z1−α/2 },
(16)
which is appropriate if the regressors are fixed and
only outliers in the y-direction are to be identified.
If the regressors are random, which will be the more
frequent case in actuarial or econometric applications,
outliers in the x-direction are important as well.
Under assumption (15), a regressor-α-outlier region
is a special case of the α-outlier region (11). This
approach leads to a population-based version of the
concept of leverage points. These are the points in
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a sample (yi , xi ), i = 1, . . . , n, from model (13) ‘for
which xi is far away from the bulk of the xi in the
data’ [31].
For the identification of regressor-outliers (leverage points), the same identification rules can be
applied as in the multivariate normal situation. For
the detection of response-outliers by resistant onestep identifiers, one needs robust estimators of the
regression coefficients and the scale σ . Examples
of high breakdown estimators that can be used in
this context are the Least Trimmed Squares estimator
and the corresponding scale estimator [29, 30], Sestimators [32], MM-estimators [38], or the REWLSestimators suggested in [16].
As a further example of outlier identification in
structured data, we look at the problem of identifying outlying cells in a contingency table. Suppose
we can model the cell entries of a k × -table by
means of a loglinear Poisson model. In this, the cell
counts yi , i = 1, . . . , n = k, are outcomes of independent P oi(λi )-distributed random variables Yi with
expectations λi = exp(xi β). Here, xi denotes the ith
column of a certain n × p-design matrix containing
only the entries −1, 0, 1, and β ∈ p is a common
vector of parameters [1]. The problem is to find those
cells that are not compatible with the assumed statistical model.
Since under the loglinear Poisson model each
Yi possesses an individual Poisson distribution, we
consider the α-outlier regions of these marginal distributions. The general definition of α-outlier regions
can be applied to discrete distributions as well but
as it is not possible to give a simple expression
for out(Poi (λi ), α), we omit the details and refer
to [15] for an algorithm to find the boundary points.
Table 4, which is taken from [15], gives the regions
out(Poi (λi , 0.01)) for a 3 × 3 table, that is for nine
cells;  denotes the set of all positive integers there.
One-step OIs for this situation are further discussed in [14, 24]. As in the continuous case, we
obtain reliable outlier identification rules based on
robust estimators for the expected cell frequencies λi , for example, L1 -estimators as discussed
in [23] or estimators obtained by the median polish
method [25]. As an example, suppose that Table 5
contains the number of claims that a car insurance
company has to deal with within a certain time span.
The claims are classified roughly with respect to
the size of the car (three categories: small, medium,
large) and the age of the car owner (three categories:
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Table 4

Outlier regions for 3 × 3 table

Cell

λi

1
2
3
4
5
6
7
8
9

99.48
90.02
33.12
66.69
60.34
22.20
81.45
73.70
27.11

Table 5

out(Poi (λi ), 0.01)
\{75, . . . , 126}
\{67, . . . , 115}
\{19, . . . , 48}
\{47, . . . , 88}
\{51, . . . , 80}
\{11, . . . , 35}
\{59, . . . , 105}
\{52, . . . , 96}
\{15, . . . , 41}

Data for the car insurance example
Car size

References

Age

Small

Medium

Large

1
2
3

64
125
240

25
51
97

25
25
40

age < 30 (1), 30 ≤ age < 55 (2), age ≥ 55 (3)), and
are standardized with respect to the number of insurance holders in each class.
The count 25 in the cell corresponding to age
class 1 and large car size seems to be quite high,
and we suspect that it may be an outlier. Under the
assumption that there is no interaction between age
and car size, we can fit a loglinear Poisson independence model to this 3 × 3-table. Table 6 contains
the corresponding median polish estimators for the
expected cell frequencies and the 0.01-inlier regions
of the respective Poisson distributions, which are the
complements of the corresponding outlier regions.
We can see that the number of claims in the
upper right cell of Table 5 is not contained in the
corresponding inlier-region and hence, indeed, is
identified as a 0.01-outlier.
Table 6 0.01-inlier regions for the estimated expected cell
frequencies in the car insurance example
Car size
Age

Small

Medium

Large

1

64
{44, . . . , 85}
125.59
{98, . . . , 155}
238.87
{200, . . . , 279}

25.99
{14, . . . , 40}
51
{34, . . . , 70}
97
{73, . . . , 123}

12.74
{4, . . . , 22}
25
{13, . . . , 38}
47.55
{31, . . . , 66}

2
3

The above example shows that the task of outlier
identification in statistical data can become quite
complicated with increasing complexity of the data
structure. Except for univariate data where we have
a strict ordering, it is usually not even simple to
formalize what is meant by ‘extreme position’ or
‘unlikeliness’ of a data point. The task becomes even
more complex if the assumption of independence is
not valid as in ANOVA models with random effects
or with times series data. Both areas, which have
been studied extensively in the literature, are not
discussed here. Altogether, outlier detection remains
a challenging area for further research.
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Parameter and Model
Uncertainty
Introduction
Quantifying Uncertainty
Almost every actuarial problem involves one or more
sources of risk. The task of an actuary is to assess the
following risks:
1. To derive a distribution for the outcome at some
fixed future time or at a series of future dates (for
example, as in Dynamic Financial Analysis).
2. To make decisions or observations based on this
risk assessment (e.g. to provide a risk measure,
to set a premium rate, to calculate the reserve,
to decide on an investment strategy).
These two aspects can be encapsulated in some
quantity, y. For example, in case 1, y might be
the random surplus in one year. In case 2, y might
be the 5% quantile of the surplus in one year, or
the premium y, which needs to be set in order to
ensure that the probability of a positive surplus in
one year is 95%. Derivation of y must be made with
reference to past data, x, possibly supplemented by
some subjective judgment.
Draper [11] and Bernardo & Smith ([2], Chapter 6) make reference to three main possible sources
of uncertainty in y.
•

•
•

y might be a stochastic variable dependent on
such things as stochastic mortality, random claim
amounts, and uncertain investment returns. As
such, y will be uncertain. In other cases, y might
be a deterministic quantity within a stochastic
model: for example, the mean of a random quantity, or a quantile.
For a given model, we have uncertainty about the
parameter values as a result of using a limited
amount of data.
The model itself is also subject to some uncertainty due again to the limited amount of data. As
a simple example: suppose we know that daily
equity returns are independent and identically
distributed and are either normally or t distributed. Since we will only have a limited amount
of data, we can never be sure which of these two
distributions is correct.

Thus, even if y is a deterministic quantity within
a stochastic model, it will be subject to uncertainty
because of parameter and model uncertainty.
In general, we restrict ourselves to selecting from
a group of models M which, typically, is finite except
where we have a nested hierarchy (for example,
ARMA time series models).
Model uncertainty is, itself, complex. In an actuarial context, this uncertainty can take two forms.
In its first form, we know for sure that no model in
M can be the true model. Rather, each model in M
is an approximation to a much more complex reality,
the structure of which we have little prior knowledge
of, nor do we have any hope of pinpointing it in the
future.
In its second form, M consists of models that
are known to be approximations to a more complex
reality. In contrast with the first form of model uncertainty, the more complex reality here is assumed to
be known, but is difficult to work with. For example, in Risk Theory, the distribution of aggregate
claims might be approximated by the use of a translated gamma distribution or the normal distribution
rather than by accurate evaluation of the compound
distribution. Often this form of model uncertainty will
be nested within the first form.
The expression Model Risk is often used in the
present context (see, e.g. [6], Chapter 15). This is
usually restricted to the identification of situations in
which y is sensitive to the choice of model. This
raises an important observation. It is quite likely
that in the first stage of an analysis we will find
that a number of models fit the past data reasonably well and that within each model there might
be substantial uncertainty with respect to some or
all of the parameters. The second stage of the analysis concerns the variable y of interest. It is quite
possible that derived value of y might not be sensitive to the introduction of either model or parameter
uncertainty. However, in many instances we do not
know in advance whether or not this will be the
case. We cannot, therefore, ignore these sources of
uncertainty.
Despite this, it is common in practical actuarial
work to acknowledge but then ignore both parameter and model uncertainty. This is the case, for
example, with asset–liability modeling (ALM) and
dynamic financial analysis (DFA) (see, e.g. [8, 18,
21]). Here, the model-building exercise will include
a range of different models and, for each model,
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fit the parameters with full allowance for parameter uncertainty. Subsequent analysis, however, then
makes use of the ‘best’ model and the ‘best’ parameter set as if these are true. However, even in these
complex fields, increasing computing power is starting to allow incorporation of parameter and model
uncertainty.
A number of more academic studies do take into
account parameter uncertainty or model uncertainty.
Examples (from both the actuarial and nonactuarial
literature) include
• Non-Life insurance: Klugman [19], McNeil [22],
Pai [23], Dickson et al. [9], Scollnik [26], Schmock
[24] and Cairns [4].
• Investment: Bawa, Brown and Klein [1], Harris [14], Crouhy et al. [6, 7], Cairns [4], Dowd [10],
and Lee & Wilkie [20].
• Life insurance and pensions: Head et al. [15],
Blake et al. [3], Hardy [13] (who deal with investment or economic risks) and Waters et al. [27] (who
deal with mortality improvement risk).
We conclude this introduction with a simple, but
cautionary example.
Suppose that we have identified two models A and
B both of which fit the data equally well. In addition,
we have to choose one of three possible strategies 1,
2, and 3.
If we take model A, we find that strategy 1 is
the best, strategy 2 is just a little bit worse, while
strategy 3 is very poor. In contrast, under model B
we find that strategy 3 is the best, strategy 2 is just a
little bit worse, while strategy 1 is very poor.
What are we supposed to infer from this? If we
base our decision on model A, then we would opt
for strategy 1. However, if model B turns out to
be right, then this decision would turn out to have
been very poor. The same would be true if we used
only model B. It would seem from the description we
are given that strategy 2 would be best: the middle
road. By choosing this strategy we are deliberately
opting for something that is suboptimal. What we are
choosing is a strategy that is not perfect but one that
is good and robust relative to model uncertainty. This
is possibly in preference to a strategy (1 or 3), which
will be perfect if the model turns out to be the right
one and disastrous otherwise.

Model Selection Criteria and the Principle
of Parsimony
One aim of model fitting and parameter estimation
is to achieve as good a fit as possible to past data.
When we include a range of possible models, then we
can clearly see that more complex models with more
parameters are likely to fit the data more accurately:
for example, through a higher maximum likelihood.
However, it is normally the case that modelers prefer simple models to complex ones as the predictive
power of simpler models is likely to be better than
complex models (see, e.g. [16]). It follows that any
improvement in the fit of a model has to be large
enough to justify the addition of a further parameter.
In other words, each extra parameter has to have significant explanatory power before it will be included.
This general preference, whether implemented in a
formal or informal fashion, is known as the principle
of parsimony.
This general principle can be formalized through
the use of model selection criteria. These are essentially score functions that are built around the maximum likelihood with an adjustment to penalize overparameterized models. Thus, for a given model Mi ,
let θ̂i be the maximum log-likelihood estimate for the
parameter set θi based upon the data x. These score
functions are typically of the form
S(Mi ) = log p(x|Mi , θ̂i ) − π(ki )

(1)

where p(x|Mi , θi ) is the likelihood function, ki is the
number of parameters being estimated in model Mi ,
and π(k) is the penalty function. The two most popular selection criteria are the Akaike Information
Criterion (AIC) and the Schwarz Bayes Criterion
(SBC) (also known as the Bayes Information Criterion or BIC) ([25], or see, e.g. [28])
AIC(Mi ) = log p(x|Mi , θ̂i ) − ki
SBC(Mi ) = BIC(Mi ) = log p(x|Mi , θ̂i ) −

(2)
1
k
2 i

log n
(3)

where n is the size of the dataset, x.
A model section criterion can be used in one of
two ways. The most common approach is to use it as
a means of choosing once and for all the best model,
which will be used in all subsequent calculations. The
alternative approach uses the criterion as a means of
narrowing down the set of possible models to, say,
three or four rather than one. In subsequent analyses
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we can give equal weight to these models (see,
e.g. Cox, in discussion of [11]) or attach a weight,
which is related to the AIC or SBC values (e.g. [4,
5, 11]).

P r(Mi ), for model i in addition to the prior density
for θi |Mi mentioned earlier. We then have
p(θi , Mi |x) = p(θi |Mi , x)P r(Mi |x)
where

Assessment of Uncertainty
Cairns [4] describes in detail three approaches to the
assessment of uncertainty.
• Method 1: This looks for the best model M ∗
and the best parameter set θ ∗ . Subsequent analysis
assumes that M ∗ and θ ∗ are then the true model and
parameter set.
• Method 2: M ∗ is identified and used as in
Method 1. In contrast, this method makes proper
allowance for parameter uncertainty in making
inferences. This can be done via the likelihood-based
approach [22] or using Bayesian methods.

3

(5)

P r(Mi |x) = cP r(Mi )p(x|Mi )

p(x|Mi ) = p(x|θi , Mi )p(θi |Mi ) dθi (6)

and c is some normalizing constant. In other words,
(θi , Mi ) has the joint posterior density equal to the
product of the posterior density for θi , given Mi ,
times the posterior probability of model Mi .
Now we are interested in some quantity y, which
is dependent on both the model and the parameter
set. It follows that


P r(Mi |x) p(y|x, Mi , θi )
p(y|x) =
i

× p(θi |Mi , x) dθi

(7)

• Method 3: Inferences are made taking full account
of both parameter and model risk. This is most easily
performed by taking a full Bayesian approach (see,
e.g. [4, 11]) although likelihood-based approaches are
possible (Cox, in discussion of [11]).

Our treatment of the posterior distribution over the
collection of models is rather more complex.
In equation (6), the p(x|M1 ), p(x|M2 ), . . . are
called Bayes Factors. These can be calculated
accurately [17] or we can use asymptotic methods
(see [11]) to obtain the simple approximation

In both methods 2 and 3, Cairns [4] discusses the
choice of prior distribution for the parameter sets and
the prior probabilities for the various models.
We will concentrate here on method 3 and refer the
reader to the other articles cited for further description
of methods 1 and 2.

log p(x|Mi ) ≈ lˆi − 12 ki log n − 12 log |B̂i |

Method 3
We denote by M = {M1 , M2 , . . . , MN } the class of
models under consideration where 2 ≤ N ≤ ∞ and
Mi represents model i, i = 1, 2, . . . , N .
Let p(x|Mi , θi ) be the likelihood function for
model Mi , given parameters θi , and the set of past
data, x, and let p(θi |Mi ) be the prior distribution for
θi given model Mi .
For a given model, Mi , and dataset, x, the posterior distribution for θi is
p(θi |Mi , x) = ci p(x|Mi , θi )p(θi |Mi )

(4)

for some normalizing constant, ci .
The next step is to derive a posterior distribution for the Mi . We first need the prior probability,

+ 12 ki log 2π + c

(8)

where lˆi = log p(x|θ̂i , Mi ) is the maximum likelihood under model Mi , B̂i is the information matrix
for a single observation given Mi and θ̂i , and c is
some constant. This implies that
log P r(Mi |x) ≈ log P r(Mi ) + lˆi − 12 ki log n
+ 12 ki log 2π − 12 log |B̂i | + log c

(9)

where c is a normalizing constant.
The expression for the Bayes factor log p(x|Mi )
is very similar to the Schwarz Bayes Criterion (lˆi −
1
k log n), with the remaining terms − 12 log |B̂i | +
2 i
1
k log 2π being of a lower order. If we are tak2 i
ing a Bayesian perspective, then this provides compelling support for the SBC over the AIC. We should
be cautious, however, about this approximation. For
example, Harris [14] has a dataset of a relatively
modest size and he finds that the SBC provides a
poor approximation to the Bayes factors.
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Implementation

Conclusions

Derivation of the posterior distribution for y can
be awkward. In the previous section, we provided
an asymptotic approximation for the posterior model
probabilities. Although this might not be wholly reliable, it can be expected to give ballpark estimates of
which models fit the data reasonably well and which
can be immediately ruled out. Additionally, the posterior model probabilities are rather more sensitive to
the choice of prior than are the posterior densities for
the θi . This indicates that it might be dangerous to
rely too much on the precise values attached to the
posterior model probabilities. Instead, they should be
used as a means of identifying which models can be
immediately rejected.
Within a given model, we are more likely to be
able to write down analytical formulae for the posterior density even if this does not have any standard
distributional form. For example, Cairns [4] investigates the use of an AR(1) model for investment
returns: δ(t) = µ + α(δ(t − 1) − µ) + σ Z(t) where
the Z(t) are i.i.d. N (0, 1) and α, µ and σ are
unknown. The conditional posterior distributions for
µ and σ were found to have standard forms (Normal
and Inverse-chi-squared respectively). On the other
hand, the posterior distribution for α did not have any
standard form. However, the posterior for α was, nevertheless, easy to work with in numerical calculations.
In more complex examples, analytical results are
not readily available or practical, especially when
there are many parameters. In a Bayesian context, an
appropriate toolkit to tackle this problem is Markov
chain Monte Carlo (MCMC). This is the approach
taken by, for example, by Harris [14], Scollnik [26],
and Hardy [13]. It is a computationally intensive
technique, but it deals effectively with large numbers
of parameters and other model complexities. For
a more general discussion of MCMC techniques,
see [12].
An alternative to MCMC is described by Lee
& Wilkie [20]. The first step is to find standard errors
for the parameter set in a given model and then
to simulate the choice of model and parameter set
(the latter using an assumption of normality). We
then carry out one or more simulations of the model
with this particular model and parameter set. This
may be less accurate than MCMC but it gives us a
very effective means of identifying whether or not
parameter and model uncertainty is significant.

In general, parameter uncertainty will have a significant impact on the quantities of interest and on the
decision-making process. In contrast, some studies
have found (see e.g. [3, 15]) that model uncertainty
often has little impact on the outcome of the modeling
exercise.
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Pareto Rating
The Pareto distribution (see Continuous Parametric Distributions) has been largely studied in the
literature for its nice properties over other standard
loss distributions. One of the most important characteristics of the Pareto distribution is that it produces
a better extrapolation from the observed data when
pricing high excess layers where there is little or no
experience. Other distributions such as the exponential, the gamma, or the log-normal distribution (see
Continuous Parametric Distributions) are generally ‘cheaper’ in those excess layers where there is no
experience but there is higher uncertainty. See [1, 3]
for applications of the Pareto model in rating property
excess-of-loss reinsurance.
There are various parameterizations of the Pareto
distribution, each of which has its own advantages depending on the available data and the purpose of the analysis. Some of the most commonly
used parameterizations in practice are summarized in
Table 1.
There are other Pareto-type distributions such as
the Generalized Pareto Distribution (see Continuous Parametric Distributions). The mathematical
results of extreme value theory justify the use of
the Generalized Pareto Distribution as the limiting
distribution of losses in excess of large thresholds.
See, for example, [4, 6] for mathematical details and
applications of the Generalized Pareto Distribution in
extreme value analysis.
One of the most useful characteristics of the
Pareto-type distributions in excess-of-loss rating is
that it is closed under change of thresholds. In other
words, if X, the individual claim amount for a portfolio, follows a one-parameter Pareto distribution,
then the conditional distribution of X − u given that
X > u, is a two-parameter Pareto distribution and if
Table 1 Comparison of parameterizations of the Pareto
distribution
Name
Pareto
(α)

Density
function f (x)
αd
x α+1

αβ α
Pareto
(x
+
β)α+1
(α, β)

Mean
(α > 1)

Variance
(α > 2)

x>d

dα
α−1

αd 2
(α − 1)2 (α − 2)

x>0

β
α−1

αβ 2
(α − 1)2 (α − 2)

X has a two-parameter Pareto distribution, then the
conditional distribution of X − u given that X > u,
is another two-parameter Pareto distribution with
parameters depending on u. See [7] for detailed mathematical proofs of these results.
Table 1 shows the probability density function
and the first two moments of the one- and twoparameter Pareto distributions. The one-parameter
Pareto distribution is useful when only individual
claims greater than d are available and since there is
only one parameter, it is easy to compare the effect
of the parameter on the distribution shape depending
on the line of business [1, 3]. The two-parameter
Pareto distribution is particularly useful when all
claims incurred to a portfolio are available. In this
case, goodness-of-fit comparisons may be performed
with other two-parameter distributions such as the
log-normal.
The following example shows the use of the
two-parameter Pareto distribution when rating high
excess-of-loss layers where there has been little or
no experience.

Example
Assume that the losses shown below represent claims
experience in an insurance portfolio. The losses have
been adjusted to allow for inflation.
10 500
66 942
148 936

10 435
15 090
26 730
93 228
109 577
110 453
236 843
452 734
534 729
41 988
42 209
47 680
112 343
119 868
125 638
754 683
1 234 637
1 675 483

Using maximum likelihood estimation we fitted
a two-parameter Pareto distribution to these historical
losses. For estimation in the Pareto model see [7]
and for other general loss distribution models see, for
example, [5]. The estimated parameters for the Pareto
are α̂ = 1.504457 and β̂ = 187 859.8. We used this
distribution function to estimate the expected cost per
claim in various reinsurance layers. Table 2 shows the
expected cost per claim for two various reinsurance
layers. Note that the layer notation  xs m stands for
the losses excess of m subject to a maximum of ,
that is, min(, max(0, X − m)), where X represents
the individual claim size. The expected cost per claim

2

Pareto Rating

Table 2 Expected cost per claim in excess layers using
the Pareto model
Layer

Pareto (1.504457, 187859.8)

$500 000 xs $500 000
$1 000 000 xs $1 000 000
$1 000 000 xs $2 000 000

to the reinsurance layer can be calculated directly
integrating the expression for the expected value as
m+

E[min(, max(0, X − m))] =

+  (1 − F (m + )) =

(x − m)f (x) dx

m
m+

(1 − F (x)) dx



1
m+β



α−1
−

1
+m+β

α−1 

(3)

$46 609
$38 948
$18 668



βα
=
α−1

When rating excess layers, the Pareto distributions
usually provide a better fit compared to other standard loss distributions in layers where there is little or
no experience; in other words, it extrapolates better
beyond the observed data [6]. However, one of the
practical disadvantages of the Pareto distribution is
that the expected value exists only when the parameter α > 1 and the variance exists when α > 2. This
is a limitation of the use of the model in practice.

(1)

m

where f (x) and F (x) are the probability density
function and cumulative distribution function of X
respectively, see, for example, [2]. Alternatively, the
expected cost in the layer may be calculated using
limited expected values, (see Exposure Rating).
Note that the expression in (1) has a closed form
for the one- and two-parameter Pareto distributions.
If X follows a one-parameter Pareto distribution, the
expected cost per claim in the layer  xs m is given
by
 +m  α
d
dx
E[min(, max(0, X − m))] =
x
m
 

α−1 
dα
1
1 α−1
(2)
=
−
α−1
m
+m
whereas if X follows a two-parameter Pareto, the
expected cost per claim in the layer  xs m is
given by
α
 +m 
β
dx
E[min(, max(0, X − m))] =
x+β
m
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Phase Method
Introduction
The method of stages (due to Erlang) refers to the
assumption of – and techniques related to – a positive
random variable X, which can be decomposed into
(a possibly random number of) stages each of which
having an exponentially distributed duration. A useful
generalization is phase-type distributions, defined as
the distribution of the time until a (continuous-time)
Markov jump process first exists a set of m < ∞
transient states. Let E = {1, 2, . . . , m} denote a set
of transient states, and in the present context, we
may assume that all remaining states being pooled
into one single absorbing state m + 1 (sometimes 0 is
also used whenever convenient). Thus, we consider a
continuous-time Markov jump process {Jt }t≥0 on the
state space E  = E ∪ {m + 1}. Let X be the time until
absorption (at state m + 1) of the process {Jt }t≥0 .
Then X is said to have a phase-type distribution. The
intensity matrix Q of {Jt }t≥0 may be decomposed into

Q=

T
0

t
0


,

(1)

where T = {tij }i,j =1,...,m is an m × m-dimensional
nonsingular matrix (referred to as subintensity matrix)
containing the rates of transitions between states in
E, t = (ti )i=1,...,m is a m-dimensional column vector
giving the rates for transition to the absorbing state
(referred to as exit rates) and 0 is an m-dimensional
row vector of zeros. If π  = (π, 0) = (π1 , . . . , πm , 0)
denotes the initial distribution of {Jt }t≥0 concentrated
on E, πi = (J0 = i), i ∈ E, then (π, T ) fully characterizes the corresponding phase-type distribution
(notice that t = −Te, where e is the column vector of 1’s, since rows in an intensity matrix sum
to 0) and we shall write X ∼ PH(π, T ) and call
(π, T ) a representation of the phase-type distribution. Unless otherwise stated, we shall assume that
π1 + · · · + πm = 1, since otherwise the distribution
will have an atom at 0; modification of the theory to
the latter case is, however, straightforward.
Examples of phase-type distributions include the
exponential distribution (1 phase/stage), the convolution of m independent exponential distributions (m
phases) (we think of each exponential distribution as
a stage and in order to generate the sum we have

to pass through m stages) and convolutions of mixtures of exponential distributions. The distributions
that are the convolution of m independent and identically distributed exponential distributions are called
Erlang distributions. Coxian distributions are the convolutions of random number of possibly differently
distributed exponential distributions. A phase diagram is often a convenient way of representing the
evolution of a phase-type distribution. Figure 1 shows
the possible moves of a Markov jump process generating a Coxian distribution.
In the remainder of this section, we list some
additional properties of phase-type distributions. The
class of phase-type distributions is dense in the class
of distributions on the positive real axis, that is, for
any distribution F on (0, ∞) there exists a sequence
of phase-type distributions {Fn } such that Fn → F
weakly. Hence, any distribution on (0, ∞) may be
approximated arbitrarily close by phase-type distributions. Tails of phase-type distributions are light as
they approach 0 exponentially fast. Representations
of phase-type distributions are in general not unique
and overparameterized. The latter refers to phase-type
distributions, which might be represented with fewer
parameters, but usually with the expense of loosing
their interpretation as transition rates. A distribution
on the positive real axis is of phase-type if and only
if it has a rational Laplace–Stieltjes transform with a
unique pole of maximal real part and with a density
that is continuous and positive everywhere (see [15]).
A unique pole of maximal real part means that nonreal (complex) poles have real parts that are less than
the maximal real pole.
Distributions with rational Laplace–Stieltjes transform generalize the phase-type distributions, as we
can see from the characterization above. This class is
referred to as Matrix-exponential distributions since
they have densities on the form f (x) = α exp(S x)s,
where α is a row vector, S a matrix, and s a
column vector. Interpretations like initial distributions and transition rates need not hold for these
parameters. In [6], some result from phase-type
renewal theory and queueing theory was extended
to matrix-exponential distributions through matrix
algebra using transform methods. A more challenging
result, an algorithm for calculating the ruin probability in a model with nonlinear premium rates depending on the current reserve (see [5]), was recently
proved to hold under the more general assumption
of matrix-exponentially distributed claims using a

2

Phase Method
t12

1

t1

t23

2

t34

3

t2

....

tm −2,m −1

m −1

t3

tm −1,m

m

tm

tm −1

Figure 1 Phase diagram of a Coxian distribution. Arrows indicate possible direction of transitions. Downward arrows
indicate that a transition to the absorbing state is possible. ti,i+1 and ti indicate transition intensities (rates) from state i to
i + 1 and to the absorbing state respectively

flow interpretation of the matrix-exponential distributions. The flow interpretations provide an environment where arguments similar to the probabilistic
reasoning for phase-type distributions may be carried out for general matrix-exponential distributions;
see [10] and related [7] for further details.
Further properties of phase-type distributions and
their applications to queueing theory can be found
in the classic monographs [11–13] and partly in [3].

Probabilistic Reasoning with Phase-type
Distributions
One advantage of working with phase-type distributions is their probabilistic interpretation of being
generated by Markov jump processes on a finite
state space. Such processes possess the following
appealing structure: if τ1 , τ2 , . . . denote the times
of state transitions of {Jt }t≥0 , then Yn = J (τi ) = Jτi
is a Markov chain and the stages (sojourn times)
τi+1 − τi are exponentially distributed. The power of
the phase method relies on this structure. In the following, we provide some examples of the probabilistic technique deriving some of the basic properties of
phase-type distributions.

n n
Let exp(Qs) = ∞
n=0 Q s /n! denote the matrixexponential of Qs, where s is a constant (the time)
multiplied by the matrix Q. Then, by standard
Markov process theory, the transition matrix P s of
{Jt }t≥0 is given by P s = exp(Qs). For the special
structure of Q above, it is easily seen that


exp(T s) e − exp(T s)e
exp(Qs) =
.
(2)
0
1
Example 1 Consider a renewal process with
phase-type distributed interarrival times with representation (π, T ). Then the renewal density u(s)
is given by u(s) = π exp((T + tπ)s)t. To see this,
notice that by piecing together the Markov jump

processes from the interarrivals, we obtain a new
Markov jump process, {Jt }t≥0 , with state space E
and intensity matrix  = {γij } = T + tπ. Indeed, a
transition from state i to j (i, j ∈ E) of {Jt }t≥0 in
the time interval [s, s + ds) can take place in exactly
two mutually exclusive ways: either through a transition of {Jt }t≥0 from i to j , which happens with
probability tij ds or by some {Jt }t≥0 process exits in
[s, s + ds) and the following {Jt }t≥0 process initiates
in state j , which happens with probability ti ds πj .
Thus, γij ds = tij ds + ti πj ds leading to  = T +
tπ. Thus, (Js = i|J0 = j ) = (exp(s))j,i . Using
that {Jt }t≥0 and {Jt }t≥0 have the same initial distribution and that u(s) ds is the probability of a renewal
in [s, s + ds), we get that
u(s) ds =

m
m 


πj (exp((T + tπ)s))j,i ti ds

j =1 i=1

= π exp((T + tπ)s)t ds.

(3)

Example 2 Consider a risk-reserve process Rt with
constant premium rate, which without loss of generality may be taken to be 1, claims arriving according to
a Poisson process Nt with intensity β and claim sizes
U1 , U2 , . . . being identically and independently distributed with common distribution PH(π, T ). Hence,
Rt = u + t −

Nt


Ui ,

(4)

i=1

u = R0 being the initial reserve. We shall consider
the ruin probability


(5)
φ(u) =  inf Rt < 0|R0 = u .
t≥0

The drift of the process is assumed to be positive, since otherwise the ruin probability is trivially
1. Initiating from R0 = u, we consider the first time
Rt ≤ u for some t > 0. This can only happen at the
time of a claim. There will be a jump (downwards) of
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3

Rt

u

u1

t1

Figure 2 The defective phase-type renewal processes constructed by piecing together the underlying Markov processes
of the ladder variables originating from the claims. It starts (time 0) at level u as the Markov jump process underlying
the first claim which downcrosses level u (at time τ1 ) until absorption; from this new level u1 the argument starts all over
again and we piece together the first part with the next Markov jump process that crosses u1 and so on. Ruin occurs if and
only if the process pieced together reaches time u (level 0)

the process Rt at the time τ of a claim, and we may
think of an underlying Markov jump process of the
claim starting at level Rτ − , running vertically downwards and ending at Rτ . Such a Markov jump process
will be in some state i ∈ E when it passes level u
(see Figure 2). Let πi+ denote the probability that
the underlying Markov jump process downcrosses
level u in state i. Then π + = (π1+ , . . . , πm+ ) will be a
defective distribution (π + e < 1), the defect 1 − π + e
being the probability that the process Rt will never
downcross level u, which is possible due to the positive drift. If Rt downcrosses level u at time τ1 ,
then we consider a new risk reserve process initiating with initial capital u1 = Rτ1 and consider the
first time this process downcrosses level u1 . Continuing this way, we obtain from piecing together
the corresponding Markov jump processes underlying the claims a (defective) phase-type renewal process with interarrivals being phase-type (π + , T ). The
defectiveness of the interarrival distribution makes
the renewal process terminating, that is, there will
at most be finitely many interarrivals. Ruin occurs if
and only if the renewal process passes time u, which

happens with probability π + exp((T + tπ + )u)e since
the latter is simply the sum of the probabilities that
the renewal process is in some state in E by time u.
Hence φ(u) = π + exp((T + tπ + )u)e. The probability π + can be calculated to be −βπT −1 by a renewal
argument; see, for example, [2] for details.
Ruin probabilities of much more general risk
reserve processes can be calculated in a similar way
when assuming phase-type distributed claims. This
includes models, where the premium may depend
on the current reserve and claims arriving according to a Markov modulated Poisson process (or even
a Markovian Arrival Process, MAP). Both premium
and claims may be of different types subject to the
underlying environment, (see [5]). Ruin probabilities
in finite time may also be calculated using the phasetype assumption (see [4]). When the time horizon
T is a random variable with an Erlang distribution one can obtain a recursive scheme for calculating the probability of ruin before time T . One
may then calculate the probability of ruin before
some time (deterministic) S by letting the number of
phases in a sequence of Erlang distributions increase
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toward infinity approximating a (degenerate) distribution concentrated in S; see [4] for further details.

Estimation of Phase-type Distributions and
Related Functionals
Data from phase-type distributions shall be considered to be either of two kinds. In the first case,
full information about the sample paths is available,
that is we have i.i.d. data J1 , . . . , Jn , where n is
the sample size and each Ji is a trajectory of the
Markov jump process until absorption. In the second
case, we assume that only the times until absorption X1 , . . . , Xn , say, are available. Though there
may be situations in which complete sample path
information is available (see e.g. [1] where states
have physical interpretations), an important case is
when only X1 , . . . , Xn are observed. For example,
in ruin theory, it is helpful for calculation of the
ruin probability to assume that the claim amounts
X1 , . . . , Xn are of phase type, but there is no natural
interpretation of the phases. In general, care should
be taken when interpreting phases as the representation of phase-type distributions is not unique and
overparameterized.
First, consider the case of complete data of the
trajectories. Let Bi be the number of times the realizations of the Markov processes are initiated in state
i, Zi , the total time the Markov processes have spent
in state i, and Nij , the number of jumps from state i
to j among all processes. Then, the maximum likelihood estimator of the parameter (π̂ , 
T ) is given by
Bi
,
n
Nij
=
(i = j, j = 0),
Zi
Ni0
= tˆi0 =
,
Zi
m

tˆij .
= −tˆi −

π̂i =
tˆij
tˆi
tˆii

(6)

j =1
j =i

Next, consider the case in which only absorption
times X = (X1 , . . . , Xn ) i.i.d. are observed. This is
a standard situation of incomplete information and
the EM algorithm may be employed to perform
maximization of the likelihood function. The EM
algorithm essentially works as follows. Let (π0 , T0 )

denote any initial value of the parameters. Then,
calculate the expected values given the data X of
the sufficient statistics Bi , Zi and Nij , assuming the
Markov process follows (π0 , T0 ). Calculate the maximum likelihood estimators π̂ and 
T as above and
T . Then repeat the procedure
put π0 = π̂ and T0 = 
iteratively. Taking the expectation is referred to as
the E-step and the maximization as the M-step. A
typical formula in the E-step (see [8]) is


Ɛxp(π,T ) Zik |Xk = xk
 xk
π exp(Tu)ei ei exp(T (xk − u))t du
0
=
,
π exp(Txk )t
i = 1, . . . , m.
In practice, such quantities are evaluated by establishing an m(m + 2) dimensional system of linear
homogeneous differential equations for the integral
and the exponentials, applying a numerical procedure
such as fourth order Runge–Kutta for their solution.
A program that estimates phase-type distributions can
be downloaded from home.imf.au.dk/asmus/
As with any application of the EM algorithm convergence is guaranteed though the point to which
the algorithm converges need not be a global maximum. Confidence bounds for the parameters can
be obtained directly from the EM algorithm itself
(see [14]). There is some polemic about to what
extend such bounds make sense due to nonuniqueness
and overparameterization mentioned earlier.
While estimation of phase-type parameters may
be of interest itself, often phase-type distributions are
assumed only for convenience and the main purpose
would be the estimation of some related functional
(e.g. a ruin probability, which may be explicitly evaluated once phase-type parameters are known or a
waiting time in a queue). Estimated parameters and
their confidence bounds obtained by the EM algorithm do not automatically provide information about
the confidence bounds for the functional of interest.
In fact, in most cases, such bounds are not easily obtained explicitly or asymptotically and it is
common practice to employ some kind of resampling scheme (e.g. bootstrap), which, however, in
our case seems prohibitive due to the slow execution
of the EM algorithm. In what follows, we present a
Bayesian approach for the estimation of such functionals based on [9].

Phase Method
The basic idea is to establish a stationary Markov
chain of distributions of Markov jump processes
(represented by the parameters of the intensity matrix
and initial distribution) where the stationary distribution is the conditional distribution of (π, T , J ) given
data X . Then, by ergodicity of the chain, we may estimate functionals, which are invariant under different
representation of the same phase-type distribution, by
averaging sample values of the functional obtained by
evaluating the functional for each draw of the stationary chain. As we get an empirical distribution for the
functional values, we may also calculate other statistics of interests such as credibility bounds for the
estimated functional.
As representations are not unique, there is no
hope for estimating parameters of the phase-type
distribution themselves since the representation may
shift several times through a series and averaging
over parameters would not make any sense.
First, we show how to sample trajectories of the
Markov jump processes underlying the phase-type
distributions, that is, how to sample a path J = j
given that the time of absorption is X = x. Here,
J = {Jt } denotes a Markov jump process and j , a
particular realization of one.
The algorithm is based on the Metropolis–Hastings algorithm and works as follows.
Algorithm 3.1
0. Generate a path {jt , t < x} from ∗x = (·|X ≥
x) by rejection sampling (reject if the process gets absorbed before time x and accept
otherwise).
1. Generate {jt , t < x} from ∗x = (·|X ≥ x) by
rejection sampling.
2. Draw U ∼ Uniform [0,1].

 ), then replace {j }
3. If U ≤ min(1, tjx− /tjx−
t t<x with
{jt }t<x .
4. GO TO 1.
After a certain burn-in period, the algorithm will
produce a stationary Markov chain of probability
distributions of Markov jump processes that get
absorbed by time X = x, that is, samples drawn from
(·|X = x). Then, any sample path of the Markov
jump process (beyond the burn-in time) may be considered a realization of how a Markov jump process
looks like, given that it gets absorbed at a specified
time.

5

The Gibbs sampler, which generates the stationary
sequence of phase-type measures, alternates between
sampling from the conditional distribution of the
Markov jump processes J given (π, T ) and absorption times x1 , . . . , xn , and the conditional distribution
of (π, T ) given complete data J (and x1 , . . . , xn ,
which is of course contained in J and hence not
needed).
For the second step, we need to impose some
distributional structure on (π, T ). We choose constant
hyperparameters βi , νij , and ζi and specify a prior
density of (π, T ) as being proportional to
m

β −1

φ(π, T ) =

m

πi i
i=1

tiνi0 −1 exp(−ti ζi )

i=1
m

m

×

ν −1

tijij

exp(−tij ζi ).

(7)

i=1 j =1

j =i

It is easy to sample from this distribution since
π, ti , and tij are all independent with π Dirichlet
distributed and ti and tij are gamma distributed with
the same scale parameter.
The posterior distribution of (π, T ) (prior times
likelihood) then turns out to be of the same type.
Thus, the family of prior distributions is conjugate
for complete data, and the updating formulae for the
hyperparameters are
βi∗ = βi + Bi
νij∗ = νij + Nij
ζi∗ = ζi + Zi .

(8)

Thus, sampling (π, T ) given complete data J , we
use the updating formulas above and sample from the
prior with these updated parameters. Mixing problems may occur, for example, for multi-modal distributions, where further hyperparameters may have
to be introduced (see [9] for details). A program for
estimation of functionals of phase-type distributions
is available upon request from the author.
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Prediction
Rate making and loss reserving both require the prediction of future payments for claims. Whenever this
is possible, the prediction of future payments is based
on claims experience in the past and on assumptions
describing the way in which future payments depend
on those in the past.
Mathematically, it is convenient to describe
all payments by random variables and to model
dependencies between these random variables by an
assumption on their joint probability distribution. The
random variables describing the past are assumed
to be observable and form the statistical basis for
predicting the random variable describing the future.
The statistical basis can be used in various ways
to construct predictors. Therefore, there is a need of
criteria for the selection of the predictor to be used.
The main criterion is the comparison of predictors
by a suitable measure of quality; such a measure
is not given by nature but has to be chosen by
the actuary. In addition, a preselection can be made
by the requirement of certain properties which the
predictor to be selected should possess; one such
property is unbiasedness which can be understood as
a mathematical formulation of the actuarial principle
of equivalence.
After all, the basic ideas of prediction are very
similar to those of estimation, but the target quantities
are of a different type: while estimation aims at
unknown parameters of a probability distribution,
prediction aims at nonobservable random variables.
To formalize these ideas we consider a random
vector
 
X1
(1)
X=
X2
consisting of an observable subvector X1 and a
nonobservable subvector X2 and with expectation
   
X1
µ1
E
=
(2)
X2
µ2
and variance
Var



X1
X2




=

11
21

12
22



We assume that 11 and 21 are known and that 11
is invertible.

A random vector 
X2 is said to be a predictor of X2
if it is a function of X1 and has the same dimension
X2 of X2 is said to be
as X2 . A predictor 
• affine-linear if there exists a vector q and a matrix
Q satisfying 
X2 = q + QX1 ,
• linear if there exists a matrix Q satisfying 
X2 =
QX1 ,
•

unbiased if it satisfies E[
X2 ] = E[X2 ].

For a predictor 
X2 of X2 , the difference 
X2 − X2 is
said to be the prediction error of 
X2 and the real
number

 

E 
X2 − X2 
X2 − X2
is said to be the expected squared prediction error
of 
X2 . For a collection P of predictors of X2 , a
predictor in P is said to be the best predictor in P
if it minimizes the expected squared prediction error
over all predictors in P.
We study the existence and uniqueness of a best
predictor of X2 in the following cases:
•
•
•
•
•

P consists of all predictors of X2 ;
µ1 and µ2 are known and P consists of all affine –
linear predictors of X2 ;
µ1 and µ2 are known and P consists of all linear
predictors of X2 ;
µ1 and µ2 are known with µ1  = 0 and P consists
of all unbiased linear predictors of X2 ;
X satisfies a linear model E[X] = Aβ with a
known matrix A and an unknown parameter vector β and P consists of all unbiased linear predictors of X2 .

We also consider best predictors of a linear transformation DX2 .
The expected squared prediction error can be
decomposed as

 



X2 − X2 = tr Var 
X2 − X2
E 
X2 − X2 

+E 
X2 − X2 E 
X2 − X2

(3)

This identity shows that minimizing the expected
squared prediction error is not the same as minimizing (the trace of) the variance of the prediction error,
except for the case where all predictors under consideration are unbiased.

2

Prediction

Best Prediction

choose Q so as to minimize the first term on the righthand side and then choose q so as to annihilate the
second term. Since

Let
E(X2 |X1 )

−1
Var[QX1 − X2 ] = Var[(Q − 21 11
)X1 ]

and

−1
X1 − X2 ]
+ Var[21 11

Var(X2 |X1 ) := E((X2 − E(X2 |X1 ))
× (X2 − E(X2 |X1 )) |X1 )

(4)

denote the conditional expectation and the conditional variance of X2 under X1 . Then E(X2 |X1 ) is an
X2 of
unbiased predictor of X2 . For every predictor 
X2 , the above decomposition of the expected squared
prediction error can be used to obtain
X2 − X2 )]
E[(
X2 − X2 ) (
= tr(Var[
X2 − E(X2 |X1 )]) + tr(E[Var(X2 |X1 )])
X2 − X2 ]
+ E[
X2 − X2 ] E[

(5)

Since the first and the third term on the right-hand
side are minimized by 
X2 := E(X2 |X1 ) while the
second term does not depend on 
X2 , the following
result is immediate.
Theorem 1 The conditional expectation E(X2 |X1 ) is
the unique best predictor in the class of all predictors
of X2 . Moreover, E(X2 |X1 ) is an unbiased predictor
of X2 .
From a theoretical point of view, the previous
result is most satisfactory. For practical purposes,
however, it has the serious disadvantage that the
type of the transformation h satisfying E(X2 |X1 ) =
h(X1 ) depends on the probability distribution of X.
In particular, E(X2 |X1 ) may fail to be a linear or an
affine–linear predictor of X2 .

Best Affine–linear Prediction When the
Expectations are Known
For an affine–linear predictor q + QX1 of X2 , the
expected squared prediction error satisfies


E[(q + QX1 − X2 ) (q + QX1 − X2 )]
= tr(Var[QX1 − X2 ]) + E[q + QX1 − X2 ]
× E[q + QX1 − X2 ]

(6)

For every choice of Q there exists some q such
that E[q + QX1 − X2 ] = 0. Therefore, we may first

(7)

−1
−1
we obtain Q = 21 11
and q = µ2 − 21 11
µ1 .
The predictor
−1
−1
X∗∗
2 := (µ2 − 21 11 µ1 ) + 21 11 X1

(8)

is said to be the credibility predictor of X2 .
Theorem 2 Assume that µ1 and µ2 are known.
Then the credibility predictor X∗∗
2 is the unique best
predictor in the class of all affine–linear predictors
of X2 . Moreover, X∗∗
2 is an unbiased predictor of X2 .
In the case where X2 has dimension one and the
expectation of each coordinate of X is equal to µ, the
credibility predictor can be written as
−1
−1
X∗∗
2 = (1 − 21 11 e) µ + 21 11 X1

(9)

where e is a vector with all coordinates being equal
to 1. In this case, X∗∗
2 is a weighted mean of the
expectation µ and the coordinates of X1 .

Best Linear Prediction When the
Expectations are Known
−1
Via the additive constant µ2 − 21 11
µ1 , the credibility predictor of X2 depends on the expectations of
X1 and X2 . One may hope to find a best predictor
not involving these parameter vectors by looking at
the smaller class of all linear predictors of X2 . The
following result shows that this hope is justified only
−1
µ1 or µ1 = 0.
when µ2 = 21 11

Theorem 3 Assume that µ1 and µ2 are known. Then
the predictor
X∗2


:= 21 +
× (µ2 −

1
1+

−1
µ1 11
µ1

−1
21 11
µ1 )µ1



−1
X1
11

(10)

Prediction
is the unique best predictor in the class of all linear
predictors of X2 .

Best Unbiased Linear Prediction When the
Expectations are Known
A linear predictor QX1 of X2 is unbiased if and only
if Qµ1 = µ2 . This implies that an unbiased linear
predictor of X2 does not exist when µ1 = 0 and
µ2  = 0.
Theorem 4 Assume that µ1 and µ2 are known with
µ1  = 0. Then the predictor

1
X•2 := 21 +  −1
µ1 11 µ1

−1

−1
× (µ2 − 21 11 µ1 )µ1 11
X1 (11)
is the unique best predictor in the class of all unbiased
linear predictors of X2 .
In the case where X2 has dimension one, the
predictor X•2 was discovered by DeVylder [1].

A Special Case
The best predictors in the classes of all affine–linear,
linear, or unbiased linear predictors of X2 all involve
−1
µ1 . The case where this
the difference µ2 − 21 11
difference is equal to zero can be characterized as
follows.
Corollary 1 The following are equivalent:
−1
µ1
1. µ2 = 21 11
∗∗
2. X2 is linear.
3. X∗∗
2 is the unique best unbiased linear predictor
of X2 .
−1
4. X∗∗
2 = 21 11 X1
5. X∗2 is unbiased.
6. X∗2 is the unique best unbiased linear predictor of
X2 .
Moreover, each of these properties implies
−1
7. X∗2 = 21 11
X1

By the previous result, the assumption that the
expectations µ1 and µ2 are known can be dropped in
−1
µ1 . It is also worthwhile
the case where µ2 = 21 11

3

−1
to note that the identity µ2 = 21 11
µ1 can be
written as
  

X1
I
(12)
E
=
µ1
−1
21 11
X2

which means that X satisfies a particular linear model.

Best Unbiased Linear Prediction in the
Linear Model
Let us now consider the case where the random vector
X satisfies the linear model
   
A1
X1
=
β
(13)
E
X2
A2
where A1 and A2 are known matrices and β is a
parameter vector. We assume that the columns of A1
are linearly independent.
Using the assumption of the linear model, the
best (unbiased) affine–linear predictor of X2 can be
written as
−1
−1
X∗∗
2 = (A2 − 21 11 A1 )β + 21 11 X1

(14)

In the case where the parameter β is (completely)
unknown, it is natural to replace it by its
Gauss–Markov estimator
−1
−1
β := (A1 11
A1 )−1 A1 11
X1

(15)

and to consider the Gauss–Markov predictor
−1
−1
X2 := (A2 − 21 11
A1 )β + 21 11
X1

(16)

The Gauss–Markov predictor is an unbiased linear
predictor of X2 . The following result improves this
property of the Gauss–Markov predictor
Theorem 5 Assume that β is unknown. Then the
Gauss–Markov predictor X2 is the unique best predictor in the class of all unbiased linear predictors
of X2 .
In the case where X2 has dimension one, the
Gauss–Markov predictor is due to Goldberger [2];
for the general case, see [3–8]. The paper by Hamer
[4] is remarkable since it provides a general approach
to simultaneous best unbiased linear approximation of
Cβ and DX2 .

Extension to Linear Transformations
All results can be extended to the prediction of
a linear transformation DX2 where D is a matrix.
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Indeed, for the random vector


X1
Y :=
DX2
we have


E[Y] =

and


Var[Y] =

µ1
Dµ2

11
D21

(17)

If X1 and X2 are uncorrelated, then the best
affine–linear predictor of X2 is equal to µ2 and hence
does not depend on the variances of X1 and X2 .
It is sometimes assumed that the variance of X is
not completely known but satisfies

(18)

Var[X] = σ 2 W



12 D
D22 D

(21)

2


(19)

where σ is an unknown parameter and the matrix
W is known. If W is partitioned as


W11 W12
W=
(22)
W21 W22

It is now easy to see that, for each of the classes
of predictors considered before, the best predictor
of a linear transformation of X2 is precisely the
linear transformation of the best predictor of X2 . In
particular, the best predictor of a coordinate of X2 is
precisely the coordinate of the best predictor of X2 .
This means that each of the best predictors can be
determined coordinatewise.

then the formulas for the best affine–linear and the
best unbiased linear predictor of X2 remain valid with
Wij in the place of ij and hence do not depend
on σ 2 .

Extension to the Case of a Singular
Variance

[2]

In many cases, the assumption that 11 is invertible
can be achieved by reducing the dimension of X1
if necessary. Indeed, if 11 is singular, then, after
rearranging the coordinates of X1 if necessary, X1
can be partitioned as
 
Y1
X1 =
(20)
Y2
such that Var[Y1 ] is invertible and Y2 can be written
as Y2 = b + BY1 . This implies that every predictor h(X1 ) can be written as g(Y1 ) and that every
affine–linear predictor d + DX1 can be written as
c + CY1 . Under the assumption of the linear model,
we have b = 0 and every unbiased linear predictor
DX1 can be written as CY1 ; moreover, the submatrix
of A1 related to Y1 has independent columns.

Extension to the Case of an Incompletely
Known Variance
If X1 and X2 are independent, then the best predictor
of X2 is equal to µ2 and hence does not depend
on the variance of X. However, if X1 and X2 are
dependent, then the knowledge of the expectation and
the variance of X may not be sufficient to compute
the best predictor of X2 .

References
[1]

[3]

[4]

[5]

[6]

[7]
[8]

DeVylder, F. (1976). Geometrical credibility, Scandinavian Actuarial Journal, 121–149.
Goldberger, A.S. (1962). Best linear unbiased prediction
in the generalized linear regression model, Journal of the
American Statistical Association 57, 369–375.
Halliwell, L.J. (1993). Loss prediction by generalized
least squares, Proceedings of the Casualty Actuarial Society 83, 436–489.
Hamer, M.D. (1999). Loss prediction by generalized
least squares (Discussion), Proceedings of the Casualty
Actuarial Society 86, 748–763.
McCulloch, C.E. & Searle, S.R. (2001). Generalized,
Linear, and Mixed Models, Wiley, New York, Chichester,
Weinheim.
Rao, C.R. & Toutenburg, H. (1995). Linear Models –
Least Squares and Alternatives, Springer, Berlin, Heidelberg, New York.
Schmidt, K.D. (1998). Prediction in the linear model – a
direct approach, Metrika 48, 141–147.
Schmidt, K.D. (1999). Loss prediction by generalized
least squares (Discussion), Proceedings of the Casualty
Actuarial Society 86, 736–747.

(See also Adverse Selection; Audit; Bayesian
Statistics; Cohort; Competing Risks; Credit
Risk; Decision Theory; Derivative Securities;
Insurability; Life Table Data, Combining; Logistic
Regression Model; Markov Chain Monte Carlo
Methods; Neural Networks; Nonexpected Utility
Theory; Nonparametric Statistics; Regression
Models for Data Analysis; Resampling; Time
Series)
KLAUS D. SCHMIDT

Probability Theory
A mathematical model for probabilities of random
events.

History
Gerolamo Cardano (1501–1576) seems to be the first
one to formulate a quantitative theory of probabilities
(or odds) in random games. In his book Liber de Ludo
Alea (The Book on Dice Games), he found the two
fundamental rules of probability theory. The addition
rule: the probability that at least one of two exclusive event occurs is the sum of the probabilities. The
multiplication rule: the probability that two independent events occur simultaneously is the product of
the probabilities. Cardano was a passionate gambler
and he kept his findings secret. His book was first
betrayed more than 100 years after his death, but in
1654 Pierre de Fermat (1601–1665) and Blaise Pascal (1623–1662) reinvented a model of probability.
The model of Fermat and Pascal takes its starting
point in a finite nonempty set  of equally likely
outcomes. If A is a subset of , then the probability P (A) of A is defined to be quotient |A|/||
where |A| denotes the number of elements in A.
The model of Fermat–Pascal was later extended (by
Huyghens, de Moivre, Laplace, Legendre, Gauss,
Poisson etc.) to the case where  is a finite or countable set of outcomes ω1 , ω2 , . . . with probabilities
p1 , p2 , . . . summing up to 1 and with the probability 
P (A) of the event A ⊆  defined to be the
sum
ωi ∈A pi . In 1656, the Dutch mathematician
and physicist Christaan Huyghens (1629–1695) visited Paris and learned about the findings of Fermat
and Pascal and he wrote the book De Rationiis in
Ludo Alea (How to Reason in Dice Games), which
became the standard textbook on probability theory
for many years. In his book, Huyghens introduces
the important notion of expectation: If the probabilities of winning a1 , . . . , an are p1 , p2 , . . . , pn ,
then according to Huyghens the expected winnings
(or in his words ‘the value of my chance’) equals
p1 a1 + · · · + pn an . Huyghens applies his notion of
expectation to solve a series of nontrivial probability
problems. For instance, consider the following problem: two players, say A and B, throw two dices on
the condition that A wins the game if he obtains six

points before B obtains seven points, and B wins if
he obtains seven points before A obtains six points. If
A makes the first throw, what is the probability that
A wins the game? Using his theory of expectation,
Huyghens obtains the (correct) solution that the probability is 30/61. Note that the problem is not covered
by the (extended) Fermat–Pascal model – there are
no upper limit for the number of games before the
decision and it is possible that the game never reaches
a decision. The insufficiency of the (extended) Fermat–Pascal model was accentuated in the first commercial application of probability; namely, insurance
companies that emerged in the seventeenth century
(ship insurance and life insurance).

Ship Insurance
A ship insurance company is faced with the problem to determine the probability that a given ship
will safely return from a journey. It is clear, that the
(extended) Fermat–Pascal model cannot be used to
give a reasonable estimation of this probability. However, the problem was solved by James Bernoulli
(1654–1705) in his book Ars Conjectandi (The Art
of Conjecturing) in which he proved the first version of the law of large numbers: If we observe
a series of independent outcomes of an event with
two outcomes ‘success’ and ‘failure’ such that the
probability of success is the same but unknown,
say p, then the frequency of successes; that is, the
number of successes divided by the total number
of observations, will approach the unknown probability p as the number of observations tends to
infinity.

Life Insurance
The first life insurances (called a tontine) were
usually of the form that a person payed a (large)
amount to the insurance company on the condition that he would receive a preset pension per
year from his, say 60th birthday, to his death. So
the tontine company was faced with the problem
of estimating the total pension to be paid the tontine holder. The problem was solved by Abraham
de Moivre (1667–1754) in his book Annuities on
Lifes, which was first published separately, and later
(1756) was included and extended in the third edition of his famous book Doctrine of Chances. The
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solution was based on a life table by Edmond Halley
(1656–1742).
The (extended) Fermat–Pascal model was insufficient for many of the probabilistic problems considered in the nineteenth century but in spite of that,
probability theory was successfully developed in the
nineteenth century – lacking a precise mathematical foundation – by Chebyshev, Markov, Lyapounov,
Maxwell, and many others. The breakthrough for
probability theory as a rigorous mathematical discipline came in 1933 with the book Grundbegriffe der
Wahrsheinlichkeitstheorie (The Foundation of Probability Theory) by Andrei Nikolaevich Kolmogorov
(1903–1987), where he formulated an (axiomatic)
model for probability theory, which today is used by
the vast majority of probabilists. Other models have
been suggested around the same time with the model
of von Mises as the most prominent.

Kolmogorov’s Model
This takes its starting points in three objects: A
nonempty set  (the set of all possible outcomes),
a set F of subsets of  (the set of all observable
events), and a function P (F ) (the probability of the
event F ) from F into the unit interval [0, 1]. The
triple (, F, P ) is called a probability space if it
satisfies the following two axioms:
(a)

(b)

 ∈ F and if F, F1 , F2 , . . . ∈ F is are sets in F,
then complement F c and the union F1 ∪ F2 ∪
· · · ∈ F.
P () = 1 and if F1 , F2 , . . . ∈ F are mutually
disjoint sets (i.e. Fi ∩ Fj = ∅ for all i  = j )
with
∞ union F = F1 ∪ F2 ∪ · · ·, then P (F ) =
i=1 P (Fi ).

A set F of subsets of the nonempty set  satisfying (a) is called a σ -algebra. The smallest σ -algebra
in the real line R containing all intervals is called
the Borel σ -algebra and a set belonging to the
Borel σ -algebra is called a Borel set. The notion of
a random variable was introduced by Chebyshev
(approx. 1860) who defined it to be a real variable
assuming different values with specified probabilities. In the Kolmogorov model, a random variable is
defined to be an F-measurable function X:  → R;
that is, {ω | X(ω) ≤ a} ∈ F for every real number
a ∈ R. If X is a random variable, then {ω | X(ω) ∈
B} ∈ F for every Borel set B ⊆ R and the probability

P (X ∈ B) expresses the probability that X takes values in the Borel set B. In particular, the distribution
function FX (a) := P (X ≤ a) expresses the probability that the random variable X is less than or equal
to a.

Conditional Probabilities
Let (, F, P ) be a probability space and let A, B ∈
F be given events such that P (B) > 0, then the
conditional probability of A given B is denoted P (A |
B) and defined to be the quotient P (A ∩ B)/P (B).
The conditional probability P (A | B) is interpreted
as the probability of A if we know that the event
B has occurred. If B0 , . . . , Bn ∈ F are given events
such that P (B1 ∩ · · · ∩ Bn ) > 0, we have (the general
multiplication rule; see [11]):
P (B0 ∩ B1 ∩ · · · ∩ Bn )
= P (B0 )

n


P (Bi | B0 ∩ · · · ∩ Bi−1 ).

(1)

i=1

Let B1 , B2 , . . . be a finite or countably infinite
sequence of mutually disjoint events such that B1 ∪
B2 ∪ · · · =  and P (Bi ) > 0 for all i. If A ∈ F is an
arbitrary event, we have (the law of total probability;
see [1–3, 7, 10]):
P (A) =



P (A|Bi )P (Bi ),

(2)

i

and we have (Bayes’ rule of inverse probabilities
see [2, 3, 7, 9]):
P (A | Bj )P (Bj )
P (Bj | A) = 
P (A | Bi )P (Bi )

∀ j.

(3)

i

Expectation and Conditional Expectation
If X is random variable, then
 its expectation Ɛ(X) is
defined to be the integral  X(ω)P
 ∞(dω) or equivalently to be the Stieltjes integral −∞ x dFX (x) provided that the integral exists. If X and Y are random
variables such that X has finite expectation, then the
conditional expectation Ɛ(X | Y = y) is defined to be
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the (almost surely unique) function h: R → R satisfying
 a
h(y) dFY (y)
−∞



=

X(w)P (w)
{Y ≤a}

∀ a ∈ R.

(4)

If (X, Y ) is discrete with probability mass function
pX,Y (x, y) and φ: R → R is a function such that
φ(X) have finite expectation, we have (see [9, 11])

Ɛ(φ(X) | Y = y) =


×

1
pY (y)

φ(x)pX,Y (x, y) if pY (y) > 0,

(5)

x:pX,Y (x,y)>0

and if (X, Y ) is continuous with density function
fX,Y (x, y) and φ: R → R is a Borel function
such that φ(X) have finite expectation, we have
(see [9, 11])

Ɛ(φ(X) | Y = y) =

×

1
fY (y)

∞

−∞

φ(x)fX,Y (x, y) dx if fY (y) > 0.

(6)

Characteristic Functions and Laplace
Transforms
Let X be a random variable. Then the function φ(t) =
Ɛ(eitX ) is well-defined for all t ∈ R and is called
the characteristic function of X and the function
L(z) = Ɛ(ezX ) is well-defined for all z ∈ DX and
is called the Laplace transform of X where DX is
the set of all complex numbers for which eX z has
finite expectation where z denotes the real part of
z. The characteristic function of X determines the
distribution function of X uniquely; that is, X and
Y have the same distribution function if and only if
X and Y have the same characteristic function (the
uniqueness theorem; see [8, 11]).

Kolmogorov’s Consistency Theorem
Suppose that we want to construct a model for
a parameterized system (Xt | t ∈ T ) of random
variables where the probabilities P ((Xt1 , . . . , Xtn ) ∈

3

B) are specified for certain sets B ⊆ Rn and certain
parameter points t1 , . . . , tn ∈ T . If the specifications
contain no inconsistencies (in some precisely defined
sense), then Kolmogorov’s consistency theorem
(see [5, 11]) states that there exists a probability
space (, F, P ) and random variables (Xt | t ∈ T )
on  obeying the given specifications. This means
that every random system containing no inconsistent
specifications can be modeled within the Kolmogorov
framework and the theorem is one of the main reasons
for the (almost) global acceptance of the Kolmogorov
model.

Brownian Motion
Consider a Brownian particle starting at the origin
at time zero and let Xt denote the first coordinate
position of the particle at time t ≥ 0. According to
Albert Einstein (1905), we have that Xt is a random
variable satisfying (i) X0 = 0; (ii) Xt+s − Xt has a
normal distribution with expectation zero and variance sσ 2 where σ 2 is a positive number depending
on the mass and velocity of the particle and the viscosity of the fluid; (iii) Xt+s − Xt is independent
of Xt1 , . . . , Xtn for all 0 ≤ t1 < · · · < tn ≤ t ≤ t + s.
Then the specifications (i), (ii), and (iii) contain no
inconsistencies (in the sense of Kolmogorov) and
there exists a probability space (, F, P ) and random
variables (Xt | t ≥ 0) satisfying (i), (ii), and (iii). The
stochastic process (Xt | t ≥ 0) satisfying (i), (ii), and
(iii) is called a Brownian motion and it has numerous applications to physics, finance, (stock market
prices), genetics, and many other parts of natural
sciences.

The 0–1 Law
If (Xi | i ∈ I ) is a collection of random variables,
then σ (Xi | i ∈ I ) denotes the smallest σ -algebra
on  making Xi measurable for all i ∈ I , that is,
σ (Xi | i ∈ I ) is the set of all events which can be
expressed in terms of the random variables (Xi ).
Let X1 , X2 , . . . be a sequence of independent random variables; that is, P (X1 ≤ a1 , . . . , Xn ≤ an ) =

n
i=1 P (Xi ≤ ai ) for all n ≥ 2 and all a1 , . . . , an ∈
R. Let A be a given event satisfying A ∈ σ (Xi | i ≥
n) for all n ≥ 1; that is, A is an event defined in terms
of the Xi ’s but A does not depend on the values of
X1 , . . . , Xn for any fixed integer n ≥ 1. (For instance,
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the set of all ω for which Xn (ω) converges or the
set all ω for the averages (X1 (ω) + · · · + Xn (ω))/n
converges). Then the 0–1 law states that P (A) is
either 0 or 1. In other words, the 0–1 law states that
an event that only depends of the infinite future has
probability 0 or 1. The 0–1 law has been extended
in various ways to sequences of ‘weakly’ independent random variables (e.g. stationary sequences,
Markov chains, martingales etc.; see [2]).

The Borel–Cantelli Lemma
This is a special case of the 0–1 law. Let A1 , A2 , . . .
be a given sequence of events with probabilities
p1 , p2 , . . . and let A denote the event that infinitely
many of the events An ’s occurs (you may conveniently think of An as the event that we obtain
‘head’ in the nth throw with a coin having probability pn of showing ‘head’ and A as the event that
‘head’ occurs infinitely many times in the infinite
sequence of throws).
 Then the Borel–Cantelli lemma
states that (i) If ∞
n=1 pn < ∞, then
 P (A) = 0; (ii) if
A1 , A2 , . . . are independent and ∞
n=1 pn = ∞, then
P (A) = 1.

Convergence Notions
Probability deals with a number convergence notions
for random variables and their distribution functions.

Convergence in Probability
Let X, X1 , X2 , . . . be a sequence of random variables.
Then Xn → X in probability if P (|Xn − X| > δ) →
0 for all δ > 0; that is, if the probability that Xn
differs from X with more than any prescribed (small)
positive number tends to 0 as n tends to infinity.
If φ: [0, ∞) → R is any given bounded, continuous,
strictly increasing function satisfying φ(0) = 0 (for
instance, φ(x) = arctan x or φ(x) = x/(1 + x)), then
Xn → X in probability to X if and only if Ɛφ(|Xn −
X|) → 0.

that P (N ) = 0 and Xn (ω) → X(ω) for all ω ∈
/N
(in the usual sense of convergence of real numbers).
Convergence a.s. implies convergence in probability.

Convergence in Mean
If X, X1 , X2 , . . . have finite means and variances,
then Xn converge quadratic mean to X if Ɛ(Xn −
X)2 → 0. More generally, if p > 0 is a positive number such that |X|p and |Xn |p have finite expectations,
then Xn converges in p-mean to X if Ɛ|Xn − X|p →
0. If Xn converges to X in p-mean, then Xn converges in probability to X and Xn converges in
q-mean to X for every 0 < q ≤ p.

Convergence in Distribution
Let F, F1 , F2 , . . . be a sequence of distribution
functions on R. Then Fn converge in distribution
(or in law or weakly) to F if Fn (a) →
F (a) for every
a of F , or
 ∞ continuity point ∞
equivalently, if −∞ ψ(x)Fn (dx) → −∞ ψ(x)F (dx)
for every continuous bounded function ψ: R → R. If
FX , FX1 , FX2 , . . . denotes the distribution functions
of X, X1 , X2 , . . ., we say that Xn converges in
distribution (or in law or weakly) to X or to F if FXn
converges in distribution to FX or to F . We have
that Xn converges in distribution to X if and only
if Ɛf (Xn ) → Ɛf (X) for every bounded continuous
function f : R → R. If φ, φ1 , φ2 , . . . denote the
characteristic functions of X, X1 , X2 , . . ., we have
that Xn converges in distribution to X if and only if
φn (t) → φ(t) for all t ∈ R (the continuity theorem;
see [2, 5, 11]). If Xn converges in probability to
X, then Xn converges in distribution to X. The
converse implication fails in general. However, if
F, F1 , F2 , . . . are distribution functions such that Fn
converges in distribution to F , then there exist a
probability space (, F, P ) and random variables
X, X1 , X2 , . . . defined on (, F, P ) such that X
has distribution function F and Xn has distribution
function Fn for all n ≥ 1 and Xn converges a.s. and
in probability to X (Strassen’s theorem).

Convergence Almost Surely
Let X, X1 , X2 , . . . be a sequence of random variables.
Then Xn converge a.s. to X (where a.s. is an abbreviation of almost surely) if there exists a set N such

Convergence in Total Variation
If H : R → R is a function, we let |H |1 denote the
total variation of H ; that is, the supremum of the
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sums ni=1 |H (xi−1 ) − H (xi )| taking over all x0 <
x1 < · · · < xn . Let F, F1 , F2 , . . . be distribution functions on R. Then we say that Fn converges in total
variation to F if |F − Fn |1 → 0. Convergence in total
variation implies convergence in distribution.

Limits of Partial Sums
Let X1 , X2 , . . . be a sequence of random variables
and let Sn = X1 + · · · + Xn denote the partial sum.
Then there exists an abundance of theorems describing the limit behavior of Sn or an (Sn − bn ) for the
given sequences a1 , a2 , . . . and b1 , b2 , . . . of real
numbers with an := n−1 and an := n−1/2 as the most
prominent choices of an .

(Sn − bn )/sn converges in distribution to the standard
normal distribution. that is


1
(Sn − bn ) ≤ a
lim P
n→∞
sn
 a
1
2
= √
e−x /2 dx ∀ a ∈ R.
(7)
2π −∞
For instance, if X1 , X2 , . . . are independent with
the same distribution and with expectation µ and
variance σ 2 > 0 or if X1 , X2 , . . . are independent and
satisfy Lindeberg’s condition (see [3, 6, 11]):
lim

n→∞

sn−2

n 

i=1

{|Xi −µi |>sn }

(Xi − µi )2 dP

= 0,
(8)

The Law of Large Numbers

Q1

The law of large numbers is the first limit theorem in
probability theory and goes back to James Bernoulli
(approx. 1695) who called it the golden theorem.
The law of large numbers states that, under specified assumptions, the centered averages (Sn − bn )/n
converges to zero in probability or in p-mean (the
so-called weak laws) or almost surely (the so-called
strong laws). If X1 , X2 , . . . are independent and have
the same distribution function and the same finite
expectation µ, then (Sn − nµ)/n → 0 almost surely
(see [3, 5, 8, 11]). Let X1 , X2 , . . . be uncorrelated
random variables with finite expectations µ1 , µ2 , . . .
and finite variances σ12 , σ22 , . . . and let bn = µ1 +
· · ·
+ µn denote the partial sum of the expectations.
−3/2 2
σn < ∞ (for instance, if the variances
If ∞
n=1 n
are bounded), then
(Sn − bn )/n → µ almost surely
(see [11]). If n−2 ni=1 σi2 →•, then (Sn − bn )/n →
0 in quadratic mean and in probability.

for every  > 0 or if X1 , X2 , . . . are independent and
satisfy Lyapounov’s condition (see [3, 6, 11])
∃p > 2 so that lim

n→∞

The central limit theorem is the second limit theorem in probability theory and goes back to Abraham
de Moivre (approx. 1740). Suppose that X1 , X2 , . . .
have finite means µ1 , µ2 , . . . and finite positive variances σ12 , σ22 , . . . and let bn = µ1 + · · · + µn and
sn2 = σ12 + · · · + σn2 denote the mean and variance of
Sn = X1 + · · · + Xn . Then the central limit theorem
states that, under specified assumptions, we have that

n


Ɛ|Xi − µi |p

= 0.

i=1

(9)

The Law of the Iterated Logarithm
The law of the iterated logarithm is a modern limit
theorem and it describes the upper and lower limit
bounds of an (Sn − bn ) for specified constants an
and bn . For instance, if X1 , X2 , . . . are independent
random variables with the same distribution and with
finite expectation µ and finite and positive variance
σ 2 , then we have (see [3, 11])
lim sup
n→∞

The Central Limit Theorem

sn−p

lim inf
n→∞

Sn − nµ
2n log(log n)
Sn − nµ
2n log(log n)

= σ with probability 1,
= −σ with probability 1.
(10)

Suppose that µ = 0. Then the sum Sn represents
the cumulative winnings in a series of series of n
independent, identical, fair games and the law of the
iterated logarithm states that the cumulative winnings
Sn fluctuates between the numbers σ n log(log n)
and −σ n log(log n).
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The Arcsine Law
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Random Number
Generation and
Quasi-Monte Carlo

we assume it is a constant, for simplicity). In other
words, the goal is to estimate

f (u) du,
(2)
µ=
[0,1]s

Introduction
Probability theory defines random variables and
stochastic processes in terms of probability spaces, a
purely abstract notion whose concrete and exact realization on a computer is far from obvious. (Pseudo)
random number generators (RNGs) implemented on
computers are actually deterministic programs, which
imitate to some extent, independent random variables
uniformly distributed over the interval [0, 1] (i.i.d.
U [0, 1], for short). RNGs are a key ingredient for
Monte Carlo simulations, probabilistic algorithms,
computer games, cryptography, casino machines, and
so on. In the section ‘Uniform Random Number Generators’, we discuss the main ideas underlying their
design and testing.
Random variates from nonuniform distributions
and stochastic objects of all sorts are simulated by
applying appropriate transformations to these fake
i.i.d. U [0, 1]. Conceptually, the easiest way of generating a random variate X with distribution function F
(i.e. such that F (x) = P [X ≤ x] for all x ∈ ) is to
apply the inverse of F to a U [0, 1] random variate U :
X = F −1 (U ) = min{x | F (x) ≥ U }.
def

(1)

Then, P [X ≤ x] = P [F −1 (U ) ≤ x] = P [U ≤ F (x)]
= F (x), so X has the desired distribution. This is the
inversion method. If X has a discrete distribution
with P [X = xi ] = pi , inversion can be implemented
by storing the values of F (xi ) in a table and using
binary search to find the value of X that satisfies (1).
In the cases in which F −1 is hard or expensive to
compute, other methods are sometimes more advantageous, as explained in the section ‘Nonuniform
Random Variate Generation’.
One major use of simulation is in estimating
mathematical expectations of functions of several
random variables, that is, multidimensional integrals. To apply simulation, the integrand is expressed
(sometimes implicitly) as a function f of s i.i.d.
U [0, 1] random variables, where s can be viewed as
the number of calls to the RNG required by the simulation (s is allowed to be infinite or random, but here

where f is a real-valued function defined over the unit
hypercube [0, 1]s and u = (u1 , . . . , us ) ∈ [0, 1]s . A
simple way of approximating µ is to select a point
set Pn = {u1 , . . . , un } ⊂ [0, 1]s and take the average
1
f (ui )
n i=1
n

µ̂n =

(3)

as an approximation. The Monte Carlo method (MC)
chooses the ui ’s as n i.i.d. uniformly distributed
random vectors over [0, 1]s . Then, µ̂n is an unbiased
estimator of µ. If f is also square integrable, then µ̂n
obeys a central-limit theorem, which permits one to
compute an asymptotically valid confidence interval
for µ, and the error |µ̂n − µ| converges to zero as
Op (n−1/2 ).
The idea of quasi-Monte Carlo (QMC) is to select
the point set Pn more evenly distributed over [0, 1]s
than a typical set of random points, with the aim
of reducing the error compared with MC. Important
issues are: How should we measure the uniformity of
Pn ? How can we construct such highly uniform point
sets? Under what conditions is the error (or variance)
effectively smaller? and How much smaller? These
questions are discussed in the section ‘Quasi-Monte
Carlo Methods’.

Uniform Random Number Generators
Following [11], a uniform RNG can be defined as
a structure (S, µ, f, U, g), where S is a finite set of
states, µ is a probability distribution on S used to
select the initial state s0 (the seed), f : S → S is the
transition function, U is the output set, and g: S → U
is the output function. In what follows, we assume
that U = [0, 1]. The state evolves according to the
recurrence si = f (si−1 ), for i ≥ 1, and the output at
step i is ui = g(si ) ∈ U . These ui are the random
numbers produced by the RNG. Because S is finite,
one must have sl+j = sl for some l ≥ 0 and j > 0.
Then, si+j = si and ui+j = ui for all i ≥ l; that is, the
output sequence is eventually periodic. The smallest
positive j for which this happens is the period length
ρ. Of course, ρ cannot exceed |S|, the cardinality of
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S. So ρ ≤ 2b if the state is represented over b bits.
Good RNGs are designed so that their period length
is close to that upper bound.
Attempts have been made to construct ‘truly random’ generators based on physical devices such as
noise diodes, gamma ray counters, and so on, but
these remain largely impractical and not always reliable. A major advantage of RNGs based on deterministic recurrences is the ability to repeat exactly the
same sequence of numbers – this is very handy for
program verification and for implementing variance
reduction methods in simulation (e.g. for comparing
similar systems with common random numbers) [1,
5, 10]. True randomness can nevertheless be used for
selecting the seed s0 . Then, the RNG can be viewed
as an extensor of randomness, stretching a short random seed into a long sequence of random-looking
numbers.
What quality criteria should we consider in RNG
design? One obvious requirement is an extremely
long period, to make sure that no wraparound over the
cycle can occur in practice. The RNG must also be
efficient (run fast and use little memory), repeatable
(able to reproduce the same sequence), and portable
(work the same way in different software/hardware
environments). The availability of efficient jumpingahead methods, that is, to quickly compute si+ν given
si , for any large ν, is also an important asset, because
it permits one to partition the sequence into long disjoint streams and substreams for constructing virtual
generators from a single backbone RNG [10, 22].
A long period does not suffice for the ui ’s to
appear uniform and independent. Ideally, we would
like the vector (u0 , . . . , us−1 ) to be uniformly distributed over [0, 1]s for each s > 0. This cannot be
formally true, because these vectors always take their
values only from the finite set s = {(u0 , . . . , us−1 ) :
s0 ∈ S}, whose cardinality cannot exceed |S|. If s0 is
random, s can be viewed as the sample space from
which vectors of successive output values are taken
randomly. Producing s-dimensional vectors by taking
nonoverlapping blocks of s output values of an RNG
can be viewed in a way as picking points at random
from s , without replacement. It seems quite natural,
then, to require that s be very evenly distributed
over the unit cube, so that the uniform distribution
over s is a good approximation to that over [0, 1]s ,
at least for moderate values of s. For this, the cardinality of S must be huge, to make sure that s can
fill up the unit hypercube densely enough. The latter

is in fact a more important reason for having a large
state space than just the fear of wrapping around the
cycle.
The uniformity of s is usually assessed by
figures of merit measuring the discrepancy between
the empirical distribution of its points and the uniform distribution over [0, 1]s [7, 19, 29]. Several
such measures can be defined and they correspond to
goodness-of-fit test statistics for the uniform distribution over [0, 1]s . An important criterion in choosing
a specific measure is the ability to compute it efficiently without generating the points explicitly, and
this depends on the mathematical structure of s .
This is why different figures of merit are used in
practice for analyzing different classes of RNGs. The
selected figure of merit is usually computed for a
range of dimensions, for example, for s ≤ s1 for some
arbitrary integer s1 . Examples of such figures of merit
include the (normalized) spectral test in the case of
multiple recursive generators (MRGs) and linear congruential generators (LCGs) [5, 9, 15] and measures
of equidistribution for generators based on linear
recurrences modulo 2 [12, 20, 34]. (These RNGs are
defined below.)
More generally, one can compute a discrepancy
measure for sets of the form s (I ) = {(ui1 , . . . , uis ) |
s0 ∈ S}, where I = {i1 , i2 , . . . , is } is a fixed set of
nonnegative integers. Do this for all I in a given
class I, and take either the worst case or some kind of
average (after appropriate normalization) as a figure
of merit for the RNG [18, 20]. The choice of I is
arbitrary. Typically, it would contain sets I such that
s and is − i1 are rather small.
After an RNG has been designed, based on sound
mathematical analysis, it is good practice to submit
it to a battery of empirical statistical tests that try
to detect empirical evidence against the hypothesis
H0 that the ui are i.i.d. U [0, 1]. A test can be
defined by any function T of a finite set of ui ’s,
and whose distribution under H0 is known or can be
closely approximated. There is an unlimited number
of such tests. No finite set of tests can guarantee,
when passed, that a given generator is fully reliable
for all kinds of simulations. Passing many tests may
improve one’s confidence in the RNG, but it never
proves that the RNG is foolproof. In fact, no RNG
can pass all statistical tests. Roughly, bad RNGs are
those that fail simple tests, whereas good ones fail
only complicated tests that are very hard to find and
run. Whenever possible, the statistical tests should be
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selected in close relation with the target application,
that is, T should mimic the random variable of
interest, but this is rarely practical, especially for
general purpose RNGs. Specific tests for RNGs are
proposed and implemented in [9, 21, 27] and other
references given there.
The most widely used RNGs are based on linear
recurrences of the form
xi = (a1 xi−1 + · · · + ak xi−k ) mod m,

(4)

for positive integers m and k, and coefficients al
in {0, 1, . . . , m − 1}. The state at step i is si =
(xi−k+1 , . . . , xi ). If m is a prime number, one can
choose the coefficients al ’s so that the period length
reaches ρ = mk − 1, which is the largest possible
value [9].
A multiple recursive generator uses (4) with a
large value of m and defines the output as ui = xi /m.
For k = 1, this is the classical linear congruential
generator. Implementation techniques and concrete
examples are given, for example, in [5, 15, 24] and
the references given there.
A different approach takes m = 2, which allows
fast implementations by exploiting the binary nature
of computers. The output can be defined as ui =

L
−j
for some positive integers s and
j =1 xis+j −1 m
L, yielding a linear feedback shift register (LFSR) or
Tausworthe generator [16, 29, 34]. This can be generalized to a recurrence of the form xi = Axi−1 mod
2, yi = Bxi mod 2, and ui = yi,0 /2 + yi,1 /22 + · · · +
yi,w−1 /2w , where k and w are positive integers, xi is a
k-dimensional vector of bits, yi = (yi,0 , . . . , yi,w−1 )T
is a w-dimensional vector of bits, and A and B are
binary matrices. Then, for each j, the bit sequence
{yi,j , i ≥ 0} obeys the recurrence (4) where the al
are the coefficients of the characteristic polynomial
of A [20]. This setup encompasses several types
of generators, including the Tausworthe, polynomial
LCG, generalized feedback shift register (GFSR),
twisted GFSR, Mersenne twister, and combinations
of these [20, 28].
Some of the best currently available RNGs are
combined generators, constructed by combining the
outputs of two or more RNGs having a simple structure. The idea is to keep the components simple so
that they run fast, and to select them carefully so that
their combination has a more complicated structure
and highly-uniform sets s (I ) for the values of s
and sets I deemed important. Such combinations are
proposed in [15, 16, 20], for example.
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Other types of generators, including nonlinear
ones, are discussed, for example, in [3, 9, 11, 13, 22,
34]. Plenty of very bad and unreliable RNGs abound
in software products, regardless of how much they
cost. Convincing examples can be found in [13, 17,
23], for example. In particular, all LCGs with period
length less than 2100 , say, should be discarded in my
opinion.
On the other hand, the following RNGs have
fairly good theoretical support, have been extensively tested, and are easy to use: the Mersenne
twister of [28], the combined MRGs of [15], and the
combined Tausworthe generators of [16]. A convenient software package with multiple streams and
substreams of random numbers, available in several
programming languages, is described in [22]. Further
discussion and up-to-date developments on RNGs
can be found in [9, 14] and from the web pages:
http://www.iro.umontreal.ca/∼lecuyer, http://random.
mat.sbg.ac.at, and http://cgm.cs.mcgill.ca/∼luc/.

Nonuniform Random Variate Generation
For most applications, inversion should be the method
of choice for generating nonuniform random variates.
The fact that it transforms U monotonously into X (X
is a nondecreasing function of U ) makes it compatible with major variance reductions techniques [1, 10].
For certain types of distributions (the normal, student,
and chi-square, for example), there is no close form
expression for F −1 but good numerical approximations are available [1, 6]. There are also situations
where speed is important and where noninversion
methods are appropriate. In general, compromises
must be made between simplicity of the algorithm,
quality of the approximation, robustness with respect
to the distribution parameters, and efficiency (generation speed, memory requirements, and setup time).
Simplicity should generally not be sacrificed for small
speed gains. In what follows, we outline some important special cases of noninversion methods.
The alias method is a very fast way of generating a variate X from the discrete distribution over
the finite set {x1 , . . . , xN }, with pi = P [X = xi ] for
each i, when N is large. It is not monotone, but generates random variates in O(1) time per call, after
a table setup, which takes O(N ) time. Consider a
bar diagram of the distribution, where each index i
has a bar of height pi . The idea is to ‘level’ the
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bars so that each has a height 1/N , by cutting off bar
pieces and transferring them to different indices. This
is done in a way that in the new diagram, each bar i
contains one piece of size qi (say) from the original
bar i and one piece of size 1/N − qi from another
bar whose index j, denoted by A(i), is called the
alias value of i. The setup procedure initializes two
tables A and R where A(i) is the alias value of i and
R(i) = (i − 1)/N + qi ; see [2, 10] for the details. To
generate X, take a U [0, 1] variate U, let i = N ·U ,
and return X = xi if U < R(i); X = xA(i) otherwise.
There is a version of the alias method for continuous
distributions; it is called the acceptance–complement
method [2].
Now suppose we want to generate X from a
complicated density f. Select another density r such
def
that f (x) ≤ t (x) = ar(x) for all x for some constant
a, and such that generating variates Y from the
density r is easy. Clearly, one must have a ≥ 1. To
generate X, repeat the following: generate Y from
the density r and an independent U [0, 1] variate U,
until U t (Y ) ≤ f (Y ). Then, return X = Y . This is
the acceptance–rejection method [2]. The number
R of turns into the ‘repeat’ loop is one plus a
geometric random variable with parameter 1/a, so
E[R] = a. Thus, we want a to be as small (close to
1) as possible, that is, we want to minimize the area
between f and the hat function t. In practice, there
is usually a compromise between bringing a close to
1 and keeping r simple. When f is a bit expensive
to compute, one can also use a squeeze function, q
which is faster to evaluate and such that q(x) ≤ f (x)
for all x. To verify the condition U t (Y ) ≤ f (Y ), first
check if U t (Y ) ≤ q(Y ), in which case there is no
need to compute f (Y ).
The acceptance–rejection method is often applied
after transforming the density f by a smooth increasing function T (e.g. T (x) = log x or T (x) = −x −1/2 )
selected so that it is easier to construct good hat
and squeeze functions (often piecewise linear) for
the transformed density. By transforming back to the
original scale, we get hat and squeeze functions for
f. This is the transformed density rejection method,
which has several variants and extensions [2, 26].
A variant of acceptance–rejection, called thinning,
is often used for generating events from a nonhomogeneous Poisson process. Suppose the process has
rate λ(t) at time t, with λ(t) ≤ λ for all t, where
λ is a finite constant. One can generate Poisson

pseudoarrivals at constant rate λ by generating interarrival times as i.i.d. exponentials of mean 1/λ. Then,
a pseudoarrival at time t is accepted (becomes an
arrival) with probability λ(t)/λ (i.e. if U ≤ λ(t)/λ,
where U is an independent U [0, 1]), and rejected
with probability 1 − λ(t)/λ. Nonhomogeneous Poisson processes can also be generated by inversion [1].
Besides the general methods, several specialized and fancy techniques have been designed for
commonly used distributions like the Poisson, normal, and so on. Details can be found in [1, 2, 6].
Recently, there has been an effort in developing automatic or black box algorithms for generating variates
from an arbitrary (known) density, based on acceptance–rejection with a transformed density [8, 25,
26]. Another important class of general nonparametric methods is those that sample directly from
a smoothened version of the empirical distribution
of a given data set [8, 10]. These methods shortcut
the fitting of a specific type of distribution to the
data. Perhaps the best currently available software
for nonuniform variate generation is [25].

Quasi-Monte Carlo Methods
The primary ingredient for QMC is a highly uniform
(or low-discrepancy) point set Pn to be used in (3).
The two main classes of approaches for constructing
such point sets are lattice rules and digital nets [4, 7,
19, 29, 30, 33]. The issue of measuring the uniformity
(or discrepancy) of Pn is the same as for the set s of
a RNG. Moreover, RNG construction methods such
as LCGs and linear recurrences modulo 2 with linear
output transformations can be used as well for QMC:
It suffices to take Pn = s in s dimensions, with
n = |s | much smaller than for RNGs. The same
methods can be used for measuring the discrepancy
of Pn for QMC and of s for RNGs. Point sets
constructed via an LCG and a Tausworthe generator
are actually special cases of lattice rules and digital
nets, respectively. A low-discrepancy sequence is an
infinite sequence of points P∞ such that the set
Pn comprised of the first n points of the sequence
have low discrepancy (high uniformity) for all n, as
n → ∞ [7, 29, 30]. With such a sequence, one does
not have to fix n in advance when evaluating (3);
sequential sampling becomes possible. Applications
of QMC in different areas are discussed, for example,
in [4, 18, 30].
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QMC methods are typically justified by worst-case
error bounds of the form
|µ̂n − µ| ≤ f − µ D(Pn )

(5)

for all f in some Banach space F with norm · .
Here, f − µ measures the variability of f, while
D(Pn ) measures the discrepancy of Pn and its definition depends on how the norm is defined in F. A
popular special case of (5) is the Koksma–Hlawka
inequality, in which the norm is the variation of f
in the sense of Hardy and Krause and D(Pn ) is the
rectangular star discrepancy. The latter considers all
rectangular boxes aligned with the axes and with a
corner at the origin in [0, 1]s , computes the absolute
difference between the volume of the box, and the
fraction of Pn falling in it, and takes the worst case
over all such boxes. This is a multidimensional version of the Kolmogorov–Smirnov goodness-of-fit test
statistic. Several other versions of (5) are discussed
in [4, 7, 30] and other references therein. Some of the
corresponding discrepancy measures are much easier to compute than the rectangular star discrepancy.
Like for RNGs, different discrepancy measures are
often used in practice for different types of point set
constructions, for computational efficiency considerations (e.g. variants of the spectral test for lattice rules
and measures of equidistribution for digital nets).
Specific sequences P∞ have been constructed with
rectangular star discrepancy D(Pn ) = O(n−1 (ln n)s )
when n → ∞ for fixed s, yielding a convergence
rate of O(n−1 (ln n)s ) for the worst-case error if
f − µ < ∞ [29, 34]. This is asymptotically better
than MC. But for reasonable values of n, the QMC
bound is smaller only for small s (because of the
(ln n)s factor), so other justifications are needed to
explain why QMC methods really work (they do!)
for some high-dimensional real-life applications. The
bound (5) is only for the worst case – the actual
error can be much smaller for certain functions. In
particular, even if s is large, f can sometimes be
well approximated by a sum of functions defined
over some low-dimensional subspaces of [0, 1]s . It
suffices, then, that the projections of Pn over these
subspaces has low discrepancy, which is much easier
to achieve than getting a small D(Pn ) for large s.
This has motivated the introduction of discrepancy
measures that give more weight to projections of
Pn over selected (small) subsets of coordinates [18,
19, 30].
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One drawback of QMC with a deterministic point
set Pn is that no statistical error estimate is available (and error bounds of the form (5) are practically
useless). Randomized QMC methods have been introduced for this reason. The idea is to randomize Pn
in a way that (a) each point of the randomized set is
uniformly distributed over [0, 1]s and (b) the high
uniformity of Pn is preserved (e.g. one can simply shift the entire point set Pn randomly, modulo
1, for each coordinate). Then, (3) becomes an unbiased estimator of µ and, by taking a small number
of independent randomizations of Pn , one can also
obtain an unbiased estimator of Var[µ̂n ] and compute
a confidence interval for µ [19, 32]. This turns QMC
into a variance reduction method [18, 19]. Bounds
and expressions for the variance have been developed (to replace (5)) for certain classes of functions
and randomized point sets [19, 32]. In some cases,
under appropriate assumptions on f, the variance has
been shown to converge faster than for MC, that
is, faster than O(1/n). For example, a scrambling
method introduced by Owen for a class of digital nets
gives Var[µ̂n ] = O(n−3 (ln n)s ) if the mixed partial
derivatives of f are Lipschitz [31]. Simplified (and
less costly) versions of this scrambling have also been
proposed [19].
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Rare Event
A rare event may be defined either in a static or in a
dynamic setting.

Static Case
Here a rare event is simply an event A ∈ F in a
probability space (, F, P ) such that P (A) is small.
Say A is the event that the claims of an insurance
company in a given year exceed a large threshold, or
the event of ruin in a risk process.
Most often, the interest revolves around giving quantitative estimates for P (A). Obviously, this
depends crucially on the problem under study. However, in some situations, large deviations theory
provides an easy route: given the existence of a large
deviations rate function , one has under suitable
regularity, conditions that log P (A) is on the order
of − infx∈A (x).
The evaluation of P (A) often requires simulation.
However, crude Monte Carlo simulation (binomial
sampling) is typically not feasible because one needs,
at least, on the order of 1/P (A) replications to asses
just the order of magnitude of P (A), and many more,
N (A) such
say N  1/P (A), to get an estimate P

that the relative error
√ P (A)/Var(PN (A)) (which is
on the order of 1/ N P (A)) is reasonably small.
Thus, variance reductions methods are widely used
in practice, in particular, importance sampling where
 (in practice,
one samples from a different P, say P
this usually amounts to changing parameters in the
probability distributions in question) and weights
with the likelihood ratio. The efficiency crucially
. A first rule of thumb
depends on the choice of P
 to make P
(A) moderate, say 10 to
is to choose P
 as
90%. A more refined suggestion is to make P
much like P (·|A), the conditional distribution given
the rare event, as possible. See [4, 6], and for the
special problems associated with heavy tails see [3].

P (X0 = x) being small in stationarity), and so on.
The asymptotic stationarity implies that the rare event
will occur infinitely often (e.g. the event that the
claims of an insurance company in July exceeds five
times their expectation will be seen repeatedly though
rarely). Of interest is τ , the time of first occurrence
of the rare event, and the structure of the set S of
time points where the rare event occurs. The study of
these may, in cases like Xt > a, be seen as a topic
in extreme value theory. The result is typically that
τ has an approximative exponential distribution, and
that S, after a suitable scaling, looks like the set of
epochs of a Poisson process, possibly with a weight
associated to each point because of clustering effects;
see, for example, [1, 7] for Gaussian processes. The
same conclusion holds for many other types of rare
events in the wide class of regenerative processes;
see the survey in [2], Ch. VI.4, and (for sharpenings) [5], and may, in this setting, be understood from
the observation that the rare event will be preceded
by a large and geometric number of ‘normal’ cycles.
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Dynamic Case
Here, the setting is that of a stochastic process
{Xt } with discrete or continuous time, which is stationary or asymptotically stationary like an ergodic
Markov chain. Typical examples of rare events are
then exceedances of large levels (Xt > a), big jumps
(Xn − Xn−1 > b), visits to rare states x (defined by
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Regression Models for
Data Analysis
Introduction
Actuarial science is concerned with the quantitative
assessment of financial security systems. These quantitative assessments are based on models that are
calibrated using data. Thus, data analysis is one of
the foundations upon which applications of actuarial
science models are based.
There are many models for investigating different aspects of financial security systems. Regression
models are used in actuarial science as well as other
social sciences disciplines. Regression is a type of
applied statistical model, with model assumptions
rooted in the sampling theory. Because the model
assumptions are not tied to the theory from a particular social (or natural) science discipline, the model
has been broadly applied across disciplines. Thus,
basic regression models are widely used within the
social sciences, including actuarial science. Moreover, as we will see in the Section on ‘Connections’,
some extensions or special cases of regression models are particularly well suited for specific actuarial
science concerns.
To establish the importance of regression modeling, one needs only to look to the published scholarly
literature. For example, an index of business journals, ABI/INFORM, lists over 22 000 articles using
regression techniques over the period 1960–1990.
And these are the only applications that were considered innovative enough to be published in scholarly
reviews!
Regression analysis of data is so pervasive in
modern business that it is easy to overlook the fact
that the methodology is barely over 100 years old.
Scholars attribute the birth of regression to the 1885
presidential address of Sir Francis Galton to the
anthropological section of the British Association
of the Advancement of Sciences. In that address,
described in [15], Galton [9] provided a description
of regression and linked it to the normal curve theory.
His discovery arose from his studies of properties of
natural selection and inheritance.
To introduce regression modeling and related data
analysis for actuarial science, we begin in Section
‘Model Description’ with a description of the sampling models. Then, Section ‘The Modeling Process’

outlines a typical process to develop the model in
the context of a specific situation. The anticipated
outcomes from regression modeling are summarized
in Section ‘Model inference’. Section ‘Connections’
concludes with a description of links between the
basic regression model and some related regression models that are particularly useful in actuarial
science.

Model Description
A regression model can be interpreted as a special type of multivariate statistical model. Imagine
observing a set of characteristics associated with an
individual (person, firm or subject), the so-called unit
of observation. In regression, we identify one characteristic of interest and label this as y and label the
other characteristics as a vector x. Our interest is in
the distribution of y based on the knowledge of the
characteristics in x.
Specifically, let yi denote the response of the ith
individual. Associated with each response yi is a set
of explanatory variables, or covariates. For simplicity, we assume there are K explanatory variables
xi,1 , xi,2 , . . . , xi,K that may vary by individual i. We
achieve a more compact notational form by expressing the K explanatory variables as a K × 1 column
vector xi = (xi,1 , xi,2 , . . . , xi,K ) , where the prime ‘ ’
means transpose.
To analyze relationships among variables, the relationships between the response and the explanatory variables are summarized through the regression
function
(1)
Ey = x β,
that is linear in the parameters β = (β1 , . . . , βK ) .
Here, we use ‘E’ for the expectations operator and
below, use ‘Var’ for the variance operator. For applications in which the explanatory variables are nonrandom, the only restriction of (1) is that we believe
that the variables enter linearly. For applications in
which the explanatory variables are random, we will
interpret the expectation in (1) as conditional on the
observed explanatory variables.
There are several different ways to posit assumptions for the basic regression model, all of which
amount to approximately the same representation for
applied work. We now describe some of the most
important sets of assumptions.
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Assumptions of the Observables Representation
of the Linear Regression Model
F1.
F2.
F3.
F4.

Eyi = xi β.
{x1 , . . . , xn } are nonstochastic variables.
Var yi = σ 2 .
{yi } are independent random variables.

The ‘observables representation’ is based on the
idea of conditional linear expectations (see [10] for
additional background). One can motivate assumption
F1 by thinking of (xi , yi ) as a draw from a population,
where the mean of the conditional distribution of
yi given {xi } is linear in the explanatory variables.
Inference about the distribution of y is conditional
on the observed explanatory variables, so that we
may treat {xi,1 , . . . , xi,K } as nonstochastic variables.
When considering types of sampling mechanisms for
thinking of (xi , yi ) as a draw from a population, it is
convenient to think of a stratified random sampling
scheme, where values of {xi,1 , . . . , xi,K } are treated
as the strata.
That is, for each value of {xi,1 , . . . , xi,K }, we draw
a random sample of responses from a population.
This sampling scheme also provides motivation for
assumption F4, the independence among responses.
To illustrate, if you draw from a database of firms
to understand stock return performance (y), then one
can choose large firms, measured by asset size, focus
on an industry, measured by standard industrial classification, and so forth. You may not select firms with
the largest stock return performance because this is
stratifying based on the response, not the explanatory
variables.
A fifth assumption that is often implicitly required
in the linear regression model is:
F5. {yi } is normally distributed.
This assumption is not required for many statistical
inference procedures because central limit theorems
provide approximate normality for many statistics
of interest. However, a formal justification for some
statistics, such as t-statistics, does require this additional assumption.
In contrast to the observables representation,
an alternative formulation focuses attention on the
‘errors’ in the regression, defined as εi = yi −
xi β.

Assumptions of the Error Representation of the
Linear Regression Model
E1.
E2.
E3.
E4.

yi = xi β + εi where Eεi = 0.
{x1 , . . . , xn } are nonstochastic variables.
Var εi = σ 2 .
{εi } are independent random variables.

The ‘error representation’ is based on the Gaussian
theory of errors (see [15] for a historical background).
As described above, the linear regression function
incorporates the knowledge from independent variables through the relation Eyi = xi β. Other unobserved variables that influence the measurement of y
are encapsulated in the ‘error’ term εi , which is also
known as the ‘disturbance’ term. The independence
of errors, F4, can be motivated by assuming that {εi }
are realized through a simple random sample from an
unknown population of errors.
Assumptions E1–E4 are equivalent to assumptions F1–F4. The error representation provides a
useful springboard for motivating goodness of fit measures. However, a drawback of the error representation is that it draws the attention from the observable
quantities (xi , yi ) to an unobservable quantity, {εi }.
To illustrate, the sampling basis, viewing {εi } as
a simple random sample, is not directly verifiable
because one cannot directly observe the sample {εi }.
Moreover, the assumption of additive errors in E1
is troublesome when one considers nonlinear regression models.
For yet another interpretation, we begin by thinking of the observables (xi , yi ) as i.i.d. (identically and
independently distributed). For example, this assumption is appropriate when the data arise from a survey
in which information is collected using a simple
random sampling mechanism. For i.i.d. observables,
we need only condition on the stochastic explanatory variables when writing down the moments of
the response y. To begin, for the regression function
in (1), we would assume that E(yi |xi ) = xi β. Similarly, the conditional variance would be written as
Var(yi |xi ) = σ 2 .
To handle additional sampling mechanisms, we
now introduce a more general setting. Specifically,
we condition on all of the explanatory variables in the
sample, not just the ones associated with the ith draw.
Define X = (x1 , . . . , xn ) and work with the following
assumptions.
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Assumptions of the Linear Regression Model
with Strictly Exogenous Regressors
SE1. E(yi |X) = xi β.
SE2. {x1 , . . . , xn } are stochastic variables.
SE3. Var(yi |X) = σ 2 .
SE4. {yi } are independent random variables,
conditional on X.
SE5. {yi } is normally distributed, conditional
on X.
Assuming for the moment that (xi , yi ) are
mutually independent, then E(yi |X) = E(yi |xi ),
Var(yi |X) = Var(yi |xi ), and (yi |xi ) are independent.
Thus, the assumptions SE1–SE4 are certainly useful
in the random sampling context.

Example – Risk Management Cost-effectiveness
Consider data from a study by Schmit and Roth [13]
that were also presented in [7]. The data are from
questionnaires that were returned by 73 risk managers
of large US-based organizations. The purpose of the
study was to relate cost-effectiveness to the management’s philosophy of controlling the company’s
exposure to various property and casualty losses, after
adjusting for exogenous company factors such as size
and industry type.
The measure of cost-effectiveness in risk management, FIRMCOST, is the dependent variable.
This variable is defined as total property, casualty
premiums, and uninsured losses as a percentage of
total assets. It is a proxy for annual costs associated
with insurable events, standardized by company size.
Here, for the financial variables, ASSUME is the per
occurrence retention amount as a percentage of total
assets, CAP indicates whether the company owns a
captive, SIZELOG is the logarithm of total assets,
and INDCOST is a measure of the firm’s industry risk. Attitudinal variables include CENTRAL, a
measure of the importance of the local managers
in choosing the amount of risk to be retained and
SOPH, a measure of the degree of importance in
using analytical tools, such as regression, in making
risk management decisions.
For this example, because the data are drawn from
a survey, it is sensible to think of the explanatory
variables as stochastic. Thus, inference is conditional
on the explanatory variables. Thus, applications of
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the basic regression model would utilize assumptions
SE1–SE4 and possibly SE5. These model assumptions may not be in accord with experience. One of
the interesting things of applied statistical modeling is
the interplay between the realized data and the model
assumptions. This interplay is the topic of the next
section.
There is a large statistical literature on estimation methods for regression models. This includes
a variety of estimation methods, several types of
properties of estimators such as biased, efficiency,
and so on, and several types of statistics that summarize the overall fit of the regression model. The
most commonly used regression coefficient estimators are determined via the method of least squares.
This method is generally attributed to Adrien Legendre, who published on its use in 1805. At about the
same time, Carl Gauss (in 1809) showed how to use
the method of least squares to predict astronomical
observations; this setting is so close to a regression
setting that some scholars attribute the introduction
of the linear model to Gauss (see, for example, [14]).
In the regression context, the least squares estimator b is determined as the minimum value of the sum
of squares
SS(b) =

n

(yi − xi b)2 .

(2)

i=1

This estimator enjoys various desirable properties,
such as unbiasedness. Moreover, with assumptions
SE1–SE4, they are known to have the minimum
variance among all estimators that are linear in the
responses; this is the well-known Gauss–Markov
property. We refer the reader to any introductory text
on regression for an overview of these topics. A classic example in the statistics literature is Draper and
Smith [6]. Goldberger [10] provides an econometric
perspective.
Interestingly, the assumptions SE1–SE4 are the
appropriate stochastic regressor generalization of the
fixed regressors model assumptions to ensure that
we retain most of the desirable properties of our
ordinary least square estimators of β. For example,
the unbiasedness and the Gauss–Markov properties
of ordinary least square estimators of β hold under
SE1–SE4. Moreover, assuming conditional normality
of the responses, then the usual t-statistics (defined
formally in Section ‘Using Models for Understanding’) have their customary distributions, regardless
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as to whether or not X is stochastic; see, for example, [10].

The Modeling Process
In most investigations, the process of developing
a model is as informative as the resulting model.
This process begins with the task of relating vague
ideas to data that may shed light on these ideas.
We use the phrase statistical thinking for a willingness to summarize available numerical information
for understanding a complex environment. Statistical thinking about a problem requires collecting and
analyzing data. This usually represents more effort
than ‘arm-chair brainstorming’. However, the reasoning, which is a result of a careful analysis of data, is
powerful and will often sway even determined skeptics to the position that you are advocating. Although
the discipline of relating available numerical information to ideas is exacting, it also provides numerous
insights. As noted by Ruskin, ‘The work of science is
to substitute facts for appearances and demonstrations
for impressions.’
One method of model specification involves examining the data graphically, hypothesizing a model
structure, and comparing the data with the candidate
model in order to formulate an improved model. Box
[2] describes this as an iterative process. The iterative
process provides a good recipe for approaching the
task of specifying a model to represent a set of data.
The first step, the model formulation stage, is accomplished by examining the data graphically and using
prior knowledge of relationships, for example, from
the economic theory. The second step in the iteration
is based on the assumptions of the specified model.
These assumptions must be consistent with the data
to make valid use of the model. In the third step,
diagnostic checking, the data and the model should
be verified before any inference about the world is
made. Diagnostic checking is an important part of
model formulation as it will reveal mistakes made in
previous steps and will provide ways to correct these
mistakes. Diagnostic checking is described in greater
detail in standard book-long introductions in books
such as Draper and Smith [6] Goldberger [10]; Cook
and Weisberg [5] provide a more in-depth treatment.
Another approach toward model specification is
to rely heavily on theory from prior knowledge of
relationships. For example, in our risk management

cost-effectiveness example, we might argue that it is
appropriate to include all the variables specified in
the example based on results from prior studies. With
this approach, one would view graphical or other
prior examination of the data as causing potential
bias in statistical testing procedures. Judge et al. [11]
provides a detailed discussion and references of competing philosophies on model specification.

Model Inference
Model inference is the final stage of the modeling
process. By studying the behavior of models, we
hope to learn something about the real world. Models
serve to impose an order on reality and provide a
basis for understanding reality through the nature
of the imposed order. Further, statistical models are
based on reasoning with the data available from a
sample. Thus, models serve as an important guide for
prediction of the behavior of observations outside the
available sample.

Using Models for Understanding
The Importance of Explanatory Variables. One
interpretation of the regression function in (1), Ey =
β1 x1 + · · · + βK xK , is that the expected response y
can be interpreted as a linear combination of the K
variables, x1 , . . . , xK . Thus, the parameter βj controls
the amount of the contribution of the variable xj to
the expected response. In some studies, this is the
main quantity of interest. For example, we might
use y to represent the return from a security and
xj to represent the return from a market index of
securities. This is one formulation of the Capital
Asset Pricing Model (CAPM) that is widely used in
financial economics. Understanding the direction and
magnitude of the ‘beta’ associated with the security
is a key variable for these studies. See Campbell
et al. [3] for further discussions of the model in a
regression framework.
Testing Hypotheses. We may also wish to conduct
formal tests of hypotheses regarding the regression
coefficients. To illustrate, in the Risk Management
Cost-effectiveness study conducted by Schmit and
Roth [13], the main purpose of the study was to assess
the significance of CENTRAL and SOPH, measures
of the decision-making control retained by local risk

Regression Models for Data Analysis
managers. It is customary to use a statistical test of
the hypothesis that the coefficients associated with
these variables are zero as the main basis for such an
assessment; these test statistics are a standard feature
of most statistical packages designed for regression
analysis.
To be more specific, suppose that we are interested
in assessing the significance of the j th variable. Others characteristics being equal, from the regression
function, Ey = x β, we see that the j th variable does
not affect the response if βj = 0. Thus, to test the
notion that βj = 0, we form the test statistic
t (bj ) =

bj
,
se(bj )

(3)

where se(bj ) is the standard error of bj (computed
as the square root of SS(b)/(n–p) × j th diagonal
element of (X X)−1 ). This test statistic, known as
a ‘t-statistic,’ is compared to a t-distribution with
n–p degrees of freedom. Large (absolute) values
of the t-statistic provide evidence for disaffirming
the hypothesis that βj = 0; see [6, 10] for further
discussions.
Confidence Intervals. Confidence intervals for parameters are another device for describing the strength
of the contribution of an explanatory variable. As
we might wish to use the regression coefficient to
understand the strength of a relationship, we often
cite confidence intervals to measure the reliability of
our estimators; see [6, 10] for further discussions.
Performance Evaluation. In some investigations,
the main purpose may be to determine whether a
specific observation is ‘in line’ with the others available. For example, when conducting a gender equity
study, we may wish to know whether a female faculty
member’s salary (y) is comparable to other faculty
members with similar characteristics. The characteristics might include rank and years of experience,
discipline, and other performance (teaching, service,
and research) measures.
An interpretation of this expectation is that Ey
is the long-run average response if we could see
many responses for a single set of characteristics
x1 , x2 , . . . , xK . Thus, we can interpret the corresponding error, εi , as the deviation of the response
(yi ) from that expected for a given set of characteristics x1 , . . . , xK . Unusually high or low residuals
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are the primary statistics of interest in a performance
evaluation study; see [12] for further discussions.

Using Models for Prediction
In performance evaluation, the interest is in estimating a linear combination of regression coefficients
that correspond to the expected response for an individual within the study. In addition, the primary
motivation for some applications of regression modeling is in making inferences about the behavior of
a response outside the data set. We follow a custom in statistics and say that we wish to ‘predict’
this behavior, that is, prediction uses available data
to estimate parameters whereas one predicts random
variables such as an unobserved response.
In a time series context, when unobserved responses are in the future with respect to an available
data set, we use the term forecasting in lieu of
prediction.

Model Interpretation
Regression models are always wrong. Like all models, they are designed to be much simpler than relationships that exist among entities in the real world.
A model is merely an approximation of reality. As
stated by George Box [1], ‘All models are wrong,
but some are useful.’
Unlike many scientific disciplines, regression
modeling and in particular, the model development
aspects are part of the art of statistics. The resulting
product has certain aesthetic values and the principles
of arriving at the final product are by no means
predetermined. Statistics can be thought of as the art
of reasoning with data.
Viewing regression methods from a managerial
perspective, the following is an important rule: graphical analysis is the first and last tasks of the data
analyst. The old adage about a picture being worth
a thousand words is especially important when dealing with statistics, the science of summarizing data.
Pictures inevitably aid communication of final results
and recommendations that result from quantitative
models.
An oft-overlooked fact is that producing graphical
summary measures, such as histograms and plots,
should be the first thing the data analyst should do.
This is because the world is nonlinear but our models
are only linear, or at least nonlinear in a narrowly
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defined way. To provide an adequate fit of the data
to the model, we must be aware of violations of the
model conditions. Because these violations may occur
in a nonlinear fashion, graphical methods are the
easiest method of detection.
Cleveland [4] and Tufte [16] are two excellent
book-long introductions on graphical methods. Frees
and Miller [8] provide a short, more recent overview
(see Graphical Methods).

Connections
Regression methods concern the use of explanatory
variables to understand or predict an additional variable. It is a statistical science of assessing relationships among variables. It has attracted a substantial
amount of attention, particularly as a tool that can
be used for assessing relationships in other sciences,
including actuarial science.
The first four sections have sought to present a
basic (or fundamental) regression model. There are
many extensions of this model that are useful in
practice, including actuarial practice. In presenting
model assumptions, we noted that many applications
implicitly or explicitly rely on normality assumptions (F5 and SE5). A logistic regression model
handles binary responses and thus is suitable for
Bernoulli distributions. A generalized linear model
is an extension of the regression model that incorporates distributions in addition to the normal and
Bernoulli distributions.
The parameters of our models have been taken
as fixed coefficients, that is, as parameters to be
estimated. If these parameters are regarded as random
variables, then the regression model can be regarded
as a mixed linear model. There is a special connection
to mixed linear models and credibility theory. If, in
addition, there is information about the distribution
of these random coefficients, one may use Bayesian
statistics for model estimation.
The basic regression paradigm concerns crosssectional observations. However, time series models
use regression techniques extensively.
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Reliability Analysis
In reliability analysis, one is interested in studying the
reliability of a technological system being small or
large. As examples of small systems, we have washing machines and cars, whereas tankers, oil rigs, and
nuclear power plants are examples of large systems;
see marine insurance, nuclear risks. By the reliability of a system, we will mean the probability that it
functions as intended. It might be tacitly assumed that
we consider the system only for a specified period
of time (for instance, one year) and under specified
conditions (for instance, disregarding war actions and
sabotage). Furthermore, one has to make clear what is
meant by functioning. For oil rigs and nuclear power
plants, it might be to avoid serious accidents, see
accident insurance, such as a blowout or a core-melt.
It should be acknowledged that the relevance
of reliability theory to insurance was pointed out by
Straub [27] at the start of the 1970s. In his paper, he
applies results and techniques from reliability theory
to establish bounds for unknown loss probabilities. A
recent paper by Mallor & Omey [14], is in a way,
in the same spirit. Here, the objective is to provide a
model for a single component system under repeated
stress. Fatigue damage is cumulative, so that repeated
or cyclical stress above a critical stress will eventually
result in system failure. In the model, the system is
subject to load cycles (or shocks) with random magnitude A(i) and intershock times B(i), i = 1, 2, . . ..
The (A(i), B(i)) vectors are assumed independent.
However, the authors make the point that another
interpretation can be found in insurance mathematics. Here A(i) denotes the claim size of the ith claim,
whereas the B(i)’s denote interclaim times, see claim
size process, claim number process. In this case,
they study the time until the first run of k consecutive critical (e.g. large) claims and the maximum
claim size during this time period.

The scope of the present article is quite different from the ones of these papers. We will present
reliability analysis, in general, having the following
two main points of view. Reliability analysis is a
very helpful tool in risk assessment when determining the insurance premiums for risks, especially of
rare events, associated with large systems consisting of both technological and human components.
Furthermore, reliability analysis is relevant in risk
management of any technological system, the aim
now being to say something helpful on how to avoid
accidents. This is an area of growing importance representing an enormous challenge for an insurance
company.
It is a characteristic of systems that they consist
of components being put together in a more or less
complex way. Assume the system consists of n components and introduce the following random variables
(i = 1, . . . , n)

1 if the ith component functions at t
Xi (t) =
(1)
0 otherwise,
and let X(t) = (X1 (t), . . . , Xn (t)). The state of the
system is now uniquely determined from X(t) by

1 if the system functions at t
φ(X(t)) =
(2)
0 otherwise
φ(·) is called the structure function. Note that it is
assumed that both the components and the system are
satisfactorily described by binary random variables.
Barlow & Proschan [3], is the classical textbook in
binary reliability theory. [6] is a nice expository paper
on reliability theory and its applications until 1985.
As an illustration, consider a main power supply
system of a nuclear power plant given in Figure 1.
The system consists of two main branches in parallel providing power supply to the nuclear power
plant. The system is working if and only if there is
at least one connection between S and T. Component
1 represents off-site power from the grid, whereas
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Figure 1

Main power supply system of a nuclear power plant
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component 6 is an on-site emergency diesel generator. Components 2 and 3 are transformers while 4, 5
and 7 are cables (including switches, etc.). It is not
too hard to be convinced that the structure function
of the system is given by
φ(X (t)) = 1 − {1 − X1 (t)
× [X2 (t) + X3 (t) − X2 (t)X3 (t)]
× [X4 (t) + X5 (t) − X4 (t)X5 (t)]}
× {1 − X6 (t)X7 (t)}

(3)

Now let (i = 1, . . . , n)
pi (t) = P (Xi (t) = 1) = EXi (t),

(4)

which is called the reliability of the ith component
at time t. The reliability of the system at time t is
similarly given by
hφ (t) = P (φ(X(t)) = 1) = Eφ(X(t))

(5)

If especially X1 (t), . . . , Xn (t) are stochastically independent, we get by introducing p(t) = (p1 (t), . . . ,
pn (t)) that hφ (t) = hφ (p(t)). For this case, for the
power supply system of Figure 1, we get from (5),
(3), (4)
hφ (t) = 1 − {1 − p1 (t)[p2 (t) + p3 (t) − p2 (t)p3 (t)]
× [p4 (t) + p5 (t) − p4 (t)p5 (t)]}
× {1 − p6 (t)p7 (t)}.

(6)

For large n, efficient approaches are needed such as
the technique of recursive disjoint products, see [1].
For network systems the factoring algorithm can be
very efficient, see [24].
If X1 (t), . . . , Xn (t) are stochastically dependent,
hφ (t) will also depend on how the components function simultaneously. In this case, if only information
on p(t) is available, one is just able to obtain upper
and lower bounds for hφ (t), see [17]. The same is
true, if n is very large, even in the case of independent components. Dependencies between component
states may, for instance, be due to a common but
dynamic environment; see the expository paper [25]
in which the effects of the environment are described
by a stochastic process.

In reliability analysis, it is important not to think
of systems just as pure technological ones. Considering the breakdown of the Norwegian oil rig
Alexander Kielland in 1980, where 123 persons lost
their lives, one should be convinced that the systems of interest consist of both technological and
human components. The same conclusion is more
obvious when considering the accident at the Three
Mile Island nuclear power plant in 1979 and even
more the Chernobyl catastrophe in 1986, see [22].
Until now systems have often been designed such
that the technological components are highly reliable, whereas the human components operating and
inspecting these are rather unreliable. By making less
sophisticated technological components, which can
be operated and inspected by the human components
with high reliability, a substantial improvement of
overall system reliability can be achieved. It should,
however, be admitted that analyzing human components is very different from analyzing technological
ones, see [28]. Similarly, software reliability is a
branch of reliability analysis having special challenges, see [26].
In risk management improving the safety of a
system is essential. We then need measures of the relative importance of each component for system reliability, see [20]. Barlow & Proschan [4] suggested
that the most important component is that having
the highest probability of finally causing system failure by its own failure. Natvig [19] has developed a
theory supporting another measure. Here, the component whose failure contributes most to reducing the
expected remaining lifetime of the system is the most
important one. The latter measure obviously is constructed to improve system life expectancy, whereas
the first one is most relevant when considering accident scenarios. It should be noted that the costs of
improving the components are not entering into these
measures.
The journal Nature, published an article [16] on
an incident coming close to a catastrophe, which
occurred in 1984 in a French pressurized water reactor at Le Bugey, not far from Geneva. Here it is
stated: ‘But the Le Bugey incident shows that a whole
new class of possible events had been ignored –
those where electrical systems fail gradually. It shows
that risk analysis must not only take into account
a yes or no, working or not working, for each
item in the reactor, but the possibility of working
with a slightly degraded system.’ This motivates the
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so-called multistate reliability analysis, where both
the components and the system are described in a
more refined way than just as functioning or failing.
For the power supply system of Figure 1, the system state could, for instance, be the number of main
branches in parallel functioning. The first attempts
at developing a theory in this area came in 1978,
see [5, 9]. Further work is reported in [18]. In [23]
multistate reliability analysis is applied to an electrical power generation system for two nearby oil
rigs. The amount of power that may possibly be
supplied to the two oil rigs are considered as system states. The type of failure at Le Bugey is also
an example of ‘cascading failures’; see the recent
paper [12].
The Chernobyl catastrophe provided new data on
nuclear power plants. What type of theory do we have
to benefit from such data in future risk analyzes in
the nuclear industry? The characteristic feature of
this type of theory is that one benefits both from
data for the system’s components and for the system itself. Furthermore, owing to lack of sufficient
data, one is completely dependent on benefiting from
the experience and judgment of engineers concerning the technological components and on those of
psychologists and sociologists for the human components. This leads to subjectivistic probabilities and
hence to Bayesian statistics. A series of papers on the
application of the Bayesian approach in reliability are
given in [2]. In [7], hierarchical Bayes procedures are
proposed and applied to failure data for emergency
diesel generators in US nuclear power plants. A more
recent Bayesian paper with applications to preventive
system maintenance of interest in risk management
is [11].
A natural starting point for the Bayesian approach
in system reliability is to use expert opinion and
experience as to the reliability of the components.
This information is then updated by using data on
the component level from experiments and accidents.
On the basis of information on the component level,
the corresponding uncertainty in system reliability is
derived. This uncertainty is modified by using expert
opinion and experience on the system level. Finally,
this uncertainty is updated by using data on the system level from experiments and accidents. Mastran
& Singpurwalla [15] initiated research in this area in
1978, which was improved in [21]. Recently, ideas
on applying Bayesian hierarchical modeling, with

3

accompanying Markov Chain Monte Carlo methods, in this area have turned up, see [13].
It should be noted that the use of expert opinions is actually implemented in the regulatory work
for the nuclear power plants in the United States,
see [8]. A general problem when using expert opinions is the selection of the experts. Asking experts
technical questions on the component level as in [10],
where the consequences for the overall reliability
assessment on the system level are less clear, seems
advantageous. Too much experts’ influence directly
on system level assessments could then be prevented.
Finally, it should be admitted that the following
obstacles may arise when carrying through a reliability analysis of a large technological system:
1. lack of knowledge on the functioning of the
system and its components
2. lack of relevant data
3. lack of knowledge on the reliability of the human
components
4. lack of knowledge on the quality of computer
software
5. lack of knowledge of dependencies between the
components.
These obstacles may make it very hard to assess
the probability of failure in a risk assessment of
a large technological system. However, still a risk
management of the system can be carried through,
by using reliability analysis to improve the safety of
the system.
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Resampling
Resampling methods have become popular in statistics because of the increase in computer power. Until
quite recently, most statistical investigations used
analytical methods, with the required formula being
worked out with paper and pencil techniques. Instead
of using this analytical approach, computers have
made it possible to use simulation methods, including resampling methods. A similar recent development has been seen in Bayesian statistics, with the
introduction of MCMC techniques.
Resampling methods have been used in a very
wide range of areas, including confidence intervals,
quantile estimation, hypothesis testing, bias evaluation, and so on. This article provides a brief introduction to resampling methods, together with examples of their use in actuarial literature. A fuller
description, and details of other applications, can be
found in one of the many books on the subject,
such as [6, 7, 10, 15, 16, 26]. In particular, [6, 15]
are good applied books, while [16, 26] are more
advanced.
Consider a sample of independent observations,
x1 , x2 , . . . , xn . We often require the sampling distribution of a statistic based on a sample such as this.
For example, suppose the parameter of interest is θ
and we have an estimator, θ̂ . To find the distribution
of θ̂ , we could make some assumptions about the distribution of the data (e.g. normally distributed), and
derive the sampling distribution directly. An alternative to this is to use a simulation-based method,
take a sample of values and look at the simulated
values of the statistic. This is particularly useful
when the sampling distribution of θ̂ is difficult to
obtain directly. One way to do this is to resample
values from the sample itself. The first resamplingtype method to be introduced was the jackknife [24].
This generates n samples, each of n − 1 observations,
by leaving out one observation at a time from the
original sample. Thus, the ith jackknife sample is
x(i) = (x1 , x2 , . . . , xi−1 , xi+1 , . . . , xn ). The notation
x(i) means to leave out the ith observation. So with
these n samples, we can investigate the properties of
an estimator, θ̂. The idea is to replace the distribution
of the statistic by a ‘resampled’ distribution, and to
replace the true value of the parameter by its sample value. For example,

 estimate of the
 n the jackknife
/n
−
θ̂
. Jackknifing has
θ̂
bias is (n − 1)
(i)
i=1

not been used a great deal in actuarial literature, the
exceptions being [1] and [27].
Of greater importance is bootstrapping [9, 10],
which has begun to be popular in some areas of the
actuarial literature in recent years. Early papers in
the actuarial literature that use bootstrapping are [1,
2, 23, 27], but recently many applications to nonlife claims reserving have appeared [3, 4, 11, 12, 18,
19, 27, 28]. Like the jackknife, bootstrapping works
by creating new samples of pseudodata by resampling
values from the original data set. This time, however,
the creation of the samples works slightly differently. Bootstrapping simply takes a random sample
(with replacement) from the data. This creates a new
sample and the statistic of interest can be calculated
from this new sample.
Denote the bootstrap sample by x ∗ , which consists of n randomly chosen (with replacement) values from x1 , x2 , . . . , xn . Take B bootstrap samples,
x ∗1 , x ∗2 , . . . , x ∗B , and calculate the required statistic,
θ̂ ∗b , for each of these. From this, we can derive bootstrap estimates of the properties of the statistic. For
example, the bootstrap estimate of the standard error
of an estimator, θ̂ , is


B
2
 B 
θ̂ ∗b

b=1
∗b

−
b=1 θ̂

B
B −1
Since most actuarial applications involve regressiontype problems, we now consider these. It is common to bootstrap the residuals (using an appropriate
residual definition), rather than to bootstrap the data
themselves. For linear regression models with normal
errors, the residuals are simply the observed values less the fitted values. Actuarial applications more
often use generalized linear models, and appropriate residuals for these are Deviance, Pearson or, the
less commonly used, Anscombe residuals. The aim is
to use residuals that have (approximately) the usual
properties of normal theory residuals (see [21]). The
bootstrap process involves resampling, with replacement, from the residuals and then inverting the formula for the residuals to create a bootstrap data sample. Having obtained the bootstrap sample, the model
is refitted and the statistic of interest calculated. The
process is repeated a large number of times, each
time providing a new bootstrap sample and statistic
of interest, from which the sampling properties of the
statistic can then be examined.
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To illustrate the power of the bootstrap method, we
consider claims reserving. The analytical approach
to obtaining prediction errors of reserve estimates
is quite complex and requires careful programming
using a statistical software package [13]. In contrast,
the bootstrap method can be applied to the ChainLadder technique in a spreadsheet. It is straightforward to apply the Chain-Ladder method to a set of
claims data and obtain an appropriate set of residuals.
We can then resample these, invert them, and obtain
a new triangle of (pseudo) claims payments. We can
apply the standard Chain-Ladder technique to obtain
a bootstrap reserve estimate. Repeating this a number
of times gives a bootstrap distribution of the reserve
estimate, whose properties can be examined. Note
that there are many issues that need care in this procedure, which are covered in more detail in [13] and,
more generally in [10, 22]. For example, the bootstrap standard error is an estimate of the square root
of the estimation variance. However, it cannot be
compared directly with the analytic equivalent since
the bootstrap standard error does not take account of
the number of parameters used in fitting the model:
the bootstrap process simply uses the residuals with
no regard as to how they are obtained. The bootstrap
estimation variance is analogous to the analytic estimation variance without adjusting for the number of
parameters (as though the dispersion parameter had
been calculated by dividing by the number of data
points rather than by the degrees of freedom). To
enable a proper comparison between the estimation
variances given by the two procedures, it is necessary
to make an adjustment to the bootstrap estimation
variance to take account of the number of parameters
used in fitting the model.
Derrig et al. [8] review bootstrapping in actuarial
science. Applications of bootstrapping in the actuarial literature include claims reserving, ruin problems [14, 17], finance [5, 25], and extreme value
theory [20].
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RICHARD VERRALL

Risk Classification,
Pricing Aspects

6. Legal: Rating dimensions must be legal and socially acceptable.

Equity and Homogeneity
The cost of insurance coverage depends on the
attributes of the insured: males have higher mortality than females and young male drivers have higher
accident rates than young female drivers. Insurance
premiums are based on expected losses and vary similarly. Differentiation among risks by expected cost
is termed risk classification.
Risk classification uses the characteristics of a
group to set rates for its members. Certain forms
of classification are prohibited in many jurisdictions,
such as classification by race or ethnic group; other
types of classification, such as applicant age for life
insurance or type of firm for workers’ compensation insurance, are commonly accepted as the proper
basis for insurance rates.
Many classification dimensions are good predictors of insurance loss costs but lack direct causal
relations with losses. For example, higher auto loss
costs in urban areas than in rural areas has been
attributed to traffic and road differences, traits of
urban residents versus rural residents, and the relative
involvement of attorneys in urban versus rural claims.
A good risk classification system has several
attributes, not all of which are essential. Much debate
focuses on the importance of each attribute; actuaries
and economists emphasize the equity and homogeneity attributes, whereas other groups may emphasize
more the intuition, incentives, or social acceptability
attributes.
1. Equity: Premiums should accurately reflect expected losses (benefits) and expenses.
2. Homogeneity: Within any class, there should be
no subgroups identifiable at reasonable cost that have
different expected costs.
3. Intuition: The rating variables should be intuitively
related to the loss hazards.
4. Practicality: Classification variables should be
objectively measurable and not subject to manipulation by the insured.
5. Incentives: The classification system ideally
should provide incentives to reduce risk.

No alternative class system that can be implemented
at reasonable cost should provide rates that are more
accurately correlated with the expected. Competition
spurs insurers to refine class plans; monopolistic
insurance programs, such as social security, need not
use class plans. Some actuaries interpret the statutory
regulation that rates not be inadequate, redundant, or
unfairly discriminatory as a directive to use equitable
rates that match expected losses with premiums; not
all courts agree with this interpretation.
Some potential class dimensions, such as drinking
habits or personality traits for automobile insurance
(see Automobile Insurance, Private), are too difficult to measure; marital status and credit rating are
objective proxies that measure similar traits. Sampling error and mean reversion imply that empirical data should be weighted with data from similar populations; credibility formulas (see Credibility Theory) separate random loss fluctuations from
historical data.
Illustration. Rate relativities might be based exclusively on sample data of 20 000 young males and
50 000 adult drivers; random loss fluctuations would
be smoothed by the high volume. Workers’ compensation manuals rates for apparel makers in a small
state could not be determined from a sample of few
firms, so their experience would be weighted with
that of apparel makers in other states or with that of
other manufacturers of light goods in the same state.
Similar attributes of good class systems are reliability (a class with good or poor experience in the past
will probably have similar experience in subsequent
years), accuracy (the estimate of the class’s expected
pure premium should not be subject to high process
variation), bias (the class rate should not be biased up
or down for most of the insureds in the class), and
credibility (the class should have enough exposures
so that the rate determined from the class experience
is a good estimate of expected losses).

Intuition and Incentives
Empirical data may lead to spurious correlations or
to variables that are not the true indicators of loss.
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The class attributes need not be causes of loss, but
the relation between the classes and the loss hazard
should be evident. It has been argued that the class
attributes should be the cause of the loss, as frame
construction is a cause of rapidly burning fires. In
practice, causes are hard to demonstrate; actuarial
theory requires correlations of class attributes with
losses, not causal relations.
A class rating system may provide social benefits
by encouraging low-risk activity in place of high-risk
activity, thereby producing additional welfare gains.
Classes which provide welfare gains are ideal, but
spurious classes designed solely to influence behavior
degrade the efficiency of the class plan. The purpose
of the class plan is to estimate expected losses; social
gains are a positive but incidental benefit.
Illustration. The Homeowners class system (see
Homeowners Insurance), encourages builders to
use better construction materials and adhere to
building codes (reducing fire hazards) and to
avoid windstorm-prone areas and floodplains (see
Flood Risk). Merit rating (see Bonus–Malus
Systems) for auto encourages drivers to obey traffic
laws; workers’ compensation experience-rating
encourages employers to provide safe workplaces.

Practical and Legal
A class plan may not use illegal or socially unacceptable dimensions, such as race or ethnic group,
regardless of correlations with loss costs. Classes that
are legal and meet the other attributes discussed here
but which are socially suspect raise difficult public
policy issues.
Illustration. Classification by sex, with different
rates for males and females, is sometimes considered
improper. Differentiation by sex is not permitted for
US retirement benefits, since sex discrimination in
employment terms is illegal (Supreme Court Manhart decision); but the mortality differences by sex
are too great for uniform male/female life insurance
rates. Some actuaries believe that perhaps biological attributes make men more aggressive and make
women more resilient to illness, thereby accounting
for the differential longevity (see Decrement Analysis) and auto accident frequency of men and women.
Although simple generalizations are not appropriate, biological influences on behavior are likely.

Most actuaries believe that class differentials based
on expected losses should not be constrained by
social opinion.
Classes that are objectively measurable, not subject to manipulation, and already used for other purposes are the most desirable. For example, hours
worked are not easily measured; payroll is a preferred
variable for estimating workers’ compensation loss
costs; similarly, mileage is subject to manipulation;
car-months is a preferred variable for estimating auto
insurance loss costs. Some actuaries add that classes
should be exhaustive and mutually exclusive, so that
each insured is in one and only one class.
A comparison of the homeowners and commercial property insurance versus the personal auto class
plan illustrates many of the items discussed above.
Property coverage uses a four dimension class system with intuitive relations to fire hazards: protection (fire department and fire hydrants), construction
(frame, masonry, or fire-resistive), occupancy (work
performed and combustibility of contents), and exposure (fire hazards from adjoining buildings). All four
class dimensions reflects choices or activities of the
insured and they are clearly related to fire losses. The
auto class plan uses territory and driver characteristics (age, sex, marital status, and credit rating); though
the influence on loss hazards is not well understood,
these classes are good predictors of future losses. But
the contrast is not sharp: some homeowners class
variables, such as territory, have been criticized as
surrogates for urban redlining, and some auto class
variables, such as the make and use of the car, are
clearly related to the loss hazards.
Competitive markets spur classification refinement, which enables innovative insurers to succeed;
the sophistication of the class plan reflects the competitiveness of the market.
Illustration. Social security provides retirement benefits and medical care without regard to the expected
costs for each retiree. Social security succeeds only
because it is a mandatory (statutory), noncompetitive system; higher quality risks cannot leave and
lower quality risks cannot buy more coverage. Personal automobile is perhaps the most competitive line
and it has the most intricate classification system.
A classification system may improve upon separately rating each class, even for classes that have
high exposures. Classification models often presume
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that (at least) some relations in a class dimensions
are invariant along other dimensions. For example, if
males have twice the loss costs of females in territory 01, a class model might assume that they should
have the same relation in other territories. One might
derive a better estimate of the male to female relativity by looking at all territories than by setting
separate relativities for each territory. Similarly, the
relativities among territories could be the same for
all driver classes (age, sex, martial status, and credit
score). Quantifying these relations is the goal of classification ratemaking.
Forming a risk classification system has three
components: selecting a model, choosing classification dimensions and values, and determining rate
relativities.
Model. Most insurers use multiplicative models.
One classification dimension is chosen as the exposure base; a base rate is set for one class; rate relativities are determined for each classification dimension;
and the premium is the product of the base rate, the
exposure, and the rate relativities in each classification dimension.
Illustration. The base rate for adult drivers might
be $500 per annum, and the rate relativities might
be 1.8 for young males, 0.97 for driver education,
0.8 for rural residents, and 0.94 for two years claims
free, giving a rate for a young male rural resident
with no claims in the past two years and who has
taken driver education of $500 × 1.8 × 0.97 × 0.8 ×
0.94 = $656.50.
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urban territories has some streets with different rates
on opposite sides of the street. Many insurers now use
territories based on postal zip codes, with objective
statistical packages to group zip codes with similar
accident costs. Nevertheless, some states constrain
territorial rating by limiting the number of territories, limiting the rate relativity from the highest to
the lowest territory, limiting the relativity between
adjoining territories, or outlawing the use of territory. The common result of such restrictions on risk
classification is higher residual market (assigned risk)
populations and less available auto insurance in the
voluntary market.
Some class dimensions measure similar attributes.
Using both dimensions causes overlap and possibly
incorrect rates, though using only one dimension
leaves out relevant information.
Illustration. A young, unmarried male in an urban
neighborhood without a good credit rating and with
one prior accident would be placed in higher-rated
classes for five reasons: young male, unmarried,
territory, credit rating, and merit rating. The class
variables may overlap (most young unmarried urban
males do not have good credit ratings) and the class
system may be over-rating the insured. In practice,
insurers spend great effort to examine their class systems and prevent inequitable rates.

The distinction between exposure base and classification dimension is not firm. Mileage could be used
as the exposure base for private passenger automobile, or it could be used as a classification dimension.
Class systems are sometimes criticized for using
arbitrary definitions, not using relevant information,
and inefficiently measuring loss hazards. These criticisms are not always valid but they contain kernels of
truth that actuaries must be aware of. The illustrations
show several scenarios where these criticisms have
been levied.

Illustration. In the United States, merit rating
(bonus-malus) is emphasized less in automobile insurance than driver attributes, though if driver attributes
were not considered, merit rating would have greater
value for differentiating among risks. A common criticism is that insurers should emphasize merit rating
in lieu of driver attributes. But this is incorrect; the
low frequency of auto accidents makes merit rating a less accurate predictor of future loss costs
than driver attributes. Competition forces insurers to
assign the optimal weight to each class dimension,
though our imperfect knowledge prevents us from
achieving ideal systems. For example, credit rating
of auto owners has only recently been recognized as
a potent predictor of claim frequency.

Illustration. Given a set of territories, a territorial
rating system matches expected losses with premiums, but the definitions of the territories is necessarily
arbitrary. Urban areas may have different auto claim
frequencies in different neighborhoods, but any set of

Illustration. Even the highly refined auto insurance
class system explains only a quarter of the variance in
auto claim frequency; some argue that a class system
so imperfect should not be used at all. But this is
illogical; the competitiveness of insurance markets
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forces insurers to use whatever class systems are
best related to loss hazards, even if random loss
fluctuations prevent the class dimensions from perfect
correlation with expected loss costs.
Some actuaries conceive of exposure bases as
those using continuous (quantitative) variables and
rate classes as those using discrete (qualitative) variables. For example, mileage as a continuous variable
may be an exposure base; mileage categories (drive
to work; pleasure use) are rate classes. Other actuaries view this distinction as an artifact of the common
US classification systems; nothing prevents a class
variable from having a continuous set of values.
Additive models add and subtract relativities; this
is commonly done for merit rating. Additive models
have less spread in rates between highest rated class
and lowest rated class.
Illustration. Personal auto commonly uses the number of vehicles as the exposure base with a multiplicative model using driver characteristics, territory,
mileage driven, type of vehicle, use of the car, credit
rating, and merit rating. Alternative exposure bases
are mileage driven or gasoline usage. Additive models have frequently been proposed, though none are
widely used. Other potential classes are driver training, years licensed, and occupation.
Some actuaries differentiate classification rating
based on the average loss costs of a larger group from
individual risk rating based on the insured’s own
experience. Others consider merit rating (experiencerating) equivalent to a classification dimension, since
the relation between past and future experience is
based on studies of larger groups.
Experience-rating is more important when the rate
classes are more heterogeneous; if the rate classes
are perfectly homogeneous, experience-rating adds
no information about a risk’s loss hazards. As rate
classes are refined, less emphasis is placed on experience rating.

Class
High risk
Standard
Preferred

Relativity
2.25
1.00
0.80

Premium
(in million)
$1
$5
$4
$10

Illustration. A highly refined personal auto class
plan separates drivers into homogeneous classes;
merit rating receives little credibility, since it adds
little information and much white noise. A single
dimension workers’ compensation class plan has heterogeneous classes; experience-rating differentiates
risks into higher and low quality, is based on more
annual claims, and receives much credibility.
Three methods are commonly used to form rate
relativities: separate analyses by dimension; simultaneous determination of relativities; and generalized linear models. We explain the methods with a
male–female and urban–rural classification system.

Separate Analyses
All male insureds are compared with all female
insureds to derive the male–female relativity; all
urban insureds are compared with all rural insureds
to derive the territorial relativity. The rate for any
class, such as urban males, may be the urban relativity
times the male relativity or the urban relativity plus
the male relativity, depending on the model. The
analysis of each classification dimension is simple,
and it is independent of the type of model, such as
multiplicative or additive. Separate analyses are used
in most lines.
Some classes may have sparse data, and credibility
weighting is used to reduce sampling errors and
adjust for mean reversion. Optimal rates may be
set by Bayesian analysis if all loss distributions are
known; Bühlmann credibility is the best least-squares
linear approximation to the Bayesian solutions. In
practice, the loss distributions are not known. Full
credibility is commonly given to a certain volume of
claims or losses, and partial credibility is proportional
to the square root of the class volume. A reasonable
combination of class data and overall population data
provides much of the benefit obtainable from an exact
credibility formula.

Change

Credibility

1.15
1.05
0.90

40%
100%
100%

Adjusted
change

Rebalanced
change

1.06
1.05
0.90
0.991

1.070
1.060
0.908
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Classification analyses may produce new class
relativities or changes to the class relativities.
When classification reviews are done in conjunction with state rate reviews, the overall rate change
is the statewide indication and the changes to the
class relativities should balance to unity. If credibility weighting or constraints on the changes to the
class relativities prevent this, the changes to the class
relativities are often balanced to unity. The illustration above shows existing relativities and indicated
changes for three classes, along with the credibility
for each. The data indicate that the high-risk relativity
should be increased 15%, the standard relativity
should be increased 5%, and the preferred relativity
should be decreased 10%, for no change in the overall relativity. The high-risk class is small and is given
only 40% credibility, for a credibility weighted relativity change of 40% × 1.15 + (1 − 40%) × 1.00 =
1.06. The credibility weighted changes are multiplied
by 1.01 so that they rebalance to unity. To reset the
standard relativity to unity, the rebalanced changes
are divided by 1.060 and the overall statewide rate
change is multiplied by 1.060.
Separate analysis by class does not consider correlations among classification dimensions and classification relations that are not uniform:
1. Separate analyses by sex and age show higher
loss costs for male drivers and for youthful
drivers. In fact, young males have considerably higher accident frequencies than adult males
have, but the age disparity is much smaller
for females.
2. Analyses by age and territory show higher loss
costs for urban drivers and youthful drivers.
Urban areas have more youthful drivers than
suburbs have; the two dimensions partly overlap.

Simultaneous Analyses
Bailey and Simon (1960) use a simultaneous analysis
of all class dimension to derive rate relativities (see
Bailey–Simon Method). They posit a model, such
as multiplicative or additive; select an error function
(which they call ‘bias’), such as least squares, χsquared, maximum likelihood, or the balance principle; and choose rate relativities to minimize the
disparity between the indicated pure premiums and
the observed loss costs.
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Illustration. An additive or multiplicative model
using driver characteristics and territorial relativities is compared to observed loss costs by driver
characteristics and territory. The relativities are selected to minimize the squared error or the χ-squared
error, to maximize a likelihood, or to form unbiased
relativities along each dimension.
Illustration. Let rij and wij the observed loss costs
and the number of exposures by driver class and territory; yi be the driver class relativities; and zj be
the territorial relativities. If a multiplicative model is
posited with a base rate b, we selectthe
 relativities
to
minimize
the
difference
between
rij wij and

bxi yj in one 
of 
the following ways: minimize
the squared error  
(rij wij − bxi yj )2 ; minimize
the χ-squared error
(rij wij − bxi yj )2 /bxi yj ; or
achieve a zero 
overall difference for any driver
characteristic
(rkj wkj − bxk yj ) = 0 and for any
k
territory k
(rik wik − bxi yk ) = 0. For an additive
model, relativities are added instead of multiplied;
the indicated pure premiums are b(xi + yj ). A maximum likelihood bias function requires an assumed
loss distribution for each class.
This method may also be used with observed
loss ratios instead of observed loss costs; this partially offsets distortions caused by an uneven mix
by class of other attributes used in rating but not
being analyzed.
Illustration. Suppose a simultaneous analysis is
used for driver class and territory, large cars are used
primarily in suburban territories and compact cars primarily in urban territories, and large cars cause more
damage than small cars. Using loss ratios instead of
loss costs can eliminate some of the distortion caused
by an uneven mix of car size by territory.

Generalized Linear Models
Multiple regressions (see Regression Models for
Data Analysis) are used to derive relations between
variables in the social sciences. Regression analysis
assumes that independent variables are combined
linearly (that is, there are no interaction effects from
two or more variables) and that the regression deviates are normally distributed with a constant variance;
these assumptions limit the applicability of multiple regression for insurance relativity analysis. Generalized linear modeling (see Generalized Linear
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Models) relaxes some of these restrictions on multiple regressions, such as the additivity of the factors,
the normal distribution of the error terms, and uniform variance of the error terms. European actuaries
commonly derive rate relativities using generalized
linear modeling, and many US insurers are following
their lead.

ployers to eliminate workplace hazards; rate
credits for safety equipment encourages homeowners to install fire extinguishers.
3. Risk classification promotes social welfare by
making insurance coverage more widely available; regulatory tampering with classification
rules creates market dislocations.

Criticism

Actuaries generally base class relativities on insurance data, augmented by information from other
sources; for example,

Risk classification systems are not efficient; that is,
they explain only a fraction of the loss differences
among insureds. The SRI estimated that private passenger automobile classification systems explain no
more than 25 to 30% of the variance in auto accidents and noted that higher efficiency could hardly
be expected. Causes of auto accidents include random
loss fluctuations and high cost classification dimensions, such as drinking and sleep deprivation.
Risk classification may have substantial social
welfare benefits, in addition to the competitive advantages it gives to insurers.
1. Higher-rated insureds are less likely to engage
in the risky activity: adolescents are less likely
to drive if their insurance premiums are high;
high-risk employers, such as underground coal
mines, may close down; firms choose delivery
employees who are safe drivers; builders choose
sound building materials and are less likely to
build along hurricane areas (coasts) and in floodplains.
2. Risk classification provides incentives for risk
reduction: merit rating in auto insurance encourages adherence to traffic regulations; experiencerating in workers’ compensation encourages em-

1. Windstorm and earthquake relativities are based
on meteorologic or geologic data.
2. Relativities for health coverage are based on clinical studies; insurance experience is less valuable
because of the rapid changes in medical care.
Two long-term trends will influence the future use
of risk classification by insurers. On the one hand,
society is learning that actuarially determined classes
are not arbitrary but reflect true indicators of risk; this
bodes well for the acceptance of classification systems. On the other hand, insurers are becoming ever
more proficient at quantifying risk. For example, individual health insurance may not be stable if insurers
ascertain each applicant’s susceptibility to disease by
genetic testing (see Genetics and Insurance), and
private insurance markets may be difficult to sustain. As actuaries refine their models, they must heed
the unease of many consumers with being marked as
high-risk insureds.
(See also Risk Classification, Practical Aspects)
SHOLOM FELDBLUM

Risk Statistics

the threshold represents surplus, the expected policyholder deficit is the expected value of losses that
cannot be funded by surplus. EPD is calculated as

Risk statistics can be broadly defined as numbers that
provide measures of risk (see Risk Measures). Risk
statistics can be separated into two broad categories:
those that measure variability (two-sided measures)
and those that measure the variability in downside
results (one-sided measures). Risk statistics are commonly used in insurance for deriving profit margins
in pricing.

Two-sided Risk Statistics
Two-sided measures are important when one is concerned with any variations from expectations whether
they are good or bad. One could argue that a publicly traded company, when taking a long-term view,
would want to look at both upside and downside deviations from expectations, as a particularly good result
in one period might be difficult to improve upon
in future periods. Typical two-sided risk measures
include variance and standard deviation. Variance is
calculated as
σ 2 = E[(x − µ)2 ],

(1)

where µ is the mean of the random variable x.
Standard deviation is the square root of the
variance.

(3)

where τ is the threshold. This risk measure is equal
to the risk premium for the unlimited stop-loss cover
in excess of τ (see Stop-loss Reinsurance; Stop-loss
Premium).
VaR represents the value at a stated probability
level. For example, the probability that losses will
exceed the VaR@1% is equal to 1%. The 1% probability level represents the loss in the scenario for
which 99% of the scenarios produce more favorable
results and 1% of the scenarios produce more adverse
results.
TVaR represents the expected value of losses
given that losses exceed some threshold. Whereas
EPD only includes the portion of loss in excess of
the threshold, TVaR includes the amount up to the
threshold and the portion in excess thereof. TVaR is
calculated as
TVaR = E[x|x > τ ],

(4)

where τ is the threshold. We have the relation
EPD = Pr(x > τ )TVaR − τ.

(5)

Risk Statistics for Determining Profit
Margins

One-sided Risk Statistics
One-sided measures are important when one is concerned with either only favorable or only adverse
deviations from expectations. Common one-sided
risk measures include semivariance, expected policyholder deficit (EPD), value-at-risk (VaR) and tail
value-at-risk (TVaR).
Semivariance is the same as variance, but only
considers the portion of the distribution below the
mean. It is calculated as
Semivariance = E[(x − µ)2 |x < µ].

EPD = E[max(0, x − τ )],

(2)

Policyholder deficit for a single scenario represents
the amount (if any) by which the observed value
exceeds a threshold. EPD is the individual deficits
weighted by their respective probabilities. In the case
in which the scenarios represent operating results and

Risk statistics are commonly used in insurance for
determining profit margins in pricing. In some approaches, the profit margin is determined as a function
of a risk measure. In one such approach, the profit
margin is determined as a factor, sometimes called
a reluctance factor, times the variance or standard
deviation of the loss distribution.
In other approaches, a risk measure is used to
allocate capital to each business unit and the profit
margin is the product of a required rate of return
and the allocated capital (see Capital Allocation for
P&C Insurers: A Survey of Methods). Some risk
measures, such as TVaR, have the property that the
sum of the risk measures across all business units
is equal to the value of the risk measure for the
business units combined into a single large business.
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This property is key to the concept of coherence for
a risk measure.
For many risk measures, the sum of the risk
measures across a group of business units is greater
than the value of the risk measure for the combination
of the same group of units (see [1]). The difference is
the reduction in risk from diversification. When using
risk measures such as variance for capital allocation,
capital is commonly allocated to units in proportion
to the ratio of the risk measure for the specific unit
to the sum of risk measures for all of the units in
combination. When using EPD for capital allocation,
capital is usually allocated so the EPD as a percentage
of expected loss is equalized across all units after
including the allocated capital.
The characteristic of these risk allocations that distinguishes between those that are additive (sum of
unit risk measures equals the value of the risk measure for the combination of all units) and those that
are not is the choice of scenarios meeting the condition. In EPD and other similar allocation measures,
the condition of whether the threshold is exceeded is
determined separately for each unit and the thresh-

old is selected so the allocations add to the total. If a
business unit is subdivided, it may change the threshold and therefore the allocation of all units. As such,
the sum of the allocations for the subdivided unit may
not add to the allocation for the entirety of the unit. In
TVaR, the determination of whether a scenario meets
the condition is determined based on the results for
all of the units in combination, not for the individual unit, so subadditivity is always maintained. Under
either type of approach, the allocation for an individual line reflects its interrelationship with the results
for the entire book.

Reference
[1]

Artzner, P., Delbaen, F., Eber, J.M. & Heath, D. (1997).
Thinking coherently, RISK 10, 68–71.

(See also Risk Measures; Value-at-risk)
SUSAN WITCRAFT

Robustness
Introduction
When applying a statistical method in practice, it
often occurs that some observations deviate from the
usual assumptions. However, many classical methods
are sensitive to outliers. The goal of robust statistics
is to develop methods that are robust against the
possibility that one or several unannounced outliers
may occur anywhere in the data. We will focus on
the linear regression model
yi = β0 + β1 xi1 + · · · + βp xip + ei

(1)

for i = 1, . . . , n, where yi stands for the response
variable and xi1 to xip are the regressors (explanatory variables). The constant term is denoted by β0 .
Classical theory assumes the ei to have a Gaussian
distribution with mean 0 and variance σ 2 . We want to
estimate β0 , β1 , . . . , βp and σ from n observations of
the form (xi1 , . . . , xip , yi ). Applying a regression estimator to the data yields p + 1 regression coefficients
β̂0 , . . . , β̂p . The residual ri of case i is defined as
ri (β̂0 , . . . , β̂p ) = yi − (β̂0 + β̂1 xi1 + · · · + β̂p xip ).
(2)
The classical least squares (LS) regression
method of Gauss and Legendre computes the
(β̂0 , . . . , β̂p ) that minimizes the sum of squares of
the ri (β̂0 , . . . , β̂p ). Formally, this can be written as
minimize

n


(β̂0 , . . . , β̂p ) i=1

ri2 .

(3)

The LS criterion allows to compute the coefficients
explicitly from the data and is optimal if the errors ei
follow a Gaussian distribution. More recently however, people have realized that actual data often do
not satisfy Gauss’ assumptions, and this can have dramatic effects on the LS results.
In our terminology, regression outliers are observations that do not obey the linear pattern (1) formed
by the majority of the data. Such a point may have
an unusual yi or an unusual (xi1 , . . . , xip ), or both.
In order to illustrate the effect of regression outliers
we start by taking an example of simple regression (p = 1), where the phenomena are most easily

interpreted. For this, we consider the ‘Wages and
Hours’ data set obtained from the DASL library
(http://lib.stat.cmu.edu/DASL/). The data are from
a national sample of 6000 households with a male
head earning less than $15 000 annually in 1966. The
data were classified into 28 demographic groups.
The study was undertaken to estimate the labor supply, expressed in average hours worked during the
year. Nine independent variables are provided, among
which is the average age of the respondents. Let
us start by concentrating on the relation between
y = labor supply and x = average age of the respondents (we will consider more regressors later on). The
scatter plot in Figure 1(a) clearly shows two outliers.
If the measurements are correct, the people under
study in Group 3 are on average very young compared to the others, whereas the age in Group 4 is
on average very high. We do not know whether these
numbers are typing errors or not, but it is clear that
these groups deviate from the others and can be considered as regression outliers.
Applying LS to these data yields the line y =
β̂0 + β̂1 x in Figure 1(a). It does not fit the main data
well because it attempts to fit all the data points.
The line is attracted by the two outlying points and
becomes almost flat.
We say that an observation (xi , yi ) is a leverage
point when its xi is outlying, as is clearly the case
for points 3 and 4. The term ‘leverage’ comes from
mechanics, because such a point pulls the LS solution
toward it. Note that leverage points are more likely
to occur in observational studies (where the xi are
observed, as in this example) than in designed experiments (although some designs do contain extreme
points, and there can be data entry errors in xi ).
The LS method estimates σ from its residuals ri
using


n


1
r 2,
(4)
σ̂ = 
n − p − 1 i=1 i
where p is again the number of regressors (one in
this example). We can then compute the standardized
residuals ri /σ̂ . One often considers observations for
which |ri /σ̂ | exceeds the cutoff 2.5 to be regression
outliers (because values generated by a Gaussian
distribution are rarely larger than 2.5σ ), whereas the
other observations are thought to obey the model.
In Figure 1(b) this strategy fails: the standardized LS
residuals of all 28 points lie inside the tolerance band
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Figure 1 Wages and Hours data: (a) scatterplot of 28 points with LS line; (b) their LS residuals fall inside the tolerance
band; (c) same points with LTS line; (d) their LTS residuals indicate the two extreme outliers

between −2.5 and 2.5. There are two reasons why
this plot hides (masks) the outliers:
1. the two leverage points in Figure 1(a) have
attracted the LS line so much that they have small
residuals ri from it;
2. the LS scale estimate σ̂ computed from all 28
points has become larger than the scale of the 26
regular points.
In general, the LS method tends to produce normallooking residuals even when the data themselves
behave badly.
Of course, in simple regression this is not a big
problem since one should first look at a scatter

plot of the (xi , yi ) data. But in multiple regression
(larger p) this is no longer possible, and residual
plots become an important source of information –
imagine seeing Figure 1(b) only. Since most of the
world’s regressions are carried out routinely, many
results must have been affected or even determined
by outliers that remained unnoticed.

Measures of Robustness
In any data set, we can displace the LS fit as much
as we want by moving a single data point (xi , yi ) far
enough away. This little experiment can be carried
out with any statistical package, as also for multiple

Robustness
regressions. On the other hand, we will see that there
are robust regression methods that can resist several
outliers.
A rough but useful measure of robustness is the
breakdown value that was introduced by Hampel [44]
and recast in a finite-sample setting by Donoho and
Huber [40]. Here we will use the latter version. Consider a data set Z = {(xi1 , . . . , xip , yi ); i = 1, . . . , n}
and a regression estimator T . Applying T to Z yields
a vector (β̂0 , . . . , β̂p ) of regression coefficients.
Now consider all possible contaminated data sets
Z  obtained by replacing any m of the original
observations by arbitrary points. This yields the
maxbias:
maxbias(m; T , Z) := sup T (Z  ) − T (Z),
Z

(5)

where  · · ·  is the Euclidean norm. If m outliers can
have an arbitrarily large effect on T , it follows that
maxbias(m; T , Z) = ∞, hence T (Z  ) becomes useless. Therefore the breakdown value of the estimator
T at the data set Z is defined as
m

; maxbias(m; T , Z) = ∞ .
εn∗ (T , Z) := min
n
(6)
In other words, it is the smallest fraction of contamination that can cause the regression method T to run
away arbitrarily far from T (Z). For many estimators
εn∗ (T , Z) varies only slightly with Z and n, so that we
can denote its limiting value (for n → ∞) by ε∗ (T ).
How does the notion of breakdown value fit in
with the use of statistical models such as (1)? We
essentially assume that the data form a mixture, of
which a fraction (1 − ε) was generated according
to (1), and a fraction ε is arbitrary (it could even be
deterministic, or generated by any distribution). In
order to be able to estimate the original parameters
β0 , . . . , βp , we need that ε < ε∗ (T ). For this reason,
ε∗ (T ) is sometimes called the breakdown bound
of T .
For least squares, we know that one outlier may
be sufficient to destroy T . Its breakdown value is thus
εn∗ (T , Z) = 1/n; hence ε∗ (T ) = 0. Estimators T with
ε∗ (T ) > 0 are called positive-breakdown methods.
The maxbias curve and the influence function
are two other important measures of robustness that
complement the breakdown value. The maxbias curve
plots the maxbias (5) of an estimator T as a function
of the fraction ε = m/n of contamination. The
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influence function measures the effect on T of adding
a small mass at a specific point z = (x1 , . . . , xp , y)
(see [46]). Suppose that the data set Z is a sample
from the distribution H . If we denote the point mass
at z by z and consider the contaminated distribution
Hε,z = (1 − ε)H + εz , then the influence function
is given by
IF (z; T , H ) = lim
ε↓0

=

T (Hε,z ) − T (H )
ε

∂
T (Hε,z )| .
ε=0
∂ε

(7)

Robust estimators ideally have a bounded influence
function, which means that a small contamination at
a certain point can only have a small effect on the
estimator.

Robust Regression
Let us first consider the simplest case (p = 0) in
which the model (1) reduces to the univariate location problem yi = β0 + ei . The LS method (3) yields
the sample average T = β̂0 = avei (yi ) with again
ε∗ (T ) = 0%. On the other hand, it is easily verified
that the sample median T := medi (yi ) has ε∗ (T ) =
50%, which is the highest breakdown value attainable
(for a larger fraction of contamination, no method
can distinguish between the original data and the
replaced data). Estimators T with ε∗ (T ) = 50%, like
the univariate median, will be called high-breakdown
estimators.
The first high-breakdown regression method was
the repeated median estimator, which computes univariate medians in a hierarchical way [127]. The
repeated median has been studied in [49, 50, 109,
114]. However, in multiple regression (p ≥ 2), the
repeated median estimator is not equivariant, in the
sense that it does not transform properly under linear
transformations of (xi1 , . . . , xip ).
To construct a high-breakdown method that is still
equivariant, we modify the LS criterion (3) as
minimize

h

(r 2 )i:n ,

(8)

(β̂0 , . . . , β̂p ) i=1

where (r 2 )1:n ≤ (r 2 )2:n ≤ · · · ≤ (r 2 )n:n are the ordered squared residuals (note that the residuals are
first squared and then ordered). This yields the least
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trimmed squares method (LTS) proposed by Rousseeuw [105]. Since criterion (8) does not count the
largest squared residuals, it allows the LTS fit to steer
clear of outliers. For the default setting h ≈ n/2, we
find ε∗ (LTS ) = 50%, whereas for larger h we obtain
ε∗ (LTS ) ≈ (n − h)/n. For instance, the usual choice
h ≈ 0.75 n yields breakdown value ε∗ (LTS ) = 25%.
When using LTS regression, σ can be estimated
by

 h
1 
(r 2 )i:n ,
(9)
σ̂ = ch,n 
h i=1
where ri are the residuals from the LTS fit, and ch,n
makes σ̂ consistent and unbiased at Gaussian error
distributions [100]. Note that the LTS scale estimator
σ̂ is itself highly robust [29]. Therefore, we can
identify regression outliers by their standardized LTS
residuals ri /σ̂ .
In regression analysis inference is very important. The LTS by itself is not suited for inference
because of its relatively low finite-sample efficiency.
This can be resolved by carrying out a reweighted
least squares (RLS) step, as proposed in [105]. To
each observation i one assigns a weight wi based
on its standardized LTS residual ri /σ̂ , for example,
by putting wi := w(|ri /σ̂ |), where w is a decreasing
continuous function. A simpler way, but still effective, is to put wi = 1 if |ri /σ̂ | ≤ 2.5 and wi = 0
otherwise. Either way, the RLS fit (β̂0 , . . . , β̂p ) is
then defined by
minimize

n


(β̂0 , . . . , β̂p ) i=1

wi ri2 ,

(10)

which can be computed quickly. The result inherits
the breakdown value, but is more efficient and yields
all the usual inferential output such as t-statistics,
F -statistics, an R 2 statistic, and the corresponding
p-values. These p-values assume that the data with
wi = 1 come from the model (1) whereas the data
with wi = 0 do not, as in the data mixture discussed
below (6). Another approach that avoids this assumption is the robust bootstrap [123].
Let us reanalyze the Wages and Hours data in this
way. Figure 1(c) shows the (reweighted) LTS line,
which fits the majority of the data points well without
being attracted by the two outlying points. On the plot
of the standardized LTS residuals (Figure 1d), we see
that most points lie inside the tolerance band while

3 and 4 stick out. This structure was not visible in
the harmless-looking LS residuals of the same data
(Figure 1b).
It should be stressed that high-breakdown regression does not ‘throw away’ a portion of the data.
Instead, it finds a majority fit, which can then be used
to detect the actual outliers (of which there may be
many, a few, or none at all). Also, the purpose is not
to delete and forget the points outside the tolerance
band, but to study the residual plot in order to find out
more about the data than what we expected to see.
We have used the above example of simple
regression to explain the behavior of LTS and the
corresponding residuals. Of course, the real challenge
is multiple regression where the data are much harder
to visualize. Let us now consider all the regressors
of the Wages and Hours data set in order to model
labor supply more precisely. First, we eliminated the
sixth variable (average family asset holdings) because
it is very strongly correlated with the fifth variable
(average yearly nonearned income). The Spearman
correlation, which is more robust than Pearson’s
correlation coefficient, between x5 and x6 is ρS =
0.98. Then we performed a reweighted LTS analysis,
which yielded high p-values for the third and the
fifth variable; hence we removed those variables from
the linear model. The final model under consideration
thus contains six explanatory variables: x2 = average
hourly wage, x4 = average yearly earnings of other
family members (besides spouse), x7 = average age
of respondent, x8 = average number of dependents,
x9 = percent of white respondents, and x10 = average
highest grade of school completed. We cannot just
plot these seven-dimensional data, but we can at
least look at residual plots. Figure 2(a) shows the
standardized LS residuals, all of which lie within the
tolerance band. This gives the impression that the data
are outlier-free. The LTS residual plot in Figure 2(b)
stands in sharp contrast with this, by indicating that
cases 3, 4, 22, and 24 are outlying. Note that the LTS
detects the outliers in a single blow.
The main principle is to detect outliers by
their residuals from a robust fit (as in Figures 1d
and 2b), whereas LS residuals often hide the outliers
(Figures 1b and 2a). When analyzing data it is
recommended to perform an LTS fit in the initial
stage because it may reveal an unexpected structure
that needs to be investigated, and possibly explained
or corrected. A further step may be to transform the
model (see, e.g. [17]).
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Wages and Hours data: (a) residuals from LS fall inside the tolerance band; (b) residuals from LTS reveal

Remark Detecting several outliers (or, equivalently, fitting the majority of the data) becomes intrinsically tenuous when n/p is small because some
data points may be nearly coplanar by chance. This
is an instance of the ‘curse of dimensionality’. In
order to apply any method with 50% breakdown, it
is recommended that (n/p) > 5. For small n/p, it
is preferable to use a method with lower breakdown
value such as the LTS (8) with h ≈ 0.75 n, for which
ε∗ (LTS ) = 25%. This is also what we did in the analysis of the Wages and Hours data.
Recently, a fast algorithm has been constructed
to compute the LTS [120]. A stand-alone program
and a Matlab implementation of FAST-LTS are available from the website http://www.agoras.ua.ac.be.
The LTS has been incorporated in SAS (version 9)
and SAS/IML (version 7). The LTS is also available
in S-PLUS as the built-in function ltsreg.
Whatever software is used, LTS takes more computer time than the classical LS, but the result often
yields information that would otherwise remain hidden. Also note that the user does not have to choose
any tuning constants or starting values.

Detecting Leverage Points Using MCD
In a linear regression model (1) a data point
(xi1 , . . . , xip , yi ) with outlying xi = (xi1 , . . . , xip )

plays a special role because changing the coefficients
β̂0 , . . . , β̂p slightly can give case i a large
residual (2). Therefore, the LS method gives priority
to approaching such a point in order to minimize the
objective function (3). This is why the two outlying
points in Figure 1(a) have the force to tilt the LS line.
In general, we say that a data point (xi , yi ) is
a leverage point if its xi is an outlier relative to
the majority of the set X = {x1 , . . . , xn }. Detecting
outliers in the p-dimensional data set X is not trivial,
especially for p > 2 when we can no longer rely on
visual inspection. Note that multivariate outliers are
not necessarily outlying in either of the coordinates
individually, and it may not be sufficient to look at
all plots of pairs of variables.
A classical approach is to compute the Mahalanobis distance

MD(xi ) = (xi − x)(Cov(X))−1 (xi − x)t (11)
of each xi . Here x is the sample mean of the data set
X, and Cov(X) is its sample covariance matrix. The
distance MD(xi ) should tell us how far away xi is
from the center of the cloud, relative to the size of
the cloud. It is well-known that this approach suffers
from the masking effect, by which multiple outliers
do not necessarily have a large MD(xi ).
To illustrate this effect, we consider two variables
from the Wages and Hours data set: x2 = wages and

6

Robustness

1600
MCD

6
Robust distance

Earnings.spouse

1400
1200
1000
800
600
400

4

2

COV
24

22
2.0

0
2.5

3.0
Wage

3.5

4.0

(a)

0

2
4
6
Mahalanobis distance

(b)

Figure 3 Wages and Hours data: (a) classical and robust tolerance ellipse (97.5%); (b) corresponding Mahalanobis and
robust distances

x3 = average yearly earnings of spouse. Figure 3(a)
shows the data points xi = (xi2 , xi3 ) together with
the classical 97.5% tolerance ellipse computed from
x and Cov(X). It is defined asthe set of points
 whose
2
2
Mahalanobis distance equals χp,0.975 = χ2,0.975
=
2.72. We see that the two outlying points (22 and 24)
have attracted x and, even worse, they have inflated
Cov(X) in their direction. On the horizontal axis of
Figure 3(b), we have plotted the MD(xi ) of all the
data points, with the cutoff value 2.72. We see that
the Mahalanobis distance of observations 22 and 24
hardly exceeds this cutoff value, although these points
are very different from the bulk of the data. It would
thus seem that there are no strong leverage points.
This is caused by the nonrobustness of x and Cov(X).
The most commonly used statistics to flag leverage
points have traditionally been the diagonal elements
hii of the hat matrix. These are equivalent to the
MD(xi ) because of the monotone relation
hii =

1
(MD(xi ))2
+ .
n−1
n

(12)

Therefore, the hii are masked whenever the MD(xi )
are.
To obtain more reliable leverage diagnostics, it
seems natural to replace x and Cov(X) in (11) by
positive-breakdown estimators T (X) and C(X). The
breakdown value of a multivariate location estimator
T is defined by (5) and (6) with X and X  instead of

Z and Z  . A scatter matrix estimator C is said to break
down when the largest eigenvalue of C(X  ) becomes
arbitrarily large or the smallest eigenvalue of C(X  )
comes arbitrarily close to zero. The estimator (T , C)
also needs to be equivariant under shifts and linear
transformations of (xi1 , . . . , xip ). The first such highbreakdown estimator was proposed independently
by Stahel [130] and Donoho [38], and investigated
by [83, 138].
Here we will use the Minimum Covariance
Determinant estimator (MCD) proposed by [105,
106]. The MCD looks for the h observations of which
the empirical covariance matrix has the smallest
possible determinant. Then T (X) is defined as the
average of these h points, and C(X) is a certain
multiple of their covariance matrix. We take h ≥
n/2. The MCD estimator has breakdown value
ε∗ (MCD) ≈ (n − h)/n just like the LTS regression
in the section ‘Robust Regression’ and the influence
function of the MCD is bounded [24].
On the basis of these robust estimates, Rousseeuw
and Leroy [112] introduced the robust distances
given by

RD(xi ) = (xi − T (X))(C(X))−1 (xi − T (X))t .
(13)
These distances can be used to flag outliers or to
perform a reweighting step, just as for the LTS
regression. In general, we can weigh each xi by

Robustness
vi = v(RD(x
 i )), for instance, by putting vi = 1 if
2
and vi = 0 otherwise. The resultRD(xi ) ≤ χp,0.975
ing one-step reweighted mean and covariance matrix
n


T1 (X) =

i=1
n


C1 (X) =

Combining the notions of regression outliers and
leverage points, we see that four types of observations
may occur in regression data:

•
•

vi

i=1
n


Diagnostic Display

•

v i xi

•

vi (xi − T1 (X)) (xi − T1 (X))
t

i=1
n


(14)
vi

−1

i=1

have a better finite-sample efficiency than the MCD.
The updated robust distances RD(xi ) are then
obtained by inserting T1 (X) and C1 (X) into (13).
Figure 3(a) shows the 97.5% tolerance ellipse
based on the MCD. It clearly excludes the observations 22 and 24 and its shape reflects the covariance
structure of the bulk of the data much better than the
empirical covariance matrix does. Equivalently, we
see on the vertical axis in Figure 3(b) that the robust
distances RD(xi ) of the outlying points lie considerably above the cutoff, flagging them as important
leverage points.
The robust distances RD(xi ) become of course
even more useful for p ≥ 3, when we can no longer
plot the points xi = (xi1 , . . . , xip ). This will be illustrated in the section ‘Diagnostic Display’.
Because the MCD estimator, the robust distances
RD(xi ) and the one-step reweighted estimates (14)
depend only on the x-data, they can also be computed
in data sets without a response variable yi . This
makes them equally useful to detect one or several
outliers in an arbitrary multivariate data set [6, 37].
For some examples see [119, 121].
The MCD and the corresponding RD(xi ) can
be computed very fast with the FAST-MCD algorithm [119]. A stand-alone program and a Matlab version can be downloaded from the website
http://www.agoras.ua.ac.be. The MCD is available in
the package S-PLUS as the built-in function cov.mcd
and has also been included in SAS Version 9 and
SAS/IML Version 7. These packages provide the onestep reweighted MCD estimator (14).

7

regular observations with internal xi and wellfitting yi ;
vertical outliers with internal xi and nonfitting yi ;
good leverage points with outlying xi and wellfitting yi ;
bad leverage points with outlying xi and nonfitting yi .

Figure 4(a) gives an illustration in simple regression. In general, good leverage points are beneficial
since they can improve the precision of regression
coefficients. Bad leverage points are harmful because
they can change the LS fit drastically.
In the preceding sections, regression outliers have
been detected with standardized LTS residuals ri /σ̂ ,
and leverage points were diagnosed by robust distances RD(xi ) based on the MCD. Rousseeuw and
van Zomeren [121] proposed a new display that plots
robust residuals ri /σ̂ versus robust distances
 RD(xi ),
2
by
and indicates the cutoffs +2.5, −2.5 and χp,0.975
horizontal and vertical lines. Figure 4(b) shows this
diagnostic display for the simple regression example
of Figure 4(a). It automatically classifies the observations into the four types above.
Consider now the Wages and Hours regression
model with p = 6 explanatory variables, as in the
section ‘Robust Regression’. The robust diagnostic
plot is shown in Figure 5(a). It shows at once that
case 19 is a vertical outlier, that cases 8 and 20
are good leverage points, and that there are four bad
leverage points (observations 3, 4, 22, and 24). We
can compare this figure with the classical diagnostic
plot in Figure 5(b), which displays the LS residuals
versus Mahalanobis distances. From this plot, we
would conclude that cases 3 and 4 are good leverage
points that fit the model well. This example again
illustrates how the LS estimator can mask outliers.

Other Robust Methods
The earliest systematic theory of robust regression
was based on M-estimators [52, 53], given by
minimize

n


(β̂0 , . . . , β̂p ) i=1

ρ

ri
,
σ̂

(15)
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18
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14
12
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Figure 4 (a) Simple regression data with points of all four types; (b) diagnostic display of these data with vertical line at
2
= 2.24
the cutoff χ1,0.975
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1
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Figure 5 (a) Robust diagnostic plot of the Wages and Hours data set with vertical line at
diagnostic plot of the Wages and Hours data set

where ρ(t) = |t| yields least absolute values (L1 )
regression as a special case. For general ρ, one
needs a robust σ̂ to make the M-estimator equivariant
under scale factors. This σ̂ either needs to be
estimated in advance or estimated jointly with
(β̂0 , . . . , β̂p ) (see [53], page 179). The study of Mestimators started for one-dimensional statistics [51]
and tests [46], Chapter 3 and was then extended to
linear models as above and tests [124]. Also for
multivariate location and scatter M-estimators [77],

2

Mahalanobis distance


2
χ6,0.975
= 3.80; (b) classical-type

and corresponding tests [136, 137] have been
studied. See [46, 53] for a detailed overview on
the theory of M-estimators. Unlike M-estimators,
scale equivariance holds automatically for Restimators [62] and L-estimators [65] of regression.
The breakdown value of all regression M-, L-, and
R-estimators is 0% because of their vulnerability to
bad leverage points. If leverage points cannot occur,
as in fixed design studies, a positive breakdown value
can be attained; see [92, 95].

Robustness
The next step was the development of generalized M-estimators (GM-estimators), with the purpose
of bounding the influence of outlying (xi1 , . . . , xip )
by giving them a small weight. This is why GMestimators are often called bounded influence methods. A survey is given in [46], Chapter 6. Both Mand GM-estimators can be computed by iteratively
reweighted LS or by the Newton–Raphson algorithm. Unfortunately, the breakdown value of all GMestimators goes down to zero for increasing p, when
there are more opportunities for outliers to occur [79].
Similarly, bounded influence R-estimators have been
developed [97].
In the special case of simple regression (p =
1), several earlier methods exist, such as the
Brown–Mood line, Tukey’s resistant line, and the
Theil–Sen slope. These methods are reviewed
in [112], Section 2.7 together with their breakdown
values.
For multiple regression, the Least Median of
Squares (LMS) of Rousseeuw [105] (see also [45],
p. 380) and the LTS described above were the
first equivariant methods to attain a 50% breakdown value. (By choosing h in (8), any positive
breakdown value between 0% and 50% can be set
as well.) Their low finite-sample efficiency can be
improved by carrying out a one-step RLS fit (10)
afterwards. Another approach is to compute a onestep M-estimator starting from LMS or LTS, as proposed by Rousseeuw [105], which also maintains the
breakdown value and yields the same asymptotic efficiency as the corresponding M-estimator. In order to
combine these advantages with those of the bounded
influence approach, it was later proposed to follow the
LMS or LTS by a one-step GM-estimator (see [20,
128, 129]). For tests and variable selection in this
context see [75, 76, 103, 104].
A different approach to improving on the
efficiency of the LMS and the LTS is to replace their
objective functions by a more efficient scale estimator
applied to the residuals ri . This direction has led
to the introduction of efficient positive-breakdown
regression methods, such as S-estimators [122], MMestimators [145], τ -estimators [147], a new type
of R-estimators [48], generalized S-estimators [30],
CM-estimators [90], generalized τ -estimators [41],
and high breakdown rank estimators [18].
To extend the good properties of the median to
regression, Rousseeuw and Hubert [111] introduced
the notion of regression depth and deepest regression.
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The deepest regression estimator has been studied
by [5, 117, 139, 140]. It also leads to robust
regression quantiles [2].
The development of robust estimators of multivariate location and scatter often paralleled that
of robust regression methods. Multivariate M-estimators [77] have a relatively low breakdown value
due to possible implosion of the estimated scatter matrix [46], page 298. Together with the MCD
estimator, Rousseeuw [105, 106] also introduced
the Minimum Volume Ellipsoid MVE. Rigorous
asymptotic results for the MCD and the MVE are
given by [14, 35]. Davies [36] also studied one-step
M-estimators. The breakdown value and asymptotic
properties of one-step reweighted estimators (14)
have been obtained by [69, 70]. Other classes of
robust estimators of multivariate location and scatter
include S-estimators [34, 112], CM-estimators [64],
τ -estimators [68], MM-estimators [134], and estimators based on multivariate ranks or signs [143]. To
extend the median to multivariate location, depthbased estimators have been proposed and studied
by [39, 67, 115, 116, 152–154]. Other extensions of
the median have been proposed by [93, 98]. Methods based on projection pursuit have been studied
in [32, 54].
Since estimating the covariance matrix is the cornerstone of many multivariate statistical methods,
robust covariance estimators have also led to robust
multivariate methods such as robust multivariate testing [144], principal components analysis [25, 57, 58],
regression [23, 33, 80], multivariate regression [4,
84, 118], factor analysis [99], canonical correlation
analysis [22], discriminant analysis [21, 59], principal component regression [61], and partial least
squares [60].
Maxbias curves have been studied in [1, 3, 9, 26,
28, 30, 31, 47, 83, 87, 88, 107, 108, 146]. The search
for multivariate scatter methods with low maxbias
curve has led to new types of projection estimators [81]. Related projection methods for regression
were proposed in [82].
Robust methods have been developed for general
linear models such as logistic regression [10, 16, 19,
27] and regression models with binary predictors [56,
85]. Several proposals have been made to detect
outliers in contingency tables [55, 126, 135]. For generalized linear models, robust approaches have been
proposed in [15, 66, 74, 96] and robust nonlinear
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regression has been studied in [132, 133]. Extensions of depth to nonlinear regression are introduced
in [91]. Robust estimators for error-in-variables have
been considered in [78, 148, 150, 151]. A general overview of applications of robustness is presented in [117]. Some recent books on robustness
include [63, 89, 101, 131].

[6]

[7]

Application in Actuarial Sciences
[8]

Applications of robust regression in actuarial sciences
and economics have been given in [102, 110, 113,
149]. Bounded-influence estimators for excess-of-loss
premiums, stop-loss premiums and ruin probabilities are proposed in [73].
Robustness in time series analysis and econometrics has been studied in [13, 42, 71, 86, 94, 141,
142]. Robust estimation of the autocovariance function, with applications to monthly interest rates of a
bank, is considered in [72].
Robust fitting of log-normal distributions is discussed in [125]. To robustly estimate the tail index
of Pareto and Pareto-type distributions, methods have
been proposed in [7, 11, 12].
The idea of ε-contaminated model distributions [7]
can be extended to ε-contaminated prior distributions in Bayesian analysis [8]. The application of
robust Bayesian analysis to measure the sensitivity
with respect to the prior of the Bayesian premium for
the Esscher principle in the Poisson–Gamma model
is presented in [43].

[9]

[10]

[11]

[12]

[13]

[14]

[15]
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Lopuhaä, H.P. & Rousseeuw, P.J. (1991). Breakdown
points of affine equivariant estimators of multivariate
location and covariance matrices, The Annals of Statistics 19, 229–248.
Lucas, A. & Franses, P. (1998). Outlier detection
in cointegration analysis, Journal of Business and
Economic Statistics 16, 459–468.
Ma, Y. & Genton, M. (2000). Highly robust estimation
of the autocovariance function, Journal of Time Series
Analysis 21, 663–684.

[73]

[74]

[75]

[76]

[77]

[78]

[79]

[80]

[81]

[82]

[83]

[84]

[85]

[86]

[87]

[88]
[89]
[90]

Marceau, E. & Rioux, J. (2001). On robustness in
risk theory, Insurance: Mathematics and Economics 29,
167–185.
Markatou, M., Basu, A. & Lindsay, B.G. (1998).
Weighted likelihood equations with bootstrap root
search, Journal of the American Statistical Association
93, 740–750.
Markatou, M. & He, X. (1994). Bounded influence
and high breakdown point testing procedures in linear
models, Journal of the American Statistical Association
89, 543–549.
Markatou, M. & Hettmansperger, T.P. (1990). Robust
bounded-influence tests in linear models, Journal of the
American Statistical Association 85, 187–190.
Maronna, R.A. (1976). Robust M-estimators of
multivariate location and scatter, The Annals of
Statistics 4, 51–67.
Maronna, R.A. (2003). Principal components and
orthogonal regression based on robust scales, submitted.
Maronna, R.A., Bustos, O. & Yohai, V.J. (1979). Biasand efficiency-robustness of general M-estimators for
regression with random carriers, in Smoothing Techniques for Curve Estimation, T. Gasser & M. Rosenblatt, eds, Lecture Notes in Mathematics No. 757,
Springer-Verlag, New York, pp. 91–116.
Maronna, R.A. & Morgenthaler, S. (1986). Robust
regression through robust covariances, Communications in Statistics-Theory and Methods 15, 1347–1365.
Maronna, R.A., Stahel, W.A. & Yohai, V.J. (1992).
Bias-robust estimators of multivariate scatter based
on projections, Journal of Multivariate Analysis 42,
141–161.
Maronna, R.A. & Yohai, V.J. (1993). Bias-robust
estimates of regression based on projections, The
Annals of Statistics 21, 965–990.
Maronna, R.A. & Yohai, V.J. (1995). The behavior
of the Stahel-Donoho robust multivariate estimator,
Journal of the American Statistical Association 90,
330–341.
Maronna, R.A. & Yohai, V.J. (1997). Robust estimation
in simultaneous equations models, Journal of Statistical
Planning and Inference 57, 233–244.
Maronna, R.A. & Yohai, V.J. (2000). Robust regression
with both continuous and categorical predictors, Journal of Statistical Planning and Inference 89, 197–214.
Martin, R.D. & Yohai, V.J. (1986). Influence functionals for time series, The Annals of Statistics 14,
781–818.
Martin, R.D., Yohai, V.J. & Zamar, R.H. (1989). Minmax bias robust regression, The Annals of Statistics 17,
1608–1630.
Martin, R.D. & Zamar, R.H. (1993). Bias robust estimation of scale, The Annals of Statistics 21, 991–1017.
McKean, J.W. & Hettmansperger, T.P. (1998). Robust
Nonparametric Statistical Methods, Arnold, London.
Mendes, B. & Tyler, D.E. (1996). Constrained M
estimates for regression, in Robust Statistics; Data

Robustness

[91]
[92]

[93]

[94]

[95]
[96]

[97]

[98]

[99]

[100]

[101]
[102]

[103]

[104]

[105]

[106]

[107]

[108]

Analysis and Computer Intensive Methods, H. Rieder,
ed., Lecture Notes in Statistics No. 109, SpringerVerlag, New York, pp. 299–320.
Mizera, I. (2002). On depth and deep points: a calculus,
The Annals of Statistics 30, 1681–1736.
Mizera, I. & Müller, C.H. (1999). Breakdown points
and variation exponents of robust M-estimators in
linear models, The Annals of Statistics 27, 1164–1177.
Mosler, K. (2002). Multivariate Dispersion, Central Regions and Depth: The Lift Zonoid Approach,
Springer-Verlag, Berlin.
Muler, N. & Yohai, V.J. (2002). Robust estimates for
ARCH processes, Journal of Time Series Analysis 23,
341–375.
Müller, C.H. (1997). Robust Planning and Analysis of
Experiments, Springer-Verlag, New York.
Müller, C.H. & Neykov, N. (2003). Breakdown points
of trimmed likelihood estimators and related estimators
in generalized linear models, Journal of Statistical
Planning and Inference 116, 503–519.
Naranjo, J.D. & Hettmansperger, T.P. (1994). Bounded
influence rank regression, Journal of the Royal Statistical Society B 56, 209–220.
Oja, H. (1983). Descriptive statistics for multivariate distributions, Statistics and Probability Letters 1,
327–332.
Pison, G., Rousseeuw, P.J., Filzmoser, P. & Croux, C.
(2003). Robust factor analysis, Journal of Multivariate
Analysis 84, 145–172.
Pison, G., Van Aelst, S. & Willems, G. (2002). Small
sample corrections for LTS and MCD, Metrika 55,
111–123.
Rieder, H. (1994). Robust Asymptotic Statistics,
Springer-Verlag, New York.
Rieder, H. (1996). Estimation of mortalities, Blätter der
deutschen Gesellschaft für Versicherungsmathematik
22, 787–816.
Ronchetti, E., Field, C. & Blanchard, W. (1997).
Robust Linear Model Selection by Cross-Validation,
Journal of the American Statistical Association 92,
1017–1023.
Ronchetti, E. & Staudte, R.G. (1994). A robust version
of Mallows’s Cp , Journal of the American Statistical
Association 89, 550–559.
Rousseeuw, P.J. (1984). Least median of squares
regression, Journal of the American Statistical Association 79, 871–880.
Rousseeuw, P.J. (1985). Multivariate estimation with
high breakdown point, in Mathematical Statistics and
Applications, Vol. B, W. Grossmann, G. Pflug, I. Vincze
& W. Wertz, eds, Reidel Publishing Company, Dordrecht, pp. 283–297.
Rousseeuw, P.J. & Croux, C. (1993). Alternatives to
the median absolute deviation, Journal of the American
Statistical Association 88, 1273–1283.
Rousseeuw, P.J. & Croux, C. (1994). The bias of kstep M-estimators, Statistics and Probability Letters 20,
411–420.

[109]

[110]

[111]

[112]

[113]

[114]

[115]

[116]

[117]

[118]

[119]

[120]

[121]

[122]

[123]

[124]

13

Rousseeuw, P.J., Croux, C. & Hössjer, O. (1995).
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Screening Methods

The up-to-date literature in many areas of screening is reviewed in [3] and for early work see the
bibliography see [4].

AMS classification: 62C10, 62J02, 62L05, 90C08.
Screening may be understood easily through examples, some of which are of considerable human and
industrial importance. In a vaccine trial, many different vaccines are tried out on different patients to
find promising vaccines that may at a second stage be
tested more effectively. In another prominent medical
application, which originated with the mathematical
theory of group testing and more general screening
(see [2]), blood from a large number of patients is
mixed and tested for a particular disease. If the pooled
sample is disease-free, then every patient contributing to the pool can be eliminated as disease-free. In
commercial drug development, libraries of chemical
compounds may be tested automatically against biological targets, such as enzymes, in order to discover
their levels of activity. In classical fault detection,
a probe will test a product or group of products
for faults. Recent applications include DNA testing. Examples also arise in the popular mathematical
literature such as the bad penny problem: find the
bad penny (too heavy/light) from twelve pennies by
weighing on chemical balance scales. With this small
selection of problems, we already see the diversity of
the areas and we summarize these.
1. Experiments can be very expensive, as with live
animals testing, or cheaper as with testing software.
2. Outcomes can be various: binary (fault/no fault,
life/death etc) or continuous as with a measure
of activity of a chemical compounds.
3. Various error-rate criteria can be used such as
probability of detection, false negatives, false
positives.
4. Models. The outcomes may have a more or
less complex relationship to the inputs: chemical, biological, demographic, genetic, material.
Probability may enter in various ways: via errors,
prior distribution on parameters (Bayesian methods), or through randomizing designs.
5. Experimental design strategies are critical and
possibly complex: one-stage (static, nonadaptive), two-stage, multi-stage, full sequential, factorial, random, optimal, and so on.

Practical Screening
At the heart of screening lies the idea of a unit or a
group of units or a special descriptor for a unit or a
group of units. We use X for this description. There
are parameters θ, which define activity levels for the
population. An outcome Y is a function of X, θ and
the measurement errors ε:
Y = f (X, θ, ε)
A target T is a function of θ. For example, a target
may be all units with high activity levels. If there is
an additive measurement error, we write
Yi = f (Xi , θ) + εi

i = 1, . . . , N.

The experimental design is, in the simplest nonadaptive (one-stage) case, a set of X’s: DN = {X1 , . . . ,
XN }, where N is the sample size (length of the
design). We then write
Yi = f (Xi , θ) + εi

i = 1, . . . , N.

Notice that θ represents the activity level of the whole
base population. The special feature of screening
is that there is typically a very large set of basic
units so that a great care has to be taken to select
the experimental design to find the target. Finally,
θ may be given a prior distribution in a Bayesian
context.

Analysis and Performance Measures
As mentioned, the analysis task is to find a target
T (θ) from the data {Xi , Yi }N
i=1 . Another feature of
screening is that given the high dimensionality of the
parameter space in which θ lies, we may try to find
the target directly with an estimator T̂ rather than
indirectly as T (θ̂ ). An analogy is optimization: one
seeks a hill-climbing algorithm to find the maximum
of a function without needing to know its entire
shape.
The most common method of finding T is some
version of the maximum likelihood (MLE). The
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classical (non-Bayesian) version considers θ as unknown and estimates θ as
θ̂ = arg max p(Y | θ)
θ

where p(· | θ) is the joint distribution (or density) of
the data Y. When there are additional parameters φ
in the error distribution, such as variances, we may
need to write
(θ̂ , φ̂) = arg max p(Y | θ, φ).
θ,φ

The MLE for T is then T̂ = T (θ̂ ). In many cases,
it may be possible to derive T̂ directly. In large
combinatorial problems, computation of the MLE
can be very costly but there are alternatives that
perform almost as well as MLE but are much easier
to compute (see [5]). Let us consider two examples.
Example 1 Vaccine trial. An experiment consists of
testing n patients with each vaccine. The outcomes Yi
are the numbers of positive responses for vaccines i.
Let θi be the probability of a positive response for
this vaccine Yi ∼ binomial (θi , n).
Example 1 Binary group testing. A set of n items
is given and the target T is a subset of t defectives.
The prior distribution on the defectives
gives every
n
subset of t items equal probability 1
t of being
the defective set. A test set X is a group of items.
The response is Y = min{1, | X ∩ T |}, where | · |
stands for the number of elements in a discrete set.
That is, Y = 1 if there is at least one element of
T in X and Y = 0 otherwise. One can consider the
parameter θ = (θ1 , . . . , θn ) as the indicator vector for
the defective items: θi = 1 if item i is defective and
θi = 0 otherwise. If the test group X is coded also
as an indicator vector: xi = 1 if item i is in X and
xi = 0 otherwise, then


n

xi θi .
Y = min 1,
i=1

1. Number of false positives: | T̂ ∩ T c | where
T c = {1, . . . , n} \ T is the complement of the
target T in the set of units.
1(a). Type I error rate is E | T̂ ∩ T c |, where the
expectation is taken with respect to the prior
measure for θ = T .
2. Number of false negatives: | T̂ c ∩ T |.
2(a). Type II error rate is E | T̂ c ∩ T |.
3. Mean error probability (probability of not finding T): Prob{T̂  = T }.
4. Probability of finding at least one element of
T: Prob{T̂ ∩ T  = ∅}. In this case, the size of
T̂ must be bounded: | T̂ |≤ s0 for some s0 .
Example 1 (continued) Let the target T be the
set of vaccines with parameters θi > θ ∗ and assume
that θi are independently sampled from a Beta(α, β)
distribution. The posterior mean (Bayes estimate) for
each θi is
ni + α
θ̂i =
n+α+β
Suppose our rule is to select all units i with θ̂i >
θ ∗ . There is a false positive if θ̂i > θ ∗ when θi ≤
θ ∗ . Thus the false positive rate (per vaccine) is
Prob({θi ≤ θ ∗ } ∩ {θ̂i > θ ∗ }).
Models. The structure of the model Y = f (X, θ) +
ε is very dependent on the context, that is, whether
the outcome is binary or continuous, the nature of
the groups represented by X, or the way in which
the errors ε enter. The emphasis in screening is
on (i) simplicity of models and (ii) sparsity of live
effects.
Example 3 Additive model. The canonical version
of the additive model is weighing. This is similar
to Example 2 except that every group of items is
weighed and the outcome is the total weight. Thus,
if there are n objects with weights θi (i = 1, . . . , n)
and Xj = (xj 1 , . . . , xj n ) is the vector of 0s and 1s
defining the jth test group, then the outcomes are
n

xj i θi + εj , j = 1, . . . , N.
Yj =
i=1

Criteria. In evaluating how good an analysis procedure is, it is necessary to evaluate some kind of
success rate in finding the target. If the target T is a
discrete set of items {1, . . . , n} and T̂ is some estimator for T, then the following characteristics are often
used depending on the context.

In bad penny style examples, the target is the set of
bad coins so that a model for θi can be
θi = α, i ∈ T
θi = β, i ∈
/ T,
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where T is the target group and β can usually be
assumed to be 0. A more general example would be
to place prior distributions on α and perhaps β. In
engineering and other areas, one may be interested
in searching for significant interactions so that the
models might take the form
Yj =

n

i=1

xj i θi +

n 
i−1


xj i xj k θik + εj ,

i=1 k=1

j = 1, . . . , N.
Of course, all these are special cases of the general
linear regression model but simply to say that these
screening problems are particular cases of regression
is to miss the special features of simplicity and
sparsity.
Example 4 Search with lies. An interesting class
of problems arise from binary problems as in Example 2 and more general weighing problems but with
errors interpreted as lies. Indeed, consider Example 2.
Instead of receiving the correct answers


n

xj i θi ,
Yj = min 1,
i=1

up to m of the Yj may be replaced by 1 − Yj , but the
receiver does not know which and exactly how many.
Such models are very close to models for errors in
transmission.
Example 5 Linear perceptron. Models arising in
computational learning theory and related fields try
to learn about the use class of objects by testing
against another. As a simple example, we consider
the linear perceptron in which a point θ is ‘learned’
with hyperplanes


1 if  xj i θi ≤ 1
.
Yj =
0 if
xj i θi < 1

Nonadaptive (One-stage) Designs
Perhaps most technical problem is the choice of
the experimental design D = {X1 , . . . , XN }. Given
a particular criterion, the design problem is to select
the design with minimal sample size to achieve a
given value of the criterion. The simplest of such
statements is for search problems without error such
as Example 2: find the smallest N, say N ∗ , such that
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for all targets T̂ = T . But although the problem is
simple to state, the solutions are often hard.
In such cases, alternatives are to (i) find upper
and lower bounds for N ∗ , (ii) find a good design
that achieves the upper bound or is at least close
to it.

Upper Bounds for N∗ : The Probabilistic
Method
Assume that the problem is error-free and T = θ. Let
T = {T } be a target space (a collection of all possible
targets T), X = {X} be a design space (a collection of
all possible X’s) and f : X × T → Y be a test function
mapping X × T to some space Y. A value f (X, T )
for fixed X ∈ X and T ∈ T is a test or experimental
result at X when the unknown target is T. We only
consider solvable search problems where each T ∈ T
can be separated (found) by means of the test results
at all X ∈ X.
For a pair of targets T , T ∈ T, we say that X ∈
X separates T and T if f (X, T )  = f (X, T ). We
say that a design DN = {X1 , . . . , XN } separates T
in T if for any T ∈ T, such that T  = T , there
exists X ∈ DN separating the pair (T , T ). A design
DN is strongly separating if it separates all T in
T or, alternatively, T̂ = T for all T ∈ T. A design
DN is γ -separating if its mean error probability
is at least 1 − γ : Prob{T̂  = T } ≥ 1 − γ for some
0 ≤ γ ≤ 1. 0-Separating designs are strongly separating; γ -separating designs with γ > 0 are weakly
separating.
Strongly separating designs are used when it is
required to find the unknown target T whatever
the target T ∈ T is. Alternatively, weakly separating
designs can be used when it is sufficient to separate
the target in the majority of cases. In many problems,
one can typically guarantee the existence of weakly
separating designs with much smaller length than for
the strongly separating designs.
For the strongly separating designs we have the
following existence theorem (see [6]). Let R be a
probability distribution on X and pij be the probability that the targets Ti and Tj are not separated by one
test at random X ∈ X, which is distributed according
to R:
pij = Pr{f (X, Ti ) = f (X, Tj )}.
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Then there exists a strongly separating design with
sample size
N ≤ N∗



= min k = 1, 2, . . . such that

|T| i−1




pijk

<1 .

i=1 j =1

See [7] and [3, Chapter 6] for examples of application of this and similar existence results in specific
screening problems and for extensions to the case
of weakly separating designs and to the search with
lies. Du and Hwang [3] summarizes ways of constructing the lower bounds for N ∗ and many special
constructions of designs including Steiner t-tuples in
the screening problem of Example 2.

Two-stage Designs
The use of two-stage designs is very common in
many applications. A basic but important method is
to
1. select a subset of units from the first stage,
2. carry out a one-by-one analysis of the units
selected at the first stage.
In medical screening, evidence of disease from the
first-stage screening should lead to further individual
medical examination or intervention at the second
stage. In the large-scale testing of chemical compounds, the selected ‘promising’ compounds will be
analyzed in more detail and, for example, robots may
have to be reprogrammed, arrays redesigned and so
on. Fault detection may lead to maintenance or search
for ‘common cause’ events.
In the simple scenario described above, the decision rule may be relatively simple: how many firststage units to select, how much more effort to put in
the second stage (when to stop).
As a simple exercise, let us consider a two-step
version of the binary group screening of Example 2
in which the second stage units are the units of all
the active groups from the first stage (a group is
active if it contains at least one active unit). Assume
that there are k first stage groups of size l each.
Assume that all the groups are disjoint so that there
is the total number n = kl units. Assume also that
the number of active units t is small so that t < k.
One requires to perform k tests at the first stage.

At the second stage, the worst configuration is that
every active unit appears in a separate group at
the first stage and we would require to perform tl
individual tests. Therefore, the total sample size from
both stages is N ≤ k + tl = k + tn/k. Minimizing
this upper bound
to k, gives the optimal
√ with respect √
value either √tn or k ∗ =  tn for k giving the
upper bound 2 tn + 1 for the number of tests in the
optimal procedure. See [1] for the most recent results
in this direction.

Sequential Designs
Sequential combination of observations and analysis
are essential parts of many areas of quantitative
methods. For example, in automatic control, one
updates the knowledge about the system with the
latest observations, then exercises the control and
repeats the cycle at the next time point. In sequential
search and optimization, attention is directed towards
the target in observing the next function value. In
computer science, the use of ‘sequential querying’ is
becoming more and more fashionable.
In the notation of this review, we consider N to
refer to the Nth stage of a sequential design. Information up to stage N + 1 is Y1 , . . . , YN based on
the design DN = {X1 , . . . , XN }. Adaptation means
(i) that information about the target T (for example, a current estimator T̂N ) is updated at stage N and
(ii) this information is used to select the next experimental design point XN+1 and DN+1 = DN ∪ XN+1 .
For the large-scale screening that this review emphasizes, the many stages that are common in, say,
automatic control, could be very expensive. The hope
is mathematical sparsity means that only a few stages
are necessary.
The statistical analysis, that is, updating estimates
and performance measures, from stage to stage may
be difficult. The main technical issue is taking into
account the decisions made at early stages, which lead
to the information at the current stage. In the above
formulation it is the selection decision dN :
XN+1 = dN (Y1 , . . . , YN , X1 , . . . , XN )
where previous observation points X2 , . . . , XN are
generally random since they depend on random outcomes Y1 , Y2 , . . ..
Introducing the new variables should, in theory,
make it easier to compute the necessary estimates.
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In the Bayesian context, for example with conditional expectation or maximum likelihood (posterior
mode), we may write respectively

[4]

[5]

T̂N = E(T | Y1 , . . . , YN , X1 , . . . , XN )
and T̂N = arg max Prob(T | Y1 , . . . , YN , X1 , . . . , XN )
The experimental design problem then reduces to
finding the optimal decision rules for each stage. This
is done by computing (on the base of the preposterior
distribution) operating characteristics such as those
mentioned above.
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Seasonality
Introduction
Many time series display seasonality. Seasonality
is just a cyclical behavior that occurs on a regular
calendar basis. A series exhibits periodical behavior
with period s, when similarities in the series occur
after s basic time intervals.
Seasonality is quite common in economic time
series. Often, there is a strong yearly component
occurring at lags s = 12 months. For example, retail
sales tend to peak for the Christmas season and then
decline after the holidays. Calendar effects, such as
the beginning and end of the school year, are likely
to generate regular flows such as changes in the labor
force and mobility of people. Similarly, the regular
fluctuations in the weather are likely to produce regular responses in production, sales, and consumption
of certain goods. Agriculture-related variables will
vary with the growing and harvesting seasons. The
number of insurance claims are likely to rise during
the hurricane season or during dry weather due to
increase in the number of fires. Seasonality can
usually be assessed from an autocorrelation plot, a
seasonal subseries plot, or a spectral plot.
There is vast literature on seasonality. A short
summary on this subject can be found in [9].

Classical Model
The time series assumes to consist of four different
components.
•

The trend component (Tt ) represents the longterm evolution of the series.
• The cycle component (Ct ) represents a smooth
movement around the trend, revealing a succession of phases of expansion and recession.
• The seasonal component (St ) represents intrayear
fluctuations, monthly or quarterly, that are repeated more or less regularly year after year.
• A random component (Yt ) or irregular component. Yt is a stationary process (i.e. the mean
does not depend on time and its autocovariance
function depends only on the time lag).
The difference between a cyclical and a seasonal
component is that the latter occurs at regular (seasonal) intervals, while cyclical factors have usually a

longer duration that varies from cycle to cycle. The
trend and the cyclical components are customarily
combined into a trend-cycle component (T C t ). For
example, if Xt is the time of commuting to work,
seasonality is reflected in more people driving on
Monday mornings and fewer people driving on Friday mornings than on average. The trend is reflected
in the gradual increase in traffic. The cycle is reflected
at the time of energy crisis when traffic decreased
but then reverted to normal levels (that is the trend)
later on. Finally, an accident slowing the traffic on a
particular day is one form of randomness (see [28]).
These components are then combined according to
well-known additive or multiplicative decomposition
models
Additive model: Xt = T C t + St + Yt
Multiplicative model: Xt = T C t × St × Yt .
Here Xt stands for the observed value of the time
series at time t. In the multiplicative model, T C t
and Yt are expressed in percentage. It may be the
case that the multiplicative model is a more accurate
representation for Xt . In that situation, the additive
model would be appropriate for the logarithms of the
original series.
In plots of series, the distinguishing characteristic between an additive and multiplicative seasonal
component is that in the additive case, the series
shows steady seasonal fluctuations, regardless of the
level of the series; in the multiplicative case, the size
of the seasonal fluctuation varies, depending on the
overall level of the series. For example, during the
month of December, the sales for a particular product may increase by a certain amount every year. In
this case, the seasonal is additive. Alternatively, during the month of December, the sales for a particular
product may increase by a certain percentage every
year. Thus, when the sales for the product are generally weak, then the absolute amount increase in sales
during December will be relatively weak (but the percentage will be constant). In this case the seasonal is
multiplicative.

Adjustment Procedures
One of the goals people often have in approaching
a seasonal time series is the estimation and removal
of the seasonal component St from the observable
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series Xt to produce a seasonally adjusted series.
A deseasonalized time series is left with a simpler
pattern to be studied. In general, there are three
different approaches for estimating St : regression,
moving averages, and explicit models.

Regression Methods
Regression methods provided the first model-based
approach to seasonal adjustment. The basic approach
consists of specifying functional forms for the trend
and seasonal components that depend linearly on
some parameters, estimating the parameters by least
squares, and subtracting the estimated seasonal component from the data.
The seasonal component can be represented as
St =

I


αi Ct,i ,

(1)

i=1

and the trend-cycle component can be represented as
T Ct =

I


βi Dt,i ,

(2)

where Ct,i can be a set of dummy variables or if the
seasonality pattern is assumed to display a certain
amount of continuity from one season to the next, it
can be modeled by trigonometric functions,


m

2πi
αi cos
t + θi .
St =
(3)
s
i=1
A simple and obvious modification of (3) is to make
αi depend upon t so that
I

i=1


αt,i


2πi
t + θi .
s

The Census X-11 Method
The Census X-11 software was developed in the
1954 by Julius Shiskin, and has been widely used in
government and industry. This seasonal adjustment
technique was followed by the Census Method II
in 1957 and 11 versions X-1, X-2, . . . X-11 of this
method.
The basic feature of the census procedure is that it
uses a sequence of moving average filters to decompose a series into a seasonal component, a trend
component, and a noise component. Moving averages, which are the basic tool of the X-11 seasonal
adjustment method are smoothing tools designed to
eliminate an undesirable component of the series.
A symmetric moving averages operator is of the
form
S(λ, m)Xt =

m


λ|j | Xt−j ,

(5)

j =−m

i=1

St =

and seasonal components. However, economic series
can rarely be expressible in terms of simple mathematical functions (see [1]).

(4)

Of course αt,i will need to change slowly with t.
In [15] model (3) is generalized by allowing the
coefficients of the trigonometric terms to follow firstorder autoregressive processes and thus allow seasonality to be stochastic rather than deterministic.
Major contributions to the development of regression methods of seasonal adjustment were proposed
in [13, 14, 16, 18, 19, 21, 22, 24, 26]. The regression
approach for seasonal adjustment was not used by
the US government agencies, since it requires explicit
specification of the mathematical forms of the trend

where m is a nonnegative integer, and λ|j | are the
weights for averaging X.
The Census method II is an extension and refinement of the simple adjustment method. The method
has become most popular and is used most widely in
government and business in the so-called X-11 variant of the Census method II. It is described in [25].
Although it includes procedures for including outliers and for making trading day adjustments, the
basic linear filter feature of the program is of the
form (5)
The X-11 variant of the Census II method contains
many adhoc features and refinements, which over the
years have proved to provide good estimates for many
real-world applications (see [4, 5, 27]). The main
criticism that can be made is that it is impossible
to know the statistical properties of the estimators
used by this procedure. In construct, many other timeseries modeling techniques are grounded in some
theoretical model of an underlying process. Yet the
relevance of modeling is not always clear. Another
difficulty in X-11 is that the use of moving averages,
poses problems at the series’ ends. For a series of
length T, S(λ, m)Xt cannot be computed according to
(5) for t = 1, . . . , m and t = T − m + 1, . . . , T . This
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problem is addressed by the X-11-ARIMA method,
which replaces the necessary initial and final unobserved values by their forecasts (see section ’X11-ARIMA and X-12-ARIMA’).

Model-based Approach
As an alternative to the Census X-11 method, modelbased methods were considered in [5, 6, 17, 23].
Their methods assume an additive model of the form
Xt = T C t + St + Yt , for some suitable transformation of the observed data where the component T C t ,
St and Yt are mutually independent.
We provide more details on the model-based
approach in [17]. They assume that the components
T C t , St , and Yt follow the Gaussian autoregressive integrated moving average model (ARIMA). In
practice, the components are unobservable. Thus, an
ARIMA model for Xt is firstly determined. It turns
out that under some restrictions, the components T C t ,
St , and Yt can be estimated uniquely.
ARIMA models, are the most general class of
models for a time series, which can be stationarized
by transformations such as differencing (see [3]). Xt
is said to be ARIMA(p, d, q) process if d is a
nonnegative integer and Yt := (1 − B)d Xt is a causal
autoregressive moving average (ARMA) process, of
order p, q. B is the backward shift operator defined
by
B k Xt = Xt−k

k = 0, 1, . . . .

(6)

Thus, Xt is an ARIMA model of order p, d, q if Xt ,
generated by an equation of the form
φ(B)(1 − B)d Xt = θ(B)t ,

(8)

and
θ(x) = 1 + θ1 x + · · · θq x q .

(1 + B + · · · B 11 )St12 = (1 + θ1 B + · · · θ11 B 11 )νt ,
(10)
where νt is a white noise process with variance σν2 ,
then in order to identify the unobservable components, it is required that σν2 is very small. However,
this implies that the seasonal fluctuations are set close
to constant, an assumption that does not always hold.

Multiplicative Seasonal ARIMA Models
Multiplicative Seasonal ARIMA models provide a
useful form for the representation of seasonal time
series. Such a model is developed in [2] and further
examined in [3] as follows. Seasonal models such as
monthly data might be related from year to year by a
model like (7) in which B is replaced by B 12 . Thus,
(B 12 )(1 − B 12 )D Xt =

(9)

It will generally be assumed that the roots of
φ(x) = 0 all lie outside the unit circle |x| = 1. Thus
Yt = (1 − B)d Xt is stationary and causal and hence
there is an equivalent MA(∞) process, that is, Yt is a
weighted sum of present and past values of a ‘white
noise’ process.

(B 12 )Ut ,

(11)

where

(7)

where t is a ‘white noise’ process (i.e. t is a
sequence of uncorrelated random variables, each with
zero mean and variance σ 2 ),
φ(x) = 1 − φ1 x − · · · φp x p ,

This choice of models can be justified by a famous
theorem due to Wold (see [29]). He proved that any
stationary process Yt can be uniquely represented
as the sum of two mutually uncorrelated processes
Yt = Dt + Et , where Dt is deterministic and Et is
an MA(∞).
One assumption in [17] is that the fitted model
must be decomposable into a sum of ARIMA models appropriate for modeling seasonal, trend, and
irregular components. Many ARIMA models have
parameter values for which no such decomposition
exists. Furthermore, if St follows a model such as,

(B 12 ) = 1 −

1B

12

− ···

PB

12P

(B 12 ) = 1 +

1B

12

+ ···

QB

12Q

and

In fact, Ut can be considered as a deseasonalized
series. In effect, this model is applied to 12 separate
time series – one for each month of the year whose
observations are separated by yearly intervals. If there
is a connection between successive months within
the year, then there should be a pattern of serial
correlation amongst the elements of the Ut s. They
can be related by a model like
φ(B)(1 − B)d Ut = θ(B)t ,

(12)

4

Seasonality

where φ(x) and θ(x) are defined in (8) and (9).
Then on substituting (12) in (11), we obtain the
multiplicative seasonal model

A periodic autoregression of order p [PAR(p)] can
be written as
Xt = µ +

φ(B) (B 12 )(1 − B 12 )D (1 − B)d Xt
= θ(B) (B 12 )t .

i Xt−i

+ t ,

(14)

i=1

(13)

A model of this type has been described
in [3] as the general multiplicative seasonal model,
or ARIMA (P , D, Q) × (p, d, q) model. Seasonal
ARIMA models allow for randomness in the seasonal
pattern from one cycle to the next.

p


where µ and i are parameters that may vary across
the seasons.
The main criticism that can be made is that these
models are in conflict with Box and Jenkins’ important principle of ‘parsimonious parametrization’. Yet,
as mentioned in [11], it is important to at least consider such models in practical occasions.

X-11-ARIMA and X-12-ARIMA
The X-11-ARIMA (see [7, 8]) is an extended version
of the X-11 variant of the Census II method. The
X-11-ARIMA method allows two types of decomposition models that assume additive or multiplicative (i.e. logarithmically additive) relation among
the three components (trend-cycle, seasonal, and
noise). The basic stochastic model assumes a seasonal
ARIMA model of the form (13) for Xt .
The problem of the end points of the observations
(see section ’The Census X-11 Method’) in X-11
is addressed by the X-11-ARIMA method, which
basically consists of extending the original series,
at each end, with extrapolated values from seasonal
ARIMA models of the form (13) and then seasonally
adjusting the extended series with the X-11 filters.
Similar approaches using autoregressive models were
investigated in [12, 20].
The X-12-ARIMA (see [10]) contains significant
improvements over the X-11 ARIMA, though the
core seasonal adjustment operations remain essentially the same as X-11. The major contribution of
the X-12-ARIMA is in its additional flexibility.
While the X-11-ARIMA and X-12-ARIMA procedures use parametric models, they remain in essence,
very close to the initial X-11 method.

Periodic Models
Periodic models are discussed in [11] and its references. These models allow autoregressive or moving
average parameters to vary with the seasons of the
year. These models are useful for time series in which
the seasonal and the nonseasonal components are not
only correlated but also that this correlation varies
across the seasons.
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Separation Method

Model
The assumption underlying the method is that

History

E[Ytj ] = µj λt+j ,

•

•

it required specification of past inflation, which
was in principle unknown because of the possibility of superimposed inflation (see Excess-of-loss
Reinsurance), and worse,
it required specification of future inflation, something a government department was obviously
reluctant to do.

The separation method was constructed by Taylor [1] while employed with the DoT during this
period, as an attempt to address these difficulties by
•
•

estimating past inflation from the data; and hence
providing a platform from which future inflation
might be mechanically forecast.

Data

Xtj
.
Nt

(1)

The exogenous influences include all those that
change claim sizes from one payment period to the
next, effectively normal inflation plus superimposed
inflation, that is, λt+j +1 /λt+j represents the factor of
increase in average claim size between period t + j
and t + j + 1.
The definition (2) contains one degree of redundancy, which is removed by the normalization:
T −1


µj = 1.

(3)

j =0

This restricts the prediction of outstanding claims
as we are unable to go beyond the latest development
year. This assumption, which is also made by the
chain-ladder technique, is equivalent to assuming that
the claims are fully run-off at the end of development
year T − 1.
m 0l 1

m1 l2

m2 l3

m0 l2

m1 l3

m2 l4

m 0 l3

m 1l 4

m 2l 5

•
•
•

•
•
•

m0lT−1

m 1l T

mT−1lT

•

Ytj =

•

the vector of µj describing the payment pattern
over development periods;
as modified by the factors λt+j , which are constant along diagonals of the triangle illustrated
in Figure 1, and which were originally described
in [1] as representing an index of the effect of
exogenous influences.

•

Xtj = claim payments in cell (t, j );
Nt = some measure of exposure (e.g. estimated
number of claims incurred) associated with
accident period t;

•

•

The data are indexed by the development year,
j (j = 0, 1, . . . , T − 1), and the accident (underwriting) year, t (t = 1, 2, . . . , T ). Assuming that we have
a triangle of data, with T rows and columns we define

where µj and λt+j are parameters to be estimated.
In this set-up, it is seen that the Ytj , claim payments per unit of exposure, are described by

•
•
•

The separation method originated in the Department
of Trade (DoT), the insurance regulatory body in
the United Kingdom. In the late 1960s, supervision of insurers generally, and their loss reserves
(see Reserving in Non-life Insurance) particularly,
had been intensified as a result of the collapse of the
Vehicle and General insurance company.
At the time, loss reserving methodology was in
an undeveloped state; little was available other than
the chain-ladder, with which the DoT had been
experimenting. By the mid-1970s, a period of high
inflation, this was proving difficult as the chainladder was known to produce biased results in the
presence of changing inflation rates.
The inflation-adjusted version of the chain-ladder
was known, but its application involved two difficulties:

(2)

•
•
•

m0 lT

Figure 1

Parametric structure of claims data triangle
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Parameter Estimation
Taylor [1] noticed that the structure of Figure 1 was
exactly the same as had been dealt with a few years
earlier by Verbeek [3]. This earlier work dealt with an
excess-of-loss portfolio, with Ytj denoting the number
of claims reported in cell (t, j ) and exceeding an
excess point x0 , constant over the triangle. The other
correspondences were
µj = proportion of an accident period’s excess
claims reported in development period j
λt+j = Poisson probability (see Discrete Parametric Distributions) of occurrence of a claim
(any claim, not just excess) in an accident period, multiplied by the probability of
exceeding the excess point, this probability
being dependent on t + j .
Verbeek had derived maximum likelihood parameter estimates of µj , λt+j that Taylor (see also [2])
recognized could be expressed in the form:
T


µ̂j

λ̂k = vj

(4)

µ̂j = dk ,

(5)

k=j +1

λ̂k

k−1

j =0

where vj and dk are defined by
T −j

vj =



Ytj

(6)

Yt,k−t .

(7)

t=1

dk =

k

t=1

Solution takes place in the order λ̂T , µ̂T −1 , λ̂T −1 ,
µ̂T −2 , . . . , λ̂1 , µ̂0 .
In the situation represented by (2), the Ytj are more
generally distributed than Poisson, and so Verbeek’s
maximum likelihood derivation of (4) and (5) does
not apply. However, it was recognized in [1] that (4)
and (5) have a heuristic derivation in this general
case. Indeed, by (2), (6), and (7), the equations (4)
and (5) are the same as
E[vj ] = vj

(10)

E[dk ] = dk .

(11)

Forecasting Future Claim Payments
Once estimates µ̂j , λ̂k have been obtained, future
values of Ytj , t + j > T may be forecast by
Ŷtj = µ̂j λ̂t+j ,

(12)

where future values λ̂T +1 , λ̂T +2 , and so on must be
supplied by the user.
To obtain estimates of future claim payments,
these must be multiplied by the appropriate measures
of exposure:
(13)
X̂tj = Nt Ŷtj .
The method described will not, of course, forecast
claim payments beyond development period T − 1,
since there are no data for such periods. Any forecast
of these would need to be made either by extrapolation or by reference to data over and above the
triangle in Figure 1.
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k=j +1

dk

λ̂k =
1−

T −1

j =k

.

(9)

(See also Chain-ladder Method; Reserving in Nonlife Insurance)
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Simulation Methods for
Stochastic Differential
Equations
Approximation of SDEs
As we try to build more realistic models in risk management, the stochastic effects need to be carefully
taken into account and quantified. This paper provides a very basic overview on simulation methods
for stochastic differential equations (SDEs). Books on
numerical solutions of SDEs that provide systematic
information on the subject include [1, 13, 14, 22]. Let
us consider a simple Itô SDE of the form
dXt = a(Xt ) dt + b(Xt ) dWt + c(Xt− ) dNt

(1)

for t ∈ [0, T ], with initial value X0 ∈ R. The stochastic process X = {Xt , 0 ≤ t ≤ T } is assumed to be a
unique solution of the SDE (1), which consists of a
slowly varying component governed by the drift coefficient a(·), a rapidly fluctuating random component
characterized by the diffusion coefficient b(·), and a
jump component with jump size coefficient c(·). The
second differential in (1) is an Itô stochastic differential with respect to the Wiener process W = {Wt , 0 ≤
t ≤ T }. The third term is a pure jump term driven
by the Poisson process N = {Nt , t ∈ [0, T ]}, which
is assumed to have a given intensity λ > 0. When a
jump arises at a time τ , then the value Xτ − just before
that jump changes to the value Xτ = c(Xτ − ) + Xτ −
after the jump.
Since analytical solutions of SDEs are rare, numerical approximations have been developed. These are
typically based on a time discretization with points
0 = τ0 < τ1 < · · · < τn < · · · < τN = T in the time
interval [0, T ], using a step size  = T /N . More
general time discretizations can be used, for example,
in cases where jumps are typically random. Since the
path of a Wiener process is not differentiable, the Itô
calculus differs in its properties from classical calculus. This has a substantial impact on simulation
methods for SDEs.
To keep our formulae simple, we discuss in the
following only the simple case of the above onedimensional SDE without jumps, that is, for c(·) = 0.
Discrete time approximations for SDEs with a jump
component or driven by Lévy processes have been

studied, for instance, in [15, 17–19, 25, 28]. There is
also a developing literature on the approximation of
SDEs and their functionals involving absorption or
reflection at boundaries [8, 9]. Most of the numerical
methods that we mention have been generalized to
multidimensional X and W and the case with jumps.
Jumps can be covered, for instance, by discrete time
approximations of the SDE (1) if one adds to the
time discretization the random jump times for the
modeling of events and treats the jumps separately at
these times.
The Euler approximation is the simplest example
of a discrete time approximation Y of an SDE. It is
given by the recursive equation
Yn+1 = Yn + a(Yn ) + b(Yn )Wn

(2)

for n ∈ {0, 1, . . . , N − 1} with Y0 = X0 . Here
Wn = Wτn+1 − Wτn denotes the increment of the
Wiener process in the time interval [τn , τn+1 ]
and is represented by an independent N (0, )
Gaussian random variable with mean 0 and
variance . To simulate a realization of the Euler
approximation, one needs to generate the independent
random variables involved. In practice, linear
congruential pseudorandom number generators are
often available in common software packages. An
introduction to this area is given in [5].

Strong and Weak Convergence
For simulations, one has to specify the class of problems that one wishes to investigate before starting to
apply a simulation algorithm. There are two major
types of convergence to be distinguished. These are
the strong convergence for simulating scenarios and
the weak convergence for simulating functionals. The
simulation of sample paths, as, for instance, the generation of an insurance claim stream, a stock market
price scenario, a filter estimate for some hidden
unobserved variable, or the testing of a statistical
estimator, require the simulated sample path to be
close to that of the solution of the original SDE and
thus relate to strong convergence. A discrete time
approximation Y of the exact solution X of an SDE
converges in the strong sense with order γ ∈ (0, ∞]
if there exists a constant K < ∞ such that
E|XT − YN | ≤ Kγ

(3)
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for all step sizes  ∈ (0, 1). Much computational
effort is still being wasted on certain simulations
by overlooking that in a large variety of practical
problems a pathwise approximation of the solution
X of an SDE is not required. If one aims to compute,
for instance, a moment, a probability, an expected
value of a future cash flow, an option price, or, in
general, a functional of the form E(g(XT )), then only
a weak approximation is required. A discrete time
approximation Y of a solution X of an SDE converges
in the weak sense with order β ∈ (0, ∞] if for any
polynomial g there exists a constant Kg < ∞ such
that

on the interval [τn , τn+1 ] form the random building
blocks in a Wagner–Platen expansion. Close relationships exist between multiple Itô integrals, which have
been described, for instance, in [13, 22, 27].

|E(g(XT )) − E(g(YN ))| ≤ Kg β ,

+ b(Yn )b (Yn )I(1,1) ,

(4)

for all step sizes  ∈ (0, 1). Numerical methods,
which can be constructed with respect to this weak
convergence criterion are much easier to implement than those required by the strong convergence
criterion.
The key to the construction of most higher order
numerical approximations is a Taylor-type expansion
for SDEs, which is known as Wagner–Platen expansion, see [27]. It is obtained by iterated applications
of the Itô formula to the integrands in the integral
version of the SDE (1). For example, one obtains the
expansion
Xtn+1 = Xtn + a(Xtn ) + b(Xtn )I(1)
+ b(Xtn )b (Xtn )I(1,1) + Rt0 ,t ,

(5)

where Rt0 ,t represents some remainder term consisting of higher order multiple stochastic integrals.
Multiple Itô integrals of the type

I(1) = Wn =

I(1,1) =

dWs ,
τn

τn+1

τn


I(0,1) =

τn+1



s2

dWs1 dWs2 =

τn

τn+1



1
((I(1) )2 − )
2

s2

ds1 dWs2 ,
τn


I(1,0) =

τn

τn+1



dWs1 ds2 ,
τn



I(1,1,1) =

s2

τn
τn+1



s3



τn

τn

τn

If, from the Wagner–Platen expansion (5) we select
only the first three terms, then we obtain the Euler
approximation (2), which, in general, has a strong
order of γ = 0.5. By taking one more term in the
expansion (5) we obtain the Milstein scheme
Yn+1 = Yn + a(Yn ) + b(Yn )Wn
(7)

proposed in [20], where the double Itô integral I(1,1)
is given in (6). In general, this scheme has strong
order γ = 1.0. For multidimensional driving Wiener
processes, the double stochastic integrals appearing
in the Milstein scheme have to be approximated,
unless the drift and diffusion coefficients fulfill a certain commutativity condition [7, 13, 22]. In [27], the
terms of the expansion that have to be chosen to
obtain any desired higher strong order of convergence
have been described. The strong Taylor approximation of order γ = 1.5 has the form
Yn+1 = Yn + a + bWn + bb I(1,1) + ba  I(1,0)

 2 

1
1

+ aa  + b2 a 
+ ab + b2 b I(0,1)
2
2
2
+ b(bb + (b )2 )I(1,1,1) ,

(8)

where we suppress the dependence of the coefficients on Yn and use the multiple Itô integrals mentioned in (6). For higher order schemes one not only
requires, in general, adequate smoothness of the drift
and diffusion coefficients, but also sufficient information about the driving Wiener processes that is
contained in the multiple Itô integrals.
A disadvantage of higher order strong Taylor
approximations is the fact that derivatives of the drift
and diffusion coefficients have to be calculated at
each step. As a first attempt at avoiding derivatives
in the Milstein scheme, one can use the following
γ = 1.0 strong order method
Yn+1 = Yn + a(Yn ) + b(Yn )Wn

s2

dWs1 dWs2 dWs3

Strong Approximation Methods

(6)

1
+ (b(Ŷn ) − b (Yn )) √ ((Wn )2 − ), (9)
2 
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√
with Ŷn = Yn + b(Yn ) . In [3], a γ = 1.0 strong
order two-stage Runge–Kutta method has been developed, where

4
Wn
+ (b(Yn ) + 3b(Y n ))
4

Yn+1 = Yn + (a(Yn ) + 3a(Y n ))

(10)

with Y n = Yn + 23 (a(Yn ) + b(Yn )Wn ) using the
function
1
a(x) = − b(x)b (x).
2

(11)

The advantage of the method (10) is that the principal
error constant has been minimized within a class of
one stage first order Runge–Kutta methods.
Before any properties of higher order convergence
can be exploited, the question of numerical stability of a scheme has to be satisfactorily answered.
Many problems in risk management turn out to be
multidimensional. Systems of SDEs with extremely
different timescales can easily arise in modeling,
which cause numerical instabilities for most explicit
methods. Implicit methods can resolve some of these
problems. We mention a family of implicit Milstein
schemes, described in [22], where

Weak Approximation Methods
For many applications in insurance and finance, in
particular, for the Monte Carlo simulation of contingent claim prices, it is not necessary to use strong
approximations. Under the weak convergence criterion (5), the random increments Wn of the Wiener
process can be replaced by simpler random variables W n . By substituting the N (0, ) Gaussian
distributed random variable Wn in the Euler approximation (2) by an independent two-point √distributed
random variable W n with P (W n = ± ) = 0.5
we obtain the simplified Euler method
Yn+1 = Yn + a(Yn ) + b(Yn )W n ,

(14)

which converges with weak order β = 1.0. The Euler
approximation (2) can be interpreted as the order 1.0
weak Taylor scheme. One can select additional terms
from the Wagner–Platen expansion, to obtain weak
Taylor schemes of higher order. The order β = 2.0
weak Taylor scheme has the form
Yn+1 = Yn + a + bWn + bb I(1,1) + ba  I(1,0)



 2
1
1

+ ab + b2 b I(0,1) + aa  + b2 a 
2
2
2
(15)

Yn+1 = Yn + {αa(Yn+1 ) + (1 − α)a(Yn )}
+ b(Yn )Wn + b(Yn )b (Yn )

(Wn )2
. (12)
2

Here α ∈ [0, 1] represents the degree of implicitness
and a is given in (11). This scheme is of strong order
γ = 1.0.
In a strong scheme, it is almost impossible to
construct implicit expressions for the noise terms.
In [23], one overcomes part of the problem with the
family of balanced implicit methods given in the form
Yn+1 = Yn + a(Yn ) + b(Yn )Wn
+ (Yn − Yn+1 )Cn ,

(13)

where Cn = c0 (Yn ) + c1 (Yn )|Wn | and c0 , c1 represent positive real valued uniformly bounded functions. This method is of strong order γ = 0.5. It
demonstrated good stability behavior for a number
of applications in finance [4].

and was first proposed in [21]. We still obtain a
scheme of weak order β = 2.0 if we replace the
random variable Wn in (15) by Ŵn , the double
integrals I(1,0) and I(0,1) by 2 Ŵn , and the double Wiener integral I(1,1) by 12 ((Ŵn )2 − ). Here,
Ŵn can be a three-point distributed random variable
with
√
1
P(Ŵn = ± 3) =
6

2
.
3
(16)

and P(Ŵn = 0) =

As in the case of strong approximations, higher order
weak schemes can be constructed only if there is
adequate smoothness of the drift and diffusion coefficients and a sufficiently rich set of random variables
are involved for approximating the multiple Itô integrals. A weak second order Runge–Kutta approximation [13] that avoids derivatives in a and b is given

4
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by the algorithm
Yn+1 = Yn + (a(Ŷn ) + a(Yn ))
+ b(Yn− ))

A family of implicit weak order 2.0 schemes has
been proposed in [22] with


+ (b(Yn+ )
2

Yn+1 = Yn + {ξ a(Yn+1 ) + (1 − ξ )a(Yn )}

Ŵn
+ (b(Yn+ )
4

1
− b(Yn− ))((Ŵn )2 − ) √
4 

(17)

with Ŷn = Yn + a(Yn√) + b(Yn )Ŵn and Yn± =
Yn + a(Yn ) ± b(Yn ) , where Ŵn can be chosen
as in (16).
Implicit methods have better stability properties
than most explicit schemes, and turn out to be better
suited to simulation tasks with potential stability
problems. The following family of weak implicit
Euler schemes, converging with weak order β = 1.0,
can be found in [13]
Yn+1 = Yn + {ξ a η (Yn+1 ) + (1 − ξ )a η (Yn )}
+ {ηb(Yn+1 ) + (1 − η)b(Yn )}W n .

(18)

Here, W n can be chosen as in (14), and we have
to set a η (y) = a(y) − ηb(y)b (y) for ξ ∈ [0, 1] and
η ∈ [0, 1]. For ξ = 1 and η = 0, (18) leads to the drift
implicit Euler scheme. The choice ξ = η = 0 gives us
the simplified Euler scheme, whereas for ξ = η = 1
we have the fully implicit Euler scheme.
For the weak second order approximation of the
functional E(g(XT )), Talay and Tubaro proposed
in [29] a Richardson extrapolation of the form

Vg,2
(T ) = 2E(g(Y  (T ))) − E(g(Y 2 (T ))),

(19)

δ

where Y (T ) denotes the value at time T of an Euler
approximation with step size δ. Using Euler approximations with step sizes δ =  and δ = 2, and then
taking the difference (19) of their respective functionals, the leading error coefficient cancels out, and

Vg,2
(T ) ends up to be a weak second order approximation. Further, weak higher order extrapolations can
be found in [13]. For instance, one obtains a weak
fourth order extrapolation method using

=
Vg,4

1
[32E(g(Y  (T ))) − 12E(g(Y 2 (T )))
21
+ E(g(Y 4 (T )))],

(20)

where Y δ (T ) is the value at time T of the weak
second order Runge–Kutta scheme (17) with step
size δ.

(Ŵn )2 − 
1
+ b(Yn )b (Yn )
2
2


1 

+ b(Yn ) + (b (Yn ) + (1 − 2ξ )a (Yn )) Ŵn
2
+ (1 − 2ξ ){βa  (Yn ) + (1 − β)a  (Yn+1 )}

2
, (21)
2

where Ŵn is chosen as in (16). A weak second order
predictor–corrector method, see [26], is given by the
corrector

(22)
Yn+1 = Yn + (a(Y n+1 ) + a(Yn )) + ψn
2
with


1
1 2


ψn = b(Yn ) +
a(Yn )b (Yn ) + b (Yn )b (Yn )
2
2
× Ŵn + b(Yn )b (Yn )

(Ŵn )2 − 
2

and the predictor
Y n+1 = Yn + a(Yn ) + ψn

 2
1

+ a(Yn )a  (Yn ) + b2 (Yn )a  (Yn )
2
2
+

b(Yn )a  (Yn )Ŵn 
,
2

(23)

where Ŵn is as in (16).
By a discrete time weak approximation Y , one
can form a straightforward Monte Carlo estimate for
a functional of the form u = E(g(XT )), see [2, 13],
using the sample average
uN, =

N
1 
g(YT (ωk )),
N k=1

(24)

with N independent simulated realizations YT (ω1 ),
YT (ω2 ), . . . , YT (ωN ). The Monte Carlo approach is
very general and works in almost all circumstances.
For high-dimensional functionals, it is sometimes the
only method of obtaining a result. One pays for
this generality by the large sample sizes required
to achieve reasonably accurate estimates because the
size
√ of the confidence interval decreases only with
1/ N as N → ∞.
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One can increase the efficiency in Monte Carlo
simulation for SDEs considerably by using variance
reduction techniques. These reduce primarily the variance of the random variable actually simulated. The
method of antithetic variates [16] repeatedly uses
the random variables originally generated in some
symmetric pattern to construct sample paths that
offset each other’s noise to some extent. Stratified
sampling is another technique that has been widely
used [6]. It divides the whole sample space into disjoint sets of events and an unbiased estimator is
constructed, which is conditional on the occurrence
of these events. The very useful control variate technique is based on the selection of a random variable ξ
with known mean E(ξ ) that allows one to construct
an unbiased estimate with minimized variance [10,
24]. The measure transformation method [12, 13, 22]
introduces a new probability measure via a Girsanov
transformation and can achieve considerable variance
reductions. A new technique that uses integral representation has been recently suggested in [11].
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Lévy driven stochastic differential equations, Annals of
Probability 25(1), 393–423.

6
[29]

Simulation Methods for Stochastic Differential Equations
Talay, D. & Tubaro, L. (1990). Expansion of the global
error for numerical schemes solving stochastic differential equations, Stochastic Analysis and Applications 8(4),
483–509.

Lundberg Inequality for Ruin Probability; Market
Models; Markov Chains and Markov Processes;
Ornstein–Uhlenbeck Process)
ECKHARD PLATEN

(See also Catastrophe Derivatives; Diffusion
Approximations; Derivative Pricing, Numerical
Methods; Financial Economics; Inflation Impact
on Aggregate Claims; Interest-rate Modeling;

Simulation of Risk
Processes
Introduction
The simulation of risk processes is a standard procedure for insurance companies. The generation of
aggregate claims is vital for the calculation of the
amount of loss that may occur. Simulation of risk
processes also appears naturally in rating triggered
step-up bonds, where the interest rate is bound to
random changes of the companies’ ratings.
Claims of random size {Xi } arrive at random times
Ti . The number of claims up to time t is described by
the stochastic process {Nt }. The risk process {Rt }t≥0
of an insurance company can be therefore represented
in the form
Rt = u + c(t) −

Nt


Xi .

(1)

i=1

This standard model for insurance risk [9, 10] involves the following:
•
•
•
•

the claim arrival point process {Nt }t≥0 ,
an independent claim sequence {Xk }∞
k=1 of positive i.i.d. random variables with common mean µ,
the nonnegative constant u representing the initial
capital of the company,
the premium function c(t).

The company sells insurance policies and receives
a premium according to c(t). Claims up to time
t
are represented by the aggregate claim process
t
{ N
i=1 Xi }. The claim severities are described by the
random sequence {Xk }.
The simulation of the risk process or the aggregate claim process reduces therefore to modeling the
point process {Nt } and the claim size sequence {Xk }.
Both processes are assumed independent; hence, can
be simulated independently of each other. The modeling and computer generation of claim severities is
covered in [14] and [12].
Sometimes a generalization of the risk process
is considered, which admits gain in capital due to
interest earned. Although risk processes with compounding assets have received some attention in the
literature (see e.g. [7, 16]), we will not deal with them

because generalization of the simulation schemes is
straightforward.
The focus of this chapter is therefore on the efficient simulation of the claim arrival point process
{Nt }. Typically, it is simulated via the arrival times
{Ti }, that is, moments when the i th claim occurs,
or the interarrival times (or waiting times) Wi =
Ti − Ti−1 , that is, the time periods between successive claims. The prominent scenarios for {Nt }, are
given by the following:
•
•
•
•
•

the homogeneous Poisson process,
the nonhomogeneous Poisson process,
the mixed Poisson process,
the Cox process (or doubly stochastic Poisson
process), and
the renewal process.

In the section ‘Claim Arrival Process’, we present
simulation algorithms of these five models. In the
section ‘Simulation of Risk Processes’, we illustrate
the application of selected scenarios for modeling
the risk process. The analysis is conducted for the
PCS (Property Claim Services [15]) dataset covering
losses resulting from catastrophic events in the United
States that occurred between 1990 and 1999.

Claim Arrival Process
Homogeneous Poisson Process
A continuous-time stochastic process {Nt : t ≥ 0} is
a (homogeneous) Poisson process with intensity (or
rate) λ > 0 if (i) {Nt } is a point process, and (ii) the
times between events are independent and identically
distributed with an exponential(λ) distribution, that
is, exponential with mean 1/λ. Therefore, successive
arrival times T1 , T2 , . . . , Tn of the Poisson process
can be generated by the following algorithm:
Step 1: set T0 = 0
Step 2: for i = 1, 2, . . . , n do
Step 2a: generate an exponential random
variable E with intensity λ
Step 2b: set Ti = Ti−1 + E
To generate an exponential random variable E
with intensity λ, we can use the inverse transform
method, which reduces to taking a random number
U distributed uniformly on (0, 1) and setting E =

2
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F −1 (U ), where F −1 (x) = (− log(1 − x))/λ is the
inverse of the exponential cumulative distribution
function. In fact, we can just as well set E =
(− log U )/λ since 1 − U has the same distribution
as U.
Since for the homogeneous Poisson process the
expected value ƐNt = λt, it is natural to define the
premium function in this case as c(t) = ct, where
c = (1 + θ)µλ, µ = ƐXk and θ > 0 is the relative
safety loading that ‘guarantees’ survival of the insurance company. With such a choice of the risk function, we obtain the classical form of the risk process [9, 10].

Nonhomogeneous Poisson Process
One can think of various generalizations of the homogeneous Poisson process in order to obtain a more
reasonable description of reality. Note that the choice
of such a process implies that the size of the portfolio cannot increase or decrease. In addition, there
are situations, like in automobile insurance, where
claim occurrence epochs are likely to depend on the
time of the year or of the week [10]. For modeling such phenomena the nonhomogeneous Poisson
process (NHPP) suits much better than the homogeneous one. The NHPP can be thought of as a Poisson
process with a variable intensity defined by the deterministic intensity (rate) function λ(t). Note that the
increments of an NHPP do not have to be stationary.
In the special case when λ(t) takes the constant value
λ, the NHPP reduces to the homogeneous Poisson
process with intensity λ.
The simulation of the process in the nonhomogeneous case is slightly more complicated than in
the homogeneous one. The first approach is based
on the observation [10] that for an NHPP with rate
function λ(t) the increment Nt − Ns , 0 < s < t, is
distributed
 t as a Poisson random variable with intensity λ̃ = s λ(u) du. Hence, the cumulative distribution function Fs of the waiting time Ws is given by
Fs (t) = P (Ws ≤ t) = 1 − P (Ws > t)
= 1 − P (Ns+t − Ns = 0) =
  s+t

= 1 − exp −
λ(u) du
s


  t
λ(s + v) dv .
= 1 − exp −
0

(2)

If the function λ(t) is such that we can find a formula
for the inverse Fs−1 , then for each s we can generate a
random quantity X with the distribution Fs by using
the inverse transform method. The algorithm, often
called the ‘integration method’, can be summarized
as follows:
Step 1: set T0 = 0
Step 2: for i = 1, 2, . . . , n do
Step 2a: generate a random variable U
distributed uniformly on (0, 1)
Step 2b: set Ti = Ti−1 + Fs−1 (U )
The second approach, known as the thinning or
‘rejection method’, is based on the following observation [3, 14]. Suppose that there exists a constant
λ such that λ(t) ≤ λ for all t. Let T1∗ , T2∗ , T3∗ , . . . be
the successive arrival times of a homogeneous Poisson process with intensity λ. If we accept the i th
arrival time with probability λ(Ti∗ )/λ, independently
of all other arrivals, then the sequence T1 , T2 , . . . of
the accepted arrival times (in ascending order) forms
a sequence of the arrival times of a nonhomogeneous
Poisson process with rate function λ(t). The resulting
algorithm reads as follows:
Step 1: set T0 = 0 and T ∗ = 0
Step 2: for i = 1, 2, . . . , n do
Step 2a: generate an exponential random
variable E with intensity λ
Step 2b: set T ∗ = T ∗ + E
Step 2c: generate a random variable U
distributed uniformly on (0, 1)
Step 2d: if U > λ(T ∗ )/λ, then return to
step 2a (→ reject the arrival
time), else set Ti = T ∗ (→ accept the arrival time)
As mentioned in the previous section, the interarrival times of a homogeneous Poisson process have
an exponential distribution. Therefore, steps 2a–2b
generate the next arrival time of a homogeneous Poisson process with intensity λ. Steps 2c–2d amount to
rejecting (hence the name of the method) or accepting a particular arrival as part of the thinned process
(hence the alternative name).
We finally note that since in the nonhomoget
neous case the expected value ƐNt = 0 λ(s) ds, it
is naturalto define the premium function as c(t) =
t
(1 + θ)µ 0 λ(s) ds.
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Mixed Poisson Process
The very high volatility of risk processes, for example, expressed in terms of the index of dispersion
Var(Nt )/Ɛ(Nt ) being greater than 1 – a value obtained for the homogeneous and the nonhomogeneous
cases, led to the introduction of the mixed Poisson
process [2, 13]. In many situations, the portfolio of
an insurance company is diversified in the sense that
the risks associated with different groups of policy
holders are significantly different. For example, in
motor insurance, we might want to make a difference
between male and female drivers or between drivers
of different ages. We would then assume that the
claims come from a heterogeneous group of clients,
each one of them generating claims according to a
Poisson distribution with the intensity varying from
one group to another.
In the mixed Poisson process, the distribution of
{Nt } is given by a mixture of Poisson processes.
This means that, conditioning on an extrinsic random
variable  (called a structure variable), the process
{Nt } behaves like a homogeneous Poisson process.
The process can be generated in the following way:
first a realization of a nonnegative random variable
 is generated and, conditioned upon its realization,
{Nt } as a homogeneous Poisson process with that
realization as its intensity is constructed. Making the
algorithm more formal we can write:
Step 1:

generate a realization λ of the random intensity 
Step 2: set T0 = 0
Step 3: for i = 1, 2, . . . , n do
Step 3a: generate an exponential random
variable E with intensity λ
Step 3b: set Ti = Ti−1 + E

Since for each t the claim numbers {Nt } up to time
t are Poisson with intensity t, in the mixed case,
it is reasonable to consider the premium function of
the form c(t) = (1 + θ)µt.

Cox Process
The Cox process, or doubly stochastic Poisson process, provides flexibility by letting the intensity not
only depend on time but also by allowing it to be
a stochastic process. Cox processes seem to form a
natural class for modeling risk and size fluctuations.
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Therefore, the doubly stochastic Poisson process can
be viewed as a two-step randomization procedure. An
intensity process {(t)} is used to generate another
process {Nt } by acting as its intensity; that is, {Nt }
is a Poisson process conditional on {(t)}, which
itself is a stochastic process. If {(t)} is deterministic, then {Nt } is a nonhomogeneous Poisson process.
If (t) =  for some positive random variable ,
then {Nt } is a mixed Poisson process.
This definition suggests that the Cox process can
be generated in the following way: first a realization
of a nonnegative stochastic process {(t)} is generated and, conditioned upon its realization, {Nt } as
a nonhomogeneous Poisson process with that realization as its intensity is constructed. Making the
algorithm more formal we can write:
Step 1: generate a realization λ(t) of the intensity
process {(t)} for a sufficiently large time
period
Step 2: set λ = max {λ(t)}
Step 3: set T0 = 0 and T ∗ = 0
Step 4: for i = 1, 2, . . . , n do
Step 4a: generate an exponential random
variable E with intensity λ
Step 4b: set T ∗ = T ∗ + E
Step 4c: generate a random variable U
distributed uniformly on (0, 1)
Step 4d: if U > λ(T ∗ )/λ then return to
step 4a (→ reject the arrival
time) else set Ti = T ∗ (→ accept
the arrival time)
In the doubly stochastic case, the premium function is a generalization of the former functions, in line
with the generalization of the claim arrival
 t process.
Hence, it takes the form c(t) = (1 + θ)µ 0 (s) ds.

Renewal Process
Generalizing the point process we come to the
position where we can make a variety of distributional assumptions on the sequence of waiting
times {W1 , W2 , . . .}. In some particular cases, it
might be useful to assume that the sequence is
generated by a renewal process of claim arrival
epochs, that is, the random variables Wi are i.i.d.
and nonnegative. Note that the homogeneous Poisson process is a renewal process with exponentially distributed interarrival times. This observation lets us write the following algorithm for the
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generation of the arrival times for a renewal process:
Step 1:
Step 2:

set T0 = 0
for i = 1, 2, . . . , n do
Step 2a: generate a random variable X
with an assumed distribution
function F
Step 2b: set Ti = Ti−1 + X

Simulation of Risk Processes
In this section, we will illustrate some of the models
described earlier. We will conduct the analysis on
the PCS [15] dataset covering losses resulting from
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An important point in the previous generalizations
of the Poisson process was the possibility to compensate risk and size fluctuations by the premiums. Thus,
the premium rate had to be constantly adapted to the

development of the total claims. For renewal claim
arrival processes, a constant premium rate allows for
a constant safety loading [8]. Let {Nt } be a renewal
process and assume that W1 has finite mean 1/λ. Then
the premium function is defined in a natural way as
c(t) = (1 + θ)µλt, like in the homogeneous Poisson
process case.

120
100

60

60
0

1

2

3

4 5 6 7
Time (years)

8

9 10

(a)

0

1

2

3

0

1

2

3

4 5 6 7
Time (years)

8

9 10

8

9

(b)

160

160

140

140

Capital (USD billion)

Capital (USD billion)

100
80

80

120
100
80

120
100
80

60

60
0

1

2

3

4

5

6

7

8

9

10

Time (years)
(c)

120

4

5

6

7

10

Time (years)
(d)

Figure 1 Simulation results for a homogeneous Poisson process with log-normal claim sizes (a), a nonhomogeneous
Poisson process with log-normal claim sizes (b), a nonhomogeneous Poisson process with Pareto claim sizes (c), and a
renewal process with Pareto claim sizes and log-normal waiting times (d). Figures were created with the Insurance library
of XploRe [17]
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catastrophic events in the United States of America that occurred between 1990 and 1999. The data
includes market’s loss amounts in USD adjusted for
inflation. Only natural perils, which caused damages exceeding five million dollars, were taken into
consideration. Two largest losses in this period were
caused by hurricane Andrew (August 24, 1992) and
the Northridge earthquake (January 17, 1994).
The claim arrival process was analyzed by Burnecki et al. [6]. They fitted exponential, log-normal,
Pareto, Burr and gamma distributions to the waiting time data and tested the fit with the χ 2 , Kolmogorov–Smirnov, Cramer–von Mises and Anderson–Darling test statistics; see [1, 5]. The χ 2 test
favored the exponential distribution with λw = 30.97,
justifying application of the homogeneous Poisson
process. However, other tests suggested that the distribution is rather log-normal with µw = −3.88 and
σw = 0.86 leading to a renewal process. Since none
of the analyzed distributions was a unanimous winner, Burnecki et al. [6] suggested to fit the rate function λ(t) = 35.32 + 2.32(2π) sin[2π(t − 0.20)] and
treat the claim arrival process as a nonhomogeneous
Poisson process.
The claim severity distribution was studied by
Burnecki and Kukla [4]. They fitted log-normal,
Pareto, Burr and gamma distributions and tested the
fit with various nonparametric tests. The log-normal
distribution with µs = 18.44 and σs = 1.13 passed
all tests and yielded the smallest errors. The Pareto
distribution with αs = 2.39 and λs = 3.03 108 came
in second.
The simulation results are presented in Figure 1.
We consider a hypothetical scenario where the insurance company insures losses resulting from catastrophic events in the United States. The company’s
initial capital is assumed to be u = USD 100 billion and the relative safety loading used is θ = 0.5.
We choose four models of the risk process whose
application is most justified by the statistical results
described above: a homogeneous Poisson process
with log-normal claim sizes, a nonhomogeneous Poisson process with log-normal claim sizes, a nonhomogeneous Poisson process with Pareto claim sizes, and
a renewal process with Pareto claim sizes and lognormal waiting times. It is important to note that the
choice of the model has influence on both – the ruin
probability and the reinsurance of the company.
In all subplots of Figure 1, the thick solid line is
the ‘real’ risk process, that is, a trajectory constructed
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from the historical arrival times and values of the
losses. The thin solid line is a sample trajectory. The
dotted lines are the sample 0.001, 0.01, 0.05, 0.25,
0.50, 0.75, 0.95, 0.99, 0.999-quantile lines based on
50 000 trajectories of the risk process. Recall that the
function x̂p (t) is called a sample p-quantile line if for
each t ∈ [t0 , T ], x̂p (t) is the sample p-quantile, that
is, if it satisfies Fn (xp −) ≤ p ≤ Fn (xp ), where Fn is
the empirical distribution function. Quantile lines
are a very helpful tool in the analysis of stochastic
processes. For example, they can provide a simple
justification of the stationarity (or the lack of it) of
a process; see [11]. In Figure 1, they visualize the
evolution of the density of the risk process. Clearly,
if claim severities are Pareto distributed then extreme
events are more probable than in the log-normal
case, for which the historical trajectory falls even
outside the 0.001-quantile line. This suggests that
Pareto-distributed claim sizes are more adequate for
modeling the ‘real’ risk process.
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[9] Embrechts, P., Klüppelberg, C. & Mikosch, T. (1997).
Modelling Extremal Events, Springer, Berlin.
[10] Grandell, J. (1991). Aspects of Risk Theory, Springer,
New York.
[11] Janicki, A. & Weron, A. (1994). Simulation and
Chaotic Behavior of α-Stable Stochastic Processes, Marcel Dekker, New York.
[12] Klugman, S.A., Panjer, H. H. & Willmot, G.E. (1998).
Loss Models: From Data to Decisions, Wiley, New York.

6

Simulation of Risk Processes

[13]

Rolski, T., Schmidli, H., Schmidt, V. & Teugels, J.L.
(1999). Stochastic Processes for Insurance and Finance,
Wiley, Chichester.
[14] Ross, S. (2001). Simulation, 3rd Edition, Academic
Press, San Diego.
[15] See Insurance Services Office Inc. (ISO) web site:
www.iso.com/products/2800/prod2801.html.
[16] Sundt, B. & Teugels, J.L. (1995). Ruin estimates under
interest force, Insurance: Mathematics and Economics
16, 7–22.
[17] See XploRe web site: www.xplore-stat.de.

(See also Coupling; Diffusion Processes; Dirichlet Processes; Discrete Multivariate Distributions;
Hedging and Risk Management; Hidden Markov
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Splines
Usually, the term spline (or spline function) refers to
a function that is a smooth, piecewise polynomial.
The versatility and smoothness of these functions
make them useful in fitting curves and surfaces to
data.
Spline functions burst into prominence in the
1970s following the development of efficient algorithms for their computation. It appears that smoothing algorithms, developed largely in the actuarial science community, provided the inspiration for splines.
When Schoenberg [15] sought to overcome numerical
instability in missile trajectory computations during
World War II by fitting smooth functions to data, he
defined ‘cardinal’ spline functions to solve his problem. He cites a chapter in [18] devoted to discrete
graduation methods, mostly developed by actuaries,
and a paper [9] in which Greville (an actuary) systematized osculatory polynomial formulae applied to
produce smooth interpolating and graduating curves.
Thus, actuarial science has played a major role in the
history of splines [4].
The mathematical theory of splines is described in
[2, 16]; the website [3] contains an extensive spline
bibliography.
Let [a, b] be an interval on the real line; let
C r [a, b] denote the space of functions on [a, b]
that have a continuous rth derivative; m denotes
the class of polynomials of degree m or less; let
 = {t0 , t1 , . . . , tn+1 } with a = t0 < t1 < · · · < tn <
tn+1 = b be a partition of the interval [a, b].
We now define polynomial splines as follows:
Sm, := {σ ∈ C m−1 [a, b] : σ |[ti ,ti+1 ] ∈ m ,

i = 0, 1, . . . , n}

(1)

is the space of polynomial splines of degree m with
n knots ti , i = 1, . . . , n. A convenient expression for
these splines is
σ (t) =

m


αi t i +

i=0

where

βi (t − ti )m
+,

t ∈ [a, b]

i=1


(t − ti )m
+ =

n


(2)
0,
t ≤ ti
(t − ti )m , t > ti .

This formal definition justifies the loose description
of (polynomial) splines as ‘smooth piecewise polynomials’.
Polynomial splines enjoy the simplicity of polynomials and their piecewise construction makes them
more versatile than polynomials. The so-called Bspline representation facilitates efficient computation.
They are used for interpolation, smoothing, approximation of functions, and regression [6, 8, 13]. As
function estimators, they have rapid convergence
properties, and as described below, they have certain
optimal properties. Cubic splines (piecewise cubic
functions with continuous second derivative) are particularly popular [12]. Computationally, determining
a cubic spline requires simply solving a system of
linear equations. See [11] for the use of cubic splines
in constructing life tables.
We now describe another approach to splines – a
variational approach.
The problem of interpolation can be stated as follows. Suppose that a ≤ t1 < t2 < · · · < tn ≤ b and
{z1 , z2 , . . . , zn } are real numbers. The general problem of interpolation is to find a ‘suitable’ function φ
such that φ(ti ) = zi (1 ≤ i ≤ n).
Classical approaches are based on choosing φ to
be some polynomial. But are there ‘better’ functions for solving this interpolation problem? One
answer is as follows. Among all functions φ that have
continuous second derivatives, and satisfy φ(ti ) =
zi (1 ≤ i ≤ n) there is a unique one that minimizes
b (2)
2
a φ (t) dt and this function turns out to be a cubic
spline [10].
Note that the
 b objective function in this optimization problem a (φ (2) (t))2 dt is a natural measure of
oscillation of a function φ in the interval [a, b].
Roughly, this is a measure of the bending energy of
a thin beam with shape given by φ. Such thin beams
in drafting and engineering are known as splines.
Thus, some splines are solutions of variational
(i.e. optimization) interpolation problems. This is the
starting point for the variational approach to splines
in which an interpolating ‘spline’ is defined to be
the solution of some variational interpolation problem. We can generate different types of variational
splines by varying the space of functions in which
the problem is set, or the objective function that is to
be minimized, or the type of interpolation conditions.
However, the solutions to these variational problems are not necessarily piecewise polynomials. A
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striking example is the ‘thin plate’ spline, which provides a variational approach to interpolating functions
of several variables [7, 14].
Variational splines are particularly useful in smoothing problems. Suppose that we have data {(ti , zi ) :
i = 1, 2, . . . , n} as in the interpolation problem above. Then, among all functions φ that have continuous
second derivatives, there is a unique one that minimizes

n

2
(zi − φ(ti )) + λ
J (φ) =
i=1

[5]

[6]
[7]

[8]

b

φ (2) (t)2 dt

(3)

a

where λ is a given positive constant known as the
smoothing constant. In minimizing J (φ), we are
seeking to balance fidelity to the data and the smoothness of φ. See [8, Chapter 5] and [17] for contemporary ideas and [18, § 151–§ 155] for earlier ideas.
Underpinning this variational interpretation is an
abstract approach in a Hilbert space setting. This
approach has been championed by Atteia [1] and
his collaborators over many years. The variational
approach to interpolation and smoothing can be
extended to constrained problems. For a more detailed
exposition of variational splines, see [5].

[9]

[10]

[11]

[12]
[13]
[14]
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Statistical Terminology
In probability theory, the underlying probability
space, typically given as a triple (, A, P ), is assumed to be completely known. Here  denotes a set of
possible outcomes of a random experiment, and A is
a σ -algebra of events in , that is, a class of subsets
of , which are assigned a probability via the measure P . Randomness is often modeled by introducing
a random variable X, that is, a (measurable) mapping X:  → X, with (known) distribution PX . For
example, X = n (n ≥ 1) could be the set of outcomes of a collection of n random observations, for
example, n claims observed in a certain portfolio.
In statistics, however, the underlying probability
distribution PX is unknown (or partially unknown)
and has to be specified from the observed data, say
x1 = X1 (ω), . . . , xn = Xn (ω), called a sample, where
X1 , . . . , Xn are random variables with (joint) distribution PX = PX1 ,...,Xn . Quite often, the random variables X1 , . . . , Xn are assumed to be independent [2].
Throughout this entry, we shall use the notations
X = (X1 , . . . , Xn ) and x = (x1 , . . . , xn ). The triple
(X, B, PX ) is called a sample space (or statistical
model ).
There are various ways to proceed. A first distinction is between parametric and nonparametric
models. Moreover, one can discuss different types
of statistical decision functions, such as estimation,
hypothesis testing, or confidence sets. We shall consider some of these notions more in detail below.

Parametric Models
A parametric model is a model in which the sample
distribution PX is determined by the values of a
(finite-dimensional) parameter vector θ ∈  ⊂ p ,
that is, PX = PX,θ . Let, for example, X be normal.
Then X is specified by its mean µ and variance σ 2 .
Therefore, in our terminology θ = (µ, σ 2 ) and  =
 × + , if only n = 1 observation is considered.
For general n, X could, for example, have an ndimensional normal distribution with mean vector µ
and covariance matrix .

Estimation
On the basis of a sample x = (x1 , . . . , xn ), we want to
locate the true parameter vector (say) θ0 , or more in

general, a function γ (θ0 ) ∈ . A (point) estimation
of γ (θ) is a (measurable) mapping d: X → , the
value d(x) is called point estimate of γ (θ). d(x) is
meant to be an approximation of the unknown value
γ (θ), given the sample x. Certain criteria should be
satisfied.
The (point) estimation is (weakly) consistent if
P
d(X) = d(X1 , . . . , Xn ) →
γ (θ) as n → ∞ for all
θ ∈ . Roughly speaking, the more observations are
available, the better the estimation. d is unbiased,
if (in the mean) Eθ d(X) = γ (θ) for all θ ∈ . The
deviation Eθ d(X) − γ (θ) is called bias. So, in the
long run, owing to the law of large numbers, an
unbiased (point) estimator d gives the true parameter value on average. An estimator d ∗ is called
a uniformly minimum variance unbiased estimator
(UMVU estimator) if
Eθ (d ∗ (X) − γ (θ))2 ≤ Eθ (d(X) − γ (θ))2

(1)

for all θ ∈  and every unbiased (point) estimator d.
Let again X be normal with unknown mean µ,
but known variance σ 2 = σ02 . Then, d ∗ (X) = X =
(X1 + · · · + Xn )/n is a UMVU estimator for µ.
Under several regularity assumptions, the Cramér–Rao (lower) bound or information inequality [4]
applies, that is,
Eθ (d(X) − γ (θ))2 ≥

(γ  (θ))2
I (θ)

∀

θ ∈ ,

(2)

where I (θ) = Eθ (∂/(∂θ ) log fθ (X))2 , the Fisher information. An unbiased estimator d ∗ , which attains
the Cramér–Rao lower bound, is called efficient.
A general principle to obtain point estimators
is given by the maximum likelihood method. If
X is a (discrete or absolutely continuous) random
variable with probability density fθ , an estimate θ̂ is
called a maximum likelihood estimate of θ, if fθ̂ (x) =
maxθ∈ fθ (x), where x is the observed sample. In
many situations, θ̂ can easily be transformed into an
unbiased, asymptotically consistent estimator.

Hypothesis Testing
Often, one is not really interested in the exact value
of the unknown parameter θ, but only wants to know
whether or not it belongs to a certain subset 0 ⊂ 
of the parameter space. So, one has to decide between
the two hypotheses
H0 : θ ∗ ∈ 0 ,

H1 : θ ∗ ∈
/ 0 .
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A test ϕ of (significance) level α ∈ (0, 1) is
a (measurable) mapping ϕ: X → 0, 1 such that
Eθ ϕ(X) ≤ α for all θ ∈ 0 . The interpretation of
ϕ(x) is that it specifies the probability of choosing
the alternative H1 , having observed the sample x.
Hence, for θ ∈ 0 , Eθ ϕ(X) is the average probability
of rejecting H0 , when it is actually true (error of first
kind ). In turn, the error of second kind is the average
probability of accepting H0 , when it is actually false.
ϕ is called unbiased if Eθ ϕ(X) ≥ α for all θ ∈ 0 .
An optimal test ϕ ∗ (of given level α) is a test,
which minimizes the error of second kind. Such tests
are called uniformly most powerful tests (UMP tests).
In the case of simple hypotheses (i.e. 0 = {θ0 } and
 \ 0 = {θ1 }) and PX having densities f0 and f1
under H0 and H1 , respectively, the Neyman–Pearson
lemma tells us that ϕ ∗ has the form

1: f1 (x) > k ∗ f0 (x),
∗
(3)
ϕ (x) = γ ∗ : f1 (x) = k ∗ f0 (x),
0: f1 (x) < k ∗ f0 (x),
∗

is a confidence interval of level 1 − α for θ = µ,
where x = (x1 + · · · + xn )/n is the sample mean and
z1−α/2 denotes the (1 − α/2)-quantile of a standard
normal distribution function.

Nonparametric Models
If one does not want to assume a specific parametric
distribution for the underlying statistical model, a
nonparametric setting can be applied. Here, we
will only consider a sample (say) X1 , . . . , Xn of
independent, real-valued random variables.

Empirical Distribution Function and Quantiles
A widely applicable method is to use the empirical
(sample) distribution function

∗

where 0 ≤ γ ≤ 1 and 0 ≤ k ≤ ∞ are constants,
which have to be chosen such that the test has level
α [2]. In general cases, UMP tests do not necessarily
exist. Possibly, however, at least a uniformly most
powerful unbiased test (UMPU test) exists, that is a
test, which minimizes the error of second kind in the
subclass of all unbiased level α tests.

1
I{Xi ≤t} ,
n i=1
n

Fn (t) =

t ∈ .

The Glivenko–Cantelli theorem proves that, if F
is the true distribution function of the independent
observations X1 , . . . , Xn , then
sup |Fn (t) − F (t)| −−−→ 0

(n → ∞)

t∈

almost surely (a.s.),

Confidence Sets
One more question arises in the context of estimation:
How to measure the deviation between the estimated
and the true parameter value? An answer can be given
by specifying a random interval (or set), based on the
observed sample, which covers the true parameter
value with high probability. More precisely, if a
(measurable) mapping C: X → P() satisfies
Pθ (C(X)

θ) ≥ 1 − α

∀θ ∈ ,

(4)

α ∈ (0, 1) fixed, then C(x) is called a confidence set
of level 1 − α.
For example, let X = (X1 , . . . , Xn ) be a sample of
independent normal random variables with unknown
mean µ, but known variance σ 2 = σ02 . Then,

σ0
C(x) = a ∈ : x − z1− α √
2
n

σ0
(5)
≤ a ≤ x + z1− α √
2
n

(6)

(7)

that is, the empirical distribution function Fn
(uniformly) approximates the unknown distribution
function F with probability 1. This, for example,
motivates the (two-sided ) Kolmogorov–Smirnov test
statistic
(8)
Dn = sup |Fn (t) − F0 (t)|
t∈

for testing the hypotheses
H0 : F = F0 ,

H1 : F = F0 ,

(9)

with a known continuous distribution function F0 .
Dn is distribution-free under H0 , that is, it has the
same distribution for every F0 . For various other
types of nonparametric (test) statistics, we refer to
the corresponding entry in this encyclopedia and the
literature cited therein.
Let xα be the α-quantile of a distribution function
F (t) = P (X ≤ t), t ∈ , defined by the inequalities
P (X ≤ xα ) ≥ α and P (X ≥ xα ) ≥ α, in particular,
F (xα ) = α for continuous F . The median x1/2 , for

Statistical Terminology
example, is of special interest. If X(1) ≤ · · · ≤ X(n)
denote the order statistics of the sample, that is, the
observed random variables in increasing order, an
estimator for x1/2 is given by the sample median
x̂1/2 , which, in case of odd n, is simply the midvalue
x((n+1)/2) of the sample, whereas, in case of even
n, it is typically defined as 1/2(x(n/2) + x((n/2)+1) ).
More generally, the sample quantile x̂α = x([nα]) can
be defined, where [·] denotes the integer part.

Density and Kernel Estimators
Suppose that X is a (discrete or absolutely continuous) random variable with density f. Then, f provides
a natural description of the underlying randomness,
for example, it gives information on skewness or multimodality in the model.
A simple, but widely used estimator of f is the
histogram estimator. Select an origin t0 and a bandwidth h, and set Im = [t0 + mh, t0 + (m + 1)h) for
m ∈ . The histogram is then defined as
1 
I{X ∈I } ,
fn (t) =
nh i=1 i m

many cases, the kernel K is a symmetric probability
density function.

Concluding Remarks
In the discussion above, some elementary notions
for statistical models have been introduced, in a
parametric as well as in a nonparametric framework.
It is impossible, to give an extensive description of
all relevant statistical terminology here, not even of
the basic and commonly used definitions in actuarial
models. There are, however, exhaustive collections of
statistical items which can be consulted for particular
questions. We refer, for example, to the dictionaries
of Everitt [1] and Kendall & Buckland [3], both of
which contain a comprehensive glossary of statistical
terms.
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Stochastic Simulation

contract details (important in reinsurance) and even
on claim frequency. This kind of flexibility is one
of the strong points of the MC approach.
Another classical risk variable in insurance is

General
Stochastic simulation, also known as the Monte Carlo
method, is an old technique for evaluating integrals
numerically, typically used in high dimension [11].
An alternative interpretation is as computer reproductions of risk processes. The idea is depicted in (1).
The real world

In the computer

M −−−→ X

M̂ −−−→ X ∗

m times

(1)

Let X be a risk variable materializing in the future
through a complicated mechanism M. A simplified
version M̂ (a model) is implemented in the computer,
yielding simulations X ∗ that unlike X can be replicated, say m times. These ‘m’ simulations provide an
approximation to the distribution of X. For example,
their mean and variance are estimates of E(X) and
var(X), and the αm smallest simulation is used for
the lower α percentile of X. The variability of any
function q(X) can be examined through its simulations q(X ∗ ).
The approach, also known as the bootstrap [10],
is adaptable to a high number of situations ranging from the simple to the very complex [6]. It has
much merit as a tool for teaching and communication. Monte Carlo (MC) can be prohibitively slow
to run when wrongly implemented. The extra √
MC
uncertainty induced, of size proportional to 1/ m,
is often unimportant compared to the discrepancy
between M̂ and M. The steady decline in computational cost makes the slow, but quickly implemented
MC methods increasingly more attractive.

Areas of Use
Classical computational problems in actuarial science easily solvable by MC is aggregated claims
(see Aggregate Loss Modeling) and ruin in finite
time. For example, if
X = Z1 + · · · + ZN ,

(2)

one first draws the number of claims as N ∗ and
then adds N ∗ drawings Z1∗ , . . . , ZN∗ ∗ of the liabilities.
Simple variations of the scheme allow claims to
possess unequal distributions that may depend on

X = min(Y1 , . . . , Yn ),

(3)

defining Yk as the value of a given portfolio at
the end of period k. A powerful way to approximate ruin probabilities is to run repeated simulations of the sequence Y1 , . . . , Yn and count the number of times the minimum is negative. In general,
Yk = Yk−1 + Zk , where Zk is the net income to the
account in period k, comprising damage payments,
overhead, premium, financial income, and so forth.
MC-versions of (3) require Zk to be drawn randomly.
This amounts to simulation of business activity. Such
schemes are sometimes called Dynamic Financial
Analysis (DFA), [22]. Technically, it is even possible to handle networks of agents and firms with
complex interdependency, leading, in the extreme, to
World Simulation, as in [3, 14] and the related concept of microscopic simulation in economics [21].
Large-scale simulations of physical systems catastrophe (CAT) modeling (see Catastrophe Models
and Catastrophe Loads) are carried out by the
insurance industry to assess economic risk due to
hurricanes, floods, and earthquakes.
Several other MC-adapted techniques have been
established. In finance, historical simulation designates the sampling of future returns from those that
have occurred in the past [18, 19]. No model is used.
The model-based analogy in this area is called parametric simulation. Very important is the potential for
rigorous treatment of the parameter and model error.
One way is by using the Bayesian Statistics [2, 25].
It is then utilized that the posterior probability density function (p.d.f.) of X, given the historical data D,
may be written as

(4)
p(x|D) = p(x|θ, D)p(θ|D) dθ,
where θ are unknown parameters, and p(·|·) is
generic for conditional p.d.f. Simulations from (4)
then automatically incorporate uncertainty in θ [2,
8, 16, 17]. An alternative frequentist approach to
parameter/model error is based on nested schemes,
sometimes called the double bootstrap [5]. Now,
the samples in (1) are run from alternative models M̂ ∗ , incorporating uncertainty and are themselves
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obtained by simulations. With m1 different models
and m simulations from each, the total number of
simulations grows to mm1 . In practice, m1 = 25 is
enough.
MC is also used for fitting nonlinear models,
depending on unobserved random processes called
hidden or latent, [4, 15, 26]. Another possibility is
portfolio design based on simulated scenarios, an
area in its infancy (2002). The best approach [20]
is through common random variates [12], where
weights attached financial variables are varied to
reach an optimum combination, given fixed MC scenarios.

models with latent processes [4, 26]. Here, recursive
MC [9] is an alternative.
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Survival Analysis
Survival analysis is a major part of modern statistics
in which models and methods are developed to analyze the length of time from some origin (e.g. the
start of the study) to the occurrence of some event of
interest (e.g. the death of a patient or the failure of an
item). In particular, we want to investigate how this
survival time (or lifetime, or waiting time) is influenced by other measured variables called risk factors
(or prognostic factors, or covariates, or explanatory
variables).
The methods of survival analysis find application
not only in biomedical science but also in, for example, engineering and actuarial science.
A typical feature of survival time data is that they
are often not fully observable. This might be due to,
for example, the fact that the study stops before the
death of a patient has occurred, or the fact that an
item has already failed before the start of the study,
or that an item fails because of some cause different
from the one of interest. The methods of survival
analysis are able to take into account these forms of
incompleteness in the data.
We give a survey of the most important results
in the one-sample situation. For the multisample
problems, such as extensions of the traditional test
statistics to the incomplete data case, we refer to
handbooks on survival analysis, such as [7, 36, 48,
61, 73]. These books also contain a wealth of practical examples and real data. We will also focus on
nonparametric methods. For the huge literature on
parametric models for survival data (e.g. exponential, Weibull, Gamma, log-normal), and their analysis
using maximum likelihood theory, we again refer
to the textbooks above and also to [11, 25, 57].

Random Right Censoring
If Y denotes the lifetime of interest, then it frequently occurs that it cannot be entirely observed.
For example, the occurrence of a death may be
censored by some event that happens earlier in
time (dropout, loss, . . .), and we only know that
the lifetime exceeds a certain value. This situation is described by introducing another time C,
called censoring time, and saying that the observed
data are T and δ, where T = min(Y, C) and δ =

I (Y ≤ C). Here, I (A) denotes the indicator function of the event A. So δ takes the value 1 if
the lifetime is uncensored (Y ≤ C) and 0 if the
lifetime is censored. The distribution functions of
Y and C are denoted by F and G respectively.
The model of random right censorship makes the
assumption that Y and C are independent. This
entails that the distribution H of T satisfies the
relation 1 − H = (1 − F )(1 − G), and that δ is a
Bernoulli-distributed
random variable with P (δ =
∞
1) = 0 (1 − G(s−)) dF (s).

The Kaplan–Meier Estimator
Kaplan and Meier [56] obtained an estimator for the
distribution function F under random right censoring.
Their approach was nonparametric maximum likelihood estimation, but nowadays there exists several
other derivations of this estimator. It is also remarkable that so-called actuarial estimators in life-tables
have been proposed as early as 1912 in [14] (referred
to in [85]), and that these now appear as approximations of the Kaplan–Meier estimator (see also
[73]). The Kaplan–Meier estimator is also called
product-limit estimator because of its typical product
structure.
If (T1 , δ1 ), . . . , (Tn , δn ) is a sample of independent
and identically distributed observations (with T and
δ defined above), then the Kaplan–Meier estimator
Fn (t) of F (t) is defined by
1 − Fn (t) =


Ti ≤t

mi
1−
Mi

 δi
(1)



where mi = nj=1 I (Tj = Ti ) and Mi = nj=1 I (Tj ≥
Ti ).
If all Ti are different, then each mi = 1 and Mi =
n − rank(Ti ) + 1, and in this case
1 − Fn (t) =


1−
Ti ≤t

=

 

T(i) ≤t

=

1
n − rank(Ti ) + 1

1−

1
n−i+1

  n − i δ(i)
n−i+1
T ≤t
(i)

δi

δ(i)

(2)
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where T(1) ≤ T(2) ≤ · · · ≤ T(n) are the order statistics
of T1 , . . . , Tn and δ(1) , . . . , δ(n) are the corresponding δs.
If there is no censoring (i.e. all δi = 1), then it is
easily seen that Fn (t) reduces to the usual empirical
distribution function. It should also be noted that in
case the last observation T(n) is censored, the definition of Fn (t) gives that it is strictly less than 1
and constant for t ≥ T(n) . There exists various proposals for redefining Fn (t) for t ≥ T(n) , see [33, 42].
It can be shown(see e.g [7]) that the Kaplan–Meier
estimator is biased and that −F (t)(1 − H (t))n ≤
EFn (t) − F (t) ≤ 0, from which it follows that for
n → ∞, the bias converges to 0 exponentially fast,
if H (t) < 1.

Asymptotic Properties of the
Kaplan–Meier Estimator
Breslow and Crowley [15] were the first to consider
weak convergence of the process n1/2 (Fn (t) − F (t)),
0 ≤ t ≤ T0 , where T0 < TH = min(TF , TG ). (For any
distribution function L, we write TL = inf{t : L(t) =
1} for its right endpoint of support). Let D[0, T0 ]
be the space of right-continuous functions with lefthand limits. The weak convergence result says that,
for T0 < TH , as n → ∞,
n1/2 (Fn (·) − F (·)) ⇒ W (·) in D[0, T0 ]
where W (·) is a Gaussian process with mean function
0 and covariance function
st = (1 − F (t))(1 − F (s))
 min(s,t)
1
×
dF (y).
(1 − F (y))(1 − H (y−))
0
(3)
Some remarks on this result.
1. An immediate consequence is that for each t <
TH ,
d

n1/2 (Fn (t) − F (t)) −−−→ N (0; σ 2 (t))

(4)

where σ 2 (t) = tt . The formula

σG2 (t) = (1 − Fn (t))2 n


Ti ≤t

δi
Mi (Mi − mi )

is known as Greenwood’s formula [47] for estimating the asymptotic variance σ 2 (t) and for
setting up a large sample pointwise (at fixed time
t) confidence interval for F (t).
2. Confidence bands for F (t) have been studied
in [2, 50, 76]. The basic idea is that the weak
convergence result implies that
d

sup |n1/2 (Fn (t) − F (t))| −−−→ sup |W (t)|
0≤t≤T0

0≤t≤T0

(6)
from which a 100(1 − α)% confidence band for
F (t) can be constructed, of the form Fn (t) ±
cα n−1/2 , if cα is such that P (sup0≤t≤T0 |W (t)| ≤
cα ) = 1 − α.
3. In [50] it is observed that the limiting process
W (·) has the following form in terms of a Brownian bridge process B o (·) on [0, 1]:
W (t) = B o (K(t))

1 − F (t)
(t < TH )
1 − K(t)

(7)

where K(t) = C(t)/(1 + C(t)) and
 t
1
C(t) =
dF (y).
(1
−
F
(y))(1
− H (y−))
0
(8)
(in case of no censoring: K(t) = F (t) and
W (t) = B o (F (t)).
4. The result has been extended to weak convergence in D[0, ∞) [43]. See also textbooks like
[7, 36, 86].
5. A modern approach to these type of results rests
on counting processes and martingale theory. If
 denotes the cumulative hazard function of Y,
that is,
 t
dF (y)
(t) =
,
(9)
0 1 − F (y−)
then the process
1 
I (Zi ≤ t)δi
Mn (t) = √
n i=1
 t
−
I (Zi ≥ u) d(u)
n

(10)

0

(5)

is a martingale, and the Kaplan–Meier process can be expressed as a stochastic integral
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with respect to this basic martingale. This allows
application of the powerful martingale limit theorems. See [7, 36, 42, 44, 86].
Another important result for the Kaplan–Meier estimator is the almost sure asymptotic representation.
A very useful result in [66, 68] represents the
Kaplan–Meier estimator as an average of independent and identically distributed random variables
plus a remainder term of order O(n−1 log n) almost
surely.

consistency and asymptotic normality are [5, 40, 43,
83, 88, 89, 103].
3. Hazard rate function. The hazard rate function of
Y (with distribution function F ) is defined as
1
λ(t) = lim P (t ≤ Y < t + h|Y ≥ t).
> h
h→ 0

Not only has the distribution function F been the subject of research but also some well-known functionals
of F. We discuss the estimation of some of them.
1. Quantiles. For 0 < p < 1, we denote the pth
quantile of F by ξp = F −1 (p) = inf{t : F (t) ≥ p}.
A simple estimator for ξp is the pth quantile of
the Kaplan–Meier estimator: ξpn = Fn−1 (p) = inf{t :
Fn (t) ≥ p}. Many large sample properties for quantile estimators can be derived from asymptotic representations (Bahadur representations). They represent
ξpn as follows:
ξpn = ξp +

p − Fn (ξp )
+ Rn (p)
f (ξp )

(11)

where f = F  and Rn (p) is a remainder term. In
[20, 66], the behavior of Rn (p) has been studied and the a.s. rate O(n−3/4 (log n)3/4 ) has been
obtained under conditions on the second derivative
of F. Under weaker conditions, the representation
has been proved with Rn = oP (n−1/2 ) [39]. Weak
convergence of the quantile process n1/2 (ξpn − ξp )
(0 < p ≤ p0 ), where 0 < p0 < min(1, TG(F −1 ) ) was
already obtained in [82]. The limiting process is then
given by −W (ξp )/f (ξp ) (0 < p ≤ p0 ) where W is
the limiting Gaussian process of the Kaplan–Meier
process. Confidence intervals for ξp have been constructed in [16], by a method that avoids estimating
the density function f.
2. Integrals of the Kaplan–Meier estimator. Another
class of functionals that have been studied are
the
 ∞ integrals of the Kaplan–Meier estimator :
0 ϕ(t) dFn (t), for some general function ϕ. The
main references for asymptotic properties like

(12)

If F has density f, we have that, for F (t) < 1,
λ(t) =

Functionals of the Kaplan–Meier
Estimator

3

f (t)
d
= − (t).
1 − F (t)
dt

(13)

Estimation of λ(t) under the model of random right
censorship was first considered in [13]. The estimators are kernel estimators that are essentially of the
following three types

Kh (t − y) dFn (y)


1 − Fn (t)
Kh (t − y) dFn (y)



1 − Fn (y)
Kh (t − y) dn (y)

where Fn is the Kaplan–Meier estimator and
n is the Nelson–Aalen estimator based on
(T1 , δ1 ), . . . , (Tn , δn ). Also Kh (·) = K(·/ hn )/ hn ,
where K is a known probability density function and
{hn } is a sequence of bandwidths. In [90], expressions
were obtained for bias and variance, and asymptotic
normality was proved. The method of counting processes has been used in [81], and results have been
derived from asymptotic representations in [65]. The
three estimators above are asymptotically equivalent.
4. Mean and median residual lifetime. If Y is a
lifetime with distribution function F and if t > 0 is
some fixed time, then in various applied fields, it is
important to estimate the mean and median of the
residual lifetime distribution F (y|t) = P (Y − t ≤
y|Y > t). So, the mean and median residual lifetime
are given by µ(t) = E(Y − t|Y > t) and Q(t) =
F −1 12 |t respectively. The relation between µ(t)
and the hazard rate function λ(t) is given by λ(t) =
(1 + µ (t))/µ(t). While λ(t) captures the risk of
immediate failure at time t, µ(t) summarizes the
entire distribution of the remaining lifetime of an
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item at age t. Q(t) is a useful alternative to µ(t). In
the presence of random right censoring, estimates of
µ(t) and Q(t) have been studied by [26, 27, 38, 51,
104, 105]. The estimators of course depend on the
given point t. In many studies, from sociology and
demography to insurance, this point t is the ‘starting
point of old age’ and has to be estimated from the
data. Replacing t by some estimator 
t in the above
estimators has been done in [1, 100].

Truncation
Right truncated data consist of observations (Y, T )
on the halfplane Y ≤ T . Here, Y is the variable of
interest and T is a truncation variable. A typical
example is the duration of the incubation period of
a disease like AIDS, that is, the time between HIV
infection and AIDS diagnosis. For examples from
astronomy and economy, see [102]. The productlimit estimator for F, the distribution function of Y,
is the Lynden–Bell estimator [67] and the asymptotics have been derived in [59, 101]. Almost sure
asymptotic representations have been considered in
[19, 87].
Another form of incompleteness that often occurs
is of left truncation combined with right censoring
(LTRC model). Here Y is the variable of interest, C is
a random right censoring variable and T is a random
left truncation variable. It is assumed that Y and
(C, T ) are independent. What is observed is (T , T , δ)
if T ≤ T , where T = min(Y, C) and δ = I (Y ≤ C).
Nothing is observed if T > T . The product-limit
estimator in this case is due to Tsai, Jewell, and
Wang [92]. It reduces to the Kaplan–Meier estimator
if there is no left truncation (T = 0), and to the
Lynden–Bell estimator if there is no right censoring
(C = +∞). The properties of the estimator have
been studied in [9, 41, 43, 92, 106, 107]. Kernel
type estimators for the hazard rate function λ(t) in
the models of random left truncation, with or without
random censoring have been studied in [49, 94].

Regression Models with Randomly
Right-censored Observations
Very often it happens that together with the observation of the i-th individual’s lifetime Yi or censoring
time Ci , one also has information on other characteristics Zi (covariates, explanatory variables, design

variables). For example, dose of a drug, blood pressure of a patient, and so on. Regression models study
the effect of these covariates on the distribution of the
true lifetimes. The problem is to estimate the conditional distribution function
Fz (t) = P (Y ≤ t|Z = z)

(14)

or functionals of this, such as the mean regres∞
sion function m(z) = E(Y |Z = z) = 0 t dFz (t) or
−1
regression quantiles Fz (p) = inf{t : Fz (t) ≥ p}.
Regression analysis with randomly censored data
has been studied by many authors. Widely studied
is the proportional hazards model of Cox [23, 24],
which specifies the structure of the hazard rate function and where parameters are estimated by the partial
likelihood method. Alternative approaches extend the
complete data least squares estimation to the censored
data case [17, 35, 62, 63, 72]. There also have been
a number of contributions that do not require restrictive assumptions and are easy computationally. For
example, estimators based on monotone estimating
equations have been proposed in [6, 37]. Also, in
[3, 4], nonparametric regression techniques are used
to construct versions of the least squares estimator.
These papers give detailed references to the other
approaches.
There are also nonparametric methods for fitting a
completely unspecified regression function. In [34,
37], a method has been proposed on the basis of
transforming the data, followed by a local linear
regression. Kernel estimators for the conditional distribution function Fz (t) were first introduced in [13]
and further studied in [28, 30, 32, 45, 52, 71, 95–98].
In the next two sections below, we briefly expand
on the proportional hazards model of Cox and on
Beran’s nonparametric estimator for the conditional
distribution function.

The Proportional Hazards Regression
Model of Cox
In the proportional hazards regression model of Cox
[23], the relation between a possibly right-censored,
lifetime Y and the covariate Z is modeled via the
hazard rate function
1
λz (t) = lim P (t ≤ Y < t + h|Y ≥ t; Z = z)
> h
h→ 0
(15)
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(For simplicity, we assume here that the covariate Z
is one-dimensional, but generalizations are possible).
Cox’s proportional hazards model specifies that λz (t)
is given by
λz (t) = λ0 (t)eβz

(16)

where λ0 (t) is an unspecified baseline hazard rate
function (the hazard for an individual with z = 0)
and β is an unknown regression parameter.
Suppose that there are n individuals in the
study and that the observations are given as
(Z1 , T1 , δ1 ), . . . , (Zn , Tn , δn ), where for individual i,
Zi denotes the covariate and where, as before, Ti =
min(Yi , Ci ) and δi = I (Yi ≤ Ci ).
Cox’s maximum partial likelihood estimator for β
(see [24]) is the value for β maximizing the partial
likelihood function


δi



n 


eβZi


Ln (β) =
 n



βZj
i=1 
e I (Tj ≥ Ti ) 

(17)

j =1
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where σ 2 (β) = 1/I (β) with


 T0 
α2 (t, β)
α1 (t, β) 2
I (β) =
−
α0 (t, β)
α0 (t, β)
0
× α0 (t)λ0 (t) dt

αk (t, β) = zk eβz P (T ≥ t|Z = z)f (z) dz
k = 0, 1, 2.
The asymptotic variance σ 2 (β) = 1/I (β) can be
n ), where In (β) =
consistently estimated by n/In (β
−(∂/∂β)Un (β) is the information function.
The Cox regression model has been extended in
various directions. For example, it is possible to allow
for time-varying covariates. Together with Ti and δi ,
we observe Zi (t), a function of time, and the partial
likelihood function becomes

 δi


n 


eβZi (Ti )


 n
 .


βZj (Tj )
i=1 
e
I (Tj ≥ Ti ) 
j =1

(or the log partial likelihood function log Ln (β)).
The large sample properties of Cox’s maximum
partial likelihood estimator were established in [93]
(see also [8] for a counting process approach). Since
Ln (β) is differentiable, a maximum partial likelihood
estimator solves the equation
Un (β) = 0

(18)

where Un (β) = (∂/∂β) log Ln (β). Tsiatis [93] proved
strong consistency and asymptotic normality, assuming that (1) the (Zi , Yi , Ci ) are independent and identically distributed and Yi and Ci are independent
given Zi , (2) the covariate Z has density f and
E((ZeβZ )2 ) is bounded, uniformly in a neighborhood of β, and (3) P (T ≥ T0 ) > 0 for some T0 < ∞.
Under these conditions, we have that there exists a
n of the equation Un (β) = 0 such that
solution β
n −−−→ β a.s.
β

(19)

and
d

n − β) −−−→ N (0; σ 2 (β))
n1/2 (β

(20)

For an extensive survey of the further developments
of the Cox model, we refer to the textbooks [7,
36, 48, 61, 73] and also to the survey paper [78].
There are extensive investigations on the effect of
model misspecification [80], tests for the validity of
the proportional hazards assumption [10, 46, 84, 91],
robust inference [64], and quantile estimation [18,
31]. There is also enormous literature on alternatives
to the proportional hazards model (e.g. accelerated
life model, additive hazards model), and also on the
extension to multivariate survival data.

Nonparametric Regression
The relation between the distribution of the lifetime,
Y, and the value of the covariate, Z has also been
analyzed in a completely nonparametric way, that
is, without assuming any condition on the regression
function. Beran [12] extended the definition of the
Kaplan–Meier estimator to the regression context
by proposing an entirely nonparametric estimator for
Fz (t), based on a random sample of observations
(Z1 , T1 , δ1 ), . . . , (Zn , Tn , δn ) (with as before: Ti =
min(Yi , Ci ) and δi = I (Yi ≤ Ci )). It is assumed that
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Yi and Ci are conditionally independent, given Zi .
This ensures identifiability of Fz (t). His estimator
Fzn (t) has the form

δ(i)



 
wn(i) (z)


1 − Fzn (t) =
1 −

i−1



T(i) ≤t 
1−
wn(j ) (z) 

(21)

j =1

where {wni (z)}, i = 1, . . . , n is some set of probability weights depending on the covariates Z1 , . . . , Zn
(for instance, kernel type weights or nearest-neighbor
type weights) and wn(i) corresponds to T(i) .
This estimator has been studied by several people. Beran [12] proved uniform consistency. Weak
convergence results were obtained in [28–31], where
the corresponding quantile functions were also studied. The counting process treatment and extensions
of the regression model can be found in [71]. Almost
sure asymptotic representations in the fixed design
case (i.e. nonrandom covariates Zi ) are proved in
[45, 98]. In [95, 96], a further study was made of this
Beran extension of the Kaplan–Meier estimator, the
corresponding quantile estimator, and the bootstrap
versions.
Some of the above conditional survival analysis
has also been extended to other types of censoring. For example, in [56], an almost sure representation and applications in the left truncated and
right-censored case has been established.

parameter θ > 0. Since in this case, V has mean
one and variance equal to θ, we have the following
interpretation: λ0 (t) becomes the hazard rate function of an ‘average’ subject and θ is a heterogeneity
parameter for which θ close to zero refers to a frailty
distribution degenerate at 1 (i.e. the Cox model). Estimation in this model has been considered in several
papers: [60, 74, 75, 77, 79]. Other proposals for the
distribution of V are the log-normal distribution
[69, 70], the inverse Gaussian distribution [53], and
the positive stable distribution [54, 55].
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Time Series
A (discrete) time series is a sequence of data xt ,
t = 1, . . . , N (real numbers, integer counts, vectors,
. . .), ordered with respect to time t. It is modeled as part of the realization of a stochastic process . . . , X−1 , X0 , X1 , X2 , . . ., that is, of a sequence
of random variables, which is also called a time
series. In engineering applications, complex-valued
time series are of interest, but in economic, financial,
and actuarial applications, the time series variables
are real-valued, which we assume from now on. We
distinguish between univariate and multivariate time
series for one-dimensional Xt and for vector-valued
Xt respectively. For the sake of simplicity, we restrict
ourselves mainly to univariate time series (compare
Further reading).
Insurance professionals have long recognized the
value of time series analysis methods in analyzing sequential, business, and economic data, such
as number of claims per month, monthly unemployment figures, total claim amount per month, daily
asset prices and so on. Time series analysis is also
a major tool in handling claim inducing data like
age-dependent labor force participation for disability insurance [8], or meteorological and related data
like wind speed, precipitation, or flood levels of rivers
for flood insurance against natural disasters [27]
(see Natural Hazards). Pretending that such data
are independent and applying the standard tools of
risk analysis may give a wrong impression about the
real risk and the necessary reserves for keeping the
ruin probability below a prescribed bound. In [13,
Ch. 8.1.2], there appears an illuminating example: a
dyke which should be able to withstand all floods
for 100 years with probability 95% can be considerably lower if the flood levels are modeled as a
time series instead of a sequence of independent
data.
The observation times are usually regularly
spaced, which holds, for example, for daily, monthly,
or annual data. Sometimes, a few data are missing, but in such situations the gaps may be filled
by appropriate interpolation techniques, which are
discussed below. If the observation points differ
only slightly and perhaps randomly from a regular pattern, they may be transformed to a regularly
spaced time series by mapping the observation times
to a grid of equidistant points in an appropriate

manner. If the data are observed at a completely
irregular set of time points, they usually are interpreted as a sample from a continuous-time series,
that is, of a stochastic process or random function X(t) of a real-valued time variable. Of course,
a regularly spaced times series may also be generated by observing a continuous-time process at
a discrete, equidistant set of times only. In comparison to observing the whole continuous path,
the discrete time series contains less information.
These effects are well investigated ([33], Ch. 7.1).
They are also relevant, if one starts from a discrete
time series and reduces the frequency of observations used for further analysis, for example, reducing
high-frequency intraday stock prices to daily closing
prices.
In most applications, the process Xt , −∞ <
t < ∞, is assumed to be strictly stationary, (see
Stationary Processes), that is, the joint probability
distribution of any finite number of observations,
Xt (1)+s , . . . , Xt (n)+s does not depend on s. If we
observe part of a stationary time series, then it looks
similar no matter when we observe it. Its stochastic
structure does not change with time.
For many purposes, it suffices to assume that the
first and second moments are invariant to shifts of
the timescale. For univariate time series, the process
is weakly stationary, if var Xt < ∞, and if
EXt = µ,

cov(Xt , Xs ) = γt−s

∀t, s.

(1)

A weakly stationary time series has a constant
mean, and the covariance as a measure of dependence between Xt and Xs depends on the time
lag t − s only. γn , −∞ < n < ∞ are called the
autocovariances of the time series. They always
form a nonnegative definite and symmetric sequence
of numbers. The standardized values ρn = γn /γ0 =
corr(Xt+n , Xt ), satisfying |ρn | ≤ ρ0 = 1, are called
the autocorrelations.
If a time series is strictly stationary and has a
finite variance, then it is weakly stationary too. The
converse is true for Gaussian time series, that is,
processes for which any selection Xt (1) , . . . , Xt (n)
has a multivariate normal distribution with mean and
covariance matrix determined by (1). In that case, the
mean µ and the autocovariances γn determine the
distribution of the stochastic process completely.
A very special stationary time series, which serves
as an important building block for more complex
models, is the so-called white noise, εt , −∞ < t <
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∞, which consists of pairwise uncorrelated random
variables with identical mean µε and variance σε2 . Its
autocovariances vanish except for the lag 0 : γn = 0
for n  = 0, and γ0 = σε2 . If the εt are even independent
and identically distributed (i.i.d.), they are called
independent or strict white noise.
Many time series models assume that the observation Xt at time t is partly determined by the
past up to time t − 1 and some new random variable εt , the innovation at time t, which is generated at time t and which does not depend on
the past at all. Examples are causal linear processes with an additive decomposition Xt = πt + εt
or stochastic volatility models Xt = σt εt , where the
random variables πt and σt are determined (but
not necessarily observable) at time t − 1, and εt ,
−∞ < t < ∞, is white noise or even strict white
noise.

Linear Time Series Models
A simple, but very useful time series model is the
autoregression of order p or AR(p) process.
Xt = µ +

p


αk (Xt−k − µ) + εt ,

k=1

(2)

where εt , −∞ < t < ∞, is white noise with mean
Eεt = 0. An autoregressive process is, therefore,
a linear regression of Xt on its own past values
Xt−1,..., Xt−p . Such processes can also be interpreted
as the solutions of stochastic difference equations, the
discrete analog of stochastic differential equations.
Let Xt = Xt − Xt−1 denote the difference operator. Then, an AR(1) process solves the first-order
difference equation Xt = (α1 − 1)(Xt−1 − µ) + εt .
Correspondingly, an AR(p) process satisfies a pth
order difference equation. Autoregressions are particularly simple tools for modeling dependencies in
time. For example, [11] applies credibility theory to
IBNR reserves for portfolios in which payments in
consecutive development periods are dependent and
described using AR models.
Figure 1 shows from top to bottom an AR(1)
process with α1 = 0.7 and centered exponential along
with Gaussian innovations εt and Gaussian white
noise, respectively. Mark the sharp peaks of the first
autoregression, compared to the Gaussian one’s peaks
and troughs of similar shape.
Autoregressive processes are widely applied as
models for time series but they are not flexible
enough to cover all simple time series in an appropriate manner. A more general class of models consists
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of the so-called mixed autoregressive – moving average processes or ARMA(p, q) processes
Xt = µ +

p

k=1

αk (Xt−k − µ) +

q


βk εt−k + εt ,

(3)

k=1

where again εt , −∞ < t < ∞, is zero-mean white
noise. Here, Xt is allowed to depend explicitly on the
past innovations εt−1 , εt−2 , . . .. The class of ARMA
models contains the autoregressions as special case as
obviously ARMA(p, 0) = AR(p). The other extreme
case ARMA(0, q) is called moving average of order q
or MA(q)-process in which Xt = µ + εt + β1 εt−1 +
· · · + βq εt−q is just a shifting regime of linear combinations of uncorrelated or even independent random
variables. ARMA models are the most widely used
class of linear parametric time series models. They
have been applied, for example, to model the annual
gain of an insurance company and to calculate bounds
on the ruin probability [19, 35].
Providing some initial values X1 , . . . , Xm , ε1 , . . . ,
εm for m = max(p, q) it is always possible to generate a stochastic process satisfying the ARMA equation (3) recursively. However, only for particular
values of the autoregressive parameters α1 , . . . , αp
there will be a stationary process satisfying (3):
zeroes of the generating polynomial α(z) = 1 −
α1 z − · · · − αp zp have to lie outside of the closed
unit circle {z; |z| ≤ 1} in the complex plane. Otherwise, the time series will explode, if there is a zero
z0 with |z0 | < 1 or it will exhibit some other type of
instationarity, if there is some zero z0 with |z0 | =
1. For the simple case of an AR(1)-model, Xt =
αXt−1 + εt with mean µ = 0, let us assume that we
start the process at time 0 with Xt = c  = 0. Iterating
the autoregressive equation, we get Xt = α(αXt−2 +
εt−1 ) + εt = · · · = α t c + α t−1 ε1 + · · · + αεt−1 + εt .
For |α| < 1, we have α(z) = 1 − αz  = 0 for all |z| ≤
1, and therefore a stationary solution. Here, the influence of the initial value c decreases exponentially
with time like |α|t . This exponentially decreasing
influence of initial values is a common feature of
all stationary ARMA processes, and it facilitates the
simulation of such time series considerably; we can
start with arbitrary initial values for finitely many
observations and generate the innovations as white
noise. Then, we get all future data by applying
the recursion (3), and from a certain point onwards,
the time series will be practically in its stationary
state and no longer depend on the starting values.

3

If on the other hand |α| > 1, the time series will
explode as Xt always contains the term α t c that
increases exponentially in absolute value. For α = 1,
Xt = c + ε1 + · · · + εt is a random walk. It will stay
around c on the average as EXt = c, but its variance
increases with time: varXt = tσε2 in contradiction to
the stationarity assumption.
ARMA models belong to the large class of general
linear processes
Xt = µ +

∞


bk εt−k ,

(4)

k=−∞

where εt , −∞ < t < ∞, is zero-mean white noise
and bk ,−∞ < t < ∞, are square-summable coeffi2
cients ∞
k=−∞ bk < ∞. The series in (4) converges
in the mean-square sense. Many theoretical results
for model parameter estimates require the stronger
assumption of a linear 
process where the coefficients
have to be summable ∞
k=−∞ |bk | < ∞, and the εt ,
−∞ < t < ∞, have to be strict white noise.
Almost all stationary time series, in practice,
admit a representation as a general linear process except for those containing a periodic signal. The autocovariances can always be represented as the Fourier–Stieltjes transform γk =
π
(1/2π) −π e−ikω F (dω), of an increasing function F .
If this function is absolutely continuous with density
f , then
 π
1
e−ikω f (ω) dω,
(5)
γk =
2π −π
that is, γk is a Fourier coefficient of the function
f , which is called the spectral density of the time
series. Except for the fact that f does not integrate
up to 1, it corresponds to a probability density and
F to a distribution function. For real-valued Xt ,
f is a symmetric function: f (ω) = f (−ω). Now,
if the time series contains a periodic component
A cos(ω0 t + ) with random amplitude A and phase
, F will have a jump at ±ω0 . If Xt does not contain
any such periodic component, F will be absolutely
continuous except for pathological situations that are
irrelevant for practical purposes, and, then, Xt will
be a generalized linear process where the coefficients
bk are derived
the spectral density

 ∞ by factorizing
−ikω 2

.
f (ω) =
k=−∞ bk e
Assuming a linear process is a much stronger condition on a time series, mainly due to the requirement
that the εt have to be independent. Here, the Xt are
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limits of linear combinations of i.i.d. random variables, which imposes considerable restrictions on the
stochastic process. A useful property is the fact that a
linear process will be a Gaussian time series if the εt
are i.i.d. normal random variables. Linear models are
widely used for time series of interest to insurance
professionals, but this modeling assumption should
be checked. In [5], tests for linearity and Gaussianity are presented together with applications to several
data sets relevant to the financial operations of insurance companies.
If
the right-hand side of (4) is one-sided: Xt =
µ+ ∞
k=0 bk εt−k , then the linear or general linear
process is called causal. Such a process is also
called an infinite moving average or MA(∞) process. In that case, the random variable εt again
represents the innovation at time t, if we normalize the bk such
 that b0 = 1, and Xt = πt + εt ,
where πt = µ + ∞
k=1 bk εt−k is the best predictor for Xt , given the complete past. A stationary
process admits a representation as a causal general linear process under the rather weak condition that it has a spectral density f for which
log f (ω) is an integrable function [33], Ch. 10.1.1.
Under a slightly stronger, but still quite general condition, the MA(∞)-representation is invertible: εt =

∞
has an AR(∞)
k=0 ak (Xt−k − µ). In that case, Xt 
representation, for example, Xt = − ∞
k=1 ak Xt−k +
εt if we have µ = 0 and standardize the ak such that
a0 = 1 [33], Ch. 10.1. Both results together show that
any stationary time series satisfying a rather weak set
of conditions may be arbitrarily well approximated in
the mean-square sense by an AR(p) model and by a
MA(q) model for large enough p, q. That is the main
reason why autoregressions and moving averages are
such useful models. In practice, however, the model
order p or q required for a reasonable fit may be
too large compared to the size of the sample as they
determine the number of parameters to be estimated.
The more general ARMA models frequently provide
a more parsimonious parameterization than pure AR
and MA models.
ARMA models have another interesting property.
Under rather general conditions, they are the only
general linear processes that can be written in statespace form. Consider the simplest nontrivial case, a
zero-mean AR(2) process Xt = α1 Xt−1 + α2 Xt−2 +
εt . Setting the two-dimensional state vector as xt =
(Xt , Xt−1 )T and the noise as et = (εt , 0)T , then Xt

is the observed variable of the linear system
xt = F xt−1 + et

Xt = (1 0)xt ,

(6)

where the system matrix F has the entries F11 = α1 ,
F21 = α2 , F12 = 1, F22 = 0. Mark that xt , −∞ < t <
∞, is a Markov chain such that many techniques
from Markov process theory are applicable to ARMA
models. Similarly, a general ARMA(p, q) process
may be represented as one coordinate of the state vector of a linear system ([33], Ch. 10.4). A review of
state-space modeling of actuarial time series extending the scope of univariate ARMA models, can be
found in [9].

Prediction, Interpolation, and Filtering
One of the most important tasks of time series
analysis is forecasting, for example, the claims runoff of ordinary insurance business for establishing
claims reserves [37]. This prediction problem can be
formally stated as: Find a random variable πt , known
at time t − 1, which forecasts Xt optimally in the
sense that the mean-square prediction error E(Xt −
πt )2 is minimized. In general, the best predictor will
be a nonlinear function of past data and other random
variables. For an AR(p) process with, for the sake of
simplicity, mean µ = 0, the best forecast of Xt is
just a linear combination of the last p observations
πt = α1 Xt−1 + · · · + αp Xt−p , the prediction error is
the innovation εt = Xt − πt , and the minimal meansquare prediction error is just the innovation variance
σε2 = var εt . Once we have determined the one-step
predictor for Xt given information up to time t − 1,
we can iteratively calculate also s-step forecasts for
Xt−1+s [3].
Predicting ARMA processes is slightly more difficult than autoregressions. The best forecast for Xt
satisfying (3) up to time t − 1 is πt = α1 Xt−1 +
· · · + αp Xt−p + β1 εt−1 + · · · + βq εt−q if again we
assume µ = 0. However, the innovations εs = Xs −
πs are not observed directly, but we can approximate them by ε̂s = Xs − π̂s , where π̂t denotes the
following recursive predictor for Xt
π̂t =

p

k=1

αk Xt−k +

q


βk (Xt−k − π̂t−k ).

(7)

k=1

We may start this recursion with some arbitrary values for π̂1 , . . . , π̂m , m = max(p, q), if the ARMA
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equation (3) has a stationary solution. For then the
influence of these initial values decreases exponentially with time, quite similar to the above discussion
for the starting value of an AR(1)-process. Therefore, the recursive predictor will be almost optimal,
π̂t ≈ πt , if t is large enough.
Similar to prediction is the interpolation problem:
Given information from the past and the future,
estimate the present observation Xt . Such problems
appear if some observations in a time series are
missing, for example, stock prices during a holiday
that are needed for some kind of analysis. The
interpolation can also be solved as a least-squares
approximation problem based on a simple parametric
time series model. Alternatively, we may apply
nonparametric techniques like Wiener filtering to the
prediction as well as the interpolation problem, which
uses the spectral density of a time series and its
properties ([33], Ch. 10.1).
Both the prediction and interpolation problem are
special cases of the general filtering problem where
a time series is observed with some noise Nt and
where we have to estimate Xt from some of the noisy
observations Ys = Xs + Ns , where s may be located
in past, present, or future of t. If the time series of
interest allows for a state-space representation like
an ARMA model, then a quite effective procedure
for calculating the least-squares estimate for Xt is
given by the Kalman filter ([33], Ch. 10.6). It is
also immediately applicable to multivariate problems
in which, for example, we try to forecast a time series
given not only observations from its own past but also
from other related time series.

Parameter Estimates for Linear Models
We observe a sample X1 , . . . , XN from a general
linear process (4) with spectral density f . If f is
continuous in a neighborhood of 0 and f (0) > 0,
then the law of large numbers and the central limit
theorem hold
N
1 
XN =
Xt −−−→ µ in probability,
(8)
N t=1
√
N (X N − µ) −−−→ N(0, f (0)) in distribution

(9)
for N → ∞, that is, the sample mean X N from a
time series provides a consistent and asymptotically
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normal estimate of the mean µ. The variance of X N
depends on the type of dependence in the time series.
If Xt , Xt+k are mainly positively correlated then the
variance of X N will be larger as for the independent
case, as the path of X N , N ≥ 1, may show longer
excursions from the mean level µ, whereas for mainly
negatively correlated observations, the randomness
will be averaged out even faster than for the independent case, and varX N will be rather small. In actuarial
applications, the overall dependence usually is positive such that we have to be aware of a larger variance
of the sample mean than in the i.i.d. case.
The autocovariances γk = cov(Xt , Xt+k ), k = 0,
. . . , N − 1, are estimated by so-called sample autocovariances
γ̂k =

N−k
1 
(Xt+k − X N )(Xt − X N ).
N t=1

(10)

Dividing by N , instead of the number N − k of pairs
of observations, has the important advantage that
the sequence γ̂0 , . . . , γ̂N−1 of estimates automatically
will be nonnegative definite, like true autocovariances
γ0 , . . . , γN−1 . This fact is, for example, very helpful in estimating the autoregressive parameters of
ARMA models. If X1 , . . . , XN is a sample from a
linear process with spectral density f and Eεt4 < ∞,
then γ̂k is a consistent and asymptotically normal estimator of γk . We even have that any finite selection
(γ̂k1 , . . . , γ̂km ) is asymptotically multivariate normally distributed
√
N(γ̂k1 − γk1 , . . . , γ̂km − γkm ) −−−→ Nm (0, )
in distribution for N → ∞ with the asymptotic
covariance matrix
 π
1
f 2 (ω){ei(k− )ω + ei(k+ )ω } dω
k, =
2π −π
κε
(11)
+ 4 γk γ ,
σε
where κε = Eεt4 − 3σε4 denotes the fourth cumulant
of εt (κε = 0 for normally distributed innovations)
[33], Ch 5.3. From the sample autocovariances, we
get in a straightforward manner the sample autocorrelations ρ̂k = γ̂k /γ̂0 as consistent and asymptotically normal estimates of the autocorrelations ρk =
corr(Xt , Xt+k ).
For Gaussian time series, mean µ and autocovariances γk determine the distribution of the stochastic
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process completely. Here, sample mean and sample
autocovariances are asymptotically for N → ∞ identical to the maximum likelihood (ML) estimates.
Now, we consider a sample X1 , . . . , XN from
a Gaussian linear process that admits a decomposition Xt = πt (ϑ) + εt with independent N(0, σε2 )distributed innovations εt , −∞ < t < ∞. The function πt (ϑ) denotes the best predictor for Xt
given the past information up to time t − 1,
and we assume that it is known up to a ddimensional parameter vector ϑ ∈ d . For the
ARMA(p, q)-model (2), we have d = p + q + 1,
ϑ = (µ, α1 , . . . , αp , β1 , . . . , βq )T and
πt (ϑ) = µ +

p


αk (Xt−k − µ) +

k=1

q


CML estimates are called quasi maximum likelihood
(QML) or pseudo maximum likelihood estimates.
For genuine ARMA(p, q) models with q ≥ 1, an
additional problem appears. We have to condition
not only on the first observations X1 , . . . , Xm , but
also on the first innovations ε1 , . . . , εm , to be able to
calculate the πt (ϑ), t > m = max(p, q). If we would
know ε1 , . . . , εm , the remaining innovations can be
calculated recursively, depending on the parameter
ϑ, as
εt (ϑ) = Xt − µ −

p


αk (Xt−k − µ)

k=1

−

βk εt−k . (12)

k=1

q


βk εt−k (ϑ),

(13)

k=1

Provided that we have observed all the necessary
information to calculate πt (ϑ), t = 1, . . . , N , for
arbitrary values of ϑ, we can transform the original
dependent data X1 , . . . , XN to the sample of innovations εt = Xt − πt (ϑ), t = 1, . . . , N , and we get the
likelihood function


N

Xt − πt (ϑ)
1
ϕ
,
σ
σε
t=1 ε

with initial values εt (ϑ) = εt , t = 1, . . . , m. Then,
the conditional Gaussian likelihood function is

where ϕ is the standard normal density. However,
the πt (ϑ) for small t will usually depend on data
before time t = 1, which we have not observed. For
an autoregressive model of order p, for example, we
need p observations X1 , . . . , Xp before we can start
to evaluate the predictors πt (ϑ), t = p + 1, . . . , N .
Therefore, we treat those initial observations as fixed
and maximize the conditional likelihood function

In practice, we do not know ε1 , . . . , εm . So, we have
to initialize them with some more or less arbitrary
values similar as in forecasting ARMA processes.
Due to the exponentially decreasing memory of
stationary ARMA processes, the effect of the initial
innovation values is fortunately of minor impact if
the sample size is large enough.
An alternative to CML estimates for ϑ are the
(conditional) least-squares
estimates, that is, the para
meters minimizing t (Xt − πt (ϑ))2 , where the summation runs over all t for which πt (ϑ) is available
based on the given sample. For the ARMA(p, q)
model, we have to minimize

N

1
ϕ
σ
t=p+1 ε

1
σε

Xt − µ −

p


αk (Xt−k − µ)

.

k=1

The resulting estimates for ϑ = (µ, α1 , . . . , αp )T and
σε are called conditional maximum likelihood (CML)
estimates. If N
p, the difference between CML
estimates and ML estimates is negligible.
The basic idea is directly applicable for other distributions of the εt instead of the normal. If, however,
there is no information about the innovation distribution available, the model parameters are frequently
estimated by maximizing the Gaussian conditional
likelihood function even if one does not believe in the
normality of the εt . In such a situation, the Gaussian

N

1
ϕ
σ
t=m+1 ε

−

q


1
σε

Xt − µ −

p


αk (Xt−k − µ)

k=1

βk εt−k (ϑ)

.

k=1

N


Xt − µ −

t=m+1

−

p


αk (Xt−k − µ)

k=1
q


2

βk εt−k (ϑ)

.

k=1

For the pure autoregressive case (q = 0), explicit
expressions for the least-squares estimates of
µ, α1 , . . . , αp can be easily derived. They differ by
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only a finite number of asymptotically negligible
terms from even simpler estimates µ̂ = X N and
α̂1 , . . . , α̂p given as the solution of the so-called
Yule–Walker equations
p


α̂k γ̂t−k = γ̂t ,

t = 1, . . . , p,

7

which are consistent and easily calculated explicitly,
but which are asymptotically less efficient than the
CML estimates (compare [16] and [6], Ch. 8, where
in the latter reference also, the slightly more complicated unconditional ML estimates are discussed).

(14)

Model Selection for Time Series

k=1

where γ̂0 , . . . , γ̂p are the first sample autocovariances (10) and γ̂−k = γ̂k . As the sample autocovariance matrix ˆ p = (γ̂t−k )0≤t,k≤p−1 is positive definite
with probability 1, there exist unique solutions
α̂1 , . . . , α̂p of (14) satisfying the stationarity condition for autoregressive parameters. Moreover, we
can exploit special numerical algorithms for solving
linear equations with a positive definite, symmetric
coefficient matrix. The corresponding estimate for the
innovation variance σε2 is given by
γ̂0 −

p


α̂k γ̂k = σ̂ε2 .

(15)

k=1

The Yule–Walker estimates are asymptotically equivalent to the least-squares and to the Gaussian CML
estimates. They are consistent and asymptotically
normal estimates of α1 , . . . , αp
√
N (α̂1 − α1 , . . . , α̂p − αp )T −−−→ Np (0, σε2 p−1 )
in distribution for N→∞, where p = (γt−k )0≤t,k≤p−1
is the p × p-autocovariance matrix. This limit result
holds for arbitrary AR(p) processes with i.i.d. innovations εt that do not have to be normally distributed.
For a Gaussian time series, we know however,
that the Yule–Walker estimates are asymptotically
efficient.
The estimates for the autoregressive parameters
solve the linear equations (14), and, thus, we have
an explicit formula for them. In the general ARMA
model (3), we have to solve a system of nonlinear equations to determine estimates α̂1 , . . . , α̂p ,
β̂1 , . . . , β̂q , which are asymptotically equivalent to
the Gaussian CML-estimates. Here, we have to take
recourse to numerical algorithms, where a more stable procedure is the numerical minimization of the
conditional log-likelihood function. Such algorithms
are part of any modern time series analysis software,
but their performance may be improved by choosing
good initial values for the parameters. They are provided by other estimates for α1 , . . . , αp , β1 , . . . , βq ,

An important part of analyzing a given time series
Xt is the selection of a good and simple model. We
discuss the simple case of fitting an AR(p) model to
the data, where we are not sure about an appropriate
value for the model order p. The goodness-of-fit of
the model may be measured by calculating the best
predictor πt for Xt given the past, assuming that the
observed time series is really generated by the model.
Then, the mean-square prediction error E(Xt − πt )2
is a useful measure of fit corresponding to the residual
variance in regression models. However, in practice,
we do not know the best prediction coefficients but
we have to estimate them from the data. If we
denote by α̂k (p), k = 1, . . . , p, the estimates for the
parameters of an AR(p) model fitted to the data, then
the final prediction error ([6], Ch. 9.3),
FPE(p) = E Xt −

p


2

α̂k (p)Xt−k

(16)

k=1

consists of two components, one based as usual
on our uncertainty about what will happen in the
future between time t − 1 and t, the other one
based on the estimation error of α̂k (p). If we are
mainly interested in forecasting the time series, then
a good choice for the model order p is the minimizer
of FPE(p). An asymptotically valid approximation
of the FPE error is FPE(p) ≈ σ̂ 2 (p)(N + p)/(N −
p), where σ̂ 2 (p) denotes the ML estimate of the
innovation variance assuming a Gaussian AR(p)
process. The order selection by minimizing FPE
is asymptotically equivalent to that by minimizing
Akaike’s information criterion (AIC) [6], Ch. 9.3.
This method of fitting an autoregressive model to a
time series has various nice properties, but it does
not provide a consistent estimate of the order, if the
data are really generated by an AR(p0 ) process with
finite but unknown order p0 . For consistent order
estimation, there are other model selection procedures
available [6], Ch. 9.3.
For model selection purposes, we have to estimate
the autoregressive parameters α̂1 (p), . . . , α̂p (p), for
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a whole range of p = 1, . . . , pmax , to calculate and
minimize, for example, FPE(p). Here, the fast Levinson–Durbin algorithm is quite useful that allows to
evaluate the Yule–Walker estimates for the α̂k (p)
recursively in p. A more general algorithm for
the broader class of ARMA models is also available [16].
A popular alternative for selecting a good model is
based on analyzing the correlogram, that is, the plot
of autocorrelation estimates ρ̂k against time lag k,
k ≥ 1, or the related plot of partial autocorrelations.
From their form, it is possible to infer suitable orders
of ARMA models and, in particular, the presence of
trends or seasonalities [6], Ch. 9 [3]. Finally, a useful
way to check the validity of a model is always to
have a look at the residual plot, that is, at the plot
of the model-based estimates for the innovations ε̂t
against time t. It should look like a realization of
white noise, and there are also formal tests available
like the portmanteau test [6], Ch. 9.4.
Most of the model selection procedures, in particular, the minimization of the AIC or the analysis of residuals, are applicable in a much more
general context as far as the models are specified
by some finite number of parameters, for example, nonlinear threshold autoregressions or generalized autoregressive conditional heteroskedasticity
(GARCH processes) discussed below.

Nonstationary and Nonlinear Time Series
Many time series observed in practice, do not appear
to be stationary. Two frequent effects are the presence of a trend, that is, the data increase or decrease
on average with time, or of seasonal effects, that
is, the data exhibit some kind of periodic pattern. Seasonality is apparent in meteorological time
series like hourly temperatures changing systematically over the day or monthly precipitation changing
over the year, but also many socio-economic time
series such as unemployment figures, retail sales
volume, or frequencies of certain diseases or accidents, show an annual pattern. One way to cope
with these kinds of instationarities is transforming
the original data, for example, by applying repeatedly, say d times, the difference operator Xt =
Xt − Xt−1 . If the transformed time series can be
modeled as an ARMA(p, q) process, then the original process is called an integrated ARMA process

or ARIMA(p, d, q) process. Analogously, a time
series showing a seasonal effect with period s (e.g.
s = 12 for monthly data and an annual rhythm),
may be deseasonalized by applying the s-step difference operator s Xt = Xt − Xt−s . Usually, one
application of this transformation suffices, but, in
principle, we could apply it, say, D times. Combining both transformations, Box and Jenkins [3]
have developed an extensive methodology of analyzing and forecasting time series based on seasonal ARIMA or SARIMA (p, d, q) × (P , D, Q)
models for which d D
s Xt is a special type of
ARMA process allowing for a suitable, parsimonious
parameterization.
Instead of transforming nonstationary data to a
stationary time series, we may consider stochastic
processes with a given structure changing with time.
Examples are autoregressive processes with timedependent parameters
Xt = µt +

p


αtk (Xt−k − µt−k ) + εt .

(17)

k=1

To be able to estimate the µt , αtk , we have to assume
that they depend on a few unknown parameters
and are known otherwise, or that they change very
slowly in time, that is, they are locally approximately
constant, or that they are periodic with period s, that
is, µt+s = µt , αtk = αt+s,k for all t. The latter class
of models is called periodic autoregressive models
or PAR models. They and their generalizations to
PARMA and nonlinear periodic processes are, in
particular, applied to meteorological data or water
levels of rivers [27, 28, 36].
Sometimes, a time series looks nonstationary, but
instead moves only between various states. A simple example is a first-order threshold autoregression Xt = (µ1 + α1 Xt−1 )1ct−1 + (µ2 + α2 Xt−1 )(1 −
1ct−1 ) + εt , where 1ct = 1 if Xt ≤ c and = 0 else,
that is, the parameters of the autoregressive process
change if the time series crosses a given threshold c.
This is one example of many nonlinear time series
models related to ARMA processes. Others are bilinear processes in which Xt not only depends on a
finite number of past observations and innovations
but also on products of two of them. A simple example would be Xt = αXt−1 + δXt−1 Xt−2 + βεt−1 +
ϑXt−1 εt−1 + εt . A review of such processes is given
in [36].
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Financial Time Series – Stylized Facts
Financial time series like daily stock prices, foreign
exchange rates, interest rates and so on cannot be
adequately described by classical linear AR models
and ARMA models or even by nonlinear generalizations of these models. An intensive data analysis over
many years has shown that many financial time series
exhibit certain features, called stylized facts (SF),
which are not compatible with the types of stochastic
processes that we have considered up to now. Any
reasonable model for financial data has to be able to
produce time series showing all or at least the most
important of those stylized facts (SF in the following).
Let St denote the price of a financial asset at time t
which, for the sake of simplicity, pays no dividend
over the period of interest. Then, the return from time
t − 1 to time t is Rt = (St − St−1 )/St−1 . Alternatively, the log return Rt = log(St /St−1 ) is considered
frequently. For small price changes, both definitions
of Rt are approximately equivalent, which follows
directly from a Taylor expansion of log(1 + x) ([17],
Ch. 10.1).

SF1
Asset prices St seem to be nonstationary but exhibit
at least local trends.

Independence would also contradict SF2, of course.
A slightly stronger requirement than the first part
of SF3 is the nonpredictability of returns, which is
conceptually related to the “no arbitrage” assumption
in efficient markets. The best prediction πt of Rt ,
at time t − 1, is the conditional expectation of Rt ,
given information up to time t − 1. Rt is called nonpredictable, if πt coincides with the unconditional
expectation ERt for all t, that is, the past contains
no information about future values. A nonpredictable
stationary time series is automatically white noise,
but the converse is not necessarily true.
If Rt would be predictable, then we could make
certain profit on the average, as we would have
some hints about the future evolution of asset prices.
This would allow for stochastic arbitrage. Therefore,
many financial time series models assume nonpredictability of returns. However, there is some empirical evidence that this assumption does not always
hold [22], which is plausible considering that real
markets are not necessarily efficient.
The second part of SF3 implies, in particular,
that returns are conditionally heteroskedastic, that is,
the conditional variance of Rt given information up
to time t − 1 is not identical to the unconditional
variance varRt . The past contains some information
about the expected size of future squared returns.

SF4
SF2
The overall level of returns Rt seems to be stable,
but the time series shows volatility clustering, that is,
times t with large |Rt | are not evenly spread over the
time axis but tend to cluster.
The latter stylized fact corresponds to the repeated
change between volatile phases of the market with
large fluctuations and stable phases with small price
changes.

SF3
The returns Rt frequently seem to be white noise,
that is, the sample autocorrelations ρ̂k  = 0, are not
significantly different from 0, but the squared returns
Rt2 or absolute returns |Rt | are positively correlated.
Financial returns can therefore be modeled as
white noise, but not as strict white noise, that is,
Rt , Rs are uncorrelated for t  = s, but not independent.

The marginal distribution of Rt is leptokurtic, that is,
κ = E(Rt − ERt )4 /(varRt )2 > 3.
Leptokurtic distributions are heavy-tailed. They
put more mass on (absolutely) large observations
and less mass on medium-sized observations than
a corresponding Gaussian law (for which κ = 3).
Practically, this implies that extreme losses and gains
are much more frequently observed than for Gaussian
time series, which is a crucial fact for risk analysis.

GARCH processes and Other Stochastic
Volatility Models
A large class of models for nonpredictable financial
time series assume the form of a stochastic volatility
process
Rt = µ + σt εt ,

(18)
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where the volatility σt is a random variable depending
only on information up to time t − 1, and εt is
strict white noise with mean 0 and variance 1. The
independence assumption on the innovations εt may
be relaxed ([17], Ch. 12.1). Such a time series Rt
is nonpredictable and, therefore, white noise and, if
σt  ≡ σ , also conditionally heteroskedastic, where σt2
is the conditional variance of Rt , given the past up
to time t − 1. To simplify notation, we now assume
µ = 0, which corresponds to modelling the centered
returns Xt = Rt − ERt .
The first model of this type proposed in the
finance literature is the autoregressive conditional
heteroskedasticity model of order 1 or ARCH(1)
2
model [15], Xt = σt εt , with σt2 = ω + αXt−1
, ω,
α > 0. Such a time series exhibits SF2 and the
second part of SF3 too, as Xt2 tends to be large
2
if Xt−1
was large. SF4 is also satisfied as κ >
3 or even κ = ∞. There is a strictly stationary
ARCH(1) process if E{log(αεt2 )} < 0, which, for
Gaussian innovations, εt , is satisfied for α < 3.562.
However, the process has a finite variance and,
then, is weakly stationary only for α < 1. Using
techniques from extreme value theory, most return
time series seem to have a (sometimes just) finite
variance, but already the existence of the third
moment E|Rt |3 seems to be questionable. An explicit
formula for the density of a stationary ARCH(1)
process is not known, but numerical calculations
show its leptokurtic nature.
Analogously to autoregressive time series, we
consider higher order ARCH(p) models, where σt2 =
2
. However, for many
ω + α1 Xt−1 + · · · + αp Xt−p
financial time series, a rather large model order p
is needed to get a reasonable fit. Similar to the
extension of AR models to ARMA models, the class
of ARCH(p) processes is part of the larger class of
GARCH(q, p) models [1, 2],
Xt = σt εt ,

σt2 = ω +

p

k=1

2
αk Xt−k
+

q


2
βk σt−k
.

k=1

(19)
Here, the conditional variance of Xt given the past,
depends not only on the last returns but also on the
last volatilities. Again, these models usually provide
a considerably more parsimonious parameterization
of financial data than pure ARCH processes. The
most widely used model is the simple GARCH(1, 1)
2
2
model with σt2 = ω + αXt−1
+ βσt−1
, in particular,

in risk management applications. To specify the
stochastic process (19), we also have to choose the
innovation distribution. For daily data and stocks
of major companies, assuming standard normal εt
suffices for many purposes. However, some empirical
evidence is available that, for example, for intraday
data, or for modeling extremely large observations,
Xt will not be heavy-tailed enough, and we have to
consider εt , which themselves have a heavy-tailed
distribution [30].
Figure 2 shows, from top to bottom, strict white
noise with a rather heavy-tailed t-distribution with
eight degrees of freedom, the log returns of Deutsche
Bank stock from 1990 to 1992, and an artificially
generated GARCH(1, 1) process with parameters
estimated from the Deutsche Bank returns. The
variability of the white noise is homogeneous over
time whereas the real data and the GARCH process
show volatility clustering, that is, periods of high and
low local variability.
GARCH processes are superficially and directly
related to ARMA models. If Xt satisfies (19) and
if E(Xt2 − σt2 )2 < ∞, then Xt2 is an ARMA(m, q)
process with m = max(p, q)
Xt2 = ω +

q
m


2
(αk + βk )Xt−k
+
βk ηt−k + ηt ,
k=1

k=1

(20)
where we set αk = 0, k > p, βk = 0, k > q, as a
convention. ηt is white noise, but, in general, not
strict white noise. In particular, Xt2 is an AR(p)
process if Xt is an ARCH(p) process.
A GARCH(q, p) process has a finite variance
if α1 + · · · + αp + β1 + · · · + βq < 1. The boundary
case of the GARCH(1, 1) -model, with α + β = 1, is
called integrated GARCH or IGARCH(1, 1) model,
2
2
+ βσt−1
. This special
where σt2 = ω + (1 − β)Xt−1
case plays an important role in a popular method of
risk analysis.
There is another stylized fact that is not covered
by GARCH models and, therefore, has led to the
development of lots of modifications of this class of
processes [32].

SF5
Past returns and current volatilities are negatively
correlated.

Time Series

11

0.2
0.15
0.1
0.05
0
0.05
0.1
0.15
0.2
0.25

Figure 2

0

100

200

300

400

500

600

700

Strict white noise, returns of Deutsche Bank (1990–1992) and GARCH(1, 1) process

This leverage effect [2] mirrors that the volatility
increases more because of negative returns (losses),
than because of positive returns (gains). To reflect
this stylized fact, σt2 has to depend on Xt−1 instead
2
. A simple parametric model allowing for
of Xt−1
the leverage effect is the threshold GARCH or
TGARCH model [34], which assumes σt2 = ω +
2
2
2
+ α − Xt−1
10t−1 + βσt−1
for the model order (1,
αXt−1
0
1), where 1t = 1 if Xt ≤ 0 and 10t = 0 else, that is,
σt2 is large if Xt−1 < 0 if we choose α − > 0.
Time series of returns usually are nonpredictable
and have a constant mean. For other purposes,
however, mixed models like AR-GARCH are used.
Xt = µ +

p


αk (Xt−k − µ) + σt εt ,

(21)

k=1

where σt2 satisfies (19). Reference [4] uses an AR(1)GARCH(1, 1) as the basis of a market model to obtain
the expected returns of individual securities and to
extend the classical event study methodology.
Parameter estimation for GARCH and similar
stochastic volatility models like TGARCH, proceeds
as for ARMA models by maximizing the conditional
likelihood function. For a GARCH(1, 1) process

with Gaussian innovations εt , the parameter vector is
ϑ = (ω, α, β)T , and the conditional likelihood given
X1 , σ1 is
Lc (ϑ; X1 , σ2 ) =

N

t=2

1
ϕ
σt (ϑ)




Xt
,
σt (ϑ)

(22)

where σ1 (ϑ) = σ1 and, recursively, σt2 (ϑ) = ω +
2
2
+ βσt−1
(ϑ), t ≥ 2. Numerical maximization
αXt−1
of Lc provides the CML estimates where, again, good
starting values for the numerical algorithm are useful.
Here, we may exploit the relation to ARMA models
and estimate the parameters of (20) in an initial step
in which it is usually sufficient to rely on ARMA
estimates that are easy to calculate and not necessarily
asymptotically efficient.
If we pretend that the innovations are standard
normally distributed, but do not want to assume
this fact, then, the Gaussian CML estimates are
called quasi maximum likelihood (QML) estimates.
If Eεt4 < ∞ and if the GARCH(1, 1) process
is strictly stationary, which holds for E{log(β +
αεt2 )} < 0 [31], then under some technical assumptions, QML-estimates will be consistent and asymptotically normal ([20, 26], Ch. 4).
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GARCH-based Risk Management
GARCH models may be used for pricing financial
derivatives [12] or for investigating perpetuities
([13], Ch. 8.4), but the main current application of
this class of models is the quantification of market
risk. Given any stochastic volatility model Xt = σt εt ,
then, the value-at-risk VaRt as the conditional γ
quantile of Xt given the information up to time
γ
γ
t − 1, is just σt qε , where qε is the γ quantile of the
distribution of εt . Assuming a GARCH(1, 1) model
with known innovation distribution and some initial
approximation for the volatility σ1 , we get future
values of σt using the GARCH recursion (19), and we
γ
have VaRt = σt qε . A special case of this method is
the popular RiskMetrics approach [25], Ch. 9, which
uses an IGARCH(1, 1) model, with ω = 0, α = 1 −
β. The validity of such risk management procedures
is checked by backtesting, where the percentage of
actual large losses Xt < VaRt over a given period of
time is compared with the nominal level γ of the
value-at-risk.
For γ = 0.05 and stocks of major companies,
assuming standard normal εt leads to reasonable
results. In other cases, it may be necessary to fit
a more heavy-tailed distribution to the innovations,

for example, by methods from extreme value
theory [30]. Figure 3 shows again the log returns
of Deutsche Bank stock together with the 5% VaR
calculated from fitting a GARCH(1, 1) model with
Gaussian innovations to the data. The asterisks mark
the days in which actual losses exceed the VaR (31
out of 746 days, that is, roughly 4.2% of the data).
Extremal events play an important role in insurance and finance. A review of the relevant stochastic
theory with various applications is [14]. For analyzing extreme risks, in particular, the asymptotic distribution of the maximum MN = max(X1 , . . . , XN ) of a
time series is of interest. For many stationary Gaussian linear processes and, in particular, for ARMA
processes, the asymptotic extremal behavior is the
same as for a sequence of i.i.d. random variables having the same distribution as Xt . Therefore, for such
time series, the classical tools of non-life insurance
mathematics still apply. This is, however, no longer
true for stochastic volatility models like GARCH
processes, which is mainly due to the volatility clustering (SF2). The type of extremal behavior of a
strictly stationary time series may be quantified by the
extremal index, which is a number in (0, 1], where
1 corresponds to the independent case. For ARCH
models and for real financial time series, however,
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values considerably less than 1 are observed ([13],
Ch. 8.1).

Nonparametric Time Series Models
Up to now, we have studied time series models that
are determined by a finite number of parameters.
A more flexible, but computationally more demanding approach is provided by nonparametric procedures, where we assume only certain general structural properties of the observed time series. A simple
example is the nonparametric autoregression of order
p, where for some rather arbitrary autoregressive
function m, we assume Xt = m(Xt−1 , . . . , Xt−p ) +
εt with zero mean white noise εt . There are two
different types of approaches to estimate m, one
based on local smoothing where the estimate of
m at x = (x1 , . . . , xp ) depends essentially only on
those tuples of observations (Xt , Xt−1 , . . . , Xt−p ) for
which (Xt−1 , . . . , Xt−p ) ≈ x, the other one based on
global approximation of m by choosing an appropriate function out of a large class of simply structured functions having some universal approximation property to approximate m. An example for
the first type are kernel estimates, for example,
for p = 1


1 N−1
x − Xt
K
Xt+1
N h t=1
h

 , (23)
m̂(x, h) =
x − Xt
1 N−1
K
N h t=1
h
where K is a fixed kernel function and h a tuning
parameter controlling the smoothness of the function
estimate m̂(x, h) of m(x) [24]. An example of the
second type are neural network estimates, for
example, of feedforward type with one hidden layer
and for p = 1
m̂H (x1 ) = v̂0 +

H


v̂k ψ(ŵ0k + ŵ1k x1 ),

(24)

Local estimates are conceptually simpler, but can be
applied only if the argument of the function to be
estimated is of low dimension, that is, for nonparametric AR models, if p is small. Neural networks,
however, can be applied also to higher dimensional
situations.
For financial time series, nonparametric ARARCH models have been investigated. For the
simple case of model order 1, they have the form
Xt = m(Xt−1 ) + σ (Xt−1 )εt with zero-mean and unit
variance white noise εt . The autoregressive function
m and the volatility function σ may be estimated
simultaneously in a nonparametric manner [17]. If
m ≡ 0, then we have again a stochastic volatility
model with σt = σ (Xt−1 ), and the application to risk
quantification is straightforward.
Nonparametric estimates of ARMA or GARCH
estimates are just developed [7, 18]. The main problem here is the fact that the past innovations or
volatilities are not directly observable, which complicates the situation considerably.
All nonparametric estimates are useful for exploratory purposes, that is, without assuming a particular
parametric model, they allow to get some idea about
the structure of the time series [21]. They also may be
applied to specific tasks like forecasting or calculating
the value-at-risk. However, they usually are hard
to interpret, and the fitted model has no simple
interpretation.
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Embrechts, P., Klüppelberg, C. & Mikosch, T. (1997).
Modelling Extremal Events for Insurance and Finance,
Springer-Verlag, Heidelberg.
Embrechts, P. & Schmidli, H. (1994). Modelling of
extremal events in insurance and finance, Zeitschrift für
Operations Research 39, 1–34.
Engle, R. (1982). Autoregressive conditional heteroscedasticity with estimates of the variance of U.K.
inflation, Econometrica 50, 345–360.
Franke, J. (1985). A Levinson-Durbin recursion for
autoregressive-moving average processes, Biometrika
72, 573–581.
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in die Statistik der Finanzmärkte, (English edition in
preparation), Springer-Verlag, Heidelberg.
Franke, J., Holzberger, H. & Müller, M. (2002). Nonparametric estimation of GARCH-processes, in Applied
Quantitative Finance, W. Härdle, Th. Kleinow &
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Further Reading
A very readable first short introduction into time series analysis is [10]. As an extensive reference volume on classical
time series analysis, [33] is still unsurpassed. For readers,
that are mathematically inclined, [6] gives a thorough treatment of the theory, but is also strong on practical applications, in particular, in the 2nd edition. For nonlinear models and financial time series, [20, 32, 36] provide recommendable surveys, whereas for nonparametric time series
analysis, the paper [24] gives an overview and lots of
references.
We have considered almost exclusively univariate time
series models, though, in practice, multivariate time series
are frequently of interest. All the main models and methods
discussed above can be generalized to two- and higherdimensional time series. The notation becomes, however,
rather complicated such that it is not suitable for a first
presentation of ideas and concepts. For practical purposes,
two additional problems show up in the multivariate case.
The two main models, ARMA in classical time series analysis
and GARCH in financial applications, suffer from considerable
identifiability problems, that is, the model is not uniquely
specified by the stochastic process underlying the data. To
avoid severe problems in parameter estimation, one has to
be quite careful in choosing an appropriate representation.
The other problem is the large number of parameters as
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we have not only to model each univariate component time
series but also the cross-dependencies between each pair of
different component time series. Frequently, we are forced
to rely on rather simple models to be able to estimate the
parameters from a limited sample at all. The textbook [29]
is an extensive reference on multivariate time series analysis, whereas [23] discusses, in particular, the identifiability
problems.
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Under- and
Overdispersion
Very often, in connection with applications, one is
faced with data that exhibit a variability, which differs
from that anticipated under the hypothesized model.
This phenomenon is termed over dispersion if the
observed variability exceeds the expected variability
or under dispersion if it is lower than expected.
Such discrepancies between the empirical variance
and the nominal variance can be interpreted to be
induced by a failure of some of the basic assumptions of the model. These failures can be classified
by how they arise, that is, by the mechanism leading to them. In traditional experimental contexts, for
example, they are caused by deviations from the
hypothesized structure of the population, such as lack
of independence between individual item responses,
contagion, clustering, and heterogeneity. In observational study contexts, they are the result of the method
of ascertainment, which can lead to partial distortion
of the observations. In both cases, the observed value
x does not represent an observation on the random
variable X, but an observation on a random variable Y whose probability distribution (the observed
probability distribution) is a distorted version of the
probability distribution of X (original distribution).
This can have a variance greater than that anticipated
under the original distribution (over dispersion) or,
much less frequently in practice, lower than expected
(under dispersion).
Such practical complications have been noticed
for over a century (see, e.g. [25, 35]). The Lexis
ratio [25] appears to be the first statistic for testing
for the presence of over or under dispersion relative
to a binomial hypothesized model when, in fact, the
population is structured in clusters. In such a setup,
Y , the number of successes, can be represented as the
series of the numbers Yi of successes in all clusters.
Then, assuming N clusters of size n, the Lexis ratio,
defined as the ratio of the between-clusters
variance

2
to the total variance Q = n N
(p
−
p̂)
/(p̂(1 −
i=1 i
p̂)) with p̂i = Yi /n and p̂ = Y/(N n), indicates over
or under dispersion if its value exceeds or is exceeded
by unity. Also, for count data, Fisher [15]
 considered using the sample index of dispersion ni=1 (Yi −


Y )/Y , where Y = ni=1 Yi /n for testing the appropriateness of a Poisson distribution for Y , on the basis
of a sample Y1 , Y2 , . . . , Yn of observations on Y .

Modeling Over or Under dispersion
Analyzing data using single-parameter distributions
implies that the variance can be determined by the
mean. Over or under dispersion leads to failure of this
relation with an effect that practice has shown not to
be ignorable, since using statistics appropriate for the
single-parameter family may induce low efficiency,
although, for modest amounts of over dispersion, this
may not be the case [7]. So, detailed representation
of the over or under dispersion is required. There
are many ways in which these two concepts can
be represented. The most important are described in
the sequel.

Lack of Independence Between Individual
Responses
In accident study–related
contexts, the mean and

variance of Y = xi=1 Yi , the total number of
reported accidents in a total of x accidents
that actually occurred, if individual accidents
are reported with probability p = P (Yi = 1) = 1 −
P (Yi = 0), but not independently (Cor(Yi , Yj ) =
ρ  = 0), will have mean E(Y ) = np and variance

x
ρp(1 −
V (Y ) = V ( xi=1 Yi ) = xp(1 − p) + 2
2
p) = xp(1 − p) (1 + ρ(x − 1)). The variance of
Y exceeds that anticipated under a hypothesized
independent trial binomial model if ρ > 0 (over
dispersion) and is exceeded by it if ρ < 0 (under
dispersion).

Contagion
Another way in which variance inflation may result
is through a failure of the assumption that the probability of the occurrence of an event in a very short
interval is constant, that is, not affected by the number
of its previous occurrences. This leads to the classical
contagion model [17, 41], which in the framework
of data-modeling problems faced by actuaries, for
example, postulates that initially, all individuals have
the same probability of incurring an accident, but
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later, this probability changes by each accident sustained. In particular, it assumes that none of the
individuals has had an accident (e.g. new drivers or
persons who are just beginning a new type of work),
and that the probability with which a person with
Y = y accidents by time t will have another accident in the time period from t to t + dt is of the
form (k + my)dt, thus yielding the negative binomial as the distribution

 of Y with probability function
k/m −kt
P (Y = y) =
e (1 − e−mt )y and mean and
y
variance given by µ = E(Y ) = k(emt − 1)/m, and
V (Y ) = kemt (emt − 1)/m = µemt , respectively.

Clustering
A clustered structure of the population, frequently
overlooked by data analysts, may also induce over
or under dispersion. As an example, in an accident
context again, the number Y of injuries incurred
by persons involved in N accidents can naturally
be thought of, as expressed by the sum Y = Y1 +
Y2 + · · · + YN , of independent random variables representing the numbers Yi of injuries resulting from
the ith accident, which are assumed to be identically distributed independently of the total number
of accidents N . So, an accident is regarded as a
cluster of injuries. In this case,
 the mean and variance of Y will be E(Y ) = E( N
i=1 Yi ) = µE(N ) and
N
2
V (Y ) = V ( i=1 Yi ) = σ E(N ) + µ2 V (N ) with µ,
σ 2 denoting the mean and variance of the common
distribution of Y1 . So, with N being a Poisson variable with mean E(N ) = θ equal to V (N ), the last
relationship leads to over dispersion or under dispersion according as σ 2 + µ2 is greater or less than 1.
The first such model was introduced by Cresswell and Froggatt [8] in a different accident context,
in which they assumed that each person is liable
to spells of weak performance during which all of
the person’s accidents occur. So, if the number N
of spells in a unit time period is a Poisson variate with parameter θ and assuming that within a
spell a person can have 0 accidents with probability
1 − m log p and n accidents (n ≥ 1) with probability m(1 − p)n /n; m, n > 0, one is led to a negative
binomial distribution as the distribution of Y with
probability function


θm + y − 1
P (Y = y) =
p θm (1 − p)y .
y

This model, known in the literature as the spells
model, can also lead to other forms of over dispersed
distributions (see, e.g. [4, 41, 42]).

Heterogeneity
Another sort of deviation from the underlying structure of a population that may give rise to over or
under dispersion is assuming a homogeneous population when in fact the population is heterogeneous,
that is, when its individuals have constant but unequal
probabilities of sustaining an event. In this case, each
member of the population has its own value of the
parameter θ and probability density function f (·; θ),
so that θ can be considered as the inhomogeneity
parameter that varies from individual to individual
according to a probability distribution G(·) of mean
µ and variance σ 2 , and the observed distribution of
Y has probability density function given by

f (y; θ)dG(θ),
(1)
fY (y) = EG (f (y; θ)) =


where  is the parameter space and G(·) can be any
continuous, discrete, or finite-step distribution. Models of this type are known as mixtures. (For details on
their application in the statistical literature see [2, 22,
27, 36]). Under such models, V (Y ) = V (E(Y |θ)) +
E(V (Y |θ)), that is, the variance of Y consists of two
parts, one representing variance due to the variability of θ and one reflecting the inherent variability of
Y if θ did not vary. One can recognize that a similar idea is the basis for ANOVA models where the
total variability is split into the ‘between groups’ and
the ‘within groups’ components. The above variance
relationship offers an explanation as to why mixture
models are often termed as over dispersion models.
In the case of the Poisson (θ) distribution, we have
in particular, that V (Y ) = E(θ) + V (θ). More generally, the factorial moments of Y are the same as the
moments about the origin of θ, and Carriere [5] made
use of this fact to construct a test of the hypothesis
that a Poisson mixture fits a data set.
Historically, the derivation of mixed Poisson distributions was first considered by Greenwood and
Woods [16] in the context of accidents. Assuming that the accident experience X|θ of an individual is Poisson distributed with parameter θ
varying from individual to individual according
to a gamma distribution with mean µ and index
parameter µ/γ , they obtained a negative binomial
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distribution as the distribution
 of Y withprobabilµ/γ + y − 1
ity function P (Y = y) =
{γ /(1 +
y
y
−µ/γ
. Under such an observed distribuγ )} (1 + γ )
tion, the mean and variance of Y are E(Y ) = µ,
V (Y ) = µ(1 + γ ), where now γ represents the over
dispersion parameter. The mixed Poisson process
has been popularized in the actuarial literature by
Dubourdieu [13] and the gamma mixed case was
treated by Thyrion [37].
A large number of other mixtures have been
developed for various over dispersed data cases,
such as binomial mixtures (e.g. [38]), negative binomial mixtures (e.g. [19, 40–42]), normal
mixtures (e.g. [1]), and mixtures of exponential
(e.g. [20]).
Often in practice, a finite-step distribution is
assumed for θ in (1), and the interest is on creating clusters of data by grouping the observations on
Y (cluster analysis). A finite mixture model is applied
and each observation is allocated to a cluster using
the estimated parameters and a decision criterion
(e.g. [27]). The number of clusters can be decided
on the basis of a testing procedure for the number of
components in the finite mixture [21].

Treating Heterogeneity in a More General Way
Extending heterogeneity models for models with
explanatory variables, one may assume that Y has a
parameter θ, which varies from individual to individual according to a regression model θ = η(x; β) + ε,
where x is a vector of explanatory variables, β is a
vector of regression coefficients, η is a function of
a known form and ε has some known distribution.
Such models are known as random effect models, and
have been extensively studied for the broad family
of Generalized Linear Models. Consider, for example, the Poisson regression case. For simplicity, we
consider only a single covariate, say X. A model
of this type assumes that the data Yi , i = 1, 2, . . . , n
follow a Poisson distribution with mean θ such that
log θ = α + βx + ε for some constants α, β and with
ε having a distribution with mean equal to 0 and variance say φ. Now the marginal distribution of Y is no
longer the Poisson distribution, but a mixed Poisson
distribution, with mixing distribution clearly depending on the distribution of ε. From the regression
equation, one can obtain that Y ∼ Poisson(t exp(α +
βx))tˆg(t), where t = eε with a distribution g(·) that
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depends on the distribution of ε. Negative Binomial
and Poisson Inverse Gaussian regression models have
been proposed as over dispersed alternatives to the
Poisson regression model [10, 24, 45]. If the distribution of t is a two finite–step distribution, the
finite Poison mixture regression model of Wang et al.
[39] results. The similarity of the mixture representation and the random effects one is discussed
in [18].

Estimation and Testing for Over dispersion Under
Mixture Models
Mixture models including those arising through treating the parameter θ as the dependent variable in a
regression model allow for different forms of variance to mean relationships. So, assuming that E(Y ) =
µ(β), V (Y ) = σ 2 (µ(β), λ) for some parameters β, λ,
a number of estimation approaches exist in the literature based on moment methods (e.g. [3, 24, 28]) and
quasi- or pseudolikelihood methods (e.g. [9, 26, 29]).
The above formulation also allows for multiplicative
over dispersion or more complicated variance parameters as in [26].
Testing for the presence of over dispersion or
under dispersion in the case of mixtures can be done
using asymptotic arguments. Under regularity conditions, the density of Yi in a sample Y1 , Y2 , . . . , Yn
from the distribution of Y is fY (y) = E (f (y; θ)) =
(∂ 2 f (y; µθ )/∂µ2 ) + O(1/n),
f (y; µθ ) + (1/2)σθ2
2
where µθ = E(θ), σθ = E(θ), that is, of the form
f (y; µθ ) (1 + εh(y; ϕθ )), where h(y; µθ ) = [∂ log
f (y; µθ )/∂µθ ]2 + ∂ 2 log f (y; µθ )/∂µ2 .
This family represents over dispersion if ε >
0, under dispersion if ε < 0, and none of these
complications if ε = 0. The above representation
was derived by Cox [7], who suggested a testing
procedure for the hypothesis ε = 0, which can be
regarded as a general version of standard dispersion tests.

The Effect of the Method of Ascertainment
In collecting a sample of observations produced by
nature according to some model, the original distribution may not be reproduced owing to various
reasons. These include partial destruction or enhancement (augmentation) of observations. Situations of
the former type are known in the literature as damage
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models while situations of the latter type are known
as generating models. The distortion mechanism is
usually assumed to be manifested through the conditional distribution of the resulting random variable Y
given the value of the original random variable X. As
a result, the observed distribution is a distorted version of the original distribution obtained as a mixture
of the distortion mechanism. In particular, in the case
of damage,
P (Y = r) =

∞


P (Y = r|X = n)P (X = n),

n=r

r = 0, 1, . . . ,

(2)

while, in the case of enhancement
P (Y = r) =

r


P (Y = r|X = n)P (X = n),

n=1

r = 1, 2, . . .

(3)

Various forms of distributions have been considered for the distortion mechanisms in the above
two cases. In the case of damage, the most popular forms have been the binomial distribution [33],
mixtures on p of the binomial distribution (e.g., [30,
44]) whenever damage can be regarded as additive
(Y = X − U, U independent of Y ), or in terms of
the uniform distribution in (0, x) (e.g. [11, 12, 43])
whenever damage can be regarded as multiplicative
(Y = [RX], R independent of X and uniformly distributed in (0, 1)). The latter case has also been
considered in the context of continuous distributions
by Krishnaji [23]. The generating model was introduced and studied by Panaretos [31].
In actuarial contexts, where modeling the distributions of the numbers of accidents, of the damage
claims and of the claimed amounts is important,
these models provide a perceptive approach to the
interpretation of such data. This is justified by the
fact that people have a tendency to underreport their
accidents, so that the reported (observed) number Y
is less than or equal to the actual number X(Y ≤ X),
but tend to overreport damages incurred by them, so
that the reported damages Y are greater than or equal
to the true damages X(Y ≥ X).
Another type of distortion is induced by the adoption of a sampling procedure that gives to the units
in the original distribution, unequal probabilities of
inclusion in the sample. As a result, the value x

of X is observed with a frequency that noticeably
differs from that anticipated under the original density function fX (x; θ). It represents an observation on
a random variable Y whose probability distribution
results by adjusting the probabilities of the anticipated distribution through weighting them with the
probability with which the value x of X is included
in the sample. So, if this probability is proportional
to some function w(x; β), β ∈ R(weight function),
the recorded value x is a value of Y having density
function fY (x; θ, β) = w(x; β)fx (x; θ)/E(w(X; β)).
Distributions of this type are known as weighted distributions (see, e.g. [6, 14, 32, 34]). For w(x; β) = x,
these are known as size-biased distributions.
In modeling data that are of interest to actuaries, the weight function can represent reporting bias
and can help model the over or under dispersion in
the data induced by the reporting bias. In the context of reporting accidents or placing damage claims,
for example, it can have a value that is directly or
inversely analogous to the size x of X, the actual
number of incurred accidents, or the actual size of
the incurred damage. The functions w(x; β) = x and
w(x; β) = β x (β > 1 or β < 1) are plausible choices.
For a Poisson (θ) distributed X, these lead to distributions for Y of Poisson type. In particular, w(x; β) = x
leads to
P (Y = x) =

e−θ θ x−1
(x − 1)!

x = 1, 2, . . .

(shifted Poisson(θ)),

(4)

while w(x; β) = β x leads to
e−θβ (θβ)x
, x = 0, 1, . . .
x!
(Poisson(θβ)).

P (Y = x) =

(5)

The variance of Y under (4) is 1 + θ and exceeds
that of X (over dispersion), while under (5) it is
θβ implying over dispersion for β > 1 or under
dispersion for β < 1.
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EVDOKIA XEKALAKI

Utility Theory
Utility theory deals with the quantization of preferences among risky assets. The standard setup for Savage’s [17] 1954 axiomatic foundation of probability theory and von-Neumann & Morgenstern’s [20]
(vNM) 1947 axiomatic formulation of utility theory assumes an (infinite or) finite set S of states
of nature S = {s1 , s2 , . . . , sn } to which the decision
maker (DM) assigns probability distributions P =
(p1 , p2 , . . . , pn ). An act (or risky asset, or random variable) assigns consequences (or outcomes)
c1 , c2 , . . . , cn to the corresponding states of nature.
Acts are, thus, all or some of the functions from
the set of states S to the set of consequences C.
Such an act defines a lottery once the probabilities p
are taken into account. Preferences among lotteries
(L1 ( or )  L2 – lottery L1 is (nonstrictly) preferred to lottery L2 ) by a rational DM are assumed
to satisfy some axioms.
vNM1–Completeness. Every two lotteries are comparable, and  is transitive.
vNM2–Continuity. Whenever L1  L2  L3 , there
is a lottery L4 obtained as a probability mixture
L4 = αL1 + (1 − α)L3 of L1 and L3 , such that the
DM is indifferent (L4 ∼ L2 ) between lotteries L4 and
L2 .
vNM3–Independence. For every α ∈ (0, 1) and lottery L3 , L1  L2 if and only if αL1 + (1 − α)L3 
αL2 + (1 − α)L3 .
It should be clear that for any real valued utility
function U defined on the set of consequences,
the

expected utility functional EU (L) = ni=1 U (ci )pi
defined on lotteries, compares lotteries in accordance
with the vNM axioms. von-Neumann & Morgenstern
proved that every preference relation that satisfies
these axioms has such a utility function representation. Furthermore, this utility function is unique up
to an affine transformation, for example, it becomes
unique after determining it arbitrarily (but in the correct order) on any two consequences to which the
DM is not indifferent.
Savage, in contrast, formulated a list of seven
postulates for preferences among acts (rather than lotteries) based (postulate 3) on an exogenously defined

utility function on consequences, and obtained axiomatically the existence and uniqueness of a probability distribution on (infinite) S that accurately
expresses the DM’s preferences among acts in terms
of the proper inequality between the corresponding expected utilities. This subjective probability is
termed apriori distribution in Bayesian statistics; see
also [3] and de Finetti [5, 6].
The idea of assigning a utility value to consequences and measuring the desirability of lotteries
by expected utility was first proposed in the eighteenth century by Daniel Bernoulli [4], who argued
for the logarithmic utility U (x) = log(x) in this context. The idea of quantitatively obtaining a probability
from qualitative comparisons was first introduced in
the 1930s by de Finetti [5, 6].
von-Neumann & Morgenstern’s expected utility
theory constitutes the mainstream microeconomical
basis for decision making under risk. It has led to
the definitive characterization of risk aversion as
concavity of U , and of the determination of which of
two DMs is more risk averse – the one whose utility
function is a concave function of the other’s. This
Arrow–Pratt characterization was modeled in the
1960s by Arrow [2], in terms of increased tendency
to diversify in portfolios, and by Pratt [13], in terms
of inclination to buy full insurance.
Rothschild & Stiglitz [14–16] introduced into
Economics, in the 1970s, the study of Mean-preserving Increase in Risk (MPIR), begun by Hardy &
Littlewood [10] in the 1930s and followed in the
1960s by Strassen [19], lifting choice between risky
assets from the level of the individual DM to that of
the population of all (expected utility maximizing)
risk averters. Rothschild & Stiglitz’s 1971 article on
risk averse tendency to diversify showed that not all
risk averters reduce their holdings within a portfolio – of a risky asset that becomes MPIR riskier – and
characterized the subclass of those that do. This work
sparked powerful and intense research that fused
utility theory and the study of stochastic ordering
(partial orders in the space of probability distributions) [7, 9, 12, 18].
The sharp, clear-cut, axiomatic formulation of
the Bayesian basis of decision theory and of vNM
expected utility theory became, in fact, the tool for the
fruitful criticism that followed their introduction and
wide diffusion. Ellsberg [8] introduced a collection of
examples of choice among acts inconsistent with the
postulates of Savage, and Allais [1] proposed a pair
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of examples of lotteries in which normative behavior should contradict the vNM axioms. Kahnemann
& Tversky’s [11] 1979 experiments with human subjects confirmed Allais’s claims. These inconsistencies
paved the way for a school of generalizations of
utility theory under weaker forms of the controversial vNM independence axiom, and the controversial
insistence on completeness of preferences in both
Savage and vNM setups.
For further reading, consult [7].

[7]
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Value-at-risk
The Value at Risk (VaR) on a portfolio is the maximum loss we might expect over a given period, at
a given level of confidence. It is therefore defined
over two parameters – the period concerned, usually known as the holding period, and the confidence
level – whose values are arbitrarily chosen. The VaR
is a relatively recent risk measure whose roots go
back to Baumol [5], who suggested a risk measure
equal to µ − kσ , where µ and σ are the mean and
standard deviation of the distribution concerned, and
k is a subjective parameter that reflects the user’s attitude to risk. The term value at risk only came into
widespread use much later. The notion itself lay dormant for nearly 30 years, and then shot to prominence
in the early to mid 1990s as the centerpiece of the risk
measurement models developed by leading securities
firms. The most notable of these, Morgan’s RiskMetrics model, was made public in October 1994,
and gave rise to a widespread debate on the merits,
and otherwise, of VaR. Since then, there have been
major improvements in the methods used to estimate
VaR, and VaR methodologies have been applied to
other forms of financial risk besides the market risks
for which it was first developed.

determine internal capital allocation. We can use it
to determine capital requirements at the level of the
firm, but also right down the line, down to the level
of the individual investment decision: the riskier the
activity, the higher the VaR and the greater the capital requirement. (3) VaR can be used for reporting
and disclosing purposes, and firms increasingly make
a point of reporting VaR information in their annual
reports. (4) We can use VaR information to assess
the risks of different investment opportunities before
decisions are made. VaR-based decision rules can
guide investment, hedging, and trading decisions, and
do so taking account of the implications of alternative choices for the portfolio risk as a whole. (5) VaR
information can be used to implement portfolio-wide
hedging strategies that are otherwise very difficult to
identify. (6) VaR information can be used to remunerate traders, managers, and other employees in
ways that take account of the risks they take, and
so discourage the excessive risk-taking that occurs
when employees are rewarded on the basis of profits alone, without reference to the risks taken to get
those profits. (7) Systems based on VaR methodologies can be used to measure other risks such as
liquidity, credit and operational risks. In short, VaR
can help provide for a more consistent and integrated
approach to risk management, leading also to greater
risk transparency and disclosure, and better strategic
risk management.

Attractions and Uses of VaR
The VaR has two highly attractive features as a measure of risk. The first is that it provides a common
consistent measure of risk across different positions
and risk factors: it therefore enables us to measure
the risk associated with a fixed-income position, say,
in a way that is comparable to and consistent with a
measure of the risk associated with equity or other
positions. The other attraction of VaR is that it takes
account of the correlations between different risk factors. If two risks offset each other, for example, the
VaR allows for this offset and tells us that the overall risk is fairly low. Naturally, a risk measure that
accounts for correlations is essential if we are to handle portfolio risks in a statistically meaningful way.
VaR has many possible uses. (1) Senior management can use it to set their overall risk target, and
from that determine risk targets and position limits
down the line. (2) Since VaR tells us the maximum
amount we are likely to lose, we can also use it to

Criticisms of VaR
Whilst most risk practitioners have embraced VaR
with varying degrees of enthusiasm, others are highly
critical. At the most fundamental level, there are
those such as Taleb [26] and Hoppe [18] who were
critical of the naı̈ve transfer of mathematical and
statistical models from the physical sciences where
they are well suited to social systems where they
are often invalid. They argued that such applications
often ignore important features of social systems –
the ways in which intelligent agents learn and react
to their environment, the nonstationarity and dynamic
interdependence of many market processes, and so
forth – features that undermine the plausibility of
many models and leave VaR estimates wide open to
major errors.
A related concern was that VaR estimates are
too imprecise to be of much use, and empirical
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evidence presented by Beder [6] and others in this
regard is worrying, as it suggests that different VaR
models can give vastly different VaR estimates. Work
by Marshall and Siegel [23] also showed that VaR
models were exposed to considerable implementation
risk as well – so even theoretically similar models
could give quite different VaR estimates because of
the differences in the ways in which the models
were implemented. There is also the problem that
if VaR measures are used to control or remunerate
risk-taking, traders will have an incentive to seek
out positions where risk is over- or underestimated
and trade them [21]. They will therefore take on
more risk than suggested by VaR estimates – so our
VaR estimates will be biased downwards – and their
empirical evidence suggests that the magnitude of
these underestimates can be substantial.
Concerns have also been expressed that the use of
VaR might destabilize the financial system. Taleb [26]
pointed out that VaR players are dynamic hedgers
who need to revise their positions in the face of
changes in market prices. If everyone uses VaR,
there is a danger that this hedging behavior will
make uncorrelated risks become very correlated –
and again firms will bear much greater risk than their
VaR models might suggest. Similarly, Danielsson [9],
Basak and Shapiro [3] and others have suggested that
poorly thought through regulatory VaR constraints
could destabilize the financial system by inducing
banks to increase their risk-taking: for instance, a VaR
position limit can give risk managers an incentive to
protect themselves against relatively mild losses, but
not against very large ones.
Even if one is to grant the usefulness of risk measures based on the lower tail of a probability density
function, there is still the question of whether VaR
is the best tail-based risk measure, and it is now
clear that it is not. In some important recent work,
Artzner, Delbaen, Eber, and Heath [1] examined this
issue by first setting out the axioms that a ‘good’
(or, in their terms, coherent) risk measure should satisfy. They then looked for risk measures that satisfied
these coherence properties, and found that VaR did
not satisfy them. It turns out that the VaR measure
has various problems, but perhaps the most striking
of these is its failure to satisfy the property of subadditivity – namely, that we cannot guarantee that
the VaR of a combined position will be no greater
than the sum of the VaRs of the constituent positions.
The risk of the sum, as measured by VaR, might be

greater than the sum of the risks – a serious drawback for a measure of risk. Their work suggests that
risk managers would be better off abandoning VaR
for other tail-based risk measures that satisfy coherence. The most prominent of these is the average of
losses exceeding VaR, known as the expected tail loss
or expected shortfall – and, ironically, this measure
is very similar to the measures of conditional loss
coverage that have been used by insurers for over
a century.

Estimating VaR: Preliminary
Considerations
We turn now to VaR estimation. In order to estimate
VaR, we need first to specify whether we are working
at the level of the aggregate (and often firm-wide)
portfolio using portfolio-level data, or whether we
are working at the deeper level of its constituent
positions or instruments, and inferring portfolio VaR
from position-level data. We can distinguish between
these as portfolio-level and position-level approaches
to VaR estimation. The estimation approach used also
depends on the unit of measure, and there are four
basic units we can use: units of profit/loss (P/L),
loss/profit (the negative of P/L), arithmetic return, or
geometric return.

Estimating VaR: Parametric Approaches
at Portfolio Level
Many approaches to VaR estimation are parametric,
in the sense that they specify the distribution function
of P/L, L/P (loss/profit) or returns. To begin, note that
the VaR is given implicitly by
Pr(L/P ≤ VaR) = cl,

(1)

where cl is our chosen confidence level, and the holding period is implicitly defined by the data frequency.
We now make some parametric assumption.
1. The simplest of these is that portfolio P/L is
normally distributed with mean µP/L and standard
deviation σP/L . The loss/profit (L/P) therefore has
mean −µP/L and standard deviation σP/L , and the
VaR is
VaR = −αcl σP/L − µP/L ,
(2)
where αcl is the standard normal variate corresponding to our confidence level cl, Thus, αcl is the value
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of the standard normal variate such that 1–cl of the
probability density lies to the left, and cl of the probability density lies to the right. For example, if our
confidence level is 95%, αcl will be −1.645; and if
P/L is distributed as standard normal, then VaR will
also be equal to −1.645. Of course, in practice µP/L
and σP/L would be unknown, and we would have to
estimate VaR based on estimates of these parameters,
obtained using suitable estimation techniques; this in
turn gives rise to the issue of the precision of our
VaR estimators.
Equivalently, we could also assume that arithmetic
returns r (equal to P /P−1 − 1 ignoring reinvestment
of profits, where P and P−1 are the current and lagged
values of our portfolio) are normally distributed. Our
VaR is then
VaR = −(µr + αcl σr )P

(3)

where µr and σr are the mean and standard deviation
of arithmetic returns. However, both these approaches
have a problem: they imply that losses can be arbitrarily high and this is often unreasonable, because
the maximum potential loss is usually limited to the
value of our portfolio.
2. An alternative that avoids this problem is to
assume that geometric returns R (equal to ln(P /P−1 ),
ignoring reinvestment) are normally distributed,
which is equivalent to assuming that the value of the
portfolio is lognormally distributed. The formula for
this lognormal VaR is
VaR = P−1 − exp[µR + αcl σR + ln P−1 ]

(4)

This formula rules out the possibility of negative
portfolio values and ensures that the VaR can never
exceed the value of the portfolio. However, since
the difference between the normal and lognormal
approaches boils down to that between arithmetic
and geometric returns, the two approaches tend to
yield substantially similar results over short holding periods; the difference between them therefore
only matters if we are dealing with a long holding
period.
3. A problem with all these approaches is that empirical returns tend to exhibit excess (or greater than
normal) kurtosis, often known as ‘fat’ or heavy tails,
which implies that normal or lognormal approaches
can seriously underestimate true VaR. The solution is
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to replace normal or lognormal distributions with distributions that can accommodate fat tails, and there
are many such distributions to choose from. One such
distribution is the Student-t distribution: a Student-t
distribution with υ degrees of freedom has a kurtosis of 3(υ − 2)/(υ − 4), provided υ > 4, so we can
approximate an observed kurtosis of up to 9 by a suitable choice of υ. This gives us considerable scope to
accommodate excess kurtosis, so long as the kurtosis is not too extreme. In practice, we would usually
work with a generalized Student-t distribution that
allows us to specify the mean and standard deviation
of our P/L or return distribution, as well as the number of degrees of freedom. Using units of P/L, our
VaR is then

(υ − 2)
σP/L − µP/L ,
(5)
VaR = −αcl,υ
υ
where the confidence level term, αcl,υ , now refers to
a Student-t distribution instead of a normal one, and
so depends on υ as well as on cl.
To illustrate the impact of excess kurtosis, Figure 1
shows plots of a normal density function and a
standard textbook Student-t density function with 5
degrees of freedom (and, hence, a kurtosis of 9). The
Student-t has fatter tails than the normal, and also
has a higher VaR at any given (relatively) high confidence level. So, for example, at the 99% confidence
level, the normal VaR is 2.326, but the Student-t VaR
is 3.365.
4. We can also accommodate fat tails by using
a mixture of normal distributions [27]. Here, we
assume that P/L or returns are usually drawn from
one normal process, but are occasionally, randomly
drawn from another with a higher variance. Alternatively, we can use a jump-diffusion process [11,
29], in which returns are usually well behaved, but
occasionally exhibit discrete jumps. These approaches can incorporate any degree of observed kurtosis, are intuitively simple and (fairly) tractable,
and require relatively few additional parameters. We
can also use stable Lévy processes, sometimes also
known as α -stable or stable Paretian processes [25].
These processes accommodate the normal as a special case, and have some attractive statistical properties: they have domains of attraction, which means
that any distribution ‘close’ to a stable distribution
will have similar properties to such a distribution;
they are stable, which means that the distribution
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retains its shape when summed; and they exhibit
scale invariance or self-similarity, which means that
we can rescale the process over one time period
so that it has the same distribution over another
time period. However, stable Lévy processes also
imply that returns have an infinite variance, which
is generally regarded as being inconsistent with the
empirical evidence. Finally, we can also accommodate fat tails (and, in some cases, other nonnormal
moments of the P/L or return distribution) by using
Cornish–Fisher or Box–Cox adjustments, or by fitting the data to more general continuous distributions
such as elliptical, hyperbolic, Pearson or Johnson
distributions.
5. Another parametric approach that has become
prominent in recent years is provided by extremevalue theory, which is suitable for estimating VaR
at extreme confidence levels. This theory is based
on the famous Fisher–Tippett theorem [15], which
tells us that if X is a suitably ‘well-behaved’
(i.e. independent) random variable with distribution
function F (x), then the distribution function of
extreme values of X (taken as the maximum value
of X from a sample of size n, where n gets large)
converges asymptotically to a particular distribution,
the extreme-value distribution. Using L/P as our

unit of measurement, this distribution yields the
following formulas for VaR:
VaR = a −

b
[1 − (− ln cl)−ξ ]
ξ

(6)

if ξ > 0, and where 1 + ξ(x − a)/b > 0; and
VaR = a − b ln[ln(1/cl)]

(7)

if ξ = 0. a and b are location and scale parameters,
which are closely related to the mean and standard
deviation; and ξ is the tail index, which measures the
shape or fatness of the tail [14]. These two cases
correspond to our primary losses (i.e. X) having
excess and normal kurtosis respectively. There is also
a second branch of extreme-value theory that deals
with excesses over a (high) threshold. This yields the
VaR formula


−ξ
n
β
(1 − cl)
−1 , 0<ξ <1
VaR = u +
ξ
Nu
(8)
where u is a threshold of x, β > 0 is a scale parameter, n is the sample size, Nu is the number of
observations in excess of the threshold [24] and
1 − cl < Nu /n. This second approach dispenses with
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the location parameter, but requires the user to specify
the value of the threshold instead.

Estimating VaR: Parametric Approaches
at Position Level
We turn now to the position level.
1. The most straightforward position-level approach
is the variance–covariance approach, the most wellknown commercial example of which is the RiskMetrics model. This approach is based on the underlying assumption that returns are multivariate normal.
Suppose, for example, that we have a portfolio consisting of n different assets, the arithmetic returns
to which are distributed as multivariate normal with
mean µr and variance–covariance matrix r , where
µr is an n × 1 vector, and r is an n × n matrix
with variance terms down its main diagonal and
covariances elsewhere. The 1 × n vector w gives the
proportion of our portfolio invested in each asset (i.e.
so the first element w1 gives the proportion of the
portfolio invested in asset 1, and so on, and the sum
of the wi terms is 1). Our portfolio return therefore
has an expected value of wµr , a variance of w r wT ,
where wT is the n × 1transpose vector of w, and a
standard deviation of w r wT . Its VaR is then
 

VaR = − αcl . w r wT + wµr P .
(9)
The variance–covariance matrix r captures the
interactions between the returns to the different
assets. Other things being equal, the portfolio VaR
falls as the correlation coefficients fall and, barring
the special case in which all the correlations are 1,
the VaR of the portfolio is less than the sum of the
VaRs of the individual assets.
2. Unfortunately, the assumption of multivariate
normality runs up against the empirical evidence
that returns are fat tailed, which raises the tricky
issue of how to estimate VaR from the position
level taking account of fat tails. One solution is to
fit a more general class of continuous multivariate distributions, such as the family of elliptical
distributions that includes the multivariate Student-t
and multivariate hyperbolic distributions [4, 12, 16].
If we are dealing with extremely high confidence
levels, we can also apply a multivariate extremevalue approach. Another response, suggested by Hull
and White [19], is that we transform our returns to
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make them multivariate normal. We then apply the
variance–covariance analysis to our transformed returns, and unravel the results to derive our ‘true’
VaR estimates. This approach allows us to retain the
benefits of the variance–covariance approach – its
tractability, etc. – whilst allowing us to estimate VaR
and ETL in a way that takes account of skewness,
kurtosis, and the higher moments of the multivariate
return distribution.
3. A final solution, and perhaps the most natural from the statistical point of view, is to apply
the theory of copulas. A copula is a function that
gives the multivariate distribution in terms of the
marginal distribution functions, but in a way that
takes their dependence structure into account. To
model the joint distribution function, we specify our
marginal distributions, choose a copula to represent
the dependence structure, and apply the copula function to our marginals. The copula then gives us the
probability values associated with each possible P/L
value, and we can infer the VaR from the associated
P/L histogram.

Estimating VaR: Nonparametric
Approaches
We now consider nonparametric approaches, which
seek to estimate VaR without making strong assumptions about the distribution of P/L or returns. These
approaches let the P/L data speak for themselves
as much as possible, and use the recent empirical
distribution of P/L – not some assumed theoretical
distribution – to estimate our VaR. All nonparametric methods approaches are based on the underlying
assumption that the near future will be sufficiently
like the recent past, that we can use the data from the
recent past to forecast risks over the near future –
and this assumption may or may not be valid in any
given context.
The first step in any nonparametric approach is to
assemble a suitable data set: the set of P/L ‘observations’ that we would have observed on our current portfolio, had we held it throughout the sample
period. Of course, this set of ‘observations’ will not,
in general, be the same as the set of P/L values actually observed on our portfolio, unless the composition
of our portfolio remained fixed over that period.
1. The first and most popular nonparametric approach is historical simulation, which is conceptually
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simple, easy to implement, widely used, and has
a fairly good track record. In the simplest form
of historical simulation, we can estimate VaR by
constructing a P/L histogram, and then reading the
VaR off from this histogram as the negative of the
value that cuts off the lower tail, or the bottom
1 − cl of the relative frequency mass, from the rest
of the distribution. We can also estimate the historical
simulation VaR more directly, without bothering with
a histogram, by ranking our data and taking the
VaR to be the appropriate order statistic (or ranked
observation).
2. However, this histogram-based approach is rather
simplistic, because it generally fails to make the
best use of the data. For the latter, we should apply
the theory of nonparametric density estimation. This
theory treats our data as if they were drawings from
some unspecified or unknown empirical distribution
function, and then guides us in selecting bin widths
and bin centers, so as to best represent the information
in our data. From this perspective, a histogram is a
poor way to represent data, and we should use naı̈ve
estimators or, better still, kernel estimators instead.
Good decisions on these issues should then lead to
better estimates of VaR [8].
3. All these approaches share a common problem:
they imply that any observation should have the
same weight in our VaR-estimation procedure if it
is less than a certain number of periods old, and
no weight (i.e. a zero weight) if it is older than
that. This weighting structure is unreasonable a priori,
and creates the potential for distortions and ghost
effects – we can have a VaR that is unduly high, say,
because of a single loss observation, and this VaR
will continue to be high until n days have passed and
the observation has fallen out of the sample period.
The VaR will then appear to fall again, but this fall is
only a ghost effect created by the way in which VaR is
estimated. Various approaches have been suggested to
deal with this problem, most notably: age-weighting
and volatility-weighting the data e.g., [20]; filtered
historical simulation, which bootstraps returns within
a conditional volatility (e.g. GARCH) framework [2];
covariance weighting, with weights chosen to reflect
current market estimates of the covariance matrix
[11]; and moment weighting, in which weights are
chosen to reflect all relevant moments of the return
distribution [17].

4. Finally, we can also estimate nonparametric VaR
using principal components and factor analysis methods. These are used to provide a simpler representation of the risk factors present in a data set. They
are useful because they enable us to reduce the
dimensionality of problems and reduce the number of
variance–covariance parameters that we need to estimate. The standard textbook application of principalcomponents VaR estimation is to fixed-income portfolios whose values fluctuate with a large number of
spot interest rates. In these circumstances, we might
resort to principal-components analysis to identify the
underlying sources of movement in our data. Typically, the first three such factors – the first three
principal components – will capture 95% or thereabouts of the variance of our data, and so enable
us to cut down the dimensionality of the problem
and (sometimes drastically) cut down the number of
parameters to be estimated. However, principal components analysis needs to be used with care because
estimates of principal components can be unstable
[28]. Factor analysis is a related method that focuses
on explaining correlations rather than (as principalcomponents analysis does) explaining variances, and
is particularly useful when investigating correlations
among a large number of variables. When choosing between them, a good rule of thumb is to use
principal components when dealing with instruments
that are mainly volatility-dependent (e.g. portfolios
of interest-rate caps), and to use factor analysis when
dealing with problems that are mainly correlationdependent (e.g. portfolios of diff swaps).

Estimating Confidence Intervals for VaR
There are many ways to estimate confidence intervals for VaR, but perhaps the most useful of these
are the quantile-standard error, order-statistics, and
bootstrap approaches.
1. The simplest of these is the quantile-standarderror approach, outlined by Kendall and Stuart [22]:
if we have a sample of size n and a quantile (or VaR)
x that is exceeded with probability p, they show that
the standard error of the quantile is approximately

p(1 − p)
1
,
(10)
se(x) =
f (x)
n
where f (x) is the density function of x. The standard
error can be used to construct confidence intervals
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around our quantile estimates in the usual textbook
way: for example, a 95% confidence interval for our
quantile is
[x − 1.96 se(x), x + 1.96 se(x)].
This approach is easy to implement and has some
plausibility with large sample sizes. However, it also
has weaknesses: in particular, it relies on asymptotic theory, and can therefore be unreliable with
small sample sizes; and the symmetric confidence
intervals it produces are misleading for extreme quantiles whose ‘true’ confidence intervals are asymmetric reflecting the increasing sparsity of extreme
observations.
2. A more sophisticated approach is to estimate VaR
confidence intervals using the theory of order statistics. If we have a sample of n P/L observations, we
can regard each observation as giving an estimate
of VaR at an implied confidence level. For example,
if n = 100, we can take the VaR at the 95% confidence level as the negative of the sixth smallest P/L
observation. More generally, the VaR is equal to the
negative of rth lowest observation, known as the rth
order statistic, where r = n(1 − cl) + 1. Following
Kendall and Stuart [22], suppose our observations
x1 , x2 , . . . , xn come from a known distribution (or
cumulative density) function F (x), with rth order
statistic x(r) . The probability that j of our n observations do not exceed a fixed value x must obey the
following binomial distribution
Pr{j observations ≤ x} =

n
j

{F (x)}j

× {1 − F (x)}n−j .

(11)

It follows that the probability, that at least r observations in the sample do not exceed x, is also a binomial
n

Gr (x) =
j =r

n
{F (x)}j {1 − F (x)}n−j .
j

(12)

Gr (x) is therefore the distribution function of our
order statistic. It follows, in turn, that Gr (x) also
gives the distribution function of our VaR.
This VaR distribution function provides us with
estimates of our VaR and of its associated confidence intervals. The median (i.e. 50 percentile) of the
estimated VaR distribution function gives us a natural estimate of our VaR, and estimates of the lower
and upper percentiles of the VaR distribution function
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give us estimates of the bounds of our VaR confidence interval. This is useful, because the calculations
are accurate and easy to carry out on a spreadsheet.
The approach mentioned above is also very general
and gives us confidence intervals for any distribution
function F (x), parametric (normal, t, etc.) or empirical. In addition, the order statistics approach applies
even with small samples – although estimates based
on small samples will also be less precise, precisely
because the samples are small.
3. We can also obtain confidence intervals using a
bootstrap procedure [13]. We start with a sample of
size n. We then draw a new sample of the same size
from the original sample, taking care to replace each
selected observation back into the sample pool after it
has been drawn. In doing so, we would typically find
that some observations get chosen more than once,
and others don’t get chosen at all, so the new sample
would typically be different from the original one.
Once we have our new sample, we estimate its VaR
using a historical simulation (or histogram) approach.
We then carry out this process M times, say, to obtain
a bootstrapped sample of M parameter estimates, and
use this sample of VaR estimates to estimate a confidence interval for the VaR (so the upper and lower
bounds of the confidence interval would be given by
the percentiles points (or quantiles) of the sample distribution of VaR estimates). This bootstrap approach
is easy to implement and does not rely on asymptotic or parametric theory. Its main limitation arises
from the (often inappropriate) assumption that the
data are independent, although there are also various ways of modifying bootstraps to accommodate
data-dependency (e.g. we can use a GARCH model
to accommodate dynamic factors and then bootstrap
the residuals; for more on these methods, see [10]).

Other Issues
There are, inevitably, a number of important VaRrelated issues that this article has skipped over or
omitted altogether. These include parameter estimation, particularly the estimation of volatilities, correlations, tail indices, etc.; the backtesting (or validation) of risk models, which is a subject in its own
right; the use of delta–gamma, quadratic, and other
approximations to estimate the VaRs of options portfolios, on which there is a large literature; the use
of simulation methods to estimate VaR, on which
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there is also a very extensive literature; the many,
and rapidly growing, specialist applications of VaR
to options, energy, insurance, liquidity, corporate,
crisis, and pensions risks, among others; the many
uses of VaR in risk management and risk reporting; regulatory uses (and, more interestingly, abuses)
of VaR, and the uses of VaR to determine capital
requirements; and the estimation and uses of incremental VaR (or the changes in VaR associated with
changes in positions taken) and component VaR (or
the decomposition of a portfolio VaR into its constituent VaR elements).

[16]

[17]
[18]
[19]
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